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Dear Cognitive Scientists, 
Welcome to Pasadena, California for the 37th Annual Conference of the Cogni-

tive Science Society!  Our meeting brings together some of the most innovative 

and exciting research in cognitive science. The program features cutting-edge 

plenary talks by three international figures from diverse areas: Martha Farah, Rich 

Ivry, and Rosalind Picard. It also includes three invited symposia aimed at show-

casing the three broad themes for this year: Mind, Technology, and Society.   

CogSci 2015 received 882 submissions, including 669 full papers, 186 member ab-

stracts, 3 publication-based presentations, 13 symposium proposals, and 10 

workshop and tutorial proposals.  After a rigorous review process, we selected 

187 papers for oral presentation (28%), 287 papers for poster presentation (43%), 

185 member abstracts for poster presentation, 2 publication-based talks, and 6 

symposia. All 10 tutorials and workshop submissions were deemed promising and 

of wide interest, and were accepted (though one workshop was withdrawn). 

We hope that you enjoy the program this year and the city of Pasadena, one of 

the most culturally interesting and diverse cities on the West Coast.  There are 

hundreds of shops and restaurants near the convention center, and it is a con-

venient access point to greater Los Angeles and Southern and Central Califor-

nia.  We encourage you to set aside the time to enjoy some of the many activi-

ties the region has to offer. 

Your Hosts,  

Rick Dale, Carolyn Jennings, Paul P. Maglio, Teenie Matlock, David C. Noelle, 

Anne Warlaumont, and Jeff Yoshimi 
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Registration and Information Desk 

Pre-registration badge pickup is in the main level lobby, on the left-hand side of 

the main entrance outside the Ballrooms. On-site registration is located in Room 

CC 204. Certificates of Attendance can be picked up in Room CC 204. 

   Registration     Badge Pick Up  

Wednesday  08:00 – 12:00, 13:00 – 14:00  08:00 – 17:00 
Thursday  08:00 – 12:30, 13:30 – 17:00  08:00 – 17:00 
Friday   08:00 – 12:30, 14:00 – 16:00  08:00 – 17:00 
Saturday  08:30 – 10:30    08:00 – 12:30 

Coffee Breaks  

Coffee and tea breaks are held in the foyer outside Ballroom C-F.  Coffee and 

tea are complimentary.  Juice, soda, and other beverages can be purchased.  

Convention Center Map 

Badge&Pickup&

Lobby,&Street&Level&

Onsite&Registra;on&

Room&204,&Street&Level&

Rumelhart&&
Recep;on&

!

Poster&Sessions&

Coffee&Breaks&

Conference&

Center&(CC)&

Paper&Sessions&will&be&held&on&

the&Lower&Level&(Rooms&101H107)&
Conference&

Center&(CC)&
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Internet Access 

1. Connect to the PCOC_visitor wireless network. 

2. Once connected, open your web browser. 

3. You will be redirect to the splash page, where you will enter your passcode. 

4. Enter passcode cogsci2015 (case sensitive) and select “agree to terms”. 

5. You will be connected and redirected back to the web. 

Cognitive Science Society Business Meeting 
The Cognitive Science Society Business Meeting is scheduled for Thursday, 23 Ju-

ly at 18:00 in Ballroom F.  

In Case of Emergency 
Call 911 
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Proceedings 

The proceedings will be available at: 

http://mindmodeling.org/cogsci2015/ 

The proceedings for past year’s conferences are available at: 

http://cognitivesciencesociety.org/conference_past.html  

 

Presentation Instructions 

Oral presentations: Each standard oral presentation is allocated 20 minutes, 
which is to include a closing period for addressing questions from attendees. A 
recommended partitioning of this time is 15 minutes of presentation followed by 
5 minutes of questions. Each room is equipped with a video projector with 
standard VGA input, as well as a microphone.  The projectors support 4:3 aspect 
ratio – for best results, please ensure your presentations use 4:3 aspect ratio (ra-
ther than any wide-screen format).  All speakers must bring their own laptops. 
Mac/Apple users must also bring an Apple-VGA connector cable.  

Note: Presentations that are part of workshops, tutorials, or symposia may use 
different schedules. Please contact the organizer of the given workshop, tutorial, 
or symposium for information about the correct amount of presentation time. 

Session chairs: This year, the last speaker of each session will serve as the session 

chair.  That individual will quickly announce each speaker and strictly monitor 

the time of each talk. Each room will have signs that the chair can use to signal 

to the speaker how much time is left. 

Poster presentations: Posters will be presented on poster boards during the post-

er sessions. Poster boards and push-pins will be provided. Maximum poster di-

mensions are 8 feet wide and 4 feet high (244 cm x 122 cm), though of course 

they can be smaller.  Presenters must remove their posters at the end of the 

poster session. 
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How to Cite Your Paper 

APA formatted citation for a 6-page paper: 

Author A. & Author B.. (2015). This is the title of the paper. In D. C. Noelle, R. Dale, 

A. S. Warlaumont, J. Yoshimi, T. Matlock, C. D. Jennings, & P. P. Maglio 

(Eds.), Proceedings of the 37th Annual Conference of the Cognitive Science So-

ciety (pp. PAGES). Austin, TX: Cognitive Science Society. 

APA formatted citation for a published abstract: 
Author A. & Author B. (2015). This is the title of the abstract 

[Abstract]. In D. C. Noelle, R. Dale, A. S. Warlaumont, J. Yoshimi, T. Matlock, C. D. 

Jennings, & P. P. Maglio (Eds.), Proceedings of the 37th Annual Conference of 

the Cognitive Science Society (p. NUMBER). Austin TX: Cognitive Science Society. 

 

APA formatted citation for a talk (or poster) presentation: 
Author A. & Author B. (2015, July). This is the title of the talk or 

poster. Paper (or Poster) presented at the 37th Annual Conference of the 

Cognitive Science Society. Pasadena, California USA. 

 

Sponsors 

The Robert J. Glushko and Pamela Samuelson Foundation 

IBM 

The Mind Science Foundation 

University of California, Berkeley 

University of California, Merced 

University of Southern California 

Thank you again for your support! 
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The MIT Press mitpress.mit.edu

The MIT Press

CONSCIOUSNESS, 
ATTENTION, AND 
CONSCIOUS ATTENTION
Carlos Montemayor and 
Harry Haroutioun Haladjian
A rigorous analysis of current 
empirical and theoretical work 
supporting the argument that 
consciousness and attention 
are largely dissociated.
292 pp., 10 illus., $40 cloth

PROCESSING INACCURATE 
INFORMATION
Theoretical and Applied 
Perspectives from Cognitive 
Science and the Educational 
Sciences
edited by David N. Rapp 
and Jason L. G. Braasch
Interdisciplinary approaches to 
identifying, understanding, and 
remediating people’s reliance on 
inaccurate information that they 
should know to be wrong.
480 pp., 23 illus., $50 cloth

A NATURAL HISTORY OF 
NATURAL THEOLOGY
The Cognitive Science 
of Theology and Philosophy 
of Religion
Helen De Cruz 
and Johan De Smedt
“Why is religion culturally 
universal? Why do our senses of 
order, design, and beauty lead us 
to infer a Designer? De Cruz and 
De Smedt lucidly and seamlessly 
join philosophy with cognitive 
science to provide accessible, 
empirically based answers. 
Their huge achievement greatly 
advances religious studies.”
—Stewart Elliott Guthrie, Pro-
fessor Emeritus of Anthropology, 
Fordham University; author of 
Faces in the Clouds: A New Theory 
of Religion
264 pp., 1 illus., $40 cloth

AFTER PHRENOLOGY
How to Study the Brain
Michael L. Anderson
A proposal for a fully post-
phrenological neuroscience 
that details the evolutionary 
roots of functional diversity in 
brain regions and networks.
A Bradford Book
432 pp., 7 color illus., 26 b&w illus., $45 cloth

SPACE IN MIND
Concepts for Spatial Learning 
and Education
edited by Daniel R. Montello, 
Karl Grossner, 
and Donald G. Janelle
Leading researchers off er a range 
of disciplinary perspectives on 
the implications of spatial think-
ing and reasoning for education 
and learning.
352 pp., 36 illus., $45 cloth

ARTIFICIAL COGNITIVE 
SYSTEMS
A Primer
David Vernon
A concise introduction to a 
complex fi eld, bringing together 
recent work in cognitive science 
and cognitive robotics to off er a 
solid grounding on key issues.
288 pp., 27 illus., $40 cloth

MINDS WITHOUT MEANING
An Essay on the Content 
of Concepts
Jerry A. Fodor 
and Zenon W. Pylyshyn
Two prominent thinkers argue 
for the possibility of a theory of 
concepts that takes reference 
to be concepts’ sole semantic 
property. 
216 pp., 13 illus., $30 cloth

THE MORAL BRAIN
A Multidisciplinary Perspective
edited by Jean Decety and 
Thalia Wheatley
An overview of the latest inter-
disciplinary research on human 
morality, capturing moral sensibil-
ity as a sophisticated integration 
of cognitive, emotional, and 
motivational mechanisms.
328 pp., 8 illus., $35 cloth

THE CONCEPTUAL MIND
New Directions in the Study 
of Concepts
edited by Eric Margolis and 
Stephen Laurence
New essays by leading philoso-
phers and cognitive scientists 
that present recent fi ndings and 
theoretical developments in the 
study of concepts. 
640 pp., 11 color illus., 35 b&w illus., $58 cloth

CATEGORIZING COGNITION
Toward Conceptual Coherence 
in the Foundations of Psychology
Graeme S. Halford, 
William H. Wilson, 
Glenda Andrews, and 
Steven Phillips
A proposal for a categorization of 
cognition based on core proper-
ties of the constituent processes 
that integrates theory and empiri-
cal fi ndings across domains.
352 pp., 46 illus., $45 cloth

UNIFYING THE MIND
Cognitive Representations 
as Graphical Models
David Danks
“Few philosophers address ques-
tions of interest to working sci-
entists. David Danks is one of the 
few. His ideas about conceptual-
izing cognitive representations as 
graphical models have profound 
implications for all mind-brain 
investigators…”
—John T. Bruer, President, 
James S. McDonnell Foundation
304 pp., 24 illus., $40 cloth

COMPUTER GAMES FOR 
LEARNING
An Evidence-Based Approach
Richard E. Mayer
A comprehensive and up-to-
date investigation of what 
research shows about the 
educational value of computer 
games for learning. 
296 pp., 29 illus., $35 cloth

Visit our 
BOOTH
for a 30% 
DISCOUNT

The MIT Press

CONSCIOUSNESS, 
ATTENTION, AND 

A NATURAL HISTORY OF 
NATURAL THEOLOGY
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Exhibitors  

Oxford University Press  

Featuring two new Oxford Handbooks in the Oxford Library of Psychology Series: 

Busemeyer et al., Oxford Handbook of Computational and Mathematical Psy-

chology and Calvo et al., Oxford Handbook of Affective Computing. Also new 

in Paperback: Eliasmith's How To Build a Brain in the Oxford Series in Cognitive 

Models and Architectures and Kolko's Exposing the Magic of Design in the HTI 

Series. And much more from Oxford University Press. 

The MIT Press  

The MIT Press publishes extensively in the field. Please visit our booth to browse 

our new and classic titles. 30% discount 

 

Advertisers 

Elsevier  

We are proud to play an integral part within the Cognitive Science community 

by delivering first class information and innovative tools, to meet the needs of 

educators, researchers and students worldwide.  

The MIT Press  

The MIT Press publishes extensively in the field. Please visit our booth to browse 

our new and classic titles. 30% discount  

Wiley  

Wiley is a global provider of knowledge and knowledge-enabled services that 

improve outcomes in areas of research, professional practice, and education. 

Visit www.wiley.com for more information.  
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FEATURES INCLUDE:

The MIT Encyclopedia of the Cognitive
Sciences

Authoritative and unrivaled, MIT CogNet is the essential research tool 

for scholars in the Brain and Cognitive Sciences. Since its inception in 

2000, MIT CogNet has become an essential resource for those interested 

in cutting-edge primary research across the range of  fi elds that study the 

nature of  the human mind. 

2015 MARKS THE LAUNCH OF A NEW, ENHANCED MIT COGNET. 

“MIT CogNet is an invaluable resource for all cognitive science research. 

It provides one-stop access to the best in both reference material and 

cutting-edge research, and is my starting point for every new project.”

— David Danks, Professor of  Philosophy & Psychology,

Carnegie Mellon University

MITCogNet
From the MIT Press

cognet.mit.edu

A FULLY-FUNCTIONAL 
VERSION OF 

MIT COGNET IS AVAILABLE 
FOR A FREE, 60-DAY TRIAL 

FOR ANY INSTITUTION.

Contact us at 

cognet@mit.edu
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Robert J. Glushko Dissertation Prizes 
The Cognitive Science Society and the Glushko-Samuelson Foundation awards 

up to five outstanding dissertation prizes in cognitive science each year. The 

goals of these prizes are to increase the prominence of cognitive science and 

encourage students to engage in interdisciplinary efforts to understand minds 

and intelligent systems. The hope is that the prizes will recognize and honor 

young researchers conducting ground-breaking research in cognitive science. 

The eventual goal is to aid in efforts to bridge between the areas of cognitive 

science and create theories of general interest to the multiple fields concerned 

with scientifically understanding the nature of minds and intelligent systems. 

Promoting a unified cognitive science is consistent with the belief that under-

standing how minds work will require the synthesis of many different empirical 

methods, formal tools, and analytic theories. 2011 was the inaugural year of this 

prize, and a new competition is held annually. 

The 2015 recipients of the Robert J. Glushko Prizes for Outstanding Doctoral Dis-

sertations / Theses in Cognitive Science are listed below.   

Dr. Harm Brouwer, The Electrophysiology of Language Comprehension: A Neu-

rocomputational Model, PhD 2014, University of Groningen 

Dr. Da Cheong (Jena) Hwang, Identification and Representation of Caused Mo-

tion Constructions, PhD 2014, University of Colorado 

Dr. Brenden Lake, Towards more human-like concept learning in machines: 

Compositionality, causality, and learning-to-learn, PhD 2014, Massachusetts Insti-

tute of Technology 

Dr. Jessica Sullivan, The Roles of Inference and Associative Learning in the Con-

struction of Mappings Between Number Words and Numerical Magnitudes, PhD 

2014, University of California, San Diego 

For more information about awardees and their dissertations, see 

http://www.cognitivesciencesociety.org/about_awards_glushko_recipients.html 

The Glushko Dissertation Prize Symposium showcases the award winning PhD re-

search projects, moderated by Linda B. Smith (Indiana University). 

Thursday, 23 July, 15:00 
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Paper Awards 
Marr Prize 

The Marr Prize, named in honor of the late David Marr, is awarded to the best 

student paper at the conference. All student first authors were eligible for the 

Marr Prize for the best student paper. The Marr Prize includes an honorarium of 

$1000 and is sponsored by The Cognitive Science Society. The winner of the 2015 

Marr Prize for the Best Student Paper is 

Tiffany Doan, Stephanie Denison, Christopher Lucas, and Alison Gopnik: Learning 

to reason about desires: An infant training study 

Friday, 24 July, 10:30 

Computational Modeling Prizes 

Four prizes worth $1000 each are awarded for the best full paper submissions to 

CogSci 2015 that involve computational cognitive modeling. The four prizes rep-

resent the best modeling work in the areas of perception/action language, 

higher-level cognition, and applied cognition. These prizes are sponsored by The 

Cognitive Science Society. The winners of the 2015 Computational Modeling 

Prizes are listed below. 

Perception and Action: Judith E. Fan, Daniel L. K. Yamins and Nicholas B. Turk-
Browne: Common object representations for visual recognition and production 
Thursday, 23 July, 10:30 

Language: Yang Xu, Terry Regier and Barbara Malt: Semantic chaining and effi-

cient communication: The case of container names 

Saturday, 25 July, 10:30 

Higher-Level Cognition: Nisheeth Srivastava and Ed Vul: Attention dynamics in 

multiple object tracking 

Friday, 24 July, 15:00 

Applied Cognition: Peter Krafft, Robert X.D. Hawkins, Alex Pentland, Noah 
Goodman and Josh Tenenbaum: Emergent Collective Sensing in Human Groups 

Thursday, 23 July, 10;30  
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Student Travel Awards 
The Robert J. Glushko and Pamela Samuelson Foundation generously sponsored 

$10,000 for student travel awards. Travel awards have been provided to students 

whose submissions were accepted as full papers, received high rankings, and 

who indicated a need for travel funding. This year’s travel awards went to the 

individuals shown below. 

 

Nicole Beckage, University of Colorado, Boulder  

Neil Bramley, University College London 

Gregory Cox, Syracuse University 

Tiffany Doan, University of Waterloo 

Richard Fereday, Cardiff University 

Jessica Hamrick, University of California, Berkeley 

Rose Hendricks, University of California, San Diego 

Julian Jara-Ettinger, Massachusetts Institute of Technology 

Max Kleiman-Weiner, Massachusetts Institute of Technology 

Peter Krafft, Massachusetts Institute of Technology 

Saebyul Lee, The Ohio State University 

Timothy Lew, University of California, San Diego 

Tze Kwan Li, University of Hong Kong 

Stewart McCauley, Cornell University 

Francis Mollica, University of Rochester 

Amanda Pogue, University of Rochester 

Alexander Rich, New York University 

Joshua Rule, Massachusetts Institute of Technology 

Eric Schulz, University College London 

Janelle Szary, University of California, Merced 
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Invited Presentations 

Rumelhart Prize Lecture and Symposium 

Explorations in Representation 

Michael Jordan, UC Berkeley  
Friday, 24 July, 17:00 

 

The Symposium in Honor of Michael Jordan will be moderated by Tom Griffiths 

(UC Berkeley) and include panelists David Blei (Columbia University), Emily Fox 

(University of Washington), Geoff Hinton (Google/University of Toronto), Robbie 

Jacobs (Rochester), and Josh Tenenbaum (MIT). 

Friday, 24 July, 15:00 

Heineken Prize Lecture 

Toward a Parallel Distributed Processing Approach to Mathematical Cognition 

James McClelland, Stanford University 
Thursday, 23 July, 17:00 

Keynotes 

Embodied Decision Making: System Interactions in Movement Execution and Ac-

tion Selection 

Richard Ivry, UC Berkeley 
Thursday, 23 July, 09:00 

 

Surprising Findings from Measuring Emotion in Real Life 

Rosalind Picard, MIT Media Lab 
Friday, 24 July, 09:00 

 

Neuroscience and Society: Past, Present and Future 

Martha Farah, University of Pennsylvania 
Saturday, 25 July, 09:00 
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Invited Symposia 
 
Cognitive Science in Society  
Organizer: Teenie Matlock, UC Merced  
Panelists: 

Michael Ranney, University of California, Berkeley  
Daniel M. Russell, Google 
Daniel C. Richardson, University College London  

Thursday, 23 July, 10:30 
 
Human-Machine Symbiosis 50 Years Later  
Organizers: Paul Maglio and David C. Noelle, UC Merced  
Panelists: 

Mike Van Lent, SoarTech  
Leila Takayama, GoogleX  
David Woods, The Ohio State University 

Friday, 24 July, 10:30 
 
Contemporary Perspectives on Sensory Perception and Multimodality  
Organizers: Carolyn Jennings and Jeff Yoshimi, UC Merced  
Panelists: 

Clare Batty, University of Kentucky  
Casey O'Callaghan, Washington University in St. Louis  
Ladan Shams, UCLA 

Saturday, 25 July, 10:30 
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Applying for National Science Foundation Funding in Cognitive Science: 
Cognition, Computation, Development, Education, and Neuroscience 

Anne Cleary1(acleary@nsf.gov), Hector Avila-Munoz2(hmunoz@nsf.gov), Evan 
Heit3(ekheit@nsf.gov), Chris Hoadley2,3(choadley@nsf.gov), Laura Namy1(lnamy@nsf.gov), Alumit 

Ishai1(aishai@nsf.gov), Betty Tuller1*(btuller@nsf.gov) 

1Division of Behavioral and Cognitive Sciences, Directorate for Social, Behavioral & Economic Sciences 
2Division of Information and Intelligent Systems, Directorate for Computer & Information Science & Engineering 

3Division of Research on Learning, Directorate for Education & Human Resources 
National Science Foundation 

4201 Wilson Boulevard 
Arlington, Virginia 22230 USA 

*Corresponding author 
 
 

Keywords:   cognitive   science;   research   funding;   grants; 
workshop; National Science Foundation. 

 
Objectives and Background 

This half-day workshop will provide information and hands- 
on experience related to applying for National Science 
Foundation (NSF) funding in cognitive science. Program 
officers will discuss the NSF review process and NSF merit 
criteria. Details regarding a range of cognitive science 
research programs will be covered, including cognition, 
computation, development, education, and neuroscience. In 
addition, as an interactive activity, attendees will participate 
in simulated review panels using actual cognitive science 
grant proposals. 

It is expected that attendees will increase their knowledge 
of opportunities at NSF in support of cognitive science, for 
example a psychology researcher may learn more about 
education research opportunities and a computational 
researcher may learn more about neuroscience research 
opportunities. In addition, attendees will increase their 
understanding of how grant proposals are reviewed and 
funding decisions are made at NSF. 

The target audience of this workshop is anyone who 
intends to seek funding for cognitive science research, 
including graduate students, postdocs, new faculty, and 
experienced researchers. This workshop is an  outreach 
event for NSF, which seeks broad participation in research 
and strives to fund excellent research in cognitive science 
and related fields. 

 
Outline of the Workshop 

The workshop will have four parts. 
1. General information about applying for NSF funding 

will be covered, such as eligibility, parts of a proposal, 
budget issues, and the merit criteria for review. 

2. Program-specific information will be  provided, 
including areas of emphasis and program-specific 
considerations. See Table 1 for a list of individual programs 
and Table 2 for a list of cross-directorate or NSF-wide 
initiatives.  The focus will be on the newest initiatives and 

 
those  most  relevant  to  cognitive  science,  as  well  career 
development programs and international opportunities. 

3. Attendees will participate in simulated grant review 
panels, where they will read actual cognitive science grant 
proposals and evaluate them in terms of NSF review 
criteria. 

4. Finally, there will be an Ask a Program Officer 
session, for questions. 

 
Table 1. Individual Programs 

Cognition 
Perception, Action & Cognition (PAC) 
 
 

 
Computation 
Information & Intelligent Systems (IIS) 

 
Development 
Developmental and Learning Sciences (DLS) 

 
Education 
(see Common Guidelines for Education Research) 
EHR Core Research (ECR) 
Discovery Research K-12 (DRK-12) 
Improving Undergraduate STEM Education (IUSE) 
Educational and Human Resources Directorate 

 
Neuroscience 
Cognitive Neuroscience 

 
Table 2. Cross-directorate and NSF-wide initiatives 
CAREER (Faculty early career development) 
Computational Cognition 
Cyberlearning 

	  	  	  	  	  Research Experiences for Undergraduates (REU) 
Understanding the Brain 

	  

1
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Presenters 

NSF program officers involved in cognitive science-related 
programs, a subset of the workshop co-authors, will lead the 
workshop. Follow-up opportunities to meet program 
officers may occur during the conference itself. 
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The Workshop of “Physical and Social Scene Understanding”  
 

Tao Gao (taogao@mit.eud) 
Department of Brain and Cognitive Sciences, MIT 

Cambridge MA, 02139 USA 

 

Yibiao Zhao (ybzhao@ucla.edu) 
The Center for Vision, Cognition, Learning, and Art, UCLA 

Los Angeles CA, 90095 USA 

 

Lap-Fai (Craig) Yu (craigyu@cs.umb.edu) 
Computer Graphics Lab, University of Massachusetts 

Boston MA, 02125 USA 

 

 

 

Keywords: Causality; Physics; Functionality; Intentionality 

 

Theme 

Computer vision has made significant progress in locating 

and recognizing objects in real images. However, beyond 

the scope of this “what is where” challenge, it lacks the 

abilities to understand scenes characterizing human visual 

experience. The mission of this workshop is to (a) identify 

the key domains in which human visual perception and 

cognition outperform computer vision; (b) formalize the 

computational challenges in these domains; and (c) provide 

promising frameworks for solving these challenges by 

conducting cognitive science and computer vision studies. 

We propose FPIC as four key domains beyond “what is 

where”:   

Functionality (e.g., what can be done with this slotted 

spoon?) 

Physics (e.g., will the spoon be able to pick up the 

meatball?) 

Intentionality (e.g., is the person trying to scoop up the 

cheese or point toward it?)  

Causality (e.g., why does the gravy pass through the 

spoon?)   

The combination of these largely orthogonal dimensions can 

span a large space for scene understanding. Despite their 

apparent differences, these domains do connect with each 

other in ways that are theoretically important: (a) they 

usually don’t project onto explicit visual features; (b) 

existing computer vision algorithms are neither competent 

in these domains, nor (in most cases) applicable at all; and 

(c) human cognition is nevertheless highly efficient at these 

domains. Therefore, studying FPIC should significantly fill 

the gap between computer vision and human vision. On the 

one hand, human studies on FPIC-related topics can inspire 

the invention of novel, cognitively-motivated computer 

vision systems. On the other hand, state-of-the-art computer 

vision systems can expand the scope of cognitive sciences 

to address challenges in real scenes.  

The introduction of FPIC will advance cognitive models 

in three aspects: (a) transfer learning. As higher-level 

representation, FPIC tends to be globally invariant across 

the entire human living space. Therefore, learning in one 

type of scenes can be transferred to novel situations; (b) 

small sample learning. Leaning of FPIC, which is consistent 

and noise-free, is possible even without a wealth of previous 

experience or “big data”; and (c) bidirectional inference. 

Inference with FPIC requires the combination of top-down 

abstract knowledge and bottom-up visual patterns. The 

bidirectional processes can boost the performance of each 

other as a result. 

Several key themes are: 

Physically grounded scene interpretation 

Causal model of vision and cognition 

Reasoning about goals and intents of agents in scenes 

Human-object-scene interaction 

Top-down and Bottom-up inference algorithms 

In conjunction with CogSci 2015, our “Physical and Social 

Scene Understanding” workshop will bring together 

researchers from cognitive science, computer vision and 

robotics, to illuminate cognitively-motivated vision systems 

going beyond labeling “what is where” in an image. These 

systems work closely together to achieve a sophisticated and 

coherent understanding of scenes with respect to 

Functionality, Physics, Intentionality and Causality (FPIC). 

In effect, these systems are expected to answer an almost 

limitless range of questions about an image using a finite 

and general-purpose model. In the meanwhile, we also want 

to highlight that FPIC is never meant to be an exclusive set 

of scene understanding problems. We welcome the insights 

of scholars who share the same perspective but are working 

on different problems.  

Speakers 

We will invite speakers working in cognitive science, 

computer vision, computer graphics and robotics , who have 

fundamental insights of visual understanding. We plan to 

choose eight speakers from the list below, but are not 

limited to. 
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Confirmed Speakers: 

Phillip Wolff (Professor, Cognitive Science, Emory) 

 Intuitive Physics and Causality 

 

Adam Sanborn (Professor, Cognitive Science, Warwick) 

 Intuitive Physics and Causality 
 

Joshua Tenenbaum  (Professor, Cognitive Science, MIT) 

 Intuitive Physics and Theory of Mind 

 

Jason Fischer  (Post-Doc, Cognitive Neuroscience, MIT) 

 Neural circuits of physical and social perception 

 

Song-Chun Zhu (Professor, Computer Vision, UCLA) 

 Causal Parsing with Commonsense Reasoning 

 

Brian Scassellati (Professor, Robotics, Yale) 

 Social Robotics 
 

Brian Ziebart (Professor, Robotics, UIC) 

 Purposeful Prediction 
 

Demetri Terzopoulos (Professor, Computer Graphics, UCLA) 

 Artificial Life 

 

Workshop Program 

Our workshop will be a full day workshop hosting talks of 

eight invited speakers who are leading researchers in their 

research fields.  

  Each speaker will have 35 minutes to 

present. 

 One-hour panel discussion at the end. 

 All talks and discussions will be video recorded 

and posted on the workshop website. 

Tentative Schedule: 
9:00am - 9:10am Welcome speech 

9:15am - 9:45am Invited talk 1 

9:55am - 10:25am Invited talk 2 

10:30pm - 11:00 am Invited talk 3 

11:05pm - 11:35 am Invited talk 4 

11:40am - 1:00pm Lunch Break 

1:00pm - 1:30pm Invited talk 5 

1:35pm - 2:05pm Invited talk 6 

2:10pm - 2:40pm Invited talk 7 

2:45pm - 3:15pm Invited talk 8 

3:20pm - 4:20pm Panel Discussion 

Potential Financial Support 

We are currently looking for sponsorship from the Center of 

Brian, Mind and Machine (CBMM) at MIT. We are 

planning to get support from our sponsors (e.g. Microsoft 

Research, A9) of our previous workshop again. The 

sponsorship will be used for covering the travel fees of 

some of our invited speakers; making souvenirs for our 

contributors and workshop participants; recording a video 

for all of our talks. With this support, we aim at organizing a 

workshop that every participant enjoys, and further boosting 

the impact of our workshop and the CogSci conference. 

Success of Our Previous Workshop 

We held a related workshop on “Vision meets Cognition” at 

CVPR 2014 (a premiere computer vision conference). The 

workshop was highly successful and very well-received, 

attracting around 300 audience. This indicates the 

enthusiasm towards recent cognitive science studies in the 

computer vision community. All talks were video recorded 

and posted online at: 

 http://www.visionmeetscognition.org/fpic2014/ 
Here is a brief summary of our previous workshop. We are 

dedicated to continue the success at CogSci 2015. 

Speakers: We invited 8 keynote speakers from the 

computer vision, cognitive science and computer graphics 

fields: Song-Chun Zhu, Katsushi Ikeuchi, William T. 

Freeman, Demetri Terzopoulos, Josh Tenenbaum, Ashutosh 

Saxena, Benjamin Kuipers, Larry Zitnick. Their talks 

provided diverse insights from different perspectives which 

are all highly relevant to the theme of our workshop: Vision 

meets Cognition.  

Audiences:There were 367 people who signed up for our 

workshop during the registration. Our keynote talks were 

very popular and most of the time our room was fully 

seated. At peak time, our workshop attained attendance of 

over 200 workshop participants.  

Accepted papers: There were 38 carefully peer-reviewed 

papers accepted by our workshop, which involved more 

than 200 paper authors. Each paper was reviewed by 2-4 

experts in the field, chosen among our 30 program 

committee. We broadcasted a trailer video composed of 

spotlight slides to promote all of our accepted papers.  

Sponsors: Our workshop has also aroused significant 

industry interest, and was generously supported by 4 

sponsors: Microsoft Research, A9, Vicarious and the Office 

for Naval Research. 

Souvenirs: All of our invited speakers received our custom-

designed souvenirs in recognition of their contribution. We 

also designed and manufactured 200 magic mugs for all our 

workshop attendants and guests. 

Based on our organizing experience, we are highly 

confident that the workshop of “Physical and Social Scene 

Understanding” at CogSci 2015 can achieve an even bigger 

success. 
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Language & Common Sense 
Integrating across psychology, linguistics, and computer science !

Joshua K. Hartshorne (jharts@mit.edu) & Joshua B. Tenenbaum (jbt@mit.edu) 
Department of Brain & Cognitive Sciences, 77 Massachusetts Avenue 

Cambridge, MA 02139 USA !!
Keywords: language; common sense; world knowledge; 
pragmatics; intuitive theories; cognitive architectures; natural 
language processing 

Introduction 
The language understanding that underlies state-of-the-art 
Internet search, machine translation, and dictation software 
is undeniably impressive. Equally undeniable is that these 
systems do not really understand language. What is 
missing? One candidate is common sense. Language is a 
mechanism for moving ideas from one mind to another – 
ideas that are meant to be understood in the context of pre-
existing, interlocking beliefs. Thus, fully exploiting its 
power may require sophisticated, explicit representations of 
world knowledge – that is, common sense.  

That understanding language requires deploying 
knowledge about the world is not a new observation (cf. 
Winograd, 1972). However, new opportunities for 
significant progress have been suddenly opened up by 
recent, rapid advances in the science of common sense, 
along with related advances in machine vision, natural 
language processing, and computational tools for 
developing more precise cognitive theories (Liang & Potts, 
2015; Sonka, Hlavac, & Boyle, 2014; Tenenbaum, Kemp, 
Griffiths, & Goodman, 2011). 

This workshop brings together researchers from across 
the cognitive sciences – including developmental and 
cognitive psychology, linguistics, natural language 
processing, artificial intelligence, and robotics – to 
disseminate recent findings, discuss approaches to future 
progress, and set an agenda for the field. Given the 
interdisciplinary nature of the participants and of the 
research challenges faced, the Annual Meeting of the 
Cognitive Science Society is an ideal venue for these 
conversations. 

Goals and Scope 
Language, as a vehicle for conveying thoughts and beliefs, 
is highly compressed. In many cases, resolving the resulting 
ambiguity seems to require knowledge of the world. Our 
knowledge of summertime activities suggests that the bank 
in Sally dove off the bank into the river is probably not a 
financial institution. Our knowledge of current market 
prices implies that these pencils cost $100 is probably an 
exaggeration for emotional effect (Kao, Wu, Bergen, & 
Goodman, 2014). That the elephant on the wall probably 
describes a hanging picture whereas the elephant on the 
truck describes a translocating pachyderm may be inferred 
from our knowledge of physics and zoology. 

These observations leave open how world knowledge is 
incorporated in language understanding. Do we make use of 

online, domain-general reasoning, or do we have language-
specific strategies and representations? To the degree that 
online reasoning is involved, how can it be characterized 
(e.g., as rote heuristics, as inference over intuitive theories, 
as distributional probabilities, etc.)? 

Related issues arise in relating language to perception. We 
talk about what we see, but again the information is highly 
compressed: The elephant was on the truck is consistent 
with a staggering range of visual input. How do the 
semantic representations of language relate to the mid- or 
high-level representations used in perception? What role 
does knowledge of the world play (elephants are more likely 
to be on certain parts of certain trucks)? 

The different cognitive sciences have approached 
different aspects of these questions in different ways. This 
workshop brings together ten researchers from across the 
cognitive sciences to disseminate and discuss successes (and 
challenges), and also to help formulate an agenda for the 
field: What phenomena and challenge problems should be 
explored? How can progress in formalizing pragmatics and 
semantics be used to formalize theories of common sense 
(and vice versa)? Which questions raised in linguistics may 
have answers in psychology or computer science (and vice 
versa)? 

Winograd Schema 
In addition to presentations covering a range of topics at the 
intersection of language and common sense, the workshop 
will contain a special session on Winograd Schema, so 
named for Winograd’s (1972) classic demonstration of 
commonsense reasoning’s influence on pronoun 
interpretation: 

(1) The city council denied the protesters a permit 
because they advocated violence. 

(2) The city council denied the protesters a permit 
because they feared violence. 

Most readers agree that the pronoun they refers to the 
protesters in (1) but the city council in (2). This seems to 
derive from our understanding of city councils, protesters, 
and the permitting process: City councils rarely advocate 
violence, and even if they did, that would be poor reason for 
them to deny protesters permits. 

Winograd Schema like (1-2) are of growing interest in 
artificial intelligence, where it has been suggested that they 
provide a sophisticated, alternative Turing Test, given that 
they involve both language and common sense (Levesque, 
Davis, & Morgenstern, 2012). They also provide an enticing 
opportunity for cross-disciplinary dialog: There is a deep, 
robust literature on such phenomena in both psychology and 
linguistics, including (recently) computational models. In 
keeping with the overall theme of the workshop, this session 
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will consist of presentations by a computer scientist 
(Charles Ortiz), a linguist (Andrew Kehler), and a 
psychologist (Joshua Hartshorne). 

Workshop Organization 
The workshop will be organized around a set of thirty-
minute presentations (including Q&A) and panel 
discussions. The presentations will range from theoretical 
overviews to detailed discussion of specific phenomena. 
The panel discussions and coffee breaks will help spur 
discussion about promising avenues for future research and 
help build a common vocabulary and agenda. 

Workshop Organizers 
Joshua K. Hartshorne is a Ruth L. Kirschstein NRSA 
post-doctoral fellow in the Department of Brain and 
Cognitive Sciences at MIT and an incoming assistant 
professor at in the Department of Psychology at Boston 
College. His research focuses on how cognitive 
representations constrain and inform language, both in 
online processing (Hartshorne, O’Donnell, & Tenenbaum, in 
press) and during development (Hartshorne, Pogue, & 
Snedeker, in press). Joshua B. Tenenbaum is Professor of 
Cognitive Science and Computation at MIT. His recent 
work focuses on computational models of commonsense 
reasoning and intuitive theories (Tenenbaum et al., 2011; 
Battaglia, Hamrick, & Tenenbaum, 2013). 

Target Audience 
The target audience for this workshop overlaps significantly 
with the target audience of CogSci. The workshop  
incorporates two themes (language and commonsense 
reasoning) that are central across many of the cognitive 
science disciplines (artificial intelligence, linguistics, 
psychology, etc.). Moreover, the workshop approaches these 
themes from a multidisciplinary perspective, as seen in the 
disciplinary diversity of the participants. Because the 
presentations will be geared towards an interdisciplinary 
audience, they should be approachable by a broad cognitive 
science audience.  

Confirmed Speakers 
David Barner 
Department of Psychology 
University of California-San Diego !
Nancy Chang 
Google !
Noah D. Goodman 
Department of Psychology 
Stanford University !
Joshua K. Hartshorne 
Department of Brain & Cognitive Sciences 
Massachusetts Institute of Technology !!

Andrew Kehler 
Department of Linguistics 
University of California-San Diego !
Percy Liang 
Department of Computer Science 
Stanford University !
Charles L. Ortiz, Jr. 
Natural Language and Artificial Intelligence Laboratory 
Nuance Communications !
Jeffrey M. Siskind 
School of Electrical and Computer Engineering 
Purdue University !
Stefanie Tellex 
Computer Science Department 
Brown University !
Joshua B. Tenenbaum 
Department of Brain & Cognitive Sciences 
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Evidence Accumulation Modeling 
Understanding decision making requires a dynamic 

approach that accounts for the time taken to make choices as 
well as the choices that are made. The success of the 
dynamic approach is underpinned by cognitive models, such 
as the drift-diffusion model (DDM: Ratcliff & McKoon, 
2008) and linear ballistic accumulator (LBA: Brown & 
Heathcote, 2005, 2008), that attribute decisions to an 
evidence accumulation processes. The ability of these 
models, and elaborations of them, to account for the speed 
and accuracy with which people make decisions across a 
broad range of tasks has led to an increasing number of 
applications in Cognitive Science and Neuroscience (for 
recent examples see Cassey, Heathcote & Brown, 2014; 
Heathcote, Loft & Remington, in press; Mittner et al., 2014; 
Turner, Van Maanen, Forstmann, in press).  
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Figure 1 schematically illustrates an LBA model, for a 

binary (“left” vs. “right”) choice. Each choice has its own 
accumulator that linearly accrues corresponding evidence 
(illustrated by the arrows in Figure 1), starting from starting 
points (uniformly distributed over the interval 0-A) that 
represent random biases from trial to trial. The rate of 
accumulation (v), which also varies normally from trial to 
trial, corresponds to the strength of evidence for a choice. 
The first accumulator to reach its threshold (b) determines 
the choice. The time for non-decision processes (e.g., 
stimulus encoding and response selection, ter) is estimated 

by the difference between the observed response time (RT) 
and decision time (i.e., the time that evidence in the winning 
accumulator first equals the threshold). Brown and 
Heathcote (2008) showed that the LBA is able to account 
for a comprehensive set of benchmark phenomena in simple 
choice paradigms, such as speed-accuracy tradeoff (e.g., 
being more accurate at the cost of longer decision times by 
raising b). The LBA is easily extended to more than two 
choices, whereas the DDM, which consists of a single unit 
with two thresholds and extra sources of noise (in the 
evidence within trials and uniform trial-to-trial variability in 
non-decision time), only applies to binary choice.  

However, applying models like the LBA and DDM to real 
data sets can be challenging for a range of reasons: 1) 
suitable experimental designs are required with sufficient 
number of observations, experimental control, and 
manipulations that help to identify model parameters, 2) 
nonlinear interactions within the models, and only partial 
observation of the accumulation process (i.e., its end point), 
cause strong correlations among parameters that make them 
difficult to estimate, and 3) fitting can be computationally 
demanding and suffer from problems of numerical 
instability.  

Although excellent estimation packages based on both  
maximization (Vandekerckhove & Tuerlinckx, 2008; Voss 
& Voss, 2007) and Bayesian (Vandekerckhove, Tuerlinckx 
& Lee, 2011; Wiecki, Sofer & Frank, 2013) methods are 
now available that ease the computational problems for the 
DDM, they can impose assumptions that do not make them 
flexible enough for some applications, particularly in the 
Bayesian setting. This tutorial provides training in a more 
flexible approach that can be used with the LBA and DDM. 

Tutorial Overview 
The tutorial is presented by the developers of the LBA 

model, Scott Brown and Andrew Heathcote, along with 
Brandon Turner, who with Brown and colleagues proposed 
using the Differential Evolution algorithm as a way of 
dealing with the problem of correlated parameters in the 
Bayesian context (Turner, Sederberg, Brown, & Steyvers, 
2013). It teaches attendees to apply Bayesian estimation 
using DE, with a focus on the LBA model, although the 
techniques taught can be applied to any evidence 
accumulation model for which a likelihood can be 
computed.  

Figure 1. LBA Model for a decision between “left” and 
“right” responses. Accumulators (arrows) race and the 
first one to reach threshold determines the choice. 
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Flexibility is obtained by providing attendees with easily 
modifiable source code in the R language (R Core Team, 
2014). This means that some familiarity with the R language 
is necessary for attendees to best benefit from the tutorial. 
However, much of the tedious bookkeeping necessary to fit 
models, as well as graphing to check the results of sampling, 
is taken care of by convenience functions that users should 
not have to modify in most standard contexts. Hence, 
knowledge of R is mainly required to read in data and 
analyze the outputs of sampling. One the other hand more 
advanced R users can use these functions as a basis to 
implement model variants and/or to address non-standard 
applications. 

Likelihood computation uses the newly developed rtdists 
R package (Brown, Gretton, Heathcote & Singmann, 2014), 
so users do not have to be concerned with the associated 
mathematical details. This package robustly and efficiently 
implements likelihood computations for the LBA, including 
uniform trial-to-trial variability in non-decision time, and 
the full DDM model with trial-to-trial variability in starting 
points, mean rate and non-decision time1. 

The tutorial will begin with 30-minute overviews of 
Bayesian estimation, the LBA model, and DE sampling 
given, respectively, by Turner, Brown and Heathcote. The 
remainder of the tutorial will consist of hands on exercises 
using the suite of R functions provided to simulate data and 
run sampling for the LBA model, and to examine and 
interpret outputs. The first session up to lunch will focus on 
estimation for an individual participant in a design with two 
conditions. After lunch the idea of hierarchical modeling 
will be introduced (i.e., estimation of group as well as 
individual level parameters in a design with a within-
subjects factor. If time permits students will be introduced 
to code provided for more complex designs (e.g., both with 
and between-subjects factors).  

Finally, time will be set aside to discuss with the 
presenters how to approach the applications of the LBA and 
DDM model they are interested in making. Advice will be 
given on the design of appropriate experiments, analyses of 
existing data and approaches to more advanced designs and 
models. Students are encouraged to bring their own data sets 
or proposed designs in order to facilitate discussion. 
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Background and Purpose 
The accurate and efficient measurement of observations  is  
at the core of empirical scientific research. To ensure 
measurement is optimal, and thereby maximize inference, 
there has been a recent surge of interest among researchers 
in the design of experiments that lead to rapid accumulation 
of information about the phenomenon under study with the 
fewest possible measurements. 

Statisticians have contributed to this area by introducing 
methods of optimizing experimental design (OED: e.g., 
Atkinson & Donev, 1992; Lindley, 1956), which is related 
to active learning in machine learning (Cohn, Ghahramani 
& Jordan, 1996) and to computerized adaptive testing in 
psychometrics (van der Linden & Glass, 2000). The 
methodology involves adapting the experimental design in 
real time as the experiment progresses. Specifically, in 
OED, an experiment is run as a sequence of stages, or mini-
experiments, in which the values of design variables (e.g., 
stimulus properties, task parameters, testing schedule) for 
the next stage are chosen based on the information (e.g., 
responses) gathered at earlier stages, so as to be maximally 
informative about the question of interest (i.e., the goal of 
the experiment). 

OED has become increasing popular in recent years, 
largely due to the advent of fast computing, which has made 
it possible to solve more complex optimization problems, 
and as such is starting to reach everyday experimental 
scientists. A growing number of labs are applying OED 
across scientific fields, including cognitive psychology 
(Myung & Pitt, 2009; Cavagnaro, Myung, Pitt & Kujala, 
2010), neuroscience (Lewi, Butera & Paninski, 2009), 
psychophysics (Lesmes, Jeon, Lu, & Dosher, 2006), 
systems biology (Kreutz & Timmer, 2009), astrophysics 
(Loredo, 2004), systems engineering (Allen, Yu & Schmitz, 
2003), and clinical drug trials (Wathen & Thall, 2008). OED 
is not only a useful framework to enhance scientific 
research, but the underlying principles are also useful as a 
framework to understand how intelligent agents actively 
sample information to enhance their learning (e.g., Bramley, 
Lagnado & Speekenbrink, 2014; Nelson, 2005). 

The purpose of the workshop is to introduce the principles 
underlying OED, illustrate how to apply OED in practice 
using widely and freely available software tools (e.g., R) to 
showcase applications of OED in areas such as cognitive 
psychology, education and assessment, and machine 
learning, and provide a platform to share work on OED.  

Workshop Format 
This full-day workshop will be organized around two 
specific goals: (1) to educate the cognitive science 
community about optimal experimental design (OED) and 
(2) to bring practitioners together who use it to share and 
showcase their latest work with the community. The first 
goal will be met in the morning session, which will include 
a 75-minute tutorial on the theoretical and computational 
foundations of OED given by Jay Myung and then another 
75-minute hands-on session on the practical and 
implementation aspects of OED given by Maarten 
Speekenbrink. The second goal will be met in the afternoon, 
which will consist of six 30-minute invited presentations 
featuring example applications demonstrating the use of 
OED in various disciplines. 

There will be a website with a workshop program, the 
titles and abstracts of all presentations, and recommended 
readings. 

Target Audience 
Graduate students, postdoctoral researchers, and scientists, 
who are new to OED and have workable knowledge of 
statistics on a graduate level. We anticipate that around 40-
50 participants would attend the workshop. 

Workshop Organizers 
Jay Myung is Professor of Psychology at the Ohio State 
University. He received his PhD in 1990 in psychology at 
Purdue University and spent a year as a postdoc at the 
University of Virginia. His research interests in the fields of 
cognitive and mathematical psychology include optimal 
experimental design, Bayesian inference, model 
comparison, and neural networks. Homepage: 
http://faculty.psy.ohio-state.edu/myung/personal/. 
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Mark Pitt is Professor of Psychology at the Ohio State 
University. He received his PhD in 1989 in psychology at 
Yale University, twiddled his thumbs for a while, and then 
joined the faculty at OSU. His research interests are in 
model evaluation, design optimization, and in the field of 
language and spoken word recognition. Homepage: 
http://lpl.psy.ohio-state.edu/. 
 
Maarten Speekenbrink is Lecturer in Mathematical 
Psychology at University College London. He received his 
PhD in 2005 in psychology at the University of Amsterdam, 
focusing on psychological methodology. Afterwards, he 
moved to UCL for a postdoctoral research position, where 
he was later appointed as lecturer. His research interests 
include optimal experimental design, statistics, 
computational modeling, learning, and decision making. 
Homepage: http://www.ucl.ac.uk/speekenbrink-lab/. 

Presenters 
The following invited speakers have confirmed their 
participation: 

 
Daniel Cavagnaro 
Dept. of Information Systems and Decision Sciences 
California State University Fullerton, USA 
 
Christopher DiMattina 
Department of Psychology 
Florida Gulf Coast University, USA 
 
Woojae Kim 
Department of Psychology 
Ohio State University, USA 
 
Jay Myung 
Department of Psychology 
Ohio State University, USA 
 
Jonathan Nelson 
Center for Adaptive Behavior and Cognition 
Max Planck Inst. for Human Development, GERMANY 
 
Anna Rafferty 
Department of Computer Science 
Carleton College, USA 
 
Eric Schulz 
Department of Experimental Psychology 
University College London, UK 
 
Maarten Speekenbrink 
Department of Experimental Psychology 
University College London, UK 
 
Byoung-Tak Zhang 
Department of Computer Science & Engineering 
Seoul National University, KOREA 
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Objectives and Scope
Humans live in a very interactive context, requiring very fre-
quent exchange of information with con-specifics, which it-
self requires subtle temporal calibration of linguistic and non-
linguistic activities. Over the last decade, the dynamics of
interpersonal interaction has become a growing topic in cog-
nitive science, precisely because of the important implica-
tions that interpersonal dynamics carry on shaping our ‘so-
cial cognitive system.’ Research on this topic has helped us
understand, for example, how overt behavior such as body
sway and eye movements of interacting individuals converge
or diverge in various ways (Shockley, Santana, & Fowler,
2003; Richardson & Dale, 2005), whether temporal ‘calibra-
tion’ occurs over multiple behavioral scales (Louwerse, Dale,
Bard, & Jeuniaux, 2012); as well as, developmental child-
caregiver dynamics (Yu & Smith, 2013).

Many important advances on this research topic have been
possible through the application of concepts and statistical
methods, which provide quantification for the dynamic struc-
ture of cognitive responses observed when individuals inter-
act. Recurrence Quantification Analysis (RQA) is one of
such framework, and has received growing attention for re-
search on interpersonal dynamics. Conceptually, RQA makes
it possible to quantify how, and the extent to which, a signal
is revisiting a similar state in time (Marwan, Carmen Ro-
mano, Thiel, & Kurths, 2007). When RQA is applied on
two different streams of the same information, such as the
eye-movement trajectories of two interlocutors, it takes the
name of Cross-Recurrence Quantification Analysis (C/RQA).
C/RQA can be used, for example, to examine the temporal
organization of eye-movement trajectories of dyads of inter-
locutors as they complete a communicative task, and estab-
lish their attentional correspondence, their feedback dynam-
ics (e.g., leader-follower lag), as well as examine how experi-
mental variables might foster or disrupt such synchronism. In
a sense, this makes C/RQA a very comprehensive time series
technique for obtaining new descriptive statistics, and some
have referred to it as a sort of generalized nonlinear cross-
correlation function (Marwan et al., 2007).

In this tutorial, cognitive scientists from different fields,

and at different stages of their career (from graduates students
to senior scientists) will learn a dynamical systems frame-
work to interpret and understand interpersonal interaction,
and acquire the analytical principles of C/RQA, which helps
framing this approach.

Tutorial format and pre-requisites
In this half-day tutorial, we aim to achieve two main goals:
(1) a basic understanding of C/RQA and its applicability
to research in cognitive science, (2) a primer, hands-on, of
C/RQA to behavioral data using the package M. I. Coco and
Dale (2014) in R.

We begin the tutorial by illustrating how C/RQA developed
within the literature in cognitive science, and explain how
this methodology can offer more than traditional approaches
based on aggregation (M. Coco & Dale, 2014).

Then, we present the theoretical backbone of C/RQA in
more details, and show-cast its applicability to various kinds
of data, mostly relevant to language, from non-verbal behav-
ior such as eye-movements, to transcripts drawn from speech.
We focus on applications of C/RQA to categorical data, such
as sequences of eye-movement fixation, or lyrics from songs,
and explain how a Recurrence Plot (RP), the core component
of C/RQA, is built from them. From the Recurrence Plot,
we subsequently describe the different measures that can be
computed on it, such as recurrence rate, determinism, etc., as
well as guiding the participants to interpret the implications
of such measurement on the understanding of cognitive pro-
cesses. Just to give a flavor of what RQA could do, in Figure 1
we show a RP built on an extract of the lyrics from the song
’Call me maybe’ by Carly Jepsen using the crqa package.
The points along the diagonals are the sequence of words in
the extract, that are repeated in time. In practice, along the
diagonals we quantify how much, and for how long, is the
system (in this case a sequence of words) synchronizing with
itself. In C/RQA, we follow the same logic, but instead of
looking at the synchronism of a time-series with itself, we
want to discover the temporal dynamics of coupling between
two different time-series.

In the last section of the tutorial, we provide the partici-
pants with a practical hands-on, coding session, using R. In
particular, we will provide participants with worked-out in-
struction sheets written in Markdown, a marked-up language
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Figure 1: Recurrence Plot for speech extract: before you came
into my life I missed you so bad, I missed you so bad I missed
you so so bad before you came into my life I missed you so
bad from the song ’Call me maybe’ by Carly Jepsen.
RR: Percentage of points in the plot = 8.81%; L: Average
length of diagonal lines = 4.87; maxL: Longest diagonal
= 11; DET: Percentage of the points on diagonal lines =
81.25%; ENTR: Entropy distribution of diagonal lines = 0.92

which makes possible to integrate R-code, its output, and ex-
planation within the same document (using knitR).

It would be preferable if tutorial participants have al-
ready basic familiarity with R. However, no specific
knowledge of the crqa package is required. Partici-
pants are also expected to bring their laptops with R in-
stalled (http://cran.r-project.org/), along with the
crqa package, so that they can actively participate to the
hands-on session. We are agnostic as to the editor you should
use to compile R. R-Studio (http://www.rstudio.com/)
is becoming a popular choice because it provides a cross-
platform environment, and several other features. However,
also simple editing softwares, such as EMACS, can work.

Instructors
Moreno I. Coco is an Independently Funded Post-Doctoral
Researcher at the University of Lisbon, Department of Psy-
chology. His research interests span the cognitive science on
a variety of topics, such as psycholinguistics, visual cogni-
tion and more recently, dialogue. His work combines ex-
perimental data collection with experimental modeling. He
is an avid user, and active developer of R (e.g., crqa), and
has been invited to organize hands-on workshops on analyz-
ing eye-tracking data (his primary expertise) using R. He will
mostly cover the hands-on part of the tutorial.

Rick Dale is an Associate Professor at the University of
California, Merced. He is a full rounded cognitive scien-
tist with interests and expertise in a wide range of areas of
research, from interpersonal dynamics to deception. His re-

Table 1: Tutorial Schedule
Time Content
9am - 10am Theory: C/RQA in cognitive science

research.
10am - 11am Application: C/RQA for categorical

time-series.
11am - 12am Hands-on: C/RQA on eye-movement

and speech data.

search aims at quantifying cognitive dynamics during human
communication, focusing on language use and evolution, as
well as its intimate relation with action. In the context of
C/RQA, he has pioneered the use of such method to quantify
cognitive mechanisms of alignment, initially eye-movements,
then extended to a wider range of cognitive responses. He
will mostly cover the theoretical part of this tutorial.

Both instructors have given together a week-long postgrad-
uate workshop on C/RQA (29th April - 2nd May, 2014) at the
School of Philosophy, Psychology and Language Sciences
(University of Edinburgh).

Tutorial Structure
The participants of this tutorial will be guided through practi-
cal research examples and hands-on activities (including data
analysis) to understand the theoretical principles of CRQA. A
detailed schedule is provided in Table 1.
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Overview 

This tutorial is an introduction to jsPsych, which is a free 

and open-source software package for creating experiments 

that run in a web browser. Participants in the tutorial will 

learn how to build an experiment using jsPsych, and how to 

extend and customize jsPsych for novel experimental 

paradigms. 

Running experiments online is a popular method among 

cognitive scientists. Data collection is (extremely) fast and 

cheap, and the quality of the data is generally quite high 

(Buhrmester, Kwang, & Gosling, 2011; Crump, McDonnell, 

& Gureckis, 2013; Simcox & Fiez, 2014; Zwaan & Pecher, 

2012). There are methodological benefits as well, such as a 

more diverse subject pool (Arnett, 2008; Ross, Irani, 

Silberman, Zaldivar, & Tomlinson, 2010) and a reduction in 

possible experimenter-induced biases. 

Building an experiment that can be run online requires 

proficiency in web development techniques that many 

researchers lack. As a result, there is a demand for tools that 

make online experiments easier to develop and run. A few 

such tools are now available and used within the cognitive 

science community, including PsiTurk (McDonnell et al., 

2012), QRTEngine (Barnhoorn, Haasnoot, Bocanegra, & 

van Steenbergen, 2014), and jsPsych (de Leeuw, 2014).  

The main benefit of using jsPsych is that it reduces the 

complexity of programming experiments for the web. 

Researchers using jsPsych will still need to know how to 

program (in JavaScript), but the programming tasks will 

map more naturally on to the design (rather than the 

implementation) of the experiment. For example, it’s not 

necessary to write code that will determine what key was 

pressed and what the response time is. jsPsych handles this, 

and other functionality that is common across most 

experiments, such as figuring out which task/trial to run 

next, controlling the flow of the participant through the 

study, storing data, and so on. However, it is necessary to 

describe, in code, the design of the experiment, including 

what kinds of tasks the subject will complete, what stimuli 

they will see, how long displays will last, and so on. 

Experiments in jsPsych are composed of individual tasks, 

such as showing the subject instructions, displaying a 

stimulus and getting a response, or filling out a survey 

question. These tasks are assembled, by the researcher, into 

a timeline. A timeline describes the tasks, the parameters for 

the tasks, and what order the tasks will occur. A main design 

feature of jsPsych is that each task is defined in its own code 

file, known as a plugin. Plugins have a standardized, yet 

extremely flexible, structure. This makes it possible to 

create custom plugins for tasks that are not possible with the 

set of plugins included in jsPsych. It is also easy to share 

plugins, to make replications and further manipulations of a 

particular task relatively easy to implement for other 

researchers. 

Information about jsPsych was presented at the 2014 

Cognitive Science Society meeting as part of a larger 

tutorial about creating online experiments (de Leeuw et al., 

2014). This tutorial will go into significantly more depth, 

covering more features of the library, how to develop new 

tasks/plugins, and demonstrating a set of new features that 

were added in a major update in October 2014. This update 

made it possible to implement a variety of different 

experimental designs that were previously impossible with 

jsPsych, including conditional branching and looping 

structures. Other new features from the update include the 

ability to easily randomize trial order, repeat sets of trials, 

and automatically display a progress bar. For a complete list 

of features, see the online documentation at 

http://docs.jspsych.org. 

The tutorial is targeted at researchers who have some 

familiarity and comfort with programming and an interest in 

developing experiments for the web. Researchers who have 

no programming background may find it difficult to follow 

along, as the basics of programming won’t be covered. The 

tutorial should be of interest to researchers with all levels of 

web-development expertise. Those who are less familiar 

with web-development techniques will find it easier to learn 

to use jsPsych than learning to create experiments from 

scratch, while researchers with a web-development 

background may find that jsPsych offers a streamlined way 

of building experiments that is more efficient than 

programming experiments on a case-by-case basis. 

Participants are strongly encouraged to bring a laptop with a 

programming-friendly text editor, such as Atom 

(http://www.atom.io), to follow along, but may also find it 

informative to just observe and learn about what is possible 

with jsPsych. 

Summary of Tutorial Content 

The morning session of the tutorial will be focused on 

describing the capabilities of jsPsych and how to use the 

software. In the afternoon, tutorial participants will have the 

opportunity to work hands-on building a jsPsych 

experiment. Participants are encouraged to work on 

developing experiments for their own research, and should 

13



bring materials such as stimuli needed to assemble the 

experiment.  

  The morning presentation will be divided in three parts. 

The first part will be a lecture-style tour of jsPsych. This 

will include describing the conceptual design goals behind 

jsPsych, what problems it aims to solve, and situations in 

which it is and isn’t a useful tool. jsPsych will be compared 

to other tools that are available for online research, to 

highlight the relative strengths and weaknesses of each. A 

variety of jsPsych experiments will be demonstrated, to give 

participants an idea of what’s possible with the library. Data 

from a recent experiment validating the response time 

accuracy of jsPsych, and JavaScript response time 

measurement in general, will also be covered (de Leeuw & 

Motz, in press). 

The second part will be a hands-on activity in which 

participants assemble a jsPsych experiment from start to 

finish. This part of the tutorial will cover the basics of 

working with jsPsych all the way through advanced features 

of the library such as conditional looping structures. By the 

end of this part, participants will have had the opportunity to 

build a simple experiment that uses a number of different 

features of the library. 

The final part will discuss how to extend and customize 

jsPsych. The main focus of this part will be explaining how 

to create a new jsPsych plugin, which enables researchers to 

program virtually any computer-based task and include it 

within the framework of jsPsych. Customizing jsPsych 

allows researchers to take advantage of the numerous 

features of jsPsych, while still programming their own tasks 

that may not be possible with the set of tasks that jsPsych 

includes. 

Materials from the tutorial, including code files and 

presentation slides, will be made available online. 

Presenter 

Josh de Leeuw is a graduate student at Indiana University. 

He is the creator of jsPsych. In addition to using jsPsych for 

nearly all of his own research, he regularly provides 

assistance and advice to researchers who are using the 

platform. He has presented several talks and tutorials about 

jsPsych, including at the 2014 Cognitive Science Society 

meeting in Quebec City (de Leeuw et al., 2014). 
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BAYESIAN DATA ANALYSIS is superseding traditional
methods in sciences from anthropology to zoology.
Bayesian methods solve many problems inherent

in p values and confidence intervals. More importantly,
Bayesian methods are more richly and intuitively informa-
tive. Bayesian analysis applies flexibly and seamlessly to
simple situations or complex hierarchical models and real-
istic data structures, including small samples, large samples,
unbalanced designs, missing data, censored data, outliers, etc.
Bayesian analysis software is flexible and can be used for a
wide variety of data-analytic and psychometric models.

This full-day tutorial presents a ground-level, hands-on in-
troduction to doing Bayesian data analysis. The presenter is
an award-winning teacher who has honed new materials from
many previous courses. He has written an acclaimed text-
book on the topic, now greatly expanded in its second edi-
tion. The tutorial materials include free software and numer-
ous programs that can be used for real data analysis.

Objectives
Attendees will learn:

• the rich and intuitive information provided by Bayesian
analysis and how it differs from traditional (frequentist)
methods.

• the concepts and hands-on use of modern algorithms
(”Markov chain Monte Carlo”) that achieve Bayesian anal-
ysis for realistic applications.

• how to use the free software, called R and JAGS, for
Bayesian analysis, along with many programs created by
the instructor that are readily useable and adaptable for
your research.

• many useful applications, including comparison of two
groups, regression models, and hierarchical models.

Prerequisites
No specific mathematical expertise is presumed. In particu-
lar, no matrix algebra and no calculus is used in the tutorial.
Some previous familiarity with statistical methods such as a
t-test or linear regression can be helpful, as would be some
previous experience with computer programming, but these
are not crucial.

Audience
The intended audience is graduate students, faculty, and other
researchers, from all disciplines, who want a ground-floor in-
troduction to doing Bayesian data analysis.

Content and Schedule
9:00–10:20. The day begins with a genuine beginner’s in-
troduction to foundational concepts. An introductory chapter
that covers this material is available online at the tutorial’s
web site (shown under the title / byline of this document).
The session continues with a complete example of Bayesian
comparison of two groups. A video summarizing this mate-
rial is also available at the tutorial’s web site.

10:20–10:40. Break
10:40–12:00. The second morning session covers the ideas
behind the essential algorithms that make modern Bayesian
analysis possible: Markov chain Monte Carlo (MCMC).
While it is important to understand the ideas of MCMC, for-
tunately we don’t have to deal with MCMC directly because
the programming language JAGS makes it easy to implement
a huge variety of models. By lunch time you will have a
chance to make JAGS do Bayesian analyses for you.

12:00–1:30. Lunch (on your own).
1:30–2:50. The first afternoon session considers frequently
used models, including various regression models. You will
see how easy it is to implement hierarchical models in JAGS.

2:50–3:10. Break
3:10–4:30. The second afternoon explores how null val-
ues are assessed in Bayesian and frequentist analyses. After
briefly reviewing the perils of p values and the con game of
confidence intervals, two Bayesian approaches to null value
assessment will be explored.
4:30–5:00. The tutorial concludes with an open question-
and-answer period.

Presenter
The presenter is eight-time winner of Teaching Excellence
Recognition Awards from Indiana University. He has given
numerous well-received workshops on Bayesian data analy-
sis, and is the author of the acclaimed book, Doing Bayesian
Data Analysis (Second Edition, Kruschke, 2015), along with
numerous articles on Bayesian data analysis (e.g., Kruschke,
2010, 2013). The presenter is Professor of Psychological and
Brain Sciences, and Adjunct Professor of Statistics, at Indiana
University in Bloomington. He was awarded the Troland Re-
search Award from the National Academy of Sciences, and
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the Remak Distinguished Scholar Award from Indiana Uni-
versity. He has been on the editorial boards of various scien-
tific journals, including Psychological Review, the Journal of
Experimental Psychology: General, and the Journal of Math-
ematical Psychology. (On the other hand, he put pictures of
puppies on the cover of the book he wrote.)

Computer software and background material
Attendees are strongly encouraged to bring a notebook com-
puter to the tutorial. Install software on your notebook com-
puter before arriving. See instructions at the tutorial’s web
site. Be sure to install R, RStudio, JAGS, and the programs
from the book. All software is free.

The book, Doing Bayesian Data Analysis, Second Edition,
is highly recommended as background and follow-up to the
tutorial. Extensive information about the book, and a link to
a publisher’s discount, can be found at the tutorial’s web site.
Slides from the presentations at the tutorial will also be made
available to attendees.

What is Bayesian data analysis and why learn it?
Bayesian reasoning is simply the re-allocation of credibility
across possibilities. For a given domain of data, we begin
with a set of possible explanations and the prior credibility of
each explanation. Then we observe some data, and re-allocate
credibility toward the explanations that are more consistent
with the data. This sort of re-allocation is intuitive in every-
day reasoning, as when Sherlock Holmes argued that when
you have eliminated the impossible, whatever remains must
be the truth — as illustrated in the left side of Figure 1. The
mathematically exact way to re-allocate credibility is done by
Bayesian analysis. A realistic illustration appears in the right
column of Figure 1.

Anything we want to know from the analysis is directly
“read off” the posterior distribution; e.g., the most credible
value and the exact uncertainty of the estimate. There is no
need to derive p values (and their associated confidence in-
tervals) from auxiliary assumptions about sampling distribu-
tions and null hypotheses. The posterior distribution provides
exactly the information that we intuitively already think that
frequentist analysis provides but does not. Bayesian software
applies seamlessly to simple and complex models.

The analysis methods are at the convergence of two histor-
ical trends in the practice of data analysis, shown in Figure 2.
The trend from frequentist to Bayesian methods is shown
across columns. A second trend, from a focus on null hypoth-
esis testing to a focus on estimation with uncertainty, is shown
across rows. Each cell of Figure 2 indicates combinations of
method and focus. This tutorial aims at the convergence of
the two trends in the lower-right cell.

References
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Figure 1: Bayesian analysis re-allocates credibility across
possibilities. Left column: Reasoning of Sherlock Holmes.
(A) Prior distribution of credibility (i.e., culpability) across
four suspects for a crime. (B) After data indicate that sus-
pects A, B, and C could not have committed the crime, the
posterior distribution loads all credibility on suspect D. Right
column: Bayesian estimation of the cure probability, θ, of a
drug. (C) Prior distribution is broad, meaning a wide range
of cure probabilities is possible. (D) After observing 36 cures
in 50 patients, the posterior distribution is narrower, and pre-
cisely displays the most credible probability and the uncer-
tainty of the estimate. (HDI = highest density interval.)

Figure 2: Two historical trends in data analysis converge on
Bayesian estimation with uncertainty, as taught in this tuto-
rial. (NHST = null hypothesis significance testing. MLE =
maximum likelihood estimate.)

Kruschke, J. K. (2013). Bayesian estimation supersedes
the t test. Journal of Experimental Psychology: General,
142(2), 573–603. (DOI: 10.1037/a0029146)

Kruschke, J. K. (2015). Doing Bayesian data analysis, Sec-
ond Edition: A tutorial with R, JAGS, and Stan. Burlington,
MA: Academic Press / Elsevier.
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General Purpose 
This full day tutorial is an exposition of a rapidly 

growing new alternative approach to building 
computational models of cognition and decision based on 
quantum theory. The cognitive revolution that occurred in 
the 1960’s was based on classical computational logic, and 
the connectionist/neural network movements of the 1970’s 
were based on classical dynamical systems. These classical 
assumptions remain at the heart of both cognitive 
architecture and neural network theories, and they are so 
commonly and widely applied that we take them for 
granted and presume them to be true. What are these 
critical but hidden assumptions upon which all traditional 
theories rely? Quantum theory provides a fundamentally 
different approach to logic, reasoning, probabilistic 
inference, and dynamical systems. For example, quantum 
logic does not follow the distributive axiom of Boolean 
logic; quantum probabilities do not obey the disjunctive 
axiom of Kolmogorov probability; quantum reasoning does 
not obey the principle of monotonic reasoning. It turns out 
that humans do not obey these restrictions either, which is 
why we consider a quantum approach.  

This tutorial will provide an exposition of the basic 
assumptions of classical versus quantum theories. These 
basic assumptions will be examined, side-by-side, in a 
parallel and elementary manner. The logic and 
mathematical foundation of classical and quantum theory 
will be laid out in an accessible manner that uncovers the 
mysteries of both theories. We will show that quantum 
theory provides a unified and powerful explanation for a 
wide variety of paradoxes found in human cognition and 
decision ranging from attitude, inference, causal reasoning, 
judgment and decision, conceptual combinations, memory 
recognition, and associative memory. This tutorial 

introduces and trains cognitive scientists on this promising 
new theoretical and modeling approach. 

Presenters 
Jennifer Trueblood is an assistant professor at the 

University of California, Irvine. She has published many 
articles on the topic of quantum cognition, and her work 
has been funded by NSF. James M. Yearsley is a research 
assistant at City University, London. He has a PhD in the 
foundations of quantum theory from Imperial College, 
London and worked in the Centre for Quantum 
Information and Foundations at the University of 
Cambridge. Zheng (Joyce) Wang is an associate professor 
at The Ohio State University. She was Co-Editor for a 
special issue on quantum cognition that appeared in Topics 
in Cognitive Science (2013), Vol. 5 (4)). Her work on 
quantum cognition has been funded by NSF and AFOSR. 
Jerome Busemeyer is Provost Professor of Psychological 
and Brain Sciences at Indiana University. He is Editor of 
Decision and Associate Editor of Psychological Review, 
and was Editor of Journal of Mathematical Psychology. He 
is also author with Peter Bruza of the book Quantum 
models of Cognition and Decision. 

Previous Tutorials and Symposia 
The tutorial has been presented at the Cognitive Science 

meetings in Nashville (2007), Washington DC (2008), 
Amsterdam (2009), Sopporo (2012), Berlin (2013), and 
Quebec City (2014) with about 30 to 50 participants each 
time. The ratings from participants after the tutorial were 
all very positive. Also, this tutorial follows a symposium 
on quantum cognition at the Cognitive Science meeting 
2011 whose papers appeared as a special issue in Topics in 
Cognitive Science (2013). A similar tutorial was presented 
at the 3rd and 4th Annual Meetings on Quantum 
Interaction in Saarbruecken, Germany (2009) and 
Aberdeen, Scotland (2010), and at the Society for 
Mathematical Psychology (2012) and BRiMS (2013), with 
about 40 participants in each. 
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Participants Background 
This tutorial will introduce participants to an entirely 

new area and no previous experience or background with 
quantum theory will be assumed. No background in 
physics is required. In fact, except for a few simple 
examples to motivate the idea, little or no reference to 
physics will be made during main part of the tutorial. What 
is required is an elementary background in classical logic 
and probability. During the tutorial, we will review basic 
concepts of linear algebra needed for quantum theory (e.g., 
vectors, projectors, unitary transformations). 

Material to be Covered 
1. First, we will examine major differences between 

classical versus quantum theories of probability. The 
concept of superposition is introduced and distinguished 
from classical probability mixtures. The important issue of 
measurement in classical and quantum systems will be 
compared and examined. We will include several dramatic 
empirical examples illustrating empirical violations of the 
classical laws of probability (e.g., conjunction, disjunction, 
and total probability) and the parsimonious explanation of 
all these violations by quantum theory. (1.5 hours)   

2. Then we will examine the differences between 
classical and quantum dynamical systems. The basic idea 
of a Markov processes will be introduced and compared 
with quantum processes. (Cognitive architectures and 
many neural networks can be represented as Markov 
processes). A parallel development of Markov and 
quantum processes will be shown. The concept of a state 
will be distinguished for Markov and quantum systems. 
The effects of measurement on the state of the system are 
compared for Markov and quantum systems. A key goal is 
to show when and how quantum processes depart from 
Markov processes, and how we can empirically test 
whether a system is Markov or quantum. (1.5 hours) 

3. Next, we will use a concrete example to show how to 
build computational models based upon quantum theory. 
We will present the details of MATLAB and R programs 
used to compute the choice probability and response time 
predictions of a dynamic quantum model that has been 
developed to explain three ongoing research programs in 
cognitive and decision making: violations of the “sure 
thing principle” of rational decision theory, violations of 
dynamic consistency in decisions, and interference of 
categorization on decisions. (1 hour) 

4. In the fourth part, we will introduce advanced tools 
and concepts needed for building quantum models of 
realistic cognitive systems. We will show how the 
description of a quantum state may be extended to include 
both quantum and classical uncertainty, and we will 
explain how to compute the entropy of a quantum state. 
We will introduce the notion of a POVM and explain how 
these may be used to model realistic, noisy, measurements. 
We will discuss the concept of an open quantum system 
and the difference between unitary and non-unitary 
dynamics. Finally we will introduce a simple model for the 

dynamics of an open quantum system and show how the 
‘quantum-ness’ of a cognitive system may be lost through 
interaction with its environment. The implications for 
cognitive models will be discussed. (1.5 hours) 

5. Finally, we will review progress in quantum cognition 
research and propose future directions. (30 minutes) 

See the references and the website below for some of the 
material to be covered and relevant background material: 
http://mypage.iu.edu/~jbusemey/quantum/Quantum 
Cognition Notes.htm 

References 
Busemeyer, J. R., & Bruza, P. D. (2012). Quantum 
    models of cognition and decision. Cambridge, UK:  
   Cambridge University Press. 
Busemeyer, J. R., Pothos, E., Franco, R., & Trueblood, J. 

S. (2011). A quantum theoretical explanation for 
probability judgment ‘errors.’ Psychological Review, 
118, 193-218.  

Busemeyer, J., Wang, Z., & Lampert-Mogiliansky, A. L. 
(2009). Empirical comparison of Markov and quantum 
models of decision making. Journal of Mathematical 
Psychology, 53, 423-433. 

Busemeyer, J. R., Wang, Z., & Townsend, J. T. (2006). 
Quantum dynamics of human decision-making. Journal 
of Mathematical Psychology, 50, 220-241. 

Pothos, E. M., & Busemeyer, J. R. (2009). A quantum 
probability explanation for violations of “rational” 
decision theory. Proceedings of the Royal Society B. 276 
(1665), 2171-2178. 

Pothos, E. M., & Busemeyer, J. R.  (2013). Can quantum 
probability provide a new direction for cognitive 
modeling? Behavioral & Brain Sciences, 36, 255-274.  

Trueblood, J. S. & Busemeyer, J. R. (2011). A Quantum 
probability account of order effects in inference. 
Cognitive Science, 35, 1518-1552. 

Wang, Z., Busemeyer, J. R., Atmanspacher, H., & b 
Pothos, E. M. (2013). The potential of using quantum 
theory to build models of cognition. Topics in Cognitive 
Science, 5, 672-688. 

Wang, Z., & Busemeyer, J. R. (2013). A quantum question 
order model supported by empirical tests of an a priori 
and precise prediction. Topics in Cognitive Science, 5, 
689-710.  

Wang, Z., Solloway, T., Shiffrin, R. M., & Busemeyer, J. 
(2014). Context effects produced by question orders 
reveal quantum nature of human judgments. PNAS, 
111(26), 9431-9436.  

Yearsley, J.M. and Pothos E.M. (2014). Challenging the 
classical notion of time in cognition: a quantum 
perspective. Proc. R. Soc. B 281, 1781, 20133056. 

 
Acknowledgments 
This tutorial and related research is supported by U.S. 
National Science Foundation (SES-1153726, SES-
1153846, SES-1326275) and AFOSR (FA9550-12-1-
0397). 

18



Connecting learning, memory, and representation in math education 
 

Martha Alibali1 (mwalibali@wisc.edu) 

Chuck Kalish2 (kalish@wisc.edu) &  

Timothy T. Rogers1 (ttrogers@wisc.edu) 
1Department of Psychology, UW Madison 

1025 W. Johnson Street, Madison, WI 53706 USA 

2Department of Educational Psychology, UW Madison 

1202 W. Johnson Street, Madison, WI 53706 USA 

 

Vladimir Sloutsky (sloutsky.1@osu.edu) 
Department of Psychology, Ohio State University 

1835 Neil Avenue, Columbus, OH 43210 USA 

 

 

 

Christine Massey1 (massey@seas.upenn.edu) &      

Phil Kellman2 (Kellman@cognet.ucla.edu) 
1Institute for Research in Cognitive Science, University of 

Pennsylvania, 3401 Walnut Street, Philadelphia PA 19004 

2Department of Psychology, UCLA, 1285 Franz Hall, Los 

Angeles CA 90095 USA 

James L. McClelland (mcclelland@stanford.edu) 

& Kevin W. Mickey (kmickey@stanford.edu) 
Department of Psychology, Stanford University, 450 

Serra Mall, Stanford, CA 94305 USA  

 

Keywords: numeracy; math; perception; learning; memory; 
cognition; models; education 

Introduction 

In math education the goal is for children not only to 

master the materials and problems presented, but to 

understand underlying principles and properties that can be 

applied broadly to new problems and situations. Teachers in 

the classroom and policy-makers in Washington thus are both 

faced with what is essentially a cognitive question: What 

instructional regimes and practices will produce rapid 

learning, deep understanding, and broad transfer? 

This question has often been approached without 

connection to cognitive theories of learning, memory, and 

representation, but the gap has begun to narrow. On one hand, 

it is now known that domain-general learning mechanisms 

can acquire quite abstract and structured representations that 

go beyond the perceptual structure of the environment—a 

critical requirement for any theory of mathematical 

knowledge. Conversely studies in math cognition have 

revealed counter-intuitive behaviors that find ready 

explanations in cognitive models of learning in other 

domains. For instance, children, adults, and even math 

teachers reliably judge some three-sided figures to be better 

triangles than others, sometimes denying that irregular three-

sided figures are in fact triangles.1 Children transitioning 

from arithmetic to algebra often generate incorrect solutions 

to equations because they have learned to ignore the equal 

sign2. Such examples suggest that math learning can be 

subject to the same factors that govern learning other 

domains. Yet it remains unclear whether such effects are 

epiphenomenal, or whether they hint at important common 

principles underlying concept acquisition across multiple 

domains. 

Our symposium investigates this question by bringing 

together scientists whose research spans the gap between 

cognitive and educational science in the domain of 

mathematical knowledge. Martha Alibali, Chuck 

Kalish and Tim Rogers consider how cognitive memory 

models from non-mathematical domains can shed light on the 

patterns of transfer shown by children and adults in 

arithmetic.  Phil Kellman and Christine Massey will show 

that mathematical competency can improve when children 

learn to efficiently encode the perceptual structure of 

equations. Vladimir Sloutsky will consider 

interrelationships between learning of mathematical and 

object concepts in development. Jay McClelland and Kevin 

Mickey will discuss new research investigating the 

representational prerequisites that might underlie conceptual 

understanding of trigonometric functions. A short group 

question period will follow the four talks. 

Alibali, Kalish & Rogers: Connecting learning in 

mathematical and non-mathematical domains.  

Different learning tasks can elicit qualitatively different 

patterns of memory and generalization. In paired-associates, 

participants who learn to produce "dishtowel" to the probe 

"locomotive" can correctly generate the reverse pairing 

(producing "locomotive" given "dishtowel"), but, because 

pairs are arbitrary, cannot generalize to new probes (e.g. 

"caboose"). In categorization, participants remember features 

that aid in predicting the category label and use these to 

generalize, but fail to learn or exploit other item properties. 

In property induction, participants learn slowly but remember 

and generalize all manner of properties.3 In experiments with 

adults and children we show analogous phenomena in 

arithmetic learning. When the graphical elements of an 

equation are viewed as arbitrary symbols, participants learn 

individual problems without transfer, as in paired associates. 

When the quantitative "meaning" of the problem symbols is 

highlighted, participants acquire a transferable mapping from 

problem quantities to response quantities, similar to 

categorization. The extent of transfer in this setting depends, 

however, on the task: practice retrieving a missing sum 

transfers to new missing-sum problems, but not to related 

missing-addend problems. The broadest transfer occurs when 

participants practice with a mix of problem types, in a setting 

that emphasizes quantitative relationships among elements—

the same properties that produce broad transfer in object 

concepts. These results suggest a tighter coupling between 
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learning in mathematical and non-mathematical domains 

than has previously been appreciated. 

Kellman & Massey: Perceptual structure and 

adaptive learning in math education.  

While learning of complex structure is often attributed to 

higher-order processes, we argue that perceptual learning 

(PL)—experience-driven changes in the process and content 

of information extraction—plays a much greater role than has 

previously been appreciated. We consider PL as a crucial 

component of learning and expertise in mathematics and 

other complex cognitive domains. Whereas most formal 

instruction emphasizes declarative and procedural 

components of learning, learning to extract relevant structure 

in mathematical problems and representations provides the 

pattern recognition required for effective use of facts and 

procedures. We will briefly review research on PL 

interventions in the form of perceptual/adaptive learning 

modules (PALMs) that facilitate discovery of structure and 

recognition of patterns in mathematical domains, including 

preliminary results from a large efficacy study currently in 

progress. These efforts illustrate the promise of PL 

interventions, as shown on tests of mathematical competence. 

We also examine direct effects of PL interventions on 

psychophysical endpoints, such as efficient encoding of 

equations. Results indicate that even relatively brief PALM 

interventions aimed at improving students' seeing of structure 

and transformation in algebraic equations leads to reliable 

changes in basic information extraction. Encoding 

improvements were shown most strongly by participants who 

were initially less proficient at algebra. These changes, which 

were detectable 24 hours after training, provide direct 

evidence for durable changes in information encoding 

produced by a PALM targeting a complex mathematical skill. 

Sloutsky: What can we learn about mathematical 

cognition from object category learning? 

The primary difference between mathematical and object 

concepts lies in category structure: the former are rule-based 

and statistically sparse (i.e., few category-relevant and many 

irrelevant features) while the latter are statistically dense (i.e., 

many category-relevant features). Research in object 

category learning may then elucidate acquisition of math 

concepts. We review evidence that children distribute 

attention among multiple stimulus dimensions, making it 

difficult to learn statistically sparse concepts like those 

central to mathematics. Consequently children and adults 

may extract different structures from the same learning 

experiences. Participants learned a category possessing both 

(a) a single deterministic rule-like feature and (b) multiple 

inter-correlated probabilistic features. Whereas 4-5-year-olds 

used multiple probabilistic features to generalize and were 

more likely to remember these, adults used the deterministic 

feature to generalize and were less likely to remember other 

features. When the deterministic feature was made salient, 

children were more likely to use it in generalization, but they 

continued to use and remember all features. Thus, though 

their response strategy changed, their representation did not. 

From these findings we argue that perceptually-rich problem 

instantiations may hinder generalization in math because, like 

stimuli in our research, they possess one relevant 

deterministic feature among many irrelevant features. If 

children naturally acquire dense probabilistic category 

structures, they may fail to generalize practice problems with 

sparse structure. We then demonstrate such an impaired 

transfer in learning of mathematical concepts in young 

children. 

McClelland & Mickey: Building a core 

conceptual structure for trigonometry. 

How can we help students gain a grasp of the basic ideas 

underlying trigonometric functions? Our approach links to 

the ideas of Robbie Case, who understood the mental number 

line as a core conceptual structure for two-digit addition and 

subtraction upon which one could build an understanding of 

decimal numbers and fractions.4 We extend this approach to 

the 2D coordinate plane, taking the 'unit circle' as a core 

structure for grounding the extended definitions of the 

trigonometric functions outside the range of right triangles. 

In empirical studies with Stanford undergraduates, we have 

found that (a) students who report using the unit circle do 

better on an assessment of their understanding of 

trigonometric identities than those who report using rules or 

other visualizations; (b) a brief presentation of the core unit 

circle ideas produces better generalization to identities not 

explicitly covered in the presentation, relative to a rule-based 

presentation; but (c) only those performing above chance on 

a pre-test showed the benefit from the presentation. A second 

study assessed the unit-circle intervention on a group of high-

school seniors, none of whom benefitted.  This has led us to 

construct a structured series of didactic presentations and 

interleaved activities designed to ensure students have a well-

grounded understanding of all of the elements on which the 

unit circle definitions build. We will report the results of new 

studies with this interleaved intervention, and will consider 

the implications of our studies for both education and for 

understanding the cognitive underpinnings of math 

knowledge. 
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Why does wood float on water? What made Jim shout at me,
and why had he to be so offending? Who is responsible for
my son’s sickness? And why should incest be wrong? All
these questions share one important feature: They ask for
causal explanations. Causality is a core concept in our at-
tempts to make sense of the physical world and of social in-
teractions; and this makes causal cognition a topic of prime
interest for cognitive science. Yet, in spite of an increasing
body of high-quality and high-profile research, most previ-
ous studies paid only incidental attention to the potential of
cognitive and linguistic diversity in causal cognition. 

The cross-cultural evidence available so far (reviewed in
Bender, Beller, & Medin, subm.) indicates that culture plays
a crucial role in causal cognition on various levels and in all
domains. It affects not only how, but even whether people
engage in causal explanations, by defining the settings in
which causal cognition occurs, the manner in which poten-
tial factors are pondered on, and the choices for highlighting
one of several potential causes or for expressing them lin-
guistically in one way or another (e.g., Astuti & Harris,
2008; Bender & Beller, 2011; Bohnemeyer et al., 2010; No-
renzayan & Nisbett, 2000; and see the contributions in Bel-
ler, Bender, & Waldmann, 2014). 

These findings justify the call for a more thorough investi-
gation of the possibly constitutive role that culture and lan-
guage may play for causal cognition (Widlok, 2014). While
it is plausible that most causal learning, and even a consider-
able proportion of causal explanations, will be invariant
across culture, without thoroughly scrutinizing each of the
candidates for invariance we are not in a position to draw
any generalizations. Important questions have thus remained
unanswered: 
• Along which dimensions do socio-linguistic groups dif-

fer in how they speak about causality, and to what extent
do these differences affect how people represent causal
relations?

• Is causal reasoning always based on the same cognitive
mechanisms and principles, or do our cultural back-
ground and our native language shape how we process re-
spective information?

• How are multiple explanatory frameworks organized and
activated for accounts of illnesses or moral reasoning?

• Last, but not least, how can we make sure that the meth-
ods we use to investigate potential differences across cul-
tures and languages do really capture the relevant issues
in an unbiased manner? 

Our symposium attempts to advance this field of research at
the heart of cognitive science. It brings together researchers
from various of its sub-fields, who will present theoretical
analyses and empirical findings on those factors that may
constrain, trigger, or shape the way in which humans think
and talk about causal relationships. 
• Jürgen Bohnemeyer has designed a large-scale survey on

the linguistic representation of causality that combines
approaches from psychology, linguistics, and anthropolo-
gy (e.g., Bohnemeyer et al., 2010; Moore et al., in press). 

• Annelie Rothe-Wulf and colleagues combine psychologi-
cal and anthropological expertise to investigate the effect
of cultural concepts and linguistic cues on causal cogni-
tion (Beller et al., 2009; Bender & Beller, 2011).

• York Hagmayer has for many years specialized in psy-
chological and philosophical aspects of causal reasoning
(Hagmayer & Sloman, 2009; Waldmann & Hagmayer,
2013); here he examines, in collaboration with an anthro-
pologist, cross-cultural data on explanations for illnesses.

• Rita Astuti, one of Europe’s leading (cognitive) anthro-
pologists (Astuti & Harris, 2008; Astuti, Solomon, &
Carey, 2004), investigates causal reasoning related to bio-
logical concepts and moral processes. 

By integrating insights from their various disciplinary back-
grounds, this symposium will span a broad range of the sub-
fields of cognitive science in an exemplary manner.

Studying the representation of causality 
across languages

Jürgen Bohnemeyer

This presentation surveys the semantic and conceptual prop-
erties of linguistic representations of causal relations across
languages. The principal aim is to explore the challenges in-
volved in constructing an ‘etic grid’ for a semantic typology
of causative constructions. Etic grids are non-language-spe-
cific sets of notional variables that jointly define conceptual
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domains carved up by the meanings of language-specific ex-
pressions (Moore et al., in press). The presentation will draw
on the results of a pilot study (Bohnemeyer et al., 2010) in-
volving four unrelated languages: Ewe (Gbe; Ghana, Togo),
Japanese, Lao (Tai-Kadai; Laos), and Yucatec (Mayan; Mex-
ico). The findings will be compared to proposals in the re-
cent typological literature (e.g., Song, 1996). A set of 10
variables will be proposed, all of which have been shown to
potentially influence the perceived simplicity or ‘directness’
of causal chains, and through it the complexity of linguistic
representations. 

What makes the difference? Content effects as 
moderators of cross-cultural variability

Annelie Rothe-Wulf, Gregory Kuhnmünch, 
Andrea Bender, & Sieghard Beller 

Although causal cognition in the physical domain is regard-
ed as invariable to culture, recent research yielded complex
patterns of causal attribution within and across cultures for
various physical events (Beller et al., 2009; Bender & Beller,
2011). One candidate moderator for this variability is the
way in which people construe the content of the event. We
asked Tongan and German participants to assign causation to
entities involved in a range of physical events. The entities
varied along several dimensions such as concreteness, con-
sistency, or physical type. Content effects emerged in both
cultural groups and partially moderated cultural differences.
In addition, we observed culture-specific patterns, indicating
the importance of culturally relevant concepts.

Causes of illness – 
What do different types of causes explain?

York Hagmayer & Ronja Rutschmann 

Research on lay theories of illness in anthropology and psy-
chology investigated the types of causes people believe in.
These causes explain why illness (rather than health) occurs
and which type of illness happens under certain conditions.
However, research on the questions patients ask indicates
that patients and their relatives also want to know why the
particular person (rather than another person) was affected
and why the illness occurred at this particular point in time
(rather than sooner or later). It is an open question whether
and which types of causes provide an explanation to these in-
quiries. We propose a classification scheme of different
types of causes with respect to the explanations they provide.
We argue that many so-called supernatural causes explain
which person is affected at a particular point in time, while
many natural causes like somatic and environmental condi-
tions do not. This may explain why people in many cultural
groups believe in supernatural causes. 

The causal cognition of wrong doing: 
Incest, intentionality and morality

Rita Astuti & Maurice Bloch

Anthropologists have claimed that, in certain non-western
societies, people ignore whether an act of wrong doing is
committed intentionally or accidentally. To examine this

proposition, we look at how Malagasy people respond to in-
cest. While they do not seem to take intentionality into ac-
count in the specific case of incest, when they reason about
other types of wrong doing the role of intentionality is well
understood. We therefore argue that, when people contem-
plate incest and its consequences, they simultaneously con-
sider two quite different issues. Using the insights we derive
from this Malagasy case study, we re-examine the results of
Haidt’s (2001) psychological experiment on moral dumb-
foundedness. We suggest that the dumbfoundedness that was
documented among North American students may be ex-
plained by the same kind of complexity that we found in
Madagascar. In light of this, we also note the limitations of
anthropological methods and the benefits of closer cross-dis-
ciplinary collaboration.
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Introduction 
As cognitive scientists, we invest enormous amounts of 
time in our graduate educations and careers learning to 
communicate our findings to others in the form of highly 
specialized research papers. Indeed, it is hard to imagine 
how the nuance and distinctions required to advance our 
science, or any science, could be communicated if such 
were not the case. However, our work is a public 
enterprise that is largely sustained by institutions that 
promise some return to the public good. In other fields, 
this return may be primarily in terms of ideas and insight 
into the human condition, as might be the case for 
archaeology and history. The return may be in new 
fundamental discoveries regarding our physical world, 
such as recent progress in nanomaterials that promise 
eventual translation into new forms of energy, 
transportation, and communication. Or it may be focused 
on the Pasteur’s Quadrant (Stokes,  1997)  of research 
addressing an immediate practical need, such as an Ebola 
vaccine. 

We argue that Cognitive Science is a field where the 
return to the public good can take any and all of these 
three forms. Similar to archaeology or history we can 
promise increased insights into the human condition in 
terms of the nature of the mind, memory, and thought. In 
common with Physics, our fundamental research on the 
nature of cognitive control and the integration of 
perception, cognition, and action promises a long-term 
translation into applications and products for reducing 
cognitive workload and increasing human effectiveness. 
Likewise, in common with use - insp i r ed  medical 
researchers, we have a long tradition of applying and 
testing our ideas about learning and decision making by 
incorporating our research into tutoring systems, 
guidelines for teachers, and real-time decision aids. 

Although we strive to do the right things for the right 
motivations, many of us would have to admit, if 
pressed, that our public profile is slim to non-existent, 
both as individual cognitive scientists and as a global 
scientific discipline. It is unusual to find a person outside 
of academia who has any idea what cognitive science is. 

Most of us struggle to convey our objectives and results 
and relevance in a manner that is understandable by 
people without PhDs in the same specialty as our own. By 
contrast, some of us seem very successful at getting the 
word of our good works out. Some of our members author 
popular books or textbooks (an extremely important way 
of inspiring people to become members of the next 
generation of cognitive researchers!), participate in radio 
interviews, occasionally appear on TV, and write 
successful blogs.  How do they do it? Can their methods 
be duplicated by others across the world so as to better 
communicate our aspirations, discoveries, and inventions 
to the world public? 

For this symposium, we brought together a group of 
people with a history of successfully getting the word out 
about their own and others’ cognitive science research. 
Following an introductory presentation by the organizers, 
this group of distinguished speakers will tell what they do, 
why they do it ,  evaluate its utility, and offer 
suggestions for the rest of us for communicating cognitive 
science in ways that improve awareness and understanding 
among people who are not ourselves. 

 

Marsha Lovett 
Director, Eberly Center for  

Teaching Excellence and Educational Innovation 
Carnegie Mellon University 

lovett@cmu.edu 
 

One of higher education's current challenges is providing 
effective instruction to a diverse population of learners. 
Research in both cognitive science and learning science 
offers a rich body of theory, results, and methods to help 
generate and refine strategies to address this challenge. Why 
is this research on learning not having more of an impact on 
educational practice? Beyond the constraints of time, 
resources, and institutional infrastructure, there is an 
inherent difficulty in appropriately translating research 
results – derived from either lab or field studies – to specific 
classroom contexts. Learning is a complex process where 
multiple factors interact and context matters. Finding a 
balance between acknowledging this complexity while 
identifying fundamental principles, features, and 
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mechanisms, is the key to progress. Several research-to-
practice books and related approaches are discussed in terms 
of how they achieve this balance. 

Art Markman 
Professor, Department of Psychology 

University of Texas 
markman@utexas.edu 

 
It should not be hard for cognitive scientists to reach out to a 
broader community to enlighten them about the work we do, 
because of its relevance to most people’s lives. So, why 
aren’t more cognitive scientists engaged in outreach? There 
are three significant factors that limit outreach activities.  
First, the community is not well-trained either in the style of 
writing and speaking that engages broad audiences or in the 
techniques for promotion of outreach that maximize its 
effectiveness.  Second, at present, there is no significant 
expectation that outreach is part of a successful academic 
research career.  Third, academic institutions do not 
typically value outreach activities in ways that lead to 
recognition and promotion.   To remedy these problems, we 
need to increase our attention to training mid-career 
scientists in the art of communicating to non-scientific 
audiences in order to make them more comfortable speaking 
to groups and talking to reporters.  We need to create a 
cultural expectation that mature researchers will tithe to the 
field by giving (roughly) ten percent of their time to 
outreach activities.  Finally, we need to put pressure on 
administrations to create awards and recognition for faculty 
and researchers who engage the public as part of their 
scientific mission. 
 

Jim Spohrer 
Director, University Programs and  

Cognitive Systems Institute 
IBM 

spohrer@us.ibm.com 
 
In the coming decade, cognitive science is poised to reach a 
broader community.  First, as the era of cognitive computing 
dawns (Kelly & Hamm, 2013), demand is expected to 
increase for cognitive scientists with the right skills who can 
lead multidisciplinary teams, thereby creating more and 
better jobs for cognitive scientists. Multidisciplinary teams 

will be needed to create cognitive assistants (“cogs”) for all 
occupations, so cognitive scientists will have to work well 
with others studying and producing real-world applications. 
These applications are expected to generate enormous 
quantities of performance data for the field. Understanding 
the performance of individual experts and novices, as well 
as teams of people, with their cogs will require new methods 
and tools.  Second, as more people come to depend on 
assistants to improve their lives, cognitive scientists can 
play a bigger role informing the general public about 
improvement strategies.  This has the potential to unlock the 
citizen scientist in everyone to use data and models to 
improve their individual and collective performance.   

However, there are also pitfalls to be avoided.  For 
example, the science of flight from the study of birds to 
aviation is both intellectually fascinating and of great 
economic significance, but job growth happens primarily in 
the emerging frontier aerospace or drone-based package 
delivery application areas. The pitfall that cognitive 
scientists should avoid is the pitfall of becoming overly 
narrow in focus. Cognitive science can reach a broader 
audience if the core of the cognitive science community 
broadens its scope appropriately and orients towards future 
opportunities for growth.  

Cognitive science can learn a great deal and benefit from 
the study of other academic disciplines and professions that 
have thrived or dwindled into obscurity (Abbott, 1988, 
2001).  As a practical first step, “cognitive scientist” should 
to be added to the list of O*NET Online occupations with a 
bright future.  For example, nanotechnology is documented 
and has a bright outlook for the future, but cognitive science 
appears missing.  The community should rectify this. 
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Generative and Discriminative Approaches 
One popular distinction in machine learning is between 
discriminative and generative models (Ng & Jordan, 2001). 
Given the cross fertilization between research in human and 
machine learning, the time is ripe to ask whether the mind is 
a generative or discriminative learning device. This 
symposium tackles this question from a variety of 
perspectives. The aim is to explore the explanatory value of 
these two basic views of learning, which cut across existing 
distinctions in cognitive science (e.g., connectionist vs. 
Bayesian approaches).  

In brief, generative and discriminative models 
characterize the task of the learner differently. Generative 
models attempt to learn an internal model of each class (i.e., 
category). In contrast, discriminative models attempt to find 
a boundary that separates classes. Generative models are 
typically Bayesian in form, whereas discriminative models 
include decision trees, SVMs, regression approaches, and 
some (but not all) connectionist models.  

 In generative models, the learning task is to estimate the 
joint probabilities between all variables. These models 
assume a hidden or latent variable (e.g., category label) 
generates observed features. In contrast, discriminative 
models perform a conditional estimation. For example, 
logistic regression only estimates the probability of a class 
(i.e., category) as a function of the predictive features. In 
this sense, discriminative models are more focused by the 
task, whereas generative models address a broader 
estimation problem, though models of all types have an 
inductive bias to make learning tractable. 

Aims and Relevance 
The aim of this symposium is to introduce these powerful 
ideas from machine learning to the broader cognitive 
science community. We will evaluate what these two views 
say about cognition and learning, and assess their utility in 
organizing findings in our science. At the broadest level, in 
what sense is the mind a generative or discriminative 
machine, and how can this understanding direct our future 
empirical and theoretical investigations of the mind? 

 
 

 
The impact of sampling assumptions on learning from 

indirect negative evidence 
Tom Griffiths (with Anne Hsu) 

 
A classic debate in cognitive science revolves around 
understanding how children learn complex linguistic 
patterns, such as restrictions on verb alternations and 
contractions, without negative evidence. One factor that has 
been suggested as playing an important role in solving this 
problem is indirect negative evidence, in which the absence 
of a construction in the input provides evidence against its 
grammaticality. We consider two different sets of sampling 
assumptions that can operate in language learning, 
corresponding loosely to "generative" and "discriminative" 
approaches to learning.  Only one set of assumptions 
licenses use of indirect negative evidence. We demonstrate 
in a series of experiments in which adults learn artificial 
languages that people can produce behavior consistent with 
the predictions of probabilistic models using both sets of 
sampling assumptions, depending on how the learning 
problem is presented. These results suggest that people use 
information about the way in which linguistic input is 
sampled to guide their learning, and show that adult learners 
make appropriate use of indirect negative evidence when the 
appropriate statistical assumptions are satisfied. 

 
Language Learning From a Discriminative 

Perspective 
Michael Ramscar 

 
The development of morphological processing has been 

the focal topic in a debate over the nature of language, 
learning and the mind in cognitive science. Particular 
attention has been paid to the systematic nature of children’s 
morphological errors (for example children tend to go 
through a phase of saying “mouses” as they learn the 
morphology of English nouns). Because these errors aren’t 
explicitly corrected, it has been argued that the transition to 
adult language cannot be explained by learning, and that the 
acquisition of even relatively simple aspects of grammar 
must involve innate, language specific mechanisms. I'll 
describe the background to this debate, the generative 
models that have traditionally been proposed to explain 
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these behavioral patterns, and a model of morphological 
development based on discrimination learning that offers a 
very different perspective on morphological processing. 
This  model also generates clear and surprising predictions, 
in particular that exposure to regular plurals (e.g. rats) can 
actually result in a decrease in children’s tendency to 
overregularize irregular plurals (e.g. say "mouses"). I'll 
review some empirical results showing that testing memory 
for items with regular plural labels does result in a decrease 
in plural overregularization in six-year-olds, but also that it 
results in increases in four-year-olds. These models and 
results indicate that when the learning problem facing 
children is characterized discriminatively, 
overregularization can be seen to both arise and then resolve 
itself as a result of the  distribution of evidence in the 
linguistic environment. I'll discuss the wider implications of 
these and some similar findings for our understanding of 
language and human communication. 

 
Ramscar, M., Dye, M. & McCauley, S. (2013d) Error and 

expectation in language learning: The curious absence of 
‘mouses’ in adult speech. Language, 89(4), 670-793     

 
Sequential Effects as Signatures of Discriminative 

Learning 
Matt Jones 

 
An important class of psychological models of 

discriminative learning are those that learn incrementally 
from prediction error. One prediction of this iterated error 
correction is recency effects. In their simplest form, recency 
effects are simply a bias toward recent events, such that 
error rates and response times (RTs) are lower when the 
current trial matches recent feedback. Generative models 
can also predict these simple recency effects, by assuming 
nonstationarity in latent environmental parameters (Wilder, 
Jones, & Mozer, 2009; Yu & Cohen, 2008). This is because 
the nonstationarity assumption leads more recent events to 
be more informative about the current state of the 
environment. However, discriminative models also predict 
more complex sequential effects that generative models do 
not anticipate. This talk will focus on one set of such 
findings, in binary stimulus identification tasks (Jones, 
Curran, Mozer, & Wilder, 2013). In this paradigm, 
sequential effects in RT reveal learning of two statistics of 
the trial sequence: the base rate and the repetition rate. That 
is, RT is faster when the current response matches recent 
responses (a left response preceded by recent left responses, 
or a right response preceded by recent right responses), and 
RT is also faster on a repetition trial preceded by recent 
repetition trials or on an alternation trial preceded by recent 
alternation trials. This basic pattern is well fit by both a 
generative Bayesian model (Wilder et al., 2009) and a 
discriminative error-correction model (Jones et al., 2013). 
The two models diverge in their predictions for how the two 
learning mechanisms interact, with the error-correction 
model predicting cue-competition effects whereby the 

expectancy derived from the base rate affects learning about 
the repetition rate and vice versa. This cue competition 
manifests in additional, subtle sequential effects that are 
confirmed in the data. These additional sequential effects 
thus appear to be signatures of discriminative learning. 

 
Jones, M., Curran, T., Mozer, M. C., & Wilder, M. H. 

(2013). Sequential effects in response time reveal learning 
mechanisms and event representations. Psychological 
Review, 120, 628-666. 

 
Getting Discriminative with a Generative Model 

Bradley C. Love 
 

Models, whether generative or discriminative, have an 
inductive bias that makes learning tractable. In this talk, I 
will present a generative model of learning and information 
sampling whose inductive bias follows from discriminative 
principles. The model, like people, is focused on properly 
estimating aspects of the environment that are goal relevant. 
This focus is consistent with conditional estimation in 
discriminative models. However, the model also benefits 
from the strengths of the generative approach, such as the 
ability to support planning and sampling processes critical 
in decision making (Giguère & Love, 2013). Like people, 
current goals and knowledge determine the information 
sampled in the world. Completing the cycle of mutual 
influence, the information sampled (i.e., attended) in the 
world updates the model's knowledge state. This cycle of 
influence depends on two model components. One model 
component determines the value of potential sources of 
information. The value of a piece of information depends on 
the decision maker’s goals and assumptions about (i.e., 
knowledge of) the world. The second component of the 
model reflects the decision maker’s knowledge of the world, 
which is used by the first component to direct information 
gathering. This learning component is updated by the 
information samples selected by the first component, 
completing the cycle of mutual influence. Human learning 
and eye tracking studies support the model. By introducing 
a notion of attention that focuses on goal-discriminating 
information, a generative model is imparted with 
discriminative characteristics and displays human-like 
behaviors. 

Giguère, G. & Love, B.C. (2013). Limits in decision making 
arise from limits in memory retrieval. Proceedings of the 
National Academy of Sciences of the United States of 
America (PNAS), 110 (19), 7613-7618.  
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Introduction 

Language acquisition is a complex task, encompassing (at 

least) perception and categorization of phonemes, 

segmentation of speech, learning word meanings, and 

extracting morphological and syntactic regularities.  The 

daunting nature of this task might suggest that a specialized 

module is required for language acquisition. Yet there is 

increasing evidence that general learning processes play a 

major role (e.g., Marcus et al, 1999; Saffran, Aslin & 

Newport, 1996).  In this symposium we present the case for 

analogical comparison processes in language learning.  

Analogical comparison recruits a structure-mapping 

process between two instances that highlights their common 

relational structure—a critical feature in abstracting regular 

patterns across utterances.  A further outcome of structure-

mapping is that alignable differences (differences that play 

the same role in the matching structure) become salient, and 

this can help learners notice key contrasts.  

The goal of this symposium is to show how individuals 

spontaneously use analogical reasoning in language 

learning. We bring together empirical work addressing 

language acquisition in young children and second language 

learners, across three different levels of linguistic structure:  

phonology, lexical semantics, and syntax.  

B. Pajak will present work showing that learners infer 

commonalities between observed phonetic contrasts in their 

native language, and that this leads them to expect 

analogous contrasts along the same dimensions when 

learning a new language. D. Gentner and R. Shao will how 

analogical processes help children learn new word meanings 

with limited exposure. They revisit the classic Carey and 

Bartlett (1978) fast-mapping study and show that structural 

alignment processes are critical for success. M. Goldwater 

and C. Echols address the role of analogical processes in 

learning constructions, using a structural priming paradigm. 

They show that structural priming in young children 

depends heavily on overall similarity between primes and 

target; further, they show that priming with high-similarity 

‘easy’ primes renders children more likely to show priming 

from purely syntactic matches. Both these findings are 

directly parallel to work on analogical learning on 

nonlinguistic tasks.   

Adele Goldberg will be a discussant.  

Structural Priming as Analogical Mapping  

Micah Goldwater 
 

We examined the development of syntactic knowledge in 

children using a structural priming paradigm. Structural 

priming refers to speakers’ tendency to match their syntax 

to that of a recent input sentence (Bock, 1986). It facilitates 

dialog in adults (Pickering & Garrod, 1998) and can also 

serve as a gauge of syntactic development in children. 

Goldwater and Echols provide evidence that children show 

structural priming when they are able to construct sentences 

via semantic and syntactic analogies from the utterances of 

others.  

Constructing analogies entails recognizing commonalities 

in the relational structure of two situations (or two 

sentences). Early in learning, such recognition typically 

requires concrete similarity as well as relational similarity. 

To test whether children’s priming results from analogically 

mapping a previous sentence’s structure, we engaged 4- and 

5-year-old children in a turn-taking scene-description task 

using the typical measure of structural priming. That is, we 

asked whether children would describe a new picture with a 

sentence matching the structure of a previous sentence, 

rather than using an equally correct sentence with a different 

structure. For example, given the previous sentence 

“Grandma handed Sally the cake,” when describing a new 

picture the speaker would say “The teacher gave the boy a 

pencil” rather than “The teacher gave a pencil to the boy.”  

We found, first, that young children showed syntactic 

priming only when there were correlated concrete 

commonalities in the characters and events. This is 

consistent with numerous findings showing that young 
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children typically recognize overall similarity before they 

can recognize purely relational similarity.  However, after 

processing overall matches, in which structural alignment is 

supported by concrete similarities, children are often able to 

process relational commonalities without the “training 

wheels” of superficial similarity (Gentner, 2010). Consistent 

with this pattern, young children showed structural priming 

for semantically dissimilar sentences only they had first 

processed pairs of semantically similar sentences. 

Analogy in Learning Second-Language 

Phonetic Categories 

Bozena Pajak 
 

Phonetic category acquisition is a complex problem of 

learning a mapping from variable phonetic tokens onto 

discrete categories. How is this achieved? Prior 

experimental and computational work has identified two 

main sources of information available to and used by 

learners, both infants and adults: statistical distributions of 

sounds and lexical context. I will argue that, in addition to 

those two sources of information, phonetic category 

learning is supported by analogy-based abstraction: learners 

infer commonalities between observed phonetic contrasts 

(e.g., /b/-/p/, /d/-/t/), which leads them to expect analogous 

contrasts defined along the same phonetic dimensions (e.g., 

/g/-/k/). I will present a computational model of how such 

analogical reuse of categories might be achieved during 

acquisition (Pajak, Bicknell, & Levy, 2013), and I will 

support it with experimental evidence. In particular, I will 

show that (1) the adult perceptual system is sensitive to non-

native phonetic contrasts that are analogous to their native-

language contrasts (Pajak & Levy, 2014; Pajak, Piccinini, & 

Levy, in progress), and that (2) a brief exposure to novel 

second-language phonetic categories leads adults to form 

expectations about analogous categories in that language 

(Pajak & Levy, 2011). I will argue that analogical 

abstraction can effectively bootstrap the acquisition of a 

language's entire phonetic system given the typological 

evidence that languages tend to reuse the same phonetic 

dimensions for multiple contrasts (Clements, 2003). 

 

Interactions between Structural Alignment and 

Language in Word Learning 

Dedre Gentner & Ruxue Shao  
 

We propose that analogical processes are important in 

allowing children to infer word meanings from indirect 

speech. Here, we revisit Carey & Bartlett’s (1978) classic 

‘fast mapping’ study, in which 3-year-olds learned the 

meaning of a new color term (chromium) in a single 

exposure, without direct reference. Children simply 

responded to the request “Give me the chromium one, not 

the red one.” We suggest that a key component of the 

children’s success was the high alignability of the materials 

used.  The children chose between two trays that were 

identical except for color. According to structure-mapping 

theory, this should have promoted structural alignment, 

thereby highlighting color as an alignable difference. To test 

this, we gave 3- and 4-year-olds the classic fast mapping 

task, but varied the alignability of the materials. Children 

saw two objects and were asked to “point to the chromium 

one, not the blue one.” The High Alignability group saw 

two highly alignable alternatives, differing only in color (as 

in Carey & Bartlett’s study). The Low Alignability group 

saw a pair that varied in both color and shape, making them 

harder to align.  Both groups accurately pointed to the 

chromium object initially, but there was a large difference in 

what they learned from this.  When asked to identify new 

chromium objects later, the high-alignability group far 

outperformed the low-alignability group. A second study 

ruled out a purely informational account. These findings 

suggest that structural alignment processes help children 

learn the word meanings from indirect linguistic 

information.  

References  

Bock, J. K. (1986). Syntactic persistence in language  

production. Cognitive psychology, 18(3), 355-387. 

Carey, S., & Bartlett, E. (1978). Acquiring a single new  

word. Papers and Reports on Child Language 

Development, 15. 17-29. 

Clements, G.N. (2003). Feature economy in sound  

systems. Phonology, 20. 287–333. 

Gentner, D. (2010). Bootstrapping the mind: Analogical  

processes and symbol systems. Cognitive Science,  

34(5), 752-775. 

Marcus, G., Vijayan, S., Rao, S., & Vishton, P.M. (1999).  

Rule learning by seven-month-old infants. Science, 

283, 77-80. 

Pajak, B., & Levy, R. (2011). Phonological generalization  

from distributional evidence.  In L. Carlson, C. 

Holscher & T. Shipley (Eds.), Proceedings of the 

33rd Annual Conference of the Cognitive Science 

Society (pp. 2673–2678). Austin, TX: Cognitive 

Science Society. 

Pajak, B., & Levy, R. (2014). The role of abstraction in non- 

native speech perception. Journal of Phonetics, 46, 

147–160. 

Pajak, B., Bicknell, K., & Levy, R. (2013). A model of  

generalization in distributional learning of phonetic 

categories. In Proceedings of the 4th Workshop on 

Cognitive Modeling and Computational Linguistics 

(pp. 11–20). Sofia, Bulgaria: Association for 

Computational Linguistics. 

Pickering, M. J., & Garrod, S. (2004). Toward a mechanistic  

psychology of dialogue. Behavioral and brain 

sciences, 27(02), 169-190. 

Saffran, J. R., Aslin, R. N., & Newport, E. L. (1996).  

Statistical learning by 8-month-old infants. 

Science, 274, 1926-1928. 

28



The Relevance of Alternative Possibilities throughout Cognition  
 

Jonathan Phillips (phillips01@g.harvard.edu) 

Joshua Knobe (joshua.knobe@yale.edu) 
Department of Philosophy, Yale University,  

P.O. Box 208306, New Haven, CT 06520-8306 USA 

 

Andrew Shtulman (shtulman@oxy.edu) 
Department of Psychology, Occidental College,  

1600 Campus Road, Los Angeles, CA 90041 USA 

 

Charles Kalish (cwkalish@wisc.edu) 

Anne Riggs (aeriggs@wisc.edu) 
Department of Educational Psychology, University of Wisconsin-Madison 

1025 W. Johnson Street, Madison, WI 53706 USA 

 

Christopher Hitchcock (cricky@caltech.edu) 
Division of Humanities and Social Sciences, California Institute of Technology 

101-40 Caltech, Pasadena CA 91125 USA 

 

 

Keywords: modality; counterfactuals; counterfactual 
availability; norms; moral judgment; causal reasoning; 
developmental psychology 

Overview 

Research in a number of different fields has independently 

argued for the importance of providing a place for modality—

that is, some way of representing alternative possibilities that 

could have happened, but actually did not (e.g., Kratzer, 

2012; Lewis, 1973; Pearl, 2000). In each of these cases, the 

key insight has been that people’s understanding of the things 

that occur is shaped in some central way by their 

understanding of these alternative possibilities.  

Work throughout these fields has emphasized that people 

do not treat all alternative possibilities equally. Instead, they 

regard certain possibilities as relevant, while treating others 

as irrelevant (Portner, 2009; Roese, 1997). Within this 

research, one consistent theme has been that norms 

(statistical, moral, conventional, etc.) influence how these 

alternative possibilities are represented. 

This symposium focuses on new empirical and theoretical 

approaches to the role of modality throughout human 

cognition, and highlights the role of different norms in modal 

cognition. Phillips and Knobe present a framework for the 

psychological representation of modality designed to capture 

the impact of factors such as probability and morality, and 

then go on to present new data in support of their proposed 

approach. Shtulman discusses the development of modal 

cognition, and reports empirical evidence that statistical and 

moral norms affect beliefs about what is possible, permissible 

and real. Kalish presents new research on the modal 

judgments underlying children’s reasoning about norms. 

Hitchcock combines research on the availability of 

counterfactual alternatives in developing a framework that 

accounts for ordinary judgments of causation. As a group, 

these four presentations showcase new developments in the 

emerging research on modal cognition and its relation to 

norms.  

Phillips & Knobe: The Psychological 

Representation of Modality 

A great deal of research has now demonstrated that our 

understanding of physics, probability, and morality impact 

many aspects of cognition. One underappreciated fact about 

this research is that a judgment that something is statistically 

improbable often has the same impact on cognition as a 

judgment it is physically impossible or morally bad. The 

similarity of these effects can be seen in phenomena as 

diverse as causal selection, assessments of freedom, 

counterfactual reasoning, predictions of future actions, and 

the development of thinking about possibilities.  

We offer a unified account of this similarity by proposing 

that each of these factors is relevant to how people represent 

possibilities. We lay out a modified version of a standard 

linguistic framework for modality (Kratzer, 2012), which 

allows us to capture the impact of these factors on cognition, 

and go on to report new empirical data that support this 

general account of the psychological representation of 

modality. 

Jonathan Phillips is a postdoctoral researcher in 

Psychology at Harvard University. Joshua Knobe is a 

Professor in the Program in Cognitive Science and 

Department of Philosophy at Yale University. Their work has 

been published in Behavioral and Brain Sciences, Cognition, 

Cognitive Science, Psychological Science, Journal of 

Philosophy, and Semantics and Pragmatics. 

29



Shtulman: Developmental and Individual 

Differences in Modal Cognition 

Modal cognition underlies several facets of everyday 

learning and problem solving. In this talk, I will discuss the 

development of modal cognition, focusing on our changing 

intuitions about physical possibility. The first half will 

outline the newly emerging consensus that children are more 

skeptical about physical possibility than are adults. Children 

initially deny the possibility of any event that defies 

expectation, improbable or impossible, and not until early 

adolescence do they reliably differentiate events that violate 

physical laws from those that violate mere empirical 

regularities, both in their judgments and their justifications 

(Shtulman & Carey, 2007). The second half will explore the 

relation between modal judgments and modally-relevant 

beliefs, namely, children’s beliefs about fantastical beings 

(Shtulman & Yoo, 2015) and adults’ beliefs about moral 

permissibility (Shtulman & Tong, 2012). Overall, I will argue 

that differences in the procedural aspects of modal judgment 

can lead to drastically different beliefs about what is possible, 

what is permissible, and what is real. 

Andrew Shtulman is an associate professor of psychology 

at Occidental College. His interests include conceptual 

development and conceptual change, and his work has 

appeared in such journals as Cognition, Cognitive 

Psychology, and Cognitive Science. 

Kalish: Why Not? Children’s Normative 

Evaluations 

What sort of modality is involved in children’s normative 

evaluations? At times it seems that young children conflate 

physical and deontic possibility (e.g., denying that it is 

possible to violate social norms). There are many types of 

constraints underlying social norms (e.g., prudence, error-

avoidance). One hypothesis is that children make normative 

evaluations by identifying the specific constraint relevant to 

an action (e.g., “That’s dangerous, so you can’t do it.”). We 

will present data suggesting that young children treat 

violations of conventional norms as wrong in and of 

themselves. When pressed, children will cite a constraint 

justifying their normative judgment, but the justifications 

seem post-hoc (akin to the moral dumbfounding findings of 

Haidt, 2001). For young children, social norms may 

determine a set of available and nonavailable actions, 

without clearly specifying why. 

Charles Kalish is a professor of Educational Psychology at 

UW-Madison. His interests include the nature of normative 

concepts, and the role of norms in social cognition. His work 

on norms has appeared in such journals as Cognition, Child 

Development, and Developmental Psychology. Anne Riggs 

is a graduate student in the Department of Psychology at UW-

Madison 

Hitchcock: Counterfactuals, Norms, and 

Causal Judgment 

There is a tradition in philosophy and legal theory of trying 

to understand causation in terms of counterfactuals. C is said 

to be a cause of E if E would not have occurred had C been 

absent. (See, e.g. Lewis 1973.) However, this account yields 

some verdicts that differ from the causal judgments of most 

subjects. Drawing on research done in collaboration with 

Joseph Halpern (Cornell Computer Science), I present a 

framework for explaining these discrepancies. According to 

a counterfactual account, causal judgment requires us to 

consider what would happen in various hypothetical 

situations. Psychological research has shown that some 

hypothetical possibilities are more readily available than 

others. Counterfactual availability is strongly influenced by 

various norms, where the norms can be moral, legal, 

statistical, or functional. (See, e.g. Kahneman and Miller 

1986.) Thus, by drawing our attention toward or away from 

various possibilities, norms can highlight or obscure the 

counterfactuals that underwrite particular causal judgments.  

Christopher Hitchcock is J.O. and Juliette Koepfli 

Professor of Philosophy at the California Institute of 

Technology. He works in the philosophy of science with a 

focus on the role of causal concepts in scientific and everyday 

reasoning. His articles have appeared in journal such as the 

Journal of Philosophy, the Philosophical Review, Philosophy 

of Science, and Cognitive Science.  
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Abstract

Previous visual world eye-tracking studies have shown that
when a sentential verb can refer (via tense information on the
verb and on a following time adverb) to either a recent and
a future action event performed by an actor, people inspected
the target of the recent event more often than the (different)
target of the future event. This ’recent event preference’ repli-
cated even when the frequency of future events within the ex-
periment greatly exceeded the frequency of recent events (e.g.,
75% vs 25%). The recent event preference may arise because
the past action is situation-immediate and thus more relevant at
the particular point in time when the sentence is processed (at
that point participants have seen the past action performed and
will not see the future action until after the sentence). If the
situation-immediate relevance of a cue is responsible for the
recent event preference, then we should be able to “overwrite”
the effect of the recent action with another situation-immediate
cue. Accordingly, two current eye-tracking experiments pitted
the recent event preference against a situation-immediate cue,
the shift in the actor’s gaze to the target object. Given that inter-
locutors’ gaze has been shown to be a powerful cue in guiding
listeners’ attention to objects in the visual context, we hypoth-
esized that the actor’s gaze to the future target should rapidly
guide a listener’s attention to it. Analyses revealed indeed that
listeners’ visual attention was rapidly guided to the target by
the actor’s gaze; crucially the gaze cue was particularly helpful
in guiding looks to the future target. Importantly, however, we
still replicated the overall preference to look at the recent target
regardless of tense and gaze; and even for future gaze condi-
tions, the preference was not immediately reversed, suggesting
it is surprisingly robust in competition with a situation-specific
future-biasing cue.
Keywords: Sentence comprehension, recent-event preference,
actor gaze, eye tracking, visual world

Introduction
Our immediate environment contains many extralinguistic
cues that we exploit for understanding language. The infor-
mation present in the visual context has been shown to pro-
vide powerful cues in guiding visual attention while we pro-
cess language. This rapid and to some extent predictive inter-
play between language and visual context is reflected in the
fact that people tend to gaze at objects as they are mentioned
(Spivey, Tanenhaus, Eberhard, & Sedivy, 2002; Tanenhaus,
Spivey-Knowlton, Eberhard, & Sedivy, 1995) and often even
anticipate their mention (Altmann & Kamide, 1999). For
instance, case marking and verb meaning can rapidly guide
a listener’s visual attention, permitting her to predict what
will happen next (e.g. Kamide, Altmann, & Haywood, 2003;
Knoeferle & Crocker, 2007). In addition, listeners tend to
rapidly rely on extralinguistic cues such as a speaker’s eye

gaze to objects which typically precedes mention of the ob-
jects. Following a speaker’s gaze is beneficial for the listener
since it permits him to anticipate which object the speaker
will mention next (Hanna & Brennan, 2007; Knoeferle &
Kreysa, 2012; Staudte, Crocker, Heloir, & Kipp, 2014).

How precisely do listeners rely on the many available lin-
guistic and extralinguistic cues? Existing account of sit-
uated language comprehension predict a rapid interplay of
language comprehension, (visual) attenion, and visual con-
text effects (e.g., Altmann & Kamide, 2009; Knoeferle &
Crocker, 2007). In the absence of specific evidence to the
contrary, it would be tempting to predict that the various cues
are all on a par in contributing toward comprehension (all
else being equal). Alternatively, some cues and / or world-
language relations may be preferred over others. Determining
the relative contribution of different cues and world-language
relations is an important step in understanding situated lan-
guage comprehension (Knoeferle, Urbach, & Kutas, 2014)

The recent-event preference vs. frequency biases
Consider, for instance, a series of visual-world studies which
recorded comprehenders eye gaze in a scene as they lis-
tened to spoken utterances (Abashidze, Knoeferle, Carmi-
nati, & Essig, 2011; Knoeferle, Carminati, Abashidze, & Es-
sig, 2011). These studies all pitted two world-language re-
lations agains one another, viz. relating a verb to recently-
inspected action and its target compared with using the verb
to anticipate the target of a plausible future action. In the vi-
sual world study of Knoeferle et al. (2011) participants saw
an actor sitting in front of a table with two objects. First
the actor performed an action on one object (e.g., sugaring
strawberries) and then participants heard either (Der Versuch-
sleiter zuckerte kürzlich die Erdbeeren, ’The experimenter re-
cently sugared the strawberries’) or (Der Versuchsleiter zuck-
ert demnächst die Pfannkuchen, ’The experimenter will soon
sugar the pancakes’). After the sentence had ended, partici-
pants saw the actor performing the same action on the other
object (i.e. sugaring pancakes). Analyses of participants’
gaze record during sentence comprehension showed a pre-
dominant preference of rapidly inspecting the target of the
recent event (i.e. strawberries) during and after the verb. This
preference emerged even when the verb was in the present
tense and the adverb in the future sentence (denoting a fu-
ture event), and it lasted well into the object noun phrase.
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In further experiments Abashidze, Carminati, and Knoeferle
(2014) used the same critical stimuli and design but increased
the frequency with which during the experiment participants
saw future events (in association with a future sentence) rela-
tive to recent events (88% vs. 12% of trials). Even with this
strong frequency bias in favour of the future target, the overall
preference to inspect the recent event target replicated. How-
ever the frequency bias did modulate participants’ visual at-
tention in that the preferential inspection of the future event
target started much earlier (by 1000 ms) than when recent and
future events were equally frequent in the experiment.

Gaze as a situation-specific cue

Perhaps the short-term frequency bias, while modulating vi-
sual attention, did not override the recent-event preference
because the most recent cue in the context takes precedence.
Indeed, recency effects are well documented in research on
memory and cognition (Glanzer & Cunitz, 1966) and on vi-
sual attention (Zelinsky, Loschky, & Dickinson, 2011).

One situation-specific cue which has been shown to rapidly
guide a listener’s visual attention to upcoming, future ob-
jects is the gaze of an interactant. For example a study by
Hanna and Brennan (2007) showed that listeners followed
the speaker’s gaze shifts to the target before it had been men-
tioned (for the robustness of this finding across different set-
tings see also Staudte et al., 2014; Macdonald & Tatler, 2013;
Knoeferle & Kreysa, 2012). If comprehenders incremen-
tally update their visual anticipation based on recent and /
or situation-immediate cues, then showing the actor shift his
gaze to the future action target during the verb should replace
the recent action as the most recent, situation-immediate cue.

The present experiments Given that an interactant’s gaze
has been shown to be a powerful situation-immediate cue in
guiding listener’s attention to soon-to-be-mentioned objects,
two eye-tracking studies pitted object-directed gaze against
the recent-event preference. These studies assessed to what
extent an actor’s gaze towards the (recent or future) action
target influences listeners’ visual attention. Can the gaze to-
wards the future object overcome the preferred inspection of
the recent event target? Between the experiments, we var-
ied when the actor shifted his gaze (either during the verb or
slightly earlier at verb onset) to also examine the effects of
cue onset. We used the design from Knoeferle et al. (2011,
Experiment 2), described above, with the factor tense (past
vs. future) and we added gaze (to the target object vs. straight
ahead) as a factor. The presence of gaze should trigger ear-
lier and more frequent looks to the appropriate target objects
(recent and future). Crucially, if the gaze cue overrides the
recent-event preference, it should have a stronger influence in
sentences with future than past tense meaning (i.e. tense x
gaze interaction).

After the eye-tracking part participants completed a mem-
ory test (Expt 1) and a gated memory test (Expt 2). Abashidze
et al. (2014) reported better recall of recent target objects. If
in the memory test for Experiment 1 we replicate this, and

recent (vs. future) events are anchored more firmly first in
working and then in short-term memory, participants should
be better at recalling the target of the recent (vs. future)
events. In addition in the gated test in Experiment 2 we might
replicate the higher recall of past (vs. future) tense sentences.
Alternatively, the gaze cue has a strong influence on visual
attention and the anchoring of events in working and short-
term memory. If so, then we should see better recall for the
future than recent event target.

Experiments 1 and 2: Methods
Participants
Thirty-two native speakers of German (aged 19 to 32, all stu-
dents of Bielefeld University) with normal or corrected-to-
normal vision received 6 Euros each for their participation.
All gave informed consent.

Materials and design
We used the experimental items (N=24) from Abashidze et
al. (2014, see Table 1). All critical sentences had the struc-
ture NP-V-ADV-NP and two male native German speakers
recorded them. The experimental sentences were always
about two objects and presented in two tense conditions. In
one condition, the verb was in the present tense with a time
adverb (demnächst, ’soon’) indicating the future (Table 1a).
In the other condition , the verb was in the simple past, and
the following time adverb (kürzlich, ’recently’) also indicated
the past (Table 1b). Only German regular verbs appeared in
the critical sentences to ensure the verb was tense-ambiguous
up to but excluding the word-final phoneme which disam-
biguated towards the simple past in the past tense condition.

As can be seen from Table 1, there were two sentences
for each tense condition; this counterbalancing ensured that
each object was once the target of a past and once of a future
event. In turn, this ensured that visual and other characteris-
tics of any given post-verbal target object contributed equally
to each critical condition. The words in a sentence were
matched for spoken syllables and lemma frequency within an
item (Baayen, Piepenbrock, & Gulikers, 1995).

For every item we recorded two videos (Mduration =5015
ms) showing a person sitting at a table in front of two ob-
jects (e.g. cucumbers and tomatoes, one on the left and one
on the right). The first video showed the person performing
an action on one object (e.g., flavoring cucumbers, Fig. 1-1)
and the second showed the person performing the same action
on the other object (e.g., flavoring tomatoes, Fig. 1-3). The
position of the target objects (right vs. left) was counterbal-
anced across items. In addition, we created a short gaze video
for each experimental item (for about 3-4 seconds, depending
on sentence length). The video showed the actor shifting his
gaze to an appropriate object (e.g., in the future condition the
actor would shift gaze to the tomatoes, see Fig. 1, 2a).

The tense factor (see Table 1, 1a vs. 1b) was crossed with
actor gaze (target-directed vs. straight ahead, see Figure 1),
resulting in four experimental conditions. For the gaze condi-
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Table 1: Example experimental sentences. The indices (’)
indicate counterbalancing versions.

Tense Condition &
counterbalancing Sentences
1a future tense Der Versuchsleiter würzt demnächst

die Tomaten
’The experimenter will soon flavor
the tomatoes’

1a’ future tense Der Versuchsleiter würzt demnächst
die Gurken
’The experimenter will soon flavor
the cucumbers’

1b past tense Der Versuchsleiter würzte kürzlich
die Gurken
’The experimenter recently flavored
the cucumbers’

1b’ past tense Der Versuchsleiter würzte kürzlich
die Tomaten
’The experimenter recently flavored
the tomatoes’

tion we used the videos showing the actor shifting gaze to the
target object (i.e., see Fig. 1, 2a). For the no-gaze condition
we created a snapshot from the last frame of the first video
showing the actor in a static position performing no action
and looking straight ahead (i.e., see Fig. 1, 2b). Examples of
the videos and the snapshot associated with the experimental
sentences in Table 1 are shown in Figure 1 (1-3).

Figure 1: Sequence of events of a typical experimental trial

While we used the same 24 experimental sentences/videos
in Experiments 1 and 2, the onset of the actor’s gaze shift
differed: In Experiment 1 this shift occurred on average 480
ms after the onset of the verb and in Experiment 2 it occurred
at verb onset. Once he had shifted attention to the target,
the actor continued to fixate it until the end of the sentence.
In addition to the 24 experimental items we created 36 filler
sentences. These ensured that participants were exposed to a
range of other sentence structures and actions.

Actor gaze was one factor: in half of the trials the actor

gazed at the target object and in the other half he did not. The
second factor was the tense: in 50% of trials the sentence was
in the past tense and in other 50% of trials in the future tense
see Table 1 for counterbalancing. The resulting 8 lists used
a Latin square design; each list contained every critical item
in only one condition and all fillers. Each participant saw an
individually pseudo-randomized version of one of the eight
experimental lists. A gaze detection pretest (N=20) confirmed
that participants were able to quickly detect the gaze shift.

Figure 2: An example of a display for the memory test, Expt
1 and Sequence of stages in the gated test, Expt 2

Expt 1 
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Procedure
For the eye-tracking experiment, participants were calibrated,
and after a successful 9-point calibration of the eye tracker,
the experiment started. Participants were told to inspect the
scenes and to listen carefully to the sentences. On a given
trial, a participant first saw a video of a person performing one
action (e.g., flavoring the cucumbers, see Fig. 1, 1) and then a
static picture (the last frame of the video) appeared. After 700
ms, the sentence started, and in the gaze condition the actor
started to shift his eye gaze to the target object 480 ms after
the verb onset in Experiment 1 and at verb onset in Experi-
ment 2. In the no-gaze condition the static picture remained
on the screen until 700 ms after the end of the sentence (see
Fig. 1, 2b). 700 ms after the sentence had ended, participants
saw a video of the actor performing the second action (e.g.,
flavoring the tomatoes, see Fig. 1, 3). Post-experiment, par-
ticipants took part in a simple memory test in Experiment 1
and a gated memory test in Experiment 2. Finally, they were
debriefed. Each experiment lasted approximately 50-55 min-
utes with a break after 25-30 minutes.

Memory tests
For the memory test in Experiment 1, we created two snap-
shots of the first and second video of each experimental item,
i.e., showing the experimenter performing one of the two ac-
tions (see Fig. 2, Expt 1). The two snapshots associated with
each item were combined into one display and shown to par-
ticipants. Two versions were created in which the respective
location of the two pictures was counterbalanced. Above the
picture, one of two questions appeared:
(a) Welche Aktion wurde VOR dem Satz durchgeführt?
”Which action was performed before the sentence?”
(b) Welche Aktion wurde NACH dem Satz durchgeführt?
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”Which action was performed after the sentence?”
Participants responded with a button press (e.g., if they
thought that flavoring tomatoes was correct they would press
the right side button for the image in Fig. 2, Expt 1).

In Experiment 2 participants took a gated memory test
which provided more detailed insights into recall of sentence
content on a per-constituent basis. Figure 2 (Expt 2) shows
an example sentence as presented in the memory test in a 3-
stage procedure. At the first stage, participants saw only the
first noun phrase and the verb stem and had to verbally com-
plete the verb tense. The second stage added the temporal
adverb, and they had to recall the second noun phrase. If they
were unable to do so, they received a further prompt at the
third stage and had to select the correct referent out of three
objects. Two of these were from that sentence trial and the
third was a distractor from another filler item.

Experiment 1 and 2: Analyses and results
Eye tracking We defined a period of interest from the on-
set of the verb until the offset of the post-verbal object noun
phrase. The measure of interest was fixations to the recent
and future target objects (the cucumbers and the tomatoes)
in the gaze and no-gaze conditions. We first computed gaze
probabilities to the two target objects in each successive 20
ms time slots. Because looks to these two entities are not
linearly independent (more looks to one object imply fewer
looks to the other, and vice-versa), we computed mean log
gaze probability ratios for the recent relative to the future tar-
get (ln (P (recent target)/P (future target))). A score of zero
indicates that both targets are fixated equally frequently; a
positive score reflects a preference for looking at the recent
target over the future target, and a negative ratio indicates the
opposite (see Abashidze et al., 2014; Knoeferle et al., 2011).

We used the log-gaze probability ratio to plot the time
course from verb onset (Figure 3). In Figure 3 the blue lines
indicate the recent condition (sentence in the past tense) and
the green lines indicate the future condition (sentence in the
future tense). The dotted lines indicate the gaze condition
and the solid lines indicate the no-gaze condition. As can
been seen in these graphs the gaze cue had an early influence
on target inspection (dotted lines), but only in the future con-
dition. In Experiment 1 participants started to preferentially
inspect the future target (negative ratio) in the future condi-
tion approximately 400 ms after the gaze shift. However in
Experiment 2 where the gaze shift occurred at the verb onset,
ratios hover around 0 from a very early stage, suggesting the
recent-event preference was eliminated. By contrast, in the
past-tense condition, the gaze manipulation did not affect the
distribution of attention until the end of the verb region (Expt
1) and until towards the end of the adverb region (Expt 2, see
blue lines. Fig 3a-b).

For the inferential analyses, the dependent variable was the
mean log gaze probability ratio averaged over the word re-
gions (Verb, Adverb, NP2) by participants and by items, and
the independent variables were gaze (gaze vs. no gaze) and

tense (past vs. future). We assessed the recent-event pref-
erence in two ways (see Knoeferle et al., 2011). First, we
tested the significance of the intercept overall (a positive in-
tercept indicates a preference to inspect the recent action tar-
get). Second, we assessed significance of the intercept by
condition (assessing effects of gaze and tense on the inspec-
tion preference).

Figure 3: Mean log gaze probability ratios (ln (P(recent tar-
get/P(future target))) by condition from verb onset for Expts
1 and 2
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Mixed effects ANOVAs (by participants and items) showed
the grand mean (i.e., the mean of all conditions) was posi-
tive in all regions in both experiments, showing an overall
preference for the recent target (significant intercept in all the
ANOVAs by region in both experiments). Thus, the current
experiments replicated the overall preference to look at the
recent object independent of gaze cue and tense up to the
very last sentential region. By contrast, pairwise comparisons
revealed that gaze (vs. no gaze) enhanced looks to the fu-
ture target (p < .05) in the future conditions in Expt 1 and
2 in the Verb and Adverb regions, suggesting a mitigation
of the recent-event preference in the future tense gaze con-
dition. With regard to the manipulated factors, a significant
effect of tense (all ps < .05) emerged in both experiments,
suggesting a reduction of the recent-event preference in the
future compared with the past tense condition. In addition,
the gaze effect was fully significant in the Verb region in both
experiments (in the adverb region by participants in Expt 1).
There was a Gaze x Tense interaction in all three regions in
Experiment 1, whereas in Experiment 2 the interaction was
significant by items at the verb and NP2 and marginal at the
adverb (p < .07) regions.
Experiment 1: Memory test We calculated the percent-
age of correct answers by condition for participants and items
separately. Figure 4a shows the average percentages (by par-
ticipant) with 76% of correctly answered questions. The
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graph shows that participants were more accurate in recog-
nizing the future (78%) than the recent (74%) target objects.
In logistic linear mixed effect (LME) analyses the effect of
target object was significant, the effect of gaze was marginal
with worse accuracy for gaze than no gaze conditions. There
was a marginal interaction between object and gaze such that
gaze had a stronger effect for future than past tense sentences.
Figure 4: Percentage of correct answers by object and tense
(Expt 1); by tense and gaze (Expt 2)
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Experiment 2: Gated memory test We calculated the per-
centage of correct answers by conditions for participants and
items separately. The average percentages (by participant)
are displayed in Figure 4b. Participants overall correctly an-
swered 64% of the questions from all three stages. They were
more accurate at stage one (59%) than two (43%), and accu-
racy was highest at stage three (with 90%) (see Fig. 4b, stages
1, 2 and 3). The LME analyses for stage 3 showed an effect
of tense (p < .003, higher accuracy for past than future tense
conditions) and of gaze (p < .01, higher accuracy without
than with gaze), in the absence of an interaction.

Discussion
The current studies tested the recent-event preference
(Abashidze et al., 2011; Knoeferle & Crocker, 2007; Knoe-
ferle et al., 2011; Abashidze et al., 2014) by pitting it against
another situation-immediate cue (the actor’s gaze). We as-
sessed whether the recent-event preference replicates overall
and whether participants would follow the actor’s gaze to the
future action target, thus effectively eliminating their prefer-
ence to inspect the recent action target when the verb was
ambiguous between referring to a recent action (and its target
object) and a future action (and its different target object)

While participants overall preferred to inspect the recent
event target (as indexed by reliable positive intercepts), repli-
cating the recent event preference (Abashidze et al., 2014;
Knoeferle et al., 2011), the immediate gaze cue clearly af-
fected participants’ visual inspection in the future tense con-
dition. The eye-tracking results in Experiment 1 did show a
rapid gaze cue effect especially in the future tense conditions
during which participants started to inspect the future target
already at the end of the verb, 450 ms after the gaze cue on-
set (see green dotted line, Fig. 3a). This effect continued
until the end of the sentence. By contrast, in the no-gaze fu-
ture condition participants preferentially inspected the recent
event target until the middle of the adverb region. The timing
of the gaze shift in relation to verb onset also affected mainly
the future tense condition: in Expt 2 where the shift coincided
with verb onset, the future target was looked at more and ear-
lier than when it occurred 450 ms after verb onset (Exp 1). In
fact, looks to the past and future target were balanced within
100 ms from the gaze shift in Expt 2 (see also for relevant
related results, Friesen & Kingstone, 1998).

In the past tense conditions, the gaze effect was less pro-
nounced and less immediate than in the future tense sen-
tences. However, a better way to characterize this is that the
inspection of the recent target during the verb was already so
robust that the additional gaze cue did not lead to a further en-
hancement of looks to the recent target. Unlike in the future
conditions, it was only towards the end of the verb region (in
Expt 1) and in the middle of the adverb (in Expt 2) that gaze
triggered more looks to the recent target in the gaze condition
than in the no-gaze condition (see blue lines Fig 3a, b), this
difference lasting until the end of the sentence.

Since gaze strongly cues the mention of upcoming objects,
we might have expected a more immediate and full reversal
of the recent-event preference at least in the future sentences.
However, even the very early effect of gaze in the future con-
dition in Expt 2 (Fig. 3b, green dotted line) did not lead to
a sudden reversal of fixation preferences towards the future
target; in fact for the first 1400 ms the log ratio hovers around
zero, suggesting strong competition from the recent target.

The post-experiment memory test in Experiment 1 did not
completely agree with the eye-gaze data (recall was better for
future than past targets, against the recent event preference).
While gaze (vs no-gaze) was beneficial in enhancing atten-
tion to future targets, it did not enhance target recall (Fig. 4
a) but was, in fact, detrimental. Perhaps gaze is only used ’on
the fly’ with short-lived effects on cognitive processes (see
Knoeferle & Kreysa, 2012). In the gated memory-test (Ex-
periment 2), past sentences were recalled better than future
ones (in agreement with the recent event preference, Fig. 4
b). This provides some evidence for the view that past sen-
tences anchor an event better in memory than future ones.

We can compare our findings with the results of experi-
ments for which the design and frequency distribution was the
same as for the no-gaze condition of the current experiments:
In Experiment 2 by Knoeferle et al. (2011), the preference to
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look at the recent object persisted until approximately 3000
ms after verb onset (when the ratio became negative). In the
current experiments we instead see a considerably earlier re-
versal of the preference with the log ratio becoming negative
at 1800 ms (Expt 1) and 2000 ms (Expt 2). Thus the fact that
the actor gazed at the targets in some trials, seems to have led
to an earlier shift of attention to the future target even in the
no-gaze future condition of the current experiments.

Compared with a strong short-term frequency bias to-
wards future events (Abashidze et al., 2014), the situation-
immediate gaze cue had an earlier effect on the recent-event
preference. When the actor shifted gaze towards the future
target object, participants followed his gaze from 450 ms (in
Exp 1) and from 100 ms (in Expt 2) after its onset (see Fig 3,
no clear recent-event preference and log-gaze probability ra-
tios hover around zero). By contrast, in the absence of a gaze
cue when future events were more frequent than past ones (75
to 88%), participants’ log-gaze probability ratio approached
zero only approximately 1900ms after verb onset.

The present findings clearly shows that a situation-
immediate cue modulated the recent-event preference earlier
in the sentence than a short-term frequency bias towards fu-
ture events. However, even gaze did not immediately reverse
the preference, speaking to its robustness. The conflicting
memory-test results suggest we need further experiments to
assess the functional contribution of this attention preference.
It could reflect an epistemic bias whereby a recent event dom-
inates attention more than assertions about a future event.
While a past event can generally be verified, a future one can-
not until it has actually occurred, and until then it is uncer-
tain if it will happen (e.g. Staub & Clifton, 2011; MacFar-
lane, 2003). Another possibility is that it reflects attention
to whichever object representation is most highly activated in
working memory.
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Abstract

The aim of this study was to clarify how the sense of heaviness
changes our cognition. According to recent studies in cogni-
tive science, intelligent human behaviors ranging from percep-
tion to inference are not closed mental processes; rather, they
are affected by body and action (Wilson, 2002; Gibbs, 2005;
Proffitt, 2006). In previous studies, the sense of heaviness
activated concepts metaphorically related to heaviness, and
changed impressions accordingly. However, previous studies
have not distinguished between subjective heaviness and phys-
ical weight. The purpose of this study was to clarify whether
changes in impressions are due to subjective heaviness or phys-
ical weight. To examine this issue, a psychological experiment
using a tasting task was conducted. The results confirmed that
subjective heaviness influences evaluations of price and value.

Keywords: Embodied cognition; Size-weight illusion; Haptic
priming.

Previous Studies

Embodied cognition literature

Research on embodied cognition suggests that mental activ-
ity is driven by physical body state, posture, and sensory-
motor coordination. Perception can be modulated by bodily
actions. For example, viewing visual stimuli between one’s
legs changes visual perception compared to when such stim-
uli are viewed normally (Higashiyama & Adachi, 2006; Hi-
gashiyama & Toga, 2011).

Bodily feedback from physical action can also change af-
fective states and thoughts. Cacioppo, Priester, & Berntson
(1993) suggested that arm extension gives rise to bodily feed-
back associated with avoiding negative stimuli, and arm flex-
ion gives rise to bodily feedback associated with approaching
positive stimuli. Friedman & Forster (2000, 2002) showed
that arm extension and flexion bias participants toward differ-
ent processing styles, which influences creative thinking. The
authors manipulated the extent to which non-affective bodily
feedback was associated with either positive or negative he-
donic states, and then examined the effects of this feedback
on cognitive processes related to creative insight. In the ex-
perimental social psychology literature, it has been suggested
that tactile sensations influence consumer behavior and social
attitudes. For example, Krishna & Morrin (2008) showed that
the perception of bottle hardness affected the evaluation of
natural water. Kay, Wheeler, Bargh, & Ross (2004) showed
that the tactile sensation of hardness made participants appear
more strict and stable, less emotional, and decreased negoti-
ation flexibility. Embodied cognition research suggests that
mental activity is driven by physical body state, posture, and
sensory-motor coordination.

Heaviness and high-level cognition
This paper focuses on the sense of heaviness, because sense
of heaviness is related to body state. For example, when we
hold a heavy object, we feel heaviness, change our posture,
and grow fatigued. These physical changes may alter cogni-
tion.

Seno, Abe, & Kiyokawa (2013) examined the effects of
heaviness on visually-induced illusory self-motion percep-
tion, also know as ”vection.” They hypothesized that heavier
items would inhibit vection because they make locomotion
difficult. They found that wearing heavy clogs made locomo-
tion difficult and inhibited vection, suggesting that cognition
can alter vection strength. Bhalla & Proffitt (2008) examined
perception under various physical conditions. They suggested
that physical states affect people’s judgments about whether
they will be able to go up a slope or path. They showed that
people estimate uphill distance and steepness as being longer
and steeper when they are holding a heavy object and growing
fatigued.

In haptic priming studies, ”heavy” is used as a metaphor
for ”important” or ”serious.” For example, Jostmann, Lakens,
& Schubert (2009) showed that our abstract concept of im-
portance is affected by heaviness. They asked participants to
judge importance in various situations while holding either a
heavy or light clipboard. Results indicated heaviness makes
people invest more cognitive effort when engaging in abstract
thinking. Another study showed that curriculum vitae pre-
sented on heavier clipboards were judged to be more impor-
tant than those presented on lighter clipboards (Ackerman,
Nocera, & Bargh, 2010). These studies suggest that heaviness
is associated with importance and seriousness. For example,
we usually say ”a heavy penalty,” ”heavy responsibility,” and
”put more weight on.” It is thought that the sensory experi-
ence of heaviness activates these metaphorical concepts dur-
ing haptic priming.

Hypothesis of this study
These previous studies have partially clarified the effects of
heaviness on high-level cognition. Heaviness leads to longer
and steeper estimates of distance and slope, respectively.
Sense of heaviness can also change subjective impressions
and social attitudes toward other people. Previous haptic
priming research found that sensory input activates metaphor-
ical concepts.

However, it is not clear whether subjective impressions are
influenced by subjective heaviness or physical weight. In this
study, this issue was examined by addressing an estimation
task. If the effects are due to the amount of the physical
load, it may be considered that physical/implicit processes

37



Figure 1: The three cups of water in the experiment

which are separate from the subjective view of the subject ex-
ert effects on the inference. Conversely, if they are due to the
amount of the subjective load, it may be considered that the
subjective view of the subject and explicit processes exert the
effects on the inference.

As a means of examining these amounts of physical and
subjective loads separately, the ”size-weight illusion” (Char-
pentier, 1891) was used in this study. This illusion is the phe-
nomenon that, if the weights are the same, the larger object
is sensed as being lighter. Utilizing this illusion, estimation
tasks under conditions of being subject to different subjec-
tive loads while being subject to the same physical load were
conducted to examine the effects of the physical and objective
amount of the physical load.

Experiment
In this experiment, the effect of subjective heaviness on value
judgment was examined using a water evaluation task. Par-
ticipants drank water and evaluated its taste, value, and price.
To examine the effect of differences in subjective heaviness,
the size-weight illusion was used. Participants were asked to
evaluate three cups of water. Two of the cups were the same
physical weight, but their subjective heaviness differed due
to the size-weight illusion. If subjective weight affects par-
ticipants’ evaluations, there will be a significant difference in
evaluations between the cups of water.

Method

Participants
Twenty college students participated in the experiment. The
IRB approval has been obtained.

Task
All participants were asked to drink three cups of water and
evaluate them. The experimenter told participants: ”There are
three cups of water here. These correspond to any of the fol-
lowing: tap water, natural water, and deep-sea water. Please

drink and evaluate them.” Participants were not informed that
in fact all cups contained the same natural water until after
the experiment. The three cups of water differed in the size
of the cup and the quantity of water (Figure 1). The small
cup (3 oz) contained 80 g of water. The medium cup (9 oz)
contained 40 g of water. The large cup (16 oz) contained 80
g of water. Participants were only told about the quantity of
water in the medium cup. The large cup contained the same
amount of water as the small cup, but because of the differ-
ence in cup size, it was expected that participants would think
that the large cup was lighter than the small one.

Procedure

A two-factor within-subjects design was used in this exper-
iment. The experiment was divided into three steps. First,
participants evaluated the cups of water, before they actually
drank, in order to test the effect of visual differences in cup
size on participants’ evaluation. Second, we verified that par-
ticipants experienced the size-weight illusion. Third, the taste
test was conducted. After that, the taste and value of the water
were evaluated. In order to avoid the possibility that partici-
pants guessed the purpose of this experiment, we told them:
”To make these cups easy to distinguish, we prepared three
sizes of cups.”

Pre-test evaluation Participants first evaluated the cups of
water, before they actually drank from them, to test the effect
of visual differences in cup size on evaluation. Participants
were asked to evaluate how good tasting each cup of water
looked, and how valuable each was, using a 101-point scale
(100 = good, 0 = bad). Then, they were asked to estimate the
price per 2 L of water.

Quantity estimation task After the evaluation task, partic-
ipants were handed the medium cup. The experimenter told
the participants that the medium cup contained 40 g of water.
Participants were then asked to estimate the quantity of water
in the other cups to determine whether participants experi-
enced the size-weight illusion for the small and large cups.
Smaller quantity estimations for the large, compared to the
small, cup, indicate a size-weight illusion.

Post-test evaluation After the quantity estimation task,
participants were asked to drink from the cups of water and
evaluate the tastes. Participants were told to take a sip from
each cup, and that they were not allowed to re-taste from any
cup. They were not allowed to re-taste the water because this
might change the weight of the cup and the quantity of water,
which might affect their evaluations. Participants evaluated
the water for taste and value. Finally, they decided the price
per 2 L of water. If subjective heaviness affected evaluation,
water in the small cup would be evaluated as better than the
water in the large cup. The order that participants drank each
cup of water was randomized to avoid order effects.
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Figure 2: Means and standard errors the quantity estimation
task

Debriefing After the experiment, the researcher asked par-
ticipants to describe the purpose of the experiment in order to
determine if participants detected the aim of the experiment.
Then, the experimenter explained the aim of the experiment
to them.

Results

According to the answers in the debriefing session, no partic-
ipants determined the aim of the experiment.First, to check
whether participants experienced the size-weight illusion,
quantity estimations were examined. Figure 2 shows the
mean quantity estimates. A one-way ANOVA revealed a
main effect of size (F(2,38) = 31.773, p< .01, partialη2 =
.626). Multiple comparisons with the Bonferroni method re-
vealed a significant difference between each cup size (large-
small: p < .001; large-medium:p < .001; small-medium:
p< .001). The quantity of water in the small and large cups
was physically the same, but participants thought that their
quantities differed. This confirms that participants experi-
enced a size-weight illusion.

Taste ratings Figure 3 shows the mean taste ratings. A two-
way ANOVA revealed no significant interactions (F(2,38) =
.361, p = .695), but did reveal a marginally significant
main effect of pre- vs. post-test (F(1,19) = 4.016, p =
.060, partialη2 = .174), and a significant main effect of cup
size (F(2,38) = 3.356, p = .045, partialη2 = .150). A sim-
ple main effect test using the Bonferroni method revealed that
there was a marginally significant difference between pre-test
and post-test taste evaluation in the medium size cup condi-
tion (p= .066).

Value evaluation Figure 4 shows the mean value ratings.
A two-way ANOVA revealed a marginally significant inter-
action (F(2,38) = 3.251, p = .050, partialη2 = .146), and
a significant main effect of pre- vs. post-test (F(1,19) =
4.464, p= .048, partialη2 = .190). There was no significant
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Figure 3: Means and standard errors of the taste evaluation
task
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Figure 4: Means and standard errors of the value evaluation
task

main effect of cup size (F(2,38) = 1.261, p= .295,n.s.). A
simple main effect test with Bonferroni method revealed there
were no significant differences in value evaluation during the
pre-test (F(2,18) = .372, p= .695,n.s.). This result suggests
that the visual differences between the cups did not affect par-
ticipants’ evaluations. In contrast, there was a significant dif-
ference in post-test value evaluations (F(2,18) = 4.141, p=
.033,η2 = .315). A simple main effect test revealed, with the
Bonferroni method, that the large cup was rated significantly
lower in value than the medium cup (p = .041). There was
a marginally significant difference between large and small
cups (p= .080).

Price decisions Figure 5 shows the mean water price es-
timates. A two-way ANOVA revealed a marginally sig-
nificant interaction (F(2,38) = 3.066, p= .058, partialη2 =
.139), and a marginally significant main effect of cup size
(F(2,38) = 2.687, p = .08, partialη2 = .124). A simple
main effect test revealed that there were no significant dif-
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Figure 5: Means and standard errors of the price decision task

ferences in price judgments during the pre-test (F(2,18) =
1.334, p= .288,n.s.). This result suggests that the visual dif-
ferences between cups did not affect participants’ price deci-
sions. In contrast, there was a significant difference in price
judgments in the post-test condition (F(2,18) = 3.760, p =
.043, partialη2 = .295). A simple main effect test with the
Bonferroni method revealed that the water in the small cup
was given a significantly higher price than the water in the
medium (p = .046) and large (p = .036) cups. The price
of the water in the small cup was judged to be significantly
higher in the post-test than in the pre-test.

Discussion
The results of this experiment support the hypothesis that sub-
jective heaviness affects evaluations. There was a significant
interaction and a main effect of pre- vs. post-test for value
evaluations. The price and value of the water in the small cup
were rated significantly higher than these of the large cup in
the post-test evaluation. These results indicate that subjective
heaviness information changed the evaluation of value.

In the quantity estimation task, participants estimated the
weight of the small cup to be heavier than that of the large
cup. Therefore, participants experienced the size-weight illu-
sion. Participants subjectively thought that the water in the
large size cup was lighter than that in the small size cup.
There was a significant interaction and a main effect of pre-
vs. post-test for value evaluations. The price and value of
the water in the small cup was rated significantly higher than
that of the large cup in the post-test evaluation. These re-
sults indicate that subjective heaviness information changed
the evaluation of value. However, in the value evaluation, the
water in the small cup was not significantly higher than that
of the medium cup. It is possible that, because participants
performed the value evaluation using a 101 scale, it was dif-
ficult to differentiate the rating of small the cup from that of
medium cup, which had been already highly evaluated. On
the other hand, in the price decision task, evaluation of the
water in the small cup was evaluated as the most expensive.
It is hypothesized that it is easy to differentiate the evalua-

tion of each cup, because the price decision is open-ended. In
contrast, there were no significant differences in taste evalua-
tions, perhaps because the taste of water does not metaphori-
cally relate to heaviness. We do not express the taste of water
with abstract concept of heaviness.

Conclusions and future directions
This paper examined whether subjective heaviness affects
evaluations of value and price judgments. Differences in sub-
jective heaviness affected participants’ evaluation of value,
even though there was no difference in physical weight be-
tween the large and small cups. Subjective heaviness likely
activated concepts metaphorically associated with value, as in
haptic priming.

Future work should examine whether how heavy objects
are carried affects cognition. Previous haptic priming studies
differ in how participants carried objects. In Bhalla & Proffitt
(1999), participants carried a heavy backpack on their backs,
but in Ackerman et al. (2010), participants were handed a
heavy clipboard.

Responsibility, pressure, and expectations are often associ-
ated with heaviness on one’s back. For example, the phrase
”carry life’s burdens on one’s shoulder” indicates a respon-
sibility for someone’s life. In contrast, acquirement, chance,
and gain are associated with heaviness in the hands. For ex-
ample, the phrase ”to grab at the chance” means taking a fa-
vorable opportunity. Thus, experiencing weight in different
body parts may activate different metaphorical concepts.
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Abstract

The ability to extract meaningful relationships from sequences
is crucial to many aspects of perception and cognition, such
as speech and music. This paper explores how leading
computational techniques may be used to model how hu-
mans learn abstract musical relationships, namely, tonality
and octave equivalence. Rather than hard-coding musical
rules, this model uses an unsupervised learning approach to
glean tonal relationships from a musical corpus. We de-
velop and test a novel input representation technique, using a
perceptually-inspired harmonics-based representation, to boot-
strap the model’s learning of tonal structure. The results are
compared with behavioral data from listeners’ performance on
a standard music perception task: the model effectively en-
codes tonal relationships from musical data, simulating expert
performance on the listening task. Lastly, the results are con-
trasted with previous findings from a computational model that
uses a more simple symbolic input representation of pitch.
Keywords: Music perception; tonality; unsupervised learning;
Restricted Boltzman Machines

Introduction
Learning the rules and structure of sequential information is
of fundamental importance to human perception and cogni-
tion, yet the process by which this occurs is still debated
and widely investigated across domains. In language, for ex-
ample, linguistic nativists posit that innate, domain-specific
mechanisms are responsible for grammar learning (e.g.,
Berwick, Pietroski, Yankama, & Chomsky, 2011; Pinker,
1994), while others argue that more general, statistical learn-
ing mechanisms underlie the induction of grammatical rules
(Chater & Manning, 2006; Saffran & Wilson, 2003; Gomez
& Gerken, 1999). This debate has spread to other domains,
such as the perception of tonal music, which, like language,
is highly structured, and is governed by a set of grammatical
rules that can be described in music-theoretic terms (Lerdahl
& Jackendoff, 1983). Indeed, listeners’ ability to implicitly
extract statistical regularities and knowledge of tonal rela-
tionships has received much attention in recent years (Pearce,
2005; Saffran, Johnson, Aslin, & Newport, 1999).

In an effort to model mechanisms for learning statisti-
cal structure, unsupervised learning methods and Restricted
Boltzman Machines (RBMs) have garnered enthusiastic sup-
port for examining questions of learning, feature represen-
tations, and the probabilistic structure of (big) data. Once
an RBM has learned the properties of the given data, its la-
tent (learned) feature spaces may be explored, and used for

clustering or categorization. These abstracted representations
may also model human perception (Hinton, 2007; Bartlett,
2001; Grachten & Krebs, 2014).

In music, unsupervised learning techniques have been used
effectively to learn feature representations for the harmonic
relationships between keys (Leman, 1995) and tonal pitch
relationships within a key (Cancino, Lattner, & Grachten,
2014). The model proposed by Cancino et al. (2014) suc-
cessfully replicates certain aspects of pitch perception, but
fails to replicate others, such as the perception of octave sim-
ilarity (the perceptual similarity of tones one octave apart)
displayed by musicians. This is likely due to the symbolic
pitch input representation used, which fails to capture har-
monic relationship between tones. The current work uses a
novel harmonics-based input representation inspired by hu-
man pitch perception, with the hypothesis that the additional
information provided from lower resolved harmonics will
bootstrap both the perception of tonal relationships and oc-
tave similarity. The present research investigates this topic
through the use of unsupervised statistical learning, and tests
the extent to which these methods are capable of modelling
the perception of tonality, through the use of this more rich
input representation.

Pitch Perception in Listeners
Arguably, the statistical properties of music (such as pitch
occurrences and transitional probabilities between tones or
chords) enable its structure to be learned from exposure.
For example, the transitional probabilities between musical
events, and the frequency of occurrence of pitches in tonal
music, contribute to listeners perception of the hierarchical
relationship of pitches within a key (Smith & Schmuckler,
2004). This is known as the “tonal hierarchy”, a phrase
that highlights the relative stability or importance of certain
pitches in a musical key. In other words, due to the predom-
inance of some notes over others within a tonality (such as
the tonic and fifth scale degree), certain notes are perceived
as belonging more or less to the key than others, and are con-
sequently perceived as having different functional roles in the
tonality. In the case of C Major, for example, the notes C and
G (the tonic and fifth scale degree) have greater stability than
the leading tone (B, the seventh in the scale), or chromatic
pitches not in the key (e.g., F sharp).

Discovery of the tonal hierarchy was the result of seminal
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studies by Krumhansl and colleagues (Krumhansl, 1990) us-
ing a “probe tone paradigm”. In this task, listeners hear a mu-
sical context that clearly establishes a key (such as an ascend-
ing or descending scale), but is left incomplete (e.g., without
the final note of the scale). After this context, a subsequent
“probe tone” is played, and listeners rate how well the tone
completes the prior context, usually on a scale from 1 (“very
bad”) to 7 (“very good”) (Krumhansl & Shepard, 1979). The
results of probe tone tasks have repeatedly shown that dif-
ferent pitches have different functions in the key. There is
historical precedence for using human probe tone results as
a measure of model performance in music, and our computa-
tional model follows this tradition.

In addition to the statistical properties of music, the charac-
teristics of the acoustic signal also impact pitch and tonality
perception (McDermott & Oxenham, 2008; De Cheveigne,
2005). Pitch, the psychological perception of frequency, is
perceived in logarithmic relation to frequency. Whereas oc-
taves on the linear frequency spectrum become farther apart
the higher the absolute pitch, octaves are equally-spaced on
the mel scale (such that doubling a frequency creates the per-
ception of a pitch one octave higher). There is some evidence
that the perceptual similarity of pitches an octave apart is uni-
versal and innate (Demany & Armand, 1984), and nearly all
cultures base their musical scale on a one-octave range.

From a developmental perspective, given that most voices
and instruments produce tones in which the fundamental
pitch (F0) is much stronger than the partials, listeners may
gradually build up pitch and tonal perception from weak indi-
vidual harmonics. Empirical studies show that adults tend to
be more sensitive to tonal relationships and less influenced by
pitch proximity than children (Cuddy & Badertscher, 1987).
If greater perception of individual harmonics is gained over
the developmental trajectory, models using F0 as input may
better simulate children and novice listeners, while models
using harmonics information may reflect more experienced
listeners.

Because both low-level acoustic information and implicit
statistical learning mechanisms contribute to tonal perception
in listeners, the present research sought to model how the hi-
erarchical perception of tonality may be learned through ex-
posure to music, utilizing an input representation inspired by
the perception of pitch.

Computational approaches
Hard-coded, rule-based models can describe various cog-
nitive phenomena with notable accuracy, possibly captur-
ing some of the innate structure that constrains bottom-up,
domain-general cognitive processing. Nevertheless, percep-
tion reflects, to a substantial degree, what is learned based
on experience. Accordingly, an emphasis has recently been
placed on investigating how features of data are learned
from exposure. The development of such systems allows
researchers to model perception without requiring user in-
put or the pre-specification of rules. To this end, statistical
and probabilistic approaches have elucidated aspects of mu-
sic perception, such as tonal relationships and the perception

of musical-phrase boundaries. Although this data-driven ap-
proach has been fairly successful, many statistical approaches
lack robustness (e.g., they do not capture an entire conditional
probability distribution), resistance to noise, and flexibility
regarding different prior contexts. To circumvent these is-
sues, an unsupervised RBM model is presently used to learn
the probabilistic structure of tonal music through repeated ex-
posure to a musical corpus.

An advantage of RBMs over the Self-Organizing Maps
(SOMs) used in prior computational modeling approaches to
the perception of tonality (Leman, 1995; Tillmann, Bharucha,
& Bigand, 2000) is that the learned representation space in
SOMs is typically 2- or 3-dimensional, whereas RBMs can
learn spaces of arbitrary dimensionality. Low-dimensional
space is convenient for visualization, but there are few
biologically-motivated reasons for enforcing learned repre-
sentations to be low-dimensional. Although RBMs are not
claimed to be plausible models of neural structures, stacked
RBMs have been shown capable of learning biologically real-
istic receptive fields in vision (Lee, Ekanadham, & Ng, 2008).

Perception-Based Input Representation Applications of
neural networks to music often start from symbolic rep-
resentations of music, midi notes, or piano roll notation
(Cancino et al., 2014; Grachten & Krebs, 2014; Boulanger-
Lewandowski, Bengio, & Vincent, 2012). This usually im-
plies that pitch (octave-specific note name, e.g., ‘G4’) or
pitch chroma (octave-invariant note name, e.g., ‘G’) are used,
but this approach means losing potentially useful information
from harmonics that can ain in the extraction of tonal relation-
ships. For example, human listeners perceive co-occurring
harmonics for pitches that are an octave or a fifth apart; this
consonance may help listeners develop abilities such as oc-
tave similarity perception and relative pitch. Therefore, we
developed an input representation that could enable the RBM
to use harmonics to bootstrap tonal learning.

A harmonics representation provides the model with
richer input than using only note-names or fundamental
pitches. Other computational approaches have represented
even lower-level information; for example, autocorrelation
temporal models (Licklider, 1951; van Noorden, 1982; Med-
dis & Hewitt, 1991; Cariani, 2001) have shown that neural in-
terspike interval representations and their subharmonic repre-
sentations may potentially underlie the perception of pitch as
well as some basic aspects of tonality. Complementary to this
tradition, we endeavored to test whether resolved harmon-
ics within the range of the piano (which covers the range of
musical tonality) were sufficient to simulate listeners’ perfor-
mance on a music perception task addressing the tonal func-
tion of pitches within a key. While innate properties of the
auditory system (e.g., neural spiking activity) may subserve
representations of tonality, tonal perception is likely mediated
by experience. We were therefore interested in whether dif-
ferent input representations (harmonics vs F0s) would better
simulate listeners with varying degrees of musical expertise.

When examining the perception of tonal structure, our har-
monics representation has the advantage over audio-based
representations (such as acoustic spectra computed from
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tones) that it allows us to focus solely on the effect of coincid-
ing resolved harmonics between tones. When working with
acoustic spectra, this effect is blurred by phenomena like in-
harmonicity, and tone quality (timbre). It is beyond the scope
of this article to account for the effect of these phenomena
on the perception of tonal structure. Thus, the following ap-
proach employs an abstract representation based on human
pitch perception, with the hypothesis that co-occurring har-
monics may scaffold the development of relative pitch and
octave affinity found in musically-trained listeners.

Method
Restricted Boltzman Machine model
The present research implemented a Restricted Boltzmann
Machine, a generative stochastic neural network (Hinton,
2002). This model consists of a layer of visible units v ∈ Rn,
which represent the observed data, and a layer of binary hid-
den units h ∈ {0,1}l . Both layers form a bipartite graph, i.e.
there are no connections between units from each layer. The
joint probability distribution of v and h described by the RBM
is given by

p(v,h) =
1
Z

exp(−E(v,h | θ)) ,

where Z is a normalization term, and E(·) is an energy func-
tion, usually a quadratic function of the visible and hid-
den units. This energy function is proportional to the log-
likelihood function of the model parameters θ given the vis-
ible and hidden units, and its name was inspired by the Ising
model from statistical thermodynamics. For the standard
Bernoulli-Bernoulli RBM1, the energy function is

E(v,h |W,a,b) =−vT a−hT b−vT Wb,

where θ = {W,a,b}, with W ∈Rn×l a weight matrix, a ∈Rn

a bias vector for the visible units, and b ∈Rl a bias vector for
the hidden units.

The free energy (FE), denoted by F (v), is a measure of
the expectancy of an input (visible) configuration, since it is
proportional to the expected value of the conditional proba-
bility of the visible units given all possible configurations of
the hidden units, i.e.

F (v) ∝− log(E{p(v | h)}) .

Model training
The model parameters θ are optimized to maximize the ex-
pected log-likelihood of the observed data. In the machine
learning literature, this optimization process for neural net-
works is known as training (Bishop, 1995). The standard
method for training RBMs is known as Contrastive Diver-
gence, proposed in (Hinton, 2002). In this gradient-descent-
like algorithm, the gradient of the log-likelihood of the ob-
served data is approximated using Gibbs sampling, a Markov

1For more details on the derivation of energy functions for sev-
eral RBM architectures see (Cancino, Lattner, & Grachten, 2015)

Chain Monte Carlo technique that is well suited for energy
based models such as RBMs (Hinton, 2002).

For this paper, we train a model with 100 hidden units for
200 epochs, using a single Gibbs sampling step and a mini-
batch size of 100. Different model parameters were explored,
such as the size of hidden layer and the amount of train-
ing epochs. All hyperparameters (learning rate, momentum,
number of steps of Gibbs sampling) were selected according
to the guidelines proposed by Hinton in (Hinton, 2012).

Harmonics input representation
A distributed binary input vector was computed for every
pitch of the piano keyboard, from A0 to C8, tuned in equal
temperament. For each pitch the first four harmonics were
represented, comprising the fundamental frequency and three
successive harmonics for each pitch. The harmonic series was
computed by multiplying the pitch’s F0 by integer values (2
for the second harmonic, 3 for the third harmonic, etc). The
four harmonics encoded represent the F0, an octave interval
above the F0 (second harmonic), a fifth above the second har-
monic (third harmonic), and two octaves above the F0 (fourth
harmonic). The harmonics for all 88 piano tones formed a
total of 112 frequency bins, which served as the 112 visi-
ble input nodes for the model. The binary input vector (visi-
ble units) for each pitch encoded that pitch’s harmonics, i.e.,
there were four “on” nodes in each input vector.

Training corpus
Our training corpus consisted of the entire set of 48 fugues
from J.S. Bachs Well-Tempered Clavier, regarded as one of
the most seminal works of classical music. Previous com-
putational modeling shows that the representations derived
from this corpus reflect the “Circle of Fifths”; in other words,
the statistics of this corpus yield meaningful relationships be-
tween the musical keys (Cancino et al., 2014). Because the
fugues span every key and therefore have different distribu-
tions of pitch occurrences, they were all transposed to the
key of C. Transposing or otherwise accounting for key (e.g.,
by representing scale degree and pitch interval) is common
practice for training computational models on tonal corpora
that span different keys. Without transposition, the statistics
defining tonal relationships from different keys will provide
conflicting information to a model that uses absolute pitch
representation. Each fugue was decomposed into its con-
stituent voices (two to five per fugue), where “voices” refers
to the number of parts in the musical score. Voices in the bass
register were moved to the C3 to C6 range to enable their
tonal information to be used and integrated by the model.
This yielded a total of 166 voices used for training, and each
voice was considered as a single monophonic melody in the
corpus.

The set of voices were converted from their original MIDI
format into the harmonics representation described above (ev-
ery pitch was replaced by its binary harmonics vector). The
RBM was then trained on n-grams of these harmonics vec-
tors, where an n-gram is defined as a successive set of n tones
in the corpus. N-grams were each eight notes long, and were
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created by means of a sliding window (e.g., for a particular
melody, notes 1-8 formed the first n-gram, followed by notes
2-9 for the second n-gram, etc). This n-gram length was cho-
sen to allow for the presentation of a seven tone stimulus plus
a single probe tone to the model, as is necessary for compari-
son with human ratings on a probe tone test (see the next sec-
tion on Model Evaluation). Moreover, Cancino et al. (2014)
found that a minimum of eight notes in an n-gram was nec-
essary for optimal categorization of the n-gram in terms of
tonal key. The 8-grams were presented in randomized order
to provide more robust training for the model. Note that the
RBM computes the probabilities of the elements in each in-
put vector (the set of visible nodes that encode the input, in
our case, the set of eight pitches), not the probability of a se-
quence of n-grams. As such, there is no temporal aspect with
regard to the order of training instances themselves; rather,
each n-gram is treated as another time-invariant training in-
stance. The RBM extracts meaningful relationships between
the pitches within, and not between, each training n-gram.

Model evaluation
After training the RBM, the model’s internalization of the
tonal pitch hierarchy was tested. To this end, we implemented
a Krumhansl-style probe tone test: The model was given ei-
ther an ascending scale (the octave from C3 to C4) or a de-
scending (from C6 to C5), without the final C to complete the
octave. This musical context was immediately followed by
a probe tone which was selected from the chromatic pitches
between C4 and C5 (see Figure 1).

Ascending Descending

Probe tones

Figure 1: Ascending and descending C major scale context,
and the set of possible chromatic probe tones.

To provide these stimuli to the model for testing, we con-
structed n-grams of length 8, each of which contained the
seven pitches from the ascending or descending scale, fol-
lowed by a probe tone. This yielded a test set of 26 stimuli.
The Free Energy (FE) was calculated for each of these probe
test stimuli, and then normalized and scaled for comparison
with human ratings.

The model’s performance was compared with that of lis-
teners for both ascending and descending scale stimuli, as re-
ported in Krumhansl and Shepard (1979). This classic study
was chosen because 1) the probe tone context featured scales
rather than chords, 2) tones containing harmonics were used
(as opposed to pure tones, or Shepard tones as in Krumhansl
and Kessler (1982)), and 3) listeners with different levels of
training were tested. This last point enabled us to test the
hypothesis that this richer input representation will allow the
model to better simulate listeners with greater musical expe-

rience. The model results were therefore compared to highly
trained musicians (experts) and musically-untrained listeners
(novices). We refer the reader to this paper for further details
regarding the study.

Results and Discussion
The performance of the model, as assessed by the FEs of the
probe test stimuli, was compared with average probe tone rat-
ings by expert and novice listeners (Krumhansl & Shepard,
1979). We were interested in comparing the model with the
pattern (or profile) of human responses across probe tones,
but the original variance data of listeners’ responses is no
longer available, which precludes statistical significance test-
ing. Therefore, to compare the patterns of results, we cal-
culated the Kullback-Leibler (KL) divergence (Kullback &
Leibler, 1951) between the two sets of data, which measures
the distance between two discrete distributions, p(1) and p(2).
KL divergence was then used as the kernel for a distance-
based Similarity measure (Shepard, 1987) that is used to
quantify the similarity between the two distributions:

Similarity
(

p(1) | p(2)
)
= exp

(
−DKL

(
p(1) | p(2)

))
.

This similarity measure has the property of being exactly
one if both distributions are identical, and tends asymptoti-
cally to zero if the KL divergence between both distributions
goes to infinity. Similarity (e−KL) values and Pearson cor-
relations between model and human ratings are provided in
Table 1 for an RBM tested on probe stimuli with ascending
scale and descending scale contexts.

Table 1: Comparison of expert and novice listeners’ probe
tone ratings (for ascending or descending stimuli) with an
RBM model tested on ascending or descending scale con-
texts. The highest Similarity values are in bold for both of
the model test conditions.

Asc model context Desc model context
Expertise R Similarity R Similarity

Expert (Asc) 0.82 0.88 0.72 0.57
Expert (Desc) 0.83 0.84 0.83 0.88
Novice (Asc) 0.59 0.75 0.00 0.42
Novice (Desc) 0.54 0.52 0.75 0.54

Given the model’s results for ascending test stimuli, the KL
divergence is lowest (i.e., the distributions were least differ-
ent), and the Similarity is greatest, for Expert listeners’ rat-
ings of ascending probe stimuli. In other words, the model
reflects expert listeners’ behavioral results for this set of stim-
uli. The RBM results are most highly correlated with expert
listeners for both ascending and descending stimuli.

These findings are mirrored by the descending stimuli re-
sults. For these test stimuli, the KL divergence is lowest and
the Similarity is highest for Expert listeners who rated de-
scending probe stimuli. The RBM results are most highly cor-
related with descending ratings from Expert listeners. Once
again, the model best reflects expert listeners’ results when
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the two are compared on the same set of stimuli, and further
demonstrates the stimulus-specific response of the RBM.

The comparisons between RBM Free Energy results and
expert listeners’ ratings are plotted in Figure 2 for visualiza-
tion. These graphs illustrate that the RBM was able to model
the hierarchical tonal relationships exhibited by listeners: The
model learned the privileged role of diatonic pitches in the C
major scale, and exhibits a degree of octave similarity.

C4 C#4 D4 D#4 E4 F4 F#4 G4 G#4 A4 A#4 B4 C5

1

2

3

4

5

6

7

Ascending

RBM free energy Expert listener rating

C4 C#4 D4 D#4 E4 F4 F#4 G4 G#4 A4 A#4 B4 C5

1

2

3

4

5

6

7

Descending

RBM free energy Expert listener rating

Figure 2: RBM Free Energy results compared with average
probe tone ratings by expert listeners for ascending and de-
scending scale contexts.

These results were also compared to a version of the RBM
model that was instead trained on MIDI pitch with no har-
monics, as reported in Cancino et al. (2014), which was
configured to have the same parameters and hyperparame-
ters as the model discussed above. This pitch-only model,
trained to the same number of epochs, yielded worse perfor-
mance when compared with listeners. The highest Similarity
value for ascending contexts was 0.58 (for non-expert listen-
ers rating descending stimuli). The highest Similarity value
for descending contexts was 0.76 (with novice listeners rating
descending stimuli). The greater similarity to untrained lis-
teners rating descending contexts may reflect the prevalence
of C4 over C3 in the corpus. Compared to an RBM model
using only a local binary pitch representation, the harmon-
ics representation yields better overall results. Also, whereas
the harmonics representation best models expert listeners, the
pitch-only representation reflects less experienced listeners.

Conclusion
In this paper, we use unsupervised learning techniques to train
a computational model on pitch relationships from a corpus
of fugues from Bach’s Well Tempered Clavier. Our approach
allows the RBM to learn musical structure (i.e., tonal rela-
tionships) from a training corpus without having to hard-code
tonal rules into the model. In fact, the high correlations be-
tween the model and listeners’ performance lend support to
the claim that domain general processing mechanisms, based

on learning the probabilistic structure of sequential informa-
tion, contribute to the acquisition of abstract, high-level rela-
tionships in music.

Our novel representation of musical input was inspired by
how human listeners process pitch, and this method takes our
model one step closer to an embodied approach to modeling
music cognition. Future work will investigate using the en-
tire frequency spectrum of every tone (e.g., as sampled from
audio recordings). The full spectrum of pitch information
may result in even better model performance on pitch-related
tasks, especially with regard to octave equivalence.

As hypothesized, a harmonics-based representation assists
the model in learning the tonal hierarchy and octave similarity
from pitches that share harmonics. The model best simulated
expert listeners, which can be taken as evidence that trained
musicians likely take advantage of the harmonic spectrum of
musical pitches in order to (implicitly) perceptually organize
the pitches within a key. Our findings may also support the
claim that novice listeners focus more on fundamental fre-
quency and pitch proximity than harmonics. More generally,
these findings highlight how the choice of representation can
have a notable impact on learned features, and that alternative
representations may be used to simulate different populations.

An extension of this work will consider using representa-
tions based on subharmonic patterns, as these are consistent
with temporal models of pitch perception (Cariani, 2001)).
In addition, superior model performance may result from us-
ing stacked RBMs, a method currently popular in the area of
deep learning, as additional layers (model depth) may allow
the model to learn increasingly abstract features of tonal rela-
tionships.
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Abstract 
Current evidence provides support for the idea that time is 

mentally represented by spatial means, as a lateral mental time 

line. However, available studies have tested only factual events, 

i.e., those which have occurred in the past or will occur in the 

future. In the present study we tested whether past and future 

potential events are also represented along the lateral mental 

timeline. In Experiment 1 participants categorized the temporal 

reference (past or future) of either factual or potential events and 

responded by means of a lateralized (left or right) keypress. 

Factual events showed a space-time congruency effect that 

replicated prior findings: participants were faster to categorize 

past events with the left hand and future events with the right 

hand than when using the opposite mapping. More importantly, 

this also ocurred for potential events. Experiment 2 replicated 

this finding using blocks comprising only potential events. In 

order to assess the degree of automaticity of the activation of the 

mental timeline in these two kinds of events, Experiment 3 asked 

participants to judge whether the expressions referred to factual 

or potential events. In this case, there was no space-time 

congruency effect, showing that the lateral timeline is active 

only when relevant to the task. Moreover, participants were 

faster to categorize potential events with the left hand and factual 

events with the right hand than when using the opposite 

mapping, suggesting for the first time a link between the mental 

representations of space and potentiality. 

 

Keywords: Mental timeline; time; space; potentiality; factuality. 

 

A large number of studies support the suggestion by Lakoff 

and Johnson (1980) that space is used to conceptualize time. 

Among other possibilities, time can be represented as flowing 

from left to right in space, at least in languages with a left-to-

right orthography (see Santiago, Lupiáñez, Pérez, & Funes, 

2007, for Spanish; Tversky, Kugelmass, & Winter, 1991, for 
English; Ulrich & Maienborn, 2010, for German. Santiago et 

al (2007) presented words referring either to the future or to 

the past, and participants categorized their temporal reference 

by pressing either a left or right response key. Responses were 

faster when past words were responded to with the left hand 

and future words with the right hand in comparison to a 

reversed mapping condition. This space-time congruency 

effect has been interpreted as evidence of the use of an 

underlying left-to-right mental timeline. 

All available studies of this lateral mental timeline have used 

past and future factual events. Some studies have used single 

words (temporal adverbials and tensed verbs: Flumini & 

Santiago, 2013; Ouellet, Santiago, Funes, & Lupiañez, 2010; 

Ouellet, Santiago, Israeli, & Gabay, 2010; Santiago et al, 2007; 

Torralbo, Santiago, & Lupiáñez, 2006; Weger & Pratt, 2008). 

Others have used short adverbial phrases (Casasanto & Bottini, 

2014) or whole sentences (Ulrich & Maienborn, 2010). Still 

others have used sequences of events which can be objectively 

placed in temporal succession (Furhman & Boroditsky, 2010; 
Santiago et al, 2010). 

The aim of the present research is to test whether potential 

events are also able to activate the left-right mental timeline. 

To our knowledge, no prior study has tapped onto this 

question. The ability to represent potential events is central to 

human cognition. Representing future potential events 
supports the manipulation of alternative scenarios and the 

evaluation of their consequences in order to make decisions 

about courses of action (Baumeister & Masicampo, 2010; 

Hegarty, 2004; Johnson-Laird, 1983). Past potential events are 

a necessary component of counterfactuals (e.g., “If I had been 

your father, I hadn’t allowed you to do it”; (see Gilead, 

Liberman, & Maril, 2012), and they are directly related to 

studies of the processing of negation (as any potential past 

event is something that did not happen). The mental 

representation of uncertain and negated events has recently 

received strong interest from the perspective of embodied 

approaches to language comprehension (De Vega et al, 2014; 

Ferguson, Tresh & Leblond, 2013; Kaup et al, 2007; Orenes, 

Beltrán & Santamaría, 2014). If comprehension is mediated by 

detailed, modal mental simulations of linguistic content, 

uncertain and negated events pose an important theoretical 

challenge. 

Prior research has shown that the mental simulations of 

concrete factual events activate a lateral mental timeline. The 

present study will shed light on whether potential events are 

also mentally arranged along a left-right axis. In order to 

answer this question, the present study used a standard space-

time conceptual congruency task along the lines of Santiago et 
al (2007). In Experiment 1, factual past and future events were 

mixed with potential past and future events. Events were 

presented by means of short Spanish sentences containing a 

pronoun and a conjugated verb. The conjugation of the verb 

indicated whether the event was factual or potential. The 

factual past condition used verbs in Indicative Past form (“ella 

despertó” - “she woke up”) and the factual future condition 
used verbs in Indicative Future (“nosotros dormiremos” - “we 
will sleep”). The potential past condition used verbs in 

Subjunctive Pluperfect Past (“él hubiera trabajado”- roughly 

corresponding to “he would have worked”) or Indicative 

Conditional (“ella se dormiría” - “she would fall asleep”). 
Participants were asked to categorize all sentences as referring 

to past or future by means of lateralized left and right 

keypresses. In one block they used a congruent mapping (left-
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past right-future) and in another block the mapping was 

reversed. 

Experiment 1 

We expected that potential events would activate the lateral 

mental timeline as well as factual events do. Therefore, we 

predicted an interaction between temporal reference and 

response side both for factual and potential events. It is 

important to point out that only the interaction with response 

side is informative in this design, because the conditions 

defined by the factors potentiality and time were not matched 

in length, word frequency, verb form complexity, verb form 

frequency, and so on. In other words, time and potentiality are 

between-item factors, and therefore, their main effects or two-

way interaction might arise because of uncontrolled item 

variables. In contrast, response side is a within-item factor, and 

therefore, its interaction with either time and/or potentiality 

cannot be accounted for by differences among items. 

Methods 

Participants Twenty eight students (32.5 mean age, one left-

handed) of the Autonomous University of Barcelona 

volunteered to participate. All of them were native Spanish 

speakers. 

 
Materials Verbal stimuli were 80 Spanish expressions with 

conjugated verb forms. The verb forms were generated by 

using 20 intransitive regular Spanish verbs. They were 

conjugated in factual past (Indicative Past); potential past 

(Subjunctive Pluperfect Past); factual future (Indicative 

Future) and potential future (Indicative Conditional). Sentence 

length was between 13 and 20 characters. 

 

Procedure The experiment was programmed in E-Prime 

(Schneider, Eschman, & Zucolotto, 2002) and run in a sound 

attenuated room. Stimuli were presented at the centre of a 

computer screen (1024 x 768 pixels, 24.5 x 41 cm), spanning 

6.23º of visual angle, in white letters over a black background. 
The distance between screen and participant was 0.59 m. One 

session lasted approximately 20 minutes. Participants pressed a 

left and right response keys on a keyboard. The “a” and “6” 
keys were used, covered by stickers of the same colour. At the 

beginning of each trial a fixation cross was presented for 500 

ms before a randomly chosen sentence appeared on the centre 

of the screen. It remained on screen until the participant’s 

response or a maximum time of 4,000 ms. Then there was an 

interval of 3,000 ms. Wrong responses were followed by a 440 

Hz beep that lasted 500 ms. The next trial started 3,000 ms 
after a correct response or the offset of the auditory feedback. 

There were two experimental blocks, one for the congruent 

time-response mapping and the other for the incongruent 

mapping. In the congruent condition, participants pressed the 

left key in response to both past factual and potential verb 

forms, and the right key in response to both future factual and 

potential verb forms. In the incongruent condition, this 

mapping was reversed. The order of blocks was 

counterbalanced over participants. The same set of verbal 

stimuli was used in each block (thereby each block comprising 

80 trials). Before each block there was a practice block of eight 

trials per condition. Instructions appeared on screen at the 

beginning of each block. 

 

Design Latency and accuracy were analyzed by means of an 

ANOVA including the factors Potentiality (factual vs. 

potential) X Time (past vs. future) X Response side (left vs. 

right) X Order of conditions (congruent-incongruent vs. 

incongruent-congruent). The design was a mixed factorial 

design, with Potentiality, Time, and Response side 

manipulated within participants and Order of conditions 

manipulated between participants. The Order of conditions 

factor was introduced to decrease error variance, and its effects 

and interactions will not be reported. 

Results 

Due to experimenter error, three verbal stimuli in the factual 

condition (‘Nosotros silbamos’, ‘Nosotros dormimos’ and 

‘Nosotros soñamos’) were ambiguous as to their conjugation, 

as they take identical forms in Indicative Past and Present. 

These represented 3.5% (168 trials). Errors occurred on 6.2% 

of the remaining trials and were excluded from the latency 

analysis. In order to avoid the influence of outliers, after 

inspection of the RT distribution we excluded latencies below 

400 ms and above 3,500 ms, what amounted to discarding an 

additional 1.5% (62) of correct trials. 
 

Reaction Time Analysis Centrally for our hypotheses, Time 

interacted with Response side (F(1,27)=8.71, p=.006, η2
=.24). 

Moreover, there was no three-way interaction between 

Potentiality, Time, and Response side (F<1), indicating that 

the size of the interaction between Time and Response side 

was the same for both factual and potential events. This was 

supported by independent analyses of the interaction between 

Time and Response side for factual events (F(1,27)=8.33, 

p=.008, η2=.24) and potential events (F(1,27)=7.56, p=.01, 
η2=.22). Figure 1 illustrates these results.  

Additionally, both Potentiality (F(1,27)=6.94, p=.01, η2=.21) 

and Response side (F(1,27)=5.05, p=.03, η
2
=.16) yielded main 

significant effects. There was no main effect of Time (F<1). 

There was an interaction between Potentiality and Time 

(F(1,27)=7.86, p=.009, η
2
=.23), and no interaction between 

Potentiality and Response side (F(1,27)=1.34, p=.26, η2=.05). 

 

Accuracy Analysis Time and Response side did not interact 

(F<1). Potentiality had a marginally significant effect 

(F(1,27)=3.69, p=.07, η2=.12), but neither Time (F<1) nor 

Response side (F(1,27)=2.20, p=.15, η
2
=.08) did. The 

interaction between Potentiality and Time (F(1,27)=13.21, 

p=.001, η2=.33) was significant. There was also an interesting, 

and unexpected, interaction between Potentiality and Response 

side (F(1,27)=8.18, p=.008, η2=.23) on the form: better 

accuracy to potential events with the left hand and to factual 

events with the right hand than when using the opposite 

mappings. 
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Figure 1: Mean latencies (ms) for factual (Panel A) and 

potential (Panel B) events in Experiment 1 (error bars show 

Standard Error of the Mean). 

Discussion 

Experiment 1 revealed a space-time congruency effect both for 

factual and potential events. Participants responded faster to 

both kinds of events when past was mapped to the left hand 

and future to the right hand than with the opposite mapping. 

The size of the effect was the same for either kind of event. 

This suggests the activation of the lateral mental timeline in 
both cases. 

However, there is an alternative explanation of the 

interaction between Time and Response side in the processing 

of potential events. On this account, by intermixing factual and 

potential trials and assigning response keys to past and future 

reference all along the block we may have induced a carry-

over of the space-time congruency effect from factual to 

potential trials. In other words, it is possible that potential trials 

only showed the left-right past-future congruency effect 

because they were intermixed with factual trials, which do 

show the effect. 

One possible way to sort out the carry-over account is to 

remove the factual trials altogether, keeping only the potential 

trials. The carry-over account is based on the possibility that 

factuality would play a role on activating the left-right past-

future mental timeline. Then, by eliminating the factual trials, 

we will assess whether the potential events can activate the 

lateral timeline all by themselves. 

Experiment 2 

The aim of this experiment was to examine whether the 

potential past and future verb forms are able to activate left 

and right space when presented in a context that does not 

include factual events. As in Experiment 1, the interaction 

between Time and Response side was crucial for our 

hypothesis: we expected that performance would be better in 

the congruent conditions.  

Methods 

Participants Thirty four students of the Universidad de la 

República (mean age 26.8 years, 3 left-handed) volunteered to 

participate. They were all native Spanish speakers. 

 

Materials Verbal stimuli were the 40 potential expressions of 

Experiment 1. 
 

Procedure Regarding sound attenuation, screen size and 

resolution, and visual angle, conditions were similar to 

Experiment 1. The procedure was identical to Experiment 1 in 

all other details. 

 
Design Latency and accuracy were analyzed by means of an 

ANOVA including the factors Time (past vs. future) X 

Response side (left vs. right) X Order of conditions 

(congruent-incongruent vs. incongruent-congruent). Time and 

Response side were manipulated within participants and Order 

of conditions was manipulated between participants. 

Results 

Errors occurred on 5.23% (142) of the trials, and were 

excluded from the latency analysis. After inspection of the RT 

distribution we also excluded correct trials with latencies 

below 335 ms and above 4,000 ms, what amounted to 

discarding an additional 1.7% (43 trials). 

 

Reaction Time Analysis There was a main effect of Response 

side (F(1,33)=5.06, p=.03, η
2
=.13), but not of Time (F<1). 

Centrally for our research, a significant interaction between 

Time and Response side emerged (F(1,33)=6.53, p=.02, 
η2=.17). Figure 2 illustrates these results. 

We also analyzed the potential trial data from the two 

experiments including Experiment as a factor. In the overall 

analysis, the interaction between Time and Response side was 

also significant (F(1,60)=13.45, p=.001, η
2
=.18). Moreover, 

the three-way interaction between Time, Response side and 

Experiment was not significant (F<1). Thus, the space-time 

congruency effect had the same size in Experiments 1 and 2. 

 

Accuracy Analysis The interaction between Time and 

Response side approached significance (F(1,33)=3.15, p=.09, 
η2=.09). Neither Time (F<1) nor Response side (F(1,33)=1.31, 

p=.26, η2=.04) produced significant main effects. 
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Figure 2: Mean latencies (ms) for potential events in 

Experiment 2 (error bars show Standard Error of the Mean). 

Discussion 

A clear space-time congruency effect was observed when 

potential past and future events were presented without factual 

events in the experimental context: participants responded 

faster when past was mapped to the left hand and future to the 
right hand, than with the opposite mapping. The size of the 

effect was not different from that observed in Experiment 1. 

Therefore, present data rule out the possibility that the 

congruency effect observed for potential events in Experiment 

1 was induced by the presence of factual events in the 

experimental materials. 

The results of these experiments provide evidence of 

genuine space-to-time mappings for potential events 

. Available studies suggest that the activation of these space-

time associations appears to be non-automatic (Ulrich & 

Maienborn, 2010). In order to assess whether there is an 

automatic activation of the left-right timeline for potential 

events, in Experiment 3 we asked participants to judge the 

potentiality of the event, instead of its reference to past or 

future. 

Experiment 3 

The aim of this experiment was to examine whether there is an 

automatic activation of the left-right mental timeline for 

potential (and factual) events. With this goal, we asked 

participants to judge whether each expression referred to a 
factual or potential event. Thus, the potentiality dimension 

became task-relevant and the temporal dimension task-

irrelevant. We did not expect a space-time congruency effect 

under these conditions, neither for factual nor potential events. 

Methods 

Participants Thirty new undergraduate students of the 

Universidad de la República participated as volunteers (mean 

age 26 years, no left-handers). They were all native Spanish 

speakers. 

 

Materials Verbal stimuli were the same 80 Spanish 

expressions of Experiment 1, with four exceptions: Firstly, the 

ambiguous items in Experiment 1 (“Nosotros silbamos”, 

“Nosotros dormimos” and “Nosotros soñamos”) were fixed 

by changing their conjugation from first person plural to third 

person singular. Additionally, the verb “permanecer” 

(“remain”) was replaced by the verb “sonreír” (“smile”) 

because by itself “permanecer” does not express a specific 
event. 

 

Procedure The procedure followed closely Experiment 1, with 

the following exceptions. At the beginning of the session, we 

ensured that participants clearly discriminated factual from 

potential expressions using an example. Additionally, the 

practice block was extended to sixteen trials per condition. 

This was because, on pilot testing, the potentiality task was 

shown to be more difficult than the temporality task. In one 

mapping condition, participants pressed the left key in 

response to a factual event and the right key in response to a 

potential event. In the other mapping condition, the assignment 

was reversed. 

 

Design Latency and accuracy were analyzed by means of an 

ANOVA including the same factors as in Experiment 1: 

Potentiality (factual vs. potential) X Time (past vs. future) X 

Response side (left vs. right) X Order of mapping conditions. 

Results 

Errors occurred on 5.4% (257) of the trials, and were excluded 

from the latency analysis. After inspection of the RT 

distribution we excluded correct trials with latencies below 

450 ms and above 3,200 ms, what amounted to discarding an 

additional 1.6% (74 trials). 

 

Reaction Time Analysis Centrally for our concerns, the 

interaction between Time and Response side and the three-way 

interaction between Potentiality, Time, and Response side 

were not significant (all F<1). Figure 3 illustrates these results. 

We also observed an unexpected interaction between 

Potentiality and Response side (F(1,29)=6.99, p=.01, η2
=.19): 

responses were faster when potential events were mapped onto 

the left hand and factual events onto the right hand than when 

using the opposite mapping. Additionally, Potentiality 

(F(1,29)=4.51, p=.04, η2=.14) produced a main effect, as in 

Experiment 1. In contrast to that experiment, the main effect of 

Time was significant (F(1,29)=18.87, p<.001, η
2
=.39) whereas 

Response side was not (F<1). The interaction between 

Potentiality and Time was replicated (F(1,29)=12.21, p=.002, 
η
2
=.29). 

With the aim of comparing the effects of the type of task 

(time vs. potentiality judgment) on the interactions between 

Time and Response side, as well as on the newly found 

interaction between Potentiality and Response side, we 

analyzed together the data from Experiments 1 and 3. The 

overall two-way interaction between Time and Response side 

was significant (F(1,56)=8.55, p=.005, η
2
=.13), and it was 

modulated by Experiment (F(1,56)=8.21, p=.006, η2=.13), 

supporting a change in the space-time congruency effect, from 
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being present in Experiment 1 to being absent in Experiment 3. 

Additionally, the overall two-way interaction between 

Potentiality and Response side reached significance 

(F(1,56)=7.94, p=.007, η
2
=.12), and it was also qualified by 

Experiment (F(1,56)=3.52, p=.07, η2=.06): it was absent in 

Experiment 1 and present in Experiment 3. Therefore, the task-

relevant conceptual dimension in each experiment interacted 

with the side of response. 

 

Accuracy Analysis Neither the interaction between Time and 

Response (F<1) nor the interaction between Time, Potentiality, 

and Response (F(1,29)=2.52, p=.12, η2=.08) were significant. 

The interaction between Potentiality and Response side fell 

short of significance (F(1,29)=2.65, p=.11, η
2
=.08). There was 

also an interaction between Time and Potentiality 

(F(1,29)=4.91, p=.04, η2=.15), a main effect of Time 

(F(1,29)=40.09, p<.001, η
2
=.58), and the main effect of 

Response side approached significance (F(1,29)=3.06, p=.09, 

η2=.10). 

 

 

 
Figure 3: Mean latencies (ms) for factual (Panel A) and 

potential (Panel B) events in Experiment 1 (error bars show 

Standard Error of the Mean). 

 

Discussion 

In a task using a potentiality judgment, the latency measure did 

not detect any space-time congruency effect, neither for factual 

nor potential events. This result supports the non-automaticity 

of the activation of the lateral mental timeline, as suggested by 

Ulrich and Maienborn (2010). 

Instead, there was an unexpected space-potentiality 

interaction: participants responded faster when potential events 

were mapped to the left hand, and factual events to the right 

hand, than when using the opposite mapping. This interaction 

was suggested by the accuracy analysis of Experiment 1 and it 

was confirmed by the omnibus ANOVA of latency data in 

Experiments 1 and 3. We discuss this finding in the following 

section. 

General Discussion 

Do potential events activate the mental time line? The present 

study provided a clear answer to this question: Yes, speakers 

map time onto space when processing potential events. 

Experiment 1 showed that the space-time congruency effect 

for potential events was indistinguishable from the effect 

observed for factual events. Experiment 2 showed that the 

effect is genuine and arises even when the experimental 

materials comprise only potential events. Finally, Experiment 

3 showed that the activation of the lateral mental timeline is 

non-automatic for both kinds of events. Events occurring at 

different moments in both factual and fictive worlds are 

mentally represented along a continuum that runs along the 

lateral axis. 

The present study also revealed an unexpected congruency 

effect between lateral space and potentiality, such that the 

processing of expressions was facilitated when potential events 

were mapped onto the left hand and factual events onto the 

right hand (as compared to the opposite mapping). This space-

potentiality mapping is also non-automatic, as it only arised 

when participants judged potentiality and not time. 

What can be the causes of this effect? One possibility relies 

on the inherently potential character of future events. Speakers 

of Aymara refer to the future using the word for “back”, and to 

the past using the word for “front” (Núñez & Sweetser, 2006). 

These authors suggested that the motivation for this conceptual 

mapping is the fact that the past can be “seen” clearly, as it has 
already happened, but the future cannot. Under this account, 

the potentiality of the future would support mapping both 

future and potential onto right space in Spanish speakers. 

However, present data actually show the opposite mapping 

(potential-left, factual- right), and therefore rule out this 
account. 

Another possibility is based on the polarity correspondence 

hypothesis proposed by Proctor and Cho (2006). If both 

potentiality and lateral space are polar dimensions, with a 

marked and an unmarked (default) pole, the polarity 

correspondence hypothesis would predict that processing 

should be facilitated when the poles of the same sign are 

mapped onto each other. It seems intuitively correct to assume 

that the unmarked pole of the dimension of potentiality is the 

factual pole, and that the unmarked pole of the dimension of 
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lateral space is the right side (at least for right-handers). 

Therefore, mapping factual on the right response and potential 

on the left response would facilitate processing as compared to 

the reversed mapping. 

This view can account for the observed space-potentiality 

congruency effect, and at present we believe it is the best 

available explanation of it. However, it opens other 

challenging questions. Recently, Santiago and Lakens (2014) 

have shown that polarity correspondence cannot explain the 

mapping of time (nor numbers) onto lateral space. What are, 

then, the factors that make some conceptual dimensions, such 

as the potentiality dimension, able to generate a polarity 

correspondence effect, and that distinguish it from the 

dimension of time, which is not? 

To conclude, the present study has shown that potential past 

and future events activate the lateral mental timeline to the 

same extent as factual events do. In doing so, it has also 

revealed an interesting new phenomenon: the mental 

representation of the dimension of potentiality can also 

establish links to the lateral spatial dimension, at least under 

conditions in which potentiality is task relevant. More research 

is needed to clarify the exact nature of this relation. 
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Abstract
Human preference choice suffers curious contextual effects:
the relative preference between two multi-attribute options
(e.g. cars with differing safety and economy ratings) can dra-
matically shift, depending on the presence/absence of addi-
tional options. This phenomenon defies any simple utility-
based account of choice, and has been taken to imply
irrationalities/sub-optimalities in human decision-making, or
reflect idiosyncrasies in neural processing. Recently, we used
a Bayesian model to show that these contextual effects are nor-
mative consequences of observers using options to learn about
the “market”. However, it had an unsavory implication that
all decision-makers asymptotically converge to the same be-
liefs/behavior. Here, we propose a new model that uses both
market and personal utilities to make choices. This model still
captures the contextual effects, while also allowing asymptotic
differences in individual preferences and providing a general
framework for explaining how consumption informs one’s be-
liefs and preferences.
Keywords: decision making; preference choice; multi-
attribute; contextual effects; individual differences; Bayesian
learning

Introduction
Humans are regularly faced with decisions involving a choice
between options with multiple attributes. For example, one
may have to choose between a car that has a higher safety
rating but lower mileage and another that has a lower safety
rating but higher mileage; or one may have to choose be-
tween a PhD applicant who has better grades but worse letters
and another that has worse grades but better letters. There
may not be a universal or obvious way to make these de-
cisions, and indeed humans often exhibit inconsistencies in
their choices. One particular class of peculiarities in human
preference choice has garnered special attention in psychol-
ogy research, namely a type of contextual effects whereby an
individual’s relative preference between two options can be
altered, or even reversed, when a third option (a ‘decoy’) is
introduced into the choice-set (Kahneman & Tversky, 1979;
Kahneman et al., 1982; Tversky & Simonson, 1993).

The discovery of these contextual effects has caused dif-
ficulty for traditional, utility-based accounts of preference-
based decision-making in humans. If each option has an as-
sociated scalar utility for an individual, and the probability
of choosing option A monotonically depends on the utility
of option A in comparison to the utility of option B, then
the relative preference between A and B should not change
when a third option, C, is added or removed (Luce, 1959;
Thurstone, 1954; Tversky, 1972). This contradiction has con-
tributed to the school of thought that human decision-making

is irrational and sub-optimal (Tversky, 1972; Kahneman et
al., 1982). More recently, it has been proposed that these
peculiarities may arise from specific idiosyncrasies in neural
architecture or dynamics in brain areas that support prefer-
ence choice (Busemeyer & Townsend, 1993; Roe et al., 2001;
Usher & McClelland, 2004; Trueblood, 2012).

In contrast to a purely utility-based account of preference
choice, we recently proposed an alternative normative model
of decision-making (Shenoy & Yu, 2013), which assumed
that humans do not have fixed, perfectly known utility val-
ues assigned to options, but instead may suffer uncertainties
about how to assign utilities both within an attribution dimen-
sion and also jointly for a combination of attribute values in
a multi-attribute scenario. Consequently, observers use avail-
able options not only to make choices, as assumed by pre-
vious utility-based models of preference choice, but also to
learn about the range and distribution of attribute values gen-
erally available in the “market”, as well as some market-based
sense for how the attributes ought to be valued against each
other. By this account, the addition of a third option con-
fers extra information about the “market” and may therefore
influence the relative preference between the two original op-
tions, with the effect expected to be particularly strong when
the decision-maker has relatively little experience with the
particular “market.” For example, in the PhD applicant exam-
ple, suppose a professor is evaluating applications of students
from a foreign country (whose academic structure is not well
known to him), and he must choose between an applicant A
who has a test score of 290 and a grade of 90, and an applicant
B with a test score of 300 and a grade of 80. Based on this
data alone, he may not have a strong preference between the
applicants, but if a third applicant C comes in with a test score
of 290 and a grade of 130, the professor may strongly shift
his relative preference between A and B toward B (though
he may prefer C over both A and B), since C’s grade of 130
shows that a grade of 90 over 80 is not really much of an ad-
vantage at all. Indeed, we showed that this inferential model
was able to account for all three classical contextual effects:
attraction, compromise, and similarity (Shenoy & Yu, 2013).

This earlier model provided a normative explanation for
why contextual effects arise in rational decision-makers. It
also provided a means for modeling individual differences, by
allowing different individuals to have different prior beliefs
about the distribution of attribute values in different dimen-
sions and how a combination of attribute values from multiple
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dimensions jointly determine the utility function. However, it
makes the odd prediction that all decision-makers will even-
tually converge to the same beliefs about the market, given
sufficient exposure to the various options available in the mar-
ket; in Bayesian parlance, this is because the iteratively up-
dated posterior distribution will converge to the same (delta)
function regardless of the prior distribution. This prediction
flies in the face of empirical data (Malaviya & Sivakumar,
1998; Müller et al., 2012) and casual observations that dif-
ferent individuals often exhibit systematic and long-lasting
differences in their preference choices.

In this work, we propose an alternate Bayesian account of
preference choice, which captures the notion that each person
entertains beliefs about both the market-based utility func-
tion (learned from exposure to available options, or “win-
dow shopping”) and a personal utility function (learned from
choosing/consuming specific options), and combines the two
in making preference choices. The introduction of this per-
sonal utility function allows individuals to have persistent di-
versity in their preference choices. In the following, we first
describe the three classical contextual effects, then the new
Bayesian model, followed by simulation results that compare
our model against classical contextual effects and more subtle
individual differences, as well as against the previous model
(Shenoy & Yu, 2013) in the context of asymptotic learning;
we conclude with a discussion of the broader implications of
this work, relationship to related work, and potential direc-
tions for future research.

Three Contextual Effects
Three classical contextual effects have been observed when
starting from two originally equally preferable options (say
X and Y), each with two attributes: (1) attraction effect
(Fig. 1A) (Huber & Payne, 1982; Heath & Chatterjee, 1995),
where introduction of an option Z, that is close to Y and is
dominated by it on both attributes, leads to an increased pref-
erence of Y over X. (2) compromise effect (Fig. 1B) (Simon-
son, 1989), where introduction of an extreme option Z, that is
better than Y on one attribute and inferior on the other, as well
as is farther from X, again leads to an increased preference
of Y over X. (3) similarity effect (Fig. 1C) (Tversky, 1972),
where the introduction of an option Z, that is almost compa-
rable to Y on both attributes, leads to an increased preference
of X over Y.

Figure 1: Three classical contextual effects. Options X and Y are
equi-preferable in the absence of a third option. Arrow denotes the
direction of the preference shift when a decoy, Z, is added. (A)
Attraction effect. (B) Compromise effect. (C) Similarity effect.

Consumption Model

We consider an option space with two attributes, which are
combined using a Cobb-Douglas utility function (Douglas,
1976), parametrized by γ, which specifies the relative impor-
tance of the two attributes to the joint utility function. The
utility or value of an option (x,y) is v = xγy1−γ. Note that
the two attributes nonlinearly combine to determine the util-
ity function: this captures diminishing marginal utility, or the
idea that differential change in an already abundant attribute
contributes less to the overall utility than a similar change in
a scarce attribute (Hicks, 1932).

In our model, there are two parameters that contribute to
the attribute trade-off, in turn affecting the multi-attribute util-
ity function. The market utility, vm = xγy1−γ, is parametrized
by market tradeoff parameter γ, and the personal utility, vp =

xλy1−λ, is parametrized by the personal tradeoff parameter λ.
We propose the following way to combine these towards a
net utility: v = vw

mv1−w
p , since it leads to a simplified form:

v = xζy1−ζ (ζ , wγ+(1−w)λ), and intuitively provides an
“average” of the two utilities (in this case, a generalized ge-
ometric mean). The parameter w can be interpreted as a per-
sonality trait dictating how much an individual values unique-
ness as opposed to conforming to the market. For example,
consider a consumer buying a car; even though she may be
more price-conscious herself, she might still want to buy a
trendy, more expensive car because of external considerations
like status symbol, peer pressure or resale value (w > 0.5). A
more rebellious consumer may value uniqueness more and
make a decision primarily based on her own preference, giv-
ing little consideration to market preferences (w < 0.5).

The generative model (Fig. 2A) also assumes that depend-
ing on whether the option is consumed or not (ci ∈ {0,1}), the
individual gets different levels of satisfaction. If the option is
not consumed (ci = 0), a small level of stochastic satisfac-
tion is received, which can be interpreted to be resulting from
mental simulation (thinking about the consumption of the op-
tion) but which yields no information about the hidden pref-
erence λ. On the other hand, if the option is consumed, the
satisfaction derived is a noisy version of the personal utility,
vp = xλy1−λ for an option (x,y), which in turn is informative
about λ. For example, after accepting a few of the PhD ap-
plicants, the professor may decide, after all, that a student’s
grades are a better predictive of success for conducting re-
search in her lab than recommendation letters; while another
professor may decide just the opposite.

For inference, when the options are not consumed (ci =
0 ∀ i), the node si does not depend on oi or λ, thus the directed
edges from these to si are effectively removed and the model
reduces to a simplified version of our previous model (Shenoy
& Yu, 2013) (for w = 1). More generally, the posterior belief
about λ can be updated based on the observed options (o =
{o}i) and satisfaction (o = {o}i) as:
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Figure 2: (A) Graphical model showing how options (oi) are generated in the market, based on the hidden value (vi), market preference (γ),
individual preference (λ), weight (w) and the parameter θi. Also describes the satisfaction as a noisy representation of the personal value,
depending on the individual preference (λ) and whether the option is consumed (ci). (B) For a particular setting of the attribute trade-off
parameter (ζ), all options lying on the same curve have the same value/utility as denoted on the curve; different curves signify different
values. (C) For a fixed value (vi), all options lying on the same curve have the same attribute trade-off (ζ), as denoted on the curve; different
curves signify different trade-offs.

P(λ|o,s) ∝ P(s|o,λ)P(o|λ)P(λ)

=
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∏
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(1)

Similarly, the joint posterior on the hidden values can be
updated as:

P(v|o,s)

∝

{∫
γ,λ

P(γ)P(λ)∏
i

[∫
θi

P(θi)P(oi|vi,γ,θi,λ;w)dθi

]

[P(si|oi,λ;ci)]dγ dλ

}{
∏

i
P(vi)

}
(2)

As in our previous model, we assume that the decision pol-
icy involves sampling from the posterior P(v|o); the sample
v̂ is then used to choose an option: π(v̂) = argmax j v̂ j. Thus,
stochasticity in choice upon presentation of the same set of

options is expected because of the residual uncertainty in the
posterior distributions of the option values (Debreu, 1958;
Blavatskyy, 2008).

Results
In this section, we apply the proposed models to differ-
ent multi-attribute choice tasks, in which sometimes sub-
jects have to choose among just two options, and sometimes
among three options whereby a “decoy” is added to the two
original options (see Fig. 1). We first show how our model ac-
counts for the three classical contextual effects; we then use
the model to capture several observed individual differences
in existing experimental literature.

For all simulations, the market parameters for the prefer-
ence γ are a = 2 and b = 2, and for the utility/value vi, k = 20
and µ = 50. Other parameters used are, σθ = 20 and obser-
vation noise σ0 = 2. Lastly, the options are X = (40,60), Y =
(60,40), Z = (50,30) for attraction, Z = (80,20) for compro-
mise, and Z = (65,35) for similarity effect. Since no simple
closed form expressions exist for the different posteriors (e.g.
Eq. 1) and approximations based on discretization of contin-
uous variables are inexact and inefficient, we use a program
called JAGS (Plummer, 2003) that uses Gibbs sampling (Ge-
man & Geman, 1984) to generate samples from the posterior
distribution of the desired model parameters (v, γ and λ in our
case).

For the simulations in Fig. 3, we assume that there is no
consumption (ci = 0), and that the individual relies solely on
the information from market options (w = 1). With these
settings, our model reproduces all three contextual effects,
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Figure 3: Proportion of choices for different effects and their explanation. (A) X and Y are equi-preferable. (B) Adding an option Z inferior
to Y increases the preference for Y relative to X. (C) Adding an option Z even more extreme than Y, in relation to X, increases the preference
for Y. (D) Adding an option Z very similar to Y, but not clearly more or less preferable to Y, decreases the preference for Y relative to X. (E)
X and Y lie on the equi-preference curve which represents a fixed value; any option above this curve would be considered more valuable, and
below would be considered less valuable. (F) The attraction decoy makes Y appear better on average. (G) The compromise decoy make Y
appear better on average. (H) The valuation of Y and Z are highly correlated, such that they tend to be considered both better than X or both
worse than X, for different settings of the hidden variable γ. When they are both worse than X, X is chosen; when they are both better than
X, Y is chosen half the time (Z the other half). Thus, on average, X is chosen more often than Y, even though they are on average considered
about equally valuable.

so that even though the two options are equi-preferable by
themselves (Fig. 3A), the preference shifts towards Y when
an attraction or compromise decoy is added to the choice
set (Fig. 3B and C), and towards X when a similarity de-
coy is added (Fig. 3D). Next, in order to understand how the
model works for all the contextual effects, we show the re-
sulting equi-preference curves, the locus of options that all
have the same value for a given preference γ (in other words,
all the points on the curve xγy1−γ = v). Clearly, there are in-
finitely many equi-preference curves, one corresponding to
each value of v, but we only plot the ones, for visual sim-
plicity, that always pass through the option X. When there
are only two options, such an equi-preference curve with γ

set to its posterior mean also passes through Y, making the
two options equally attractive (Fig. 3E). For the attraction ef-
fect, option Y lies above such an equi-preference curve , mak-
ing it appear relatively more lucrative (Fig. 3F); however op-
tion X is still selected owing to the stochasticity in the option
values. Similar explanation holds for the compromise effect
(Fig. 3G). For the similarity effect, the equi-preference curve
with γ set to its posterior mean is not particularly informative
(Fig. 3H, blue curve), since this effect arises due to the close
correlation between the valuation of the option Y and Z in the
model. As can be seen, the two options are likely to appear
better or worse than X together (green and red curves respec-
tively). Therefore, when they appear better, the choice gets
split between them; when they appear worse, X gets chosen,

leading to overall higher frequency of choosing X than Y.

We also investigate scenarios where individual exhibit dif-
ferent behavior based on their previous experience. Experi-
ments have show that contextual effects are not always robust,
with individual differences emerging when subjects value at-
tributes differently (Malaviya & Sivakumar, 1998; Müller et
al., 2012). To show that our model can capture such devia-
tions, we simulate the scenario where an individual prefers
attribute y more over attribute x (λ = 0.35). Furthermore, we
assume that the individual relies equally on self and market
preference (w = 0.5). With these settings, we observe that
compromise effect becomes insignificant (Fig. 4A), which is
what has been observed for consumers who are less quality
conscious (attribute x) and more price conscious (attribute y)
when making brand choices (Müller et al., 2012).

Lastly, we show how consuming the options can help an
individual discover self-preference, and how the the process
can lead to divergence in the choice behavior of two indi-
vidual who learn their preference (from consumption) along
with the market preference (from options). In the model pro-
posed earlier (Shenoy & Yu, 2013), the only way the indi-
viduals could differ is if they have different priors over the
market preference parameter (γ). However, with increase ex-
perience, the individual beliefs would converge, consequently
leading to the same choice for all individuals who are ex-
perienced. In the simulations, we consider two individuals
starting with different priors on γ, Beta(2,3) and Beta(3,2),
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Figure 4: (A) Individual difference in contextual effects. Compromise effect becomes insignificant in the consumption model for individuals
that value attribute 1 less (λ = 0.35). (B) & (C) Evolution of belief about market preference with experience for two individuals starting
with different priors, using the previous simple model and our consumption model respectively. The translucent bounded region shows the
standard deviation around the mean belief.

respectively. When both of these individuals experience the
same set of options, we note that their beliefs eventually con-
verge (Fig. 4B). This contradicts the every day observation,
where individuals with very similar experience with a prod-
uct category, can still converge on buying different brands.
Next, we consider the same two individuals and simulate their
beliefs under our consumption model. We additionally note
that individual 1 prefers attribute 2 more (λ = 0.3), whereas
individual 2 prefers attribute 1 more (λ = 0.7), both indi-
viduals giving equal weight to market-preference and self-
preference (w = 0.5). The extra parameters are ks = 100 and
µs = 5. Now the individual beliefs about joint preference di-
verge, in accordance with their hidden preference (Fig. 4C).
Thus, the model provides an explanation for why two individ-
uals with the same experience may end up preferring different
options, and more generally a framework for explaining dif-
ferent framing effects, as well as variations thereof, based on
the individual’s experience, personality, and other causes of
individualized preferences.

Discussion

In this paper, we proposed a Bayesian model that takes both
individual preference as well as effects of consuming options
into account. This model reduces to a simplified version of
our previous proposed model (Shenoy & Yu, 2013) in the ab-
sence of consuming chosen options (and experiencing cor-
responding satisfaction levels), and can explain not only all
three contextual effects but also observed individual differ-
ences arising from experience and personal preference. Fur-
thermore, the model relaxes an assumption we made in our
prior work that the observer needs to infer both the option
values as well as the “fair market value”. Instead, it assumes
that the observer only need to infer the relative utility (value)
of the available options, and not what constitute “fair” in
the market place in absolute terms. Therefore, our current
framework simplifies the previous model, as well as provides
a general framework for explaining how consumption com-
bines with “window-shopping” to inform one’s beliefs and

preferences, thus leading to diversification of individual pref-
erences.

However, there are some experimental findings that still
prove challenging for the new model. For example, the attrac-
tion effect has sometimes been observed to diminish for con-
sumers with a low level of experience (Malaviya & Sivaku-
mar, 1998), contradicting a straight-forward prediction of our
model. Another curious phenomenon is the phantom de-
coy effect (Pratkanis & Farquhar, 1992; Pettibone & Wedell,
2007), which is very similar to the attraction effect, except
the decoy Z is slightly better than one of the options, say Y
(rather than worse, as in the attraction effect) and that the sub-
ject is informed that this decoy is not actually available as a
choice; in that case, human observers reliably shift their pref-
erence toward Y instead of away from it, as our model would
currently predict. These more nuanced cases require further
attention and provide fruitful avenues for future research.

In the future, we also wish to investigate whether an in-
dividual has a fixed relative weight for personal and mar-
ket preferences, or whether this trade-off can change either
with experience or context. One possibility is, as the individ-
ual gains more experience, the trade-off starts to favor self-
preference, thus requiring a more sophisticated model where
the trade-off parameter (w) is dependent on experience (per-
haps tied to internal uncertainty/confidence). Another direc-
tion is to extend the model to allow for “vicarious satisfac-
tion” so that the high demand of an option, with say attribute
1 as the larger attribute, would signal that attribute to be more
preferable. Such a model could provide a computational ex-
planation to the phantom decoy effect. Lastly, humans may
actively seek which options to consume, in order to figure
out their self-preference, e.g. trying a Vietnamese restaurant
after having tried a Thai restaurant to see if a slightly dif-
ferent spice level would be more satisfying, and our model
can be extended to incorporate this active decision making
component. This can potentially be achieved by choosing op-
tions based on a more sophisticated criteria that takes into
account not only the immediate values or satisfaction (as is
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done in the current formulation), but also the long term value
and informational goals as well as the cost of consuming an
option. Insights from the field of active learning (see (Settles,
2009) for a survey) can provide the foundation for such a pur-
suit. In summary, our work provides a novel computational
framework to account for individual differences in a variety
of observed preference choice behavior, and opens up venues
for future investigations into more sophisticated models of
preference-based decision making.
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Abstract 

How do people conceptualize motion events and talk about 
them? The current study examines how gestural 
representations of motion events arise from linguistic 
expressions in Persian, which has characteristics of both 
Talmy’s satellite- and verb-framed languages. We examined 
native Persian speakers’ speech and gestures in describing 20 
motion events. We focused on two motion event components: 
path (trajectory of motion like up) and manner (how the 
action is performed like jumping). Results indicated that when 
expressing motion, Persian speakers produced path in both 
speech and gesture, whereas manner was conveyed only 
through speech (mostly as adverbs). Additionally, dynamic 
gestures tended to occur in the same order they were uttered. 
The difference between path and manner findings asks for 
further research to examine language-gesture interaction in 
detail among different languages. Results also suggest 
refinement in gesture theories that argue for one-to-one 
correspondence between speech and gesture.  

Keywords: motion events, gesture, language and thought, 
Persian, Farsi 

Introduction 
The relation between language and thought has been a 
question for decades. Throughout the history of philosophy 
it has been implied that the limits of language are the limits 
of thinking and people of different languages have different 
thought processes (Wittgenstein, 1921; Whorf, 1956). More 
recently, Berman and Slobin (1994) stated, “the particular 
ways of filtering and packaging information is shaped by 
one’s native language” (p. 613). This hypothesis, “thinking 
for speaking,” argues that thinking is provoked by the 
requirements of a linguistic code. In particular, the 
information to be expressed has to be tailored to speaking 
and must be compatible with the lexical and constructional 
resources of a given language (Slobin, 1996). However, 
others argue that language underspecifies thought and 
cognitive organization is independent of language (e.g., 
Gleitman & Papafragou, 2005). In this paper, we investigate 
how Persian speakers conceptualize motion events in both 
speech and gesture.  

Motion Events 
Languages vary in how they encode motion elements. A 
motion event consists of four semantic components; figure, 
ground, path, and manner. Figure refers to a particular point 
in space with respect to another object. Ground refers to 
another physical object, which serves as a reference point 
with respect to which the figure is located. Path refers to the 
translational motion and manner refers to motor pattern of 
the movement of the figure (Slobin, 1996). Talmy (1985, 
1991) categorizes most of the world’s languages into two 
major types of satellite-framed (S-framed) and verb-framed 
(V-framed) languages based on the core elements of path 
and manner. S-framed languages such as English 
(Germanic), Mandarin (Sino-Tibetan), and Russian (Slavic), 
integrate motion with manner in the main verb and express 
path with a verb particle or a satellite thus leaving the verb 
free to encode manner (e.g., run down (the hill)). On the 
other hand, V-framed languages such as Spanish 
(Romance), Turkish (Turkic), and Hebrew (Semitic) 
incorporate motion with path in the main verb and express 
manner in the subordinated verb (e.g., in Turkish, koşarak 
çıktı ‘go up runningly’) thus, using two verbal clauses to 
express both path and manner. 

After studying various languages, Slobin (1996) 
concludes that lexicalization patterns are presumed to 
strongly impact thinking and formation of visuo-spatial 
representations. However, language may not directly 
influence event apprehension. Individuals’ attention for 
encoding motion events can be allocated to their language-
specific components only when they need to speak about 
these events. For example, in a study comparing English 
and Greek speakers, Papafragou, Hulbert, and Trueswell 
(2008) found that language on cognition effects arise only 
when language is recruited to achieve a task, but not during 
event perception in general. Thus far, using various 
methodologies, many languages have been analyzed through 
Tamly’s approach. To our knowledge, there is only one 

60



 

study examining how Persian speakers encode motion 
events in narratives (Feiz, 2011).  

Feiz (2011) claims that Persian exhibits a mixed typology, 
with characteristics of both S-framed and V-framed 
languages. The similarity to S-framed languages is apparent 
in cases where path information is expressed in path 
satellites. An example is: (az tappe) baala davidan ‘to run 
up (the hill),’ in which baala ‘up’ is a satellite, and davidan 
‘to run’ is a verb containing manner information. There are 
cases, in which path information is coded in the verb (e.g. 
charkhidan ‘to pirouette’), but these are not common, and 
most of them need an additional preposition to become a 
transitive verb (e.g., dor -e- […] charkhidan ‘to circle 
around’). On the other hand, the number of verbs that 
contain manner information (e.g., davidan ‘to run’) is also 
not high in Persian (Feiz, 2011), leaving manner 
information to be expressed mostly in other parts of speech, 
such as adverbs, davan davan raftan ‘to go runningly’ 
(davan davan = runningly; raftan = to go). In this sense, 
Persian more closely resembles a V-framed language.  

In general, many Persian verbs contain neither path nor 
manner information. This is due to the special structure of 
most verbs, which are a combination of a noun + a light 
verb (e.g., harekat ‘motion’ + kardan ‘to do’ = to move). 
The light verbs that appear in such compounds are limited in 
number and have different levels of fidelity to their original 
meaning, for example, kardan in harekat kardan preserves 
its original meaning ‘to do (motion)’ but the verb zadan ‘to 
hit’ means something very different when used as a light 
verb in ghadam zadan ‘to stroll’. Thus, the core semantics 
of the light verbs are rarely interpreted literally, and the 
meaning of the verb relies heavily on its noun component. 

 These noun components also vary in how much semantic 
information they convey. Some, like harekat ‘motion’ are 
broad and underspecified, thus, harekat kardan can mean 
any type of motion. Some, like ghadam ‘(slow) step’, have 
more specific semantics, thus, conveying a little more than 
just the basic action. But since many nouns do not carry 
detailed information, peripheral details like path and manner 
are usually left to other parts, such as prepositions and 
adverbs.  The construct described above makes Persian a 
unique case for studying the relationship between language 
and gesture.   

Gesture use in Motion Events 
Spontaneous co-speech gestures are bodily motions that 
embody a meaning related to the accompanying speech. 
These gestures are commonly used for thinking and 
communicating information that are visuospatial in nature 
(Alibali, 2005; Kita & Özyürek, 2003), providing a great 
deal of information about the internal structure of the 
speech. They also reflect internal cognitive process and 
provide a window on the embodied nature of mind 
(Hostetter & Alibali, 2008). Co-speech gestures are closely 
linked, both in meaning and time, to the speech they 
accompany (McNeill, 2005).  

Nevertheless, there has been an unresolved debate about 
whether speech and gesture form a tightly integrated 
communication system or whether they originate from the 
same representational system or two separate but 
interrelated systems (Alibali, Kita, & Young, 2000; 
Butterworth & Hadar, 1989; Goldin-Meadow, 2003; Kita & 
Özyürek, 2003; Krauss, Chen, & Gotfexnum, 2000; 
McNeill, 1992). Research by McNeill (1992, 2005) supports 
the view that speech and gesture originate from the same 
representational system. Along these lines, McNeill (1992) 
suggested that since gesture conveys information not 
explicitly encoded in speech, it provides a unique window to 
view underlying thought.  

Other theories suggest that speech and gesture are 
generated by two separate but highly interrelated systems 
(Alibali et al., 2000; Kita, 2000; Kita & Özyürek, 2003; 
Krauss et al., 2000). For example, Kita (2000) proposed that 
gestures help to organize and package visuo-spatial 
information into units of language. Moreover, Kita & 
Özyürek (2003) proposed the Interface Model that also 
predicts priming between language and gestures. They 
emphasize the influence of language on gestures, but 
suggest independent systems for speech and gesture. 
According to this model, language-specific aspects can also 
be represented in the gestures people use.  

Cross-linguistic studies suggest that speakers of different 
languages produce different gestures for the same concept, 
and these gestures follow the linguistic structure of the 
utterances in their language (e.g., Kita, 2000; Kita & 
Özyürek, 2003; McNeill, 2000; McNeill & Duncan, 2000). 
For example, English speakers express manner together 
with path in their speech and gesture. In contrast, Spanish 
speakers omit manner in their speech but express it in a 
compensatory way in their gesture, and their path gestures 
follow the verbs (McNeill & Duncan, 2000). Further studies 
with English, Turkish, and Japanese speakers have revealed 
that the gestural representations mainly corresponded to 
language-specific encodings of motion events (Kita & 
Özyürek, 2003; Kita et al., 2007; Özyürek et al., 2005). In 
particular, English speakers use one verbal clause to express 
both elements of path and manner with one manner + path 
conflated gesture (e.g., ‘running up’ is represented by a 
gesture of making index and middle fingers move upward 
direction while alternating fingers), whereas, Turkish 
speakers use two verbal clauses thus they more likely use 
two separate gestures for path and manner (e.g., ‘going up 
runningly’ is expressed by an upward motion for ‘go up’ 
and then alternating index and middle fingers without 
upward movement for ‘run’). In the Turkish case path is in 
the main clause (go up) and manner is in the subordinate 
(adverbial) clause (running).  

The close correspondence of linguistic structure to 
gesture, however, has not been universally supported. In a 
recent study comparing English and Turkish monolinguals 
with controlled stimuli (similar to the ones used in this 
study), Karaduman et al. (2015) found that English speakers 
produced more manner and path combinations in their 

61



 

speech compared to Turkish participants, as expected. 
Interestingly, this difference was not apparent in their 
spontaneous gestures. In contrast to the previous findings, 
they found that speakers of both languages used 
predominantly path gestures in their gesture use, despite the 
differences in their utterances.  

The Current Study 
We reviewed evidence on the sensitivity of gestures to the 
structure of the language that they accompany. These results 
point to a close correspondence between the linguistic and 
gesture systems. The question is whether there are other 
factors that limit this one to one correspondence. Results of 
Karaduman et al. (2015), which show similar gesture 
production in spite of linguistic differences, point to a 
common component to gestures, one that may mirror 
universals of human cognition, rather than specifics of a 
language. 

The current study aims to investigate how gestural 
representations of motion events stem from linguistic 
expressions in Persian, the unique characteristics of which 
we reviewed earlier. This is the first controlled study to 
examine Persian in terms of differences in spatial language 
characteristics and the way these differences are manifested 
in spontaneous co-speech gestures.  

Due to the structure of verbs, discussed earlier in the 
paper, Persian speakers are expected to express path of 
motion with prepositions and manner of motion as verb or 
adverb together with using auxiliary verbs. Our critical 
prediction concerns gestures: if linguistic forms correspond 
very closely to gestures, as expected by the Interface Model 
(Kita & Özyürek, 2003), we predict that Persian speakers 
would use two types of gestures: (1) when the speech 
resembles English expressions conflating path and manner 
information, such as baala davidan ‘to run up,’ there would 
be one conflated gesture representing both path and manner 
of motion; (2) when the speech resembles Turkish as in the 
case of davan davan bala raftan ‘to go up runningly’ there 
would be two separate gestures; one referring to path and 
the other referring to manner of motion. If factors other than 
linguistic form influence the production of gestures in 
Persian speakers, we might instead see dissociation between 
gesture and speech. If this arises due to a cognitive 
universal, we may observe the same pattern reported by 
Karaduman et al. (2015), with predominance of path 
gestures. 

Method 

Participants  
15 monolingual Persian speakers between the ages of 18 and 
30 (7 females and 8 males) were tested in Iran.  

Task and stimuli 
Video clips of different motion events developed and 
standardized by Göksun et al. (under review) were used. 

Participants watched 20 dynamic movie clips, depicting 
different motion events with randomized combinations of 
10 manners (hop, skip, walk, run, cartwheel, crawl, jump, 
twirl, march, step) and 9 paths (through, to, out of, under, 
over, in front of, around, across, into). The actions were 
performed by a woman in an outdoor area (see Figure 1 for 
sample stimuli).  
                   

 
 

Figure 1: Sample stimuli from the experimental task. The 
picture is a still frame from the movie clip of a motion 

event: jump over. The yellow arrows indicate the direction 
of the movement. 

Procedure  
All participants were tested individually in their home 
environment. Before each task, two practice trials were 
given. Participants were then presented 20 trials in a 
randomized order. After watching each video, they were 
asked to describe the action in the clip. No instructions were 
given regarding gesture use. Participants’ hands and torsos 
were videotaped.  

Coding   

Speech. All the speech was transcribed verbatim by the first 
author (a native Persian speaker). The transcribed speech 
was coded for the correct use of manner (how the action is 
performed) and path (the trajectory of action).  First, for 
each trial, the coder assessed whether there was any manner 
and/or path information mentioned. Second, the pattern of 
speech responses in terms of path and manner information 
was categorized into groups of manner only, path only or 
manner + path together. Each trial containing a path or 
manner received a subcode as follows: For manner, it was 
coded as expressed in (1) a verb (davidan ‘to run’), (2) an 
adverb (Bodo bodo [lit. ‘run run’] ‘in a running fashion’; ley 
ley konan ‘hop hop doing’), and (3) the noun in a compound 
verb containing a light verb (donbaal kardan ‘to chase). 
Path was also categorized into path as (1) a preposition 
(kenare ‘side of’), (2) a verb (charkhidan ‘to pirouette’), (3) 
a verb + a preposition (dor charkhidan ‘to circle around’), 
(4) a light verb (baala raftan ‘to go up’; dar aamadan ‘to 
emerge’), (5) a light verb + a preposition (az bein rad 
shodan ‘from pass do’).  

Gesture. Participants’ spontaneous gestures were 
transcribed from the video. First, for each trial, the number 
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of gestures was coded. Second, the gestures were classified 
as static or dynamic. Static gestures referred to objects or 
locative properties of objects (e.g., pointing finger to refer to 
the preposition ‘above’). Dynamic gestures involved the 
movements of hands that could represent the action of the 
person such as ‘moving the index from left to right to 
display the direction of the motion’. Third, the dynamic 
gestures were classified into (1) manner only, (2) path only, 
and (3) path + manner together.  Manner only gestures are 
those that enact the style of a motion without emphasizing 
the trajectory of the movement, the path (e.g., circular 
movement of the index finger in place to represent 
cartwheeling). Path only gestures show a direction without 
representing the manner (e.g., movement of the index finger 
in an arc pattern along the horizontal axis from right to left 
to represent ‘across’). Path + manner gestures constitute 
both components simultaneously (e.g., circular movement 
of index finger along the horizontal axis from right to left to 
represent ‘cartwheeling across’). Figure 2 represents these 
three types of gestures. 

 

 
(a)     (b)      (c) 

 
Figure 2: Sample gestures that represent (a) a path only 
motion (e.g., across), (b) a manner only motion (e.g., 
cartwheeling), and (c) a path + manner (cartwheeling 

across). 

Results  

Speech analyses  
Participants expressed manner (M= 85.67%, SD = 8.42) and 
path (M=87.33%, SD =10.83) information similarly with no 
statistically significant difference between them, t(14) = -
.418, p = .682. Next, we analyzed how participants encoded 
manner in speech. We found that people produced manner 
in adverbial form more frequently than in any other forms 
(M= 72.48%, SD =14.10), x2 (2, N = 258) = 178.39, p < 
.001. For example, manner information was expressed as 
‘bepar bepar’ (in hop hop fashion) for hopping. We then 
analyzed path expressions and found that paths were mostly 
encoded with preposition + light verb (‘dor -e- derakht 
mire’ lit. = around tree goes, ‘goes around the tree’; ‘az 
khiyaban rad shod’ lit. =  from street cross did, ‘crossed the 
street’), x2

 (4, N = 268) = 380.32, p <.001 (see Table 1 for 
all numbers and corresponding percentages 

 
 
 
 

Table 1: Number and percentages of manner and path 
expressions in speech  

 
Manner Number Percentage 
(1) Verb 40 15.0 
(2) Adverb 187 72.5 
(3) Light verb 31 12.3 
Total 258  
   
Path Number Percentage 
(1) Preposition 45 16.8 
(2) Verb 2 .7 
(3) Verb+Preposition 29 10.8 
(4) Light verb 14 5.2 
(5) Light verb+Preposition  178 66.4 
Total 268  

Gesture analyses  
Participants produced a total of 364 gestures in 237 out of 
300 trials.  On average, 72.5% of gestures were identified as 
dynamic, 9.3% of gestures were static, and 19.5% as beat 
gestures. In this paper, we only focused on dynamic gestures 
that referred to motions in the clips.  

Next, we analyzed the overall pattern of dynamic gestures 
in terms of expressing manner and path information. Results 
showed that participants expressed significantly more path 
information in their gestures than manner information or 
path + manner information together (conflated), x2 (2, N = 
264) = 157.36, p < .001.  

Last, we analyzed how participants used path and manner 
information in each trial. In these trial-based analyses, we 
coded whether participants used only path, only manner or 
both in each trial. For the trials where participants used both 
manner and path we also coded the order of their 
occurrence. The majority of dynamic gestures were 
identified as path only (M= 59.7%, SD =17.25) compared to 
manner only (M=11.2%, SD =16.98), manner + path 
conflations (M=8.7%, SD =10.41), or their combinations 
(M=20.4%, SD =12.56), x2 (3, N = 206) = 138.58, p <.001. 
A closer look at the combined expressions indicated that 
people often used gestures for manner information before 
path information, the same order in which they were uttered, 
x2 (1, N = 42) = 34.38 p<. 001. All numbers and 
corresponding percentages for the following analyses are 
provided in Table 2. 

 
Table 2: Number and percentages of manner only, path 

only, and manner +path expressions in gesture 
 

Dynamic Gesture Number Percentage 
Manner Only 23 11.2 
Path Only 123 59.7 
Manner + Path (conflated) 18 8.7 
Manner and Path 42 20.4 
Total 206  
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Speech – gesture relations 
To further explore the information represented for motion 
event expressions, we analyzed whether path and manner 
were conveyed in both speech and gesture or in isolation. 
We found dissociation between the coexistence of the two 
gesture types and linguistic information. Participants tended 
to encode path information in both speech and gesture 
whereas manner was mostly produced within speech only, 
x2 (3, N=474) = 58.91, p < .001 (see Table 3). 

 
Table 3: Number and percentages of speech and gesture 

combinations 
 

Combinations Number Percentage 
Path Speech only 86 18.1 
Manner Speech only 167 35.23 
Path Speech-gesture 
Manner Speech-gesture 

152 
69 

32 
14.5 

Total 474  

Discussion 
To our knowledge, this is the first study on motion event 
conceptualization in speech and gesture in Persian. We 
investigated how dynamic gestures contributed to motion 
expression in speech in a language that has characteristics of 
both Talmy’s S- and V-framed languages. 

As expected, Persian speakers frequently used adverbs, 
prepositions, and light verbs to describe both manner and 
path of the events. Interestingly, however, people’s dynamic 
gestures mainly referred to path of motion, and not its 
manner. Manner + path conflated gestures made up only 8% 
of dynamic gestures. When looking at the overall and trial 
based gesture frequencies, Persian speakers tended to 
gesture for path information, whereas manner information 
was expressed in speech only.  

The key question was whether variation in speech 
corresponded to the gestural expressions. The Interface 
Model suggests that there is an online interface between 
linguistic and gestural representations in utterance 
generation, in which spatial imagery is packaged into verbal 
units (Kita & Özyürek, 2003; Özyürek et al., 2005). Our 
results are only partially compatible with this account.   

The majority of dynamic gestures described path of 
motion (60% of gesture) without including any manner 
information. This finding is in line with recent research by 
Karaduman et al. (2015), which indicated the predominant 
use of path gestures in contrast to manner gestures among 
both English and Turkish speakers. This supports a common 
and possibly a universal pattern to gesture production that 
may not be sensitive to linguistic structure. Why do English, 
Turkish and Persian speakers in our studies prefer path 
gestures to manner gestures? We cannot answer this 
question with certainty, but put forth possible reasons, 
leaving a more definite answer to future studies.  

The easiness of manual movements for paths could be a 
factor. In particular, perhaps path is easier than manner to be 
displayed by hands due to its spatial configuration. 

Additionally, in this study we used naturalistic stimuli (as 
opposed to the cartoon events in the previous studies) and 
20 sentences all containing different combinations of paths 
and manners. This imposes a high load on both language 
and gesture systems. While there might be close 
correspondence between representations in the two systems, 
the two may have different capacities and limits. For 
example, dual sequential representations might be harder to 
represent in the gesture system. If so, when faced with such 
demands, the system may drop the gesture that is manually 
more demanding.  

Our results, however, provide support for Interface Model 
in 3 ways. First, overall there were very few manner verbs 
and manner as a verb + path as a preposition combinations 
in speech. As a result participants produced manner + path 
conflated gestures only in 9% of the gesture trials. This 
finding matches with the S-framed language characteristic 
of Persian (like English). Second, because path and manner 
information were mostly separated in two clauses as a 
property of V-framed languages (like Turkish), manner and 
path information were displayed in separate gestures, if any. 
Third and novel to this study, gesture sequences followed 
the same order as their linguistic counterparts. Past research 
has mostly ignored the effects of word order on gesture use. 
In Persian, subject–object–verb is the formal word order, 
but there is high flexibility in ordering words. However, 
adverbs usually do not come after the main verb 
(Megerdoomian, 2001). In keeping with this, we found that 
manner gestures that are expressed as adverbs in speech 
occurred before path gestures that were mainly expressed as 
a combination of preposition and light verbs at the final part 
of the sentence. This finding illustrates the role of language-
specific encoding on gesture use, as claimed by the Interface 
Model.  

In summary, the study of Persian, a language unique in its 
large number of noun + light verb compounds, and 
possessing the characteristics of both S- and V-framed 
languages, revealed the same pattern of correspondence 
between path gestures and the utterances describing them, as 
English and Turkish. The dominance of path gestures across 
languages may point to the universality of language-gesture 
interaction. On the other hand, other expressions such as 
manner + path conflations with manner + preposition 
utterances, manner and path information production in two 
separate clauses as in speech, and manner-path gesture 
orders paralleling word order in speech are compatible with 
the influence of language-specific structures on gesture. 
These findings call for closer inspection of factors involved 
in language-gesture interaction, and refinement of the 
Interface Model.  
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Abstract

In English, many words can be used flexibly to label arti-
facts, as nouns, or functional uses of those artifacts, as verbs:
We can shovel snow with a shovel and comb our hair with a
comb. Here, we examine whether young children form gen-
eralizations about flexibility from early in life and use such
generalizations to predict new word meanings. When chil-
dren learn a new word for an artifact, do they also expect it
to label its functional use, and vice versa? In Experiment 1,
we show that when four- and five-year-olds are taught a first
novel word to label a familiar action—e.g., that bucking means
shoveling—they exclude the artifact involved in this action—
i.e., the shovel—as the meaning of a second novel word (e.g.,
gork). This suggests that children spontaneously expected the
first novel word—which referred to the action—to also refer to
the artifact. In Experiment 2, we show that this pattern extends
to words that label novel actions involving novel artifacts, sug-
gesting that children expect any word for an action to label the
artifact that helps carry out that action. Experiment 3 traces
how such generalizations may arise in development. In partic-
ular, we show that while four- and five-year-olds each expect
words to label artifacts and their functional uses, three-year-
olds may not.
Keywords: Language acquisition; polysemy; mutual exclu-
sivity; class-extension rules

Introduction
Language gifts us with the resources to innovate in order to
express our ideas. One such resource is the potential to flex-
ibly extend words to new meanings (Copestake & Briscoe,
1995; Pustejovsky, 1995). For example, many verbs in En-
glish have been formed from nouns (see Clark & Clark,
1979): when we shovel the snow, bike to school, or comb
our hair, we describe our actions in terms of the artifacts that
help us carry out those actions. Similarly, there are many
instances of nouns in English that have been derived from
verbs: when we take a long walk, use an eraser, or cheer
for a wrestler, we use nouns defined by their corresponding
actions. Adult speakers have productive knowledge of these
patterns, and can use them in a systematic way to meet com-
municative demands—e.g., She will Wikipedia the answer.
But when and how does this generative talent arise?

The present study explores whether productive knowledge
of flexibility emerges early in life, and might allow children
to predict new word meanings, thereby supporting lexical de-
velopment. When flexible words, like shovel, bike, and comb,

follow patterns, children could form generalizations about
these patterns and spontaneously apply them to novel words.
This would promote word learning, because children would
only need to learn one phonological form to express multiple
meanings. For instance, if children learned the pattern that
labels of artifacts can also describe the uses of those artifacts,
they could infer that a new artifact name would also apply to
the artifact’s functional use. Children could form such gen-
eralizations early in life, thus facilitating early word learning.
This would be especially plausible if patterns of flexibility
marked conceptual relations that children find salient, like
the relationship between an artifact and its function (Caslet
& Kelemen, 2007).

An alternative possibility—borrowing from usage-based
theories of language development (e.g., Tomasello, 2003)—is
that children only gradually form generalizations about flex-
ibility, instance by instance. By this account, children might
initially treat the noun and verb meanings of words like shovel
and hammer as homophones. After this, they would sepa-
rately represent the relationships between shovel/shovel and
hammer/hammer as “islands of flexibility”, prior to uniting
them under the same abstract linguistic principle. Critically,
on this account, children only form productive generaliza-
tions after exposure to many pairs of flexible words, limiting
the potential of such generalizations to constrain children’s
hypotheses about word meaning.

One approach to distinguish between these two possibili-
ties is to explore whether young children spontaneously ex-
pect words to be used flexibly: e.g., for words that label tools
to also label their functional uses, and vice versa. Although
studies have provided evidence that young children com-
prehend the relationship between flexible nouns and verbs
(Berman, 1999; Bushnell & Maratsos, 1984; Lippeveld &
Oshima-Takane, 2010), and even produce new ones—e.g.,
”Don’t broom my mess” (example from Clark, 1982), they do
not provide unequivocal evidence that children expect verbs
to be formed from nouns.

For example, in one study (Lippeveld & Oshima-Takane,
2010), two-and three-year-old children watched a video in
which a bottle opener was used to open a bottle, while a novel
noun vop was used to refer to the bottle opener—e.g., “This

66



is a vop! Look at what it can do to the bottle!” Later, chil-
dren were tested on their interpretation of the innovative verb
formed from this noun—e.g., children were asked to “find
the one that is voping.” The three-year-olds (but not the two-
year-olds) responded in a way suggesting that they under-
stood the new verb—they looked longer at an action that de-
picted bottle-opening than a different action. However, it is
possible that although children seemed to identify the bottle-
opening action as the likely referent of the verb “voping,”
they may not have expected the bottle-opening event to be re-
ferred to as voping—they may only have formed a verb from
vop when asked to “find voping.” Further, children could have
succeeded even without forming a verb from a noun. When
children were taught what a vop was, they could have initially
linked vop not just to the bottle-opener but also to the bottle-
opening event that it participated in, looking then at that event
due to the phonological overlap between vop and voping.

The present studies address the limitations of previous
work by adapting a mutual exclusivity method to probe chil-
dren’s expectations of how words can be used. In one form
of a mutual exclusivity task (e.g., Diesendruck & Markson,
2001), children are presented with two items for which chil-
dren do not know labels, and are taught that a novel word
labels one of those items (e.g., blicket). They are then asked
to choose the referent of a second novel word (e.g., Give me
the wug). Children tend to choose the item that has not yet
been labeled, excluding the item that already has a label on
the grounds that it should not have a second.

Here, we adapt this method to explore whether children ex-
pect that a novel verb—e.g., daxing—that is taught to refer to
an action will also refer, as a noun, to the artifact that helps
carry out that action. If so, children should expect that a sec-
ond novel word—e.g., blicket—cannot refer to the artifact,
because the first novel word already does. This would be pre-
dicted if children have formed productive lexical structures to
support flexible uses of verbs as nouns. If, on the other hand,
children treat words for actions and words for artifacts as sep-
arate lexical items, they should not exclude artifacts as the
meanings of the second novel words. Critically, this method
probes children’s own expectations about the extension of the
novel verb—children are given no evidence that this word can
be shifted, as in previous studies.

Using this method, we explore the productivity of the lex-
ical structures three-, four-, and five-year-old children have
formed to support corresponding noun and verb pairs. In Ex-
periment 1, we assess whether children treat nominal and ver-
bal uses of familiar words as separate lexical items by exam-
ining whether children expect a novel word that refers to a
familiar action—e.g., shoveling—to also refer to the artifact
that carries out that action—e.g, a shovel. In Experiment 2,
we explore whether this tendency also extends to novel ac-
tions performed by novel artifacts. In Experiment 3, we in-
vestigate how knowledge of and expectations about flexible
words change throughout early development.

Experiment 1
Here, we examine whether children have formed lexical
structures to allow familiar words like shovel to be ex-
tended between their different uses. Using familiar words al-
lowed us to test whether children treat existing corresponding
noun/verb pairs as unrelated lexical items, like homophones
such as bat/bat. Such a lack of distinction between these two
varieties of phonological overlap would be expected accord-
ing to a usage-based account in the period prior to having
formed “islands of flexibility.” Previous studies using a sim-
ilar method to the one used here have shown that when chil-
dren learn that a novel word labels one homophone (e.g., that
dax labels a baseball bat), they do not expect the novel word
to also label the other homophone (e.g., an animal bat; Srini-
vasan & Snedeker, 2011). Thus, we reasoned that if chil-
dren treat familiar noun and verb meanings as unrelated ho-
mophones, they should not expect a novel label for a verb
meaning (e.g., dax to label hammering) to also label the cor-
responding noun meaning (e.g.,dax to label a hammer). In
contrast, if familiar noun and verb meanings arise from a
common, generative structure, children should expect a novel
label for the verb meaning to also label the noun meaning.

Methods
Participants The participants were 20 children (7 girls) be-
tween the ages of 4;1 and 5;11 (M = 59 months). Four addi-
tional children participated but were excluded due to missing
the initial trials that gauged their understanding of the task
(1), for failing to identify any critical noun-verb pairs during
the warm-up (1), or because they didn’t want to continue (2).
All children were either brought into the lab or recruited from
daycares in the San Diego area. All children received a small
gift for participating.

Materials and Procedure We used a mutual exclusivity
task to examine whether children spontaneously extend novel
labels between the noun and verb uses of words like shovel.
We familiarized the children to the task by first introducing
them to a character named Monkey (by showing them a pic-
ture of Monkey). We told the children that one special thing
about Monkey is that, because he is a Muppet, he speaks a
special Muppet language. We told the children that in the
game, they would learn some Muppet words.

Each of the trials included a training phase and a judgment
phase. We initiated the training phrase of each critical trial by
asking the children if they knew the meaning of a novel Mup-
pet verb—e.g., “Sometimes, Monkey likes to buck stuff from
one place to another. Do you know what bucking is?” Hav-
ing established that the novel verb was an unfamiliar word
from Muppet language, we showed them a video in which the
novel verb was used to refer to a familiar action. For example,
children were shown a video in which Monkey was shoveling
sand from a plate into a bowl, while hearing the verb buck
used to describe the action in a number of ways. Children
heard the verb used in the infinitive to refer to what Monkey
was going to do (“He’s going to use it to buck something into
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the bowl”), in the progressive to refer to the action as it was
ongoing (“Wow, Monkey’s bucking it into the bowl”), and in
the past tense to refer the completed action (“Monkey bucked
some stuff into the bowl”). The video also described how the
affordances of the artifact facilitate the action (“What Mon-
key has is pretty long and it can carry the stuff well”). Crit-
ically, children did not receive any evidence that the novel
word could refer to the artifact itself (e.g., the shovel).

Immediately following the video, the experimenter initi-
ated the judgment phase of the trial: e.g., “So that’s what
bucking is. Now we know what bucking is. But now, I
want the gork. Show me the gork!” The child was then pre-
sented with a slide containing two pictures. The pictures
included an instance of (1) the artifact used in the video
(e.g., a shovel of a different color) and (2) the patient ob-
ject/substance that had been acted upon (e.g., a second ex-
emplar of sand). This was to ensure that children were us-
ing the novel words to refer to categories, rather than indi-
vidual tokens. The child’s choice—which they indicated by
pointing—was then recorded. We reasoned that if children
expect a word for an action to also refer to the artifact that
carries out that action, they should exclude the artifact as the
referent of the second novel word and instead choose the pa-
tient. Critically, the English names of artifact and the patient
were not provided during the training phase, such that they
could each serve as candidate referents of the second novel
word (e.g., we referred to the shovel as a “thing” or “what
Monkey has,” and referred to the sand as “stuff” or “some-
thing”).

Children only received a particular critical item if they had
been able to accurately produce the English noun and verb
uses related to that particular item in an earlier pre-test (e.g.,
use shovel as both a noun and verb). In the pre-test, we tested
children’s knowledge of the critical nouns by showing them
pictures of the artifacts and asking them to name them. After
testing the critical noun uses, we tested children on the critical
verb uses, by showing them pictures of people using those
artifacts and asking them to describe what the people were
doing. If children did not immediately name these actions,
we prompted them—e.g., for the shoveling item: “What is
she doing to the sand?” We only accepted responses that used
the target artifact verb—e.g., “She’s picking up the sand with
a shovel” wasn’t accepted. Children were tested on the noun
and verb forms of comb, shovel, tape, bicycle, button, brush,
hammer, and lock.

Before receiving any critical trials, the children received
three mutual exclusivity warm-up items to measure children’s
ability to make mutual exclusivity judgments when doing
so only required shifting a noun between two exemplars of
the same type. For example, in one trial, children were
taught that blicket referred to a book, and then had to choose
whether tima referred to another book (same-type) or to a
CD (different-type). We expected that children would reli-
ably choose the foil item (e.g., the CD) on these trials if they
understood the task. Children that did not do so on the first

item were given feedback, but all children had to get two out
of three of these items correct without feedback to proceed.

Children also received one foil warm-up trial that required
them to choose between two items that were different from
the one they were trained on. For example, in one trial, chil-
dren were taught that spado referred to a knife and then had
to decide whether a table or chair was the referent of parma.
These items were included to prevent children from expect-
ing that the first novel word could always be extended to one
of the two pictures presented in the judgment phase.

Table 1: Experiment 1 Critical Items.

Training Phase Event Judgment Phase
Moop (bike) to school Tima = bike or school
Dax (hammer) nail into wood Kiv = hammer or nail
Buck (shovel) sand into bowl Gork = shovel or sand
Tig (brush) hair on head Lum = brush or hair
Wug (tape) picture to box Koon = tape or picture
Kraz (lock) box Bip = lock or box
Lorp (button) sweater Zot = button or sweater
Jop (comb) hair on head Raj = comb or hair

After the warm-up items, the children were shown between
one and four critical items, depending on how many noun-
verb pairs they had produced in the pre-test. These items
were administered in a fixed order; see Table 1 for a descrip-
tion of the training and judgment phases of the critical items.
On average, children received 3.8 critical items, with 6 tested
on biking, 19 tested on hammering, 9 tested on shoveling, 14
tested on brushing, 12 tested on taping, 2 tested on locking,
10 tested on buttoning, and 4 tested on combing. Because
the three mutual exclusivity warm-up trials provided a ceil-
ing measure of children’s ability to make mutual exclusivity
judgments, we report children’s performance on these trials
below. Finally, we constructed two versions of the task that
varied with respect to whether the pictures in the judgment
phases of the trials were presented to the left or right of the
child.

Results and Discussion
Because of our small number of items and the categorical na-
ture of our data, we present only non-parametric analyses.1

On the warm-up trials, children reliably chose the different-
type foils, M = .80, SE = .08, Wilcoxon T = 174.5, N = 20,
p < .005. This indicates that the children were readily able
to make mutual exclusivity judgments when doing so simply
required shifting a noun between two exemplars of the same
type— e.g., between two books.

Would children also make mutual exclusivity judgments on
the critical trials, when doing so would require shifting be-
tween a verb and noun? Our dependent measure on the criti-

1Preliminary analyses for Experiments 1 and 2 did not find sig-
nificant effects of gender, age, or side of presentation. We have thus
excluded these factors from the analyses reported here.
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cal trials was the proportion of times children excluded the ar-
tifact and chose the patient of the event—the object/substance
the artifact was used to act upon. Children chose the patient
reliably more than chance (.5), M = .73, SE = .07, Wilcoxon
T = 148.5, N = 20, p < .005. This suggests that children
expected the first novel word—which had referred, as a verb,
to the action (e.g., shoveling)—to also refer, as a noun, to the
artifact that helped carry out the action (e.g., to the shovel).
Due to this expectation, children may have excluded the arti-
fact as the meaning of the second novel word, believing that
the first novel word already referred to it. This finding sug-
gests that children do not represent the nominal and verbal
uses of familiar words like shovel as separate lexical items.
Rather, children have formed lexical structures to support the
flexible extension of these words across their noun and verb
meanings.

Critically, children could not have succeeded on the criti-
cal trials simply by mapping the first novel word to the entire
event they watched in the training video. Although such a
mapping would allow the first novel word to apply to the arti-
fact of the event, it would also allow it to apply to the patient
of the event. Thus, the fact that children preferentially ex-
tended the first novel word to the artifact and not the patient
suggests that children expect a verb for a familiar event (e.g.,
shoveling) to refer to a specific constituent of that event—its
artifact (e.g., the shovel) but not its patient (e.g., the sand).

Experiment 2
Here, we examine whether the structures that encode the rela-
tions between the nominal and verbal uses of familiar words
are productive. If they are, children should expect any word
for an action to also refer to the artifact that helps carry out
that action. To test this possibility, we taught children novel
words for actions involving novel artifacts that acted on novel
patients. Would children expect the novel words for the ac-
tions to also refer to the artifacts? If so, they should exclude
the artifacts and choose the patients when asked to determine
the referents of the second novel words.

Methods
Participants The participants were 20 children (8 girls) be-
tween the ages of 4;0 and 5;10 (M = 58 months). Four addi-
tional children participated but were excluded for failing the
initial trials that gauged their understanding of the task.

Materials and Procedure All aspects of the materials and
the procedure were the same except that different critical
items were used. Rather than depicting actions involving fa-
miliar artifacts (e.g., shovels) acting upon familiar patients
(e.g., sand), the critical items depicted novel artifacts that
acted upon novel patients. Because the critical items did not
involve familiar artifacts, we did not pre-test children on their
knowledge of the nominal and verbal uses of familiar artifact
words. Thus, the critical trials that children received were
not restricted by their performance on an earlier pre-test—all
children in Experiment 2 received the same four critical trials.

Figure 1: Experiment 2 Critical Items (The pictures shown
were displayed during the judgment phases of the trials).

Each of the critical artifacts and patients appeared unique
in shape and color, and also possessed novel functions (see
Figure 1). Children learned of the functions of the novel ar-
tifacts when the novel verbs were modeled in the videos. As
before, children heard the novel verb used in the infinitive to
refer what Monkey was going to do (“He’s going to use it to
wug this stuff to make a shape out of it”), in the progressive
to refer to the action as it was ongoing (“Monkey’s wugging
the stuff”), and in the past tense to refer the completed ac-
tion (“Monkey wugged the stuff and made a shape out of it”).
The video also described how the affordances of the artifact
facilitate the action: e.g., “What monkey has is sharp on the
bottom and it has a handle that Monkey can hold onto.”2 Im-
mediately after the training phase, we initiated the judgment
phase of the trial: e.g., “So that’s what wugging is. Now we
know what wugging is. But now I want the lum. Show me
the lum!” The pictures of the artifact and patient were then
presented and the child’s choice was recorded. To see how
robust these extensions are, the pictures depicted different to-
kens of artifacts and patients of the same category as those
used in the videos. For example, the artifact in the wugging
item had different colored blocks attached to it, and the pa-
tient in the daxing item was composed of a different-colored
clay (see Figure 1).

Results and Discussion
As in Experiment 1, children were readily able to make mu-
tual exclusivity judgments when doing so required shifting a
noun between exemplars from the same type. On the trials
where there was a same-type option, children reliably chose
the different-type foils over the same-type matches, M = .94,
SE = .03, Wilcoxon T = 136, n = 17, p < .001. Our de-
pendent measure on the critical trials was the proportion of

2A control condition was run to rule out the possibility that the
active artifact was more salient, leading the child to associate it with
the novel word and succeed at test even without attending to the
syntax of the narration. In this condition, the same videos were pre-
sented with alternate narrations in which the patient was labeled with
the novel word. When asked to identify the referent of the second
novel label at test, children reliably chose the artifact (Wilcoxon T =
37, n = 16, p =.06)
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times children excluded the novel artifact and chose the novel
patient of the event. Children chose the patient reliably more
than chance (.5), M = .78, SE = .06, Wilcoxon T = 126, n =
17, p < .005. Children may have excluded the novel arti-
facts because they expected the first novel words to instead
refer to them. This suggests that children expect a word that
labels a novel action to also label a particular constituent of
that action—the novel artifact that helps carry it out. This
finding strengthens the conclusions of Experiment 1, by sug-
gesting that the structures that support familiar flexible pairs
are productive and generalize to novel cases. Such produc-
tivity could facilitate children’s initial acquisition of corre-
sponding noun/verb pairs, and could help explain why lexical
innovations—like to Wikipedia—are often created.

Experiment 3
In Experiment 2, we established that four- and five-year-olds
are able to extend a novel word that labels a novel action to
the artifact performing that action, suggesting that the struc-
tures that encode the relationships between the nominal and
verbal uses of familiar words are productive. Here, we ex-
amine the developmental trajectory of this generative ability
and explore whether it may be linked to prior experience with
flexible noun/verb pairs, like hammer and shovel.

Methods
Participants The participants were 84 monolingual chil-
dren (42 girls) between the ages of 3;0 and 5;11 (M = 53.8
months, SD = 10.2), including 29 three-year-olds (M = 42.6
months, SD = 3.9), 29 four-year-olds (M = 53.8 months, SD
= 3.2), and 26 five-year-olds (M = 66.4 months, SD = 3.8).
Fourteen participants were excluded due to experimenter or
technical error (10), interference resulting from a distracting
testing environment (3), or because they had witnessed an-
other child participate previously (1).

Materials and Procedure The procedure for this experi-
ment was identical to Experiment 2, with the following alter-
ations. An additional mutual exclusivity warm-up trial was
added. These four warm-up trials were instead used as con-
trol trials, serving as a predictor of children’s understanding
of the task in our analyses. Consequently, unlike in Experi-
ments 1 and 2, children did not receive feedback on any of
their choices in these trials, and children were not excluded
on the basis of their performance. A final distinction in the
procedure for Experiment 3 is that the majority of the parents
of participants filled out a vocabulary survey, which consisted
of 33 flexible noun/verb pairs (derived in part from Clark &
Clark, 1979). The survey probed parental report of produc-
tion and comprehension separately (e.g., for the noun/verb
pair bike, parents were asked to report whether their child
understood the noun form bike, the verb form to bike, and
whether they produced each of these forms). The addition
of this survey was motivated by the finding in Lippeveld and
Oshima-Takane (2010) that extension between verb and ar-
tifact labels could be correlated with frequency of flexible

noun/verb pairs in parental input.

Results and Discussion
The data were entered into a mixed effects logistic regression
with Age and Vocabulary (parent-reported familiarity with in-
strument noun/verb pairs) as between-subjects variables, and
Trial Type (Control or Critical) as a within-subjects variable.
Age (X2 (1, N=74) = 10.10, p < 0.01)) and Trial Type (X2

(1, N=74) = 9.61, p < 0.01)) emerged as significant on this
analysis, indicating that children’s performance on the task
improved as they got older, and differed on Critical and Con-
trol trials. Given the number of children for whom we did not
have a vocabulary measure (10), and its lack of influence, we
removed this variable, enabling us to analyze all the children
tested in Experiment 3 (n=84). This new model found signif-
icant effects of Age (X2 (1, N=84) = 17.2, p < 0.001)) and
Trial Type (X2 (1, N=84) = 17.40, p < 0.001)), as well as an
interaction between the two (X2 (1, N=84) = 4.28, p < 0.05)).
The interaction captures the difference in rate of improvement
across this age range for the two trial types. While perfor-
mance on control trials dramatically improved from three to
five years, critical trial performance did so much more slowly.
A one-way ANOVA revealed that though the vocabulary mea-
sures were not predictive of trial performance, they did im-
prove significantly with age F(1, 74) = 2.54, p < 0.001.

Non-parametric tests confirm the success of later ages on
the task. While four- and five-year-olds reliably chose the
patient of the verb, rather than the artifact (four-year-olds:
Wilcoxon W = 16240, n = 29, p < 0.001; five-year-olds: W
= 13802, n = 26, p < 0.001), three-year-olds performed at
chance on the critical trials (0.5). That three-year-olds per-
formed above chance for the controls (Wilcoxon W = 16472,
n = 29, p < .01) suggests either that our task was not sensi-
tive enough to reflect their knowledge of this productive re-
lationship, or that the expectation of this predictable lexical
extension might emerge sometime in the third year of devel-
opment.

Figure 2: Proportion of patient and different-type choices on
critical and control trials, respectively, by age.
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General Discussion
English includes many examples of words that label artifacts,
as nouns, and functional uses of those artifacts, as verbs. The
present studies indicate that these examples are not etymolog-
ical relics, but instead reveal a productive linguistic structure.

In Experiment 1, we showed that four-and five-year-old
children do not represent the nominal and verbal uses of fa-
miliar words as separate, unrelated words, but instead de-
rive them from common lexical structures. Specifically, after
learning that a novel verb referred to a familiar action, chil-
dren excluded the artifact involved in that action when deter-
mining the referent of a second novel word. Children instead
chose the patient of the action, suggesting that they expect the
word labeling an event to also refer to a specific constituent of
that event—its artifact. In Experiment 2, we showed that the
structures four-and five.year-olds deploy to capture the flex-
ibility of familiar verbs are productive: after learning that a
novel verb referred to a novel action, children in Experiment
2 excluded the novel artifact of that action as the meaning of
a second novel word. This suggests that four-and five-year-
olds spontaneously expect any word for an action to also re-
fer to the artifact that helps carry out that action. Finally,
in Experiment 3, we found that while four-and five-year-olds
seem to have this productive expectation, three-year-olds do
not. However, given that we observed a significant relation-
ship between age and performance on the control trials, it is
possible that three-year-olds, and even younger age groups
are able to generalize between noun and verb meanings, but
that our experimental measures were not sensitive enough to
detect this. One reason to believe that three-year-olds may
be capable of forming such generalizations is that children of
this age often create new verb from nouns (and nouns from
verbs) in their spontaneous speech (e.g., Clark, 1982).

At stake in the question of when children begin to form
generalizations about flexible word use is whether such gen-
eralizations could play a role in facilitating lexical develop-
ment. As noted in the Introduction, if children recognize the
special relationship between shared labels for actions and ar-
tifacts early on, this could be quite powerful for language ac-
quisition because children would need to learn only one word
to express multiple meanings. If, on the other hand, such
inferences arise only later in life—and are constructed only
gradually after exposure to several instances of such flexible
word pair patterns—they will not play as large of a role in
lexical development.

In future research, we intend to explore how children come
to form generalizations about flexible word use, by using a
more sensitive dependent measure, such as preferential look-
ing. For example, we could teach children a novel word to
label a novel action (as in Experiments 2 and 3), and then
instruct them to look at the referent of a second novel word.
If children are able to spontaneously generalize that the first
novel word can refer to both the action and the artifact per-
forming that action, then we would expect them to gaze at
the acted-upon item (not the artifact) when told to look at the

referent of the second novel word. If we find that younger
children do not perform these spontaneous generalizations,
we could then examine whether children understand the re-
lationship between the different meanings of familiar flexi-
ble verb/noun pairs or whether they treat these words as un-
related homophones (as we did in Experiment 1). In doing
so, we will investigate whether children initially form usage-
based “islands of flexibility” or whether these productive lex-
ical structures are present to support word-learning.
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Abstract

Models of spatial reasoning often assume distinct visual and
spatial representations. In particular, the visual impedance ef-
fect – slower response time when more visual details are rep-
resented in three-term series spatial reasoning tasks – has been
taken as evidence for the distinctive roles of visual and spa-
tial representations. In this paper, we show that a memory
model of spreading activation based on the ACT-R architec-
ture can explain the visual impedance effect without the as-
sumption of distinct visual and spatial representations. Using
the same memory representation, varying levels of visual fea-
tures associated with an object are represented in the model.
The visual impedance effect is explained by the spreading ac-
tivation mechanism of ACT-R. The model not only provides
a more parsimonious explanation to the visual impedance ef-
fect, but also leads to testable predictions of a wide range of
memory effects in spatial reasoning.
Keywords: Visual impedance, memory processing, scalable
representation, spreading activation, ACT-R, relational reason-
ing, mental model theory.

Introduction
Processing visual and spatial information is among the most
crucial human abilities, because it permeates virtually every-
thing we do (imagine moving in / through the environment
without being able to process the visual and spatial informa-
tion available from you surroundings).

In a seminal paper Ungerleider and Mishkin (1982) argue
that in the primate brain two separate pathways are responsi-
ble for processing visuo-spatial information: The what path-
way and the where pathway which are associated with the
temporal and parietal lobe, respectively. The what pathway
mainly processes information related to object identification
and recognition (e.g., color), while the where pathway mainly
processes spatial information (e.g., object location or move-
ment). This distinction has subsequently received additional
support from many behavioural and neuroscientific studies
(e.g., Milner & Goodale, 2008; Klauer & Zhao, 2004).

The existence of these two distinct neural pathways has
given rise to the assumption that visuo-spatial information
processing in humans draws on two distinct types of men-
tal representations: Visual and spatial representations. Al-
though this assumption is shared by the two main theories of
visuo-spatial information processing, the mental model the-
ory (P. Johnson-Laird, 1998) and the theory of mental im-
agery (Kosslyn, Thompson, & Ganis, 2006), the nature of
the representations and, in particular, the relation between
the two types of representations (see Sima, Schultheis, &

Barkowsky, 2013, for an in-depth discussion of this point)
remains largely to be determined.

In this paper we argue that previous research has not suf-
ficiently considered the role of memory when studying and
comparing visual and spatial representations. We demon-
strate our case by presenting a memory model that explains
the visual impedance effect without the assumption that vi-
sual and spatial representations have distinctive functional
roles in spatial reasoning. Instead, the model assumes that vi-
sual and spatial information can both be represented similarly
as memory items. However, the model predicts that some-
times additional visual details may slow down the mainte-
nance of the memory representations of the informaton. This
is different from the argument by Knauff and Johnson-Laird
Knauff and Johnson-Laird (2002), who argued that visual
representations of information may slow down the reason-
ing process. As a result, contrary to their arguments Knauff
and Johnson-Laird (2002), the visual impedance effect does
not provide any support to the claim that visual and spatial
relations are represented distinctively, nor does it imply that
an abstract spatial mental model can lead to a faster reason-
ing process. Our model not only provides a more parsimo-
nious explanation to the visual impedance effect, but it also
has the advantages of having more generality and continuity
with other theories in cognitive sciences.

Visual Impedance
Three-term series problems (P. N. Johnson-Laird, 1972) have
played a prominent role in investigating spatial and visual
representations (e.g., Shaver, Pierson, & Lang, 1975; Knauff
& Johnson-Laird, 2002; Rauh, Hagen, Kuss, Schlieder,
& Strube, 2005; Schultheis, Bertel, & Barkowsky, 2014;
Schultheis & Barkowsky, 2013; Sima et al., 2013). A three-
term series problem constitutes a deductive relational reason-
ing problem in which the relation between two objects, A and
C, has to be inferred given the relations between objects A
and B as well as the relation between B and C. For example,
given the information that (a) the dog is left of the cat and
(b) the mouse is left of the dog, participants may be asked to
verify the statement that the mouse is left of the cat. Simi-
larly, knowing that (a) the dog is dirtier than the cat and (b)
the mouse is dirtier than the dog, one can verify the statement
that the mouse is dirtier than the cat.

Knauff and Johnson-Laird (2002) conducted experiments
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in which they compare participants performance in solving
such three-term series for different types of relations. Specif-
ically, Knauff and Johnson-Laird (2002) distinguish between
visual, visuo-spatial, and control relations: Visual relations
are relations that are easy to envisage visually (e.g., dirtier);
visuo-spatial relations are relations that are easy to envisage
spatially and visually (e.g., to the left of); control relations
are relations that are hard to envisage both spatially and vi-
sually (e.g., better). The main finding reported by Knauff
and Johnson-Laird (2002) is that reasoning about visual rela-
tions takes significantly more time than reasoning about ei-
ther visuo-spatial or control relations. This comparatively
poor performance of reasoning with visual representations
has been termed the visual impedance effect.

The explanation provided for the visual impedance effect
assumes that for all types of relations the actual reasoning
process involves (spatial) mental models (Knauff, Fangmeier,
Ruff, & Johnson-Laird, 2003). For visuo-spatial relations
and control relations the given information is directly repre-
sented in such a spatial mental model and, thus, can imme-
diately be used for reasoning. For visual relations, however,
the given information is initially represented by a visual rep-
resentation (e.g., a visual mental image) that does not sup-
port reasoning. To solve the reasoning problem, an additional
step for building a spatial mental model is required (Knauff,
2009). Note that this explanation of the visual impedance ef-
fect assumes that the comparatively poor performance with
visual relations is due to problems associated with the rea-
soning process. Against this background it seems remark-
able that all available computational models that formalise
reasoning with spatial mental models do not explain the vi-
sual impedance effect (Krumnack, Bucher, Nejasmic, Nebel,
& Knauff, 2011; Ragni & Knauff, 2013; Khemlani, Trafton,
Lotstein, & Johnson-Laird, 2012).

We propose that the visual impedance effect is not a rea-
soning effect, but a memory effect. Following Schultheis and
Barkowsky (2011), we assume that spatial and visual repre-
sentations are not two distinct, qualitatively different types
of representations, but that visuo-spatial representations lie
along a continuum that characterizes how specifically amodal
/ spatial or modality-specific / visual a representation is. De-
pending on the current task context, representations can flex-
ibly scale along this continuum (i.e., become more or less vi-
sual) without a need to modify the reasoning processes work-
ing on the representations. Given such scalable representa-
tions, we assume that visual relations give rise to more com-
plex representations, because more visual details are repre-
sented. Specifically, due to spreading activation of memory
items, the additional visual details slower down the access to
the information that needs to be processed during the later
reasoning process; and, thus, slows down the overall reaction
times when solving the three-term series problem.

In the following we first introduce a scalable, abstract rep-
resentation for relational information that supports reason-
ing. We then present our model that combines this repre-

relation-type

content

p

A B

o1 o2

(a) Abstract (i.e. not instan-
tiated) representation of rela-
tional information.

more-than

left

p

hat tie

o1 o2

(b) Instantiated relation with
relation-type more-than and
property (p) left.

Figure 1: Uniform representation of relational information. A
relation consists of a relation-type, two objects (o1,o2), and a
property (p).

sentation with ACT-R’s spreading activation mechanism. We
illustrate how our model explains the visual impedance ef-
fect and present an ACT-R implementation and simulation of
our model. We conclude in highlighting the contribution of
our modeling work as well as interesting questions for future
work.

Memory Representation
In order to understand the dependency between a represen-
tation of relational information in memory on the one hand
and a reasoning process on the other we will first introduce a
scalable, abstract representation for relational information. In
particular, our abstract representation distinguishes between
the relation in a mathematical sense, i.e., as it is deemed suit-
able for reasoning, and the meaning of a relation.

To abstractly represent relational information of the type
employed in three-term series problems, we consider more-
than relation types. A more-than relation type consists of
three different pieces of information, two objects (o1,o2) and
a property (p), i.e. more-than(o1, p,o2). An example is de-
picted in Figure 1). Intuitively, our representation can be un-
derstood as “object o1 has more of a property p than object
o2”. Or more concretely, “the hat is more left than the tie”
for the visuo-spatial relation “left” and “the hat is more dirty
than the tie” for the visual relation “dirty” (cf. Figure 1).

We further assume that for a concrete relational statement
each of the three arguments is associated with features in
memory that represent the arguments’ meaning. We define
the content of an object (or property) as the tuple of fea-
tures necessary to represent the object o, i.e. content(o) =
( f o

1 , . . . , f o
n ), and property p, i.e. content(p) = ( f p

1 , . . . , f p
n ),

in memory. Figure 2 shows graphically how relational state-
ments and their contents are represented. This representa-
tion includes an abstract representation suitable for reasoning
(Figure 2, above the red line) and the memory representation
defined by the content of the relational information (Figure 2,
below the red line).

Scalability of this representation is defined in terms of the
number of features involved in representing the relational
statement. In particular, the representation can scale to be-
come more or less visual depending on how much visual fea-
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Figure 2: Representation of relational information ’the hat is dirtier than the tie’ and ’the tie is dirtier than the shoe’ in memory
assuming a hierarchical representation of information. Above the red line is a representation which supports reasoning with
relations. Below the red line is the memory representation of the objects and property used to elaborate the content of relational
information. Scalability is defined in terms of the number of features necessary to represent relational information.

tures are associated with the relational statement. For exam-
ple, the relation “dirtier” may be associated with features like
“dirt”, “mud”, “black dots”, etc. and, thus yield a more visual
representation than the relation “to the left of”, which may
only be associated with a single feature “position”.

Cognitive Model
In this section we describe an ACT-R model that explains the
visual impedance effect. Employing the above described rep-
resentation, the model explains the effect as a memory phe-
nomenon arising from spreading activation.

ACT-R Spreading Activation
ACT-R realises working memory as a structured set of buffers
(Anderson, 2007). Buffers hold declarative information, so-
called chunks. A chunk is a set of key-value (or slot-value)
pairs. For example, a chunk representation of the introduced
’more-than’ relation has three slots (o1, p,o2) to which values
(often also chunks) can be assigned. Behaviour in ACT-R is
produced by the repeated application of production rules that
fit a current working memory state and change the working
memory state according to their definition. Changes to the
working memory come about by requests to modules that are
associated with buffers. Modules process requests by updat-
ing the chunks contained in their buffers. This processing is
associated with a time cost and, in some cases, has an uncer-
tain outcome.

The ACT-R declarative module (sometimes called declar-
ative memory) holds all declarative information known to a
model such as, for example, the complete representation de-
picted in Figure 2. The time it takes the declarative module to
process requests depends on the activation values assigned to
candidate chunks. While a number of mechanisms can influ-
ence the chunks’ activations, we focus our analysis to spread-
ing activation.

The spreading activation of a chunk c in ACT-R is defined
in terms of a signal strength S between chunk c and all chunks

d which are a part of the current working memory state (i.e.,
assigned to a buffer). Formally, the signal strength between
chunk c and a chunk d is computed as Sd,c = S− ln( f and).
The signal strength depends on the number of outgoing con-
nections of chunk d, a concept which has been termed f an of
chunk d. The signal strength additionally depends on a global
constant S which has been interpreted psychologically as an
approximation of the declarative memory size. The complete
spreading activation of a chunk c is calculated by 1

sa(c) = ∑
d in working memory

Sd,c

The time to retrieve a chunk c from declarative memory
is defined with respect to the activation of chunk c, in our
case RT (c) = a · e−sa(c), where a is a constant. The higher
the activation of a chunk the lower the response time. For
spreading activation a greater fan implies a lower activation
and, thus, a higher response time.

Example. It may be helpful to more closely consider
how the spreading activation mechanism explains the visual
impedance effect. The visual impedance effect is measured
in the time to verify a given conclusion. When a conclusion
needs to be verified, information from the first and second
relational statement have already been integrated in a mental
representation. Depending on assumptions stated in a reason-
ing theory this mental representation may, for example, be a
mental model (Ragni & Knauff, 2013) or a relational infer-
ence, i.e., a relational statement, (Braine & O’Brien, 1998).
In either case, this mental representation needs to be retrieved
from declarative memory in order to verify the conclusion. In

1For the sake of representation simplicity we assume that spread-
ing activation is enabled for every buffer and that all buffers are as-
signed the same weight, which sum up to a total of 1. Addition-
ally, in our scenario the working memory holds the same number of
chunks in every request. Thus, we leave out the weight of the ACT-R
spreading activation equation.
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the following, we will use a mental model as the mental repre-
sentation. The argument for a relational inference is analogue
and the simulation results for the retrieval time only differ by
a constant factor due to the different representation.

Consider our scalable representation defined for relational
information, i.e., more-than(o1, p,o2). When a mental model
is requested from the declarative module the conclusion is
represented in the model’s working memory (e.g., the goal
buffer). Thus, o1, o2 and p are potential sources for spread-
ing activation (cp. Figure 3). The signal strength between the
mental model chunk (model) and the content of a relation p
is then Sp,model = S− ln( f an(p))+ r. The fan is influenced
by the number of features associated with the relation, i.e.
f an(p) = content(p), and the constant r approximating the
fan associated with reasoning representation (e.g. a second
mental model in declarative memory). The signal strength
can thus be calculated as Sp,model = S− ln(content(p)). Con-
sequently, the more features are necessary to represent the
content of a relation, the higher the retrieval time of a target
chunk (due to the higher fan).

Now consider the concrete relations introduced for the vi-
sual impedance effect, that is, visual relations like “dirtier”,
visuo-spatial relations like “to the left of” and control rela-
tions like “better”. If we assume that the visuo-spatial relation
“to the left of” can be represented using one feature (e.g., the
position), the fan is f an(left of) = content(left of) = 1 (Fig-
ure 3b). For visual relations like “dirtier”, on the other hand,
more features need to be represented (e.g., dirt, mud, etc.)
Therefore, the fan associated with “dirtier” is higher than
the fan associated with “to the left-of”, i.e. f an(dirtier) >
f an(left of), and the signal strength between chunks “dirtier”
and model is lower than between “to the left of” and model,
i.e. Sdirtier,model < Sleft of,model (Figure 3a). Assuming that the
features representing objects o1 and o2 are the same in both
cases2, the spreading activation that the mental model chunk
receives from the visual relation “dirtier” is given by

sa(model) = S− ln(k)︸ ︷︷ ︸
Shat,model

+S− ln(n)︸ ︷︷ ︸
Sdirtier,model

+S− ln(l)︸ ︷︷ ︸
Sshoe,model

and from the spatial relation “to the left of” is given by

sa(model) = S− ln(k)︸ ︷︷ ︸
Shat,model

+S− ln(1)︸ ︷︷ ︸
Sleft of,model

+S− ln(l)︸ ︷︷ ︸
Sshoe,model

Obviously, the mental model chunk receives more spreading
activation for visuo-spatial relations. Therefore, the retrieval
time is lower (see Figure 4).

ACT-R implementation. Our ACT-R model is based on
the ACT-R implementation of PRISM (Ragni, Fangmeier, &

2Instead of keeping the features of the objects fixed and varying
the features of the relation, it would also be possible to represent
the objects by more of less features depending on the relation type.
This would not impact the explanatory power of our model w.r.t the
visual impedance effect.
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model:
pos1: hat
pos2: tie
pos3: shoe
axis: dirtier

(a) Fan for chunks in work-
ing memory for conclusion re-
lation ”dirtier”. The content
of relation ”dirtier” needs to be
represented by more than one
feature (e.g., dirty, mud, black
spots, etc.

hat . . .
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1
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left of f1

shoe . . .

f h
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model:
pos1: hat
pos2: tie
pos3: shoe
axis: le f to f

(b) Fan for chunks in work-
ing memory for conclusion re-
lation ”to the left of”. The con-
tent of relation ”to the left of”
can be represented by a single
feature (e.g., the position).

Figure 3: Example illustration of memory representations for
visual (a) and visual-spatial relations. Chunks active in the
working memory are ”hat”, ”shoe”, and ”dirtier” (3a), and
”to the left of” (3b). The target chunk is a mental model that
needs to be retrieved in order to verify the conclusion. Due to
the higher fan the target chunk (here a mental model) receives
more spreading activation for the conclusion relation ”to the
left of” than for the conclusion relation ”dirtier”. Thus, the
retrieval time is higher for the conclusion relation ”dirtier”.

Brüssow, 2010), which assumes that exactly one retrieval is
necessary to verify a given conclusion.

For a prototypical task such as “the hat is dirtier than the
tie”, the “tie is dirtier than the shoe”, “is the hat dirtier than
the shoe?” we define the mental representation as either a
mental model chunk or a relational inference chunk which is
stored in declarative memory, e.g.,

• (r1 ISA model pos1 hat pos2 tie pos3 shoe rel dirtier)

• (r2 ISA inference o1 hat o2 shoe rel dirtier)

Additionally we represent the features associated with ob-
jects and the property of a relation as content chunks, e.g.,

• (l1 ISA content id left-of feature l1)

• (d1 ISA content id dirtier feature dd)

Source of spreading activation is a representation of the
conclusion in the goal buffer, e.g.,
(rel1 ISA more-than o1 hat p dirtier o2 shoe)
We define one production rule which requests a mental

representation chunk (model or inference) from declarative
memory. This request does not specify any restrictions on
slot values other than the type being either a mental model
or an inference. The time it takes the declarative module to
answer this request depends on the fan associated with the
objects and the property of the relation, that is, the number of
content chunks associated with the objects and the property.
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Figure 4: Retrieval time for a mental representation chunk
(here mental model chunk) when a conclusion needs to be
verified. The response time increases independently of a con-
crete task or reasoning theory with the number of visual fea-
tures associated with the objects and the relation.

All ACT-R parameters are set to their default values. We
approximate parameter S by the logarithm of the average size
of the model’s declarative memory (i.e. S = 3). Figure 4
shows how the retrieval time increases with the number of
features associated with the content of a relation.

Accordingly, our model accounts for the visual impedance
effect by predicting that verification of conclusions for three-
term series problems involving visual relations such as “dirt-
ier” take more time than for problems involving visuo-spatial
relations. Interestingly, our model predicts that the visual
impedance effect should not be restricted to the use of visual
relations, but should arise whenever the reasoner is inclined
to associate multiple (visual) features with a relational state-
ment. As discussed below, existing evidence supports this
prediction.

Conclusion
Knauff and Johnson-Laird argued that the reason why items
that could easily be envisaged would lead to slower response
times was that visual representations of irrelevant features
slowed down the reasoning process. We provided an alter-
native explanation: the easily envisaged items took longer to
be accessed in memory because they were associated with
more visual features, which slowed down their access time
as predicted by the spreading activation mechanism. Con-
trary to the argument by Knauff and Johnson-Laird, we did
not find that the visual impedance effect provided any sup-
port to the claim that easily envisaged items were represented
by a visual representation that was funcational different from
a (spatial) mental model, nor did the results support the claim
that “visual imagery as the medium for reasoning would be
implausible” (Knauff & Johnson-Laird, 2002).

Our work shows that combining the concept of scalable
representation structures with spreading activation provides
a more parsimonious explanation to the visual impedance
effect, as the proposed model does not assume distinct vi-
sual and spatial representations or a specific reasoning pro-
cess. The current model uses memory representation of ob-
jects and memory processes that have been used to explain a
wide range of memory effects (e.g., in previous ACT-R mod-
els of memory tasks). The current model therefore has the
potential to lead to a wide range of testable predictions on
the effects of memory in spatial reasoning, such as effects of
individual differences in working memory capacity, interfer-
ence effects, or effects of memory decay. In addition to the
original visual impedance effect (Knauff & Johnson-Laird,
2002), our modeling work also explains moderations of the
effect that have been reported. If the visual impedance ef-
fect is due to memory processing as assumed in the proposed
model, it should scale with the model’s ability and necessity
to represent specific features in order to maintain a represen-
tation suitable for reasoning. Consistent with our model, re-
search shows that blind people show no visual impedance ef-
fect (Knauff, 2009)— perhaps because they are less inclined
to represent objects with visual features, or the number of
visual features tend to be lower for blind people. Further-
more, people who have a higher tendency to visualize object
details show a stronger visual impedance effect (Castañeda
& Knauff, 2013), because they tend to represent more visual
features as other groups.

The proposed cognitive model investigates the impact of
the memory representations of visual features on spatial rea-
soning. The model, however, does not make any assump-
tion on the reasoning process, as the reasoning tasks are the
same across the different conditions in the studies on vi-
sual impedance (Knauff & Johnson-Laird, 2002). In other
words, the explanation of the visual impedance effect by our
model is independent of the reasoning process. For exam-
ple, if we apply the reasoning process in the PRISM model
(Ragni et al., 2010), in which the main difference in level
of difficulty in spatial reasoning tasks is characterized by the
number of focus operations on the represented objects, we
will have the same number of focus operations in each con-
dition, and the only difference is how quickly the model can
asscess the objects represented in memory as the focus op-
erations are applied. However, we should point out that the
PRISM model by itself does not seem to be able to explain
the visual impedance effect. On the other hand, our model
can be used with other reasoning theories (e.g., (Krumnack
et al., 2011; Braine & O’Brien, 1998)) to explain the visual
impedance effects. In other words, our model suggests that
the visual impedance effect can be explained by memory pro-
cesses rather than reasoning processes.

The goal of this paper is to show that the visual impedance
effect can be explained without committing to a unique spa-
tial representation that is distinct from visual representation.
This is consistent with the idea that the long debate about the

76



role of visual imagery in spatial reasoning can be resolved by
considering the visuo-spatial representation as a continuum
Schultheis and Barkowsky (2011), with varying levels of vi-
sual (and spatial) features represented in memory. Another
advantage of this approach is that by utilizing memory repre-
sentations and mechanisms, the model is more readily com-
pared and tested against a wide range of cognitive phenomena
beyond spatial reasoning. We believe that our modeling ap-
proach and results constitute an important first step towards
studying the impact of memory processing in human reason-
ing and the nature of spatial and visual representations. While
previous theories and studies mostly restricted considerations
to the reasoning process or the representation, we define a
link between these concepts. As a result, our approach also
highlights promising avenues for future work, both empirical
and computational, to shed more light on aspects of reasoning
processes and representations.

Empirically, we propose experiments that explicitly con-
trol the number of represented features, both of objects and
relations. Such an experiment would yield valuable results
on the effect size with respect to the number of features nec-
essary to represent concepts. A possible approach is using a
high and low similarity conditions similar to Folk and Luce
(1987), that is, where more or less features need to be rep-
resented in order to draw conclusions (e.g., “the red hat is
dirtier than the tie” vs. “the red hat is dirtier than the red tie”
vs. “the red hat is dirtier than the blue tie”).

Computationally, assuming visual impedance is in fact an
effect in memory processing our results can be used to further
examine reasoning theories. The ACT-R implementation of
the PRISM model represents the complete mental model in
one chunk and approximates focus operations as a constant
factor. However, according to the ACT-R theory information
is usually represented as linked lists. Thus, if a mental model
was represented as a linked list a focus operation would in fact
be a request to declarative memory. In this case, our memory
model would predict a linear increase in the response time for
visuo-spatial relations with the number of focus operations.

References
Anderson, J. R. (2007). How can the human mind occur in

the physical universe? Oxford University Press.
Braine, M. D., & O’Brien, D. P. (1998). Mental logic. Psy-

chology Press.
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Abstract 

We investigated the differential effects of self-explaining a 
refutational text, compared to thinking aloud or rereading. 
Undergraduate students (n = 105) read a refutational text 
about natural selection and were asked to either self-explain, 
think-aloud, or re-read the text. Then they completed a 
posttest that assessed general knowledge of natural selection. 
Students who self-explained the refutational text subsequently 
outperformed their peers on a test of their knowledge of 
natural selection. Additionally, the results suggest that both 
instructional and performance differences were significantly 
linked to the degree of causal cohesion present within 
students’ natural language responses to the text (i.e., self-
explanations and think-alouds). 

Keywords: comprehension; conceptual change; 
computational linguistics; cohesion; self-explanation; 
strategies 

Introduction 
Misconceptions emerge from our attempts to understand the 
world around us (Guzzetti et al., 1993). As a result, they 
tend to be relatively intuitive and relate to our prior 
(accurate) knowledge reasonably well. Not surprisingly 
then, these misconceptions can be difficult to recognize and 
extremely resistant to change (van den Broek & Kendeou, 
2008). Importantly, misconceptions cause interference when 
we attempt to learn new and related information (Feltovich, 
Couson, & Spiro, 2001), which can pose serious problems 
in our academic and everyday lives. Hence, researchers 
investigate processes involved in resolving misconceptions 
(conceptual change) and means to promote conceptual 
change most effectively (Vosniadou, 2003).  

One method proposed to enhance conceptual change is 
through the development of specific types of educational 
texts. In particular, refutational texts are commonly 
employed in classroom and laboratory settings because they 
encourage students to alter their beliefs about concepts by: 
(a) explicitly defining common misconceptions of a given 
topic, (b) stating the inaccuracies in these beliefs, and (c) 
following these statements with correct explanations of the 
topic (Dole, 2000; Guzzetti et al., 1993). According to the 
co-activation hypothesis, refutational texts are effective 
because they promote the simultaneous activation of the 
correct information in the text and the incorrect information 

held by the reader (Kendeou & van den Broek, 2007; van 
den Broek & Kendeou, 2008). The co-activation of both 
correct and incorrect information presumably increases the 
likelihood that readers recognize inaccuracies in their 
understandings and work to revise their misconceptions. 

Support for the co-activation hypothesis primarily stems 
from research investigating the cognitive processes that take 
place while reading refutational texts (Kendeou, Muis, & 
Fulton, 2011; Kendeou & van den Broek, 2007; McCrudden 
& Kendeou, 2014; van den Broek & Kendeou, 2008). Prior 
studies, for instance, have demonstrated that readers allocate 
more time to target sentences within refutational texts as 
opposed to control versions of these texts. Additionally, 
students who read refutational texts generate think-aloud 
statements that are more indicative of conceptual change 
strategies (Kendeou & van den Broek, 2007; Kendeou et al., 
2011; van den Broek & Kendeou, 2008).  

Despite these online processing differences, research on 
the efficacy of these specialized texts to promote conceptual 
change has been mixed. Although some research has shown 
positive effects of these texts on retention of science 
knowledge and inference-level performance (Ariasi & 
Mason, 2011; Diakidoy, Kendeou, & Ioannides, 2003; 
Mason & Gava, 2007), other studies have reported null 
results (Kendeou et al., 2011; Kendou & van den Broek, 
2007; Palmer, 2003). These mixed findings indicate that 
conceptual change from refutational texts is not a simple or 
straightforward process. Rather, this learning process likely 
depends on a number of other factors, and in particular, the 
cognitive processes in which readers engage while reading.  

Text Comprehension Processes 
Comprehension of texts is a complex activity that involves 
knowledge of the language and the domain, as well as 
interactions among lower and higher-order skills used to 
process this knowledge. Not surprisingly, then, individuals 
vary a great deal in the cognitive processes that they employ 
during comprehension (McNamara, Jacovina, & Allen, in 
press; McNamara & Magliano, 2009). One explanation for 
inconsistent results regarding the effects of refutational texts 
is that, despite reading the same text, students may engage 
in vastly different processes depending on the particular 
circumstances (instructions, goals, prior knowledge, etc.).  
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Deep comprehension relies on a reader’s ability to 
activate prior knowledge and make connections among this 
prior knowledge and information in a text (McNamara & 
Magliano, 2009). The result of these processes is the mental 
representation. Readers develop coherent representations of 
text material to the degree that they establish connections 
using inferences (Oakhill & Yuill, 1996). Thus, the 
generation of inferences is key to successfully 
comprehending text information (McNamara, 2004; 
McNamara & Magliano, 2009).  

Self-explanation is a strategy that has been used to 
promote these coherence-building processes (McNamara, 
2004), which in turn enhances understanding of complex 
concepts (Chi et al., 1989). In particular, self-explanation 
fosters the activation of prior knowledge, the generation of 
inferences, and places a greater focus on causally relevant 
information, rather than perceptually relevant information 
(Chi et al., 1989; Legare & Lombrozo, 2014; Walker et al., 
2014). Causal information focuses on mechanistic relations 
between people or objects (e.g., X caused Y to happen), 
whereas perceptual information refers to the characteristics 
of those people or objects (e.g., their color or shape).  

Our principal claim is that conceptual change may not 
rely solely on the type of texts presented to students, but 
also (and more importantly) on the comprehension 
processes that students employ while reading these texts. In 
particular, we suggest that refutational texts will be 
successful to the extent that students generate inferences, 
which will consequently increase the coherence of their text 
representations. Thus, instructing students to self-explain 
will promote coherence-building processes and increase the 
efficacy of refutational texts to promote conceptual change.  

As an initial step, we investigate coherence-building 
processes while students read refutational texts. We do so 
by examining both referential and causal cohesion in 
students’ responses to the text (i.e., self-explanations and 
think-alouds). Referential cohesion emerges from cues such 
as overlap in objects (i.e., nouns) or people, indicating that 
these referents are the same or different across sentences. 
Causal cohesion is signaled by overlapping actions (i.e., 
verbs) and connectives (e.g., because, therefore), which 
serve to explicitly describe connections among events, 
actions, people, and objects.  

Although these cohesion indices are not direct measures 
of coherence (e.g., McNamara et al., 2014), studies have 
shown that cohesion can serve as a proxy for coherence, and 
the cohesion of students’ self-explanations is a strong 
predictor of their ability to comprehend texts (Allen, Snow, 
& McNamara, 2015; Varner et al., 2013). Thus, we predict 
that in comparison to normal reading processes reflected in 
students’ think-alouds, instructing students to self-explain 
text will lead them to place a greater emphasis on causal 
relationships, which will increase the degree to which their 
text responses are causally cohesive. Additionally, we 
predict that these cohesion differences will relate to their 
performance on a posttest knowledge measure.  

Current Study 
In the current study, we examine whether instructing 
individuals to self-explain a refutational text will 
differentially affect their understanding of natural selection 
in comparison to thinking-aloud or rereading. We also 
examine the extent to which these differences manifest in 
the cohesion of students’ verbal responses while reading the 
text. Our research questions are listed below: 

 

1) Does self-explanation of a refutational text enhance 
comprehension of natural selection in comparison to 
thinking-aloud or rereading the text? 
 

2) Does the cohesion of students’ natural language 
responses vary as a function of instructional 
condition (i.e., self-explanation vs. think aloud)? 

 

3) Does the cohesion of students’ natural language 
responses predict post-reading performance on a test 
of natural selection knowledge? 

 

We first hypothesize that students in the experimental 
conditions will vary in the degree to which they are able to 
learn from the refutational text. In particular, we 
hypothesize that students who engage in self-explanation 
will outperform the students who think-aloud or reread on a 
post-reading measure of natural selection knowledge.  

Second, we hypothesize that students instructed to self-
explain the text will significantly differ from students 
instructed to think-aloud in their use of causal cohesion, but 
not in their use of referential cohesion. This hypothesis 
follows from the assumption that self-explanation primarily 
enhances the construction of causal connections between 
events, rather than referential connections among concepts. 
This hypothesis is in line with previous research that has 
shown that self-explanation promotes greater processing of 
causal information (Legare & Lombrozo, 2014; Walker et 
al., 2014) and promotes more coherent mental 
representations of text (Allen et al., 2015; McNamara, 2004; 
McNamara & Magliano, 2009).  

Our third hypothesis relates to the link between the 
cohesion indices and performance on a post-reading test of 
natural selection. We hypothesize that the cohesion indices 
that significantly differentiate the self-explanation and 
think-aloud conditions will also relate to students’ test 
performance. This finding would suggest that the potential 
benefits of self-explanation are related (at least in part) to 
the degree to which self-explanation promotes specific 
cognitive processes during comprehension.  

Method 

Participants 
Participants were 105 introductory psychology students 
from a university located in the southwestern United States 
who participated for course credit. The students were 
predominantly in their first year of college (66.3%); 67.3% 
were male; 53% were Caucasian, 20% were Hispanic, 18% 
were Asian, 9% were African American, and 4% reported 
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other; 18.3% of participants reported that they were second 
language speakers of English. Seven participants were 
excluded from the analyses due to missing data.  

Study Procedure 
Students first completed a brief demographics questionnaire 
and then read a refutational text related to natural selection. 
The text was presented one sentence at a time, with previous 
text remaining on the screen. Students completed a posttest 
that assessed general knowledge of natural selection.  

Students were randomly assigned to one of three 
conditions, which related to the instructions they were given 
for reading the text: self-explanation condition (n=33), 
think-aloud condition (n=35), or reread condition (n=30). 
Students in the self-explanation and think-aloud conditions 
were prompted to generate typed responses on 16 separate 
occasions throughout the text. The students in the self-
explanation condition were asked to explain the information 
in the text that they had just read to themselves, whereas 
students in the think-aloud conditions were told to state 
whatever they were thinking. Students in the reread 
condition did not generate responses while reading. To 
control for time on task, they read the text twice. 

Measures 
Refutational Text The text assigned to students (n=716 
words; 8 paragraphs) was adapted from an excerpt in Steven 
Pinker’s book, How the Mind Works and describes the 
concept of natural selection and refutes intelligent design. In 
particular, it explains how the world can appear to be a 
product of intelligent design, but does not, in reality, have a 
designer. To make this point, the text uses the example of 
how the eye evolved. The text was adapted to be 
refutational, in that it explicitly acknowledged commonly 
held alternative conceptions about a topic (here, natural 
selection) and directly refuted them by providing more 
satisfactory explanations.  
 
Conceptual Inventory of Natural Selection (CINS) 
Natural selection is a topic for which students commonly 
have misconceptions. Thus, in this study, we examined 
students’ understanding of this topic. The CINS is a 20-item 
multiple-choice assessment developed to measure general 
knowledge of natural selection (Anderson, Fisher, & 
Norman, 2002). The CINS was specifically developed to 
capture students’ common misconceptions of natural 
selection. The items address understanding of the five 
factors and three inferences identified by Mayr (1982) as 
important for understanding the logic underlying the theory 
of natural selection. The CINS uses common alternative 
conceptions as distractors. This assessment is considered to 
be a valid and reliable measure of knowledge about natural 
selection (e.g., Nehm & Shonfeld, 2008).  

Text Analyses 
To prepare the students’ natural language responses (i.e., 
their self-explanations or think-alouds) for text analysis, we 

aggregated all of the responses provided by each individual 
student (this aggregation method is discussed in greater 
detail in Varner et al., 2013). Thus, for each student, one 
aggregated response file was created, which contained all of 
the text that they generated while reading. Paragraph breaks 
were added to each of these aggregated files to preserve the 
paragraph structure of the text; thus, each file contained 
eight paragraphs.  

Computational Analysis of Text Cohesion Students’ 
aggregated response files were analyzed using Coh-Metrix 
(McNamara et al., 2014), which calculates linguistic text 
properties, ranging from lower-level word indices to higher-
level indices about coherence and rhetorical language use. 
For the purposes of the current study, we used Coh-Metrix 
to measure referential cohesion and causal cohesion. For 
each of these groups, three indices were selected.  

The referential cohesion indices included: argument 
overlap, stem overlap, and content word overlap. Argument 
overlap refers to the degree to which sentences in the text 
contain overlapping nouns and pronouns. Stem overlap is 
similar to argument overlap, but it matches all words with 
similar stems. Thus, overlapping stems will be counted even 
if one is a noun and the other is an adjective. Finally, 
content word overlap refers to the proportion of explicit 
content words that overlap between two sentences. 
Therefore, this variable helps to control for the varying 
lengths of sentences in a text.  

The causal cohesion indices included: causal ratio, 
explicit verb overlap, and semantic verb overlap. The causal 
ratio is assessed by calculating the ratio of causal verbs to 
causal particles within a text. The causal verb measure is 
based on the frequency of main causal verbs in a text (as 
identified by WordNet; Felbaum, 1998) and the causal 
particle count is based on a pre-defined set of causal 
particles (e.g., because, as a result). This index reflects the 
degree to which students are explicitly explaining causal 
events by expressing the directionality of cause-effect 
relationships. Verb overlap is also calculated with WordNet, 
and measures the degree to which verbs (which have strong 
links to actions, events, and states) are repeated in the text. 
Verb cohesion indicates the degree to which a text makes 
explicit connections among events (rather than objects). 
Semantic verb overlap is calculated using Latent Semantic 
Analysis and refers to the degree to which sentences in a 
text contain verbs that have similar semantic meaning.   

Results 
Statistical analyses were conducted to examine whether 
self-explanation of a refutational text enhanced students’ 
performance on a post-reading measure of natural selection 
knowledge, as well as whether the cohesion of their typed 
responses played a role in this effect.  
 
CINS Performance As predicted, students in the self-
explanation condition (M=51.36%, SD=20.13%) 
significantly outperformed students in both the think-aloud 
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(M=41.43%, SD=15.93%), and reread (M=41.50%, 
SD=20.09%) conditions, F(1,95)=43.17, p<.001 (see Figure 
1). Hence, self-explanation enhanced students’ knowledge 
of natural selection in comparison to thinking aloud or 
rereading the text.  
 
Figure 1: Conceptual Inventory of Natural Selection Scores 

as a Function of Condition 
 

 
 

Table 1: Descriptive Statistics [(Means and (SD)] for 
Referential and Causal Cohesion  

 
Index Self-

Explanation 
Think-
Aloud 

Referential Cohesion   
   Argument overlap 0.31 (0.13) 0.26 (0.18) 
   Stem overlap 0.03 (0.17) 0.02 (0.02) 
   Content word overlap 0.06 (0.02) 0.06 (0.03) 
Causal Cohesion   
   Causal ratio 1.00 (0.53) 0.69 (0.40) 
   Explicit verb overlap 0.58 (0.09) 0.48 (0.11) 
   Semantic verb overlap 0.13 (0.03) 0.10 (0.04) 

 
Cohesion Indices Our second research question regarded 
whether students in the self-explanation and think-aloud 
conditions differed in their use of referential and causal 
cohesion within their verbal responses. A MANOVA 
analysis was first conducted to investigate whether 
referential cohesion differed for students in the two 
conditions (see Table 1 for descriptive statistics). This 
analysis yielded a non-significant multivariate model, 
F(3,64)=2.21, p=.10, with none of the indices 
demonstrating significant effects. A similar MANOVA 
analysis was conducted to examine whether causal cohesion 
differed for the two conditions. This analysis yielded a 
significant model, F(3,64)=10.10, p<.001, with all of the 
indices demonstrating significant effects: causal ratio 
F(1,66)=7.58, p<.01, explicit verb overlap F(1,66)=16.65, 
p<.01, and semantic verb overlap F(1,66)=11.25, p=.001. 

A follow-up Discriminant Function Analysis (DFA) was 
next calculated to investigate whether the three significant 
causal indices (i.e., causal ratio, explicit verb overlap, 
semantic verb overlap) accurately classified the students 
according to whether they were asked to self-explain (SE) or 

think-aloud (TA). A DFA model was first developed for the 
entire set of students and this model was then used to 
predict group membership of the students using leave-one-
out-cross-validation (LOOCV) in order to ensure that the 
model was stable across the dataset. 

The stepwise DFA retained all three variables related to 
causality. The results revealed that the DFA using these two 
indices correctly allocated 50 of the 68 students in the total 
set, χ2 (df=3, n=68)=25.00 p<.001, for an accuracy of 
73.5% (chance level for this analysis is 50%). The reported 
Cohen’s Kappa was .473, indicating a moderate agreement. 
For the LOOCV analysis, the DFA allocated 47 of the 68 
students for an accuracy of 69.1% (see the confusion matrix 
reported in Table 2). The results of these analyses confirm 
our second hypothesis and indicate that students in the self-
explanation condition generated text responses that were 
more causally cohesive, but exhibited no differences in 
terms of referential cohesion.  

 
Table 2: Confusion Matrix for DFA classifying Task 

Instructions 
 

  SE TA 
Whole Set SE 25 8 

 TA 10 25 
    
    
  SE TA 

LOOCV SE 23 10 
 TA 11 24 

 
Performance Differences Related to Causal Cohesion We 
last examined the degree to which the indices of causal 
cohesion that significantly differed according to 
experimental condition also related to students’ performance 
on the CINS test. Pearson correlations were calculated 
between these causal cohesion indices and students’ scores 
on the CINS. This analysis revealed that one of the three 
causal cohesion indices was significantly correlated with 
scores: explicit verb overlap (r=.36, p< .01).  

A final DFA analysis was calculated to investigate 
whether this measure of verb overlap accurately classified 
the students according to their CINS performance group. A 
median split was calculated on students’ CINS scores to 
produce two groups: Low Score (M=6.26, SD=1.25) and 
High Score (M=12.42, SD=2.69). The results of the DFA 
revealed that the model correctly allocated 50 of the 68 
students in the total set, χ2 (df=1,n=68)=15.832 p< .001, for 
an accuracy of 73.5% (the chance level for this analysis is 
50%). The reported Cohen’s Kappa was .471, indicating a 
moderate agreement. For the LOOCV analysis, the DFA 
also allocated 50 of the 68 students for an accuracy of 
73.5% (see the confusion matrix reported in Table 3). These 
results partially confirm our final hypothesis that the degree 
of causal cohesion in students’ text responses was related to 
their performance on the CINS test. Specifically, students 
with higher verb overlap in their responses also had higher 

81



scores on the CINS test. This suggests that the benefits of 
self-explanation may be attributable (at least in part) to its 
promotion of text processes that emphasize developing 
connections among actions and events.  

 
Table 3: Confusion Matrix for DFA classifying CINS 

Performance 
 

  Low Score High Score 
Whole Set Low Score 25 10 

 High Score 8 25 
    
    
  Low Score High Score 

LOOCV Low Score 25 10 
 High Score 8 25 

Discussion 
In the current study, we investigated the differential effects 
of self-explaining a refutational text, over thinking aloud or 
rereading. Students who self-explained the refutational text 
subsequently outperformed their peers on a test of natural 
selection knowledge. Additionally, both instructional and 
performance differences were significantly linked to the 
degree of causal cohesion present within students’ natural 
language responses to the text. 

We interpret these results to indicate that self-explanation 
promotes specific coherence-building processes that are 
more conducive to conceptual change than other processes. 
All students in this study were randomly assigned to an 
experimental condition and were exposed to the same 
refutational text. The only manipulation in the study was 
whether students were asked to explain the information in 
the text to themselves, state what they were thinking at the 
moment, or read the text twice. However, despite this 
relatively minor manipulation, students in the self-
explanation condition significantly outperformed their peers 
on a test of general natural selection knowledge. 
Importantly, the CINS did not simply measure students’ 
comprehension of the specific text context (i.e., it was a 
general measure of natural selection knowledge). Thus, self-
explanation of this refutational text enhanced students’ 
understanding of natural selection more broadly, perhaps by 
changing their prior misconceptions about the topic.  

Beyond these performance differences, the results from 
the current study also provide more fine-grained information 
about the online cognitive processes underlying these 
conditional differences. In this study, we demonstrated that 
causal cohesion was a significant predictor of students’ 
experimental condition as well as their performance on the 
CINS test. These results indicate that instructing students to 
self-explain the information in the text led them to engage in 
more causal and coherence-building text processing, which 
ultimately impacted their performance on the CINS test. 
Importantly, these results suggest that simply generating 
responses while reading will not necessarily promote 
increased understanding of the text. Rather, students need to 

be given explicit instructions on how to engage with the text 
in order to benefit from this generation process. 

The results from the current study are important because 
they indicate that self-explanation can promote beneficial 
comprehension processes that can help to increase students’ 
comprehension of complex science concepts. In particular, 
this study suggests that students may not be able to resolve 
deep misconceptions by simply reading specific types of 
texts (as predicted by the co-activation hypothesis). Rather, 
they likely need to be provided explicit instructions that 
encourage the generation of inferences and other coherence-
building processes while they read refutational texts. 
Previous research indicates that self-explanation can 
enhance students’ understanding of complex concepts (e.g., 
Chi et al., 1989; McNamara, 2004). However, and 
somewhat interestingly, there are no previous studies to our 
knowledge that directly compare self-explanation to think-
aloud. Hence, this study furthers our understanding of how 
self-explanation relates to other comprehension processes 
(i.e., thinking-aloud and rereading), as well as in examining 
the associated online processes at a more fine-grained level.  

This study is, of course, only a first step in answering our 
questions. First, additional studies will be necessary to 
examine conceptual change more directly by including 
knowledge assessments both before and after reading the 
text. In the current study, we did not use a pretest-posttest 
design and, consequently, we are unable to make inferences 
about conceptual change at the level of individual student. 
Second, further research is needed to examine the generality 
of these effects across different types of texts and different 
types of misconceptions.  

A final avenue for future research relates to the efficacy 
of self-explanation in enhancing conceptual change, and 
whether these effects depend on differences in students’ 
abilities, such as prior knowledge or reading ability. 
Although we see here that self-explanation led to more 
effective comprehension processes, previous research 
suggests that some students struggle to generate coherent 
self-explanations (McNamara, 2004). We expect that such 
students would need training to use comprehension 
strategies in conjunction with self-explanation (McNamara, 
2004; Jackson & McNamara, 2013).  

Overall, the results of this study are promising and point 
to the efficacy of self-explanation to promote conceptual 
change. By using a multi-method approach, combining 
behavioral methods with computational linguistics, this 
study also contributes to a better understanding of why self-
explanation enhances learning, and potentially increases 
conceptual change. Misconceptions can pose large 
impediments to comprehension and learning. Hence, better 
understanding the conceptual change process, and 
developing methods to promote conceptual change are 
crucial areas of research.  
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Abstract

Many social judgments hinge on assigning responsibility to in-
dividuals for their role in a group’s success or failure. Often the
group’s success depends on every team member acting in a ra-
tional way. When someone does not conform to what others
expect of them, cooperation breaks down. We present a com-
putational model of responsibility judgments for individuals
in a cooperative setting. We test the model in two behavioral
experiments where participants were asked to evaluate agents
acting in a cooperative, one-shot game. In Experiment 1, we
show that participants’ action predictions are consistent with a
recursive reasoning model. In Experiment 2, we show that peo-
ple’s assignments of blame are influenced by both an agent’s
presumed rationality, or adherence to an expected policy, as
well as the pivotality of the agent’s actions, or how close the
situation was to one in which the action would have made a
difference to the outcome.
Keywords: responsibility attribution; theory of mind; recur-
sive reasoning; multi-agent coordination.

Introduction
Imagine that you are a fisherman living in a remote village in
the Amazonian rainforest. Your village survives by trading
fish with neighboring groups who visit each day, and then
distributing the profit amongst all villagers. One morning,
you wake up to find out that the only road into your village
is blocked by three trees that fell during an overnight storm.
Someone needs to clear the road or else your village will be
unable to trade today. You know most of the fishermen are
stronger than you, and certainly strong enough to move the
trees without your help before traders arrive. Since it is in
everyone’s best interest to clear the road, you assume that
the stronger fishermen will clear the road, and you head out
early to fish. When you come back with the day’s catch, you
discover that the road is still blocked. Everyone went fishing
and assumed that someone else would clear the trees. Who’s
to blame?

Assigning responsibility when a team’s efforts go right or
wrong is an essential element of social life. Our goal in this
paper is to propose and test a new computational model for
these responsibility judgments in a cooperative setting. Pre-
vious psychological accounts of credit and blame (Lagnado,
Gerstenberg, & Zultan, 2013; Gerstenberg, Ullman, Kleiman-
Weiner, Lagnado, & Tenenbaum, 2014; Spellman, 1997) have
identified two broad factors as important in evaluating agents
and their actions. The first are person-centric (Gerstenberg
et al., 2014), based on expectations about how people are
likely to act, or norms of how they should act in a given set-
ting. Someone is blamed more to the extent that they failed to
act the way they were expected to. This motivates a consid-
eration of rationality as capturing an agent’s ability to plan
according to an appropriate norm (Johnson & Rips, 2015).
The second are action-centric judgments (Spellman, 1997),

Figure 1: Set-up of three fishermen in a fishing village with a
road blocked by three trees.

based on retrospective evaluations of how much an action
contributed to a good or bad outcome. A specific action re-
ceives more blame to the extent that it made a negative differ-
ence to the team’s outcome.

Our work is in part inspired by Lagnado et al. (2013), who
proposed a specific model for these two factors in the con-
text of team actions with all-or-nothing reward, i.e., the team
either succeeds or fails. They captured action-centric respon-
sibility with a counterfactual measure they called “pivotal-
ity”, and person-centric responsibility with a measure they
called “criticality”. We find that in extending this approach
to cooperative action with graded potential rewards, where
the team can succeed to a greater or lesser extent, both of
these notions have to be generalized. Pivotality is relatively
straightforward; in the example above, only the strong fish-
ermen were pivotal, because only if they had chosen to clear
the road would the outcome have been different. The most
interesting new contribution of our work is in assessing the
person-centric aspect of responsibility. We find that rational-
ity, or the assumption that your teammates will do what you
expect them to do, influences people’s responsibility judg-
ments.

Intuitively, rationality is a key component of blame attribu-
tion for many everyday cooperative tasks. If you are distribut-
ing bonuses to employees at an investment firm, you may not
want to give as much money to a broker whose strange de-
cisions cost the company revenue. A coach who made a bad
call instructing the quarterback to pass the football instead of
running it up the field might be blamed more for the team’s
failure than the receiver who didn’t catch the ball. To illus-
trate the importance of rationality in our fishermen example,
imagine once again you see three trees blocking the road. In
this life, you are strong, so you could either go clear all three
trees, or collect three fish sacks. Your two friends Arnold and
Bob, however, are weaker. Bob can either clear one tree from
the road, or collect one fish sack, while Arnold can clear two
trees, or collect two fish sacks (see Figure 1). Because you
know that neither of your friends is strong enough to clear the
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road themselves, you choose to go clear the trees and expect
your friends will go fishing. However, when you get to the
road you find that Arnold is also there, and it’s too late now
for him to go fishing. The road is cleared at the end of the
day, but your village ended up trading only one fish sack (that
Bob collected). Arnold’s choice didn’t cause the group to
fail, but it nevertheless turned out to have been a bad choice.
What matters here is not just the pivotality of each action in
hindsight, but also each agent’s rationality at the stage when
the actions were planned. If Arnold had reasoned similarly
to you, he would have realized that you would clear the trees,
and therefore he would have gone fishing. It was therefore
his inability to predict the actions of the other agents in the
group and plan accordingly which led to the group receiving
less than the ideal outcome.

The remainder of the paper is organized as follows. We
first develop and experimentally verify a model of how agents
in this coordinative, one-shot game should act under various
configurations of fishermens’ strengths and number of trees.
We then show that both person-centric rationality and action-
centric pivotality are important aspects of blame attribution
when the fishermen are not able to achieve their optimal out-
come. Finally we suggest follow-up experiments to test the
sensitivity of human judges to optimality, as well as investi-
gations of credit attribution and how judgments change over
time when there are repeated interactions between fishermen.

Computational Models
We use the experimental paradigm outlined in the introduc-
tion and consider three fishermen (A, B and C) living in
the village. They live far away from each other, each near
a pond in which they can fish. There is also a road en-
tering the village which is blocked by either one, two or
three fallen trees (referred to as T = 1,2,3). The fishermen
each have an associated strength (between one and three, re-
ferred to as S(A), S(B) and S(C)) which corresponds to how
many sacks of fish they can obtain from one day of fishing,
or the number of trees they can clear from the road. The
scenario from Figure 1 would therefore be represented as
T = 3,S(A) = 2,S(B) = 1,S(C) = 3. At the end of the day,
if the road has been cleared, the fishermen equally distribute
the money earned from the fish sacks they have collected. If
the road is not cleared, they receive nothing.

We first develop two possible models of rational action se-
lection for a fisherman in this paradigm. After discussing the
models of rational action, we consider two models of pivotal-
ity, and suggest that blame judgments are related to violations
of expectations as well as pivotality considerations.

Model of action
In a purely cooperative coordination game, individuals should
attempt to find an optimal strategy to maximize the expected
reward of the group (Schelling, 1980). If there is only one
way for the group to succeed, and you know all group mem-
bers are rational, you can choose your action without worry-
ing about what the others will do. However, when there is

more than one way for the group to get the optimal reward,
and these have conflicting strategies for each agent, the choice
is less clear.

Recursive reasoning with soft-max We model the uncer-
tainty in this decision making process by considering rational
agents who each try to best respond to their companions at a
level k depth of reasoning (Yoshida, Dolan, & Friston, 2008).
We can then define the probability of a fisherman i taking ac-
tion ai at a depth of reasoning k according to a soft-max on his
expected reward for action ai. This involves two steps: first
calculating the probabilities for the actions of the other agents
at a level k−1, and then choosing a response that maximizes
your own expected reward under these probabilities:

pk(ai) =
exp(βr̂k[ai])

∑
ai∈actions

exp(βr̂k[ai])
(1)

r̂k[ai] = E−ik−1 [R|ai] (2)

pk(ai) is the probability, at level k, that fisherman i should
take action ai. R is the reward table describing the number of
fish sacks sold by the fishermen under each combination of
actions. R|ai is then the subset of rewards where fisherman i
took action ai. r̂k[ai] is the expected reward at level k of ac-
tion ai, calculated using pk−1[a−i]. Finally, β is a rationality
parameter describing how likely the agent is to choose a ran-
dom action (with β = 0 being completely random, and β>> 1
corresponding to always choosing the action which gives the
maximal expected reward).

Alternative uniform choice over optimal strategies A
reasonable alternative model might be to consider agents who
choose an action uniformly from those which might lead to
an optimal reward. In the case T = 3, S(A) = S(B) = 1, and
S(C) = 2, this model would predict a 50% likelihood for fish-
erman A to clear the trees and a 100% likelihood for fisher-
man C to clear the trees. Here, there are two sets of actions
leading to optimal reward: fisherman A fishes while B and C
clear the road, or fisherman A and C clear the road while B
fishes. In both situations, fisherman C must clear the road,
and so his action is clear. However, for fisherman A, there
is one scenario in which he should fish, and one in which
he should clear the trees, so this model predicts that he will
choose either action with 50% likelihood.

Model of blame
Now that we have a model for how agents should choose an
optimal action in a given scenario, we define the “rationality”
aspect of blame as an expectation violation. Mathematically,
this is 1 - p(ai), one minus the rational-action probability of
the action ai that the agent took (fishing, or clearing the road).
When it was perfectly clear what action an agent should have
chosen (p(a f ish) = 1 for example), then the agent should re-
ceive full blame if he cleared the road, and 0 blame if he went
fishing. However, this model completely lacks any consider-
ation of the other agents’ actions. In hindsight, perhaps one
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of the fishermen made the wrong choice but it didn’t matter,
because another fisherman also made a bad choice. However,
if the other fishermen made the right choices, and only one
did not (and he cost the group a lot!) then he may be seen
as more to blame. For example, consider the case of T = 2,
S(A) = S(B) = 1 and S(C) = 3. Imagine first that fisherman
C goes fishing, and fisherman B goes to clear the trees. We
may blame fisherman A more for fishing than we would have
if fisherman B had also gone fishing. This is captured by the
pivotality measure discussed briefly in the introduction. The
pivotality of a person’s action for a specific outcome in a sit-
uation is defined as:

Pivotality =
1

N +1
(3)

where N is the minimum number of other agents whose ac-
tions need to be changed to make the reward outcome coun-
terfactually dependent on the fisherman in question. In cases
where the fisherman made the right choice, but his colleagues
failed to do so, pivotality would be 0. A fisherman’s pivotal-
ity would be 1 if he needed to act differently for the group to
receive a reward.

In our scenario, there are discrete rewards, rather than
merely binary as in Lagnado et al. (2013). We therefore
looked at two modifications to this structural pivotality mea-
sure: a distance to the closest optimal strategy, or a distance
to the closest strategy where any reward was received.

Distance to optimal Pivotality is measured as the distance
to the closest optimal strategy.

Pivotalityoptimal =
1

Noptimal +1
(4)

Consider the case where T = 3, S(A) = 2, S(B) = 1, and
S(C) = 3. This configuration has two strategies leading to
maximum reward: either both fisherman A and fisherman B
clear the trees while fisherman C fishes, or fisherman C clears
the trees while fishermen A and B both fish. Now consider the
scenario when only fisherman A went to clear the trees, while
both fishermen B and C fished. In this case, the closest opti-
mal strategy is the one in which fisherman B changes his ac-
tion to clear the trees. Therefore, the pivotality for fisherman
A is 0 (in the closest optimal world, he should have done what
he did), while the pivotality for fisherman B is 1, and for fish-
erman C is 0 (like A, his action in the closest optimal world is
the same as his actual action). If fisherman C had also chosen
to clear the trees, then the new closest optimal strategy would
be when fisherman A’s action is switched, leading to pivotal-
ity scores of 1 for fisherman A, 0 for fisherman B, and 0 for
fisherman C.

Distance to any reward In this version of pivotality, in-
stead of considering the closest optimal strategy, we consider
any strategy in which the agents would have received some
reward.

Pivotalityany =
1

Nany +1
(5)

(a) Experiment 1. Participants were asked to judge fisherman A’s
best action.

(b) Experiment 2. Example image for blame attribution. Underneath
the image is the textual representation of this scenario.

Figure 2: Example images from the two experiments.

Consider the scenarios laid out above for optimal pivotality
(for T = 3, S(A) = 2, S(B) = 1, and S(C) = 3). In the first
case where fisherman A clears the trees, fisherman A would
still have pivotality 0, but both fishermen B and C would have
pivotality 1 (because either of them could have acted to ob-
tain reward). In the second case where fishermen A and B
clear the trees, everyone would have pivotality 0 because they
received a nonzero reward (and therefore their policy was sat-
isfactory). This model effectively downweights the blame for
agents in any situation where they received reward, and heav-
ily penalizes stronger agents in cases where a weaker agent
(or combination of weaker agents) should have gone to clear
the trees (like the T = 2, S(A) = 1, S(B) = 1, S(C) = 3 case,
where fisherman C could have cleared the trees to obtain a
suboptimal reward).

We will discuss four models of blame attribution which
differ in terms of what aspects they consider: rationality
alone, optimal reward pivotality alone, any reward pivotality
alone, and a linear mixture of rationality and optimal pivotal-
ity given by a weight w.

Experiments
In the first experiment, we asked participants to judge which
action fisherman A should take on a sliding scale from “Def-
initely fish” to “Definitely clear road” (see Figure 2a). They
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(a) The soft-max recursive rea-
soning model (k = 2, β = 1.5).
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(b) Uniform action selection
from optimal strategies.

Figure 3: The two models of action selection for Experi-
ment 1.

were given a tutorial explaining the fishermen’s situation
(similar to the introduction of this paper), and asked to an-
swer some comprehension checking questions. We generated
different situations by considering all unique permutations of
1-3 trees and three fishermen with strengths 1-3, leading to 54
different scenarios. Participants were then shown a randomly
selected subset of 27 of these. 50 participants were recruited
through Amazon Mechanical Turk, giving 25 judgments for
each trial.

In the second experiment, we asked participants to judge
how much each fisherman was to blame for the group’s failure
to get the best possible outcome (see Figure 2b). The actions
of the fishermen were represented as arrows either towards
their pond, or towards the trees on the road. Participants were
additionally shown the number of fish sacks which the fish-
ermen actually collected, as well as the best possible number
they could have collected, next to the image. The blame for
each fisherman was assessed on a sliding scale from “Not at
all” to “Very much”. Participants were additionally required
to go through an introductory tutorial, answer comprehension
testing questions, and give optimal strategies for 7 example
scenarios (of which they needed to answer 6 correctly to con-
tinue).

Since there are many possible combinations of strengths,
trees, and choices, we selected only a subset of trials falling
into 4 distinct categories. The first category consisted of those
trials where all agents chose to go fishing. These were cho-
sen by ordering trials according to participants’ average judg-
ments from Experiment 1, and then selecting every fifth el-
ement of the resulting ordered list, leading to 10 such trials
(Figures 6a, 6d, 6e and 6j). The second category consists of
12 scenarios in which at least one fisherman went to clear the
trees, but the fishermen failed to collect any reward, and this
was due to their collective failure to clear the fallen trees (see
Figures 6f and 6h). For comparison, we also included 8 cases
where no fishermen cleared the trees.

The third category includes 15 cases in which the amount
of reward received was non-zero, but sub-optimal, and it was
not clearly one agent’s fault (because there were multiple best
responses, like in Figures 6b and 6c). Finally, the fourth cate-
gory also consisted of 18 cases with sub-optimal reward out-
comes, where the action of one agent in the group was more
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Figure 4: Four models of blame attribution across all 140 fish-
ermen scenarios
clearly incorrect. This category also included intriguing cases
such as those where everyone made the incorrect choice, but
some reward was still received (like in Figure 6k).

During the experiment, participants were shown 21 out of
the 63 total trials. We recruited 60 participants through Ama-
zon Mechanical Turk to participate in this study, leading to
20 judgments per trial.

Results
We first used the data collected in Experiment 1 to determine
which model of action selection best predicts participants’
judgments. In order to account for individual subjects in-
terpreting the slider’s values differently, we z-scored within
subjects before averaging and comparing to the model pre-
dictions.

As seen in Figure 3, both models fit the participant data
well with respect to the correlation coefficient. However,
the uniform action selection over optimal policies model has
some large outliers. These outliers correspond to situations
such as T=3, S(A)=3, S(B)=1 and S(C)=2, where there are
two optimal policies, but one of these requires less coordina-
tion by the fishermen to clear the trees. In this case, the uni-
form optimal policy model would say that fisherman A should
clear the trees only 50% of the time. However, the recursive
reasoning model suggests that he should clear the trees 93%
of the time under the fitted parameters. Participants state that
fisherman A should clear the trees 82% of the time. The dif-
ference between the predictions of these models results from
the importance of reasoning about other agents when cooper-
ation is key. Fitting the recursive rationality model to the z-
scored participant data using a least-squares regression yields
a value for k of 2 and β of 1.5.

As the main contribution of this work, we assess the impor-
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Figure 5: Four models of blame attribution across those cases
where no reward was received.

tance of rationality and pivotality for blame attribution when
the fishermen do not collect the optimal reward. There are
63 separate scenarios where all fishermen are judged by a
participant for a given trial. In total this yields 140 unique
judgments of fishermen, for which we have 20 data points
each. As in Experiment 1, we z-scored the data on the level
of individual participants before averaging their judgments.
All model fits were done using a coarse-grained search for
k, β and w where appropriate minimizing the residuals from
a linear regression between the z-scored human data and the
model predictions.

Scatter plots of model predictions and participants’ aver-
age judgments for four versions of the model are shown in
Figure 4. The rationality model has two fitted parameters: k
and β. With k = 2 and β = 1.9, the best-fitting parameters for
this model are similar to the values found for Experiment 1,
and consistent with the rationality + optimal pivotality model
as well. Neither the optimal pivotality model nor the any re-
ward pivotality model have any fitted parameters, and fit the
data significantly worse than the mixture model. The mix-
ture model has an additional fitted parameter w which corre-
sponds to a linear weighting between rationality and pivotal-
ity (blame = w× rationality+(1−w)×pivotality). The best
fit is w=0.60 using the optimal pivotality measure, suggesting
an almost equal contribution of rationality and pivotality for
blame attribution. Replacing the “optimal pivotality” with the
“any pivotality” yields a worse fit.

In order to determine more precisely what the pivotality
and rationality models individually capture, we looked at sev-
eral representative cases in Figure 6, comparing human judg-
ments to the rationality only, and rationality mixture model
(which were the only models to give graded responses across

the scenarios). The mixture model better accounts for scenar-
ios in which at least one fishermen went to clear the road, such
as those shown in Figure 6f and Figure 6h (see Figure 5 for
fit). Additionally, in highly unusual cases where all the fish-
ermen made bad decisions (such as that shown in Figure 6j),
participants are clearly sensitive to the optimal reward out-
come rather than a suboptimal but fairly good reward. How-
ever, both of the models overpredict how much blame fish-
erman C will receive in Figure 6i. This is likely due to par-
ticipant’s sensitivity to fisherman C being responsible for any
reward being received, which is common across other similar
cases. In this instance, although the pivotality for fisherman
C is 0, the rationality model predicts that fisherman C should
have gone fishing, because he could have reasonably assumed
one of his companions would have cleared the road. There-
fore, the “right” decision for receiving reward was actually
less rational. For many of these scenarios, the “any reward”
pivotality measure is a much better indicator of human blame
judgments, although when considering all cases, it still per-
forms significantly worse than the optimal reward pivotality
measure.

Examining the cases where the fishermen received nothing
due to their inability to coordinate clearing the road yields fur-
ther insights into the importance of pivotality (Figure 5). Un-
der this set of examples, the “any reward” pivotality model’s
correlation jumps from 0.39 (when we considered all trials)
up to 0.70 across only these cases. This relatively high cor-
relation is driven by the endpoints (where fishermen received
either full or no blame). However, combined with the analy-
sis of individual scenarios, it seems that participants are more
sensitive to decisions which would change the reward out-
come to 0 or from 0 rather than some suboptimal but nonzero
outcome. In these trials, the difference between the “rational-
ity only” model and the mixture model also becomes statisti-
cally significant, demonstrating the heightened importance of
pivotality for these cases.

Discussion
Overall, participants find both person-centered aspects (in the
form of rationality based on an expected action), as well as
action-centered aspects (optimal pivotality) to be important
when assessing the blame of agents in a coordinative game.
Unlike previous experiments in responsibility attribution, this
paradigm critically incorporates an agent’s ability to plan an
appropriate action as important for assigning blame. Because
the fishermen aren’t able to communicate with each other,
their planning has to rely on their intuitive theory of how oth-
ers are going to act in the given situation. Our results suggest
that people assume the norm is for each fisherman to reason
in the same way - namely as a recursive model in which each
fisherman tries to model what actions the others will take.

These observations suggest several different directions for
future work. First, we will look at credit attribution when the
fishermen are able to split their work between tree clearing
and fishing, keeping half of the fish they catch for themselves

88



Figure 6: Mean blame judgments (white bars) and model predictions (gray bars) for a selection of different trials. Error bars
indicate ±1 SEM. Note: Str = Strength of each fisherman; Dec = Decision to go fishing or clear the trees; ideal = ideal reward;
actual = actual reward.

(for example). Second, we will investigate settings in which
some of the agents may have negative intentions, or responsi-
bility attribution from the perspective of an agent with differ-
ent goals from the group (like feeding a very large family).We
will incorporate the insights gained from these experiments
with work on inverse planning for determining agent’s goals
and intentions (Baker, Saxe, & Tenenbaum, 2009; Ullman et
al., 2010), to capture the “person-centric” aspect of responsi-
bility attribution.

In future experiments, we will also look at a wider range
of strengths and trees. Consider the case of T = 1, S(A) = 90,
S(B) = S(C) = 1. Here, the difference between suboptimal
and optimal reward is more extreme than any of the cases
we presented and therefore we may expect a larger range of
responses.

Finally, we will extend the current scenario to consider re-
peated interactions between the same fishermen. Repeated
interactions help to establish norms that can guide future ac-
tion selection (like where the fishermen have settled on a so-
lution with one of two similarly strong fishermen being the
tree-cutter).
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Abstract

We study the projection of cognitive representations into
continuous motor (reaching) responses with a computa-
tional model that unifies three influential approaches: ac-
cumulation of evidence, statistical inference, and optimal
feedback control. We modeled a number comparison task
that asked participants to respond with a reaching ges-
ture which of two side had more dots. The model suc-
cessfully reproduced subjects’ pattern of reach and per-
formance across varying difficulties of numerical compari-
son. Our model parameterized several potentially relevant
cognitive variables, including a threshold, memory decay,
and mental sampling rate. Remarkably, a threshold for
movement was not needed for modeling human behavior
when statistical inference is combined with optimal mo-
tor planning. Overall, the model indicates that the motor-
system positions the effectors optimally, both biomechan-
ically through an optimal feedback controller, and cogni-
tively by means of continuous statistical inference on the
available evidence.
Keywords: Number Cognition; Threshold; Bayesian; Op-
timality; Continuous Responses

Introduction
Movement carries rich information about internal cogni-
tive states (Song & Nakayama, 2009). Imagine a profes-
sional musician, with their movements and postures. The
external motor signals that you observe are indicative of
mental states and processes like feelings, moods, compe-
tence, and anxiousness. More quantitatively, recent re-
search has been able to measure ongoing cognitive pro-
cesses with continuous motor responses, mostly through
reaching paradigms (e.g. Santens, Goossens, & Verguts,
2011).

One lingering question, though, is how motor struc-
tures integrate cognitive information into their plans.
Here we present a computational model that uses devel-
oping cognitive states to update concurrent motor com-
mands. Specifically, we model subjects’ trajectories in a
number comparison task (see Fig. 1) in which movements
were modulated by the numerical ratio between the op-
tions while qualitatively maintaining an optimal profile.
i.e. sigmoid positions, inverted u-shaped velocities, and
sinusoidal-like accelerations (Fig. 3, first row). In brief,
the model uses evidence from the approximate number
system (ANS) to statistically infer the relative weighting
of two parallel optimal reaching plans: one to the left and
another to the right target (Fig. 2). It is parametrized
with four cognitive variables, each of which has been in-
dependently proposed in this and other domains: thresh-
old, numerical acuity, sampling rate, and sampling mem-
ory. The model reproduced human patterns in reaching,

including their overall trajectories, performance, reac-
tion time, and changes of mind. Interestingly, thresholds
were not critical for capturing human behavior. Rather,
our results suggest that biomechanically optimal behav-
ior likely employs continuous, online, and immediate sta-
tistical inference, rather than thresholded accumulation
of evidence.

Experiment: methods and results

Methods

22 right handed participants (13 female; Mean age: 20.5
yrs, SD: 2.2 yrs) completed 420 trials of a number com-
parison task without feedback. They were asked to report
the side with more dots by reaching to large clear targets
on a screen with their index finger (Fig. 1). Recording
was done with a Northern Digital Optotrak 3020, sam-
pling at 200 Hz, and stopped 4 cm from the screen on the
depth coordinate. Time was normalized to 101 points and
only correct trials were considered. Movement started
approximately 29 cm from the screen. Dots stayed on-
screen for 200 ms and subjects were free to respond as
soon as they appeared. Five numerical ratios were used
(0.1, 0.25, 0.5, 0.75 and 0.9) equally distributed among
the 420 trials. For example, a ratio of 0.1 is a trial with
1 dot vs. 10 dots (we used maximum 25 dots). The side
with more dots was counterbalanced. In half of the tri-
als both sides had equal cumulative dot area. Trials were
separated into 4 blocks. Decision reaction time and move-
ment time were defined as shown in (Fig. 1).

Stimulus onset Stimulus offset Lift-off Target hit

200 ms

Decision RT Movement
Time

Figure 1: Task

A general measure of number sensitivity ω (or We-
ber fraction) was computed by fitting average error rate
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across participants to,

1
2

er f c

 |n1 −n2|
ω
p

2
√

n2
1 +n2

2

 (1)

er f c is the complementary error function, n1 and n2 are
the presented numbers (Pica, Lemer, Izard, & Dehaene,
2004).

Results
Average performance was 90%; by numerical ratio:
0.1=99%, SD=0.002; 0.25=99%, SD=0.003; 0.5=98%, SD
=0.010; 0.75=88%, SD =0.057; 0.9=65%, SD=0.065. The
Weber fraction ω for the group was 0.17 (er f c goodness of
fit: R2 = 0.99). Decision reaction times also varied by nu-
merical ratio (F(4, 84) = 6.89, p < 0.001, η2

g=0.091) as well
as movement time (F(4, 84) = 21.50, p < 0.001, η2

g=0.026).
Critically, there was a ratio-based gradient in spatial

positions, as revealed by differences in mean horizon-
tal positions (F(4,84)= 67.22, p<0.001, η2

g=0.14). There
was no effect of side of response (F(1,21)= 0.13, p=0.72,
η2

g=0.003) (contact the first author for more detailed anal-
ysis). This means that subjects produced trajectories
proximal to the midline in trials with close numerical dis-
tance between the dots (e.g. ratio 0.9, green trace in Fig.
3) and more lateral positions in trials with farther nu-
merical distance (e.g. ratio 0.25, black trace in Fig. 3).
Also, note how the overall kinematic profile resembles a
movement that minimizes a cost, such as jerk (Hogan,
1984). (velocity and acceleration do not end in zero be-
cause movement recording stopped 4 cm from the screen).

The model: evidence and controller
The model accumulates evidence, executes statistical in-
ference on the potential target of behavior given the ev-
idence, and positions the motor effector with an optimal
feedback controller. This set up allowed us to explore four
plausible cognitive variables involved in a decision mak-
ing task that requires a number judgment: an evidence
threshold (α), sample rate (λ), sample memory (ζ), and
numerical confidence/acuity (γ).

Evidence
The process of accumulation of evidence contains three
elements: 1) Evidence, 2) Memory, 3) Threshold. First,
evidence is assumed to be produced continuously by the
Approximate Number System (ANS). Specifically, evi-
dence is sampled from the internal representation of the
numerical difference |n1−n2| with a linear number map-
ping and scalar variability (Whalen, Gallistel, & Gelman,
1999),

s(i) ∼ N
(
|n1 −n2|,ω

√
n2

1 +n2
2

)
(2)

We assume that samples s = (s1, s2, s3, ..., si, ..., sn) are
taken every λ ms (a free parameter). The total number of

samples at a given time is denoted with n and the elapsed
time with tthr (the counter tthr stops when the threshold
is hit; the subscript is to differentiate it from movement
time t). A negative sample from Eq. (2) is evidence favor-
ing the wrong number.

Second, we introduce memory to the sample series with
an exponential moving average (EMA)

EMA(i)= ζ · s(i)+ (1−ζ) ·EMA(i−1) (3)

with EMA(0) = s(1) and ζ a free parameter between 0
and 1. Intuitively, a ζ close to zero is related to a strong
memory of early ANS samples, and if it is close to 1 this
memory effect is non-present in the sample series. Thus,
EMA is a generalized version of Eq. (2), in that with ζ= 1
the samples from Eq. (2) are unmodified. Alternatively,
an EMA close to 0 makes the series gravitate around the
initial sample, akin to a system with primacy effects in
memory (e.g. Shteingart, Neiman, & Loewenstein, 2013),
or that use only a few samples (e.g. Vul, Goodman, Grif-
fiths, & Tenenbaum, 2014).

Third, accumulated evidence (AE) towards a threshold
α is defined as follow,

AE =
n∑

i=1
EMA(i) (4)

if AE reaches ±α (a free-parameter), motor positioning
begins. Because subjects continued to accrue confidence,
as suggested by the trajectory gradient (Fig. 3), the model
also continues to accumulate evidence after the thresh-
old is hit (as paced by λ). We also tried an accumula-
tion based on the original, non-exponentiated, samples
but the results were practically identical. Thus, rather
than assuming different versions of evidence in the brain,
one affected by memory and the other not, it was decided
to keep the same exponentiated samples for the accumu-
lation process and the statistical inference that follows.

Controller

The model uses an optimal feedback control, a frame-
work that has been successful at explaining a wide ar-
ray of motor behavior (Todorov, 2004). In general, this
framework proposes that motor commands try to mini-
mize a cost function along the movement, while concur-
rently taking into account the present state of the system
and task demands. This flexibility is essential for our
purposes of generating movements that are affected by
continuous number processing.

Specifically, we tackle the kinematic problem with a
criterion of jerk (third derivative of position) minimiza-
tion (Hogan, 1984) and an optimal feedback controller
derived by Hoff and Arbib (1993). At each time step t,
changes to the state q of the motor effector are deter-
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mined by,

q̇ =
 ẋ...x

....x

=
 0 1 0

0 0 1
−60
D3

−36
D2

−9
D

x
ẋ
ẍ

+
 0

0
60
D3

x f (5)

The controller uses the current position x, velocity ẋ,
acceleration ẍ, the remaining time D = t f − t, and the end
target x f , to update the effector state. Here t refers to
current movement time and t f to total movement time
(Fig. 1). As in the data, there will be different t f depend-
ing on the numerical ratio. They will be sampled from a
log-normal distribution with parameters determined by
the data of the appropriate ratio. The kinematic state q
is initialized at 0.

The motor system is capable of producing parallel mo-
tor plans (Cisek, 2007), and the model simultaneously
generates two distinct plans at each time t: one to the left
(q̇L; x f L =−1), and one to the right (q̇R; x f R = 1). Both are
generated with Eq. (5), using the current position, veloc-
ity and acceleration of the effector but with different end
targets. The overall kinematic state qO is updated with a
weighted sum of the left and right updates (Fig. 2),

qO(t+1)= qO(t)+wL q̇L+wR q̇R (6)

WR

Time

WL

WR

WL

Update of state qR or qL

L

R

Figure 2: Model diagram

The weights wL and wR can be interpreted as mea-
sures of confidence of where to point to and evolve ac-
cording to the sampling history. More concretely, we
assume that motor plans are trying to position the ef-
fector with the best possible estimate of the numerical
difference µ = n1 − n2, given all the samples e in EMA
taken up to time tthr + t. The numerical difference will
be inferred with an uniform prior p(µ), and normal like-
lihood p

(
e
∣∣µ,γ,n1,n2,

)
; with γ as a free parameter rep-

resenting the likelihood noise. The resulting posterior
p

(
µ
∣∣γ,n1,n2, e

)
is normally distributed (details in Gel-

man, Carlin, Stern, and Rubin, 2004),

∼ N

(
ē,

γ
|n1−n2|

n

)
(7)

where, ē is the mean of the EMA samples. The free
parameter γ scales with the magnitude of the numeri-
cal distance (Harvey, Klein, Petridou, & Dumoulin, 2013;
Whalen et al., 1999). This follows from the intuition
that large numerical distances enhance confidence, while
close numerical distances reduce it; thus γ can be inter-
preted as an overall confidence/acuity parameter.

To establish the weights in Eq. (6), we determined the
overall probability that µ≥ 0,

wR = p
(
µ> 0

∣∣γ,n1,n2, e
)
, (8)

wL = 1−wR (9)

If the right side has the larger number, Eq. (8) repre-
sents the probability of being correct.

Even though the model was designed for movement
trajectories, ideally it should also reproduce reaction
times, percentage of correct numerical discriminations,
and changes of mind. Reaction times were defined as time
to threshold (tthr) + non-decision times. Non-decision
times refer to stimulus encoding and output generation
(Ratcliff, 2014). For simplicity, we assumed encoding time
to be zero and we made a proxy of output generation
with lift-off time, defined as the time t when positions
were greater than a random value between the accuracy
(0.1mm) and resolution (0.01mm) of the recording device
(Optotrak 3020). This is a naïve approach for reaction
times, but it will be shown that it qualitatively replicates
data patterns. As for percentage of correct discrimina-
tions, it was computed with all the trajectories that had
at least 50% of points on the appropriate side, includ-
ing the end position (we only plot correct trajectories).
Finally, changes of mind were trajectories that fulfilled
these conditions: 1) at least one point penetrated more
than 1 cm of the other side; and 2) the end point was on
the opposite side of 1). The model can produce changes
of mind without a second post lift-off threshold (Resulaj,
Kiani, Wolpert, & Shadlen, 2009) because its initial tra-
jectory depends on the sampling history that can be mod-
ified as new samples arrive.

The model: fit and results

The model has four parameters: threshold (α), sampling
rate (λ), confidence/acuity (γ), and memory (ζ). These
may be viewed as formalizing potentially relevant pro-
cesses. We fit the model to humans’ behavioral data in
order to determine which of these factors influence mea-
sured behavior.
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Figure 3: Kinematics and performance. First row has human data, second row model with best parameters: threshold
(α), sampling rate (λ), confidence/acuity (γ), and memory (ζ). Final plot in row 2 is proportions of correct responses

Fit

Fitting was done with a grid search. The range
of values for each parameter was selected heuris-
tically based on preliminary runs of the model:
α = [0,5,10,50,100,250,500]; λ = [1,5,10,50,150];
ζ = [0,0.005,0.25,0.5,1]; γ = [30,40,45,50,100]. For
each parameter combination, we ran 240 trajectories per
numerical ratio (1200 in total) and computed an average
trajectory. We normalized time to 101 points and use
positions up to 99% of the end target to account for the
4 cm gap in the depth axis that was not recorded and
that truncated accelerations and velocities in the data
(see methods and Fig. 3). A mean-squared error (MSE)
was calculated for each average trajectory and summed.
The best parameter combination was determined as the
one that minimized this overall sum. Intuitively, this
procedure just selects the best parameter combination
that worked best for all numerical ratios.

The grid procedure was taken as a first manual approx-
imation. We followed it by a finer sensitivity analysis by
fixing 3 out of 4 of the best fitted parameters and ran
the model with 300 values of the non-fixed parameter.
We did this for all parameters with the following ranges:
α = [0,1000]; λ = [1,1000]; ζ = [0,1]; γ = [1,1000]. The vec-
tors were more dense around the best fitted values. Due
to space constraints and its conceptual relevance we will
report the analysis on α (threshold).

Results
The first main result is that the model was successful at
reproducing the observed gradient in positions (and the
velocity and acceleration profiles, but that necessarily fol-
lowed given the selected controller; they are only shown
for a complete visual comparison) (Fig. 3). Even though
the model was only fitted to position data, the proportion
of correct numerical comparisons is also remarkably sim-
ilar (Fig. 3). Thus, the motor-system was rationally posi-
tioning its effector based on online cognitive information
produced by the approximate number system (ANS).

The second main result is the zero value for the thresh-
old parameter (Fig. 3). The amount of information or ev-
idence that the model required in order to emulate the
observed data was null. This means that as soon as the
first sample was received the model started to position
the effector.

To confirm that near-zero threshold values matched
human data, we computed the sensitivity of the model
to a large range of values, holding other parameters con-
stant. As the threshold value became larger the model
rapidly failed to reproduce the ratio-based gradient of the
positions (Fig. 4; right panel). This is explainable be-
cause higher thresholds increase the amount of samples
at lift-off, which in turn reduces the uncertainty of the
estimated numerical difference (Eq. (7)), and the move-
ment is clearly weighted in favor of one of the targets. It
is worth to emphasize that the zero value for the thresh-
old parameter is not the central argument. In fact, there
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were other good thresholds, the ones close to the blue dot
in Fig. 4. The critical finding here is that because the ev-
idence was in units of numerical difference (Eq. (4)) the
low threshold values in Fig. 4, including zero, indicate
that movement started as soon as the first evidence ar-
rived. This means that thresholds were irrelevant cogni-
tive constructs in our modeling approach. In fact, remov-
ing the threshold parameter and running the grid search
again produced similar results.

The model with the best parameters also captured, at
a qualitative level, two other relevant behavioral effects.
First, the mean and standard deviation of reaction times
increased as a function of numerical ratio (Fig. 5, first
row, but notice the scale difference). Though, for the
hardest ratio (0.9) the mean reaction time was slightly
faster than for the other hard ratio (0.75). This dip dis-
appears with simple tweaks to the model (e.g. small
changes to the best parameters or accumulating the orig-
inal samples rather than EMA samples). What is inter-
esting is that it confirms the presence of a central fea-
ture of models that accumulate evidence: RTs depend on
the quality of the evidence. Due to space constraints we
can not present a formal analysis of this feature but for
the hardest ratio, given the best parameters, initial sam-
pling was really favorable in correct trials and this re-
duced RTs for this ratio.

Second, the model produced changes of mind, but at a
lower proportion than in the data (Fig. 5, bar plot). They
were concentrated in the hardest ratios (0.75 and 0.9),
still present in the intermediate (0.5), and non-existent
for the easiest (0.1 and 0.25). Importantly, the trajecto-
ries for changes of mind were similar in the model and
the participants. We hand-picked two similar ones to
show that the model was able to produce changes of mind
when the effector was relatively deep or shallow in the
opposite side (Fig. 5, lower right panels).
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Figure 5: Reaction times and changes of mind. First row
has RT (mean and standard deviations) in the data and
the model (notice the scale differences). Lower left panel
has proportions of changes of mind. Lower right panels
have hand-picked examples with noticeable resemblance
in the data and the model

Discussion
We have layout an optimal model of reach that can be
modulated by ongoing cognitive processing. We now dis-
cuss several more general implications of this work.

The need of thresholds
A dominant way of thinking about decisions in the liter-
ature (perceptual or cognitive) is that the system gener-
ates evidence for the main purpose of hitting a threshold
(Shadlen & Kiani, 2013). Our results pose a challenge
to the framework because trajectories overlap with suf-
ficiently large thresholds (Fig. 4). Rather, in the model
thresholds are not critical. Practically-null thresholds as-
sure that during movement time there is sufficient un-
certainty in regards to which is the appropriate target to
hit, and this produces the observed spatial gradient in
reach. This finding may have more general implications
for movement and decision-making models where thresh-
olds are commonly employed. Behavior may appear as
though subjects accumulate evidence until a threshold is
passed, but our work shows that this behavior could also
result from a unitary mechanism: a statistically-optimal
motor planner that moves only very slowly at first due to
statistical uncertainty.

Also, the model addresses a fairly underrated chal-
lenge to the threshold-framework: changes of mind. The
prominent way to tackle the problem is to assume a sec-
ond, post lift-off, threshold (Resulaj et al., 2009). A prob-
lem of adding additional thresholds is that there is not a
principle argument against adding more. For example, if
someone has a double change of mind, does this suggest
a third threshold? The model presented here produced
changes of mind naturally, as a result of the quality of
evidence Eq. (8).
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One of the strengths of threshold models is their ability
to fit reaction time data (Ratcliff, 2014). The model here
qualitatively reproduced the pattern of reaction times
with a fairly naïve approach that did not include any
encoding phase. Future work should be able to repro-
duce reaction times by explicitly including an encoding
phase, in which harder ratios take longer to encode. This
should improve the quantitative fit, but more impor-
tantly, it questions again the need for thresholds. If re-
action times can be accounted with encoding and output
stages, then thresholds seem unnecessary. The main ad-
vantage of continuous motor-responses is that they made
more transparent output generation, hidden from dis-
crete button responses. Thus, future work should con-
tinue to explore how cognition is reflected in continuous
responses and produce a threshold-less quantitative ac-
count of RT.

The need of more complex evidence
accumulation models
It is possible that more complex accumulation models can
solve the "anomaly" of (practically) null thresholds, such
as collapsing the thresholds over time or accumulating
likelihood ratios to determine degrees of uncertainty at
lift-off. While this is a potential future direction of our
work, a central implication of the model here presented is
that evidence can be used in richer ways beyond thresh-
old purposes. The motor system needs a mechanism to
efficiently account for evolving cognitive states. Waiting,
for example, for a threshold to recompute a new course
of action given a changing context might not be an effi-
cient computational strategy. Thus, in addition to more
complex diffusion models, there are further interesting
questions. For instance, we proposed a linear combina-
tion of two parallel motor plans but is unclear if this is
the best approach. Also, even though we sampled a ran-
dom movement time for each trial, movement time was
fixed. Future work should make movement times a natu-
ral consequence of the computations. Finally, at the neu-
ral level, the Bayesian inference could be done with prob-
abilistic population codes (Ma, Beck, Latham, & Pouget,
2006) and implemented in neural networks. Those, and
related questions, are critical areas for future research.

Conclusion
The model produced movements modulated by cognitive
processing through weighting of optimal controllers and
statistical inference. Also, we found that accumulation
of evidence serves the purpose of uncertainty reduction
rather than threshold arrival.
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Abstract 

Healthy development leads to a fluid integration of 

competing constraints. A marker of such behavior is 

hysteresis, reflecting a multi-stable system that takes into 

account its immediate history. The current study investigates 

patterns of hysteresis in typically developing children (TD) 

and those diagnosed with Autism Spectrum Disorder (ASD). 

The task was to grasp and lift objects that increased in size, 

either from smallest to largest, or from largest to smallest. 

The objects could be picked up with one or two hands, 

marking a range of bi-stable behavior. Results of the 

grasping task showed hysteresis in TD children, whether or 

not the task was situated in the social context. In contrast, 

children with ASD showed hysteresis only in the non-social 

context. For both diagnostic groups, perseveration did not 

correlate to the degree of hysteresis, regardless of the 

presence or absence of social cues.  

 
Keywords: multi-stability; motor behavior; autism 
 

Introduction 
Autism Spectrum Disorder (ASD) is a 

neurodevelopmental disorder that is characterized by 

significant impairments in social interactions and the 

presence of restricted patterns of behaviors and 

interests (APA, 2013). To date, no definitive cause of 

ASD has been identified. ASD may relate to an 

inability to take the perspective of others (e.g., Baron-

Cohen, Leslie, & Frith, 1985); it may relate to a 

tendency to focus on details in their environment, as 

opposed to on overall impressions (e.g., Happé & 

Booth, 2008); or there might be neurological 

differences that drive the ASD deficits (e.g., 

McPartland, Wu, Bailey, Mayes, Shultz, & Klin, 

2011). Differences in the ability to share attentional 

focus with others (e.g., Meindl & Cannella-Malone, 

2011), difficulty reacting to social cues (Loveland, 

1991), and deficits in executive function (e.g., 

Ozonoff. 1997) have also all been argued to lie at the 

heart of ASD. 

Rather than focusing on an isolated cause, we argue 

that human functioning (typical or atypical) can be 

understood as patterns of coordination on all levels of 

behavior, including the neurological, perceptual 

cognitive, and social levels. It is the complex interplay 

between microscopic and macroscopic factors that 

drives behavior, ranging from coordination between 

various regions of the brain (e.g., Minshew & Keller, 

2010), coordination of representations during problem 

solving (Stephen et al., 2009), and coordination 

between social partners (e.g., Marsh et al., 2009).  

There is evidence that coordination may differ 

between typical development (TD) and ASD. For 

example, there is growing evidence that, on the 

neurological level, ASD may be more related to 

diffuse, connective differences coupled with 

differences in neural activation patterns (e.g., 

Belmonte et al., 2003; for a review, see Minshew & 

Keller, 2010). Differences are also evident in tasks that 

involve interpersonal motor coordination (e.g., Marsh 

et al., 2009). Specifically, while TD children have a 

tendency to inadvertently sync their movements with 

others, children with ASD do not.  

In the current study, we expand on these findings by 

looking at the moment-to-moment emergence of 

coordination in a grasping task. Specifically, we look 

at the degree to which a pattern of behavior is affected 

by preceding patterns of behavior, either by showing a 

lagging, indicative of hysteresis (e.g., Guastello & 

Liebovitch, 2009), or by showing anticipation, 

indicative of enhanced contrast (Kelso, 1995). Both 

hysteresis and enhanced contrast are considered flags 

of complex systems. They have been demonstrated in 

perception of speech categorization (Tuller, Case, 

Ding & Kelso, 1994) and motor behavior (e.g., Frank, 

Richardson, Lopresti-Goodman, & Turvey, 2009; van 

der Kamp et al., 1998), among other domains. In the 

current study, we are using the paradigm of a grasping 

task to describe behavioral coordination in ASD.  

Grasping can require one or two hands, depending 

on the size of the object that is being moved. With 

smaller objects, it is inefficient to use two hands for 

grasping, while with larger objects it becomes 

increasingly necessary to use two hands. The 

transition between one- and two-handed grasping, as 

the size of objects increases, demonstrates the 

system’s ability to organize itself beyond an individual 

trial (e.g., Frank et al., 2009). Importantly, the 

transition between grasping styles occurs at different 

object sizes when objects are presented in a 
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descending versus ascending order (e.g., Richardson, 

Marsh, & Baron, 2007; van der Kamp et al., 1998).  

The current study explores how grasping patterns in 

children with ASD and TD are affected by (1) the 

presence or absence of social factors, and (2) general 

mental flexibility. There is evidence that children with 

ASD demonstrate perseveration (e.g., Rajenran & 

Mitchell, 2007). We question whether hysteresis is a 

form of perseveration.  

 

Methods 
Participants 

The sample consisted of 41 6- to 10-year-olds (35 

boys) who met diagnostic criteria for ASD and 42 TD 

6- to 10-year-olds (31 boys), group-matched by 

chronological age. There was a significant difference 

in IQ (i.e., GCA of the DAS-II; Elliott, 2007; IQASD = 

98.9; IQTD = 108.6), t(81) = 3.04, p = .003). There was 

also a marginally significant difference in mental 

flexibility (measured as Wisconsin Card Sorting Test, 

Computerized Version 4: WCST; Heaton, 2005; 

Perseverative Error Standard Score: PERSASD = 98.00; 

PERSTD = 104.33, t(66) = 1.73, p = .09). Age was 

positively correlated to PERS for TD children, r(34) = 

.40, p = .016, but not for ASD children, r(30) = .14, p 

= .45. IQ was marginally correlated to PERS for TD 

children, r(34) = .28, p = .093, and positively 

correlated for ASD children, r(30) = .41, p = .019.  

 

Stimuli and Setup 

Stimuli consisted of 19 foam-board cubes, ranging in 

size from 2 to 20 cm wide. The material made it 

possible for children to pick up cubes easily (with 

either one or two hands). No participants indicated any 

difficulty lifting the cubes. 

A low table was used, partitioned by 30 cm high 

curtains (see Procedure). A rotating wooden dolly, 36” 

in diameter, was used in the non-social context. It was 

placed to the child’s left, such that part of its surface 

was occluded by one of the curtains.  

 

Design and Procedure    

During the first visit, a battery of clinical measures was 

administered. During the second visit, children 

completed the grasping task (in addition to other tasks 

not reported here), followed by the WCST.  

For the grasping task, two experimenters were 

present: E1 and E2. The child sat across from E1, with 

E2 sitting behind a curtain, to the child’s right, and 

outside of the child’s view. During a trial, E2 pushed 

a cube through the curtain towards the child (without 

picking it up). In the non-social context, the child was 

asked to pick up the cube and place it on the dolly. In 

the social context, the child had to pick up the cube 

and hand it to E1 (who held out either one hand or two, 

depending on condition), in approximately the same 

location as the dolly. For each trial, E1 recorded 

whether the child picked up the cube with one or two 

hands.  Cubes were presented in two phases. In the 

ascending phase, participants were first presented with 

the 2 cm cube, followed by successively larger cubes. 

It ended when five consecutive cubes were picked up 

with two hands. In the descending phase, they first saw 

the 20 cm cube, followed by successively smaller 

cubes. It ended when five consecutive cubes were 

picked up with one hand.  

All participants completed the non-social and social 

conditions in a fixed order. Each participant was 

randomly assigned to one of two presentation orders 

(ascending phase first or descending first) and one of 

two hand conditions (E1 extends one hand or two 

hands in anticipation of the cube).  

 

Results 
The central questions pertained to whether children 

showed hysteresis, as determined by whether their 

grasping pattern changed on a larger cube in the 

ascending phase than the descending phase. A 

transition point was calculated in each phase, to 

determine the cube size at which the grasping pattern 

changed during a phase (cf. Lopresti-Goodman, 

Richardson, Baron, Carello, & Marsh, 2009; Van der 

Kamp et al., 1998). There were four transition points 

for each child: one for the ascending phase and one for 

the descending phase in both the non-social and social 

contexts. Figure 1 shows the averages of obtained 

transition points.  

On the basis of preliminary analyses, we collapsed 

data across order and condition for the non-social 

context, and we collapsed data across order for the 

social context. A 2 (diagnosis) X 2 (ascending vs. 

descending phase) X 2 (social vs. non-social context) 

mixed-design ANOVA revealed a significant main 

effect of phase, F(1,81) = 23.97, p < .001, with 

children transitioning on higher cubes in the ascending 

(M = 11.04) than the descending phase (M = 9.98). The 

main effects of diagnosis and context were not 

significant, ps > .14. However, there was a significant 

diagnosis-context interaction, F(1,81) = 3.99, p = .049, 

with TD, but not ASD children transitioning on larger 

cubes in the non-social context than the social context. 

All other interactions failed to reach significance, ps > 

.13. To follow up on these effects, we examinded the 

effect of hysteresis for each context separately.  

 

Non-Social Context 

As expected, a 2 (diagnosis) x 2 (phase) mixed-design 

ANOVA revealed a main effect of phase, F(1,81) = 

22.33, p < .001, with a higher transition point in the 
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ascending (M = 11.25) than the descending phase (M 

= 9.87). There was also a main effect of diagnosis, 

F(1,81) = 5.66, p = .02, with a higher mean transition 

point for TD children (M = 11.10 cm) than ASD 

children (M = 10.02 cm). Importantly, there was no 

diagnosis-phase interaction, p > .73, indicating 

hysteresis in both diagnostic groups. This finding was 

further supported by simple effects: Both TD and ASD 

children transitioned on a larger cube in the ascending 

than the descending phase, ps < .001.  

 

Social Context 

A 2 x 2 x 2 mixed-design ANOVA was carried out, 

with diagnostic group (TD vs. ASD) and condition 

(one-hand, two-hand) as between-group factors, and 

phase as the within group factor (ascending vs. 

descending). There was again a main effect of phase, 

F(1,81) = 10.33, p < .04, there was also a marginal 

diagnosis-phase interaction, F(1,81) = 3.33, p < .09. 

This interaction indicates that hysteresis was not 

equally present in both diagnostic groups. To follow 

up on this effect, we look at each diagnostic group 

separately.  

Considering TD children first, a 2 (phase) x 2 

(condition) mixed-design ANOVA revealed a 

significant effect of phase, F(1,40) = 5.73, p = .022, 

with a higher transition point in the ascending phase 

(M = 11.20) than in the descending phase (M = 9.89). 

There was no effect of condition, p > .30, and no 

significant interaction with condition, p > .50. Thus, 

regardless of whether the experimenter held up one or 

two hands when receiving the cube, TD children 

showed evidence of hysteresis. 

Now consider ASD children. Here, the 2 x 2 mixed-

design ANOVA revealed no effect of phase, p > .76, 

or condition, p > .48; and there was no interaction with 

phase, p > .66. Whether cubes were presented in the 

ascending- or descending-first order, the transition 

point did not change. Thus, across both social-context 

conditions, children with ASD transitioned on 

similarly sized cubes in both the ascending and 

descending phases, failing to demonstrate hysteresis in 

the social context. These results are very different 

from what was found with ASD participants in the 

non-social context. A 2 by 2 (context x phase) 

repeated-measures ANOVA (with data collapsed 

across condition) revealed a significant phase-context 

interaction, F(1,40) = 5.05, p = .03. Thus, the pattern 

of performance for children with ASD differed 

significantly between the non-social and social 

contexts. 

 

Individual Patterns of Performance 

Are group results of hysteresis supported by individual 

patterns of performance? To address this question, we  

Figure 1: Mean transition point, in centimeters, for 

the non-social and social context, separated by 

ascending versus descending trials, and separated by 

diagnostic group: TD (A) vs. ASD (B) 

 

determined the difference between ascending-phase 

transition point and descending-phase transition point 

for each child. A positive transition difference 

indicates hysteresis (i.e., later transition in the 

ascending than the descending phase). By comparison, 

a negative transition difference indicates enhanced 

contrast (i.e., earlier transition in the ascending than 

the descending phases. No difference indicates that the 

child is switching grasping method at the same sized 

cube for both ascending and descending phases.  

Figure 2 shows the two transition differences 

calculated for each child (depicted as scatterplots of 

transition difference obtained for the non-social 

context vs. social context). By simply glancing at the 

figures, a difference in distributions is apparent: While 

the distribution of scores along the x-axis is 

comparable across the two diagnostic groups (non-

social context), there is a clear shift in values along the 

y-axis (social context).   

Indeed, a majority of TD and ASD children showed 

hysteresis in the non-social context (TD: 25/42 = 60%; 

ASD: 27/41 = 66%), consistent with the aggregate 

results. When looking across contexts, we see that one 

third of TD children showed hysteresis in both 

contexts (14/42 = 33%), while eight children showed 

no hysteresis in any contexts (19%). The same pattern 

held for ASD children: about one third showed 
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hysteresis in both contexts (12/41 = 29%), while only 

nine children showed no hysteresis in any contexts 

(22%). Importantly, about the same number of the 

remaining TD children showed hysteresis in the non-

social context only (11/42 = 26%) versus in the social 

context only (9/42 = 21%). In contrast, there were 

three times more ASD children who showed hysteresis 

in the nonsocial (15/41 = 37%) compared to social 

context only (5/41 = 12%). While these findings are 

not statistically significant, they nevertheless mimic 

the findings documented in the aggregate results.  

Figure 2: Scatterplot of transition differences in the 

non-social and social contexts for TD children (A) 

and children with ASD (B). 

 

Hysteresis vs. Perseveration 

There is evidence that children with ASD have a 

tendency to perseverate (e.g., Rajendran & Mitchell, 

2007). To what extent are the processes that govern 

hysteresis the same processes that govern 

perseveration? To answer this question, we correlated 

the PERS scores with the transition differences 

obtained in each of the two contexts. Results show no 

significant correlations, ps > .15. In fact, the 

correlation obtained for ASD children in the non-

social context was opposite of what would be 

predicted by a model that equates hysteresis with 

perseverative errors.  

 

Discussion 
Hysteresis is often considered to be an indication of 

the way in which a system transitions between two, 

adaptive, stable patterns, in the face of changing 

environmental constraints. For the current paradigm, 

this pattern is maintained in TD children across 

nonsocial and social contexts. However, for children 

with ASD, it breaks down in the presence of what 

could be argued to be very minimal social cues.  

In typical development, the degree to which 

individuals demonstrate hysteresis during grasping 

tasks can be affected by contextual factors such as 

object presentation speed. Additionally, when 

participants are distracted, they demonstrate more 

hysteresis (Lopresti-Goodman et al., 2009). It is 

possible that in the presence of a social situation, 

children of ASD actually focused more on the task 

than they did in its absence, resulting in less hysteresis. 

However, this is speculative, as no measurements that 

could shed light on attentional focus (e.g., eye gaze) 

were gathered.   

It was hypothesized that the degree to which a child 

demonstrated hysteresis during the grasping task 

would correlate to the amount of perseveration they 

exhibited on the WCST. However, hysteresis and 

perseverative errors were not correlated for either 

diagnostic group in both the social and non-social 

contexts. This is consistent with previous work that 

has argued that hysteresis and perseveration are 

separate concepts (e.g., Van Bers, Visser, van 

Schijndel, Mandell, & Raijmakers, 2011).  

When considering the implications of this study’s 

results, one must do so within the context of its 

limitations. First, with regards to the Grasping Task: 

the non-social and social contexts were in a fixed 

order, with the non-social context always first. This 

was initially chosen because of the fact that to our 

knowledge, no prior studies had explored hysteresis in 

ASD utilizing a grasping paradigm. Therefore, it was 

thought that if children ended their participation early, 

data may still be available for the non-social context. 

This would at least provide basic information about 

grasping hysteresis in ASD. But, this posed a 

potentially significant limitation.  

The design of the Grasping Task limited the ability 

to determine whether performance in the social 

context may have been related to an order effect. On 

the one hand, it would be plausible that an order effect 

might correspond to more hysteresis due to task 

disengagement. However, if learning occurred, it is 

possible that children began to anticipate each 

successive cube, and therefore be more likely to 

demonstrate enhanced contrast. It is difficult to 

conjecture in either direction given that the diagnostic 

groups did not perform similarly across contexts.  

Considerations must also be given when examining 

performance on the Grasping Task as compared to the 

WCST.  Although it is thought to assess problem 

solving and mental flexibility, the WCST involves 
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other cognitive processes which may affect 

performance, such as attention, working memory, and 

behavioral inhibition (e.g., Dehaene & Changeux, 

1991). Also, most participants from the TD and ASD 

groups demonstrated IQs and WCST scores which 

were considered to be in the typical range of 

performance, clinically. Past work as suggested that 

ASD performance on the WCST may be related to 

intellect (e.g., Kaland et al., 2008). Finally, there is 

some evidence individuals with ASD perform better 

on the computerized version of the WCST than the 

standard version (e.g., Ozonoff, 1995).   

Future work should explore whether the current 

study’s results were due to an order effect.  

Counterbalancing the social and non-social contexts or 

introducing a distractor task (such as a condition in 

which the blocks are presented in a random order) 

would be beneficial. To address issues with the 

WCST, including groups of children with wider 

ranges of functioning, or considering a model in which 

half of the children take the computerized WCST and 

the other the standard version.  Alternately, it might be 

helpful to include other measures of perseveration or 

executive functioning.  

It will be important to also include physical 

measurements of participants’ hands. Past research has 

described body-scaled characteristics associated with 

the transitions between grasping styles in TD children. 

That is, transitions in grasping occur at a relatively 

consistent ratio of cube to hand size. Scaling provides 

evidence that such behavior emerges as a result of 

complex self-organization that occurs between 

organisms and their environments in the absence of 

conscious thought (e.g., Frank et al., 2009; Van der 

Kamp et al., 1998). Thus, including such data will help 

determine whether or not the same body-scaling 

occurs for children with ASD as TD, which may 

provide more evidence for the coordination account of 

ASD. 

Given its limitations, the current project was able to 

shed some light onto the way coordination emerges in 

ASD as it compares to TD.  Specifically, children with 

ASD were able to complete the task in both the non-

social and social conditions. However, their 

performance patterns were sensitive to the presence or 

absence of a social cue. Thus, as opposed to providing 

evidence for global deficits in either social or motor 

functioning, it suggests differing patterns of 

coordination between domains.  

This study adds to the existing literature in 

important ways. First, it takes a novel 

conceptualization in studying ASD. It does not take a 

reductionist approach to symptomology, instead 

favoring a developmental one stemming from a 

dynamic systems perspective. Such a novel viewpoint 

may help unify many of the conflicting findings 

associated with ASD task completion. The varied 

performance of individuals with ASD on different 

tasks as often considered problematic because of the 

search for a core deficit. If such tasks are approached 

through the lens of the coordination account, focus 

shifts to the effect of contextual factors on how tasks 

are completed.  Thus, differences in performance can 

be explained through a common phenomenon.  

To function adaptively, the mind connects past 

events with each other. This connection between 

events allows us to form categories, learn a language, 

and engage in higher-order thought. If each experience 

would remain separate, it would be difficult to 

generalize information or to make predictions. The 

connections between experiences, which can be 

conceptualized as a form of coordination, emerge 

spontaneously. This study provides preliminary 

evidence that the ways in which contextual factors 

affect these patterns differs between TD children and 

those with ASD.  
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Abstract 

This is the first study to examine the influence of gender-sex 

congruence (match or mismatch between grammatical gender 
markers and participant sex) on the embodied processing of 
first-person sentences and images with either an internal or an 

external perspective in a picture-sentence verification task in 
Bulgarian modeled on Brunye et al.’s (2009) experimental 
paradigm. Participants were shown not to discriminate 

between perspectives when the grammatical gender was 
congruent with their own sex, thus allowing for an agentive 
interpretation by the reader. However, in the gender-sex 

incongruent condition, a significant 83 ms effect of image 
perspective was observed indicating large processing costs for 
attempting to adopt an internal perspective when the 

participant’s sex was incompatible with the first -person 
gender marking, hence with action simulation from an 
egocentric perspective. These results are discussed in terms of 

embodiment specificity accounts and the experiential basis of 
grammar processing.   
 

Keywords: perspective; grammatical gender; embodiment; 
Bulgarian.  

Introduction 

There has been growing consensus in recent years that 

mental simulation of depicted events is an integral part of 

the process of reading. Although simulation may occur more 

naturally when the simulating agent and the narrative 

protagonist (actor) share certain identifying characteristics , 

it has been argued that readers may in fact embody various 

perspectives associated with multiple characters and bring 

this knowledge together in the build-up and upkeep of a 

relevant ‘situation model’ implied by narrative text (Zwaan 

& Radvansky, 1998). Even though it may be tempting to 

expect that the first-person (egocentric simulation) 

perspective on events would be the preferred default mode, 

this is by no means the general case. Even if told in the first-

person singular, narratives from the viewpoint of characters 

with whom readers are reluctant to, or have difficulties to, 

identify may turn out to produce the opposite effect of 

distancing or misaligning oneself with a character.  

Furthermore, although mental simulation may be a 

mechanism underlying the embodiment of abstract meaning, 

the latter is per se not a universal abstraction but has been 

shown to be both body-specific and culture-specific. A 

series of studies (e.g., Casasanto, 2009, Casasanto, 2011, 

Willems, Hagoort, & Casasanto, 2010) have provided 

support for the so-called body-specificity hypothesis of 

embodiment, including evidence that right-handers, on the 

one hand, and left-handers, on the other, represent abstract 

ideas with a positive and negative valence respectively, in 

spatially divergent directions of association, in thought, 

speech, and gesture. These two groups were also found to 

use correspondingly different areas of the brain for 

imagining actions and representing the meanings of action 

verbs. In fact, in line with the evidence accumulated so far, 

this hypothesis has been upgraded to a theory of bodily 

relativity (Casasanto, 2011, Casasanto, 2014).   

It is not only bodies and their specific experiences that 

may differ but also cultural traditions of entire communities. 

In Western culture, for example, nodding is commonly 

associated with agreement and shaking one’s  head is 

interpreted as a sign of disagreement. There are, however, 

exceptions to this common pattern of association of head 

movement direction with acceptance vs. rejection, for 

example, the cultural convention in Bulgaria is the use of 

vertical head movement to mean ‘No’ and side-to-side head 

movement to mean ‘Yes.’ Both movement types are also 

generally slower, especially the side-to-side affirmative 

gesture, in comparison with Westerners’ rather brisk lateral 

shake gesture. Thus, these two cultures  spatially ‘‘embody’’ 

agreement via different movement patterns. Such cross-

cultural habitual bodily movement differences may even 

affect certain aspects of cognitive processing that have no 

communicative intent (Andonova & Taylor, 2012). These 

findings speak in favor of the need to consider the ways in 

which embodiment may be grounded in culturally specific 

experiences of bodily associations with abstract thought.  

If speakers and readers process verbal information in a 

way that is based on mental simulation of bodily experience, 

then it is reasonable to assume that differences in the 

perspective implied by the text from which the situation 
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model is constructed could also affect text comprehension. 

In particular, the use of first-person vs. second- or third- 

person perspective as implied by the personal pronoun may 

lead to differences in the relative ease of comprehension. 

Brunye, Ditman, Mahoney, Augustyn, and Taylor (2009) 

have demonstrated that pronoun variation and discourse 

context mediate the degree of embodiment experienced 

during narrative comprehension as measured by ease of 

simulation. Participants in their first experiment read simple 

sentences of the kind “I am slicing the tomato” where the 

personal pronoun varied between I, you, and he (first-, 

second-, and third-person) and saw images that either 

depicted a matching action-and-object combination or not. 

In this picture-sentence verification task, participants were 

faster to respond correctly to internal rather than external 

perspective images following the use of both first-person 

and second-person pronouns, although the former effect was 

only found in the participants analysis and not in the item 

analysis. The opposite response latency pattern emerged 

with third-person pronouns, i.e., faster verification for 

external than for internal-perspective pictures. However, 

previous studies using single-sentence stimuli (Borghi et al., 

2004; Brunye et al., 2009) have shown that although 

second-person pronouns consistently cued an embodied 

agency perspective, first-person pronouns have only been 

found to do so inconsistently. In their second experiment, by 

introducing a two-sentence context to the protagonist, 

Brunye et al. (2009) succeeded in showing that first-person 

perspective in text is not associated with agency by 

participants when context does not encourage them to 

identify with a given character, e.g. I am a deli employee. In 

such a case, participants performed the picture-sentence 

verification task faster when they were processing the 

external than the internal image perspective.   

Unlike English, many of the world’s languages, from 

Albanian in Albania to Zazaki in Turkey, employ 

grammatical gender categories to track down referents in 

discourse. Thus, in some of these languages, spoken or 

written discourse offers another cue to speaker/writer 

identity via the use of a grammatical gender marker on 

predicates in syntactic agreement with the first-person 

pronoun I. Consider the following examples in Bulgarian:  

 

(1) Оцветил съм рибката.  

(2) Оцветила съм рибката. 

  

For both examples (1) and (2), the appropriate translation 

into English would be ‘I have colored in the fish.’ The first-

person perspective is encoded in the auxiliary verb form 

съм. However, the past participle which is part of the 

predicate “colored-in” is either in the Masculine gender in 

example (1) or in the Feminine gender in example (2). Thus, 

a woman speaking a Slavic language (e.g., Bulgarian) 

would have to use feminine gender forms as in (2), and men 

would express reference to their first-person perspective by 

using masculine gender verb forms as in (1). This cue to 

referent identity is strong enough without additional context.  

In order to investigate further the effects of first-person 

reference on adopting an embodied agency perspective in 

sentence interpretation, we designed an experimental study 

that manipulated this particular feature of grammatical 

gender in Bulgarian in combination with variation in image 

perspective (internal vs. external). As previous studies have 

shown more consistent results for the use of second-person 

pronouns (Brunye et al., 2009), we focused on first-person 

reference forms exclusively given that they may be variably 

associated with an internal (embodying) or external agency 

interpretation.  

We expected to find little or no difference in the accuracy 

scores as picture-sentence verification is a relatively easy 

task. However, we predicted variation in response latencies 

as a function of experimental condition.  

 If reading first-person sentence descriptions activates an 

egocentric (reader’s) perspective rather than an allocentric 

(writer’s) perspective, then overall responses to internal 

perspective images should be faster than responses to  

external perspective images. This is what Brunye et al. 

(2009) established in their first experiment.  

In addition, assuming an egocentric bias in first-person 

sentence interpretation, responses in the gender-sex 

incongruent condition should be slower than those in the 

gender-sex congruent condition. For example, adopting an 

egocentric perspective would be easier for women when the 

first-person reference was to an action performed by a 

woman as encoded in the gender marker of the predicate 

and much more problematic if the marker was of the 

masculine gender leading to an interpretation of a male 

actor. The opposite pattern would be the case with male 

readers of sentences marked for the feminine vs. the 

masculine gender. It was less clear in advance, however, if 

these two effects would be independent (additive) or 

interacting (super-additive), if each would emerge in the 

presence of the other. A super-additive effect would 

manifest itself statistically in the form of an interaction, 

since the responses to each of the two levels of one of the 

factors would depend on the level of the other factor. 

Generally speaking, we expected an interaction between the 

two variables on response times.   

Alternatively, if reading first-person sentences does not 

automatically trigger an embodied agency interpretation but 

allows for multiple viewpoints to be entertained more 

readily and simultaneously, i.e., both reader/listener and 

writer/speaker as the actor, then these effects should not 

emerge as one would expect no cognitive effort to be spent 

on switching between perspectives or choosing between 

them.  

Method  

The study implemented a 2 x 2 experimental design with 

Grammatical Gender - Sex Congruence (congruent vs. 

incongruent) and Perspective (internal vs. external) as 

within participant factors.    
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Participants 

48 participants (14 men and 34 women) took part in the 

experiment, mean age 23.27 years. They were university 

students within the 19-35 age range who volunteered and/or 

participated in exchange for course credit. All were native 

speakers of Bulgarian except two whose data were dropped. 

Given that the procedure required a right-hand response and 

speed of processing was measured, the data of three left-

handed participants (two men, one woman) and one 

ambidextrous participant (male) were also excluded. The 

data of the remaining 42 participants (11 men and 31 

women) were included in the analyses.  

Stimuli  

72 sentences (32 targets, 32 fillers and 8 practice sentences) 

describing simple completed actions were constructed in 

Bulgarian such as each sentence included the past participle 

of the corresponding verb (e.g., sliced, opened, etc.), the 

first-person form of the auxiliary verb ‘be’ (съм) and a 

direct object (e.g., tomato, can, box). Furthermore, each 

sentence had two forms – one in the masculine gender and 

one in the feminine, as indicated by the form of the past 

participle of the main verb. Actions described by the 

sentences were chosen in such a way so that they could not 

be readily identified as something typically performed by 

men or women in particular.  

Two pictures for each of the 72 action descriptions  were 

created – one presenting the action scene from an internal 

perspective and the other presenting it from an external 

perspective. Pictures corresponding to target sentences 

always depicted the completed action on the object as 

described in the sentence. Pictures used with filler sentences 

depicted either the same action (though performed on a 

different object), or the same object (though subjected to a 

different action) but never a truly matching action-object 

combination. In this respect, half of the practice pictures 

were similar to target pictures and the other half were 

similar to filler pictures.  

All pictures were taken from the same viewing distance 

(ca. 92 cm) and the same downward angle (ca. 30°). They 

were all subsequently turned to grayscale and pasted onto a 

white background. 

 

 
(a) external perspective 

 

 
(b) internal perspective 

 

 

Figure 1: Examples of image stimuli taken from the 

internal (b) and external (a) perspectives. 

 

Procedure 

The experiment was conducted in sound-attenuating booths. 

On a computer screen participants read sentences describing 

a completed action after which they saw a picture depicting 

the same or different action and/or object. Their task was to 

verify, as quickly and accurately as possible, whether the 

sentence described the completed action depicted in the 

picture or not by pressing one of the two response keys on a 

button box. Participants responded with the index finger of 

their right hand. Response keys ’ associations with a positive 

or negative response were counterbalanced across 

participants.  

The practice session consisted of 8 pseudorandomized 

trials. In the experimental session, the 64 trials were also 

pseudorandomized, such as each of the four conditions  

contained an equal number of stimuli. Across participants 

each stimulus appeared in all possible factor combinations. 

Target trials always required a YES response while filler 

trials always required a NO response.  

Each trial in the practice and the experimental sessions 

contained the following sequence of displays: a fixation 

cross appeared for 400 ms followed by a sentence which 

remained on screen for 3000 ms, then another fixation cross 

appeared for 400 ms preceding a picture which was 

presented on the screen until a response was registered but 

for no more than 2000 ms. An inter trial interval of 1500 ms 

separated the distinctive trials. 

 

Results  

Out of the set of thirty-two items, two items associated with 

technical errors in stimuli presentation were removed from 

the data under analysis.  

Correct responses to target stimuli were associated with 

pressing the Yes button to verify a match between the 

meaning of the sentence and the action depicted in the 

photograph. Accuracy was calculated on the basis of these 

responses. Reaction times were registered for all responses 

but were only analyzed for correct responses to target 

stimuli. An equivalent number of filler trials were also 

included in order to balance for Yes and No responses. 
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Filler trials consisted of sentence-picture mismatches and 

the correct response in these cases was always negative.   

Response Accuracy 

Overall, participants were highly accurate on the picture-

sentence verification task (M=94.20% SD=9.00%).  

 

Accuracy of response data was analyzed in a 2 (Gender-Sex 

Congruence: congruent vs. incongruent) x 2 (Perspective: 

internal vs. external) repeated measures ANOVA on 

participant means for the mean proportion of correct 

responses.  

 

There were no main effects of gender-sex congruence or of 

perspective but we found a marginal two-way interaction 

between these variables, F (2, 41) = 3.38, p = .073, ηp2 = .076. 

Whereas picture-sentence verification judgments were very 

similar in the internal picture perspective, participants’ 

accuracy differed in the external perspective condition in 

which their judgment accuracy was higher in those cases 

when the grammatical gender of the predicate corresponded 

to the participant’s sex, i.e., in cases of gender-sex 

congruence (see Table 1).   

 

Table 1: Mean participant accuracy in percentages for 

target picture-sentence verification per condition. 

 

Condition 

 

Mean % (SD) 

Congruent Internal 93.32 (10.68) 

Congruent External 96.56 (7.72) 

Incongruent Internal  94.34 (9.98) 

Incongruent External  92.56 (9.08) 
 

A 2 (Gender-Sex Congruence: congruent vs. incongruent) x 

2 (Perspective: internal vs. external) repeated measures 

analysis of variance on item means for the proportion of 

correct responses yielded no statistically significant results.   

Response Latency 

Participants responded with an average response latency of 

1052 ms (SD=32 ms) in this task. Only response latencies 

for correct Yes responses to target picture-sentence stimuli 

were analyzed.   

 

A 2 (Gender-Sex Congruence: congruent vs. incongruent) x 

2 (Perspective: internal vs. external) repeated measures 

analysis of variance on participant means for response times 

produced a main effect of perspective (F (1, 41) = 5.98, p = 

.019, ηp2 = .127) and no main effect of congruence. 

However, there was a significant two-way interaction 

between congruence and perspective, (F (1, 41) = 4.23, p = 

.046, ηp2 = .094).  

 

The two-way interaction revealed that participants’ correct 

responses did not differ in terms of speed when the 

predicate’s grammatical gender was congruent with 

participant sex, i.e., when women read sentences where the 

gender-marked verb form was consistent with a female 

agent and when men read sentences when the gender-

marked form was masculine, thus consistent with a male 

agent of the action described. However, in the incongruent 

gender-sex condition, response times were significantly 

slower when the task required verification of visual stimuli 

in the internal than in the external perspective. In fact, there 

was an impressive 83 ms difference between participant 

means in these two situations. 

 

 

 
 

Figure 2: Mean participant response times (ms) to gender-

sex congruent vs. incongruent picture-sentence stimuli 

shown in an internal vs. external perspective. 

 

 

A 2 (Gender-Sex Congruence: congruent vs. incongruent) x 

2 (Perspective: internal vs. external) repeated measures 

analysis of variance on item means for res ponse times 

yielded similar statistical results. We found a marginal main 

effect of perspective (F (1, 29) = 4.19, p = .050, ηp2 = .126), no 

main effect of congruence, and a marginally significant two-

way interaction between congruence and perspective, (F(1, 29) 

= 3.98, p = .056, ηp2 = .121). These results followed the 

same pattern as the findings from the analysis of participant 

means.  

 

Discussion 

In this 2 x 2 experimental study on the influence of 

grammatical gender on perspective taking in reading simple 

first-person singular action sentences in Bulgarian, we 

found an interaction between gender-sex congruence and 

image perspective on processing times. Image perspective 

varied between internal, from the viewpoint of the reader 

looking at the screen, and external, from a 180° rotated 

viewpoint. Gender-sex congruence was a factor that 

encoded whether the grammatical gender of the predicate 

(Masculine vs. Feminine) corresponded to the participant’s 

sex (male vs. female, respectively). In comprehension of a 

first-person (pronoun) sentence, the existence of such a 

correspondence (gender-sex congruence) allows for an 

agentive interpretation from the perspective of the reader, 
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that is, the reader can identify himself or herself with the 

doer of the action described in the sentence. Note, however, 

that such a correspondence works as a reliable cue to the 

intended referent only in situations where the reader’s sex is 

uniquely congruent with the grammatical gender marker. If 

both speaker and hearer, or writer and reader, are of the 

same sex, then an ambiguity arises as to which of the two 

conversational partners is uniquely intended as the referent 

since the grammatical marker matches the sex of both 

partners. If the two interlocutors differ in terms of their sex, 

then only one of them could be seen as the doer of the 

action. In the process of reading, however, it is often the 

case that the reader is unaware of the writer’s sex, thus 

producing greater uncertainty in interpretation.  

We found that image perspective and gender-sex 

congruence had an interactive influence on verification 

processing times and even, though less so, on verification 

accuracy. In the gender-sex congruence condition, 

participants verified picture-sentence combinations equally 

fast in both internal and external perspectives. This result 

could be interpreted as evidence that multiple perspectives 

are simultaneously present in sentence comprehension in the 

absence of a uniquely identifiable referent. However, when 

grammatical gender markers and participant sex were not a 

fit, then the mismatching grammatical gender cue could 

clearly indicate that the first-person reference in such 

sentences excluded an embodied agency interpretation on 

behalf of readers and only allowed for an interpretation of 

the writer of these first-person sentences as the agent of the 

completed action described in them. As a result of this, 

performing picture-sentence verification on sentences 

indicative of a non-participant agent in combination with a 

participant aligned image internal perspective led to higher 

processing costs as seen in longer response times  in 

comparison with an image external perspective.   

   The pattern of results from this study provides an 

interesting contrast to some previous findings described in 

the literature. For example, unlike Brunye et al.’s (2009) 

English-speaking participants, the Bulgarian speakers here 

showed no difference between processing internal and 

external perspective images when paired up with sentences 

where the first-person reference was gender-sex congruent. 

In Brunye et al.’s first experiment, participants responded 

faster to internal than to external perspective stimuli out of 

context allowing the authors to conclude that readers had 

adopted an egocentric perspective in sentence interpretation. 

The finding from our study is that there was no processing 

cost, hence no evidence of a preferred or default perspective 

taken in the interpretation of sentences, either egocentric or 

allocentric. It appears that in the gender-sex congruent 

condition readers were equally at ease with either 

interpretation. This result is in line with expectations that 

perspective may be ambiguous or uncertain in sentence 

comprehension unless there is a clear gender/sex difference 

in conversational roles between the reader and writer of the 

discourse element. It is also in line with Franklin, Tversky, 

and Coon’s (1992) conclusion that speakers comprehending 

narrative descriptions of various spatial scenes and multiple 

viewpoints on them seemed to take a neutral perspective 

when there was more than one probed point of view, rather 

than switch perspectives. 

It could be argued that the gender-sex congruent condition 

in our study is the one that comes closer to the stimuli in 

Brunye et al.’s study. The gender-sex incongruent condition 

is clearly irrelevant in terms of a comparison with English 

language sentences where predicate gender is not a 

grammatical feature. It may, however, be difficult to draw 

such a comparison, even with the congruent condition. In 

one sense, it is neutral or balanced in that it does not 

preclude agency to be attributed to one of the conversational 

role partners or the other. In a different sense, however, the 

very existence of grammatical gender concord in a language 

may predispose its speakers  to pay extra attention to this 

feature and to its extra-linguistic reference. Consider, for 

example, recent research on speakers of German, another 

language with a three-gender grammatical category on 

nouns. Imai, Schalk, Saalbach, and Okada (2010) found that 

German speakers projected sex onto grammatical gender 

and often made erroneous inferences in line with this 

projection. Similarly, German-speaking children appeared 

to rely on grammatical gender as a cue when determining 

whether a general biological property applies to a given 

object (Saalbach, Imai, & Schalk, 2012). In addition, studies 

on grammatical gender processing in Bulgarian and Italian 

speakers have revealed that men and women exhibited 

differential sensitivity to masculine and feminine gender 

word forms (Andonova, D’Amico, Devescovi, & Bates , 

2004, Andonova, 2013). Whether or not the presence in a 

language of a grammatical category such as gender that 

serves a referent indexing function produces a different set 

of constraints on processing perspective in comparison with 

gender non-marking languages is a question that can better 

be answered in future cross-linguistic research. 

Alternatively, it can also be addressed in studies on 

processing perspective-related sentences within a gender 

marking language such as Bulgarian by introducing a 

comparison between gender-marked predicates (as in this 

study) and gender-neutral predicate forms, for example, 

describing actions in the Present tense which may serve as a 

baseline.  

It is important to point out here that the gender-sex 

congruence by perspective interaction was obtained in our 

study for first-person sentences describing not currently 

depicted actions but completed actions, i.e., actions that had 

brought about a result seen in a visually presented scene. 

This distinction is important because our results highlight 

speakers’ embodied attention to congruently described 

action outcomes and not only currently executed actions, 

that is, a certain level of abstraction away from the sensori-

motor grounding of directly embodied action. However, if 

the study had produced a main effect of congruence and no 

interaction with perspective, then the interpretation of the 

results would have been constrained to an effect of 

speakers’ attention to gender-sex congruence as a cue to 
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referent identity. The emergence of an interaction with 

perspective, however, speaks in favor of an embodied 

agency interpretation to these simple first-person sentences.  

The interaction outcome is important for another reason 

as well. A simple main effect of perspective in this task may 

otherwise be due to higher visual processing costs of images 

presented in the external perspective. Without an interaction 

of perspective with a second variable, this possibility would 

be hard to discard. In Brunye et al.’s (2009) study, 

additional variables of interest were the manipulation of 

first- vs. second- and third-person sentential materials and 

context. In our study, the perspective manipulation alone 

would not have been sufficient to imply an embodied 

interpretation but the interaction between image perspective 

and gender-sex congruence enables such a reading of the 

results.  

Conclusion 

In sum, this is the first study to show effects of grammar 

on perspective taking in comprehending simple action 

sentences. The grammatical feature that produces an effect 

here is grammatical gender, a widespread linguistic 

phenomenon (Corbett, 1991, 2005). The grammatical 

gender associated with the subject of the sentence in 

agreement with the predicate serves as a cue to attributing 

agency to a referent, in the case of first-person narratives, to 

the writer or potentially the reader of the sentence. While a 

correspondence between first-person gender and participant 

sex does not uniquely identify the reader as the intended 

referent, a mismatch between the two is sufficient to signal 

that the reader cannot be the agent of the completed action 

described in the sentence and thus to induce external 

perspective taking in the comprehension process.  

It is common to assume that specificity in embodied 

processing, as in the differences between left-handers and 

right-handers, for example, comes about as a result of 

having performed actions in systematically different ways, 

although some manipulations such as wearing a 

cumbersome glove in a motor-fluency task can reverse the 

effects turning right-handers temporarily into “left-handers” 

(Willems, Hagoort, & Casasanto, 2010, Casasanto & 

Chrysikou, 2011). The alignment or misalignment of 

grammatical gender with self-reference is also the product 

of a lifetime of experience in a language community and 

cultural context. Unlike the reversibility of effects shown 

with handedness, however, these associations are difficult to 

override. They leave a trace on every aspect of language 

processing that embeds grammatical gender reference to 

extra-linguistic reality. The experiential basis of grammar 

processing and its role in perspective taking and 

embodiment are promising directions for future research. 
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Abstract 

The ability to reason about another person’s mental states, 
such as belief, desires and knowledge – first-order theory of 
mind – develops between the ages three and four. On the 
other hand, children need one or two more years to reason 
about a person who reasons about another person – second-
order theory of mind. Is it possible to accelerate the 
development of theory of mind? There are several training 
studies that showed that it is possible to teach preschool 
children to pass first-order false belief tasks. However, the 
literature is missing analogous training effects for school-age 
children with respect to second-order false belief tasks. In this 
study, we focus on the role of feedback in the development of 
second-order false belief reasoning in two different conditions 
in children between the ages five and six: (i) feedback with 
explanation, (ii) feedback without explanation. Children’s 
performance improved in both conditions. Previous theories 
suggest either that children’s development of second-order 
theory of mind requires conceptual changes or that 4-5 year 
old children have cognitive constraints that need to be 
overcome in order for them to be able to apply second-order 
theory of mind.  In line with our findings, however, we argue 
that five-year-old children who cannot yet pass the second-
order false belief task reason about the false belief questions 
based on the reasoning strategy that they most frequently use 
in daily life (i.e. first-order or zero-order theory of mind). 
Moreover, we argue that most of the time children can revise 
their wrong reasoning strategy and change to the correct 
second-order reasoning strategy based on repeated exposure 
to the feedback “Correct/Wrong” together with the correct 
answer. 

Keywords: Second-order theory of mind, false belief 
reasoning, feedback, training. 

Introduction 
To understand and predict the behavior of others, people 
regularly reason about other people’s mental states, such as 
beliefs, desires, knowledge and intentions. This ability is 
called theory of mind (ToM) (Premack & Woodruff, 1978). 
If we reason about world facts such as the location of an 
object, we do not attribute any mental states to another 
person (zero-order reasoning). However, if we reason about 
what a colleague believes about the location of the object, 
we are attributing a belief to that colleague (first-order 
ToM). In more complex social situations, we do not only 
reason about what a colleague believes but also we reason 
about what a colleague believes that we think (second-order 
ToM) and so forth.  Those different orders of reasoning 
develop with age.  

The most studied task for assessing the development of 
ToM is called the false belief task (Wimmer & Perner, 
1983). In the verbal first-order false belief task, a child is 
expected to answer a question about a protagonist who has a 
false belief about a situation, while the child itself has a true 
belief about the same situation. For the second-order false 
belief task, children are expected to answer a question about 
what a protagonist thinks about another protagonist’s beliefs 
or knowledge, such as “Where does Ayla think that Murat 
will look for the chocolate?” (see Materials section for more 
details about second-order false belief stories and 
questions). After children can pass first-order false belief 
tasks around the age of 4 (Wellman, Cross & Watson, 
2001), it takes them one or two further years to pass the 
second-order false belief task (Perner & Wimmer, 1985; 
Sullivan et al., 1994).  

Is it possible to accelerate the development of ToM? There 
are several training studies showing that it is possible to 
teach pre-school children to pass first-order false belief 
tasks (see Kloo & Perner, 2008 for a review). The general 
procedure in those successful first-order ToM training 
studies starts by pre-testing children who are on the verge of 
developing first-order ToM to make sure that they have not 
developed it yet. Subsequently, the children are trained with 
false belief tasks, either with or without feedback 
(Clements, Rustin, & McCallum, 2000; Melot & Angeard, 
2003) to investigate the role of feedback. Alternatively, in 
order to examine the contributing factors in ToM 
development, children are exposed to tasks testing different 
cognitive abilities, such as language (Hale & Tager-
Flusberg, 2003) and executive functions, such as inhibition 
and working memory (Kloo & Perner, 2003). The studies 
that tested the role of feedback showed that children’s 
performance increased when they had been trained with 
detailed explanations, but not when they had only received 
the feedback “Correct/Wrong” without any explanation. 
These results are in line with theories proposing that 
children’s development of first-order theory of mind 
depends on conceptual change (Gopnik & Wellman, 2012). 

On the other hand, the literature is still missing analogous 
training studies that examine the effect of feedback, 
language, and executive functions on the development of 
second-order theory of mind during the primary school 
years, except for a recent training study with 9- and 10-year-
olds that highlighted the important role of conversation  
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Figure 1: The Chocolate Bar story (see Materials section; Illustrator ©Avik Kumar Maitra) 

 
about mental states in a nonliteral interpretation ToM task 
(Lecce et al., 2014). Before the empirical training study that 
we report here, we performed a computational cognitive 
modeling study, which predicted that children who are 
between the ages of 5 and 6 can learn to pass second-order 
false belief stories with the help of only the feedback 
“Correct/Wrong”, without explanation (Arslan, Taatgen, & 
Verbrugge, 2013). The cognitive model starts to reason 
about a second-order false belief question (e.g. “Where does 
Ayla think that Murat will look for the chocolate?”) from its 
own perspective (zero-order reasoning) and gives an answer 
accordingly (i.e. the real location of the chocolate).  

The theoretical explanation behind our modeling choice is 
that young children experience reasoning about world facts 
predominantly from their own perspective. However, after 
the model repeatedly receives the feedback “Wrong”, the 
model increments its strategy one level up (first-order 
reasoning), and gives an answer accordingly (i.e. what 
Murat thinks about the location of the chocolate). Because 
this is still not the correct answer, the model still gets the 
feedback “Wrong”. It then again increments its strategy by 
one level (second-order reasoning), and, finally, it gives the 
correct answer (i.e. where Ayla thinks that Murat will look 
for the chocolate). This time, because the answer is correct, 
the model gets the feedback “Correct”, and it stabilizes its 
second-order strategy.  

Thus, our model suggests that in principle, children 
around the age of 5 can pass second-order false belief tasks. 
However, the problem that they still encounter is that, while 
their conceptual development has advanced far enough to 
understand that people can have different second-level 
perspectives, they are not used to reasoning about second-
order mental states in their daily lives yet. Thus, we propose 
that by getting sufficient experience and by getting the 
feedback “Correct/Wrong”, children can revise their 
reasoning strategy and can pass second-order false belief 
tasks. 

Therefore, the goal of the current study is to test our 
model’s prediction (Arslan, Taatgen, and Verbrugge, 2013) 
that children between the ages 5 and 6 can learn to pass 
second-order false belief tasks with the help of feedback. 

Method 

Participants 
A sample of 51 Dutch 5 to 6 year-old children from 
predominantly upper-middle-class families was recruited 
from a primary school in Groningen, the Netherlands, and 
tested individually in their school in a separate room. The 
children were pre-tested to ensure that they had not yet fully 
developed second-order reasoning about false beliefs. 
Accordingly, four children who gave correct answers for all 
of the three second-order false belief questions contained in 
pre-test were excluded from our analysis, as well as one 
child who experienced technical problems in one run of the 
experiment. Therefore, the analysis included the results of 
23 children in the ‘feedback with explanation’ group (15 
female, Mage=5.8 years, SE=0.06, range: 5.1 – 6.2), and 23 
children in the ‘feedback without explanation’ group (10 
female, Mage=5.8 years, SE=0.09, range: 5.2 – 6.8).  

Materials 
Second-order false belief stories. We constructed 31 
different second-order false belief stories of three different 
types: (i) 3 ‘Three locations’ stories, (ii) 14 ‘Three goals’ 
stories, (iii) 14 ‘Decoy-gift’ stories. For all stories, children 
were asked a question that required second-order false belief 
attribution, as well as some control questions. In the 
literature, second-order false belief questions often have two 
possible answers, for example, two locations. We 
constructed ‘three locations’ and ‘three goals’ stories in 
such a way that our second-order false belief questions have 
three different possible answers, according to which we can 
distinguish children’s level of reasoning (i.e. zero-order, 
first-order, second-order). Figure 1 shows the prototype 
example of a ‘three-locations’ story, namely the Chocolate 
Bar story. In each story type, we fixed the general story 
structure, but we changed the protagonists’ gender, 
appearance and name, as well as objects, locations and 
further context of the stories.  

‘Three locations’ stories were constructed based on 
Flobbe and colleagues’ (2008) Chocolate Bar story (see 
Figure 1), as follows. Two siblings play in a room. The 
mother gives a chocolate bar to her son Murat but not to her 
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daughter Ayla and then leaves the room. Murat eats some of 
the chocolate, puts the remainder into the drawer, and leaves 
the room as well. Because he did not give any chocolate to 
his sister, Ayla wants to play a trick on him. She takes the 
chocolate from the drawer and puts it into the toy box. 
While she is hiding the chocolate in the toy box, Murat is 
passing by the window and sees Ayla put the chocolate into 
the toy box; however, Ayla does not see Murat. After that, 
Ayla leaves the room, too. Then the mother enters to tidy up 
the room; she finds the chocolate in the toy box, and she 
places it on the TV stand. The experimenter asks the 
participant the second-order false belief question: “Where 
does Ayla think that her brother Murat will look for the 
chocolate?”. There are three possible locations to be 
reported to this question: the drawer (second-order answer), 
the toy box (first-order answer), and the TV stand (zero-
order answer). 

 ‘Three goals’ stories included and extended the stories 
used in Hollebrandse, van Hout, and Hendriks’ (2014) 
study. One of the examples of this story type is as follows: 
Ruben and Myrthe play in their room. Myrthe tells Ruben 
that she will go to buy chocolate-chip cookies from the bake 
sale at the church and she leaves the house. After that, their 
mother comes home and tells Ruben that she just visited the 
bake sale. Ruben asks his mother whether they have 
chocolate-chip cookies at the bake sale. The mother says, 
“No, they have only apple pies”. Then Ruben says, “Oh, 
then Myrthe will buy an apple pie”, Meanwhile, Myrthe is 
at the bake sale and asks for the chocolate-chip cookies. The 
saleswoman says, “Sorry, we only have muffins”. Myrthe 
buys some muffins and goes back home. While she is on her 
way home, she meets the mailman and tells him that she 
bought some muffins for her brother Ruben. The mailman 
asks her what Ruben thinks that she bought. At this point, 
the experimenter asks the participant “What was Myrthe’s 
answer to the mailman?” There are three possible answers 
that children might report: chocolate-chip cookies, which 
Myrthe told Ruben initially (second-order answer); an apple 
pie, which the mother told Ruben (first-order answer); and 
muffins, which Myrthe really bought (zero-order answer). 

‘Decoy gift’ stories were constructed based on Sullivan 
and colleagues’ (1994) Birthday Puppy story, on the 
following lines: A father deliberately lies to his daughter 
about the present he will give her for her birthday, in order 
to surprise her later. However, when the father is not in the 
room, the daughter finds her real birthday present. In the 
meantime, the daughter’s grandmother calls the father and 
asks him what the daughter thinks that she is getting for her 
birthday. In this story, there are two possible objects that the 
participants might report: the decoy gift about which the 
parent deliberately lied to his child (second-order answer), 
and the real present that the child found (zero-order and 
first-order answer). 
Second-order true belief stories. In the true belief stories, 
children were asked to answer a question that required 
attribution of a second-order true belief. We constructed two 
‘decoy gift’ stories and two ‘three goals’ stories. The true 

belief stories have the same structure as the false belief 
stories. However, the protagonist whose belief the child has 
to report entertains a true belief instead of a false belief. For 
instance, in the true belief story corresponding to the ‘decoy 
gift’ story given above, the daughter finds her real birthday 
present, but the father is also in the room and they jointly 
attend the present. Therefore, this time the correct answer to 
the second-order true belief question is not the same as the 
second-order false belief answer.  

Counting span task. This task is a simple working 
memory task. We adapted it from Towse and colleagues’ 
(1998) study. In the task, there are red triangles and blue 
squares on each card. Children were instructed to count 
aloud the blue squares by pointing at them and to remember 
their total number on each card. The experimenter told them 
that after they counted the targets on the first card, the next 
card would be shown on the screen and they should repeat 
the same procedure. After being sure that children 
understood the instructions, the real experiment started.  

In the first level, after two cards, the children were asked 
to report the total number of blue shapes per card, in the 
same order that the cards had been presented. Each level had 
three trials. If a child reported all numbers back correctly for 
a trial, positive feedback was provided in the form of an 
audio file saying “Well done!” together with a green happy 
smiley on the screen. If a child was not able to report all the 
target numbers correctly, a neutral face together with an 
audio “Let’s try another one!” was presented. If a child 
correctly reported two out of three trials at a given level, 
then the difficulty was increased to a higher level, meaning 
that the number of cards was increased by one. For the 
scoring, we adapted the same criteria of Towse and 
colleagues’ (1998) study. In this scoring procedure, the 
highest level (number of cards) for which two of the three 
trials were correct was noted as the main part of the score. 
Moreover, the number of a child’s correct answers in the 
next level was included as the secondary part of its score.  

Procedure  
All the stimuli were presented to the children in a 15-inch 
MacBook Pro and were implemented with Psychopy2 
v.1.78.01. Each child was tested on four different days, 
which are referred to as sessions for the rest of this paper. 
There was at least one day and at most three days of 
intermission between the sessions, and there was at least one 
week of intermission between the first and the fourth 
sessions. Each session took approximately 30 minutes.  
In the first session (pre-test), children were pre-tested in 
order to test that they did not pass all of the three second-
order false belief stories (1 ‘three goals’ 1 ‘decoy gift’, and 
1 ‘three locations’). If a child gave correct answers for all of 
them, their score was coded as 3, and they were excluded 
from the data analysis. In addition to the stories, children 
were tested with the counting span task. The presentation of 
the order of the tasks was randomized.  

In the second and the third sessions (training sessions), 
children were trained using six different second-order
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Figure 3: Children’s improvement in second-order false belief scores from pre- to post-tests (error bars represent SEs). 

 
false belief stories (3 ‘three goals’, and 3 ‘decoy gift’) in 
each training session. Therefore, the maximum score for 
each training session was 6. In addition to the second-order 
false belief stories, the children were tested with two 
second-order true belief stories in order to capture whether a 
child could have applied a simple strategy instead of 
reasoning about the questions. The true belief stories were 
always asked after the 3 false belief stories. Because 
children were not trained with ‘three locations’ stories 
during the two training sessions, this type of story was used 
to test the transfer effect of the training, from pre-test to 
post-test. Finally, in the fourth session (post-test), children 
were post-tested using exactly the same procedure as used in 
the pre-test1.  

Stories were pseudo-randomly drawn from a pool that 
contained 31 different false belief stories and a pool of 4 
different true belief stories. Drawings illustrating the story 
episodes were presented one by one, together with the 
corresponding audio recordings. The drawings remained 
visible throughout the story. Control questions were asked 
before the second-order belief questions, to test that children 
did not have major memory and linguistic problems about 
the stories and the structure of the questions. A child was 
never tested on the same story twice. 

Children were tested in two different experimental 
conditions: (i) feedback with explanation; (ii) feedback 
without explanation. For the feedback with explanation 
group, the feedback “Correct/Wrong” together with an 
explanation was provided in an interactive fashion (e.g. 
“Correct/Wrong, Did Murat see that Ayla put the chocolate 
into the toy box? Yes, right? Did Ayla see Murat? No, right? 
That is why Ayla thinks that Murat will look for the 

                                                             
1 Children were also tested with a theory of mind game during 

pre- and post-test in order to investigate the far transfer effect. In 
this game, children were expected to reason about the computer’s 
decision (first-order ToM) and about the computer’s belief about 
their own decision (second-order ToM). However, the task was too 
hard for the 5-6 years olds. For this reason, we do not present the 
game and its results here. 

chocolate in the place where he put it, and that is the drawer, 
isn’t it?”). For the feedback without explanation group, only 
the feedback “Correct/Wrong” was provided, together with 
the correct answer without any further explanation. No 
feedback was provided to any child during pre- and post-
tests. 

Results 
We used binomial linear mixed effect models by using the 
glmer function in the lme4 package (Bates, Maechler, 
Bolker & Walker, 2014) for the statistical software R. The 
estimates of the coefficients are reported in log odds. 

Second-order false belief stories 
As can be seen from Figure 3, there is a considerable 
improvement of children’s scores from pre-test to post-test 
(from 31% to 69% correct in the feedback with explanation 
condition, and from 23% to 51% correct in the feedback 
without explanation condition). Figure 4 shows children’s 
improvements in second-order false belief scores from pre- 
to post-tests for different types of stories in both 
experimental conditions.  

A binominal mixed effects model was fitted on the scores 
with an interaction between test condition (pre-test/post-
test), experimental condition (feedback with and without 
explanation), and story type (‘decoy gift’, ‘three goals’, and 
‘three locations’). As random effects, we had intercepts for 
subjects, and random slopes for time per subject correlated 
with the random intercepts. Table 1 lists the estimates and z-
statistics of the mixed-effects model. 

There are significant main effects for post-test and ‘decoy 
gift’ stories. In the feedback with explanation condition, 
children’s performance increased equally for all three story 
types. In contrast, as can be seen from Figure 4, in the 
feedback without explanation condition children’s scores of 
‘three locations’ stories did not improve as much as for the 
other two story types, which were used during training 
sessions. However, we couldn’t find any statistically 
significant evidence to show this effect. 
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                                                                   (a)                                                                            (b) 

Figure 4: Children’s improvements in second-order false belief scores from pre- to post-tests for different types of stories in 
(a) the feedback with explanation group and (b) the feedback without explanation group. 
 

Table 1: The estimates and z-values of the mixed-effects 
model for pre- and post-tests  

 β SE z p 
Intercept -1.56 0.55 -2.83 .005** 
Post-test 2.32 0.90 2.57 .010* 
Without explanation 0.28 0.75 0.37 .71 
‘Decoy gift’ 1.65 0.69 2.39 .017* 
‘Three goals’ 0.05 0.78 0.06 .949 
Posttest: without explanation -2.41 1.29 -1.87 .062. 

Posttest: ‘decoy gift’ -0.24 1.13 -0.21 .832 
Posttest: ‘three goals’ 0.27 1.12 0.24 .810 
Without explanation: ‘decoy 
gift’ 

-0.81 0.96 -0.84 .398 

Without explanation: ‘three 
goals’ 

-0.33 1.08 -0.30 .762 

Posttest: without 
explanation: ‘decoy gift’ 

2.50 1.58 1.59 .112 

Posttest: without 
explanation: ‘three goals’ 

1.24 1.57 0.79 .430 

Second-order true belief stories 
In order to make sure that children did not use a simple 
strategy instead of reasoning about the questions, we 
investigated children’s performance on second-order true 
belief questions. Overall, the true belief questions were 
answered correctly in 85% of cases in both conditions. The 
high proportions of correct answers suggest that children did 
not use a simple strategy (such as “take the object in the top-
left picture”) in the false belief tasks, otherwise they would 
probably have used the same (then incorrect) answers for 
the true-belief questions. 

Counting span task 
To see whether counting span task scores predict the false 

belief scores and the learning effect, we added the counting 
span score with its interaction with time to the binomial 
linear mixed effect model. We couldn’t find any significant 
effect of counting span task scores on the second-order false 
belief scores. 

General Discussion, Conclusions and Future 
Directions 

To the best our knowledge, we have shown for the first time 
in the literature that children’s performance on the second-
order false belief task can be improved with the help of both 
feedback with explanation and feedback without 
explanation. Moreover, our finding that children performed 
around 85% correct on the true belief stories suggests that 
the training effect cannot be interpreted simply by assuming 
that children were applying a simple strategy instead of 
learning to attribute second-order false beliefs. 

Because we provided detailed explanations with 
interactive feedback in the feedback with explanation group, 
the children’s improvement in that group was expected, also 
considering Clements, Rustin, and McCallum’s (2000) and 
Melot and Angeard’s (2003) studies that found a positive 
effect of training with feedback with explanations in first-
order theory of mind tasks. 

Moreover, our results about the improvement in the 
feedback without explanation group are in line with our 
previous computational cognitive model’s predictions that 
children’s performance will improve with the help of 
feedback without explanation, simply on the basis of 
“Correct”/”Wrong” feedback (Arslan, Taatgen & 
Verbrugge, 2013). On the other hand, this result differs from 
Clements, Rustin, and McCallum’s (2000) finding in the 
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first-order false belief reasoning domain, namely that 
explanation is necessary for training effects. Note that 
Clements and colleagues (2000) did not provide the correct 
answer to the children after giving the feedback 
(“Correct/Wrong”), in contrast to our study.   

What does it mean to have a training effect in both the 
feedback with and without explanation conditions? The 
improvements in the feedback with explanation condition 
suggest that 5- to 6-year olds who cannot yet pass the 
second-order false belief tasks before the experiment are 
actually able to pass those tasks with the help of related 
explanations, and there is no cognitive constraint to prevent 
them passing the second-order false belief tasks. In addition, 
the improvements in the feedback without explanation 
condition suggest that even if children do not receive any 
explanation, they can still revise their strategy and can pass 
the second-order false belief tasks with the help of feedback 
“Correct/Wrong” together with the correct answer. This 
result, together with our previous computational cognitive 
model, can be interpreted as follows: children might be able 
to make the necessary reasoning steps, however, they might 
not be used to applying those strategies in practice.  

We are currently running the third control condition of the 
experiment, in which we are training children with second-
order false belief tasks without any feedback. Because we 
do not have the data for this condition in this paper, we 
cannot rule out another possible interpretation of the 
training effect. That is, just hearing second-order false belief 
stories and answering the related questions might help 
children. Moreover, in order to be able to conclude that the 
training effect is not just for a short time period, we are also 
conducting a follow-up test in which children are tested 
again a couple of months later than the actual training 
sessions.  
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Abstract 

The London Underground Diagram (LUD) is a cognitive 
artifact and a well-known example of representational effi-
ciency, having been copied by urban transportation systems 
worldwide. Here we describe the design of the LUD as an 
example of cognitive niche construction happening through 
iconic meaning of a problem space. We argue that the LUD's 
meaning is grounded on the offer of opportunities for action 
through diagrammaticity. Our examination suggest that 
iconicity is at the core the cognitive niche construction. 

Keywords: Cognitive niche; Iconicity; Diagrams; Cognitive 
semiotics 

Introduction 
The concept of cognitive niche, an extension of the concept 
of ecological niche, stresses the environmental offer of op-
portunities for thought as a major process in cognitive de-
velopment. The construction of cognitive niches has been 
related to enhancement of problem solving activities (Clark, 
2008), the evolution of culture (Pinker, 2008; Laland & 
O’Brien, 2011) and the birth of language (Bickerton, 2009). 
At the core of these research endeavors is the notion of 
meaning, which binds together cognitive niche construction, 
cultural evolution, problem solving and language. However, 
there hasn’t been more attentive examinations on how cog-
nitive niche construction is grounded on meaning and vice-
versa. 

The London Underground Diagram (LUD) is a well-
known example of representational efficiency, having been 
copied by urban transportation systems worldwide. Here we 
describe the design of the LUD as an example of cognitive 
niche construction happening through iconic meaning of a 
problem space. Our  argumentation has the following struc-
ture: (i) we briefly introduce the notions of sign and icon, 
following C.S. Peirce’s pragmatic philosophy of signs; (ii) 
we briefly describe the design innovations that characterize 
the LUD in comparison to older maps of the Underground 
system; (iii) we claim that these design innovations make 
the LUD a more specialized icon of a specific problem spa-
ce; (iv) we claim that such iconic meaning of a problem 
space characterizes the LUD’s role in cognitive niche cons-
truction.  

Signs and icons 
Charles Sanders Peirce, founder of the modern philosophy 

of signs, defined semiotics as a kind of logic: a science of 
the essential and fundamental nature of all possible varieties 
of meaning processes (semiosis). Peircean approach of se-
miosis is related to formal attempts to describe cognitive 
processes in general. His framework provides: (i) a pragma-
tic model of semiosis and a conception of mind as a sign-
interpretation process (see Fetzer, 1988; Ransdell, 1977); 
(ii) a list of fundamental varieties of representations based 
on a theory of logical categories (Savan 1987/88). 

According to Peirce’s model, any description of semiosis 
involves a relational complex constituted by three terms 
irreducibly connected -- Sign, Object and Interpretant (S-O-
I). The irreducibility indicates a logical property of this 
complex: the sign process must be regarded as associated to 
the interpretant, as an ongoing process of interpretation 
(Hausman, 1993, p. 9; Colapietro, 1989), and it is not de-
composable into any simpler relation (see EP 2:391).  

There are three fundamental kinds of signs underlying 
meaning processes – icons, indexes, and symbols. Respecti-
vely, a sign may be analogous to its object, spatio-tempo-
rally connected to it, or might represent it by means of a 
law, rule or norm. These classes correspond to relations of 
similarity, contiguity, and law between sign and object (see 
Table 1). Icons are signs which stand for their objects th-
rough similarity or resemblance, irrespective of any spatio-
temporal physical correlation that S may have with an exis-
tent O. If a determinative relation of the sign (S) by the ob-
ject (O) is a relation of analogy, that is, if S is a sign of O in 
virtue of a certain quality that S and O share, then S is an 
icon of O. S and O are related due to the identity of some 
aspect they share. Icons are very dependent on the material, 
form and structure of which they are made – “An Icon is a 
sign which refers to the Object that it denotes merely by 
virtue of characters of its own, and which it possesses, just 
the same, whether any such Object actually exists or 
not” (CP 2.247). In this sense, an Icon logically determines 
its Object, i.e. S-O in S-O-I is dependent on the intrinsic 
properties of S. 

In contrast, if S is a sign of O by reason of “a direct phy-
sical connection” (CP 1.372) between them, S is said to be 
an index of O. In that case, S is really determined by O, in 
such a way that both must exist as events -- “An Index is a 
sign which refers to the Object that it denotes by virtue of 
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being really affected by that Object” (CP 2.248). The notion 
of spatio-temporal co-variation is the most characteristic 
property of indexical processes. The examples range from a 
pronoun demonstrative or relative, which “forces the atten-
tion to the particular object intended without describing 
it” (CP 1.369), to physical symptoms of diseases, photo-
graphs, weathercocks, thermometers. Finally, in a symbol, 
the relation between S and O is logically dependent on the 
third term, I. In a symbolic relation, the interpretant stands 
for ‘the object through the sign’ by a determinative relation 
of law, rule or convention (CP 2.276). 

Table 1. The fundamental types of signs underlying mea-
ning processes – icons, indexes, and symbols. They are cha-
racterized in terms of  relative dependence of sign-object-
interpretant (S-O-I) components in triadic relation. 

As soon as an icon can be considered as consisting of 
interrelated parts, and since these relations are subject to 
experimental manipulation governed by laws, we are wor-
king with diagrams. The diagram, therefore, is an icon of 
relations (NEM 4:316; Johansen, 1993, p.99). The object of 
the diagram is always a relation, and the related parts of the 
diagram represent the relations that constitute the object 
represented. 

The London Underground Diagram 
The design of the London Underground Diagram (LUD) 

is a well-known example of representational efficiency. Pre-
sent in virtually every major city in the world, it has esta-
blished an international paradigm on how to perform simple 
decision-making tasks regarding networks of stations and 
lines. The original version of the LUD was created by the 
Henry C. (Harry) Beck in 1933. Beck’s design was based 
upon electrical circuit diagrams, which omit or falsify the 
relative physical position of wires in order to convey infor-
mation about connectivity. Beck saw a similarity with the 
underground railway network in that it was possible to igno-
re the geographical information altogether and remove some 
of the sources of confusion in the previous, more literal 
maps.  

Beck’s initial sketch was transformed into a properly labe-
led and color-coded diagram where he compressed the ou-
tlying portions of lines. The central area of the network ap-
pears to be viewed through a convex lens so as to enlarge its 
scale, route lines are simplified in verticals, horizontals and 
diagonals (45°) and the distance between stations has been 
evened (Garland, 1994). 

In later versions of the London Underground Diagram 
based on the last of Beck’s diagrams (published in 1959), 
his successors retained the essential structure from the ori-
ginal: octagonal grid and colored lines meeting at angles of 
90° or 45°; stations arranged to show the position of each 
one to the next instead of the real geographic distance 
between them; the presence of the simplified River Thames 
along the bottom of the diagram helping the notion of posi-
tion and scale; non-interchange stations represented by ticks 
and interchange stations represented sometimes by rings 
sometimes by diamonds (Garland, 1994). Graphical changes 
such as changing the color of the lines and the fonts used in 
the names of the stations in order to improve the grasping of 
information by the users and reduce their possibility of con-
fusion were made, also to accommodate the expansion of 
the system. As a result of the adaptations and modifications 
made by Beck and his successors, we have the diagram as 
we know it today (see Figure 1).   

 What does the LUD signify? 
Previously to the LUD, maps of the London Underground 

System adhered to geographically more accurate representa-
tions of the lines and station locations. While both the LUD 
and a geographically accurate map convey information 
about stations, connections between stations and connecti-
ons between lines, only the map convey reliable information 
about geographic location of stations, distance between sta-
tions, length of lines and specific directions and changes of 
directions of lines. We can say that there is more informati-
on to be discovered about the Underground System in a ge-
ographically accurate map than in the LUD. 

To characterize the LUD as a sign whose object is the 
London Underground System, while correct, doesn’t reveal 
much about the functional role it plays. Beck’s design has 
selected, between a multitude of information possible to be 
communicated by a map or diagram, just what was required 
for a user of the Underground system to solve the specific 
problem of navigating the system. His design communicates 
something not only about “the Underground System” in 
general as a “thing” or “substance”, but about a problem 
space typical of the users of the system, and partly inherent 
to the system itself.  

 The representational features of the LUD are an icon of a 
formal structure of this problem space. This formal structure 
comprises an initial state (the user’s current station), a final 
state (user’s goal station), intermediate states (the interme-
diate stations and their structure of connectivity) as well as a 
set of rules for moving between states (the user needs to 
move along a line, can only embark or disembark on stati-
ons and can only change between specified lines on inter-
change stations). More specifically, the iconicity between 
the LUD and the formal structure is not because of simila-
rity of superficial qualities, but because both share a structu-
re of relations between its parts: the connectivity between 
stations (ticks and diamonds) and tube lines (graphical co-
lor-coded lines) in the LUD is analogous to the connectivity 
between problem states in the problem space. Thus, the rel-
tion between the LUD and the problem space of the Under-
ground users is based on diagrammaticity. 

Type of sign S-O relation S-O-I dependence

icon “similarity” dependent on intrinsic 
properties of S

index “contiguity" dependent on S-O spatio-
temporal co-variation

symbol “law" S-O dependent on I mediation
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Figure 1: The London Underground Diagram as we know it 
today. 

The LUD constructs the cognitive niche 
For Laland & O’Brien (2011, pp. 192-193) niche cons-

truction “should be thought of as the dynamical products of 
a two-way process involving organisms both responding to 
‘problems’ posed by their environments and solving some of 
those problems, as well as setting themselves some new 
problems by changing their environments through niche 
construction”. Similarly, for Clark (2008, pp. 62-63), cogni-
tive niche construction is a process of transformation of 
problem spaces by building physical structures that, combi-
ned with appropriate culturally transmitted practices, enhan-
ces problem solving or even make possible new forms of 
thought. 

Taking into account the characterization of niche cons-
truction as related to transformation of problem spaces, and 
our claim that the LUD is an icon of a problem space, how 
can we further characterize the role of the LUD, with its 
diagrammatic meaning, in a process of niche construction? 
In the following we argue that LUD’s diagrammatic mea-
ning of opportunities for actions is the LUD’s role in niche 
construction, arguing that meaning and niche construction 
cannot be dissociated. 

Take someone who is in Victoria station and needs to go 
to Marylebone station. She consults the LUD, performing S-
O-I: the LUD (S) represents a problem space (O), so that the 

blobs and color-coded lines stand for her as possibilities for 
action (I) — “Marylebone is in the brown line, I can access 
the brown line in Oxford Circus, or maybe in Baker Street, 
after transfering to the grey line in Green Park”. She thinks 
about displacement in terms of connectivity — and not, say, 
in terms of distance —, not because she has taken some time 
to think about the best way to think about urban dislocation, 
but because the LUD makes it almost impossible to think 
otherwise: she is not using the diagram as merely input for 
abstract processing of information about the underground 
system, but rather making a decision based on visual mani-
pulation of the diagram itself: even if the underground sys-
tem didn’t exist in reality, the diagrammaticity in the LUD 
would still afford similar decisions regarding the options to 
go from blob ‘A’ to blob ‘B’. That is, in S-O-I, the S-O rela-
tionship is dependent on internal relations of S (i.e., dia-
grammaticity). This diagrammaticity of the LUD when cou-
pled to a context of action and decision making, offers op-
portunities for action and shapes decision making. 

To solve a problem using the LUD involves assessing the 
potential actions offered and choosing one. Several factors, 
strategies and preferences might be involved in the choice: 
being late, having heard that someone was robbed in one 
particular station, trying to make the least possible connecti-
ons, trying to pass through the least number of stations, 
avoiding a certain crowded line etc. Regardless of the moti-
ves, if the choices are informed mainly by the manipulation 
of the LUD, they can only happen in terms of the opportuni-
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ties for action that the LUD embeds. To solve a problem 
using the LUD corresponds to actualizing in experience one 
of the many potential actions offered by the LUD. 

Some of the strategies, needs and preferences of users 
may not be supported by the design choices of the LUD: 
trying to figure out which station is closer to a particular 
street, for example. The set of potentialities for action that a 
representation designed specifically for solving problems of 
navigation in the underground system embeds is only one 
between many other possible sets that might be derived 
from the system: that of a mechanic trying to locate a parti-
cular electrical fault in the system, for example, or that of a 
rat which lives in the underground. The set of potentialities 
that the LUD offers is a crucial part of any description or 
characterization of how thousands of commuters and tou-
rists (and not mechanics, and not rats), relate to the London 
Underground System everyday. This set opportunities for 
action is a part of the cognitive niche of Londoners, and it is 
founded on diagrammatic meaning. Meaning, in this case, is 
not a matter of a certain type of reference of a thing to a 
mind, but is inextricably connected to the niche itself, i.e., 
the niche is the context required for meaning to develop. 

Conclusion 
How is meaning grounded on cognitive niche constructi-

on and vice versa?  
According to Peirce’s pragmatism, signs are action-orien-

ted, context-dependent processes and entities – they are de-
termined by the fact that they figure in a process in which 
what is selected as relevant is grounded on the needs of 
agents acting locally in a cognitive niche. Meaning works as 
a constraining factor of possible patterns of problem solving 
behavior. 

In relation to other types of underground maps, the LUD 
does not introduce a distinct kind of semiotic process, but 
specializes the semiotic process to signify mainly in terms 
of connectivity. In this sense, the LUD serves as an example 
of meaning as an action-oriented process.  

The utilization of the LUD by an Underground user can 
be understood as a meaning process S-O-I in which O is a 
problem space. As this is an iconic process, O is dependent 
of the intrinsic qualities of S, so that changes in S generate 
transformations in O. Beck’s design innovations (changes in 
S) transform the problem space (O), participating in cogniti-
ve niche construction. In this sense, iconic meaning (more 
than indexicality or symbolicity) is at the core of cognitive 
niche construction. This approach suggests a new philo-
sophical treatment of the relation between problem space, 
cognitive niche construction and meaning processes.  
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Abstract

Cross-situational learning is a basic mechanism that enables
people to infer the correct referent for a novel word by track-
ing multiple hypotheses simultaneously across exposures. Pre-
vious research has shown that adults are capable of exploit-
ing cross-situational information, but recently this gradual sta-
tistical learning mechanism has been put under debate by re-
searchers who argue that people learn via a fast mapping pro-
cedure. We compared the performance of adult participants on
a word learning task in which information was manipulated
cross-situationally with the performance of simulated learn-
ing strategies. Experimental evidence indicates that adults use
cross-situational learning, which appears to be a robust mech-
anism that facilitates word learning even under cognitively de-
manding circumstances.

Keywords: Cross-situational learning; artificial word
learning; propose-but-verify strategy; fast mapping.

Introduction
When learning the meaning of novel words, a learner has to
deal with the indeterminacy of word meaning. Quine (1960)
introduced the example of the word gavagai uttered by a na-
tive speaker of Arunta upon seeing a rabbit. If an anthropolo-
gist wants to know the meaning of the word, he has to hypoth-
esize about the correct referent for the word. It could mean
rabbit, furry, rabbit tail, or even something utterly different
than that. Quine (1960) noted that, for any given example,
there will be many hypotheses consistent with the meaning of
the word. The following question then arises: How do we in-
fer the correct hypothesis about the meaning of a novel word?
Presumably, we could consider all possible mappings, exam-
ine multiple situations, and accept only those mappings con-
sistent with all, or at least most, of the different situations en-
countered. This basic mechanism is called “cross-situational
learning” (Siskind, 1996).

Over the past few decades, researchers have shown that
adults can and, indeed, do learn novel words using cross-
situational information (Gillette, Gleitman, Gleitman, & Led-
erer, 1999; Yu & Smith, 2007; Piccin & Waxman, 2007;
Smith, Smith, & Blythe, 2009, 2011). A cross-situational
learner collects information across exposures to infer the cor-
rect referent for a target word from multiple hypotheses si-
multaneously. Recently, cross-situational learning (hence-
forth XSL) has been put under debate by researchers who
believe that humans learn novel words using a propose-but-
verify strategy (Trueswell, Medina, Hafri, & Gleitman, 2013).

Trueswell et al. (2013) conducted an experiment in which
participants were repeatedly exposed to target words, whose

meanings could be inferred from cross-situational informa-
tion. Based on their results, however, they argue that people
quickly propose one random hypothesis as to what the mean-
ing of a target word is, and stick to this hypothesis as long
as possible. If in a new situation the hypothesized meaning
is no longer present, they propose another random hypothe-
sis without any recollection of potential referents from previ-
ous situations, and this process is then repeated. Therefore,
Trueswell et al. (2013) refer to this propose-but-verify strat-
egy as a fast mapping procedure rather than a gradual statis-
tical one. As such, their study contradicts earlier studies that
pointed toward a XSL account for word learning.

We argue that a flaw in the experimental paradigm by
Trueswell and colleagues may have induced the propose-but-
verify strategy. In their experiments, as well as in many other
word learning experiments (e.g., Smith et al., 2011), partic-
ipants are subjected to a forced-choice paradigm in which
they are instructed to click on the referent they think corre-
sponds to a target word. As a consequence, participants have
to propose a word-referent mapping on first exposures to tar-
get words. However, under natural circumstances, humans
are not forced to decide on the meaning of a novel word on
its first encounter; they may consider multiple hypotheses un-
til they have obtained sufficient information across situations
to make a decision. A possible solution for this problem is
to use a look-and-listen paradigm in which the participants’
gaze behavior provides an indication of their preference for
an object, or multiple objects, when they hear a target word
during the word learning procedure. Trueswell et al. (2013)
also measured the eye movements of adult learners, but we
suspect that the forced-choice paradigm they used on top
of the eye-tracking paradigm might have biased their learn-
ing behavior. A follow-up study by Koehne, Trueswell, and
Gleitman (2013) confirms our suspicion that a forced-choice
paradigm might affect the learning strategies people use, but
it remains unclear whether learners use a propose-but-verify
strategy or XSL. In order to further investigate this, we use
only a look-and-listen paradigm, which allows participants to
consider multiple hypotheses during the word learning proce-
dure without making a forced choice.

Trueswell et al. (2013) argue that multiple-hypothesis
tracking may only occur under greatly simplified conditions
in which learners are exposed to long consecutive sequences
of learning instances for target words. However, Smith
et al. (2011) found that when learning instances for target
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words were interleaved with learning instances for other tar-
get words, this only moderately affected learning success and
learning speed, suggesting that human learners were able to
use XSL even under these cognitively demanding circum-
stances. Taking into account these contrasting claims with
regard to the influence of cognitive load on word learning
strategies, we include a consecutive and interleaved condition
in our experiment.

We present adult participants with a limited number of
learning instances for each word to accentuate the differences
between the performances of the two learning strategies un-
der consideration. As a limited number of learning instances
should lead to less successful learning with the propose-but-
verify strategy as opposed to XSL, this allows us to inves-
tigate the extent to which the word learning performance
of adult participants can be attributed to either one of these
strategies. At the same time, the learning task becomes more
difficult with a limited number of learning instances, espe-
cially with an interleaved presentation, which allows us to
say something about learning under cognitively demanding
circumstances. Using computer simulations, we set base-
line measurements for different degrees of XSL and compare
these with the word learning performance of adult partici-
pants. We expect that learners use XSL, regardless of whether
they are presented with consecutive learning instances for
target words, or learning instances that are interleaved with
learning instances for other target words. Before presenting
our study, we provide some more background on the consid-
ered learning strategies.

Learning Strategies
Cross-Situational Learning
Figure 1 aids in explaining a XSL procedure. Suppose a
learner encounters the the word timilo for the first time. When
the utterance is accompanied by the objects in Situation 1, a
learner can hypothesize that each of these referents could re-
fer to timilo. When the learner encounters the utterance again
in Situation 2, he can verify or falsify his previously proposed
hypotheses based on a change in the set of objects. One object
from Situation 1 does not occur in Situation 2, which he can
eliminate from the set of likely candidates for the target word-
referent mapping. Moreover, one of the objects in Situation
2 was not present in Situation 1, which he can perceive as
an unlikely candidate. When timilo is uttered in Situation 3,
the learner can observe that again one object from the previ-
ous two situations can be eliminated, which was replaced by a
new object that is unlikely to refer to the utterance since it was
not present before. Finally, the learner can repeat this process
in Situation 4 and eliminate the object that occurred in all pre-
vious situations, but not in this one. At this point, only the up-
per left object is consistent across all situations, making it the
only possible referent for the word timilo. Thus, the learner
can infer the correct word-referent mapping through a careful
process of simultaneously proposing and verifying multiple
hypotheses by eliminating referents across situations.

Situation 1 Situation 2

Situation 3 Situation 4

Figure 1: Four situations that display novel objects for the
word timilo. Only the upper left object in Situation 1 is con-
sistent across all situations. Stimuli are developed by Smith
et al. (2011).

Propose-But-Verify Learning
In the propose-but-verify strategy (Trueswell et al., 2013), the
learner will, in Situation 1, select one object at random as the
proposed referent. If this object is still present in Situation 2,
he will select it again. If not, he will propose another object
that is present in Situation 2. Trueswell et al. (2013) argue
that the learner does so without keeping track of previous ex-
posures, so this alternative object is selected at random and
could well be the newly introduced object. This same proce-
dure continues until the experiment stops. So, although after
four exposures a perfect cross-situational learner will have
inferred the correct mapping, the propose-but-very strategy
does not guarantee successful learning; not even after many
more exposures. However, the probability that the correct
mapping is learned increases with the number of exposures if
the target referent is consistently present in all situations.

Baseline Measurements
Smith et al. (2009) suggest that in order to test if word learn-
ers do indeed use XSL, their performance should be com-
pared with the performance of the best possible non-cross-
situational learner. A baseline performance at chance-level,
which was used in the study by Yu and Smith (2007), would
not suffice because this baseline can be outperformed by an-
other non-cross-situational learner; a learner that uses a single
one of the training exposures to reduce the set of potential ref-
erents on test trials. This so-called one-exposure learner does
not integrate information from multiple situations. In order
to demonstrate that humans use cross-situational information
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for word learning, it must be demonstrated that they outper-
form the one-exposure learner.

With regard to more recent developments presented by
Trueswell et al. (2013), we argue that testing against a one-
exposure learning baseline does not conclusively demonstrate
XSL, as Smith et al. (2009) proposed. Comparing the per-
formance of participants with the performance of the one-
exposure learner indeed demonstrates that participants inte-
grate information across exposures, but not necessarily that
they track multiple hypotheses simultaneously to infer word-
meaning mappings, which is also a key characteristic of XSL.
To demonstrate that participants truly use XSL, we must also
show that they outperform the propose-but-verify learner by
Trueswell et al. (2013). As a single hypothesis-based strat-
egy, the propose-but-verify strategy does not qualify as a
fully developed XSL strategy. Thus, comparing the learn-
ing performance of our participants with the performance of
a propose-but-verify learner provides a second baseline mea-
surement for XSL performance; if this baseline is exceeded,
then participants must be tracking multiple hypotheses simul-
taneously to infer word-meaning mappings.

Method
Design
We adapted the experiment of Smith et al. (2011) by reduc-
ing the number of training trials for each word from 12 to 5
and by monitoring performance using an eye-tracker instead
of a forced-choice paradigm. The experiment used a within-
subjects design in which the order of learning instances (con-
secutive versus interleaved) was counterbalanced across par-
ticipants.

Participants
We collected data from 92 Dutch native speakers (47 fe-
males), all students in the Tilburg School of Humanities. Par-
ticipants received course credit for participation. Ten par-
ticipants were excluded from the analysis, because the eye
tracker did not record their eye movements properly. The fi-
nal sample consisted of 82 participants (45 females) between
the age of 18 and 30 years old (M = 22.46,SD = 2.72).

Materials
In order to control for the potential role of sound symbolism,
syllables containing rounded and unrounded vowels follow-
ing Dutch phonotactical rules were randomly concatenated
into nonsense words. This resulted in the following linguis-
tic stimuli: toekie, boezie, noebee, voolee, wootie, nieloo,
wiepoe, veegoo, reezoo, which were randomly assigned to the
practice procedure, consecutive block, or interleaved block.
Audio samples of the words were generated using a Dutch
online text-to-speech generator1. The length of the words was
controlled for by keeping the number of letters and syllables
the same.

1http://www.fluency.nl/international.htm

To create a visual stimuli set for the word learning proce-
dure, nine sets of eight stimuli were randomly taken from the
set of 120 pictures of nonsense objects developed by Smith et
al. (2011). There was no overlap between sets to prevent par-
ticipants from using mutual exclusivity (Markman & Wach-
tel, 1988). One target object was retrieved from each set and
labeled with one of the generated nonsense words. The re-
maining 63 stimuli served as distractor objects.

Five learning instances were created for each word. Cross-
situational information was manipulated by replacing one of
the distractor objects systematically with on of the other dis-
tractor objects on each learning instance. This allowed for the
verification and falsification of potential word-referent map-
pings across learning instances.

In the consecutive block, full sets of five learning instances
for the target words were randomly displayed. In the inter-
leaved block, all first learning instances for the four words
were randomly displayed, followed by all second, third,
fourth, and fifth learning instances. At the end of each block,
test trials were randomly displayed. During these test trials,
participants were presented with the unique set of eight po-
tential referents for each word on a 2x4 display.

Apparatus
A SMI Vision RED 250 remote eye tracking system was used
for stimuli presentation and data collection. Stimuli were pre-
sented on a 22” computer screen via SMI Experiment Center
3.3 and simultaneously eye gaze data from the eye tracker
were collected via SMI iView X. Bright lights on both sides
of the computer screen provided optimal calibration.

Procedure
Participants were tested individually in a soundproof booth
in the lab. The distance between the participants and the
computer screen was approximately 70 cm. The eye-tracker
was calibrated for each participant using a 9-point calibra-
tion. The experimenter validated if the estimation of the eye
position was indeed close to the known calibration points.
If errors occurred, the calibration session was repeated. Af-
ter the experimenter left the booth, participants put on head-
phones and started the experiment. They were instructed via
the screen to try and map a target word to its correct referent,
with the hint that the correct referent was always displayed in
the context of the utterance. Note that participants were not
explicitly instructed to use a particular learning strategy.

Each participant completed a training and test phase for
one practice word, and subsequently, for a consecutive and
interleaved block of four words each. Participants either com-
pleted the consecutive block or the interleaved block first.
During training, participants were exposed to four objects for
5000 ms whilst they heard the utterance of a target word. Test
procedures for the consecutive and interleaved block followed
when training within a block finished. During testing, partic-
ipants were presented with the unique set of objects for 8000
ms and they were specifically instructed to look at the object
that they thought corresponded to the uttered target word.

120



Data Analysis
Eye movements of the participants were analyzed using an
Areas of Interest (AOI) approach. Equally-sized AOIs were
drawn around all objects on training and test trials by a human
coder. Participants’ calibrations were corrected manually us-
ing the software and procedure by Cozijn (2006).

Looking times for each object were normalized by calcu-
lating the percentage for the amount of time a participant
spent looking at each object on each trial. Learning speed
was monitored by measuring the time participants spent look-
ing at target objects during training. Learning performance
was scored as the maximum number of words a participant
learned during the test procedures of the consecutive block
(range 0 to 4) and interleaved block (range 0 to 4). The ob-
ject to which participants looked longer than 50% during each
test trial was accepted as the chosen referent.2 If this chosen
object indeed corresponded with the target word the word-
referent mapping was considered learned. The participants
were scored one point for each learned word. If the chosen
referent did not correspond with the played target word, or if
none of the looking times met the > 50% threshold, partici-
pants received zero points.

Simulations
We simulated distributions of 82 performance scores for each
discussed learning strategy; a number that corresponds to the
number of participants we included in our analyses.

First, the one-exposure learner by Smith et al. (2009) was
simulated by implementing the following algorithm:

1. For each word, choose one of the training trials at random
and store the objects of these trials in memory.

2. Use the stored information on the testing trial by randomly
selecting a referent from the set of objects that appeared on
the stored training trial.

Second, the propose-but-verify account by Trueswell et al.
(2013) was modeled using a simple algorithm that can be de-
scribed as follows:

1. For each word, start by choosing the referent at random
from the displayed context.

2. On any additional exposure to a word, remember the pre-
vious guess.

3. If the remembered guess is present in the current context
select the referent; otherwise select a referent at random
from the objects at display.

4. Select referents chosen on final training trials on test trials.

2The threshold of > 50% of the time spent looking at the object
of preference was chosen, because this percentage indicates that par-
ticipants could not have spent more time looking at any of the other
objects. 13 out of 656 data points were corrected (1.98%).

Our computer simulations were configured in the most
optimal manner: with perfect memory. The learning in-
stances of the word learning procedure were manipulated
such that information could be integrated cross-situationally
to infer correct word-meaning mappings. Thus, simulating
XSL would lead to a perfect performance.

Results
Experimental Findings
Table 1 shows the frequency distributions for the number of
words learned in the consecutive and interleaved block of
learning instances, showing that the majority of participants
learned four words in the consecutive condition and three or
four words in the interleaved condition.

Table 1: Frequency distributions of the number of words par-
ticipants learned in the consecutive and interleaved block of
the word learning procedure.

No. of words No. of participants
Consecutive % Interleaved %

0 1 1.2 1 1.2
1 1 1.2 13 15.9
2 10 12.2 22 26.8
3 22 26.8 22 26.8
4 48 58.6 24 29.3
Total 82 100.0 82 100.0

A paired-samples t-test showed that participants learned
significantly more words in the consecutive block (M =
3.40,SD = 0.84) than in the interleaved block (M =
2.67,SD = 0.12), t(81) = 5.58, p < .001,r2 = .28.

An independent t-test showed that participants who were
presented with consecutive learning instances followed by in-
terleaved learning instances (M = 6.18,SD = 1.63) did not
perform significantly better than participants who received a
reversed order of presentation modes (M = 6.00,SD = 1.53),
t(80) = 0.51, p = .618,r2 = .06.

Looking times for target objects during training were sub-
mitted to a 2 (presentation mode) x 4 (word) x 5 (learning in-
stance) analysis of variance with a repeated-measures design.
Mauchly’s test showed that the assumption of sphericity had
been violated for the main effect of learning instance, χ2(9)=
114.84, p < .001, and the interaction between presentation
mode and learning instance, χ2(9) = 41.49, p < .001.3

Figure 2 shows the average amount of time participants
spent looking at target objects on sets of five learning in-
stances in each condition. The ANOVA revealed a main ef-
fect of presentation mode on the amount of time participants
spent looking at target objects during training, F(1,75) =
20.05, p < .001,η2

p = .21. Participants spent more time
looking at target objects in the consecutive condition (M =

3Huynh-Feldt corrections resulted in the exact same F-ratio’s,
p-values, and explained variances. We reported the uncorrected de-
grees of freedom for the sake of convenience.
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Figure 2: Looking times for target objects on learning in-
stances in the consecutive and interleaved conditions. Shade
represents standard error of the mean.

43.08,SE = .92) than in the interleaved condition (M =
37.71,SE = 1.03). The results also indicated a significant
interaction between presentation mode and learning instance,
on the amount of time participants spent looking at target ob-
jects on training trials, F(4,300) = 30.37, p < .001,η2

p = .29.
When learning instances were entered separately in

the model for each condition, the ANOVA revealed
no significant difference between first learning instances
(F(1,78) = 2.48, p = .119,η2

p = .03), second learning in-
stances (F(1,80) = 0.91, p = .343,η2

p = .01) and third learn-
ing instances (F(1,81) = 0.10, p= .753,η2

p = .00). However,
there was a significant difference between fourth learning in-
stances (F(1,78) = 30.01, p< .001,η2

p = .29) and fifth learn-
ing instances (F(1,79) = 56.70, p < .001,η2

p = .42), which
indicated that participants looked longer at target objects in
the consecutive condition than in the interleaved condition
during these learning instances.

Comparisons with Simulations
Table 2 displays the simulated performances of the learning
strategies under consideration and the performance of adults
participants. Levene’s test indicated that the assumption of
homogeneity of variance had been violated for these data,
F(2,243) = 8.032, p < .001. Therefore, we used Welch’s
adjusted F-ratio provided in the one-way ANOVA output
to test for differences between groups. There was a statis-
tically significant main effect of the type of strategy used
on word learning performance with consecutive exposures,
F(2,151) = 268.44, p< .001,ω2 = .68. Planned contrasts re-
vealed that participants performed significantly better in the
consecutive condition of the word learning procedure than the

Table 2: Learning performance of the one-exposure learner
(Smith et al., 2009), propose-but-verify learner (Trueswell et
al., 2013), adult participants, and perfect XSL (Smith et al.,
2011).

Consecutive Interleaved
M SE M SE

One-exposure 0.93 .056 0.93 .056
Prose-but-verify 2.11 .097 2.11 .097

Participants 3.40 .093 2.67 .122
Perfect XSL 4.00 - 4.00 -

Note. N = 82 for participants and simulations.

one-exposure learner, t(133) = 22.73, p < .001,r2 = .79 and
the propose-but-verify learner, t(161) = 9.63, p < .001,r2 =
.36. A one-sample t-test showed that the participants per-
formed significantly worse than a perfect cross-situational
learner, t(81) =−6.41, p < .001,d = 1.42.

When the learning performance on the interleaved con-
dition was entered separately in the model, Levene’s test
showed that the assumption of homogeneity of variances had
been violated, F(2,243) = 28.024, p < .001. Welch’s test
results showed a statistically significant main effect of the
type of strategy used on word learning performance with in-
terleaved exposures, F(2,154) = 220.63, p < .001,ω2 = .48.
Planned contrasts revealed that participants performed signif-
icantly better in the interleaved condition of the word learning
procedure than the one-exposure learner, t(138) = 13.02, p <
.001,r2 = .76 and the propose-but-verify learner, t(161) =
13.02, p < .001,r2 = .29. A one-sample t-test showed that
the participants performed significantly worse than a perfect
cross-situational learner, t(81) =−10.97, p < .001,d = 2.44.

Discussion
In this paper, we explore cross-situational word learning un-
der different cognitive loads without using a forced-choice
paradigm. To this aim, we designed an experiment in which
we tracked participants’ eye movements – a method that has
proven adequate for studying this kind of learning behavior
(Yu & Smith, 2011). To obtain insights into the strategies
people use for word learning, we compared the experimental
results with simulations in which various learning strategies
were modeled.

In order to prove that our participants were collecting in-
formation from multiple exposures, we needed to show that
they outperform the one-exposure learning strategy proposed
by Smith et al. (2009). We confirm that our participants sig-
nificantly outperformed the one-exposure learner, suggest-
ing that they integrated information about potential word-
referent mappings cross-situationally. This outcome is in line
with Smith et al. (2009). In order to show that our partici-
pants were tracking multiple hypotheses simultaneously, we
needed to demonstrate that they outperform the propose-but-
verify learning strategy by Trueswell et al. (2013). Our par-
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ticipants indeed learned significantly more words than the
propose-but-verify simulation. This finding is inconsistent
with Trueswell et al. (2013), who found that their partici-
pants learned target words using a propose-but-verify strat-
egy in which they tracked only one hypothesis at a time. The
fact that our participants outperformed the propose-but-verify
learner indicates that participants integrated more informa-
tion across situations than just information about one possi-
ble word-meaning mapping at a time. This result corresponds
with studies which show that adult learners do indeed infer
and track multiple hypotheses across situations (Gillette et
al., 1999; Piccin & Waxman, 2007; Yu & Smith, 2007; Smith
et al., 2009, 2011). Consistent with previous research, our
participants did not reach the performance level of a perfect
XSL account (Smith et al., 2011), suggesting that information
loss occurs across exposures. The fact that learning instances
were sometimes presented consecutively or interleaved with
learning instances for other words did not prevent partici-
pants from using XSL. Contrasting with what Trueswell et
al. (2013) suggest, XSL seems to be at play even when par-
ticipants are presented with a limited number of learning in-
stances that are interleaved with learning instances for other
words. However, participants learned slower and less effec-
tive in the interleaved condition than in the consecutive con-
dition, presumably due to memory constraints.

Whereas Trueswell et al. (2013) and Smith et al. (2011)
used a forced-choice paradigm (i.e. participants were told to
click on one of the referents on each exposure), learners usu-
ally also have the option not to select a referent on first expo-
sures to target words. Participants were required to propose
a potential word-meaning mapping in situations where they
would not naturally select a referent due to high uncertainty.
We believe that this paradigm might have biased the learning
behavior of Trueswell et al.’s participants, and consequently
may have induced a propose-but-verify strategy. In our look-
and-listen paradigm, the preference for a referent, or multiple
referents, was measured indirectly through gaze behavior, re-
lieving participants of making a decision on first exposures to
target words. The findings demonstrate that -on average- our
participants reached a performance that suggests they track
multiple hypotheses simultaneously.

Koehne et al. (2013) reported that their participants memo-
rized more than one potential meaning for a target word, un-
like a strict propose-but-verify theory would predict. As par-
ticipants mostly memorized objects they had proposed during
training, they interpret their findings in the light of a multiple-
proposal account for word learning. However, in half of
the conditions participants selected objects that occurred fre-
quently from early on in the experiment above chance-level
on test trials, which we believe is consistent with a XSL ac-
count for word learning. In order to distinct between (weak-
ened forms of) XSL and propose-but-verify, a deeper anal-
ysis of gaze behavior during the word learning procedure is
required. Preliminary results of such an analysis suggest that
the majority of our participants used a variety of XSL strate-

gies (cf. Smith et al., 2011), but did not rule out the possibility
that some participants used a propose-but-verify strategy.

To conclude, our experiment demonstrates that adults track
multiple hypotheses simultaneously when they are not forced
to choose referents during word learning. They do so even
under cognitively demanding circumstances, but they learn
faster and more effectively when learning instances for target
words are displayed consecutively than when they are inter-
leaved with learning instances for other words.
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Abstract

The pattern-based sequence classification system (PBSC)
identifies regularly occurring patterns in collections of se-
quences and uses these patterns to predict meta-information.
This automated system has been proven useful in identifying
patterns in written language and musical notations. To illus-
trate the wide applicability of this approach, we classify sym-
bolic representations of speech-accompanying gestures pro-
duced by adults in order to predict their level of empathy. Pre-
vious research that focused on isolated gestures has shown
that the frequency and salience with which individuals pro-
duce certain speech-accompanying gestures are related to em-
pathy. The current research extends these analyses of sin-
gle gestures by investigating the relationship between the fre-
quency of multi-gesture sequences of speech-accompanying
gestures and empathy. The results show that patterns found in
multi-gesture sequences prove to be more useful for predict-
ing empathy levels in adults than patterns found in single ges-
tures. This paper thus demonstrates that sequences of gestures
contain additional information compared to gestures in isola-
tion, suggesting that empathic people structure their gestural
sequences differently than less empathic people. More impor-
tantly, this study introduces PBSC as an innovative, effective
method to incorporate time as an extra dimension in gestural
communication, which can be extended to a wide range of se-
quential modalities.

Keywords: Grammatical inference; speech-accompanying
gestures; empathy; pattern-based sequence classification.

Introduction
People naturally accompany their speech with gestures. Sev-
eral studies have reported results indicating that gesture type,
frequency, and salience are related to personality traits, cogni-
tive abilities, and empathy levels (Hostetter & Alibali, 2006;
Chu & Kita, 2011; Hostetter & Potthoff, 2012; Chu, Meyer,
Foulkes, & Kita, 2014). For example, Chu et al. (2014) found
that empathy (i.e., how much people think about other peo-
ple’s thoughts and feelings) predicts the frequency of ges-
tures with an interactive function, that is, conduit and palm-
revealing gestures. Whereas previous studies mainly looked
at the frequency of isolated gestures, the current research
aims to extend these analyses to sequences of gestures. Even

though the frequency of gestures might be the same among
people with different levels of empathy, these people may or-
der different types of gestures, most notably interactive ges-
tures (i.e., conduit and palm-revealing gestures) in different
ways. That is, in some situations more information might be
hidden in frequencies of gesture sequences than in frequen-
cies of single gestures.

Previous studies on cross-linguistic differences in speech-
accompanying gestures (see Kita (2009) for a review) sug-
gested that looking at gesture sequences may be fruitful.
For instance, in verb-framed languages such as Turkish and
Japanese, path information is expressed in one clause and
manner information in another clause, in contrast to English,
in which manner and path are expressed in a single clause.
The verb “rolling down” is expressed in one clause in En-
glish, but it takes two clauses (e.g., “rolling/spinning” and
“descending/downwards path”) to express this verb in Turk-
ish and Japanese. Research has shown that such linguistic
structures influence the ways in which gestural communica-
tion is structured (Özyürek & Kita, 1999; Kita & Özyürek,
2003). Whereas Turkish and Japanese speakers tend to use
one gesture to depict the rolling movement, and one gesture
to depict its downward path, English speakers tend to depict
manner and path in a single gesture. These studies suggest
that in some languages, multi-gesture sequences depict one
event, and accordingly, that the order in which people pro-
duce gestures alongside their speech may follow particular
patterns.

There may be other sequential regularities present in
speech-accompanying gestures. For example, different types
of gestures represent different types of information in nar-
rative, and these gestures may be ordered in a systematic
way. Representational gestures often accompany speech with
“narrative-level” information, which is about events and situ-
ations in the story (e.g, “A cat is looking at a canary bird in
a cage.”). Beat gestures often accompany speech with “meta-
narrative-level” information (McNeill, 1992) which refers to
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the structure of the story (e.g., “The cat tries to catch the ca-
nary bird in different ways, but he never succeeds.”). Interac-
tive gestures (Bavelas, Chovil, Lawrie, & Wade, 1992) often
accompany speech with “para-narrative-level” information,
which refers to the interactive exchange between the speaker
and the listener (e.g., “Do you know one of these American
cartoons?”). These types of information may be ordered in
a particular way in narrative; for example, a cluster of meta-
narrative utterances may be followed by a long sequence of
narrative utterances. This would in turn lead to systematic
patterns in sequences of gestures. Manually annotating such
regularities in gestural communication is very time consum-
ing and inefficient, which is why it is important to investigate
if such regularities can be identified automatically.

In this paper we propose a pattern-based classification ap-
proach to extend the analyses of single gestures to multi-
gesture sequences. In order to demonstrate the applicability
of the system, we use empathy scores as meta-information to
classify the gesture sequences. Empathy may be related to
the ways in which people structure information during con-
versation (people with high empathy levels may order in-
formation in ways that are more helpful to the listener than
people with low empathy levels), which may result into par-
ticular sequences of gestures. To our knowledge, this is the
first study that uses a pattern-based learning system to iden-
tify regularly produced sequences of speech-accompanying
gestures and relates these to empathy. We hypothesize that
multi-gesture patterns predict empathy levels in adults better
than information extracted from isolated gestures.

Our classification approach is based on an existing pattern-
based learning system (van Zaanen & Gaustad, 2010). This
system has proven to be useful in identifying patterns in sev-
eral sequential modalities, including semantics in written lan-
guage (van Zaanen & van de Loo, 2012) and musical nota-
tions (van Zaanen, Gaustad, & Feijen, 2011). Our main aim
is to demonstrate the wide applicability of the PBSC system.
In this paper, we show the effectiveness of the system in the
context of gestural communication.

The methodology we use is similar to that of Schmid,
Siebers, Seuß, Kunz, and Lautenbacher (2012), who use a
pattern-based sequence classifier to predict pain levels with
patterns in action units that describe facial expressions. Their
approach requires manual tuning of the learned patterns and
can only make a distinction between two classes (pain or no
pain). In contrast, our system can be applied without man-
ual intervention and can make distinctions between any pre-
selected number of classes, which correspond to different lev-
els of empathy in the current study. Classifying into only
two classes (high and low empathy) may be insufficient, be-
cause it leads to greater variability in people’s empathy levels
within a class. Our system’s ability to increase the number of
classes results in more specific information about the empa-
thy level of a person, which utilizes the uniqueness in gesture
sequences that people produce. We proceed by describing our
system in more detail in the next section.

Pattern-Based Sequence Classification
Pattern-based sequence classification (henceforth PBSC) is
an approach that aims to identify patterns in longer sequences
of symbols. The patterns describe regularities found in se-
quences that come from the same class. Given a sequence,
PBSC uses the identified patterns to assign the sequence to
the class it belongs to. This approach stems from the field of
grammatical inference, which addresses the task of building
a compact representation of a class given a subset of sample
sequences from that class (van Zaanen & Gaustad, 2010). In
contrast to other grammatical inference systems, PBSC aims
to learn a representation that describes the boundaries be-
tween multiple classes (corresponding to the number of em-
pathy levels in the current study), allowing for the classifica-
tion of sequences into their corresponding class. This is done
by extracting patterns in the shape of sub-sequences, i.e., con-
secutive symbols, from the sequences in the training dataset.
For practical purposes, patterns have a predetermined, fixed
length (although combinations of different pattern lengths are
possible as well) which coincides with the notion of n-grams,
where n defines the length of the pattern (Heaps, 1978). The
system only retains and uses patterns that are deemed use-
ful according to some “usefulness” measure or scoring met-
ric. A sequence can then be classified into a class based on
which patterns are found in the sequence and the scores of the
matching patterns.

System Walk-Through
PBSC, like other supervised classification systems, involves
a training and a testing phase. During training, the system
receives a collection of sequences that are labeled with its
underlying class. First, from these sequences, all possible n-
gram patterns (n consecutive symbols) are extracted and for
each pattern the scoring metric is calculated indicating how
well the pattern fits each of the possible classes. This results
in a set of patterns with a score for each class. These patterns
can be seen as vectors in a multi-dimensional space with one
dimension per class. Summing pattern vectors for each oc-
currence in a sequence results in a vector that describes the
sequence in the vector space. Second, based on the patterns,
all training sequences are inserted in the vector space (and
their correct class is known).

During testing, the system needs to assign a class to a new,
unseen sequence. First, the system builds a vector for the
sequence using the patterns. Next, it identifies the vector (of
the training sequences) that has the lowest cosine distance to
the vector of the test sequence. The class belonging to the
training vector is returned. This corresponds to a k-nearest
neighbor approach (Cover & Hart, 1967) with k = 1.

Scoring Metric
During training, the system aims to identify patterns that are
maximally discriminative between classes. Patterns that oc-
cur frequently in a class are assigned a high score for that
class compared to patterns occurring less frequently in that
class, because frequent patterns describe sequences from that
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class better than less frequent patterns. Additionally, pat-
terns that occur only in sequences in a particular class are
more discriminative compared to sequences occurring in all
classes. The combination of these properties are described
in a well-known scoring metric taken from the field of infor-
mation retrieval: tf*idf (Sparck Jones, 1972). This measure,
which is extended to handle patterns (van Zaanen & Gaus-
tad, 2010), consists of two components: term frequency (tf )
which measures the relative frequency of the pattern and in-
verse document frequency (idf ) which measures the discrim-
inative power of the pattern over all classes. The tf is defined
as the relative frequency of the pattern with respect to the to-
tal number of patterns found in the sequences belonging to
that class. The idf is the logarithm of the total number of
classes divided by the number of classes containing the pat-
tern. Thus, tf*idf provides a score describing the discrimina-
tive power of the pattern with respect to each class.

tf i, j =
ni, j

∑k nk, j

idf i = log
|C|

|{c ∈C : ti ∈ c}|

tf*idf i, j = tf i, j× idf i

Here, ni, j describes the number of occurrences of pattern ti
in class c j and C denotes the set of classes under considera-
tion.

Note that a pattern that occurs frequently in a particular
class has a higher tf score compared to the classes in which
the pattern occurs less frequently. However, the tf score of
a pattern is weighted by the idf component. Patterns occur-
ring in all classes will have a zero idf value, in contrast to
patterns occurring in fewer classes, which will have higher
idf values. Patterns that have a tf*idf score of zero for all
classes (because they occur in all classes) are not retained, as
they are useless for classification purposes. Note that when
no matching patterns are found, the system falls back on a
majority class baseline. This baseline measurement leads the
system to classify a sequence into the class that occurs most
frequently in the training data.

The length of the patterns has impact on the tf*idf scores as
well as their practical usefulness in classification. In general,
short patterns occur more frequently in both training and test-
ing data. On the one hand, during training, very short patterns
are likely to occur in all classes, leading to zero scores. On
the other hand, it is more likely to find a short pattern (with
non-zero tf*idf score) in the test data compared to a very long
pattern (corresponding to a very specific sequence of sym-
bols). This means that (depending on the amount of training
data available), there is a sweet spot in which a specific pat-
tern length performs best. Previous research has shown that
the best results are often found with pattern lengths of three
or four symbols (van Zaanen & Gaustad, 2010; van Zaanen
et al., 2011).

Data
We used the dataset developed by Chu et al. (2014), which
represents a sample of 122 English native speakers (71 fe-
male, 51 male) with a mean age of 19.41 years (SD = 4.85).
This dataset contains a total of 11,032 annotated speech-
accompanying gestures elicited by description tasks (for more
information see Chu et al. (2014). In addition, participants
were tested on several cognitive abilities and their level of
empathy. Here, we focus on the relationship between the ges-
tures participants produced alongside their speech and their
level of empathy.

Empathy Quotient
In the study by Chu et al. (2014), the Empathy Quotient ques-
tionnaire (Baron-Cohen & Wheelwright, 2004) was used to
measure the empathy levels of adult participants. This in-
strument comprises 40 questions related to empathy (e.g., “In
a conversation, I tend to focus on my own thoughts than on
what my listener might be thinking”) and 20 filler questions
unrelated to empathy (“I prefer animals to humans”). Par-
ticipants were instructed to rate how strongly they agreed or
disagreed with each statement (agree strongly, agree slightly,
disagree slightly, or disagree strongly). On each item of the
task, participants scored 2 points if the response reflected
empathy strongly, 1 point if the response showed empathy
slightly, or 0 points if the response did not show empathy at
all. A total score was computed to indicate the level of empa-
thy of each participant, with a maximum score of 80.

Data Representation
In the dataset, each gesture was annotated with information
about its semantics, salience, and handedness. For the in-
put of our PBSC system, we extracted this information and
converted it into three distinct datasets of symbolic gesture
sequences. First, the semantics of the gestures was denoted
by seven unique symbols that provided information about the
different types of gestures, such as representational gestures,
beat gestures, and palm-revealing gestures, unclear represen-
tational gestures, representational gestures specifically used
for indexing the listener, unclear gestures in general, and ges-
tures that did not belong to the mentioned categories. Sec-
ond, the level of salience of the gestures was denoted by four
symbols indicating the part of the arm that was used to pro-
duce the gesture (finger, forearm, hand, or whole arm). Third,
handedness was represented by three symbols that included
information about whether speakers gestured with their right
or left hand, or with both hands. In addition to the denotations
of the latter two gesture representations, we also incorporated
information (five unique symbols) about gestures that were
produced with the arm only, feet, legs, torso, and head.

Classification Tasks
The PBSC system assigns participants to an empathy level
class based on pattern occurrences in the (sequences of) ges-
tures they produce. Having a partition of two classes cor-
responds to classifying into high or low empathy classes,
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whereas three classes corresponds to low, mid, or high em-
pathy classes. To define empathy-level classes, we first di-
vided the range of empathy scores from all participants by
the number of classes to obtain the size of sub-range of em-
pathy scores for each class, and then classified participants
into the different empathy-level classes. For example, when
the class size was two, participants who scored anywhere be-
tween the minimum and the minimum + (maximum – min-
imum) / 2 were classified into the low-empathy level class,
and the rest, into the high-empathy level class. The gesture
sequences produced by participants with empathy scores be-
longing to the same class were considered example sequences
from that class. We varied the number of classes in the par-
tition from two to six, which resulted in five classification
tasks. During testing, gesture sequences produced per par-
ticipant were classified and the performance of the system
was measured by classification accuracy (percentage of par-
ticipants classified in the correct empathy level class based
on their gesture sequences). Note that it is expected that the
overall system performance will decrease as the number of
classes increases, because increasing the number of classes
has an impact on the number of class boundaries that PBSC
should learn, which makes the classification task harder. At
the same time, relatively less training data is available per
class when the number of classes is increased (as the partici-
pants are divided over the classes available). In contrast, the
idf factor in the scoring metric performs better with a high
number of classes (with two classes, only one non-zero idf
value is available, with six classes, five distinct idf values are
available).

Comparison of Results

In order to show that sequences of gestures provide more in-
formation about empathy levels than single gestures, we need
to compare the performance of the PBSC system using longer
patterns (n = 2, 3, 4, 5, or 6) with the performance of the
PBSC system using single gestures (n = 1). Thus, our analy-
sis includes six pattern lengths.

The accuracy of the system was measured through 10-fold
cross-validation. This procedure involves randomly breaking
up the dataset into ten folds of equal size and subsequently
training the system based on nine of these folds to test on the
tenth (unseen) fold. This process is then repeated until all ten
folds have been tested once and a mean accuracy is computed
for the system’s performance.

Results
The accuracy of classification by the PBSC (0–100%) was
entered in a 3 (gesture representation) x 5 (classification
task) x 6 (pattern length) ANOVA. The results revealed no
main effect of gesture representation on system performance,
F(2) = 0.251, p= .778. Moreover, gesture representation did
not significantly interact with the other two variables in the
design. Thus, it did not matter if a gesture was described
based on its semantics, salience, or handedness; the system

performance was not affected by the symbolic representation
of the gestures.

In Figure 1, horizontal lines represent the classification
accuracy when the system used information extracted from
single gestures (n = 1). The other lines illustrate the clas-
sification accuracy when the system used gesture sequences
(n = 2, 3, 4, 5, or 6). As can be seen, increasing the number
of classes to classify into (illustrated in the different panels)
leads to lower accuracy scores overall, which is an artifact of
the system.

The ANOVA revealed a significant interaction effect be-
tween pattern length and classification task on classification
accuracy, F(20) = 7.901, p < .001. Tukey’s HSD compar-
isons indicated that when the system classified participants
into two or three classes of empathy, varying pattern lengths
did not affect classification accuracy significantly. This is due
to the fact that the idf has limited impact in these situations.
In fact, when classifying into two classes, the system often
falls back on the majority class baseline. When participants
were assigned to four classes, the PBSC system that used se-
quences of three or more gestures to predict adults’ empathy
levels outperformed the PBSC system that used single ges-
tures (p < .001). Additionally, the classification accuracy of
the system was significantly higher when using sequences of
three or more gestures than when extracting information from
sequences of two gestures (p = .009 for n=3, p < .001 for
all other pattern lengths). This indicates that long patterns
lead to higher classification accuracy than short patterns. Pat-
tern lengths had an effect when participants were classified
into five classes: the system that used sequences of two or
more gestures to predict empathy outperformed the system
that used single gestures (p < .001). It is not surprising that
a significant pattern length effect was found for these classi-
fication tasks. With a high number of classes to classify into,
the idf weight is more useful (for all pattern lengths), allow-
ing for a more fine-grained weighing of the corresponding tf
score. Increasing the number of classes even more, leads to
a decrease in amount of training (and testing) data per class,
which is why we found no interaction effect when partici-
pants were classified into six classes of empathy. When the
number of classes is higher than five, the amount of training
data per class becomes too small to accurately find patterns
in sequences of gestures. With the amount of data available
from the dataset developed by Chu et al. (2014), the sweet
spot seems to lie around four or five empathy-level classes
and sequences of three or more gestures. When more data
is available, we expect that a higher number of classes and
longer pattern lengths lead to even better classification re-
sults.

Conclusion & Future Work
PBSC is a pattern-based classification approach, which has
proven to be useful in predicting meta-information in a range
of sequential modalities (e.g., written language, musical no-
tations). To contribute to the wide applicability of the PBSC,
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Figure 1: Accuracy of classifying participants into empathy-level classes based on their gesture sequences (y-axis), using 10-
fold cross-validation. The analyses were split based on the different gesture representations (symbol types), pattern length
(x-axis), and classification tasks (different panels). Horizontal lines represent classification accuracy with single gestures.

we demonstrate that the approach can also be successfully
used in the context of gestural communication. As a practi-
cal example, we examined the relationship between patterns
in sequences of speech-accompanying gestures produced by
adults and their level of empathy.

We found that patterns describing sequences of gestures
provide more discriminative power compared to patterns de-
scribing single gestures when predicting empathy levels of
gesturing participants. That is, the relative frequency of
multi-gesture patterns predicted participants’ empathy scores
better than the relative frequencies of gestures in isolation.
This was the case for all three symbolic gesture representa-
tions: semantics, salience, and handedness. We found evi-
dence for this when comparing symbol patterns consisting of
one symbol with longer patterns. The differences lie within
the tasks in which participants were classified into four or
five empathy classes, because these classification tasks pro-
vided the system with enough training data in each class to
allow for optimal discriminative power of the idf component
of our scoring metric. This, in turn, led to more pronounced
differences between the patterns. When classifying into four
classes, we found additional evidence that long patterns con-
tain more information than short patterns, as patterns of two
symbols were outperformed by longer patterns. We conclude
that gestures are not produced in isolation; in fact, our re-

sults indicated that they are related to each other in time. The
PBSC identified this information and successfully used it to
predict empathy levels in adults.

Previous research has shown that gestures are shaped in
part by speakers’ desire to communicate information clearly
to their listeners (Hostetter, Alibali, & Schrager, 2011). Em-
pathy levels may be related to the ways in which people struc-
ture information in conversation. Speech-accompanying ges-
tures are related to information threads in the flow of the con-
versation. Speakers with a high empathy level may think
more about how well the listener can follow the conversa-
tion and structure the order of information, accordingly. This
may lead to specific patterns gesture sequences because dif-
ferent types of gestures are associated with different types
of utterances (e.g., representational gestures with narrative
utterances and beat gestures with meta-narrative utterances
(McNeill, 1992)). Our results suggest that empathic people
structure their gestural communication at the discourse level
in ways that are different from less empathic people.

Several directions for future work may be considered.
First, an in-depth, qualitative analysis of the patterns may be
carried out to investigate, for instance, whether differences
are caused by clustering of certain types of gestures at vari-
ous points in narrative and/or systematicities in the use of in-
teractive gestures alongside speech. The most discriminative
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patterns between the classes could provide insight into which
gesture sequences are typical for a particular empathy level.
Second, PBSC allows for alternative gesture representations,
for instance, combining representations of different aspects
of a gesture into one complex symbol. This can be used to
investigate the relative importance of different aspects of ges-
tures. Third, a cross-linguistic comparison may be interest-
ing. Information provided in multi-pattern gesture sequences
might become more pronounced in, for instance, Turkish and
Japanese conversations, because in these languages certain
aspects of motion events in gesture are more often sequential-
ized than in English. Fourth, the relationship between multi-
gesture sequences and other personality traits than empathy
or particular cognitive abilities can also be investigated. Fi-
nally, we believe that the PBSC approach can be applied to
many other situations that deal with the classification of sym-
bolic sequences (e.g., the visual, auditory, and motor sensory
domains).
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Abstract 
Implicit bias has recently gained much attention in 
scholarly attempts to understand and explain different 
forms of social injustice by identifying causally 
relevant mental states in individual’ minds. Here we 
question the explanatory power of implicit bias in a 
particular type of injustice, testimonial injustice, and 
more generally in what we call speech injustice. 
Testimonial injustice occurs when the audience deflates 
a speaker’s credibility due to the speaker’s perceived 
social identity (Fricker, 2007). We identify two 
drawbacks of a widely accepted explanation attributing 
testimonial injustice to prejudices (e.g. implicit bias) in 
the mind of the hearer, and argue that further 
understanding of this phenomenon can be gained from a 
structural explanation that appeals to discursive 
conventions and interlocutors’ positions in the 
communicative exchange.  
 

Keywords: structural explanation, testimonial injustice, 
performative force, implicit bias, discursive injustice, 
social norms, norm-conforming behavior. 

1. Deficiencies of an individualistic 
explanation 

Imagine an all-men conversation about how to properly 
distribute the weight in the wooden structure of a house. 
A woman intervenes and proposes a solution. One 
interlocutor responds: “this is not home décor, this is 
serious work”. This is an example of testimonial injustice, 
a subcategory of epistemic injustice (Fricker 2007). 
Through epistemic injustice, an individual is wronged in 
their capacity as a knower. In cases of testimonial 
injustice, an individual is wronged specifically in their 
capacity as a giver of knowledge, as happens to the 
woman in the example above.1 In line with a recent trend 
in several disciplines focused on implicit bias as the key 
for the explanation of different forms of social injustice, a 
widely accepted explanation of testimonial injustice refers 
to the (explicit or implicit) attitudes of the individuals 

                                                             
1 Not all cases of differential attribution of credibility are 

cases of testimonial injustice, e.g., granting less credibility to a 
child than to an adult in a conversation about indexicals or law 
maximizes the communicative value of the conversation without 
disempowering any of the interlocutors. 

involved. Miranda Fricker appeals to prejudices in the 
hearer that “will tend surreptitiously to inflate or deflate 
the credibility afforded the speaker” (Ibid. p.17), and 
specifies that “[T]he main type of prejudice (…) that 
tracks people in this way is prejudice relating to social 
identity” (Ibid.  27). This biased mind explanation, tracing 
particular episodes or patterns of injustice to bias in 
individuals’ minds against speaker’s social identity, is 
favored by all the psychological and philosophical 
literature drawing upon empirical research on implicit 
bias. A tacit assumption in at least some accounts of 
social injustice that appeal to implicit bias is that in the 
absence of implicit bias, the injustice would be reduced, 
or would not even happen.  

Our goal in this work is not to question the existence or 
significance of implicit bias, but its explanatory power.2 
Explanations of injustice invoking implicit biases in 
individuals’ minds could appropriately account for the 
phenomenon only in a society where interactions among  
individuals are not governed by unjust conventions or 
norms. If, however, the behavior is governed by 
conventions that program for and are sufficient to produce 
unjust treatment regardless of idiosyncrasies of individual 
attitudes, then biased-mind explanations alone can’t 
adequately account for the contrast between just and 
unjust societies. 

In this paper we outline ways in which structural 
explanations identifying higher-level social constraints on 
behavior address an important gap in our understanding of 
the phenomenon of social injustice. We spell out a 
structural explanation of testimonial injustice appealing to 
factors such as the discursive conventions that operate in 
the communicative exchange, and the positions that 
speaker and hearer(s) occupy in that communicative 
framework.3 We identify two drawbacks of the biased 
mind explanation. First, it does not specify what happens 

                                                             
2 Our goal and motivation are similar to Haslanger’s (2015b). 

She also argues that explanations of social injustice in terms of 
implicit bias are limited, and defends structural explanations 
instead. While she addresses social injustice in general, we focus 
on a specific type of injustice and offer some details of what a 
structural explanation of this type of injustice would look like.  

3 José Medina (2013) expands on Fricker’s account of 
testimonial injustice, and points out the need of a less 
individualistic approach to it. His account nevertheless differs 
from the one we offer here. 
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with the speaker’s words in cases of testimonial injustice; 
second, it only partially situates the individual in social 
reality. We discuss each of these drawbacks in detail 
below, and defend a structural explanation of testimonial 
injustice and of a broader form of injustice that we call 
speech injustice, which we define below. 

 
1.1. What happens to the words? 
The biased mind explanation does not tell us what 

happens with the speaker’s words when their credibility is 
deflated. When a woman tries to assert something but her 
audience does not grant her the appropriate credibility, 
what is it that she gets to do with her words? We claim 
that Rebecca Kukla’s notion of discursive injustice 
provides an answer (Kukla, 2014).4 Discursive injustice 
occurs when a speaker’s speech act is not given the 
appropriate uptake, in a way that disempowers the 
speaker. The performative force of the intended speech 
act gets distorted and the action that the speaker intended 
to bring about fails, and a different action occurs,5 usually 
one that enhances a disadvantage, creates it and/or 
contributes to its perpetuation.6 This distortion cannot be 
attributed to a failure of the speaker to use an appropriate 
locution.  

Let’s consider an example of testimonial injustice and 
analyze it with the tools of discursive injustice: a non-
native speaker of English is attending an academic talk in 
an English-speaking country. The non-native speaker 
makes a contribution to the discussion (without any major 
deviations from standard English grammar and 
pronunciation that would interfere with comprehensibility 
of the intervention) but nobody engages with it. 
Eventually a native speaker raises the same point and this 
time people engage in a lively discussion. 

In the example, a non-native speaker tries to make a 
proper contribution to a conversation, but fails to do so. 
There is plenty of research showing that non-native 
speakers are given less credibility than native speakers 
(Brown, Giles & Thakerar, 1985; Giles, 1973). Their 
perceived identity as a non-native speaker deflates their 
credibility. How does this happen? In general, when we 
make a contribution to a conversation, we assume that we 
are proper participants in that conversation, members of 
the discursive game that is being played. Our audience, 
however, might not consider us as such. The notion of 
entreaty helps understand this. Kukla describes entreaties 
as speech acts that are spoken “in order to be granted 
status as a speaker with normative standing within a 

                                                             
4 Kukla (2014) does not introduce discursive injustice as the 

mechanism of testimonial injustice, but as an independent 
phenomenon.  

5 An extreme case of discursive injustice is Rae Langton’s 
illocutionary silence, in which the speaker does not get to 
perform any action (Langton, 1993). 

6 The notion of discursive injustice is based on an important 
(and widely accepted) assumption according to which 
audience’s uptake determines what one gets to do with their 
words (see Austin, 1962).  

discursive subspace” (Kukla, 2014, p. 9). Entreaties come 
from outside the discursive game and are masked or direct 
requests: “Can I play too?”. They do not count as (proper) 
contributions. If an utterance intended as a proper 
contribution is instead taken as an entreaty, this prevents 
the audience from evaluating its content in the same way 
that a proper contribution would be, for it only counts as a 
request to be part of the conversation. This suggests a 
possible way in which the non-native’s credibility might 
be undermined: their intervention is not given uptake as a 
proper contribution to the discussion, but is rather treated 
as an entreaty, and so the lack of audience engagement is 
better seen as a response not to its content, but to its 
(perceived) performative force. If not recognized as a 
proper contribution to the conversation, there is no fact of 
the matter about whether or not the non-native’s comment 
is worth engaging. This analysis of testimonial injustice 
as a distortion of the performative force clearly shows that 
it wrongs the speaker not only as a giver of knowledge, 
but also as a doer. When the force of a speech act is 
distorted in the aforementioned sense, speakers are 
prevented to do with their words what they intended to. 
Thus this principle captures a broader kind of injustice, 
beyond the epistemic kind. Let’s call it speech injustice. 
Like discursive injustice as defined by Kukla (2004), 
speech injustice happens when a speaker’s social position 
trumps the performative force of their speech acts, and 
they are prevented from doing with their words what they 
intended to; instead, their words bring about a different 
action, usually one that enhances a disadvantage, creates 
it and/or contributes to its perpetuation. Examples of 
speech injustice include assertions that are given uptake 
as expressives, or commands that are taken as requests.7 
Speech injustice differs from the phenomenon Kukla 
identifies in one important aspect: it is governed by 
conventions. While Kukla is not sympathetic with the 
idea that the discursive incapacity she is describing is a 
systematic phenomenon governed by conventions,8 we 
emphasize that speech injustice feeds off discursive 
conventions. Our defense of a structural explanation of 
speech injustice in Section 2  captures exactly this idea. 

 
1.2. Social situatedness 
The second drawback of the biased mind explanation is 

that it does not appropriately situate the individual in their 
social reality. We draw on distributed and extended 
cognition research in the philosophy of mind (Menary, 
2010; Sutton, 2010; Gallaguer, 2013) and defend a full-
bodied situatedness, according to which the agent is in 
constant interaction with what is outside of their skin, 
continuously outsourcing to external (material and 
abstract) resources, be they technological aids or social 
norms. Although the biased mind explanation capitalizes 
on implicit biases and prejudices acquired by an 
individual from the society, it nevertheless isolates the 

                                                             
7 See Kukla (2014) for several examples. 
8 See Kukla (2004), especially p. 448 and footnote 7. 
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individual from the social reality during the real time of 
the episode of injustice. A complete account of hearers’ 
situatedness in the social reality must consider not only 
their attitudes and beliefs, even if they are a result of their 
exposure to social factors, but also the social factors 
themselves that, at that moment and in that space, are 
guiding their interpretation of speaker’s words. Appealing 
exclusively to what is inside the agents’ mind presents 
them isolated from the social dynamics and the structural 
forces that shape their behavior in that moment in 
important ways.  

Once we situate the agent in this full-bodied sense, we 
need to pay attention to how environmental factors are not 
only facilitating (by providing norms as guides) but also 
constraining agents’ behavior. When taking part in a 
conversation or any other social practice, we are part of a 
social structure. We draw on Sally Haslanger’s notion of 
social structures as networks of social relations that are 
themselves constituted by practices (Haslanger, 2015a). 
These practices locate us in different positions in the 
structure, that Haslanger calls nodes. From each node, a 
limited range of possibilities is available (i.e. possible 
actions to choose from). Someone occupying the node of 
mother/spouse in a heterosexual relationship in a 
community with no affordable childcare, and with a male 
spouse earning a significantly higher salary due to a 
gender wage gap, has at their disposition a very limited 
range of possible actions from which to choose when a 
baby arrives. When the child-bearer decides to quit their 
job, this decision does not come from an unconstrained 
decision-making process that straightforwardly reflects 
their individual’s preferences.9  

Conversations, qua structured social interactions, 
situate interlocutors within nodes that afford limited 
ranges of actions. The affordances of each position within 
a conversation (e.g., speaker, hearer) are adjusted in virtue 
of membership in intersecting social categories, more or 
less salient. For example, a homeless person has a very 
limited range of actions they can do with their words 
when addressing a passerby. In an interview to apply for a 
visa to enter the United States, the status of authority and 
epistemic privilege of the interviewer, and the burden of 
proof of a lack of malicious intent lying upon the 
interviewee together reduce the range of possible speech 
acts the latter can perform. This range shrinks or expands 
depending on the combination of different dimensions of 
social location the person embodies (race, gender, 
socioeconomic status, level of education, immigration 
status, country of origin, etc.). For example, a citizen of 
the United States who tells an immigrant “Speak English, 
you are in the United States” would be enacting 
discrimination. If the speaker is however a homeless 
citizen and the addressee a middle-class immigrant, the 
speech act has a different force. 

 

                                                             
9 See Haslanger (2015a) for a detailed analysis of this 

example, originally in Cudd (2006). 

The biased mind explanation leaves aside all these 
structural constrains. In doing so, it paints a very limited 
picture of the factors governing speech injustice. We next 
argue that some of those structural factors better explain 
this kind of injustice. 

 
2. Structural explanation  
We mentioned above that the social position of an 

interlocutor in the broader social structure in which the 
conversational exchange is situated constrains the range 
of possible things this person can do with their words. 
There might be several structural factors playing an 
explanatory role for each particular social position, or in 
Haslanger’s terms, for each node, and there are therefore 
different focuses a structural explanation can take. Here 
we don’t provide a general analysis of what a structural 
explanation should look like in order for it to be 
satisfactory.10 Our much more modest goal is to point out 
one type of structural factor that plays an explanatory role 
in speech injustice. And that is the conventions governing 
discourse. Conventions can be difficult to individuate and 
define. For our purposes, it is enough to say that there are 
conventional norms about what counts as a speech act of a 
particular type in a given context,11 together with 
conventional ways to invoke those norms (e.g. particular 
words and gestures). In general we easily recognize, by 
interpreting words and gestures in any given 
conversational context, what are the conventions that our 
interlocutor is invoking, and we let those guide our 
interpretation of (the force of) their speech acts. We 
humans are in general very sensitive to norms; we are 
pretty good, from an early age, at detecting them, 
conforming to them right away, and punishing others for 
not doing so (Tomasello 2009).  

We claim that our ordinary discursive interactions are 
governed by conventions that systematically distort the 
speech capacities of people perceived as occupying 
certain social positions. The existence of these 
conventions makes speech injustice a feature of well-
functioning, although unjust, discursive exchanges. That 
is, speech injustice is not the result of occasional 
misinterpretation of some people’s speech acts, but a 
systematic phenomenon resulting from conventions. 
Importantly, it is not the result of unskilled listeners who, 
due to (implicit) biases against speakers’ identity, do not 
appropriately apply the relevant discursive conventions to 
that speaker’s intervention. It is rather the unfortunate 

                                                             
10 See Haslanger (2015b) for an analysis of three ways in 

which structures can be explanatory in accounting for social 
injustice. 

11 Very roughly, conventions are regularities we observe, 
upon which we agree either explicitly or implicitly, and which 
we deploy either consciously or unconsciously, and through 
which we organize and coordinate our behavior. Contrary to 
Lewis’ traditional account (Lewis, 1969), and like many others, 
we don’t take conventions to require common knowledge nor to 
be advantageous on all occasions (see e.g. Gilbert, 2008). 
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result of perfectly skilled listeners who are appropriately 
applying the conventions operative in their communities.  

If we are right, people follow unjust conventions and 
we don’t do anything about it. Could there be any other 
reason for that, apart from moral laziness? Yes. People 
are often wrong about the conventions they follow. Let us 
introduce a distinction that will help unpack this point. 

 
2.1. Operative vs. Manifest conventions 
We are sometimes mistaken about the concepts we 

apply. We might take ourselves to be applying a concept 
(the manifest concept) that does not actually coincide with 
the concept we apply in practice (the operative concept, 
see Haslanger, 2006). For example, 

“Consider the term “parent”. It is common, at least 
in the United States, to address primary school 
memos to “Parents”, to hold a “Parent Night” or 
“Parent Breakfast” at certain points during the 
school year, to have “Parent– Teacher Conferences” 
to discuss student progress, and so on. However, in 
practice the term “parent” in these contexts is meant 
to include the primary caregivers of the student, 
whether they be biological parents, step-parents, 
legal guardians, grandparents, aunts, uncles, older 
siblings, informal substitute parents, etc.” 
(Haslanger, 2006, p. 99). 

Even if the manifest concept used is the notion of 
immediate progenitor, the operative concept here is the 
notion of primary caregiver. If one only focuses on the 
manifest concept, they could be wrong about the concept 
they think to be applying. 

Similarly, our intuitions about which discursive 
conventions operate in our linguistic communities might 
be wrong. Sometimes the mistake is easy to notice. On 
other occasions, however, we might not realize the error. 
Let’s consider a fictional example: there is a universe 
with two planets, Earth and Twin Earth, inhabited by 
people who have antennae. On both planets there is the 
same manifest convention C about refusal of a sexual 
approach, let’s say “to reject a sexual approach a person 
has to perform the standard formula of refusal, which is 
saying, by assertion, presupposition or implicature, ‘no’”. 
As it happens, on Twin Earth there is a subpopulation, 
let’s call them antenna-movers, whose “no”, when 
intended to refuse a sexual approach, does not get the 
uptake corresponding to a refusal, unless they utter it 
while moving their antennae. If they do not move their 
antennae, their “no” is interpreted in some other way. 
Thus the operative convention for refusal differs across 
the planets; on Twin Earth it depends on the perceived 
antenna-moving status of the speaker. We could define 
convention C* as a function of convention C plus 
speakers’ perceived identity. On Twin Earth, the manifest 
convention for refusal (C) is a generally applicable 
convention, independent of identity. The operative 
convention (C*) is, however, constrained by the perceived 
identity of the speaker. For an antenna-mover on Twin 
Earth to successfully refuse a sexual approach, the 

standard formula is not enough, for their speech act won’t 
be recognized as an act of refusal. They don’t get to 
deploy the manifest convention C. Importantly, the gap 
between the manifest and the operative convention is not 
transparent to inhabitants of Twin Earth. Similarly to this 
fictional example, it can be the case that our ordinary 
discursive interactions are governed by operative identity-
constrained conventions systematically distorting some 
speakers’ speech acts.  

It is clear now how the phenomenon we identify as 
speech injustice is different from the one Kukla identifies. 
She discards the possibility that the distortion of speaker’s 
performative force is the result of some rules or 
conventions governing the conversational exchange. 
Referring to the resulting discursive incapacity, she says 
“If these effects were sufficiently regular they would 
become stable conventions in their own right, which 
could be managed and deployed in the normal way, even 
if they were politically unfortunate” (Ibid., p. 448). She 
assumes that the existence of (operative) conventions 
warrantees interlocutor’s awareness of them, and 
subsequent capacity to deploy them in a controlled 
manner. However, once we acknowledge the possibility 
of operative conventions that might escape interlocutors’ 
awareness, the existence of these conventions does not 
guarantee that speakers’ will be able to manage and 
control their deployment.  

Now, how does the existence of identity-constrained 
conventions help make the case for a structural 
explanation of speech injustice? One could say that even 
if we grant the existence of these conventions, they only 
work through the minds of the individuals, and so an 
explanation needs to appeal after all to individuals’ 
mental states. But as we explain below, we don’t need to 
posit any specific mental state (in particular, implicit bias 
against speaker’s perceived social identity) to explain the 
behavior of hearers who conform to (operative) 
conventions. 

 
2.2. Norm-conforming behavior  
When we observe a behavior, the status of the behavior 

in relation to norms determines the extent to which that 
behavior can serve as a cue to the agent’s mental states. 
Prescriptive norms give an agent enough of a reason to 
behave in accordance to them, and so only when someone 
behaves in a way that violates a norm, people go on to 
attribute to the agent some (other) reason to act that way, 
such as a norm-conflicting mental state (Uttich & 
Lombrozo, 2010). That is, the existence of a norm that 
prescribes a particular behavior in a given context can be 
seen as enough of a reason to exhibit that behavior in that 
context (no extra reason is required). To borrow an 
example from Uttich & Lombrozo, an explanation of why 
a person is wearing a graduation gown at a beach on a hot 
day (violating the norm) will need to invoke that person’s 
mental states as reasons for the behavior (perhaps this 
person likes the gown, or believes the gown makes them 
look smart, etc.). In contrast, to explain why a person is 
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wearing a graduation gown at a graduation ceremony 
(adhering to the norm) it is not necessary to postulate a 
corresponding mental state. An explanation of a norm-
conforming behavior does not have to invoke any mental 
state about the content of the norm - other than a general 
disposition to conform to it.12 In fact, Uttich and 
Lombrozo suggest that is rational to follow such norm-
based approach to explanation, for it affords accurate 
generalization and prediction about related cases. 

Knobe (2007) showed that after observing people 
encouraging kissing between gay partners or interracial 
sex, subjects attributed intentions to them more often than 
to those who encouraged kissing between partners of 
different sexes or sex between partners of the same race. 
Although the original interpretation of this result appealed 
to unconscious bias against homosexual kissing and 
interracial sex, a different explanation seems to be better 
in accounting for these and other results.13 Richard Holton 
proposes that we don’t need to postulate such prejudices 
in order to explain subjects’ attributions of intentions to 
the gay-kissing and interracial-sex fans. Subjects’ 
awareness of social norms condemning those behaviors is 
enough (Holton, 2010). If gay-kissing and interracial-sex 
are seen as violating accepted social norms, those who 
engage in these activities or show sympathy for them will 
be seen as necessarily having some reason to do it. Those 
who conform to the norms don’t need any extra reason 
(i.e. any specific mental state) for their heterosexual 
kissing and same-race sex preferences. In line with 
Holton’s interpretation of Knobe (2007)’s results, we 
claim that we do not need to postulate implicit bias in 
hearers’ minds in order to explain speech injustice; the 
existence of (unjust) social norms governing speech 
interactions is enough to explain this phenomenon.  

 
2.2. What do we gain from identifying structural 

factors?  
We argued that a structural explanation overcomes at 

least one of the drawbacks we identified in the 
individualistic explanation, i.e. the lack of situatedness. 
Moreover, a structural explanation is more stable. There 
are subtleties in prejudices and implicit bias that surely 
vary from one individual to the other, which make an 
explanation of any single episode of speech injustice to be 
limited to that episode. On the contrary a structural 
explanation, even though constrained by the cultural 
context and by eventual variations in discursive 
conventions, is more stable across individual episodes and 

                                                             
12 We have to distinguish between (merely) following a norm 

and intentionally following it (see Holton, 2010). The latter 
might involve adjusting our behavior as to fit the norm, which 
would probably require beliefs about the content of the norm. 

13 Similar results from many other studies puzzled 
researchers. See Holton (2010) on why an explanation appealing 
to norm-conforming behavior accounts better for those results. 

individual agents.14 This stability makes structural 
explanations better at providing an understanding of 
speech injustice as a systematic social phenomenon. 

Finally, we emphasize the importance of 
acknowledging structural factors for practical reasons.The 
presence of implicit bias only makes a difference to the 
phenomenon of speech injustice when there are no 
operative conventions systematically distorting speech 
acts. Effective interventions against speech injustice will 
have to take into account both individuals’ minds and the 
conventions that constrain individuals’ behavior. 

 
3. Concluding remarks and directions for 

future research 
We identified two deficiencies of the individualistic, 

biased mind explanation according to which testimonial 
injustice results from bias in the hearer’s mind. We 
proposed that the first deficiency can be addressed with 
the notion of discursive injustice that appeals to distortion 
of performative force. This move revealed a kind of 
injustice that goes beyond the epistemic kind; we called 
this broader kind speech injustice.  

To address the second drawback of insufficient 
situatedness in the social reality we brought to the scene 
the structural explanation. This explanation accounts for 
speech injustice in terms of unjust conventions that 
constrain interlocutors’ behavior and the positions 
interlocutors take at any given conversation. We favor 
structural explanation of speech injustice for its stability 
and practical relevance, but we emphasize that it is 
compatible with the existence of implicit bias in hearers’ 
minds. An important direction of future research will be 
to consider how structural and individual-level factors - 
discursive conventions operating in communicative 
frameworks and individuals’ attitudes - interact in 
episodes of speech injustice, each party making the most 
of the other. For example, identity-constrained discursive 
conventions might become more powerful through 
individuals’ implicit or explicit identity-prejudices; and 
more interestingly, individuals’ attitudes might come to 
existence, and later be reinforced, through individuals 
conforming to unjust conventions in their discursive 
practices.  
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 Abstract

In this study we examined the effectiveness of self-regulated 

learning (SRL) training in facilitating college students’ 

science learning with hypermedia. Sixty (N = 60) 

undergraduate students were randomly assigned to either a 

training condition or a control condition and used a 

hypermedia environment to learn about the circulatory 

system. On Day 1, all participants were administered a pretest 

and a self-report measure of SRL. On Days 2–4, participants 

in the experimental group underwent 3-day training on the use 

of specific, empirically based cognitive and metacognitive 

SRL processes (e.g., judgment of learning, making 

inferences) designed to foster their conceptual understanding; 

control students received no training. Three weeks later (on 

Day 5), all participants were administered a pretest on the 

science topic and a self-report measure of SRL, and then used 

a different version of the system to learn about another 

science topic (i.e., the central nervous system). Verbal 

protocol data were collected from both groups on Days 2–5. 

Overall, there were no significant differences on several 

learning outcome measures between conditions. However, 

those in the training condition remembered significantly more 

declarative knowledge of cognitive and metacognitive 

strategies. Lastly, think-aloud protocol data showed 

significant differences in the use of the SRL processes 

immediately following training, but not following a 3-week 

interval on a hypermedia transfer task. 

 

Keywords: metacognition; self-regulated learning; 

hypermedia; learning; training; process data; think-alouds 

Introduction 

Learners can benefit from multimedia and hypermedia 

systems when they use key cognitive and metacognitive 

self-regulatory processes (Azevedo, 2015; Mayer, 2014). 

Yet the research shows that they rarely use these strategies, 

and as a consequence fail to develop a deep understanding 

of complex topics (Azevedo & Aleven, 2013). Being able to 

accurately monitor and regulate one’s own cognitive and 

metacognitive processes and strategies requires a 

tremendous amount of knowledge and effort, but is required 

to be a successful learner (Winne & Azevedo, 2014). 

Several approaches have been used to model and scaffold 

learners’ use of metacognitive strategies (see Veenman, 

2014). Unfortunately, most of the approaches have led to 

diminutive effects and are difficult to interpret in the 

absence of process data (e.g., evidence of deployment of 

cognitive strategies and metacognitive processes based on 

coded concurrent think-aloud protocols). One explanation is 

that the acquisition, retention, use, and transfer of these 

processes develops over time and should be guided by well-

designed, theoretically guided, and empirically driven 

training regiments (e.g., Azevedo & Cromley, 2004).  

As such, interdisciplinary researchers are using advanced 

learning technologies (ALTs) to train students to acquire, 

retain, and transfer self-regulatory processes with several 

ALTs across multiple educational and professional domains 

(see Azevedo & Aleven, 2013). We argue that more 

research on training students, using different theoretically 

driven regimens, is necessary to enhance complex learning 

and transfer of SRL knowledge and skills. As such, this 

paper reports an empirical study where participants were 

randomly assigned to one of two conditions (i.e., control or 

SRL training condition) with a nonadaptive version of 

MetaTutor (a hypermedia system) during a 5-day laboratory 

study, to examine the effectiveness of SRL training on their 

use of SRL processes and its impact on learning gains. 

Methods  

Participants 

Participants were 60 undergraduate students (70% female) 

from a large public university in the southeastern United 

States. The mean age of the sample was 23 years old (SD = 

3.25), and the mean GPA was 3.12 (SD = 0.65). They were 

paid for participation in the research. Participants had little 

prior knowledge of the human circulatory and nervous 

systems, as indicated by pretest scores (circulatory system, 

M = 40.3%, and nervous system, M = 23.6%). 

Research Design 

We used a mixed-methodology approach that combined 

product and process data to examine the effects of 

computerized SRL training on learning outcomes and 

participants’ deployment of SRL processes during learning. 

A 2 (condition: SRL training vs. control) × 2 (time: pretest 

vs. posttest) mixed factorial design was used to measure 

learning gains from pretest to posttest on several human 

body systems. Participants were randomly assigned to one 

of two conditions, and were asked to learn about two 
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biological systems (human circulatory and nervous systems) 

using MetaTutor over the course of the 5-day experiment.  

Paper and Pencil Materials and Measures 

Pretests and Posttests Separate pretests were administered 

to assess students’ existing knowledge of the human 

circulatory and nervous systems. The nervous system pretest 

included: (a) a labeling task, which required participants to 

label the brain and brainstem on a color diagram; (b) a 

matching task, which required participants to match seven 

components of the nervous system with their corresponding 

definitions; and (c) a 12-item multiple choice test, which 

required participants to answer questions pertaining to the 

nervous system by selecting one of four multiple choice 

foils. For both the circulatory and nervous systems, two 

equivalent forms were used for the pretest and posttest, and 

were counterbalanced across participants.  

Computerized Materials and Measures 

Demographic Questionnaire Participants used a computer 

to complete the participant questionnaire, which solicited 

information concerning age, sex, current undergraduate 

GPA, number and title of undergraduate biology courses 

completed, and prior experience with biology and the 

circulatory system.  

 

Self-Regulated Learning Quiz The SRL quiz was a 

matching task in which participants were required to match 

13 student-generated quotes with the corresponding SRL 

processes. The 13 SRL processes were: content evaluation, 

feeling of knowing, judgment of learning, goal-directed 

search, drawing/taking notes, planning, setting subgoals, 

prior knowledge activation, monitoring progress toward 

goals, coordination of informational sources, rereading, 

making inferences, and summarizing (based on Azevedo & 

Cromley, 2004). For example, when participants read: “I’ve 

learned all about the different parts, and now I have 10 

minutes left, so I should try and learn about how these parts 

work together to aid in digestion,” they would select 

monitoring progress toward goals as the correct answer 

from the word bank at the top of the screen.  

 

MetaTutor MetaTutor is a computer-based learning 

environment composed of two modules (Azevedo et al., 

2013). The MetaTutor training (MTT) module trains 

participants about the effective use of SRL during the 

learning of complex science topics. The MetaTutor learning 

(MTL) module is a hypermedia learning environment that is 

designed to teach students about the circulatory, digestive, 

and nervous systems. 

 

MetaTutor Training MTT presented participants in the 

SRL training condition with declarative and procedural 

knowledge concerning the effective deployment of SRL (the 

control condition did not interact with MTT). The 

underlying assumption of MTT is that students should 

regulate key cognitive and metacognitive processes in order 

to learn about complex topics. Gavin the Guide provided 

procedural messages, while three other pedagogical agents 

(PAs: Pam the Planner, Mary the Monitor, and Sam the 

Strategizer) provided instructions intended to build 

participants’ emerging understanding of SRL processes. 

Pam the Planner instructed participants about three SRL 

processes related to planning, including setting subgoals, 

making plans for completing these subgoals, and activating 

prior knowledge. Mary the Monitor instructed learners 

about metacognitive monitoring processes, such as content 

evaluation, feelings of knowing, and judgments of learning. 

Sam the Strategizer taught learning strategies, such as 

summarizing and taking notes.  

The MTT interface included the following elements: (1) 

one of the four PAs in the top-left corner of the screen, (2) a 

running textual dialogue history, (3) audio streaming of 

PAs’ voices presented through headphones, (4) a video 

display that presented digitized video clips of other students 

deploying SRL processes while learning with a computer, 

and (5) radio buttons and textboxes for participants’ 

responses.  

The MTT module provided participants with definitions 

of 13 SRL processes and procedural knowledge of the most 

effective means of and conditions for deploying these 

processes. The training for each SRL process followed a 

three-step procedure: (1) definition of the processes and 

explanation of procedures for deployment, (2) 

discrimination task, and (3) recognition task. After the 

module presented the definition and procedures for each 

SRL process, a discrimination task required participants to 

view a good example video and a poor example video of the 

SRL process being deployed by a learner, and then 

accurately discriminate the good example from the bad 

example. For this task, a good example video showed a 

student appropriately using an SRL strategy, and a bad 

example video showed a student inappropriately using an 

SRL strategy. During the discrimination task, the PAs in 

MTT assessed participants’ understanding of SRL by 

presenting simple, closed-response questions (e.g., Do you 

understand why this is a good example of the SRL activity 

you just learned about?), and more-complex, open-ended 

questions (e.g., In the textbox below, explain why you think 

this is a poor example of the SRL activity you just learned 

about). A recognition task required participants to watch 

two 4-minute videos of a student learning to deploy various 

SRL processes during hypermedia learning. For this task, 

participants were asked to pause the video when they 

recognized the deployment of an SRL process and identify 

the process by selecting it from a list of 13 items. If 

participants correctly identified the SRL process, they were 

given positive feedback and prompted to proceed to the next 

process. If they incorrectly identified an SRL process (e.g., 

they indicated that the student in the video used content 

evaluation, when the student actually used a judgment of 

learning), they were prompted to review that segment of the 

video and try again. Participants who did not accurately 

identify the SRL process after three attempts were given the 
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correct answer and instructed to continue to the next 

process. The overall purpose of the MTT training module 

was to develop participants’ understanding of the use of 

effective SRL processes that can lead to increased learning 

of complex science topics, such as human body systems.  

 

MetaTutor Learning MTL is a nonlinear, self-paced 

hypermedia learning environment that was designed to teach 

students about human body systems, such as the circulatory, 

digestive, and nervous systems. For the circulatory system, 

the MTL environment consisted of 41 pages of text with a 

total of 7,288 words (M = 177.76 words per page). The 

digestive system consisted of 34 pages of text with a total of 

7,661 words (M = 225.32 words per page), and the nervous 

system consisted of 37 pages of text with a total of 6,949 

words (M = 187.81 words per page). Each page of text 

within the circulatory, digestive, and nervous systems 

contained one corresponding static diagram, and the Flesch–

Kincaid readability scores for each body system were 9.9, 

11.4, and 12.2, respectively. The MTL environment 

included a pane for each of the following key elements 

designed to assist all participants in regulating their 

learning: (1) An overall learning goal remained at the top of 

the screen for the entire learning session with the intention 

of aiding all participants in creating subgoals and 

monitoring progress toward goals. (2) A timer in the top-

left corner counted down from 60 minutes to allow 

participants to monitor time. (3) A table of contents with 

headings and subheadings of each key topic was located on 

the left side of the screen to allow participants to preview 

and evaluate content. (4) Instructional materials of each 

body system with text and static diagrams were shown side-

by-side in the middle of the screen to promote coordination 

of informational sources. (5) Navigational buttons were 

located on the left of the screen, which participants could 

use to navigate linearly by clicking the previous and next 

buttons, or nonlinearly by clicking on headings and 

subheadings from the table of contents.  

Images were not automatically displayed in the pictorial 

representation pane; participants had to opt to open the 

image by clicking on a thumbnail below the pane. Because 

MTL could be used linearly or nonlinearly and was self-

paced, participants had the freedom to make decisions 

regarding the order in which they read the pages, which 

images they inspected, and how much time they spent on 

any given page. MTL tracked the following four learner 

interactions: (1) navigational path (linear vs. nonlinear, 

revisits to previously opened pages, skipping pages); (2) 

time spent on each page; (3) whether the image on a page 

was opened (by clicking the thumbnail below the content); 

and (4) time spent inspecting the image (if the image was 

opened). The system logged every action taken by the 

participant in a log-file. These log-files were uploaded to a 

database for later data mining on participant interactions 

within MetaTutor.  

Apparatus 

All participants used MetaTutor on a desktop PC with a 17-

in. color monitor. Participants’ concurrent think-aloud 

protocols (Azevedo & Cromley, 2004) and nonverbal 

behaviors, such as body posture, gestures, and note taking, 

were captured using a digital video camera and digital 

microphone. All procedural instructions and instructional 

messages from the PAs were delivered through headphones 

worn by participants, and were also displayed visually in the 

dialogue history box on the interface. A digital stopwatch 

was used to monitor participants’ time spent on various 

paper-and-pencil materials.  

Experimental Procedure 

This study involved a 5-day experiment in which 

participants learned about several complex human body 

systems. Days 1–4 were completed within a 1-week span. 

Day 5 occurred 3 weeks after Day 4 was finished to 

determine if participants in the training condition retained 

the SRL training they had received and could transfer their 

knowledge to a new learning task. Because we used a 

concurrent think-aloud protocol during this experiment, all 

participants were tested individually.  

 

Day 1 On Day 1 of the experiment, participants were 

randomly assigned to one of two MetaTutor conditions 

(SRL training vs. control). All participants completed 

several self-report measures and a pretest of the nervous and 

digestive systems. 

 

Day 2: SRL Training Condition On Day 2, participants in 

the SRL training condition spent approximately 1 hour 

learning declarative and procedural knowledge about SRL 

processes using MTT. When the session began, Gavin the 

Guide instructed participants that they would be using MTT 

to learn about 13 SRL processes.  

 

Day 2: Control Condition Participants in the control 

condition, rather than receiving the SRL training, spent 1 

hour using MTL to learn about the human digestive system. 

First, participants watched a 2-minute video that described 

how to engage in a think-aloud protocol. After watching this 

video, participants viewed a 2-minute MTL tutorial video 

that modeled the use of MTL, including navigating through 

the learning environment, using the table of contents, 

clicking thumbnails to enlarge images, and using the 

embedded timer to monitor how much time was left in the 

session. Learners were then provided instructions for the 

learning task and began the 60-minute learning session. All 

verbalizations and behaviors were video- and audio-

recorded for later coding.  

 

Day 3: SRL Training Condition On Day 3, participants in 

the SRL training condition spent approximately 30 minutes 

completing their SRL training with MTT. This portion of 

training included the recognition task described in the 

MetaTutor Training section. 
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Day 3: Control Condition On Day 3, participants in the 

control condition spent 30 minutes using MTL to continue 

learning about the digestive system. They were instructed to 

engage in the think-aloud protocol as they did on Day 2, and 

the learning goal for this session was identical to the goal on 

Day 2. Video and audio recording devices logged all 

verbalizations, and MTL recorded all interactions between 

the participant and the system.  

 

Day 4: SRL Training and Control Conditions On Day 4, 

all participants used MTL to learn about the circulatory 

system. Before the learning session began, all participants 

received instructions for the session. Participants in the SRL 

training condition watched the think-aloud and MTL tutorial 

videos that the control condition had already viewed on Day 

2. Because the control condition already viewed these 

instructional videos and had two sessions of practice using 

the think-aloud protocol and the MTT environment, they did 

not view the videos again on Day 4. All participants 

received instructions for the learning task, after which they 

began the 60-minute learning task.  

During the learning session, concurrent think-aloud 

protocols were collected for each participant for subsequent 

transcribing and coding of SRL processes used during 

learning. All interactions within the environment (i.e., 

navigational patterns through the content, time spent reading 

a page of content, opening images, and time spent 

examining images) were collected and recorded with MTL. 

Following the learning session, participants were given 20 

minutes to complete a posttest about the circulatory system. 

Upon completion of the posttest, all participants used the 

computer to complete an identical version of the 13-item 

SRL quiz that they took on Day 1 of the experiment. The 

rationale for including this measure at the end of the 

experiment was to determine whether participants in the 

SRL condition demonstrated increased understanding of 

SRL processes from Day 1 to Day 4 (i.e., following 

exposure to the computerized SRL training).  

 

Day 5 The final day of this 5-day experiment took place 3 

weeks after Day 4. All participants used MTL to learn about 

the human nervous system. Instructions and procedures 

were identical to those on Day 4. After completing the 1-

hour learning session, participants were given 20 minutes to 

complete a posttest about the nervous system. When the 

posttest was complete, all participants used the computer to 

complete the same 13-item SRL quiz that they took on Days 

1 and 4.  

Coding and Scoring of Data 

In this section, we describe the scoring of participants’ 

responses for the matching, labeling, and multiple choice 

tasks for the circulatory and nervous systems pretest and 

posttest, and for the SRL quiz pretest and posttest (product 

data). We also describe the coding of participants’ 

verbalizations while learning about human body systems 

(process data).  

 

Product Data The product data for this experiment 

included a 3-component pretest and posttest for the 

circulatory and nervous systems, as well as a 13-item SRL 

quiz. Items on the pretest and posttest for the circulatory 

system were scored on a 0 to 1 scale, where participants 

were awarded 0 points for each incorrect or blank answer 

and 1 point for each correct answer. The three components 

of the pretest and posttest were the labeling task (range 0 to 

7), the matching task (range 0 to 7), and the multiple choice 

task (range 0 to 12). Participants received four total scores, 

including an overall score for all items across all three 

components (range 0 to 26), and one score for each 

individual component. The nervous system pretest and 

posttest were scored on an identical scale. The SRL quiz 

was scored by awarding 0 points for each incorrect match 

and 1 point for each correct match (range 0 to 13).  

 

Process Data The raw data collected from this study 

consisted of 7,080 minutes (118 hours) of audio- and video-

recordings from 60 participants who gave extensive 

verbalizations while they learned about the circulatory and 

nervous systems. During the first phase of data analysis, 

several trained graduate and undergraduate students 

transcribed the think-aloud protocols from the videotapes 

and created a text file for each participant. This phase of the 

data analysis for Day 4 (circulatory system) yielded a corpus 

of 1,640 double-spaced pages (M = 27.3 pages per 

participant) with a total of 402,435 words (M = 6,707.3 

words per participant). Data analysis for Day 5 (nervous 

system) yielded a corpus of 1,660 double-spaced pages (M = 

27.7 pages per participant) with a total of 386,903 words 

(M = 6,448.4 words per participant). These data were used 

to assess participants’ use of SRL processes. 
 

SRL Process Data We used Azevedo and colleagues’ 

(2004, 2009, 2013) coding scheme to analyze participants’ 

SRL behavior during learning with hypermedia. The coding 

scheme is based on several recent models of SRL (e.g., 

Winne & Azevedo, 2014). It includes key elements of self-

regulation as a 4-phase process, and extends these key 

elements to capture a total of 28 different self-regulatory 

variables used to regulate students’ learning of complex 

science topics with hypermedia. Briefly, the coding scheme 

includes the following variables: (a) planning processes, 

including planning, setting subgoals, activating prior 

knowledge, recycling goals in working memory, and 

planning time and effort; (b) monitoring processes, 

including feeling of knowing, judgment of learning, 

monitoring progress toward goals, content evaluation, 

identifying the adequacy of information, self-testing, 

monitoring the use of strategies, and time monitoring; and 

(c) learning strategies, including coordinating informational 

sources, drawing and taking notes, making inferences, 

elaborating knowledge, memorizing, using mnemonics, 
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previewing headings and subheadings, reading notes, 

rereading the content, and summarizing.  

 

Interrater Agreement To establish interrater agreement, a 

second trained researcher independently coded each 

transcript. For Day 4, there was agreement on 3,696 out of 

3,810 coded verbalizations, yielding an interrater agreement 

of 97.0%. For Day 5, there was agreement on 3,305 out of 

3,470 verbalizations, yielding an interrater agreement of 

95.2%. Inconsistencies were resolved through discussion 

between the two raters. 

Results 

Question 1: Does SRL Training Delivered by 

MetaTutor Lead to Increased Learning?  

To answer this question, we conducted two separate 

analyses of covariance (ANCOVAs) to determine if the 

SRL and control conditions achieved significantly different 

scores on the posttest on Days 4 and 5. For these analyses, 

we used posttest scores from Days 4 and 5 as dependent 

variables, pretest scores from Day 1 as a covariate, and 

condition as a fixed factor. See Table 1 for means, standard 

errors, and effect sizes for all learning outcome measures.  

 

 
Day 4: Circulatory System An ANCOVA on the posttest 

scores for Day 4, using pretest scores as a covariate, failed 

to find a significant difference between the SRL training and 

control conditions for the labeling task, F(1, 57) = 3.66, 

MSE = .04, p = .06, and the multiple choice task, F(1, 57) = 

2.58, MSE = .02, p = .11. However, there was a significant 

difference between conditions on the matching task, F(1, 

57) = 4.12, MSE = .03, p = .05, η
2(∂)

 = .07. Specifically, the 

mean adjusted posttest scores for the control condition were 

significantly greater than posttest scores for the SRL 

training condition (see Table 1). 

 

Day 5: Nervous System An ANCOVA conducted on 

posttest scores for Day 5, using pretest as a covariate, failed 

to find significant differences between the SRL training and 

control conditions for the labeling, F(1, 57) = 3.10, MSE = 

.03, p = .08; matching, F(1, 57) = 0.12, MSE = .03, p = .73; 

or multiple choice tasks, F(1, 57) = .79, MSE = .03, p = .38.  

Question 2: Does SRL Training with MetaTutor 

Significantly Improve Participants’ Understanding 

of SRL Processes?  

To answer this question, we conducted a separate ANCOVA 

for Days 4 and 5 to determine if there were significant 

differences in posttest scores on the SRL quiz on both days 

between conditions (SRL training vs. control). For these 

analyses, we used posttest SRL quiz scores from Days 4 and 

5 as dependent variables, pretest scores from the SRL quiz 

(completed on Day 1) as a covariate, and condition as a 

fixed factor. The purpose of conducting this analysis was to 

determine: (1) if participants in the training condition scored 

significantly higher than the control condition immediately 

after receiving SRL training, and (2) if participants in the 

SRL training condition retained this knowledge and 

outperformed the control condition 3 weeks after they 

received training. These analyses indicated that participants 

in the SRL training condition scored significantly higher on 

the SRL posttest on both Day 4, F(1, 57) = 18.17, MSE = 

.03, p < .001, η
2(∂)

 = .24, and Day 5, F(1, 57) = 15.37, 

MSE = .03, p < .001, η
2(∂)

 = .21 (see Table 1). 

Question 3: Do Participants Use SRL Processes 

Differentially on Days 4 and 5 between Conditions?  

To more fully examine participants’ deployment of SRL at 

the class level, a separate 2 × 3 repeated measures analysis 

of variance (RM-ANOVA) was conducted for each of the 

three SRL classes (planning, monitoring, and learning 

strategies) to determine whether there were significant 

differences in participants’ deployment of these classes on 

Days 4 and 5 between conditions (SRL training vs. control). 

For this analysis, condition was a between-subjects factor, 

and day was a within-subjects factor.  

For planning, the results showed a significant main effect 

for day, F(1, 58) = 6.20, p < .05, η
2(∂)

 = .10; a significant 

main effect for condition, F(1, 58) = 10.11, p < .01, ∂η
2
 = 

.15; and a significant interaction between day and condition, 

F(1, 58) = 6.20, p < .05, η
2(∂)

 = .10. Post hoc analyses 

revealed that participants, overall, deployed more planning 

processes on Day 4 than Day 5. Additionally, participants in 

the training condition, overall, deployed more planning 

processes than those in the control condition.  

For monitoring, the results showed a significant main 

effect for day, F(1, 58) = 15.35, p < .001, η
2(∂)

 = .21, and a 

significant main effect for condition, F(1, 58) = 7.35, p < 

.01, η
2(∂)

 = .11. There was no significant interaction between 

day and condition. Similar to planning, post hoc analyses 

revealed that participants in the SRL training condition, 

overall, deployed significantly more monitoring processes 

on Day 4 than Day 5. The SRL training condition, overall, 

deployed more monitoring processes than the control 

condition.  

For learning strategies, we found a significant main effect 

for day, F(1, 58) = 30.06, p < .001, η
2(∂)

 = .34; a significant 

main effect for condition, F(1, 58) = 3.99, p = .05, η
2(∂)

 = 

.06; and a significant interaction between day and condition, 
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F(1, 58) = 7.58, p < .01, η
2(∂)

 = .12. Post hoc analyses 

revealed that participants in the SRL training condition 

deployed significantly more learning strategies on Day 4 

than Day 5. The SRL training condition deployed 

significantly more learning strategies than the control 

condition on Day 4. However, the two conditions did not 

differ significantly in their deployment of learning strategies 

on Day 5 (p > .05).  

Discussion 

With regard to the first research question, the results of this 

study show that learners in both conditions failed to 

significantly outperform each other on several learning 

outcome measures. This finding is not consistent with 

previous research, indicating that learners trained to regulate 

aspects of their learning have demonstrated significant 

learning gains in a variety of domains and tasks (e.g., 

Azevedo & Cromley, 2004). Our results run counter to the 

fundamental assumption that training, aimed at acquiring, 

using, and transferring SRL knowledge and skills students 

need to regulate the complex SRL processes and 

mechanisms, leads to superior learning gains during 

learning with hypermedia. 

With regard to the second research question, our results 

show that those in the training condition were able to 

significantly retain the declarative knowledge related to 

cognitive and metacognitive SRL processes. The results also 

illustrate that students are capable of enacting key cognitive 

and metacognitive SRL strategies immediately following 

training, but not after a prolonged period. The findings 

highlight a key feature of SRL training—that is, acquiring 

and transferring procedural and conditional knowledge and 

skills requires extensive training (Veenman, 2014). These 

results raise several key questions—that is, what is the 

optimal amount of time needed for training on each phase 

(e.g., declarative vs. conditional knowledge), what are 

differences between availability versus production 

deficiencies associated with the enactment of SRL skills, 

and what is a more effective approach to training than the 

typical “one-size-fits-all.”  

With regard to the third research question, our extensive 

think-aloud protocols indicated that learners in the SRL 

training condition more frequently deployed planning, 

monitoring, and learning SRL processes that taught them to 

effectively regulate their learning with hypermedia. 

However, the increased use of SRL processes was only 

observed during Day 4, and not on Day 5. In fact, evidence 

shows that those in the training condition deployed equal 

numbers of SRL processes on Day 5 (i.e., following a 3-

week interval) as those in the control condition. This finding 

challenges published findings in several ways: (1) it is the 

only study thus far to provide think-aloud data on task 

performance immediately following training and following 

a 3-week interval; (2) it provides evidence that lack of 

practice (during the 3-week interval) using SRL processes 

leads to SRL deployment frequency rates similar to the 

control condition; and (3) it challenges the assumption that 

increased frequency of use of SRL processes is directly 

related to increases in learning gains.  

Understanding the acquisition, retention, use, and transfer 

of SRL skills is key to enhancing comprehension in science 

learning. The use of ALTs remains a key tool in training 

students to effectively enhance these skills (Azevedo & 

Aleven, 2013). However, the results raise issues regarding 

the sequencing, type, and duration of training for specific 

aspects of metacognition (e.g., declarative and conditional 

knowledge, procedural skills). Therefore, we argue that 

future SRL training with ALTs may require individualized, 

adaptive training regiments that are catered to each learner’s 

individual needs—for example, more time on conditional 

knowledge than declarative knowledge, modeling subtle 

differences between sophisticated strategies, such as making 

inferences versus hypothesizing, using pedagogical agents 

to model optimal gaze behavior patterns related to 

monitoring one’s comprehension of a diagram.  
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Abstract 

In the present study, we investigate if and when speakers refer 
to moving entities in route directions (RDs). On the one hand, 
there is a general agreement that landmarks should be 
perceptually salient and stable objects. On the other hand, 
animated movement attracts visual attention, making entities 
intrinsically salient. In two experiments, we tested to what 
extent people are prepared to use moving entities. Our results 
show that participants mention moving entities when the 
communicative setting affords such references (route 
directions in a joint communicative setting) and when the 
movement is informative for the place where a turn should be 
taken. 

Keywords: stability; animated movement; moving landmarks; 
visual attention; route directions. 

 

In the last decade, GPS-based pedestrian navigation systems 

and augmented reality have become increasingly popular. 

Cutting edge technology can redefine the capabilities of 

navigation systems, by grounding route directions (RDs) into 

the visual context. For example, devices such as Google 

Glass can capture visual surroundings (via videos) in real 

time and this could enable pedestrian navigation systems to 

become spatially aware and generate live instructions making 

use of both stable database information (e.g., streets) and 

variable visual information captured by the camera (e.g., 

cyclists or pedestrians). References to entities in the 

environment (or landmarks) are considered key ingredients 

for good RDs (Allen, 2000). However, the urban space is 

under continuous transformation: as we walk events take 

place at each step and people and cars are moving on the 

streets. We know little about how the dynamic character of 

the environment can influence RD production and landmark 

selection. In a co-presence situation it might be common to 

hear an instruction such as: “Turn left where that man turns 

now”. It is yet unclear under which circumstances people 

refer to such moving entities and to what extent these 

references are useful in navigation. 

In this study, by RDs we refer to a set of instructions on 

how to (incrementally) follow a route (Richter & Klippel, 

2005) and we focus on references to landmarks, traditionally 

defined as environmental features that function as points of 

reference (Allen, 2000). In RD studies, landmarks are defined 

as route-relevant, stable entities, such as buildings. One likely 

reason for this could be that the communicative situation used 

in these studies includes some type of delay or asymmetry 

between producing directions and navigating with them. For 

example, instructions are communicated over distance (e.g., 

telephone) or asynchronously (based on previous experience 

of the environment or maps, one participant produces 

instructions, to be later used by another one). In such 

situations, links to here-and-now motion do not exist and 

their communication is useless. In this study we focus on a 

novel situation in which this delay is absent: in-situ turn-by-

turn RDs. Particularly, the request for assistance is 

formulated and followed on the spot. While experiencing a 

shared dynamic environment, speakers can refer to any entity 

that could improve the instructions. 

 The most important characteristic of a landmark is its 

distinctiveness. Objects can be distinctive on different 

dimensions (for example due to familiarity or functional 

relevance). In this study, we focus on unfamiliar navigation 

contexts in which perceptual salience is more important than 

other (e.g., knowledge-based) information. It has been 

theorized that, the more visually noticeable or attention-

grabbing an object is, relative to neighboring entities, the 

more likely it is to be used as a landmark (Sorrows & Hirtle, 

1999). For example, color and size seem to influence 

landmark selection (Sorrows & Hirtle, 1999; Allen, Siegel, & 

Rosinski, 1978) as confirmed by previous experimental work 

in natural environments (Nothegger, Winter, & Raubal, 2004; 

Raubal & Winter, 2002). However, in early processing stages 

of attention, other simple visual attributes come into play, 

such as the direction and velocity of motion (Itti & Koch, 

2001). It is generally accepted that, if relevant, moving 

entities grab and guide visual attention. If they grab attention 

it seems intuitive that people would mention them, especially 

when this motion is task-informative. Thus, to what extent do 

people refer in a direction giving task to dynamic entities? 

Stable vs. dynamic objects 

In navigation literature, there is high agreement that landmark 

objects should be stable / permanent entities. Previous studies 

suggest that good reference objects are large, geometrically 

complex and stable (Talmy, 1983). The perceived stability of 

objects seems to influence rodent and toddler’s use of 

landmarks for orientation. For example, rats can search for a 

location defined by visual landmarks, but will not do so if the 

landmark’s position has varied from trial-to-trial (for a 

review, see Burgess, Spiers, & Paleologou, 2004). In 

addition, studies on toddler's reorientation behavior speculate 

that stability and scale are important factors in landmark use, 

142



with smaller or more portable objects having less 

navigational significance attached to them (Learmonth, 

Newcombe, & Huttenlocher, 2001; Smith, Gilchrist, Cater, 

Ikram, Nott, & Hood, 2008). Recent human fMRI evidence 

suggests that stable objects elicit greater activity in regions of 

the brain involved in navigation and landmark assignment 

(see Chan, Baumann, Bellgrove & Mattingley, 2012). Most 

of these experimental studies start with the default 

assumption that objects have to be stable in order to be used 

as landmarks and with the exception of the rodent 

experiments, the studies mentioned above were not designed 

to test this assumption. In none of them the object's 

movement is directly witnessed by the participants and 

movement is never used as a clue that could potentially help 

with solving the task. Moreover, in most communicative 

situations used in the RD studies, stable landmarks are the 

only available entities, a reason for which the scholarly 

attention is mainly focused on these entities. For example, in 

map-based RDs or RDs produced for later use (e.g., Denis, 

Pazzaglia, Cornoldi, & Bertolo, 1999), the most frequently 

mentioned landmarks are two dimensional, mostly related to 

the path to be followed (e.g., streets), as well as three 

dimensional, such as shops and pubs (see also May, Ross, 

Bayer & Tarkiainen, 2003). In sum, in all cases in which 

landmarks play a role (orientation studies; RD production), 

these entities are always stable.  

However, this does not mean that, in situations in which 

both producer and addressee are co-present, moving entities 

are not referred to. Humans have a rich repertoire of 

landmarks and to our knowledge there are no studies 

analyzing the conditions under which producers are ready to 

mention moving entities in RDs. If moving entities would be 

available would speakers refer to them? Moving entities are 

notably attention grabbing, a prerequisite for landmarks. 

Movement is processed effortlessly by the visual system and 

an object's motion can efficiently grab and guide attention 

when the movement is informative about the location of a 

target (Hillstrom & Yantis, 1994). In an outdoor environment 

there can be different types of movement (self-produced / 

induced) of different entities (e.g., humans, cars). In this 

study, we focus on self-produced, animated motion which 

was empirically proven to (automatically) capture attention. 

Animate entities seem to intrinsically capture visual 

attention. They are conceptually highly accessible, retrieved 

and processed more easily than inanimate entities (Prat-Sala 

& Branigan, 2000). Visual representations of the face and the 

human body have the ability to capture the focus of attention 

even when visual attention is occupied by other tasks (see 

Downing, Bray, Rogers, & Childs, 2004). Studies using static 

images have shown that humans prioritize the visual 

processing of animate objects over inanimate ones. Kirchner 

and Thorpe (2006) found that people initiate saccades more 

quickly to pictures of animals than to pictures of other 

objects, and New, Cosmides, and Tooby (2007) showed that 

changes in animals were detected more rapidly than changes 

in objects. In addition, several studies using picture 

description tasks presented evidence that attention and 

animacy are linked and bias language production (for a 

review, see Henderson & Ferreira, 2013).   

Moreover, it was shown that the onset of motion (a feature 

that contributes to the impression that movement is  self-

produced) captures attention better than objects that are static, 

continuously moving, or that have stopped suddenly (Abrams 

& Christ, 2003). Allocation of attention and linguistic 

reference are closely related and, given these results, we 

would expect moving entities to be mentioned in RDs. When 

other factors such as animacy and motion onset times are kept 

under control, it seems that animate motion per se captures 

attention (Pratt, Radulescu, Guo, & Abrams, 2010), thus 

contributing to the object’s perceptual salience.  

Previous experiences may, however, hinder the use of 

moving landmarks. People might be much more used to 

stable landmarks, so that in direction giving, perceptual 

salience alone might not suffice for eliciting this type of 

reference. For example, Miller and Carlson (2011) 

manipulated the objects' perceptual salience (size and color) 

and spatial position (decision versus non-decision point). 

Their findings showed that perceptual salience positively 

affected object memory, yet it was only the spatial position 

that determined whether objects were included in the RDs. 

This suggests that motion should be more than attention 

grabbing. It should be relevant for both producer and listener. 

This relevance stems both from the type of movement 

witnessed (it seems unlikely to mention something that takes 

place elsewhere than where the turn should be made) and the 

communicative setting (it is useless to mention motion for an 

addressee that cannot observe it, as in the asynchronous 

communicative settings). 

The current study  

Given that referring to landmarks can maximize the 

helpfulness of the instructions (Allen, 2000) and research has 

shown that people nearly always refer to landmarks (Tom & 

Denis 2003), we wonder if people refer to moving  entities as 

a function of motion relevance and if this referential behavior 

is modelled by the communicative situation. We suggest two 

crucial conditions for moving landmarks to be used in RDs. 

First, references to moving objects depend on the 

communicative context. As mentioned before, landmarks are 

by default stable, but this might be due to the asynchronous 

communication setting, which imposes several spatial and 

temporal constraints. But, it might well be that this bias in 

navigation studies hides the possibility that producers use 

both types of landmarks, provided the communication 

situation allows for. In this study, direction giving is a joint 

activity and a situated communicative act. In order to test the 

extent to which co-presence might influence reference to 

(dynamic) landmarks we select two situations: one in which 

producers are asked to imagine giving instructions to a 

fictitious traveler who is seeing the same scenes (see 

Experiment 1) as opposed to engaging in direction giving 

with a real person (see Experiment 2).  

In the first communicative situation, instructions are 

framed to emphasize a co-presence context. Bringing people 
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in a particular mindset by asking them to imagine a situation 

is a method successfully used to influence task performance. 

For example, Anderson & Pichert (1978) found that 

participants remember different details from a story after they 

were told to imagine themselves in a specific role 

(homebuyers or burglars). Asking participants to think about 

the task in a specific way was also shown to influence 

language production. Arts, Maes, Noordman, & Jansen 

(2011) report more overspecified references when 

participants were asked to imagine that the description they 

had to produce was an instruction in long-distance medical 

surgery, compared to a simple object description.  

In the second setting, the joint situation is translated as 

physical co-presence of producers and addressees. In general, 

we expect producers to mention moving entities when they 

believe that such references are beneficial for the listener. 

When the addressee is not present, the producer has to decide 

alone how much communicative effort to undertake to ensure 

that the instructions are correctly understood. While, in the 

second communicative situation, the producer can directly 

evaluate the usefulness of the references by receiving 

feedback from the listener. 

Second, the type of movement perceived by the producer 

might influence his referential behavior. To our knowledge 

there are no studies to have manipulated movement as a 

crucial variable in their design. If an entity attracts attention, 

we expect it will be mentioned, especially when it is relevant 

for the navigation task. By task relevant we mean that moving 

landmarks (just like other landmarks) should be located and 

timed near the navigation action. Thus, in this study there are 

three conditions depicting moving entities that might be of 

different relevance for the navigation situation (persons 

moving towards the intersection or taking a turn in the 

direction in which the addressee should also turn).  

Lastly, we do not expect this type of dynamic landmarks to 

replace stable objects that afford long-term orientation, as 

they might be mentioned together (e.g., “turn right at the 

shop, follow that person”). In such case, the moving entity 

would help in disambiguating the stable landmark out of a 

series of possible distractors (other shops in the scene).  

Experiment 1 

Methods 

Participants 54 native English speakers (20 women, mean 

age 42 years) were paid to take part in the experiment via a 

crowdsourcing service similar to Amazon Mechanical Turk. 

  
Materials The materials consisted of 144 street view HD 

videos recorded in 72 intersections of Rotterdam downtown. 

The critical trial videos depicted 36 low traffic, +- shaped 

intersections. These intersections have a simple geometric 

shape, in which just saying “go left” would discriminate the 

target street from the other branches of the intersection. Each 

intersection was recorded three times illustrating a different 

movement manipulation (see Figure 1): (a) no pedestrians / 

cyclists moving towards / coming from the intersection (no 

movement condition (NM), 36 videos); (b) a person walking 

/ cycling towards the intersection up to a point very close to 

where the turn should be taken (irrelevant movement 

condition (IM), 36 videos); (c) the same person recorded 

some seconds later, while taking a turn in the required 

direction (relevant movement condition (RM), 36 videos). As 

all entities may be relevant, due to their proximity to the 

intersection, the terms “irrelevant / relevant movement” are 

used for labelling purposes only. The people recorded were 

casually walking / cycling down the street, without paying 

attention to the camera. These people were different from one 

intersection to another. The filler videos captured a different 

set of intersections from crowded pedestrianized areas or 

intersections with complex geometric structures (36 videos) 

in which passers-by did not turn in the indicated direction. A 

semitransparent red arrow depicted the route and the 

direction to be followed. Each video lasts 3 seconds. 

 

Procedure Participants were presented with instructions 

stating that we are developing software that can generate real 

time/live pedestrian route descriptions based on the visual 

input coming from the Google Glass video camera and 

realized in audio format via a smartphone. The participant 

task was to provide route instructions for a fictitious 

addressee who would be attending the same videos. 

Participants were explicitly told to be as informative as 

possible and that they could take advantage of everything that 

was visible on the streets, as they shared exactly the same 

view with the addressee. Participants saw one video at a time 

and filled in the RD in the input field provided under the 

video. At the end of each video, the last frame would be 

displayed until the participant moved to the next item, by 

pressing a button. The videos could be replayed. Each 

intersection was presented only once to each participant, thus 

the critical trials were divided across three presentation lists, 

to which participants were randomly assigned. 

 

Design This study had Movement type (levels: NM, IM, and 

RM) as within participants factor and Presentation List 

(levels: 1, 2 and 3) as between participants factor. The 

dependent variable was the number of landmarks mentioned. 

Results 

There were 1944 RDs (54 participants x 36 videos) produced 

in this test and 964 landmarks mentioned. In each condition, 

approx. half of the instructions contained landmarks (M = 

0.53 in NM; M = 0.47 in IM; M = 0.51 in RM). In general, 

there were few references to moving landmarks (2 references 

in NM; 6 in IM and 13 in RM). In addition, there were some 

references to movable objects (objects that could potentially 

move, such as parked cars and bikes: 15 references in NM; 

20 in IM and 15 in RM). Overall, these results strongly 

suggest that participants prefer stable landmarks irrespective 

of the types of movement seen. Next, we will assess if 

moving objects are mentioned in a co-presence situation.  
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a) No movement – the street up to  the junction is free  

 
b) Irrelevant movement – a cyclist moves towards the junction  

 
c) Relevant movement – the cyclist turns left  

 

Figure 1: snapshots from critical trial in three versions 

 

Experiment 2 

Methods  

Participants 48 dyads of Dutch-speaking students of Tilburg 

University (52 women, mean age 21 years and 5 months) 

participated in exchange for partial course credits. 

Participants were randomly assigned to speaker roles (30 

women). 

 

Materials the same as in Experiment 1, with the difference 

that the videos did not contain arrows. Videos were projected 

on a white wall, at size of approx. 170x120cm. In addition, 

two paper booklets with line drawing maps of the 

intersection's shape were prepared (the speaker booklet 

included an arrow showing the direction to be taken in each 

intersection).  

 

Procedure Dyads of participants were presented with the 

same Google Glass scenario as in Experiment 1. The task for 

the speaker was to provide route instructions, while the 

listener had to mark in his booklet the indicated street. The 

speaker had to look first at the map, then play the video 

projection and start giving instructions as soon as possible, 

while watching the video. The listener had to watch the video 

and afterwards mark the intended street on the map. The 

listener was allowed to ask questions only if the instructions 

were unclear. The videos could not be replayed, but the last 

frame was displayed until the addressee announced he had 

finished. Pointing was discouraged by installing a screen 

between participants up to shoulder level. Each intersection 

was shown only once to each participant pair, and 

participants were randomly assigned to one of the three 

presentation lists. The task started with 2 warm-up trials, then 

72 experimental trials (36 critical trials) were presented in 

randomized order. There were no time constraints.   

 

Design and statistical analysis This study had Movement 

Type (levels: NM, IM, and RM) as within participants factor 

and Presentation List (levels: 1, 2 and 3) as between 

participants factor. For the first analysis, the dependent 

variable was the number of (different types of) landmarks 

mentioned by the producer in the first instruction (moving / 

stable entities) and, for the second analysis, if moving objects 

are mentioned together with a stable object. Statistical 

analysis was performed using logit mixed model analysis 

(Movement type and Presentation List as fixed factors; 

speakers and videos as random factors). Random intercepts 

and random slopes for speakers and videos were included to 

account for between-subject and between-item variation. 

First, a model with a full random effect structure was 

constructed (Barr, Levy, Scheepers, & Tily, 2013). In case 

the model did not converge, we excluded random slopes with 

the lowest variance. The first converging model is reported. 

This model contained random slopes for list in speakers and 

movement in videos (p - values were estimated via parametric 

bootstrapping over 100 iterations).    

Results 

In total there were 1728 RDs (48 speakers * 36 videos) 

produced. In all the three conditions, participants mentioned 

landmarks (N = 998) of various stability. In each condition, 

landmarks were mentioned in approximately half of the 

instructions (M = 0.51 in NM; M = 0.56 in IM; M = 0.69 in 

RM). In the NM condition, participants rarely referred to 

moving landmarks (6 references to people walking on the 

other side of the street or crossing in a different direction). 

Thus, statistical analysis was performed only on data from the 

other two conditions.  
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Table 1. Number of landmarks (moving, stable and 

combinations) produced per condition. 

 

     NM IM RM 

total no. landmarks 291 (100%) 317 (100%)  390 (100%) 

stable landmarks 271 (93.12%)  237 (74.76%) 170 (43.59%) 

moving landmarks   6   (2.06%)   54 (17.03%)  184 (47.18%) 

moving & stable 14   (4.81%)   26   (8.20%)    36   (9.23%) 

 

There was no significant effect of Presentation List (p > 

.05). There was a main effect of Movement Type (β = 1.97; 

SE = .30; p < .001). In the relevant movement condition 

participants referred more often to the moving person taking 

a turn (M = 0.39), than in the irrelevant movement condition 

(M = 0.14)1. Moving entities were present in instructions 

alone (e.g., “go left where the man is also going”; “follow 

that man, go left”) or in combination with stable landmarks 

(e.g., “at the pub turn left, where the man is going”).     

In order to see if, in these RDs, moving landmarks are 

considered sufficient, we analyzed to what extent moving 

landmarks combine with stable ones across conditions. A 

smaller data-set was created by selecting only the instructions 

which mention moving persons. There was a main effect of 

Movement Type (β = -1.41; SE = .51; p < .01). In IM 

condition, the moving person is mentioned more often 

together with other landmarks (M = 0.25), than in the RM 

condition (M = 0.12). 

Discussion 

In this study, we have investigated the circumstances under 

which people refer to moving landmarks. Specifically, we 

focused on the type of movement and on the communicative 

setting that might influence RD production.   

The collected RDs included a fairly large amount of 

references to unstable landmarks when producers were 

giving instructions to a real addressee. When movement is 

task informative more than half of the landmarks mentioned 

are moving landmarks and often, these moving entities are 

the only ones mentioned in the instructions, which highlights 

the producer's preference for this heuristic in the here-and-

now setting. The results suggest that factors contributing to 

object salience in RDs depend largely upon context and 

producer’s goals. The main role of these moving entities was 

to provide short-term orientation for the listener, by marking 

with their presence the street where a turn should be made. 

Thus, a moving entity may function as a point of reference 

and have navigational importance in a joint communicative 

situation. In addition, moving landmarks were mentioned 

even when their trajectory was not task-informative. 

However, references to pedestrians that were just heading 

towards the intersection without taking a turn were 

significantly often mentioned in combination with other 

(stable) landmarks from the environment. Despite the fact 

                                                           
1 Means are calculated over all RDs from IM and RM conditions, 

including the cases without landmarks.   

that their motion is not task-informative, they might have 

been referred to because they are perceptually salient (due to 

their movement), but also because they are walking very 

close to the turning point. Based on this stimuli design we 

cannot evaluate to what degree proximity had influenced the 

perceived usefulness of these entities. Further analysis is also 

needed to understand the role of these references: as 

landmarks due to their position or as attributes used to 

disambiguate a stable landmark out of a series of similar 

entities (e.g., “turn left at the shop where the man turns”, 

where the scene shows a couple of shops placed nearby the 

intersection). 

A couple of questions remain unanswered. For example, 

how efficient are references to moving landmarks for the 

addressee. A first analysis of the listeners’ data showed that 

the task was simple and addressees rarely asked clarification 

questions, subsequently, their drawings were mostly correct. 

In addition, in an ongoing experiment, we try to determine 

the navigational value of moving landmarks. In a future 

study, we would like to further define the conditions under 

which participants refer to moving landmarks (e.g., to what 

extent the amount of movement or the complexity of the 

intersection affect this type of references). 

Despite several differences (such as cultural differences 

between participant samples, familiarity with the Glass 

concept), the data collected in the two experiments suggests 

that references to moving landmarks were influenced by the 

communicative context. Apparently without a joint 

communicative situation, respondents preferred stable 

landmarks. When conversation partners are distant in time 

and space and no feedback is possible, the speakers have to 

adapt to the situation and ensure that the message is well 

understood (the principle of mutual responsibility, Clark & 

Wilkes-Gibbs, 1986). Referring to moving landmarks when 

no feedback and further correction is possible could result in 

an unsuccessful instruction. In contrast, when the producer 

was asked to address a real listener, participants referred to 

moving entities quite often. Referring to a moving item might 

be a faster heuristic to refer to the place where the turn should 

be taken. 

Finally, cutting edge technology enables machines with a 

rich sensory input. Our results suggest that movement 

detected in the nearby environment can be informative in a 

landmark selection task. Of interest for real-time navigation 

services, our results highlight that not only the stable 

landmarks, but also the moving entities play a role in the 

production of turn-by-turn route directions.  
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Abstract 

Computational models of category learning and attention have 
historically focused on capturing trial and experiment level 
interactions between attention and decision. However, 
evidence has been accumulating that suggests that the 
moment-to-moment attentional dynamics of an individual 
affects both their immediate decision-making processes as 
well as their overall learning performance. To extend the 
scope of these formal theories requires a modeling approach 
that can index fine-grained decision-making at millisecond 
time scales. Here we implement a model of eye movements 
during category learning using concepts from Dynamic 
Neural Field Theory research. Our model uses a combination 
of timing signals, spatial competition and Hebbian association 
to simultaneously account for a number of foundational 
attentional efficiency results from eye tracking and category 
learning. We report the results of fitting this model to 
accuracy, fixation probabilities, fixation counts and fixation 
duration data in 42 subjects from a standard category learning 
experiment. 

Keywords: attention, eye-tracking, dynamic field theory, 
cognitive modeling, category learning. 

Introduction 
Attention and learning are intrinsically related (Shepard, 
Hovland & Jenkins, 1961; Kruschke, 2011). When we learn 
a new skill, we learn to selectively attend to information 
relevant to that skill. As research into the fundamental 
neurophysiological principles of attention and learning 
progresses however, the historical psychological methods 
for studying attention and learning, and those implied by 
modern approaches in computational neuroscience, have  
thus far failed to converge. In the category learning 
literature for instance, where some of the clearest 
formalizations of the relationships between learning and 
attention have been developed, ‘attention’ is simply a 
weight on a feature dimension indicating the degree of 
importance it is assigned when making category decisions. 
Mathematical learning techniques that adjust these weights 
trial-by-trial over the course of an experiment have worked 
relatively well in fitting human data (Kruschke, 1992). 

These approaches have been used in explanations for 
phenomena such as: attentional blocking and highlighting 
(Kruschke, Kappenman, & Hetrick, 2005), rapid attentional 
shifting (Kruschke & Johansen, 1999), and cluster driven 
attention (Love, Medin, & Gureckis, 2004). However, the 
biological basis for these techniques has not always been 
clear. What is becoming more clear, is that the brain is 
using a complex set of systems to perform attentional 
functions that may only look like those described by 
attention weights at a trial-level (Gottlieb, 2012).  

As a first step toward bridging the gap between attention 
weights at a trial-level and the ongoing attentional decisions 
made within a trial, a recent model called RLAttn, standing 
for Reinforcement Learning of Attention (Barnes, 
McColeman, Stepanova, Blair & Walshe, 2014), used 
temporal difference error to learn transition probabilities 
between micro-information states, which get traversed by 
eye movements as part of arriving at a decision. This model 
showed the possibility of using aggregated eye movements 
to index attention in ways that correspond to classical 
descriptions of learned attention in terms of bias to 
particular feature dimensions. RLAttn is a first step, but it 
must be admitted that the target of a saccade is not just a 
function of the relative values of different information 
states. The spatial arrangement (Lipinkski, Spencer & 
Samuelson, 2010) and perceptual salience of visual 
information (McColeman, & Blair, 2013) for instance, 
affects these decisions as well. A more fundamental account 
of these systems guided by advancements in neuroscience 
is needed. For this reason, we have developed a new model 
that couples together the dynamically operating cognitive 
mechanisms needed to interface sensori-motor signals with  
learned attention.  

Decision timing 
When the relationships between category decisions and 
other measures like reaction time and ocular motor fixation 
durations are looked at closely, it quickly becomes clear 
that there is quite a bit happening beneath the level of the 
category decision. For instance, Blair and Watson (2008) 
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show that category learning performance can be well 
predicted from the duration of time that participants spent 
looking at the stimulus during the feedback phase in just the 
first 10 trials. Furthermore, individuals develop patterned 
fixation orders, and fixation durations tend to decrease over 
the course of the experiment, especially to relevant 
information (Rehder & Hoffman, 2005; Meier & Blair, 
2013; Chen, Meier, Blair, Watson & Wood, 2013). 

What then are the determinants of these sub-decisions 
regarding where and when to look, and how do they affect 
the trajectory of learning? These are some of the core 
questions we are trying to investigate with this model. Only 
by having a model that evolves its behaviour through 
learning can you begin to say how the factors influencing 
these decisions relate to one another. In a review of the 
cognitive and neural factors that influence decision timings 
for instance, Wittman and Paulus (2008) argue that timings 
are strongly related to attention and are influenced by a 
number of specialized neural networks. Inspired by ideas 
like these, we incorporate neurons for both decision 
responses and for saccade initiation mechanisms, whose 
activations grow with time and are reset when the relevant 
task is performed. One can think of these units as 
implementing a kind of impatience. Like Wittman and 
Paulus who suggest that timing is highly individual 
specific, Ghafurian and Reitter (2014) have implicated 
impatience as being a distinct trait between individuals. 
This work has shown that individuals maintain a constant 
offset in timing decisions, above and beyond factors like 
risk aversion, in tasks where individuals need to estimate 
optimal response times in order to maximize reward. 

Dynamic Neural Field Theory 
Models that attempt to describe processes as they unfold in 
time are naturally described in the language of differential 
equations. There are many models of the temporal 
characteristics of eye movements (see Nuthmann, Smith, 
Engbert, & Henderson, 2010, for example) but only a few 
are described purely in dynamic terms (see Perone & 
Spencer, 2013, or Schneegans, Spencer, Schöner, Hwang & 
Hollingworth, 2014). We opt for a modeling framework that 
looks beyond just the timing of a decision however, to 
incorporate a level of spatial dynamics that contributes to 
the actual decisions made. One framework that does this is 
called Dynamic Neural Field Theory (DNFT, or just DFT), 
and is built on some of the known properties of neural 
populations (Georgopoulos, Schwartz, &  Kettner, 1986; 
Erlhagen & Schöner, 2002). The elements of these neural 
fields are defined by the entire population of neurons, 
weighted by their individual tuning preferences for the 
given element. These preferences are typically modeled by a 
standard receptive field across the population which has a 
locally excitatory and globally inhibitory difference of 
Gaussians (also known as 'Mexican hat') approximation (see 
Kopecz & Schöner, 1995, for an example of this kind of 
lateral interaction in a similar context).  

Abstract fields with these properties can develop self-
sustaining peaks of activity even in the absence of 
exogenous input, allowing for a kind of memory (Amari, 

1977). The general form of the 2-dimensional field 
equation, like those used here, for a field u, is defined by: 

!  
where 𝜏 scales the time, x and y represent points in space, h 
is a resting level, S is exogenous input, w specifies the 
interaction kernel of the field and f is a sigmoidal 
thresholding function. In this framework, any sufficiently 
activated neuron will contribute excitatory or inhibitory 
activation to the abstract field according to a distance along 
a metric of representation governed by the receptive field of 
the neuron. 

Model 
The model presented here is designed to work with similar 
kinds of task constraints as human subjects given the same 
experiment. A trial begins with the model looking at the 
center of a screen in the same manner that a human begins a 
trial with a central fixation cross. It then makes simulated 
eye movements to stimulus features that compete for 
attention. Each eye movement registers foveated 
information in a kind of visual working memory. This 
activates associated categories, which then affect the 
decisions about where to look next and when to look at 
feedback or end the trial. Experiment instructions specifying 
a particular set of features and responses are similarly coded 
into the model. 

The model contains many dynamically interacting parts, 
as shown in Figure 1. To begin with, the visual field (A) has 
2 spatial dimensions defined in retinotopic coordinates with 
the fovea always at the center. A 3rd dimension on this field 
contains the feature values for a particular trial that serve as 
input to a feature detection layer of neurons once a 
particular location is foveated; a particular color is only 
defined for one location for the whole experiment. Feature 
neurons (D) tuned to these specific locations of the color 
dimension of the input are connected to a layer of category 
neurons through a synaptic weight matrix. As a feature 
neuron is activated, it activates categories as a function of 
the level of its activation and the weight (F) on the synapse. 

!  
Figure 1: Schematic structure of the 3 sub-sections of the 
model: spatial representation, category learning, saccade 
initiation. Green shapes represent free parameters. 
Dashed lines indicate inhibitory connections. 
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A small gain factor is also applied that attenuates category 
activation according to the consistency of a feature with 
particular categories. This is done because there is often 
non-diagnostic information that is correlated across all 
categories. 

The mutually inhibitory category neurons (G) in the 
model play a central role in the prioritization of attention 
and timing of decisions. These category neurons feed into a 
decision neuron (H) which, if activated strongly enough, 
will make a category decision, either initiating a feedback 
phase or, if very highly activated end the trial without 
looking at feedback. This decision neuron is excited by 
exponentially increasing input, whose rate of growth is set 
by the trial-impatience free parameter (I). The larger this 
number, the faster the model will tend to make a decision on 
a particular trial. Toward the start of an experiment when 
categories are not very strongly activated, the timing of 
category decisions is largely determined by the impatience 
of the model pushing the neuron over a threshold, but as 
categories begin to get selectively activated over the course 
of learning, category feedback pushes this neuron across 
threshold faster and response times gradually decrease. The 
same processes generalize to the feedback phase.  

While this is happening, activity from the category 
neurons recurrently feeds back through the synaptic weight 
matrix and into a layer of feature expectation neurons (E). 
As particular categories grow in activation over the course 
of the trial, the outstanding features associated with that 
category become activated. Gain is again applied for this 
direction of the flow of activity, biasing the model to 
saccade to highly relevant features. Inhibitory input from the 
feature detection neurons simultaneously reduces the 
expectation of already viewed information, acting as a kind 
of inhibition of return on a time scale set by the memory for 
items in working memory. 

The feature expectation neurons do two things. First, they 
magnify inputs along the 3rd dimension of the visual field. 
This has the effect of acting as a kind of salience boost to 
that information. Second, the feature expectation neurons 
are connected to specific locations on the spatial attention 
field (B). This divergence models the distinction between 
salience driven attention and the relative weightings that 
might be calculated there, and task level attention which 
could much more strongly drive voluntary shifts in 
attention. 

The spatial attention field is modeled as a 2-dimensional 
dynamic neural field which represents the elements of the 
stimulus in spatiotopic, or world-centric, coordinates as 
opposed to the retinotopic coordinates of the visual field. 
The extant point of fixation receives an excitatory boost 
from a fixation neuron (K), which plays a role akin to 
neurons at the rostral pole of the superior colliculus. The 
intermediate layers of this brain region are known to 
topographically organize the selection of saccadic end-
points (Robinson, 1972). Here, neurons coding for 
amplitude and direction of the eye movement compete in the 
initiation of saccades (Munoz & Wurtz, 1993). A gaze 

change neuron (L) acts as the target for the exponentially 
increasing fixation-impatience parameter (N). This input 
ensures that the model will make new fixations. This gaze 
change neuron inhibits the fixation neuron, consequently 
modifying the balance of competition on the attention field, 
while also exciting the saccade motor field (C) and a 3rd and 
final neuron, the saccade initiation neuron (M). When this 
neuron crosses a threshold, the location of maximum 
activation on the saccade motor field is selected as a 
saccadic end-point and a saccade is initiated. This re-orients 
the visual field, which is suppressed during the saccade and 
resets the fixation impatience timer. Oscillatory fixation 
dynamics can be generated a number of different ways, for 
instance by treating the fixation neuron’s resting level as a 
separate state variable sensitive to the changes in activation 
of the fixation neuron (Perone & Spencer, 2013), but we 
chose an impatience parameter as a way of separating the 
contribution of an individual’s processing speed from their 
gaze strategy, which may cause saccades prior to finishing 
processing (Kiani, Hanks & Shadlen, 2008). 

Learning occurs after the model has made a category 
decision and a feedback phase is entered. When the model 
looks at a particular location in space, where a feedback 
“button” is located, additional input to the correct category 
is provided. For every moment that the model spends in the 
feedback phase, Hebbian co-activation type association 
strengthens (J) the weights between the active features and 
the correct category. This is modulated with every fixation, 
in that the activation of a feature detecting neuron is boosted 
by fixational input above and beyond the attractor defined 
by the self-sustaining level of the feature detecting neurons, 
effectively increasing its association with the category 
active category in the feedback phase. 

Method 
Eye tracking and category learning data was obtained from 
the publicly available Meier and Blair (2013) dataset . Full 1

technical details can be found in the original paper. The 
experiment required participants to sort images of fabricated 
microorganisms defined by 3 organelle features (see Figure 
2) into 1 of 4 categories (A1, A2, B1, B2) on each trial. 
Feedback indicating the subject’s choice and the correct 
category was provided after each decision. We use only 
participants in the equal category base rate condition (as 
opposed to a condition where some categories appear more 
frequently) of this experiment, who had at least 70% of their 
gaze collected, and who reached a criterion of 24 trials in 
row correct (n=42). From these subjects, we only look at the 
first 360 trials of this data for each subject. 

The category structure, shown in Table 1,  is defined such 
that feature 1 is more informative than either feature 2 or 
feature 3, in that its value determines which of feature 2 or 
3 is relevant for a particular trial. Optimal attention then, 
requires participants fixate feature 1 first. 

 http://summit.sfu.ca/item/127151
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Table 1. Feature 1 is relevant for all categories. Feature 
2 is relevant only for the A categories, and Feature 3 is 
relevant for only the B categories. 
 

!             !  

!         !  
Figure 2: A: Example stimulus from Meier and Blair 
(2013). The three features of interest subtend 
approximately 1.7° of visual angle each, and are spaced 
roughly 10.6° apart. B: Three equidistant color features 
presented to the model. C/D: The two feature options for 
each location.  

While the stimuli from this experiment are more complex 
than can be currently processed by the model, we have 
elsewhere employed the simple color stimuli suitable for 
use with the model (Barnes & Blair, 2014). 

Simulations 
To find out how well the model could simulate the human 
data we employed a grid search algorithm, varying our 3 
free parameters (learning rate, trial impatience and fixation 
impatience) in looking for the best fitting version of the 
model for each individual. Model fits were judged based on 
the difference in mean and slope of 4 aspects of the human 
data (accuracy, trial fixation counts, probability of fixating 
the irrelevant feature and fixation durations). A single 
simulation of a single participant can take several hours, 
consequently, the model was just run several times at each 
level of a fairly coarse grid. Each subject's data was then fit 
with the point on the grid that minimized the weighted least 
squares error. 

In what follows, we assess the quality of our fitted model 
in two ways. For each measure we first look at how the 
model performs on a representative individual in the 
population. This representative individual is the one with the 
median weighted squared error; so there are roughly equal 
numbers of subjects that we fit better or worse than this 
representative individual. We do this such that the reader 
can get a sense of the variability of the model under a single 
set of parameters. We next look at the distribution of the all 
the subjects and the corresponding fitted models for all the 
subjects.   

! !  
Figure 3: Accuracy learning curves. Grey bars indicate 
population standard deviation. On left is the fit of the 
model for the representative subject and on the right is 
the average behaviour over all subjects and fits. 

Accuracy 
We considered the fit of the accuracy, that is the fraction of 
the categories that were correctly guessed, as an important 
benchmark. As seen in Figure 3, the model performed well 
in fitting the learning performance data.  

Probability of fixating irrelevant feature 
Here we report a measure of attentional optimization 
characterized by the averaged binary probability of looking 
at an irrelevant feature on a particular trial. As seen in 
Figure 4, while the model captures the decreasing 
probability of fixating irrelevant information well across the 
whole experiment, the model always fixates all features at 
the beginning, whereas human do not. There are several 
non-exclusive possibilities that might explain this. The first 
possibility we considered is that the eye tracker may be 
losing track of the eyes at times during the experiment (due 
to blinks, or head turns, for instance) possibly depressing 
the initial probabilities of fixating irrelevant information. 
Upon further investigation, controlling for gaze loss at the 
individual level, this did not appear to account for the 
reduce probabilities. Further, Rehder and Hoffman (2005) 
report similar initial fixation probabilities for the features in 
their experiment. It is possible that not looking at all the 
features might be a strategic choice that human participants 
make in order to test simple rules first (possibly due to the 
assumption that the task itself could be quite simple). The 
simple rule first hypothesis is common to category learning 
models (e.g. Love, Medin & Guereckis, 2004; Nelson & 
Cottrell, 2007) and occurs naturally in models like RLAttn, 
where guessing the category may have as high an action 
selection probability as fixations to features until incorrect 
answers have a chance to punish this behaviour. Finally, it 
may be the case that precise fixations are not totally 
necessary in most category learning experiments (see Tatler, 
Hayhoe, Land & Ballard, 2011 and Coren, 1986). In any 
event, as currently constructed, the model presented here is 
too fastidious to produce the human data on this score. 

Fixation Counts 
Another common form of attentional optimization is to 
reduce the overall number of fixations (to features) per trial 
over the course of the experiment (McColeman et. al, 2014). 
Figure 5 shows human and model data. The model captures 
the overall trend of decreasing fixation count across the  

Feature 1 Feature 2 Feature 3 Category
0 0 0/1 A1
0 1 0/1 A2
1 0/1 0 B1
1 0/1 1 B2

A

C

B

D
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! !  
Figure 4: The probability of fixating irrelevant feature 
over the course of the experiment. 

! !  

Figure 5: The total fixation counts to all features over 
the course of the experiment. The standard deviation for 
the sample of model runs that best fit the representative 
individual was very small. 

course of the experiment, but once again overestimates the 
number of fixations at the beginning of the experiment.  

Fixation Durations 
We believe that fixation durations are an important measure 
for models to fit going forward as they reflect a number of 
important cognitive processes such as scene perception 
(Walshe & Nutthman, 2013), fixation type (Ballard, 
Hayhoe, Pook & Rao, 1997), and information relevance 
(Chen et. al, 2013) among others. Figure 6 shows the human 
data and model simulations. On average the model fits 
human data well. The model shows a modest but similar 
decline in durations as the human subjects over the course 
of the experiment, within a similar magnitude. 

Discussion 
Modeling eye movements during category learning is a 
recent trend (Nelson & Cottrell, 2009; Barnes et al,. 2014). 
There are disparate motivations for moving in this direction. 
Recent work has shown that learning methods based on 
error reduction alone are insufficient to explain human eye 
movement data in category learning, pointing to a need for 
new kinds of models that might learn with different methods 
(Blair, Walshe, Barnes & Chen, 2011; McColeman et. al, 
2014). Additionally, work by Ballard, Hayhoe, Pook and 
Rao, (1997) on the relationship between working memory 
and skill acquisition, emphasizes the importance of "just-in-
time" decision-making at an embodied time scale operating 
at around 1/3 - 2 sec. The motivating intuition is that there 
should be physical actions that line up with the time scales 
of information processing required for variable binding.  In 
this view, instructions about where to look next can be  

! !  
Figure 6: The mean fixation durations to all features, 
irrespective of relevance, over the course of the 
experiment. 

thought of as being stored "in the world" as opposed to in 
the head, reducing the representational demands on the 
computational cognitive system.  

While ours is a much different model, the decisions it 
makes about where to look next are contingent on serially 
accessed parts of the visual world. In general, the category 
learning paradigm is well-suited for analysis at the 
embodied time scale because moment-to-moment decisions 
can reflect subtle manipulations in the category structure 
(Meier & Blair, 2013). Ultimately, the mechanisms that 
make gaze fixations relevant to overall learning are only just 
starting to be understood. The model of just-in-time gaze 
learning advances the idea that attentional optimization is a 
natural consequence of quickly dropping fixationally bound 
variables from working memory (Ballard, Hayhoe, Pook 
and Rao, 1997). A recent DNFT model of infant gaze 
behaviours (Perone & Spencer, 2013), with many 
similarities to our model, showed how the durations of 
individual fixations can work to modulate an infant’s well-
documented familiarity to novelty bias transition at around 
8-10 weeks of age (Wetherford & Cohen, 1972): the idea 
being that longer fixations leave a larger Hebbian 
association in long term memory which combines with 
inhibition from working memory to make parafoveal 
information relatively more salient. Only models that allow 
for moment-to-moment changes in attention could feasibly 
model these kinds of emergent differences over the course 
of learning. 

We believe that this line of research has the potential to 
show how complex behaviours can emerge from the 
interactions of a simple set of parameters, in our case just 
learning rate, fixation impatience and trial impatience, over 
the course of learning. Not only does the model presented 
here scale its learning through its overall gaze time but it 
also scales what it looks at it by what it knows. To our 
knowledge, no other model has attempted to simultaneously 
fit such a wide array of behavioural measures.  An important 
future direction for these modeling efforts is to rigorously 
test this approach on other kinds of category structures, 
timing constraints and stimulus types. With the introduction 
of this model, we hope to provoke efforts that seek to 
explain many kinds of cognitive and sensori-motor 
behaviours simultaneously. 
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Abstract 

Recent research on moral dynamics (the processes and 
phenomena –collective or individual– by which moral 
behavior and moral attitudes emerge, evolve, spread, erode or 
disappear) shows that an individual’s ethical mind-set (i.e., 
outcome-based vs. rule-based) moderates the impact of an 
initial ethical or unethical act regarding the likelihood of 
behaving ethically on a subsequent occasion. More 
specifically, an outcome-based mind-set facilitates Moral 
Balancing (behaving ethically or unethically decreases the 
likelihood of engaging in the same type of behavior later), 
whereas a rule-based mind-set facilitates Moral Consistency 
(engaging in an ethical or unethical behavior increases the 
likelihood of engaging in the same type of behavior later). 
Our objective was to look at the evolution of moral choice 
across a series of scenarios and so explore if these moral 
patterns (Balancing vs. Consistency) are maintained over 
time. The results of three studies showed that Moral 
Balancing is not maintained over time. On the other hand, 
Moral Consistency could be maintained over time, if the 
mind-set was reinforced before making a new moral 
judgment (but not otherwise).  

Keywords: Prosocial Choices; Moral Behavior; Ethical 
Mind-sets; Ethical Behavior; Decision Making. 

 
Introduction 

How do individuals deal with the ethical uncertainty in their 
lives? People are confronted with a vast amount of moral 
dilemmas to resolve, such as donating to charities, 
volunteering, recycling, buying fair trade products, or 
donating blood. People have to regulate their moral self-
image while pursuing self-interest. Studies on moral self-
regulation have convincingly demonstrated that one’s recent 
behavioral history is an important factor in shaping one’s 
current moral conduct (Monin & Jordan, 2009) and two 
different effects have been reported: Moral Balancing and 
Moral Consistency.  

Moral Balancing (Nisan, 1991) suggests that engaging in 
an ethical or unethical behavior at one point in time reduces 
the likelihood of engaging in that form of behavior again in 
a subsequent situation (e.g., Merritt, Effron, & Monin, 
2010). To explain this type of behavior, it has been argued 
that individuals tune their actions in such a way that their 
moral self-image (which represents individuals’ moment-to-
moment perception of their degree of morality) fluctuates 
around a moral-aspiration level or equilibrium (e.g., Jordan, 
Mullen, & Murnighan, 2011). It is said that an individual’s 
moral-aspiration level does not equate to moral perfection 

but rather to a reasonable level of moral behavior for that 
individual. Ethical and unethical acts respectively elevate 
and depress the moral self-image. Moral balancing 
researchers argue that when the moral self-image exceeds 
the moral-aspiration level, the individual feels “licensed” to 
engage in more self-interested, immoral, or antisocial 
behavior (moral licensing). When the moral self-image is 
below that level, people tend to experience emotional 
distress (Higgins, 1987) and become motivated to enact 
some corrective behavior (i.e., moral compensation). In 
contrast to Moral Balancing, Moral Consistency (e.g., 
Thomas & Batson, 1981) suggests that after engaging in an 
ethical or unethical act, individuals are more likely to 
behave in the same fashion later on. This pattern is 
explained in terms of a psychological need to maintain one’s 
self-concept (Aronson & Carlsmith, 1962), self-perception 
effects (Bem, 1972), or the use of behavioral consistency as 
a decision heuristic (e.g., Cialdini et al., 1995).  

Cornelissen et al. (2013) considered some conditions 
under which each pattern of moral behavior can occur. An 
individual’s ethical mind-set (Outcome-based vs. Rule-
based) moderates the impact of an initial ethical or unethical 
act on the likelihood of behaving ethically on a subsequent 
occasion and, thus, affects the pattern of moral behavior. 
The idea of ethical mind-sets comes from two frameworks 
on moral philosophy: consequentialism and deontology 
(Singer, 1991). Past work has demonstrated that this 
distinction is not exclusively philosophical, but that 
individuals consider it meaningful when reflecting on their 
behavior (Uhlmann et al., 2009).  

A consequentialist perspective (Outcome-based mind-set) 
considers whether an act is or not morally right, depending 
on the consequences of that act (“because it benefitted/hurt 
other people”). By contrast, a deontological perspective 
(Rule-based mind-set) implies that what justifies an act is its 
conformity to a moral norm (“because an ethical norm or 
principle was followed”), i.e., principles that impose duties 
and obligations. An outcome-based mind-set is thought to 
facilitate Moral Balancing; a rule-based mind-set facilitates 
Moral Consistency (Cornelissen et al. 2013).  

 One consequence of considering the role of moral self-
image in moral behavior is that it forces one to think of 
moral choices as a sequence, rather than in temporal 
isolation. Moral and immoral actions occur in the context of 
prior moral and immoral actions and the idea of moral self-
image provides a connecting thread across these instances. 
All the relevant findings so far have been produced using an 
experimental paradigm based on a 2-stage scenario: a 
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manipulation part and a response part. As our aim was to 
understand how the Moral Balancing and Moral 
Consistency behaviors evolve in time (we call this moral 
dynamics), we used a novel experimental paradigm, 
involving 5 stages, based on previous successful techniques: 
participants received two manipulations at the beginning of 
the experiment: (a) one to induce them to adopt a specific 
mind-set (outcome-based vs. rule-based) and (b) another to 
recall an action of a particular morality (ethical vs. 
unethical). Then, they were presented with a series of moral 
scenarios (5 stages) that were used to measure the likelihood 
of engaging in a prosocial behavior. This is the first study to 
look at the evolution of moral choice across a series of 
scenarios. 

Our objective was to explore the hypothesis that mind-set, 
Moral Balancing and Moral Consistency are maintained 
over time (indeed, otherwise, it would be hard to appreciate 
their psychological significance). We know from previous 
research that mind-set can influence relatively immediate 
moral behavior (Cornelissen et al. 2013), but it remains 
unknown whether mind-sets can be sustained over time and 
so have a persistent influence on moral behavior.  

The conflicting hypotheses regarding how moral behavior 
evolves in time can be visualized as a sequence of moral 
stages. We called the ‘Zig-Zag pattern’ the idealized pattern 
for a Moral Balancing behavior. By analogy, we called ‘Flat 
pattern’ the idealized pattern for a Moral Consistency 
behavior. We then used these idealized patterns to motivate 
the analyses for the results obtained in Experiments 2 and 3. 
For Moral Balancing, an initial ethical manipulation (such 
as recall of an ethical action) at Stage 0 should be followed 
at the next stage by an unethical choice. However at the 
subsequent stage, the previous unethical choice will now 
promote a more ethical one. The result is a predicted 
oscillation between ethical and unethical choices, as the 
participant tries to maintain a balance. Alternatively, Moral 
Consistency should lead to the persistence of an initial 
choice, as with each Stage the participant becomes more and 
more entrenched in a consistent moral position, be it either 
ethical or unethical.  

In order to study the evolution of moral tendencies and the 
perseverance of mind-sets we ran 2 experiments plus a pilot 
study. In the pilot study (Experiment 1) we identified the 
most suitable moral scenarios to use in the main 
experiments. Experiment 2 was used to replicate the results 
in the moral dynamics literature (Cornelissen et al., 2013; 
Jordan, Mullen, Murningham, 2011) and to pursue the novel 
question of how the tendency to behave morally evolves 
over time. In Experiment 3, we explored how the two 
possible patterns of moral dynamics evolve over time, with 
a reinforcing manipulation before each new moral scenario, 
to test if ethical mind-sets can be maintained, if reinforced.  
 

Pilot Study – Experiment 1 
The objective of the pilot study was to identify five suitable 
moral scenarios for the main experiments. We were looking 
for five moral scenarios such that they would (1) be 

perceived to have high levels of morality, (2) have a similar 
frequency of engagement (prosocial behavior) and (3) be 
perceived similarly in terms of emotionality, that is, they 
would produce a similar affective reaction.  

 
Participants  
Twenty experimentally naïve students at City University 
London received course credit for participating in the study.  

 
Materials and Procedure 

The experiment, designed in Qualtrics, lasted approximately 
15 minutes. Eleven novel moral scenarios were initially 
created. For each scenario, we tested the perceived morality 
of the choice of actions using a 7-point scale: -3=very 
immoral, 3=very moral (How moral do you think this 
behavior is?), and the prosocial behavior measured as the 
likelihood of engaging in an (un)ethical behavior on a 7-
point scale: 1=very unlikely, 7=very likely; (Jordan, Mullen, 
et al., 2011). Participant responses on perceived morality 
and likelihood of engagement were the main dependent 
variables in our pilot. Also, we tested the perceived 
emotionality of the scenarios presented, measured with the 
(SAM) Self-Assessment Manikin (Bradley & Lang 1994). 
We chose the five scenarios with the highest scores in 
perceived morality and with similar (intermediate) scores in 
likelihood of engagement and perceived emotionality.  
 

Experiment 2  
The objectives here were twofold. First, we wanted to 
replicate the results in the moral dynamics literature, that an 
Outcome-based mind-set leads to Moral Balancing, whereas 
a Rule-based mind-set leads to Moral Consistency. The 
motivation to do so was to validate the experimental 
approach. Second, Experiment 2 employed a multi-stage 
procedure, so allowing us to pursue the novel question of 
how the tendency to behave morally evolves over time. The 
experiment lasted approximately 35 minutes.  

 
Participants  

A total of 200 participants, all of them US residents, were 
recruited on-line and received $0.90 for doing the task.  

 
Design and Procedure  

The experiment was designed in Qualtrics and run on 
Amazon Mechanical Turk. Ethical mind-set (outcome-based 
vs. rule-based) and the ethicality of an initial recalled act 
(ethical vs. unethical) were both manipulated between 
participants. The induction of ethical mind-sets was the 
same as used in Cornelissen et al. (2013). To induce the 
appropriate mind-set, we provided instructions that defined 
ethicality as either a function of consequences or in terms of 
rule compliance, and then provided three prototypical 
examples. Subsequently, we asked participants to provide 
an example of a behavior—not necessarily their own—that 
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was ethical or unethical, because of either its consequences 
or its rule compatibility (depending on condition). This 
procedure aimed to induce the intended mind-set in 
participants, before they finally reflected on their memory 
of the last action with moral valence.  

There were therefore four conditions: (1)Outcome-
Based/Ethical recall, (2)Outcome-Based/Unethical recall, 
(3)Rule-Based/Ethical recall and (4)Rule-Based/Unethical 
recall. In the first one, our participants were instructed to 
think about a behavior that was ethical (“because it 
benefitted other people”). In the second condition, 
participants were instructed to think about a behaviour that 
was unethical (“because it hurt other people”). In the third 
condition, participants thought about a behavior that was 
ethical (“because you followed an ethical norm or 
principle”) and in the fourth condition, participants were 
instructed to think about a behavior that was unethical 
(“because you did not follow an ethical norm or principle”).  

We used Prosocial Behavior, as in previous related work, 
as the dependent variable. After the manipulation (STAGE 
0), participants completed a filler task (10 trivia questions ≈ 
1.6min per filler task) before rating their likelihood of 
engaging in a prosocial behavior (STAGE 1) and then 
repeated the same procedure until STAGE 5. The order of 
presentation of the moral scenarios on each stage, as well as 
the filler tasks, were randomized for each participant. 

 
Results and Discussion 

Replication of Previous Studies.  
As predicted, when given an Outcome-based mindset, the 
recall of an unethical act led to Moral Balancing and an 
increased intention to perform the moral action (Figure 1). 
When given a Rule-based mindset, the reverse pattern was 
observed. This result was confirmed in the ANOVA, which 
showed a significant interaction between Type of Mind-set 
and Type of Ethical Recall, F(1,44) = 7.12, p < 0.01, but no 
main effect of Type of Mind-set, nor of Recall, (both F < 1). 
Independent samples t-tests were employed to explore the 
interaction. In the outcome-based mind-set condition, 
participants who recalled an unethical act were more likely 
to engage in a prosocial behavior (M = 4.54, SD = 1.66), 
than those who recalled an ethical act (M = 3.82, SD = 
1.69), t(91) = −2.06, p = .04. In other words, participants 
with an Outcome-based mind-set showed a Moral Balancing 
effect. By contrast, in the Rule-based mind-set condition, 
participants who recalled an ethical act were more likely to 
engage in a prosocial behavior (M = 4.36, SD = 1.68) than 
those who recalled an unethical act (M = 3.6, SD = 1.74), 
t(93) = 2.14, p = .03. In other words, these participants 
showed a Moral Consistency effect. 

 

 
 

Figure 1: Mean Prosocial Behavior in STAGE 1. Error bars 
represent SE. 

 
Moral Dynamics: Evidence for Moral Balancing.  
We ran a mixed two-way ANOVA with Type of Ethical 
Recall and Stage (1-5) as independent variables. Minimally, 
Moral Balancing would be evidenced by no main effect of 
Recall, but a significant interaction between Recall and 
Stage. There was a main effect of Type of Ethical Recall, 
F(1,25) = 13.1, p < .001, no significant effect of stage, F < 
1, and a significant interaction between the two factors, 
F(4,100)=5.57, p < .01. Inspection of Figure 2 makes it clear 
that the interaction is just a result of prosocial choice 
converging towards an average level by Stage 2, after which 
it flattens out across the two conditions of ethical recall.  

 

 
 

2: Evolution of Prosocial Behavior (Outcome Based 
Mind-set) in Experiment 2. Error bars represent SE. 

 
We then analyzed the evolution of prosocial behavior 

between STAGES [1-2] to see if, at least, the Moral 
Balancing pattern was maintained for just one more stage, 
apart from [0-1]. A two-way analysis of variance (ANOVA) 
with Type of Ethical Recall and Stage as independent 
variables indicated a main effect of Recall, F(1,25)=23.2, p 
< .01, and no main effect of Stage, F(1,25) < 1. The results 
also revealed a significant interaction between Type of 
Ethical Recall and Stage, F(1,25) = 12.0, p = .002. So, as 
above, there was little evidence for Moral Balancing.  

Finally, we wanted to know whether the data at each stage 
showed any evidence of a residual effect of Type of Ethical 
Recall factor after STAGE 1. We ran an ANOVA with 
STAGES [2-5] and Recall as independent variables. The 
effect of Recall approached significance, F(1,25) = 3.41 p = 
.077, but there was no main effect of stage, F < 1, and no 
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significant interaction between the two factors, F(3,75) < 1. 
Therefore, the interaction seen in the previous analysis, 
STAGES [1-5], is explained by the change from STAGE 1 
to STAGE 2 and disappears after that. 

Overall, the results show that Moral Balancing was not 
observed in this experiment, beyond the initial 
manipulation. The conclusion is that the ‘Zig-Zag pattern’ 
was only observed in STAGES [0-1], but not maintained 
over time, in contrast to the idealized prediction. Instead, it 
appears that the evolution of prosocial behavior converged 
to a neutral level of morality (Figure 2).  

 
Moral Dynamics: Evidence for Moral Consistency.  
In Figure 3, we can see how the ‘Flat pattern’ was broadly 
evident between STAGES [0-1]; as noted above 
(Replication of Previous Studies).  

 

 
 

Figure 3: Evolution of Prosocial Behavior (Rule Based 
Mind-set) in Experiment 2. Error bars represent SE. 

 
Regarding the evolution between STAGES [1-5], we ran a 

two-way analysis of variance (ANOVA) with Type of 
Ethical Recall and Stage on likelihood of Prosocial 
Behavior. Minimally, Moral Consistency would be 
evidenced by a main effect of Recall, no main effect of 
Stage, and no interaction between Recall and Stage. There 
was indeed a main effect of Recall in Prosocial Behavior, 
F(1,28) = 7.02, p = .013, but also a significant interaction 
between Recall and Stage, F(4,112) = 8.07, p < .01. Note, 
there was no main effect of Stage, F(4,112) = 1.64, p = .170. 
The pattern converged to a neutral point and did not remain 
attached to the low or high levels of (un)ethicality. 

Finally, we wanted to know whether the data across stages 
showed any evidence of a residual effect of the Type of 
Ethical Recall factor, after STAGE 1. We ran an ANOVA 
with STAGES [2-5] and Recall. There was no main effect 
of Recall, no significant effect of Stage, and no interaction 
between the two factors, (all F < 1). Therefore, the main 
effect seen in the previous analysis, STAGES [1-5], is 
explained by the change from STAGE 1 to STAGE 2 and 
subsequently disappears. 

The conclusion is that the ‘Flat pattern’, as in the 
idealized prediction, was maintained only for STAGES [0-
1]. Prosocial behavior across the rest of stages converged to 
a neutral level of morality; thus, Moral Consistency was not 
maintained over time (Figure 3).  
 

Experiment 3 
In Experiment 2, after an initial mind-set induction and 
ethical recall, we found that the anticipated patterns of 
moral dynamics were not maintained. There are two 
possible explanations. First, the theory linking mind-set, 
(un)ethical recall, and ethical choice is incorrect or 
incomplete. Second, perhaps the mind-set induction 
attenuates rapidly with time, so that, after the initial stages, 
participants can no longer be assumed to be in a specific 
mind-set. Experiment 3 examines this second possibility. 
The experiment lasted approximately 40 minutes.  

 
Participants  

A total of 206 participants, all of them US residents, were 
recruited and received $1 for doing the task.  

 
Design and Procedure 

The experiment was designed in Qualtrics and run on 
Amazon Mechanical Turk. The same procedure was 
followed as in Experiment 2, but we introduced a new 
manipulation (the re-evaluation process), in which 
participants were asked to reflect on their last moral choice, 
in order to reinforce their mind-set. This reinforcing 
manipulation was similar to the one at the beginning of the 
experiment (manipulation of the mind-set + un(ethical) 
recall). Participants followed the same steps as in 
Experiment 2, but justifying their choices, after their 
response, at each stage. The order of presentation of the 
moral scenarios on each stage, as well as the filler tasks, 
were randomized for each participant.  

 
Results and Discussion 

Moral Dynamics: Evidence for Moral Balancing.  
We ran a two-way ANOVA, as in Experiment 2, with Type 
of Ethical Recall and Stage on the dependent variable. As 
before, Moral Balancing would be minimally evidenced by 
no main effect of Recall, but a significant interaction. 
Instead, there was a main effect of Recall, F(1,28) = 40.4, 
p<.01, and no effect of Stage, F < 1. The results also 
indicated a significant interaction between Recall and Stage, 
F(4,112) = 7.54, p<.01.  

We then analyzed the evolution between STAGES [1-2] 
to see if, at least, the Moral Balancing pattern was 
maintained for just one more stage. A two-way ANOVA 
with two within participant factors, Type of Ethical Recall 
and Stage, revealed a similar pattern of results: a main effect 
of Recall, F(1,28) = 44.5, p<.01, no effect of Stage, F < 1, 
and a significant interaction between Recall and Stage, 
F(1,28) = 30.9, p<.01.  
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Figure 4: Evolution of Prosocial Behavior (Outcome Based 
Mind-set) in Experiment 3. Error bars represent SE. 

 
Finally, we asked whether the data at each stage showed 

any evidence of a residual effect of Type of Ethical Recall 
factor after STAGE 1. We ran an ANOVA with STAGES 
[2-5] and Recall. There was a main effect of Recall, F(1,28) 
= 9.37, p<.01, no significant effect of stage, F < 1, and a non 
significant interaction between the two factors, F < 1. 
Therefore, the interaction seen in the previous analysis, 
STAGES [1-5], is explained by the change from STAGE 1 
to STAGE 2 and disappears after that.  

The conclusion is that the ‘Zig-Zag pattern’ was only 
approximately observed across STAGES [0-1]. Thus, 
compared with an idealized pattern, Moral Balancing was 
not a behavior maintained over time. Instead, as in 
Experiment 2, the evolution of the behavior converged to a 
neutral level of morality (Figure 4). In fact, as in 
Experiment 2 there was a tendency (statistically significant) 
for participants to settle into a Moral Consistency pattern 
from Stage 1 onwards, regardless of the reminders that had 
been introduced in the present experiment. 

 
Moral Dynamics: Evidence for Moral Consistency.  
Regarding the evolution between STAGES [1-5] in the 
Moral Consistency case, we ran a two-way ANOVA with 
two within participant factors, Type of Ethical Recall and 
Stage on the dependent variable.   

 

 
 

Figure 5: Evolution of Prosocial Behaviors (Rule Based 
Mind-set) in Experiment 3. Error bars represent SE. 

 
Moral Consistency would be minimally evidenced by a 

main effect of Recall, but not a significant interaction. There 
was a main effect of Recall on Prosocial Behavior, F(1,29) 
= 53.2, p<.01, but not stage, F(4,116) = 2.02, p=.096. Also, 
the interaction between Recall and Stage was significant, 

F(4,116) = 5.68, p<.01, which is not consistent with a ‘pure’ 
form of Moral Consistency.  

Then, we ran an ANOVA with STAGES [2-5] and Type 
of Ethical Recall to see if the Moral Consistency pattern was 
maintained over time. There was a main effect of Recall, 
F(1,29) = 18.88, p<.01, no significant effect of Stage, F < 1, 
and a non significant interaction between the two, F < 1.  

The conclusion is that the ‘Flat pattern’ was sustained to 
the low or high levels of (un)ethicality throughout STAGES 
[0-5], but not in the levels predicted in an idealized pattern. 
Moral Consistency was a behavior broadly maintained over 
time (with a tendency to converge to a neutral level of 
morality), if a re-evaluation process (manipulation of the 
mind-set + un(ethical) recall) was carried out before 
confronting each new moral scenario (Figure 5). 

 
Discussion 

This is the first study to look at the evolution of moral 
choice across a series of scenarios. Five scenarios were 
tested, embedded in a task with many fillers, to mask the 
design of the experiment. In two experiments, we provided 
new empirical support for the hypothesis that ethical mind-
sets moderate how an individual’s behavioral history shapes 
his or her ethical behavior. An outcome-based mind-set is 
meant to lead to moral-balancing effects, whereas a rule-
based mind-set to moral consistency. Furthermore, the three 
experiments shed some light on the persistence of these 
ethical mind-sets and on the evolution of moral dynamics, 
exploring whether moral patterns, such as Moral Balancing 
and Moral Consistency, can be maintained over time. When 
the manipulation of Mind-set and Recall was just made at 
the start, there was a quick regression to neutral 
performance. When the manipulation was reinforced before 
each moral choice, then one pattern of behavior was 
sustained, while the other was not. 

Moral Balancing, or as we call it, the ‘Zig-Zag pattern’, 
was only observed in the first stage of the experiments. This 
type of behavior converged to a neutral level of morality 
over time, even when the mind-set was reinforced at every 
stage, before making a new moral judgment (Experiment 3). 
We conclude that Moral Balancing is not a behavior 
maintained over time. However, some would argue that 
moral licensing effects should not persist in an oscillating 
patter over time. Imagine a less ethical behavior at t0 that is 
compensated by a more ethical one at t1, and vice versa, an 
ethical behavior at t0 that gives the license to an individual 
to behave less ethically at t1. At that point, balance is 
‘restored’, and, the argument goes, it would be difficult to 
make predictions regarding further effects on behavior at t2 
and beyond.  

On the other hand, participants in the Rule-based 
condition, approximated an idealized pattern of Moral 
Consistency behavior, when a re-evaluation process 
(manipulation of the mind-set + (un)ethical recall) was 
included, before confronting each new moral scenario. In 
other words, there was some evidence that Moral 
Consistency could be maintained over time, if the mind-set 
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was reinforced before each moral judgment. Either way, we 
overall conclude that ethical mind-sets (and their influence 
on prosocial choice) decay, unless reinforced continuously.  

Moral Consistency is perhaps a more stable pattern of 
mind-set, since if a person is led into seeing himself/herself 
as consistent, it is perhaps more natural to remain consistent 
–that is the very nature of consistency. Conversely, Moral 
Balancing would seem to require the keeping of a running 
total of one’s positive and negative acts, and once the initial 
stages are past, this tally-keeping may prove complex to 
maintain. It is easier to recall that one has consistently 
chosen the prosocial or anti-moral path and so keep that on, 
than it is to recall that one’s last choice was pro, so the next 
one should be anti. This difference in stability might also 
account for the tendency in both Experiments 2 and 3 for 
the Moral Balancing group to show a continuing Moral 
Consistency after their initial response at Stage 1. Although 
all the data tended towards the middle of the scale, there 
was a residual difference between the Ethical Recall and 
Unethical Recall groups that persisted to the end. 

Our results question the importance of the concept of 
mind-sets in understanding prosocial choice, since, if such 
mind-sets cannot be maintained across more than a few 
choices, what value could they have in understanding the 
relevant behaviors? We see three directions for future 
research in addressing this important question.  

First, it is possible that an alternative mind-set induction 
procedure will reveal more lasting influences of mind-sets 
on prosocial choice.  

Second, a related possibility is that the measurement of 
prosocial choice was inadequate. Perhaps people’s prosocial 
choices do reflect patterns of consistency or balancing, 
across time, but such patters can be revealed in realistic time 
scales of days or weeks, not within the limited duration of a 
psychology experiment. Also, there are merits and demerits 
of the different approaches regarding how we ask 
participants to respond to scenarios. We used a 7-point scale 
because it let us explore our hypotheses. Some would say 
that individuals who want to establish a balance between 
moral motives and selfish motives might achieve that by 
staying safely in the midrange of the scale. So balance can 
easily be achieved within each moral scenario, removing the 
necessity to balance over time. It may be the case that more 
interesting results would emerge with binary answering 
options (an ethical vs. an unethical alternative). However, 
the scale we opted to use did lead us to a particular 
interesting conclusion, namely that participants do neither 
Moral Balancing nor Moral Consistency, but rather achieve 
a middle ground.  

Third, it is possible that the idea of manipulating mind-
sets directly is flawed. In other words, perhaps there is a 
reality to the proposal that there are different mind-sets and 
these mind-sets can impact on prosocial choice, but perhaps 
these are stable individual characteristics. That is, people 
can have a particular mind-set, but the mind-set cannot be 
easily altered experimentally (at least in an effective way). 
All these issues reveal considerable challenges (and 

corresponding exciting directions) for future work, 
regarding our current understanding of moral judgments.  
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Abstract 

The purpose of this study was to characterize the ways in 
which psychologists address research hypothesis risk in 
academic articles, and to support undergraduates in learning 
to write about such risk using argument diagramming pre-
writing activities. First, 90 articles recently published in top 
social, developmental, and cognitive psychology journals 
were examined for their presentation of research hypothesis 
‘risk’ – an element of the intellectual merit of a research study 
denoting the novelty and importance of the study being 
conducted. Second, an experimental study was conducted 
involving 82 students in undergraduate research methods 
classes. They were assigned to either argument diagram or 
traditional instruction conditions. Research reports were 
coded for explicit discussion of risk. Students using argument 
diagramming were significantly more likely to write about 
risk when compared to matched classes given no 
diagramming support.  

Keywords: Argument diagram; writing instruction; science 
instruction; educational intervention; hypothesis risk; 
philosophy of science 

Introduction 
American students have a writing problem. Only about one-
quarter of 8th and 12th graders are able to write at or above a 
proficient level (National Center for Education Statistics, 
2011), with little to no improvement since 1998 
(Greenwald, Persky, Campbell, & Mazzeo, 1998; Persky, 
Daane, & Jin, 2002; Salahu-Din, Persky, & Miller, 2007).  
This is perhaps unsurprising, as according to a sample of 
high school English teachers, students may have only one or 
two opportunities each semester to write longer and/or 
evidence-based essays (Kiuhara, Graham, & Hawken, 
2009). The instruction of writing is especially time-

intensive, typically involving multiple drafts requiring 
careful review and high quality feedback in order to produce 
student improvements. In lower and mid-tiered colleges, 
which train the vast majority of our students, writing skill 
continues to stagnate with negligible improvement over four 
years – a trend employers are noticing and lamenting (Arum 
& Roksa, 2011).  

Argumentation and argumentative writing are in 
particular need of attention given that instructional practices 
tend to emphasize the presentation of arguments rather than 
their generation, and the product of writing rather than the 
process (Andrews 1995; Andrews & Mitchell, 2001; 
Chryssafidou & Sharples, 2003; Oostdam, de Glopper, & 
Eiting, 1994; Oostdam & Emelot, 1991). There is a clear 
demand, then, for instructional tools that can directly 
improve argumentation and argumentative writing. 

Argument diagramming has a long history of use in 
philosophy for organizing formal logic (Whately, 1834), but 
the limitations of pen-and-paper diagrams (e.g. difficulty of 
revisions, time required) make their use in the classroom 
less practical. Advances in computing over the last few 
decades have enabled the development of computerized 
argument diagramming software, and a growing body of 
research supports its effectiveness in classrooms (Kozma, 
1991; Chryssafidou, 2000; Twardy, 2004; Proske, Narciss, 
& McNamara, 2010).  

Argument diagramming has been shown to facilitate 
better argumentation for a variety of component elements. 
Training in the construction of argument diagrams and their 
subsequent use has been tied to improved critical thinking 
ability (Harrell, 2011; 2012; Twardy, 2004), a skill 
important both for the analysis and generation of arguments. 
Diagrams can also aid students in argument-
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counterargument integration, or the development of an 
informed conclusion (Nussbaum & Schraw, 2007). We see 
these benefits synthesized in a study by Harrell (2013), 
where students trained in diagramming produced more 
elaborate, coherent arguments following the intervention 
than students taught traditional argument analysis methods.  

The link between the quality of students’ diagrams and 
their subsequent writing has been established through recent 
modeling work (Lynch, Ashley, & Chi, 2014; Lynch, 2014), 
suggesting that the complexity and coherence of a diagram 
can be used to predict the grade earned by the resulting 
essay. Despite these promising results, the impact of 
computerized argument diagramming has yet to be tested in 
the domain of science writing.  

Writing in science poses unique challenges for both the 
student and the instructor. For the student, the construction 
of a literature review often requires the synthesis of a large 
number of sources, or claims. This synthesis requires not 
only breadth but depth as well, for the author must be able 
to extract the core finding of each study cited, evaluate the 
validity or scientific strength of these findings, and then 
compare the relevance of each study to the others and to the 
current hypothesis being explored.  

For the instructor, the breadth and depth required in 
science writing makes its review time-consuming and 
challenging. The writer often knows the background 
research much better than the instructor, making it difficult 
for instructors to level informed criticisms. This difficulty is 
compounded in the case of student peer review – one 
approach to improving writing instruction - where student 
peers may not have an instructor’s general field knowledge 
to fall back on in the absence of specific content familiarity.  

One approach to help mitigate these issues, spearheaded 
by Hand and Keys, seeks to provide students with more 
opportunities for informal writing in science, with an 
emphasis on writing to learn (Keys, Hand, Prain, & Collins, 
1999). Their instructional template, the Science Writing 
Heuristic, provides guides for instructors and students to 
engage in meaningful writing, reflection, and discussion 
about concepts and experiences in science. Evidence 
suggests that these informal writing experiences help 
students create a richer representation of scientific 
understanding, and enable them to respond more deeply to 
related test questions (Keys, Hand, Prain, & Collins, 1999; 
Hand, Prain, & Wallace, 2002; Hand, Wallace, & Yang, 
2004). While their work focused on informal writing for 
understanding, the current study sought instead to develop 
and test an intervention for students’ formal writing in 
science, with an emphasis on writing rather than learning 
outcomes.    

For both students and experts in science, the generation of 
a suitable hypothesis poses an additional challenge in that 
the purpose of a scientific introduction is to pose a problem 
to be explored, unlike in other forms of argumentation 
where the goal may be a conclusive statement. The 
introduction should serve to justify the hypothesis(es) being 
explored, and should present an element of appropriate risk.  

The eminent philosopher of science Karl Popper asserted 
the following regarding this idea of risk: “Confirmations 
should count only if they are the result of risky predictions; 
that is to say, if unenlightened by the theory in question, we 
should have expected an event which was incompatible with 
the theory – an event which would have refuted the theory” 
(1963).  

We see hypothesis risk as both an essential element in the 
scientific method and one that should be communicated 
explicitly in scientific writing. Risk is defined here as the 
strength of belief that a given hypothesis will not be 
supported based on existing research. We consider this idea 
of risk to be one component of the intellectual merit of a 
given study, which, when combined with its practical merit, 
forms the whole of a convincing scientific rationale.  Too 
much risk would indicate an insufficient basis for the 
proposed hypothesis in the literature and might be a poor 
use of resources, while not enough risk would indicate that 
the proposed hypothesis is not scientifically novel - that the 
question has already been sufficiently explored. A proper 
hypothesis represents a balance between these two 
extremes. 

This specific framing of scientific writing is novel, and 
therefore the first stage of our work was to verify that 
research writing in psychology does explicitly frame 
hypothesis risk. For instance, it is possible that 
psychologists as writers, reviewers, and readers understand 
the implicit risks in a given research area and do not need to 
explicitly present the risks in their papers. By studying the 
way that risk is presented in published articles, we learned 
how commonly this component of science writing is 
included and established a standard for what students should 
aim to achieve. Additionally, by developing a system to 
categorize risk in published articles we were able to use this 
system to understand the nature of risk in student writing 
and the effectiveness of an argument diagramming 
intervention. 

Following this analysis, we then developed and tested the 
effectiveness of a computerized argument diagramming 
intervention for improving undergraduates’ APA-style paper 
introductions. The diagramming ontology used in the 
experiment prompted students to describe the relevance and 
validity of cited studies (one logical basis of hypothesis 
risk) and note the relationship of cited studies to their 
hypotheses as either supporting or opposing (another logical 
basis for hypothesis risk). We expect that these two 
components will enable students to write more about risk 
through uncertainty (a hypothesis with novel contents) and 
risk through opposition (a hypothesis with mixed prior 
support), respectively.    

We hypothesized that undergraduate university students 
in psychological research methods classes undergoing an 
argument diagramming intervention would produce higher 
quality first draft introductions as measured by the degree to 
which they explicitly addressed hypothesis risk, compared 
to a control group of students undergoing no intervention.   
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Methods 

Review of Risk in Published Articles 
Selection 
We selected nine journals spread across three major 
psychological disciplines – cognitive, social, and 
developmental. In each discipline, we selected the top three 
empirical research journals based on impact factor rankings. 
From each of these nine journals, we then examined the ten 
most recently published original empirical articles as of 
December 2014 for a total of 90 articles. We focused only 
on empirical articles (no short reports, reviews, or 
corrections), as they are the closest to what the student 
participants in our diagramming intervention would be 
writing, and empirical articles would be expected to include 
the element of hypothesis risk that interested us. The set of 
journals examined included the following: Journal of 
Experimental Psychology: Learning, Memory, and 
Cognition; Cognitive Psychology; Cognition; 
Developmental Science; Developmental Psychology; Child 
Development; Journal of Personality and Social 
Psychology; Journal of Experimental Social Psychology; 
and Personality and Social Psychology Bulletin.  

Procedures 
We iteratively developed a coding scheme to use in 
systematically categorizing the risk-related language found 
in psychology research. This process resulted in three ways 
authors typically address risk in psychology.  

Risk through uncertainty (RU) is addressed when the 
author claims that there is insufficient or problematic 
evidence for his/her hypothesis(es) in the literature. E.g., 
“First, although the effect of fluency on a variety of 
judgments has been well documented, it is unknown 
whether fluency can influence two different attributes at 
once” (Westerman, Lanska, & Olds, 2014).  

Risk through opposition (RO) is addressed when the 
author claims that there is both supporting and opposing 
evidence for his/her hypothesis(es) in the literature. E.g., 
“While there is strong evidence for such a process of 
combination, there has been some debate as to when metric 
and categorical cues are combined…” (Holden, Newcombe, 
& Shipley, 2014).  

Risk through difficulty (RD) is addressed when the author 
claims that his/her hypothesis(es) is particularly difficult to 
test. E.g., “However, formally specifying a prior distribution 
that captures the expectations of humans (or even just a 
select group of a more homogenous population) is 
particularly difficult, and will be the main concern of the 
present paper” (Yeung & Griffiths, 2014).  

Using these definitions, we coded the introductions of 
each article by annotating individual sentences that 
addressed risk, and coding each article based on the types of 
risk addressed, regardless of the number of instances above 
one (1). For example, if an article had four sentences tagged 
as RU and one as RO, that article would be tagged as [RU, 
RO]. In other words, one instance of a risk type was 

sufficient to be considered. Agreement between two expert 
coders was calculated in a 3x3 matrix (RU, RO, 
Combination) on a 30 article, three journal subset of the data 
(JEP: LMC, PSPB, & Dev. Psych.), kappa = .93. RD was 
omitted from this calculation given its low occurrence.  

Diagramming Intervention 
Participants 
82 participants were enrolled in Research Methods classes 
at a large public university, including 2.5 lecture hours and 
3 lab hours per week. The intervention was limited to the 
lab sections only. Two pairs of classes were matched for day 
of week, time of day, and instructor experience.  These four 
lab sections (2 experimental, 2 control) were taught by three 
instructors – one of the instructors taught both an 
experimental and a control section.  

Materials 
Students created argument diagrams using a free, web-
based, open-ended environment called Draw.IO. Students 
were instructed to construct diagrams containing two 
hypotheses, a rationale for each hypothesis (why should 
your study be done?), supporting and opposing evidence, 
and counterarguments for any opposing evidence. Students 
were provided with a framework for these instructions in the 
form of a diagram template (Figure 1). In the absence of 
directly opposing evidence, students were asked to 
demonstrate appropriate risk in other ways (i.e., through the 
absence of data, methodologically weak previous studies). 
For each piece of evidence cited, students were asked to 
include the APA-style citation, the population tested, the 
situation (what were they testing?), the conclusion (what did 
they find?), the validity (e.g. correlational), and the 
relevance of the evidence to the student’s hypothesis(es). 
Relevance was classified as slightly, partially, or highly 
relevant, and students were encouraged to explain their 
classification by comparing the variables and context 
between the cited study and their hypothesis. 

 
Figure 1: Partial example of argument diagram template 

 

 

Procedures 
In the experimental lab sections, students were first given a 
brief presentation explaining the idea of hypothesis risk. 
This included the issues associated with insufficient risk 
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(i.e., study is redundant) and excessive risk (i.e., study is a 
poor use of resources), and conveyed the importance of 
relevant and valid research in locating strong support for 
one’s hypothesis. Afterward, these students completed an 
activity where they viewed three argument diagrams and 
were tasked with choosing which one was too risky 
(insufficient supporting evidence), which was too ‘safe’ 
(only supporting evidence), and which demonstrated an 
appropriate level of risk (some supporting and some 
opposing evidence).  

In a later class, students were introduced to the 
diagramming software through a practice activity where 
they worked in pairs to diagram a short scientific paper 
given to them by their instructor. Finally, students were 
instructed to construct an argument diagram for an 
observational experiment they would later conduct, and to 
use the diagram when writing the associated paper.  

The paper assignment for both conditions included an 
abstract, introduction, methods, results, and discussion. 
Students were asked to include at least five peer-reviewed 
references in their introduction (two of which were provided 
by the instructor) and two hypotheses, and to discuss and 
explain at least one study or theoretical position that 
conflicted with their hypotheses.  

Using the coding scheme developed for the review stage 
detailed previously, all 82 introductions of students’ first 
draft papers were coded for risk (RU, RO, RD) in an 
identical process.  

Results 
Review of Risk in Published Articles 
93% of the articles examined addressed at least one (1) type 
of risk, while 21% of the articles addressed at least two (2) 
types of risk. The majority of articles that did not discuss 
risk were concentrated in the social psychology journals 
(83%), with the only other no-risk article in a cognitive 
psychology journal. Aside from this, distributions of the 
types of risk addressed were relatively consistent across 
both disciplines and journals. Only 2 (<3%) of the 90 
articles demonstrated risk through difficulty.  

 
Table 1: Risk distribution by discipline 

 

	  
Social	   Dev.	   Cog.	  

RU	   25	   28	   26	  
RO	   3	   10	   11	  
RD	   0	   1	   1	  
No	  Risk	   5	   0	   1	  
Total	  Articles	   30	   30	   30	  
>1	  types	  of	  risk	   25	   30	   29	  
>2	  types	  of	  risk	   3	   9	   7	  

 
Diagramming Intervention 
In the control sections, 71.8% of students addressed risk in 
at least one form compared to 93.0% of students in the 
diagramming condition. For all of the following analyses, 

we used α=.05. A χ2 test of independence applied to all four 
lab sections revealed that students in the diagramming 
condition wrote about risk significantly more than those in 
the control condition, χ2(1, n=82)=6.5, p=.02. This 
difference represents a moderate effect (d=0.58). A χ2 
analysis looking at RU versus no RU and RO versus no RO 
across all four lab sections indicated more writing about RU 
in the diagramming condition, χ2(1, n=82) = 11.7, p<.001, a 
large effect (d=0.81), and combinations of risk types χ2(1, 
n=82)=4.7, p<.001, a moderate effect (d=0.49) but no 
difference in writing about RO, χ2(1, n=82)=0.5, p=.46. 
Most of these results held when examined for only the two 
within-instructor sections, showing more writing about any 
risk, χ2 (1, n=42)=8.8, p<.001, (d=1.02) and more writing 
about RU, χ2 (1, n=42)=4.8, p=.03, (d=0.71) in the 
diagramming condition, but no significant difference across 
conditions in writing about RO, χ 2(1, n=42)=0.8, p=.37 or 
combinations of risk types χ2(1, n=42)=0.5, p=.49, (d=0.21).  
 
Figure 2: Proportion of student papers addressing risk in any 

form with SE bars. 
 

    
 

Figure 3: Proportion of student papers addressing any risk 
(Any), risk through uncertainty (RU), risk through 

opposition (RO), and a combination of risk types (Combo)  
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Discussion 
The results of our review of science writing in the field 
matched our expectations – that hypothesis risk is a 
common element of scientific argumentation and that it is 
explicitly addressed in the vast majority of recently 
published papers in psychology. It is often addressed 
multiple times in one article, and occasionally authors will 
even address risk through multiple forms. Although we 
examined only a small sample of articles (n=90), it is 
interesting that 5 of the 6 articles that did not address risk 
were published in social psychology journals. It is possible 
that there are subdiscipline-level differences in this aspect of 
science and science writing, like those found by Okada and 
Shimokido (2001) indicating a major difference in writing 
style between papers in physical science journals as 
compared to psychology journals. Their investigation found 
that psychology papers were much more likely to follow a 
hypothesis-testing style of writing and that most physical 
science introductions included no hypotheses at all. If 
similar discipline or subdiscipline level differences exist for 
the presentation of hypothesis risk, they may be uncovered 
from the examination of a larger dataset.  

The distribution of risk types appeared to be rather 
consistent across journals and disciplines except with 
respect to no-risk articles. Authors most commonly 
demonstrated hypothesis risk through uncertainty, secondly 
through opposition, and only two articles addressed risk 
through difficulty. Although these cases of risk through 
difficulty were rare in our examination, we do not believe 
that this invalidates risk through difficulty as an acceptable 
method for demonstrating hypothesis risk given its 
independence from the other categories, but instead that its 
rate of use may be very low. It might be difficult to address 
risk through difficulty, and this approach may only be 
appropriate for certain types of studies which deal with 
issues like obscure populations, complex modeling, etc.  

The results of our argument diagramming intervention 
supported our hypothesis, indicating that it is at least 
moderately effective for improving this particular element 
of science writing.  

The mechanism behind this improvement, however, is 
less clear. The diagram template given to students (Figure 1) 
encouraged the inclusion of opposing findings, and so we 
anticipated that this would encourage students to find 
opposing research in the first place, and that having it in 
their diagram would make it more accessible when it came 
time to write their paper. Additionally, previous research 
(Nussbaum & Schraw, 2007) indicates argument 
diagramming can improve argument-counterargument 
integration for students, and one could argue that the 
parallel of this in our study would be an increase in the 
discussion of risk through opposition. However, a chi-
square analysis focusing only on risk through opposition 
revealed no apparent differences between the experimental 
and control conditions on this type alone at both the 
aggregate level (all four classes) and the within-instructor 
level (two classes). We believe this may be due to the nature 

of scientific literature reviews, in that it is often difficult to 
find directly opposing evidence to a given hypothesis and 
that it is easier to find gaps in scientific knowledge to 
explore.  

Nussbaum and Schraw (2007) controlled for this by 
providing students with a sample text including arguments 
for two sides of the argument prompt. The diagramming 
activity may have prompted students to consider opposing 
evidence more seriously, but if they could not find any 
opposing evidence to use then this additional consideration 
would not be reflected in their written introduction. 
Interestingly, a similar result was found by Toth, Suthers, 
and Lesgold (2002), where students considered more 
opposing evidence when constructing argument diagrams, 
but this consideration had no effect on their final prose.  

Instead, the bulk of the difference between the two 
conditions in our study is captured by risk through 
uncertainty - the mechanism behind which may be subtler. 
In their diagrams, students were asked to describe the 
relevance and validity of studies, and it is possible that this 
task enabled students to see gaps or issues in the existing 
research literature more clearly. We plan to shed light on 
this possibility by examining the ways in which the 
argument diagramming task impacted students’ writing of 
relevance and validity..  

These results add to a growing body of research 
supporting the effectiveness of computerized argument 
diagramming for improving students’ argumentative writing 
across diverse academic disciplines (Chryssafidou, 2000; 
Proske, Narciss, & McNamara, 2012). The present study 
provides evidence that at least some of the positive 
outcomes associated with diagramming in philosophy 
education (Harrell, 2011; 2012; 2013) may be found for 
science education as well.  

This study focused on one small but important element of 
science writing. Additionally, students’ baseline conceptual 
knowledge about psychology and science writing was not 
measured, nor any changes thereafter, and therefore we are 
unable to determine the interactive role that conceptual 
knowledge may have played in the effect of the 
diagramming intervention. Finally, it is possible that some 
of the differences seen across the two conditions could be 
explained by the difference in time spent on the assignment, 
although this difference is only slight. Further research is 
needed to determine how the use of argument diagrams may 
affect other components of science writing and learning.   
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Abstract

What constitutes good teaching, and what factors do learners
consider when evaluating teachers? Prior developmental work
suggests that even young children accurately recognize and
evaluate under-informativeness. Building on prior work, we
propose a Bayesian model of teacher evaluation that infers the
teacher’s quality from how carefully he selected demonstra-
tions given what he knew. We test the predictions of our model
across 15 conditions in which participants saw a teacher who
demonstrated all or a subset of functions of a novel device and
rated his helpfulness. Our results suggest that human adults
seamlessly integrate information about the number of func-
tions taught, their values, as well as what the teacher knew,
to make nuanced judgments about the quality of teaching; the
quantitative pattern is well predicted by our model.
Keywords: pedagogy, Bayesian models, social learning,
causal learning, pragmatics

Introduction
Learning from others is beneficial, but the benefits come
with hazards. By learning from knowledgeable, helpful oth-
ers, learners can draw powerful inferences that go beyond
the face value of information. However, because its power
hinges on the assumption that the teacher is knowledgeable
and helpful, learning can go awry when teachers are inac-
curate or misleading. Thus it is critical for learners to be
sensitive to others’ quality as teachers.

Reasoning in pedagogical contexts can be formally de-
scribed as a set of mutually constraining inferences (Shafto,
Goodman, & Griffiths, 2014). The teacher selects informa-
tion that increases the learner’s belief in the target hypoth-
esis (pedagogical sampling), and the learner rationally up-
dates his beliefs with the assumption that the information has
been pedagogically sampled. This leads to a strong expec-
tation that information provided by the teacher is not only
true but also sufficient for the learner to draw accurate infer-
ences. For instance, when a teacher pedagogically demon-
strates just one function of a multi-function device, a naı̈ve
learner would (inaccurately) infer that the toy has one, and
only one, function; if there were more, a knowledgeable and
helpful informant would have shown them.

Prior developmental work suggests that young children
draw strong inferences from pedagogically sampled infor-
mation in ways that are consistent with the model predic-
tions (Bonawitz et al., 2011; Xu & Tenenbaum, 2007), and
appropriately respond to teachers who violate pedagogical
sampling (Gweon, Pelton, Konopka, & Schulz, 2014). For
instance, 6- and 7-year-olds rate a teacher as less help-
ful when he demonstrates one function of a multi-function
toy (thus being under-informative), compared to when he

demonstrates one function of a single-function (thus being
fully informative) (Gweon, Pelton, et al., 2014), and given a
binary choice, even four-year-olds favor a fully-informative
teacher over an under-informative teacher (Gweon & Asaba,
2015; see also Barner, Brooks, & Bale, 2011 for similar in-
ferences in linguistic communication). These results suggest
that even early in life, human learners recognize and evalu-
ate “sins of omission”–under-informative pedagogy that mis-
leads the learner to draw an inaccurate inference.

Intuitively, not all sins of omissions are equally blamewor-
thy. What affects our evaluations of under-informative teach-
ing? One simple possibility is that the degree to which we pe-
nalize sins of omission is inversely related to the learner’s de-
gree of belief in the correct hypothesis. Thus the more infor-
mation a teacher omitted, the more blame he would deserve.
However, there are reasons to believe that people make more
nuanced judgments about under-informative teaching.

First, going beyond the amount of omitted information,
people might also consider the value of what was omitted.
Because not all knowledge is equally useful or valuable,
omission can have varying consequences for the learner de-
pending on the utility of the resulting knowledge. Consider
a gadget that has two buttons; one turns the gadget into an
auto-navigating robot vacuum and the other activates a blink-
ing light on the side. Because learning about the former
would be more useful than the latter, showing just the vac-
uum function would be considered less blameworthy than
showing just the blinking light.

Furthermore, people might be sensitive to the reason be-
hind the omission (i.e., the teacher’s intentions). In eval-
uating harmful actions, both children and adults are sensi-
tive to the intent of a perpetrator and appropriately exonerate
those who caused accidental harms due to their ignorance or
false beliefs (Hebble, 1971; Yuill & Perner, 1988; Young,
Cushman, Hauser, & Saxe, 2007). In linguistic communica-
tion, listeners flexibly adjust their interpretation of an utter-
ance depending on the speaker’s knowledge; if the speaker
didn’t have the knowledge to justify the stronger alternative,
listeners don’t draw implicatures (Goodman & Stuhlmüller,
2013). Thus even in the absence of explicit information
about others’ intentions, people spontaneously use informa-
tion about the others’ epistemic states to infer their intent.
Similarly, in evaluating sins of omission, people might care
about whether or not the teacher knowingly omitted some-
thing. Consider someone who demonstrated just one func-
tion of a four-function gadget, simply because he was un-
aware of the other three functions. Although he might be
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independently blamed for his ignorance, we might exoner-
ate him from being guilty of a “sin of omission” because his
ignorance suggests that the omission was unintended.

In this study, we investigate whether people consider the
amount and the value of information as well as the teacher’s
knowledge to evaluate under-informative pedagogy. Previ-
ous Bayesian models of pedagogical reasoning have been
extremely useful in formalizing our intuitions about what an
ideal learner might infer from pedagogically sampled data
(Shafto et al., 2014) and in how learners might choose be-
tween different teachers. For instance, Shafto, Gweon, Far-
gen, and Schulz (2012) looked at people’s evaluations of ef-
ficient vs. inefficient teaching, and modeled people’s rela-
tive preferences between two teachers as a ratio of two like-
lihoods. However, these models assume that teachers are
always fully knowledgeable and that all facts that could be
taught are equally valuable. Furthermore, they do not pro-
vide explicit, systematic predictions about people’s evalua-
tions of teachers based on their knowledge.

Building on prior work, here we provide a computational
model of teacher evaluation. The model captures the idea
that good teachers will work harder to teach well, where
“teaching well” is specified by the pedagogical sampling as-
sumption. We extend the underlying pedagogical model to
account for incomplete knowledge of the teacher as well
as the value of information taught. To test the model pre-
dictions, we designed a behavioral task to get parametric
evaluations of teachers’ ability in which we manipulated the
knowledge of the teacher, the value of the knowledge, and
the amount of knowledge communicated to the learner.

Model
Reasoning about a pedagogical situation requires a notion
of the causal relations between the world and the teacher’s
actions—an intuitive theory of pedagogy that captures the
teacher’s goal of informing the learner, and specifies what
examples should be given to teach a particular fact or con-
cept. This theory can be used in learning from teachers (as
in Shafto et al., 2014), but also learning about the teach-
ers themselves—the importance they place on informing the
learner and their ability to do so by choosing effective exam-
ples of things that will be useful to the learner. To formalize
a theory of pedagogy, we first describe how a teacher might
choose what demonstrations to give in different situations.
We do so with the standard softmax decision rule:

p(d| f ,α) ∝ eα U(d)−C(d), (1)

where f is the set of functions known to the teacher, and
d is the set of demonstrations he provides to the learner.
C(d), which we set equal to the number of demonstrations
provided, corresponds to the cost of a given set of demon-
strations, and U(d) is the utility a learner is expected to ac-
crue from the demonstrations (Eq. 2). The parameter α con-
trols the degree to which the teacher chooses to maximize
the pedagogical utility of his demonstration. Thus α can be
interpreted as the teacher’s “quality.” An indifferent teacher

(α = 0) would choose demonstrations at random, preferring
less costly demonstrations; as α increases, a teacher would
be more likely to select demonstrations that have high peda-
gogical utility, as good teachers would.

For our model to predict how people evaluate the teacher,
we must specify the utility of the teacher: what counts as
successful teaching? Shato et al. suggested that the teacher’s
utility should be proportional to the log-probability that the
learner will guess the correct hypothesis (2014). To apply
this idea to cases where a device has different functions that
vary in value, we must generalize this utility to capture the
fact that there are different aspects of the device that the
teacher could convey, each of which has its own utility to
the learner. Thus we can define the pedagogical utility of a
particular set of demonstrations (d) as:

U(d) = ∑
i

V ( fi) ln pL( fi|di) (2)

where di is 1 if the ith function was presented and 0 other-
wise, pL( fi|di) is the teacher’s model of the learner’s beliefs
about function i after demonstration di, and V ( fi) is the value
of function i. This pedagogical utility function is a general-
ization of previous accounts which examined the special case
where all functions are equally valuable (effectively drop-
ping V ( fi) from the equation). Assuming that a demonstra-
tion of each function provides an equal amount of informa-
tion to the learner, and that a priori belief in each function is
the same, Eq. (2) becomes (up to an additive constant which
does not impact decisions):

U(d) = ∑
i

kdiV( fi), (3)

where k is a constant reflecting the change in the learner’s
belief that a function exists, resulting from a demonstration
(this constant will be absorbed into the overall calibration of
utility below).

The demonstrations that a teacher selects using Eq. (1),
which uses this pedagogical utility (Eq. 3), depends on the
precise balance between the cost of demonstrations, the
teacher’s quality, and the value of each function. The demon-
stration cost pulls against the tendency of high-quality teach-
ers to teach everything they know, such that a high-quality
teacher with high communication costs may only teach the
high value functions.

To use this theory of pedagogy to evaluate (rather than
learn from) a teacher, consider a person who knows that
a teacher knows functions f and observes the teacher’s d
demonstration(s). This observer can use Bayes’ rule to in-
vert their model of how teacher’s select demonstration (Eq.
(1)) to infer the teacher’s quality:

p(α| f ,d) ∝ p(d| f ,α)p(α), (4)

where p(α) represents the person’s prior beliefs of the
teacher’s quality (we assume p(α) ∼ Uniform(0,1)). The
resulting estimates of teacher quality are sensitive to the
teacher’s epistemic state and the value of the functions
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demonstrated. For example, the quality estimate of a teacher
who demonstrates two low-value functions but also knew of
a high value function will be lower than someone who just
knew the two low-value functions he taught. Similarly, a
teacher who knows both a high- and a low- value function
would get the highest rating for showing both, a lower rating
for omitting the low-value function, and an even lower rating
for omitting the high-value function.

Experiment
Methods
Participants All participants were recruited from Amazon
Mechanical Turk, and were paid $0.50 for compensation.
We excluded a total of 462 participants from analyses based
on a priori criteria (responses to check questions; see Proce-
dure) and 71 for participating more than once. The final sam-
ple consisted of 1024 participants (Age: µ(σ) = 36.2(12.6),
range: 18 - 72 yrs; 575 female).

Stimuli We generated cartoon scenarios in which one char-
acter (e.g., Paul) encounters a novel device and discov-
ers all four, or a subset (one or two) of its functions, and
then shows another character (e.g., Laura) all or a sub-
set of its functions. The device had four distinctive but-
tons that corresponded to each function. Pressing a red
circular button made the device verbally report the current
time; the purple lightning-shaped button reported the local
weather; the orange crescent-shaped button made the device
say “hello!”; and the green square button generated a beep
sound. The relative values of these functions were validated
by a separate group of 52 mTurk participants who rank-
ordered the four functions by their usefulness. Weather and
Time (µ(σ) = 3.4(0.29) ranked higher than Beep and Hello
(µ(σ) = 1.6(0.29); t(51) = 23.3p< .001), with no difference
within the high-value pair or the low-value pair (p’s> .298).

Design We varied the number of functions the teacher dis-
covered (1, 2, or 4), the utility of the functions he discov-
ered (H for high, L for low), and the number of functions he
demonstrated to the learner (1, 2, or 4). Crossing these vari-
ables while excluding impossible cases yielded 15 conditions
(see Figure 2A for a full list of conditions). For instance, in
the KA TA condition the teacher Knew All and Taught All;
in KHL TH, he knew two functions (one high-value and one
low-value) but taught only one high-value function. The ex-
act function taught among the two equally valued functions
(e.g. Weather vs. Time) was counterbalanced throughout.

Procedure Participants were randomly assigned to one of
the 15 conditions and were shown the cartoon scenario that
corresponded to that condition. The first phase of the car-
toons introduced the device to ensure that the participants
knew about all the functions; the second phase showed the
teacher discovering some or all of the device’s functions. In
the third phase, the learner entered the room1 and asked the

1In conditions where the teacher did not know all the functions,
the learner’s entrance interrupted the teacher’s discovery; this was
to minimize the possibility that the participants’ ratings were af-

Figure 1: Schematic of procedure in the KLL TL condition.
The teacher discovers two low-value functions and teaches
just one low-value function.

teacher to show her how the device works. In the fourth
phase, the teacher demonstrated some, or all, of its functions
(see Figure 1). Participants then answered the critical ques-
tion: 1. Overall, how would you rate his teaching abilities?
We also asked additional questions in fixed order (2. Which
functions did he discover? 3. Which functions did he teach?
4. How well-intentioned do you think he was? 5. How nice
do you think he is? 6. Given what he knew, how good a
job did he do? 7. How willing would you be to learn from
him?). Finally we asked the first question again (8. Over-
all, how would you rate his teaching abilities?). We used a
seven-point Likert scale for questions 1 and 4-8. Questions
2 and 3 were used as check questions to exclude participants
who did not pay close attention.

Results and Discussion
Participants’ ratings of teacher ability in the first and the last
questions (Q1 and Q8: the teacher’s overall teaching abili-
ties) were highly correlated (r(1021) = 0.833, p < .001). We
therefore used the average of the two ratings in our analy-
ses. See Figure 2A for mean ratings of teacher ability in

fected by the teacher’s incompetence or failure to discover all func-
tions.
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all conditions. We conducted a linear regression to exam-
ine the effect of (1) the number of functions demonstrated
by the teacher, (2) the value of these functions, and (3) num-
ber of functions the teacher knew on participants’ estimate
of his ability. We coded these three factors as continuous
variables (to code the effect of the value of the demonstrated
functions as a continuous variable, we quantified it as the
proportion of the high valued functions known to the teacher
that were demonstrated). All three factors were highly sig-
nificant predictors. The higher the number of demonstra-
tions the higher the teacher was rated (β = 1.1, t(796) =
17, p < .001); the higher the value of his demonstrations, the
higher he was rated (β = .66, t(796) = 4.8, p < .001); and
the more functions the teacher knew, the lower he was rated
(β = −.3, t(796) = 17, p < .001); that is, when the teacher
did not know as many functions, people were more likely to
exonerate him for his limited knowledge. We further inves-
tigated these main effects with targeted analyses of a subset
of the conditions that highlights the predicted effects of (a)
naı̈ve omission, (b) the teacher’s prior knowledge, and (c) the
effect of prompting intention and knowledge.

a) Naı̈ve omission We first looked at conditions in which
the informant discovered only a subset of the device’s func-
tions, but taught everything he knew (KL TL, KH TH,
KLL TLL, KHH THH). A 2 (number: 1 or 2) x 2 (value:
H or L) ANOVA found a significant main effect of number
(F(1,297) = 21.1, p < .001). We also observed a marginally
significant main effect of value (F(1,297) = 2.9, p = .088),
and the interaction was not significant (F(1,297) = .27, p =
.603). Thus even when the teacher communicated all he
knew, participants’ ratings still reflected the number of func-
tions taught.

b) Informant’s prior knowledge We then looked at con-
ditions in which the informant taught two functions but ei-
ther taught all he knew (KHH THH, KLL TLL) or a subset
of what he knew (KA THH, KA TLL). A 2 (prior knowl-
edge: Knew Two (Taught All) or Knew All (Omitted)) x 2
(value: HH, LL) ANOVA found a significant effect of Prior
Knowledge (F(1,285) = 30.9, p < .001): Even though the
teacher showed the same number of functions, participants
took into account the teacher’s knowledge when rating his
teaching abilities. See Figure 2B. We also saw a signif-
icant main effect of value (F(1,285) = 12.0, p = .001) as
well as an interaction (F(1,295) = 5.6, p = .019). More
specifically, the value of functions taught affected ratings
only when the teacher taught just a subset of what he knew
(t(132) = 3.8, p < .001); if he taught all he knew, the value
had no effect (t(153) = .084, p = .40).

c) The effect of prompting intention and knowledge Our
questionnaire had 8 questions, with the first and the last ques-
tion serving as our main dependent measure. Between these
two identical questions, people were asked a few check ques-
tions as well as questions that prompted them to think about
the knowledge of the teacher and the intention of the teacher.
Thus it is possible that people are more likely to consider

others’ knowledge after having been explicitly prompted to
think about it; if so, answering these questions would lead
to amplified differences in people’s ratings of omissions. To
test this idea we performed an exploratory analysis compar-
ing conditions in which the informant always taught just one
function, with his knowledge base ranging from one to four
functions across conditions. We used the difference between
the two “Overall” questions as the DV (as opposed to the
mean) in a one-way ANOVA and found a significant main
effect of prior knowledge (F(2,527) = 31.9, p < .001). That
is, the less the teacher knew, the more likely participants
were to give a more generous rating for the teacher. When
the teacher taught just one function but knew just one or two
functions, people significantly increased their ratings relative
to their initial rating (K1: µdi f f (σ) = 0.77(1.1), t(145) =
8.4, p < .001; K2: µdi f f (σ) = 0.25(.95), t(256) = 4.1, p <
0.001). Conversely, when the teacher knew all functions but
just taught one function, participants gave a harsher rating in
the final question relative to their initial rating (µdi f f (σ) =
−.12(.63), t(126) = 2.1, p = .035).

Model Fit The two free parameters in the model—the dif-
ference in the utility of knowing a high vs. a low value
function, and the cost the teacher incurs by communicating a
function—were fit to the mean of participants’ estimates of
the teacher’s overall ability. As seen in Figure 2C, the result-
ing model well predicts these ability estimates (R2=0.96).

General Discussion
Here we presented a formal Bayesian account of how a
learner might evaluate a teacher. Our model considers the
amount of information a teacher provided, the value of that
information, and what he knew (but didn’t show) to infer his
“quality” as a teacher. Going beyond using the amount of
communicated information as a proxy for evaluating teach-
ers, our behavioral results showed that human learners spon-
taneously consider both the reason behind a teacher’s omis-
sion (i.e., he didn’t show because he didn’t know) as well
as the consequences for the learner (i.e., teaching X is more
valuable for the learner than teaching Y). Participants appro-
priately penalized or exonerated a teacher, generating graded
ratings that reflect the teacher’s quality in ways that are con-
sistent with our formal analysis.

Both knowledgeability and helpfulness are important traits
of good teachers, but not everyone around us is equally
knowledgeable and helpful. In fact, violation of pedagogical
sampling occurs frequently in real-world learning contexts.
For instance, a well-intended, helpful teacher might provide
insufficient information because he didn’t have all the rele-
vant knowledge. A fully knowledgeable teacher might omit
information because she thought it is not worth teaching.
Furthermore, we have an intuitive sense that a “good” teacher
is not just someone who provides everything he knows; it is
someone who knows what’s best for the learner and prior-
itizes teaching “what matters”. Critically, what matters for
the learner might not be the same as what matters for the
teacher. Although our model does not yet capture all the
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Figure 2: A. Mean teacher ability rating in all 15 conditions. B. The effect of value depends on whether or not the teacher
knew more than he taught. C. Comparison of behavioral data and the model predictions. Each colored point corresponds to a
bar in the same color in A. The fit between model and human data is R2 = 0.96.

complexities and sophistication in gauging someone’s qual-
ity as a teacher, it builds on, and importantly extends, prior
computational work on pedagogical reasoning by assuming
that human learners integrate different sources of informa-
tion to distinguish potentially misleading teachers from those
who are truly knowledgeable and helpful.

Our behavioral results were remarkably well predicted by
the model predictions. When the teacher knew all functions
of the device, people’s evaluations were rationally affected
by both the number and the value of the functions he taught;
the more he showed, and the more valuable the functions that
he showed, the higher people rated his teaching effective-
ness. Furthermore, given two teachers who taught exactly the
same functions, people’s judgments reflected the knowledge
of the teacher; the less he knew (thus the less he omitted), the
more generous the ratings were. While we used the average
of the first and the last questions for better reliability, these
effects were robustly present even in people’s responses to
the first question (R2 = .93). These results suggest that hu-
man adults spontaneously consider both the potential intent
of the teacher’s omission and its consequences for the learner
to give nuanced, graded judgments about others’ qualities as
teachers even without being explicitly prompted about their
intentions or knowledge.

One might wonder why we still observed an effect of num-
ber of demonstrated functions when the teacher taught all
he knew (see Naı̈ve Omission under Results). This is still
reasonable, because the teacher’s quality as judged by the

observer is still influenced by the pedagogical utility of the
demonstration. Consistent with what is predicted by our
model, in our behavioral task participants were asked to eval-
uate the teacher’s overall helpfulness, rather than the blame-
worthiness of the omission per se.

In the current model, the teacher’s quality was defined
as the degree to which he considered pedagogical utility
when choosing demonstrations, with the assumption that the
learner would learn what was shown once. However, this
global weighting represents just one of many dimensions on
which teaching can be evaluated. Indeed, people’s evalua-
tions of teaching may be even more nuanced than our model
presented here, and sensitive to factors that are left unex-
plored in our current work. For example, one of the hall-
marks of a good teacher is sensitivity to the difficulty of the
subject material for the learner (i.e., “this is a difficult con-
cept, so I should show this example multiple times”), as well
as the learner’s epistemic states, learning style, and abilities
(i.e., “she is quick so I shouldn’t dwell on this”, or “I’ll skip
what he already knows”). Thus in some cases, omissions
might not only be forgivable but even desired, especially
when transmitting information can be costly (see Gweon,
Shafto, & Schulz, 2014 for children’s sensitivity to learner’s
epistemic states and cost of information). These abilities cor-
respond to rich knowledge of the subject domain and a more
sophisticated model of learners’ abilities and goals, both of
which were simple in the current model.

Furthermore, we have assumed that both the learner and
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the teacher have identical utility functions. Indeed, this is
often not true in the real world, particularly in cases where
young children or students learn from adult teachers; chil-
dren are often taught what adults think is valuable for chil-
dren, rather than what children they themselves think is valu-
able (e.g., the value of math or history classes). Even within
learners and within teachers there are vast differences in how
they value and prioritize different kinds of knowledge. These
are subtle yet critically important considerations that go into
designing curriculums in real-world educational settings, and
where future computational and empirical work can be use-
ful in formalizing what constitutes “good teaching.”

In our current work, we have considered cases where a
teacher omits functions with positive values. However, there
are cases where omission leads to negative consequences
(e.g., a building manager who forgot to announce 3-day
water shutdown in your apartment). In fact, these are the
kinds of omissions that can elicit the harshest evaluations,
and perhaps the most indicative of informants who should
be avoided in the future. Understanding the asymmetries
in omitting positively-valued and negatively-valued informa-
tion is an interesting topic for future work.

Recall that in our behavioral results, we observed a change
in people’s ratings between the first and the last questions
(both of which were about his overall teaching abilities; see
The effect of prompting intention and knowledge under Re-
sults). Between these two questions, people answered ques-
tions that prompted them to think about the teacher’s inten-
tions and his knowledge. Even though these prompts are not
necessary for accurate evaluation, the effect of these prompts
suggest that explicitly thinking about these factors can make
the differences even more pronounced. One interesting pos-
sibility is that people’s ability to think about others’ beliefs
(Theory of Mind) is directly related to the extent to which
learners consider the teachers’ knowledge and intentions.
Thus one might predict that people with impaired or low
Theory of Mind abilities might (a) show less consideration
of the teacher’s knowledge and intent, but (b) benefit more
from explicit prompting of these factors. Follow-up research
is under way to investigate these possibilities.

We note that although our behavioral experiments allowed
a precise manipulation of what was taught and what the
teacher knew, it leaves an open question about whether stu-
dents in real-world pedagogical settings are also sensitive to
these factors. Furthermore, our participants were third-party
observers of a teacher-student interaction rather than the stu-
dents themselves. An interesting extension of this work is to
ask whether young learners, as students, also consider these
factors to evaluate teachers in more realistic, live interactions
with a teacher.

As learners in the real world, we often face a challenge
of dealing with both uncertainty about the world as well
as the uncertainty about others’ qualities as teachers. How
real-world learners exploit diverse sources of information,
including their own exploration of the world, to simultane-
ously learn about both other people and about the world is

an incredibly rich and exciting area for future computational
and empirical work. Our work provides an important step to-
wards delineating the factors that we all consider in learning
from whom to learn.
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Abstract

Liquids can splash, squirt, gush, slosh, soak, drip, drain,
trickle, pool, and be poured–complex behaviors that we can
easily distinguish, imagine, describe, and, crucially, predict,
despite tremendous diversity among different liquids’ material
and dynamical characteristics. This proficiency suggests the
brain has a sophisticated cognitive mechanism for reasoning
about liquids, yet to date there has been little effort to study this
mechanism quantitatively or describe it computationally. Here
we find evidence that people’s reasoning about how liquids
move is consistent with a computational cognitive model based
on approximate probabilistic simulation. In a psychophysical
experiment, participants predicted how different liquids would
flow around solid obstacles, and their judgments agreed with
those of a family of models in which volumes of liquid are
represented as collections of interacting particles, within a dy-
namical fluid simulation. Our model explains people’s accu-
racy, and their predictions’ sensitivity to liquids of different
viscosity. We also explored several models that did not involve
simulation, and found they could not account for the experi-
mental data as well. Our results are consistent with previous
reports that people’s physical understanding of solid objects is
based on simulation, but extends this thesis to the more com-
plex and unexplored domain of reasoning about liquids.

Introduction
From a glance at liquid flowing into a glass (Figure 1A), you
can guess so much: it is pouring rapidly, likely from a spout
or small opening; it is not viscous; little will likely splash out,
although if the angle of the glass were lowered slightly, per-
haps much more liquid would escape. These physical judg-
ments are complex, and well beyond the capacity of current
machine vision systems. How do humans, even young chil-
dren (Figure 1B), reason about and manipulate liquids so
effectively and so quickly? How sophisticated is people’s
implicit knowledge of liquid dynamics, and by what mech-
anisms is this knowledge applied to support people’s broad
competency?

A growing body of evidence supports the “Noisy New-
ton” hypothesis (Sanborn, 2014; Sanborn, Mansinghka, &
Griffiths, 2013; Battaglia, Hamrick, & Tenenbaum, 2013;
Gerstenberg, Goodman, Lagnado, & Tenenbaum, 2012;
K. Smith, Battaglia, & Vul, 2013; K. A. Smith & Vul, 2013;
Hegarty, 2004), which suggests that humans have rich im-
plicit knowledge of many aspects of everyday physics, which
inform their predictions, inferences, and planning through a
system of probabilistic reasoning. Battaglia et al. (2013) pro-
posed a specific cognitive mechanism for physical scene un-
derstanding based on “approximate probabilistic simulation”,
in which objects’ spatial geometry and physical attributes, as
well as certain laws of mechanics, are represented approxi-
mately in a way that supports fast efficient probabilistic judg-
ments over short time scales, by running a small number of
simulations based on sampled estimates of the underlying

Figure 1: (A) Fluid dynamics are very complex, yet ubiquitous in
everyday scenes. (B) Humans–even infants–can reason about and
interact with liquids effectively. (C) Virtual rendering of liquid used
for stimuli. (D) Our cognitive model hypothesizes that humans em-
ploy a particle-like representation of fluids.

world state. Their “intuitive physics engine” model explained
people’s physical predictions about stability and support rela-
tionships, and the motion of objects under gravity, across a
wide range of rigid body scenes.

This recent literature may appear to contrast with earlier
studies emphasizing conditions under which people’s intu-
itions about physics do not seem consistent with Newtonian
mechanics (McCloskey & Kohl, 1983). However, even in
those earlier studies, a majority or plurality of participants of-
ten did give judgments consistent with Newtonian principles
or approximate Newtonian simulations, and subsequent work
suggested that people tend to show more accurate physical
knowledge when tested in more natural perceptual or interac-
tive sensorimotor tasks (K. Smith et al., 2013).

Here we present the first computational model extending
the approximate probabilistic simulation approach to a fam-
ily of dynamical scenes that are highly natural but have far
more complex physical dynamics: We model people’s per-
ceptual intuitions about liquid dynamics, and present two ex-
periments comparing this model and a number of alternatives
with people’s predictions about fluid flow under gravity in
complex scenes. This complements previous research that
examined people’s physical intuitions about solid objects and
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Figure 2: Our intuitive fluids engine is based on a smoothed par-
ticle hydrodynamics (SPH) method for simulating fluids. (A) How
SPH approximates a fluid. For any location in the fluid, marked “X”
on the diagram, particles in the local neighborhood are used to ap-
proximate the fluid’s, density, pressure, and dynamics at that point.
The bell-shaped envelope depicts the strength of each neighbor’s in-
fluence on the approximation, which falls off with distance. (B) SPH
simulations can be allocated more resources to achieve more precise
approximations. In the second and third panels, more particles are
allocated than in the first, which will result in more accurate and
stable simulated fluid dynamics. (C) The rules by which particles
interact can be varied to produce different qualitative fluids and ma-
terials. The first three panels show differences in splashing behavior
as a function of viscosity. The fourth panel shows a non-Newtonian
fluid that sticks to rigid surfaces (like honey).

mechanical devices (Hegarty, 2004; Battaglia et al., 2013),
as well as recent work that has probed how people estimate
viscosity from visual cues (Kawabe, Maruya, Fleming, &
Nishida, 2014). Our cognitive model is based on a commonly
used method for simulating fluids via collections of interact-
ing particles, which we chose because it can handle a wide
variety of materials, includes natural methods for adjusting
the computational resource demands by varying the number
of particles and complexity of their interactions, and is rela-
tively simple compared to alternative methods. In graphics,
particle systems are often used to simulate rigid and non-rigid
objects, as well as liquids and gases, in isolation and in inter-
action. Humans have similar versatility, and thus particle-
based simulation may offer a unified explanation of people’s
reasoning across many physical domains.

Our work asks specifically: Can particle-based simula-
tion models account for people’s predictions about how liq-
uids move in complex scenes? How do people’s uncertainty
and computational resource limitations influence their judg-
ments? Can the differences in people’s predictions about dif-
ferent types of liquids be explained by corresponding dif-
ferences in the interaction rules among simulated particles?
We asked human participants to predict how a liquid would
flow through and around complex arrangements of obsta-
cles (Figure 1C) and compared their judgments to a family
of simulation-based cognitive models (Figure 1D), as well
as several non-simulation and non-physical alternatives, and
found that the probabilistic simulation models provided a bet-
ter account of people’s responses.

Models
Simulation
SPH Our simulation-based models use a method from com-
putational fluid dynamics called smoothed particle hydrody-
namics (SPH) (Monaghan, 2005), which is used widely in
physics, engineering, and graphics for approximating the dy-
namics of many types of compressible and incompressible
fluids. The state of the fluid is represented by a set of parti-
cles at discrete time steps. Each particle carries information
about a volume of fluid in a particular locality in space, in-
cluding its position, velocity, density, pressure, and mass.

On each simulation time step, the particles’ densities and
pressures are computed, which are then used to update the
accelerations, velocities and positions. A particle’s density is
calculated by interpolating its neighbors’ densities, weighted

by their distances, ρi =
Ni
∑
j=1

mW (ri j,h), where ρi is the density

at particle i’s location, m is the mass of each particle, W is the
kernel function, and ri j is the distance between particles i and
j (Figure 2A). The weighting is determined by W , which has
a cutoff radius, h, beyond which particles have no influence.
After computing particle i’s density, its pressure is updated,
followed by its viscous damping forces. Its acceleration is a
linear combination of the pressure and viscous damping, the
velocity update is proportional to the acceleration, and the
position update is proportional to the velocity.

The precision of the liquid simulation can be adjusted
by how many particles are used: with more particles, the
simulated liquid’s movement is more closely matched to
that of a real liquid (Figure 2B). But increasing the number
of particles also increases the computational cost of the
simulation, thus effecting a trade-off between efficiency and
accuracy.

Intuitive fluids engine Our cognitive model, the “intuitive
fluids engine” (IFE), is analogous to Battaglia et al. (2013)’s
intuitive physics engine, but is capable of reasoning about a
fluid’s dynamics. It posits that when the brain observes the
initial conditions of a physical scene that contains liquids, it
instantiates a corresponding particle-based simulation (which
we capture using SPH) to predict future states of the scene.
The model’s inputs are the configuration of the scene, includ-
ing the solid elements and the liquid’s spatial state and mate-
rial attributes, such as viscosity and stickiness. The number
of particles that are instantiated can be varied, to adjust the
computational resources demanded by the simulation.

Fluid dynamics can be complex, and we assume that the
brain understands that a fluid’s behavior can be influenced
by many uncertain factors, such as imprecise and incomplete
knowledge about the positions, shapes, and volumes of the
solid and liquid elements of the scene, their underlying phys-
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ical attributes, and the specific rules that govern how the ele-
ments transmit and respond to forces. We express the brain’s
uncertainty in our IFE model by consolidating these poten-
tial sources into a single, catch-all quantity, termed physical
uncertainty. The model’s physical uncertainty was imple-
mented by adding a random offset (in a randomly chosen 2D
direction), whose magnitude was sampled from an isotropic
Gaussian distribution with mean 0 and standard deviation σ,
to all particles’ initial positions. The models ran a set of K
independent simulations, with different random offsets, and
aggregated the results to form a probability distribution over
its prediction about what would happen. The model’s judg-
ments, J, took values between 0 and 1, where 0 represented
all liquid flowing into the left basin, and 1 represented all liq-
uid flowing into the right. That is, J = nright/N, where N
is the total number of particles, and nright is the number that
flowed into the right basin. We also computed predictions
from a ”ground truth” model which did not include uncer-
tainty, and which used a single, deterministic simulation with
a high number of particles and the correct viscosity, to predict
the fluid behavior as accurately as possible.

We created different liquids whose viscosities correspond
to water and oil, respectively, and also a higher viscosity
liquid, with a viscosity typical of honey. This “Newtonian
honey” behaves differently than real honey, because it does
not stick to surfaces (since SPH particles collide with obsta-
cle surfaces as inelastic spheres). Figure 2C reports viscosity
values, α, for each fluid, which correspond to the viscosity
constant in our simulations. The parameter α is not directly
equal to either dynamic or kinematic viscosity, but serves to
show the relative difference in viscosity between the different
liquids. In order to model non-Newtonian, sticky liquids, we
created a different kind of SPH liquid that creates the effect
of stickiness by damping the normal and parallel components
of velocity for particles that are in collision with obstacles
(last panel of Figure 2C). Due to computational limitations,
we only considered one set of parameter values, but the space
of possible sticky SPH liquids could be further explored by
varying the viscosity in combination with the parameters con-
trolling stickiness.

Non-simulation
We contrasted the simulation-based models with two non-
simulation alternatives: one that used shallow geometric
heuristics, comparable to Gardin and Meltzer (1989), and an-
other that used a convolutional neural network (Krizhevsky,
Sutskever, & Hinton, 2012; Jia et al., 2014) trained on thou-
sands of examples similar to our experimental test conditions.
These alternative models are theoretically unappealing be-
cause they are highly specialized to the task, and thus should
not be expected to work in even slightly different conditions,
regardless of whether they depend on the same underlying
physical laws. However, they represent popular competing
perspectives on the general mechanisms of human perceptual
cognition (Gigerenzer, Hertwig, & Pachur, 2011; McClel-
land, 2013), and offer other advantages, such as simplicity of

Figure 3: Heuris-
tic model. Each
panel depicts the
path of a different
particle.

computation and clear statements about the learning process.

Heuristic model The geometric heuristic model used de-
terministic rules that did not directly involve physics. It in-
stantiates “particles” along the midline of the liquid’s starting
position and generates a path straight downward. When an
obstacle is encountered, the path continues along the obstacle
surface until it can go straight down again. The judgments
were calculated by counting the number of “particles” that
end up on each side of the divider, as in the simulation mod-
els (Figure 3).

Convolutional network We tested the possibility that peo-
ple use purely visual cues by implementing a deep learning
model. We replaced the top layer of a widely used convolu-
tional network (Krizhevsky et al., 2012), pre-trained on a very
large collection of images, with a sigmoid output layer, and
performed backpropagation (using Jia et al., 2014) to learn
a regression from images to labels in a supervised fashion.
The dataset consisted of 10,000 randomly generated scenes,
with 101 evenly spaced label values in the range [0,1] that
corresponded to the proportion of water that went to the right
bin (as determined by a deterministic ground truth simulation
with N = 100). The network was not shown any intermediate
fluid positions. Judgments were calculated as the output of
the model for each scene.

Methods

Participants All participants (N=65) were recruited from
MIT Brain and Cognitive Sciences’ human participants
database (whose participant population is composed of
roughly half MIT students and employees, and half local
community members). All gave informed consent, were
treated according to protocol approved by MIT’s IRB, and
were compensated $10/h for participation. All experimental
sessions were one hour long, and each participant ran in one
session in one experiment. All had normal or corrected-to-
normal vision. Stimuli were presented on a liquid-crystal dis-
play, which participants free-viewed from a distance of 0.5-
0.75 m. They indicated their responses by depressing a key on
the keyboard or by adjusting the computer mouse and click-
ing to lock in their choice.

Stimuli and procedure In order to test people’s ability to
predict the behavior of a liquid, participants were presented
with 120 virtual 3D scenes, 1.0 m x 1.50 m in size, that de-
picted a cylindrical volume of liquid positioned above a ran-
domly generated obstacle course composed of fixed, solid ob-
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jects and asked to predict what fraction of the liquid would
flow into each basin below the obstacles under gravity. Par-
ticipants either saw a low-viscosity, water-like liquid (Exper-
iment 1) or high-viscosity, honey-like liquid (Experiment 2).
The automatically generated, 2D scenes (see Random scene
generation) were converted to 3D Blender scenes, by adding
a small amount of 3D depth. The liquid was simulated us-
ing Blender’s Lattice-Boltzmann liquid simulator, and video
frames were rendered with Blender’s Cycles ray-tracer, and
composed into a video with a framerate of 30 Hz. All partic-
ipants saw the same scene order, which was randomly shuf-
fled. The 120 trials were divided into three blocks of 40, with
a short break in between.

Both experiments included a practice and test phase.
During the practice phase, participants received visual feed-
back on all trials (i.e., a video of the liquid simulation, also
rendered with Blender Cycles) in order to familiarize them
with the characteristics of the liquid and the response keys.
On each trial (in both practice and test phases), participants
viewed an image of the scene, with the liquid in its starting
position. They were instructed to predict the proportion of
liquid that would end up on each side of the divider (see
the dark wedge at the bottom of the stimuli in Figure 4C),
moving a virtual slider with the mouse left or right to indicate
their response, and pressing ENTER to submit.

Random scene generation The obstacles in the test scenes
were generated automatically by first dividing a plane into
polygonal cells using 2D Voronoi tessellation, then selecting
a random subset as solid obstacles. Coarse SPH simulations
were run to filter out those scenes in which liquid particles
remained trapped in obstacle concavities or had little interac-
tion with the obstacles.

Intuitive fluids engine parameters The IFE models var-
ied in their physical attributes of viscosity, α, and whether or
not they used ”stickiness”, as well as the magnitude of their
physical uncertainty, σ, and the number of particles, N.

In both the non-sticky and sticky IFE models, the num-
ber of particles used to represent the liquid was varied from
1 to 100. The stochastic noise, which implemented physical
uncertainty, perturbed the initial position of each particle po-
sition in the simulated liquid by a random, additive 2D offset,
sampled from an isotropic Gaussian distribution with mean 0
and standard deviation σ. The value of σ varied from 0 to R,
where R was the radius of the initial disk of water. For each
combination of viscosity, number of particles, and noise level,
the model ran a set of 16 independent simulations, with differ-
ent random offsets. The average prediction over the 16 sam-
ples was taken, such that each unique combination of model
parameters made a single prediction.

In addition to our IFE models, we also compare participant
data to two ground truth models, generated by setting σ = 0
and N = 200 (which was the highest value tested), and be-

haved as similarly as possible to the stimulus liquids in each
experiment.

Results
Our analysis aimed to address three main questions: (1) Are
people’s judgments better accounted for by simulation, rather
than non-simulation models? If so, are people’s simulations
appropriately sensitive to (2) physical attributes of the liquids,
and (3) physical uncertainty about the scenes? To answer
these questions, we calculated the means across participants’
judgments for each scene, and estimated Pearson correlations
between those mean judgments and each model’s predictions
as a measure of how well the model fit the human data. Fig-
ure 4A summarizes these correlations for the best-fitting in-
stances of each model.

All simulation models (at all values of σ and N) outper-
formed the heuristic model, and most outperformed the Con-
vNet model, in both experiments. The heuristic model had
correlations of r = 0.25[0.22,0.27] (the interval in brackets
is a 95% CI, estimated by a bootstrap analysis with 10,000
resamples (Efron & Tibshirani, 1994)) for Experiment 1 and
r = 0.22[0.18,0.26] for Experiment 2 (see Figure 4A). The
convolutional neural net was trained on the Experiment 1
ground truth, and its predictions were compared to subject
responses from both experiments. Correlations with Experi-
ment 1 and Experiment 2 subjects were r = 0.53[0.50,0.55]
and r = 0.30[0.26,0.34], respectively. In both experiments,
all IFE models show peak performance at N ≤ 100. This
could potentially reflect cognitive resource constraints in par-
ticipants, which should be addressed more directly in future
work.

In both experiments, participants were at least partially
sensitive to the physical attributes of viscosity and sticki-
ness of each liquid: the ground truth model whose viscos-
ity and stickiness corresponded to Experiment 1 was a better
fit to Experiment 1’s participants’ responses than the model
whose viscosity and stickiness corresponded to Experiment
2, and Experiment 2’s participants’ responses were better fit
by the ground truth model with Experiment 2’s physical at-
tributes (see Figure 4A). In Experiment 1, the correlations
between the mean participant responses and the non-sticky
and sticky ground truth models were r = 0.76[0.74,0.77]
and r = 0.43[0.40,0.45], respectively. Experiment 2 showed
the reverse effect: r = 0.49[0.45,0.52] for non-sticky and
r = 0.61[0.58,0.64] for sticky.

In both experiments, including uncertainty in the simula-
tion models also improved fits with people’s judgments. In
Experiment 1, best fitting values of N and σ had correlations
of r = 0.84[0.83,0.86] and r = 0.89[0.88,0.90] for non-sticky
and sticky IFE, respectively. Experiment 2 had best fit cor-
relations of r = 0.60[0.56,0.63] and r = 0.83[0.80,0.85] for
non-sticky and sticky, respectively. Figure 4B shows the cor-
relations as a function of physical attributes and N.

An interesting and unexpected interaction between un-
certainty and physical attributes emerged across our experi-
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Figure 4: Stimuli and experimental results. (A) Mean participant data for both experiments is correlated with IFE and ground truth models
(which could be sticky or non-sticky), and non-simulation models. The maximum correlation across N, σ, and α within each of the uncertain
IFE models is plotted. (B) Heat maps of mean participant correlations with a selection of values across the uncertain IFE parameters (N, σ, α)
in both experiments. Only the maximum correlation across all noise magnitudes, σ, is plotted for each combination of N and α. (C) Selected
examples of experimental stimuli, shortly after gravity is turned on.

ments. In Experiment 2, the IFE model that appropriately ac-
counted for both the liquid’s physical attributes and physical
uncertainty fit significantly better than any other model, but
in Experiment 1, participants were slightly better fit by the
sticky IFE model than the non-sticky IFE. The uncertainty
added by the IFE models made their predictions less sensitive
to physical attributes of the liquid than ground truth, making
it more difficult to distinguish between sticky and non-sticky.
This is evidenced by high agreement between sticky and non-
sticky IFE models in both experiments 1 and 2 (r = 0.91 and
r = 0.85, respectively) for best-fitting σ and N, as compared
to correlations between the ground truth models (r = 0.29).
The ground truth model results more strongly suggest that
people capture the correct physical attributes in their judg-
ments, but this issue should be explored further in future re-
search.

In Experiment 1, split-half correlations reveal participants
were highly consistent with each other (r = 0.96[0.94,0.97]).
Experiment 2 participants were less consistent with each
other (r = 0.80[0.72,0.85]) than Experiment 1, which might
be attributable to less familiarity with the liquid, since Ex-
periment 1 participants saw a liquid that behaved similarly to
real water, but the liquid in Experiment 2 was not as similar
to any liquids found in the real world.

Discussion
We found that models based on approximate probabilistic
simulation provided a better quantitative account of people’s
judgments than alternative models which did not include sim-
ulation or did not take into account physical uncertainty. We
also found that people were sensitive to the physical attributes
of each liquid (stickiness and viscosity), and that this sensi-
tivity can be captured, at least in part, by our models.

More generally, the particle-based simulations underlying

our IFE models can potentially explain how people so flex-
ibly and richly reason about the wide variety of liquids they
encounter in everyday life. While there has been some skepti-
cism (Marcus & Davis, 2013) toward Battaglia et al. (2013)’s
hypothesis that many of people’s everyday physical intuitions
can be explained by approximate probabilistic simulation, our
results suggest that this approach may extend beyond the sim-
plest domains of rigid bodies, to more complex domains such
as fluids.

Prominent AI researchers studying physical reasoning have
often pursued qualitative or logical approaches (Forbus,
2011; Davis, 2008), arguing that solving problems similar
to our experimental tasks “to a high degree of accuracy in-
volves computational fluid dynamics” and “it is quite un-
likely that we are capable of performing such a prodigious
feat mentally” (Forbus & Gentner, 1997). Our empirical data
suggest, however, that people may have a richer ability to
make quantitative predictions about the behavior of liquids
than previously assumed, and that these abilities may be ex-
plained by probabilistic simulations that approximate the true
fluid dynamics only very coarsely, but effectively enough for
everyday human purposes. Our work here should be seen
as only a starting point for exploring this idea: We com-
pare a first concrete simulation-based model, which makes
testable predictions for people’s quantitative judgments about
some aspects of liquid dynamics, with concrete (but not
necessarily optimal) implementations of feature-based and
heuristic alternative approaches. We hope future research on
simulation-based approaches, as well as the alternatives, will
yield deeper understanding.

Future work should explore further how people predict
sticky versus non-sticky liquids, and how the precision, tem-
poral duration, and other structural and parametric features
of the simulation are implemented. For example, how does
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the precision vary as a function of how far into the future one
must mentally simulate? How closely do the attributes rep-
resented by the simulated particles correspond to the actual
physical characteristics of a liquid? Physically accurate sim-
ulation models can account for people’s judgments, but are
there simpler particle-based models that can as well? We ex-
plored an alternative model that replaced the SPH rules with
simpler rigid-body (e.g., marble-like) interactions among par-
ticles, and found preliminary evidence that it could fit peo-
ple’s judgments well in many of the situations we study here,
although it clearly fails in others. Can our general approach
extend to capture other classes of physical intuitions that go
beyond rigid-body dynamics? Particle-based models can pro-
vide reasonable simulations for liquids and gases, as well as
collections of solid elements (e.g., piles of sand) and com-
posite materials (e.g., mashed potatoes or Play-Doh) whose
dynamics share similarities with liquids, and we plan to test
probabilistic versions of these models as accounts of peo-
ple’s predictions in these domains. What are the limits of
simulation-based models – what kinds of non-rigid dynam-
ics can people make coherent predictions about, and which
might be better explained by alternative approaches such as
qualitative reasoning? Recent work has presented evidence
that internal forward models in the motor system are in-
volved in predicting dynamics that cannot be reenacted by the
body, such as the motion of ”rolling ocean waves” (Schubotz,
2007). Perhaps establishing a connection between this work
and our probabilistic simulation framework could lead to a
deeper understanding of people’s capabilities and limitations
when reasoning about physics.

Another important question is: How are intuitive physics
engines represented in the brain? A plausible candidate might
be a recurrent neural network with dynamic, parallel, and dis-
tributed structure (Michalski, Memisevic, & Konda, 2014),
but to date these networks have only been able to capture the
very simplest kinds of rigid-body dynamics. A more gen-
eral question for development, and computational cognitive
psychologists is: Where does people’s knowledge of liquids
come from? Five month-olds can distinguish between solids
and liquids in novel contexts after observing their distinct
patterns of movement (Hespos, Ferry, & Rips, 2009), which
suggests either a very data-efficient experience-based learn-
ing process or innate biases. Perhaps our simulation-based
model’s core components can be measured in young children,
or its more complex features can be observed as they emerge
and mature.

In summary, particle-based simulation is a powerful frame-
work that may explain how people understand a wide vari-
ety of complex physical processes they encounter in every-
day life. This work offers the first computational model of
how people reason about liquids, and provides evidence that
a particle-based simulation model can account for reason-
ing about different types of liquids. Our results provide fur-
ther evidence for a probabilistic, simulation-based cognitive
mechanism of physical reasoning, whose particle approxima-

tions can support solids and liquids, and perhaps other mate-
rials as well.

Acknowledgments
We thank the reviewers for their helpful comments. Research sup-
port was provided by the Center for Brains Minds and Machines
(CBMM), funded by NSF STC award CCF-1231216 and by an ONR
grant N00014-13-1-0333.

References
Battaglia, P. W., Hamrick, J. B., & Tenenbaum, J. B. (2013). Simu-

lation as an engine of physical scene understanding. Proceedings
of the National Academy of Sciences, 110(45), 18327–18332.

Davis, E. (2008). Pouring liquids: A study in commonsense physical
reasoning. Artificial Intelligence, 172, 1540–1578.

Efron, B., & Tibshirani, R. J. (1994). An introduction to the boot-
strap. CRC press.

Forbus, K. D. (2011). Qualitative modeling. Wiley Interdisciplinary
Reviews: Cognitive Science, 2(4), 374–391.

Forbus, K. D., & Gentner, D. (1997). Qualitative mental models:
Simulations or memories. In Proceedings of the eleventh interna-
tional workshop on qualitative reasoning (pp. 3–6).

Gardin, F., & Meltzer, B. (1989). Analogical representations of
naive physics. Artificial Intelligence, 38(2), 139–159.

Gerstenberg, T., Goodman, N., Lagnado, D. A., & Tenenbaum, J. B.
(2012). Noisy newtons: Unifying process and dependency ac-
counts of causal attribution. In In proceedings of the 34th.

Gigerenzer, G., Hertwig, R., & Pachur, T. (2011). Heuristics: The
foundations of adaptive behavior. Oxford University Press, Inc.

Hegarty, M. (2004). Mechanical reasoning by mental simulation.
Trends in cognitive sciences, 8(6), 280–285.

Hespos, S. J., Ferry, A. L., & Rips, L. J. (2009). Five-month-old
infants have different expectations for solids and liquids. Psycho-
logical Science, 20(5), 603–611.

Jia, Y., Shelhamer, E., Donahue, J., Karayev, S., Long, J., Girshick,
R., . . . Darrell, T. (2014). Caffe: Convolutional architecture for
fast feature embedding. arXiv preprint arXiv:1408.5093.

Kawabe, T., Maruya, K., Fleming, R. W., & Nishida, S. (2014).
Seeing liquids from visual motion. Vision research.

Krizhevsky, A., Sutskever, I., & Hinton, G. E. (2012). Ima-
genet classification with deep convolutional neural networks. In
Advances in neural information processing systems (pp. 1097–
1105).

Marcus, G. F., & Davis, E. (2013). How robust are probabilistic
models of higher-level cognition? Psychological science, 24(12),
2351–2360.

McClelland, J. L. (2013). Integrating probabilistic models of per-
ception and interactive neural networks: a historical and tutorial
review. Frontiers in psychology, 4.

McCloskey, M., & Kohl, D. (1983). Naive physics: the curvilin-
ear impetus principle and its role in interactions with moving ob-
jects. Journal of Experimental Psychology: Learning, Memory,
and Cognition, 9(1), 146.

Michalski, V., Memisevic, R., & Konda, K. (2014). Modeling deep
temporal dependencies with recurrent grammar cells. In Advances
in neural information processing systems (pp. 1925–1933).

Monaghan, J. J. (2005). Smoothed particle hydrodynamics. Reports
on progress in physics, 68(8), 1703.

Sanborn, A. N. (2014). Testing bayesian and heuristic predictions
of mass judgments of colliding objects. Frontiers in psychology,
5.

Sanborn, A. N., Mansinghka, V. K., & Griffiths, T. L. (2013). Rec-
onciling intuitive physics and newtonian mechanics for colliding
objects. Psychological review, 120(2), 411.

Schubotz, R. I. (2007). Prediction of external events with our motor
system: towards a new framework. Trends in cognitive sciences,
11(5), 211–218.

Smith, K., Battaglia, P., & Vul, E. (2013). Consistent physics un-
derlying ballistic motion prediction. In Proceedings of the 35th
conference of the cognitive science society (pp. 3426–3431).

Smith, K. A., & Vul, E. (2013). Sources of uncertainty in intuitive
physics. Topics in cognitive science, 5(1), 185–199.

177



The special status of color in pragmatic reasoning: evidence from a language game
Peter Baumann (baumann@u.northwestern.edu)

Department of Linguistics
Northwestern University, Evanston, IL, USA

Abstract

In current approaches to pragmatic reasoning the comprehen-
sion and production of referring expressions is modeled as a
result of the interlocutors’ mutual perspective-taking. While
such models of pragmatic reasoning have been empirically val-
idated in referential language games experiments, empirical
(and computational) work on the generation of referring ex-
pressions has shown that speakers do not always take the lis-
tener’s perspective into account, but instead produce referring
expressions according to their own preferences. One partic-
ularly well studied example is color: speakers often include
color terms in their referring expressions even if they do not
help identify the intended referent. We show that like speak-
ers, listeners treat color differently from other properties like
e.g. size. Our results suggest that listeners do not seem to
perform much pragmatic reasoning when the referring expres-
sion only expresses color, but instead follow a simple salience-
based heuristic.
Keywords: Referring Expressions; Pragmatics; Language
games; Language Production; Language Comprehension

Introduction
Reference and referring expressions are central to human
communication: in order to refer to an object or person in
the world, a speaker needs to produce an appropriate refer-
ring expression so that a listener will be able to identify that
referent given the expression and the context. A number of
attempts have been made to provide a more quantitative un-
derstanding of the production and comprehension of referring
expressions. In an overly simplifying manner, these attempts
may be grouped into models of pragmatic reasoning and mod-
els of content selection.

Focusing primarily on comprehension, models of prag-
matic reasoning, such as game-theoretic models (e.g. Benz
& Van Rooij, 2007; Jäger, 2011) or Bayesian models
(e.g. Frank & Goodman, 2012), assume that the speaker
and hearer reason about each other’s perspectives: the hearer
is assumed to interpret a speaker’s expression as referring to
the referent for which the expression is ‘optimal’ under the
perspective of the speaker, who in turn chooses the referring
expression to be ‘optimal’ under the hearer’s perspective, etc.
A trivial solution to this recursive reasoning process is for
the speaker to choose a referring expression that explicitly
mentions all features of the intended referent and is thus ab-
solutely unambiguous in the given context. Since such an
expression can hardly qualify as efficient, however, the above
models make the crucial additional assumption that speakers
have a preference for the most economic (i.e. shortest and
least effortful) expression.

Focusing primarily on production, models of content se-
lection or the generation of referring expressions (Dale &
Reiter, 1995) start from the observation that referring ex-
pressions produced by actual speakers are not always ‘opti-

mal’ and that instead speakers make use of overspecification,
i.e. saying more than is strictly necessary (e.g. Pechmann,
1989; Gatt, Krahmer, van Gompel, & van Deemter, 2013;
Baumann, Clark, & Kaufmann, 2014). Which properties of
a referent are prone to being used in a referring expression
even when they do not help to identify it, is assumed to be re-
lated to a property’s inherent salience: while some properties,
most notably a referent’s color, are expressed more often than
required, other properties, such as size, tend to be used only
when necessary to identify a referent (e.g. Gatt, van Gompel,
Krahmer, & van Deemter, 2011).

While the inherent salience of referent properties has been
shown to influence the production of referring expressions, it
remains open if and to what extent it also plays a role in com-
prehension. In this paper, we provide evidence that the inher-
ent salience of different referent properties, namely color and
size, influences the comprehension of referring expressions.
More specifically, we show in a referential language game
experiment that listeners do not seem to perform much prag-
matic reasoning when the referring expression only expresses
color, but instead follow a simple salience-based heuristic.
When the referring expression expresses size, on the other
hand, pragmatic reasoning is more involved and more in line
with the predictions of models of pragmatic reasoning.

The remainder of the paper is organized as follows: we first
introduce referential language games as an empirical method
to study reference. We then review some relevant prior re-
search on pragmatic reasoning and content selection and fi-
nally present two experiments, a production and a compre-
hension experiment whose results are compared to the pre-
dictions of a Bayesian model of pragmatic reasoning.

Referential Language Games
Referential language games (Wittgenstein, 1959; Lewis,
1969) have been used to empirically test pragmatic reasoning
about referents and referring expressions in (simple) visual
contexts. As an example, consider the situation sketched in
Figure 1. If in this context, a speaker said My friend is the one
wearing sunglasses, a listener could infer that she is referring
to the person wearing sunglasses and no hat. This follows un-
der the assumption that if the speaker had wanted to refer to
the person wearing a hat and sunglasses, she could have used
an expression like My friend is the one wearing a hat, which
unambiguously identifies the intended referent (Grice, 1975).
It has been shown that (adult) listeners can easily perform this
kind of pragmatic reasoning (e.g. Stiller, Goodman, & Frank,
2011; Degen & Franke, 2012).

In the general form of a language game, speakers and lis-
teners see a visual display of several potential referents, from

178



Figure 1: Example of the visual context of a language game.

which the speaker picks (or is given) a referent to talk about,
while the listener does not know the referent. The speaker
then chooses a referring expression, based on which the lis-
tener must identify the intended referent.

Language games are particularly suitable for the study of
pragmatic reasoning as they allow for an easy manipulation of
the depth of (recursive) pragmatic reasoning required for suc-
cessful communication by changing the distribution of fea-
tures across the different referents. In Figure 1, the target ref-
erent (middle), shares one feature with each of its two com-
petitors: like the competitor to its right, the target is wearing
sunglasses, and like the competitor to its left, it is not wear-
ing a hat. So upon hearing a sentence like the one wearing
sunglasses, the hearer must employ pragmatic reasoning and
strengthen the heard utterance to mean the one wearing sun-
glasses, but no hat.

Related Work
In this section, we present one Bayesian model of pragmatic
reasoning about referring expressions and then briefly review
some relevant studies from the vast literature on the genera-
tion of referring expressions.

Models of Pragmatic Reasoning
Models of pragmatic reasoning are based on the assumption
that the speaker and hearer reason about each other’s per-
spectives. A Bayesian approach to model a two-level prag-
matic reasoning process was proposed by Frank and Good-
man (2012): in their model, a listener uses Bayesian inference
to infer a speaker’s intended referent r given that the speaker
used a particular word w:

P (r|w) = P (w|r)P (r)∑′
r P (w|r′)P (r′)

(1)

The likelihood P (w|r) of a speaker uttering word w given an
intended referent r is assumed to reflect the utility or infor-
mativeness of a word used to refer to a particular referent and
thus takes the form

P (w|r) = |w|−1∑
w′∈W |w′|−1

(2)

where |w| denotes the number of referents for which word w
is true and W is the set of all words w′ that could be used to
describe the referent r.

Frank and Goodman (2012) tested this model in a simple
referential language game, in which human participants pro-
vided probability judgments for the three terms in Equation 1.
Participants saw an array of three objects varying along two
of the three following property dimensions: shape, color and
texture. They were then asked to place bets on

1. which object a speaker is talking about given that she used
one of the two words (P (r|w), listener)

2. which object a speaker is talking about given that she used
an unknown word (P (r), salience)

3. which (of the two possible) word they would use to refer to
a given object (P (w|r), speaker).

Given these estimates, Frank and Goodman (2012) observed
a very strong correlation between both the estimated and pre-
dicted speaker likelihoods P (w|r) (according to Equation 2)
and the estimated and predicted listener probabilities P (r|w)
obtained from Equation 1 with P (w|r) according to Equa-
tion 2 and the estimated P (r).

Critically, participants were given a probabilistic forced-
choice task, as they had to place bets on their answers. How-
ever, in the speaker condition, there was no clear option for
overspecification, i.e. for using both properties to refer to the
given referent. While this design choice of Frank and Good-
man (2012) is in line with other experiments on pragmatic
reasoning (e.g. Degen & Franke, 2012), it has been shown
that when given an a free choice, speakers do make use of
overspecification in similar experimental settings (Gatt, van
Gompel, van Deemter, & Krahmer, 2013; Baumann et al.,
2014).

Overspecification in the Generation of Referring
Expressions
The fact that speakers have the option for overspecifica-
tion and often make use of it has become a well-established
fact in the psycholinguistic literature on referring expressions
(e.g. Pechmann, 1989; Engelhardt, Bailey, & Ferreira, 2006;
Koolen, Gatt, Goudbeek, & Krahmer, 2011). Numerous stud-
ies have shown that the properties of referents form prefer-
ence hierarchies according to their inherent salience and that
properties listed high on these hierarchies, such as color, tend
to be used by speakers even if they are not necessary to iden-
tify an intended referent (Koolen et al., 2011) or if they pro-
vide less discriminatory power than a property lower on the
hierarchy (Gatt, Krahmer, et al., 2013).

While some of these studies involve rather complex visual
contexts from which a specific referent is to be identified,
Gatt et al. (2011) report an experiment that closely resembles
the design of language games used to test models of prag-
matic reasoning: their visual display consisted of three ob-
jects, which differed along the two feature dimensions color
and size (see Figure 2), and participants were given an open
prompt to answer. The results showed that participants made
significant use of overspecification, especially if the redun-
dant feature was color. However, the authors of this study
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Figure 2: Example of a simple visual context of a language
game with size and color. Size is sufficient to identify the
target.

Figure 3: Example of a pragmatic visual context of a lan-
guage game with size and color.

were primarily interested in the differential effects of color
and size on the degree of overspecification, and so the exper-
iment consisted only of conditions in which either color or
size or both were unique features of the target object. Cru-
cially, there was no ‘pragmatic’ condition, in which the target
did not have a unique property in context, but a single prop-
erty could still suffice to identify a referent through pragmatic
reasoning.

Experiments

Our experiments add such an ‘pragmatic’ condition to the one
reported by Gatt et al. (2011). More importantly, we also
investigate how listeners understand pragmatically ‘optimal’
utterances in the context of such pragmatic contexts involving
properties of different inherent saliences.

As an example of a pragmatic context, consider a visual
display like in Figure 3. Here the target referent (middle)
shares one property with each of its competitors: it has the
same size as the competitor to its right and the same color as
the one to its left. Like in the case of the smileys in Figure 1,
the target can be identified by referring to only one of its two
properties through pragmatic reasoning: if a speaker chooses
to refer to the target just by its size (the large light bulb), a
listener can infer that speaker is more likely to be referring
to the large green light bulb than to the small one, since for
referring to the latter one she could have used the unique ex-
pression the small light bulb. By the same line of reasoning
the target could also be identified by just referring to its color
(the green light bulb). So unlike in the smiley case of Fig-
ure 1, the array of light bulbs in Figure 3 is symmetrical, i.e.
assuming a pragmatic listener, a speaker could refer to the
target by either of its two properties.

Experiment 1: Production
Experiment 1 is a production experiment in which
we compare speakers referring expressions for referents
in‘pragmatic’ contexts like in Figure 3 with ‘simple’ contexts,
in which the referent has a unique property.

Materials and Design We designed two sets of arrays of
three pictures (light bulbs and dinosaurs), like the one in Fig-
ure 3. The individual pictures differed in two properties: size
and color

The pictures in the arrays were assembled according to
three conditions: a pragmatic condition (Figure 3) and two
simple conditions. In the two simple conditions, the target
picture (indicated by a grey frame) had a unique property,
either color or size (Figure 2), by which it could easily be
referred to (e.g. small light bulb).

In the pragmatic condition, the target picture shared one
property with each of its two competitors: e.g. in Figure 3, it
has the same size as the competitor to its right and the same
color as the one to its left. As illustrated above, if speak-
ers were producing pragmatically ‘optimal’ referring expres-
sions, Figure 3 could be referred to as either green light bulb
or large light bulb.

We employed a two-shot between-subject design: each
participant completed only two trials (cf. Frank and Good-
man (2012), who also used single trial experiments): one in
the pragmatic condition and one in one of the simple con-
ditions. The properties and array sets were counter-balanced
across participants and the order of the three pictures was ran-
domized within the array.

Participants and Procedure Using Amazon Mechanical
Turk, 96 participants were recruited for the experiment. All
participants were naive to the purpose of the experiment and
reported to be native speakers of English.

The two trials were presented on a single web page.
Each trial consisted of a three-picture array with one picture
marked by a grey frame as in Figure 3. Under the picture
array there was a text line with the words Pick the followed
by an open prompt and a period. The participants’ task was
to fill in the blank so that another person could identify the
target picture with the grey frame.

Participants were instructed to imagine that they were com-
municating with another person over an instant messaging or
chat system and that they wanted their partner to pick the pic-
ture with the grey frame out of the three pictures in the array.
They were told to imagine that their partner saw the same
three pictures, but without the frame and in a possibly differ-
ent order. This instruction was emphasized by the fact that
the target picture appeared in a randomized position within
each trial. In addition, participants were asked to complete
the initial two words into a correct sentence of English.

Results The individual answers were manually assessed for
correctness, i.e. whether or not it was possible to identify the
intended referent from the answer. Out of 192 responses, only
2 (≈ 1.0%) did not allow for a unique identification of the
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target picture and were excluded. For the remaining 190 tri-
als, we manually annotated which properties were explicitly
mentioned in the response. Figure 4 shows the proportion of
properties used in referring expressions by condition. It can
be seen that in the pragmatic and simple-size condition both
color and size were used in the vast majority of produced re-
ferring expressions, while in the simple-color condition only
34% of the referring expressions also contained size.

Pragmatic Simple Size Simple Color
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Figure 4: Results of Experiment 1: Proportions of properties
expressed in referring expression by condition.

While the difference between the simple-size and simple-
color condition has been reported in earlier studies (e.g. Gatt
et al., 2011), we observed that in the pragmatic condition
speakers use the property color even more often than in
simple-size condition (98.9% vs. 89.6%). A logistic regres-
sion fit to an indicator of whether color was realized in an-
swers in the pragmatic and simple-size conditions revealed
that this difference was significant (p < .05).

Discussion These results show that in the production of re-
ferring expressions, people tend to express color even if it is
not necessary for a successful identification of the intended
referent, like in our simple-size and pragmatic conditions.
Less salient properties, like size, on the other hand, are used
less often if they are not necessary to identify a referent, like
in our simple-color condition. These results are a full replica-
tion of earlier studies on overspecification in the production
of referring expressions (e.g. Gatt et al., 2011). More impor-
tanly, we found that in a ‘pragmatic’ visual context, which
would allow for the identification of a referent with just one
property through pragmatic reasoning, all but one participant
chose to express the property color.

Experiment 2: Comprehension
Experiment 2 is a comprehension experiment, in which listen-
ers are asked to decide which of the possible referents from
the pragmatic condition Figure 3 is most likely the intended

one given a sentence containing to only one of the referent’s
two properties. While our comprehension experiment is very
similar to the ones reported by Frank and Goodman (2012) to-
gether with the model in Equation 1, there are four critical dif-
ferences: first, Frank and Goodman (2012) asked their partic-
ipants to place bets on each referent, which were then directly
interpreted as (prior or posterior) probabilities for these refer-
ents. While this procedure may easily be interpreted as mea-
suring a listener’s belief about the likelihood of those three
referents, ultimately the listener has to make a decision in or-
der to interpret a given referring expression. We thus opted
for a forced-choice task. Second, in line with the previous
argument we included the referring expression in a sentence
frame. Third, we focused on visual contexts like Figure 3
which require pragmatic reasoning. And fourth, we chose the
two properties color and size instead of color, shape and tex-
ture used by Frank and Goodman (2012), because for color
and size clear differences have been observed in production
experiments. In addition, color and size are both typically
realized as pre-nominal adjectives, which makes the two cor-
responding referring expressions only minimally different.

Materials and Design We used the visual stimuli of the
pragmatic condition from Experiment 1 (Figure 3), where the
target picture shares one property with each of its two com-
petitors: e.g. in Figure 3, it has the same size as the competi-
tor to its right and the same color as the one to its left.

We crossed the two properties of the target referent with
the property expressed in the referring expression, yielding a
2x2x2 factorial design of size (small vs. large) x color (red
vs. green) x referred property (size vs. color).

We employed a single-shot between-subject design: each
participant completed only one trial (cf. Frank & Good-
man, 2012). The properties and referring expressions were
counter-balanced across participants and the order of the three
pictures was randomized within the array.

Participants and Procedure Using Amazon Mechanical
Turk, 227 participants were recruited for the experiment. All
participants were naive to the purpose of the experiment and
reported to be native speakers of English.

The experiment was presented on a web page and consisted
of the picture array and a sentence like Pick the large light
bulb. Participants were asked to select the ‘best’ picture given
the sentence and made their selection by clicking on a radio
button under one of the pictures. Like in Experiment 1, par-
ticipants were instructed to imagine that they are communi-
cating with another person over an instant messaging or chat
system and that they both saw the same three pictures, how-
ever in possibly different orders, and that they wanted to iden-
tify the picture their partner was referring to by the given sen-
tence.

Results All 227 participants selected a picture compatible
with the given referring expression. The proportions of lis-
teners’ choosing the target referent following from pargmatic
reasoning is shown in Figure 5.
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It can be seen that if the referred property is size, target
choices are fairly similar across all target property conditions,
while if the referred property color there is a huge difference
in target choices depending on the size of the target: if the
target is large, participants mainly selected the target, while
for small targets participants had a strong preference for the
(large) distractor of the same color. This pattern was con-
firmed by a logistic regression with the three experimental
factors and all their interactions as predictors, which revealed
main effects of referred property (p < .001) and target size
(p < .001), and a significant interaction of referred property
and target size (p < .001).
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Figure 5: Results of Experiment 2: Proportions of target
choices by condition.

Discussion We observed that if the referred property is
color, the likelihood of target choice depends strongly on the
size of the target (and the size of the distractor of the same
color): if the target is large, participants mainly selected the
target, while for small targets participants had a strong pref-
erence for the (large) distractor of the same color. For size as
the referred property, on the other hand, no such difference
was observed.

From the perspective of models of pragmatic reasoning,
these results are unexpected, as the the visual scenes are sym-
metric in both properties (i.e. the target shares one property
with either of its competitors) and either property should al-
low target identification through pragmatic reasoning. Instead
our results suggest that listeners do not perform much prag-
matic reasoning when the referred property is color, but in-
stead follow a simple perceptual heuristic by choosing the
most salient referent of that color, i.e. the larger one. This
possibility may be accounted for by the salience prior P (r)
in the model of Frank and Goodman (2012). In the follow-
ing section we therefore compare our empirical results to the
predictions of this model.

Comparison with Bayesian model
In order to compare our results from Experiment 2 with the
predictions of the Bayesian model in Equation 1, we esti-
mated the salience prior P (r) for the three referents in our
visual scenes.

Participants, Materials, Design and Procedure 116 par-
ticipants were recruited for the experiment over Mechanical
Turk. The visual stimuli are the same as in Experiment 2,
but instead of reading a sentence with areferring expression,
participants were told that a speaker had said a sentence they
could not understand and were asked to select the picture the
speaker was most likely referring to. Like in Experiment 2,
we employed a single-shot between-subject design.

Results & Discussion Participants’ responses in the
salience experiment were used to calculate the prior proba-
bilities P (r). These were combined with the speaker likeli-
hoods from Equation 2 to obtain predictions of the Bayesian
model by (Frank & Goodman, 2012). Figure 6 shows the
results from Experiment 2 plotted over these model predic-
tions. It can be seen that the model predictions are closer
to the observed target choices if the referred property is size
than when it is color. This corroborates the speculation that
listeners may not perform much pragmatic reasoning when
the only property in the referring expression is color.
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Figure 6: Empirical results over Baysian model predictions
by property used in the referring expression. Error bars are
standard errors.

General Discussion
The main findings of this paper are the results of Experiment
2: in a language game involving simple pragmatic reasoning,
listeners behave differently if the referring property is color
from when it is size. In the case of color, target choice is
strongly determined by the size of the target: if the target is
large, participants mainly selected the target, while for small
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targets participants had a strong preference for the (large) dis-
tractor of the same color. In the case of size, on the other
hand, no such difference was observed. One way to interpret
our results is to assume that for referring expressions involv-
ing color, listeners do not perform much pragmatic reasoning,
but instead follow a simple perceptual heuristic by choosing
the most salient referent of that color, i.e. the larger one.

From the perspective of models of pragmatic reasoning,
these results are unexpected, even when the salience (prior)
of each referent in the context is taken into account, as shown
in the preceding section. From the perspective of models of
content selection, on the other hand, these results seem rather
plausible: as we showed in Experiment 1, speakers often use
color to refer to referents, which cannot be further identified
by color. While this preference is already very strong if there
is a uniquely identifying referent property of lower salience, it
is nearly categorical if no such unique property exists and pro-
ducing a single-property referring expression would involve
pragmatic reasoning. As a consequence, listeners may take
this speaker preference into account when reasoning about
referring expressions. In particular, since color is often used
without contributing any discriminatory power, it may be a
rational strategy to ignore color as a cue for pragmatic rea-
soning and instead rely on a simple perceptual heuristic.
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Abstract 

Existing research has emphasized the importance of normality 
judgments in many aspects of cognition and life (e.g., causal 
cognition, gradable adjectives, cooperative behavior). Yet 
little work has explored how people actually come to 
understand what sorts of things are normal. We argue that 
people’s normality intuitions reflect a mixture of statistical 
and evaluative considerations. Specifically, we suggest that 
people’s intuitions about what is normal can be influenced by 
representations both of the average and of the ideal. We test 
this idea in three experiments. Experiment 1a demonstrates 
that explicit judgments of normality reflect this mixture of 
statistical and evaluative considerations. Experiments 1b and 
2 then show that the hybrid notion that comes out in these 
explicit judgments can also explain people’s judgments about 
gradable adjectives. Taken together, these findings have 
potential implications not only for normality judgments 
themselves, but also for the many other mental activities that 
these judgments impact. 

Keywords: normality; moral cognition; experimental 
philosophy  

Introduction 
In our daily lives, we frequently need to judge what kinds of 
things are normal or abnormal. Indeed, existing research has 
used judgments of normality to explain a diverse array of 
phenomena (e.g., Egré & Cova, in press; Halpern & 
Hitchcock, 2014; Rand et al., 2014). 

But how do we assess what is normal in the first place? 
The most obvious view would be that intuitions about 
normality are based on purely statistical considerations. For 
example, suppose that people are trying to judge what is a 
normal amount of television for a person to watch in a day. 
They might simply answer by making an estimate about the 
average amount of television that people watch in a day.  

We propose an alternative view according to which 
intuitions about normality are driven by not only statistical 
considerations, but also evaluative considerations. That is, 
people do not assess what is normal by simply considering 
what is average, but also by considering what is ideal.  

An Evaluative Theory of Normality 
A large body of research has invoked normality to explain 
important aspects of cognition and behavior. Philosophers in 
epistemology have appealed to a framework of “normal 
worlds” to explain when we are justified in believing certain 

propositions (Goldman, 1986); behavioral economists have 
shown how norms of cooperation guide moral behavior 
(Rand et al., 2014); and linguists have argued that an 
understanding of normality plays a role in a number of 
important phenomena, including generics (Nickel, 2008) 
and progressives (Dowty, 1979). 

Nevertheless, most of these research programs have 
focused on the downstream consequences of cognition 
about normality rather than the nature of normality itself. 
Little work has explored how, exactly, the norms 
themselves are represented in the mind. 

One notable exception comes from the study of causal 
judgment (e.g., Hart & Honoré, 1985). Early work in this 
area assumed that the relevant notion of normality would be 
a purely statistical one (Hilton & Slugoski, 1986), but more 
recently, researchers have argued that one can more 
accurately predict people’s causal judgments if one 
introduces a notion of normality that is in part evaluative 
(Halpern & Hitchcock, 2014; Hitchcock & Knobe, 2009; 
Knobe & Fraser, 2008).  

For example, consider a case in which there are two 
different factors, x and y, that are both necessary for an 
outcome to arise. Now suppose we ask whether x caused the 
outcome. In cases of this type, participants tend to regard x 
as more of a cause to the extent that it is statistically 
infrequent (Hilton & Slugoski, 1986), but they also tend to 
regard x as more of a cause to the extent that it is morally 
wrong (Knobe & Fraser, 2008). It has therefore been 
suggested that causal judgments might be sensitive to a 
more general notion of normality, where x will be 
considered more abnormal to the extent that it violates 
either statistical norms or evaluative norms (Hitchcock & 
Knobe, 2009).  

Drawing on this existing research on causal cognition, we 
argue, more generally, that people’s normality intuitions 
reflect a mixture of both statistical and evaluative 
considerations. Specifically, we propose that people’s 
normality intuitions are a function of both the average and 
the ideal. On this hypothesis, intuitions about the normal 
should not be equal either to representations of the average 
or to representations of the ideal. Instead, a person’s 
intuition about the normal amount should depend on both of 
these factors, meaning that it would become higher if either 
her representation of the average or her representation of the 
ideal were to increase.  
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We suggest that this idea applies across a broad array of 
contexts. First, it should apply to people’s judgments in a 
wide variety of different domains (the normal amount of 
television to watch in a day, the normal percentage of 
students who are bullied in a middle school, etc.). More 
importantly, the theory is intended to make a strong claim 
about how normality is represented in the mind and how it 
underlies various other aspects of cognition. Thus, our 
proposal applies not only to people’s explicit use of the 
word “normal,” but also more implicit measures that tap 
into the same cognitive representation. 

Gradable Adjectives 
We examine participants’ normality judgments both by 
simply asking them what they think are “normal” amounts 
of various quantities and by using a more implicit and 
indirect method. Specifically, we look at participants’ use of 
gradable adjectives. Consider the distinction people draw 
between quantities that are “small” and those that are 
“large.” Existing theoretical work on gradable adjectives 
explains this distinction by positing two key theoretical 
constructs: first, a scale along which any quantity can be 
assigned a size; second, a standard on the scale above 
which a quantity counts as large (Kennedy, 1999; Kennedy 
& McNally, 2005). A question then arises, however, as to 
how the threshold itself is determined.  

Existing work has shown that purely statistical 
considerations do play an important role here (e.g., Barner 
& Snedeker, 2008; Lassiter & Goodman, 2014). For 
example, suppose one were trying to determine the standard 
amount beyond which a number of hours of TV per day 
counts as large. In doing this, it would clearly be relevant to 
know the average amount of TV that people watch. 
However, some intriguing new work by Egré and Cova (in 
press) suggests that there may be more to the story. For 
example, when told that 5 out of 10 children died in a fire 
and 5 survived, people are more inclined to agree that 
“many children died” than to agree that “many children 
survived.” That is, even though equal numbers of children 
survived and died in this scenario—in other words, 
descriptive facts about death and survival were equated—
people’s evaluative considerations about the desirability of 
survival versus death seemed to affect their intuitions about 
“many” (Egré & Cova, in press). 

It might be the case that this effect of evaluative content is 
specific to people’s use of gradable expressions in language. 
But we suggest that this linguistic phenomenon is actually a 
symptom of a far more general fact about people’s 
representations of normality. Specifically, we argue that 
judgments of gradable adjectives are based not merely on 
assessments of the average but on assessments of the 
normal, which is itself affected by representations both of 
the average and of the ideal. Thus, we hypothesize that 
participants’ use of gradable adjectives will show the same 
pattern as their explicit use of the word “normal,” reflecting 
a hybrid of statistical and evaluative considerations. 

The Present Studies 
We begin by examining explicit judgments of normality 

(Experiment 1a). We then further explore the phenomenon 
using the more indirect measure of judgments about 
gradable adjectives, in both a correlational study 
(Experiment 1b) and a manipulation study (Experiment 2).  

Across all these studies, we ask participants about what is 
statistically average and what is evaluatively ideal and then 
observe how these variables predict views about normality. 
In each case, we predict that judgments of normality will be 
impacted both by statistical judgments and by evaluative 
judgments. 

For each study, we analyze the results using normal linear 
regression, but we also apply a convex combination model 
that has just one free parameter. Specifically, we fit 
participants’ responses (N) to the following equation:  

 
N = bI + (1 – b)A, 

 
where I is the representation of what is normatively ideal 
and A is the representation of what is statistically average. 
Intuitively, the free parameter b represents the weight that 
people attach to the ideal vs. the average. When b is 0, the 
normal is determined entirely by the average. When b is 1, it 
is determined entirely by the ideal. Our model predicts that 
b will have an intermediate value (i.e., the confidence 
interval for b will not overlap with either 0 or 1), suggesting 
that the normal is determined in part by the average, in part 
by the ideal.  

To estimate the value of b, we used linear regression. 
Note that the above equation is equivalent to (N – A) = b(I – 
A). This equation can then be modeled using simple linear 
regression without a constant term.  

Experiment 1a 
In this experiment, we examine how people’s intuitions 
about average and ideal amounts of various behaviors or 
events relate to what they think are normal amounts of these 
behaviors and events. Recent work by Wysocki 
(unpublished data) suggests that people’s explicit use of the 
word “normal” in cases like these may be affected by 
evaluative considerations. Building on this work, we 
developed a list of behaviors and events and then used 
exactly the same method to examine both explicit judgments 
of normality (Experiment 1a) and gradable adjectives 
(Experiment 1b). The hypothesis is that people’s judgments 
in both of these cases will be influenced not only by what 
they consider average, but also by what they consider ideal. 

Method 
Ninety participants from Amazon’s Mechanical Turk were 
randomly assigned to judge average, ideal, or normal 
amounts for a set of 20 behaviors or activities, which were 
presented randomly on a single page. (We picked behaviors 
and activities that we predicted would have judged averages 
that were significantly different from their judged ideals.) 
Thus, for all domains, approximately 30 participants were 
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asked questions like “What would you guess is the average 
number of hours of TV that a person watches in a day?”; 
another 30 participants were asked questions like “What do 
you think is the ideal number of hours of TV for a person to 
watch in a day?”; and the remaining participants were asked 
questions like “What is a normal amount of hours of TV for 
a person to watch in a day?” 

Results 
Participants’ responses in each condition were averaged for 
each of our 20 domains (Table 1). Responses from 
participants who failed an attention check or that were 3 
standard deviations away from the mean answer for a given 
question were excluded.  

Since our questions asked about very different kinds of 
quantities (hours, calories, etc.), assumptions of normality 
were violated. To address this problem, mean responses for 
each measure were converted to log scale.   

To examine how judgments of averages and ideals affect 
normality judgments, we compared a regression model in 
which only average judgments predict normal judgments to 
a model in which both average and ideal judgments predict 
these judgments. The latter model reveals that both judged 
averages, β = .70, SE = .09, p < .001, and judged ideals, β = 
.33, SE = .07, p = .001, significantly predict normality 
judgments. Moreover, the Bayesian Information Criterion 
(BIC) for this model (19.48) is lower than that for a model 
in which only judged averages predict normality judgments 
(30.46), suggesting that it is a more appropriate model of the 
observed data. 

We also performed the convex combination analysis 
discussed above (see “The Present Studies”). This analysis 
yields a 95% confidence interval for b of [.18, .39], 
demonstrating that participant’s normality judgments are 
intermediate between their judgments about what is average 
(b > 0) and their judgments about what is ideal (b < 1). 

Discussion 
In this experiment, people’s explicit judgments about 
normal amounts of various quantities, like hours of 
television watching, were best explained by considering 
both statistical reasoning (what is considered average) and 
evaluative judgments (what is considered ideal).  

Of course, this result may reflect something idiosyncratic 
about people’s use of the word “normal,” rather than a 
deeper truth about people’s representations of normality. 
Thus, we use a more implicit measure in the experiments 
that follow. 

Experiment 1b 
In this study, we examine whether participants’ judged 
averages and ideals from Experiment 1a predict a more 
implicit measure of normality: the notion of a standard 
amount (see Introduction). We assessed this by asking 
people the degree to which they thought various quantities 
relating to the domains of Experiment 1a were large or 
small amounts. Based on these ratings, we could then 

estimate what amounts would be considered neither large 
nor small (the standards). 

We again hypothesized that these standard amounts 
would not be predicted just by participants’ estimates of 
averages, but also by what they judged to be ideal. 

Method 
One hundred new participants were presented with a single 
question about each of our 20 domains from Experiment 1a, 
presented in random order on a single page. The questions 
had the following format (again taking the TV domain as 
our example): “Imagine that a person watches y hours of TV 
in a day. Please rate the extent to which you think this is a 
large or small number of hours of TV for a person to watch 
in a day.” Participants responded on a 7-point scale, ranging 
from “very small” to “very large.” 

The number y was a randomly selected integer that was 
50% likely to fall between the average and ideal values from 
Experiment 1a and 50% likely to fall outside this range. In 
most cases, there was a 25% chance that a value would be 
selected from below the range between the average and 
ideal and a 25% chance that a value would be selected from 
above this range. However, if this procedure would have 
resulted in sampling impossible values (e.g., negative 
numbers or percentages greater than 100), we did not 
sample these values, but instead increased the number of 
possible values on the other end of the distribution. (For 
example, if, for some domain, the average was 1 and the 
ideal was 4, we would uniformly sample from the integers 
between 0 and 7, rather than the integers between -1 and 6.)  

Results 
To calculate standards for each domain, participants’ 7-
point ratings were mapped into a range from -3 to 3, such 
that “very small” corresponded to -3 and “very large” 
corresponded to 3. Consequently, the zero point on this 
scale corresponded to the standard point S, at which some 
value is judged to be a neither small nor large amount. We 
estimated this standard point using linear regression 
according to the following equation: 
 

y = b(x – S) 
 

where y corresponded to participants ratings on the -3 to 3 
scale, and x corresponded to the randomly queried values 
that participants were asked about. 

As before, responses from participants who failed our 
attention check or who gave responses more than 3 SDs 
from the mean responses on a question were excluded from 
this analysis.  

The estimated values for the standard in each domain are 
shown in Table 1.  
 

Table 1: Mean Average (A), Ideal (I), Normal (N), and 
Standard (S) Judgments across Domains from Experiment 1 
 

Domain A I N S 
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hrs TV watched/day 4.00 2.34 3.03 3.15 

sugary drinks/wk 9.67 3.52 7.30 6.50 

hrs exercising/wk 5.37 7.31 6.77 5.98 

calories consumed/day 2159.26 1757.84 2063.33 1984.12 
servings of 
vegetables/mnth 34.81 67.67 51.97 54.38 

lies told/wk 24.25 2.75 8.43 16.40 
mins doctor is 
late/appointment 17.78 3.97 18.47 13.48 

books read/yr 10.07 26.15 9.90 15.24 

romantic partners/lifetime 8.04 4.25 8.47 6.27 
international 
conflicts/decade 19.30 1.59 4.82 12.59 

money cheated on taxes 604.56 136.45 636.60 605.53 
percent students cheat on 
exam 34.64 3.50 15.97 27.39 

times checking phone/day 45.33 13.12 37.17 29.67 
mins waiting for customer 
service 15.04 5.78 12.73 8.08 

times calling 
parents/mnth 6.04 6.00 5.23 6.47 

times cleaning home/mnth 5.57 6.75 4.72 6.00 

computer crashes/mnth 4.78 0.50 1.60 2.77 
percent high school 
dropouts 12.64 3.82 11.13 10.73 

percent middle school 
students bullied 27.59 2.31 27.26 22.14 

drinks of frat 
brother/weekend 16.79 5.91 14.30 10.94 

 
A regression examining the influence of log-converted 

judged averages and ideals on log-converted standard 
amounts once again finds that both averages, β  = .80, SE = 
.05, p < .001, and ideals, β  = .23, SE = .04, p < .001, impact 
these standard values. Moreover, the BIC for this model  (-
1.90) is lower than that for a simpler model in which only 
averages predict standard amounts (12.36), indicating that it 
is a better model of the data. 

 
 

 
 

Figure 1: Participants’ ratings of the degree to which 
various daily calorie amounts are small or large. The 

standard was estimated to be the point at which the 
regression line crosses the x-axis (1984.12 calories).   

 
Next, as done with normality judgments, we examined 

whether these standard values could be modeled as a convex 
combination of average and ideal values. This analysis 
yields a 95% CI for b of [.13, .26], showing that these 
standards are once again intermediate between averages and 
ideals. 

Discussion 
In conjunction with Experiment 1a, this experiment 
provides evidence that people’s representations of normality 
are, in fact, influenced by evaluative considerations at a 
deep cognitive level. Specifically, the effect of judgments 
about what is ideal extends to both explicit measures of 
normality and a more implicit measure involving standards 
from gradable adjectives. 

Nevertheless, these results are only correlational. In 
Experiment 2, we test whether manipulating averages and 
ideals for a novel category can actually influence how the 
standard is represented. 

Experiment 2 
In this study, we experimentally manipulate the average and 
ideal sizes of a fictional object called a “stagnar.” We 
predicted that, even for this completely novel object, 
participants’ representations of the standard would depend 
on both the specified average and the specified ideal. 

Method 
Two hundred participants from Amazon’s Mechanical Turk 
were randomly assigned to receive a certain average and 
ideal size (in pixels) for a stagnar. Each of these values was 
independently assigned to participants by randomly 
sampling from a set of 101 evenly spaced values between 
300 and 700 (i.e., the values were all spaced 4 pixels apart).  

Participants were first introduced to the concept of an 
ideal stagnar. They were presented with a description of a 
fictional hunting tool, along with a green bar presented 
below this description representing this ideal length for a 
stagnar to be effective for hunting. (Note that, in order to 
avoid participants’ confusing the concept of an ideal stagnar 
with the actual stagnars that were supposed to exist in the 
population, we never presented participants with an image 
of a stagnar of ideal length. We only presented a green bar 
to represent the ideal length at all stages of the experiment.) 
After reading this description and viewing this green bar, 
participants were told, “If [stagnars] exceed this length too 
much, they become too difficult to handle; and if they go 
below this length too much, they become too weak to injure 
an animal.” Participants had to correctly answer two 
comprehension questions about this ideal stagnar length in 
order to proceed.  

Next, we introduced the average stagnar size by 
displaying 10 different stagnars (see Figure 2 for an 
example), which all varied around this average. (These 10 
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stagnars were always drawn from the same underlying 
distribution around the average; e.g., the first presented 
stagnar was always 80 pixels larger than average, the second 
was always 8 pixels smaller than average, and so on.)  
Participants were told that “So far, [only] 10 stagnars exist 
in the world,” and that, therefore, the stagnars we would 
present to them would make up the entire population of 
stagnars in existence (not just a sample of the population). 
Participants were further told that we were going to show 
them each of these stagnars one by one for 5 seconds at a 
time, along with the green bar below representing the ideal 
stagnar length. Once participants indicated that they were 
ready to pay attention, they were presented with each of 
these 10 stagnars, with the green bar below each of them, on 
separate pages, which auto-advanced every 5 seconds.  

After viewing all 10 stagnars and answering our attention-
check question, participants were told that they would be 
asked a few questions about stagnars. To reduce possible 
demand characteristics, we attempted to downplay the 
importance of our crucial dependent variables, involving 
intuitions about size, by indicating that we first wanted to 
collect intuitions about the sizes of stagnars, but then we 
would ask “one further question.” In reality, this further 
question (“Do you think it's better for a stagnar to be smaller 
than the ideal or larger than the ideal?”) was unrelated to the 
experiment, but was included after the key measures in 
order to avoid deception. 

On separate pages, participants were asked about 5 
different hypothetical stagnars. Once again, the sizes of 
these displayed stagnars were randomly sampled (without 
replacement) from the 300- to 700-pixel range, spaced 4 
pixels apart. For each stagnar shown, participants were 
asked, “If there were a stagnar that looked like the 
following, to what extent do you think this would be a large 
or small stagnar?” and gave answers on a 1–7 scale ranging 
from “Very small” (1) to “Very large” (7), with “Neither 
small nor large” (4) in the center of the scale.  

 

 
 

Figure 2: Example of a “stagnar” presented to participants 
in Experiment 2. 

Results 
Using the same method from Experiment 1b, each 
participant’s standard stagnar size was calculated based on 
responses to the five questions described above. (Two 
participants were excluded from further analysis for failing 
the attention check. One additional participant was excluded 
from analysis because their judgments of size were 
negatively correlated with the sizes of stagnars presented.)  

To examine whether both the manipulated average and 
manipulated ideal affect participants’ standards, we 
regressed standard stagnar sizes on averages and ideals. This 
analysis revealed that both averages, β = .19, SE = .04, p < 
.001, and ideals, β = .65, SE = .04, p < .001, significantly 
predict standard amounts.  

As in Experiment 1b, we compared this model to a 
simpler model in which only the average predicts the 
standard. The BIC of the more complex model with the 
ideal (1680.84) is lower than that for this simpler model 
(1791.36), suggesting it is a better model of the data. 

We also examined whether the standard stagnar sizes 
could be modeled as a convex combination of the 
manipulated average and ideal values. This analysis finds 
that standard values are intermediate between averages and 
ideals, with a 95% CI for b of [.64, .77].  

Discussion 
Building on the results of Experiment 1b, this experiment 
demonstrates that people’s representations of normality (as 
manifested in their use of gradable adjectives) are causally 
influenced by both statistical and evaluative notions.  

This experiment further suggests that these 
representations can be updated quickly, with limited 
information. Participants in this study had no prior 
knowledge about stagnars, and they were introduced to this 
category with only a few short sentences and a picture. 
Moreover, they were presented with only 10 examples of 
the category and were merely shown a green line 
representing the ideal size. Nevertheless, participants’ 
standard stagnar sizes were highly influenced by averages 
and ideals.  

General Discussion 
Three studies suggest that people’s representations of 
normality are guided by both statistical and evaluative 
considerations. Study 1a shows that people’s explicit 
judgments about what are the most normal quantities of 
various behaviors or events are driven by what are believed 
to be the average and ideal amounts of these quantities. 
Study 1b shows that this is also true for the more implicit 
representation of a “standard,” based on the use of the 
gradable adjectives “large” and “small.” Study 2 
demonstrates that these standards can be manipulated by 
changing the average and ideal sizes of a novel object 
category. 

Of course, we suggest that these studies serve as a mere 
case study in the context of a broader theory of normality. 
For example, although the present studies focused on 
quantities of various behaviors and events (e.g., hours of 
television watching), the theory of normality we propose 
may apply to more qualitative kinds of stimuli, as well. 
Indeed, research on concepts suggests that people’s 
judgments about prototypical exemplars of categories are 
influenced by evaluative (as well as statistical) 
considerations (Barsalou, 1985; though see also Kim & 
Murphy, 2011). This result could perhaps be explained by 
the same theory of normality that explains the data we 
observe.   

More importantly, as discussed in the Introduction, 
normality has been implicated in a number of ongoing 
research programs—from epistemology in philosophy to 
behavioral economics. If, as we suggest, people’s normality 
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judgments are affected by both statistical and evaluative 
considerations, this theory of normality could help explain 
how people use language, how they reason causally, how 
they cooperate with others, and how they ultimately do 
many other things.  
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Abstract

We examine the nature of phonological and semantic similar-
ity in early language learning. We consider how the use of this
information might change over the course of development. To
this end, we represent the lexicon as either a phonological or
semantic network and model the growth of this network. Con-
structing normative vocabularies from the Communicative De-
velopment Inventory norms, we utilize a preferential attach-
ment growth algorithm. We predict and quantify the words
which will be learned next, comparing the two network repre-
sentations. We consider the effect of age, total vocabulary size
and language ability as measured through CDI percentile. Our
findings suggest that the semantic representation does not out-
perform the baseline bag-of-words model, whereas the phono-
logical representation conditionally does. More generally, we
show that the network representation influences the ability of
a model to capture vocabulary growth. We further offer a
method of analysis for testing representational assumptions in
network models.

Keywords: Language acquisition; word learning; lexical ac-
quisition; network modeling; preferential attachment

Introduction
There is much evidence to support the idea that children learn
words systematically. A child’s vocabulary relates to that of
their parent’s suggesting that the environment plays an im-
portant role (Weizman & Snow, 2001). The interest of the
child further influences language learning (DeLoache et al.,
2007), and the words a child knows are useful in predicting
the words that child will learn next (Beckage & Colunga,
2013). Concrete nouns are learned earliest, as are shorter
words (Gentner, 1982). However, there is still systematic-
ity in learning that is not fully understood. In this paper we
look at the changing role of two specific sources of informa-
tion that influence the learning of words – phonological or
semantic information.

Here we examine the systematicity present in word learn-
ing. Specifically by focusing on whether phonological or se-
mantic similarity dominate early language learning. We also
consider how the role of semantic and phonological informa-
tion might change over the course of development. In our ap-
proach, we model growth in the normative productive vocab-
ulary of 16 to 30 months olds, based on the MacArthur Bates
Communicative Development Inventory norms (CDI, Dale &

Fenson, 1996). We use a graph-theoretic network representa-
tion where the words are the nodes in the graph and the edges
are based on semantic or phonological similarity. Finally, we
quantify the extent to which the network representation im-
proves our ability to predict which words a child will learn
next. We summarize the modeling results as a function of
age, productive vocabulary size, and language skill.

Growth Networks
By assuming a network representation where the edges are
based on phonological or semantic similarity, we can model
the acquisition of individual words through a network growth
model. We turn to the work of Steyvers and Tenenbaum
(S&T) for their model of network growth in the context of
language acquisition (2005) and adapt it to our paradigm.
We also consider the methodology of Hills and colleagues
(Hills et al., 2010, 2009b) for their work of comparing net-
work models and constructing a normative vocabulary.

S&T considered the structure of three semantic networks,
showing that these semantic networks had similar large scale
structure, with high local clustering and short average path
lengths between words. They also found evidence of a power-
law in the degree distribution within these networks. This
led to the construction of a model of semantic growth where
words are more likely to be learned if they connect to known,
highly connected words in the graph. They call this model
preferential attachment because of its similarity to the growth
model of Barabási and Albert (BA model, 1999). Further,
the modeling results suggest a correlation between age of ac-
quisition and global network structures of early language net-
works.

Hills and colleges extended this work by comparing the
content of the vocabulary, as generated by the models, to
a normative vocabulary constructed from the CDI norms.
Whereas the previous work considered three different models
of acquisition, we consider only the preferential attachment
model since this model is also used in the work of S&T. We
also maintain the assumption that the underlying network is
fixed and the nodes are labeled. We extend their definition
of normative language acquisition to compare a set of nor-
mative vocabularies across different ages and language abil-
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ities. Hills and colleagues assumed a semantic network as
the underlying network representation and compared differ-
ent growth models. Here we instead assume a network model
and ask whether a semantic or phonological network repre-
sentation is more predictive in modeling lexical acquisition.

Linguistic Information
There is evidence to suggest both phonological and seman-
tic aspects play a role in early language learning. First, the
phonemic pattern and the length of the word play an impor-
tant role in early word learning. Not only do length and the
number of phonemes matter, but the number of words that
are phonologically similar to a given word (the phonologi-
cal neighborhood) also affects learning. Words that are part
of denser phonological neighborhoods are more likely to be
learned even when frequency and length are controlled for
(e.g., Storkel, 2009).

On the other hand, semantic aspects also play a role in
early word-learning. For example, sensory-motor seman-
tic features have been shown to be available to even pre-
linguistic children (e.g., Bloom, 2002). In fact, Howell et
al. showed a significant improvement in word prediction ac-
curacy by including sensory-motor features in a neural net-
work model, suggesting that semantic features inform word
learning (2005). Hills and colleges also explore the issue of
semantic features by asking directly what type of semantic
edges–perceptual or conceptual–are most useful in predicting
acquisition (Hills et al., 2009b). Their results suggest that
perceptual features are more robust, but conceptual features
are more discriminating and more likely to be used. With our
network models, we try to understand the independent con-
tributions of semantic and phonological information to early
word learning.

Methods
In this paper we utilize a network growth model to understand
and quantify the relevance of phonological and semantic fea-
tures on language acquisition in children. To isolate phono-
logical or semantic features from each other and other impor-
tant components of language acquisition, we make a few ini-
tial assumptions. We first assume that the productive vocabu-
lary can be represented as a network with words as nodes and
relations between nodes determined by similarity in phono-
logical or semantic space. We define the exact mapping be-
tween edges in the network and phonological/semantic sim-
ilarity in more detail below. Second, we assume that the
growth of this vocabulary network can be modeled through
a process of preferential growth that is similar to preferen-
tial attachment (Barabási & Albert, 1999; Steyvers & Tenen-
baum, 2005) and that this model captures some aspects of
language acquisition and language learning in children. We
finally assume that ’normative vocabularies’ as defined below
represent individual children’s acquisition trends. We hold
the underlying process of network growth constant as this al-
lows for direct examination of how the definition of an edge
changes the ability of the network growth model to account

for the observed word acquisition data. Thus, we ask: 1)
Which linguistic features capture and potentially guide lexi-
cal growth? 2) Are there different relevant linguistic features
at a) different points in development or b) across different de-
velopmental trajectories?

Normative vocabulary networks
To achieve our modeling goals, we define a ’vocabulary snap-
shot’ to be a starting network (from a specific month) and a
goal network–the network one month later. This allows us to
test the ability of the model and representation to predict from
one month to the next. We utilize the MacArthur-Bates Com-
municative Development Inventory (Dale & Fenson, 1996,
CDI) norms to compute vocabulary snapshots. The CDI is
a parent report vocabulary checklist consisting of 680 words,
spanning 22 semantic categories and including the most com-
mon parts of speech. We utilize the 16-30 month produc-
tion norms which aggregates productive vocabularies of 1130
children of different ages through parent report. For our mod-
eling study, we focus specifically on nouns, and further con-
sider only the 352 words that are normed in both the CDI and
by the Howell sensory-motor features which we use to con-
struct our semantic network.

To construct normative (prototypical) vocabularies, we
convert the norms (which include the percentage of children
of a given age who produce each word) to vocabulary snap-
shots. To do this, we consider a word learned if the norm for
that word and age is above a certain threshold. We can con-
struct a variety of normative vocabulary snapshots by varying
the percentage of the population that was reported to produce
a specific word. We consider thresholds between the range of
the 10% of the population through 90% (indicating the rate of
production) in increments of 5. We create a range of normed
vocabularies in the hopes of capturing the developmental dif-
ferences in vocabulary growth. We consider age, vocabulary
size and language ability in our analysis. To assess language
ability, we use the CDI percentile which considers the size
of the vocabulary for a given age as compared to their peers.
This means that a child in the 90th CDI percentile will have
a larger vocabulary than a child in the 20th percentile. Thus
we use 100-threshold to approximate the CDI percentile in
our study. We use this CDI percentile as an approximation
of language ability. We also assume that if a word enters the
vocabulary, it stays in the vocabulary–a situation that is not al-
ways true when we use the norms to calculate the vocabulary.
In total there are 206 vocabulary snapshots pairs (starting and
predicted), representing 17 different thresholds for normative
vocabularies between 16 and 30 months.

Preferential Growth Model
We adapt the S&T model to account for a fixed edge list
(Steyvers & Tenenbaum, 2005). The preferential attachment
model was tested on normative vocabularies by Hills and col-
leagues (2009b), though with a different set of edges and to
answer different questions. Because of the prevalence and
use of variants of preferential attachment in the literature, we
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assume, for this study, that lexical networks grow according
to a process similar to preferential attachment. Preferential
attachment can be seen as a growth model in which, at each
step, a new node and some edges are added to an existing
network graph. The new node attaches to already existing
nodes proportionally to the number of neighbors of the ex-
isting node. This results in a ’rich get richer’ effect as well-
connected nodes (high degree words) in the existing graph
are likely to acquire edges from new nodes, further increas-
ing their connectivity and thus increasing their likelihood of
’preferentially attaching’ to new incoming nodes.

This model cannot be directly applied to our vocabulary
networks since, in our case, we have a predefined maximal
network G′(V ′,E ′)–the nodes (V ′) are labeled and edges (E ′)
are fixed– such that for any network, two nodes are either con-
nected or not connected. For example, a vocabulary contain-
ing words dog and cat will have a node for each of these two
words and those two nodes will always be connected in the
semantic network and always be not connected in the phono-
logical network. We are trying to understand how the network
grows over time, not only where new nodes could attach. We
thus relax the definitions in the BA model to generalize it to
our case, as in (Hills et al., 2009b). In each iteration of this
model, we select an attachment node from the current vocab-
ulary graph G(V,E)⊆G′(V ′,E ′) proportionally to the degree
of the word in graph G (as in the original BA model). We
then select an unknown neighbor of the attachment node and
assume that this is the newly learned word. Finally, we up-
date the graph such that all edges between existing words and
the newly learned word are present in the vocabulary graph.
Under this algorithm, the probability that an unknown word j
is learned given the current graph G(V,E) is defined as:

Pr(learn( j)) ∝ ∑
i∈V, j 6∈V

diI( j,i)∈E ′

where di is the degree of node i given that node i is known.
This degree contributes to the probability of learning word j
if an edge exists between i and j in the full graph G′(V ′,E ′).

We run this algorithm for each vocabulary snapshot, ini-
tializing the current vocabulary graph to the starting CDI vo-
cabulary. Preferential growth runs until the network is size-
matched to the target vocabulary. Note that we still update the
current graph after each iteration to include the newly learned
word, and all its relevant edges, such that sequential effects
may appear in the model. That is, if dog gets added as an
attachment to cat, and puppy is already a node in the graph
(i.e. a known word), the new node for dog will link with both
cat and puppy. Further, a new word might attach to dog in the
next time step. We compare the words selected by a given run
of the algorithm to the words that have actually been learned
according to the normative vocabulary snapshots. The greater
the overlap, the more useful the underlying network is in
capturing language learning. To account for the stochastic-
ity and intractability, we simulate a model run –growing the
vocabulary– and compare it to the predicted vocabulary 1000
times. We then compute the average model performance.

Networks

If the network representation is useful, our models will
outperform uniform acquisition (where each unknown word
has equal probability of being learned). We also consider
the importance of the underlying network representation by
running the model on a network with the same number of
edges but drawn at random. We evaluate the representation
by calculating the overlap between predicted words for
learning and the words that are actually learned, according
to norms, in a single month’s time. These networks, and
the comparison to the random models, offer a way of
understanding the importance of phonological and semantic
similarity on early language acquisition.

Phonological Network To construct a phonological
network, we convert the set of vocabulary words to the
international phonemic alphabet (IPA). This was done using
PhoTransEdit, a free Windows tool used to transcribe English
texts to phonetic transcriptions. This transcription was used
to create a feature by word matrix where the full features
were all phonemes in the English language and the word
specific features were counts of the number of times a
given phoneme appeared in a word. The phonetic similarity
of each word was then computed as a cosine similarity
of the phoneme-feature vector between two words. The
cosine-similarity calculation resulted in a symmetric matrix
of words by words where each cell contained a value between
0 (no phonemic overlap) and 1 (complete phonemic overlap).
The resulting matrix was thresholded to a binary matrix at
a value of 0.6 as there was a noticeable break in similarity
between words around this value making it a robust threshold
for the greatest range.

Semantic Networks We utilize the sensory-motor feature
matrix of Howell and colleagues for our semantic network
(2005). In the study by Howell and colleagues, participants
were asked to rate early learned nouns on a set of 97 differ-
ent features. Participants were instructed to make judgments
from the perspective of a preschool aged child. These fea-
tures included aspects such as size, color, texture and other
features. These ratings were collected for 352 nouns and
were averaged across at least 200 participants. These rat-
ings capture population level averages indicating the extent
to which an object possesses a given feature. We compute the
semantic similarity of two words by calculating the cosine-
similarity of the feature vectors for each words This provided
us with a symmetric matrix that we convert to a binary matrix
by thresholding. We threshold at a level of 0.85 as there was
a break in the cosine-similarity ratings of all vectors at that
point. We chose the Howell feature norms for this analysis
because it specifically attempts to capture sensory-motor fea-
tures that might be available and important to young children
and, as such, is well suited for our specific research question.
Since we only have the sensory-motor features for 352 nouns,
we include only these words in our modeling.
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Table 1: Model performance: mean accuracy per word pre-
dicted, standard deviation of prediction, and performance
compared to 1/n random.

word prob. s.d. % better % worse
semantic .178 .007 31.55 64.56
phonological .192 .006 43.68 51.45
1/n rand .191 .008 58.00 37.62
sem rand .191 .013 64.56 31.55
phon rand .191 .021 54.36 40.77

Model Comparison
The main point of this paper is to test which representations
are useful in predicting words to be learned, and how this
may change with development. We mentioned briefly base-
line models we use for comparison. In this section we cover
them in more detail. In our 1/n or bag-of-words model each
unknown word has an equal probability of being learned. A
bag-of-words, just learn anything model, has been shown to
produce early lexical graphs with structure similar to that of
the lexical graphs of children (Beckage et al., 2011) and thus
provides an interesting baseline model. The other random
model, our r-graph model, is based on network structure but
instead of a principled edge-list, the same number of edges
are randomly drawn. This measures any effect that the net-
work structure might have in isolation from the linguistic in-
formation present in the semantic and phonological graphs.
Since we run many iterations and count the number of over-
lapping words, if we generate graphs entirely at random, our
r-graph model will approach our 1/n random model for large
numbers of simulations. Thus we fix the random graph rep-
resentation for 100 runs before drawing a new random graph.

Results
Once we calculated the number of correctly predicted words
for each model, we consider trends in the data. We can look at
multiple levels of data analysis to shed light on different un-
derlying mechanisms. The first question we ask is whether or
not the collective fits across all snapshots are better than our
random baseline models. To do this, we have to normalize the
network runs across snapshots since each snapshot captures
a different number of words to be learned. Thus, we con-
sider the probability that the model correctly predicts a word.
This allows us to average each snapshot equally and to com-
pare performance across models. The results, summarized in
Table 1 suggest that the probability of correctly predicting a
word for learning is nearly equal across models. The seman-
tic network seems to be performing slightly worse than the
other models. We include the average standard deviation of
the probability of correctly choosing a word to suggest that
the model converged and that there is not much variability
across runs.

Semantic Network Results
Averaging across all vocabulary snapshots, and comparing
each model to the random models further suggests that the
semantic network does not outperform random. For each of
the snapshots, we utilize an unpaired t-test between each iter-

ation of the linguistic model and an iteration of the 1/n ran-
dom model. We find that only 31.55% (or 65 snapshots) are
statistically better fit by the semantic network than by the 1/n
random model. In fact the 1/n random model performs statis-
tically better in 64.56% (or for 133 snapshots). See Table 1
for results. When we perform the same comparison on the
semantic network and the r-graph baseline model, we find
the exact same results, with each snapshot either beating both
random models or none. Over all of our analyses, we find that
there is no meaningful difference between the comparison of
the linguistic network to the random graph that is not cap-
tured by considering only the 1/n bag-of-words model. Thus
we talk only about the 1/n random model with the knowl-
edge that the results also extend to the random graph (r-graph)
model.

Though it seems that the random model is outperforming
the semantic network, it could be that there is some system-
aticity in the 31% of cases where the semantic network ac-
tually outperforms the random models. For example the se-
mantic network might outperform the random model for vo-
cabulary snapshots of young/older children or for vocabulary
snapshots created to capture high/low language ability. To
explore this possibility, we cluster the results with respect to
age, CDI percentile, and vocabulary size. Figure 1 shows the
same data as table 1 aggregated to capture possible trends in
development. The y-axis indicates the change from random,
with the scale varying across graphs. The x-axis aggregates
the data by relevant developmental features and varies across
plots. We consider effects of age, percentile, vocabulary size.
The results for the semantic network is shown in dark grey. If
performance was equal to random, this would be indicated as
a 0 on the graph. If the performance was better than random,
the line would be above the 0 mark. While we do not show
the results here, we also consider the number of words the
model is predicting in case there is an effect of the size of the
prediction set.

If the semantic network model captured learning of a sub-
set of developmentally interesting and research motivated
snapshots, we should see this as a systematic increase of the
network performance over random. Instead, we find that re-
gardless of age, percentile, vocabulary size or the size of the
prediction set, the semantic network is not performing bet-
ter than the random models. In fact there is evidence of a
trend that, for higher CDI percentiles, the semantic model de-
creases in performance and is actually worse than random. A
similar trend is seen for the vocabulary size as well, where
aside from vocabulary sizes around 450, there is a steady de-
crease in performance of the semantic model as compared to
random for larger vocabularies.

However, this is averages of averages, which could mask
trends due to poor performance of the semantic network on
a subset of snapshots. When we consider the proportion of
snapshots that are better fit by the sensory-motor features than
any random network, we find that, regardless of the dimen-
sion used for clustering, there is no reliable trends in the data.
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Figure 1: Performance on snapshots compared to random aggregated by either age, percentile or vocabulary size. Dark grey
indicates semantics and light grey indicates phonology.

In all cases, there are some snapshots that are best fit by the
semantic network but there seems to be no systematicity to
which snapshots they are.

Phonological Network Results
When the phonological network of overlapping phonemes is
considered, 43% of the snapshots are significantly better fit
by phonology than by random, and 51% are significantly
worse fit. This suggests that a phonological representation
performs worse than random acquisition on average. How-
ever, when we look at the trends across age, vocabulary size
and language ability, we find that certain types of snapshots
are reliably better fit by the phonological network than by
the random models. Figure 1 shows the performance of the
phonological model (light grey) again aggregated over dif-
ferent features of interest. We can see in the first frame that
when we consider age, snapshots generated from norms for
children between 20 and 25 months are reliably better fit by
the phonological preferential growth model than by the ran-
dom models. Similarly, there is a general trend of an increase
in performance over random as the percentile of the snap-
shot increases. We also see a large increase in performance
of the phonological model for vocabulary sizes between 200
and 550 words. Further, when we consider the proportion
of vocabularies that are better than the random model, similar
trends emerge–we don’t see just an increase in probability but
also an increase in the number of snapshots that are better fit
by phonology than random. It is important to point out that,
in general, vocabularies that are larger are also more likely
to be from normative vocabularies constructed from norms of
older children and are, with our assumptions, also represen-
tative of higher language ability. So in some sense it is not
surprising that the effect of phonology seems to increase in
performance in all three cases. However, the redundancy also
confirms that the effect is not due to random noise but is a
property of the vocabularies. In the next section we discuss
these findings to understand the significance of the results.

Discussion and future directions
The results suggest that in most cases the semantic network
based on the Howell sensory-motor features is not able to out-
perform the random semantic network model or the bag-of-

words model. However, we find that the phonological net-
work shows some systematic increase in performance over
the random network and bag-of-words model. This is an in-
teresting result as it suggests that phonological features con-
tain useful information in understanding how language may
be learned. Further, we can see that this type of phonolog-
ical information and this process of growth are best able to
capture acquisition for snapshots created for older children,
children with larger vocabularies and normative vocabulary
snapshots that are constructed to mirror children with high
language ability.

We interpret the conditional success of the phonological
network in the context of the failure of the semantic net-
work and revisit our initial assumptions as laid out in the
first paragraph of the methods section in light of these results.
We assumed that the phonological representation of overlap-
ping phonemes and the semantic representation of sensory
motor features provided a useful initial network representa-
tion. This is an assumption that could easily be expanded
upon or directly challenged. However, even with the limited
choice of representations, we showed two important things.
First, this result shows how the representation chosen influ-
ences the ability of the model to capture vocabulary growth.
Further, this modeling approach suggests a way to compare
network representations by holding the process of network
growth constant. This type of model comparison may tell us
about structures useful to young learners as well as about how
language itself might be structured from the perspective of a
young children.

Our assumption of a preferential growth process of acqui-
sition was not directly explored in this paper. In future work
we do hope to explore this model as compared to other types
of network growth models to understand both the nature and
variability of learning. But the fact that the phonological net-
work representation and the preferential growth model were
able to outperform random for a certain class of snapshots
suggests that this model is able to capture aspects of the pro-
cess of acquisition, if somewhat imperfectly.

Our final assumption that the normative vocabulary snap-
shots captures individual behavior is the most informative.
The vocabulary snapshots do provide a way in which the vo-
cabulary of a child may change over time but this does not
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capture the vocabulary of any individual child directly. It is
a big assumption that words that are reported as learned by
the fewest children are also the words that early talkers learn,
for example. This assumes that word learning proceeds in a
systematic and predictable fashion–that late talkers are just
typical talkers who are older– a result that has been shown
to be untrue (Thal et al., 1999; Beckage et al., 2011). The
normative vocabularies may not capture any individual child
very well, but capture the aggregate instead. This could be
particularly problematic in the domain of semantics since the
averaging of multiple vocabularies and the further assumption
of creating snapshots to indicate different language ability
would likely cancel out any sort of semantic consistency that
wasn’t shared across the majority of children. For example,
the vocabulary snapshots would not necessarily show prefer-
ences for animals or vehicles unless a large amount of chil-
dren in the norming study showed such preferences at similar
times and with base rates roughly equal to their peers.

The aggregation process may also explain why the phono-
logical model was especially useful for larger vocabularies
and normative vocabularies created for older children. The
CDI is a measure of productive vocabulary, meaning to check
as word as ”known” the parent needs to recognize the word
the child is producing. It has been established that there is
much regularity in the order in which phonemes are mastered
in development (e.g., Sander, 1972; Grunwell, 1981). Thus
the vocabulary snapshots are likely able to capture general
properties of the difficulty of production. In the case of large
vocabularies or high language ability, the phonological net-
work does the best. This could be due to the fact that the
vocabulary contains a large set of phonemes which allows the
model to 1) distribute probability of learning over a greater
set of words and 2) to implicitly model the difficulty in pro-
duction of phonemes that may play a role in learning. This
feature of phonology is likely to be more systematic across
children than semantic similarity, especially with the aggres-
sion procedure used to construct normative vocabularies.

The results, as they stand now, are intriguing in that we
have gained direct information as to the performance of the
preferential growth model within the context of language ac-
quisition. We test the model and representations the model
uses and conclude that given this model and these data,
phonology outperforms the random models more often than
semantics does. This confirms that phonological information
may play a role in the learning of new words or it could sug-
gest instead that, in averaging, the systematic nature of se-
mantics is washed out while the phonological aspects are ac-
centuated.
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Abstract
How does a child’s vocabulary production change over time?
Past research has often focused on characterizing population
statistics of vocabulary growth. In this work, we develop
models that attempt to predict when a specific word will be
learned by a particular child. The models are based on two
qualitatively different sources of information: a representa-
tion describing the child (age, sex, and quantifiers of vocabu-
lary skill) and a representation describing the specific words a
child knows. Using longitudinal data from children aged 15-36
months collected at the University of Colorado, we constructed
logistic regression models to predict each month whether a
word would be learned in the coming month. Models based
on either the child representation or the word representation
outperform a baseline model that utilizes population acquisi-
tion norms. Although the child- and word-representation mod-
els perform comparably, an ensemble that averages the predic-
tions of the two separate models obtains significantly higher
accuracy, indicating that the two sources of information are
complementary. Through the exploration of such models, we
gain an understanding of the factors that influence language
learning, and this understanding should inform cognitive the-
ories of development. On a practical level, these models may
support the development of interventions to boost language ac-
quisition.
Keywords: Language acquisition; word learning; lexical ac-
quisition

Introduction
How does a child’s current vocabulary inform and relate to
their vocabulary in the future? We know that deficits in a
child’s early lexicon is a predictor of future language skills
(Dale et al., 2003). Potentially, if researchers can recommend
words that the child is ready and able to learn, early learning
deficits might be corrected. However, reliable prediction can
be made only if word learning develops in a systematic way.
In this paper, we explore whether there are regularities in the
growth of a child’s vocabulary that allow the trajectory of an
individual’s learning to be predicted.

One source of information that can be used to model vocab-
ulary acquisition is population-level norms. The most com-
prehensive study (Dale & Fenson, 1996) collected productive
vocabulary for over 1130 children between the ages of 16 and
30 months, based on parent reports on 649 words. Summary
statistics from this communicative development inventory or
CDI, describe norms of acquisition. For example, 78.7% of
children produce the word dog by age 18 months. Figure 1

top frame, shows an example of the CDI norms. These norms
are typically used to assess a child’s vocabulary in relation to
her peers, as quantified by a CDI percentile for a given age
and vocabulary size. However, the CDI population statistics
can extended as a means to predict an individual’s learning of
a given word at a given age.

month 16 month 17 . . . month 29
airplane 38.5 39.4 . . . 95.0
light 35.9 30.3 . . . 90.0
zoo 9.0 9.1 . . . 66.7

age sex . . . voc. sz dog house . . . zoo

kid A
16.2 F . . . 32 0 0 . . . 0
17.1 F . . . 49 1 0 . . . 0
18.9 F . . . 132 1 0 . . . 1

kid B
19.3 M . . . 257 1 0 . . . 0
20.5 M . . . 345 1 1 . . . 0

Figure 1: Example of normed CDI entries (top) and longitu-
dinal CDI data for sample children (bottom).

The accuracy of these predictions for any individual de-
pends on the nature of variability within the population. Any
prediction model based on normed data assumes that children
learn in a fundamentally similar fashion to one another. For
example, implicit in a prediction model based on normed data
is that late talkers (children below the 20th CDI percentile for
vocabulary size given their age) have the same vocabulary
trends as early talkers (children above the 80th percentile).
The aggregation essentially suggests that these late talkers do
not learn words in a different order, just that they learn words
later. This suggestion has been directly examined and shown
to be false: typical and late talkers learn not only at different
rates but they learn different lexical items (e.g., Beckage et
al., 2011). More generally, limitations of the norms have been
noted by many researchers. For example, the norms don’t
generalize to all populations (e.g., Arriaga et al., 1998; Thal
et al., 1999) and the norms mask idiosyncrasies in an individ-
ual’s learning (e.g., Mayor & Plunkett, 2011).

Despite their shortcomings, the CDI norms may be useful
for characterizing an individual child’s lexical growth. In this
paper, we compare predictions based on the CDI norms with
predictions based on child-specific sources of information. In

196



15

20

25

30

0 100 200 300 400 500 600 700

0

20

40

60

80

100

Child-level features:
colored by age(mon.)

vocabulary size

pe
rc
en
til
e

15

20

25

30

0 100 200 300 400 500 600 700

0

20

40

60

80

100

Child-level features:
colored by age(mon.)

vocabulary size

pe
rc
en
til
e

ag
e 

(in
 m

on
th

) 

Figure 2: Graphical representation of the child-level features.
x-axis is vocabulary size, y-axis percentile. The color of the
data points is related to the age of the child with darker point
indicating older children.

the case of the normed model, we consider two instantiations,
one aggregated across both male and female children and one
based on the norms for males and females separately. For
the child-specific information sources, we specifically have
two sources of information at our disposal from a data set
we’ll describe in detail shortly. First, we have child features:
the child’s age, sex, vocabulary size, and language skill as
estimated by CDI percentile. Figure 2 visualizes three of
these features in relation to one another. Second, we have
the specific productive vocabulary of a child at a particular
moment of time, as assessed by parent report; we character-
ize the vocabulary as a binary vector of word features indi-
cating whether or not a word is known. These two sources
of information come from longitudinal studies. Figure 1 bot-
tom frame shows examples of specific children’s vocabulary
trajectories.

We test two hypotheses. First, are child- and word-features
as useful as the population acquisition norms for predicting
whether a specific word will be learned by a child in a certain
window of time? Second, do the child- and word-features
provide redundant information, or can the two qualitatively
different sources combine to yield greater predictive power
than either individually?

The child-language literature suggests that information
about an individual learner may be useful in predicting the
learning of unknown words. For example, the sex of the child
is a significant factor in language development as vocabulary
size and the sex of the child are correlated: females have
larger vocabularies on average than their age-matched male
peers (Fenson et al., 1994). Clearly, age is a critical feature
as well: certain words are more likely to be learned earlier
than others. The CDI percentile, which is formed by combin-
ing information about the child’s age and vocabulary size as
compared to peers, is itself useful for predicting the specific
words a child knows (Beckage & Colunga, 2013). Thus, we
find justification for predicting word learning using the child
features of age, sex, vocabulary size, and CDI percentile.

Nonetheless, these child features don’t tell the whole story.

The content of the child’s vocabulary may reflect the language
learning environment, the child’s interests and possibly learn-
ing strategies that the child has. Consequently, the words
known by the child may be predictive of which words they
learn next; co-occurrence of words in a child’s vocabulary in-
creases predictability of future language learning above and
beyond the normed age of acquisition data (Beckage & Col-
unga, 2013). Work also suggest that there is a strong relation-
ship between what words a child will learn and the language
learning environment of the child (Weizman & Snow, 2001)
and their specific interests (DeLoache et al., 2007). These as-
pects of learning may be better captured by the content of the
child’s vocabulary than by features related to the child’s age
and vocabulary size.

In this article, we compare models that utilize child fea-
tures and/or word features to predict the learning of individ-
ual words over a time window of roughly a month. That is,
we use information about the child and the child’s vocabulary
at time t to predict whether an individual word not known
at time t will be learned by time t +∆t. (Ideally, observa-
tions are a month apart, but as we explain in the methodol-
ogy section, ∆t varies across observations.) We build logis-
tic regression models for each word individually and include
features related to the child and/or to the vocabulary of the
child. We discuss the modeling assumptions in detail below
but to summarize, we compare performance of logistic re-
gression models to models based on the age of acquisition
data. The performance of the logistic regression models, with
child- and/or word- features, helps us understand the features
relevant to predicting the learning of individual words, in-
forming our models of lexical acquisition in young children.

Methodology
Vocabulary Data
We use data collected as part of a 12-month longitudinal study
in Dr. Colunga’s Lab at the University of Colorado Boul-
der. The data were collected over three recruitment phases in
which parents and children came to the lab for recurrent vis-
its over 12 consecutive months. Visits were timed at nearly
monthly intervals and, on average, we have 9 visits for each
child. Overall, we include 112 monolingual children. At each
visit, parents completed a vocabulary report. The parental
vocabulary report was collected using the MacArthur-Bates
Communicative Development Inventory (CDI, Dale & Fen-
son, 1996) and included commonly used, early learned En-
glish words. Across all recruitment phases, we have a total of
996 CDI snapshots of children’s’ vocabulary knowledge.

The study represents many different types of language
learners with the age of the children in the study ranging
from 15.3 months to 33 months. The median age of a child
across all the CDIs is 22 months. We also have a full range
in language ability represented as well. To approximate lan-
guage ability, we utilize the CDI percentile which is calcu-
lated based on the size of the child’s vocabulary as compared
to their age matched peers. The range of the CDI percentile
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represented in the CDI vocabulary snapshots was between 0
and 99, with a median percentile of 54. We should note that
recruitment of participants in the longitudinal study was bi-
ased to over-represent late-talkers as late-talkers are a popu-
lation of particular interest in language acquisition.

Of the 680 words on the full CDI, 649 of these words are
normed and exactly match the words in the CDI snapshots.
These 649 words are the words we use to represent an indi-
vidual child’s vocabulary in this study. As part of these 649
words, all types of word classes are represented. The most
common are concrete nouns (dog, chair, etc.) followed by
action verbs (drink, run, etc.) as well as connecting words,
descriptive words and words about time and routine. Because
of the variation in the type of words as well as the baseline
knowledge of a word (both in the norms and our observed
data) we construct an independent logistic regression model
for each word. We utilize different information from each
CDI snapshot as the input to our model and predict acqui-
sition forward to the next CDI–capturing the probability of
learning a specific word in approximately one month’s time.
Though we model each word individually, we are not inter-
ested in performance across different types of words so we
consider the performance of a model to be based on the fea-
tures included in training across all types of words–that is to
say a model refers to the features included in training, not the
specific word we train on.

Model Construction and Evaluation
We construct separate models for each target word. To gen-
erate training and test sets for each target, we use the snap-
shots from all children up to and including the point in time at
which the child transitions from not knowing to knowing the
target. (We use the terms ’know’ and ’learn’ loosely; the CDI
snapshots are in fact a parent’s report of a child’s productive
vocabulary, however, we hope they capture something about
learning and the acquisition process.) The point of transition
can vary from one child to the next as well as one target to
the next. For example, one child may show initial learning of
the word ’dog’ at month 18, and if CDIs are available for that
child for the preceding months 15, 16, and 17, then that child
will provide 3 separate snapshots (predicting to month 16, 17
and 18) from which model training and testing is performed,
2 of which involve a prediction of not knowing the target and
one of which involves knowing the target.

We explore a set of alternative models for each target word,
as we will describe. The models take as input a representa-
tion of a child’s snapshot at some time t, and predict whether
or not the target is known at the next snapshot, collected at
t +∆t. Specifically, the model outputs the probability of tar-
get acquisition at t +∆t. In all cases of training and test, the
target is not known at t. We make predictions conditional on
the target not being known because once a target is learned
it remains known, and one can trivially use the conditional
models we develop to make unconditional predictions.

For each target, the full data set is split into training and
test sets, and the same split is held constant for all alternative

models. The training and test sets are created by selecting all
children who do not know the target at the beginning of the
study. We then place 80% of the children in the training set
and the remaining 20% in the test set. Because the number of
children who initially know a word varies across words, the
training and test set is created uniquely for each target.

We evaluate each alternative model for each target via the
log-likelihood and with the ROC area under the curve (AUC)
metric applied to the test set. Both measures weight each
prediction equally, and thus later learning children play more
heavily into the measure. To obtain a single measure of per-
formance for each alternative model, we sum log-likelihoods
or combine ROC curves over all 649 target words. To deter-
mine the reliability of difference between alternative models
across targets, we compute a paired t-test treating target as the
random variable.

Baseline Normed Acquisition Model
We constructed baseline normed models utilizing published
CDI statistics that indicate the normative age of acquisition
(Dale & Fenson, 1996). These norms are based on 1130 CDIs
collected for children between the ages of 16 and 30 months.
In the Dale study, the CDIs are binned by age (rounded to
the nearest month) and then the percentage of children who
were reported to produce a specific word is calculated. We
use these values, for each word, for each month, to estimate
the probability of learning a currently unknown word. In
the first normed model, only one feature is used for predic-
tion: the age of the child. Because the norms exist only for
children between 16 and 30 months and the children in our
study are occasionally younger or older, we establish bound-
ary conditions–for children over 30 months age or younger
than 16 months, we use either the 30 month or 16 month
norms. We also consider the norms separately for male and
female children. This allows for a more informed baseline
model since age and the sex of the child are features in the
model. However, the number input CDIs used to construct
the norms separately for male and female children are fewer
and thus may be more subject to population level fluctuations
that are not informative in prediction.

The CDI norms are not predictive in nature. They simply
report population level acquisition rates. However, we can
use the acquisition data captured by these norms for predic-
tion. We must first transform the norms from a probability of
knowing a word at a given age (and sex) to the probability of
learning a currently unknown word at a given age. The dif-
ference between the CDI norms at month m and month m−1
might seem like a measure of learning, but the difference is
occasionally negative (due to the fact that the data used to
construct the norms are cross-sectional: the children in the
16 month group are not the same children as in the 17 month
group). To ensure monotonicity of the normed model, we
smooth out negative differences by replacing them with the
rate of vocabulary change over the minimum time span that
yields a positive rate of change.

Because the CDI norms are binned by months and we may
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be required to make a prediction for a child at age t + ∆t
which may lie between two months, linear interpolation on
the smoothed differences of the CDI norms is performed.

Logistic Regression Models
We use lasso regression, a penalized (L1-regularized) logistic
regression model that performs feature selection to exclude
(set coefficients to zero) features that do not meaningfully
contribute to the prediction. In principle, lasso regression
serves to regularize a model; that is, it attempts to prevent
overfitting by reducing the number of nonzero coefficients in
the model. We perform lasso regression in R using the li-
brary glmnet (Friedman et al., 2010), which internally per-
forms cross-validation using the training data to select the
regularization parameter, and the remainder of the data are
used to determine model coefficients.

We develop a set of alternative logistic regression models
that differ in the features provided as input. The two sets
of features we consider are child features and word features.
The child features are: the sex of the child, the number of
words spoken by the child, the CDI percentile, and the age
of the child at snapshot t. We include two additional features
pertaining to the child: ∆t and the session (visit) number. The
reason for including ∆t is that the time between snapshots is
designed to be one month, but this desideratum is not always
satisfied and the variation of ∆t may be useful for prediction.
We include the session number to capture how long into the
12 month longitudinal study the child is. We have found that
the child’s participation in this longitudinal study positively
affects their vocabulary growth and influences their vocabu-
lary size and percentile, thus this child-level feature may af-
fect our ability to predict the acquisition of words.

Turning to the word-level features, we construct an indica-
tor vector with one element per word. The ith element of the
vector is set to 0 or 1 depending on whether the parent reports
that the child can produce word i at snapshot t.

Results
We first compare performance of the normed models, the
child-feature model, and word-feature model (Table 1). The
performance is assessed via log-likelihood where values
closer to zero are better and ROC area under the curve (AUC)
where values closer to 1 are better. As expected, the fit to
the training set (column 2) is related to the complexity of
the model. The model with the most free parameters, the
word-feature model, best fit the training data. However, on
the test set (column 3, llk; column 4, AUC), this model did
not perform as well as the child-feature model, due to over-
fitting of the training set. Nonetheless, both the child- and
word-feature models outperform the normed models (using a
paired two-tailed t-test comparing to the normed model that
considers only the child’s age, child t(649)=44.71, p <.001;
word t(648)=30.62, p <.001).

The log-likelihood score and AUC score combine perfor-
mance across individual words. We can also examine which
of the models–normed, child-, and word-feature–performs

Table 1: Performance of the normed, child-feature and word-
feature models.

llk train llk test AUC % best fit
norms -123076 -30849 .588 1.39
norms(m/f) -123813 -31135 .563 1.39
child -84698 -22774 .812 67.02
word -65703 -24059 .801 30.20

the best for each word. Column 5 of Table 1 indicates
the percentage of words for which a given model outper-
forms the others using log-likelihood as the evaluation met-
ric. Consistent with the log-likelihood results, both child- and
word-feature models outperform both normed models, and
the child-feature model outperforms the word-feature model.

Because lasso regression discards input features it deems
to be irrelevant, we use the presence or absence of a feature
as a proxy for importance. Since a model is trained indepen-
dently for each predicted word, we determine the percentage
of models that include a particular child-feature to measure
the importance of a feature. The child-feature models have an
average of 4.7 parameters, and range from having 1 parameter
(the intercept) to 7 (all child features plus intercept). Across
child-feature models, 64.1% included the child’s sex, 64.1%
included either age or age-at-prediction, but only 22.8% in-
cluded both, suggesting that the time between visits is less
important than the general age of the child. The session visit
appears significant in nearly 60% of models. Most important
to the child-feature model are percentile and total vocabulary
size. Percentile is present in in 87.1% and total vocabulary
size at time t appears in 73.1% of the models respectively.

For the word-feature model, the number of parameters
could range from 1 (intercept) to 650 (each of the 649 words
plus the intercept). The actual range based on the model fit
for each word was between 1 and 83 features with an average
of 31 features. Since only a subset of the 649 words ended
up in the logistic regression models we can conclude that a
localized representation was at least as useful in predicting
acquisition than the full vocabulary. Of the features included
in the model, 83% had a positive weight indicating an in-
creased probability of learning the target word if the word
was known. We hope to investigate the relationships between
individual words, as well as why some of the coefficients in
the model were negative in future work.

We can conclusively say that both the child and word fea-
tures outperform the models based on the acquisition norms.
We can also conclude that the set of child features outperform
the word-vector features. To see how much of the increase in
performance of the child features over the word features was
due to overfitting of the word-feature model, we perform a
dimensionality reduction on the word features. We perform
principal component analysis on all 996 vocabularies, regard-
less of whether a specific vocabulary is in the training or test
set. We use the first 18 components of the PCA reduction as
determined by viewing a Scree plot of the components. We
then take the binary vocabulary vector of a child at a particu-
lar point in time and project it it into the principal components
space. This is done for each snapshot resulting in a vector of
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Figure 3: Graphical representation of two of the reduced word
features. The value of each word along the first (x-axis) and
second (y-axis) principal components is plotted. Each word is
colored based on the number of CDI reports where the word
is known.

18 features, representing each child’s vocabulary snapshot in
a reduced dimensionality. With figure 3 we visualize what
word-specific features are part of the reduced word model.
We plot the projection of each word onto the first two prin-
cipal components. The coloring of each word indicates the
number of CDI snapshots where the word is known. Here
we can see that the first two components capture the overall
frequency that the word is known across all CDIs.

Utilizing this reduced representation of the vocabulary data
(redux-word), we now find that the total likelihood of this
model is less than the child-feature model. We compare pre-
diction performance of the reduced word model to the child-
feature model and a model that contains both the child and
reduced word features. Column 2 of Table 2 shows the total
log-likelihood (llk) and column 3 shows the ROC area under
the curve value for the models based on child features, word
features, reduced-word features (redux-word), and both re-
duced word and child features. Referring back to Table 1, we
confirm that all of these models outperform the models based
on the CDI production norms. The number of free param-
eters (which is correlated with performance on the training
set) is included in column 3, as are the average number of
features seen in each model across all words (column 4). On
the test data, model fit is best for the child- and the reduced
word feature models. These two models, are not significantly
different in a paired t-test (t(649)=1.44, p = 0.148) but the
reduced-word-feature model is significantly better than the
other models. We report the results of a t-test between the
two redux models (t(649)=3.07, p = 0.002). We find that the
child-feature model is not significantly different than the re-
duced word model with child features included.

A priori, it seems likely that adding extra child features
should only improve the performance of the reduced-word
(redux-word) model. We instead find that the model with the
extra child features performs more poorly than the reduced
word-feature model without the child features. The observed
drop in performance with additional features reflects the fact

Table 2: Performance of the logistic regression models with
different features.

total llk AUC pos. param # params
child -22774 .812 7 4.70
word -24059 .801 650 31.20
redux-word -22654 .810 19 8.39
redux-w+child -22848 .803 25 9.72
ensemble -22263 .816 26 13

that lasso regression, while designed to minimize overfitting
via weight penalties, is not infallible. Any model trained on
finite data and a large number of input variables is likely to
overfit. As a means of avoiding this overfitting, we explored
an alternative means of combining the child features and the
reduced-word features into a single model: by constructing
an ensemble that consists of the two individual (pretrained)
models.

Our ensemble simply averages the predictions of the child
model and the reduced word-feature model. This ensemble
significantly outperforms the other models, with a lower total
likelihood value and higher AUC value (see Table 2 last row).
We confirm this improvement in a paired t-test, comparing to
both the child model (t(649)=9.96, p <.001) and the reduced
word-feature model (t(648)=9.52, p <.001). The improve-
ment of the ensemble model over the independent child- and
word-feature models suggests that both sources of informa-
tion are contributing some amount of independent informa-
tion that improves prediction.

Conclusions
Our results show that models can predict the acquisition of
a particular target word by a specific child. In contrast, past
research has primarily focused on characterizing general pop-
ulation trends in vocabulary growth. We find that two qual-
itatively different sources of information are useful for pre-
diction: features that describe the child (such as age, sex and
total vocabulary size) and features that specify the vocabulary
content. Models based on either child- or word-features out-
perform the traditional age-of-acquisition norms in predicting
whether a specific word will be learned by a specific child.

We investigated which of the child features were most use-
ful for prediction via lasso regression, and found that CDI
percentile (chosen for 87% of models), vocabulary size (cho-
sen for 75% of models), and age (chosen for 64% of models)
were common features. Although CDI percentile is a func-
tion of both vocabulary size and age, the three features were
often (38% of models) included together in the model for a
specific word, consistent with previous work suggesting that
CDI percentile contains useful information about the interac-
tion between age and vocabulary size as compared to the peer
group (Thal et al., 1999; Beckage & Colunga, 2013).

The success of the word-feature representation, both with
and without dimensionality reduction, indicates that the con-
tent of the vocabulary is predictive of language learning.
This result is exciting because understanding how the known
vocabulary supports future vocabulary learning provides a
new opportunity for understanding the developmental process
(Smith, 2000). Further, this type of modeling can potentially
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be extended to interventions: if we know how words build on
one another, can we teach children certain words to create vo-
cabularies that are more useful for future language learning?

We found that reducing the word-feature vector via princi-
pal components analysis improves model performance com-
pared to using the original word-feature vector. This reduc-
tion is beneficial because PCA performs noise suppression
when we drop non-primary components and because it re-
duces the opportunity for overfitting. In addition, the reduced
representation may be more interpretable and psychologically
relevant. Referring to Figure 3, we see that the frequency at
which the word is known in the overall set of vocabularies
seems to be strongly related to the first 2 components but
other components might include semantic or phonological
features that can tell us more about the process of acquisi-
tion. We plan to explore this research question in more detail
in future work.

Perhaps our most important finding is that the child and
word features are complementary. This complementarity was
not evident when we constructed a single regression model
with both sets of features, but stood out when we combined
predictions of child-feature and word-feature models. The
combination, obtained by averaging the two models’ outputs,
achieves a statistically reliable improvement in prediction.
The resulting ensemble is proof that the child and word fea-
tures contain different types of information, both of which are
useful for predicting future language learning.

The key value of modeling in this domain is to help us
understand the sources of information that aid in prediction
the acquisition of new words. We showed, in this work, that
both child and word features are useful, and that the nature of
representation matters (e.g., unreduced versus reduced word
vectors). Clearly, there are many other source of information
that could be incorporated into a model, such as demographic
characteristics, the linguistic environment, and cognitive and
motor assessments of the child. Of course, obtaining these
measures can be costly, and future modeling will be directed
at determining which measures provide the most diagnostic
features. One dimension we have begun exploring is the se-
mantics and phonology of the child’s productive vocabulary.
In our present work, we treat the words as independent sym-
bols, but in principle a word representation which character-
izes known words and the target word in terms of semantic
and phonological features could be utilized.

Beyond exploring new types of features that might be use-
ful in modeling language acquisition, we would also like to
expand the class of models used to predict acquisition. The
most natural extension of logistic regression is a multilayer
neural network. In a network’s hidden layer, we can look
for the emergence of new features that have psychological
plausibility. Indeed, the success of our ensemble model sug-
gests that an intermediate level of representational transfor-
mation may serve the prediction task. Although the models
we have focused on in this work are not intended to charac-
terize cognitive and developmental processes per se, the rep-

resentations found to be useful for prediction should inform
cognitive models of child language development.
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Abstract

In semantic typology, it is desirable to have quick and easy
access to crosslinguistic elicitations describing stimuli from a
semantic domain. We explore the use of crowdsourcing for
obtaining such data, and compare it with fieldwork data ob-
tained through in-person elicitations. Despite potential con-
cerns about the quality of crowdsourced data, we find no dif-
ference in the amount of between-language variation and can
replicate a cognitive modeling experiment using the crowd-
sourced data in place of the fieldwork data. Both results sug-
gest that crowdsourcing elicitations is a viable method for
gathering data for semantic typology and cognitive modeling.
Keywords: semantic typology; cognitive modeling; data col-
lection; spatial relations

Motivation
Languages vary quite a bit in where they place the seman-
tic boundaries between grammatical case affixes (Cysouw,
2014) and lexical items (Malt, Sloman, & Gennari, 1999;
Bowerman & Choi, 2001). Despite the variation in the exact
placement of the boundaries and the numbers of conceptual
distinctions, there are also seemingly universal tendencies to
group certain concepts together under one linguistic label.
Bowerman and Choi (2001) found, for instance, that situa-
tions of containment and surface support (expressed with on
and in in English) constitute prototypical cores of the mean-
ings of spatial adpositions cross-linguistically.

Recently, semantic typology—the study of semantic varia-
tion and similarity between languages—has begun to be ex-
plored with quantitative techniques. Much of this work starts
from the method pioneered by Berlin and Kay (1969), in
which speakers of various languages are asked to describe
the same set of stimuli. The resulting elicitation data cap-
ture crosslinguistic patterns of expression that can reveal in-
sights into a semantic domain and its encoding across lan-
guages. Using such data, researchers have been able to iden-
tify crosslinguistically-salient conceptual distinctions (Majid,
Boster, & Bowerman, 2008), to explore how semantic do-
mains are expressed using closed-class vs. open-class lexi-
cal items (Majid, Jordan, & Dunn, 2014), and to reveal con-
straints on how linguistic systems for verbalizing various se-
mantic domains form categories of expression (Khetarpal,
Majid, & Regier, 2009; Regier, Kay, & Khetarpal, 2009).

Beekhuizen, Fazly, and Stevenson (2014) (henceforth
BFS) extended this typological method to the domain of
cognitive modeling, in particular, modeling the aquisition of
word meaning. Using the crosslinguistic dataset from Levin-
son, Meira, et al. (2003), BFS derived a ‘universal’ semantic
space for the domain of spatial relations from the linguistic
expressions of native informants. This approach enabled us

to avoid manually devising a set of semantic primitives to en-
code the target word meanings. The semantic space captures
crosslinguistic patterns in the similarity of situations, such
that situations that are expressed similarly within many lan-
guages are closer together, whereas situations that are often
expressed differently within a language are farther apart. That
is, while each language may divide up the semantic space of
spatial relation situations more or less differently, the seman-
tic space encodes the common tendencies across languages
in where they place boundaries among words or affixes for
describing conceptual distinctions.

BFS used cognitive modeling to explore the Typological
Prevalence Hypothesis (Bowerman, 1993; Gentner & Bower-
man, 2009), which states that, all else being equal, semantic
groupings that are more common across languages are cogni-
tively more ‘natural’ and therefore easier to learn. Using the
semantic space described above for representing word mean-
ings, we trained a model that learned Dutch prepositions,
associating them with regions of the space. We simulated
Gentner and Bowerman’s (2009) finding that Dutch children
acquire the prepositions op and in (which correspond to com-
mon semantic groupings of spatial relations) earlier than aan
and om, and that children often use op in situations where
adult speakers use aan or om. Using the crosslinguistically-
derived semantic space enabled us to explore the interaction
between word frequencies and the lay-out of the space in driv-
ing patterns of acquisition of word meaning.

Using patterns of elicitation data to understand how people
conceptually and linguistically carve up semantic domains
thus has been important for both analysis of semantic do-
mains and for cognitive modeling of word meaning acquisi-
tion. In order to extend this line of research to other semantic
domains and a wide range of languages, we need quick and
easy access to typological data for a sample of languages con-
cerning the semantic domains of interest. Major efforts have
been made to elicit expressions within a range of languages
across some selected cognitive domains (Majid et al., 2014).
However, thus far such efforts have relied on traditional in-
person elicitations that are labor-intensive to acquire, and thus
the number of languages and domains is limited. In this pa-
per, we explore the potential of crowdsourcing for obtaining
semantic elicitations as a way to broaden the scope of possi-
ble analytical and modeling research in this area.

Crowdsourcing crosslinguistic data
We aimed at using crowdsourcing to create a similar dataset
to that of Levinson, Meira, and The Language and Cogni-
tion Group (2003) (henceforth the LM data). This dataset
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Figure 1: Four examples from the BowPed stimuli, 71 pic-
tures of topological spatial relations between a Figure (the
highlighted object) and the Ground (the related object).

Table 1: The language sample.

Language Affiliation Country n Speakers

Arabic Afro-Asiatic Egypt 53,990,000
Basque isolate Spain 546,000
Dutch Indo-European the Netherlands 21,944,690
Indonesian Austronesian Indonesia 22,800,000
Nahuatl Uto-Aztecan Mexico 1,500,000
Quechua Quechuan Peru 8,913,000
Swahili Niger-Congo Kenya, Tanzania,

Uganda
15,457,000

Thai Tai-Kadai Thailand 20,397,000

contains in-person elicitations for 1–26 speakers within each
of 9 languages who were asked to describe 71 pictures in
the Topological Spatial Relations Set (Bowerman and Ped-
erson (1992); see Figure 1).

We used the same stimuli to elicit spatial descriptions on
a crowdsourcing platform (www.crowdflower.com) with the
dual goals of expanding the languages for which we had data
in that semantic space, and of evaluating the viability of us-
ing crowdsourcing as an alternative data collection method-
ology. As with the LM data, we aimed to obtain a sample
of genetically unrelated languages with a wide geographi-
cal spread. Since we wanted to both compare with and ex-
tend the LM data, we targeted two of the same languages
(Dutch and Basque), and added six new languages, shown
in Table 1. Some differences in the datasets arise from the
use of the crowdsourcing methodology: for example, we had
to select languages in which the number of speakers is rel-
atively large, in order to increase the likelihood of reaching
them online; we were unable to restrict responses to a par-
ticular variety of a language (e.g., for Nahuatl and Quechua,
which are better regarded as language groups); and we pre-
sumed that most speakers would be bilingual, given the use
of an English-based online crowdsourcing platform.1

In addition to differences in the properties of the languages
and participants, our methodology also led to the possibil-
ity of differences in the nature of responses compared to

1We restricted the locations per language to IP addresses from
the countries in Table 1.

Table 2: Coding schema and percentage of response type

Class description A
ra

B
as

D
ut

In
d

N
ah

Q
ue

Sw
a

T
ha

1 Contains a spatial marker 60 13 79 58 11 15 70 62
2 Non-spatial expression 4 2 1 0 3 2 5 7
3 Reversal of Figure-Ground 9 2 5 1 2 1 7 4
4 Other invalid responses 25 82 15 41 83 80 17 25
5 Coder uncertain 1 1 0 0 1 3 1 1

manually-gathered elicitations. Since participants are paid to
fulfill tasks, the data inevitably contains more noise. Our in-
structions had to be tailored to encourage full meaningful re-
sponses, also leading to more opportunity for a wider variety
of responses. We requested 15 responses per situation within
each language, effectively obtaining 0 to 15 useable ones.

The response data was subsequently coded by the first au-
thor using the five-code schema in Table 2, drawing on lan-
guage resources online. Class 1 was used to identify valid
expressions which contained some overt marking of the topo-
logical spatial relation. This could be an adposition, a spatial
noun, or a case ending. Only data coded as Class 1 is used
in the creation of our semantic representation, which uses the
spatial markers as dimensions in the space.

We used four additional categories to distinguish various
types of responses that did not fit this requirement, so that
we could explore other possible expressions in the future. In
Class 2, the relation between the Figure and Ground was ver-
balized using mechanistic rather than spatial language (e.g.,
the arrow pierces the apple), indicating a non-spatial concep-
tion of the situation. The reversals of Figure-Ground in Class
3 (e.g., the table under the lamp rather than the lamp above
the table) indicate how likely certain Figures are conceived
of as Grounds. Class 4 held cases of miscategorization of
the objects, non-relational responses, non-target language, or
nonsense. Responses that could not be resolved into one of
these classes were placed in Class 5.

As seen in Table 2, the quality of the data varies between
languages, with the proportion of Class-1 responses ranging
from 11% to 69%. This is especially an issue for minority
languages—Basque, Nahuatl, and Quechua—whose partic-
ipants frequently appeared not to be native speakers. (Re-
sponses for Basque often appeared to have been automati-
cally translated, and for the latter two were often in Spanish or
consisted solely of the Figure noun.) Quality control is diffi-
cult: we undertook what could be done within the constraints
of the platform. In future work, we plan to incorporate in-
sights from recent work on quality control in crowdsourcing
experiments (Chen & Dolan, 2011; Pavlick, Post, Irvine, &
Kachaev, 2014).2

Despite additional noise and a wide variety of response
types, the effort to code the data and extract the usable re-

2We thank all three reviewers for constructive suggestions con-
cerning quality control.
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sponses was only ±3-4 hours per language. Crowdsourc-
ing as a way to extend the reach of elicitation datasets thus
appears viable, so long as the resulting data has appropriate
properties, the topic we turn to next. We first look at directly
measuring a key aspect of elicitation data, and then turn to a
replication of our cognitive modeling work.

Comparing crowdsourced and fieldwork data
If crowdsourced data is to be used for linguistic study and
cognitive modeling, it needs to be the same in relevant prop-
erties as data gathered through fieldwork. One key property
is diversity: in order to use the resulting data as the basis for
a ‘universal’ semantic space, the languages must show varia-
tion reflective of the many ways in which that semantic space
can be divided up. The languages that have sufficient num-
bers of speakers available on a crowdsourcing platform con-
stitute a narrow subset of all languages spoken. We believe
this admittedly skewed typological sample can nonetheless be
used if the between-language variation it displays is not lower
than that of the manually-gathered sample of LM.

In order to assess the overall variation among the languages
in our dataset, we must consider a way to measure the dif-
ferences in how two languages carve up the semantic space.
Unlike lexicostatistical work on language varieties, we lack
readily identified labels (cognate expressions) in the two lan-
guages between which the distance can be calculated. Instead
we take an approach similar to Malt et al. (1999).

The elicitations for every language give us a count matrix C
containing a set of situations S on the rows, and a set of spatial
markers M in that language on the columns. Every cell is
filled with the count of participant responses to situation s that
use marker m. Matrix C captures the way that the language
carves up the space of situations: situations s and s′ are treated
similarly in the language to the extent that their use of spatial
markers have similar distributions, reflected in rows s and s′

of C. However, we cannot compare the spatial representation
of two languages l and l′ by simply comparing Cl and Cl′ ,
since the sets of spatial markers Ml and Ml′ are different, and
hence the matrices have different columns.

In order to compare languages, instead of directly compar-
ing counts of markers, we need to compare the conceptualiza-
tion of the set of situations within one language to that of the
other language. Building on the observation that situations
are similar within a language l to the extent that their rows
in Cl are similar, we can compare the verbalization of each
situation s ∈ S with each other situation s′ ∈ S by looking at
rows s and s′ of Cl . First, we normalize each row of Cl to
yield the relative frequency of each of the markers given that
situation. Each row s now gives us a probability distribution
over the markers for a single situation in l, P(Ml |s). We can
then compute the distance between two situations as:

δ(s,s′|l) = 1− sim(P(Ml |s),P(Ml |s′)) (1)

where sim is the similarity of two distributions calculated us-
ing cosine. Calculating this δ for all situation pairs, we obtain

Figure 2: Between-language distances for all languages
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a distance matrix Dl , whose rows and columns are the situa-
tions, and each cell contains δ(s,s′|l).3

We can now compare two languages l and l′ by comparing
how similarly they verbalize each situations—i.e., comparing
the distance matrices Dl and Dl′ . We first compare the repre-
sentation of each situation across the two languages, and then
averaging that per-situation distance. The distance between s
in two languages l and l′ is the inverse of the cosine similarity
between the rows containing s in each of Dl and Dl′ :

δ(sl ,sl′) = 1− sim(Dl
s,,D

l′
s,) (2)

To compare how similar the two languages are in their over-
all conception of the semantic space, we calculate the mean
δ(sl ,sl′) over all situations in S:

∆(l, l′) = ∑
s∈S

δ(sl ,sl′) · 1
|S|

(3)

Calculating the distances between all pairs of languages
in each dataset, we can now determine how the between-
language distances for our dataset compare to those of the
LM data. Using a t-test for independent samples, we found
that the crowdsourced data displayed more between-language
variation than the LM data (µCF = 0.146,µLM = 0.098, t =
5.79, p < 0.001). However, as Levinson et al. (2003) did not
code general locative markers, we also compared our dataset
without such markers.4 In that case, our data is still more var-
ied, but the difference is no longer significant at the .05-level
(µCF = 0.115,µLM = 0.098, t = 1.90, p < 0.1). This means
that using this sample of languages is not narrower in the
range of between-language variation it captures.

Further insight in the between-language variation can be
obtained by calculating the distance between any pair of lan-
guages in either dataset—i.e., we find ∆(l, l′) for all l and
l′ in the LM dataset or our dataset (“CF”; we used the data
without the general locatives for this comparison). This

3A cell may be unfilled: if no markers are used for a situation (in
our case, because all participants’ responses fell in other classes than
Class 1), no probability distribution can be calculated and hence no
distance between that situation and any other situation.

4General locatives we consider: Basque -an, -tik; Indonesian di,
pada; Nahuatl -pan, -ko; Quechua -pi; Swahili ku, -ni; Thai thi.
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Figure 3: Predicted prepositions for situations whose observed most-frequent preposition was one of the four under study.

(a) On the basis of the LM data.
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(b) On the basis of the crowdsourced data.
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yields a distance matrix whose results can be visualized two-
dimensionally with Multi-Dimensional Scaling, as in Fig-
ure 2. The fact that LM datapoints for Dutch and Basque
are very close in the space to those languages (respectively)
in our data constitutes a sanity check: Dutch participants in
both studies described the situations in very similar ways.

Overall, while there are many differences in the two
datasets in both language sample and response types, our
dataset shows as much between-language variation as the LM
dataset, supporting the view that crowdsourcing is a promis-
ing data collection method for typological research.

The crowdsourced data in cognitive modeling
BFS trained a word-learning model on a semantic space de-
rived from the LM dataset, and showed that crosslinguisti-
cally more common semantic distinctions are easier to learn.
Another way to evaluate the crowdsourced data is to consider
whether we can replicate those results. Doing so would fur-
ther support the similarity of crowdsourced data to the LM
data, and hence its viability.5

The phenomenon under study. Gentner and Bowerman
(2009) suggested that Dutch prepositions op (‘surface sup-
port’) and in (‘containment’) are acquired earlier than aan
(‘tenuous support’) and om (‘surrounding (support)’), be-
cause op and in reflect natural semantic groupings of spatial
relations. They noted that children regularly overgeneralize
the preposition op to situations where most adult speakers
would use aan or om.

Previous experiments. BFS simulated Gentner and Bow-
erman’s (2009) finding and further explored the interaction
between the semantic domain and word frequencies. They
did so by applying Principal Component Analysis (PCA) to

5The cognitive modeling experiments involve learning semantics
of Dutch prepositions. Although the Dutch data was the cleanest,
this remains a valid test of the dataset, since the semantic space was
derived from the entirety of the data, and as such reflects the proper-
ties of all languages, not just Dutch.

the LM data, thus obtaining a semantic space within which all
situations were located. Using the first 6 components of the
PCA, BFS trained a Gaussian Naı̈ve Bayes classifier on pair-
ings of a situation—i.e., its PCA semantic representation—
and a preposition in Dutch expressing that situation in the
LM data. The input items were generated on the basis of the
frequency of the prepositions in child-directed speech, and
the frequency of association of a situation with a particular
preposition in the elicitation data. Within every simulation,
BFS incremented the size of training data with 20 new items
at a time, up to 1000 input items, and at each iteration used
a “leave-one-out” methodology to classify each situation on
the basis of the data points associated with the other 70 situa-
tions. The classification of a situation yielded the preposition
the model predicted was best for that situation.

Figure 3a shows how the model classified the situations
associated with the four prepositions over time; each graph
corresponds to the group of situations whose most frequent
response was the labelled preposition (i.e., this is the target
response for the model on that set of situations). In line
with the Typological Prevalence Hypothesis, the model ini-
tially overextends op to situations where most language users
would use aan or om. After 1000 input items, the model pre-
dicted the correct label in 74% of all cases on average.

Replication using the crowdsourced data. We follow the
exact same procedure above, replacing the semantic represen-
tation of each situation with one derived from the new data
(including general locatives). As we see in Figure 3b, the
qualitative pattern is the same as in BFS: op is overgeneral-
ized in the early stages of learning to situations where aan
and om are expected to be used by adult speakers, and after
this phase of overgeneralization, the model uses the correct
preposition in most of the cases. The final overall accuracy is
76% over 30 simulations.6

Error analysis Given that the model never reaches full ac-

6Data and software are available on github.com/dnrb/cogsci15
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Figure 4: Model errors. Situations are plotted on the PCA space, using text labels with the correct preposition for that situation.
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(b) After 1000 input items.
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curacy, it is interesting to see for which situations it makes
errors; see Figures 4a and 4b. We limit the discussion to the
four prepositions studied by Gentner and Bowerman (2009).

With the model trained on only 40 inputs, the overgeneral-
ization of op to the aan and om regions is very evident. For
the aan region, this is striking, as large parts of it are rela-
tively remote from any instance of op. We interpret this as
an effect of the frequencies of the prepositions: with spatial
op being far more frequent in child-directed speech than spa-
tial aan, the stronger representation of the more frequent op
extends into the aan region of the space early on.

After the model has seen 1000 input items, most aan errors
are resolved, but four items between the op and in clusters
defy classification. Interestingly, none of these cases is a pro-
totypical instance of surface support or containment: ‘apple
in ring’, ‘hole in towel’, and ‘cork in bottle’ (all in in Dutch)
and ‘boat on water’ (op in Dutch). Because languages vary
in their grouping of these situations (e.g., Thai groups ‘hole
in towel’ with an on-like preposition), the situations fall be-
tween the two clusters. To the extent that the semantic space
captures universal tendencies, these results would predict that
children may have persistent difficulties in such cases as well.

Further exploration of the crowdsourced data
The crowdsourced data displays similar between-language
variation and yields comparable modeling results to
manually-gathered data, but do the differences in methodol-
ogy behind our crowdsourced data also lead to new insights
in the understanding of semantic typologies? One difference
is that we were not able to give feedback to participants in
the online environment on the appropriateness of a response.
While this resulted in many non-target responses, many of
these are nonetheless informative. Notably, responses in
Classes 2 and 3 (non-spatial expressions and Figure-Ground
reversals) could not be used for the comparison with the LM
data (which contain only spatial relation markers), but contain
valid relational descriptions. We suggest that when a situa-
tion has many Class 2 and 3 responses, it is less readily con-
strued as a spatial relation between the particular Figure and
Ground. Under this assumption, we expect that most Class 2
and 3 responses will be found in the region where the Dutch
children make errors: the aan and om situations (cf. Fig. 4).

Another methodological difference with Levinson et al.
(2003) is that they did not consider markers with a general
locative meaning. As we could not discriminate general loca-
tives on the crowdsourcing platform, our data contains many
cases of these as well. The reason a speaker uses a gen-
eral locative may be pragmatic (i.e., no communicative need
to mark the specific spatial relation), or more systemic (the
language has no specific marker for that relation). Since
the pragmatic set-up in our task (responding to the instruc-
tion) does not vary, any between-situation differences in the
amount of general locatives are likely due to systemic rea-
sons. Here, we assume that general locatives are used when
the situation is not prototypical ‘support’ or ‘containment’.
We therefore expect that, as with Class 2 and 3 items, the sit-
uations where general locatives are used will fall in the space
of situations for which children make errors.

As expected, we find higher amounts of all three of these
response types—non-spatial expressions (Class 2), Figure-
Ground reversals (Class 3), and general locatives—in the cen-
tral upper region of the space (Fig. 5). This is also the region
where children make underextension errors (cf. Fig. 4a). All
three are remarkably less frequent in the regions where we
find prototypical ‘support’ (bottom left) and ‘containment’
(bottom right) situations. Following Gentner and Bower-
man’s (2009) reasoning, the higher amount of non-specific or
non-spatial marking in the central region suggests that these
situations are less naturally construed as involving a (specific)
spatial relationship than the prototypical cases of ‘contain-
ment’ and ‘support’. Furthermore, if languages differ in the
set of situations they (conventionally) conceptualize as ‘spa-
tial’, learning what the boundaries of this set are (i.e., taking
into account Class 2 and 3 responses) should ideally be part
of the cognitive modeling task.

Conclusion
When doing semantic typology, it is desirable to have quick
and easy access to elicitation data. In this paper, we explored
the use of crowdsourcing platforms for obtaining such data.
We gathered a dataset of elicitations for the Topological Spa-
tial Relations stimuli set (Bowerman & Pederson, 1992), and
compared it to the in-person elicitations of Levinson et al.
(2003). The between-language variation is similar for both
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Figure 5: Further exploration of the data
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(b) Class 3 codings per situation.
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data sets, suggesting that using only languages accessible
through crowdsourcing does not limit the variational band-
width of the typological sample.

In Beekhuizen et al. (2014), we trained a model of word-
meaning acquisition on a semantic space derived from the
elicitation data of Levinson et al. (2003). The interaction
of the lay-out of this space and the frequencies of the vari-
ous words accounted for the overgeneralization of the Dutch
preposition op to cases where the prepositions aan and om are
licensed. In this paper, we replicate those findings using the
crowdsourced data, further supporting that the information in
the online elicitations yields a semantic space that is usable
for purposes of cognitive modeling.

Our method of using a crowdsourcing platform allows for
quick access to semantic elicitations. However, quality con-
trol remains an issue. Many respondents give invalid answers,
and even for valid answers, it is sometimes hard to judge
whether respondents are native speakers. A next step is to
adapt recent mechanisms for quality control available within
the technical constraints of the crowdsourcing platforms.

Nonetheless, the use of crowdsourcing to obtain semantic
elicitations is a viable method. With relatively little effort,
a usable dataset ranging over geographically and genetically
distant languages can be created. Paradoxically, there are
benefits to having less control over the nature of the responses
compared to manual elicitations, and getting responses that
were not what one hoped for. For some situations, many re-
spondents avoided static spatial terms, opting for a mecha-
nistic description instead. Findings like these provide insight
into the boundaries of the semantic domain of static space.
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Abstract 

Comparing analogs is a key recommendation in mathematics 
instruction, but successful structure-mapping may impose 
high demands on children’s executive functions (EF). We 
examine the role of individual differences in EF resources on 
learning from an everyday mathematics video-lesson placing 
a particular strain on children’s cognitive resources: 
comparing three analogs presented sequentially. Specifically, 
we examine the separate contributions of working memory 
(WM) and inhibitory control (IC) on successful schema-
formation. Overall, WM and IC explained distinct variance 
for predicting improvements in procedural knowledge, 
procedural flexibility, and conceptual knowledge after a 1-
week delay. WM & IC are less predictive at immediate post-
test, suggesting that these functions are not simply correlated 
with mathematics skill, but may be particularly important in 
the process of structure-mapping for durable schema-
formation. These results inform the literature on both analogy 
and mathematics learning, extending previous findings 
implicating EFs as key for successful structure-mapping to an 
ecologically valid learning context. 

Keywords: analogy; comparison; mathematics education; 
video stimulus; misconception; executive function, inhibitory 
control, working memory 

 
Identifying contrasts and similarities between multiple 
representations is central for developing conceptual 
knowledge in mathematics (see NRC, 2001) and for 
inducing conceptual change (Vosniadou, Vamvakoussi, and 
Skopelitti, 2008). However, this engages complex cognitive 
processes that place a burden on reasoners’ executive 
functions (EFs). Learners use EFs to perform relational 
structure-mapping: represent systems of relationships, align 
and map these systems to each other, and draw inferences 
based on the alignments (and misalignments) for successful 
schema formation (see Gentner, 1983; Gick & Holyoak, 
1983; Morrison et al., 2011).  

Orchestrating structure-mapping opportunities in 
classroom lessons that lead to successful schema formation 
is not straightforward, particularly because reasoners 
regularly fail to notice the utility of aligning and mapping 
two or more available relational structures (Gick & 
Holyoak, 1983; Ross, 1989), often leading to 
misconceptions (Zook, 1991).   

A common instructional recommendation to help 
students confront misconceptions is to directly contrast 
them with valid relational structures, (i.e. in this case, 
solution strategies).  At the same time, engaging with 
misconceptions without fully encoding the higher order 
relation between that misconception and the correct analog 

may also lead to reification of these intuitions (Begolli & 
Richland, under review).  

In this study we explore the hypothesis that children’s 
success in overcoming misconceptions through comparisons 
with correct analogs may vary based on limitations in 
children’s developing EF (see Waltz et al., 2000). Because 
misconceptions are often deeply embedded in intuitive 
beliefs, drawing a higher order relation between a 
misconception and a correct analog to form a valid schema 
is highly effortful and requires a combination of executive 
functions. WM is argued to be necessary for representing 
systems of objects (e.g. steps to solution strategies) and re-
representing these systems of relationships in order to align 
and map their structures. Successful mapping and alignment 
requires flexible switching between these systems of 
relations to attend to relevant elements within each system 
and inhibit irrelevant elements to identify meaningful 
similarities and differences, in order to derive 
conceptual/schematic inferences from this structure-
mapping exercise and better inform future problem solving 
(see Morrison et al., 2011). Thus, limitations of EFs – 
working memory, task switching, and inhibition throughout 
this reasoning process could explain failures in schema 
formation through structure-mapping. 

In a previous experiment, Begolli & Richland (2013), 
presented students with a common misconception followed 
by two correct solution strategies and examined whether 
presenting analogs either simultaneously, sequentially, or 
only verbally would support structure-mapping in a 
mathematics lesson based on instructional analogy. They 
found that students’ schema formation was best supported 
when analogs were visible throughout the structure-
mapping. However, sequential presentations of analogs led 
to the lowest performance suggesting that object-level 
encoding of misconceptions interfered with schema 
formation, perhaps due to limitations of EFs (Begolli & 
Richland, 2013). Sequential presentation of analogs may 
place a greater strain on EF resources, potentially revealing 
EF mechanisms responsible for structure-mapping failures.  

This study examines correlations between schema 
formation from sequential presentation of analogs (as in 
Begolli & Richland, 2013) and individual difference 
measures of EF – particularly working memory processes 
(WM; short-term and domain general WM) and inhibitory 
control processes (IC; response inhibition and task 
switching). Working memory is likely to facilitate the 
manipulation of relational systems while holding them in 
mind and IC is hypothesized to decrease distractional 
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elements within these systems, enable disattention to an 
intuitive misconception, and aid in switching between 
relations to derive appropriate schemas.  

This work has the potential to contribute to both the 
theoretical understanding of the role of EFs in successful 
structure-mapping within the ecologically valid context of a 
classroom as well as practical implications for designing 
technology and instruction.  

 
Study: EF and Instructional Analogy 

 
Method 
 
Participants. Participants were 107 5th graders (44 girls) 
drawn from a school with high socioeconomic status, but 16 
students either missed a test or a cognitive measure or both 
due to absences. Ten additional participants were dropped 
from analyses because their pretest scores for procedural & 
conceptual knowledge were at ceiling (100%). The 
maximum number of participants at each test point and 
cognitive measure was included in the analyses (n = 88-81).   
 
Design & Procedure. All participants followed the same 
procedure. Day 1: pretest and individual difference 
measures of EF. Day 2: (2 days later), interactive 
instructional video as the intervention, followed by an 
immediate posttest.  Day 3 (1 week later): delayed posttest 
and an additional EF measure.  
 
Instructional Stimuli. Because the study takes ecological 
validity and the complexity of everyday classrooms as 
serious constraints, a novel methodology was used to derive 
rigorous data that incorporates the complexities of situated 
cognition. The stimuli derived from videotapes of a teacher 
in her classroom, teaching a lesson co-designed with the 
research team (for more detail see Begolli & Richland, 
2013; Shimizu, 2003). The teacher guides students to draw 
connections between three solution strategies to a ratio 
problem (Figure 1 left): subtraction (incorrect), least 
common multiple and division (both correct).  
 Ratio was chosen as an instructional topic for two 
reasons: (a) it is part of the common core standards for 
elementary mathematics instruction and (b) previous 
research has shown that ratio problems prompt diverse 
systematic student responses, useful for charting trajectories 
of reasoning change across the study.  
 
Mathematics Assessment. The assessment was designed to 
assess schema formation and generalization, adapted from 
Begolli & Richland (2013).  Mathematically, the assessment 
included procedural knowledge, procedural flexibility, and 
conceptual knowledge constructs. The constructs were 
conceptually derived from Rittle-Johnson and Star (2009), 
and adapted to core concepts and procedures underlying 
ratio problems. The three constructs were measured through 

multiple items, averaged to derive an overall composite 
score for that particular construct.  
 Procedural Knowledge, Procedural Flexibility, and 
Conceptual Knowledge. The procedural knowledge (PK) 
construct measured whether students could produce 
solutions of familiar and near transfer problems. The 
procedural flexibility (PF) construct measured: (a) students’ 
adaptive production of solution methods, (b) their ability to 
identify the most efficient strategy, and (c) students’ ability 
to identify a novel solution method which was related to a 
taught strategy. The conceptual knowledge (CK) construct 
was designed to probe into students’ explicit and implicit 
knowledge of ratio (see Figure 1).  
 Misconception Usage Score. Misconceptions are 
mistakes that students make, which obstruct learning 
(Smith, diSessa, Roschelle, 1994). Based on a published 
lesson (Shimizu, 2003), pilot and pretest data, a solution 
involving subtraction was expected to be the most common 
misconception (CM) participants would bring to the study. 
For example, in the problem shown in Figure 1, students 
would subtract total shots tried 12 from total shots made 20 
and compare who missed more shots.  The CM score was 
the average number of times a student produced or chose 
subtraction on such problems. This score assessed students’ 
ability to overcome their misconceptions about how to solve 
rate and ratio problems as well as the conditions under 
which students confirm invalid biases.  

 
Figure 1. Procedural/Procedural flexibility problem (left) 
used in the video-lesson and assessments, and conceptual 
problem used in assessments (right). For procedural 
flexibility students were told to solve a problem similar to 
the one on the left using two different strategies. 
 
Measures of Executive Functions. EF measures were 
administered to examine relations between individual 
differences in students’ processing resources and learning 
from the video-lesson.  

Forward and Backwards Digit Span (Administered Day 
1) The Forward Digit Span (FDS; repeat numbers in the 
same order) is a measure of short-term memory (storage), 
whereas the Backward Digit Span (BDS; repeat numbers in 
reverse order) is a measure of domain general WM 
processes (storage + processing). The maximum set of 
numbers recalled twice correctly was used as a dependent 
measure on both the FDS and the BDS.  

Hearts and Flowers. (Day 1) The Hearts and Flowers task 
(H&F) is a version of the Dots task taken from the 
Directional Stroop Battery used to assess EF (adapted from 
Wright & Diamond 2014). This was administered on day 1.  

Students were presented with either hearts (congruent) or 
flowers (incongruent) on each trial (Figure 2). For 

209



3 

incongruent trials, the correct response is aligned with 
students’ natural inclination – “press the button on the same 
side (left or right) as the heart.” For incongruent trials, the 
correct response goes against what comes naturally – “press 
the button on the opposite side (left or right) of the flower.” 
Trials are presented in 3 phases. Phase 1 – congruent trials 
only, phase 2 – incongruent trials only, phase 3 – mixed 
trials presented randomly. 

To perform this task students are expected to hold each 
task in mind (short-term memory), switch between tasks to 
choose the right answer (task switching), and inhibit their 
pre-potent response (see Wright and Diamond, 2014). The 
dependent measure was the difference in time it took to 
respond to a trial when participants had to change the rule 
versus a trial when participants did not have to change the 
rule to respond – known as switch cost response time. 

Stop-Signal Task (Administered Day 3).  The Stop-Signal 
task (SST) measured participants’ response inhibition. 
Students are presented with a fish for 850ms (go stimulus) 
or a fish followed by a manta ray (stop-signal, occurring on 
40% of the trials). Students were instructed to press a button 
(“A” or “L”) to send the fish home (within 850ms) unless 
the Manta Ray appeared, in which case they had to withhold 
from pressing any buttons. The sooner the Stop-Signal 
appears after the go signal, the easier it is to inhibit a 
response – this temporal difference is known as the Stop-
signal Delay (SSD). SSDs are initially short but are 
increased following accurate trials. Final SSD length was 
used as a dependent measure (Bissett and Logan, 2012) 

Analyses. Executive Functions share commonalities, but 
also have diverse functions, for controlling thought and 
behavior (Miyake et al., 2000). To understand whether the 
contribution of each cognitive measure was separable or 
unitary we conducted a principal factor analysis with a 
varimax rotation on all measures (FDS & BDS, H&F, and 
SST; Table 1). Combining measures also reduces task 
specific variance and allows examination on a construct 
level, rather than on an individual task level. The theoretical 
expectation was to derive two distinct factors sharing 
common variance. A WM factor to account for the common 
contribution of short-term and domain general working 
memory processes (comprised of the FDS & BDS) and an 
IC factor accounting for the common contribution of 
response inhibition and task switching processes (comprised 
of the H&F and SST). The results of the factor analyses 
confirmed these predictions with both factors displaying 
similar loadings which explained 65.1% of the total 
variance. The factor scores for the WM and IC factors were 
converted into z-scores for subsequent analyses.      

N = 96 WM Factor IC Factor Mean SD
FDS 0.83 0.01 6.05 1.11
BDS 0.78 0.06 5.36 1.08
H&F 0.15 0.77 110* 169
SSD -0.07 0.82 284 164

% of Variance 33.2% 31.8%
*Median RT used & reported here. H&F and SSD are in ms

Table 1. Factor Loadings and Descriptives 

 

 To examine the contribution of broader WM and IC as 
well as to unpack the contribution of each cognitive process, 
we conducted separate regressions on each mathematics 
construct (PK, PF, CK, and CM) for three models at pretest, 
immediate, and delayed test, summarized in Table 2. 

Model 1 Model 2 Model 3
Dependent

Measure
WM Factor FDS H&F

IC factor BDS SST
Pretest score* Pretest score* Pretest score*

*Only utilized at immediate and delayed posttests.

Math Construct Math Construct Math Construct

Table 2. Regression models conducted in analyses. A separate 
regression was conducted for each mathematics construct

Indicators

 
 The first model examines the role of WM & Inhibition as 
key processes in EF on each mathematical construct 
separately. Model 2 unpacks the role of WM by examining 
the individual contribution of short-term (FDS) and domain 
general WM processes (BDS). Model 3 unpacks the role of 
IC by examining the individual contribution of task 
switching (H&F) and response inhibition (SST). 
 
Results 

Tables 1 and 3 summarize the mean scores of the 
cognitive measures and mathematical constructs. Regression 
results with beta values for all Models on each mathematical 
construct are summarized in Table 4.  

Irrespective of cognitive ability, students improved from 
pretest to immediate and delayed posttest on PK, PF, and 
CK (F > 10, p <.000), but no overall difference on how 
much students’ used the misconception (F =1.04, p =.23). 
But differences in students’ EF may reflect distinct patterns 
in their math outcomes. The remaining results will be 
discussed by presenting the relationship between WM and 
each math construct from Model 1, then we discuss Model 2 
to unpack the contribution of each component within WM, 
Short-Term Memory (FDS) and domain general WM (BDS) 
on each construct. Similarly, we discuss the relationship 
between IC and each math construct from Model 1, and then 
in Model 3, unpack the contribution of Response Inhibition 
(SST) and Task Switching (H&F) within IC.  Effect sizes for 
each component ranged from small (η2 =.02) to moderate 
(η2 =.14). Model 2 and Model 3 analyses were exploratory 
and thus there was no family-wise error correction, however 
the results should be interpreted with caution.  

Procedural 22% (0.25) 48% (0.36) 45% (0.37)
Flexibility 11% (0.12) 27% (0.22) 24% (0.22)

Conceptual 32% (0.27) 43% (0.28) 45% (0.31)
Misconcept. 25% (0.24) 20% (0.23) 23% (0.26)

Table 3. Mean scores per construct, SD in parenthesis.

Pretest (N = 87) Immediate (N = 91 ) Delayed (N = 92)

     

Working Memory. Students’ WM ability does not seem to  
predict pretest performance, though when unpacking the 
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WM factor, BDS performance was positively related with 
higher uses of the common misconception (η2 =.06).  

At immediate test, overall WM ability was positively 
related with conceptual knowledge performance, which 
seems to be largely driven by advantages in students’ FDS 
scores (η2 =.09).   

At delayed test, students’ with higher WM factor scores 
had overall higher outcomes in procedural knowledge (η2 
=.09), procedural flexibility (η2 =.05), and conceptual 
knowledge (η2 =.08). When looking at the individual 
contribution of each WM component, only students with 
higher FDS scores had higher scores in procedural 
knowledge (η2 =.05). While the relationship between 
students with higher BDS scores and conceptual knowledge 
scores was not significant, it suggested a positive trend (p = 
.052; η2 =.05). 

Model 1 WM IC WM IC WM IC
Procedural 4.08 -0.02 2.65 5.70† 8.49** 10.76***
Flexibility 0.70 -0.50 3.68† 3.98† 4.58* 5.30*

Conceptual 0.65 7.18* 6.20* 3.20 6.99* 6.68*
Misconcep. 2.38 3.27 -3.76 -5.26* -3.58 -6.91*

Model 2 FDS BDS FDS BDS FDS BDS
Procedural 3.01 2.14 2.34 0.64 7.18* 3.04
Flexibility 1.18 -0.46 1.55 3.41 2.12 4.15

Conceptual 0.82 -0.63 8.11** 0.03 2.96 5.70†
Misconcep. -3.00 6.32* -3.91 -0.62 -2.62 -1.10

Model 3 SST H&F SST H&F SST H&F
Procedural -3.92 3.85 4.66 3.23 8.01* 6.74*
Flexibility -1.07 0.62 1.94 3.38 5.61* 1.47

Conceptual 5.26† 4.29 2.08 2.84 3.68 5.43†
Misconcep. 4.73† -0.62 -1.86 -5.14* -1.23 -7.41**

Table 2. Beta values from regression models described in Table 1. 

Pretest Immediate Delayed

† p < .10, * p < .05, ** p <.01, *** p < .001

Pretest beta values were always significant, p <.05; not shown here

 

Inhibitory Control. At pretest, students’ with higher 
overall IC scores reflect an advantage only in their 
conceptual knowledge performance (η2 =.07).   

At immediate test, students’ with better IC scores use the 
misconception less (η2 =.05), which is positively related to 
their task switching performance measured by the H&F task 
(η2 =.06).  

At delayed test, students with higher scores in IC display 
an advantage in their procedural knowledge (η2 =.14), 
procedural flexibility (η2 =.07), conceptual knowledge (η2 
=.07) constructs and a reduction in their use of 
misconceptions (η2 =.07). In these cases, students with 
higher SST scores are better in procedural knowledge (η2 
=.07) and procedural flexibility (η2 =.07) . Students with 
higher H&F scores are better in procedural knowledge (η2 
=.06) and use the misconception less (η2 =.08). The 
relationship between IC and conceptual knowledge could be 
driven by students’ task switching performance, though this 
relationship is not significant (p = .057; η2 =.05).  

To help interpret the data from another perspective and 
for illustration purposes, we divided students based on their 

WM & IC scores into high (top 25%), medium (middle 
50%), & low (bottom 25%) performers (Figure 3).  
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Figure 3. Mean scores for Pretest (PT), Immediate (IT) and 
Delayed (DT) tests by WM (left) and IC (right) score.  

The regression results suggest a continuous progression 
between low, medium, and high performers, such that 
students with a 1-point advantage in WM or IC score have 
advantages on their mathematics performance ranging from 
roughly 20%-29% higher than the overall mean.  

A qualitative examination of the WM data suggests that 
this effect is driven by a difference between low and 
medium/high WM performers, with the largest differences 
on the conceptual understanding measures. Procedural 
knowledge has been proposed to be a preliminary step for 
attaining conceptual knowledge, though both reinforce each 
other iteratively (Rittle-Johnson et al., 2001). It appears that 
low WM students show some improvements in their 
procedural and flexible knowledge at immediate test, but 
these gains decrease by delayed test, perhaps reflecting a 
level of procedural knowledge that is insufficient for 
retention, nor for attaining a broader schema for ratio – 
reflected in conceptual understanding measures.  This 
perspective reinforces the role of domain general WM 
processes (in contrast to short-term processes) as critical for 
durable schema formation, but may also indicate that there 
is a certain threshold for WM ability required. Thus students 
must have adequate WM for schema formation, but 
performance may not be affected if their WM ability passes 
this threshold.  

In contrast, a qualitative examination of the IC measures 
lend themselves towards interpreting a more continuous 
relationship between IC ability and students’ mathematics 
outcomes. Students with high and medium IC scores use the 
misconception more before the lesson (pretest M = 28%) 
than after the lesson (delayed M= 19%), while medium IC 
students remain about the same (pretest M = 28%, delayed 
M = 25%). An inverse relationship seems true for low IC 
students (pretest M = 17%, delayed M = 27%). Further 
research is needed in order to clarify the interpretations 
stemming from these exploratory perspectives.  

In sum, both WM and IC predict procedural, flexible, and 
conceptual knowledge at delayed test and IC also predicts a 
reduction in misconceptions. These effects are less apparent 
at immediate test, suggesting that WM and IC may be 
particularly important  for gaining a deeper, more schematic 
understanding of concepts, which in turn may promote 
flexible knowledge and retention of procedures.  Negative 
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correlations between IC and the misconception implies that 
inhibitory processes may be required to reduce 
misconceptions.  

 
Discussion 

This study clarifies the contribution of EF abilities for 
schema formation of mathematics concepts through 
instructional analogies. Many studies have examined the 
relationship between EF and broader mathematics 
achievement (St Clair-Thompson & Gathercole, 2006), but 
there is little work done investigating the specific role of EF 
on learning mathematics through structure-mapping. Unlike 
previous accounts that have shown relationships between 
EFs and structure-mapping (Zelazo et al., 2003; Waltz et al., 
2000; Morrison et al., 2011; Krawczyk et al., 2008; 
Richland & Burchinal, 2012) the pretest, intervention, 
posttest design in combination with the EF measures gives 
insight into the role of specific EFs throughout the trajectory 
of schema-formation by structure-mapping.  

In addition, the WM & IC data align with current views 
that WM & IC are separate processes within EF, each 
explaining distinct variance (Miyake et al., 2000). These 
data reveal that within WM, the short-term and general 
working memory processes share commonalities, but each 
also accounts for distinct variance in an everyday analogical 
learning context. Similarly, within IC, response inhibition 
and task switching share commonalities, but also account 
for distinct variance in learning from analogy. 

The results reveal that broader WM and IC processes 
predict learning in this instructional context. Both WM and 
IC predicted the retention of procedural knowledge, 
procedural flexibility, and conceptual knowledge, and IC 
also predicted the reduction of students’ use of the 
misconception, reflected by delayed test results. EF 
resources (WM and IC) may matter most for durable 
schema formation, while their effect may be less evident for 
short-term learning, as evidenced by their more limited 
prediction of performance at immediate test.  

In the short term, it seems that the relationship between 
WM and conceptual knowledge is largely influenced by 
short-term memory processes, whereas the relationship 
between students’ use of misconceptions and their IC ability 
seems to be driven by students’ task switching performance. 
A possible explanation is that in the structure mapping 
process, short-term memory processes facilitate the 
representation of systems of relations, whereas task 
switching processes (which include inhibition) help 
reasoners attend to structural dissimilarities between these 
systems. However, at immediate test, it may be hard to 
distinguish between recency effects/object-level encoding 
and successful schema formation, which could also obstruct 
from understanding the role of WM and IC (and/or 
individual functions within WM and IC) in the long term. 
Thus, examining delayed test results provides better data on 
the role of WM and IC on successful structure-mapping.  

A closer inspection of delayed tests results suggests that 
WM and IC components have the most predictive power 

when considered in tandem, as their individual contributions 
wane when considered separately. In terms of WM 
components, short-term storage seems to be related to only 
procedural knowledge, whereas general WM seems 
somewhat related to the attainment of conceptual 
knowledge, though not significant perhaps due to low power 
(p = .052).  

A closer examination of separate IC processes allows for 
hypothesis generation about the specific EF resources and 
their relations to learning.  While these data should be 
interpreted with caution, the data patterns suggest that 
students that are better on the response inhibition task (SST) 
have higher procedural knowledge and are more flexible 
with procedures. Further, students who perform better on 
task switching (H&F) continue to use misconceptions less – 
and there is somewhat of a relationship between task 
switching and conceptual knowledge, though only 
marginally significant (p = .057).  

In light of delayed test data, it appears that short-term 
memory processes (FDS) may be important for initial 
schema-formation and for later recall of the appropriate 
procedures, whereas general WM processes as measured by 
the BDS are more important for long-term generalizable 
knowledge. Perhaps students with better FDS scores had 
greater resources to represent the systems of relations during 
the structure-mapping processes, but only those students 
with better BDS scores were able to re-represent these 
systems for appropriate alignment and mapping between the 
source and target relations, leading to a more durable 
schema.  

On the other hand, students who were better at response 
inhibition (SST) and task switching (H&F) may not notice 
their advantage immediately, but these processes may be 
crucial for long-term schema formation.  It could be the case 
that better response inhibition during the structure-mapping 
process aids students’ WM to attend to appropriate 
representations by reducing interference from competing 
and inappropriate representations (in this case ratio concepts 
over subtraction – the common misconception). Thus, 
leading towards increased procedural knowledge and 
flexibility. Another interpretation, though not mutually 
exclusive, is that response inhibition is responsible for 
reducing competing representations and selecting the correct 
representation at the time of the assessment 1-week later 
(though this may also imply reductions in the use of 
misconception, not reflected in the data).  

It appears that task-switching processes operate at a 
higher level such that at every switching point, response 
inhibition may be required to select the appropriate task. 
This process seemed likely to lead towards an increase in 
conceptual understanding and a reduction of 
misconceptions. A possible explanation is that in order to 
identify relations that structurally align in the source and 
target representations the reasoner has to repeatedly switch 
between these representations while inhibiting distracting 
information in order to successfully map their structural 
relations.  Overall, the data from WM and IC measures align 
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with previous neurological and behavioral data, and 
computational models suggesting a similar role for 
inhibitory control (e.g. LISA; Morrison et al., 2011; Zelazo 
et al., 2003; Waltz et al., 2000; Morrison et al., 2011; 
Krawczyk et al., 2008; Richland & Burchinal, 2012).). 
Previous behavioral data have suggested that increases in 
relational complexity within analogs would place a higher 
demand on children’s EF resources (Halford et al., 2002). 
Also, populations with compromised EF resources (e.g., 
damaged PF cortex) or strained EFs (students performing 
dual-tasks during structure mapping; Waltz et al., 2000), and 
younger children (Richland et al., 2006) are more likely to 
fail at structure-mapping. Broader EF and IC at 54-months 
have been found to predict analogical reasoning at age 15 
(Richland & Burchinal, 2012). Thus, there is mounting 
evidence converging on the importance of WM and IC as 
underpinnings of analogical reasoning.   

In sum, in an ecologically valid learning context, our data 
provide evidence that individual differences in EF may 
impact whether students successfully benefit from a 
structure-mapping opportunity comparing a misconception 
to correct solutions. Teachers wishing to confront students’ 
misconceptions, thus, may be helping students with high EF 
resources while harming those with low EF resources when 
sequentially presenting these analogs in their lessons. 
Simultaneous presentations of analogs may reduce the 
disparity in schema-formation due to individual differences 
in EF, but this remains to be tested.   
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Abstract 

Current psychological accounts of causal representation and 
reasoning do not capture phenomena related to causation by 
omission (e.g., “The absence of breathing causes death”), 
with one exception (Wolff, Barbey, & Hausknecht, 2010). We 
describe a novel theory of omissive causation that posits that 
people build discrete mental simulations – mental models – of 
causal relations (Goldvarg & Johnson-Laird 2001). The 
theory states that causes by omission refer to a set of 
temporally ordered models of possibilities. Reasoners tend to 
focus on only one of those models, i.e., the possibility in 
which breathing does not occur and death subsequently does. 
Likewise, the theory posits that reasoners distinguish between 
omission in the context of causation, enabling conditions, and 
prevention. We describe some initial predictions made by the 
model-based account, contrast it with an alternative 
psychological theory based on the transmission of causal 
forces, and set out directions for further research. 

Keywords: omissions; absences; causal reasoning; mental 
models; negative events; double prevention  

Introduction 
A woman from Cincinnati, Ohio, was recently awarded 

$1.2 million in a malpractice suit (Hunt, 2014). The jury 
found her doctor guilty of malpractice concerning his 
negligence in adequately diagnosing her abdominal pain. 
Her doctor did not give her a CT scan until she was 
critically ill, i.e., suffering from acute respiratory distress 
syndrome. The jury concluded that not diagnosing her 
illness in a timely manner had a permanent, debilitating 
effect on the woman’s life: she is unable to move without a 
walker as a result of her breathing difficulty. 

 When a doctor is a defendant in malpractice litigation 
concerning negligence, the central issue concerns omissive 
causation: did a failure to perform one or more actions 
adversely affect the doctor’s patient? Omissive causation, 
more generally, concerns a causal link between a failure of 
an event to occur and the consequences of that failure (see 
Paul & Hall, 2013). Issues concerning causation by 
omission are prevalent in healthcare, public policy, and 
legal fields (Ferrara, 2013), where the costs of a failure to 
act have monetary and legal consequences. The ontological 
issues undergirding those discussions are a topic of 
controversy among philosophers, who are concerned with 
the peculiar sorts of problems that omissive causation 
generates. Omissions are deeply problematic when treated 
within standard theoretical frameworks for understanding 
causation. The problems are so severe that some 
philosophers have even suggested carving up causation into 
two distinct concepts in order to accommodate omissions 
(Hall, 2004). The problem vexes psychological and 

cognitive theories of causation too, and few researchers 
have tackled the subject either experimentally or 
theoretically. 

Our goal is accordingly to develop a new theory of 
causation by omission. We begin by reviewing the 
philosophical and psychological challenges that omissive 
causation presents, and describe a recent theory based on the 
transmission of causal forces that was designed to overcome 
some of those problems (Wolff, Barbey, Hausknecht, 2010). 
In light of some dilemmas facing the force theory, we 
describe an alternative account of causation based on mental 
models. Mental models represent possible states of the 
world, observed or imagined (Goldvarg & Johnson-Laird, 
2001). Our theory relies on the assumption that people build 
discrete mental simulations to understand causal relations 
(Khemlani, Barbey, & Johnson-Laird, 2014), and we apply 
that analysis to issues concerning omissive causation. We 
derive several predictions of our account and contrast them 
with those from the force theory. Finally, we end with a 
discussion of outstanding issues and plans for future 
research that may further differentiate our new account from 
the force theory and other competitors. 

Omissive causation in philosophy 
Philosophical theories of causation fall into two distinct 

categories: dependency theories and process theories. 
Dependency theories interpret causation as concerning 
statistical (Skyrms, 1980), counterfactual (Lewis, 1973), 
logical, or structured probabilistic (Halpern & Pearl, 2005) 
dependencies. In counterfactual dependency models, for 
example, A causes B is equivalent to the following 
counterfactual assertion: if A hadn't occurred, then B 
wouldn't have occurred. Process-theoretic approaches, in 
contrast, treat causation as being understood by way of 
contact and transfer of quantity, such as energies, forces, 
and masses (Dowe, 2000; Salmon, 1994). Process theories 
often make specific claims about the vehicle or mode of 
causation, whereas many dependency theories do not. 

Both dependency and process theories of causation have 
trouble accounting for omissive causation. The most glaring 
issue for process theorists is that there can be no transfer of 
quantity in the case of an omission. For example, consider 
the following vignette (adapted from Paul & Hall, 2013): 

 
1. Billy decides not to take any medicine and falls ill. 
 

It seems as if Billy’s refusal to take medicine is the cause of 
his illness. But there does not appear to be any energy, 
force, or mass that is conserved or transferred between the 
subject and the object of the causal relation. 
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As dependency theories do not make claims about the 
mode of causation, omissions can be causes. An omission 
can be interpreted as a probability, a counterfactual 
situation, a logical relation, and so forth. The trouble with 
adopting this kind of ecumenism is that it overprescribes 
causes in a manner at odds with intuitions. Consider the 
following vignette: 

 
2. You come home after a business trip to find your 

rosebushes desiccated and ruined. You learn from 
your neighbor that your gardener did not show up 
to water the plants. 

 
Our intuitions might suggest that the gardener caused the 
flowers to die by not showing up to do his job. And indeed, 
the causal relationship is transparent in light of the 
counterfactual dependency theory, in which the following 
analysis is felicitous: if the gardener had done his job, your 
flowers would not have died. What about your neighbor? 
She too could have watered the flowers and prevented them 
from dying. Is her omission a cause of the flowers dying? 
Perhaps it is, but perhaps not. Philosophical theories based 
on dependencies lack an appropriate mechanism to restrain 
causation from being applied liberally in cases of omission. 
McGrath (2005) observes that dependency theories predict 
far more causation by omission in the world than instances 
of active causation. There are no widely adopted solutions 
to this problem of profligate omissive causes. Recent 
theorists have augmented dependency theories with 
normative considerations to determining the most intuitive 
cause of an outcome with multiple putative causes, 
following suggestions originally made in Hart and Honoré 
(1985). For example, a counterfactual dependency theory 
that imported normative principles might posit the following 
extension: “in the absence of abnormal conditions, if A 
hadn’t occurred, then B wouldn’t have occurred” (Halpern 
& Hitchcock, 2014). Just what constitutes normality may be 
a deeper and more elusive concept. We turn next to 
psychological treatments of causation and omissive 
causation. 

Psychological theories of causation 
For philosophers, a productive theory of causal reasoning 

and omissive causation is one that can characterize the states 
in the world that correspond to causal scenarios. For 
cognitive scientists and psychologists, the focus is on how 
human minds grasp and manipulate causal relationships. 
The enterprise is descriptive rather than prescriptive. A 
fundamental psychological assumption is that mental 
resources are finite. Accordingly, it is impossible for 
reasoners to consider the infinitude of omissive and 
incidental causal judgments that may be possible granted 
certain ontological commitments, just as it is impossible for 
people to represent quantified expressions, e.g., “All the 
morticians are venal”, as sets of infinite elements, and sets 
of those sets (Partee, 1979). Psychological theories of 
causation accordingly focus on how people mentally 

represent, compose, and reason with causal relations given a 
limited cognitive bandwidth. The kind of causal profligacy 
that follows from philosophical dependency theories in the 
case of omissions does not vex psychologists. Instead, the 
challenge in psychology is to solve the inverse problem of 
deciding what information reasoners take into account when 
deducing or inducing a causal relation and how they go 
about representing and reasoning about such relations.  

Psychologists disagree about the mechanisms and 
representations that underlie causal reasoning (Sloman & 
Lagnado 2015). Like philosophers, some psychologists 
align with dependency theorists insofar as they focus on 
causal model structure (Sloman et al., 2009) and mental 
models of possibilities (Goldvarg & Johnson-Laird, 2001). 
Others are more akin to process theorists, and appeal to the 
transmission of force to explain causal reasoning (Wolff, 
2007). 

Perhaps because of the pressing challenge of reconciling 
omissive causation with the transmission of causal forces, 
Wolff and his colleagues proposed the only known 
psychological account of omissive causation (Wolff et al., 
2010), an extension of an augmented process theory of 
causation called the force theory (Wolff, 2007). We describe 
the theory and its account of omissive causation in the 
following sections. 

The force theory 
The force theory posits that individuals build mental 
simulations of interacting entities. The theory represents 
their interactions as vectors between an affector (usually the 
subject of a causal assertion), a patient (usually the object of 
the assertion), and an end state (the causal effect of the 
affector on the patient). The vectors represent directions and 
magnitudes of interacting causal forces based on three 
parameters: i) the tendency of the patient towards an end 
state; ii) the amount of concordance between the affector 
and the patient; and iii) progress toward the end state. 
Consider the following causal statement: 

 
3. Beard trimmings caused the sink to clog up. 

 
In the force theory, the affector would be the trimmings, the 
patient would be the sink, and the end state would be the 
clogged state of the sink. In the absence of the trimmings, 
the sink has no tendency to be clogged. The trimmings acted 
against the sink being open (and not in concordance) and the 
sink ended up clogged as a result of the trimmings. The 
three parameters used to build vector representations would 
be parameterized for (3) as follows: i) there is no initial 
tendency of the sink towards the state of being clogged; ii) 
there is no concordance between the sink and the trimmings; 
and iii) the trimmings move the sink towards the state of 
being   clogged.    This   parameterization   yields   a   vector 
diagram as depicted in Figure 1a. Other causal relations, 
such as enabling conditions and prevention, rely on different 
permutations of the forces described (Wolff, 2007). For 
example, the prevention relation is depicted in Figure 1b. 
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that a PREVENT relation must first exist between B and C, and
then A can act on B in such a way that B’s force is removed. The
intuition behind this can be illustrated with a real-world example
of double prevention, namely, pulling a plug to allow water to flow
down the drain. This sequence of PREVENTS begins with the
plug (B) preventing the water (C) from draining (that is, the
second premise in a double prevention). Then, someone (A)
prevents B by pulling the plug, that is, removing B’s force on
C. Note that when A pulls B, A opposes not just the force
associated with B, but also the force associated with C, that is,
the resultant of the B and C forces (the plug and the water).
Thus, in the case of double prevention, the resultant of the
second premise (CB), which is computed first, serves as the
patient vector in the first premise (BCB).

The way forces are transmitted in a double prevention can be
illustrated in a different way based on the chain depicted in Figure 4.
In the beginning of the animation depicted in Figure 4, C approaches
the line. B then approaches C and prevents it from crossing the line.
The middle panel shows A pulling B away. In the panel on the far
right, with the removal of B, C crosses the line. The forces involved
in the animation shown in Figure 4 are depicted in Figure 5.

On the left side of Figure 5 is a picture of the first frame of the
animation. The long arrow above C (pointing to the left) represents
the force imparted on C by B, whereas the short arrow above C
(pointing to the right) represents C’s tendency to cross the line.
The resultant force acting on C—the dotted arrow pointing to the
left—prevents C from continuing to move toward the line. The long
arrow above B (pointing to the right) represents the force imparted
on it by A, whereas the short arrow above B represents the
resultant of the forces acting on C. Note that the force of A acting
on B does not oppose the force associated with B alone. The force
from A, in a sense, gets some help in moving B from the force C
imparts on B. Hence, the force from A opposes the resultant of the
forces associated with B and C.

Immediately to the right of the picture in Figure 5 is a pair of
free-body diagrams depicting the same configurations of forces
shown in the frame of the animation, this time arranged vertically.

The free-body diagram at the top depicts the configuration of
forces acting on B. The free-body diagram below depicts the
configuration of forces acting on C. The vertical arrow connecting
the resultant vector in the second configuration with the patient
vector in the first configuration highlights the fact that the resultant
is transferred from one configuration to the next. As discussed
above, in chains of PREVENT relations, the resultant of the
second PREVENT configuration serves as the patient vector in the
first PREVENT configuration.

Generating a Conclusion

Regardless of how the force configurations are combined, the
manner in which an overall conclusion is generated is the same. As
depicted in Figure 6, the affector in the conclusion is the affector
from the first premise (A); the endstate in the conclusion is the
endstate from the previous premise (E); and the patient in the
conclusion is the resultant of the patient vectors in the premises
(B!C).1

ALLOW Relations

In the preceding discussion, we reviewed how double preven-
tions entail the removal of a force and, as a consequence, how they
may underlie people’s representations of causation by omission.
Following the lead of McGrath (2003), we propose that double
preventions can be expressed not only as causations by omission,
in which the affector is absent, but also as ALLOW and CAUSE
relations in which an affector is present. For example, consider
again the double prevention involved in pulling a plug and letting
water run down a drain. One way we could describe the event is in
terms of causation by omission: lack of a plug allowed the water
to drain. Alternatively, we could describe the event in terms of the
entity that prevented the prevention: Jack allowed the water to
drain or Jack caused the water to drain (by pulling the plug). In
other words, double preventions can be described in terms of either

1 As noted earlier, according to counterfactual theories of causation, the
statement A causes C holds if it is the case that if A had not occurred, C
would not have occurred. Such counterfactuals can be evaluated using
vector representations. To simulate the event of what would have happened
if A had not occurred, all that we need to do is sum all of the vectors in the
causal chain, except for the A vector, and then compare this vector with the
endstate vector to determine whether the result occurs. Such a resultant is
the same as the patient vector in the conclusion as specified by the force
theory; hence, the patient vector in the conclusion makes it possible to
evaluate the counterfactual that, according to many theories, is essential to
determining causation (see Lewis, 1973, 2000).

CAUSE                       HELP / ENABLE / ALLOW                            PREVENT 

A P R E P A R E P A R E 

Figure 1. Configurations of forces associated with CAUSE, HELP/ENABLE/ALLOW, and PREVENT; A "
the affector force; P " the patient force; R " the resultant force; E " endstate vector, which is a position vector,
not a force.

CAUSE/CAUSE (A/B caused C to cross the line.) 

A B C 

Figure 2. The animation begins with all of the cars stationary. A begins
moving first. It hits B, sending B into C, which then moves over the line.
The animation can be summarized by the sentence A caused C to cross the
line.
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associated with B, but also the force associated with C, that is,
the resultant of the B and C forces (the plug and the water).
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second premise (CB), which is computed first, serves as the
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the line. B then approaches C and prevents it from crossing the line.
The middle panel shows A pulling B away. In the panel on the far
right, with the removal of B, C crosses the line. The forces involved
in the animation shown in Figure 4 are depicted in Figure 5.
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animation. The long arrow above C (pointing to the left) represents
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(pointing to the right) represents C’s tendency to cross the line.
The resultant force acting on C—the dotted arrow pointing to the
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arrow above B (pointing to the right) represents the force imparted
on it by A, whereas the short arrow above B represents the
resultant of the forces acting on C. Note that the force of A acting
on B does not oppose the force associated with B alone. The force
from A, in a sense, gets some help in moving B from the force C
imparts on B. Hence, the force from A opposes the resultant of the
forces associated with B and C.

Immediately to the right of the picture in Figure 5 is a pair of
free-body diagrams depicting the same configurations of forces
shown in the frame of the animation, this time arranged vertically.

The free-body diagram at the top depicts the configuration of
forces acting on B. The free-body diagram below depicts the
configuration of forces acting on C. The vertical arrow connecting
the resultant vector in the second configuration with the patient
vector in the first configuration highlights the fact that the resultant
is transferred from one configuration to the next. As discussed
above, in chains of PREVENT relations, the resultant of the
second PREVENT configuration serves as the patient vector in the
first PREVENT configuration.

Generating a Conclusion

Regardless of how the force configurations are combined, the
manner in which an overall conclusion is generated is the same. As
depicted in Figure 6, the affector in the conclusion is the affector
from the first premise (A); the endstate in the conclusion is the
endstate from the previous premise (E); and the patient in the
conclusion is the resultant of the patient vectors in the premises
(B!C).1
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tions entail the removal of a force and, as a consequence, how they
may underlie people’s representations of causation by omission.
Following the lead of McGrath (2003), we propose that double
preventions can be expressed not only as causations by omission,
in which the affector is absent, but also as ALLOW and CAUSE
relations in which an affector is present. For example, consider
again the double prevention involved in pulling a plug and letting
water run down a drain. One way we could describe the event is in
terms of causation by omission: lack of a plug allowed the water
to drain. Alternatively, we could describe the event in terms of the
entity that prevented the prevention: Jack allowed the water to
drain or Jack caused the water to drain (by pulling the plug). In
other words, double preventions can be described in terms of either

1 As noted earlier, according to counterfactual theories of causation, the
statement A causes C holds if it is the case that if A had not occurred, C
would not have occurred. Such counterfactuals can be evaluated using
vector representations. To simulate the event of what would have happened
if A had not occurred, all that we need to do is sum all of the vectors in the
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endstate vector to determine whether the result occurs. Such a resultant is
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195HOW ABSENCES CAUSE EVENTS

a. b.  
Figure 1. a.) The vector diagram (adapted from Wolff et al., 2010) 
depicting the causal relationship described in (3). The patient force P (the 
sink), is pointing in opposite direction from the end state position, E (being 
clogged), which indicates that the sink has no tendency towards being 
clogged. The affector force A (the trimmings) is combined with P to yield a 
resultant vector, R, which shows that A moves P towards the end state. 
When reasoners build up the R vector, they can conclude that because of 
the trimmings, the sink will eventually get clogged. b) The vector diagram 
depicting a prevention relationship, as in: The trimmings prevented the sink 
from being open. This situation is analogous to the causal one, except that 
the initial force of the patient (the sink) is towards the end state (being 
open), and the affector acts to reverse that tendency.  
 

The force theory’s account of omissions is that they are 
embedded within double preventions:  

 
“…absences are causal when the removal or nonrealization of an 
anticipated force leads to an effect. …consider a situation in which a 
car is held off the ground by a jack. A man pushes the jack aside—
removing the force holding up the car—and the car falls to the 
ground. This situation instantiates a type of causation by omission, as 
indicated by the acceptability of the description ‘The lack of a jack 
caused the car to fall to the ground.’ …[We propose] that causation 
by omission is always embedded within a double prevention and that 
it names the relationship between the second and third entities 
involved. In double preventions, the second entity is removed, and so 
the relationship between the second and third entities concerns what 
happens to the third entity in the absence of the second entity.” 
(Wolff et al. 2010, p. 193)  
 

That is, the force theory interprets causation by omission, as 
in the absence of A causes not-B, as X prevents A and A 
prevents B. Concordant accounts of omissive causation by 
double prevention exist in philosophy (Collins, 2000; Dowe, 
2001; Hall, 2000, 2004). Two elements distinguish the force 
theory, however: first, it incorporates double prevention into 
a theory concerning the transmission of force, and second, it 
provides an explanation of how to compose two force-based 
prevention relationships to yield an omissive causation 
relation. The theory predicts that some instances of omissive 
causation should yield an arrangement of forces akin to a 
causal relation, and other instances should yield an 
arrangement of forces akin to an enabling condition (see 
Wolff et al., 2010, p. 198).  

The force theory is unique in its proposal to capture 
omissive causation. But it faces two overarching challenges. 
First, the theory assumes that omissive causation is a result 
of “the removal or non-realization of an anticipated force” 
(see above). The force theory assumes an anticipated force, 
X, in the double prevention: X prevents A and A prevents B. 
That anticipated force may be easy to identify in physical 
examples, such as the one the authors offer concerning the 
jack and the car. It is much more difficult to identify 
anticipated forces such as in the medical malpractice 
example given in the introduction. To apply the force theory 
to the scenario, a prior force must be assumed and removed 
to cause the patient to suffer. One would have to interpret 
the mental state of the doctor, or the professional obligations 

of his job, or the Hippocratic oath to help those who need it, 
as a force vector along with the forces at play as a result of 
his professional acumen. The theory also has trouble dealing 
with the vignette provided in (1) concerning Billy’s refusal 
to take his medicine. It is not clear how to annotate the 
vectors with appropriate magnitudes: we might amend the 
scenario such that Billy merely forgot to take his medicine 
or else that he was strongly inclined against taking his 
medicine. The latter implies a larger magnitude, but it does 
not change our intuitive expectations over Billy’s sickness. 
He does not get more or less sick depending on the reasons 
for not wanting to take his medicine. The theory would need 
to appeal to extra-theoretical mechanisms to solve the 
problem of magnitude assignment (pace Wolff et al., 2010, 
p. 214). The application of the theory to abstract domains, 
particularly those involving social interactions, may conflate 
reasons with causes (Davidson, 1963). 

A second challenge is that the force theory’s mechanisms 
for composing double preventions yield a curious result: 
omissive causes can be interpreted as enabling conditions 
(“allowing” relationships). As the theory predicts: “in the 
absence of clear knowledge of the magnitudes, double 
preventions will be most naturally described as ALLOW 
relations” (Wolff et al., 2010, p. 198), and the authors 
present evidence that corroborates the prediction. But 
consider again the case of omissive causation in (1). 
Because the vignette does not include any mention of force 
magnitudes, the force theory should predict that reasoners 
might conclude that Billy’s refusal to take his medicine 
allowed him to fall ill. But the conclusion strikes us as too 
weak and permissive. Billy’s refusal did not allow his 
sickness; his refusal caused it. 

As a result of these concerns, we developed an alternative 
theory account of omissive causation based the construction 
and manipulation of mental models (Goldvarg & Johnson-
Laird, 2001). The theory shares an underlying assumption 
with the force theory: reasoners build, compose, and inspect 
mental simulations when reasoning about causal scenarios. 
But it posits that instead of representing forces and 
magnitudes, reasoners represent discrete possibilities. 
Furthermore, it does not base omissive causation on double 
prevention. In the next section, we describe the general 
tenets of the theory and how it handles omissive causation. 

Mental models and omissive causation 
The mental model theory of reasoning – the “model” 

theory, for short – pertains to reasoning across many 
domains, including reasoning about temporal, spatial, 
causal, and abstract relations (Goldvarg & Johnson-Laird, 
2001; Goodwin & Johnson-Laird, 2005) and reasoning 
based on sentential connectives, such as if, or, and and 
(Johnson-Laird & Byrne, 1991). The theory is built on three 
main principles (Johnson-Laird, 2006): 

 

1. Mental models represent possibilities: a given assertion refers to 
a set of discrete possibilities that are observed or imagined. 

2. The principle of iconicity: Mental models are iconic as much as 
possible: the model’s structure is isomorphic to the structure of 
what it represents (see Peirce, 1931-1958, Vol. 4). But, models 
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can also include abstract symbols, e.g., the symbol for negation 
(Khemlani, Orenes, & Johnson-Laird, 2012). 

3. The principle of truth: mental models represent only what is 
true and not what is false. More models mean more processing 
difficulties – reasoners make errors more frequently and take 
longer to draw conclusions when they need to keep multiple 
models in mind to solve a problem. And they overlook 
possibilities that render a given statement false. 

 

The model theory distinguishes between mental models – 
models of an assertion that represent only those possibilities 
that render the assertion true – and fully explicit models – 
those that include additional possibilities that capture 
situations in which the premises are false. We focus on the 
model theory’s application to causal reasoning (Goldvarg & 
Johnson-Laird, 2011). The theory distinguishes between 
different causal relations – such as cause, enable, and 
prevent – by positing that those relations refer to distinct 
sets of possibilities, i.e., distinct fully explicit models. 
Consider a causal assertion such as: Spraying a flower with 
acid causes it to die. The theory proposes that the assertion 
refers to a conjunction of three separate fully explicit 
models of possibilities, depicted in the following schematic 
diagram: 
   acid  death  
   ¬ acid  death 
   ¬ acid ¬ death 
 
The rows in the diagram represent different temporally 
ordered possibilities, and ‘¬’ is the symbol for negation 
(Khemlani et al., 2012). That is, the first row represents the 
situation in which a flower is sprayed with acid and dies; the 
second row represents a situation in which a flower is not 
sprayed with acid and dies for some other reason, and the 
third row represents a situation in which a flower is not 
sprayed with acid and lives. The model theory rules out 
those situations in which the flower is sprayed with acid and 
does not die. Reasoners list those three possibilities above 
for such assertions (Goldvarg & Johnson-Laird, 2001, 
Experiment 1). However, maintaining three mental models 
in memory can be difficult, and so the theory asserts that 
reasoners tend to build mental models, i.e., models in 
accordance with the principle of truth. The mental model of 
the assertion concerns only the first possibility: 
 
   acid  death  
 
Reasoners can flesh out the other possibilities, but do so 
only when prompted to, and so they err systematically as a 
result representing mental models and not fully explicit 
models (Goldvarg & Johnson-Laird, Experiment 3). An 
accurate combination of two mental models refers to the 
Cartesian product of the fully explicit models (Ibid., p. 580). 
Hence, an accurate combination of A causes B and B causes 
C refers to the following models: 
 
   A  B  C 
  ¬ A  B  C 
  ¬ A ¬ B  C 
  ¬ A ¬ B ¬ C 

Consider an enabling assertion such as the following: 
Exposing a flower to sunlight enables it to bloom. The 
model theory posits that it refers to a different conjunction 
of possibilities: 
 
   sunlight  bloom  
    sunlight ¬ bloom 
   ¬ sunlight ¬ bloom 
 
This is to say that exposure to sunlight enables a flower to 
bloom is to allow that the flower may not bloom in the 
presence of sunlight, e.g., the situation in which the flower 
was frozen in a block of ice. The enabling condition is 
inconsistent with the possibility in which the flower blooms 
in the absence of sunlight. Just as with causal assertions, 
reasoners do not tend to build fully explicit models of 
enabling conditions. Instead, they consider only the first 
possibility: 
   sunlight  bloom  
 

The mental models of causes and enabling conditions are 
precisely the same, e.g., the mental models of Event A 
causes event B and Event A enables event B are: 

 
   Event-A  Event-B  

 
What distinguishes the two assertions are the fully explicit 
models to which they refer. Hence, the theory predicts that 
individuals should often fail to distinguish enabling from 
causing. Evidence corroborates the failure (Goldvarg & 
Johnson-Laird, 2001, Experiment 5). 

Prevention in the model theory, e.g., Acid prevents a 
flower from blooming, is interpreted in a manner equivalent 
to Acid causes the flower not to bloom. Hence, models are 
built by tagging antecedent events with symbols for 
negation: 
   acid ¬ bloom  
   ¬ acid ¬ bloom 
   ¬ acid  bloom 
 
and the mental model of a prevention condition is 
accordingly: 
   acid ¬ bloom  

 
Given the distinctions in meaning between causal 

relations, how might the model theory account incorporate 
causation by omission? We present our proposal in the next 
section. 

Negative events and models of causation 
We extend the model theory of causal reasoning with the 
following principle: 
 

The principle of negative events: reasoners interpret 
absences and omissive causes as negative events by 
tagging models of the antecedent with explicit 
negations. 
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Negative events are controversial concepts in philosophy, 
because while positive events occur in a specific 
spatiotemporal frame, negative events do not (Paul & Hall, 
2013, p. 178). But negative events are viable in psychology, 
because adduced evidence suggests that reasoners interpret 
negations systematically (see Khemlani et al., 2012, for a 
review). They may be detected as a result of a violation of 
an expectation, or they may be interpreted by information 
explicitly marking the negative event, as in examples (1) 
and (2) above, or by using phrases such as, “Not doing X 
causes Y”, and “The absence of X causes Y”, and “The lack 
of X causes Y”. 

The principle we posit distinguishes between omissive 
causations, omissive enabling conditions, and omissive 
prevention conditions. Consider the following assertion: Not 
providing a flower with light causes it to die. The assertion 
is similar to its causal counterpart above, except that it 
concerns a negative event, and so the theory posits that its 
fully explicit models are as follows: 

 

  ¬ light  death  
    light  death 
    light ¬ death 
 

The assertion accordingly refers to three situations: one in 
which the flower gets no light and dies, one in which the 
flower gets light and dies, and one in which the flower gets 
light and does not die. Its mental models are similarly: 
 

  ¬ light  death  
 

In contrast, an omissive enabling condition, such as, Not 
spraying a flower with acid enables it to bloom, refers to a 
different set of possibilities: 
 
  ¬ acid  bloom  
   ¬ acid ¬ bloom 
    acid ¬ bloom 
 
The only possibility that renders the statement false is one in 
which a flower is sprayed with acid and then blooms. The 
assertion’s mental models are: 
 
  ¬ acid  bloom  
 
The mental models reveal that, just as in positive cases, 
omissive causes are often conflated with omissive enabling 
conditions, because the mental models of The absence of A 
causes B and The absence of A enables B are identical, 
namely: 
  ¬ A  B  
 
So the model theory concurs with the prediction of the force 
theory that reasoners often interpret omissive causes as 
omissive enabling conditions. However, the model theory is 
unique in classifying such interpretations as errors. In other 
words, the theory posits that a given causal assertion about 
omission concerns a causal, an enabling, or else a 
prevention relationship. Reasoners who conflate them do so 
erroneously. 

Finally, an omissive prevention condition holds for 
assertions such as, The absence of light prevents a flower 
from blooming. Its fully explicit models are: 
 
  ¬ light ¬ bloom  
    light ¬ bloom 
    light  bloom 
 
and its mental models are: 
 
  ¬ light ¬ bloom  
 

The fully explicit models of omissive prevention 
demonstrate a stark difference between the model theory 
and the force theory. In the force theory, omissive causation 
is equivalent to double prevention. The model theory does 
not interpret omissive causation as double prevention, and 
so, unlike the force theory, it need not commit to 
assumptions about anticipated forces or entities not 
mentioned in the premises. Moreover, omissive causation 
and double prevention refer to distinct sets of models, i.e., 
they concern different relationships and allow for different 
possibilities. We illustrate the difference using the jack and 
car example introduced by Wolff et al. (2010). They 
propose that a double prevention scenario can be interpreted 
as follows: something prevents the jack from operating (X 
prevents A), and the jack prevents the car from falling (A 
prevents B). The Cartesian product of the two assertions 
yields the following models: 

 
   X ¬ A ¬ B 
   X ¬ A  B 
  ¬ X ¬ A ¬ B 
  ¬ X ¬ A  B 
  ¬ X  A ¬ B 
  
If we disregard the assumed anticipated cause, X, and 
combine the redundant models, then the theory posits that 
double prevention refers to the following possibilities: 
 
  ¬ A ¬ B  
  ¬ A  B  
   A ¬ B  
 
In contrast, the model theory’s treatment of omissive causes 
refers to the following models: 
 
  ¬ A  B  
    A  B 
    A ¬ B 
 
The theory accordingly distinguishes between double 
prevention, omissive causation, omissive enabling 
conditions, and omissive prevention. It predicts that 
reasoners should conflate causes and enabling conditions, 
but that they do so in error. And it eschews the composition 
and representation of causal forces as well as ancillary 
assumptions of causal agents by interpreting omissions as 
negated events. 
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General discussion 
Omissive causes vex both philosophers and psychologists, 

and all but one of the extant psychological theories of 
causation have not addressed the issue. We propose a new 
model-based theory that interprets omissive causation (e.g., 
"The absence of breathing causes death") as causation in 
which the antecedent is negated (e.g., "not breathing"). The 
theory we posit distinguishes three sorts of omissive 
relationship: omissive causation, omissive enabling 
relations, and omissive prevention. Each of the three 
relations refers to a set of fully-explicit models, but 
reasoners often only represent one of those models: the 
mental model. And so the theory predicts that while 
reasoners can separate the different relations, they often 
erroneously conflate omissive causal relationships and 
omissive enabling conditions. Unlike alternative theories 
based on the transmission of force (Wolff et al., 2010), the 
model theory posits that individuals reason on the basis of 
discrete representations, and that they do not interpret 
omissive causation as double prevention. 

Given the diverging predictions of the two theories, it is 
imperative to test between them in future studies. We 
identify three potential empirical approaches for 
adjudicating between the two theories. First, the model 
theory assumes that people represent absent and omissive 
causes as negative events, and so reasoners should treat 
negative events as being part of a spatiotemporal frame. 
They happen in a particular representational context: the act 
of "not spraying a flower with acid" reduces to a symbolic 
negation of "spraying a flower with acid", and so the 
negative event should inherit the same spatiotemporal frame 
as the affirmative one.  

Second, because the model theory states that the mental 
models of omissive causes and omissive enabling 
relationships are identical, reasoners should often fail to 
distinguish between them. But in certain contexts, when 
they are prompted to deliberate or consider all possibilities, 
or else when their task is to consider counterexamples 
(Frosch & Johnson-Laird, 2011), they should be able to 
distinguish between omissive causes and enabling 
conditions. 

Finally, the model theory is not based on interpreting 
causes as double preventions: both the mental models and 
the fully explicit models of double prevention diverge from 
the models of omissive causes. Reasoners should therefore 
treat them both differently across a broad swathe of 
inferential tasks.  
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Abstract 

We describe a computational model of humans' ability to 

provide a detailed interpretation of a scene’s components. 

Humans can identify in an image meaningful components 

almost everywhere, and identifying these components is an 

essential part of the visual process, and of understanding the 

surrounding scene and its potential meaning to the viewer. 

Detailed interpretation is beyond the scope of current 

models of visual recognition. Our model suggests that this is 

a fundamental limitation, related to the fact that existing 

models rely on feed-forward but limited top-down 

processing. In our model, a first recognition stage leads to 

the initial activation of class candidates, which is 

incomplete and with limited accuracy. This stage then 

triggers the application of class-specific interpretation and 

validation processes, which recover richer and more 

accurate interpretation of the visible scene. We discuss 

implications of the model for visual interpretation by 

humans and by computer vision models. 

 Keywords: Image understanding; visual object 

interpretation; objects and parts recognition; top-down 

processing;  

Goal and introduction  

Computational models of object recognition and 

categorization have made significant advances in recent 

years, demonstrating consistently improving results in 

recognizing thousands of natural object categories in 

complex natural scenes. However, in a number of key areas, 

existing models are far from approaching object recognition 

by the human visual system. A major limitation is the 

inability of current models to provide a detailed 

interpretation of a scene’s components, which is an integral 

part of human recognition.  Models may label for instance 

an image region as containing a horse, while humans 

looking at the image will naturally identify meaningful 

components almost everywhere, e.g. the right eye, the left 

ear, the mouth, mane, the right leg, the knee, the hoof, the 

tail, harness etc.  

Identifying detailed components is an essential part 

of the visual process, leading to the understanding of the 

surrounding scene and its potential meaning to the viewer. 

However, interpretation is a difficult task since it requires 

the detection and localization of many semantic object parts, 

which can amount to dozens or even hundreds in a single 

image (Fig. 1A,B). By 'semantic' we mean components 

corresponding to object parts in the scene, such as 'tail' or 

'tip of the ear', unlike 'curved contour' or 'dark region' 

describing image features. We approach the daunting 

problem of full accurate object interpretation by 

decomposing the full object or scene image into smaller, 

local, regions containing recognizable object components. 

As exemplified in Fig. 1B, in such local regions the task of 

full interpretation is still possible, but more tractable, since 

the number of semantic recognizable components is highly 

reduced. As will be shown, reducing the number of 

components plays a key factor in effective interpretation. At 

the same time, when the interpretation region becomes too 

limited, observers can no longer interpret or even identify its 

content, as illustrated in Fig. 1C. We therefore apply the 

interpretation process to local regions that are small, yet 

interpretable on their own by human observers. 

The model proceeds by identifying within the local 

region a familiar configuration of semantic features learned 

from examples. This configuration is found by identifying 

the participating components, as well as their arrangement, 

which is defined by spatial relations among them. A central 

conclusion from the model is that full interpretation of even 

a local region at a human performance level depends on the 

use of relations that are currently not used by state-of-art, 

feed-forward image recognition models. These relations can 

be relatively complex, relying for example on computing 

local continuity, grouping and containment. We conclude 

from the model that the interpretation process is likely to be 

local and involve top-down processing. We propose a 

general scheme in which the interpretation process is 

applied initially to local and interpretable regions by 

combining bottom-up and top-down extraction of features 

and relations, and can subsequently be integrated and 

expanded to larger regions of interest. 

The remaining of the paper proceeds as follows. In 

the next section we briefly review previous work related to 

image interpretation. Section 3 presents a model for full 

interpretation of local regions, with the goal of achieving 

interpretation at the level of detail obtained by humans in 

these regions. Section 4 describes experimental results to 

evaluate our model, and we conclude in Section 5 by 

discussing possible implications to our understanding of 

visual recognition and its mechanisms, and to the 

development of models and systems with visual capacities 

that are closer to human perceptual capacities.  
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Image interpretation in previous work 

Schemes related to object interpretation have been 

suggested under different names, including object parsing 

(e.g., Kokkinos & Yuille, 2009; Si & Zhu, 2013), or object 

grammar (e.g., Zhu et al., 2009), Fine-Grained recognition 

(e.g., Zhang et. al., 2014), and semantic segmentation (e.g., 

Chen. et al., 2015). Object parsing and object grammar 

models often refer to probabilistic frameworks that 

gradually decompose an object into simpler image 

structures. A recent representative work (Si & Zhu, 2013) 

describes a dictionary of object parts, represented by 

measures for shape, texture, and color. The parts primitives 

are learned in an unsupervised way and are not necessarily 

semantic in the sense described above. The relations 

between them are modeled by basic geometric structure 

indicating global and relative locations of the parts.  

Some so called ‘part-based models’ provide another 

version of object interpretation at a coarser level (e.g., 

Deformable Part Model (DPM) (Felzenszwalb et al., 2010; 

Zhang et al., 2014). Such algorithms represent the object 

image by a set of part region primitives (e.g., HoG 

representation (Dalal & Triggs, 2005) or Convolutional 

Networks representation (Girshick et al.,2014)), which are 

learned in an unsupervised manner, and model basic 

geometric relations between them, such as relative location 

and distance. Such part-based models have proved highly 

useful for object recognition, however, the interpretation 

they provide is coarse and less localized compared with the 

current scheme (e.g. 'tail', 'wing' and 'body' for an airplane).  

Several works have attempted to interpret a visual object 

by its contour features. Such schemes suggest a dictionary 

of informative contour fragments for the object, which is 

often learned in an unsupervised manner and often do not 

have a semantic meaning (Opelt et al., 2006; Arandjelovic 

& Zisserman, 2011; Ferrari et al., 2008). A more recent 

work (Hariharan et al., 2011) also suggested building a 

dictionary of semantic contours in a supervised manner, via 

human annotations of object images. The works above 

suggest several techniques to represent contours, and 

interpretation is obtained by matching contour in the image 

to contours in the dictionary, by modeling contour 

properties (e.g., curvature) and simple relations between 

contours, typically relative and global locations. Our 

approach extends such schemes by detecting points, 

contours, and regions of interest, that are semantic in the 

sense that humans can consistently recognize them in an 

image. As a result, we also use a significantly extended set 

of relations between the different types of feature primitives.  

Fine-Grained recognition also aims to perform image 

interpretation by finding attributes and sub-category 

discrimination of the object in scene and its semantic parts. 

A recent example (Vedaldi et al. 2014) focuses on an 

aircraft benchmark. The scheme modeled aircrafts by a few 

semantic parts, e.g., the airplane nose, tail, wing, etc. and 

attributes of the plane or its parts such as ‘does the plane 

have engine on tail?’, or ‘is it a propeller-plane?’, etc.  

Another form of image interpretation comes from work 

on so-called semantic segmentation, which attempts to make 

precise localization of the object surfaces in the scene. For 

example, a recent algorithm (Chen. et al 2015) based on 

features from the top layer of a 16-layers convolutional 

network, can identify the majority of pixels belonging to a 

horse surfaces in the PASCAL benchmark (Everingham et 

al., 2010), but it is far from predicting its precise boundary 

localization and detailed components. Our work differs from 

the approaches above since it aims to provide ‘full’ 

interpretation of the input image, namely, to localize all 

object parts that humans can interpret, and to learn to 

identify local configurations of these semantic features. We 

next turn to describe our interpretation scheme, and 

experiments done for its evaluation. 

Figure 1. (A). A natural image in which humans can identify dozens of semantic features, arrows point to a subset of the identified features. (B). A local 

region and a set of features identified consistently by human observers; the number of semantic recognizable components is highly reduced. (C). When the 
local region becomes too limited, observers can no longer interpret or even identify its content. 
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Interpretation of local regions 

Our goal is to describe the detailed semantic structure of a 

local region. More specifically, given a recognizable and 

interpretable local region in an object image, we aim to 

output the full semantic structure humans can find in this 

region. A natural choice for a formal description of semantic 

structures includes a set of primitive features and a set of 

relations defined over them. The primitive features are 

semantic components of the local region that are 

recognizable by observers (as in Fig. 1B). In a correct 

interpretation, the components are arranged in certain 

configurations, which are naturally defined by relations 

between components. The use of primitive components and 

relations between them is a common approach for modeling 

structured representations in areas of cognition and artificial 

intelligence (Russell & Norvig, 2005(. 

The semantic features to be identified by the model, e.g. 

'ear', 'eye', 'neck', were supplied to the model using features 

which were consistently labeled in a prior experiment in 

Mechanical Turk (Crump et al., 2013). The ultimate task is 

then to identify these components in novel images by 

learning the image features and the relevant relations among 

them from examples. Our current model is not fully 

automatic, but relies on a set of spatial relations identified in 

previous works, and on an analysis of so-called 'hard 

negative' examples, described in the next section.   

 

Scheme overview 
Input: a local region to model Our interpretation scheme 

begins by selecting a local recognizable object region, and 

getting from the Mechanical Turk a target set of semantic 

primitives to identify in it (e.g., Fig. 1B, Fig. 2A). The 

Mechanical Turk task required the naming of a certain 

highlighted object part. Consistent naming was examined 

and used to define the target interpretable components. 

 

Generating interpretation examples for learning Next, 

we produced for learning a set of annotated images, in 

which the semantic features are marked manually (with 

automatic refinement). The final goal is to take a new image 

as an input, and mark in it all the detected semantic features 

(e.g., Figs. 2C,4,5). Having a set of positive interpretation 

examples, we next search for negative interpretation 

examples. The negative examples are collected by finding 

non-class images that are as similar as possible to true class 

instances. For this purpose, we trained a detector based on 

Bag of visual Words (Csurka et al., 2004) using the recent 

popular VLAD version (Jégou et al., 2010) with positive 

local region examples, and then applied these detectors to 

random images from known image benchmarks (PASCAL). 

The negative examples we use are non-class examples that 

received high detection scoring, and are therefore more 

confusable or ‘hard’ negatives for the detectors.  

 

Learning relations of correct interpretations  
For each positive and negative example we compute a set of 

relations that exist between the annotated components. The 

relations are taken from a set of possible relations to 

compute (see below how this set is obtained). The relations 

identified in a given image are represented by a vector, 

where each component represents a specific relation. These 

vectors are then fed into a random forest classifier, which 

models the expected relations for correct primitive 

configurations in positive examples. We repeat this learning 

process for several iterations; at each iteration we add 

negative interpretation examples that obtained high scores 

in the previous iteration.  

 

Interpretation of novel image Given a raw novel image 

(e.g., Fig 2B), the scheme automatically searches for 

multiple  combinations of image parts to serve as primitives, 

computes a relation vector for each combination, and by the 

learned classifier produces a score for the candidate 

combination. This search is feasible due to the small number 

of primitives in the local region. It finally returns the highest 

scoring combination as the interpretation of the input image 

(e.g., Fig. 2C).  

 

Primitives 
To capture the recognized internal components fully as 

perceived by humans, our primitives are divided into three 

types, 2-D (regions), 1-D (contours), and 0-D (points). For 

example, a point-type primitive describes the eye in the 

horse head model (Fig. 2A, left panel), and a contour-type 

primitive describes borders such as the sides of the tie in the 

local region describing the man-in-suit model (Fig 2A, mid 

panel). Example sets of primitives for local regions are 

shown in Fig. 2A. 

Figure 2. (A). Local recognizable images in which recognizable 

components are annotated. These components are the model primitives, 

which appear in three types: points, contours, and regions. From a set of 
annotated images, we learn the set of model relations. (B). Given a novel 

image, our target is to localize the set of primitives found in (A). (C). 

The interpretation scheme searches for combinations of primitives in the 
image, and output as interpretation the combination that matches best 

the learned set of relations.  
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All three types of primitives have natural relations to both 

visual perception and computer vision models. Contour-type 

primitives have been linked to object perception from early 

studies (e.g., Attneave, 1954) and to explicit representation 

in the visual cortex (e.g., Pasupathy & Connor, 1999). 

Image contours are highly informative features that often 

correspond to meaningful object components. It proved 

difficult to learn and extract meaningful contours in 

complex images, and consequently contours turned less 

popular in recent recognition schemes, but in the current 

scheme they are more efficiently handled at the local region 

level. Point-primitive in our model include several types (in 

particular, high curvature points and local intensity extrema 

points), based on their use in both visual perception and 

computer vision (e.g., Attneave, 1954; Lindeberg, 1998; 

Lowe, 2004). Region-type descriptors proved highly 

efficient in computational models for identifying object 

regions under different viewing conditions (e.g., Dalal and 

Triggs, 2005, Felzenszwalb et al., 2010) and proved useful 

in the current model as well. 

 

Relations 
The set of relations used in our model was composed 

from two sources. One source consists of relations coming 

from prior computer and human vision modeling, such as 

proximity of points, contours and regions, or continuity and 

parallelism of contours. The second source includes 

relations inferred from our analysis of ‘hard’ non-class 

examples that were confused as positive by state-of-art 

detectors. More specifically, we have used the following 

iterative procedure:  

1. Identify a ‘hard’ negative example that received 

high recognition score by region part detector based on Bag 

of visual Words, e.g., as in Fig 3A. 

2. Identify a property or relation which exists in the 

positive set but not in the negative example (e.g., Fig 3C). 

It is worth noting that identifying missing property or 

relations in step 2 becomes practical when analyzing small 

local regions, since the amount and complexity of primitives 

and relations is significantly reduced compared to standard 

object image. This learning process is in part manual; in 

human vision, it may come from a combination of 

evolutionary and learned components, see discussion.  The 

relations coming from the second source include cover of a 

point by contour, containment of a contour or point in 

region, a contour that ‘ends-in’ a region, and whether two 

disconnected contours can be ‘bridged’ (i.e., linked by an 

edge in an edge map used by the model) consistent with the 

way they are connected in the positive image (see 

illustration in Fig. 3C). Our final library of relations 

includes unary relations (properties), binary relations, and 

relations among three or more primitives. Relations range 

from simpler interactions such as relative location, to more 

compound interactions such as continuity, containment, and 

bridging mentioned above. 

Experimental evaluation  

To evaluate our model and the library of derived relations, 

we performed experiments to assess the interpretation of 

novel images, by matching assignment of primitives to 

human annotations over multiple examples. To get positive 

examples, we randomly collected full-object images from 

known data sets (Flicker, Google images, ImageNet – 

Russakovsky et al., 2014), and then manually extracted from 

them the local region showing a particular object part for 

interpretation. We used local regions containing a horse 

head, a man in tie and suit, and a ship. These regions and the 

primitives defined for them are shown in Fig. 2. A large-

scale experiment was done to evaluate the horse-head 

model, in which we collected 740 positive local image 

examples, from which we randomly selected 120 for 

training, and the rest used for testing. Negative set included 

25000 images. Our experiments for the man-in-suit and ship 

local regions contained 60 positive examples, and 6000 

negative examples.   

To assess the extent of ‘full’ interpretation the model 

produces for novel images at a fine detail level, we 

manually annotated the semantic components recognized by 

human via Mechanical Turk for each tested positive 

example. We then automatically matched the ground truth 

annotated components to the interpretation output by 

correspondence criteria based on normalized Euclidean 

distance: for point, location distance; for contour, distances 

between ordered sample points; for regions, distance 

between centers.  

Since our model is novel in terms of producing full 

interpretation, it cannot be compared directly in terms of 

completeness and accuracy with existing models. However, 

we made our set of annotations publically available and we 

provide baseline to match its results. Our results show an 

average matching error of 0.2442 normalized Euclidean 

distance over all eight primitive and 620 test images used 

Figure 3. Inferring informative relations between internal components. (A). A ‘hard’ negative example, from Bag-of-Words classifier (B). Positive 
examples. We search for a relation between primitives that exists in the positive but not in the negative instance. An informative relation in this and other 

examples was contour ‘bridging’: the upper-head contour primitive (red), and the lower-head contour primitive (yellow) are linked by an edge through the 
mouth region primitive. 

A. ‘Hard’ non-class example B. Class examples C. Informative relation 
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for evaluating the horse head model. Example interpretation 

results for three models of Fig. 2 are presented in Fig. 4.A 

and in Fig. 5. Additional comparison measures can be used 

to assess full interpretation, which are left for future 

research. 

To assess the role of complex relations, we compared our 

results to a version that uses the same interpretation scheme 

described above, but with a library containing unary and 

binary relations similar to those used in previous object 

interpretation schemes (as reviewed above),  i.e., based on 

unary descriptions for shape and texture, and binary for 

relative location. In this reduced library we ‘turned off’ 

more complex relations from our analysis such as ‘ends in’ 

or ‘bridging’. We show in Fig. 4A,B ten example pairs of 

the same image with two interpretations, full vs. reduced. 

Images were chosen randomly from our test set such that 

both schemes produced high interpretation score for them. 

Yet, the produced interpretations are perceptually different, 

and interpretation by the full-set scheme is significantly 

more precise. A comparison (not detailed here) shows that 

the fraction of primitives correctly localized by the full set 

scheme is increased by a factor of 1.45 than the reduced set 

version. An illustration of ten randomly selected images is 

shown in Fig. 4A,B.  

Discussion 

Local interpretation: Results of the current study show 

that a detailed and well-localized interpretation can be 

obtained already from a limited image region, which 

contains a small number of elements, by using an 

appropriate set of relations. We suggest from the model and 

our experiments that efficient interpretation can start at the 

level of local regions, which can subsequently be integrated 

to produce more global interpretation of larger regions of 

interest.  

 

Top-scoring non-class detections: of our model can be 

used in the future for two purposes. First, for validation: 

top-ranked false detections by bottom-up classification 

models often have low interpretation score (as in Fig. 4C), 

and therefore will be rejected by the interpretation stage. 

Second, we expect negative examples of high interpretation 

score to be perceptually similar to positive ones. We 

propose therefore to test psychophysically the agreement 

between human errors and errors made by models, with and 

without interpretation.  

 

A universal library of relations: The set of relations 

needed for human-level interpretation is at present 

unknown. In this work we proposed a set starting from a 

collection of relations used in previous modeling as first 

approximation, and continued by adding relation candidates 

from analysis of hard non-class examples. This initial pool 

could be refined in the future by additional examples, 

leading ultimately to a universal set of useful interpretation 

relations. One finding of the current study is that simple 

spatial relations, such as displacements between primitives, 

are insufficient for a reliable interpretation. More complex 

relations, such as the ’bridgeability’ of contours ci ,cj , or a 

contour  ci ending-in  region rj, contribute significantly to 

successful interpretation. In learning to interpret a new 

configuration, the set of candidate relations will be 

examined, and the informative ones for the task will be 

incorporated in the model. 

 

Implications for difficult visual tasks: It will be 

interesting to examine in future studies the role of full 

interpretation in challenging visual tasks, which are beyond 

the scope of current computational theories, because they 

depend on fine localization of object parts and the relations 

between parts, as illustrated in Fig. 6. Full interpretation of 

components at the level produced by the current model is 

likely to prove useful for dealing with the interpretation of 

Figure 5. Examples of interpretation results for the man-in-suit and ship 

models described in Fig. 2. 

C 
Figure 4. (A). Interpretation results for horse-head region for ten 

class examples. Here the scheme uses the full set of relations. (B). 
Interpretation results of the same images in (A), by a scheme using a 

reduced set of relation (see text for details). There are 6 mis-localization 
of primitives in (A) compared to 29 in (B). (C). Top-ranked 

Interpretation results for five non-class examples.  
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complex configurations arising in areas such as actions or 

social interactions between agents.   

 

Top-down processing: Our model suggests that the 

relations required for a detailed interpretation are in part 

considerably more complex than spatial relations used in 

current recognition models. They are also often class-

specific, in the sense that a relation such as 'connected by a 

smooth contour' is applied to a small selected set of 

components in some of the models. This suggests a scheme 

in which complex relations are computed at selected and 

class-specific locations. The recognition and interpretation 

process is naturally divided on this view to two main stages. 

The first is a bottom-up recognition stage, which may be 

similar to current high-performing computer vision models. 

This leads to the activation of objects models, which lacks 

detailed interpretation. Activated models will then trigger 

the application of top-down extraction of additional features 

and the computation of relevant relations to selected 

components, resulting in detailed interpretation as well as 

validation of the initial recognition stage.  
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Abstract

We show how the wide range in strengths of intensifying de-
gree adverbs (e.g. very and extremely) could be explained by
pragmatic inference based on differing cost, rather than differ-
ing semantics. This predicts a linear relationship between the
meaning of intensifiers and their length and log-frequency. We
test this prediction in two studies, using two different depen-
dent measures, finding that higher cost does predict stronger
meanings. We discuss the implications for adverbial meaning
and the more general question of how extensive non-arbitrary
form-meaning association may be in language.

Keywords: intensifiers; degree adverbs; scalar adjectives;
pragmatics; m-implicature

Introduction
How do different words get their meanings? For instance,
why is an “extremely good paper” better than a “quite good
paper”? The traditional answer (de Saussure, 1916) is that
different meanings have been arbitrarily and conventionally
assigned to the different word forms. This view has been
challenged by a number of examples in which word mean-
ing appears to be non-arbitrarily related to properties of the
word. In some cases, the phonetic form of a word is sys-
tematically related to its meaning, for example rounded vow-
els and voiced consonants tend to refer to round objects
(Köhler, 1947; Ramachandran & Hubbard, 2001; Holland &
Wertheimer, 1964; Davis, 1961). In other cases, orthographic
form is diagnostic of meaning, for example, speakers of He-
brew who have never seen Chinese characters are nonetheless
above chance at matching them to their corresponding He-
brew words (Koriat & Levy, 1979). Similarly, the length of
words predicts aspects of their meanings: across languages
longer words refer to more complex meanings (Lewis, Sug-
arman, & Frank, 2014). In this paper, we explore adjectival
intensifiers1, like extremely and quite, as a case study in which
to empirically explore the relationship of meaning to factors
like word form and distribution of usage. Intensifiers form
a good case study both because they are amenable to simple
quantitative measures of meaning (such as the numeric extent
to which they shift the interpretation of a scalar adjective) and

1Intensifiers are adverbs that modify scalar adjectives to increase
the degree. The word “intensifier” is often used to denote the
full range of degree adverbs, be they “amplifiers”, or “downton-
ers” (Quirk, Greenbaum, Leech, & Svartvik, 1985). The “intensi-
fiers” we are looking at in this paper are, according to this typol-
ogy, “amplifiers” because they increase (rather than decrease) the
threshold associated with a gradable predicate. This typology also
distinguishes between two different kinds of amplifiers: those that
increase an adjective maximally (e.g. completely and utterly) and
those that merely increase (e.g. greatly and terribly). We do not
make this distinction. The word “intensifier” is sometimes used
for a completely different linguistic phenomenon, where a reflexive
is used for emphasis, e.g. “The king himself gave the command,”
which we do not analyze in this paper.

because theoretical considerations, which we lay out shortly,
suggest a relationship between their meaning and their usage
cost (e.g., due to frequency and length).

In the next section we start from the model presented
by Lassiter and Goodman (2013) to explain the meaning of
scalar adjectives, like tall and expensive. This probabilistic
Rational Speech Acts (Frank & Goodman, 2012; Goodman
& Stuhlmüller, 2013) model describes how a threshold on
meaning (e.g. the minimum price that counts as an expen-
sive watch) can be established by pragmatic inference that
takes into account statistical background knowledge (such as
the distribution of prices for watches). We explore the ef-
fect of having multiple versions of the adjective that have the
same meaning but different costs, and find a M(arkedness)-
implicature (Levinson, 2000): more marked (costly to utter)
versions will be interpreted as implicating higher values. This
motivates the hypothesis that a major portion of the mean-
ing of intensifiers comes from this process rather than from
conventionally associated meanings. Concretely, this predicts
that the meanings of intensifiers are influenced by their form
(in length) and their distribution (frequency) of usage. The
impact of word length is reminiscent of the results of Lewis
et al. (2014), who studied noun categories. While word fre-
quency is known to have major effects on sentence processing
(Levy, 2008, e.g.), the prediction that frequency should affect
meaning is more novel.

We confirm, in two experiments, that English intensifiers in
adjective phrases are indeed interpreted as much higher de-
grees (e.g. in the case of expensive, higher prices) for both
longer and less frequent intensifiers. This holds in quantita-
tive judgments of meaning and in forced comparisons, and
across a number of adjectival dimensions. We conclude with
a discussion of different interpretations of these phenomena
and future directions.

The semantics of intensifying degree adverbs
Our paper focuses on intensifying degree adverbs applied to
scalar adjectives2. Scalar adjectives have been described as
having a threshold semantics (Kennedy, 2007), where, for ex-
ample, expensive means “having a price greater than θ” and
θ is a semantic variable inferred from context (e.g., $100).
Above the threshold degree θ, the adjective is true of an ob-
ject, and below, the adjective is false. Lassiter and Goodman
(2013) give a formal model of how this threshold might be
inferred for a particular context, which we extend to intensi-
fiers.

2Some of these intensifiers can also apply to verbal and nominal
predicates, and different restrictions apply for different intensifiers,
e.g. I truly like carrots is an acceptable utterance, whereas I very like
carrots is not. See Bolinger (1972) for a discussion.
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Background
Previous researchers have proposed that adjective phrases
modified by intensifiers have the same semantics as unmod-
ified adjective phrases, except with new, higher thresholds
(Kennedy & McNally, 2005; Klein, 1980; Wheeler, 1972).
That is, some threshold, inferred from context, exists above
which objects are expensive and below which they are not,
and the intensifier very determines a new, higher threshold
for very expensive. They suggest that the intensified thresh-
olds are determined by first collecting the set of objects in the
comparison class for which the bare adjective is true, and then
using that as the comparison class to infer a new threshold, i.e.
very expensive laptop means “expensive for an expensive lap-
top”. This analysis results in the expected intensification of
adjectives (“expensive for an expensive laptop” has a higher
threshold for being true than simply “expensive for a laptop”)
and is appropriately sensitive to different domains (e.g. the
absolute difference in price between thresholds for expensive
and very expensive is much higher in the context of “That
space station is very expensive,” than in the context of “That
coffee is very expensive.”). However, this account does not,
in and of itself, distinguish between the graded strengths of
different intensifiers, for example, very expensive and phe-
nomenally expensive.

Intuition suggests that different intensifiers do have differ-
ent strengths (e.g. outrageously seems stronger than quite),
and we provide further evidence of this in our experiments,
where participants interperet and compare different intensi-
fiers. It could be that the degree of strength of different in-
tensifiers is conventionally specified by the lexicon. But the
semantics must then specify how these entries affect the very
flexible threshold of the relevant adjective. In addition, the
multitude of intensifiers (Bolinger, 1972) and their apparent
productivity3 suggest a more parsimonious solution would be
welcome. That is, having a lexically determined meaning for
each different intensifier might overlook the similarity among
words of this class.

We propose instead that each time a scalar adjective is
used, in each phrase, it introduces a free threshold variable
(that is, a new token threshold is inferred for every time the
lexical entry of the adjective is accessed). Further we pro-
pose that intensifiers contribute nothing to the literal, com-
positional semantics4. This implies that different adjectival
phrases (e.g. “very expensive watch” and “extremely expen-
sive watch”) have equivalent meanings, though with thresh-
olds that will be separately assigned based on context. How-
ever, the intensifiers do affect the production cost of the cor-
responding sentences, and it is this cost difference that results
in meaning differences.

We next outline and extend Lassiter and Goodman’s model
of scalar adjectives to include several copies of the relevant

3For example, altitidinously expensive is not in common usage,
but one can easily interpret altitidinously as a novel intensifier.

4We take this strong view for rhetorical purposes. It is highly
likely that some intensifiers have other aspects of meaning.

adjectival phrase, each with its own threshold variable. We
show that simply having different thresholds for different ad-
jective phrases—and being aware of alternative utterances
and their relative communicative costs—is sufficient to com-
municate the wide range of degrees designated by intensify-
ing degree adverbs.

Model
Lassiter and Goodman (2013)’s model belongs to the fam-
ily of Rational Speech Act (RSA) models in which speaker
and listener communicate by recursively reasoning about
each other’s goals and inferences. These models have been
shown to account for many phenomena in pragmatics (Frank
& Goodman, 2012; Goodman & Stuhlmüller, 2013). The
adjective model accounts for uncertainty about the adjecti-
val threshold by including a lifted semantic variable, which
the pragmatic listener infers at the same time that she infers
the speaker’s intended meaning. We assume every adjective
phrase has its own such variable θi

5, together notated~θ, but to
otherwise mean the same thing, so that, for example, expen-
sive, very expensive and phenomenally expensive all denote:
λx.price(x)> θi.

Given an utterance ui (e.g. an expensive laptop or a very
expensive laptop) and a set of thresholds, a literal listener L0
will use Bayesian inference to update his prior beliefs P(d)
about the degree d (e.g. the laptop’s price) given that the
degree is greater than the threshold for that utterance.

PL0(d|ui,θi) ∝ P(d) ·δd>θi

A speaker with the goal of communicating some actual de-
gree d assigns a utility U(ui|d) to each utterance such that he
prefers utterances which will inform the literal listener, but
avoids utterance cost, C(ui):

U(ui|d,~θ) = ln(PL0(d|ui,θi))−C(ui)

Given a set of alternative utterances (e.g. the speaker might
be choosing between saying very expensive as opposed to ex-
pensive or extremely expensive, or saying nothing at all), the
speaker S1 will choose utterances according to a softmax de-
cision rule (Sutton & Barto, 1998) with optimality parameter
λ, so that:

PS1(ui|d,~θ) ∝ eλU(ui|d,~θ)

A pragmatic listener L1 uses the prior probability, P(d), of
different degrees, along with knowledge of the cost of each

5Other versions of this model could easily be imagined in which
the threshold for an adjective phrase is determined by the basic
threshold for the adjective and some transformation on that threshold
(e.g. multiplication, addition, etc.) caused by the intensifier. If the
transformation is mostly regular, with a single parameter needing to
be inferred for each intensifier, and if the values of these parameters
are inferred for each adjective phrase, then such a model would be
functionally equivalent to the one we describe here.
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utterance, in order to guess both the thresholds for each ut-
terance and which degree the speaker intended to communi-
cate6:

PL1(d,~θ|ui) ∝ P(d) ·PS1(ui|d,~θ)

As an initial exploration, we simulated such a model with
three alternative adjective phrases (i.e. three intensifiers) with
costs of 1, 5, and 10. We also included a null utterance, with
trivial meaning (always true) and cost of 0. The prior distri-
bution of degrees along this adjective’s scale (which we will
discuss as “prices” for concreteness and consistency with our
Experiment 1) was a gaussian peaked at 0. We used an opti-
mality parameter of λ = 5 in our simulation.

Though the literal semantics are identical (except that they
have different threshold parameters), the different phrases re-
ceived different interpretations: the more costly intensifiers
corresponded to less probable, more extreme prices (Figure
1). This can be seen as an M-implicature: more costly in-
tensifiers are assigned strong, less probable, meanings. The
model therefore predicts an association between intensifier
meaning and utterance cost.
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Figure 1: Modeling intensifiers as M-implicature: more
costly intensifiers correspond to more extreme meanings.

Factors affecting utterance cost

We have identified the intensifier’s cost, C(ui), as a poten-
tially critical factor of its interpreted meaning. The quantita-
tive form predicted by the model of the relationship between
cost and meaning is a approximately linear (Figure 2).7.

To connect this linear prediction to empirical facts, we still
must specify (at least a subset of) the factors we expect to
impact cost. The most natural notion of cost is the effort a
speaker incurs to produce an utterance. This could include
cognitive effort to access lexical items from memory, articu-
latory effort to produce the sound forms, and other such di-
rect costs. Speakers might also seek to minimize comprehen-
sion cost for their listeners, resulting in other contributions to
cost. For the purposes of this paper, we restrict to the most
straightforward contributors to production cost and use prox-
ies that are straightforward to quantify: length (longer utter-

6We assume a uniform prior on thresholds θi.
7This second simulation was identical as the first, except run on

a more discretized scale for 6 different utterance costs (or “intensi-
fiers”).

ances are more costly) 8 and frequency (rarer intensifiers are
harder to access and therefore more costly). In a number of
different tasks, lexical frequency affects difficulty in an ap-
proximately logarithmic way. For instance word recognition
time (McCusker, 1977) and reading time in context (Smith &
Levy, 2013) are both logarithmic in frequency. We thus use
the log-frequency (whose negative is also called surprisal) as
the quantitative contribution to cost.

We thus predict a linear contribution of longer and higher
surprisal intensifiers to the meaning. This leaves open the the
relative importance of length and surprisal, and potential in-
teractions (as well as other factors that might enter into cost),
which can be explored via regression models.
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Figure 2: Model prediction of expected price as cost of inten-
sifier increases, based on intensifiers evenly spaced in cost.
The relationship is approximately linear.

Experiment 1
The proposal detailed above predicts an association between
measures of cost and strength of interpretations. In Experi-
ment 1, we test this qualitative prediction by eliciting free re-
sponse price estimates from people and determining whether
these prices are correlated with our independent measures of
utterance cost.

Method9

30 participants with US IP addresses were recruited through
Amazon’s Mechanical Turk and paid $0.40 for their participa-
tion, of whom 1 was excluded for saying they did not follow
the directions in a post-experiment survey.

We asked participants to estimate the prices of different
objects based on descriptions of those objects. The descrip-
tions included intensifiers paired with the adjective expensive
(Figure 3). There were three categories of objects (laptop,
watch, and coffee maker) and 40 intensifiers (see Table 1). We
chose intensifiers that have a wide range of frequencies and
excluded intensifiers that are either more commonly used to
signal affect than to signal degree (e.g. “depressingly expen-
sive” might indicate a degree, but it mainly indicates affect)

8We measure length in number of syllables, although length in
characters (which might be a relevant source of utterance cost in a
written format, as our experiments were in) has similar predictive
power to syllable length in all of our analyses.

9The full experiment can be found at http://cocolab
.stanford.edu/cogsci2015/intensifiers/Experiment1
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Table 1: Intensifiers from Experiment 1, number of occurences in Google Web 1T 5grams corpus, and number of syllables.

ngram frequency syllables ngram frequency syllables ngram frequency syllables
surpassingly 11156 4 colossally 11167 4 terrifically 62292 4
frightfully 65389 3 astoundingly 73041 4 phenomenally 120769 5

uncommonly 135747 4 outrageously 240010 4 fantastically 250989 4
mightily 252135 3 supremely 296134 3 insanely 359644 3
strikingly 480417 3 acutely 493931 3 awfully 651519 3
decidedly 817806 4 excessively 877280 4 extraordinarily 900456 6

exceedingly 977435 4 intensely 1084765 3 markedly 1213704 3
amazingly 1384225 4 radically 1414254 3 unusually 1583939 4
remarkably 1902493 4 terribly 1906059 3 exceptionally 2054231 5
desperately 2139968 3 utterly 2507480 3 notably 3141835 3
incredibly 4416030 4 seriously 12570333 4 truly 19778608 2

significantly 19939125 5 totally 20950052 3 extremely 21862963 3
particularly 41066217 5 quite 55269390 1 especially 55397873 4

very 292897993 2

or are ambiguous between other parts of speech (e.g. “super”
can be used as an intensifier, as in “super expensive”, but it
can also be used as an adjective, as in “super hero”). Each
particpant gave price judgments for every intensifier-category
pairing in a randomized order (different for different partici-
pants).We chose the domain of price and used only the adjec-
tive expensive because price constitutes a quantitative scale
with standard units (dollars for our US participants) on which
to measure the different intensifers.

Figure 3: Screenshot from Experiment 1 target question.

Corpus Methods Table 1 shows word frequency and length
in syllables for the intensifiers used in the experiment. The
frequencies were collected from the Google Web 1T 5-grams
database (Brants & Franz, 2006)10 In the analysis below we
use word length and word surprisal (negative log-frequency)
as proxies for a word’s cost, as motivated above. The sylla-
ble lengths of our intensifiers and the surprisals were clearly
correlated, but not strongly so (r = 0.27, t = 16, p < 5e−16).

Results and Discussion
If the meaning of an intensifier is stronger for higher cost in-
tensifiers, we would expect to find that as surprisal increases
and length in syllables increases, the prices participants give
will also increase. We find that this is the case.

We ran a linear mixed effects regression with centered fixed
effects of syllables, surprisal, and their interaction, and ran-
dom intercepts and slopes for syllables and surprisal for both
participant and object. We used the logarithm of participants’

10 We also ran the same analyses on frequency information col-
lected from the Google Books American Ngrams Corpus (Michel et
al., 2011) and found similar results.

price estimates as the dependent variable, because of evidence
that people’s representation of numbers, including prices, is
logarithmic (Dehaene, 2003, e.g.)11.

Our results are shown in Figure 4. Both measures
of cost play a role in predicting participants’ price esti-
mates. We found a significant main effect of surprisal (β =
0.0536,SE = 0.00902, t(3) = 5.94, p < 0.05) such that less
frequent words tend to be associated with higher price es-
timates. We also found a significant main effect of sylla-
ble length (β = 0.0900,SE = 0.0189, t(4) = 4.76, p < 0.05),
above and beyond surprisal, such that longer words predict
stronger meanings. We also found a significant interaction
(β = 0.0196,SE = 0.00520, t(3.5) = 3.77, p < 0.0005) be-
tween surprisal and syllable length, wich may indicate that
the relationship between the two predictors of cost is not sim-
ply additive, and that having multiple sources of communica-
tive cost (i.e. length and surprisal) might increase the im-
plicature even more. Although these effects are significant,
the marginal and conditional R2 values (Barton, 2015) were
0.015 and 0.72 respectively, indicating that much of the vari-
ance in estimated prices is captured by the random effects
rather than the fixed effects of surprisal and syllable length.

Overall, intensifiers that are less frequent and longer (and
therefore are more costly to utter) also tend to be interpreted
as having stronger meanings, at least when used to modify
expensive. Furthermore, the relationship appears to be lin-
ear in surprisal and length (though with an interaction), as
predicted. This is consistent with the M-implicature model
introduced above.

Experiment 2
The M-implicature account described above implies that
there is no semantic interaction between the intensifier and
the adjective it is applied to. Instead an intensifier should con-
tribute similar cost, and therefore meaning, to the different
adjectival phrases in which it occurs12. To explore this issue,

11I.e. the perceptual distance between two prices the same dollar
amount apart is more for small numbers (e.g. $3 and $6) and less for
large numbers (e.g. $1,543 and $1,546).

12If the bigram frequency of the modified adjective (“very expen-
sive”) deviated from that expected based on independent word fre-
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Figure 4: Results of Experiment 1. As surprisal and length in syllables increase, participants’ free response prices increased.

we would like to extend our results to additional adjectival
scales. However, most scales are not so easily quantifiable
as price; we require a different dependent measure in order
to probe them. For Experiment 2 we used a forced-ranking
dependent measure, which allows us to consider additional
adjectival scales. This dependent measure has the added ben-
efit of providing a more sensitive measure of the differences
in degrees between similar adjectival phrases.

Method13

30 participants with US IP addresses were recruited through
Amazon’s Mechanical Turk and paid $0.40 for participation.
3 said they did not follow the directions in a post-experiment
survey and were excluded from the analysis.

We asked participants to order (by clicking and dragging)
various adjective phrases with the same adjective but differ-
ent intensifiers according to strength of meaning. Because
arranging these phrases required participants to be aware of
the full set of adjective phrases and access all of them on the
same computer screen, not all of our 40 intensifiers could ef-
fectively be presented at once. We divided the 40 intensifiers
from Experiment 1 into four lists of 10 intensifiers. Each list
was randomly paired with one of four adjectives (old, expen-
sive, beautiful, and tall). For each adjective-list pairing, par-
ticipants were shown every combination of the 10 intensifiers
with one adjective. Participants were asked to move the ad-
jective phrases across the screen, reordering the phrases from
the “lowest” to the “highest” degree (Figure 5). Each partic-
ipant completed four trials, seeing all four lists and all four
adjectives. The list-adjective pairings were randomized be-
tween participants.The division of the intensifiers into lists of
10 was constant, so that the same 10 intensifiers were always
shown together.

Results and Discussion
Our results for Experiment 2 are shown in Figure 6. We
ran an ordinal mixed effects regression with centered sur-

quencies our frequency-based cost account would predict an interac-
tive effect on meaning. This would be a relatively small effect, and
the relevant bigrams were too sparse in our corpora to pursue.

13The full experiment can be found at http://cocolab
.stanford.edu/cogsci2015/intensifiers/Experiment2

Figure 5: Screenshot from Experiment 2 target question.

prisal and syllable lengths and their interaction as fixed ef-
fects, and random intercepts and slopes for syllables and
surprisal for both participant and adjective. As in Exper-
iment 1, we found strong main effects of surprisal (β =
0.432,SE = 0.0934, t = 4.63, p < 0.05) and syllable length
(β = 0.671,SE = 0.122, t = 5.50, p < 0.005), and a signif-
icant interaction (β = 0.0725, t = 2.01, p < 0.05). In this
experiment, a much higher proportion of our explained vari-
ance was due to our fixed effects (marginal R2 = 0.18, and
conditional R2 = 0.22). In other words, we again found that
participants assign stronger interpretations to intensifiers with
higher surprisals and/or higher syllable lengths, extending
now across four different adjectival scales.

General Discussion
Motivated by a recent probabilistic model of scalar adjectives
(Lassiter & Goodman, 2013), we showed how adjectival in-
tensifiers could potentially get their meaning through a prag-
matic M-implicature, despite having vacuous literal meaning
to add to an adjective. Our model predicted a linear rela-
tionship between the intensity of an intensifier and its cost,
measured here in terms of length and log-frequency. In two
experiments we provided evidence that intensifier meanings
do depend systematically on the length and frequency of dis-
tribution of those word forms. While it is unlikely that this ac-
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Figure 6: Results of Experiment 2. As surprisal and length in syllables increase, participants’ rankings increased.

counts for all intensifier meaning, it does suggest that a major
portion of meaning comes not from arbitrary, conventional
association of signal to sign (de Saussure, 1916), but from
features of the word’s form and distribution.

It should be noted that, since this is a correlational study,
such a relationship does not confirm that an intensifier’s cost
causes it to have a given meaning. This correlation is pre-
dicted by the model sketched above, but it might be predicted
by other analyses of intensifiers and their meanings. Rarity
in particular might be correlated with strength of meaning
merely because more extreme meanings refer to less prob-
able things in the world, are therefore talked about less, and
therefore the words with those meanings will necessarily be
rarer. Although it seems reasonable to suspect that word fre-
quencies reflect the probabilities of the real-world concepts
they describe, it might also be the case that improbable things
are more likely to be commented on, and so the frequencies
of words that describe rare concepts might be inflated. In ad-
dition, this confound on causal direction exists only for word
frequency (and its effect on syllable length) and not for syl-
lable length directly. Although the length of a word certainly
depends on frequency of use, it seems unlikely that it also de-
pends directly on the real-word prevalence of the concept it
refers to.

A number of issues remain to future work, including the
causality of the relationship we have described and the other
aspects of intensifier meaning (such as polarity or affective
color). However we believe that the preliminary results pre-
sented in this paper already have interesting implications. For
the semantics of adverbial modifiers, we have shown how
pragmatic mechanisms could be central in establishing flexi-
ble contributions to sentence meaning. For the broader ques-
tion of form-meaning mapping, we have suggested a source
of non-arbitrary association based on both properties of the
word form and of its distribution.
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Abstract 

We present a computational model of the 

representativeness heuristic. This model is trained on 

the entire English language Wikipedia corpus, and is 

able to use representativeness to answer questions 

spanning a very large domain of knowledge. Our 

trained model mimics human behavior by generating 

the probabilistic fallacies associated with the 

representativeness heuristic. It also, however, achieves 

a high rate of accuracy on unstructured judgment 

problems, obtained from large quiz databases and from 

the popular game show Who Wants to be a 

Millionaire?. Our results show how highly simplistic 

cognitive processes, known to be responsible for some 

of the most robust and pervasive judgment biases, can 

be used to generate the type of flexible, sophisticated, 

high-level cognition observed in human decision 

makers.  

Keywords: Heuristic judgment, Representativeness, 

Conjunction fallacy, Adaptive rationality, Latent 

semantic analysis  

Introduction 

Human judgment and decision making is guided by the 

use of heuristics. Heuristics are short cuts for solving 

problems. They specify simple strategies for accessing and 

manipulating information, and are often able to provide 

quick and effortless responses in everyday judgment tasks 

(Gigerenzer & Todd, 1999; Gilovich et al., 2002; Tversky & 

Kahneman, 1974). 

Despite the long history of heuristics research in 

psychology and cognitive science, there are two aspects of 

heuristic processing that are still the topic of considerable 

debate. Firstly, it is not clear how some heuristics, such as 

the representativeness heuristic (Kahneman & Tversky, 

1973), can be formally defined.  Although many scholars 

have specified the main properties of this heuristic, others 

have criticized these specifications for being too imprecise, 

and for not being able to provide clear, quantitative 

predictions regarding human judgment (e.g. Gigerenzer, 

1991). It is certainly the case that there are currently no 

formal models that are able to take in as inputs the judgment 

problems offered to the decision maker, and produce as 

outputs the predictions of the representativeness heuristic 

(or for that matter, other similar heuristics) for these 

problems (but see e.g. Jenny et al., 2014; Tenenbaum & 

Griffiths, 2001). 

Secondly it is not clear whether the use of heuristics like 

the representativeness heuristic should be considered 

detrimental for the decision maker. Some approaches to 

heuristic judgment have emphasized the fact that these 

heuristics lead to irrational biases, such as logical and 

probabilistic fallacies and violations of the tenets of 

economic rationality (Gilovich et al., 2002; Kahneman & 

Tversky, 1973; Tversky & Kahneman, 1974, 1983). Other 

approaches have, however, stressed the usefulness of 

heuristics: they are easy to apply and can generate accurate 

responses across a variety of settings. In other words, they 

are adaptively rational (Gigerenzer & Todd, 1999). This 

debate is partially a product of the issue discussed above. 

The absence of formal models for important heuristics has 

made it impossible to test the accuracy of these heuristics in 

novel decision domains.  

We attempt to address the above two issues with regards 

to the representativeness heuristic- one of the most 

prominent judgment strategies in decision making research, 

and a cornerstone of Kahneman and Tversky’s heuristics 

and biases framework (Gilovich et al., 2002; Tversky & 

Kahneman, 1974). We begin by specifying a computational 

model that formalizes the cognitive processes assumed to be 

involved in generating judgments using this heuristic. These 

processes operate on similarity, assessed through latent 

semantic analysis (Landauer & Dumais, 1997), and are 

nearly identical to processes used to understand similarity-

based cognition in lower level domains. We then train our 

model on the entire English language Wikipedia dataset, in 

order to allow it to judge the similarity, or 

representativeness, of various everyday objects and their 

descriptions. The result is a general model of heuristic 

judgment that is able to use representativeness to provide 

responses across a wide array of decision problems.   

We apply our model to choice problems used in prior 

experiments on the representativeness heuristic. We find 

that the model is able to mimic human judgments on a 

number of classical tasks, such as the Linda problem 

(Tversky & Kahneman, 1983). Specifically the model 

generates similarity-based conjunction fallacies, which are 

typically attributed to the representativeness heuristic.  After 

verifying that the model provides a satisfactory model of the 

biases generated by the representativeness heuristic, we test 

the accuracy of the model in novel judgment tasks. 

Particularly, we apply the model to a series of multiple 

choice trivia problems. These problems are obtained from 

the Who Wants to be a Millionaire? game show, and from a 

popular online geography quiz database. Overall, we find 

that the model is able to achieve an accuracy rate of 40-50% 

for four-option multiple choice problems, which is almost 

twice the accuracy of a random-choice model. Although this 

is far from perfect, it nonetheless showcases the power of 

judgments from representativeness. The mechanisms that 

violate the fundamental laws of probability are also able to 
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use a rich and complex information database to solve 

difficult and highly unstructured decision problems about an 

extremely wide range of topics. This suggests that 

heuristics, such as representativeness, do not only lead to 

biases in judgment: They may also be responsible for the 

types of quick, accurate and flexible judgments observed in 

human decision makers. 

A Model 

The Representativeness Heuristic 

 In their classic 1974 paper, Tversky and Kahneman 

described the representativeness heuristic as a way to 

answer questions of the following type: What is the 

probability that A belongs to/originates from/generates B? 

According to Tversky and Kahneman, decision makers do 

not consider probabilistic or logical relationships between A 

and B when answering these types of questions. Rather they 

make their judgment based on whether A is representative 

of, that is, similar to, B.  Similarity is an important feature 

of cognition (Medin et al., 1993), and judgments using 

similarity can be made with relative ease. Indeed Tversky 

and Kahneman found that the representativeness heuristic 

could predict human responses in a range of decision 

problems of the above type, including problems in which 

the heuristic generated an incorrect response (see also 

Kahneman & Tversky, 1973; Tversky & Kahneman, 1983). 

Since Tversky and Kahneman’s groundbreaking work, a 

number of researchers have established the ubiquity of the 

representativeness heuristic and the biases that it generates 

(Gilovich et al., 2002). Indeed, the representativeness 

heuristic is the best-known and most-studied heuristic to 

emerge from Tversky and Kahneman’s heuristic and biases 

framework. Despite this, this heuristic has not yet been 

formally modeled: We do not have a computational or 

mathematical specification of the representativeness 

heuristic that can provide precise predictions for the types of 

questions outlined in the first paragraph of this section. This 

is understandable. These types of questions can span a very 

large domain, and specifying a model that is able to apply 

the representativeness heuristic almost universally seems to 

be a highly complex task. That said, the absence of a formal 

model impedes theoretical development. By not being able 

to specify the representativeness heuristic’s predicted 

responses in an apriori manner, we lose the ability to apply 

the heuristic in new settings. These sorts of tests cannot only 

examine the descriptive power of the representativeness 

heuristic (that is, its ability to explain human behavior) but 

also the desirability of this heuristic as a judgment strategy. 

 

Latent Semantic Analysis 

In this paper we provide a solution to this problem. 

Representativeness relies fundamentally on similarity, and 

similarity is a topic that has received attention not only from 

psychologists, but also from computer scientists and related 

researchers. There are, by now, a number of tools that can 

be used to establish the semantic and conceptual relatedness 

of natural language descriptions.  One such tool is latent 

semantic analysis (LSA), which judges words to be similar 

in meaning if they occur in similar pieces of text (Landauer 

& Dumais, 1997). Formally LSA involves performing a 

singular value decomposition on a matrix of word counts 

per text in the text corpus on which the LSA model is being 

trained. The singular value decomposition uncovers the 

latent dimensions that characterize the structure of word 

concurrence in the different texts. Two phrases, 

descriptions, or texts are judged to be similar by LSA if 

their component words are characterized by the same latent 

dimensions, that is, if the cosine of the angle of their vector-

word count representations on these latent dimensions is 

small.  

LSA has a very appealing cognitive representation. 

Particularly, an LSA model can be represented as a locally-

coded three-layer neural network, with the outer layers 

corresponding to the texts in the corpus and the individual 

words contained in the corpus respectively, and the middle 

layer corresponding to the latent dimensions that describe 

the structure of the corpus. Similarity is judged based on the 

overlap of activation on this hidden layer. As 

backpropagation has been shown to asymptotically 

implement singular value decomposition (Saxe et al., 2013), 

the LSA model can be trained using standard connectionist 

techniques. 

 

Formal Model 

LSA has been applied across wide variety of theoretical 

and applied domains (Landauer et al., 2013). Here we use it 

to study knowledge representation and manipulation in 

high-level judgment tasks typically answered using the 

representativeness heuristic. Particularly we train our model 

on the entire English language Wikipedia corpus to recover 

1000 latent dimensions. Each article in this corpus is 

considered to be a separate text, and two words are judged 

to be semantically or conceptually related if they co-occur in 

the same Wikipedia article. Thus our analysis amounts to 

performing a singular value decomposition of the word co-

occurrence matrix across the Wikipedia corpus. Due to 

computational limitations we consider only 300,000 unique 

word stems in our analysis (stems that are present in 

moderate frequency on Wikipedia). Also, prior to 

performing the singular value decomposition we apply a tf-

idf weighting scheme to the matrix of word counts. The 

final LSA model uses 300,000 word stems across 

approximately 3.2 million Wikipedia articles. Our analysis 

is performed with the aid of the Gensim toolbox (Řehůřek & 

Sojka, 2010). An outline of the model is provided in Figure 

1.  

The article topics in Wikipedia correspond to the objects 

in the world that may be the topic of a judgment, the words 

used in these articles correspond to the descriptions of the 

different objects, and the 1000 latent dimensions capture the 

conceptual structure of the objects described in Wikipedia 

articles. Due to the scope of the Wikipedia corpus, our 

model can be seen as encoding a low-dimensional 
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representation of the structure of an extremely large domain 

of knowledge, and using assessments of similarity on this 

low-dimensional representation to make judgments from 

representativeness. Implicit in this exercise is that the 

assumption that the conceptual structure of human 

knowledge (which guides human judgments of 

representativeness) resembles that of the knowledge 

obtained from Wikipedia.  

 

 
Figure 1: Outlines of LSA model trained on the Wikipedia corpus. Note 

that activation can flow in both directions. A representativeness score is 

generated based on activation overlap on the middle layer.  
 

It is easy to see now how our model can be used to 

generate responses to questions of the type: what is the 

probability that A belongs to/originates from/generates B? 

A and B are either individual words (usually nouns), or 

extended descriptions, composed of a set of words. Using 

the structure of word co-occurrence Wikipedia, the model is 

able to quantify the conceptual similarity between A and B. 

This similarity is, in essence, a representativeness score for 

A and B, and can be used in the place of an actual 

probability judgment when answering the above question. 

This technique can then be applied by the model to provide 

responses in closed-end multiple-choice questions, where 

the response option with the highest similarity to the text in 

the question is selected as the model’s answer. 

The Conjunction Fallacy 

The representativeness heuristic substitutes similarity for 

more complex probabilistic and logical relationships. This 

can lead to judgment fallacies in settings where response 

options that are highly similar to the object that is the topic 

of the judgment, cannot be more likely to be correct than 

their competitors. Consider, for example, the famous Linda 

problem (Tversky & Kahneman, 1983). In this problem 

decision makers are given the following description: “Linda 

is 31 years old, single, outspoken and very bright. She 

majored in philosophy. As a student, she was deeply 

concerned with issues of discrimination and social justice, 

and also participated in anti-nuclear demonstrations.” They 

are then asked whether she is more likely to be a bank teller 

or a feminist bank teller. Decision makers typically believe 

that Linda is more likely to be a feminist bank teller than a 

bank teller, despite the fact that the set of all feminist bank 

tellers is a subset of the set of bank tellers, making it 

impossible that Linda is a feminist bank teller but not a bank 

teller.  

The representativeness-based model that we propose in 

this paper is able to make the same mistakes as decision 

makers, and thus is more likely to believe that Linda is a 

feminist bank teller and not a bank teller. Indeed, when we 

give our trained model the above question, it rates feminist 

bank teller as having a representativeness score of 0.031 to 

the description of Linda but bank teller as having a 

representativeness score of only 0.003. If the probability of 

selecting one response over another is given by the Luce 

choice rule, which applies a logistic transform to the 

difference between the representativeness scores of the two 

response options, then, like human decision makers, our 

model would be more likely to give the incorrect response 

in this question. 

The Linda problem asks decision makers to judge 

whether a description A (Linda) is more likely to be B (bank 

teller) or B and C (bank teller and feminist). This problem is 

designed to elicit the conjunction fallacy, and is able to do 

so especially well when C is more similar to A then B. The 

conjunction fallacy weakens when both B and C are highly 

similar to A. Thus if asked to judge whether Linda is a 

social worker or a feminist social worker, decision makers 

are less likely to incorrectly choose feminist social worker 

as their response, relative to when they are given the bank 

teller version of the problem (though a majority of 

participants still make the conjunction fallacy) (Shafir et al., 

1990). Our proposed model mimics this pattern, and 

ascribes social worker a representativeness score of 0.050 

and feminist social worker a representativeness score of 

0.065. This is a difference of only 0.015, less than 0.028, 

generated above. Subsequently our model is less likely to 

make a conjunction fallacy in the social worker version of 

the Linda problem compared to the bank teller version of 

the problem.  

Shafir et al. (1990) do not only show how the 

conjunction fallacy depends on the similarity between the 

various components of a judgment problem. They also 

provide a more conclusive demonstration of the conjunction 

fallacy by replicating it in 28 different problems. The word 

stems in 22 out of the 28 problems are present in the 

300,000 word stems that our model was trained on, 

implying that our model can be tested on these 22 problems. 

Overall, the model made fallacies in 67% of the problems in 

which fallacies were observed in decision makers, and there 

was a correlation of 0.29 between the conjunction fallacies 

generated by our model and those generated by the human 

participants in Shafir et al.  

Testing Model Accuracy 

Factual Judgments 

The model is capable of answering more than just the 

description based probability questions outlined in the 

above section. It can also make general factual judgments 

regarding a wide array of topics and presentation formats. 

The model makes these judgments based on the similarity 
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between the text used in a question and the various response 

options offered to the decision maker. In essence it applies 

the representativeness heuristic on the mental 

representations of the objects and events that are the focus 

of the judgment.   

For example, we asked the model “what is the capital of 

Kenya?”, and offer it a choice between A: Tanzania, B: 

Nairobi, C: Kampala, and D: Mombasa. The model 

produced a representativeness score for the four response 

options based on their similarity with the words in the 

question, and chose the option with the highest score. In this 

case, the correct response, response B, was chosen. Since 

Nairobi is the capital of Kenya, the word “Nairobi” occurs 

very frequently with the words “Kenya” and “capital” in the 

Wikipedia corpus. Thus the trained model judges “Nairobi” 

to be most conceptually similar to the words in the question 

text, and assigns it a high representativeness score of 0.94. 

Note that Tanzania is a neighboring country of Kenya but is 

not a capital city, Kampala is a capital city, but not of 

Kenya, and Mombasa is a city in Kenya but is not its 

capital. Thus though these responses are considered 

somewhat similar to the text in the question (with scores of 

0.79, 0.69 and 0.89 respectively), they are nonetheless less 

similar than the correct response. 

Using this approach we can now test the general ability 

of the representativeness heuristic to provide accurate 

factual judgments in more general settings. Examining this 

is important. It can tell us whether the cognitive 

mechanisms responsible for the conjunction fallacy are 

beneficial for decision makers, that is, whether they are 

adaptively rational. If they are rational in this manner then 

the use of the representativeness heuristic can be justified, 

despite its tendency to systematically violate the laws of 

probability. If these strategies are not adaptively rational 

then we would be forced to ask why people continue to use 

this heuristic to make choices, and whether or not 

representativeness even plays a role in most everyday 

decisions. 

Finding the representativeness heuristic is adaptively 

rational may also shed light on how sophisticated behavior 

can emerge from basic cognitive processes. Despite 

operating on an almost universal domain of knowledge, the 

model outlined in this paper is highly simplistic. It uses only 

similarity --that is, overlap in activation-- to generate 

responses, and can be implemented in the most basic type of 

neural network. Indeed it is this simplicity that makes the 

model computationally tractable: it would be impossible to 

train a more complex judgment model on such a rich data 

set. If the representativeness heuristic does manage to attain 

a high level of accuracy in general factual judgments, then it 

could present a part of the solution to one of the most 

fundamental questions in cognitive science.  

 

Geography Quizzes 

We first test the ability of the model to provide accurate 

responses using a set of geography quizzes obtained from 

the website About.com. The geography portal of this 

website has been posting multiple-choice quizzes since 

1997, and describes itself as “the Internet’s best geography 

quiz”. As of 2014, there were over 200 geography quizzes 

on the website. These quizzes offer five multiple choice 

questions, with four responses each. Importantly for our 

purpose, they are in the public domain and are easy to 

access, and cover a diverse array of geography topics.  

We used these questions to test the accuracy of the 

model in making factual judgments, in a manner similar to 

the Kenya capital question outlined in the above section. 

Particularly, each question was decomposed in to five 

pieces of text: the question text and the four response texts. 

The conceptual similarity between the words in the four 

responses and the words in the question, as assessed by the 

model, was then use to generate a representativeness score 

for each of the four responses. The response with the highest 

score was selected as the model’s final answer.  

Note that some of the quiz questions that the model was 

applied to involved choosing a response that did not satisfy 

a particular condition. For example, one of the questions in 

the geography quiz database asked which of a set of four 

countries did not border the Gulf of Aqaba. Responses to 

these types of questions were generated based on the lowest 

representativeness score. Thus response options whose text 

was least similar to the text in the question were chosen by 

the model for these questions. There were 85 questions in 

the geography dataset that had this property. Also note that 

there were some 345 questions in the geography dataset 

whose correct responses were composed entirely of word 

stems absent from our model’s memory (i.e. word stems not 

part of the 300,000 stems that the model was trained on). As 

it is impossible for the model to make responses for these 

questions, they are excluded from subsequent analysis. This 

leaves a total of 836 questions for testing our model. . 

 

 
Figure 1: Accuracy of responses in the Geography Quiz and WWTBAM 

datasets, as a function of the rank ascribed to them by the model. Note that 
a random model would generate an accuracy of 25%. Error bars represent 

95% confidence intervals. 

 

We found that the model achieved fairly high accuracy 

rates. Particularly, the model was able to give the correct 

response 49.81% of the time, and was able to select the 

correct response as one of its top two choices 69.79% of the 

time. Both of these are statistically different from accuracy 

rates of 25% and 50%, which are what would be expected if 
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the model was choosing randomly (p < 0.01 using a 

binomial test). Figure 1 outlines the accuracy of the model 

responses. The bars represent the proportion of the times the 

model’s most favored, second favored, third favored, and 

least favored responses were the correct responses.  

We also examined the settings in which the model was 

most likely to give a correct response. Particularly we 

defined a new variable, discriminability, which was equal to 

the difference in the representativeness score of the most 

favored response relative to the average representativeness 

score of the remaining three responses. The discriminability 

of a problem captures the degree to which the HLM’s 

favored response in the problem stands out relative to its 

competitors, and can be seen as a measure of the intuitive 

strength of the model’s favored response for the problem.  

 

 
Figure 2: Accuracy of model responses in the Geography Quiz and 
WWTBAM questions, by discriminability quantile. Note that a random 

model would generate an accuracy of 25% for all quantiles. Error bars 
represent 95% confidence intervals. 

 

We regressed the choice of the correct option in a 

problem on the discriminability of that problem to see if an 

increase in the intuitive strength of the most favored 

response led to a higher accuracy in the quiz problems. Our 

regression revealed a significantly positive coefficient (β = 

2.29, z = 5.56, 95% CI = [1.48, 3.11], p < 0.01), indicating 

that model is more likely to be correct in problems where 

the intuitive strength of the favored response is higher. 

Figure 2 describes the average model accuracy for quiz 

problems in each quantile of the discriminability 

distribution. Thus we can see that the model achieved an 

accuracy of about 60% for the problems that were above the 

75
th

 percentile in terms of their discriminability, compared 

to the rest of the dataset.    

 

Who Wants to be a Millionaire?  

We also tested the ability of the model to provide 

accurate responses in a more general domain: one involving 

trivia questions on the popular television game show Who 

Wants to be a Millionaire? (WWTBAM). WWTBAM is a 

game show that offers contestants four-option multiple-

choice questions spanning a very large range of topics, 

including history, current affairs, and popular culture.  

The popularity of WWTBAM has spanned a number of 

fan-sites. One of these is wwtbam.com, where viewers post 

transcripts of the US game show’s numerous episodes. We 

scraped 359 show transcripts from wwtbam.com, starting 

from 2007 (the earliest transcripts available on the website) 

and going up to 2010 (when the show’s rules were 

changed). These transcripts generated a total of 2502 

different questions that were used on the US television 

version of the WWTBAM game show.  

As with the geography quizzes discussed above, each 

question was decomposed in to five pieces of text: the 

question text and the four response texts, with the 

conceptual similarity between the words in the four 

responses and the words in the question being used to 

generate a representativeness score for each of the four 

responses. Additionally, as above, many of the questions 

used on this show involved choosing a response that did not 

satisfy some condition. Questions of this form were 

answered by selecting the response with the lowest 

representativeness score. Finally, a total of 305 questions in 

the WWTBAM had correct responses that were composed 

entirely of word stems absent from our model’s memory. 

These questions are not used in the subsequent analysis. 

This leaves a total of 2197 questions for testing our model.  

Overall, we found that the model was able to provide the 

correct response 42.01% of the time, and was able to select 

the correct response as one of its top two choices 64.51% of 

the time. Although the accuracy of the model is a bit worse 

on this dataset, relative to the geography quiz dataset, it 

nonetheless far higher than that generated by a perfectly 

random model which would choose each response with a 

25% chance (p < 0.01 using a binomial test). The proportion 

of the times the model’s most favored, second favored, third 

favored, and least favored responses were the correct 

responses, are shown in Figure 1. 

Once again we considered the discriminability of the 

model’s favored response in each question. As above, this 

variable is defined as the difference in the 

representativeness score of the most favored response 

relative to the average representativeness score of the 

remaining three responses. We regressed the choice of the 

correct option on the discriminability of the problem and 

found a significantly positive coefficient (β = 1.90, z = 5.88, 

95% CI = [1.26, 2.53], p < 0.01), indicating that an increase 

in the intuitive strength of the most favored response leads 

to a higher accuracy in the WWTBAM dataset. Figure 2 

describes the average accuracy of the model for problems in 

each quantile of the discriminability distribution. 

Finally, we were able to examine whether the model was 

more likely to make correct responses in easier questions. 

Each WWTBAM question in the US television version of 

the game show is accompanied a monetary value, and 

questions with a lower monetary value are typically easier. 

We found that the model had a roughly equal success rate 

for questions of all monetary values, indicating that the 

accuracy of the representativeness heuristic does not 
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typically vary with the difficulty of the problems that it is 

applied to.  

Discussion and Conclusion 

The representativeness heuristic is perhaps the best 

known and most studied heuristic in decision making 

research. The fallacies it generates are robust and 

systematic, and have, over the past four decades, shed light 

on an important limitation of human judgment. In this paper 

we have presented a formal model of the representativeness 

heuristic and have shown that it can both mimic human 

behavior by generating conjunction fallacies, and generate 

accurate responses in a wide array of factual judgment 

problems.  The adaptive rationality of our model of 

representativeness explains why people are likely to use this 

heuristic despite the biases that it generates, and 

additionally, how they are able to achieve relatively high 

accuracy when making everyday judgments.  

The model of representativeness that we have proposed 

relies fundamentally on stored representations in memory. 

Memory processes have been known to code information in 

a manner that reflects the structure of the environment, and 

one that is beneficial to the decision maker (Anderson & 

Schooler, 1991). These insights have led to the generation 

of heuristics that are able to make judgments based on 

assessments of recognition and familiarity (Goldstein & 

Gigerenzer, 2002). Our paper complements this work by 

studying heuristics that use similarity assessments on 

semantic memory. The ability to process semantic similarity 

is an important feature of human cognition, and similarity 

more generally forms one of the central theoretical 

constructs in cognitive psychology (Medin et al., 1993).  We 

show that this important construct can provide accurate but 

flexible judgments across a very large range of topics.  

The results in this paper also shed light on the settings in 

which similarity-based judgment processes are able to 

obtain the highest accuracy. Particularly we found that our 

model was most likely to give a correct response when only 

one option was strongly supported by the representativeness 

heuristic, that is, when the intuitive strength of the model’s 

favored response was highest. It may be the case that 

decision makers use the representativeness heuristic to make 

judgments in these settings, but recruit higher-level 

deliberative processes in settings where the 

representativeness heuristic supports multiple options or 

doesn’t support any option. Such a strategy would be able to 

achieve high accuracy rates without unnecessarily 

sacrificing speed and effort. Indeed the use of this strategy 

would be compatible with a dual-systems framework that 

stresses the primacy of intuitive heuristic processes over 

deliberate controlled processes (see e.g. Kahneman & 

Frederick, 2002).  

Finally note that the model proposed in this paper differs 

greatly from previous heuristic models. It not only 

formalizes the mechanisms responsible for the 

representativeness heuristic, but trains these mechanisms on  

a very large knowledge database, Wikipedia. The model can 

thus make representativeness-based judgments for an 

extremely diverse range of judgment problems. This model 

is, in essence, a simulation of human judgments of 

representativeness that is able to both mimic human-like 

errors but also answer difficult, unstructured judgment 

questions with relatively high accuracy. Its ability to do this 

represents a heightened degree of formalism and theoretical 

rigor in decision modelling, and illustrates how the insights 

from multiple sub-fields within psychology can be 

combined in order to build a new class of powerful, flexible, 

domain-general models of everyday judgment. 
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Abstract

The idea that optimization plays a key role in linguistic cog-
nition is supported by an increasingly large body of research.
Building on this research, we describe a new approach to pars-
ing distributed representations via optimization over a set of
soft constraints on the wellformedness of parse trees. This
work extends previous research involving the use of constraint-
based or “harmonic”’ grammars by suggesting how parsing
can be accomplished using fully distributed representations
that preserve their dimensionality with arbitrary increases in
structural complexity. We demonstrate that this method can
be used to correctly evaluate the wellformedness of linguis-
tic structures generated by a simple context-free grammar, and
discuss a number of extensions concerning the neural imple-
mentation of the method and its application to complex parsing
tasks.

Keywords: natural language processing; parsing; optimiza-
tion; harmonic grammar; holographic reduced representations;
semantic pointer architecture

Introduction
One of the most impressive features of human cognition is
the ability to rapidly process vast numbers of linguistic ex-
pressions. To help explain this ability, many cognitive scien-
tists adopt the view that humans possess implicit knowledge
of the grammatical properties that characterize well-formed
phrases and sentences. An influential approach to describing
this knowledge involves postulating sets of interacting con-
straints that favour and penalize the co-occurrence of certain
structural features in the representation of a linguistic expres-
sion (Smolensky & Legendre, 2006). Applications of this ap-
proach have resulted in a number of important insights con-
cerning the nature of language processing in cognitive sys-
tems (Prince & Smolensky, 1997).

A significant benefit of describing grammatical knowledge
in terms of violable constraints is that processes sensitive to
such constraints are naturally computed in neural systems
(Smolensky & Legendre, 2006; Rogers & McClelland, 2014).
Given as much, an important area of research concerns the
development of techniques for (a) encoding structured rep-
resentations into continuous vector spaces of the sort used
to describe neural systems (Plate, 2003; Smolensky, 2006;
Eliasmith, 2013), and (b) defining operations on these vectors
spaces that perform constraint-sensitive computations of the
sort required to account for linguistic phenomena (Smolensky
& Legendre, 2006). To date, there has been comparatively
more success solving the first of these problems than the sec-
ond.

One challenge facing efforts to connect constraint-based
accounts of grammatical knowledge and vector-based ac-
counts of neural computation concerns the mapping between

constraints defined over symbols and operations defined over
vectors. At a theoretical level, a technique for performing this
mapping has been proposed (Smolensky, 2006), but it is pri-
marily defined using tensor product representations that grow
in dimensionality in proportion to symbol structure depth. In
practice, the main existing implementation of this technique
uses localist rather than distributed representations (Hale &
Smolensky, 2006).1

Our aim is to build on this previous work by implement-
ing a constraint-based parser that operates on fully distributed
representations in a vector space of fixed dimensionality at all
structural depths. There are two benefits to performing these
extensions. First, the use of fully distributed representations
can allow for parsing behaviour that is sensitive to graded de-
grees of similarity between structures; such graded sensitivity
to processing constraints is arguably necessary to account for
many kinds of linguistic phenomena (Rogers & McClelland,
2014). Second, the use of a fixed vector space for encod-
ing structures of all degrees of complexity provides a natural
way to account for the graceful saturation of processing capa-
bilities as structural complexity is increased. Accounting for
such saturation and related processing errors is an important
goal for research on linguistic cognition.

In what follows, we first describe existing approaches to
describing grammatical knowledge in terms of sets of vio-
lable constraints and briefly motivate this approach in favour
of more conventional approaches that postulate a set of sym-
bolic rewrite rules capable of generating all and only the sen-
tences of a particular language. We then describe an existing
method for computing grammatical forms using constraints
and describe a novel variation of this method that can allow
for the implementation of a parser that operates on distributed
representations in a vector space of fixed dimension. We con-
clude with a discussion of the current limitations of our ap-
proach, along with some promising extensions.

Harmonic Grammars
A fairly widespread view amongst contemporary cognitive
scientists is that strictly rule-based accounts of linguistic phe-
nomena are empirically inadequate. Since the late 1980’s,
considerable research has been directed towards the devel-
opment of probabilistic and constraint-based frameworks in
which certain properties of linguistic structures are favoured
in a violable manner (Rogers & McClelland, 2014). Through-
out this paper, we adopt the formalism of harmonic grammar
(Smolensky & Legendre, 2006), in which the wellformedness

1In a distributed representation, each unit of a neural network
participates in the encoding of numerous representations.
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of a linguistic structure is evaluated against a set of soft con-
straints that take the following form:

The co-occurence of structural constituents ci and c j
should be favoured (or disfavoured) to degree wi j.

Once a constraint set of this sort has been defined, it is pos-
sible to assign a scalar measure of well-formedness to every
possible structure built from a fixed inventory of constituents.
Formally, the scalar measure or “harmony” value, E, is a pair-
wise sum over the set of constituents that make up particular
structure, s:

H(s) = ∑
i≤ j

H(ci,c j) (1)

where H(ci,c j) evaluates to wi j if both ci and c j are present
in s. Importantly, the value H assigns an ordering to the set
of structures containing a set of input constituents for which a
parse is being sought. The maximum element of this ordering
is the structure corresponding to the optimal parse of the in-
put. Or put more intuitively, the optimal parse is the structure
containing the input constituents that minimizes the overall
degree of constraint violation.

The expressive power of a grammar defined in terms
of simple pairwise constraints is considerable. Hale and
Smolensky (2006), for example, prove that harmonic gram-
mars can be constructed to describe formal languages in all
classes of the Chomsky hierarchy. One important caveat of
this result is that the resource and processing requirements
associated with these grammars are often substantial. For this
reason, our goal of implementing a parser whose performance
degrades gracefully with increased structural complexity is an
important one.

Considering the case of a simple context-free grammar
helps to illustrate how Hale and Smolensky are able to de-
scribe arbitrary formal languages with large collections of
pairwise constraints. A context-free grammar, to explain, is a
grammar in which each production rule takes on the follow-
ing form:

S→Φ (2)

where S refers to any non-terminal symbol and Φ refers to
a set of terminal and non-terminal symbols. To convert a
context-free grammar into a harmonic grammar, the gram-
mar is first translated into Chomsky normal form, in which
all production rules take one of two forms:

S→ AB A→ a (3)

where A and B are non-terminal symbols, and a is a terminal
symbol. Notice that each production rule in (3) adds either a
binary or unary branch to a parse tree while also specifying
which symbols can be placed in parent-child relationships on
a given branch. This observation can be used to break each
binary branching rule into two parts, each of which refers to
only a pair of symbols:

S→ A – S→ – B (4)
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Figure 1: Harmonic grammar constraints for a small set of
context-free rewrite rules, adapted from Hale and Smolensky
(2006). The constraints defining the grammar are organized
such that each constituent is penalized for occurring alone to
a degree equal to the number of parents and children it re-
quires.These penalties are exactly cancelled out by the pos-
itive values associated with each co-occurrence of a correct
parent/child pair.

Now, it is possible to convert the rules into pairwise con-
straints of the form “B should be favoured as a right-child of
S to degree to x” or “S should be favoured as parent to A to
degree y”, where x and y are derived from a constraint holding
between constituents. The key to defining the grammar for a
language is to organize these constraints such that the struc-
tures permitted by the language are assigned energy values of
0 via (1), while all other structures are assigned positive en-
ergy values (Hale & Smolensky, 2006). Figure 1 illustrates
this constraint assignment in an intuitive manner.

Encoding Grammars in Neural Networks
At this point, it might seem that constraint-based grammars
are simply complex re-descriptions of more conventional
grammars. The key advantage of adopting the constraint-
based approach is that it can be used to easily translate a
measure of the wellformedness of a particular linguistic struc-
ture into a measure of the wellformedness in a neural system
that encodes this structure. This translation occurs via a map-
ping from (1) to an equivalent measure of wellformedness
that only refers to the state of the neural system in question.

Before describing the translation in more detail, it is nec-
essary to briefly discuss how symbol structures can be en-
coded into the vectors that describe neural network states.
The first step of the encoding involves performing a role de-
composition on a set of symbol structures that allows each
structure to be represented as a combination of role/filler pairs
(Smolensky, 2006). This role decomposition defines a func-
tion β : S→ P (F×R) that maps each symbol structure to a
collection of role/filler pairs. F ×R refers to the Cartesian
product of the set of all possible fillers and the set of all pos-
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sible roles. The roles in question are typically tree nodes, and
the fillers are symbols.

The second step of the encoding involves mapping a collec-
tion of role-filler pairs into a superposition of states in a neural
network. This mapping is achieved by assigning a vector to
each role and filler, and by defining a binding operation that
joins a role and filler into a pair. Following Plate (2003), we
adopt circular convolution as binding operation and use vec-
tor addition for constructing combinations of bound items.
These operations can be used to map symbol structures onto
vectors as follows:

a = υ(β(s)) = ∑
Fi/Ri∈β(s)

Fi ~Ri (5)

where a is vector, and υ indicates a mapping from a col-
lection of role/fillers pairs onto a sum of role/filler bindings.
This mapping generates what Plate refers to as a “holographic
reduced representation” (HRR), which importantly is not a
lossless encoding the of original symbol structure s.The con-
volution operation ensures that each role/filler binding resides
in the same vector space as the vectors for each role and filler,
but also it results in sums of bindings that correspond to com-
pressed approximations of symbol structures.

Translating (1) into the language of HRRs is now straight-
forward because each structural constituent is simply a
role/filler binding. As such, the wellformedness of an HRR
can be assessed by summing over the constraint magnitudes
associated with all pairs of role/filler bindings encoded in the
HRR.

If the constraints defining a harmonic grammar are en-
coded into the connection weights of a neural network, then it
possible to calculate the wellformedness of the network state
through a simple algebraic operation that ranges over all pair-
wise connections in the network:

E(a) =−aTWa =−∑i j aiWi ja j (6)

where a is an activation vector describing the state of the
network, and W is the network’s weight matrix. Intuitively,
if two units connected by a positive weight are active, the
wellformedness of the activation vector increases (i.e. fewer
constraints are violated). If the weight is instead negative,
the wellformedness decreases (i.e. more constraints are vio-
lated). (6) is what is often referred to as an “energy” function,
and a number of results concerning the optimization of these
functions in neural networks can accordingly be applied here
(Smolensky & Legendre, 2006). The most important of these
results entails that, assuming certain constraints on the con-
nectivity of W , a large class of networks implement dynamics
that push the activation vector a towards a steady state that is
a local optimum of E(a). Thus, if the weight matrix W en-
codes the constraints that define a harmonic grammar, and a
is initialized to encode a set constituents for which a parse
is being sought, then the network dynamics will shift a to a
point the minimizes E(a). Minima of E(a), by definition,
encode structures that correspond to (locally) optimal parses

given that E(a) = −H(s) by virtue of the mapping provided
in (5).2

With these preliminaries out of the way, it is possible to
introduce the central contribution of this paper, which is to
show how to evaluate E using a network whose represen-
tational state maintains a fixed dimensionality regardless of
parse complexity.

Parsing while Preserving Dimensionality
For simplicity, we initially construct our parser using the fol-
lowing set of context-free rewrite rules:

S→ A B A→ a
A→C S B→ b C→ c

These abstract rules are chosen because they form a small
set exhibiting the potential for boundless recursion, since an
arbitrary number of branches that stem from the symbols A
and S can be included in a tree. Next, we assign a random
512-dimensional unit vector to each symbol present in these
rules, and to each of branch position up to some maximum
depth assuming ternary branching (i.e. left, right, middle). By
binding together vectors for symbols and branch positions,
we can construct HRRs that encode arbitrary tree structures
(Smolensky, 2006). For example, the tree in Figure 1 might
be encoded as follows:

a = S+ rL ~A+ rR ~B+ rLM ~a+ rRM ~b (7)

where rL, rR, etc. are role vectors indicating the locations of
tree nodes relative to the (unlabelled) tree root.

As before, the rules defining the grammar can be refor-
mulated as a set of pairwise constraints. The first rule states
that the symbol S should have a A as its left-child and B as
its right child. In the language of our encoding scheme, this
means that if an HRR includes an S bound into a particular
tree position, then it should also include a B bound into the
next left-branching position. For each case in which one of
these constraints is satisfied, the magnitude of the constraint
is added to the value of E(a).

We can now construct a weight matrix that assigns the
proper energy values to those vectors that encode wellformed
parse trees. Following Smolensky (2006), we design the
weight matrix such that value of aTWa is equal to a sum of the
magnitudes of all constraints that hold between pairs of con-
stituents encoded in a. For example, if a = S+ rL ~A and the
constraint favouring A as a left child of S has a magnitude of
2, then −aTWa should equal −2. It is possible to obtain this
result exactly if the vectors for all constituents in a are lin-
early independent (Smolensky, 2006), but our use of an HRR
based encoding scheme is not guaranteed to oblige this condi-
tion. It precisely the point of this paper to show how parsers
might be designed without enforcing a linear independence
condition that requires the dimensionality of a to scale as a

2The minus sign in (6) is a convention: energy is equal to nega-
tive harmony and vice versa.
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function of the number of constituents in a. We predict that
as the bindings encoding different constituents become more
and more dependent, the measured value of E(a) will provide
a progressively worse approximation to the ideal value E(a)
(i.e. the value calculated assuming linear independence).

To specify the exact form of W , it helps to consider the
simplest case in which W encodes only a single constraint. If
a encodes the two constituents used in the previous example,
and the constraint holding between these constituents still has
a value of 2, then there is a readily available expression in
which W occurs as the only unknown quantity:

−2 =−(S+ rL ~A) ·W (S+ rL ~A) (8)

Because matrix multiplication is linear, it is possible to break
W into components that “look for” the correct parent or child
of a particular constituent. For example, one component
might look for an S in the position that is a parent to the po-
sition at which A is bound. (8) can therefore be split into
two components that each search for a parent and child, re-
spectively. The first of these components seeks a parent for
rL ~A, and must therefore be mapped by Wa to a vector that
has an expected dot product of 1 with S and 0 with all other
constituents. This result is accomplished by observing that
(S~A−1~r−1

L )~(rL~A)≈ S and that S ·S≈ 1. As such, the
matrix Wa simply needs to perform a mapping that is equiva-
lent to convolving its input by (S~A−1 ~ r−1

L ). Plate (2003)
demonstrates that a fixed convolution operation is equivalent
to multiplication by a circulant matrix, so it is straightfor-
ward to derive Wa as a product of circulant matrices. Note
that Wa maps other constituents to meaningless terms such as
(S~A−1 ~ r−1

L )~ S ≈ ~S~ rL ~A−1 ~ S, which are treated
as noise (Plate, 2003).3

To account for the component of W that seeks a proper
child for S, the process just described is repeated to generate
a matrix Wb that performs a mapping equivalent to convolv-
ing an input with S−1 ~A~ rL. Any vector containing S is
mapped by Wb to a vector that has an expected dot product
of 1 with rL ~A and 0 with all other constituents. Adding
together Wa and Wb to yields the matrix W that was originally
sought to satisfy the equality described in (8), since aTWaa
and aTWba are both equal to one and together sum to 2 (i.e.
the constraint value specified by begin with).

A final technicality concerns the fact that some of the con-
straints in a harmonic grammar are defined with respect to a
single constituent (e.g. a tree containing A is disfavoured to
degree x). This sort of constraint requires a matrix W that
maps a constituent back to itself. Adding the identity matrix
to W is possible way to satisfy this requirement, but doing
so has the unintended consequence of reproducing the entire
input to W in its output. To avoid this, we instead define a vec-
tor u that every constituent with unary constraint gets mapped

3The −1 in these expressions denotes the pseudo-inverse of a vec-
tor with respect to convolution; a vector convolved with its pseudo-
inverse is approximately equal to I, which in the context of convolu-
tion is a vector whose first element is 1 while the rest are zeros.

to by W (different constituents are mapped to scaled versions
of u to account for constraints of differing magnitudes). If u
is included in the activation vector a, then each unary con-
straint defined over a constituent present in a will have the
desired effect on E(a), since E(a) =−aT Ea and−aTWa will
vary with the presence or absence of constituents in a that are
mapped by W to u.

In the following simulations, we define a weight matrix W
that is a sum of circulant matrices, each of which performs a
mapping of the sort described in (8). The circulant matrices
that make up W are derived by converting the simple grammar
defined at the beginning of this section into a set of constraints
using the methods of Hale and Smolensky (2006). Because
the rewrite rule grammar produces a infinite set of trees of the
form {cn−1abn | n > 0}, we cap the depth of the trees under
consideration at 4. This leads to a grammar that defines two
trees (see Figure 2).
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A C S

C c

Figure 2: The two trees generated by the depth-capped gram-
mar under consideration.

Given W and an HRR encoding some particular sum of
role-filler bindings, we can compute the wellformedness of
the HRR via (6). Furthermore, we can compare the well-
formedness of various HRRs that encode different collections
of parse tree constituents. In the simulations below, compar-
isons of the wellformedness of different HRRs are used to
illustrate how any network that optimizes (6) will map any
vector residing in a specific region of space to a new vector
than encodes one of the trees defined by our grammar.

A challenge that arises when computing the wellformed-
ness of an HRR via (6) is that the circulant matrices that com-
prise W introduce considerable amounts of noise into the cal-
culation of E(a). To explain, a single circulant matrix “looks
for” for a particular role-filler binding in a, and if this bind-
ing is present, the circulant matrix returns a different binding
(i.e. a binding that is a parent or child of the binding that
was being sought). Every other constituent encoded in a is
also mapped to an output by the circulant matrix, but these
outputs are highly dissimilar to the role-filler bindings of in-
terest and are therefore treated as noise. If, however, there
are n circulant matrices added into W , then each each role-
filler binding present in a will add n−1, n−2 or n−3 noise
terms into the desired output of Wa (since only 1, 2, or 3 of
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n matrices seeks out a given binding by virtue of the branch-
ing structure of the trees). The overall noise added to E(a)
has a mean of zero, but a variance that is proportional to the
number of individual noise terms included in the computa-
tion of E(a). To avoid this problem in our simulations, we
break up the network defined by W into a set of subnetworks
{W1,W2,W3, ...Wn}, where n is the number of locally well-
formed trees (i.e. those trees comprised of a single parent
and its immediate children) permitted by the grammar, and
Wn is the sum of the circulant matrices that encode the con-
straints corresponding to the nth local tree. Then, we break
apart the vector a into a set of HRRs, each of which contains
the bindings present in a that are acted on by the constraints
in a given subnetwork. We compute the energy value in each
subnetwork, adding together all such values to obtain the total
energy of a. Put simply, we factor the overall energy function
in order to compute it more accurately. With 512 dimensional
vectors, the overall level noise is minimal. We use a simple
thresholding operation (described below) to filter this noise.
However, some unavoidable noise remains due to the fact that
the vector dot product used to compute −aT

n Wan performs
pairwise comparisons between vectors that are only approxi-
mately orthogonal (see the discussion below Eq. 8)

Simulations
To illustrate the optimization behaviour that we propose to
take advantage of to perform parsing, we compare the well-
formedness of HRRs encoding various subsets of the set of
role/filler pairs defined by our grammar. The point of this
demonstration is to show that HRRs encoding the two parse
trees in Figure 2 have lower energy values than all nearby
HRRs. Specifically, removing a needed constituent or adding
a superfluous constituent is shown to typically increase en-
ergy; from this we can conclude that an optima of the energy
function E(a) is obtained when is a is very close to a vector
that encodes a well-formed parse tree.

In each simulation, we randomly generate vectors for all
roles and fillers that can be used in the encoding of the parse
trees in Figure 2. Specifically, we use random unitary vec-
tors, which have equal exact and approximate inverses (Plate,
2003). From the random role and filler vectors, we gener-
ate a set of circulant matrices that perform linear transforma-
tions that are equivalent to convolutions (e.g. S~A−1~r−1

L ).
The circulant matrices corresponding to the constraints defin-
ing a local tree are added together and included in the set
{W1,W2,W3, ...}.

For a given vector a we compute E(a) by first breaking
apart a into subsets of bindings that each correspond to one
of the subnetworks used to factor the energy function. Next,
for each subnetwork, we compute En(an) by multiplying an
by Wn, the weight matrix of subnetwork n. The result of this
multiplication is a vector, and we take the dot product of this
vector and the vectors that the subnetwork’s constraints are
are designed to produce (i.e. certain child and parent bind-
ings). The dot products are then thresholded (typically to 0 or

1) and again multiplied by the vectors the subnetwork’s con-
straints are designed to produce, yielding “clean” versions of
these vectors. This sort of clean-up function is frequently
implemented in models that make use of HRRs (Eliasmith,
2013; Plate, 2003). The clean vectors are subsequently added
together, and the dot product of this sum and an is calculated
to produce a value for E(an). In other words, we compute
E(an) = −aT

n C(Wnan) in each subnetwork n, where C refers
to the noise cleanup operation. E(a) is computed by summing
the energy values in each subnetwork.

Figure 3: Comparison of well-formedness for different tree
structures. The minimum in the graph corresponds to a struc-
ture that encodes the 5 constituents present in the first tree
in Figure 2. Points to the left of the minimum correspond
to structures that are missing constituents in the tree, while
points to the right of the minimum correspond to structures
that have extra constituents not found in the tree. Each plotted
value is the mean of 250 trials involving randomly generated
role and filer vectors of dimension D. Error bars indicate 95%
confidence intervals.

Next, we perform a comparison of wellformedness across
a number of linguistic structures. In the comparison shown
in Figure 3, we evaluate structures that progressively include
more constituents from the first tree shown in Figure 2. The
wellformedness measure E(a) minimizes when all five con-
stituents of the tree are present, and increases as additional
constituents are added. This result suggests that the well-
formedness of a structure can be accurately tracked even
though it only encodes a compressed approximation of the
symbol structure that the wellformedness measure is defined
over. In the comparison shown in Figure 4, we perform
an analogous evaluation with structures that include progres-
sively more constituents from the second tree shown in Fig-
ure 2. All simulations are run using 128, 256, and 512 di-
mensional vectors. As expected, performance degrades with
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lower dimensional vectors.

Figure 4: Comparison of well-formedness for different tree
structures. The minimum in the graph corresponds to a struc-
ture that encodes the 11 constituents present in the second tree
in Figure 2. Points to the left of the peak correspond to struc-
tures that are missing constituents in the tree. The second
minimum likely arises as due to structures with fewer con-
stituents having a greater degree of similarity to the first tree.
Each value is the mean of 250 trials and error bars indicate
95% confidence intervals.

Overall, the key implication of these results is that a lossy
encoding of a set of symbol structures into a vector space
seems to preserve the properties of an energy function de-
fined over the much larger space that is required to encode
the structures exactly.

Conclusions and Future Directions
The main purpose of this work is to extend earlier research on
harmonic grammars and optimization in linguistic cognition.
One limitation of our current work is that we have not dis-
cussed the problem of selecting a starting state for the parsing
network given an input expression (e.g. ’the dog ran’). Meth-
ods for solving this problem described by Hale and Smolen-
sky (2006) could likely be incorporated into our framework.

It is also unknown whether our use of factoring and thresh-
olding to eliminate noise will have any impact on whether
or not a neural network can be easily designed to optimize
E(a). As mentioned, if filtering is used, then the expression
for E(a) changes slightly to −aTC(Wa) where C denotes a
noise clean-up function. One approach to solving this prob-
lem involves the use of the Neural Engineering Framework
(Eliasmith & Anderson, 2003), a theory that describes meth-
ods for computing arbitrary functions in networks of spiking
neurons. If it is possible to define a function that optimizes
−aTC(Wa), then it should also be possible to compute this

function using simulated neurons. Extracting subsets of the
bindings in a may also incur additional computational costs
in a neural network implementation.

One other important limitation concerns the need to scale
our methods to more complex trees involving large numbers
of bindings. Preliminary empirical tests indicate that this
is possible (e.g. using trees including on the order of 100
bindings), and theoretically, good scaling is to be expected,
since the values of the noise terms introduced in the calcu-
lation of E(a) are dependent on the complexity of the local
trees evaluated in each subnetwork, which have at most only
two direct children. Finally, on a more speculative front, it
is worth noting that constraint-based parsers need not be re-
stricted to computing syntactic transformations. In general,
a parser of this sort finds a local solution to an optimization
problem, so it is conceivable that many constraint-sensitive
cognitive processes can be modelled using the framework
proposed here. Another interesting idea concerns integrat-
ing this sort of parsing into the Semantic Pointer Architec-
ture (Eliasmith, 2013), a recently proposed framework for
describing the functional organization of neurobiological sys-
tems. Pursuing these ideas over the long term will hope-
fully lead to the development of scalable and robust models
of constraint-based language processing.
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Abstract
It has been shown that prior knowledge and information are
organized according to categories, and that also background
knowledge plays an important role in classification. The pur-
pose of this study is first, to investigate the relationship be-
tween background knowledge and text classification, and sec-
ond, to incorporate this relationship in a computational model.
Our behavioral results demonstrate that participants with ac-
cess to background knowledge (experts), overall performed
significantly better than those without access to this knowledge
(novices). More importantly, we show that experts rely more
on relational features than surface features, an aspect that bag-
of-words methods fail to capture. We then propose a compu-
tational model for text classification which incorporates back-
ground knowledge. This model is built upon vector-based rep-
resentation methods and achieves significantly more accurate
results over other models that were tested.
Keywords: text classification; background knowledge; dis-
tributed representation; similarity

Introduction
The fcat taht radeers are slitl albe to uansdrnetd tihs txet,
aoughlth it is is far form benig galarlmticmy cecorrt, iull-
startes how peoicerptn, cetagotizroain and unedranstding is
ienfueldcd by piror kowlndgee. Previous research on the or-
ganization of knowledge in the human mind has proposed
that knowledge is saved in form of concepts and organized
according to categories (Smith, 1995). However, how cer-
tain categories are formed, and according to which criteria
humans place objects into categories, has been a challenge
for cognitive science. The first intuitive approach that comes
to mind, categorizing objects according to their superordinate
definition, leads to a huge bag of miscellaneous words, since
it is for example not so easy to define what makes a bird a
bird. Some birds can fly, others have wings, but cannot fly
(e.g. penguins) and some animals can fly but are not birds
(e.g. bats). The underlying difficulty is that not all mem-
bers of a category share the same features. Although, not all
members share the same features, Wittgenstein (1953) noted
that members of a category still resemble each other in some
way, which led to the emergence of the prototype approach to
categorization. Rosch (1973) proposed that membership of a
category is defined by the comparison of the object to the pro-
totype of the category, where the prototype represents a blend
of the most common category members. According to Rosch
(1973), an object that closely resembles the prototype image
of a category will be more likely to be classified according to
that category than an object that has only little resemblance.
However, this theory cannot explain why a Pomeranian dog,
that actually has more resemblance with a cat than a dog, is
nevertheless categorized as a dog. Furthermore, a typical rep-
resentation of a category strongly depends on context. For

humans living in warmer areas, a robin might be a typical
member of the category ‘birds‘, whereas for Eskimos a pen-
guin might be a more typical member of the same category.
Besides studying the way certain objects are assigned to cate-
gories, investigating how categories are organized yields rel-
evant information about the structural organization of knowl-
edge in the human mind. An experiment conducted by Rosch,
Mervis, Gray, Johnson, and Boyes-Braem (1976), asked sub-
jects to list features common to most objects from the cate-
gories ‘furniture‘, ‘table‘ and ‘kitchen table‘, in order to in-
vestigate whether a certain level of a category is more preva-
lent than another level. On average participants named 3 fea-
tures from the global level ‘furniture‘, 9 features from the
basic level ‘table‘ and 10.3 features from the specific level
‘kitchen table‘. Based on those results Rosch et al. (1976)
argued that the basic category level is, from a psychological
perspective, the most informative level, since the global level
provides relatively less information (3 vs. 9) and the spe-
cific level only marginally more information than the basic
level. More recent approaches to knowledge categorization
focus on the relationships between concepts and categories.
Rottman, Gentner and Goldwater (2012) examined the classi-
fication differences between novices and experts in the phys-
ical sciences. In their experiment, students were asked to
sort descriptions of real-world phenomena varying in causal
structures (e.g. common cause vs. causal chain) and in con-
tent domain (engineering vs. biology). Their results showed
that novices in physical sciences sorted descriptions based
on the content domain, whereas experts sorted those descrip-
tions according to their causal structure, thereby emphasiz-
ing the importance of causal relationships in knowledge or-
ganization. Moreover, in a series of studies, Bang, Medin
and Atran (2007) demonstrated the role of culture and expe-
rience in categorization-based reasoning, essentially arguing
that “what people think about can affect how they think”.

Given the vast amount of available data and increasing
computational power, our study aims to further investigate the
principles of human categorization of text, in order to inform
machine learning methods in the domain of natural language
processing. More precisely we are interested in the differ-
ent text classification patterns between novices and experts.
Based on previous research by Rottman et al. (2012), we
hypothesize that novices categorize similar text according to
surface features, whereas experts classify similar text accord-
ing to deeper relational features. In other words, we assume
that the background knowledge of experts allows them to take
into account more relational features for the classification of
similar texts, whereas novices are forced to rely on surface
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features of the content.
We begin by discussing our behavioral experiment which

investigates the role of background knowledge in text clas-
sification. Next, we summarize recent developments in dis-
tributed representations of text. Then we describe our com-
putational model and our second experiment. Finally, we dis-
cuss the shortcomings of the model and future work.

Experiment 1
The goal of the first study is to explore the role of background
knowledge in text classification with a behavioral experiment.
The result of this experiment will guide our computational
modeling work in the next section. In both experiments, we
are interested in the classification of movie reviews.

In this study, we examine how a group of participants with
no background knowledge about a set of movies (novices)
differ from those who have access to more relational knowl-
edge about the movies (experts). Based on previous findings
(Rottman et al., 2012), our assumption is that the existence
of background knowledge would allow experts to perform
more accurate classifications, as they base their classification
more on relational features compared to novices, who might
only be able to categorize according to surface differences. In
other words, we expect that access to background knowledge
would result in classification based on relational features, and
incorporating this finding into computational models would
increase classification performance.

Method We designed a simple task in which participants
were asked to decide whether a set of movie reviews belonged
to the same movie or not. In order to make sure none of
the participants had seen the movies they were being tested
on, we chose a set of foreign language movies and reviews
not belonging to mainstream blockbusters. Participants were
divided into two groups: novices and experts. Prior to per-
forming the classification task, participants in the expert con-
dition, read full-length articles containing the storyline, plot
and highlights of each movie. Further, after reading each arti-
cle, they were asked a few questions about the article to make
sure that they had actually read the article. An example of the
articles we used is given in figure 1.

Next, for each question, participants were asked to se-
lect all of the reviews that they thought belong to the same
movie. Overall, participants were tested on reviews from four
movies. Each question, had exactly two out of three options
that matched the same movie. A sample of the classification
tasks is shown in figure 2.

We systematically varied the type of similarity between the
movie reviews, where the reviews either matched in surface
similarity, in structural similarity, or in both. Apparent fea-
tures regarding a movie such as the cast members or filming
locations were considered as surface features, while details
such as the relation between the actors or inferences made
from the plot were categorized as relational features.

In the group where both surface and relational features
were different, although the reviews might describe the same

An army colonel and his new wife are coming to visit their
relatives, who live in a small apartment complex. Mom wants
to make sure that they get the best treatment possible, and ar-
ranges for a big feast. The mother is stressing because she is
poorer and wants to impress the colonel. The father is a cinema
projectionist and tries to create fun for the guests. They have
little food for a banquet, which stresses mom even more. Her
little son goes to steal food but the shop owner finds out and
kick he and his friend out, later on he feels sympathetic and
brings the food for mom. They live around a bunch of neigh-
bors including an old lady with chickens, a pharmacology stu-
dent studying for an exam the next day, a couple that argues,
and some other people. There’s a lot of yelling and chaos, but
everybody will come together and help mom to cook for din-
ner, and somehow, everything works out. At the end colonel
and his new wife want to leave, and mom secretly wants them
to leave, but every time they try to leave, everybody asks them
to stay, just because it is the polite thing to do. Accidentally
mom doesnt feel good, and they take her to hospital. When
they come back, they each go to their room, turn off the lights
and sleep.

Figure 1: Example of one of the training articles read by par-
ticipants in the expert condition

movie but because they point to different aspects of the
movie, and use different words to describe it, the features
tend to be different. The second category was the oppo-
site: both the surface features and relational features of the
reviews were the same. Although the reviews might have de-
scribed different movies, but they used a number of similar
and shared words and relations. The other two categories had
either surface features in common or relational features.
Participants 152 participants located in the US were re-
cruited from Amazon Mechanical Turk. 76 participants were
randomly assigned in the novice condition and 76 in the ex-
pert condition. After making sure that none of the subjects are
familiar with the movies, participants in the expert condition
first had to read a summary about each movie before complet-
ing the survey, whereas participants in the novice condition
were immediately directed to the survey, without receiving
background knowledge on the movies.
Results Overall, participants in the expert condition were
able to make significantly more correct classifications than
participants in the novice condition t(142)=3.44, p=0.0008.
In other words, experts made fewer errors in classifying
movie reviews.

Specifically, experts answered those questions which had
similar surface features for all three reviews significantly bet-
ter than novices t(133)=3.13, p=0.002. This observation sug-
gests that novices, who rely on surface features can easily
be distracted by common words shared among the reviews.
On the other hand, experts who look for deeper features and
do not rely only on surface features, were more successful in
picking the reviews which belonged to the same movie.

Experts, however, did not essentially do better on the ques-
tions where relational features were shared among reviews
t(148)=0.83, p=0.4. This result shows that when reviews have

245



Question: From the reviews below, please select all the re-
views which you think are about the same movie. (It can
be two, three, or none of them) (Different relational fea-
tures/Similar surface features)
1- (LEILA) The sound and the visuals aren’t groundbreaking,
but it gets the job done. There are occasional funny parts stuck
in there (especially with the main role’s uncle). The movie
gives one a good glimpse of upper middle-class society in Iran.
2- (MUM’s GUEST) In this movie, the director has shown an
Iranian little society with its all humors. You could find in this
movie, one social stratum of Iranian people, all have their own
problems, and how they live together.
3- (MUM’s GUEST) This movie is both a social comedy and a
love letter to cinema. Mum’s husband is a cinema projection-
ist in Iran who, together with his colleagues in a memorable
scene, recite music and dialog from classic films.

Figure 2: Example of one of the questions answered by par-
ticipants in the two groups

common relational features, experts, who are looking for re-
lational features, are distracted with the similarity of the fea-
tures and cannot predict accurately.

Discussion Comparing the two groups, our results indicate
that overall people who had read articles about the movies,
performed significantly better than our novice group. More
importantly, analyzing based on type of similarity revealed
that this higher performance was due to the ability to cat-
egorize based on relational features, and not due common
words and shared surface features. In the questions in which
all three reviews had similar relational features, there was no
significant difference between experts and novices.

Our finding demonstrates how access to some textual
knowledge can affect classification in subsequent tasks.
Moreover, it shows that simply relying on surface features
cannot help us distinguish between items which have rela-
tional commonalities, but do not share the same words. In
other words, this experiment provides an explanation why
simple bag-of-words approaches to text classification may not
only fail to capture human approaches to simple text classi-
fication tasks, but also how poorly they would perform when
obvious relational features exist between the groups.

Distributed Representations
Representation of conceptual knowledge has been a key chal-
lenge for the development of cognitive models. One major
approach to this issue has come in the form of distributed
representations, where words or concepts are represented in
the form of n-dimensional vectors. This approach has been
used extensively in connectionist models starting with Par-
allel Distributed Processing (McClelland, Rumelhart, Group,
et al., 1986) where distributed representations fit naturally as
corresponding to the weights of nodes in the neural networks
(whether as inputs, outputs, or in hidden layers).

In part driven by the resurgence of neural networks in re-
cent years, distributed representations have seen widespread
adoption with applications across the fields of natural lan-

guage processing (Bengio, Courville, & Vincent, 2013;
Mikolov, 2012; Socher, Bauer, Manning, & Ng, 2013) and
cognitive modeling (Serre, Oliva, & Poggio, 2007).

In this process, a number of approaches, new and old, have
been explored for the generation of these representations. On
the neural network side, modern algorithmic improvements
(Krizhevsky, Sutskever, & Hinton, 2012) have been com-
bined with a range of training approaches in systems such
as Word2Vec (Mikolov, Chen, Corrado, & Dean, 2013). Ap-
proaches based on building and then reducing the dimension-
ality of large co-occurrence matrices such as Latent Semantic
Analysis (LSA) (Deerwester, Dumais, Landauer, Furnas, &
Harshman, 1990) have received renewed attention. And tech-
niques from topic modeling such as Latent Dirichlet Alloca-
tion (LDA) (Blei, Ng, & Jordan, 2003) have been explored
for the creation of distributed representations.

As techniques for the generation of individual word rep-
resentations have matured, focus has increasingly shifted to-
wards composing these representations to capture the mean-
ing of larger pieces of text. This has proved particularly im-
portant in application areas such as sentiment analysis (Pang
& Lee, 2008) where handling issues like negation is criti-
cal. A number of approaches have been explored to com-
positionality including additive compositionality (Mikolov,
Sutskever, Chen, Corrado, & Dean, 2013) recursive deep net-
works (Socher, Perelygin, et al., 2013), and matrix-vector
representations (Socher, Huval, Manning, & Ng, 2012).

We focus here on a particular line of work which combines
word and context information through the usage of distribu-
tional representations for context. In particular, we look at the
Paragraph Vector (Le & Mikolov, 2014) method which simul-
taneously learns representations for words and larger textual
contexts (generically: “paragraphs“). Words are represented
as columns in a matrix W and paragraphs as columns in a ma-
trix D. Given a sequence of words, the model either averages
or concatenates the previous window of words with the local
paragraph vector (Figure 3a). The resulting vector is used as
the input to a hierarchical softmax classifier (Morin & Ben-
gio, 2005) which predicts the next word in the sequence. The
paragraph and word vectors are trained with stochastic gra-
dient descent using backpropagation (Rumelhart, Hinton, &
Williams, 1986).

A variant of this model was released (Mikolov, 2014)
which combined the use of context vectors with the base
code for the Word2Vec program. This allowed the usage of
the Skip-gram model for learning the word representations
and the replacement of the hierarchical softmax with nega-
tive sampling (Goldberg & Levy, 2014). These changes led
to slight overall improvements in system performance.

Experiment 2
Computational text classification has been widely studied
from both semantical and syntactical aspects. In some classi-
fication settings, instead of using a training dataset, the mod-
els rely on predefined set of features or words (Sagi & De-
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hghani, 2014). Even though, this might be considered a first
step towards incorporating background knowledge into text
classification, here we take a step further. As demonstrated in
the first experiment, background knowledge can have a major
role in classification. The goal of our modeling effort is to
investigate how background knowledge can get incorporated
into vector-based models of words representation, and to in-
vestigate whether or not incorporating such knowledge can
result in more accurate classifications.

Our Model As discussed previously, Word2Vec and para-
graph vector algorithms both use neural networks to train vec-
tor representation of words and documents, treating all inputs
(words and documents) similarly. In order to examine our hy-
pothesis, we designed a modified version of these systems, al-
lowing them to integrate background knowledge, and as a re-
sult demonstrate improvements on the classification task. We
extend the Mikolov (2014) variation of the Paragraph Vec-
tor approach by adding an additional input vector represent-
ing background knowledge. Background knowledge vectors
are stored as columns in a new matrix B (Figure 3c), simi-
lar to the matrices D and W for document and word repre-
sentations. Matrix B and D are similar in the way they are
represented, with the difference being that, unlike matrix D,
matrix B is static and does not change throughout the training
process. In other words, matrix B is present in the training
of document and words vectors and it influences their vector
representation, without being affected itself in this stage. Ma-
trix B can be thought of as a filter (or biasing lens), through
which new information gets interpreted based on background
knowledge.

Method To show the effectiveness of this method, and in-
vestigate whether it can model our behavioral results, we ex-
amined the performance of two different baseline word2vec
models and compared their results to our modified version
discussed above. We used 929 movie reviews from 30 dif-
ferent movies which were collected from Stanford Treebank
corpus (Maas et al., 2011) as data for this experiment.

The experiment was designed to be similar to our behav-
ioral study. Each question had three reviews and the task
for the model was to predict which of the three reviews are
about the same movie. For each question, two of the reviews
were selected from one movie, and one review was selected
from another movie. Similar to the behavioral experiment,
the model had the option to pick two of them, all or none of
them.

For the baseline models we used paragraph vector method
to generate the vector representation of the reviews. In the
first baseline setting (Figure 3a), only the reviews themselves
were used for training. In the second setting (Figure 3b), we
used the reviews in addition to full-length articles about each
movie for training the vectors. For this purpose, the text of
the articles were concatenated to the reviews, and fed to para-
graph vector method. In both of these settings, the models
had to predict which of three reviews were related to the same

movie. For the first setting, this was achieved by only calcu-
lating the cosine similarity of the reviews against one another,
and if the similarity score was above a threshold, then the
model categorized them as belonging to the same movie. In
the second setting, it also needed to determine the most sim-
ilar article to each of the movie reviews (based on the cosine
similarity of their vector representations). This setting pre-
dicted whether two reviews are about the same movie, based
on both their individual cosine similarity to one another and
the movies they were mapped to.

For our model, we generated the vector representation of
the articles separately using paragraph vector method. These
article vectors were used as matrix B in our model to provide
background knowledge. We then ran our model by using the
corpus of reviews along with the fixed article vectors. Similar
to the second setting of the baseline model, the most similar
movie to a review was determined by calculating the cosine
similarity of the review vectors with the article vectors. The
model made a decision about whether two reviews belong to
the same movie based on the cosine similarity of the review
vectors and the movies they were mapped to.Result Table 1 shows the results of our experiment. Accu-
racy was measured by calculating how many times the model
made the correct classification, i.e. it correctly predicted that
the two first reviews were about the same movie and were
different from the third review. As shown in this table, clas-
sifying text with no background knowledge (baseline, first
setting) reached to an accuracy of 32%. Adding the text
of the articles to the reviews (baseline, second setting) in-
creased the performance to 35%. Our model, achieved an
accuracy of 41%, which is significantly higher than the sec-
ond model(X2 = 399, p < 0.001) and also the first baseline
(X2 = 343, p < 0.001).

Method Chance Baseline1 Baselin2
Proposed

Model
Accuracy 20% 31% 35% 41%

Table 1: Computational Results

Discussion The implications of this experiment are two
fold: 1. Our results demonstrate that background knowledge
can significantly improve text classification 2. Simple bag-of-
words techniques for incorporating knowledge may not work
as well, and may lack cognitive plausibility. Even though our
model has access to the same amount of information (text) as
the baseline model in the second setting, it significantly out-
performed it. Specifically, we argue that background knowl-
edge is treated differently than regular words used in a docu-
ment, and should be used as an interpretive lens, rather than
similar to other documents. In our model the effect of back-
ground knowledge was fixed and present during the whole
document vector training.
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Figure 3: The three different evaluated vector models. 3.a: Paragraph vector model which receives the reviews as input and
trains the vector representation of each document. 3.b: A revised version of 3.a where the input to the neural network are the
reviews which are concatenated with their related movie articles. 3.c: Our proposed model, where the vector representation of
each article is calculated (left side of 3.c) and it is then provided to the right-side framework. Matrix B, which is a representative
of background knowledge, is fixed during the training process and is used to a biasing factor for the vector representation of the
reviews.

Conclusion
Using two experiments, we demonstrated a significant im-
provement in text classification as a result of introducing
background knowledge. Specifically, we demonstrated: (1)
improvement in text classification accuracy of human partic-
ipants that were trained with some background knowledge
compared to novices, (2) the effect of incorporating back-
ground knowledge to a vector-based representation model.

In the first experiment, we asked participants to answer
four text classification questions, in which experts, who
were trained to have some background knowledge about the
movies, performed significantly better on classifying movie
reviews compared to novices. This indicates that when peo-
ple have textual prior information in a particular domain, they
can perform more accurate classifications. Furthermore, an-
alyzing the results based on the similarity of relational and
surface features throughout the reviews, we demonstrated that
when reviews shared common words and surface features, ex-
perts were able to select the reviews which belonged to the
same movie based on their relational features. This proves
the hypothesis that experts are able to identify deeper layers
of similarity among reviews, while novices focus on surface
features.

In the second experiment, we examined if incorporat-
ing background knowledge to a vector-based representation

model would improve text classification accuracy. The task
was to predict which of the three reviews were about the same
movie based on the cosine similarity of the document vec-
tors. The results indicated that providing textual background
knowledge to the computational model improves the accu-
racy of text classification. We built our model by adding the
background knowledge as a fixed vector to the neural net-
work which was present during the document vector training
process. Our results indicate that our model achieved sig-
nificantly higher accuracy compared to the two first settings.
This observation demonstrates that background knowledge
should not be treated as simple bag-of-words, but it rather
should be used as an interpretive lens through which other
texts get trained.

A particular application of our model could be culturally-
specific text classification. Our model could potentially be
used to investigate the role of cultural knowledge in text com-
prehension and classification. Our prior work demonstrates
that some cultural differences are evident even in how chil-
dren’s story books are written by different authors (Dehghani
et al., 2013). Our proposed model can be used to further in-
vestigate such differences.

One limitation of this model is that it lacks a mechanism
to form background knowledge or to update existing back-
ground knowledge. If this knowledge needs to be changed, or
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if it is context dependent, we would need to manually feed the
system with the newly fixed vectors representing background
knowledge. One way to address is to use delayed-updateting
rather than fixed vectors.
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Abstract 

The present study examined how differences in onset (cohort) 
and offset (rhyme) neighborhood density influence the types 
of spoken word recognition errors made by listeners. 
Simulations of the TRACE model were used to derive 
preliminary predictions. Younger (N=15) and older (N=15) 
adults identified spoken words presented in moderate noise. 
Participants exhibited the standard inhibitory effect of 
phonological neighborhood density: slower recognition of 
spoken words from denser neighborhoods, with a larger effect 
for older adults. Most errors were phonological neighbors 
with few unrelated errors. However, the manipulation of 
cohort and rhyme density produced an unexpected reversal: 
the relative proportion of cohort vs. rhyme errors was biased 
toward cohorts when cohort density was low or when rhyme 
density was high, and toward rhymes when cohort density 
was high or rhyme density was low. These results are not 
consistent with the TRACE simulations and suggest a more 
complex pattern of lexical competition.  

Keywords: neighborhood density; spoken word recognition; 
lexical selection; error type. 

Introduction 
Spoken word recognition requires listeners to map 
sequential phonological input onto stored lexical candidates. 
It is widely agreed that this mapping occurs incrementally, 
sequentially, and interactively: starting with the onset of 
speech input, proceeding along with the sequential speech 
input, and involving both bottom-up and top-down 
information flow (for a review see, e.g., Magnuson, 
Mirman, & Myers, 2013). One consequence of the 
incremental nature of spoken word recognition is the 
parallel activation of multiple lexical candidates based on 
partial match to the unfolding speech input and competition 
between those candidates. This competition can be easily 
demonstrated by phonological neighborhood density effects: 
words with many phonological neighbors are recognized 
more slowly and less accurately than words with fewer 
phonological neighbors (e.g., Luce & Large 2001; Luce & 
Pisoni 1998; Luce, Pisoni & Goldinger, 1990; Magnuson, 
Dixon, Tanenhaus & Aslin, 2007; Sommers, 1996). 

The most common definition of phonological neighbors is 
known as the “one phoneme rule”: a neighbor differs from 
the target word by no more than one phoneme through 
deletion, addition, or substitution (also called the DAS rule). 
Due to the sequential nature of speech input, the location of 
overlap also influences competition. For example, cohort 
competitors share the onset of the spoken word (i.e., first 

two phonemes), so they are activated early in processing 
and are associated with a larger competition effect relative 
to rhyme competitors, which share the offset of the spoken 
word (i.e., vowel and coda), and consequently become 
active later, when the target word (along with its cohort 
competitors) is already highly activated and therefore more 
strongly suppressing any new competitors (e.g., Allopenna, 
Magnuson & Tanenhaus, 1998; Magnuson et al., 2007).  

The addition of noise tends to increase competition from 
offset neighbors more than onset neighbors, regardless of its 
source (broadband noise: Brouwer & Bradlow, 2011; rhyme 
neighbors spoken in the background: Brouwer & Bradlow, 
in press) and locus of occurrence (concurrently with the 
target: Brouwer & Bradlow, 2011; somewhere in the 
sentential context: McQueen & Huetting, 2012). Moreover, 
older adults experience more competition from rhymes in 
noisy backgrounds than younger adults do (Ben-David et 
al., 2011), suggesting that age-related declines in hearing 
acuity may have a similar “noise” effect (Lash, Rogers, 
Zoller & Wingfield, 2013). 

Analyses of error types have provided unique insights into 
the cognitive and neural architecture of spoken word 
production (e.g., Dell, Schwartz, Martin, Saffran & Gagnon, 
1997; Schwartz, Dell, Martin, Gahl & Sobel, 2006; see 
Schwartz, 2014 for a review). To our knowledge, a similar 
analysis of overt error types in spoken word recognition has 
not been attempted. In the current study, we examined the 
relative proportion of cohort and rhyme errors during 
spoken word recognition as a function of cohort and rhyme 
neighborhood density.  

Phonological neighbors have been generally found to 
exert an inhibitory effect on recognition of a spoken target 
word. However, they should also exert a facilitative effect 
through excitatory feedback connections that support the 
shared phonological units such as phonemes. For example, 
“beet” competes with “heat”, but also sends feedback 
excitation to /i/ and /t/ phonemes, which send feedforward 
excitation to “heat”, thus producing an indirect facilitative 
effect. In spoken word recognition this facilitative effect is 
generally weaker than the direct inhibitory effect, though 
this is different in other tasks (e.g., visual word recognition) 
and can be modulated by preview of response options (see 
Chen & Mirman, 2012; 2015). Recurrent facilitation may 
increase cohort errors for targets from dense cohort 
neighborhoods and increase rhyme errors for targets from 
dense rhyme neighborhoods. Bormann, Kulke, Wallesch 
and Blanken (2008) report an analogous error pattern in 
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individuals with aphasia, who produced semantic errors 
more frequently for targets with many semantic neighbors, 
while omissions were more frequent for targets with few 
semantic neighbors. On the other hand, a dense cohort 
neighborhood may increase cohort ambiguity, possibly 
making rhyme errors more likely (and vice versa for rhyme 
neighborhoods). Further, since older adults exhibit increased 
rhyme competition relative to younger adults, younger 
adults may experience more competition from onsets, 
therefore producing more onset errors than older adults do. 

As the above demonstrates, it is difficult to intuit the net 
effect of the combination of direct inhibition and recurrent 
facilitation on error types. Therefore, we conducted 
preliminary simulations of the TRACE model (McClelland 
& Elman, 1986) in order to empirically determine an initial 
set of predictions from a widely-accepted interactive 
activation and competition model of spoken word 
recognition. 

 Simulations 
The simulations were conducted using the jTRACE 

implementation (Strauss, Harris & Magnuson, 2007) of the 
TRACE model of speech perception and spoken word 
recognition (McClelland & Elman, 1986). For each 
simulation, a target word was presented and response 
probabilities were computed using the R. D. Luce (1959) 
choice rule for four response options: the target word, a 
cohort competitor, a rhyme competitor, and a 
phonologically unrelated word. Minimal artificial lexicons 
were constructed to provide a simple context for testing 
effects of cohort and rhyme density. Each lexicon contained 
the same three critical quartets of words (target, cohort, 
rhyme, and unrelated). The base lexicon consisted of only 
those 12 words. Two additional lexicons were created by 
adding either four cohort or four rhyme competitors (to 
bring the total to 5 cohort or 5 rhyme competitors), and 
another two lexicons had an additional 5 cohort or 5 rhyme 
competitors (for a total of 10 cohort or 10 rhyme 
competitors). When the number of one kind of competitor 
was increased, the other competitor type was held constant 
(i.e., the lexicons with 1, 5, and 10 cohort neighbors 
contained only 1 rhyme neighbor; the lexicons with 1, 5, 
and 10 rhyme neighbors contained only one cohort 
neighbor). That is, we tested the same three sets of critical 
items at separately increasing numbers of cohort or rhyme 
competitors. Simulations were conducted using the default 
TRACE parameter set and with the addition of Gaussian 
noise (SD=0.5). The with-noise simulations were repeated 
10 times to average over idiosyncratic noise samples. 

Because participants in the behavioral experiment would 
be making forced-choice decisions between the target and 
specific cohort, rhyme, and unrelated distractors, for the 
simulations, lexical unit activation was converted into 
response probabilities among the defined set of four 
alternatives using the Luce choice rule. The Luce choice 
rule quantifies the activation of each response option 
relative to all other options and thereby provides one simple 

link between TRACE lexical unit activations and word 
recognition errors. The preliminary predictions were based 
on averages over cycles 5 to 40 because response 
probabilities were at baseline before cycle 5 and 
competition was essentially eliminated after cycle 40. 

Figure 1 shows the TRACE-predicted patterns of cohort 
errors (top panel), rhyme errors (middle panel), and 
unrelated errors (bottom panel) as a function of increasing 
rhyme density (red lines) or cohort density (blue lines), for 
both no-noise (solid lines) and with-noise (dotted lines) 
simulations. Because the goal of these simulations was to 
derive preliminary predictions using highly simplified 
lexicons, the specific predicted values are not as important 
as the qualitative pattern of error types.  

 
Figure 1: TRACE model predictions for effect of 
increasing rhyme density (red lines) or cohort density 
(blue lines) on probability of cohort errors (top panel), 
rhyme errors (middle panel), and unrelated errors 
(bottom panel). Solid lines show results of no-noise 
simulations, dotted lines show with-noise simulations. 
Note that the vertical axis scale differs in the top panel 
because cohort activations are substantially higher than 
rhyme and unrelated activations. 
  
The simulation results predict that increasing cohort 

density (blue lines) should have a minimal (possibly 
increasing) effect on cohort errors (top panel) while 
producing more rhyme and unrelated errors (middle and 
bottom panels). Increasing rhyme density (red lines) should 
substantially decrease cohort errors while moderately 
increasing rhyme and unrelated errors.  

The experiment was designed to provide new insights into 
the dynamics of lexical competition by considering error 
types in the context of these predictions. 
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Experiment 

Method 
Participants Two groups of participants with no history of 
neurological, language, or reading disorders completed the 
study: (1) 15 young adults (6 male, mean age = 21.5, age 
range = 18-38) recruited from Drexel University and (2) 15 
older adults (8 male; mean age = 67.9, age range = 61-79 
years) recruited from the MRRI Cognitive Rehabilitation 
Research Registry (Schwartz, Brecher, White & Klein, 
2005), who showed no signs of cognitive impairment based 
on the Mini Mental State Examination (Folstein, Folstein & 
McHugh, 1975; mean score = 28.1). 
 
Materials Stimuli were 600 monosyllabic English open 
class words (nouns and verbs), which were divided into 120 
targets and 480 distractors. The phonological neighborhood 
of target words was separately manipulated at word onset 
(first two phonemes, i.e., cohort) and word offset (vowel 
and coda, i.e., rhyme). Cohort density (high vs. low) was 
operationalized as the number, t(58) = 4.4, p < 0.0001, and 
summed frequency, t(58) = 4.23, p < 0.0001, of onset 
neighbors, while the number and summed frequency of 
offset neighbors was held constant (all p > 0.05). Rhyme 
density was operationalized as the number, t(58) = 10.47, p 
< 0.0001, and summed frequency, t(58) = 6.86, p < 0.0001, 
of offset neighbors, while the number and summed 
frequency of onset neighbors was held constant (all p > 
0.05). The manipulations of phonological neighborhood 
type and density resulted in four conditions of interest with 
30 trials each: high-density cohorts, low-density cohorts, 
high-density rhymes and low-density rhymes (see Table 1). 
The conditions were matched on number of phonemes and 
lexical frequency using the American National Corpus (Ide 
& Suderman, 2004), as well as on the length of the auditory 
file (all p > 0.05). Distractors were of four types: cohort 
neighbors, rhyme neighbors, cohort neighbors of rhyme 
distractors and rhyme neighbors of cohort distractors, and 
did not differ in number of phonemes, frequency, 
phonological neighborhood density and cohort density from 
targets (all p > 0.05). All auditory targets were recorded by 
a female native English speaker in a quiet room and 
normalized at 60 dB prior to adding 62 dB of white noise to 
make word recognition more difficult. 
 
Procedure Participants were seated at a comfortable 
distance (about 15 inches) from a computer monitor and 
asked to perform a spoken-to-written word matching task, 
consisting of 120 trials with a mid-way break. The task was 
modeled on identification of words in noise (e.g., Luce & 
Pisoni, 1998). Each trial began with a trial preparation 
screen presented for 2000 ms with a red circle in the center 
that decreased in size until it disappeared, at which point the 
auditory stimulus was presented over headphones. This was 
followed by a 1000 ms blank screen to allow auditory word 
recognition without bias from visually-presented response 
options. Finally, a 2 x 3 array of six response options was 

presented and remained on the screen until a response was 
made. 

Table 1: Mean (SD) target word characteristics. 

Measure 
Cohort Density Rhyme Density 
High Low High Low 

Auditory file 
length (ms) 

626.3 
(95.19) 

622.8 
(90.7) 

613.5 
(98.66) 

600.4 
(102.85) 

Number of 
phonemes 

3.40 
(0.5) 

3.43 
(0.5) 

3.40 
(0.62) 

3.43 
(0.68) 

Log frequency 1.24 
(0.68) 

1.29 
(0.54) 

1.06 
(0.33) 

1.02 
(0.28) 

Number of 
neighbors 

19.03 
(9.69) 

14.97 
(8.34) 

20.33 
(8.99) 

10.80 
(5.33) 

Summed freq. 
neighbors 

23.24 
(14.02) 

18.04 
(11.61) 

22.91 
(11.59) 

11.04 
(6.19) 

Number cohort 
neighbors 

96.37 
(73.49) 

35.27 
(19.8) 

48.63 
(32.6) 

57.60 
(41.21) 

Summed freq.  
cohort neigh 

64.83 
(48.8) 

 25.75 
 (13.48) 

34.27 
(22.75) 

39.58 
 (27.34) 

Number rhyme 
neighbors 

18.97 
(11.90) 

14.60 
(8.62) 

24.47 
(10.16) 

4.70 
(1.95) 

Summed freq. 
rhyme neigh 

24.71 
(23.44) 

17.88 
(12.41) 

31.04 
(21.19) 

4.35 
(2.30) 

 
The response array contained the target (e.g., CAP), a 

cohort distractor (e.g., CAT), a rhyme distractor (e.g., LAP), 
a cohort neighbor of the rhyme distractor (e.g., LAG), a 
rhyme neighbor of the cohort distractor (e.g., MAT), and an 
undecided response option (i.e., ?) to reduce guessing. See 
Table 2 for examples. This made it difficult to guess the 
target simply from the structure of the response array (i.e., 
the target was not the only option with phonologically 
related distractors; there were two other response options 
that also had cohort-related and rhyme-related distractors). 
The response options were presented in black capital letters 
against a white background and their locations were 
randomized on each trial.  

Participants were instructed to select the cell containing 
the word they heard either using a mouse (younger adults) 
or using their hand on a touch-sensitive monitor (older 
adults). They were also encouraged to select the “?” 
response option whenever they were unable to recognize the 
target. Both speed and accuracy were stressed. A set of 20 
practice trials preceded the experimental set.  

 
Table 2: Stimulus examples. 

Results 
Reaction Times Correct-response latencies were analyzed 
using linear mixed-effects models with crossed random 

Response High Density Low Density 
Target CAP FOX 
Cohort Distractor (CD) CAT FOG 
Rhyme Distractor (RD) LAP BOX 
Cohort Neighbor of RD LAG BOSS 
Rhyme Neighbor of CD MAT JOG 
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effects of subjects and items (Baayen, Davidson & Bates, 
2008; Barr, Levy, Scheepers & Tily, 2013) implemented in 
R version 3.0.2 (R Core Team, 2013) using the lme4 
package version 1.0-5 (Bates, Maechler, Bolker & Walker, 
2013). The models included fixed effects of Density Level 
(High vs. Low), Density Type (Cohort vs. Rhyme), and 
Age, and maximal random effect structures (random 
intercepts and slopes of Density Type and Level by subjects 
and of Age by items). Degrees of freedom for parameter-
specific significance tests were estimated using the 
Kenward-Roger approximation implemented in the pbkrtest 
package version 0.4-2 (Halekoh & Højsgaard, 2014). 

Average naming latencies are shown in Table 3. Overall, 
older adults were substantially slower to respond than 
younger adults were (t(36) = 4.7, p < 0.001), though recall 
that older adults used a touch-screen to respond whereas 
younger adults used a mouse, which may also have affected 
response times. Responses were slower for high 
phonological neighborhood density words than for low 
neighborhood density words (t(36) = 2.2, p < 0.05), 
consistent with many prior reports of inhibitory effects of 
phonological neighborhood density in spoken word 
recognition. This main effect must be interpreted in the 
context of a statistically significant interaction: across both 
types of neighborhood density, the effect of density for 
older adults was significantly larger than for younger adults 
(t(36) = 2.4, p < 0.05).  
 

Table 3: Mean (SE) response times. 

Age Group 
Cohort Density Rhyme Density 
High Low High Low 

Older 2252 
(132) 

1952 
(118) 

2198 
(137) 

2069 
(123) 

Younger 1505 
(118) 

1358 
(102) 

1405 
(123) 

1460 
(108) 

 
Accuracy Accuracy was analyzed using logistic mixed-
effects models with crossed random effects of subjects and 
items (Baayen et al., 2008; Barr et al., 2013; Jaeger, 2008). 
The full model included fixed effects of Density Level 
(High vs. Low), Density Type (Cohort vs. Rhyme), and 
Age, and maximal random effect structures (random 
intercepts and slopes of Density Type and Level by subjects 
and of Age by items). The only statistically significant 
effect was higher accuracy for younger adults compared to 
older adults (χ2(1) = 4.89, p < 0.05; 95% confidence 
intervals: Older adults: 79.6% - 89.7%; Younger adults: 
86.4% - 94.3%).  

 
Error Types Figure 2 shows the error type totals by Age 
Group, Density Type (Cohort Density in left panels, Rhyme 
Density in right panels), and Density Level (High vs. Low). 
Almost all errors were of one of three types: cohort 
distractor, rhyme distractor, or undecided (i.e., very few 
unrelated errors).  

A striking pattern of trade-offs between cohort and rhyme 
distractor errors is clear from the blue and pink segments at 

the base of each bar stack in Figure 2. Cohort errors appear 
to be more likely when cohort density is low or when rhyme 
density is high. Conversely, rhyme errors appear to be more 
likely when cohort density is high or when rhyme density is 
low.  

To quantify this trade-off directly and to mitigate the 
sparseness of the individual trial data, we computed the 
empirical log-odds (e.g., Barr, 2008) of cohort vs. rhyme 
errors for each participant in each condition (high vs. low 
cohort density, high vs. low rhyme density), which are 
plotted in Figure 3. 

 
Figure 2: Cumulative total errors by type for younger 
adults (top panels) and older adults (bottom panels).  

 
Positive values (right of vertical black line) indicate that 
cohort errors were more likely than rhyme errors; negative 
values (left of vertical black line) indicate that rhyme errors 
were more likely than cohort errors. The vertical axis 
(Condition) refers to density type, the colors indicate 
density level within each type, and the age groups are shown 
in separate panels although the pattern is essentially the 
same for both. These data were analyzed using linear 
mixed-effects models with fixed effects of age, density type 
(cohort vs. rhyme) and density level (high vs. low) and 
random effects of participants and by-participant random 
slopes of density type and level.  

 

 
Figure 3: Empirical log-odds of cohort vs. rhyme errors.  
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There was a significant density type by density level 
interaction (χ2(1) = 41.97, p < 0.0001), confirming that 
when cohort density was high, rhyme errors were more 
common than cohort errors but when cohort density was 
low, cohort errors were more common than rhyme errors. 
The pattern for rhyme density was the exact opposite: when 
rhyme density was high, cohort errors were more common 
than rhyme errors but when rhyme density was low, rhyme 
errors were more common than cohort errors. This overall 
pattern was marginally modulated by age (age by density 
type by density level interaction: χ2(1) = 3.00, p = 0.08): 
younger adults showed a marginally larger density type by 
density level interaction (points in the top panel of Figure 3 
are somewhat more widely spaced than points in the bottom 
panel). 

Discussion 
The current study evaluated how differences in cohort and 
rhyme neighborhood density influence the types of errors 
made by younger and older adults in identifying spoken 
words presented in moderate noise. We replicate the latency 
patterns previously reported in the literature, showing 
overall slower recognition of spoken words from denser 
neighborhoods (see Luce and colleagues), with a larger 
effect for older adults (Sommers, 1996). Younger adults 
were overall more accurate than older adults. The key novel 
finding was that the relative proportion of cohort vs. rhyme 
errors was shifted toward cohorts when rhyme density was 
high, and toward rhymes when cohort density was high. 
Younger adults showed a marginally larger density type by 
density level interaction.  

The observed error patterns depart from the TRACE 
model simulations in two important respects. First, overall 
there were nearly as many rhyme errors as cohort errors, 
whereas the simulations predicted substantially more cohort 
errors than rhyme errors. Adding noise increased rhyme 
error probability in the TRACE model (as we have 
previously found: Mirman et al., 2011) -- not quite to the 
level of cohort errors, but a larger amount of noise might be 
able to accomplish that. However, adding noise also 
increased unrelated error probability, keeping them at nearly 
the same level as rhyme errors. In the behavioral data, 
unrelated errors were very rare, substantially more rare than 
cohort and rhyme errors. That is, the simulations incorrectly 
predicted the overall relative rates of cohort, rhyme, and 
unrelated errors. 

Second, the simulations incorrectly predicted that rhyme 
errors would increase slightly in both high cohort and high 
rhyme density conditions, and that cohort errors would 
decrease in the high rhyme density condition. Instead, the 
behavioral data showed a very symmetric reversal: words 
with higher rhyme density and words with lower cohort 
density both elicited increased cohort errors and reduced 
rhyme errors. 

The discrepancy between the behavioral results and the 
predictions generated by the TRACE model is striking and 
suggests that in its current form, the model fails to account 

for the error pattern humans produce in spoken word 
recognition. However, the model failure must be interpreted 
with care, as there are a number of reasons why the 
mismatch between model and human behavior may have 
occurred (see Magnuson et al., 2012 for discussion of 
assessing model failures). The TRACE model is a general 
model of speech perception and spoken word recognition 
and includes a (simple) system for producing forced-choice 
responses. It is possible that some properties of our spoken-
to-written word matching task modulate lexical activation, 
competition, or selection in a way that is not captured by the 
TRACE model.  

It is also possible that the simple artificial lexicon used for 
our preliminary simulations did not capture aspects of the 
true English lexicon that give rise to these effects, though it 
is not apparent what those aspects are. Further, the restricted 
phonemic inventory of the TRACE model makes it 
impossible (or at least very difficult) to model a realistic 
English lexicon. For the preliminary simulations reported 
here, we opted for the tractability of a simple lexicon, but 
future simulations should consider whether the critical 
reversal would be produced by a more complex and realistic 
lexicon.  

An alternative possibility is that the single inhibition 
parameter that determines lexical inhibition in the TRACE 
model does not fully capture lexical inhibition dynamics. 
Future simulations will explore alternative formulations of 
lexical inhibition. 
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Abstract

How does abstract structure emerge during language learning?
On some accounts, children’s early syntax emerges from direct
generalizations from particular lexical items, while on others,
syntactic structure is acquired independently and follows its
own timetable. Progress on differentiating these views requires
detailed developmental data. Using parental reports of vocabu-
lary and grammar abilities, previous analyses have shown that
early syntactic abstraction strongly depends on the growth of
the lexicon, providing support for lexicalist and emergentist
theories. Leveraging a large cross-linguistic dataset, we repli-
cate and extend these findings, demonstrating similar patterns
in each of four languages. Moreover, the power of our dataset
reveals that there are measurable effects of age over and above
those attributable to vocabulary size, and that these effects are
greater for aspects of language ability more closely tied to syn-
tax than morphology. These findings suggest non-lexical con-
tributions to the growth of syntactic abstraction that all theories
must address.
Keywords: Language acquisition; word learning;
morphology; syntax; development.

Introduction
A child as young as two or three (who happens to be acquir-
ing English) can hear someone say Alice glipped the blicket
and draw a wealth of inferences from the morphological and
syntactic structure of that utterance: that Alice and blicket are
entities in the world and glipping is an action; that Alice is
the one glipping and the blicket is the thing being glipped;
that glipping occurred in the past (rather than the present, as
in Alice is glipping the blicket); that a single blicket was in-
volved (rather than multiple, as in Alice glipped the blickets).
What mechanisms underlie the formation of generalizations
that support such inferences? Does an understanding of the
abstract structure of language emerge from the interactions
of individual words, or is structure acquired and represented
separately?

On nativist theories like principles and parameters
(Chomsky, 1981; Baker, 2005), grammar emerges indepen-
dently from lexical knowledge following its own, largely mat-
urational, timetable. According to lexicalist theories, in con-
trast, grammatical structure emerges from graded generaliza-
tions on the basis of lexical items, and at least early in devel-
opment, there may be little or no representation of morpho-
logical and syntactic rules or regularities per se (Tomasello,
2003). Even when syntactic structures are eventually repre-
sented, these representations are directly related to more con-
crete lexical structure (Bannard, Lieven, & Tomasello, 2009).
Therefore, grammatical development should be tightly yoked
to lexical development (Bates & Goodman, 1999). Data on
the relationship between the lexicon, grammar, and age are
important for informing this fundamental theoretical debate.

One source of such data is the MacArthur-Bates Commu-
nicative Development Inventory (CDI), a widely-used assess-
ment tool in which parents report which words their child
produces on a checklist organized by lexical-semantic cate-
gories. Children’s vocabulary size can thus be estimated over
the entire checklist, or for sub-categories. The CDI also pro-
vides indices of grammar learning by asking about children’s
use of inflected forms (e.g., walked) and the complexity of
their word combinations (e.g., kitty sleeping / kitty is sleep-
ing). Influential early findings using this measure showed that
early vocabularies tend to be composed primarily of nouns,
while verbs and closed-class forms, which might support the
transition into complex sentences, are typically acquired later
(Bates et al., 1994). Further, across different populations and
languages, global estimates of grammatical development are
more strongly predicted by overall vocabulary size than by
age, providing support for lexicalist theories (see Bates &
Goodman, 1999 for a review).

While impressive in their time, the scope and power
of these early studies were limited, relying on relatively
small norming samples (1000–2000 children) with few op-
portunities for direct comparisons of the nature or extent
of these relations across languages. The current study
addresses these limitations by using data from Wordbank
(wordbank.stanford.edu), a new web-based tool that ag-
gregates pre-existing samples of CDI data into a consistent
format across forms and languages. While still in develop-
ment, the resulting database is already considerably larger
than those previously available, and thus allows analyses
of lexical-grammar-age relations with enhanced statistical
power and broader cross-linguistic representation.

In the current study, we present data from 19,822 children
aged 16–32 months, using adaptations of the CDI Words &
Sentences form in four languages: English, Spanish, Nor-
wegian, and Danish. We replicate classic findings of strong
lexicon-grammar relations and patterns of vocabulary com-
position across four languages. We also extend these findings
through novel analyses afforded by the Wordbank database.

We explore a hypothesis that was not explicitly tested in
these earlier studies: that there remains age-related variance
in grammatical development unexplained by vocabulary de-
velopment. While the overall relationship between grammar
and the lexicon provides support for lexicalist theories, the
identification of age-related variance would suggest the pres-
ence of developmental processes that regulate grammar learn-
ing, above and beyond those captured by measures of vocabu-
lary size. Such age-related processes could be either matura-
tional or experiential, and either domain-general (like work-
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ing memory) or language-specific (like grammatical compe-
tence). Since both nativist and constructivist theories could in
principle predict age-linked variance in grammatical develop-
ment, our goal in the current work is not to differentiate be-
tween these theories, but instead to test this novel prediction
and explore its implications for future work on understanding
the processes of grammatical development.

An additional contribution of our work is that due to the
size of our dataset, we are able to make more fine-grained
distinctions than the initial cut between grammar and the lex-
icon. In particular, we distinguish morphology from multi-
word syntax, since morphological generalizations might be
more specifically dependent on vocabulary size than those
requiring more global, sentence-level syntactic regularities.
Similarly, we distinguish age-related contributions to differ-
ent parts of the vocabulary. Lexical items like verbs often
require some syntactic information to learn (Gleitman, 1990)
and hence might be more linked to age-related factors that
extend beyond vocabulary size.

The outline of the paper is as follows. We begin by describ-
ing the Wordbank database, the CDI measures, and our gen-
eral analytic approach. We then describe two sets of analyses
exploring the contribution of age to lexicon-grammar links
(Analysis 1) and to patterns of vocabulary composition (Anal-
ysis 2). In Analysis 1, we delineate the grammar sections into
items that reflect a broad distinction between inflectional mor-
phology vs. sentence-level syntactic knowledge. We expect
that age-related contributions to grammar should be evident
to a larger extent for syntax than morphology. In Analysis 2,
we further leverage this technique to determine if age-related
contributions vary across word classes. In particular, we pre-
dict that acquisition of predicates (verbs and adjectives) and
function words should be relatively more dependent on syn-
tactic factors than acquisition of nouns, and thus should ex-
hibit a greater relative influence of age. These analyses reveal
greater effects of age on aspects of grammar that are more
aligned with syntax than with morphology, and greater ef-
fects of age on function words and perhaps on predicates than
on nouns. In the General Discussion, we consider potential
domain-specific and domain-general explanations consistent
with these findings.

Analyses
Methods
CDI Form Database We developed Wordbank, a struc-
tured database of CDI data, to aggregate and archive CDI data
across languages and labs and facilitate easy querying and
analysis. By collecting language development data at an un-
precedented scale, Wordbank enables the exploration of novel
hypotheses about the course of lexical and grammatical de-
velopment. At the time of writing, Wordbank included data
on four languages: English (Fenson et al., 2007), Spanish
(Jackson-Maldonado, Thal, Marchman, Bates, & Gutiérrez-
Clellen, 1993), Norwegian (Simonsen, Kristoffersen, Ble-
ses, Wehberg, & Jørgensen, 2014), and Danish (Bleses et

al., 2008), with both cross-sectional and longitudinal data.
This dataset encompasses norming data from each language
as well as a number of smaller-scale studies, some of which
did not provide data from the grammar sections.

CDI Measures In all four languages, the CDI forms con-
tain both vocabulary checklists and other questions relevant
to the child’s linguistic development. All of the data reported
here come from the Words & Sentences form, administered
to children ages 16–32 months. Each of these instruments in-
cludes a Vocabulary section, which asks whether the child
produces each of around 700 words from a variety of se-
mantic and syntactic categories (e.g., foot, run, so); a Word
Form section, which asks whether the child produces each
of around 30 morphologically inflected forms of nouns and
verbs (e.g., feet, ran); and a Complexity section, which asks
whether the child’s speech is most similar to the syntactically
simpler or more complex versions of around 40 sentences
(e.g., two foot / two feet, there a kitty / there’s a kitty). Each
language’s instrument is not just a translation of the English
form, but rather was constructed and normed to reflect the
lexicon and grammar of that language.

To analyze lexical and grammatical development, we de-
rive several measures. Each child’s vocabulary size is com-
puted as the proportion of words on the corresponding CDI
form that the child is reported to produce. Similarly, each
child’s Word Form score is the proportion of word forms they
are reported to produce, and their Complexity score is the pro-
portion of complexity items for which they are reported to use
the more complex form. We compute all of these quantities as
proportions to make the scales comparable across languages.

Analysis 1: Syntax and Morphology

By two years, most children have a sizable working vocab-
ulary, including verbs, prepositions, and closed class forms
that perform grammatical work. They are also beginning to
use multi-word combinations (e.g., mommy sock) and may
demonstrate productive use of inflectional morphemes (e.g.,
past tense -ed). Previous studies have found a strong con-
nection between the size of the lexicon and grammatical de-
velopment as measured by the Complexity section, in many
languages including English, Italian, Hebrew, and Spanish
(see Bates & Goodman, 1999). However, no study has had
the power and cross-linguistic representation to go beyond
this initial finding to explore relations to grammatical items
that vary in morphological/syntactic features. We extend this
work by examining grammatical development using two mea-
sures: the Word Form checklist as a window into morphology
and the Complexity checklist as a window into syntax. For
each measure, we investigate the effects of vocabulary size
and age.

Results We wanted to estimate how much variance in chil-
dren’s syntactic and morphological development remains af-
ter accounting for that child’s vocabulary size. Specifically,
we asked whether age provides additional predictive power
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Figure 1: Each point shows an individual child, indicating their total vocabulary size and Word Form or Complexity score, with color showing
their age bin (English n = 4137; Spanish n = 1094; Norwegian n = 8505; Danish n = 2074). Panels show different languages, and curves are
logistic regression models fit separately for each language and measure. The models were specified as score ∼ vocab + age.

Figure 2: For each language and measure, the model’s age effect
coefficient. Ranges show the 95% confidence interval of the coef-
ficient estimate. Across languages, Complexity has a substantially
larger age effect than Word Form.

All data and code for these analyses are available at
https://github.com/dyurovsky/cdi-grammar

beyond vocabulary size. To estimate this effect, we fit logis-
tic regression models to each child’s Word Form and Com-
plexity scores, predicting score as a function of vocabulary
size and age in months. For all languages and measures, the
evidence is overwhelmingly in favor of the model using both
vocabulary and age as predictors, as compared to the model
using only vocabulary (the smallest difference in AIC is 76).

Figure 1 shows the data and models: each point represents
a child’s score on a measure, while curves show the relation-
ship between score and vocabulary size. For all languages,
the curves for Word Form are nearly overlapping, showing
little differentiation across age groups. This indicates only
small contributions of age above and beyond vocabulary. In
contrast, the curves for Complexity show a characteristic fan
across age groups, indicating that the relationship between
vocabulary size and complexity score is modulated by age.

Because of the size of our samples, all main effects and
interactions are highly significant. To assess the extent of
the age contribution to children’s morphological and syntac-
tic development, we compared the coefficients of Word Form
and Complexity models. Figure 2 shows the coefficient of
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Figure 3: For each language and item, the model’s age effect coefficient. Ranges show the 95% confidence interval of the coefficient estimate.
Across languages, Word Form items tend to have smaller age effects, Morphological Complexity items tend to have middling age effects, and
Syntactic Complexity items tend to have larger age effects. (Note: No Spanish complexity items had exclusively morphological content.)

the age effect for each measure across languages. In each
language, the age effect coefficient is substantially larger for
Complexity than for Word Form, indicating a greater age ef-
fect on those items that generally align with syntax than mor-
phology.

Given the heterogeneous nature of the CDI instruments,
particularly in the Complexity sections, we further broke
down these items by classifying them as capturing more mor-
phological or more syntactic phenomena. Items for which the
difference between the simple and complex sentences is in the
inflection of a noun or verb (such as doggie kiss me / doggie
kissed me) were coded as Morphological. The remainder of
the items were coded as Syntactic, since they involve the use
of some sentence-level syntactic construction (such as doggie
table / doggie on table).

We then fit predictive models as above separately for every
item. Figure 3 shows the age effect coefficient for each item.
In general, there is a three-way split: age effects are smallest
for Word Form items, then Morphological Complexity items,
and largest for Syntactic Complexity items, suggesting that
more syntactic phenomena have greater age contributions.

Discussion Building on previous analyses that showed a
strong relationship between lexical and grammatical develop-
ment, we incorporated age into this relationship. Across lan-
guages, our measures of syntactic development consistently
showed greater age modulation than measures of morpholog-
ical development. Further, distinguishing between items that
were more reflective of syntax than morphology, we again
found greater age effects for more syntactic items. Thus, this
analysis provides evidence for a relationship between syntac-
tic development and age not captured by lexical development.

Analysis 2: Vocabulary Composition

Early vocabulary development is typically characterized by
the learning of names for caregivers and common objects,
while later in development, children tend to diversify their vo-
cabulary by increasing the proportion of predicates (verbs and
adjectives) and closed class words. This over-representation
of nouns has been found across a number of analyses and in
a variety of languages (Bates et al., 1994; M. Caselli et al.,
1995; Bornstein et al., 2004), though not all (Tardif, 1996;
Choi & Gopnik, 1995). For our purposes, we are interested
in using these analyses of vocabulary composition to test for
the same kind of age-related differences that we found in the
Complexity and Word Form analyses.

We predict that age should have relatively more effect
on the proportion of predicates and function words in chil-
dren’s vocabularies than on the proportion of nouns. Con-
crete nouns are hypothesized to be learned initially from both
co-occurrences between words (Yu & Smith, 2007) and by
social cues to reference to particular objects (Bloom, 2002).
On neither account should syntactic information be a primary
information source (though syntax might be more informa-
tive for abstract nouns). In contrast, for other types of words,
syntax should be more important for learning their meaning.

On the syntactic bootstrapping hypothesis (Gleitman,
1990; Fisher, Gertner, Scott, & Yuan, 2010), verbs espe-
cially are learned by mapping the syntactic structure of ut-
terances to the thematic structure of observed events, for ex-
ample by noticing that the subject of a sentence matches the
agent in one particular ongoing event but not another (“the
cat is fleeing the dog” matches FLEES(CAT, DOG) but not
CHASES(DOG, CAT)). A similar argument can be made for
adjectives, since identification of the modified noun is sim-
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Figure 4: Proportion of a particular CDI category, plotted by total vocabulary size. Each point shows an individual child, with color showing
their noun, predicate, and function word vocabulary. Panels show different languages, and curves are regression models fit separately for each
language, specified as proportion ∼ vocab + age (English n = 5595; Spanish n = 1094; Norwegian n = 10095; Danish n = 3038).

ilarly critical for inferring the meaning of the modifier. By
the same logic, function words should be even harder to
learn without some understanding of their syntactic relations.
Thus, if syntactic development is related in some way to age,
we should see larger age effects on predicate and function
word acquisition than on noun acquisition.

Results Each CDI form contains a mixture of words in dif-
ferent classes. We adopt the categorization of Bates et al.
(1994), splitting words into nouns, predicates (verbs and ad-
jectives), function words, and other words. For each child’s
vocabulary, we compute the proportion of the total words in
each of these categories that they are reported to produce.

For each of the four languages in our sample, we plot
these proportions against total vocabulary. These functions
are shown in Figure 4: Each point represents a child’s knowl-
edge of a particular class, while curves show the relationship
between a class and the whole vocabulary. If categories grow
independently of one another, these curves should approxi-
mate the diagonal. This pattern is not what we observe, how-
ever: Across the languages in our sample, nouns are system-
atically over-represented in smaller vocabularies (shown by a
curve that is above the diagonal), while function words—and
to some extent, predicates—are under-represented.

Next, we measure the contribution of age to vocabulary
composition. We fit a logistic model to all children’s data for
each word class, predicting word-class proportion as a func-
tion of total vocabulary and age (as in Analysis 1). Figure 5
shows age coefficients for each of these models across lan-
guages. In all four languages, the age coefficient is substan-
tially larger for function words than for nouns. This asymme-
try can be interpreted as evidence that, for two vocabulary-
matched children, the older child would tend to produce rela-
tively more function words than the younger. In English and
Norwegian, the same regularity holds for predicates, while
for Spanish and Danish, predicates and nouns are more simi-
lar to one another.

Discussion We replicated previous analyses (Bates et al.,
1994) showing an over-representation of nouns in the devel-

Figure 5: For each language and lexical category, the model’s
age effect coefficient. Ranges show the 95% confidence interval of
the coefficient estimate. Across languages, predicates and function
words tend to have a substantially larger age effect than nouns.

oping lexicon and an under-representation of predicates and
function words. We also predicted that—if syntactic general-
ization was in some way tied to age—predicates and function
words would show relatively more age influence than nouns.
Although there was some cross-language variation in predi-
cate terms, overall this prediction was confirmed across the
languages we examined. Thus, this analysis provides addi-
tional evidence for a relationship between syntactic develop-
ment and age, independent of the growth of the lexicon.

General Discussion

The current study revisits classic findings but also explores
novel questions regarding lexicon-grammar relations and vo-
cabulary composition through Wordbank, a newly-developed
web-based tool for cross-linguistic analyses of large CDI
datasets. Our results provided general support for a lexical-
ist view, in that, in four languages, variance in vocabulary
production strongly aligned with variance in grammar. How-
ever, we also estimated additional age-related contributions,
specifically contrasting the links to morphological forms vs.
syntactic constructions, and to different lexical categories.
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In general, we find that measures of grammar that are more
closely aligned with syntax are modulated by age to a greater
extent than those reflecting morphology. Also, we find that
the trajectories of predicate and function word representation
in the vocabulary are modulated by age to a greater extent
than noun representation (albeit with some variability across
languages). Both findings suggest a place for developmental
processes that facilitate grammatical acquisition beyond pure
lexical growth.

Our analyses suggest interesting new areas of research re-
garding possible mechanisms driving children’s early lexi-
cal development and how those mechanisms might support
children’s transition from single words to more grammati-
cally complex utterances. One possibility is that these devel-
opments are dependent on maturational factors that operate
on grammatical development in a domain-specific way, inde-
pendent of lexical-semantic processes. Another possibility is
that age-related effects represent more domain-general learn-
ing mechanisms, such as attention or working memory, that
provide differential support for sentence-level processes than
word-internal ones (Gathercole & Baddeley, 2014). Future
studies should also explore the extent to which lexical and
age-related processes are shaped, either independently or in
tandem, by features of the learning environments that chil-
dren experience (e.g., Weisleder & Fernald, 2013).

Questions about the nature of grammatical representa-
tions in early language have often seemed deadlocked. But
by mapping out developmental change across large samples
and multiple languages, our findings here challenge theories
across the full range of perspectives to more fully describe the
mechanistic factors underlying the interaction of vocabulary,
grammar, and development.
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Abstract
Causal models are key to flexible and efficient exploitation
of the environment. However, learning causal structure is
hard, with massive spaces of possible models, hard-to-compute
marginals and the need to integrate diverse evidence over many
instances. We report on two experiments in which participants
learnt about probabilistic causal systems involving three and
four variables from sequences of interventions. Participants
were broadly successful, albeit exhibiting sequential depen-
dence and floundering under high background noise. We cap-
ture their behavior with a simple model, based on the “Neu-
rath’s ship” metaphor for scientific progress, that neither main-
tains a probability distribution, nor computes exact likelihoods.

“We are like sailors who on the open sea must reconstruct
their ship but are never able to start afresh from the bottom.
Where a beam is taken away a new one must at once be put
there, and for this the rest of the ship is used as support.”
(Quine, 1969, p3)

Introduction
It is tremendously hard to learn causal models. Even in ap-
parently simple circumstances, it is necessary to cope with
a huge diversity of complex, noisy and probabilistic interac-
tions, and thus to integrate, often painfully, over extended ex-
perience. Optimal reasoning with distributional causal beliefs
places substantial demands on inference and storage. Nev-
ertheless, in several studies (Bramley, Lagnado, & Speeken-
brink, 2014; Coenen, Rehder, & Gureckis, 2014; Lagnado
& Sloman, 2004, 2006; Steyvers, 2003) it has been shown
that people can learn successfully from interventional data
in probabilistic scenarios. Existing experiments have largely
been confined to small structures, small data and semi-
determinism, thus limiting the computational demands and
the need for heuristics or approximations. Here, we report on
two experiments designed to tax learning more severely, with
a broad range of structures, long sequences of data points,
and substantial noise (Experiment 1) whose level and nature
participants have to infer as they learn (Experiment 2). We
thereby examine how people deviate from rational norms, and
explore what this can tell us about their psychological pro-
cesses.

Representing causal structure
We adopt a ubiquitous framework for formalizing models
of causal structure – the parametrized directed acyclic graph
(Pearl, 2000). Arrows represent causal connections; and pa-
rameters encode the influence of parents (the source of an
arrow) on children (the arrow’s target). Such graphs can
represent continuous variables and any forms of causal rela-
tionship; here we focus on binary {0,1} variables and gen-

erative connections. We adopt Cheng’s power PC (1997)
parametrization for which the probability that a variable takes
the value 1 is a noisy-OR combination of the power or
strength S of any active causes in the model, together with
an omnipresent background cause B that is exogenous to the
model. S and B are assumed to be the same for all connec-
tions and components, and there is no other latent variable
(although see Buchanan, Tenenbaum, & Sobel, 2010).

Optimal structure learning
The likelihood of a datum (a complete observation, or the
outcome of an intervention) d given a noisy-or parametrized
causal model m over variables X , with strength and back-
ground parameters S and B is

P(d|m,S,B) = ∏x∈X P(dx|dpa(x),S,B) (1)

P(dx = 1|dpa(x),S,B) = 1− (1−B)(1−S)∑y∈pa(x) dy (2)

where pa(x) denotes the parents of variable x in the causal
model. We can thus compute the posterior probability of
model m ∈M over a set of models M given a prior P(M) and
observations D. We can condition on S and B if known:

P(m|D,S,B) =
P(D|m,S,B)P(m|S,B)

∑m′∈M P(D|m′,S,B)P(m′|S,B)
(3)

or else marginalize over their possible values

P(m|D) =

∫
S,B P(D|m,S,B)p(S,B)P(m) dS dB

∑m′∈M
∫

S,B P(D|m′,S,B)p(S,B)P(m′) dS dB
(4)

If data arrive sequentially, we can either integrate them at
the end, or update our beliefs sequentially, taking the current
posterior as the new prior P(M) for the next datum1.

Scope for approximation
Learning is hard because the number of possible graphs
grows rapidly with the number of components (3, 4 and 5-
variable problems have 25, 543, 29281 respectively) and there
is no known closed form update for densities over S and B in
noisy-OR models. To understand how people might mitigate
this computational explosion, we take inspiration from ma-
chine learning.

Approximating with a few hypotheses One common ap-
proximation is based on a manageable number of individual
hypotheses, or particles (Liu & Chen, 1998), with weights

1For the present, we ignore the related question of active learning
– i.e., the efficient selection of interventions. See the discussion.
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corresponding to their relative likelihoods. Sophisticated
reweighting and resampling schemes allow particle filters im-
pressive fidelity.

In rodent learning (Courville & Daw, 2007), and human
categorisation (Sanborn, Griffiths, & Navarro, 2010) and bi-
nary decision making (Vul, Goodman, Griffiths, & Tenen-
baum, 2009), it has been proposed that people’s beliefs ac-
tually behave more like a single particle, capturing why indi-
viduals often exhibit fluctuating and sub-optimal judgements,
whereas group-level posteriors are smooth.

Local search A related simplification is to edit these parti-
cle hypotheses only locally – for instance adding, subtracting
and reversing individual connections to one’s current causal
structure in searching for changes that make the model more
likely (Cooper & Herskovits, 1992). This is approximate
since the complex dependencies between the connections im-
ply that one cannot guarantee to be able to learn each one
separately (although see Fernbach & Sloman, 2009).

Prior assumptions People might also exploit simplifying
priors, for instance, expecting causal connections to be strong
(high Strength) and sparse (low Background noise) (Lu,
Yuille, Liljeholm, Cheng, & Holyoak, 2008), and structures
to be “well designed” (Bramley, Gerstenberg, & Lagnado,
2014), lacking redundant connections, or unconnected com-
ponents. These would be sensible, since causal models sim-
plify inference only to the extent that their structure reduces
the number of relata per variable. Mayrhofer and Wald-
mann (2011) suggest that people might favor determinis-
tic causal structures, accommodating noisy data by assum-
ing that causal connections are occasionally “broken”. Their
study assumed an absence of background noise; but one could
imagine an equivalent accommodation treating inexplicable
events as being ‘miraculous’. This suggests the heuristic
proxy for likelihood judgments for a model as a simple count
of the number of variables lacking explanation.

A class of simple structural change models

The resulting picture of a heuristic causal learner is remi-
niscent of Neurath and Quine’s (1969) metaphor for theory
change in science. Here, the theorist is cast as relying on
their theory to stay afloat, without the privilege of a dry-
dock to make major improvements. At most local changes
to patch leaks and to improve the theory are possible, without
the whole space of possibilities ever being considered.

Similarly, we propose that causal learners might: (1) main-
tain only a single causal model (a single particle) bt−1 at time
t − 1; (2) search for local improvements (adding, subtract-
ing, reorienting edges) in order to (3) (approximately) max-
imize the number of aspects of the new data dt for which
their model can account (Figure 1). Iterating this proce-
dure leads to reasonable, though sub-optimal, causal structure
judgments without either representing more than one causal
model or remembering old evidence.

We parametrized a whole class of such models via two con-

structs: the dissimilarity between bt−1 and a potential new bt ,
and the suitability of that bt for capturing dt . We quantified
dissimilarity in two ways. One is simple difference E∗bt bt−1

,
which is 1 iff bt is non-identical to bt−1 and 0 otherwise. The
second is the Edit distance Ebt bt−1 , which counts the num-
ber of edits (additions, subtractions, reversals of links) going
from bt−1 to bt (ranging from 0 to 6 for a 4 variable problem).

We quantified the suitabilities via two approximate likeli-
hoods. One, Lbt (dt), is the correct noisy-OR likelihood un-
der a prospective new belief bt . The second, explanatory
inAdequacy Abt (dt), just counts the number of component
states that the prospective model fails to explain.

We considered the eight viable combinations of these
constructs (singletons labeled E,E∗,L,A; pairs labeled
E∗L,E∗A,EL,EA). Each model can be taken to generate a
likelihood for a subject’s choices based on a softmax proba-
bility that the model assigns to a choice of bt . For instance,
for EA, this probability is

P(bt) =
exp(Ebt bt−1θ1 +Abt (dt)θ2)

∑exp(Ebt bt−1θ1 +Abt (dt)θ2)
(5)

with parameters θ1 and θ2 that can be fit to maximize the
likelihood. For the moment, we assume that subjects search
over all possible edits; how they actually perform this search
is an important question for the future.

Old belief
(bt-1)

Prospective new beliefs (bt)

E: 0
A:  2 (b,c)
Cost: 0 + 2 = 2

E: 1 (+a→b)
A: 0
Cost: 1 + 0 = 1

E: 3 (+a→b, +a→c,  -b→c) 
A: 0
Cost: 3 + 0 = 3

A

B C

Evidence
(dt)

+A

B C

A

B C

A

B C

a

a

a

a
b

b

b

b

c

c

c

c

Figure 1: A simple structure change model. The learner encounters
data that are not well explained by their model so they search for a
local change that improves it. By balancing the edit-cost E against
reduced inability to explain the latest outcome A, they opt to add a
connection a→ b.

Experimental rationale
To explore these approximations, we considered sequential
structure learning in appropriately difficult problems. If sub-
jects really maintain only a single causal belief and make lo-
cal edits, we expect sequential dependence, and a tendency to
get stuck in local optima. If they forget old evidence, relying
on the current structure itself, we expect to observe recency
effects whereby participants may return to judgments previ-
ously rejected. Finally, if they rely on generic priors we ex-
pect to see better performance when the true causal structure
is conformant.

We therefore designed two online studies based on the
paradigm used in Bramley, Lagnado and Speekenbrink
(2014) (demo at ucl.ac.uk/lagnado-lab/el/ns15a). Participants
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interacted with a series of probabilistic causal systems involv-
ing 3-4 variables, repeatedly selecting interventions (or tests)
to perform in which any number of the variables were either
fixed on or off, while the remainder were left free to vary.
The tests people chose, along with the true underlying causal
model, S and B, jointly determined the data they saw. We sys-
tematically varied the number of connections between com-
ponents in the problem set, along with S and B.

Experiment 1
In Experiment 1, we restricted ourselves to the effects of “ex-
pected” uncertainty (Yu & Dayan, 2003) by training subjects
explicitly on the true prevailing values of B and S.

Methods
Participants We recruited 150 participants (85 male,
mean±SD age 35±10 from MTurk, split randomly between
9 conditions (group size 16.7± 3.4). They were paid $1.50
and received a bonus of 10c per correctly identified con-
nection on a randomly chosen test for each problem (max=
$6.00, mean±SD $3.68± .75). The task took an average of
41±20 minutes.

Design We included five 3-variable and five 4-variable
problems (see Figure 2). Within these, we varied the sparse-
ness of the causal connections, ranging between a single con-
nection (devices 1; 6) to fully connected structures (5; 10).
We included problems exemplifying three key types of causal
structure: forks (diverging connections), chains (sequential
connections) and colliders (converging connections).

There were three different levels of causal strength S ∈
[1, .85, .6] and three different levels of background noise B ∈
[0, .15, .4] making 3×3 = 9 between-subjects conditions. For
instance, in condition 1 (S= 1;B= 0) the causal systems were
perfectly deterministic, with nothing activating without being
intervened on, or caused by, an active parent, and connections
never failing to cause their effects. Meanwhile, in condition 9,
(S = 0.6;B = 0.4) the outcomes were very noisy, with proba-
bility .4 that a variable with no active parents would activate,
compared to a probability 1− (1− .6)(1− .4) = 0.76 for a
variable with one active parent.

Procedure The causal systems were represented as grey
circles on a white background. Participants were told that the
circles were components of a causal system of binary vari-
ables, but were not given any further cover story. Initially, all
components were inactive and no connection was marked be-
tween them. Participants performed tests by clicking on the
components, setting them at one of three states “fixed on”,
“fixed off” and “free-to-vary”, then clicking “test” and ob-
serving what happened to the “free to vary” components as a
result. The observations were of temporary activity (graph-
ically activated components would turn green and wobble).
After each test, participants registered their best guess about
the underlying structure. They did this by clicking between
the components to select either no connection, or a clockwise
or anti-clockwise connection, (represented as black arrows).

Participants were incentivized to report their best guess about
the structure, through receipt of a 10¢ bonus for each causal
relation (or non-relation) correctly registered at randomly se-
lected time points throughout the task.

Participants completed instructions familiarizing them
with the task interface; the interpretation of arrows as (prob-
abilistic) causal connections; the incentives for judgment ac-
curacy; and the level of S and B in their condition. To train
participants on S and B, they were shown first 10 unconnected
components and forced to test them 5 times. The frequency
with which the components activated reflected the true back-
ground noise level. Then, they were shown a set of two-
component causal systems where component “A” was a cause
of “B”, and were forced to test these systems 5 times by fix-
ing component “A” on. This indicated that the frequency with
which “B” activated reflected the level of S combined with
the background noise they had already learned (e.g. 76% of
the time in condition 9).

After completing the instructions and correctly answering
comprehension checks, participants solved a practice prob-
lem drawn from the five three-variable problems. They then
faced the 10 test problems in random order, with randomly
orientated unlabeled components. They were given six tests
per three variable problem and eight tests per four variable
problem. After the final test for each problem they received
feedback telling them the true connections.

Results
Performance by condition We expected the quality of par-
ticipants’ judgments to be bracketed by those of a random ( 1

3
per link, given the three possibilities) and a Bayes-optimal
observer. For the latter, we calculated the posterior distribu-
tions over the task using Bayesian integration based on the
outcomes the participants actually observed, calculating the
likelihoods using the true causal strength S and background
noise B, assuming a uniform prior at the start of each problem.
By reporting the MAP structure (guessing in the event of ties)
participants could have achieved accuracies ranging between
.84±0.14 in condition 2 and .55±0.09) in the nosiest condi-
tion, 9 (see Figure 3, blue circles). Optimal learning predicts
differences by condition, with a considerable reduction in ac-
curacy going from no to high background noise, and a more
moderate reduction going from perfectly strong to highly un-
reliable causal connections.

Participants significantly outperformed chance in all nine
conditions (all p values < .05 for t-tests comparing to 1

3 ).
However they underperformed the Bayes-optimal observer
(t-test p values < .05) in all conditions bar condition 2 S =
0.85,B = 0 (p=0.07). Like the optimal observer, participants
became less accurate as noise increased, with a main effect
of Background noise F(2,147) = 6.34,η2 = 0.07, p = 0.002
with lower performances for B = 0.1, t(147) = −2.23, p =
0.03 and B = 0.4, t(147) =−3.5p < .001 compared to B = 0,
but no main effect of Strength F(2,147) = 1.2, p = 0.3.

Participants marked more causal connections per problem
than the optimal learner, mean±SD estimates 2.93±1.4 com-
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pared to 2.75± 1.4, t(2998) = 3.5, p = 0.0005. The true
proportion was 2.6. The number of connections participants
marked on average was affected by both B and S, going from
2.78± 1.5 for B = 0 to 3.14± 1.4 for B = 0.4, and 2.77
(SD=1.4) for S = 0.6 to 3.01 (SD=1.4) for S = 1.

Performance by problem Average accuracy on three vari-
able problems was fractionally higher than on four vari-
able problems .55±0.34 compared to .52±0.29, t(1463) =
2.0, p = 0.04, and tests were completed marginally quicker
with medians 12.3s and 14.6s. Due to the unrestricted tim-
ing of the study, test times were highly positively skewed.
Therefore, we tested for a difference between medians by
permutation test (Higgins, 2004), finding it significant p <
.0001. However, there was no main effect of the number of
connections on judgement accuracy F(1,1498)− 2.1,η2 =
0.001, p = 0.14.

There was a significant main effect of device type
F(5,1444) = 2.91,η2 = 0.007, p = 0.02 (see Figure 2). Ac-
curacy was lowest for chains (devices 3; 8) 0.49± 0.28, and
highest for colliders 0.57± 0.30 (4; 9). Taking the chain
as treatment group, the main effect of device was driven by
higher accuracy on colliders (4; 9) t(1497) = 3.2; p = 0.001,
and marginally higher performance on singly- (1; 6) and
fully-connected (5; 10) structures.

Changing judgements Comparing participants’ sequences
of structure judgments indicates that they shift markedly less
frequently than the optimal observer, changing an average of
0.94± 1.3 connections after each test compared with 1.78±
1.5, χ2(6) = 1920, p < .0001 (see Figure 3b)

Discussion

Participants identified causal connections above chance even
in the most complex and noisy situations we tested. Nev-
ertheless, they were systematically less accurate than they
could have been. This is hardly surprising given the consid-
erable complexity of the inferences, and invites comparison
with the heuristics discussed earlier. That response times do
not increase greatly going from three- to four-variable prob-
lems argues against explicit Bayesian-like calculations, as
these grow at least O(2N) with increasing number of vari-
ables N. Nevertheless, that the ensemble behavior across all
participants resembles the (averaged) posteriors (Figure 2)
is in line with the idea that individuals’ judgments can be
plausibly thought of as individual particles. The strong se-
quential dependence in judgments argues firmly against their
representing the whole distribution. Finally, systematic over-
connecting, especially for high B, fits with subjects’ failing
to compute the exact likelihoods even when they know the
parameters, but rather relying on more generic or heuristic
approximations.

As a hint that the heuristic models discussed above might
therefore offer a better model of the subjects’ behavior, the
green dots in figure 3 show the case of EA with θ1 = θ2→ ∞

(so that the MAP structure is chosen at each iteration), and
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Figure 2: a) The problems faced by participants. b) Weighted
average final judgments by participants. Darker arrows indicate
that a larger proportion of participants marked this link in their fi-
nal model. c) Bayes-optimal marginal probability of each edge in
P(M|d1:T ,S,B), averaged over participants.

with ties broken randomly. This matches more closely the
subjects’ performances per condition, and also their patterns
of sequential judgment edits.

Modeling
To test the models more formally, we fit the likelihoods of
the various combinations, as in the example of equation 5, to
the judgments bt=1:T of all participants, for all problems. We
expect the resulting θ parameters to be such that lower dis-
similarities and fewer explanatory inadequacies lead to more
probable selection. Judgments at t = 0 were assumed to be
an unconnected causal model, but starting evaluation at t=1,
when a judgment was already in place, produces comparable
results.

We also considered two baseline models. One is
a a parameter-free model that assumes each judgment
is a random draw from all possible causal models
p(bt = m) = Unif (M) (leading to a probability 1

3 for
each link). The other model is a variant of the Bayes-optimal
model that allows decision noise to corrupt choices from the
true posterior at t, P(M|D,S,B)t . For this, we considered

P(bt |D) =
exp(P(M|D,S,B)tθ1)

∑m∈M exp(P(m|D,S,B)tθ1)
(6)

controlled again by an inverse temperature parameter θ1.
Separately, we estimated maximum likelihood S∗ and B∗
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Figure 3: a) Mean final accuracy with standard errors. White circle: benchmark (greedy expected information gain maximizing) Bayesian
learner. Blue circles: Bayesian learner that maximizes over the posterior after seeing participants’ interventions. Green triangles: “Neurath’s
ship” simulation simply minimizing number of edits E and failures to explain A. Red squares: random guessing. b) Bars show average
number of edits (additions, subtractions or reversals of connections) between all t and t+1 judgments, as compared to Bayesian, “Neurath’s
ship” and random choice simulations. c) Boxplot of best fitting S∗ and B∗ parameters assuming learners soft-maximised over P(M|D,S∗,B∗).

parameters for participants assuming Equation 6.

Fitting the models Altogether we fit 9 different (fixed ef-
fects) models separately to each of the 150 participants. Mod-
els were fit using maximum likelihood as implemented by R’s
optim function, and compared using their BIC scores to ac-
commodate their different numbers of parameters. Results
are detailed in Table 1.

Table 1: Experiment 1 - Models fitted to individuals’ judgments by
maximum likelihood. McFadden’s pseudo-R2 is reported, alongside
BIC, median soft-maximization weighting parameter estimates θs.
N best fit according to BIC, and average final judgment accuracy for
those best fit.

Model BIC Rsq θ1 θ2 N fit Accuracy
Baseline 104535 0 0
P(M|D,S,B) 91629 0.13 8 0
L 97532 0.07 2.9 0
A 98152 0.07 -1 1 .33
E∗ 80406 0.24 -4.3 1 .33
E 58892 0.44 -2.2 35 .33
E∗ L 73047 0.31 -4.6 3 1 .49
E∗ A 74202 0.3 -4.4 -1.1 1 .31
E L 51146 0.52 -2.4 4 60 .63
E A 51665 0.52 -2.4 -1.3 51 .56

Model fit results and discussion

These results show that the large majority of participants are
best described by variants of the structural change model
of causal judgment that simply balances judgment inertia
against a desire to accommodate the latest evidence. Partic-
ipants were split fairly evenly between being better captured
by the true likelihoods L compared to the simple explanatory
inadequacy A proxy. Furthermore, estimated S∗ and B∗ val-
ues were less variable over conditions than the true values
and stronger and sparser on average (Figure 3c), in line with
the idea that participants relied on simplifying assumptions
over trained likelihoods. No participant was best described
by soft-maximising over the Bayesian posterior. Participants
with average accuracy levels at chance were predominantly
best captured by the E only model, indicating that their judg-
ments were sequentially dependent but did not meaningfully
reflect the data. The better fit for models using edit distance
E rather than E∗ suggests that participants do not just stick
with the same model, but rather tend to make local, rather
than drastic, changes.

Experiment 2

The fact that many participants are well captured by the
model that relies on heuristic likelihoods suggests that peo-
ple will still be able to learn causal models well even if they
do not know S and B parameters explicitly. We therefore
designed a second experiment (demo at ucl.ac.uk/lagnado-
lab/el/ns15b) to test this effect. Furthermore, by asking sub-
jects to re-register every link after every new test, we fixed
a potential shortcoming of Experiment 1, in which the iner-
tia in judgments might have arisen from subjects’ response
laziness (i.e., not being bothered to change links) rather than
inferential heuristics.

Participants 111 UCL undergraduates (mean±SD age
18.7± 0.9, 22 male) took part in Experiment 2 as part of a
course. They were incentivized as previously, but this time
with the opportunity to win Amazon vouchers rather than
money directly. They were split randomly into 8 conditions
mean size 13.8±3.4.

Design and procedure Experiment 2 used the same task in-
terface as Experiment 1, but focused just on the three variable
problems. There were two background noise conditions B ∈
[.1, .25] and two causal strength conditions S∈ [.9, .75]. How-
ever, unlike in Experiment 1, participants were not trained on
these parameters, but only told that: “the connections do not
always work”, and “sometimes components can activate by
chance”.

To assess the influence of laziness, we examined two re-
porting conditions between subjects: remain and disappear.
In the remain condition, judgments stayed on the screen into
the next test, so participants did not have to change anything if
they wanted to register the same judgement at t as at t−1. In
the disappear condition, the previous judgment disappeared
as soon as participants entered a new test. They then had
explicitly to select what they wanted for every connection
after each test.2 At the end of the task, people were asked
to estimate, in 100 tries how often: “components turn on by
themselves?” (B) and “how often do the causal connections

2We also elicited additional judgments about expected outcomes
of interventions, confidence in individual connections and ’helpful-
ness’ of each outcome; however we do not report on these here for
space reasons.
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work?”(S).

Results and modeling
Performance in Experiment 2 was comparable to the 3-
variable problems in Experiment 1. For example, mean±SD
accuracy in Experiment 2, [B = 0.1,S = 0.75] was .63±0.27
and [B = 0.25,S = 0.75] was .58± 0.31 while Experiment 1
condition 5 [B= 0.15,S= 0.85] was .60±0.33. This suggests
that people can make reasonable structure judgments with-
out knowledge of exact parameters. Supporting these con-
clusions – participants’ final judgments of S and B suffered
bias and variance: for B = {.1; .25} the mean±SD estimates
were {.37± .24; .48± .20} respectively; for S = {.9, .75},
mean±SD estimates were {.75± .21; .64± .23}.

As with Experiment 1, participants were affected by higher
levels of background noise B t(108) = 2.7, p = 0.008, but not
the reliability of the links themselves S t(106) = 0.88, p =
0.37, and there was no difference in performance between
the two judgment elicitation conditions t(108) = 0.67, p =
0.50. Analysis of variance revealed an effect of condition
on final judgment accuracy F(7,103) = 2.87,η2 = 0.16, p =
0.008 with a significant interaction between S and judgment
type, with a .21 additional drop in accuracy going from S=0.9
to S=0.75 in the disappear condition compared to the remain
condition.

To check if the structure change model in Experiment 1
was driven by lazy reporting, we fit the models as before3.
We found that once again the large majority of participants
were fit by variants of the structural change model, both when
judgments remain (47/53) and when they disappear (48/58),
this time with a larger proportion better fit by EL than EA
(32/47 for remain and 32/48 for disappear conditions), sug-
gesting some sensitivity to the noisy-or aspect of the likeli-
hoods at least for three variable problems. 5/53 and 10/53 in
the remain and disappear conditions respectively were best fit
by the model based on the Bayesian posterior P(D|M).

General Discussion
In sum, people were able to learn complex causal models,
but exhibited strong sequential dependence and variability
in their judgments. These patterns were well-captured by a
heuristic model, inspired by “Neurath’s ship”, that maintains
a single model, and attempts to account for incoming evi-
dence by making local changes. However, we have not yet
provided a plausible process model for the local search.

The model is still too simple in at least three respects. First,
it assumes no memory of past evidence beyond the insuffi-
cient statistic of the current causal model. It is likely that
subjects can remember some past experience, and combine
it with the current datum when updating their beliefs. Of
course, outside the lab setting, it is unlikely that our expe-
rience relevant to single causal models is adequately contigu-
ous for this to be very useful in practice.

3For P(D|M) we used importance sampling with 20,000 particles
to marginalize over S and B, updating a density for each over the
course of the 36 trials in the task.

Second, while participants’ judgments showed high se-
quential dependence, they did occasionally change their
model abruptly. The theory of unexpected uncertainty (Yu
& Dayan, 2003), and substantial work on changepoint tasks
(Speekenbrink & Shanks, 2010) are associated with the no-
tion that people will sometimes “start over” if they are hav-
ing consistently poor predictions from their existing model
(Lakatos, 1976). Experiments in which the underlying struc-
ture changes over time would provide pointers.

Finally, we did not examine the selection of interventions,
but only how to learn from them. Participants’ interventions
were far from perfectly efficient – in 100 simulations of the
task, an active learning algorithm that selects interventions
greedily to minimize its expected uncertainty over the space
of possible structures, and updates beliefs optimally, achieves
considerably higher final accuracy (mean 0.81, see white cir-
cles in Figure 3) compared with what could be achieved given
the data participants actually saw (mean 0.69). This also
raises further important questions.
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Abstract 

The role of probabilistic reasoning in moral decision making 
has seen relatively little research, despite having potentially 
profound consequences for our models of moral cognition. To 
rectify this, two experiments were undertaken in which 
participants were presented with moral dilemmas with 
additional information designed to anchor judgements about 
how likely the dilemma’s outcomes were. It was found that 
these anchoring values significantly altered how permissible 
the dilemmas were found when they were presented both 
explicitly and implicitly. This was the case even for dilemmas 
typically seen as eliciting deontological judgements. 
Implications of this finding for cognitive models of moral 
decision making are discussed.  

Keywords: cognitive science; decision making; experimental 
research with adult humans; moral decision making; 
psychology; reasoning; social cognition 

Introduction 
Scientific interest in morality has increased dramatically 
over the past decade, with the rationalist cognitive-
developmental theories (Kohlberg, 1981) that have 
historically dominated moral psychology declining in 
popularity compared to theories which propose a greater 
role for intuition and affect (Greene, Sommerville, Nystrom, 
Darley & Cohen, 2001; Haidt, 2001). Despite this 
heightened level of activity within the field, the science of 
morality is not without its problems. Demand for theories 
formulated at a computational level of analysis (Marr, 1982) 
has intensified in recent years (Mikhail, 2011), as well as for 
research which more directly connects moral psychology to 
related subjects such as decision science and the psychology 
of reasoning. Fiddick (2004), for instance, notes that the 
cognitive and moral reasoning literatures were so divorced 
from one another that they had reached two opposing 
consensuses about whether deontic reasoning is a unified 
phenomenon or not. 

One of the most influential recent developments within the 
psychology of reasoning has been the claim that people do 
not reason as if the premises of an argument were certain; 
instead, they reason about them in a probabilistic fashion. 
Despite this “new paradigm” (Over, 2009) having 
potentially major implications for moral psychology, it has 
received little explicit attention within the field. Indeed, 
there is experimental evidence from the moral psychological 
literature suggesting that probabilistic inference may play an 

important role in moral judgement (Greene, Cushman, 
Stewart, Lowenberg, Nystrom & Cohen, 2009; Liu & Ditto, 
2013), although this possibility is only rarely treated as 
theoretically important (Cushman, 2013; Sloman et al., 
2009). Explicit investigation of whether individuals do not 
take the stated premises of moral dilemmas for granted 
would certainly be productive; if it turns out to be the case 
that they do not, then any models of moral decision making 
that we produce should take this into account. 

If individuals do indeed reason about moral dilemmas in a 
manner which incorporates background assumptions of 
probability, however, then studying this may prove difficult 
without attempting to homogenize these assumptions 
between individuals in some manner. Although participants 
could be asked directly how likely they find certain 
outcomes in a given moral dilemma, these probability 
estimates may vary drastically between individuals. The 
introduction of anchoring values may, however, provide one 
possible method of compensating for this. The effect of 
anchors on judgement and decision making is a well-studied 
topic (Kahneman, 1992); reference points can significantly 
alter a numerical judgement, even when that reference point 
is in a domain entirely unrelated to that of the numerical 
judgement being elicited (Tversky & Kahneman, 1974; 
Englich, Mussweiler and Strack, 2006). Previous research 
has found, most relevantly, that anchors can also have a 
large effect on the subjective probabilities associated with 
an event (Wright & Anderson, 1989); based upon this, it 
seems plausible that an anchoring value may be used to set a 
baseline for probabilistic reasoning to take place.  

To investigate the role that probabilistic reasoning plays in 
moral decision making, an experiment was conducted which 
sought to investigate what effect the presence of anchoring 
values has on permissibility judgements regarding artificial 
moral dilemmas. It was predicted that there would be 
significant effects of dilemma and probability on 
participants’ permissibility judgements. It was also 
predicted that there would be a significant interaction 
between dilemma and probability. 

Experiment 1 
Method 
Design A repeated measures experimental design was 
employed. There were two independent variables employed; 
the moral dilemma described, with 5 levels (trolley, 
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footbridge, fumes, transplant and control), and the 
probability level of the dilemma, with 4 levels (low, 
medium, high, and certain). The dependent variable was 
judged permissibility, measured on a 7 point scale where 
one extreme was labelled as “forbidden” and the other as 
“obligatory”. 

Participants 260 participants were recruited from online 
sources. 35 participants failed to fully complete the 
experiment and were thus excluded from eventual analysis, 
for a total of 225 participants. 54.7% reported their gender 
as female, with 3.6% reporting their gender as "other". 
51.6% reported that they had studied psychology in an 
academic setting, and 30.2% that they had studied moral 
philosophy. Participation was entirely voluntary. 

Procedure Participants completed the study online. On the 
first page of the website hosting the study, the participants 
were presented with an introductory screen outlining the 
broad aim and methodology of the study. Participants were 
informed that any answers that they provided would be 
completely anonymous and that they were free to withdraw 
from participation at any point, and were then asked for 
their consent to take part in the experiment. Once the 
participants had given this, they were taken to the first of 
twenty dilemmas.  

In each dilemma, participants were presented with one of 
five moral dilemmas based upon a selection of those found 
in Greene et al. (2001); the trolley problem, the footbridge 
problem, the “fumes” problem (in which a hospital 
attendant must choose whether to divert poisonous fumes 
from a room containing five patients to a room containing 
one patient), the transplant problem (in which a doctor must 
choose whether to kill a healthy individual in order to 
transplant their organs into five dying patients), and a 
costless control problem (in which a doctor must choose 
whether to administer medicine that may be past its use-by 
data). In each instance of a dilemma, the participants were 
also given two further pieces of information. The first was 
an “anchor”; in the footbridge problem, for instance, they 
were informed that a weight of 30 stone has a 50% chance 
of stopping a train successfully, while in the fumes problem 
they were informed that ten minutes after the accident that 
released the fumes there will be a 50% chance that a lethal 
level of fumes will have already entered the room 
containing the five patients. The second piece of 
information given to participants was intended to either 
make the planned outcome of the dilemma’s action seem 
less probable than the anchor (e.g., in the fumes problem, it 
had been fifteen minutes since the accident), equally 
probable (it had been ten minutes since the accident), or 
more probable (it had been five minutes). Additionally, 
there was a fourth “certain” condition where information 
about the anchor was removed entirely and the participants 
were only presented with the core text of the dilemma. It 
was presumed that this would be seen as the most probable 

condition, being equivalent to the dilemma’s outcomes 
occurring as stated with a probability of 1.  

Below the presentation of the dilemma, the participants 
were asked to rate the permissibility of the dilemma’s 
proposed action on a seven point scale, with 1 labelled as 
“forbidden” and 7 as “obligatory”. The participants were 
each presented with the four variants of the five moral 
dilemmas in a randomized order, and once these twenty 
trials had all been completed then they were asked for their 
demographic data and finally thanked for their time.  

Results  

Figure 1: The mean permissibility of each probability 
level averaged across all dilemmas in experiment 1. Error 

bars are 95% confidence intervals. 

A 5 (dilemma) x 4 (probability level) repeated measures 
ANOVA was performed on the data in order to assess the 
effect that both varying the probability and dilemma had on 
participants’ permissibility judgements. Mauchly’s test 
indicated that the assumption of sphericity had been violated 
by the dilemma variable, probability variable and interaction 
between them; the Greenhouse-Geisser correction was used 
to accommodate for this. There was a significant main effect 
of dilemma (F(4,896) = 798.72, p < 0.001, η2

p = 0.78), a 
significant main effect of probability (F(3,672) = 151.44, p 
< 0.001, η2

p = 0.40) and a significant interaction between 
dilemma and probability (F(12,2688) = 32.33, p < 0.001, η2

p 
= 0.13). Post-hoc Bonferroni-corrected comparisons 
revealed that the judged permissibility of all levels of 
probability differed significantly, as did the judged 
permissibility of all dilemmas employed.  
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Figure 2: The mean permissibility of each probability 
level (low, medium, high and non-probabilistic) across all 

dilemmas (trolley, footbridge, fumes, transplant and control) 
in experiment 1. Error bars are 95% confidence intervals. 

Discussion  
The results from the study supported the hypotheses; there 
was a significant effect of probability on permissibility 
judgements, a significant effect of dilemma on 
permissibility, and there was also a significant interaction 
between moral dilemma and probability.  

One potentially interesting finding is that the trolley 
problem seemed unique in being the only dilemma which 
was unaffected by varying probability. Quite why this might 
be the case is difficult to determine; in the psychological 
literature the trolley problem is the archetypal example of a 
moral dilemma which elicits naively utilitarian responses, so 
it is surprising that - of all the dilemmas presented in this 
experiment - judgements of the trolley problem seemed 
least affected by changing the implicit probability of the 
action’s outcome. It may be that participants were 
unconvinced by the chosen method of attempting to vary 
probability; varying the length of a wire, no matter how old 
and frayed, may be seen as unlikely to affect the probability 
of a signal being sent successfully along it. This would 
agree with previous research which has found that 
anchoring values that are considered to be implausible will 
affect decision making to a lesser extent than more sensible 
anchors (Mussweiler & Strack, 2000). If we accept this 
explanation for the trolley problem’s data, then it appears 
that the participants were engaging in sophisticated 
reasoning about whether the experiment’s attempts to 
implicitly vary probability were plausible; at the very least, 
it suggests that they were not falling for the “good 
participant” effect (Nichols & Maner, 2008) and merely 
varying their judgements about the dilemmas because they 
believed that the experimenter wished them to do so.  

It is also worth pointing out that the effect of varying 
probability on the transplant problem was relatively small; 

in this case, it is likely due to a floor effect caused by the 
overall impermissibility of that particular moral dilemma. If 
it is already seen by most participants as forbidden to kill a 
healthy patient so that their organs can definitely save the 
lives of five others, reducing the likelihood that those five 
patients’ lives will be saved cannot make the action more 
forbidden. In the case of the control problem – where it may 
be argued that there should have been a similar ceiling 
effect – it is plausible that there was uncertainty amongst 
participants regarding potential negative effects of out-of-
date medicine.  

In order to test whether participants were indeed 
unconvinced by the probabilistic elements of the dilemmas, 
a second experiment was undertaken which sought to more 
strictly control participants’ assumptions about the 
likelihood of outcomes by assigning explicit probabilities to 
the possible additions in each dilemma. As in the first 
experiment, it was predicted that there would be significant 
effects of dilemma and probability on participants’ 
permissibility judgements, as well as there being a 
significant interaction between dilemma and probability. 

Experiment 2 
Method 
Design A repeated measures experimental design was 
employed. As in the first experiment, there were two 
independent variables employed; the moral dilemma 
described, with 5 levels (trolley, footbridge, fumes, 
transplant and control), and the probability level of the 
dilemma, with 4 levels (low, medium, high, and certain). 
The dependent variable was again judged permissibility, 
measured on a 7 point scale where 1 was labelled as 
“forbidden” and 7 as “obligatory”.  

Participants 80 participants were recruited from Birkbeck's 
internal subject pool. 10 participants failed to fully complete 
the experiment and were excluded from the final analysis, 
leaving 70 participants to be analysed. 65.7% of participants 
reported their gender as female, 74.3% that they had studied 
psychology, and 12.9% had studied moral philosophy. 
Participants received course credit for their time. 

Procedure Participants completed the study online. As in 
the first experiment, upon opening the website which hosted 
the study they were first exposed to an introductory screen 
outlining the general purpose of the study. Participants were 
assured of their anonymity and asked to provide consent to 
take part. Once this had been given, they were taken to the 
first of twenty dilemmas.  

In each dilemma, participants were again presented with 
one of the five moral dilemmas used in the previous study. 
For each dilemma, the participants were given two further 
pieces of information. The first was, as in the previous 
study, an anchoring value. The second piece of information 
given was again the same as the previous study, but 
participants were additionally informed explicitly about the 
probability that the action carried given the extra 
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information. In the fumes dilemma’s low probability 
condition, as an example, participants were informed that it 
had been fifteen minutes since the accident and diverting the 
fumes only had a 25% chance of successfully saving the 
five patients; in the first study, the participants would only 
have been told that it had been fifteen minutes since the 
accident. As in the previous study, there was also a “certain” 
condition in which the information about the anchor and the 
probability of the action being successful was omitted. Once 
participants had completed all twenty possible dilemmas in 
a randomized order, they were asked for their demographic 
data and finally thanked for their time.  
 
Results  

 

 
 

Figure 3: The mean permissibility of each probability 
level averaged across all dilemmas in experiment 2. Error 

bars are 95% confidence intervals. 
 
A 5x4 repeated measures ANOVA was performed on the 
data in order to assess the effect that both varying the 
probability and dilemma had on participants’ permissibility 
judgements. The Greenhouse-Geisser correction was again 
employed, as Mauchly’s test indicated that the assumption 
of sphericity had been violated by both the dilemma and 
probability variables alongside their interaction. It was 
found that there was a significant main effect of dilemma 
(F(4,276) = 210.27, p < 0.001, η2

p = 0.75), a significant main 
effect of probability (F(3,207) = 20.10, p < 0.001, η2

p = 0.23) 
and a significant interaction between dilemma and 
probability (F(12,828) = 2.494, p < 0.005, η2

p = 0.35). Post-
hoc Bonferroni-corrected comparisons revealed that the 
judged permissibility of all levels of probability differed 
significantly from each other. The trolley problem’s 
permissibility differed significantly from all other 
dilemmas, while the control problem differed significantly 
from all other dilemmas except the fumes problem; no other 
dilemmas differed significantly.  
 

Discussion 
The hypotheses were again supported; there was a 

significant effect of probability on permissibility 
judgements, and there was a significant interaction between 
moral dilemma and probability. This result serves, to an 
extent, as a conceptual extension of past research which has 
investigated the effect of explicitly varying probability 
within moral dilemmas (Shenhav and Greene, 2010), but 
directly comparing the results of this study to the first 
experiment is especially informative. One notable difference 
is that, in this second experiment, the permissibility 
judgements for the various forms of the trolley problem did 
significantly differ. This suggests that, in the previous study, 
participants may indeed have been reasoning about whether 
the proposed anchor actually seemed plausible as a manner 
of altering the outcome’s probabilities; it was only when 
explicitly informed of the new probability that this 
difference was observable. Once again, a floor effect was 
observed within the transplant problem. This raises the 
possibility that dilemmas which elicit such extreme 
reactions from participants may not be suitable for 
investigating variables which cause relatively subtle shifts 
in moral judgement.  
 

General Discussion 
Based upon the presented experiments, it appears that 
participants do take anchors and probability into account 
when engaging in moral decision making. In the first study, 
it was found that changing the implicit probability of a 
dilemma did indeed have a significant effect on 
permissibility judgements. The second study sought to 
clarify these findings; it was found that varying probability 
explicitly affected permissibility judgements in a more 
consistent fashion, suggesting that when only varying 
probability implicitly the effect on participants’ judgements 
may be subtle - if not entirely unobservable, depending on 
the dilemma involved and how probability has been altered. 
Since in both experiments it was found that dilemmas 
typically classified as eliciting deontological responses were 
nonetheless influenced by varying probability, this may 
impact how we wish to model moral decision making; 
whatever processes that are responsible for deontological 
judgements evidently take probability into account.  

There are further possible studies which may shed more 
light on this issue; how varying the anchoring figures 
themselves will effect reasoning has not been investigated, 
for example. It is certainly plausible, given the presented 
findings, that informing participants that an anchor has a 
higher probability of causing an outcome will lead to 
generally higher permissibility judgements. In particular, 
more investigation may be useful in order to determine 
exactly why there was a different effect of probability level 
on the permissibility of the trolley problem in each 
experiment; it seems possible that this was due to the 
participants being sensitive to the believability of the 
dilemma’s proposed causal structure. Future research will 
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hopefully serve to more fully illuminate the role that 
probabilistic reasoning plays in moral decision making.  
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Abstract

The present paper is a follow-up to the journal paper (Braüner,
2014) which in turn is a revised and extended version of the
conference paper (Braüner, 2013). These papers were con-
cerned with formalizations of the reasoning when giving cor-
rect responses to the psychological tests called the Sally-Anne
task and the Smarties task, testing children’s capacity to as-
cribe false beliefs to others. In the present paper we give an
analysis of what goes wrong when incorrect answers are given.
Our analysis corroborates the claim that children under four
and autistic children have difficulties shifting to a perspective
different from their own.
Keywords: False-belief tasks; hybrid logic; natural deduction

Introduction
In the area of cognitive psychology there is a reasoning task
called the Sally-Anne task. The following is one version.

A child is shown a scene with two doll protagonists, Sally
and Anne, having respectively a basket and a box. Sally
first places a marble into her basket. Then Sally leaves
the scene, and in her absence, the marble is moved by
Anne and hidden in her box. Then Sally returns, and the
child is asked: “Where will Sally look for her marble?”

It is well-known from experiments that most children above
the age of four correctly respond where Sally must falsely
believe the marble to be (in the basket) whereas younger chil-
dren respond where they know the marble to be (in the box).
For autistic children the cutoff age is higher than four years.

The Sally-Anne task is one out of a family of reasoning
tasks called false-belief tasks showing the same pattern, that
most children above four answer correctly, but autistic chil-
dren have to be older. Many researchers in cognitive psychol-
ogy have argued that there is a link between autism and a lack
of what is called theory of mind, which is a capacity to ascribe
mental states to oneself and to others, for example beliefs.
For a very general formulation of the theory of mind deficit
hypothesis of autism, see the book (Baron-Cohen, 1995).

Giving a correct answer to the Sally-Anne task involves a
shift of perspective to another person, namely Sally. You have
to put yourself in another person’s shoes, so to speak.1 Since
the capacity to take another perspective is a precondition for
figuring out the correct answer to the Sally-Anne task and
other false-belief tasks, the fact that autistic children have a
higher cutoff age is taken to support the claim that autists have
a limited or delayed theory of mind.

1This phrase might suggest that we are adopting what is known
as the simulation-theory view of theory of mind. This is a matter
of on-going consideration for us, but at the present stage we use this
terminology in a pre-theoretical sense, since it expresses an intuition
that we are interested in modelling in formal logic.

In a range of works Michiel van Lambalgen and co-authors
have given a detailed logical analysis (but not a full formal-
ization) of the reasoning taking place in the Sally-Anne task
and other false-belief tasks in terms of non-monotonic closed
world reasoning as used in logic programming, see in partic-
ular the book (Stenning & van Lambalgen, 2008). The paper
(Arkoudas & Bringsjord, 2008) describes how the reasoning
in the Sally-Anne task has been implemented in an interac-
tive theorem prover using axioms and proof-rules formulated
in a many-sorted first-order modal logic. The proof-rules em-
ployed in (Stenning & van Lambalgen, 2008) and (Arkoudas
& Bringsjord, 2008) do not explicitly formalize the perspec-
tive shift required to pass the Sally-Anne task.

In the papers (Braüner, 2014) and (Braüner, 2013) we gave
a logical analysis of the perspective shift required to give cor-
rect answers to the Sally-Anne task and another false-belief
task called the Smarties task, and we demonstrated that these
tasks can be fully formalized in a hybrid-logical natural de-
duction system originally introduced by Jerry Seligman in the
1990s. Based on the formalizations of (Braüner, 2014) and
(Braüner, 2013), in the present paper we give an analysis of
what goes wrong when incorrect answers are given. In the
following two sections we explain why a natural deduction
system for hybrid modal logic is appropriate to analyse the
reasoning in the Sally-Anne and Smarties tasks, reflecting the
shift between different perspectives.

Since this paper is a follow-up to (Braüner, 2014), but
space limitations only allows a brief recapitulation of the lat-
ter paper, the reader is advised to obtain a copy of that paper.

Hybrid modal logic
In the standard Kripke semantics for modal logic, the truth-
value of a formula is relative to points in a set, that is, a for-
mula is evaluated “locally” at a point, where points usually
are taken to represent possible worlds, times, locations, per-
sons, epistemic states, states in a computer, or something else.
Hybrid logics are extended modal logics where it is possible
to directly refer to such points in the logical object language,
whereby locality can be handled explicitly.

The most basic hybrid logic is obtained by extending or-
dinary modal logic with nominals, which are propositional
symbols of a new sort, each interpreted in a restricted way,
being true at exactly one point. Most hybrid logics involve
further additional machinery; here we shall consider a kind
of operator called satisfaction operators. The motivation for
adding satisfaction operators is to be able to formalize a state-
ment being true at a particular time, location, or something
else. In general, if a is a nominal and φ is an arbitrary for-
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Figure 1: Hybrid-logical rules

a φ
(@I)

@aφ

a @aφ
(@E)

φ

φ1 . . . φn

[φ1] . . . [φn][a]···
ψ
(Term)∗

ψ

[a]
···
ψ
(Name)†

ψ

∗ φ1, . . . , φn, and ψ are all satisfaction statements and there
are no undischarged assumptions in the derivation of ψ be-
sides the specified occurrences of φ1, . . . , φn, and a.
† a does not occur in ψ or in any undischarged assumptions
other than the specified occurrences of a.

mula, then a new formula @aφ can be built, where @a is a
a satisfaction operator. The formula @aφ expresses that the
formula φ is true at one particular point, namely the point to
which the nominal a refers. See the book (Braüner, 2011) for
the formal syntax and semantics of hybrid logic.

When points in the Kripke semantics represent local per-
spectives (times or persons), hybrid logic can handle the dif-
ferent perspectives in the Sally-Anne and Smarties task.

Seligman’s natural deduction system
Formal proofs built according to the rules of proof systems
can be used to represent (describe the structure of) mathe-
matical arguments as well as arguments in everyday human
practice.

Natural deduction style proofs are meant to formalize the
way human beings actually reason, and there is even exper-
imental support for natural deduction being the mechanism
underlying human deductive reasoning, (Rips, 2008). This is
the main claim of the “mental logic” school in the psychology
of reasoning (whose major competitor is the “mental models”
school, claiming that the mechanism underlying human rea-
soning is the construction of models).

In general, natural deduction systems have two different
kinds of rules for each connective; there are rules which in-
troduce a connective and there are rules which eliminate a
connective. Natural deduction rules may discharge assump-
tions which is indicated by putting brackets [ . . . ] around the
assumptions in question.

Now, Seligman’s natural deduction system is obtained by
extending the standard natural deduction system for proposi-
tional logic with the rules in Figure 1 (we ignore modal oper-
ators since they are not relevant here). The system, which is a
modified version of the system originally introduced by Jerry
Seligman, is taken from Chapter 4 of (Braüner, 2011).

The rules (@I) and (@E) in Figure 1 are the introduction
and elimination rules for the satisfaction operator.

The rule (Term) in Figure 1 enables hypothetical reasoning
where reasoning is about what is the case at a specific possi-
ble world (time or person), possibly different from the actual

Figure 2: Formalization of the child’s correct response in the
Smarties task (both temporal and person shift versions)

@aDp

[a]

[a] [@aDp]
(@E)

Dp
(P0)

Bp
(@I)

@aBp
(Term)

@aBp

world. The hypothetical reasoning is formalized by the sub-
derivation delimited by the rule, and the hypothetical world is
the world referred to by the nominal discharged by the rule—
indicated by [a] in the (Term) rule. This nominal might be
called the point-of-view nominal. The (Term) rule captures
particularly well the perspective shift taking place when giv-
ing a correct answer to the Sally-Anne and Smarties tasks.

Correct response in the Smarties task
We start with a brief description of how the paper (Braüner,
2014) formalizes the correct reasoning in the Smarties task.
The Smarties task comes in two versions, namely a version
where there is a shift of perspective to an earlier time, and a
version where there is a shift of perspective to another person.
Here is the temporal version.

A child is shown a Smarties tube where unbeknownst to
the child the Smarties have been replaced by pencils.
The child is asked: “What do you think is inside the
tube?” The child answers “Smarties!” The tube is then
shown to contain pencils only. The child is then asked:
“Before this tube was opened, what did you think was
inside?”

First an informal analysis. Let us call the child Peter. Let a
be the time when Peter answers the first question, and t the
time where he answers the second one. To answer the sec-
ond question, Peter imagines himself being at the earlier time
a where he was asked the first question. At that time he de-
duced that there were Smarties inside the tube from the fact
that it is a Smarties tube. Imagining being at the time a, Pe-
ter reasons that since he at that time deduced that there were
Smarties inside, he must also have come to believe that there
were Smarties inside. Therefore, at t he concludes that at the
earlier time a he believed that there were Smarties inside.

We now extend the language of hybrid logic with two
modal operators, D and B. We make use of the following
symbolizations

p There are Smarties inside the tube
D Peter deduces that ...
B Peter believes that ...
a The time where the first question is answered

and we take the principle
(P0) Dφ→ Bφ

as an axiom. This is principle (9.4) in (Stenning & van Lam-
balgen, 2008), page 251.
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Figure 3: Formalization of the child’s correct response in the Sally-Anne task
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Then the shift of temporal perspective in the Smarties task
can be formalized very directly as the derivation in Figure 2,
where a is the point-of-view nominal, and where we have
used a rule-version of the principle (P0) above (more com-
pact and more in the spirit of natural deduction). The premise
@aDp says that Peter at the earlier time a deduced that there
were Smarties inside the tube, which he remembers at t.

We also take a look at the person version of the Smarties
task. The only difference between the two versions is the
second question where

“Before this tube was opened, what did you think was
inside?”

is replaced by
“If your mother comes into the room and we show this
tube to her, what will she think is inside?”

To give a correct answer to the latter of these two questions,
the child Peter imagines being the mother coming into the
room. Imagining being the mother, Peter reasons that the
mother must deduce that there are Smarties inside the tube
from the fact that it is a Smarties tube, and from that, she must
also come to believe that there are Smarties inside. Therefore,
Peter concludes that the mother would believe that there are
Smarties inside.

The derivation formalizing this argument is exactly the
same as in the temporal case, Figure 2, but some symbols
are interpreted differently, namely

D Deduces that ...
B Believes that ...
a The imagined mother

So now nominals refer to persons rather than times. Thus,
the premise @aDp in the derivation in Figure 2 says that the
imagined mother deduces that there are Smarties inside the
tube, which the child doing the reasoning takes to be the case
since the mother is imagined to be present in the room.

Correct response in the Sally-Anne task
In this section we give a brief description of how (Braüner,
2014) formalizes the correct reasoning in the Sally-Anne task.
Let us call the child Peter again. We shall consider three suc-
cessive times t0, t1, t2 where t0 is the time at which Sally leaves

the scene, t1 is the time at which the marble is moved to the
box, and t2 is the time after Sally has returned when Peter an-
swers the question. To answer the question, Peter imagines
himself being Sally, and he reasons as follows: At the time
t0 when Sally leaves, she believes that the marble is in the
basket since she sees it, and she sees no action to move it, so
when she is away at t1, she also believes the marble is in the
basket. At t2, after she has returned, she still believes that the
marble is in the basket since she has not seen Anne moving it
at the time t1. Therefore, Peter concludes that Sally believes
that the marble is in the basket.

In our formalization we make use of the predicates l(i, t)
and m(t) as well as the modal operators S and B. The ar-
gument i in the predicate l(i, t) denotes a location, and the
argument t in l(i, t) and m(t) denotes a timepoint. We take
time to be discrete, and the successor of t is denoted t +1.

l(i, t) The marble is at location i at time t
m(t) The marble is moved at time t
S Sees that ...
B Believes that ...
a The person Sally

We also make use of the following four principles
(D) Bφ→¬B¬φ

(P1) Sφ→ Bφ

(P2) Bl(i, t)∧¬Bm(t)→ Bl(i, t +1)
(P3) Bm(t)→ Sm(t)

Principle (D) is a common modal axiom and it says that be-
liefs are consistent, that is, if something is believed, then
its negation is not also believed. Strictly speaking, we use
B¬φ→¬Bφ which is equivalent to (D).

Principle (P1) formalizes how a belief in something may
be formed, namely by seeing it. This is principle (9.2) in the
book (Stenning & van Lambalgen, 2008), page 251.

Principle (P2) is remiscent of principle (9.11) in (Stenning
& van Lambalgen, 2008), page 253, and axiom [A5] in
(Arkoudas & Bringsjord, 2008), page 20. Principle (P2) for-
malizes a “principle of inertia” saying that a belief in the pred-
icate l being true is preserved over time, unless it is believed
that an action has taken place causing the predicate to be false.

Principle (P3) encodes the information that seeing the mar-
ble being moved is the only way a belief that the marble is
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being moved can be acquired.
The shift of person perspective in the Sally-Anne task

can now be formalized as the derivation in Figure 3, where
a is the point-of-view nominal. The first two premises
@aSl(basket, t0) and @aS¬m(t0) say that Sally at the earlier
time t0 saw that the marble was in the basket and that no ac-
tion was taken to move it, which the child Peter remembers.
The third premise, @a¬Sm(t1), says that Sally did not see the
marble being moved at the time t1, this being the case since
she was absent, which Peter remembers.

What goes wrong when incorrect responses are
given?

The derivations given in Figure 2 and Figure 3 are formal-
izations of the reasoning taking place when correct answers
are given to the Smarties and Sally-Anne tasks. The correct
responses are summed up below in Table 1.

Table 1 Correct response Formula
Smarties At the time of question one @aBp
(temporal Peter believes that
version) the tube contains Smarties

Smarties The imagined mother @aBp
(person believes that
version) the tube contains Smarties

Sally-Anne Sally believes that @aBl(basket, t2)
the marble is in the basket
at the time t2

As can be seen from Figure 2 and Figure 3, the formulas in
Table 1 are derived via a perspective shift to the point-of-view
nominal a, standing for respectively the time where the first
question is answered, the imagined mother, and the doll Sally.

Let b be the childs own perspective2, that is, in the temporal
version of the Smarties task, b is the time where the second
question is answered, and in person version of the Smarties
task, and in the Sally-Anne task as well, b is the person Peter.
So to derive the correct answers in Figure 2 and Figure 3,
there is a shift of perspective from b to a, and then back to b.

Now, the derivations of the correct answers in Figure 2 and
Figure 3 do not explicitly tell what goes wrong when incor-
rect answers are given. But a child either answers correctly, or
tends to give a specific incorrect answer: In case of the Smar-
ties task, the child answers “Pencils”, that is, the real content
of the tube, not “Cereals” or something else irrelevant. Simi-
larly, in the Sally-Anne task, the child reports the real location
of the marble. Thus, there is a systematic tendency to report
one’s own belief, rather than that of another person—a phe-
nomenon which we shall discuss in the next section. In what

2Note that b is not indicated in the formal derivations in Figure 2
and Figure 3, like it is not part of a formal mathematical proof that it
has been carried out by a certain mathematician. The formal deriva-
tion itself does not care whether it is a certain human that carries out
the reasoning, or the reasoning takes place in a computer, or in some
other medium. Note also that b is actually indicated in Figure 4 and
Figure 5, but this is because the latter derivations are about what is
the case from the perspective b, which happens to be the perspective
of the child carrying out the reasoning.

Figure 4: Formalization of the child’s reasoning in the Smar-
ties task (what is the case from its own perspective)

b

b @bSq
(@E)

Sq
(P1)

Bq
(@I)

@bBq

follows, we will analyze this pattern in the incorrect answers.
To this end we let the propositional symbol q symbolize “The
tube contains pencils”. Then the incorrect answers can be
summed up as follows.

Table 2 Incorrect response Formula
Smarties At the time of question one @aBq
(temporal Peter believes that
version) the tube contains pencils

Smarties The imagined mother @aBq
(person believes that
version) the tube contains pencils

Sally-Anne Sally believes that @aBl(box, t2)
the marble is in the box
at the time t2

The three formulas in Table 2 are false in the scenarios de-
scribed by the reasoning tasks, but here is an important obser-
vation: If we replace the perspective a in the formulas above
by the childs own perspective b, then we obtain true formulas,
namely the following.

Table 3 True proposition Formula
Smarties At the time of question two @bBq
(temporal Peter believes that
version) the tube contains pencils

Smarties Peter @bBq
(person believes that
version) the tube contains pencils

Sally-Anne Peter believes that @bBl(box, t2)
the marble is in the box
at the time t2

Below we demonstrate that the formulas @bBq and
@bBl(box, t2) in Table 3 are true by giving derivations in
Seligman’s system extended with the principles introduced
in the previous section.

The formula @bBq in Table 3 can be derived from b and
@bSq by the very simple derivation in Figure 4, where the
nominal b is true since it is the perspective of the child who
is doing the reasoning, and @bSq is obviously true in both
the temporal and the person version, in both cases since the
child when the second question is answered sees that there
are pencils inside the tube. The formula @bBl(box, t2) in Ta-
ble 3 can be derived from b together with @bSl(box, t1) and
@bS¬m(t1) by the derivation in Figure 5. Again, the nominal
b is true since it stands for the child Peter who happens to
be the one doing the reasoning. The formulas @bSl(box, t1)
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Figure 5: Formalization of the child’s reasoning in the Sally-
Anne task (what is the case from its own perspective)
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and @bS¬m(t1) say that Peter at the earlier time t1 saw that
the marble was in the box and that no action was taken to
move it, which Peter remembers. From these formulas, the
formula @bBl(box, t2) is derived using the principle of inertia
(P1) and other principles. The principle of inertia is needed
since Peter cannot see the content of the box at t2, but at t1 he
came to believe that the marble was in the box, and this belief
is preserved over time to t2, since he does not believe that an
action was taken to move the marble.

Note that the rule (Term) is not used in the derivations in
Figure 4 and Figure 5, and since b is the childs own perspec-
tive, there is no shift to a different perspective taking place in
these derivations.

The formulas considered in the three tables above can be
classified along the following two dimensions.

Table 4 The second The childs own
perspective perspective
(the nominal a) (the nominal b)

Involves the Correct responses
false statements cf. Table 1
p and @aBp and
l(basket, t2) @aBl(basket, t2)
Involves the Incorrect responses True statements
true statements cf. Table 2 cf. Table 3
q and @aBq and @bBq and
l(box, t2) @aBl(box, t2) @bBl(box, t2)

The last table, Table 4, shows a pattern: The child giving
an incorrect response (lower left quarter) reports what is be-
lieved to be the case from the childs own perspective (lower
right quarter), and the child does not perform the shift of per-
spective required to be able to report what is believed to be the
case from the second perspective (upper left quarter). Thus,
this “pattern of failure” gives a formal corroboration of the
claim that children under four and autistic children have dif-
ficulties shifting to a perspective different from their own.

Relation to realist bias
In Table 2, and the lower left quarter of Table 4, we summed
up the incorrect responses to the Smarties and Sally-Anne
tasks, where the subjects report their own belief, rather than
that of another person, as required to give a correct answer.
This systematic tendency to report what is believed to be true

of reality, rather than what others might believe of reality, re-
sembles the bias in adults’ mindreading judgements which by
some authors is called a realist bias, cf. (Mitchell, Robinson,
Isaacs, & Nye, 1996), or curse of knowledge, cf. (Birch &
Bloom, 2007). In the present setting, this realist bias, or curse
of knowledge, amounts to reporting what is the case from the
subject’s own perspective, rather than what can be inferred to
be the case from someone else’s perspective.

The paper (Birch & Bloom, 2007) reports a study where the
Sally-Anne scenario is extended such there are four contain-
ers instead of just two, and rather than judging where Sally
would look, subjects rated the probability that she would look
in each of the four containers. On some trials, the subjects
knew where the marble really was, like in the original version
of the Sally-Anne task where the subjects knew that the mar-
ble was in the box, but on other trials they only knew that it
was in another container than initially. It turned out that when
the subjects knew the real location of the marble, they judged
it more likely that Sally would search in the real location,
compared to when they did not know the real location.

The point above is that the subject’s own knowledge about
the real location is irrelevant—what matters is Sally’s knowl-
edge, which is the same in either case. In particular, note that
whether or not the subject knows the actual location of the
marble, this piece of information is obviously not included in
Sally’s knowledge, which is in line with the fact that the ac-
tual location of the marble, namely the box, is not even men-
tioned in the formalization of the correct response in Figure 3.
Similarly, in the Smarties task, information about the actual
content of the tube, namely pencils, is not involved in draw-
ing the correct conclusion, that is, the propositional symbol q
symbolizing “The tube contains pencils” is not mentioned in
the formalization of the correct response in Figure 2.

The paper (Birch & Bloom, 2007) concerns adult subjects,
but in the paper it is suggested that the difficulty children
under four have on false-belief tasks should partially be ac-
counted for in terms of an exaggerated curse-of-knowledge
bias—not only in terms of conceptual limitations, that is, not
only in terms of a limited concept of belief, or more gener-
ally, a limited concept of mental state, which is a common
explanation in the literature.

The authors of (Birch & Bloom, 2007) in their earlier paper
(Birch & Bloom, 2003) reported experiments involving three
to five year old children, where it was demonstrated that three
to four year old children were particularly susceptible to the
curse-of-knowledge bias in comparison to five year old chil-
dren. With reference to these earlier experiments, as well as
other works, the paper (Birch & Bloom, 2007) calls for fur-
ther experiments, where variants of false-belief tasks are used
to clarify the role of the curse-of-knowledge bias in children’s
mental-state reasoning.

Where is the origin of mistakes?
As described earlier, the child giving an incorrect answer does
not perform the shift of perspective required to figure out the
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correct answer (upper left quarter in Table 4), but instead re-
ports what is believed to be the case from the childs own per-
spective (lower right quarter in Table 4), namely the formulas
@bBq and @bBl(box, t2). But as shown in Figure 4 and Fig-
ure 5, these two formulas are actually derivable using hybrid-
logical rules, thus, the incorrect answers can be derived using
logically correct rules, that is, rules living up to a normative
standard of logical correctness. This suggests that the origin
of the mistakes lies in a wrong interpretation of the task, and
not in the underlying logic3.

This can be analyzed in terms of the two stages in rea-
soning emphasized in (Stenning & van Lambalgen, 2008),
namely reasoning to and reasoning from an interpretation:
First one fixes the domain of discourse and the interpretation
of logical and non-logical expressions, and only after this has
been achieved, a set of normatively correct formal rules can
be determined, guiding one’s reasoning. In terms of this dis-
tinction, the origin of the mistakes made by young children
and autists seems to be located in the first stage, that is, in the
reasoning to an interpretation of the task, rather than in the
second stage.

According to (Stenning & van Lambalgen, 2008), page 25,
the technical part of reasoning to an interpretation involves

i) fixing a formal language,
ii) fixing a semantics for the formal language, and
iii) fixing a definition of valid arguments in the language.

The semantics includes a notion of a mathematical represen-
tation of the domain, what we call a model, together with a
definition of satisfaction, connecting the formal language to
the mathematical models. In these technical terms, it seems
plausible that the origin of the mistakes made by young chil-
dren and autists lies in fixing a semantics, more specifically
a Kripke model including only one perspective, namely the
subject’s own perspective.

Related work
The approach taken in the present work, based on (Braüner,
2013, 2014), is to model the reasoning in false-belief tasks
from perspective of the subject doing the reasoning. Another
approach is to use dynamic epistemic logic to model the rea-
soning from a global perspective, that is, from the perspective
of the modeler, see for example (Bolander, 2014).

The paper (van Ditmarsch & Labuschagne, 2007) models
examples of beliefs that agents may have about other agents’
beliefs, one example is an autistic agent that always believes
that other agents have the same beliefs as the agent’s own.
This is modelled by different agents preference relations be-
tween states, where an agent prefers one state over another if
the agent considers it more likely. These beliefs turn out to
be frame-characterizable by formulas of epistemic logic.

There are also a number of computational cognitive models
of false-belief tasks, a recent example is (Arslan, Taatgen,
& Verbrugge, 2013), which models the gradual development

3Thanks to one of the anonymous reviewers for pointing this out.

in false-belief reasoning using the so-called ACT-R cognitive
architecture.
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Abstract 

With few exceptions, architectural approaches to modeling 
cognition have historically emphasized what happens in the 
mind following the transduction of environmental signals into 
percepts. To our knowledge, none of these architectures 
implements a sophisticated, general theory of human attention. 
In this paper we summarize progress to date on a new cognitive 
architecture called ARCADIA that gives a central role to 
attention in both perception and cognition. First, we give an 
overview of the architecture, comparing it to other approaches 
when appropriate. Second, we present a model of incremental 
object construction and property binding in ARCADIA using 
the well known change blindness phenomena to illustrate the 
time course of object perception and its dependence on attention. 
Finally, we discuss near-term challenges and future plans. 

Keywords: attention; change blindness; feature integration 
theory; salience; global workspace 

Introduction 
Attention plays a critical role in human cognitive-economy 
and bridges perception, high-level cognition, and action. In 
light of this importance, we note that the most complete and 
well studied computational cognitive architectures lack 
unified approaches to attention (Anderson, Matessa, & 
Lebiere, 1997; Laird, 2012; Meyer & Kieras, 1997). To 
address this gap, we are implementing a cognitive 
architecture that models attention as a global, configurable 
process that responds to top-down, cognitive and bottom-up, 
perceptual cues and constraints (Hollingworth, Matsukura, 
& Luck, 2013; Thompson & Schall, 2000). 

The remainder of the paper describes this architecture, 
called ARCADIA,1 and motivates a model of object 
perception that requires attention. We briefly discuss the 
change-blindness literature in psychology and show how 
ARCADIA is susceptible to this phenomenon under 
analogous circumstances. Finally, we end with a discussion 
of near-term plans and farther-term directions.  

ARCADIA 
As an architectural theory and an implemented system, 
ARCADIA treats attention as a central part of perception, 
cognition, and action. In terms of intellectual roots, the 
architecture shares much of the structure found in the Global 
Workspace Theory of consciousness (Baars, 1997), which is 
part of the considerable literature addressing the relationship 

                                                             
1 Adaptive, Reflective Cognition in an Attention-Driven 

Integrated Architecture 

between attention, perception, and consciousness. This 
relatively new area of research continues to bear fruit 
(Baars, Banks, & Newman, 2003; Dehaene, Changeux, 
Naccache, Sackur, & Sergent, 2006; Koch & Tsuchiya, 
2007). Where appropriate, we will draw parallels between 
ideas from this literature and the design of ARCADIA. 

Basic Architectural Framework 
We take as a starting point that the vast majority of 
cognitive processes operate under two conditions: (1) they 
are not directly introspectable and (2) they can be guided via 
top-down control. The first condition is uncontroversial. In 
their oft-cited paper, Nisbett and Wilson (1977) claim that 
introspective access to processes associated with decision 
making and other forms of higher cognition is highly 
limited or entirely nonexistent. The claim that the contents 
of consciousness result from a myriad of neural processes 
that people can neither introspectively monitor nor verbally 
report on is indubitably true, regardless of any view on the 
limits of introspection. Since this paper is not about 
introspection per se, we abstain from the deeper discussions 
on what kind of content is introspectable and conditions 
under which introspection may produce veridical judgments. 

The second condition is that low-level, uninspectable 
processing of this sort may be consciously willed—the 
setting of an intention, for example. In a study of visual 
search behavior, Alfred Yarbus (1967) demonstrated how 
patterns of eye movements changed in response to different 
task specifications. Under the experimental circumstances, 
subjects formed intentions in reaction to the experimenter’s 
instructions. What is fascinating about these sorts of studies 
is that they reveal a subtle interplay of top-down and 
bottom-up processes in everyday activities like visual 
search. Setting a high-level intention such as “find all 
people wearing red shirts” does not entail consciously 
generating corresponding motor intentions and instantiating 
motor programs to move the eyeballs around. Rather, 
automatic processes that are guided by top-down input 
generate low-level eye movements. 

Figure 1 illustrates the most basic set of distinctions made 
in ARCADIA, which are informed by these conditions. As 
shown, ARCADIA maintains a separate space called 
accessible content that stores ephemeral representations 
produced by low-level components over time. In here, the 
system makes available the contents of working memory, 
the results of perceptual processing, and other potentially 
reportable information. 
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Similar to Baars’ (1997) concept of the global workspace, 
accessible content is substantially larger than working 
memory, and we take as an assumption, subject to revision, 
that it corresponds to the informational contents of 
consciousness. Elements in this space result from the 
attentional process that drives ARCADIA’s cognitive cycle 
and are produced by low-level processing in response to the 
focus of attention or sensory input. Notably, the theoretical 
relationship between accessible content and consciousness 
implies that verbal report is limited to the items that 
accessible content contains.  

 
 

Figure 1: ARCADIA's tripartite structure 
 
ARCADIA’s focus of attention is a single element 

selected from accessible content. The general idea is that on 
every cognitive cycle ARCADIA broadcasts a single item in 
accessible content system-wide to the set of low-level 
processing components. By virtue of being in focus, an item 
can temporarily shape the behavior of the majority of low-
level processing components. On each cycle, the system 
selects the next focus of attention by means of an attentional 
strategy that, in the abstract, operates like a prioritization list 
for directing attention, given the current output of the low-
level components.  

Components and Interlingua 
ARCADIA’s low-level processes are encapsulated in 
modules called components. There are no theoretical 
restrictions on the representational format or processing 
characteristics for any given component. This lack of 
restriction enables greater flexibility in design and the 
ability for modelers to rapidly prototype new capabilities.  

Nevertheless, components with disparate representational 
formats still need to communicate with each other. To this 
end, each component communicates with accessible content 
and the current focus of attention through ARCADIA’s 
interlingua. As the example in Table 1 shows, an interlingua 
element consists of a unique identifier, a variadic argument 
list, and a symbolic name for the collection of arguments. 
The arguments contain labeled data produced by the 
components and stored in formats that they can process. As 
a result, the interlingua can bind visual, auditory, and other 
sensory data to more traditional, abstract content retrieved 
from long-term memory structures. Moreover, each element 

tracks which component produced it by way of a source tag 
and has type (e.g., action-description or object-instance). 
Finally, interlingua elements are indexed to worlds, which 
describe the situation that each element refers to. For 
instance, elements describing aspects of ongoing perception 
are assigned the world “reality,” whereas mental imagery 
might manipulate representations that describe the contents 
of fictional worlds.  

Table 1: An example interlingua element in ARCADIA 

 

 

 
 

The Cognitive Cycle and Attentional Strategies 
On each cycle, low-level components receive the focus of 
attention and accessible content produced during the prior 
cycle. Designated pre-attentive components connect directly 
to sensory systems such as cameras, while others operate 
over only the focus and accessible content. Components 
automatically engage in processing and run to completion if 
they find input that they can respond to. The interlingua 
elements produced by components are deposited into what 
will become the next cycle’s accessible content and may 
become the next focus of attention for the system. The 
nature of the elements varies. Some components produce 
bound object or event representations, whereas others 
produce abstract output (e.g., an expectation) with 
arguments that refer to other interlingua elements. 

The key to the cognitive cycle is the attentional strategy, 
which serves as control knowledge for the system. 
Currently, a strategy takes the form of a priority list for 
selecting a focus of attention. Analogies can be drawn here 
to mechanisms in other architectures, especially to the role 
of preferences in operator selection and impasse resolution 
in Soar (Laird, 2012). A concrete example of an attentional 
strategy for object construction and tracking is given in the 
penultimate section of this paper. 

Attention and Object Perception in ARCADIA 
We now turn to giving a more detailed account of object 
perception and tracking in ARCADIA. We use two 
questions to frame the discussion: (1) how are objects 
constructed from raw visual input and (2) how are they 
maintained qua mental representations? We decompose 
both questions into sub-questions that we address in turn. In 
what follows, we sketch out how ARCADIA relates to well-
established theoretical positions in the literature on visual 
attention, but we save the details of the model 
implementation for later in the section. Where appropriate 
we highlight important departures from or elaborations on 
extant theory. 

Focus of Attention

Accessible/
Reportable Content

Low-Level, 
Uninspectable 

Processing

ID 4651 
name face 

arguments {data: img[640][480]} 
world reality 
source face-detector 
type instance 
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Object Perception Pre- and Post-Fixation 
How are objects constructed from raw visual input in 
ARCADIA? Specifically, what role does attention play in 
object construction? As it stands, object construction 
consists of two phases in ARCADIA: a pre-attentive stage 
and a stage involving the deployment of attention to the 
results of pre-attentive processing.  

Pre-attentively, ARCADIA processes image features in 
parallel, much in the spirit of Treisman and Gelade’s (1980) 
feature integration theory. The authors predicate their 
theory on the finding that basic features such as color, 
shape, movement, and orientation are computed in different 
areas of the brain and that these features are computed 
unconsciously and effortlessly. This view aligns with the 
implementation of ARCADIA, which associates features 
with proto-objects before a de facto object is constructed.  

According to feature integration theory, the pre-attentive 
stage of visual perception can be characterized as a set of 
maps that roughly correspond to the dimensions of the 
visual field, one for each computed feature. For example, 
pre-attentive processing of a red object produces a color-
specific map with a marking where the red object appears in 
the visual field. Analogous maps are computed for other 
features, including shape, movement, and orientation. 
Treisman and Gelade propose a master map that can access 
the locations on all feature-specific maps. When one attends 
to a location on the master map, all the values in the 
corresponding locations on the feature-specific maps are 
registered, resulting in the creation of an object file.  

In keeping with Treisman and Gelade’s theory, feature 
computation in ARCADIA is unconscious (i.e., it occurs in 
distributed components) and binding computed features into 
object files requires attention. In ARCADIA, pre-attentive 
processes generate candidate regions on an implicit internal 
map that plays the same role as the master map in feature 
integration. When the system fixates on a region in its 
internal map, that region is likely to become the focus of 
attention. When a fixated region is selected as the focus, 
other parts of the system may then report on that region. A 
separate component binds the resulting properties into an 
object instance.2  

Object Identity and Tracking 
Binding features together into object instances is an 
important first step, but it is only part of object perception. 
Maintaining object representations during continual 
perception is critical for cognition but is made difficult by 
practical concerns. Our eyes saccade between locations in 
the visual field on the average of three times per second. We 
often perceive objects that move. We frequently move while 
perceiving. And, if there are multiple interesting objects in a 
scene, we may need to look away from the first object that 

                                                             
2 We deliberately distinguish between focus and visual fixation, 

since the focus of attention does not necessarily track currently 
fixated regions. This distinction corresponds naturally to the 
difference between covert and overt attention. 

grabs our attention while mentally keeping track of it for 
later reference. As with object perception, there are two 
issues to be addressed. The first, which we refer to as the 
continuity problem, involves how separate instances of 
objects produced by ongoing perception are identified as 
being the same object. The second, which we call the 
maintenance problem, involves how objects are retained 
when unattended.  

The traditional assumption is that the continuity and 
maintenance problems are solved by a combination of 
iconic and visual short-term memory (vSTM) (Luck, 2008). 
In general, iconic memory is understood to be an extremely 
volatile, high-capacity memory system that provides access 
to both a visual afterimage of the objects and events in the 
visual field tagged with limited visual information about 
each. Visual short-term memory has a demonstrated limit of 
3–6 objects, although the nature of these capacity limitations 
remains contentious (Brady, Konkle, & Alvarez, 2013; Luck 
& Vogel, 1997; Wutz & Melcher, 2014). The relationship 
between these two memory systems remains a matter of 
debate, with some researchers suggesting a third system that 
shares some of the properties of both iconic memory and 
vSTM (Sligte, Scholte, & Lamme, 2008). 

Nevertheless, there is general agreement that attention is 
substantially involved in determining which subset of iconic 
memory gets encoded into vSTM (Schmidt, Vogel, 
Woodman, & Luck, 2002). Mitroff and Alvarez (2007) have 
shown that spatiotemporal continuity imposes an unusually 
strong constraint on judgments of identity, with expected 
location information being a strong predictor of correct 
identity judgments. Recent findings have also emphasized 
constraints on cohesion, boundaries, and containment along 
with expectations for moving objects to traverse smooth 
spatiotemporal paths (Mitroff, Arita, & Fleck, 2009). This 
work suggests that after objects are encoded into object 
files, they can be tracked. 

Presently, ARCADIA includes a nascent story about 
iconic memory, vSTM, and their interactions in the tasks of 
individuating, identifying, and tracking potentially moving 
objects. These three processes all involve attention 
operating over time, and stand contrary to mechanisms 
suggested by theories of subitization or visual indices which 
posit an automatic grasping of 3–4 visual objects by the 
perceptual system (Kaufman, Lord, Reese, & Volkmann, 
1949; Pylyshyn, 2001). However, ARCADIA’s approach is 
in line with new results suggesting a time course for 
individuation and identification (Wutz & Melcher, 2014). 

With a discussion of some of the relevant background in 
place, we turn now to describing the current implementation 
of object perception in ARCADIA. 

Components and Attentional Strategy 
ARCADIA contains implementations of components 
corresponding to bottom-up feature computation, object 
individuation, feature binding, object identity, vSTM 
updating, and change detection. Space precludes a detailed 
discussion of each, but we specify the expected inputs and 
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outputs of these components and summarize the nature of 
their information processing. 

 
Component: Bottom-Up Feature Computation Bottom-
up feature computation is directly fed input frames by a 
camera component.3 Feature computation is carried out by a 
re-implementation of the Itti–Koch approach to visual 
saliency calculations (Itti & Koch, 2001; Itti, Dhavale, & 
Pighin, 2003). To this end, the component constructs feature 
maps to mimic the center-surround characteristics of 
receptive fields in the early visual system. ARCADIA relies 
on a standard set of feature maps: color opponency, 
intensity, orientation, flicker, and motion. Within-channel 
conspicuity, a precursor to saliency, is computed and 
combined into a global saliency map reminiscent of the 
master map in feature integration theory. This component 
outputs an interlingua element that contains the computed 
master map and a maximally salient location. 

 
Component: Iconic Memory ARCADIA’s current 
implementation of iconic memory takes frames directly 
from a camera component and applies a segmentation 
procedure to extract closed contours from the image. Since 
we are interested here in proto-objects and not segments, 
this component fills the interior of each computed contour 
providing a black-and-white image that captures shape and a 
bounding box that corresponds to size. This component 
outputs the set of these regions, associating each one with 
its detailed color representation4 and retinotopic location. 
Consistent with results reported by Xu and Chun (2009), 
ARCADIA carries out this individuation prior to object 
construction, producing proto-objects. 
 
Components: Fixation Generators Fixation-generation 
components request “eye” fixation based on information in 
accessible content. There are two fixation generators in 
ARCADIA, the first corresponds to candidate fixations 
produced by bottom-up, attention capture and the second is 
based on top-down factors. On this latter point, there is 
preliminary evidence for top-down, late selection in 
attention from work by Thompson and Schall (2000). 

ARCADIA’s bottom-up component scans accessible 
content for saliency maps and regions produced by the 
bottom-up feature computation and iconic memory 
components. When that component finds a region whose 
retinotopic location information matches the location of the 
most salient point on the saliency map, it produces a 
fixation request. The top-down component scans accessible 
content for vSTM representations and produces fixation 
requests for their associated locations. This characterization 
of top-down influence is admittedly naïve but serves to 

                                                             
3 The camera component is essentially a video or an image at 

present, although there is no barrier to using an actual sensor. 
4 By color, we just mean color-experience and not anything 

having semantic content. At this pre-attentive stage of processing it 
is assumed that the visual system is not actively classifying regions 
as being of one canonical color value or another. 

illustrate ARCADIA’s ability to interleave top-down and 
bottom-up drivers of attention via an attentional strategy.  
 
Component: Early Binding The binding component 
responds to a fixation in the focus of attention. The binder 
takes the proto-object target of that fixation and stores it for 
one extra cycle. Recall that fixations reference a region; the 
one-cycle wait allows other components (for example, a 
shape or color classifier) to post region-relevant information 
to accessible content. Once the intermediate cycle 
completes, the binder ties together the information 
associated with its stored region, generates a new object 
representation, and reports it for use during the next cycle. 

 
Component: Identity ARCADIA’s identity component 
tracks equality between old and new object representations. 
This component compares focused objects to those reported 
by vSTM. Presently, the comparison considers the size and 
location of the new object,5 attempting to match against the 
last-known size and location information of objects in 
vSTM. If such a match is found, then the component posts 
an interlingua element that specifies an identity relationship 
between the new object and the object from vSTM. If no 
match is found, then the component posts an interlingua 
element that specifies the object as new. 
 
Component: Visual Short Term Memory The vSTM 
component scans accessible content on each cycle for 
interlingua elements produced by the identity component. 
Internally, vSTM is a capacity-limited list structure. When 
vSTM finds an interlingua element from the identity 
component tagged as “new,” the corresponding object 
representation is added and, if necessary, the least recently 
updated object is displaced. When vSTM finds an 
interlingua element generated by the identity component 
that signifies an update, then it carries out that update, 
storing the new version of the object. As output, vSTM 
reports its stored elements to accessible content at the end of 
each cycle. 
 
Component: Change Detection For the purposes of 
exploring the task of change detection and the associated 
phenomenon of change blindness, ARCADIA includes a 
change detector specifically for color. This component looks 
through elements in accessible content for identity 
relationships between old and new objects (along size and 
location dimensions) that differ in color. Once found, the 
component reports the change. Upon seeing that report, a 
separate component displays a graphical window that 
contains the altered object. 
 
Attentional Strategy The attentional strategy used for basic 
object perception and maintenance is admittedly 

                                                             
5 A simple identity-matching scheme like this is doomed to fail 

when size or location varies considerably across saccades. 
Developing a more general component that is context-sensitive is 
on our agenda. 
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unsophisticated. However, even this straight-forward 
strategy involves balancing the influences of bottom-up 
attentional capture and expectations generated in a top-down 
fashion. The strategy selects the focus of attention by 
considering in order (1) changes to objects, (2) new objects, 
and (3) proposed fixations, choosing arbitrarily when there 
are multiple elements at the same level. This strategy 
assumes that the system is tasked with detecting changes 
and collecting information about the objects in the world. 

Walkthrough: Change Blindness in ARCADIA 
Change blindness implies the existence of constraints that 
exist at the perception–cognition interface. These constraints 
indicate a role for attention in developing durable 
representations that can survive short interruptions to 
ongoing perception (Simons & Rensink, 2005). Change-
blindness studies have played a central role in characterizing 
the relationship between conscious perception and attention. 
The consensus view is that attending to the changed object 
prior to an update is necessary for successfully reporting the 
difference. There are various well established paradigms for 
change-blindness experiments, including interleaving a 
mask between pre- and post-change images while measuring 
the number of exposures before subjects detect the 
difference. Often this can take tens of seconds for complex 
naturalistic images, and sometimes subjects never succeed. 
Verbal cues reliably improve detection, which suggests that 
encoding parts of the image into durable representations is a 
piecemeal process (Rensink, O’Regan, & Clark, 1997). 
  

 
 
Figure 2: Progression of system responses to stimuli. Red 
boxes correspond to stabilized representations in vSTM and 
x’s correspond to proposed fixations. 
 

Because, like the human visual system, ARCADIA’s 
perceptual system incrementally builds up scene 
representations over time, it is also susceptible to change-
blindness. To demonstrate, we gave the progression of 
stimuli in Figure 2 to the system. Moving left to right, in the 
first box, bottom-up salience draws ARCADIA’s “eyes” to 
the ball in the lower left quadrant, creating a fixation 
request. In the next box, the system has had time to attend to 
the fixation and encode a representation of the ball in its 
vSTM. During this period, eyes are drawn to the ball in the 
upper right quadrant. Before the ball in the upper right is 
attended, a visual mask suppresses visual input. As shown 
in box 3, the vSTM representation of the ball in the lower 
left quadrant survives suppression. During the masking 
period, the color of the ball in the upper-right quadrant 
changes from red to green, attracting fixation as illustrated 
in box 4. The change detector reports no change in color at 
this time since ARCADIA did not attend to the object prior 
to visual masking. This lack of attention left the system 

without an initial representation of the ball as having been 
previously colored red. Thus, in box 5, ARCADIA encodes 
the ball in the upper right quadrant as a new green colored 
object in vSTM. In box 6, another visual mask is presented, 
with both encoded vSTM representations surviving. During 
the masking period, the color of the ball in the upper right 
quadrant changes back to red. The top-down fixation-
generator produces a fixation at one of the objects held in 
vSTM in accordance with the attentional strategy discussed 
at the end of the previous section. Once attended and 
broadcasted to the change detector, the report shown in 
Figure 3 is made. 

 

 
Figure 3: Output of ARCADIA for change detection. The 
saliency map is in the upper right, the image segments are in 
the upper left, and the detected change is in the lower left. 

  
The first episode of masking led to change blindness 

because ARCADIA lacked the time to build a stable 
representation of the target object before the mask 
interrupted perception.  

Concluding Remarks 
This paper introduces the ARCADIA cognitive architecture, 
and motivates its commitment to attention as a central facet 
of cognition. Specifically, we emphasized the system’s 
nascent implementation of object perception and tracking, 
with a change-blindness task serving as the backdrop for 
explaining system behavior at the interface between 
perception, attention, and conscious cognition. 

In the near term, we plan to enrich the change blindness 
example with a model of visual search, replete with an 
inhibition-of-return mechanism. This step should let us 
capture data on change detection time as a function of both 
stimulus complexity and set size. We also plan to run 
change-blindness examples on naturalistic stimuli, although 
these prospects are limited by the effectiveness of 
segmentation algorithms and other computer vision 
technologies used in ARCADIA’s perceptual components.  

Finally, the work presented here involves only a basic 
attentional strategy—one that looks for new objects and 
changes to previously encoded ones. We have begun to look 
at attentional strategies for more complex tasks, such as 
counting the occurrence of particular event types in the 
world, all in the face of ongoing perception. This is the 
backdrop against which Simons and Chabris’ (1999) well-

X

X X XX
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known “invisible gorilla” study on inattentional blindness is 
set. Their study demonstrates that highly salient events, like 
a man in a gorilla suit walking through a scene, may go un 
noticed when perceivers are deeply involved in a primary 
task. The cognitive overload hypothesis is one of many that 
include greater roles for the similarity of stimuli, the 
shaping of perception by expectations, the ignoring of 
regions in the visual field, and capacity limits on 
representation. We do not take a position on any of these 
hypotheses, but it seems as if ARCADIA provides a well 
suited framework to compare and contrast them via 
implementation.  
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Abstract

The ability to form complex linguistic units from simpler ones
lies at the center of many explanations of the communicative
success and robustness of natural language. A closely related
ability is that to generalize knowledge about such construc-
tions to novel ones. The present investigation addresses the
question what the minimal conditions for the emergence of
such productive compositional communication are. Two fea-
tures are argued to be required for this: relations between ele-
ments and classes over their relations. Using signaling games
with reinforcement learning we show that a learning bias in-
volving both aspects can lead to the emergence of such gener-
alizable structure.
Keywords: signaling games; generalization; compositional-
ity; reinforcement learning

Introduction
Compositionality is arguably one of the cornerstones of lin-
guistic productivity, as it allows for the systematic forma-
tion of novel complex expressions based on conventionalized,
simpler, ones. Thereby, it chiefly contributes to the open-
endedness, flexibility and learnability of natural language.

Past investigations have shown that artificial agents
equipped with learning mechanisms can establish and ef-
fectively employ such structured communicative systems
[Brighton, 2002, Smith et al., 2013]. The assumed biases
furthermore match the linguistic learning behavior of human
subjects in comparable tasks [Kirby et al., to appear].

However, the question what the minimal conditions for the
emergence of productive compositionality are is still unre-
solved. The present investigation addresses this question in
the context of iterated signaling games with reinforcement
learning. Building on Franke [2014], we show that the min-
imal architecture necessary for productive composition can
lead to its emergence if players have a preference for ac-
tions that fit the linguistic structure they have previously es-
tablished.

Signaling games, learning, and structure.
Lewisian signaling games coupled with adaptive dynamics
provide a rich yet simple framework to investigate the emer-
gence of linguistic systems and their features. Following
Lewis [1969], a minimal setup of such a game involves two
players; a sender and a receiver, each with two signals or acts
to choose from, respectively. A game iteration begins with the
selection of one of two equiprobable states. The sender ob-
serves this state and selects a signal. The receiver, unknowing
of the state, receives the signal and selects an act. The out-
come of the game is determined by whether or not the act
chosen by the receiver is the “correct” one for the state. For
example, in a 2-states/signals/acts game, a positive outcome

t1 m1 a1 t1 m1 a1

t2 m2 a2 t2 m2 a2

Figure 1: Perfect signaling conventions in a 2-state/signal/act
signaling game.

may involve selecting act a1 for state t1 and a2 for t2. Since
the receiver has no access to the state and the players’ payoff
is determined jointly, players have an incentive to coordinate.

As illustrated in Figure 1, there are two strategies that en-
sure perfect signaling, i.e. flawless coordination, in such a
game. Crucially, a priori, signals are not associated with any
meaning; whether the sender picks m1 to signal one state or
the other does not matter as long as the receiver’s act matches
the state. Coordination establishes a conventional yet arbi-
trary mapping from states to acts over signals. In this way,
Lewis shows how signals can come to be endowed with con-
ventional meaning.

This also highlights a crucial advantage of signaling
games: There is no need to stipulate a relation between states,
signals and acts (e.g. in terms of natural salience) nor are any
assumptions made about how sophisticated players are. In
other words, we can get away with the assumption of naı̈ve
players and a “worst-case scenario” where meaning emerges
from an arbitrary outset.

More formally, a signaling game consists of a set of states
T , signals M, and acts A. Assuming cost-free signaling, the
players’ utilities are given by U : T ×M×A→ R

U(ti,m j,ak) =

{
1 if i = k
0 otherwise

Reinforcement learning
If change is to be induced over repeated interactions, play-
ers need to keep track of their choices and whether these led
to communicative success. Here, we adopt Roth-Erev rein-
forcement learning (RL), which models Herrnstein’s (1970)
matching law: if a player’s selection yields a positive pay-
off given a state/act (for sender and receiver, respectively),
the player’s predisposition to select it in the future given the
same state/signal increases [Roth and Erev, 1995].

To illustrate this for the sender, imagine that for each state
there is an urn containing a number of differently colored
balls. Each color represents a different signal and the pro-
portion of colors in a given urn represents the signals’ distri-
bution for this state. Each round the sender draws a ball from
the urn of the state she is in, and selects a signal according
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to the ball’s color. If the outcome of the round is positive, a
new ball of the same color is added to the urn together with
the one drawn. Otherwise only the ball that was drawn is
returned. Analogously, for the receiver signals are urns and
each act is associated with a different ball color.

Thereby a predisposition for particular combinations
emerges from repeated interaction, leading to a strong as-
sociation between state-signal and signal-act pairs that were
successful in the past. This increases a player’s propensity
to select the same signal/act in subsequent rounds given the
same state/signal. To this end, RL is incorporated in the game
by associating each possible state-signal and signal-act pair,
〈t,m〉 ∈ T ×M and 〈m,a〉 ∈ M × A, with its accumulated
rewards, ar(x,y). After a round, U(ti,m j,ak) is added to
ar(ti,m j) and ar(m j,ak), the accumulated rewards of sender
and receiver for their respective state-signal and signal-act
pair. A player’s subsequent choices are thusly informed by

P(m j|ti) =
ar(ti,m j)

∑m∈M ar(ti,m)
P(ak|m j) =

ar(m j,ak)

∑a∈A ar(m j,a)

The widespread adoption of RL for adaptive signaling
games is due to its good fit to the behavior of human subjects
in games [Bruner et al., 2014, Erev and Roth, 1998, Roth and
Erev, 1995], its simple and well-understood learning mech-
anism, as well as its convergence properties [Beggs, 2005,
Catteeuw and Manderick, 2014].

Compositional signaling: conditions to be met
In a compositional communicative system semantic co-
occurrence coincides with form co-occurrence; if two expres-
sions have something in common, e.g. shared constituents,
then the meanings associated with them should also have
something in common. As put by the principle of compo-
sitionality; the meaning of a complex expression is a func-
tion of the meaning of its parts and structure (see e.g. Kamp
and Partee 1995). In classic signaling games establishing
such a regular form-meaning association is purely a matter
of chance.

However, this condition is not sufficient for productivity,
as regular associations alone do not enable generalization.
This is unsatisfactory insofar as natural language composition
rules are acquired and applied not only to individual expres-
sions, but to (syntactic and semantic) classes thereof [Tay-
lor, 1974]. Strictly speaking, compositionality is given in a
system where for each possible combination there is a dif-
ferent composition function. That is, compositionality vacu-
ously holds if each function is unique to a combination and its
structure. However, what we set out to investigate is compo-
sitionality as an integral aspect of and explanatory device for
linguistic creativity, productivity and as a solution to the ac-
quisition bottleneck. Crucially, this requires rules to be gen-
eralizable (cf. Pagin 2013). That is, to account for produc-
tivity, structural commonalities between linguistic elements
need to be recognized so that learning how to compose two
elements can be generalized over their classes. It would not

do if, for example, each possible adjective-noun composition
rule, or even more troublesomely each unique combination on
sentential level, had to be learned case by case and mentally
stored.

In short, there needs to be a systematic association between
simplex elements and the complex elements they are con-
stituents of. Such relations, in turn, need to be generalizable
to obtain a productive compositional system akin to that of
natural languages. In the following we refer to the regular co-
occurrence association condition and the generalization con-
dition as condition I and II, respectively.

Previous approaches
To clarify the challenges faced by signaling systems that deal
with complex terms we begin by considering Barrett’s (2009)
syntactic games. Their defining characteristic is that there
are more states than signals and that more than one signal
per round is permitted. For example, a game may consist
of four states, two signals and four acts. Here, the key as-
sumption is that of two senders and one receiver. The senders
independently observe the state and select one signal each.
The receiver observes both signals while registering which
sender sent what signal and selects an act based on this in-
formation. Crucially, discerning which signal corresponds to
what sender allows us to consider the two signals as a sin-
gle complex one. That is, if two signals a and b are at the
senders’ disposal, the receiver will receive one of four possi-
ble signals, aa, ab, ba or bb, where the left constituent is sent
by the first sender and the right one by the second.

However, while exhibiting syntactic structure, these com-
plex signals do not fulfill the above conditions. In particular,
condition I requires the meaning of complex expressions to
be dependent on that of its constituents (cf. Franke 2014).
The expressions that result from syntactic games do not pro-
mote such constituent-based associations. For example, the
instantiation of a as a first constituent in ab is not required to
be related to that in a different expression aa.

To address this issue Franke [2014] introduces a similarity
relation over the set of states, signals, and acts, defined only
within each set to avoid assuming similarity between, say, a
state and a signal. This relation is operationalized as con-
stituent identity; two elements stand in a similarity relation
if they share constituents. Furthermore, similarity is asso-
ciated with a parameter s,0 ≤ s ≤ 1. This value represents
partial overlap of constituents, whereas fully dissimilar ele-
ments receive a value of 0 and identical ones a value of 1. For
example, a is similar to ab, dissimilar to b, and identical to a.

In order for this relation to stimulate compositional struc-
ture, RL is extended to not only reinforce the state-signal and
signal-act pairs selected in a given successful round. Instead,
rewards are also distributed amongst other pairs in proportion
to their similarity to the ones played – so-called spill-over re-
inforcement learning (SRL)1. For example, suppose a sender

1As noted by Franke, SRL does not necessarily require more so-
phistication from players. Distributing rewards to similar elements
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pair 〈t,m〉, of state t and signal m, yields a positive outcome.
The payoff is then added to all accumulated rewards 〈t ′,m′〉
in proportion to the product of their pair-wise similarity to
〈t,m〉. That is, the amount added to the accumulated rewards
of any pair is the product of their similarity to the pair in play
and the round’s outcome.

The idea behind these modifications is that iterated success
of, for example, signal ma in state t0 and signal mb in state t1
bootstraps and increases the probability of selecting complex
signal mab in complex state t01. This is because 0 and 1 are
similar to 01, as well as a and b to ab. Thus, each positive out-
come of the simplex pairs will also contribute to the rewards
of complex elements they are constituents of, increasing the
player’s propensity to associate mab with t01.

Not all values of s achieve the desired increment in
constituent-based association. Instead, some lead to ambigu-
ity and an association of simplex-complex pairs. To counter-
balance this, Franke introduces a second parameter to reduce
rewards of synonymous and ambiguous pairs (a punishment
parameter akin to the discount factor of Roth-Erev RL).

Under these assumptions Franke [2014] shows how com-
positional associations can arise from a constituent-based
similarity relation coupled with SRL. Establishing such a
structured convention is upper-bounded at a probability of
50%, depending on the parameters chosen.

However, this model does not enable players to general-
ize the associations they establish, failing to fulfill condi-
tion II. Players are not sensitive to the overall architecture
of their communicative system. Thus, while their propen-
sity for constituent-based associations increases, structurally
analogous elements are not taken into account.

Model
We propose a variant of SRL that reinforces elements with
shared constituents, as well as clusters over elements that ex-
hibit the same structure. Additionally, the relations consid-
ered here are more differentiated than Franke’s (2014) simi-
larity relation, making learning sensitive to syntax. That is,
ab is not related in the same way to a as it is to b. While not
strictly required, this solves the need for a discount parameter.

To recapitulate, condition I requires a consistent associ-
ation between elements: The semantic contribution of car
should be constant across complex instances (red car, blue
car, fast car, . . . ).2 In turn, condition II requires generaliz-
ability over associations: If the rule underlying the combina-
tion of red and car is the same as that to form orange bike,
then learning to compose the former should ease the forma-
tion of the latter. Minimally then, a relation between simplex

may be the result of not being able to differentiate between them. In
contrast, in classic RL players always fully distinguish them – even
if they closely resemble each other. In fact, Roth and Erev [1995]
qualify this kind of learning as both “generalization” and “error”.

2Given that natural languages exhibit, amongst others, ambi-
guity and underspecification, this requirement does not hold in its
strongest form for them. Nevertheless, requiring a strict form-
meaning homomorphism does not seem unreasonable for smaller-
scale systems such as the ones considered here.

t0 ma aα States : 0,1,2,10,12

t10 mba aβα Signals : a,b,c,ba,bc

t1 mb aβ Acts :α,β,γ,βα,βγ

t12 mbc aβγ

t2 mc aγ

rr

rl

rr

rl

rr

rl

rr

rl

rr

rl

rl

rr

Figure 2: Structure of a possible signaling system. Uninter-
rupted lines stand for conventions, dashed ones for relations
(identity is omitted), and dotted ones link elements with iden-
tical fabrics.

and complex elements, as well as a way to compare them in
terms of their relations are required to fulfill both conditions.

We focus on three symmetric relations for each of the sets
of states, signals, and acts:3 identity (rid), left-constituency
(rl), and right-constituency (rr). Identity holds if two ele-
ments are identical, left-constituency if one element is the
leftmost constituent of the other and, analogously, right-
constituency holds if an element is the rightmost constituent
of the other. Except for rid , two elements are required to be
distinct if they stand in a relation.

To capture generalizable associations, we call the set of all
relations an element x stands in its fabric, Fx = {r|∃y.r(x,y)}.
This allows for the comparison of not only elements that stand
in one of the above relations but also of those that exhibit the
same composition pattern. The fabric of a pair is the union
of its elements’ fabrics. Figure 2 depicts the relations and
fabrics of an exemplary established signaling system.

In terms of learning, rewards are distributed by adding the
product of U(ti,m j,ak) and a spill-over parameter to the accu-
mulated rewards. This parameter π determines the proportion
of rewards that spill-over either to elements (i) that stand in a
relation to

〈
ti,m j

〉
and

〈
m j,ak

〉
, or (ii) have the same fabric as

these pairs. The former increases, amongst others, the desired
P(mxy|twz) in successful plays with conventionalized 〈tw,mx〉
or 〈tz,my〉. The latter increases P(mxy|twz) if some 〈tuv,mrs〉 is
successful and Fwz ∪Fxy = Fuv ∪Frs. Thereby compositional
structure (condition I) and generalizations over structurally
identical elements (condition II) are reinforced.

The requirement for identical fabric unions ensures that
compared pairs do not only coincide in terms of their form
(e.g. two signals being, respectively, the right constituent
of another signal), but also on their state/act relations. In
these cases, right- and left-constituency are to be interpreted
as semantic commonalities. This assumption crucially pre-
supposes a structured semantic space.

Additionally, to simulate gradual learning, reward incre-
ments are proportional to the “degree of conventionalization”

3Symmetry is assumed for convenience, as it allows for a reduc-
tion of relations introduced and has no impact on the sets considered.
A closer adherence to natural language would require asymmetry.
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of a given successful pair, represented by its probability con-
ditioned on the first pair element. The idea is that the confi-
dence that an association is applicable to other cases increases
with its repeated success. At the beginning of the game play-
ers have a low confidence that their choices will succeed,
meaning that they will explore different potential pairings.
Over time, conventions are established and players lock in
on certain strategies. The more ingrained a convention is, the
more rewards will spill-over to pairs with either shared con-
stituents or identical structure.

In short, for a sender/receiver pair 〈p,q〉, the product of
its utility, P(q|p), and π is added to all ar(p′,q′), where it
either holds that that there is an r and r′ such that r(p, p′)
and r′(q,q′), or Fp ∪Fq = Fp′ ∪Fq′ . This update function is
specified for the sender in Table 1.

While this kind of reinforcement targets the (composi-
tional) associations we are after, players do not have a way
to distinguish between multiple pairings that fit these condi-
tions. In turn, many of them lead to partial pooling equilib-
ria, i.e. systems where multiple states/signals are associated
with a single signal/act. Or, simply and more generally, non-
compositional systems.

Analysis & simulations
In this model, a setup with related elements will invariably
spill over a fraction of the payoff to more than one pair.
As a consequence, even games with low π-values will never
reach perfect signaling. In principle, this could be counter-
balanced by introducing a discount factor to deduce rewards
from residual, less frequent, pairs. However, just as with re-
quiring a strict form-meaning homomorphism for composi-
tionality, we focus on a less favorable setting as it decreases
the assumptions made on learning and the number of param-
eters involved.4

To test these assumptions, games of 103 to 106 iterations
with π-values of 0, 0.01,0.02 and 0.03 were simulated. Pilot
runs with π ≥ 0.04 indicate that the amount of rewards dis-
tributed amongst pairs introduce too much noise to achieve
successful coordination in the analyzed scenarios. All sce-
narios involved a 6-states/signals/acts game with elements of
the form xa,xb,xc,xma,xmb and xmc. That is, players had three
simplex and three complex states, signals and acts to pick
from. We require from a compositional signaling system that,
if a conventional association of tx and my is established, then
a complex state with x as its constituent should be associ-
ated with a complex signal involving y as well. Analogous
requirements hold for the receiver. For condition II, we test
whether establishing such simplex-complex associations im-
proves coordination and increases the proportion of compo-
sitional conventions players establish. Given the complexity
of the task, we chose a setup where all simplex and complex
elements share a respective fabric.

4One may argue that forgetting past actions, operationalized as
reward decrements, requires less sophistication and is thereby in line
with the goal of minimal requirements and simple learning. Thus, in
principle, we see no conflict with incorporating a discount factor.

Three scenarios with varied priors were tested, where pri-
ors take the form of higher starting values for the accumulated
rewards of certain pairs. Thus, players already had some (par-
tial) conventions at hand. Each prior association had its ac-
cumulated rewards set to 100. The accumulated rewards of
all other pairs were set to 1. Scenario (i) involved three prior
conventions of the form 〈p1,qa〉, 〈p2,qb〉 and 〈p3,qc〉. Sce-
narios (ii) and (iii) involved two priors of the form 〈p1,qa〉
and 〈p01,qma〉 for scenario (ii), and 〈p1,qa〉 and 〈p2,qb〉 for
scenario (iii).

Scenario (i) targets the question whether and how well
players transition from a simplex 3-term convention to its
compositional extension. Scenarios (ii) and (iii) compare how
different conventions aid coordination and structural propa-
gation. According to the preceding discussion having a con-
vention for two related simplex-complex pairs should have
a greater effect on the structure of the signaling system than
the conventional association of two unrelated pairs. Thus,
it is expected that scenario (ii) will, in general, yield more
compositional signaling systems than scenario (iii). Put dif-
ferently, success in (i) mainly involves players establishing a
convention for complex elements that fit condition I, while a
comparison between (ii) and (iii) targets condition II.

We focus on two outcomes: whether a convention is
reached and if it is compositional. As mentioned above, flaw-
less coordination is impossible in this model. Therefore, a
weaker notion of convention than Lewis’ has to be adopted.
Sender and receiver are considered to reach a convention if
the resulting communicative system achieves successful co-
ordination, on average, more than 5

6 of the time (> 83.3%).
This corresponds to higher communicative success than that
of the best suboptimal equilibrium for a signaling game with
six equiprobable states (a partial pooling equilibrium where
two states/signals are associated with the same signal/act).

The main result is given by a comparison between π = 0
and π∈ {0.01,0.02,0.03} to test whether the proposed model
has an effect on the number of conventions and composi-
tional conventions reached. A baseline comparison is given
by π = 0 as it corresponds to classic RL without the above
assumptions. Using Yates’ χ2 to test for homogeneity on the
results obtained after 106 iterations shows that both groups
are homogeneous in scenarios (i) and (ii) in terms of conven-
tions ((i): χ2 = 0.333, p> 0.01 and (ii): χ2 = 4.633, p> 0.01)
but differ for compositionality ((i): χ2 = 26.705, p< 0.01 and
(ii): χ2 = 16.218, p < 0.01). In contrast, scenario (iii) yielded
the opposite (convention: χ2 = 35.495, p < 0.01, composi-
tionality: χ2 = 5.108, p > 0.01). The specific outcomes of all
simulations are summarized in Table 2.

Discussion
On the one hand, the results show that a weak bias toward
structural analogy and related elements can lead to compo-
sitional signaling. A transition to compositional signaling is
not guaranteed, but a significant proportion of conventions
comply with condition I across scenarios even with this sim-
ple learning algorithm. However, this only holds for a limited
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UpdateS(ar(t ′,m′)) =


ar(t ′,m′)+U(ti,m j,ak) if rid(ti, t ′) ∧ rid(m j,m′)
ar(t ′,m′)+U(ti,m j,ak) · π · P(m j|ti) if rn(ti, t ′) ∧ ro(m j,m′) ∧ rn 6= rid ∧ ro 6= rid
ar(t ′,m′)+U(ti,m j,ak) · π · P(m j|ti) if Ft ′ ∪Fm′ = Fti ∪Fm j

ar(t ′,m′) otherwise

Table 1: Update function for the sender. The cases correspond to, from top to bottom, Roth-Erev RL with no discount factor,
relation/similarity-based reinforcement, structure-based reinforcement, and no reinforcement.

103 104 105 106

(a) (b) (a) (b) (a) (b) (a) (b)

π = 0.00
Scenario i 33 4 75 13 91 11 92 16
Scenario ii 12 1 71 3 78 11 81 9
Scenario iii 16 1 67 3 77 3 86 4

π = 0.01
Scenario i 41 16 90 34 95 30 100 31
Scenario ii 1 1 69 13 79 15 83 19
Scenario iii 3 0 55 8 73 10 89 10

π = 0.02
Scenario i 34 21 79 44 93 44 95 48
Scenario ii 0 0 52 25 73 28 81 31
Scenario iii 0 0 25 20 46 22 64 26

π = 0.03
Scenario i 16 14 66 55 73 50 73 58
Scenario ii 0 0 23 20 43 35 51 39
Scenario iii 0 0 1 1 1 1 2 2

Table 2: Results obtained for three scenarios per parameter showing the amount of (a) conventions, and (b) compositional
signaling systems obtained over 100 independent games for each scenario and number of iterations.

range of π-values. The maximum number of compositional
conventions reached was 58 for a π-value of 0.03 and 106

iterations (scenario i), corresponding to 79% of the conven-
tions being compositional. Interestingly, a number of games
came close to this result in remarkably less iterations. For in-
stance, 55 compositional conventions were established under
the same condition but in 104 rounds. In general, 104 itera-
tions were indicative of a parameter’s influence in a scenario.

Higher π-values did not significantly influence the amount
of conventions reached in scenarios (i) and (ii). However
they did increase the amount of compositional conventions
as predicted. Furthermore, a comparison between scenarios
(ii) and (iii) showcases that this kind of bias can be detrimen-
tal to coordination if there is no prior convention established
for (at least two) related simplex and complex pairs. As re-
ported above, the latter resulted in significantly less conven-
tions without an increase in compositional ones. This is to
be expected insofar as this kind of reinforcement presumes
that there is some structure in place, just as productive rule-
application presupposes that there are multiple cases where it
could apply. If no structure is in place early exploration of
multiple potential rule applications comes at the cost of less
coordination.

Both findings align with those reported in O’Connor forth-
coming, where generalization is analyzed in evolutionary
terms. O’Connor concludes that the advantage of generaliza-
tion is found in a trade-off between acquisition speed and pre-

cision. The stronger the generalization bias, the faster struc-
ture is learned – but at the cost of less accuracy. Generaliza-
tion is primarily advantageous in large environments where
agents have a high chance of encountering stimuli structurally
similar to the ones they have already categorized. Further-
more, we conjecture that less precision is not as disruptive
for more sophisticated signalers that are able to reason about
the input they receive, as human beings do.

On the other hand, a number of caveats apply. First, even
low π-values guarantee neither convention nor composition-
ality. This is a result of players not having a way to eliminate
associations made by chance in early stages or via SRL, mean-
ing that exploration of alternatives to conventionalized best
responses never fully halts. As discussed by Franke [2014],
a margin of error and only a range of successful parameter
values is expected given the complexity of the learning task
with such simple adaptive dynamics.

Second, the present reward distribution does not differ-
entiate between directly related elements and those linked
through fabric identity. In terms of natural language this
means that reinforcement treats the link between car and
red car on par with that between red car and orange bike.
However, one may argue that the former two should have
a stronger influence on each other than the latter two, just
as classic RL reinforces successful actions to a greater de-
gree than SRL does related or similar actions. The differences
and commonalities of reinforcement through shared elements
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(here; relations) and a shared structure/class (here; fabrics)
leave open many issues to be addressed in the future.

Conclusions
We have shown that even with little sophistication the propa-
gation of rule-like associations between simplex and complex
elements can be achieved in signaling games. The assumed
architecture followed two conditions argued to be necessary
to establish a productive compositional communicative sys-
tem: a systematic link between related elements and a way
to group related elements into classes with the same underly-
ing structure. The former captures the bare requirements for
compositionality while the latter enables for a simple form of
productivity, where associations of structurally identical ele-
ments are reinforced throughout the system. Non-compliance
with the first condition means that compositionality cannot be
achieved and missing the second means that knowledge about
one formation cannot be applied to others. Both are key to the
robustness and flexibility of natural language.

An unresolved issue concerns optimal learning conditions
in this model. So far, we focused on the overall minimal ar-
chitecture required for compositionality to emerge. However,
we have not explored all options; such as a discount factor,
different learning functions and mechanisms (e.g. players
with declarative memory following boost and decay activa-
tion patterns), more elements, or different structures.

To conclude, in a sense, little is needed for productive com-
positionality. However, whether or not an initial relation-
based association is made is vital for the future development
of a communicative system. Without some inherent bias for
associations of one kind over the other no structure nor com-
parisons over it could arise. Determining the nature of this
bias is a major open issue to understand why languages are
structured the way they are. In turn, this may contribute to
our understanding of why non-human communicative sys-
tems lack the degree innovation and flexibility found in natu-
ral language.
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Abstract 
We propose a new model of risk preferences that integrates 
theoretical principles relevant to mental representation, 
metacognitive monitoring and editing, and individual 
differences in risk-taking propensity.  Our model is based on 
fuzzy-trace theory, a theory of decision-making under risk.  
The theory posits that decision-makers use fuzzy gist 
representations of the meaning of decision information, in 
parallel with precise verbatim representations of the exact 
wording of that information.  We account for core phenomena 
in decision theory, such as shifts in risk preference when 
logically equivalent gambles are described in terms of gains 
rather than losses—framing effects—and also extend fuzzy-
trace theory beyond these phenomena to encompass research 
on affect and personality. 

Keywords: Psychology, Decision making, Mathematical 
modeling, Gist 

Introduction 
Fuzzy-trace theory is a leading account of decision-
making under risk. In prior work (Broniatowski & 
Reyna, 2014) we presented a formalization of 
fuzzy-trace theory that predicted modal  responses 
for risky decisions; however, this prior model did 
not predict effect sizes. In this paper, we use a 
parsimonious logistic model of choice to predict 
effect sizes. We show how risk preferences are 
determined by combining multiple representations 
(e.g., Reyna & Brainerd, 2011) of decision options.  
Our model formalizes the formation of multiple 
mental representations of risky choice gambles and 
how the ultimate preference is determined by 
applying “voting” rules that adjudicate among 
representations that support differing preferences. 
The model also incorporates an explicit mechanism 
for adjusting preferences based on metacognitive 
monitoring and editing (e.g., Stanovich, West, & 
Toplak, 2011).  That is, people who are high in 
Need for Cognition (NFC) and cognitive ability 
(e.g., intelligence) have been shown to edit their 

preferences when decision problems that are 
related to one another are presented within-subjects 
(e.g., Kahneman, 2003; Stanovich & West, 2008).  
Such individuals are more likely to notice that 
decision problems are related (e.g., that one 
decision problem can be derived from another 
mathematically) and to reconcile their answers to 
the problems, diminishing framing effects and 
other cognitive biases.  The mix of such individuals 
in samples of subjects determines the magnitude of 
within-subjects reduction in framing effects, 
relative to between-subjects effects. We account 
for experimental evidence from several classic 
decision problems and experimental manipulations 
of these problems (e.g., Kühberger & Tanner, 
2010; Peters & Levin, 2008; Tversky & 
Kahneman, 1981). Standard theories cannot 
account for all of these effects; indeed, some 
effects contradict standard predictions (such as 
those made by cumulative prospect theory (CPT; 
Tversky & Kahneman, 1992).  We apply our 
formalization to explain how experimental 
manipulations of decision problems change 
decision outcomes. 

Key Tenets of Fuzzy-Trace Theory 
The central tenet of fuzzy-trace theory is that 

people encode, store, retrieve, and forget memories 
that are characterized by different levels of detail 
and meaningfulness. We refer to these levels as 
“gist” and “verbatim.” Research on fuzzy-trace 
theory has shown that gist and verbatim 
representations are encoded separately and roughly 
in parallel (see Reyna, 2012).  A gist representation 
captures the basic meaning, or "essence," of a 
stimulus. In contrast, a verbatim representation of 
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a stimulus captures its surface form (e.g., Clark & 
Clark, 1977).  

Fuzzy Processing: Categorical Decision-Making is 
Preferred 

Another tenet of fuzzy-trace theory is that 
decision-makers prefer to operate on the simplest 
gist that can be extracted from information.  For 
numerical information, differences in levels of 
precision can be thought of in terms of scales of 
measurement: the simplest level is categorical or 
nominal because that level is the least fine-grained.  
Categorical gist entails representing decision 
outcomes as members of different categories, such 
as “no money” versus “some money.”  This fuzzy-
processing preference increases with experience in 
a domain (e.g., Reyna, Chick, Corbin, & Hsia, 
2014; Reyna & Lloyd, 2006). When two decision 
outcomes fall into different qualitative categories 
(e.g., no money vs. some money), the gist 
representation compares these two categories 
rather than the specific details.  Each of these 
categories is associated with a valence (e.g., money 
has a positive valence) and the category that is 
more highly valued (e.g., some money) will be 
chosen.   

Ordinal Comparisons 
Fuzzy-trace theory predicts that subjects interpret 

decision outcomes on a continuum of detail 
ranging from categorical gist (e.g., win some 
money), on one end, to verbatim detail (e.g., win 
$200) on the other. More precise but nevertheless 
qualitative representations are generated 
simultaneously, such as ordinal (i.e., relative) 
representations (e.g., small vs. large amount of 
money). Levels of distinction that are intermediate 
between categorical and verbatim become evident 
when two decision options’ outcomes fall into the 
same category, and, thus, cannot be discriminated.  
For example, if one medical treatment is described 
as having a 20% chance of death and another 
treatment as having a 10% chance of death, both 
treatments can be categorized as having “some” 
risk of death (e.g., Reyna, 2008).  To discriminate 
between treatment options, a more fine-grained 
ordinal distinction needs to be made: the first 

treatment has a high risk relative to the second 
treatment.  

Interval Comparisons 
When categorical and ordinal comparisons lead 

to an indeterminate decision outcome, even more 
precise representations such as comparing interval-
level values become evident.  For example, the 
classical expected value (i.e., the product of 
outcomes and probabilities) is an interval 
representation, which we predict that subjects 
encode.  Using interval-level numbers, the 
expected value of a decision option with a 1.0 
probability of winning $180 is 1.0 multiplied by 
$180.  In contrast, another option with a .90 
probability of winning $250 has an expected value 
of $250 multiplied by .90 (plus .10 times $0).    

Values: Decisions made by Comparing Valenced 
Affects 

The final tenet of fuzzy-trace theory that we 
review is that decisions are made on the basis of 
simple valenced (i.e., positive or negative) affect 
(e.g., Peters & Levin 2008).  Thus, once options are 
represented in a categorical, ordinal, or interval 
fashion, the more positively valenced option is 
chosen (e.g., winning money is preferred; saving 
lives is preferred).  Consider the decision below: 

1. Winning $180  
2. .90 chance of winning $250 and .10 chance 

of no money. 
The categorical gist representation is:  
1. Some money  
2. Some chance of some money and some 

chance of no money. 
Given the affective value that some money is 

preferred to no money (i.e., money has a positive 
valence), the categorical gist would favor option 1.  
In contrast, the ordinal representation is indifferent 
between these two options because more money 
($250) is preferred to less money ($180), but less 
money ($180) is preferred to no money (vote is 0).  
Finally, the interval, or verbatim, representation 
would favor option 2 because the expected value of 
money is $225, greater than the $180 of option 1.  
The categorical and interval representations in this 
problem favor different options (the sure vs. risky 
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options) and would therefore compete in the sense 
that each produces an opposite vote (-1 vs. 1).  

Formalizing Fuzzy-Trace Theory 
At the categorical level, given a pair of decision 

options represented by points, φ and θ, the decision 
option corresponding to φ is preferred to the 
decision option corresponding to θ if the associated 
category is preferred in the domain of values (e.g., 
“some money with some chance” is preferred to 
“no money with some chance”). At the ordinal 
level, a decision option is preferred if its 
corresponding points are strictly preferred along all 
dimension of the decision space (e.g., “some 
money with more chance” is preferred to “some 
money with less chance”) Points in disjoint 
categories cannot be compared.  At the interval 
level, decisions options are evaluated according to 
expected values. 

An Error Theory for Risky Decision Problems 
The model of fuzzy-trace theory outlined thus far 

is deterministic – each representation provides one 
vote and the option with the most votes is selected. 
Here, we account for deviations from this mode.  
The need for such an error theory in the domain of 
risky decision-making has long been recognized; 
for example, Kühberger (1995) remarked on the 
absence of an error theory for risky framing 
problems.  Consistent with the literature on 
qualitative discrete choice models, we represent 
error using a standard multinomial logistic 
distribution (e.g., Luce, 2005).  For decisions with 
two options, our error is thus distributed according 
to a standard logistic distribution – a functional 
form that is commonly used in Signal Detection 
Theory (e.g., McNicol, 2005) because of its 
computational tractability, ease of interpretation, 
and its similarity in shape to the cumulative normal 
distribution. For our specific application, we model 
the probability, P, that a subject will choose a given 
decision outcome in a risky choice gamble by 

 where x is a three-element vector 
containing an entry for each representation 
(categorical, ordinal, and interval), a is a three-
element vector containing a  decision weight 
applied to each representation. A dot-product 

operation is used to combine a and x, yielding a 
scalar quantity. Additionally, b is a scalar quantity 
representing risk-taking propensity. Thus, people 
who are high in NFC and numeracy reduce conflict 
between representations by  weighting votes from 
each representation and risk propensity increases 
(or decreases) the tendency to choose riskier 
options regardless of representation, NFC, or 
numeracy (see next sections).  

Numeracy and Need for Cognition In the 
domain of decision making, two major individual 
difference factors associated with metacognitive 
monitoring and editing have been proposed – 
numeracy (e.g., Peters et al., 2006) and Need for 
Cognition (NFC; Cacioppo et al., 1996; Stanovich 
et al., 2011).  Peters and colleagues (2006) defined 
numeracy as “the ability to process basic 
probability and numerical concepts,” and found 
that more numerate subjects were less susceptible 
to attribute framing effects. In the domain of risky 
decision framing, Peters and Levin (2008) found 
that more numerate subjects were less likely to 
show risky choice framing.  As these authors 
argued, these results are consistent with the 
hypothesis that highly numerate individuals are 
more likely to notice that decision problems are 
related (e.g., that the loss decision problem can be 
derived from the gain version of that problem 
mathematically) and to reconcile their answers to 
the problems, diminishing cognitive biases such as 
framing. We model these effects using the decision 
weight vector a.  

Risk-Taking Propensity In addition to 
individual difference variables, such as 
metacognitive monitoring (NFC) and editing 
(numerical computation, facilitated by high 
numeracy), our model accounts for personality 
differences associated with risk-taking, including 
factors related to sensation seeking and impulsivity 
(e.g., Lauriola et al., 2014).  We represent this in 
our model by a linear additive risk preference, b, 
which, when positive, is used to indicate a fixed 
predisposition toward a more risky option. The 
linear additive nature of this factor is based on 
evidence presented by Reyna, Estrada et al. (2011) 
who found evidence supporting independent 
effects of subjects’ sensation seeking. 
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Testing Our Model 
We use our formalization to explain the 

outcomes of several classic risky choice problems, 
such as Tversky and Kahneman’s (1981) Asian 
Disease Problem (ADP) and related framing 
problems. The text of the gain-framed standard 
ADP is as follows: “Imagine that the U.S. is 
preparing for the outbreak of an unusual Asian 
disease, which is expected to kill 600 people.  Two 
alternative programs to combat the disease have 
been proposed.  Assume that the exact scientific 
estimates of the consequences of the program are 
as follows: If Program A is adopted, 200 people 
will be saved; If Program B is adopted, there is a 
1/3 probability that 600 people will be saved and a 
2/3 probability that no people will be saved.” 
(Tversky & Kahneman, 1981). 

The loss-framed version of the same problem 
uses the same preamble but presents the decision 
options as: If Program C is adopted 400 people will 
die; If Program D is adopted there is a 1/3 
probability that nobody will die, and a 2/3 
probability that 600 people will die.” (Tversky & 
Kahneman, 1981). Options A and C are typically 
referred to as the “certain option,” whereas options 
B and D are typically referred to as the “gamble 
option.”  The typical result (framing effect) is that 
most people prefer the certain option in the gain 
frame, but the risky gamble option in the loss 
frame. We fit our model to 26 studies of the ADP 
(Tversky & Kahneman, 1981; Reyna & Brainerd 
1991; Tindale, Sheffey, & Scott, 1993; Takemura, 
1994; Wang & Johnston, 1995; Highhouse & 
Yüce, 1996; Wang, 1996; Stanovich & West, 1998; 
Druckman, 2001a; 2001b; Mandel, 2001; 
Mayhorn, Fisk, & Whittle, 2002; LeBoeuf & 
Shafir, 2003; Fischer, Jonas, Frey, & 
Kastenmueller, 2008; Zhang & Miao 2008; Zhang, 
Xiao, Ma, & Miao, 2008; Horton, Rand, & 
Zeckhauser, 2011; Haerem, Kuvaas, Bakken, & 
Karlsen, 2011; Berinsky, Huber, & Lens,  2012; 
Stein, 2012; Okder, 2012; Kühberger & Gradl, 
2013). 

Risk Taking 
Each of the studies listed above is associated with 

a country of origin from which the subjects were 
recruited. Hofstede (1991) defined a nation’s 

uncertainty avoidance index as “the degree to 
which the members of a society feel uncomfortable 
with uncertainty and ambiguity.” Thus, national 
culture is one of several factors that may be 
associated with risk preference and ambiguity. 
Hofstede’s index is significantly correlated with 
our risk parameter, b, r(24)=-0.455.  

Within-Subjects Framing 
Prior work has determined that subjects reconcile 

answers to gain and loss versions of problems 
when both frames are presented within-subjects.  
That is, the magnitude of framing effects in risky 
choice problems varies systematically with 
experimental design.  In particular, within-subjects 
framing effects, where subjects are exposed to both 
gain and loss framing problems, tend to be smaller 
than between-subjects effects.  Subjects with high 
NFC tend to edit their preferences more than those 
with low NFC because they are more likely to 
notice the common structures underlying these 
problems (i.e., high NFC subjects display “analytic 
override;” Kahneman 2003; LeBoeuf & Shafir, 
2003; Stanovich et al., 2011).  Thus, analytic 
override occurs when the same subject is exposed 
to two oppositely framed versions of the same 
problem. This should be reflected in our model by 
the presence of scale parameters that are 
significantly smaller than those found in the 
standard ADP. The average scale-factor value for 
several studies (Stanovich & West, 1998; Levin, 
Gaeth, Schreiber, & Lauriola, 2002; LeBoeuf & 
Shafir, 2003) in which framing was manipulated 
within-subjects is 0.47 –  smaller than the values 
for 26 studies in which framing was manipulated 
between-subjects, t(62)=3.00, p<0.01.  

Explaining Truncation Problems 
The concept of gist is central to our theory of how 

decision-makers perceive options. Manipulations 
of these gist representations can result in different 
framing effects, or the absence of an effect 
altogether. Specifically, by emphasizing or 
removing certain stimuli from a problem in such a 
way that its expected value does not change, one 
might change the gist of a decision option (e.g., one 
might not mention options with zero expected 
value). PT and its successor, CPT, predict that 
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these manipulations do not change preferences; 
thus, these “truncation” experiments were initially 
performed as critical tests of fuzzy-trace theory by 
Reyna and Brainerd (1991) and later replicated by 
others (e.g., Kühberger & Tanner, 2010; Reyna et 
al., 2014).  All of these investigators determined 
that framing effects did not persist when the zero-
complement in the gamble option of the ADP (i.e., 
“none are saved”) was removed (a selective 
attention effect; Reyna, 2008; Reyna, 2012).  These 
effects do not depend on ambiguity; when all of the 
information is supplied (but attention is focused 
selectively in different ways), effects remain the 
same.   

Zero-Complement Truncated Framing 
Problems The zero-complement truncated gain-
framed ADP is worded as follows: If Program A is 
adopted, 200 people will be saved; If Program B is 
adopted, there is a 1/3 probability that 600 people 
will be saved. Here, the “2/3 probability that no 
people will be saved” part of the gamble has been 
removed.  This version of the ADP has the same 
expected value as the standard ADP. Both options 
are interpreted as “Some chance that some live” 
leading to indifference at the categorical level. The 
ordinal representation is also indifferent: 

a) Fewer live with more probability 
b) More live with less probability  
Finally, the more precise interval representation 

is also indifferent.  
a) 200 saved = expectation of 200 saved  
b) 600 saved with 1/3 probability = expectation 

of 200 saved  
Both options have the same expected value, 

leading to indifference – i.e., x=[0,0,0] – and 
resulting in the absence of a framing effect as 
reported by Reyna et al. (2014) and others. The 
loss-framed version of the problem yields similar 
results (400 die vs. 600 die with 2/3 probability). 
We found no significant difference between our 
model’s prediction of no framing effect and the 
data from several replications of the zero-truncated 
framing problem (Reyna & Brainerd, 1991; 
Mandel, 2001; Kühberger, 2010; Reyna et al., 
2014).  

Non-Zero Complement Truncated ADP The 
opposite truncation effect, which retains the zero 
complement, yields a framing effect that is twice as 

strong as that found in the standard ADP because 
of the combined contributions of the categorical 
representation and the ordinal representation, both 
of which support the certain option (the interval 
representation is indifferent) – i.e., x=[-1,-1,0] – in 
the gain frame.  Similar results obtain for the loss 
frame. The average scale-factor value for several 
studies (Reyna & Brainerd, 1991; Kühberger, 
2010; Reyna et al., 2014) for this class of framing 
problem is 1.2, which is exactly twice the values 
for the corresponding standard framing problems, 
0.6 in the same studies. This difference is 
statistically significant, t(32)=8.38, p<0.001. 

Conclusions 
Our mathematical framework builds upon three 

basic tenets of fuzzy-trace theory – the 
gist/verbatim distinction (formalized by 
theoretically-motivated, and empirically-tested, 
subcategories of representations), the hierarchy of 
gist (formalized by our extended fuzzy processing 
preference and associated lattices), and preferences 
over these gist categories based on valenced affect. 
Our formalized theory, therefore, explains a wide 
variety of phenomena, integrating known effects 
and novel predictions. 
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Abstract 

Existing neuroimaging studies in decision making 
predominantly employ the fMRI method. Despite its superior 
spatial resolution, fMRI is an expensive and impractical 
neuroimaging technology for purchasing behavior studies in 
the field. This study aims to explore the role of prefrontal 
cortex during purchasing behavior by utilizing functional near-
infrared (fNIR) spectroscopy; a low-cost, non-invasive and 
portable optical brain imaging methodology. The findings 
suggest that fNIRS can be effectively used for developing a 
neuro-physiologically informed, predictive model of 
purchasing behavior based on multivariate effects of 
activations in frontopolar, dorso-medial and dorso-lateral 
prefrontal cortex.   

Keywords: Neuroeconomics, neuromarketing, purchasing 
behavior, decision making, optical brain imaging, fNIR. 
 

Introduction 

Neuroeconomics has emerged as an interdisciplinary field to 

develop a better understanding of neurobiological factors that 

shape economic decisions (Politser, 2008). In particular, 

neuroeconomics research seeks to further our understanding 

with regards to what variables are computed by the brain 

while humans are making different kinds of decisions, and 

how those computations are implemented and constrained by 

underlying neurobiological processes, with the eventual goal 

of building biologically plausible models for human decision 

making (Rangel & Clithero, 2014). Existing work in the field 

include decision making scenarios ranging from simple 

decision tasks such as choosing pizza over salad for lunch to 

decision making under uncertain, dynamically unfolding 

circumstances such as gambling tasks (Glimcher & Fehr, 

2014). Although these studies include rather simplistic 

decision making scenarios due to the limitations imposed by 

brain imaging tools, they collectively identified important 

neural mechanisms for related cognitive and emotional 

processes such as reward evaluation, ambiguity/risk 

management and value comparison (Smith & Huettel, 2010). 

A number of brain imaging studies have focused on the role 

of the dopaminergic system in forming and updating 

expectations about rewards and value computation (Smith & 

Huettel, 2010). Monetary reward experience and evaluation 

processes have been found to activate several interconnected 

regions of this system, including the deep structures of the 

brain stem at ventral tegmental area (VTA) and the ventral 

striatum (vSTR), as well as the ventromedial prefrontal 

cortex (vmPFC) (Schultz, 2006; Knutson et al., 2000; 

Knutson et al., 2003). Especially the receipt of rewards were 

found to evoke activation in the vmPFC and the adjacent 

orbitofrontal cortex (OFC), which support the theory that 

these regions may be involved with computing the expected 

value of a reward (Knutson et al., 2005). Even activations 

observed at mPFC and straitum during passive viewing of 

products can be later used for predicting that consumer’s 

choices involving those products (Levy et al., 2011). In a 

recent study, Metereu & Dreher (2015) found that the 

OFC/vmPFC region encodes a general unsigned anticipatory 

subjective value signal for both rewards and punishments.  

Real world decision-making often involves uncertainty, 

which is another crucial factor that modulates the values 

attributed to choices. Imaging studies that involve 

uncertainties and risks in decision-making report activations 

in dorsolateral and lateral PFC, vmPFC, orbitofrontal cortex 

(OFC) and the anterior cingulate cortex (ACC) as well as 

subcortical regions including VTA, vSTR and amygdala 

(Holper et al., 2014; Smith & Huettel, 2010). This distributed 

neural network is claimed to encode two components of a 

subjective value signal, namely expected value and risk 

probability (Schonberg et al., 2012; Ogawa et al., 2014). The 

medial and lateral prefrontal cortex is claimed to play a role 

in integrating these two components (Tobler et al., 2009). The 

computations carried out in these regions are likely to be 

associated with subjective value signals, but not as robustly 

as the vmPFC/OFC regions. In particular, the dorso-lateral 

regions are argued to have a regulatory role on medial PFC 

during decision making scenarios (McClure et al., 2004). 

However, the precise computational roles played by the 

dorso-medial and dorso-lateral areas remain to be an 

important issue in simple choice and reward processing 

paradigms in neuroeconomics (Rangel & Clithero, 2014). 
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Existing studies in neuroeconomics predominantly employ 

the fMRI method. Despite its superior spatial resolution, 

fMRI is an expensive and impractical neuroimaging 

technology for purchasing behavior studies in the field. In 

this paper, the functional near-infrared spectroscopy (fNIRS) 

method was employed to study purchasing behavior, which 

offers a low-cost, non-invasive and portable optical brain 

imaging methodology. The aim of this study is to explore the 

plausibility of the fNIRS methodology for neuroeconomics 

applications, as well as to develop a neuro-physiologically 

informed predictive model of purchasing behavior based on 

fNIR measurements.  

There are only a few fNIR studies published in 

neuroeconomics context. Existing fNIR studies have 

identified activation patterns in the prefrontal cortex during 

product selection (Kumagai, 2012), risk assessment (Holper, 

2014), financial investment (Shimokawa et al., 2009) and 

price prediction (Mitsuda et al., 2012). Mitsuda et al. (2012) 

also proposed a support vector machine algorithm for 

classifying price/product pairings that were tagged as 

expensive or inexpensive by the participants with an accuracy 

of 70%. The present study aims to contribute this line of 

inquiry by investigating activation patterns in PFC of 

consumers during a more realistic, mundane purchasing 

scenario. In particular, we aimed to identify whether positive 

and negative purchasing decisions differ in terms of the 

neural activity they elicit in regions located at fronto-polar, 

dorso-medial and dorso-lateral prefrontal cortex.  

The rest of the paper is organized as follows. The 

experiment design and the fNIR optical brain imaging 

technology employed are described in the next section. Next, 

we present our main findings regarding activation patterns in 

fronto polar, dmPFC and dlPFC regions. This section also 

presents a discriminant analysis model that predict the 

purchasing decision offline in terms of changes detected in 

oxy and deoxy-hemoglobin concentrations in these brain 

regions. The paper concludes with an overall discussion of 

the results.   

Material and Methods 

33 participants (17 female) in the age range 18-46 have 

participated in this experiment. They were selected randomly 

from the consumer database of ThinkNeuro. All participants 

were right-handed as measured by the Edinburgh handedness 

survey (Oldfield, 1971). None of the participants had a 

history of psychiatric disorders. Participants were paid 10 TL 

for their participation and 40 TL as a bonus in compensation 

for the items they selected to purchase during the experiment. 

The data of one participant has been excluded due to the fact 

that he has not made any buy or pass responses during the 

experiment. The study was approved by the METU human 

subjects research ethics committee. Written informed consent 

was obtained prior to the experiment.  

The task was comprised of 78 trials where participants 

were asked to make purchasing decisions for the displayed 

products based on the suggested prices. In each block, the 

participants had 4 seconds for viewing a picture of the 

product, 4 seconds for viewing the price of the product and 4 

seconds to respond according to their preference to purchase 

or not to purchase, followed by a fixation for 8 seconds. Each 

block lasted for 20 seconds. The total duration of the 

experiment was 26 minutes. E-Prime software was used for 

the presentation of the experiment stimulus. The keys 

participants need to press to indicate buy or pass preference 

were randomly switched in each block to avoid lateralization 

biases. The products consisted of 3 main groups (food, 

cleaning and personal care products). There were 39 products 

in the food group (e.g. milk, cheese, Coke), 17 products in 

the cleaning group (e.g. detergents) and 22 products in the 

personal care group (e.g. deodorant, shampoo, toothpaste). 

The prices of the products were obtained from local 

groceries.  

The participants were told that they should press a button 

to indicate whether they would purchase the displayed item 

given its price. They were also informed that the 

experimenters would be able to provide them up to a total 

40TL (Turkish Lira) worth of the products that they selected. 

Subjects were also told that if they do not spend at least 40TL, 

they would receive only half of the unspent amount in an 

effort to reinforce buying behavior.  

 
Figure 1. fNIR sensor (top, left), projection of measurement 

locations (optodes) on brain surface image (top, right), 

optodes identified on fNIR sensor (bottom). 

 

During the experiment the prefrontal cortex of each 

participant was monitored with a continuous wave functional 

near-infrared spectroscopy (fNIR) system developed at 

Drexel University (Philadelphia, PA), manufactured and 

supplied by fNIR Devices LLC (Potomac, MD; 

www.fnirdevices.com). The system is composed of three 

modules: a flexible headpiece (sensor pad), which holds 4 

light sources and 10 detectors to obtain oxygenation 

measures at 16 optodes on the prefrontal cortex; a control box 

for hardware management; and a computer that runs the data 

COBI Studio software (Ayaz et al., 2011) for data acquisition 
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(Figure 1). The sensor has a source-detector separation of 

2.5cm, which allows for approximately 1.25cm penetration 

depth. This system can monitor changes in relative 

concentrations of oxy- and deoxy-hemoglobin at a temporal 

resolution of 2Hz. The locations of 16 regions on the cortical 

surface monitored by fNIR are displayed in Figure 1 above, 

which correspond to Broadmann areas 9, 10, 44 and 45.  

fNIR is a neuroimaging modality that enables continuous, 

noninvasive, and portable monitoring of changes in blood 

oxygenation and blood volume related to human brain 

function. Neuronal activity is determined with respect to the 

changes in oxygenation since variation in cerebral 

hemodynamics are related to functional brain activity 

through a mechanism known as neurovascular coupling 

(Obrig et al., 2000). Over the last decade, studies in the 

laboratory have established that fNIR spectroscopy provides 

a veridical measure of oxygenation and blood flow in the 

brain (Bunce et al., 2006). fNIR is not only non-invasive, 

safe, affordable and portable, it also provides a balance 

between temporal and spatial resolution which makes fNIR a 

viable option for in-the field neuroimaging.  

fNIR technology uses specific wavelengths of light, 

introduced at the scalp, to enable the non-invasive 

measurement of changes in the relative ratios of 

deoxygenated hemoglobin (deoxy-Hb or HbR) and 

oxygenated hemoglobin (oxy-Hb or HbO2) in the capillary 

beds during brain activity. Typically, an optical apparatus for 

fNIR Spectroscopy consists of at least one near infra-red light 

source and a detector that receives light after it has interacted 

with the tissue.  Near-infrared light is known to diffuse 

through the intact scalp and skull, which makes it suitable for 

tracing relative changes in the concentration of specific 

chromophores in the neural tissue with non-invasive, 

spectroscopic methods (Jobsis, 1977). Whereas most 

biological tissue (including water) are relatively transparent 

to light in the near infrared range between 700 to 900 nm, 

hemoglobin is a strong absorber of light waves in this range 

of the spectrum. Within 700 to 900 nm, oxy and deoxy-

hemoglobin are among the highest absorbers of infra-red 

light. This provides an optical window into neural tissue 

where one can approximate relative changes in the 

concentration of oxy and deoxy-hemoglobin based on how 

infra-red light is attenuated in neural tissue.  

 

 
Figure 2. The banana shaped path which includes the 

photons scattered back to the photo-detector (left). 

Representative paths (right), enumerated as 2 and 3 

correspond to photons absorbed by the tissue and scattered 

out of the scalp without reaching the detector, respectively. 

 

Photons that enter tissue undergo two different types of 

interaction: absorption and scattering (Obrig et al., 2000). 

Two chromophores, oxy- and deoxy-Hb, are strongly linked 

to tissue oxygenation and metabolism. The absorption spectra 

of oxy- and deoxy-Hb remain significantly different from 

each other allowing spectroscopic separation of these 

compounds to be possible by using only a few sample 

wavelengths. Once photons are introduced into the human 

head, they are either scattered by extra- and intracellular 

boundaries of different layers of the head (skin, skull, 

cerebrospinal fluid, brain, etc.) or absorbed mainly by oxy- 

and deoxy-Hb. A photo-detector placed on the skin surface at 

a certain distance from the light source can collect the 

photons that are scattered and thus have travelled along a 

“banana shaped path” from the source to the detector, which 

carry important information about the optical properties of 

the diffused neural tissue (Figure 2). This raw light 

attenuation information is then converted into tissue 

oxygenation measures that quantify the relative changes in 

the presence of oxy- and deoxy-hemoglobin within the 

banana shaped path by using a method called modified Beer 

Lambert law (Cope et al., 1988). 

Results 

For each participant, buy/pass decisions, response time, total 

money spent and raw fNIR measures were obtained for a total 

of 78 grocery items. Raw fNIR data (16 optodes×2 

wavelengths) were low-pass filtered with a finite impulse 

response, linear phase filter with order 20 and cut-off 

frequency of 0.1 Hz to attenuate the high frequency noise due 

to respiration and cardiac cycle effects (Ayaz et al., 2012). 

Saturated channels (if any), in which light intensity at the 

detector was higher than the analog-to-digital converter limit 

were excluded. Artifacts due to motion are detected and 

excluded by applying the sliding windows motion artifact 

filter (Ayaz, 2011). fNIR data epochs for the rest and task 

periods were extracted from the continuous data using time 

synchronization markers. Blood oxygenation changes within 

each 16 optodes for the product, price and decision blocks 

were calculated using the modified Beer-Lambert Law for 

task periods with respect to rest periods at the beginning of 

each trial with the fnirSoft software (Ayaz, 2010).  

The average oxygenation level of each block was 

calculated and the obtained oxygenation levels for three 

blocks (that consist of product-price-decision) were classified 

according to the buy or pass decisions of the participants. The 

12 sec long trials were then averaged to form evoked 

oxygenation (i.e. ΔHbO2 minus ΔHbR) signals displayed in 

Figure 3 as a measure of brain activation. Univariate 2x3 

repeated measures ANOVA conducted for each 16 voxel 

separately indicated that buy versus pass decisions elicit a 

significant difference in average oxygenation for only voxel 

10, F(1,186) = 7.65, p< .01, η2=.04. This area corresponds to 

the right fronto-polar cortex, which is associated with 

subjective value management. No significant difference was 

found between product-price-purchase block types. The 
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interaction effect was also not significant in any of the 16 

voxels. 

 

 
Figure 3. The temporal change in oxygenation levels 

(µmolar/liter) for 32 participants during the 3 blocks of 12 

seconds for each 16 voxels –shown in different boxes. The 

blue and orange lines represent the buy and pass decisions 

respectively. Shades indicate standard error. 

 

Figure 4 below shows the projection of pairwise t-statistics 

for each voxel with BSpline interpolation. The most 

significant differences in average oxygenation values are 

clustered around voxel 10, which is consistent with fMRI 

findings (e.g. Knutson et al., 2007).  

 

 
Figure 4. Projection of t-statistics map on brain surface 

image shows the increase in oxygenation around optode 10 

during purchase decisions. BSpline interpolation was used 

to generate surface representation from t values of 

comparisons of each buy vs pass conditions along with 

thresholding by significance limit p<0.001 with df=24. 

 

There was considerable variability among participants in 

terms of the total money they spent during the experiment 

(mean=95.24 TL, sd=52.38). Participants were not provided 

any feedback regarding the total money they spent during the 

experiment, and were encouraged to decide per item, even 

though they were informed that they could be given the 

products up to a total of 40TL. However, the distribution of 

total purchases suggest that some participants paid extra 

attention to their total spending. For that reason, we divided 

the sample into two subgroups in terms of their sensitivity to 

the budget limit. 11 participants who ended up spending 

within 20TL of the target range constitute the budget-

sensitive group (mean=42.91 TL, sd=12.92), whereas the 

remaining 21 subjects formed the budget-insensitive group 

(mean=122.65 TL, sd=43.68). The analysis was repeated on 

these subgroups in an effort to observe if budgetary 

considerations made any difference in oxygenation trends.   

In both of these groups, we observed that positive and 

negative purchasing decisions elicited higher activity in the 

frontopolar and dmPFC areas, albeit in different directions. 

Figure 5a below shows the temporal trend in average 

oxygenation changes observed during buy and pass decisions 

of the budget sensitive group. When the data of the budget-

sensitive group are analyzed separately, optode 10 has been 

observed to preserve its significant role in the direction of buy 

decisions against pass decisions (F(1,60)=18.05, p<.05, 

η2=.23). Moreover, there have been other optodes that appear 

to have significant difference including voxel 3 

(F(1,60)=11.44, p<.01, η2=.16), voxel 7 (F(1,60)=9.46, 

p<.01, η2=.14), voxel 8 (F(1,60)=10.95, p<.05, η2=.15), voxel 

9 (F(1,60)=24.37, p<.001, η2=.29), voxel 11 (F(1,60)=18.05, 

p<.001, η2=.23), voxel 12 (F(1,60)=20.42, p<.001, η2=.25), 

voxel 14 (F(1,42)=4.42, p<.05, η2=.20) and voxel 15 

(F(1,54)=4.16, p<.05, η2=.07). Block type and interaction 

effects were not significant.  
 

 
 

 
Figure 5a & 5b. The temporal change in oxygenation 

levels (µmolar/liter) for the budget-sensitive (top) and 

budget-insensitive (bottom) groups. The blue and orange 

lines represent the buy and pass decisions respectively. 

Shades indicate standard error. 

 

When the data of budget-insensitive group composed of 21 

participants are analyzed separately, significant level of 
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oxygenation increase has been observed for several optodes 

in the direction of pass decisions. These optodes include 

voxel 5 (F(1,120)=14.22, p<.001, η2=.11), voxel 6 

(F(1,120)=12.96, p<.001, η2=.10), voxel 8 (F(1,120)=8.84, 

p<.01, η2=.07) and voxel 12 (F(1,120)=9.72, p<.01, η2=.08). 

Figure 5b shows the temporal trend in average oxygenation 

changes observed during buy and pass decisions of the budget 

insensitive group.  Finally, block type and interaction effects 

were not significant in this group as well. To sum up, the 

temporal trend of average oxygenation values exhibit a 

different pattern across budget sensitive and insensitive 

groups.  

 

Table 1. The discriminant function coefficients and the 

predictive success of each model. 

 

 All 

Sample 

Within 

Budget 

Excess 

Budget 

(N=32) (N=11) (N=21) 

Voxel 3   ,408 -,344 -,462 

Voxel 5  -,944 ,081 1,816 

Voxel 6  -,291 ,007 ,819 

Voxel 7  ,492 ,025 -2,173 

Voxel 8  ,109 ,376 ,594 

Voxel 9  ,622 ,673 ,804 

Voxel 10  ,424 ,444 ,023 

Voxel 12  -,851 ,068 -,066 

Voxel 13  ,263 ,136 -,202 

Voxel 14  ,530 -,078 -,901 

Wilk’s 

Lambda 

0.82 0.58 0.48 

Chi-Square χ2(10)=

25.56 

p<.01 

χ2(10)= 

22.51 

p<.05 

χ2(10)= 

61.53 

p<.001 

Purchase 

Centroid 

0.461 -0.837 1.036 

No Purchase 

Centroid 

-0.461 0.837 -1,036 

% Classified 

Correctly 

62% 82% 74% 

 

Related fMRI work has reported on the prominent role of 

the functional connectivity between medial PFC and dlPFC 

on the modulation of economic decisions (Ogawa et al., 

2014). Since our findings from fNIR suggest differential 

temporal trends in oxygenation for our subgroups and the 

measurement locations include some of the functionally 

connected regions of interest in frontopolar, dorsomedial and 

dorsolateral sites, we also employed multivariate methods to 

observe if buy/pass decisions can be distinguished based on 

multivariate trends across multiple channels. For that 

purpose, a 2x3 MANOVA was performed on the oxygenation 

levels for the voxels 7,8,9,10 (left and right fronto-polar 

cortex), voxels 5-6 (left dmPFC), voxels 12-13 (right 

dmPFC) and voxels 3-14 (left and right dlPFC). The 

MANOVA results indicate significant difference for both the 

budget-sensitive (F(10,33)=2.49, p<.05, Pillai Trace=.43) 

and budget-insensitive groups (F(1,75)=8.56, p<.01, Pillai 

Trace=.53). The results have also been significant for the 

entire sample (F(10,123)=2.67, p<.01, Pillai Trace=.18). 

Block type and interaction effects were not significant. 

The MANOVA analysis was followed up with a 

discriminant analysis to observe how buy and pass decisions 

differ from each other. The discriminant analysis was 

performed on the whole group as well as on the budget 

subgroups. In each group, a single variate was found to 

significantly distinguish buy and pass decisions, whose 

coefficients are presented in Table 1. 

Table 1 suggests that when budget sensitivity is not taken 

into account, buy or pass decisions can be predicted with 62% 

accuracy, which is above chance level. When additional 

information about budgetary sensitivity is provided, the 

expected predictive accuracy can be estimated as  
11

32
∗ 0.82 +

21

32
∗ 0.74 = 0.77. Oxygenation trend across fronto-polar, 

dmPFC and dlPFC regions have a higher discriminating role 

for the participants who paid attention to the budget 

limitation.  

Discussion  

The obtained results bear similarities with findings of 

existing fMRI studies in frontopolar regions. Positive 

purchasing decisions significantly increase the neural activity 

through frontopolar regions, which are closely related to OFC 

and vmPFC that modulate the computation of subjective 

values. Frontopolar regions such as voxel 10 remain to be 

activated in a similar way across budget sensitive and 

insensitive subgroups, which support the general role 

attributed to the OFC and its projections in the frontopolar 

cortex for subjective value computation.  

Our results also suggest that the general purchasing 

tendency of the participants can significantly alter some of 

the activation patterns observed in other parts of the 

prefrontal cortex. Products ended up being purchased tend to 

elicit strong activation in voxel 10 as compared to other 

prefrontal regions. In the budget sensitive group, this 

activation trend had to remain strong as compared to dmPFC 

and dlPFC activations until the end of a trial to elicit a buy 

decision. In the budget insensitive group, voxel 10 activity 

remains high during buy decisions as well. No purchase cases 

also elicit comparable level of activity in voxel 10, which 

tend to drop towards the end of a trial together with an 

increase in activation in voxels 5,6 and 12 located in dmPFC. 

These dmPFC sites seem to inhibit the tendency to purchase 

in the budget insensitive group, as it was evidenced in the 

oxygenation trend observed during no purchase cases for the 

budget insensitive group. In the budget sensitive group 

increase in dmPFC activity has a reverse role, where it 

correlates with buy rather than pass decisions.   

These findings implicate that the neurophysiological 

modeling of purchasing decisions cannot be based solely on 

increased neural activity in frontopolar regions. When the 

participants were classified according to their budget 

sensitivity, the predictive accuracy of the model has increased 
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from 60% to 80%. The difference among these two groups 

might be related to differences in their working memory 

capacities for keeping the budget constraint as part of their 

goal state. dmPFC is particularly involved with goal 

maintenance and response selection processes, which seem to 

contribute to the differences observed between these groups.  

In conclusion, this study demonstrated that fNIR can be 

used to monitor activations in the prefrontal cortex during 

purchasing decisions. Moreover, multivariate analysis 

techniques can be effectively employed on oxygenation 

trends to build predictive computational models with 

reasonable accuracy.  In the future, we aim to better exploit 

the portability of fNIR to explore neural underpinnings of 

economic decisions in more ecologically valid contexts.    
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Abstract 

Why do languages parcel human experience into categories in 
the ways they do? Languages vary widely in their category 
systems but not arbitrarily, and one possibility is that this 
constrained variation reflects universal communicative needs. 
Consistent with this idea, it has been shown that attested 
category systems tend to support highly informative 
communication. However it is not yet known what process 
produces these informative systems. Here we show that 
human simulation of cultural transmission in the lab produces 
systems of semantic categories that converge toward greater 
informativeness, in the domains of color and spatial relations. 
These findings suggest that larger-scale cultural transmission 
over historical time could have produced the diverse yet 
informative category systems found in the world’s languages. 

Keywords: Informative communication, language evolution, 
iterated learning, cultural transmission, spatial cognition, 
color naming, semantic universals. 

The origins of semantic diversity 
Languages vary widely in their fundamental units of 

meaning—the concepts and categories they encode in single 
words or other basic forms. For example, some languages 
have a single color term spanning green and blue (Berlin & 
Kay, 1969), and some have a spatial term that captures the 
notion of being in water (Levinson & Meira, 2003: 496), 
neither of which is captured by a single word in English. 
Yet at the same time, similar or identical meanings often 
appear in unrelated languages. What explains this pattern of 
wide yet constrained variation?  

An existing proposal suggests an explanation in terms of 
the functional need for efficient communication: that is, 
communication that is highly informative yet requires only 
minimal cognitive resources. There may be many ways for 
systems to be communicatively efficient, and the different 
category systems that we see across languages may 
represent different language-specific solutions to this shared 
communicative challenge. This idea has accounted for 
cross-language semantic variation in the domains of color 
(Regier et al., 2007; 2015), kinship (Kemp & Regier, 2012), 
spatial relations (Khetarpal et al., 2013), and number (Xu & 
Regier, 2014). 

However, this prior work has also left an important 
question unaddressed. In a commentary on Kemp and 

Regier’s (2012) kinship study, Levinson (2012) pointed out 
that although that research explains cross-language semantic 
variation in communicative terms, it does not tell us “where 
our categories come from” (p. 989); that is, it does not 
establish what process gives rise to the diverse attested 
systems of informative categories. Levinson suggested that 
a possible answer to that question may lie in a line of 
experimental work that explores human simulation of 
cultural transmission in the laboratory, and “shows how 
categories get honed through iterated learning across 
simulated generations” (p. 989). We agree that prior work 
explaining cross-language semantic variation in terms of 
informative communication has not yet addressed this 
central question, and we address it here. 

Iterated learning and category systems 
The general idea behind iterated learning studies is that of 

a chain or sequence of learners. The first person in the chain 
produces some behavior; the next person in the chain 
observes that behavior, learns from it, and then produces 
behavior of her own; that learned behavior is then observed 
by the next person in the chain, who learns from it, and so 
on. This experimental paradigm is meant to capture in 
miniature the transmission and alteration of cultural 
information across generations; the learned behavior 
generally changes as it is filtered through the chain of 
learners.  

Iterated learning and related learning studies have 
produced a number of findings that are directly relevant to 
the development of informative category systems. Kirby et 
al. (2008) showed that iterated learning of artificial 
languages resulted in those languages gradually becoming 
more structured, suggesting that linguistic structure could 
emerge from the dynamics of cultural transmission. 
Fedzechkina et al. (2012), in a non-iterated but relevant 
learning study, showed that learners of an artificial language 
restructured their input in a way that increases the efficiency 
of the learned system—specifically, learners preferentially 
deployed case marking in contexts in which it was highly 
informative, although that bias was not present in the input. 
This finding establishes the general principle that learners 
may alter their input in the direction of greater efficiency. 
However, the study did not examine the learning of systems 
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of semantic categories, and it is unknown whether the 
principle they established generalizes to the shaping of such 
systems. Finally, Xu et al. (2013) conducted an iterated 
learning study that did examine the learning of semantic 
category systems—but did not examine informativeness 
(see also Silvey et al., 2015). Xu et al. (2013) showed that 
iterated learning of color names produces systems of named 
color categories that are similar to those found in the 
world’s languages. It is known that naturally-occurring 
color naming systems tend to support informative 
communication (e.g. Regier et al., 2015), so Xu et al.’s 
(2013) results indirectly suggest that iterated learning may 
lead to greater informativeness in category systems. 
However they did not directly test whether that is the case, 
and did not examine any semantic domain other than color.  

Taken as a whole, the literature reviewed above leaves 
open two major relevant questions. (1) Does iterated 
learning of category systems in fact produce systems of 
greater informativeness? (2) If so, is this tendency toward 
informativeness found across different semantic domains? 
We pursue these questions here, to see whether they provide 
an answer to the challenge posed by Levinson (2012).  

In what follows, we first present a computational 
framework for exploring semantic systems through the lens 
of informative communication. We then present two studies. 
In the first, we reanalyze the color naming data of Xu et al. 
(2013), and ask whether those data reveal convergence 
toward informative color naming systems. In the second 
study, we conduct an analogous iterated learning experiment 
in the domain of spatial relations, and ask the same question 
of those data. To preview our results, we find that in both 
domains, systems of semantic categories become 
increasingly informative through the process of iterated 
learning. We conclude that the informative yet varied 
systems of categories in the world’s languages may have 
resulted from larger-scale processes of cultural transmission. 

Informative communication 
We take a semantic system to be informative to the extent 

that it supports accurate mental reconstruction by a listener 
of a speaker’s intended message (Kemp & Regier, 2012; 
Regier et al., 2015). Figure 1 illustrates this idea in the 
context of communicating about color in English.  

In the figure, time and causality flow from left to right. 
The speaker has in mind a particular target color t drawn 
from the universe U of all colors, shown here for simplicity 
as a 1-dimensional spectrum. The speaker represents this 
target color as a probability distribution s over U, centered 
at t. In our treatment below, we will assume that the speaker 
is certain of the target object, so that s(t)=1 and s(i)=0 ∀i≠t, 
but the framework can be generalized to accommodate 
speaker uncertainty about the target. The speaker wishes to 
communicate the target color to the listener, and so uses a 
word w: here, the English word blue. Having heard this 
word, the listener then attempts to mentally reconstruct the 
speaker’s representation s, given w. The listener’s 
reconstruction is also a probability distribution, l, and is 

intended to approximate the speaker’s distribution s but is 
necessarily less precise, because the word w is semantically 
broad. 

 
 

Figure 1: A scenario illustrating informative 
communication. From Regier et al. (2015). 

 
The listener distribution is determined in different ways 

for different semantic domains, depending on the character 
of the domain. In the color and space analyses below, as in 
our earlier work in these domains (Regier et al., 2007; 2015; 
Khetarpal et al., 2013), we assume a similarity-based 
listener distribution: the listener reconstructs the speaker’s 
intended meaning by assigning mass to each object i in the 
domain (here, each color i) as a function of how similar i is 
to the objects in the category named by w:  

 ∑
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This captures the intuition that category-central referents 
(those with high similarities to other members) are the most 
expected targets when that category is used. The similarity 
sim(i,j) between objects i and j is determined separately for 
different domains, as described in our studies below. 

Given the speaker s and listener l distributions, we define 
the communicative cost c(t) of communicating object t 
under a given semantic system to be the information lost in 
communication: that is, the information lost when l is taken 
as an approximation to s. We formalize this as the Kullback-
Leibler divergence between s and l. In the case of speaker 
certainty as assumed here, this quantity reduces to surprisal: 
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Finally, we define the communicative cost for the domain 
as a whole to be the expected communicative cost over all 
objects in the domain universe U: 

 ∑
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Here n(i) is the probability that the speaker will wish to 
talk about object i. In the analyses below, as in our earlier 
work in color and space (Regier et al., 2007; 2015; 
Khetarpal et al., 2013), we assume for simplicity that n(i) is 
uniform. We take a semantic system to be informative to the 
extent that it exhibits low E[c]. A system could increase its 
informativeness through the addition of more categories; in 
our analyses we control for this possibility by comparing 
(groups of) systems with the same number of categories. 
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Study 1: Color 
Xu et al. (2013) showed that iterated learning of color 

naming yields categorical partitions of color space that are 
similar to color naming systems found in the world’s 
languages. They measured the distance between color 
categories produced in their experiment and those in the 
World Color Survey (WCS: Cook et al., 2005), the largest 
existing publicly available database of color naming data, 
containing color naming data from speakers of 110 
languages of non-industrialized societies. Xu et al. (2013) 
found that as color naming systems in their iterated learning 
task were transmitted across generations of learners, the 
systems became more similar to those in WCS languages. In 
a separate study, Regier et al. (2015) assessed the 
communicative cost of color naming systems in the 
languages of the WCS, using the formal framework 
described above, and showed that the majority of these 
systems are highly informative, despite their diversity.  

Taken together, these earlier findings suggest that color 
naming systems produced under iterated learning may come 
to resemble those found in languages through gradual 
increases in informativeness over generations. However, 
that proposal of increasing informativeness under iterated 
learning has not been directly tested. We test it here, by 
reanalyzing the color naming data from Xu et al. (2013)’s 
iterated learning experiment in terms of the framework 
described above.  
 
Methods 

Iterated learning of color. Xu et al. (2013) trained an 
initial generation of 20 participants on random partitions of 
color space into 3-6 categories, and then asked them to 
recall those categories by labeling a set of color chips 
accordingly. The next set of 20 participants each studied the 
assignment of labels to color chips of a single first 
generation learner, and created their own labelings in turn, 
which were then used to train the subsequent generation. 
This procedure was iterated over 20 chains of learners with 
13 generations of learners each. In each generation of each 
chain, participants created a full color naming system by 
assigning a category label to each of the 330 color chips in 
the color naming array used in the WCS. Xu et al. then 
measured the dissimilarity between these transmitted 
category systems, at each generation, and the color naming 
systems of the WCS. They measured dissimilarity using 
variation of information (VI: Meilă, 2007), a distance 
measure between different groupings of the same set of 
items.  

The data in Figure 2 (red line, left y-axis) are from Xu et 
al. (2013). These data show that as color naming systems 
are filtered through generations of learners, they become 
more similar to the natural systems of the WCS, as Xu et al. 
reported. We wish to ascertain whether this change also 
reflects a gradual increase in informativeness, brought about 
through transmission. 

 

 

Communicative cost. In order to assess the informativeness 
of a given color naming system, we need to specify how 
similarity is determined in that domain (recall Equation 1). 
As in earlier work in this domain (Regier et al., 2007; 2015), 
we take the similarity of two colors i and j to be a Gaussian 
function of the perceptual distance between them: 

 )),(exp(),( 2jidistcjisim ×−=  (4) 

Following Regier et al. (2007; 2015), the scaling factor c is 
set to .001 for all analyses reported here, and dist(i,j) is the 
distance between colors i and j in the CIELAB color space. 
Given this, we can now assess the informativeness of a 
given color naming system following Equations 1-4. 
 
Results 

Figure 2 (blue line, right y-axis) shows the average 
communicative cost E[c] of the 20 color naming systems in 
Xu et al’s (2013) study, over the 13 generations of that 
study. Generation 0 corresponds to the random initial 
partitions supplied to the first generation of participants in 
training.  
 

 
 

Figure 2: Average distance to WCS languages (red; left y-
axis), and communicative cost (blue; right y-axis) of 

artificial systems of color categories, over generations of 
iterated learning. Bars indicate standard error of the mean. 

 
It can be seen that these color naming systems exhibit 
decreasing communicative cost (increasing informativeness) 
over the first four generations of learners, after which no 
further systematic change is seen. This pattern of change 
over time closely parallels that seen in the similarity of lab-
generated color naming systems to those of actual languages 
(red line). This finding suggests that artificial color naming 
systems come to resemble those found in languages through 
a transmission process that favors systems of greater 
informativeness.  

Study 2: Spatial relations 
Does iterated learning lead to increasing informativeness 

across multiple domains, or only in the domain of color? To 
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answer this question, we conducted an analogous study in a 
different semantic domain, that of spatial relations.  

Languages categorize the spatial domain in a wide variety 
of ways that nonetheless show certain recurring tendencies 
(e.g. Levinson & Meira, 2003). Figure 3 gives a quick sense 
for this variation.  

 

 
 

Figure 3: Ten spatial relations, as categorized in two 
languages: Tiriyó and Yélî-Dnye.  

Adapted from Levinson & Meira (2003).  
 

Additionally, spatial systems across languages tend to 
support informative communication (Khetarpal et al., 2013). 
In both of these respects, space is like color. However it is 
unlike color in that it is more complex. Perceptual color 
space is defined with respect to just three dimensions: hue, 
saturation, and lightness. In contrast, the mental 
representations underlying the kinds of spatial relations 
shown in Figure 3 appear to rely on a much wider range of 
spatial features (Levinson & Meira, 2003; Xu & Kemp, 
2010). 

We considered spatial naming data, collected both in the 
field and in the lab, relative to a standard stimulus set: the 
Topological Relations Picture Series (TRPS: Bowerman & 
Pederson, 1992). The spatial scenes in Figure 3 above are 
from the TRPS. The full TRPS is a set of 71 such line 
drawings depicting different spatial relations. Each image 
shows an orange figure object located relative to a black 
background object. We wished to discover whether iterated 
learning of category systems over these stimuli would 
converge toward the spatial systems of natural languages, 
and toward greater informativeness, in a parallel to the color 
findings reported above.  
 
Methods 

Iterated learning of spatial relations. 50 undergraduates at 
UC Berkeley took part in the study in return for class credit, 
forming 5 transmission chains of 10 generations each. Each 
participant completed an iterated learning task in which they 
studied and then attempted to recall category assignments 
for 4-category partitions of the 71 TRPS scenes.  

Participants were instructed to learn spatial categories 
from an “alien language” by observing a series of scenes 
paired with visual sentences. In each training trial, a scene 
from the TRPS was presented for 5 seconds along with a 
visual sentence describing that scene in a hypothetical alien 
language. The visual sentence consisted of three smaller 
images beneath the main scene, as shown in Figure 4. The 
visual sentences showed the figure and ground objects from 
the main scene separately, and a colored patch indicating the 
alien spatial category to which the spatial relationship 
between figure and ground belongs. For example, in Figure 
4, the participant is labeling the spatial relation apple-in-
bowl as belonging to the category marked by red. Other 
scenes would be labeled by other colors, for a total of four 
color-coded categories. 
 

 
 

Figure 4: Example test and training trials from two 
consecutive generations of a transmission chain. 

 
Participants completed two training sessions in which 

each of the 71 TRPS scenes was presented one at a time in 
random order paired with a color representing the spatial 
category to which that scene belongs. After two rounds of 
training, participants were shown the scenes and visual 
sentences a final time, but without the color label, and 
categorized each spatial relationship according to the alien 
language by pressing colored keys to indicate category 
assignments. Color labels and their locations on the 
keyboard were counterbalanced across participants within 
each iterated learning chain.  

As in Xu et al.’s (2013) study, each of the 5 chains was 
initialized as a random partition of the 71 TRPS scenes into 
four roughly equally-sized categories, which the first 
participants in each chain studied during training and 
attempted to reproduce in the following test session. All 
subsequent participants in each chain were trained on the 
responses of the previous participant and were instructed to 
reproduce them as closely as possible, but were not aware 
that any of the data had any connection to other participants.  

We excluded any participants whose categorization 
accuracy was at or below chance or who reported that they 
relied principally on non-spatial information (e.g. the 
objects involved) to learn the spatial categories.  

Distance to languages. Analogous to Xu et al. (2013), we 
measured the dissimilarity between these transmitted spatial 
category systems at each generation, and the spatial systems 
of languages. Our target languages were a convenience 
sample: Arabic, Basque, Chichewa, Dutch, English, 
Japanese, Maijɨki, Mandarin Chinese, and Spanish. All the 
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spatial naming data we drew on from these languages are 
unpublished. The data were collected either by our group 
(Arabic, Chichewa, Japanese, Mandarin Chinese, Spanish), 
or by collaborators who kindly shared their data with us and 
whom we gratefully acknowledge below (remaining 
languages). All data were collected relative to the TRPS 
scenes. For each language, we assigned to each TRPS scene 
the spatial term that was applied to that scene by the 
plurality of native speakers interviewed. This procedure 
yielded labels for all TRPS scenes, in each language. 
Following Xu et al. (2013), we used variation of 
information (VI) to measure the distance between category 
systems obtained through iterated learning, and those found 
in these languages. 

Communicative cost. In order to assess informativeness for 
spatial relations, as for color, we needed an independent 
measure of similarity. We took the similarity between any 
two spatial relations stimuli to be determined by pile-sorting 
of those stimuli in a separate study. Khetarpal et al. (2010) 
asked native English speakers to sort the TRPS scenes into 
piles based on the similarity of the spatial relationships they 
depict. We took the similarity of any two scenes to be the 
proportion of participants who sorted those two scenes into 
the same pile in Khetarpal et al.’s (2010) data. Given this 
specification of similarity, we assessed the informativeness 
of spatial naming systems following Equations 1-3.  

 
Results 

Figure 5 (red line, left y-axis) shows the average distance 
(VI) between the spatial naming systems generated through 
iterated learning, and those of our language sample. This 
distance gradually decreases, as the systems are shaped by 
transmission from generation to generation. Thus, as in the 
case of color, iterated learning leads to spatial naming 
systems that become increasingly similar to those of natural 
languages. 

 

 
 

Figure 5: Average distance to languages (red; left y-axis), 
and communicative cost (blue; right y-axis) of artificial 

systems of spatial categories, over generations of iterated 
learning. Bars indicate standard error of the mean. 

 

For comparison, Figure 5 (blue line, right y-axis) shows the 
average communicative cost of category systems across 
generations in our experiment. As in the case of color, this 
quantity also decreases as systems are transmitted from 
generation to generation, showing that transmitted spatial 
systems become more informative as they are transmitted. 
Moreover, again as in the case of color, this decrease closely 
tracks the decrease in distance to language, suggesting that 
iterated learning produces spatial systems that resemble 
those of languages through a transmission process that 
favors informative categories. 
 A natural concern is that the participants in our 
experiment may have been influenced by their knowledge of 
English, and that the increasing proximity of the learned 
systems to those of actual languages may have been driven 
by English semantic structuring. We feel this concern 
should be lessened by three observations (not shown in the 
figure): (1) the learned category systems get progressively 
closer to all languages considered, including those with 
categories that cross-cut English spatial terms; (2) the 
learned category systems are closer to some other languages 
(e.g. Arabic, Chichewa, and Mandarin Chinese) than they 
are to English; and (3) the same qualitative results obtain 
when English is excluded from the set of languages to 
which the learned category systems are compared. Given 
this, it seems plausible that the increasing proximity to 
languages may have been driven in large part by universal 
semantic tendencies and cognitive forces, rather than by the 
English language itself. 

Increases in both informativeness and language-like 
semantic structuring are illustrated below in Figure 6. The 
figure shows scenes from a single category at the beginning 
(left panel) and end (right panel) of our experiment. After 
transmission through 10 generations of learners, the 
meaning of the category has been altered through the loss of 
many initial members depicting a wide variety of spatial 
relations, down to a set of scenes exemplifying a novel 
relational category that expresses the notion “tightly 
around”, or encirclement and tight fit. This spatial notion is 
intuitively clear, yet does not correspond to a single spatial 
term in English, the primary language of our participants. 

 

 
 

Figure 6: Representative scenes showing the semantic 
reorganization of a single category over transmission. 
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Discussion and conclusions  
We have shown that iterated learning produces semantic 

systems that tend toward informative category structure, and 
also toward similarity with human languages. We find this 
pattern in two domains—color and spatial relations—
suggesting that it may hold more generally across domains. 
To the extent that these findings do generalize, they suggest 
an answer to Levinson’s (2012) question of how diverse 
category systems across languages assume their highly 
informative character. 

A number of questions are left open by our findings. 
Would similar findings have been obtained if we had made 
other, but still reasonable, assumptions in our formalization 
of informative communication? Do these results extend to 
other semantic domains? Perhaps most importantly, do the 
results scale up to transmission in a larger social context? 
These questions are left open for future research. Despite 
these caveats, however, our initial findings reported here do 
suggest support for a specific account of the origins of the 
semantic diversity seen in the world’s languages, as a 
natural result of shared communicative principles, operating 
across communities of language learners, and across time. 
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Abstract 
Study sequence can have a profound impact on learning. 
Previous research has often shown advantages for interleaved 
over blocked study, though the reverse has also been found. 
Learners typically prefer blocking even in situations for 
which interleaving is superior. The present study investigated 
learner regulation of study sequence, and its effects on 
learning in an ecologically valid context – university students 
using an online tutorial relevant to an exam that counted 
toward their course grades. The majority of participants 
blocked study by problem category, and this tendency was 
positively associated with subsequent exam performance. The 
results suggest that preference for blocked study may be 
adaptive under some circumstances, and highlight the 
importance of identifying task environments under which 
different study sequences are most effective.  

Keywords: study sequence; in-vivo educational research; 
concept learning 

Introduction 
Learning is increasingly often taking place not in a 

passive context but in unsupervised situations in which 
learners must make active decisions about their own study. 
On the one hand, the increased opportunity for self-
regulated study might include improved engagement and 
lead to better allocation of study time (Gureckis & Markant, 
2012). On the other hand self-regulated learning might not 
lead to efficiency gains because of deficiencies of learners’ 
knowledge about the efficacy of different study methods 
(Bjork, Dunlosky, & Kornell, 2013). 

One important decision learners must make is how to 
sequence their study of different materials. Study sequence 
can have a profound effect on learning, even when the 
materials studied are kept constant (Elio & Anderson, 1984; 
Medin & Bettger, 1994). If these materials involve several 
examples from different concepts, learners might opt to 
block their study by studying all examples of one concept 

before studying a different concept. Alternatively, learners 
might choose to interleave examples from different 
concepts. 

Numerous studies have found advantages for interleaved 
over blocked study sequences (Birnbaum, Kornell, Bjork, & 
Bjork, 2012; Kornell & Bjork, 2008; Rohrer & Taylor, 
2007; Taylor & Rohrer, 2010; Wahlheim, Dunlosky, & 
Jacoby, 2011). For example, Kornell and Bjork (2008) 
showed that interleaved presentation of paintings from 
different artists resulted in better learning of the artists’ 
styles and improved transfer to novel paintings, compared to 
presenting different artists’ paintings in separate blocks. The 
opportunity afforded for comparison between successive 
examples may be critical to the effectiveness of interleaving 
(Birnbaum et al., 2012; Carvalho & Goldstone, 2014; 
Goldstone, 1996; Kang & Pashler, 2012). Studying 
successive examples from different categories maximizes 
between-category comparisons, which should facilitate 
learning of discriminative features. 

However, sometimes the challenge is not so much finding 
differences between categories but finding commonalities 
between the different examples within each category. In 
these situations, blocked study, which maximizes within-
category comparisons and thus highlights within-category 
similarities, may be more effective. Consistent with this 
view, several studies have found advantages for blocked 
study when between-category differences are obvious or 
within-category similarities subtle (Carpenter & Muller, 
2013; Carvalho & Goldstone, 2014; Goldstone, 1996; Kurtz 
& Hovland, 1956; Zulkiply & Burt, 2012). For example, 
Goldstone (1996) demonstrated better learning of complex 
line pattern categories when they were studied in blocked 
rather than interleaved sequences. Critically, within-
category similarities were subtle because different examples 
from a category only shared a few lines in common. 
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Yet, most studies looking at whether interleaved or 
blocked study sequences are more beneficial for learning 
use situations in which the learner does not choose how to 
sequence their study, while in everyday educational settings 
the student is often in control of how to organize their study. 
Indeed, Tauber et al. (2013) recently found that when 
learners could choose how to sequence examples of 
different categories during study, they overwhelmingly 
preferred to block the examples of each category. This is an 
interesting finding given that interleaved study has been 
shown to be more effective for learning the same type of 
stimuli (e.g., Wahlheim et al., 2011). 

These results are consistent with previous evidence 
showing that when asked which learning sequence 
(interleaved or blocked) learners believe would result in best 
learning, the majority chooses blocked study (Kornell & 
Bjork, 2008; Zulkiply & Burt, 2012). One possible reason 
for this belief is that blocked sequences may facilitate 
processing during study, resulting in a sense of fluency 
which would lead to over-estimation of how much learning 
is occurring (Bjork et al., 2013). Additionally, a preference 
for blocked study may reflect habitual biases (Bjork et al., 
2013; Pyc & Dunlosky, 2010) or a desire to avoid the 
greater effort associated with interleaving (Son & Simon, 
2012). 

Another factor that has been shown to modulate the 
benefits of interleaved or blocked study in laboratory 
contexts is the similarity relations between successive 
examples. The question is whether successive examples 
should maximize similarity or variation. In general, high 
similarity between examples facilitates identification of both 
similarities and differences through comparison (Gentner & 
Markman, 1994), and so could increase the benefits of both 
blocked and interleaved study sequences. However, high 
variability between examples can promote generalization 
(e.g, Braithwaite & Goldstone, 2012; Gómez, 2002), and so 
could increase transfer of learning to novel cases following 
study. Thus, there are competing reasons to expect benefits 
from the use of both successive similar and varied 
examples. Currently, little is known as to how learners 
might choose to regulate similarity or variation between 
successive examples, nor how such learner regulation would 
affect learning outcomes. 

In summary, while existing research has provided 
considerable insight regarding the relative effectiveness of 
different study sequences in the laboratory, little is known 
about how learners behave in more ecologically valid 
contexts. Study behavior that is maladaptive in the 
laboratory may be more effective in naturalistic situations 
because of, for example, greater interest or relevance of the 
study situation. Having these possibilities in mind, the 
primary goal of the present study is to investigate learner 
choices regarding study sequencing during inductive 
learning, and associations of these choices with learning 
outcomes in an ecologically valid situation. A secondary 
goal is to investigate how much study variation students 

prefer during learning and how this interacts with study 
sequence. 

Experiment 

Method 
In this experiment, students enrolled in an introductory 

psychology course were given practice calculating measures 
of central tendency using an online tutorial completed as 
homework following in-class instruction. On each tutorial 
trial, participants could choose which of three categories — 
mean, median, and mode — to study, and also could choose 
whether or not to vary the trial content (background story 
and data) with respect to the previous trial. Measures of 
central tendency were included on a subsequent mid-term 
exam which counted towards course grades, so participants 
were likely to be motivated to learn from the tutorial. Exam 
scores were matched to records of tutorial usage to identify 
associations between study behavior and exam performance. 
Importantly, the tutorial and its content were part of the 
normal class activities and the outcome measures included 
in the exam contributed to the students overall grade in the 
class. 

 
Participants Undergraduate students enrolled in one of five 
sections of introductory psychology at Indiana University 
participated in this study. All students enrolled were 
required to complete the tutorial and exam as part of normal 
class activities. However, only data from students who 
consented for their data to be analyzed, and completed all 
parts of the study, were analyzed. The final sample 
consisted of 671 students. 
 
Materials Two sets of four multiple choice questions each 
were constructed, one of which served as pretest and the 
other as posttest. Each set consisted of two procedural 
questions requiring exact calculation of measures of central 
tendency and two conceptual questions requiring qualitative 
inferences about these measures (see Table 1). 
 

Table 1: Items used during pre- and posttest. 
Procedural	  Questions Conceptual	  Questions 

Five	  cars	  were	  given	  safety	  ratings	  by	  consumer	  
reports.	  	  Their	  ratings	  were:	  Spitfire	  =	  3,	  Bentley	  
=	  7,	  Stanza	  =	  8,	  Colt	  =	  3,	  Lexus	  =	  4.	  What	  are	  the	  
mode,	  median	  and	  mean	  for	  this	  data	  set? 

Imagine	  a	  difficult	  math	  test	  on	  which	  13	  students	  
do	  very	  poorly,	  each	  getting	  a	  score	  of	  1,	  2	  or	  3	  out	  
of	  100	  possible	  points.	  	  However,	  the	  remaining	  3	  
students	  get	  excellent	  scores:	  96,	  98,	  and	  99.	  	  Will	  
the	  mean	  be	  less	  than	  or	  more	  than	  the	  mode? 

Three	  children	  in	  a	  family	  have	  ages	  of	  7,	  12,	  and	  
8.	   	  What	   are	   mean	   and	   median	   ages	   in	   this	  
family? 

There	   are	   9	   offensive	   players	   on	   a	   particular	  
football	   team.	   	  On	   a	   particular	   game,	   the	  median	  
number	  of	  yards	  gained	  by	  each	  player	  was	  7	  and	  
no	   two	   players	   gained	   the	   same	   number	   of	  
yards.	   	  If	  the	  worst	  and	  best	  performing	  offensive	  
players	   are	   not	   considered,	   what	   will	   be	   the	  
median	  of	  the	  remaining	  7	  players'	  gained	  yards?	  	   

Five	   pizzas	   were	   given	   quality	   scores	   by	   an	  
expert	  taster.	   	  Their	  scores	  were:	  Pizza	  World	  =	  
8,	   Slices!	   =	   3,	   Pisa	   Pizza	   =	   2,	   Pizza	   a	   go-‐‑go	   =	   4,	  
Crusty's	   =	   8.	   What	   are	   the	   mode,	   median	   and	  
mean	  for	  this	  data	  set? 

Imagine	  a	  vocabulary	  test	  in	  which	  15	  students	  do	  
very	  well,	  getting	  scores	  of	  98,	  99,	  and	  100	  out	  of	  
100	   possible	   points.	   	   However,	   the	   remaining	   3	  
students	  get	  very	  poor	  scores:	  5,	  8,	  and	  9.	  	  Will	  the	  
mode	  be	  less	  than	  or	  more	  than	  the	  mean? 

Three	   children	   in	  a	   family	  have	   shoe	   sizes	  of	  5,	  
10,	   and	   9.	   	  What	   are	  mean	   and	  median	   for	   the	  
shoes	  sizes	  in	  this	  family? 

There	   are	   7	   players	   on	   a	   particular	   basketball	  
team.	   	  On	   a	   particular	   game,	   the	  median	  number	  
of	  points	  scored	  by	  each	  player	  was	  12	  and	  no	  two	  
players	  scored	  the	  same	  number	  of	  points.	   	   If	   the	  
lowest	   and	   highest	   scoring	   players	   are	   not	  
considered,	   what	   will	   be	   the	   median	   of	   the	  
remaining	  5	  players'	  scores? 

 
 

310



Thirty-two brief stories were designed for use as tutorial 
examples. Each story described a situation and presented a 
small dataset. For example, one story was “Several 
fishermen went fishing on the same day. Below you can find 
how many fish the different fishermen caught.” The 
different stories used varied in context and details. The data 
set associated with each story was created online when the 
story was presented according to the constraints of the story 
and the students’ selections (see below for details). 

Students completed the pretest and tutorial online using 
an online platform created for this purpose. 
 
Procedure During regular class sessions, students were 
assigned the pretest and tutorial as homework for class 
credit. They were also instructed that this homework 
assignment would be useful preparation for a future exam, 
which would include questions about measures of central 
tendency. Upon accessing the homework, participants first 
completed the pretest questions one at a time, without 
feedback. The tutorial began immediately after completion 
of the pretest. Participants first read a tutorial review 
describing how to calculate mean, median, and mode, 
followed by an explanation of the trial interface, followed 
by the tutorial trials. 
 

 
Figure 1: Tutorial interface for one of the trials during study. 
This example shows a problem and response feedback. The 

buttons at the bottom include all possible choices for the 
next problem. 

 
Each tutorial trial presented one story along with a 

dataset, and requested participants to calculate the mean, 
median, or mode of the dataset (Figure 1). For the first trial, 
the category was always the mean, the story was selected 
randomly, and the dataset was generated quasi-randomly 
within the range specified for the story. The categories for 
subsequent trials (i.e. mean, median, or mode) were chosen 
by the participants. Thus, participants could choose to block 
study by studying each category several times successively, 

to interleave by cycling through the three categories 
repeatedly, or to adopt an intermediate approach. 

Participants could also determine the degree of similarity 
or variation between successive trials by choosing whether 
each subsequent trial would involve the same or a new 
story. If a new story was chosen, a new dataset was 
generated quasi-randomly. If the same story was chosen, the 
dataset for the next trial was either identical to the current 
dataset if the category for the next trial had not been probed 
yet with that dataset, or a modified version of the current 
dataset otherwise. 

As shown in Figure 1, the current story and dataset for 
each trial were displayed near the top of the screen, 
followed by an instruction to calculate mean, median, or 
mode. Once a response was submitted, feedback was 
displayed indicating whether the response was correct, 
followed by two rows of buttons, which were used by 
participants to choose what type of trial would appear next. 

Trials involving the same or modified versions of the 
datasets used in the preceding trials also included prompts 
intended to facilitate comparison with the preceding trials. 
First, reminders of the answers to the preceding trials were 
displayed just above the response area. For example, the 
trial shown in Figure 1 requests the median, but includes a 
reminder of the answer to the previous trial, i.e. the mode. 
Second, trials involving modified datasets included 
descriptions of how the datasets were modified, with 
additions and deletions marked in the data. 

The number of trials already completed for each category 
was displayed at the top of the screen. Participants were 
informed that they had to complete at least 5 trials for each 
category (regardless of correctness of responses). After this 
criterion was met, an option to end the tutorial became 
available. However, participants could continue the tutorial 
as long as they wished. Participants were encouraged to use 
a calculator, and a link to an online calculator was provided. 

The four posttest questions were inserted into the standard 
mid-term exam for the course along with the remaining 
questions. This exam was administered using paper and 
pencil during class sessions, at least two weeks after the 
homework was made available. All students were required 
to take this exam, regardless of whether they had done the 
homework. 

Results 
 

Study behavior On average, participants completed 5.6 
trials for mean, 5.5 for median, and 5.6 for mode, slightly 
more than the minimum required (5) in each case. Average 
accuracy during the tutorial was 86.0% for mean, 88.8% for 
median, and 97.0% for mode.Table 2 shows summary 
statistics for several aspects of participants’ study behavior. 
First, for each participant, each transition between trials was 
classified as a category (or story) repetition if the category 
(story) of the current trial was also chosen for the next trial. 
Category and story repetition rates were then calculated by 
dividing the number of repetitions by the number of 
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transitions. Second, successive trials involving the same 
category (story) were grouped into blocks, and the number 
and average length of category (story) blocks were 
calculated. Finally, average spacing between category 
repetitions was calculated as the average number of 
different-category trials intervening between each trial and 
the next same-category trial. (Spacing between story 
repetitions was not calculated because a given story could 
not be repeated after a different story was chosen.) 

 
Table 2: Summary Statistics for Study Behavior. 

 
Participants showed clear tendencies to block study by 

category and to choose similar rather than varied trial 
content. To illustrate this tendency, we focus on category 
and story repetition rates; the other indicators of study yield 
similar results. The average category repetition rate was 
63.3%, significantly higher than the rate of 33.3% which 
would result from random choice, t(670)=25.86, p<.001, 
and 78.5% of participants repeated categories at rates higher 
than chance. Similarly, the average story repetition rate was 
75.5%, significantly higher than the rate of 50.0% which 
would result from random choice, t(670)=24.90, p<.001, 
and 82.7% of participants repeated stories at rates higher 
than chance. However, most participants (70.0%) switched 
stories at least once, although the tutorial could be 
completed without ever switching stories. Category and 
story repetition rates were uncorrelated, r=.020, 
t(669)=0.509, p=.611. 

To investigate the possibility that participants might adapt 
study behavior based on perceptions of learning, category 
and story repetition rates were calculated separately for 
transitions following correct and incorrect responses for 
each participant, excluding those who gave no incorrect 
(32.3%) or no correct (0.0%) responses before any 
transition. Category repetition rates were lower following 
correct (66.0%) than incorrect (74.2%) responses, 
t(453)=4.70, p<.001. Likewise, story repetition rates were 
lower following correct (74.3%) than incorrect (79.4%) 
responses, t(453)=3.44, p<.001. 

 
Test Performance Average accuracy was high on both the 
pretest (71.3%) and the posttest (84.6%), but was 
significantly higher on the posttest than on the pretest, 
t(670)=14.11, p<.001. 

To investigate possible effects of study behavior on test 
performance, the posttest accuracy data were submitted to a 
linear regression with pretest score, category repetition rate, 
story repetition rate, number of tutorial trials, and tutorial 
accuracy as predictors. The model was significant, 

accounting for 13.0% of the variance in posttest score, 
F(5,665)=19.83, p<.001. The coefficients and significance 
of the various predictors are displayed in Table 3. 

 
Table 3: Results of Regression Analysis of Posttest 

Accuracy. Asterisks indicate p<.05 

 
 
Not surprisingly, participants who scored well on pretest 

also scored well on posttest, as indicated by a significant 
effect of pretest score, uniquely accounting for 11.7% of the 
variance in posttest score, β=0.293, F(1,665)=89.68, 
p<.001. Moreover, a significant positive effect of category 
repetition rate was also found, uniquely accounting for 
0.88% of the variance in posttest score, β=0.064, 
F(1,665)=6.70, p=.010, indicating that participants with 
higher category repetition rates tended to score higher on 
posttest. The effects of the other predictors were not 
significant, ps>.05. Analogous results were obtained when 
average category block length or average spacing between 
repetitions of the same category were entered into the model 
instead of average category repetition rate. A similar pattern 
of results was also found when analyzing separately the 
results for conceptual and procedural questions. 

 

 
Figure 2: Average Posttest Score by Category Repetition 

Rate. Data binned by category repetition rate. The number 
of participants in each bin is represented by the area of the 

circles surrounding the data points (see text for details). 
Error bars represent standard errors of the mean. 

 
The effect of category repetition rate on posttest score is 

illustrated in Figure 2. This effect is not evident in a 
traditional scatterplot because only five different posttest 
scores were possible for individual participants. Thus, 
participants were divided into bins, and average posttest 
scores within each bin were plotted. Each point in Figure 2 
lies at the center of a 5%-wide interval of category 
repetition rates, and represents the average posttest score 
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among participants whose category repetition rates fell in 
that interval. The number of participants in each bin is 
represented by the area of the circles surrounding the data 
points. The regression line assumes average values for all 
predictors other than category repetition rate. The binned 
data were used for visualization only, and played no role in 
the above regression analyses. 

Discussion 
The main goal of this research was to investigate learner 

choices regarding how to sequence their study. The high 
rate of category repetition during the tutorial indicates that 
students have a tendency to block study by category. This 
result replicates the findings of Tauber et al. (2013), and 
extends them to an ecologically valid context, i.e. students 
studying in preparation for a test. As we mentioned in the 
Introduction, while this preference could reflect a belief that 
blocked study leads to better learning (Bjork et al., 2013; 
Son & Simon, 2012), it could also reflect an habitual bias 
towards blocked study (Pyc & Dunlosky, 2010) or an 
avoidance of extra work (Son & Simon, 2012). 

We also find that participants predominantly chose to 
study similar successive examples, even across different 
concepts. Story repetition may have been preferred because 
it led to more fluid processing during study and thus 
increased perceptions of learning. Alternatively, participants 
may have wished to compare successive examples, and 
found this easier to do when successive examples involved 
similar content (Gentner & Markman, 1994), both between 
and within categories. However, we found no evidence that 
story repetition resulted in improved learning, as either of 
these beliefs might suggest.  

Furthermore, category and story repetition rates were 
higher following incorrect than correct responses. This 
result may reflect metacognitive influences on study 
regulation, i.e. students might have perceived the current 
category as less well learned following incorrect than 
correct responses and chosen to repeat both categories and 
stories more often in the former case. Thus, our results 
dovetail well with previous findings that learners tend to 
defer study of well learned items, and to immediately repeat 
study of poorly learned ones (Pyc & Dunlosky, 2010; Son, 
2004, 2010). Students may have preferentially repeated 
categories perceived to be far from a target level of mastery 
(Dunlosky & Hertzog, 1998), or alternatively, avoided 
repetition when it was expected to yield little incremental 
benefit (Metcalfe, 2009). 

Our analyses also show an association between high 
category repetition rates and higher posttest scores. These 
results contrast with previous studies, which have found 
superior learning from interleaved study (Birnbaum et al., 
2012; Kornell & Bjork, 2008; Rohrer & Taylor, 2007; 
Taylor & Rohrer, 2010; Wahlheim et al., 2011). Our data do 
not demonstrate that this association was causal, however, 
because category repetition rate was determined by the 
students rather than experimentally manipulated. Still, the 
effect of category repetition rate was significant even after 

accounting for effects of pretest score, accuracy during the 
tutorial, and number of tutorial trials. Additionally, category 
repetition rate was uncorrelated with pretest score, r=-.027, 
p=.491. These facts argue against an explanation of the 
effect of category repetition rate in terms of differences in 
pre-existing ability or diligence during the tutorial. 

One possible explanation for the discrepancy between our 
findings and previous research relates to the tasks employed 
to assess learning. Interleaved study has led to superior 
performance on assessments requiring category 
discrimination (e.g. Kornell & Bjork, 2008). The posttest 
problems in the present study did not require category 
discrimination, because the categories involved in each 
problem were given explicitly in the problem statements. 
For such problems, sensitivity to internal category structure 
may be more useful than sensitivity to discriminative 
features, and blocked study has been argued to promote this 
type of learning more than does interleaved study (Carvalho 
& Goldstone, 2014; Goldstone, 1996). This interpretation 
supports the view, mentioned in the Introduction, that 
blocked and interleaved study may each be optimal for 
different tasks, in this case different testing situations. 

An additional factor that may have favored blocked study 
in the present study relates to learner engagement. It is 
possible that the effects of blocked study differ depending 
on whether such study is chosen by the learner or by the 
teacher or tutoring system. For instance, a commonly 
mentioned drawback of blocked study is its repetitive 
nature, which might result in attention attenuation 
(Wahlheim et al., 2011). However, in the present study, 
participants’ controlled the sequence of study during the 
tutorial and the tutorial questions are directly relevant for 
their course grades. Both these factors may have increased 
their engagement compared to previous studies in which 
study sequence was determined by the experimenter. 

Another possibility is that the relative effectiveness of 
blocked study is increased when learners can choose 
strategically when to block. For example, by blocking 
specifically when it allows the student to test different 
theories and predictions, something that is not possible 
when the sequence is not under the student’s control. An 
important next step would be to compare performance in 
situations in which students choose the study sequence and 
situations in which equivalent study sequences are presented 
to students who do not have control over the sequence of 
study. 

Finally, from a methodological point of view, this 
experiment can serve as a model for research on 
pedagogically relevant issues. Unlike many laboratory 
studies, the present study has considerable ecological 
validity because it involved content belonging to the regular 
curriculum of a university course, and both intervention and 
assessment were tightly integrated with that course. In 
contrast to many classroom studies, online distribution of 
the tutorial allowed considerable control over the 
intervention and precise recording of the students’ behavior 
for inclusion in subsequent analyses. We believe that similar 
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“in vivo” yet individually-controlled studies of learning in 
educational contexts (Koedinger, Aleven, Roll, & Baker, 
2009) represent a major potential growth area for cognitive 
science.  
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Abstract

Speaker transitions in conversation are often brief, with mini-
mal vocal overlap. Signed languages appear to defy this pat-
tern with frequent, long spans of simultaneous signing. But re-
cent evidence suggests that turn boundaries in signed language
may only include the content-bearing parts of the turn (from
the first stroke to the last), and not all turn-related movement
(from first preparation to final retraction). We tested whether
signers were able to anticipate “stroke-to-stroke” turn bound-
aries with only minimal conversational context. We found that,
indeed, signers anticipated turn boundaries at the ends of turn-
final strokes. Signers often responded early, especially when
the turn was long or contained multiple possible end points.
Early responses for long turns were especially apparent for
interrogatives—long interrogative turns showed much greater
anticipation compared to short ones.
Keywords: Turn taking; sign language; online prediction;
questions

Introduction
Everyday conversation is built up from turns at talk; first one
person talks, then another, forming sequences of contingent
communicative acts. Human communication heavily relies
on these spontaneous face-to-face interactions, yet we are
only recently beginning to understand how interactional pres-
sures might bear on the format of conversation and the ways
in which we process and represent language.

Turn taking is a basic conversational behavior that shows
strong cross-linguistic consistency in its implementation. For
example, the timing of speaker transitions (from the previous
speaker to the next), the timing of different response types,
and the effect of visual cues on transition timing are imple-
mented similarly across linguistic communities that are oth-
erwise very different from one another (Stivers et al., 2009).
For this reason, turn taking has garnered attention as a poten-
tial source for communicative universals that, in turn, could
have consequences for linguistic processing. The pressure
to temporally and semantically coordinate turns in conversa-
tion affects how speakers dedicate resources to comprehen-
sion, monitoring, and response-planning (Levinson, 2013).
If these pressures naturally arise from conversational needs,
they should affect linguistic processing universally. This hy-
pothesis (‘Interaction Engine Hypothesis’; Levinson, 2006)
has spurred several recent studies on language processing and
conversation across a wide range of linguistic communities.
But at least one major source of variation has remained rela-
tively unexplored: signed languages.

Signed languages have the potential to challenge notions
about turn taking that are based on spoken language. For ex-
ample, the size (and thus quickness) of sign articulators is

dramatically different between signed and spoken languages
(hands/arms/face vs. tongue/lips), and turn overlap (when
more than one person is signing/talking at once) appears to
occur far more frequently in signed than in spoken conver-
sation (Coates & Sutton-Spence, 2001; de Vos, Torreira, &
Levinson, 2015).

Recent corpus analyses of spontaneous conversation in
Sign Language of the Netherlands (Nederlandse Gebarentaal;
NGT) have revealed that, although turn overlap is more fre-
quent in NGT than in many spoken languages, the additional
overlap may come as a consequence of having larger and
slower articulators (de Vos et al., 2015). For spoken lan-
guages, which rely on quick oral articulations, the start and
end of an turn is clear: approximately when vocalization
begins and ends. But for signed utterances, the beginnings
and ends of utterances are bookended by preparatory and re-
tractive movements—movements that don’t bear turn-related
content (Arendsen, 2009; Kita, van Gijn, & ven der Hulst,
2006).

De Vos et al. (under review) hypothesized that, be-
cause of this, signers might perceive their turns as starting
and ending with the content-bearing movements (stroke-to-
stroke) and not with all turn-related movements (preparation-
to-retraction). When they calculated the timing of turn tran-
sitions in NGT with stroke-to-stroke turn boundaries instead
of preparation-to-retraction boundaries, they found that NGT
transition timing and turn overlap were consistent with the
documented averages for spoken turn taking. Stroke-to-
stroke boundary perception is then a potentially critical mech-
anism for linking signed to spoken turn-taking behaviors. But
there is currently no experimental evidence that supports the
psychological reality of stroke-to-stroke turn boundaries for
sign language users.

One way to test for the presence of turn boundaries is to
find out when addressees anticipate upcoming turn bound-
aries during ongoing talk. Accurate anticipation of upcom-
ing turn-boundaries is often necessary for addressees to re-
spond at the right time; by monitoring an ongoing utterance
and predicting when it will end, addressees can time their re-
sponse planning (from concept to articulation) and coordi-
nate perfectly with their interlocutor, yielding speaker tran-
sitions with minimal silence and minimal vocal overlap be-
tween turns (Levinson, 2013).

Several studies have now shown that, when asked to lis-
ten a conversational turn, participants can precisely indicate
the moment just before that turn ends by pressing a button,
though their accuracy depends on the available linguistic in-
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formation (Bögels, Torreira, & Levinson, accepted; Magyari
& De Ruiter, 2012; De Ruiter, Mitterer, & Enfield, 2006).

The present study uses this same experimental technique
to explore whether sign language users can predict the up-
coming end of ongoing turns when the “end” is defined as
the end of the last stroke (the stroke-to-stroke hypothesis)
rather than the end of the last movement (the preparation-
to-retraction hypothesis). We report on the results of one ex-
periment within a larger project about online turn boundary
prediction in NGT (gebarentaalmpi.com).

Methods
Adapting the method used by de Ruiter and colleagues in
their (2006) study, we measured participants’ ability to an-
ticipate the end of an ongoing turn. Participants viewed short
videoclips of spontaneous conversation between two signers
and then, after receiving a cue to focus on only one signer,
pressed a button when they anticipated that the signer’s turn
was about to end. The final turns in the stimulus videos were
clipped to their hypothetical turn-end stroke boundaries (de
Vos et al., 2015) to test whether participants could antici-
pate turn-end boundaries with stroke-to-stroke conversational
timing. Additionally, because there is significant variation in
signing skill among members of the deaf community, we re-
cruited a diverse sample of participants to test how factors
like age of sign language acquisition and sign input source
affect the ability to predict upcoming turn ends.

Participants
We recruited 52 deaf signers whose primary language of
communication is NGT through advertisements and personal
contact. NGT is used in the Netherlands by approximately
16,000 people, nearly one-third of whom use NGT as their
native language (Crasborn, 2001). There are at least five di-
alects of NGT, originating from each of the deaf schools.

In the last 100 years, the philosophy for deaf education in
the Netherlands (like many places in the world) has changed
radically, shifting from a strict emphasis on oral language and
sign-supported speech to more signed- and bilingually ori-
ented education (Tijsseling, 2015). For that reason, the age at
which people first gained access to NGT and their sources for
linguistic input vary both historically and across individuals
(e.g., individuals from deaf vs. hearing families, with earlier
vs. later hearing loss, etc.)

Our sample is a diverse slice of the Dutch signing commu-
nity, including signers from three different dialects, a wide
range of sign acquisition backgrounds (first input: birth–32;
input source: at home/primary school/adult education), and
an even wider range of ages (10–77).

Materials
We recorded two 90-minute spontaneous dyadic conversa-
tions to create the videoclips used in the experiment. Partic-
ipants sat in two different rooms for the conversation record-
ing, communicating over a videochat set-up that was de-
signed to capture high quality video of each interlocutor. In

the set-up, cameras were placed behind one-way glass onto
which the image of the signer’s partner could be projected,
thereby allowing each signer to look into the camera and at
the image of their addressee simultaneously (Figure 1).

From each of the two recordings we extracted 80 conversa-
tion fragments (160 in total: 20 practice and 60 test fragments
from each recording) whose last turn used non-overlapping
stroke-to-stroke timing in the transition to the next turn.1

Each fragment was split into two videoclips: “context” and
“target-turn” (Figure 2). The context clips showed both sign-
ers, side-by-side, and provided a few seconds of context im-
mediately preceding the target turn. The target-turn clips only
showed one signer. Participants’ task was to focus on this
single signer and press a button when they anticipated the
signer’s would end.

Button-press findings with spoken language stimuli have
shown that participants cannot always anticipate turn ends;
anticipation depends on the predictability of the content
within each turn (Magyari & De Ruiter, 2012) and the linguis-
tic cues that are available (Bögels et al., accepted; De Ruiter
et al., 2006). Prior work has handled this by adding two sec-
onds of silence after the turn offset. When participants hear
silence, they know the turn has ended and can press the but-
ton reactively (not in anticipation). Analogously, our target
turn clips ended with two seconds of video that just showed
the last frame of the turn (the signer appears to ‘freeze’).
When participants see the frozen signer, they know the turn
has ended and can press the button reactively.

Each target turn was coded for its duration, the number
of potential turn ends (PTEs) it contained (single vs. multi-
ple), and for its question status (question vs. non-question).2

In signed language, as in spoken language, a single turn in
conversation can contain multiple potential endpoints. Even
though only one of the endpoints results in a transition to the
next speaker, early opportunities can arise and then pass by
(e.g., A: “I didn’t think it was that good. Did you?” — B: “I
thought it was alright, actually.”) Participants who are fo-
cused on anticipating upcoming turn ends could recognize
these early potential turn ends and respond to them before
the actual turn end comes (De Ruiter et al., 2006). We there-
fore coded each utterance for whether it contained multiple
potential turn ends or just one (the actual turn end). Prior
studies of response anticipation have also demonstrated a
strong effect of transition type: observers anticipate responses
more quickly after hearing questions than non-questions. We
therefore coded each item for its question status—question
or non-question—in case participants anticipated turn ends
more quickly for questions (Casillas & Frank, 2012, 2013).

1This timing criterion enables us to compare the same conversa-
tional turns across two tasks: the button-press task reported here and
also some anticipatory gaze data that we collected from the same
participants.

2The present results rely initial coding from one native signer of
NGT. We are currently collaborating to update these codes with two
naive NGT signers and two non-native signing researchers.
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Figure 1: Each signer sits in front of a camera as the image of his/her interlocutor is projected onto an angled one-way mirror.

Procedure
Participants were tested in a mobile lab at one of eight sites
around the Netherlands. After filling out a short background
information form, participants participated in three experi-
mental tasks: (a) anticipatory gaze (not reported here), (b) the
button-press measure, and (c) a reaction-time baseline task.
At the start of the button-press task, participants saw a short
instructional video in NGT, then consulted with a deaf re-
search assistant to check their understanding, and then began
the experiment with 20 practice trials. After practice, par-
ticipants consulted with the assistant once more and, if they
wanted, completed the same 20 practice trials again before
proceeding with the 60 test trials. Many participants (48%;
25) opted for a second practice round before beginning the
test trials. After 30 test trials, participants were given the op-
portunity to take a short break. Each participants saw video-
clips from only one of the two conversation dyads; they were
assigned randomly to one dyad or the other.

Each experimental item was presented as a sequence con-
taining the context and target-turn videoclips (Figure 2). Par-
ticipants were asked to watch the context and then, when one
signer disappeared, to focus on the remaining signer and try
to press the button at the moment they thought the last sign
would end. They were told that, if they saw the screen freeze,
they should press the button as quickly as possible because
they had reached the end of the turn. This gave us a mea-
sure of their predictive and reactive button-presses across the
stimuli. The task lasted approximately 20 minutes.

In a second, very short task, we measured participants’
baseline button-press reaction times by having them press the
button as quickly as possible when they saw a cross-hair on
the monitor (50 trials, inter-stimulus-interval range between
500–5000 ms, randomized).

Data preparation
We excluded 9 participants prior to data analysis because:
they did not complete the task (2), they did not follow instruc-
tions (1), their linguistic background was unclear (5), and be-
cause of significant motor problems (1).

We had expected that this task, which is challenging for
cognitive control and requires metalinguistic skills, would be

Context clip 

Focus cue 
(500ms freeze) 

Target turn 

Final freeze 
(2000ms) 

Figure 2: Example video sequence. View online at:
http://hdl.handle.net/1839/00-0000-0000-0020-6C0D-C@view

difficult for a substantial portion of our sample—especially
those who have had restricted access to language and formal
instructional settings (like an experiment). We excluded 8
further participants who found the task too difficult to com-
plete accurately; they either pressed the button during the
context clips on more than 5% of trials (7) or pressed the but-
ton quite late (500+ msec after the turn-end freeze) on more
than 10% of trials (1).3 We proceeded with the 35 remain-
ing participants whose button presses we could confidently
attribute to doing the task as intended. Despite the large num-
ber of exclusions, the remaining 35 participants still repre-
sented a diverse sample of the signing community (Table 1).

3The more generous criterion of 10% is because signed turns
often end in a “hold” which can sometimes be ambiguous with the
turn-end freeze.
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We also excluded one item that was much longer than the
others, plus any button presses that occurred within the first
720 msec of a turn or more than 500 msec after the turn-end
freeze.4

Factor Range (Mean; median)
Age 10–76 (46.57; 46)
Age of deafness 0–5 (0.69; 0)
Age of sign onset 0–32 (5.43; 3)

Factor Distribution of participants
Input source 48% at home; 48% in primary school;

3% in adult coursework
Self-rated fluency 51% very good; 43% good;

6% reasonable
Education code 48% basic; 37% vocational;

14% post-secondary
Dialect fluency 23% North; 26% South; 89% West*

Table 1: Summary of sample characteristics after exclu-
sions.*12 participants were fluent in more than one dialect.

Results
Participants responded with a button press to most trials
(M=55.6; 93.3%), yielding a total of 1948 observations for
the 35 participants. Because it takes a few hundred millisec-
onds to plan and execute a button press, we subtracted each
participant’s baseline reaction time (their average in the cross-
hair task) from their response latencies in the main task to
estimate when, during each target turn, participants’ button
presses were first triggered.

Participants often initiated their button presses before the
stroke-to-stroke turn end; 1453 of the 1948 button presses
(74.6%) were anticipatory (i.e., initiated before the end of the
turn-final stroke), with the median overall response occurring
223 msec prior to the final stroke’s end (M=-487 msec; Fig-
ure 3).

Some turns contained multiple potential end points. In
those turns, if participants responded to an non-final potential
end point, their button press would be in extreme anticipation
of the actual turn end. To remedy this, we focused exclusively
on button presses targeted at the actual turn end by limiting
our analyses to presses from the last 1500 msec of each turn
(1215 of the 1453 anticipatory responses; 83.6%; Figure 3).

We modeled participants’ response latencies with mixed
linear effects regression. Using an incremental model-
building process, we added one predictor at a time, confirm-
ing for each that it improved the model’s goodness-of-fit; we
used an ANOVA to compare pairs of models (one with and
one without each added predictor) for significant improve-
ment. Age of sign acquisition, age at test, and trial order did

4720 msec is the first point in the shortest stimulus where a turn
end is imminent; Button presses more than 500 msec after the freeze
are too late to reflect even reactive responding.
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Figure 3: Button-press responses from all participants and
items (N=1948; median latency is noted with a dashed verti-
cal line). We analyzed anticipatory button presses targeted at
the turn end (those in the shaded region; N=1215).

not contribute significantly to the model and were therefore
not included in the analysis. The dependent variable—raw
response latency—was negatively skewed, so we converted
latency (negative; msec prior to the turn end) to an antici-
pation offset measure (positive; msec between the response
and the turn end), log-transformed the new anticipation offset
measure, and then removed outliers more than two standard
deviations from the transformed mean.

The final model of log-transformed anticipation offset in-
cluded fixed effects of target turn duration, question status
(question/non-question), number of potential turn ends (PTE;
single/multiple), the interactions between them, and, addi-
tionally, random effects of participant and item with maximal
random effects structure.5

The largest predictor of response latency was the presence
of a pre-final potential turn end: participants responded ear-
lier when a potential turn end had occurred before the actual
turn end (β=4.34e-01, SE=1.67e-01, t=2.607). This might in-
dicate that the presence of pre-final potential turn ends helps
participants respond earlier when the actual turn end arrives
(e.g., because they have built up more certainty with the in-
creased context). Alternatively, although we focused exclu-
sively on responses within the last 1500 msec of the turn (i.e.,
targeted at the final possible turn end), the data set might still
include responses to non-final potential turn ends, especially
if they occurred shortly before the final turn end. To distin-
guish between these two explanations in future work, we will
need to account for the timing of all potential turn-end bound-
aries within each item.

Relatedly, longer turns also resulted in earlier responses
(β=1.33e-04, SE=5.42e-05, t=2.451), though this effect of
turn duration was most clear for turns with only one potential
turn end (β=-1.47e-04, SE=5.35e-05, t=-2.754). One possible
explanation for this is, again, that increased context in longer
turns allows participants to recognize the turn-final stroke ear-
lier on and with more certainty. Alternatively, participants
simply have more opportunities to respond early when turns
are longer (e.g., compare the possibility for an early response

5Duration * Question * PTE + (1 + Question * PTE | Participant)
+ (1 | Item)
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Figure 4: Anticipation offsets by turn duration for questions
and non-questions in turns with a single potential end point
(the equivalent graph for all turns is nearly identical).

in a 1- vs. 4-second turn). We would then expect a strong lin-
ear correlation between turn duration and average response
anticipation, but the pattern is weak overall and non-linear,
flattening out, or even decreasing for turns longer than two
seconds (Figure 4).

We also saw a marginal interaction between turn duration
and question status: the effect of turn duration was stronger
for questions than non-questions, such that long questions
showed consistently earlier responses than short questions
(Figure 4;β=9.05e-05, SE=5.31e-05, t=1.705). This response
pattern goes beyond a simple correlation of turn duration and
early button presses. One explanation is that the timing of in-
terrogative cues or the properties of interrogative speech acts
push participants to give earlier responses while seeing longer
turns (e.g., facilitated integration of late interrogative cue, like
a WH- sign, because an early interrogative prosodic cue, like
brow-raising).

To ensure that these findings were not driven by responses
to pre-final potential turn ends (see above), we built a second
model, restricting the data to target turns with a single poten-
tial endpoint. We used the same model-building process as
before, resulting in model with fixed effects of turn duration,
question status (question/non-question), and their interaction,
and, additionally, random effects of participant and item with
maximal random effects structure.6

The results of the second model mirror the findings from
the first, showing significant effects for both turn duration
(β=2.77e-04, SE=6.08e-05, t=4.554) and an interaction of
turn duration and question status (β=1.34e-04, SE=5.99e-05,
t=2.241). Notably, this second model—free from confounds
of potential non-final end points—gives increased support
for the interaction between turn duration and question sta-
tus (Figure 4; correlation of anticipation offset and duration

6Duration * Question + (1 + Question | Participant) + (1 | Item)

for questions: r2 = 0.32, p < .001; and non-questions: r2 =
0.024, p = 0.35).

(a) Partial model output for all items
1161 observations, 35 participants, & 118 items

Factor β SE t-value
PTE 4.34e-01 1.67e-01 2.607
Duration 1.33e-04 5.42e-05 2.451
Duration * PTE -1.47e-04 5.35e-05 -2.754
Duration * Question 9.05e-05 5.31e-05 1.705

(b) Partial model output for items with only one potential turn end
786 observations, 35 participants, & 80 items

Factor β SE t-value
Duration 2.77e-04 6.08e-05 4.554
Duration * Question 1.34e-04 5.99e-05 2.241

Table 2: Partial output from both statistical models reported.
Potential turn end status (PTE: single/multiple); Question sta-
tus (question/non-question); Duration (msec).

Discussion
In sum, we found that signers anticipated upcoming turn ends,
even though the turn end was defined as the end of the last
stroke (stroke-to-stroke) and not after turn-final retraction.
Two primary factors affected the timing of participants’ antic-
ipations: the presence of early potential turn ends and longer
turn durations were both associated with earlier average re-
sponse latencies. Further, questions were more affected by
turn duration than non-questions, suggesting that the effect of
duration is not just an artifact of having more time to make
early responses in longer turns.

Prior work using button-press measures of turn-end antic-
ipation has also found that non-final potential turn ends can
cause participants to press the button early (Bögels et al., ac-
cepted; De Ruiter et al., 2006), even when there is evidence
(e.g., from prosody) that the speaker will continue speaking.
In our first analyses, we tried to focus only on button presses
targeted at the actual turn end, but we may have been un-
successful in excluding all other types of responses. We can
address this issue in the future by identifying the timing and
linguistic content of pre-final potential ends. The potential
turn ends in our signed stimuli may include prosodic or syn-
tactic structures that very strongly suggest turn boundaries,
despite other cues to continuation. By pursuing this line of in-
quiry, we could experimentally explore which linguistic cues
are most likely to initiate early responses and which cues are
more likely to signal continuation in signed conversation.

Earlier responses have been reported for longer turns in
button-press measures of turn-end anticipation for spoken
stimuli (De Ruiter et al., 2006), though they were cast as an
artifact of having more time to make an early response. Our
data attest to a more nuanced explanation because the effect
of duration was (a) non-linear and (b) significantly more at
play in interrogative turns. Both suggest that duration effects
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interact with linguistic processing (i.e., in anticipating turn-
end or interrogative content).

Prior work on turn anticipation has also found an effect of
question status—participants watching videos of spoken con-
versation make earlier gaze switches to upcoming addresses
after questions than non-questions (Casillas & Frank, 2012,
2013). Questions implicitly yield the floor to the addressee
(and thereby forecast a turn ending). Question-marking cues
might therefore be particularly salient for anticipating up-
coming turn boundaries. Consider too that interrogative cues
(e.g., an eyebrow raise, a palm facing upward, or a point to the
addressee) can occur at different points in a turn; turns with
early cues or turns with accumulated interrogative cues might
result in earlier anticipated turn ends or even pre-final button
presses. If participants focus in on early cues to question-
hood, we might predict that early-initiated cues (e.g., brow
raises) or early accumulations of cues (e.g., brow raises +
palm up) would yield more anticipation than later cues alone.
To test this with the current data we must first code each item
for the presence and timing of interrogative markers.

Finally, because we choose to freeze the target turn video
prior to retraction, it is possible that we reinforced the stroke-
to-stroke responses we were trying to test. However, the lack
of an order effect suggests that participants did not learn to
become more accurate over the course of the experiment.
That being said, a convincing follow-up would be to use stim-
uli in which the freeze occurs after the final retraction.

The findings presented here are the first to experimentally
support the idea that signers use something like stroke-to-
stroke turn boundaries to coordinate their turns in conver-
sation. They also suggest that linguistic processing, here
represented by question status, plays into the ability to use
precisely-timed transitions in online conversation. In addi-
tion to digging further into item-based linguistic differences
in the data, the next step is to directly compare the results
from this task with more naturalistic measures of turn pre-
diction (i.e., anticipatory gaze; not reported here) to deter-
mine which factors also spur spontaneous anticipation of up-
coming turn structure. By combining multiple measures of
turn prediction in NGT (i.e., button-press, spontaneous an-
ticipation, and measures of spontaneous signing) we hope to
extend our general knowledge about linguistic processing in
conversation, increase our understanding about spontaneous
conversation in signed language, and make concrete links be-
tween the implementation of turn-taking behaviors in signed
and spoken languages.
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Bögels, S., Torreira, F., & Levinson, S. C. (accepted). In-
tonational phrasing is necessary for turn-taking in spoken
interaction. Journal of Phonetics.

Casillas, M., & Frank, M. C. (2012). Cues to turn boundary
prediction in adults and preschoolers. Proceedings of the
16th Workshop on the Semantics and Pragmatics of Dia-
logue.

Casillas, M., & Frank, M. C. (2013). The development of
predictive processes in children’s discourse understanding.
In Proceedings of the 35th Annual Meeting of the Cognitive
Science Society.

Coates, J., & Sutton-Spence, R. (2001). Turn-taking patterns
in deaf conversation. Journal of Sociolinguistics, 5(4),
507–529.

Crasborn, O. (2001). Phonetic implementation of phono-
logical categories in Sign Language of the Netherlands.
Utrecht, NL: LOT. (PhD thesis)

de Vos, C., Torreira, F., & Levinson, S. C. (2015). Turn-
timing in signed conversations: coordinating stroke-to-
stroke turn boundaries. Frontiers in Psychology, 6.

De Ruiter, J. P., Mitterer, H., & Enfield, N. J. (2006). Pro-
jecting the end of a speaker’s turn: A cognitive cornerstone
of conversation. Language, 82(3), 515–535.

Kita, S., van Gijn, I., & ven der Hulst, H. (2006). Movement
phases in signs and co-speech gestures, and their transcrip-
tion by human coders. In I. Wachsmuth & M. Fröhlich
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Abstract 

The present study investigated the relationship between eye 
movement pattern in face recognition and cognitive perfor-
mance during natural aging through modeling and comparing 
eye movement of young (18-24 years) and older (65-81 years) 
adults using Hidden Markov Model (HMM) based approach. 
Young adults recognized faces better than older adults, par-
ticularly when measured by the false alarm rate. Older adults’ 
recognition performance, on the other hand, correlated with 
their cognitive status assessed by the Montreal Cognitive As-
sessment (MoCA). Eye movement analysis with HMM re-
vealed two different strategies, namely “analytic” and “holis-
tic”. Participants using the analytic strategy had better recog-
nition performance (particularly in the false alarm rate) than 
those using the holistic strategy. Significantly more young 
adults adopted the analytic strategy; whereas more older 
adults adopted the holistic strategy. Interestingly, older adults 
with lower cognitive status were associated with higher like-
lihood of using the holistic strategy. These results suggest an 
association between holistic eye movement patterns and cog-
nitive decline in the elderly. 

Keywords: eye movement; aging; face recognition; holistic 
processing; cognitive ability; Hidden Markov Model (HMM). 

Introduction 
A large amount of research has studied the effect of age on 
face recognition and revealed that young adults recognize 
faces better than older adults (Fulton & Bartlett, 1991; 
Grady, McIntosh, Horwitz, & Rapoport, 2000; Lamont, 
Stewart-Williams, & Podd, 2005). The differences are sug-
gested to be due to declines in cognitive ability and spatial 
vision in the elderly (Lott, Haegerstrom-Portnoy, Schneck, 
& Brabyn, 2005).  Lamont et al. (2005) conducted a face 
recognition experiment with three age groups (18-39 years, 
60-75 years and 76-96 years), and concluded that face 
recognition performance declined with age, in which the 
oldest group performed the worst. The deficits in face 
recognition with age were seemingly in consequence of high 
false alarm rates, instead of low hit rates, produced by older 
adults (Crook & Larrabee, 1992; Lamont et al., 2005). Nev-

ertheless, it remains unclear why aging is particularly asso-
ciated with an increased false alarm rate in face recognition.  

Previous research has shown that eye movement is related 
to underlying cognitive processes. Eye movement behavior, 
such as fixation location and duration, changes as the task, 
level of difficulty, or stimulus type change (Rayner, 1978).  
In face recognition, Hsiao and Cottrell (2008) found that 
two eye fixations were sufficient to recognize a face and the 
accuracy would not be further improved by allocating more 
fixations. The two fixations were just around the center of 
the nose, demonstrating the preferred viewing location phe-
nomenon in face recognition (cf. Rayner, 1978). This loca-
tion is also shown to be the optimal viewing location for 
recognizing a face (Hsiao & Liu, 2012). These results sug-
gest that eye movements in cognitive tasks have functional 
roles in respect of the cognitive task at hand. 

However, aging people were shown to have different or 
atypical eye movements as compared with young adults. For 
example, healthy older adults fixated more than young 
adults on the lower half of a face (Wong, Cronin-Golomb, 
& Neargarder, 2005). Patients with Alzheimer’s disease 
were reported to have less efficient eye movements in facial 
expression identification (Ogrocki, Hills & Strauss, 2000) 
and reduced exploratory eye movements on novel images 
(Daffner, Scinto, Weintraub, Guinessey, & Mesulam, 1992). 
These atypical eye movement patterns may be reflecting 
related cognitive deficits/decline in older adults. Never-
theless, the link between particular eye movement patterns 
and cognitive performance in the elderly remains unclear.  

Hidden Markov Model for Eye Movement Analysis 
To examine the association between eye movement patterns 
and cognitive performance in the elderly, methods for iden-
tifying and summarizing individual eye movement patterns 
in both spatial (fixation locations) and temporal (transitions 
between fixations) dimensions are required. Nevertheless, 
most of the current eye movement data analysis methods 
primarily focus on spatial information such as using prede-
fined regions of interest (ROIs). ROI analysis allows easy 
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comparisons on fixation duration and number of fixations in 
different ROIs. However, it involves subjective definitions 
of the ROIs and thus is subject to experiment bias. For ex-
ample, eyes can be defined as two separate ROIs (Barton, 
Radcliffe, Cherkasova, Edelman, & Intriligator, 2006) or a 
single ROI (Henderson, Williams, & Falk, 2005). In addi-
tion, predefined ROIs are not able to reflect individual dif-
ferences in ROI choices. More recent eye movement analy-
sis has addressed the problem of subjective ROIs by directly 
generating ROIs from data. For instance, a fixation heat map 
is created by plotting the location of fixations and smooth-
ing them with a Gaussian function. Two heat maps can be 
compared by testing statistically difference between the two 
maps pixel by pixel (Caldara & Miellet, 2011).   

Nevertheless, both of the aforementioned approaches 
purely focused on spatial information of eye movements 
without considering temporal information. Some have pro-
posed to use the string-editing method to describe a scan 
path. A stimulus is divided into several ROIs, each of which 
is labeled with a letter. Eye movement is then described by a 
string of letters according to the ROIs visited. Two strings 
can be compared by computing their Levenshtein distance, 
which is the number of changes (insertions, deletions and/or 
substitutions) between two strings (Goldberg & Helfman, 
2010). Nonetheless, Levenshtein distance does not precisely 
reflect the differences in transition between two scan paths. 
For example, LEAD and HEAD differ in the first character 
and HEAT and HEAD differ in the last character. However, 
the Levenshtein distances of both cases are also 1. Another 
method to examine temporal information is to compare fixa-
tion maps at different times (Caldara & Miellet, 2011). For 
example, the difference between the maps of the first and 
second fixations can tell us how distributions of fixations 
change over time. However, these difference maps do not 
reflect exact transitions between regions, and the resulting 
different regions are usually scattered and hard to be inter-
preted.  

In view of these drawbacks, Chuk, Chan, and Hsiao 
(2014) recently proposed a Hidden Markov Model (HMM) 
based approach to analyze eye movement data. First, an 
HMM is estimated to represent the eye fixation sequences of 
an individual. An HMM contains a number of hidden states, 
and each state represents a different ROI of a face. The fixa-
tion locations in each ROI are modeled as a Gaussian distri-
bution. A set of prior probabilities models the initial hidden 
state (i.e., fixation), while the transition probabilities model 
the movement from one ROI to another. The HMM parame-
ters are estimated from the individual's eye movements us-
ing a variational Bayesian approach, which automatically 
determines the number of ROIs. Second, a group of individ-
uals' HMMs can be clustered into subgroups via the varia-
tional hierarchical EM algorithm (VHEM; Coviello, Chan, 
& Lanckriet, 2014), and each subgroup can be portrayed by 
a representative HMM. In this way, common eye fixation 
strategies among individuals can be discovered from the 
group data. In addition, the level at which an individuals' 
eye fixations belongs to a certain HMM (e.g. a representa-

tive HMM of a subgroup) is calculated as the log-likelihood 
of the individuals' fixation sequences under the given 
HMM.  

Thus, the HMM-based approach is particularly suitable 
for examining individual differences in eye movements and 
their association with cognitive performances. Here we used 
this approach to examine the association between eye 
movement pattern in face recognition and cognitive perfor-
mance in the elderly. We recruited young and older adults to 
perform in a standard face recognition memory task while 
their eye movements were recorded. The HMM-based ap-
proach allows us to (1) model eye movements of each indi-
vidual with an HMM and summarize individual HMMs into 
representative group HMMs to reveal general patterns in 
each group, (2) cluster the individual HMMs according to 
their similarities to discover common patterns, (3) compare 
recognition performance between people with different eye 
movement patterns and examine the difference between the 
two age groups, and (4) examine the association between 
individual eye movement patterns and their cognitive per-
formance.   

Method 

Participants 
Sixty-eight Chinese participants were divided into two age 
groups, including 34 young adults aged from 18 to 24 
(M=20, SD=2) and 34 older adults aged from 65 to 81 
(M=69, SD=8). They all reported right-handedness and with 
normal or corrected to normal vision. The young adults 
were recruited from University of Hong Kong and the older 
adults were recruited mainly from elderly centers. Cognitive 
functioning of all older participants was assessed using the 
Montreal Cognitive Assessment (MoCA) Hong Kong ver-
sion (Wong et al., 2009) and they were all within the normal 
range, with scores 22 or above out of 30 (i.e., healthy older 
adults with no cognitive impairment). Informed consent was 
collected from each participant; the research protocol was 
approved by the Ethics Review Board at University of Hong 
Kong. 

Materials and Apparatus 
Forty Chinese face images were used. They were all frontal 
view in grayscale, with standardized distances between the 
eyes and the mouth, and with similar distance between the 
eyes (less than 0.5 visual degree differences from the aver-
age distance). Each face image was cropped according to 
the original shape of the face such that only the face (with-
out hair) was visible. Eye movements were recorded with 
Eyelink 1000 eye-tracking system, which was connected to 
a 17” monitor and a response box.  The screen resolution 
was set to 1024 x 768 pixels and a chinrest was positioned 
approximately 60 cm in front of the screen. 

Procedure 
Participants sat in front of a computer with their head rest-
ing on a chinrest such that the eye level of the participants 
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was about the mid-level of the screen. Participants’ right eye 
was tracked throughout the experiment and 9-point calibra-
tion was conducted prior to the start of the experiment. In 
the study phase, participants were instructed to view and 
remember 20 human face images one at a time at the rate of 
5 seconds each. The face was displayed either at the upper 
center or at the lower center (i.e., 30% upward or downward 
from the center) of the screen randomly. Participants had to 
fixate at a cross “x” located at the screen center prior to the 
presentation of the next image. In the test phase, participants 
were displayed with 40 face images one at a time, with 20 
old images and 20 new images, and asked to judge if they 
saw the face in the study phase or not. Their responses were 
recorded via a response box. 

Result 

Behavioral Performance 
The MoCA scores, used for assessing the cognitive ability 
of the older participants, were between 22 and 30; the mean 
score was 26.94 with an SD of 1.77. Thus, none of the older 
participants showed indication of cognitive impairment (>= 
22 out of 30, Wong et al., 2009).  
 

 

 
Figure 1: Face recognition performance for young and older 

adults (* p< .05). 
 
Face recognition performance was measured with the dis-

crimination sensitivity measure d’, hit rate, and false alarm 
rate (Figure 1). Independent t-test showed that the d’ of 
young adults was significantly higher than that of older 
adults, t(66) = 2.53, p = .01. The false alarm rate of young 
adults was also significantly lower than that of older adults, 
t(66) = -2.58, p = .01. However, the hit rate between the two 
groups showed no significant difference, t(66) = .741, n.s. 
This result was consistent with previous studies (Crook & 
Larrabee, 1992). 

Face Recognition Strategy Used  
In order to identify the strategies used by the young and 

older participants, we first trained one HMM for each par-
ticipant, as discussed previously. We then learned the repre-
sentative HMM for young adults by using VHEM to group  

 

Figure 2: The summary HMMs of young and older adults 
and the corresponding transition probability matrices. 

 

 
 

Figure 3: The representative HMMs of the two subgroups, 
analytic and holistic strategies, and the corresponding transi-

tion probability matrices. 
 
their HMMs into 1 cluster, and similarly for older adults. As 
shown in Figure 2, each HMM included three ROIs as indi-
cated with different colors. The overlapping area of two or 
more ROIs means that the fixations around that area have 
similar probabilities of belonging to those ROIs. The prior 
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values in the matrices represented the probability that an 
initial eye fixation located at each of the ROIs. The rest of 
the matrix represents the transition probabilities among the 
three Gaussian components. For example, in the young 
adults’ matrix, the prior value to the red ROI is 0.20 and the 
probability of changing the eye movement from the green to 
the blue ROI is 0.09. It could be observed that the ROIs of 
the older adults’ summary HMM were concentrated at the 
center of the face, with some engagement around the eye 
region. However, the ROIs of the young adults’ summary 
HMM were more clearly located at different facial features, 
including the left eye (blue), right eye (red), and nose/mouth 
(green).  

Next, we grouped all the young and older participants’ 
HMMs and applied VHEM to cluster the HMMs into two 
subgroups (Figure 3). It can be observed that the ROIs of 
the representative HMM on the bottom were more con-
densed at the vertical and central location of the face with 
less engagement on individual features of the face. People 
using this eye movement pattern are likely to process the 
face as a whole without detailed encoding of individual fea-
tures and therefore, here we term it the holistic strategy. In 
contrast, the ROIs of the representative HMM on the top 
were more separately located at different areas of the face, 
indicating more engagement of facial features such as the 
left eye (red), the right eye (blue) and nose/mouth (green), 
as compared with the holistic strategy. People using this eye 
movement pattern are likely to have detailed encoding of 
individual facial features, and thus here we term it the ana-
lytic strategy. Both strategies had their prior fixation mostly 
located around the face center, which was also regarded as 
the most preferred viewing location (Hsiao & Cottrell, 
2008). However, the subsequent scan paths of the two strat-
egies were quite different. For examples, in the analytic 
strategy, after viewing the face center (prior prob. = .44), 
people tended to transit the eye movement to the right eye 
(prob. = .44), then stayed at this ROI a while (prob. = .56) or 
transited to the left eye (prob. = .26). In contrast, in the ho-
listic strategy, after viewing the face center (prior prob. = 
.56), the eye movements stayed around the same ROI (prob. 
= .44) or moved upward a bit to the upper nose (prob. = 
.55), or occasionally transited to forehead area (prob. = .11).  

We also used VHEM to calculate the probabilities of each 
participant’s HMM belonging to the two strategies, and 
classify the participants into the analytic or holistic group 
accordingly. As shown in Table 1, significantly more young 
adults used the analytic strategy and more older adults used 
the holistic strategy, X(2) = 4.77, p = .03 (Chi-square test). 

 
Table 1: The number of young and older adults belonging 

to the analytic and holistic subgroups. 
 

 No. of young 
adults 

No. of older 
adults 

Analytic subgroup  22 13 
Holistic subgroup  12 21 

Relationship between Strategy and Recognition 
Performance/Cognitive Status 
To examine the relationship between eye movement strategy 
and recognition performance, we compared the performance 
between the holistic and analytic groups with age group as a 
covariate using ANCOVA. The analytic strategy yielded a 
higher d’, F(65, 1) = 4.20, p < .05, and lower false alarm 
rate, F(65, 1) = 6.21, p = .02, than the holistic strategy. 
However, the hit rate was not affected by the use of the ana-
lytic or holistic strategies, F(65, 1) = .12, p = .73. The result 
suggested that the analytic strategy was a more effective 
strategy in face recognition. In addition, we observed a posi-
tive correlation between the log-likelihood of one’s eye 
movement being classified as the holistic strategy and false 
alarm rate in young adults, r(34) = .35, p = .05 (Figure 4, 
top; this correlation was not significant in older adults, r(34) 
= .23, p = .18, possibly because of a ceiling effect, i.e., they 
generally all had a high false alarm rate). In other words, the 
more holistic strategy a young adult used, the more likely 
he/she encountered a false alarm situation. This suggested 
an association between the holistic eye movement strategy 
and false alarms in face recognition. 

 

 
 

Figure 4: Correlation of false alarm rate and log-
likelihood of being classified as using the holistic strategy in 

young adults (top) and correlation of cognitive status and 
log-likelihood of being classified as using the holistic strat-

egy in older adults (bottom). 
 

For older adults, we also examined the correlations among 
their MoCA scores, log-likelihoods of their eye movements 
being classified as the holistic/analytic strategy, and face 
recognition performance. We found that the MoCA score 
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was correlated with the strategy used. More specifically the 
lower the MoCA score was, the more likely the eye move-
ment pattern was classified as holistic, r(34) = -.40, p = .02 
(Figure 4, bottom). Concerning the face recognition perfor-
mance, the MoCA score was positively correlated with hit 
rate, r(34) = .34, p = .05, and marginally correlated with d’, 
r(34) = .30, p = .08. However, it did not correlate with false 
alarm rate, r(34) = .06, p = .75. Age of older adults showed 
no significant correlation with any of the strategies used, d’, 
hit rate, and false alarm rate. This suggested cognitive status 
in older adults was associated with eye movement pattern 
and face recognition performance.  

Discussion 
The current study aimed at investigating eye movement pat-
terns of young and older adults in face recognition and their 
association with cognitive performances. We first observed 
that the face recognition performance of young adults was 
higher than that of older adults. Although there was no dif-
ference found in the hit rate between the two age groups, the 
false alarm rate was significantly higher in the older group 
than in the younger group, suggesting that lower accuracy 
observed in older adults could be attributed to the confusion 
of the new faces from the old faces. Similar results were 
also reported in previous research (e.g. Crook & Larrabee, 
1992; Fulton & Bartlett, 1991). Our further analysis showed 
that older adults’ d’ and hit rate significantly decreased with 
their cognitive status as measured by the MoCA, but not 
their age. This result is inline with what reported in previous 
research showing that face recognition impairment was as-
sociated with cognitive status decline (Lott et. al., 2005).  

To understand the association between eye movement and 
cognitive performances, we used an HMM-based approach 
(Chuk et al., 2014) to describe and compare individual eye 
movement patterns. We discovered two distinct eye move-
ment strategies that differed in both the spatial and temporal 
perspectives by clustering all participants’ HMMs into two 
subgroups according to their similarities – analytic and ho-
listic strategies. Between the two strategies, we found that 
face recognition performance was better in the analytic 
group than in the holistic group. In addition, among young 
adults, the higher the likelihood of their eye movement pat-
tern being classified as a holistic pattern was, the higher 
their false alarm rate was. This result suggests the associa-
tion of holistic eye movement patterns and high false alarm 
rates. Concerning the nature of false alarms, Davies, Shep-
herd, and Ellis (1979) revealed that increasing the degree of 
similarity between the studied and new faces also increased 
the false alarm rate. In other words, the false alarm rate 
could be reduced by carefully encoding the studied faces 
that were helpful in distinguishing the studied face from the 
new faces that may possibly look similar to the studied fac-
es. As proposed by Lamont et al. (2005), participants should 
have sufficient distinctive facial features available in 
memory to make a judgment. Accordingly, the association 
between holistic patterns and high false alarm rates may be 
because in holistic strategies, important facial features such 

as the eyes are not foveated, leading to insufficient encoding 
of distinctive facial features for distinguishing studied faces 
from new faces and thereby resulting in a higher false alarm 
rate. As shown in Figure 3, the ROIs of the holistic HMM 
were centrally located with less engagement in featural pro-
cessing. Thus, featural information of the studied faces 
might be more easily confused with new faces. In contrast, 
the ROIs of the analytic HMM were located on distinctive 
facial features and consequently promoted more featural 
processing to support face recognition, resulting in a smaller 
false alarm rate. Thus, eye movement strategies may affect 
the effectiveness of the encoding process and consequently 
affect recognition performance. Our results suggest that 
analytic strategies are more effective in reducing the false 
alarm rate as well as the recognition performance. 

We also found that young adults were more likely to use 
an analytic strategy while older adults were more likely to 
use a holistic strategy. In addition, in the older group, people 
with lower cognitive status had higher likelihood of being 
classified as using holistic strategy. Thus, one’s cognitive 
status may be a critical variable affecting the use of eye 
movement strategies. It is possible that the decreased cogni-
tive status lowered the cognitive resources such as pro-
cessing speed (Kail & Salthouse, 1994) and impaired execu-
tive functions (Grady, 2002), which may influence abilities 
to plan eye movements for face recognition. Grady (2002) 
carried out a meta-analysis to examine age-related differ-
ences in face recognition via neuroimaging studies, and 
concluded that the prefrontal cortex was involved in face 
recognition and the activation of the prefrontal cortex was 
higher in older adults than in young adults in performing 
face recognition. In addition, the activation in the prefrontal 
cortex of older adults was higher when the task required 
more cognitive load, suggesting that the increased activation 
in the prefrontal lobe was an indication of greater demands 
on the executive functions. In other words, decreased cogni-
tive status may be highly associated with decreased execu-
tive functions, and our data suggested it is reflected in par-
ticipants’ (holistic) eye movement patterns.  

Yarbus (1965) showed that people exhibited different eye 
movements at the same target image depending on what 
they expected to see. It suggests that our planning ability, as 
part of our executive functions, is essential for effectively 
encoding necessary information in cognitive tasks. By com-
paring the two strategies discovered in the current study, the 
analytic strategy may require more cognitive resources and 
involve more sophisticated eye movement planning – in 
addition to potentially viewing the whole faces from a cen-
tral fixation, participants formed ROIs on distinctive facial 
features and had more diverse and effortful scan paths over 
these ROIs when processing faces. In contrast, the holistic 
strategy involved less planning by simply looking around 
the center of faces (potentially getting a holistic view of the 
face), with less switching among ROIs, suggesting less fea-
tural processing. In short, people with lower cognitive sta-
tus, may have less effective executive functioning in plan-
ning eye movements for encoding faces, and consequently 
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are more likely to adopt a simpler, holistic strategy in view-
ing faces.  

Our results suggested associations among cognitive sta-
tus, recognition performance, and eye movement pattern. 
This result has very important implications on ways to im-
prove the elderly’s quality of life. For example, this associa-
tion suggests the potential use of eye movements to detect 
early signs of cognitive decline and neurodegenerative 
changes in the elderly. Possible training/intervention pro-
grams on eye movement planning may be used to enhance 
their cognitive performance. Future work will examine these 
possibilities with a larger older adult sample including those 
with mild cognitive impairment and Alzheimer’s patients. 

Conclusion 
In summary, through analyzing eye movement data with 

our HMM-based approach, we revealed several important 
effects that are able to enhance our understanding of the 
mechanism underlying behavioral differences in face recog-
nition between young and older adults. We found that young 
adults tend to use an analytic strategy whilst older adults 
tend to use a holistic strategy. In addition, holistic strategies 
in face recognition are associated with higher false alarm 
rates and lower cognitive status, whereas analytic strategies 
yielded a higher face recognition performance than holistic 
strategies. These findings were not possible with traditional 
eye movement analysis methods that do not take individual 
differences in both temporal and spatial dimensions of eye 
movements into account.  
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Abstract

Studies show that people can recognize their own movements,
such as their own walking (presented in silhouette using point
lights), their own drawing (presented as a moving point light),
own clapping, and their own piano playing. We extend this
result  to  proprioceptive  control,  showing  that  people  can
recognize their own eye movements, when presented as just a
point  moving  against  a  black  background.  Eye  movements
were  recorded  using  a  wearable  eye  tracking  glass,  while
participants  executed  four  tasks.  A week  later,  participants
were shown these videos, alongside another person's videos,
for each task, and  asked to recognize their own movements.
Males  recognized  their  own  eye  movements  significantly
above chance, but only for tasks with large and familiar body
movements. Females performed below chance in these tasks.
We argue that the standard common coding/motor simulation
model  does  not  account  for  this  result,  and  propose  an
extension  where  eye  movements  and  body  movements  are
strongly coupled. In this model, eye movements automatically
trigger covert motor activation, and thus participate directly in
motor planning, simulations and the sense of agency. 

Keywords: Self-recognition,  Eye  movements,  Common
coding, Motor simulation, Oculo-motor coupling, Agency

Introduction
The ability to recognize oneself is a central component of

self-awareness.  Many  studies  have  examined  the
evolutionary and developmental origins of self-recognition,
particularly  the  ability  to  recognize  oneself  in  a  mirror,
which  has  been  studied  in  the  case  of  different  animals
(Gallup,  Anderson  &  Shillito,  2002)  as  well  as  human
babies (Bertenthal & Fischer, 1978; Lewis & Brooks-Gunn,
1979).  Another approach to understanding self-recognition
involves studying the way people recognize their own faces
(Tsakiris,  2008),  particularly  the  neural  mechanisms
involved in this process (Devue et al., 2007). 

A third  approach  to  study  self-recognition  is  based  on
recording  people's  movements,  and  presenting  sparse
versions  of  these movements,  to  examine whether  people
can recognize their own movements, when presented next to
others'  movements  (Loula  et  al.,  2005).  An  influential
experiment  (Johansson, 1973) created 'point  light  walkers'
by attaching lights to participants' joints, and filming their
walking in a dark room. When presented sets of such point
light videos, with one encoding their own movements and
another  encoding  someone  else's  movements,  participants
could  recognize  their  own  movements.  Extending  this
approach,  Knoblich  and  Prinz  (2001)  showed that  people
can recognize their own handwriting traced by a moving dot

of light, and their own clapping from a set of recordings of
clapping  (Flach,  Knoblich  &  Prinz,  2004).  Similarly,
pianists can pick out their own rendition of a piece from a
set  of  recordings  of  the  same  piece  (Repp  &  Knoblich,
2004). People can also recognize their own manipulation of
a puppet (Mazalek et al., 2009), as well as virtual avatars
that encode their own movements (Mazalek et al., 2010). 

This type of self-recognition is explained by the theory of
common coding (Prinz, 1992; 1997; Hommel et al., 2001),
which postulates that execution, perception and imagination
of movements share a common code at the neural level. This
code  leads  to  the  automatic,  but  covert,  activation  of  the
motor system when perceiving biological movements. This
covert activation of the motor system (or simulation) allows
the  participant  to  judge  which  encountered  movement  is
more familiar, and this familiar movement is then identified
as one's own movement.

In the study reported here, we extend this line of research
in  two  ways.  One,  we  investigated  whether  the  self-
recognition  effect  holds  for  proprioceptive  control
(Donaldson, 2000), by examining recognition of own eye-
movements when presented in a format similar to the point
light walker, where the eye movements made during tasks is
displayed  using  a  red  dot  moving  in  a  dark  background.
Results  show  that  people  can  recognize  their  own  eye
movements,  but  the  recognition  response  is  different  for
males  and  females.  Second,  we  argue  that  the  common
coding/simulation  account  is  insufficient  to  explain  our
results,  and  propose  a  related  model,  where  overt eye
movements trigger covert body movements.

Experiment Design
Briefly, we recorded eye movements of participants using

a wearable eye tracking glass (Tobii), while they executed
four  actions.  Two  of  the  actions  were  familiar  (walking,
climbing)  and  involved  systematic  eye  movements  in
relation to whole body movements. The other two actions
(walking with one leg tied to another person's leg, shading
different  sized  circles  in  a  sequence)  were  chosen  to
minimize the systematic connection between eye movement
and whole-body movement. These tasks were chosen based
on pilot testing, where participants were shown actual scene
videos  (i.e.  the  world  as  seen  by  the  wearer  of  the  eye
tracking glass) generated by the tracker software. The eye
movements  were  superimposed  in  this  video  scene  as  a
moving red dot.  Participants could identify their  own eye
movements,  as  well  as  others'  movements,  in  these scene
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videos.  Interviews  suggested  that  this  was  achieved  by
identifying  the  walking  style  of  the  participant  in  these
videos, particularly the head movement patterns, which are
encoded  in the way the scene  moves  ('bounces')  in  these
videos, as the external world moves in tandem with the head
movements.  To  remove  these  body  movement  cues,  we
superimposed the eye movements on a black background,
thus  removing  all  scene  movement  information.  These
videos minimize head movement cues. However, it was felt
that  some  systematic  body  movement  may  still  be
embedded  in the eye movement patterns, and this implicit
body movement could be used as a cue for recognizing one's
own movement. Two tasks (3-leg, drawing) were developed
as  controls  to  address  this  issue,  as  these  tasks
disrupt/minimize the connection to full body movement.

A week after recording the videos using the eye tracking
glass,  participants  did  a  2-alternative  forced  choice  task,
where two black background videos were displayed side by
side in each trial (one showing their own eye movements,
the  other  showing  another  person's  eye  movements).
Participants had to identify their own eye movements. 

Materials and Methods
The design of the study followed the standard format of the
earlier  self-recognition  studies  (Knoblich  &  Prinz,  2001,
Mazalek  et  al.,  2009;  2010).  All  participants  individually
completed two separate protocols, a recording block and a
test block, with an intervening interval of 7-12 days. In the
recording block, they completed a set of four actions: 

(1) walking in a corridor (walk)
(2) climbing four flights of stairs (climb)
(3) walking  in  a  corridor,  with  one  leg  tied  to  an

experimenter's leg (3-leg)
(4) shading differentially sized circles on an A3 sheet

with a pencil (draw)
The primary recording was done without any instruction on
the  details  of  the  experiment.  After  completing  the  four
actions  once  without  any  instruction,  participants  were
selected randomly to receive one of  two instructions:

(A)  be  aware  of  how  your  eyes  are  moving  as  you
perform these tasks

(B) next week, we will ask you to try and pick out your
eye movements from two sequences of eye movements
Participants given instruction (B) were also shown a demo
of the recognition task performed in the test block (Figure
1). After receiving one of the instructions, participants were
asked to complete all four tasks again, remaining mindful of
the instructions they had received. 
   This condition explored the role of instruction, if any, in
identifying one's own eye movements. Knowing about the
recognition task in advance provided participants the option
of laying down eye movement markers if they wished, and
then do the recognition explicitly, based on these markers. If
such an explicit strategy is used, and it is effective, accuracy
in  self  recognition  would  be  very  high  for  the  videos
recorded  with instruction.  However,  given the absence  of
scene elements in the black background videos, it would be

very  difficult  for  participants  to  refer  to  and  track  any
markers to identify their own eye movements.
   In the test block, run after  a week, each participant was
first shown a demo, where two videos were shown, and the
experimenter showed how to select a video using keyboard
input (Q for left video, P for right video). Participants were
instructed that their task was to select the video that showed
their  own  movement.  Once  a  participant  indicated
understanding of the setup, we showed them 8 recordings (4
tasks  x  2  instruction  conditions)  of  their  eye  movements
alongside  those  of  another  participant  randomly  selected
from our participant pool (a new contrast participant picked
for each of the 8 trials). The relative position of the videos
was selected as the outcome of a Bernoulli trial (p = 0.5).
Videos recorded without instruction were shown first in the
block, followed by videos recorded with instruction. 

Figure 1: Screenshot of the choice task

 The  videos  participants  saw  were  generated  with  a  C
program, using screen coordinates of gaze-points detected
by the tracker. The program determined where on the screen
a circle sized 20 pixels would be drawn across a series of
frames.  We  sampled  the  frame  rate  of  the  videos  to
synchronize with the 30 fps rate of the tracker, to ensure that
the  eye  movements  retained  their  original  timing  in  the
video. Videos were looped indefinitely until the participant
was  ready  to  make  a  choice.   (see  videos  at  this  link:
http://gnowledge.org/~sanjay/LSR/Cogsci_2014/)
  The study was run in two phases, an exploratory phase,
and  a  testing phase.  In  the exploratory  phase,  we ran  20
participants (10 males, 10 females), and analysed the data.
This  analysis  identified  a  clear  gender  difference  in  self
recognition. The testing phase, with another 22 participants
(11 males, 11 females), was run to test the robustness of this
effect. We report the combined data from the two phases, as
the results were similar for both phases. We also combine
the  instruction  and  no-instruction  data,  as  there  was  no
significant difference between the two conditions.

Participants
Across  the two phases,  we recruited  21 males  (mean age
23.6, S.D. 6.5 years) and 21 females (mean age 22.7, S.D.
4.9  years),  with  uncorrected  normal  vision.  Informed
consent was obtained from all participants. During testing,
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one of the female participants reported physical discomfort
and withdrew consent  for  participating in the experiment.
Another  participated  in  part  1  of  the  experiment  (video
recording),  but  could  not  participate  in  the  second  part
(recognition).  Thus,  our  final  sample  contained  40
participants (20 males, 20 females). The response time data
for two participants was lost due to a computer problem, so
this data is reported only for 38 participants. All participants
were volunteers, and were students or staff members of our
institute. All were originally naive as to the purpose of the
study, and with no previous experience with eye tracking. 

Apparatus
For recording eye-tracking data, we used the Tobii Glasses
system,  which  is  a  lightweight  (75  gms)  wearable  eye-
tracker  (Figure  2).  Participants  performed  the  recognition
task  on  a  custom application  designed  using  UNIX shell
scripts  (Figure  1)  running  on  a  15”  screen  laptop.  Data
collection and analysis was done using GNU Octave.

 Figure 2: Tobii Eyetracking Glasses, used to record eye
movements in the study (Source: Tobii.com)

Data collection and analysis
We recorded accuracy and response time data for each of
the eight recognition trials.  To ensure  reliability,  response
time was recorded using UNIX system calls.
 Statistical  significance  for  testing  whether  a  particular
sample performed better than chance on any subset of the
tasks was assessed against a binomial distribution generated
using an identical number of trials as the sample size. Chi-
square  proportion  testing  was  used  to  differentiate
performance between pairs of samples. 

Results
Our overall  sample performs almost exactly  as by chance
(accuracy  mean  %  =  48.1).  However,  the  histogram  of
performance  quality  is  not  binomially  distributed  as  one
would expect from a random outcome (see Figure 3).
 The true distribution of outcomes we obtained suggested a
bimodal  generative  process,  viz.,  there  might  be  two
subpopulations  in  our  sample,  one  of  which  is  able  to
recognize  their  gaze  data,  and  the  other  not.  Such  an
inference, however, is susceptible to the possibility of over-

fitting  the  data.  One  way  to  disambiguate  would  be  to
identify discriminative features of these hypothesized sub-
populations.   When  we  tried  to  do  so,  we  immediately
encountered a strong gender effect in our data.

Figure 3: Deviation of the performance of our participant
sample  from  random  behavior  predicted  by  the  null
hypothesis.  We  plot  a  histogram  of  the  number  of
participants getting different number of trials right (max =
8) against a plot showing the baseline binomial distribution
we  would  obtain  from  1000  repetitions  of  40  Bernoulli
trials. Error bars are 2 SD across.

As  Table  1  shows,  males  recognize  themselves  in  the
walk and climb tasks (actions involving a close connection
between  eye  movements  and  whole-body  movement)  at
rates  significantly  better  than  chance.  Females  perform
below chance, significantly for the climb and 3-leg task, and
at trend level in the walk task. 

Males took more time than females overall in making the
recognition decisions (p=0.03), but this difference was not
significant for individual tasks. 

Figure 4: The gender effect in the recognition task. Males
clearly outperform females (p<0.005), and a random

baseline, in identifying themselves from prior recordings of
their eye movements. Error bars are 2 SD across. 
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As Figure 4 shows, males significantly outperform  females
(p<0.005)  in  recognizing  their  own  eye  movements.  The
difference in these two populations accounts largely for the
deviation from chance behavior seen in Figure 3. 

Table 1: Average accuracy for male and female  cohorts in
the recognition task

Tasks Male Female

Walk 65.00%* #37.50%

Climb 67.50%** *30.00%

3-leg 42.50% **30.00%

Draw 47.50% 55.00%

* p=0.013
** p= 0.0008

* p=0.04
** p= 0.03
# p= 0.14

Discussion
Our results show that:

1)  Males  recognize  their  own  eye  movements
significantly above chance in the walk and climb tasks.

2) The same participants cannot recognize their own eye
movements in the 3-leg and drawing tasks.

3)  Females  perform  below chance,  significantly  in  the
climb and 3-leg tasks, and at trend level in the walk task.

4) Females take less time than males to make a decision.
We will first discuss results 1 and 2. One possible account

for this pattern of results would be a strictly localist model,
where the eye is treated as a standalone movement system,
and proprioception of the eye muscles (Donaldson, 2000) is
the possible mechanism involved in the self/other judgment.
In  this  view,  the  eye  moves  in  specific  patterns  while
executing  the  actions during the  recording  session.  When
the gaze-point data is played back as a video in the choice
task,  similar  eye  movement  patterns  are  overtly activated
while watching each gaze point video, as watching the gaze
point  move recruits  smooth pursuit.  One of the overt  eye
movement  patterns  activated  by  the  gaze  point  videos
appear  familiar  to  the  participant,  based  on  previous
proprioceptive experience. This video is then identified as
one's  own  movement.  Note  that  this  account  does  not
assume  common  coding,  and  the  associated  covert
activation  of  the  motor  system,  as  eye  movements  are
overtly executed during the choice task, and the familiarity
judgment is based on this overt movement.

However, in this account, participants would be expected
to recognize their own eye movements in the three-leg and
the drawing tasks as well, because the eye would move in
familiar patterns for their own video, for all the tasks. Since
our results show recognition above chance for males only in
the walking and climbing tasks,  and not in the 3-leg and
drawing tasks, this account does not explain our results.

Remember  that  the  latter  two  tasks  (3-leg,  drawing)
minimize  systematic  head  movement  patterns,  and  were
developed as controls to address the issue of embedded head

movements  in  the eye  movement  videos.  The inability  of
male  participants  to  identify  themselves  in  these  tasks
suggests  that  information  about  body  movement,
particularly  head  movement,  is  used,  implicitly,  while
recognizing  one's  own  eye  movements  in  the  walk  and
climb conditions. This means a mechanism that can access
body  movements  from  eye  movements  is  required  to
account for our results.

A good candidate mechanism is common coding (Prinz,
1992;  1997;  Hommel  et  al.,  2001),  which  postulates  a
common  representation  at  the  neural  level,  connecting
execution, perception and imagination of movements. Self-
recognition effects are explained by the covert activation of
familiar (one's own) motor patterns, which are triggered, via
common coding, by the perception of movement. 

In all the cases of self-recognition where common coding
is  provided  as  the  explanation  (Knoblich  & Prinz,  2001;
Flach, Knoblich, & Prinz, 2004; Repp & Knoblich, 2004;
Mazalek  et  al.,  2009;  2010),  the  choice  task  involves
perceiving a  biological  movement.  In  our  case,  the
perception  also  leads  to  the  actuator  (the  eye)  moving
overtly,  in  patterns  similar  to  the  movements  originally
executed during the recording phase. The motor activation is
overt, but this overt replay of executed eye movements is
not enough for males to identify one's own eye movement in
every case, as the recognition happens only in the walking
and climbing tasks,  where the eye movements occur with
systematic  body  movements.  This  suggests  full  body
movements are accessed, and they may even be required, to
identify one's own eye movements.

How could full body movements be accessed via the overt
activation of eye movements? Common coding theory does
not  provide  an  account  of  such  a  mechanism.  To extend
common coding theory to  include such a mechanism, we
propose  that  this  is  achieved  by  a  two-way  oculo-motor
coupling, where overt eye movements trigger covert motor
plans, and, in the other direction, planned motor movements
trigger  compatible  eye  movements.  In  this  view,  body
movements  in  response  to dynamic environmental  stimuli
(such  as  catching  a  suddenly  thrown  ball)  are  eye
movements 'writ  large',  so to speak, as the pattern of eye
movement  (such  as  smooth  pursuit)  generated  by  the
dynamic  stimuli  provides  real-time,  precise,  often  scaled,
information  for  the  motor  plan.  In  the  other  direction,
planned motor movements  (such as  inserting a door key)
lead to 'orienting' eye movements, which can act as forward
models that help plan and execute fine motor movements. 

A crude  analogy for  this  two-way coupling could be  a
pantograph, which allows a small figure traced using a pen
to be automatically converted to a large figure traced using
another pen, coupled to the first pen using a parallelogram
structure  (Figure  5).  The  pantograph  can  convert  large
drawings to small ones as well. This system only provides
scaling, and is thus not a good analogy for complex control.
A more  sophisticated  analogy  for  the  coupling  between
body  movements  and  eye  movements  would  be  Watt's
Centrifugal Governor (van Gelder, 1997), a dynamic control
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system that mechanically regulates the speed of the steam
engine. van Gelder (1997) proposed the Watt Governor as a
model of the mind, arguing for a dynamic systems approach
to  cognition.  Our  proposal  is  inspired  by this  model,  but
combines it with the imagery and representation possibilities
of common coding, which are based on covert and off-line
activation of the common code. The overt eye movements
thus work as an embodied emulator (Grush, 2004).

Figure 5: A pantograph (Source: Wikipedia)

    In our proposal, the eye functions as a physical micro-
simulator that is coupled to the external world in real-time,
similar  to  the  Watt  Governor.  The  state  of  the  world
activates  the  eye  overtly,  and  this  movement  provides
precise  and real-time parameters  to  the  motor  system for
environment-driven motor plans. For intended actions, i.e.
actions driven by the self and not by the environment, the
eye  again  moves  overtly, but in  micro-simulator  mode,
providing forward models (Wolpert & Kawato, 1998).
 These  overt  forward  models  allow  more  precise  and
detailed predictions than imagined models of movement. It
is  possible  that  some  of  the  parameters  of  the  imagined
movement  are  set  using  the  parameters  of  the  overt  eye
movements. Other parameters could be set by optical flow
(Gibson, 1950), which is also modulated by eye movements.
  The  eye-as-micro-simulator  model  extends the  common
coding  proposal,  by  outlining  one  specific  mechanism,
where visual pursuit of movement triggers motor activation.
In the other direction, the model predicts that imagination of
movement,  required  for  intended  actions,  would  be
accompanied  by  eye  movement  patterns  similar  to
execution/perception  of  movements.  There  is  significant
evidence for eye movement during imagination (Johansson,
Holsanova  &  Holmqvist,  2006;  Johansson  &  Johansson,
2014).  Performance  in  insight  problem-solving  improves
when  participants  are  made  to  implicitly  generate  eye
movements related to a solution (Thomas & Lleras, 2007).
Related work shows that making eye movements influence
aesthetic  judgments (Topolinski,  2010),  and the eye  pupil
adjusts to imagined light (Laeng & Sulutvedt, 2014).
  The eye-as-micro-simulator  account  explains our results
well. In the walking and climbing tasks, watching the videos
trigger overt  eye  movement  patterns,  which automatically
generate  covert  body  movements.  As  the  covert  motor
activations proceed over time, the body movement triggered
by one of the videos appear familiar to participants, and this
video is chosen as one's own eye movement. 

In the three-leg task as well, motor activation is generated
by  both  the  videos.  But  as  the  activations  proceed,  the
familiar motor pattern doesn't rise up consistently, as the eye
movements in this case are patchy, as they are influenced by

the other  person's  movements.  This  lowers  familiarity  for
the own video, leading to chance performance.

In  the  drawing  case,  minimal  body  movement  is
generated, as the task is shading a sequence of circles. The
triggered body movement is thus limited to hand movement
with a standard pattern – the eye just moves to and fro, in
tandem with the hand movement. This movement would not
activate the motor system fully, and thus the covert motor
movement would be similar for both own and other videos.
This  makes  either  both  videos  appear  familiar,  or  both
appear unfamiliar, making the choice random.

Why do females perform below chance, significantly in
the climb and 3-leg tasks,  and at  trend level  in  the walk
task? In the eye-as-micro-simulator account, they would be
expected  to  do  well  in  the  walk  and  climb cases,  as  the
proposed two-way oculo-motor coupling is a basic psycho-
physical process, and would be similar in females.

We propose  that  the  automatic  covert  activation  of  the
motor  system by eye  movements  happens  for  females  as
well,  for  both  videos.  However,  only  for  the  self  video,
further activation of the covert process is blocked, and not
allowed to proceed, by an inhibition signal. This inhibition
of the covert  body movement leads to zero motor system
response for the self video, but some from the other video,
which leads to the other  video being consistently chosen.
This explains the consistent below chance performance in
the climb and walk cases.  Interestingly,  this also explains
the significant below chance performance in the 3-leg case:
here also both the videos lead to covert  motor activation,
and  the  patchy  covert  activation  from  one's  own  video
(modulated  by  another  person's  movement)  is  blocked,
leading to zero motor activation for this video. This leads to
the  other  video  being  chosen  consistently.  As  the
comparison  between  no-motor-response  and  some-motor-
response  would  be  faster,  this  mechanism  account  also
explains the lower response time for females.

Why do females block the motor activation for one's own
movements from proceeding further? We propose that this is
because  of  a  strong  bias  to  control  full-fledged  mimicry
(Wang & Hamilton, 2012), and other signals of affiliation --
i.e.  a  bias  towards  not  letting  the  body  display  signs  of
interest. The activation of the motor system by one's own
eye  movement  possibly  moves  the  motor  activation  too
close  to  overt  display,  and  this  could be  one reason  why
motor activation is blocked. A related reason could be eye
movements activating the self (Baltazar et al., 2014), which
could  independently  lead  to  the  blocking,  as  situations
where the self is activated would require caution. A parallel
case is the lack of emotional arousal for recognized faces,
which  underlies  the  Capgras  delusion  (Ramachandran  &
Blakeslee, 1999), where a close relative or friend is replaced
by an imposter. Interestingly, Capgras delusion occurs more
frequently in females (Todd, Dewhurst & Wallis, 1981).

This account leads to a specific prediction about neural
activation in our task: a continuing motor area activation for
males,  and  a  short  activation  and  then  inhibition  of  the
motor area for females. This prediction is best tested using
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an  electro-physiology  study  using  the  same  recognition
paradigm. We are currently developing such an experiment. 

It  is  possible that  the inhibition response  we report  for
females is specific to our study population, as the study was
done in a cultural milieu where overt physical signaling by
females is discouraged. Cross-cultural studies are needed to
test whether the effect is specific to cultural environments
where females are cautious about overt physical responses.
If yes, this specificty would provide a window to explore
how the oculo-motor coupling is tuned by cultural norms.
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Abstract 

Short-term memory and working memory are two distinct 
concepts that have been measured in simple and complex 
span tasks respectively. A new span task was designed to 
manipulate a chunking factor while using a procedure similar 
to simple span tasks. This span task allowed studying the 
interaction between storage and processing in working 
memory, when processing is fully dedicated to optimizing 
storage. The main hypothesis was that the storage × 
processing interaction that can be induced by the chunking 
factor is an excellent indicator of intelligence because both 
working memory and intelligence depend on optimizing 
storage. Two experiments used an adaptation of the SIMON® 
game in which chunking opportunities were estimated using 
an algorithmic complexity metric. The results show that the 
metric can be used to predict memory performance and that 
intelligence is well predicted by the new chunking span task 
in comparison to other simple and complex span tasks.  

Keywords: working memory; span tasks; chunking; 
information complexity; fluid intelligence 

Introduction 
The present study is concerned with determining the 

limits of the short-term memory (STM) span, measured by 
the length of the longest sequence of items that can be 
recalled over brief periods of time. One issue when 
measuring individuals’ memory spans is that they are 
inevitably related to other processes that might inflate their 
measures, such as information reorganization into chunks 
(e.g., Cowan, 2001, Cowan, Rouder, Blume & Saults, 2012; 
Feigenson & Halberda, 2008; Mathy & Feldman, 2012; 
Miller, 1956) and long-term memory storage (e.g., Ericsson 
& Kintsch, 1995; Gobet & Simon, 1996; Guida, Gobet, 
Tardieu, & Nicolas, 2012). We aim to investigate how 
information reorganization through chunking can be used to 
optimize immediate recall by developing a new simple span 
task based on chunking. The new task is based on a measure 

of complexity that allows one to capture the sum of 
information that can be grouped to form chunks. In this 
paper, we examine how this new span measure relates to 
intelligence and other span tasks measures.  

Span Tasks Taxonomy 
Simple span tasks traditionally require retaining a series 

of items (digits, words, pictures), whereas in complex span 
tasks, participants have to maintain the to-be-recalled 
material while continuously performing concurrent tasks. 
Therefore, it has been assumed that short-term memory and 
working memory refer to the storage and the storage + 
processing of information respectively. Complex spans have 
been reported to be better predictors of complex activities 
and fluid intelligence than simple spans (Unsworth & Engle, 
2007a, 2007b), and particularly for Raven's Advanced 
Progressive Matrices (Conway, Kane, Bunting, Hambrick, 
Wilhelm, & Engle, 2005). However, simple span tasks are 
still used in several intelligence tests (such as the 
Weschler's) since their use with patients in diverse medical 
contexts is easy, the instructions are simple and the subtests 
can be done without the need of a computer. Interestingly, 
Unsworth and Engle (2007a) recently showed that 
increasing list-lengths could increase the prediction of fluid 
intelligence in simple spans. These results indicated that 
simple spans considered to be only “storage tasks” can be 
viewed as “storage + processing” tasks as well.  

Our idea was to devise a memory span task in which both 
storage and processing could be measured simultaneously 
and independently, and we argue that this can be done by 
inducing a chunking process. The main contribution of the 
present study is to allow independent manipulation of 
processing and storage, sliding across the [(storage) ... 
(storage + processing)] continuum, and to investigate the 
contribution of the processing component to the 
optimization of storage capacity. A second aim was to 
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measure the relationship between this hypothesized 
optimization process and fluid intelligence. 

 

Chunking Span Tasks  
Several studies have studied the formation of chunks in 

immediate memory when encouraging chunking and while 
avoiding long-term learning effects (Bor et al., 2004, 2003; 
Bor & Owen, 2007; Mathy & Feldman, 2012; Mathy & 
Varré, 2013). The present study continues this line of 
research in order to show that participants exposed to simple 
sequences of colors show higher recall for more regular 
sequences without particular relation to prior knowledge in 
long-term memory. Our new task is based on the framework 
of SIMON®, a classic memory game from the 80s that 
consists of immediately reproducing sequences of colors. 
The device lights up colored buttons at random and 
increases the number of colors by adding a supplementary 
color at the end of the previous sequence whenever the 
reproduction by the player is correct. This task has 
interesting properties as it is resistant to practice effects, 
habituation, and proactive interference across trials (Gendle 
& Ransom, 2006). There were two important differences 
between the original game and the present adaptation. First, 
a given chosen sequence was not presented progressively 
but entirely in a single presentation. For instance, instead of 
being presented with a “1) blue, 2) blue-red, 3) blue-red-red, 
etc.”, that is, three series of the same increasing sequence 
until a mistake was made, the participant in this case would 
be given a blue-red-red sequence from the outset. If correct, 
a new sequence was given, possibly using a different 
complete length, so there was no sequence of increasing 
length that could have favored a long-term memory process. 
Second, no sounds were associated with any of the colors. 

Complexity for Short Strings 
To estimate the chunking opportunities of the sequences 

of colors, a compressibility metric was sought to provide an 
estimation of any possible grouping process. More 
complexity means less chunking opportunities. Less 
complexity means that a sequence can be re-encoded for 
optimizing storage and in this case, our idea is that 
processing takes precedence over storage. A major difficulty 
one encounters in this type of study is due to the apparent 
lack of a normalized measure of compressibility—or 
complexity. Some formal measures such as entropy are 
actually widely used as proxy for complexity, but they have 
come under harsh criticism (Gauvrit, Zenil, Delahaye, & 
Soler-Toscano, 2014). For instance, entropy only depends 
on the relative frequencies of the different outcomes. Thus, 
according to entropy, the two strings “red-blue-red-blue-
red-blue-red-blue” and “red-blue-blue-red-blue-red-red-
blue” are equally complex since the two colors appear in the 
same proportion in each sequence. The fact that the first one 
can be compressed as “4 times red-blue” is not detected by 
entropy. Our compressibility metric is based on algorithmic 
complexity, which formally is defined as the length of the 

shortest program that outputs a string (Li & Vitányi, 2009). 
Contrary to long strings, the algorithmic complexity of short 
strings (3-50 symbols or values) could not be estimated 
before recent breakthroughs (Delahaye & Zenil, 2012; 
So1er-Toscano, Zenil, Delahaye, & Gauvrit, 2013, 2014), 
thanks to which it is now possible to obtain a reliable 
estimation of the algorithmic complexity of short strings (3-
50 symbols or values). 

The algorithmic probability m(s) of a string s is defined as 
the probability that a randomly chosen deterministic 
program running on a Universal Turing Machine will 
produce s and halt. This probability is related to algorithmic 
complexity by way of the algorithmic coding theorem which 
states that K(s) ~ –log2(m(s)), where K(s) is the algorithmic 
complexity of s. Instead of choosing random programs on a 
fixed Universal Turing Machine, one can equivalently 
choose a random Turing Machine and have it run on a blank 
tape. This has been done on huge samples of Turing 
machines (more than 10 billions Turing Machines), and led 
to a distribution d of strings, approximating m. The 
algorithmic complexity for short strings of a string s, acss(s) 
is defined as –log2(d), an approximation of K(s) by use of 
the coding theorem. 

The idea is not that the human brain operates as Turing 
machines, but in fact, this method is used here to provide 
approximations to capture any kind of regularities in a 
string. Algorithmic complexity is, in a way, the normative 
ultimate measure of compressibility or “chunkability”. For 
example, Table 1 shows length and complexity of a random 
sample of sequences used in our chunking span tasks and 
presented to the participants, after being coded into 
sequences of colors. 

 
Table 1: Examples of sequences; Note: each digit codes 

for a specific color, for example, “31131331” codes for  
“red-blue-blue-red-blue-red-red-blue” 

 
Sequence Length Complexity 
2223332 7 21.4476 
2232113 7 22.5040 
12121212 8 22.7576 
31131331 8 24.8765 
424242244 9 26.7262 

 

Relationship Between Storage × Processing and 
Intelligence 

Bor and colleagues (Bor, et al., 2004; Bor, Duncan, et al., 
2003; Bor & Owen, 2007) introduced systematic regularities 
that encouraged the participants to chunk redundancies in 
list of digits. More formally, chunking was induced in our 
task by manipulating the algorithmic complexity of the to-
be-remembered series of colors, which allowed varying 
gradually the probability to form a chunk in working 
memory.  
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It is assumed that the most complex sequences cannot be 
easily reorganized and as such they reduce processing 
opportunities and mainly involve storage. Conversely less 
complex sequences are assumed to favor the occurrence of 
chunking via reorganization of the material and should thus 
involve storage × processing. This interaction aims to 
identify situations where an individual having low storage 
and high processing capacities could obtain a span similar to 
someone having high storage and low processing capacities. 

Experiment 1 only aimed at studying the storage × 
processing capacity and verified its relationships to other 
span tasks and IQ. Experiment 2 used two conditions 
enabling us to hypothesize a better separation between the 
storage and storage × processing capacities, and their 
relationships to other span tasks and IQ.  

Experiment 1 was very liberal with random sequences of 
colors, which lead us to develop a specific estimation of 
memory capacity. Experiment 2 on the contrary used similar 
sequences across participants that allowed us to use a more 
standard scoring method for computing a memory span. 

Experiment 1 

Method 
Participants and Procedure  
The tests were administered to 183 students (Mage = 21; SD 
= 2.8) in the following order: the Chunking span task 
(SIMON), the Working Memory Capacity Battery (WMCB) 
(Lewandowsky, Oberauer, Yang & Ecker, 2010) and 
Raven’s APM (Raven, 1962) (set #2, 40 minutes). The 
WMCB includes four tasks: a memory updating task (MU), 
two complex span tasks (operation and sentence span, OS 
and SS), and a spatial simple span task (spatial short-term 
memory, SSTM). 
Chunking Span Task  

Fifty random to-be-memorized sequences of colored 
squares appearing one after the other was displayed (see 
Figure 1). In the recall phase, four colored buttons were 
displayed and participants could click on them to recall the 
sequence they had memorized. 

 

 
 

Figure 1: Example of a sequence of three colors of the 
Chunking Span Task. 

Results 
Effect of Complexity  
The relationship between complexity measure and sequence 
length seems quite obvious. However, in order to assess and 
compare the respective impacts of complexity and list-
length we used a logistic regression. A stepwise forward 
model selection based on BIC criterion suggested dropping 
the interaction term. This model showed a significant 
negative effect of complexity (z(9147) = -23.84, p < .001, st. 
coef. = -5.7 [coef. -.69]) as shown in Figure 2, and although 
length had a detrimental effect on recall (z(9147) = 16.27, p 
< .001, st. coef. = 3.74 [coef. 1.46]), this effect was more 
than compensated by the detrimental effect of complexity, 
meaning that long simple strings were easier to recall than 
shorter but more complex strings. In other words, the effect 
of complexity was stronger than the effect of length. 
 

 
 

Figure 2: Proportion correct as a function of complexity 
in Experiment 1. Note: Error bars are +/- 1 SE. 

 
Correlations and factor analysis 

Table 2 shows the correlations between measures 
aggregated by participants, including the global WM score 
for the entire WMCB, the Raven’s APM (RAVEN), and the 
Simon span task (SIMON). The correlation matrix shows 
that in terms of prediction of the Raven’s score, the Simon’s 
score is comparable to the composite WM score produced 
by the WMCB (this range of correlations corresponds to 
that found in the literature).  

 
Table 2: Correlation matrix for Experiment 1.  

Note: ** p < .001. 
 

 SIMON WM 
RAVEN .428** .437** 
SIMON  .531** 

 
One important aspect to recall is that SIMON, MU, and 

SSTM each allow the stored items to be processed while 
both OS and SS are standard complex span tasks that 
separate processing and storage. One hypothesis was that 
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performance on the SIMON span task should better 
correlate with MU and also with SSTM. A second 
prediction was based on the idea that the tasks in which the 
stored items are fully processed (i.e., involving storage × 
processing) would better predict the average Raven’s score. 
The correlation between MU and the Raven was effectively 
the highest (r = .572), and the Simon was the second task to 
better correlate with the Raven. The Simon also best 
correlated with both MU and SSTM (two tasks in which 
processing is effectively dedicated to storage).  

We conducted a principal component analysis to extract 
two factors, which were expected to separate a storage 
component from a processing component. The two 
components accounted for 40% and 30% of the variance 
respectively (the respective eigenvalues being 2.4 and 1.8, 
instead of 3.3 and .89 for the unrotated initial solution). We 
interpreted the two factors as clearly separating the complex 
span tasks (in which processing is estimated alone, while 
processing is saturated) and the tasks in which processing 
was dedicated to storage, but it is still difficult to see how 
the processing and storage components are separated in 
these analyses by the respective factors. The data were then 
submitted to a confirmatory factor analysis using IBM SPSS 
AMOS 21. A latent variable representing a construct in 
which storage and processing are separated and another 
latent variable representing a construct in which both 
processes interact (the processing component) were 
sufficient to accommodate performance. The fit of the 
model is shown in Figure 3 (χ2(7) = 2.82, p = .90; CFI, 
comparative fit index = 1.0; RMSEA, root mean squared of 
approximation = 0.0; RMR, root-mean square residual = 
.063). These results, confirmed by a comparison of 
correlation coefficients (z = 15.7, p < .001), showed that the 
Raven’s scores are better predicted by the construct in 
which storage and processing are combined (r = .64, 
corresponding to 41% of shared variance, instead of r = .36 
when separated), a construct that can be reflected in the 
present study by our chunking span task, a memory 
updating task, and a spatial simple span task.  

 

 
 

Figure 3: Path model for factor analysis from Exp. 1. 
Correlations and loadings are std. estimates. OS, operation 

span; SS, sentence span; SIM, chunking span task; MU, 
memory updating; S and P, storage and processing; RAV, 

Raven’s APM. 

Experiment 2 

Method 
Participants and Procedure  

The tests were administered to 107 students (Mage = 22.9, 
SD = 5.9) in the following order: the Simon chunking span 
task (SIM), the digit simple-span subtests of the WAIS-IV 
(Wechsler, 2008): the Digit Span Forward (DSF) which 
requires recalling a series of digits in correct order, the Digit 
Span Backward (DSB) which requires recalling a series of 
digits in reverse order, and the Digit Span Sequencing 
(DSS) which requires recalling a series of digits in 
ascending order, and finally the Raven (set #2, 40 minutes; 
N = 95 because the Raven was optional for getting extra 
course credits). 
Chunking Span Task  

Procedure and scoring of the span followed that of the 
WAIS: the length of the presented sequences progressively 
increased, starting with length two, then three, etc. The 
longest span attained at least once was considered as the 
subject’s span. Each participant was administered two 
complexity conditions. The Simple condition was conducive 
to inducing a chunking process, while the Complex 
condition allowed less chunking opportunities and as such 
was considered as mostly soliciting the storage component.  

Results 
Effect of Complexity  

The logistic regression (see Figure 4) showed a 
detrimental effect of complexity on recall (z(2651) = 9.77, 
p < .001, st. coef = -6.41 [non standardized: -.95]) and also 
an effect of length (z = 6.273, p < .001, st. coef= 3.94 [non 
standardized: 2.01948]).  

 

 
 

Figure 4: Proportion correct as a function of complexity 
in Experiment 2. Note: Error bars are +/- 1 SE. 

 
Correlations and factor analysis 

Despite the moderate difference between the two mean 
spans observed between the simple and complex conditions, 
Table 3 shows that these two conditions highly correlated 
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(r = .42), in comparison with other variables. Similarly, 
DSF and DSB shared the greatest percentage of variance 
(r = .47, p < .001), as well as DSB and DSS (r = .48, 
p < .001). Thus the digit spans showed high mutual 
correlation, but none of the digit span tasks correlated more 
with either Simon simple or Simon Complex than the two 
together. One possibility is that the participants could still 
chunk many of the most complex sequences, making the 
two Simon conditions akin, and accounting for the slight 
difference of 1.25 colors reported above. The possibility that 
participants chunk the less compressible sequences does not 
contradict compressibility theories because the estimate of 
the compressibility of a string is an upper bound (meaning 
that there can always be a way to compress a string more 
than it is expected). Regarding correlations with the Raven, 
the highest correlation was found with DSB, but the 
multicollinearity of the data makes interpretation of the 
pairwise correlations difficult.  

 
Table 2: Correlation matrix for Experiment 2. Note: 

SIMPL, COMPL, mean span in simple and complex 
conditions; DSF, DSB, DSS, Digit Span Forward, 

Backward, Sequencing; Note: ** p < .001. 
 

 Compl DSF DSB DSS RAV 
Simpl .422** .294** .337** .157** .413** 
Compl   .229** .353** .310** .385** 
DSF   .473** .273** .290** 
DSB    .476** .446** 
DSS     .297** 

 
Principal component analysis was used to explore our 

data and to extract two factors (which were expected to 
separate the chunking span tasks and the WM span task). 
The two factors clearly separated the digit span tasks and 
the chunking span tasks. It is worth noting that the Raven 
loaded with the chunking span tasks. 

The data were submitted to a confirmatory factor analysis 
using IBM SPSS AMOS 21 in order to test the prediction 
that tasks allowing the processing and storage components 
to fully function together in association to optimize storage 
are better predictors of general intelligence than the STM 
span tasks of the WAIS. A latent variable representing a 
chunking construct (derived from the Simon span tasks) and 
another latent variable representing a simpler STM construct 
(derived from the digit span tasks of the WAIS) were 
sufficient to accommodate performance. The fit of the 
model shown in Figure 5 was excellent (χ2(7) = 3.2, p = 
.87; CFI, comparative fit index = 1.0; RMSEA, root mean 
squared of approximation = 0.0; RMR, root-mean square 
residual = .049; AIC and BIC criterions were both the 
lowest in comparison to a saturated model with all the 
variables correlated with one another and an independence 
model with all the variables uncorrelated). These results, 
confirmed by a comparison of correlation coefficients (z = 
1.82, p = 0.03), showed that the Raven’s scores are best 

predicted by the Chunking latent variable, a construct that 
can be reflected in the present study by the two chunking 
span tasks. 

 

 
 

Figure 5: Path models for confirmatory factor analysis 
from Exp. 2. Correlations loadings are std. estimates. Note: 

Simple, Complex, simple and complex conditions; DSF, 
DSB and DSS, Digit Span Forward, Backward and 

Sequencing. 
 

General Discussion 
In two experiments, we found that span tasks involving a 

chunking process were structurally closer to the 
performance on the Raven's than any complex span task of 
the WMCB and any of the simple span tasks of the WAIS. 
The present study shows that simple span tasks 
can effectively compete with complex span tasks, and this 
was achieved here by prompting the creation of chunks in 
immediate memory while avoiding a long-term learning 
effect. 

Therefore, it seems likely that the span tasks better 
correlate with higher cognitive processes when they prompt 
reorganization of information. The present study concludes 
that processing and storage should be examined together 
when processing is fully dedicated to the stored items, and 
we believe that the interaction between storage and 
processing that best represents a chunking process in 
immediate memory can provide a true index of 
WM capacity. This is in line with Unsworth, Redick, Heitz, 
Broadway & Engle (2009) who argue that processing and 
storage should be examined together because WM is 
capable of processing and storing information 
simultaneously.  

Conclusion 
The rationale of the present study was that sequences of 

colors of the Simon game contain regularities that can be 
mathematized to estimate a chunking process, and that the 
quantity of chunking induced in a to-be-recalled sequence 
can represent the processing demand. The chunking span 
task allows the processing and storage components to fully 
interact to optimize storage. Although it is not commonly 
accepted in the literature that span tasks can take benefit 
from favoring the processing of the stored items (which 
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explains the plethora of complex span tasks in the 
literature), the chunking span task was found a reliable 
predictor of general intelligence in comparison to other 
simple or complex span tasks. 
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Abstract 

Recent work has begun to investigate how structured relations 
can be learned from non-relational and distributed input 
representations. A difficult challenge is to capture the human 
ability to evaluate relations between items drawn from distinct 
categories (e.g., deciding whether a truck is larger than a 
horse), given that different features may be relevant to 
assessing the relation for different categories. We describe an 
extension of Bayesian Analogy with Relational 
Transformations (BART; Lu, Chen & Holyoak, 2012) that 
can learn cross-category comparative relations from 
autonomously-generated and distributed input representations. 
BART first learns separate representations of a relation for 
different categories and creates second-order features based 
on these category-specific representations. BART then learns 
weights on these second-order features, resulting in a 
category-general representation of the relation. This 
hierarchical learning model successfully generalizes the 
relation to novel pairs of items (including items from different 
categories), outperforming a flat version of the learning 
model. 

Keywords: relation learning; generalization; distributed 
representations; Bayesian models 

Introduction 

Learning Relations from Non-relational Inputs 

A hallmark of human intelligence is the ability to learn and 

make inferences based on relations between entities, rather 

than solely on features of individual entities (for a review 

see Holyoak, 2012). A challenge for cognitive science is to 

explain how relations can be acquired. Some approaches to 

relation learning postulate some sort of grammar that 

generates possible relations, tacitly assuming that the origin 

of relational concepts is top-down (e.g., Tenenbaum, Kemp, 

Griffiths & Goodman, 2011). Doubtless some relations are 

constructed in a top-down fashion, but there is strong 

evidence that at least some relations are formed by bottom-

up processes (Mandler, 1992). For example, children seem 

to acquire comparative relations such as larger than in 

stages, first learning features of individual objects, then 

extracting specific attributes of individual objects (e.g., a 

size value), and eventually linking attributes of paired 

objects to form a binary relation (Smith, 1989). Thus a basic 

problem for cognitive science is: How can relations be 

acquired from non-relational inputs? 

A few models based on neural-network architectures 

(Doumas, Hummel & Sandhofer, 2008; Smith, Gasser & 

Sandhofer, 1997) have had some success in modeling 

bottom-up relation learning. However, it is difficult to fully 

evaluate the adequacy of proposed models of relation 

learning without first controlling the nature of the 

elementary inputs on which learning is based. A well-known 

limitation of models of analogy (for which relational 

knowledge is central) is that modelers typically create their 

own “toy” input representations, which may be tailored 

(perhaps inadvertently) so as to reduce task difficulty 

(Chalmers, French & Hofstadter, 1992). In modeling basic 

relation learning, it is critical to ensure that the non-

relational inputs on which learning operates are 

autonomously created (rather than hand-coded by the 

modeler), and are of realistic complexity. When a model of 

relation learning is forced to operate on realistic inputs, 

theoretical issues that might have gone unnoticed with 

simpler inputs are brought to the fore. 

Here we address one key issue that arises in learning 

relations from non-relational and realistically complex 

inputs: How can a learned relation be generalized to novel 

items, which have representations dissimilar to the items 

used to train the system? We first describe the basic model 

that served as our starting point, and then demonstrate how 

it could be extended to overcome apparent limits on its 

capacity to generalize. 

Bayesian Model of Relation Learning  

Recently, discriminative Bayesian models have been used to 

learn relations in a bottom-up fashion. A key idea is that an 

n-ary relation can be represented as a function that takes an 

ordered set of n objects as its input and outputs the 

probability that these objects instantiate the relation. The 

model learns a representation of the relation from labeled 

examples, and then applies the learned representation to 

determine whether the relation holds for novel examples. A 

second key idea is that relation learning can be facilitated by 

incorporating empirical priors, which are derived using 

some simpler learning task that can serve as a precursor to 

the relation learning task (Silva, Heller & Ghahramani, 

2007). 

These ideas were incorporated into Bayesian Analogy 

with Relational Transformations (BART), a discriminative 
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model that can learn comparative relations from non-

relational inputs (Lu, Chen & Holyoak, 2012). Given 

independently-generated feature vectors representing pairs 

of animals that exemplify a relation, the model acquires 

representations of first-order comparative relations (e.g., 

larger, faster) as weight distributions over the features. The 

richest and most complex feature representations we have 

used are derived by applying the topic model (Griffiths, 

Steyvers, & Tenenbaum, 2007) to the English Wikipedia 

corpus. The output of the topic model is used to create a 

real-valued feature vector for each word. The simulations 

presented here are based on topic vectors. 

BART represents a relation using a joint distribution of 

weights, w, over object features. A relation is learned by 

estimating the probability distribution ,( ,| )P
S S

Rw X  where 

S
X  represents the feature vectors for object pairs in the 

training set, the subscript S indicates the set of training 

examples, and S
R

 
is a set of binary indicators, each of 

which (denoted by R) indicates whether a particular object 

(or pair of objects) instantiates the relation or not. The 

multivariate distribution of weights, w, constitutes the 

learned relational representation, which can be interpreted 

as quantifying the influence of the corresponding feature 

dimensions in X on judging whether the relation applies. 

The weight distribution can be updated based on examples 

of ordered pairs that instantiate the relation. Formally, the 

posterior distribution of weights can be computed by 

applying Bayes’ rule using the likelihood of the training 

data and the prior distribution of w (which we assume to be 

independent of the object-pair features in the training set, 

)
S
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The likelihood is defined as a logistic function for 

computing the probability that a pair of objects instantiates 

the relation, given the weights and feature vector: 

 .
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Tw x
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The prior, P(w), is a Gaussian distribution and is 

constructed using a bottom-up approach in which initial 

learning of simple concepts provides empirical priors that 

guide subsequent learning of more complex concepts. 

Specifically, BART extracts empirical priors from weight 

distributions for one-place predicates such as large to guide 

the acquisition of two-place relations such as larger. Lu et 

al. (2012) trained BART on the eight one-place predicates 

(e.g., large, small, fierce, meek) that can be formed using 

the extreme animals at each end of the four relevant 

continua (size, speed, ferocity, and intelligence). When 

learning a two-place relation, BART automatically chooses 

the most relevant one-place predicate based on the training 

pairs for the relation, from which the empirical prior weight 

distribution is derived. For additional details on the 

operation of the model, see Lu et al. (2012). 

BART’s learned relations support generalization to new 

animal pairs. After receiving 100 training pairs represented 

using topic feature vectors, the model discriminates between 

novel pairs that instantiate a relation and those that do not 

with about 70-80% accuracy. The model yields the classic 

symbolic distance effect (Moyer & Bayer, 1976), as 

discrimination accuracy increases monotonically with the 

magnitude difference between items in a pair. Moreover, 

BART’s learned weight distributions can be systematically 

transformed to solve analogies based on higher-order 

relations between the learned first-order relations (e.g., 

opposite). A simpler version of the model can predict 

magnitude values (based on human ratings) for individual 

objects (Chen et al., 2014), and an extension can use its 

learned relational representations to generate novel items 

instantiating the relation (Chen, Lu & Holyoak, 2013). 

Relations Linking Distinct Categories  

BART has thus demonstrated the promise of using a 

bottom-up approach to bootstrap relation learning. 

However, after being trained on animal pairs, the initial 

model failed on tests requiring generalization to inanimate 

objects (e.g., deciding if a toaster is larger than a shoe), 

performing only slightly above chance (about 57% 

accuracy). 

 This failure illustrates the importance of using realistic, 

independently-generated inputs. It would have been easy to 

hand-code a local feature representing a discriminative 

dimension (e.g., a size value) into the representations of all 

physical entities, in which case the model would readily 

generalize a relation learned from pairs within a specific 

domain (e.g., animal pairs) to all pairs of entities. But topic 

inputs do not provide such discriminative features. As a 

consequence, each relation acquired by BART is 

represented by a highly distributed pattern of weights across 

many feature dimensions. The pattern acquired using one 

subset of entities (animals) may not match the pattern 

needed to make relational discriminations for a different 

subset (inanimate objects). It is easy to imagine features that 

would impact a relational discrimination very differently for 

different classes of entities. For example, the feature “is 

from Africa” might predict that an animal is relatively large, 

but that a building is relatively small. Similarly, a topic 

feature of “found in nature” might be associated with certain 

large objects (e.g., mountain, ocean), but have weak 

predictive power for the sizes of most animals. 

 Semantic hierarchies are built out of disjunctions of 

different categories (Hampton, 1988), and more general 

categories are typically more difficult to learn than specific 

ones (e.g., Horton & Markman, 1980). Ecologically, it 

seems very likely that comparative relations most 

commonly are learned using pairs of entities drawn from a 

relatively specific category (e.g., a dog is larger than a cat; a 

bowl is larger than a glass). Nonetheless, adults are quite 

accurate in judging relative sizes of dissimilar entities they 

may never have previously considered together (e.g., a 

toaster is larger than a sparrow; Holyoak, Dumais & Moyer, 
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1979). Thus, comparative relations can be evaluated not 

only for items drawn from a single specific category, but 

also for items drawn from different categories. Here we 

describe a hierarchical extension of the BART model that 

addresses generalization across different categories, and 

report tests comparing its performance with a “flat” (non-

hierarchical) version of the same model. 

Hierarchical Model of Relation Learning 

Overview 

The computational goal is to learn comparative relations, 

such as larger, that span multiple categories (animals and 

inanimate objects), from mostly within-category examples 

(animal-animal pairs and object-object pairs) and a small 

number of cross-category examples (animal-object and 

object-animal pairs). We have developed a two-layer model 

for this task, illustrated in Figure 1. The bottom layer 

contains the raw input features, which we term first-order 

features. Based on within-category examples described by 

first-order features, the model first learns a separate, 

specialized representation of the relation for each category. 

From these initial category-specific relational 

representations, the model derives a small number of more 

abstract features (second-order features), which comprise 

the model’s second layer of features. These second-order 

features have similar interpretations across different 

categories, abstracting away differences among the 

categories in how their first-order features influence 

relational judgment. The model then learns a second layer of 

weights that operate on second-order features to predict 

whether a pair of entities (possibly from different 

categories) instantiates the comparative relation. These 

second-order weights can be learned from cross-category as 

well as within-category examples. We use a small number 

of cross-category examples in most of our simulations, but 

we also experiment with using only within-category 

examples. 

Domain and Inputs 

Although in principle our model could learn any 

comparative relation that encompasses multiple categories, 

here we focus on the larger and smaller relations between 

animals and inanimate objects. To establish the “ground 

truth” of whether various pairs of entities instantiate these 

relations, we used a set of human ratings of size for a mixed 

set of animals and objects (Holyoak et al., 1979). After 

ambiguous words (e.g., “match”) were removed, there were 

32 animals and 111 inanimate objects for which topic 

representations were available. 

To obtain topic feature vectors, we ran the topic model on 

Wikipedia corpus to obtain 300 topics. Note that deriving a 

higher number of topics would take a very long time on 

such a large corpus. The algorithm was used to generate a 

Markov chain. The first sample was taken after 1,000 

iterations, and sampling was repeated once every 100 

iterations until eight samples were produced. Each sample 

yielded a matrix in which the (i, j)th entry is the number of 

times that word i has been assigned to topic j. From this 

matrix, we derived a vector for each word based on the 

conditional probability of each topic given that word. We 

averaged the word vectors created from different samples of 

the Markov chain because they contained very similar topics 

(determined by examining the most probable words for each 

topic). 

Finally, we reduced the dimensionality of the topic 

vectors by automatically choosing 50 effective features 

(those for which learning is enabled) for animals and objects 

separately. These were simply the features most associated 

with the items in each category (i.e., those with the highest 

values summed across the items). Thus, animals and objects 

are represented by different (but possibly overlapping) sets 

of effective features. As we will see, the hierarchical model 

allows entities from different categories to be represented by 

different sets of effective features. Figure 2 provides a 

visualization of the topic vectors (reduced to 10 features) for 

10 animals and 10 objects. Note that the topic vector for 

each word is not constrained to be a probability distribution 

over topics. 

 

Figure 1: Illustration of the hierarchical model of relation learning with an example in which an animal occupies the first role 

and an object occupies the second role (e.g., whale-ocean). The first-order relational weights for animals are highlighted in 

light blue and the weights for objects are highlighted in purple. Features and weights for the second relational role are 

indicated with dashed lines. Each second-order feature is distinguished by a different color.  
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Table 1: The top 10 words associated with some example 

topics found by the topic model using the Wikipedia corpus. 

 

 

  

Figure 2: Illustration of topic vectors (reduced to 10 features 

to conserve space) for some example animals and objects, 

which are sorted by their sizes. The cell intensities represent 

feature values (dark indicates high values and light indicates 

low values). 

Operation of the Model 

Learning First-Order Weights In order to learn the initial 

category-specific relational representations, the original 

BART model is trained separately on 40 animal-animal 

pairs and 40 object-object pairs that instantiate larger (or 

smaller; we will use the larger relation to illustrate the 

operation of the model in the rest of this paper). This phase 

of learning yields two weight distributions: one that 

represents the larger relation for animals and one for 

objects. 

Deriving Second-Order Features For each category, the 

model uses k-means clustering to separate the input features 

into three clusters, based on the pattern of learned first-order 

weights across the two relational roles (i.e., larger-object 

and smaller-object). We chose k = 3 because we 

hypothesized that the weights for comparative relations 

would generally follow three distinct patterns: (1) positive 

for the first role and negative for the second role, associated 

with features that predict largeness for the particular 

category, animals or objects (the pro cluster); (2) negative 

for the first role and positive for the second role, associated 

with features that predict smallness (the con cluster); and (3) 

around zero for both roles (with a few weights that are 

positive or negative for both roles), corresponding to 

features that are uncorrelated with size (the neutral cluster). 

These patterns were indeed the three clusters that the k-

means algorithm typically found for the learned weights, as 

illustrated by the example in Figure 3. (The choice of k = 3 

is further justified by a plot of the sum of all within-cluster 

point-to-centroid distances as a function of k, in which an 

“elbow” occurs at k = 3.) 

 

  
 

Figure 3: Illustration of the first-order weights that BART 

learned for each category and the three clusters found by the 

k-means algorithm for one run of the model. Each row 

within each set of weights represents a single topic 

dimension. See Table 1 for interpretation of some of the 

topics in each cluster. Note that corresponding clusters for 

the two categories include different features. 

 

A single second-order feature is derived from each 

cluster. For a given pair of entities, each second-order 

feature is computed by taking the dot product between the 

first-order feature values in the corresponding cluster and 

the learned first-order weight means on those features. As 

illustrated in Figure 1, the weights for the appropriate item 

category and relational role are used. For example, given the 

pair whale-ocean, the role-1 weights for animals are used to 

calculate the second-order features for whale, and the role-2 

weights for inanimate objects are used for ocean. Since 

there are three clusters for each role, a total of six second-

order features are calculated for each pair of entities. 

Critically, the second-order features are indifferent to the 

identity and number of the first-order features included in 

each cluster. 

Animals

Role 1 Role 2

 

 

-1 0 1

Objects

Role 1 Role 2

 

 

-1 0 1

Topic Top 10 words 

1 fish marine fishing sea species water waters ocean shark whale 

2 food rice meat made milk foods served cuisine cooking eating 

3 wear worn wearing hair dress wore made fashion clothing black 

4 
disease virus infection cases infected HIV diseases spread human 
AIDS 

5 animals animal harry potter wild bear hunting lion horn sheep 

6 forest species plant tree plants trees wood forests native found 

7 
land agricultural farm farmers food farming agriculture crops rural 
production 

8 park hill creek mount parks area mountain trail located rock 

Animals Objects 

topic

1 2 4 5 7 11 12 1315 16

whale

cow
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dog
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mouse
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topic
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earring

pea
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Includes topics 
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Includes topic 4 
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1 and 8 
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2 and 3 

Neutral 
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Includes topic 6 
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Learning Second-Order Weights We use the original 

BART model with an uninformative prior (zero means and 

identity covariance matrix) to learn the weights on the 

second-order features from a small number (10 or fewer) of 

cross-category pairs that instantiate larger. In our 

simulations, we experiment with using different numbers of 

such training pairs. 

Baseline Model 

We compare the hierarchical model to a “flat” model that 

does not include second-order features and weights. This is 

simply the original BART model, given 40 within-category 

examples of each type and 10 cross-category examples. For 

this model, entities from different categories must be 

represented by the same set of effective features. We use the 

union of the two sets of 50 features selected for animals and 

objects, resulting in a set of 79 features. 

Simulation Results  

We evaluated the models by running them on ten different 

sets of training pairs and novel test pairs. These pairs were 

randomly chosen from the set of all possible pairs that 

instantiate a specific relation. Each model calculates the 

probability of instantiating the relation for each test pair 

(e.g., penguin-flower) and its reverse (flower-penguin), so 

the test set contains an equal number of positive and 

negative examples of the relation. The model is considered 

to be correct on a test pair if the pair instantiates the relation 

and its predicted probability is greater than .5, or if the pair 

does not instantiate the relation and its predicted probability 

is less than .5. Results are averaged over the ten runs. Here 

we report the results of several tests of the generalization 

ability of each model. 

Testing on Pairs of Each Type 

In the first test, we trained each model on 40 animal-animal 

pairs, 40 object-object pairs, and 10 cross-category pairs. 

We then tested each model on 100 novel animal-animal, 

object-object, or cross-category pairs. Figure 4 shows the 

 
 

Figure 4: The models’ mean accuracy on a generalization 

test for larger across ten runs for different types of test 

pairs. Error bars indicate 1 standard deviation. 

mean accuracy on the larger relation across ten runs for the 

two models on each type of test pair (the results for smaller 

were similar). The hierarchical model outperformed the 

baseline model by about 19 percentage points across the 

three types of test pairs. In subsequent tests, we focus on 

cross-category test pairs, which are the most interesting type 

because the models must consider items from different 

categories together (the type that occurs least frequently in 

the training set). 

Number of Cross-Category Training Examples 

We varied the number of cross-category training examples 

while keeping constant the number of within-category 

examples of each type (40), and tested the models on 100 

novel cross-category pairs. Figure 5 shows the mean 

accuracy on larger across ten runs for the two models as a 

function of the number of cross-category training pairs 

(ranging from 0 to 10). (Once again, the results for smaller 

were similar.) The hierarchical model performed at chance 

level when no cross-category examples were provided, 

because its second-order weights had not been learned and 

were simply the prior (zero means and identity covariance 

matrix). The baseline model was insensitive to the number 

of cross-category training pairs, whereas accuracy for the 

hierarchical model increased with the number of cross-

category pairs, besting the baseline model after just four 

examples. 

 

 
 

Figure 5: Learning curves for the two models: mean 

accuracy of models on a generalization test for larger across 

10 runs as a function of number of cross-category training 

pairs. Error bars indicate 1 standard deviation. 

Type of Examples for Second-Order Weights 

The hierarchical model’s second-order weights apply 

equally to pairs drawn from the same or different categories 

because they operate on the same set of second-order 

features for each category. Thus, the hierarchical model 

improves performance on all pair types (see Figure 4). It 

follows that the model should perform well on cross-

category test pairs even when its second-order weights are 

learned from within-category examples only. We again 

trained the first-order weights using 40 animal-animal and 

40 object-object pairs. We then trained the model’s second-
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order weights on 10 additional pairs: either 10 animal-

animal pairs, 10 object-object pairs, 5 within-category pairs 

of each type, or 10 cross-category pairs. Finally, we tested 

the model on 100 novel cross-category pairs. The model 

achieved accuracies of 91%, 92%, and 91% on larger when 

trained respectively on 10 animal-animal pairs, 10 object-

object pairs, and 5 within-category pairs of each type. In 

comparison, accuracy was 93% when the model’s second-

order weights were learned from 10 cross-category 

examples. Thus, the hierarchical model can learn to make 

relational judgments for cross-category pairs without ever 

encountering a single example of such pairs.  

General Discussion 

We have demonstrated that a hierarchical extension of the 

BART model can learn and generalize comparative relations 

across dissimilar categories, using non-relational topic 

vectors as inputs. The key to the model’s performance is its 

creation of higher-order features based on patterns of 

category-specific first-order weights applied to primitive 

features representing individual entities. 

 Insight into the superior performance of the hierarchical 

model can be provided by examining the topic dimensions 

from which the model created each second-order feature. 

One topic that appears in the feature representations of both 

animals and objects involves fish and the sea (topic 1; see 

Table 1). For objects, this topic was a part of the pro feature 

for larger (objects related to the sea tend to be large, such as 

ocean, pond, and boat), whereas for animals it was a part of 

the neutral feature (marine animals span the full range of 

sizes). Another feature shared by animals and objects is a 

topic related to food (topic 2 in Table 1). This feature was a 

part of the con feature for objects (food items and objects 

related to cooking tend to be small), but a part of the neutral 

feature for animals (animals of various sizes are eaten).  

 As we expected, first-order features impacted relational 

judgments differently for different categories of entities. For 

each of the topic dimensions mentioned above, the baseline 

model is forced to learn a single weight that applies to both 

animals and objects, and therefore cannot capture these 

differences between categories. In contrast, the hierarchical 

model accommodates these differences by assigning each 

topic dimension to the cluster corresponding to the most 

appropriate second-order feature (pro, con, or neutral), 

which may differ for each category. These second-order 

features have similar interpretations across different 

categories, and hence simplify the complex and distributed 

input representations from which relations can be acquired. 
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Abstract 

Mathematical competence can be evaluated by analyzing 
pauses between strokes that occurring whilst an individual 
copies equations.  These pauses provide a temporal signal that 
reflects the cognitive effort to process chunks.  ‘Centre-click’ 
interaction with a mouse and response grid on a computer 
display is introduced as new technique for measuring the 
temporal chunk signal.  Alternative pause measures and forms 
of normalization are explored.  It is shown that centre-click 
copying can be used to measure mathematical competence.   

Keywords: chunks, mathematical competence, pauses analy-
sis, graphical interface, copying equations, centre-click 

Introduction 
This paper continues our investigations into the measure-
ment of complex high-level cognitive skills using simple 
assessments tasks.  Cheng & Rojas-Anaya (2007) found that 
the people with substantially different levels of mathemati-
cal competence could be readily differentiated in the simple 
task of freehand copying mathematical formulas using a 
measure based on the temporal chunk signal manifested in 
the duration of pauses between pen strokes.  Cheng (2014) 
found that both the third quartile and interquartile range of 
pause durations are potentially effective measures of math-
ematical competence in the freehand copying of equations.  
Beyond mathematics, Zulkifli (2013) showed that the com-
petence of speakers of English as second language could be 
assessed using the third quartile of pauses in sentence cop-
ing tasks.  Van Genuchen and Cheng (2009) found that the 
mean duration of the pauses of Dutch children writing just-
memorized sentences in their native language distinguishes 
between children of seven and eight years of age.  In gen-
eral, it appears that measures based on the pauses that occur 
in copying and writing can be used to assess the level of 
competence in high-level cognitive skills. 

This is feasible because of a well-establish and widely-
known phenomenon: the duration of pauses between motor 
actions is longer for the processing elements that occur at 
the transition between two chunks than for element within 
the same chunk (e.g., van Genuchten & Cheng, 2010).  For 
memorized chunks, the production of the first element in a 
chunk is slowed by the time needed retrieve and place the 
chunk into working memory, but once there all its elements 
are immediately available.  In copying tasks the production 
of the first element is slowed by the processing associated 
with the perception, encoding and preparation of the chunk. 
Individuals with greater knowledge or more competence in 
a particular domain possess familiar chunks for that domain, 
which has two effects that underpins the temporal chunk 
signal that we are using to measure competence.  First, fa-

miliar chunks are processed more rapidly, because their oc-
currence in a stimulus will be perceived as a unit and the 
retrieval of elements of the chunk from memory leads to 
rapid processing.  Without such chunks stimuli elements 
must be perceived and encoded individually, which con-
sumes more time.  Second, because (sub-)chunks are aggre-
gated during learning, familiar chunks may contain a rela-
tively large number of elements that is greater than the 
number of elements that can be individually processed at the 
same time: the capacity of working memory is about four 
chunks for resource intense tasks (Cowen, 2001).  Copying 
is such as task.  Thus, the intra-chunk pauses will be shorter 
and less frequent for people familiar with a target stimulus, 
whereas others will have more numerous and longer pauses 
associated with small groups of elements due to the novelty 
of the stimulus.  The third quartile (Q3) of individual’s dis-
tributions of pauses can be used to detect these longer and 
more frequent pauses, so they may serve as an effective 
measure of competence (Cheng, 2014; Zulkifli, 2013).   

The temporal chunk signal has also been used to investi-
gate cognitive strategies in free-hand drawing (Obaidellah & 
Cheng, 2009; Roller & Cheng, 2014), so it might to be a 
good indicator of cognitive performance.  However, can it 
be used to evaluate performance with forms of interaction 
more generally beyond handwriting and drawing?  Pauses 
have been widely used to study the nature of typewriting; 
for instance, competence in transcription typewriting (e.g., 
Salthouse, 1986).  However, such studies require the aggre-
gation of data over many participants in order to find any 
reliable effects: this suggests measurement of individual 
competence using typing is unlikely to be feasible.  Moreo-
ver, in a pilot experiment on the typewritten copying of 
English sentences (Ismail, 2010) found no significant rela-
tion between second language competence and pauses 
measures.  Large individual differences in typing skill likely 
masks the temporal chunk signal.  

So, is it feasible for the temporal chunk signal to be found 
at a level that can be used to measure competence in any 
forms of interaction beyond handwriting?  To this end the 
‘centre-click’ method of interaction was devised and is 
evaluated in the experiment here.  Centre-click interaction 
was designed to exploit computer mouse skills, because 
mouse movement and clicking (button presses) are relative-
ly simple and are uniform of across individuals, in contrast 
to the complexity and variability of typewriting.   

Fig 1 shows the centre-click response grid used in the ex-
periment, which is displayed on a conventional computer 
display. Participants copy equations by clicking on the 
square with the symbol they wish to input, as if it is a but-
ton.  (In the present setup no visual or audio feedback is 
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given to the clicks).  Critical-
ly, participants are trained to 
click the black square in the 
center of response grid be-
tween each symbol click.  
This Return To Centre (RTC) 
action aims to make the dis-
tances that the mouse moves 
to reach each symbol fairly 
uniform.  (In a pilot experi-
ment in which participants 
centre-click copied equations 

but the distance was not controlled, no correlation between 
mathematical competence and pauses measures was found.)  
The participants in the present experiment were given no 
directions about whether to think of RTC actions as associ-
ated with the preceding or following symbol click.  To copy 
stimulus equations participants execute RTC and symbol 
clicks as required.  

Symbols in the response grid are largely grouped accord-
ing to related mathematical meanings, on the assumption 
that this may differentially assist participants who have 
greater mathematical competence. 

Cheng (2014) showed that the third quartile (Q3) of paus-
es between written strokes was a good measure, where a 
pause is the time between the placing of the pen to the paper 
to inscribe the current symbol minus the time at the lifting 
of the pen at the end of the previous symbol.  Theoretically, 
for the centre-click interaction several measures can be im-
agined depending on the assumed interaction strategy.  (1) If 
participants do a RTC automatically after the completion of 
a symbol click, then chunk processing will be associated 
with symbol clicks and hence the pauses of interest are 
those just before the symbol click.  The third quartile meas-
ure based on such pauses will be designated Q3sym.  (2) If 
participants’ chunk processing occurs before the RTC, de-
laying the RTC until just before the symbol click, then the 
target pauses are associated with the RTC: designation 
Q3RTC.  (3) Chunk processing might sometimes occur just 
before RTCs or just before symbol clicks, in which case all 
the pauses are potentially relevant, so the pauses for both 
may be pooled: Q3All.  (4) Chunk processing for each sym-
bol might consistently be distributed between both RTCs 

and symbols clicks, so the 
sum of the pauses could be 
considered: Q3RTC+sym. (5) 
Given case (1) in which all 
the chunk processing oc-
curs just before the symbol 
click, we might assume the 
RTC pauses simply reflect 
basic move and click 
times.  Thus, those pauses 
might be used to normalize 
symbol click times for in-
dividual differences in 
such elementary actions, 

by subtracting RTC 
pauses from symbol 
pauses: Q3sym-RTC.   

Which of these pauses 
measure will best predict 
competence? 

In addition, the exper-
iment will also examine 
if normalizing for indi-
vidual differences will improve the basic Q3 pause measure.  
For the handwritten copying of equations Cheng (2014) at-
tempted to two forms of normalization.  (a) The idea of 
normalization for elementary skills is illustrated in Fig 2.  
Assume that the duration of first quartile, Q1, pauses are 
representative of the time to execute common elementary 
inter-chunk processes.  If these are quite different, as shown 
in Fig 2A, then these elementary skills will individually af-
fect Q3 to different extents (horizontal position of the distri-
butions).  However, by subtracting Q1 from Q3, Fig 2B, the 
Q3 measures for both participants are put on an equal foot-
ing.  Q3-Q1 is of course the interquartile range, IQR.  (b) 
Normalization for basic mathematical skill gives a measure 
that aims to estimate pauses that are associated with han-
dling more challenging parts of expressions, such as the 
perception and production non-alphanumeric symbols in 
non-linear arrangements, over and above processes that are 
required for basic components of expressions, such as sim-
ple linear sequences of numbers.  Challenging aspects are 
likely to better differentiate people with different levels of 
competence.  This is illustrated in Fig 3, where curve M is 
the measured distribution of pauses for a participant copying 
a complex equation and curve B is the distribution for copy-
ing a simple list of numbers.  Now, if distribution B is sub-
tracted from distribution M, a distribution for challenging 
aspects, N, is estimated.  The actual normalized measure is 
calculated by subtracting Q3B from the measured Q3 
(Q3N=Q3-Q3B).  Will the two forms of normalization im-
prove the basic Q3 pause measure? 

Method 
The experiment was conducted by student experimenters on 
the Psychological Methods for System Evaluation module of 
the HCI MSc at the University of Sussex.  The University’s 
ethics committee granted ethics approval.  
Participants 
The 22 participants were adult friends and relatives of the 
students, who were deliberately recruited to span a range of 
mathematical experience.  They were all competent com-
puter users and had no impairments.   
Materials 
To independently assess their mathematical competence the 
participants completed the same questionnaire as used by 
Cheng (2014).  It had three equal weight parts that assessed: 
(a) mathematical qualifications and current use of mathe-
matics; (b) mathematical knowledge by posing problems 
with multiple choice answers; (c) participants’ confidence 
through their ratings of the answers to the questions in (b).  

 
Fig 1. Centre-click  

response grid  

 
Fig 3.  Basic mathematical 

skill normalization. 

 
Fig 2.  Elementary skills 

normalization. 
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The test stimuli included four practice items and eight 
equation items, shown in Fig 4.  Each practice item was a 
list of all the symbols in the response grid but in particular 
arrangements that aimed to support participants familiariza-
tion with the grid.  The equation items, shown in Fig 4, were 
designed to span a range of sophistication in mathematical 
competence, from number sequences to equations and on to 
calculus formulas.   
Procedure 
The trials were run on the individual computers of the ex-
perimenters with a conventional mouse for input.  The 
mouse settings of the computers were adjusted to suit the 
preferences of each participant.  Bespoke software with mil-
lisecond temporal resolution and accuracy (SMouseLog), 
programmed within the Investigator’s lab, was used to pre-
sent the response grid and to log interactions.   

After familiarization with the experimental setup, the cen-
tre-click interaction was explained and was briefly prac-
ticed.  The stimulus items were individually presented print-
ed on a card placed immediately to the left of the computer 
at the same height as the response grid on the display.  The 
practice items were given in the order and the presentation 
order of the equation items (Fig 4) was randomised.  For 
each trial the participants were told to begin as soon as the 
item was revealed and to centre-click copy as quickly and as 
accurately as possible, and simply to continue without paus-
ing if they made a mistake.   

Results 
The student experimenters collated the data from their par-
ticipants using a pre-prepared spreadsheet that extracted the 

identity of the symbols from the computer logs and calcu-
lated Q1 and Q3 for the stimulus, RTC, All, RTC+stim and 
stim-RTC pauses as defined above.  The dataset comprised 
approximately 13,200 data points including symbols clicks 
and RTC actions, with each participant providing about 600 
data points, depending on whether they used symbols ‘d’ 
and ‘x’ or the combined ‘dx’ for copying equation items E7 
and E8.   

The participants quickly became used to centre-click in-
put.  Inspection of the time series graphs of the pauses for 
the first practice item revealed that all participants’ shortest 
pauses had asymptoted to a value typical of their individual 
shortest pause for later items, implying that centre-click in-
put had rapidly become automatic.   
Pause magnitudes 
Fig 5 shows sample data of the Q3All pauses for the least and 
most competent participants, P1 and P22, respectively, on 
equation item E4.  The pauses range from about 500 ms to 
over 5000 ms (above the graph).  The magnitudes of both 
participants’ shortest pauses are approximately equal but 
P1’s curve has many more long pauses than P22.  As this 
graph is typical of other participants, Q1 pauses should in 
general be similar among participants and Q3 should vary 
with competence and potentially be a good measure of com-
petence.  The ‘#’ and ‘•’ labels along the x-axis stand for 
RTC actions.  The ‘•’ labels also indicate where mathemati-
cally meaningful chunk boundary occur in the stimulus: 
specifically, breaks between equations or following the 
equal sign.  P22’s longest pauses largely coincide either 
with a • RTC label or the immediately following symbol, 
whereas as for P1 few of these boundaries are associated 
with long pauses and many long pauses occur elsewhere.  
This implies that P22’s mathematical knowledge at the level 
of the equation structure substantially influenced P22’s per-
formance, whereas P1’s profile is not consistent with the use 
of such knowledge.  Although P22’s longest pauses are as-
sociated with chunk boundaries, some of these pauses occur 
with symbol clicks and others with RTC actions, which 
suggests the investigation of different pauses measures is 
worthwhile.  

Fig 6 shows the Q3 pause measure for each of the practice 
and equation test items.  There is little variability in the 
click durations.  For the first practice item, Pr1, which in-
volved clicking symbols in the order of appearance the re-
sponse grid, there is no difference between the All, symbol 
and RTC pauses, which implies participants are largely at-

 
Fig 5.  Pauses for symbol and RTC actions (#,•) by the least (P1) and most (P22) competent participants.  

 
Fig 4.  The equation stimuli items 
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tending to grid location rather than symbol identity.  Q3 
pauses decreases substantially across practice items Pr2 to 
Pr4, which suggests participants became well familiarized 
with the symbols themselves.  In the equation items a gen-
eral trend exists for all measures to increase with increasing 
sophistication of the equations, which is monotonic for 
Q3RTC and nearly so for Q3ALL. 
Chunk processing with before symbols or RTCs? 
Does perceptual and cognitive processing of chunks tend to 
occur before the symbol clicks or RTC actions? In Fig 6, 
across both practice and equation items RTC pauses are 
shorter than the symbol pauses and over the equation items 
the rate of increase is greater for Q3sym (range=742 ms) than 
for Q3RTC (range=301 ms).  Across all 88 practice trials 72% 
of Q3sym pauses were greater than the Q3RTC pauses.  In the 
176 equation trials 75% of the Q3sym pauses were greater 

than the Q3RTC pauses.  Aggregating over the trials for each 
participant the Q3sym pauses for participants were longer for 
symbols than Q3RTC pauses: practice items, mean Q3sym = 
1142 (S.D. = 267) versus mean Q3RTC = 886 (S.D. = 201) 
ms; equation items mean Q3sym = 1072 (S.D. = 241) versus 
mean Q3RTC = 417 (S.D. = 85) ms, which by one-tail T tests 
(N=22) are both significant at p<.001.  All this taken togeth-
er implies that chunk processing is more associated with 
symbols than RTCs.  Thus, it is expected that measures for 
RTC alone will not be good predictors of competence.   
Competence correlations 
Pearson’s Correlations between the pause measures and 
competence scores of participants’ were computed for each 
test item.  In all cases N=22 (df=20) and the R values for 
standard critical values are: p=.05, R=0.360; p=.01, 
R=0.492.  For the purpose of exposition, correlations at the-
se levels will be called weak and strong.  

Although six weak correlations for particular test items 
were found for first quartile measures, Q1All, Q1sym, Q1RTC, 
Q1RTC+sym, and Q1sym-RTC, they are in a minority among the 
60 measures, which is much as expected by chance.  No 
strong correlations were present.  For completeness correla-
tions of competence test scores with the durations of mouse 
button presses were also calculated, Q1click, Q3click and Q3-
Q1click.  Give the 24 comparisons across the eight equations, 
the two weak correlations that were found can be attributed 
to chance.  Reassuringly, there are no unexpected effects in 
participants’ underlying performance.   

Table 1 shows correlations values for various measures all 
against the participants’ competence scores.  The table in-
cludes correlations for the mean of the overall Q3 pauses 
found by aggregating over practice items or over equation 

Table 1. Correlations of Q3 pause measures with competence. 
 

Pr1 Pr2 Pr3 Pr4 
Pr 

mean  E1 E2 E3 E4 E5 E6 E7 E8 
E 

mean 
Q3All -0.14 -0.57 

** 
-0.50 

** 
-0.42 

* 
-0.50 

** 
 0.29 0.29 0.05 -0.32 -0.43 

* 
-0.53 

** 
-0.26 -0.50 

** 
-0.31 

Q3sym  0.01 -0.68 
** 

-0.48 
* 

-0.34 -0.52 
** 

 -0.07 -0.53 
** 

-0.33 -0.43 
* 

-0.38 
* 

-0.49 
** 

-0.27 -0.42 
* 

-0.48 
* 

Q3RTC,  -0.18 0.06 -0.05 -0.18 -0.10  0.44 
* 

0.36 
* 

0.18 -0.10 -0.27 -0.13 -0.10 -0.08 0.01 

Q3RTC+sym,  -0.02 -0.54 
** 

-0.48 -0.27 -0.39 
* 

 0.29 -0.17 -0.10 -0.23 -0.41 
* 

-0.46 
* 

-0.27 -0.37 
* 

-0.31 

Q3sym-RTC 0.09 -0.54 
** 

-0.33 -0.20 -0.35  -0.35 -0.51 
** 

-0.38 
* 

-0.29 -0.14 -0.31 -0.22 -0.27 -0.38 
* 

* – p<.05, ‘weak’ correlation, ** – p<.01 ‘strong’ correlation 
 

Table 2. Correlations of IQR pause measures with competence. 
 

Pr1 Pr2 Pr3 Pr4 
Pr 

mean  E1 E2 E3 E4 E5 E6 E7 E8 
E 

mean 
IQRAll -0.14 -0.48 

* 
-0.59 

** 
-0.60 

** 
-0.56 

** 
 0.14 0.12 0.08 -0.47 

* 
-0.54 

* 
-0.62 

** 
-0.33 -0.57 

** 
-0.53 

** 
IQRsym  0.05 -0.65 

** 
-0.50 

** 
-0.41 

* 
-0.53 

** 
 -0.22 -0.61 

** 
-0.38 

* 
-0.48 

* 
-040 

* 
-0.49 

* 
-0.21 -0.39 

* 
-0.51 

* 
 

Table 3. Correlations for basic mathematical skills normalization measures, Q3N, with competence. 
 E3 E4 E5 E6 E7 E8 E mean 
Q3N

All -0.23 -0.56 
** 

-0.62 
** 

-0.59 
** 

-0.39 
* 

-0.55 
** 

-0.60 
** 

Q3N
sym  -0.06 -0.13 -0.15 -0.36 -0.08 -0.25 -0.21 

 
 

Fig 6  Various Q3 pauses across stimulus items 
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items.  None of the measures has a majority of strong corre-
lations for the eight test items and none have strong correla-
tion for their aggregate Q3 measures.  In terms of numbers 
of strong and weak correlations Q3sym performs best fol-
lowed by Q3All.  Q3RTC is the worst.  Q1RTC+sym, and Q1sym-

RTC are in the middle, which is not surprising as they com-
bine symbol and RTC pauses, although in different ways.   

The IQR measure attempts basic-skill normalization on 
Q3 pauses by deducting Q1 pauses, on an item-by-item ba-
sis for each participant.  IQRRTC, IQRRTC+sym, and IQRsym-RTC 
correlations with competence scores show little improve-
ment over their respective Q3 measures.  Table 2 gives the 
correlations of IQRAll and IQRsym.  IQRsym normalization has 
relatively little impact on Q3sym.   IQRALL normalization 
increases the strength of the correlations for items E4 to E8, 
compared to Q3All alone, so the IQRALL correlation for the 
mean of all the equations items is now strong.  

Basic mathematical skills normalization, Q3N, is comput-
ed by subtracting a measure of basic math skills from Q3All, 
Q3B in Fig 3.  Conveniently, the mean of Q3 pauses for 
equation items E1 and E2 provides such a measure, as these 
a numerical items.  To be precise, this measure (Q3B) is de-
noted by Q3All,E1E2.  For the normalization it is subtracted 
from each of the other equation items E3 to E8, individually 
(i.e., Q3N

All,E3 = Q3All,E3-Q3All,E1E2, Q3N
All,E4 = Q3All,E4-

Q3All,E1E2, etc).  The same was done for Q3sym for E3 to E8.  
Table 3 shows the correlations of these measures with com-
petence score.  For Q3N

sym no relation holds.  For Q3N
All, 

just one equation test item has no correlation (E3), one is 
weak (E7) and all the rest are strong (S4, S5, S6 and S8).  
The correlation for the average pauses across all test items is 

now Q3N
All =  -0.6 compared to Q3All = -0.31.   

Fig 7 reveals why the basic mathematical skill normaliza-
tion works better than the elementary skill normalization.  
Fig 7A shows the Q3ALL and Q1ALL for all equations items 
and the resulting normalized IQRALL curve.  The dashed 
lines are least-squares best-fit lines for Q3ALL and IQRALL.  
The deviations of Q1ALL values from the best-fit lines shows 
there are substantial individual differences, but the overall 
shape of Q1ALL its similar to Q3ALL, which means it is en-
coding largely similar individual differences to as those al-
ready captured by Q3ALL, so normalizing using Q1ALL to 
compute IQRALL does a little to improve upon Q3All.  In Fig 
7B the shape of Q3ALL,E1E2 (pauses for the two number 
items) is quite different to Q3All,E3-E8 (pauses for equations 
proper), so the difference found by subtracting the former 
from the letter to give Q3N

All, does adjust Q3All,E3-E8 for in-
dividual differences that it does not already encode.  In turn, 
this yields a stronger the correlation with competence score, 
as shown by the gradients of the best-fit lines.  

Discussion 
This experiment addressed questions about the use of the 
paused-based temporal chunk signal as a measure of math-
ematical competences in the simple task of copying equa-
tions.  A reasonable strength correlation of -0.60 was found 
between mathematical competence and the third quartile 
pause measure after normalization for basic mathematical 
skills (Q3N).  For the normalized interquartile range measure 
(IQRAll) a correlation of -0.53 was obtained.  These are 
weaker than the -0.72 correlation for a simple Q3 measure 
and the -0.73 correlation for an IQR measure obtained by 
Cheng (2014) for handwritten copying of equations.  Apart 
for the intrinsic difference in the modes of interaction, a 
possible factor in the weaker correlations found here is a 
less uniform distribution of participant’ competence than in 
the Cheng (2014) sample; here participants with lower 
mathematical competence were somewhat over represented.  
Nevertheless, the strength of the correlations (especially 
Q3N

All) is sufficient to claim that the centre-click interaction 
exhibits the temporal chunk signal with sufficient strength 
that it can be used to measure mathematical competence.  In 
turn, this demonstrates that temporal chunk signal extends 
beyond normal freehand writing and drawing to use with 
conventional mouse operated computer interfaces.  In con-
trast to previous studies that used typewriting, centre-click 
copying does not require aggregation over large amounts of 
data to differentiate levels of competence (cf., the studies 
cited by Salthouse, 1986), nor it is hampered by large indi-
vidual differences in typing skills that mask the signal when 
assessments are limited to a small number of test items per 
participant (c.f., Ismail, 2010).  

The specific design of the response grid (Fig. 1) appears 
to be important to the efficacy of centre-click copying used 
to measure mathematical competence.  In an earlier pilot 
experiment, in which no strong correlations to mathematical 
competence were found, the distances of the symbols to the 
center in the response grid was far less uniform than in the 

 
Fig 7.  Normalizations of pause measures: 

(A) IQRALL (Q3-Q1ALL); (B) Q3N
ALL, basic maths skills. 
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present experiment.  However, the distances to the symbols 
are not equal in Fig 1, so it will be interesting to investigate 
whether this is still a substantial source of noise for the Q3 
measures.  

Following Cheng (2014), Cheng & Rojas-Anaya (2007), 
Zulkifli (2013) and van Genuchten & Cheng (2009), it has 
again been shown that competence in a knowledge-rich 
cognitive tasks can be measured using a simple stimuli cop-
ying activity.  The more knowledgeable participants exhibit 
shorter pauses (Figs 5 & & 7), because they possess relevant 
chunks that likely support their more rapid encoding of larg-
er (meaningful) patterns from the stimuli.  The claim that 
copying has some potential as a general method for measur-
ing competence is further supported by the success of cen-
tre-click interaction.  As the predicted order of difficulty of 
the equation test items appears to be reflected in the aggre-
gate measures of pauses, Fig 6, this adds weight to the claim 
that the process of copying and the Q3 pauses therein are 
related to participants level of understanding of each target 
stimulus.    

Centre-click copying involves the RTC, return to center, 
actions and symbol clicks, so the time associated with the 
processing of chunks might be associated with symbol and 
RTC pauses in different ways.  Five theoretically possible 
pauses measures were defined in the introduction: Q3ALL, 
Q3sym, Q3RTC, Q3RTC+sym, Q3sym-RTC.  The values of Q3sym are 
substantially longer than Q3RTC pauses, Fig 6, which sug-
gests that Q3sym ought to have had the strongest correlations 
with the competence test scores.  However, just the pooled 
pauses including symbol clicks and RTC actions gave 
strong correlations (Table 2).  Of the other measures, there 
was a hint that Q3sym might reflect the temporal chunk sig-
nal, but no other meaningful patterns of correlations were 
observed.  All this suggests that there are substantial differ-
ences in the way individual participants distribute the pro-
cessing of chunks within centre-click copying, despite the 
relatively simple nature of the underlying task. 

In Cheng (2014) the normalization for elementary skills 
and basic mathematical skills did not not improve the Q3 
pause measures.  Here, in contrast, the IQRAll correlations 
were significant and did improve the measure and even 
more so with the normalization for basic mathematical 
skills, Q3N

All.  This occurred for the overall aggregate meas-
ure but more impressively it was seen at the level each equa-
tion test item (Table 3 cf. Table & 2).  The improvement for 
Q3N

All worked here because the distribution of Q3All,E1E2 
pauses across participants for number test items reflects in-
dividual differences not seen in the Q3All,E3E8 distribution for 
equations proper (Fig 7).  In Cheng (2014) the equivalent 
number and equation test item distributions were similar, 
which implies that it was a less sensitive measure of under-
lying mathematical skills.  The overall implication, of this 
and the point in the previous paragraph, is we must under-
stand to what extent, and how, individual differences are 
manifested in different techniques to measure the temporal 
chunk signal when evaluating competence.   
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Abstract 

Directional comparisons are often used to express similarity 
(e.g., “North Korea is like China”).  These statements, 
however, frame the subject as the less typical figure and the 
complement as the more typical or prominent ground.  Thus, 
despite expressing similarity, directional comparisons may 
imply that the ground is more representative.  In Study 1, we 
analyze Twitter to show that directional comparisons occur in 
everyday conversation about gender; that men are the ground 
more often than women; and that only males frequently serve 
as the ground for positive traits (e.g., “Girls are as smart as 
boys”), suggesting that positive traits are considered typical 
of males, but not females.  In Study 2, we show that 
directional comparisons intended to express equivalent ability 
(e.g., “Boys are as good as girls at a game called gorp”) cause 
adults to infer that the ground has more natural skill and that 
the figure has to work harder. 

Keywords: language, comparison, pragmatics, gender 

Introduction 
A group of middle school girls participating in a computer 
science program was recently told,  “You’re as smart as any 
boy in the world.”  Despite the clear intention of this 
statement to express gender equivalence, research dating 
back to Tversky’s (1977) seminal work on the linguistic 
framing of similarity suggests that comparing one group to 
another may not actually convey true equality (e.g., 
Gleitman, Gleitman, Miller, & Ostrin, 1996; Bruckmüller & 
Abele, 2010; Chestnut & Markman, 2014).  Rather, 
directional comparisons frame the item in the subject 
position as the less typical figure and the item in the 
complement position as the more typical or prominent 
ground.  In Tversky’s (1977) original study, for example, 
adults preferred to state, “North Korea is similar to China,” 
rather than, “China is similar to North Korea,” because at 
the time, China was a more prominent and well-known 
country, and therefore served as a better ground than North 
Korea.  Thus, items framed as grounds in comparisons may 
be inferred to be more typical than items framed as figures, 
even if the sentence expresses similarity.  

Since typicality is often conflated with positive traits such 
as high status and prestige (Eagly & Kite, 1987; Devos & 
Banaji, 2005; Hegarty & Bruckmüller, 2013), groups or 
individuals framed as grounds may also be associated with 
higher status.  Gleitman et al. (1996) provided evidence for 
this association by showing that when presented with 
sentences containing novel words such as, “The zum is 

similar to the gax,” adults inferred that the gax was more 
important and famous than the zum. Since adults had no 
prior experience with these novel words, their inference was 
based purely on the direction of the comparison.  Similarly, 
Chestnut and Markman (2014) demonstrated that after 
hearing sentences such as, “The blicket plays soccer as well 
as the toma,” children ages six to eight inferred that the 
toma was the older and more established player.  Stating, 
“Girls are as good as boys at math,” then, may subtly imply 
that boys are the typical, higher-status, or even more 
naturally skilled mathematicians.  

To date, no research has empirically tested this inferential 
process for statements expressing similarity between 
familiar groups (e.g., “Women are as smart as men”), or 
how such statements occur in everyday discourse.  In the 
following studies, we use comparisons between genders as a 
case study for answering these questions. 

To investigate adults’ use of directional comparisons for 
expressing gender similarities, in Study 1 we analyzed 
public messages (“tweets”) on the microblog website 
Twitter, which has recently been recognized as a reliable 
way of measuring linguistic trends (Cook, Han, & Baldwin, 
2014; Doyle, 2014; Eisenstein, 2014).  Twitter is a 
particularly interesting corpus to use for two reasons: 1) it is 
a free website with over 280 million users who post 
approximately 500 million tweets per day, making it a large 
source of natural language data; and 2) it allows users to 
“follow” others (i.e., view others’ tweets on their home 
pages), which suggests that users typically compose tweets 
with the expectation that others will read them (“About 
Twitter”, 2015).  Thus, Twitter provides an opportunity to 
observe how adults spontaneously frame gender similarities 
in naturalistic, contemporary conversation. 

In Study 2, we provide experimental evidence about 
whether such comparisons can shape adults’ beliefs about 
the groups being compared.  Specifically, we ask whether 
directional comparisons intended to express equivalent 
ability between genders at a novel activity (e.g., “Girls are 
as good as boys at a game called gorp”) nevertheless cause 
adults to associate greater natural skill with the gender 
framed as the ground and greater effort with the gender 
framed as the figure. 

Study 1 
In Study 1, we used a corpus of public tweets to measure the 
relative frequencies of comparisons expressing gender 
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similarities in everyday language.  Specifically, we asked 
whether the phrases “women are as * as men” and “girls are 
as * as boys”, in which the asterisk could be replaced with 
any word, occurred more or less often than “men are as * as 
women” and “boys are as * as girls”, respectively, over the 
past year. 

We also asked whether the valence of the words that 
replace the asterisks change when females rather than males 
serve as the ground (e.g., “Men are as catty as women”; 
“Women are as capable as men”).  If men serve as the 
ground for positive traits more often than women, for 
example, then this would suggest that people view positive 
traits as more typical of men. 

Methods 
Twitter Extraction One year (11/29/2013-11/29/2014) of 
public Twitter tweets were sampled.  Data were extracted by 
typing a string-matching pattern into the search bar of 
Twitter.com, and scrolling down to retrieve all search 
results from the year of interest.  The search patterns used 
were “girls are as * as boys”, “boys are as * as girls”,  
“women are as * as men”, and “men are as * as women”.  
Each search returned public tweets posted by users, where 
the asterisk matched a single word.  The total number of 
tweets returned was 2370.  All searches were conducted on 
the same day, 11/30/2014. 

The html from the browser in which each search was 
performed was saved.  A python html parser utilizing the 
package BeautifulSoup was used to extract the tweet text 
and the target word matching the asterisk for each tweet. A 
complete list of all tweets can be found at 
http://web.stanford.edu/~gordonam/Publications_files/tweet
sSample1908.csv. 
 
Equivalence Rating In some cases, the search patterns 
returned tweets that did not actually express gender 
equivalence (e.g., “I don’t think that women are as smart as 
men”).  To obtain a sample of tweets in which all tweets 
expressed equivalence between genders, three coders 
separately coded each tweet for whether it expressed 
equivalence (1) or non-equivalence (0).  For this coding 
process, all gendered terms (e.g., women) were removed 
from the tweets and replaced with “A” (for figures) and “B” 
(for grounds; e.g., “A are as smart as B”).  Tweets were 
coded as not expressing equivalence if the phrase was 
negated (e.g., “I don’t think that A are as smart as B”), if the 
phrase was hypothetical (e.g., “If A were as smart as B, the 
world would be a better place”), or if the phrase did not 
actually have the syntax of interest (e.g., “A are as harsh as 
B are vindictive”).  There was strong agreement among the 
three coders (Cronbach’s α = .91).  For a tweet to be 
included in the final sample, all three coders had to agree 
that the tweet expressed equivalence between A and B.  This 
resulted in a final sample of 1908 tweets. 
 
Valence Rating Valence ratings were performed by 10 
raters blind to the hypothesis of the study. Each rater was 

shown all 243 unique target words (i.e., the words replacing 
the asterisks) from the sample of 1908 tweets.  Raters 
viewed one word per trial, and word order was randomized 
for each rater. Raters were instructed to adjust a slider on a 
scale of -100 (negative) to 100 (positive) to indicate how 
negative or positive they perceived the word to be when 
describing a person.  Cronbach’s alpha for this task was .98, 
demonstrating that there was strong agreement across raters 
for each word. 

In some cases, the valence of the target word in isolation 
differed from the valence of the word in the context of the 
sentence (e.g., “Women are as responsible as men for 
violence”).  In other cases, the target word was not an 
adjective (e.g., “Boys are as likely as girls to be unhappy 
with their bodies”).  To estimate the prevalence of these 
cases, two coders identified target words that had a 
contextual valence mismatch or were non-adjectives in a 
random sample of 200 tweets.  There was 100% agreement 
between the coders, who identified 3 mismatches and 2 non-
adjective target words (1.5% and 1% of the sample, 
respectively).  Since these numbers were very low, we did 
not remove these tweets from our sample. 

Results and Discussion 
Our searches on Twitter yielded a total of 1908 gendered 
comparisons over the course of one year.   

We first tested for differences between the number of 
comparisons framing boys or men as the ground (“girls are 
as * as boys”; “women are as * as men”) and the number of 
comparisons framing girls or women as the ground (“boys 
are as * as girls”; “men are as * as women”), respectively.  
We found that the number of comparisons framing men as 
the ground (711) was significantly greater than the number 
of comparisons framing women as the ground (411; 
binomial sign test, p < .001).  Since the ground position is 
associated with higher status (e.g., Bruckmüller & Abele, 
2010), this result arguably reflects the perception of men as 
the higher-status gender (e.g., Eagly & Wood, 1982). 

We did not find a difference between the number of 
comparisons framing boys (380) and girls (406) as the 
ground (binomial sign test, p = .37), suggesting that boys 
are not favored over girls as the ground of gendered 
comparisons the way that men are favored over women. 

To determine whether comparisons framing females as 
the ground and comparisons framing males as the ground 
differed in valence, we compared the means of the 
distributions of valence for each gender, within each age 
group (women/men or girls/boys).  Because these 
distributions were non-normal (see Figure 1), we assessed 
the confidence intervals using bootstrapping, and the p-
values with permutation testing.  We found differences in 
valence between comparisons framing women (M = -38.27, 
SD = 26.74) and men (M = -3.12, SD = 58.98) as the ground 
(p < .001), such that men served as the ground for more 
positively valenced traits.  In terms of frequency, women 
served as the ground for 378 negative comparisons (values -
100 to 0) and 33 positive comparisons (values 0 to 100), 
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while men served as the ground for 350 negative 
comparisons and 361 positive comparisons.  A chi-squared 
test comparing the number of positive and negative 
comparisons when women and men served as the ground 
also showed that men served as the ground for positive traits 
more often than did women, χ²(1) = 206.98, p < .001. 

 
 

Figure 1: Histograms of valence ratings when girls, boys, 
women, and men served as the ground. 

 
We did not find differences in valence between 

comparisons framing girls (M = -44.95, SD = 29.79) and 
boys (M = -44.11, SD = 53.34) as the ground (p = .81), but 
as Figure 1 shows, the distributions when girls and boys 
served as the ground were significantly different (D = .38, p 
< .001).  A chi-squared test comparing the number of 
positive and negative comparisons when girls and boys 
served as the ground showed that, like men, boys served as 
the ground for positive comparisons more often (χ²(1) = 
42.22, p < .001).  While girls served as the ground for 389 
negative comparisons and 17 positive comparisons, boys 
served as the ground for 307 negative comparisons and 73 
positive comparisons.  

The difference between genders, then, is that boys and 
men tended to serve as the ground for both positive and 
negative traits while girls and women served as the ground 
primarily for negative traits.   

Study 2 
In our second study, we explored a possible implication of 
this asymmetry for reasoning about ability.  We focused on 
one particular way of expressing equivalent skill, namely: 
“A is as good as B”.  Consider, for example, the statement: 
“Girls are as good as boys at math.”  Such statements, by 
implying that boys are more typically good at math, may 

further suggest that boys are more naturally skilled at math 
while girls have to work harder to succeed. 

We were interested in the concepts of natural skill and 
effort for two reasons.  First, natural skill and effort are 
sometimes seen as diametrically opposed.  If a person has to 
work hard to succeed at an activity, for example, then that 
person might be viewed as lacking natural talent (e.g., 
Tiedemann, 2000; Dweck, 2007).  Groups frequently 
framed as figures in comparisons, then, may be associated 
strongly with effort if groups framed as grounds are 
associated with natural skill.  Second, high status, a feature 
of the ground position, can be conflated with natural skill 
(e.g., Leslie, Cimpian, Meyer, & Freeland, 2015). 

We presented participants with sentences containing the 
structure, “A is as good as B at X,” where A and B were two 
genders (girls and boys or women and men), and X was a 
novel activity (e.g., a dance called quibbing).  We then 
asked participants one of two questions: 1) Who do you 
think has to work harder to be good at X? (Effort condition, 
Study 2A), or 2) Who do you think is more naturally skilled 
at X? (Skill condition, Study 2B).  We compared these 
conditions to Baseline conditions, in which we measured 
participants’ preexisting gender biases.  We predicted that 
the gender serving as the figure (the subject) would be 
assumed to have to work harder than it would otherwise 
(Study 2A), while the gender serving as the ground (the 
complement) would be inferred to have greater natural skill 
than it would otherwise (Study 2B). 

Study 2A 
We first investigated whether directional statements 
intended to express equality between genders in a given 
activity (e.g., “Men are as good as women at a game called 
gorp”) increase the assumption, relative to baseline, that the 
gender framed as the figure (men, in this case) has to work 
hard to have that level of ability. 

Methods 
Participants Participants were 240 English-speaking adults 
in the US ages 18 to 66 (M = 32, 116 men) who participated 
on Amazon Mechanical Turk for a payment of $0.15.  A 
total of 160 participants participated in the Effort condition 
(M = 32, 18-60, 72 men), and 80 participants participated in 
the Effort Baseline condition (M = 33, 19-66, 44 men). 
 
Materials Four sentences were used in each condition.  In 
the Effort condition, each sentence compared either girls’ 
and boys’ or women’s and men’s ability to do one of four 
novel activities, taken from Cimpian and Markman (2011): 
a dance called quibbing, a puzzle called zool, a sport called 
leeming, and a game called gorp.  The structure of all four 
sentences was the same: “Gender A is as good as Gender B 
at X” (e.g., “Boys are as good as girls at a dance called 
quibbing”).  In the Effort Baseline condition, the four 
sentences simply stated that the activity existed (e.g., “There 
exists a dance called quibbing”). 
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Procedure Participants participated in one of two 
conditions: the Effort condition or the Effort Baseline 
condition.  In the Effort Baseline condition, participants 
were presented with four sentences (e.g., “There exists a 
dance called quibbing”), one at a time.  After each sentence 
was presented, participants were asked, “Who do you think 
has to work harder to be good at [quibbing]?”  Participants 
indicated their responses by selecting one of the two 
genders.  While half of the participants was asked to decide 
between girls and boys across all four trials, the other half 
was asked to decide between women and men.  The order of 
the four trials was counterbalanced across participants, and 
the order of the two genders that participants were asked to 
choose from was counterbalanced both across and within 
participants.  After participating, participants received a 
debriefing message explaining that in real life, both genders 
are good at the same activities. 

The Effort condition was identical to the Effort Baseline 
condition, except that the sentences used were different, as 
described above, and required further counterbalancing.  
Each participant in the Effort condition was presented with 
two sentences that framed either girls or women as the 
figure and two sentences that framed either boys or men as 
the figure.  For half of the participants, girls or women were 
framed as the figure for the game and the puzzle, and for the 
other half of the participants, girls or women were framed as 
the figure for the sport and the dance.  To ensure that an 
equal number of participants viewed each sentence, we 
therefore included twice as many participants in the Effort 
condition as in the Effort Baseline condition. 
 
Statistical Analysis To assess the effect of variables of 
interest on responses in Studies 2A and 2B, we ran mixed 
effects logistic regression models using the lme4 package of 
R (Bates, Maechler, Bolker, & Walker, 2014).  To test for 
the significance of effects, we performed likelihood ratio 
tests.  Chi-squared values, degrees of freedom, and p-values, 
all from the likelihood ratio test, are reported for each 
statistical test. 

Results and Discussion 
The dependent measure was the proportion of times 
participants stated that men or boys needed to expend more 
effort.  We predicted that this number would be greater 
when men or boys served as the figure of the comparison 
(e.g., “Men are as good as women at a game called gorp”) 
than when they served as the ground (e.g., “Women are as 
good as men at a game called gorp”), or when there was no 
comparison (e.g., “There exists a game called gorp”). 

We fit the data using a mixed effects logistic regression 
model with fixed effects of participant gender (female or 
male) and figure (female, male, or none) and a random 
effect of item.  Including age group (boys/girls or 
men/women) as a fixed effect did not improve model fit 
(χ²(1) = .04, p = .84), nor did including an interaction 
between age group and figure (χ²(3) = 6.04, p = .11), so we 
did not model the effect of age group in further analyses. 

The effect of participant gender was marginal, such that, 
overall, female participants (M = .55, SE = .04, n = 124) 
were more likely than male participants (M = .49, SE = .05, 
n = 116) to state that males had to work harder to be good at 
the activity (χ²(1) = 2.80, p = .09).  This suggests that a 
person’s gender may influence how that person perceives 
gender categories, biasing them (at least in the case of 
women, whose mean differed more from chance) towards 
thinking more positively of their own gender. 

 
 

Figure 2: The proportion of participants choosing males 
when the figure was female or male (Effort condition), or 

when there was no figure (Effort Baseline condition).  Error 
bars represent +/- 1 SEM. 

 
Participants responded to the question, “Who do you 

think has to work harder to be good at [quibbing]?” by more 
frequently selecting the figure, or subject, of the comparison 
(χ²(2) = 74.5, p < .001).  In follow-up analyses to determine 
whether this effect held when both females and males 
served as the figure, we tested planned contrasts between 
the Effort and Effort Baseline conditions.  These analyses 
showed that, as predicted, when the figure was female (e.g., 
“Girls are as good as boys at a dance called quibbing”), 
participants were less likely to state that males had to work 
harder to be good (M = .37, SE = .03) than at baseline (M = 
.50, SE = .03; χ²(1) = 12.86, p < .001).  Similarly, when the 
figure was male (e.g., “Boys are as good as girls at a dance 
called quibbing”), participants were more likely to state that 
males had to work harder to be good (M = .69, SE = .03) 
than at baseline (χ²(1) = 24.56, p < .001; see Figure 2). 

Directional comparisons, then, shape the way that adults 
interpret a gender’s ability to do an activity.  On the surface, 
stating that girls are as good as boys at a game seems to 
convey equality between girls and boys, but it actually 
implies that girls, and not boys, have to work hard to have 
that level of ability. 

Study 2B 
In this study we investigated whether adults generate 
inferences based on the ground position, as well.  Using the 
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same sentences used in Study 2A (e.g., “Women are as good 
as men at a dance called quibbing”), we asked whether 
adults associate more raw, natural skill with the gender 
framed as the ground of a comparison (here, men) than they 
would typically associate with that gender. 

Methods 
Participants Participants were 240 English-speaking adults 
in the US ages 18 to 74 (M = 30, 147 men) who participated 
on Amazon Mechanical Turk for a payment of $0.15.  A 
total of 160 participants participated in the Skill condition 
(M = 29, 18-74, 102 men), and 80 participants participated 
in the Skill Baseline condition (M = 32, 19-70, 45 men). 
 
Materials The materials were identical to those used in 
Study 2A. 
 
Procedure The procedure was identical to study 2A, except 
that questions targeted natural skill rather than effort (e.g., 
“Who do you think is more naturally skilled at quibbing?”).  
Thus, participants participated in either the Skill condition or 
the Skill Baseline condition. 

Results and Discussion 
To assess whether directional comparisons intended to 
express equivalent ability further imply that the group in the 
ground position has more natural skill, we now asked, 
“Who do you think is more naturally skilled at [gorp]?” 

The dependent measure was the proportion of times 
participants stated that men or boys had more natural skill.  
We predicted that this number would be greater when men 
or boys served as the ground of the comparison (e.g., “Girls 
are as good as boys at a game called gorp”) than when they 
served as the figure (e.g., “Boys are as good as girls at a 
game called gorp”), or when there was no comparison (e.g., 
“There exists a game called gorp”).  We fit the data using a 
mixed effects logistic regression model with fixed effects of 
participant gender (female or male) and ground (female, 
male, or none) and a random effect of item.  Including age 
group (boys/girls or men/women) as a fixed effect did not 
improve model fit (χ²(1) = .49, p = .48), nor did including 
an interaction between age group and ground (χ²(1) = 4.66, 
p = .20), so we did not model the effect of age group in 
further analyses. 

The effect of participant gender was significant (χ²(2) = 
9.37, p = .002).  Overall, female participants (M = .41, SE = 
.05, n = 93) were less likely than male participants (M = .50, 
SE = .04, n = 147) to state that males were more naturally 
skilled at the activity.  This result, together with the 
marginal effect of participant gender in Study 2A, suggests 
that women may be biased towards answering questions 
such as these with their own gender, or towards attributing 
greater natural ability to females rather than males. 

Participants responded to the question, “Who do you 
think is more naturally skilled at [quibbing]?” by more 
frequently selecting the ground, or complement, of the 
comparison (χ²(2) = 169.34, p < .001).  In follow-up 

analyses to determine whether this effect held when both 
females and males served as the ground, we tested planned 
contrasts between the Skill condition and the Skill Baseline 
condition.  These analyses showed that, as predicted, when 
the ground was female (e.g., “Boys are as good as girls at a 
dance called quibbing”), participants were less likely to 
state that males were more naturally skilled (M = .21, SE = 
.02) than at baseline (M = .48, SE = .03; χ²(1) = 49.78, p < 
.001).  When the ground was male (e.g., “Girls are as good 
as boys at a dance called quibbing”), participants were more 
likely to state that males were more naturally skilled (M = 
.70, SE = .03) than at baseline (χ²(1) = 32.47, p < .001; see 
Figure 3). 

 
 

Figure 3: The proportion of participants choosing males 
when the ground was female or male (Skill condition), or 

when there was no ground (Skill Baseline condition).  Error 
bars represent +/- 1 SEM. 

 
Just as the figure position was associated with having to 

put forth more effort to succeed at an activity (Study 2A), so 
the ground position was associated with greater raw talent. 

General Discussion 
This work explored the use of directional comparisons (e.g., 
“Women are as smart as men”) in everyday communication 
(Study 1) and the subtle differences in ability that such 
comparisons imply (Study 2).      

In Study 1, we showed, using gender as a case study, that 
directional comparisons are common ways of expressing 
similarity between groups, and that the way adults frame 
these comparisons is non-arbitrary.  While males, especially 
men, frequently served as the ground for positive traits (e.g., 
“Women are as smart as men”), females overwhelmingly 
served as the ground for negative traits (e.g., “Boys are as 
fake as girls”).  We also found that men served as the 
ground significantly more often than did women. 

Our Twitter results arguably reflect current stereotypic 
beliefs about gender.  As Miller et al. (1991) showed, adults 
explain group differences by focusing on the less typical, 
“deviant” group, placing them in the subject, or figure, 
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position.  When explaining gender gaps in voting, for 
example, adults in their study focused on how women 
differed from men, rather than the reverse, because typical 
voters were seen as male.  Thus, Twitter users likely framed 
their comparisons according to whether they viewed the trait 
as typical of females or males, placing the gender most 
strongly associated with the trait in the ground position. 

In addition to reflecting stereotypic beliefs about gender, 
we argue that these directional comparisons may also 
contribute to such beliefs.  With respect to frequency, by 
framing men as the ground of comparisons more often than 
women, we may be strengthening the idea that men are the 
typical, higher-status gender, even when the comparison 
does not explicitly concern status or power.  Bruckmüller, 
Hegarty, & Abele (2012) provide some evidence for this by 
showing that adults who read paragraphs describing how 
women’s leadership styles differ from men’s were more 
likely than those who read paragraphs describing how men’s 
leadership styles differ from women’s to endorse the idea 
that men are more powerful and agentic. 

Our own results in Studies 2A and 2B more clearly show 
that directional comparisons can exacerbate, in addition to 
reflecting, group biases.  They also provide evidence for an 
inferential process that has not been investigated previously.  
In these studies, we found that, after reading comparisons 
intended to express equivalent ability between genders at a 
novel activity (e.g., “Boys are as good as girls at a game 
called gorp”), adults were more likely to state that the 
gender framed as the figure (here, boys) had to work hard to 
be good at the activity and that the gender framed as the 
ground (here, girls) was more naturally skilled.  Thus, 
directional comparisons may subtly suggest that the group 
framed as the ground is the group with raw talent, and that 
equivalent ability between the two groups has been achieved 
only because the group framed as the figure has put forth 
enough effort. 

Stating that girls are as good as boys at math, then, may 
implicitly perpetuate gender stereotypes by strengthening 
both the idea that girls have to work hard to be good at math 
and the idea that boys are naturally talented mathematicians. 
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Abstract 

The mental number line (MNL) hypothesis is that numbers 
are mentally represented in spatial format, particularly in left-
to-right orientation among Westerners. The MNL has 
received support from various paradigms, but it remains 
controversial as it is challenged by alternative models. Here 
we used an individual differences approach to assess spatial-
numerical associations (SNAs) across a variety of tasks. The 
MNL hypothesis predicts correlations across SNA tasks 
because they should tap a common MNL representation. 
Control tasks were included to account for effects not specific 
to SNAs. Correlation analyses revealed significant 
associations across several SNA tasks, even when controlling 
for general cognitive abilities or individual differences in 
response time (RT). These findings provide unique support 
for the MNL hypothesis, and begin to shed insight on 
potential explanations that may contribute to variation in the 
strength of the correlations among SNA tasks.  

Keywords: Spatial-numerical associations, SNARC effect, 
mental number line (MNL), polarity correspondence, working 
memory, individual differences  

Introduction 

The associations between space and number have been 

demonstrated by countless experiments across various 

contexts (for a recent review, see Fischer & Shaki, 2014). A 

dominant explanation for these spatial-numerical 

associations (SNAs) is that numbers are mentally 

represented in spatial format, also known as a ‘mental 

number line’ (MNL, Dehaene, Bossini, & Giraux, 1993). 

The notion of a MNL, which in Westerners has been shown 

to orient from left-to-right, implies a systematic, long-term 

mapping between numbers and space. Zorzi, Priftis, and 

Umilta (2002) further suggested a functional isomorphism 

between the MNL and physical lines; that is, a common 

metric underlying numerical and spatial representations. 

Moreover, it has also been suggested that there is a common 

system for deploying attention to both external space and 

along the MNL (Fischer, Castel, Dodd, & Pratt, 2003).  

The existence of a left-to-right MNL is supported by a 

plethora of findings. In the classic work of Dehaene and 

colleagues (1993) and related replications (Wood, Willmes, 

Nuerk, & Fischer, 2008), participants made parity 

judgments or magnitude comparisons of Arabic numerals by 

pressing either left or right response keys. They produced 

faster left responses for small numbers and faster right 

responses for large numbers. In a variant of the magnitude 

comparison task, other researchers demonstrated similar 

left-to-right orientation when participants judged the 

magnitude of a number presented in either the left or right 

visual field (LVF/RVF) (Lavidor, Brinksman, & Göbel, 

2004), which suggested that the left-small and right-large 

mappings were not restricted to left/right manual responses 

but that it might involve a global left-right reference frame 

that cuts across modalities (e.g., hands, eyes, and so on; 

Viarouge, Hubbard, & Dehaene, 2014).  

Other findings have revealed that numbers bias spatial 

attention in that individuals are faster at detecting a left 

target when it is preceded by a centrally presented smaller 

number and faster at detecting a right target when preceded 

by a centrally presented larger number (Fischer et al., 2003). 

Participants also show relatively more leftward bias on a 

line bisection task (leftward bias being the norm for 

bisecting plain/physical lines) when lines are made up of 

smaller numbers compared to larger numbers (Calabria & 

Rossetti, 2005). Conversely, spatial attention has also been 

found to affect number processing. For instance, in a 

random number generation task, participants generate more 

smaller numbers when their heads are oriented leftward 

compared to rightward (Loetscher, Schwarz, Schubiger, & 

Brugger, 2008). Taken together, these effects provide 

evidence for a relationship between numerical values and 

spatial attention that is consistent with a left-to-right 

oriented MNL among Westerners.  

Nevertheless, not all researchers agree that the MNL 

theory provides the best account of these SNAs. Proctor and 

Cho (2006), for instance, suggested that SNAs in parity and 

magnitude comparison tasks could be driven by polarity 

correspondence (i.e., the compatibility between the polarity 

[+/-] of stimulus and response categories, which facilitates 

response selection). Although a plausible explanation for 

classification tasks that involve binary categories, it remains 

unclear how it would account more generally for SNAs 

outside the context of binary category classification, such as 

random number generation or number bisection. Others 

such as van Dijck and Fias (2011) have argued that SNAs 

are task-specific associations established within verbal 

working memory (WM) rather than long-term associations 

supported by a MNL.  

Given the competing hypotheses, the current study was 

designed to shed insight on the mechanism underlying 
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SNAs using an individual differences approach. In this 

study, a large sample of participants were given multiple 

tasks, each known to elicit SNAs, so that we could assess 

the between-task correlations. The MNL theory predicts 

significant correlations, as the different tasks should tap a 

common representation (MNL). It was less clear what to 

predict from the verbal WM account, the main alternative 

here. One possibility is that there would be no significant 

correlations among these tasks because SNAs are task 

specific, so different tasks should elicit different patterns of 

SNAs. Another possibility is that these tasks would recruit 

the same WM mechanism to create SNAs on-line, such that 

correlations would be due to individual difference in WM 

rather than a shared MNL. To directly address this 

possibility, we measured participants’ WM capacity 

alongside with their SNAs (see Method below). 

A strength of the current design was the inclusion of 

additional control tasks that allowed us to rule out effects 

due to similar task demands or general cognitive abilities. 

The control tasks were divided into two groups: ‘parallel’ 

and ‘general cognitive’ tasks. The parallel tasks were 

included based on their similarity to specific SNA tasks (see 

Method below). General cognitive tasks assessed a variety 

of abilities, including working memory (WM), visual 

processing speed and the acuity of non-symbolic number 

representations (i.e., the approximate number system 

[ANS]; see below). This particular collection of tasks 

afforded us the opportunity of sorting out the relations 

among SNA tasks using individual differences in 

performance within and across tasks.  

 

Method 
 

Participants 
Results of the current paper are based on 125 Emory 

undergraduates (76 females) who participated for course 

credit, though data collection remains ongoing. Participants 

were mostly right-handed (Edinburgh Handedness 

Inventory, EHI: M= 69.11, range: -100 to 100; Oldfield, 

1971). The majority of participants (93.6%) reported native 

languages that are left-to-right oriented (English: 68.8%; 

Chinese: 11.2%; Korean; 9.6%). Only one participant 

reported the reverse orientation (Arabic). Seven participants 

(5.6%) did not indicate their native language. Experimental 

procedures were approved by the local ethics committee.  
 

Table 1: List of SNA and Parallel tasks. 
 

SNA tasks Parallel Tasks 

Parity Simon 

Magnitude Comparison Simon 

Lateralized Comparison - 

Numerical Posner Classic Posner  

Number bisection Line bisection 

Random number generation 

(spatial condition) 

Random number generation 

(baseline condition) 

General cognitive tasks: Corsi, Verbal WM, Retro-Cued, Visual 

Search, ANS acuity 

Design 
All participants completed a collection of SNA tasks and 

control tasks (see Table 1 for groupings according to 

parallel and general cognitive tasks) in a 90-minute session. 

All tasks were adapted from existing studies. Tasks were 

arranged in a pseudo-random order with the following 

constraints:  1) No more than two consecutive SNA tasks; 2) 

Random number generation was administered either first or 

last (counterbalanced across participants) because unlike the 

other tasks, this task required experimenter administration; 

3) Tasks that required a chinrest (lateralized comparison, 

numerical Posner, classic Posner) were blocked and 

randomized within block. The chinrest block either came 

before or after the remaining computerized tasks 

(counterbalanced across participants). Viewing distance for 

chinrest tasks was 35 cm and for the others was 

approximately 60 cm. Participants filled out questionnaires 

related to handedness and language experience after 

completing the full battery of SNA and control tasks.  
 

Parity and magnitude comparison tasks (adapted from 

Dehaene et al., 1993). Participants judged parity (odd/even) 

or compared magnitude to a standard (< or > 5) for numbers 

between 1 and 9 (5 excluded in the magnitude comparison 

task) on each trial. Both tasks shared the same task 

structure: each trial began with a central fixation cross (500 

ms, H: 0.3°, W: 0.4°), which was replaced by an Arabic 

numeral (H: 0.4°, W:  0.3°) that remained on screen until 

one of two response keys (P/Q) was pressed (left/ right 

index fingers, respectively). In the parity task, the keys 

corresponded to odd/even; in magnitude comparison task, 

the keys corresponded to < or > 5. Key mapping alternated 

across four blocks (parity: 9 practice trials, 36 test trials; 

magnitude comparison: 8 practice trials; 32 test trials) on 

each task. Block order was counterbalanced across subjects.  
 

Lateralized comparison task (adapted from Lavidor et 

al., 2004). Participants judged whether stimulus numbers 

(31 to 79, 55 excluded) were smaller/larger than a standard 

(55). Each trial started with a blank screen (1000 ms). Then, 

a central fixation cross was shown for 500 ms, which was 

followed by lateralized number presentation (100 ms, H: 

0.7°, W:  1.1°, 4.2° from center). Participants responded by 

pressing either the left or right mouse buttons with their 

dominant hand. Magnitude (< or > 55) and location 

(left/right) were fully crossed across the 96 test trials. 
 

Numerical Posner and classic Posner tasks. The 

numerical Posner task is a SNA task adapted from Fischer et 

al. (2003). The classic Posner task (Posner, 1980) was used 

as the parallel control task. Both tasks required pressing the 

spacebar as quickly as possible when a target (black dot, 

size 1°, 3.1° from center) appearing to the left or right of the 

central fixation is detected. Preceding the target was either a 

centrally presented arrow (classic Posner task; arrow 

pointing left or right; H: 0.7°, W: 2.7°) or a centrally 

presented Arabic numeral (numerical Posner task; 1, 2, 8, or 

9; H: 2.8°, W:  2°) that lasted 300 ms. The delay between 
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the number/arrow and target (SOA) was either 350, 450 or 

600 ms. Each task included 120 trials, among them were 

20% catch trials in which the target never appeared. The 

remaining trials were evenly split between congruent and 

incongruent trials. In the classic Posner task, congruent 

trials involved arrows pointing to the target location; in the 

incongruent trials, the arrow pointed to the opposite 

direction. In the numerical Posner task, congruent trials 

were ones in which smaller numbers (1, 2) preceded the left 

target and larger numbers (8, 9) preceded the right target; 

this pattern was reversed in the incongruent trials.  
 

Number and line bisection tasks. The number bisection 

task is a SNA task adapted from Calabria and Rossetti 

(2005). The line bisection task was used as the parallel 

control task (Longo & Lourenco, 2006). In both tasks, 

participants indicated the midpoints of horizontal lines 

(length: 25.4 or 12.7 cm; thickness: 0.5 cm for number, 0.3 

cm for plain lines). In the number bisection task, lines were 

formed by a repetition of the same number word (“one”, 

“two”, “three”, “eight”, “nine” or “ten”) or Arabic numerals 

(1, 2, 3, 8 or 9), whereas standard lines were used in the line 

bisection task. Each trial started with a central red square; 

once participants pressed a spacebar, a line appeared either 

on the left or right side of the computer screen (vertical 

position randomized). Participants bisected the line with a 

cursor, which could be adjusted with a mouse. Line length 

(short/long), location (left/right of the screen) and number 

(number bisection only) were fully crossed across 44 trials 

on each task.  
 

Random number generation task (adapted from 

Loetscher et al., 2008). Participants were asked to generate 

random numbers ranging from 1 to 30 on pace with a 

metronome (0.5 Hz) with their eyes closed. In the baseline 

condition, participants generated 40 numbers facing straight 

ahead. In the spatial condition, participants rotated their 

heads in alternation from left to right, generating a number 

each time they faced left and right (40 numbers on each 

side). Participants’ scores in the spatial condition 

contributed data to the set of SNA tasks, whereas the 

baseline condition was treated as the parallel task.  
 

Simon task. The Simon task (Simon, 1969) was included as 

the parallel task for parity and magnitude comparison tasks 

because researchers have suggested that these tasks share 

structural similarity (e.g., Gevers, Caessens, & Fias, 2005). 

In the Simon task, participants indicated the color of a 

square (blue/red) by pressing one of two response keys 

(P/Q, left and right hand respectively). Each task began with 

a central fixation cross (500 ms, H: 0.3°, W: 0.4°), which 

was replaced by a square (size 1°, 500 ms) shown either on 

the left/right side of the screen (10.7° from center). Color 

and location of the squares were fully crossed to create 4 

practice and 24 test trials in each block. Key mapping (i.e., 

the mapping between P/Q keys and blue/red colors) 

alternated between 2 blocks of trials (order counterbalanced 

across participants).  

Corsi task and Verbal WM task. Participants’ visuospatial 

and verbal WM spans were measured respectively by these 

two tasks. Stimulus parameters and procedure were the 

same as those of van Dijck, Gevers, and Fias (2009). The 

number of trials in both tasks was contingent on 

participants’ performance, with a minimum number of 3 

trials and a maximum number of 18 trials. 
 

Visual search task (adapted from Hermer-Vazquez, 

Spelke, & Katsnelson, 1999). This task was used as an 

index of processing speed. On each trial, participants judged 

whether the letter “L” was present in an array of “T”s by 

pressing the “Yes” button (onscreen) as quickly as possible 

if they detected the target or the “No” button if they did not. 

Corrective feedback was provided after a response. Each 

trial consisted of 24 letters ( 0.4°  0.4°, rotated in an angle 

ranging from 0° to 315°), randomly positioned within a 

display of fixed size (height: 13.5°, width: 18.2°, white 

background with black border) that was located at the center 

of the screen. The presence of the target letter “L” was 

randomized on each trial.  
 

ANS acuity task. Stimulus parameters and procedure 

followed those of Lourenco, Bonny, Fernandez, and Rao 

(2012). In summary, participants were asked to judge which 

of the two rapidly presented arrays was larger. The rapid 

presentation (200 ms) prevents participants from counting 

and thus requires that they rely on their approximate number 

system (ANS) to make their judgments. This task measures 

the precision of this cognitive system. 
  
Retro-cued task (adapted from Griffin & Nobre, 2003). 
This task was included as a measure of individual 

differences in spatial attention. In this task, spatial attention 

within working memory is manipulated by presenting 

participants with a location cue after they are instructed to 

memorize a visual image. In this task, each trial started with 

a central fixation cross (200 ms, H: 0.3°, W: 0.3°), which 

was followed by a variable ISI (400-600 ms). Then, an array 

made up of four crosses (H: 0.7°, W: 0.8°, each) of different 

colors appeared for 100 ms, which was followed by another 

variable ISI (1500-2500 ms). Then, a retro-cue, which 

appeared at the center of the screen (100 ms, H: 0.8°, W: 

0.8°), either pointed to one of the four cross locations, or 

none (neutral cue). Finally, after a variable ISI (500-1000 

ms), a probe, which was either a cross from the array, or a 

novel cross, was shown at the center of the screen. 

Participants had to decide whether the probe was part of the 

array shown earlier in the trial and responded with the left or 

right mouse button. There were 104 trials (50% chance that 

the probe was presented in the array). Among the “present” 

trials, 32 were valid trials such that the cue pointed to the 

correct location. Sixteen trials were invalid such that the cue 

pointed to a wrong location. Four trials were neutral trials. 

Among the “probe absent” trials, the cue pointed to one of 

the corners on 48 trials (a neutral cue was shown on 4 

trials).     
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Results 

Preliminary analyses. Data were trimmed in each task for 

outliers (> 2.5 SDs). Data were also trimmed based on 

accuracy; more specifically, in each task, participants with 

accuracy under 60% were dropped from subsequent 

analyses for the given task. The expected pattern of results 

(measured at the group level) was observed for most SNA 

tasks. Significant negative slopes of dRT (dRT = right RT – 

left RT) were found for both parity and magnitude 

comparison tasks (i.e., regressing dRT on stimulus numbers, 

see Fias, Brysbaert, Geypens, & D'Ydewalle, 1996 for 

details for this measure): parity, M= -5.52, SD= 11.2, 

t(111)= -5.21, p < .001, d = 0.49; magnitude comparison, 

M= -5.89, SD= 11.06, t(115)= -5.73, p < .001, d = 0.53. In 

the lateralized comparison task, there was the expected 

significant interaction between magnitude (> or < 55) and 

side (LVF/RVF), F(1,111)= 5.72, p = .018, 𝜂
𝑝
2= .05. In the 

random number generation task (spatial condition), 

significantly more small numbers (< 16) were generated 

when participants faced left than when they faced right: 

t(124)= 3.36, p = .001, d = 0.3. These results showed that 

we replicated the expected effects for these SNA tasks. In 

contrast, significant effects were not observed in the 

numerical Posner task (magnitude  side: p = .66; 

magnitude  side  SOA: p = .92) or number bisection task. 

In the number bisection task, the main effect of magnitude 

(small, large) was not significant, F(1, 121)= 2.22, p = .14. 

However, there was a significant interaction between 

number type (Arabic numerals, number words), line length 

(short, long) and magnitude, F(1,121)= 4.11, p = .045, 𝜂
𝑝
2 = 

.03, which we explore further below. 

Analyses of participants’ performance on the parallel 

tasks revealed the expected pattern of effects on all tasks 

(measured at the group level). Congruent trials were 

significantly faster than incongruent trials in both the 

Simon, t(112)= -2.8, p = .006, d = .26, and classic Posner, 

t(114)= -3.04, p = .003, d = .28, tasks. Participants showed a 

significant leftward bias on the line bisection task, t(120)= -

5.84, p < .001, d = 0.53, consistent with lateralized 

visuospatial attention. On the baseline condition of the 

random number generation task, there was significant bias, 

such that participants generated significantly more small 

numbers than the chance level (half of the trials), t(124)= 

9.25, p < .001, d = 0.83, as has been previously found.  

Analyses of the general cognitive tasks indicate that 

participants’ performance was within the normal range for 

most tasks. Corsi task: M= 5.64, SD= 1.03; Verbal WM: M= 

5.73, SD= 1.17; visual search, MRT= 3848.95 ms, SD= 

1163.03; ANS task, Maccuracy= 68.32%, SD= 9.1%. The 

retro-cued task, however, failed to show the typical 

facilitation effect when the RT of valid trials was compared 

to that of invalid trials, Mdifference= -9.48 ms, SD= 111.81 ms, 

t(89)= -.81, p = .42. We therefore excluded the retro-cued 

task from further analyses.  
 

Correlation analyses. The main analyses were the 

correlations across the SNA tasks. To allow for these 

analyses, we computed indices of the strength and direction 

of individuals’ spatial-numerical associations for each task. 

For parity and magnitude comparison tasks, this is 

summarized by the slopes of dRT for each participant (Fias, 

Brysbaert, Geypens, & D'Ydewalle, 1996). The sign of the 

slope indicates the direction of the SNA (+ slope = right-to-

left; - slope = left-to-right); the absolute value of the slope 

indicates the strength of the SNA. On the lateralized 

comparison task, the stimulus numbers were split into 6 

equal groups (31-38, 39-46, 47-54, 56-63, 64-71, 72-79), 

with the mean stimulus values and dRTs calculated for each 

group. Each participant’s dRT slope was then computed by 

regressing dRT on the mean of stimulus values. In the 

numerical Posner task, we calculated the dRT for small (1,2) 

and large (8,9) numbers. A negative sign was assigned to 

the index if the small number group had the higher dRT 

value and vice versa. The absolute value of the index (which 

indicates the strength of the SNA) equals the absolute 

difference between the dRTs of the small and large number 

groups. (Note that although this task did not show the 

expected effect at the group level, we included it in these 

analyses because it was one of the tasks of interest.) In the 

number bisection task, we first calculated the bisection bias 

of each line (bias divided by line length, negative value = 

left bias). Then, we calculated the correlation between the 

stimulus numbers and its mean bisection bias (positive 

correlation indicates left-to-right SNA). To equate the sign 

with those from the other tasks, the index for number 

bisection was obtained by multiplying the correlation by -1.  

Because the analyses above revealed a significant type  

length  magnitude interaction on this task, we subsequently 

examined correlations related to this task for each 

combination of type (Arabic numerals vs. number words) 

and length (short vs. long). One-sample t-tests revealed that 

only the short lines made up of Arabic numerals showed a 

significant correlation between stimulus values and percent 

bias, M= -0.1, SD= 0.5, t(120)= 2.41, p = .02, d = 0.2.  We 

thus only included these trials in subsequent analyses. In the 

random number generation task, we first counted how many 

small numbers were generated when participants faced left 

and right. The index of the strength and direction of the 

SNAs was obtained by subtracting the left count from the 

right count.  

Using the above indices, we first conducted zero-order 

correlations among the SNA tasks (see Table 2) to exam the 

extent to which individual differences across these different 

tasks overlapped with one another. We followed up on this 

by partialling out different variables to rule out associations 

shared with other (parallel or general cognitive) tasks.  

Zero-order correlations were significant (all ps < .05, with 

outliers that were specific to each correlation removed, see 

Table 2 and Figure 1) across a collection of SNA tasks. 

These significant correlations are consistent with the view 

that different SNA tasks tap a common representation, 

namely the MNL. However, it is possible that these 
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correlations were driven by task specific features that do not 

pertain specifically to these SNA tasks. To test this, we next 

partialled out the effects of the parallel tasks. For example, 

the parallel tasks of the numerical Posner and number 

bisection tasks were the classic Posner and line bisection 

tasks, respectively (see Table 1). All partial correlations 

remained significant (all ps < .05; see Table 2 and Figure 1), 

suggesting that the overlap among the SNA tasks were not 

exclusively driven by superficial task similarities.   

Another possibility is that the correlations were driven by 

individual differences in general cognitive abilities rather 

than SNAs per se. To test this possibility, we partialled out 

the effects of all general cognitive tasks (i.e., Corsi, verbal 

WM, visual search and ANS acuity). We were especially 

interested in effects of WM given its pivotal role in the 

verbal WM explanation of SNAs. All partial correlations 

remained significant (all ps < .05), except for the one 

between numerical Posner and lateralized comparison tasks 

(Table 2 and Figure 1). This analysis suggests that 

individual differences in general cognitive abilities cannot 

fully account for the SNAs observed here.  
 

Table 2: Zero-order and Partial Correlations.  

 
  Controls† 
  Zero Parallel Gen Cog RT 

Parity Mag Comp‡ .25* .26* .24* .25* 

 Num Posner .27* .21* .33* .31* 

 Lat Comp‡ .22* .21* .23* .11 
 Random Num -.07 -.15 -.04 -.05 

 Num bisection -.1 -.12 -.09 -.08 

Mag Comp Num Posner .13 .12 .11 .1 
 Lat Comp. .26* .27* .3* .22* 

 Random Num .14 .09 .14 .16 

 Num bisection .24* .27* .29* .23* 

Num Posner Lat Comp .2* .23* .11 .18 
 Random Num .13 .12 .15 .13 

 Num bisection -.04 -.03 -.05 -.04 

Lat Comp Random Num .26* .26* .32* .23* 
 Num bisection .27* .25* .33* .28* 

Random Num Num bisection .03 .05 .04 - 
*p < .05; †Controls: Zero = zero order correlations; Parallel: parallel tasks 
partialled out; Gen Cog: general cognitive tasks partialled out; RT: RT 
partialled out. ‡Mag Comp = magnitude comparison task; Lat Comp = 
lateralized comparison task. 

 

Yet another possibility is that the correlations between 

SNA tasks may be driven by individual differences in RT 

shared across tasks. Though this issue may be addressed by 

including a task designed to asses processing speed (visual 

search), we nevertheless included an additional analysis that 

partialled out RT from all the correlations (except for 

number bisection and random number generation tasks, in 

which RT was not a valid measure for processing speed 

because participants were not required to respond as quickly 

as possible). All partial correlations remained significant (all 

ps < .05) except for two correlations involving the 

lateralized comparison task (see Table 2 and Figure 1). This 

analysis suggests that although RT can account for some 

variance in the associations between particular tasks, it does 

not fully account for the observed SNAs.  

 
 

Figure 1: Graphical summary of correlations. Numerical 

values indicate significant zero-order correlations. Solid 

lines indicate significant effects across all partial correlation 

analyses. Dotted lines indicate an insignificant effect in at 

least one partial correlation. 

Discussion 

The MNL hypothesis has received support from a variety 

of paradigms that demonstrate small-left and large-right 

SNAs in Westerners. However, the extent to which these 

paradigms tap a common construct remains controversial 

given one especially viable alternative for SNAs (i.e., verbal 

WM explanation). The current study addressed this issue by 

examining individual differences across several SNA tasks. 

Moreover, we included a collection of control measures that 

allowed us to account for superficial task similarities, as 

well as general cognitive abilities, including individual 

differences in WM capacity.  

As summarized in Figure 1, there was a collection of 

significant correlations among SNA tasks, even when 

partialling out effects of performance on the parallel tasks, 

general cognitive tasks, or participants’ RTs. It is unclear 

how task-specific WM effects might explain the shared 

individual differences across SNA tasks. The WM 

alternative to the MNL theory (van Dijck & Fias, 2011) 

suggests that SNAs are constructed on-line when all the 

stimuli of a task are stored in verbal WM as a task set. 

According to this proposal, the rank of items in verbal WM 

is represented spatially, so that earlier ranks are associated 

with the left and vice versa. Given the important role of 

verbal WM in this hypothesis, it is reasonable to expect 

controlling for verbal WM capacity may have had 

detrimental effects on the correlations among SNAs. This 

was not the case, however. With only one exception, all the 

SNA tasks remained significant after verbal WM capacity 

was partialled out even when controlling for other cognitive 

abilities.  

Another important issue related to this explanation 

concerns with the type of WM involved in SNAs. Though 

verbal WM explanation can account for SNA in parity 

judgment and numerical Posner tasks (van Dijck, 

Abrahamse, Acar, Ketels, & Fias, 2014; van Dijck & Fias, 

2011), it remains unclear how this proposal can account for 

SNAs in other tasks. Specifically, it has been shown that 

loading verbal WM can remove the spatial-numerical 

association in parity judgment but not magnitude 

comparison tasks (van Dijck et al., 2009), which suggests 

that the verbal WM account likely does not apply to the 

magnitude comparison task. Nevertheless, we found a 

significant correlation between parity judgment and 

magnitude comparisons, suggesting that verbal WM alone is 
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not responsible for the associations between SNAs in these 

two tasks.  

Other than challenging WM’s role as a common 

mechanism behind SNAs, the current findings also call for a 

fine-tuning of the MNL theory so as to explain the potential 

differences in the correlations among SNA tasks. One 

possibility is that different SNA tasks may be supported by 

different spatial frames of reference (Viarouge et al., 2014). 

According to this view, the meanings of ‘left’ and ‘right’ are 

derived from the reference frame that is activated within a 

specific context. There are at least three types of reference 

frames that may contribute to SNAs: 1) a global left-right 

oriented reference frame; 2) reference frames based on body 

parts, e.g., hand- or head-based frames; and 3) reference 

frames based on objects. Different spatial reference frames 

may be activated in different contexts based on factors such 

as stimulus attributes, or response requirements (e.g., 

bimanual or unimanual responses). Viarouge and colleagues 

argued that the parity task is based on a global reference 

frame, whereas other tasks may be more strongly associated 

with other references frames. The implication of this is that 

although the MNL refers to the spatial mapping of number, 

the spatial reference frames implicated in these 

representations may be task-specific, which could affect the 

strength of the correlations across SNA tasks.   

In summary, the current study demonstrated significant 

correlations across SNA tasks, though differences in the 

strength of these correlations may prove critical for 

understanding the nature of these effects. An important area 

for future research will be to tease apart the factors, such as 

different spatial frames of reference, that may contribute to 

the MNL. 
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Abstract 
Recent imaging studies have found that in simple arithmetic 
processing, addition is lateralized to the right hemisphere, 
whereas multiplication to the left. Here we aimed to 
investigate the cognitive mechanism underlying complicated 
arithmetic processing with a dual task paradigm. Participants 
were asked to complete a calculation task (addition or 
multiplication) and a letter judgment task (rhyme or shape 
judgment) simultaneously. We found that participants’ 
performance in addition and multiplication was interfered 
more by the simultaneous shape judgment task than the rhyme 
judgment task. This effect suggested that both complicated 
addition and multiplication relied more on right-lateralized 
visuospatial than left-lateralized phonological/verbal 
processing. The shift from left- to more right-lateralized 
processing in complicated multiplication suggests that 
participants may have adopted a visuospatial strategy to 
approximate numerosity when the calculation involved large 
numbers. These results suggest that the cognitive mechanism 
involved in arithmetic processing depends on both the 
operation and the context. 

Keywords: arithmetic processing; hemispheric lateralization; 
dual task paradigm 

 
Introduction 

 
Mental representation of arithmetic processing 
Although it is generally believed that logical reasoning or 
mathematical processing is lateralized to the left hemisphere 
(LH), the specific neural mechanism of arithmetic and 
number processing is still unclear. In general, Dehaene and 
Cohen’s (1995) triple-code model of number processing has 
been widely used to conceptualize the anatomical and 
functional properties of human’s number processing. In this 
model, there are three main components of mental 
representation of numbers and its manipulation within the 
human brain. The components are: (1) visual Arabic number 
form, where numbers are represented as strings of digits; (2) 
verbal word form, where numbers are represented with 
syntactic structure; (3) analogical magnitude representation, 
where numbers are associated with their “meanings” or 
quantities. Different studies have provided converging 
evidence for the existence of a modular structure of number 
processing, yet, the exact brain mechanisms for specific 
functions, such as arithmetic, remain unclear.  

By studying patients with different lesions, Dehaene and 
Cohen (1997) argued that there is a double dissociation 

between storage and retrieval of arithmetic facts by verbal 
rote and by manipulation of numerical quantities mentally. 
While the former is believed to be attributed to a left 
subcortical network, the latter involves bilateral parietal 
network. A later study by Zago et al. (2008) have linked 
number processing, or calculation, to the model of working 
memory proposed by Baddeley and Hinch in 1974, that is, 
central executive, phonological loop and visuospatial 
sketchpad. By comparing participants’ activation pattern 
using fMRI when they held or manipulated numbers and 
spatial patterns, they proposed that each of the components 
in the working memory model is essential for a complete 
calculation to work. While the central executive is needed to 
coordinate the two systems, the left-lateralized phonological 
component around the inferior fronto-temporal area is 
required for retrieval of arithmetic information, whereas the 
right-lateralized visuospatial component around the superior 
and posterior fronto-parietal area is essential for 
manipulation of numbers.  

Some recent studies have examined how the components 
in the working memory model can be linked to specific 
arithmetic processing. For example, in an EEG study, Zhou 
et al. (2006) found that when performing single-digit 
arithmetic problems, multiplication relies more on the 
phonological processing than addition and subtraction. A 
subsequent paper by Zhou et al. (2007) has further extended 
the idea by testing participants with single-digit addition and 
multiplication problems using fMRI. Their findings showed 
that mental multiplication relied more on verbal processing, 
which is lateralized to the LH, and that mental addition 
relied more on visuospatial processing, which is lateralized 
to the right hemisphere (RH). One of the explanations given 
by the authors was that we are encouraged to learn addition 
through procedural strategies such as counting, and 
multiplication through rote learning (e.g. Dehaene & Cohen, 
1997). While counting involves the manipulation of visual 
Arabic digits and their quantities, which requires 
visuospatial processing, rote learning and retrieval require 
verbal/phonological processing. However, since only single 
digit arithmetic was tested in the experiments, it remains 
unclear whether these findings also apply to complicated 
arithmetic processing involving more than one digit.  

In the literature on arithmetic processing, the anatomical 
and functional mechanisms underlying mental arithmetic 
processing remains unclear because arithmetic processing is 
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a complicated cognitive process that involves several 
different components, such as the ones proposed in the 
triple-code mode (Dehaene & Cohen, 1995; 1997) and its 
link to the working memory model. Different 
strategies/components may be used under different contexts, 
such as calculations with small versus large numbers. Thus, 
the type of strategy used by participants may contribute to 
the inconsistency in the literature. In one study, it was found 
that addition and its reverse operation, subtraction, rely 
more on RH processing (Zhou et al., 2006; Zhou et al., 
2007). However, in another study examining strategy use 
during calculation, whole-calculation strategy, or exact 
approach in addition, was found to be lateralized to the LH, 
whereas approximate-calculation strategy involved both 
hemispheres (Yagoubi, Lemaire & Besson, 2003).  

Indeed, some recent studies have suggested that the brain 
mechanism for mental arithmetic processing depends on the 
use of strategy given the context such as time constraint or 
difficulty level of the task. For example, an ERP study by 
Yagoubi, Lemaire and Besson (2003) found that different 
brain mechanisms were involved for different strategies 
employed in different contexts. Specifically, when 
participants were asked to judge whether the solution of a 
complicated addition problem was smaller than 100 or not, 
they showed two types of processing patterns depending on 
the discrepancy between the proposed sum and 100. If the 
proposed sum was close to 100 (2% or 5% away from 100; 
i.e., a small-split problem), participants adopted a whole-
calculation strategy, which was slower and primarily done 
by the LH; however, if the proposed sum was far from 100 
(10% or 15% away from 100; i.e., a large-split problem), 
participants adopted an approximate-calculation strategy, 
which was faster and involved bilateral brain activation. 
Although the study claimed to tap on arithmetic processing 
with large numbers, the task only required a comparison to a 
fixed number, which may not resemble how a more genuine 
complicated arithmetic problem looks like. Andres, Seron 
and Oliver (2005) examined similar topics using the TMS 
technique and found that comparison between digits close 
together involved the left posterior parietal cortex (PPC) 
only, while comparison between digits that were further 
away could be done by either left or right PPC. More 
specifically, participants were asked to compare single-
digits ranging from 1 to 9 (excluding 5) against 5 and 
determine if the digit shown was smaller or larger than 5. It 
was found that disrupting the left PPC alone was enough to 
increase the reaction time for comparing numbers close to 5, 
whereas bilateral disruption was needed for numbers further 
away from 5. Using both fMRI and ERP designs, Stanescu-
Cosson et al. (2000) found that small number addition, 
which involves mainly rote verbal memory, was lateralized 
to the LH, while larger number addition, which typically 
involves both approximation and exact calculation, relied on 
both hemispheres, especially the parietal regions. However, 
the larger numbers (operands) in the study were only 
ranging from 5 to 9, which are small as compared with 
double-digit calculation. As the study examined comparison 

of small numbers only, it remains unclear how arithmetic 
problems involving large numbers are processed as 
compared with those with small numbers. 

Recent studies have shown that those who are extremely 
good at mathematics may also have a different neural 
mechanism when undergoing number processing. In 
particular, using different imaging techniques, it has been 
suggested that mathematically gifted adolescents may be 
attributed to a more bilateral activation pattern in their 
frontal and parietal areas. For example, Desco et al. (2011) 
found that mathematically gifted adolescents always show a 
bilateral activation and recruit more regions, especially in 
the RH, while performing different reasoning tasks. In 
particular, the precuneus, superior occipital lobe and medial 
temporal lobe in the Tower of London (TOL) task, and the 
right inferior parietal lobe, anterior cingulated gyrus, and 
frontal areas in the Raven’s Advanced Progressive Matrices 
(RAPM) task. O’Boyle et al. (2005) also found that when 
mathematically gifted adolescents performed mental 
rotation tasks, which has been shown to be lateralized to the 
RH among ordinary people, showed a bilateral activation 
pattern involving the parietal lobe and the anterior cingulate.  

Given the greater involvement of the RH, in addition to 
the LH, in arithmetic with relatively larger numbers or 
involving non-verbal number processing (e.g. 
approximation), and the findings from mathematically 
gifted adolescents, who typically show a bilateral activation 
pattern in different reasoning tasks, it seems to suggest that 
bilateral activation, i.e., engagement of both hemispheres, 
may be generally beneficial to complicated mathematical 
processing, such as calculations with large numbers. 

  
Dual-task paradigm 
The use of a dual-task paradigm in psychological 
experiments can be dated back to the early 70s and 80s, 
where researchers tried to examine specific brain 
mechanisms responsible for a particular kind of cognitive 
processing. By asking participants to do two tasks 
simultaneously, the neural representation of a particular 
processing can be deduced. The underlying assumption of a 
dual-task paradigm is that if two tasks share the same neural 
mechanism, there will be greater interference than when 
they do not share the same mechanism (Shaillice, McLeod 
& Lewis, 1985).  

Fernandes and Guild (2009) used the dual-task paradigm 
to investigate the underlying mechanisms responsible for 
retrieving words and visuospatial patterns. In the study, 
participants were interfered more by a visuospatial 
distracting task when retrieving visuospatial patterns, but 
interfered more by a phonological distracting task while 
doing retrieval of words. Hence, they argued that the 
representations of verbal and visuospatial episodic 
memories were different qualitatively. In a later study, 
Fernandes, Wammes and Hsiao (2013) have used the dual-
task paradigm to examine the representation of linguistic 
information in a visual word recognition task. It was found 
that when bilingual Chinese-English speakers retrieved 
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Chinese characters, they were interfered more by the 
visuospatial distracting task than phonological task. In 
contrast, monolingual English speakers were affected more 
by the phonological task when they retrieved English words. 
The study has demonstrated how the representation of 
linguistic information can be addressed by examining the 
interference effect generated by the dual tasks. 

Lee and Kang (2002) examined the connections between 
arithmetic functions and working memory using a dual-task 
paradigm, where the distracting task was to suppress either 
the phonological component or visuospatial component. 
Results showed that multiplication was significantly delayed 
by concurrent phonological rehearsal while subtraction was 
delayed by maintaining an image in the mind. This suggests 
that while multiplication is more related to phonological 
processing, subtraction is more related to visuospatial 
processing. However, their study used only single digit 
stimuli, which cannot fully demonstrate how people do 
mental calculation when facing more complex scenarios 
with larger numbers.   

In sum, this study aims to examine the processes and 
representations involved in complicated arithmetic problem 
solving with large (two-digit) numbers using a dual task 
paradigm. According to the results from studies examining 
simple arithmetic problem solving with single-digit numbers, 
if complicated arithmetic processing shares similar neural 
mechanisms to simple arithmetic processing, we expect that 
participants may rely more on the RH processing for 
addition and more on the LH processing for multiplication 
(Zhou et al., 2006; Zhou et al., 2007). More specifically, 
they may be interfered more by a visuospatial task in 
addition and more by a phonological task in multiplication. 
However, given the potential benefit of bilateral processing 
in complicated calculations when using approximation 
(Yagoubi, Lemaire & Besson, 2003; Stanescu-Cosson et 
al.,2000), and in experts in mathematics (Desco et al., 2011; 
O’Boyle et al., 2005), it is likely that participants will show 
bilateral processing in a complicated arithmetic task. In our 
study, only addition and multiplication were examined 
because similar strategies are typically used between inverse 
operations, such as addition and subtraction, and 
multiplication and division. We hypothesize that 
participants will show more bilateral processing in both 
addition and multiplication with large numbers.   

  
Method 

Participants 
Twenty-four local Chinese participants who had Chinese as 
their native language were recruited for the experiment (10 
males and 14 females, mean age = 21.33, SD = 2.60 years). 
They received honorariums for their participation in the 
experiment. All participants had normal or corrected to 
normal vision and hearing. They were all right-handed 
according to the Edinburgh handedness inventory (Oldfield, 
1971).  

 
Materials 

Calculation task Equations for addition and multiplication 
were created, such that 96 double-digit equations with one 
operation sign, where all numbers and signs were arranged 
horizontally (e.g. 12 + 24 = 36), were randomly formed for 
each operation sign and for the experimental session. There 
was no repetition of numbers within an equation. The range 
of numbers used in the left-hand side of the addition 
equations was from 11 to 99 and that of the multiplication 
equations was from 10 to 25. Half of the equations were 
correct and half were incorrect. For incorrect equations, the 
number shown on the right-hand side (the solution) was 
created by either adding 1 or 10 to, or subtracting 1 or 10 
from, the correct answer. 

 
Letter judgment task The materials were adapted directly 
from Fernandes and Guild (2009), where audio files (.wav) 
of letters of the English alphabet (omitting A, M, and W) 
were recorded by the respective author EG via a microphone 
using SoundDesigner II software (Palo Alto, CA). The same 
stimuli were used for both the rhyme (phonological) and 
shape (visuospatial) judgment tasks. Each .wav file was 
approximately 1,500 ms in duration. 

 
Procedure 
The experiment is conducted using E-prime v.2 software 
(Psychology Software Tools Inc., Pittsburgh, PA), with the 
stimuli presented on a 19’ Dell LCD Monitor. Participants 
were tested individually and completed all the sessions. 
They gave all their responses through a response box.  
 
Full attention tasks Participants completed a calculation 
task and a letter judgment task under full attention. For the 
calculation task, they completed both addition and 
multiplication, separated into two blocks. In each block, 
equations were presented in black on a white background, in 
18-point Arial font, at the centre of the screen one at a time, 
followed by a fixation cross for 500 ms. The presentation 
time for addition equations was 3,000 ms while that for 
multiplication equations was 4,500 ms. Different 
presentation times were used to avoid ceiling/floor effects 
since multiplication equations in general were more difficult 
to solve. In each trial, participants were asked to judge 
whether the equation was correct or not by pressing “1” for 
correct equations and “2” for incorrect equations. They were 
asked to respond as fast and as accurately as possible. . 

Participants also completed two types of letter judgment 
tasks, namely rhyme (phonological) and shape (visuospatial) 
judgment tasks. For both tasks, a trial started with a fixation 
cross for 500 ms. Participants then listened to a female voice 
speaking one of a list of 16 letters aloud. Each letter sound 
was played at the beginning of a 3,000 ms interval. 
Participants were asked to respond by pressing “4” for “yes” 
and “5” for “no” within the 3,000 ms interval. For the 
rhyme judgment task, participants judged whether the letter 
presented rhymed with the long "e" vowel (e.g., letters B, C, 
D, E, G, P, T, and V). For the shape judgment task, 
participants judged if the letter presented contained a curved 
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line, in the capitalized form (e.g., B, C, D, G, P, J, O, P, Q, 
R, S, and U). The experimenter referred to the letters on the 
computer keyboard for illustrating how participants should 
visualise the alphabet. For both letter judgment tasks, half of 
the trials required a “yes” response and half required a “no” 
response. They were asked to respond as fast and as 
accurately as possible. 

 
Divided attention tasks Participants did four blocks of dual 
tasks, which were different combinations between the 
calculation tasks (addition and multiplication) and letter 
judgment tasks (rhyme and shape judgment). In each trial, 
they had to give response to both the equation and the letter 
simultaneously, using the same instructions as before. The 
two responses should be made within the respective time 
interval: 3,000 ms for blocks with addition equations and 
4,500 ms for those with multiplication equations. 
Participants were told to give both responses as quickly and 
accurately as possible, regardless of whether the responses 
were given simultaneously or in different orders. 

In the whole experiment, participants completed 8 
experimental blocks, each with 32 trials. The block order 
and trial order within each block were randomized. In the 
dual task conditions, half of the trials were congruent (both 
responses requiring “yes” or “no” responses) and half were 
incongruent (the two responses contradicting with each 
other, i.e. one “yes” and one “no”). Participants were given 
a 45-second break between each block. The button pressing 
patterns were counterbalanced across participants. Practice 
sessions on all the full attention tasks and the dual task 
condition between addition and rhyme judgment were given 
before the experiment. Sample trial sequence for calculation 
task (addition), letter judgment task (rhyme judgment) under 
full attention (FA), as well as trial sequence for both tasks 
(addition and rhyme judgment) under divided attention (DA) 
were given in Figure 1. 

 

 
 

Figure 1: Trial sequence. Letter in brackets denotes the 
respective letter presented in that trial. 

  

Results 
Full attention tasks 
Calculation tasks Paired-sample t-test on the task accuracy 
showed that participants did significantly better in addition 
(M = .811, SE = .025) than in multiplication (M = .737, SE 
= .014), t(23) = 3.073, p = .005.  
 
Letter judgment tasks The accuracy of the two letter 
judgment tasks, rhyme judgment (M = .945, SE = .087) and 
shape judgment (M = .951, SE = .095) did not differ from 
each other significantly, t(23) = -.276, p = .785. 
 
Divided attention tasks 
Calculation tasks To see the effect of the two distraction 
(letter judgment) tasks on the calculation of the two 
operation signs, a 2 (letter judgment: rhyme vs. shape) x 2 
(operation sign: addition vs. multiplication) repeated 
measures ANOVA was conducted on the accuracy of the 
calculation tasks. It was revealed that there was a significant 
main effect of letter judgment, F(1,23) = 10.075, p = .004, 
where calculation performance under phonological 
distraction (M = .704, SE = .017) was significantly better 
than visuospatial distraction (M = .654, SE = .019); however, 
there was no significant main effect of operation sign 
(F(1,23) = .543, p = .469) or interaction between letter 
judgment and operation sign (F(1,23) = .937, p = .343). 
Figure 2 showed the mean accuracy within each operation 
sign under divided attention. In order to investigate the 
degree of interference from the distractions on each 
operation sign, two additional paired-sample t-tests were 
conducted. Performance in addition under phonological 
distraction was significantly better than that under 
visuospatial distraction, t(23) = 2.281, p = .032; and 
performance in multiplication under phonological 
distraction did not differ significantly from that under 
visuospatial distraction, t(23) = 2.281, p = .212. 
 

 
 
Figure 2: Mean accuracy of the calculation tasks under 
divided attention (* p < .05). 
 
Letter judgment tasks The mean accuracy of letter 
judgment tasks for each operation sign under divided 
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attention was shown in Figure 3. For performance under 
divided attention in addition, rhyme judgment did not differ 
from shape judgment significantly, t(23) = -1.007, p = .324. 
For performance under divided attention in multiplication, 
again rhyme judgment did not differ from shape judgment 
significantly, t(23) = -.589, p = .561. Similar performance in 
the letter judgment tasks suggests that the interference 
observed in the calculation task was due to the difference in 
processing addition and multiplication, rather than the 
difficulty of the letter judgment tasks. 
 

  
 
Figure 3: Mean accuracy of letter judgment tasks under 
divided attention. 
 

Discussion 
  In this study, we have examined the processes and 
representations involved in complicated arithmetic problem 
solving (involving two-digit numbers) using a dual task 
paradigm. It was hypothesized that number processing, in 
particular arithmetic, is multi-modal, involving both 
visuospatial and phonological processing. Previous research 
has suggested that addition is linked to visuospatial 
processing more whereas multiplication relies more on 
phonological processing (Zhou et al., 2006; Zhou et al., 
2007). Nevertheless, these findings were based on simple 
arithmetic processing with single-digit numbers. If a similar 
neural mechanism is involved in solving complicated 
arithmetic problems, we expected that in the dual task 
participants would be interfered more by the visuospatial 
task in addition and by the phonological task in 
multiplication. Our results showed that, in contrast to simple 
arithmetic processing, participants were interfered by the 
visuospatial task more in the calculation tasks, suggesting 
that they in general adopted a visuospatial strategy. This 
effect also suggests that RH processing may become more 
important for solving complicated than simple arithmetic 
problems. Since the performance in two letter judgment 
tasks did not differ significantly under either full attention 
or divided attention, the difference in calculation 
performance between these two distracting conditions was 
unlikely to be due to difference in task difficulty between 
the two distracting tasks.  

When we examined the results of the two operation 
conditions separately, in the addition condition, participants 
performed significantly better under phonological 
distracting task than visuospatial distracting task; however, 
this difference was not significant in the multiplication task. 
The result that participants relied more on visuospatial 
processing than phonological processing in addition 
calculation is consistent with previous studies with simple 
calculation questions, which typically show that addition is 
lateralized to the RH, suggesting more involvement in 
visuospatial processing (Zhou et al., 2006; Zhou et al., 
2007). This result was also in line with the Triple-code 
model proposed by Dehaene and Cohen (1995) that people 
tend to perform addition visually by manipulating numbers 
in visual Arabic form through the coordination of the 
analogue magnitude representation.  

Nevertheless, in contrast to the left-lateralized 
processing observed in simple multiplication problem 
solving (Zhou et al., 2006; Zhou et al., 2007), suggesting the 
involvement of verbal processing, here we found that for 
complex multiplication calculation participants engaged 
more right-lateralized visuospatial or bilateral processing. 
This effect suggests that, instead of relying solely on the 
left-lateralized phonological/verbal strategy as reported in 
previous studies using simple one-digit multiplication (e.g. 
Zhou et al., 2006; Zhou et al., 2007), complicated 
multiplication problems involving two-digit numbers may 
rely more on the RH for visuospatial processing. This result 
also suggests that visuospatial processing may be 
particularly important for complicated arithmetic problem 
solving. A possible explanation for this phenomenon is that 
participants have utilized the visuospatial component to 
approximate the numerosity when the multiplication 
calculation involved large numbers. This processing was 
found to be lateralized to the RH, covering the frontal and 
parietal cortexes (Piazza, Mechelli, Price, & Butterworth, 
2006).  

On the other hand, from our findings, it seems that no 
matter how large or small the numbers are, mental addition 
may still rely more on visuospatial processing. This 
phenomenon may be because of the way we learn arithmetic 
(e.g. Dehaene & Cohen, 2007; Zhou et al., 2007). As 
mentioned earlier in the Introduction, children are 
encouraged to use procedural strategies such as counting 
and visual imagination of the quantities to perform addition, 
which relies more oh right-lateralized visuospatial 
processing. Our results suggest that this phenomenon may 
apply to both simple and complicated addition calculations. 
Future work will examine whether similar effects can be 
obtained with numbers of more than two digits. 

In general, our results seem to suggest that the brain 
mechanism underlying arithmetic processing depends on the 
strategy use, which in turn, is driven by the context, such as 
the operation involved and whether it is a simple or 
complicated calculation that involves small or big numbers.  

In the current study, we also found that under full 
attention, performance in addition calculation was 
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significantly higher than that of multiplication, suggesting 
that although the time interval for response in multiplication 
trials was adjusted to 150% (4.5s) of the respective addition 
trials (3s), the multiplication task was still more difficult 
than the addition task to the participants. Indeed, the product 
of two double-digit numbers can be as 2 to 3 times larger 
than the sum of two double-digit numbers. To better 
understand the difference in the underlying cognitive 
mechanism between the two operation conditions, future 
studies can try to match the performance level of the 
calculation tasks. 

In conclusion, in this study we have investigated the brain 
and cognitive mechanism underlying large number mental 
arithmetic processing using a dual-task paradigm. It was 
found that in addition calculation, consistent with previous 
studies examining simple arithmetic processing with single-
digit numbers, participants engaged more right-lateralized 
visuospatial processing. In contrast, in multiplication 
calculation, different from previous studies showing more 
involvement of LH/verbal processing in simple 
multiplication with one-digit numbers, here we showed that 
participants relied more on visuospatial strategies in 
performing large number multiplication calculations. This 
effect may be related to the use of visuospatial processing to 
approximate numerosity when a multiplication calculation 
involves large numbers. Our results suggest that the 
cognitive mechanism involved in arithmetic processing 
depends on both the operation and the context. Future work 
will investigate arithmetic processing using a wider range of 
numbers with different operation signs to further examine 
specific points of strategy switch.    
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Abstract 

The current study asks when children begin to understand that 
when an object is added to a set, the numerosity of the set has 
increased regardless of set size. This knowledge can be 
expressed algebraically as ‘x + 1 > x’. In Experiment 1, 3- to 
5-year-old children were asked to reason about 
transformations (i.e., addition, subtraction, rearrangement) 
performed on a visible set of objects. We found that 5-year- 
olds were able to reason about how each transformation 
affected numerosity, and 4-year-olds showed limited 
understanding. In Experiment 2, children were asked to 
reason about transformations performed on a hidden set of 
objects. Similar results were found. Together, we showed that 
the ability to reason about number algebraically develops 
gradually between the ages of 3 and 5. Implications for 
number word acquisition were discussed. 

Keywords: algebraic reasoning, preschoolers, number 
concept, numerical transformations 

Introduction 
In the last few decades, research on the development of 
numerical cognition has focused mostly on the 
representation and reasoning about particular numbers such 
as ‘two’, ‘five’, and ‘fifty’. For example, researchers have 
examined how the Approximate Number System (ANS) 
represents numbers (Dehaene, 1997; Xu & Spelke, 2000), 
the role of counting in children’s concept of number (Fuson, 
1988; Gelman & Gallistel, 1978; Wynn, 1990, 1992), and 
how Parallel Individuation, an object tracking system, may 
be involved in number word learning (Carey, 2009; Le 
Corre & Carey, 2007). However, our knowledge of number 
is not restricted to particular numbers; it also involves 
knowledge about number that applies to all possible 
numbers. For example, for any given set of objects with 
numerosity x, x changes whenever an object is added to or 
subtracted from the set; this knowledge applies regardless of 
what numerosity x refers to. Thus, whether the set contains 
1, 5, or 100 objects, when an object is added to the set, the 
numerosity has increased. We can represent this with 
algebraic expressions ‘x + 1 > x’. The present studies 
investigate the developmental trajectory of children’s 
understanding of algebraic number.  

Previous research has shown that sometime between the 
preschool and kindergarten years, children begin to show 
signs of knowledge that adding one element to a set 
increases its numerosity. In one study, 5-year-olds were 
shown a box of objects labelled with a number word. The 
experimenter then performed a transformation that changed 
the numerosity (e.g., taking away one object; a numerical 

transformation) or a transformation that did not change the 
numerosity (e.g., shaking the box; a non-numerical 
transformation), and asked whether there was still the same 
number of objects in the box (Lipton & Spelke, 2006). 
Crucially, the researchers used numbers that were beyond 
children’s counting range (e.g., 127) to ensure that children 
could not recruit particular facts about number words to 
succeed on the task. They found that children correctly 
responded with the original number word after non-
numerical transformations, but a different number word 
after numerical transformations. This finding shows that 5-
year-olds understand the circumstances under which a 
change in number word is licensed. On the assumption that 
children understand how number words represent 
numerosities, this suggests that they understand when the 
numerosity has changed. 

Some studies suggest that younger children have similar 
knowledge; however, the evidence is weaker. Sarnecka and 
Gelman (2004) presented older 2- and 3-year-olds with one 
set of objects placed in an opaque box and labeled it with a 
large (e.g., five, six) number word that was outside the 
counting range of children. Then, the experimenter 
performed a numerical (adding one object, subtracting one 
object) or a non-numerical (shaking) transformation. 
Children were asked whether the original or a new, 
alternative number word applied, e.g., “Now how many 
moons – is it five or six?” They found that children correctly 
chose the alternative number word after the numerical 
transformation and the original number word after the non-
numerical transformation.  

However, in another study with a slightly different 
paradigm, the experimenter used two sets of objects rather 
than one, and labelled one of the two sets with a number 
word (e.g., “This tray has [five] sheep”; Condry & Spelke, 
2008). Children between the ages of 3 and 3 ½ were tested, 
and number words that were outside of their known number 
word range (e.g., five, seven) were used. A numerical or 
non-numerical transformation was performed on the 
labelled set, and the experimenter asked children to point to 
the tray that was labelled by either the original number word 
(e.g., five) or a different number word (e.g., six). Using the 
two-set task, 3-year-olds were equally likely to choose the 
labelled and the unlabelled tray regardless of the type of 
transformation, suggesting that they may not understand 
how transformation affects number word meanings. Some 
have proposed that the success on the one-set task could be 
explained by domain-general pragmatic reasoning, rather 
than domain-specific numerical reasoning (Brooks, Audet, 
& Barner, 2013). Despite the factors that may explain these 
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conflicting findings, most previous studies on children’s 
understanding of number require them to interpret number 
words in the tasks. Children’s apparent difficulty in 
mastering the logic of number words may reflect a lack of 
knowledge of how number words represent number, and 
might not constitute evidence for a lack of numerical 
knowledge per se. Moreover, studies on children’s verbal 
numerical comparison have found that 4-year-olds may not 
understand that “ten” is more than “six” (Le Corre & Carey, 
2007; Schaeffer, Eggleston, & Scott, 1974). Thus, even if 
children apply a different, larger number word after the 
addition of one object, this does not necessarily show that 
they understand the numerosity has increased as a result of 
addition.  

The current experiments investigate the developmental 
trajectory of children’s understanding of algebraic number – 
specifically, the knowledge that when an object is added to a 
set, it necessarily follows that the numerosity has increased. 
In two experiments, children’s reasoning about changes in 
numerosities of visible sets (Experiment 1) and hidden sets 
(Experiment 2) was investigated. Given that in previous 
studies, children demonstrate conflicting behaviour in tasks 
involving number words, the current experiments did not 
require children to interpret or use number words. 

Experiment 1 – Visible Sets 
To investigate when children begin to understand that 
adding one element to a set of objects increases its 
numerosity regardless of set size, children were asked to 
reason about numerical and non-numerical transformations 
of visible sets of objects that differed in set size – small and 
large. Small number trials always began with a set of 2 
objects, and large number trials always began with a set of 
15 objects. For both small and large sets, children observed 
four kinds of transformation: addition of an object (‘Plus 
1’), subtraction of an object (‘Minus 1’), addition and 
subtraction of the same object (‘Minus A Plus A’), and 
moving one object (‘Move 1’). After the transformation, 
children were asked whether there were more objects in the 
set.  

Given that children cannot rely on the ANS for reasoning 
about large sets because a numerical ratio of 15:14 (in the 
case of subtraction) or 15:16 (in the case of addition) is 
beyond the range of ratio discrimination that preschoolers 
can perform (see Halberda & Feigenson, 2008), their 
performance on large number trials is critical for 
determining whether children are capable of reasoning about 
algebraic number. However, if they fail at reasoning about 
large sets, it could be due to task demands. To ensure that 
task demands are not an issue, small sets were included. 
Given that children can recruit Parallel Individuation to 
reason about small sets, if they succeed with small sets but 
fail with large sets, this provides evidence that they do not 
reason about number algebraically. However, if they fail 
with both small and large sets, this suggests that their failure 
may be due to a difficulty in understanding the task. 
Importantly, children were prevented from counting.  

Method 
Participants Forty-eight children between the ages of 3 and 
5 participated. There were 19 3-year-olds (range = 3;1 to 
3;11; mean = 3;6), 14 4-year-olds (range = 4;0 to 4;11; 
mean = 4;3), and 15 5-year-olds (range = 5;0 to 5;11; mean 
= 5;6). They were recruited at daycare centres in Kitchener-
Waterloo and nearby areas.  

 
Design and Procedure At the beginning of the session, 
children were introduced to two puppets – Winnie the Pooh 
and Giraffe. Children first completed two familiarization 
trials, followed by 16 experimental trials. The purpose of the 
familiarization trials was to test whether children can reason 
about changes made to a single object. During 
familiarization, Winnie the Pooh took out a ball that could 
be made bigger and smaller (Hoberman’s Sphere), and 
asked Giraffe to make it bigger. On one trial, Giraffe made 
it bigger; on another trial, Giraffe made it smaller. The 
direction of the change was counterbalanced across 
participants. After each trial, children were asked, “Does 
Winnie the Pooh have a bigger ball now?” A ‘yes’ or ‘no’ 
response was recorded. If children answered incorrectly, 
feedback was given. Almost all children succeeded on the 
two familiarization trials with no feedback. One child failed 
one of the trials but succeeded on a second attempt, and was 
included in the analyses.  

The experimental trials began with a dialogue between 
Winnie the Pooh and Giraffe.  

 
Winnie the Pooh: Giraffe, I have some toys to show you. 

Do you want to see? 
Giraffe: Yeah, sure! 
Winnie the Pooh: Look, here are my [blocks] and I want 

more [blocks]. Can you help me? 
Giraffe: Yeah, let me help you. (Giraffe performs the 

transformation). 
 
Then the experimenter asked, “Does Winnie the Pooh 

have more [blocks] now?” Children gave a ‘yes’ or ‘no’ 
response. Stimuli included eight different kinds of objects – 
pom poms, bows, buttons, red Lego blocks, yellow Lego 
blocks, bells, rocks, and hearts. Real objects were used. All 
objects were presented on a coloured sheet of letter-sized 
paper (see Figure 1). 

 
Figure 1: An illustration of the experimental set-up. 

 
Children received both small and large number trials, 

which were conducted in blocks. The order of the blocks 
was counterbalanced between children. For each number 
block, the experimenter transformed the set in one of four 
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ways: (a) by moving one object (‘Move 1’); (b) by adding 
one object (‘Plus 1’); (c) by removing one object (‘Minus 
1’); and (d) by moving one object outside of the sheet and 
then putting it back into the set of objects (‘-A+A). There 
were two trials for each transformation, making a total of 16 
trials for each child. There were two possible item orders, 
and the order of trial type was randomized such that no two 
consecutive trials were of the same trial type. 

Results 
Overall proportion correct Participants received a score of 
1 for each trial that they answered correctly. The maximum 
score is 8 for both the small and large number trials. 

Preliminary analyses found no order or gender effects (p’s 
> .49), so these variables were not included in subsequent 
analyses. First, to examine the performance on small and 
large number trials, a repeated measures ANOVA using 
proportion correct as the dependent variable, with Set Size 
(Small and Large) as a within-subjects factor, and Block 
Order (Small first vs. Large first) and Age Group (3-year-
olds vs. 4-year-olds vs. 5-year-olds) as between-subjects 
factors was conducted. There was a main effect of Age 
Group, F(2,42) = 8.33, p < .001. Tukey HSD revealed that 
3-year-olds (57.6%) did not differ significantly from 4-year-
olds (58.9%), but both groups performed significantly worse 
than the 5-year-olds (85.8%). There was a significant main 
effect of Set Size, F(1,42) = 36.02, p < .001. Children were 
better at reasoning about small sets (78.0%) than large sets 
(57.0%). No interactions were found. There was also a main 
effect of Block Order, F(1,42) = 8.25, p = .027, indicating 
that children performed better overall when they were tested 
on small number trials first (small block first 74.6%; large 
block first: 60.4%).  

To examine children’s ability to reason about algebraic 
number, their performance on large number trials was tested 
against chance (50%). Separate analyses were conducted for 
each of the three age groups. One-sample t-tests showed that 
only 5-year-olds (79.2%) performed significantly above 
chance on large number trials, t(15) = 3.95, p <.001. Both 
the 3- and the 4-year-olds were not different from chance, M 
= 46.1%, t(18) = -.71, p = .49, M = 45.5%, t(13) = -.66, p 
=.52, respectively.  

However, one may argue that 3-year-olds simply do not 
understand the task (e.g., difficulty of reasoning about the 
puppet’s intentions). To address this, one-sample t-tests 
were performed for small number trials. Results showed that 
children from all age groups demonstrated above chance 
performance: 3-year-olds: M = 69.1%, t(18) = 3.27, p = 
.004; 4-year-olds: M = 72.3%, t(13) = 2.96, p  = .011; 5-
year-olds: M = 92.5%, t(14)=9.38, p < .001.  

 
Proportion of ‘yes’ responses on large number trials To 
further explore the development of children’s algebraic 
reasoning, we analyzed whether children’s responses 
differed on the four different transformation types for the 
large number trials. Friedman’s ANOVA with the four 
transformation types as within-subject variables was 

computed separately for each age group. The dependent 
variable was proportion of ‘yes’ responses. If children can 
reason about number algebraically, they should understand 
that ‘Plus 1’ is the only transformation that increases 
numerosity, and respond ‘yes’ only in the case of ‘Plus 1’. 
Thus, for this analysis, we asked whether children were able 
to differentiate ‘Plus 1’ from the other transformation types 
that do not increase the numerosity of a set. A Bonferroni 
correction (adjusted alpha = .017 for each age group) was 
applied. Figure 2 displays the proportion of ‘yes’ responses 
for each transformation type for large number trials. 

For 3-year-olds, responses did not vary across the four 
transformation types (χ2 (3) = 7.34, p = .062). For 4-year-
olds, responses varied across the four transformation types 
(χ2 (3) = 24.3, p < .001). Wilcoxon signed rank tests 
revealed that 4-year-olds were sensitive to the difference 
between ‘Plus 1’ and ‘Minus 1’ (p = .009), but not between 
‘Plus 1’ and ‘-A+A’ and ‘Move 1’ (p’s > .038). For 5-year-
olds, responses varied across the four transformation types 
(χ2 (3) = 30.2 p < .001). Wilcoxon signed rank tests 
revealed that 5-year-olds were able to differentiate between 
all the transformation types (all p’s < .003).  

 
 

 
Figure 2: Proportion of ‘yes’ responses for each 

transformation type for large number trials by age group. To 
facilitate comparison, responses on ‘Minus 1’, ‘-A+A’, and 
‘Move’ trials were plotted on top of responses on the ‘Plus 

1’ trial.  

Discussion 
Using the visible-set experiment, we found that 3-year-olds 
can reason about the effects of transformations on small 
sets, but not on large sets, suggesting that they lack the 
ability to reason about algebraic number. By age 4, children 
are capable of differentiating between addition and 
subtraction, but they fail to recognize that taking away an 
individual and returning it back to the set does not result in a 
change of numerosity of the set. Five-year-olds are able to 
recognize that addition increases the numerosity of the set, 
but other transformations do not. Results from this 
experiment show that the ability to reason about algebraic 
number begins to emerge by age 4, and is fully in place by 
age 5. 

*  *  *  * 
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The current results raise interesting questions about why 
4-year-olds understand the effects of addition and 
subtraction, but fail to understand that the addition of one 
element and subtraction of one element does not increase 
the numerosity. There are two possible explanations. First, 
children may succeed on the ‘Plus 1’ and ‘Minus 1’ trials, 
but fail on the ‘-A+A’ trial because the latter type of 
transformation involves two steps – i.e., the subtraction and 
addition of an individual, whereas the former 
transformations only involve one step. Thus, reasoning 
about the effect of ‘-A+A’ may be computationally more 
complex than ‘Plus 1’ and ‘Minus 1’. Another possibility is 
that 4-year-olds may be responding based on a ‘last-action’ 
heuristic. For example, whenever the last action is adding an 
object, children respond that there are ‘more’, and whenever 
the last action is taking away an object, they respond that it 
is ‘not more’. However, this possibility does not explain 
children’s failure to differentiate between ‘Plus 1’ and 
‘Move’. Nevertheless, to examine these two possibilities, 
we added another type of transformation in Experiment 2. 
Specifically, we included a transformation that involved the 
removal of 3 individuals and addition of 1 individual (‘-
3+1’). If children’s difficulty with the ‘-A+A’ trial is due to 
the fact that this transformation involves two steps, then 
they should also fail on ‘-3+1’. If they are responding based 
on a ‘last-action’ heuristic, then they should respond that 
there are more objects after the ‘-3+1’ trial.   

Experiment 2 – Hidden Sets 
Experiment 1 suggests that the capacity to reason about 
numerical transformations without representing any 
particular numerosities may begin to emerge around age 4, 
and is fully in place at age 5. However, the visible-set 
experiment could underestimate children’s ability to reason 
about algebraic number because some of the transformations 
required children to resolve a conflict between perception 
and their conceptual understanding of numerical 
transformations. For example, in the case of moving one 
object, children may experience conflict between their 
perceptual reasoning (i.e., the set of objects takes up more 
space) and conceptual reasoning (i.e., the numerosity has 
not changed even though objects are moved). And this may 
explain why 3- and 4-year-olds responded that there were 
more elements around 50-70% of the time after one object 
was moved. Nevertheless, children’s performance on the ‘- 
A+A’ trial in Experiment 1 suggests that the reasoning 
conflict explanation does not fully explain the results. On 
the ‘-A+A’ trial, the pre- and post-transformation sets 
looked perceptually the same, yet 3- and 4-year-olds said 
there were more elements post-transformation 80% of the 
time. Moreover, 3-year-olds performed poorly on the 
‘Minus 1’ trials, despite the fact that perceptual and 
conceptual reasoning coincide. This makes it unlikely that 
such a conflict can account for all of the results in the 
previous experiment. Nevertheless, to ensure that the 
perceptual aspect of sets does not interfere with children’s 
numerical judgments, in Experiment 2, objects were 

presented in an opaque box. Then a numerical or a non-
numerical transformation was performed, and the 
experimenter asked if there were more objects in the box. 
This also provides another test for children’s reasoning 
about algebraic number. 

Method 
Participants Fifty-two children between the ages of 3 and 5 
participated. There were 21 3-year-olds (range = 3;0 to 3;11; 
mean = 3;7), 17 4-year-olds (range = 4;1 to 4;11; mean = 
4;5), and 14 5-year-olds (range = 5;0 to 6;1; mean = 5;8). 
They were recruited at daycare centres in Kitchener-
Waterloo and nearby areas. An additional three children 
were excluded from the analyses for failing twice on a 
familiarization trial (n = 2) and object trials during the test 
phase (n = 1; see below).  

 
Design and Procedure The design of the hidden-set 
experiment was similar to the visible-set experiment except 
that the sets children had to reason about could not be seen. 
This experiment began with the same familiarization phase 
using Hoberman’s Sphere, followed by experimental trials. 
Twelve kinds of objects were used in the study: buttons, 
rocks, Lego blocks, bows, sticks, pom poms, flowers, 
leaves, stars, beads, shells, bells.  

After familiarization, children were told that they were 
going to play a game with a box and some objects. The 
experimenter first showed that the box was empty, then she 
transferred objects from an opaque cup into the box, and 
said, “I’m going to put [bells] into the box”. The 
experimenter closed the box, and asked, “Are there more 
[bells] in the box now?” The experimenter then performed a 
transformation, and asked again, “Are there more [bells] in 
the box now?” The purpose of repeating the same test 
question twice is that in piloting, we found that some 
children had difficulty parsing the event into appropriate 
time points for comparison. For example, it appeared that 
they sometimes compared the initial state of the box (i.e., an 
empty state) to the post-transformation state. To scaffold 
children into comparing the post-transformation state to the 
state of the box that was immediately before transformation, 
we asked the test question directly before and after 
transformation. Responses to the first question were not 
analyzed. 

Five kinds of transformation were performed: adding one 
object (‘Plus 1’), removing one object (‘Minus 1’), taking 
away one object and putting it back (‘-A+A’), taking away 
three objects and putting another one back (‘-3+1’), and 
knocking on the box (‘Knock’). For ‘Plus 1’, the 
experimenter added an identical object to the box. For 
‘Minus 1’, the experimenter removed an object and hid it 
under the table. For ‘–A+A’, the experimenter took an 
object out of the box, put it in front of the child, and put it 
back into the box. For ‘-3+1’, the experimenter took out 3 
objects, put them in front of the child, quickly showed 
him/her that the box was not empty, and added an identical 
object.  
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The purpose of the ‘-3+1’ trial was to examine if 
children’s difficulty with reasoning about the effects of 
transformation is specific to a change of one individual 
object. Children’s performance on ‘-3+1’ trial also 
addresses the question of whether their difficulty with the ‘-
A+A’ trial in the visible-set experiment can be explained by 
the ‘two-step’ processing account or the ‘last-action’ 
heuristic account.  

There were three trials for each transformation type. The 
type of transformation was pseudo-randomized such that no 
two consecutive trials were of the same transformation type. 
Children received one of two randomized orders of trials. 

In addition to trials that required children to judge 
whether there were more elements, children were given 
three object trials as control trials. These trials were 
designed to ensure that children understood the task 
instructions. They involved the addition of a pen, the 
removal of a pen, and knocking on the box. The 
experimenter asked, “Is there a red pen in the box now?” 
after each trial. For addition, the experimenter first put a 
blue pen, and then a red pen into the box; for the removal of 
a pen, the experimenter put both the blue and the red pens 
into the box, and then removed the red pen; for knocking, 
the experimenter put the blue pen in the box, and knocked 
on the box. Children were allowed to make one error across 
the three trials. Altogether, only four children made an error; 
they were included in the analyses. One child made two 
errors and was excluded.  

Results and Discussion 
Preliminary analyses found no order or gender effects (p’s > 
.31), so these variables were not included in subsequent 
analyses.  
 
Proportion of ‘yes’ responses Similar to the visible-set 
experiment, we analyzed whether children’s responses 
differed on the five different transformation types using 
Friedman’s ANOVA, followed by Wilcoxon signed rank 
tests. The dependent variable was proportion of ‘yes’ 
responses. A Bonferroni correction (adjusted alpha = .0125 
for each age group) was applied. Figure 3 displays the 
proportion of ‘yes’ responses for each transformation type. 

For 3-year-olds, responses did not vary across the five 
transformation types (χ2 (4) = 8.87, p = .064). An inspection 
of Figure 3 suggests an overall ‘yes’ bias for 3-year-olds. 
For 4-year-olds, responses varied across the five 
transformation types (χ2 (4) = 23.43, p < .001). Wilcoxon 
signed rank tests revealed that 4-year-olds were able to 
differentiate ‘Plus 1’ from ‘Minus 1’ and from ‘-3+1’ (all 
p’s < .007). The results also revealed that they were 
marginally able to differentiate between addition and 
‘Knock’ (p = .018). However, they did not recognize that ‘-
A+A’ does not increase the numerosity of the set. For 5-
year-olds, responses varied across the five transformation 
types (χ2 (4) = 31.35, p < .001). 5-year-olds can distinguish 
‘Plus 1’ from most transformation types (all p’s < .009), 
except for ‘-A+A’ (p = .18).  

 
 

 
Figure 3: Proportion of ‘yes’ responses for each 

transformation type by age group in Experiment 2. 
 

Consistent with the previous experiment, the current 
experiment showed that 3-year-olds fail to reason about 
algebraic number, and this ability emerges at age 4. It is 
important to note that 4-year-olds in this experiment 
distinguish between addition and ‘-3+1’ but continue to 
have difficulty with reasoning about ‘-A+A’. This suggests 
that children’s difficulty with reasoning about the effect of 
‘-A+A’ in the previous experiment cannot be explained by 
the fact that ‘-A+A’ involves two steps, because ‘-3+1’ also 
involves two steps. Given that the last action of ‘-A+A’ and 
‘-3+1’ both involve the addition of an individual, these 
results also suggest that children are likely not relying on a 
‘last-action’ heuristic. 

Nevertheless, the current experiment showed that 5-year- 
olds have trouble reasoning that ‘-A+A’ does not affect the 
numerosity of a set. This was somewhat inconsistent with 
findings from the previous experiment, which showed that 
5-year-olds understand how adding and removing the same 
individual does not change the numerosity of visible sets. 
One possibility is that children were unwilling to answer 
‘no’ to the question, “Are there more [bells] in the box 
now?” when the numerosity of a set remains the same (as in 
‘-A+A’). For example, a handful of children responded “the 
same” to the test question about ‘more’ on the ‘–A+A’ trial, 
but these same children had no difficulty answering yes/no 
for addition and subtraction. We speculate that this 
difficulty may be related to the semantics of adjectives. For 
example, pairs of adjectives such as tall/short have different 
entailment patterns than pairs of adjectives such as 
dead/alive. A person who is not tall does not entail that the 
person is short, but a person who is not dead does entail that 
the person is alive. This difference in meaning highlights a 
distinction that is documented in the semantics literature: 
tall/short are gradable adjectives and dead/alive are absolute 
adjectives. It is possible that children are interpreting ‘more’ 
as if it is an absolute adjective, when in fact it behaves more 
similarly to gradable adjectives. 

General Discussion 
Two experiments explored the development of children’s 

*         *   *    * *   
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capacity to reason about algebraic number – i.e., that the 
addition of one object necessarily increases the numerosity 
of a set regardless of set size. In each of the experiments, 
children were asked to reason about how different types of 
transformation changed the numerosity of a set of objects. 
To assess when children begin to show a capacity to reason 
about algebraic number, set size (Experiment 1) and the 
presentation of the set of objects (Experiment 2) was 
manipulated such that children could not recruit 
representations of particular numbers to conclude whether 
the numerosity increased as a result of the transformation. In 
both experiments, we found that 3-year-olds were not able 
to reason about algebraic number, and this ability emerges 
at around age 4, and is fully in place by age 5. 

What might account for the developmental differences 
between ages 3 to 5? One possibility is the experience of 
schooling. Being in a school environment with structured 
activities may enhance children’s numerical reasoning 
abilities. However, both 4- and 5-year-olds in our sample 
received the same amount of schooling, but they 
demonstrated a different level of understanding of the 
effects of numerical transformations. Thus, it seems 
unlikely that schooling alone can explain the developmental 
differences.  

The developmental differences raise important questions 
regarding the nature of algebraic reasoning. It is possible 
that children have algebraic representations all along, but 
they have to learn about particular generalizations. For 
example, understanding ‘x + 1 > x’ does not grant one the 
knowledge that ‘x – 1’ is less than 1. Thus, one could argue 
that what is developing is not the representation of algebraic 
number per se, but children’s ability to apply numerical 
principles to algebraic representations. Alternatively, 
children may have to construct a new type of 
representations sometime between ages 3 and 5. As the 
current findings suggest, children are capable of reasoning 
about small sets (1-3) before reasoning about large sets (14-
16) and hidden sets. On the constructivist account, children 
know that small sets of objects have a particular numerosity, 
and that there is an order for small sets, i.e., a set of three is 
more than a set of two, and a set of two is more than a set of 
one. Moreover, it has also been shown that infants can 
perform addition over small sets of individuals (Wynn, 
1992). Thus, the analogies children observe in the small 
number range may be powerful enough to allow them to 
make a crucial induction: any sets of objects will have a 
numerosity x, which is different from ‘x  + 1’.  

Lastly, the current study has implications for the literature 
on number word acquisition. As noted in the Introduction, 
much previous research on children’s understanding of 
number words is motivated by the assumption that 
children’s understanding of numerical symbols may reveal 
the nature of their numerical knowledge. The present 
experiments adopted a different strategy in examining 
children’s numerical knowledge. In particular, children were 
asked to reason about changes in numerosity, and not how 
number words change their application in the context of 

numerical and non-numerical transformations. We found a 
similar pattern of results – i.e., by 5, children understand 
how rearranging objects, addition, and subtraction affect the 
numerosity of sets. This converges with findings from 
Lipton and Spelke (2006), who showed that 5-year-olds 
understand that an unknown number word changes when 
objects are removed from or added to the set, but it remains 
the same when objects are simply rearranged. This 
converging result tentatively suggests that 5-year-olds begin 
to reason about algebraic number at the same time that they 
understand the meanings of number words outside of their 
count list.  

To sum up, the current experiments are the first to show 
that children are able to reason about particular numbers 
much earlier than they can reason about number 
algebraically.  
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Abstract 

Understanding and acting on online health information is 
increasingly a pre-requisite for patient self-care.  Therefore, 
inadequate health literacy is a barrier to self-care among older 
adults with chronic illness. The goal of our study was to 
improve older adults’ comprehension of online health 
information. We extracted typical health texts from multiple 
credible health websites, and systematically improved the 
texts in terms of, content, language, organization and design. 
Results showed that older adults better understood the revised 
passages than the typical ones, in terms of their reading 
efficiency (time per unit of information uptake). Intervention 
benefits were greater for older adults with more domain-
specific health knowledge, suggesting that knowledge 
facilitated the comprehension of health information in the 
revised texts. Implications for promoting older adults’ 
comprehension of health information are discussed. 

Keywords: cognitive aging; health literacy; comprehension; 
domain knowledge; healthcare 

Introduction 
Health literacy is often defined as the ability to access, 

obtain and understand health information in order to support 
self-care decisions (U.S. Department of Health Services, 
2000). In addition to the fact that older adults were likely to 
have inadequate health literacy compared to younger ones 
(Baker, Gazmararian, Sudano & Patternson, 2000), there is 
mounting evidence showing that health literacy (such as 
measured by STOFHLA, Short Test of Functional Health 
Literacy in Adults; Baker, Williams, Parker, Gazmararian & 
Nurss, 1999) is associated with health behaviors, such as 
medication adherence, utilization of health services and 
health outcomes (DeWalt, Berkman, Sheridan, Lohr & 
Pignone, 2004; Wolf, Gazmararian & Baker, 2005). The 
link between inadequate health literacy and poor health 
behaviors and outcomes may be due to the fact that older 
adults with lower levels of health literacy have more 

difficulty understanding health information (e.g., Chin et al., 
2015). As self-care information proliferates on the web, 
comprehension of this information is increasingly important 
for self-care and inadequate comprehension among older 
adults with low health literacy is a concern.  

    The Process-Knowledge Model of Health Literacy 
suggests there are different cognitive components that are 
related to the development of health literacy, including 
processing capacity, general knowledge, and health 
knowledge (Chin et al., 2011). These components have 
different trajectories across the lifespan, with processing 
capacity declining, while knowledge tends to sustain with 
age (Beier & Ackerman, 2005; Baltes, 1997). These age-
related changes in component abilities may influence the 
development of health literacy of older adults. However, 
knowledge can compensate for the effect of the declining 
processing capacity on health literacy (Chin et al., 2011). 
Therefore, links between health literacy and comprehension 
would depend on the interaction between processing 
capacity and knowledge (Chin et al., under review). 

Theories of comprehension suggest that knowledge can 
offset the effects of processing capacity limits on 
comprehension among older adults through different 
reading strategies (e.g., Miller, Stine-Morrow, Kirkorian & 
Conroy, 2004). Processing capacity and knowledge jointly 
shape comprehension across lifespan. There are three levels 
of comprehension (Kintsch, 1998), including surface-level 
(recognizing words), textbase level (semantic integration, 
binding concepts) and situation model level of 
representations (having a mental model of the situation 
described by the text). Decline in processing capacity may 
impair surface-level and textbase level processing for 
example by reducing ability to integrate concepts to create 
textbase (e.g., Stine-Morrow, Miller, Gagne & Hertzog, 
2008). However, knowledge can promote conceptual 
integration and the use of situation model in reading (e.g., 
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Chin et al., 2015; Miller et al., 2004). According to this 
view, comprehension of health information can be improved 
by designing health texts to reduce demands of 
comprehension on processing capacity and build on 
patients’ knowledge relevant to the texts.  

In this study we used a systematic, multi-leveled approach 
to revising patient education passages about hypertension 
self-care in order to improve older adults’ comprehension of 
this information. We examined the following two questions. 
First, do participants perform better in the revised texts than 
the typical ones? Second, while the intervention was broadly 
tapping into multiple patients’ resources, such as processing 
capacity and knowledge, we would like to explore whether 
some participants benefit more than others from the revised 
passages?  

Method 

Participants 
One hundred and twenty eight older participants were 
recruited in the study (Age: Mean=70.84 years old, 
SD=7.73). Seventy-nine participants were females (61.7%). 
Ninety-five participants were patients with hypertension 
(74.2%). Most participants had completed high school 
(N=109, 85.2%), and the rest completed some high school 
(N=11, 8.6%) or did not enter high school (N=8, 6.3%).  
    Health literacy was measured by a commonly used 
standardized test, STOFHLA (Short Test of Functional 
Health Literacy in Adults; Baker, Williams, Parker, 
Gazmararian, & Nurss, 1999). Although most participants 
had adequate health literacy, 12% had marginal health 
literacy (N=12), and 5.5% had inadequate health literacy 
(N=7). 

Measures 
We measured processing speed with Letter and Pattern 
Comparison (Salthouse, 1991), working memory with 
Reading Span (Stine & Hindman, 1994), and general 
knowledge with Advanced Vocabulary Task (Ekstrom et al., 
1976). We measured hypertension knowledge with a 
questionnaire used in the previous studies (e.g., Chin et al., 
2011; 2015), which consisted of 33 true/false and 4 
multiple-choice questions and was modified from 
Gazmararian et al. (2003) (Cronbach α=.90; Chin et al., 
2009).  
    We also measured the psychomotor speed of using the 
mouse given that participants would read the passages on a 
computer. Participants were told to scroll down five 
webpages at their own pace. We used the average time (in 
seconds) participants took to scroll down the webpages to 
estimate their basic scrolling time without reading activities.  

Passages 
Nine 4-5 page passages about hypertension were used in the 
study.  Four passages were ‘typical’ in the sense that they 
were representative of information about hypertension 

found on credible websites. To develop these passages, we 
identified websites that provided high quality information 
for patients, including National Institute of Aging, 
American Heart Association, National Heart, Lung, and 
Blood Institute and Mayo Clinic (HON, Health On the Net, 
certified).  
    Source passages were extracted from the websites, on the 
following five hypertension-related topics: an introduction 
to high blood pressure, the causes of high blood pressure, 
the complications of high blood pressure, lifestyle changes 
to improve blood pressure, and the pharmaceutical treatment 
of high blood pressure. We then created a typical passage 
for each topic was created from the source passages. The 
typical passage did not differ from the corresponding source 
passages in terms of the number of words, number of 
paragraphs, Flesch-Kincaid readability grade level and 
Flesch-Kincaid reading ease. A pilot study involving older 
adults with similar background to those in the primary study 
found that these passages did not statistically differ from 
their corresponding sources in terms of rated difficulty. 
    Four revised passages were then created from these 
typical passages. To do this, each typical passage was 
revised in terms of its content, organization, language and 
design, following guidelines from the literature on patient 
education (e.g., Doak, Doak & Root, 1996) and discourse 
processing (Hill-Briggs, Schumann & Dike, 2012, Lorch, 
Lemari & Gant, 2011), as well as the Process-Knowledge 
model of health literacy (Chin et al. 2011).  In addition, 
revision of the content and organization of the passages was 
guided by recommendations of three medical experts (two 
internal medicine physicians and one pharmacist) on content 
relevancy and completeness, as well as appropriateness of 
headers and the order of information. For the organization, 
paragraph breaks, titles and headers, and bullet lists were 
determined by the use of a consensus process from five 
trained students. For language, we made edits on word 
choice and sentence structures with multiple reviews from 
both trained students and medical experts. For passage 
design, we first modified the font size and styles of the 
passages, and then included an, a concept outline that served 
to signal the important concepts in the passage and the 
relations among these concepts (advanced organizer).  
     

Table 1. Text characteristics of the typical and revised 
passages. 

 Typical Revised t 
 Mean 

(SD) 
Mean 
(SD) 

 

Number of words 742.25 
(73.78) 

1008.25 
(150.83) 

-3.34* 

Number of 
syllables 

1236.25 
(252.04) 

1254.5 
(244.52) 

-2.39 

Number of 
sentences 

49 
(10.95) 

62.25 
(10.65) 

-1.43 

Flesh-Kincaid 
grade level 

9.98 
(2.18) 

8.63 
(1.61) 

2.53 

Note. * p<.05  
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In the study, participants read 5 out of the 9 passages (one 
for each topic): a practice passage, two typical passages, and 
two revised passages. The practice passage was about the 
introduction of hypertension, which was formatted as a 
revised passage with the concept outline. The typical and 
revised passages were blocked and block order 
counterbalanced across all participants. Below showed the 
text characteristics of the typical and improved passages 
respectively. There were no differences in font size, number 
of syllables, number of sentences and grade level between 
typical and revised passages. Revised texts were a little 
longer than the typical ones in terms of the number of 
words. 
    After reading each passage, participants answered 13 
multiple-choice questions to test their understanding about 
the passage. For example, “ACE inhibitors and ARBs both 
block a hormone that (a) widen your blood vessels, (b) 
constrict your blood vessels, (c) decrease the amount of 
fluid in your blood, (d) allow calcium to enter the cells of 
your arteries”, where (b) was the correct answer. Although 
the presentation of information varied in the typical and 
revised passages, the main messages and key concepts 

remained the same across two types of passages.  Only 
information that was in both versions of the passages was 
tested. 

Experimental Design 
The within-subject variable is Passage type, typical and 
revised. Participants read two passages under each 
condition. The order of passages was counterbalanced. 

Procedure 
Upon arrival to the study, after the consent process, 
participants first completed the demographic questionnaire 
and the hypertension knowledge questionnaire. Then they 
completed a battery of cognitive measures, including Pattern 
and Letter Comparison, Reading Span and Advanced 
Vocabulary test, and the health literacy measure 
(STOFHLA).  

Participants were then given the reading task on a 
computer. Text was displayed in black Arial 12-point font 
on a white background (See task layout in Figure 1). They 
read five passages in total: the practice introduction passage, 
two typical passages and two revised passages. Participants 

(a) (b)  
 

Figure 1. Example passages: (a) typical passage, (b) revised passage 

377



would see one passage at a time on a computer screen, and 
they could scroll up and down the screen at their own pace. 
The maximum time allotted for each typical and revised 
passage was 9 minutes. All participants finished reading the 
passage before the time limit. Participants were instructed to 
read the passages for understanding. After reading each 
passage, participants first verbally summarized the 
information they learned from this passage, and then 
answered 13 multiple-choice questions testing their 
understanding the key points in the passage. (The data for 
summary task will be presented in a later paper) 

Results 
Linear mixed effects models were used to analyze the 
effects of passage type (typical and revised) as well as 
individual difference variables, including age, processing 
capacity (PC), general knowledge (GK) and health 
knowledge (HK), on reading efficiency. We used the 
function lmer in package lme4 (Bates, 2005; Bates & 
Sarkar, 2007) to run the models and Baayens MCMC 
function to estimate significance intervals for the parameter 
estimates (Baayen, et al., 2008) in R software.  

The processing capacity variable was constructed by 
averaging the standardized scores of the letter comparison, 
pattern comparison and reading span tasks.  General 

knowledge and health knowledge were the standardized 
scores of advanced vocabulary task and hypertension 
knowledge questionnaire, respectively.  

Reading time was measured for each passage. , Reading 
time data from six participants were missing due to 
technical problems. To control for differences in passage 
length, we first divided overall passage reading time by the 
number of words in the corresponding passage. We used 
reading time per word in order to create the reading 
efficiency measure. Reading efficiency was operationalized 
as the unit reading time divided by the proportion of 
information uptake (Miller, 2009), which was defined by 
accuracy of responses to the passage comprehension 
questions. Therefore, reading efficiency scores were 
computed as the reading time per word divided by the 
accuracy scores for each passage; that is, the amount of time 
readers needed to take to uptake one unit of information. 
This reading efficiency measure was the dependent variable 
for the mixed effects analysis. 

Correlates of Reading Efficiency 
Following the process-knowledge model of health literacy, 
we examined the fixed effects of health knowledge in 
addition to general knowledge and processing capacity on 
reading efficiency. In addition, we entered age and the basic 

Table 2. Estimated parameters (with standard error of estimates) of mixed-effects modeling 
 

 Model 1 Model 2 Model 3 Model 4 
 B t B t B t B t 

Intercept 235.75 
(17.19) 

13.71* 252.92 
(17.61) 

14.36* 252.92 
(18.32) 

13.80* 248.87 
(84.46) 

2.95* 

Item 
Predictors 

        

Pass -53.70 
(7.01) 

-7.66* -59.31 
(7.33) 

-8.10* -59.31 
(7.26) 

-8.17* -53.52 
(6.99) 

-7.66* 

Subject 
Predictors 

        

Age       -0.12  
(1.17) 

-0.10 

PC -52.27 
(13.33) 

-3.92*     -36.71 
(12.90) 

-2.85* 

GK   -53.38 
(9.49) 

-5.63*   -40.91 
(10.85) 

-3.77* 

HK     -26.59 
(10.33) 

-2.57* -8.30  
(9.49) 

-0.87 

Cross-level 
Interaction 

        

PC x Pass -17.79 
(9.79) 

-1.82       

GK x Pass   3.89 
(7.36) 

0.53     

HK x Pass     -19.96 
(7.30) 

-2.74* -16.86 
(7.06) 

-2.39* 

Note: (1) Pass = types of passages; PC = processing capacity; GK = general knowledge, HK= health knowledge. 
      (2) *p<.05 
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scrolling time as covariates in the model. Given the random 
effects of subjects and passages, we found significant fixed 
effects of general knowledge, processing capacity and 
scrolling time on reading efficiency. Participants with better 
processing capacity, general knowledge, and quicker 
scrolling speed, required less time to uptake one unit of 
information (processing capacity: B=-26.80, SE=13.22, t=-
2.03; general knowledge: B=-39.65, SE=10.60, t=-3.74; 
scrolling speed: B=2.48, SE=1.02, t=2.44, all p’s <.05). 
Thus, general knowledge and processing capacity facilitated 
the uptake of health information among older adults.  
    In addition, given that health knowledge was moderately 
associated with general knowledge (r=0.31, p<.01), we 
examined the effect of health knowledge on reading 
efficiency when only age and health knowledge were used 
in the analysis. Participants with more health knowledge 
needed less time to uptake one unit of health information 
than ones with less health knowledge (B=-25.75, SE=10.31, 
t=-2.50, p<.05). Age was not associated with reading 
efficiency (B=-1.48, SE=1.33, t=-1.11). 

Effects of Passage Revision on Comprehension 
First, a paired-t test showed that participants had better 
comprehension (accuracy scores) of the revised 
(Mean=0.74, SD=0.14) compared to the typical passages 
(Mean=0.70, SD=0.11) (t(127)=-3.08, p<.01). Participants 
also read the revised passages more efficiently (Mean=0.50, 
SD=0.23) than the typical passages (Mean=0.60, SD=0.25) 
(t(121)=-3.08, p<.01). In other words, they took about 0.1 
second less to uptake a unit of information in the revised 
passage than the typical ones.  

Who Benefits More from the Revised Passages  
To identify whether some kinds of participants benefited 
from than others from redesigning the passages, we 
examined the effects of processing capacity, general 
knowledge, health knowledge and their interactions with the 
type of passage on reading efficiency using the mixed 
effects models (See Table 2).  
    We first examined the fixed effects of passage type, 
processing capacity, and their interaction on reading 
efficiency (Model 1 in Table 2). There was no interaction of 
processing capacity and passage type, showing that 
participants better understood the revised texts than the 
typical ones regardless of their level of processing capacity 
(B=-17.79, SE=9.79, t=-1.82). A similar analysis of general 
knowledge, passage type, and their interaction on reading 
efficiency (Model 2 in Table 2) showed that passage type 
did not interact with general knowledge, suggesting that 
participants better understood the revised texts than the 
typical ones regardless of their general knowledge.  
    However, a similar analysis with health knowledge 
(Model 3 in Table 2) revealed a significant interaction of 
health knowledge and passage type (B=-19.96, SE=7.30, t=-
2.74, p<.05). Participants with more health knowledge 
benefited more from the revised texts than participants with 
less health knowledge. Moreover, the interaction remained 

significant after the effects of age, processing capacity and 
general knowledge were controlled; (B=-16.86, SE=7.06, 
t=-2.39, p<.05; see Model 4 in Table 2). Processing capacity 
and general knowledge facilitated the uptake of health 
information. In addition, health knowledge further 
exaggerated the beneficial effects of revised texts relative to 
the typical ones. We plotted the time needed to uptake one 
unit of information from the typical and revised texts for 
participants who had one standard deviation below and 
above the mean health knowledge performance in Figure 2.  

Discussion 
Our findings suggest that older adults’ comprehension of 
hypertension self-care information that is readily available 
on the internet can be improved by using a systematic multi-
leveled approach to revising the information. Better 
comprehension of self-care information should translate into 
better health-related decisions, behaviors and outcomes, 
because previous research has found that comprehension of 
self-care information predicts health behaviors (Dewalt et 
al., 2004).  Of course this link needs to be demonstrated for 
the present passages in future research. 
    The Process-Knowledge model suggests that processing 
capacity and knowledge interact to influence comprehension 
of self-care information because these abilities have 
different age-related trajectories. Interestingly, we found 
that older adults with higher domain-specific health 
knowledge benefit more than those with less knowledge 
from the revised passages in terms of obtaining information 
more quickly. However, there was limitation in the current 
study in terms of differentiating the benefits of multiple 
levels of text revision on comprehension. Therefore, we 
need to be cautious to make arguments about what made 
older adults with more health knowledge benefit more from 
those with less health knowledge. Theoretically, the 
intervention was to reduce the demands on processing 
capacity by simplifying the language and streamlining the 
organization as well as to promote integrating concepts with 
prior knowledge using structural features (such as headers) 
and the advanced concept organizer. Hence, the differential 

 
 

Figure 2. Interaction of health knowledge and types of 
passages on reading efficiency (time per unit of 

information uptake) 
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benefits of revised texts on people with more health 
knowledge may suggest that having structural features and 
advanced concept organizers facilitated reading by building 
a situation model representation with prior knowledge.  
    Although we did find differential accumulative 
advantages of older adults with more domain-specific 
knowledge gaining more from our intervention, it did not 
mean that people with fewer resources (such as lower 
processing capacity, lower general or lower health 
knowledge) were not able to benefit from the revised health 
texts. Though parts of the “Matthew effects”, that people 
with better resources gaining more, were observed in our 
study, it is not discouraging given that people with poorer 
resources, at whom we aimed, were able to take advantages 
of the intervention and showed improvement in their 
comprehension. Thus, future research will investigate the 
effects of different levels of intervention on promoting 
comprehension for people varying in cognitive resources.  
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Abstract 

Problem presentation can influence students’ understanding, 
choice of strategy, and accuracy. For example, the presence 
and type of external representation can alter performance. In 
this study, we examined the effect of diagrams on students’ 
performance in a symbolic problem domain. Sixty-one 
seventh-grade students solved algebraic equations with or 
without an accompanying diagram. The presence of diagrams 
increased accuracy and use of informal strategies. Overall, the 
benefits of diagrams found for word problems generalized to 
symbolic problems. 

Keywords: External Representation; Problem Solving; 
Algebra Equations 

Problem Representation  
If you had to teach children basic addition, what would be 
more helpful – a set of blocks they could touch and count, 
or a list of common arithmetic equations such as “2+3=5”? 

External representations such as blocks and equations 
impact learning and performance (Belenky & Schalk, 2014). 
They exist as physical symbols or objects and impact how 
people internally represent problems, which in turn 
influences how they solve the problems (Koedinger, Alibali, 
& Nathan, 2008).  

External representations vary in their concreteness. 
Concrete representations such as pictures, diagrams, and 
physical models are grounded in familiar experiences, 
connect with learners’ prior knowledge, and have an 
identifiable perceptual correspondence with their referents 
(Fyfe, McNeil, Son, & Goldstone, 2014). However, they 
may contain extraneous perceptual details that distract 
learners from relevant information or inhibit transfer of 
knowledge to novel situations (Harp & Mayer, 1997; 
Kaminsky, Sloutsky, & Heckler, 2008).  In contrast, 
symbolic representations such as formal equations and line 
graphs eliminate extraneous surface details, are more 
arbitrarily related to their referents, and represent the 
underlying structure of the referent more efficiently. Thus, 
they allow greater flexibility and generalizability to multiple 
contexts, but may appear as meaningless symbols to 
learners who lack conceptual understanding (Nathan, 2012). 

Diagrams are one type of concrete, external representation 
thought to aid problem solving. In this study we focus on 
the effect of combining diagrams with a more symbolic 
representation, namely, algebraic equations.  

Potential Benefits of Diagrams 
Diagrams are schematic visual representations that express 
information via spatial relationships. Concrete details of the 

referent can be disregarded so that only the relevant  
problem features and quantitative relations are depicted. 
There are at least three reasons why diagrams might be 
helpful for solving symbolic problems such as algebraic 
equations.  

First, diagrams may help highlight relevant information. 
For example, visual scanning is easier when information is 
presented spatially than when it is presented in a list of 
numbers or verbal statements (Larkin & Simon, 1987). 
Thus, including diagrams with equations may facilitate the 
cognitive process of searching the problem space and may 
help students extract relevant information. 

Second, diagrams may decrease working memory load 
and support quantitative reasoning (Munez, Orrantia, & 
Rosales, 2013; Murata, 2008). For example, in a study with 
adults, functional magnetic resonance imaging results 
revealed that solving a word problem by constructing a 
mental diagram required fewer resources for controlling 
attention or retrieving procedural knowledge than solving 
the problem by constructing a mental equation (Lee et al., 
2007). Thus, presenting diagrams may free up cognitive 
resources that are important for accurate problem solving, 
such as correctly selecting and implementing strategies.  

Third, diagrams may scaffold algebraic reasoning by 
facilitating connections between concrete and symbolic 
representations (Koedinger & Terao, 2002; Lee et al., 2013). 
Specifically, diagrams may elicit students’ intuitive, 
informal knowledge and strategies. Presenting diagrams 
with equations may allow students to connect this 
knowledge to formal, symbolic problem formats. Thus, a 
diagram benefit may be particularly apparent for students 
who are still developing familiarity with manipulating 
abstract symbols.  

Evidence for a Diagram Benefit 
In addition to theoretical reasons for a diagram benefit, there 
are several lines of work suggesting that diagrams can 
improve mathematical problem solving. Past research has 
focused on the benefits of diagrams for solving word 
problems. 

The first line of evidence comes from research on 
individual differences in the spontaneous use of diagrams 
during word problem solving. 4th to 6th grade students who 
tend to use diagrams, whether by drawing diagrams on 
paper or by mental visualization, are more accurate solvers 
(e.g. Edens & Potter, 2008; Hegarty & Kozhevnikov, 1999). 
Similar results are reported for students with learning 
disabilities (Van Garderen & Montague, 2003).  
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A second line of evidence for a diagram benefit comes 
from instructional practice. Countries such as Japan and 
Singapore have long incorporated diagrams into math 
instruction on a national level, and these countries typically 
perform at the top in international tests of mathematics 
achievement (Murata, 2008; Ng & Lee, 2009). For instance, 
1st and 2nd graders in Singapore are introduced to a heuristic 
using horizontal bar diagram drawings to solve word 
problems (Ng & Lee, 2009). Students who construct a 
diagram representation are able to use informal arithmetic 
strategies to solve algebraic problems, thus making 
algebraic problems accessible earlier – beginning in 3rd 
grade, as opposed to the 7th grade in most US classrooms 
(Lee et al, 2013). In fact, 6th grade pre-algebra students in 
the US were able to learn and apply this diagram heuristic to 
solve algebra word problems (Koedinger & Terao, 2002). 
Extensive interventions that include practice generating 
diagrams have helped U.S. 3rd grade students improve their 
word problem solving success (Jitendra et al., 2007). 
However, it is unclear if benefits of the intervention are due 
to the use of diagrams or to receiving more general 
problem-solving strategy instruction. 

A third, more direct line of research clarified this issue by 
experimentally manipulating whether students are given 
diagrams in conjunction with word problems. Munez, 
Orrantia, and Rosales (2013) found that presenting novel 
diagrams could enhance 9th graders’ accuracy and response 
times on arithmetic word problems. Further, the 
improvement was greatest on more difficult problems. 
These findings are consistent with similar research on 
undergraduates (Lewis, 1989). However, the benefits of 
provided diagrams may be less robust in middle school 
students. Booth and Koedinger (2012) assessed 6th to 8th 
grade students on three algebraic problems differing in 
complexity. Each problem was presented in one of three 
formats: equation only, word, or word-with-diagram. The 
diagrams used were novel to students and tailored to each 
problem. While high-ability students of all grades 
performed equally with or without diagrams, low-ability 
students in the 7th and 8th grades were more accurate and 
made fewer conceptual errors on word problems with 
diagrams. However, these students benefited from diagrams 
only on the more complex double-reference problem where 
the unknown variable appeared twice. No diagram benefit 
was found on the simpler single-reference problem where 
the variable appeared only once. This suggests that grade, 
ability level and problem complexity may be key 
moderators of the potential diagram benefit. Although 
informative, this study did not include an equation-with-
diagram condition, which would have revealed whether the 
diagram benefit was consistent across problem types or only 
for word problems.  

In summary, diagrams generally aid in problem 
comprehension and solution of word problems. Little is 
known about the use of diagrams with more symbolic tasks 
such as equation solving. Extending the diagram research to 
a symbolic domain will test the generalizability of the 

diagram effect and also provide insight into how children 
interpret and solve symbolic problems. 

Current Study 
The present study investigated the effectiveness of 
presenting diagrams alongside algebraic equations. Previous 
research suggests that diagrams can help students make 
sense of word problems. However, algebra equations are 
more abstract than word problems. Algebra equations not 
only require students to understand complex mathematical 
structure, but also require students to decode the symbolic 
language of algebra (Payne & Squibb, 1990).  

Our primary research question was whether the presence 
of diagrams would influence algebraic equation-solving 
performance, including accuracy, type of errors made, and 
strategy use. We predicted that problem-solving accuracy 
would be higher if a diagram was provided than if it was 
not. We also hypothesized that diagrams could elicit 
students’ intuitive knowledge of quantitative relations in the 
problem. Similar to findings in word problems (e.g. 
Koedinger & Nathan, 2004), this should reduce the 
frequency of conceptual errors, and increase both the usage 
of non-algebraic strategies and the accuracy of algebraic 
strategies.  

Our secondary research question was whether the effect 
of diagrams would depend on student or problem 
characteristics. We explored problem complexity and 
students’ general math ability as two factors that could 
influence the benefits of diagrams. We varied problem 
complexity by including both single-reference and more 
difficult double-reference problems, which differed in 
whether the variable appeared once or twice in the equation 
(Table 1).  We explored the importance of general math 
ability by working with students drawn from advanced and 
regular mathematics classes.  

 
Table 1: Examples of equations and diagrams 

 

Method 
Middle-school students participated in an experimenter-led 
classroom session. Using a within-subjects design, we 
manipulated the presence of diagrams during the equation 
solving assessment.  

 Equation Diagram 

Single-
Reference (x-45) / 3 = 20.5 

 

Double-
Reference N + 1/5N = 30 

 
Note: These two equations were taken from Booth & 
Koedinger (2012). Other equations were adapted from these. 
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Participants  
Participants were 62 seventh-grade students from four 
classes attending an independent private school. Students 
were tested 2 months into their first pre-algebra course. Two 
classes (34 students) were in an advanced math class, which 
covered the same breadth of content but in greater depth. 
Students were placed into the advanced class by their math 
teachers based on multiple components of their 6th grade 
performance, including standardized test scores and in-class 
grades. Students had experience with reading algebraic 
expressions and solving simple one step equations, but had 
not studied the equation forms used in the experiment. They 
did not have prior experience with the type of diagrams used 
in this study. We dropped the data of one student who did 
not attempt any of the assessment items. The final sample 
contained 61 students (33 male, mean age = 12.7 years). 

Design and Procedure 
Students completed the experiment in their classrooms 
during their regular 50-minute math period. The experiment 
included four parts: introduction, diagram practice, 
representation translation, and equation solving. The within-
subjects manipulation occurred only during equation 
solving. There were no time limits for any of the tasks. 
Calculators were not permitted on any task.  
 
Diagram Introduction. The experimenter spent about 8 
minutes with the entire class to describe diagrams as a 
special kind of picture that represents information about 
numbers and quantities. She explained four guidelines used 
to construct diagrams, highlighting important features (e.g. 
arrows, labels, dotted lines). She described how diagrams 
could represent each of the basic operations: addition, 
subtraction, multiplication, and division. For each operation, 
she presented and described an example diagram and asked 
students to copy her drawings on a worksheet. These 
example diagrams were much simpler than the diagrams 
students would encounter in the rest of the experiment. The 
intent was to develop basic knowledge of interpreting the 
diagrams as they were unfamiliar to the students. No 
references to equations were made.  

Based on the diagram approach used in Singapore, 
diagrams were constructed according to these guidelines: (1) 
Quantities were represented by rectangular bars using solid 
borders; (2) Dotted vertical lines divided bars into equal 
portions; (3) Rectangular bars were labeled internally with 
variables; and (4) Horizontal arrows over the length of a bar 
indicated the quantity’s magnitude and were labeled with 
known values or ‘?’. Diagrams were drawn to approximate 
the relative quantities in each problem, but were not of the 
same scale across problems. 
Diagram practice. To provide brief exposure to problem-
solving using diagrams in isolation, we asked students to 
work individually on four problems. Students had to solve 
for an unknown variable from a given diagram. The 
corresponding equation was not included. The first three 
problems were single-reference problems and the fourth was 

a double-reference problem. After 10 minutes of individual 
work, the experimenter announced the correct answer for 
each problem. Students checked their own work. The intent 
was to increase familiarity with the diagrams.  

 
Representation-translation task. We constructed four 
items to measure how well students could translate between 
diagrams and equations. The first two problems required 
students to choose between two diagrams that described a 
given equation. Students received one point for circling the 
correct diagram. The next two problems required students to 
generate and write an equation describing a given diagram. 
Students received one point for writing a valid equation; 
expressions (e.g. 2x + 1) were not valid. For both pairs of 
problems, a single-reference problem was presented first, 
followed by a double-reference problem. Students first read 
directions and a completed example before attempting each 
pair of problems. No feedback was provided. We included 
this task as a check of how well students were able to make 
the connection between diagrams and equations. 
 
Equation-solving Assessment. To evaluate our primary 
research question, we designed eight algebra problems 
contrasting two factors, presentation format and problem 
complexity. Students saw four problems as equations and an 
isomorphic set of four problems as equations with 
accompanying diagrams, using different variable letters and 
constant values. For each presentation format, the first two  
problems were single-reference and the other two problems 
were double-reference. On the four equation-with-diagram 
problems, students also indicated if they had used the 
diagram to solve each problem by circling “yes” or “no” 
inside a small box below the diagram. This provided a 
measure of diagram use frequency. 

We designed four counterbalanced forms of the equation-
solving assessment to control for order of presentation 
(equation-first or equation-with-diagrams first), and version 
(which problems had diagrams). Problems were blocked by 
presentation format. 

Coding  
Students received one point for each correct answer. We 
coded students’ errors and strategy use based on their 
written work, using the scheme outlined in Tables 2 and 3. 
These schemes were adapted from previous research on 
students’ solution of algebraic equations and word problems 
(Koedinger et al., 2008). To establish inter-rater reliability, a 
second rater coded the written responses of 25% of the 
children. Inter-rater agreement was high (Cohen’s�= .92 
for errors,�= .85 for strategies). 

Results 
To evaluate the effect of counterbalanced forms, a 2 (order) 
x 2 (version) ANOVA on equation-solving assessment 
scores was done. This analysis revealed no significant 
effects of either factor or their interaction, F’s < 1. Thus the 
subsequent analyses treated the four forms as equivalent. 
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We evaluated students’ performance on the equation-
solving assessment using a repeated-measures ANOVA 
with presentation format (equation or equation-with-
diagram) and problem complexity (single- or double-
reference) as within-subjects variables and math proficiency 
(regular or advanced class) as the between-subjects variable. 

As shown in Figure 1, students provided more correct 
answers when solving equations with provided diagrams 
(48%) than without (36%), F(1,59) = 11.6, p=.001, ηp

2 =.16. 
Students also solved fewer double-reference equations 
correctly (32%) than single-reference equations (50%), 
F(1,59) = 17.6, p < .001, ηp

2 = .23. Students in advanced 
classes solved more problems correctly (56%) than students 
in regular classes (22%), F(1,60) = 24.28, p < .001, ηp

2 = 
.29. None of the two-way or three-way interactions between 
presentation format, problem complexity and math ability 
were significant (F’s < 1). Thus, the positive effect of 
diagrams was consistent across simple and complex 
problems and across students with low and high ability.  

Eleven students failed to indicate whether they used a 
diagram for a specific problem at least once. The remaining 
50 students reported using the diagram on a majority of 
problems (60% of equation-with-diagram problems). 
Students reported using diagrams more often on double-
reference problems (72%) than on single-reference 
problems (49%), t(49) = 3.34, p < .01. However, reported 
diagram use was not correlated with accuracy on equation-
with-diagram problems (r = -.045, p > .75).  

Table 2 presents the frequencies of each type of error, as a 
percentage of all problems on the equation-solving 
assessment. Overall, conceptual errors were the most 
common. Students made fewer conceptual errors on 
equation-with-diagram problems, compared to equation-
only problems, t(33) = 3.51, p < .001.  

Next consider the strategies students used to solve the 
equations (see Table 3). Overall, students used an unwind 
strategy twice as often as an algebra strategy (35% vs. 15% 
of problems), t(60) = 4.03, p  < .001. Though not reliable, 
the presence of diagrams marginally increased use of the 
unwind strategy, t(60) = 1.69, p < .1. We also evaluated the 
effectiveness of each strategy by considering the percentage 
of problems where each strategy led to a correct answer. 
Overall, accuracy of the strategies was moderate. The 

presence of diagrams appeared to increase the success of 
these strategies, although overall frequencies are too small 
for meaningful statistical analyses. 

Finally, consider student success on the representation-
translation task.  Students were moderately successful, (M = 
2.44 out of 4, SD = 1.35), and their representation-
translation score was positively correlated with their overall 
equation-solving accuracy (r = .492, p < .001) To assess if 
representation translation ability moderated the diagram 
benefit, we calculated a diagram effect score for each 
student (equation-with-diagram score – equation score) and 
found a small but insignificant correlation between 
representation translation score and diagram effect score (r 
= .21, p > 0.1). 
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Figure 1: Percentage correct on Equation-solving 
Assessment by presentation format and problem 

complexity. Error bars are standard errors. 

Discussion  
External representations such as diagrams generally support 
learning and problem solving. However, incorporating 
diagrams with symbolic problems has largely gone 
unstudied. As predicted, we found a clear diagram benefit. 
Presenting diagrams alongside algebra equations enhanced 
students’ accuracy and reduced the frequency of conceptual 
errors. The diagram benefit was independent of problem 
complexity or students’ math proficiency. In contrast, a 
previous study on word problem-solving found that 

Table 2: Errors made on Equation-solving Assessment 
 

Error Definition 
Error frequency 

Equation 
only 

Equation-
with-diagram 

Conceptual Student employs invalid or incomplete strategies. 34 (4.0)    21 (3.0) * 

Arithmetic Student makes a computational error, but solution is otherwise correct.   4 (1.3)   5 (1.4) 
No Attempt Student  leaves problem blank or wrote some form of “I don’t know”. 13 (3.0) 12 (3.0) 
No Work Student write incorrect answer without any work shown. 12 (3.3) 15 (3.7) 

Copy Slip Student miscopies a value from the problem or from own work, but solution 
is otherwise correct.   2 (.01)     0 ( - )  

Note: Scores are percentages of all problems on the Equation-solving Assessment, presented as mean (with standard errors 
in parentheses). * denotes differences at p = .05 level of significance.  
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diagrams were most helpful for more difficult problems and 
for students with lower ability (Booth & Koedinger, 2012; 
Lewis, 1989). Other research has found that concrete 
representations might even reduce performance on complex 
problems. For instance, college students are more accurate 
solving double-reference problems in equation format than 
in word problem format, even though they benefit from the 
concreteness of word problems on simpler single-reference 
problems (Koedinger et al, 2008). Why did diagrams 
provide a clearer benefit in this study than in previous work 
with word problems? 

One possible explanation is that students in our sample 
had greater diagram familiarity and understanding than 
students in previous studies, due to the experimenter-led 
diagram introduction. We also used a consistent diagram 
type for all problems, unlike in Booth & Koedinger’s (2012) 
study. However, students had not seen these diagrams 
before the experiment, and we did not teach them how to 
relate diagrams to equations. The assessment problems used 
were also much harder than the examples we used in the 
introduction. It is unlikely that familiarity played a major 
role for helping students to benefit from diagrams.  

Another explanation is the fact that algebra equations are 
generally more difficult than equivalent word problems. 
Even high school students may make persistent errors in 
understanding and solving algebra equations, although they 
are more accurate on word problems (Koedinger & Nathan, 
2004). When all problems are difficult for most students, 
diagrams can aid performance across problem complexity 
and students’ math proficiency. Thus, even the simpler 
single-reference equation problems used in this study were 
likely challenging enough that students benefited from an 
alternate concrete representation. Students also indicated 
more frequent use of diagrams on more complex double-
reference problems, suggesting that they believed diagrams 
might be helpful on those problems. 

Our results also support some explanations suggested in 
the literature. First, diagrams may influence internal 
representation. Our finding of a diagram benefit is 
consistent with various cognitive models of problem 
solving. These models generally posit that constructing 
appropriate mental models of a problem is key to successful 

problem solving (Johnson-Laird, 1983; Koedinger & 
Nathan, 2004). Our results match their predictions of 
increased accuracy and a trend toward use of more informal 
strategies. By providing students with a pre-constructed 
diagram, we may have removed some of the difficulty of 
constructing an internal representation of the problem,. By 
providing an additional external representation on paper, we 
may also have reduced students’ working memory and 
attention demands by offloading some cognitive processing 
onto perceptual processing (e.g. Larkin & Simon, 1987). 

Second, diagrams may facilitate informal reasoning. 
Consistent with previous research, we found an indication 
that students in the current study used more non-algebraic 
strategies when concrete diagrams were present (Koedinger 
& Nathan, 2004). Similar to how adding a concrete story 
context can improve performance on arithmetic problems by 
activating real-world knowledge of common operations and 
quantitative relations (Carraher, Carraher, & Schliemann, 
1985), adding a concrete diagram might improve children’s 
performance on algebra equations by activating informal 
strategies that do not rely on newer algebraic strategies that 
students are in the process of learning.  

Despite the positive contributions of the current study, we 
are unable to provide detailed accounts of how students 
used the diagrams. In order to develop a mechanistic 
account of diagrammatic reasoning, future research should 
investigate specific processes that problem-solvers engage 
in when using a diagram. Do students iterate between 
representations or fixate on the more concrete one? 
Tracking participants’ eye movements may reveal diagram 
elements that are particularly helpful, distracting, or 
ignored. 

Future research could also investigate potential trait by 
treatment interactions, such as the influence of quantitative 
reasoning, visual-spatial ability, or representation translation 
skill on students’ use of diagrams.  For instance, students of 
different math ability may benefit from diagrams due to 
different reasons. Higher-ability students, who are more 
likely to spontaneously generate useful diagrams on their 
own, may benefit because diagrams more closely matched 
their own internal representation of the problem. However, 
low-ability students may benefit because diagrams highlight 

Table 3: Strategies used on Equation-solving Assessment 
 

Strategy Definition 
% Used (% Correct) 

Equation 
only 

Equation-
with-diagram 

Algebra Student uses algebraic manipulations to derive solution. A sub-
equation or simplified algebraic expression is written. 17 (51) 15 (62) 

Unwind Student works backward using arithmetic strategies to derive 
solution. 32 (51) 38 (69) 

Guess and Check Student substitutes different value(s) for the variable. 5 (46) 4 (67) 
Other Student uses other strategies, or strategy is ambiguous 15 (19) 8 (32) 
Answer Only Answer is provided without any working. 19 (24) 24 (27) 
Not Attempted Student leaves problem blank or wrote some form of “I don’t know” 13 ( - ) 12 ( - ) 
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important information they would have otherwise ignored or 
misinterpreted. Understanding how different students utilize 
multiple representations can help educators personalize 
instruction.  

In summary, the current study extends previous research 
of a diagram benefit in problem solving to a symbolic 
domain. Providing novel diagrams enhanced students’ 
accuracy on difficult algebra equation problems independent 
of the problem and student characteristics studied. Concrete 
external representations may be more powerful than 
previously leveraged, especially when combined with 
symbolic problems. 
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Abstract 

In an attempt to assist proctors to prevent test takers from 
academic dishonesty in remotely administrated exams, this 
study investigated the ability of test takers’ behaviors during 
online assessments to predict their cheating decisions. 
Specifically, this experimental study focused on the role of 
students’ time delay and certainty rating during lab based 
online testing sessions. The analysis of hierarchical logistic 
regression indicated that not only time delay but also certainty 
rating had significantly statistical relation to test takers’ 
cheating decisions. The importance of the two proposed 
factors during online assessments was discussed and the 
prospects of the improvements of online proctoring systems 
were addressed. 
 
Keywords: Cheating; online assessment; online testing; 
uncertainty 

Introduction 

Academic institutions are turning to online education in 

order to expand their reach and provide education to a 

greater volume and more diverse group of students, while at 

the same time, using less faculty labor and less physical 

infrastructure than traditional face-to-face courses. 

However, the distributed nature of online courses presents a 

potential risk of increased academic dishonesty, particularly 
when students are asked to take exams at remote locations 

without a proctor in the room (Harmon & Lambrinos, 2008; 

Kennedy, Nowak, Raghuraman, Thomas, & Davis, 2000; 

Prince, Fulton, & Garsombke, 2011; Watson & Sottile, 

2010). In order to ensure the integrity of student work, in 

2008, Congress authorized the Higher Education 

Opportunity Act with the provision that it is the requirement 

for an institution that offers distance education to verify the 

identity of online students (Frank, 2010). 

There are at least three important reasons for addressing 

issues of academic dishonesty in distance education. The 

first is an increasing trend in online education, both in terms 

of student enrollment (National Science Board, 2012) and 

corporate market (Adkins, 2008, 2011). Second, surveys of 

both faculty and students indicate a belief that cheating is 

more prevalent in online exams when students are not 
proctored (Kennedy et al., 2000; Watson & Sottile, 2010). 

Third, empirical studies have demonstrated that given the 

same online learning materials, scores in un-proctored 

exams were not only significantly higher than proctored 

ones (Prince et al., 2011) but also had significantly lower 

degrees of explanatory power to students’ ability (Harmon 

& Lambrinos, 2008). Therefore, although online education 

provides opportunities to people who traditionally would 

not have access to high quality education due to schedule 

conflicts or physical constraints, these opportunities may be 

undercut if prospective employers do not trust the diplomas 

and certificates gained through online courses. 
The prevention of academic dishonesty can be addressed 

to some extent by altering the assessments. Examples of this 

would include using multiple versions of an exam, 

randomizing question order, or not using identical exam 

questions from previous semesters (Harmon, Lambrinos, & 

Buffolino, 2010). However, a need remains to replace the 

traditional proctor in the room by another system to ensure 

the qualification of the online degrees offered by institutions 

(Frank, 2010; Harmon et al., 2010). A survey of techniques 

and tools for proctoring remotely administered exams 

(Frank, 2010) found that the majority of solutions involve 
recording an exam attempt or streaming a live video to a 

proctor who will monitor or review the exam sessions from 

a remote location. However, a naive approach of reviewing 

a set of recordings of individual exams may take 

significantly more effort than it would take a single proctor 

to monitor students in a traditional classroom setting. 

The objective of this paper is to explore significant factors 

which may not only improve the effectiveness of remotely 

administrated exams but also scale the use of online 

proctoring. The primary contribution of this paper is to test 
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the ability of test taking behavior to predict student cheating 

during online exams. Specifically this paper tests the impact 

of a student delay time to answer a question and the student 

certainty rating for the question. 

Literature Review 

Previous Research in Academic Dishonesty 

Crown and Spiller (1998) reviewed a wide range of 

research on collegiate cheating and categorized factors into 

two types, individual factors and situational factors. 
Individual factors represent the sum total of the life 

experiences and circumstances, including personal 

attributes, type of education and personality variables. 

Situational factors represent the situational pressures which 

come to bear on the individual to encourage or discourage 

cheating decisions, including honor codes, sanctions, values 

counseling, and surveillance (Crown & Spiller, 1998). 

Based on the research from Crown and Spiller (1998), 

some researchers formulated structural equation models 

showing interaction among all possible variables in 

individual factors and situational factors (Murdock, Hale, & 
Weber, 2001; Sierra & Hyman, 2006; Smith, Davy, 

Rosenberg, Haight, & G, 2003). Murdock et al. (2001) 

categorized individual factors into six categories including 

grade in school and five academic motivations (academic 

self-efficacy, personal task goals, personal extrinsic goals, 

classroom task goals, and classroom extrinsic goals). 

Situational factors were classified into four categories based 

on social motivations (participation structure, teacher 

commitment/ competence, and level of school teacher 

respect and school belonging). The significant factors 

included grade in school, academic self-efficacy, extrinsic 
goal orientation, participation structure, teacher commitment 

and teacher respect. Smith et al. (2003) grouped individual 

factors into demographic and attitudinal variables, and 

organized situational factors into in-class deterrents. Their 

results indicated that the primary influences on future 

cheating were in-class deterrents, prior cheating, and the 

degree of neutralization. Sierra and Hyman (2006) proposed 

a new model of cheating intentions based on individual 

factors including cognitive constructs and anticipated 

emotion constructs. Although prior research (Murdock et al., 

2001; Smith et al., 2003) indicated significant relationships 

between individual factors and situational factors related to 
cheating intentions, neither the effect of anticipated positive 

emotions (e.g. elation) nor the simultaneous effect of 

cognitive factors (e.g., locus of control and personal 

expertise) in individual factors was considered. Sierra and 

Hyman (2006) conducted an empirical experiment and 

revealed that anticipated emotional and personal expertise 

have significantly positive effect to drive uncertain choice in 

cheating contexts, while internal locus of control has a 

significantly negative effect. 

Response Times in Testing 

One of the factors proposed in this paper is time delay in 

online testing, which may indicate suspicious behaviors in 

online exams, such as, cheating. The traditional approach to 

detecting aberrant behavior is to use person-fit analysis by 

which aberrant response patterns that defy some expectation 

can be an index to validate the integrity of test scores 

(Meijer & Sijtsma, 2001). Although the methods of person-

fit analysis have been well developed for the last two 

decades, the reasons for aberrant response patterns are still 
largely unknown. However, cheating is one of the reasons 

for aberrant response patterns (Meijer & Sijtsma, 2001; 

Petridou & Williams, 2007). 

Fortunately, in 2008, Van Der Linden and Guo used 

response times (RTs) as an additional source of information 

on the test taker’s behavior. They conducted a simulation 

study on two cheating behaviors: (1) pre-knowledge of 

some of the items; (2) attempts to take tests only for the 

purpose of memorizing the items. Under 800 replications of 

the pre-knowledge simulation, given one item which a test 

taker had pre-knowledge of and answered within 10 
seconds, the satisfactory power of detecting the cheated item 

was 0.83 with 𝛼 = 0.05 . Under 800 replications of 

memorization simulation, given 5 items which a test taker 

tried to memorize within a 30 minutes exam, the satisfactory 

power of detecting that one, two, three, four and five items 

that test taker memorized were 0.26, 0.35, 0.20, 0.10, and 

0.04 respectively, with 𝛼 = 0.05. 

Impasses in Learning 

The other factor we focus on is students’ certainty rating 
on the scale from one to five, where one indicates a guess 

and five indicates knowledge with high confidence. The 

certainty rating as a factor is inspired by the theory of 

impasses during learning. Impasses are obstructions 

students encounter in academic settings. They occur when a 

student gets stuck, detects an error, or does an action 

correctly but expresses uncertainty about it (VanLehn, Siler, 

Murray, Yamauchi, & Baggett, 2003). A cognitive system is 

in disequilibrium when individuals are confronted with 

problems or situations that present obstacles to goals, 

anomalous events, contradictions, discrepancies, and 

obvious gaps in their knowledge (Graesser, Lu, Olde, 
Cooper-Pye, & Whitten, 2005). Confusion is exhibited 

when students hit an impasse and learning is the key process 

to transition a cognitive system from disequilibrium to 

equilibrium (Craig, Graesser, Sullins, & Gholson, 2004; 

Craig, 2012; D’Mello, Lehman, Pekrun, & Graesser, 2014; 

Lehman, D’Mello, & Graesser, 2012; Lehman, D’Mello, & 

Strain, 2011). 

Current study 

Rather than focusing on personal or situational factors, 

this paper examined test taking behaviors. Specifically it 

investigated if students’ delay time to answer a question and 
their certainty rating for the question impacted their decision 

to cheat. This study implemented a common metric to 

388



define cheating behaviors used by a majority of proctoring 

systems: a misuse of forbidden resources, such as a smart 

phones or cheat sheets (Frank, 2010). 

Based on Van der Linden and Guo (2008) model that used 

response times as a potentially significant factor for 

cheating, it is hypothesized that the time a test taker spends 
on a single question plays a significant role in predicting 

students’ decision to consult a forbidden resource. It is 

expected that test takers spend a greater amount of time to 

search for the answer than as opposed to answering the 

question honestly. 

Additionally, the student’s confidence in their ability to 

answer the question correctly could impact their cheating 

behavior. When a student encounters a question that they 

cannot answer or have difficulty answering, their level of 

certainty will decrease. This inability to answer the question 

is the equivalent to an impasse (VanLehn et al., 2003) in a 

learning setting.  During testing, there are no learning 
opportunities remaining to work pass the impasse. If the 

student is sufficiently motivated to provide a correct answer 

and resources are readily available with limited monitoring 

within the online setting, as uncertainty level increase, 

students are more likely to cheat because it is the only way 

to resolve the impasse and move forward.  

This paper seeks to answer the following two research 

questions: (1) Can time delay be an indication reliably 

predict cheating decisions during online exams? (2) Can 

student’s certainty rating be an indication to reliably predict 

cheating decisions during online exams? In order to answer 
the two research questions, there are two null hypotheses for 

each question: 

𝐻10 A test taker’s time delay on each question has no 

statistically significant relation to cheating decisions 

during online exams. 

𝐻20 A test taker’s certainty rating on each question has 

no statistically significant relation to cheating 

decisions during online exams 

Methods 

Participants 

Forty-two students (28 male, 14 female) took part in the 

study. They were between the ages of 18 and 36 (M = 20.93, 

SD = 3.90). Participants were undergraduate students 

enrolled in an Introductory Psychology course. They were 

offered partial course credit in return for their participation 

in the study. 

Materials 

Learning materials. The learning materials were a 

12 minute video covering the basics of the Python computer 

programming language. Two pages of printed summary 

along with the video lecture were provided to participants 

during the learning phase. In addition, one piece of blank 

paper was provided to participants. Participants were 

allowed to take their own notes either on the two pages of 

summary or on the blank page while watching the video. 

Python program was selected as the domain because most 

participants would not have been exposed to it before the 

study. So, it was less likely they would already know the 

answers to the test. 

The Python lecture started by the introduction of 

Python interpreter, such as entering and leaving Python 
interpreter through terminal, different types of variables in 

Python, declaration of variables and assigning new values to 

the declared variables. After that, the lecture went over 

some default operators and functions in Python, for 

example, modulo and comparison operators and a length 

function. Finally, participants were taught how to declare 

and execute their own functions in a Python file.  

Testing materials. Two ten-item multiple choice 

tests were presented to participants. Both of these tests 

covered the material presented on the Python programming 

language, but each test had unique questions and covered 

different concepts. The first test session was implemented 
within a typical online exam setting. The second session 

was implemented in a cheating inducing environment in 

which participants were encouraged to answer questions by 

all means even if cheating. The second session was used to 

ensure that some cheating behaviors were observed. 

Cheating materials. The notes and documents 

provided in the learning phase were returned to participants 

as cheating materials. The cheating materials included one 

page of self-written notes and two pages of summary of the 

video lecture. Participants were allowed to put the cheating 

materials at any place they liked. 
Interview materials. At the end of each testing 

phases, participants were interviewed by the experimenter. 

This interview required participants to provide a self-

reported certainty rating, prior knowledge, self-reported 

cheating, methods for cheating, preparation of cheating, and 

demographic survey for each question. In this paper, we 

only focused on answering certainty, prior knowledge, and 

self-reported cheating. The participant’s certainty rating 

consisted of a scale from one to five, where one indicates a 

guess and five indicates knowledge with high confidence 

Prior knowledge was assessed by self-reports with a scale 

from zero to five, while zero indicates no knowledge on 
computer programming and five indicates mastering the 

topic before the experiment. For the cheating measure, the 

experimenter stepped one by one through each assessment 

item and asked if the participant cheated. If they cheated 

they received a follow up questions of how they cheated on 

the question. Finally, participants reported to the experiment 

whether they had a thorough plan to cheat or had an 

impulsive cheating if they cheated in online exams. 

Procedure 

The experiment was a repeated-treatment design. Figure 1 

shows a diagram of the overall process that participant’s 
undertook.  After participants arrived at the lab and 

completed the informed consent procedure, they completed 

the study which consisted of four phases labeled phase A 

through D in Figure 1.  
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Figure 1: Design and Procedures of Online Exams 

 

Phase A was a learning session. After the informed 

consent process was completed and initial instructions 

presented to participants, they started the learning phase of 

the study. In this phase, participants were asked to watch a 
12 minute video lecture on the subject of programming in 

the Python language. One piece of blank paper and two 

pages of printed summary were provided to participants as 

notes and learning materials. After finishing the video 

lecture, the experimenter went through the learning 

documents to make sure that participants not only 

understood the content in the video lecture, but also were 

familiar with the content in the learning documents. 

Therefore, participants could find the answers in the 

learning materials while using them as cheating materials. 

Phase B was a replication of a typical online testing 

setting. Participants took a 13 minute online exam in which 
forbidden resources such as smart phones and cheat sheets 

were not allowed. The computer system was also locked 

into the testing program, by which participants could not 

leave the exam window until they finished the exam. Only 

the experimenter knew the special keystroke combination to 

leave the testing program. So, no online resources could be 

accessed during the experiments. The time and positions of 

mouse clicks, webcam videos, and time on questions were 

recorded during this experiment. However, analysis of the 

dataset collected in the phase B was beyond the scope of the 

current study. The goal of this session was to make 
participants familiar with the testing environment. 

Phase C was a cheating inducing environment. 

Participants again took a 13 minute exam and were asked to 

cheat without being caught by an online proctoring system. 

The forbidden materials were returned to participants. 

Participants had 5 minutes to arrange their cheating 

materials before starting the exams. The time and positions 

of mouse clicks, webcam videos, and time delay in each 

question were recorded by a proctoring system. In this 

study, only time delay in the phase C was analyzed. 

In phase D, the experiment stepped one by one through 

each assessment item and asked participants’ certainty 
rating of each question and if they cheated. If they cheated, 

they received a follow up questions of how they cheated on 

the question. After that, participants were given a 

demographic survey, including their major, previous 

experiences in computer programming, gender, age and the 

year in school. Finally, participants reported to the 

experiment that whether they had a preparation to cheat or 

not if they want to cheat in online exams. 

Results 

A hierarchical logistic regression was conducted using 

subjects, previous experience, time delay and certainty 

rating as predictor variables to predict student’s cheating 

behavior (criterion variable). The initial model had two 

predictors, subject and previous experience. This indicated 

that these two variables were not significant predictors of 

cheating, 𝜒2(2) = 1.49;  𝑝 > 0.05.  The first model had 

an 𝑅2 = 0.004 . A second model added time delay as a 
predictor. This addition resulted in a significant model, 

𝜒2(1) = 48.91;  𝑝 < 0.001. The delta 𝑅2  between the first 
model and the second model are 0.109 and the second 

model had an 𝑅2 = 0.113 . Finally, in the third model, 
certainty rating is added in addition to the previous predictor 

variables resulting in a significant change, 𝜒2(1) =
7.81;  𝑝 < 0.01. The delta  𝑅2  between the second model 
and the third model were 0.016 and the third model had 

𝑅2 = 0.129. This indicates that student’s certainty rating is 
a significant factor to predict cheating decisions. Time delay 

has the strongest predictive power with exp(𝐵) =
1.00;  𝑡(1) = 29.01;  𝑝 < 0.01, which means an increment 

of one second will increase about one percent of odds ratio 

of cheating. Certainty was also significant predictor with 
negative relationship as certainty decreased likelihood of 

cheating increased, exp(𝐵) = 0.757; 𝑡(1) = 7.83;  𝑝 <
0.01. The mean and S.D. of time delay and certainty rating 

for cheating and non-cheating items is provided in Table 1. 

  

Table 1: Mean and S.D. for time delay and certainty rating 

 Time (sec) Certainty 

  Mean  SD Mean SD 

Cheat 58.84 33.28 3.51 1.24 
No Cheat 37.14 26.43 4.08 1.06 

Discussion 

Both null hypotheses, 𝐻10 and 𝐻20, were rejected and it 

was concluded that not only time delay but also certainty 

rating of each question were significant predictors of test 

takers’ cheating decisions. Specifically, the probability of 

cheating was positively related to time delay but negatively 

related with the participant’s certainty rating. The results 
also indicated that neither subjects themselves nor their 

experiences in the test materials significantly predicted 

cheating decisions. The strongly positive relationship 

between time delay and academic dishonesty matches the 

expectation that given the opportunity to cheat, cheaters 

spend more time in consulting forbidden resources than 

non-cheaters. The significant relationship between 

uncertainty rating and cheating behaviors is also compatible 

with impasse theory (VanLehn et al., 2003). 

One of the strengths in this study was that the incidents of 

cheating were based on retrospective reports provided 
directly after testing instead of questionnaire surveys, which 
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were not based on actual behavior, but only responses to 

potential situations (Crown & Spiller, 1998; Murdock et al., 

2001; Sierra & Hyman, 2006; Smith et al., 2003). A 

challenge to the use of surveys to determine cheating 

intentions is a possible self-report bias which may lead to 

underreporting (Scheers & Dayton, 1987) or over-reporting 
the probability of cheating (Nelson & Schaefer, 1986). It 

can be argued that surveys may depend upon students to 

admit their guilt which may be to their perceived 

disadvantage and cause them under-report dishonest 

behaviors. Conversely, it can be argued that subjects 

perceive their deviant behaviors which place themselves at 

odds with others in the classroom and therefore over-report 

cheating (Crown & Spiller, 1998). 

The other strength in this study was that the proposed 

factors, such as time delay, can be monitored in real time. 

The factors explored in the previous research were 

personal/situational constructs, which ignore the dynamic 
behaviors of test takers during online testing. Moreover, 

given the personal/situational factors, it seems unlikely for 

schools to run a mass profiling survey. The proposed factor, 

time delay, provided an objectively quantitative 

measurement which can be easily implemented and coped 

with current online proctoring systems. 

Since current proctoring system can record test takers 

behaviors during online exams, including facial expressions,  

it is possible that a test taker’s certainty rating of each 

question can be assessed more objectively based on 

affective states, for example, confusion (Craig, D’Mello, 
Witherspoon, & Graesser, 2008). Craig et al. (2008) found 

that the physical exhibition of confusion has a significant 

relationship to observable human facial action units (Ekman 

& Friesen, 1978), especially for AU 4 and AU 7. The 

current findings provide the basis for future work on the 

automatic analysis of video data.  The analysis of confusion 

and delay time through recorded videos also provides an 

opportunity for proctoring systems to monitor test takers’ 

certainty rating in real time. 

There are several open questions left in this research. The 

first one, classification accuracy, is currently unknown. 

Further research is still needed to determine the accuracy for 
classification but the significant features found in this paper 

are a start toward such as a model of detecting suspicious 

behaviors during remote testing. The application of this 

research could be significant time reduction in remote 

proctoring. 

The second open question is the relationship among time 

delay, certainty, and cheating. Theoretically, time delay and 

certainty are both causes of cheating. However, low 

certainty could be a prerequisite for cheating and time delay 

could be a consequence of the act of searching for the 

answer in the materials. 
The third open question is the validity of the research in 

the real world. It is possible that the research could not have 

the fidelity to transfer from the laboratory setting into a real 

world setting. Therefore, replication in the real world setting 

would be beneficial for understanding the generalizability of 

the finding.  

The fourth open question is that there are other potential 

factors other than time delay and uncertainty useful for 

detecting cheating behaviors during online exams. It is not 

recommended that the classification criteria of cheating 
behaviors are just based on two proposed factors. Proctors 

should combine more evidence, such as checking the 

recorded videos and see if test takers actually access 

forbidden resources. The propose work only indicated that 

time delay and certainty rate are significant factors which 

may help proctors to improve the proctoring process in 

remotely administrated exams. 

Finally, proctoring has been shown to not only deter 

cheating in online assessments but also enhance learning 

performance in online courses. Wellman (Wellman, 2005) 

showed that online-module delivery paired with proctored 

quizzes was more effective in promoting learning when 
compared to un-proctored quizzes. The proctored group 

practiced more frequently than the un-proctored group, 

especially students in the bottom half of performers.  In 

spite of the benefits, it can be impractical to supervise all 

quizzes in large online courses. Typically only high-stakes 

exams, such as midterms or final exams, are under 

surveillance (Luecht, 2006). The standard methods of 

proctoring and human surveillance are extremely resource 

intensive. This current work provides the first steps toward 

potential methods to automatically detect cheating during 

online assessments. 
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Abstract 

Here we explored eye movement strategies that lead to better 
performance in face recognition with hidden Markov models 
(HMMs). Participants performed a standard face recognition 
memory task with eye movements recorded. The durations 
and locations of the fixations were analyzed using HMMs for 
both the study and the test phases. Results showed that in the 
study phase, the participants who looked more often at the 
eyes and shifted between different regions on the face with 
long fixation durations had better performances. The test 
phase analyses revealed that an efficient, short first orienting 
fixation followed by a more analytic pattern focusing mainly 
on the eyes led to better performances. These strategies could 
not be revealed by analysis methods that do not take individu-
al differences in both temporal and spatial dimensions of eye 
movements into account, demonstrating the power of the 
HMM approach. 

Keywords: hidden Markov model; fixation duration; eye 
movement; face recognition.  

Introduction 
In our daily lives, we frequently fixate at objects that attract 
our attention. Fixations are usually not extremely short, be-
cause during the time when we fixate at an object, the brain 
needs to analyze the fixation target as well as to plan for the 
next move. Previous studies showed that the former may 
take about 100 to 150 msec (Erikson & Erikson, 1971), 
while the latter may take about 150 to 200 msec (Becker & 
Jurgens, 1979).  It is therefore argued that duration could be 
used to reveal underlying cognitive processes. 

It was found in reading experiments that fixation duration 
is the best predictor for word frequency and word complexi-
ty (Rayner, 1998).  Similar findings were also discovered in 
the context of scene perception. A number of studies 
showed that the more informative objects in scenes received 
more and longer fixations (see Unema et al., 2005). 

However, in the context of face recognition, few studies 
have extensively studied the influence of fixation duration. 
A number of studies (e.g., Henderson et al., 2005; Kelly et 
al., 2011) documented fixation durations, but not many in-
depth analyses were carried out. Schwarzeret al. (2005) 
conducted an experiment in which they required participants 
to categorize face images into different categories based on 
either the overall similarities of all the facial features or the 
similarity of a specific facial feature. The former intended to 
manipulate participants to adopt a holistic viewing strategy, 
while the latter intended to manipulate participants to adopt 
an analytic viewing strategy. Results showed the two strate-

gies yielded different average gaze durations on each facial 
region. Hsiao & Cottrell (2008) found that when partici-
pants were asked to learn and identify faces, the fixation 
durations in the study phase gradually increased but the 
fixation durations in the test phase did not, suggesting that 
the strategies participants adopted during the two phases 
were somewhat different. 

These findings suggest that duration might be informative 
to understanding face recognition in addition to fixation 
locations. However, there are barriers to more extensive 
analyses. First, the strategies used when looking at faces 
might not be that straightforward. It would be a simplistic 
assumption that only one strategy is employed under various 
conditions. In fact, some visual search studies (e.g., Hooge 
& Erkelens, 1996) showed that the expected difficulty of the 
task plays a significant role in determining the length of the 
fixation durations. It is possible that the fixation durations 
are task-dependent.  

On the other hand, it has also been shown that there are a 
lot of individual differences in people’s eye movement pat-
terns. For example, Castelhano et al., (2009) found that in 
terms of fixation locations when viewing images, within-
participant consistencies were higher than between-
participant consistencies. In terms of fixation duration, some 
studies suggested that there are substantial and persistent 
between-subject differences among infants (Colombo et al., 
1995). It was even found that this difference can be used to 
predict individual’s cognitive abilities. Sigman et al., (1991) 
discovered that infants with higher cognitive abilities tended 
to have shorter fixations. 

In our previous study (Chuk et al., 2014a), we showed 
that by analyzing fixation locations with hidden Markov 
models, we could capture individual differences in eye 
movement patterns. We also showed that by clustering the 
HMMs into subgroups, different eye movement strategies 
could be discovered without making any presumptions. Our 
result suggested that people who exhibited analytic fixation 
patterns performed significantly better than their counter-
parts who exhibited holistic and semi-holistic fixation pat-
terns (Chuk et al., 2014b). However, the previous study did 
not make use of duration information in the eye fixation 
data, nor did we look at the study phase fixations. Here, we 
make use of the duration and the study phase data to further 
understand eye movement strategies that lead to better per-
formance in face recognition. We explore the duration in-
formation with HMMs and draw a comparison between 
these results and those from only location analyses. We train 
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an HMM on each participant using the duration of the fixa-
tions and cluster the HMMs into groups based on their simi-
larities. We also train an HMM on each participant using the 
location of the fixations and cluster the HMMs into groups. 
Our aim is to discover fixation patterns, in both the study 
and test blocks, that lead to better recognition performance.  

Method 

Participants 
We recruited 48 participants, including 24 Chinese (7 males, 
mean age 21.5, SD = 2.2) and 24 Caucasians (6 males, mean 
age 21.2, SD = 7.5). Participants were given course credit or 
honorariums. Asian participants were students at the Uni-
versity of Hong Kong. Of the Caucasian participants, three 
were exchange students or staff at HKU; the remainders 
were students at the University of Western Australia. All 
participants reported normal or corrected-to-normal vision. 

Materials 
The stimuli were a total of 56 colored frontal-view faces (28 
Asians and 28 Caucasians). The Chinese faces were collect-
ed by Professor William Hayward at the University of Hong 
Kong and the Caucasian faces were collected by Professor 
Elinor McKone at Australian National University. Half of 
the faces were females and half of them were males. All the 
faces were with neutral expressions and were unfamiliar to 
the participants. The faces were cropped around the chin 
and ears, and some hair remained visible. The vertical 
height of the faces was 384 pixels. The horizontal widths 
varied due to natural variations in face shape and were on 
average 298 pixels.  

During the experiment, the faces were shown on a 22’’ 
CRT monitor with a resolution of 1024 x 768 pixels that 
was located approximately 60 cm from the participants, 
which therefore allowed each image to subtend about 8 de-
grees of visual angle horizontally and 13 degrees vertically. 

Procedure 
The experiment consisted of two sessions, each with a study 
block and a test block. Participants were allowed to take a 
short break between the sessions. In the study block, partici-
pants were asked to remember 14 faces of the same race. A 
total of 28 faces were selected for the study block and split 
into two sets of 14 faces (7 males and 7 females). The two 
sets were counterbalanced across participants. In the test 
block that followed, participants were asked to recognize the 
14 target faces among 14 foils.  

Half of the participants viewed the Caucasian faces in the 
first session and Asian faces in the second session. The oth-
er half viewed the Asian faces in the first session and Cau-
casian faces in the second session. 

We recorded participants’ eye movements with EyeLink 
1000 eye tracker. We used the default settings of the system 
and performed a nine-point calibration procedure at the be-

ginning of each block. Participants put their heads on a chin 
rest in order to stabilize their head movements. 

In the study blocks, each trial began with a fixation circle 
at the center of the screen for drift correction. Participants 
were told to fixate at the circle to ensure that they were 
looking at the center of the screen when the faces appear. 
Trials were initiated by the experimenter once the partici-
pant was fixating on the circle. A target face was then pre-
sented at one of the four quarters of the screen for 5 seconds. 
In the test blocks, the flow of the trials were the same as that 
in the study blocks except that the images remained on the 
screen until the participants responded by pressing one of 
the two keys that indicated whether they remembered the 
face or not. No feedback was given during the experiment. 

Hidden Markov model 
Hidden Markov models (HMMs) are time-series models 
that assume dependency between the current state of a time-
series data and its previous state. The states of the data are 
hidden and can be estimated from the probabilistic associa-
tion between the observed data and the states as well as 
from the transitional probabilities between the states. An 
HMM contains a vector of prior values, which indicates the 
probability of the time-series beginning with each particular 
state, a transition matrix, which specifies the transition 
probabilities between any two hidden states, and a Gaussian 
emission for each state, which captures the probabilistic 
association between the observed data (e.g. eye fixation 
duration) and a hidden state. 

We trained one HMM per participant using the fixation 
durations collected from all the trials in either the study or 
the test blocks. Hence, each participant had two HMMs, one 
trained on the study block trials and one the test block trials. 
The hidden states represent clusters of durations that are of 
similar length. We then categorized the HMMs trained on 
the same blocks into groups using the variational hierar-
chical EM algorithm (VHEM) (Coviello et al., 2014). The 
VHEM algorithm categorizes the input HMMs into groups 
based on their similarities. It also produces a representation 
HMM that summarizes the commonalities of the HMMs 
within the group. The procedure was performed on the study 
HMMs and test HMMs separately. For both the study and 
the test blocks, we compared the recognition performance of 
the groups discovered by the VHEM algorithm. Perfor-
mance in the study blocks was measured by checking 
whether the faces appeared in the study trials were identified 
correctly in the test trials. Performance in the test blocks 
was measured with d-prime. 

For each group with similar fixation durations, we also 
trained one HMM per participant and per block using the 
fixation locations, and combined the individual HMMs into 
a single representative HMM using VHEM to examine the 
general fixation patterns in the group. We thus visualized 
how the groups, which differed in their fixation durations, 
also differed in the spatial distribution of the fixations. 

Then, we trained one HMM per individual using only the 
location information. The location HMMs were also catego-
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rized into groups using the VHEM algorithm. We compared 
the performance of the groups found by categorizing the 
location HMMs to see whether, with location information 
alone, the groups also show difference in performance. 

Results 

Categorization of the individual duration HMMs 
We clustered the 48 study block HMMs into three groups 
using the VHEM algorithm. The left side of Figure 1 shows 
the representation HMM of each group. Table 1 shows that 
there were approximately same numbers of Caucasians and 
Asians in each group. No difference in racial distribution 
over the groups was observed (χ2(2) = 0.12, p = .94). 
  It can be seen that the three groups had different patterns of 
fixation durations. The first group usually began with a rela-
tively short fixation, which was then followed by either an-
other almost equally short or a much longer fixation. The 
second group showed a different pattern. The first fixations 
were also short. However, the following fixations were like-
ly to be slightly longer, with 1/3 of the chance being much 
longer. The third group was distinctive in that there was no 
long fixation; all the three clusters were within the range of 
0 to 500 msec. We found that the first fixations of Group 2 
(210.1) were significantly longer than those of Group 3 
(153.0), t(40) = 3.75, p < .01. The difference between Group 
1 (180.1) and Group 2 (210.1), t(15) = 0.99, p = .33, and the 
difference between Group 1 (180.1) and Group 3 (153.0), 
t(35)  = 1.49, p = .14, were not significant. 
  We compared the performance of the groups and discov-
ered that Group 2 performed significantly better than the 
other two groups. The hit rate of Group 2 (M = .85) was 
significantly better (F(2, 45) = 4.9, p = .01) than Group 1 (M 
= .68, t(15) = 2.98, p = .01), and Group 3 (M = .78, t(40) = 
2.22, p = .03). 
  Similarly, we also clustered the 48 test block HMMs into 
three groups. The right side images of Figure 1 show the 
representation HMM of each group. Again, there were 
roughly same numbers of Caucasians and Asians in each 
group (χ2(2) = 0.16, p = .92; see Table 2). 

  The differences between the three groups were less ob-
vious in the test blocks. The three duration clusters of the 
Group 1 were highly overlapped. Groups 2 and 3 had rather 
clear distinction between one and the other two clusters. As 
can be seen from the transition matrices, all groups began 
with short fixations, which are followed by some relatively 
longer fixations. However, the durations in clusters of 
Group 3 were shorter than that of Group 2. We found that 
the first fixations of Group 3 (129.9) was significantly 
shorter than that of Group 1 (189.2), t(35) = 7.62, p < .01, 
and that of Group 2 (187.3), t(31) = 4.96, p < .01. Regarding 
the average duration of all fixations, Group 2 (297.6) was 
significantly longer than Group 1 (244.9), t(24) = 6.49, p < 
.01, and Group 3 (214.9), t(31) = 9.39, p < .01. Comparison 
of the recognition performances (d’ prime) showed a signif-
icant effect of group, F(2, 45) = 3.59, p = .04; the results 
suggested that the Group 3 (M = 2.03) performed signifi-

cantly better than Group 1 (M = 1.49, t(35) = 2.69, p = .01), 
but not Group 2 (M = 1.85, t(31) = -.9, p = .37). 
 Caucasians Asians 
Group 1 3 3 
Group 2 5 6 
Group 3 16 15 

Table 1: distributions of the two races over the three dura-
tion groups (study block). 

 Caucasians Asians 
Group 1 7 8 
Group 2 6 5 
Group 3 11 11 

Table 2: distributions of the two races over the three dura-
tion groups (test block). 

Analysis of fixation locations for duration groups 
Using the groups uncovered above, we then estimated a 
representative HMM for each group using the fixation loca-
tions. Figure 2 shows representation HMMs for the study 
blocks (left) and the test blocks (right). 
  The images show that for study blocks, Group 1 usually 
just fixated at everywhere on a face rather than any specific 
facial feature. Groups 2 and 3, on the other hand, usually 
began with fixations that help them to locate the face on the 
screen, which was then followed by fixations concentrated 
more on the eyes. The difference between the two groups 
can be observed from the transitions. Group 2 explored dif-
ferent parts of a face, while Group 3 tended to stare at only 
some parts of a face. For Group 2, the transition probability 
from the red cluster to green cluster was about the same as 
staying in red (~47%), and likewise when starting in the 
green cluster. For Group 3, the probability to stay in red was 
almost twice that of a transition from red to green, and simi-
larly for the green cluster. 
  The test block HMMs show somewhat different results. 
Although the spatial distributions of the three clusters in 
each group seemed different, the transition matrices suggest 
that the differences were subtle. All three groups began with 
a fixation without any specific target, which was followed 
by fixations either again without a target facial feature or 
more concentrated on the eyes. The chances of two options 
are about 50-50. The result suggests that when participants 
were required to identify the faces, all different groups paid 
more attention to the eyes.  

Categorization of the individual location HMMs 
For the study block, we clustered the 48 location HMMs 
into three groups. The left images of Figure 3 show the 
study block representation HMMs of each group. Table 3 
shows the numbers of Caucasians and Asians in each group. 
There were significantly more Asians than Caucasians in 
Group 3 (χ2 (2) = 6.57, p = .04). 

Group 1 looked mainly at the whole face without a spe-
cific target. There were occasionally fixations to the lower 
part of the face (transition from red to blue is 10%). Group 2 
and Group 3 both spent more time on the eyes. However, 
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while Group 3 mainly started from some random areas on a 
face and then consistently transited between the two eyes 
and other areas, Group 2 in some cases were likely to begin 
with and to remain staring at the eyes. Comparison of the 
recognition performances (hit rate) shows a significant ef-

fect of group, F(2, 45) = 3.65, p = .03; the results suggested 
that Group 3 (M = .83) performed significantly better than 
Group 1 (M = .73, t(29) = 2.54, p = .02), but not Group 2 
(M=.79,  

 
Study Block      Test Block 

Group 1  Group 1  
from\to red cluster green cluster blue cluster from\to red cluster green cluster blue cluster 
priors .79 .09 .12 priors .72 .20 .08 
red cluster .30 .35 .35 red cluster <.01 <.01 .99 
green cluster .22 .44 .34 green cluster <.01 <.01 .99 
blue cluster .15 .55 .30 blue cluster .04 .01 .95 

Group 2  Group 2  
from\to red cluster green cluster blue cluster from\to red cluster green cluster blue cluster 
priors .91 .02 .07 priors .78 .04 .18 
red cluster .02 .68 .30 red cluster <.01 .16 .84 
green cluster .08 .58 .34 green cluster .02 .04 .94 
blue cluster .08 .62 .30 blue cluster .04 .01 .95 

Group 3  Group 3  
from\to red cluster green cluster blue cluster from\to red cluster green cluster blue cluster 
priors .89 .03 .07 priors .91 .04 .05 
red cluster .03 .76 .21 red cluster .01 .60 .39 
green cluster .04 .69 .27 green cluster .01 .20 .79 
blue cluster .04 .62 .34 blue cluster .01 .36 .63 

Figure 1. The representation HMMs of the three groups based on clustering fixation durations from the study (left) and test 
blocks (right). The curves indicate the clusters. X-axis represents fixation duration (in msec). Y-axis represents the probabil-
ity densities. The red cluster has the highest prior probability, i.e., most likely contains the first fixation. The blue cluster has 
the largest variance. In the study block, Group 2 performed the best. In the test block, Group 2 and 3 outperformed Group 1.

Study Block      Test Block 
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 Group 1 Group 2 Group 3  Group 1 Group 2 Group 3 
from\to r g b r g b r g b from\to r g b r g b r g b 
p .97 .02 .01 .96 .03 .01 .82 .14 .04 p .73 .03 .24 .55 .01 .44 .87 .06 .07 
r .59 .38 .03 .47 .46 .07 .62 .35 .03 r .51 .25 .24 .12 .54 .34 .54 .24 .22 
g .40 .50 .10 .56 .42 .02 .34 .58 .08 g .57 .07 .36 .13 .40 .47 .38 .13 .49 
b .61 .07 .32 .30 .55 .15 .37 .27 .36 b .51 .33 .16 .34 .47 .19 .45 .41 .14 
* p = prior; r = red; g = green; b = blue 
Figure 2. The representation HMMs for fixation locations of the three duration groups for study (left) and test blocks (right). 

Study Block      Test Block 

                              
 Group 1 Group 2 Group 3  Group 1 Group 2 Group 3 
from\to r g b r g b r g b from\to r g b y r g b y r g b y 
p .95 .01 .04 .68 .21 .11 .93 .05 .02 p .45 .11 .35 .09 .95 .03 .01 .01 .41 .18 .32 .09 
r .89 .01 .10 .44 .51 .05 .47 .39 .14 r .33 .60 .01 .06 .15 .35 .43 .07 .09 .60 .04 .27 
g .40 .25 .35 .36 .60 .04 .46 .18 .36 g .11 .40 .05 .44 .08 .12 .58 .22 .30 .23 .14 .33 
b .55 .09 .36 .33 .55 .12 .28 .55 .17 b 

y 
.18 
.23 

.23 

.42 
.09 
.05 

.50 

.30 
.09 
.19 

.64 

.22 
.09 
.41 

.18 

.18 
.10 
.10 

.60 

.51 
.05 
.12 

.25 

.27 
* p = prior; r = red; g = green; b = blue; y = yellow 
Figure 3. The representation HMMs of the 3 groups clustered using fixation locations from study (left) and test blocks (right, 

from Chuk et al., 2014b). In study, Group 2 and 3 outperformed Group 1. In test, Group 2 performed the best. 
 

t(29) = 1.09, p = .28). Difference between Groups 1 and 2 
was marginal (t(32) = 1.72, p = .09). For the test block, we 
performed similar analysis in our previous study (Chuk et 
al., 2014b) and results are presented in Figure 3 (right). We 
trained one HMM per participant and categorized them into 
three groups using the VHEM algorithm. We found that 
there were roughly equal numbers of Caucasians and Asians 
in Groups 1 and 2, but more Asians than Caucasians in 
Group 3 (χ2(2) = 4.55, p = .03). 
 Caucasians Asians 
Group 1 10 7 
Group 2 11 6 
Group 3 3 11 
Table 3: distributions of the two races over the three groups 

clustered using fixation location (study block). 
 Caucasians Asians 
Group 1 9 5 
Group 2 13 11 
Group 3 2 8 
Table 4: distributions of the two races over the three groups 

clustered using fixation locations(test block). 
Group 1 demonstrated a holistic viewing pattern; no faci-

al feature was looked at in specific. Group 2 looked at the 
two eyes respectively after the first fixations, and in some 
cases paid some attention to the mouth (~7%). Group 3 
showed a similar pattern to that of Group 1, but with more 
attention devoted only to the right eye. Comparison of the 
recognition performances (d’ prime) discovered that a sig-
nificant effect of grouping, F(2, 45) = 5.86, p = .01, results 
suggest that Group 2 (M = 2.1) performed significantly bet-
ter than Group 1 (M = 1.53, t(36) = 2.81, p = .01), and 
Group 3 (M = 1.54, t(32) = 2.89, p = .01).  

Discussion 
The results have shown that duration is an informative 
source of information about the strategies participants 
adopted that lead to better performance in face recognition, 
in addition to fixation location information. 

 By grouping participants into three groups using only the 
duration information, we have discovered a significant dif-
ference in the performance of the participants. In the study 
blocks, the hit rate was the best for Group 2, which had al-
most exclusively short fixations at beginning and longer 
fixations afterwards. The spatial distribution of the fixations 
shows that Group 2 was more likely than Group 3 to shuffle 
between ROIs, indicating that best performance was 
achieved by looking at different parts of a face (with long 
fixations) than staring at only one facial feature. Grouping 
of the location HMMs have shown a similar tendency. Peo-
ple who looked at other areas as well as focused on the eyes 
performed better than the others.  

The result that all the participants showed shorter first fix-
ations and longer following fixations was also consistent 
with that reported by Hsiao & Cottrell (2008), in which it 
was found that for the study phase, the first fixations were 
shorter and the following ones gradually increased in dura-
tion. With the HMMs, we found that although the pattern 
was shared by all the participants, differences in duration 
and transition patterns among the subgroups were associated 
with performance difference. 

For the test blocks, although all 3 groups of the duration 
HMMs generally had short first fixations, comparison be-
tween groups showed that for Group 3, which had the best 
performance, their first fixations were significantly shorter 
than those in Group 1 and 2. The location HMMs shown in 
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Figure 3 (right) have revealed that those who looked specif-
ically at the two eyes (Group 2 in Figure 3) performed better 
in the test blocks. The performance of those who looked 
only at the right eye (Group 3) was the same as the holistic 
viewing people (Group 1). Since the first fixation is usually 
for locating the face, together with the duration analysis, this 
may imply that some of the better performing people have a 
more consistent strategy to locate faces on the screen, so 
that their first fixations are shorter, and then subsequently 
look at both eyes for face identification. Yet, some partici-
pants (Group 2 of the duration HMMs in Figure 1) had 
longer average fixation duration than the rest but achieved 
level of performance comparable to that of Group 3, sug-
gesting the existence of individual differences. 

The observation that in the test block most participants 
spent shorter time on fixating at the faces than the study 
block is contradictory to the finding from the study blocks, 
which showed that people whose fixations were all short 
tended to perform worse (Group 3 of duration HMMs in the 
study blocks in Figure 1). This may indicate that different 
strategies had been adopted for the study and test blocks. It 
is convergent to Hsiao and Cottrell (2008) and Henderson et 
al., (2005), which showed that the strategies participants 
adopted in different tasks were different. 
  The current study also demonstrates the advantages of us-
ing HMMs to analyze fixation durations. HMMs contain 
clusters and their transition information. The clusters cate-
gorize durations of similar length into same clusters, and the 
transition information reveals the transitions between clus-
ters, so that the duration information in eye movement data 
could be more precisely interpreted. Moreover, HMMs are 
able to capture individual differences because each partici-
pant is modeled with an HMM. By clustering the HMMs 
into groups, similar viewing strategies shared by a number 
of participants could be discovered from data. For example, 
the test block categorization result shows that good perfor-
mance could be achieved by two different strategies, one 
with shorter and one with longer fixation durations. The 
discovery of the long fixation strategy is only possible when 
individual differences have been taken into account during 
the analyses. 
  In summary, the findings suggest that duration can be an 
informative source to understanding eye movements in face 
recognition. It distinguishes good performers from bad per-
formers in both study and test blocks. Together with the 
analyses with location information, our results suggest that 
an exploratory strategy looking at different facial features 
(especially the eyes) with long fixations is beneficial in the 
study phase, whereas in the test phase, an efficient, short 
first orienting fixation followed by a more analytic pattern 
focusing mainly on the eyes leads to better performances. 
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Abstract 

Holistic processing (HP) has been proposed to be a character-
istic of right hemisphere (RH) processing. Here we test this 
claim using the divided visual field paradigm with Chinese 
character stimuli. HP is assessed through the composite para-
digm, which is commonly used in perceptual expertise re-
search. We found that in novice Chinese readers, a standard 
HP pattern emerged only in the left visual field/RH but not in 
the right visual field/left hemisphere, consistent with the ana-
lytic/holistic hemispheric dichotomy in the literature. Howev-
er, in expert Chinese readers, neither visual field showed the 
HP pattern, consistent with the finding that reduced HP is an 
expertise maker for Chinese character recognition. Thus, the 
RH does not always employ holistic processing; it depends on 
the perceivers’ experience with the stimuli. This is the first 
study demonstrating that expertise with a visual object type 
can modulate hemispheric difference in HP.  

Keywords: holistic processing; Chinese character processing; 
hemispheric asymmetry 

Introduction 

In the past few decades, it has been proposed that our left 

and right hemisphere process information in qualitatively 

different styles, which is also known as the “analytic/holistic 

processing dichotomy” (Cohen, 1973; Hillger & Koenig, 

1991; Levy-Agresti & Sperry, 1968; Rossion et al., 2000). It 

hypothesizes that our left hemisphere (LH) tends to process 

information analytically whereas our right hemisphere (RH) 

tends to process information in a more holistic manner. Re-

searchers have spent years in examining the analytic/holistic 

processing dichotomy. One simple and efficient way to 

compare between hemispheres is the use of the divided vis-

ual field methodology, in which a stimulus is presented to 

only one visual field so that it is initially received and pro-

cessed by the contralateral hemisphere (see e.g., Bourne, 

2006). 

To test the analytic/holistic dichotomy, one can measure 

holistic processing (HP) and compare its magnitude across 

the two hemispheres. Various paradigms have been devel-

oped to measure HP. The part-whole task and the composite 

task, in particular, are the two most common methods for 

assessing HP particularly in the face perception literature 

(Piepers & Robbins, 2012). The part-whole task is a two-

alternative forced choice recognition task (Tanaka & Farah, 

1993). This task requires participants to first study a face 

(e.g., “This is Peter”), and then to either identify the studied 

face from two faces that differ only by one feature (e.g., 

Peter vs. Peter with John’s mouth), or identify the isolated 

facial feature that belongs to that studied face (e.g., Peter’s 

mouth vs. John’s mouth). It was shown that participants 

performed better when identifying features in the whole face 

condition than in the isolated feature condition, suggesting 

faces are represented as an undifferentiated whole rather 

than composition of parts. While the part-whole task is a 

memory task, the composite task involves less memory re-

trieval and relies more on perceptual judgments. In the 

composite task, participants are presented with two compo-

site faces and are asked to judge whether the top halves of 

the two faces are the same or different. In general, partici-

pants report two identical top halves to look different when 

they are combined with two different bottom halves. None-

theless, the illusion fades when the top and bottom halves 

are spatially separated (Figure 1; see Rossion, 2013, for a 

review). This task thus measures HP as failure of selective 

attention to parts. It suggests that participants tend to pro-

cess faces as a whole, and thus getting interference from the 

unattended halves. Here we will measure HP using the 

complete composite paradigm that has been commonly used 

in many recent studies (e.g., Hsiao & Cottrell, 2009; Richler, 

Bukach, & Gauthier, 2009; Richler, Cheung, & Gauthier, 

2011; Wong, Palmeri, & Gauthier, 2009). 

 

 
Figure 1: The composite face illusion. a) Participants per-

ceive 5 identical top halves as being different when they are 

aligned with 5 distinct bottom halves; b) Participants per-

ceive the top halves as being the same when the distinct 

bottom halves are spatially misaligned with the top halves 

(taken from Rossion, 2013). 

 

To examine the relationship between RH lateralization 

and HP as assessed in the composite paradigm, Ramon and 

Rossion (2011) presented faces either in the left visual field 
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(LVF/RH) or in the right visual field (RVF/LH) in the com-

posite paradigm. They found a higher level of HP in the 

LVF compared with the RVF, suggesting a RH dominance 

in HP for faces. This result is consistent with the analyt-

ic/holistic dichotomy between the two hemispheres. 

In addition to behavioral data, neuroimaging studies also 

provided converging evidence supporting the RH’s role in 

HP. For example, in Rossion et al.’s (2000) study, partici-

pants were asked to perform a delayed-matching task on 

either faces or houses during PET scanning. They found that 

the right FFA was more activated when matching whole 

faces than isolated face features while the reversed pattern 

was found in the left FFA. Nevertheless, this effect seemed 

to be specific to faces but not in houses. 

While it is widely believed that HP is lateralized to the 

RH, this hypothesis has been challenged by some recent 

studies. For instance, Hsiao and Cottrell (2009) found that 

Chinese expert readers showed reduced HP and increased 

RH lateralization for Chinese characters (as indicated by a 

stronger left side bias in perceiving Chinese characters) as 

compared with novice readers. This result suggested that 

RH lateralization and HP may not always go together. In a 

computational modeling study of face recognition, Galmar 

and Hsiao (2013) showed that when the face recognition 

task relied purely on configural information, there was a 

strong positive correlation between HP and RH lateraliza-

tion; however, a negative correlation between the two pro-

cesses was found when the task relied purely on featural 

information. Thus, HP may not necessarily be a property of 

RH processing. Rather, their relationship may be influenced 

by task requirements. 

The above claim was also supported by a study investi-

gating callosotomy patients who had disconnected hemi-

sphere after surgery (split brain patients; Trope, Rozin, Nel-

son, & Gur, 1992). These patients were asked to perform 

similarity judgments with triads of stimuli in which one pair 

matched on a criterial attribute (analytic) and another pair 

showed a family resemblance structure (holistic). It was 

found that the RH had a stronger bias to judge based on the 

criterial attribute (analytic). However, when they were en-

gaged in a concept formation task, both analytic and holistic 

processing strategies were seen in the RH. Their results re-

vealed that the RH could use either analytical or holistic 

processing, depending on the nature of the task. Consistent 

with this finding, a recent fMRI study showed that neural 

populations in the right FFA seemed to be capable of both 

analytic and holistic processing (Harris & Aguirre, 2010). 

While some previous studies have suggested that the rela-

tionship between RH and HP processing may depend on 

task requirements, it remains unclear whether it also de-

pends on the perceivers’ experience with the stimuli. Thus, 

here we aim to test the hypothesis that RH lateralization and 

HP do not always go together; it depends on the perceivers’ 

experience with the stimuli. We chose Chinese characters as 

the stimuli because Chinese characters allow us to examine 

the modulation effect of expertise by comparing between 

Chinese expert readers and novices (non-Chinese readers), 

which could be relatively difficult to investigate with face 

stimuli. Also, despite the fact that Chinese characters share 

many properties with faces, configural information was 

shown to be important for face processing but not for char-

acter processing (Ge, Wang, McCleery, & Lee, 2006), 

whereas featural information is important for both. Thus, 

according to Galmar and Hsiao (2013), the relationship be-

tween RH lateralization and HP in character processing may 

be different from face processing. 

We hypothesize that according to the analytic/holistic di-

chotomy between the two hemispheres proposed in the liter-

ature, a HP pattern may be observed in the RH but not in the 

LH in non-Chinese readers. In contrast, based on Hsiao and 

Cottrell’s finding (2009) showing reduced HP among Chi-

nese expert readers, and Galmar and Hsiao’s (2013) model-

ing study suggesting that HP and RH may be separate pro-

cesses that do not always go together, depending on the task 

demands, we predict that the expertise in Chinese character 

recognition may modulate the relationship between HP and 

RH lateralization such that Chinese expert readers may not 

show HP in either the RH or the LH. 

Method 

Here we implemented the composite task for assessing HP 

effects. In the composite task, two stimuli were presented 

briefly and sequentially. Participants were asked to pay at-

tention to either the top or the bottom halves of the two 

stimuli and judge whether they were the same or different. 

In congruent trials, the attended and the unattended halves 

elicited identical responses (i.e., both are the same or both 

are different). In incongruent trials, the attended and the 

unattended halves elicited conflicting responses. If partici-

pants processed the stimuli holistically, then they would get 

interference from the unattended halves in incongruent trials 

but not in congruent trials, resulting in performance differ-

ence between congruent and incongruent trials. This effect 

should be diminished when the two halves were spatially 

misaligned since perceptual grouping became difficult. 

Therefore, HP was typically indicated by the interaction 

between congruency and alignment. Indeed, recent research 

has suggested that this interaction between congruency and 

misalignment is particularly sensitive to expertise driven 

and perceptually focused HP (Richler et al., 2009; Richler et 

al., 2011; Rossion, 2013; Wong et al., 2009). Here in order 

to examine lateralization effects, in each composite task trial, 

we presented the first character either in the LVF, RVF, or 

center randomly. To ensure characters presented in all loca-

tions were perceived with similar visual acuity, characters in 

the center condition were presented in either the upper or 

the lower visual field, and at each of the four locations, the 

edge of the attended halves was 2.2˚ of visual angle away 

from screen center (at a 60 cm viewing distance; Figure 2).  

 

400



 
Figure 2: Illustration of a trial sequence 

Participants 

Twenty-four Chinese expert readers (18 females, 6 males) 

and 24 non-Chinese readers (novices; 19 females, 5 males) 

were recruited at the University of Hong Kong. All Chinese 

expert readers were native Chinese speakers/readers; they 

had passed public examinations in Chinese Language and 

obtained grade E or above; whereas all novices received no 

training and had no experience in learning Chinese language. 

The two groups were similar in age (experts: M = 19.33, SE 

= .437; novices: M = 20.63, SE = .567). All participants 

were right-handed according to the Edinburgh Handedness 

Inventory (Oldfield, 1971), and had normal or corrected-to-

normal vision.  

Materials 

The stimuli consisted of 192 pairs of Chinese characters. All 

characters had a top-bottom configuration that could be hor-

izontally separated into two halves. The pairs were equally 

distributed into each of the four conditions illustrated in 

Figure 3a. Characters were carefully selected such that each 

pair of attended halves appeared in one congruent and one 

incongruent trial. A 3 pixel wide red line was added in the 

middle of each character to avoid ambiguity in defining the 

top and bottom halves. All characters were existing charac-

ters within a medium to high frequency range (Research 

Centre for Humanities Computing, n.d.). The frequency and 

the number of strokes of the characters did not differ signif-

icantly between congruent trials and incongruent trials (fre-

quency: t(382) = -.29, n.s.; number of strokes: t(382) = -.559, 

n.s.). All characters were displayed in Ming font. The width 

of the characters was about 1.5˚ of visual angle (viewing 

distance: 60 cm). To avoid possible ceiling effects, the con-

trast level of the characters was adjusted using Adobe Pho-

toshop CS6 (adjusted to lightness of 90). For the misaligned 

condition, the unattended half of each character was moved 

either to the right or left so that one side was aligned with 

the center of the attended half (Figure 3b). 

 
Figure 3: Illustration of the stimulus pairs. a) The halves to 

be attended are in grey; this example illustrates attending to 

bottom trials. b) Examples of misaligned trials. 

Design 

The study contained a between-subjects variable: expertise 

(expert vs. novice); and three within-subjects variables: vis-

ual field (left vs. center vs. right), alignment (aligned vs. 

misaligned), and congruency (congruent vs. incongruent). 

The dependent variable was discrimination sensitivity 

measured by A'1, which is a bias-free nonparametric meas-

ure of sensitivity. 

Procedure 

The experiment consisted of 384 trials. They were blocked 

by alignment (aligned or misaligned) and attended part (at-

tend to top halves or attend to bottom halves), resulting in 4 

blocks with 96 trials in each block. The block order was 

counterbalanced across participants. Participants’ eye 

movement was monitored by an Eyelink 1000 eye tracker. 

Each trial proceeded only if participants were accurately 

fixating at the screen center. Such monitoring could ensure 

that the stimuli were presented in the desired visual field 

locations. After the center fixation was ensured, two charac-

ters were then presented sequentially: the first character was 

presented in one of the four different locations for 150 ms 

(LVF, RVF, center upper visual field, or center lower visual 

field), whereas the second character was always presented at 

the center of the screen for 150 ms. Each character was fol-

lowed by a backward mask. Participants were asked to 

judge whether the top halves (or bottom halves, depending 

on the given block) of the two characters were the same or 

different with a Cedrus response box (see Figure 2 for an 

illustration of a trial sequence). Six practice trials were giv-

en to participants prior to each block in order to get them 

familiar with the task. 

                                                 
1 A' is calculated as follows: 

 
where H and F represent hit rate and false alarm rate respectively.  
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Results 

The analysis consisted of two parts. The first part focused 

on examining the overall picture of participants’ perfor-

mance by comparing across all three visual field conditions. 

The second part, in contrast, was central to the research 

question: it examined whether there was any hemispheric 

difference in HP, by comparing just between the LVF and 

RVF conditions. Figure 4 illustrated participants’ perfor-

mance in A' for all conditions. 

Analysis with all visual field conditions 

A mixed analysis of variance (ANOVA) showed a main 

effect of visual field, F(2, 92) = 34.428, p < .001, p
2 = .428; 

and a main effect of congruency, F(1, 46) = 59.168, p 

< .001, p
2 = .563. In general, participants performed worse 

in the center condition than in the LVF or the RVF condi-

tion (both adjusted by Bonferroni, p < .001). Also, their per-

formance was worse in incongruent trials than in congruent 

trials (adjusted by Bonferroni, p < .001). In addition, there 

was a marginal three-way interaction between expertise, 

alignment, and congruency, F(1, 46) = 3.528, p = .067, p
2 

= .071. There was also a marginal interaction between ex-

pertise, visual field, alignment, and congruency was found, 

F(2, 92) = 2.606, p = .079, p
2 = .054. This marginal four-

way interaction indicated that the HP effect in the three vis-

ual fields might differ between the groups. When the data 

was split by visual field, an interaction between expertise, 

alignment, and congruency was significant only in the LVF 

condition (F(1, 46) = 10.21, p = .003, p
2 = .182), but not in 

the center (F(1, 46) = .194, n.s.) or the RVF condition (F(1, 

46) = .146, n.s.). In order words, expertise modulates HP 

effect in the LVF. Further analyses in the following section 

will examine how HP effects emerged in the LVF and RVF 

differently between the two groups. 

Comparison between LVF vs. RVF 

Here we focused on comparing the LVF and RVF condi-

tions so as to tap into hemispheric lateralization effects. 

When we directly compared the LVF and RVF condition, 

the four-way interaction between expertise, visual field, 

alignment, and congruency was significant, F(1, 46) = 6.589, 

p = .014, p
2 = .125.2 To understand this four-way interac-

tion, further analyses were done separately on expert and 

novice group. For the novice group, there was a significant 

interaction between visual field, alignment, and congruency, 

F(1, 23) = 5.629, p = .026, p
2 = .197: an alignment by con-

gruency interaction was found in the LVF, F(1, 23) = 

10.213, p = .004, p
2 = .308, but not in the RVF, F(1, 23) 

= .238, p = .631, p
2 = .01. As revealed by paired samples t-

tests, novices’ performance in the LVF was better in con-

gruent trials than in incongruent trials when the stimuli were 

aligned, t(23) = -4.977, p < .001, and this congruency effect 

                                                 
2 Note however that, in the response time data, this four-way in-

teraction was insignificant, F(1, 46) = 1.229, n.s.. 

disappeared when the stimuli were misaligned, t(23) = -

1.622, p = .118. Hence, misalignment reduced the congru-

ency effect only in the LVF but not in the RVF, suggesting 

that a reliable HP effect was observed only in the LVF but 

not in the RVF. The expert group, in contrast, did not show 

any significant interaction (the interaction among visual 

field, alignment, and congruency was insignificant, F(1, 23) 

= .972, n.s.): specifically, the alignment by congruency in-

teraction was insignificant in either the LVF (F(1, 23) = 

1.145, n.s.) or the RVF (F(1, 23) = .047, n.s.). Thus, RH 

lateralization in HP was observed only in novices but not in 

experts. 

 
Figure 4: Discrimination performance for the composite task. 

a) Expert group. b) Novice group. Error bars represent 1 SE.   

Discussion 

Here we assessed HP through the composite task and exam-

ined hemispheric lateralization of HP using the divided vis-

ual field paradigm with Chinese character stimuli. Through 

comparing Chinese expert readers and non-Chinese readers 

(novices), using Chinese character stimuli allowed us to 

examine modulation effects of expertise on the relationship 

between RH lateralization and HP. 
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Our results showed that RH lateralization for HP was ob-

served only in novices but not in experts. In novices, their 

LVF/RH showed a typical HP pattern (as indicated by the 

significant interaction between congruency and alignment), 

whereas such pattern was absent in the RVF/LH. This is 

consistent with the analytic/holistic hemispheric dichotomy 

proposed in the literature (e.g., Cohen, 1973; Hillger & 

Koenig, 1991; Levy-Agresti & Sperry, 1968). Based on our 

results, it suggests that the RH’s role in HP is unlikely to be 

specific to face processing, but also to other types of visual 

stimuli, such as Chinese characters. Note however that in 

contrast to face processing, here our novices’ HP on Chi-

nese characters was not driven by experience or expertise. 

Thus, it suggests the RH’s natural role/default mode is to 

process information in a holistic manner. 

In contrast, while the RH seems to be the more holistic 

hemisphere in novices, no hemispheric difference was ob-

served in expert Chinese readers. More specifically, Chinese 

readers showed no HP in either the LVF/RH or RVF/LH. 

Thus, our results revealed a modulation effect of expertise 

on the lateralization of HP. Nonetheless, this modulation 

effect of expertise seems to depend on the type of the stimu-

li. In a training study, Gauthier and Tarr (2002) trained par-

ticipants to recognize a novel artificial object type (greebles) 

with both behavioral and neurological measures recorded. 

They found that increase in HP after training was positively 

correlated with increased activation in the right FFA, while 

no such correlation was found in the left FFA. Thus, HP in 

greeble expertise seemed to be associated with RH laterali-

zation. Similarly, in face recognition, holistic face pro-

cessing seems to be associated with RH processing (Ramon 

& Rossion, 2011). In contrast, in our results with Chinese 

character stimuli, expertise seems to reduce HP in the RH. 

This difference may be due to the nature of the recognition 

task. According to Gauthier and Tarr (1997), configural 

information is crucial for expert-level object (and face) 

recognition. In contrast, configural information is less im-

portant in Chinese character processing (Ge et al., 2006). 

Galmar and Hsiao’s (2013) modeling work suggests that the 

relationship between HP and RH lateralization may depend 

on whether the recognition task demands more featural or 

configural processing. Thus, this difference between ob-

ject/face and Chinese character recognition in their reliance 

on configural information may explain the differential effect 

of expertise on the relationship between RH lateralization 

and HP. 

The different modulation effects of expertise between 

greebles/faces and Chinese characters may also be related 

the nature of the expertise. Unlike face or object recognition 

(i.e., greebles), expert Chinese readers are also experts in 

writing Chinese characters. Recent research has shown that 

the reduced HP observed in Chinese character expertise is 

related to readers’ writing rather than reading ability; writ-

ing experience hones analytic processing, which enhances 

the ability to separate and identify individual character 

components (Tso, Au, & Hsiao, 2014). More specifically, 

Tso et al. (2014) observed an inverted-U shape curve in HP 

in learning to read Chinese characters: as compared with 

novices who showed a weak HP effect, intermediate readers 

without much writing experience were more holistic, 

whereas expert readers who excelled in both reading and 

writing became less holistic. This result suggests that both 

holistic and analytic processing abilities may be important 

for mastering visual object recognition. A similar reduced 

HP effect was also observed among individuals who had 

extensive face drawing experience (Zhou, Cheng, Zhang, & 

Wong, 2012). Our results here further suggest that expert 

Chinese readers’ experience in both reading and writing 

Chinese characters may have modulated the relationship 

between HP and RH lateralization, consistent with previous 

findings (Hsiao & Cottrell, 2009; Tso et al., 2014). Future 

work will investigate whether face drawing artists who have 

expertise in both recognizing and drawing faces will show 

similar modulation effects as reported here. 

Our results here, together with several previous behavior-

al and modeling studies (e.g., Galmar & Hsiao, 2013; Hsiao 

& Cottrell, 2009; Tso et al., 2014), suggest that HP is not 

always a property of RH processing. Rather, their relation-

ship may be more flexible than they were previously 

thought. This speculation is consistent with some recent 

brain imaging studies. For example, by examining adapta-

tion responses in the perception of whole faces and face 

parts in an fMRI study, Harris and Aguirre (2010) found 

that neural populations in the right FFA seemed capable of 

representing both individual features and their integration 

into a face gestalt; in contrast, the left FFA consistently 

showed a part-based pattern of neural tuning across all ex-

periments. Similarly, in our results, HP was absent in the 

RVF/LH in both novices and experts, whereas the RH lat-

eralization for HP was modulated by expertise. These results 

are also consistent with Trope et al.’s (1992) study with split 

brain patients. All together, these results suggest that the RH 

and HP do not always go together, depending on the nature 

of the task and the perceivers’ experience with the stimuli. 

In line with the past literature on Chinese character per-

ception (e.g., Hsiao & Cottrell, 2009; Tso et al., 2014), here 

we showed that a typical HP pattern was observed only in 

novices but not in experts. Note that experts were still get-

ting interference from the unattended parts, as indicated by 

the significant congruency effects across all conditions. 

However, the congruency effect was not reduced by misa-

lignment, suggesting that the congruency effect was not due 

to perceptual integration of parts (as observed in faces and 

other objects of expertise). Rather, the congruency effect 

observed in experts could arise merely due to response inter-

ference from the irrelevant halves not related to perceptual 

grouping. Similar effects were also observed in a previous 

study with Chinese characters using a similar design (Wong 

et al., 2012), and a recent study examining HP effects in 

speech perception of Cantonese syllables (Liu & Hsiao, 

2014). The congruency effect observed in experts might also 

be due to their lexical knowledge of the characters, which 

lead to automatic integration of lexical representations of 

the components even when the two halves of the characters 
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were perceptually separated. Further work will examine this 

possibility using non-existing characters such as pseudo-

characters or non-characters. 

In conclusion, here we provide the first behavioral evi-

dence showing that the analytic/holistic hemispheric dichot-

omy between the two hemispheres can be modulated by 

experience in visual recognition. More specifically, in Chi-

nese character processing, while RH lateralization for HP 

was observed in novices, results from experts showed no HP 

effect in either hemisphere, suggesting that the RH may be 

capable of both holistic and analytic processing, depending 

on the perceivers’ experience with the stimuli. Thus, a clear-

cut analytic/holistic distinction may not be sufficient to de-

scribe information processing differences between the two 

hemispheres. 
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Abstract

Visual memory for naturalistic scenes is mediated by: amount
of exposure, semantic content, and type of encoding. These
factors might interactively contribute to scene memorability.
Thus, we tracked computer-mouse movements during an en-
coding phase where participants verified the congruency of
sentence and scene pairs, which varied in plausibility. The
presentation time of the scenes was also manipulated. Subse-
quently, in an unexpected recognition phase, participants had
to indicate whether they remembered scenes (old and new).
Recognition improved when correct verifications were made
during encoding especially: when the scene was implausible,
the stimuli pair congruent, and for longer presentation times.
When comparing the trajectories between encoding and recog-
nition, we found greater hesitancy during encoding, especially
for implausible scenes in incongruent pairs, decreasing as pre-
sentation time increased. These results provide novel insights
into the factors modulating the memorability of naturalistic
scenes.

Keywords: visual memory; action-dynamics; presentation
time; semantic plausibility; active encoding.

Introduction
The visual system needs as little as 20 milliseconds to extract
semantic information from a complex scene for subsequent
decision-making (Thorpe, Fize, & Marlot, 1996). Besides
showing rapid processing, the visual system is also extremely
efficient at retaining in memory information about natural-
istic scenes, both for short- and long-term storage (Brady,
Konkle, Gill, Oliva, & Alvarez, 2013). For example, this has
been shown in Potter (1976)’s seminal study, where short-
term recognition of rapidly presented pictures (e.g., 50 ms)
was highly accurate, improving to almost ceiling performance
as the presentation time of the pictures increased. More re-
cently, Konkle, Brady, Alvarez, and Oliva (2010) have found
that recognition of naturalistic scenes can be equally impres-
sive for long-term memory. In their study, participants were
asked to view, for a later recognition test, a long sequence of
naturalistic scenes (2912 items), displayed one by one, and
drawn from different contexts. Even when up to 64 different
scenes were drawn from the same context, recognition accu-
racy remained well above chance.

However, not all visual scenes are equally memorable; and
the semantic information of the objects contained within a
scene has been found to be a key predictor of its recognition
(Isola, Xiao, Torralba, & Oliva, 2011). Importantly, objects
can be more or less plausible within a certain scene context,

where a scene depicting ’a boy eating a SANDWICH’ is cer-
tainly more plausible than ’a boy eating a BRICK’. Plausi-
bility has been shown to have widespread impact on behav-
ioral (Coco, Malcolm, & Keller, 2014) and neurological pro-
cesses (Mudrik, Lamy, & Deouell, 2010)). With respect to
visual memory, the plausibility of a scene is known to influ-
ence its encoding and subsequent recognition. For example,
Davenport and Potter (2004) found that when an object in the
foreground of a scene (e.g., a priest) is implausible with the
overall background (e.g., a soccer field versus a church), the
ability to later recognize the object significantly declined.

Even so, the memorability of scenes does not depend on
their plausibility content alone, but also on whether the in-
formation attended to is actively processed during encod-
ing. One piece of evidence is Makovski, Jiang, and Swallow
(2013)’s study that shows recall for faces improves if partic-
ipants have to judge the sex of the character depicted during
the encoding phase, compared to when such judgment was
not required.

From this brief review, we can isolate three key factors re-
sponsible for mediating the representational strength of com-
plex scenes in visual memory. The first factor is presentation
time, with longer exposures implying more accurate recog-
nitions than short exposures. The second factor is the plausi-
bility of visual scenes, with implausible scenes implying less
accurate recognitions than plausible scenes. And finally, the
type of encoding condition under which visual scenes have
been viewed, with active encoding implying better recogni-
tion than passive encoding.

These three factors are not mutually exclusive, and thus it
is unlikely that they will bear independent consequences on
visual memory. In fact, longer presentation time of an im-
plausible visual scene might, for example, aid its recognition;
or conversely, more efficient encoding might result in better
recognition, independent of presentation time. Thus, in this
study, we examine the possible interdependencies between
such factors, building on attempts that have only recently
been explored.

The Present Study
The overarching goal of this study is to investigate how pre-
sentation time, plausibility of information, and active encod-
ing contribute to memory formation for naturalistic scenes
and on their subsequent recognition. We do so using an action
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dynamics framework that tracks the semi-continuous move-
ment of the arm during reaching decisions (Spivey & Dale,
2006). In such a framework, participants are typically pre-
sented with two alternative choices at the top of a computer
screen, and response trajectories are monitored en-route to
the response. Analysis of these micro-behaviors have been
shown to correlate with underlying cognitive mechanisms in
a variety of domains spanning deception (Duran, Dale, & Mc-
Namara, 2010) to memory (Papesh & Goldinger, 2012).

Participants completed two consecutive tasks: a verifica-
tion (encoding) task and an unexpected memory (recognition)
task, i.e., participants were not informed that their memory
would be tested. To preview the experiment procedure de-
tailed in section Apparatus and Procedure, during the encod-
ing phase, participants first read a sentence, then viewed a
scene, and finally had to judge whether the content of the pair
of stimuli matched or not (by moving their computer mouse
to a response button). During the recognition phase, partici-
pants saw a scene that was either present or not during encod-
ing and had to judge whether they remembered it (again by
moving their computer mouse). These tasks allow us to inves-
tigate two primary theoretical questions: (1) Is recognition for
rapidly presented scenes, which are incidentally memorized,
predicted by responses at encoding? (2) Is plausibility of in-
formation playing a role on recognition, and if so, how do
responses compare between encoding and recognition?

Method
The experimental design crossed Plausibility (plausible, im-
plausible) of information depicted in the sentence and vi-
sual scene with the Congruency (congruent, incongruent)
between each pair (i.e., did the two match in content or
not?) (schematically described in Figure 1). Both factors
were within-participants. We also manipulated the Presenta-
tion Time of the visual scene (33, 100, 250, 500) between-
participants (twelve participants for each presentation time).

Participants
Forty-eight students at the University of Lisbon, all native
speakers of Portuguese, participated in the study for course
credit. The experiment was granted by the Ethics Commit-
tee of the Department of Psychology, in accordance with the
University’s Ethics Code of Practice.

Materials
We selected 56 sentence-scene pairs from a previous study
based on a similar paradigm (Coco & Duran, under review) 1,
such that there was no difference in the lexical frequency of
the target word/object between plausible (M = 822.72) and
implausible (M = 909.29) conditions, t(209) = 0.61, p = 0.5;
but that, at the same time, plausible scenes were rated as more
likely (M = 5.20, SD = 0.4) than implausible scenes (M =
1.82, SD = 0.43), t(220) = 60.16, p < .00001, on a Likert

1Approximately half of the scenes included were taken from the
dataset of Mudrik et al. (2010)

Figure 1: Experimental design with a full set of crossed pairs of stim-
uli: Plausibility (Plausible and Implausible) and Congruency (Con-
gruent, Incongruent). The sentence is read self-paced, then a scene
is presented for either 33, 100, 250, or 500ms. The target word (e.g.,
hamburger vs. brick) was always positioned at the end of the sen-
tence.

scale 2. This ensures that effects observed on the responses
are not contaminated by lexical properties of the stimuli, but
are genuinely triggered by their plausibility. Sentences were
written in Portuguese, and had a fixed length of either seven
or eight words to minimize variability between items. The
sentences were also checked for grammaticality by two in-
dependent native-speaking annotators, who also ensured that
the target object depicted in the scene was recognized as the
target word used in the sentence.

The target object was pasted into the scene using the free
software GIMP. The size of each scene was fixed at 550 x
550 pixels. Each scene was presented in two plausibility con-
ditions (plausible: a boy eating an hamburger; implausible:
a boy eating a brick). We crossed plausibility with congru-
ency by pairing each scene in the plausible conditions with
two different sentences, as with Figure 1. We had a total of
224 unique sentences (112 scenes paired with 2 different sen-
tences.

Apparatus and Procedure
The experiment was designed using Adobe Flash 13.0, which
allows sampling at 60 Hz. The stimuli were presented on a
21” plasma screen at a resolution of 1024× 768 pixels. Par-
ticipants sat between 60 and 70 cm from the computer screen.
Calibration of the mouse position was ensured by forcing par-
ticipants to click on a black target circle (36 pixels across) lo-
cated precisely at the bottom-center of the screen at the start
of the trial, and throughout its different phases.

During the encoding phase, participants first read a sen-
tence, using a word-by-word self-presentation method, by
clicking on the calibration button located at the bottom of
the screen. After the last word was read, a visual scene was
displayed for either 33, 100, 250 or 500 ms. The scene then

2Plausibility judgments were collected on a sample of sixty-four
participants, refer to Coco and Duran (under review)
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Figure 2: An example of a trial run for the encoding (left) and recognition (right) tasks.

disappeared and the response buttons (YES, NO), counterbal-
anced (left/right) between participants, were displayed at the
top of the screen. Once the participant clicked on a response,
on a separate screen, they were asked to rate (four possible
choices) how clearly they saw the scene. As expected, scene
visibility significantly increased as a function of the stimu-
lus presentation time, β = 0.001, t(2710) = 43.72, p < .0001,
hence assessing the validity of this manipulation (refer to Fig-
ure 2 (left panel) for an example of encoding trial).

After the encoding phase, an unexpected recognition task
was presented, where participants were asked whether they
remembered scenes from a pool of 56 (28 Old, 7 for each
experimental condition; and 28 New, 14 plausible and 14 im-
plausible) presented one at time. To make these responses, a
scene was presented that participants could view for as long
as they liked. When they were ready to respond, they clicked
on the calibration button, and response buttons (YES, NO) ap-
peared at the top of the screen (identical to the encoding trial,
refer to Figure 2, right panel, for an example of the recogni-
tion trial).

Each participant completed a total of 112 randomized trials
(56 in encoding and 56 in recognition). The experiment took
about 30 to 45 minutes to complete.

Analysis
In order to investigate the relationship between encoding and
recognition, we focus our analysis on the old items, where
we have responses for the same items in both encoding and
recognition. From these, we analyzed a total of 1,313 unique
trials. We removed 2% (31 trials) of the data due to encoding
verification times that were greater than 4 standard deviations
from the mean, or due to machine error.

Accuracy Our first research question addresses whether
recognition of naturalistic scenes could be predicted by re-
sponses given during encoding. We are especially interested
in whether correct verification of sentence-scene pair congru-
ency (whether it was indeed congruent or not), bears any con-

sequence on the recognition of the visual scene.
Our first analysis therefore examines whether correct re-

sponses given during recognition, a binomial variable (0, in-
correct; 1, correct), were predicted by accuracy at encoding,
also a binomial variable (0,1). We also examined whether
recognition accuracy is mediated by encoding, scene plausi-
bility, and its presentation time.

We expect that accurate encoding should enhance scene re-
call, particularly when the scenes were plausible, or congru-
ent with an associated sentence. Consistent information is,
in fact, known to be processed more efficiently (Davenport
& Potter, 2004). However, we extend previous literature by
showing that memorability of scenes is enhanced, even when
not explicitly probed by the task, i.e, incidental memory. In
line with previous literature, we also predict that longer pre-
sentation times will enhance recognition, with the greatest
gains again for scenes previously processed as plausible and
congruent.

To conduct these analysis, we employed linear mixed-
effects models based on the R statistical package lme4 (Bates,
Maechler, & Bolker, 2011), examining recognition accuracy
as a function of a) encoding accuracy, b) whether scenes were
congruent or not with an associated sentence, c) the plausibil-
ity of the scene, and c) presentation time.

We construct full linear-mixed effects model, i.e., predic-
tors are entered as main effects as well as in interaction, with
maximal-random structure (MLME, (Barr, Levy, Scheepers,
& Tily, 2013)), where each random variable of the design
(e.g., Participants), is introduced as intercept, and as uncor-
related slope on the predictors of interest (e.g., Plausibility).
The random variables of our design are Participants (48),
treated as a between design variable, and Scenes (112, as we
have 56 scenes in two conditions of Plausibility).

Moreover, we controlled for possible effects of encod-
ing order (the order in which visual scenes were presented)
and recognition order (accounting for fatigue) on recognition
accuracy. This was done by residualising recognition accu-
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racy on these two co-variates in a simple linear regression
model (logistic), RecognitionAccuracy ∼ EncodingOrder +
RecognitionOrder, using the R syntax, and taking the residu-
als obtained as the new DV for inferential analysis 3.

We report tables with coefficients of the predictor-terms
that were significant at p < .05, rather than all terms. We also
report their standard error, the t − value, and derive p-values,
as calculated from F-test based on Satterthwaite approxima-
tion to the effective degrees of freedom.

Response dynamics For our second research question, we
examined 967 trials (≈ 71%) from the larger old-items sub-
set, where accurate responses were given both during encod-
ing (overall accuracy = ≈ 80%) and recognition (overall ac-
curacy = ≈ 90%), and compared the arm movement response
dynamics between the encoding and recognition phases. We
focus on two dynamical measures: (a) latency (the time taken
to move outside an initial region of 100 pixels around the cali-
bration button), which represents the initial hesitancy to com-
mit to a decision, and (b) x-flips (the number of directional
changes on the x-axis), which indicates changes of mind as
the decision unfolds. Response dynamics were calculated us-
ing the R-package mousetrack (Coco & Duran, 2015).

We expect latency of the movement to be longer during the
encoding response compared to the recognition response, as
encoding involves a comparison between two stimuli (i.e., a
sentence and a scene), whereas recognition involves recalling
only one stimulus (i.e., the scene)

Moreover, for incongruent and implausible pairs, we also
expect greater latency for encoding, corroborating with our
previous results Coco and Duran (under review). However,
by increasing presentation times, we expect the latency to
start the movement to reduce. We also expect x-flips to cor-
roborate these predictions, where a greater number of x-flips
will be seen during encoding compared to recognition, par-
ticularly for those items that were judged as incongruent and
implausible.

We applied similar linear mixed-effects models as above
for each dynamical measure, but with a fixed-effect for Task
(Encoding vs. Recognition) instead of Encoding Accuracy, as
well as, the other experimental variables of interests, Presen-
tation Time, Plausibility and Congruency.

Results and Discussion
Accuracy
In Figure 3, we illustrate how recognition accuracy relates
to encoding accuracy during the experimental conditions of
Congruency and Plausibility 4. We find that when the visual
scene was congruent with a sentence in the encoding, and the

3Note, we opted to residualize these two co-variates, rather than
include them together with the experimental variables of interest in
the lme model, to avoid rather complex models with interactions up
to the fifth order

4Note, the dependent measure used in the LME is a trial-by-trial
residualized response of recognition accuracy. Means over subjects
are only taken to better visualize the trend as continuous, i.e., at a
trial-by-trial level we only observe 0s or 1s.
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Figure 3: Scatter plot of recognition accuracy as a function of en-
coding accuracy. Each point is the mean accuracy of a subject. On
the left panel, we compare the two conditions of Congruency; on the
right panel, we compare the two conditions of Plausibility. The lines
represents the estimate of a generalized linear model fit to the data.

Table 1: Mixed-effect maximal model analysis of recognition accu-
racy, with centered and contrast-coded fixed effects for Encoding
Accuracy (EA), Congruency (Incongruent: −0.5, Congruent: 0.5),
Plausibility (Implausible: −0.5, Plausible: 0.5), and Presentation
Time (a continuous variable with four values: 33, 100, 250, 500).
Random intercepts and slopes on Participant (48) and Scene (112).

Predictor β SE t p
Intercept 0.003 0.014 0.175 0.8
Presentation 0.143 0.036 3.937 0.0001
EA:Congruency 0.134 0.042 3.206 0.001
EA:Plausibility -0.128 0.043 -2.996 0.004
EA:Congruency:Presentation -0.228 0.114 -2.011 0.04
Congruency:Plausibility:Presentation 0.162 0.082 1.965 0.05

response at encoding was also correct, the recognition of the
scene is facilitated (two-way interaction EA:Congruency, re-
fer to Table 1 for coefficients and their significance.) Implau-
sible scenes are better recognized if they were correctly ver-
ified during encoding (two-way interaction EA:Plausibility).
Presentation Time also plays an important role. In line with
previous literature, we find that with increasing presentation
times, recognition accuracy significantly improves. A bene-
fit is found for visual scenes from incongruent pairs, espe-
cially when the verification was correct (three-way interac-
tion Encoding Accuracy:Congruency:Presentation Time). Fi-
nally, plausible visual scenes in congruent pairs are also more
likely recognized for increasing presentation times (three-
ways interaction Congruency:Plausibility:Presentation Time.

These results highlight an intriguing dependency between
the type of encoding of visual scenes during a verification
task and their recognition. In particular, if correct verifica-
tions were given during encoding, then visual scenes were
more likely to be remembered. However, this was only the
case if the verification was with congruent stimuli. This in-
dicates that correctly accepting as congruent a pair of stimuli
might strengthen their memorability, and therefore enhance
their recognition. Crucially, a similar effect is found on plau-
sibility of stimuli. Recognition for implausible scenes im-
proves if they were correctly verified. Beside confirming the
classic presentation time (SOA) effect, our results go beyond
it by showing that its effect is modulated by congruency of
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Figure 4: Bar-plot, mean, and 95% confidence intervals for latency
and x-flips. Compares Encoding (low density bars) and Recognition
(high density bars) items in terms of initial Congruency (congruent
- blue, incongruent - red) and Plausibility (plausible - blue, implau-
sible - red), left and right panels, respectively.

the stimuli pair, and their plausibility.

Response Dynamics
In Figure 4, we plot the means and confidence intervals for
the dynamical measures of latency and x-flips, collected as
participants responded to the verification task (encoding) and
when accessing the scene from memory (recognition).

We find significantly longer latency times during encoding
compared to recognition (main effect of Task; refer to Ta-
ble 2). Also, incongruent pairs, and implausible stimuli dis-
play longer latencies during encoding and recognition (main
effects of Congruency and Plausibility). Moreover, interac-
tions between Task and Congruency and Task and Plausibil-
ity show that these differences are particularly strong during
encoding. In addition, an interaction between Task and Pre-
sentation Time indicates that latency time decreases as pre-
sentation time increases, again, being most pronounced for
encoding.

These results suggest that verifying the congruency of the
stimulus pair (sentence-scene) during encoding might accrue
a greater cognitive cost than merely recognizing the scene.
Verification does require the comparison and integration of
linguistic and visual content to make a decision, whereas
recognition has relatively fewer demands. This greater cog-
nitive cost is particularly evident for incongruent and implau-
sible scenes: a result corroborating the accuracy analysis, and
aligning with previous literature showing greater difficulty in
processing inconsistent information. Moreover, presentation
time reduces latency time during the more costly encoding
task 5.

When examining x-flips, we observe greater indecision
(more x-flips) during encoding than recognition (main ef-

5These results are entirely corroborated by overall response time.

Table 2: LME estimates values for the dynamical measures: la-
tency and x-flips. Centered and contrast-coded fixed effects include
Task (Encoding: −0.5, Recognition: 0.5), Congruency (Incongruent:
−0.5, Congruent: 0.5), Plausibility (Implausible: −0.5, Plausibile:
0.5), and Presentation Time (a continuous variable with four values:
33, 100, 250, 500). Random intercepts and slopes on Participant (48)
and Scene (112).

Latency
Predictors β SE t p

Intercept 526.854 27.864 18.908 0.0001
Task -750.008 53.558 -14.004 0.0001
Congruency -49.529 21.574 -2.296 0.02
Plausibility -80.251 26.247 -3.058 0.002
Presentation -180.802 72.521 -2.493 0.01
Task:Congruency 109.675 35.948 3.051 0.002
Task:Plausibility 140.527 50.516 2.782 0.005
Task:Presentation 328.152 139.962 2.345 0.01

X-flips
β SE t p

Intercept 1.038 0.049 20.979 0.0001
Task -0.849 0.068 -12.501 0.0001
Congruency -0.171 0.062 -2.761 0.009
Task:Congruency 0.296 0.095 3.124 0.002
Congruency:Presentation 0.327 0.157 2.089 0.04

fect of Task). Incongruent pairs also triggered more x-flips
(main effect of Congruency). However, increasing presenta-
tion time does reduce the number of x-flips for incongruent
trials (two-way interaction Congruency:Presentation Time).
These results confirm that encoding/verification is associated
with more indecisiveness compared to recognition. They also
provide converging evidence with the latency results. Cru-
cially, we observe an interesting two-ways interaction be-
tween Task and Congruency, whereby visual scenes correctly
encoded as incongruent, as compared to scenes encoded as
congruent, trigger greater indecisiveness (more x-flips) on the
later recognition task. This suggests that congruency of in-
formation at encoding mediates responses downstream when
the same scene has to be recognized, and corroborates simi-
lar “transfer” effects observed in recognition accuracy. We do
not find plausibility, however, to play any particular role on
the indecisiveness of the response trajectory.

Conclusion
A momentary glance is sufficient for the visual system to re-
tain complex information about naturalistic scenes with sur-
prising fidelity (Thorpe et al., 1996; Brady et al., 2013). Even
so, the memorability of scenes still largely depends on their
presentation time, the semantic information they convey, and
the way they are encoded (Potter, 1976; Davenport & Pot-
ter, 2004; Makovski et al., 2013). These factors have mostly
been studied independently, but by uncovering their interde-
pendencies, a more integrated understanding of memory pro-
cesses for visual scenes might be provided.

Using an action dynamics mouse-tracking approach, we
examined how some of these interdependencies mediate
recognition accuracy of naturalistic scenes, and differentially
modulate the moment-to-moment response dynamics during
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their encoding and subsequent recognition.
Our results show that the recognition accuracy of vi-

sual scenes improves when the scene was correctly encoded
during an initial verification task, where participants had
to assess whether its content matched, or not, in content
with an associated sentence. The improvement effect was
most pronounced in connection with congruent pairs. That
is, when participants correctly indicated that sentence-scene
pairs shared content, it strengthened the memory for those
scenes when assessed in an unexpected follow-up recogni-
tion task. Memory might also be strengthened by congruency
of the stimuli, because in such a case, the same message (e.g.,
the boy Moreover, a similar effect was found in connection
with plausibility, but where correct recognition of implausi-
ble scenes positively correlated with performance on the ini-
tial verification (encoding) task.

This effect is interesting in that recognition for implausible
scenes has been associated with poorer performance in other
studies. But when this information is more actively processed,
such as in the verification task employed here, performance is
improved.

The selected dynamical response measures also aligned
with the accuracy results. We observed, for example, that hes-
itancy (latency) and indecisiveness (x-flips) were significantly
greater for visual scenes encoded in incongruent pairs. How-
ever, hesitancy and indecisiveness decreased as the presen-
tation times of scenes increased during encoding/verification.
Presentation times also had an effect on the accuracy analysis,
where greater presentation times improved later recognition
accuracy, and where it also mediated the effects of congru-
ency, plausibility, and encoding accuracy.

To reiterate, our results highlight the interdependence be-
tween presentation time, stimulus plausibility, and active en-
coding on the long-term memory of visual information. It
also raises possibly interesting questions about the role of ex-
plicit feedback or memory task expectations during encoding,
given none were present yet stable memories still occurred.
Moreover, because memories persisted over a somewhat long
delay between encoding and a follow-up recognition task, an-
other direction for follow-up research would be to system-
atically evaluate the resilience of incidental encoding over
longer time-scales. Doing so would bolster our current goal
of examining the underlying mechanisms contributing to the
memory formation of visual scenes.
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Abstract

People often make decisions with the goal of gaining informa-
tion which can help reduce their uncertainty. However, recent
work has suggested that people sometimes do not select the
most diagnostic information queries available to them. A crit-
ical aspect of information search decisions is evaluating how
obtaining a piece of information will alter a learner’s beliefs
(e.g., a piece of information that is redundant with what is al-
ready known is useless). This suggests a close relationship
between information seeking decisions on one hand, and be-
lief updating on the other. This paper explores the deeper re-
lationship between these two constructs in a causal interven-
tion learning task. We find that patterns in belief updating bi-
ases are predictive of decision making patterns in tasks where
people must make interventions learn about the structure of a
causal system.

Keywords: information search; causal interventions; causal
learning; hypothesis testing

Introduction
A growing body of work has explored how people use inter-
ventions to learn about causal structures in their environment
(Bramley et al., in press; Coenen et al., 2014; Steyvers et al.,
2003). An example of an intervention would be to take a vi-
tamin in the morning to see how it makes you feel, or tapping
on a button in a video game to see what happens. Critically,
interventions are frequently made to gain information about
the underlying causal structure of world.

The calculus of causal Bayesian Networks and information
theory can yield precise normative predictions for the most
diagnostic interventions to help a learner figure out a causal
structure (Pearl, 2000; Murphy, 2001). However, in previous
work (Coenen et al., 2014), we found that people do not al-
ways choose the most diagnostic interventions predicted by
such theories. Instead, they frequently intervened on vari-
ables that would potentially lead to a lot of predicted effects
in at least one hypothesized structure, but without necessar-
ily distinguishing it from others. We called this tendency a
“positive-testing strategy” (PTS), because its desire to “make
expected effects happen” mimics the classic finding in the
rule learning literature that people often ask questions that
are likely to yield “yes” answers under a given hypothesis
(Wason, 1960; Klayman & Ha, 1989).

What motivates participants to make positive tests instead
of maximizing information during causal structure learning
(or hypothesis testing in general)? This article explores one
possible explanation of this behavior: It is possible that learn-
ers do try to maximize the information of their interven-
tions but errors in the way that people update their beliefs
draw them astray from optimal behavior. This hypothesis

exposes the deeper relationship between intervention deci-
sions/hypothesis testing and belief updating which has re-
mained somewhat ambiguous in past research.

In the next section we will illustrate how biased belief up-
dating might give rise to positive hypothesis testing. Then, we
will describe two experiments that test whether or not people
are biased in how they update their beliefs about causal struc-
tures, and if so, whether that bias influences their intervention
strategy.

Information search & belief updating
Note that historically, confirmatory behavior has been iden-
tified in both information search and information evaluation
(or belief-updating). For example, people seem to actively
seek positive evidence for individual hypotheses (e.g., when
they selectively research websites supporting their viewpoint
rather than seeking opposing ideas). In addition, people also
interpret evidence in a way that gives more weight to posi-
tive rather than negative outcomes (Nickerson, 1998; Klay-
man, 1995). For example, upon passively hearing of a politi-
cian’s new budget proposal, people might focus on aspects
that support their hypothesis about the general motivations of
the politician. However, the link between these two different
notions of “confirmation bias” is often unclear.

To illustrate how these two behaviors might be connected
with each other and how belief-updating in particular can in-
fluence a learner’s intervention strategy, consider the equa-
tion of Expected Information Gain (EIG). EIG is one of the
most prominent models for human decision making during
information search, including causal intervention learning
(Steyvers et al., 2003; Nelson, 2005; Markant & Gureckis,
2012; Oaksford & Chater, 1994).

In a causal setting, the model calculates the relative infor-
mativeness of different interventions that a person could make
on a causal system. Thus, the model is primarily a decision
making model, where the goal is to obtain useful informa-
tion. Formally, the model assumes that the learner’s hypothe-
sis space, G, consists of a set of possible underlying causal
graphs. For a learner trying to minimize their uncertainty
about G (i.e., discern which graph or set of graphs is most
likely) the model calculates a score, EIG(a) for each possi-
ble action or intervention a, taking into account all possible
intervention outcomes, Y :

EIG(a) = H(G)−∑
y∈Y

P(y|a) ∑
g∈G

P(g|a,y)log
1

P(g|a,y)
(1)

where H(G) refers to the Shannon entropy over the posterior
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of the hypothesis space and P(g|a,y) is obtained using
Bayes’ rule: P(y|g,a)P(g)/P(y|a). The dependency of this
equation on P(g|a,y) highlights how the EIG equation always
involves an explicit belief updating step. Intuitively, EIG
evaluates an action by imagining how different outcomes as a
result of that action would change the learner’s belief. Thus,
according to the model, belief updating is fundamental to
judging the information value of an action or decision. The
goal of this paper is to explore if this intrinsic relationship
holds for human reasoners.

Potential updating biases and their impact on decision
making. It is interesting to consider the ways that incorrect
belief updating would alter causal intervention decisions. Let
us momentarily take it as given that people use the Equation 1
to evaluate the informativeness of an intervention. How could
it be that their choices appear suboptimal?

One possibility is that people may be biased in how they
assess P(y|g,a), the likelihood for an outcome to occur after
an intervention on a specific graph. Specifically, they might
assign higher likelihoods to outcomes that activate larger por-
tions of a graph. Such a tendency would be in line with previ-
ous work showing that people are more strongly affected by
positive rather than negative evidence when evaluating hy-
potheses (for a summary, see Klayman, 1995). If outcome
likelihoods are higher for positive observations (e.g. full ac-
tivation of a graph), EIG will also be higher for interventions
that lead to those observations.

As another possibility, learners may also deviate from a
normative account in how they incorporate the prior proba-
bility of an intervention outcome, P(y|a). Previous work has
shown that people often exhibit a tendency to disproportion-
ately evaluate hypotheses based on their likelihood of pro-
ducing an event or outcome alone, irrespective of its proba-
bility of occurring under alternative hypotheses (Kahneman
& Tversky, 1973, 1972; Doherty et al., 1979). In this case, if
learners decrease or ignore P(y|a), they will be more likely
to choose interventions that are not actually diagnostic, be-
cause the same outcome is predicted by multiple graphs. In
that case, they might take an outcome to be supportive of one
of the graphs, while ignoring that it’s equally well supported
by an alternative one.

In summary, different biases in belief updating could,
according to the theory, alter decision making strategies even
if people otherwise perfectly followed the basic (normative)
tenets of Equation 1.

Explaining intervention data. To make this discussion
more concrete, we will describe two examples of biased in-
tervention strategies from our past findings (Coenen et al.,
2014). In this previous study participants were presented with
a virtual “computer chip” made up of various components. In
addition, they were provided with two possible wiring dia-
grams that could detail how the components were connected

n1 n2 n3

Non-diagnostic intervention
chosen by many participants

n1 n2 n3

Diagnostic intervention 
avoided by most participants

A B

Likely outcome: Likely outcomes:Hypotheses: Hypotheses:

n1

n2

n3

n1

n2

n3

n1

n2

n3

n1

n2

n3
Intervention choices: Intervention choices:

Figure 1: Example intervention problems with choice data from
Experiment 1 in Coenen et al. (2014). Participants were presented
with two possible wiring diagrams (shown under “Hypotheses”) and
were asked to make an intervention on the system to determine the
correct causal structure. The height of the black bars under “Inter-
vention choices” show the frequency by which different elements of
the causal system were intervened on by participants. For example,
in panel A, no participants selected node n1, but people were split
between n2 and n3.

to one another. Interventions activated a component which
in turn (might) activate other components. Participants’ task
was to intervene on different chip components in order to
learn the true wiring diagram.

In our previous study, we found that participants chose in-
terventions that have low EIG if these queries offer the possi-
bility of activating a full causal graph. For instance, in Figure
1A many participants chose to intervene on the root node,
n2, of both graphs, which most frequently led to confound-
ing evidence of all nodes turning on. This behavior could
have been caused by the two types of updating biases de-
scribed in the previous section. That is, if participants ig-
nore the fact that the same outcome be produced by both
hypothesized graphs (neglect of P(y|a)) and they give more
weight to positive outcomes (increase of P(y|g,a) if a graph
is completely activated), intervening on n2 becomes an at-
tractive option because it can produce all predicted effects
in either graph. Learners might think that the confounding
“all-on” outcome actually provides strong evidence for one
of the graphs (which may be chosen randomly, or based on a
learner’s prior preference).

We also found that by choosing interventions with ex-
pected positive outcomes, participants often forgo queries
that have very high EIG, such as portrayed in Fig 1B. Here,
intervening on n2 has the potential of discriminating between
the two graphs, but does not offer a chance to see either of
them be completely turned “on”, because the outcome would
either be a half-activated chain graph or nothing happening
whatsoever. If people weigh positive evidence higher than
negative (or less positive) evidence then perhaps both of these
outcomes would be deemed less informative than they actu-
ally are, which could explain why most participants chose one
of the other two interventions, n1 or n3.
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Overview of the present study
The two experiments reported in this paper attempt to as-
sess the relationship between belief updating and intervention
choice. In particular, we assumed that there are individual
differences in belief updating that might explain variation in
decision strategies.

In order to quantify difference in belief updating, in Exper-
iment 1 we created a causal learning task where people were
instructed to make interventions on a causal system and to
subsequently rate the posterior belief about the correct graph.
Trials were constructed to be revealing about biases towards
the overweighting of positive but non-diagnostic evidence
compared to less positive (or negative) diagnostic evidence.

In Experiment 2 we attempted to establish a link between
updating strategies and intervention choice strategies. In ad-
dition to the instructed trials designed to assess belief updat-
ing, participants also had to make a range of self-selected in-
terventions. Using model-based analyses we quantified the
tendency of those choices to conform to either information-
maximizing interventions (in line with EIG) or PTS interven-
tions and related these scores to the estimates made in the
belief updating phase of the task.

Experiment 1
Participants
Sixty-one US-based participants were recruited via Amazon
Mechanical Turk. They were paid $2 for participating in the
study.

Stimuli
The same set of 20 causal intervention problems (10 critical
trials, and 10 control trials) were given to each participants.
Each problem consisted of two causal hypotheses (three-node
graphs), a prescribed intervention (node), and the outcome
of that intervention (which nodes turned “on” as a conse-
quence). The critical trials were specifically designed to re-
veal any belief updating bias that we hypothesized to under-
lie positive hypothesis testing, that is, they were interventions
in which the outcome was either diagnostic but without ac-
tivating any graph completely (like in Figure 1B), or it was
non-diagnostic, but showing all expected outcomes of at least
one graph (like in Figure 1A). The control trials were either
diagnostic and showing a graph activated completely or non-
diagnostic and without any full graph’s activity. Thus, they
did not pose the same conflict between diagnosticity and pos-
itive outcomes.

The two trial types were randomly interspersed without the
knowledge of the participants. When causal graphs were pre-
sented on the screen the order of nodes was always random-
ized and they were also randomly placed in three out of five
positions on the screen.

Procedure
Participants were told that they had to test a series of com-
puter chips in a chip factory to figure out how they worked.

Beginning: All nodes
are “off”

Click to intervene on
instructed node 

States of other components
 update

Estimate posterior

What type of chip
was this?

Def. RightDef. Left n.s.

Figure 2: Schematic procedure for the instructed intervention tri-
als. Participants were asked to intervene (click on) the node with the
yellow outline and subsequently observed the outcome of their in-
tervention (other nodes turning on or remaining turned off). Using a
slider, they then gave their posterior estimate about which hypothe-
sized graph was more likely to underlie the chip they just intervened
on.

For each chip, they were given two possible arrow diagrams
that illustrated the two hypothesized causal graphs that ex-
plain the working of a chip (see Figure 2). They were then
instructed to turn on one specific “component” (node) on the
chip by clicking on it and observe the outcome (other com-
ponents also turning on or remaining turned off). Next, they
were asked to rate which chip diagram was an accurate de-
scription of the chip they just tested. They gave their answer
using a continuous slider with three labels on the left, middle,
and right (“definitely Type 1”, “not sure”, “definitely Type
2”).

Before starting the task they were explicitly told that causal
links between components only worked 80% of the time and
that components could only be turned on by each other or an
intervention, but not by any other background causes. Partici-
pants had to accurately pass a short quiz about the task before
being allowed to proceed to the main part of the experiment.

Results & Discussion
Figure 3 shows histograms of participants’ posterior esti-
mates after each intervention/outcome trial. The red dot indi-
cates the true posterior probability of the graphs derived using
Bayes’ rule and the correct outcome likelihoods of the two
graphs given each intervention. The red arrows in the critical
trials indicates the direction in which one would expect par-
ticipants to be biased based on our predictions outlined above.
We would like to particularly guide the reader’s attention to
three findings.

First, especially on the control trials participants’ estimates
track the true posterior probabilities of the graphs well, that
is, the highest density of choices is typically found at or very
close to the red dots in the plot. This shows that generally
participants understood the task and were able to evaluate in-
tervention outcomes correctly.

Second, the mapping between true and estimated probabil-
ity is less pronounced on the critical trials (see panel A). Here,
participants’ estimates are often skewed in the direction of the
red arrow, that is, in line with the above predictions about up-
dating biases. Without discussing every single deviation in
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detail, estimates on the objectively non-diagnostic trials (i.e.
those with a posterior probability of 0.5) in the first four tri-
als from the top are particularly noteworthy. Here, the sys-
tematic deviation from the true posterior cannot be due to a
tendency towards indifference (probability of 0.5). Consider
for example trial no. 2, in which many participants strongly
endorsed the One-Link graph on the left, even though the ev-
idence equally supports the alternative Common Effect graph
on the right. Again, the reason we suspect this deviation hap-
pens is that participants place too much emphasis on the fact
that they can observe all possible activity predicted by the
One-Link structure, but not of the Common Effect.

Thirdly, another interesting deviation from the true poste-
rior is found on the very first trial type, in which all compo-
nents are turned on after an intervention on the middle node,
which is the root of both a Chain and a Common Cause graph.
As discussed earlier, this root node intervention is one that
many participants actually chose in a previous experiment
(see Figure 1A) and this finding might be able to help explain
why: Participants may have thought that they can actually
learn something from the all-on outcome. It is puzzling, how-
ever, that participants mainly endorsed the Common Cause
structure rather than the Chain, since the outcome provides
equal positive evidence for both. One could speculate that
the immediacy of the Common Cause links in connection to
the root node may have contributed to this tendency, but ulti-
mately this finding requires further investigation. In any case,
this result demonstrates a relatively strong violation of opti-
mal belief updating.

In sum, we find that participants do exhibit a tendency
to erroneously change their probability estimates away from
indifference if one or both of the structures are completely
activated through an intervention. They also do not change
their beliefs enough if a diagnostic outcome is not activating
a complete graph. However, this bias is by no means found to
be equally strong in all trials and participants’ estimates were
much more accurate in the control trials, showing that gen-
erally people’s updating process tracks the correct posterior
probability of the graphs.

Experiment 2
Having found that participants show greater deviations from
optimal belief-updating when diagnosticity and positive out-
comes of individual graphs were at odds with each other, the
second experiment aimed to find out whether the tendency to
show this bias is at all related to people’s intervention strat-
egy. Since we argue above that biased belief-updating might
be the reason that people often conduct positive tests rather
than maximally diagnostic ones, we predict that participants
with biased belief updating should be more likely to conduct
positive tests.

To test this, we added a free intervention task to the ex-
periment which participants completed either before or after
a series of instructed interventions. The goal was to quantify
both a participant’s intervention strategy and their belief up-
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Figure 3: Histograms of participants’ probability estimates. Each
row represents one trial type in which two causal hypotheses were
compared. Crosses indicate nodes that participants were instructed
to intervene on (turn the nodes “on”). Grayed out nodes remained
“off” after the intervention, the remaining nodes were also observed
to be “on”. Red dots in the critical trials indicate the posterior graph
probability according to accurate Bayesian belief updating. Red ar-
rows indicate the predicted direction of positive outcome bias.
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dating bias to investigate if there exists a connection between
the two.

Participants
121 US-based participants were recruited via Amazon Me-
chanical Turk. They were paid $2 for participating in the
study.

Stimuli
In the instructed intervention phase, participants saw the same
20 trial types as in Experiment 1 with one small change. The
two trials in which the predicted bias was bi-directional (tri-
als 1 and 3 in Figure 3) were replaced with trials that had a
unidirectional predicted bias. This was done to make it eas-
ier to quantify updating biases specifically in one direction
as pertaining to our predictions, without confounding it with
general noisiness in participants’ use of the slider, for exam-
ple.

In the free intervention phase, participants were given 20
intervention problems that were used in a previous set of ex-
periments reported in (Coenen et al., 2014, see Figure 2), and
were used to characterize people’s intervention strategies on
a continuum between positive testing (PTS) and information
maximization (EIG).

Procedure
The procedure was identical to that in Experiment 1 except
that in the free intervention trials participants were instructed
to choose freely which node to intervene on. Again, there was
no feedback about the correct structure at the end of a trial.

Results & Discussion
To quantify people’s intervention strategies we used the
method developed and reported in Coenen et al. (2014) which
results in a strategy weight θ that indicates the degree to
which a participant’s interventions are in line with the EIG
strategy of information search (θ = 1) compared to a con-
firmatory PTS strategy (θ = 0). In comparison to our own
previous work on intervention strategies, the current experi-
ment yielded a larger portion of PTS-interventions and fewer
participants that were strong EIG users (as a rough indication,
only 30% of participants were fit with θ > .5, compared with
47% in our previous study). Due to the unequal distribution
of participants’ best-fitting θ values we use a median split to
divide participants into two equal groups of low-θ and high-
θ for the analyses reported below, bearing in mind that the
high-θ group contained many participants from the middle of
the distribution, however.

To quantify each participant’s tendency to commit the up-
dating error we hypothesized and found in Experiment 1, we
first computed the average deviation of participants’ proba-
bility estimates from the true posterior in the hypothesized di-
rection on the critical trials (i.e. in the direction of the arrows
in Figure 3A). Because this deviation score will be higher if
a participant is generally noisy in their posterior probability
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Figure 4: Updating error and positive outcome bias by strategy
weight and task order. Low-θ participants were better fit by a posi-
tive testing strategy and high-θ participants by the EIG model.

estimation, we regressed this directional deviation on the av-
erage absolute deviation in the control trials (see Figure 3B)
and used the residuals as a measure of positive-outcome bias.

For brevity’s sake, we will only report two analyses that re-
late the binary strategy weight with the the quality of belief-
updating. Figure 4 shows how the two groups of participants
(low-θ and high-θ) compare in terms of overall error (aver-
age absolute deviation from the true posterior in the control
trials) and on the positive-outcome bias measure (residuals
after controlling for overall error). The plots are split by the
order of the instructed and free intervention tasks, which was
counterbalanced between participants.

Note that there exists a significant relationship between
strategy weight and error on the control trials, t(119) = 4.84,
p < .001. Participants with more discriminatory interven-
tion choices (more in line with EIG), also made more accu-
rate probability estimates than participants better fit by a PTS
strategy.

The relationship between strategy weight and positive-
outcome bias, on the other hand, is much weaker. Overall,
it is still significantly negative, so that bias is lower for high-
θ participants, t(119) = 2.34, p = .02, but the effect seems
driven by participants in the group that received the free in-
tervention task first.

One caveat of this analysis is the way in which the positive-
outcome bias is defined. In an effort to isolate it from a
participant’s general tendency to make errors on the poste-
rior estimates, it is possible that some relevant variation may
have been lost. For example in people who are both biased
and noisy, removing the noise component may have made it
look as if they showed no bias at all. Taken together with
the lack of high-θ participants, the last analysis need to be
treated with some caution and should be backed up by further
experiments.

General Discussion
In this paper we explored how people update their beliefs af-
ter performing causal interventions and observing their out-
come. Having previously found that participants often per-
form interventions that can cause positive outcomes in indi-
vidual graphs, we predicted that this may be due to a tendency
to treat these outcomes as particularly informative (whether
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or not they actually are).
Several findings from these experiments stand out.
First, it is important to note that participants were often

very good at updating their beliefs in a normative fashion,
particularly when diagnosticity and outcome positivity (i.e.
the degree to which outcomes involve all effects predicted
by individual graphs) were not in conflict. This finding ties
in with earlier work demonstrating that people are effective
causal learners who understand the basic mechanism of an
intervention (see e.g., Lagnado & Sloman, 2004; Hagmayer
et al., 2007; Bramley et al., in press).

However, Experiment 1 showed that there was a greater
tendency to deviate from the true posterior probabilities when
diagnosticity and outcome-positivity were at odds. On those
trials, we found considerable deviation from optimal belief-
updating in participants’ posterior probability estimates. In
particular, participants often endorsed graphs more strongly
than they should if all of their predicted effects could be ob-
served. This shows that people are not purely engaged in
Bayesian belief-updating when observing intervention out-
comes. Instead, they may sometimes be influenced by the de-
gree to which outcomes reflect a fully activated causal struc-
ture, while ignoring the question whether or not an outcome
actually discriminates between structures.

Experiment 2 further showed that people who conduct
more positive tests when choosing interventions were more
likely to commit belief-updating errors in general. Thus there
appears to be a relationship between people’s intervention
strategy and their subsequent ability to learn from these in-
terventions. Whether or not this relationship is specific to
the positive-outcome updating error as we hypothesized, and
which was found in Experiment 1, remains an open question.
Although Experiment 2 found a significant relationship be-
tween strategy and positive-outcome bias overall, it was a rel-
atively weak one.

As we pointed out, the data in Experiment 2 had some
undesirable properties, such as a lack of variability in par-
ticipants’ intervention strategies, with a much larger number
leaning towards positive testing, rather than discriminatory
search. It also proved challenging to disentangle the general
tendency to commit updating errors with the specific type of
bias that we intended to isolate. Future work should there-
fore aim to find a better method to distinguish the two. Con-
cretely, we suggest a follow-up experiment with a stronger
manipulation, such as training participants on how to evalu-
ate intervention outcomes and test whether that has an effect
on subsequent intervention decisions. Such a manipulation
would be able to show a more direct link between these two
aspects of intervention learning.

In sum, we believe that these studies offer a first attempt
to study how people update their beliefs about causal sys-
tems from intervention data and the experiments reported
here show some noteworthy patterns of errors that affect par-
ticipants in this process. Future research is needed to clarify
exactly how causal learning and hypothesis-testing interact.
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Abstract 

“Upfixes” are graphic representations originating in the visual 
vocabulary used in comics where objects float above a 
character’s head, such as lightbulbs to mean inspiration. We 
posited that these graphic signs use an abstract schema stored 
in memory. This schema constrains upfixes to their position 
above the head and requires them to “agree” with the 
expression of their associated face. We asked participants to 
rate and interpret upfix-face pairs where the upfix was either 
above the head or beside the head, and/or agreed or disagreed 
with the face. Our stimuli also contrasted conventional and 
novel upfixes. Overall, both position and agreement impacted 
the rating and interpretations of both conventional and 
unconventional upfixes, and such understanding is modulated 
by experience reading comics. These findings support that 
these graphic signs extend beyond memorized individual 
items, and use a learned abstract schema stored in long-term 
memory, governed by particular constraints.  

Keywords: visual language; visual morphology; visual 
metaphor; emotion; comics. 

Introduction 
Comics have long been recognized as using a visual 

vocabulary of unique graphic representations, many of 
which have permeated the broader visual culture. For 
example, iconic lightbulbs floating above the head no longer 
represent a source of light, but mean inspiration. Meanwhile 
stars, a symbol of an object, mean dizziness when above 
someone’s head. “Visual morphemes” (Cohn, 2013) like 
these have generally been viewed as unique and 
individualized representations (Kennedy, 1982; McCloud, 
1993; Walker, 1980), possibly with metaphoric or embodied 
meanings (Forceville, 2005, 2011; Kennedy, 1982; Slepian, 
Weisbuch, Rutchick, Newman, & Ambady, 2010). 
However, we have argued that many graphic signs extend 
beyond individual instances, and instead belong to a class of 
abstract schema stored in memory which uses combinatorial 
structure (Cohn, 2013). Here, we explore this hypothesis 
specifically for these “above the head” meanings. 

Some work has recognized that the context and position 
of visual morphemes matters for their interpretation (Cohn, 
2007; Forceville, 2011; McCloud, 1993). For example, 
McCloud (1993) noted that curvy lines above coffee 
indicate heat, but curvy lines above trash indicate a bad 
smell. Similar observations were made by Forceville (2011), 
who noticed that a spiraling “twirl” above a character’s head 
meant dizziness, but twirls next to a  body showed motion. 
Stars also vary in meaning: when above the head they mean 
dizziness, but substituted for eyes they indicate a desire for 
fame (Cohn, 2007, 2013). Thus, context matters for 
interpretation. Because of this context sensitivity, it has 

been hypothesized that comic reading experience is 
necessary to understand these signs (Forceville, 2011), and 
indeed several studies have provided evidence that their 
comprehension is modulated by age and experience reading 
comics (Nakazawa, 2005). 

We have theorized that these form-meaning pairs are 
encoded in memory analogously to lexical items in a 
language (Cohn, 2013). To create meaning with these 
“morphemes,” this “visual language” uses similar 
combinatorial strategies as in the morphology of verbal 
languages: speech balloons attach one sign to another 
(affixation), eyes that become hearts or dollar signs replace 
one sign with another (suppletion), and multiple body parts 
repeat elements to show movement (reduplication). It is 
important to stress that this comparison between the “visual 
language” of graphics and verbal languages of speech is an 
analogy of function only. Speech balloons are not meant as 
an affix in exactly the same way that “un-“ serves as affix in 
the word “untie.” Rather, the analogy here is that the brain 
may use a similar strategy of “attachment” in governing 
combinatorial structure across domains, whether or not they 
involve a common underlying cognitive process.  

 

 
Figure 1. Conventionalized “upfixes” from the visual 

vocabulary used in comics. 
 
“Upfixes” provide particularly rich examples of visual 

affixation, named because they go “up” from a head (Cohn, 
2013). As in Figure 1, upfixes use a diverse range of images 
and symbols to convey their meaning. Some upfixes involve 
symbols with fixed meanings, such as hearts or exclamation 
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marks, which retain their meaning even away from a face. 
Other upfixes derive from idiomatic verbal expressions, 
such as “seeing stars” with stars twirling above characters’ 
heads to show dizziness. Still others use metaphors 
(Forceville, 2011; Lakoff & Johnson, 1980), often using 
iconic representations. Gears turning above the head 
indicate thinking, invoking the metaphors that the MIND IS A 
MACHINE and MOVEMENT IS PROGRESS (Cohn, 2010), while 
storm clouds meaning a bad mood rely on a metaphor of 
WEATHER AS AN EMOTIONAL FORCE (Shinohara & 
Matsunaka, 2009). Thus, specific upfixes use several 
methods to derive meaning, though they may involve a 
general metaphor related to mental states due to their 
proximity to the head. 

Prior work has established that comic readers do interpret 
emotional meanings from upfixes, beyond their facial 
expressions. Ojha (2013) asked participants to interpret four 
different upfixes (spirals, spikey lines, twirls, sweat drops) 
placed above faces with neutral expressions. When choosing 
between possible interpretations (anger, surprise, confusion, 
agitation), participants identified a variety of emotions for 
each upfix, but most frequently chose the same two 
meanings (surprise: ~38%, agitation: ~38%) regardless of 
the specific upfix. While these results support that upfixes 
contributed to the interpretation of emotion, they contrasted 
the idea that certain upfixes carried specific meanings. In a 
second study, participants were given this same list of 
particular emotions and were forced to choose an upfix 
paired with a neutral face which best represented that 
emotion. Here, interpretations more consistent with the 
specific upfixes appeared (max: 53%), though with a wide 
range for each upfix. Also, no interaction appeared between 
participants’ interpretations and comic reading expertise. 

 
Figure 2. Constraints on the position and agreement of an 

upfix with its associated face/head. 
 
In theoretical work, we have argued that upfixes are not 

simply context-dependent, conventionalized visual tokens 
(Cohn, 2013). Rather, they use an abstract schema encoded 
in the long-term memory of individuals who have acquired 
this visual vocabulary (prototypically, comic readers). 

While conventionalized upfixes are stored in memory, this 
abstract schema is “semi-productive,” allowing for novel 
upfixes using this broader pattern. In addition, this schema 
has certain constraints. It restricts upfixes to a space above 
the head and pushes the emotion of the facial expression to 
“agree” with this graphic sign. Thus, a lightbulb above the 
head to indicate inspiration would make less sense if placed 
beside the head (Figure 2b). It also must accompany a 
happy face, and would be strange if placed above a sleeping 
face (Figure 2c). An even more strained interpretation 
should appear if both constraints are violated, such as when 
a lightbulb appears beside a head and with a sleeping face 
(Figure 2d).  

If upfixes do use an abstract schema, the constraints on 
agreement with the face should be motivated by each 
individual upfix. Within this schema, item-specific 
constraints determine their relationship to the face. For 
example, a lightbulb as an upfix may carry with it 
constraints that it should accompany a happy or inspired 
face, while storm clouds would carry information about 
being associated with a sad face. That is, meaning does not 
come from the face or upfix alone, but out of their 
combination. This interpretation may explain the variety of 
interpretations found in Ojha’s (2013) studies: the upfixes 
had no specific relationship to the neutral facial 
expressions. Essentially, these upfixes “disagreed” with 
their faces, although possibly a “weak” disagreement 
because the faces used neutral expressions rather than 
conflicting emotions. If true, more consistent interpretations 
should arise for upfixes that agree with their matched facial 
expression than those disagreeing with their faces. 

Given these precedents, we sought evidence that comic 
readers store this abstract “upfix schema” in their long-term 
memory—beyond just individual conventions—and that 
restrictions on position and agreement constrain the 
interpretation of these combinatorial signs. Participants 
were presented with faces and conventional and 
unconventional upfixes manipulated like those in Figure 2. 
They rated these images for how “easy they were to 
understand,” and offered an interpretation of their meaning. 

If upfixes do not involve specific constraints, 
manipulations to position or agreement should have little 
effect on their rating or interpretation. In contrast, lower 
ratings to moved or disagreeing upfixes would show that 
such restrictions do affect comprehension. Such findings 
alone would not show evidence for an abstract schema. 
Because of their unfamiliarity, unconventional upfixes 
should lead to lower ratings than to conventional upfixes. If 
these items are indeed fully unconventional and do not 
invoke an abstract schema, then consistent ratings should 
appear across all manipulations. However, if manipulations 
to agreement or position in unconventional upfixes follow 
the same pattern as to conventional upfixes, this would 
provide evidence for an abstract schema, since these 
instances should otherwise be novel and not stored in long-
term memory.  
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Methods 

Stimuli 
We created 32 face-upfix pairs (16 conventional and 16 
unconventional). Our novel upfixes used images that could 
have a logical semantic association (rainbows, pot leaf), a 
fixed meaning (peace sign), or more abstract shapes that 
with no overt meaningful associations (plus signs, circles, 
triangles). Conventional upfixes were: hearts, stars, gears 
turning, an exclamation mark (!), a question mark (?), 
Zzzzs, dollar signs ($), birds and stars, storm clouds, 
bubbles, skull and crossbones, light bulb, spiral and stars, 
scribble, halo, and music notes. Unconventional upfixes 
were: triangles, a flame, a pot leaf, a rainbow, a four leaf 
clover, clouds, a single large water droplet, a fork and knife, 
Xs, plus signs (+), spirals, a peace sign, a sun, ellipses (…), 
sparkles, and circles. 

Normal upfixes were located above the head and had an 
emotion that agreed with the meaning of the face (Figure 
2a). Moved upfixes displaced the sign directly to the right of 
the head, instead of above it (Figure 2b). Disagreeing 
upfixes altered the emotional expression of the face so that 
it disagreed with the upfix (Figure 2c). Finally, Dual 
violations both moved the upfix to the right side of the head 
and altered the emotion so that the face disagreed with the 
upfix (Figure 2d). Altogether, this yielded a 2 
(Conventionality: conventional vs. unconventional) x 2 
(Position: above head vs. beside head) x 2 (Agreement: 
agree vs. disagree) experimental design. We 
counterbalanced stimuli in a Latin Square design with four 
separate lists each containing 32 face-upfix pairs, such that 
each participant would view each type of upfix only once. 
We then created packets containing these stimuli which 
presented them in a randomized order. 

Because meaning might vary based on the relationship 
between upfix and face, our stimuli used a variety of 
different reference types. “No meaning” signs had no 
intrinsic meaning when separated from the upfix, such as 
triangles or scribble. “Fixed” meanings had a symbolic 
meaning outside of their use as upfixes, such as hearts 
(regardless of whether their origins may have been 
metaphoric or metonymic). “Metaphoric” meanings used 
underlying mappings between domains, such as lightbulbs 
or gears (Forceville, 2011; Lakoff & Johnson, 1980), and 
finally “associative” meanings may have had intrinsic 
and/or metonymic meaning, which changed when acting as 
an upfix, such as spiraling birds. Similar emotions (such as 
Happy or Angry/Grumpy) used several different faces, so as 
not to repeat the same face multiple times. 

All normal face-upfix pairs were categorized using a list 
of 25 different emotions/meanings, which was subsequently 
used in analyzing participants’ interpretations to these 
stimuli. These categories were assigned based on knowledge 
of conventionalized upfixes and graphic depictions of 
emotional facial expressions. They included: Happy, 
angry/grumpy, peaceful, love, dizzy/dazed, pain, surprise, 
curious/ unsure, sleepy/tired, drunk, death, greed, thinking, 

lucky, high, hurried, daydreaming, angelic, inspired, hungry 
sad/depressed, singing, confused, or afraid. A final label of 
“other” was used where interpretations were ambiguous or 
unclear.  

Participants 
Seventy-two volunteers (39 males, 33 females, mean age: 
21.5) from the UC San Diego community participated in the 
study. Prior to experimentation, all participants gave their 
informed written consent and filled out the “Visual 
Language Fluency Index” (VLFI) questionnaire used to 
assess their expertise at the visual language of comics by 
asking about the frequency with which they read various 
types of visual narratives (comic books, comic strips, 
graphic novels, Japanese comics, etc.) and drew comics, 
both currently and while growing up.  We then computed a 
“VLFI score” shown to correlate significantly with both 
behavioral and neurocognitive measures (see Cohn, 
Paczynski, Jackendoff, Holcomb, & Kuperberg, 2012). An 
idealized average along this metric would be a 12, with low 
being below 7 and high above 20. Participants on the whole 
had an average fluency, with a mean score of 15.7 (SD = 
9.1, range = 1.75 - 41.25). Data from two participants were 
excluded due to misunderstanding the task. 

Procedure 
Participants were given packets that contained the various 
face-upfix pairings. Beneath each graphic was a row of 
numbers from 1 to 7 where participants circled the rating for 
how easy the meaning was to understand (1 = very difficult, 
7 = very easy). Below this rating, participants were given a 
line where they were asked to write their interpretation of 
the images. The experiment took participants roughly 5 
minutes to complete. 

Data Analysis 
We averaged across participants’ ratings for each type of 
upfix and then calculated the mean rating for each condition 
for each participant, collapsing across items. To investigate 
what participants thought these upfixes meant, we assigned 
participants’ freely given interpretations of the upfixes to 
one of 25 different emotional categories. For example, 
responses like “having an idea”, “eureka!”, and “realizing 
something” were all grouped into the category of “inspired” 
(such as for lightbulb upfixes). We then compared these 
responses against our coding of expected interpretations for 
the upfixes. A participant whose response agreed with the 
predicted interpretation was given a “1” and all other 
interpretations were given a “0.” For each participant, we 
then calculated their mean rate of making the expected 
interpretation for each condition, collapsing across items. 
Ratings and interpretations were analyzed using 2 
(Conventionality) x 2 (Position) x 2 (Agreement) repeated-
measures ANOVAs, followed by t-tests to analyze pairwise 
interactions between conditions. Finally, to investigate the 
role of comic reading frequency on participants’ assessment 
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of the stimuli, mean ratings and accuracies were then 
correlated with each individual’s VLFI score. 

Results 

Ratings 
Analysis of participants’ ratings found main effects of 
Conventionality, Position, and Agreement and interactions 
between Conventionality and Agreement, (all Fs>23.92, all 
ps<.001). A trending interaction appeared between 

Conventionality, Position, and Agreement, F(1,69)=2.97, 
p=.089. No two-way interactions were found between 
Conventionality and Position, or Agreement and Position, 
(all Fs<.776, all ps>.38). 

As depicted in Figure 3a, Conventional upfixes were rated 
higher than Unconventional upfixes, but only those that 
agreed with their faces (Normal, Moved), (all ts>3.9, all 
ps<.001). No differences appeared between Conventional 
and Unconventional upfixes with disagreements, both with 
and without movement (all ts<1.2, all ps>.24). Upfixes 
moved beside the head (Moved, Dual) were rated lower than 
those above the head (Normal, Disagree) for both 
Conventional and Unconventional upfixes (all ts>4.0, all 

ps<.001), though we found only a trending effect between 
Conventional Disagreeing and Dual upfixes, t(69)=1.8, 
p=.08. Finally, faces that disagreed with their upfix 
(Disagree, Dual) were rated lower than those that agreed 
with their upfix (Normal, Moved), (all ts>4.0, all ps<.001). 
However, violations of position on the whole were rated 
higher than those with disagreements, though this effect was 
more noticeable in Conventional upfixes, since no 
difference appeared between Unconventional Moved and 
Disagreeing upfixes (p=.217). 

Participants’ VLFI scores positively 
correlated with the ratings for Normal 
Conventional upfixes, r(68)=.29, p<.05, 
Conventional Moved upfixes, r(68)=.23, 
p=.059, Normal Unconventional upfixes, 
r(68)=.235, p=.051, and Unconventional 
Agreement violations, r(68)=.26, p<.05. 
In all cases, the correlations suggested 
that participants with greater fluency 
gave higher ratings than those with lower 
fluency. 

Interpretations 
Our second analysis focused on 
participants’ interpretations of the face-
upfix pairs. We found main effects for 
Conventionality and Agreement (all 
Fs>20.7, all ps<.001), but not Position, 
(p=.728). We also found interactions 
between Conventionality and Agreement, 
Agreement and Position, and 
Conventionality, Agreement, and 
Position (all Fs>4.2, all ps<.05).  

As depicted in Figure 3b, 
interpretations of Conventional and 
Unconventional upfixes differed the most 
for Normal upfixes, t(69)=4.7, p<.001, 
and Moved upfixes, t(69)=1.97, p=.053. 
No difference in Conventionality arose 
for Disagreeing or Dual upfixes, (all 
ts<1.5, all ps>.144). The lack of a main 
effect of Position suggested that location 
of the upfix alone did not influence its 
meaning as much as Agreement between 
upfix and face. Differences were found 

between positions of Conventional Normal and Moved 
upfixes and between Conventional Disagreeing and Dual 
upfixes (all ts<2.2, all ps<.05). However, Unconventional 
agreeing upfixes (Normal, Moved) were interpreted with the 
same consistency, as were disagreeing upfixes (Disagreeing, 
Dual) (all ts<-.15, all ps>.884). Agreement had a larger 
influence on interpretation of their meaning. Upfixes that 
agreed with their faces (Normal, Moved) were interpreted 
more accurately than those disagreeing with their faces 
(Disagree, Dual), regardless of conventionality (all ts>4.28, 
all ps<.001). 

 
Figure 3. Participants’ (a) ratings and (b) rates of agreeing with expected 

interpretations for manipulated upfixes.  
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Participants’ VLFI scores also correlated with the means 
for the expected interpretation, but only for Conventional 
Normal upfixes, r(68)=.267, p<.05, again showing higher 
agreement for interpretations by participants with greater 
expertise. 

Discussion 
This experiment sought evidence for an abstract 

combinatorial schema within the visual vocabulary used in 
comics. We examined whether “upfixes”—the graphic signs 
that float above character’s heads—are constrained by their 
position above the head and by their agreement with a face’s 
emotion.  

Participants’ ratings suggested that manipulations to 
position and agreement had a significant impact on how 
easy the images were understood. Upfixes that were moved 
beside the head were rated as significantly harder to 
understand than those where the upfix remained above the 
head. An even greater decrement in understandability 
occurred for violations to the agreement of upfix and facial 
expression. Ratings decreased further to dual violations that 
manipulated both of these factors, suggesting a compounded 
effect of violating both constraints. Crucially, these 
manipulations affected the judgment of both conventional 
and unconventional upfixes. If upfixes were simply stored 
as specific instances, then we would expect unconventional 
upfixes to be rated the same no matter their agreement or 
position with the face, since these novel instances would 
have no instantiation in memory. Rather, ratings to 
unconventional upfixes displayed the same pattern as to 
conventional upfixes. This suggests that these constraints 
applied beyond associations made to individual 
conventionalized signs, but rather reflects an abstract 
schema stored in memory.  

Nevertheless, Conventional upfixes were rated higher 
than unconventional upfixes, but only for those that agreed 
with their faces—whether moved or normal. Conventional 
and unconventional upfixes that disagreed with their face 
were rated as equally understandable. These findings 
suggest that conventional upfixes appear just as novel as 
unconventional upfixes when the face disagrees with its 
meaning. That is, conventional upfixes that disagree with 
their face appear “novel.”  

Participants’ interpretations of these upfixes reinforced 
these results. The location of the upfix mattered less in 
participants’ interpretations of upfix meanings than 
agreement. Upfixes that agreed with their face were more 
accurately interpreted than those that disagreed. For these 
disagreeing upfixes (Disagreeing, Dual), conventionality did 
not influence interpretations. As in the ratings, the conflict 
between upfix and face meant that conventional upfixes 
appeared just as novel as unconventional ones, and thus 
were less likely to conform to the expected interpretations 
of their meaning (i.e., the meaning when they were in 
normal position and agreed with their face).  

These results suggest that, despite tapping into an abstract 
schema, conventionality does have an influence, as upfixes 

have item-specific constraints. That is, upfixes on their own 
do not determine the meaning by mere placement above a 
head, but rather each upfix carries specifications for how it 
should contextually relate to an accompanying face. These 
results may therefore inform why interpretations may have 
been less forthcoming for upfixes above neutral faces, as 
found in Ojha’s (2013) study. Neutral faces would 
“disagree” with the upfixes that they accompanied, and thus 
yield more variability of interpretations than if paired with 
agreeing faces. It is also worth noting that, 
methodologically, the present study elicited unprompted 
responses from participants. Yet, interpretations of Normal 
conventional upfixes (67%) were greater than the highest 
rates of interpretation for all upfixes in Ojha’s (2013) study 
(max: 53%) where participants were provided with an 
explicit list of emotions to choose from. Given the fact that 
higher rates of expected interpretations in our study were 
provided by unprompted responses, these results further 
support that comic readers are able to recognize the explicit 
meanings of upfixes when they agree with their faces.  

Overall, agreement appeared to impact the interpreted 
meaning more than position. These results may be caused 
by both the face and the upfix contributing meaningful 
information, which unite to form a combinatorial meaning. 
Their relative position merely connects these two semantic 
components together. Thus, more of the meaning may be 
recoverable when altering the position between upfix and 
face than if those component parts do not agree. This 
indicates that agreement is a stronger constraint on the 
semantics of upfixes than position, though both factor into 
the overall meaning (as indicated by the differences in 
ratings across all manipulations).  

Despite this seeming lack of an influence by upfix 
location, the positional information tested here was fairly 
restricted: for positions above versus beside the head, 
position appears to contribute little dissociable interpretation 
so long as the elements agree with each other. It may be the 
case that other positions carry more semantic weight. As 
discussed, twirls above the head mean something different 
than behind a body (Forceville, 2011), and stars in the eyes 
differ in meaning from those above the head (Cohn, 2013). 
Comparison between visual morphemes where the positions 
carry meaningful contrast may therefore yield different 
results. 

In addition, our correlations with visual language fluency 
scores also suggested that participants with more experience 
reading comics rated upfixes as being more comprehensible, 
even when conventional upfixes were moved or when 
unconventional upfixes disagreed with their face. In these 
cases, proficient comic readers may have been able to use 
their prior knowledge to interpret familiar meanings (as in 
moved upfixes) or to generalize across unfamiliar meanings 
(unconventional normal and disagreeing upfixes). These 
results suggest that knowledge of these particular upfixes, 
and the construction of an abstract upfix schema, is acquired 
as part of a “fluency” in the visual vocabulary used in 
comics (Cohn, 2013). Such findings are consistent with 
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previous work showing that understanding of visual 
morphology increases with age and frequency reading 
comics (Cohn & Maher, 2015; Nakazawa, 2005). 

These results support that upfixes are constrained by 
particular rules, and are not merely memorized on an item-
specific basis. Yet, it remains an open question whether they 
constitute a unique case that uses combinatorial rules or 
whether other visual morphology is constrained by similar 
abstract principles, either within or outside visual narratives. 
In our previous work, we have argued that several elements 
of the visual vocabulary used in comics involve abstract 
schemas and/or morphological processes analogous to those 
in verbal morphology such as affixation, suppletion, and 
reduplication (Cohn, 2013). Would other schema be 
restricted by comparable constraints, or are upfixes an 
isolated case? Further study on these visual vocabulary 
items (both within and across cultures’ unique graphic 
conventions) would need to investigate these possibilities.  

It is also unclear through this experiment what sort of 
cognitive processes might guide these combinations. Given 
the broad analogy between verbal and visual morphology, it 
is worth asking whether combinatorial principles in both of 
these domains draw upon similar underlying cognitive 
resources, or whether these constraints require domain-
specific processing. While this analogy between the 
“morphology” of verbal and visual languages does not 
necessarily predict shared cognitive mechanisms (Cohn, 
2013), similar neurocognitive responses are evoked by 
violations to the “grammar” of sequential images as by 
violations of syntactic structure in sentences (Cohn, 
Jackendoff, Holcomb, & Kuperberg, 2014; Cohn et al., 
2012; Sitnikova, Holcomb, & Kuperberg, 2008). Thus, it is 
not inconceivable to posit that combinatorial rules used to 
construct the units within such sequences—the morphology 
of words or images—may also recruit similar cognitive 
processing. Indeed, neurocognitive responses similar to 
those shown to language have appeared in research on 
motion lines in visual narratives (Cohn & Maher, 2015) and 
the processing of natural scenes (Võ & Wolfe, 2013), which 
has already suggested the potential for such overlap. 

 Altogether, these findings provide initial support for 
combinatorial principles underlying the comprehension of 
visual morphology. These results suggest that the 
construction of meaning in the graphic form—at least in the 
structure conventionally used in comics—uses complexity 
beyond recognizing individual visual signs. Rather, “fluent” 
readers may generalize across conventional items to derive 
novel meanings from an abstract schema stored in memory 
for graphic meanings above the head. 
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Abstract 

Much of what we believe to know, we know through the 
testimony of others (Coady, 1994). Whether the resultant 
beliefs constitute knowledge or erroneous beliefs 
consequently rests directly on the reliability of our sources. 
While there has been long-standing evidence that people are 
sensitive to source characteristics, for example in the context 
of persuasion, exploration of the wider implications of source 
reliability considerations for the nature of our beliefs has 
begun only fairly recently. Likewise, much remains to be 
established concerning what factors influence source 
reliability. In this paper, we examine, both theoretically and 
empirically, the implications of using message content as a 
cue to source reliability.  

Keywords: evidence, argument, source reliability, 
epistemology, Bayesian models 

Introduction 
When we form or change our beliefs about the world, we 
draw in large part on other people’s claims. Most of us have 
neither the technical knowledge nor the resources to 
rigorously test advertisers’ claims about their products, 
doctors’ claims about their treatments, lawyers’ claims 
about their cases, and so on. Unsurprisingly, then, 
researchers across disciplines have considered descriptive 
questions of how we use information about claims and their 
sources in the context of persuasion (see e.g., the review by 
Pornpitakpan, 2004) or in the context of child development, 
(see e.g. Matsui & Fitneva (2009), for example. Research 
has also considered normative questions surrounding how 
we should revise beliefs given that our information sources 
in the real world are typically less than fully reliable (e.g., 
Bovens & Hartmann, 2002, 2003).  

A large body of research on persuasion within social 
psychology treats claims and sources as largely separate 
components. In particular, the Elaboration Likelihood 
Model (ELM) by Petty & Cacioppo (e.g. Petty & Cacioppo, 
1984, 1986) associates evaluation of source characteristics 
and message content with two different routes to persuasion: 
one of them associated with ‘analytic processing’ (focused 
on content) and one of them associated with ‘heuristic’ 
processing. Source considerations are assigned to the 
heuristic route: People are believed to rely on the 
(superficial) criterion of source considerations in contexts of 
‘low personal involvement’, and to process the content of 

persuasive messages only when they are directly invested in 
the issue under debate.  

To be sure, on this view, these two components – source 
reliability and message content - may interact in some way. 
In some contexts of high personal involvement, according to 
the ELM, people may treat source reliability as an additional 
cue (Brinol & Petty, 2009; Petty & Cacioppo, 1984). But, 
fundamentally, these two aspects of communicative 
messages are viewed as separate. Accordingly, there is 
much focus on the personal attributes that make people 
credible sources (for a review see e.g., Pornpitakpan, 2004).  

This contrasts starkly with the normative perspectives 
adopted in recent work on formal epistemology (e.g., 
Bovens & Hartmann, 2002, 2003; Olsson, 2005) and 
argumentation theory (e.g., Hahn, Harris & Corner, 2009; 
Hahn, Oaksford & Harris, 2012). This work takes as its 
point of departure a Bayesian, probabilistic framework for 
thinking about normative questions concerned with 
knowledge and belief on the grounds that Bayesian 
inference is demonstrably optimal under certain conditions 
and serves to minimize the (in) accuracy of our beliefs (see 
e.g., Rosenkrantz, 1992; Leitgeb & Pettigrew, 2010a, 
2010b; see also Hahn, 2014, for a review and wider 
discussion).  

From a normative, Bayesian perspective source 
considerations should arguably always play a part. Failing 
to take into account the reliability of an evidential source 
will lead to mis-calibration of our beliefs. Moreover, given 
the inherently multiplicative nature of belief revision via the 
application of Bayes’ rule, claims and sources will 
normatively interact in subtle ways.  

On the empirical side, there is some initial evidence that 
in argument evaluation, even with fictitious scenarios that 
should promote conditions of ‘low personal involvement’ 
from the perspective of the ELM, people are, in fact, 
sensitive to both message content and message source, and 
their judgments of argument strength show not just main 
effects of message strength and source reliability, but also 
statistical interactions between these two factors (Hahn, 
Harris & Corner, 2009). They are thus, at least qualitatively, 
descriptively in keeping with a Bayesian perspective.  

Normatively, philosophers have been examining the 
implications of simple Bayesian models of source reliability 
for a number of fundamental epistemological issues, such as 
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the extent to which coherent evidence (that is, multiple 
pieces of evidence that ‘hang together’) is more likely to be 
true than less coherent evidence (see e.g., Olsson, 2004; 
Bovens & Hartmann, 2003) or whether witnesses whose 
testimony coheres are also more likely to be reliable (see 
e.g., Olsson & Schubert, 2007). It turns out that explicitly 
taking source reliability into account gives rise to often 
surprising and counter-intuitive results: normatively, diverse 
evidence (e.g., evidence from independent sources) is not 
always more compelling (Bovens & Hartmann, 2003); 
groups of communicating agents may exhibit belief 
polarization within the group (Olsson, 2013; see also Hahn 
& Harris, 2014); and sensitivity to source characteristics 
may lead agents to assign higher probability (subjective 
degree of belief) to the conjunction of two claims than to the 
less probable of the two. This potentially provides an 
alternative account of the conjunction fallacy (see Bovens & 
Hartmann, 2003; but see also Jarvstad & Hahn, 2011, for an 
experimental evaluation; on the conjunction fallacy itself, 
see Tversky & Kahneman, 1982).  

The formal, Bayesian models that underlie these 
explorations share a fundamental assumption about source 
reliability and the content of what the source is 
communicating, namely that these two components interact 
in a bi-directional fashion. On the one hand, the reliability 
of the source moderates the evidential impact of the 
message content and this is normatively unquestionable. On 
the other hand, however, message content is taken to 
provide evidence about the reliability of the source. 
Effectively, hearing someone say something implausible or 
unexpected (e.g., ‘the Earth is flat’) leads to a reduction in 
the probability that they are reliable. In Bovens and 
Hartmann’s simple model, a situation of testimony is cast as 
illustrated by the simple Bayesian Belief Network (see e.g., 
Pearl, 1999) of Fig. 1 below. 

 

 
Fig 1. A simple model of source reliable from Bovens and 

Hartmann (2003). See text for description.  
 
A source provides us with a report (represented in the 

network by the binary report variable REP) whose state 
depends on both the underlying state of the world that the 
recipient of this piece of testimony is interested in 
(represented by the node HYP, for ‘hypothesis’) and the 
reliability of the source (represented by the binary variable 
‘REL’). In the case where the source is reliable the source 

simply reports the truth; if the source is unreliable the 
source acts like a ‘randomizer’, effectively flipping a coin in 
order to determine whether to assert the truth or the falsity 
of what is being reported (though different degrees of bias 
toward positive or negative reports can be modeled as well; 
see Bovens & Hartmann, 2003, for details). Upon hearing a 
particular report, the recipient in possession of this model 
will simultaneously revise both her belief in the hypothesis 
and her belief in the reliability of the source. On hearing an 
unexpected message (P(HYP) < .5), reliability P(REL) will 
be revised downward, as in the flat Earth example above. 
On hearing a plausible, expected, message (P(HYP) > .5), 
belief in the source’s reliability will go up. 

This is undoubtedly a very simple model of source 
reliability, and in real world contexts there will often be 
other cues to reliability that an agent might consider. 
Furthermore, an agent might have more elaborate theories 
(models) of the way the source will respond if unreliable. It 
should be born in mind, however, that the less one knows 
about those one is interacting with, the more appropriate a 
minimal model such as Bovens and Hartmann’s might be.  

In the model of Olsson (developed by Olsson and 
Angere), which figures in recent agent based simulations 
(e.g., Olsson, 2012; Olsson & Vallinder, 2013), agents 
likewise use message content to revise their beliefs about 
both the claim and the reliability of the source. The model is 
slightly more complex than Bovens and Hartmann’s (2003) 
in that reliability is represented by a distribution over 
possible reliability profiles, which, once again, is updated 
via Bayesian inference. The more important difference 
between the two models, however, lies in how 
‘unreliability’ is captured.  

In Bovens and Hartmann’s model ‘unreliability’ means 
uncorrelated with the truth, so that the resultant report from 
a maximally unreliable source is simply uninformative with 
respect to truth or falsity. In contrast, in Olsson and 
Angere’s model, ‘uninformativeness’ is simply one point 
along a continuum that extends downward to ‘anti-
reliability’, that is, a situation where a source’s report is 
taken to be negatively correlated with the truth. When faced 
with an anti-reliable source, the normative response is to 
take the report as evidence of the opposite of what is being 
asserted in the report: in the simplest case, upon hearing a 
systematic liar telling one the desired destination lies to the 
left, one should rationally turn right.  

Both of these accounts then assume a simple model of 
what it means to be reliable/unreliable and how this is 
related to content characteristics. Given either underlying 
model, inference both about hypothesis and reliability 
proceed in a subjectively rational, Bayesian fashion. 

Furthermore, both models reflect the fundamental fact 
that, in the real world, we must not only infer the truth or 
falsity of various claims about the world, but we must also 
infer the reliability of our sources. Even when we are 
reasonably familiar with a given source, we have only 
partial information about its reliability, and our estimates of 
its reliability may change through time. In other words, we 
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do not encounter evidential sources with their reliability 
conveniently pre-attached and immutably fixed.  

Together the models raise an empirical question about 
what it is that real people do: Do people actually use 
message content to revise their beliefs about a source, and, 
in particular, do they do so even in a minimal context where 
there is no other information? And, if they do so, do they 
use message content both to revise upwards beliefs about 
reliability and to revise them downwards? And, finally, 
under what circumstances, if any, are they willing to 
consider unreliable sources to be anti-reliable. That is, do 
message-based downward revisions in beliefs about 
reliability bottom out at simply considering the source to 
maximally uninformative? Or can the testimony of a 
maximally unreliable source be used to revise beliefs in the 
opposite direction from what is being claimed?  

These questions are of interest for a number of reasons. 
First, if simulation results with these models are to figure in 
explanations of actual human behavior, their basic 
assumptions must have at least some degree of 
correspondence to actual human responding. Second, many 
of the questions these models are being used to address are 
not just fundamental questions concerning human 
rationality, but also questions of practical, societal 
importance. Belief polarization, in particular, whereby 
collectives might find themselves split into groups of ever 
more extreme, diametrically opposing views, arguably poses 
a challenge for any collective that must function as a 
collective (for a discussion of belief polarization in US 
politics, see Mann & Ornstein, 2012). Polarization, 
however, may ensue rapidly once opponents, say, for 
example, Republican and Democrat supporters, take 
evidence offered by the other group to actually, anti-
reliably, be evidence to the contrary. It thus matters greatly 
from a practical perspective, whether anti-reliability requires 
special kinds of evidence, or whether it might arise simply 
from the fact that the content of communications seems 
unexpected.  

To test these questions, we conducted a simple scenario- 
based study that explored belief change both for a simple 
claim and for the reliability of a source providing 
testimonial evidence for that claim. The study manipulated 
claim expectedness by varying claims in such a way as to 
likely fit or violate participants’ prior beliefs, making use of 
a simple dichotomy of ‘expected’ (e.g., drinking lots of 
fluids is a good treatment for severe cough) versus 
‘unexpected’ (e.g., valium is a good treatment for severe 
cough). It also manipulated source reliability through 
expertise and trustworthiness: reliable sources had 
demonstrable expertise and trustworthiness (e.g., a clinical 
nurse specialist discussing cough treatment); unreliable 
sources lacked expertise and trustworthiness (e.g., a drug 
addict discussing the same).  

This allowed us to examine both the effects of reliability 
on beliefs in the claims, and effects of claim content on 
perceived reliability. Participants performing the claim 
belief task read an initial claim, before seeing the claim 

again in the mouth of a source. They gave two ratings of 
claim convincingness: the first, of the initial claim; the 
second, after imagining themselves hearing the claim as 
testimonial evidence from the source. Participants 
performing the source reliability task read initial source 
information, before seeing that source assert a claim. They 
gave two ratings of source reliability: the first, based simply 
on a description of the source, the second, a (potentially) 
revised opinion in light of what the source had said.  

Sources could be reliable or unreliable, and claims could 
be expected or unexpected. Participants saw multiple 
scenarios, but in one condition (i.e., factorial combination of 
expectedness and reliability) only.  

The main hypotheses, following on from Bovens and 
Hartmann’s and Olsson and Angere’s models, are 

For belief change:  
 

(1) Reliable sources should increase belief in a 
claim.  

(2) Unreliable sources should decrease belief in a 
claim.  

 
And for source reliability:  

(3) Expected claims should increase source 
reliability  

(4) Unexpected claims should decrease source 
reliability.  

 
Prediction (1) tests an assumption common to both Bayesian 
models. Prediction (2) captures the essence of source anti-
reliability: low source reliability can decrease belief in a 
claim. This prediction is a first pass at testing for source 
anti-reliability and at distinguishing between competing 
models. To recapitulate, for Bovens and Hartmann (2003) 
unreliable sources should not bring about belief change; for 
Olsson and Angere (Olsson, 2012; Olsson & Vallinder, 
2013), unreliable sources should decrease belief. Predictions 
(3) and (4) test the models’ shared assumptions that aspects 
of the claim will affect perceptions of source reliability.  
 

Methods 
The study followed a 2x2 between-subjects design. There 
were two experiments involving the same basic scenarios, 
one asking about belief in the claim, and the other asking 
about the reliability of the source. Both used the same 
factors, claim expectedness and source reliability, and 
essentially the same materials, differing only in the 
evaluation question asked of the participant. We report these 
as Experiment 1 and 2. In Experiment 1, the dependent 
measure was belief in a particular proposition (claim). In 
Experiment 2, the dependent measure was perceived source 
reliability. Each participant took part in only one 
experiment, providing ratings for either sources or claims.  
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Participants 
Experiment 1 Participants (N = 91; 45 women) completed 
online surveys posted on a US-hosted website for academic 
research (http://psych.hanover.edu/research/exponnet.html) 
 
Experiment 2 Participants (N=131; 80 women) completed 
online surveys posted on the same website. 
 
Materials & Procedure 
Experiment 1 Beliefs in Claim. Participants saw items 
about six topics. Each item took the following form: an 
initial claim (expected, unexpected), which participants 
rated on a scale; then the claim presented again with source 
information (reliable, unreliable), which participants rated 
on the same scale. See, for example, the following item, an 
unexpected claim from a reliable source:  

 
Initial claim:   
One of the best remedies against a severe cough is 
valium.  
 
Repeated claim:  
Now imagine that Michael, who is a clinical nurse 
specialist, told you the following: ‘One of the best 
remedies against a severe cough is valium’.  
 
After both the initial and repeated claims, participants 

were asked to rate the claim ‘One of the best remedies 
against a severe cough is valium’. The ratings scale was 
glossed as ‘how convincing is the claim from 0 (not at all 
convincing) to 10 (completely convincing)?’ Each 
participant saw a script with six items; half saw the script 
with the item order reversed to control for order effects.  

The materials comprised the following claims, listed here 
in the order <unexpected, expected>: 1) [valium/hot and 
cold liquids] are one of the best remedies for severe coughs; 
2) an oven’s [variable/constant] temperature makes it 
perfect for baking bread; 3) a horse with a [bad/good] record 
against a competitor will win; 4) the maximum June 
temperature in Stockholm in 2013 was [15/23 degrees]; 5) a 
car (a particular type of Range Rover) has [no problems/has 
problems with electricity and cheap/expensive parts]; and 6) 
that a nightclub in [Detroit/Ibiza] has the reputation for 
being one of the best in the world.  

The sources were as follows, listed in the order 
<unreliable, reliable>: for the cough remedy, a drug addict 
or a clinical nurse specialist; for the oven, an oven 
salesperson working on commission or a professional baker; 
for the horse race, a junior sports report with a poor record 
predicting recent wins or a senior sports reporter with a 
good record predicting recent wins; for the June 
temperatures, a 5-year-old with a toy weather station or a 
retired meteorologist; for the car, a used car salesperson or a 
car enthusiast; for the night club, a house-wife with 3 
children who enjoys knitting or a professional DJ and 
frequent club-goer.  
 

Experiment 2. Perceived Reliability. Participants saw 
items on the same six topics. Each item took the following 
form: initial presentation of the source (reliable, unreliable), 
which participants rated on a scale; the source presented 
again with an argument (expected, unexpected), with 
participants rating the source again. See, for example, the 
following item, an unreliable source with an unexpected 
claim:  

 
Initial source:  
Michael is a drug addict.  
 
Claim:  
Now imagine that Michael told you the following: ‘One of 
the best remedies against a severe cough is valium.’ 
 

After each, participants rated the source’s reliability. The 
ratings scale was glossed as ‘how reliable do you think 
[source – e.g. Michael] is, from 0 (not at all reliable) to 10 
(completely reliable)?’ No definition of ‘unreliable’ was 
provided. As above, each participant saw a script with six 
items; half saw the script with the item order reversed to 
control for order effects. Both the source information and 
the claims were the same as in Experiment 1.  

Results  
The analysis for Experiments 1 and 2 followed the same 
pattern. Change scores were created by subtracting the 
initial item rating from the final item rating. These were 
then averaged across items (scenarios) to create a mean 
change score for each participant. For a summary of the 
descriptive statistics, see Figures 2 and 3 below (p. 5). This 
section treats the predictions in turn: Experiment 1 
addresses predictions (1) and (2); Experiment 2 addresses 
predictions (3) and (4).  

Experiment 1: Beliefs in Claim. 
(1) Reliable sources should increase belief in a 

claim.  
(2) Unreliable sources should decrease belief in a 

claim.  
 
An independent-samples t-test first showed that change 

scores differed significantly for reliable and unreliable 
sources (t(89)= – 8.19, p < 0.001): the mean difference was 
-2.63, BCa 95% CI [-3.26, -1.99]. Scores for reliable 
sources changed by 1.9, BCa 95% CI [1.45, 2.41]; scores 
for unreliable sources changed by -0.72, BCa 95% CI [-
1.16, -.28]. One-sample t-tests confirmed that the scores for 
reliable sources were significantly above zero, that is, that 
they significantly increased (t(41) = 8.32, p < 0.001); and 
that the scores for unreliable sources were significantly 
below zero, that is, that they significantly decreased (t(48) = 
-3.25, p = 0.002). The data, therefore, support both 
hypotheses (1) and (2): reliable sources can increase belief 
in a claim; unreliable sources can decrease belief in a claim.  
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Experiment 2: Perceived Reliability 
(3) Expected claims should increase source 
reliability  
(4) Unexpected claims should decrease source 
reliability.  

An independent-samples t-test (equal variances not 
assumed) showed that change scores differed significantly 
for expected and unexpected claims (t(129) = -7.46, p < 
0.001): the mean difference was -1.59, BCa 95% CI [-2.01, -
1.17]. Scores for expected sources changed by 0.45, BCa 
95% CI [0.18, 0.7]). Scores for unexpected claims changed 
by -1.14, BCa 95% CI[-1.5, -0.83]. One-sample t-tests 
confirmed that the scores for expected claims were 
significantly above zero, that is, that they significantly 
increased (t(47) = 3.21, p < 0.002); and that the scores for 
unexpected claims were significantly below zero, that is, 
that they significantly decreased (t(82) =  -7.09, p < 0.001). 
Thus the data support predictions (3) and (4). Expected 
claims increase source reliability; unexpected claims 
decrease it. 

 
Figures 2 and 3 show belief change for the claim (Fig. 2) 
and reliability of the reporting source (Fig. 3).  
 

 
 
Figure 2: Mean change in ratings of claim convincingness; 
error bars are standard error of the mean 
 

 
 
Figure 3: Mean change in ratings of reliability of the source; 
error bars are standard error of the mean.  

Discussion 
This study is, to the best of our knowledge, the first to test 
and find support for the view that there is a two-way street 
between claims and sources. Not only do sources affect 
people’s response to claims; claims affect people’s 
judgments of a source’s reliability.  

These data also serve to distinguish between alternative 
models of source reliability. As we have seen, these models 
principally differ with respect to unreliable sources. In 
Bovens and Hartmann (2003) an unreliable source is taken 
to be uninformative with respect to the truth of a claim, so 
that reports from an unreliable source cease to have any 
impact on an agent’s beliefs. Olsson and Angere (e.g., 
Olsson, 2012), in contrast, invoke source anti-reliability: 
fully unreliable sources should make people actively 
disbelieve the claim. Our results suggest that, at least in 
some circumstances, people are happy to consider sources 
anti-reliable, even in minimal contexts such as the ones we 
studied.  

Future work should examine the belief dynamics we find 
here with richer, more naturalistic materials and tasks. In the 
experiments reported here, participants performed repeated, 
explicit judgments in a single condition on simple claims in 
minimal contexts. All of these aspects could be varied for a 
fuller picture of these belief dynamics. To name but a few 
examples, future experiments could vary the way in which 
participants respond – say, by minimizing the number of 
items that a participant responds to or by changing the 
response method – and contexts could also be fleshed out to 
reflect real-world judgments more closely.  

Similarly, the real world – and especially politics – 
provides a wealth of contexts in which beliefs are polarized 
(see, e.g., Mann & Ornstein, 2012). People at opposing 
poles are natural candidates for source anti-reliability. It 
would be of interest to investigate the belief dynamics we 
have discussed here in such real-world contexts.  
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Abstract 

Despite the impressive amount of financial resources invested 
in carrying out large-scale brain simulations, it is 
controversial what the payoffs are of pursuing this project. 
The present paper argues that in some cases, from designing, 
building, and running a large-scale neural simulation, 
scientists acquire useful knowledge about the computational 
performance of the simulating system, rather than about the 
neurobiological system represented in the simulation. What 
this means, why it is not a trivial lesson, and how it advances 
the literature on the epistemology of computer simulation are 
the three preoccupations addressed by the paper. 
 
Keywords: Large-scale neural simulations; epistemology of 
computer simulation; target-directed modeling; neuromorphic 
technologies 

Introduction 

In the last twenty years or so, several research groups have 

been working on large-scale brain simulations. In the face of 

the impressive amount of financial resources invested in 

such projects, it is controversial what the payoffs are of 

carrying out large-scale brain simulations. The present paper 

explores this issue, asking: Currently, what do scientists 

learn from designing, building, and running large-scale 

neural simulations? One plausible answer is that at least for 

some such simulations scientists learn about the 

computational performance of the simulating system. 

Plausible as it sounds, the significance of this answer 

should not be downplayed, for at least two reasons. First, 

most work in the epistemology of computer simulation 

overlooks or downplays the computational and material 

aspects of computer simulation. But learning about the 

computational performance of a machine is far from trivial. 

Second, the kinds of neural simulations examined in this 

paper involve an interesting set of practices that have not 

been adequately discussed in the epistemology of modelling 

and computer simulation. 

In particular, these simulations have two kinds of targets: 

one target is a real neural system, which is represented in 

the simulation; the other target is the computing system 

itself, which is not represented in the simulation but studied 

both directly and through complicated inferences. If this is 

correct, then two interesting conclusions follow. (1) When 

scientific models and computer simulation are employed to 

gain new knowledge, it is not always knowledge about their 

represented target systems that is sought. For some neural 

simulations, the real neural system that one tries to represent 

is not the system about which one wants to learn. (2) Some 

neural simulations imitate some features of a real neural 

system (i.e., their representational target) not in order to 

serve as surrogates that are investigated to gain new 

knowledge about the brain. Rather, these neural simulations 

imitate some features of a real neural system in order to gain 

useful knowledge about the simulating system itself. 

While claim (1) concerns the type of knowledge one may 

want or hope to acquire with computer simulation, claim (2) 

concerns one possible representational function of computer 

simulation. 

 

Large-scale Neural Simulations: Aims and 

Prospects 

For many large-scale neural simulations, a simulating 

system implements some algorithm that finds solutions to 

mathematical equations that are believed to describe the 

dynamics and pattern of connectivity of a large number 

(e.g., over a million) of neurons and synapses (for reviews 

Brette et al. 2007; de Garis et al. 2010; Goertzel et al. 2010; 

Eliasmith & Trujillo 2014). 

A large-scale neural simulation is a type of computer 

simulation. Computer simulation can be characterised 

broadly as “a comprehensive method for studying systems,” 

which “includes choosing a model; finding a way of 

implementing that model in a form that can be run on a 

computer; calculating the output of the algorithm; and 

visualizing and studying the resultant data” (Winsberg 

2013). Accordingly, some real-world system should be 

picked as the representational target of the computer 

simulation; some mathematical equations should be chosen, 

which are believed to model (some aspect of) the behavior 

of the target system; and an appropriate simulating system, 

consisting of both hardware and software components, 

should be used to implement the mathematical model. 

In line with much of the philosophical literature, where 

models and simulations are understood as serving as 

representations of some system about which one wants or 

hopes to gain knowledge (e.g., Humphreys 2004; Parker 

2009; Grüne-Yanoff & Weirich 2010; Weisberg 2013), 

Winsberg (2013) claims that the entire process constituting 

computer simulation is “used to make inferences about the 

target system that one tries to model.” 

The claim also coheres with the stated aims of many 

large-scale neural simulations. For example, the Blue Brain 

Project set out to “simulate brains of mammals with a high 

level of biological accuracy and, ultimately, to study the 

steps involved in the emergence of biological intelligence” 

(Markram 2006, 153). The objective of carrying out certain 

large-scale neural simulations is to understand why and how 
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many different ion channels, receptors, neurons, and 

synaptic pathways in the brain contribute to different brain 

functions and to emergent, intelligent behavior (158). The 

aim of Izhikevich & Edelman’s (2008) simulation of a 

million spiking thalamo-cortical neurons and half a billion 

synapses was analogous. They explained that “[o]ne way to 

deepen our understanding of how synaptic and neuronal 

processes interact to produce the collective behavior of the 

brain is to develop large-scale, anatomically detailed models 

of the mammalian brain” (3597). Similarly, the objective of 

Eliasmith and colleagues’ (2012) 2.5 million neuron 

simulation was to understand why and how the robust and 

rapid flexibility of biological systems can be generated from 

a unified set of neural mechanisms. 

Despite significant differences, the aim shared by these 

projects is to use large-scale neural simulations to 

understanding of how and why brains’ multi-scale, complex 

organization generates different brain functions and 

emergent cognitive phenomena. This aim may be reached. 

Yet, it is far from uncontroversial that, currently, a large-

scale neural simulation is a fruitful approach to addressing 

questions about why and how neurons and synapses’ 

dynamics generate different brain functions and cognitive 

phenomena (Mainen & Pouget 2014). 

Commenting on this approach, Carandini (2012) argues 

that, currently, “putting all of the subcellular details (most of 

which we don’t even know) into a simulation of a vast 

circuit is not likely to shed light on the underlying 

computations” (509). If the underlying neural computations 

are not understood, there is little hope to learn how and why 

neural circuits generate different brain functions and 

cognitive phenomena. In a similar vein, Sporns (2012) 

points out that the success of projects like Markram’s Blue 

Brain “depends on knowledge about the organization of 

neurons and molecules into complex networks whose 

function underpins system dynamics” (168). Such 

knowledge is currently sparse and not easily incorporable 

into large-scale neural simulations. So, it is doubtful that, 

currently, carrying out large-scale neural simulations is a 

fruitful approach to learn about the neurobiological systems 

represented in the simulation. 

 

Brains and Computational Performance 

More plausible is that, currently, from at least some large-

scale neural simulations, scientists gain knowledge about 

the computational performance of the simulating system 

itself, rather than about the neural system that the simulation 

represents. 

Simulating systems are computing systems comprising 

both software and hardware components. They include a 

computational architecture and a set of algorithms 

formulated as computer programs that can be executed on 

concrete computing machines. The computational 

performance of the simulating system depends on a complex 

combination of properties of its architecture, of the 

algorithms it uses, the programs it executes, and of the 

materials and technological devices of which it is made. 

Three dimensions on which computational performance 

can be assessed are: the time it takes for the computing 

system to carry out a given task, the maximum number of 

tasks that can be completed by the system in a given time 

interval, and the electrical power it takes for the system to 

carry out a task. 

The total time required for a computing system to 

complete a task is called execution time. One way to 

measure the execution time of a program is in terms of clock 

period, which is the time length (in nanoseconds) of a cycle 

of the clock built into the system that determines when 

events take place in the hardware. The clock rate (in hertz) 

is the inverse of the clock period. Increasing computational 

performance for a given program requires decreasing its 

execution time, which may be tackled as an engineering 

problem—viz. as the problem of reducing the clock 

period—or as a computational problem—viz. as the 

problem of designing a more efficient computational 

architecture or more efficient algorithms and programs. 

The number of tasks that can be completed per unit time 

by a computing system is called throughput. If we focus on 

the communication channels of a computing system, then 

the maximum throughput of a channel is often called 

bandwidth (measured in bits of data/second). The amount of 

time it takes for a communication channel to become 

unoccupied so that it can allow for data transfer is called 

latency. The available bandwidth of a communication 

channel is a limited resource, and should be used sparingly. 

The greater the bandwidth capacity, or the lower the latency 

of the communication channels, the more likely it is that the 

system displays better computational performance. The 

throughput, bandwidth, and latency of a computing system 

are a complex function of the physical medium being used 

for communications, the system’s wiring architecture and 

the type of code used for programming. 

The microprocessors of computing systems dissipate 

heat. Heat must be removed from a computing system; else, 

its hardware components will overheat. Conserving power 

and avoiding overheating, while improving computational 

performance, have led computer scientists and engineers to 

explore novel architectures, hardware technologies, software 

solutions and programming languages for highly-efficient 

computing systems. 

There are two reasons why carrying out a computer 

simulation of a large number of neurons and synapses can 

yield non-trivial knowledge of the computational 

performance of the simulating system. First reason: brains 

can be understood as computational systems, which can be 

used to set a real biological benchmark for artificial 

computing systems’ performance. Second reason: 

scalability, which indicates how efficient an application is 

when using increasing numbers of parallel processing units 

or amount of computational resources. 

If the brain is a computing system, then it displays high 

performance in the face of low power consumption and 

small size. On average, the human brain weighs around 

1.3 to 1.5 Kg, is constituted by about 100 billion neurons 
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and around 100 trillion synapses, and its volume is about 

1,400 ml. For carrying out its computations, it consumes 

energy at a rate of about 20 watts. Brains’ computational 

architecture and style of computing are very different from 

those of modern artificial computing systems. Modern 

artificial computing systems possess von Neumann 

architecture and have stored programs, which are typically 

implemented in digital, serial, synchronous, centralized and 

fast microcircuits. By contrast, biological brains possess a 

non-von Neumann, multiscale, network architecture; they 

have distributed computational units, which carry out 

mixed-mode analog-digital, parallel, asynchronous, slow, 

noisy, computations (Montague 2007; Piccinini & Bahar 

2013). 

Available information about general computational 

features of biological brains can provide one basis for 

benchmarking the performance of artificial computational 

systems along some dimension of interest like power 

consumption or scalability. Comparing the computational 

performance of the simulating system in a large-scale neural 

simulation to that of its neurobiological target along some 

dimension of interest allows scientists to learn about why 

and how certain features of the simulating system (e.g., its 

network architecture, its materials) impact its performance 

relative to that dimension. 

What about scalability? Although it is problematic to 

precisely define ‘scalability,’ the term is generally used in 

computer science to denote the capacity of a multiprocessor 

parallel computing system to accommodate a growing 

number of processing units or to carry out a growing 

volume of work gracefully (Hill 1990). Scalability is a 

desirable feature of a computing system because it allows 

for hardware or software components to be added in the 

system without outgrowing it. Two more specific notions, 

helpful to assess the performance of a large-scale 

simulation, are those of strong scaling and weak scaling, 

which denote respectively the capacity of a system to reduce 

execution time for solving a fixed-size problem by adding 

processors, and the capacity to keep execution time constant 

by adding processors so as to accommodate additional 

workload. Assessing strong scaling is particularly relevant 

to learning about why some program takes a long time to 

run (something that is CPU-bound). Assessing weak scaling 

is particularly relevant to learning why some program takes 

a lot of memory to run (something that is memory-bound). 

Lack of scalability in large-scale neural simulation can 

indicate that the architecture of the simulating system 

cannot effectively solve problems of a certain size that 

biological brains can solve quickly. It can indicate that 

adding more simulated neurons and synapses to the 

simulating system is not an efficient strategy to execute a 

certain program more quickly, as the communication costs 

would increase as a function of the number of processors 

added to the system. It can also indicate that the power 

consumption required by a system that grows larger is too 

costly. So, by taxing an artificial computing system by 

simulating millions of neurons and synapses, scientists can 

learn about trade-offs between memory, computation, and 

communication in a certain computational architecture. 

 

Brains, simulations, and neuromorphic devices 

Learning about the computational performance of a 

computing system can be important for developing 

neuromorphic technologies. Neuromorphic technologies are 

devices for information processing and data analysis that 

aim to approximate the computational architecture and style 

of computing of biological brains. Such technologies 

include vision systems, auditory processors, multi-sensor 

integrators, autonomous robots, and tools for handling and 

analysing large amount of data (Indiveri & Horiuchi 2011). 

SyNAPSE (Systems of Neuromorphic Adaptive Plastic 

Scalable Electronics) is an on-going research program 

funded by the U.S. Defense Advanced Research Projects 

Agency (DARPA). “The vision for the SyNAPSE program 

is to develop electronic neuromorphic machine technology 

that scales to biological levels” (DARPA BAA08-28). This 

research program aims to develop electronic technology 

with similar computational performance to the mammalian 

brain in terms of size, speed, and energy consumption. 

Under the SyNAPSE program, Preissl and colleagues 

(2012) carried out a computer simulation of a very large 

neural circuit with the ultimate goal of exploring how 

closely one can “approximate the function, power, volume 

and real-time performance of the brain within the limits of 

modern technology” (10). The representational target 

system of their simulation was a network comprising 65 

billion neurons and 16 trillion synapses, which imitated the 

largest known wiring diagram in the macaque monkey’s 

brain. This biological target was modelled as a network of 

neurosynaptic cores containing digital integrate-leak-and-

fire neurons. 

The simulating system involved a 16-rack Blue Gene/Q 

supercomputer of 16,384 to 262,144 CPUs and 256 TB of 

main memory, and Compass, a multi-threaded, massively-

parallel software, which enabled the simulation of billions 

of neurosynaptic cores operating in a parallel, distributed, 

and semi-synchronous fashion. 

The modelling choices of Preissl and colleagues were 

congenial to the pursuit of an engineering goal. The 

neurons, synapses, and axons in their simulation were 

modelled as event-driven (asynchronous), digital, integrate-

leak-and-fire circuits. The leaky integrate-and-fire model is 

one of the simplest models of spiking neurons. Given its 

lack of biophysical detail, the range of phenomena that this 

model can address is limited. Nonetheless, the model is 

analytically solvable and relatively easy to implement in a 

computer simulation. For many integrate-and-fire neurons 

models, the model fits nicely with an event-driven 

simulation, whereby all operations in the simulation are 

driven by neural spike events, which is generally well suited 

to decrease computational time and minimize memory load. 

The inter-core pattern of connections embodied in Compass 

imitated the macaque’s neural wiring. The relationship 

between the model-network and its neurobiological target 
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was not isomorphic; it was a similarity relation, which is 

generally sufficient to allow scientists to learn from 

computer simulation, especially when, like in this case, 

some relevant aspects and degrees of similarity are specified 

based on the question at hand, available background 

knowledge and the larger scientific context (Teller, 2001; 

Giere, 2004; Weisberg, 2013). 

Implementing the macaque’s wiring diagram 

“challenges the communication and computational 

capabilities of Compass in a manner consistent with 

supporting brain-like networks” (11). The performance of 

the simulating system could then be compared with that of 

the real neurobiological system represented in the computer 

simulation. A quantitative characterization of the deviations 

between the real neural system and the simulating system 

allowed scientists to identify which features of architectural 

and communication-design contributed to computational 

efficiency. 

Preissl and colleagues’ computer simulation could be 

used as a test-bed for learning about the performance of 

hardware and software components of a simulating system 

put under serious computational stress. Simulating a neural 

network at that scale poses major challenges for 

computation, memory, and communication, even with 

current supercomputers. If we consider N neurons, whose 

average firing rate is H, and whose average number of 

synapses is S, and we take account of all spike 

transmissions, then a real-time simulation of 1 second of 

biological time should process N x H x S spike 

transmissions. This minimal number of operations set a 

benchmark to assess the computational performance of a 

neural simulation (Brette et al. 2007, 350-1). 

Preissl et al.’s (2012) simulation yielded two main 

results. First, as the average spiking rate of neurons was 8.1 

Hz, the simulation was 388x slower than real time. Second, 

simulating the pattern of structural connectivity of the 

macaque’s brain, the simulating system displayed near-

perfect weak and strong scaling. While acquiring this type 

of information does not obviously yield novel insight about 

phenomena produced by biological brains, it is relevant to 

the development of more efficient artificial computing 

systems. As Preissl and colleagues put it: “Compass is a 

harbinger of an emerging use of today’s modern 

supercomputers for midwifing the next generation of 

application-specific processors that are increasingly 

proliferating to satisfy a world that is hungering for 

increased performance and lower power while facing the 

projected end of CMOS scaling and increasing obstacles in 

pushing clock rates ever higher” (11). 

 

Representing and Learning with Large-scale 

Neural Simulations 

Two claims are widely shared in the literature about the 

epistemology of computer simulation and scientific 

modelling (Frigg & Hartmann 2012). First, in target-

directed modelling, when scientific models and computer 

simulations are used to acquire new knowledge, it is 

knowledge about their represented targets that is ultimately 

sought (Weisberg 2013, Ch. 5). Second, computer 

simulations imitate some features of their represented target 

just to serve as surrogates that are investigated to gain new 

knowledge about it (Swoyer 1991). That is, the 

representational relation that holds between computer 

simulations and their represented targets allow scientists to 

perform inferences just from the simulation to its 

represented target. 

These two claims should be rectified in the light of 

computer simulations like Preissl and colleagues’. For some 

large-scale neural simulations, computer simulations have 

two kinds of targets about which one may want to gain new 

knowledge. One kind of target is a real neural system, which 

is represented in the simulation; the other kind of target is 

the computing system itself, which is not represented in the 

simulation, but studied either directly, or through 

complicated inferences. Depending on the goal of the 

scientists designing and running the computer simulation, 

these inferences may or may not be based on the assumption 

that the simulating system bears some representational 

relation with its neural target. 

Generally, computer simulations can instruct scientists 

about some aspect of reality even if it is not assumed that 

the mathematical model implemented in the simulation has 

counterparts in the world about which scientists want or 

hope to learn. In these cases, the aspects of reality about 

which scientists hope to gain novel information are some of 

the computational features of the simulating system, rather 

than some of the features of the real system represented in 

the computer simulation. Assuming that the simulating 

system bears some representational relation with a 

neurobiological target is not necessary to gain this 

information. In fact, benchmarking software exists that can 

be used to assess the relative performance of artificial 

computing systems’ hardware or programs. 

However, assuming that a simulating system does bear 

some representational relation with its neural target allows 

scientists to study performance discrepancies between the 

simulating system and the neurobiological system, which 

can function as useful benchmark along some dimension of 

interest. By characterising such discrepancies, constraints on 

computational efficiency can then be identified, which is 

particularly useful when the goal is to acquire knowledge 

useful for designing neuromorphic innovations. 

The claim that computer simulation can instruct scientists 

about kinds of target systems that are different from those 

represented in the simulation resonates with Humphreys’ 

(2009), Parker’s (2009), and Winsberg’s (2010) emphasis 

on the specifically computational and material features of 

computer simulations. Commenting on the philosophical 

novelty of computational science, writes Humphreys: a 

“novel feature of computational science is that it forces us to 

make a distinction between what is applicable in practice 

and what is applicable only in principle… Ignoring 

implementation constraints can lead to inadvisable remarks 
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[e.g. about the epistemology of computer simulations]” 

(2009, 623). 

Learning about a simulating system’s computational 

performance is one way to learn about “what is applicable in 

practice and what is applicable only in principle” with 

respect to the engineering of novel computing technologies. 

If some computer simulations are intended to yield new 

knowledge only about the computing system used in the 

simulation, then scientific models and simulations need not 

be vehicles to learn about their represented targets. 

Sometimes, scientists do not translate the results of a 

computer simulation into knowledge about the represented 

target. Since these simulating systems are computing 

systems, they instantiate a set of computational, measurable 

properties. Running a large-scale neural simulation can 

yield measurements of these properties, which provide 

information about the computational performance of the 

system, given some benchmark. Knowing about the 

computational performance of the system along some 

dimension of interest can ground the practical design of 

neuromorphic computing devices. 

Examining the relationship between computer simulations 

and traditional experiments, Parker (2009) stresses “the 

importance of… understanding computer experiments as, 

first and foremost, experiments on real material systems. 

The experimental system in a computer experiment is the 

programmed digital computer—a physical system made of 

wire, plastic, etc… In a computer simulation study, 

scientists learn first and foremost about the behavior of the 

programmed computer” (488-9). 

Learning about the behavior of a programmed computer is 

far from being trivial or unimportant, as Preissl and 

colleagues’ (2012) work illustrates. Compass incorporated 

“several innovations in communication, computation, and 

memory” based on available knowledge of some aspects of 

the function, power and volume of organic brains (10). 

Compass was found to have near-perfect weak and strong 

scaling when a model was run of the neural dynamics of a 

large circuit of the macaque’s brain. By themselves, these 

types of results do not yield novel information about some 

set of computational properties instantiated by biological 

brains; and, given the aims of Preissl et al.’ simulation, they 

were not translated into knowledge about the represented 

target system. Instead, the specific importance of these 

results lies in their offering the basis for developing a novel, 

efficient, computational architecture that can support a host 

of neuromorphic applications (Modha et al. 2011). 

Having stressed the importance of recognizing that “in a 

computer simulation study scientists learn first and foremost 

about the behavior of the programmed computer,” Parker 

(2009) claims that: “from that behavior, taking various 

features of it to represent features of some target system, 

they hope to infer something of interest about the target 

system” (489). This widely-held claim should be qualified 

in two ways, however. 

First, Preissl and colleagues’ (2012) study shows that, 

from the behavior of a computing system that simulates the 

dynamics of a large-scale neural network, scientists need not 

draw any inference about the neural system represented in 

the simulation. Second, assuming that the simulating system 

does bear some representational relation with a set of 

computational properties instantiated by some biological 

neural network allows scientists to characterise the 

performance discrepancies between neurobiological 

network and artificial simulating system. The 

characterisation of this discrepancy can be valuable for 

some scientific or engineering aim. 

The brain is a kind of computing machine. If the brain is a 

computing machine, then there is a set of properties 

possessed by both biological brains and artificial computing 

systems such that specific instantiations of these properties 

determine the computational performance that the 

computing machine—biological or otherwise—can reach. 

From available information, biological brains instantiate 

determinate properties such that the computational 

performance they can reach is significantly higher than the 

performance of the best current artificial super-computers. If 

these properties are known, and if some information is 

available about how they determine the performance of 

biological brains, then scientists may justifiably assume that 

in some large-scale neural simulation the simulating system 

imitates some features of the brain relevant to instantiate 

those computational properties. 

Unlike scale models such the scale model of a bridge or 

of a car, which are typically down-sized or enlarged copies 

of their target systems, Preissl et al.’s (2012) large-scale 

neural simulation imitated some features of the brain not in 

order to serve as a surrogate that is investigated to draw 

conclusions on the represented neurobiological target. 

Rather, the assumed representational relation between the 

simulation and the biological brain justified scientists to 

draw inferences about how closely the function, power, 

volume and real-time performance of the brain can be 

approximated within the limits of current technology. The 

neural scale and pattern of connectivity embodied in 

Compass challenged its communication, memory and 

computational capabilities. In the face of these challenges, 

the simulating system performance could be compared to 

that of a biological brain along some dimensions of interest 

like neural spiking rates, latency and bandwidth. For 

example, running on the IBM Blue Gene/Q supercomputer, 

Compass was found to be 388x slower than real-time 

performance of the brain, which is useful to characterise its 

computational performance. 

So, in some cases, large-scale neural simulations imitate 

the brain not in order to serve as a surrogate investigated in 

its stead. The brain is imitated because it offers a biological 

benchmark against which the simulating system’s design 

and performance can be assessed. Information about how 

certain properties determine the computational performance 

of biological brains can then be used not only to try and 

instantiate those properties in the design of artificial 

systems, but also to characterise the discrepancy between 

the brain’s and the simulating system’s performance. This 
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characterisation might provide insight into what types of 

constraints and what determinate properties an artificial 

computing system need to instantiate for carrying out some 

task of interest more efficiently. 

Conclusions 

For some large-scale neural simulation, what is learned 

concerns the computational performance of the simulating 

system itself. Learning about the computational 

performance of a computing machine is far from trivial, and 

can afford knowledge useful for several engineering 

purposes. Once this role is recognized of some large-scale 

neural simulations, some widely held beliefs about the 

epistemology of computer simulations and modelling are in 

need of qualification. First, computer simulation can involve 

more than one kind of target system, about which one wants 

or hopes to acquire new knowledge. Second, when scientific 

models and computer simulations are employed to gain new 

knowledge, it is not always knowledge about their 

represented target systems that is sought. Third, assuming 

that some large-scale neural simulations imitate some 

features of their target neurobiological system allows 

scientists to characterize the performance discrepancies 

between biological brains and artificial computers, which 

may help identify constraints on computational efficiency 

for the design of neuromorphic technologies. 
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Abstract 

Research in category learning has been dominated by a 
‘reference point’ view in which items are classified based on 
attention-weighted similarity to reference points (e.g., 
prototypes, exemplars, clusters) in a multidimensional space. 
Although much work has attempted to distinguish between 
particular types of reference point models, they share a core 
design principle that items will be classified as belonging to 
the category of the most proximal reference point(s). In this 
paper, we present an original experiment challenging this 
distance assumption. After classification training on a 
modified XOR category structure, we find that many learners 
generalize their category knowledge to novel exemplars in a 
manner that violates the distance assumption. This pattern of 
performance reveals a fundamental limitation in the reference 
point framework and suggests that stimulus generalization is 
not a reliable foundation for explaining human category 
learning. 

Keywords: categorization, generalization, formal modeling 

Introduction 
The history of research on human category learning is rich 
and complex. Whereas early studies explored the capacity 
for human learners to acquire rule-defined concepts (i.e., 
Bruner, Goodnow, & Austin, 1956), current research and 
theory is now largely centered around a ‘reference-point’ 
framework, where learners are thought to master categories 
by learning to associate stored perceptual referents (e.g., 
prototypes, exemplars) with individual categories. 
Reference point models of categorization (e.g., Kruschke, 
1992; Love et al., 2004; Nosofsky, 1986; Smith & Minda, 
2000) have enjoyed wide success in explaining human 
behavior, and are widely considered a definitive account of 
how categories are learned, represented, and applied.  

Although specific reference point models differ from one 
another in a variety of ways, they tend to make generally 
similar representational and process assumptions. Chiefly, 
all reference point models assume that categories are 
represented by one or more points in a psychological space. 
On the extremes, a prototype model represents each 
category in terms of its central tendency, i.e., the average 
across known members, while an exemplar model would 
represent the category in terms of the individual items 
themselves. Successful reference point models employ a 
selective attentional mechanism that allows them to weight 
the importance of each stimulus dimension (Medin & 
Schaffer, 1978; Kruschke, 1992). 

Discrepancies between reference point models have been 
the subject of extensive debate (e.g., Homa, 1984; 
Nosofsky, 1992; Smith & Minda, 2000), but at present we 
are interested in their common design principle: that 

learners categorize based on proximity to reference points 
associated with category responses. More specifically, 
reference point models assume that classification decisions 
are based on computing the similarity of a presented cue to 
stored reference points, typically following an inverse 
exponential function of geometric distance (Shepard, 1987). 

An important feature of these models is that similarity can 
be attentionally-mediated, but the inescapable commitment 
is to stimulus generalization (Nosofsky, 1986). Although 
legitimate concerns have been raised about the validity of 
this distance assumption in psychological models (Medin, 
Goldstone, & Gentner, 1993; Rips, 1989), reference point 
accounts have remained leaders in the field of category 
learning due to superior quantitative fits to behavioral data 
(e.g., Kruschke, 1992; Medin & Schaffer, 1978; Nosofsky et 
al., 1994a). Indeed, there exist few examples of empirical 
phenomena in the artificial classification learning paradigm 
that are not well described in terms of distance to reference 
points. 

The Current Study 
We report an original experiment challenging the idea that 
people make classification responses using distance to 
stored reference points. Our experiment is based on specific 
predictions made by two contemporary models: ALCOVE 
(Kruschke, 1992), and DIVA (Kurtz, 2007). ALCOVE is an 
adaptive network model that straightforwardly embodies the 
central tenets of the reference point framework: ALCOVE 
uses error-driven learning to optimize attention weights 
mediating the similarity computation and association 
weights between the exemplar-based reference points and 
category nodes. ALCOVE has been tested thoroughly for its 
ability to account for behavioral data (Kruschke, 1992, 
1993; Nosofsky et al., 1994a) and has remained a leading 
account of human category learning since its publication. 

DIVA (Kurtz 2007) offers a similarity-based alternative 
to the reference point framework by representing statistical 
models of categories in a DIVergent Autoencoder. Rather 
than learning to associate reference points with category 
responses, DIVA learns how to correctly reconstruct 
presented cues on their category channels. Classification 
decisions are made based on the reconstructive error 
observed across category channels – if one of DIVA’s 
channels is able to reconstruct a cue without much 
distortion, then the cue will likely be classified as a member 
of that category. 

Both models rely on a form of similarity to guide 
classification (ALCOVE uses attention-weighted distance to 
exemplar reference points; DIVA uses a more implicit form 
of similarity in that inputs are more likely to be successfully 

435



reconstructed if they are like known category members), 
and accordingly their predictions are often very much alike. 
However, the models differ in their commitment to 
distance-based classification. Since DIVA does not use 
reference points to represent categories, its responses can 
diverge from predictions made by distance-based accounts 
of categorization. We can therefore apply the two models to 
generate predictions about human classification 
performance relative to the distance assumption. 

A Priori Simulations 
In a set of a priori simulations using DIVA and ALCOVE, 
we compared generalization predictions after training on a 
variant of the well-known exclusive-OR (XOR) category 
structure. XOR categories are commonly studied in learning 
and machine learning research alike, and are defined by a 
logical rule operating across two or more dimensions. For 
example, one category might consist of white squares (00) 
and black circles (11), and the contrast category would then 
consist of black squares (10) and white circles (01).  

XOR categories have played an important role in the 
literature on human category learning. In a classic study, 
Shepard, Hovland, & Jenkins (1961) measured the number 
of errors made during classification training on six 
elemental category types comprised of eight exemplars that 
vary in three binary dimensions. The second category type 
(Type II) represents the logical XOR structure over two 
dimensions, with a third irrelevant dimension. Shepard et al. 
found that Type II was learned second quickest of the six 
elemental category types—it was even learned more quickly 
than the Type IV categories which are linearly separable and 
adhere to a minimal version of family-resemblance (Rosch 
& Mervis, 1975). Formal modeling work later explained the 
ease of acquisition differences in terms of selective attention 
(Nosofsky et al., 1994a): by learning to ignore the irrelevant 
dimension, ALCOVE was the only model that could predict 
a strong Type II advantage. Subsequently, fitting the 
observed Type II advantage has been a leading benchmark 
for formal models of category learning. 

In a detailed investigation of the Type II advantage, Kurtz 
et al. (2013) found that the ease of Type II acquisition varies 
markedly based on a number of methodological factors. For 

example, Type II learning was faster when learners are 
provided instructions that encourage rule formation and 
when stimulus dimensions are more easily verbalizable. 
Kurtz et al. (2013) argue for a revision of the general SHJ 
ordering along with recognition that models should be able 
to account for systematic variability in Type II acquisition 

To date, nearly all work on XOR has represented the 
categories using binary stimulus dimensions. These stimulus 
sets, however, are limited by the lack of a generalization set. 
Consequently, it is difficult to satisfactorily address the role 
of distance in classification. Instead, we employ a two-
dimensional, continuous adaptation of the XOR structure 
(see Figure 1) that maintains the overall logical structure of 
the categories while providing a generalization set.  

In our simulations, DIVA and ALCOVE were tested for 
generalization performance after training on the continuous 
XOR categories. We observed that the two models 
generalized similarly and the predicted classification 
responses for both models were consistent with the distance 
assumption. However, we also tested a novel variation in 
which the trained set included a partial version of one of the 
categories (i.e., one of the four quadrants was left untrained, 
as in Figure 1) along with a standard version of the other 
category. We found that DIVA often generalizes as if it had 
been trained on the full version of XOR. That is, DIVA 
often makes the prediction that the ‘one-quadrant’ category 
generalizes to exemplars in the untrained quadrant. This 
prediction is particularly interesting because the critical test 
items are closer to the members of the ‘two-quadrant’ 
category: the central exemplar in the untrained quadrant is, 
on average, 1.67 city blocks away from members of the 
two-quadrant category, and 3 blocks away from members of 
the one-quadrant category (consistent results arise using a 
Euclidean metric, though we used a cityblock metric for the 
current study). Accordingly, reference point models like 
ALCOVE have no ability to produce this pattern of 
results—they instead predict that generalization will be 
based on the more proximal exemplars belonging to the 
two-quadrant category.  

Behavioral Experiment 
We designed a straightforward study to test the predictions 

Figure 1. Left. Sample stimuli. Middle. Continuous, two-dimensional XOR categories. Right. Partial XOR categories.  
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made by DIVA and ALCOVE about generalization 
performance after learning the partial-XOR structure. 
Specifically, we were interested in the extent to which 
human learners would generalize the one-quadrant category 
to an untrained area of the stimulus space that is spatially 
closer to members of the two-quadrant category.  

It is worth noting that our goal here is not just another 
example of the ‘which model wins’ approach. Instead, we 
are using these models to test assumptions about how 
classification decisions are reached: whereas ALCOVE 
presumes that responses are exclusively distance-based, 
DIVA is not theoretically committed to the distance 
assumption. We therefore use the models to evaluate the 
validity of the distance assumption in the psychology of 
category learning. 
 
Participants and Materials. 61 undergraduates from 
Binghamton University participated in fulfillment of a 
course requirement. Stimuli were squares varying in shading 
and size (see Figure 1 for samples). These dimensions were 
chosen in order to maintain compatibility with ‘standard’ 
materials used in experiments involving XOR categories 
(e.g., Nosofsky et al., 1994a; Shepard et al., 1961). 
Exemplars were automatically generated at 7 positions on 
each dimension (7 shading * 7 line spacing = 49 examples). 
The assignment between perceptual and conceptual 
dimensions was randomly counterbalanced across 
participants. 
 
Procedure. Each participant was randomly assigned to 
receive training on either the full or partial XOR category 
structure. In both conditions, participants completed 96 
training trials (12 blocks consisting of the 8 training 
examples). In order to equate block size in the partial 
condition, the one-quadrant category exemplars were 
presented twice within each block. This way of handling the 
unbalanced category structure raises the issue of exemplar 
presentation frequency (Nosofsky, 1988), though little is 

known about how presentation frequency affects 
generalization. After training, participants completed 49 
generalization trials consisting of items sampled at 7 
positions on each dimension. All of the training examples 
were included (intermixed). 

Participants were informed that there would be test trials 
prior to beginning the experiment. The instructions did not 
encourage learners to engage in hypothesis testing to 
discover a rule. On each trial, a single stimulus was 
presented on a computer screen and learners were prompted 
to make a classification decision by clicking one of two 
buttons (labeled ‘Alpha’ and ‘Beta’). During the training 
phase, learners were given feedback on their selection. 
Feedback was not provided during the generalization phase. 

 
Results. One participant was excluded from analysis due to 
experimenter error leaving 30 participants in each condition. 

Not surprisingly, the two category structures differed in 
terms of ease of acquisition (see Figure 2). Specifically, the 
partial XOR categories were learned more quickly than the 
full XOR categories, t(58) = 4.06, p<0.001, d=1.03. 
However, most of the learners in both conditions showed 
evidence of mastery of the categories by the end of training. 

Our primary focus is on the generalization data. Each 
participant’s set of responses in the test phase yields a 7x7 
generalization gradient of classification performance. These 
data revealed a variety of individual differences in 
classification strategies. To formally profile each learner’s 
generalization responses, we compared each gradient to a 
set of templates or idealized gradients representing idealized 
patterns of responses under different possible classification 
strategies. Each learner was profiled based on finding the 
template that best matched their performance according to a 
mean-squared error, MSE, metric.  

In the full XOR condition, we identified two prevalent 
generalization profiles: 1) systematic XOR responses, 
reflecting mastery of the categories (Learners), and 2) 
random responses, reflecting failure to master the categories 
(Non-Learners). This dichotomy fits nicely with evidence 
from Kurtz et al. (2013) that XOR learning is bimodal—
most learners either fully master the categories or do not 
figure them out at all. 

We identified four profiles of partial XOR generalization: 
1) Extrapolation-Based generalization in which the one-
quadrant category is extended to the untrained quadrant, 2) 
50/50 generalization, in which the learner randomly 
classifies exemplars in the untrained quadrant, but has 
mastered the categories otherwise, 3) Proximity-Based 
generalization, in which the learner extends the proximal 
two-quadrant category to the untrained quadrant, and 4) 
Non-learner generalization, reflecting the random 
performance of a non-learner. 

The profile distribution for each category type is 
displayed in Table 1. We observed a substantial number of 
non-learners in the full XOR condition. These learners are 
interesting in that they achieved a reasonably high level of 
accuracy (81%) in the last block of training, but their poor 

Training Block 

Accuracy 

Figure 2. Aggregate training accuracy for the 
partial and full XOR categories.  
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generalization performance suggests that a memorization 
strategy may have been used (particularly given the small 
size of the training set). An intriguing implication is that 
there exists a type of exemplar memorization that is 
effective during learning, but that fails to support systematic 
generalization. It is not clear how stimulus generalization 
would account for this pattern. 

Nearly all of the successful learners in the partial XOR 
condition exhibited ether extrapolation-based (9/30) or 
proximity-based (19/30) generalization. This distribution is 
of great interest: the presence of extrapolation-based 
generalization suggests that classification responses are not 
always reached by comparing a presented cue to known 
reference points. In other words, these learners generalize 
with blatant disregard for proximity to exemplars. 
Aggregated generalization gradients for the extrapolation-
based and proximity-based profiles are depicted in Figure 2.  
 
Summary. To begin, we found that the partial XOR 
category structure was acquired more easily than full XOR. 
This result is interesting given previous work showing that 
linearly separable classifications are not always more 
quickly acquired that non-linearly separable ones (Medin & 
Schwanenflugel, 1981). In this experiment, the linearly 
separable partial XOR categories were learned more 
quickly.  

Our result of primary interest was that many learners who 
were trained on the partial XOR categories generalized the 
one-quadrant category to the untrained quadrant. The 
presence of this extrapolation-based generalization shows 
that people do not universally make classification decisions 
based on distance to stored reference points—exemplars in 
the untrained quadrant are more proximal to members of the 
two-quadrant category. Since this is the central tenet of 
reference point theories of categorization, these results pose 
a significant challenge. In the following section, we 
formally evaluate DIVA and ALCOVE for their ability to fit 
these behavioral results.  

Simulations 
The overall goal of the following simulations is to evaluate 
the range of predictions made by DIVA and ALCOVE 

about generalization following training on the full and 
partial XOR categories. It is important to note that these 
models are conventionally applied to explain aggregated 
data. In this case, however, we are testing the models on 
their ability to match an individual differences 
distribution—we are interested in whether either model can 
explain the distribution of generalization profiles that was 
observed behaviorally (Table 1). 
 
Procedure. For both models, we generated a large number 
of predictions using a wide range of parameter values. We 
searched over the predictions made by different parameter 
values using a ‘grid-search’ method where each model was 
initialized 30 times (corresponding to the number of 
participants in each condition) at each search point. We fit 
DIVA over four parameters: number of hidden units, 
learning rate, initial weight range, and a focusing parameter, 
β (Conaway & Kurtz, 2014). Likewise, we fit ALCOVE 
over its specificity constant, association learning rate, 
attention learning rate, and response mapping constant. Note 
that although we allowed both models to use attentional 
mechanisms, all dimensions are equally relevant in the 
categories we tested. By profiling the predictions made by 
each initialization, we can create a distribution of predicted 
generalization profiles that are linked to particular 
parameterizations. We are then able to assess the quality of 
each parameterization’s predictions relative to our 
behavioral findings.  

Our training and generalization procedure was identical to 
the one we used in our behavioral data. After training on full 
XOR, each initialization was profiled based on its match to 
the Learner and Non-Learner profiles. After training on 
partial XOR, we profiled each generalization gradient based 
on its match to the Extrapolation-Based, 50/50, Proximity-
Based, and Non-Learner profiles. 
 
Results. Both ALCOVE and DIVA provided a full account 
of the Full XOR data. In particular, both models were able 
to match the rate of non-learners identified at the 
generalization phase. Both models were able to do so under 
a wide range of parameterizations. 

The models, however, diverged substantially when they 
were trained on the partial categories. Notably, and as 
predicted, we were unable to find any parameterization of 
ALCOVE that could produce extrapolation-based 
generalization. Instead, ALCOVE commonly produced 
proximity-based and 50/50 generalization gradients. 
ALCOVE’s generalization was highly dependent on its 
parameter values: for example, the model was more likely to 
produce 50/50 gradients when the specificity value was 
large.  

These results confirm our earlier simulations and 
theoretical analysis. ALCOVE can only produce 
classification responses based on distance to exemplar 
reference points, so the model will never be able to extend 
the one-quadrant category to exemplars that are more 
proximal to the two-quadrant category. Accordingly, 

Figure 3. Aggregate generalization gradients for the 
extrapolation (left) and proximity (right) profiles in the 

partial XOR condition. 
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ALCOVE provides a sharply limited and unsatisfactory 
account of generalization in the partial XOR condition. 

As expected, DIVA commonly predicted extrapolation-
based gradients after training on the partial categories. The 
model was most likely to generalize from the one-quadrant 
category to the untrained area with a moderate to larger 
number of hidden units (3–10), a small to moderate learning 
rate (<= 0.5), and a large initial weight range (>= 1.5). No 
parameterization produced a strong majority of 
extrapolation-based gradients: in our simulations DIVA 
predicted a maximum of 16/30 extrapolation-based 
gradients. Nonetheless, DIVA’s ability to produce this 
generalization profile sets the model apart from traditional 
reference point models that are limited to distance-based 
classification. Table 1 displays the best predictions made by 
each model (minimizing the mean-squared error, MSE, 
between the observed and predicted frequencies of each 
generalization profile). 

 
Table 1. Observed and predicted generalization profile 

frequencies.  
     
  Obs. ALCOVE DIVA 

Full 
XOR 

Learner 19 19 19 
Non-Learner 11 11 11 

Partial 
XOR 

Extrapolation 9 0 8 
50/50 1 0 0 
Proximity 19 23 17 
Non-Learner 1 7 5 

 
Summary. Both models were able to accurately predict 
generalization after training on the full XOR categories. 
However, ALCOVE was unable to explain extrapolation-
based generalization following training on the partial 
categories. DIVA provides a good account of the full 
distribution of generalization profiles observed behaviorally. 
This calls into question the reduction of human category 
learning to stimulus generalization that is inherent in 
reference point models. 

Discussion 
Theoretical work in human category learning has been 
closely tied to a reference point framework. Although 
reference point models differ from one another in a variety 
of ways, they share a common assumption: classification 
decisions are reached by comparing presented cues to one or 
more reference points. That is, all reference point models 
assume that classification decisions are based on distance. 

In this paper, we reported an experiment that directly 
tested the distance assumption. Learners were given 
classification training on one of two versions of the 
exclusive-Or (XOR) categories. In the full XOR condition, 
the XOR categories were represented in a continuous, two 
dimensional stimulus space. In the partial XOR condition, 
one of the four quadrants was left untrained.  

Most importantly, after classification training on the 
partial XOR categories, we found that a sizable proportion 

of learners (9/30) generalized according to the pattern of full 
XOR. That is, these learners extrapolated the one-quadrant 
category to novel exemplars that were actually more 
proximal, or similar, to members of the two-quadrant 
category. In doing so, these extrapolation-based learners 
violated the distance assumption, showing that classification 
is not always based on distance to known reference points. 

We used formal simulations with ALCOVE (Kruschke, 
1992) to show that traditional reference point models could 
not account for the presence of the extrapolation-based 
generalization profile in our data. Because these models are 
limited to classification based on distance to stored 
reference points, they are unable to extend the partial 
category into the untrained quadrant. As such, we expect 
this limitation to be shared by any standard reference point 
account including prototype models (Smith & Minda, 2000) 
and adaptive cluster models (Love, Medin, & Gureckis, 
2004). The extrapolation-based generalization we observed 
is therefore a significant challenge to the assumptions 
underlying reference point models. 

We contrasted ALCOVE’s simulations with predictions 
made by DIVA (Kurtz, 2007), which is not a reference point 
model and is therefore not limited to classification based on 
distance. We observed that DIVA could produce 
extrapolation-based generalization after training on the 
partial categories, providing a full account of the 
generalization data.  

Learning More Than Reference Points 
Many of our partial XOR learners do not appear to have 
represented the categories using reference points in the input 
space (e.g., prototypes, exemplars, adaptive clusters). 
Further work will be needed to determine exactly what these 
individuals did learn, though their generalization responses 
indicate that, through training on the partial categories, they 
acquired a category representation that is consistent with the 
logical structure of XOR (i.e., white squares and black 
circles versus black squares and white circles). That is, our 
learners may have represented the partial categories using a 
rule, rather than similarity.  

Given this interpretation, it is possible that rule-based 
models of category learning (i.e., RULEX; Nosofsky et al, 
1994b; Nosofsky & Palmeri, 1998) can provide an account 
of the generalization we observed in the partial XOR 
condition. However, the simplest rules that characterize the 
two categories would not appear to offer a systematic basis 
for generalizing to the untrained quadrant. Hybrid or 
multiple-systems models that incorporate rule-based 
learning components (Ashby et al., 1998; Erickson & 
Kruschke, 1998) might be able to produce extrapolation-
based generalization, but this would have to be despite the 
use of a category structure that requires information 
integration.  

Alternatively, our simulation results with DIVA suggest 
that models may not need to represent rules explicitly in 
order to capture the patterns of generalization observed 
behaviorally. Although DIVA does not explicitly learn 
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rules, the model was able successfully to produce 
extrapolation-based generalization—it is therefore possible 
that the model is able to approximate rule knowledge 
through training on the partial XOR categories. Clearly, 
more work is needed to formally describe the knowledge 
that DIVA acquires through training on partial XOR. 

Finally, it is important to note that the critical result arises 
in only a subset of the sample (9/30). However, we believe 
it is important for models to provide an explanation of the 
full set of commonly occurring profiles, and preferably 
provides a basis for explaining the variability. While 
reference point models can account for the majority result 
(proximity-based generalization), we found that DIVA can 
correctly predict the occurrence of both proximity and 
extrapolation-based generalization. These results are best 
explained outside of the reference point framework. In sum, 
by measuring generalization, removing the complicating 
factor of attention, avoiding aggregated outcomes, and 
putting a novel twist on an old favorite (XOR), we provide a 
clear demonstration of the need to look beyond similarity to 
reference points in explaining human categorization. 
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Abstract 

When speakers gesture, their gestures shape their thoughts, 
but how this happens remains unclear. What kinds of 
feedback from gesture—visual, proprioceptive, or both— 
drive these cognitive effects? Here we address this question 
using a test bed previously employed to explore gesture’s 
cognitive effects (Beilock & Goldin-Meadow, 2010). 
Participants solved the Tower of Hanoi puzzle, explained 
their solutions in speech and gesture, and solved the puzzle a 
second time. Previous studies using this paradigm have 
demonstrated that the gestures participants produce during the 
explanation phase affect their ability to solve the problem the 
second time. Unlike these prior studies, however, participants 
in the present study were blocked from seeing their hands 
while they gestured. Despite this absence of visual feedback, 
our results replicate previous studies in which visual feedback 
was available. These findings suggest that gesture may shape 
thought through proprioceptive feedback alone. 

Keywords: gesture; problem solving; Tower of Hanoi; 
embodied cognition 
 

Introduction 
Our thoughts shape our actions, but only recently has it 
become clear that the reverse is also true: our actions feed 
back to shape our thoughts. Motor experience changes how 
we perceive actions we see later on (Calise & Giese, 2006), 
how we learn (James & Swain, 2011) and comprehend 
language (Beilock et al., 2008), how we assign valence 
(Casasanto & Chrysikou, 2011), and even how we solve 
problems (Thomas & Lleras, 2009). Interestingly, however, 
not all actions change thought to the same degree or in the 
same way. One kind of action—gesture, produced whenever 
people talk and reason—has been found to have particularly 
strong effects on subsequent mental representations. For 
example, teaching children a particular gesture gives them 
new ideas about how to solve math problems (Goldin-
Meadow et al., 2009), and encouraging adults to gesture 
leads them to do better on mental rotation problems (Chu & 
Kita, 2011). In fact, recent results suggest that gesture may 
be more powerful in shaping mental representation than 
actions performed on objects (Goldin-Meadow & Beilock, 
2010; Trofatter et al. 2014), and, in particular, may be more 
powerful than action in promoting generalization to new 
types of problems (Novack, et al. 2014). 

The thought-changing power of gesture has been 
demonstrated across several paradigms and in both children 
and adults, but the source of gesture’s power remains 
unknown (c.f. Clark, 2013; Pouw, et al. 2014). How does 
gesture feed back to shape thought? Which features of 

gesture drive these observed effects, and which are merely 
incidental? One possibility is that certain types of feedback 
from gesture are more important than others. Gestures, like 
all actions, are very often both seen and felt. When we turn 
a knob, lift a book, or push a button, we receive both visual 
and proprioceptive feedback from these actions as they 
unfold. In the same way, when we gesture in the air to 
represent turning a knob, lifting a book, or pushing a button, 
we receive both visual and proprioceptive feedback, albeit 
different feedback than from action itself. Is one of these 
types of feedback—visual or proprioceptive—more 
important than the other in shaping mental representation, or 
are both necessary? 

On the one hand, there are reasons to think that gesture’s 
thought-changing effects may require visual feedback. 
Seeing other people’s gestures changes thought (Singer & 
Goldin-Meadow, 2005), and seeing one’s own may have 
similar effects. Adults’ understanding of spoken messages is 
heavily influenced by the speaker’s co-speech gestures (e.g., 
Kelly et al., 2014). For example, even when told to focus 
solely on the spoken message, individuals are quicker to 
understand that message with a congruent gesture (e.g., 
“She chopped onions,” accompanied by a chopping gesture) 
than with an incongruent gesture (e.g., “She chopped 
onions,” accompanied by a sweeping gesture). In fact, 
people are not just affected by qualitative properties of 
others’ gestures, such as the handshape in the above 
examples, but by quantitative properties as well. For 
example, Cook and Tanenhaus (2009) showed that when 
listeners view explanations of the Tower of Hanoi puzzle, 
the height of the speakers’ gestures influences the height of 
listeners’ movements when they later solve the puzzle 
themselves. The fact that people integrate information from 
others’ gestures just by seeing them provides indirect 
support for the possibility that visual feedback may be the 
route through which speakers’ integrate information from 
their own gestures. 

At the same time, there are reasons to think that gesture 
might not rely on visual feedback. Blind speakers gesture, 
even when talking to listeners they know to be blind 
(Iverson & Goldin-Meadow, 1998). The fact that blind 
individuals cannot see their gestures, but still produce them, 
suggests that gestures have the potential to be cognitively 
effective even when they are felt and not seen. Research on 
signers also suggests a privileged role for proprioceptive 
over visual feedback. Signers do not self-monitor their signs 
via visual feedback and may even be distracted by it 
(Emmorey, Bosworth, & Kraljic, 2009). In sum, although 
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prior findings hint at the importance of both seeing and 
feeling gesture, it remains an open question as to whether 
both are required for gesture to have an effect on mental 
representation. Note that, importantly, it is not possible to 
experimentally eliminate proprioceptive feedback. Our task 
instead is to eliminate the visual feedback that speakers 
receive from their own gestures to determine whether doing 
so will eliminate the effects of gesture on mental 
representation.  

To examine these questions, we turned to a paradigm— 
the Tower of Hanoi puzzle—that has been previously 
established as a test bed for understanding the cognitive 
effects of gesture. In a series of recent studies using the 
Tower of Hanoi puzzle, gesture at one phase of the 
paradigm has been shown to affect how people perform at a 
later stage of the paradigm (Beilock & Goldin-Meadow, 
2010; Goldin-Meadow & Beilock, 2010; Trofatter, et al. 
2014). In the paradigm, participants first solve a four-disk 
version of the classic Tower of Hanoi puzzle involving 
weighted disks and a wooden apparatus. Next, they explain 
how they solved the puzzle, with encouragement to gesture 
along with their explanations. Finally, they solve the puzzle 
a second time. The manipulation is in the second solution 
attempt. Participants in one group (the “No-Switch” group) 
are given the same version of the puzzle that they solved 
initially, whereas participants in the other group (the 
“Switch” group) are given a version of the puzzle in which 
the weights of the disks have been reversed: the smallest 
disk is now the heaviest, and the biggest disk is now the 
lightest. Previous studies using this paradigm have 
consistently found that, during this second solution, the 
performance of those in the Switch group suffers compared 
to the performance of those in the No-Switch group—a 
pattern of results we refer to as the “switch effect.” This is 
the basic effect, but prior studies have also used additional 
conditions and analyses to confirm that it is the participants’ 
gestures during the explanation phase that drives this switch 
effect. For example, the “switch effect” disappears when the 
explanation phase is removed altogether (Beilock & Goldin-
Meadow, 2010), when the explanation phase is replaced 
with additional experience solving the physical puzzle 
(Goldin-Meadow & Beilock, 2010), and when the 
explanation involves demonstrating the solution with the 
actual disks rather than with gestures (Trofatter, et al. 2014). 
In all previous studies involving gesture during the 
explanation phase, participants gestured under natural 
conditions— that is, they could both see and feel their 
gestures and thus received visual and proprioceptive 
feedback from them. In the present study, participants were 
prevented from seeing their gestures by an opaque screen, 
which we call the “visual blind” (Figure 1). If participants 
under these “blind” conditions still show the switch effect, 
we can conclude that visual feedback from gesture is not 
necessary and perhaps that gesture shapes thought through 
proprioceptive feedback alone. If the switch effect 
disappears, we can conclude that visual feedback is critical 
to the previously seen effects of gesture on thought. 

Method 
Participants 
Data from 26 participants (10 males; No-Switch group: n  = 
12; Switch group: n  = 14) were analyzed in the present 
study. Participants were between the ages of 18 and 36 (M = 
21 years), and were recruited for a puzzle-solving study. All 
participants gave informed consent. 

Materials 
Tower of Hanoi apparatus. The Tower of Hanoi (TOH) 
apparatus was identical to that used in previous studies. It 
consisted of three evenly spaced wooden pegs on a wooden 
base. Two identically sized sets of four smooth, white disks 
were created. In each set, disks were four different sizes; in 
one set the weights were positively correlated with the disk 
sizes (smallest disk is also the lightest), and in the other they 
were negatively correlated (smallest disk is the heaviest). 

Visual Blind. A large black piece of felt was attached to a 
wooden frame that was sized to fit comfortably around 
participants’ torsos. The frame could be lowered to rest just 
below shoulder height, thus obstructing participants’ view 
of their hands while still allowing full range of movement 
and thus full use of gesture space (see Figure 1). 

Figure 1. Participant under the visual blind. 

Procedure 
All participants were tested individually and sessions were 
videotaped. At the beginning of the session, the 
experimenter explained the general rules of the TOH task. 
Participants were told that their goal was to move the disks 
from one peg on the puzzle board to another peg, while 
following two rules. First, only one disk could be moved at 
a time. Second, a larger disk could never be placed on top of 
a smaller disk. After learning the rules, participants 
practiced completing a simple three-disk version of the 
Tower of Hanoi puzzle three times. At this stage of the 
session, the disk size and weights were correlated such that 
the smallest disk was the lightest, and the largest disk was 
the heaviest. After the third completion of the three-disk 
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puzzle, the experimenter added a fourth disk and asked the 
participant to practice solving this puzzle using the same 
basic rules.  

TOH1. Participants then completed the first timed solution 
of the four-disk puzzle (TOH1). Participants who completed 
the puzzle in less than 65 seconds were disqualified and did 
not continue. This criterion was used because previous 
studies using the same version of the TOH task (Beilock & 
Goldin-Meadow, 2010; Goldin-Meadow & Beilock, 2010) 
have shown that participants are at ceiling and unable to 
improve on the task if they solve TOH1 in less than 65 
seconds. As we were interested in determining whether 
participants showed an improvement or decrement from 
TOH1 to TOH2, we used the same established criterion. 

Explanation Phase. Next, participants were situated under 
the blind. Again, the apparatus did not restrict movement in 
any way, but blocked the participants’ view of their own 
hands. They were asked to explain how they solved the 
four-disk puzzle to another participant (in fact, a 
confederate), making sure to mention each step they took 
and to use their hands. Participants were also told that, from 
the listener’s perspective, the blind created a visual 
disconnect between head and body. The stated rationale of 
the set-up was that we were interested in whether this visual 
disconnect would interfere with the listener’s ability to 
understand the participant’s explanation of the puzzle. 

TOH2. After explaining their solution to the confederate, 
participants completed a short demographic questionnaire 
and a distractor task (Visualization of Viewpoints). They 
then solved the four-disk puzzle a second time (TOH2). For 
half the participants, the four-disk puzzle was identical to 
the puzzle they had used during TOH1 (No-Switch group). 
For the other half, the weights of the disks were reversed, 
such that the smallest disk was now the heaviest, and the 
biggest disk was now the lightest (Switch group). After 
solving the puzzle, participants were debriefed and 
compensated for their time. 

Coding 
Movement and Gesture Coding. Participants’ movements 
(i.e., actions used to transfer disks from one peg to another 
during TOH1 and TOH2) and gestures (i.e., participants’ co-
speech gestures during the explanation of their solutions to 
the confederate) were coded from video. For the 
movements, we coded: (1) the hand or hands used (right 
hand, left hand, or both hands); and (2) the disk moved 
(smallest, etc.). For gestures, we coded: (1) the hand or 
hands used (right hand, left hand, or both hands); (2) 
whether the gesture depicted grasping a disk or merely 
pointed to a location; and (3) the disk referenced (smallest, 
etc.) To determine whether the blind apparatus affected how 
participants in the present study gestured, we used these 
same coding criteria to recode the explanations from the 
original TOH study (Beilock & Goldin-Meadow, 2010) in 

which participants explained their solutions without a visual 
blind. 

Speech Coding. Explanations were coded for overall 
length, as well as for references to the disks in speech. The 
explanation length was used to calculate the gesture rate 
(gestures/minute) in the current data and in the data from 
Beilock and Goldin-Meadow (2010). Each reference to one 
of the disks was also coded for whether or not it mentioned 
size (e.g. “the smallest disk”). 

Results 
Gestures under the Blind 
A comparison of the gestures during the Explanation Phase 
of the present study with gestures in the original study 
(Beilock & Goldin-Meadow, 2010) showed that the visual 
blind had little effect on gesture production. In the current 
study, we found a gesture rate of 6.46 (SD = 2.65) gestures 
per minute, which was very similar to the gesture rate in the 
original study, 7.35 (SD = 3.14). A linear regression 
confirmed that the study in which a person participated 
could not be predicted by gesture rate (β = 0.89, SE = 0.81, t 
= 1.10, ns). Similarly, the proportion of one-handed gestures 
produced did not differ between the current study (M = 0.71, 
SD = 0.37) and the original study (M = 0.69, SD = 0.37; β = 
0.02, SE = 0.10, t = 0.18, ns). Finally, the proportion of 
grasping gestures (out of all gestures) was marginally higher 
in the current study (M = 0.89, SD = 0.15) than in the 
original study (M = 0.78, SD = 0.27), β = 0.11, SE = 0.06, t 
= 1.84, p = 0.07. Given these findings, any differences that 
we find between the Switch and No-Switch groups are not 
likely to be attributable to differences in how participants 
gestured under the blind, compared to how they gestured 
under more natural conditions. 

Performance on the TOH puzzle 
The two main measures of interest were the change in 
number of moves and the change in time (in seconds) 
between participants’ first and second solution attempts 
(TOH2-TOH1) (see Figure 2). Whereas participants in the 
No-Switch condition solved TOH2 in fewer moves than 
TOH1 (M = -8.92, SD = 11.13), on average, participants in 
the Switch condition took more moves to solve TOH2 (M = 
1.36, SD = 5.18). We see the same pattern for the change in 
solution time from TOH1 to TOH2 (No-Switch: M = -62.25 
sec, SD = 59.64; Switch: M = 16.29 sec, SD = 25.60). 
Regression analyses revealed that both change in number of 
moves and change in time from TOH1 to TOH2 were 
predicted by condition (Moves: β = 10.27, SE = 3.32, t = 
3.09, p < 0.01; Time: β = 78.54, SE = 17.53, t = 4.48, p < 
0.001). 

In previous studies that have employed the switch 
manipulation, researchers suggested that the Switch group 
performs poorly at TOH2 because their gestures during the 
Explanation Phase influence their mental representation of 
the task. Gesturing about the disks with either one or two 
hands reinforces and thus strengthens the mental 
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representation of their weight as either relatively light or 
heavy. For the Switch group, strengthening the mental 
representation of weight highlights just the feature of the 
puzzle that will change in TOH2, particularly for the 
smallest disk. In TOH1, participants in both conditions are 
able to move the smallest disk with one hand; in TOH2, 
participants in the No-Switch group can continue to use 
only one hand, whereas those in the Switch group cannot 
because the smallest disk is now too heavy. Consistent with 
this interpretation, previous work has shown a significant 
correlation between the proportion of one-handed gestures 
used to represent the smallest disk during the Explanation 
Phase (one-handed gestures reinforce the mental 
representation of the disk as light) and the decrement in 
performance from TOH1 to TOH2. A similar analysis 
revealed a trend towards a significant correlation between 
proportion of one-handed gestures and change in moves 
from TOH1 to TOH2 in the Switch group in the present 
study (r = 0.44, p = 0.11); this correlation is non-significant 
in the No-Switch group (r = -0.01, ns).  However, neither 
correlation was significant for time (Switch: r = -0.08, ns; 
No-Switch: r = -0.26, ns). Given the correlation between 
proportion of one-handed gestures and change in moves for 
participants in the Switch group, we suggest that, as in 
previous studies, the switch effect is driven by gesture’s 
ability to influence an individual’s mental representations of 
a task. Importantly, this effect could not be attributed to the 
number of one-handed moves used during TOH1 (r = 0.002, 
ns) or to the number of times that disk weight was 
mentioned in speech during the explanation (r = 0.30, ns). 

 

Discussion 
Here we investigated the mechanisms by which gesture 
changes mental representation. Under natural circumstances, 
people both see and feel their gestures. These two types of 
feedback—visual and proprioceptive—might both be crucial 
for gesture to have an effect on cognition; alternatively, one 
type of feedback might be more important than the other. To 
explore these possibilities, in the present study, we asked: 
Does blocking speakers from seeing their own gestures also 
block the effects of gesture on thought? The answer is no. 
Participants in the Switch group performed worse on the 
TOH puzzle after explaining it in gesture and speech, 
whereas participants in the No-Switch group performed 
better. This pattern of results replicates previous findings in 
which participants could see their own gestures. Visual 
feedback, at least in this paradigm, is not necessary for 
gesture to change thought. 

On a cautionary note, the non-importance of visual 
feedback that we find in the present study could be specific 
to our task. When producing actions involving physical 
objects, people rely on different types of feedback 
depending on particulars of the context (Sober & Sabes, 
2005), and the same may be true when producing gestures. 
The Tower of Hanoi puzzle is a logical problem in which 
the weight of the disks is irrelevant.  But the way in which 
we designed the paradigm created a potential mismatch for 
participants in the Switch group between how weight is 
represented in gesture in the explanation phase and how it is 
later experienced in the second solution attempt. Indeed, this 
weight mismatch is what underlies the switch effect and, 
moreover, weight information may be better felt than seen. 

Figure 2. Change in performance between TOH1 and TOH2. (a) Change in moves (b) Change in time (sec). 
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Thus it is possible that, by isolating weight as the dimension 
along which the mismatch is experienced, we may have 
made proprioceptive feedback from gesture more important 
than visual feedback.  

However, a recent study, using a different test bed for 
examining gesture’s cognitive effects, has also found no 
effects of visual feedback from gesture. Brooks et al. (under 
review) studied abacus experts as they solved difficult 
addition problems without a physical abacus present—a 
technique known as mental abacus (MA). During MA, 
experts gesture copiously. Note that, in abacus, what matters 
is not the weight of the individual beads but their overall 
configuration in space. Visual feedback from gesture during 
MA might thus be expected to be critical to performance. 
But the researchers found no performance decrement when 
experts were blindfolded. Results from this study and our 
own thus converge on the conclusion that, whatever it is that 
drives gesture’s cognitive effects, it is not what meets the 
eye. 

Current evidence thus points to proprioceptive feedback 
as the source of gesture’s cognitive effects. But this 
conclusion remains indirect, as, again, proprioceptive 
feedback cannot be manipulated experimentally in healthy 
adults. We may, however, gain insights from a case study 
that explores action and gesture in the absence of 
proprioception. Cole, Gallagher, and McNeill (2002) 
examined IW, a man who lost all proprioceptive feedback 
from the neck down following an illness as a young man 
(see also McNeill, 2005). IW taught himself to control his 
instrumental actions through visual feedback, but when he 
could not see his body, he lost control of his actions and 
could not move. What about gesture? Would IW be able to 
gesture if he were not able to see his hands? To examine this 
question, the researchers built a visual blind, and compared 
IW’s ability to execute instrumental actions (such as 
opening a jar) with his ability to gesture while speaking 
(talking and gesturing about opening a jar). They found that, 
as expected, IW’S instrumental actions were severely 
compromised under the blind. However, his gestures were 
unaffected by the blind. This surprising result suggests that 
IW’s gestures were guided not by visual feedback (which 
was blocked experimentally), and not by proprioceptive 
feedback (which he no longer experienced), but by some 
other pathway. Do IW’s gestures still serve cognitive 
functions? We may never know given the uniqueness of 
IW’s case, but future work using novel experimental 
techniques may bring us closer to an answer. 

Conclusion 
Gesture, like other kinds of action, has the power to shape 
our thoughts. In recent years, demonstrations of gesture’s 
cognitive functions have proliferated in different paradigms 
and populations, but the mechanisms underlying these 
cognitive functions have remained mysterious. The results 
of the present study help to zero in on these mechanisms. 
When it comes to guiding action in the world, both visual 
and proprioceptive feedback are critical. But when it comes 

to the cognitive effects of a special kind of action—
gesture—what we feel may matter more than what we see. 

Acknowledgments 
 Funding for this study was provided by NICHD (R01-
HD47450, to Goldin-Meadow) and the Spatial Intelligence 
and Learning Center (SBE 0541957, Goldin-Meadow is a 
co-PI)  through the National Science Foundation. The 
authors would also like to thank Calla Trofatter and Cassie 
Sarnell for help with data collection, and Gwendolyn 
Sandoboe for data coding.                  

References  
Beilock, S. L., & Goldin-Meadow, S. (2010). Gesture 

changes thought by grounding it in action. Psychological 
Science, 21, 1605–1610. doi:10.1177/0956797610385353 

Beilock, S. L., Lyons, I. M., Mattarella-Micke, A., 
Nusbaum, H. C., & Small, S. L. (2008). Sports experience 
changes the neural processing of action language. PNAS, 
105, 13269–73. doi:10.1073/pnas.0803424105 

Brooks, N., Barner, D., Frank, M., & Goldin-Meadow, S. 
(under review). Motor planning of gesture supports 
numerical computation in mental abacus.  

Casasanto, D., & Chrysikou, E. G. (2011). When left is 
“right”: Motor fluency shapes abstract concepts. 
Psychological Science, 22, 419-422. doi:10.1177/ 
0956797611401755 

Casile, A., & Giese, M.A. (2006). Nonvisual motor training 
influences biological motion perception. Current 
Biology, 16, 69–74. doi: 10.1016/j.cub.2005.10.071 

Clark, A. (2013). Gesture as Thought? In Z. Radman (Ed.), 
The Hand, an Organ of the Mind: What the Manual Tells 
the Mental (pp. 255–268). Cambridge, MA: MIT Press.  

Chu, M., & Kita, S. (2011). The nature of gestures’ 
beneficial role in spatial problem solving. Journal of 
Experimental Psychology: General, 140, 102–116. 
doi:10.1037/a0021790 

Cole, J., Gallagher, S., & McNeill, D. (2002). Gesture 
following deafferentation: A phenomenologically 
informed experimental study. Phenomenology and the 
Cognitive Sciences, 1, 49–67. doi:10.1023/ 
A:1015572619184 

Cook, S. W., & Tanenhaus, M. K. (2009). Embodied 
communication: Speakers’ gestures affect listeners' 
actions. Cognition, 113, 98–104. 
doi:10.1016/j.cognition.2009.06.006 

Emmorey, K., Bosworth, R., & Kraljic, T. (2009). Visual 
feedback and self-monitoring of sign language. Journal of 
Memory and Language, 61, 398–411. doi:10.1016/ 
j.jml.2009.06.001 

Goldin-Meadow, S., Cook, S. W., & Mitchell, Z. A. (2009). 
Gesturing gives children new ideas about math. 
Psychological Science, 20, 267–272. doi:10.1111/j.1467-
9280.2009.02297.x 

Goldin-Meadow, S., & Beilock, S. L. (2010). Action’s 
influence on thought: The case of gesture. Perspectives on 
Psychological Science, 5, 664–674. doi:10.1177/1745 

445



691610388764 
Iverson, J. M., & Goldin-Meadow, S. (1998). Why people 

gesture when they speak. Nature, 396, 228. doi:10.1038/ 
24300 

James, K. H., & Swain, S. N. (2011). Only self-generated 
actions create sensorimotor systems in the developing 
brain. Developmental Psychology, 14, 1-6. doi: 10.1111/ 
j.1467-7687.2010.01011.x 

Kelly, S., Healey, M., Ozyürek, A., & Holler, J. (2014). The 
processing of speech, gesture, and action during language 
comprehension. Psychonomic Bulletin & Review. 
doi:10.3758/s13423-014-0681-7 

McNeill, D. (2005). Gesture and Thought. Chicago: 
Chicago University Press. 

Novack, M. A., Congdon, E. L., Hemani-Lopez, N., & 
Goldin-Meadow, S. (2014). From action to abstraction: 
Using the hands to learn math. Psychological Science. 
doi:10.1177/0956797613518351 

Pouw, W. T. J. L., de Nooijer, J. a., van Gog, T., Zwaan, R. 
a., & Paas, F. (2014). Toward a more embedded/extended 
perspective on the cognitive function of gestures. 
Frontiers in Psychology, 5, 1–14. doi:10.3389/ 
fpsyg.2014.00359 

Singer, M., & Goldin-Meadow, S. (2005).  Children learn 
when their teachers’ gestures and speech differ.  
Psychological Science, 16, 85-89. doi: 10.1111/j.0956-
7976.2005.00786.x 

Sober, S. J., & Sabes, P. N. (2005). Flexible strategies for 
sensory integration during motor planning. Nature 
Reviews. Neuroscience, 8, 490-497. doi: 10.1038/nn1427 

Thomas, L. E., & Lleras, A. (2009). Swinging into thought: 
Directed movement guides insight in problem solving. 
Psychonomic Bulletin & Review, 16, 719–23.doi:10.3758/ 
PBR.16.4.719 

Trofatter, C., Kontra, C., Beilock, S., & Goldin-Meadow, S. 
(2014). Gesturing has a larger impact on problem-solving 
than action, even when action is accompanied by words. 
Language, Cognition and Neuroscience, 30, 1–10. 
doi:10.1080/23273798.2014.905692 

 

446



What is Lost in Translation from Visual Graphics to Text for Accessibility 
 

Peter Coppin (pcoppin@faculty.ocadu.ca) 
Dept. of Industrial Design, Faculty of Design, OCAD University, Toronto, ON M5T 1W1 CANADA 

Dept. of Mechanical and Industrial Engineering, University of Toronto, Toronto, ON M5S 3G8 CANADA 
 
 

Abstract 

Many blind and low-vision individuals are unable to access 
digital media visually. Currently, the solution to this 
accessibility problem is to produce text descriptions of visual 
graphics, which are then translated via text-to-speech screen 
reader technology. However, if a text description can 
accurately convey the meaning intended by an author of a 
visualization, then why did the author create the visualization 
in the first place? This essay critically examines this problem 
by comparing the so-called graphic–linguistic distinction to 
similar distinctions between the properties of sound and 
speech. It also presents a provisional model for identifying 
visual properties of graphics that are not conveyed via text-to-
speech translations, with the goal of informing the design of 
more effective sonic translations of visual graphics.  

 

Graphics Without Visual Perception 
Consider the experience of a blind or low-vision individual 
who uses a screen reader to access pictures, diagrams, 
charts, and graphs. Unlike a user who accesses graphical 
media through visual perception, the screen reader user 
usually accesses these graphics via text-to-speech 
“descriptions,” essentially interpretations of what was 
deemed most relevant by the person who produced the text 
descriptions of the author’s intended meaning. For example, 
Figure 1a presents a financial chart with rising and falling 
stock prices over time, where time is shown on the 
horizontal axis and monetary value is shown on the vertical 
axis. Figure 1d presents a text description of the chart 
compliant with the Web Content Accessibility Guidelines 
(WCAG), using text to describe the rising and falling 
monetary values over time. The next sections compare and 
contrast how these presentations are experienced. 

In a text description of a visual graphic (Figure 1d), all of 
the information is conveyed via text (or text-to-speech, 
when conveyed via screen reader technology). But in the 
original chart (Figure 1a), only some of the information is 
conveyed via text, predominantly numerical values and 
labels (Figure 1c); the shape of the shaded contour 
(Figure 1b) is not conveyed via text: the visually perceived 
shapes are picked up “more directly” and the features of 
shapes are translated to text descriptions. However, 
important properties of visually perceived shape information 
(Figure 1b) are lost in translation and are instead conveyed 
via text (Figure 1e). This shape information is needed to 
provide the unique affordances that are often associated 
with “visual” representations relative to text.  

 
Figure 1. The chart (a) is composed of visually perceived 

shape contours (b) and text labels (c). Accessibility practices 
translate b–c to text (d), with shapes described via text (e).1  

 
Many scholars have explored the differences between 

graphics and text, often referred to as the so-called 
“graphic–linguistic distinction” (Shimojima, 1999). In 
addition, researchers have investigated how so-called “non-
linguistic sonification” can be employed to make charts and 
graphs more accessible (e.g., Hermann, Hunt, & Neuhoff, 
2011; Mauney & Walker, 2004). This essay examines the 
graphic–linguistic distinction in order to better understand 
how it could correspond to a similar distinction between 
properties of non-linguistic sonification compared to speech 
to provide a means to identify what is lost when graphics are 
translated to text-to-speech. An increased understanding 
could inform the design of new approaches for conveying 
properties of graphically represented shapes via sound.  

The Graphic–Linguistic Distinction: 
Implications for Sonic Interface Design 

The graphic–linguistic distinction has been described in 
various ways: analogical versus Fregean; analog versus 
propositional; graphical versus sentential; and 
diagrammatical versus linguistic (Shimojima, 1999).  

                                                             
1 Adapted from “Web Accessibility Best Practices: Graphs” by 

Campus Information Technologies and Educational Services 
(CITES) and Disability Resources and Educational Services 
(DRES), University of Illinois at Urbana/Champaign. Copyright 
2005 by University of Illinois at Urbana/Champaign. 
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2D Versus Sequential 
According to Larkin and Simon (1987), diagrammatic 
representations “preserve explicitly the information about 
the topographical and geometric relations among the 
components of the problem.” More specifically, Larkin and 
Simon defined a diagram as “a data structure in which 
elements appear in a single sequence” whereas a 
diagrammatic representation is a “data structure in which 
information is indexed by two-dimensional location.” For 
the purposes of this essay, the text description in Figure 1e 
is classified as sentential because the text is composed of 
marks arranged in a linear sequence and the marks are taken 
to refer to words with linguistic meanings (linguistically 
conveyed elements). In contrast, Figure 1a is classified as a 
diagram because the financial values are indicated via 
(textually) labeled points or lines (elements) that are 
indexed to a graphical grid. The visually processed spatial 
relations among these labeled marks yield powerful 
affordances, because by processing the contours of lines or 
the relative positions of marks scattered across the two-
dimensional graphical surface, the viewer can infer values 
and trends that are not explicitly conveyed via labels (cf. 
Barwise & Etchemendy, 1990).  
 
Implications for sonic charts and graphs 
Sonic sentential properties. Text-to-speech (the current 
standard for WCAG accessibility) would seem to be the 
obvious candidate for the sonic version of what Larkin and 
Simon referred to as a sentential structure, where elements 
are arranged in a linear sequence. In the case of visually 
processed written sentences composed of word forms 
printed on a page, the sequential properties result from the 
linear arrangement of characters and word forms on the 
printed surface. In the case of sonic sentential structures, the 
sequential properties are temporal, presented as a sequence 
of sounds that are perceptually processed as words that refer 
to intended meanings. Larkin and Simon did not define what 
the elements (that are arranged in sequence) are composed 
of. For the purpose of this subsection, let us assume that the 
elements are some combination of properties that, when 
sequentially processed as words, refer to intended items.  

Sonic diagrammatic properties. To present diagrammatic 
properties in a way that can be perceived aurally, designers 
would need to exploit properties of sound that can convey 
topological and geometric relations. People use stereo, echo, 
and the Doppler effect to determine the spatial locations of 
sound-producing objects in physical environments (cf. Nasir 
& Roberts, 2007). Designers could exploit these cues to 
convey geometric and topological relations among elements 
that are indexed to a 2D plane (cf. Brown, Brewster, 
Ramloll, Burton, & Riedel, 2003; Hermann, Hunt, & 
Neuhoff, 2011). Figure 2 shows how left and right arrow 
keys could move an “audio cursor” to different positions on 
an x-axis of a computationally generated 2D space. The 
position of the sonically conveyed cursor on the x-axis could 
be indicated via stereo (cf. Zhao, Plaisant, Shneiderman, & 
Lazar, 2008). For a simple spark line graph, the sonic cursor 

can alter the pitch of the sound if “scrubbed” to different 
points on the x-axis, so that higher pitches correspond to 
points that intersect with the cursor at higher elevations 
(Figure 2, right) and lower pitches correspond to points that 
intersect with the cursor at lower elevations, thereby 
allowing blind or low-vision users to perceive the contours 
of the graph (cf. Brown, Brewster, Ramloll, Burton, & 
Riedel, 2003). 

Relation Symbols and Object Symbols 
According to Russell (1923), in sentences “words which 
mean relations are not themselves relations,” whereas in 
graphical representations like maps, “a relation is 
represented by a relation.” An example of the latter is the 
financial chart (e.g., Figure 1a), where higher monetary 
values are conveyed via marks at higher elevations of the 
graphic, whereas lower monetary values are conveyed via 
marks at lower elevations. This convention allows the 
visually perceived spatial relationships among the marks to 
represent relationships among monetary values over time.  
 
Implications for sonic charts and graphs 
Graphical relations could be conveyed sonically. Consider 
two tones with different pitches: Tone A and Tone B 
(Figure 2, right). If Tone A is at a lower frequency than 
Tone B, then the sonic relation between the two tones is the 
perceptible difference in pitch between the tones. For 
example, if Tone A refers to a stock price at an earlier point 
in time, and Tone B refers to a stock price at a later point in 
time, then the perceptible difference between the pitches of 
the tones can convey the difference in price over time. 
Moving the sonic cursor from left to right would correspond 
to a change (increase) in pitch, conveying the change in 
stock price over time via a sonic relation.  

 
Figure 2. By scrubbing a “sonic cursor” along an axis, 

audiences could access sonically conveyed relations through 
changes in pitch and via stereo. 

Analog Versus Digital 
The classic distinction between analog versus digital, where 
analog refers to visual properties of a graphic and digital 
refers to linguistic properties, is most commonly associated 
with Goodman (1968). Shimojima (1999) illustrated this 
distinction using the example of a speedometer dial. The 
analog aspect of the dial is the perceived orientation of the 
needle relative to the numerically labeled marks on the dial. 
The digital aspect is the numerical magnitude (speed) 
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determined by comparing the needle’s position to the marks 
representing numerical values.  

 
Implications for sonic charts and graphs 
The analog versus digital distinction appears to involve two 
interrelated capabilities: lower-level perceptual capabilities 
to process geometric and topological properties (e.g., those 
shown on the speedometer dial); and higher-level 
capabilities to process, filter, and interpret how those 
perceptually processed features fall into conceptual 
categories (e.g., the numerically represented velocity) 
(Mandler, 2006; Figure 3). A financial chart is composed of 
both analog (lines that vary along the Cartesian plane) and 
digital (text that conveys monetary values relative to time) 
properties. The current text-to-speech approach only 
exploits the digital properties of language (words with 
symbolic meaning) – but designers could produce effective 
visual-to-audio translations by recruiting features of sound 
such as pitch, echo, stereo, and timbre to convey properties 
of graphics that vary in analog space. 

 
Figure 3. A perception–reaction system is hierarchically 

organized to process lower-level perceptual structures and 
categorize them into higher-level conceptual categories. 

Intrinsic Versus Extrinsic Constraints 
For brevity, the following discussion will use the classic 
characterization provided by Barwise and Etchemendy 
(1990) because it is compact and intuitive:  

Diagrams are physical situations. They must be, since we 
can see them. As such, they obey their own set of constraints 
. . . By choosing a representational scheme appropriately, 
so that the constraints on the diagrams have a good match 
with the constraints on the described situation, the diagram 
can generate a lot of information that the user never need 
infer. Rather, the user can simply read off facts from the 
diagram as needed. This situation is in stark contrast to 
sentential inference, where even the most trivial 
consequence needs to be inferred explicitly. 

To illustrate how “diagrams are physical situations,” 
consider the illustration shown in Figure 2 (left). A text (or 
text-to-speech) description might go as follows: “A is below 
B and both A and B are to the left of C.” Another textual 
description might read: “B is between A and C and is above 

both A and C.” Each text description conveys a different 
interpretation of what is shown visually and therefore 
affords different inferences. In contrast, a diagram can 
convey many other relationships because of how it conveys 
topological and geometric information through visual 
perception: Barwise and Etchemendy referred to this as a 
diagram’s ability to present “countless facts.”  

In translating a visual diagram into a sonic diagram, one 
is essentially translating a spatial structure from one set of 
modality-specific perceptual features into another. Loomis 
et al. (2013) have argued that regardless of the stimulus 
modality, what is generated is ultimately an amodal “spatial 
image”. Thus in principle it should be possible to convey 
the same underlying spatial representation with the unique 
affordances of diagrams using sonification.  

 
Implications for sonic charts and graphs 
When Barwise and Etchemendy (1990) referred to diagrams 
as “physical situations,” they were referring to the properties 
(and affordances) of diagrams that emerge through 
interaction via a human visual perception system. The 
challenge for designers who seek to extend the affordances 
of visual diagrams to the sonic domain is to identify 
properties or dimensions of sound that similarly (i.e., using 
human perceptual processing of sound) make use of 
“physical situations” to present “countless facts.”  

Thus, a hybrid stereo–varying frequency interface (see 
Figure 3) should enable a user to “hear the shape” of a 
contour. Indexing text-to-speech labels to contours should 
allow users to form multiple sentences (countless facts) 
about the geometric and/or topological relations among the 
labeled elements.  

Extending the Graphic–Linguistic Distinction into 
the Sonic Domain 
Let us now extend on the various graphic–linguistic 
distinctions to consider sonic versions of visual charts and 
graphs. 

1. Extending on the diagrammatic versus sentential 
distinction, text-to-speech can be considered a sonic version 
of what Larkin and Simon referred to as a sentential 
structure and is the current WCAG approach to web 
accessibility. In contrast, spatial sound can be exploited to 
convey 2D sonic diagrammatic external representations.  

2. Extending on the analog versus digital distinction, text-
to-speech uses language to convey digital properties 
sonically. The analog properties of sound, such as tone, 
timbre, stereo, and echo could afford the communication of 
spatial, geometric, or topological information.  

3. Extending on the distinction between relation symbols 
and object symbols, the current text-to-speech approach 
uses words to convey relations. Because relations among 
elements represented by analog and spatial properties of 
sound are themselves relations, analog and spatial properties 
of sound could be recruited to map numerical values to 
perceptual dimensions.  

449



4. Extending on the distinction between intrinsic and 
extrinsic constraints, producing sonic versions of visual 
graphics would require identifying “physical situations” that 
naturally emerge during human perceptual processing of 
sound to present “countless facts.” 

Perceptual and Conceptual Graphic Relations 
This section integrates these extensions and proposes how 
the graphic–linguistic distinction could be extended to sonic 
external representations. First, let us recruit and expand on 
the distinction between lower-level perceptually processed 
topological and geometric features of an environment versus 
the recognition, categorization, and linguistic 
communication of those features.  

Visual and aural sentential structures and relations are 
detected and perceptually processed via lower-level sensory 
receptors and perceptual categories (Figure 3, left). In 
written text or text-to-speech, what is most relevant is the 
higher-level conceptual category (Figure 3, right) that a 
given feature (such as perceptually processed printed text on 
a page or text-to-speech) is taken to fall under. What is 
needed is a way to convey topological and geometric 
relations among elements by exploiting lower-level 
perceptually processed features of a visual graphic or sonic 
structure (Figure 3, left). Let us refer to these perceptually 
processed features as perceptual properties. Let us refer to 
these perceptually processed relations among elements as 
perceptual relations. Let us refer to relations that are 
communicated via text as text-described relations.  

Perceptual Relations vs. Text-Described Relations 
We are now ready to build on previous work by Coppin 
(2014) to provide a theoretical foundation for distinguishing 
perceptual relations versus text-described relations.  

The model is based on the idea that an individual’s 
perception–reaction loop (cf. Gibson, 1986) enables survival 
and prosperity within a dynamic environment composed of 
change and variation. This requires capabilities to predict, 
anticipate, and simulate (Barsalou, 1999) dynamic change 
and variation. For example, reaching for and grasping an 
item such as a cup requires capabilities to perceptually 
process features from the proximal surface of the item and 
also to predict, anticipate, and simulate features of the distal 
surface of the item.  

These simulations are constructed from the memory 
traces of past perception–reactions (conjunctive neurons), so 
simulation involves many of the same neural systems used 
during perception (Kosslyn, Ganis, & Thompson, 2001). 
For example, as I perceive the cup, I am also informing 
potential action (reaching for and grasping the proximal and 
distal sides of the cup). Thus, perception and simulation are 
integrated aspects of perception–reaction within a physical 
environment, and each act of perception–reaction leaves 
memory traces in the form of conjunctive neurons across 
lower-level association areas (Figure 3).  

 At lower-level association areas, which are more tightly 
coupled with sensory receptors, simulated prototypes fall 

under perceptual categories, At higher-level association 
areas (see Figure 3, right), conjunctive neurons converge in 
zones across multiple sensory modes. These “convergence 
zones” (Damasio, 1989; Simmons & Barsalou, 2003) enable 
simulated prototypes of possible perception–reactions that 
are not as easily described in terms of a specific perceptual 
mode or a reenactment of a specific prior perception–action. 
Instead, these simulated prototypes fall under more general 
categories of possible perception–actions (Barsalou, 2003). 
These are not only more amodal, but have been described as 
more filtered, interpreted (Pylyshyn, 1973), conceptual 
(Barsalou, 2003, 2005), or abstract (Barsalou, 2003). For 
example, a child who takes a bite out of what turns out to be 
a rotten apple might later reenact this experience when she 
perceives another rotten apple with common properties. 
Over time, she will develop an understanding of ‘rotten’ as a 
category that can include apples, as well as many other 
objects and experiences. 
 

Back to charts and graphs. In a financial chart (and 
many other kinds of diagrams), relations are conveyed via 
lower-level perceptual processing of the geometrical and 
topological properties of the marked physical surface 
(Table 1). In contrast, in text descriptions (sentential 
structures), relations are conceptual (and conveyed 
linguistically; see Table 2); although visual properties of 
printed text or aural properties of text-to-speech are also 
picked up by sensory receptors, what is meaningful about 
them is the conceptual relation that is conveyed 
linguistically. 
 
Table 1. Diagrams are composed of perceptually processed 
relations among linguistically conveyed conceptual objects; 

sentences are composed of linguistically conveyed 
conceptual relations among linguistically conveyed 
conceptual objects (adapted from Coppin, 2014). 

 Diagrammatic Sentential 
Relations Perceptual Conceptual 
Objects or Items Conceptual Conceptual 
 

Perceptual Specificity is Lost in Translation 
The idea of “specificity” is central to understanding what is 
lost in translation, so let us begin by clarifying what is 
meant by “more or less specific” in this context. Consider 
the line shown in Figure 4b. Relative to the line of Figure 
4c, we have more knowledge about the location of a point in 
a one-dimensional space, due to the shaded red marker. This 
means we have more certainty (or more information) about 
the specified location of the point in Figure 4b than we do 
about the location of the point in Figure 4c. 
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Figure 4. The left vertical line (b) refers to the limited range 
of perceptual structures conveyed via a given graphic. The 

right line (c) refers to the wider range of possible conceptual 
categories that the perceptual structures could fall under. 

The model predicts that when perceptual specificity is high 
(b) conceptual specificity is low (c). 

 
Extending the line example to discuss perceptual 

relations, Figure 4b refers to intentionally configured marks 
or sounds from an author to cause intended audience 
percepts (the diagram in Figure 4a). However, the 
perceptual relations of Figure 4a can be processed, filtered, 
and interpreted to fall under a range of possible relational 
categories (that can be text-described), indicated by the 
highlighted segment of the right line in Figure 4c (as shown 
in Figure 4d: “A is below B and both A and B are to the left 
of C” or “B is between A and C and is above both A and 
C”). In other words, although perceptual specificity is high, 
conceptual specificity of the intended relation is low 
because the perceptual relations can fall under numerous 
conceptual categories. However, the reverse is also true and 
this reversal exposes the heart of what is lost during the 
translation process.  
 
Conceptual Specificity is Perceptually Ambiguous 
Extending the line example to discuss the perceptual 
ambiguity of text-described (conceptual) relations, the right 
highlighted line in Figure 5c refers to a specific (sentential) 
text description authored to convey intended conceptual 
relations (Figure 5d). However, numerous perceptual 
relations (Figure 5a) can fall under the text-described 
conceptual relations, indicated by the highlighted segment 
of the left line in Figure 5b. In other words, although 
conceptual specificity is high, perceptual specificity of the 
intended relations is low, because numerous perceptual 
relations can fall under the text-described conceptual 
relations.

 
Figure 5. The model predicts that when conceptual 

specificity is high (c) perceptual specificity is low (b).  

Application to an Example Design Problem 
Let us now return to the WCAG text description example 
from Figure 1 in order to demonstrate what is lost in 

translation and how what is lost could be conveyed via non-
linguistic sound. In the text description (Figure 1d), the 
problem is that all content is conveyed conceptually (via 
text-to-speech) whereas the original visual graphic that the 
text description is based on conveys much of the content 
(the contour of the shape) perceptually: Perceptual relations 
are lost and replaced by conceptual relations, generating 
perceptual ambiguity. If the objective is to present Figure 1a 
sonically, how can a designer decide which aspects should 
be conveyed via conceptual properties (text-to-speech) and 
which aspects should be conveyed via perceptual sonic 
properties (such as spatial sound)?  

Recall the perceptual distinction, where perceptual 
properties are predicted to afford the communication of 
concrete structures more effectively compared with 
conceptual properties, and an aspect of a graphic can be 
identified as “more concrete” if it produces a perceptual 
structure that corresponds to what could be picked up and 
perceptually processed from a physical environment. In this 
account, the graphically represented shape contour 
(Figure 1b) is primarily perceptual, and is therefore more 
appropriate for translation to sonic properties that can use 
spatial sound to convey geometric and topological relations 
among conceptually conveyed objects. 

To determine which aspects of a graphic should be 
conveyed via text-to-speech, recall the conceptual 
distinction: text is predicted to afford the communication of 
abstract conceptual categories more effectively compared 
with perceptual properties, and a concept can be identified 
as more abstract if it is less tied to a specific perceptual 
mode). In other words, it is less easily mapped back to a 
structure that could be picked up and perceptually processed 
from a physical environment. Under this account, the 
numbers that label increments on the x and y axes (Figure 
1a) are more conceptual because they cannot be mapped 
back to a perceptual structure that could be picked up from a 
physical environment. 

Conclusion 
This essay proposes a provisional model to underpin the 
various accounts of the graphic–linguistic distinction 
described in the literature as a means to extend the graphic-
linguistic distinction into aural domains. The model makes 
the distinction in terms of lower level perceptual capabilities 
that enable perceivers to perceptually process concrete 
structures (e.g., geometric and topological features) on the 
one hand, and higher level capabilities that enable 
perceivers to process and interpret how those perceptually 
processed structures fall under more abstract conceptual 
categories on the other.  

Due to these distinctions, the model predicts that 
perceptual relations (conveyed via graphics or non-linguistic 
sonification) afford the communication of concrete relations 
(conveyed via text or text-to-speech) more effectively 
compared to conceptual relations conveyed via text or text-
to-speech. In addition, the model predicts that conceptual 
relations (conveyed via text or text-to-speech) afford the 
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communication of abstract relations more effectively 
compared to perceptual relations conveyed via graphics or 
non-linguistic sonification.  

In addition, the model streamlines accounts that 
distinguish diagrammatic from sentential structures to 
(1) characterize sentential structures as composed of 
conceptual relations among conceptual objects on the one 
hand, and (2) diagrammatic structures as perceptually 
represented relations among conceptual objects on the other. 
Under this account, (3) a sonic diagram is conceptualized as 
sonically conveyed relations among linguistically conveyed 
(via text-to-speech) objects.  

This model may be applied by researchers and designers 
to generate testable predictions. For example comparing 
recognition performance of a visual data set communicated 
either through sonification or text-description. This is useful 
within a design context because designers lack guidelines 
for converting visual graphics into non-visual perceptual 
modes. 
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Abstract
This study explores the relation between pain sensitivity and 
the cognitive processing of words. 130 participants evaluated 
the pain-relatedness of a total of 600 two-syllabic nouns, and 
subsequently reported on their own pain sensitivity. The 
results demonstrate that pain-sensitive people (based on their 
self-report) associate words more strongly with pain than less 
sensitive people. In particular, concrete nouns like syringe, 
wound, knife, and cactus, are considered to  be more pain-
related for those who are more pain-sensitive. We discuss our 
results in the light of three theoretical frameworks – cognitive 
bias, prototype theory, embodied account. We argue that the 
latter is best suited to explain the results of this study in the 
sense in which it implies the principle of body specificity, 
according to which different bodily characteristics lead to 
corresponding differences in  the way in which people 
construct concepts and word meanings.

Keywords: Pain, pain-sensitivity; semantic processing; 
cognitive biases; prototype theory;  embodied account; body 
specificity.

Introduction
The last few decades have amassed data on the influence of 
affective states like emotions and pain on semantic 
processes, but also the reverse influence of semantic 
processes on the perception of emotional and painful 
stimuli. E.g.,  Dillmann et al. (2000) investigated the effects 
of different semantic primes on the processing of painful 
stimuli; using a sentence completion task, Rusu et al. (2012) 
demonstrated that participants with pain and depression 
exhibit a cognitive bias specific to negative aspects of 
health; Niedenthal et al. (1997) provide evidence that being 
in an emotional state facilitates responses to words 
categorically associated with that emotion. More recently, 
researchers have also focused on the impact of emotional 
sensitivity on the cognitive processing of emotion words. 
Instead of inducing certain emotions to test whether and 
how strongly cognitive processes are inhibited or facilitated 
while undergoing certain emotions, researchers have 
investigated the importance of people’s emotional 
sensitivity for specific cognitive tasks. E.g. Silva et al. 
(2012) have found that sensitivity to disgust affects lexical 
decision performance; Rak et al. (2013) show that people’s 
ability to feel empathy with others exerts an influence on the 
integration of emotion words. Despite these advances in the 

study of emotions, little research has been devoted to 
questions regarding the relation between the semantic 
processing of words on the one hand, and pain sensitivity on 
the other, where pain sensitivity is generally assumed to 
refer to subjects’ responsiveness to noxious stimuli. Our 
study intends to fill this lacuna.

Three theoretical frameworks have often been drawn 
upon to account for individual differences regarding the 
language processing of pain-related or emotion-related 
stimuli. (1) Cognitive bias: Subjects with different 
inclinations, tendencies, etc. will show cognitive biases 
towards stimuli that are in accordance with their 
inclinations. E.g., studies with healthy subjects showed that 
individuals, who are more pain sensitive, are also more 
strongly engaged with pain-related stimuli (Baum et al., 
2011). (2) Prototype Analysis: According to prototype 
theory, conceptual representations are encoded in a 
prototypical fashion and consist of various features, some of 
which are more central than others (Sloman et al., 1998), 
e.g. having a sharp tip is more central to the concept of a 
nail than having a silver colour.  The degree of centrality of 
the features of conceptual representations, however,  varies 
between different people given the different exposure to 
examplars of a certain concept. Thus,  differences in the 
semantic processing of pain-related words need to take into 
account the inter-individual differences in which concepts 
are stored. (3) Embodied Cognition: the processing of 
linguistic meaning essentially involves perceptual, motoric 
and emotional brain regions corresponding to the contents 
of the words to be comprehended. E.g. Richter et al. (2010) 
have shown that when people are presented with pain 
words, there is substantial activity in the pain matrix that is 
also active when people feel a pain. The activation of these 
brain regions during semantic processing has been taken as 
evidence of the fact that reading words “hurts”.  This finding 
opens the way to the fascinating issue of whether people 
show individual differences in the degree to which they are 
hurt by words.  According to the body specificity hypothesis 
(Casasanto, 2011) they should: if concepts and word 
meanings are at least partially constituted by implicit 
simulations of bodily experiences, as stated by the 
supporters of the embodied account, then individual 
differences in the way in which people experience the world 
should lead to corresponding differences in the way in 
which they construct concepts and word meanings.The 

453



primary aim of our study was to investigate the hitherto 
unexplored question of whether individual differences in 
pain sensitivity, as measured by people’s self-report, have a 
substantial influence on the cognitive processing of words, 
as measured by people’s ratings of the pain-relatedness of 
words. We were also particularly interested in whether pain 
sensitivity has a differential influence on the processing of 
abstract vs. concrete nouns. After presenting the experiment 
in the next section, we will discuss our results in light of the 
theories that we mentioned above. Collecting people’s 
evaluations of the pain-relatedness of words, our secondary 
aim was to build a large database of pain-related words, 
which could be later used by researchers interested in the 
cognitive processing of pain-related semantic stimuli for 
future research needs.

Methods

Participants
189 participants took part in our survey. We only collected 
responses from those 141 participants who completed the 
survey. 10 further subjects had to be excluded from our 
analysis because they were not German native speakers, and 
data of another subject had to be dismissed because the 
person stopped responding differentially after 25% of the 
words were presented. Of the remaining 130 people, 70 
were female,  18 years or older, with a mean age of 28.04 
years (SD = 8.97). All subjects who participated in our 
survey were recruited through the Ruhr University Bochum 
and were mostly students. They were not reimbursed for 
their participation, but among all participants who submitted 
their email address, four book vouchers were drawn.

Stimuli
We assembled a list of 330 German pain words. All words 
were two-syllabic nouns and fell roughly into three 
categories: (A) nouns that refer to objects, the use of or 
contact with which, may be associated with having pain,  e.g. 
thorn (Dorne), hail (Hagel), hammer (Hammer), crutch 
(Krücken), tank (Panzer), snake (Schlange), shard 
(Scherbe). (B) nouns that refer to body parts or inflictions of 
body parts that are often associated with having pain, e.g. 
appendix (Blinddarm), pus (Eiter), neck (Genick), bone 
(Knochen), scar (Narbe). (C) abstract nouns that refer to 
states of affairs that often involve being in pain, e.g. birth 
(Geburt), emergency (Notfall), epidemic (Seuche), torture 
(Folter).  We then supplemented this list with 270 two-
syllabic nouns of which 90 words have a positive valence, 
e.g. eagle (Adler), spring (Frühjahr), saphire (Saphir), 90 
words with neutral valence, e.g. herring (Hering), 
magnifying glass (Lupe),  pendulum (Pendel), and 90 words 
with a negative valence but presumably not pain-related, 
e.g. wrinkle (Falte), race (Rasse), spy (Spion). Whereas the 
pain-relatedness of the 330 “pain-words” was not 
independently determined (as far as we know, no similar list 
has so far been assembled),  the 270 additional words were 
randomly selected from the Berlin Affective Word List (Võ 
et al., 2009). 

Procedure
The list of 600 words was divided into six surveys including 
100 words (55 pain-related nouns, 15 positive, 15 neutral 
and 15 negative nouns were randomly put together).  Each 
participant was randomly assigned to one of the six surveys 
that they filled out using the survey platform kwiksurvey. 
Before they were presented with the list of words,  they were 
informed that they would be asked to rate the physical pain 
that they associate with that concept.  After reading each 
word x, the person was asked to answer the question “How 
strongly do you associate a x with pain?” (Wie stark 
assoziieren Sie ein(e) x mit Schmerzen?) on a 5-point Likert 
scale (1 = not at all,  2 = slightly, 3 = medium, 4 = strongly, 5 
= very strongly). Figure 1 depicts the mean values for each 
of the 600 words that were evaluated during the study. The 
average rating for all words and all subjects was 2.37 (SD = 
0.99).

Figure 1: Mean values for all 600 presented words.

After evaluating 100 words, participants were prompted 
to provide demographical data on age, gender, and mother 
tongue. Subsequently, they were asked to self-assess their 
pain sensitivity: Would you consider yourself to be pain 
sensitive? (Würden Sie sich als schmerzempfindlich 
bezeichnen?). Possible responses were: (a) yes, (b) not so 
much (c) definitely not, and (d) I don’t know. While a 
person’s pain sensitivity is usually assessed in the laboratory 
setting using controlled experimental stimuli in a number of 
stimulus modalities, such as heat, cold and pressure, it has 
been shown that the use of self-reports to assess pain 
sensitivity is a viable means (Ruscheweyh et al, 2009, 2011, 
but see Edwards (2007)). We furthermore asked subjects to 
report on the frequency with which they feel pain. How 
often do you experience pain? (Wie oft haben Sie 
Schmerzen?).  Possible responses were (a) very rarely (b) 
now and then, (c) quite often, (d) chronic pain. The 
completion of the survey took between 10 and 25 minutes.
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Results

Main Effect 
Average values for participant’s ratings of the pain-
relatedness of all 600 nouns are depicted in Figure 2. 
Participants were divided into three groups (High (N=31), 
Moderate (N=78), Low (N=12)) depending on their self-
assessment of their pain sensitivity (see Procedure above).  1 
In order to analyze the influence of self-assessed Pain 
Sensitivity on people’s mean Rating, we applied an ANOVA 
with participants’ Rating as the dependent measure.

Figure 2: Effect of pain sensitivity on average pain-ratings.

There was a significant main effect of Pain Sensitivity,  F
(2,120) = 3.813, p = .025. A LSD post-hoc test revealed 
significant differences between the High and Moderate 
group (p=.023) as well as between High and Low (p=.018) 
but no significant result between Moderate and Low (p=.
293). 

Comparison ‘Pain-Words’ vs. Random Nouns 
We divided the list of words into those that were preselected 
as being likely to be associated with pain, so called pain-
words,  and those that were randomly selected to 
complement the list (see also Stimuli section). All average 
values are displayed in Figure 3. Regardless of pain 
sensitivity, pain-related words are evaluated to be more 
strongly associated with pain, 2.87 (SE = .15), compared to 
control words, 1.88 (SE = .14).  We ran two ANOVAs for 
‘pain-words’ and for controls with independent factor Pain 
Sensitivity (High, Moderate, Low), and participant’s rating 

as the dependent measure: Whereas Pain Sensitivity has a 
significant effect on the evaluations when only pain words 
are considered, (F(2,120) = 3,786 p = .025), no significant 
effect was obtained for the group of random words (F 
(2,120) = 1.216, p = 0.300). 

Figure 3: Comparing pain-words with control words.

Abstract vs. Concrete Nouns
Participants were presented with both concrete pain-related 
nouns, e.g. syringe, cactus, but also abstract pain-related 
nouns, e.g. birth, emergency. Given the divergent 
predictions different theories make regarding the processing 
of abstract and concrete nouns (see Discussion), we were 
particularly interested in whether there is any difference 
between people’s ratings of abstract and concrete words.2 
The mean values are depicted in Figure 4. The average 
value of ratings for abstract nouns is considerable higher, 
3.27 (SE = .17, compared to concrete nouns, 2.64 (SE = .
14). While there is a highly significant result for concrete 
nouns, F(2,120) = 5.048, p = .008, no significant result 
could be obtained for people’s ratings on abstract nouns, F
(2,120) = 1.618, p = .203. We also analyzed whether 
abstract words that were not strongly associated with pain 
show a significant difference with regards to people’s pain 
sensitivity. An ANOVA that was performed on 60 less pain-
related words demonstrates that no such influence seems to 
exist. F(2,120) = 1.401, p = .250).

1 Only 12 people evaluated their pain sensitivity as low. This can be explained by the actual wording of the response options. 
Arguably, fewer people are willing to state that they do not consider themselves to be pain sensitive than having a low pain 
sensitivity. Nine subjects, who claimed not to know whether they were pain sensitive, were excluded from statistical analysis.

2  To test the influence of concept type on people’s pain rating we used 108 abstract words and 190 concrete words. We 
deliberately excluded all concepts that have both conrete and abstract features, e.g. tyrant, foul.
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Figure 4: Abstract vs. Concrete Nouns

Discussion
The main purpose of this study was to determine whether 
pain sensitivity has an influence on the semantic processing 
of pain-related words. In order to test this hypothesis, we 
compared measures of subjects’ self-reported pain 
sensitivity with their evaluation of the pain-relatedness of 
words. Our results confirmed that pain sensitivity has a 
significant impact on the rating of pain-related words. 
People who reported to be more sensitive to pain produced 
higher pain ratings to pain-related words compared to 
people who reported to be less sensitive. 

This finding stimulates a series of interesting 
considerations. First of all, while the relation between the 
processing of pain-related information and other cognitive 
factors has been investigated, the notion of pain-related 
words has been generally operationalized using stimulus 
material that describes the sensory qualities of pain (e.g., 
words like ‘‘stabbing’’, ‘‘burning’’) or its affective 
component (e.g., words like ‘‘annoying’’, ‘‘terrifying’’). In 
our experiment we provide evidence, for the first time, of 
the relation between pain sensitivity and the processing of 
nouns which can be contextually related to painful situations 
but do not explicitly describe pain. This suggests that the 
individual variable pain-sensitivity might affect the 
processing of pain-related information to a much greater 
extent than previously thought.  Given the widespread nature 
of this phenomenon, the exploration of the possible 
mechanisms by which this interaction takes place deserves 
special attention. 

A potential interpretation of our results assumes a 
cognitive theory of pain. According to this account, the 
relation between pain sensitivity and the rating of pain-
related words is explained by cognitive biases in retrieval 
and processing of pain-related information. For example, 
biases to orient the attention towards pain-related stimuli or 

to form implicit or explicit pain-related memories could 
play a relevant role. The underlying assumption is that 
people who are highly pain-sensitive show attentional or 
memory biases towards pain-related stimuli compared to 
low-sensitive people, and these biases mediate their 
processing of pain-related words. A classical paradigm to 
test attentional biases adopts a Stroop task, in which people 
are presented with colored words and instructed to name the 
color while ignoring the meaning of the words. Slower 
answers in naming the color of pain-related words are taken 
to reveal of an attentional bias towards pain related 
information (Pearce and Morley, 1989). 

It has been recently shown that individuals who are 
attentionally more engaged with pain-related stimuli are also 
more pain-sensitive, as measured by experimental pain 
sensitivity (Baum et al., 2011). Thus, it could be argued that 
the results of our study are predicted by an attentional bias: 
people who are highly pain-sensitive would preferentially 
allocate their attention to pain-related words compared to 
people who are less sensitive, and would consequently 
produce higher ratings of pain-relatedness. It should be 
noted though that whereas attentional bias to pain stimuli 
has been extensively investigated, little is known about the 
emotional and behavioral correlates of attentional responses. 
It is not clear then that an attentional bias towards pain-
related stimuli would predict evaluations of higher pain-
relatedness of the presented words. Furthermore, a recent 
meta-analysis concluded that attentional bias towards pain-
related information is not a robust phenomenon given that it 
proved difficult to generate or replicate (Crombez et al., 
2013). 

An alternative explanation of how cognitive factors 
mediate between pain sensitivity and the rating of pain 
related words could be that individual differences in pain 
sensitivity affect the way in which people form concepts. 
This view is consistent with prototype theory which, unlike 
the classical account, predicts that concepts vary from one 
person to the next, based on individual experiences with 
exemplars of a certain category (Rosch, 1999). People who 
are more sensitive to pain would,  on this account,  record 
more often the occurrence of the attribute “painful” for 
experienced exemplars of a certain concept. Thus, this 
attribute is more likely to be integrated into their concepts as 
compared to the concepts of people who are less sensitive to 
pain. For example,  for high-pain-sensitive people, 
experiences with syringes will have in common the attribute 
of painfulness.  It follows that the central tendency and the 
representation of this range of experiences will include their 
painfulness,  that is, the property of being painful will 
become part of the prototypical representation of a syringe. 
Consequently, when high-pain-sensitive people are asked to 
evaluate the pain-relatedness of certain words,  the average 
value of their evaluations is predicted to be higher compared 
to the average value produced by people who are less pain 
sensitive. Interestingly, prototype theory makes also an 
additional prediction concerning the ratings of concrete and 
abstract words. The theory predicts an influence of pain-
sensitivity on word ratings also for abstract words given that 
also in this case the attribute “painful” is assumed to be 
more strongly integrated in the concepts of highly pain-
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sensitive people than in those of less sensitive people.  This 
prediction,  however, is at odds with our data, which 
confirmed a significant influence of pain sensitivity on word 
ratings only for concrete words. A supporter of prototype 
theory could object that in our experiment abstract words 
were on average rated to be more pain-related than concrete 
words. Thus,  the saliency of the attribute “painful” for 
abstract words would obfuscate any difference due to f pain-
sensitivity. If this reasoning were correct, we should expect 
to find a significant impact of pain-sensitivity on word 
ratings when considering only the sub-set of abstract words 
which were given low pain values.  However, this additional 
analysis did not reveal any significant result between pain-
sensitivity and abstract words, thus rejecting the prediction 
of prototype theory (see Results section). The latter then can 
only partially account for our results.

A third interpretation of the reported findings claims that 
pain sensitivity corresponds to higher ratings regarding the 
pain-relatedness of words, because both depend on the 
functioning of the same cognitive and neural mechanisms. 
Such an explanation is consistent with the embodied 
account of language, according to which the processing of 
linguistic meaning recruits areas of the brain dedicated to 
action, perception and emotion (Barsalou, 1999; Prinz, 
2005; Werning, 2012; Werning et al.,  2013). For example, 
understanding the meaning of a word like “syringe” is 
assumed to partially re-activate visual areas of the brain that 
are involved in perceiving syringes, motor areas that are 
relevant to the affordances of syringes, as well as emotional 
and pain-related circuits that encode affective states 
triggered by the interaction with syringes.  More specifically, 
the semantic processing of pain-related words will re-
activate the areas of the brain that are active when people 
actually experience pain (i.e., the pain matrix).  On this 
account, the relation between pain sensitivity and the 
evaluation of pain-related words is explained by assuming 
that individual differences in the activation of the pain 
matrix determine individual differences in pain sensitivity 
and thus differences in the processing of pain-related words. 
The first part of this hypothesis (individual differences in 
pain sensitivity are associated with stronger activation of the 
pain matrix) has been indeed confirmed in an fMRI study in 
which highly sensitive individuals exhibited more frequent 
and more robust pain-induced activation of the primary 
somatosensory cortex,  anterior cingulated cortex, and 
prefrontal cortex than did less sensitive individuals (Coghill 
et al., 2003). The second part of the hypothesis (individual 
differences in pain sensitivity determine differences in the 
processing of pain-related words) is an instance of the 
principle of body specificity (Casasanto, 2011), which 
claims that differences in bodily experiences will also lead 
to differences in the way in which concepts and word 
meanings are constructed.  According to the body specificity 
hypothesis, if concepts and word meanings are in part 

constituted by implicit simulations of actual actions, 
perceptions and emotions, then systematic differences in the 
way in which people act,  perceive and feel will also lead to 
differences in the way in which they construct concepts and 
word meanings. In this perspective, if the processing of 
pain-related words involves the re-activation of the brain 
regions that are active when people actually experience 
pain, then differences in activation as reflected by 
differences in pain sensititivity should also lead to 
differences in the processing of pain-related words. 

The body specificity hypothesis can then directly account 
for our results given that it predicts that individual 
differences in the way in which people experience painful 
stimuli (i.e., differences in pain sensitivity) will also lead to 
differences in the processing of pain-related words. 

Importantly,  the difference between concrete and abstract 
words in terms of their relation with pain-sensitivity can 
also be readily explained assuming such a theoretical 
framework. Whereas concrete concepts are processed in 
brain regions devoted to action, perception and emotions, 
the encoding and processing of abstract concepts may rely 
more strongly on linguistic information, thus activating 
brain areas that are involved in language processing, e.g., 
the left perisylvian network (see Binder et al. (2009)).  If so, 
we would in fact expect to find a correlation between pain 
sensitivity and the processing of concrete words given that 
they are assumed to depend on the activation of the same 
brain regions, while we do not have an apriori reason to 
expect a correlation also between pain sensitivity and the 
processing of abstract words given that the latter may 
depend on other brain areas.  It is interesting to note that 
more radical versions of the embodied theories are currently 
rejecting such a picture suggesting that abstract words entail 
affective processing and activate brain regions associated 
with emotion (i.e.,  the rostral anterior cingulate cortex 
which modulates activity in the amygdala; Vigliocco et al., 
2014). Our results,  however, do not support this more 
radical version of the embodied account and suggest that a 
moderate version of it could better fit our findings.3 

After having reviewed several theories that seem possible 
candidates to explain the results of this experiment, we can 
draw some final considerations. Both accounts of cognitive 
theories – processing biases and prototype theory - present 
some limitations. As for the first,  in spite of the increasing 
number of studies that have been focusing on the processing 
of pain-related information, the solidity of the association 
between processing biases and pain sensitivity, as well as 
the direction of the effect, are still highly questionable. 
Prototype theory,  on the other hand,  has shown to be able to 
account only partially for the presented evidence. Although 
the embodied account cannot be unequivocally supported by 
our experiment, it does seem to be the most promising 
account to accommodate our results. 

3 Somewhere in-between the theories that we have considered – cognitive biases, prototype theory, and the embodied account – it could be argued that the 
correlation between pain sensitivity and ratings on the pain-relatedness of words, is due to the intermediate effect of imagination. Highly sensitive people 
may be more prone than less sensitive individuals at imagining scenarios that are potentially associated with, or elicited by pain-related words, leading to 
higher pain-association values for these words. Given the effect of pain-incompatible imagery as a distractor of pain, it seems at least plausible that pain-
compatible imagery would have the opposite effect, enhancing the perceived pain-relatedness of words.
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Conclusion
In this study we investigated whether and how people’s pain 
sensitivity influences their associations of both abstract and 
concrete words with pain. Our results demonstrate that 
subjects with higher pain sensitivity are likely to associate 
words with greater amounts of pain than subjects with lower 
pain sensitivity. In order to adjudicate between alternative 
explanations,  we have discussed three different accounts. 
While theories of cognitive bias have severe limitations in 
their application to this study,  both, prototype theory and the 
embodied account of cognitive processing are well 
positioned to explicate the main results of our study. 
However, we have argued that differences in associations 
between abstract and concrete words are better accounted 
for by the embodied account. Future research will need to 
address a number of interesting and virtually unexplored 
open questions such as the relation between pain sensitivity 
and the cognitive representation of pain, and how 
motivational,  emotional, attentional factors contribute,  if 
they contribute at all, to determine people’s sensitivity to 
pain. The urgency of these questions is not only determined 
by their scientific value, but also by their potential practical 
implications. Given preliminary evidence that heightened 
pain sensitivity increases risk for future chronic pain 
conditions, answering these questions could also help 
identifying novel routes for preliminary diagnosis and 
treatment of this complex condition.
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Abstract 

We aim at examining how communication mode 
influences the production of gestures under specific 
contextual environments. Twenty-four participants were 
asked to present a topic of their choice under three 
instructional settings: a blackboard, paper-and-pencil, and a 
tablet. Participants’ gestures were investigated in three 
groups: deictic gestures that point to entities, 
representational gestures that present picturable aspects of 
semantic content, and beat gestures that are speech-related 
rhythmic hand movements. The results indicated that 
gesture production of the participants was influenced by the 
mode of instruction (i.e., board, paper-and-pencil, tablet). 

Keywords: Gesture production; Multimodal communication; 
Diagrams 

 

Introduction 
How gestures represent meaning has been subject to an 

interdisciplinary debate in the past decades (Acartürk & 
Alacam, 2012; Alibali & Nathan, 2007; Goldin-Meadow, 
Kim & Singer, 1999; Goldin-Meadow & Wagner, 2005; 
Rauscher, Krauss & Chen, 1996; Valenzeno, Alibali & 
Klatzky, 2003, among many others). Gestures have been 
proposed to enrich communication by supporting 
information in a second modality, usually conveying 
information that is not represented in speech. It has also 
been claimed that gestures promote communication by 
externalizing thoughts that are not formed well enough to 
express verbally (Alibali & Goldin-Meadow, 1993), thus 
reducing cognitive load of the speaker (Rauscher et al., 
1996). 

A frequently used ontology of gesture types is based on a 
threefold classification (McNeill, 1992): iconic and 
metaphoric gestures (henceforth, representational gestures), 
deictic gestures, and beat gestures. Beat gestures are merely 
speech-related rhythmic movements. They have not been a 
topic of intense research, since they have been conceived as 
substantial to the information content in communication. On 
the other hand, representational gestures and deictic gestures 
have been conceived as closely related to the information 
content of communication. 

Deictic gestures are pointing movements of the arm or the 
fingers, which refer to concrete entities in the environment 
or refer to virtual entities that are not available in the 
environment but are subjects of communication. Deictic 
gestures have been proposed to construct a bridge between 
speech and the entity that is referred to by speech. 
Representational gestures, however, visualize picturable 
aspects of speech. Accordingly, representational gestures 
bear structural resemblance to what they represent.   

Gestures and Diagrams  
There is a close relationship between diagrams and 

gestures in terms of employing space and the spatial 
relations between mental representations of objects of 
interest during the course of communication. According to 
Tversky, Jamalian, Giardino, Kang, and Kessell (2013), 
gestures can be viewed as virtual diagrams in the air, 
whereas diagrams are the permanent traces of gestures on 
the surface. More generally, alongside language, gestures 
and diagrams may be conceived, as communication 
modalities that externalize common conceptual and spatial 
mental representations (Acartürk, 2010).   

 Gestures may represent meaning by sketching virtual 
diagrammatic elements in the air (e.g., lines, dots, boxes, 
arrows), as stated by Tversky, et al. (2013). In Heiser and 
Tversky (2004), the participants worked in pairs on a map to 
find the most efficient route to rescue a certain number of 
injuries. They produced gestures in a typical diagrammatic 
element form; pointing a place (e.g., dot), tracing a path 
between places (e.g., line), and tracing a place (e.g., box). In 
particular domains, gestures carry domain-dependent roles. 
For instance, gestures may highlight certain aspects of the 
information represented in time-series line graphs: a 
vertically oriented gesture may refer to an increase or a 
decrease, whereas a bidirectional horizontal gesture may 
refer to a durative state of the domain value (e.g., average 
temperature). In time-series bar graphs, directional gestures 
accompany verbal descriptions of trend information 
(Alacam, Habel, & Acartürk, 2013).  

These findings suggest that gestures, like static diagrams, 
visualize thought by employing a set of content-free 
geometric forms. Diagrammatic entities such as dots, lines, 
boxes and arrows are basic content-free geometric forms, 
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which represent meaning through geometric and gestalt 
properties. In both gestures and diagrams, these geometric 
forms refer to domain-specific entities.  

Diagrams convey veridically (e.g., maps, architectural 
plans) or inherently (e.g., organizational charts, flows) the 
visible spatial relations by using diagrammatic constituents 
and the spatial relations between the constituents. The 
perpetual nature of diagrams allows them to represent 
information in conventional forms (Tversky et al., 2013), 
also by employing a wide range of perceptual processes, 
such as, compare; contrast; highlight similarity, distance, 
direction, shape, and size; rotate, group (Tversky, 2009). 

Diagrams and gestures differ in their temporal 
characteristics. A major difference between gestures and 
diagrams is that gestures are momentary actions, whereas 
diagrams are relatively permanent visual representations. On 
the other hand, it is likely that the close relationship between 
diagrams and gestures is based on their common roots in 
cognitive sub-systems that are committed to processing 
spatial information. In the present study, we focus on 
gesture production in diagram-rich environments due to this 
close coupling between the two modalities. 

Gestures and Diagrams in Context 
In spite of the intense interest in gesture production in 
communication and its relation to linguistic utterances, the 
variability of contextual environments has attracted limited 
interest. The usual environment for gesture production has 
been a participant in a conversation. For example, McNeill’s 
(1992) descriptions of gestures were contextualized in a 
dialogue environment, in which a participant produced 
spontaneous gestures in verbal communication. Similarly, 
Alibali (2005) employed a conversation as a contextual 
environment to describe the importance of gestures in daily 
communication, in which a man held two bags with his 
hands, needed to drop the bags and freed his hands when the 
conversation started.  

The previous research on the interaction between 
language and gestures has made significant contribution to 
the study of human cognition. We propose that a further 
investigation of gesture production under specific contextual 
environments has the potential to contribute to cognitive 
science research. Moreover, it is not known whether the 
novel modes of communication (e.g., tablets and mobile 
phones) influence communication in positive or negative 
ways, by influencing gesture production More specifically, a 
question remains to be answered about whether the specific 
type of communication mode has any influence on gesture 
production.  

In the present study, we investigate how communication 
mode influences the production of gestures under diagram-
rich (thus, expectedly gesture-rich) instructional settings. 
For this, we employed three interfaces that allow sketching, 
as well as production of gestures: 

 
 
 

 
• Board-and-boardmarker 
• Paper-and-pencil  
• Tablet-and-pen 

 
In the rest of this paper, these interfaces will be shortly 
named board, paper, and tablet as three modes of 
instruction. The next section presents a broad overview of 
diagrams and gestures in instructional settings.   

Diagrams and Gestures in Instructional 
Settings 

Instructional settings are rich in diagrammatic 
representations. Diagrams are indispensable constituents in 
most instructional settings. Learning with multiple 
representations (i.e., diagrams and text) has been a major 
topic in cognitive science and related domains of research 
(e.g., Glenberg & Langston, 1992; Hegarty & Just, 1993; 
Hegarty, et al., 2005; Zahner & Corter, 2010), including 
instructional science (e.g., Gyselinck, et al., 2000; Mayer, 
2009; Eitel & Scheiter, 2014, among many others). The 
findings mostly revealed a facilitating role of diagrams in 
learning. Accordingly, the research focus has been directed 
to the circumstances in which diagrams have those 
facilitating roles. 

Previous research on gestures and learning has also 
revealed that nonverbal behavior might play a significant 
role in instructional settings (Kendon, 1980; McNeill, 
1992). The studies have shown that teachers’ nonverbal 
behavior might influence learning processes, for instance, 
by conveying teachers’ attitude toward students. Gesture 
research in instructional science has a broad coverage of 
topics, from foreign language education (e.g., Sime, 2006) 
to mathematics education (Gerofsky, 2011). As a matter of 
fact, instructional science has been a major domain, in 
which gesture research has exhibited significant progress. 

In the present study, we selected instructional setting as 
a contextual environment for our study due its richness both 
in the number and variety of diagrammatic representations 
and gestures. We also selected three modes of instruction, as 
described in detail below. 

Experiment 

Participants, Materials, and Design 
Twenty-four content specialists, who had expertise 

content knowledge in math or science and were experienced 
in designing instructional products, (15 female, nine male) 
volunteered to participate in the study (mean age M = 30, 
SD = 3.7, age range was 25-38). The language of the 
experiment was Turkish and the participants were native 
Turkish speakers. Thirteen participants were experts in 
Math and 11 participants were experts in General Science. 

The experiment design consisted of three within-subject 
conditions, namely the mode of instruction, as described in 
the previous section; board, paper, and tablet. Participants 
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used whiteboard in the board condition, an A4-size paper in 
the paper condition, and a SMART Podium ID422w 
interactive pen display in the tablet condition (Figure 1).  

Six groups were created by changing the order of these 
sessions in each group. This order was randomized across 
participants to counterbalance variance. The participants 
were randomly assigned to each group. Instructions were 
given to all participants before starting the experiment. 
None of the participants were aware of the aim of the study. 
They were told that it was investigated how different 
technologies affect learning and the sessions would be 
displayed by students later on, without providing any 
information about interest in gestures.  

The participants were asked to select a topic and teach it 
as if there was a listener. They were also asked to the same 
topic in three sessions, namely board, paper and tablet. All 
the participants provided verbal informed consent for video 
recording during the sessions. Time was constrained to 
between 5 and 10 minutes for each session. The mean 
number of gestures was measured as a dependent variable. 

 
 

 
 

Figure 1: The modes of instruction of the experiment.  
Explanation of equivalent fractions in the board (left), paper 

(middle) and tablet (right) session. 
 
The participants selected topics from four subjects of 

Math and three subjects of General Science which were 
listed below1:  

 
• Math:  

o Geometry (6)  
o Algebra-I (5) 
o Precalculus (1)            
o Trigonometry (1) 

• Science:  

o Physics (4) 
o Chemistry (4) 
o Biology (3) 

 
By the end of the experiment, 24 participants were 

recorded in three sessions and a total of 72 experiment 
protocols were obtained. ELAN (ELAN, 2013) was used for 
gesture and arrow annotations.  

                                                             
1 The numbers in parentheses indicate the number of topics. 

Gesture Annotation The speech-accompanying gestures 
were annotated following the methodology developed by 
Duncan (McNeill, 2005) based on the approach suggested 
by McNeill (1992, 2005). Gestures without speech were not 
included in the analysis. Type of gestures was determined 
based on the following descriptions  (Figure 2): 

§ Representational Gesture: Gestures that presented 
picturable aspects of semantic content. Various aspects of 
gesture such as form, direction, motion trajectory of hand 
played a certain role in the depiction of semantic content 
(Alibali & Nathan, 2012).  

o Gestures that represented action or concept of a 
drawing or an object were assumed to be 
representational gestures. For example, the speaker's 
hand moved around a particle representation on the 
board to represent electric field.  

o Gestures that represented direction were accepted as 
representational gestures. For instance, in one part of 
the experiment the participant moved his hand forward 
while showing an upward palm to represent an 
outward direction. 

§ Deictic Gesture: Pointing movements that indicate 
physical, available objects, as well as physically 
unavailable ones at the time of gesturing. McNeill (1992) 
exemplifies deictic gestures which point unavailable 
entities with the following example: The speaker points to 
empty space to refer to a city rather than the physical 
space as he is asking to the listener where he came from 
before. In the present study, gestures that pointed a 
particular part or all parts of a diagram were annotated as 
deictic gestures. 

o The words referring to objects such as “this”, “here”, 
“there” were often accompanied by deictic gestures.  

o Gestures that traced a particular part or all parts of a 
drawing were assumed to be deictic gestures.  

o Gestures pointing a group of text, drawings or 
formulas were assumed to be deictic gestures. It 
created an impression on the audience that the speaker 
was indicating things inside a particular area the 
boundary of which was marked by the speaker’s hand 
movements. 

o Deictic gestures were typically performed with the 
extended finger or hand in the board session whereas 
they were mostly produced by the pen in paper and 
tablet sessions. 

§ Beat Gesture: Speech-related rhythmic hand movements. 
In the present study, following the literature (McNeill, 
1992), beats were divided into two forms; discrete and 
continuous. Beat gestures in discrete form were produced 
when a syllable, word or clause was stressed and 
disappeared right after the utterance. Beat gestures in 
continuous form were produced throughout speech (word, 
clause, and sentence). They often occurred in a series of a 

461



 

 

particular hand movement. Circular, continuous 
movement of hand could be an example for a beat gesture 
in continuous form.  

 
 

 
 

Figure 2: A representational gesture illustrating “pull and 
push ” action (left), a deictic gesture pointing to the particle 

on the table (middle), a beat gesture which is a speech-
related rhythmic movement (right). 

 
All the gesture annotations were initially performed by 

the first author of study. Randomly-selected 25% of the all 
gestures (880 of 3523) were annotated independently by a 
second coder who was aware of the aim of the study, for 
reliability analysis. Both coders were native Turkish 
speakers and they annotated the participants’ gestures and 
arrows by listening and watching their recordings. The 
comprehension of the participants’ utterances also played 
role in the annotation. Cohen’s kappa was used to calculate 
inter-rater reliability between coders. The inter-rater 
agreements of initial annotations were calculated as .75. The 
value above .61 indicates substantial inter-rater agreement 
and the value between .81 and .99 indicates almost perfect 
agreement based on Landis and Koch (1977). Upon 
discussion the coders re-annotated the gesture data and the 
agreement was calculated as .96. 

 

Results 

Teaching Duration. A one-way within-subjects ANOVA 
was conducted to evaluate a significant difference in the 
duration of the teaching sessions. A comparison of the mean 
durations (in minutes) among the tablet condition (M = 6.8, 
SD = 2.29) the board condition (M = 6.5, SD = 2.22) and the 
paper condition (M = 6.0, SD = 2.11) revealed no significant 
difference, Wilk’s λ = .82, F(2, 22) = 2.4, p = .11.  

This result indicates that teaching duration was not 
affected by the instructional mode conditions. Therefore, it 
was not included in the further analyses. 

Mean Number of Gestures. The mean number of gestures 
were analyzed under the three modes of instruction and 
three types of gestures. The analysis revealed the results 
shown in Table 1. 
 
 
 
 
 
 

Table 1: The mean number of gestures (standard deviations) 
for subtypes of gestures 

 
 Deictic Beat Representational 

Board 31.25 (13.58) 20.79 (20.16) 3.54 (3.71) 
Paper 29.92 (16.22) 17.00 (14.55) 2.13 (2.19) 
Tablet 26.75 (11.63) 14.38 (10.03) 1.13 (1.22) 

Note Zero values were included in the analysis. The numbers in 
parentheses indicate Standard Deviation 
 

A three-way within-subjects ANOVA was conducted to 
evaluate the effect of the instructional mode on the mean 
number of gestures. Main effects and interaction effects 
were tested for the mode of instruction (board, paper, tablet) 
and the gesture type (deictic, representational, beat) using 
multivariate criterion of Wilk's lambda (λ). A significant 
main effect was obtained for the mode of instruction, λ = 
.37, F(2, 22) = 6.44, p < .05, as well as for gesture type, λ = 
.86, F(2, 22) = 69.40, p < .05. However, the interaction was 
not significant. 

Three paired-samples t tests were conducted to compare 
the mean number of gestures among the conditions, 
controlling for familywise error rate using Holm's sequential 
Bonferroni approach. Gestures were significantly higher in 
the board condition compared to the tablet condition, t (23) 
= 3.66, p < .05. However, there was no significant 
difference between the paper condition and the tablet 
condition, t (23) = 1.67, p = .11 in the number of gestures. 
The difference between the board condition and the paper 
condition was also not significant, t (23) = 1.75 p = .09. 

Three paired-samples t tests were conducted to compare 
the number of gestures types, controlling for familywise 
error rate using Holm's sequential Bonferroni approach. The 
mean number of deictic gestures was significantly higher 
compared to representational gestures, t (23) = 11.47, p < 
.05, and beat gestures, t(23) = 3.86, p < .05. The mean 
number of beat gestures was significantly higher than 
representational gestures, t (23) = 5.97, p < .05.  

Discussion  
The results of the experimental investigation revealed that 

gesture production patterns of the participants were 
influenced by the contextual environment (in this case, the 
mode of instruction). In particular, the participants produced 
more gestures when they used a board-and-boardmarker (in 
a standing position), compared to the instructional context, 
in which they used a tablet or paper-and-pencil (both in a 
sitting position). There are at least two likely sources of the 
findings about the mode of communication, as described 
below. 

The first is conventional vs. non-conventional modes of 
communication. All the participants of the experiment were 
expert educators, for whom the most frequently used type of 
instructional setting was the blackboard setting during their 
previous education. The other two modes, namely paper and 
tablet, are not as frequent as the board setting as a mode of 
communication currently. This aspect of instructional 
settings may change by technological advances in future. 

462



 

 

 The second likely source of more-frequent gesture 
production in the board setting is that the board setting has a 
different physical configuration than the paper-and-pencil 
setting and the tablet setting, in terms of participants’ 
position during the task (standing vs. sitting). The board 
condition allows participants to control their bodily postures 
and to produce arm gestures more freely.  In other words, in 
the standing position, the speakers may include their body 
posture in a conversation more freely compared to the 
sitting positions. The sitting positions may restrict the hands 
of a speaker from engaging in a conversation. Moreover, the 
possibility of a having technical problem (e.g., touching an 
irrelevant location on the tablet screen) might have resulted 
discomfort on the speakers’ side, which resulted in limited 
number of gestures hand movements in the tablet setting.  
Taking into account the facilitating role of gestures in 
learning, these findings reveal an important advantage in 
favor of the classical blackboard instructional setting over 
the more recent tablet setting.  

In terms of the number of gestures, gesture production 
also exhibited significant differences among sub-types: 
Deictic gesture was the most frequently produced gesture. 
Participants produced significantly higher number of deictic 
gestures than both representational gestures and beat 
gestures. Representational gestures were the least produced 
gesture type. These findings show that the deictic function 
of gestures in the instructional context had a much larger 
role than its representational function in the present study. A 
likely reason for this finding is that the settings consisted of 
boardmarkers and pens; hence, the speakers preferred to 
visualize their thoughts in a concrete way by sketching 
instead of producing representational gestures. It is also 
likely that the picturable aspects of the content were limited, 
which might have resulted in much less number of 
representational gestures than deictic gestures. As a 
consequence, a comparison between the two gestures types 
in terms of their frequency of production may be 
misleading, when one generalizes the findings obtained in 
the present study to other contextual environments. A more-
constrained experiment design, which controls the spatial 
content of the stimuli, would better address the role of 
deictic vs. representational gestures in different contextual 
environments. 

Conclusion and Future Work 
Gestures are an integrated part of speech. The relationship 

between verbal and nonverbal communication modalities, 
such as the relationship between language and gestures, and 
language and diagrams have been the topic of intense 
research since the past several decades. Further research is 
needed to extend research on multimodal communication, 
by focusing on relationship between nonverbal modalities 
(Flevares & Perry, 2001), as well as the production of 
gestures under specific contextual environments. The 
present study aimed at addressing and filling this gap in the 
literature, by focusing on how the mode of instruction 
(board, paper and tablet) influences gesture production. The 

results reveal differences in gesture production among these 
three modes of instruction. In particular, deictic gestures are 
more frequent compared to representational gestures. 
Moreover, board is a more appropriate environment for 
allowing gestures, both in terms of their number and variety.  

In future work, we plan to address the limitations in the 
present study, which were mostly due to difficulties in 
setting up a more realistic experiment environment: The 
participants were asked as if they made their presentation to 
a classroom audience. A real classroom setting would 
influence the gesture production patterns.  

We also conjecture that future intrusion of tablet use in 
daily life may result in changes in gesture patterns in tablets. 
Finally, we conceived gesture production as a domain-
dependent. action in the present study The specific domain 
of discourse (e.g., topics geometry or physics) , depending 
on its semantic richness in spatial terms, may influence 
production of different gesture types.  
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Abstract 

To investigate the real time processing of metaphoric 
adjectives, we measured participants looking behavior as they 
listened to sentences such as The little boy was shocked as a 
result of the [electrical socket/report card] in the context of a 
display with four images. Displays included two Unrelated  
pictures, a Literal picture consistent with the literal 
interpretation of the adjective (an electrical socket), and a 
Metaphor picture consistent with the metaphorical 
interpretation (a report card). Sentences were divided into 
those with a preferred literal versus metaphorical reading of 
the adjective based on a norming study involving sentence 
fragments without the disambiguating information. Although 
conducted with different participants, those preferences were 
predictive of looking behavior during the eye tracking study. 
During the 1s interval before the onset of the disambiguating 
word, participants were more likely to fixate the image 
consistent with the preferred interpretation of the adjective 
than the unrelated pictures. That is, they were more likely to 
fixate the Literal picture in Literal biased sentences, and the 
Metaphor picture in Metaphor biased sentences. After the 
disambiguating information, participants showed an increased 
probability to fixate the actual target item, regardless of the 
preferred reading of the adjective. Results argue against 
models of metaphor comprehension that posit parallel 
activation of literal and metaphoric meaning.  

Keywords: eye tracking, figurative language, language 
comprehension, metaphor, nonliteral meaning, visual world 
paradigm 

Introduction 
A central question in research on metaphor comprehension 
is whether and when literal meanings are activated in the 
course of understanding metaphors. One long-standing view 
is that metaphor comprehension differs fundamentally from 
the processing of literal language, and that the computation 
of a metaphoric interpretation occurs only after accessing 
the literal meaning, and rejecting it (e.g., Grice, 1976). 

Existing studies, however, have provided little support for 
this position. In a classic study, Glucksberg and colleagues 
found that it took people longer to judge that metaphoric 
statements such as Some jobs are jails were literally false 
than to reject scrambled metaphors such as Some jails are 
jobs, as if they were obligatorily accessing the sensible 
metaphoric interpretation before the literal interpretation 
required by the task (Glucksberg, Gildea, & Bookin, 1982). 
Reading time studies have further revealed that, at least 
when metaphors occurred in appropriate contexts, they were 
read as fast as literal expressions (e.g., Gibbs, et al., 1997;  
see also Frisson & Pickering, 1999 for related evidence on 
metonymy), a finding that further undermines literal first 
models of metaphor comprehension. 

Parallel Activation 
 
Another prominent approach to metaphor comprehension is 
motivated by work in cognitive linguistics that suggests 
metaphoric meanings arise via analogical extension from 
literal ones (Coulson & Oakley, 2005; Lakoff & Johnson, 
1999). Such approaches suggest the activation of concepts 
from the source domain related to the literal meaning play a 
key role in establishing the meaning of a metaphor (see, 
e.g., Coulson & Matlock, 2001). Although not processing 
models, these approaches imply that aspects of both a given 
word’s literal and metaphorical meanings might be activated 
in parallel in the course of real time language processing. 

A popular alternative, the Career of Metaphor, proposes 
that the analogical computation of metaphoric meaning 
posited by cognitive linguists occurs exclusively for novel 
metaphors; whereas the meanings of conventional 
metaphors involve a categorization process (Gentner & 
Bowdle, 2002). As most metaphoric language is highly 
conventional (Steen, 2008), one might expect the 
comprehension of metaphor to be affected by factors known 
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to operate more generally in language comprehension, such 
as meaning frequencies and contextual biases (e.g., 
MacDonald, Pearlmutter, & Seidenberg, 1994). This 
prediction is tested in the present study. 

Metaphor Comprehension in the Visual World 
 

While most existing studies have examined how metaphors 
are processed in linguistic contexts, comparatively little is 
known about metaphor processing in relevant visual 
contexts, and how metaphor comprehension interacts with 
visual processes. A notable exception is an eye-tracking 
study by Richardson and Matlock (2007). In this study, 
participants inspected scenes showing paths (roads, rivers, 
and pipelines) while they listened to sentences involving 
fictive motion (e.g., The road goes through the desert) or 
literal controls (e.g., The road is in the desert). They found 
that with fictive motion sentences, participants spent more 
time inspecting the path in the image relative to control 
sentences. Inspection time and eye movements on the path 
increased even more when the terrain was first described as 
difficult relative to when it was described as easy to 
traverse. Richardson and Matlock (2007) interpreted this 
finding as evidence for the view that figurative language 
“can have an immediate effect on how we look at the world” 
(2007, p. 136), because figurative language activates spatial 
representations while the corresponding literal descriptions 
do not. 

The study by Richardson and Matlock (2007) made a first 
important step in examining the interaction of visual 
processes and figurative language. However, the measures 
that Richardson and Matlock (2007) reported (total looking 
time and total number of eye movements to a scene region 
over the entire sentence) were non-incremental, thus leaving 
open questions with respect to the time course of figurative 
language processing. Crucially, their study did not address 
whether literal or metaphoric meanings are accessed first, or 
whether both of these meanings are accessed in parallel. 

Moreover, extant work on whether literal and metaphoric 
meanings are processed serially or in parallel has focused 
almost exclusively on nouns. The present study will address 
the activation of literal versus metaphoric meanings of 
adjectives in sentences using the visual world paradigm 
(monitoring a listener’s eye movements as s/he listens to 
sentences that describe part of a visual scene, as in Altmann 
& Kamide, 1999; Tanenhaus et al., 1995). This method 
allows us to analyze eye movements time-locked to 
individual words in a spoken sentence, thus providing a 
window into the word-by-word processing of nonliteral 
language in visual contexts.  

Experimental sentences thus involved polysemous 
adjectives with both literal and metaphorical readings, and 
the activation of the different meanings was indexed by the 
likelihood that participants fixated images compatible with 
each of the meanings of the critical word. Moreover, to 
determine the extent to which contextual factors modulate 
the activation of literal versus metaphorical meanings, 

sentences were divided into those that had a preferred literal 
reading of the adjective, and those that had a preferred 
metaphorical reading. 

Methods 

Participants 
Participants were 38 UC San Diego undergraduates who 
received experiment participation credit for a cognitive 
science, linguistics, or psychology course. 

Materials 
Experimental sentences were developed from 24 sentence 
templates, each with 4 variations to produce a total of 96 
sentences. Experimental items described an agent (e.g. “the 
little boy”) with one of three types of adjectives, an 
ambiguous adjective (e.g. “shocked”), compatible both with 
a literal and a metaphoric reading, an unambiguous literal 
adjective (e.g. “electrocuted”), and an unambiguous abstract 
adjective related to the metaphoric interpretation (e.g., 
“surprised”). Critical sentences each concluded with a noun 
phrase implying either the literal, concrete meaning of the 
adjective (“as a result of the electrical socket,”) or the 
abstract, metaphoric meaning (“as a result of the report 
card,”). See table 1 for an example. 

Four stimulus lists were constructed, each containing 24 
experimental sentences (6 in each of the 4 conditions), so 
that no individual participant heard more than one variant of 
each experimental item. Each list also contained 48 filler 
sentences. Filler items were more diverse, and contained a 
variety of simple syntactic constructions (e.g. “The judge 
had a powder-white wig,”). 

Experimental sentences were each presented with 4 clip 
art images, 2 targets, one designed to be congruent with 
both the ambiguous literal and unambiguous literal 
sentences, and one designed to be congruent with both the 
ambiguous metaphor and unambiguous metaphor sentences, 
along with 2 distractor images. Distractor images were taken 
as a pair from a different target item, and thus involved one 
image that was congruent with the literal reading of its 
actual target, and one with the metaphoric reading. Each 
image was thus presented twice, once as a target, and once 
as a distractor. Further, while the literal and metaphor 
images always appeared together as a pair of target items 
and as a pair of distractor items, all four items appeared 
together only once. 
 

Table 1. Sample Quartet of Experimental Items. 
 
Ambig. 
Literal 

The 
little 
boy 
was 

shocked as a 
result 
of the 

electrical 
socket. 

Ambig. 
Metaphor 

The 
little 
boy 
was 

shocked as a 
result 
of the 

report card. 
 

466



Unambig. 
Literal 

The 
little 
boy 
was 

electrocuted as a 
result 
of the 

electrical 
socket 

Unambig. 
Metaphor 

The 
little 
boy 
was 

surprised as a 
result 
of the 

report card. 

Figure 1a, for example, shows the target image for the 
Ambiguous and Unambiguous Literal sentences in Table 1 
(“The little boy was shocked/electrocuted as a result of the 
electrical socket,”), while Figure 1b shows the target image 
for the Ambiguous and Unambiguous metaphor versions 
(“The little boy was shocked/surprised as a result of the 
report card,”). The relationship between sentences and the 
visual images often required the listener to make inferential 
connections, and this was the case for both literal and 
metaphoric images. 

 
Figure 1a. Literal Target Picture 

 
Figure 1b. Metaphor Target Picture 

 

Literal versus Metaphor Biases in Materials 

To determine whether the critical words were biased toward 
either one or the other of the relevant interpretations, a 
norming study was conducted with 48 new participants 
drawn from the same pool as the main experiment. These 
participants were given the initial sentence frame, ending 
before the disambiguating phrase, (e.g., “The actress was 

huge because of the--”), and asked to finish the sentence 
with the first sensible completion that came to mind. 
Responses were subsequently coded as involving either a 
literal or a metaphorical reading of the adjective. A median 
split of items divided the ambiguous adjectives into those 
deemed Literal Biased (77% of responses presumed a literal 
interpretation; SD=26%) versus those deemed Metaphor 
Biased (15% of responses presumed a literal interpretation; 
SD=15%). The preferred reading may depend on the 
relative frequencies of literal versus metaphorical meanings 
of the adjectives in the language, and/or linguistic and extra-
linguistic knowledge regarding the combination of the 
subject noun phrase and the critical word.  

Procedure 
Participants were instructed to listen carefully to the 
utterances, as there would be a memory test at the end of the 
study. Other than listening to and looking at the stimuli, and 
the memory test at the end, there was no task. 

Participants’ eye movements were monitored using an 
Eyelink table-mounted eye tracker, sampling at 500 Hz. 
Images were presented on a 19-inch LCD flat screen 
monitor at a resolution of 1280 x 1024 pixels while spoken 
sentences were presented through a pair of headphones 
worn by the participants. For each trial, the images appeared 
1,000ms before sentence onset. Viewing was binocular, but 
only one eye was tracked. Although head position was not 
physically restricted, participants were encouraged to 
minimize movements of the head. 

Analysis 
Analysis involved repeated measures ANOVAs on 
empirical log odds of fixations in the one-second time 
period prior to the onset of the disambiguating word (plus a 
200-ms positive offset to allow time to plan and execute an 
eye movement; see, e.g., Salverda, Kleinschmidt, and 
Tanenhaus, 2014), that is, from -800 ms to +200 ms. Factors 
were Picture Category (target, competitor, average of 
unrelated pictures) x Preferred Reading (Literal, Metaphor) 
x Sentence Completion (completed as literal, completed as 
metaphorical). For Picture Category, we use “target” to refer 
to the picture that is favored by the eventual sentence 
completion, while “competitor” is the picture related to the 
alternate interpretation. Thus, a literal target will have a 
metaphorical competitor, and vice versa. For simplicity, 
unambiguous control trials are not discussed in the 
following analyses. 
 

Results and Discussion 

Before the Disambiguating Nouns 
 
Initial analysis of the first interval revealed a significant 
effect of Picture Category (F(2,74) = 9.04, p = .0003), 
attributable to overall greater looks to targets (t(37) = 3.45, 
p = .001) and competitor pictures (t(37) = 4.58, p < .0001) 
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than to unrelated pictures. However, looks to targets and 
competitors did not differ from each other, as one might 
expect if listeners entertain both the literal and the 
metaphorical interpretations of the ambiguous adjectives.  
However, the main effect of Picture Category was qualified 
by a significant 3-way interaction with Preferred Reading 
and Sentence Completion (F(2,74) = 7.54, p = .001). No 
other effects or interactions reached significance.  

To assess the nature of the three-way interaction, the 
effects of Preferred Reading and Sentence Completion were 
analyzed for each Picture Category. There were no 
significant effects for unrelated pictures. By contrast, 
competitor looks showed a Preferred Reading x Sentence 
Completion effect (F(1,37) = 4.31, p = .04), as did target 
looks (F(1,37) = 10.72, p = .002).  

For competitor pictures, the interaction between Preferred 
Reading and Sentence Completion resulted because there 
were more looks to the metaphorical competitor on literal 
trials when the adjectives’ preferred reading was 
metaphorical than to the literal competitor on metaphorical 
trials (t(37) = 3.09, p = .004), with a non-significant 
tendency in the opposite direction for trials with a literal 
preferred reading. The story was much the same for targets: 
when the preferred reading was metaphorical, there were 
more looks to metaphorical targets than to literal targets 
(t(37) = 2.70, p = .01), but when the preferred reading was 
literal, there were more looks to literal targets than to 
metaphorical targets (t(37) = 2.55, p = .015). 

The interaction can be seen more readily in Figure 2, 
which shows the difference between the proportion of looks 
to the target and looks to the competitor for each of the four 
kinds of ambiguous items during the 1s interval 
immediately preceding the onset of the disambiguating 
information. Positive values on the difference scores 
represent more looks to the target, while negative values 
represent more looks to the competitor. The reliable 
interaction between Preferred Reading and Sentence 
Completion results because of a strong preference for the 
metaphor pictures in the metaphor biased sentences, and a 
somewhat weaker preference for the literal pictures in the 
literal biased sentences. 
 

Figure 2.  

 

These analyses of the interaction term suggest a slightly 
different story than that of the simple, balanced competition 
posited on a parallel activation account. Specifically, there 
are strong effects of preferred reading, such that listeners 
tend to fixate the literal target for literal preferred readings, 
and the metaphorical target for metaphorical preferred 
readings. They then appear to switch readings if the 
disambiguating noun indicates the dispreferred alternative is 
correct.  

After the Disambiguating Nouns 
Given that listeners did not make overt responses, it was 

important to verify that they did eventually converge on the 
intended interpretation of each sentence. Accordingly, we 
conducted another ANOVA on empirical log odds of 
fixations to pictures in the 1-second interval following the 
onset of the disambiguating word. The ANOVA had the 
same factors as above. Here, Picture was again significant 
(F(2,74) = 136.6, p < .0001). Competitor looks again 
outpaced unrelated looks (t(37) = 2.17, p = .03), and target 
looks outpaced both overall (unrelated: t(37) = 12.37, p < 
.0001; competitors; t(37) = 11.96, p < .0001). Greater target 
than competitor looks implies that listeners were robustly 
fixating intended target pictures after hearing the 
disambiguating phrase. 

However, as in the interval preceding the onset of the 
disambiguating information, the main effect of Picture 
Category was qualified by a significant three-way 
interaction with Preferred Reading and Sentence 
Completion (F(2,74) = 7.54, p = .001). Thus we cannot 
conclude that targets necessarily outpaced competitors in all 
four cells of Preferred Reading x Sentence Completion.  

To assess this, we compared target looks and competitor 
looks in each cell, finding substantially greater target looks 
in all of them (preferred literal, literal completion: t(37) = 
8.21, p < .0001; preferred literal, metaphoric completion: 
t(37) = 5.31, p < .0001; preferred metaphoric, literal 
completion: t(37) = 8.04, p < .0001;  preferred metaphoric, 
metaphoric completion: t(37) = 9.78, p < .0001). This 
indicates that, in all conditions, listeners resolved the literal 
or metaphorical interpretations as intended. 

Time Course of Adjective Interpretation 
Figure 3 shows the proportion of looks to each of the 

picture types as participants listened to sentences with a 
preferred literal reading of the adjective. Time is aligned to 
the onset of the disambiguating word, so that the graph 
spans from 2 seconds before that point until 2 seconds after. 
The top panel shows that for the literal biased items (“The 
young woman was feeling sore”), looks to the literal target 
pictures (e.g., woman climbing on a cliff) exceed looks to 
the unrelated items before the onset of the disambiguating 
information “climb” (upper left panel). Interestingly, looks 
to the unbiased metaphorical competitor pictures (red line in 
the upper left panel) also exceed looks to the unrelated 
items, suggesting brief competition between the two 
interpretations. After the disambiguating noun, looks to the 

468



target rapidly increase, and looks to the competitor drop to 
baseline. 

The lower panel of Figure 3 shows looking behavior in 
literal biased items that ended with a metaphorical 
interpretation of the adjective. Here looks to the literal 
competitor pictures (e.g., woman climbing on a cliff) 
exceeded looks to the unrelated items before the onset of the 
disambiguating information (“argument”), and dropped off 
shortly thereafter. Likewise, looks to the unbiased 
metaphorical targets (e.g., a couple arguing) did not exceed 
looks to the unrelated targets until after the onset of the 
disambiguating noun (“argument”).  

 
 
 

 

 
Figure 3. 

Figure 4 shows looks to pictures as participants listened to 
metaphor biased items, such as “The lawyer was stunned,” 
with dispreferred targets in the top panel, and preferred 
targets in the bottom panel. When the sentence ended with 
the dispreferred literal interpretation (upper panel), 
participants initially look at the metaphor competitor (a 
judge’s gavel), and looks to the target picture (a bald man 
wielding a stick) began to increase only after the onset of 
the disambiguating information (“beating”). When the 
sentence ended with the preferred metaphorical 
interpretation, looks to the metaphorical target pictures (e.g., 
a judge’s gavel) exceed looks to unrelated items well before 
the onset of the disambiguating information (“verdict” at 

time 0), and increased rapidly thereafter. In the case of the 
metaphor biased items, participants initially adopted the 
preferred interpretation of the ambiguous adjective, and 
abandoned it only after they encountered inconsistent 
information. 

 

 
Figure 4. 

 
Overall, these data provide very little support for parallel 
activation of literal and metaphorical interpretations of these 
adjectives (with the exception of the literal bias, literal 
ending items). Rather, participants initially adopt the 
contextually biased interpretation, and shift to the dis-
preferred interpretation only after the advent of 
disambiguating information. 

Models of Metaphor Comprehension 
Below we briefly consider the degree of fit between data 
from the present study and prominent models of metaphor 
comprehension.  
Literal First Models The present study provides little 
support for Gricean models of metaphor comprehension in 
which listeners initially retrieve the literal interpretation of 
words, computing metaphoric interpretations only when 
literal ones are found to be anomalous. While our 
participants did show an early preference for the literal 
interpretation of adjectives appearing in our literal biased 
sentence contexts, their looking behavior during the 
metaphor biased items suggested the metaphoric 
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interpretations were initially adopted, with no evidence that 
participants ever activated the literal interpretation of 
adjectives. Results of the present study are thus in keeping 
with a large body of literature undermining these models 
(see Gibbs, 1994 for a review). 
Parallel Activation Models of metaphor comprehension 
inspired by research in cognitive linguistics suggest that 
literal meanings play a functional role in the interpretation 
of metaphors, and thus predict that listeners should activate 
both readings – at least briefly. As noted above, the present 
study suggests participants commit to the preferred 
interpretation relatively early, and show little evidence for 
the activation of the dispreferred alternative until after the 
onset of disambiguating information.   
Graded Salience  Given that we found evidence that 
listeners commit to a single particular interpretation, 
findings reported here are somewhat compatible with 
versions of the graded salience model (GSM) that 
incorporate a separate non-modular context-sensitive 
mechanism (Giora, 2003). One wrinkle is that the GSM is 
committed to the proposal that context-driven facilitation of 
less salient meanings (as in the metaphors) cannot be done 
at a cost to the access of salient (viz. literal) meanings, so 
that our failure to find evidence for the activation of literal 
meanings in metaphor biased contexts is difficult to 
accommodate on this model. 
Constraint Satisfaction Models Results of the present 
study can be accommodated quite well by models 
suggesting the computation of conventionalized metaphoric 
meanings is subject to the same sorts of contextual factors 
that impact the interpretation of literal meanings (e.g., Katz 
& Ferretti, 2001; MacDonald, Pearlmutter, & Seidenberg, 
1994). In constraint satisfaction models, different sources of 
information (e.g., syntactic, lexical, conceptual) compete for 
activation in parallel over time, and constraints interact to 
provide probabilistic evidence for various potential 
interpretations. Such models depend crucially on the 
strength of the constraints, and consequently can account for 
data that involve competition between multiple meanings as 
well as data, like those reported here, in which some 
potential interpretations are not activated at all. Observed 
evidence for the early activation of preferred interpretations 
is especially compatible with ‘maximally incremental’ 
models that employ predictive coding, continuously 
combining linguistic and non-linguistic information in the 
dynamic computation of meaning (e.g., Altmann & 
Mirkovic, 2009). 
Conclusion In summary, we show that listeners look at 
images compatible with the contextually biased 
interpretation of ambiguous adjectives, irrespective of 
whether the preferred reading is literal or metaphorical, 
contra metaphor comprehension models that posit the 
obligatory activation of literal meanings. 
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Abstract

Associative recognition—the ability to discriminate between
studied and novel associations—has been attributed to the op-
eration of a recall-like process that is not engaged during
recognition of single items. An alternative mechanism for as-
sociative recognition is the formation of a compound memory
cue that incorporates relational information between the two
elements of the association. These alternatives make different
predictions about the dynamics of associative recognition as
revealed by speed-accuracy trade-off (SAT) functions: if recall
were operating, SAT functions should approach asymptotic
performance at a faster rate for stronger associations, whereas
a compound cue mechanism predicts that only asymptotic per-
formance, not rate, should be affected by strength. In a review
of the literature, we find that only asymptotic performance,
not rate, is affected by the strength of studied associations,
supporting the operation of a compound cue mechanism. We
present a formal model of this mechanism as a direct outgrowth
of a model of single-item recognition (Cox & Shiffrin, 2012)
and use it to predict observed SAT curves for both single-item
and associative recognition in a variety of experiments.

Keywords: Recognition memory; associative recognition;
episodic memory; memory models.

Introduction
Recognition is a critical function performed by the memory
system, and must therefore form part of the bedrock upon
which any theory of memory can be constructed. When
engaging in a recognition task, a participant must decide
whether a given test item was or was not present in a partic-
ular study context. Recognition judgments thus indicate the
ability of a participant to discriminate between experienced
and unexperienced events, where an “event” is defined by the
conjunction of an item and context. By characterizing the
situations in which studied items can be correctly detected
and unstudied items can be correctly rejected, we gain under-
standing of how memory is organized and how it is accessed.

Several theories posit that recognition can be accomplished
via two routes: The first route involves a comparison between
the test item and the contents of memory which produces
a value of “familiarity” or “memory strength”. An item is
called “old” if the familiarity it evokes is sufficiently high rel-
ative to a criterion value; this familiarity process has been
characterized by a variety of memory models (e.g., Murdock,
1982; Gillund & Shiffrin, 1984; Hintzman, 1988; Shiffrin
& Steyvers, 1997; McClelland & Chappell, 1998; Dennis
& Humphreys, 2001). A second route involves retrieving a
specific event from memory and directly comparing it to the
test item, responding “old” only if the test item and the re-
trieved memory match. This route, often termed “recall” or
“recollection”, forms a component of dual-process theories
of memory (e.g., Atkinson & Juola, 1974; Reder et al., 2000;

Malmberg, 2008) and is typically invoked to explain situa-
tions in which familiarity alone is presumed to be insufficient
to distinguish between studied and unstudied test items.

An important exemplar of such a case is associative recog-
nition. In associative recognition, the study list is comprised
of sets of items, e.g., word pairs. Participants are subse-
quently tested on “intact” pairs consisting of two items that
had been studied as part of the same pair (denoted AB) as
well as “rearranged” pairs in which the two items had both
been studied, but not in the same pair (denoted AB’). Thus,
both items of a rearranged pair are “familiar” in that both had
been seen at study, so additional information is needed in or-
der to distinguish rearranged from intact pairs. This informa-
tion could be available via a secondary recall route if partic-
ipants use one of the items (e.g., item A) to cue recall of the
item it had been studied with (B); if the recalled item matches
the other item at test, the pair is judged to have been studied,
but if the recalled item does not match, the pair is rejected
(Rotello & Heit, 2000; Malmberg, 2008). Alternatively, if
studying a pair results in storage not just of the individual el-
ements of the pair, but of relational information representing
the compound of the two items, this would also provide the
necessary information to distinguish between intact and rear-
ranged pairs: rather than comparing each item individually to
memory, a participant could compare the relational informa-
tion in the pair to the relations stored in memory (Murdock,
1982; Dosher & Rosedale, 1989, 1997).

A wealth of research has attempted to distinguish between
these two views of associative recognition on the basis of
accuracy alone. The shape of receiver-operating character-
istic (ROC) curves has been argued to support the involve-
ment of recall in associative recognition (Yonelinas, 1997),
but these data are equally consistent with a signal detection
process that combines two sources of evidence, as in a com-
pound cue model (Wixted, 2007). Process-dissociation pro-
cedures (Jacoby, 1991) have also been used to argue in fa-
vor of a recall-like process in associative recognition. How-
ever, process-dissociation will produce high estimates of the
contribution of recollection even when the data are simulated
from a single-process model where it is known that recol-
lection did not generate the data; and when a model with
recollection is used to generate the data, the process disso-
ciation estimates of recollection’s contributions are incorrect
(Ratcliff, Van Zandt, & McKoon, 1995). Process-dissociation
also relies on the strong assumption that familiarity and recall
are stochastically independent of one another; when the as-
sumption is violated, estimates obtained from this procedure
are uninterpretable (Curran & Hintzman, 1995; Hillstrom &
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Logan, 1997). The assumption of independence is also in-
consistent with positive correlations between the probability
of correct recall and that of correct recognition (Tulving &
Wiseman, 1975). Finally, even if the assumptions of the pro-
cess dissociation procedure are satisfied, it is insufficient for
identifying the relevant processing components (Humphreys,
Dennis, Chalmers, & Finnigan, 2000).

Because accuracy data alone is insufficient, we believe
the most promising approach toward understanding the sec-
ondary processes involved in associative recognition is a dy-
namic approach. By this, we mean that we must examine not
just the final recognition decision, but the dynamics of the
mnemonic and decision processes that lead to that decision. If
associative recognition involves secondary processes beyond
those involved in single-item recognition, those processes
should have characteristic dynamics which affect not only
the final decision, but response time and the form of speed-
accuracy trade-off (SAT). This kind of approach has yielded
insights into various aspects of single-item recognition, such
as the form of memory-evidence distributions (Starns & Rat-
cliff, 2014) and short-term memory decay (Donkin & Nosof-
sky, 2012). In this article, we examine evidence from a wide
variety of studies and argue that while the evidence demon-
strates the operation of secondary processes in associative
recognition, such processes are not well-described by a recall-
like process. Instead, the secondary process involved in as-
sociative recognition is best described as the formation of a
compound cue. We present a formal model of this process
and show that it provides excellent quantitative and qualita-
tive fits to SAT data in both single and associative recognition,
with parameter values that provide additional insight into the
cognitive processes underlying recognition.

Evidence for Secondary Processes in
Associative Recognition

In the speed-accuracy trade-off (SAT) paradigm, a test item is
presented on each trial for a varying length of time at which
point a response signal occurs instructing participants to re-
spond immediately based on whatever information they had
acquired during the lag between stimulus onset and response
signal (Reed, 1973). The SAT procedure thus provides a
measure of the dynamics of processing and can, thereby, pro-
vide compelling evidence for the involvement of a secondary
process in associative recognition, as shown in Figure 1. In
Gronlund and Ratcliff (1989, Exp. 1), participants were in-
structed to endorse a test pair if both of its members had
been studied, regardless of whether they had been studied to-
gether (labeled AB and AB’, in contrast to novel pairs XY or
pairs with one novel member AX); this decision involves only
item-level information. In addition, participants were tested
on single items and had to distinguish between studied (C)
and unstudied (X) words, where associative information is
once again irrelevant. In Experiment 2, participants were told
to endorse a pair only if its two members had actually been
studied together (only AB); this decision requires associative
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(a) Gronlund and Ratcliff (1989, Exp. 1).
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Figure 1: Probability of responding “old” to a test word or pair over time, along with
predictions from our dynamic recognition model. Parameters used to generate these
predictions are given in Table 1; model details are given in the main text.

information (although participants were, again, also tested on
single-item recognition). Under the Experiment 2 exclusion
instructions, participants initially endorsed rearranged pairs
(AB’) before this tendency reversed at later signal lags. The
nonmonotonic false alarm curve to AB’ pairs under exclusion
instructions, also evident in Figures 1c and 1d, indicates the
involvement of a secondary process or source of information
that is not available early in associative recognition.

The critical difference between a recall and a compound
cue mechanism is the source of the new information that be-
comes available: For a recall-like process, new information
is retrieved from memory, so the rate at which this informa-
tion becomes available should be related to the strength of
the memory from which it is being retrieved. Specifically,
as the target memory gets stronger—perhaps as a function
of increased study time or repetition—information should be
retrieved more quickly (e.g., Raaijmakers & Shiffrin, 1981;
Anderson, 1983; Sederberg, Howard, & Kahana, 2008). In
terms of SAT, this would be reflected in faster rise to asymp-
totic performance and/or an earlier inflection point in the false
alarm curve to AB’ pairs. On the other hand, the formation
of a compound cue depends only the test pair, and is indepen-
dent of the contents of memory, and thus predicts that there
should be no difference in the dynamics of associative recog-
nition as a function of memory strength.

These predictions were directly tested by Dosher (1984),
who presented pairs for varying amounts of time at study and
tested participants on both intact pairs and rearranged pairs
formed by mixing the left and right members from pairs that
had been studied for equal amounts of time. The results,
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shown in Figure 1c, demonstrate a similar albeit less dramatic
nonmonotonic false alarm curve to rearranged pairs, but there
is no evidence that either the inflection point or rate of ap-
proach to asymptote changes as a function of study time. In-
stead, only asymptotic accuracy is affected. This mirrors the
findings of Nobel and Shiffrin (2001) and Wickelgren and
Corbett (1977), in which memory strength was manipulated
both by study time and by list length, yet had no effect on
the dynamics of associative recognition, only on asymptotic
accuracy. An additional test of a recall-based account of asso-
ciative recognition was conducted by Gronlund and Ratcliff
(1989, Exp. 4), in which the first word of each test pair was
presented 200 ms before the second; if participants were us-
ing a recall-like strategy, they should use the first word to
cue recall of the second, allowing them to correctly reject a
rearranged pair much faster after the second word appeared
and, perhaps, without any nonmonotonic false alarm curve.
Instead, although participants could reject completely novel
foils (XY) more quickly when given a 200 ms head start,
the extra time conferred no advantage in rejecting AB foils.
When item information alone could enable participants to re-
ject a foil (AB vs. XY), a single unstudied word is sufficient,
but when associative information is necessary (AB vs. AB’),
both members of the pair have to be present, as would be
expected if a compound cue were necessary for associative
recognition.

In sum, the dynamics of associative recognition do not re-
semble those that would be expected if recall were operating.
Instead, associative recognition seems to depend on a sec-
ondary cuing process, such as the formation of a compound
cue. We now present a formal model of this process and show
that it provides an excellent qualitative and quantitative ac-
count of associative recognition performance.

Model
The model for associative recognition that we present is a
direct outgrowth of the model for single-item recognition
proposed by Cox and Shiffrin (2012) and expanded in Cox
(2015). We first describe the assumed structure of long-term
episodic memory, then the model for single-item recognition,
and finally describe how it is extended to address pair and
associative recognition.

Structure of long-term memory
Studying a single word leads to the formation in long-term
episodic memory of a “memory trace”. This trace is repre-
sented as a vector of feature values, which can derive from
two sources: The content of the study event, which in-
cludes semantic, phonological, and orthographic features of
the word; and the context of the event, which pertains to the
general study situation in which the word was encountered.
Additional study time or repetitions increase the probability
that a content feature will be stored in the trace; the prob-
ability of content feature storage is denoted u, and the total
number that may be stored is NC. We assume that the relevant
context features do not change over the course of a study-test

block and that they are persistent in the participant’s environ-
ment; therefore, all available NX context features are assumed
to be stored in the trace. Features are assumed to be binary
with each value having equal base-rate probabilities, such that
the probability that two different items will have matching
values for a particular feature is 1

2 . If a feature is stored, it is
stored correctly with probability c, otherwise a random value
(e.g., “0” or “1”) is stored instead.

Studying a pair results in the storage of two traces in mem-
ory, one for each of the two words. However, in addition to
the content and context features that would have been stored
had the words been presented in isolation, both traces contain
associative features. The values of these features are equal in
the two traces and represent emergent compound features that
arise from the joint encoding of the two words. As with con-
tent features, additional study time or repetition increases the
probability that an associative feature will get stored in each
of the two traces. We emphasize, however, that the “memory
system” treats content, associative, and context features iden-
tically and does not “know” whence these features of a trace
arose.

Single-item recognition
To make a recognition decision about a single word, a par-
ticipant constructs a “memory probe”. As with a memory
trace, the probe consists of both content features and context
features. At the beginning of the trial, time t = 0, the probe
contains only context features, since these are presumed to be
persistent in the environment. At some later time t0, content
features begin to enter the probe as the test word is processed.
On each time-step within the model, one of the NC available
content features is sampled uniformly at random. If the probe
does not contain a value for that feature, the sampled value
is stored; otherwise, whatever value was already in the probe
remains. Thus, over time, the probe will become saturated
when no new content features are available.

Likelihood On each time-step t, the current probe is com-
pared in parallel to all traces in episodic memory. The probe-
trace comparison depends only on the features that are in both
the probe and the trace, and takes the form of a likelihood ra-
tio reflecting the relative probability that the probe and trace
encode the same event versus the probability that they encode
different events (cf. Shiffrin & Steyvers, 1997; McClelland
& Chappell, 1998). If the probe and trace encode the same
event, the probability that they will match on a particular fea-
ture is pM|S = c+(1−c) 1

2 while the probability that they will
mismatch is pN|S = (1− c) 1

2 . If the probe and trace encode
different events, the probability that they will either match or
mismatch is simply pM|D = pN|D = 1

2 , i.e., chance. We as-
sume for simplicity that features are stored independent of
one another, such that the likelihood ratio is the product

λi(t) =
(

pM|S/pM|D
)Ni

M(t) (pN|S/pN|D
)Ni

N(t)

= (1+ c)Ni
M(t)(1− c)Ni

N(t), (1)
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where λi(t) is the likelihood ratio between the probe and
trace i at time t and Ni

M(t) and Ni
N(t) denote the number

of matching and mismatching features, respectively, between
the probe and trace i at time t.

Memory evidence Recognition decisions depend on the
overall match between the probe and memory, however most
traces (e.g., those from years ago) will not match the probe
very well. Thus, we assume that only traces with likelihood
ratios greater than one contribute to the match. This match
value is the logarithm of the average likelihood ratio for those
traces whose likelihoods exceed this threshold value,

φ(t) = log〈λi(t) : λi(t)> 1〉 , (2)

which may be considered a form of “log-odds”. At time t0,
when the probe contains only context features, φ(t0) reflects
the match between the test context and the contents of mem-
ory. As content features are sampled and join the probe, φ(t)
will evolve, governed by the order and timing with which fea-
tures are sampled, as well as the properties of the traces stored
during study. Each new feature provides more statistical evi-
dence about whether there is a trace in memory that encodes
the same event as the probe. The number of mismatching fea-
tures (Ni

N(t)) between the probe and traces of different items
will tend to increase over time, thus decreasing their likeli-
hood ratios. If there is a trace stored from the test word, its
likelihood ratio will tend to increase beyond the initial match
to context as more matching features are sampled (Ni

M(t));
this single trace that matches well on both content and con-
text will grow to dominate the average likelihood1.

On average, then, φ(t) increases for targets and decreases
for foils. The change in familiarity over time is thus statisti-
cally diagnostic of whether an item had been studied or not,
and we presume this is the basis for a recognition decision.
The accumulated change is simply the difference between the
current value φ(t) and the value before any content features
had been sampled:

x(t) =
t−1

∑
τ=t0

φ(τ+1)−φ(τ) = φ(t)−φ(t0). (3)

By making recognition dependent on the change in evidence
over time, rather than on its absolute level, one need not
assume differing criteria across experimental conditions or
stimulus classes which may differ in their absolute memory
strength (Cox & Shiffrin, 2012). One can also view x(t) as
conditionalizing φ(t) on an initial value determined by con-
text, φ(t0). Because context features are persistent in the en-
vironment, rather than changing rapidly like content features,
they provide a natural baseline level against which to judge
new information.

Predicting SAT data Although more complex assumptions
are possible (cf. Meyer, Irwin, Osman, & Kounios, 1988;

1Traces formed in contexts before the experiment are also
present in memory, but in practice such traces contribute little and
so we do not model them here.

Ratcliff, 1988), we assume that participants continue to sam-
ple features into their memory probe until a response signal is
given, at which point they stop. Each model time-step is pre-
sumed to take a constant amount of time ρ. If the accumulated
changes x(t) at the time of the response signal are greater
than a threshold value θ, the participant responds “old”, oth-
erwise they respond “new”. If a response signal occurs before
sampling begins at time t0, the participant guesses “old” with
probability 1/ [1+ exp(−θ)]. We assume feature sampling
only occurs between t0 and the response signal, and that the
additional time required for a participant to make their re-
sponse after the signal does not allow for additional process-
ing of the test item(s). Although this is surely an oversimpli-
fication, response times are typically quite brief (200 ms), are
unrelated to the stimulus itself, and only vary at earlier lags.
These considerations, plus the good fits obtained, suggest this
simplification does not harm any conclusions reported here.

Pair and associative recognition
When a pair is presented at test, a participant processes each
item in its own parallel channel, using the same mechanisms
just described for single-item recognition (Figure 2). Partici-
pants only make an “old” response if the accumulated change
in familiarity for each item is sufficient to call both of them
“old”. In each channel, the probe begins at time t0 with NX
context features and there is available capacity for NC content
features. In associative recognition, a certain proportion of
the NC content features, denoted pA, are given over to rep-
resenting the association between the two items; the remain-
ing features are used to represent the content features of the
individual items. Due to constraints on short-term memory
capacity, it is possible that not all item-specific features can
be sampled into the two probes; we denote the proportion of
the maximum number of item features (of which there are
(1− pA)NC) that can be sampled in pair recognition by pS.

Associative recognition begins just like pair recognition,
but at some time tA after the start of processing, the pANC
associative features become available for sampling. At that
point, both item and associative features can be sampled into
each probe. The only difference between item and associa-
tive features from the perspective of the retrieval process is
that the values of the associative features match between the
two probes. Just as in pair recognition, a participant only
responds “old” if both probes result in sufficiently high accu-
mulated change in familiarity. This model is flexible enough
to allow us to explain both single- and multiple-item recog-
nition within the same modeling framework, and enables one
to infer the degree to which associative information is used
(pA), when it is available (tA), and to what extent it interferes
with item-level processing (pS).

Model Fits
We fit this model to the data from the first two experiments re-
ported by Gronlund and Ratcliff (1989) and described above,
where Experiment 1 involved only pair recognition while Ex-
periment 2 required associative information. These experi-
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Table 1: Best-fitting parameters of the dynamic model for associative recognition to SAT datasets, as well as fit diagnostic R2. In Dosher (1984, Exp. 2), multiple study times were
used, entailing multiple values of uP; study times were 1, 2, 4, and 6 seconds per pair. In all models, NC = NX = 30.

Experiment uS uP c pA tA pS θS θP t0 ρ R2

Gronlund and Ratcliff (1989, Exp. 1) 0.316 0.339 0.988 0.017 751.655 0.937 -0.118 -0.891 89.047 5.880 0.898
Gronlund and Ratcliff (1989, Exp. 2) 0.414 0.388 0.980 0.170 411.847 0.869 0.245 0.048 94.477 4.096 0.936

Rotello and Heit (2000, Exp. 1) — 0.439 0.984 0.162 437.489 — — 1.097 82.982 7.899 0.923
Dosher (1984, Exp. 2) — 0.356, 0.420, 0.437, 0.463 0.969 0.190 447.302 — — -0.228 187.346 9.639 0.881

Item A
Channel

θP

t
0 t0 tA

Response 
signal

Item B
Channel

θP

(a) Intact (AB) pair.

Item A
Channel

θP

t
0 t0 tA

Response 
signal

Item B’
Channel

θP

(b) Rearranged (AB’) pair.

Figure 2: Schematic depiction of our model for associative recognition. Each member
of the pair is processed in parallel channels that each operate as single-item recognition
processes; sample paths for memory evidence x(t) are shown for each channel.

ments involved studying both pairs and single items, and thus
represent a strong test of the model’s ability to jointly fit data
from putatively different tasks. We fit a single encoding noise
parameter c, start time t0, and time-step duration ρ across all
conditions in each experiment, but allowed the probability of
feature encoding to differ between single items (uS) and pairs
(uP). Even though participants did not need to use associative
information in Experiment 1, we fit values of pA, the propor-
tion of content features used to represent associations, and
tA, the delay in availability of associative features, to verify
that the model is sensitive to the different task demands. Two
criterion parameters were also required, one for single-item
recognition θS and another that applied to both parallel chan-
nels in pair recognition θP. Model predictions are shown in
Figures 1a and 1b, showing that the model closely matches
the data, with the fitted parameter values in Table 1. Estimates
of uS and uP are similar to each other within each experiment,
consistent with the fact that participants were given twice as
long to study a pair as they were a single item. As expected,
pA is much lower in Experiment 1, where associative infor-
mation is not required, although the fact that it is non-zero
suggests that some associative information is nonetheless en-
coded (this would account for the slight increase in asymp-
totic hit rate for AB pairs compared to AB’). It would also
appear the increase in pA in Experiment 2 is accompanied by
a decrease in pS, suggesting that a greater focus on associative
features entails a smaller capacity for item features.

We also fit our model to two experiments that only tested
pair recognition2. In Rotello and Heit (2000, Exp. 1), partici-
pants had to distinguish between intact pairs (AB), rearranged
pairs (AB’), and novel pairs (XY), rejecting both novel and
rearranged pairs. Thus, as in the experiments from Gronlund

2For these experiments, we set pS = 1 since, without tests of both
single items and pairs, this parameter becomes unidentifiable.

and Ratcliff (1989), participants could make use of item-level
information to reject certain (XY) foils. Predictions and data
are shown in Figure 1d. Finally, in Dosher (1984, Exp. 2),
item information is made irrelevant: participants studied pairs
for varying amounts of time (1, 2, 4, or 6 seconds per pair)
and foils were created by rearranging pairs within each level
of study time. As shown in Figure 1c, an increase in study
time does not affect the rate of approach to asymptotic per-
formance. Our cue-formation model predicts this result both
quantitatively and qualitatively, in contrast to a recall-based
model which must predict a relationship between SAT dy-
namics and pair strength.

The estimated parameters are consistent with the task de-
mands in each experiment. Where associative information is
not needed (Gronlund & Ratcliff, 1989, Exp. 1), the probe
is given over to mostly item features (low pA); associative
features, to the extent that they are involved at all, are not
available until quite late (high tA). When associative infor-
mation is required, it becomes available at roughly the same
time (tA) across all experiments—between 400 and 450 ms
after stimulus onset. Finally, when item information is not
at all informative (Dosher, 1984, Exp. 2), participants de-
lay the onset of feature sampling (t0) by 100 ms and increase
the proportion of associative features used (high pA). This
effectively reduces the influence of item features by dimin-
ishing the time between the onset of processing and the time
at which associative features become available.

Discussion
We have extended a dynamic model for recognition of single
items to the recognition of pairs, showing how it can account
for single-item, pair, and associative recognition. Pair recog-
nition results from the parallel operation of two single-item
recognition processes in which changes in familiarity are ac-
cumulated as features of each item are sampled. If the accu-
mulated changes for both items are sufficiently large, the pair
is judged “old”, otherwise it is called “new”. In associative
recognition, an additional set of features becomes available
later in the processing of the two items; these features repre-
sent an associative binding between the two items. Our model
can thus be considered a form of compound cue formation
(Dosher & Rosedale, 1989, 1997).

The consistency of parameter estimates across experiments
is remarkable and, coupled with good quantitative fits, sug-
gests that this model is capturing something important about
associative recognition. In particular, associative features,
regardless of other aspects of the experiment, are generally
available 400-500 ms after stimulus onset, which is intrigu-
ing because it lies on the border between the two temporal
regions supposed to reflect “familiarity” (typically 300-500
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ms) and “recollective” (typically 500-800 ms) processing in
event-related EEG (Rugg & Curran, 2007). If associative fea-
tures become available 400-500 ms after stimulus onset, on
some trials they will be sampled quickly and fall into the early
“familiarity” bin, while on other trials they will be sampled
more slowly and affect the later “recollective” ERP compo-
nents. This potential confusion is reflected in the ERP liter-
ature on associative recognition in which associative recog-
nition performance is sometimes related only to late positive
ERPs (Donaldson & Rugg, 1998) and sometimes with both
early negative and late positive ERPs (Speer & Curran, 2007).

Difficulties in interpreting such data may result from the
a priori assumption that associative recognition must entail
qualitatively different familiarity and recollection processes.
Rather than assuming such a conclusion—as in behavioral
ROC and process-dissociation analyses—we believe more
progress may be made by developing explicit formal mod-
els of the processes involved in memory, as we have demon-
strated here. Doing so allows for much more specific state-
ments to be made about the mechanisms involved, and en-
ables stronger tests of the predictions of various theories. For
this reason, we believe such an approach will be a boon to
the understanding not just of behavioral data, but of neural
measures like EEG. Conversely, the ability of EEG to probe
ongoing cognitive processes at a much finer level than behav-
ioral paradigms could allow for more detailed theories to be
specified, enabling even deeper insights into the dynamics of
retrieval.

We hardly dispute the operation of at least two processes
in associative recognition, but we have shown that the sec-
ondary process is better characterized as compound cue for-
mation, rather than recall/recollection. There are a vari-
ety of other memory tasks that may entail the operation of
secondary processes, such as rejecting highly-similar foils
(Hintzman & Curran, 1994), list discrimination (Hintzman,
Caulton, & Levitin, 1998), and source memory (Hintzman
& Caulton, 1997), which we have also explored within the
dynamic model framework outlined here (Cox, 2015). Al-
though a full description would go beyond the scope of the
present article, we find that although secondary processes be-
yond those found in single-item recognition are necessary to
explain these phenomena, only in the case of source mem-
ory does this secondary process resemble a kind of recall. In
general, it would appear that memory retrieval can involve
a multitude of processes depending on the decision required
of the participant, but that only through rigorous quantitative
modeling can we begin to characterize these processes and
develop a deeper understanding of memory.
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Abstract 

How early in life, and in what situations, are children 
sensitive to speakers’ accents? Some researchers have 
suggested that accent is an early-developing, perhaps 
intrinsic, signal of group membership. However, other studies 
find little sensitivity to or awareness of accent in young 
children. Three experiments reported here examine 3-5-year-
olds’ comprehension of, and social decision-making with, a 
familiar (US English) accent and a foreign (Dutch) accent. 
Dutch accents were comprehended less well, particularly 
when salient phonological competitors were present, but 
social sensitivity was fairly weak until age 6-7 years. The 
latter finding contrasts with accounts positing early (perhaps 
innate) social sensitivity to accents. 

Keywords: language development, accent, social 
stereotyping, word recognition, eye tracking 

Introduction 
How early, and in what situations, are children sensitive 

to speakers’ accents? Studies of social processing suggest 
very early accent sensitivity (infants and 5-6-year-olds; 
Kinzler et al., 2007), and studies of comprehension suggest 
that accents affect word recognition (4-year-olds; Nathan et 
al., 1998). However, other research suggests that 
recognizing accents themselves, especially regional accents 
(vs. foreign), may be difficult (e.g. Floccia et al., 2009). Are 
these results truly divergent, or simply due to variability in 
the accents used across studies? The current study is the first 
to examine social and comprehension effects using the same 
accent. American children’s processing of Dutch-accented 
speech was assessed in three contexts: friend selection, 
perceptual discrimination, and word recognition. 

Previous research 
Comprehending accented speech A major area of active 

research concerns effects of accents on speech compre-
hension. Some research suggests that children by 12 months 
of age, or shortly thereafter, can recognize a word form even 
over a change in accent (Schmale & Seidl, 2009; Schmale et 
al., 2010). Work by Swingley and Aslin (2002), originally 
intended to demonstrate that 15-month-olds can detect 
subtle mispronunciations of familiar words, might be 
reinterpreted to suggest that mild phonetic-feature 
deviations to a familiar word are to an extent recognized as 
that word. Further work suggests that 19-month-olds readily 
adapt to accent-like variability in vowel pronunciations 
(White & Aslin, 2011), similar to adults (Maye et al., 2008). 

However, contradicting these early-comprehension 
accounts, Nathan et al. (1998) found that 4-year-olds have 
difficulty recognizing words in an unfamiliar accent. Creel 
(2012), using deliberate mispronunciations of familiar 
words, found that preschoolers’ word recognition suffers 
more when the mispronounced (“accented”) form is more 
featurally distant from the child’s (native-accent) sound 
representation of the word. 

Another aspect of accented word recognition that is 
somewhat less well-studied is the role of context. That is, is 
accented word recognition easier when there are many 
supporting contextual cues? Such cues might include 
broader discourse context, the semantic content of a 
sentence, or the presence of a small, limited set of possible 
referents. If only one of the candidate referents (e.g. a fish, a 
car, a house, and a bear) sounds at all similar to the word 
that is spoken (e.g. “fesh”), then children may have 
relatively little difficulty in selecting the correct meaning. 
On the other hand, if multiple candidate referents bear some 
similarity to the spoken for (e.g. both a fish and a fez are 
present), children may have more comprehension difficulty.  

 
Recognizing accents and making social decisions A very 
different line of research examines children’s sensitivity to, 
and awareness of, the accents around them. Adults are 
highly sensitive to accent as a social signal, making negative 
social evaluations of non-standard speakers (e.g. Blair & 
Conner, 1978; Lambert, 1967). Some have argued that the 
antecedents of adult accent stereotyping appear in children 
as young as 6 months (Kinzler et al., 2007), and that accent 
may be an innate social signal of group membership 
(Pietraszewski & Schwartz, 2014). For example, Kinzler 
and colleagues (2007, 2011, 2012) have found that 5-6-year-
olds prefer to be friends with (fictitious) children who speak 
their own accent or language (US English) rather than 
someone who speaks with a different accent or language 
(French or Spanish. Children as young as 3 years appear to 
be sensitive to native-speaker status when choosing 
informants in a word-learning task (Corriveau et al., 2013; 
Kinzler et al., 2011), and 2.5-year-olds prefer to give and 
receive toys from native English speakers than Spanish 
speakers (Kinzler et al., 2012). At 6 months, infants prefer 
to look at a face that has been previously associated with a 
familiar voice (Kinzler et al., 2007). 

Of course, some of the infant results have close parallels 
in infant speech perception research (e.g. Mehler et al., 
1988), leaving open the possibility that seemingly-social 
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effects may be driven by perceptual familiarity preferences. 
Yet, given adults’ sensitivity to accent as a social signal, it 
seems clear that these effects, if not initially social, become 
so by adulthood. The child studies taken together imply that 
children may be sensitive to accent differences as early as 
infancy and certainly by early childhood. 

Research on children’s abilities to detect accents paints a 
different picture. Children around age 5 seem to have 
difficulty recognizing which speakers have which accents 
(Floccia et al., 2009; Girard et al., 2008; Wagner et al., 
2014), even when one of the accents is their own. Note that 
adults in these studies (Floccia et al., 2009; Girard et al., 
2008; Wagner et al., 2014) performed at or near ceiling. 
This suggests an age gradient in detecting accents. All of 
these researchers find that children’s detection of foreign 
accents exceeds their detection of native, regional accents. 
However, it is not clear if the foreign-accent advantage is 
due to greater overall accent strength, or to foreign accents 
making sound changes that are more easily detected than 
changes in regional accents (see Floccia et al., 2009). 

Findings of weak accent recognition contrast strikingly 
with children’s apparently strong accent-based social biases. 
However, they pattern with a broader class of phenomena in 
which perceptual learning seems to extend through at least 
several years of early childhood. This includes recognition 
of voices (Creel & Jimenez, 2012; Mann et al., 1979), faces 
(e.g. Carey et al., 1980), and certain speech sound 
characteristics (e.g. Ohde & Haley, 1997). Such protracted 
learning accounts contrast with early learning accounts (e.g. 
Werker & Tees, 1984), which postulate that children 
converge on native perceptual categories by one year of age. 

The current study 
The literatures on accented-speech comprehension, social 

accent processing, and accent recognition present somewhat 
divergent pictures. If accents affect children’s compre-
hension, why don’t they allow recognition that someone has 
an accent? Why are accent-based social decisions more 
precocious than accent identification? Are the apparent 
differences in these phenomena driven by differences in the 
properties of the accents used (e.g. some are stronger 
accents), or are the phenomena themselves truly generated 
by different underlying knowledge or biases? 

Here, we use the same accent—Dutch-accented English—
to test both comprehension and social decisions. Using the 
same accent across studies controls for differences in accent 
strength, and reveal the extent to which comprehension and 
social cognition effects are truly distinct from one another. 
Experiments 1 and 2 address 3-5-year-olds’ speech 
comprehension and word recognition in Dutch accents (vs. 
control US-accented speakers). Experiment 3 asks whether 
3-5-year-olds and older children show biases to be friends 
with native-accented over Dutch-accented speakers. 

Materials 
A set of 12 Dutch speakers of English (9 female, 3 male), as 
well as two native speakers of English from the Western 

United States (1 female, 1 male), were recorded speaking a 
various materials including sentences and isolated words. 

Adult monolingual native speakers of English (N=15) 
rated the degree of accent for spoken sentences and passages 
for the Dutch and US speakers. Dutch speakers were all 
detectably more foreign-accented than each of the US 
speakers (p < .0001 in all cases), and some Dutch speakers 
had stronger accents than others (Figure 1). To maximize 
effects of accentedness on results, we selected two highly-
accented speakers, one male, one female. The most-
accented male speaker was chosen. Since the most-accented 
female speaker was judged to have a strong idiolect, the 
second-most-accented female speaker was chosen. 

Experiment 1 
This experiment asked whether children can associate 

different accents with different individuals. Previous 
research (Creel, 2012) demonstrated that children readily 
associated color preferences with voices of different genders 
(e.g. Billy likes white, Anna likes black). Children heard 
sentences like “I want to see the triangle” while viewing a 
display of four shapes—two white, two black. Their eye 
movements were tracked. When children heard Billy speak, 
they looked more at white shapes (Billy’s favorite) than 
black shapes (Anna’s favorite), and vice versa, even before 
the shape word was spoken. This suggests that children 
readily use voice gender as a cue to speaker identity. 

The current experiment explored whether children could 
use accent (Dutch vs. US) in an analogous way. That is, are 
children aware enough of accents to associate different color 
preferences with differently-accented individuals? 

Method 
Participants Monolingual English-speaking children 

(N=32) aged 3-5 years from area preschools and daycares 
took part. Monolingual English-speaking adults (N=27) also 
took part in the lab. 

 
Stimuli Spoken materials included passages and 

sentences from 2 Dutch-accented and 2 US-accented talkers 
(1 female, 1 male in each set). Each listener heard either two 
female talkers (one Dutch-accented, one US-accented) or 
two male talkers (one Dutch, one US). 

 
Procedure Children first heard two favorite-color trials, 

where each talker introduced herself verbally and stated her 
favorite color. Each talker was depicted as a cartoon 
character surrounded by objects of her favorite color (Figure 
1). Next were 8 color-selection trials, where two shapes 
differing only in color appeared, and each speaker asked, 
“Where’s the white/black one?” This verified that children 
knew color names well enough to do the task. Next, 
favorite-color trials repeated. Last were 32 test trials. Each 
test trial depicted four shapes (circle, square, triangle, star): 
two white, two black. As children viewed these shapes, they 
heard a speaker request one shape: Billy might say “Can 
you show me the circle?” The child’s task was simply to 
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point to the requested shape. Of greater theoretical interest 
were eye movements: would children visually fixate shapes 
of the speaker’s preferred color, indicating that they had 
recognized the speaker’s accent and were making on-line 
inferences about which shapes might be mentioned? 

 

  
Figure 1: Experiment 1, characters on favorite-color trials 

Results and Discussion 
Accuracy Children’s accuracy was nearly at ceiling (US 

speakers: 95%; Dutch speakers: 92%), though they were 
slightly less accurate on the Dutch-accented trials 
(t(31)=2.12, p=.04). Adults performed at ceiling throughout. 
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Figure 2: Experiment 1, eye movements to pictures 

(upper: children; lower: adults). Dashed line indicates target 
word onset, plus 200 milliseconds to execute an eye 

movement. 
 
Eye movements Children’s eye movements reflected no 

substantial deviations toward favorite-color shapes, and 
looks to the target itself only rose above looks to other 
shapes after the target name was mentioned (Figure 2, 
upper), with no differences between favorite-color shapes 
and other-color shapes in the pre-name window (200 ms-
950 ms; t(31)=0.21, p=.84). Adults, on the other hand, did 

show looks to favorite-color shapes prior to the target being 
named (t(26)=2.50, p=.02; Figure 2, lower), indicating that 
they were sensitive to the accent. 

While adults were able to use accent differences to guide 
interpretation of talkers, children showed very weak evi-
dence of doing so. Both groups showed good comprehen-
sion of accented talkers, with little recognition advantage 
for US talkers over NL talkers. For children, this excellent 
comprehension might indicate that the accents used were 
quite mild, and thus too weak to afford accent detection. On 
the other hand, it may simply reflect that, of the four salient 
response options on each trial (square, circle, star, triangle), 
the pictures’ names were very phonologically distinct, even 
in the presence of a foreign accent. This raises the question 
of whether children’s comprehension might be more 
affected by accented speech when phonological competitors 
were present among the response options. This was 
addressed in Experiment 2. 

Experiment 2 
Does accented speech affect comprehension more when 

phonological competitors are salient choices? As in 
Experiment 1, children completed a picture recognition task. 
However, unlike Experiment 1, the words depicted had 
more similar names. Names were especially similar when 
produced with Dutch accent characteristics (Table 1). 

On each trial, a Dutch-accented or US-accented voice 
would speak a word. Children then pointed to the picture 
that had been named. If children are more affected by accent 
differences when making more fine-grained phonological 
distinctions, then comprehension accuracy (pointing to 
targets) and visual fixations to targets should be lower for 
Dutch accents than US accents, especially on phonologi-
cally-similar trials. However, if the Dutch accents here were 
too mild to affect word recognition, then accuracy should be 
equivalent for US and Dutch accents. 

Method 
Participants A new group of 3-5-year-old participants 

(N=24) took part. 
 
Stimuli Words were drawn from the original set of 

Dutch- and US-accented recordings. Selected words (Table 
1) were ones that contained particular Dutch accent features 
of vowel changes (merging of /æ/ and /ɛ/, similarity of /u/ 
and /ʊ/; see Adank et al., 2004), diminished contrastive 
vowel duration before voiced codas (bed and bet having 
similar vowel durations), and sibilant fricatives (Dutch /s/ 
has a lower frequency center than English /s/). On “similar” 
trials, pictures with similar-sounding names in the Dutch 
accent were paired together. On “dissimilar” trials, the same 
pictures were used, but were paired so that pictures with less 
similar-sounding names appeared together. 

 
Procedure Eye movements were tracked as children 

viewed picture pairs and heard one of the pictures named. 
Pointing responses were also recorded. 
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Table 1. Pictured words with names that sounded similar 
in Dutch accent. Bolded were especially similar. 

 
Word pair Similar in accent 

hat head Vowels 
soup shoe Fricatives 
hook hug Vowels, coda 
bell boy No coda 
foot spoon Vowels; similar onsets 
apple egg Vowels 
bat bed Vowels, coda 
book boots Vowels 
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Figure 3: Experiment 2, accuracy with standard errors. 

Results and Discussion 
Accuracy Children were more accurate for US accents 

than for Dutch accents (Figure 3), carried by the 
phonologically-similar trials (t(23)=3.73, p=.001).  

 
Eye movements A target advantage score was computed 

by subtracting looks to the non-target picture from looks to 
the target (correct) picture. When this exceeds 0, children 
are looking more at the target (Figure 4). In a 1-second 
window after word onset (shifted by 200 ms to allow for 
time to execute eye movements), children showed a greater 
proportion of target fixations on US-accented trials than on 
Dutch-accented trials (t(23)=4.68, p=.0001). There was no 
interaction with Condition (similar word pair, distinct word 
pair), suggesting that words were recognized more slowly 
even when close phonological competitors were not present 
on a given trial. 

These findings demonstrate that accented speech 
comprehension becomes more challenging when listeners 
must make finer phonetic discriminations. Such fine 
discriminations are required not only in laboratory scenarios 
where a few highly-salient competitors are present; they 
also happen more naturalistically whenever there is a wider 
range of potential referents, either referents in the listener’s 
immediate environment or in decontextualized language—
speaking about topics not in the here-and-now. 

The results of Experiments 1 and 2 suggest that 
preschool-aged children may be less aware of accents as an 
identifying characteristic than adults are (Experiment 1), but 

their comprehension is nonetheless affected. Further, these 
two experiments suggest that good accent comprehension 
may partly be a function of contextual influences (in this 
case, visual displays), which can be used to rule out phono-
logically-plausible (but contextually absent) alternatives.  
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Figure 4: Experiment 2, eye movements. 

 
What, then, do these results suggest about children’s 

social processing of accents at this age? Experiment 1 would 
seem to suggest that children cannot make accent-based 
social decisions, at least for this accent. However, it is 
possible that social decisions are made on a more implicit 
basis than the sentence-processing task used in Experiment 
1. Thus, the final experiment tested whether children 
hearing the same sentences as in Experiment 1 would show 
evidence of preferring native-accented “friends” over 
Dutch-accented “friends.” 

Experiment 3 
Children completed a friend-selection task patterned after 

Kinzler et al. (2007). If children are socially sensitive to our 
Dutch-accented speakers, then they should show an own-
accent bias in friend selection, as found in previous 
research. If they are unable to use the Dutch accent to make 
social decisions, then they should be at chance in selecting 
friends of one accent or another. 

The friend-selection task was immediately followed by a 
location-judgment task, in order to more clearly tap overt 
awareness of accentedness. If friend selections are 
calculated on a conscious basis, then accuracy in the 
location task might be expected to pattern with the friend 
selection biases. On the other hand, if friendship judgments 
are calculated more implicitly, then friendship judgments 
may show stronger effects than location judgments. 

Method 
Participants A sample of 33 new child participants ages 

3-5 years (range: 3.1-5.5 years) took part. Following these 
results, an additional 8 older children (6-7 years) were 
recruited to assess the age trajectory of the effects. 

 
Stimuli Auditory stimuli were those used in Experiment 

1. Visual stimuli were pictures of children’s faces (8 female, 
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8 male), selected from Creative-Commons licensed photo-
graphs on flickr.com. Faces that appeared side by side were 
matched for gender and approximate hair and skin color. 

 
Procedure This largely followed Kinzler et al.’s (2007) 

study. There were 16 trials. On each trial, two faces 
appeared, each looming as it “spoke” in turn. One face 
spoke in a US accent, the other spoke in a Dutch accent. 
Children indicated their friendship preferences by pointing. 

Each face appeared twice, and each voice occurred 
equally often for a particular child. Face pairs were yoked 
so that each character appeared with the same other face on 
two different trials. For each child, the order of the accents 
(US, Dutch) was counterbalanced. Order of trials in each list 
was prerandomized with the constraints that: the same 
character pair did not appear on consecutive trials. 

For the location task, children were first asked where they 
lived. Most replied “California.” Those who did not were 
corrected. They were then asked to say whether a speaker on 
a given trial was “from here” or “not from here.” On each of 
32 trials, a cartoon character appeared (similar to that in 
Figure 2), and it spoke one of the sentences from the friend-
selection task. Children responded verbally, and an 
experimenter entered the response by keyboard. 
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Figure 5. Experiment 3, age effect on friendship 

selections and location knowledge. 

Results and Discussion 
Children showed increasing social sensitivity to accent 

with age, with no biases shown by 3-year-olds (M=.48; 
t(10)=0.56, p=.59) but strong biases seen in 6-7-year-olds 
(M=.79; t(7)=3.82, p=.007). The effect of age on nativeness 
bias was significant (r(39)=.64, p<.0001). Interestingly, 
location judgment accuracy was marginally weaker than 
friendship biases (t(40)=2.02, p=.051). 

While children overall showed social sensitivity to 
accented speech, effects were not as strong as seen in 
previous studies (e.g. Kinzler et al., 2007) and seemed to 
emerge over a lengthier developmental time frame. 

Further, overt awareness of geographic correlates of 
accentedness speech was quite low. This suggests that, even 
for children who do make negative social evaluations of 
foreign-accented speakers, they may not be fully aware of 
the real-world concomitants of accented speech. 

General Discussion 
Three experiments tested young children’s sensitivity to 
accents. In Experiment 1, 3-5-year-olds did not show 
different interpretations of sentences (looks to the speaker’s 
favorite color) according to accent, but their word recog-
nition was mildly affected. In Experiment 2, the presence of 
salient strong phonological competitors decreased 3-5-year-
olds’ word recognition in the accent more markedly. 
Finally, Experiment 3 showed that children at age 3 do not 
make social judgments based on accent, with a strong 
increase in own-accent preference with age, through age 7. 
Thus, for younger children, accent appeared not to be 
socially salient, but affected comprehension nonetheless. 

These results suggest three things. First, accents can be 
strong enough to affect children’s comprehension 
(Experiments 1, 2) without children registering the accented 
speaker as socially different (Experiment 3). Second, social 
responsiveness to accents may develop somewhat slowly 
(Experiment 3), though more research is clearly needed. 
Third, social responsiveness to accents may occur in the 
absence of full awareness of other correlates of accented-
ness such as living in a different geographical region. 

Development of sensitivity to accented speech 
One question raised here is how children’s sensitivity to 

accented speech develops. Are they sensitive from birth to 
accent properties? Infants seem to decrease in sensitivity to 
phonetic deviation in word recognition (e.g. Schmale & 
Seidl, 2009; Schmale et al., 2010). Why, if children 
increasingly tolerate phonetic deviations, might they show 
increasing social awareness of accents? 

There are at least two possibilities. One possibility is that 
young children are working to learn words, and so 
temporarily “tune out” accent-like variability in order to 
focus on meaningful sound variation. This would imply a U-
shaped function in accent sensitivity, with the bottom of the 
U in early childhood. A second possibility is that children 
may need extended perceptual exposure to—protracted 
learning of—their own accent patterns in order to recognize 
deviations from that pattern. It is clear that extensive 
experience with accents facilitates their recognition, in that 
even adults are rather inaccurate at identifying accents to 
which they have had relatively little exposure (e.g. Clopper 
& Pisoni, 2004). Future work should explore the roles of 
accent strength and child age in order to understand how 
accent awareness develops. 

Accent strength and the regional/foreign distinction  
These results contribute to debates between the roles of 

accent strength vs. the  regional/foreign accent distinction. 
Recall that previous findings suggest better identification of 
foreign accents than regional ones. The current study used a 
foreign accent, but showed weak accent awareness in social 
decision-making. This somewhat resembles age-based 
changes in social sensitivity to American regional accent 
variability (e.g. Kinzler & DeJesus, 2013). This similarity 
between regional and foreign accent findings suggests that 
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regional/foreign may be a less relevant distinction than 
accent strength. An account based on accent strength is 
more parsimonious in predicting effects on both accent 
identification and word recognition. 

Note that the Dutch-accented voices used here were rated 
in the “moderate accent” range by adult listeners, not 
“strong accent”. This may mean that the accents, while 
readily detectable to adults, were not as detectable to young 
children, thus blocking children from making social 
judgments based on accent. Another possibility is that 
Dutch, like English, is a Germanic language with a similarly 
large vowel system to English (e.g. Adank et al., 2004), 
leading to fairly preserved English vowels in Dutch accents. 

Important differences between regional vs. foreign 
accents may nonetheless exist (see, e.g., Floccia et al., 2009, 
for acoustic analyses). However, such effects are likely to be 
intertwined with effects of accent strength, accent 
familiarity, and idiosyncratic accent properties.  
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Abstract 

Odor naming is difficult for people, but recent cross-cultural 

research suggests this difficulty is culture-specific. Jahai 

speakers (hunter-gatherers from the Malay Peninsula) name 

odors as consistently as colors, and much better than English 

speakers (Majid & Burenhult, 2014). In Jahai the linguistic 

advantage for smells correlates with a cultural interest in 

odors. Here we ask whether sub-cultures in the West with 

odor expertise also show superior odor naming. We tested 

wine and coffee experts (who have specialized odor training) 

in an odor naming task. Both wine and coffee experts were no 

more accurate or consistent than novices when naming odors. 

Although there were small differences in naming strategies, 

experts and non-experts alike relied overwhelmingly on 

source-based descriptions. So the specific language experts 

speak continues to constrain their ability to express odors. 

This suggests expertise alone is not sufficient to overcome the 

limits of language in the domain of smell. 
 

Keywords: Olfaction; Flavor Expertise; Odor Naming; 
Language Consistency; Cognitive Linguistics 

Introduction 

Strawberries, stop signs and fire trucks are red. It is easy to 

name the common color property “red” irrespective of the 

object it belongs to. In fact, many (if not all) languages have 

dedicated or “basic” color terms to refer to hues regardless 

of the object to which they belong (Berlin & Kay, 1969; 

Kay, Berlin, Maffi, & Merrifield, 2009). That is, there is a 

set of abstract terms which only refer to the quality of color 

(e.g., blue, green, red). Color appears to be highly 

“codable”, i.e., easy to express in language. Brown and 

Lenneberg (1954) operationalized codability with a number 

of parameters, aside from basic vocabulary. Descriptions for 

codable colors are shorter (measured in number of syllables, 

and number of words); are named faster; and people agree 

on the names (there is consensus both across people and 

within people across time).   

In contrast to colors, odors do not appear to be codable. 

Philosophers and scholars throughout history argue smell is 

the least important sense (e.g. Darwin, 1871; Sperber, 

1975/1974), and this appears to be reflected in language too. 

People are generally very bad at naming smells. Ask two 

people to name the same odor and they produce different 

descriptions; in most cases referring to a source (e.g., fruit, 

banana) or alternatively giving an evaluative response (e.g., 

gross, beautiful) (Lawless & Cain, 1975; Lawless, 1984;  

Yeshurun & Sobel, 2010). There appear to be no basic 

words for smell (Sperber, 1975/1974). Odors appear to be 

ineffable (cf. Levinson & Majid, 2014).   

However, a recent study shows poor odor naming might 

be a product of WEIRD (Western, Educated, Industrialized, 

Rich and Democratic) cultures (Henrich, Heine, & 

Norenzayan, 2010). Majid and Burenhult (2014) tested Jahai 

speakers, a group of hunter-gatherers living on the Malay 

Peninsula in an odor naming task, and compared them to a 

matched sample of English speakers. The Jahai were as 

consistent in naming odors as they were in naming colors. 

Moreover, they were more consistent in naming odors than 

English speakers. A more qualitative look at the data 

showed that while English speakers overwhelmingly used 

source-based descriptions to name smells (as found in 

previous studies), Jahai speakers used a small set of abstract 

or “basic” smell terms. These are words which exclusively 

refer to smell qualities: the terms do not derive from a 

source; they apply to a broad class of objects; they are 

psychologically salient to the Jahai; and they appear in all 

genres of conversation (Burenhult & Majid, 2011). There 

are as many as 12 basic odor terms in Jahai. For example, 

the smell of bat droppings, smoke, ginger root, and 

petroleum are all described with the word cŋɛs, and the 

smell of various flowers, perfumes, durian, and bearcat 

(Arctictis binturong) are named ltpɨt. 

For the Jahai smell plays a significant role, not only in 

language, but in various other facets of life, such as religion 

and medicine (Burenhult & Majid, 2011). For example, it is 

taboo to wash raw game meat from different species at the 

same time in the river. This is because the blood of each 

animal has a distinct smell and mixing these smells is 

prohibited. For the Jahai a cultural preoccupation with odors 

aligns with high codability of smells in language. This raises 

the question of whether other cultural practices involving 

smell may also lead to greater ease in odor naming.  

In the West, smells play a significant role in the lives of 

various professionals, for example, perfumers and flavor 

experts (such as wine and coffee experts). Flavor is a 

multisensory percept, consisting of orthonasal (through the 

nose), and retronasal (through the mouth) olfaction 

alongside taste (for a review on the multisensory perception 

of flavour see Auvray & Spence, 2008). Thus, olfaction is in 

large part responsible for how we perceive the taste of the 

things we eat and drink. Wine, coffee, cheese, and chocolate 

would all taste bland without the sense of smell. For this 

reason a large part of  flavor experts’ training focuses on 

olfaction (cf. Herdenstam, Hammarén, Ahlström, & 
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Wiktorsson, 2009). Communicating about smells is also part 

of the sub-culture of flavor expertise. Think for example of 

a vinologist who explains to a customer why this particular 

Bordeaux vintage, rather than the Beaujolais primeur the 

customer had in mind, is better suited to a lamb stew. So the 

question we ask is whether flavor experts in the West are 

also good odor namers. Could the specialized training flavor 

experts undergo make them better at naming smells than the 

lay person?  

The use of language by experts has received little 

attention in this context. There are two separate issues: (1) 

Are experts more consistent than non-experts in describing 

smells? (2) Do experts differ from non-experts in the types 

of strategy they use to describe smells? Previous studies 

have not directly examined whether everyday odor naming 

is different between experts and novices. The studies 

suggest a rather mixed picture of experts’ linguistic abilities 

for odors.  

Some studies suggest experts might not be much better 

than novices at odor naming. Lawless (1984) asked wine 

experts and novices to describe different wines, and looked 

at the content of their descriptions. He found wine 

descriptions from both experts and novices were highly 

idiosyncratic suggesting little systematicity in expert 

responses. A whopping 82% of odor descriptions were 

given by only one participant for each wine, indicating low 

consistency across participants. However, Lawless did not 

directly compare the two groups on consistency, so we 

cannot know for sure whether experts and novices were 

similar or different on this measure. In a different study 

Parr, Heatherbell, and White (2002) asked wine experts and 

matched novices to sniff and then name wine related odors 

(instead of actual wine). Experts and novices correctly 

identified the same number of odors, and were equally 

consistent. However, a closer look at the data shows experts 

had numerically higher identification and consistency rates 

(even though these did not prove statistically different), 

leaving open the possibility the study was underpowered (as 

suggested by Parr et al. [2002, p.752] themselves).  

In contrast to Lawless and Parr et al., Bende and Nordin 

(1997) found experts named more odors correctly than 

novices, suggesting experts were also more consistent. The 

expert advantage has been found in director-matcher tasks 

too. In this paradigm people are asked to match wines to 

linguistic descriptions produced by experts and novices. 

Expert descriptions led to more correct matches than novice 

descriptions for the same wines (Solomon, 1990). This 

suggests expert descriptions are more informative. Experts 

are also better than novices at matching descriptions to 

wines,  particularly when the descriptions are given by other 

experts (Lawless, 1984). Taken together these results 

suggest flavor experts may indeed have an advantage for 

naming odors. 

In terms of the strategies experts use, some studies have 

found wine experts use more concrete and specific words 

(e.g. blackberries) (Lawless, 1984), or more precise 

language overall (Zucco, Carassai, Baroni, & Stevenson, 

2011). In contrast, when matching descriptions to wine, 

Gawel (1997) found wine experts relied more on vague or 

metaphorical terms (e.g. elegant, complex). In another 

study, Sezille, Fournel, Rouby, Rinck, and Bensafi (2014) 

compared naming in experts (perfumers, flavorists) and 

non-experts (novices, trainee chefs). They found experts 

used more technical terms (i.e., terms referring to chemical 

substances (e.g. aldehyde), and made less reference to the 

hedonic value (e.g. unpleasant).  

The studies reviewed above focus mostly on odors 

relevant to the specific expertise being considered, so it is 

not clear if flavor expertise leads to a general advantage in 

naming odors. Do the many years of experience change 

wine experts’ ability to express odors in language?  In this 

study we compared a group of wine experts to non-experts 

for their naming of simple everyday odors (such as 

chocolate, leather, and lemon). We also included a separate 

group of coffee experts. Coffee experts also undergo 

extensive training of their noses and palates, but differ in 

some interesting respects from wine experts. Whereas wines 

are usually elaborately described in tasting notes, menus, 

and on placards in stores, the descriptions of coffees tend to 

be simpler. This is illustrated by the number of magazines 

available to peruse on both topics; while there are 10 

different subscription magazines to be found about wine on 

Amazon.com, not a single subscription magazine for coffee 

is available (retrieved on January 20
th

 2015). This suggests 

wine experts have more experience in communicating about 

odors than coffee experts, even though both have extensive 

perceptual experience and training with smells and flavors.  

We test three main hypotheses in this study. First, given 

experts’ greater training and everyday attention to smells, 

experts should be more consistent than novices in the 

descriptions of smells. This might be especially true for 

wine experts who have many opportunities to communicate 

about smells. Second, experts should also be able to 

correctly identify more smells than novices. Finally, experts 

should differ in the precision of their descriptions for odors. 

Based on the previous literature it is unclear what the 

direction of this difference should be exactly, but we might 

expect experts to differ both in the length of their 

descriptions and the type of descriptions they give.  

Methods 

Participants 

Sixty-three people (22 women, Mage = 43.7 years, SD = 

11.7, age range: 24 – 70 years) participated in the 

experiment. Twenty-two participants were wine experts, and 

worked as qualified vinologists or sommeliers. Twenty 

participants were coffee experts, and worked as qualified 

baristas, coffee roasters or coffee brokers, and had a similar 

amount of training and experience as the wine experts. 

Another 21 participants were recruited as novice controls 

and were matched for age and gender to both the wine and 

coffee expert groups as closely as possible. All participants 

were native or near-native speakers of Dutch.  
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To assess expertise, all participants completed a 

questionnaire which tested their knowledge about wine 

(following Hughson & Boakes, 2001; Lehrer, 1983), their 

knowledge about coffee,
1
 and their general awareness of 

odors in daily life (a shortened version of the questionnaire 

by Smeets, Schifferstein, Boelema, & Lensvelt-Mulders, 

2008). Separate ANOVAs on the three questionnaires 

confirmed the wine experts have expertise in wine (and only 

wine), the coffee experts in coffee (and only coffee), and the 

novices in neither. Both wine and coffee experts showed 

significantly higher odor awareness than the novices, but 

they did not differ from each other in this respect.   

Materials 

Ten different odors were used in the odor naming task 

presented using “Sniffin’ Sticks” (Hummel, Sekinger, Wolf, 

Pauli, & Kobal, 1997). These are marker pens containing an 

odorant (instead of ink) which the participant can smell by 

removing the marker cap and smelling the tip. All odors 

used in the experiment were common household scents, and 

were familiar to people living in the Netherlands. The odors 

can also be found in the descriptions of wine and coffee 

(e.g. Noble et al., 1984).  The odors were: chocolate, clove, 

apple, lemon, cinnamon, garlic, mushroom, leather, grass, 

rose.   

Procedure  

Each participant was tested individually in a neutral, well-lit 

and well-ventilated room, kept at 20±2 degrees Celsius. The 

entire procedure was carried out in Dutch. The participants 

completed the questionnaires first, and then the odors were 

presented in a fixed random order. Each participant was 

instructed in Dutch: Wilt u de geur zo precies mogelijk 

beschrijven (‘Can you describe the smell as precisely as 

possible’). Answers were recorded using an audio-recorder, 

and the descriptions were later transcribed and coded.  

 

Coding 
First we measured the length of every description by 

counting the number of characters in the fully transcribed 

response.  

We wished to examine whether experts and novices 

agreed in their responses, and whether they correctly 

identified the odors. In order to measure this, the main 

responses from the fully transcribed descriptions were 

identified. For example, a speaker said: Ruikt wel naar 

chocola. Vanille of chocola een van de twee. Geen idee. i.e., 

‘Smells like chocolate. Vanilla or chocolate, one of the two. 

No idea.’ From this description the main qualitative 

descriptors chocola and vanille were coded. Modifiers and 

hedges were ignored unless their exclusion changed the 

quality description. For example, een beetje ‘a little’ in een 

                                                           
1 A coffee questionnaire was specifically designed for this study. 

It was modelled on previous wine questionnaires, and was 

developed with the assistance of Rose van Asten, a qualified 

Specialty Coffee Association Europe (SCAE) coffee expert. 

beetje citrus ‘a little citrus’ was not coded because the 

quality is “citrus”, and een beetje indicates only the strength 

of the odor (or confidence of the participant). But rood fruit 

‘red fruit’ was coded as a whole response including rood 

‘red’, because “red fruit” has a different quality of smell 

than “fruit” in general. Repeated responses (e.g. when a 

person mentioned chocola twice for the same stimulus as in 

the example above) were only counted once.  

Consistency between speakers was calculated as in 

Majid and Burenhult (2014) using Simpson’s Diversity 

Index (Simpson, 1949), and was measured separately for 

only first responses, and then all responses. That is, for each 

stimulus item we calculated whether each participant in 

each group agreed with one another in how they described 

that item. Item scores were subjected to further analyses 

(see Results). For accuracy, answers were coded as correct 

when the participant identified the odor as classified by the 

manufacturer of the stimuli. The total number of correct 

responses was then calculated over participants and items.  

Finally, we coded responses into three main categories 

so we could test whether experts differed from novices in 

the strategies they used: (1) Source terms, i.e. words 

referring to an object or class of objects (e.g., chocola  

‘chocolate’, fruitig ‘fruity’); (2) Evaluative terms, i.e. words 

describing the hedonic evaluation of the stimulus (e.g., 

lekker ‘pleasant’, gadverdamme ‘disgusting’). Majid and 

Burenhult (2014) identified a third category of abstract 

terms. In Dutch this includes terms such as aromatisch 

‘fragrant/aromatic’ and muf ‘musty’. Participants rarely used 

this strategy but they did use other descriptions,  such as 

cross-modal metaphors (e.g., zoet ‘sweet’, groen ‘green’), or 

reference to a general state (e.g., gekookt ‘cooked’). We 

categorized these together with abstract odor terms as (3) 

Non-source terms, i.e. words not referring directly to an 

object. 

Results 

We first examined the precision of responses across groups 

by comparing the length of descriptions using one-way 

ANOVAs (3 levels: wine expert, coffee expert, novices) by 

participants (F1) and items (F2). There was a significant 

main effect of group F1 (2, 56) = 11.8, p < 0.001, η² = 

0.037, F2 (2, 27) = 5.812, p = 0.008, η² = 0.30. Planned 

comparisons showed coffee experts (M = 102, SD =103) 

gave significantly shorter descriptions than wine experts (M 

= 146, SD = 125), p < 0.001, d = 0.38, and novices (M = 

144, SD =127), p < 0.001, d = 0.36. The difference between 

wine experts and novices was not significant. So, coffee 

experts were more concise in their descriptions overall.  

Our main question was whether experts are more 

consistent when naming odors. A one-way ANOVA on 

consistency scores across items showed no main effect of 

group by first response F (2, 27) = 0.904, p = 0.417, η² = 

0.063, or all responses F (2, 27) = 1.251, p = 0.302, η² = 
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0.084.
2
 Experts were no more consistent for odor 

descriptions than novices. Scores were in the same range for 

all groups, and relatively low throughout (ranging from 0.07 

to 0.12 where the maximum score indicating unanimity 

would be 1.0; See Figure 1).   

 

 
 

Figure 1: The bar graph (top) illustrates overall consistency 

(for first responses) was low for all groups and not 

statistically different from each other (error bars represent 

standard error). The pie charts (below) illustrate types of 

descriptions. All three groups predominantly used source 

terms (orange). In addition, wine experts used more non-

source terms (black), and novices more evaluative terms 

(green). 

 

We then examined whether experts correctly identified 

the target odors more often by conducting one-way 

ANOVAs again by participants (F1) and items (F2). There 

was no difference between groups in the number of correct 

responses F1 (2, 59) = 1.356, p = 0.266, η² = 0.044, F2 (2, 

27) = 0.094, p = 0.910, η² = 0.007. Wine experts (M = 5, SD 

= 2.3) and coffee experts (M = 6, SD = 4.2) were no better 

than novices (M = 5, SD = 4.0) in identifying odors. Finally, 

we examined the type of descriptions across groups using 

chi-square. All groups overwhelmingly used source-based 

terms (wine experts 70%; coffee experts 81%; novices 

72%), but there was an overall effect of strategy by group, 

χ
2
 (4, N = 1698) = 22.9, p < 0.01, Cramer’s V = 0.074. Wine 

experts used more non-source terms (e.g., zoet ‘sweet’, 

gekookt ‘cooked’), z = 2.18, p < 0.05, while novices used 

more evaluative terms (e.g. lekker, i.e. ‘nice’), z = 1.94, p = 

                                                           
2 Separate participant analyses are not possible for the 

consistency analyses because consistency is measured over 

participants. The results were verified with the non-parametric 

Kruskall-Wallis test, as the assumptions for a parametric test were 

violated. The pattern of results is the same. 

0.052. Compared to the other groups, coffee experts used 

fewer non-source terms, z = -1.978, p < 0.05, and fewer 

evaluative terms, z = -2.33, p < 0.05 (see Figure 1). So the 

three groups differ in subtle ways in their overall strategy 

for describing smells, but the dominant strategy (i.e., 

reliance on source descriptions) is the same for all.  

Discussion 

Wine and coffee experts were no more consistent than 

novices when describing odors. In fact, overall consistency 

for odor naming was low for both experts and novices, and 

comparable to the English speakers reported by Majid and 

Burenhult (2014). In addition, we found no difference 

between groups in the number of correctly labeled odors. 

Overall, experts and novices all overwhelmingly used 

source-based descriptions. There were, however, small 

differences in specific strategies. Coffee experts gave the 

shortest descriptions, and used less evaluative terms and 

non-source terms than wine experts or novices. Wine 

experts used more non-source, or metaphorical, terms to 

describe the odors, such as zoet ‘sweet’ and gekookt 

‘cooked’, while novices used more evaluative descriptions, 

such as lekker ‘pleasant’ and gadverdamme ‘disgusting’.  

The odors used in this study represented everyday 

smells. Nevertheless, experts and novices had problems 

accurately naming them. This is in line with the results of 

Parr and colleagues (2002), who found experts and novices 

do not differ in their ability to name smells. Our study had 

double the number of wine experts and novices as Parr et 

al., (2002) and included an additional 20 coffee experts, so 

the lack of an effect is unlikely due to insufficient power. In 

fact, the wine experts show numerically lower consistency 

than either coffee experts or novices.  It is also unlikely the 

absence of an effect was due to lack of expertise. All experts 

in this study fulfilled the criteria for expertise (cf. Melcher 

& Schooler, 1996; Parr et al., 2002): they were wine or 

coffee professionals, earning money with their expertise. 

We also independently verified the experts tested really did 

have more knowledge of wines and coffees by means of 

Expert Questionnaires.  The results of the odor awareness 

scale also showed experts differed from novices by showing 

more awareness of odors in general; further confirming 

odors play an important role for them in their daily lives.  

Some previous studies have found an advantage of 

expertise on odor naming. Bende and Nordin (1997) found 

experts named more odors correctly than novices, but a 

closer examination of the data shows the group differences 

were driven by only a few odors in the sample. In a similar 

vein, Zucco and colleagues (2011) found wine experts were 

able to identify wine related odors with higher accuracy than 

novices. However, this advantage did not generalize to 

common household odors. Our results corroborate this 

finding. Expert training in flavor does not give a general 

advantage for naming smells. However, experts could very 

well be better at naming and identifying specific smells, 

particularly those relevant for their expertise. For example, 

wine experts could be better at identifying odors specifically 
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related to wine (e.g. smells related to barrel ageing) and 

coffee experts for coffee-related smells (e.g. smells related 

to the Maillard reaction). Although the smells used in this 

study all occur in wine and coffee descriptions (e.g. Noble 

et al., 1984), they are found elsewhere too and do not 

require any special training. Another possibility is that 

remains open is experts are more proficient in naming 

smells and flavors of real substances from their domain of 

expertise, i.e. wines and coffees. This requires further 

testing. 

Although there was no difference between the groups in 

consistency, the groups did differ in subtle ways in the types 

of responses they gave. The difference between the two 

expert groups is a little surprising given previous research. 

Sezille and colleagues (2014) asked flavorists, perfumers, 

trainee cooks and novices to describe different odors. They 

showed a general tendency for novices to use more 

evaluative terms (as we also found in this study), but no 

differences between expert groups. In our study, both expert 

groups reported the same level of awareness of odors, so it 

is unlikely the difference in naming resides there. Instead, 

we suggest the variation comes from differences in 

evaluating the flavor of wines versus coffees. 

The differences in odor naming strategies in different 

flavor domains have not been compared directly, but there 

are some intriguing observations in the literature. Wine 

experts often describe wine in a structured way (cf. Lehrer, 

1983), first evaluating the color (visually), then the aroma 

and bouquet by smelling the wine (i.e. orthonasal olfaction), 

and then the various taste aspects of the wine (i.e. gustation, 

mouthfeel, retronasal olfaction and finish). The terms used 

in these various steps, however, are not strictly defined (e.g. 

Brochet & Dubourdieu, 2001; Lehrer, 1983). Wine experts 

appear to integrate smell, texture, and taste into more 

synaesthetic language (cf. Caballero, 2007; Paradis & Eeg-

Olofsson, 2013). This is evident in their use of more non-

source terms for the smells in this experiment as well. When 

describing coffees, on the other hand, coffee experts 

describe smell with source descriptors, and taste with a 

small set of abstract taste terms. The perfect coffee has the 

right balance between sweet, bitter and sour (cf. Hayakawa 

et al., 2010). The present study suggests a closer look at the 

different strategies specific groups of flavor experts use to 

describe odors could be fruitful to explore further.  

How well do the current findings mesh with the idea that 

the senses are differentially ineffable (Majid & Burenhult, 

2014; Majid & Levinson, 2011)? According to Levinson 

and Majid (2014), expert interest in smell could overcome 

the relative ineffability of the sense of smell in a given 

language. In contrast to the language of the Jahai, Dutch 

(like English) has very few dedicated words for odors. The 

experts in this study had years of training and experience, 

but even with this experience, wine and coffee experts were 

restricted by the limitations of their language. Why is this 

so?  

One possibility suggested by the earlier discussion is the 

specific expertise we investigated. Although flavor expertise 

relies on odor knowledge, flavor is far more than odor 

alone. Perhaps focusing on dedicated odor experts, such as 

perfumers or incense makers, would be better. A different 

possibility for the poor odor naming by wine and coffee 

experts is the delayed acquisition of their expertise. The 

Jahai learn their smell lexicon in the course of normal 

language acquisition: as children. The Dutch experts, on the 

other hand, only come to acquire their expertise in odors and 

flavors late in life and long after any critical period for 

language learning. It could be the late development of odor 

expertise puts restrictions on the ability to learn odor 

language by flavor experts. These possibilities require 

further exploration.  

 To conclude, the present study indicates the resources 

within a specific language can restrict the codability of a 

perceptual sense, and selective experience and training is 

not enough to overcome these restrictions. This suggests the 

specific language we speak puts constraints on how we 

communicate and make sense of the world. 
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Abstract 

We examined the effects of individual versus joint action and 
racial similarity and dissimilarity on a Simon task using 
mouse tracking to explore the implicit cognitive dynamics 
underlying responses. Participants were slower to respond 
when working with a partner than when working alone, and 
their mouse movements also differed across conditions. 
Participants paired with a different-race partner took longer to 
respond than participants paired with a same-race partner. We 
argue that, in the joint conditions, participants’ longer 
responses were the result of automatic inhibitory processes 
that arise within the social context. 

Keywords: Joint action; Simon effect; Mouse tracking 

 

The Simon Effect is an increase in reaction times that occurs 

when a stimulus dimension (e.g., color) primes one response 

(e.g., press right for green) while the stimulus’ spatial 

location primes another (e.g., the green stimulus appears on 

the left of the screen). Sebanz, Knoblich, and Prinz (2003) 

found a Simon Effect for dyads by presenting a picture of a 

hand wearing a ring pointing to the left or right. Response 

buttons were located to the left or right of the screen. A joint 

Simon effect (Dolk et al., 2014) emerged when the 

participants did the task together by responding to one 

component of the stimulus (e.g., one participant responded 

right to a green ring, the other, left to a red ring). In this 

paradigm, each trial was effectively a go/no-go trial for each 

participant. Participants generated a response when the 

stimulus was the appropriate color (i.e., a “go” trial), and 

did not generate a response when the stimulus did not match 

the target color (i.e., a “no-go” trial). Response times (RTs) 

to the ring stimulus were significantly longer if the finger 

pointed in the direction opposite the response option 

indicated by the color of the ring (e.g., participant responds 

with a right press and the finger points to the left). 

Interestingly enough, this Simon effect did not occur if a 

participant completed the same “go/no-go” type task alone. 

Whether or not the response primed by the color of the ring 

and the direction the finger pointed were the same (a 

compatible trial) or different (an incompatible trial), only 

mattered when the participant did the task with another 

person. Sebanz et al. (2003) proposed that the Simon effect 

emerged in the joint condition and not the individual 

condition because, during the former, participants 

automatically represented the action option of their partner 

(i.e., action co-representation). As a result, when their 

partner’s co-represented action conflicted with their own 

action, a response conflict emerged. Different authors have 

proposed different accounts of (1) the content entailed in the 

representation of the ‘other’ in joint action tasks, as well as 

(2) the degree of automaticity with which such co-

representations are constructed. Sebanz, Knoblich, and Prinz 

(2005) assert that the content regarding the other is 

formatted in terms of the other’s stimulus-response mapping 

(e.g., press the right button in response to a green stimulus), 

what they referred to as task co-representation. Sebanz et al. 

(2005) assert such representations are constructed quasi-

automatically due to the neural overlap in systems involving 

action planning and action perception. On the other hand, 

Hommel, Colzato, and Wildenberg (2009) propose that co-

representations are constructed separately (i.e., not as part of 

an overall shared task representation), and influence each 

other as a function of the relationship between the co-actors 

(i.e., either a positive or a negative relationship). Hommel et 

al.’s account is based on a manipulation whereby 

participants were paired with a “nice” confederate, or an 

“intimidating” confederate. RTs were faster for the latter 

group, and there was no spatial compatibility effect. 

As is clear in the studies mentioned above, most research 

to date has focused on the content and the necessity of co-

representation. However, despite their differences, both of 

the above-mentioned frameworks make the assertion that 

representing the ‘other’ leads to a response conflict. Both 

accounts also assert that response conflict is overcome by 

inhibiting the inappropriate response. Given the important 

role that inhibition is assumed to play in such tasks, the 

purpose of the present study was to introduce variables into 

a joint Simon task that might vary the amount of inhibition 

generated prior to response execution. Consistent with the 

ego depletion model, additional inhibitory demands may 

affect the participants’ ability to inhibit the incorrect 

response (Lurquin, McFadden, & Harbke, 2014). Thus, like 

Sebanz et al. (2005) we asked participants to complete the 

joint action task by giving them a color task (i.e., respond to 

the right for a green ring) either alone, or with a confederate 

who was given either (1) a color task—the joint-color 

condition (i.e., respond to the left for a red ring), or a 

direction task—the joint-direction condition (i.e., the 

confederate responds to the direction of the pointing hand). 

Sebanz et al. (2005) originally utilized the joint direction 

condition to investigate whether or not an action conflict 

would arise when a stimulus primed a competing response 

for both participants even though the two were responding 

to different stimulus dimensions (e.g., a right-pointing 

finger wearing a green ring primes the “color-task” 

participant for a right response, and the “direction-task” 

primes a left response because the former responds right to a 

green ring, while the latter responds left to a right-pointing 
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finger). Results revealed that RTs were significantly longer 

on trials in which the stimulus primed responses for both 

participants. Sebanz et al. (2005) interpreted these data to 

imply that co-representation is practically automatic, 

regardless of whether or not the other’s task is relevant to 

one’s own. To further test this idea, we asked our 

participants to respond on every trial (i.e., respond right if 

the ring is green, or respond left if it is not green) instead of 

responding in the go/no-go fashion of Sebanz et al.’s (2005) 

participants. As a result, in our joint direction condition 

participants responded to color while the confederate 

responded to direction, and half of the trials were conflict 

trials (i.e., the stimulus primed opposite responses), while 

the other half were non-conflict trials. If co-representation 

of the ‘other’ is automatic, RTs should be slower in conflict 

trials. If no such difference occurs, it might indicate that the 

co-representation revealed in Sebanz et al. (2005) was 

contingent upon their go/no-go method.  

To further manipulate inhibition, we systematically varied 

the in-group/out-group status of the pair (i.e., participants 

worked with a confederate who was from the same or a 

different racial group). He, Lever, and Young (2011) 

examined joint action effects on memory-based guidance of 

attention, and found that in-group and out-group relations 

modulated these effects. An in-group/out-group 

manipulation activates inhibition that is context relevant 

(i.e., one is currently in the presence of an out-group 

member), but completely task irrelevant. If such inhibition 

were to influence RTs in a joint-Simon task, it might 

encourage us to move our explanation of the joint Simon 

effect away from the content and automaticity of co-

representations toward a focus on inhibition and the multi-

scale social factors one must continuously navigate and 

regulate (i.e., who one allows to influence oneself) during 

any social interaction (Jordan & Wesselmann, 2014). 

In addition to the above-mentioned differences between 

the Sebanz et al. (2005) paradigm and ours, instead of 

responding with button presses, participants indicated 

responses (i.e., right or left) using a computer mouse to 

move a cursor from a bottom-center location to a target 

symbol in either the left or right upper corner of the 

computer screen. In recent years, mouse trajectory recording 

has emerged as a technique for recording an implicit 

measure; specifically, the temporal motor dynamics of 

response choice. Mouse trajectories can illustrate the 

differences in hand movements across experimental 

conditions. In the Simon task, it is rare for participants to 

make an error: participants will almost always select the 

appropriate response. However, they may be differentially 

attracted to the distracter response, particularly on trials on 

which the spatial component of the stimulus is incompatible 

with the target response (e.g., the correct response is to the 

right, but the stimulus points to the left). On compatible 

trials, cursor trajectories should be attracted toward a single 

strong attractor basin in the state space for that problem. On 

incompatible trials there will be more competition between 

the two stimuli, because two responses have been primed, 

and there will be greater deviation towards the distracter 

response (e.g., the correct response is right, but the hand 

points left). Such a finding can be interpreted as revealing 

an evolving response in which the activations of multiple 

competing and conflicting implicit evaluations change over 

time until the activation of one judgment inhibits others and 

resolves into an explicit response (e.g., Wojnowicz, 

Ferguson, Dale, and Spivey, 2009). Mouse tracking has 

been used in several social and cognitive domains, such as 

race categorization (Freeman, Pauker, Apfelbaum, & 

Ambady, 2010) and recognition memory (Papesh & 

Goldinger, 2012). However, there has been no research to 

date on the Simon task using this method. An analysis of 

mouse movements allows us to examine the cognitive 

dynamics underlying response choices in both individual 

and joint conditions of the Simon task, and it reveals aspects 

of the time-course of response inhibition that are difficult, if 

not impossible, to find with RTs. 

Method 

Fifty undergraduate students from Illinois State University 

volunteered as participants for extra course credit. 

Participants identified themselves as belonging to the 

following racial categories: white (40), black (3), Asian (2), 

Hispanic (2), and other (3). 

Stimuli consisted of a set of four images, and one image 

appeared center screen on each trial. Every image was 

comprised of two stimulus dimensions: hand direction and 

ring color. In each trial, a hand was presented pointing 

either left or right wearing a ring that was either green or 

red. This yields four possible stimulus combinations: left-

pointing hand/green ring, left-pointing hand/red ring, right-

pointing hand/green ring, and right-pointing hand/red ring 

(see Figure 1).  

This experiment utilized the Sebanz et al. (2005) hand-

pointing/ring color paradigm. At the beginning of each trial, 

participants were required to use the mouse to click a “start” 

button at the bottom of the screen, after which a stimulus 

and two response options were presented and remained on 

the screen until a response was selected. Participants were 

told to always click on the checkmark at the right of the 

screen if the ring was green, and click on the X at the left of 

the screen if the ring was not green. If participants took 

longer than 1000 ms to begin moving the mouse, a message 

was  presented  informing them to start responding earlier in  

 

 
 

Figure 1. Screenshot of the experiment. 
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the trial. On trials in which participants responded 

incorrectly, a red X was presented in the center of the screen 

for 1000 ms. On trials in which a correct response was 

made, participants were presented with the next trial. After 

completing four practice trials, participants completed three 

blocks (100 trials each) of the Sebanz et al. task. In each 

block, all four images (left-pointing hand/green ring, left-

pointing hand/red ring, right-pointing hand/green ring, and 

right-pointing hand/red ring) were presented 25 times each 

in a randomized order. In the individual block participants 

completed this task on their own. In the other two blocks, 

participants sat to the right of a confederate and were told 

that their partner would respond on every trial to the same 

stimuli at the same time using a response box, but that the 

partner was following a different rule. One of our 

confederates was black and one was white; depending on 

the race of the participant, each dyad was coded as same-

race or different-race (e.g., a white participant with a black 

confederate is a different-race dyad). In the joint-color 

block, the confederate’s rule was to press a button on the 

left of a button box (corresponding to the X at the left of the 

screen) if the ring was red, and press the right button if the 

ring was green. In the joint-direction block the confederate’s 

rule was to press the left button if the hand was pointing in a 

particular direction, and the right button for the opposite 

direction. For half the participants, the confederate 

responded left to left-pointing hands, and for the other half, 

left for right-pointing hands. The order of the three blocks 

(individual, joint color, joint direction) was counterbalanced 

across participants. 

Design and Analyses 

The dependent variables were response time, maximum 

deviation from an idealized trajectory toward the correct 

response, and time to maximum proximity to the distracter. 

Maximum deviation is computed by comparing the x,y 

coordinates of observed mouse trajectories for each trial 

with a direct line between the start button and the correct 

response. The greatest distance between the actual and 

idealized trajectories is the maximum deviation. Only 

correct responses were included for analysis. In order to 

compare trajectories we inverted all left-target trajectories, 

such that all correct responses are mapped to the right side 

of the screen. In order to compare multiple trials of differing 

lengths across and within participants, all individual 

trajectories were normalized to 101 timesteps. This method 

allows one to examine participants’ ongoing cognitive 

dynamics as they decide which response to select. Time to 

maximum proximity is the point in time at which each 

trajectory was closest to the distracter response choice. For 

this analysis we used raw time data, sampled at 50Hz, rather 

than normalized data. We the recorded average x,y 

coordinates every 20ms for each participant’s responses on 

each of the three tasks, separated into spatially compatible 

and incompatible trials. For each timestep, we divided the 

Euclidean distance between the mouse position and the 

distracter by the distance between the start button and the 

distracter, and then subtracted the result from 1, yielding a 

measure of proportional proximity to the distracter at each 

timestep. From these data, we were able to find the point in 

time at which each participant’s responses were closest to 

the distracter. 

Results 

Response Times 

Response times (RTs), defined as the time between clicking 

the start button and clicking on one of the two response 

options, were analyzed using a 2 (dyad race: same or 

different) x 3 (task: individual, joint-color, joint-direction) x 

2 (stimulus: compatible or incompatible) ANOVA (see 

Figure 2). There was a main effect of spatial compatibility, 

F(1,48) = 36.02, p < .001, ηp
2
  = .429, in that participants 

were faster on compatible trials (i.e., the direction of the 

finger and the color of the ring implied the same spatial 

location) than incompatible trials. There was also a main 

effect of task, F(2,96) = 11.35, p < .001, ηp
2
 = .191, in 

which participants were faster in the individual condition 

than in the joint conditions. Pairwise comparisons revealed 

no significant difference in RTs between the two joint tasks. 

There was also a main effect of dyad race, F(1,48) = 4.32, p 

= .043, ηp
2
 = .083, in that participants were faster in the 

same race dyad condition. This effect of race interacted with 

task, F(2,96) = 3.56, p = .032, ηp
2
 = .069, such that RTs 

were only faster in the individual versus the joint conditions 

for participants in a different race dyad. 

Maximum Deviations 

Maximum deviations (MDs) were analyzed using a 2 (dyad 

race: same or different) x 3 (task: individual, joint-color, 

joint-direction) x 2 (stimulus: compatible or incompatible) 

ANOVA (see Figure 3). There was a main effect of spatial 

compatibility on MD, F(1,48) = 185.64, p < .001, ηp
2
 = 

.795. Participants made relatively linear mouse movements 

towards the correct response on compatible trials, compared 

to incompatible trials. There was also a main effect of task, 

F(2,96) = 30.70, p < .001, ηp
2
 = .390. Pairwise comparisons 

revealed that MDs were significantly larger on the 

individual task than the joint tasks. MDs did not differ 

between the joint direction and joint color tasks. A task x 

spatial compatibility interaction, F(2,96) = 4.06, p = .020, 

ηp
2
 = .078, revealed greater differences between the 

individual and joint tasks for trials on which the stimulus 

was spatially incompatible with the response. There was no 

main effect of, or interactions with, dyad race. 

Action Co-representation 

According to Sebanz et al. (2005), the Joint Simon effect 

occurs because participants automatically represent the 

action option of their partner, even if the two respond to 

different stimulus dimensions. To address whether or not 

this finding generalizes beyond Sebanz et al.’s (2005) 

go/no-go paradigm, we examined whether there were 

differences between conflict trials (i.e., the participant and 

confederate  made  different responses) and no-conflict trials  
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Figure 2. Response times, with standard error bars. 

 

(i.e., both participant and confederate responded to the left 

or to the right). All joint-color trials are no-conflict trials as, 

if the ring is red, the confederate and partner both select left, 

and if the ring is green, both select right. In the joint-

direction condition, some trials are conflict trials, and some 

are no-conflict trials. We distinguish between conflict and 

no-conflict trials by focusing on the confederate’s task (i.e., 

either left responses to left pointing fingers, or left responses 

to right-pointing fingers). If the confederate is tasked with 

making left responses to left-pointing fingers, then trials that 

are spatially compatible for the participant (e.g., right 

pointing finger/green ring) are no-conflict trials for the dyad 

because both members make responses to the same spatial 

location (e.g., both press right for a green ring on a right-

pointing finger), while trials that are spatially incompatible 

for the participant (e.g., left pointing finger/green ring), are 

conflict trials because the members make responses to 

different spatial locations (e.g., a green ring on a left-

pointing hand leads to a right response for the participant 

and a left response for the confederate). This pattern of 

conflict and no-conflict trials is reversed if the confederate 

is tasked with the opposite mapping (i.e., left responses to 

right-pointing fingers) because spatially compatible trials 

for the participant are conflict trials for the dyad (i.e., the 

members make responses to different spatial locations) and 

spatially incompatible trials for the participant are no-

conflict trials for the dyad (i.e., both members make the 

same response). 

In order to examine whether participants responded 

differentially on conflict trials, we conducted mixed 

ANOVAs on the joint-direction condition, with confederate 

task (left for left-pointing hands or left for right-pointing 

hands) and spatial compatibility for the participant as the 

independent variables. Given that each confederate task 

entailed conflict trials, with the conflict occurring in the 

incompatible trials for the left to left-pointing hands 

condition, and the compatible trials for left to right-pointing 

hand conditions, an action conflict between the participant 

and  the  confederate  should  increase  RTs  in  the   conflict 

 
 

Figure 3. Maximum deviations, with standard error bars. 

 

trials, leading to an interaction between task and 

compatibility. We found no such interaction for RT, F(1,48) 

= 2.08, p = .156, ηp
2
 = .042, or MD, F(1,48) = .42, p = .522, 

ηp
2
 = .009. 

Time to Maximum Proximity to Distracter 

As described above, we computed the average proportional 

proximity to the distracter on each task, separated for 

compatible and incompatible trials, yielding six timepoints 

(3 tasks x 2 spatial compatibility) per participant. Times to 

maximum proximity (TMP) were analyzed using a 2 (dyad 

race: same or different) x 3 (task: individual, joint-color, 

joint-direction) x 2 (stimulus: compatible or incompatible) 

ANOVA (see Figure 4). There was a main effect of 

compatibility, F(1,48) = 4.34, p = .043, ηp
2
 = .083, such that 

participants were quicker to reach MP on compatible trials 

than on incompatible trials. There was also a main effect of 

task, F(2,96) = 7.48, p = .001, ηp
2
 = .135. Pairwise 

comparisons revealed that TMP was earlier on the 

individual task than either of the joint tasks, and there was 

no difference between the joint-color and joint-direction 

tasks. There were also no significant effects involving dyad 

race. This latter fact is worth noting, for it reveals that while 

participants in same- and different-race dyads reached MP 

at roughly the same time, the overall RTs were different, 

with participants in different-race dyads talking longer in 

the joint-direction versus the joint-color task, and 

participants in the same-race dyads expressing no such 

increase. Collectively, these TMP and RT findings reveal 

that the overall RT differences between participants in 

same- and different-race dyads emerged later in the trial, 

after the participant had reached the TMP. 

 

Discussion 

As expected, the spatial compatibility of a stimulus had an 

effect on RTs; this is the basic Simon effect whereby 

participants take longer to respond to stimuli with 

conflicting spatial and non-spatial cues. In addition, the 
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Simon effect was present in all three task-conditions. This 

pattern of differences was basically replicated in the MD 

data, with incompatible trials producing larger MDs in all 

three task-conditions. Collectively the RT and MD data 

reveal the presence of a Simon effect in all three conditions, 

with longer RTs being at least partially due to the generation 

of mouse trajectories that were more robustly attracted to 

the stimulus-primed, incompatible response.  

The finding of a Simon effect in all three conditions is 

counter to Sebanz et al.’s (2003) finding of a Simon effect 

in their joint condition, but not in their individual condition. 

This difference is probably due to the fact that participants 

in our study made a response on every trial, whereas 

participants in the Sebanz et al. (2003) study only responded 

when their target stimulus was presented (e.g., respond right 

to a green ring). Given their participants were participating 

in a go/no-go fashion, while ours were responding on every 

trial, our participants may have been more vulnerable to a 

Simon effect because they conceptualized both responses 

primed by an incompatible trial (e.g., green ring on left-

pointing finger) as being “their” responses, simply because 

they were required to be prepared to make either response 

on every trial. Sebanz et al.’s (2003) participants were able 

to conceptualize the task in terms of only one response 

because they had been trained to complete a go/no-go task.  

On the one hand, these findings seem obvious, for the 

very point of the go/no-go method of Sebanz et al. (2003) 

was to test for the presence of the Simon effect in the joint 

condition, and if they had found a Simon effect in their 

go/no-go individual condition, there would have been 

nothing remarkable about finding it in the joint condition. 

On the other hand, by having participants in our experiment 

make responses on every trial, we were able to test whether 

Sebanz et al.’s (2005) finding that participants’ RTs were 

longer in the joint condition when the stimulus primed 

responses for both participants, even though both were 

responding to different stimulus dimensions (i.e., color and 

direction), was contextually dependent on their go/no-go 

method. Given that we found no significant differences in 

RTs between conflict and no-conflict trials, it seems that 

asking our participants to respond on every trial prevented a 

stimulus that primed opposite responses for the participant 

and the confederate from producing an action conflict. This 

result implies that the action conflict experienced by Sebanz 

et al.’s (2005) participants was contextually contingent upon 

the go/no-go method. More experiments are needed to 

confirm this conclusion, but the finding is consistent with 

other joint action research (Hommel et al, 2009) that 

revealed shorter RTs and no Simon effect in the joint 

condition when the confederate was an intimidating co-actor 

versus a nice co-actor. In short, while activating a co-actor’s 

response option seems to be an automatic process, whether 

or not the automatic activation occurs seems to be a 

contextually contingent phenomenon. 

In addition to finding a Simon effect for RTs and MDs in 

all three task-conditions, we further found that while RTs 

were  significantly  larger  in  the  joint versus the individual  

 
 

Figure 4. Time to maximum proximity to distracter. 

 

conditions—replicating Sebanz et al’s (2003) finding—

MDs were actually smaller in the joint conditions. That fact 

that participants took more direct routes to the answer 

location (i.e., smaller MDs) in the joint conditions, yet took 

longer to get there (i.e., longer RTs) implies that the longer 

RTs were not due to the distractor, as longer RTs due to the 

distractor should have been associated with larger, not 

smaller, MDs. Rather, it may be the case that the longer RTs 

were due to the presence of another person during task 

performance. That is, simply by being in the room with 

another person, as opposed to being alone, participants took 

longer to reach the response location because their overall 

level of automatic inhibition was higher. This interpretation 

is consistent with a host of findings in developmental 

psychology, social psychology, and neuroscience 

(Asendorpf, 1990; Dijksterhuis & Bargh, 2001; Kinsbourne 

& Jordan, 2009) that reveal that the perception of another’s 

behaviors automatically primes one for the same behaviors. 

As a result, competent social interaction requires the ability 

to continuously inhibit socially primed responses. In short, 

simply being around other people necessitates the inhibition 

of actions generated by others. 

Our inhibitory account of the social effects on RTs and 

MDs is further supported by our finding of an interaction 

between task and dyad race: RTs were significantly longer 

in the joint condition than in the individual condition, and 

were longer still for different-race dyads than for same-race 

dyads. Many researchers (Bargh, Chen, & Burrows, 1996; 

Kim, 2003) have demonstrated that the activation of racial 

stereotypes is an automatic process requiring inhibition. Our 

finding that RTs are even longer for different-race dyads 

implies that in addition to the inhibition necessitated by 

being in a social context (i.e., individual versus joint 

difference), further inhibition was brought to bear due to the 

presence of a different-race confederate. 

While the RT data support an inhibition account of the 

social effects in the present experiment, the MD data are, at 

first glance, unclear. To be sure, the joint conditions do have 

larger RTs and smaller MDs than the individual condition, 

but the MDs do not become smaller in the different race 
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dyads versus the same race dyads. Thus the different race 

effect on RTs does not seem to be present in the MDs. The 

analysis of time to maximum proximity (TMP), however, 

revealed a pattern that renders the mouse data consistent 

with an inhibitory account. Specifically, while TMP was 

significantly faster in the individual versus the joint 

conditions, there were no differences between the same and 

different race dyads, despite the fact the latter group took 

longer to reach the response location. If one operationalizes 

the location of the maximum proximity to the distracter as a 

“decision point” at which the participant has decided among 

response options (i.e., successfully inhibited competing 

responses), the time following the TMP can be thought of as 

post-decision time. From this perspective, (1) the longer 

TMP in the joint conditions reflects additional overall 

inhibition due to being in social situation, (2) the similar 

TMPs in the same- and different-race dyads reveals 

participants took the same amount of time to “develop” the 

correct response, and then (3) following the TMP, additional 

inhibition in the different-race dyads led them to take longer 

than the same-race dyads to actually complete the trial.  

Collectively, the present data are consistent with the 

assertion that inhibition played a major and constructive role 

across the entire temporal span of the mouse movement. 

The need to inhibit the stimulus-primed, incompatible 

response led to longer RTs and larger MDs. The need to 

inhibit simply due to being in the presence of another led to 

joint RTs and MDs being longer and smaller than individual 

RTs and MDs, respectively. Finally, the additional 

inhibition brought on by the presence of a different race 

confederate rendered the “post-decision” movement time 

even longer. To be sure, more research is necessary to 

confirm these conclusions. What we can say for sure, 

however, is that by measuring RTs alongside mouse 

trajectories, we were able to gain access to the multi-scale 

factors (i.e., stimulus-response compatibility, alone versus 

social, and same- versus different-race dyad) that 

continuously interacted and influenced every moment of the 

participants’ mouse movements. In short, the movements 

were much more than simple responses to stimuli. Rather, 

they were real-time expressions of the manner in which the 

participants addressed the constellation of interacting 

stimulus and social factors that needed to be taken into 

account in order for the participant to do the task (Jordan, 

2003). Given what we found, we believe the mouse tracking 

method will allow researchers to peer ever more keenly into 

the continuous, multi-scale nature of joint-action in 

particular, and cognition in general. 
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Abstract 

In the current study, hand motions captured by a mouse-
tracking system were used to index listener’s cognitive 
processes while making commitments to different choice 
alternatives during the processing of English passive and 
active structures. Fifty-seven second language (L2) speakers 
and 19 first language (L1) speakers of English carried out an 
aural forced-choice picture identification task comprised of 75 
items. The findings indicate that although L1 participants 
have quicker response times for both active and passive 
structures than L2 participants, both L1 and L2 participants 
demonstrate similar difficulties in processing passive 
constructions. 

Keywords: Syntactic processing; second language 
acquisition, embodied cognition. 

Introduction 
Assessing syntactic processing in first language (L1) and 
second language (L2) speakers is an important approach to 
understanding how speakers cognitively structure language. 
The majority of previous research on language processing 
and cognition has focused on off-line or indirect 
assessments of language processing that primarily 
investigate language processing as a lateral mechanism that 
involves a discrete-symbolic architecture. In contrast to this 
approach, we use an embodied cognition experimental 
design to compares how L1 and L2 speakers process 
syntactic structures. Such an approach allows us to examine 
how cognitive structures in L1 and L2 speakers act in 
parallel and evolve over short time spans. 

Traditional theories of cognition have viewed motor 
processing as the end-result of cognitive processing. 
However, recent research demonstrates that action dynamics 
are not the aftermath of cognition but rather a requisite of 
cognition (Anderson, 2003). Thus, tracking the dynamics of 
body movement can provide evidence for cognitive 
processing. In the current study, we used hand motions 
captured by a mouse-tracking system to index listener’s 
cognitive processes while making commitments to different 
choice alternatives during the processing of English passive 

and active structures. The main purpose of the study was to 
compare processing of passive and active constructions 
between L1 and L2 speakers of English by using traditional 
on-line mechanisms such as response time in conjunction 
with newer on-line mechanisms that measure motor 
movement. We presume that passives will take longer to 
process and demonstrate differences in motor responses for 
both L1 and L2 speakers and that this effect will be greater 
for L2 speakers. 

Language and Cognition 
In traditional research, language has often been viewed as a 
discrete-symbolic architecture that contains elements of 
representation, formalism, and rule-based transformations. 
(i.e., the manipulation of symbols following explicit rules; 
Chomsky,1965). Other language learning theories such as 
usage-based approaches hold that linguistic patterns in the 
input (i.e., form-meaning mappings) afford acquisition 
(Ellis, 2012).  One problem with such approaches is that 
they lack a device to ground language representations in the 
physical world. 

The need to physically ground representations implies 
that there is more to cognition than only mental and 
linguistic representations of knowledge. Because cognition 
involves repeated interplay with the environment, cognition 
itself is theorized to be grounded (Anderson, 2003) and to 
integrate a variety of information sources in parallel 
(Freeman, Dale, & Farmer, 2011). Such theories fall under 
the umbrella term of embodied cognition. Embodied 
cognition is based on the notion that cognition exploits 
environmental interactions to simplify and advance 
cognitive tasks (Anderson, 2003; Glenberg & Robertson, 
1997; Lakoff, 1987). One approach to investigate language 
processing is through an embodied cognition approach, 
which examines motor responses such as hand-motions as a 
reaction to language stimuli. Such responses have been 
shown to be continuously and temporally updated by 
perceptual and cognitive processing such as that found in 
language processing (Freeman & Ambady, 2012; Tipper, 
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Howard, & Houghton, 1998). 

Language Processing and Embodied Cognition 
Automatic language processing can be elicited through 
various experimental methods. Generally, these methods 
prompt participants to respond to language stimuli as 
quickly as possible using response time (RT) measures (see 
Segalowitz and Trofimovich, 2012 for review). Motor 
responses, especially those found in hand motions, can also 
be an important component of measuring cognitive 
processing, especially language processing. These responses 
not only provide an accessible method for investigating 
cognitive processing, but they are unlike the majority of 
traditional language research methods found in L1 and L2 
research which focus on off-line or indirect observations 
(Marinis, 2003). Motor responses also differ from 
traditional and more recent on-line methods such as 
measuring RTs or collecting eye-tracking data because they 
can provide strong evidence that language processing is 
continuous and dynamic as well as evidence that it occurs at 
multiple levels in parallel (Freeman et al., 2011).  

Recent studies have successfully used mouse-tracking 
experiments to examine participants’ processing of 
linguistic input. For instance, Spivey, Grosjean, and 
Knoblich (2005) used mouse-tracking software to assess 
phonological awareness, finding that spoken words activate 
multiple lexical terms while, concurrently, the language 
processing mechanism continually updated the phonetic 
representation of the word. Recent studies using mouse-
tracking technology to examine syntactic processing have 
been undertaken by Farmer, Anderson, and Spivy (2007) 
and Dale and Duran (2011). These studies support the 
notion that partially active syntactic constructions compete 
with each other over time, that constructions are influenced 
by visual, contextual, and linguistic factors (Farmer et al., 
2007) and that constructions can involve rapid shifts in 
cognitive dynamics (Dale & Duran, 2011).  

Syntactic Processing: English Passives  
Our interest in this study is to assess the potential for motor 
responses to provide insight into the processing of passive 
structures by L1 and L2 speakers of English. The target 
structures of our study are English passive and active 
constructions. The development of passives in L1 and L2 
speakers has been explored in previous studies from a 
variety of perspectives because the form and meaning 
mapping in passive constructions is a complex phenomenon. 
In passive constructions, the patient serves the grammatical 
subject followed by auxiliary be, a lexical verb in the past 
participle form, and optional by-phrase with the agent. In a 
passive construction, the patient role is mapped to sentence 
subject. On the other hand, in active constructions, subject 
(agent) + verb constructions follow the regular syntactic 
order of English. In this case, the agent role is mapped to the 
sentence subject. For instance, a picture of a cat scratching a 
chair can be described using an active sentence (e.g., A cat 
scratches a chair.), whereas the same message can be 

delivered using a passive sentence (e.g., A chair is scratched 
by a cat.). Although they intend to express the same 
meaning, the two constructions involve different mappings 
of thematic roles to grammatical functions and different 
constituent structures.  Two possible reasons why speakers 
face challenges with processing passives compared to 
actives are because passives involve more complex 
constituent structure (i.e., the inclusion of an additional 
auxiliary verb and a by-phrase) and they require non-
canonical mapping of thematic roles such as agents 
(Messenger, Branigan, & McLean, 2012).   
   Previous researchers in the domain of L1 and L2 
acquisition research have used structural priming 
approaches to examine the processing and production of 
passive structures. Bencini and Valian (2008), for example, 
examined the effect of structural priming on children’s 
comprehension of passives.  They found that while passive 
priming led to greater production of passive constructions 
than exposure to active constructions, it did not facilitate 
greater comprehension of passive constructions. Other 
studies have also examined structural priming in children 
and found that by age nine, children have mastered both the 
syntactic and thematic dimensions of passives (Marchman, 
Bates, Burkardt & Good, 1991; Messenger, Branigan, and 
McLean, 2012). For L2 learners, research shows that 
syntactic priming facilitates the production of passives (Kim 
& McDonough, 2008). In sum, although research has 
examined the processing and development of passives, few 
researchers have investigated how adult L1 and L2 speakers 
of English process passive structures compared to active 
structures, especially from an embodied cognition 
perspective. 

Method 
The purpose of the study is to examine how tracking the 
dynamics of body movement can provide evidence for 
cognitive processing in L1 and L2 speakers of English. We 
used hand motions captured by a mouse-tracking system to 
continuously index listener’s commitments to different 
choice alternatives during the processing of English passive 
and active structures. Such an approach allows us to use 
online data collection to investigate language processing 
using an action-dynamics approach (tracking the dynamics 
of body movement). Furthermore, we examined whether L2 
speakers’ English proficiency impacts their processing of 
active and passive constructions. The current study was 
guided by the following research question: Are there any 
differences in the processing of active and passive 
constructions between native and non-native speakers of 
English with two proficiency levels?  

Participants 
A total of 57 non-native speakers (NNS) of English (24 
females and 33 males) and 19 native speakers (NS) of 
English participated in the study. Of those NS participants 
that completed the post-experiment survey, 10 were female 
and 4 were male. All NS participants were undergraduate 
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students who were enrolled at a major southeastern 
university in the US and received class credit in a freshman 
Psychology course for participating in the experiment. All 
participants had normal or corrected to normal vision. NS 
participants ranged in age from 19 to 33 and had an average 
grade point average of 3.37 (for those that completed the 
post-experiment survey). All NNS participants were native 
speakers of Spanish and were enrolled at the Instituto 
Tecnológico y de Estudios Superiores de Monterrey 
(ITESM) campus in San Luis Potosi, Mexico studying at 
either the high school or college level. While Spanish does 
have a passive structure that corresponds to English, 
passives are less common in Spanish than in English 
because Spanish has a range of structures available to 
mystify the agent (Blanco-Gomez, 2002). All NNS 
participants had normal or corrected to normal vision. The 
NNS participants ranged in age from 15 to 24. All NNS 
participants had taken a paper-based institutional TOEFL 
one month before the data collection. The average paper-
based TOEFL score for the participants was 519. Based on 
the TOEFL scores, NNS participants were further divided 
into two proficiency groups: low and high (see the results 
section). 

Materials and Study Design 
For this experiment, we used a within subjects comparison 
design with an aural forced-choice picture identification task. 
The task contained 75 items in the form of complete 
sentences: 30 target items (15 passive constructions and 15 
active constructions) and 45 distractors (15 relative clause 
constructions, 15 dative constructions, and 15 prepositional 
phrases of location constructions) (see Appendix A for the 
stimuli list). Since our main interest is comparing passive to 
active constructions, the relative, dative, and prepositional 
were treated as filler constructions. The verbs and nouns 
used in the passive and active items were checked for 
occurrence on the General Service List (West, 1953; 
adapted by Baumann & Culligan, 1995) to increase the 
likelihood that the learners would be familiar with their 
meaning and use (http://www.newgeneralservicelist.org/). In 
order to ensure participants’ familiarity of words, we gave 
vocabulary tests using the list of nouns and verbs in the 
language stimuli to a similar group of NNS participants. 
Any words that were found unfamiliar were eliminated.  

For each item, participants listened to a sentence (e.g., 
The boy is pushed by his sister.) and had to select the picture 
that corresponded to its correct meaning from two pictures. 
Participants could begin moving the mouse at the onset of 
the sentence reading. The passive and active targets 
involved pictures of reversible events. For example, the 
passive construction the boy is pushed by his sister was 
paired with pictures of a girl pushing a boy and a boy 
pushing a girl. Similarly, the active construction the bus hits 
the motorcycle was paired with pictures of a bus hitting a 
motorcycle and a motorcycle hitting a bus. All pictures were 
piloted with similar groups of NNS participants, and the 
stimuli which caused any confusion were modified. 

Apparatus and Procedure 
We used MouseTracker software (Freeman & Ambady, 
2010) to collect hand motion data. MouseTracker 
continuously catalogs participants’ commitments to two 
choice alternatives during a behavioral response to language 
stimuli. The hand motion data can provide real-time traces 
of the mind’s cognitive processes including language 
processing (Freeman, Dale, & Farmer, 2011). From 
MouseTracker, we specifically collected response time (RT) 
data, accuracy data, and motor response data related to 
maximum deviation (MD), and area under the curve (AUC) 
for correct decisions. RTs in milliseconds were collected to 
assess the time it took for participants to make decisions. 
Accuracy data recorded whether or not the participants’ 
decisions were correct (a dichotomous yes/no decision). MD 
and AUC data examine whether mouse trajectories for one 
condition travel closer to an unselected alternative relative 
to another condition (i.e., the spatial attraction of the 
alternative choice). For both MD and AUC measures, 
MouseTracker first computes an idealized response 
trajectory (a straight line from the start to the endpoint for 
the correct selection). MD is calculated as the largest 
perpendicular deviation between the idealized trajectory and 
the actual trajectory while the AUC is the geometric area 
between the actual trajectory and the idealized trajectory 
(Freeman & Ambady, 2010). 

Participants were first given instructions on how to 
interact with the software and told they were free to use 
either their left or their right-hand.  They were then given 
eight practice trials to familiarize themselves with the task 
on a computer. Each trial contained a start button at the 
bottom center of the screen and a picture in the upper left 
and upper right of the screen. When the participants clicked 
the start button, a sentence that matched one of the pictures 
was presented aurally. Participants then moved the mouse to 
choose the picture that they thought best represented the 
sentence they heard. Once the mouse reached the picture, 
the trial stopped. Participants were asked to begin mouse 
movements early and were warned if their mouse 
movements started 1000 ms after onset of the stimuli. If a 
response was not made within 2000 ms, the trial was 
discarded. Following training, the participants were tested 
on the 75 stimuli in the stimuli list (the 15 passive, active, 
relative clause, dative, and prepositional constructions). The 
presentation of the stimuli and the presentation of the 
pictures were randomized and counterbalanced across 
participants. Display resolution was set to 1280 x 800.the 
last two decades, the scope of L2 processing research 

Data Analysis 
The data was first checked to assess participant response 
accuracy in the experiment to assess randomness. We set a 
cut off for inclusion into the analysis of 75% accuracy in 
selections across the passive and active structures (based on 
a Chi-square). This led to the removal of 11 NNS 
participants and three NS participants. We also assessed 
item difficulty for the passive and active structures for NNS 
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and NS participants separately. We set accuracy for 
individual items at 75% or greater for inclusion. For the 
NNS participants, this led to the removal of one item from 
the passive stimuli. For the NS participants, this led to the 
removal of three items from the passive stimuli. The 
remaining data were then transformed using logarithmic 
formulas (logarithms to the base of 10; Field, 2005; Larson- 
Hall & Herrington, 2010) to correct for outliers. Those 
outliers that remained after transformation (as identified in 
box plots) were removed.   

For the final data, the NNS participants were split into 
high (n = 25) and low (n= 21) proficiency categories based 
on the mean TOEFL score for the group (M = 519). Within-
subjects analyses of variance (ANOVAs) were used to 
investigate main effects between syntactic structure and 
participants’ response times, MD, and AUC and interactions 
based on language proficiency (low level NNS, high level 
NNS, and NS) for correct answers only. Multivariate 
analyses of variance (MANOVAs) were used to assess 
differences in active and passive structures among language 
proficiencies for response times, MD, and AUC for correct 
answers only. 

Results 

Response Time (RT) 
In order to assess speed of processing active and passive 
constructions, we examined the participants’ RTs. First, a 
within subjects ANOVA was conducted to determine the 
effect of syntactic structure on RT. The results showed that 
there was a significant main effect of syntactic structure on 
participant response time, F(1, 59) = 166.630,  p < .001, ηp

2 
= .688, indicating that active structures had a faster RT than 
passive structures. For RTs, there was a significant 
interaction between syntactic structure and language 
proficiency, F(1, 59) = 5.059,  p < .010, ηp

2 = .146, 
indicating differences in RTs based on language 
proficiency. Pairwise comparisons revealed that low 
proficiency and high proficiency NNS participants’ overall 
response times were significantly slower than NS 
participants’ response times (p < .050).  
In order to examine whether participants’ proficiency level 
played a role in their processing of two different structures, 
a between subjects MANOVA was conducted. The results 
reported a significant differences between participant 
language proficiency levels for active structures, F(2, 59)  =  
7.306,   p <  .010,  ηp

2  =  .199,  and  for  passive structures, 
F(2, 59) = 3.433,  p < .050, ηp

2 = .097. Pairwise 

comparisons demonstrated that both low and high 
proficiency NNS participants had significantly slower RTs 
than NS participants for active structures (p < .001), but 
were not significantly different than one another. Pairwise 
comparisons  also  demonstrated  that  low proficiency NNS 
participants had slower RTs than high proficiency NNS 
participants and NS participants (p < .050) for passive 
structures, but that high proficiency NNS participants and 
NS participants did not statistically differ in the RT times 
for passive structures (see Table 1 for descriptive statistics 
for these results). 

Maximum Deviation (MD) 
In order to measure the maximum attraction toward the 
unselected alternative (i.e., the attraction to the active 
interpretation of a passive sentence), we examined the 
maximum deviation of the curve. There was a significant 
main effect of syntactic structure on participants’ MD, F(1, 
59) = 22.078,  p < .001, ηp

2 = .272, indicating that mouse 
trajectories deviated toward the unselected alternative to a 
greater degree in the passive structures as compared to the 
active structures. For MD, there was not a significant 
interaction between syntactic structure and language 
proficiency, F(1, 59) = 0.257,  p > .050. Pairwise 
comparisons revealed no differences between low 
proficiency NNS participants, high proficiency NNS 
participants, and NS participants overall MDs.  

A between subjects MANOVA reported no significant 
differences between participant language proficiency levels 
for active structures, F(2, 59) = 0.188,  p > .050 and for 
passive structures, F(2, 59) = 0.042,  p > .050. Pairwise 
comparisons revealed no differences between low 
proficiency NNS participants, high proficiency NNS 
participants, and NS participants for either active or passive 
MDs (see Table 1 for descriptive statistics for these results). 

Area Under the Curve (AUC) 
In order to measure the overall attraction toward the 
unselected alternative, we examined the AUC. There was a 
significant main effect of syntactic structure on participants’ 
AUC, F(1, 59) = 17.019,  p < .001, ηp

2 = .224, indicating 
that all participants had a greater overall attraction to the 
unselected alternative in the passive structures as compared 
to the active structures. For AUC, there was not a significant 
interaction between syntactic structure and language 
proficiency, F(1, 59) = 0.955,  p > .050. Pairwise 
comparisons revealed no differences between low 

Table 1 
Descriptive statistics for active and passive responses: Mean (standard deviation) 
Index Structure Low proficiency NNS (n = 21) High proficiency NNS (n = 25) NS (n =16) 
Response time 
logarithmic 

Active 3.412 (0.087) 3.373 (0.097) 3.298 (0.085) 
Passive 3.461 (0.089) 3.430 (0.090) 3.386 (0.076) 

Maximum 
Deviation 

Active 0.417 (0.020) 0.430 (0.218) 0.392 (0.145) 
Passive 0.474 (0.207) 0.487 (0.211) 0.471 (0.162) 

Area under the 
Curve 

Active 0.647 (0.515) 0.969 (1.039) 0.558 (0.339) 
Passive 0.741 (0.552) 1.143 (1.160) 0.795 (0.579) 
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proficiency NNS participants’, high proficiency NNS 
participants’, and NS participants’ overall AUC.  

A between subjects MANOVA reported no significant 
differences in the AUC between participant language 
proficiency levels for active structures, F(2, 59) = 1.802,  p 
> .050 and for passive structures, F(2, 59) = 1.479,  p > 
.050. Pairwise comparisons revealed no differences between 
low proficiency NNS participants, high proficiency NNS 
participants, and NS participants for either active or passive 
AUC (see Table 1 for descriptive statistics for these results). 

Discussion 
In the current study, we demonstrated how passive 
constructions in English are processed differently than 
active structures among NS and NNS participants using RTs 
and hand motions captured by a mouse-tracking system. The 
system continuously indexed listener’s commitments to 
different choice alternatives during the processing of 
English passive and active structures. This is a novel 
approach that affords the collection of information that 
cannot be obtained using traditional behavioral and 
assessment measures such as RTs and accuracy on 
comprehension tests, which have been predominantly used 
in psycholinguistic oriented second language acquisition 
(SLA) research.  

To summarize the findings, as reported in our within-
subjects ANOVAs, our participants processed active 
constructions faster than passive constructions based on 
their RTs, which supports previous research that has 
demonstrated the challenges of mapping thematic roles in 
passive constructions (Messenger, Granigan, & McLean, 
2012).  Additionally, NNS RTs were slower than NS RTs 
for both constructions regardless of NNS proficiency level. 
Results also showed that there were main effects for 
construction types on participants’ MDs and AUCs, 
demonstrating that mouse trajectories for both L1 and L2 
participants deviated toward the unselected alternative to a 
greater degree in the passive as compared to the active 
structures. This suggests that both NS and NNS participants 
performed similarly.  

Our MANOVA analyses looked at between-subjects 
differences for language proficiency levels for both active 
and passive constructions. Active construction RTs were 
slower for both low and high proficiency NNS as compared 
to NS, but no difference was found between the two NNS 
groups. For passives, low proficiency NNS were slower 
than high proficiency NNS and NS, but high proficiency 
NNS and NS were not different. There were no significant 
differences in either MD or AUC based on condition 
between low proficiency NNS, high proficiency NNS, and 
NS. 

Response Time Results 
The RT results suggest that passive constructions take 
longer to process than active constructions. Such a result 
likely indicates that participants had a more difficult time 
defining the agent and patient in the sentence because of the 

passive transformation that places the object noun phrase in 
the subject position. This finding is in line with previous L1 
and L2 research on passive constructions (e.g., Bencini & 
Valian, 2008). The RT results also indicate that NNS at both 
the high and low proficiency levels were slower to respond 
to active constructions when compared to NS. This finding 
likely demonstrates that NNS have yet to reach the 
processing fluency of NS. However, in terms of passive 
constructions, low proficiency NNS demonstrated slower 
RTs than high proficiency NNS and NS. Tangential support 
for this finding can be found in Kim and McDonough 
(2008). Their research indicated that high-level L2 learners 
produced more passives during structural priming activities 
than low-level L2 learners. Thus, it appears that there may 
be differences between high and low L2 learners in both 
passive priming and processing. High proficiency NNS and 
NS did not exhibit differences in RTs for the passive 
constructions. This may indicate that passive constructions 
impede automatic processing by NS, slowing down 
processing to such a degree that NS RTs are similar to that 
of high proficiency NNS (i.e., passives slow down 
processing in both groups to an equal degree).  

Maximum Deviation and Area Under the Curve 
Results 
MD and AUC measures, which examine the spatial 
attraction of the alternative choice (in this case, initially 
processing a passive sentence as an active sentence), 
indicated that passive constructions interrupt cognitive 
activity in language processing. The results show that 
mouse trajectories for passive constructions deviated toward 
the unselected alternative (i.e., the active structure) to a 
greater degree than the unselected alternative in active 
structures (i.e., the passive structure). This finding indicates 
that participants initially process the object noun phrase in 
the passive construction as the subject noun phrase. For 
instance, in the sentence, the boy is pushed by his sister, 
participants initially move the mouse toward the incorrect 
picture that shows the boy pushing his sister and not the 
correct picture that shows the sister pushing the boy. Such 
findings provide evidence for the inherent difficulty in 
processing passive constructions as compared to active 
constructions. Intriguingly, we see no differences in either 
the MD or AUC results as a function of language 
proficiency. Thus, regardless of proficiency level with 
English, passive constructions cause cognitive processing 
difficulty in terms of comprehension. It may be the case that 
similar mappings between English and Spanish for the 
passive construction allow Spanish speakers to process 
passives in a manner similar to that of native speakers (in 
terms of motor responses). However, since passives are less 
frequent in Spanish than in English, recognizing and 
responding to passive constructions may take longer for 
Spanish participants (as evidenced by the differences in RTs 
between NS and NNS participants) because the they have 
not adapted to the statistical regularities found in English 
input (Fine, Jaeger, Farmer, & Qian, 2013). 
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Conclusion 
The findings of the current study provide important 
methodological and theoretical implications for language 
processing and acquisition by examining the processing of 
English passives by L2 low and high-level learners of 
English and L1 speakers of English. Taking a novel 
approach to explore language processing (i.e., a dynamic, 
embodied cognition approach), the current study provided 
additional insights into the processing of passive and active 
constructions and how hand motions can be used to index 
listeners’ cognitive processes. Specifically, the findings 
demonstrate differences and similarities between L1 and L2 
participants such that L1 participants are faster at 
responding to passive and active stimuli when compared to 
L1 participants. However, both groups of participants show 
similar difficulties in processing passive constructions as 
compared to active structures.   

The limitations of the current study include the sample 
size, the focus on a single pool of L2 learners, and the lack 
of concurrent validity to support the findings and their 
interpretations. Thus, future research is warranted to 
investigate language processing with a larger population of 
L2 learners from a variety of L1 backgrounds. Future 
research using other online processing methods should also 
be conducted to provide concurrent validity for this study. 
Such studies could use event-related brain potential 
measures to provide extra information about real time 
processing of passive and active constructions or use eye-
tracking data to investigate syntactic processing. In addition, 
future research using hand tracking methods to focus on a 
variety of other syntactic structures in various target 
languages that address learner variables such as language 
aptitude, language analytic skills, and working memory 
would help provide support for theories of syntactic 
processing and acquisition in L1 and L2 populations. 
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Abstract

Decision-bound models of categorization like General Recog-
nition Theory (GRT: Ashby & Townsend, 1986) assume that
people divide a stimulus space into different response regions,
associated with different categorization decisions. These mod-
els have traditionally been applied to empirical data using stan-
dard model-fitting methods like maximum likelihood estima-
tion. We implement the GRT as a Bayesian latent mixture
model to infer both qualitative individual differences in the
types of decision bounds people use, and quantitative differ-
ences in where they place the bounds. We apply this approach
to a previous data set with two category structures tested under
different cognitive loads. Our results show that different partic-
ipants categorize by applying diagonal, vertical, or horizontal
decision bounds. Various types of contaminant behavior are
also found, depending on the category structures and presence
or absence of load. We argue that our Bayesian latent mixture
framework offers a powerful approach to studying individual
differences in categorization.
Keywords: category learning; decision bound models; Gen-
eral Recognition Theory; Bayesian inference; latent mixture
model

Introduction
Categorization is a fundamental cognitive capability, form-
ing a basis for structuring mental representations to capture
meaning and enable prediction. Understanding and modeling
how people make categorization decisions is a key challenge
for cognitive science. One prominent and successful class of
models, known as General Recognition Theory (GRT: Ashby
& Townsend, 1986), assumes that categorization decisions
are made based on decision bounds. For example, in a cat-
egorization task in which a person places a stimulus into one
of two categories on each trial, GRT assumes decisions are
based on a boundary that splits the stimulus space into two
response regions. The decision-bound modeling approach is
naturally contrasted with exemplar models of categorization,
which assume that people remember all instances of a cate-
gory and keep them in memory for comparison to novel stim-
uli to make categorization decisions (e.g., Nosofsky, 1986).

An important issue for any model of categorization relates
to the possibility of individual differences. Different people
may categorize differently, perhaps as a result of different
starting knowledge, different training or learning experiences,
different learning strategies, or different decision strategies.
Many applications of category learning models ignore indi-
vidual differences, and deal with behavioral data that are ag-

gregated or averaged over people. Other applications apply
models at the level of individual participants (e.g., Nosof-
sky, 1986). Most recently, there have been some attempts
to extend categorization models to include models of individ-
ual differences (e.g., Bartlema, Lee, Wetzels, & Vanpaemel,
2014), using Bayesian methods, but these are restricted to ex-
emplar and prototype models.

For decision-bound models, one important potential source
of individual differences relates to the use of unidimensional
versus multidimensional boundaries. A working hypothe-
sis in the decision bound literature is that simple category
structures that separate stimuli based on a single dimension
are amenable to simple explicit rules that can be verbal-
ized, whereas more complicated category structures that re-
quire integration across the dimensions need associatively
learned boundaries that are more implicit. As a result, one fo-
cus of modeling individual differences using GRT is to infer
whether people use a simple horizontal or vertical bound that
partitions stimuli along one stimulus dimension, or a more
general linear (diagonal) decision bound that is sensitive to
both dimensions (e.g., Ell & Ashby, 2012). This modeling
often also considers the possibility of some form of random
responding, to identify contaminant participants.

Methodologically, GRT models that incorporate the pos-
sibility of individual differences (e.g., Ell & Ashby, 2012;
Soto, Vucovich, Musgrave, & Ashby, in press) rely on maxi-
mum likelihood methods for parameter estimation, and model
selection criteria like the Bayesian Information Criterion.
While useful, these methods are limited. Maximum likeli-
hood estimation does not allow for the uncertainty in where a
person places a decision bound to be inferred, even though
there will always be uncertainty remaining after observing
their performance on a limited number of trials. Informa-
tion criteria attempt to correct for the complexity of differ-
ent possible decisions strategies, but do so in an approximate
way that equates model complexity with counts of parame-
ters. Using Bayesian methods automatically overcomes both
of these limitations.

Accordingly, our goal in this paper is to demonstrate a
Bayesian latent mixture approach to modeling individual dif-
ferences within the GRT framework. The structure of this
paper is as follows. We first describe the experimental data
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Unidimensional Information Integration

Figure 1: The unidimensional and information integration
category structures.

set that we re-analyze. We then describe our formulation of
a model, with six possible categorization strategies, in latent
mixture terms to allow for individual differences, and its im-
plementation as a graphical model to allow for fully Bayesian
inference. We examine the inferences this model makes about
individual differences in the decision strategies and decision
bounds for the four experimental conditions in the data set.
Finally, we discuss the benefits, as well as possible refine-
ments and extensions of our modeling approach.

Zeithamova and Maddox (2006) Experiment

Zeithamova and Maddox (2006) conducted a category learn-
ing experiment with four conditions, involving a total of 170
participants in a between-participants design. Each condition
consisted of five 80-trial blocks, during which each stimu-
lus was presented once with corrective feedback. The stim-
uli consisted of Gabor patches, varying in the dimensions of
spatial frequency and spatial orientation. The two category
structures used are shown in Figure 1, with stimuli in Cat-
egory A shown in black, and stimuli in Category B shown
in white. The unidimensional structure on the left involves a
single dimension that separates the categories, while the in-
formation integration category structure on the right involves
both dimensions. Both of the category structures were pre-
sented with and without an additional memory load task, to
give the total of four conditions. These category structures
and load conditions provide important tests of theories con-
trasting verbal and implicit category learning systems, and
have been replicated and re-analyzed by Newell, Dunn, and
Kalish (2010).

Individual Differences GRT Model

Latent mixture models assume that observed data arise from
a number of different sources, which combine or mix to pro-
duce the overall data. In the case of individual differences
in categorization, the different sources correspond to the dif-
ferent categorization strategies used by different people. The
latent nature of the mixture means which strategy each indi-
vidual uses is not known, but rather there are latent parame-
ters assigning people to strategies that need to be inferred.

Table 1: Number and percentage of participants inferred to
use vertical, diagonal, or other strategies in each condition.

Condition Vertical Diagonal Other
Unidimensional no load 34 (68%) 6 (12%) 10 (20%)

Unidimensional load 23 (46%) 7 (14%) 20 (40%)
Information integration no load 15 (30%) 25 (50%) 11 (20%)

Information integration load 17 (34%) 17 (34%) 16 (32%)

Modeling Assumptions
The model we develop is tailored to the Zeithamova and Mad-
dox (2006) experiment. It includes six categorization strate-
gies that could be applied to the categorization structures in
the experiment. The latent mixture modeling methods we
use, however, are general, and could naturally be extended or
modified to incorporate different assumptions about individ-
ual differences in categorization strategies or types of stimuli.

The most obvious categorization strategies to include, in
the context of GRT, are vertical boundaries, which are appli-
cable to the unidimensional category structure, and general
linear (diagonal) decision boundaries, which are applicable
to the information integration structure. We also decided to
include a horizontal boundary strategy for completeness.

The other three categorization strategies we consider cor-
respond to contaminant models. In the latent mixture ap-
proach, with its focus on generative modeling of observed
behavior, contaminants are not “removed” by processing the
data on the basis of accuracy or other summary criteria, but
by modeling the contaminant behavior itself (Zeigenfuse &
Lee, 2010). We allow for three different types of contaminant
behavior. One corresponds to guessing, in which the partici-
pant is equally likely to categorize any stimulus as belonging
to Category A as Category B, and the other two assume that
all, or almost all, of the stimuli are repeatedly placed in either
Category A or Category B.

Graphical Model Implementation
We formalize the latent mixture of these six strategies as
a graphical model, which is a common way of formalizing
probabilistic cognitive models (Lee & Wagenmakers, 2013).
Graphical models have the conceptual advantage of providing
an intuitive visualization of the generative process assumed to
produce data, and its dependence on psychological variables
represented by parameters. They have a practical advantage
of making it straightforward to do fully Bayesian inference
using computational sampling methods.

In a graphical model, nodes represent the data, parameters,
and other variables of interest, and their dependencies are in-
dicated by the graph structure. Latent parameters are shown
as unshaded nodes while the observed parameters and the
data are shown as shaded nodes. Discrete variables are repre-
sented with square nodes while continuous variables are rep-
resented with circular nodes. Stochastic variables are shown
as single-bordered nodes while deterministic ones are shown
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Figure 2: Graphical model representation of our model for inferring individual differences in categorization using GRT.

as double-bordered nodes. The rectangular plates show inde-
pendent replications of the graph structure within the model.

Figure 2 shows the graphical model representation of our
latent mixture model. The discrete parameter zi acts as strat-
egy selection variables, indicating which of the six possible
decision strategies is used by the ith participant. This deter-
mines how θi j, the probability that the ith participant cate-
gorizes the jth stimulus into Category A, is calculated. If
zi = 1, indicating the guessing strategy, then θi j =

1
2 . For the

repeated-choice contaminant models, with zi = 2 and zi = 3,
θi j is assumed to be 0.01 and 0.99, respectively.

The other three strategies involve decision bounds, and are
parameterized. If zi = 4, then a vertical decision bound is
used with x-axis value βV

i . The jth stimulus, with coordinate
location ppp j = (p j1, p j2) is more likely to be in Category A if
it lies to the right of this boundary. Following GRT, we as-
sume the difference between the boundary and the location
of the stimulus on the relevant dimension is corrupted by ad-
ditive Gaussian noise, and use a probit function to map noisy
distances to response probabilities. Formally, this gives

θi j = Φ
(
[p j1 −β

V
i + εi j]/λi

)

for the vertical boundary strategy, where εi j ∼
Gaussian

(
0, 1

σ2
i

)
is the noise term, parameterized by the

standard deviation of the noise σi for the ith participant, and
λi scales the probit transfer function, controlling how cate-
gorization probabilities for the ith participant vary with the
distance of a stimulus from the decision bound. By applying
the noise term directly to the distance, we conceive of it
combining both the variability in the perceptual information
provided by the stimulus, and variability in memory for the
decision bound (Maddox & Ashby, 1993). The horizontal
strategy when zi = 5 is formalized analogously, in terms of a
y-axis value βH

i as

θi j = Φ
(
[p j2 −β

H
i + εi j]/λi

)
.

The general linear (diagonal) decision bound when zi = 6 is
parameterized by the angle of the slope αD

i and intercept βD
i .

Using standard geometric results giving the distance from a
point to a line parameterized this way gives

θi j = φ
(
[
p j2 − tanαD

i p j1 −βD
i

tan2 αD
i +1

+ εi j]/λi
)
.

Since αD
i is an angle, it is natural to make its prior uniform

over all possibilities, so that αD
i ∼ Uniform

(
−π

2 ,
π

2

)
. To sim-

plify the setting of priors, we normalized the coordinate loca-
tions of the stimuli to lie in a square of unit length, centered
on the origin. This makes βV

i ,βH
i ,βH

i ∼ Uniform
(
− 1

2 ,
1
2

)

reasonable vague assumptions. We also use vague uniform
priors on the noise standard deviation of probit scaling pa-
rameters, with σi ∼ Uniform

(
0,1

)
, λi ∼ Uniform

(
0,10

)
, and

give each of the possible categorization strategies equal prior
probability zi ∼ Categorical

( 1
6 , . . . ,

1
6

)

Modeling Results
We implemented the graphical model in Figure 2 in JAGS
(Plummer, 2003), and applied to to the data from the final
block of trials for every participant in all four conditions of
Zeithamova and Maddox (2006). Our results are based on 6
independent chains with 10,000 samples each, collected after
discarding the first 50,000 burn-in samples from each chain,
and thinning by collecting only every 5th sample. The chains
were inspected visually for convergence, and using the stan-
dard R̂ statistic. In a few cases, individual chains that had
clearly failed to mix were discarded.

Table 1 summarizes the overall results, listing how many
participants are inferred as using the vertical, diagonal, or
other categorization strategy—grouping the contaminant and
horizontal strategies as “other” strategies, since they do not
allow for accurate categorization behavior—for all four ex-
perimental conditions. Individual-level results are shown in
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Figure 3: Inferences about catergorization strategies and decision bounds for 12 representative participants in the unidimen-
sional with no load (top two rows) and unidimensional with load (bottom two rows) conditions.

Figures 3 and 4 for the unidimensional and information in-
tegration category structures. Each panel corresponds to a
participant, and a total of 12 representative participants are
shown for each condition. Results for all participants in all
conditions are available at https://osf.io/dmjs7.

Each panel shows the categorization decisions made by
the participant, with stimuli placed in Category A shown
as black circles, and stimuli placed in Category B shown
as white squares. The label above the panel summarizes
the posterior of the zi indicator variable, using the abbre-
viations D=Diagonal, V=Vertical, H=Horizontal, G=Guess,
R=Repeat. Any strategy with more than 10% posterior mass
is included so that, for example, “38G 36V 19D” means the
posterior probabilities were 0.38 for the guessing strategy,
0.36 for the vertical bound strategy, and 0.19 for the general
linear (diagonal) strategy, with the small remaining posterior
mass distributed among the other strategies.

Each panel also shows the posterior distribution for the in-

ferred decision boundary for the participant. This is based on
the maximum a posteriori (MAP) strategy—that is, the one
with the greatest posterior probability—and shows the poste-
rior of each boundary by shading, with darker shades indicat-
ing more likely boundaries. For those participants inferred to
be contaminants, the label “Repeat” or “Guess” is shown.

The first 7 participants shown for unidimensional without
load condition in Figure 3 are inferred to be using a verti-
cal decision boundary, the next 3 are inferred to use diago-
nal boundaries, and the last two participants are inferred to be
contaminants. The inferred locations of these boundaries vary
across the participants with, for example, the vertical bound-
ary for the 3rd participant much further to the left than the
vertical boundary for the 5th participant. These inferences are
consistent with the different categorization decisions made by
the participants since, for example, the 3rd participant makes
Category A decisions for stimuli much further to the left.

There are different levels of uncertainty in the inferences
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Figure 4: Inferences about categorization strategies and decision bounds for 12 representative participants in the information
integration with no load (top two rows) and information integration with load (bottom two rows) conditions.

about the boundaries participants use. The vertical boundary
for the seventh participant, for example, is much more uncer-
tain than the vertical boundaries inferred for the first 6 partic-
ipants. It is also relatively uncertain whether this participant
used a vertical or diagonal decision bound, with their poste-
rior probabilities of 0.55 and 0.35 respectively. The complete
representation of uncertainty about inferences, at both the
level of which categorization strategy a participant used, and
where they placed their decision boundaries for these strate-
gies, is an important advantage of the Bayesian approach.

The representative participants chosen for the unidimen-
sional with load condition in Figure 3 show the greater vari-
ability in the categorization strategies inferred to be used in
this condition. There are more contaminant participants, and
less consistent use of vertical boundaries. More participants
are inferred to use diagonal and even horizontal boundaries,
and the uncertainty in the location of these boundaries is
greater. These differences are naturally attributed to the ef-

fects of cognitive load.
A similar pattern of modeling results is found for the in-

formation integration conditions in Figure 4. The first 6 rep-
resentative participants in the no load condition are inferred
to use diagonal decision boundaries, but there are significant
individual differences in where these boundaries are placed,
and the certainty of the inferences about these locations. The
next 5 representative participants are inferred to use a sim-
pler vertical decision bound categorization strategy, while the
12th participant is inferred to be a repeat contaminant.

The 5th and 6th participants in this condition—with signif-
icant posterior uncertainty between the diagonal and vertical
categorization strategies—highlight a powerful property of
the latent mixture approach. One way to conceive of the latent
mixture in cases like this is not as an inference between two
incommensurable possibilities, but as a single general model
with a theoretically rich prior. Since a vertical boundary is
a special case of a diagonal boundary, the 5th participant’s
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posterior uncertainty of 0.86 for diagonal and 0.10 for verti-
cal boundaries could be interpreted as a diagonal boundary
with 86% of the overall posterior coming from the slope and
intercept, and an additional 10% coming from the posterior
for the vertical boundary. This corresponds to inferring only
a diagonal boundary, but with a prior that places significant
prior density on boundaries with infinite slope.

The 11th participant in the information integration without
load condition shows significant uncertainty about the cat-
egorization strategy. Their decisions are somewhat consis-
tent with a vertical boundary towards the middle-left of the
stimuli, but also appear somewhat consistent with guessing.
The posterior uncertainty in their zi model indicator parame-
ter shows that none of the categorization strategies assumed
in modeling provide a good account of their behavior, and
suggests the need for further model development. One possi-
bility in cases like this is that the participant changed strate-
gies during the trial block, and some sort of more complicated
multi-strategy model is required.

The representative participants shown for the information
integration with load condition are inferred to use both diago-
nal and vertical decision bounds, but there is more use of the
simpler vertical strategy, and more contaminant behavior. Ex-
amples like the 7th participant, who is confidently inferred to
use a vertical bound near the far right of the stimulus space,
highlight the possibility of improving the current model us-
ing more informative priors. The current inference is that the
participant places a near-degenerate decision bound to distin-
guish just one or two stimuli from the others. It is debatable
whether this use is consistent with the theoretical motivations
of decision bound models, which usually expect significant
number of stimuli to be separated. One way to include this
theoretical assumption, only possible in a Bayesian approach,
is to change the prior on βV

i to capture the expectation that the
vertical boundary will be close to the middle of the stimulus
space (Vanpaemel & Lee, 2012).

Conclusion
Latent mixture modeling is a general framework for model-
ing individual differences in human behavior. In this paper,
we applied the approach to the challenge of understanding
the different decision bounds people might use to categorize
stimuli, consistent with previous theorizing and modeling ap-
plying General Recognition Theory. We developed a latent
mixture with six possible categorization strategies, and ap-
plied it to previously modeled data reported by Zeithamova
and Maddox (2006).

Our results highlight a number of powerful features of the
Bayesian approach. It represents uncertainty about model use
and the parameterization of those models, in contrast to tradi-
tional inference methods like maximum likelihood estimation
or least-squares fitting. This means inferences are sensitive to
all aspects of the complexity of the various possible catego-
rization strategies. Importantly, it is possible to propose any
sort of categorization strategy, including explicit models of

contaminant behavior. We focused on linear decision bounds
from GRT, but other more general decision bounds like bi-
linear or quadratic bounds, or different categorization models
such as exemplar models, could be incorporated in the graph-
ical modeling framework. It is also straightforward to extend
our account of individual differences to include hierarchi-
cal structure, allowing both variability in classification strate-
gies and parameterizations of those strategies to be modeled
(Bartlema et al., 2014). These possibilities provide a natural
direction for future research in understanding the individual
differences in how people learn and use category structures.
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deleterious when no formal language has been available 
until late childhood or the early teenage years (Mayberry, 
1993; Mayberry, Lock & Kazmi, 2002; Ferjan Ramirez, 
Lieberman & Mayberry, 2013).  

It is unknown why late first language acquisition creates 
such serious deficits in language learning. One possibility is 
that areas of the brain that are normally specialized for 
language use early in life – mainly structures in the left 
perisylvian cortex – become specialized for non-linguistic 
processes in children deprived of early language input, but 
who still interact with their environment through visual and 
tactile means. This possibility raises the question of how the 
adolescent brain adapts to language, and what happens to 
these areas that were previously specialized for non-
linguistic processes. To understand the neural mechanisms 
involved in late learners’ linguistic and non-linguistic 
semantic processing abilities, our group has conducted a 
longitudinal imaging study on a unique pair of extreme 
cases of childhood language deprivation. “Carlos” and 
“Shawna” are two deaf teenagers who did not begin to 
acquire their first language, ASL, until roughly the age of 14 
when they were placed in a group home for the deaf.  

 Investigations into the neural underpinnings of language 
in these two adolescent deaf late learners were conducted 
using a picture-sign priming task (Ferjan Ramirez et al., 
2013a; 2014). In two experiments, 15 months apart, 
participants viewed line drawings of objects followed by 
matching or mismatching ASL signs (Fig. 1) while 
magnetoencephalographic (MEG) brain responses were 
recorded. The experimental task was designed to evoke the 
N400m response, the MEG index of the N400 (Kutas & 
Hillyard, 1980; Kutas & Federmeier, 2011; Halgren et al., 
2002). The N400 is an electrophysiological response that is 
reliably evoked by a meaningful stimulus, is measurable at 
the scalp, and is attenuated by supportive contextual factors 
such as semantic overlap with recent stimuli, predictability, 
and repetition. The dependent variable was therefore the 
difference in the N400m magnitude between the congruent 
and incongruent ASL signs.   

Figure 2 summarizes the results of that study for the two 
adolescent late learners, Carlos and Shawna, described 
above. At Visit 1, Carlos’ and Shawna’s N400m effects of 
sign congruency were primarily lateralized to the right 
hemisphere (RH) and included large areas of cortex outside 
of the canonical left hemisphere (LH) perisylvian language 
network. At Visit 2, after 15 months of additional language 
experience, their neural activation patterns were 
substantially different. Neural responses to ASL signs were 
focused in bilateral (Carlos) and left hemisphere (LH) 
perisylvian cortex (Shawna). Compared to the pattern of 
neural activity observed at Visit 1, the neural responses at 
Visit 2 were substantially more similar to those observed in 
a control group of 12 deaf native ASL signers who 
performed the same task. 

These results demonstrate that early language deprivation 
has profound impacts on the neural processing of linguistic 
input, and that continued exposure to language, even later in 
life, changes these representations. However, it is surprising 

that the neural correlates of single sign processing can be 
relatively similar to those of deaf native signers following so 
little language exposure, while behavioral linguistic skills 
remain so far outside the normal range. To understand this 
disconnect, we examined the effects of late language 
acquisition on a non-linguistic aspect of the semantic 
system, the interpretation of meaningful pictures. The 
experimental design included two presentations of each 
picture prime, allowing us to measure a picture repetition 
(novel-repeated) effect on the N400m.  

These neural responses allow us to investigate whether 
late acquisition of language affects the semantic processing 
of non-linguistic stimuli, namely pictures. We considered 
two hypotheses. First, it is possible that the linguistic and 
non-linguistic aspects of the semantic system develop in 
relative isolation from one another. If this is the case, then 
non-linguistic semantic processing would follow a similar 
developmental trajectory regardless of the presence or 
absence of linguistic input. We would also expect Carlos’s 
and Shawna’s brain responses to pictures to look similar to 
those of the deaf native signing controls, and to be 
unaffected by additional language experience between 
Visits 1 and 2. Alternatively, it is possible that the 
development of the linguistic and image-based semantic 
systems is coupled, and that the cortical localization of one 
system depends to some degree on the activity of the other. 
This hypothesis predicts that Carlos’ and Shawna’s 
responses to pictures would change from Visit 1 to Visit 2, 
resembling those of the deaf native signers more closely in 
Visit 2.  

Methods 

Participants 
The study focused on two right-handed adolescent late 
learners (Carlos and Shawna) whose language input was 
delayed until adolescence. For a full description of 
Shawna’s and Carlos’s backgrounds, see Ferjan Ramirez et 
al. (2013a). In brief, they began to acquire their first 
language, ASL, at the age of 14 in the full immersion 
environment of a group home for deaf children. Despite 
their lack of language exposure and schooling prior to their 

Figure 2: Anatomically constrained MEG (aMEG) maps 
of the sign congruence effect 300-350 ms after sign onset 
in the two case studies.  
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placement in the group home, they both had otherwise 
healthy upbringings, free of the abuse and social isolation 
typical in hearing late learners (Curtiss, 1976). At the time 
of their placement in the group home for their deaf, Shawna 
communicated through demonstration and limited use of 
non-linguistic gestures. Carlos knew a small number of ASL 
signs. Neither Carlos nor Shawna have ever been observed 
to use any signs indicative of a homesign system, though it 
is unknown whether they used a homesign system with their 
family members in the past. Additionally, the ASL-fluent 
social workers who have worked with Carlos and Shawna 
report that they have no knowledge of any conventional 
spoken language, that they are illiterate, and that they were 
unable to lipread.  

At the time of Visit 1, Carlos and Shawna had lived in full 
ASL immersion for 1 year in Shawna’s case and 2 years in 
Carlos’s case. At this time, their vocabulary was assessed 
against the MacArthur-Bates Communicative Development 
Inventory for ASL. Their vocabulary was similar in 
composition to that of a typically developing deaf 2 year-old 
(i.e., with a preponderance of nouns and few verbs and 
function words), although somewhat larger in terms of the 
overall number of signs. Visit 2 was 15 months later.  

In addition to Shawna and Carlos, 12 deaf native ASL 
signers (6 male, age 17-36) with no neuropsychological 
impairment participated in the study. These individuals were 
right-handed, profoundly deaf, and acquired ASL as the 
main language of communication beginning at birth from 
their deaf parents. Due to the difficulty of finding native 
signing participants who meet the criteria for MEG and MRI 
scanning, it was not possible to match the late learners and 
the native signers on factors such as age.  

Materials 
The task stimuli were a set of ASL signs that Shawna and 
Carlos knew well at Visit 1 (Ferjan Ramirez et al., 2013), as 
well as a set of matching line drawings to use as primes. 
Carlos, Shawna, and all control participants performed a 
semantic decision task intended to elicit an event-related 
brain response known as the N400 (Kutas & Hillyard, 1980; 
1984; Kutas & Federmeier, 2011) or N400m in MEG 
(Halgren et al., 2002). While we recorded MEG, 
participants saw a line drawing of an object for 700 ms, 
followed by a sign (mean length: 515.3 ms; length range: 
340–700 ms) that either matched (congruent; e.g. “cat-cat”) 
or mismatched (incongruent; e.g., “cat-ball”) the picture in 
meaning (Fig. 1). To measure accuracy and maintain 
attention, participants pressed a button when the word 
matched the picture; response hand was counterbalanced 
across blocks within participants.  

Native signers saw 6 blocks of 102 trials each. Shawna 
and Carlos each saw 5 blocks of 102 trials due to vocabulary 
size and equipment malfunction, respectively (Ferjan 
Ramirez et al. 2013a). Prior to testing, Carlos and Shawna 
participated in a separate acclimation session during which 
they were familiarized with the MEG and MRI scanners and 
practiced the task. Before scanning began, all participants 
performed a practice run in the scanner. The practice run 

implemented a separate set of stimuli that was not part of 
the experimental stimuli. All controls and both cases 
understood the task quickly. No participant required 
repetitions of the practice block.  

Procedure 
MEG was recorded in a magnetically shielded room 
(IMEDCO-AG, Switzerland), with the head in a Neuromag 
Vectorview  dewar containing 102 magnetometers and 204 
planar gradiometers (Elekta AB, Helsinki, Finland). Data 
were collected at a continuous sampling rate of 1000 Hz 
with minimal filtering (0.1–200 Hz). The positions of 4 
nonmagnetic coils affixed to the subjects’ heads were 
digitized along with the main fiduciary points such as the 
nose, nasion, and preauricular points for subsequent 
coregistration with high-resolution MRI images. Structural 
MRI was acquired on the same day after MEG, and 
participants were allowed to rest in the MRI scanner. 

Analysis 
The data were analyzed using a multimodal imaging 
approach, anatomically constrained MEG (aMEG), that 
constrains the MEG activity to the cortical surface as 
determined by high-resolution structural MRI (Dale et al. 
2000). This noise-normalized linear inverse technique has 
been used extensively across a variety of paradigms, 
particularly language tasks that benefit from a distributed 
source analysis (Marinkovic et al. 2003), and has been 
validated by intracranial recordings (McDonald et al. 2010). 
The data acquisition methods are described in more detail 
by Ferjan Ramirez and colleagues (2013a; 2014). In brief, 
the cortical surface was reconstructed from a T1-weighted 
structural MRI, and MEG activity at each vertex on this 
surface model was estimated every 4 ms, and the F-
distributed noise sensitivity at each location was estimated 
using the average prestimulus baseline from -190 to -20 ms. 
This activity is plotted on the cortical surface on a 
normalized scale represented as a fraction of the peak 
aMEG value. aMEG of the N400m effect was produced by 
subtracting repeated from novel trials.  

Figure 3: Average normalized aMEG responses to 
meaningful pictures in 12 deaf native signers. Red and 
yellow areas represent areas where picture repetition 
modulated neural activity between 350 and 450 ms.   
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The data were inspected for bad channels (channels with 
excessive noise, no signal, or unexplained artifacts), which 
were excluded from further analyses. Additionally, trials 
with large (>3000 fT/cm) transients were rejected. Blink 
artifacts were removed using independent components 
analysis (Delorme and Makeig 2004).  

Individual subject aMEG movies were constructed from 
the averaged data in the trial epoch for each condition using 
only data from the gradiometers; these data were combined 
across subjects by taking the mean activity at each vertex on 
the cortical surface and by plotting it on a template brain at 
each latency in the normalized units described above. 

Results 
We examined the aMEG results at the group level (deaf 
native signers) and at the individual level (Shawna and 
Carlos) from 350 to 450 ms after the presentation of the 
picture, a time window during which pictures are known to 
elicit N400 effects (Kutas & Federmeier, 2011). 

For the deaf native controls, it was hypothesized that the 
effect of picture repetition would be largest in bilateral 
perisylvian cortex, in keeping with prior work showing a 
larger RH role for processing meaningful pictures compared 
to words (Liljestrom et al., 2009; Chee et al., 2000). Indeed, 
the picture repetition N400m effect in deaf native signers 
was localized to several bilateral cortical areas, including 
the superior temporal sulcus, the planum temporale, and the 
intraparietal sulcus. In all of these areas, the effect was 
larger in RH (Fig. 3).  

For the cases, Carlos and Shawna, we considered two 
hypotheses, discussed previously in the Introduction. The 
first hypothesis was that if the development of the linguistic 
and non-linguistic aspects of the semantic system were 
largely uncoupled, then aMEG maps of the picture 
repetition effect would look similar to those of the deaf 
native signing control participants, and would not change 
appreciably as participants became more experienced in 
communicating with language. The second hypothesis 
posited interdependence in development between the 
linguistic and non-linguistic semantic processing systems. 
This hypothesis predicts an atypical cortical distribution of 
picture processing in the two cases, as well as a change in 
that distribution between Visit 1 and Visit 2.    

The cases’ neural responses to pictures support the second 
hypothesis. Figure 4 shows that for both Carlos and 
Shawna, the N400 effect of picture repetition increased in 
RH and decreased in LH from Visit 1 (panels A and D) to 
Visit 2 (panels B and E). Carlos’s picture N400m effect was 
localized to bilateral temporal cortex at Visit 1 (Figure 4A) 
and to RH temporal cortex at Visit 2 (Figure 4B). Shawna’s 
picture repetition effect was larger in LH at Visit 1 (Figure 
4D), and by Visit 2, the lateralization of this effect had 
reversed and now covered much of perisylvian and parietal 
cortex in RH (Figure 4E). Together, these results suggest 
that in both case studies, neural responses to pictures 
underwent a LH-to-RH shift over time. This is in contrast to 
sign processing, where both cases showed increased LH 
activity with increased linguistic experience (Figure 2). 

To quantify the changes from Visit 1 to Visit 2 at each 
vertex on the cortical surface, we converted the aMEG 
values of the difference between conditions (novel vs. 
repeated pictures) to z-scores separately at Visit 1 and Visit 
2 (Fig. 4, panels C & F). These z-score maps show the brain 
areas where semantic modulation in Carlos and Shawna is 
greater in Visit 1 compared with Visit 2 (shown in blue and 
cyan) and areas where semantic modulation is greater in 
Visit 2 compared with Visit 1 (shown in yellow and red) in 
normalized units. Both subjects showed increased activity at 
Visit 2 greater than 2 standard deviations in the RH anterior 
and superior temporal cortices. In addition, Shawna showed 
increased activity of at least 2 standard deviations in similar 
RH parietal areas (Figure 4F) as is normal in the native deaf 
signer group (Figure 3). Areas with activity at least 1 
standard deviation greater at Visit 1 than at Visit 2 were 
mostly confined to the left hemisphere.  

Discussion 
 
We examined semantic processing of non-linguistic visual 
stimuli in two individuals who were deprived of language 
until adolescence. In the context of previous work 
examining linguistic processing in the same individuals 
(Ferjan Ramirez et al., 2013a; 2014), the present study 
provides novel insights into the relationship between 
language experience in early life and the neural architecture 
of the semantic system, in both its linguistic and non-
linguistic aspects. Carlos and Shawna became immersed in 
an ASL-signing community around age 14. Until that time, 
they had little or no language input, but they had interacted 
with meaningful objects in non-linguistic ways. Previous 
studies with other late L1 learners of sign language have 
shown that delayed L1 acquisition is associated with 
lifelong low language proficiency, as well as anomalous 
patterns of language processing in the brain (Newport 1990; 
Mayberry 1993; Mayberry et al. 2011; Emmorey et al. 1995; 
Ferjan Ramirez et al., 2014). The present study asks how 
this early language deprivation affects other aspects of 

Figure 4: aMEG maps of the picture repetition effect in 
Carlos (A, B & C) and Shawna (D, E & F).  
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semantic processing, namely the processing of meaningful 
pictures, and how that processing changes when formal 
language becomes available in adolescence. 

At Visit 1, aMEG recordings of Carlos and Shawna 
indicated that their neural processing of pictures was 
atypical. They both displayed a greater LH focus than that 
observed in deaf native signers, and they also differed 
strikingly from one another. In particular, Carlos’s 
activation was confined to the bilateral temporal and inferior 
prefrontal cortex, while Shawna’s was strongly left-
lateralized in the temporal lobe. (Fig. 4). Although a rich 
fMRI literature suggests that semantic processing is not 
localized to the left anterior temporal lobe (Binder et al., 
2009), these results appear to be artifacts of signal dropout 
in the anterior temporal lobes caused by nearby sinuses. 
Later investigations with fMRI protocols specifically 
designed to detected anterior temporal activations have 
shown that semantic processing does indeed modulate left 
anterior temporal lobe (Binder et al., 2011).  

We considered two hypotheses concerning longitudinal 
changes in these response patterns. The first hypothesis, 
predicated on the developmental independence of linguistic 
and image-based semantic systems, predicted that Carlos’s 
and Shawna’s neural responses to pictures would look 
similar to those of deaf native signers and would not change 
between Visit 1 and Visit 2. The second hypothesis posited 
interdependence of the two systems, predicting that as the 
cases experienced more language, their responses to both 
linguistic and non-linguistic material would become more 
like those of the deaf native signers at Visit 2 than at Visit 1.  

Our results support the second hypothesis. In both 
Carlos’s and Shawna’s aMEG maps, the sign congruence 
effect became more left-lateralized and localized to the 
perisylvian cortex at Visit 2 (Fig. 2), and the picture 
repetition effect became more right-lateralized (Fig. 4). This 
suggests that the effect of additional language experience 
was not confined to linguistic processing, but also affected 
the processing of visual objects.  

As Carlos and Shawna gained additional language 
experience, the neural substrate of picture processing as 
revealed by aMEG became less similar to that of language 
processing, rather than more similar. As their linguistic 
knowledge developed, the neural substrates recruited to 
interpret pictures and ASL signs diverged. The reason for 
this shift in neural activation patterns remains unclear, 
particularly since Carlos and Shawna have not exhibited 
large changes in their linguistic performance. We have 
observed no evidence of the explosive growth in vocabulary 
and morphology that young children undergo, nor have their 
syntactic abilities have increased appreciably, either (Ferjan 
Ramirez et al., 2013; 2013a; 2014). 

The observed shifts in neural activation patterns are 
presumably related to their additional language experience 
during the 15 months between Visits 1 and 2. These results 
suggest that in the absence of early input, the LH perisylvian 
structures that normally process language are instead 
utilized for the most reliably meaningful signal available to 
deaf individuals without language exposure, namely visual 

images. This suggests that LH perisylvian networks are 
tuned, perhaps from birth, for extracting semantic 
information from input. However, as linguistic information 
becomes available, the LH perisylvian network gradually re-
specialized to process language in preference to visual 
objects. This change indicates that regardless of an 
individual’s experience, LH perisylvian cortex remains 
capable of adapting quite rapidly to a new, perhaps 
semantically richer, form of input.  

This finding is consistent with recent investigations of 
changes in the brain due to learning to read late in life. 
Dehaene and colleagues (2010) conducted an fMRI study on 
illiterate and literate adults, including groups of literate 
adults who learned to read in adulthood (“ex-illiterate 
subjects”) and others who learned to read in childhood 
(“literate subjects”). They found that illiterate subjects, and 
to a lesser extent ex-illiterates, showed larger responses to 
faces and smaller responses to written sentences in the LH 
visual word form area in basal occipito-temporal cortex. 
Likewise, literates showed greater specialization for faces in 
the RH homologue of the visual word form area, compared 
to illiterates and ex-illiterates. This result was interpreted to 
reflect a process of “cortical recycling,” whereby a given 
cortical area or network can be trained by structured, 
interpretable input to take on a new function similar to its 
previous specialization. This process can cause conflict 
between the area’s old function and its new function, 
prompting another brain areas with similar properties to 
become more specialized for the old function.  

In the case of the semantic system for adolescent late 
learners like Shawna and Carlos, a similar type of cortical 
recycling appears to have occurred during the interval 
between Visits 1 and 2. In response to consistent language 
input, LH and RH perisylvian cortex gradually became more 
functionally specialized for language and visual object 
processing, respectively. This response is suggestive about 
the nature of the semantic system in ways that have 
previously been difficult to test experimentally. Our results 
suggest that the linguistic and non-linguistic aspects of the 
semantic system are partially but not completely 
dissociable. They are similar in that the same neural 
substrate, the LH perisylvian cortex, is able to process visual 
objects in the absence of language input; in addition, images 
in particular are processed bilaterally in deaf native signers, 
albeit with a RH bias (Fig. 3). However, linguistic and non-
linguistic semantics must also be distinct because when both 
forms of input are present, their processing is biased to the 
LH and RH perisylvian regions, respectively. 

 One possibility that bears further investigation is that the 
LH perisylvian cortex specializes in extracting semantic 
information from the environment, using whatever type of 
stimulus is most reliably meaningful. If a new, richer mode 
of extracting meaning from the environment becomes 
available (e.g., by becoming immersed in a signed language 
for the first time), the new source of semantic information 
gradually “takes over” the LH perisylvian network. This 
hypothesis, although quite underspecified, is intended to 
capture the generalization that in early learners of signed 
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and spoken languages, the LH is typically specialized for 
language. In Carlos and Shawna, and perhaps in other 
adolescent late learners, LH perisylvian cortex is initially 
more responsive to meaningful pictures – a route to 
semantics that late learners have been using for their entire 
lives. Then, as they gain more language experience, this LH 
perisylvian network changes in function and becomes more 
sensitive to linguistic meaning and less sensitive to 
meaningful images. In tandem with that change, picture 
processing becomes more localized to perisylvian areas in 
the right hemisphere.  

In summary, the present results suggest that the brain 
remains sensitive to different forms of semantic input 
throughout young adulthood, even if language acquisition is 
delayed until relatively late in life. However, the neural 
substrates of linguistic and nonlinguistic semantic processes 
may change with late-onset language experience. The two 
adolescent late learners described here displayed single-sign 
processing predominantly in RH initially, shifting primarily 
to LH after 15 months of additional language experience. 
Likewise, processing of meaningful pictures was initially 
bilateral or LH biased, and became strongly RH biased after 
15 months of additional language experience. Whether this 
pattern of change is typical of late learners or idiosyncratic 
to these subjects remains an open question, requiring further 
research on late learners with different ages of language 
acquisition and different lengths of language exposure. 

References  
Binder, J. R., Desai, R. H., Graves, W. W., & Conant, L. L. 

(2009). Where is the semantic system? A critical review 
and meta-analysis of 120 functional neuroimaging 
studies. Cerebral Cortex, 19(12), 2767-2796. 

Binder, J. R., Gross, W. L., Allendorfer, J. B., Bonilha, L., 
Chapin, J… & Weaver, K. E. (2011). Mapping anterior 
temporal lobe language areas with fMRI: a multicenter 
normative study. NeuroImage, 54 (2), 1465-1475. 

Chee, M.W.L., Weekes, B., Lee, K.M., Soon, C.S., 
Schreiber, A., Hoon, J.J. & Chee, M. (2000). Overlap and 
Dissociation of Semantic Processing of Chinese 
Characters, English Words, and Pictures: Evidence from 
fMRI. NeuroImage, 12, 392-403. 

Curtiss, S. (1976). Genie: A Psycholinguistic Study of a 
Modern-Day ‘wild child’. New York: Academic Press. 

Dale, A. M., Liu, A. K., Fischl, B. R., Buckner, R. L., 
Belliveau, J. W., Lewine, J. D., & Halgren, E. (2000). 
Dynamic statistical parametric mapping: combining fMRI 
and MEG for high-resolution imaging of cortical activity. 
Neuron, 26(1), 55-67. 

Dehaene, S., Pegado, F., Braga, L. W., Ventura, P., Nunes 
Filho, G., Jobert, A., Dehaene-Lambertz, G., Kolinsky, 
R., Morais, J. & Cohen, L. (2010). How learning to read 
changes the cortical networks for vision and language. 
Science, 330(6009), 1359-1364. 

Delorme A, Makeig S. (2004). EEGLAB: an open source 
toolbox for analysis of single-trial EEG dynamics 
including independent component analysis. Journal of 
Neuroscience Methods. 134, 9–21. 

Emmorey, K., Bellugi, U., Friederici, A. & Horn P. (1995). 
Effects of age of acquisition on grammatical sensitivity: 
evidence from on-line and off-line tasks. Applied 
Psycholinguistics, 16, 1–23. 

Ferjan Ramirez, N., Lieberman, A., & Mayberry, R. (2013). 
The initial stages of language acquisition begun in 
adolescence: When late looks early. Journal of Child 
Language, 40(2), 391-414. 

Ferjan Ramirez, N., Leonard, M., Davenport, T., Torres, C., 
Halgren, E. & Mayberry, R. (2014).  Neural Language 
Processing in Adolescent First-Language Learners: 
Longitudinal Case Studies in American Sign Language. 
Cerebral Cortex, doi:10.1093/cercor/bhu273.  

Ferjan Ramirez, N., Leonard, M., Torres, C., Hatrak, M., 
Halgren, E. & Mayberry, R. (2013a). Neural Language 
Processing in Adolescent First-Language Learners. 
Cerebral Cortex, 24 (10), 2772-2783. 

Halgren, E., Dhond, R., Christensen, N., Van Petten, C., 
Marinkovic, K., Lewine, J. & Dale, A. (2002). N400-like 
Magnetoencephalography Responses Modulated by 
Semantic Context, Word Frequency, and Lexical Class in 
Sentences. NeuroImage, 17(3), 1101-1116. 

Kutas, M. & Federmeier, K. (2011). Thirty Years and 
Counting: Finding Meaning in the N400 Component of 
the Event-Related Brain Potential (ERP). Annual Review 
of Psychology, 62, 621–47.  

Kutas, M. & Hillyard, S. (1980). Reading senseless 
sentences: brain potentials reflect semantic incongruity. 
Science 207, 203–205.  

Liljestrom, M., Hulten, A., Parkkonen, L. & Salmelin, R. 
(2009). Comparing MEG and fMRI Views to Naming 
Actions and Objects. Human Brain Mapping, 30, 1845-
1856.  

Marinkovic, K., Dhond, R., Dale, A., Glessner, M., Carr V. 
& Halgren, E. (2003). Spatiotemporal dynamics of 
modality-specific and supramodal word processing. 
Neuron, 38 (3), 487–497. 

Mayberry R. (1993). First-language acquisition after 
childhood differs from second-language acquisition: the 
case of American Sign Language. Journal of Speech and 
Hearing Research, 36:1258–1270.  

Mayberry, R., Chen J-K., Witcher, P. & Klein, D. (2011). 
Age of acquisition effects on the functional organization 
of language in the adult brain. Brain and Language, 119 
(1), 16-29. 

Mayberry R, Lock E & Kazmi H. (2002). Linguistic ability 
and early language exposure. Nature, 417:38.  

McDonald, C., Thesen, T., Carlson, C., Blumberg, M., 
Girard, H., Trongnetrpunya, A., Sherfey, J., Devinsky, O., 
Kuzniecky, R., Doyle, W., Cash, S., Leonard, M., Hagler, 
D., Dale, A. & Halgren, E. (2010). Multimodal imaging of 
repetition priming: using fMRI, MEG, and intracranial 
EEG to reveal spatiotemporal profiles of word 
processing. NeuroImage. 53(2), 707–717. 

Moon C & Fifer W. (2000). Evidence of transnatal auditory 
learning. Journal of Perinatology, 20:S37–S44. 

Newport, E. (1990). Maturational constraints on language 
learning. Cognitive Science, 14, 11–28. 

512



The suggestible nature of apparent motion perception 
 

Nicolas Davidenko1 (ndaviden@ucsc.edu)1 
Yeram Cheong1,2 (ycheo001@ucr.edu)  

Jacob Smith1 (jakesmeeth11@gmail.com) 
 

University of California, Santa Cruz, Department of Psychology 
1156 High Street, Social Sciences 2, Santa Cruz, CA 95064 USA 

 
University of California, Riverside, Department of Psychology 

900 University Ave., Riverside, CA 92521 USA 
 

Abstract 
We introduce a novel class of visual illusion -- motion 
pareidolia -- in which sequential presentations of random 
textures can trigger percepts of coherent apparent motion. In 
two experiments we presented observers with sequences of 
random 140x140 pixel arrays refreshing at 2.5Hz. In 
Experiment 1, observers were primed with a coherent motion 
pattern, such as fixed texture shifting up-and-down across 
frames. After 8 priming frames, the textures became 
completely random from frame to frame. Participants were 
instructed to indicate when they could no longer perceive the 
primed motion pattern. Participants' responses were delayed 
by an average of 6 frames (or 2.4 seconds). In Experiment 2, 
observers detected motion patterns in 6-frame sequences 
under different noise levels and falsely identified coherent 
motion in 39% of the purely random sequences. To account 
for this phenomenon, we propose a selective visual attention 
process that is biased to detect expected motion. 
 

Keywords: apparent motion, visual illusions 

Background 
We tend to think of ourselves as expert pattern 

recognizers, but our visual system often detects patterns 
where they do not exist. Pareidolia refers to the tendency to 
detect familiar shapes or patterns in otherwise random 
stimuli. Famous examples include seeing a face on the 
surface of Mars (Fig. 1A) or religious figures on toast (Fig. 
1B). But even purely random textures, when properly cued, 
can elicit familiar percepts. For example, it is not difficult to 
find a hidden face among the pixels of Fig. 1C (even though 
the pixels were generated randomly). In general, pareidolia 
tends to be idiosyncratic and is influenced by an observer's 
suggestibility and sense of control (Whitson & Galinsky, 
2008). Here we report a phenomenon we term motion 
pareidolia, in which the sequential presentation of randomly 
changing textures, such as the one in Fig. 1C, gives rise to 
illusory percepts of coherent apparent motion. Unlike 
regular pareidolia, motion pareidolia is experienced by 
nearly all observers and can be manipulated by suggestion. 

Apparent motion is the percept created by two or more 
sequentially presented images in which one or more salient 
features shift position across frames (Wertheimer, 1912; 
Ramachandran & Anstis, 1986). For example, when the two 
frames in Fig. 1D are presented in alternation at about twice 
a second, they give rise to a percept of two moving dots 

(rather than four asynchronously flashing dots). The 
direction of motion, however, is ambiguous: depending on 
how we attend to the display, the dots may appear to move 
vertically or horizontally. Research has shown that such bi-
stable percepts can be resolved by attention (Ramachandran 
& Anstis, 1986; Lu & Sperling, 1995; Hsieh et al., 2005). 
Intriguingly, if we are presented with a collection of such 
motion quartets across our visual field, how we resolve an 
ambiguity at the fovea spreads to the rest of our visual field 
(Anstis & Kim, 2011). Thus, attentional mechanisms may 
serve to create coherent percepts of motion in otherwise 
ambiguous scenes. 

 
 
 
 
 
 
 
 
 
 
 

Figure 1: (A) An image of the Cydonia region of Mars taken by 
the Viking 1 orbiter; (B) a piece of toast; (C) an array of randomly 

generated pixels. (D) A: Two static images that give rise to 
directionally ambiguous apparent motion when shown 

sequentially. (E) Apparent motion is perceived even without low-
level feature correspondence across frames. 

 
Moreover, coherent motion can be perceived even when 

there is no strict correspondence between salient features 
across frames. Lu & Sperling (2001) delineated three 
mechanisms for apparent motion perception: a first-order 
luminance-dependent mechanism, a second-order contrast-
sensitive mechanism, and third-order processes that track 
salient features over time and is sensitive to attention. In 
third-order motion perception, even if the salient features in 
a display change in contrast, size, and shape between 
successive frames, apparent motion will still be readily 
perceived (see Fig. 1E). 

If apparent motion is influenced by attention and is 
invariant to low-level feature properties, what (if any) are 
the constraints for a sequence of random images to be 
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interpreted as coherent motion? Here we present evidence 
that people systematically perceive coherent apparent 
motion in the complete absence of coherence between 
successive images. Specifically, we show that when 
sequences of random textures (like the one shown in Fig. 
1c) are refreshed around twice a second, they consistently 
elicit illusory percepts of coherent apparent motion. In two 
experiments, we quantify this phenomenon by measuring 
persistence (the tendency to keep perceiving an entrained 
motion pattern in random noise) and false identification (the 
tendency to falsely identify a repetitive motion pattern in 
random noise). 

Experiment 1: Persistence 
Methods 
Participants were 46 UC Santa Cruz undergraduates (76% 
female, ages 18-21) who gave written consent and received 
course credit for completing the study. Participants 
completed 160 trials in which they observed sequences of 
up to 33 frames of random pixel arrays refreshing at a frame 
rate of 2.5Hz. The initial 8 frames served to entrain one of 4 
repetitive motion patterns: up-down, right-left, up-up, or 
right-right motion. We generated these motion patterns by 
shifting a single random pixel array by 4 pixels along one of 
the cardinal axes across subsequent frames (see Fig. 2-top). 
The level of noise during these 8 priming frames was set to 
20%; that is, in each frame, 20% of pixels were randomized, 
producing a hazy, but still clearly discernable motion 
pattern. Beyond the 8th frame, the noise level increased to 
100%; all pixels were randomized from frame to frame, 
until the end of the trial (Fig. 2-bottom). Participants were 
instructed to fixate on a central cross and press a button 
when they could no longer perceive the primed motion 
pattern, at which point the trial ended. In the absence of any 
illusory perception, we would expect most responses to 
occur during frames 9 and 10, allowing up to 800ms for 
individuals to produce the required motor response. 

 

 

 
Figure 2: Example frames from a trial of Experiment 1, shown at 
a resolution of 30x30 pixels for clarity (the actual experimental 
stimuli were 140x140 pixels). Top row: 8 frames depicting up-

down motion as indicated by the arrows, with 20% noise. Bottom 
row: subsequent 25 frames are purely random, with 100% noise. 
 

Results 
Strikingly, only 12% of responses occurred during the 
predicted time window; the vast majority of responses 
(86%) occurred well after the end of the motion prime (Fig. 
3A). In fact, the median response occurred during frame 14, 
a full 6 frames (or 2.4 seconds) after the end of the motion 
prime. Taking into consideration the reaction time to 
produce a response, the data suggests participants typically 
perceived between 4 and 6 frames of illusory motion in each 
trial before they realized the motion had stopped. There was 
substantial variability in participants' susceptibility to this 
illusion. To quantify this, we defined an individual measure 
of median persistence as a person's median response lag, 
measured in frames from the end of the prime. The 
distribution of median persistence across participants is 
shown in Fig. 3B. As the distribution shows, some 24% of 
participants showed little persistence (3 or fewer frames), 
while another 28% of participants had a median persistence 
of above 7 frames. 

 
 
 

 
 
 
 
 

 
 

 
 

 
 
 
 

 
 

 
 
 

 
 

 
 

 
 
 
 
 

Figure 3: (A) Results of Experiment 1. The distribution of 
responses averaged over 46 participants, indicating when the 

primed motion could no longer be perceived. The actual motion 
pattern ended at the onset of frame 9, but the median response 

occurred during frame 14. Error bars denote SEM across subjects. 
(B) The distribution of median persistence scores across 

participants, measured in frames beyond the end of primed motion. 
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These results demonstrate that simple motion patterns, 
such as up-down or right-right motion, can be entrained and 
subsequently perceived in randomly changing textures. We 
modeled persistence as an exponential decay function, with 
a fixed probability P of persistence from one frame to the 
next. The best-fit parameter was P=0.85, indicating that 
when observers expect to see motion from one random 
frame to the next, they will indeed see the expected motion 
85% of the time. In Experiment 2, we designed a motion 
identification task to measure motion pareidolia in a more 
objective task and test whether illusory motion percepts can 
arise spontaneously, without entrainment. 

Experiment 2: False Identification 
Methods 
Participants were 46 UC Santa Cruz undergraduates (61% 
female, ages 18-22) who gave written consent and received 
course credit for completing the study. Participants 
completed 192 motion identification trials in which they 
were shown 6-frame sequences of random pixel textures 
refreshing at 2.5Hz, similar to the stimuli in Experiment 1. 
After each sequence, participants were instructed to click on 
one of 5 buttons on the screen to indicate whether the 
sequence depicted one of 4 motion patterns (again, up-
down, right-left, up-up, or right-right) or whether the 
sequence was "random". Across trials, we manipulated the 
noise level present in each frame, from 0% (pure motion), 
33%, 67%, to 100% (pure noise). We measured 
performance in the motion identification task and the 
distribution of responses as a function of noise.  

 
Results 
As expected, average performance on the 5-AFC task 
decreased as a function of noise level: proportion correct 
(±SEM) was .93 (0.01) at 0% noise, .61 (.02) at 33% noise, 
and .15 (.01) at 67% noise. But the distribution of responses 
revealed a more intriguing result. Fig. 4A shows the 
proportion of "motion" responses (summed across the 4 
motion patterns) versus "random" responses, as a function 
of noise level. Even though participants were nearly perfect 
(.99) at detecting pure-motion trials as motion, they were 
only .61 correct at detecting pure-noise trials as random. In 
other words, participants falsely identified 39% of pure-
noise sequences as one of the four motion patterns. As with 
Experiment 1, there was considerable variability in 
participants' propensity to falsely identify motion patterns. 
To quantify this, we defined an individual measure of false 
identification rate, as the proportion of pure-noise trials 
falsely identified as depicting a motion pattern.  As shown 
in Fig. 4B, there was a wide range of false identification 
rates across participants, with 11% of participants rarely 
reporting illusory motion and some 30% of participants 
reporting motion in the majority of pure-noise trials. 

 
 
 
 

 
 

 
 

 
 
 
 
 
 
 

 
 
 
 

 
 

 
 

 
 

 
 

 
 

 
 

 
 
 
 
Figure 4: Results of Experiment 2. (A) Distribution of responses 

across noise levels. Gray bars indicate the proportion of "motion" 
responses (summed across the 4 types of motion) and white bars 
indicate the proportion of "random" responses. The proportion of 
motion responses remains relatively high (.39) even during 100%-

noise trials. Error bars indicate SEM across subjects. (B) The 
distribution participants' false identification rates (i.e. the 

proportion of 100%-noise trials reported as one of the 4 motion 
patterns). 

 

General Discussion 
The results of Experiments 1 and 2 demonstrate that 
sequential presentations of random textures can give rise to 
illusory percepts of coherent apparent motion. The specific 
motion pattern that is perceived by an individual can be 
entrained with a motion prime, or it can arise spontaneously 
when the observer expects to see certain motion patterns. 
The phenomenon is robust, experienced by most naive 
observers across two very different experimental paradigms, 
and the illusion was vivid. In fact, many of our participants 
were incredulous that they had been experiencing illusory 
motion until we demonstrated to them that they the direction 
of the perceived motion during the random frames could be 
changed by instruction, or even by volition. What 
mechanisms might explain motion pareidolia, and what 
functions might it serve?  

515



We argue that motion pareidolia cannot be explained as a 
type of motion adaptation. Normally, adapting to motion in 
one direction produces illusory motion aftereffects in the 
opposite direction (for example, watching a waterfall for 30 
seconds will cause a stationary scene to appear to move 
upward; see Culham et al. 2000). Instead, the illusory 
motion percepts reported in the current studies were always 
in the same direction (or following the same alternating 
pattern) as the primed motion patterns. If motion adaptation 
were driving these illusory percepts, being primed with up-
up motion would have led to perception of downward 
motion, rather than persistence of upward motion.  

Another possibility is that motion pareidolia could result 
from local resolutions of ambiguous motion cues at the 
center of the visual field. For example, when focusing on a 
small cluster of pixels, one might interpret a white pixel 
changing into a black pixel as consistent with motion in 
some direction. An attention-driven ambiguity resolution at 
the fovea might spread into a global percept of motion 
(Anstis & Kim, 2011). To test this possibility, we conducted 
a follow-up to Experiment 1 with 65 new participants, in 
which a static gray disc masked the central 7 degrees around 
fixation throughout the experiment. The pattern of results 
was nearly identical to Experiment 1 (median persistence = 
6 frames; P=0.86), indicating that motion pareidolia can 
operate entirely in the visual periphery, without input from 
the fovea. 

We propose that motion pareidolia is best characterized as 
a top-down process in which visual attention is biased to 
confirm expectations of motion. When an observer 
anticipates seeing upward motion from frame 1 to frame 2, 
visual attention is drawn to regions of frame 2 that are 
consistent with upward motion from frame 1. Previous work 
has shown that attentional processes can resolve ambiguous 
correspondences in apparent motion (e.g., Lu & Sperling, 
1995). Our displays, which were entirely random, provided 
statistically equivalent evidence for (or against) any type of 
motion across subsequent frames. By attending to pixel 
clusters that appear to shift in the predicted direction (while 
ignoring pixel clusters that do not), our visual system tricks 
itself into seeing the motion we are expecting to see. Further 
work is needed to test the predictive power of this selective 
attention model.  

Many properties and constraints of motion pareidolia 
remain to be explored. For example, our experiments used 
140x140 pixel displays refreshing at 2.5Hz, as these 
parameters produced strong effects in pilot studies. Reports 
of illusory motion were weaker with much bigger or smaller 
pixel arrays (regardless of the visual angle they subtended) 
or when the frame rate was faster than 4Hz or slower than 
1Hz. It is still unclear exactly how motion pareidolia is 
affected by frame rate and display resolution, or whether 
these factors interact. In our experiments, we entrained 
simple motion patterns, such as up-down or right-right 
motion, with a repetition cycle of at most two frames. 
Future studies may investigate the complexity of motion 
patterns that can be entrained and subsequently maintained. 

Finally, our data indicated large individual variability in 
the propensity to report illusory motion, with some 
individuals rarely reporting it and others reporting it in the 
majority of trials. What are individual factors that 
distinguish high-perceivers from low-perceivers? Past 
research in static pareidolia (Whitson & Galinsky, 2008) 
implicates a role of suggestibility and sense of control (or 
lack thereof). Given the spatiotemporal nature of apparent 
motion processing, predictors of motion pareidolia may also 
include individuals' visual attention and short-term visual 
memory capacity. 

 
Conclusion 
Motion pareidolia can be thought of as the propensity to see 
expected motion patterns in random noise, or alternatively 
as the failure to detect randomness when expecting motion. 
Whichever way it is construed, motion pareidolia 
demonstrates a remarkable bias in our apparent motion 
perception system to see motion when there is none there. 
One can speculate about whether over-interpreting visual 
noise as coherent motion may serve an adaptive purpose. 
Carl Sagan once suggested that there may be an 
evolutionary advantage to over-interpret ambiguous patterns 
as faces: "Those infants who a million years ago were 
unable to recognize a face smiled back less, were less likely 
to win the hearts of their parents, and less likely to prosper. 
These days, nearly every infant is quick to identify a human 
face, and to respond with a goony grin" (Berenbaum, 2009). 
In the case of motion pareidolia, it may be safer to assume 
that a random flicker behind a bush indicates the movement 
of a potential predator and be wrong, than the other way 
around. 

Regardless of its origins and potential functions, motion 
pareidolia may provide a useful tool for neuroscientists 
studying top-down mechanisms of vision. It is known that 
apparent motion recruits similar cortical mechanisms as 
smooth motion (Goebel et al., 1998) and that signals in 
these cortical regions are directionally sensitive (Muckli et 
al., 2005). Since motion pareidolia is driven by the 
expectations of the observer (rather than by image 
properties), neural correlates of motion pareidolia will likely 
reflect top-down mechanisms initiated by our high-level 
expectations. 
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Abstract

Semantic structure in the mental lexicon is often assumed to
follow a taxonomic structure grouping similar items. This
study uses a network clustering analysis of a massive word
association dataset that does not primarily focus on concrete
noun categories, but includes the majority of the words used
in daily life. At this scale, we found widespread overlap
between thematically organized clusters, arguing against a
discrete categoric view of the lexicon. An empirical analysis
focusing on taxonomic categories confirmed the widespread
thematic structure even for concrete noun categories in the
animal domain. Overall, this suggests that applying network
clustering to word association data provides valuable insight
into how large-scale semantic information is represented. This
analysis leads to a different, more thematic topology than the
one inferred from idealized small-scale approaches that sample
only specific parts of the lexicon.

Keywords: semantic networks; thematic roles; taxonomies;
clustering.

One of the most influential ideas in psychological theories
about the representation of semantic knowledge holds that
concepts are grouped together on taxonomic grounds. In this
taxonomic view, the entities that constitute a category are com-
parable because they have the same function in categories like
TOOLS or VEHICLES, or look the same and/or share certain
biological properties in categories like FRUIT or INSECTS (Lin
& Murphy, 2001). The view that concepts are organized as
a taxonomy of categories (e.g., BIRDS or ANIMALS) on the
basis of entity feature overlap has been challenged as some
studies have attributed a larger role to thematic relations be-
tween words that perform complementary roles in the same
scenario or event (Gentner & Kurtz, 2005; Lin & Murphy,
2001). Others stress the role of affect in structuring word
meaning (Niedenthal, Halberstadt, & Innes-Ker, 1999). These
findings are suggestive, but we still lack a comprehensive ac-
count of the extent to which these different principles structure
lexical meaning and whether the same principles hold at differ-
ent hierarchical levels that group together entities. Moreover,
not all aspects of these different proposals are compatible, nor
is it clear at what level of abstraction the proposed principles
operate. In addition, many studies of semantic structure are
biased towards concrete noun categories (Medin, Lynch, &
Solomon, 2000; Medin & Rips, 2005) and most only focus on
a small part of the lexicon. This focus on small data sets is of
particular concern because many characteristics of networks,
including information retrieval, are qualitatively different at
different sizes (the more is different principle, discussed in
Baronchelli, i Cancho, Pastor-Satorras, Chater, & Christiansen,

2013).
The goal of this paper is to explore how the mental lexicon is

semantically structured, using a large-scale semantic network
that covers the majority of words in the lexicon. In the first
part of the paper we use a flexible clustering technique to
investigate how the lexicon as a whole is organized, and find
evidence for widespread thematic structure. In the second part,
we present a more focused empirical test, that investigates
whether categories are organized taxonomically. We find that
even within concrete noun categories like BIRDS and TOOLS,
most of the organizational structure appears to be thematic.

Study 1: Network Clustering
Constructing the semantic network. The network we used
was derived from a large scale word association study de-
scribed in detail in De Deyne, Navarro, and Storms (2013).1
The study involved a total of 71,380 native Dutch speakers and
over 12,400 cue words, and employed a multiple response de-
sign in order to better approximate weak associations between
words. For the purposes of this investigation, non-dominant
word forms (e.g., apples) were removed if a dominant form
(e.g., apple) was also present in the corpus. This resulted
in a corpus that contained 2.41 million responses to 11,252
cue words. From this corpus we constructed a network in
which each word is a node, and two words are connected by
an edge if one word is an associate of the other. In order to
avoid over-weighting high-frequency edges between words,
response frequencies were transformed to reflect the mutual
information between two words (see De Deyne, Verheyen, &
Storms, in press; Bullinaria & Levy, 2007, for details). The re-
sulting network captures the semantic relations in the lexicon
(De Deyne et al., 2013, in press).

Extracting clusters from networks. Given a semantic net-
work, the goal is to use statistical methods to work out how it
is organized. A standard way to do this is to extract clusters
of words that are more highly interconnected within a cluster
than between clusters. By examining which words tend to
form dense clusters, we are able to get a sense of how the
lexicon as a whole is structured.

In recent years, network clustering methods have been de-
veloped that can handle large networks. One such method
is the Order Statistics Local Optimization Method (OSLOM)
developed by Lancichinetti, Radicchi, Ramasco, and Fortu-
nato (2011). Using OSLOM, clusters can be identified by

1The word association project is ongoing and can be accessed at
http://www.smallworldofwords.com.
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Table 1: Overview of the hierarchical cluster structure showing five
levels (Level 1 is broadest, Level 5 is most precise). The statistics
include total number of clusters N, average cluster size 〈Nc〉 and its
standard deviation, number of homeless nodes Nhomeless, number of
nodes member of multiple clusters Noverlapping, maximum overlap
for any node and the average p-value 〈p〉.

1 2 3 4 5

N 2 7 37 161 506
〈Nc〉 8588 3049 515 112 25
sd(Nc) 2112 973 364 66 12
Nhomeless 18 18 39 86 380
Noverlapping 5943 6956 5263 4717 1676
max(overlap) 2 7 8 10 6
〈p〉 0 0.062 0.04 0.035 0.051

evaluating the likelihood that such a cluster would arise in a
comparable random network. A full discussion of OSLOM is
beyond the scope of this paper, but for the current purposes, it
suffices to note that OSLOM allows clusters to overlap and it
automatically determines a hierarchical solution if the struc-
ture of the network supports this. It is also flexible enough
to exclude words from any cluster (“homeless nodes”) if they
are not sufficiently well connected to others. Finally, each
cluster is associated with a p-value, allowing the statistical
significance of individual clusters to be assessed. Following
Lancichinetti et al. (2011) the choice for p at 0.25 was deter-
mined on a case-by-case basis where in this study the worst
clusters were still interpretable (see further). For more de-
tails on OSLOM and how we applied it to our data, see the
supplementary materials.2

Results
Applying OSLOM to the semantic network resulted in a solu-
tion with five hierarchical levels. An overview of this solution
is shown in Table 1. There was a large degree of variability
in the number of clusters across the five different levels. On
average, the p-value of the extracted clusters was low (.051),
indicating that the obtained clusters were unlikely to arise in a
comparable random network.

There were few homeless nodes at any level, indicating that
most words were reliably attributed to a specific cluster. There
was also a considerable degree of overlap at all levels relative
to the size of the clusters; clusters were more distinct at the
more precise levels, where more clusters were obtained. For
instance, at the lowest level 1,676 words appeared in multiple
clusters, compared to 5,943 at the highest level.

The fact that many words appear in multiple clusters argues
against the idea of a discrete representation in categories. In-
spection of these overlapping nodes allows us to grasp how
different clusters are related at the same hierarchical level,
which might also explain why certain clusters are grouped
together at higher hierarchical levels. Membership of multi-
ple clusters often reflects various related senses a word might
have. For example, the word language (see Figure 1) was at-
tributed to four different clusters related to nationality, speech,

2The supplementary materials together with the clustering so-
lution at the different hierarchical levels can be downloaded from
http://www.smallworldofwords.com/data/cogsci2015/

Table 2: First ten (alphabetical) words from four example clusters
consisting of Nc members found for different values of p at Level 5
of the hierarchy. Each column shows elements of thematic structure.

p < 0.0001 p < 0.0001 p = 0.247 p = 0.243
Nc = 14 Nc = 21 Nc = 35 Nc = 29

aikido envy anthropology earthly
combat envious dino real
martial art dislike dinosaur existence
belt disapproval dodo to exist
Japan aversion evolution fact
combat hate fossil factual
kimono to hate history present
to wrestle grudge cave now
judo bitter bludgeon is
judoka resentment mammoth sober

language education, and communication, thus explaining im-
portant relations between these different clusters. In other
cases, overlap might point to separate senses. For instance,
the Dutch homonym bank (meaning either financial institution
or couch) belonged to both a cluster indicating finance and a
cluster for furniture and sitting. Both cases confirm that the
obtained solution derives overlapping clusters in a sensible
way by accounting for polysemy and homonymy.

Figure 1 shows the hierarchical clusters obtained by our
analysis. At each level the most prototypical examples of clus-
ters are shown, where the typicality of any word is measured
by the weighted sum of all links it receives from other words
in that cluster. At the most general level (Level 1), there are
only two distinct clusters, one of which appears to contain
words with negative connotations and one with positive ones.3
In order to verify whether this interpretation is supported sta-
tistically, we used the valence judgments reported by Moors
et al. (2012), which are applicable to 3,642 non-overlapping
words in our clusters. The valence judgments differed signifi-
cantly between our two clusters according to an independent
t-test (t(3640) = 7.367, CI = [0.190,0.327]). This supports
the interpretation, and agrees with other research that suggests
valence is the most important dimension in semantic space
(De Deyne, Voorspoels, Verheyen, Navarro, & Storms, 2014;
Samsonovic & Ascoli, 2010) and that category structures are
affect-based (Niedenthal et al., 1999).

At lower levels in the hierarchy, the meaning associated
with each cluster becomes more concrete. For instance, Level
2 differentiates among the “negative” cluster words at Level 1
– making a distinction between a purely negative cluster (with
words like negative and sadness) and clusters with central
nodes like school, religion, and money. The subdivisions of
the “positive” cluster involve the central nodes nature, mu-
sic, sports, and food which might be interpreted as covering
sensory information and natural kinds.

Inspecting over 500 derived clusters revealed a widespread
thematic structure, grouping together entities like poet and

3Unlike other results reported in the paper, this seems to be
slightly dependent on parameter choices: we found that some choices
of parameter values produced more than two clusters. However, the
positive vs negative distinction was always present.
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Figure 1: Hierarchical tree visualization of clusters in the lexicon with five most central members.

poem), which could cooccur in the same scenario or event
more often than what would be expected under a strict taxo-
nomic organization. This was the case regardless of the size
of the clusters and how significant they were. For example,
in the case of low values for p this resulted in clusters like
the left column in Table 2, which has taxonomic elements
(e.g., judo, karate, and aikido) but also thematic ones (Japan,
belt, kimono, to wrestle). The inclusion of thematic elements
occurred even in clusters focused around non-concrete words,
as in the second and last column of Table 2. For example, in
the second column we observe mostly abstract negative senti-
ments and the inclusion of a mixture of adjectives, nouns, and
verbs (which do not reflect a pure taxonomy, but also allow
for properties and actions). It is also evident that even clusters
with fairly high p values were meaningful, as is shown in
columns 3 and 4 of Table 2. These clusters have a sensible
interpretation, although many words would be appropriate in
different clusters as well.

Study 2: Searching for taxonomic categories
Our results so far suggest that clustering of the mental lexicon
reveals widespread thematic organization and considerable
overlap between clusters. There would seem to be little ev-
idence that taxonomic categories play an important role in
organizing the lexicon. However, the findings in the previous
section were based on a subjective interpretation of over 500
clusters in an exploratory clustering analysis rather than on an
explicit search for taxonomic structure. To redress this, this
section presents analyses that conduct exactly such a search.

Method and Procedure
Data from an exemplar generation task by Ruts et al. (2004)
were used to identify members of the most commonly used
taxonomic categories in the literature (see for example Rosch,
Mervis, Grey, Johnson, & Boyes-Braem, 1976; Hampton,
1979). In this task, 100 participants generated as many exem-
plars they could think of for six artifact categories (CLOTH-
ING, KITCHEN UTENSILS, MUSICAL INSTRUMENTS, TOOLS,
VEHICLES, and WEAPONS) and seven natural kinds (FRUIT,
VEGETABLES, BIRDS, INSECTS, FISH, MAMMALS, and REP-
TILES). This resulted in a total of 789 words, of which 588
were included in the word association data (the missing words
tended to be low frequency words like komodo or shiruken).
The names of the categories and the number of exemplars
obtained through this procedure are shown in the first two
columns of Table 3.

The critical question is whether the clusters extracted in
Study 1 include anything that might correspond to concrete
noun categories like BIRDS and VEGETABLES. For each of
our categories, we found the best matching cluster and calcu-
lated the precision and recall in terms of the F-measure for
clustering performance (see Ball, Karrer, & Newman, 2011,
for more details regarding the use of F in clustering). A
taxonomic-like organization would be evident in clusters with
high precision and recall, resulting from many true positives
and few false positives and false negatives. For instance, if the
cluster corresponding to the category BIRDS contained robin
(a true positive) and did not contain spoon (a true negative),
that would increase the F-score. Conversely, if it contained
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Table 3: F-values and cluster sizes for items generated for
13 concrete noun categories. Nhuman is the category size
based on the exemplar generation task; Nc is the size of
the best-matching cluster; F captures precision and recall
according to the human categories for the full network. F ′ is
calculated from a network that excluded potential thematic
information. F-values are fairly low, indicating a rather low
correspondence between the clusters and the taxonomic
categories. Excluding thematic information results in F ′

values that do capture taxonomic information.

Category Nhuman Nc F F ′

FRUIT 40 50 0.47 0.84
VEGETABLES 35 58 0.50 0.90
BIRDS 53 63 0.53 0.90
INSECTS 40 34 0.46 0.68
FISH 37 48 0.57 0.91
MAMMALS 61 21 0.20 0.76
REPTILES 21 22 0.65 0.51

Mean 41 42 0.48 0.79

CLOTHING 46 70 0.35 0.80
KITCHEN UTENS. 71 18 0.20 0.66
MUSICAL INSTR. 46 24 0.37 0.89
TOOLS 73 56 0.25 0.76
VEHICLES 46 28 0.16 0.73
WEAPONS 46 25 0.37 0.88

Mean 55 37 0.28 0.79

guitar (a false positive) or did not contain ostrich (a false
negative), that would decrease the F-score. This way, high
F-scores should reflect categories that are not overly specific
(many false negatives) or general (many false positives).

Results
The best matching clusters were found at the lowest level in
the hierarchy (Level 5). As Table 3 shows, for natural kinds
the average number of generated exemplars (41) was similar
to the average number of cluster members (42). However, for
artifacts the clusters contained fewer members (55 vs 37). The
F-values were on average 0.48 for the natural categories and
0.28 for the artifacts. Exceptions like FISH notwithstanding,
the results indicate only limited support for the presence of
a taxonomic organization. Moreover, the difference between
both domains is consistent with previous work finding that
artifact categories do not have as clear of a delineation as
natural kinds do (Ceulemans & Storms, 2010). Overall the
F-values are low, suggesting that the network structure of the
mental lexicon does not support a general and strict taxonomic
organization.

To explain why even the best-matching clusters provide
poor approximations to taxonomic categories, Table 4 lists the
five most central false positives. In some cases these words
could in fact be interpreted taxonomically. For instance, in
several cases the category label was included in the cluster.
However, for the most part the intrusions are thematic in na-

ture: beak, egg, nest, and whistle appear in the BIRDS cluster;
in the case of FRUIT, intrusions included juicy, pick, and sum-
mer. In other words, the thematic interpretation of entities at
the lowest level in Figure 1 (e.g., score, music theory, piano,
stave, violin) is now confirmed empirically for a total of 13
frequently used categories.

Overall, our inability to find a taxonomic organization even
for biological categories, combined with the widespread the-
matic structure across nearly all clusters, strongly suggests that
multiple factors contribute to structure in the mental lexicon,
and thematic relations are a major one of them.

Finding taxonomies by restricting the network. One po-
tential response to the previous analyses relates to the nature
of the data upon which they are based. Perhaps the word as-
sociation task simply fails to capture taxonomic information,
and if so, the results of these analyses are simply an artifact of
the choice of task. Alternatively, perhaps the “failure” arises
because the word association task is more general than the
tasks typically used to study taxonomic categories.

There is some evidence that a different choice of task would
produce different choices. For instance, much of the work on
taxonomic organization relies on tasks in which participants
are asked to list features of entities (e.g., Ruts et al., 2004).
One could argue that feature generation is a constrained ver-
sion of the word association task, and the key difference is
the number of thematic responses one gets in both procedures.
Similarly, feature generation stimuli are usually restricted to
concrete nouns, which places restrictions on what words can
be grouped together. In other words, the tendency to find
taxonomic categories may be a result of restricting the task.

To test this idea, we used the word association data to con-
struct a network that included only those 588 words that be-
longed to one of the taxonomic categories. Moreover, in order
to approximate the “shared features” measure that is more
typical of feature generation tasks, we computed the cosine
similarity between pairs of words. That is, words that have the
same associates are judged to be more similar, and this simi-
larity was used to weight the edges in the restricted network.4
We then applied the clustering procedure to this restricted net-
work and repeated the analysis from the previous section. The
F-statistics from this analysis are reported as the F ′-values
in Table 3. This time, the results of the clustering show a
high degree of agreement with the taxonomic organization,
with an average F-value of 0.79. The only exception was
REPTILES, which upon inspection appears to reflect a failure
to distinguish REPTILES from INSECTS.

The success of this analysis suggests two things. First, the
word association task does encode taxonomic information, as
evidenced by the fact that we are able to reconstruct taxonomic
categories. However, the fact that the only way to do so is to
mimic all the restrictive characteristics of a feature generation
task (e.g., limited word set) is revealing. Taxonomic informa-
tion is not the primary means by which the mental lexicon
is organized: if it were, we should not have to resort to such
drastic restrictions in order to uncover taxonomic categories.

4Note that one could also derive such a similarity-based network
for the complete lexicon, which would reflect the similarity between
cues rather than their weighted associative strength. We did in fact
do this. It produced results similar to the original analysis.
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Table 4: Top 5 false positives ordered by cluster in-strength per category. Most of the false positives are thematic in nature. For
instance, false positives for the BIRDS category include beak, egg, nest, and whistle.

Category 1 2 3 4 5

FRUIT fruit juicy pit pick summer
VEGETABLES vegetable healthy puree sausage hotchpotch
BIRDS bird beak nest whistle egg
INSECTS insect vermin beast crawl animal
FISH fish fishing rod slippery water
MAMMALS rodent gnaw tail pen marten
REPTILES reptile scales animal tail amphibian
CLOTHING clothing fashion blouse collar zipper
KITCHEN UTENSILS cooking kitchen stove cooker hood burning
MUSICAL INSTR. wind instrument to blow fanfare orchestra harmony
TOOLS tools carpenter carpentry wood drill
VEHICLES speed drive vehicle motor circuit
WEAPONS sharp stab blade point stake

General Discussion
The prominent view that the mental lexicon is organized in
taxonomic categories remains highly influential. It dates back
to knowledge ontologies proposed by Aristotle and Linnaeus
and lives on in current encyclopedias like Wikipedia or search
engines like Yahoo! (Inc). While it might be useful or at least
economical to retrieve information from an encyclopedia by
agreeing on a single taxonomic index, information stored in
the mental lexicon seems accessible in other ways as well.

Despite the ubiquity of the taxonomic view, we found only
limited evidence (at best) for a dominant taxonomic organi-
zation in a large-scale semantic network derived from human
word-association judgments; instead, thematic organization
was widespread. The pervasiveness of thematic organization
occurred even in a typical taxonomic domain like animals.
In previous work the pervasive contribution of thematic or
relational knowledge may have been overlooked due to a se-
lection bias stemming from a focus on certain concepts (nouns,
mostly concrete) and semantic relations (mainly taxonomically
defined).

In other work we have performed similar analyses that
suggest that the thematic organization observed here does
not depend strongly on the type of data (word associations)
from which the network is constructed. Our results showed
widespread thematic organization when using networks based
on primary responses only (unlike this work, which used three
responses) as well as models derived from syntactic depen-
dency relations in written and spoken corpora (De Deyne, Ver-
heyen, & Storms, 2015). The main difference observed in
the latter situation is that models derived from text resulted in
fewer clusters as a consequence of the smaller signal-to-noise
ratio in the text-based models compared to word association
based ones. For the word association network based on pri-
mary responses only, the evidence for a taxonomic organiza-
tion was slightly stronger because the category labels itself
were more often given as a primary than as a secondary or
tertiary response (e.g, alligator – reptile; De Deyne & Storms,
2008). Even these networks were predominantly thematically
organized, though. Altogether, these findings add support to

the idea that our results are robust against differences in the
amount, type, and quality of the data from which the lexicon
is derived.

Broader Implications. While our results do not exclude the
role of taxonomic grounds for grouping entities in special
cases like FISH, thematic structure was widespread, showing
up in nearly all investigated clusters at all depths of the de-
rived hierarchy. The finding that many words from domains
like animals (which are traditionally considered taxonomic)
are thematically clustered, even at the lowest level of the hi-
erarchy, supports the idea that the networks are organized
primarily along thematic rather than taxonomic or categorical
lines. Other studies that evaluate semantic structure in the
mental lexicon also suggest that the network is thematic. It
can account better for thematic relatedness judgments than tax-
onomic relatedness judgments (De Deyne et al., in press) and
has been shown to facilitate word processing when thematic
but not coordinate prime-target pairs are used (Hutchison,
2003). This converges with recent evidence that highlights
the role of thematic representations even in domains such
as animals (Gentner & Kurtz, 2006; Lin & Murphy, 2001;
Wisniewski & Bassok, 1999) and the fact that a taxonomic
organization of knowledge might be heavily culturally defined
(Lopez, Atran, Coley, Medin, & Smith, 1997), a consequence
of formal education (Sharp et al., 1979), or reflect different
levels of expertise (Medin, Lynch, Coley, & Atran, 1997).

While other reserachers have argued for a role for thematic
relations, these relations haven’t received nearly as much at-
tention as taxonomic structure. One explanation is that in
contrast to previous studies, our network has a wide coverage
of all kinds of words – words that vary widely in terms of
their abstractness, emotional connotation, and part of speech
(verbs, adjectives, and nouns). By not restricting the type
of words in the network, the risk of a selection bias towards
concrete nouns is reduced and the likelihood of identifying
thematic representations increases (Medin et al., 2000; Medin
& Rips, 2005). In addition, it is quite likely that the thematic
organization reflects an inherent property of language: most
words are taxonomically related to only a small number of
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other words, but can occur in a variety of thematic settings.
This is in line with previous findings showing that Zipf’s law
reflects the tendency to avoid excessive synonymy in semantic
networks (Manin, 2008).

Our findings have implications that affect other domains
of language processing as well. They might explain what
kind of semantic information is likely to become activated
in tasks like priming or word recognition. In the case of
priming, for example, it could explain the distinct effects found
for thematically and taxonomically related pairs (Hutchison,
2003). Similarly, in word recognition it may provide a way to
understand the processing advantages associated with words
that have “rich” semantics (Pexman, Hargreaves, Siakaluk,
Bodner, & Pope, 2008), which were previously explained
in terms of the number of entity features a word has or the
number of contexts in which it occurs.

A final point worth noting is that the present work fo-
cuses on semantic representations; this could highlight other
properties than modal-specific representations. For instance,
language-based representations might underestimate the rich-
ness of certain perceptual properties (Pecher & Zwaan, 2005).
It is possible that a similar selection bias pertains to non-
linguistic concept representations as well. For instance, an
encounter with a certain bird or interaction with a specific
musical instrument involves more than just encoding of the
perceptual features of each – at the least there is other contex-
tual information, like habitat or venue, that ought to be part
of modal-specific proposals. Overall, our work suggests that
the classic taxonomic view is unnecessarily restrictive if the
goal is to understand how semantic or concept information is
stored or retrieved in a wide range of tasks.
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Abstract 

Moral judgment depends upon inferences about agents’ 
beliefs, desires, and intentions. Here, we argue that in 
addition to these factors, people take into account the moral 
optimality of an action. Three experiments show that even 
agents who are ignorant about the nature of their moral 
decisions are held accountable for the quality of their 
decision—a kind of behaviorist thinking, in that such 
reasoning bypasses the agent’s mental states. In particular, 
whereas optimal choices are seen as more praiseworthy 
than suboptimal choices, decision quality has no further 
effect on moral judgments—a highly suboptimal choice is 
seen as no worse than a marginally suboptimal choice. 
These effects held up for judgments of wrongness and 
punishment (Experiment 1), positive and negative 
outcomes (Experiment 2), and agents with positive and 
negative intentions (Experiment 3). We argue that these 
results reflect a broader tendency to irresistibly apply the 
Efficiency Principle when explaining behavior. 

Keywords: Moral judgment; theory of mind; causal 
reasoning; intentionality; lay decision theory. 

Introduction 
We judge others’ actions on the basis of what they were 
thinking. If Megan cheats on an exam, we wish to know 
why she did it. If Joey made a hurtful remark, our opinion 
of him depends on whether he knew that his remark 
would be taken that way. We hold others accountable for 
their actions largely as a function of their intent—the joint 
product of their knowledge and goals (Dennett, 1987). 
This link between mindreading and moral judgment has 
been extensively studied in psychology (e.g., Cushman, 
2008) and is enshrined in the law (Mikhail, 2007).  

Yet, in some contexts, some of the functions of 
mindreading can be accomplished using mechanisms that 
do not actually involve reasoning about beliefs and 
desires. We might infer that the car to our right will 
change lanes on the basis of the assumed beliefs and 
desires of the car’s driver; but more likely, we simply 
look at the car’s blinker and read the car’s future behavior 
off of the world directly. More generally, we often can 
predict behavior accurately by assuming that agents will 
behave optimally relative to assumed common goals (such 
as not colliding with other cars) and assumed common 
knowledge (the geometry of driving). This is known as 
taking the teleological stance (Dennett, 1987). 

Infants can use situational information to predict the 
behavior of animate agents, well before they can perform 
explicit mental state computations. For example, infants 
are surprised if agents take an inefficient path between 
two locations; if an agent does take an inefficient path 

around an occluder, they expect an obstacle to be revealed 
behind the occluder (Gergely & Csibra, 2003). That is, 
infants apply the Efficiency Principle, assuming that 
agents behave optimally relative to situational constraints. 

The Efficiency Principle is a fundamental principle 
which even adults use for predicting and explaining 
behavior (Baker, Saxe, & Tenenbaum, 2009; Johnson & 
Rips, 2015). Indeed, this principle is so ingrained in 
cognition that it can lead to behaviorist thinking, wherein 
even agents who are ignorant of their situational 
constraints are assumed to behave optimally relative to 
them. In one study (Johnson & Rips, 2014), participants 
read about agents making decisions under uncertainty. For 
example, Jill is deciding which of three shampoos to buy, 
wanting to make her hair smell like apples. She believes 
that all three brands have the same likelihood of achieving 
this goal, but in fact the three brands differ in quality—
one has a 70% chance, one has a 50% chance, and one has 
a 30% chance. In reality, of course, Jill is equally likely to 
choose any of the three options, since, due to her 
ignorance, she has no basis for choosing one over another. 

But participants seem to ignore Jill’s ignorance, and use 
knowledge about the world to predict her decision: They 
predict that she will choose the optimal (70%) option 
rather than the suboptimal (50% or 30%) options. Most 
strikingly, even though participants judge the optimal 
(70%) option to be her most likely choice, they believe 
that the suboptimal 50% and 30% options are equally 
likely—that is, they use the Efficiency Principle. Even 
though the probability of the outcome differs just as much 
between the 70% and 50% options as between the 50% 
and 30% options, only the 70% option is optimal or 
efficient. Like infants, adults appear to use efficiency-
based behaviorist thinking in understanding behavior. 

In the current paper, we tested whether people use 
behaviorist thinking in moral judgment. If moral 
judgment depends on mindreading as such, they may not, 
since behaviorist thinking is an alternative, non-
mentalistic strategy for understanding behavior. But if 
moral judgment instead depends on whatever tools we use 
for predicting and explaining behavior, behaviorist 
principles might seep into the moral realm. 

This question was examined in three experiments. In all 
cases, agents made morally laden decisions in which (a) 
three potential options differed in quality, but (b) agents 
falsely believed that the options were equivalent. If 
people use the same behaviorist logic in moral judgment 
that they use to understand behavior in other cases, we 
would expect them to base their moral judgments on the 
quality of the agent’s choice, even though the agents were 
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ignorant. Further, if this behaviorist thinking is a 
consequence of the Efficiency Principle, we would expect 
participants to give more lenient moral judgments only if 
an agent made an optimal choice; we would not expect 
moral judgments to differ between suboptimal choices 
that varied equally in quality. 

Experiment 1 
In Experiment 1, we tested for moral behaviorism in 
judgments of wrongness and of punishment. To vary the 
actual quality of the choice while leaving the agent’s 
beliefs and intentions constant, participants were told that 
the agent had a false belief. One vignette read (material in 
brackets varied across vignettes, between-subjects): 

A doctor working in a hospital has a patient who is 
having hearing problems. This patient has three, and 
only three, treatment options. The doctor believes 
that all treatment options have a 70% chance of 
giving the patient a full, successful recovery. But in 
fact the doctor’s belief is wrong. Actually: 

1) If she gives the patient treatment LPN, there is a 
70% chance the patient will have a full recovery. 

2) If she gives the patient treatment PTY, there is a 
50% chance the patient will have a full recovery. 

3) If she gives the patient treatment NRW, there is a 
30% chance the patient will have a full recovery. 

The doctor chooses treatment [LPN/PTY/NRW], and 
the patient does not recover at all. The patient now 
has permanent hearing loss. 

That is, the moral agent (here, the doctor) had three 
choices, which she believed to be of equal quality, but 
which in fact varied. We refer to the 70% option as Best, 
the 50% option as Middle, and the 30% option as Worst. 
Note that the probabilistic difference between Best and 
Middle is the same as that between Middle and Worst, but 
that only Best maximizes the probability of the outcome. 
That is, Best is the optimal decision, even though the 
doctor has no way of knowing this. 

Participants were asked, given the negative outcome, to 
rate either the wrongness of the agent’s action or the 
extent to which the agent should be punished. One 
possibility is that only punishment judgments would be 
influenced by the probability of the outcome, because 
prior work has found that the degree to which an agent is 
deemed punishable is primarily a function of the agent’s 
causal contribution to that outcome (Cushman, 2008). To 
the extent that the agent made the outcome more 
probable, she should be judged more causal (Cheng, 
1997; Johnson & Rips, 2013), and hence more deserving 
of punishment. In that case, agents should be seen as more 
deserving of punishment when they choose Worst than 
when they choose Middle, and more when they choose 
Middle than when they choose Best. However, because 
judgments of wrongness tend to track intentions rather 
than causation (Cushman, 2008), we would expect no 
differences in wrongness judgments between agents who 
choose Best, Middle, or Worst. 

Another possibility, however, is that people use 
behaviorist thinking when judging both punishment and 
wrongness, because people apply the Efficiency Principle 
to all agents, even agents who lack critical information 
about their decision situation (Johnson & Rips, 2014). 
That is, if people have a tacit expectation that moral 
agents behave optimally, then judgments of both 
wrongness and punishment could track the optimality of 
an action. Thus, we would always expect more favorable 
moral judgments when agents choose Best rather than  
Middle, since Best is optimal while Middle is suboptimal, 
but we would expect little or no difference between 
choosing Middle and Worst, since both are suboptimal. 

Method 
We recruited 336 participants from Amazon Mechanical 
Turk; 80 were excluded because they incorrectly 
answered one or more check questions. 

Participants were assigned to one of eight vignettes 
(doctor, farmer, contractor, programmer, pilot, paramedic, 
CEO, or investment broker), formatted as above. The 
agent was always ignorant about the quality of the Best 
(70% chance of a positive outcome), Middle (50% 
chance), and Worst (30% chance) options. After choosing 
either the Best, Middle, or Worst option (between-
subjects), the decision always led to a negative outcome. 

On the same page, participants answered either a 
question about wrongness (e.g., “How wrong was the 
doctor’s behavior”) or punishment (“How much should 
the doctor be punished”), on a continuous scale (1 = “not 
at all”, 4 = “somewhat”, 7 = “very much”). Thus, the 
design of the experiment was 8 (vignette) x 3 (choice: 
Best, Middle, or Worst) x 2 (DV: wrongness or 
punishment), with all factors between-subjects. 

On the next page, participants were asked two check 
questions, to ensure they had understood the vignette. One 
question concerned the agent’s knowledge (e.g., “Did the 
doctor know about the actual chances of success for each 
of the options?”) and the other question concerned the 
agent’s choice (“What was the actual chance of success 
for the option which the doctor chose?”). Because our 
hypotheses are predicated on the assumption that 
participants understand the agent’s knowledge state and 
choice, any participant who made an error on either 
question was excluded from analysis.  

Results and Discussion 
In all vignettes, agents made their decision under the false 
belief that all decision options were of equal quality. 
Thus, the agents’ mental states were identical across the 
three conditions of the experiment. Further, a negative 
result occurred in all cases, so the outcome was also 
identical across conditions. Yet, Figure 1 shows that 
participants’ judgments of both wrongness and 
punishment differed depending on the agent’s choice.  

For wrongness judgments, the agents who chose the 
(optimal) Best option were judged more leniently than 
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those who chose the (suboptimal) Middle option [M = 
2.30, SD = 1.71 vs. M = 4.30, SD = 1.90; t(87) = -5.22, p 
< .001, d = -1.11, BF10 > 1000]. Likewise, agents who 
chose the Best option were judged less deserving of 
punishment than those who chose the Middle option [M = 
2.33, SD = 1.54 vs. M = 3.62, SD = 1.48; t(74) = -3.71, p 
< .001, d = -0.85, BF10 = 64.8].1 These large differences 
held up despite the agents’ ignorance and despite the 
ultimately negative outcome, indicating that people base 
their moral judgments not only on the agents’ mental 
states and the extremity of the outcome, but also on the 
agent’s optimality. Thus, people appear to use behaviorist 
thinking in their moral evaluations. 

However, participants’ moral judgments did not differ 
between different suboptimal choices. Wrongness 
judgments were no less harsh when agents chose the 
Middle option than when they chose the Worst option [M 
= 4.30, SD = 1.90 vs. M = 4.19, SD = 1.97; t(86) = 0.28, p 
= .78, d = 0.06, BF01 = 5.90], nor were punishment 
judgments [M = 3.62, SD = 1.48 vs. M = 4.20, SD = 1.79; 
t(84) = -1.61, p = .11, d = -0.35, BF01 = 1.83]. These null 
effects—with evidence favoring the null hypothesis, 
according to the Bayes Factor analyses—are remarkable 
in light of the very large differences between the Best and 
Middle conditions, which had just as large of a difference 
in efficacy (a 70% vs. 50% chance of a positive outcome) 
as the difference between the Middle and Worst 
conditions (50% vs. 30%). Most importantly, these null 
effects reveal the same pattern of results as Johnson and 
Rips (2014) found in people’s predictions and 
explanations for (non-moral) decisions. Finding a 
difference between optimal and suboptimal choices, but 
no difference between two different suboptimal choices of 
different efficacy suggests that participants’ behaviorist 

                                                
1 All t-tests reported in this paper are supplemented with a Bayes 
Factor (BF) with a scale factor of 1 (Rouder, Speckman, Sun, 
Morey, & Iverson, 2009). For example, “BF10 = 4.0” means that 
the data would be 4 times likelier under the alternative 
hypothesis than under the null hypothesis, giving reason to reject 
the null hypothesis. However, BFs can also quantify evidence in 
favor of a null hypothesis; “BF01 = 6.0” means that the data 
would be 6 times likelier under the null than under the 
alternative, giving reason to accept the null hypothesis. 

thinking is rooted in efficiency-based reasoning, for 
which optimality is the key constraint. 

A skeptic might raise two concerns about this 
interpretation. First, rather than blaming agents directly 
for choosing suboptimally, participants could instead have 
blamed the agents for their ignorance itself. This would 
not necessarily constitute behaviorist thinking, since 
agents’ ignorance could be thought of as a failure to act 
with due diligence. Experiment 2 addressed this concern. 

A second way that these findings could reflect mental 
state inferences would be if participants were using the 
agents’ actions to infer their goals. If an agent chooses 
suboptimally, perhaps she did not want a positive 
outcome to occur. Experiment 3 addressed this concern. 

Experiment 2 
We had two goals in Experiment 2. First, we addressed a 
possible concern about Experiment 1—that participants 
may have held the agents accountable not for their 
suboptimal choice, but for the ignorance that led to that 
choice. Although this possibility would not a priori 
predict the pattern of results we found in Experiment 1 
(since the agents were ignorant in all conditions), perhaps 
participants were willing to forgive the agents for their 
ignorance when they were fortunate enough to have 
chosen optimally (a possibility reminiscent of the 
outcome bias; Baron & Hershey, 1988). To avoid this 
concern, we added a sentence to each vignette indicating 
that the agent had arrived at their (mistaken) opinion 
about the decision options after undertaking extensive 
research. Thus, the agents in Experiment 2 have done 
their due diligence to understand their decisions. 

Second, we wanted to test whether people apply 
behaviorist thinking in light of both positive and negative 
outcomes. Because people tend to make harsher moral 
evaluations in light of negative outcomes than positive 
outcomes (Baron & Hershey, 1988), perhaps all’s well 
that ends well—the quality of the agent’s decision may be 
seen as irrelevant when the outcome is positive. 

Method 
We recruited 267 participants from Amazon Mechanical 
Turk; 67 were excluded because they incorrectly 
answered one or more check questions.  

Vignettes were the same as those in Experiment 1, 
except that they indicated that the agent had undertaken 
extensive research before making her decision. For 
example, in the doctor vignette, the third sentence from 
Experiment 1 was replaced with: 

Based on many articles that the doctor has carefully 
read in respected medical journals, she truly believes 
that all three options have a 70% chance of giving 
the patient a full, successful recovery. 

The only other difference in the vignettes was that the 
outcome could be negative, as in Experiment 1 (e.g., 
“…the patient does not recover at all. The patient now has 
permanent hearing loss”) or positive (“…the patient 
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recovers. The patient has no permanent hearing loss”). 
The design was thus 8 (vignette) x 3 (choice: Best, 
Middle, or Worst) x 2 (outcome: positive or negative), 
with all factors between-subjects. 

On the same page, participants answered, “What does 
the doctor deserve to receive for her behavior?” on a scale 
from 1 (“extreme blame”) to 9 (“extreme praise”). On the 
following page, participants answered the same check 
questions used in Experiment 1. 

Results and Discussion 
Figure 2 shows that for both positive and negative 
outcomes, participants again gave more positive moral 
judgments for agents choosing the (optimal) Best option 
compared to the (suboptimal) Middle or Worst options. 
Specifically, participants assigned more moral praise to 
agents who chose Best than those who chose Middle, for 
positive outcomes [M = 6.71, SD = 1.42 vs. M = 5.22, SD 
= 1.68; t(61) = 3.80, p < .001, d = 0.96, BF10 = 78.0] and 
for negative outcomes [M = 4.37, SD = 1.54 vs. M = 3.25, 
SD = 1.40; t(64) = 3.08, p < .001, d = 0.76, BF10 = 11.3]. 
That is, participants attended not only to the outcome and 
to the agent’s mental states, but also to the quality of the 
agent’s choice. This was true even though the agents were 
ignorant of the true quality of the possible options, and 
had taken extensive efforts to be knowledgeable. 

Yet, just as in Experiment 1, the Middle and Worst 
options did not differ, even though the probability of the 
outcome differed just as much between Middle and Worst 
as between Best and Middle. Agents who chose Middle 
were rated no more praiseworthy than those who chose 
Worse, whether the outcome was positive [M = 5.22, SD 
= 1.68 vs. M = 4.65, SD = 1.76; t(64) = 1.35, p = .18, d = 
0.33, BF01 = 2.4] or negative [M = 3.25, SD = 1.40 vs. M 
= 2.97, SD = 1.48; t(71) = 0.82, p = .42, d = 0.19, BF01 = 
4.1]. Thus, once again, participants appear to be basing 
their moral evaluations off of optimality, rather than the 
probability of the outcome, since Best differed in 
optimality from Middle and Worst, whereas all three 
options differed equally in probability. This suggests that 
participants are applying the Efficiency Principle to the 
ignorant moral decision-makers. 

Participants also used the outcome (positive or 
negative) in their moral judgments, assigning more praise 
for positive outcomes than for negative outcomes [M = 
5.49, SD = 1.83 vs. M = 3.48, SD = 1.57; t(198) = 8.38, p 
< .001, d = 1.19, BF10 > 1000], even given precisely the 
same choice on the part of the agent, as shown in Figure 
2. This is consistent with Baron and Hershey’s (1988) 
demonstrations of the outcome bias. Given the robustness 
of the outcome bias in the moral psychology literature, it 
is worth noting that the effect of optimality (d = 0.96 for 
positive outcomes and d = 0.76 for negative outcomes) 
approached the effect size of the outcome bias (d = 1.19;  
see also Figure 2 for means).  

These results cast doubt on the possibility that people 
are holding the agents accountable because of their 

ignorance, rather than because of their choice. Because 
the agents in Experiment 2 took appropriate steps to 
secure their knowledge, it is unlikely that participants 
believed their ignorance to be a moral failing.  

Experiment 3 
In Experiment 3, we addressed the possibility that 
participants in Experiments 1 and 2 were interpreting the 
agents’ choices as reflecting their goals—optimal 
decisions could have signaled a positive or beneficent 
intention, whereas suboptimal decisions could have 
signaled a negative or malevolent intention. Once again, it 
is unclear on this account why a highly suboptimal choice 
would not signal a worse intention than a moderately 
suboptimal choice. Nonetheless, we avoided this concern 
in Experiment 3 by specifying that the agents had either a 
positive intention (to achieve the morally mandated goal) 
or a negative intention (not to achieve it). If we continue 
to find similar effects across conditions, this would 
suggest that participants are relying on the efficiency of 
the agent’s choice in a behaviorist manner, rather than 
relying on inferences about the agent’s intentions. 

Method 
We recruited 335 participants from Amazon Mechanical 
Turk; 124 were excluded because they incorrectly 
answered one or more check questions. 

The vignettes were the same as those used in 
Experiment 2, except that a sentence was added 
immediately before the third sentence, specifying either a 
positive intent (e.g., “The doctor intends to choose the 
best treatment option for her patient”) or a negative intent 
(“The doctor does not intend to choose the best treatment 
option for her patient”). The design was thus 8 (vignette) 
x 3 (choice: Best, Middle, or Worst) x 2 (goal: positive or 
negative), with all factors between-subjects. The 
dependent measure was the same as in Experiment 2. 

On the following page, participants answered the same 
check questions used in Experiment 2, in addition to a 
third question about the agent’s intent (e.g., “Did the 
doctor intend to choose the best treatment option for her 
patient?”). As in the other experiments, participants were 
excluded for answering any check question incorrectly. 

2 

3 

4 

5 

6 

7 

Best Middle Worst 

B
la

m
e/

Pr
ai

se
 (1

-9
) 

Agent's Choice 

Positive Outcome 
Negative Outcome 

Figure 2: Results of Experiment 2. Bars represent 1 SE. 
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Results and Discussion 
Whether the agents had positive or negative intentions, 
participants assigned more praise (or less blame) to the 
optimal than to the suboptimal moral decision-makers, 
replicating the same pattern as Experiments 1 and 2 (see 
Figure 3). The difference in blame/praise judgments 
between Best and Middle was robust both when the agent 
had positive intentions [M = 5.11, SD = 1.72 vs. M = 3.95, 
SD = 0.99; t(76) = 3.66, p < .001, d = 0.83, BF10 = 56.4] 
and when the agent had negative intentions [M = 4.17, SD 
= 1.72 vs. M = 3.11, SD = 3.11, SD = 1.41; t(65) = 2.77, p 
= .007, d = 0.68, BF10 = 5.3]. Yet, just as in previous 
experiments, there was no difference in praise judgments 
between agents who chose Middle and those who chose 
worst, either for positively intentioned [M = 3.95, SD = 
0.99 vs. M = 3.87, SD = 1.55; t(68) = 0.27, p = .78, d = 
0.07, BF01 = 5.3] or negatively intentioned agents [M = 
3.11, SD = 1.41 vs. M = 2.78, SD = 1.17; t(71) = 1.09, p = 
.28, d = 0.25, BF01 = 3.3].  

Just as Experiment 2 showed that the effect of optimal 
versus suboptimal choice is of nearly comparable size to 
the effect of positive versus negative outcomes, we can 
compare the effect of optimal choice to the effect of 
intention. Although there was a sizeable effect of positive 
versus negative intention [M = 4.33, SD = 1.53 vs. M = 
3.30, SD = 1.53; t(209) = 4.89, p < .001, d = 0.67, BF10 > 
1000], the effect size of Best versus Middle difference 
was, if anything, even larger (d = 0.83 for positive 
intentions and d = 0.68 for negative intentions). 

Because similar effects of optimality were found in 
Experiment 3, even when the agents’ positive or negative 
intentions were specified explicitly, it seems that the 
effect of optimality is not due to tacit inferences about the 
agents’ goals. Together with Experiment 2, this seems to 
foreclose on the possibility that participants’ judgments 
were driven by mental state inferences. Instead, 
participants appear to use the Efficiency Principle in 
moral judgment, just as they do when they explain 
behavior in other domains (Johnson & Rips, 2014). 

   

General Discussion 
Our moral judgments depend on how we explain the 
behavior of moral agents. We often understand others’ 
behavior by mindreading or mental-state inference (e.g., 
Heider, 1958). But in other contexts, people seem to skip 
past inferences about mental states, instead predicting and 
explaining behavior based on information immediately 
perceptible in the world (Gergely & Csibra, 2003; 
Johnson & Rips, 2014). Do people also use such 
behaviorist or teleological thinking in moral judgment? 

The current studies show that people do. People reliably 
gave more lenient moral judgments to agents who acted 
optimally (choosing the best of three options, with respect 
to a morally laden outcome) than to agents who acted 
suboptimally, even though the agents were ignorant about 
the quality of the options. Further, the degree of 
suboptimality did not matter (choosing the second-best or 
worst of the options). This pattern reflects use of the 
Efficiency Principle—the expectation that agents will act 
optimally relative to their situational constraints (Dennett, 
1987). Yet, use of this principle was unjustified, because 
the agents were ignorant about these constraints. This 
pattern was replicated across six independent samples of 
participants (Experiments 1–3), and matches findings in 
previous studies of social cognition (Johnson & Rips, 
2014). These findings both demonstrate behaviorist 
reasoning (since people base their moral judgments on the 
ignorant agents’ choice) and pinpoint the Efficiency 
Principle as the mechanism (since people distinguish only 
between optimal and suboptimal choices).  

Could a less radical, mindreading-based account also 
explain these findings? First, could participants have 
imbued the agent with knowledge of the options, despite 
the wording of the vignettes? It is unlikely that 
participants were misreading the materials, because 
participants were asked explicitly whether the agent was 
knowledgeable, and participants answering this question 
incorrectly were excluded from analysis. But could 
participants have been making a subtler mistake, 
confusing their own perspective with that of the agent 
(Birch & Bloom, 2007)? This possibility is also unlikely, 
because it would also predict a difference between 
different suboptimal choices (i.e., between Middle and 
Worst), which was not found in any of the experiments. In 
fact, Johnson and Rips (2014) compared people’s 
inferences about knowledgeable and ignorant agents, and 
found that participants do distinguish between different 
suboptimal options when the agents are knowledgeable. 
(This finding also rules out the possibility that participants 
may have misinterpreted the probabilities because of a 
framing effect or probabilistic reasoning fallacy, since 
those fallacies would apply equally to reasoning about 
knowledgeable and ignorant agents.) 

Our experiments also addressed two other ways that 
participants’ moral judgments might be based on mental-
state considerations. Experiment 2 speaks against the 
possibility that participants were blaming participants not 
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for their actions, but for their ignorance. In that study, the 
agents were said to have undertaken extensive research in 
coming to their beliefs, so that they had done their due 
diligence. Furthermore, we conducted an additional 
follow-up study, finding that participants applied the 
Efficiency Principle even when they were told that the 
probabilities were literally unknowable. 

Experiment 3 addressed the possibility that people take 
the agents’ choices to tacitly signal their intentions. Note, 
however, that even this explanation would still involve 
behaviorist thinking in that the ignorant agents could not 
have used the decision qualities in forming their 
intentions. Nonetheless, participants continued to make 
efficiency-based moral judgments even when the agents’ 
intentions were explicitly stated in the vignettes. 

A final concern is that our experiments may lack the 
statistical power to detect an effect of the Middle versus 
Worst choice, because this effect may be smaller than the 
effect of Best versus Middle. Although the Bayes Factors 
favoring the null hypothesis speak against this possibility, 
we further ruled out this concern with a follow-up study, 
using a within-subjects design and tripled sample size per 
cell. This high-power study revealed an identical pattern. 

These results have implications for both moral 
psychology and for social cognition more broadly. In  
moral psychology, these results add efficiency to the set 
of heuristics that people use for moral reasoning 
(Sunstein, 2005). Further, they show that the role of 
behavior understanding in moral judgment goes beyond 
mindreading, to encompass the full range of tools that 
humans use for interpreting behavior (Dennett, 1987). 

More generally, these results reinforce the fundamental 
place of the Efficiency Principle in social cognition. 
Efficiency considerations have been shown to play a role 
in infants’ action understanding (Gergely & Csibra, 
2003), in the perception of animacy (Gao & Scholl, 
2011), in predicting agents’ spatial trajectories (Baker et 
al., 2009), and in lay theories of decision-making 
(Johnson & Rips, 2013, 2014, 2015). The current results 
underscore the central explanatory role of efficiency, by 
extending this principle to moral judgment.  

These results may also have widespread practical 
implications. Legal courts are often responsible for 
assessing culpability when a defendant was ignorant of 
some important aspect of their case. For instance, after the 
L’Aquila earthquake in Italy, six scientists were charged 
with manslaughter, even though it is impossible to 
accurately predict an earthquake (Cartlidge, 2009); and 
similar lawsuits have arisen in cases of negligence in 
gynecology and other medical practices, sometimes 
involving millions of dollars (e.g. Raghuveer, 2015). 

The current work found that behaviorist thinking 
accounts for moral judgments in the complete absence of 
mental state information—an especially strong test of the 
behaviorism hypothesis. Future work should explore how 
and to what extent behaviorist thinking interacts with 
mindreading in moral judgments, and in what ways it 

extends to other domains of social cognition (see Johnson 
& Rips, 2014 for initial proposals). 
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Abstract 

We present evidence that successful chunk formation during a 
statistical learning task depends on how well the perceiver is 
able to parse the information that is presented between 
successive presentations of the to-be-learned chunk. First, we 
show that learners acquire a chunk better when the 
surrounding information is also chunk-able in a visual 
statistical learning task. We tested three process models of 
chunk formation, TRACX, PARSER, and MDLChunker, on 
our two different experimental conditions, and found that only 
PARSER and MDLChunker matched the observed result. 
These two models share the common principle of a memory 
capacity that is expanded as a result of learning. Though 
implemented in very different ways, both models effectively 
remember more individual items (the atomic components of a 
sequence) as additional chunks are formed. The ability to 
remember more information directly impacts learning in the 
models, suggesting that there is a positive-feedback loop in 
chunk learning.  

Keywords: statistical learning; chunking; memory 

Introduction 
The formation of chunks is hypothesized to be a crucial 

aspect of cognition, perception, and learning (Gobet et al., 
2001). Chunks are a means of creating compressed 
encodings for frequently co-occurring inputs. The concept 
of chunking has been used to explain a wide range of 
psychological phenomena, including the advantages that 
expert chess players have in remembering the position of 
chess pieces on a board (Chase & Simon, 1973; Gobet & 
Simon, 1998), differences in the speed of retrieving 
successive letters of the alphabet (Klahr, Chase, & 
Lovelace, 1983), and the ability to remember more words 
when the words are part of familiar phrases (Simon, 1974). 
A core aspect of chunking is that it increases the number of 
items that can be stored in memory: It is possible to 
remember more individual letters if they are chunked into 
words, and more words if they are chunked into sentences.  

Statistical learning paradigms are well suited for 
investigating the conditions under which chunks are learned 
(Perruchet & Pacton, 2006). In a typical statistical learning 
task, a novel information stream containing latent structure 
is presented to a subject for a moderate length of time, and 
the subject is tested on how well they are able to learn the 
structure that generated the stream. Often this structure is 

explicitly in the form of chunks (e.g. Fiser & Aslin, 2001, 
2002).  

 A key part of statistical learning research is identifying 
the conditions under which chunking occurs. The 
foundational work focused on learning based on transitional 
probabilities (Aslin, Saffran, & Newport, 1998; Saffran, 
Aslin, & Newport, 1996), and much subsequent research has 
explored different constraints and biases that affect learning. 
A key theme from this research is that previous learning 
experience alters how new information is processed. 
Learners form expectations about the kind of structure that 
is present in an information stream from previous exposure 
to other streams (Lew-Williams & Saffran, 2012). This can 
cause them to fail to learn structures that are in conflict with 
their expectations (Gebhart, Aslin, & Newport, 2009). Prior 
learning can also improve subsequent learning. For 
example, acquiring non-adjacent dependencies is easier after 
first learning the adjacent dependencies (Lany & Gómez, 
2008).  

Memory constraints are an important factor in 
determining the success of learning new chunks. Frank and 
Gibson (2011) showed that statistical rule learning is 
improved in a variety of experimental paradigms when 
memory constraints are alleviated by presenting examples 
concurrently instead of sequentially. They hypothesize that 
this is because learners need to be able to remember enough 
items in order to extract the statistical regularities. However, 
it is unknown what functional role the memory constraints 
might play.  

Models of statistical learning vary on whether they 
include memory constraints and how such constraints are 
implemented. Models with memory constraints, either in 
terms of a limit on the number of input items that can be 
remembered or a limit on the number of internal states that 
the model can track, tend to fit human performance on word 
segmentation tasks better than models without such 
constraints (Frank, Goldwater, Griffiths, & Tenenbaum, 
2010). However, previous models have not explored how 
the learning process and the memory constraints might 
interact. Since statistical learning is hypothesized to involve 
chunk formation, and chunks are more efficient memory 
structures for encoding information, learning may have a 
cyclical effect: learning to chunk may reduce the memory 
constraints of encoding a sequence, allowing people to 
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remember more items and more easily extract the 
regularities. We tested this hypothesis in a simple 
experiment. 

Method 

We replicated and extended a classic result from temporal 
visual statistical learning (Fiser & Aslin, 2002). In the 
original experiment, subjects were exposed to a sequence of 
shapes, presented one at a time, with no overt task. 
Unbeknownst to the subjects, the sequence was formed by 
grouping the shapes into sets of three items (triples) and 
presenting the triples in a random order. We replicated the 
original experiment as a control condition, and also tested 
subjects’ ability to learn an individual triple when the other 
triples were scrambled. In both conditions, the target triple 
appears equally often and with equal frequency throughout 
the sequence. If learning chunks makes it easier to learn 
other chunks, then learners should show improved learning 
for the target triple in the condition with more triples. 

Participants 
41 people participated in the study via Mechanical Turk. 
Subjects were paid $1.25 for participation. Subjects were 
randomly assigned into either the four-triples (N = 21) or 
one-triple (N = 20) condition. 

Procedure 
Subjects completed the experiment in a web browser of their 
choice. The experiment was developed using the jsPsych 
software library (de Leeuw, 2015). 

The experiment consisted of an exposure phase and a test 
phase. During the exposure phase, subjects viewed a 
sequence of 300 images with the instructions to simply 
observe the shapes because they would be asked questions 
about what they saw. The sequence consisted of 12 unique 
shapes, modeled after the shapes depicted in (Fiser & Aslin, 
2002). The sequence was shown as an animation with 
shapes oscillating horizontally, moving behind an occluding 
rectangle in the center of the screen (see Fiser & Aslin, 2002 
for a visual depiction). It took one second from the point 
that a part of the shape appeared to the point that the shape 
was completely occluded again. The entire sequence lasted 
five minutes. 

In the four-triples condition, the shapes were grouped into 
four triples, with each shape belonging to one triple (figure 
1). The assignment of particular shapes to triples was 
randomized for each subject. The sequence was created by 
randomly ordering the triples, with the constraints that: (1) a 
triple could not occur twice in a row, (2) a triple could not 
occur more than twice before every other triple occurred at 
least once, and (3) all triples occurred exactly 25 times.  

In the one-triple condition, the sequence was created in a 
similar way, except that the order of three of the triples was 
randomized for each presentation of the triple. Thus, if one 
of the randomized triples was ABC, it would randomly 
appear as ABC, ACB, BAC, BCA, CAB, and CBA. One of the 

four triples was always presented as a consistent triple, 
maintaining its original order. In addition, three impossible 
triples were created for testing purposes. Impossible triples 
contained one shape from each of the three randomized 
triples. When the sequence was constructed, shapes that 
occurred in the same impossible triple could not occur 
sequentially. This constraint allowed for a comparable test 
in both conditions: a triple that was seen could be paired 
with a triple that was never observed.  

In the test phase, subjects were sequentially presented 
with two three-item sequences and asked to report which 
triple occurred more often during the exposure phase. Each 
three item sequence was presented in the same manner as 
the sequence during the exposure phase. There was a 1 
second gap between the two test sequences. Subjects were 
required to choose one of the sequences, even if they were 
unsure. There were 32 test pairs. In the four-triples 
condition, four impossible triples were created, where the 
probability of each item in the triple appearing adjacent to 
the other items during the exposure phase was 0. Each triple 
was tested against each impossible triple twice, once with 
the triple first and once with the triple second. In the one-
triple condition, we also created four impossible triples, as 
well as three low-probability triples. The impossible triples 
never occurred in the sequence, and the low-probability 
triples occurred rarely. We did not use any data from the test 
pairs that contained low-probability triples; they were 
merely created to make the testing phase the same length in 
both conditions, and to ensure that the frequency of 
individual shapes was identical in the testing phase.  There 

 
 

Figure 1: Shape stimuli used in experiment 1. In the four-
triples condition, stimuli were grouped into four triples 
(illustrated with solid boxes). In the one-triple condition, 
one triple appeared with the shapes in the same order   
throughout the sequence (solid box), and the rest of the 
stimuli appeared in groups of three but with a random order 
of the shapes inside the box during each appearance 
(dashed boxes) 
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were 24 trials containing low-probability triples, and 8 
containing the single triple compared with one of the four 
impossible triples.  

Results 
Subjects in the four-triples condition had an overall 

accuracy of 73.4% at identifying the triple they had seen 
before in the forced-choice tests, while subjects in the one-
triple condition were only 58.8% accurate (Figure 2). Thus, 
subjects in the four-triple condition were 14.8% more 
accurate at identifying the target triple, on average. 

We used a Bayesian data analysis model to estimate the 
difference in probability of a correct response between the 
two conditions. There are numerous reasons to favor 
Bayesian data analysis over conventional null-hypothesis 
significance testing (Kruschke, 2011), but a significant 
advantage in this particular application is the ability to 
naturally account for the different number of critical trials in 
each condition (32 for the four-triples condition and 8 for 
the one-triple condition). Each subject’s responses were 
treated as being generated from a binomial distribution with 
probability p and number of samples N. For subjects in the 
four-triples condition, N=32, and for subjects in the one-
triple condition, N=8. We estimated p as the sum of two 
random variables: pbaseline and pdifference. The baseline 
component estimated the overall mean probability of a 
correct response across conditions, and the difference 
component estimated the magnitude of the difference 
between conditions. The prior on pbaseline was a beta 
distribution with both shape parameters equal to 1, and the 
prior on pdifference was a normal distribution with the mean 
equal to 0 and the standard deviation equal to 1. These 
parameters represent vague priors that are appropriate to the 
scale of the data. We used MCMC sampling with the 
runjags R package to find the posterior distribution. The 
95% highest-density interval (HDI)1 for pdifference was 6.39% 
to 22.9%, with a mode of 13.4%. Thus, the model finds 
strong evidence that the four-triple group did indeed learn 
the triples better than the one-triple group2. 

Modeling 
The experiment found evidence that chunk learning is 

influenced by more than just the repeated presentation of a 
consistent set of items. The target triple was learned 
significantly better when the surrounding information was 
also generated from a triple-based structure. We tested three 
well-established process models of statistical learning to see 
if they predicted the difference in learning that we observed. 

                                                             
1 The range of parameter values containing 95% of the posterior 

where each value inside the HDI is more probable than those 
outside it. The HDI represents the most likely parameter values for 
the model given the data. 

2 A t-test of the difference in means also reached the same 
conclusion of a significant difference in accuracy, t(39)=2.2855, p 
= 0.028. 

Model descriptions 
We tested three models: PARSER, MDLChunker, and 

TRACX. We chose these models because they are process 
models that represent different approaches to sequence 
segmentation and chunk learning, and they all had 
publically available implementations that we could use. 
Importantly, the three models all deal with memory 
constraints in different ways. Here we briefly summarize 
each model to provide an intuition for how they work. Due 
to space constraints, please refer to the original source 
material listed in the heading for a more detailed 
explanation of each of the models. 

 
PARSER (Perruchet & Vinter, 1998). PARSER 
constructs an internal lexicon through an online chunk 
formation process. Candidate chunks are created through a 
random process as the model processes the input: PARSER 
selects a percept length of 1, 2, or 3 units (with the default 
parameter set). This percept becomes a candidate chunk.  
Frequently seen chunks are reinforced, while candidate 
chunks that are encountered rarely are forgotten. When the 
strength of an individual chunk rises above a threshold, then 
incoming information is shaped by the presence of the 

 
Figure 2: Experiment results. Top: Mean accuracy for the 
two conditions in experiment 1. Error bars show one 
standard error of the mean. The y-axis begins at chance 
performance (50%). Bottom: Posterior distribution of the 
estimated difference in the probability of a correct answer 
between conditions. Positive values indicate samples from 
the posterior in which the four-triples group was more 
accurate than the one-triple group. The 95% HDI is shown 
in black, with the limits labeled. 
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chunk. For example, if the incoming sequence is ABCD and 
PARSER selects a percept length of 2 and has no chunks, 
then the model will form a candidate chunk of AB. But if 
PARSER already has the chunks AB and CD and selects a 
percept length of 2, then the input sequence ABCD will be 
processed as AB/CD. This will result in both the AB and CD 
chunks being reinforced, as well as the formation of a 
candidate ABCD chunk. 
 
MDLChunker (Robinet, Lemaire, & Gordon, 2011). 
MDLChunker also creates an explicit internal lexicon, but it 
uses the minimum description length principle (Rissanen, 
1978) to guide the formation of new chunks. As 
MDLChunker processes a sequence, it checks to see if 
recoding the sequence using chunks would decrease the 
number of bits required to encode the sequence. 
Importantly, adding chunks increases the number of bits 
required to store the lexicon, and MDLChunker will only 
add a new chunk if the cost of adding the chunk to the 
lexicon is outweighed by the overall reduction in coding 
complexity of the sequence. We used the memory-
constrained version of MDLChunker (see section 7.3 of 
Robinet et al., 2011). Without memory constraints, 
MDLChunker checks the cost of adding a new chunk 
against all of the input that it has previously seen. The 
memory constraint imposes a limit, expressed in bits, for 
how much of the previous input can be retained by the 
model (and thus used in the calculation for adding a new 
chunk). Importantly, the memory cost is calculated based on 
the lexicon. Thus as the model gets more efficient at 
encoding the input, the absolute number of items in memory 
will grow. 
 
TRACX (French, Addyman, & Mareschal, 2011). 
TRACX is a connectionist model of chunk learning. The 
core of TRACX is an auto-associative network. The input 
layer represents two adjacent items (called the left- and 
right-hand items, with the left-hand item occurring 
temporally before the right-hand item) from the sequence, 
the hidden layer forms a compressed representation of the 
input, and the output layer recreates the input. Back-
propagation is used to adjust the weights so that the output 
better matches the input. The key innovation is that the 
network will use the hidden layer as the left-hand item in the 
next input when the error in reconstruction is low. Low 
reconstruction error occurs when the input is very familiar 
to the network, and thus is a candidate chunk. The 
distributed pattern of activity on the hidden layer is a 
representation of the chunk. Initially, TRACX will learn 
only two-item chunks, but as these chunks are learned and 
subsequently become part of the input, then longer chunks 
can also be learned. 

Method 
Model implementations. We used publicly available 
implementations of each of the three models. For PARSER 
and MDLChunker, we used the U-LEARN software from 

http://perruchet.jimdo.com/u-learn/. For 
TRACX, we used a JavaScript version of the model from 
https://github.com/YourBrain/TRACX-Web. 
We made no modifications to the model code. 
 
Procedure. We converted the sequences seen by 
participants in the experiment into strings of letters, with 
each shape being represented by a unique letter. The strings 
were 300 characters long. We used the exact same 
sequences seen by participants in the experiment. Each 
model was tested with 20 different four-triple sequences and 
20 different one-triple sequences. We used the default 
parameters for all models. 

 
Figure 3: Model results. Each of the three models has a 
different way of indicating how well the target chunk was 
learned, indicated on the y-axis. The distributions of the 
measurement values are shown in grey. PARSER produced 
a bimodal distribution in the one-triple condition, showing 
that the target triple was learned only some of the time. The 
box-and-whisker overlay is provided to show a 
representation of the central tendency. The dark line is the 
median, the boxes represent the range of values between the 
25th and 75th percentile of the distribution, and the whiskers 
show the range of data that is within the inter-quartile range 
(height of the box) times 1.5. Values outside this range are 
plotted as individual dots. 
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Each of the three models generates a different kind of 
output. PARSER and MDLChunker both construct lexicons 
containing explicit chunks. PARSER assigns a weight to 
each chunk, with higher scores being chunks that have 
greater weight. MDLChunker reports the number of bits 
needed to encode each chunk; smaller bit lengths represent 
chunks that are more strongly encoded. TRACX produces a 
network recognition error score for any given input chunk, 
but because the chunks are represented as distributed 
patterns there is no list of known chunks produced by the 
model. Instead, the model is queried with a particular chunk 
to see what the error rate is. Since our main interest was 
seeing if any of the models could fit the qualitative pattern 
and this only requires within-model comparisons, we did 
not attempt to equate these different output values between 
models. 

It was unclear how to link the various model’s outputs to 
performance on the forced-choice test. TRACX provided a 
relatively straightforward option, since the recognition error 
for any particular chunk can be tested. However, both 
PARSER and MDLChunker will never learn the foil items 
from the forced-choice test, since the transitional probability 
for each pair of shapes in a foil triple was 0. Thus, we 
decided it was best to investigate how well the target triple 
was learned, rather than looking at relative learning between 
the target triple and a foil triple that was impossible for two 
of the three models to have any sort of false confidence in. 
 
Results. PARSER and MDLChunker both showed better 
learning of the target triple in the four-triple condition than 
in the one-triple condition (PARSER: t(38) = 2.79, p = 
0.008; MDLChunker: t(38) = 3.14, p = 0.003). TRACX 
showed equivalent performance in both conditions, t(38) = 
0.05, p = 0.96. Figure 3 shows the distribution of model 
outputs for each condition. 

While both PARSER and MDLChunker matched the 
direction of the effect, PARSER’s performance seems to 
match the experimental data better. MDLChunker learned 
the target triple in every single run of the model, though the 
average bit length was lower in the four-triple condition. 
PARSER showed greater variability: PARSER learned the 
target triple in only 11 of 20 runs in the one-triple condition, 
but in 19 of 20 runs in the four-triple condition. PARSER’s 
occasional lack of learning maps onto the forced-choice data 
a bit more naturally than MDLChunker’s varying degrees of 
learning. PARSER might genuinely predict uncertainty 
between the target and foil triple when the target is not 
learned, but MDLChunker always learned the target to some 
degree. 

Discussion 
We presented results from an experiment designed to 
investigate how the learning of a chunk is influenced by the 
presence or absence of other chunk-able information. We 
found that a chunk was better learned when it was 
embedded in a sequence that was also chunk-able than when 
it was embedded in a more randomly generated sequence. 

We tested three process models on this task, and found that 
two of them, PARSER and MDLChunker, predicted a 
difference in learning between the two conditions, while the 
third, TRACX, did not. 

Why did PARSER and MDLChunker both match the 
direction of the effect, while TRACX showed equivalent 
performance in both conditions? The key difference seems 
to be the way that memory constraints are implemented in 
the models. PARSER and MDLChunker both share a 
common feature: As the models learn to chunk the input 
sequence, the relative strength of the memory encoding for 
individual chunks increases. In both models, this effectively 
leads to a longer lasting memory for previously seen 
chunks. The longer memory span improves learning for 
individual chunks, as they seem to be more frequent from 
the perspective of the memory-limited model. We’ll 
illustrate this by walking through each model. 

PARSER processes a sequence in sets of 1, 2, or 3 units at 
a time. The number of units is randomly selected at each 
model step. Consider the sequence ABCGHIDEFABC. If 
PARSER contains no chunks, and randomly selects to see 3 
items, then the input on this step will be A/B/C. But, if 
PARSER has already learned the chunks ABC, GHI, and 
DEF, then the input would be ABC/DEF/GHI. In both 
cases, the chunk ABC will be reinforced, increasing its 
weight in memory. However, on the next step, the version 
with no chunks will see the input G (supposing that 
PARSER randomly chooses 1 unit as the input), and the 
ABC chunk will decay slightly in memory. The version with 
chunks will see ABC again, since it has already processed 
the first nine items in the sequence, reinforcing ABC even 
further. When PARSER is able to chunk the input sequence, 
it can process the input in fewer model steps, as shown by 
this toy example. This has the effect of accelerating the 
exposure rate of chunks.  Since the decay rate of items in 
memory is fixed to the number of model steps, an individual 
chunk will experience less decay between successive 
presentations when the intermediate sequence is chunk-able. 
This process could equivalently be thought of as decreasing 
the decay rate of stored items when the incoming items are 
chunks.  PARSER, in essence, behaves like it has a longer 
lasting memory when the input sequence is chunk-able than 
when it is not. 

MDLChunker ends up with functionally similar behavior, 
but through a different kind of memory limitation. In 
MDLChunker, the minimum description length (MDL) is 
calculated on a set of two components: the set of chunks the 
model has stored in its lexicon, and the input sequence 
coded in terms of the chunks in the lexicon. The bit length 
of an individual chunk depends on the relative frequency of 
that chunk in memory. In the one-triple condition, the 
optimal encoding would be one triple and nine singletons, 
so the relative frequency of the triple will be, on average, 
1/10. In the four-triple condition, the optimal encoding 
would be four triples, and the relative frequency of the 
target triple would be 1/4. Since the bit length of an 
individual chunk depends on its frequency in memory, the 
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bit length of the target chunk is smaller when the 
surrounding sequence also contains chunks. If we take bit 
length to indicate relative strength of encoding, then the 
target chunk will have a stronger encoding in the four-triple 
condition, due to an increase in relative frequency. 

TRACX, in contrast, has no explicit memory storage nor 
any explicit forgetting parameter. TRACX also processes a 
sequence at a rate of one item per step regardless of 
previous learning. Memory constraints in TRACX will 
depend on interference in learning connection weights. 
Thus, TRACX lacks the kind of mechanism that we 
hypothesize might be responsible for the observed effect. 

This interpretation of the model results makes a key 
prediction: The reinforcement schedule necessary for 
successful chunk learning depends on the complexity, 
defined in terms of the perceiver’s internal 
model/representation, of the information that is seen in 
between successive presentations of the chunk.  When the 
information between successive presentations of a chunk is 
highly compressible, then less frequent presentations are 
necessary to support chunk formation. However, when the 
information between sequences is unpredictable, then more 
frequent presentations of the chunk are necessary in order 
for learning to take place. This prediction can be tested 
empirically in future work. 
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Abstract 

The evidence concerning the level at which learned CP 
effects occur is complex.  The goal of this study was to use 
a different approach to this question by manipulating the 
abstractness of the information available for distinguishing 
pairs of items in an XAB task, and the presence or absence 
of a short task-filled delay between X and AB.  Participants 
engaged in XAB trials containing a mixture of trials with 
and without the delay task before and after standard training 
to classify visual texture stimuli into two categories.  
Training improved discrimination of pairs differing on the 
category-relevant dimension whether within- or between-
category, but not on pairs differing only on non-category 
relevant low level features.  In addition, only successful 
learners in the post-training trials avoided decreased 
discrimination accuracy due to the delay task, suggesting 
that they formed more stable representations.  However, this 
effect was not limited to pairs varying in category-relevant 
ways. 

Keywords: Categorization; categorical perception; 
compression; expansion; learning; discrimination; bottom-up; 
top-down; dimensions; interference. 

Introduction 
Learning to place objects into novel categories affects the 
way those objects are judged and how well they can be 
discriminated from one another.  These so-called learned 
categorical perception (CP) effects are well established 
(e.g., Goldstone, 1994; Livingston, Andrews, & Harnad, 
1998), but there are several major unresolved issues 
concerning their fundamental nature.  For example, learned 
CP effects always involve better sensitivity to variations in 
items that are from different categories than variations in 
items that are from the same category. However, there are 
several distinct patterns of learning that result in the relative 
advantage for between-category pairs. The changes in 
sensitivity could be localized to the boundary between 
categories, resulting in heightened sensitivity to variations 
that cross a category boundary or decreased sensitivity to 
variations that do not cross a boundary. Or the changes 
could be at the level of perceptual dimensions, with 
increased sensitivity to any changes along category-relevant 
dimensions and/or decreased sensitivity to changes along 

category-irrelevant dimensions, regardless of whether or not 
the stimuli are in different categories. Some researchers 
apply the term “learned CP” only to the boundary specific 
effects known as compression (reduced sensitivity to 
differences among within-category stimuli) and expansion 
(enhanced sensitivity to differences among between-
category stimuli) (e.g., Folstein, Palmeri, & Gauthier, 2014). 
 Dimensional sensitivity changes that are not restricted to 
the category boundary are often referred to as acquired 
equivalence (reduced sensitivity to a category-irrelevant 
dimension) and acquired distinctiveness (enhanced 
sensitivity to a category-relevant dimension).  In what 
follows, we will take the term “learned CP” to include all of 
these. 

An important issue in learned CP research is the locus of 
the learning effect: is it a perceptual effect – do people 
actually see stimuli in different ways after learning to 
categorize? – or is the effect post-perceptual? There is 
mixed evidence as to whether CP is perceptual. We believe 
the multifaceted nature of learned CP is complicating efforts 
to understand the mechanism(s) underlying the 
phenomenon. Part of the apparent controversy may simply 
be that different studies of CP are isolating different kinds 
of learning, such as boundary effects vs. dimension-wide 
effects, which may differ in the level at which they occur.  

For example, Goldstone and Hendrickson (2009) argue 
that effects occur at multiple levels based on evidence from 
studies using vastly different methodologies.  For example, 
studies of speakers of languages with distinct color terms 
such as “blue” and “green” show faster discrimination of 
boundary-straddling stimuli than speakers of languages that 
lack distinct terms, but the fact that these effects appear to 
be strongest when stimuli are presented to the right visual 
field/left hemisphere and are disrupted by verbal 
interference suggests that the effects are not deeply 
perceptual.  On the other hand, evidence that objects in the 
same category are judged to be more similar not only to 
each other but also to a neutral, non-categorized object 
suggests a representational change that is not label-based 
(Goldstone et al., 2001).  In addition, Notman, Sowden, and 
Özgen (2005) showed that a strong expansion effect 
observed for participants who learned to categorize oriented 
line gratings did not transfer to stimuli of varying 
orientations, suggesting that the learned CP effect occurred 
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relatively early in visual processing.  Yet Roberson, Hanley, 
and Pak (2008) found no evidence of greater sensitivity in 
terms of absolute discrimination thresholds for JNDs at 
color category boundaries for groups demonstrating 
category boundary CP effects. 

This issue has been framed in a variety of ways:  auditory 
vs. phonetic (category-based) processing in speech CP (e.g., 
Gerrits & Schouten, 2004), visual vs. verbal/categorical 
codes in color CP (e.g., Hu, Hanley, Zhang, Liu, & 
Roberson, 2014), strategic judgment bias vs. altered object 
description (Goldstone, Lippa, & Shiffrin, 2001), bottom-up 
vs. top-down effects of category knowledge, and so on.  As 
suggested above, a great deal of empirical evidence can be 
found to support both sides of this opposition, but it is rarely 
definitive for a number of different reasons.  For example, if 
top-down effects are extremely rapid, they may be very 
difficult to distinguish behaviorally at least from bottom-up 
effects, and if both types of process are occurring 
simultaneously, they may be difficult to disentangle. 
 Effects found with known categories may not occur in the 
process of learning new ones. 

It seems likely that one variable of importance in 
producing learned CP at different levels is the type of 
stimulus variation that occurs.  This study represents a 
preliminary attempt to clarify the role of different types of 
information in learned CP by distinguishing among different 
levels of variation within the stimuli themselves and 
measuring how sensitivity to these kinds of variations 
changes as a result of category learning.  At least three 
levels can be identified:  low-level (essentially random) 
details completely unrelated to category membership; 
abstracted perceptual dimensions that may or may not be 
related to category membership; and category membership 
itself.  These form a hierarchy of abstractness, with each 
level incorporating the one(s) below it; for example, items 
differing in category membership will also differ both 
dimensionally and in their randomly varying low-level 
details.   The low-level details depend most heavily on 
bottom-up processing and category labels are most clearly a 
top-down information source, while abstracted perceptual 
dimensions fall somewhere in between.  Changes at the 

levels of perceptual dimensions and category membership 
could produce learned CP, but the underlying mechanism of 
learning might look different in each case. Learning based 
solely on category membership might produce category-
boundary-specific effects, while changes in the salience of a 
perceptual dimension would result in an acquired 
distinctiveness effect. Our stimulus set allows both kinds of 
learning to take place. Whether both kinds of learning 
actually happen is an empirical question. 

To further bolster the ability of the experiment to 
distinguish between different components of learned CP, we 
sometimes use a task-filled delay during the discrimination 
task used to test for effects of category learning.  The 
rationale for this is that the delay manipulation should 
interfere most with remembering bottom-up information and 
least with remembering category-level variation.  If learned 
CP is the result of acquiring strictly category-level 
information, then the delay should not affect trials where 
category-level information varies, but should affect other 
trials. If learned CP involves changes in perceptual 
representations of the stimuli, performance after training on 
trials with category-relevant feature variation should be less 
sensitive to the delay. An early demonstration of this sort 
was provided by Pisoni (1973), who showed that within-
category vowel discrimination accuracy was inversely 
related to the length of a delay of up to 2 seconds, while 
between-category accuracy was unaffected, because the 
former relied on auditory short-term memory while the 
latter relied on phonetic categories.  More recently, Pilling, 
Wiggett, Özgen, and Davies (2003) tested color CP effects 
using a 5 second delay during discrimination trials that 
contained no task, a visual interference task, or a verbal 
interference task and found that only verbal interference 
ever disrupted CP for between-category comparisons, and 
then only if different delay conditions were blocked.  Pilling 
et al. took their results to support the view that 
linguistic/categorical codes caused the observed CP effects. 

 
 

 
Figure 1: Example stimuli. The proportion of each microfeature is shown below the stimulus. The relative proportion of 
microfeature 3 to microfeature 4 (the category relevant dimension) increases from left to right. The two leftmost stimuli were 
categorized as being created by Jennifer, while the rightmost stimuli were created by Nancy. 
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Method 
Participants 
We recruited 59 undergraduate students to participate in the 
experiment in exchange for course credit. 
 
Materials 
Stimulus materials were modeled on those used by Pevtzow 
and Harnad (1997).  Each stimulus consisted of 1600 
microfeatures arranged in a 40 x 40 grid. The total size is 
320 x 320 pixels.  Each microfeature is an 8 x 8 image, with 
30 pixels (out of 64) colored black. Each colored pixel is 
adjacent to at least one other colored pixel.  A total of four 
different microfeatures were used (see Figure 1).  For each 
stimulus, half of the microfeatures consisted of equal 
numbers of microfeatures 1 and 2 (so 400 of each, or 25% 
and 25% of the total).  Two categories of stimuli were 
created by varying the proportions of microfeatures 3 and 4 
in each stimulus as follows:  for category 1 (art by Jennifer), 
 10%/40% or  20%/30%; for category 2 (art by Nancy), 
30%/20% or 40%/10%.  Thus category 1 stimuli contained 
fewer instances of microfeature 3 and more of microfeature 
4 than category 2 stimuli.  See Figure 1 for sample items 
from each category. 

The location of the microfeatures varied from 
presentation to presentation and was random except for the 
top 3 and bottom 3 rows, which were kept identical in all 
stimuli to discourage fixation strategies. Each feature was 
equally represented in these 6 rows and the particular 
pattern of the six rows was randomly generated for each 
individual subject but consistent within a particular subject. 

Due to the nature of the stimulus features in relation to the 
categories, items can differ from one another in up to three 
different ways:  (1) low level only (“L”), i.e., specific 
location of all microfeatures, which is not relevant to the 
category distinction in any way; (2) value on the category-
relevant dimension (“L+D”), which is the relative 
proportions of microfeatures 3 and 4, and (3) category 
membership (“L+D+M”).  Note that all items differ on the 
irrelevant variation (hence the “L” in all the pair type 
names) and only between-category pairs differ on all three 
types of variation. 

Procedure 
The experiment was created using the jsPsych platform (de 
Leeuw, 2015). Subjects completed the experiment using the 
Chrome web browser in a laboratory setting. The browser 
was displayed in full-screen mode so that only experiment-
relevant material was on the display. 
   The task used to assess learned CP effects consisted of 
displaying one stimulus (X) for 1500 ms followed by a pair 
of stimuli (AB) side by side, one of which was identical to 
X.  The position of the stimulus that was identical to X 
varied randomly.  AB was shown until the participant 
responded. 

Participants were told that they would be viewing and 
judging pieces of digital art.  A pre-training, training, post-

training design was used, with pre- and post-training 
consisting of XAB trials, half of which were standard (i.e., 
exactly as described above) and half of which contained a 6 
s delay between X and AB.  During the delay the participant 
was asked to track the location of a dot in a 5 x 5 grid and 
click on the last square in which it appeared.  

Pre-training consisted of 3 blocks of 24 XAB trials, where 
each block contained equal numbers of three pair types 
defined according to the types of variation described above: 
 pairs differing only on irrelevant variation (L), pairs 
differing also on the category relevant dimension (L+D), 
and between-category pairs (L+D+M).  For each of those 
pair types, there were equal numbers of trials with and 
without a task-filled delay, presented intermixed in a 
random order. 

To facilitate learning the categories, participants were 
initially shown 5 different pairs of stimuli described as 
artwork by two different artists, Nancy and Jennifer, to 
familiarize them with the category-relevant and irrelevant 
variation among the stimuli.  This was followed by 200 
training trials, divided into 10 blocks of 20 trials each, with 
each of the 4 values of the category-relevant dimension 
(10%/40%, 20%/30%, 30%/20%, 40%/10%) represented 5 
times and the 20 items presented in a random order.  On 
each trial, a stimulus was presented until the participant 
responded by pressing one of two keys on a computer 
keyboard to indicate if the artist was Nancy or Jennifer. 
 Feedback was provided on each trial and at the end of each 
block. 

At the conclusion of training, the post-test was conducted 
with a procedure identical to that of the pre-test and using 
the exact same item pairs randomly reshuffled. 

 
Figure 2: Classification accuracy of learners and non-
learners over the course of training. 
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Results 
Category Learning 
There was substantial variability in performance on the 
category-learning task. Some subjects learned the correct 
categorization almost immediately, presumably from the 
examples shown immediately before the first block of 
training. Some subjects never learned to categorize the items 
correctly, and remained at chance levels of performance 
throughout the entire training session. Some subjects 
showed low initial performance, but improved throughout 
the training and were competent categorizers by the end of 
training. 

Because the presence of CP effects depends on successful 
category learning, we divided the subjects into a learning 
group and a non-learning group. The criterion for being in 
the learning group was an overall accuracy of 80% or above 
on the last two blocks of the categorization training.  There 
were 24 subjects in the learning group (mean accuracy = 
85.4%, SD = 4.5%), and 33 subjects in the non-learning 
group (mean accuracy = 60.2%, SD = 11.4%); see Figure 2. 

 
Delay Task 
Accuracy on the intermediate delay task was quite high 
overall (M = 92.7%, SD = 11.7%). Two subjects had an 
accuracy level below 80% (65.3% and 18.1%). These 
subjects were removed from the subsequent analysis. 
 
CP Effects and Effects of Delay 
Using the dependent variable of proportion correct on XAB 
trials, a  2 (learner/non-learner) X 3 (pair type: 
L/L+D/L+D+M) X 2 (pre/post) X 2 (delay task/no delay 
task) ANOVA was conducted:, with repeated measures on 
all but the first factor.  This yielded main effects of learning, 
F(1, 55) = 8.966, p = .004, ηp

2 = .140, with learners being 
more accurate (M = .671, SD = .098) than non-learners (M = 
.593, SD = .098); pair type, F(2, 110) = 3.855, p = .024, ηp

2 
= .065, with L+D+M pairs more accurate (M = .651, SD = 
.121) than L+D pairs which were more accurate (M = .633, 
SD = .113) than L pairs (M = .612, SD = .113); and delay, 
F(1, 55) = 17.107, p < .001, ηp

2 = .237), with delay causing 
lower accuracy (M = .608, SD = .098) than no delay (M = 
.656, SD = .121). 

Of greater interest were two interactions that were 
obtained:  Pair type interacted with pre/post, F(2, 110) = 
3.746, p = .027, ηp

2 = .064).  As shown in Figure 3, 
discrimination performance after category training was 
higher on L+D+M and L+D pairs but not L pairs, a pattern 
consistent with expansion and/or acquired distinctiveness 
learned CP effects. 

In addition, there was a significant three-way interaction 
between learning, pre/post, and delay, F(1, 55) = 4.283, p = 
.043, ηp

2 = .072).  As shown in Figure 4, relative to no 
delay, the delay lowered discrimination accuracy for non-
learners both before and after category training, but only 
lowered discrimination accuracy for learners before 

category training.  However, this was true regardless of pair 
type as the four-way interaction was not significant. 

Discussion 
This study was designed to provide evidence on two 
questions:  First, how does category training change 
people’s sensitivity to different kinds of features, i.e., 
features at different levels of abstraction and category-
relatedness? And second, are people better at remembering 
different kinds of features after category training 
(suggesting that they formed more stable strategies for 
encoding these aspects of the stimuli)?  The three kinds of 
features examined here were hierarchically nested and 
consisted of low-level details (L), the category-relevant 
dimension (L+D), and category membership (L+D+M). 

On the first question, category training led to improved 
discrimination performance on L+D and L+D+M pairs but 
not L pairs, suggesting greater reliance on higher level than 
purely bottom up information in the stimuli.  This isn’t 
surprising since the low level information wasn’t relevant to 
the categories, but does show that experience with that low 
level information, which is relevant to the XAB task, does 
not lead to improvement based on its use alone.  In addition, 
this effect was obtained irrespective of category learning 
success.  Also, the fact that both L+D and L+D+M pairs 
showed improvement to about the same extent may mean 
that sensitization to the category-relevant dimension, rather 
than the use of category-level information per se such as the 
label, was driving the improved performance because the 
additional feature of category membership did not improve 

 
 
Figure 3: Discrimination accuracy as a function of pair type 
both pre and post category training. 
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learning more than just the variation along the category 
relevant dimension. 

On the second question, the data suggested that learners 
formed more stable representations than non-learners, 
resulting in no effect of the delay task on XAB performance 
in the post-category training test for learners.  Yet this effect 
did not differ according to pair type, occurring equally for 
L, L+D, and L+D+M pairs. We originally expected that the 
delay would interfere most directly with the discrimination 
of L pairs given the previous findings that a delay interfered 
most with lower-level information (Pisoni, 1973). 
 However, it’s possible that successful category learning 
also enhanced sensitivity to the low-level irrelevant 
variations, perhaps because they overlap with the category-
relevant dimension, in such a way as to allow for a more 
effective means of remembering the stimuli during the XAB 
task. One hypothesis along these lines is that learners may 
have learned to selectively attend to the microfeatures that 
define the category relevant dimension, making it easier to 
encode the low-level variation of the stimulus by reducing 
the number of microfeatures that were encoded. This would 
suggest that learners did not simply encode the abstract 
category-relevant dimension, but rather encoded perceptual 
features of the stimulus that were directly relevant to the 
category-relevant dimension. This hypothesis could be 
tested by creating additional pairs for the XAB task that 
varied only in the location of the microfeatures that are not 

part of the category-relevant dimension. This new condition 
would allow us to distinguish between the learning of 
different low-level features depending on whether or not 
those features are related to the category-relevant variation.  

The main puzzle posed by the results is that category 
training seems to result in an overall boost in the 
discriminability of pairs that vary along the category-
relevant dimension but not pairs that vary in only category-
irrelevant ways, yet learners show an overall increase across 
all pair types in discriminability with the delay task. One 
explanation is that the distinction between learners and non-
learners is inexact; any arbitrary cutoff between learners and 
non-learners will be noisy. It’s likely that there are a non-
trivial number of people who learned some aspect of the 
category structure in the non-learning group. This, coupled 
with the fact that the effect sizes for changes related to 
specific kinds of variation were relatively small, could 
partially explain why there was no interaction between 
successful learning and improvement on each of the types of 
variation.  

While we found evidence that successful category 
learning altered the way that individual stimuli are 
remembered, the mechanism for this change remains 
unclear in light of the non-interaction between the delay task 
and the type of variation of the XAB pairs (L vs. L+D vs. 
L+D+M). In addition to the idea of introducing another kind 
of pair type variation, two other aspects of our methodology 
could be easily modified to further probe this pattern of 
results: the task during the delay and the sequence of XAB 
trials. 

The task used in this study during the delay was a visual 
task; the role of labeling in category-trained performance on 
the XAB task could be addressed by using a verbal task 
during the delay.  Pilling et al. (2003) showed that verbal 
but not visual interference during discrimination trials 
removed the between-category advantage.  However, they 
also showed that this was only true if the different types of 
interference were blocked; when they were intermixed, the 
learned CP effect remained. This suggests that people are 
strategic in their use of category information. When they 
have expectations that category labels will be challenging to 
remember, they opt for using the non-verbal aspects of the 
stimulus to do the discrimination task. As Pilling et al. note, 
however, non-verbal does not necessarily mean low level, a 
point that receives support from studies showing that 
categories can be learned, and CP effects produced, in the 
absence of verbal labels (e.g., Andrews, Livingston, Sturm, 
Bliss, & Hawthorne, 2011; Wolff & Holmes, 2012.) 

We can manipulate potential strategic uses in our study by 
altering the sequence of XAB trials. In our design, trials 
with the visual task were intermixed with trials having no 
delay, and this may have influenced the strategies 
participants used.  If trials were blocked, participants might 
develop strategies specifically suited to immediate versus 
delayed discrimination. If participants know that they will 
have to remember the stimulus during a delay task, they 
may choose to focus more on easily compressible aspects of 

 
Figure 4: Discrimination accuracy as a function of presence 
or absence of a delay task for learners and non-learners both 
pre and post category training. 
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the stimulus, such as higher-level category features. 
Conversely, if they expect to be able to make their judgment 
immediately, they may focus on more concrete perceptual 
details (especially since category-level information is more 
inferential and easier to get wrong). 
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Savvy software agents can encourage the use of
second-order theory of mind by negotiators

Harmen de Weerd, Eveline Broers, Rineke Verbrugge
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Abstract
In social settings, people often reason about unobservable
mental content of other people, such as their beliefs, goals,
or intentions. This ability helps them to understand and pre-
dict the behavior of others. People can even take this abil-
ity further, and use higher-order theory of mind to reason
about the way others use theory of mind, for example in
’Alice believes that Bob does not know about the surprise’.
However, empirical evidence suggests that people do not
spontaneously use higher-order theory of mind in strategic
games. In this paper, we let participants negotiate with com-
putational theory of mind agents in the setting of Colored
Trails. We find that even though participants are unaware of
the level of sophistication of their trading partner, within a
few rounds of play, participants offers are more indicative
of second-order theory of mind reasoning when their trad-
ing partner was using second-order theory of mind as well.

Keywords: theory of mind; social cognition; negotiation;
strategic games

Introduction
In social settings, people reason about unobservable mental
content, such as beliefs, desires, and goals, to predict and in-
terpret the behavior of others. This theory of mind (Premack
& Woodruff, 1978) allows people to reason explicitly about
the goals of others, such as deciding whether the behavior of
others is accidental or intentional. Empirical evidence from
second-order false belief tasks (Perner & Wimmer, 1985;
Miller, 2009) reveals that people are also capable of reasoning
about the theory of mind of others. People use second-order
theory of mind when they reason about the beliefs others have
about the beliefs of yet other people, and realize that such
nested beliefs can be incorrect. Second-order theory of mind
allows people to form nested beliefs such as “Alice believes
that Bob does not know about the surprise party”, and use
these beliefs to interpret and predict Alice’s behavior.

While participants readily use second-order theory of mind
reasoning in the second-order false belief task, empirical ev-
idence suggests that in strategic games, participants do not
appear to make spontaneous use of higher-order (i.e. at
least second-order) theory of mind (Hedden & Zhang, 2002;
Camerer et al., 2004; Wright & Leyton-Brown, 2010; Goodie
et al., 2012). Over a range of unrepeated single-shot games,
Camerer et al. (2004) estimate the distribution of the level of
sophistication used by human participants. They find that par-
ticipant reasoning is typically limited to the use of zero-order
or first-order theory of mind. Only few participants are found
to be well-described as higher-order theory of mind reasoners
(Wright & Leyton-Brown, 2010). When games are repeated,
participants can successfully adjust their level of reasoning to
accurately predict the behavior of other theory of mind rea-
soners (Hedden & Zhang, 2002; Zhang et al., 2012; Goodie

et al., 2012; Meijering et al., 2010, 2011, 2014; De Weerd
et al., 2014; Devaine et al., 2014), although participants typi-
cally need many trials before their behavior is consistent with
higher-order reasoning.

In this paper, we investigate human-agent interactions in
the influential Colored Trails setting, introduced by Grosz,
Kraus, and colleagues (Lin et al., 2008; Gal et al., 2010)1,
which provides a useful test-bed to study how different as-
pects of mixed-motive settings change interactions among
agents and humans. In previous work in this negotiation
setting, we presented a computational model for theory of
mind agents to study the effectiveness of higher-order the-
ory of mind reasoning (De Weerd et al., 2013). We found
that the use of first-order and second-order theory of mind al-
lows software agents to balance competitive and cooperative
aspects of the game. This way, the use of theory of mind pre-
vents negotiations from breaking down the way they do for
agents without theory of mind. In the current paper, we use
these agents to determine to what extent human participants
reason at higher orders of theory of mind, by letting software
agents interact directly with human participants.

Colored Trails
The game we study in this paper is a variation on the influ-
ential Colored Trails game. Colored Trails is a board game
designed as a research test-bed for investigating decision-
making of people and software agents (Lin et al., 2008; Gal et
al., 2010). We consider a specific setting in which two nego-
tiating agents alternate in making offers. We have previously
used this setting to test the effectiveness of higher-order the-
ory of mind in negotiations (De Weerd et al., 2013).

The game is played on a square board consisting of 25 pat-
terned tiles, like the one depicted in Figure 1a. At the start of
the game, each player receives a set of four patterned chips,
selected at random from the same four possible patterns as
those on the board. Each player is initially located on the
center tile of the board, indicated with the letter S in Figure
1b. The goal of each player is to reach their personal goal
location, which is drawn randomly from the board tiles that
are at least three steps away from the initial location (gray
tiles in Figure 1b). To move around on the board, players use
their chips. A player can move to a tile adjacent to his current
location by handing in a chip of the same pattern as the des-
tination tile. Figure 1a shows an example of a Colored Trails
board as well as a possible path across the board. A player
following the path from location A to the blank tile marked B

1Also see http://coloredtrails.atlassian.net/wiki/
display/coloredtrailshome/.
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(a) (b)

Figure 1: In Colored Trails, players spend chips to move
around on a 5 by 5 board. (a) To follow the path from lo-
cation A to location B, a player needs to hand in one blank,
one striped, and one dotted chip. (b) Each player is initially
located on the central tile S and is assigned a goal location
drawn randomly from the gray tiles.

would have to hand in one striped chip, one dotted chip, and
one blank chip.

Players are scored based on their success in reaching their
goal location. Each player receives 50 points at the start of the
game. If the player successfully reaches his goal, he receives
an additional 50 points. However, if the goal is not reached,
10 points are deducted from the player’s score for each step
needed to reach the goal location. Finally, any chip that has
not been used to move around the board is worth an additional
5 points to its owner. For example, consider the situation
in Figure 2, and suppose that player i has goal location G.
With his initial set of chips, player i can obtain a score of 50
points. However, if player i would receive one of agent j’s
blank chips, he could obtain a score of 110 points.

To get closer to their goal location, players can trade chips
with their co-player. To capture the dynamic aspect of nego-
tiation, trading among players takes the form of a sequence
of alternating offers. When a player makes an offer to re-
distribute the chips a certain way, his trading partner decides
whether or not to accept this offer. If the offer is accepted,
the proposed distribution of chips becomes final, the players
move as close to their respective goal locations as possible,
and the game ends. Alternatively, the trading partner may de-
cide to withdraw from negotiations, which makes the initial
distribution final. As a third option, the trading partner may
decide to continue the game by rejecting the current offer and
making his own offer for a redistribution of chips.

There are no restrictions on the offers that players can
make. For example, a player is allowed to repeat an offer that
has been previously rejected by his trading partner, or make
an offer that he has previously rejected himself. However, the
game ends if six offers have been rejected. In any game, each
player can therefore make at most three offers. If a game ends
because the maximum number of offers has been exceeded,
the initial distribution of chips becomes final.

Although a player’s score is based only on how closely he
approaches his own goal, Colored Trails is not a purely com-

petitive game. Since a player may need a different set of chips
to achieve his goal than his trading partner, there may be an
opportunity for a cooperative trade that allows both players
to obtain a higher score. That is, although the score of a
player does not depend on how closely his trading partner
approaches his goal location, players can still benefit from
taking into account the goal of their trading partner. Impor-
tantly, however, Colored Trails is a game of imperfect infor-
mation: while players know what chips are in possession of
their trading partner, they do not know the goal location of
their trading partner at the start of the game.

In this paper, we investigate to what extent human partici-
pants reason using higher orders of theory of mind when play-
ing Colored Trails with a software agent as trading partner,
and to what extent participants adjust their level of theory
of mind reasoning in response to the behavior of their trad-
ing partner. Since simulation experiments with agents have
shown that second-order theory of mind can help agents to
avoid negotiation failure and balance cooperative and com-
petitive aspects of the game (De Weerd et al., 2013), the Col-
ored Trails setting may facilitate theory of mind reasoning in
human participants as well.

Theory of mind software agents
The theory of mind agents presented here as trading part-
ners of human participants are adapted from De Weerd et
al. (2013) to allow for games with a known finite horizon.
That is, the computational agents know that the game cannot
last more than six turns. In this section, we describe the way
these make use of theory of mind. The mathematical details
of these agents can be found in De Weerd et al. (2013).

Zero-order theory of mind
A zero-order theory of mind (ToM0) agent is unable to reason
about unobservable mental content of its trading partner, in-
cluding its goal location. Instead, a ToM0 agent models the
behavior of its trading partner in terms of the offers that the
trading partner is willing to accept. Based on previous experi-
ence in the Colored Trails game, a ToM0 agent constructs be-
liefs about the likelihood that certain offers will be accepted
by the trading partner. For example, over repeated games, a
ToM0 agent will learn that the trading partner rarely accepts
offers that assign few chips to the trading partner, while of-
fers that assign many chips to the trading partner are accepted
with a high frequency.

Using these zero-order beliefs, a ToM0 agent can calculate
the expected gain of making a particular offer, and choose the
action that the agent expects to yield it the highest gain. Based
on the actions of the trading partner, the ToM0 agent then up-
dates its zero-order beliefs. This way, the ToM0 agent can
play Colored Trails without attributing any mental content to
others. In particular, although the ToM0 agent’s zero-order
beliefs eventually reflect the desires of its trading partner, the
ToM0 agents cannot reason about such desires explicitly.

In terms of negotiation strategies, the ToM0 agent engages
purely in positional bargaining (Fisher & Ury, 1981), by rea-
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Figure 2: Example of a negotiation setting in Colored Trails.
Agent j offers to trade the striped chip owned by agent i
against the dotted chip owned by agent j. Since this trade
would make it harder for agent i to reach his goal location
(tile G), agent i will reject this offer. The goal location of
agent j is not shown.

soning only about offers and the likelihood that these offers
will be accepted by its trading partner.

First-order theory of mind
In addition to its zero-order beliefs, a first-order theory of
mind ToM1 agent can also determine what its own decision
would have been if it had been in the position of its trading
partner. This way, a ToM1 agent can consider that its trading
partner has beliefs and goals similar to its own that determine
whether or not an offer will be accepted.

A ToM1 agent believes that an offer will only be accepted
if it increases the score of both the agent itself and its trading
partner since the ToM1 agent itself would only accept offers
that increase its own score. In the same way, the ToM1 agent
realizes that its trading partner only makes offers that would
increase its own score. This means that the offers made by the
trading partner contain information about its goal location.
For example, consider the situation depicted in Figure 2. In
this example, agent j offers to trade its dotted chip for the
striped chip owned by agent i. From this offer, a ToM1 agent
would conclude that the striped chip allows agent j to move
closer to its goal location. Secondly, since the offered trade
would leave agent j without any dotted chips, a ToM1 agent
would believe that agent j does not need any dotted chips to
reach its goal location. This excludes several possible goal
locations for agent j.

Importantly, a ToM1 agent’s first-order theory of mind is
additional to its zero-order beliefs. Through repeated inter-
actions, a ToM1 agent may come to believe that first-order
theory of mind fails to accurately model the behavior of its
trading partner and that the use of zero-order theory of mind
would result in a higher score. In this case, a ToM1 agent may
decide to play Colored Trails as if he were a ToM0 agent.

Second-order theory of mind
Agents capable of second-order theory of mind can also con-
sider the possibility that their trading partner is a ToM1 agent.
A second-order theory of mind (ToM2) agent believes that its
trading partner may be trying to interpret the offers made by
the ToM2 agent to determine the ToM2 agent’s goal. This al-
lows the ToM2 agent to reason about the way different offers

influence the beliefs of the trading partner about the agent’s
goal, and select the offer that provides its trading partner with
as much information about its goal location as possible.

For example, suppose agent i in Figure 2 is a ToM2 agent
with goal location G. Using second-order theory of mind,
agent i knows that making any offer in which the striped chip
is assigned to agent j, agent j can conclude that agent i does
not need a striped chip to reach its goal location. This allows
agent j to exclude many possible goal locations for agent i,
which can help agent j to make an offer that is acceptable to
agent i. In this case, although agent i knows that agent j has
a goal location, agent i remains unaware of what that goal lo-
cation is. A second-order theory of mind agent can therefore
engage in interest-based negotiation (Fisher & Ury, 1981), by
choosing its offers in such a way that they communicate the
agent’s interests to its trading partner.

Similar to the ToM1 agent, a ToM2 agent does not know the
extent of its trading partner’s theory of mind abilities. Instead,
a ToM2 agent has zero-order, first-order, and second-order be-
liefs about the behavior of its trading partner. While negoti-
ating in Colored Trails, the ToM2 agent keeps updating its
beliefs concerning which of these beliefs most accurately de-
scribes the actual behavior of its trading partner. This means
that a ToM2 agent may sometimes behave as if it were a ToM0
agent, while behaving like a ToM2 agent on other occasions.

Methods

Participants

Twenty-seven students (10 female) of the University of
Groningen participated in this study. All participants were
informed that after the conclusion of the study, the three par-
ticipants with the highest score in the negotiation game re-
ceivede15, e10, and e5, respectively. Each participant gave
informed consent prior to admission into the study.

Materials

Twenty-four games were selected from a set of randomly gen-
erated games. To ensure that these games would allow us to
distinguish between different orders of theory of mind rea-
soning of participants, they were selected so that:

• The participant’s goal could be reached with the eight chips
in the game;

• Simulations with computational agents predicted different
outcomes for participants using zero-order, first-order, and
second-order theory of mind; and

• Simulations with computational agents predicted that the
game would last at least two turns and at most six turns.

These games were divided into three blocks of eight games
each. The level of theory of mind reasoning of the software
agent was fixed within each block, and varied between blocks.
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Design and procedure

Before the start of the experiment, participants were tested
on colorblindness. Participants were asked to distinguish
patches of blue and orange, with four possible intensities of
each color. All participants passed the colorblindness test.
Next, participants played several Marble Drop games (Mei-
jering et al., 2011).

The Colored Trails experiment consisted of a familiariza-
tion phase and an experimental phase. At the start of the fa-
miliarization phase, participants were asked to imagine them-
selves as an attorney for a major corporation. In this function,
they would be involved in a number of negotiations with dif-
ferent clients. Participants were told that their trading partner
was a computer player (Alex), which would always react on
their offer as quickly as possible in a way it believed would
maximize its own score. To ensure understanding of the Col-
ored Trails game, participants answered a few questions about
the rules, scoring, and movements on the game board.

In the experimental phase, participants played three blocks
of eight games each. In each block, the participant either
faced a ToM0, ToM1, or ToM2 agent. The order of the blocks
was randomized across participants. Participants were not in-
formed that the level of reasoning of the trading partner would
change over the course of the experiment, but participants
were told that they would face different clients. At the start
of the experiment, it was randomly decided whether the par-
ticipant or the software agent would make the initial offer of
the first game. In subsequent games, participant and agent
alternated in the role of initiating player.

Participants were allowed 60 seconds to decide on their
next action. During each round, the remaining decision time
was presented to participants by means of a countdown timer.
If a participant had not made a decision within 60 seconds,
the game continued without an offer being made, and the soft-
ware agent took its turn.

The zero-order beliefs of theory of mind agents were ini-
tialized by playing 200 randomly generated Colored Trails
games against another agent. This allowed agents to learn
what kind of offers were more likely to be acceptable to their
trading partner. To conform to our cover story in which par-
ticipants were told that they would face a number of different
clients, the agent’s beliefs were reset to this initial value at
the start of each game. Additionally, theory of mind agents
started every game reasoning at the highest order of theory
of mind available to them. This means that although soft-
ware agents learned from a participant’s offers within a sin-
gle game, and adjusted their behavior accordingly, agents did
not exhibit any learning across games. This way, agents were
prevented from adapting to specific participants, and every
participant faced the same agent in every scenario.

After the Colored Trails games, participants answered a
short questionnaire about the perceived difficulty of the task,
the behavior of their trading partner, and the participant’s rea-
soning strategies. In addition, participants took a test for their
interpersonal reactivity index (Davis, 1983).
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Figure 3: Outcomes of Colored Trails per block. The solid
line indicates Pareto optimal outcomes. Dashed lines show
the score participants and software agents would achieve if
they were to withdraw from negotiation in every game.

Results
Figure 3 shows the outcomes of the Colored Trails game. The
graph shows how the score of agents and participants changed
as a result of negotiation for each participant and for each
block. Dashed lines indicate the zero performance line, which
is the score that players would have received if every game of
the block had ended with withdrawal from negotiation. A
score below the dashed line indicates that a player decreased
its score through negotiation. As Figure 3 shows, only once a
participant received a negative score in one of the blocks.

The solid line in Figure 3 shows the boundary of Pareto ef-
ficient outcomes. This boundary shows those outcomes for
which neither the participant nor the software agent could
have received a higher score without a decrease in the score
of the other player. The Pareto boundary gives an impression
of how well participants and software agents played Colored
Trails. Participants and software agents generally negotiated
mutually beneficial solutions, while neither player systemat-
ically exploited the other. Additionally, Figure 3 shows that
when participants negotiate with ToM2 agents, they tend to
end up closer to the Pareto optimality, while negotiations be-
tween participants and ToM1 agents typically end up far from
the Pareto boundary.

Importantly, the use of theory of mind agents allows us to
estimate to what extent participants make use of theory of
mind while playing Colored Trails. We use a ToM3 ‘spec-
tator’ agent that observes the offers of a participant and de-
termines whether these offers are most consistent with zero-
order, first-order, or second-order theory of mind reasoning.
The software agent constructs a confidence for each order of
theory of mind at which it can reason to decide which order
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Figure 4: Estimated similarity of participant offers to the of-
fers of ToM0 (red circles), ToM1 (green triangles), and ToM2
(blue squares) agents in each of the three blocks. Brackets
indicate one standard error.

of theory of mind would yield the best outcome (De Weerd
et al., 2013). Each time the participant makes an offer O, the
ToM3 agent updates its confidence that this participant is us-
ing kth-order theory of mind by calculating the likelihood that
a ToMk agent would have made an offer similar to offer O.

For each of the three blocks, Figure 4 shows how similar
participant offers were to offers of ToM0, ToM1, and ToM2
agents, as judged by the ToM3 agent. Red circles indicate the
average similarity of a participant’s offers to zero-order the-
ory of mind reasoning, green triangles indicate the similarity
to first-order theory of mind reasoning, and blue squares show
the similarity to second-order theory of mind reasoning. In-
terestingly, Figure 4 shows that participant offers are more
similar to first-order and second-order theory of mind reason-
ing than they are to zero-order theory of mind reasoning.

Figure 4 also shows that the similarity ratings of partici-
pant offers vary depending on the order of theory of mind of
the computer trading partner. Although similarity ratings for
zero-order and first-order theory of mind reasoning show no
variation across different levels of sophistication of the trad-
ing partner (X2

(2) = 0.52, ns, and X2
(2) = 2.67, ns, respectively),

participant offers were significantly more similar to second-
order theory of mind reasoning when they were facing a ToM2
trading partner (X2

(2) = 24.89, p < 0.001).
Previous studies into negotiations show that the opening

bid of a negotiation can serve as an anchor for the entire ne-
gotiation process, making the first bid of a game especially
influential in the negotiation process (Raiffa et al., 2002;
Van Poucke & Buelens, 2002). In our experiment, the iden-
tity of the initiating player indeed influences negotiation out-
comes. In general, both players ended up with an extra 15

points on average after negotiation when the software agent
made the initial offer rather than when the participant was the
first to propose a trade. The only exception to this rule was
that participants negotiating with a ToM2 agent ended up with
a higher score when they made the initial offer themselves.
This effect can be explained by the way agents of different or-
ders of theory of mind construct their offers. Both ToM0 and
ToM1 agents make offers that they believe will be accepted
by their trading partner. In contrast, ToM2 agents make offers
that inform their trading partner about their own goals. As a
result, initial offers made by ToM0 and ToM1 agents are typi-
cally more favorable to their trading partner than those made
by ToM2 agents. Similarly, when participants reasoned more
like ToM2 agents, their initial offers were more favorable to
themselves than to their trading partner.

Discussion and conclusion
Experimental evidence suggests that participants do not make
spontaneous use of higher-order theory of mind reasoning in
unrepeated games (Hedden & Zhang, 2002; Camerer et al.,
2004; Wright & Leyton-Brown, 2010; Goodie et al., 2012),
though participants can successfully adjust their level of rea-
soning to accurately predict the behavior of other theory of
mind reasoners (Hedden & Zhang, 2002; Goodie et al., 2012;
Meijering et al., 2010, 2011, 2014; Devaine et al., 2014). Sur-
prisingly, in this paper, we find that participants show behav-
ior consistent with second-order theory of mind reasoning in
a negotiation game that lasts a few rounds only.

In our experiments, human participants negotiated with
software agents that dynamically change their order of the-
ory of mind reasoning in response to the behavior of their
trading partner. We use these agent-based models to analyze
participant behavior in a dynamic setting. Our model explic-
itly takes into account that participants may differ in the or-
der of theory of mind at which they reason, and that a par-
ticipant may change the order of theory of mind at which he
reasons over the course of a single game. Based on this agent-
based analysis, we find that participants make offers that are
more consistent with second-order theory of mind reasoning
when their trading partner is capable of second-order the-
ory of mind as well. Interestingly, while participants knew
that they would face different trading partners, they were un-
aware that these trading partners differed in their theory of
mind abilities. That is, the behavior of higher-order theory of
mind agents apparently encouraged participants to make use
of higher-order theory of mind as well.

Experiments with adults typically show that individuals
reason at low orders of theory of mind, and are slow to ad-
just to an opponent that reasons using theory of mind (Hed-
den & Zhang, 2002; Camerer et al., 2004; Wright & Leyton-
Brown, 2010; Goodie et al., 2012). In our setting, however,
participants exhibited second-order theory of mind within a
few games. It is possible that the negotiation setting, which
involves both cooperative and competitive goals, emphasized
the social nature of the task. Such social framing has been
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shown to encourage the use of theory of mind (Goodie et al.,
2012; Devaine et al., 2014).

Our results show that mixed groups of human and software
agents can successfully negotiate a mutually beneficial out-
come. However, none of the negotiation outcomes in our ex-
periment were Pareto efficient. That is, each participant could
have received a higher score without reducing the score of
their trading partner. This indicates that there is still room for
significant improvement. One factor that may have limited
the effectiveness of negotiations in Colored Trails is the time
limit on the decisions of participants. Although participants
failed to make a decision before time ran out in only four oc-
casions, it is likely that participants selected suboptimal ac-
tions due to time constraints. Removing this time constraint
in future experiments may increase negotiation performance.

Our results suggest that computational theory of mind
agents can be used as a training tool for negotiation. When
participants negotiated with a trading partner capable of
second-order theory of mind, the outcome was generally
closer to a Pareto optimal solution than when participants
faced less sophisticated trading partners. In addition, our re-
sults show that agents could benefit more from making the
opening bid than participants. Experience with theory of
mind agents may therefore allow participants to learn to lever-
age the anchoring effect of the initial offer.
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Abstract
World knowledge enters into pragmatic utterance interpreta-
tion in complex ways, and may be defeasible in light of speak-
ers’ utterances. Yet there is to date a surprising lack of sys-
tematic investigation into the role of world knowledge in prag-
matic inference. In this paper, we show that a state-of-the-art
model of pragmatic interpretation greatly overestimates the in-
fluence of world knowledge on the interpretation of utterances
like Some of the marbles sank. We extend the model to cap-
ture the idea that the listener is uncertain about the background
knowledge the speaker is bringing to the conversation. This
extension greatly improves model predictions of listeners’ in-
terpretation and also makes good qualitative predictions about
listeners’ judgments of how ‘normal’ the world is in light of a
speaker’s statement. Theoretical and methodological implica-
tions are discussed.
Keywords: scalar implicature; world knowledge; prior be-
liefs; experimental pragmatics; computational pragmatics

How often do you think marbles would sink in water?
Probably extremely often, if not always. Now imagine read-
ing Max threw fifteen marbles in the water. Some of the mar-
bles sank. Have you begun to reconsider your assumptions?
Perhaps you now suspect that these marbles are in fact made
of hollow plastic or the water is covered with thick algae?
That is, maybe these are not just normal marbles in normal
water. Here we explore how prior world knowledge enters
into pragmatic utterance interpretation, and when this world
knowledge is defeasible: some utterances lead listeners to
conclude that the world under discussion is abnormal and has
appropriately different prior probabilities. We refer to such
an abnormal world as a wonky world.

The Rational Speech Acts framework (RSA) (Frank &
Goodman, 2012; Goodman & Stuhlmüller, 2013), and re-
lated models (Franke, 2011; Russell, 2012), treat communi-
cation as a signaling game (Lewis, 1969) between a speaker
and a listener. The listener reasons by Bayesian inference
about what the world is like given that a speaker who pro-
duced the utterance is trying to be informative (with respect
to a naı̈ve listener). Variants of these models have success-
fully captured listeners’ quantitative behavior on a number of
pragmatic inference tasks, including ad hoc Quantity impli-
cature (Degen, Franke, & Jäger, 2013), markedness implica-
ture (Bergen, Goodman, & Levy, 2012), scalar implicature
(Goodman & Stuhlmüller, 2013), and non-literal language
(Kao, Wu, Bergen, & Goodman, 2014). A defining feature of
Bayesian reasoning is that prior beliefs affect inferences that
will be drawn. Bayesian models of language interpretation,
accordingly, predict that prior beliefs about the world should
affect the listener’s interpretation of an utterance. While this
impact of prior knowledge has been noted, and included in
models, it hasn’t been systematically studied.

Generalizing our opening example, consider Some of the X
sank, where X is a plural noun such as marbles, feathers, or
balloons, and the X refers to a contextually established group
of objects from category X. When the prior probability, θX ,
of an X1 sinking is not extreme (e.g., a feather sinking), RSA
leads to the standard scalar implicature: the posterior prob-
ability that all of the X sank, after hearing the utterance, is
much lower than its prior probability (i.e., Some of the feath-
ers sank yields that not all of them did). This is because a ra-
tional speaker would have been expected to produce the more
informative All of the X sank, had it been true. As we will
show below, RSA makes two strong predictions about the ef-
fect of the prior: (1) As θX approaches 1, the interpretation
probability that all X sank approaches 1, that is, the scalar
implicature disappears. This prediction follows because the
extreme prior overwhelms the effect of the utterance. (2) For
moderate to high prior probability (roughly 0.5<θX<1) and
a large total number of objects (more than about 10), the pos-
terior expectation of the number of X that sank should be ap-
proximately the same as the prior expectation—that is, the ut-
terance shouldn’t affect the expected number of X that sank.
This prediction follows from the weak semantics of some and
the isolated effect of the alternative all: Some of the X sank
only restricts the interpretation (i.e., the number of marbles
that sank) to be greater than zero; competition with All of the
X sank results in the scalar implicature that can at most rule
out the state in which all of the X sank. Thus, a sufficiently
strong prior will dominate the inference about exactly how
many X sank.

However, intuition is at odds with these predictions: as
Geurts (2010) has observed, for events with very high prior
probability of occurrence (e.g., marbles sinking), an utterance
like Some of the marbles sank seems to yield strong implica-
tures; thus, contrary to RSA predictions, the subjective prob-
ability that all of the marbles sank is intuitively close to 0.

In Exp. 1 we collect prior probabilities for a variety of
events (e.g., sinking) and categories (e.g., marbles). In
Exps. 2a and 2b we collect corresponding posterior inter-
pretations after observing utterances containing quantifiers.
These experimental results confirm the intuition of rela-
tively strong implicature—hence prediction (1) of RSA is
incorrect—and show that the prior has a muted effect on pos-
terior expectation—hence prediction (2) of RSA is incorrect.
Given the previous success of RSA models, this constitutes a
striking puzzle. To address this puzzle we pursue the intuition
raised at the very beginning of this paper: that sometimes, the

1We will use ‘X’ interchangeably to refer to both the category
and the members of the category.
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speaker’s utterance will lead the listener to infer that the world
under discussion is wonky and she should therefore use less
extreme prior beliefs in the computation of speaker meaning.
We introduce a variant of RSA, wonky RSA (wRSA), in which
the listener can revise her beliefs about the domain under dis-
cussion. We show that this extension resolves the puzzle of
the prior’s muted effects. In Exp. 3 we explore participants’
intuitions about whether the world is normal or wonky in the
scenarios of Exps. 2a and 2b and find that wRSA predicts
listeners’ wonkiness judgments.

Experiment 1: prior elicitation
Exp. 1 measured listeners’ prior beliefs about how many ob-
jects exhibit a certain effect (e.g., how many marbles sink).

Method

Participants, procedure and materials We recruited 60
participants over Amazon’s Mechanical Turk.

On each trial,2 participants read a one-sentence description
of an event like John threw 15 marbles into a pool. They
were then asked to provide a judgment of an effect, e.g. How
many of the marbles do you think sank?, on a sliding scale
from 0 to 15. Each item had a similar form: the first sentence
introduced the objects at issue (e.g., marbles). The question
always had the form How many of the X Yed?, where X was
the head of the direct object noun phrase introduced in the
first sentence (e.g., marbles, cups, balloons) and Yed was
a verb phrase denoting an effect that the objects underwent
(e.g., sank, broke, stuck to the wall). Each verb phrase oc-
curred with three different objects, e.g., sank occurred with
marbles, cups, and balloons. Items were constructed to intu-
itively cover the range of probabilities as much as possible,
while also somewhat oversampling the upper range of proba-
bilities to have more fine-grained coverage of this region that
is of most interest for testing the RSA model. Judgments were
obtained for 90 items, of which each participant saw a random
selection of 30 items.

Results

Data from one participant, who gave only one response
throughout the experiment, were excluded. Each item re-
ceived between 12 and 29 ratings. Distributions of ratings
for each item were smoothed using nonparametric density es-
timation for ordinal categorical variables (Li & Racine, 2003)
with the np package in R (Hayfield & Racine, 2008). As in-
tended, items covered a wide range of probabilities. See Fig-
ure 1 for a histogram of expected values of each smoothed
prior distribution.

In the next section, we use these empirically obtained
smoothed prior beliefs to derive RSA predictions for the inter-
pretation of utterances like Some of the marbles sank, before
empirically measuring participants’ interpretations.

2See this experiment at http://cocolab.stanford.edu/cogsci2015/
wonky/prior/sinking-marbles-prior.html
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Figure 1: Histogram of expected values of each empirically
elicited and smoothed prior distribution.

Effect of the world prior in RSA
The basic Rational Speech Acts model defines a pragmatic
listener PL1(s|u), who reasons about a speaker PS1(u|s), who
in turn reasons about a literal listener PL0(s|u). Each listener
does Bayesian inference about the world state, given either
the literal truth of utterance u or the speaker’s choice of u; the
speaker is a softmax-optimal decision maker, with the goal of
being informative about the state s. RSA is defined by:

PL0(s|u) ∝ δ [[u]](s) ·P(s) (1)

PS1(u|s) ∝ exp(λ lnPL0(s|u)) (2)
PL1(s|u) ∝ PS1(u|s) ·P(s) (3)

Here [[u]] : S→ Boolean is a truth-function specifying the lit-
eral meaning of each utterance.

For concreteness, assume the set of states of the world S =
{s0,s1,s2, . . . ,s15}, where the subscript indicates the number
of objects (e.g., marbles) that exhibit an effect (e.g., sinking).
Further assume that the set of utterances All/None/Some of
the marbles sank is denoted U = {uall,unone,usome} and each
has its usual literal meaning: [[unone]] = {si|i= 0}, [[usome]] =
{si|i > 0}, [[uall]] = {si|i = 15}.

In Figure 2 we show the predictions of RSA (dark blue
dots) for the items from Exp. 1 in two different ways: the
left panel shows the posterior expected number of affected
objects as a function of the prior expectation; the right panel
shows the posterior probability of the state in which all ob-
jects are affected, as a function of the prior probability of that
state.3 We see that the prior has a strong effect, which can be
summarized by the two predictions described in the Introduc-
tion: (1) P(s15|usome)→ 1 as P(s15)→ 1. (2) E[P(s|usome)]'
E[P(s)] over the upper half of its range. We next turn to an
empirical test of these predictions, or rather, of the intuition
that they may be incorrect.

3That the individual model predictions look somewhat noisy is
due to the different shapes of the prior distributions, such that for
the same expected value of the distribution, the distribution itself
can take different shapes, which will be treated slightly differently
by the model.

549



●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

● ●

●

●

●

●●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●

●

●

●

●

●

●●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●

●
●

●

●
●

●

●

●

●

●

●

●

●

●
●

●

●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●

●

●

●

●

●

●

●

●

● ●

●

●

●

●

●

●

●

●

●

●

●

●

●

●●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●

●
●
●

●

●

●

●

●

●

1

3

5

7

9

11

13

15

1 3 5 7 9 11 13 15
Prior mean number of objects

P
re

di
ct

ed
 p

os
te

rio
r 

nu
m

be
r 

of
 o

bj
ec

ts

●●●
●

●●●● ●●●●●● ●●

●

●

●

●

●●

●

●

●

●

●

●

●

●

●

●

●●●●●●

●

●

●

●

●

●

●● ●
●

●● ●●

●

●

●

●

●

●

●● ●● ●●●●

●

●

●

● ●

●

●

●

●

●

●

●

●●●●

●

●

●● ●● ●●

●

●

●

●

●

●

●●●●●●
●
● ●

●

●

●
●

●

●

●

●●

●

●

●

●

●

●

●
● ●

●

●●

●

●

●

●

●

●

●

●

●●●● ●●●●●●

●

●

●

●
●

●

●● ●●

●

●

●

●

●

●

●

●

●●

●

● ●

●

●● ●●●●●●

●

●

●●0.00

0.25

0.50

0.75

1.00

0.00 0.25 0.50 0.75 1.00
Prior mean all−state probability

P
re

di
ct

ed
 p

os
te

rio
r 

al
l−

st
at

e 
pr

ob
ab

ili
ty

Model
●

●

RSA

wRSA

Figure 2: For each item, RSA and wRSA model predicted number of objects (E[P(s|usome)] as a function of E[P(s)], left) and
model predicted all-state probability (P(s15|usome) as a function of P(s15), right) after observing Some of the X Yed.

Experiment 2a and 2b: comprehension
Exps. 2a and 2b4 measured participants’ posterior beliefs
P(s|u) about how many objects exhibited a certain effect (e.g.,
marbles sinking), after observing an utterance. The only dif-
ference between the experiments was the dependent mea-
sure. We used different dependent measures for two reasons.
First, this allowed for directly and independently estimating
the two values that the predictions above are concerned with:
E[P(s|usome)] and P(s15|usome). Second, this allows for eval-
uating the generalizability of the empirical result, a growing
concern in experimental pragmatics.5

Method
Participants, procedure and materials For each experi-
ment we recruited 120 participants over Mechanical Turk.

Participants read the same descriptions as in Exp. 1. They
additionally saw an utterance produced by a knowledgeable
speaker about the event, e.g. John, who observed what hap-
pened, said: “Some of the marbles sank”. In Exp. 2a (just
as in Exp. 1), they then provided a judgment of an effect,
e.g. How many of the marbles do you think sank?, on a slid-
ing scale from 0 to 15. In Exp. 2b they instead rated on slid-
ing scales with endpoints labeled “definitely not” and “def-
initely”, how likely they thought 0%, 1-50%, 51-99%, or
100% of the objects exhibited the effect.

Each participant saw 10 some trials and 20 filler trials, of
which 10 contained the quantifiers all or none, and the rest
were utterances that did not address the number of objects
that displayed the effect. These 10 additional fillers were in-
tended to establish whether participants were using informa-
tion about the prior in the first place. Of these, half were

4See these experiments at http://cocolab.stanford.edu/
cogsci2015/wonky/expectation/sinking-marbles.html and http://
cocolab.stanford.edu/cogsci2015/wonky/stateprobs/sinking-marbles
-nullutterance.html

5For a discussion of the role of dependent measures in experi-
mental pragmatics, see e.g., Benz and Gotzner (2014); Degen and
Goodman (2014).

generic short fillers that were intended to communicate the
prior, e.g., Typical. The rest were longer sentences that ad-
dressed a different aspect of the described scenario, e.g. What
a stupid thing to do. The utterances were randomly paired
with 30 random items for each participant.

Results and discussion
Data from eight participants in Exp. 2b were excluded from
the analysis because these participants assigned less than .8
probability to the interpretation corresponding to the correct
literal interpretation on literal all and none trials.6

The main question of interest was whether participants’
judgments of how many objects exhibited the effect after
hearing an utterance with some followed the predictions of
the basic RSA model laid out in the previous section. Mean
empirical E[P(s|u)] and P(s15|u) are shown in Figure 3 for
each item. There was a small effect of the prior. For ut-
terances of Some of the X Yed, the mean number of ob-
jects judged to exhibit the effect increased with increasing
expectation of the prior distribution (β=.18, SE=.02, t=7.4,
p<.0001). Similarly, the probability of all 15 objects exhibit-
ing the effect increased with increasing prior probability of
doing so (β=.06, SE=.01, t=5.0, p<.0001). However, the size
of these effects is astronomically smaller than predicted by
RSA (for comparison, see dark lines in Figure 2).

One possible explanation for this highly attenuated effect
of the prior is that participants simply do not bring world
knowledge to bear on the interpretation of utterances. How-
ever, this possibility is ruled out by examining participants’
performance in the filler conditions: in both Exps. 2a and 2b,
the filler conditions closely tracked the prior (see Figure 3).

6In general, this task yielded noisier results than the task in
Exp. 2a (as can be seen in the average lower probability of the all-
state after observing all, in the right panel of Figure 3) because par-
ticipants used the sliders in different ways. For example, for cases
where intuitively, the all-state was true, some participants assigned
non-zero probability to only the all-state, while others were reluctant
to do so and always assigned some probability to the 51-99% state.
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Figure 3: For each item and quantifier, (left) empirical mean number of objects as a function of the prior mean number of
objects (i.e., E[P(s|usome)] vs. E[P(s)] from Exp. 2a and Exp. 1); and (right) empirical mean all-state probability as a function
of the prior mean all-state probability (i.e., P(s15|usome) vs. P(s15) from Exp. 2b and Exp. 1). Implicatures from some to not all
were generally strong, as evidenced in the low all-state probabilities after observing some.

Exps. 2a and 2b demonstrate that there is an effect of lis-
teners’ prior beliefs on the interpretation of utterances with
some. However, this effect is quantitatively much smaller
than predicted by RSA, and qualitatively does not match the
predictions identified above: the implicature is not canceled
for extreme priors and the posterior expectation diverges from
the prior expectation. In the next section, we extend the RSA
model to formalize a listener who may decide that her initial
beliefs about the domain are not shared by the speaker and
responds by revising her priors.

Effect of the world prior in ‘wonky RSA’
To capture the idea that the pragmatic listener is unsure what
background knowledge the speaker is bringing to the conver-
sation, we extend the basic RSA model by using a “lifted
variable” (Goodman & Lassiter, 2014; Lassiter & Goodman,
2013; Bergen et al., 2012; Kao et al., 2014) corresponding
to the choice of state prior. That is, we posit that the prior,
now P(s|w), depends on a “wonkiness” variable w, which de-
termines if it is the “usual” prior for this domain or a more
generic back-off prior that we take to be uniform:

P(s|w) ∝

{
1 if w
Pusual(s) if not w

This inferred prior is used in both the literal and pragmatic
listeners, indicating that it is taken to be common ground.
However, the w variable is reasoned about only by the prag-
matic listener, which captures the idea that it is an inference
the pragmatic listener makes about which assumptions are ap-
propriate to the conversation. Using the notation of the earlier
modeling section:

PL0(s|u,w) ∝ [[u]](s) ·P(s|w) (4)
PS1(u|s,w) ∝ exp(λ lnPL0(s|u,w)) (5)
PL1(s,w|u) ∝ PS1(u|s,w) ·P(s|w) ·P(w) (6)

We refer to this model as wRSA. Notice that the choice of w
that the listener makes will depend on PS1(u|s,w): if a given
utterance can’t be explained by the usual prior because it is
unlikely under any plausible world state s, the pragmatic lis-
tener infers that the world is wonky and backs off to the uni-
form prior. That is, if the utterance is odd, the listener will
revise her opinion about appropriate world knowledge.

To make predictions for Exp. 2 from wRSA we use the
smoothed empirical priors from Exp. 1 as Pusual(s) for each
item. The wonkiness prior P(w) and the speaker optimality
λ are fit to optimize mean squared error (MSE) with Exp. 2
data. The optimal parameters (λ = 2, P(w) = 0.5) resulted in
an MSE of 2.15 (compared to 14.53 for RSA) for the expected
number of objects, and 0.01 (compared to 0.07 for RSA) for
the all-state probability. The better fit of wRSA compared to
RSA can be seen in the comparison of Figure 2 and Figure 3:
in both cases, wRSA (light blue lines) predicts a much atten-
uated effect of the prior compared to regular RSA (dark blue
lines), in line with the empirical data. Furthermore, wRSA
does not make either of the problematic predictions identified
earlier for regular RSA.

These results are encouraging: wRSA is able to account
for the qualitative and quantitative departures of participants’
behavior from RSA, with respect to the effect of the prior. Is
this because listeners are actually inferring that the world is
unusual from an utterance like Some of the marbles sank? The
wRSA model makes predictions about the probability that a
given world is wonky after observing an utterance; see Fig-
ure 4 for predicted wonkiness probabilities for uall, unone, and
usome using the optimal P(w) and λ parameters from fitting
wRSA to the Exp. 2 data. Note the U-shaped curve, in which
the world is judged wonky if usome is used in worlds with ex-
treme priors. We can test these predictions directly by simply
asking participants whether the situation is normal.
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Figure 4: For each item, predicted wonkiness probability af-
ter observing an utterance (uall,unone,usome), as a function of
the prior expected number of affected objects.

Experiment 3: wonkiness
Exp. 37 measured participants’ beliefs in world wonkiness
after observing the scenarios and utterances from Exps. 2.

Participants, procedure and materials We recruited 60
participants over Mechanical Turk.

The procedure and materials were identical to those of
Exps. 2a and 2b, with the exception of the dependent mea-
sure. Rather than providing estimates of what they believed
the world was like, participants were asked to indicate how
likely it was that the objects (e.g., the marbles) involved in
the scenario were normal objects, by adjusting a slider that
ranged from definitely not normal to definitely normal.

Results The extreme ends of the sliders were coded as 1
(definitely not normal, i.e., wonky) and 0 (definitely normal,
i.e., not wonky). We interpret the slider values as probability
of world wonkiness. Mean wonkiness probability ratings are
shown in Figure 5 and closely mimic wRSA’s predictions (see
Figure 4). For uall and unone, increasing prior expectation of
objects exhibiting the effect resulted in a fairly linear decrease
and increase in the probability of wonkiness, respectively. For
usome, the pattern is somewhat more intricate: probability of
wonkiness initially decreases sharply, but rises again in the
upper range of the prior expected value.

Qualitatively, the model captures both the linear increase
and decrease in wonkiness probability for uall and unone, re-
spectively. Importantly, it also captures the asymmetric U-
shaped wonkiness probability curve displayed by usome. In-
tuitively, this shape can be explained as follows: for very
low probability events, it is surprising to learn that such an
event took place (which is what is communicated by usome),
so wonkiness is high. For medium probability events, learn-
ing that this event took place is not very surprising, so wonk-
iness is relatively low. For high probability events, usome may

7See the experiment at http://cocolab.stanford.edu/cogsci2015/
wonky/wonkiness/sinking-marbles-normal.html
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Figure 5: For each item, mean empirical wonkiness probabil-
ity after observing an utterance (uall,unone,usome), as a func-
tion of the prior expected number of affected objects.

be literally true, but it is not useful in the sense of providing
the listener new information. For comparison to the compre-
hension data fit, the model’s MSE for empirical wonkiness
probability predictions, using the best parameters from fitting
the model to the comprehension data, was 0.07.

Discussion and conclusion
We have shown that listeners’ world knowledge, in the form
of prior beliefs, enters into the computation of speaker mean-
ing in a systematic but subtle way. The effect of the prior on
interpretation was much smaller, and qualitatively different,
than predicted by a standard Bayesian model of quantifier in-
terpretation (RSA). This suggests that in certain situations,
listeners revise their assumptions about relevant priors as part
of the computation of speaker meaning. Indeed, in the cases
where the largest deviations from RSA obtained, participants
also judged the world to be unusual. Extending RSA with a
lifted wonkiness variable that captures precisely whether lis-
teners think the world is unusual, and allows them to back off
to a uniform prior (i.e., ignore entirely their previously held
beliefs about the world), provided a good fit to the empiri-
cal wonkiness judgments and dramatically improved the fit
to participants’ comprehension data. This model constitutes
the first attempt to explicitly model the quantitative effect of
world knowledge and its defeasibility on pragmatic utterance
interpretation and raises many interesting questions.

In one sense the revision of beliefs in the wRSA listener is
standard Bayesian belief updating with respect to a complex
prior; however it is not the simple belief update of a flat or
hierarchical prior, because the different aspects of prior be-
lief (i.e. P(w) and P(s|w)) interact in complex ways with the
listener’s assumptions about the speaker. As a result, an odd
utterance can lead the listener to update their own view of w;
this in turn impacts both their own prior over states and what
prior they believe the speaker believes they are using—an odd
utterance leads the listener to re-evaluate common ground.
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This is reminiscent of linguistic theories of presupposition
accommodation (Lewis, 1979; Stalnaker, 1973, 1998). It will
be interesting to further explore the relation of the wRSA ap-
proach to presupposition.

Throughout this paper we discussed wonkiness as an at-
tribute of the world, yet empirically we elicited wonkiness
judgments about objects involved in events. This raises the
question of what exactly listeners are revising their prior be-
liefs about: objects, events, the speaker’s beliefs, or the way
the speaker uses language? Relatedly, we used a uniform
prior distribution as the alternative prior when the listener be-
lieves the world is wonky. One could imagine various more
flexible alternatives. For instance, listeners may make min-
imal adjustments to their prior knowledge, or alternatively,
may prefer extreme priors that rationalize the utterance once
they have discounted the usual priors. Future research should
investigate the options listeners consider when their world
knowledge must be revised to accommodate an utterance.

This work also has methodological implications: re-
searchers working in the field of experimental semantics and
pragmatics would be well served to take into account the ef-
fect of ‘odd’ items, prior beliefs, and interactions between the
two.8 In particular, if the attempt to design uniform stimuli
across conditions yields odd utterances in some conditions,
we predict that participants will respond by revising their
prior beliefs in ways that can be unpredictable. That is, we
expect unpredictable interaction effects between stimuli and
conditions. This is likely to inflate or compress potential ef-
fects of an experimental manipulation.

Concluding, this work exemplifies the importance and util-
ity of exploring the detailed quantitative predictions of for-
mal models of language understanding. Exploring the prior
knowledge effects predicted by RSA led us to understand
better the influence of world knowledge and its defeasibility
on pragmatic interpretation. Listeners have many resources
open to them when confronted with an odd utterance, and re-
construing the situation appears to be a favorite.
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Abstract 

The concepts expressed by social role terms such as artist 
and scientist are unique. In a series of experiments, Knobe, 
Prasada, and Newman (2013) show that these terms allow 
two independent criteria for categorisation, one of which 
is inherently normative. This paper presents and tests a 
novel account of the content of these ‘dual character 
concepts’. We argue that the normative dimension of dual 
character concepts represents commitments to fulfill certain 
idealized functions. We then present evidence that the 
normative dimension is a central dimension in the 
conceptual structure of dual character concepts. Finally, 
we show that our account is both descriptively and 
explanatorily adequate.  

Keywords: dual character concepts; social cognition; social 
role concepts. 

 
1 Introduction 

In a recent paper, Knobe, Prasada, and Newman (2013) 
present a series of original experiments designed to show 
that the concepts expressed by terms such as artist and 
scientist have two independent criteria for categorization, 
one of which is inherently normative. They call this unique 
class of concepts ‘dual character concepts’ (DCCs). The 
present work presents and defends an account of the content 
of DCCs. To illustrate the basic properties of DCCs 
consider the following scenarios. John has two biological 
children. He materially provides them with all their needs, 
including food, proper schooling, and some nice toys. 
However, John does not think doing so is his duty; in fact, 
he is only a good father because he thinks that his behavior 
will advance his career as a politician. Is John really a 
father? In response, consider whether you agree with (1-a) 
and (1-b): 
 

(1)  a. There is a sense in which John is clearly a father.  
 b. However, if you think about what it really means  

to be a father, you would have to say that John is not 
a true father after all. 
 

Now, imagine that John’s career foundered and that he 
abandoned his two kids. Fortunately, John’s brother, Mark, 
who has no biological children, decided to care for the kids. 
Mark is not as materially successful as John. Often he can’t 
provide the kids with some of their needs. Still, Mark really 
loves the kids and works very hard to make sure they have 
everything they need. Is Mark really a father? In response, 
consider whether you agree with (2-a) and (2-b): 
 

 
(2)  a. There is a sense in which Mark is clearly not a 

father.   
 b. However, if you think about what it really means 

to be a father, you would have to say that Mark is a 
true father after all 

 
The experiments presented by Knobe et al. (2013) suggest 
that most of us would accept these statements, and that this 
basic pattern generalizes to other social role terms such as 
artist and scientist. Now, not all social roles are equally 
acceptable in this basic dual pattern scenario. In particular, 
terms such as doorman and welder obtain lower 
acceptability ratings in cases parallel to (1-b) and (2-b).  

Knobe et al. argue that to explain these acceptability 
patterns, we need to assume that DCCs have a unique 
internal structure. They agree with the traditional view that 
we often use concrete or salient features to categorize objects, 
even when we know that some entities might (i) have these 
features and not fall under the category, or (ii) lack these 
features and still fall under the category (Lakoff, 1973; 
Gelman, 2003). For example, we know that some substance 
might look exactly like gold and not be gold, and that some 
animal that lacks the typical tiger coat might still be a tiger. 
But what distinguishes, in the first instance, DCCs from 
other kinds of lexical concepts is that DCCs include a 
normative dimension on which modifiers such as true 
operate.  

What is the content of the normative dimension? The 
experiments of Knobe et al. partially address that question, 
but a full answer requires additional refinements and 
experimental tests. In what follows, we present an account of 
DCCs that explicitly addresses this question. Specifically, 
we will test and defend the following hypotheses: (i) the 
normative dimension represents the commitment to fulfil the 
idealized functions associated with DCCs, and (ii) this 
dimension is central to DCCs. On this view, someone 
counts as a true father not because he actually fulfills the 
idealized function of a father, but because he is committed to 
doing so, even if he happens to fail. In addition, this 
commitment is a central dimension of the category of 
fathers, i.e., it is a dimension which explains the inclusion 
of other concrete features associated with fathers.  

In §2 we present a preliminary study used to generate 
stimuli for our experiments. In §3 we present and in §4 we 
test our account. In §5 we argue that our theory of DCCs is  
explanatorily adequate.  
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2 Preliminary Study 
Our study of DCCs focuses on social role terms such as 
firefighter, bartender, and scientist. Broadly speaking, 
these terms pick out professional social roles. Knobe, 
Prasada, and Newman (2013) argue that one way to 
determine whether a term expresses a DCC is to consider its 
acceptability under true-modification. By ‘true-
modification’ we mean sentences of the form of (3), i.e., in 
which the predicate is modified by true: 

 (3) Jack is a true scientist. 
 

The basic idea is that, in this kind of linguistic 
construction, the true-modifier operates on the normative 
dimension. Scientist is a paradigmatic DCC, hence (3) 
seems perfectly acceptable. For terms that arguably have 
either no normative dimension or no default value on it, 
true-modifications will seem less acceptable, as in (4):  

 (4) Jack is a true cashier. 
 
As this example illustrates, not all social role terms are 
equally acceptable under true-modification. Whether this 
means that only some social role terms are really DCCs—as 
Knobe et al. (2013) and Leslie (2014) seem to think—is an 
issue that we shall discuss later. For now, let us simply call 
social role terms which receive low acceptability ratings in 
true-modifications ‘weak DCCs’ and those which receive 
high-acceptability ratings ‘strong DCCs’. Although we 
should distinguish between weak and strong DCCs, it is 
also important to note that DCCs are highly context 
sensitive (Leslie 2014). More precisely: adding a context 
can increase the acceptability ratings of true-modifications 
involving social role terms that, in other conditions, receive 
low ratings. This suggests that one way of investigating the 
content of DCCs is to examine the interaction between 
contextual parameters and shifts in the acceptability of weak 
and strong DCCs in true-modifications. We follow this 
strategy in Study 1. Given this aim, we need a set of 
stimuli that allows us to trace and compare the behavior of 
weak and strong DCCs. The aim of the following 
preliminary study is to generate such a set. All subjects who 
participated in our experiments were recruited through 
Amazon’s Mechanical Turk system for human intelligence 
tasks.  

Method 
276 subjects participated in this preliminary study. Each 
participant received a single question of the form Jack is a 
true x without any context. Following Knobe et al. (2013)’s 
measure, participants were then asked to rate how 
natural/weird this sentence sounded on a 7-point Likert scale 
from ‘1’ meaning ‘sounds weird’ to ‘7’ meaning ‘sounds 
natural’. We used all the professional-role concepts that in 
Knobe et al. (2013)’s original study were classified as either 
DCCs or controls.  

Results and Discussion 
The average ratings for each individual concept are shown in 
Figure 1. The mean rating for those concepts that Knobe et 

al. classified as DCCs is 5.52 (SE = .16) and for controls is 
4.71 (SE = .15). An independent t-test was performed, 
t(256) = 3.743; p < .001, indicating that the difference 
between DCCs and social role controls is highly significant. 
 

 
Figure 1: Acceptability-ratings for true-modifications of 18 
social role concepts. 
 
This preliminary study replicates a key result of Knobe et 
al. (2013). When judging the acceptability of true-modifi-
cations, the mean rating for DCCs such as artist is 
significantly higher than the mean rating for the social role 
controls such as doorman. At the same time, if we list the 
individual ratings, as in Figure 1, we can see that there is a 
smooth transition between the acceptability ratings of the 
highest and lowest rated DCCs. This suggests that we 
should talk instead of strong and weak DCCs. To examine 
and compare the effect of context on the ratings of DCCs in 
our subsequent experiment, we used a median split dividing 
the concepts into strong and weak DCCs. 
 

3 The normative dimension of DCCs 
What is the content of the normative dimension of DCCs? 
When we say that the concept expressed by scientist 
includes a ‘normative component’ and not only a set of 
concrete features, what exactly are we claiming is 
represented? Knobe et al. (2013) raise some key points. 
First, this dimension has to do with abstract values. What 
they mean by this is revealed in their examples: for scientist 
the abstract value is something like the quest for impartial 
truths and explanations. Second, the normative dimension 
of a class must be distinguished from its typical function. 
The normative dimension seems to directly interact with 
modifiers such as true but not directly with modifiers such 
as good, taken in the sense of ‘useful or efficient’ (see Knobe 
et al. (2013)’s experiment 1). In the intended reading, a 
good calculator is an artifact that is good for its function; 
similarly for social roles such as efficient or skillful 
scientist. However, we can imagine scenarios in which 
someone can be a true scientist without being, yet, a skillful 
scientist. We can also imagine scenarios in which someone 
can be a skillful scientist without, ultimately, being a true 
scientist (see study 1 in §4.1). Since, in the intended 
reading, the acceptability of good/skillful vs. true scientist 
can dissociate, it seems clear that the normative dimension 
does not directly represent the typical function of the class. 

Knobe et al. (2013) do not commit to a more specific 

555



3 
 

claim about the content of the normative dimension; but 
building on their results, Leslie (2014) makes a concrete 
proposal. Leslie agrees that the normative dimension of 
DCCs does not represent their typical function, but she 
argues that it represents something that is closely related, 
namely, their ‘ideal function’. On this view, we can say that 
a scientist that completely resists empirical demands to 
modify or abandon his theory is not a true scientist because 
he is not satisfying the ideal function of a scientist, which is 
something like building theories that are responsive to 
empirical evidence, among other things. Leslie’s proposal 
can be implemented in different ways. One way is to assume 
that the idealized function is represented directly. On this 
view, the normative dimension of scientist would represent 
something like the search for empirically constrained truths 
and theories. However, this is not the best way to 
implement Leslie’s proposal. For it is in tension with the 
basic observation, mentioned above, according to which 
someone who tries hard but often fails to embody the ideal 
function of a father or scientist can still count as a true father 
or scientist. Study 1 below confirms this basic intuition. 

A better way to implement Leslie’s proposal, in our 
view, is to hold that what really counts to satisfy the 
normative dimension is not so much whether someone 
actually fulfills the idealized function to some non-trivial 
degree, but rather whether someone is committed to fulfill 
the idealized function. Consider an example of non-
professional or not yet skillful scientist, Jim. On this view, 
we can still say that Jim is a true scientist as long as he is 
clearly committed to the ideals of producing theories and 
views that are responsive to evidence. So according to this 
account, there are many contexts in which someone who 
fails as a scientist nevertheless counts as a true scientist, as 
long as s/he has the required commitments. 

Our hypothesis then is that we can dissociate the 
property of actually fulfilling the idealized function from that 
being committed to fulfill the idealized function, and that 
what ultimately matters for satisfying the normative 
dimension is the commitment. Study 1 below tests and 
supports this view of the relation between commitments, 
idealized functions and the content of the normative 
dimension of DCCs. To be clear, our claim is not that 
evidence that an entity fulfills the idealized function does not 
matter for satisfying the normative dimension of DCCs. 
After all, that someone is a really an efficient or skillful 
scientist is often a reliable sign that s/he is committed to 
being a scientist. Our claim is that, when pitted against each 
other, being committed to fulfill the idealized function is 
more important for satisfying the normative dimension of 
DCCs than simply being able to fulfill that function. 

 

4 Experimental Studies 
4.1 Study 1 

We have argued that the normative dimension does not 
directly represent typical or ideal functions, but rather 
represents these as the objects of commitments. What is the 
evidence for this? The vignettes used by Knobe et al. (2013) 

in their Experiment 2 (the most relevant for our purposes) 
do not assert that the relevant individuals are good or 
skillful at their role; hence they cannot be used to support 
the alleged dissociation between the functional and the 
normative dimensions. To directly test the hypothesis that 
what matters for the normative dimension is not whether 
one is skilled or efficient, but rather whether one is 
committed, we presented subjects with ‘high-function’ and 
‘high-devotion’ contexts and compared their effects on the 
acceptability of true-modifications. The high-function 
context highlights Jack’s high skill as an x. We were 
particularly interested to see whether an explicit high-
function context would increase the acceptability ratings of 
true-modifications of weak DCCs. The high-devotion 
context highlights Jack’s high devotion to being an x. If our 
view is correct, the high-devotion context should have a 
stronger and more positive impact on the acceptability of 
true-modifications than the high-function context. 

Method 
We used the 18 social role concepts tested in the 
preliminary study. Based on those results, we did a median 
split, dividing them into weak DCCs (caseworker, 
doorman, cashier, waiter, tailor, teacher, minister, 
optician, bartender) and strong DCCs (baker, welder, 
firefighter, scientist, artist, mechanic, comedian, musician, 
soldier ). To examine how high-function (HF) and high-
devotion (HD) contexts interact with the normative 
dimension, we presented 271 subjects with HF contexts and 
a different group of 294 subjects with HD contexts. The 
respective contexts read as follows: 

 (HF) Jack is an artist/doorman. He is really skilled 
and highly efficient at his job. 

 (HD) Jack is an artist/doorman. He really likes his 
job and is completely devoted to it. 

 
After being presented with a HF or HD context, participants 
were then asked to rate whether the sentence Jack is a true 
artist/doorman sounded weird (1), natural (7), or anything 
in between. We computed the mean values of people’s 
responses given HF and HD contexts, and compared them 
with the mean values in the no-context condition (see 
preliminary study).  

 

 
Figure 2: Acceptability-ratings for strong and weak DCCs in 
the no-context condition (left), in the high function context 
(middle), and in the high devotion context (right). 
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Results 
The average ratings for strong and weak DCCs in all three 
conditions are shown in Figure 2. We applied a 3 x 2 
ANOVA with participants' ratings as the dependent measure 
and the independent factors Context with three levels (no-
context, HF, HD) and Concept (strong DCCs, weak DCCs). 
The analysis reveals highly significant main effects of both 
Context, F(2; 835) = 10.571; p < 0.001, and Concept, 
F(835) = 46.227; p < 0.001. For all 18 social role concepts, 
the HD context raises the mean value from 5.04 (no-context) 
to 5.37 (SE = 0.10), whereas the HF context decreases the 
value to 4.68 (SE = 0.11). Moreover, a highly significant 
interaction occurs between Context and Concept, F(2; 835) 
= 4.807; p = 0.008. For strong DCCs, the HF context 
decreases the participants' ratings from 5.74 to 5.04, while 
the HD context has no effect on people's ratings. In contrast, 
for weak DCCs, the HF context has no effect, whereas the 
HD context strongly increases their average value from 4.38 
(no-context) to 5.15. 

Discussion 
The comparative influence of high-function and high-
devotion contexts on strong and weak DCCs strongly 
supports our hypothesis that the normative dimension of 
DCCs represents the commitments to fulfill the relevant 
function. Paradigmatic representatives of strong DCCs are 
terms such as scientist and artist. Recall that, as established 
in our preliminary study, strong DCCs are those DCCs that 
already obtain high acceptability ratings under true-
modification in the no-context condition. In other words, 
knowing that some random Jack is a scientist suggests to 
participants, even without further information, that Jack is 
likely also committed to the role of a scientist. In contrast, 
weak DCCs such as doorman and cashier are those DCCs 
that obtained lower ratings in the no context condition. In 
other words, merely knowing that Jack is a cashier does not 
suggest to participants, to the same degree as with strong 
DCCs, that Jack satisfies the respective commitments. 
Unsurprisingly, then, a high-devotion context is less 
informative, and hence has almost no effect, on the 
acceptability ratings of strong DCCs. Crucially, however, a 
high-devotion context basically turns weak DCCs into 
strong DCCs. 

Our results also show that high function contexts 
decrease the acceptability of true-modifications. This further 
supports the view that the normative dimension of DCCs 
does not directly represent the typical functions. In 
particular, even though weak DCCs have space to increase 
their ratings under true-modification, high function contexts 
did not increase their acceptability. To illustrate, knowing 
that Jack is a skilled waiter does not increase the 
acceptability of the claim that Jack is a true waiter. What 
about the negative effect of high function contexts on the 
acceptability ratings of strong DCCs? This is probably due 
to pragmatic effects. Asserting that Jack is a skilled artist 
can plausibly be taken as evidence that he is at most only a 
skilled artist, hence that he lacks something which is 
relevant to his being a true artist. Overall, Study 1 shows 
that a high devotion context increases the acceptability of 

true-modifications for weak DCCs. In addition, high 
function contexts have a negative influence on strong DCCs, 
and a lack of effect on the acceptability of weak DCCs. 
Together, these results support the hypothesis that the 
normative dimension of DCCs represents commitments to 
fulfill the function of social roles. 
 

4.2 Study 2 
This study was designed to directly compare the idealized 
function and the commitment dimensions represented by 
DCCs. Instead of investigating social role concepts under 
true-modifications, we wanted to compare, in terms of their 
corresponding centrality, the function and the commitment 
to the function in the structure of DCCs. To do this, we had 
to select a measure of conceptual centrality. Sloman et al. 
(1998) show that there is a direct correlation between the 
centrality and the immutability of features. The 
immutability of a feature or dimension reflects how much 
the internal structure of a concept depends on that feature or 
dimension. The basic idea is simple. The centrality of a 
feature in a conceptual representation C reflects the degree to 
which other features in C depend on it, i.e., the degree to 
which it lends conceptual coherence. This means that it 
should be easier to mentally transform a non-central 
compared to a central feature of C. For example, it should be 
easier to think of a gun that is neither black nor made of 
steel, than to think of a gun that is not made to shoot. This 
is what we mean by the `mutability' of a feature. As our 
measure of mutability, hence of conceptual centrality, we 
chose a paradigm introduced by Sloman et al. (1998), called 
`surprise'. In this paradigm, experimenters ask participants 
to rate how surprised they would be to encounter an instance 
of the category that does not have some feature. The basic 
idea is that `instances missing mutable features should be 
less surprising than instances missing immutable features on 
the assumption that surprise is related to the difficulty of 
adapting an object representation to a concept. Adaptation 
should be easy if the object is missing a mutable feature but 
hard if it is missing an immutable feature' (Sloman et al., 
1998) 

Method 
117 subjects took part in experiment 3. Each participant was 
asked to evaluate one question that was randomly selected 
from the following two categories: (1) Commitment to fulfill 
Idealized Function, e.g. How surprised would you be to 
encounter an artist who does not care about creating 
inspiring works of art?; (2) Idealised Function, e.g. How 
surprised would you be to encounter an artist who does not 
create inspiring works of art? Subjects were asked to answer 
the question on a 7 point Likert scale from 1 = ‘not at all 
surprised' to 7 = `very surprised'. We investigated the social 
role concepts artist, musician, scientist. 

Results 
We compared the mean values between both conditions, i.e. 
we were interested in whether there is a significant difference 
between the commitment to fulfill an idealized function and 
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the idealized function itself. An independent t-test resulted 
in a significant result t(115) = 2.164; p = 0.003. The mean 
values are shown in Figure 3: 
 

 
Figure 3: Comparison between average ratings for how 
surprised people would be if they encountered a person who 
(1) is not committed (Commitment) to carrying out her / his 
social role vs. (2) a person who does not fulfill the idealized 
function of her / his social role (Idealized Function). 

Discussion 
Figure 3 compares the centrality ratings for the normative 
dimension (i.e. the commitment to fulfill the idealized 
function) and the function dimension (i.e., the function 
itself)). Crucially, the normative dimension is significantly 
less mutable, hence more central, than the representation of 
the function. To illustrate, this means that although actually 
producing empirically informed theories is a central feature 
of the concept associated with scientist, the commitment to 
produce such theories is an even more central feature. In 
addition, the result that although not an essence, the 
normative dimension is a central dimension of DCCs has a 
very important consequence for a particular foundational 
challenge that could be raised against DCCs. Some theorists 
might accept that the normative dimension is associated 
with the concepts expressed by social role terms such as 
scientist and artist, but insist that, properly speaking, it is 
not part of their conceptual structure. If this was the case, the 
normative dimension should be highly mutable, which is 
inconsistent with the results of this experiment. For Study 2 
shows that the normative dimension is an integral part, and 
possibly one of the most central parts, of the conceptual 
structures of certain social role concepts. 

 
5. General Discussion 

We have argued that the content of the normative 
dimension represents commitments to fulfill certain 
idealized functions. So the structure of DCCs includes, at 
least, the following dimensions: perceptual (how typical 
scientists look), functional (function of scientists), and 
normative (commitment to perform a certain function). 
Furthermore, the normative dimension seems to be, in the 
case of strong DCCs, a relatively central and immutable 
dimension.  

Knobe et al. (2013) raise an important challenge to any 

theory of DCCs. We have argued that the lexical concepts 
expressed by words such as scientist are DCCs with a 
normative dimension. The precise content of the normative 
dimension was postulated to explain the linguistic behavior 
of the corresponding nouns. Assuming our account explains 
the relevant data, we can say that it is ‘descriptively 
adequate’. However, why should there be a normative 
dimension in the conceptual structure of DCCs at all? In 
particular, why should social roles, but not other types of 
concepts, have a normative dimension? If we want our 
account of DCCs to also meet the demands of ‘explanatory 
adequacy’, we have to confront these questions. We have to 
explain why, given the basic function of concepts and 
categorization in cognition, and given the (metaphysical) 
properties of classes such as social roles, it should turn out 
that the normative is part of the conceptual structure of 
concepts such as scientist and artist.  

Following Rosch (1999), we assume that the formation 
of prototypes is guided by two basic principles of 
categorization, one having to do with the function of a 
conceptual system, and the other with the metaphysical 
structure of the perceived world: 

Cognitive economy. The goal of our conceptual system 
is to provide maximum information about the 
environment with the least cognitive effort. It is to an 
organism’s advantage to have as many properties as 
possible predictable from knowing any one property. 
Perceived world structure. The perceived world is not 
an unstructured set of equiprobable co-occurring features. 
Rather, objects and events in the world are perceived as 
having high-correlational structure. 

To see how these principles interact in concept formation, 
consider an example. Suppose you interact with objects y 
and z. How will they behave in possible future scenarios? 
To answer this question, you need to categorize y and z. 
Suppose y and z are golden yellow, but that y is static 
whereas z moves in all sorts of elaborate ways. At some 
point, you conclude that y is a gold ring and z is a bee. You 
can then make many predictions about their behavior, 
within a range that is useful for most ordinary purposes. 
Now, the behavior of the bee is much more complicated, 
and you might have to use some form of means-ends 
reasoning. Still, for most ordinary purposes, the repertoire of 
basic goals which we use to interact with a random bee---
e.g., that it wants pollen and will protect the hive---is based 
on its kind and context. For some purposes, we might 
subdivide the kinds of bees, and this will determine a more 
refined set of functions, but even in this case there is clearly 
no use in representing bees in terms of the normative 
dimension, i.e., in terms of their ‘commitments’.  

However, to add flexible social entities such as humans 
onto the perceived environment is to add a key layer of 
complexity. The behavior of humans is, given the demands 
of everyday life, radically unpredictable from the sorts of 
general biological facts we use to understand other animals. 
To predict human behavior in any useful way, one needs to 
know more than just the general biological kinds under 
which they fall and certain facts of the environment. In 
particular, one needs to know their social roles and the 
functions of those roles. Furthermore, one key property of 
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social roles is that, within certain parameters, they are often 
voluntary. Since Jack can choose to be a salesman or 
scientist, and since Jack can also choose to change roles, it 
is useful to categorize Jack in terms of his commitments.  
To generalize: human behavior is such that knowing their 
commitments is fundamental to make useful categorizations 
and predictions. In particular, it is useful to know not only 
whether Jack is good or bad at something, but also whether 
he is committed to it. Suppose you know that Jack is a 
really good pianist. Will he become a professional pianist? 
Hard to say. Suppose that you know, in addition, that Jack 
is committed to being a pianist. Then predicting his future 
behavior is easier. Suppose, on the other hand, that John is 
not a particularly good pianist. Will he become a 
professional pianist? Unlikely, but still hard to say. 
Suppose you find out that he is committed to being a 
pianist. You can predict, with some confidence, that he will 
keep playing, despite his current level.  

Almost everyone is, at some point in their development, 
quite bad at performing the functions of their future social 
roles; however, whether they will eventually perform those 
functions, and whether they will become good at them, 
depends to a large extent on their commitments. That social 
role concepts encode the function and normative dimensions 
allows us, in various contexts, to make entirely different 
predictions, crucial to determine how someone will behave 
in certain conditions. Hence, despite the high-level talk of 
`abstract values' and `normative dimensions', there is 
nothing mysterious about why, given the basic function of 
categorization and certain basic properties of the flexibility of 
human behavior, many of our social role concepts should 
include a dimension that encodes the relevant commitments. 
Without this dimension, our predictions regarding the 
behavior of others would be substantially impoverished.  

This account of the explanatory adequacy of our theory of 
DCCs explains why there are weak and strong DCCs. In our 
view, DCCs capture certain aspects of the basic structure of 
the perceived human social world, including sets of co-
occurring features. Now it is widely believed---often 
correctly---that membership in some social roles requires a 
greater degree of commitment and effort than membership in 
others. Cognitive Economy and Perceive World Structure 
entail that social role concepts should trace these differences. 
If we compare the weak (e.g., doorman) and strong DCCs 
(e.g., scientist), we can easily see that their orderings (see 
Figure 1 above) reflects a common cultural valuation along 
those lines. 

 
Conclusion 

We have seen that various social role concepts are dual 
character concepts (DCCs), and others are either weak or can 
be easily coerced into DCCs. We defended an account of the 
normative dimension of DCCs according to which this 
dimension represents commitments to fulfill the idealized 
function of a certain social role. We also showed that this 
dimension is central to their conceptual structure. 
Judgments involving social role concepts such as artist, 
scientist and friend are an essential part of social cognition, 
hence we expect that our account of the content of DCCs 

will have implications for theories of everyday social 
categorization and judgments. 
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Abstract 
Previous research on multiplicative reasoning has shown that 
for whole numbers, understanding of division is intimately 
linked to multiplication, as retrieval of division facts is often 
accomplished through reverse multiplication.  We recently 
extended this research to rational numbers, and found that 
inverse multiplication problems can serve as primes for one 
another  (e.g., a × b/a  = a primes b × a/b = b) when the 
second multiplier is expressed as a fraction, but not when it is 
expressed as a decimal.  In the current paper we propose a 
process model of how such relational priming takes place, and 
report two experiments that test the limits of this priming 
effect.  The first varies the format of the equations as fractions 
or a total division equation, and shows that priming is only 
observed using the fraction format; the second varies the 
multiplicative complexity of the factors in the equations, and 
shows that priming requires a common factor linking the 
successive problems. 

Keywords: multiplicative reasoning; relational priming; 
number concepts; fractions and decimals; mathematics 
education 

Relational and Multiplicative Reasoning 
To understand mathematics is to grasp a system of formal 
relations among numbers and numerical operations. By the 
time children finish elementary school, they have been 
exposed to numerous fundamental relations involving both 
whole numbers and rational numbers (fractions and 
decimals). They are taught, for example, that addition and 
subtraction are inverse operations, as are multiplication and 
division (Nunes & Bryant, 1996; Bisanz & LeFevre, 1990); 
and that common factors connect multiplication and 
division (e.g., 4 is a common factor of 8 and 12 because 4 
divides evenly into each, which in turn implies that 4 can be 
multiplied by some whole number to yield either 8 or 12). 
When rational numbers are introduced, children also are 
taught that fractions—the first type of number they 
encounter with a complex internal structure, a/b—are 
intimately related to division. For example, the fraction 2/3 
stands for the quantity obtained by dividing 2 by 3; and the 
fraction 4/6 is equivalent to 2/3 because the numerator and 
denominator of the former (4 and 6, respectively) share a 
common factor of 2, and hence can be divided to reduce 4/6 
to 2/3. 

In the process of learning about such numerical relations, 
students are typically drilled on arithmetic facts. The term 
“fact” is perhaps misleading, as it suggests a list of arbitrary 
pieces of information. However, the successful students are 
likely to learn that these facts are far from arbitrary. For 
example, the standard multiplication table is not just a list of 
associated numbers; rather, it is a relational database in 
which the position of a number conveys its status as a factor 
or product relative to other numbers, and the direction of 
mappings between numbers reflects the symmetry of the 
multiplication and division operators. Any specific 
multiplication fact, such as 2 × 3 = 6, can potentially be 
accessed from any of the constituent role bindings (i.e., 2 or 
3 as factors, 6 as the product), thereby exhibiting the 
property of omnidirectional access characteristic of 
relational structures (Halford, Wilson & Philips, 1998; 
Halford, Wilson, Andrews, & Phillips, 2014). Thus to truly 
learn the multiplication table is to acquire a multiplicative 
schema that specifies interrelated factors and products and 
also the dependencies between multiplication and division 
(see Campbell, 1999; Campbell & Alberts, 2009). 

Despite the clear importance of relational understanding 
in mathematics, relatively little is known about the extent to 
which students acquire a multiplicative schema that can be 
flexibly used to solve math problems. Particularly for 
problems that go beyond simple whole numbers to include 
fractions and decimals, there is evidence of great individual 
differences. For example, Siegler and Lortie-Forgues (in 
press) found that pre-service teachers and middle-school 
students performed at below-chance levels on estimation 
problems involving multiplication and division of fractions 
smaller than 1 (e.g., is 31/56 × 17/42 > 31/56?), whereas 
math and science students from a selective university were 
consistently correct on such items. Notably, pre-service 
teachers and middle-school students who correctly executed 
fraction arithmetic procedures and exhibited accurate 
knowledge of fraction magnitudes were still unable to solve 
this type of multiplicative estimation problem, suggesting 
their difficulty was conceptual in nature. 

Relational Priming with Fractions 
Previous research has tested the extent to which adults have 
access to reciprocal relations when performing 
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multiplication with rational numbers.  DeWolf and Holyoak  
(2014) gave college students at a selective university a 
series of multiplication problems that students’ had to 
decide were either “true” (correct) or “false” (incorrect).  
Half of the students performed the task with problems that 
had the format a × b/c = d, and the other half had problems 
where the b/c term was expressed as an equivalent decimal.  
Importantly, a quarter of the trials were set up such that two 
successive problems were inversely related to one another 
(the other three quarters of the trials were foil problems 
intended to obscure the relationships between successive 
problems).  For example, the first trial in a pair (the prime) 
might be 3 × 8/6 = 4, and the following problem (the target) 
might be 4 × 6/8 = 3.  Because 3 × 8/6 = 4 is true, and the 
two problems are exactly the inverse of one another, the 
target problem must also be true.  DeWolf and Holyoak 
found that participants showed a significant priming effect, 
such that the target problem was significantly faster than the 
prime problem (with appropriate counterbalancing to 
control for basic problem difficulty).  However, no such 
priming effect was found when the same exact problems 
were presented with decimals rather than fractions as the 
second multiplier.  In addition, performance on all fraction 
trials was significantly faster and more accurate than on 
trials with decimals.  These findings suggest that (1) 
multiplicative reasoning with fractions and decimals is 
fundamentally different, affording different strategies and 
processes even when the quantities are matched in 
magnitude, and (2) college students are sensitive to inverse 
relations between problems expressed as fractions. We have 
developed a process model of multiplicative reasoning with 
fractions to account for this priming effect.  
 

Model of Activation for Primed Pairs 
People may employ various strategies to evaluate the 
correctness of a simple multiplication problem. For 
problems with fractions, perhaps the most obvious strategy 
is to evaluate the problem in a manner similar to a whole-
numbers division problem.  For example, 3 × 8/6 = 4 could 
be evaluated by first multiplying 3 × 8 and then dividing 
that product by 6.  This strategy will work on any fraction 
multiplication problem, even if the equation itself is false.  
However, a limitation of this strategy is that multiplying the 
whole number and the fraction numerator may lead to a very 
large product. 

For problems in which common factors are available, 
people may instead solve problems using fractions using a 
simplification strategy that minimizes the calculations 
required.  One potential simplification strategy would be to 
simplify the fraction 8/6 to 4/3.  The simplified equation is 
now 3 × 4/3, which reduces to 4.  Another possible 
simplification strategy would be to reduce the whole 
number multiplier and the denominator of the fraction, 
(essentially, 3 × 1/6 = 1/2), which would result in 8/2, and 
note that 8 divided by 2 is simply 4. One consequence of 
such simplification strategies is that common factor 

relations between the whole number, fraction numerator, 
and fraction denominator are activated.   

It is important to note that in the fraction problems used 
by DeWolf and Holyoak (2014) and in the experiments 
reported here, the relevant pairs of prime and target 
problems could always be solved by at least one of the 
simplification strategies, because common factors linked 
either the whole number and denominator, the numerator 
and denominator, or both. The false problems (half of the 
total set) could not be simplified in such a way (e.g., a false 
problem might be 8 × 9/6 = 9 which does not simplify to 9). 

We propose that in the process of evaluating the prime 
(i.e., the first trial in a successive primed pair), participants 
will typically activate the common factor between the whole 
number and denominator, or the numerator and 
denominator, in order to simplify the problem (see, left 
panel).  Hence, if the prime were 4 × 6/8 = 3, then the 
numbers 4, 6, 8, and 3 would provide the initial sources of 
activation. In Figure 1, the arrows connecting numbers 
represent the relation “is a factor of”. These arrows are 
depicted as unidirectional to reflect the asymmetry of the 
relational roles (factor and product), but we assume 
activation can spread in both directions (see Campbell, 
1999). We assume for simplicity that the two nearest factors 
and products of a number are activated (i.e., those numbers 
depicted in the example networks). (Additional 
factors/products may also be activated, but two are 
sufficient for the problems used in our experiments.) In 
solving the prime problem by simplification, relevant factor 
relations become highlighted, while irrelevant ones are 
deactivated. Thus in solving the prime problem (bottom left 
in Figure 2), the fact that 3 is a factor of 6, and/or 4 is a 
factor of 8, would become highly active.  If the target trial in 
a successive primed pair (Figure 1, right panel) is the 
inverse problem 3 X 8/6 = 4, these same factor relations are 
precisely those necessary for simplification. Hence, the 
process of activating relevant factor/product relations will 
have a “head start” in the target problem, relative to the 
prime problem. Accordingly, priming is expected in that the 
target problem will be solved more quickly than the prime 
(where the order of the prime and target are counterbalanced 
to control for other sources of problem difficulty (i.e., a 
problem would appear as the prime for one participant but 
as the target for another). 

This process model suggests that when a participant 
evaluates the target problem, two components determine if 
priming will be obtained. First, by definition, the connection 
between the prime and target trials depends on the inverse 
relation between them.  However, in order for this relation 
to actually facilitate solution of the target trial, there must at 
least be some implicit recognition of how the two problems 
relate to one another. The fact that no priming is found 
when decimals are used in place of fractions (DeWolf & 
Holyoak, 2014) suggests that when the structural parallel 
between the prime and target is not apparent (e.g., because 
the reciprocals are obscured when expressed as decimals), 
there will be no facilitation of the target problem. 
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The second component that contributes to successful 

priming is that the same common factor relations can be 
activated in the prime as in the target.  For example, in the 
prime trial shown in Figure 1, the fact that 3 is a factor of 6 
and/or 4 is a factor of 8 are activated in the evaluation of 
both the prime and target problems.  

Empirical Tests of the Model 
In order to evaluate whether these two components are both 
necessary for successful priming, we conducted two 
experiments to test these hypotheses. Experiment 1 tested 
whether the structural equivalence afforded by the fractions 
is a necessary component for priming.  Primarily, the 
advantage of the fraction is that it highlights the central term 
that is being inverted when forming the inverse relation.  
Another format, which is equivalent in magnitude but 
differs slightly in meaning, is the division format shown in 
Figure 2.  In the division format, the relevant reciprocal 
relation is obscured, making it harder to recognize the 
structural similarity across problems. Experiment 1 assessed 
whether the division format will yield a priming effect 
similar to that found for the fraction format in the study of 
DeWolf and Holyoak (2014).  Our process model predicts 
that the priming effect will be reduced or even eliminated 
when problems are presented in a division format because 
the division format does not highlight the structural 
equivalence between problems. 

The sets of stimuli tested by DeWolf and Holyoak (2014) 
and Experiment 1 here were not suitable for testing the 
“common factor” hypothesis because they all included 
common factors.  Therefore, Experiment 2 was designed to 
test whether common factor relations are indeed necessary 
for successful priming, as predicted by our process model.  
We created a set of problems for which there was no 
perceptual match between the whole numbers and the  

 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 

 
 
 

fraction components (e.g., 8 × 6/4 = 12; 12 × 2/3 = 8).  
These two problems still maintain the inverse relation 
because 6/4 and 2/3 are reciprocally related to one another 
(see Figure 4, top).  In addition, the components of the 
fractions maintained the “is a factor” relation (3 is a factor 
of 6 and 2 is a factor of 4; see Figure 4, bottom). We also 
included a subset of problems that are reciprocally related 
but for which the components do not share the “is a factor” 
relation (e.g., 2 × 21/6 = 7; 7 × 4/14 = 2).  Our process 
model predicts that priming will be obtained when common 
factor relations are present, but not otherwise. 

Experiment 1 
Experiment 1 assessed whether the fraction format in 
particular affords recognition of the structural equivalence 
across inverse problems, or if relational priming can be 
achieved with equivalent problems written in a division 
format (see Figure 2). 

Method 
Participants A total of 74 undergraduate students (mean 
age = 21.2 ; females = 59) from the University of California, 
Los Angeles (UCLA) participated in the study for course 
credit.   
 
Design and Materials There were two conditions: fraction 
format and division format. The stimuli and materials were 
adapted from the “non-matching fractions” condition of 
Experiment 2 reported by DeWolf and Holyoak (2014).  
Equations were shown either in fraction format or division 
format (see Figure 2), but were otherwise identical.  Half of 
the participants were assigned to the fraction format 
condition and half were assigned to the division format 
condition. 
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Figure 1. Process model for activation of common factors when solving prime and target 
problems. 
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Figure 2. Examples of fraction and division format used in 
Experiment 1. 
 

There were a total of 240 trials, with 60 of the trials 
designed to be true (correct) primed pairs, where the prime 
had the format exemplified by 3 × 8/6 = 4 and the target was 
the inverse equation, exemplified by 4 × 6/8 = 3.  The other 
180 trials consisted of 60 “false” primed trials and 120 foil 
trials.  The false primed pairs were similar to the true 
primed pairs in that there was a superficial similarity 
between successive problems, but the answers for each trials 
was “false” instead of “true”.  An example of false primed 
pairs is 7 × 10/4 = 8 followed by 8 × 4/10 = 7.  The 
remaining foil trials were not related to each other in any 
specific way.  These were designed to vary the order of 
trials (true/false, false/true, true/true, false/false) and to 
obscure the structural similarity between the trials in primed 
pairs. DeWolf and Holyoak (2014) found no evidence of 
priming for either false primed pairs or foil problems. 

Half of the 240 trials were true and half of the trials were 
false.  Except for the pairing involved in primed trials, 
problems were shown in random order for every participant. 
 

Procedure The study was administered using Superlab 4.5 
(Cedrus Corp., 2004), which was used to collect accuracy 
and response time data.  Participants were told that they 
would see multiplication (or division) problems.  They were 
told to press the “a” key if the problem was true or the “l” 
key if the problem was false. Participants were told that the 
answers were shown rounded to the nearest whole number.  
As we were particularly interested in potentially subtle 
response time differences, participants were instructed to 
respond as quickly as possible while maintaining high 
accuracy.  They were first given four practice trials that used 
only whole numbers.  After the practice trials, they were 
given a chance to ask questions before starting the test trials. 

Results and Discussion 
Accuracy Across all trials (including prime, target and foil 
trials), there was no difference in accuracy for the fraction 
condition and the division condition (90% vs. 90%; t(72) = 
.007; p = .994).  There was also no evidence of priming for 
true prime-target pairs based on the accuracy measure, 
either for the fraction condition (prime: 88% target: 89%; 
t(36) =1.74, p = .09) or the division condition (prime: 86% 
target: 87%; t(36) = 1.85, p = .07).   
 

 
 
Figure 3. Mean response times for the true prime and target 
trials by format condition (Experiment 1). 
 
 

Response Time Across all trials, participants responded 
more slowly to fraction-format trials than division-format 
trials (3.57 s vs. 2.79 s; t(72) = 3.65, p = .001).  Figure 3 
shows the average response times for the true prime and 
target trials by format condition. 2 (Fraction vs. Division) X 
2 (Prime vs. Target) ANOVA revealed a significant 
interaction (F(1, 72) = 4.34, p = .04). There was a 
significant priming effect for the fraction-format trials (3.92 
vs. 3.45, F(1, 72) = 7.82, p = .007), but no significant 
priming effect for division-format trials (3.26 vs. 3.28, F(1, 
72) = .02, p = .88). 

Overall, the results of Experiment 1 indicate that priming 
between inverse problems depends on the fraction format, 
which highlights the reciprocal relation between the two 
inverse problems. When equivalent problems were 
presented in division format, no facilitation from prime to 
target was obtained for the true prime-target pairs.  

An unanticipated finding was the overall advantage for 
the division format over the fraction format in response 
time. Although the division format does not yield 
facilitation that depends on recognizing similarities across 
problems, it may facilitate activation of common factors 
within each individual problem.  Each format may afford a 
different order of operations. The division format may 
facilitate multiple solution paths (e.g., Landy & Goldstone, 
2010), making it easier to simplify either of the numerator 
numbers with the denominator. 

Experiment 2 

The goal of Experiment 2 was to test the second hypothesis 
generated by the process model: that inverse priming 
requires activation of common-factor relations across the 
prime and target problems.   

Method 
Participants Participants were 37 UCLA undergraduates 
(mean age = 20; 24 females) who received course credit for 
participating. 
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Figure 4: Examples of primed pairs used in Experiment 2.  
Double-Mismatch pairs share common-factor relations, 
whereas Double-Mismatch, No CF pairs do not. 

 

Design, Materials, and Procedure A single within-subjects 
variable was tested, using problems presented with the 
fraction format.  The set of stimuli was identical to the 
fraction condition of Experiment 1 except that the 60 
primed trials comprised two subsets of prime pairs: 
“Double-Mismatch” trials and “Double-Mismatch, no CF 
(common factor)” trials.  In all Double-Mismatch problems, 
the whole numbers within a single problem do not match the 
fraction components, and the fraction components between 
the two problems do not match.  This type of problem 
enables tight control of perceptual similarities between the 
prime and target problems. The top panel of Figure 4 shows 
an example of a Double-Mismatch primed pair. The two 
problems are related in that 6/4 is a reciprocal of 2/3.  They 
also share common factor relationships because 3 is a factor 
of 6 and 2 is a factor of 4. By contrast, the bottom panel of 
Figure 4 shows an example of a Double-Mismatch, no CF 
primed pair.  The two problems are related by a reciprocal, 
but not by common factors.  In Figure 4, 21/6 and 4/14 are 
reciprocals (21/6 = 7/2, 4/14 = 2/7).  However, in the 2 × 
21/6 = 7 equation, the “is a factor” relations that are 
activated is “7 is a factor of 21” and “2 is a factor of 6”.  In 
the 7 × 4/14 = 2 equation, the “is a factor” relations that are 
activated do not match- instead they are: “2 is a factor of 4” 
and “7 is a factor of 14”. 

 
Figure 5. Average response times for the prime and target 
true primed trials for Double-Mismatch and Double-
Mismatch, no CF pairs (Experiment 2). 

 
There were 42 Double-Mismatch trials and 18 Double-

Mismatch, no CF trials. The number of possible problems of 
the latter type is limited (given the constraint of avoiding 
problems including large numbers). The remaining 180 
trials were the same foil trials used in Experiment 1. The 
procedure was also identical to that of Experiment 1. 

Results and Discussion 
Accuracy Average accuracy across participants on all trials 
(including true prime, target and foils) was 87%.   There 
was no difference in accuracy across all trials on the 
Double-Mismatch and Double-Mismatch, no CF trials (79% 
vs. 80%, t(36) = .68, p = .50).  Among the true primed trials, 
there was also no evidence of priming based on accuracy 
measure for either the Double-Mismatch pairs (79% vs. 
78%, t(36) = 1.12, p = .27) or the Double-Mismatch, no CF 
pairs (80% vs. 80%, t(36) = .41, p = .68). 
 
Response Time Mean response time across participants on 
all trials was 3.83 s.  Response times for the Double-
Mismatch true prime-target trials were significantly faster 
than for the Double-Mismatch, no CF true prime-target 
trials (4.96 s vs. 5.75 s; t(36) = 2.37, p = .02).  Figure 5 
shows the average response times for prime and target trials 
in the Double-Mismatch and Double-Mismatch, no CF 
prime conditions.  A significant priming effect was obtained 
for the Double-Mismatch trials (5.21 s vs. 4.69 s, t(36) = 
2.1, p = .04), but not for the Double-Mismatch, no CF trials 
(5.56 s vs. 5.94 s, t(36) = .41).   

These response time results support the prediction of our 
process model, in that a necessary condition for priming is 
that common factor relations must link the prime and target 
trials.  The Double-Mismatch trials yielded clear inverse 
priming even though they lack perceptual similarity. In 
contrast, the Double-Mismatch, no CF trials, which share a 
reciprocal relation but not common factors, did not yield 
priming.  
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Discussion 
The results of these two experiments support hypotheses 
derived from a process model of how activation spreads 
among common factors during fraction and whole number 
multiplication.  The fraction format seems to highlight or 
isolate the inverse relationship across related problems, 
thereby facilitating performance on the target trial.  The 
results of Experiment 1 indicate that the fraction format 
highlights the relevant inverse relationship, resulting in 
priming, whereas an equivalent division format does not. 
The results of Experiment 2 reveal that the fraction format 
with a shared reciprocal is not sufficient to create the 
necessary structural similarity across problems. In addition, 
an “is a factor” relation that connects the prime and target 
problems must be activated in order for priming to occur. 
Hence Double-Mismatch, no CF problems, which share a 
reciprocal relation but not a common factor (e.g., the 
reciprocals 21/6 and 4/14) do not yield priming. 

The process model we propose here has important 
implications for how multiplication with fractions is 
performed.  Previous research has examined multiplicative 
reasoning with whole numbers but not with fractions. Our 
model demonstrates that fractions can be incorporated into a 
multiplicative schema that connects them with whole 
numbers.  College students seem to prefer to analyze the 
component parts of fractions, and their relations to whole-
number components in the problem, rather than considering 
the fraction as a single unit. 

The process model also explains why the fraction format 
affords a flexible set of strategies for solving simple 
multiplication and division problems.  When solvers have a 
deep understanding of how fractions and whole numbers are 
embedded within a multiplicative schema, they are able to 
flexibly simplify fraction multiplication problems based on 
their network of common-factor relations. 

The present findings thus add to other evidence of major 
differences in the procedural and conceptual knowledge 
associated with different types of rational numbers. 
Although one might expect that people would solve a 
multiplication task with fractions by simply estimating the 
magnitude of the fraction and hence the resulting product, 
this was not the case in our study. Decimals represent one-
dimensional magnitudes, whereas fractions represent two-
dimensional relations; hence adults access magnitudes more 
easily for decimals than for equivalent fractions (DeWolf, 
Grounds, Bassok & Holyoak, 2014). Accordingly, 
multiplication is much more likely to be based on 
magnitude estimation for problems involving decimals 
rather than fractions. At the same time, the relational 
structure of fractions is advantageous for reasoning tasks 
that depend on relations between certain quantities, such as 
that between the cardinality of a subset and the full set 
(DeWolf, Bassok & Holyoak, 2015; Rapp, Bassok, DeWolf 
& Holyoak, 2015). In general, the different formats for 
rational numbers each provide unique affordances for 
performing different mathematical tasks. 
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Abstract 

Recent work has shown that undergraduates at a major public 
university demonstrate implicit understanding of inverse 
relations between multiplication problems with fractions, as 
evidenced by the fact that solving one problem facilitates 
solving its inverse. The present study investigated whether 
such implicit understanding of mathematical relations is 
related to overall math ability. We found that low performers 
showed relational facilitation only when it was supported by 
perceptual similarity, whereas high performers showed 
relational facilitation on both perceptually similar and 
dissimilar problems. These findings are interpreted in terms 
of novice-expert differences in the representation of 
mathematical relations. 

Keywords: mathematical reasoning, rational numbers, 
relational reasoning, expertise 

Introduction 
Research on expertise has highlighted differences between 
the mental representations of experts and novices. Experts 
and novices not only approach problems differently, but 
also differ in how they allocate attention and relate problems 
to one another (e.g., Chi, Feltovich & Glaser, 1981; Novick, 
1988; Chase & Simon, 1973). These differences have been 
observed in a variety of problem-solving contexts, including 
chess, physics, and mathematics. One important 
consequence of differences between expert and novice 
processing involves transfer between problems or situations. 
For example, Chi et al. (1981) found that expert physicists 
tended to group certain problems together based on the 
physical laws involved in solving each problem. In contrast, 
novices grouped problems based on perceptual similarity, 
rather than on underlying principles. By attending to the 
relational structure governing the problems, expert 
physicists were able to transfer problem-solving strategies 
effectively between problems involving the same abstract 

principles. The perceptual similarities on which novices 
focus are much less effective in supporting transfer. It is 
often difficult for beginning students to ignore surface 
features and encode relational structure, a fact that likely 
contributes to the difficulty in obtaining transfer between 
problems that are analogically similar but perceptually 
dissimilar (e.g., Gick & Holyoak, 1980, 1983, Hayes & 
Simon, 1977; Holyoak & Koh, 1987; Ross, 1987). In 
general, expertise or deep understanding is characterized by 
mental representations that go beyond perceptual similarity.  

In the current study we investigated the extent to which 
perceptual similarity between two relationally-similar math 
problems facilitates the performance of solvers who differ in 
their level of math expertise. 

Expertise in Mathematics: The Case of Rational 
Numbers 
The general pattern of differences between expert and 
novice understanding is found within the realm of 
mathematics (Novick, 1988; Schoenfeld & Hermann, 1982). 
Expert mathematicians (e.g., math professors, or those who 
achieve high scores on a math proficiency test) are more 
likely to judge problems embodying the same mathematical 
structure to be similar, are more likely to apply the same 
problem-solving strategies to relationally-related problems, 
and demonstrate greater transfer after a delay (Novick, 
1988; Novick & Holyoak, 1991). Expertise in mathematics 
is often associated with more rapid solution times (e.g., 
Kellman, Massey & Son, 2010; Stevenson et al., 1990). 

Understanding of rational numbers (fractions and 
decimals) provides a particularly interesting context for 
investigating differences in expert and novice 
understanding. Novice students often inappropriately 
transfer characteristics of whole numbers to fractions, and 
therefore expect fractions to be countable and discrete (Ni & 
Zhou, 2005; Stafylidou & Vosniadou, 2004). These 
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misconceptions persist in adults with lower overall 
competence in mathematics. For example, based on oral 
explanations of fraction concepts, Stigler and colleagues 
(Givvin, Stigler & Thompson, 2011; Stigler, Givvin & 
Thompson, 2010) found that community-college students 
exhibit many of the same misconceptions about fraction 
magnitudes and fraction arithmetic as do middle-school 
students. In contrast, other studies conducted with students 
at highly competitive universities (e.g., Schneider & Siegler, 
2010; DeWolf, Grounds, Bassok & Holyoak, 2014) have 
found that these students, who tend to have greater 
mathematical expertise, are able to represent fraction 
magnitudes with little difficulty.  

Expert-novice differences have been observed in fraction 
arithmetic. In the realm of (positive) whole numbers, 
multiplication yields a larger result and division a smaller 
result, but this is not generally true of rational numbers, 
such as fractions or decimals less than 1. Siegler and Lortie-
Forgues (in press) asked participants from a wide range of 
math backgrounds to perform a simple task involving 
fraction multiplication and division. Participants simply had 
to decide whether problems like 31/56 * 17/42 > 31/56 are 
true. The investigators found that while math and science 
students from a highly competitive university were 
consistently correct, pre-service teachers and middle-school 
students performed at below-chance levels. 

A central issue is that beginning students (and many 
elementary-school teachers) have difficulty understanding 
mathematical operations and how they relate to one another 
(Ma, 1999; Siegler et al., 2011, 2013). For example, fraction 
addition and subtraction require finding common 
denominators, whereas fraction multiplication and division 
do not. Students are often unclear as to when and why it is 
necessary to find common denominators. This lack of 
understanding of procedures may reflect a lack of deep 
conceptual understanding of the relations between operators, 
and of how the division operation within a fraction relates to 
other operations in the problem. 

Understanding Fraction Multiplication and Inverse 
Relations 
This lack of understanding is especially evident in the case 
of the “invert and multiply” strategy in fraction division. 
Early on, students are taught that to complete a fraction 
division problem, all that is required is to invert the second 
fraction in the problem and then proceed with the fraction 
multiplication procedure. But understanding why this 
strategy works is not simple. Tirosh (2000) found that even 
pre-service teachers have little understanding of this 
strategy.  

The reason why the invert-and-multiply strategy works 
involves the reciprocal relationships between the two factors 
in a multiplication problem and their relationship to a 
product.  For example, 5 ÷ 10 is the same as 5/10, which is 
the same as 5 X 1/10 since 10 and 1/10 are reciprocals.  In 
addition, students have to understand that the “bar” in the 
fraction expression denotes a division operation; and as 

such, it can be used to represent a relation within the 
multiplication operation itself. Thus, the same strategy 
applies when multiplying either whole numbers or fractions. 
Performing the operation “2 ÷ 3” is equivalent to “2/3” and 
also “2 X 1/3”. Furthermore, “2 ÷ 3” represents the same 
proportional relation as “4 ÷ 6”. A deep understanding of 
this type of relational structure would allow students to 
move flexibly between any of these equivalent notations. 

Overview of Current Study 
In the current study we sought to better understand the 
differences in understanding of multiplication with rational 
numbers and inverse relations across high- and low-
performing math students. We tested whether adults from 
varying math backgrounds are sensitive to different types of 
similarities between multiplication problems. DeWolf and 
Holyoak (2014) found that participants from a highly 
competitive university showed facilitation in solving a 
multiplication problem when it was preceded by its inverse. 
For example, participants were faster to solve 3 X 4/3 = 4 if 
it was preceded by 4 X 3/4 = 3. College students were 
sensitive to the inverse relation between problems when the 
second multiplier was expressed as a fraction, but not as a 
decimal (e.g., the pair 3 X 1.33 = 4 and 4 X .75 = 3 yielded 
no facilitation of the second problem). Importantly, 
facilitation was found for fraction problems even when the 
inverse relation was less perceptually apparent (e.g., 4 X 6/8 
= 3 preceded by 3 X 4/3 = 4). These college students thus 
showed implicit understanding of the inverse relation 
between fraction multiplication problems. 

This apparent relational transfer might seem surprising in 
light of the evidence discussed above indicating that many 
students have difficulty in understanding fraction 
multiplication, let alone transferring relational knowledge 
between inverse problems. One hypothesis is that this type 
of implicit understanding of inverse relations only emerges 
for relatively expert (or in our study, relatively high-
performing) students.. In order to assess transfer 
performance across a wide range of math ability that would 
span relatively novice and expert levels of performance, we 
recruited participants from two universities in one American 
city. We administered a general math ability test to obtain a 
measure of participants’ overall math ability, and used this 
measure to separate students into high- and low-performing 
groups. Our sample included students who ranged widely in 
overall mathematical ability.   

We varied the degree of perceptual similarity between 
inverse fraction problems. In the high-similarity condition, 
the relationship between the fraction problems was 
perceptually salient (e.g., 3 X 4/3 = 4; 4 X 3/4 = 3). In the 
low-similarity condition, the two fraction multipliers were 
perceptually different but still maintained their relational 
similarity (e.g., 3 X 4/3 = 4; 4 X 6/8 = 3, where 4/3 and 6/8 
are reciprocals of one another). We hypothesized that low-
performing participants may show facilitation in the high-
similarity case, for which a perceptual strategy supports 
relational similarity, but not in the low-similarity case where 
reliance on perceptual similarity is not possible. 

567



Method 

Participants 
A total of 89 undergraduates participated in the study for 
course credit. Thirty-four participants were undergraduates 
from California State University, Los Angeles (CSULA) (19 
females) and 55 were undergraduates from University of 
California, Los Angeles (UCLA) (44 females). 

Design, Materials, and Procedure 
Speeded Multiplication Task. This task was an adaptation 
of the multiplication-priming paradigm used by DeWolf and 
Holyoak (2014), which demonstrated implicit relational 
transfer. Participants were shown a series of multiplication 
problems that were either true (correct) or false (incorrect). 
They were simply asked to verify whether the problems 
were true or false. A quarter of the problems were true 
“primed pairs” in which a prime problem was inversely 
related to the successive target problem (e.g., 3 X 4/3 = 4 
primes 4 X 3/4 = 3). Participants were randomly assigned to 
one of three between-subjects conditions in this task: high-
similarity fraction pairs (N = 30), low-similarity fraction 
pairs (N = 29), and decimal pairs (N = 30).  

The high-similarity fractions were identical to the 
“matching fractions” used by DeWolf and Holyoak (2014), 
which afford a variety of perceptually-driven strategies. The 
low-similarity fractions were constructed by mixing the 
prime and target problems from the “matching fractions” 
and “non-matching fractions” conditions in Experiment 2 of 
DeWolf and Holyoak (2014). That is, these primed pairs 
included an expression in which the fraction and whole 
number components matched (e.g., 3 X 4/3 = 4), and an 
expression in which the fraction components did not match 
the whole numbers (e.g., 4 X 6/8 = 3). Priming in this 
condition thus depends on appreciating the inverse relation 
between the successive problems despite the low perceptual 
similarity between them. The prime and target assignments 
within the primed pairs were counterbalanced across 
participants. Importantly, the two fraction conditions were 
identical except for this difference in primed pairs. 
 As in similar previous studies of rational numbers (e.g., 
DeWolf, Bassok & Holyoak, 2015a), a decimal condition 
was included for comparison with fractions. The decimal 
condition used the same values as the fraction conditions, in 
that the second term in the multiplication problem was 
simply the fraction converted to its equivalent decimal 
rounded to the nearest hundredth (e.g., 3 X 1.33 = 4). 

A total of 240 multiplication problems were used, half 
true and half false. Sixty of the 120 true problems were true 
primed problems (30 true primed pairs). Sixty of the 120 
false problems were false primed problems (30 false primed 
pairs); these shared the inverse relation between successive 
problems, but were false. The remaining 120 problems were 
foil problems that were not related to each other in any way. 
These problems were designed to obscure the similarity 
between the primed problems. Besides the pairing of the 

problems within the primed pairs, the overall order of the 
problems was random for every participant.  

The multiplication task was administered using Superlab 
4.5 (Cedrus Corp., 2004), which was used to collect 
accuracy and response time data. Participants were told that 
they would see multiplication problems. They were told to 
press the “a” key if the problem was true or the “l” key if 
the problem was false. Participants were told that the 
answers were shown rounded to the nearest whole number. 
As we were interested in potentially subtle response time 
differences, participants were instructed to respond as 
quickly as possible while maintaining high accuracy. They 
were first given four practice trials that used only whole 
numbers. After the practice trials, participants were given a 
chance to ask questions before starting the test trials. 

 

Explicit General Math Test A second task that participants 
completed was an explicit measure of general math 
knowledge, which was used to split the participants into 
relatively low- and high-performing groups. This task 
involved a total of 25 multiple-choice problems, and eight 
problems requiring a solution (either equations or word 
problems). The test comprised three subsections, each 
designed to assess a domain of mathematical understanding: 
algebra, fractions, and multiplicative understanding. The 
algebra questions (adapted from Booth et al., 2014) included 
basic equation solving questions, word problems, and 
evaluations of algebraic expressions. Fraction problems 
queried participants about equivalent fractions, ratio 
relationships, and the relation between the size of the 
numerator and denominator. Multiplicative questions asked 
about the greatest common factor of two numbers, the 
reciprocals of certain numbers, and lowest common 
multiples of two numbers. These problems were adapted 
from released questions from the 2008 California State 
Standards exam for Algebra I. Successful performance on 
this test would only require a level of understanding 
corresponding to basic high school math.  

This test was administered with paper and pencil. 
Participants were randomly assigned to one of three 
different random orders. They were encouraged to use space 
on the page to write out their work, and were told not to use 
a calculator. 

Results 

Explicit General Math Test 
Because the explicit test consisted of questions that were 
multiple choice, or questions for which there was only one 
correct answer, questions were scored on a 0, 1 basis. Final 
scores for subtests were averaged across questions in a 
relevant subset. 

Overall accuracy on the test across all participants was 
79% (SD = 15; minimum score = 36%, maximum score = 
100%). For the subset of algebra problems, overall accuracy 
was 77% (SD = 17, minimum score = 41%, maximum score 
= 100%). For the subset of fraction questions, overall 
accuracy was 77% (SD = 23, minimum score = 13%, 
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maximum score = 100%). Finally, for the subset of 
multiplicative questions, overall accuracy was 77% (SD = 
17, minimum score = 50%, maximum score = 100%). The 
participants thus ranged considerably in overall math ability, 
providing a high-variance sample to examine differences in 
performance between low- and high-performing 
participants. 

Relation Between Speeded Multiplication and Math 
Expertise 
Accuracy on the speeded multiplication task was computed 
for true1 prime and target trials after dividing participants 
into low- and high-performance groups, based on a median 
split performed separately for each of the three conditions.    
For the high-similarity fractions condition, the high-
performance group achieved significantly higher accuracy 
than the low-performance group (.97 vs. .87; t(24) = 2.53, p 
= .02).  For the low-similarity fraction condition, the high-
performance group showed a non-significant trend for 
higher accuracy than the low-performance group (.91 vs. 
.84; t(27) = 1.33, p = .19). For the decimals condition, the 
high-performance group also showed a non-significant trend 
for higher accuracy relative to the low-performance group 
(.67 vs .54, t(27) = 1.36, p = .18). There was no evidence of 
a priming effect for any of the conditions on the accuracy 
measure, and no evidence of a difference in priming across 
low- and high-performing groups.   
 Figure 1 shows response times for true prime and target 
trials, separated into low- and high-performance groups 
based on the same median split of the explicit task used for 
the accuracy analysis. Response times for error trials and 
those more than three standard deviations from the mean of 
accurate trials were excluded from analyses. The change in 
RT from the average prime RT to the average target RT 
(prime – target) was calculated to assess the speed-up 
attributable to priming for each participant. For the high-
similarity fractions, the average speed-up across participants 
in the low-performing group was significantly larger than 
that for the high-performing group (.73 s vs. .23 s, t(24) = 
3.18, p = .004). Thus when pairs of mathematical problems 
were perceptually similar, as in the high-similarity 
condition, the priming effect held for both high- and low-
performing students, and was actually largest for low-
performing students.  

The priming difference observed in the high-similarity 
fraction condition may in part be related to general 
differences in RT between the low- and high-performing 
groups. Average prime RT for the low-performing group 
was considerably slower than for the high-performing 
group. Also, average target RT for the low-performing 
group was slower than RT for either the prime or target in  

                                                             
1 As in DeWolf and Holyoak (2014), we find that the priming 
effect only held for the true primed trials (high-similarity false 
primes: 4.5 s vs. 4.3 s, t(25) = .91, p = .37; low-similarity false 
primes: 4.9 s vs. 4.5 s, t(28) = 1.93, p = .07). The same pattern of 
results for false primed trials was found after conducting the 
median-split analysis. 

  
Figure 1. Average response times for true prime and target 
trials for each condition, separated by low- versus high-
performing math students. 
 
the high-performing group. Thus, although the speed-up for 
the low-performing group was much larger than that for the 
high-performing group, these differential gains may be 
related to the longer overall response times of the former 
group. 

In stark contrast, for the low-similarity fraction condition, 
the high-performing group had a significantly greater 
average speed-up than did the low-performing group (.27 s 
vs. -.06 s, t(27) = 2.33, p = .03). In fact, the latter group 
showed no priming effect, and, their RTs were slower 
overall compared to those of the high-performing group. 

For the decimals condition, neither high- nor low-
performing students showed any evidence of priming. The 
average speed-up for the low-performing group did not 
differ reliably from that of the high-performing group (.03 s 
vs. .09 s, t(27) = .13, p = .89).  For both groups, RTs on 
decimal trials were slower than on either type of fraction 
trials. 
 

Correlations between Multiplication Task and Math 
Expertise  In order to better understand how the subparts of 
the explicit math test related to performance on the speeded 
multiplication task, we correlated performance on each of 
the subparts of the explicit test (algebra, fraction, 
multiplicative) with overall accuracy and response times for 
each of the three conditions on the multiplication task, for 
all participants (i.e., combining high- and low-performing 
participants).   Table 1 shows the correlations between each 
of the multiplication-task conditions and accuracy on the 
explicit math test (overall and for each subtest).  

For the high-similarity fraction condition, both overall 
accuracy and RT on the multiplication task were 
significantly correlated with overall accuracy on the explicit 
test and with each of the subtests. A similar pattern of 
correlations was observed for the low-similarity fraction 
condition, except that correlations with the multiplicative 
subtest were not reliable. For the decimals condition, 
accuracy was significantly correlated with all but the 
multiplicative test, whereas RT was correlated only with the 
algebra subtest (and overall score). 
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Table 1: Correlations between performance on the speeded 
multiplication task (accuracy and RT) and score on explicit 
math test (overall and each subtest).  
 

 
Multiplication  
Condition 

Overall 
Test 

Algebra 
Subtest 

Fractions 
Subtest 

Multipli-
cative 

Subtest 
High-similarity Fraction 
   Accuracy 
   RT 

.70*** 
-.60*** 

.60*** 
-.59** 

.54** 

-.51** 
.75*** 
-.40* 

Low-similarity Fraction 
   Accuracy 
   RT 

.53** 

-.54** 
.55** 

-.47* 
.50** 

-.57** 
.25 
-.36 

Decimals 
   Accuracy 
   RT 

.55** 
-.37* 

.54** 
-.45* 

.46* 
-.15 

.25 
-.19 

* p<.05; ** p<.01; *** p<.001 
 

The observed pattern of correlations between speeded 
multiplication and explicit math performance suggests that 
across all participants, multiplicative knowledge is not a 
reliable predictor when perceptual cues to relational 
structure are lacking (i.e., in the low-similarity fraction and 
decimal conditions). Especially in a speeded task, 
multiplicative strategies may not be employed without 
obvious perceptual supports (at least for students with lower 
math ability). 

Discussion 
The present study demonstrates clear differences in 
understanding of inverse relations and fraction 
multiplication between low- and high-performing math 
students.  In the high-similarity fraction condition, 
perceptual cues guide attention to relational structure, as the 
numbers in the first problem are simply rearranged in the 
inverse manner in the second problem (e.g., 3 X 4/3 = 4; 4 
X 3/4 = 3). For this pair type, the low-performing group 
showed greater facilitation on response time for target 
problems than did high-performing participants. Low-
performing students were thus able to capitalize on 
perceptual similarity between problems to facilitate transfer. 
 Despite their large decrease in response time on target 
trials, low-performing participants were still slower in 
responding than high-performing participants. Moreover, 
the two groups performed very differently in the low-
similarity fraction condition. In such problems the numbers 
in the successive fractions were different, even though they 
were reciprocals (e.g., 3 X 4/3 = 4; 4 X 6/8 = 3). For these 
low-similarity problems, for which perceptual cues did not 
strongly guide attention to relation structure, only high-
performing students demonstrated facilitation on target 
problems. 

The present findings are consistent with previous work on 
novice versus expert transfer in mathematics and other 
domains, but go beyond previous studies by using the 
speeded multiplication task to provide an implicit measure 
of relational transfer. This implicit measure of transfer 
indicates that individuals with greater math expertise 
process relationally-similar problems more effectively than 
do novices.  

 In general, low math performers were slower and less 
accurate on the speeded multiplication task. In addition, we 
found that while the magnitude of priming for the RT 
measure correlated with all of the subparts of the explicit 
math test, RT in the decimal condition only correlated with 
the algebra subset of questions. Because performance on 
decimal problems largely depends on correctly estimating 
the magnitude of the decimal and the resulting product (i.e., 
there is no possible simplification of the problem as there is 
for fraction problems), the decimal condition is largely an 
estimation task. Thus, the decimal version of the task is 
likely measuring something akin to decimal magnitude 
understanding. Previous work has shown that, at least for 
middle-school Algebra-I students, decimal magnitude 
understanding is a strong predictor of algebra performance 
(DeWolf, Bassok & Holyoak, 2015b). 

Several potential mechanisms may contribute to the 
priming effect we observed in the speeded multiplication 
task.  Perceptual similarity between problems accounts for 
part of the effect, as evidenced by the robust priming effect 
observed in the high-similarity fraction condition for both 
low- and high-performing participants. As observed in other 
relational tasks, reasoning is facilitated by salient semantic 
or perceptual cues that are correlated with more abstract 
relations (Bassok, 1996). 

More interesting, perhaps, are the possible mechanisms 
by which relatively expert adults are able to exploit shared 
inverse relations between fraction problems that lack simple 
perceptual cues to the relational correspondences. Our 
findings suggest that low-performing participants 
understand the inverse relation at some level, but lack the 
abilities in pattern recognition or in simplifying fractions 
that are required to obtain priming in the low-similarity 
condition.  It appears that experts have an advantage in 
recognizing equivalent fractions based on different 
constituent numbers, likely due to the greater fluency with 
which experts are able to reduce or simplify common 
fractions. These high-performing participants may in some 
sense “see” fractions differently.  High-performing adults 
may have greater perceptual expertise with fractions, and in 
connecting alternative simplified or reduced forms of 
fractions (cf. Kellman et al, 2008).  Thus, an expert (or high-
performing student) may have a deeper appreciation for 
relevant relations and operations even at an implicit level. 
Low- and high-performing participants showed little 
difference in accuracy on the simple multiplication 
problems we tested; however, the large differences we 
observed in response times suggest that more expert adults 
benefit from more direct access to inverse relations, 
allowing them to make mappings between problems with 
greater ease. 
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Abstract 

Various studies have recently shown that the long-held claim that 
the relation between the sound of a word and its meaning is 
arbitrary needs to be revisited. In two computational studies we 
investigated whether word valence can be derived from sound 
features in English, Dutch and German. In Study 1, we identified 
the extent to which individual phonological features explained 
valence scores per language separately. In Study 2, we aimed to 
determine the optimal combination of cues that can predict valence 
scores across the three languages using two statistical classifiers 
and four machine learning classifiers. Our results showed that 
frequency and word complexity were the most reliable shared cues 
to predict valence for all three languages, obtaining a correct 
valence classification of about 60%. This percentage could be 
enhanced for individual or pairs of languages using additional 
relevant cues. These findings demonstrated that the claim that the 
relation between the sound of a word and its meaning is arbitrary is 
too strong. 

Keywords: arbitrariness; sound-meaning; phonology; symbol 
grounding. 

Introduction 
In Cratylus, Plato reported a debate in which Socrates and 
two of his pupils consider whether words might be a natural 
reflection of the things being named, or whether language 
attaches form to content by convention, the relationship 
between word and meaning therefore being arbitrary. In this 
dialogue, Socrates tends to agree that natural reflection is 
superior to an arbitrary relation. 
 However, modern linguistics has generally accepted the 
contrary, at least until recently. De Saussure (1916) 
described a sign as an entity that consists of two abstract 
parts: the concept and the sound image. According to De 
Saussure, this system can only exist if the initial matching 
between concept and sound image happens in an entirely 
arbitrary fashion. In a similar vein, Hockett (1960) argued 
that the sound image has no connection to the object it 
represents, other than the initial matching (De Saussure, 
1916; Hockett, 1960). Both scholars, however, worked with 
skewed databases containing small amounts of data. In light 
of larger databases, as well as stronger computational 
algorithms and a more advanced theoretical framework, the 
strong arbitrariness claim should be reconsidered. The 
purpose of the current paper is to add to the existing 
literature and invite cognitive scientists to not univocally 
adhere to the arbitrariness principle without further 

investigating the extent to which phonological cues relate to 
meaning. 
 
Arbitrary sound-meaning relations 
For a language system, to have arbitrary relations between a 
word’s sound and its meaning is, to a certain extent, 
advantageous.  Arbitrariness provides an increased economy 
of reference (Burling, 1999). It is common for both human 
and animal communication systems that over time iconic 
symbols (e.g., gestures) become arbitrary symbols 
(Corballis, 2002). Indeed, as the number of concept and 
sound image-pairs increases, Gasser (2004) proposed, the 
chance of two different concepts sharing the same sound-
image increases as well, leaving less ‘space’ in a language 
for new words and meanings (Gasser, 2004).  
 Arbitrariness can help in the language learning process 
by keeping concepts with similar meanings separate for 
small languages. It allows context information to have a 
maximum impact on the mapping from sound image to 
meaning, while an iconic relationship between the two 
would impede learning (Gasser, 2004). The beginning of a 
word would then be most relevant for information about the 
unique word, while greater systematicity between word 
form and general category could be found in the second half 
of the word, a hypothesis that studies have indeed found 
support for (Gasser, 2004; Monaghan et al., 2011). 
 The arbitrariness notion also fits theories of embodied 
cognition. According to one embodied cognition account, 
meaning in language is conveyed by amodal, abstract, and – 
importantly – arbitrary symbols (Glenberg & Kaschak, 
2002). Because the sound of a word cannot say anything 
about its meaning, meaning must be grounded outside the 
language system, in referents in the world or perceptual 
simulations of these referents.  
 In conclusion, the evidence favoring de Saussure’s 
(1916) claim ‘le signe est arbitraire’ is strong. But the claim 
itself is equally strong, leaving no room for non-arbitrary 
elements.  
 
Non-arbitrary sound-meaning relations 
A non-arbitrary relation (i.e., not entirely arbitrary) is in line 
with several fields of research, though we do not argue that 
the relationship between phonological cues and meaning is 
fixed. When the language system at large is considered, 
many non-arbitrary elements can be pointed out. For 
instance, binomials have a predictive order and there is a 
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significant difference between one relation versus the other, 
so that we say here and there (Cooper & Ross, 1976), today 
and tomorrow (Louwerse, Raisig, Hutchinson & Tillman, 
under review), high and low (Louwerse, 2008), happy and 
sad, men and women, teacher and student (Hutchinson & 
Louwerse, 2013) and few and many (Hutchinson & 
Louwerse, 2014). Language users make use of pre-linguistic 
conceptualizations, so that phonological cues – akin to 
distributional semantic cues – are encoded in language 
(Benor & Levy, 2006; Louwerse, 2008). 
 For the relationship between sound and meaning within 
the word, there are patterns suggesting that claiming this 
relation is arbitrary is too strong as well. Sound symbolism 
argues that distinctive features in a word (e.g. a syllable or 
phoneme) bring out a correspondence in their meaning and 
in human emotional attitudes toward the word (Ahlner & 
Zlatev, 2010). This is most obvious in onomatopoeias: 
words that directly phonetically imitate or resemble what 
the source of the sound is, such as a certain animal (‘meow’) 
or an inanimate object (‘boom’) (Ahlner & Zlatev, 2010; de 
Saussure, 1916; Dingemanse, 2012). There are also 
categories in which this mapping is less obvious, such as 
ideophones. These are words that depict sensory imagery, 
ranging from depicting visual patterns to cognitive states, 
and even direct mimicking of sounds. This phenomenon is 
for instance present in Japanese, e.g. ‘koro-koro’ signifying 
a small object rolling, and in several African languages 
(Ahlner & Zlatev, 2010; Dingemanse, 2012).  
 Even beyond these categories, research has been 
conducted in which meaning was successfully mapped to 
sound. Sound was connected with size (Ohala, 1997), 
distance (Tanz, 1971) and shape (as in ‘bouba’/’kiki’) 
(Ramachandran & Hubbard, 2001).  

Finally, for language acquisition there is evidence for, 
and there are advantages to, non-arbitrary relations between 
the sound of a word and its meaning. Even though 
arbitrariness supports individuation for words, especially 
words learned later in a learning process, words typically 
acquired early in the language learning process tend to be 
more non-arbitrary. Meaning in sound can enable early 
language learners to discover that words are representations 
of objects and concepts in the world around them 
(Monaghan, Shillcock, Christiansen, & Kirby, 2014). 
Arbitrariness becomes more useful when more complex 
meanings come into play later on (Gasser, 2004; Lewis et 
al., 2014; Monaghan et al., 2011, 2014). 

It is important to note that while considering non-
arbitrary sound-meaning relationships, neither sound nor 
meaning should be defined overly conservative. For 
instance, ‘meaning’ of the word can be the grammatical 
category of the word (state/event/process versus 
person/object) (Parsons, 1990). Monaghan et al. (2007) 
related phonological and prosodic properties of words to 
several grammatical categories for several languages. When 
predicting whether a word was a noun or a verb using 
stepwise discriminant analysis, they obtained an accuracy 
score of 67% (with 62% as a random base-line) for English, 

and 89% (with a baseline of 63%) for Dutch. This became 
higher when taking distributional cues into account, and the 
most effective when phonological and distributional cues 
were combined (Monaghan, Christiansen, & Chater, 2007). 
 Similarly, the ‘sound’ of a word can be translated into 
word complexity. Lewis, Sugarman, & Frank (2014) found 
that unknown long words were more likey to be paired with 
complex objects and short words with simple objects, and 
ascribe this to an innate ‘complexity bias’ that can even be 
retraceable to the naming of objects thousands of years ago: 
the more frequent an object was encountered, the more 
likely a short and easy name was chosen for it, as opposed 
to longer and more complex names for less frequent objects 
(Lewis, Sugarman, & Frank, 2014).  
 Based on the literature on the arbitrariness of the relation 
between sound and meaning, the conclusion to be drawn is 
that there is no straightforward answer to the question 
whether sound-meaning relations are arbitrary. To address 
both views as a division of labor may be the best way of 
dealing with both standpoints (Monaghan et al., 2011).  

The sound of valence 
The current study investigated whether the phonological 
features of a word can predict the valence of a word. 
Valence seems to be one of the core semantic features in 
language (Nielsen, 2011; Warriner, Kuperman, & Brysbaert, 
2013) and evidence for the non-arbitrary relation between 
sound and meaning should therefore be expected on the 
positive-negative continuum of meaning as well.  
 There are some studies that point out that valence and 
linguistic features are related. For instance, the positivity 
bias entails that humans have the tendency to use positive 
words more frequently, as there are overall more positive 
events happening in the world than negative ones, and 
people generally experience mild positive emotions 
(Augustine, Mehl, & Larsen, 2011; Rozin, Berman, & 
Royzman, 2010). Additionally, negative adjectives tend to 
be longer, as they often consisted of their positive antonyms 
with a prefix (e.g. ‘happy’/’unhappy’, ‘sincere’/’insincere’) 
(Augustine et al., 2011; Rozin et al., 2010). 
 In Study 1 we aimed to identify which individual 
phonological cues are correlated with valence ratings in 
English, German and Dutch. In Study 2, a combination of 
these cues will be used to determine how well valence can 
be predicted on the basis of sound features across languages.  

Study 1 
Valence. Valence was operationalized using the ratings 
according to the Affective Norms for English Words 
(ANEW)-list originally created by Bradley and Lang (1999), 
which entails 1,034 words and their valence ratings and was 
recently extended by Warriner, Kuperman and Brysbaert 
(2013) to nearly 14,000 words (Bradley & Lang, 1999; 
Warriner et al. 2013). 
 
Phonological cues. Phonological features were identified 
using CELEX (Baayen, Pipenbrock, & Gulikers, 1995), 
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which provides morphological, phonological, syntactic and 
frequency information for 52.447 English, 51.728 German 
and 124.136 Dutch word types (lemmas). 
 Four categories of phonological cues were used, 
concerning 1) the whole word, 2) the word’s vowels, 3) 
word onset (all consonants before the first vowel) and 4) 
first consonant. Unless stated otherwise, the total count of a 
cue per word was used for analysis. These variables were 
informed by (Monaghan et al., 2005; 2007) and derived 
from the International Phonetic Alphabet. They can be seen 
in Table 1, where cues used for onset and first consonant are 
printed bold.	  In order to avoid giving the impression that all 
of the features we looked at yielded significant effects, we 
included all considered features in Table 1. 33% of them 
ultimately had a significant relation with the valence score, 
as can be seen in the results. 
 The ANEW-list (which consists of English words) was 
translated in Dutch and German using Google Translate, as 
the translation accuracy for Google Translate has been 
satisfactory, especially among Western languages (Aiken & 
Balan, 2011; Balk et al., 2012). Any anomalies in the 
translations were corrected. 
 The English, Dutch and German word lists and their 
ANEW-scores were combined with the CELEX 
phonological representation and frequency, and discarded if 
there was none. For the two translated languages, words not 
available in the Google Translate-database would remain 
English. If this English version was not be present in the 
Dutch or German CELEX-database, it was filtered out for 
that language. This resulted in 91.3% of the original ANEW 
list for English (13,001 words in total), 88.1% (12,536 
words) for Dutch, and 68.3% (9,718 words) for German.  
  

Table 1. Phonological Cues 
 

whole word vowels 
length in syllables 
length in phonemes 
frequency 
vowels 
consonants and affricates 
word complexity* 
vowel density** 
coronals 
voiced consonants 
plosives 
nasals 
fricatives 
approximants 
bilabials 
velars 
alveolars 
palatals 
labials 
glottals 
dentals 

reduced vowels 
position: front 
position: near front 
position: central 
position: near back 
position: back 
height: close 
height: near close 
height: close mid 
height: mid 
height: open mid 
height: near open 
height: open 
rounded 
nasal 

 

*: the percentage of consonants compared to total number of letters 
**: total number of vowels (counting long vowels and diphthongs 
double) divided by total number of letters 

The phonological features of the 10% most positive words 
(with a valence score of 7.05 or higher) and the 10% most 
negative words (with a valence score of 2.75 or lower) were 
compared. Alternative ways to analyze the dataset, for 
instance by taking the entire original word list or a tertiary 
split of the data file, resulted in overall comparable results.  
 
Results and Discussion 
For each of the three languages separately, the cue selection 
was conducted using bivariate correlations on all three data 
sets to check which cues were linearly related to valence 
score. If the cues did not significantly correlate with valence 
in more than one data set, they were excluded from further 
analyses for that particular language, for any effect they 
might have on valence would not be significant. 
Subsequently, a mixed-effects model was conducted on all 
data sets, because of the ability of the model to make 
measurements on clusters of related statistical units, in this 
case for example linguistic categories that overlap to a 
certain degree. After both analyses were conducted, their 
results were used to filter out cues that proved to have no 
effect on the valence score for the language in question.  

A mixed effects model using the phonological cues as 
fixed factors and the valence scores as dependent variables, 
showed significant relations between approximately 10 cues 
per language and their valence scores. As Tables 2a, 2b and 
2c demonstrate, five cues (all at the word level) correlate 
with valence scores for all three languages. Valence scores 
negatively correlated with consonant score, syllables and 
length in phonemes. Frequency and word complexity 
positively correlated with valence score. However, the few 
cues that are marked not showing a significant effect in 
these tables were in fact significant in both the original 
dataset and the tertiary split dataset and were therefore still 
considered in the subsequent analyses. 
 These findings support the positive language bias and 
the hypothesis stated earlier by Augustine et al. (2011) with 
more frequent words more likely to have a positive 
connotation (Augustine et al., 2011). Somewhat 
surprisingly, the findings only correspond with the 
complexity bias (not to be confused with word complexity) 
for German, where negative words are significantly longer. 
 

Table 2a. Phonological cues predicting valence (English) 
 

Cue F-score Corr. direction 
Word: 
Frequency 
  

34.93** 
 

+ 
 

 
Consonants 8.35** - 
Word complexity 1.23 + 
Voiced consonants 12.74** - 
Glottals 4.07* - 
Dentals 21.62** - 
Height near close 8.64** - 
Rounded vowels 5.29* - 
Onset: 
Fricatives 7.90** 

 
+ 

Approximants 9.30** + 
Alveolars 2.22 - 
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Table 2b. Phonological cues predicting valence (Dutch) 
 

Cue F-score Corr. direction 

Word: 
Frequency 39.94** 

 
+ 

Syllables 22.47** - 
Word complexity 2.72 + 
Voiced consonants 15.05** - 
Approximants 15.52** - 
Velars 11.16** - 
Palatals 1.77 + 
Height near close 4.49* - 
Onset: 
Approximants 0.59 

 
- 

First Consonants: 
Coronals 5.43* 

 
- 

Nasals 10.76** - 
 

Table 2c. Phonological cues predicting valence (German) 
 

Cue F-score Corr. direction 
Word: 
Frequency 25.00** 

 
+ 

Consonants 12,74** - 
Length in phonemes 7.95** - 
Word complexity 9.00** + 
Vowel density 2.69 - 
Approximants 17.56** - 
Velars 9.18** - 
Rounded vowels 8.88** - 
Onset: 
Alveolars 0.29 

 
- 

First consonants: 
Voiced consonants 6,25* 

 
+ 

Nasals 2.07 - 
Approximants 1.12 + 

 
Even though these findings indicate a significant difference 
between high and low valence of words on the basis of 
individual sound features, Study 1 does not indicate whether 
phonological cues predict valence across language for a 
combination of a small set of phonological cues.   

Study 2 
In the second study we investigated which phonological 
cues would predict valence across the three languages. The 
principle parsimony was adhered to, preferring an easy 
(fewer phonological cues) explanation to a complicated 
explanation (many phonological cues). 
 In order to find the combination of the least cues with an 
accuracy as high as possible, all cues that were deemed to 
be important for the language(s) concerned were used in a 
stepwise discriminant analysis and a binary logistic 
regression, using a leave-one-out cross-validation.  
 When a cue was not used in the discriminant analysis 
model and/or the accuracy of the cues for both tests was not 
affected when removing this cue, it was removed from the 
analyses permanently. For the logistic regression accuracy, 
the original grouped cases were used, while the cross-

validated grouped cases-percentage was used for the 
discriminant analysis.  
 Additionally, a Pearson bivariate correlation test was 
conducted in case two cues would be significantly 
correlated, and therefore would account for the same effect 
on the valence score. For example, it might be suspected 
that length in phonemes and length in syllables would be 
correlated, as they both concern the word length. If this was 
the case, either the cue that correlated with more than one 
other cue or the cue that had the least effect on the accuracy 
score was discarded.  
 When the selection of cues was finished, the accuracy of 
the valence prediction based on an enter discriminant 
analysis and a binary logistic regression was computed. The 
resulting accuracy is a percentage, where 50% indicates a 
chance-level performance and 100% translates to a perfect 
performance in predicting a word’s valence category (either 
positive or negative).  
 To avoid that these findings could be attested to the 
choice of statistical classifiers, four common classification 
algorithms in Weka (Waikato Environment for Knowledge 
Analysis) 3.7.10 were used: NaiveBayes, LibSVM, 
MultilayerPerceptron and Logitboost. A 10-fold cross-
validation was used in all classification tasks to prevent 
overfitting. 
 
Results and Discussion 
Figure 1 represents a Venn diagram in which an overview of 
all selected cues and their obtained average accuracy scores 
can be found. 

 
Figure 1. Venn diagram of cues for distinguishing between 
high and low valence words in English, Dutch and German, 
with their obtained average accuracy. A plus preceding a 
cue indicates that it is positively significant and a minus 
preceding a cue indicates negatively significant correlation. 

575



 The percentage of correctly classified words using all 
cues relevant for a language combined was even higher: 
60.3% for Dutch, 60.6% for English and even 61.2% for 
German. 
  Some may find the significant 8-percent-above-
chance level unimpressive opposed to percentages obtained 
in previous studies. However, those mostly focused only on 
selected cues for languages separately, as in the study by 
Monaghan et al. (2007) when they discerned open/closed 
class words and nouns/verbs (Monaghan et al., 2007), 
whereas the current studies used real words, adhered to 
parsimony and emphasized cues relevant for more than one 
language. The obtained accuracy percentage is therefore 
considerable all the more. 

Cues concerning the whole word, the onset of words and 
the first consonant of words were all part of the selection as 
was expected (Gasser, 2004; Monaghan et al., 2011). 
Although the first consonant proved not to be useful in 
predicting valence for English words regardless of language 
combination, it was conversely quite important in the 
prediction for German words (voiced consonants, 
approximants and nasals were all selected). Furthermore, all 
selected cues correlated in the same direction for each 
language (apart from the approximants in the onset). This 
further suggests that the cues can be used similarly to 
predict valence in various languages.  
 As Figure 1 shows, the cues that proved to be the most 
useful for classifying words on their valence in all three 
languages were frequency and word complexity. There was 
no significant interaction and therefore no co-linearity 
between frequency and word complexity (as checked with a 
bivariate correlation on all three data sets). The detailed 
results of the accuracy analyses for these two cues are 
reported in Table 3. For clarification, an example of a 
positive word with high frequency, complexity and valence 
score in ANEW is ‘relationship’, while ’comatose’ is a 
negative word with low frequency and complexity. 
 For all languages, the accuracy was above chance level, 
as it was 58.15% or higher. Frequency and word complexity 
both positively correlated with valence, again confirming 
the positivity bias.  

 General Discussion 
In two studies, using a large database of valence ratings and 
phonological features, we have demonstrated that 
approximately 58% of the valence scores can be predicted 
using only two linguistic features: frequency and word 
complexity. 

 These two studies present accumulating evidence for the 
positivity bias, as frequency indeed correlated with valence 
score positively – even being selected as a cue that could 
predict valence above chance level for all three languages 
under investigation here. However, contrary to the 
expectation posed by the complexity bias that positive 
words would be shorter than negative words, this was only 
the case for German. The reason for this is not quite known, 
but is at least of interest to our ongoing investigations. 

 A possible explanation might lie in what could also be 
considered a weakness of this study: the fact that only 
Germanic languages were used. In that sense, the current 
data still results in a skewed database, as Ahlner and Zlatev 
(2010) described, and results that are not representative for 
human language in general (Ahlner & Zlatev, 2010). 
However, the similarities in results across languages 
become all the more interesting when considering 
systematicity in a conventional way (meaning that 
phonological representation and meaning are associated 
with each other out of convention instead of a reflection of 
cognitive nature), as this could possibly mean an advantage 
in language learning. Fully determining the type of 
systematicity remains a challenge for further research. 

Additionally, as Google Translate does not deliver 
perfect translations (e.g. takes context cues into account), it 
would be interesting to use a professionally translated 
database in future work. Affixes might be addressed in 
following studies as well, as approximately 4-5% of the 
negative words used in the analyses contained an affix. 
Finally, a future study using solely phonological cues would 
be interesting to further consider to what extent sound 
relates to meaning. 

Despite of this, the results presented in this paper 
demonstrate that the relationship between the sound of a 
word and its meaning is not simply arbitrary, as some 
studies claim (Glenberg & Kaschak, 2002). The 
accumulating evidence that the sound-meaning relation is 
not arbitrary (Lewis, et al., 2014; Monaghan, et al, 2005; 
2011; 2014) not only places a different perspective on a 
century-old claim on the nature of language, but also sheds 
light on the nature of cognition. A common view in the 
cognitive sciences is the notion that cognition is 
fundamentally embodied because no meaning can be 
derived from the (sound of the) word itself (Glenberg & 
Kaschak, 2002). If evidence indicates that at least some 
meaning can be derived from the sound features of a word, 
it would suggest that both language statistics and perceptual 
simulation can explain language processing, a claim we 
have advocated elsewhere (Louwerse, 2011). 

 
Table 3. Accuracy of valence prediction for cues ‘frequency’ and ‘word complexity’ in English, Dutch and German 

 
 Discriminant 

analysis 
Logistic 

regression 
Avg. 

Statistical 
Naive-
Bayes 

LibSVM Multi- 
layer 

Perceptron 

LogitBoost Avg. 
machine 
learner 

Avg. 
Overall 

English 58.1% 61.2% 59.65% 54.89% 60.28% 57.66% 61.82% 58.66% 59.16% 
Dutch 56.9% 59.3% 58.1% 54.69% 63.01% 56.37% 61.25% 58.83% 58.47% 
German 56.8% 60.0% 58.4% 53.86% 60.28% 57.77% 59.68% 57.90% 58.15% 
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 The findings in this paper again suggests that De 
Saussure’s (1916) claim ‘le signe est arbitraire’ might be 
elegant, but is also too strong, leaving no room for non-
arbitrary elements. We have argued that, at least for the 
sound of valence, non-arbitrary elements make De 
Saussure’s (1916) claim approximately 60% false. 
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Abstract 

A key aspect of theory of mind is the ability to reason 
about other people's desires. As adults, we know that desires 
and preferences are subjective and specific to the individual. 
However, research in cognitive development suggests that a 
significant conceptual shift occurs in desire-based reasoning 
between 14 and 18 months of age, allowing 18- but not 14-
month-olds to understand that different people can have 
different preferences (Lucas et al., 2014; Ma & Xu 2011; 
Repacholi & Gopnik, 1997). The present research investigates 
the kind of evidence that is relevant for inducing this shift and 
whether younger infants can be trained to learn about the 
diversity of preferences. In Experiment 1, infants younger 
than 18 months of age were shown demonstrations in which 
two experimenters either liked the same objects as each other 
(in one training condition) or different objects (in another 
training condition). Following training, all infants were asked 
to share one of two foods with one of the experimenters – 
they could either share a food that the experimenter showed 
disgust towards (and the infants themselves liked) or a food 
that the experimenter showed happiness towards (and the 
infants themselves did not like). We found that infants who 
observed two different experimenters liking different objects 
during training later provided the experimenter with the food 
she liked, even if it was something they disliked themselves. 
However, when infants observed two experimenters liking the 
same objects, they later incorrectly shared the food that they 
themselves liked with the experimenter. Experiment 2 
controlled for an alternative interpretation of these findings. 
Our results suggest that training allows infants to overturn an 
initial theory in the domain of Theory of Mind for a more 
advanced one.  

Keywords: Theory of mind; Desire-based reasoning; Infant 
learning; Social cognition; Preferences. 

Introduction 

As social creatures, we are constantly trying to figure out 

what other people are thinking. The ability to infer others’ 

mental states, such as their desires and beliefs, serves a 

number of important functions. It allows us to please or 

irritate others, to understand why they engage in particular 

acts, and to predict their future behavior. These abilities 

hinge on our having a well-developed theory of mind – the 

understanding that people have mental states (e.g., desires, 

beliefs, intentions) and that these mental states can differ 

from person to person (Gopnik & Wellman, 1994). 

Explicit theory of mind undergoes significant 

development during infancy and early childhood, as 

children first reason based on knowledge about others’ 

desires and then later incorporate knowledge about others’ 

beliefs. How do children arrive at these more sophisticated 

beliefs about the minds of other people? 

This paper focuses on the development of desire-based 

reasoning, or the ability to consider a person’s wants, likes, 

and dislikes when reflecting on their behavior. For example, 

children as young as two years understand that people’s 

actions and emotions are influenced by their desires; they 

know that a person will attend to objects that they want to 

obtain and will be sad if their desires go unfulfilled 

(Wellman and Woolley, 1990). 

The present experiments examine a shift that occurs in 

infants’ desire-based reasoning, specifically in their 

reasoning about preferences. The paradigm is based on a 

study that asked whether infants understand that preferences 

can serve as an underlying cause of people's behaviors 

(Repacholi & Gopnik, 1997). Fourteen- and eighteen-

month-old infants were presented with two different types 

of food: Goldfish crackers and broccoli. The experimenter 

determined which food the infants liked (the majority 

preferred Goldfish crackers). She then demonstrated, using 

emotional expressions and simple language, that she 

preferred either that same food (Goldfish crackers in a 

“matched” trial) or the opposite food (broccoli in an 

“unmatched” trial), depending on the experimental 

condition. When infants were asked to share some food with 

the experimenter, the two age groups differed in their 

responses. The 18-month-olds were able to correctly 

determine the experimenter's preferences based on her 

previous behaviors, and thus correctly gave her the food that 

she liked, whether the infant themselves preferred this food 

or not. However, the 14-month-olds gave the experimenter 

the food that they themselves preferred, regardless of her 

demonstrated preferences. This difference in performance 

has been interpreted to suggest that some time around 18 

months of age, infants’ desire-based reasoning undergoes a 

significant conceptual change, moving from a simple to a 

more complex model of preferences. That is, infants 

younger than 18 months may have a very simple notion of 

preferences in which they initially assume that preferences 

are universal, rather than varying between people
1

. In 

 
1

For simplicity, we will characterize younger infants as 

assuming that preferences are universal. An alternative is that they 

are instead sensitive to the relative desirability of objects, 
reasoning that some are inherently better than others. This 

reasoning would also result in always sharing the item that they 

personally like, as they would see it as the objectively better item. 

While this is an important distinction we will not discuss it further, 
because both processes result in identical behavior in our task.    
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contrast, older infants seem to recognize that desires are 

diverse. 

What occurs between the ages of 14 and 18 months to 

promote such a significant advance in Theory of Mind? In a 

recent paper, Lucas et al. (2014) suggested that infants 

might first favor the simpler or “universal” model of 

preferences because it gives a parsimonious explanation for 

most of the data they encounter. For example, it is often the 

case that preferences converge – most people like the taste 

of pizza but they aren’t as enthusiastic about lima beans. 

However, as children observe more choices, they have 

increasingly robust evidence that people have divergent 

desires. The hypothesis is that as children grow older, they 

accumulate evidence pushing them away from the simple 

but incorrect initial model toward a more complex and 

flexible model, which allows them to consider the 

consequences of distinct preferences. The suggestion is that 

during this transition, children must observe or participate in 

many desire-based interactions where people make choices 

or produce other signals to suggest that their preferences are 

incongruent with one another or with the infants themselves.  

The idea that infants might shift from a simple to a more 

complex model was formalized as part of a broader look 

into whether children learn preferences in a way that is 

rational or optimal under certain assumptions (Lucas et al., 

2014). Lucas et al. explored the idea that children have tacit 

hypotheses about others’ behaviors or underlying mental 

states, and evaluate those hypotheses against incoming data 

in a manner consistent with Bayes Theorem. If children 

expect others to have consistent preferences for options or 

features (like goldfish crackers, or saltiness) and choose the 

most attractive option based on the combined desirability of 

its features – including some features that might be hidden 

to the child – their preference attributions should be 

consistent with the predictions of a widely-used economic 

model, the Mixed Multinomial Logit (MML).  

The MML is generally used to predict consumer behavior, 

but it also succeeded in providing a unified account of data 

from a wide range of experiments on children’s 

understanding of preferences.  It accounts for preschoolers’ 

ability to infer preferences from the statistical properties of a 

collection of objects and an agent’s choices (Kushnir, Xu, 

&, Wellman, 2010) and for children’s ability to use shared 

preferences, as well as their knowledge of category 

membership, as a means for making generalizations 

(Fawcett & Markson, 2010) – see Lucas et al. for details. 

This modeling work also yielded an important empirical 

prediction about the development of desire-based reasoning: 

if younger children were provided evidence of diverse 

desires through lab-based training, then they might be able 

to transition to the more complex model of preference 

attribution. We test this hypothesis here using a training 

study with 14- to 17-month-old infants in two experiments. 

In Experiment 1 we began by assessing infants’ 

understanding of preferences by testing them in a modified 

version of Repacholi & Gopnik’s (1997) Goldfish/broccoli 

task. All infants were tested in the critical unmatched trial 

type, wherein the experimenter’s preference conflicted with 

the infant’s preference. Only infants who failed to give the 

experimenter the food that she liked continued to a training 

condition. The critical manipulation is that half of the 

infants completed a “Diverse Desires Training” condition 

(henceforth, DDT) where they observed multiple training 

trials with two experimenters demonstrating different 

preferences from one another. The other half completed a 

“Non-Diverse Desires” Training condition (henceforth, N-

DDT), where they observed multiple training trials with two 

experimenters demonstrating the same preferences. 

Following training, infants were tested again on two 

unmatched test trials, one directly after training and the 

other approximately 24 hours later. The second test trial 

occurred 1 day later to examine how enduring the effects of 

training might be – would the effect still be evident 

following a delay? We predict that only infants in the DDT 

condition should show improved performance in attributing 

preferences on the test trials.  

Experiment 1: Methods 

Participants 

Infants in both experiments were recruited by phone and 

email from the California East Bay Area and Southwestern 

Ontario. In Experiment 1, 55 infants were tested. We used 

the strict criterion that only infants who did not share the 

correct item on an initial pre-test (described below) 

continued to training, increasing our confidence that infants 

completing training did not already know that preferences 

are diverse. Twenty infants per condition were tested in the 

full training procedure (DDT: mean age = 15.7 months; 

Range = 14.1 months to 17.5 months; N-DDT: mean age = 

15.6 months; Range = 14.4 months to 17.2 months). An 

additional 15 infants were tested but excluded from analyses 

due to failing to complete the study because of fussiness (2) 

or refusing to share on the pre-test and all test trials (13). 

Materials 

Food. Four sets of food pairs were used in the experiment. 

The pairs were broccoli and Goldfish crackers, celery and 

rice puffs, cucumbers and Cheerios, and green peppers and 

wheel-shaped infant crackers.  

Toys. Two sets of toys were used during the training 

sessions; each set consisted of one type of animal and one 

type of vehicle in a transparent container. The sets of toys 

were 4 trucks and 4 dogs, and 4 planes and 4 monkeys. The 

toys within each type were not identical; they varied in color 

and shape.  

Procedure, Design and Predictions 
All infants were tested individually in a quiet lab setting. 

They sat in a high chair in front of a table and their parent 

sat in a chair beside them. Before the study began, two 

experimenters played a passing game with the infant. This 

allowed the infant to warm up to the experimenters and to 

ensure that they could share with the experimenters. The 

warm up consisted of each experimenter passing a toy (e.g., 

a ball or toy keys) to the infant and asking him/her to pass it 
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back by placing it in the experimenters' hands.  

Pre-test.  The pre-test was based on Repacholi & Gopnik 

(1997). Experimenter 1 slid a plate of food consisting of a 

few pieces of vegetables and snacks (e.g. raw broccoli and 

Goldfish crackers) towards the infant and encouraged the 

infant to try some. The experimenter gave the infant a 45 

second time frame to taste the foods and the experimenter 

determined which of the two foods the infant preferred. We 

used the same coding as in Repacholi & Gopnik (1997) to 

determine food preferences on all trials (pre- and post-tests). 

Inter-coder agreement for preferences was 91%. When the 

infant's preference was determined, the experimenter took 

out a container consisting of the same foods the infant had 

tried. The experimenter then demonstrated that she liked the 

food that the infant did not show a preference for and was 

disgusted by the food that the infant preferred. The 

experimenter showed her preferences by saying, e.g., 

"Eww! Crackers! I tasted the crackers! Eww!", and "Mmm! 

Broccoli! I tasted the broccoli! Mmm!". The experimenter 

showed a liking and disliking towards each food three times 

and she did this using facial expressions based on the 

descriptions of Ekman & Friesen (1975). Next, the 

experimenter placed broccoli on one side of a tray and 

Goldfish crackers on the other, placed her hand with her 

palm up towards the infant, said, “can you give me some?” 

and slid the tray towards the infant. The infant was given 

45s to pass food to the experimenter. If the infant gave the 

experimenter the food that the experimenter showed a 

preference towards, then the infant passed the pre-test. If the 

infant gave the experimenter the food that she disliked, or 

did not provide the experimenter with any food, then the 

infant failed the pre-test.  

Training Trials. Infants who failed the pre-test were 

introduced to either the DDT or the N-DDT condition. 

Infants in the DDT condition saw two experimenters liking 

and disliking different toys and infants in the N-DDT 

condition saw them liking and disliking the same toys. 

    Training proceeded as follows: Training trial 1 occurred 

right after the pre-test. During training trial 1, Experimenter 

1 put a jar of toys (e.g., dogs and trucks) onto the table and 

subsequently pulled out three toy of one type (e.g., dogs) 

and expressed liking towards them. Then the experimenter 

pulled out three toys of the other type (e.g., trucks) and 

expressed dislike towards them. The dialogue and facial 

expressions used were similar to that used during the pre-

test. The experimenter expressed her preferences by saying, 

"Yay! A dog! I got a dog! Yay!", and "Eww! A truck! I 

picked up a truck! Eww!". Once Experimenter 1 expressed 

her emotions for each type of toy three times, Experimenter 

2 took over. Experimenter 2 showed liking and disliking 

towards the same toys as Experimenter 1 if the infant was in 

the N-DDT condition (e.g., liked dogs and disliked trucks) 

and she showed liking and disliking towards the opposite 

toys as Experimenter 1 if the infant was in the DDT 

condition (e.g., liked trucks and disliked dogs).  

    Training trial 2 involved Experimenter 2 and the infant. It 

was similar to the pre-test, except that it involved a different 

set of food (e.g., celery and puffs) and excluded the testing 

part of the pre-test. Experimenter 2 gave the infant a plate of 

food and determined which food the infant preferred within 

45s. In the DDT condition, the experimenter then 

demonstrated that she preferred the food that the infant 

disliked and disliked the food that the infant preferred. In 

the N-DDT condition, the experimenter demonstrated that 

she liked and disliked the same foods as the infant. The 

infant was not asked to share any food with the 

experimenter, as this was a training trial and not a test. 

    Training trial 3 was identical to training trial 1, but with a 

different set of toys (e.g., monkeys and planes). 

Experimenter 1 expressed liking to one type of toy and 

dislike towards the other type of toy. Experimenter 2 had a 

turn expressing her emotions towards each of the toys. She 

expressed happiness and dislike towards the same toys as 

Experimenter 1 if the infant was in the N-DDT condition 

and expressed happiness and dislike towards the opposite 

toys as Experimenter 1 if the infant was in the DDT 

condition. After Experimenter 2 finished her 

demonstrations, infants completed training task 1. 

Experimenter 2 put one of each type of toy on both sides of 

a tray (e.g., a monkey on right, a plane on left), placed her 

palms face up towards the infant, pushed the tray towards 

the infant and asked the infant to share one with her. The 

infants were given 45s to share a toy with the experimenter. 

Once the infant shared a toy with Experimenter 2, 

Experimenter 1 had a chance to ask the infant to share with 

her the toy that she liked. Training trial 4 was a repetition of 

training trial 3 and included a training task that was identical 

to the one completed after training trial 3.  

    The purpose of the training tasks, where infants were 

asked to share one of two toys with each experimenter, was 

simply to ensure that the infants did not get bored and 

continued to share throughout the study. We did not expect 

that infants would remember which experimenter preferred 

which toy and in fact we found that infants did not reliably 

remember the experimenters’ preferences in either condition 

of Experiment 1 or in Experiment 2 (all p’s > .25 for 

ANOVA’s examining infants’ passing behavior based on 

the experimenters’ choices). 

    Post-training test 1 immediately followed training. It was 

identical to the pre-test, except with different food (e.g., 

cucumbers and Cheerios). Once the infant shared a food on 

post-test 1, the first day of the study was complete.  

    Infants returned on Day 2 to complete post-training test 2. 

Infants again warmed up with Experimenter 1. This was 

followed by post-training test 2, which was identical to the 

pre-test and post-training test 1, but with a different set of 

food (e.g., green peppers and wheel-shaped crackers).
2 

 
2 The first 10 infants in both training conditions saw the same 

food from training trial 2 on post-test 2. We switched this to a new 
food type to ensure that any improvement in infants’ performance 

on Day 2 in DDT could not be explained by already being familiar 

with those foods. There were no differences in the data between 

infants who saw repeated food versus a new pair of foods (when 
entered into an ANOVA, all p’s > .5). 
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Design The foods used on each trial were randomized (some 

infants saw broccoli and Goldfish on the pre-test, some on 

training trial 2, some on post-training test 1 and some on 

post-training test 2). The side of the tray that each food item 

appeared on during the sharing part of the pre-test and post-

training tests was randomized. For training trials, if 

Experimenter 1 liked animals and disliked vehicles in the 

first training trial, she would continue to like animals and 

dislike vehicles in subsequent training trials. For half the 

participants, Experimenter 1 liked animals and for the other 

half, Experimenter 1 liked vehicles. This was crossed with 

half of the infants seeing dislikes expressed first and half 

seeing likes expressed first. None of these counterbalancing 

factors led to any systematic differences in the data (when 

entered into ANOVAs, all p’s > .5 for these factors). 

Predictions  We predicted that infants in the DDT condition 

would be more likely to offer the experimenter the correct 

food on the post-tests than infants in the N-DDT condition 

even though both conditions provided infants with practice 

in considering other people's preferences and desires. In the 

N-DDT condition, infants saw two experimenters liking the 

same objects – this does not provide the infants with any 

information that allows them to learn that different people 

can have different mental states. In the DDT condition, 

infants saw two experimenters display different preferences 

from each other, which would provide a great deal of 

evidence to suggest that different people can have different 

preferences.  

Experiment 1: Results and Discussion 

Of the initial 55 infants who participated in the 

experiment, 15 passed the pre-test by giving the correct food 

(p < .01, binomial, significantly fewer than chance), 34 

infants shared the incorrect food, and 6 infants shared 

nothing, replicating past findings (Repacholi & Gopnik, 

1997). This confirms that, in general, infants below 18 

months are inclined to share the item that they themselves 

prefer, not the item for which another person has shown a 

preference.  

For the 40 infants who failed the pre-test and continued to 

training, post-training test 1 performance was identical 

across training conditions (DDT: 7/20 correct; N-DDT: 7/20 

correct). Interestingly, performance differed by training 

condition for post-training test 2 (DDT: 15/20 correct; N-

DDT: 7/20 correct, X
2
(1, N=40)=6.46, p=.01). Only the 

performance on post-training test 2 for infants in the DDT 

condition was significantly above chance (p=.04, binomial). 

Our results suggest that the type of information provided 

during training was crucial to infants’ learning about diverse 

desires. When infants were provided with a large number of 

instances indicating that two different people can like 

different things, they appeared to learn to share the item that 

they disliked but the experimenter preferred. However, 

infants' performance did not improve when they saw 

preferences that were not diverse:  infants in the N-DDT 

condition did not share the correct food with the 

experimenter on any post-training tests. This suggests that 

training with appropriate evidence can result in significant 

changes to children’s explicit Theory of Mind. 

But why did infants in the DDT condition only 

demonstrate advances in understanding on Day 2 of the 

experiment, during the second post-training test? We see at 

least two possible explanations. One possibility is that post-

training test 1 served as a final training trial, giving infants 

the minimum number of examples required to change their 

model of how preferences work (i.e., to learn that they apply 

to the individual). A second possibility is that a night of 

sleep resulted in improved learning of this general 

knowledge about other’s minds, allowing infants to pass the 

test on Day 2 but not on Day 1. We will address these 

possibilities more fully in the General Discussion.  

Before we can speculate as to why children appeared to 

learn something new about preferences in the DDT 

condition, we must first investigate an alternative 

interpretation of the Experiment 1 data. It is possible that the 

infants in the DDT condition did not learn that preferences 

are diverse, but instead learned something less conceptually 

powerful like, "In this game I’m playing, people always get 

opposite things, so I should just give the other person the 

thing that I didn’t take". If this is the case, then the 

participants did not learn that preferences are specific to the 

individual; they learned to play a game of opposites. We ran 

a second experiment to tease apart these explanations. 

Experiment 2 

Experiment 2 explored the alternative interpretation that 

infants in the DDT condition of Experiment 1 only learned 

to give the experimenter the opposite food from what they 

liked. Infants completed the same training as in the DDT 

condition of Experiment 1 but with a “matched” trial on 

post-training test 2. In a matched trial type, the experimenter 

demonstrates the same preference as the infant, instead of 

demonstrating opposite preferences. In this case, if infants 

in Experiment 1 DDT condition learned that preferences are 

specific to the individual, and that is why they tended to 

share the correct food with the experimenter on post-

training test 2, then they should give the experimenter the 

food she likes even though this is also the food that the 

infant likes. Conversely, if infants in the DDT condition of 

Experiment 1 learned through the course of the session that 

people should simply always be given opposite things to 

their partner, then they will give the experimenter the food 

that they themselves do not like on post-training test 2, even 

though the experimenter demonstrates that she likes the 

food that the infant also prefers. We maintained the exact 

same procedure as in the DDT condition of Experiment 1, 

including using an “unmatched” trial type for post-training 

test 1, as the effect was observed only in post-training test 2 

and so every aspect of the experimental session must remain 

the same until that point. 

Experiment 2: Methods 
Participants  

Participants were 29 infants and, as in Experiment 1, only 
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children who failed to give the correct food on the initial 

pre-test continued to training with 20 infants tested in the 

full training procedure (mean age = 15.5 months; Range = 

14.4 months to 17.0 months). An additional 10 infants were 

tested but not included in data analyses due to failing to 

complete the study because of fussiness (1), parental 

interference (1) or refusing to share anything with the 

experimenters on all test trials (8). 
 

Materials 

Food. The food was the same as in Experiment 1 except that 

the wheel-shaped crackers were replaced with Animal 

Crackers. This was done because we could no longer find 

the wheel-shaped crackers. 

Toys. The sets of toys were 4 hippos and 4 trucks, and 4 

cats and 4 planes. Again, all of the toys within an individual 

type were slightly different in shape and/or color. 
 

Procedure and Design  
The experimental procedure, counterbalancing and 

randomization were identical to Experiment 1 DDT.  
 

Predictions We predicted that infants would perform at 

chance on post-training test 1, as they did in Experiment 1. 

If infants give the experimenter the correct food on post-test 

2 (the food that both the experimenter and the infant like), 

then this will suggest that infants in Experiment 1 did not 

simply learn to play a game of opposites but instead learned 

that preferences are diverse. 

Experiment 2: Results and Discussion 
Again we replicated the findings from Repacholi & 

Gopnik (1997), as 9/29 infants passed the pre-test (p =.06, 

binomial, marginally significantly fewer than chance), 18 

infants shared the incorrect food and 2 infants shared 

nothing. 

 Six out of 20 infants were correct on post-training test 1 

and 13 out of 20 were correct on post-training test 2, both 

not significantly different from chance (p = .12 and p = .26, 

respectively).  

The critical comparison is between infants’ performance 

on post-training test 2 in the Experiment 1 DDT condition 

and in Experiment 2. This comparison addresses whether 

infants in Experiment 1 simply learned to play a game of 

opposites and would have shared the opposite food type to 

their own preference regardless of what the experimenter 

demonstrated on post-test 2. For this analysis, we coded 

infants’ performance in terms of whether they gave the 

experimenter the opposite food to what the infant preferred 

(which is correct in Exp 1 DDT but incorrect in Exp 2). We 

gave infants a score of 1 for sharing the opposite food and a 

score of zero for sharing the same (non-opposite) food. This 

coding resulted in a score of 7/20 for post-training test 2 in 

Experiment 2 and 15/20 on post-training test 2 in the DDT 

condition of Experiment 1. Using a Fisher’s Exact test, we 

found that infants’ performance on these trials was 

significantly different from one another, X
2
(1, N=40)=6.46, 

p=.01, suggesting that infants in Experiment 1 were more 

likely to share the opposite food than infants in Experiment 

2, where they would have been incorrect in doing so. 

Overall, most infants gave the experimenter the food that 

she preferred (and that the infant also preferred) on post-

training test 2 (this was not significantly different from 

chance using a binomial test). Though we would have 

expected infants to share the correct food at higher than 

chance levels in this “matched” trial, we suspect that the 

non-significant result is due to a lack of statistical power 

caused by having relatively few participants for binomial 

statistics. In general, the percentage of infants offering the 

correct, “matched” food on this trial is very similar to the 

percentage of younger infants who did so in Repacholi & 

Gopnik (1997) (65% vs. 72%, respectively).  

The purpose of Experiment 2 was to eliminate the 

possible explanation that participants in the Experiment 1 

DDT condition only learned to give the experimenter the 

opposite food of what they themselves wanted. Comparison 

of Experiments 1 and 2 suggest that this was not the case, as 

infants shared the food that they preferred in Experiment 2 

and did not reflexively give the experimenter the opposite 

food following training.  

General Discussion 

Together, these findings show that infants younger than 

18 months can learn about the subjectivity of preferences 

when provided with appropriate training. Before infants 

were exposed to any training, they provided an adult with 

the food that they personally liked and not one the 

experimenter liked, presumably because they incorrectly 

believed that preferences are universal. However, when 

provided with diverse preferences during training, infants 

were able to reason correctly about another person’s 

preferences, providing the experimenter with the food that 

she liked. In contrast, the infants who only saw congruent 

expressions of liking and disliking options did not learn to 

reason correctly about another person’s preferences, and 

continued to give the experimenter the food that they 

themselves preferred, regardless of the experimenter’s 

preference.  

Experiment 2 helped to clarify these findings, providing 

evidence that infants did not simply learn to always give the 

experimenter the opposite of what they themselves desire. 

Post-training test 2 of Experiment 2 was a “matched” trial, 

meaning that the experimenter showed the infant that she 

liked the same food as the infant. Because the majority of 

infants gave the experimenter the food that the experimenter 

(and the infant) liked, we can be confident that infants in 

Experiment 1 learned that preferences are diverse. Taken 

together, our results suggest that infants learned through 

training about the diversity of desires, moving from a less to 

a more sophisticated understanding of other’s preferences. 

On a broader level, these findings suggest that young 

children can learn from experience to make an important 

advance in explicit reasoning about Theory of Mind. 

One concern regarding these data is the relatively low 

statistical power that results from our experimental design 
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and the small sample size for each experiment. Although the 

results in the Experiment 1 DDT condition were significant, 

it will be prudent to replicate these findings. This replication 

experiment is currently underway in the lab. 

An interesting finding in these experiments is that the 

participants performed identically during the pre-test and 

post-training test 1, but performed significantly above 

chance on post-training test 2 in Experiment 1. Both tests 

occurred after training and we had not predicted this pattern 

of results, so we now return to the question of why we only 

saw improvement on post-training test 2. 

One possible explanation for this improved performance 

on post-training test 2 is that post-training test 1 might act as 

another piece of evidence to train the infants to better 

understand diverse preferences. That is, post-training test 1 

gives infants yet another trial in which the experimenter 

demonstrates that she likes the opposite food to the infant. It 

is possible that this extra trial is what allows the infants to 

learn that preferences are subjective. This possibility can be 

examined by manipulating the number of training trials, to 

include an additional trial before post-training test 1 on Day 

1. Related to this, we can also examine what type of 

evidence is most informative – evidence that involves first-

person experience such as training trial 2 and post-training 

test 1, or training trials that involve observing two actors 

display diverse preferences. By manipulating the number 

and type of training trials across various conditions in future 

experiments, we can answer these questions. 

Another possible explanation for the improved 

performance only on Day 2 is the role of memory 

consolidation in sleep. Post-training test 2 occurs the 

following day, whereas post-training test 1 occurs on the 

same day as the training trials. Therefore, a potentially 

critical difference between the two tests is sleep. Research 

has shown that sleep is important for the consolidation of 

memories, and improvements in children’s and infants’ 

learning is correlated with longer and more intense sleep 

(Wilhelm, Prehn-Kristensen & Born, 2012). For example, 

Hupbach, Gomez, Bootzin, and Nadel (2009) found that 

when 15-month-old infants napped after they were exposed 

to an artificial language, they were more likely to remember 

the general grammatical pattern of that language 24 hours 

later, compared to infants who did not nap. It is possible that 

the infants in our experiment performed better on post-

training test 2 because they had slept. To address the sleep 

hypothesis, one could conduct an experiment similar to 

those here, except with the entire procedure occurring on the 

same day. After infants complete post-training test 1, half of 

the infants would take a nap and half would experience a 

similar delay without taking a nap. Following this, all 

infants would complete post-training test 2. If the infants 

who napped perform better than those who do not, then this 

would suggest that sleep consolidation is a crucial aspect of 

their improved performance. 

Conclusion 
Research on children's desire-based reasoning has 

persisted for decades. Here we examined a prediction from a 

particular model of how children attribute preferences to 

others, namely that appropriate training regarding the 

diversity of desires could result in infants undergoing a 

significant shift in conceptual development (Lucas et al., 

2014). We found that following exposure to different people 

demonstrating divergent desires, infants were able to move 

from a model of universal preferences to a model that 

allows for the individualization of preferences. The success 

of this training procedure more broadly shows that early 

advances in Theory of Mind could be due to experience. 
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Abstract 
Some languages describe musical pitch in terms of spatial 
height; others in terms of thickness. Differences in pitch 
metaphors also shape adults’ nonlinguistic space-pitch 
representations. At the same time, 4-month-old infants have 
both types of space-pitch mappings available. This tension 
between prelinguistic space-pitch associations and their 
subsequent linguistic mediation raises questions about the 
acquisition of space-pitch metaphors. To address this issue, 
5-year-old Dutch children were tested on their linguistic 
knowledge of pitch metaphors, and nonlinguistic space-
pitch associations. Our results suggest 5-year-olds 
understand height-pitch metaphors in a reversed fashion 
(high pitch = low). Children displayed good comprehension 
of a thickness-pitch metaphor, despite its absence in Dutch. 
In nonlinguistic tasks, however, children did not show 
consistent space-pitch associations. Overall, pitch 
representations do not seem to be influenced by linguistic 
metaphors in 5-year-olds, suggesting that effects of 
language on musical pitch arise rather late during 
development. 

Keywords: pitch, space, metaphor, linguistic relativity, 
language acquisition 

Introduction 
In many languages people talk about musical pitch 

metaphorically, in terms of space. In English, for instance, 
tones can be described as ‘high’ or ‘low’, and in German or 
Dutch the term ‘pitch’ itself is actually a height-metaphor 
(Tonhöhe, toonhoogte, ‘tonal height’ = ‘pitch’). Other 
languages employ alternative spatial source-domains. The 
Manza of Central Africa, for instance, express pitch in terms 
of size, with high pitches being referred to as ‘small’ and 
low pitches as ‘large’ (Stone, 1981). Languages like Farsi, 
Turkish, and Zapotec, on the other hand, describe musical 
pitch in terms of thickness, with high pitches described as 
‘thin’ and low pitches as ‘thick’ (Shayan, Ozturk, & Sicoli, 
2011).  

Differences in linguistic pitch metaphors also seem to 
affect nonlinguistic space-pitch associations (Dolscheid, 
Shayan, Majid & Casasanto, 2013). Dutch speakers (who, 
like English speakers, use a height-pitch metaphor) and 
Farsi speakers (who use a thickness-pitch metaphor) were 

asked to sing back musical pitches they heard in the 
presence of irrelevant spatial information (i.e. lines that 
varied either in height or in thickness). Dutch speakers’ 
pitch reproduction was significantly influenced by spatial 
height (but not thickness), but the reverse was true for 
speakers of Farsi. These findings suggest language can 
influence nonlinguistic cognition, lending support to the 
principle of linguistic relativity (Whorf, 1956). 

Although language shapes links between space and 
musical pitch, it does not establish these mappings in the 
first place. Even infants without language possess implicit 
space-pitch associations (e.g. Dolscheid, Hunnius, 
Casasanto, & Majid, 2014; Jeschonek, Pauen & Babocsai, 
2012; Walker et al., 2010). Four-month-old Dutch infants, 
for instance, are sensitive to height-pitch as well as 
thickness-pitch mappings, suggesting both associations are 
present prelinguistically (Dolscheid, et al., 2014). 

How can these findings be reconciled? On one proposal, 
metaphors in language may gradually affect nonlinguistic 
space-pitch associations via associative learning (e.g. 
Casasanto, 2008). Repeated use of a particular linguistic 
space-pitch metaphor may – over time – strengthen one 
mapping over the other, resulting in language-specific 
differences in adults. Support for this associative learning 
account comes from a training study. After being trained to 
use Farsi-like metaphors describing pitch relationships in 
terms of thickness, Dutch speakers’ nonlinguistic thickness-
pitch mappings also resembled those of Farsi speakers 
(Dolscheid et al., 2013). While this training study 
demonstrates how language may affect space-pitch 
associations in principle, it does not consider first language 
acquisition. How do children acquire linguistic space-pitch 
metaphors? And when do these metaphors start to impinge 
on nonlinguistic space-pitch associations?  

 

Linguistic relativity in development 
 

Effects of language on cognition differ by domain (Wolff 
& Holmes, 2011), and over development. Some effects arise 
much earlier than others. For spatial relations (e.g., ‘in’ or 
‘on’), children show some language-specific effects on 
cognition as early as 2-years (Choi, 2006). Other linguistic 
relativity effects develop later. For instance, cross-linguistic 
differences in mass/count distinctions that affect 
classification preferences (e.g. between English and Yucatec 
Maya) do not arise until 9-years (Lucy & Gaskins, 2001). 
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For musical pitch, some first evidence suggests language-
specific mappings may already be present in 2‐ to 5‐year‐old 
children (Shayan, Ozturk, Bowerman & Majid, 2014). Farsi 
and Turkish speaking children successfully associated 
spatial thickness and pitch in a similarity-matching task, 
whereas same‐aged German children (who do not have a 
thickness metaphor in their language) did not (Shayan et al., 
2014). While Shayan and colleagues shed some light on the 
development of thickness-pitch mappings, they do not test 
the development of height-pitch associations. Focusing on 
just one type of space-pitch mappings leaves open how 
different space-pitch associations interact during 
acquisition. To address these issues, we tested children’s 
nonlinguistic mappings in both height-pitch and thickness-
pitch matching tasks (Experiment 2). As a prerequisite for 
the non-linguistic study, we first examined children’s 
linguistic mastery of space-pitch metaphors (Experiment 1). 
 

Acquisition of linguistic space-pitch metaphors  
 

There is evidence height‐pitch metaphors are acquired 
late during language development (e.g., Costa‐Giomi & 
Descombes, 1996). Three- to 6‐year old children have 
difficulties in both pitch metaphor production (e.g. Webster 
& Schlentrich, 1982) and comprehension (Durkin & 
Townsend, 1997). One reason for these difficulties could be 
the polysemous nature of the terms: they describe both 
spatial height and musical pitch. In support of this, French 
speaking children improved in labeling musical tones when 
trained to describe them as aigu and grave (a pair of 
antonyms exclusively used to label pitch) compared to 
training with the metaphoric expressions haut ‘high’ and 
bas ‘low’ (Costa‐Giomi & Descombes, 1996). This 
explanation, however, does not fit the thickness-pitch 
metaphor acquisition data. Despite similar polysemy (thick 
is used for both spatial thickness and pitch), 2- to 5-year-old 
Farsi and Turkish children showed no difficulties in pitch 
metaphor comprehension (Shayan et al., 2014).  

To examine this in more detail, we focus on 
comprehension of both height-pitch and thickness-pitch 
terminology in 5-year-old Dutch-speaking children 
(Experiment 1). Since adult speakers of Dutch encode 
musical pitch in terms of height, but not thickness, one may 
predict that Dutch children know linguistic height-pitch 
metaphors but not thickness-pitch metaphors. If so, 5-year-
old children should comprehend height-pitch metaphors 
better than thickness-pitch metaphors. Alternatively, since 
height-pitch metaphors appear to be acquired rather late 
(compared to thickness-pitch metaphors), we might not see 
language-specific patterns in this age-group.  

The investigation of space-pitch metaphor acquisition 
further touches on issues of markedness. As has often been 
noted, children acquire unmarked expressions before they 
acquire marked ones (e.g. Clark, 1972). The unmarked 
endpoint is usually defined as the default, more frequent or 
broader dimension as opposed to the marked one (see e.g., 
Clark, 1973; Proctor & Cho, 2006). Space-pitch metaphors, 
too, can be described as being bipolar, consisting of an 
unmarked endpoint (high, thick), and an opposing marked 

endpoint (low, thin). Unlike ‘height’ which can refer to a 
whole dimension, *‘lowness’ (marked) cannot be used in 
this way. In the same vein, ‘thickness’ represents the 
(default) unmarked spatial dimension, whereas * ‘thinness’ 
represents the marked one. Previous research shows 
children understand unmarked spatial and spatio-temporal 
terms better than marked ones (e.g. Clark, 1972), but it is 
not clear this also applies to sound meanings. Testing 
children’s comprehension of space-pitch metaphors allows 
us to assess whether the same asynchrony exists for pitch. 
This question is of particular interest given the markedness 
relationship between space and pitch reverses in height and 
thickness metaphors. While high and thick both constitute 
unmarked ends of the spatial dimensions, higher tonal 
frequency is described by the unmarked high in height-pitch 
metaphors, but encoded with the marked endpoint thin in 
thickness-pitch metaphors (see also Shayan et al., 2014).  

Overall, the goal of Experiment 1 was to assess children’s 
comprehension of linguistic space-pitch metaphors 
including patterns of markedness.1 

 

Experiment 1 
Methods 
 

Participants 
 

Five-year-old Dutch children (N=21) participated in the 
study (12 male; mean age: 5.1, range: 5.0–5.3). Children 
were recruited by the Baby Research Center Nijmegen 
(BRC) and compensated for participation with money or a 
small gift. According to a musical background questionnaire 
filled in by parents, no child had received musical training. 
Children played no instruments and were not familiar with 
note reading traditions.  

 

Materials and Procedure 
Children sat in front of a 20” computer monitor, next to 

the experimenter. All stimuli were presented on a Windows 
computer using Presentation software (version 14.9., 
www.neurobs.com). Children wore child-sized shielded 
headphones. Videos of two squares (vierkante vriendjes, 
'square friends') were presented on a computer screen. 
During each trial, the left square ‘sang’ a single tone for two 
seconds followed by the right square ‘singing’ a single tone 
for two seconds. For the duration of the tone, the target 
square wiggled to indicate it was producing the sound. 
Three different tone pairs (262hz vs. 698hz, 262hz vs. 
523hz, 330hz vs. 523hz) were presented four times. Half the 
trials started with a high pitch; half with a low pitch. In 
total, there were twelve trials. In the height-pitch condition, 
children were asked: Welke zingt hoog/laag? (Which one 
sings high/low?) The same number of marked (low) and 
unmarked (high) questions was presented, order 
counterbalanced. Questions were read out aloud by the 
experimenter. The thickness-pitch condition followed the 
same procedure, and was always presented last. The 

                                                           
1 To avoid spill-over effects from linguistic to nonlinguistic 

tasks, Experiment 1 was administered after Experiment 2, but for 
reasons of logical coherence, Experiment 1 is reported first.   
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questions were: Welke zingt dik/dun? (Which one sings 
thick/thin?) Each child was tested in both the height-pitch 
and thickness-pitch conditions. For each trial, children were 
asked to point to the appropriate square. If they were not 
sure, they could ask to hear the sounds again and the whole 
trial was repeated. Responses were evaluated as correct 
when they followed Dutch height-pitch and Farsi thickness-
pitch metaphors (i.e., thin=high pitch; thick=low pitch).2

 
      

Results 
 

The mean proportion of correct responses on the pitch 
comprehension tasks was calculated separately for height-
pitch and thickness-pitch. For height-pitch, children’s mean 
proportion of correct responses was significantly below 
chance (M=.33) t(20)=2.52, p=.02, d=.55.3 In the thickness-
pitch comprehension task, mean proportion of correct 
responses was significantly above chance (M=.71) 
t(20)=4.13, p=.001, d=.90. 

A repeated-measures ANOVA with factors metaphor type 
(height vs. thickness) and markedness (unmarked [high, 
thick] vs. marked [low, thin]) was conducted. Mean 
proportion of correct responses served as the dependent 
variable. There was a significant main effect of metaphor 
F(1,20)=4.71, p=.04, ηp

2=.43 and markedness 
F(1,20)=15.00, p=.001, ηp

2=.46, but no significant 
interaction F(1,20)=.06, ns, ηp

2=.003. Simple contrasts 
revealed better performance in thickness-pitch than height-
pitch comprehension F(1,20)=4.71, p=.04, ηp

2=.43. 
Moreover, unmarked questions elicited better performance 
than marked questions F(1,20)=15.00, p=.001, ηp

2=.46.  
 

Discussion 
 

We found that 5-year-old Dutch children understand 
thickness-pitch mappings better than height-pitch mappings. 
In fact, children seemed to favor a reverse height-pitch 
mapping, with ‘high’ referring to low-pitched sounds and 
‘low’ referring to high-pitched sounds. Given Dutch has a 
height-pitch metaphor, this finding is unexpected. The 
results also confirmed an effect of markedness in pitch 
metaphor comprehension. Children seem to understand 
unmarked pitch terms (Which one sounds high/thick) better 
than marked terms (low/thin). Fuller discussion of the 
results will follow in the General Discussion.  
 

Experiment 2 
In order to explore possible effects of language on 

thought, the same 5-year-old children tested in Experiment 1 

                                                           
2 To ensure children were able to comprehend height and 

thickness terminology in a non-metaphorical spatial sense, an 
additional space comprehension task was administered. All 
children performed correctly on all height and thickness trials, 
demonstrating comprehension of basic spatial terminology.   

3 According to Kolmogorov-Smirnov-tests, the assumption of 
normally distributed data was not met (all p-values < .05). 
Therefore additional non-parametric analyses were performed 
confirming the results of the parametric tests. 

 

were also tested in a non-linguistic height-pitch and 
thickness-pitch matching condition (adapted from Dolscheid 
et al., 2014). To ensure that the space-pitch task was in 
principle sensitive to language-specific mappings, we also 
tested adult participants in both conditions. 

Since 5-year-old children’s linguistic space-pitch 
metaphors appear to be different from those of adults, 
children’s performance on the nonlinguistic task was 
expected to be different as well. Dutch adults are assumed to 
display a height-pitch association, but not a thickness-pitch 
association in line with metaphors in language. The reverse 
could be predicted for 5-year-old children. Consistent with 
their linguistic behavior in Experiment 1, it is possible 
children map high pitch to low space. In order to link 
children’s linguistic and nonlinguistic space-pitch 
associations, their performance on the linguistic pitch 
comprehension task (Experiment 1) was used as a predictor 
for their nonlinguistic performance. If language mediates 
pitch associations already in 5-year-olds, an effect of 
linguistic pitch comprehension on nonlinguistic space-pitch 
mappings is expected. 

 

Methods 
 

Participants 
In addition to the Dutch children (N=21), adult native 

speakers of Dutch (N=7) were tested on the nonlinguistic 
space-pitch matching tasks (and served as a pilot for the 
procedure). 

 

Materials and Procedure 
 

Pretest To ensure children (and adults) understood the main 
task, a pretest was conducted (for a similar test see 
Mondloch & Maurer, 2004). Participants wore shielded 
headphones and were presented with two competing 
exemplars on a computer screen. These could be stationary 
or moving objects or animals (e.g. images of a horse and a 
cow). At the same time a sound corresponding to one of the 
exemplars was presented via headphones (e.g. horse 
neighing). Participants were asked to indicate which 
object/animal ‘belonged’ to the sound they heard by 
pressing the corresponding button on a button-box. The 
pretest consisted of 4 trials. Only participants who 
responded correctly on 3 or more trials were tested in the 
space-pitch association tasks. All children (and adults) 
fulfilled this criterion. 
 
Space-pitch matching tasks Once participants passed the 
pretest criterion, they were presented with the test trials. In 
the height-pitch condition, two orange bouncing balls 
(approximately 2.5 cm diameter) were presented side by 
side in front of a 20 x 20 cm grid of small, white dots on a 
black field (see Figure 1, panel a). Both balls followed the 
same trajectory, however, they started moving from 
different positions in space: one started from the top, the 
other from the bottom (i.e. at the two extremes of the 
vertical trajectory). Animations were accompanied by the 
sound of a sliding whistle (a sinusoidal tone). The 
fundamental frequency of the sound changed at a constant 
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rate, between 300 and 1700 Hz over 2.5 s, coinciding with a 
single phase of the animation (e.g., ball moving up). The 
pitch movement thus coincided with movement of both 
balls, but only one movement direction. The amplitude of 
the sound increased and then decreased between 
approximately 47 and 84 dB within each phase of the 
animation, peaking at 1000 Hz. Participants were presented 
with 8 trials in which they had to match the animation and 
sound by pressing the corresponding button. Correct 
response side (right vs. left) was counterbalanced within 
participants.  

A trial lasted for 30 seconds and was stopped as soon as a 
button was pressed. If no decision was made during these 30 
seconds, participants were asked to choose the correct 
animation afterward. Responses were considered correct 
when they were in line with the Dutch height-pitch 
metaphor (i.e. when the ball’s rising movement 
corresponded to rising pitch).  

The thickness-pitch condition had the same procedure and 
trial structure. However, instead of bouncing balls, two 
vertical tubes were presented expanding in spatial thickness 
(see Figure 1, panel b). Eight thickness-pitch trials were 
presented. Responses were considered correct when they 
were in line with a Farsi-like thickness-pitch metaphor (i.e. 
when the expanding tube was matched to the sound whose 
fundamental frequency ‘fell’). 
 

 
 
 
 

Figure 1: Examples of the test trials. Panel a) In the height-pitch matching 
condition, participants were presented with two videos with bouncing balls. 
Panel b) In the thickness-pitch matching condition, stimuli consisted of 
tubes changing from thin to thick and vice versa. 
 
Results 
 

Adults  
Adult participants’ mean proportions of correct responses 

were above chance in the height-pitch condition, 
corresponding to the Dutch height-pitch metaphor (M = .82) 
t(6)=3.58, p=.01, d=1.35. Performance on the thickness 
pitch trials, however, was at chance (M = .38) t(6)=.1.55, ns, 
d=.59. A paired-samples t-test showed significantly better 

performance on height-pitch trials than thickness-pitch trials 
t(6)=3.64, p=.01, d=1,38. 
 
Five-year-old children  

Children performed at chance in both height-pitch 
(M=.58), t(20)=1.64, ns, d=.36 and thickness-pitch trials 
(M=.52), t(20)=.44, ns, d=.10. Given the results of the 
linguistic pitch comprehension task (Experiment 1), one 
might expect to see differences in performance in non-
linguistic conditions. However, a paired-sample t-test 
revealed no significant difference between height-pitch and 
thickness-pitch associations, t(20)=.63, ns, d=.14.  

To assess whether performance on the pitch elicitation 
task in Experiment 1 predicted patterns in nonlinguistic 
space-pitch associations, simple regression analyses were 
conducted. Mean proportion of correct responses on the 
height-pitch comprehension condition were entered as a 
regressor to predict performance (mean proportion correct) 
on the nonlinguistic height-pitch matching condition. The 
same analysis was performed for linguistic and 
nonlinguistic thickness-pitch mappings. There was no 
significant effect of height-pitch metaphor comprehension 
on nonlinguistic height-pitch matching performance b=-.12, 
F(1,19)=.69, ns, r2=.04. There was also no significant effect 
of thickness-pitch metaphor comprehension on the 
corresponding nonlinguistic condition, b=-.26, F(1,19)=1.3, 
ns, r2=.06. Finally, children were assigned to two different 
groups in the height-pitch comprehension condition, those 
performing at chance or below (n=16) and those performing 
above chance (n=5). An independent t-test between groups 
revealed performance in the linguistic height-pitch condition 
had no significant effect on nonlinguistic height-pitch 
associations either (i.e., groups did not differ with regard to 
nonlinguistic space-pitch associations) t(19)=.27, ns, d=.15. 
Likewise, children were assigned to two groups in the 
thickness-pitch comprehension condition, with children 
performing at chance or below (n=7) and children 
performing above chance (n=14). Performance in thickness-
pitch comprehension did not influence nonlinguistic 
thickness-pitch associations either t(19)=.38, ns, d=.18.  
 
Discussion 
 

Unlike adults whose nonlinguistic space-pitch mappings 
follow metaphors in language, 5-year-old children 
performed at chance in both height-pitch and thickness-pitch 
mapping conditions. Moreover, language did not predict 
performance on the space-pitch association tasks. So, 
children do not seem to represent these associations at 5-
years.  
 

General Discussion 
 

Language and space-pitch associations follow a more 
complex relationship than previously thought. Dutch 
children did not show knowledge of the height-pitch 
metaphor in their language, in fact they reversed it. This was 
despite their adult-like comprehension of the spatial source 
domain (i.e. height). Moreover, children showed better 
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performance for a thickness-pitch metaphor, despite its 
absence in the Dutch language.  

It is possible this is the result of the experimental set-up. 
To prevent potential confusion, we opted to have a fixed 
order of testing with thickness-pitch metaphors always at 
the end of the experiment. Prior assessment of height-pitch 
comprehension may have served as a training in which 
children became familiar with the task. But, note, a simple 
training effect is unlikely to account for the observed pattern 
(i.e. it cannot explain the reversal of height-pitch 
metaphors). In order to rule out training effects entirely, one 
would have to counterbalance the order of height-pitch and 
thickness-pitch comprehension tasks in the future.  

If we take children’s better performance in thickness-
pitch comprehension at face-value though, we are in need of 
an explanation for this rather surprising finding. Why do 
Dutch children understand thickness-pitch but not height-
pitch metaphors (and even reverse them)?  

The finding that 5-year-olds have difficulties in 
understanding height-pitch metaphors is not entirely new 
(see e.g. Costa‐Giomi & Descombes, 1996; Durkin & 
Townsend, 1997). In contrast, numerous studies show non-
linguistic associations between spatial height and pitch are 
already present in prelinguistic infants (Dolscheid et al., 
2014; Jeschonek et al., 2012; Walker et al., 2010). There is 
thus a discrepancy between the early presence of cross-
modal height-pitch associations and the difficulty in 
understanding height-pitch metaphors later. It seems then 
language “may initially even hinder mappings previously 
acquired nonverbally” (Eitan, Ornoy, & Gronot, 2012, p. 
34). For Dutch children, linguistic height-pitch metaphors 
require a mapping between established associations and new 
verbal information, a process which may not be fully 
complete at the age of five. This may also explain why there 
is better performance in thickness-pitch metaphor 
comprehension. The absence of a thickness-pitch metaphor 
in the Dutch language could leave thickness-pitch 
associations ‘untouched’. An alternative explanation could 
be the thickness-pitch metaphor is simply more intuitive for 
children since it follows correspondences in the real world 
(see e.g. Lewkowicz, 2011). Children may well have 
experienced people or animals with bigger ('thicker') bodies 
tend to have lower voices (see also Dolscheid et al., 2014). 
This account could also explain why Farsi and Turkish 
children do not show delays in thickness-pitch metaphor 
comprehension (Shayan et al., 2014). 

It is interesting that Dutch children understood height-
pitch mappings in a reversed way, with high referring to low 
pitch and low referring to high pitch. How does this 
reversed preference in height-pitch comprehension come 
about? While this finding appears to be at odds with 
metaphors used in Dutch or English, other languages make 
use of a reversed height-pitch mapping: Speakers of the 
Austronesian language 'Are'are, for instance, talk about high 
pitch in terms of ‘low’ or ‘down’ (Zemp & Malkus, 1979). 
Although this observation suggests it is not inconceivable to 

reverse linguistic height-pitch metaphors, it does not explain 
the Dutch children’s pitch comprehension.  

Another explanation could lie in the misalignment of 
Dutch space-pitch terms and their pitch quality. Contrary to 
sound-symbolic intuitions, the vowel [a] in laag (‘low’) is 
characterized by higher formant frequencies compared to [o] 
in hoog (‘high’). So children may have based their pitch 
judgments on the terms’ pitch information (i.e., frequency 
of formants) rather than on the terms’ meanings. Note 
however, that the same holds for Dutch thickness 
terminology but children did not reverse thickness-pitch 
terms: the vowel [i] in dik (thick = low pitch) is higher than 
[y] in dun (thin = high pitch).  

A final explanation for Dutch children’s height-pitch 
reversal lies in markedness. Our results show that children 
are sensitive to markedness patterns in the domain of 
musical pitch, in analogy to findings in the spatial domain 
(e.g. Clark, 1972). Children displayed better comprehension 
of unmarked questions (‘Which one sings high/thick?’) than 
marked questions (‘Which one sings low/thin?’). There is an 
interesting difference, however. For space markedness 
patterns are aligned (i.e., high, thick, big, etc., are all 
unmarked and refer to bigger entities). The same does not 
hold for pitch metaphors. Instead, markedness reverses in 
height- and thickness-pitch metaphors. Children may 
nevertheless be inclined to use consistent markedness 
alignment and consider low pitch as the unmarked pole by 
assigning it with the labels ‘high’ or ‘thick’. The 
markedness distribution of musical pitch thus appears to 
differ between 5-year-olds and adult speakers of Dutch, 
which could also explain children’s better performance in 
thickness-pitch comprehension (low pitch = unmarked = 
high = thick). Overall, these findings show the acquisition 
of space-pitch metaphors is a complex and dynamic process, 
which in turn has implications for linguistic relativity. 

While language affects nonlinguistic pitch representations 
in adults, the results are not conclusive in 5-year-olds. This 
lack of clarity is partly due to children’s unexpected 
linguistic patterns observed in this study. Based on their 
linguistic metaphor comprehension, one might have 
expected better performance on the nonlinguistic thickness-
pitch task or even a reversed association in the nonlinguistic 
height-pitch task. However, this was not the case. Children 
performed at chance on both nonlinguistic space-pitch tasks. 
This finding could be for a number of reasons. (A) It could 
be children (no longer) display consistent space-pitch 
associations. (B) The matching tasks were simply too 
difficult for them. These two options are hard to 
disentangle. However, there are some hints indicating (B) 
may be correct. While children basically understood the task 
instructions as illustrated by their correct performance on 
the pretest (matching sounds to animals or objects), the 
space-pitch association tasks were more challenging. 
Children had to keep track of opposing trajectories as well 
as changing pitch glides which may have been too 
cognitively demanding.  
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In general, task difficulty seems to be a critical factor 
when it comes to children’s abilities with cross-modal 
associations. Marks, Hammeal, and Bornstein (1987), for 
instance, report that children are unable to systematically 
map size (big vs. small) to pitch until they are 13 years old. 
However, others find evidence for size‐pitch congruency 
effects in children as young as three years of age (Mondloch 
& Maurer, 2004). The lack of nonlinguistic space-pitch 
mappings in our task is thus not by itself conclusive. Other 
tasks have to be used in order to distinguish between task 
difficulty and real absence of space-pitch associations in 5-
year-olds. 

For the moment it seems unlikely language affects 
children’s nonlinguistic space-pitch associations in the same 
way it does in adults (see Dolscheid et al., 2013; see also 
adult data in Experiment 2). Consequently linguistic 
relativity effects in the domain of musical pitch might be 
classified as rather late compared to other effects (e.g. Choi, 
2006). Testing older children is thus a necessary next step 
and could reveal when linguistic metaphors become more 
adult-like and at what age they start to affect nonlinguistic 
behavior in the domain of musical pitch. 
 
 

Conclusions 
 

Five-year-old children showed sensitivity to markedness 
patterns in pitch metaphors. Children found it easier to 
comprehend unmarked space-pitch metaphors in 
comparison to marked associations, suggesting markedness 
understanding holds for pitch, as well as space. Contrary to 
predictions based on language input, 5-year-old Dutch 
children displayed better comprehension for thickness-pitch 
metaphors than height-pitch metaphors. Children even 
reversed the latter. Thus, at 5-years, children do not yet 
show patterns of comprehension compatible with their 
language input. Similarly, effects of language on 
nonlinguistic cognition do not appear to be present in 5-
year-olds. Together, these findings suggest linguistic 
relativity effects in the domain of musical pitch arise rather 
late during development.         
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Abstract 

Recent research has identified key differences in the way 
individuals make decisions in predictive learning tasks, 
including the use of feature- and rule-based strategies in 
causal learning and model-based versus model-free choices in 
reinforcement learning. These results suggest that people rely 
to varying degrees on separable psychological processes. 
However, the relationship between these types of learning 
strategies has not been explored in any depth. This study 
investigated the relationship between feature- vs rule-based 
strategies in a causal learning task and indices of model-free 
and model-based choice in a two-step reinforcement learning 
procedure. We found that rule-based transfer was associated 
with the use of model-based, but not model-free responding in 
a two-step task.   

Keywords: predictive learning; individual differences; rule 
vs. feature generalization; model-based vs. model-free; 
cognitive control; associative learning; decision-making 

Introduction 
Theories of learning and decision making often assume a 

contribution from multiple distinct processes (Mitchell, De 
Houwer & Lovibond, 2009; Balleine & O’Doherty, 2010; 
Jacoby, 1991; Kahneman, 2011). Although these processes 
have been defined in a range of different ways, they tend to 
include one process that requires cognitive control and 
deliberate thought and one that is simpler and relatively 
automatic. The former process tends to be described as 
effortful and rule-based, extracting causal or abstract 
structure from the environment in order to plan behavior 
(De Houwer & Beckers, 2003). The latter process is 
considered by many to be based on associative mechanisms, 
with responding to novel stimuli operating on the basis of 
surface similarity or featural overlap (McLaren et al., 2014).  

Typically, research in these areas entails presenting a 
series of trials in which participants learn to predict 
relationships between cues and outcomes, or actions and 
outcomes. It is often difficult to distinguish between the 
contributions of distinct processes, as they result in very 
similar behavior in most circumstances, and are sometimes 
examined under conditions that favor a particular process 
(e.g. Waldron & Ashby, 2001). Nevertheless, in recent 
years, a range of tasks that use carefully designed analyses 
of training and transfer items have been successful in 
identifying separable response strategies that suggest the 
involvement of distinct psychological processes in both 

measuring generalization across stimuli and reward-driven 
choice (e.g., Shanks & Darby, 1998; Daw, Niv & Dayan, 
2005, respectively). These tasks originate from different but 
conceptually similar lines of research, in which there is 
some evidence that behavior takes into consideration 
abstract structure in the planning of goals, as well as 
evidence of behavior that is consistent with the formation of 
simple associations. Despite the clear similarity in the 
distinctions that are drawn using these tasks, and the 
apparent presence of individual differences across 
participants, the relationship between these tasks has 
received very little attention. We will describe two such 
tasks that are relevant to the current study. 

The first concerns the generalization of learned 
information to novel stimuli (Shanks & Darby, 1998). 
Participants were asked to assume the role of a doctor 
whose task was to determine which foods were causing an 
allergic reaction in their fictitious patient, Mr X.  Within this 
scenario, participants learned about several food-reaction 
(cue-outcome) relationships in a sequential trial-and-error 
fashion, before being presented with the critical test phase. 
The design of Shanks and Darby (1998) is shown in Table 
1.  

 
Table 1: Patterning task design 

Training  Test 
A+ B+ AB-  A? B? AB? 
C- D- CD+  C? D? CD? 
E+ F+ EF-  E? F? EF? 
G- H- GH+  G? H? GH? 
I+ J+   I? J? IJ? 
  KL-  K? L? KL? 
M- N-   M? N? MN? 
  OP+  O? P? OP? 

Note: Letters A-P represent randomly allocated foods used as cues. 
These cues were followed by an allergic reaction (+) or no allergic 
reaction (-). Critical transfer trials are depicted in bold. 
 
Participants were trained with two complete negative 
patterning discriminations, in which two food cues (e.g. A 
and B) each cause an allergic reaction outcome (+) when 
they are eaten individually but when eaten together, do not 
cause an allergic reaction (i.e. A+/B+/AB-). Participants 
were also trained with two complete positive patterning 
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discriminations in which two cues that do not cause the 
outcome individually do result in the outcome when 
presented together (e.g. C-/D-/CD+). In addition, 
participants were presented with a number of cues that 
appeared either individually (e.g. I+/J+) or in compound 
(e.g. KL-) but not both.  

Accurate performance on these discriminations can be 
achieved through learning the associations between 
combinations of cues and outcomes. However the structure 
of the task can also be described by an abstract “opposites” 
rule. That is, individual cues and their compounds predict 
opposite outcomes. In the test phase, participants continued 
to predict whether or not food cues would cause an allergic 
reaction, in the absence of feedback. This phase included all 
the training cues, as well as the remaining cues from the 
incomplete discriminations (e.g. IJ). Participants’ responses 
to these novel transfer cues were of primary interest. 
Generalisation based on surface similarity would predict an 
“allergic reaction” response to IJ, due to its similarity to I 
and J. On the other hand, generalisation based on extraction 
and application of the opposites rule would predict a “no 
reaction” response to IJ. This pattern of feature- and rule-
based generalisation is illustrated in Figure 1.  
 

 
Figure 1. Predicted outcome ratings for MN and IJ transfer 
trials for rule-based and feature-based generalization. 

 
The second task aims to dissociate model-free and model-

based strategies in reinforcement learning, which each 
determine how actions are evaluated from previous 
experiences (Daw et al., 2005).  A model-free strategy 
repeats actions that have previously been rewarded, 
consistent with associative principles. A model-based 
strategy takes into account a model of the environmental 
structure, reasoning about action values and current goals in 
order to plan behavior. Recently, Daw et al. (2011) used a 
sequentially structured choice task in order to dissociate 
these processes.  In the two-step task, a first-stage binary 
choice (A1 vs. A2) led probabilistically to a second-stage 
state (S1 vs. S2), in which a second choice (A3 vs. A4; A5 
vs. A6) resulted in either reward, or no reward. Each of the 
first-stage choices led to a particular second-stage state (e.g. 
A1-S1; A2-S2) 70% of the time (common transitions), and 
to the other second-stage state (e.g. A1-S2; A2-S1) 30% of 
the time (rare transition).  

 
Figure 2. Two-step task transition structure. Each first stage 
choice leads to one of the second-stage states 70% of the 
time. The probability of receiving reward on each of the 
second-stage states changed slowly over the course of the 
experiment. 
 
To ensure participants continually searched for the optimal 
action, the probability of receiving a reward on each of the 
second-stage choices changed slowly over the course of the 
experiment. The critical dependent measure is the likelihood 
of participants repeating the same first-stage choice on each 
trial based on the previous trial’s outcomes. Take, for 
example, a choice that results in a rare transition to a 
second-stage state (e.g. A1-S2), in which a rewarded choice 
is made. A model-free strategy predicts that the participant 
should repeat that first-stage choice action, as it ultimately 
resulted in reward (Figure 3A). Conversely, a model-based 
strategy predicts that the likelihood of repeating the same 
choice will decrease, as the value of the alternative choice 
that commonly leads to the rewarded second-stage state (C2) 
should increase. Model-based choice therefore requires 
participants to have learned both the second-stage reward 
probabilities and the transition structure of the task, and to 
use this information to prospectively plan subsequent first-
stage choice. Thus, the hallmark of model-based responding 
is an interaction between reward and transition type on the 
previous trial on first-stage choice (Figure 3B). Daw et al. 
(2011) found a mixture of model-based and model-free 
behavioral contributions at a population level and within 
many individuals. However a number of participants 
showed responses consistent with purely model-free or 
purely model based behavior. 

Across both task domains, the use of a particular strategy 
may be influenced by task conditions. For example, rule- 
and model-based processes that are more reliant on 
cognitive resources are reduced when participants are 
trained under a concurrent load (Wills et al., 2011, Otto, 
Gershman, Markman & Daw, 2013). Nevertheless, tacit in 
this research is the idea that individual differences in the 
degree to which participants employ each process may also 
be important. Individual differences in working memory 
capacity have been shown to predict performance on rule-
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based categorization tasks (DeCaro, Thomas & Beilock, 
2008). Further, Shanks & Darby (1998) found that efficient 
learners during training were more likely to show rule-based 
generalization at test than inefficient learners, and their task 
has also been used to establish a relationship between rule-
based transfer and rule-mediated processes in the inverse 
base-rate effect (Winman, Wennerholm, Juslin & Shanks, 
2005). 

 
	  

	  
Figure 3. (A) A model-based choice strategy predicts that 
reward after rare transitions will influence the following 
first-stage choice, leading to an interaction between reward 
and transition type. (B) A model-free strategy predicts that a 
rewarded first-stage choice is more likely to be repeated 
regardless of whether reward occurred on a common or rare 
transition.  
 

One advantage of both the patterning task and the two-
step choice task is that separable processes predict 
qualitatively different patterns of results. Further, responses 
to critical items can neither be considered accurate nor 
inaccurate. Consequently, individual differences do not 
necessarily reflect better or worse performance, but rather a 
propensity to rely on a particular process, and so 
connections between them are not as simple as the degree to 
which subjects behaved non-randomly in both tasks (Otto, 
Skatova, Madlon-Kay, & Daw, 2015; but see Shanks & 
Darby, 1998). Likewise, previous research demonstrates a 
stable tendency within individuals to use rule-based vs. 
exemplar-based learning across multiple conceptual learning 
tasks, in the laboratory and the classroom (McDaniel, 
Cahill, Robbins & Wiener, 2014). Given the variety of dual-
process theories within learning and cognition, determining 

whether there are relationships between tasks that purport to 
measure similar dissociable processes requires further 
consideration. With the exception of McDaniel et al. (2014), 
there has been little attempt to verify whether these tasks are 
measuring the same, or even related constructs. 
Furthermore, there may be important differences between 
the dissociations that these tasks reveal. We aim to take this 
form of research in a new direction, relating strategies for 
generalization to strategies for reward-driven choice.  

Across theories of generalization and choice behavior it is 
appealing to conceptualize distinctions between reflective 
and associative processes as features of the same two 
general, independent systems. Previous research also 
suggests that individuals may be consistent in their tendency 
to engage a particular system across tasks (McDaniel et al., 
2014). Two predictions that fall out of this connection are 
that, a) individuals who show rule-based generalization will 
also show model-based choice, and b) greater feature-based 
generalization may predict more model-free behavior. Our 
primary goal for the current experiment is to evaluate these 
two possibilities.  

Method 
Participants   
Forty undergraduate psychology students from the 
University of Sydney participated in exchange for partial 
course credit (18 female, mean age = 19.98, SD = 4.05). 
 
Apparatus and Stimuli  
Experimental stimuli in the patterning task included 300 x 
300 pixel images of coffee, banana, fish, lemon, cheese, 
garlic, apple, eggs, peanuts, mushrooms, strawberry, milk, 
bread, avocado, broccoli, olive oil, cherries, butter, 
chocolate, carrots, peach, bacon, peas and prawns. All 
images were presented on a white background, with 
accompanying labels in blue text. Foods were randomly 
allocated to cues A-P for each participant. In the two-step 
task, first- and second-stage choices were denoted by 
randomly allocated fractal images, presented on black (first-
stage) or colored (second-stage) backgrounds. Participants 
were tested individually using a standard PC. 
 
Procedure  
Participants completed both the patterning task and two-step 
task in counterbalanced order.  

 
Patterning Task In the patterning task, participants were 
asked to assume the role of a doctor whose task was to 
determine which foods were causing allergic reactions in 
their fictitious patient, Mr X. On each trial, participants 
were presented with one or two food cues on the upper half 
of the screen, and were required to predict whether an 
allergic reaction would occur by clicking either a “no 
allergic reaction” or “ALLERGIC REACTION” option 
beneath the food cues. Participants were instructed that at 
first they would have to guess, but that using the feedback 
provided, their accuracy should improve over time. When 
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an outcome was selected, the options disappeared and 
feedback was provided while the food cues remained on the 
screen. The correct answer appeared, accompanied by either 
the word “CORRECT” in green, or “INCORRECT” in red, 
depending on the accuracy of the prediction. Each trial type 
(see Table 1) was presented twelve times during the training 
phase. The position of compound cues on screen was 
counterbalanced across the course of training (e.g. six 
presentation of AB, and six presentations of BA). 

A test phase was administered immediately following 
training. Participants were instructed that in this phase they 
were required to use the knowledge they had gained in the 
previous phase. On each trial, one of the test items (see 
Table 1) was presented, and participants were asked to rate 
the likelihood that an allergic reaction would occur on a 10-
point linear analogue scale ranging from “definitely WILL 
NOT occur” to “definitely WILL occur”. Two blocks of the 
test phase were completed, with each test item presented 
once per block. 

After completing the transfer phase, participants 
completed a manipulation check to assess explicit 
knowledge of relational rules. The first part was an open 
question asking participants to describe any general rule 
they may have noticed during the experiment. The second 
part required participants to answer two forced choice 
questions. As in Harris & Livesey (2008), participants in the 
patterning condition were asked:  

Did you notice that if A predicted an allergic reaction, 
and B predicted an allergic reaction, then the combination 
of A and B predicted no allergic reaction? (negative 
patterning) and, 
Did you notice that if A predicted no allergic reaction, and 
B predicted no allergic reaction, then the combination of A 
and B predicted an allergic reaction? (positive patterning).  
 

Two-Step Task Participants completed 200 trials of the 
two-step choice task (Figure 2). On each trial, two fractal 
images representing the first-stage options appeared on a 
black background. Participants were required to make a left 
or right response using the “Z” or “?” key, respectively. 
Once a choice was made, the background changed to either 
blue or green to indicate the second-stage state, and the 
selected first-stage image moved to the top of the screen. 
Another two fractal images were presented and participants 
were again required to make a choice response. Feedback 
was then provided while the selected image remained 
highlighted on screen. Participants were presented with 
either an image of a coin (reward), or the number zero (no 
reward). 

Results 
Following previous research (Otto Raio et al., 2013; Otto, 
Gershman et al., 2013), one participant was excluded for 
missing greater than 15 response deadlines in the two-step 
task, and two participants were excluded for showing no 
reward sensitivity at the second-stage level, i.e. P(stay|win) 

< 50%. Thirty-seven participants remained in the following 
analyses. 
 
Patterning Task  
Analysis of the patterning task focused on the compound 
transfer cues, as these provide the clearest and most 
interpretable test of the feature- and rule-based distinction. 
The difference in causal ratings for MN and IJ (MN-IJ) was 
interpreted as a measure of generalization. This resulted in a 
score ranging from -100 – 100. A high score indicated 
greater rule-based transfer (high rating for MN, low rating 
for IJ), while a low score indicated greater feature-based 
transfer (high rating for IJ, low rating for MN). Twenty 
participants had a negative transfer score, revealing a pattern 
of responses consistent with generalization based on surface 
similarity. Seventeen participants had positive transfer 
scores, suggestive of generalization on the basis of the 
abstract patterning rule. The distribution of scores is shown 
in Figure 5. In the manipulation check, 28 (out of 37) 
participants verbalized either a general opposites rule, or 
both the positive and negative patterning rules. A further 
four participants verbalized only the negative patterning 
rule, and two participants verbalized only the positive 
patterning rule. Thirty-six participants were able to identify 
one or both of the patterning rules in the forced choice 
questions. The use of rule transfer was not significantly 
correlated with the ability to verbalize (r = .294, p = .077), 
or identify (r = .049, p = .774), a patterning rule. 

 

 
Figure 4. Probability of repeating a first-stage response in 
the two-step task for (A) all participants and (B) participants 
using feature- and rule-based generalization in the 
patterning task.  
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Two-Step Task  
Figure 4A shows the effects of reward and transition type on 
first-stage outcome choice for all participants in the two-
step task. We estimated a mixed effects logistic regression 
(Pinheiro & Bates, 2000) with first-stage choice (stay vs. 
switch) as the dependent variable, using binary predictors 
that indicated whether a reward was received on the 
previous trial, and transition type on the previous trial 
(common vs. rare). Full coefficient estimates are reported in 
Table 2. There was a significant main effect of reward, 
revealing a tendency to repeat rewarded first-stage choices 
(p < .001). The interaction between reward and transition 
type suggests a significant model-based contribution to 
choice (p < .001).  
 
Table 2. Logistic regression coefficients indicating the 
influence of previous trial outcome, previous trial transition 
type, and patterning transfer on first-stage choice repetition.  

 
Relationship Between Tasks 
To illustrate the relationship between patterning transfer and 
performance on the two-step task, we plotted the 
relationship between raw transfer scores and an index of 
model-free and model-based responding for each participant 
(Figure 5). This index was computed by taking individual 
participants’ coefficients for reward, and reward x transition 
type interaction, respectively. Statistically, including z-
scored transfer scores as a predictor in the logistic 
regression revealed no significant interaction between 
transfer and reward, suggesting that there was no 
relationship between patterning transfer and model-free 
responding (p = .258). However, there was a significant 
three-way interaction between reward, transition type and 
transfer, which indicates that higher transfer scores were 
associated with greater model-based responding (p = .024). 
To further illustrate this interaction, Figure 4B shows the 
probability of repeating a first-stage response for 
participants using feature- and rule-based transfer in the 
patterning task. The lowest third of transfer scores were 
considered highly feature-based, (n = 12; M = -87.01), while 
the top third of transfer scores were considered highly rule-
based (n = 12; M = 85.33).  

Discussion 
 

This study examined the relationship between separable 
processes in two predictive learning paradigms. Individual 
differences in patterns of responding were identified in a  

 

 
Figure 5. Scatterplots showing the relationship between the 
patterning rule transfer score on the x-axis and an index of 
model-free (top panel) and model-based (bottom panel) 
choice, estimated from the logistic regression, in the two-
step task on the y-axis. 
 
patterning task, and a two-step sequential choice task, which 
may reflect the use of either effortful, rule-based processes, 
or simple associative or feature-based processes. In the two-
step task, we observed evidence of both model-free and 
model-based behavior on a group-level, which is consistent 
with previous findings (Daw et al., 2011; Otto, Raio et al.; 
2013; Otto, Gershman et al., 2013).  

Importantly, performance on the patterning task was 
significantly related to choice behavior on the two-step task. 
Namely, generalization had a predictive relationship 
specific to model-based, but not model-free choice. 
Participants who were able to extract and apply the abstract 
patterning rule to novel compounds exhibited stronger 
model-based contributions to their choice behavior, 
suggesting that they utilized a model of the environment to 
prospectively evaluate choices. On the other hand, 
participants who generalized on the basis of surface 
similarity in the patterning task were more likely to show a 
response pattern characteristic of a pure model-free choice 
strategy, with little influence of a model-based strategy. 
However, the degree of feature-based transfer did not 
predict sensitivity to the previous trial’s reward. It is 
somewhat surprising that these purportedly associative 
processes were not strongly related. However, selective 

Predictor Estimate (SE) P value 
Intercept 1.63 (.15) < .001* 
Reward 0.55 (.08) < .001* 
Transition Type 0.07 (.04) .093 
Transfer -0.002 (.002) .316 
Reward x Transition Type 0.23 (.06) < .001* 
Reward x Transfer -0.001 (.001) .258 
Transition Type x Transfer -0.0003 (.0005) .618 
Reward x Transition Type      
x Transfer 

0.002 (.0007) .024* 
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effects of higher-order processes on model-based 
contributions to choice have been demonstrated previously 
(Otto et al. 2015). The finding that application of an abstract 
rule selectively predicts model-based choice suggests that 
both reflect sophisticated, resource dependent processes. On 
the other hand, feature-based transfer and model-free choice 
are generally characterized as reflexive and stimulus driven. 
Thus, differences in task requirements, stimuli and 
outcomes may have a greater impact on the expression of 
these processes, such that associations between them may 
be less clear, despite the possibility that they are served by a 
common system.  

One interesting aspect of the data is that there was no 
relationship between the ability to verbalize the patterning 
rule, and use of rule-based transfer in the patterning task. 
Thus, there were a number of participants who were able to 
extract an abstract rule-structure from the task, but did not 
apply this to the novel transfer stimuli, and instead relied on 
a similarity-based process. This finding is consistent with 
the idea that the use of rule-based processes requires a level 
of behavioral flexibility and cognitive control, in order to 
overcome habitual or stimulus-driven responses when 
planning and executing action, which is directly in-line with 
recent data connecting cognitive control abilities to model-
based choice (Otto et al., 2015). However, as rule-discovery 
itself is often an effortful process, more research is needed 
to understand how and when learning vs. applying rules 
relies on cognitive control. Likewise either uniting or 
distinguishing feature-based generalization from model-free 
choice requires further research. The approach we are 
advancing here, that is, characterizing what kinds of 
individual performance is stable across tasks, will be critical 
in answering these questions. 
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Abstract 

A great deal of research has compared monolingual and 
bilinguals on conflict resolution tasks, with inconsistent 
findings: Some studies reveal a bilingual advantage on global 
RTs, some reveal a bilingual advantage on interference cost, 
and some show no advantage. We report a meta-analysis of 
73 comparisons (N = 5538), with estimates of global RTs and 
interference cost for each study. Results revealed a 
moderately significant effect size that was not moderated by 
type of cost (global RT or interference cost) or task. Age 
interacted with type of cost, showing a pattern difficult to 
reconcile with theories of bilingualism and executive control. 
Additionally there was a significant main effect of lab, which 
might be due to sociolinguistic differences in samples, data 
treatment and methodology, or Hawthorne effects. 

Keywords: bilingual advantage; inhibitory control; 
monitoring; conflict resolution tasks; meta-analysis  

Introduction 
There is widespread agreement that during language use, 
lexical representations from both of a bilingual’s languages 
are active (Kroll, Dussais, Bogulski & Kroff, 2012). For 
example, bilinguals name cognates more quickly than 
matched non-cognates (van Hell & Djikstra, 2002). Some 
researchers have speculated that these representations 
compete for selection (Kroll et al., 2012). Green (1998) 
proposed that competition between these two sets of 
representations is resolved by a domain-general inhibitory 
control mechanism. One prediction from this proposal is 
that bilinguals’ regular engagement of this mechanism 
strengthens it, leading to smaller interference costs on 
conflict resolution tasks.  
   Examples of conflict resolution tasks include the Simon, 
Flanker and Stroop tasks. All three tasks contain trials with 
and without distracting information (incongruent and 
congruent trials, respectively). For example, in the Simon 
task, participants see colored squares, which appear on 
either the right or left hand side of the screen. One color is 
assigned a left-key response and the other is assigned a 
right-key response. It is assumed that both the color of the 
square and its location elicit separate responses and that 
when these responses differ (i.e. on incongruent trials) they 
compete. The difference in reaction time (RT) between 
congruent and incongruent trials, called the interference 
cost, is assumed to reflect the extra time needed to engage a 
domain-general inhibitory mechanism to suppress the non-
target response. Smaller interference costs are assumed to 
reflect superior inhibitory control.  

Many studies have tested the prediction that bilinguals 
exhibit smaller interference costs than monolinguals. In a 
literature review, Hilchey and Klein (2011) noted that the 
bilingual advantage on interference costs was mixed. 
However, they also noted that many studies observed a 
bilingual advantage on global RTs, that is, the average RT 
across both congruent and incongruent trials. Global RTs in 
conflict resolution tasks are often thought to reflect the cost 
of monitoring, searching for and identifying cues that that 
signal the need for changes in inhibitory control. Some 
authors have speculated (e.g., Costa et al., 2009) that this 
system detects conflict created when lexical items from both 
languages are activated. Others have argued that living in a 
multilingual environment might tax the monitoring system 
because socio-linguistic cues for which language to speak 
may compete (Hernandez et al., 2013). If either of these 
claims is true, bilinguals may engage the monitoring system 
to a greater extent than monolinguals during regular 
language use. 

However, several recent studies have failed to replicate 
the bilingual advantage on global RTs: Some researchers 
have observed a bilingual advantage on interference cost, 
but not global RTs (e.g., Luk, De Sa & Bialystok; Yang, 
Yang & Lust, 2011), whereas others have observed no 
bilingual advantage on either global RTs or interference cost 
(e.g., Paap & Greenberg, 2013; Antón et al., 2014).   

Two recent reviews on the aforementioned studies reach 
different conclusions about the bilingual advantage on 
conflicting resolution tasks. First, after noting the many 
non-replications of the bilingual advantage on global RTs, 
Hilchey, Saint-Aubin, & Klein (2015) suggest that the 
bilingual advantage may be due to correlated background 
variables. Second, Valian (2015) argues that the bilingual 
advantage may be real, but that, given the number of other 
variables and experiences that engage mechanisms of 
executive control, its individual impact may often be 
obscured.    

Both of these interpretations suggest that an important 
next step is to compare monolinguals and bilinguals from 
diverse social and linguistic backgrounds, so that the effects 
of correlated background variables may wash out. A single 
empirical study of this sort would prove very difficult to 
conduct. However, given the large number of studies from 
many different labs that have been conducted on this topic, 
meta-analysis would be especially elucidating. An 
additional benefit of meta-analysis is the ability to 
systematically model the effects of potential moderator 
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variables, including the measure of cost (i.e. the dependent 
variable (DV): global RT vs interference cost). 

Three additional moderator variables are especially 
relevant to this meta-analysis. First, although the Simon, 
Stroop and Flanker tasks are often interpreted as reflecting 
the same construct, they are often uncorrelated (see Paap & 
Sawi, 2014, for an overview). If these three tasks reflect 
different constructs, then the bilingual advantage (on global 
RTs or interference cost) might materialize on some but not 
other tasks.  

A second important moderator variable is age of 
participants. Studies of the bilingual advantage have 
included participants as young as two and a half  (Bialystok 
et al., 2010) and as old as seventy (Bialystok et al., 2004). 
Given the developmental trajectory of executive control, 
Bialystok et al (2004) argued that the bilingual advantage 
might be more pronounced among children and older adults 
than younger adults, for whom executive control is at peak 
levels. While there is some evidence for this claim (e.g. 
Engel de Abreu et al., 2011), other authors have failed to 
observe a bilingual advantage amongst children (e.g. Antón 
et al., 2014) and older adults (Kirk et al., 2014).   

A third important moderator, research group, is important 
for two reasons. First, different research groups likely have 
access to different populations of bilinguals. Second, 
different research groups may differ in their administration 
of tasks and analysis of data. For example, different labs 
define and handle outliers differently. This is especially 
important since empirical and theoretical work on RT 
distributions suggests that changes in task demands often 
affect the tail as well as mean of the distribution (Tse & 
Altarriba, 2012).  

The present meta-analysis aimed to answer two questions: 
(1) whether there is a reliable bilingual advantage on the 
global RTs or the interference cost of interference control 
tasks; and (2) whether this advantage is moderated by task, 
age, or research group.  

Method 

Literature Search and Inclusion Criteria 
PsycINFO and other databases were searched periodically 
until January 2015. Search terms included some 
combination of Bilingualism and Executive Control, 
Executive Function or Inhibition. Additionally, the 
references sections of recent review papers and a recent 
meta-analysis on this topic (de Bruin, Treccani & Della 
Salla, 2015) were consulted. A total of 39 studies, with 73 
comparisons and 5538 participants met the following 
criteria: 
 
A) Study includes at least one bilingual group. Because 
different studies have used different measures as indicators 
of bilingualism (e.g., age of onset, frequency of use, and 
overall proficiency), it is impossible to identify a single 
definition of bilingualism. Therefore, a group of participants 
will be designated as bilingual if any of the following are 

true: the age at which they began learning their second 
language is equal to or less than one half their age at the 
time of testing; the participants report near equal proficiency 
in their languages; the participants report native or near-
native attainment in their second language; the participants 
report using each of their two languages in at least forty 
percent of their daily activities; the participants report using 
both languages at home; the participants report using one 
language at home and one language at school (with the 
exception of children who are recently enrolled in 
immersion programs).  
 
B) Study includes at least one monolingual group. A group 
will be defined as monolingual if they have had only 
minimal exposure to a second language, e.g., through a 
foreign language class at school.  
 
C) Participants are at least five years old and without 
psychological impairment. This analysis therefore excludes 
many of the studies on the potentially beneficial effect of 
bilingualism on dementia.  
 
D) It contains RT data from at least one conflict resolution 
task, such as the Flanker, Simon, or Stroop tasks. A conflict 
resolution task was defined as follows: Participants are 
asked to make a judgment about a visually presented 
stimulus; a second, non-target cue was systematically varied 
across trials; on some trials the non-target cue elicited a 
different response than the target cue; on other trials the 
non-target cue elicited the same response as the target cue. 
Tasks were not included if they contained an 
unconventionally small number of trials of either type.  

Data Reduction 
This study used a three-level meta-analysis to model 
dependence between global RTs and interference cost. To 
do so, other forms of dependence between the effect sizes 
within studies needed to be eliminated. The following 
strategies and assumptions were employed to eliminate 
dependence. It was assumed that there was no dependence 
between separate studies within the same paper. It was 
assumed that there was no dependence between 
comparisons of different groups in the same study; for 
example, studies that report on bilingual-monolingual 
comparisons for two age groups contributed independent 
effect sizes to the meta-analysis. If a study reported on 
multiple blocks for one task, the first block was selected for 
the effect size. If a study reported on multiple bilingual 
groups and a single monolingual group, or multiple 
monolingual groups and a single bilingual group, the 
multiple groups were averaged into a single group. Finally, 
if a study reported multiple conflict resolution tasks, each 
task contributed independent effect sizes. This can be 
justified as multiple studies have failed to find consistent 
correlations between conflict resolution tasks (Paap & 
Greenberg, 2013; Paap & Sawi, 2014). 
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Moderator Coding 
This study included four moderator variables. DV (i.e., type 
of cost) was coded as a factor with two levels, global RT 
and interference cost. Age was coded as factor variable with 
three levels: children were participants less than 18 years 
old; younger adults were participants between 18 and 60 
years old; and older adults were participants above 60 years 
old. Task was coded as a factor variable with the following 
levels: Simon included the classic Simon task and the 
Simon Arrows task; Flanker included the Flanker task and 
the Attentional Networks Test; Stroop included color-letter 
Stroop tasks; and Other included all other tasks. The lab 
variable was coded according to the corresponding author 
on each study. All authors who were the corresponding 
author on at least four comparisons were treated as separate 
levels on the lab variable. All authors who were 
corresponding author on fewer than four comparisons were 
grouped into the Other level. There were six levels of the 
lab variable (5 labs and Other). 

Effect Size Calculation 
Many studies report the means and standard deviations of 
congruent and incongruent trials separately. In order to 
calculate effect sizes for global RTs and interference cost, 
the correlation between congruent and incongruent trials 
was needed for estimating standard deviations. As these 
correlations are typically not reported, they were imputed. A 
random-effects meta-analysis of the correlations between 
congruent and incongruent trials from several interference 
control tasks was conducted. Correlation coefficients were 
then simulated from this model.  

Two studies (Namazi & Thordardottir, 2010; Gathercole 
et al., 2014) reported means but no standard deviations. 
Standard deviations were simulated from linear models with 
the mean RT as a predictor variable. This approach is 
defensible because both theoretical and empirical work 
indicates that the standard deviation of an RT distribution is 
a linear function of its mean (Wagenmakers & Brown, 
2007).  

Model 
As global RTs and interference cost are dependent, a three-
level meta-analysis was conducted using the metasem 
package in R (Cheung, 2013). Unlike traditional random 
effects meta-analysis, which decomposes effect size 
variance into two types, three-level meta-analysis 
decomposes variance into three sources: sampling error, 
within-cluster variance, and between-cluster variance. 
Clusters were defined as comparisons between one group of 
monolinguals and one group of bilinguals on a specific task. 
So if a study reported on monolinguals and bilinguals of two 
different age groups, two clusters were included for that 
study. Each cluster contained two effect sizes, one for the 
interference cost and one for the global RTs. All other 
moderator variables varied between comparisons.  

Results 

Prior to running the three-level meta-analysis, traditional 
random-effects meta-analyses with no moderators were 
conducted and forest plots were produced in order to 
visualize variation in effect sizes across studies. Effect sizes 
for global RTs are shown in Figure 1, and for interference 
cost in Figure 2. Before accounting for the dependence 
between effect sizes, or including any moderators, the 
average effect size for global RTs was d = .43 (CI: .19 – 
.67) and the average effect size for interference cost was d =  
.29 (CI: .13 – .49).  

Several three-level meta-analyses of increasing 
complexity were then fit. First, the Null Model, with no 
moderator variables estimated the pooled effect size for 
global RTs and interference cost. The model yielded an 
effect size of d = .39 (CI: .19 – .59), and, consistent with 
Figures 1 and 2, suggested significant heterogeneity of 
effect sizes, Q(145) = 885.918, p < .001. Both within- and 
between-cluster standard deviations significantly differed 
from zero, τ2

within = .11, p < .001, τ2
between = .38, p < .001. 

Second, to test whether effect sizes varied according to DV 
(global RTs vs interference cost), Model 1 included DV as a 
moderator. Surprisingly, including DV as a moderator did 
not improve fit according to the likelihood ratio test (p = 
.52). However, because DV was a theoretically important 
variable, it was included in subsequent models testing the 
effects of other moderators.  
   Third, a series of models including task, age, and research 
group as moderators was fit to the data. For each moderator 
two models were fit: An additive model, testing just the 
effect of the moderator on the pooled effect size, and an 
interaction model, testing whether the moderator affected 
global RTs and interference cost differently. Each model 
was compared to both the Null Model and Model 1 
according to the likelihood ratio statistic. Key results are 
presented in Table 1. For task, neither the additive model 
nor the interaction model improved fit relative to the Null 
Model or Model 1. For age, the additive model did not 
improve fit; however, the interaction model fit significantly 
better than both the Null Model and Model 1. 
   To determine the source of the interaction, the two 
interaction coefficients were examined. The interaction 
between DV and the Older Adult group was positive and 
statistically significant (B = .47, Z = 2.29, p = .02. The 
interaction between DV and the Child group was non-
significant (B = -.27, Z = -1.77, p = .08). To facilitate 
interpretation of these interactions, three separate meta-
analyses of the children, younger adults and older adults 
were conducted. Amongst younger adults, DV did not 
significantly moderate effect size (B = -.03, Z = -.31, p = 
.76). Amongst children, the effect of DV was negative and 
marginally significant (B = -.42, Z = -1.86, p = .06), 
suggesting that the effect on global RTs tended to be larger 
than that on interference cost. Amongst older adults, the 
positive effect of DV was statistically significant (B = .47, Z  
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Figure 1: Forest Plot for Global RTs 
 
= 3.31, p < .001), and indicated larger effect sizes for 
interference costs than global RTs. Both the additive model 
and interaction model for research group improved fit 
relative to both the Null Model and Model 1. According to a 
likelihood ratio test, the additive and interaction models did 
not differ significantly from one another (p = .09), 
suggesting that the effect of lab is consistent across both 
global RTs and interference costs. Examination of the 
forests plots revealed several outlier effect sizes that might 
have contributed to lab effects. To test this possibility a 
sensitivity analysis was conducted: 72 three-level meta-
analyses with additive effects of DV and Research Group 
were fit to data. Each model dropped one of the 
comparisons. Every model fit significantly better than the 
Null Model (max p-value = .002; min R2 = .34), indicating 
that the results cannot be attributed to a single outlier. 
 

Discussion 
 
The present study had two aims: 1) to test the reliability of 
the bilingual advantage on global RTs and interference costs 
from conflict resolution tasks; 2) to test whether effect sizes 
to test whether effect sizes are moderated by age, task and 
lab. The overall effect size from the Null Model was 
moderate and statistically significant, suggesting a reliable 
bilingual advantage.  
   However, while another meta-analysis of bilingual 
advantages in cognition found evidence of publication bias 
(de Bruin et al., 2014), it should be noted that we did not 
assess publication bias and included only published studies.        
This was unexpected because global RTs and interference 
costs are generally thought to reflect different cognitive 
constructs, namely monitoring and inhibitory control.   

Figure 2: Forest Plot for Interference Costs 
 
 However, DV had different effects for the three age groups. 
Amongst older adults, effect sizes were significantly larger 
for interference cost than global RTs; amongst younger 
adults, there was no significant difference between the two 
costs; and amongst children, there was a trend in the 
opposite direction, with larger effect sizes for global RTs 
than for interference cost. The reason for this pattern of 
results is unclear, as there is no model of language control in 
bilinguals that predicts different advantages at different 
developmental periods. It is possible that this pattern could 
be an artifact of calculating interference costs as additive 
rather than multiplicative effects.   
   The effect of lab was large, robust, and did not interact 
with DV. We offer three possible explanations for the lab 
effect. First, it might stem from sociolinguistic differences 
of subject pools across the different universities (e.g., 
immigrant status) that might affect the degree to which 
executive control is recruited and subsequently 
strengthened. Second, there may be differences in methods 
across labs, e.g., in the treatment of outliers of RT 
distributions. At least one study has found evidence of a 
bilingual advantage in the tail of RT distributions (Tse & 
Altarriba, 2012, but see Duñabeitia et al., 2014). If this 
phenomenon is common, variation in outlier removal 
strategies would lead to different findings across labs. There 
was not sufficient information about outlier handling to 
include this as a moderator.  Third is the possibility of 
Hawthorne effects. Whether lifelong bilingualism 
strengthens executive control is a hotly debated question 
that has received a great deal of public attention. It is 
plausible that participants might be aware of the 
researcher’s hypothesis prior to entering their lab, which 
could bias results.  
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  The observed pattern of results is inconsistent with existing 
models of bilingual language control and does not provide 
conclusive evidence for or against the bilingual advantage 
on conflict resolution tasks. This is, in part, due to limitation 
with the present study and the existing literature. First, the 
present study did not include socio-linguistic variables, such 
as age of onset of bilingualism and frequency of use as 
moderators. Future work will include these variables. 
Second, most of the existing literature has treated 
bilingualism as a one-dimensional, categorical variable: 
participants are either bilingual or monolingual. A more 
fruitful approach might be to identify specific dimensions of 
bilingual experience that recruit executive control and look 
for individual differences therein (Kroll & Bialystok, 2013). 
Future modeling work on bilingual lexical development and 
lexical access should to clarify the role of executive control 
in bilingual language management and suggest more 
specific hypotheses about where and when to expect a 
bilingual advantage. 
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Abstract
Research into sound-symbolism has shown that people can
consistently associate certain pseudo-words with certain ref-
erents; for instance, pseudo-words with rounded vowels and
sonorant consonants are linked to round shapes, while pseudo-
words with unrounded vowels and obstruents (with a non-
continuous airflow), are associated with sharp shapes. Such
sound-symbolic associations have been proposed to arise from
cross-modal abstraction processes. Here we assess the link be-
tween sound-symbolism and cross-modal abstraction by test-
ing dyslexic individuals’ ability to make sound-symbolic asso-
ciations. Dyslexic individuals are known to have deficiencies
in cross-modal processing. We find that dyslexic individuals
are impaired in their ability to make sound-symbolic associa-
tions relative to the controls. Our results shed light on the cog-
nitive underpinnings of sound-symbolism by providing novel
evidence for the role —and disruptability— of cross-modal ab-
straction processes in sound-symbolic effects.
Keywords: sound-symbolism; bouba-kiki effect; dyslexia;
cross-modal abstraction

Introduction
A common view in theoretical linguistics is that linguistic
signs are essentially arbitrary, i.e. there is no intrinsic rela-
tion between the sound of a word and the meaning it rep-
resents (Hockett, 1960; Saussure, 1983). However, humans
readily treat sound as a cue to meaning, as shown in a line of
experiments initiated by Köhler (1929), in which participants
consistently matched certain pseudo-words to sharp shapes
(e.g. takete or kiki), and others to round shapes (e.g. maluma
or bouba). These effects have been placed under the ban-
ner of sound-symbolism: the existence of non-arbitrary, sys-
tematic relations between the sounds and meanings of words
(cf. Westbury, 2005). Such relations also exist in natu-
ral languages, as, for example, in the phonaesthemes of En-
glish (Bergen, 2004), and in the major word classes of ideo-
phones or mimetics in languages like Japanese, Korean, Zulu
or Quechua (Dingemanse, 2012; Imai et al., 2008).

The robust effect of sound-symbolism has been replicated
(e.g. Nielsen & Rendall, 2011) and extended by using differ-
ent visual stimuli (e.g. Maurer et al., 2006; Nielsen & Ren-

*The first two authors contributed equally to this work.

dall, 2012). Other studies showed similar sound-symbolic ef-
fects using different auditory stimuli, focusing on consonants
(e.g. Westbury, 2005) or vowels (e.g. Nielsen & Rendall,
2011). Furthermore, the bouba-kiki effect has been found
cross-linguistically and cross-culturally (Davis, 1961; Tarte,
1974; Tarte & Barritt, 1971). To rule out the potential ef-
fect of orthography, sound-symbolism has been investigated
and found in young children before they have learned to read
(Maurer et al., 2006; Ozturk et al., 2013). Although it has
been suggested that preliterate orthographic intuitions could
still have an effect on the formation of sound-symbolic as-
sociations (Cuskley, 2013), the effect remains when the phe-
nomenon is tested with participants who have a different or no
alphabet such as Tamils (Ramachandran, 2004) and Himba
(Bremner et al., 2013). These studies strongly indicate that
the shape of the letters does not drive the effect.

As an underlying mechanism for this phenomenon, it has
been suggested that the intuitive associations between the
pseudo-word kiki and the sharp shape of, for example, a
star may be explained by certain phonetic characteristics
of the word (Marks, 1978; Ramachandran, 2004; Spence,
2011). Ramachandran (2004) argued that our brain recog-
nizes ‘sharpness’ in both modalities, and that these cross-
modal abstractions from both types of stimuli are coupled
together. It was proposed that the bouba-kiki effect might oc-
cur due to the multi-modal combination of abstraction of the
nonsense stimuli, the abstraction of the shape of the mouth
and lips, and the inflection of the tongue (Ramachandran &
Hubbard, 2001). However, these claims have mostly been
supported by correlational evidence. The nature of the re-
lation between the underlying cross-modal abstraction pro-
cesses and the occurrence of sound-symbolism remains to be
clarified.

To obtain insight in the nature of this relation, we in-
vestigated sound-symbolic associations in dyslexic and non-
dyslexic participants. Dyslexia is a specific neurobiological
learning deficiency (Lyon et al., 2003) that typically mani-
fests in impaired written word recognition and poor spelling
abilities, among other co-morbid symptoms (Bruck, 1990).
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The language deficit is independent of cognitive and intel-
lectual abilities, and affects approximately 4 percent of the
population (Blomert, 2004; Shaywitz, 1998).

There are several reasons to expect that the performance of
dyslexic individuals can shed light on cognitive processes un-
derlying sound-symbolism. Previous research has suggested
that dyslexic individuals show deviant cross-modal process-
ing (McNorgan et al., 2013; Sela, 2014), as seen in deficien-
cies in reading abilities. Reading is an intrinsically cross-
modal process that requires successful mapping between vi-
sual (orthographic) and auditory (phonological) representa-
tions (McNorgan et al., 2013). Deficits in cross-modal pro-
cesses may lead to reading problems, and have been sug-
gested to underlie many of the difficulties found in dyslexic
individuals (Froyen et al., 2011; Meyler & Breznitz, 2005). If
these deficits affect their ability to make sound-symbolic as-
sociations, this would point towards cross-modal abstraction
as a potential underlying mechanism of sound-symbolism.
This in turn would lead to specific hypotheses for the pos-
sible types of deficits in this mechanism in dyslexic individ-
uals. If cross-modal abstraction processes underlie sound-
symbolic effects in normal individuals, a disruption of the
same processes in dyslexia should affect performance in
sound-symbolic tasks (see Occelli et al. (2013) for a similar
argument and evidence from individuals with Autism Spec-
trum Disorders).

We hypothesized that dyslexic individuals will deviate
from non-dyslexic controls by making fewer sound-symbolic
associations. This hypothesis is strengthened by the results
from a pilot, which showed that both dyslexic children and
dyslexic adults made significantly fewer sound-symbolic as-
sociations (in fact, they scored at chance level) compared to
controls (Drijvers, 2013). In the current study, which is based
on the pilot, changes have been made to improve the stimuli
and the measurements. Drijvers (2013) did not find an ef-
fect of age, hence our choice to conduct this experiment with
adult participants only. It is our expectation that the pilot re-
sults will be replicated, and provide evidence for the role of
cross-modal abstraction processes as a mechanism underly-
ing sound-symbolic associations.

Methods
Participants
Twenty-eight Dutch participants (14 dyslexic individuals, 14
controls) were recruited (13 males; mean age: 22.50 (SD =

2.12); all right-handed) and gave informed consent before the
start of the experiment. All of the participants reported nor-
mal or corrected-to-normal vision and no auditory problems
or neurological disorders. The participants were naive to the
purposes of the experiment. The participants in the dyslexia
group were all diagnosed with dyslexia in their youth.

To confirm reading problems associated with dyslexia, we
administered the ‘Een-Minuut-Test’ (EMT: Brus & Voeten,
1972), in which existing words have to be read out loud as
quickly and accurately as possible within one minute, and

the ‘De Klepel’ (Van den Bos et al., 1994), in which pseudo-
words have to be read out as accurately and quickly as pos-
sible in two minutes. We administered a verbal competence
test (Analogies) from the Dutch Wechsler Adult Intelligence
Scale (Uterwijk, 2000), to confirm that the impairment of our
dyslexic participants was a reading impairment, rather than
a language-competence impairment (EMT: t(26) = 3.748, p
= .001, De Klepel: t(26) = 4.249, p < .000, WAIS: t(26) =

-.609, p = .548).
Ethical approval for the study was given by the Ethics

Board of the Faculty of Social Sciences of the Radboud Uni-
versity Nijmegen.

Stimuli
The participants were presented with 100 stimuli: 40 experi-
mental items and 60 fillers in pseudo-randomized order. The
auditory target words consisted of 20 pseudo-words that had
no resemblance to real words in Dutch, with phonetic features
associated in previous work with being ‘pointy’ (10 words)
and ‘rounded’ (10 words) (Nielsen & Rendall, 2011; 2012).
To achieve an equal balance between segments that might be
associated with pointy and round figures, we used voiced ob-
struents and voiced sonorants as the consonantal segments for
the target words. Obstruents are articulated with a closure
of the vocal tract, stopping or interfering airflow, whereas
sonorants are produced with a continuous, non-turbulent air-
flow in the vocal tract. Therefore, obstruents can be classi-
fied as more ‘jagged’ than sonorants. The continuous airflow
in sonorants causes a more ‘round’ characteristic. ‘Round’
words were formed by sonorants and round vowels, whereas
‘pointy’ words were constructed of obstruents and unrounded
vowels (as in previous research, such as Maurer et al. 2006;
adjusted to Dutch pronunciation). For the ‘round’ stimuli, we
included /r/ in addition to /m/, /n/ and /L/ to keep an equal bal-
ance between nasals and liquids. For the ‘pointy’ stimuli, we
included both stop consonants and fricatives to keep a similar
balance over subcategories within voiced obstruents. All con-
sonants in the stimulus items are voiced to rule out differences
due to consonant voicing. See Table 1 for an overview.

Table 1: Overview of consonants and vowels that formed the
target words

Obstruents Sonorants Unrounded Round
vowels vowels

/z/ /m/ /i/ /u/

/g/ /n/ /e/ /o/

/v/ /l/
/b/ /r/

All target words were bi-syllabic, had a CVCV-structure
and a trochaic stress pattern, congruent with the dominant
Dutch stress pattern. Counter-balancing and equally distribut-
ing vowels and consonants led to the following twenty tar-
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get words: Pointy: /zige/, /gebi/, /vebi/, /bive/, /vivi/, /zeze/,
/zebi/, /vegi/, /gigi/, /bege/, and Round: /mumo/, /lonu/,
/nuro/, /romu/, /lumo/, /nolu/, /molo/, /rulu/, /roro/, /nunu/.

A female speaker recorded the auditory stimuli in a sound-
attenuated booth. These sound files were edited and stan-
dardized with Adobe Audition & Praat (Boersma & Weenink,
2014). All of the target words were preceded by a sentence
that asked the participant to look or search for one out of two
of the displayed visual stimuli. The auditory fillers consisted
of 60 words for everyday objects (e.g. ’gitaar’ (guitar)) that
were neither specifically round nor pointy. Specifically be-
cause our filler items were neither round nor pointy, we in-
cluded more filler items (60) than experimental items (40), to
keep our participants from developing an answering strategy.
Each experimental item and filler item was presented twice,
with randomly selected shapes per participant.

The visual stimuli consisted of 100 randomly generated
figures that were either round (50) or jagged (50). We wrote
a Matlab script that generated random points on a 1000 by
1000 grid, with an adjustable density parameter to generate
a predefined number of points. Then, one or multiple of the
generated random points were selected, based on an object
parameter that could be set to a certain number of figures that
needed to be generated and an edging parameter where the
number of edges could be predefined. The center of gravity
of the generated figures was based on the mean of the figure.
This was done to ensure that all the figures were generated in
the middle of the grid (see Figure 1 for examples).

This method ensures the randomized generation of a wide
range of properly balanced, contrasting stimuli, constructed
according to the best practices outlined in recent work
(Nielsen & Rendall, 2011; Westbury, 2005). We made sure
all of the figures were single Gestalt shapes, uniformly filled
and without holes. All figures had a non-significant differ-
ence in the number of pixels to rule out size-effects on sound-
symbolic associations and were presented in black to avoid
color confounds. To control for perceived size, we piloted a
simple test where 5 participants were asked to indicate which
of two (1 pointy, 1 round) shapes was larger. Here, answer-
ing options included ’left’, ’right’ and ’same size’. The re-
sults showed that perceived size does not confound our stim-
uli. Another pilot (10 participants) confirmed that our round
and pointy stimuli were indeed perceived as round and pointy.
These pilot-participants did not participate in the actual ex-
periment.

Experimental considerations
A common risk in sound-symbolism research (though not
specific to it) is experimenter bias in the process of stimuli
selection. In this study, we attempt to avoid this by using
computer-generated visual stimuli as opposed to selecting or
creating them manually. Similarly, the auditory stimuli have
been created based on the phonetic properties of the sounds
(as established in prior work) as opposed to our own judgment
of their round or sharp features.

Our experimental setup investigates the capacities of par-

Figure 1: Schematic overview of superimposed circles and
polygons and their internal lines, generated by the algorithm.
Inner lines are shown for clarification; they were not visible
to the participants during the experiment.

ticipants to make sound-symbolic associations in a two-
alternative forced choice task. Natural language use may
not require such polarized choices, yet we expect any sound-
symbolic patterning in language to be constrained by human
capacities for cross-modal abstraction we aim to investigate
here.

Procedure

Participants were placed in a sound-attenuated booth, and fit-
ted with headphones that played the auditory stimuli at a 70
dB SPL rate. The experiment started with five test trials, to fa-
miliarize the participants with the experimental paradigm. A
trial started with a 500 ms fixation cross. For each trial, one
pointy figure and one round figure was randomly selected.
In every trial, two pictures (one left, one right, randomized
and counterbalanced) were presented next to each other. Af-
ter 2000 ms the auditory stimulus was presented: “Kijk naar
de [target word/filler]” (Look at the [target word / filler]) /

“Welke van deze twee plaatjes is [target word/filler]” (Which
of these two pictures is the [target word/filler] / “Waar is
de [target word/filler]” (Where is the [target word/filler]).1

When the auditory stimulus stopped playing, the participants
had 4000 ms to indicate their choice on a button box.

Design and analysis

Responses that were given too late or were missing were re-
moved (4 missing, 0.14%). The results were contrasted be-
tween the groups on the basis of their button-press responses.
We characterized button-presses as “correct” when the audi-
tory stimulus was associated with the visual stimulus on the
basis of their sound-symbolic characteristics. The total num-
ber of correct responses per participant was contrasted be-
tween groups, as well as the total number of correct scores on
pointy and round items to test for any differences in complex-
ity per figure type. Lastly, we compared the reaction times
per participant per group and per figure type.

1These sentences were chosen to optimize our design for eye-
tracking. The eye-tracking results are not presented here.
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Results
An independent t-test revealed a significant difference be-
tween the dyslexic and control group on the number of
sound-symbolic associations (t(26) = 2.444, p = .034, Co-
hen’s d = 0.88; see Figure 2). The control group scored
well above chance (73% correct), whereas the dyslexic par-
ticipants scored slightly above chance (60% correct). A
MANOVA revealed no difference between the dyslexic and
control group on the number of correct answers per stimulus
type (round/pointy) (independent variable: dyslexia (yes/no),
dependent variables: total number of correct answers on
‘round’ items vs. total number of correct answers on ‘pointy’
items (F(2, 25) = 2.818, p = .079)). An independent t-test
on the reaction times did not yield a significant difference be-
tween the dyslexic group and the control group on reaction
times (t(26) = .554, p = .585). Additional item-based anal-
yses showed no effects for specific items in our dataset (all
items n.s.): there was no item that yielded significantly more
or less correct answers compared to other items.

Figure 2: Mean number of sound-symbolic associations per
group.

Discussion
We investigated the cross-modal abstraction processes that
are claimed to underlie sound-symbolic associations. To test
this, we contrasted a control group with a group of dyslexic
individuals who are known to have deficiencies in their cross-
modal abstraction processes. We hypothesized that dyslexic
individuals would make fewer sound-symbolic associations
than controls. The data showed a pattern that matched our hy-
pothesis: Dyslexic individuals made signicantly fewer sound-
symbolic associations than the control group. These results
provide further evidence for a disrupted cross-modal process-
ing mechanism in dyslexic individuals, and strengthen the hy-
pothesis that cross-modal abstraction may lay at the basis of
sound-symbolic associations (Marks, 1978; Ramachandran &

Hubbard, 2001; Spence, 2011).
Even though we found only a small difference between the

number of sound-symbolic associations made by both groups,
it is possible that a more extreme difference between stimulus
items (e.g. by opposing voiceless obstruents and voiced sono-
rants, as suggested by Nielsen & Rendall (2011)) might have
resulted in a larger effect. The results from our MANOVA
showed a trend towards more expected answers in response
to auditory stimuli predicted to invite matches with round
shapes vs. the sharp shapes for the control group. Since we
used voiced obstruents instead of voiceless obstruents, our
stimuli may have been less ’sharp’ than the stimuli that have
been used in previous research. However, item-based anal-
yses did not reveal any items that yielded more correct an-
swers than other items. We will address this matter in future
research, where we aim to systematically test the contribu-
tions of different phonetic factors (e.g. voicing, manner of
articulation, place of articulation, vowel quality).

Our findings might have implications for research on
dyslexia. Making abstractions and coupling them has a strong
resemblance to analogical reasoning in terms of structure
(Emmorey, 2014; Gentner, 1983; Tufvesson, 2011). When
we consider the sound-symbolic association process in this
way, it immediately becomes clear that there are several steps
(i.e. the abstraction from two modalities as well as the cou-
pling of them) in the process that could be disrupted. Al-
though we suggest that a deficit in cross-modal abstraction
processes in dyslexic individuals causes them to make fewer
sound-symbolic associations, this experiment does not yet
show which part of the process might be disrupted. The
deficit could be in the abstraction of the visual stimuli, in the
abstraction of the auditory stimuli (e.g. due to or related to
dyslexic individuals difficulties in phonemic category forma-
tion (Serniclaes et al., 2004), in linking the abstractions, or
in a combination of these processes. Moreover, considering
the complex nature of the difficulties in dyslexia, it seems un-
likely that the deficit in the cross-modal abstraction process
is of a simple nature. From a neuroscientific perspective, the
angular gyrus (AG) seems to be a potential neurobiological
locus for the difference that we observe between the control
group and the dyslexic individuals. The AG is thought to
be involved in sound-symbolism (Ramachandran, 2004; Ra-
machandran & Hubbard, 2001), and has been shown to have
a disrupted function and connectivity pattern in dyslexic in-
dividuals (Horwitz et al., 1998; Pugh et al., 2000; Shaywitz,
1998). Future research may tap into this in order get a step
closer in understanding the underlying deficient mechanisms
in dyslexia and its neurobiological basis.

Conclusion
Sound-symbolism, long thought to be a marginal phe-
nomenon in language, is increasingly appreciated for the in-
sights it may provide into vocabulary structure, language evo-
lution and cross-modal processing. A wide range of recent
studies have shown sound-symbolic effects to be strongly
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consistent across age groups and cultures, suggesting it is a
robust and universal phenomenon. Just as important as show-
ing its robustness is understanding the conditions under which
it may be broken. Here we have shown that sound-symbolism
may be disrupted in dyslexic individuals. We found that
dyslexic individuals make fewer sound-symbolic associations
than controls. We suggest that this difference is caused by
a deficit in cross-modal abstraction processes that leads to a
disrupted facilitation of sound-symbolic associations. More
research on the precise deviation of cross-modal abstractions
in dyslexic individuals is necessary to understand why and
how these mechanisms produce deviating associations in this
population, and how this can be viewed within the broader
context of the difficulties experienced in dyslexia. This study
has taken sound-symbolic research into the domain of lan-
guage impairments, and the results suggest that this approach
provides a fruitful way to shed light on the human abilities to
match sound and sense.
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Abstract
Despite widespread political conspiracy theories about Presi-
dents Barack Obama and George W. Bush, a majority of par-
tisans continue to distance themselves from such beliefs. Even
so, the ideological biases that drive conspiratorial thinking
may be hard to overcome. In this study, we examine the un-
intentional endorsement of conspiratorial beliefs as revealed
in movement dynamics. We track the cursor movements of
Republicans and Democrats as they click target regions on
their computer screens, ostensibly providing bias-free opinions
(e.g., clicking “FALSE” upon reading “Barack Obama was
born in Kenya”). However, during these response movements,
we find inhibition and movement attraction to regions of the
screen where a competitor response is located (e.g., “TRUE”
for the “birther” conspiracy). These dynamics are not present
for general conspiracies or political knowledge items. Though
both Republicans and Democrats show evidence of implicit bi-
ases, changes in the strength of competition also reveal key
asymmetrical differences.
Keywords: response dynamics; implicit beliefs; political
psychology; social cognition

Introduction
Recent public opinion polls reveal that the current United
States electorate is increasingly divided along ideological and
partisan lines (Pew Research Center, 2014). Although such
division has led to a profusion of conspiratorial narratives,
those who endorse the more extreme conspiracies are still in
the minority (Harris Interactive, 2010; Oliver & Wood, 2014).
Of course, to gauge these beliefs, pollsters and researchers
rely on the explicitly stated views of responders. Only some-
what recently, however, have researchers in political cogni-
tive psychology begun to look beyond explicit responses pro-
vided in political surveys to alternative measures that gauge
the more implicit, automatic beliefs that occur outside of
conscious awareness (Burdein, Lodge, & Taber, 2006). This
trend is supported by a growing body of research showing that
people can hold implicit attitudes and stereotypes that are di-
vergent from what they explicitly state (Greenwald & Banaji,
1995).

To study these hidden and automatic processes, several pri-
mary methods have been developed, with the Implicit Asso-
ciation Test perhaps chief amongst them. In this method, the
association strength between paired concepts (e.g., liberal-
bad, conservative-good) is examined during categorization
(Nosek, 2007). Other methods involve priming paradigms,
whereby participants might be presented with the words

“Bush” or “Pro-Choice” for a fraction of a second, and then
a target word, such as “comedy” or “toothache,” to be evalu-
ated for positive or negative affective tone. If one has a neg-
ative predisposition to “Pro-Choice,” this should facilitate a
judgment that “toothache,” a negative word, is indeed nega-
tive (Lodge & Taber, 2005).

Although these methods have been instrumental in detect-
ing implicit beliefs, the setup of these designs, in compari-
son to more traditional opinion surveys, limits the types of
content that can be presented, as well as the scale of distri-
bution. Putting these practical matters aside, implicit meth-
ods also limit the insights that can be made about the time-
course of cognitive processing. The predominant methods,
though valuable, only provide discrete behavioral outcomes
and single summary measures (e.g., reaction time). They are
unable to capture the moment-to-moment changes in men-
tal processes that occur between initial stimuli exposure to
the final response. It is across these moments of change that
multiple processes may converge, including the activation of
implicit belief content, and what will eventually be the osten-
sible, explicit response.

Recent evidence suggests that this ongoing activation hap-
pens in parallel and can compete over time (Freeman, Dale,
& Farmer, 2011). This is critical for assessing implicit be-
liefs for two major reasons. First, a more fine-grained tem-
poral analysis of implicit belief competition will provide a
clearer understanding of when this competition exerts its in-
fluence. Is it at the earliest moments of processing, indicating
immediate access, or later in processing once the explicit be-
lief has already been considered, suggesting a weaker role
of bias in the response process? Second, a more fine-grained
analysis also allows us to assess the relative strength of com-
petition across partisan responders. There is considerable de-
bate whether an asymmetry of political bias exists across Re-
publicans and Democrats. Political scientists and media com-
mentators alike argue whether those with a conservative ide-
ology, overwhelmingly people who identify as Republicans,
are more likely to engage in avoidance behaviors when infor-
mation challenges their worldview (Nam, Jost, & Van Bavel,
2013), as well as whether they are more likely to endorse po-
litical conspiracy theories (Chait, 2011).
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The Present Study
To unpack reaction time and explore the ongoing cognitive
changes that would otherwise remain hidden, we draw from
an approach we call action dynamic analytics. These analyt-
ics measure an ongoing stream of mental activity as it is con-
tinuously expressed in the ongoing movements of the body.
There is substantial evidence showing that the mind and body
are functionally linked, such that traces of mental processes,
as they occur, are simultaneously expressed throughout a mo-
tor response (Duran, Dale, & McNamara, 2010; Freeman et
al., 2011). Our approach operates by dynamically tracking
individuals arm movements as they move a cursor along a
computer screen to answer questions and make decisions. Al-
though seemingly simple, when coupled with sophisticated
quantitative analyses, we can go beyond what individuals re-
spond when answering questions (e.g., checking a “yes” or
“no” box on a survey), to how that response is carried out in
the “micro-behavioral” changes in cursor movements.

To visualize how competition from implicit partisan belief
biases might be expressed in cursor movements, imagine a
participant clicking at the bottom of her screen to reveal a
statement such as, “Barack Obama was born in Kenya.” She
might then move to an option at the top of her screen that
indicates disagreement. However, moment-by-moment fluc-
tuations of indecision, or deviations towards or away from
an opposing response option (i.e. to agree), may reveal early,
late, and/or a sustained implicit preference to endorse the con-
spiratorial statement, en route to disagreeing.

We expect these dynamics to be modulated by partisan
predispositions, such that Republican responders may show
greater evidence of implicit agreement with the example
statement, “Barack Obama was born in Kenya,” versus a
statement such as “George W. Bush used fraud to win the
2000 election” or with more neutral false statements such as
“Barack Obama has twin boys.” Likewise, we expect Demo-
crat responders to show greater implicit agreement with state-
ments such as, “George W. Bush used fraud to win the 2000
election,” versus “Barack Obama was born in Kenya.” Al-
though we predict symmetrical bias between partisans at this
level, we can also test more explicit claims by political sci-
entists that Republicans are more likely to engage in avoid-
ance behaviors (Nam et al., 2013). We can do so by evaluating
whether Republicans are more likely to move away from re-
sponse options possibly deemed offensive and threatening to
their worldview. For example, when moving to disagree with
the statement “George W. Bush used fraud to win the 2000
election,” they may avoid the region of the screen where an
“agree” option is located, doing so to a greater degree than
Democrats in a similar situation of having to respond to the
statement “Barack Obama was born in Kenya.”

Finally, we can also examine how the conspicuousness of
conspiracy wording in each statement influences response be-
havior. It has been noted that self-presentation biases might
be a major factor when responding to opinion surveys, par-
ticularly when those endorsing conspiratorial statements are

viewed by commentators as deluded and dangerous, or orig-
inating from cult-like thinking (Sunstein & Vermeule, 2009;
Krugman, 2013). Thus, we may see less influence of implicit
biases when statements have an obvious and negative conno-
tation. For this reason, we also included inconspicuous state-
ments that are outwardly positive, such as “Barack Obama
was born in Hawaii,” or “George W. Bush did not act as a
dictator during his presidency,” but nevertheless still veil an
underlying negative conspiratorial connotation. Here implicit
biases might be more pronounced.

Method
Participants were recruited through Amazon Mechanical
Turk (AMT), an online crowdsourcing platform, and paid
$1.50 for their time. Participants were asked to read 24 state-
ments about the current and former president that “some peo-
ple think are true and some people think are false.” These
statements consisted of both true and false trivia statements
about the presidents (12 from a possible 24), with critical
statements that were designed to reveal implicit beliefs (12
from a possible 24). In addition to these items, participants
also saw six true and false trivia statements (from a possi-
ble 12) as they relate to general political facts, and six false
statements about well-known, non-partisan general conspira-
cies (examples of each statement type are presented below).
An equal number of unique false and true statements were
presented to each participant (with the exception of all false
general conspiracy statements).

Statements were presented two words at a time in the cen-
ter of their screens, with participants controlling the rate of
presentation by clicking on a small calibration circle at the
center bottom. When participants reached the end of each
statement, the words “FALSE” or “TRUE” were displayed
in the opposite top corners of their screens (counterbalanced
across participants). The participants then had six seconds to
move their cursor to one of the response options in order to
click on it. If participants exceeded six seconds, a warning
was presented that payment would be withheld for excessive
delays. An excessive number (greater than 10%) was used to
remove participants from future data analysis. At the end of
this cursor tracking phase, participants were then redirected
to a standard survey to answer questions about political ide-
ology, political knowledge, and basic demographics.

Participants
A total of 788 participants were included in this study, ensur-
ing that participants’ IP addresses were based in the United
States, that they were 18 years of age or older, that no more
than 10% of their trials exceeded a set deadline to respond,
and that they only completed the study once. Participants self-
selected into three major partisan ideologies based on a series
of questions in the survey portion of the study. These ques-
tions consisted of the initial question: “Generally speaking,
do you usually think of yourself as a Republican, a Democrat,
an Independent, or what?” If participants selected “Indepen-
dent” or “Other/No Preference” we then asked: “Do you think
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Table 1: Subset of statements where implicit bias might be revealed.

Explicit Response
Conspicuous right-wing “respond false” (bias to accept)

Barack Obama is a Muslim
Barack Obama disregarded information to prevent the attack on the
American consulate in Benghazi

Inconspicuous right-wing “respond true” (bias to reject)
Barack Obama was born in Hawaii.
Barack Obama has never suggested that government-led medical panels
should make end-of-life decisions for people.

Conspicuous left-wing “respond false” (bias to accept)
George W. Bush used fraud to win the 2000 election
George W. Bush helped plot the 9/11 terrorist attacks as a means to going
to war in Iraq.

Inconspicuous left-wing “respond true” (bias to reject)
George W. Bush did not act as a dictator during his presidency.
George W. Bush was behind a government plan to help repair
the levees protecting black people after Hurricane Katrina.

of yourself as closer to the Republican or Democratic party?”
If participants select “Neither” to this question, they were
classified as an “Independent,” otherwise they were grouped
as “Republican” or “Democrat.” We focus here on responses
from Republicans and Democrats. A total of 181 (22.97%)
participants identified as Republicans and 458 (58.12%) as
Democrats.

Statement types
The items in this study can be categorized into two major cat-
egories. The first are statements hypothesized to elicit implicit
beliefs, and the second are statements that are non-partisan
and important for establishing a baseline of comparison. We
are most interested in items where participants provide a final
correct answer. Thus, items that are objectively false, such
as “George W. Bush belongs to the Democratic party,” or
“Barack Obama was born in Kenya” must be answered false,
and items that are objectively true, such as “Barack Obama is
a Christian,” or “George W. Bush did not know that 9/11 was
going to happen” must be answered truthfully. In this way,
our participants are providing responses that are informed and
seemingly without ostensible partisan bias.

Implicit bias statements. Implicit bias statements are as-
sociated with conspicuous or inconspicuous right- and left-
wing conspiracy theories about Presidents George W. Bush
and Barack Obama (see Table 1). For conspicuous statements,
these are blatantly false right- or left-wing conspiracy state-
ments that are negative in content. To respond without os-
tensible bias is to respond “FALSE,” where an implicit parti-
san bias might be to accept the statement (competition with
“TRUE”). For inconspicuous statements, these are true, pos-
itive statements about the two presidents, nevertheless there
is a veiled right- or left-wing conspiracy that can be endorsed
(competition with “FALSE”).

Baseline statements. To determine whether hypothesized
changes in trajectory movements are driven by the conspira-
torial partisan content or partisan content in general, we con-
trasted implicit bias statements with neutral statements about
the two presidents and other political trivia. For example, par-

ticipants might see statements such as “Barack Obama is mar-
ried to Michelle Obama,” “George W. Bush has twin boys,” or
“Medicare is a program run by the U.S. federal government to
pay for old people’s health care.” Participants also saw gen-
eral conspiracy statements, such as “The Apollo moon land-
ings never happened and were staged in a Hollywood film
studio.” These were included to determine whether our partic-
ipants were apt to implicitly endorse all types of conspiracies,
or only those that are partisan in nature.

Analysis

Angle profiles. For purposes of trajectory movement visu-
alization, we converted all response trajectories so the final
target response (either “FALSE” or “TRUE”) is as if partic-
ipants were moving to the right side of their screens and the
competitor response is on the opposite side. The x,y coordi-
nates of the trajectory movements were then linearly interpo-
lated to be scaled within 101 time steps. We then converted
each x,y time step to an angle that reflects where a movement
is relative to the y-axis, such that angle values above zero cap-
ture movement toward the target, with higher values indicat-
ing a more direct path to the target. Conversely, angle values
below zero capture a more direct path to the competitor re-
sponse. One advantage of this visualization is that movements
along the XY plane are integrated into a single measure.

Trajectory variables. The x,y movement trajectories also
allow for a number of dependent variables to be generated.
Although dozens of variables can be extracted, we focus on
two that are representative of the fine-grained deviation and
timing properties of most interest. The first variable, area un-
der the curve, uses a trapezoidal approximation to compute
the area formed by the trajectory (or curve) as it moves from
its point of origin to where it ends at the target response. A
greater arc toward the opposing option (due to attraction to-
ward the competitor) will result in a greater value for area un-
der the curve. The second variable, in motion, is the amount
of time it takes participants to move from right outside the
initial calibration circle to their final response choice. This
measure captures the duration of a response and is a proxy of
response difficulty.

To evaluate these measures, we use separate mixed-effects
model based on the R statistical package lme4. For each
model, the fixed-effects predictors include the centered and
contrast coded factors: Target Response (TRUE and FALSE)
and Statement Types (General knowledge, Right-wing, Left-
wing, and General conspiracy). These were entered as main
effects as well as in interaction. The appropriateness of con-
sidering the interaction was determined by likelihood ratio
tests between models with and without the interaction term.
The random effects structure for all models included random
slopes for subjects and by-subject random slopes for state-
ment types. These were determined as necessary through like-
lihood ratio tests of models with increasing fixed-effect struc-
ture complexity. For both models we report coefficients of the
predictors, their standard error, and derive p-values from the
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Figure 1: Angle profiles for Republicans. For “respond false” (left panel), the least direct path to target is seen with right-wing conspiracy
responses about Barack Obama (red), as compared to left-wing conspiracy responses (blue), and general knowledge (“gen know;” black) and
general conspiracy baseline (“gen consp;” green). For “respond true” (right panel), a similar pattern is not evident.
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Figure 2: Angle profiles for Democrats. For “respond true” (right panel), the least direct path to target is seen with left-wing conspiracy
responses about George W. Bush (blue), as compared to right-wing conspiracy responses (red) and general knowledge baseline (“gen know;”
black). For “respond false” (left panel), the reverse pattern for left-wing angle movement is seen, as compared to right-wing responses.

t-values for each of the factors in the model.

Results
Republicans
Angle profiles for statement types. Starting with “respond
false” responses, Figure 1 shows that the angle toward the
target is more direct throughout response movements (e.g.,
higher sustained angle values) for the general knowledge,
general conspiracy, and left-wing statement items compared
to the right-wing statement items (left plot). Indeed, for the
entire length of the “respond false” right-wing statements,
from the earliest moments of processing, the movements
show a less direct approach, suggesting competition from
the opposing response option (e.g., implicitly responding
“TRUE”). This pattern is also somewhat present in the ex-
plicit “respond true” responses, but to a lesser extent.

Trajectory variables. For both trajectory variables, the in-
teraction between Response Type and Statement Type was
significant (see Table 2 “target:type” column). Next, we con-
ducted planned comparisons, evaluating right- and left-wing
implicit bias statements and general conspiracy statements
against the comparison group of general knowledge state-

ments. For the “respond false” responses, both variables
show statistically significant evidence for right-wing implicit
bias (see Table 2 for statistical reporting of results and Ta-
ble 3 for means and SE). When Republicans responded to
statements rejecting conspiratorial statements about Barack
Obama (where the bias is to accept), their movements devi-
ated more toward the “TRUE” option (to accept) compared
to general knowledge items, and took longer to do so - as
compared to general knowledge statements. Moreover, when
Republicans responded to statements rejecting conspirato-
rial statements about George W. Bush (e.g., left-wing im-
plicit bias), their movements avoided the “TRUE” option to
a greater degree and were much faster compared to general
knowledge statements. Doing so was equivalent to their re-
sponses to general conspiracy statements, which showed the
least evidence of response competition overall.

Next, we conducted additional planned comparisons, now
between the right- and left-wing implicit bias statements. As
expected, there is greater evidence of increased deviation and
extended motion times for right-wing implicit bias statements
compared to the left-wing statements.

Conversely, for the “respond true” responses, the results
were not as pronounced. We found no evidence of implicit
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Table 2: Results of mixed-effects models for trajectory variables from Republicans and Democrats. Cells include coefficients, their standard
errors (in parentheses), and level of significance estimates for planned comparison tests.

Republicans respond false respond true
target:type right-wing left-wing gen consp right vs left right-wing left-wing right vs left

Area under
curve (pixels)

χ2(2)=6.630*
440.049*
(189.784)

-344.319**
(133.271)

-347.843**
(112.724)

814.109***
(222.299)

In motion (ms) χ2(2)=13.359**
123.615***

(35.010)
-89.746***

(22.744)
-74.188***

(19.167)
218.237***

(41.341)
128.02***
(36.038)

99.775*
(41.906)

Democrats respond false respond true
Area under
curve (pixels)

χ2(2)=28.069***
-184.03*
(94.299)

-302.08***
(72.696)

301.602*
(130.672)

601.465***
(138.321)

-507.35***
(147.555)

In motion (ms) χ2(2)=38.285***
-33.117*
(16.469)

-72.522***
(12.787)

64.015**
(22.219)

48.174**
(16.035)

119.294***
(20.176)

-71.12***
(23.633)

Note: * p <0.05, ** p <.01, *** p <.001

Table 3: Means and standard errors (in parentheses) across statement types for trajectory variables (Republicans and Democrats).

Republicans respond false respond true
right-wing left-wing gen consp gen know right-wing left-wing gen know

Area under curve
(pixels)

1533.102
(186.544)

684.664
(83.868)

673.093
(67.761)

1028.468
(71.233)

1255.662
(160.666)

1052.929
(143.260)

986.017
(70.326)

In motion (ms)
711.916
(37.062)

487.332
(15.416)

503.547
(14.049)

579.419
(12.183)

690.524
(34.549)

588.015
(22.649)

559.815
(11.844)

Democrats respond false respond true
Area under curve
(pixels)

1122.208
(101.407)

846.895
(74.640)

720.084
(46.867)

1036.402
(44.308)

1034.111
(77.980)

1497.033
(122.937)

957.539
(40.917)

In motion (ms)
602.276
(15.775)

547.542
(13.937)

505.997
(8.868)

585.946
(7.860)

607.618
(14.406)

675.690
(18.981)

564.030
(7.384)

belief competition in terms of area under the curve; however,
responses to right-wing implicit bias statements were in mo-
tion longer as compared to general knowledge statements and
left-wing implicit bias statements.

Democrats

Angle profiles for statement types. An opposite pattern
from the Republican responders is seen in the angle profiles
of Democratic responders. Figure 2 shows that for the entire
length of the “respond true” left-wing statements, the associ-
ated movements take a less direct approach (lower angle val-
ues) compared to right-wing statements or general knowledge
items (right plot). This suggests competition from the oppos-
ing response option, which is to implicitly respond false when
accepting a left-wing statement as true. A similar pattern is
not present in the “respond false” responses (left plot).

Trajectory variables. For both trajectory variables, the in-
teraction between Response Type and Statement Type was
significant. Beginning with respond true responses, where,
based on inspection of the angle profiles, implicit left-wing
partisan bias was most pronounced, we conducted planned
comparisons of statement types against general knowledge
items. Both variables confirmed statistically significant evi-
dence of left-wing implicit bias (see Table 2 and Table 3).
When Democrats accepted seemingly positive, but veiled
conspiratorial statements about George W. Bush (where the
bias is to reject the positive connotation), their movements de-
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Figure 3: Republican and Democratic angle profiles for implicit bias
statements, compared side-by-side.

viated more toward the “FALSE” option (to reject) and took
longer to do so, as compared to general knowledge items.
However, for in motion, Democrats also showed longer move-
ments times to accept seemingly positive, but veiled conspir-
atorial statements about Barack Obama. Nevertheless, when
comparing these response times in motion against those in-
volving Bush, they were in motion for much less time.

For the respond false statements, a particularly unexpected
finding occurred. When rejecting conspiratorial statements
about George W. Bush, where we predicted left-wing implicit
bias to be exhibited in movements toward the “TRUE” option,
trajectory movements instead deviated away from this option
and were much faster in motion time as compared to general
knowledge statements. Moreover, when directly comparing
left-wing implicit bias responses against right-wing responses
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(involving Obama), the left-wing bias statements were still re-
sponded to with faster and less deviated movements, similar
to the Republican movements. This can be seen in Figure 3
(left plot) with the more direct approach to the target occur-
ring for Republican and Democrat statements about Bush.

Conclusion
Implicit partisan biases were revealed for both Republicans
and Democrats as a function of statement type. However, this
bias depended greatly on whether target responses were to
“respond false” or “respond true.” For Republicans, the most
pronounced biases occurred while rejecting statements that
involved a conspicuous and negative statement about Barack
Obama (right-wing items; see Figure 3, left plot). As partic-
ipants rejected these statements, ostensibly responding with
no partisan bias, their movements told another story. This re-
sult contrasts with Democrats who showed minimal difficulty
while rejecting conspicuous and negative statements about
George W. Bush. Indeed, doing so appears to be even eas-
ier for them as compared to rejecting equivalent statements
about Barack Obama.

Does this mean that Democrats are without bias, or even
holding an implicit bias against Obama? This conclusion
is challenged when examining Democrats trajectory move-
ments when accepting positive statements about Bush. In
these cases, a veiled conspiracy acts as a response competitor,
and an implicit partisan bias is now exhibited for Democrats
(left-wing items; see Figure 3, right plot). One possible in-
terpretation of this discrepancy is that they are exhibiting a
self-presentation bias, whereby Democrats are more prone to
distance themselves from obvious and negative conspirato-
rial statements, particularly when the conspiracy is concerned
with an opposing political party. As a result, we see facilitated
responding in rejecting statements that cast George W. Bush
in a bad light, which even supersedes the rejection of neg-
ative conspiracies concerning their own political party. This
“moral high ground” gives way once the negative implica-
tions of the conspiratorial statements becomes more subtle, as
is the case with the inconspicuous, veiled positive statements
about Bush. In comparison, the Republicans in our sample do
not appear to share this mindset. The greatest implicit par-
tisan bias were overwhelming expressed for the conspicuous
negative statements, but only for the president of the opposing
political party.

Lastly, concerning the issue of whether Republicans or
Democrats are more likely to avoid response options that
are a threat to their worldview - quite literally exhibited in
arm movements away from a visually displayed “TRUE” op-
tion when rejecting conspiratorial statements about their own
party - the above results suggest Republicans are more prone
to do so. Indeed, when compared to Democrats, the arc of
their movements were reduced by an area of 437.544 pixels
(confirmed as statistically significant in a follow-up mixed ef-
fects test B=445.271, SE = 165.311, p=0.007).

The differences that emerged between Republicans and

Democrats are undoubtedly driven by a multitude of dispo-
sitional and situational factors. If only concerned with the
dispositional, it may be tempting to conclude, for exam-
ple, that Democratic responders are more susceptible to self-
presentation biases, but less so to inhibition-based avoidance.
While this may be true, the current data was also collected
during a period when a Democratic president was in power.
If the power structure had been reversed, we may have seen
Democratic responses that are closer to our current set of Re-
publicans. Nevertheless, action dynamic analytics will con-
tinue being a powerful method for teasing apart these fine-
grained differences in future research.
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Abstract 

How do people decide between several options presented to 
them? Normative accounts suggest the utilities of options are 
fixed, but subjective accounts suggest utilities depend on 
context.  In the current paper, we propose a novel model of 
choice that may help reconcile these accounts. We propose 
that choice behavior may depend on an “Intentional Selection 
Assumption”: when people are presented with multiple 
options, they assume the options were intentionally selected 
by a person with specific questions in mind. Inferences about 
the intentional selection of options inform the chooser about 
the features that are intended to be most relevant. In this way, 
context can affect the desirability of a particular option, 
without requiring shifting utilities over features. Two 
behavioral experiments support the claim that participants are 
sensitive to intentional selection. We discuss the importance 
of taking choosers’ assumptions about intentional selection 
into account in future investigations of choice behavior.  
Keywords: intentional selection; choice; computational 
modeling 

 
When people are presented with multiple options, how do 
they choose among the possibilities?  For example, consider 
a choice about which newspaper medium to purchase: an 
online subscription for $59 or a joint online and print 
subscription for $125. When presented with these two 
subscription options, people tend to choose the online 
subscription. However, if a third print-only subscription 
option is added for $125, people tend to choose the joint 
online and print subscription for the same price (Ariely, 
2010). What may explain this sudden shift in preferring the 
online and print $125 option? There are many features you 
could consider. You may consider which subscription is the 
cheapest or most convenient. However, if you know that the 
newspaper is presenting what they believe are all useful and 
valuable subscription options, then you may impute 
different meaning to the options. The newspaper’s 
intentional choice to present multiple options that include 
print access may affect one’s choice and the perceived 
utility of print access.  

The question of how people choose from a set of options 
underpins a wide variety of disciplines including 
psychology, economics, marketing, and computer science; 
this interdisciplinary interest has resulted in a variety of 
formal models of choice behavior (Luce, 1959; McFadden, 
1977; Sutton & Barto, 1998; Thurstone, 1927; Yellot, 
1977).  Choice tasks also drive behavioral experiments and 
survey research, implying a critical, but often overlooked, 
role in linking theoretical questions to empirical data. 

To explain choice behavior, Duncan Luce (1959) 
proposed the Luce choice rule, which captures the notion 
that choice is systematically probabilistic and normative 
(i.e., options maintain fixed utility).  The Luce choice rule 
suggests that the probability of each item is proportional to 
its utility relative to the other presently available items; 
items are selected in proportion to their weight.   

However, empirical research has cast doubt on this 
normative account (e.g. McFadden, 1977; Simonson & 
Tversky, 1992; Tversky, 1972). For instance, consider our 
newspaper subscription example. When only presented with 
two options (the online and the joint print and online 
subscriptions), people presumably saw higher utility in the 
online subscription and chose it more often.  However, 
adding a print subscription at the same price as the joint 
print and online subscription presumably increased the 
perceived utility of print access, such that more people start 
to choose the more expensive joint print and online option. 
Based on this and numerous other phenomena, researchers 
have argued that choice is not normative, but that utility 
judgments are idiosyncratically affected by context and are 
therefore not stable.  

Subjective accounts of choice create a different set of 
challenges. For example, they might suggest that people do 
not have a stable concept of utility at all.  However, without 
a stable concept, it is unclear how to explain the degree of 
systematicity observed in choice behavior.  Thus, it remains 
an open question how to explain the systematic variability 
of choices, especially as a consequence of context.  

Here we propose a novel factor, the “Intentional Selection 
Assumption”, which may influence people’s choice 
behavior. We suggest that when people are provided with a 
set of options to choose among, they treat the set of options 
as intentionally selected by a person with a specific question 
in mind. That is, choosers may consider the goals and 
beliefs of the individual presenting the options in order to 
help resolve uncertainty about the relative importance of the 
options’ features. This proposal provides a novel application 
of recent research formalizing learning from others (Shafto, 
Goodman, & Frank, 2012).  It also provides new empirical 
predictions pertaining to classic results in choice.   

In what follows, we first detail how these social 
assumptions shape choice behavior.  We then present two 
novel experiments that manipulate whether choice options 
are provided intentionally or randomly. Our results 
demonstrate that adults are sensitive to intentional selection, 
providing support for the Intentional Selection Assumption. 
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We conclude with a discussion of how our model may 
provide a middle ground between past accounts of choice. 

Intentional Selection Assumption 
Recent research has investigated the effects of intentional 
selection on learning. This research suggests that learners 
attend to what examples are and are not presented because 
they assume examples are selected by another person for a 
reason (Bonawitz, Shafto et al., 2011; Shafto & Goodman, 
2008; Shafto, Goodman, & Griffiths, 2014). Shafto, 
Goodman, and Frank (2012) have proposed a framework for 
formalizing these sorts of social effects on learning.  
Bonawitz, Shafto et al. (2011) have applied this approach to 
explain children’s exploratory play. (See also Goodman, 
Baker, & Tenenbaum (2009) on casual inference, Shafto, 
Eaves, Navarro, and Perfors (2012) on epistemic trust, and 
Frank and Goodman (2012) on communication).  An 
important contribution of this work is to focus on the 
inferential affordances provided to the learner by leveraging 
intuitive psychological reasoning. Because people’s actions 
are goal-directed, rather than random, we can reason about 
why they do things, and this has implications for the kind 
and strength of inferences that can be drawn. 

However, current theories of choice do not factor in the 
importance of the intentional selection of examples. They 
either do not mention the process by which options are 
selected or explicitly assume that the presented options are 
randomly sampled. Indeed, many models directly or 
indirectly assume independence of irrelevant alternatives 
(IIA) (Arrow, 1963). IIA states that eliminating some 
alternatives should not affect the individual preferences 
between remaining options.  In other words, if option A is 
preferred to option B, introducing a third option, C, should 
not make B preferable to A. In this way, alternatives are 
irrelevant to the choice between two options.   

Empirical evidence suggests that human choice behavior 
is not independent of the alternative options (e.g., Ariely, 
2010; Simonson & Tversky, 1992, Tversky, 1972). One 
classic example, related to the newspaper example presented 
here, is known as the Compromise Effect (Simonson & 
Tversky, 1992). In this task, participants chose between 
cameras that varied in price and quality.  When participants 
chose between a high price, high quality camera and a low 
price, low quality camera, each camera was selected about 
the same number of times.  When a third camera was added 
to the set of options at either extreme (e.g., lower quality 
and lower price), then the intermediate camera was chosen 
more frequently than the previously equally favored one. 
This effect of context on people’s choice behavior illustrates 
that choice depends on more than normative weights of 
options, which are assumed to be independent of each other.  

We suggest that in these previous tasks, people may not 
have assumed that the options were randomly sampled.  
Previous experiments were often ambiguous about how the 
options presented to choosers were selected. Participants 
may have instead inferred that options were intentionally 
selected by a person with a goal in mind. In particular, 

participants may believe that those particular options were 
chosen for them because the presenter wanted to stress the 
relative importance of particular features. If so, it would 
suggest that the Intentional Selection Assumption may also 
provide an explanation for people’s seemingly subjective 
choice behavior.  

Intentional Selection Model 
Any set of options has a potentially infinite number of 
features. So how might a chooser decide which features are 
most relevant to consider in a particular context? We know, 
for example, that a life raft is a better choice than a laptop if 
you are drowning, and a laptop would be the preferred 
choice for composing a paper, but options and contexts 
often present greater uncertainty about the relevant features 
to consider than this trivial example illustrates.  

How might we alleviate uncertainty in choice? The 
Intentional Selection Assumption depends on the notion that 
participants are evaluating options as if those options were 
chosen by someone with a goal in mind.  This goal could be 
to highlight the features that the participants should consider 
relevant for making a particular choice. The evidence that a 
participant is given to evaluate the likely goals of the 
option-selector (and thus evaluate the likely relevant 
features) is the set of options provided. Different sets of 
options can thus highlight different intentions of the 
selector, and in turn, highlight different features of 
relevance. In this way, a change in the set of intentionally 
selected options allows the chooser’s utilities of those 
options to change. However, this does not require a 
subjective assumption because the feature weights are not 
changing from instance to instance. That is, in our approach, 
utilities are stable over features, but the chooser may have 
uncertainty about which features are relevant in the 
particular context. The relevance serves as a context-
dependent weight over features. The selected options 
provide information as to which features are most relevant 
to consider in a given context.  As a result, the overall utility 
of an item will depend on the relevant features that provide 
said utility, and the inferences about which features are most 
relevant will be context-dependent. Our approach can 
therefore be seen as a middle ground between the normative 
and subjective approaches. 

A formal model capturing these notions is given in Shafto 
and Bonawitz (in press), but we provide an intuitive account 
of the implications of an Intentional Selection Assumption 
here.  Our approach begins with the idea that an option is a 
composition of features, such that an option’s overall utility 
is the sum over the weighted utilities of all possible features.  
Our approach diverges from traditional models of choice 
(e.g., Restle, 1961; Tversky, 1972) in that we propose that 
an item’s utility is determined by the utility of its relevant 
features. Therefore, the utility of an option is a function of 
the weights of its features, each of which may or may not be 
relevant in a given context. While Ariely (2000) has 
proposed that relevance affects an item’s utility, this past 
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model has not provided a thorough explanation for why that 
may be. 

An important challenge is specifying how feature 
relevance is assessed. In our approach, feature relevance 
depends on the full set of options selected, as well as an 
inference about the intention of the questioner in providing 
the examples. The chooser assumes that the observed 
selection of options is chosen intentionally, with a specific 
question in mind. The chooser, observing the selected items, 
can reason about the intended question and use that 
inference to constrain the uncertainty about which features 
are relevant. The chooser will have uncertainty about the 
intentions of the questioner. Thus, the probability of 
relevance must take into account many possibilities. 

How might we evaluate the probability of observing a set 
of options given a particular hypothesis about relevance?  
Intuitively, we might believe that in order to discern 
relevant features, the ideal set of options would contrast in 
utilities among those features. For instance, if the feature red 
was relevant, to highlight this fact, a questioner would 
prefer to select options that contrast along this feature, 
leading to a set containing options that are red and options 
that are not red. Similarly, in the case of a dimensional 
feature, such as price, a questioner should choose options 
that contrast (e.g., one high and one low) to emphasize the 
variability. We test this intuition in Experiment 1.  

Questioners are not limited to conveying information 
about merely which features are relevant; the options can 
also convey knowledge about the distribution of the objects. 
If two examples are selected to contrast strongly along a 
dimension, the selection of a third between those extremes 
becomes an indicator of the middle of that distribution. 
Thus, a set that spans a “representative” sample of utilities 
over the features of relevance provides stronger support for 
that relevance hypothesis than a set that does not distribute 
evenly (Shafto et al., 2014; Tenenbaum & Griffiths, 2001). 
For example, if two options are provided, one that costs less 
and provides one service (e.g., $59 for an online 
subscription) and one that costs more and provides two 
services (e.g., $125 for a print & online subscription), it is 
unclear which cost feature is most relevant.  However the 
addition of a third option (e.g., $125 for a print subscription) 
provides information about representativeness. This 
highlights the utility of a particular feature (e.g., print 
access), suggesting it should receive a higher relevance 
weight.  Experiment 2 explores this prediction. 

Importantly, in this proposed approach, the relevance of 
each feature of an option can vary depending on context in 
interesting ways. It depends on the full set of options 
selected, as well as an inference about the intention of the 
questioner in providing the examples.  Thus, context plays a 
role in helping the chooser infer which features are relevant, 
and our model provides a quantitative way to explain past 
context-dependent effects of choice behavior. 

Current Experiments 
The current experiments aim to qualitatively illustrate that 
intentional selection can be used to explain behavioral data 
of choice. Experiment 1 examines how the intentional 
selection assumption affects the inferences people make 
about the beliefs of others. Experiment 2 examines how the 
intentional selection assumption affects people’s choices 
when presented with varying contexts and features of 
options.  In Experiment 2a and 2b, we included a baseline 
control to replicate Ariely’s (2010) findings. In all 
experiments we include a condition where options were 
intentionally selected and a condition where options were 
randomly or accidentally included. By comparing the 
choices made when options are selected intentionally versus 
accidentally, we can assess whether people’s choice 
behavior is sensitive to the intentional selection assumption. 

Experiment 1 

Method 
The experimental participants included 95 workers from 
Amazon Mechanical Turk. We initially offered participants 
$0.10 payment for completion of the two-minute study, but 
then offered $0.50 pay to encourage recruitment. Twelve 
participants failed to pass a simple attention check and were 
consequently excluded from the analysis. The remaining 83 
participants were randomly assigned to one of two 
conditions: the random sampling condition (N=43) or the 
intentional condition (N=40). In each condition participants 
were asked to make a forced choice about a novel object 
labeled Widget. 

In the random sampling condition, participants were told 
that a coin flip determines the shape (triangle or square) and 
the color (blue or red) of the Widgets being produced in a 
factory. Participants were told that Widget 1 is triangular 
and blue, and that Widget 2 is square and red. Then 
participants were told that Widget 3 is triangular but that the 
text information about the color of Widget 3 was cut off.  
Participants were asked to guess whether the color that the 
machine generated for Widget 3 was blue or red. 

In the intentional condition, participants were told that 
their friend (who was visiting the Widget factory) was 
sending a text message to ask which Widget they would like 
to receive as a gift. The Widget choices presented in the text 
were identical to the random sampling condition: Widget 1 
(triangular and blue), Widget 2 (square and red), and for 
Widget 3 the text was cut off after the word “triangular.” 
Participants were asked to guess whether the color that the 
friend was offering for Widget 3 was blue or red. 

Results and Discussion 
We first compared whether participants differed in their 
blue-red choices by condition (Figure 1). A chi-square 
revealed significant differences between conditions, χ2 (1, 
N=83) = 11.62, p < .001. Consistent with our predictions, in 
the intentional condition, participants selected “red”  
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Figure 1: Exp. 1. Participants in the intentional condition were 
more likely to choose “red” while participants in the random 
condition were more likely to choose “blue”. Error bars represent 
standard errors. 
 

significantly more than predicted by chance (N selecting red 
= 28 of 40; binomial, p < .01).  Interestingly, in the random 
sampling condition participants were more likely to choose 
the “blue” choice than predicted by chance responding (N 
selecting red = 14 of 43; binomial, p < .05).  

The bias to choose “blue” in the random sampling 
condition is consistent with previous research that suggests 
that adults over attribute alternation to random events 
(Reichenbach 1934/1939; see also Bar-Hillel & Wagenaar, 
1991 for review). In our task participants were told that the 
machine had produced one blue object and then one red 
object, so the alternation account predicts the observed bias 
for choosing blue for the final widget in the random 
sampling condition.  Importantly, our model of intentional 
choice predicts that participants in the intentional condition 
should believe their friend was intending to produce a 
unique sample of options, and thus the final widget was 
likely a red triangle (making it different from the other 
offered blue triangle and also breaking the alternation bias). 

Experiment 2a 

Method 
112 workers from Amazon Mechanical Turk participated for 
$0.50 payment. Six participants were dropped because they 
failed to pass attention checks. The remaining 106 
participants were randomly assigned to one of three 
conditions: the intentional condition (N=36), the accidental 
condition (N=35), or the control condition (N=35). 

Participants completed an online survey based on past 
work on relativity of choices (see Ariely, 2010). Participants 
were told that they needed to choose a type of subscription 
plan to purchase to access a fictional newspaper. The 
options presented differed depending on condition. In the 
intentional condition, participants were presented 
descriptions of an online subscription for $59, a print 
subscription for $125, and a joint online and print 
subscription for $125 and asked to choose one to purchase.  
In the accidental condition, participants were presented with 
the same three subscription plans and asked to choose one. 

 
Figure 2:  Exp. 2a. Participants were more likely to choose the 
print & online subscription option in the intentional condition than 
other conditions.  Error bars represent standard errors. 
 

However, they were told that the website had accidentally 
not been updated so the print-only subscription option was 
not meant to be available (although they could still purchase 
it now if they wished).  In the control condition, participants 
were presented just two options: the online subscription for 
$59 or the online & print subscription for $125.   

Results and Discussion 
The number of participants who chose each subscription 
plan differed overall between conditions, χ2(4, N=106) = 
9.56, p = .048, with participants in the intentional condition 
being more likely to choose the print & online subscription 
than the other conditions (Figure 2).  Indeed, the intentional 
and accidental conditions were significantly different from 
one another even though the same subscription plans were 
presented to both conditions, χ2(2, N=71) = 6.05, p = .049.   

We used the ratio between the online choice and the joint 
print and online choice in the control condition to assess 
whether participants demonstrated similar preference in the 
intentional and accidental conditions. In the control 
condition, the preference of the online choice to the joint 
print and online choice was 4:1. In the intentional condition, 
there was a significant difference from this ratio, by 
binomial test against .2, p = .042, suggesting that 
participants in the intentional condition were using 
additional information that all of these options were chosen 
by the newspaper to evaluate the weights of the options. 
These results replicate past experiments of choice, which 
find a difference in participant responses when a third 
option is presented. We argue that this difference is due to 
an intentional selection assumption. To test this, however, 
we must show that when intention is removed and a third 
option is presented accidentally, this ‘third-option-effect’ 
goes away. Indeed, this is what we found; comparing the 
accidental condition to the ratio given by the control group 
revealed no differences, p = .360. Thus, when the 
intentional selection assumption was removed the classic 
context effects disappeared. The accidental condition likely 
chose similarly to the control condition because they did not 
see the print option as having added value even with the 
print-only option presented. However, in the intentional 
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condition, there was a significant difference from this ratio, 
p = .042, suggesting that, unlike the accidental condition, 
participants in the intentional condition were using 
additional information that all of these options were chosen 
by the newspaper to evaluate the weights of the options.  

Given these results, presenting options as either 
intentionally or randomly selected changes the choices 
people make. In particular, these results support the 
intentional selection account. When participants believed 
the print subscription was presented to them intentionally to 
achieve the goals of the newspaper, this may have increased 
the perceived utility of having print access compared to the 
control condition. The perceived weight of the online 
subscription compared to the joint print and online 
subscriptions was also lower for participants in the 
intentional condition. However, when participants believed 
the print subscription was only provided accidentally, the 
participants chose similarly to the control condition and did 
not see as much utility in the print subscription. 

Experiment 2b 

Method 
100 workers from Amazon Mechanical Turk participated.  
Three participants were dropped because they failed to pass 
attention checks. The remaining 97 participants were 
randomly assigned to the intentional condition (N=32), the 
accidental condition (N=32), or the control condition 
(N=33).   

The subscription price for the online subscription was 
changed from $59 to $99. This allowed us to test the 
prediction that making the price feature of the options more 
similar would increase the differences between the 
intentional and accidental conditions. Also, after 
participants chose a subscription plan, we asked them how 
important it was for them to have online and print access to 
the newspaper on a scale from 0 (Not important) to 100 
(Extremely important).   

Results and Discussion 
Replicating Experiment 2a, the number of participants who 
chose each subscription plan differed overall between 
conditions, χ2(4, N=97) = 10.20, p = .037, with participants 
in the intentional condition being more likely to choose the 
joint print and online subscription and less likely to choose 
the online subscription than the other conditions (Figure 3).  
Indeed, the intentional and accidental conditions were 
significantly different from one another even though the 
same subscription plans were presented to both conditions, 
χ2(2, N=64) = 7.64, p = .022.   

The control condition provided an expected weight of 
preference between the online choice and the joint print and 
online choice (about 2:1). The accidental condition was not 
significantly different from this weight, by binomial test 
against .33, p = .259. However, in the intentional condition, 
there was a significant difference from this weight, p = .002, 
suggesting that, unlike the accidental condition, participants 

 
 
 
 
 
 
 
 
 
 
 
Figure 3:  Exp. 2b. Participants were more likely to choose the 
print & online subscription option and less likely to choose the 
online subscription option in the intentional condition than other 
conditions. Error bars represent standard errors. 
 

in the intentional condition were again using information 
about intention to evaluate the weights of the options.  
 We also compared the importance ratings of the online 
access and print access to the newspaper.  There were no 
significant differences between conditions in how important 
online access was, F(2, 94) = 1.09, p = .341, ηp

2 = .023. 
However, there were significant differences between 
conditions in how important print access was (M = 51.91, 
SD = 38.05 for the intentional condition; M = 31.19, SD = 
34.15 for the accidental condition; M = 32.18, SD = 26.50 
for the control condition), F(2, 94) = 3.99, p = .022, ηp

2 
=.078. Consistent with the intentional selection model, 
contrasts revealed that participants in the intentional 
condition rated print access as more important than the 
accidental and control conditions, F(1, 94) = 6.24, p = .014, 
ηp

2 = .062 and F(1, 94) = 5.74, p = .019, ηp
2 = .058. 

These findings suggest that assuming intentional selection 
of options may have resulted in people making different 
choices than when that intention was not present. It is 
important to note that wanting to decrease dissonance with 
their previous choice could also have influenced 
participants’ ratings. Assuming intention may have 
increased the perceived utility of print access compared to 
the accidental and control conditions. Participants may have 
considered the newspaper’s goal to maximize profits and 
used that to evaluate the perceived utility of the presented 
options. These findings, when compared with results from 
Experiment 2a, also suggest that increasing the price of the 
online subscription option decreased the relevance of the 
price feature of that option, and thus it increased the 
difference between the intentional and accidental conditions. 
When price became a less relevant feature, participants 
possibly attended more to the fact that someone was 
intentionally selecting options and then inferred that it 
meant there was an increased utility to having print access. 

General Discussion 
Past models of choice have included normative approaches, 
which assume all options have fixed utilities, and subjective 
approaches, which assume utility is relative to the options 
presented. For both approaches, there have been many 
context-dependent empirical results that are difficult to 
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explain.  One reason these effects may be hard to explain is 
that people may be reasoning about the intentional selection, 
or lack thereof, of the options, but past experiments have not 
explicitly investigated this possibility.  

We provided a novel account, the Intentional Selection 
Assumption, and we are the first to account for the role of 
intentional selection when making choices. We suggested 
that participants may have a fixed notion of feature weight, 
but that the relevance of features could be context 
dependent.  In particular, the set of options provided by an 
intentional agent, with a goal in mind, could provide 
information as to which features are most relevant to the 
agent. The participants can then use this information about 
what the agent sees as relevant combined with their 
knowledge about the agent’s goals. If options are presented 
randomly, the same inferences are not warranted. 

The results from the current experiments suggest that the 
intentional selection assumption guides people’s inferences 
about feature relevance. Participants seem to consider the 
goals and knowledge of the questioner and use the selected 
set of options to inform this inference.   

Our results showed that when participants were convinced 
that options were randomly selected, previously observed 
effects (e.g., the asymmetric dominance effect) were 
nullified. This has important implications for explanations 
of these effects. We suggest that models of choice behavior 
must account for the intentional selection assumption, which 
can explain these results. For instance, we replicated 
Ariely’s (2010) finding that people are more likely to 
choose the joint print and online subscription option than 
the online option if they are also presented with a print 
subscription of similar price. However, in the current 
experiments, this was only true when all options were 
assumed to be intentionally selected. When the print-only 
option was presented accidentally, participants chose 
similarly to the control condition that only saw two options. 
Thus, the asymmetric dominance effect may rely on this 
Intentional Selection Assumption.  

There is a strong link in education between learning and 
choice. When teachers present examples or multiple-choice 
options, students may make inferences about which features 
of concepts are important. This can affect the choices 
students make in learning, as well as how they create 
conceptual structures. Marketing and teaching will likely 
entail different assumptions by the learners about the goals 
of the selectors – with intentional deception being more 
likely in marketing and helpfulness being an important goal 
of teaching. Nonetheless, our model shows the importance 
of considering the goals – whatever they may be – in models 
of choice. Future empirical and modeling work should 
investigate the important role intentional selection plays in 
choice and learning. 

The choice literature is vast, and there are many 
interesting effects related to choice behavior. We have 
developed an account based on the intentional selection 
assumption and conducted a first qualitative test with a few 
examples. However, these are only the first steps in 

exploring this important interpretation of choice behavior; 
we have presented just a few options for consideration. 
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Abstract 
Science education aims at developing students’ knowledge of 
scientific concepts and principles. However, students differ in 
their prior knowledge and cognitive skills and thus follow 
different learning pathways. We examined whether and how 
experimentation skills predict elementary students’ pathways 
of conceptual knowledge development in science education. 
First to sixth grade students (N = 1275) received 15 units of 
inquiry-based classroom instruction on the topic “floating and 
sinking”. Students’ experimentation skills were assessed 
before instruction. Their conceptual knowledge about floating 
and sinking was assessed before and after instruction. Latent 
profile transition analysis, a markov chain mixture model for 
continuous longitudinal data, revealed that students with 
higher experimentation skills were more likely to develop 
proficient and consistent knowledge of floating and sinking. 
We discuss theoretical implications of this finding, 
advantages of mixture models to examine conceptual 
knowledge development, and implications for science 
education in elementary school. 

Keywords: science education; experimentation skills; 
knowledge structure; knowledge development; elementary 
school; 

Introduction 
In the past years, insights from research on conceptual 
change were applied to the development of science curricula 
for elementary school and early secondary school (Hardy, 
Jonen, Möller, & Stern, 2006; Smith, 2007). That early, 
students do usually not receive elaborate science instruction 
in their regular school curricula. However, Hardy and 
colleagues (2006) and Smith (2007) showed that early 
science instruction can provoke long-lasting knowledge 
development. These substantial and sustainable learning 
gains indicate the significant potential of early science 
instruction. Nevertheless, students benefit from science 
instruction to different extent (e.g., Schneider & Hardy, 
2013). 

In the present study, we examine which students benefit 
more or less from early science education. We investigate a 
potential source of inter-individual differences in knowledge 
development. In particular, we investigate whether and how 
elementary school students’ experimentation skills predict 
conceptual knowledge development in an inquiry-based 
science curriculum. 

Knowledge Development in Science Learning 
When students enter science classrooms, they often bring 
strong prior conceptions about the instructed topics derived 
from their everyday experience. When these conceptions are 
wrong from a scientific point of view, they are referred to as 
misconceptions (Chi & Ohlsson, 2005). In the course of 
science education, such misconceptions should be replaced 
by scientifically correct concepts. 

To replace misconceptions with scientific concepts, 
processes of conceptual change have to take place. 
Conceptual change encompasses powerful processes of 
knowledge restructuring that are in general difficult to 
achieve (Hardy et al., 2006). One such process is knowledge 
integration, in which newly gained knowledge is added to 
the present knowledge in a logically coherent manner (Linn, 
1995). This process thus allows integrated knowledge 
structures to be built up, for example by learning that 
different phenomena can be explained by a single principle, 
concept, or theory (Ohlsson, 2009). 

Novices often have difficulties in recognizing meaningful 
relations between prior knowledge and newly acquired 
knowledge on a deep level (diSessa, 2008). In such cases, 
newly acquired knowledge is not integrated with prior 
knowledge. This lack of integration leads to fragmented 
knowledge elements that are stored independently from each 
other. Knowledge fragmentation decreases when students 
gain sufficient conceptual understanding of a domain to 
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integrate knowledge pieces into coherent, more general 
knowledge structures (Vosniadou & Brewer, 1992). 

In some domains, students’ knowledge development does 
not directly lead from misconceptions to scientifically 
correct concepts. Rather, there can be partially correct 
intermediate conceptions. For example, children might 
assume that wooden things float and iron things sink, based 
on the conception that material kind determines the floating 
of objects in fluids. This assumption can explain that heavy 
wooden bricks float in water and that small stones sink but 
it cannot explain why iron ships float and why some sorts of 
wood sink. Hence, such conceptions are sufficient to 
coherently explain many observations from everyday life 
but they would fail thorough scientific validation. Therefore, 
they are referred to as everyday conceptions (Carey, 1992). 
Altogether, conceptual change is a complex, multi-faceted 
process that should be assessed in detail to obtain 
fundamental understanding of students’ conceptual 
knowledge development pathways in science learning. 

Modeling Conceptual Knowledge Development 
Conceptual change research typically relies on assessing 
qualitative data to capture the complex process of 
knowledge development in science (e.g., Vosniadou & 
Brewer, 1992). Schneider and Hardy (2013) suggested 
complementing this approach with quantitative statistical 
modeling techniques to describe trajectories of knowledge 
development. They employed latent transition analysis, a 
type of longitudinal mixture model, to depict third graders’ 
learning in an inquiry-based curriculum on the topic 
“floating and sinking”. Based on extensive questionnaire 
data, they evaluated students’ misconceptions, everyday 
conceptions, and scientific concepts about the floating 
ability of objects in water. 

By employing latent transition analysis, Schneider and 
Hardy (2013) could identify five knowledge profiles among 
the students. The five profiles represented groups of 
students that differed in their numbers of the three types of 
conceptions. For example, students in one profile showed a 
high number of misconceptions but low numbers of 
everyday conceptions and scientific concepts, indicating a 
rather low proficiency level. Another profile revealed a 
group of students with high numbers of all three kinds of 
conceptions, indicating a fragmented knowledge structure. 
In addition, Schneider and Hardy (2013) depicted the 
transitional pathways that students took in the course of the 
instruction. They found a small number of transitions to 
suffice for describing how students switched between the 
knowledge profiles in the course of instruction. 

These results emphasize the importance of investigating 
interindividual differences in students’ conceptual 
knowledge. The limited number of profiles and transitional 
pathways indicates that knowledge development follows 
idiosyncratic yet systematic patterns. However, it is still 
unclear which cognitive characteristics or skills predict 
students’ knowledge development. Why do some students 
show less fragmented knowledge than others, and why do 

some students in the course of instruction develop more 
consistent and proficient knowledge structures than others? 

Experimentation Skills 
A cognitive skill that might contribute to knowledge 
development in inquiry-based instruction is the 
methodological understanding of experimentation. A crucial 
facet of experimentation concerns varying the focal variable 
while keeping all other factors constant. Following this 
strategy unambiguous causal inferences can be made 
(Strand-Cary & Klahr, 2008). Understanding and applying 
this strategy is referred to as the control of variables 
strategy, or simply as variable control. Various research has 
shown that most but not all children typically develop these 
skills at ages 6-10, depending on task context and number of 
variables, and that these skills can be trained successfully in 
teacher-guided interventions (Strand-Cary & Klahr, 2008; 
Chen & Klahr, 1999; Sodian, Zaitchik, & Carey, 1991). In 
observational studies, Schauble (1990, 1996) described how 
experimentation skills support belief revision about causal 
mechanisms. Less is known about the relation of 
experimentation skills to more complex concept learning. 

The Current Study 
Scientific reasoning, including experimentation skills, is 
assumed to be applied in the service of conceptual change or 
scientific understanding (Zimmerman, 2007). Therefore, 
experimentation skills might be related to students’ concept 
learning from inquiry-based instruction. To the best of our 
knowledge, this assumption has not yet been tested on a 
quantitative basis. In the current study, we examine the 
relation between students’ experimentation skills and 
knowledge development about floating and sinking in 
inquiry-based instruction. We hypothesize that 
experimentation skills are positively related to the 
consistency and proficiency of students’ knowledge profiles. 
Furthermore, we expect that experimentation skills support 
learning trajectories into consistent and proficient 
knowledge profiles from before to after instruction. 

To investigate these hypotheses, we use latent transition 
analysis as it explicitly acknowledges three crucial 
assumptions about science learning. First, it acknowledges 
differences in children’s knowledge. Not all students enter 
classrooms with the same prior knowledge, and not all 
students end up with the same knowledge after instruction. 
In latent transition analysis, students are grouped into a 
finite number of profiles according to differences and 
similarities in their knowledge. In the present study, as in 
the study of Schneider and Hardy (2013), knowledge 
profiles represent groups of students that differ in their 
numbers of misconceptions, everyday conceptions, and 
scientific concepts about floating and sinking. 

Second, latent transition analysis acknowledges that not 
all students learn to the same extent. Some students might 
thoroughly integrate their prior knowledge with newly 
acquired knowledge in the course of instruction. Other 
students might not be able to achieve a proficient state of 
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knowledge and stay at their initial knowledge level. In latent 
transition analysis, this aspect is represented by estimates of 
the probabilities that students stay in their initial knowledge 
profile or change into other knowledge profiles from before 
to after instruction. 

Third, to investigate sources of differences in students’ 
knowledge development, covariates can be added to the 
latent transition analysis. In the present study, we use this 
possibility to examine how students’ experimentation skills 
relate to profile frequencies before instruction and to 
transition probabilities between profiles from before to after 
instruction. We hypothesize that students with higher 
experimentation skills show increased probabilities to 
change into proficient and consistent knowledge profiles 
from before to after instruction, indicating knowledge 
restructuring and successful inquiry-based learning. 

Method 

Participants 
We analyzed the data of 1275 first to sixth graders (M[age] 
= 8.56 years, SD = 1.30, range = 6 – 13 years) from 
elementary schools in the German-speaking part of 
Switzerland. The study was embedded within the Swiss 
MINT Study, a longitudinal study investigating outcomes of 
cognitively activating science instruction that starts in 
elementary school. 

Learning Materials 
Students learned about the physics topic “floating and 
sinking of objects in water”, encompassing the scientific 
concepts of object density and buoyancy force. The 
instructional materials were developed and extensively 
tested at University of Munster, Germany (for details on the 
materials see Hardy et al., 2006). The materials comprised 
15 lessons of teacher-guided, inquiry-based classroom 
instruction that can be adaptively used in first to sixth grade 
classrooms. Typically, children received either one lesson 
per week, or all lessons within a week. In grades 1-2, some 
basic lessons were emphasized while some more advanced 
lessons were omitted. The materials strongly scaffold 
inquiry-based learning activities (e.g., structured hands-on 
experiments) and include established instructional means 
such as prior knowledge activation, self-explanations 
prompts, and compare and contrast activities. Students 
received the instruction by their regular class teachers. The 
teachers received a full day training provided by the authors 
of the study on how to use the instructional materials. 

Knowledge Assessments 
Before and after instruction, students answered a multiple 
choice questionnaire to assess their number of 
misconceptions (incorrect from a scientific view), everyday 
conceptions (partially correct), and scientific concepts (fully 
correct) about the floating ability of objects in water. The 
questionnaire has been developed in multiple pilot studies 
and has been shown to provide a reliable, valid and detailed 

method to assess conceptual knowledge about floating and 
sinking (see Hardy et al., 2006). 

Before instruction, students additionally answered a 
questionnaire assessing the understanding of variable 
control (see Kuhn, 2002). The questionnaire consisted of 14 
multiple choice questions (Cronbach’s Alpha = .76). Some 
questions were adapted versions of classic tasks such as the 
ramp-task (Chen & Klahr, 1999) and the mouse-task 
(Sodian, Zaitchik, & Carey, 1991) and some were newly 
developed. All questions treated domains not related to the 
instructed topic. We used the sum score from the 
questionnaire as an indicator of students’ basic 
experimentation skills. 

Statistical Analysis 
We used latent profile transition analysis, a type of latent 
transition analysis for continuous indicator variables, to 
statistically model the data. In a stepwise procedure, we first 
examined which knowledge profiles were present in the 
data. In discrepancy to Schneider and Hardy (2013), we 
allowed the number of profiles to differ between pretest and 
posttest, to examine the possibility that after instruction 
students have developed knowledge profiles that were not 
present before instruction. To decide on the number of 
extracted knowledge profiles, we relied on the Bayesian 
Information Criterion (BIC) that decreases with increasing 
model fit (Nylund, Asparouhov, & Muthén, 2007). 

Next, we examined relations between students’ 
experimentation skills and knowledge structure. We added 
students’ experimentation skills to the analysis as a 
covariate to estimate their associations with profile 
frequencies before instruction. Finally, to scrutinize whether 
and how experimentation skills predict trajectories of 
knowledge development, we investigated their relation to 
students’ transitions between the knowledge profiles from 
before to after instruction. Additionally, age was added to 
the analysis to control for its influence and to investigate 
potential interactions with experimentation skills. Due to the 
large sample size, we included the covariates directly into 
the model instead of using a stepwise approach (see e.g., 
Nylund-Gibson, Grimm, Quirk, & Furlong, 2014). 
Influences of experimentation skills on profile frequencies 
and profile transitions were interpreted if extreme groups 
(i.e., two standard deviations below the mean [-2SD] vs. 
two standard deviations above the mean [+2SD] on 
experimentation skills) differed more than 20% on the 
parameters. This number was chosen data-driven, as 
patterns above this cut-off stood out in comparison to the 
rest. 

Results 

Knowledge Profiles 
Latent profile transition analyses were conducted to 
examine which knowledge profiles were present in the data. 
Information on model fit is provided in Table 1. The best 
model fit and theoretically most sound solution were 
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obtained by extracting four profiles before instruction and 
six profiles after instruction (see Figure 1). Five of the six 
profiles were similar to the five profiles found by Schneider 
& Hardy (2013). Accordingly, we labelled the profiles 
following Schneider and Hardy. The “misconceptions” 
profile characterizes students with a high number of 
misconceptions but low numbers of everyday conceptions 
and scientific concepts, indicating a rather low proficiency 
level. The “fragmented” profile characterizes students with 
high numbers of all three types of conceptions, indicating a 
fragmented knowledge structure. In contrast, students in the 
“indecisive” profile show low numbers of all three types. 
Students in the “prescientific” profile show high numbers of 
everyday conceptions and scientific concepts, and those in 
the “scientific” profile show only a high number of 
scientific concepts, both indicating a rather high proficiency 
level. In addition, a sixth profile emerged that described 
children with a high number of everyday conceptions, 
labelled everyday profile. The scientific profile and the 
misconceptions profile were only present after instruction, 
indicating that instruction helped some students to develop 
an integrated conceptual understanding of floating and 
sinking, but also that some students did not benefit and even 
developed misconceptions. 

 
Table 1: Model fit indices for the estimated models. 
 

npro(t1) npro(t2) cov npar ll BIC E 
1 1 

 
10 -29631 59335 1 

2 2 
 

18 -29211 58552 .80 
3 3 

 
30 -28989 58196 .80 

4 4 
 

46 -28803 57941 .81 
5 5 

 
66 -28699 57878 .77 

6 6 
 

90 -28604 57862 .80 
5 6 

 
78 -28605 57778 .79 

4 6 
 

66 -28621 57722 .78 
4 6 exp age 112 -28441 57697 .80 
7 7 

 
160 -28453 58070 .78 

Note. npro(t1) = number of extracted knowledge profiles 
before instruction; npro(t2) = number of extracted 
knowledge profiles after instruction; cov = included 
covariates; npar = number of estimated parameters; ll = log-
likelihood; BIC = Bayesian Information Criterion; E = 
Entropy (quality of profile separation). The finally chosen 
model is marked in gray, with four profiles before 
instruction, six profiles after instruction, and the covariates 
(experimentation skills [exp] and age) included. 

Experimentation Skills and Profile Frequencies 
Next, we controlled for age and included students’ 
experimentation skills in the analysis to examine their 
associations with profile frequencies before instruction (see 
Figure 2). Adding the covariates led to a decrease in the 
BIC, indicating statistical significance (see Table 1). 

With increasing experimentation skills from -2SD to 
+2SD, frequencies of the fragmented profile and the 
indecisive profile decreased from 35.7% to 12.3% and from 
53.0% to 20.7%. At the same time, frequencies of the 
everyday profile and the pre-scientific profile increased 
from 10.4% to 36.4% and from 0.9% to 30.6%. These 
findings indicate that experimentation skills negatively 
relate to the frequency of inconsistent and less proficient 
knowledge profiles and positively to the frequency of more 
consistent and proficient knowledge profiles. Generally, 
these associations were stronger in older children, but also 
evident in younger children. 

 

 
 

Figure 1: The six extracted knowledge profiles after 
instruction, represented by the number of different types of 
conceptions that students demonstrated. Symmetric 95% 

confidence intervals are depicted in gray. The 
misconceptions profile and the scientific profile were only 

present after instruction, all other profiles were present 
already before instruction. 

Experimentation Skills and Profile Transitions 
Crucially, experimentation skills influenced six transitions 
between profiles (see Figure 3). From before to after 
instruction, students with higher experimentation skills 
(+2SD) were less likely than those with lower 
experimentation skills (-2SD) to stay in the fragmented 
profile (+2SD: 19%; -2SD: 46%) or in the inconsistent 
profile (+2SD: 14%; -2SD: 54%). They were also less likely 
to change from the everyday profile into the scientific 
profile (+2SD: 1%; -2SD: 55.0%). In addition, they were 
more likely to change from the fragmented profile (+2SD: 
62%; -2SD: 10%) or the everyday profile (+2SD: 47%; -
2SD: 17%) into the pre-scientific profile, and from the 
indecisive profile into the scientific profile (+2SD: 61%; -
2SD: 0%). Most of these influences suggest that students 
with higher experimentation skills are more likely to 
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restructure their knowledge from before to after instruction 
and to change into more consistent and proficient 
knowledge profiles. 

 

 
 

Figure 2: Associations between students’ experimentation 
skills and frequencies of the four extracted knowledge 

profiles before instruction. With increasing experimentation 
skills from -2SD to +2SD, frequencies of the indecisive 

profile and the fragmented profile decreased, and 
frequencies of the everyday profile and the pre-scientific 

profile increased. 

Discussion 
We examined the influence of experimentation skills on 
pathways of knowledge development in early science 
education. We assessed experimentation skills to predict 
knowledge development on the topic “floating and sinking”, 
applying latent transition analysis on data from more than 
one thousand elementary school students. There are three 
main findings. 

First, we could replicate the five knowledge profiles that 
Schneider and Hardy (2012) found in a smaller sample. In 
our sample of elementary school students from a broader 
range of grades, we found profiles similar to those described 
by Schneider and Hardy. In addition, we found a sixth 
profile that characterizes students with a high number of 
everyday concepts. These results validate the 
generalizability of Schneider and Hardy’s findings from 
Germany across samples, grades, and countries. 

Second, before instruction, students with higher 
experimentation skills showed decreased frequencies of the 
inconsistent and least proficient knowledge profiles and 
increased frequencies of the more consistent and proficient 
knowledge profiles. This is a correlational finding, 
corroborating the positive interrelation between cognitive 
skills and conceptual knowledge in elementary school 
students. 

 
 

Figure 3: Experimentation skills and transitions between 
knowledge profiles from before to after instruction. With 

increasing experimentation skills, students are less likely to 
stay in the indecisive or fragmented profiles after instruction 
but more likely to change from the everyday profile into the 

scientific profile, from the fragmented profile and the 
everyday profile into the pre-scientific profile, and from the 

indecisive profile into the scientific profile. 
 

Third, children with higher experimentation skills were 
less likely to stay in the same knowledge profile from before 
to after instruction and they were more likely to change into 
consistent and proficient profiles. This finding supports the 
assumption that experimentation skills facilitate knowledge 
restructuring and integration, thus supporting successful 
conceptual change. 

Unexpectedly, children with higher experimentation skills 
had a decreased likelihood to change from the everyday 
profile into the scientific profile. This finding might be 
related to the small number of children with lower 
experimentation skills who started in the everyday profile 
but it might also indicate difficulties to get rid of everyday 
concepts in the course of instruction. 

To the best of our knowledge, our study is the first to 
relate experimentation skills to conceptual change using 
elaborate statistical models. In the teacher-guided inquiry 
provided in the study, a better understanding of variable 
control may have supported students in linking results from 
experiments to inferential conclusions. For example, if one 
wooden block floats but another another wooden block with 
identical size does not, students who understand that the 
experiment varied one thing at a time might infer that 
different kinds of wood indeed have different floating 
abilities, since all other factors were controlled. This finding 
complements fine-grained analysis on this issue obtained 
from microgenetic designs (cf. Schauble, 1990, 1996). 

The present results suggest that to promote elementary 
school students’ learning from inquiry-based instruction, 

624



teachers should ensure basic understanding of 
experimentation beforehand. Experimentation skills can be 
directly trained with relatively low time investment (e.g., 
Chen & Klahr, 1999) as a preparatory activity in science 
curricula. However, it is important to note that scientific 
reasoning, including experimentation skills, is confounded 
with general reasoning ability (Mayer, Sodian, Koerber, & 
Schwippert, 2014). Future studies are needed to investigate 
the interplay between experimentation skills and general 
reasoning ability in science learning, and whether the 
training of experimentation skills indeed promotes 
conceptual change in subsequent inquiry-based instruction. 

We found latent transition analysis to be flexible and 
informative to tackle research questions and evaluate 
theoretical assumptions related to conceptual change. In our 
study, we extended the approach used by Schneider and 
Hardy (2013) by adding covariates to the models. Thereby, 
we could show that the profiles they extracted did not 
merely represent sample artifacts but actually relate to 
cognitive skills. Including covariates as predictors in the 
models provided detailed information on the influence of 
experimentation skills on knowledge development. We 
propose to use similar models also in future studies. 
Bayesian estimation might increase model flexibility and 
ease parameter estimation from smaller samples by 
incorporating information from prior studies into the models 
(see e.g., Chung, Lanza, & Loken, 2008). 

Overall, the present study shows the predictive value of 
experimentation skills for describing pathways of 
conceptual change in early science education. Higher 
experimentation skills facilitate the development of 
proficient science knowledge with consistent structure, 
maximizing knowledge gains in early science education. 
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Abstract 
Minimizing cognitive resources while executing well-
practiced motor tasks has been shown to increase automaticity 
and enhance performance (e.g., Beilock, Carr, Macmahon, & 
Starkes, 2002). Based on this principle, we examined whether 
more fluent speech production could be induced through a 
dual task paradigm that engaged working memory (WM) 
while speech was produced. We also considered whether 
effects varied for speakers who differed in their habitual 
degree of attentional control during speech production. 
Twenty fluent adults and 19 adults who stutter performed (1) 
a baseline speaking task, (2) a baseline WM task with 
manipulations of domain, load, and inter-stimulus interval 
(ISI), and (3) a series of dual tasks in which the speaking task 
was combined with each unique set of WM conditions. 
Results indicated a fluency benefit under dual task conditions, 
which was specific to atypical forms of disfluency but 
comparable across speaker types and manipulations of the 
WM task. Findings suggest that WM is associated with 
atypical forms of disfluency and that suppressing these 
resources enhances speech fluency, although further research 
is needed to specify the cognitive mechanism involved in this 
effect and clarify the nature of this association.  

Keywords: cognitive control; dual task; working memory; 
speech production; fluency; stuttering 

Introduction 
Many studies demonstrate enhanced motor performance 
when available attentional or WM resources are suppressed 
(Beilock et al., 2002; Masters, 1992; Poolton, Maxwell, 
Masters, & Raab, 2006). This effect is explained by the 
principle that the amount of cognitive effort and optimal 
mode of processing for a given task depends on the nature 
of the task and skill level of the performer. Rule-based, 
analytic tasks benefit from explicit forms of processing that 
rely upon conscious awareness and WM. In contrast, motor 
performance, particularly for expert performers, is better 
served by implicit modes of processing that are experience-
based, involve content that is not available for 
representation in WM, and are less vulnerable to stress or 
distraction. In situations of pressure, many performers tend 
to increase their attention to the internal process of 
performance, resulting in a disruption of automaticity and 
breakdown of skills, often referred to as choking or freezing 
(Baumeister, 1984; Beilock & Gray, 2007). Inward focusing 
results in explicit processing of proceduralized knowledge, 
causing movement sequences to be dechunked into 

independent units, which is ultimately counterproductive for 
skilled performers. 

Consistent with this account, experienced athletes 
(golfers, soccer players, baseball batters) perform more 
poorly during experimental conditions requiring skill-
focused attention (e.g., attending to timing of golf swing) 
(Beilock & Gray, 2012; Beilock et al., 2002; Gray, 2004); 
skilled typists become slower and less accurate when 
attending to performance details (Snyder & Logan, 2013); 
and rock climbers in high-anxiety conditions exhibit more 
rigid movements, slower climbing, and longer grasped holds 
(Pijpers, Oudejans, & Bakker, 2005). Collectively, these 
findings indicate that situations involving pressure or that 
call attention to processes underlying motor performance 
negatively influence movement precision and fluidity. 

Related studies have shown that suppressing explicit 
processing resources in skilled performers and forcing them 
to employ implicit control systems enhances the accuracy 
and efficiency of motor outcomes (Beilock, et al., 2002; 
Masters, 1992). This shift in control is typically achieved 
through dual task paradigms in which participants perform a 
primary motor task with a simultaneous secondary task that 
continuously engages WM (e.g., Beilock et al., 2002; 
Masters, 1992; Poolton et al., 2006). Similarly, 
manipulating attention by instructing participants to focus 
on movement effects (external focus) rather than on 
movements themselves (internal focus) results in greater 
automaticity. This effect has been replicated across a variety 
of motor tasks, and as explained by the constrained action 
hypothesis (CAH) (McNevin, Shea, & Wulf, 2003), 
indicates that conscious attention to internal movements 
constrains the movement system. Based on these findings, 
the present study examined predictions of the CAH and 
attention-performance interactions in relation to the process 
of speech production. We anticipated that conditions in 
which speakers were forced to rely on implicit modes of 
processing (dual task conditions) would result in more 
effortless speech production, as reflected by a reduction in 
specific forms of speech disfluency. 

We also considered whether effects would differ in 
speakers who varied in the degree of attentional control they 
typically exerted during speech production. Although 
motoric aspects of speech production are normally effortless 
for most adult speakers, numerous studies indicate that 
speech (as well as nonspeech) processes are less 
automatized for people who stutter (Saltuklaroglu, Teulings, 

626



& Robbins, 2009; Smits-Bandstra & Gracco, 2013). For 
example, a dual task study involving simultaneous tracing 
and production of choral speech (a condition which 
normally yields spontaneous fluency) revealed more manual 
disfluency on the tracing task in stuttering adults compared 
to controls, even when stuttering was virtually eliminated 
(Saltuklaroglu et al., 2009). These results indicate that 
stuttering speakers may expend greater amounts of effort 
when speaking, perhaps in response to, or in anticipation of, 
stuttering. People who stutter also show limited practice 
effects in trained motor sequences (Smits-Bandstra & De 
Nil, 2013; Bauerly & De Nil, 2011; Smits-Bandstra & De 
Nil, 2009), suggesting an association between stuttering and 
difficulty achieving automaticity. Based on this literature, 
the present study compared dual task effects on speech 
fluency for speakers with different degrees of speech 
automaticity. We predicted fluency benefits in all speakers, 
but greater benefit for those who stutter, as these individuals 
may be more dependent on explicit (vs. implicit) 
representations of motor speech patterns. 

Finally, we considered three critical factors related to dual 
task interference patterns. Considerable evidence suggests 
that concurrent tasks relying on similar processes result in 
more interference than tasks involving different domains or 
modalities (Allport, Antonis, & Reynolds, 1972; Cocchini, 
Logie, Sala, MacPherson, & Baddeley, 2002; Duff & Logie, 
2001; Leclercq, 2002). Tasks with a greater degree of 
temporal overlap also result in greater interference, with the 
extent of interference depending on how frequently each 
task must access central resources (Dux, Ivanoff, Asplund, 
& Marois, 2006; Pashler, 1992). A final factor influencing 
dual task interference is the degree of automaticity 
associated with each task (Pashler, 1999; Poldrack et al., 
2005). Performance is considered automatic when it 
requires minimal capacity demands and is not affected by a 
concurrent secondary task (Poldrack et al., 2005). As 
discussed above, studies within the stuttering literature 
indicate that adults who stutter perform more poorly than 
controls on secondary tasks executed while speaking 
(Saltuklaroglu et al., 2009; Smits-Bandstra & De Nil, 2009), 
suggesting that speaking is less automatized for this group.  

Thus, the present study combined a speaking task and 
secondary WM task with manipulations of domain (verbal 
vs. spatial), WM load, and inter-stimulus interval (ISI). Our 
goal was to examine how interference associated with each 
manipulation affected aspects of speech production in adult 
speakers and whether this effect varied for speakers who 
differed in their level of speech automaticity. We predicted 
that speaking under dual task conditions would impact 
fluency across participants with varying effects based on 
speaker group, disfluency type, and dual task condition. We 
expected that atypical disfluencies, generally associated 
with stuttering (see Methods for details), would occur less 
frequently under dual vs. baseline conditions, and that this 
effect would be greater in adults who stutter compared to 
fluent speakers. We further anticipated that dual task effects 
on fluency would be stronger in secondary tasks involving 

verbal compared to spatial WM (due to the similarity in 
resources required for speaking and verbal WM tasks) and 
in conditions with a higher WM load and shorter ISI. 

Methods 

Participants 
Participants included 20 self-identified adults who stuttered 
(AWS) and 20 adults who did not stutter (AWNS), all 
between the ages of 18-35, with at least average nonverbal 
intelligence (based on Test of Nonverbal Intelligence – 4th 
Edition; TONI-4) and expressive vocabulary (based on 
Expressive One-Word Picture Vocabulary Test – 4th edition; 
EOWPVT), and no significant medical history, learning 
disability, hearing loss, or head injury. Stuttering diagnosis 
was confirmed for AWS based on two standardized 
measures of stuttering severity (Stuttering Severity 
Instrument - 4th Edition, Overall Assessment of the 
Speaker’s Experience of Stuttering) and ranged from very 
mild to severe. All participants spoke English as their 
primary language. Computerized operation- and symmetry-
span tasks (Unsworth, Heitz, Schrock, & Engle, 2005) were 
administered to measure working memory capacity for 
verbal and spatial stimuli. See Table 1 for participant 
demographics, standardized scores on cognitive and 
language measures, and span task results (absolute score).  

 
Table 1: Participant characteristics. Mean (SD) 

 
 AWNS AWS 
Age 25.60 (4.58) 27.21 (4.18) 
Males/Females 11/9 12/7 
Right-/Left-Handed 17/3 16/3 
TONI-4 107.85 (12.90) 107.56 (12.54) 
EOWPVT-4 104.60 (9.81) 102.11 (12.45) 
Symmetry Span 20.65 (7.04) 19.61 (12.52) 
Operation Span 45.85 (16.16) 42.56 (17.39) 

Procedures 
Procedures included three sets of tasks, administered in the 
same sequence to all participants: (1) three baseline tasks, 
(2) two dual tasks, and (3) a final baseline speaking task. 
Tasks within each set and trials within each task were 
presented in a random order. All tasks were administered on 
a desktop computer, with E-Prime 2.0 software. Spoken 
output was recorded via an adjustable headworn 
unidirectional microphone (Shure SM10A) connected to a 
preamplifier (Switchcraft 308TR), with supplementary 
video recordings during all speech production tasks. 

Baseline Speaking Task In the baseline speaking task, 
participants produced spontaneous speech over a 60-second 
period for each of 4 topic prompts (e.g., Describe a recent 
vacation). Prompts for each trial were presented in a set of 
three, allowing participants to select topics based on 
personal preferences and experiences. Once a prompt was 
selected, it was not presented again on subsequent speaking 
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trials throughout the experiment. Spoken output for each 
trial was automatically recorded by E-Prime, saved in 
individual audio files, and subjected to extensive off-line 
coding and analysis. The baseline task was administered 
once at the beginning of the experiment and once at the end 
(following dual task conditions) to help account for possible 
order and practice effects. 

 
Baseline WM Task WM tasks were modeled after 
Salthouse, Babcock, & Shaw (1991) and adapted to examine 
effects of three experimental manipulations: WM domain 
(verbal vs. spatial), WM load (2, 3, and 4), and ISI (long vs. 
short). In the verbal domain, participants viewed a start 
number, followed by a series of individually presented, 
single digit addition operations (e.g., +3), and a prompt to 
enter the correct numeric outcome. In the spatial WM task, a 
single colored circle was presented in one cell within a 2x2 
grid. This stimulus was followed by a series of individually 
presented, directional arrows and a prompt to enter the 
number representing the final location of the circle, based 
on a numbered on-screen grid. WM load was manipulated 
by varying the number of sequential operations (2, 3, or 4) 
to be performed on the initial number or circle stimulus. ISI 
varied between individual operations, with intervals of 3000 
ms and 1000 ms for the long and short ISI conditions, 
respectively. The ISI manipulations varied the relative 
frequency with which WM resources were accessed, 
creating more or less competition between the WM and 
simultaneous speaking task. Sixty test items were presented 
within each WM domain, with 10 items for each unique 
combination of WM load and ISI. 
 
Dual Task In the dual task conditions, participants 
performed the speaking task and each WM task (verbal and 
spatial) simultaneously. Speech was recorded continuously 
and keyboarded responses to the WM task were entered 
twice per speaking trial. Five speaking trials were provided 
for each combination of WM load and ISI, with a total of 30 
speaking trials and 60 WM trials for each WM domain. 

Data Processing 
Audio output was orthographically transcribed and coded 
for disfluencies. Disfluencies were categorized as (1) typical 
disfluencies, which included fillers, revisions, repetitions of 
phrases, and repetitions of multisyllabic words; or (2) 
atypical disfluencies, which consisted of repetitions of 
monosyllabic words, repetitions of sounds or syllables, 
prolongations, blocks, and broken words. This 
categorization system was based on widely accepted 
typologies within the stuttering literature which classify 
forms of disfluency as being more or less characteristic of 
pathological stuttering (e.g., Ambrose & Yairi, 1999; 
Ratner, Rooney, & MacWhinney, 1996; Vasić & Wijnen, 
2005; Yaruss, 1998). Categorization was also confirmed by 
actual data, which indicated similar patterns of effects for 
individual disfluency types within each category. A 
customized script utilizing the qdap package (Rinker, 2013) 

in R was used to generate frequency counts of all spoken 
syllables and counts of each disfluency type for individual 
speaking trials. 

Data Analysis 
Data were analyzed to examine effects of experimental 

manipulations and speaker types on speech fluency and 
secondary task performance.  Fluency variables consisted of 
counts of typical and atypical disfluencies; performance on 
the WM task was scored as correct (1) or incorrect (0) for 
each trial. A coding scheme was developed to examine six 
contrasts of interest based on a priori hypotheses. These 
included: (1) Disfluency type (typical vs. atypical); (2) Task 
type (baseline vs. dual); (3) Domain (spatial vs. verbal); (4) 
ISI (long vs. short); (5) extreme WM loads, termed Load1 
(2 vs. 4); and (6) intermediate WM load compared to 
extremes, termed Load2 (3 vs. 2 and 4). Generalized 
multilevel linear models were utilized as they provide 
maximum flexibility and robustness when analyzing multi-
level experimental data with non-normally distributed 
dependent variables (Hoffman & Rovine, 2007). 
Preliminary analyses of fluency data indicated that a 
nonzero inflated negative binomial distribution best fit 
disfluency counts; therefore, all multilevel generalized 
linear models for disfluency counts utilized a negative 
binomial link function (Hardin, Hilbe, & Hilbe, 2007). 
Performance on the WM task was scored as correct (1) or 
incorrect (0) for each trial and was therefore analyzed using 
a multilevel logistic regression model.  Successive models 
were compared using log-likelihood ratio, Akaike 
Information Criterion (AIC), and Bayesian Information 
Criterion (BIC) statistics. 

Results 

Preliminary Analyses 
Comparison of pretest and posttest baseline measures for 
typical and atypical forms of disfluency within each group 
(calculated as a proportion of syllables) indicated no 
significant difference between the two baseline measures: 
for typical disfluencies, t(19) = -1.44, p = .17 and t(18) = 
0.77, p =  .45 within AWNS and AWS, respectively; for 
atypical disfluencies, t(19) = -0.16, p = . 86 and t(18) = 0. 
93, p = .36 within AWNS and AWS, respectively. 
Disfluency measures for both tasks were therefore included 
in models as baseline measures without further 
differentiation. 

Speech Fluency 
As described above, dual task effects on fluency were 
analyzed via multilevel generalized linear models with a 
negative binomial link function (Hardin et al., 2007). 
Models were offset by the total number of syllables 
produced during each speaking trial (thus, the dependent 
variable represented the ratio of disfluencies to fluent 
syllables). Results indicated that a model including Speaker 
(AWNS vs. AWS), Disfluency (typical vs. atypical), Task 
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(baseline vs. dual) and two two-way interactions (Speaker x 
Disfluency and Disfluency x Task) provided the best fit (see 
Table 2). The final model included the random effect of an 
individual-level intercept (variance = .27) with residual 
variance of 1.11. Examination of the coefficients indicated 
that controlling for number of syllables (speech rate), 
atypical disfluencies were significantly less frequent than 
typical disfluencies and occurred at 28% of the rate 
observed for typical disfluencies (!=-1.26, SE=.06, t=20.96, 
p<.00001). The interaction between Disfluency and Speaker 
was also significant, with AWS producing approximately 
four times more atypical disfluencies compared to AWNS 
(!=1.43, SE=.03, t=41.83, p<.00001). Most importantly, the 
interaction between Disfluency and Task indicated a 
significant reduction in the frequency of atypical 
disfluencies under dual compared to baseline tasks. This 
was true regardless of speaker type (AWS vs. AWNS) and 
regardless of experimental condition (Domain, ISI, Load) 
within the dual task. During dual tasks, atypical disfluencies 
occurred at a rate that was 70% the rate at which these 
disfluencies occurred under non-dual task conditions (!=-
0.35, SE=.06, t=6.04, p<.00001). Thus, for every 100 
atypical disfluencies produced during baseline conditions, 
70 were produced during dual task conditions. Typical 
forms of disfluency did not show any change as a result of 
experimental manipulations. 
 

Table 2: Results of final model of disfluencies 
 

Fixed Effects ! SE t p 
Intercept -3.34    
Disfluency -1.26 .06 20.96 <.00001 
Speaker 0.21 .16 1.30 .19 
Task 0.03 .04 .90 .37 
Disfluency*Speaker 1.43 .03 41.83 <.00001 
Disfluency*Task -0.35 .06 6.04 <.00001 

Secondary Task Performance 
Secondary task performance was measured based on WM 
response accuracy and analyzed via multilevel logistic 
regression modeling. Models included the random effect of 
an individual-level intercept (variance of final model = 
1.22). Coefficients for the final model (Table 3) indicated 
that each experimental manipulation showed an overall 
effect on secondary task performance. Accuracy on the 
secondary task was 18% lower under dual compared to 
baseline conditions (!=-1.69, SE=.08, t=20.46, p<.00001); 
72% lower in verbal compared to spatial WM tasks (!=-
0.33, SE=.04, t=7.71, p<.00001); 113% higher under short 
compared to long ISI conditions (!=.12, SE=.04, t=2.92, 
p=.004); and 75% lower under the highest WM load (load 
of 4) compared to the lowest load (load of 2) condition (!=-
.28, SE=.05, t=5.36, p<.00001). However, there were no 
interactions between these predictors and no differences 
between speaker groups. 

 
Table 3: Results of final model of WM task performance 

 
Fixed Effects ! SE t p 
Intercept 3.72    
Task -1.69 .08 20.46 <.00001 
Domain -0.33 .04 7.71 <.00001 
ISI .12 .04 2.92 .004 
Load1 (2 vs. 4) -.28 .05 5.36 <.00001 
Load2 (3 vs. 2, 4) .08 .04 1.75 .08 

Discussion 
The primary goal of the study was to examine whether 
engaging WM resources during speech production resulted 
in enhanced speech fluency and whether this effect varied 
for speakers with different habitual levels of speech 
automaticity. The critical finding was that dual task 
conditions had a facilitative effect on speech fluency, which 
was specific to atypical forms of disfluency but was not 
influenced by speakers’ fluency status or by specific 
manipulations within the secondary task (WM domain, load, 
ISI). Secondary task performance was poorer in dual 
compared to baseline conditions and showed expected 
effects for each manipulation within the WM task; however, 
there were no interactions between effects and no group 
differences in performance. 

Consistent with the constrained action hypothesis, our 
findings demonstrate that minimizing cognitive control and 
relying on more implicit modes of processing benefit speech 
performance. The results also support the central premise of 
the matched filter hypothesis  (Chrysikou, Weber, & 
Thompson-Schill, 2013), which proposes that optimal levels 
and patterns of resource allocation vary based on task 
demands, goals, and contexts. According to this framework, 
efficient filtering of sensory information via top-down 
control (associated primarily with prefrontal cortex [PFC] 
activity) supports performance across a variety of tasks that 
are rule-driven, involve conflict, or require abstraction of 
concepts. The same form of control, however, hinders 
performance on tasks that are habitual and best served by 
subcortical (e.g., basal ganglia) neural systems. Thus, 
optimal performance relies on dynamic adjustments to the 
filtering mechanism based on task requirements. 

Results of the present study suggest that greater 
dependence on explicit forms of control during speech 
production disrupts automaticity and contributes to stutter-
like behavior. The ability to delegate control of routine tasks 
from the cortex to lower neural circuits (such as the basal 
ganglia) is critical for motor performance that is highly 
efficient and resistant to stress (Shine & Shine, 2014). 
Whereas early stages of task learning are characterized by 
engagement of frontal regions and specific subcortical areas 
(associative striatum) that receive input from PFC, these 
regions show less activation once a task has been 
automatized (Ashby, Turner, & Horvitz, 2010; Poldrack et 
al., 2005). Similarly, regions within the basal ganglia show 
less activity on trials that form a sequence compared to 
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pseudorandom trials, reflecting the effective chunking of 
information that accompanies automatization (Poldrack et 
al., 2005). 

Neuroimaging studies within the stuttering literature 
suggest that stuttering is associated with differences in this 
neural circuitry. Giraud and colleagues (Giraud et al., 2008) 
found a positive correlation between basal ganglia activity 
and stuttering severity, implying that representations were 
less efficiently organized and resembled early stages of 
motor learning in these speakers. Imaging studies further 
demonstrate increased anterior cingulate cortex activity in 
stuttering compared to fluent speakers during conflict tasks, 
indicating that individuals who stutter demonstrate 
excessive monitoring activity, even when behavioral 
performance does not show impairment relative to controls 
(Arnstein, Lakey, Compton, & Kleinow, 2011; Liu et al., 
2014). These findings suggest that stuttering may be 
associated with inappropriate matching of task demands 
with the extent or types of cognitive resources utilized to 
meet these demands. 

Although our results demonstrated enhanced speech 
fluency under dual task conditions, no differential fluency 
effects were observed as a result of secondary task 
manipulations (WM domain, load, ISI), even though these 
manipulations all affected performance on the WM task 
itself. Thus, similar fluency changes occurred when WM 
was taxed, regardless of the nature of the stimuli being 
processed and frequency with which WM resources were 
accessed. Alternatively, it is possible that the spatial task 
unintentionally taxed verbal WM (circle movements could 
have been verbally rehearsed), that more extreme changes in 
WM load and ISI were needed to observe expected effects 
of these manipulations on speech fluency, or that fluent 
speech and verbal WM rely on different resource pools. 

The finding that fluency effects were comparable across 
speaker types was unexpected and suggests that atypical 
disfluencies in all speakers arise from a similar underlying 
process in which maladaptive attentional tendencies 
interfere with automaticity. This interpretation is consistent 
with recent studies within the stuttering literature suggesting 
that stuttering is associated with an attentional bias to threat 
stimuli (Hennessey, Nang, & Beilby, 2008) and tendency to 
respond to stress by adapting motor patterns in ways that are 
ultimately counterproductive (Lieshout, Ben-David, Lipski, 
& Namasivayam, 2014). Based on the CAH and results of 
the present study, adjustments reported by Lieshout and 
colleagues (2014) may reflect recruitment of WM resources 
in an effort to consciously control movements involved in 
articulatory processes. 

 Dual task effects on speaking rate were considered; 
however, details related to these analyses are outside the 
scope of this paper. Briefly, results indicated that fluency 
benefits under dual task conditions were accompanied by a 
reduction in speech rate, which was greater in fluent 
compared to stuttering speakers. Overall, rate reduction may 
be related to dual task effects on linguistic productivity; 
however, the smaller reduction in AWS likely reflects 

combined effects of a habitually slower speech rate (due to 
excessive disfluency) and enhanced fluency under dual task 
conditions.  

In conclusion, the present study demonstrated a 
significant benefit to speech fluency as a result of dual task 
conditions that taxed WM resources. Despite differences in 
their habitual levels of speech automaticity, stuttering and 
fluent speakers benefited similarly from dual task 
conditions, suggesting that similar processes may contribute 
to atypical disfluencies in both types of speakers. These 
findings contribute to the growing literature on attention and 
performance by extending the concept of less is more to the 
process of speech production. Further research is needed to 
more precisely identify the cognitive mechanism involved in 
this effect and clarify the nature of the association between 
WM and speech disfluency.  
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Abstract 

The current project examined how changes to task constraints 
impacted the behavioral dynamics of an interpersonal 
collision avoidance task previously examined and modeled by 
Richardson and colleagues (2015). Overall, the results 
demonstrate that decreasing the cost associated with colliding 
influences the stability and symmetry of the movement 
dynamics observed between co-actors in a manner consistent 
with those predicted by the Richardson et al. (2015), collision 
avoidance model. The current study therefore provides 
evidence that the behavioral dynamics that shape 
interpersonal or joint-action behavior are not only defined by 
the physical and informational properties of a task, but also by 
the strength and importance of the shared task goal. 

Keywords: interpersonal dynamics; collision-avoidance; 
joint action; behavioral dynamics; behavioral symmetry 

Introduction 
Much research has been directed towards understanding the 
neural and cognitive mechanisms that support joint action, 
or the actions that individuals perform with others every day 
(e.g. Graf, Schütz-Bosbach, & Prinz, 2009; Vesper, 
Butterfill, Knoblich, & Sebanz, 2010). However, it is 
equally important to understand the dynamical processes 
that constrain such behaviors (Schmidt, Fitzpatrick, Caron 
& Mergeche, 2011; van der Wel, Knoblich, & Sebanz, 
2011; Vesper, van der Wel, Knoblich, & Sebanz, 2013). 
Indeed, there is now strong evidence that the dynamics of 
social motor coordination provides the embodied context by 

which co-actors are able to develop shared task goals and 
intentions (e.g. Coey, Varlet & Richardson, 2012; Marsh, 
Richardson & Schmidt, 2009). Furthermore, the stability of 
motor coordination influences rapport and social 
cooperation (Hove & Risen, 2009), perceived group 
differences (Miles, Griffiths, Richardson & Macrae, 2011), 
and is also related to the social cognitive deficits associated 
with autism (Fitzpatrick, Diorio, Richardson & Schmidt, 
2013).  

Given the importance of understanding the dynamics of 
social motor coordination, it is perhaps surprising that the 
majority of the existing research has only investigated the 
presence of these dynamic processes in tasks that involve 
co-actors coordinating stereotyped or non-functionally 
directed oscillatory limb or body movements such as 
finger/forearm oscillations, pendulum swinging, and 
rocking chairs (e.g., Richardson, Marsh, Isenhower, 
Goodman & Schmidt, 2007; Schmidt & O’Brien, 1997). 
The significance of this research is that it demonstrates that 
the rhythmic movements of informationally coupled 
individuals are constrained to inphase (a stable 0° relative 
phase relation) and antiphase (a stable 180° relative phase 
relation) patterns of behavioral synchrony, and can be 
understood and modeled using the same coupled oscillator 
dynamic known to underlie intrapersonal interlimb 
coordination (Schmidt & Richardson, 2008 for a review). 
Yet, joint actions often require that individuals take on 
different action roles, with the spatiotemporal patterning of 
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co-actors’ behavioral movements being less symmetric and 
more complementary (Sebanz & Knolich, 2009).  

Motivated by a need to investigate the dynamics of more 
complex joint action tasks, Richardson and colleagues 
(2015) designed a continuous repetitive targeting task in 
which pairs of participants were instructed to move a 
computer stimulus between different sets of targets without 
colliding into each other (Richardson, Harrison, Kallen, 
Walton, Eiler, Saltzman & Schmidt, 2015). Pairs of 
participants stood back-to-back while each faced a 50” 
computer monitor and moved a small dot between target 
squares in the corners of the monitor (see Figure 1 top). 
Participants controlled their stimulus with a motion-tracking 
sensor, which allowed the participants to move the stimulus 
between the bottom-left and top-right targets, or between the 
bottom-right and top-left targets. The experiment was 
designed as a game, such that, a point was earned for each 
successful trial (40 seconds of movement without colliding) 
and the experiment ended after successfully completing 15 
trials. If a pair collided, the trial simply ended.  

It is important to appreciate that unlike other previously 
investigated social motor coordination tasks, which involve 
or require canonical inphase or antiphase movement 
synchronization, the collision avoidance task was chosen by 
Richardson et al., precisely because moving in a straight 
line between targets in an inphase or antiphase manner 
would result in task failure. Indeed, this led participant pairs 
to be faced with a conflict between the natural tendency to 
synchronize straight-line movement trajectories between the 
targets in an inphase or antiphase manner, and the fact that 
such synchronization would result in task failure.   

The results revealed that pairs quickly converged onto a 
solution that involved complementary task roles, with one 
participant adopting a more straight-line trajectory between 
targets and the other participant adopting a more elliptical 
trajectory between targets. In addition, the participant who 
adopted the more elliptical trajectory consistently lagged the 
participant who adopted the more straight-line trajectory by 
an average of approximately -30°. This asymmetric and 
complementary pattern of behavior was consistent across 
pairs and reflected a highly stable and robust pattern of 
behavior that enabled participants to synchronize their 
movements while simultaneously avoiding a collision. 

Dynamical Modeling. Richardson and colleagues (2015) 
hypothesized that the complementary behavioral dynamics 
observed in the above described collision-avoidance task 
were the result of a functional symmetry break in the 
repulsive coupling that prevented participants from crashing 
into each other. To test this hypothesis, they formulated a 
task dynamic model of the behavioral dynamics observed 
using the following system of equations: 

 

 

Here, each participant’s behavior was modeled as an 
oscillating point-mass (end-effector) within a two-
dimensional task space (i.e., a task space plane). The two-
dimensional task space projected within the body space 
coordinates of the behavioral goal are illustrated in the 
middle panels of Figure 1. In this task space, the x-axis 
corresponds to the instructed axis of oscillation with a van 
der Pol oscillator employed to generate a self-sustained 
oscillation of the point-mass along this between target axis. 
The y-axis corresponds to deviations away from the 
oscillatory motion axis and thus, a simple damped mass-
spring equation was used for y to minimize deviations away 
from the primary motion axis. Accordingly, in the above 
equation  and ,  and ,  and correspond to the 
position, velocity, and acceleration of participant 1’s end 
effector within task space, and , and ,  and ,  and 

correspond to the position, velocity, and acceleration of 
participant 2’s end effector with task space. The parameters 
kj and bj are stiffness and damping coefficients, respectively, 
and the  expressions are the van der Pol (limit cycle 
oscillator) escapement functions (for a much more detailed 
overview of this model see Richardson et al., 2015).  

In terms of inter-agent coupling,  and 
 are dissipative coupling functions that operate 

to minimize the difference between each participant’s 
primary oscillation axes (i.e., the between target axes  and 

) with a strength defined by . Consistent with the large 
body of research on interpersonal rhythmic coordination, 
these attractor coupling functions essentially capture the 
natural tendency of co-acting individuals to synchronize 
their rhythmic movements inphase with one another (Kelso, 
1995; Schmidt & Richardson, 2008).  

Finally, the far right expressions in each equation are 
repeller functions that act to push the two participants’ end-
effectors away from each other, at a strength determined by 
an exponential function of distance and γi. It is these latter 
repeller functions and the corresponding strength parameters 
γ1 and γ2 that are most important for our current discussion, 
in that scaling γ1 and γ2 reveals how the complementary 
roles that contributed to the task success of pairs (i.e., 
asymmetry in path ellipticality and deviations from 0° 
relative phase) was the result of a functional inter-
participant asymmetry in the strength of these repeller 
dynamics. This is best revealed by detailing the three ways 
in which scaling γ1 and γ2 can influence the movement 
trajectories produced by the above system of equations: 

 
1). If γ1 = γ2 = 0, then no motion is created along y1 or y2 

(i.e.  =  = 0). Synchronized straight-line movement 
trajectories are therefore produced along the primary, 
oscillatory axes of motion, x1 and x2, which is equated with 
unsuccessful task performance as such trajectories would 
result in a collision (see Figure 1. bottom left). 
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Figure 1. (top) Representations of the experimental setup and task display. (left middle) Abstract representation of the 2-dimensional task 
space embedded at a 45° angle within a shoulder-centered, body-space coordinate system. (right middle) Abstract representation of the 
joint-action task system, in which xi corresponds to the between target axis of oscillation for a participant, defined by a limit cycle 
oscillator. yi corresponds to orthogonal deviations away from a principal between target movement axis and is defined by a simple damped 
mass-spring. ξxi and ξyi correspond to the horizontal (frontal) and vertical (sagittal) dimensions of the task movements with respect to 
shoulder-centered body-space. (bottom) Examples of how modulating the strength of the repulsive coupling parameters γ1 and γ2 can 
produce different movement trajectories. The simulated time series were generated using the parameter settings b1 = 1, b2 = 2, k 1 = k2 = 2π, 
c1 = c2 = .5 and α1 = α2 = .5. (bottom left), γ1 = γ2 = 0. (bottom middle) γ1 = γ2 =15. (bottom right) and γ1 =20, γy2 = 2. A small amount of 
Gaussian noise was also added at each time-step (taken from a normal distribution with a mean of 0 and an SD of 5). Solid lines denote 
movement trajectories; grey dots denote relative movement positions (i.e., relative phase) at an exemplar time step.  
 

2). If γ1 = γ2 > 0, then equivalent motion patterns are 
created along y1 and y2 resulting in elliptical trajectories that 
are symmetric and synchronized with zero phase lag (see 
Figure 1. bottom middle). Note that this situation actually 
results in a stable collision avoidance solution, especially 
for γx1 >> 0. The solution is symmetric, though, both in 
terms of the movement trajectories produced and state 
topology—the solution is invariant to the permutation of (x1, 
y1) and (x2, y2)—and does not include a phase lag. In others 
words, this solution does not entail the functional 
asymmetry (complementary roles).  

 
3). However, if γ1 ≠ γ2, an asymmetry in the movement 

trajectory emerges, as well as a phase lag between the more-
elliptical and the more-straight-line trajectory (see Figure 1. 
bottom right). This asymmetry and phase lag is qualitatively 
similar to that observed by Richardson et al., (2015). In fact, 
by modulating the differential magnitudes of γ1 and γ2 one 

can generate a range of movement trajectory patterns that 
match the range of coordinated movement patterns 
exhibited by participants in Richardson et al., (2015). 

Current Project. The current project was designed to 
further explore the behavioral dynamics of the Richardson 
et al., (2015) joint-action collision avoidance task. More 
specifically, the current study was designed to test whether 
individuals would converge on the symmetric task solution 
predicted by the model described above (i.e., when γ1 = γ2 > 
0, as in [2] above), such that each individual in a pair would 
produce more symmetric elliptical movement trajectories 
with little or no phase lag. Two modifications to the original 
task procedure were employed to facilitate this possibility. 
First, in contrast to the relatively high cost of collision in the 
original study (i.e. a collision ended a trial and participants 
were forced to perform additional trials until they reached a 
score of 15), a collision in the current study simply resulted 
in an auditory alarm (loud beep sound) and higher score, but 
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did not end the trial. Second, although participants were 
instructed to avoid colliding into each other and attempt to 
get the lowest score possible (i.e., lowest number of 
collisions), they were only required to complete 4 two-
minute trials independent of the number of collisions. Note 
that in addition to the expectation that the lower relative cost 
of colliding would reduce the degree of movement 
asymmetry between co-acting individuals, it was also 
expected that the magnitude of movement ellipticity would 
also be reduced. In other words, pairs would produce similar 
and straighter movement trajectories.   

 Method 
Participants 
Sixteen right-handed subject pairs (N = 32) participated for 
partial course credit at the University of Cincinnati.  

Procedure 
The procedure utilized a modified paradigm from 
Richardson et al. (2015). Participant pairs were instructed to 
perform the same repetitive targeting task in which they 
each moved a small (5 cm diameter) red dot between two 
square targets (20 cm) positioned in each of the four corners 
of a 50 inch computer monitor. Participants stood back-to- 
back each facing their own monitor. (See Figure 1 top). 
Each participant moved their stimulus dot such that one 
participant moved their stimulus between the bottom-left 
and top-right target while the other participant moved their 
stimulus between the bottom-right and top-left target. A 
Polhemus FASTRACK magnetic motion tracking system 
was used record the movement of each participant’s right 
hand and to control participant stimuli in real time.  

Upon arrival participants were informed that they would 
be participating in an experiment investigating joint action 
and would be playing a game in which they were required to 
move a dot back and forth between two targets. The exact 
instructions of the game were: “the goal of this task is to 
move your stimulus back and forth between your target 
locations continuously and at a comfortable speed so that 
your stimuli do not collide, hit, or bump into each other”. 
They were informed that they would complete four, two-
minute trials, and the goal of the game was to score as few 
hits as possible. Participants were also informed that if they 
did hit or collide into each other that an audible alarm beep 
would be played.  

Results 
All participant pairs were able to complete the 

experiment. Two trials were excluded, one trial from two 
different pairs, due to equipment malfunction. Prior to 
analysis, position time series were low-pass filtered using a 
10 Hz Butterworth filter. Three data analysis techniques 
were used to characterize the movement and coordination 
that emerged during the collision avoidance task. First, we 
used principal components analysis (PCA) to quantify the 

degree to which participants adopted elliptical trajectories. 
Second, we calculated the distribution of relative phase 
angles (DRP) that occurred between the two participant’s 
principal x/y-axis of movement across eighteen 20◦ regions 
of relative phase between -180◦ and +180◦ using the Hilbert 
transform to determine if an asymmetry existed in the 
movement trajectories. In-phase coordination is indicated by 
a concentration of relative phase angles around 0◦. Finally, 
we calculated the normalized circular variance of the 
relative phase that occurred between the principal x/y- 
movements of co-participants. This measure quantifies the 
stability of the coordination on a scale from 0 = no 
coordination to 1 = strong or perfect coordination, and was 
used to test if a relationship existed between the 
coordination strength and the number of collisions (hits). 

 

 
Figure 2. Representative movement trajectories. 

Principal Components Analysis (PCA) 
PCA was used to quantify the normalized width (δ) of 

each participant’s motion about the primary axis of 
movement. δ is equal to the ratio of eigenvalues (λ) obtained 
from the covariance matrix between a participant’s x 
(frontal) and y (sagittal) movement data. Thus, δ is a 
measure of spread relative to the angular motion direction 
that is established by a ratio of deviations orthogonal to the 
principal axis of motion. For the current data, a greater 
value of δ indicates a larger divergence from a straight-line 
trajectory—a more circular movement.  

As can be seen from an inspection of Figure 2, which 
includes a representative sample of the movement time-
series trajectories observed as a function of trial, one or both 
of the participants tended to adopt a more elliptical 
trajectory across trials. A one-way repeated measures 
ANOVA comparing the average δ exhibited by pairs across 
trials 1 through 4 was significant, F(3,27) = 3.077, p = .03, 
confirming this observation. Planned within subjects 
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contrasts confirmed that differences between the first and 
last trial were driving this effect, F(1, 27) = 3.89, p = .059. 
Although this result is consistent with the findings of 
Richardson et al. (2015), it is important to note that the 
overall degree of elipticality was much less pronounced in 
the current study. It should be noted that although some 
participant pairs did still adopt complementary roles, the 
overall degree of this asymmetry was much less pronounced 
than that observed by Richardson et al.  

 

 

 

 

 
Figure 3. Distribution of Relative Phase. 

Relative Phase Analysis 
The mean DRP averaged across pairs is shown in Figure 3 
as a function of trial number. Recall, that canonical inphase 
coordination is depicted by a peak around 00. As expected, 
participants did appear to coordinate in an in-phase manner, 
with the majority of phase angles occurring in the -30º to 
+30º range, with an overall average relative phase angle of -
4.91°. Note that in the Richardson et al. study, there was a 
significant phase-lag between participants in each pair, with 
the overall average relative phase angle equally 
approximately -30º. This suggests that in the current study 
the strength of the repulsive coupling between participants 
in a pair was not only more equal, but was also weaker due 
to the reduced costs of collision. 
 

Table 1: Synchronization Index and Collisions 
 

M SD M SD M SD M SD

ρ 0.63 0.34 0.68 0.26 0.67 0.35 0.71 0.31

Hits 2.56 3.97 1.81 2.26 0.75 1.48 0.57 0.85

Trial 1 Trial 2 Trial 3 Trial 4

 
 

Circular Variance and Collisions 
The number of collisions that occurred between pairs ranged 
from zero to fifteen and the normalized circular variance 
ranged from 0.02 to 0.97. Descriptive statistics for both of 
these measures are summarized Table 1 above.  As can be 
seen from an inspection of Figure 4, there was a moderately 
negative association between number of collisions and the 
strength of the coordination observed, r = -.302, p = .017, 
such that the number of collisions increased as the stability 
of the coordination decreased. This indicates that more 
stable coordination resulted in better task success (i.e., fewer 
collisions) 
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Figure 4: Relationship between collisions and ρ 

Conclusion 
The aim of the current project was to further explore the 
behavioral dynamics of the joint-action collision avoidance 
task previous investigated and modeled by Richardson et al., 
(2015). In particular, we tested whether decreasing the cost 
of failure would weaken the repulsive coupling between 
participants and that this weakening would impact the 
movement and coordination patterns observed, such that 
pairs would produce a more symmetrical pattern of elliptical 
inphase coordination. Consistent with this expectation and 
model prediction 2 above, both participants in a pair tended 
to exhibit less elliptical and less asymmetric movement 
trajectories than observed by Richardson et al., (2015). 
Moreover, participants produced more canonical inphase 
coordination in comparison to participants in the Richardson 
et al. study. The results of the current study therefore further 
validate the collision-avoidance model proposed by 
Richardson et al. (2015) and provides evidence that the 
behavioral dynamics that shape interpersonal or joint-action 
behavior are not only defined by the physical and 
information properties of the task, but also by the strength 
and importance of the shared task goal. 
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Abstract 

Humans are able to successfully detect characteristics about 
others that serve to guide interaction, yet the source of this 
information is unclear. We hypothesized that biological 
motion specifies sex and race as these invariant categorical 
characteristics often guide interaction. Results indicated that 
movement kinematics are necessary but not sufficient for sex 
detection and that race is detectable when movement is 
produced by Caucasians but not African Americans, and only 
when kinematic information is embedded in body structure. 
These results imply that social psychological perspectives on 
person perception should be integrated with ecological 
psychological perspectives on affordances in order to 
understand social cognition.  
 
Keywords: social cognition; kinematic specification of 
dynamics; person perception; biological motion 

Introduction 
Humans are perpetually embedded within social context. As 
such, we are all potential interaction partners. A smile in 
passing, a short conversation with a stranger while standing 
in line, playing a game with friends, a dance, a marriage 
proposal, a surgical team performing an emergency 
procedure—we interact with others in a myriad of different 
ways. While interactions vary with regard to familiarity, 
complexity, purpose, and duration, the tasks we perform 
together allow us to accomplish shared goals and maintain 
various types of relationships. It is also necessary that we 
accurately detect social information. This information 
allows us to distinguish among those we interact with and 
provides feedback on how interactions might unfold over 
time. We also use this information to coordinate with one 
another, such that tasks are accomplished effectively and 
appropriately. Yet, there is not one prototypical social 
interaction. This is not to say that social interactions are not 
random or non-deterministic. On the contrary, social 
interactions are functionally defined and guided by time-
evolving and goal directed behavior (e.g. type of interaction, 
need for social belonging), that allows us to understand and 
organize the world in terms of others and their relationship 
to us. Traditional social psychology suggests that social 
cognition, defined as an implicit and highly automatic 
information processing activity, guides ongoing behavior 

with others (Greenwald & Banaji, 1995). This approach has 
been valuable since social psychological research has 
clearly demonstrated that categorical person knowledge 
(e.g. race, sex), behavioral knowledge (e.g. relationship 
history, exposure, prior behavior), and dispositional 
characteristics (e.g. personality, attitudes, self-esteem) 
interact to allow for adaptive behavior in the service of 
effective social exchange (Greenwald & Banaji, 1995; 
Macrae & Quadflieg, 2010; Kenny, 2004). 

A criticism of this perspective is that we do not fully 
understand how perceptual processes influence social 
cognition because explanations have been limited to 
representational accounts—abstract representations and 
disembodied cognitive processes are assumed to underlie 
social perception (Macrae & Quadflieg, 2010). Moreover, 
this traditional approach does not sufficiently recognize the 
role of coordination and action in social cognition, even 
though movement and coordination directly impact 
outcomes of social interaction such as rapport, liking, and 
person perception (e.g. Hodges & Baron, 2007; Marsh, 
Richardson, & Schmidt, 2009; Richardson, Marsh, & 
Schmidt, 2010; Runeson & Fryholm, 1983). As such, 
research is needed that addresses how perceptual-motor 
processes, including the movement coordination between 
interacting individuals, reveal social information during 
ongoing and dynamic social interaction with others. By 
understanding how motor processes reveal information 
about others and about the interaction itself, we can better 
conceptualize social cognition as an emergent outcome of a 
coupled system of co-actors in which perception, action, and 
cognition are irreducible and dynamically intertwined. As 
such, social cognition could be conceptualized as emerging 
from the mutual constraints and functional couplings 
amongst these processes, agents and environment, and 
agents themselves.   

Social Cognition 
The traditional understanding of person perception is that 
we develop schemas for interaction by integrating isolated 
pieces of information about ourselves, others, and 
behavioral actions in order to predict future behavior and 
understand social interactions with others (Macrae & 
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Quadflieg, 2010). In support of this interaction-based 
approach Kenny (2004) has found that people utilize both 
categorical and behavioral information to make target 
judgments and to predict how someone will act given a 
specific context, and, that we integrate these information 
sources to form individualized schema. Here, categorical 
information refers to nonverbal behaviors, appearance 
characteristics, stereotypes based on group membership, or 
other immediately detectable cues that place individuals into 
general categories. Behavioral information is functionally 
defined in that there is meaning attached to an individual’s 
actions. Because people are capable of detecting 
information about others at zero acquaintance (when they 
have never met a person before), it is reasonable to 
hypothesize that there is invariant information (e.g., sex; 
race) available that individuals are sensitive to and that this 
information initially informs our interactions with others. 

The zero acquaintance or “thin slices” paradigm requires 
participants to view a short (less than 5 minute) visual 
sample of a target, and make judgments about the 
categorical and behavioral information that applies to them 
(Ambady, Bernieri, & Richeson, 2000). Thin slices 
successfully predict a wide variety of variant and invariant 
characteristics including: affect, personality traits, 
interaction motivation, social relationships between actors, 
bias, job performance, quality of relationship, gender, 
sexual orientation, and others (see Ambady, Bernieri & 
Richeson, 2000 for review). Interestingly, individuals who 
move more are more accurately and reliably judged than 
less expressive individuals (Ambady, Bernieri, & Richeson, 
2000). Also, contrary to expectation, longer behavioral 
samples (4-5 minute) do not result in greater accuracy than 
shorter samples of 200-400 ms. Yet, it is well known that as 
interaction time increases the utilization of variant 
behavioral information compared to invariant categorical 
information also increases (Ambady, Bernieri & Richeson, 
2000). Together, these findings suggest that brief 
movements supply information that is integral to accuracy 
and reliability of judgments when forming person 
perceptions, but additional information is gained from social 
interaction extended in time. 

People may also bring individual variability into 
situations, including judgments others from thin slices. 
Hirschberg and Jennings (1980) have proposed that we 
attend to our interpersonal environment in ways that 
correspond to our self-perceptions (e.g. personality traits). 
They have demonstrated that our opinions about ourselves 
may impact how we judge others—that salient 
characteristics of our identity my impact those judgments 
(Hirschberg & Jennings, 1980). More recently, it has been 
shown that evaluator characteristics during clinical 
personality assessments demonstrate the same types of 
effects (Miller, Rufino, Boccaccini, Jackson, & Murrie, 
2011). More generally, these effects are consistent across 
individual perceivers (Wood, Harms, & Vazire, 2010), 
lending credibility to the idea that individual differences 

may be considered a type of invariant characteristic in 
person perception. 

While categorical information is often invariant, for 
example, individuals do not often change their race or sex, 
this information implies variant behavioral characteristics 
associated with belonging to these categories and used to 
form interaction schema. Yet, we know little about how 
these processes overlap or how these characteristics are 
specified. This begs the question, can we detect these 
characteristics, and if so, what information facilitates 
accurate detection?  

Macrae and Quadflieg (2010) have argued that person 
knowledge is perceptual and we detect both of these types 
of information. To be clear, invariant person knowledge 
refers to stable cues that are not context specific, like sex, 
race, age, or other visual information and is analogous to 
categorical information described above. Variant person 
knowledge, like behavioral information, is a medium that 
propagates social information and includes dynamic cues 
like eye gaze direction and head-body orientation. 
Importantly, both invariant and variant person knowledge 
are integrated in order to maintain stable understandings of 
other conspecifics and interact effectively (Macrae & 
Quadflieg, 2010). Thus, it is possible that we may extend 
the thin slice literature by exploring what information might 
be available in human movement. 

Biological Motion and Person Perception 
One promising area of research that provides a methodology 
for testing informational specification of invariant 
categorical person knowledge is biological motion. First 
described by Johansson (1973), point light displays have 
been used to identify the type of detectable characteristics 
available in biological motion quite broadly.  A point-light 
(PL) display is a dynamic video that reduces whole body 
movement to bright markers placed on major joints. Point 
light displays retain kinematic information while 
eliminating all other sources of person knowledge 
(Johansson, 1973). Because movement is determined by 
kinematics (mechanics of motion) and motion is explained 
by dynamics (properties of objects that are causally 
involved in the course of movement), individuals perceive 
causality by detecting dynamic properties that specify what 
can be done with a moving object, including other 
individuals (Runeson & Frykholm, 1983). This implies that 
a portion of person knowledge may be derived from human 
motion because what we can do with another human is often 
closely associated with socially relevant information that 
helps to guide interaction (e.g. sex or race). 
  Indeed, prior research has shown that socially relevant 
information can be detected from movement, specifically 
from gait dynamics. Kozlowski and Cutting (1977) 
demonstrated that the sex of a walker could be detected 
from a dynamic point light display. Cutting and Kozlowski 
(1977) found that information in gait using PL displays 
allowed subjects to categorize strangers and friends 
accurately. Gait dynamics also impact trait impressions of 
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power, happiness, and youthfulness, masculinity, 
easygoingness and approachability (Montepare & 
Zebrowitz-McArthur, 1988). Yet, research that examines 
how other types of social behaviors (e.g. dancing, playing 
sports, etc.) specify categorical or behavioral characteristics 
(e.g. race, personality, liking etc.) is needed in order to 
make a stronger claim that person characteristics are 
perceptual in nature. As such, we argue that movement 
guides accurate person perception and we are able to detect 
both variant and invariant information from biological 
motion.  

Current Study 
Overall, the previous research suggests that movement 
produces information that may guide initial interaction by 
specifying target characteristics. However, it is unclear how 
biological motion is used to make accurate predictions about 
targets in terms of person knowledge, and what target 
characteristics are detectible from movement kinematics in 
more ecologically valid tasks beyond gait. Furthermore, 
while various types of target characteristics can be detected 
from biological motion, to date, no studies have addressed 
whether race is specified by kinematics. Moreover, 
individuals do not only encounter the movements of joints 
on a screen—we come across a set of embodied joints that 
have a characteristic shape and outline in addition to 
kinematics. As such, research that addresses whether a 
moving body devoid of facial features and skin complexion 
allows for successful detection of invariant person 
characteristics adds to our understanding of how movement 
makes person knowledge discoverable. In the current study 
we will address these issues by employing two types of 
movement displays. First, a point light display that is height 
normalized and shows the movements of the major joints as 
dots on a screen, and second, a grey scale depth display 
using the Xbox Kinect, which displays body structure and 
outline, but no other identifying characteristics like facial 
structure, skin complexion or hair. All movement displays 
will show movement from individuals between 5’9” and 6’ 
tall actors.  

The current study tested the hypothesis that movement 
underlies social cognition because movement produces 
kinematic information that specifies invariant person 
knowledge. Additionally, we sought to identify whether 
variables important for person perception (sex and race) 
were detectable at zero acquaintance, and what type of 
information was required to do so (i.e. kinematics alone vs. 
body structure in addition to kinematic information). We 
hypothesized that sex and race would be detectable at zero 
acquaintance from kinematic information alone and 
kinematic information plus body structure, but that accuracy 
would be greater with additional information about body 
structure. We also predicted that individual difference 
variables would be related to detection accuracy (e.g. mood, 
personality, sociability, status).  

Method 
The current project implemented a within subjects design 
with stimulus type (point light and depth array) as the 
primary independent variable. Sex and race detection 
sensitivity served as the primary dependent variables. 
Participants were asked to judge avatars being designed for 
use in a virtual reality game in order to disguise the actual 
purpose of the experiment and minimize bias. All 
experimental procedures and materials were approved by 
the University of Cincinnati Institutional Review Board.  

Participants 
Subjects (N = 27) participated in exchange for partial course 
credit. Subjects were all right handed and free from any 
known neurological or musculoskeletal disorder and had 
normal or corrected to normal vision. The majority of 
participants were white (89.7%), female (72.4%), and 
ranged in age from 17 to 44 years old (M = 19.4). 

Procedure 
Participants completed a questionnaire assessing 
demographic variables and individual differences and 
practiced making avatar judgments upon entering the lab 
and after providing informed consent. Subsequently, 
participants viewed a total of 48 pre-recorded movements 
produced by eight actors and recorded by the Xbox Kinect 
displayed on a 50” computer monitor. Each video stimulus 
was 15 seconds in duration and displayed one of three 
movements (walking in place, jumping jacks or side-to-side 
shuffle steps) produced by each actor. Each actor (2 black 
men, 2 black women, 2 white men, and 2 white women) had 
his or her movements recorded at an earlier date to create 
each stimulus. Point light displays and depth array displays 
were matched such that the same movement data produced 
by the actor for each movement created both types of 
stimuli. Participants viewed 24 point light stimuli and 24 
depth array stimuli in blocks. Video type was 
counterbalanced and no order effects were observed. 
Immediately following each video, participants filled out a 
questionnaire on an iPad to indicate their judgments of the 
target (i.e., sex, race). 

Results 
We employed several data analysis techniques in order to 
determine participants’ sensitivity and ability to accurately 
detect sex and race. We used signal detection theory and 
calculated d-prime (d’), a signal-to-noise sensitivity 
measure, for each participant as a function of sex, race, and 
stimulus type. We tested these values against zero to 
determine if participants were able to successfully predict 
target characteristics above chance levels. We used a one-
way repeated measures ANOVA to determine if stimulus 
type was related to accuracy. Finally, we correlated 
sensitivity measures with individual difference variables in 
order to determine if participants’ sensitivity was related to 
dispositional characteristics.  
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Sex Detection 
We hypothesized that participants would be able to 
accurately detect sex from both types of stimuli, but would 
be more accurate when viewing the depth array. Results 
partially supported this hypothesis. Results from an one 
sample t-test (against a d’ value of 0) indicated that 
participants were able to accurately detect sex above chance 
levels from point light displays if the movement was 
produced by a female, t(24) = 2.584, p = .016, but not if the 
movement was produced by a male (p > .05). When viewing 
the depth array, participants were able to successfully detect 
both male, t(25) = 18.173, p < .001, and female, t(25) = 
19.739, p < .001 above chance levels. Furthermore, results 
of a paired samples t-test indicated that there was a 
significant difference in detection accuracy between 
stimulus type when detecting males, t(23) = -11.798, p < 
.001, and females, t(23) = -14.212, p < .001, such that 
participants were more accurate in detecting sex from the 
depth array in both cases. Figure 2 summarizes these 
patterns.  

We also tested the effects of stimulus type on sex 
detection using a one-way repeated measures ANOVA. All 
results were non-significant (all p’s > .21). This indicates 
the type of movement the participants viewed did not 
impact detection sensitivity to sex. Together, these results 
indicate that it is not a specific movement type driving sex 
detection in the current study.  
 

 
 

Figure 2. Sensitivity to sex as a function of stimulus type.  

Race Detection 
We also expected that participants might be able to 
successfully detect race from both point light and depth 
array stimuli, but that they would be more sensitive in the 
depth array condition. Overall, however, the result did not 
support this hypothesis. Participants were unable to detect 
either race (Caucasian or African American) from the point 
light displays (all p’s > .05). For the depth array, 
participants were able to accurately detect race above a 
chance level if the stimulus depicted the movements of 
someone Caucasian, t(23) = 2.097, p = .047, but not if the 
movements were produced by an African American 
individual (p > .05). Results are summarized in Figure 3 

below. In light of the sex detection results and because race 
does not seem to be detectable from these movements we 
did not test for the effects of movement type on d’.  
 

 
 
Figure 2. Sensitivity to race as a function of stimulus type. 

Individual Differences 
We also hypothesized that participants’ dispositional 
characteristics would be related to their ability accurately 
detect sex and race. We calculated bivariate correlations 
between d’ values and individual difference scores to 
determine if any dispositional characteristics (e.g. 
personality traits or sociality) were associated with detection 
sensitivity. We found that several dispositional 
characteristics were significantly associated with d’ values, 
which are summarized below (Table 1). In general, 
participants’ mood at the time of the experiment and self-
reported friendliness impacted race detection, while 
personality (openness to experience) and self-perceived 
status impacted sex detection from kinematic information. 

 
Table 1: Correlations between sensitivity and individual 

difference variables (*p < .05, **p < .001) 
 

Openness High	  Status Friendliness	   Good	  Mood
d '	  female	  (PL) .523*
d '	  male	  (PL) -‐.451*
d '	  male	  (DA)
d '	  Cauc	  (PL) -‐.525* -‐.424*
d '	  Afr.	  Am.	  (PL) -‐.525* -‐.424*
d'	  Afr.	  Am.	  (DA) .534**  

Discussion 
Individuals are embedded within a rich social context. Other 
people provide a potentially infinite number of possible 
interactions, yet there is structure to the way we understand 
others and how we interact with them. We accomplish 
shared goals and form complex and unique relationships 
with others. Interaction is guided by both invariant 
categorical and variant behavioral information that function 
to differentiate individuals from one another and guide 
interaction norms. We need to belong, and, as such, we 
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often parse the world in terms of the social relationships we 
have with others. 

A long history in social psychology has understood social 
cognition as an information processing activity that is rather 
implicit, yet integrates variant and invariant person 
knowledge and organizes this information in order to 
effectively interact with others. On the other hand, a long 
history in ecological psychology posits that we interact with 
others in terms of what we can do with or what others afford 
us (Gibson, 1979). This perspective argues that what we do 
with others is a function of information detection, rather 
than processing, in which information is detectable from 
energetic invariants (e.g. biological motion) that specify 
particular possibilities for interaction.  

Yet, these two traditions are not mutually exclusive or 
contradictory. Here, we attempted to illustrate how these 
two perspectives can reinforce one another by examining if 
movement provides the energetic information that specifies 
particular invariant categorical characteristics important for 
social cognition—sex and race. Additionally, we attempted 
to tease apart what information is available in kinematics 
alone (by displaying joint movements devoid of all other 
bodily cues to sex and race) from what can be detected from 
movement in the absence of other socially relevant invariant 
information (e.g. facial structure, hair, skin tone) by 
displaying kinematics embedded in body structure. We 
hypothesized that, in general, social cognition likely 
emerges from the mutual constraints and functional 
couplings between co-actors embedded in a social 
environment (Marsh, Richardson & Schmidt, 2009) and that 
it was likely that rather than an actor simply detecting 
behavioral possibilities from a static object via their own 
movement (Gibson, 1979) social information is specified by 
the movement of others and modulated by individual 
differences in detection ability. We found that the 
relationship between biological motion and invariant 
categorical information about targets is not clear-cut. 

For sex, kinematics alone seems to provide information 
for accurately detecting females, as prior work has 
demonstrated. Yet, in support of our hypotheses, providing 
some body structure drastically improves detection accuracy 
for both males and females. This provides initial evidence 
that kinematics are necessary, but not sufficient for 
successful recognition of sex, although it could be an issue 
of statistical power as to why we were unable to fully 
replicate Kozlowski and Cutting (1977). Additionally, we 
found that movement type was not related to the sensitivity 
to sex. This seems to indicate that there may be information 
in movement that specifies sex more broadly. Although 
some work exists that implicates hip to waist ratio and gait 
patterns like hip sway and shoulder swagger as specifying 
characteristics for sex detection (Johnson & Tassinary, 
2005), determining additional biological constraints that 
might specify sex (e.g. center of mass or specific joint 
movement) would be useful. Our work is also novel in light 
of prior research that has demonstrated a bias toward male 
sex recognition from biological motion both temporally and 

in frequency of categorization (Johnson, Iida, & Tassinary, 
2012). Additionally, it would be valuable to explore how 
movements associated with stereotypical female activities 
(e.g. loading a washing machine vs. fixing a car) are linked 
to detection sensitivity. 

 These results imply that neither traditional social 
psychological research suggesting representation of 
categorical knowledge, nor ecological suggestions that posit 
all information is contained in movement are correct in and 
of themselves. As such, future research on how sex is 
perceived and used during social interaction must address 
and integrate both of these perspectives. Additionally, future 
research should address perceiver characteristics that might 
influence sex detection such as sexual orientation. As many 
of our participants were female, it also would be appropriate 
to determine if group status (same sex vs. different sex) 
impacts the degree to which participants are sensitive to 
target sex or if gender identification maps onto movement in 
a similar manner to biological sex.  

As for race detection, the results are even less clear. Our 
results suggest that race is only detectable with body 
structure, and perhaps only when produced by Caucasian 
individuals. Prior research has yet to As race is an invariant 
categorical characteristic that is socially constructed and 
irreducible to skin complexion, these results are not 
insignificant. Participants predicted that targets were 
Caucasian more frequently than they predicted that targets 
were African American. The demographic composition at 
the university or geographically is likely to impact both 
familiarity with and perceived representation of non-white 
individuals, thus researchers should take this into account 
when generalizing as to whether or not race is detectable 
from movement. Furthermore, because the majority of our 
participants were white, it could be the case that individuals 
are more sensitive to their racial in-group, although we were 
underpowered and could not test this assumption 
statistically. Finally, it could be the case that because race is 
less biologically constrained than sex (e.g. men and women 
have a different center of mass due to skeletal and body 
proportion differences) and it may be the case that race 
perception has more to do with how people think people of 
different racial categories are likely to move. This suggests 
that implicit biases or stereotypical racial associations 
should be examined in future studies.  

Finally, we attempted to address the question of what 
people bring to the situation; what individual differences are 
likely to affect sex or race detection? While some 
correlations exist between sensitivity to race and sex, we are 
reluctant to make any strong conclusions from these 
relationships. The presence of moderately strong 
associations precludes us from dismissing them entirely, but 
for now we only suggest that individuals’ dispositional 
characteristics are a likely influence on the ability to detect 
sex and race from human movement. It could also be the 
case that methodological characteristics of the study (e.g. 
order of the questions in the survey) made these 
characteristics salient. Future research should address 
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additional individual difference variables on sex and race 
detection to determine which, if any, moderate or mediate 
sensitivity scores.  

Conclusion 
The research described here suggests the following. First, 

that sex is detectable from biological motion and that body 
structure plays a significant role, above and beyond joint 
kinematics. This is the case for multiple types of 
movements, indicating that gait is not the only specifying 
action for sex. Second, that race may be detectable for 
members of one’s in-group or more easily with familiarity 
and experience, but is likely not a result of biological 
constraints on movement or kinematics. Third, that 
individual differences seem to be related to detecting both 
sex and race, thus identifying the pertinent factors that 
impact sensitivity is needed. Overall, we have provided 
initial evidence that both the social and ecological 
perspectives on social cognition can contribute to our 
understanding of how we perceive and identify the 
characteristics of others that impact our interactions with 
them.  
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Abstract 

This paper describes how a cognitive architecture builds a 
spatial model and navigates from it without a map. Each con-
structed model is a collage of spatial affordances that de-
scribes how the environment has been sensed and traversed. 
The system exploits the evolving model while it directs an 
agent to explore the environment. Effective models are 
learned quickly during travel. Moreover, when combined with 
simple heuristics, the learned spatial model supports effective 
navigation. In three simple environments, these learned mod-
els describe space in ways familiar to people, and often pro-
duce near-optimal travel times.  

Keywords: spatial cognition, cognitive architecture, spatial 
affordances, learning, exploration 

Introduction 
People somehow find their way through unfamiliar territory 
without a map, and with experience soon improve their abil-
ity to navigate there. This paper describes a system that 
simulates that skill development in an agent subject to noise 
and uncertainty. Our thesis is that learning to navigate is 
based on commonsense, qualitative reasoning, exploration, 
and affordances derived from perception. Our approach re-
lies on devices well documented in people: a penchant for 
exploration and the representation and exploitation of per-
ceptual experience through heuristic reasoning. Two princi-
pal results are reported here. First, a reusable, transferable, 
human-friendly depiction of an environment can be learned 
quickly. Second, such a model supports navigation in time 
close to that realized by an optimal path planner that con-
tends with similar noise and uncertainty.  

Spatial cognition learns, organizes, and applies know-
ledge about a spatial environment. People represent that 
knowledge internally as a spatial mental model, but the na-
ture of that model remains an open question. Empirical evi-
dence shows it is not an image-like metric map, even for a 
simple environment. Tversky’s subjects displayed systemat-
ic errors incompatible with a map (Tversky, 1993). She sug-
gested that their mental model was a gradually acquired col-
lage of disparate knowledge types. In another study, 
subjects navigated no differently when their virtual 
environments were metrically or topologically possible or 
impossible (Zetzsche, Galbraith, Wolter, & Schill, 2009).  

Neurophysiologists have suggested that people use a sen-
sorimotor or graph-like spatial mental model, where spatial 

abstractions remove perceived but irrelevant details from 
spatial knowledge (Frommberger & Wolter, 2008). An af-
fordance is a relation that enables one to perform an action 
(Gibson, 1977). Here, a spatial affordance is a spatial ab-
straction that supports navigation. This paper focuses on 
how a cognitive architecture combines a penchant for explo-
ration (Speekenbrink & Konstantinidis, 2014) with the heu-
ristic exploitation of learned spatial affordances. 

Navigation, as studied here, is in a world, a dynamic, par-
tially observable environment where maps are unreliable or 
unavailable, and landmarks may be absent, obscured, or 
obliterated. Examples include complex office buildings, 
warehouses, and search and rescue scenes. A traveler there 
may encounter unanticipated barriers or passageways. 

SemaFORR is an application of the FORR cognitive ar-
chitecture to robot navigation (Epstein, 1994). FORR was 
confirmed as cognitively plausible on human game players 
(Ratterman & Epstein, 1995), and has since learned success-
fully in a variety of application domains. FORR relies on 
multiple application-specific rationales, good reasons to se-
lect an action. This makes it a particularly suitable cognitive 
architecture for navigation, given that people also rely on 
multiple wayfinding strategies to select routes (Takemiya & 
Ishikawa, 2013; Tenbrink, Bergmann, & Konieczny, 2011). 
Moreover, SemaFORR’s rationales exploit research on the 
ways people perceive, envision, describe, and navigate 
through space (e.g., (Golledge, 1999)). 

SemaFORR makes navigation decisions for a simple au-
tonomous robot. The robot has no map; instead, it has only a 
local view of its immediate surroundings, a form of low-
level sensorimotor perception. This view is provided by a 
wall register, a set of limited-range sensors that calculate 

  
 (a) (b) 
Figure 1: How SemaFORR perceives space and what it 
learns. (a) From its heading (arrow), the robot has only a lo-
cal view. The inferred region is shown as a circle. (b) A 
learned spatial model for world A. Dots are regions’ exits. 
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the robot’s distance to the nearest wall in 10 directions, as in 
Figure 1(a).  

Through heuristic analysis of both the robot’s perception 
and its travel in a world, SemaFORR quickly learns a spa-
tial model as a set of spatial affordances. Figure 1(b) super-
imposes an example of a learned spatial model on the true 
map for a simple office space (world A). The circles and 
squares represent regions and conveyors, respectively. (Both 
are explained in the next section.) The model clearly cap-
tures world A’s rooms and hallway. Although this learned 
collage is only approximately correct, we show here that it 
supports effective navigation. 

SemaFORR is ultimately intended to make decisions for 
the robots of HRTeam (Human-Robot Team) (Sklar et al., 
2011). An HRTeam robot is autonomous, inexpensive, and 
has simple perceptual devices. It is challenged both by actu-
ator noise (imperfectly executed intended actions) and un-
certainty (e.g., in its perceived location or from friction).  

Because a SemaFORR robot is also intended to collabo-
rate with a human team member, properties of our approach 
become particularly important. SemaFORR’s decision struc-
ture allows a robot to explain the reasons for its actions. Be-
cause those reasons are readily understandable by people, 
human-robot collaboration can be more natural for the per-
son. In addition, a cognitively plausible mental model can 
be shared with the person at a level of abstraction that is 
both meaningful and parsimonious.  

The next section of this paper describes the navigation 
task, FORR, and SemaFORR. Subsequent sections include 
the experimental design and results for several navigators 
constructed within SemaFORR. The paper concludes with 
related research and a discussion that includes current work. 

Navigation, FORR, and SemaFORR 
For SemaFORR, a task requires the robot to visit (come 
within ε of) a target. A location in a two-dimensional world 
is a real-valued pair (x,y) that denotes a point in a coordinate 
plane. At any instant, the robot’s position is its location and 
its heading (allocentric forward direction). Given the tar-
get’s location and its own location (from overhead cameras), 
the robot can compute the Euclidean distance between them. 

Classical robot navigation either assumes a map or has the 
robot navigate to construct one. In such a map, the A* algo-
rithm can find an optimal (i.e., shortest) path between any 
two locations (Hart, Nilsson, & Raphael, 1968). For A*, a 
continuous map is discretized, that is, a coordinate grid is 
superimposed on the environment and each cell is treated as 
a node in a graph. A* then finds a plan, the shortest path 
from the robot’s start cell to the target’s cell. A* is ill-suited 
to unknown territory, however, because it requires a com-
plete and correct map. Many variations on A* address dy-
namic or uncertain environments, but when a robot’s plan 
fails, the robot still must repair it or replan. This paper ex-
plores what a robot can achieve without planning. 

SemaFORR’s robot senses only at a decision point, its lo-
cation when it selects its next action. In a FORR-based sys-
tem, action selection is the product of a decision cycle. The 

input to a decision cycle is the current state, a set of possible 
actions, and world knowledge. In SemaFORR, the current 
state includes the wall register, the robot’s list of targets to 
visit, its current position, and a history of its decision points 
on the way to its current target. For cognitive efficiency, ra-
ther than generate possible actions in a continuous space, 
SemaFORR has a discrete repertoire of qualitative actions: 5 
forward linear moves of various lengths (henceforward, 
simply moves), 10 clockwise or counterclockwise rotations 
of various degrees (turns), and a pause (do nothing).  

SemaFORR is implemented with a simulator that repli-
cates the errors observed in our laboratory on a Surveyor 
SRV-1 Blackfin, a small robot platform with a webcam and 
802.11g wireless. Its larger moves and turns incur larger ac-
tuator discrepancies. SemaFORR’s world knowledge is its 
spatial model, represented as descriptives, described next. 

Descriptives capture affordances 
In FORR, a descriptive is a data item whose value is com-
puted on demand, with functions that determine how and 
when to update it. The current values of all descriptives are 
computed as input at the beginning of each decision cycle. 
Spatial affordances are represented as descriptives that 
evolve as the robot travels to new targets. 

When the robot reaches a target, SemaFORR reviews its 
true path, the sequence of decision points that brought it 
there and the wall register at each of them. SemaFORR then 
revises the true path to reduce expended cognitive and phys-
ical effort. (This is similar to people’s use of return paths in 
(Hamburger, Dienelt, Strickrodt, & Röser, 2013), but with 
decision points rather than landmarks or viewpoints.) 
SemaFORR uses the wall register at each decision point to 
identify a better (i.e., more direct) choice. In the resultant 
corrected path, edges represent better moves that were pos-
sible actions, as in Figure 2(a).  

SemaFORR’s learned spatial model summarizes its per-
ceptual and travel experience with three kinds of descrip-
tives: conveyors, regions, and exits. A conveyor grid covers 
the world with cells about 1.5 times the size of the robot’s 
footprint. It tallies how often all corrected paths intersect 
each cell. A conveyor is a cell with a high count; it repre-
sents an area through which many successful paths have 
traveled, as in Figure 2(b). A region approximates a con-
fined, connected, open space (e.g., a room). As in Figure 

  
 (a) (b)  
Figure 2: In world A, (a) a true path (dashed) to a target in 
the upper center, and its corrected (solid line) version based 
on local perception. (b) Conveyors after travel to 40 targets. 
Corrected paths passed through darker cells more often. 
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1(a), a region is a circle centered on the robot’s location, 
with radius equal to the shortest wall-register distance. (Re-
gions are reminiscent of areas in online mapping (Thrun et 
al., 1998), but do not require that the robot map all walls 
first.) Larger regions subsume smaller ones, and regions do 
not overlap. An exit from a region, shown here as a dot on 
its edge, is formed wherever a true path intersects its perim-
eter. To make a decision, SemaFORR applies commonsense 
and its descriptives through its Advisors. 

Advisors capture high-level reasoning 
In FORR, an Advisor is a boundedly rational (i.e., resource-
limited) procedure that represents a rationale. Given the cur-
rent state, world knowledge, and a possible action, an Advi-
sor produces its opinion on the action as a comment. The 
strength of a comment reflects the degree to which the Ad-
visor’s rationale supports or opposes the action. SemaFORR 
has 22 Advisors in all; Table 1 lists their rationales.   

Most rationales produce one Advisor for moves and an-
other for turns. A turn Advisor looks ahead to how it could 
use the same rationale after a turn. For example, GREEDY‘s 
comments on moves have strengths proportional to how 
close the moves are expected to bring the robot to the target. 
GREEDY’s comments on turns have strengths based on how 
close the robot could come to the target if it were to turn that 
way and then move in the resultant direction. A turn deci-
sion is not a plan - it recommends a turn and anticipates a 
subsequent move, but does not commit to one. 

SemaFORR has three rationales that exploit its learned 
spatial affordances. CONVEY supports moves to high-count 
conveyors, with preference for those further from the robot. 
(When high-count conveyors are near one another, CONVEY 
promotes travel through them rather than to them.) Exits 
support loose connectivity among the regions, as follows. If 
the robot is in region R, a leaf region is one with exits only 
to R. (With perfect knowledge, a leaf region would be a 
dead-end.) If the target is in region T, UNLIKELY opposes ac-
tions into a leaf region other than T, and EXIT supports ac-
tions toward exits from R that do not go to a leaf other than 
T, in the spirit of (Björnsson & Halldórsson, 2006). 

Two SemaFORR rationales advocate exploration as a way 
to reduce uncertainty, a requisite human behavior in noisy, 
dynamic domains (Speekenbrink & Konstantinidis, 2014). 
EXPLORER encourages movement to novel (or rarely visited) 
locations, those that minimize the total Euclidean distance to 
previous decision points in the current task only. NOTOPPO-
SITE prevents oscillation in place by vetoing turns that 
change the previous rotation direction after a pause.  

GREEDY and the remaining rationales rely only on com-
monsense and local perception. When there is no interven-
ing wall, VICTORY supports a move directly to the target, or 
a turn that aligns the robot’s heading with the target. When 
the robot is near the target, CLOSEIN supports actions with 
comment strengths based both on distance to the target and 
the heading correction necessary to reach it. AVOIDWALLS 
opposes actions that would bring the robot too close to a 
wall, and thereby risk collision due to noisy actuators. BIG-
STEP supports the largest possible action in each direction, 
with comment strengths proportional to that action’s size. 
Because a broader expanse offers more alternatives and al-
lows larger movements, ELBOWROOM prefers actions that 
maintain a reasonable distance from any wall. Finally, when 
the robot is facing a wall, GOAROUND veers away from it, 
and prefers larger turns more strongly when a wall is closer. 
Disagreements among Advisors are anticipated, and re-
solved during a decision cycle. 

Hierarchical decision making 
To reach a target, SemaFORR repeatedly selects one action 
at a time with the decision cycle shown in Figure 3. 
SemaFORR alternately chooses a move (or pause) on one 
decision cycle and a turn on the next decision cycle. Pauses 
allow extended turns in one direction. If SemaFORR choos-
es an action other than pause, it sends a command that 
drives the robot’s motors for some period of time. This ac-
tuation either turns the robot or propels it forward, subject to 
the simulated actuator error described above.  

FORR partitions Advisors into three tiers, which its deci-
sion cycle treats hierarchically. Advisors assumed to be cor-
rect are placed in tier 1. All other Advisors, in tier 3, are 
heuristics. (Tier 2 is not used here; it includes planners, and 

Table 1. SemaFORR’s Advisor rationales. * = rationale uses 
spatial affordances. † = rationale applies only to turns.  

     Name Rationale 
Tier 1 in the order Advisors are considered 

VICTORY Go to a target within range 
AVOIDWALLS Do not go within ε of a wall 
NOTOPPOSITE†  Do not oscillate in place 
Tier 3 heuristic Advisors vote to choose an action 
*CONVEY  Go to frequent, distant conveyors 
*EXIT Leave a region via an exit 
*UNLIKELY Do not enter a target-free leaf region  
BIGSTEP Make a large move or turn toward one 
CLOSEIN When nearby the target, go closer 
ELBOWROOM Go where there is room to move 
EXPLORER Go to unfamiliar locations 
GOAROUND† Turn to avoid obstacles directly before you 
GREEDY Go closer to the target  

 
Figure 3: The FORR decision cycle. 
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is the focus of current work.) In FORR, a comment from a 
tier-1 Advisor either forces an action or vetoes one. If any 
tier-1 Advisor selects an action, it becomes the decision. 
Otherwise, tier-1 Advisors may forbid some actions, and 
FORR invokes tier 3 on the actions that remain.  

As a FORR-based system, SemaFORR consults its tier-1 
Advisors first, in the order shown in Table 1. For example, 
assume that the robot in Figure 1(a) is about to select a turn. 
If its target is not in range, VICTORY does not comment, and 
AVOIDWALLS vetoes those turns to the right that would 
bring it too close to the wall. Then, if the last turn was to the 
right and the last move was a pause, NOTOPPOSITE vetoes 
all left turns, and SemaFORR then invokes tier 3 on the re-
maining turns. Because no tier-1 Advisor ever vetoes pause, 
there will always be at least one remaining action. If pause 
is selected or if only pause remains, the robot does nothing 
until the next decision cycle. 

Unlike tier 1, all tier-3 Advisors are consulted together. In 
tier 3, voting sums the comment strengths for each action, 
and the action with maximum total strength is the decision. 
(Ties are broken at random.) For example, a long (BIGSTEP) 
move that gets close to the target (GREEDY) and goes where 
the robot has not traveled in the current task (EXPLORER) is 
likely to have considerable support. Those Advisors also 
provide a human-friendly explanation for the decision. 

Experimental design 
We tested multiple navigators. SemaFORR-A* is our gold 
standard. From the map, it uses A* to plan an optimal path 
as a sequence of waypoints from the robot’s initial location 
to its target. SemaFORR-A* avoids walls and selects the ac-
tion that brings the robot closest to its next waypoint in the 
plan. To limit actuator error, SemaFORR-A* always choos-

es the smallest moves and turns. When a waypoint is ob-
structed, or when noisy actuators drive the robot too far 
from its next waypoint, SemaFORR-A* replans.  

SemaFORR uses all the Advisors in Table 1. To evaluate 
the impact of its components, we also tested ablated naviga-
tors with all the tier-1 Advisors but only subsets of the tier-3 
Advisors. SemaFORR-B, for basic, uses only commonsense 
and perception: BIGSTEP, CLOSEIN, ELBOWROOM, 
GOAROUND, and GREEDY. SemaFORR-E, for explore, is 
SemaFORR-B plus EXPLORER. SemaFORR-C and 
SemaFORR-R add to SemaFORR-E only the Advisors for 
conveyors or regions, respectively.  

Because SemaFORR is expected to improve its perfor-
mance over a sequence of tasks in unfamiliar, unmarked ter-
ritory, it should do lifelong (i.e., cumulative) learning. We 
tested each navigator in three worlds (A, B, and C) shown in 
Figures 1(b) and 4. A setting for a world is the robot’s start-
ing location (here, always in the lower left) and a randomly 
ordered list of 40 randomly generated targets to visit. In a 
trial, the robot begins a setting in its starting location and 
then attempts to travel from one target to the next, in order. 
There is a 250-decision limit to reach any one target. If the 
robot fails (does not reach a target), it begins travel toward 
the next target from its current position. Performance is av-
eraged over 5 trials in each of 5 settings, a total of 25 trials 
(1000 targets) per world for each navigator. Testing for the 
data reported here was performed in simulation.  

In each world, each navigator is evaluated on its trial 
time, the distance it travels, and the frequency with which it 
reaches its target within 250 decisions. Time includes time 
to sense (the wall register), to decide (consult the Advisors), 
to act (send and execute the command), and to learn (calcu-
late the affordances). In the following, cited results are sta-
tistically significant at p < 0.05 unless otherwise noted. 

Results 
Results appear in Table 2. SemaFORR-B, without explora-
tion or spatial affordances, is surprisingly effective in world 
B; it finishes within 12% of the optimal travel time. None-
theless, it fails on nearly a third of its targets in world C. 
When encouraged to explore (SemaFORR-E), however, the 
likelihood of success in worlds A and C improves consider-
ably. Compared to SemaFORR-E, conveyors (SemaFORR-
C) reduce the time and maintain the success rate in world C. 
Recall that SemaFORR-A* is limited to only the smallest 
moves and turns. SemaFORR, however, takes larger steps 

Table 2: Mean time in seconds, distance traveled, and the percentage of targets reached in 250 decision cycles. Only 
SemaFORR-A* uses a map. All other navigators use some combination of commonsense, spatial affordances, and 
exploration. Time includes time to sense, decide, move, and learn, where applicable.  

 World A World B World C 
Navigator Time Distance Success Time Distance Success Time Distance Success 

SemaFORR-A* 1035.89  400.06  100.00% 884.58  335.14  100.00% 1119.93  437.87  100.00% 
SemaFORR-B 1947.64  927.82 90.30% 991.97 501.14 98.40% 2999.65  880.08  71.40% 
SemaFORR-E 1375.11  942.68  98.90% 1022.78 627.87  98.90% 1476.82  917.87  99.50% 
SemaFORR-C 1243.31 885.04  99.60% 937.56  646.51  99.30% 1350.26  896.61  99.80% 
SemaFORR-R 1330.93 920.29  100.00% 979.24  612.62 98.90% 1492.19 915.14 99.30% 
SemaFORR 1279.04 915.89 99.50% 1010.99 686.24 99.30% 1458.90 967.27 99.40% 

        
 (a) (b)  
Figure 4: After navigation to 40 targets, a learned spatial 
model superimposed on the true map for (a) world B and (b) 
world C. For a model of world A, see Figure 1(b). 
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that may incur larger actuator errors, and thus travels about 
twice as far to reach the same targets.  

Although how hard it is to travel in these worlds is clearly 
correlated with learning time, both SemaFORR-A* and 
SemaFORR spend most of their time in travel. SemaFORR 
devotes 17%–18% of its time to decisions; SemaFORR-A* 
devotes about 19%, including planning; Moreover, 
SemaFORR’s learning is relatively fast; it spends 0.78% of 
its time learning in world A, 0.77% in B, and 0.89% in C.  

From local perception, SemaFORR learns the global spa-
tial models shown in Figures 1(b) and 4. Overall, after 40 
targets these models varied little across settings and trials. 
Because wall register values depend upon the robot’s head-
ing, they are necessarily approximations (e.g., the region in 
the center of world C crosses undetected walls and an upper 
room in world B is not captured). Emphases (e.g., the upper 
left conveyors in world A) are artifacts of the setting that 
generated the model. Nonetheless, regions capture the 
rooms in world A, and conveyors learn its hallway. In world 
B, SemaFORR learned a diagonal conveyor “highway” 
along with regions that captured every room it entered. In 
world C, conveyors learned the center aisle and the periph-
ery, with regions chained together by their exits.  

Related Work 
An early application of FORR to navigation (Epstein, 1998) 
was restricted to a grid world, where the robot occupied an 
entire cell. Its sensors had no range limit, its actuators were 
perfect, and it moved only orthogonally. Because its learn-
ing was not based on what is now known about human spa-
tial perception, that system did best in grids with randomly 
generated obstructions or centralized open space. Built 
spaces like those here proved considerably more difficult. 

SemaFORR draws from both empirical and theoretical re-
search on spatial mental models and navigation. It embodies 
this knowledge in how it perceives its environment, in what 
it learns, and in the multiple ways it integrates that infor-
mation with high-level reasoning. SemaFORR is similar in 
spirit to the Spatial Semantic Hierarchy (Kuipers, 2000). 
SemaFORR also considers moves and turns separately, and 
senses at the lowest level (the wall register) to build more 
complex representations (corrected paths and regions, which 
in turn support conveyors). Rather than culminate in places 
and paths with a single control rule, however, SemaFORR’s 
multiple rationales use spatial affordances: empty spaces 
and ways to move through and among them. 

SemaFORR’s sensorimotor experience uses a simple 
view (its wall register), similar to human reference frames 
(Meilinger, 2008). The construction of a corrected path from 
a true one and the wall registers recorded along it are a form 
of incremental model development that relies on human 
memories of visited locations (Battles & Fu, 2014). Two of 
SemaFORR’s spatial affordances are well documented in 
people. Regions are often noted as fundamental to wayfind-
ing (e.g., (Hölscher, Tenbrink, & Wiener, 2011; Reineking, 
Kohlhagen, & Zetsche, 2008)), and conveyors are similar to 
activation spread for navigation (Meilinger, 2008). Im-

proved performance with spatial affordances, and with more 
of them, confirms much empirical work (e.g., (Battles & Fu, 
2014; Tenbrink et al., 2011)).  

Like SMX (Zetzsche, Gerkensmeyser, Schmid, & Schill, 
2012), SemaFORR considers the actions it can perform and 
has only a partial view of its environment. SMX’s af-
fordances are its landmarks; SemaFORR’s are its descrip-
tives. Moreover, SemaFORR learns its affordances and how 
to reason with them. Advisors that enter or exit from re-
gions, without a plan for what to do next, emulate empirical 
observations on people (Battles & Fu, 2014). Finally, the 
GREEDY Advisors represent subjects who navigated primari-
ly by direction when they chose routes as they navigated 
(Hölscher et al., 2011).  

Discussion 
Worlds A, B, and C simulate office space, a rotunda, and a 
warehouse, “built” spaces familiar to people and constructed 
by them. For all our navigators, world B is the easiest and C 
the most difficult. Commonsense reasoning without spatial 
affordances suffices in world B. SemaFORR’s time there is 
close to optimal, and the model it provides is human-
friendly. In world C, however, exploration was essential to 
reach the targets. Conveyors further improved time in both 
A (p < 0.08) and C (p < 0.05). 

With experience, SemaFORR reaches its targets faster. 
By design, however, some targets are more difficult to 
reach. To demonstrate online learning, Figure 5 normalizes 
task time by how difficult it is to reach each target, underes-
timated (because it excludes turns) as the distance to the tar-
get in an A* plan. SemaFORR’s regression trend lines for 
the ratio of task time to the A* distance (y-axis) decline 
across 40 targets (x-axis). In other words, on results con-
trolled for task difficulty, SemaFORR improves its perfor-
mance over 40 tasks in worlds A and C. In contrast, the 
trend lines for SemaFORR-E show no improvement. 

We also experimented with learning during travel to a 
target, rather than learning once the robot arrived there. Use 
of the corrected path, however, significantly improves con-
veyors, and the corrected path is only available once the tar-
get is reached. (Data omitted.) This interplay between re-
membered perception and reasoning over it is, we believe, 
both novel and important. 

 
Figure 5: Regression trend lines show that SemaFORR’s 
normalized time (y-axis) improves across 40 tasks (x-axis), 
but SemaFORR-E’s (dashed) trend lines do not. 
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Current work includes planning and multiple robots. Sim-
ple reactive planners will be rationales for tier-2 Advisors 
that exploit the learned spatial model with situated cognition 
(Tenbrink et al., 2011). SemaFORR-A* now controls au-
tonomous Blackfins on our laboratory floor, each with its 
own copy of the software but a shared knowledge of their 
environment. A team of these robots addresses a setting 
simultaneously, with each assigned some of the 40 points. 
To adapt SemaFORR for multiple robots, we have designed 
several additional Advisors to avoid robot-robot collisions 
and discourage crowding. 

When people navigate in unfamiliar territory, they pro-
cess local percepts to construct representations that support 
their goal. SemaFORR produces rapid skill development, 
and translates perceptual signals into symbolic representa-
tions that become a long-term collage of semantic infor-
mation. This spatial model supports effective navigation and 
can readily be conveyed to people. 
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Abstract

What is the relationship between recognizing objects and
drawing objects? We examine the possibility that both func-
tions are supported by a common internal representation.
First, we show that a model of ventral visual cortex only
optimized to recognize objects in photographs generalizes to
drawings of objects, suggesting that the capacity for visual
abstraction is rooted in the functional architecture of the visual
system. Next, we tested whether practice drawing objects
might alter how those and other objects are represented. On
each trial, participants sketched an object. The model then
guessed the identity of the sketched object, providing real-
time feedback. We found that repeatedly sketched objects were
better recognized after training, while sketches of unpracticed
but similar objects worsened. These results show that visual
production can reshape the representational space for objects:
by differentiating trained objects and merging other nearby
objects in the space.

Keywords: communication; drawing; learning; perception
and action; computer vision

Introduction
Although the retinal images cast by physical objects and line
drawings differ dramatically, humans effortlessly recognize
objects in either format. How does the brain accomplish
this feat of visual abstraction? Moreover, with just a few
well-placed strokes, humans are able to communicate abstract
ideas (e.g., object identity) by drawing. What are the mecha-
nisms that underlie the ability to produce a sketch that repre-
sents an object?

image

idea

re
co

gn
iti

on

production

Figure 1: Visual recogni-
tion entails mapping an
image onto a specific idea
(e.g., object identity based
on a photograph). Vi-
sual production entails ex-
pressing a specific idea in
an image (e.g., identifiable
sketch based on an object
concept). (Art credit: Jef-
fery Thompson)

Here we examine the possibility that the ability to recog-
nize objects and produce drawings of objects are linked by a
common internal substrate — a generalized object represen-
tation. This premise is plausible, given the reciprocal func-
tions of recognition and production (Fig. 1). Specifically, vi-
sual recognition entails mapping an image from the external
world onto a specific idea in mind; visual production entails
expressing a specific idea in mind as an image residing in

the external world. We test this hypothesis by evaluating two
predictions it makes: (1) that recognition of both objects and
human drawings can be achieved by a common visual fea-
ture representation; and (2) that training on a novel drawing
task can alter this representation, just as training on visual
recognition tasks can alter object representations (Goldstone,
1998).

Part One: Recognizing Pictures of Objects
People can recognize objects in the face of enormous vari-
ation in pose, size, position, lighting, and other sources of
noise, a fact which belies the computational difficulty of this
feat (Pinto, Cox, & DiCarlo, 2008). This ability is supported
by a set of hierarchically organized brain regions known as
the ventral visual stream (Malach, Levy, & Hasson, 2002),
by which simple visual features (e.g., orientation, spatial fre-
quency) encoded in the lowest area, V1, are successively
combined and transformed in such a way as to support read
out of abstract object properties (e.g., category, identity) at
the top level in the hierarchy, inferior temporal (IT) cortex
(Hung, Kreiman, Poggio, & DiCarlo, 2005).
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Figure 2: Multi-domain imageset containing sketches, photographs,
and 3D-rendered images of 147 real-world objects.

Supplementing natural visual inputs from objects in the
environment, humans have also devised a wide range of
technologies for producing pictures that represent objects.
The most ancient among these is drawing, whereby lines
and marks are made on a surface by manipulating a stylus
(Clottes, 2008). Despite large differences between drawings
of objects and visual inputs from physical objects (or photore-
alistic images of objects), they are just as effective at evoking
the real-world object (Biederman & Ju, 1988).

What commonalities across line drawings and photoreal-
istic images (e.g., photographs, 3D-renderings) allow people
to recognize the same object depicted in such different ways?
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Discovering the computational principles that underlie such
robust recognition is a challenge that lies at the heart of hu-
man visual abstraction. Here we present a computational ap-
proach to quantifying such commonalities (Fan, Yamins, Di-
Carlo, & Turk-Browne, 2014; Yamins et al., 2014).

Methods
Imageset We first assembled a multi-domain imageset
containing sketches, photographs, and 3D-rendered images
(Fig. 2). From an existing sketch corpus (Eitz, Hays, & Alexa,
2012), we obtained ∼12,000 sketches of 147 common, real-
world objects. These sketches were produced by human par-
ticipants on Amazon Mechanical Turk, who were prompted
on each trial with a randomly chosen entry from a list of 250
basic-level object categories to sketch on a digital drawing
canvas. From the annotated Imagenet database (Deng et al.,
2009), we acquired ∼200K photographs of the same 147 ob-
jects, depicting diverse exemplars from each object class em-
bedded in their natural backgrounds. Finally, using 3D mesh
models, we rendered ∼200K synthetic images of these same
objects in highly variable positions, sizes, and poses against
randomly selected real-world backgrounds.

Neurally Predictive Model of Object Recognition We
then applied a recently developed deep convolutional neural
network model that was inspired by the functional architec-
ture of the ventral visual stream in order to extract features
from these images (Yamins et al., 2014; Fig. 3a). This model
had been identified using hierarchical modular optimization
(HMO), a procedure for efficiently searching among mixtures
of convolutional neural networks for candidate hierarchical
model architectures that achieve high performance on basic-
level object recognition tasks. The HMO procedure was per-
formed on an independent imageset containing photographs
only, with no objects in common with the multi-domain im-
ageset described above. In addition to achieving human-level
performance on these tasks, the higher layers of the resulting
model are also quantitatively predictive of neural population
responses in high-level visual cortex (e.g., V4 and IT). As
such, it was an attractive candidate for investigating the visual
invariants that support recognition across image domains.

Results
The model uses a fixed, but large number of feature dimen-
sions to represent all images. Each image elicits a pattern
of feature values at every layer in the model, which may be
expressed as a vector in this high-dimensional feature space.
For a given image domain, we computed average feature vec-
tors within an object class, then derived correlation matri-
ces based on these feature vectors. This procedure was per-
formed at each of the five layers of the model. Each matrix
entry represents the proximity between the average feature
vectors from the model for a pair of objects (Kriegeskorte
et al., 2008). Higher values (cooler colors) reflect relatively
proximal pairs of objects, whereas smaller values reflect more
distant object pairs. Each 147x147 matrix provides a compact
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Figure 3: (a) Feature extraction using a neurally predictive, deep
convolutional neural network model optimized for performance on
challenging object recognition tasks. (b) Correlation matrices for
each image domain, displaying the overall layout of objects in high-
dimensional feature space. Each entry shows correlation distance
(1-ρ) between feature vectors for a pair of objects.
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visualization of the layout of objects in the high-dimensional
feature space inherent to each layer of the model, for each
image domain (see Fig. 3b for first and top-layer matrices).

All matrices individually show clear block-diagonality, in-
dicating the presence of higher-order structure due to cluster-
ing of objects with similar features.

The matrices computed based on top-layer output also
show striking cross-domain similarities, both visually and as
quantified by Spearman rank correlation comparisons (Fig.
3b). This indicates an underlying commonality in the fea-
ture representations for the three image modalities at the top
layer in the model, the layer whose output has been previ-
ously shown to be highly predictive of neural population re-
sponses in IT cortex.

By contrast, cross-domain similarities are negligible at the
lowest layer in the model, the layer approximating the lo-
cal/simple features encoded in V1. This shows that low-level
image statistics (e.g., edge fragments) are insufficient to ex-
plain robust recognition across image modalities, especially
under conditions of high image variation.

We found that the strength of cross-domain similarities in-
creased over successive layers in the model (Fig. 4), con-
sistent with the understanding that the ventral visual stream
computes progressively more abstract properties of objects
over successive processing stages.

In sum, our results show that a hierarchical neural net-
work model only optimized to recognize photorealistic im-
ages of objects generalized to abstract drawings of objects,
having produced congruent object-similarity ‘maps’ across
image domains based on the same visual feature represen-
tation. These results suggest that the capacity for visual ab-
straction may be rooted in the functional architecture of the
visual system.

Part Two: Producing Drawings of Objects
How does learning refine object representations? For exam-
ple, although people tend to label an object at the basic level
(Mervis & Rosch, 1981), domain-specific expertise (e.g.,
knowledge of dogs) makes subordinate-level names (e.g.,
‘schnauzer’) as accessible (if not more accessible) than basic-
level names for objects in the domain of expertise (Tanaka &
Taylor, 1991). This suggests that initially similar stimuli can
become more differentiated with practice. Expertise can also
lead to unitization of features that were initially processed
separately. For instance, dog experts are worse at recognizing
inverted images of dogs than non-experts (Diamond & Carey,
1986), suggesting that extensive experience with an object
can lead to automatic binding of features into a viewpoint-
specific functional unit.

Such findings suggest that training on recognition tasks can
alter object representations. Here we ask whether training on
visual production tasks can also alter representations of ob-
jects. In the previous section, we found that computations
approximating those performed by the ventral visual stream
produced congruent object similarity ‘maps’ for both photo-

realistic images and hand-drawn sketches of objects. Insofar
as both the ability to recognize sketches and to produce recog-
nizable sketches recruit a common internal representation, we
hypothesized that practice drawing some objects (e.g., horse,
cow) might affect the way that those and other, related objects
(e.g., sheep) are subsequently represented.

Since recognizability is a key attribute of successful draw-
ings, a natural starting point for examining learning is to iden-
tify objects for which untrained participants have trouble pro-
ducing clearly recognizable drawings — that is, that are fre-
quently confused with drawings of other objects. The most
confusable objects are likely to be objects whose drawings
share many visual features, even if the objects themselves are
not semantically related, per se (e.g., bell and pear). To de-
fine groups of related objects (i.e., ‘visual categories’), we
exploit pre-existing object clusters revealed by the model in
the original sketch corpus collected by Eitz et al. (2012).

categories
airplane bed bell cat banana floor lamp cactus SUV

blimp bench frying-pan cow dolphin fork crab bicycle
crocodile chair hat elephant duck guitar giraffe bus

fish couch pear horse mosquito hammer lobster motorbike
helicopter harp shoe kangaroo mouse microphone palm tree race car

ship ladder socks pig seagull shovel pineapple train
trumpet laptop tablelamp rabbit shark snake tiger truck

violin table teapot sheep swan spoon zebra van
ob

je
ct

s

trained
near
far

pre

x5
{ }
training post

a

b

Figure 5: (a) Stimuli: Objects belonged to eight visual categories,
each containing eight items. (b) Design: Each participant was ran-
domly assigned two of these categories. During training, partici-
pants drew four randomly selected objects in one category (Trained)
multiple times. Before and after training, participants drew the other
four objects in that category (Near), as well as the objects in the
second category (Far), once each.

Methods
Participants Six hundred and fifty-one participants were
recruited via Amazon Mechanical Turk (AMT) for the draw-
ing experiment, with sixty excluded for failing to complete
the session. Participants were paid a base amount of $1.50
and up to $3.00 bonus for high task performance. Three hun-
dred and twenty-seven additional participants were recruited
(via AMT) to provide labels for the sketches from the drawing
experiment, and were paid $0.85 for their participation. All
provided informed consent in accordance with the Princeton
IRB.

Stimuli and Design In order to identify groups of objects
that are drawn similarly prior to training, we applied a cluster-
ing algorithm (affinity propagation with damping=0.9; Frey
& Dueck, 2007) to the features extracted from the 147-
object sketch corpus described above (Eitz et al., 2012). This
yielded 16 clusters containing between 3 and 20 objects each.
Among clusters containing at least 8 objects, we defined 8
visual categories containing 8 objects each (Fig. 5a). Each
participant was randomly assigned two of these categories.
During training, participants sketched 4 randomly selected
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objects in one category (Trained) multiple times. Before and
after training, participants sketched the other 4 objects in that
category (Near), as well as the objects in the second category
(Far), once each (Fig. 5b).

Task The sketching task was performed in the context of a
game (‘Guess My Sketch’) in which participants teamed up
with two avatars (red, blue) in order to earn points. At the
start of each trial, only the red avatar was onscreen. This
avatar cued participants with either an image (N=324) or
word (N=267) that referred to a target object for them to
sketch (Fig. 6). After cue offset, the blue avatar appeared,
prompting the participant to begin sketching. Upon sketch
submission, the blue avatar listed its top three guesses as to
the identity of the drawn object, thus providing participants
with immediate feedback about the quality of their sketch.
These guesses were listed in order of confidence. Participants
earned points if any of these guesses were correct, and more
points the earlier the correct guess was in the list.

image cue verbal cue

sketching
task

start of
trial

(3s)

(until submission)

classifier
feedback
(3 guesses
displayed)

1 horse

2 cow

3 sheep

4 elephant

5 pig

6 helicopter

7 truck

8 bench

9 shoe

10 dolphin

…

55 zebra

56 trumpet

57 bell

58 teapot

59 couch

60 shovel

61 motorcycle

62 frying-pan

63 mouse

64 cactus

target
rank

submit

Figure 6: Task: On each trial, participants were prompted with an
image (N=324) or word (N=267) that referred to a target object for
them to sketch. The computer guessed the identity of the drawn
object in real time, providing participants immediate feedback about
the quality of their sketch. The rank of the target in the list of all 64
guesses (ordered by confidence) returned by the computer was used
to track changes in performance across trials.

In the image-cue version of the task, unique photographs
were used as cues on every trial in order to discourage overly
stereotyped sketches. Participants were instructed to “make a
sketch in which someone else is likely to recognize the object
depicted,” but were informed that the sketch did not have to
exactly depict what was in the photo. Other than the lack of an
image cue, the verbal-cue version of the task was identically
structured.

Feedback We trained a 64-way support vector machine
(SVM) linear classifier on model responses to photographs
of the objects used in this study, but no sketches. (Thus,
sketch-classification during the experiment reflects pure gen-
eralization across image domains.) On each trial, top-layer
model features were extracted from the submitted sketch in
real time, which were passed to the 64-way classifier to de-
termine feedback. The classifier returned a list of 64 margin
values, corresponding to the level of confidence that the test
image belonged to each object class. The three objects with
the most positive margin values (highest confidence) were re-
turned to the participant as guesses. In the verbal-cue version
of the task, when none of the three top guesses were correct,
the rank of the target in this ordered object list was also re-
turned to the participant (e.g.,“Too bad...‘giraffe’ would have
been my 9th guess.”). Because this target rank value provides
a consistent measure of the ‘goodness-of-fit’ of the submit-
ted sketch to the target object representation in the model,
this value served as our primary measure of task performance.
Since the criteria for recognition by the model were fixed, we
interpret changes in task performance as reflecting changes to
the participants’ internal object representations.

Validating Model Representation Because the conditions
used by Eitz et al. (2012) to collect sketches differ somewhat
from our own (e.g., only verbal cues were used, each partic-
ipant sketched an object only once, and could apply ‘undo’,
‘redo’, ‘clear’ on their sketches), we first sought to assess the
similarity between their sketch corpus and the sketches col-
lected for this experiment. To accomplish this, we extracted
features of sketches from the verbal-cue and image-cue ver-
sions of the task using top-layer output from the model.

0.0 1.0 2.0 3.0 4.0 5.0
0.0

1.0
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4.0

5.0

human d’
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r = 0.649***
(p < 0.001)

Figure 8: An independent cohort of human participants guessed
the identity of objects depicted in drawings from the image-cue ex-
periment. Human and computer recognition performance (d’) was
highly consistent across objects (r=0.649).

For each version of the task, we computed the average fea-
ture vectors for all sketches within an object class, then de-
rived correlation matrices on these feature vectors. In both
the image-cue and verbal-cue datasets, we found that sketches
of objects within a category were highly similar, validating
category assignments. The two matrices were also highly
similar to each other (Spearman’s ρ=0.890), suggesting that
this feature representation successfully captured object iden-
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Figure 7: Sample sketches from the experiment, with target label and model’s top guess.

tity despite low-level task differences. Moreover, both matri-
ces were highly similar to the original sketch corpus (image-
original: ρ=0.715; verbal-original: ρ=0.708). An indepen-
dent cohort of human participants (N=327) provided three la-
bels to each sketch from the image-cue experiment, in order
of confidence, from the set of 64 object labels. We found that
human and model recognition performance (d′) was highly
consistent across objects (Spearman’s ρ=0.649, Fig. 8).

Consequences of Drawing Practice Since the assignment
of objects to condition was randomized across participants,
no differences in performance (target rank) on Trained, Near,
and Far objects were predicted during the pre-test. To test
this, we computed the mean target rank in each condition for
each participant (Trained=9.92, Near=9.24, Far=9.57), which
we then analyzed using a 3-condition (Trained, Near, Far)
x 2 cue-type (image, verbal) repeated-measures ANOVA.
There was no main effect of condition on pre-test perfor-
mance (F2,1178=1.70, p=0.184). Cue type did have an effect
(F1,589=19.7, p<0.001), but did not interact with condition
(F2,1178=0.258, p=0.773).

Our main hypotheses concerned changes in performance
due to focused drawing practice on the Trained objects.
Specifically, we predicted that repeatedly sketching a subset
of the objects in one category would affect how other similar
objects belonging to the same category were drawn, but that
such practice would not affect how unrelated objects were
drawn.
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Figure 9: Changes in performance between post-test and pre-test for
each condition: (left) when computing target rank among all 63 dis-
tractors and (right) when computing target rank relative to remain-
ing 7 objects within the target category only. Error bars represent 1
s.e.m. *p<0.05, **p<0.01,***p<0.001

To evaluate this prediction, we calculated the change in tar-
get rank for each item (∆rank = rankpost− rankpre), then aver-
aged these ∆rank values for each condition within-participant.

We then performed the same type of ANOVA as was used
for the pre-test analysis, which revealed a highly significant
difference among conditions (F2,1178=12.7, p<0.001). There
was no main effect of cue-type (F1,589=0.213, p=0.644), and
no interaction with condition (F2,1178=0.365, p=0.695), so
in subsequent analyses we collapsed across cue-type. A
follow-up t-test revealed that sketches of Trained objects were
better recognized by the model following training (∆rank <
0:t590=3.89, p=0.0001), and this improvement was also sta-
tistically reliable when compared with performance on Far
objects (∆rank,trained <∆rank, f ar: t590=3.05, p=0.002). By con-
trast, model performance for sketches of Near objects wors-
ened after training relative to baseline (∆rank < 0: t590=2.03,
p=0.04) and relative to control Far objects (∆rank,near <
∆rank, f ar: t590=2.15, p=0.03). Recognition of Far objects
did not change significantly relative to baseline (∆rank < 0:
t590=0.751, p=0.453). This was true when computing the tar-
get rank among all distractors (Fig. 9a), as well as when clas-
sification was restricted to objects within the target category
(Fig. 9b).

These results show that visual production reshaped par-
ticipants’ representational space for objects: by differentiat-
ing trained objects and merging other objects nearby in the
space (Fig. 10). More broadly, these findings suggest that the
outward expression of visual concepts can itself bring about
changes to their internal representation.
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Figure 10: (a) Representational similarity between conditions across
phases (averaged over object identity): low values in the large off-
diagonal blocks correspond to larger average correlation distances
between objects in different categories. More subtle changes un-
derlying the effects shown in Fig. 9 are reflected in the smaller di-
agonal and off-diagonal blocks. (b) Visualization of changes to the
representation using multidimensional scaling on the correlation dis-
tances between objects in each condition.

654



Discussion
Humans draw for many reasons: to depict, to record, to plan,
to explain, to create (Tversky, 2011). Drawn images predate
the historical record (Clottes, 2008), are pervasive in human
culture (Gombrich, 1989), and are often produced prolifically
in childhood (Kellogg, 1969). Moreover, drawing is a pow-
erful tool for communication — with just a few strokes it is
possible to convey the identity of a face (Bergmann, Dale,
& Lupyan, 2013) or express an intention (Galantucci, 2005).
Just as investigations of both verbal comprehension and pro-
duction are indispensable to theories about linguistic com-
munication, a more complete understanding of visual com-
munication will entail examining how visual recognition and
production interact to achieve our goals.

Although we interpret our results as supporting the idea
that training had reshaped participants’ internal represen-
tation of objects, another possibility is that they had only
adapted their responses based on classifier feedback. Exam-
ining the generality of these effects across different tasks in
subsequent studies will be helpful for teasing apart these two
accounts. Specifically, future experiments will examine how
learning to draw objects affects how these objects are later
perceived, to further evaluate the idea that visual production
alters a generalized object representation that supports both
recognition and production. In addition, we plan to investi-
gate how visual learning achieved via active production dif-
fers from that achieved through passive observation (Gureckis
& Markant, 2012), involving close examination of how sen-
sory feedback (e.g., visual, tactile) and social interaction (Fay,
Garrod, Roberts, & Swoboda, 2010) influence learning. Ul-
timately, inquiries into the psychological basis of visual pro-
duction may shed new light upon the origins of symbolic writ-
ing systems for communication, and the very nature of our
ability to apprehend abstract meanings from visual artifacts.
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Abstract 

Patterns of object naming often differ between languages, but 
bilingual speakers develop convergent naming patterns in 
their two languages that are distinct from those of 
monolingual speakers of each language. This convergence 
appears to reflect dynamic interactions between lexical 
representations for the two languages. In this study, we 
present a self-organizing neural network model to simulate 
semantic convergence in the bilingual lexicon and investigate 
mechanisms underlying semantic convergence. Our results 
demonstrate that connections between two languages can be 
established through the simultaneous activations of related 
words in both languages, and these connections between two 
languages pull the two lexicons toward each other. These 
results suggest that connections between words in the 
bilingual lexicon play a major role in bilinguals’ semantic 
convergence. The model provides a foundation for exploring 
how various input variables will affect bilingual patterns of 
output. 

Keywords: object naming; lexical categories; modeling; self-
organizing map; bilingual lexicon 

Introduction 

The relationships between objects and names are not 

always consistent across languages. For example, objects 

labeled as table for English speakers are divided between 

two different words for Polish speakers (stolik for coffee 

tables and stól for dining room tables; Wierzbicka, 1992). In 

an early study, Kronenfeld, Armstrong, and Wilmoth (1985) 

asked speakers of English, Hebrew, and Japanese to sort 11 

drinking vessels into categories and found that (a) some 

objects that were called cup by American speakers (e.g., 

paper cup, plastic cup) were named by Hebrew speakers 

using cos, a word that more closely corresponds to English 

glass, and (b) Japanese speakers distinguished paper cups 

and metal cups with two different names, koppu and kappu, 

based on the material that makes the cup. Malt, Sloman, 

Gennari, Shi, and Wang (1999) further investigated lexical 

categories across languages by asking speakers of American 

English, Argentinean Spanish, and Mandarin Chinese to 

name 60 common household containers. They found that 

naming patterns differed substantially as a function of the 

language spoken. Malt, Sloman, and Gennari (2003) 

identified one-to-one, one-to-multiple, multiple-to-one, and 

cross-cutting relationships among the lexical categories of 

the three languages. 

These complex mapping relationships between objects 

and names pose a challenge for speakers of two languages. 

Malt and Sloman (2003) studied English naming of 

common household containers (e.g., plates, cups, utensils) 

by 68 non-native speakers of English. Even after many 

years of immersion in an English-language environment, the 

participants still showed different naming patterns from 

native English speakers. Ameel, Storms, Malt, and Sloman 

(2005) compared adult Dutch-French simultaneous 

bilinguals to monolingual Dutch and French speakers. They 

found that object naming patterns by the bilingual speakers 

converged toward a pattern that was different from the 

naming patterns of monolinguals of each language, 

suggesting that even simultaneous bilinguals do not behave 

like monolinguals in lexical categorization. Bilingual lexical 

representations reflect the convergence of two languages 

and are not simply the sum of two separate monolingual 

representations (Grosjean, 1989).  

Recent investigations have focused on further 

characterizing the nature of the lexical representations and 

the factors that drive the particular naming patterns that 

emerge. Malt, Li, Pavlenko, Zhu, and Ameel (2015) 

examined Chinese-English bilinguals who arrived in an 

English-speaking environment after age 15. They found that 

although the bilinguals’ naming patterns differed 

significantly from those of native English speakers, with 

increased second language usage, changes can occur to both 

L1 and L2 naming patterns. Their findings suggest that the 

lexical network remains plastic even in adulthood.  Zinszer, 

Malt, Ameel, and Li (2014) examined variables 

characterizing both language learners and the names given 

to individual objects to determine conditions under which 

second language learners show better or poorer mastery of 

the second language name choice for objects. One factor of 

interest was name agreement: the proportion of people who 

agree on a name for a particular object. Name agreement has 

been shown to have a significant impact on naming latency 
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(Kremin, Hamerel, Dordain, De Wilde, & Perrier, 2000), 

and lead to different profiles in event-related potential 

(Cheng, Schafer, & Akyürek, 2010) and fMRI response 

patterns (Kan & Thompson-Schill, 2004). Objects with high 

name agreement have stronger object-name associations and 

more robust representations. The same object could have a 

different degree of name agreement across languages and 

result in different level of robustness and entrenchment. 

Zinszer et al. found that the name agreement level in both 

the first and second language plays an important role in L2 

naming patterns. Learner characteristics such as age of 

immersion also mattered, suggesting complex dynamic 

interactions underlying the acquisition of L2 patterns in 

object naming.  

The study of the dynamic interactions in a lexical network 

lends itself naturally to connectionist representation and 

computational modeling. We can think of the lexical 

network in terms of a conceptual representation that 

includes features, exemplars, and associations rather than 

unitary concept nodes in a connectionist network. Influences 

of one language on the other can be thought of in terms of 

the connection weights that hold between features of the 

word meaning and the word form. When a new L2 word 

form is taught as a translation equivalent of an L1 word, the 

network will set initial weights to match those of the L1 

word. The L2 word will be activated by the same features as 

the L1 word, and non-native L2 patterns of production will 

result. Over time, however, these weights will be modified 

by L2 experience and will move away from a uniform 

pattern driven by L1. The weights may settle into a pattern 

that is the convergence of L1 and L2.  

Previous studies implementing a computational model to 

test lexical categorization in L1 and L2 object naming have 

been models of an individual at fixed state of learned 

representation. To capture phenomena such as lexical 

interaction, a model is needed that allows manipulating 

learning conditions longitudinally. With such a model, it 

will ultimately be possible to identify how important learner 

characteristics such as age of exposure and proficiency in 

each language affect output, as well as lexical input 

variables such as frequency of input and similarities 

between the lexical items. It will also be possible to 

examine both the learning trajectory and the mature state, 

and to see how behavior changes with shifts in the relative 

degree of first and second language use. 
In this study, we build a model based on self-organizing 

maps (SOM) to study cross-language lexical interaction. By 

building and testing this computational model against 

existing data of Ameel et al., this work will provide the 

foundation for further modeling studies manipulating 

variables such as those just mentioned.  SOM is a type of 

unsupervised learning that extracts and represents input 

similarities (Kohonen, 2001). It achieves this by projecting 

the complex stimulus representations from a high-

dimensional space onto a two-dimensional space while 

preserving their topographical structure. Because of this 

dimensionality-reduction ability, SOM is also a powerful 

tool to visualize the complex stimulus relationships in a 2D 

space. Past studies have applied SOMs successfully to 

model child lexical development and to simulate bilingual 

language processing (see Li & Zhao, 2013 for a recent 

review). As a first connectionist model of L1-L2 lexical 

categorization, the goal of the present study is to identify the 

computational mechanisms underlying bilingual lexical 

semantic convergence.  

Method  

Model Architecture  

Figure 1 presents a diagrammatic sketch of our model. The 

model is a multi-layer SOM network, which includes three 

basic SOMs (i.e., semantic, phonological, and 

orthographic). As in the standard SOM architecture 

(Kohonen, 2001), for each input stimulus, the SOM 

identifies a node that is most similar to the input vector as 

the Best Matching Unit (BMU), and adjusts the weights of 

the BMU so that over time, it can best represent the input. In 

addition to adjusting the weights of the BMU, the model 

also adjusts the weights of the BMU’s neighbors using a 

Gaussian kernel. As training progresses, the weight vectors 

of the BMU and its neighboring nodes become more similar 

to the input vector. As a result, similar input vectors activate 

nodes that are located near one another on the SOMs. All 

SOMs were implemented on a two-dimensional square grid 

(Kohonen, 1982) and composed of 30 × 40 nodes. Each 

node on the grid consists of a high-dimensional weight 

vector. In our model, the number of dimensions is based on 

an input structure defined by empirical data (see Stimuli). 

The three SOMs are connected via associative links updated 

by bi-directional Hebbian learning (Hebb, 1949). The three 

Figure 1: The model is composed of three self-organizing 

maps. The connection weights between SOMs were 

through Hebbian learning. 
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SOMs were shared between two languages. The associative 

links between SOMs were distinct for each language. 

In addition to the basic SOM architecture, we added 

lateral connections (see Sirosh & Miikkulainen, 1994) 

between languages in the model to simulate between-

language interactions. The lateral connections are 

implemented with the nodes that are fully connected with 

each other. The connection weights are updated via the 

Hebbian learning rule. Lateral connections have been shown 

to play an important role in the neocortex, and 

computational models of the primary visual cortex have 

relied on lateral connections (Sirosh & Miikkulainen, 1994). 

Zhao and Li (2013) also used lateral connections 

successfully to simulate a cross-language priming effects, 

and Shook and Marian (2013) used lateral connections to 

simulate competition between languages in speech 

comprehension. Many studies have shown that phonological 

representations from both languages may be activated when 

bilinguals read in only one language, due to parallel 

bilingual lexical activation (Dijkstra, Grainger, & van 

Heuven, 1999). Through lateral connections, lexical items 

across the two languages can be linked to enter into 

cooperation or competition regardless of physical distance. 

In our model we assume that when an object is presented to 

the semantic SOM, names of both languages will be 

activated on phonological SOMs through Hebbian 

connections, and the lateral connection between them is 

then strengthened via the Hebbian learning rule. As a result, 

object naming in the model in either L1 or L2 can be 

influenced by both languages through lateral connections. 

Stimuli 

As a starting point we used the monolingual naming data 

from Ameel et al. (2005) as the basis of input to the model. 

We trained the model on representations of pictures of 73 

bottle-like objects that are typically named as bottle, jar, or 

container in American English or else to have one or more 

salient properties in common with objects called by those 

names. In Ameel et al.’s study, the objects were 

photographed in color against a neutral background with a 

ruler included in front of each object to provide additional 

size information. Figure 2 (adapted from Ameel et al., 2005) 

provided 4 example pictures, which are usually named as 

fles, bus, pot, and brik by Dutch monolinguals (Ameel et al., 

2005). 

The semantic SOM was trained using input vectors with 

weighted object features. These features are derived from 

participants’ judgments of the object features (e.g., “it is 

made of glass”; “it is deep and you can put something in 

it”). The phonological SOM was trained using vectors 

generated from PatPho, a generic phonological pattern 

generator for neural networks (Li & MacWhinney, 2002). 

The phonological forms of words were represented as 

sequences of phonemes, obtained from dictionaries of the 

two target languages (New Routledge Dutch Dictionary, 

2003, for Dutch; The Oxford-Hachette French Dictionary. 

2001, for French). The orthographic SOM was trained using 

vectors that are based on the pixel patterns of the images of 

the alphabets in a word (see Mikkulainen, 1997, for a 

similar method). Each Dutch and French alphabet (the 26 

alphabets and è, é, & î) was typed in 12 point, Arial font in 

black on a while background measuring 90 × 90 pixels. 

Each alphabetic image was divided into 9 cells (3-by-3, 

each cell has 900 pixels). The proportion of black pixels in 

each cell (i.e., number of black pixels / 900) was then 

calculated and used to create a 9-dimension vector for each 

letter within a word. 

Training  

Figure 3 presents the training timeline of the model: (1) the 

semantic and phonological SOMs independently (without 

the orthographic SOM) to simulate the learning of the 

properties of objects and the pronunciation of words;  (2) 

Hebbian learning started after 50 epochs, which enabled the 

learning of the association between object features and 

phonological forms; the orthographic SOM also started at 

the 50th epoch to simulate the learning of written words; 

and (3) Hebbian learning between the semantic and 

orthographic SOMs and between the phonological and 

orthographic SOMs began at epoch 100, to simulate the 

learning to read process.   

 

 

 

 

 

 

 

 

Figure 2: Examples of fles, bus, pot, and brik (pictures 

from 1 to 4 respectively) for Dutch monolinguals. Adapted 

from Ameel et al. (2005). 

Figure 3: Schematic representation of the training timeline. S-

SOM: semantic SOM. P-SOM: phonological SOM. O-SOM: 

orthography SOM. S-P Hebbian: Hebbian connections 

between semantic SOM and phonological SOM. S-O 

Hebbian: Hebbian connections between semantic SOM and 

Orthography SOM. P-O Hebbian: Hebbian connections 

between phonological SOM and Orthography SOM. 

658



The training order of each stimulus was randomly assigned. 

During training, the learning rate of the SOM, following 

previous practice, was linearly decreased from 0.2 to 0.1 

during the first 100 epochs and it remained at 0.1 for the rest 

of the training. The learning rate for Hebbian learning was 

set at 0.2. The initial radius of the neighborhood size was set 

at 15, and was adjusted according to the network’s learning 

outcome. We used a self-adjustable neighborhood function 

according to Li, Zhao and MacWhinney (2007). 

The Hebbian connections between semantic and 

phonological SOMs within each language (Dutch or French) 

were based on the monolingual naming data from Ameel et 

al. (2005), which were also scaled according to the name 

agreement scores. For example, if an object was named 

81.25% as fles and 18.75% as bus in Dutch, the adjusted 

connection weights were rescaled by 81.25% for fles and 

18.75% for bus. To avoid uncontrolled weight growth, a 

multiplicative normalization was applied to the associative 

weight vectors to ensure that the largest possible connection 

weight is no more than one (Miller & MacKey, 1994). 

Assessment of the model  

We tested each model at epoch 500. During testing, we 

presented all 73 bottle-like objects to the semantic SOM and 

examined their activations propagating to the phonological 

SOM (simulating the name production process). In order to 

distinguish specific language output (i.e., whether the name 

given was Dutch or French), we labeled the phonological 

BMUs by their language memberships in this process and 

only examined the output of the to-be-named language in 

the analysis. 

      We conducted three analyses to evaluate model’s  

naming patterns, following the methods used in the 

empirical studies of lexical categorization in Ameel et al. 

(2005; 2008) and Malt et al. (1999). In the first analysis, we 

used the correlation of the name distributions for each 

object based on the model’s naming patterns in different 

languages. The correlation indicates the extent to which the 

same object would elicit same or similar name distributions 

in each language (Ameel et al., 2005; Malt et al., 1999). For 

this analysis, in the first step, we constructed the name 

distribution for each object. The name distribution consists 

of a vector of numbers to indicate the number of times a 

given name was produced for each object. For example, for 

one object, 11 participants called it fles, 10 called it flacon 

and 4 called it pot, and none called it by any other name. 

This would lead to a vector in which the dimensions for fles, 

flacon, and pot are filled with values 11, 10, 4, respectively, 

with all other dimensions as 0s. In the second step, given the 

name distribution as calculated, we can compute the 

similarity of objects with regard to name distributions 

within each language, by calculating pairwise Pearson 

correlations for each object against every other object. There 

are n(n-1)/2 correlations, and thus 2628 correlations for 73 

bottle-like objects. We can then correlate these name 

similarity values between two language groups. In the last 

step, the correlations of name distributions were converted 

to Z-values using Fisher’s r-to-z transformation to 

normalize the sampling distribution of the correlations.  

In order to estimate the correspondence between 

simulation and empirical data, we conducted two further 

analyses to directly compare the outputs from simulations 

and the empirical data. Specifically, we used the 

correlations of name distributions for each object to 

compare the naming patterns from the empirical data and 

the simulation data. For each language group (monolingual 

Dutch, monolingual French, bilingual Dutch-French), we 

correlated the name similarity values (i.e., the correlation 

matrices between object pairs within each language group) 

between the empirical data and the simulation data. 

Moreover, we compared the dominant category names for 

each object between our simulations and the empirical data 

from Ameel et al. (2005). Finally, to identify the effect of 

lateral connections, we also constructed a model in which 

there are no lateral connections between languages.  

4(A) 

4(B) 

Figure 4: Patterns of correlations between the name 

distributions of the language groups. Dutchmonolingual denotes 

the naming pattern of the Dutch-speaking monolinguals, 

Frenchmonolingual the naming pattern of the French-speaking 

monolinguals, Dutchbibilngual and Frenchbilingual the Dutch 

and French naming pattern of the bilinguals. (4A) the 

correlation reported from Figure 5D in Ameel et al. (2005). 

(4B) the correlation from our model.  The circles represent 

the naming patterns. The lines between the circles express 

the relations between the naming patterns. The numbers 

next to the lines show the correlation coefficient between 

the naming patterns.  
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Results 

Before reporting our simulation results, we briefly 

summarize the empirical findings from Ameel et al. (2005). 

Ameel et al. reported the correlations of the name 

distributions between monolingual and bilingual language 

groups as shown in Figure 4(A) (adapted from Figure 5D in 

Ameel et al., 2005). There are four circles in the figure, one 

for each language of a language group (naming in Dutch by 

Dutch monolinguals, naming in French by French 

monolinguals, and naming in Dutch by the bilinguals, and 

naming in French by the bilinguals). The figure indicates 

that the correlation between two bilingual circles is higher 

than the correlation between the two monolingual circles 

showing that bilinguals arrive at a convergent pattern in 

object naming, distinct from monolinguals in each language.  

For the first analysis, the correlations between language 

groups are presented in Figure 4(B). Similar to Ameel et al. 

(2005), our computational model shows higher correlation 

between bilinguals’ two languages (0.97) than between two 

monolingual languages (0.63), indicating that our model 

simulated convergence naming patterns and captured this 

aspect of bilinguals’ lexical categorization. 

    In the second analysis, we compared the empirical and 

simulated name distributions, and found that the model that 

incorporated lateral connections has higher correlations with 

the empirical data than the model in which there was no 

lateral connection mechanism: t(38) = 14.02, p < .001 for 

Dutch, t(38) = 13.35, p < .001 for French. We also 

compared the dominant names produced by the model with 

the empirical data from Ameel et al. (2005). We identified 

that averaged across 20 individual simulations, there were 

93.22% and 92.26% dominant names that were matched in 

Dutch and French. The model without lateral connections 

showed 82.95% and 86.03% dominant name match in Dutch 

and French. Thus, the model with lateral connections 

performed significantly better than the model without lateral 

connections (t(38) = 18.29, p < .001 for Dutch; t(38) = 

10.47, p < .001 for French).  

We further examined the model to explore what properties 

in the model might have influenced the naming patterns. For 

each object, its name could be determined by two sources: 

(1) activation from the to-be-named language; (2) cross-

activation from the other language. The level of activation is 

proportional to the strength of name agreement. In the 

empirical study, name agreement is reflected as the 

likelihood of a name for an object. The naming pattern was 

considered as the sum of both of these two sources of 

activation. Our model shows that if an object elicited a 

strong level of activation for a word in the to-be-named 

language, the output name of the model for bilingual 

naming will be the same as the name for monolingual 

naming. However, if the activation level is weak in the to-

be-named language and the cross-activation from the other 

language is strong, the output names of the model could be 

different between bilingual naming and monolingual 

naming. For example, if a bottle-like object elicited strong 

activation of the word fles in Dutch, both the monolinguals 

and bilinguals will produce fles in Dutch; whereas if the 

activation of fles in Dutch is weak, the activation of bus in 

Dutch may outperform fles, due to a combination of its 

original activation from Dutch and the strong lateral 

activation from French. In this example, the monolinguals 

will produce fles, but the bilinguals will produce bus. 

Discussion 

In this study, we successfully built a bilingual lexical 

categorization model based on a connectionist SOM 

architecture that has been previously tested in other domains 

of language acquisition and bilingual processing. Our model 

simulated bilingual semantic convergence in the naming of 

common household objects as reported in the empirical 

literature (Ameel et al., 2005).  

Our simulation also showed that the strength of name 

agreement is an important factor to determine lexical 

naming patterns for bilinguals. If the object has high name 

agreement in one language, the influence from the other 

language through lateral connection cannot easily change its 

name and vice versa. Such changes can occur only if the 

influence from other language is very strong. This is 

consistent with Zinser et al. (2014) who found that the level 

of agreement can predict the native-likeness of responses. 

Furthermore, our model suggested that the relatioship 

between the two languages in the levels of name agreement 

are competition and cooperation, as reflected in the 

associative mapping between languages. 

Our model with additional lateral connections also 

performed significantly better than the model in which 

lateral connections are not included. This is particularly 

important as our model is designed to simulate the dynamic 

interactions between two languages, and lateral connections 

play a critical role in bilingual lexical categorization, 

consistent with findings from Zhao and Li (2013).  Our 

results demonstrate how, for simultaneous bilinguals, the 

processing of one language can be influenced by the other 

language (i.e., bi-directional influences between languages).  

The viability of our model paves the way to use modeling to 

study a wide range of learner and object name variables that 

may influence behavioral outcomes for simultaneous and 

sequential bilinguals (such as variables discussed before, 

including age of onset, proficiency, and frequency of input).  

Our simulations also provide a mechanistic account for 

the idea of retrieval-induced reconsolidation as applied to 

cross-language lexical interaction, as proposed by Wolff and 

Ventura (2009). The idea of retrieval-induced 

reconsolidation originated from memory research (Alberini, 

2005) in which consolidated memories become labile and 

vulnerable to change when they are re-activated through 

retrieval. During this vulnerable period, other active 

information can alter or modulate the original memory. 

Eventually, the activated memory will re-stabilize through 

reconsolidation, but it may be different from the original 

memory. Wolff and Ventura suggested that processing of 

one language is affected by the other language when the one 

language is activated in the labile stage. Our simulation is 
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consistent with this hypothesis and provides a concrete 

instantiation of such an idea. When an object activates 

names in both languages, the connections between two 

languages begin to be established.  

Conclusion 

This study used a connectionist self-organizing model to 

simulate object naming patterns in bilinguals and to identify 

mechanisms of lexical semantic convergence. We 

successfully replicated the lexical convergence patterns 

reported in empirical data from Ameel et al. (2005), and we 

further investigated the mechanisms and important factors 

that modulate bilinguals’ naming categorization. We 

demonstrated that lateral connections play an important role 

in lexical convergence. Finally, we have identified the role 

of name agreement strength on bilinguals’ object naming. 

This study provides a first computational model that 

examines the dynamic interaction between two lexicons in 

the process of naming objects in monolingual or bilingual 

language contexts.   
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Abstract

Artificial agents are becoming more than human-computer in-
terfaces: they are becoming artificial companions, interact-
ing on a long-term basis and building a relationship with the
user. This evolution brought new challenges, such as design-
ing agents with personalities to the benefits of users. We en-
dow artificial agents with regulatory focus, taking a socio-
cognitive approach of personality, by using machine-learning
techniques. We test whether this personality can be perceived
by users and if there is a regulatory fit effect on the users cred-
ibility judgement of the agent (i.e. is the agent perceived as
more credible if its regulatory focus is the same as that of
the user?). Our results show agents regulatory focus can be
adequatly perceived by users playing a board game against
an agent expressing its regulatory focus via machine-learned
strategies. A regulatory fit effect was found on the likeabil-
ity judgment for prevention focus users but not for promotion
focus users.

Keywords: Artificial agents; Personality; Regulatory fit; User
study; Affective computing

Introduction
In the last decade, software agents were brought to a new
level, due to technological evolutions : artificial agents ceased
to be only human-computer interfaces to become artificial
companions (Benyon & Mival, 2010). An articial companion
can be defined as ”a personalised, multi-modal, helpful, col-
laborative, conversational, learning, social, emotional, cogni-
tive and persistent computer agent that knows its owner, in-
teracts with the user over a long period of time and builds a
(long-term) relationship to the user” (Sviatlana, Busemann,
& Schommer, 2012). If we are going to be in ”relationship”
with our artificial companions, we better be compatible ! But
compatibility is not just a concept created by dating websites.
There is a wide range of studies about the impact of per-
sonality on any kind of relationships: from couples (Robins,
Caspi, & Moffitt, 2000) to teachers (Karwowski, 2011) or
work teams (Nahrgang, Morgeson, & Ilies, 2009). Thus, it
seems logical to think that endowing an artificial companion
with personality could have benefits.

Personality can be define as a coherent patterning of affect,
behavior, cognition, and desires (goals) over time and space
(Revelle & Scherer, 2009). From an affective computing per-
spective, believability is assessed by the consistency and the
coherence of an artificial entity at various levels (psycholog-
ical and physical; intrapersonal as well as social) (Isbister &
Doyle, 2002; Niewiadomski, Demeure, & Pelachaud, 2010).

Thus, endowing artificial companions with personality could
also help to increase the companion’s believabiity, hence eas-
ing the interaction and thereby, producing an adequate envi-
ronment for a relationship to take place. At the same time,
personality complementarity and similarity have been shown
as important factors for the acceptance of an interface by a
user (Nass & Lee, 2001). So, if something can be build be-
tween one user and its artificial companion, both personalities
(user’s and companion’s) will impact this relationship.

In this article, we propose to take a socio-cognitive ap-
proach of personality and use the regulatory focus theory
(Higgins, 1997) as a framework to endow artificial agents
with personality. Regulatory focus theory comes with the
concept of regulatory fit (Higgins, 2005): when people per-
ceived a ”fit”, i.e. congruent regulatory focus, between them
and an object (in every sense), they feel ”right” about their in-
teraction and the experience of ”correctness and importance”
is passed on the object, increasing its superficial worth (Avnet
& Higgins, 2003). We will adress three questions: 1/ how can
we implement regulatory focus for artificial agents, 2/ is the
intended personality perceived as such, and 3/ can we repro-
duce a regulatory fit effect between such an agent and users?
Therefore, we will present our data-driven approach of per-
sonality modelisation, along with an user study adressing the
last two issues.

Theorical Background
Personality and affective computing
In 2000, Nass and Moon (Nass & Moon, 2000) suggest the
Computers As Social Actors (CASA) paradigm. The CASA
paradigm states that people tend to adopt social attitudes with
machines that can elicit social heuristics. So, personality can
be attributed by users to a computer and have an influence
over users’ behaviors. In this view, designing specific person-
alities that are perceived such as they were designed seems
especially important. If computer scientists make sometimes
their own model of personality (Gmytrasiewicz & Lisetti,
2002), most of the works in affective computing lean on psy-
chological models. As the Five Factors Model (FFM) (Costa
& McCrae, 1992) is a dominant and well-known model in
personality psychology, this model is naturally becoming the
most used reference in affective computing. The five dimen-
sions proposed, also known as the Big Five, are : Openness
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to experience, Conscientiousness, Extraversion, Agreeable-
ness and Neuroticism. The concept of trait can easily be
approached in a numerical way, an ideal way for computer
scientists. The five traits are used, all or in subsets, as vari-
ables altering behaviors of artificial agents (for a state-of-
the-art, see (Vinciarelli & Mohammadi, 2014)). Regarding
users’ preferences in terms of artificial personalities, com-
patibility of personalities have been studied inside the same
FFM framework. For now, researchers focuses especially on
the Extraversion trait (because extraversion is the most ”con-
veyable” trait through verbal and non-verbal behaviors). If
we overlook this limitation, literature shows that similarity
attraction is found (e.g. an introverted person prefers a in-
troverted entity) (Nakajima et al., 2003) as well as comple-
mentary attraction (e.g. an introverted person prefers an ex-
traverted entity) (Tapus, Tapus, & Matari, 2008). This effect
may be moderated by the social role of the artificial entity and
the stereotype expectations associated with this role (Joosse,
Lohse, Perez, & Evers, 2013; Tay, Jung, & Park, 2014). That
is one of the limits of the traits approach. Traits theories are
especially useful for the description of the personality. But,
by looking at the global structure of personality, they hide
intraindividual differences.

On the contrary, socio-cognitive models are explicative per
se. The socio-cognitive approach to personality underlines
the importance of a situation in exhibiting personality behav-
iors (Bandura, 1999). This approach attempts to understand
cognitive and social processes that lead to personality. For
that purpose, it focuses on the interaction between the person
and the social context and highlights the intra-individual dif-
ferences (Mischel, Shoda, & Smith, 2004). That’s why we
take a more socio-cognitive approach of personality (Faur,
Clavel, Pesty, & Martin, 2013). Further to our previous
work, we propose to use the regulatory-focus theory (Higgins,
1997) as a framework for endowing artificial agents with per-
sonality.

Using the regulatory focus theory
The regulatory-focus theory (Higgins, 1997) distinguishes
between two self-regulation strategies: promotion-focus,
which look into the presence or absence of positive outcomes,
gains versus nongains and prevention-focus, which look into
the presence or absence of negative outcomes, losses versus
non-losses. Promotion-focus people would be more prone to
using their ideal-selves as guides for their behaviors (i.e., they
are looking for being what they want to be) than prevention-
focus people, who would prefer using ought-selves (i.e., they
are looking for being what they think they have to be). Pro-
motion and prevention are two independent dimensions. One
person has both a promotion-focus and a prevention-focus
score. Regulatory focus can be situational, i.e. induced by the
context, but theory states that people have a chronic focus, i.e.
an ”habitual” focus used by default. The orientation of this
chronic focus is equivalent to the highest of both promotion-
focus score and prevention-focus score. The regulatory focus
theory also proposes the concept of regulatory-fit.

Regulatory-fit states that matching user’s regulatory-focus
and means used to approach one goal creates a feeling
of rightness about the pursued goal and increases task en-
gagement (Higgins, 2005). For example, a user in a state
of promotion-focus will be more receptive to promotion-
oriented messages (and respectively for prevention-focus)
(Lee & Aaker, 2004). Benefits of regulatory fit are ex-
plored in several domains like in working environments
(Park, Hinsz, & Nickell, 2015) or communications (Ludolph
& Schulz, 2015) but not in affective computing. Yet, if an
artificial companion can create a state of regulatory-fit with
its user, we can hope that the feeling of rightness and cor-
rectness will be transferred to the agent, increasing its like-
ability/credibility (i.e. its capacity of being perceived as be-
lievable and convincing (Burgoon et al., 2000)) along with
the user’s engagement towards the agent and the task they are
doing together.

To our knowledge, there is currently no study exploring
users’ preferences for artificial personalities based on the reg-
ulatory fit or the regulatory focus theory.

Methodology
Convey personality via game strategies
In this paper, we used a board game strategy as the first and
only modality for expressing the artificial agents personal-
ity. Several links have been made between personality and
games, in psychology (Bartle, 1996) and in computer sci-
ences (Johansson & Verhagen, 2014). Games are quite rel-
evant for designing and evaluating affective agents (Gratch,
Marsella, Wang, & Stankovic, 2009; Courgeon, Clavel, &
Martin, 2014). We selected as an application a board game,
named Cant Stop (designed by Sid Sackson). This game be-
longs to the type stop-or-again. It is a game asking to choose
between either stopping a turn, i.e. saving the current gains
but loosing in speed or playing again, i.e. taking the risk of
loosing the current gains to win more. We selected this very
game because it enables to study strategies in terms of pro-
motion and prevention since at each turn the player has to 1/
select a movement that can be more or less risky and 2/ make
a choice between a vigilant strategy (stopping) or an eager
strategy (playing again).

Data-driven implementation
We propose to use a data-driven implementation. By us-
ing machine learning and classification methods, we propose
to test whether people can perceive the intended regulatory-
focus of an artificial agent exhibiting a strategy learned from
human data. The results about the perception of regulatory-
focus could validate the concept as useful to convey person-
ality and also guide future implementations if the classifica-
tion models used are interpretable. The description of the
data-driven implementation is beyond the scope of this pa-
per. To put it in a nutshell, fifteen participants (13 men, 2
women ; age M = 29,7 years, SD = 10,2) played against
each other Cant Stop games. Prior to the study, each par-
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ticipant had answered the Regulatory Focus Questionnaire
Proverbs Form (RFQ-PF), a French questionnaire measuring
the strengh of the two self-regulatory strategies. Participants
played via computers, where all the games where logged, in
order to be analyzed later. Then, we proceed to classifica-
tion with features calculated according to our own analyse
of the game with the sofware Weka (version 3.7). We com-
puted three models : one for the choice of a move during the
game and two for the ”stop-or-again” decision (with and with-
out taking into account personality scores as a feature; the
latter should smooth interindividual differences to produce a
”depersonalized” strategy). We choose to use the Alterna-
tive Decision Tree classifier (ADTree) (Holmes, Pfahringer,
Kirkby, Frank, & Hall, 2002) because of differents advan-
tages : the robustness, the interpretability of the tree and the
ease of implementation. We performed a 10-fold stratified
cross-validation on the models produced and benchmarked
the results against different classifiers which finally presented
equivalent or lesser performances (e.g. results for our ”stop-
or-again” decision model with personality: Incorrectly cate-
gorized items = 19.7%; Kappa statistic = 0.33; Receiver op-
erating characteristic (ROC) area = 0.80). We directly imple-
mented the decision trees as decision-making strategies for
the agents.

Experimental design
In order to test the users’ perception of agents’ personality
and the regulatory fit effect, we wanted a (scientifically speak-
ing) control agent: an agent playing without personality. In
psychology, there is no such thing as a person with no per-
sonality. So what could it be in affective computing? Two
types of strategies are generally used as control in the do-
main: random strategy (but does the absence of planned con-
sistency convey an absence of personality?) or ”traditional
AI” strategy (but does the absence of implemented personal-
ity is equivalent to the absence of personality?). Finally, we
considered to have 4 types of agent : 1/ the random agent
(Rand), which chooses randomly its moves and has a 50%
probability to stop its turn ; 2/ the ”average” agent (Avg),
which follows the ”depersonalized” strategy ; 3/ the promo-
tion agent (RF-Pro), which has a promotion score of 7 and
a prevention score of 1 ; 4/ the prevention agent (RF-Pre),
which has a promotion score of 1 and a prevention score of
7. The so-called RF-agents follow the same decision tree,
where some branchs are conditionned by the value of per-
sonality scores. Concerning users, we did not select them by
testing their chronic regulatory-focus before the study. At the
end, we had 14 participants with a chronic promotion focus
and 6 with a chronic prevention focus.

User study
Hypothesis
We make 3 hypothesis concerning the results of this study:

• H1: The differences in agents personalities are perceived
by the human player

• H2: The credibility of the agent is increased by the pres-
ence of personality. The RF-agents are perceived as more
likeable and more intelligent than the Rand-agent and the
Avg-agent.

• H3: According to the regulatory-fit theory, human player
oriented as promotion find RF-Pro agent more credible
than other agents (respectively for RF-Pre).

Design
Prior to the study, each subject had answered the Regula-
tory Focus Questionnaire Proverbs Form (RFQ-PF), a French
questionnaire measuring the chronic regulatory-focus with 18
questions to answer on a 7-point Likert scale. During the
study, the following procedure was applied. First, the partici-
pant is explained the rules of Cant Stop by viewing a explica-
tive video. During the tutorial video, the possibility is given
to the participant to pause the video and to replay if neces-
sary. Second, the participant plays a tutorial game against the
computer in order to familiarize with the game itself and its
interface. The participant is informed that the computer will
make random choices during the tutorial game. The experi-
menter answers questions if some of the rules remain unclear.
Third, the participant is informed that he or she will play 4
games against different artificial agents. The participant is
also informed that he or she will have to evaluate the agents
personality after each game. There is no visual display of
the artificial agent, the only modality for evaluate the agents
personality is the way the agent plays the game. The differ-
ent conditions are counterbalanced to compensate a potential
effect of order. After each game against an agent, the partici-
pant answers the RFQ-PF in an other-ratings form (i.e. to car-
acterize the agents strategies during the game), along with 10
questions from the Godspeed Questionnaire (Bartneck, Kuli,
Croft, & Zoghbi, 2009) (5 about likeability and 5 about the
perceived intelligence of the agent ; 5-point Likert scale) as a
credibility measure.

Participants
Twenty participants took part in this evaluation study. There
were 11 men and 9 women (age M = 30.6 years, SD = 8.1).
Of the participants, 17 were native french speakers and 3 were
bilingual.

Results1

First, we look at the mean and standard deviation for each
measure. We also computed the coefficient of quartile varia-
tion (CQV ; (Q3−Q1)/(Q1+Q3)), which offers a compara-
ble statistic of dispersion (Bonett, 2006) and the Finn coeffi-
cient2, as an index of the interraters agreement (Finn, 1970).
Complete results are presented in Table 1. To summarize,
important results are:

1Data were analysed using R, version 3.1.2, http://www.R-
project.org

2R package irr, version 0.84
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• Dispersion of data: The CQV of the Rand agent for per-
sonality scores is, on average, 1.5 times higher than other
agents CQV.

• Interraters agreement: Finn coefficient of the Rand agent
are the lowest for the promotion score and the prevention
score.

• Personality scores:

– Promotion score: the RF-Pro agent and the Avg-agent
are rated high (resp. M=5.26 ; SD=1.28 and M=5.30 ;
SD=1.44) unlike the RF-Pre agent and the Rand-agent
(resp. M=3.09 ; SD=1.22 and M=3.53 ; SD=1.47).

– Prevention score: the RF-Pre agent and the Rand-agent
are rated high (resp. M=5.58 ; SD=0.73 and M=4.51
; SD=1,71) unlike the RF-Pro agent and the Avg-agent
(resp. M=2.91 ; SD=1.33 and M=3.18 ; SD=1.40).

• Credibility scores:

– Likeability: scores are around 3 (on a 5-point scale) for
all the agents.

– Perceived intelligence: scores have an higher range :
from 2.63 (Rand-agent) to 3.85 (RF-Pre agent).

For the analysis of differences between conditions, we
applied non-parametric statistics, as the assumption of nor-
mality could not be granted in these conditions. We used
the Friedman test as principal analysis and pairwise compar-
isons using Wilcoxon signed rank test as post-hoc test. For
the post-hoc tests, p-values were adjusted using the Holm
correction. Friedman tests reported significant differences
for promotion-score (χ2(3) = 23.44; p < 0.001), prevention-

Table 1: Descriptive statistics of the different scores collected
during the study ; Pro Sc. = promotion score ; Pre Sc. =
prevention score ; Lik. = likeability ; Perc. Int. = perceived
intelligence ; CQV = Coefficient of Quartile Variation

Rand Avg RF-Pro RF-Pre

Pro Sc.

Mean 3.53 5.3 5.26 3.09
SD 1.47 1.44 1.28 1.22
CQV 32% 15% 14% 20%
Finn coeff. 0.46 0.48 0.59 0.63

Pre Sc.

Mean 4.51 3.18 2.91 5.58
SD 1.71 1.4 1.33 0.73
CQV 30% 37% 25% 8%
Finn coeff. 0.27 0.51 0.56 0.87

Lik.
Mean 3.3 3.22 3.02 3.51
SD 0.78 0.67 0.95 0.75
CQV 19% 13% 18% 14%

Perc. Int.

Mean 2.63 2.94 3.11 3.85
SD 0.6 1.16 0.98 0.68
CQV 18% 33% 27% 11%

Figure 1: Interaction between the participant’s personality
and the agent’s personality regarding the likeability of the
agent.

score (χ2(3) = 23.28; p < 0.001) and the perceived intelli-
gence (χ2(3) = 15.18; p = 0.002). We do not found significa-
tive differences for the likeability (χ2(3) = 2.24;n.s.). Post-
hoc tests show the following results:

• Promotion scores: the RF-Pro agent is significatively rated
higher than the RF-Pre agent (p ≤ 0.001) and the Rand-
agent (p ≤ 0.01). There is no significative difference be-
tween the RF-Pro agent and the Avg-agent.

• Prevention scores: the RF-Pre agent is significatively rated
higher than the RF-Pro agent (p ≤ 0.001) and the Avg-
agent (p ≤ 0.01). There is no significative difference be-
tween the RF-Pre agent and the Rand-agent.

• Perceived intelligence: the RF-Pre agent is rated significa-
tively higher than the Rand-agent, the Avg-agent and the
RF-Pro agent (resp. p≤ 0.01; p≤ 0.05; p≤ 0.05). There is
no significative difference between the three other agents.

For the analysis of interactions, we choose to compare only
participants with the strongest chronic focus (i.e. highest
differences between promotion-focus and prevention-focus
scores) as they are the more proned to show a regulatory-
fit effect. We selected a subset of data with the six more
promotion-inclinated and the six more prevention-inclinated
participants. We performed an adjusted rank transfom test
(Leys & Schumann, 2010), which is a robust way of test-
ing interactions on non-parametric data. We found a signi-
ficative interaction between the regulatory-focus inclination
of the participant and the type of agent for the likeability
(F(3,30) = 4.532; p < 0.01; partial η2=0.31). As shown
in Figure 1, prevention-oriented participants have found the
Rand and the RF-Pre agents (which have been both perceived
as prevention-focus) more likeable thant the Avg and the RF-
Pro agents (which have been both perceived as promotion-
focus). Promotion-oriented participants have found the Rand
agent less likeable than any other agent. No other significa-
tive interaction was found.

Discussion & perspectives
We first asked if users can perceive the differences between
agents’ personalities (H1). This first hypothesis is almost val-

665



idated. On the one hand, results show that our RF-Pro and
RF-Pre agents has been respectively perceived as promotion-
oriented and prevention-oriented, as we expected. We could
say that our data-driven strategies successfully convey the
agent’s regulatory-focus. On the other hand, our Rand and
Avg agents have been respectively perceived as prevention-
oriented and promotion-oriented. This result points out
the difficulty of controlling personality perception of virtual
agents. We raised our concerns (cf. Methodology - Exper-
imental design) and, as brought up by (Liu, Tolins, Tree,
Walker, & Neff, 2013), by assessing personality with ques-
tionnaires, participants may be driven to rate something they
had not perceived. Besides, such attribution could also be
explain by what Shermer (Shermer, 2012) called patternic-
ity and agenticity : respectively ”the tendency to find mean-
ingful patterns in meaningless noise” and ”the tendency to
infuse [these] patterns with meaning, intention and agency”.
Otherwise, we have taken an user-centered and data-driven
approach with interpretable outputs. Because these outputs
can convey regulatory-focus, they could also inform us on a
psychological side, on the links between human regulatory-
focus and risk-taking in a stop-or-again game. On the com-
puting side, such data and performances could fed symbolical
and theory-driven models, which suppose more assumptions
about cognitive processes. This complementary approach
could gives us more insights in the possible internal mech-
anisms to endow virtual agents with regulatory-focus.

Concerning the credibility of the different agents (H2), the
hypothesis is partially validated. We found a difference in fa-
vor of the RF-Pre agent regarding the perceived intelligence.
The RF-Pro agent was rated as more intelligent than the Rand
and Avg agents but the difference was not significative. Con-
sidering our number of subjects, we could not say if the non-
significativity is due to a lack of data or to a real difference
due to the agent’s strategy. Nevertheless, we found no dif-
ferences in likeability. Participants orally reported difficulties
to evaluate likeability, because they found that the interac-
tion was not sufficient to judge on the agents sympathy. This
result also raised a fundamental question: how are we mea-
suring such a concept?

Our third hypothesis, observing an effect of regulatory fit
between the user’s and the agent’s chronic regulatory focus
(H3) is also partially validated. We found an interaction be-
tween the user’s focus and the type of agent regarding the
likeability score: prevention-oriented users found the RF-Pre
agent and the Rand agent more likeable than the RF-Pro agent
and the Avg agent. Because RF-Pre and Rand agents were
both perceived as prevention-oriented, we could say that reg-
ulatory fit happened for prevention-focus users. We did not
find such effect for promotion-focus users. This result raised
an other question: should we focus on the user’s perception
of the personality we tried to convey or only on the effect of
the agent perceived personality (whatever it is) on the user?

To conclude, we have shown that it is possible to success-
fully endow artificial agents with regulatory-focus and that

this regulatory-focus can be accuretly perceived by users. We
also provided data which point to the possibility of using the
concept of regulatory fit with artificial agents. As perspec-
tives, we list directions for future works in order to try to
provide data for answering the questions raised by our results
and better understand the regulatory fit effect with artificial
agents : making more longitudinal studies because only re-
peated interactions could allow users to form a real model of
the agent’s personality; using multi-modality to enhance the
interaction, such as verbal and non-verbal behaviors during
the game by providing a physical representation of a virtual
agent; complementing self-report measures by users’ behav-
iors measures, such as engagement for example.
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Abstract 

 
Recent evidence shows that, contrary to what is commonly 
assumed, people who are pressured to think fast are also less 
likely to provide a heuristic judgment when heuristic and 
logical considerations point to conflicting answers in a 
conjunction fallacy task (Vallée-Tourangeau & Faure-
Bloom, under review). The present study explores this 
finding using an eye-tracking methodology. Eye movements 
from 41 participants were recorded while they read a 
thumbnail description and made a judgment on a statement 
comparing the probability of a single-event and that of a 
conjunctive event. Results showed participants focused more 
on the comparative probability statement under logico-
heuristic conflict while they focused more the task 
description in the absence of conflict. Additionally, longer 
judgment latencies predicted higher rates of heuristic 
responding, which contradicts the original dual-process 
assumption that heuristic thinking in conjunction fallacy 
tasks is fast. 
 
Keywords: Conjunction fallacy, heuristics and biases, 
intuition, dual-processes, eye-tracking. 

Introduction 
People typically use heuristic thinking to make many of 
their day-to-day judgments and decisions. For example, 
judging the quality of a good based on its price, or 
judging a job candidate based on her level of 
assertiveness. In fact, most of the “educated guesses” we 
make are founded on heuristics. It would be very 
impractical to write exhaustive lists or use decision trees 
every time we needed to make a judgment. Heuristic 
thinking is often assumed to involve fast decision 
strategies that save time and effort (Kahneman, 2011). It 
is considered to be an efficient and reliable process in 
most instances (i.e., when the heuristic response is 
congruent with logical principles). However, when 
heuristic responses conflict with laws of logic and 
probability, heuristic thought has been known to lead to 
erroneous, so-called “biased” judgments. 

A current debate in the literature asks the question: are 
people aware when their heuristic response conflicts with 
logical considerations? Default-interventionist models 
assume that heuristic processes are always activated first 
and that deliberate processes are activated only if 

necessary to intervene, correct or support heuristic 
reasoning (Glöckner & Witteman, 2010). Erroneous 
judgments are assumed to result from the failure to detect 
the conflict between heuristic and logical considerations; 
hence heuristic responses are readily endorsed without 
scrutiny from the deliberative system (Kahneman, 2011). 
Parallel-competitive models argue that people are able to 
detect the conflict, but fail to inhibit the enticing heuristic 
response and are unable to replace it with a more 
deliberate logical response (Reyna & Brainerd, 2008). 
Both of these models assume that logical answers emerge 
from slow, deliberative, and rule-based processes whereas 
heuristic answers arise from faster, intuitive, and 
associative processes. It is assumed that the “fast 
thinkers” who rely on heuristic thinking by default, are 
also prone to making biased judgments and committing 
fallacies (Kahneman, 2011); however, few studies have 
empirically put this claim to the test. For example, in the 
original conjunction fallacy task (the Linda task, see next 
section), it is not possible to assess whether people’s 
judgments are solely informed by heuristic considerations 
or whether they are also sensitive to logic considerations 
even if their final answer is congruent with a heuristic 
assessment.  

The Conjunction Fallacy 
The conjunction rule of probability states that a 
conjunction cannot be more probable than one of its 
constituents. This is logically sound because conjunctions 
have an extensional nature, which means that the 
probabilities associated with the conjunction of events 
A&B are included in the probabilities associated with the 
event B. In other words, the likelihood of two events 
occurring simultaneously is always less than either one 
occurring alone. The representativeness heuristic is 
defined as a cognitive tool that uses past knowledge (e.g., 
stereotypes) to estimate probabilities and representa-
tiveness is an evaluation of the degree to which something 
corresponds to a stereotype or prototype  (Tversky & 
Kahneman, 1983). Although this heuristic is fast, and at 
times efficient, it can lead to erroneous judgments, also 
known as conjunction fallacies. This was first showcased 
in the Linda task (Tversky & Kahneman, 1983), where 
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students were provided with a description of Linda 
designed to be highly representative of an active feminist. 
They then had to rank the likelihood of her being a) a 
feminist (F), b) a bank teller (B), and c) both a feminist 
and a bank teller (F&B). Over 80% of the participants 
ranked the conjunction as more likely than the 
unrepresentative constituent (i.e., F&B > B). This is an 
error of judgment because the probability of the 
conjunction (F&B) can never be more than the probability 
of its constituents (either F or B); at best, they can equal 
one another.  

Fast Logical Intuitions. Heuristic thinking has 
traditionally been assimilated with (i) intuitive processes 
and (ii) biased judgements: people provide erroneous 
judgements because their intuition fails to detect the 
conflict between logic and heuristic considerations which 
is only available to deeper, more effortful, more 
deliberative cognitive processing (e.g., see Kahneman, 
2011). By contrast, a recent alternative theoretical 
position calls for distinguishing heuristic-biased thinking 
from intuitive processes. Namely, heuristic thinking may 
lead to biased judgements but the empirical evidence 
suggests that intuitive processes are not necessarily 
biased; people can be fast and logical and they can 
intuitively and implicitly detect the conflict between 
logical and heuristic considerations (e.g., De Neys, 2012; 
Villejoubert, 2009, 2011).  

Thus, using a novel approach designed to disentangle 
logical and heuristic considerations, Vallée-Tourangeau 
and Faure-Bloom (under review) recently showed that 
people who were put under severe time pressure to 
provide a judgement about a conjunctive probability 
statement were almost six times more likely to provide a 
logical answer. This finding suggests that fast intuitive 
answers are not necessarily biased while heuristic and 
biased answers are not necessarily fast. Still, when logical 
and heuristic considerations were in conflict but 
participants were not pressured to make fast judgements, 
those who provided logical answers also took longer to 
respond. What is not clear is whether those longer 
response latencies were cued by heuristic considerations 
or logical considerations. Previous gaze and eye-tracking 
studies showed that longer latencies are associated with 
longer inspection of normatively critical problem 
information in syllogism tasks (Ball, Philips, Wade & 
Quayle, 2006) and in base-rate neglect tasks (De Neys & 
Glumicic, 2008) but the source of conflict in conjunction 
fallacy tasks remains to be identified. 

The Present Experiment 
The experiment reported here used a more fined-grained 
measure of conflict processing than response latencies, 
namely eye movements. Eye-tracking methodology has 
been proposed as the method of choice for tracing 
intuitive and deliberative processes (Glöckner & Herbold, 
2011). Recent research suggests that automatic, 

superficial levels of processing have shorter fixation 
latencies, while deeper processing and a deliberate 
consideration of information is related with longer 
fixations (Glöckner & Herbold, 2011). Furthermore, eye 
tracking permits the detection of conflict in processing as 
eye movements are known to be disrupted when readers’ 
general knowledge conflicts with the text they are given 
to read (e.g., Duffy & Keir, 2004). 

The aim of this experiment was to shed light on the 
processes involved in judging conjunctive probabilities, 
focussing in particular on the question of conflict 
detection between heuristic and logical considerations. It 
was hypothesized that eye movements would differ under 
conflict and non-conflict judgment settings. Specifically, 
it was expected that people would have longer total dwell 
times, and would spend longer re-fixating and the 
stereotypical description in non-conflict trials as a mean 
to confirm their initial judgment. By contrast, it was 
expected people would spend longer re-fixating the 
statement in conflict trials compared to non-conflict trials, 
as this statement conflicted with the mental model they 
had built after reading the description. In this task, the 
statement is the normatively critical problem. The 
statement controls the logicality, or illogicality, of the 
trial. 

Method 

Participants 

Forty-three psychology students from Kingston University 
were recruited for this experiment Two students were 
familiar with the task and therefore were removed from 
subsequent analyses. Of the remaining 41 participants (6 
men and 35 women; mean age = 27.9 years, SD = 3.48), 
29% were postgraduates and 71% were undergraduates. 
All the participants had background knowledge of 
psychology. The majority of the participants were enrolled 
in psychology courses (66%); however, some had dual 
majors which included criminology (7%), business (7%), 
human biology (5%), sociology (5%), journalism (2%), 
human rights (2%), English (2%), and creative writing 
(2%). The experiment was conducted in English; 61% of 
the participants were native English speakers. Participation 
was voluntary and anonymous, and the study took 45 
minutes on average to complete. Participants were either 
paid £6 or received course credits for their time and 
participation.  
 
Materials 
Materials were adapted from those used in Vallée-
Tourangeau and Faure-Bloom (under review). Participants 
were presented with 16 trials of a “Comparative 
Conjunction Probability Judgment” (CCPJ) task.  

Sixteen Comparative Conjunction Probability 
Judgment (CCPJ) tasks were programmed in Matlab and 
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presented to each participant on a 21-inch CRT display 
screen. Participants’ eye movements were recorded using a 
head mounted video-based Eyelink II eye tracker with a 
spatial resolution of 0.5 degrees and temporal resolution of 
2ms while they assessed the validity of the statements 
presented.  

Each CCPJ trial consisted of a thumbnail description 
and a statement sentence. The descriptions were short 
paragraphs that outlined the personality traits, hobbies and 
vocations of fictitious people. These portraits were 
intended to be congruent with a stereotype (e.g., Linda was 
presented as single, outspoken young woman who studied 
philosophy at university and who is deeply concerned with 
issues of discrimination and social justice to evoke the 
stereotype of feminists). Each description was followed by 
a unique statement; one sentence that contained both a 
single clause and a conjunction clause. Statements always 
featured a category that corresponded to the stereotype 
suggested by the thumbnail description (e.g., feminist in 
the Linda task) and an atypical category chosen to be at 
odds with the stereotype (e.g., bank cashier; the word 
“teller” was replaced with “cashier” as this is the term 
commonly used in the UK).  

Representativeness was determined by the short 
description presented before the statement. Each of the 16 
descriptions created were piloted to ensure that the person 
presented appeared both as a highly representative member 
of a stereotypical category and a highly unrepresentative 
member of an atypical category, without openly 
mentioning that this individual belonged to either category. 
Representative statements presented the stereotypical 
category as more likely than the atypical category and 
logical statements presented the single clause as more 
likely than the conjunction clause. Two main types of 
statements were used: conflict statements and no conflict 
statements (see Table 1 presenting all statements with the 
Linda task for illustration purposes; this scenario was only 
used once in the actual trials). Conflict was created by 
presenting statements where the conjunction of the 
stereotypical category and the atypical category was said to 
be more likely than the atypical category (a representative 
but illogical statement) or by presenting the atypical 
category as more likely than the conjunction of the atypical 
and the stereotypical categories (a logical but 
unrepresentative statement). Conversely, conflict was 
absent in statements where the stereotypical category was 
said to be more likely than the conjunction of the 
stereotypical and atypical categories (a representative and 
logical statement) or in statements where the conjunction 
of the atypical category and the stereotypical one was said 
to be more likely than the stereotypical one (an 
unrepresentative and illogical statement). 

On each trial, participants were required to either 
accept the statement as correct, or reject it as incorrect. 
Participants’ answers were heuristic if they accepted 
representative statements as correct and rejected 
unrepresentative statements as incorrect. Conversely, 
answers were logical if they accepted logical statements as 
correct and rejected illogical statements as incorrect. The 
CCPJ tasks thus affords a new insight into the cognitive 
underpinnings of people’s probability judgments under 
conflict as the answer given could suggest what type of 
process was employed to produce the final judgment (i.e., 
either a heuristic or logical one). 

To ensure the quality of the eye-tracking data, we 
conducted manipulation checks on the CCPJ tasks. The 
number of words was counted for each thumbnail 
description and for each statement sentence, and an 
average word count was computed for each description and 
statement type (i.e., one value for each of: R&L, R/I, U/L, 
U&I). The mean number of words for the descriptions and 
statements were each subjected to a repeated-measures 
analysis of variance (ANOVA) with four levels (statement 
type). Results confirmed there was no significant 
difference in word count between the 4 types of 
description vignettes (MR&L = 37.50, SDR&L  = 8.23, MR/I = 
34.75, SDR/I  = 5.32, MU/L = 38.75, SDU/L  = 5.62, MU&I = 
39.50, SDU&I  = 2.38), F < 1; and no significant difference 
for the 16 statements (MR&L = 18.75, SDR&L  = .96, MR/I = 
19.50, SDR/I  = 1.29, MU/L = 19.00, SDU/L  = .82, MU&I = 
19.00, SDU&I  = 1.41), F < 1. Thus, any differences found 
in reading latencies or eye-movements could be assumed 
to result from our experimental manipulations and not 
from lack of experimental control in our design. 

Design and Procedure 
The experiment took place in a psychology laboratory on 
the Kingston University campus. Upon giving their

 
 

 
 

Conflict statements

R/I Lynn is more likely to be a bank cashier and an active feminist than she is 
to be a bank cashier.

U/L Lynn is more likely to be a bank cashier than she is to be a bank cashier 
and an active feminist.

No conflict statements

R&L Lynn is more likely to be an active feminist than she is to be a bank 
cashier and an active feminist.

U&I Lynn is more likely to be a bank cashier and an active feminist than she is 
to be an active feminist.  

Table 1: Illustration of the four types of statements used to study 
the conjunction fallacy in CCPJ tasks. 
Note. R/I: Representative but Illogical; U/L: Unrepresentative but 
Logical; R&L: Representative and Logical; U&I: Unrepresentative and 
Illogical. 
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informed consent, all participants completed the 16 CCPJ 
trials.  

CCPJ Task. Participants were sat in front of a 21-inch 
CRT display screen while the experimenter set up the 
Eyelink II. The eye-tracker was placed and secured on the 
head of the participants, and the video cameras were 
positioned to get a clear and accurate reading of the pupils. 
The experimenter then performed the calibration and 
instructed the participants to keep their head as still as 
possible for the remainder of the task. The first slide of the 
CCPJ task presented the instructions to the participants: 
“In this experiment, you will be presented with a series of 
scenarios describing a person followed by a statement. 
Your task is to read these descriptions and then indicate if 
you think the accompanying statement is true or false”. At 
this point the experimenter explained that if they wanted to 
answer true, and accept the statement, they must click on 
the left mouse button, and if their answer was false, and 
they wanted to reject the statement, they must click on the 
right mouse button. “YES” was positioned on the bottom 
left of the screen and coincided with the left mouse button, 
while “NO” was situated bottom right and coincided with 
the right mouse button. The next screen explained to the 
participants that they would be given three example trials 
before beginning the experiment. This allowed them to 
become familiar with the task and understand what was 
expected of them before beginning the experimental 
problems. They were prompted to take as much time as 
they needed to read the descriptions, and to consider the 
information carefully before reaching a decision. After 
completing three examples, they completed the 16 CCPJ 
problems in a random order while their responses and time 
latencies were recorded for each CCPJ problem as well as 
eye movements in two areas of interest (AoI). The first 
AoI was the description vignette, and the second was the 
statement sentence (see Fig. 1 for an example of a CCPJ 
trial with the AoI definitions). More specifically, eye 
movements were measured through number of refixations 
and the total dwell time for each AoI.  
 

C-Span Task. Each participant also completed a 
computation span measure adapted from Salthouse and 
Babcock (1991) designed to measure working memory 
span. The task involved solving simple arithmetic 
problems whilst remembering the second digit of each 
equation for a recall test after each series of problems. 
Participants viewed the task stimuli on a computer monitor 
and recalled their answers verbally whilst the experimenter 
recorded and scored the participants’ answers, both for the 
arithmetic problems and the recall test, on an answer sheet. 
The arithmetic problems were presented as a video in 
Windows Media Player. 

THE COMPARATIVE LYNN TASK

Lynn is 31 years old, single, outspoken, and very 
bright. She majored in philosophy. As a student, 
she was deeply concerned with issues of discri-
miniation and social justice, and also participated in 
anti-nucelar demonstrations.
Do you think the following statement is correct?
Lynn is more likely to be a bank cashier and an 
active feminist than she is to be a bank cashier.

Description StatementAreas of Interest (AoI):  
Figure 1: Design and layout of a Comparative Conjunction 

Probability Judgment problem. 

Results 

Behavioural Data 
To examine patterns of heuristic responding, a heuristic 
score was computed for each statement type by 
calculating the proportion of time participants either 
accepted statements that were congruent with heuristic 
considerations (R&L and R/I statements) or rejected 
statements that were incongruent with such considerations 
(U/L and U&I statements). The heuristic score ranged 
from 0 (never followed the heuristic consideration) to 1 
(always followed the heuristic consideration). As 
anticipated by the logical intuitionist account, statements 
for which heuristic considerations conflicted with logical 
ones led to lower rates of heuristic responding than non-
conflict statements, Mconflict = .83, SD = .22 vs. Mno_conflict = 
.87, SD = .16. This difference, however, failed to reach a 
statistically significant threshold, t(40) = -1.04, p = .15, 
one-tailed. Thus, it was not possible to conclude that 
participants were sensitive to the conflict between 
heuristic and logical considerations on the sole basis of 
the behavioural data. 

Eye Tracking Data 
Eye movement patterns were examined to assess whether 
participants were sensitive to the conflict between heuristic 
considerations (i.e., representativeness) and logical 
considerations.  The number of refixations (i.e., number of 
times participants revisited an AoI with at least one 
fixation outside the AoI) and the total dwell times (i.e., 
total amount of fixation time within an AoI) were 
examined across both of the conflict conditions (no 
conflict vs. conflict) and the two AoIs (description vs. 
statement).  

Refixations. Participants redirected their eyes more 
often towards the description in the absence of conflict, 
Mno_conflict = 3.74, SD = 1.46, Mconflict = 3.41, SD = 1.27. 
However, in conflict trials, participants refixated more 
often on the statement, Mno_conflict = 3.20, SD = 1.52, Mconflict 
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= 4.15, SD = 2.00. A 2 (description vs. statement) x 2 
(conflict vs. no conflict) ANOVA confirmed significant 
differences between the number of refixations as a function 
of the conflict conditions, F(1,40) = 5.54, p < .05,  ηp

2 = 
.12. It also revealed a significant interaction between the 
AoIs and the conflict conditions, F(1,40) = 32.96, p < .001, 
ηp

2 = .45 (see Figure 2: Left Panel). 
Dwell times. A 2 (description vs. statement) x 2 

(conflict vs. no conflict) ANOVA revealed that, on 
average, participants spent more time looking at the 
descriptions (Mno_conflict = 9.51, SD = 3.26, Mconflict = 8.79, 
SD = 2.53) compared to the statements (Mno_conflict = 4.21, 
SD = 1.55, Mconflict = 4.71, SD = 1.50, F(1,40) = 209.27, p 
< .001, ηp

2 = .84), regardless of the conflict condition. This 
is not surprising as the descriptions were short paragraphs 
containing 3-4 sentences, while the statements were only 
one sentence in length. More importantly however, the 
analysis revealed a significant interaction between AoIs 
and conflict condition for mean dwell times, F(1,40) = 
17.01, p < .001, ηp

2 = .30 (see Figure 2: Middle Left 
Panel).  

Altogether, the eye-tracking data revealed that, when 
logic conflicted with representativeness (i.e., conflict 
statements, see Table 1), participants spent more time 
looking at the statements compared to descriptions and 
they revisited statements more often. The reverse was true 
in the absence of conflict. These differences in eye-
movement patterns clearly show that participants were 
sensitive to the conflict between representativeness and 
logicality even if their final behaviour appeared to be 
solely influenced by heuristic considerations. 

Judgment Latencies 
Next, response latencies were analyzed to empirically test 
whether “fast thinkers” who are assumed to rely on 
heuristic considerations by default (e.g., Kahneman, 2011), 
were also prone to making biased judgments and 
committing conjunction fallacies. A heuristic index was 
computed for each participant for the conflict trials. This 

entailed subtracting the unrepresentative answers from the 
representative answers (e.g., RI1 + RI2 + RI3 + RI4 – UL1 
– UL2 – UL3 – UL4).  

A regression analysis showed that longer judgment 
latencies predicted higher rates of heuristic responding in 
conflict statements, R2 = .52, F(1, 39) = 41.11, p < .001, β 
= .72, t(39) = 6.44, p < .001 (see Figure 2: Middle Right 
Panel). These findings suggest that people who responded 
more logically to the conflict trials also responded 
significantly faster; heuristic responding in these trials 
were not fast. 
 
Homogeneity of sample 
Working memory scores were analysed to ascertain 
whether individual measures caused some participants to 
perform better (i.e., more logically) than others on the 
CCPJ trials. 

A regression analysis showed lower working memory 
scores did not predict higher heuristic responding, R2 = .00, 
F(1, 39) = .01, p = .92, β = .02, t(39) = .11, p = .92. These 
findings show that working memory played no role in 
participants logicality when making conjunction 
judgements (see Figure 2: Right Panel). 

Discussion 
Our aim with this experiment was to shed light on the 
processes involved in generating conjunction probability 
judgments. Specifically, we focussed on conflict detection 
between heuristic and logical considerations, and we 
provided empirical data to test the widely accepted 
assumption that heuristic thinking is fast and automatic 
while logical thinking is slower and more deliberate.  

The evidence presented in this study goes against the 
default-interventionist interpretation since participants’ eye 
movements suggest they easily detected the conflict 
between logical and heuristic considerations. In the 
presence of conflict, participants looked for longer 
amounts of time at probability statements compared to 
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Figure 2: Mean number of refixations as a function of AoI (description vs. statement) and conflict (absent vs. present; left 
panel); mean dwell times as a function of AoI and conflict (middle left panel); rate of heuristic responding as a function 

of judgment latency (seconds; middle right panel); rate of heuristic responding as a function of working memory (C-Span 
score; right panel). 
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descriptions and they revisited statements more often. The 
reverse was true in the absence of conflict. Evidence also 
goes against the parallel-competitive view. Although this 
interpretation allows for conflict detection, it also assumes 
that in order to answer logically one must inhibit the 
persuasive heuristic answer. The data indicated that faster 
judgments were also more logical, which suggests that 
logical answers come first and are intuitive, but are 
overridden by the compelling heuristic answer when 
people take time to deliberate. When this happens, logical 
responding requires even more deliberation and effort to be 
reinstated. These findings support the notion of logical 
intuitions (De Neys, 2012; Villejoubert, 2009, 2011). This 
idea posits that people have an implicit knowledge of the 
laws of probability, and as a result, logical responses are an 
intuitive, effortless process. In other words, logical 
considerations can be fast and automatic. The bias, 
previously believed to exist in fast automatic 
considerations, in fact could exist in slow deliberate 
considerations.  

The question remains, if people are able to detect 
conflict in conjunction probability judgments and they also 
have logical intuitions, why then do the majority of people 
still commit conjunction fallacies? A possible explanation 
for this could be that although people are able to generate 
fast logical intuitions about conjunctive probability 
judgments, when there is conflict they employ deliberate 
thinking and this is when the logical intuitions are 
overcome by slow heuristic deliberations. Nonetheless, 
despite the convincing evidence for conflict detection 
presented in this study, it remains true that the heuristic 
answer stayed prevalent even under conflict. Future 
research may also consider the factors that might sway 
participants towards the logical answer, such as an implicit 
learning task or a priming task. Future research may also 
consider the implications of these results for recent 
proposals attempting to cognitive biases as a consequence 
of random noise in otherwise rational judgements (see 
Costello, 2009). 
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Abstract 
The role of processing constraints on sentence structure has 
been a topic of central interest in cognitive science. One 
proposal (Hawkins, 2004) suggests that language production 
system is organized to facilitate efficient parsing. We 
experimentally test this hypothesis using a miniature artificial 
language learning paradigm. Our findings support this 
account. Even though the input languages did not favor early 
placement of cues to grammatical function assignment (case 
and word order), participants used these cues in their own 
productions significantly more often in such a way as to allow 
early correct parsing commitments. This preference interacted 
with a bias to mark the less expected: Participants tended to 
use more case-marking in non-English OSV sentences. Our 
results underscore the potential of miniature artificial learning 
for language production research. 

Keywords: language acquisition; language processing; 
language production; artificial language learning 

Introduction 
To infer sentence meaning, listeners must integrate a 

variety of probabilistic linguistic and non-linguistic cues. 
This integration happens incrementally – listeners do not 
wait for speakers to finish their utterances, but instead form 
provisional structural hypotheses based on the cues 
available at a given moment during sentence comprehension 
(Tanenhaus, Spivey-Knowlton, Eberhard, & Sedivy, 1995). 
Due to this incremental nature of sentence comprehension, 
listeners sometimes face situations when their initial parsing 
commitments turn out to be incorrect and need to be revised 
as more information becomes available (Frazier & Rayner, 
1987). Since revisions are associated with longer processing 
times, the order in which cues are presented to the parser 
has a potential impact on processing efficiency: Informative 
cues that allow recognition of sentence structure early on 
would on average increase parsing speed.  

One proposal –the performance-grammar correspondence 
hypothesis (Hawkins, 2004) -- argues that the human 
production system supports efficient parsing. It does so in 
part by ordering informative cues early in the sentence 
(‘Maximize Online Processing’, MaOP). Primary support 
for this account comes from typological correlations: 

Grammatical structures that permit more efficient 
integration of words into the structural representation tend 
to be cross-linguistically more common. For example, the 
correlation between marking type (case vs. agreement) and 
the position of the verb in a sentence is claimed to stem 
from considerations of processing efficiency: Verb-final 
languages typically have case-marking on nouns, while 
verb-initial languages tend to have rich verb agreement 
since it provides earlier disambiguation points in the 
respective languages (Hawkins, 2004). This explanation, 
however, is still under debate as a recent study found only 
partial support for the claim that language structures favor 
early parsing decisions (Dryer, 2002).  

Cross-linguistic correlations, however, need to be 
interpreted with caution. Typological analyses are known to 
suffer from sparsity of independent data points. Languages 
that evolved from common ancestors or remained in contact 
for a long time often share lexical and structural properties. 
These genetic and areal influences drastically reduce the 
effective sample size of languages available for analysis. 
Thus, statistical tests might not have enough power to 
uncover hypothesized universals (Dryer, 1989; Jaeger, 
Graff, Croft, & Pontillo, 2011). 

While direct experimental tests of the MaOP hypothesis 
are missing, evidence consistent with this account comes 
from the developmental literature. Young learners are 
highly sensitive to the order of cues to sentence meaning 
and disproportionally rely on early arriving cues when 
making parsing decisions. Initial parsing commitments 
based on early cues, once formed, are difficult to revise for 
young learners (Choi & Trueswell, 2010; Trueswell, 
Sekerina, Hill, & Logrip, 1999). Cues that are available 
early in parsing also appear to be acquired earlier: First and 
second language learners show better command of causative 
verb morphology in verb-initial languages, where it is 
appears early in the sentence compared to verb-final 
languages, where it is available later (Pozzan & Trueswell, 
under review; Trueswell, Kaufman, Hafri, & Lidz, 2012). 

Here we use a miniature artificial language learning 
paradigm to experimentally test the prediction that the 
language production system is organized to provide 
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informative cues early. Using experimentally designed 
languages allows us to separate and orthogonally control 
properties that are potentially correlated in natural languages 
(e.g., cue informativity and cue order). Furthermore, this 
paradigm has been successfully used to study processing 
influences on grammar acquisition (Pozzan & Trueswell, 
under review) and online processing of newly acquired 
grammatical structures (Wonnacott, Newport, & Tanenhaus, 
2008), which underscores its suitability to study parsing-
related preferences in production.  

In the experiment, we expose learners to miniature 
artificial languages that do not have an a priori preference to 
provide informative cues early (i.e., informative cues to 
grammatical function assignment appear early or late with 
the same frequency in the input). If the production system is 
indeed organized to facilitate early parsing decisions, we 
would expect learners to exhibit a (potentially small) bias to 
deviate from the statistics of the input towards using 
informative cues early in the sentence. 

The experiment 

Participants 
56 monolingual native speakers of English were recruited 

from the University of Pennsylvania community to 
participate in the experiment. They received credit in 
introductory psychology classes for their participation. 17 
participants were excluded from all further analyses for the 
following reasons: failure to complete all sessions of the 
experiment (4 participants); previous familiarity with the 
phenomenon under investigation (1 participant); failure to 
achieve 70% comprehension accuracy on the final day of 
testing (12 participants, see Scoring below). This left 39 
participants for the final analysis (20 in the subject-marking 
and 19 in the object-marking language). 

Input languages 
The two languages used in the experiment contained 10 

novel words (6 animate nouns and 4 transitive verbs), all of 
which conformed to English phonotactics, and a suffix ‘di’ 
that acted as a nominative or accusative case-marker 
depending on the language (see Table 1). All sentences 
described simple transitive events such as ‘hug’ or ‘poke’ 
performed by two male actors such as ‘chef’ or ‘referee’ 
(see Figure 1 for example stimuli). All verbs occurred 
equally frequently within each language overall and with 
each word order variant within each language. All nouns 
occurred equally often in the subject and object position 
with each verb 

Participants were assigned to learn one of the two 
miniature languages. Both languages were verb-final (i.e., 
the verb followed both the subject and the object). This 
word order was chosen as it is cross-linguistically more 
common in languages with a case system (Greenberg, 
1963). Word order was flexible: Subject-object-verb (SOV) 
and object-subject-verb (OSV) orders occurred equally 
frequently in both languages. Both languages had optional 

case-marking – a case-marker (suffix ‘di’) was present in 
67% of the input sentences and absent in the remaining 
33%. The two languages differed in the locus and function 
of case-marking. In the subject-marking language, the case-
marker optionally marked the subject and never the object. 
In contrast, in the object-marking language, the case-marker 
optionally occurred on the object and never on the subject.  

 
Table 1: The artificial lexicon used in the experiment. 

 
Nouns Verbs Case-marker 

barsu moship di 
doakla kyse  
rizbi skroop  
lanfu tegud  
peza   
forpih   
 
If the production system exhibits a bias to facilitate 

correct parsing commitments early on, we expect learners to 
use cues to grammatical function assignment in such a way 
as to allow early disambiguation. Since word order was 
uninformative about grammatical function assignment in the 
experiment, case-marking (when present) provided 
important disambiguating information in both languages. 
We thus expect learners to produce more case-marking on 
the first constituent in a sentence regardless of its locus 
(subject vs. object) in the newly acquired language.  

The procedure 
At the beginning of the experiment, participants were 

informed that they would be learning a novel ‘alien’ 
language by watching short videos and hearing their 
descriptions in this language. No further instructions about 
the structure of the language were provided.  

Participants were trained and tested on one of the two 
miniature languages during three visits to the lab (each 
lasting about 40-45 minutes) with at most one day between 
the visits. During every visit, learners were exposed to a 
mixture of noun and sentence exposure blocks, 
comprehension tests (noun and sentence), and short 
vocabulary tests. Each session concluded with a sentence 
production test. The same overall procedure was followed 
on all days. On the first day, however, the amount of noun 
exposure and vocabulary testing was doubled compared to 
subsequent days. 

Every session began with noun exposure. Learners saw a 
picture of each character labeled in isolation and were 
encouraged to repeat the names to facilitate learning. After 
the initial familiarization, learners were presented with 
pictures of four characters accompanied with a label 
corresponding to one of them. Learners were instructed to 
click on the correct picture. In order to facilitate vocabulary 
learning, which is a prerequisite for the success of the 
experiment, but not itself of interest here, feedback was 
provided on every trial. Noun learning concluded with a 
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noun production test, during which learners were asked to 
provide labels for each character presented in isolation. 

 

 
 
Figure 1: Screenshots of sentence exposure (left panel) and 
sentence comprehension (right panel) trials. 

 
During sentence exposure that followed, learners watched 

short videos (2 blocks of 24 trials) depicting simple 
transitive events (e.g., the chef hugging the mountie) 
accompanied by their descriptions in the novel language. 
Participants were instructed to repeat the descriptions to 
facilitate learning. Learners could replay the video and 
sound as many times as they wished during the first training 
block on day 1; no further replays were allowed throughout 
the experiment. Sentence exposure was followed by a 
comprehension test (24 trials total), during which learners 
heard a sentence in the novel language and were shown two 
videos depicting the same referents and action with the 
reversed order of the actor and patient in the two videos. 
Participants were asked to click on the video that matched 
the description. No feedback was provided on sentence 
comprehension trials. After competing the test, participants 
completed two more sentence exposure and one more 
sentence comprehension blocks. 

Each session ended in a sentence production test (48 
trials), during which participants watched previously unseen 
videos depicting familiar characters and actions and 
described them in the novel language. Participants were 
given an auditory verb prompt that they could use in their 
sentence to facilitate production. No other instructions on 
form or content of the descriptions were provided. 

Scoring 
During every session, we collected measures of accuracy 

on vocabulary tests, comprehension tests, sentence 
production accuracy, as well as case and word order 
preferences in sentence production.  

In the sentence comprehension test, we analyzed 
participants’ responses on case-marked (i.e., unambiguous) 
trials. Since word order was uninformative in our 
experiment, this measure indicated how well learners have 
acquired the meaning of case-marking. 12 participants (5 in 
the subject-marking and 7 in the object-marking language) 
who failed to achieve 70% accuracy were excluded from all 
analyses. The results reported below hold regardless of this 
exclusion. 

All production trials (noun and sentence production) were 
orthographically transcribed by two transcribers and then 
automatically scored using a Python script. A noun or verb 

was considered correctly pronounced if it fell within 
Levenstein distance of 2 from the target label (i.e., we 
allowed at most 2 character insertions, deletions, or 
substitutions in a word). For example, ‘toagla’ was still 
considered a correct label for ‘doakla’, but ‘toagli’ was not.  

In the sentence production test, we scored sentence word 
order, presence and position of case-marking as well as 
lexical (using the wrong name for a referent or an action) 
and grammatical mistakes (using word order other than 
SOV or OSV or using the case-marker on the wrong 
constituent). If the name of only one referent was incorrect 
and it was still possible to determine sentence word order, 
productions were scored as overall correct but containing a 
lexical error. Such productions were included in the 
analyses below. Productions containing grammatical errors 
were excluded from all analyses.  

Results 
Accuracy of acquisition For participants included in the 

analysis, vocabulary test performance was at ceiling on the 
final day of training (99% correct in the object-marking and 
100% correct in the subject-marking language). Similarly, 
the number of lexical mistakes during sentence production 
was below 3% across the two languages on the final day of 
training (2.2% in the object-marking and 2.9% in the 
subject-marking language). The number of grammatical 
mistakes made by the learners was below 1% in both 
languages (0.33% in the object-marking and 0.42% in the 
subject-marking language) on the final day of training. This 
performance suggests that the task was feasible for our 
participants. 

We now turn to the main question of our study – whether 
language production system is biased towards providing 
informative cues early.  

Do learners provide case-marking early in sentences?  
To address this question, we examined learners’ case-
marker use in production. We used a mixed logit model 
(Jaeger, 2008) to predict the presence of case-marking based 
on its locus in the language (sum-coded, subject vs. object), 
day of training  (Helmert coded, 2 vs. 1, 3 vs. 1 and 2), 
constituent position (sum-coded, first vs. second), and all 
interactions between these factors. The model included 
maximal converging random effects structure. Fixed effect 
correlations greater than 0.4 were observed between 
multiple predictors in the model. The results reported here 
did not change after the stepwise model reduction was used 
to reduce collinearity. 

Learners’ overall proportion of case-marking did not 
significantly differ across the two languages (χ2 (2)=0.11) or 
days of training (χ2 (2)=0.13). Neither did language and day 
of training interact (χ2 (2)>0.18). Learners did, however, use 
significantly more case-marking on the first constituent as 
compared to the second one (main effect of constituent 
position, ß=0.86, z=2.05, p<0.05). Constituent position 
interacted with language (ß=1.02, z=2.92, p<0.01). Simple 
effects test revealed that the effect of constituent position on 
case-marker use was significant in the object-marking 
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language (ß=1.88, z=3.34, p<0.001), but not in the subject-
marking language (p>0.7). Thus, only learners of the object-
marking language preferentially case-marked the first 
constituent (see Figure 2).  

 

 
 
Figure 2: Case-marker use in production in the object-
marking (left panel) and subject-marking (right panel) 
language. The dashed line indicates the input (equal for both 
languages). 
 

We further compared participants’ use of case-marking to 
the input proportion in the two languages (see Figure 3). On 
the final day of training, learners of both languages 
produced significantly more case-marking compared to the 
input (Subject-marking language, day 3: 83% case-marking 
in production, significantly higher than the input [χ2 

(1)=15.81, p<0.001]; Object-marking language, day 3: 83% 
case-marking in production, significantly higher than the 
input [χ2 (1)=15.72, p<0.0001]). 

 

 
 
Figure 3: Overall case-marker use in production. The 

dashed line indicates the input (equal across the two 
languages). 

 
Thus, while learners of both languages used significantly 

more case-marking in their own productions compared to 
the input, only learners of the object-marking preferentially 
case-marked the first constituent. Learners of the subject-
marking language did not use case-marking asymmetrically 
and marked both constituents equally often. 

What can account for this difference in the preference to 
case-mark the first constituent across the two languages? 
One possibility is that it is due to another production 
preference – a preference to mark the less expected (Jaeger, 

2013; Piantadosi, Tily, & Gibson, 2011). Recall that the two 
languages in our experiment differed in the word order that 
allowed the earliest availability of case-marking during 
parsing (SOV in the subject-marking and OSV in the object-
marking language). OSV word order is, however, cross-
linguistically rare and, more importantly, highly uncommon 
in the native language of our participants (English), while 
SOV word order is more in line with participants’ native 
language biases (since the subject in English typically 
precedes the object). A preference to provide case-marking 
early and a preference to mark the less expected non-
English OSV word order work in the same direction for the 
object-marking language (both favor OSV) and in opposite 
directions for the subject-marking language (a preference to 
mark the atypical favors OSV while a preference for early 
disambiguation favors SOV). Thus, if the two biases are 
equally strong in production, one would expect the same 
degree of case-marking on both constituents in the subject-
marking language and a relatively strong bias to mark the 
first constituent in the object-marking language, as observed 
in our experiment.  

To further probe this question, we examined learners’ 
comprehension performance on ambiguous trials (i.e., trials 
without case-marking): If comprehenders interpret such 
sentences preferentially as SOV, this would suggest that 
learners of both languages indeed treat OSV word order as 
less typical. In a mixed logit model, we predicted SOV use 
based on the language (sum-coded, subject vs. object), day 
of training (Helmert coded, 2 vs. 1, 3 vs. 1 and 2), and their 
interaction. The model included maximal converging 
random effects structure. Fixed effect correlations greater 
than 0.4 were observed between multiple predictors in the 
model. The results reported here did not change after the 
stepwise model reduction was used to reduce collinearity. 

 

 
 
Figure 4: % SOV word order in comprehension of non-case-
marked sentences. The dashed line indicates the input (same 
across the two languages). 

 
The analysis revealed a baseline SOV preference in both 

languages as indicated by a significant positive intercept 
(ß=0.7, z=2.5, p<0.05). There was no significant main effect 
of language (p=0.18), day (χ2 (2) = 0.83), or language by 
case interaction (χ2 (2) = 0.43), see Figure 4. Simple effects 
test revealed no significant effect of language on any day of 
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training (p’s>0.17 for all days). Thus, comprehension 
performance suggests that SOV interpretations for 
ambiguous sentences were preferred across conditions. 

Summary Learners of the two languages in our 
experiment showed different patterns of case-marker use. 
As expected under our hypothesis, learners of the object-
marking language preferentially marked the first constituent. 
Learners of the subject-marking language, however, case-
marked both constituents equally often. This difference in 
case-marker use across the two languages is likely to reflect 
two production biases – a bias to mark the atypical (i.e., 
non-English OSV order dispreferred in comprehension) and 
a bias to provide informative cues early. Since the two 
biases work in opposite directions in the subject-marking 
language, the preference to case-mark the first constituent is 
expected to be less pronounced in this language. 

 

Discussion 
In a miniature artificial language learning experiment, we 

found that learners preferentially used cues to grammatical 
function assignment in such a way as to promote correct 
parsing commitments early. Learners of both languages 
produced case-marking significantly more often than it was 
present in the input. Learners of the object-marking 
language tended to case-mark the first constituent 
significantly more often than the second one, while learners 
of the subject-marking language produced the same amount 
of case-marking on both constituents. We argued that this 
behavior was indicative of two biases influencing language 
production – a preference to provide informative cues early 
and a preference to case-mark the less expected. 

Our findings thus add to the growing body of research 
investigating the role of cue order in language acquisition 
and use. To the best of our knowledge, the current 
experiment constitutes the first direct experimental evidence 
in support of the hypothesis that the human production 
system is organized to produce informative cues earlier in 
the sentence (Hawkins, 2004). A close parallel between 
learners’ preferences in production and patterns observed in 
typology suggests that some typological properties observed 
cross-linguistically stem from biases associated with 
incremental language processing. Finally, our findings 
parallel a variety of developmental phenomena, such as 
young learners’ disproportional reliance of early cues during 
parsing (Choi & Trueswell, 2010; Trueswell et al., 1999) 
and a faster time line of early cue acquisition (Pozzan & 
Trueswell, under review; Trueswell et al., 2012).  

By using experimentally designed miniature artificial 
languages, we were able to establish that a preference to 
provide informative cues early was not the only bias the 
production system caters to. Replicating earlier work 
(Fedzechkina, Jaeger, & Newport, 2012; Fedzechkina, 
Newport, & Jaeger, under review), we also observed a 
preference to mark the atypical in participants’ production. 
Learners tended to use more case-marking in the less 
expected (non-English) OSV sentences. This preference 

interacted with a bias to provide informative cues early, 
resulting in a stronger preference to case-mark the first 
constituent in the object-marking language. 

Since the two biases are closely intertwined in natural 
language, it would be difficult or perhaps even impossible to 
isolate and experimentally study their respective influences 
using natural language stimuli. Our findings, thus, 
underscore the potential of the miniature artificial language 
learning paradigm, which has previously been applied to 
language acquisition and in rare cases language 
comprehension, for language production research. 

Finally, our findings raise a question of native language 
influences in miniature artificial language learning 
experiments. Learners in our experiment had a preference to 
mark the less typical OSV word order, which likely reflects 
a transfer from participants’ native language (English). 
While our data do not speak to the exact circumstances 
under which such transfer is likely to occur or directly 
investigate the degree of such transfer, they point out that 
the influence of native language background is a concern for 
miniature artificial language experiments and that learners’ 
native language background needs to be taken into account 
when interpreting experimental results (see Goldberg, 2013 
for similar and additional arguments). 

Conclusions 
We used a miniature artificial language learning paradigm 

to experimentally investigate the hypothesis that language 
production is organized to provide informative cues early. 
Our findings support this hypothesis: Learners tended to use 
case-marking in their productions in such a way as to allow 
early commitments to the correct parse. These outcomes 
parallel a variety of developmental phenomena and patterns 
observed in typology. 
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Abstract 

Mind wandering has been investigated in a variety of 
sustained attention tasks. In the present research, we 
investigated the role of mind wandering while listening to 
familiar or unfamiliar musical excerpts, and its effects on 
linguistic processing. Participants performed a lexical 
congruity task involving judging the semantic relatedness of a 
list of word pairs while listening to familiar classical music, 
unfamiliar classical music, or non-music environmental sound 
clips. Mind wandering episodes were probed randomly and 
intermittently for participants to self-report their mind 
wandering episodes during the task. Results showed that 
listening to familiar music is associated with faster response 
times and lower frequency of mind wandering. Whereas mind 
wandering episodes tend to be more frequent when 
participants listened to unfamiliar music. Implications from 
previous attention models and theories of music familiarity 
suggest that familiar music might increase task enjoyment 
without compromising behavioral performance. 

 

Introduction 

Mind wandering is an ubiquitous phenomenon that 

dissociates processing of external stimuli in favor of 

processing of internal task unrelated thoughts (Smallwood 

& Schooler, 2006). Using probe-caught and self-caught 

methods of sampling mind wandering, research has shown 

that mind wandering predict errors on tasks that require 

sustained attention such SART (Smallwood, Davis, Heim, et 

al., 2004), word encoding (Smallwood, Baraciaia, Lowe, & 

Obonsawin, 2003), and more recently, reading (Feng, 

D’Mello, & Graesser, 2013). In Smallwood and colleagues’ 

model, tasks that require little attentional resource load 

would give more leeway for the mind to wander 

(Smallwood & Schooler, 2006). However, attentional 

decoupling might also occur if the task is too demanding, as 

in reading, when the reader fails to construct a situation 

model (Feng et al., 2013). The nature of mind wandering in 

disrupting task-performance has shown to be similar to 

external distraction (Unworth & McMillian, 2014). One 

question that arises is what external distractions can prompt 

mind wandering during task performance, and which can 

reduce mind wandering during sustained-attention tasks. 

The currently research investigates the relationship between 

mind wandering and lexical task performance while 

listening to music, and how familiarity of the excerpts 

influences mind wandering and linguistic processing.  

Previous research on whether music-listening improves or 

disrupts task performance has shown conflicting results. 

Music-listening disrupts task performance if the musical clip 

(e.g., lyrics) contains matching semantic information as the 

task (Marsh, Hughes, & Jones, 2009). So if one listens to 

music containing semantic information and he/she is also 

performing a semantic task simultaneously, task 

performance would be disrupted even if the musical sound 

is irrelevant. Similarly, Perham and Currie (2014) showed 

that listening to music with lyrics impairs reading 

comprehension more than listening to music with no lyrics 

or in silence, whether the participants liked the lyrics or not. 

On the other hand, it has been found that self-selected 

music-listening, relative to experimenter-selected, is not 

detrimental to task performance if there is a mismatch in 

information-processing pathway between the music and the 

task. For example, driving while listening to music with 

lyrics would not be as detrimental to the task of driving as 

would listening to music with lyrics while reading (Cassidy 

& McDonald, 2009). It is argued that self-selected music 

tends to be more familiar to the listener, therefore it reduces 

competition on attentional resources between music-

listening and task performance. At the same time, listening 

to music, especially preferred or self-selected, can improve 

enjoyment and reduce anxiety. For example, it has been 

found that music-listening can reduce stress in workplace 

and improve work engagement (Haake, 2011). Music-

listening has long been shown to increase arousal and may 

even increase cognitive abilities (Moreno & Bidelman, 

2014; Perham, Lewis, Turner, & Hodetts, 2013; 

Schellenberg, 2012).   

A growing body of evidence also supports the notion of a 

relationship between music and language (Patel, 2008). For 

example, musical harmonies seem to share cognitive 

resources in terms of syntax processing, but separate 

mechanisms are observed for the analysis of semantics 

(Slevc, Rosenberg, & Patel, 2009). Music and speech also 

seem to share similar brain mechanisms. For example, 

Cantonese-speakers, who speak a tonal language that 

closely mirror typical musical sequences, outperform their 

English-speaking counterparts in musical perception and 

pitch memory tasks (Bidelman, Hutka, & Moreno, 2013). 
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Other studies using magnetoencephalography have found 

that the perception of unexpected musical chords that 

violate the syntax of harmonic progressions (e.g., out-of-key 

notes), elicit a neurological response that is similar to 

unexpected syntax in language processing (Maess, Gunter, 

& Friederici, 2001). Yet at the same time, the response 

differs from language processing in that it is elicited in the 

right hemisphere instead of the left (Maess et al., 2001). 

Collectively, these studies show that musical processing and 

language processing share some common neural 

mechanisms, and therefore, may compete for similar 

cognitive resources.  

While it can be suggested that both music and language 

share cognitive resources, one open question is whether 

non-lyrical music familiarity would increase or reduce 

attentional load while performing a language task. One 

hypothesis would be that since familiar music is generally 

preferred among listeners, listening to familiar selections 

might draw more attentional resources from executing a 

language task and inhibit performance due to its engaging 

nature. Previous research has found that increasing exposure 

of novel music increases emotional arousal, as well as the 

pleasure experienced during music listening (Bosch, 

Salimpoor, & Zatorre, 2013; Pereira, Teixeira, Figueiredo, 

et al., 2011). Consequently, an equally plausible hypothesis 

predicts that listening to familiar music may be less 

distracting than listening to unfamiliar music, and therefore 

less detrimental to the language task. In both cases, 

according to Smallwood and Schooler’s (2006) model on 

mind wandering, mind wandering should occur less 

frequently when attentional resources are utilized to the 

extent to which the task can be still be performed, but little 

resources are left to allow the mind to wander. Investigating 

the frequency of mind wandering during music listening can 

also shed further light on the current debate regarding 

whether music can facilitate or disrupt language-related task 

performance (e.g., Thompson, Schellenberg, & Letnic, 

2011).  

In the present study, we used a semantic-congruity task 

paradigm paired with well-known and obscure non-lyric 

classical music to investigate the relationship between music 

familiarity, language processing, and attention. We reasoned 

that if familiar music causes less distractibility, there should 

be an increase in mind wandering frequency, which in turn 

should predict a faster response time per Smallwood and 

Schooler’s (2006) model, and an increase of errors on task.   

 

Method 

Participants 

Participants were 96 undergraduate students from the 

University of Memphis subject pool who participated in this 

study for course credit. 

Experiment Design 

 

Sound Excerpts. The experiment used a within-subject 

design with three sound excerpt listening conditions: 

control, familiar, and unfamiliar. The control condition 

consisted of a single sound clip, called “environmental 

soundtrack,” which consisted of ambient nature sounds 

(e.g., birds chirping, trees rustling, water flowing). This 

control condition was intended to mimic a non-musical 

neutral background noise. The familiar and the unfamiliar 

condition consisted of a total of 12 classical musical 

excerpts by Bach, Mozart, and Beethoven evenly 

distributed. Six musical excerpts were categorized as 

familiar and the other six as unfamiliar. Familiar pieces 

included Mozart’s Symphony # 40 in G minor, first 

movement, Beethoven’s Symphony # 5 in C minor, and 

Bach’s Cello Suite I in G major. Unfamiliar pieces include 

Mozart’s Serenade in B minor, Beethoven’s Violin Sonata # 

10 in G major, and Bach’s Partita I for Solo Violin in B 

minor. The pieces were judged as familiar or unfamiliar 

based on the frequency the popularity these pieces have 

been played (Moles, 1968; Simonton, in press). In both the 

familiar and unfamiliar conditions, there were two musical 

excerpts per composer. Participants listened to one sound 

excerpt per condition, played while performing the semantic 

congruity task. The musical excerpt in the familiar and 

unfamiliar conditions featured one piece that was randomly 

selected from among the six possible choices in its category. 

 

Semantic Congruity Task. The semantic congruity task 

was a word-pair semantic relatedness judgment task. There 

were a total of 180 word pairs from the appendix of 

Relander, Rama, and Kujala (2008)—English-translated 

version. For each of the three sound excerpt conditions, 

participants were presented with 60 word pairs randomly 

selected from the 180 without repeats. In total, every 

participant completed the judgment of semantic relatedness 

of 180 word pairs (i.e., 60 per sound condition).   

Procedure 

After obtaining informed consent, participants were asked to 

fill out a demographic questionnaire regarding their 

education level, language background, and musical 

expertise.  

Participants were then prompted to complete a computer 

task, with experimental instructions presented on a PC 

monitor. The task required the participants to listen to three 

sound clips and complete the series of word-relatedness 

judgments. Before the task started, participants also read a 

definition of mind wandering that was largely taken from 

Smallwood and Schooler (2006): “Mind wandering is a 

term used to describe what occurs when your attention 

wanders from a task. Sometimes when your mind wanders, 

you begin thinking about personal events or concerns rather 

than your task. At other times, your mind can wander 

because you are bored or tired and you don’t really know 

what you’re thinking about; all you know is that you are no 

longer thinking about your task.” Participants were then told 

that they would randomly see messages periodically asking 
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them “Are you mind wandering right at this moment?" The 

participants were to click either “Yes” or “No” via a button 

press on the computer screen for their response to these 

mind wandering probes. The three sound excerpt blocks 

were counterbalanced by a 3x1 Graeco -Latin square. 

After each block, participants were asked to rate the 

sound excerpt on familiarity (“How familiar are you with 

the clip that you’ve just heard?”), distractibility (“How 

distracting did you find the sound clip you’ve just heard?”), 

and enjoyment (“How much did you like listening to the 

sound clip you’ve just heard?”). The ratings were on a 1 to 

6 Likert Scale. Participants’ response times on the word-pair 

judgments were also recorded using a custom program 

coded in MATLAB 2013 (The MathWorks, Natick, MA). 

Statistical Analyses. Analyses focused on individual 

response items, and items that corresponded to mind 

wandering thought probes. A mixed-effect modeling 

approach was adopted to analyze the data, because of the 

repeated and nested nature of the design (Bates & Maechler, 

2010). Linear or logistic models were constructed on the 

basis of whether the dependent variable was continuous 

(response times) or binary (mind wandering and accuracy of 

lexical-semantic judgment), respectively. The random 

effects were participants (96 levels), and order of conditions 

(3 levels). Conditions functioned as a three-level (familiar, 

unfamiliar, control) categorical fixed effect. An α-level of 

p=0.05 was adopted for all statistical testing. Two-tailed 

tests were used throughout.  

Results 

 

Response times 
A mixed-effects linear regression model for response time 

between the music conditions was not significant (F(2, 

17277) = 2.28, p = 0.10).  

It is possible that even though our manipulation showed 

evidence of support based on participants’ self-reported 

ratings on familiarity (familiar condition: M = 3.81, SD = 

1.69; unfamiliar condition: M = 2.07, SD = 1.38; t(190) = 

7.82, d = .49, p < .001), it was still not sensitive enough to 

show an effect. For example, in the familiar condition, 23 

participants out of 96 rated the pieces they received as a 1 or 

2, meaning  they perceived the pieces to be extremely to 

moderately unfamiliar. Due to this consideration, we 

decided to use participants’ self-ratings instead of our pre-

categorized conditions for subsequent analysis. We 

conducted a data-reduction technique and excluded 

familiarity ratings of 3 or 4 given these were neutral ratings 

without strong user preferences and to maximize the 

possibility of observing an effect between salient ratings 

(familiar, unfamiliar, control). Hence, a total of 4860 out of 

17280 data points were excluded. We then combined data 

points from the two musical conditions corresponding to 

familiarity ratings of 1 and 2 as the unfamiliar condition (N 

= 5280), and combined data points corresponding to 

familiarity ratings of 5 and 6 as the familiar condition (N = 

3000). The control continue to serve as a neutral comparison 

(N = 5760). In addition, in our original musical condition 

(i.e., excluding the control), data points corresponded to 

familiarity ratings of 1 and 2 outnumbered data points 

corresponded to familiarity ratings of 5 and 6 by 2280 cases 

after the exclusion of data points corresponded to familiarity 

ratings of 3 and 4. To circumvent Type I error inflation in 

our ANOVA due to differences in the number of 

observations, we randomly sampled 3000 data points out of 

5280 data points corresponding to familiarity ratings of 1 

and 2. We also randomly sampled 3000 data points out of 

5760 data points from our original non-musical control 

condition as our new control condition. Bootstrapping was 

conducted to ensure the reliability/robustness of this data-

reduction method.  

A mixed-effects linear regression model using familiarity 

conditions to predict reading times was significant (F(2, 

8997) = 23.25, p < 0.001) (Figure 1). Tukey corrected post 

hoc contrasts revealed that there was a reduction of 126-ms 

(i.e., B = -126, SE = 23 ms, p < 0.001; Bootstrap bias = 

0.052, SE = 15.64) in response time when participants 

performed the semantic relatedness judgment task while 

listening to music that they reported to be familiar (M = 

1244, SD = 628ms), than while listening to music that they 

reported to be unfamiliar (M = 1374, SD = 745 ms). There 

was also reduction of 133-ms (i.e., B = -133, SE = 20 ms, p 

< 0.001; Bootstrap bias = 0.06, SE = 16.21) in response 

time when participants judged semantic relatedness while 

listening to music that they reported to be familiar, than 

while they listened to the neutral non-musical control sound 

clip (M = 1362, SD = 753 ms). Response time between 

making semantic judgments while listening to unfamiliar 

music did not differ from that of the control condition 

(Bootstrap bias = 0.11; SE = 15.30). These findings suggest 

that participants were just as distracted while listening to our 

control sound clip as they were listening to (self-reported) 

unfamiliar music. 

 

Mind Wandering Frequency 
A mixed-effects logistical regression model for the presence 

(coded as 1) or absence (coded as 0) of mind wandering, 

using familiarity conditions as a fixed effect, yielded a 

significantly better fit than did a model with only the 

random effect but without the fixed effect (χ2(2) = 7.48, p < 

0.05). The coefficient was 0.786 when comparing the mind 

wandering frequency between familiar music listening to 

unfamiliar music listening (SE = 0.33, p < 0.05). This 

indicates that participants were 2.14 (e0.786) times more 

likely to mind wander when performing the semantic 

relatedness task while listening to self-reported unfamiliar 

music than self-reported familiar music (Figure 2). The 

coefficient was 0.731 when comparing the mind wandering 

frequency between unfamiliar music listening to control (SE 

= 0.26, p < 0.05). This indicates that participants were ~2 

(e0.731) times more likely to mind wander when performing 

the semantic relatedness task while listening to the non-

musical control sound clip than while listening to self-
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reported unfamiliar music. There was no significant 

difference between listening to familiar music and listening 

to the control sound clip in terms of mind wandering 

frequency during semantic relatedness judgments. 

Bootstrapping results showed that bias on our resampling 

techniques were effectively zero for all musical conditions 

(SE = 0.01). 

 

Semantic Relatedness Judgment Accuracy 
On average, participants correctly judged 86% (SD = 0.34) 

of the word pairs in semantic relatedness while listening to 

familiar music, 86% (SD = 0.34) while listening to 

unfamiliar music, and 87% (SD = 0.34) while listening to 

the control excerpt. A mixed-effects logistical regression 

model for correct (coded as 1) versus incorrect (coded as 0) 

responses between the conditions was not significant (χ2(2) 

= 0.89, p = 0.64). This suggests that participants performed 

at near-ceiling levels regardless of the concurrent audio clip. 

Mind wandering, response times, and accuracy 

We investigated whether mind wandering predicted 

listeners’ response times just prior to mind wandering 

probes. The resultant mixed-effect linear regression was 

marginally significant (F(1, 748) = 3.29, p = 0.07). There 

was also no interaction between mind wandering and sound 

excerpt in predicting response time (F(2,744) = 0.085, p = 

0.43). 

 

 
Figure 1: Mean response time per sound excerpt condition 

 
 

Figure 2: Proportion of mind wandering episodes per 

sound excerpt conditions.  

Familiarity, Distractibility, and Enjoyment 

We investigated the relationship between the ratings of 

familiarity, distractibility, and enjoyment. A Pearson-

correlation analysis was conducted between the three 

ratings. Results suggest that there was no relationship 

between music familiarity and distractibility (r = 0.12, p = 

0.095). On the other hand, how much participants enjoyed 

the musical excerpts was strongly negatively correlated with 

how distracting the musical excerpts were (r = -0.41, p < 

0.001). Results also showed that, as with previous findings 

(e.g., Bosch et al., 2013), participants found familiar music 

to be more enjoyable (r = 0.294, p < 0.001).  

Discussion 

The goal of the present study was to examine the effects of 

music familiarity and mind wandering during language task 

performance. Our results indicate that listening to familiar 

music seems to be less detrimental to linguistic processing 

than listening to unfamiliar music as suggested by faster 

lexical-semantic decisions. Additionally, we found that 

mind wandering also occurred more frequently when 

participants listened to unfamiliar music than either familiar 

music or background noise (i.e., neutral environmental 

sounds).  

Our results seem to support previous findings that suggest 

familiar music is less distracting than unfamiliar music (e.g., 

Cassidy & McDonald, 2009; Etaugh & Michals, 1975). 

However, our correlational analysis also showed that 

familiarity might not have a clear-cut relationship with 

distractibility. Perhaps depending on the task or the type of 

music one listens to, familiar music can vary in perceived 

distractibility. On the other hand, as with previous studies 

(e.g., Haake, 2011), participants did rate more familiar 

music to be more enjoyable, and enjoyment has shown to be 

strongly negatively correlated with distractibility. This 

suggests that how much a listener likes the music outweighs 
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how familiar the music is in terms of determining 

distractibility of music-listening during task performance.  

Our findings converge with those of previous studies that 

suggest greater emotional arousal and pleasure in response 

to familiar music can alleviate task performance stress 

(Haake, 2011; Bosch et al., 2013; Pereira et al., 2011). In 

our study, we found that listening to familiar music 

facilitated semantic-decisions (i.e., faster response times) 

above and beyond a neutral environmental sound track. Yet, 

response times when participants’ listened to unfamiliar 

music did not differ from listening to background noise. 

Collectively, these results suggest that (i) concurrent audio 

stimuli that are unfamiliar (whether music or ambient noise) 

hinders language-related processing and (ii) familiar music 

seems to promote more rapid lexical access.  

While our results replicate previous findings that showed 

that unfamiliar music is the most detrimental to task 

performance, they counter the extreme notion that mind 

wandering is characteristic of a reduction in response time 

across the board (Smallwood and Schooler, 2006). In our 

paradigm, participants’ listening to familiar music did not 

seem to shift attentional resources allowing for the mind to 

wander, even though there was a reduction in response 

time—indicative of familiar music inducing task ease. This 

seems to suggest that music familiarity and music 

preference may increase task ease by inducing pleasure 

while alleviating mind wandering. Previous research 

suggests that mind wandering occurs during task 

performance is predominantly associated with boredom and 

negative moods (Kane, Brown, McVay, et al., 2007; 

Eastwood, Frischen, Fenske, et al., 2012; Smallwood, 

Fitzgerald, Miles, et al., 2009). We infer that listening to 

preferred music may actually counteract boredom without 

compromising task performance as an external distraction.      

Of interest to further research is identifying the types of 

tasks that benefit from listening to preferred music, and the 

role of mind wandering in mediating task performance 

during music listening. Music training has long been 

associated with creativity (e.g. Coulson & Burke, 2014). It 

would be interesting to investigate whether mind wandering 

occurs with higher frequency while performing a creative 

task during music listening relative to a low-level sustained 

attention task. Another consideration is that music training 

has been in the past used as an aid for language learning. 

For example, music training has attempted to improve 

literacy skills in dyslexic children (Overy, 2000) and 

rhythmic musical interventions have been used to bolster 

reading and spelling skills in children (Bhide, Power, & 

Goswanmi, 2013). Music training has also been associated 

with better second language learning (Swaminathan & 

Gopinath, 2013). Futures studies are needed to further 

investigate whether there are specific types of tasks that can 

be aided by music listening or music training.  
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Abstract 

The perception of time is distorted by many factors, but is it 
possible that causality would affect our perception of time? 
We investigate timing changes in the temporal binding effect, 
which refers to a subjective shortening of the interval between 
actions and their outcomes. Two experiments investigated 
whether binding may be due to variations in the rate of an 
internal clock. Specifically, we asked whether clock processes 
in binding reflect a general timing system, or a dedicated 
clock unique to causal sequences. We developed a novel 
experimental paradigm in which participants made temporal 
judgments of either causal and non causal intervals, or the 
duration of an event embedded within that interval. While we 
replicated the temporal binding effect, we found no evidence 
for commensurate changes to time perception of the 
embedded event, suggesting that temporal binding is effected 
by changes in a specific and dedicated, rather than a general 
clock system. 

Keywords: temporal binding; internal clock models; motor-
sensory recalibration; causality; time perception 

 
Temporal binding refers to the perceptual attraction of 
actions to their effects (Haggard, Clark & Kalogeras, 2002). 
When an action triggers a causal outcome, the action is 
perceived to occur later, and its outcome earlier, than two 
unrelated events.  Temporal binding can be interpreted as 
bi-directional constraint of Bayesian causal inference 
(Eagleman & Holcombe, 2002): The closer together two 
events occur in time, the more likely they will be judged as 
causally related (e.g. Buehner, 2005).  Consequently, it 
follows that if two events are known to be causally related, 
they are also more likely to be contiguous in time. 

Early experiments (Haggard et al, 2002) on temporal 
binding used the Libet clock method (Libet, Gleason, 
Wright & Pearl, 1983), in which participants watch a fast-
moving clock hand (1 rotation every 2560ms) while 
experiencing different events.  The participant's has to 
report the hand position at the time when she perceives a 
target event.  Judgment errors derived over repeated trials 
are then used as a proxy measure of event awareness.  Using 
this method, Haggard et al. found a systematic shift in 
judgment errors for causal actions (key presses), which 
triggered an outcome (tone) after 250ms.  More specifically, 
participants showed delayed awareness of their causal 
action, and early awareness of its consequence, relative to 
single-event judgment errors.  In other words, actions and 
outcomes mutually attracted each other in subjective 
awareness.  This temporal binding effect did not occur when 
participants reported the times of two unrelated events.  

Studies using the stimulus anticipation method (SAM) 
have replicated and expanded upon the temporal binding 

effect (Buehner & Humphreys, 2009; Buehner, 2012). In the 
SAM, participants have to press a key in anticipation of a 
target event. A series of studies using the SAM has 
repeatedly demonstrated early anticipation of target events 
that were triggered by a causal relation, compared to targets 
that were equally predictable, but were merely associated 
with the predictor, rather than caused by it.  Specifically, 
Buehner and Humphreys (2009) found that it is not 
sufficient for an intentional action to be followed by the 
target – the action has to cause it.  Furthermore, even a non-
intentional mechanical cause that triggers an outcome 
results in binding (Buehner, 2012). Thus, causality is both 
necessary and sufficient to bind events together in 
subjective time.     

However, temporal binding occurs not only in the form of 
shifts in the perception of events delineating an interval, but 
also manifests itself via direct distortions of time perception.  
For example, Humphreys and Buehner (2010) found verbal 
estimates of intervals separating causal actions from their 
outcomes to be reliably lower than estimates of intervals 
separating two unrelated events.  These changes to time 
perception are not merely based on post-perceptual 
judgment biases, but also occur when participants reproduce 
the experienced interval (by holding down a key for the 
duration of the experienced interval; Humphreys & 
Buehner, 2010), or when they compare target intervals to 
standards in a method of constant stimuli (Nolden, Haering 
& Kiesel, 2012). Thus, temporal binding manifests itself 
both via shifts in event perception as well as a direct 
shortening of experienced time.  

Eagleman and Holcombe (2002) suggest that temporal 
binding arises due to a recalibration of sensory streams: 
Differences in processing latencies associated with different 
modalities are overcome by realigning sensory streams, thus 
ensuring a unitary percept. Because motor acts usually 
produce causal outcomes immediately, a delay between 
action and outcome forces a recalibration of the system. A 
short delay between an action and its outcome, it is argued, 
can be adapted to, thus realigning the perceptual-motor 
system to bring action and outcome closer together in time.  

In contrast, temporal binding could also arise due to 
changes in time perception. Our sense of time is distorted by 
many factors, such as arousal (Droit-Volet & Meck, 2007). 
These distortions are typically explained by cognitive 
models (commonly referred to as ‘internal clock’ models), 
such as scalar expectancy theory (SET: Gibbon, Church & 
Meck, 1984). Internal clock models contain a pacemaker-
accumulator process that represents perceived durations: A 
pacemaker emits pulses at rate r, which are counted in an 
accumulator; changes to r affect temporal judgments, such 
that decreases and increases in r result in respectively fewer 
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and more pulses accumulated in a given interval I. 
Consequently, increases and decreases in r will lead to 
changes in temporal perception of I. Most work on internal 
clock models, however, is generally of a hypothetical 
nature. Few studies have attempted to find empirical support 
for changes in r. However, Wearden, Edwards, Fakhri and 
Percival (1998), found that auditory stimuli are perceived as 
longer then visual stimuli, and, more importantly, that 
regressions of subjective over objective durations yielded a 
higher slope for auditory compared to visual stimuli.  In 
other words, the difference between judgments in the two 
modalities grew as a function of duration, as would be 
expected by differences in r. Might it be possible that 
changes in the causal nature of event sequences likewise 
lead to modulation of pacemaker speed whereby causal 
intervals are perceived as shorter due to a slower r? To date, 
there exists only one study that directly investigated this 
possibility (Wenke & Haggard, 2009).   

Wenke and Haggard (2009) combined the temporal 
binding procedure with a temporal discrimination paradigm:  
In a causal condition, participants pressed a key to generate 
a tone after 600, 800 or 1000 ms; in a corresponding non-
causal condition, their finger was passively pulled down by 
a motor, which was followed by a tone – the computer 
scheduled both events, making it obvious that there was no 
causal connection between the passive movement and the 
tone.  In addition, participants experienced two electric 
shocks administered via electrodes on their fingers. On a 
given trial, participants were prompted to either report 
whether the shocks were successive or simultaneous, or to 
estimate the duration of the action/movement – tone 
interval.  In addition to replicating the binding effect, 
Wenke and Haggard found that simultaneity detection on 
causal trials was poorer (i.e. higher thresholds) compared to 
noncausal trials.  This is what would be predicted if 
temporal binding is effected via a slowing of the internal 
clock: a slowing of r lengthens the period between pulses, 
increasing the likelihood that two sequential shocks fall into 
the same period, which in turn leads to higher 
discrimination thresholds.   

However, considering the causal structure of Wenke and 
Haggard’s (2009) design reveals that we have to be careful 
in interpreting their results.  Because the shocks always 
occurred after the action or passive movement and never 
before it, they would have been subject to temporal binding 
in the causal conditions, just as much as the tone.  This 
means that the first or both shocks would subjectively 
appear closer to the action. Thus, higher thresholds in the 
causal condition may not have resulted from a slower r, but 
could simply reflect temporal binding of shock(s) to key 
press via sensory realignment. Consequently, it remains 
unclear whether binding reflects changes to r.  

We set out to investigate more carefully whether temporal 
binding might implicate changes to r.  It is important to note 
that changes to internal clock processes in temporal binding 
may manifest in two distinct ways: First, temporal binding 
might reflect a general slowing of the timing system; 

secondly binding might only affect clock processes that are 
specific to the action-outcome interval. According to the 
first possibility, a slowing of a general all-purpose clock 
would result in changes to any stimulus presented 
simultaneously with the interval. According to the latter, 
effects of clock slowing will be limited only to the causal 
interval. Therefore, a key question we ask is whether clock 
slowing is a general or specific process.       

We developed a new embedded interval estimation 
procedure to address this question. Participants experienced 
causal and noncausal intervals; in the former they pressed a 
key to trigger a tone after a random interval, in the latter a 
visual change on the computer screen was followed by the 
tone. We embedded an additional event into certain trials at 
different points; sometimes this event occurred before the 
interval, in other trials it occurred during the interval, and in 
others not at all. Participants had to estimate the duration of 
either the interval, or the embedded event. If clock slowing 
is general, then embedded event estimates should be shorter 
for events embedded into causal intervals, compared to 
events embedded into noncausal intervals. Alternatively, if 
clock slowing is a binding-specific process then estimates 
for embedded events should not differ between causal and 
noncausal conditions. Likewise, if temporal binding does 
not implicate any changes to clock speed, then there should 
also be no differences in the estimates for embedded events. 

Method 
A key concern in developing the embedded interval 
estimation procedure was to ensure that the embedded 
stimulus was independent of the main interval.  More 
specifically, embedded events had to be perceived as 
causally unrelated to key presses. To make it clear that the 
embedded event was independent of the action, we 
scheduled one-third of trials to contain an embedded event 
before the key press, one-third after the key press, and one-
third to contain no embedded event. To achieve this, we 
used an algorithm that predicted a participant’s key press 
time for each causal trial, and scheduled delivery of the 
embedded event either before or after this predicted time. In 
noncausal trials we employed stimulus delivery times 
recorded from participants in a pilot experiment with the 
same algorithm. This procedure ensured noncausal trials 
mirrored causal trials as closely as possible. 

Participants were asked to estimate the duration of either 
the interval or the embedded event. To make sure that they 
focus on all aspects of the task, participants were not told 
which event they had to estimate until the end of each trial.  

 
Participants Thirty-five and 34 Students of Cardiff 
University participated in exchange for course credits or £5 
in Experiments 1 and 2, respectively.  
Apparatus and stimuli The experiment was implemented 
in Psychopy (Peirce, 2007) on PCs connected to 19” 
monitor with resolution of 1280 x 1024 pixels. In 
Experiment 1, the embedded event was a tone (523.25 Hz), 
and in Experiment 2, a yellow polygon (vertices bounded by 
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a 270 x 210 pixel rectangle) and lasted for either 300 or 500 
ms. A 1000 ms presentation of a red square (400 pixels2) 
served as the outcome on causal trials and marked the end of 
noncausal intervals. A black square (400 pixels2) was 
presented at the beginning of each trial.  All visual stimuli 
were presented centrally on the screen. 
Design and procedure Three factors were employed in the 
study: Trial type consisted of two levels (causal, noncausal), 
embedded event location of three levels (before interval, 
during interval, no event) and embedded event duration of 
two levels (300, 500 ms).  Dependent variables (measured 
on separate trials) were estimates of overall interval and 
embedded event duration.  

Causal trials began with the black square on the screen.  
Participants pressed a key at a time of their choice.  This led 
to the immediate disappearance of the black square, and 
triggered the red square after a random interval (range 700-
1300 ms). Noncausal trials also began with the black square, 
which remained on the screen according to a predetermined 
time derived from the instrumental trials of previous pilot 
participants as explained below; following the 
disappearance of the black square, the red square appeared 
after a random interval of the same 700-1300ms range.  
Both types of trials, were presented in blocks of 30 trials, 10 
of which were scheduled to contain an embedded stimulus, 
during the relevant interval, 10 to contain an embedded 
stimulus before the interval (i.e. before the participant 
pressed the key or before the black square disappeared on its 
own), and 10 trials in which no embedded stimulus was 
scheduled.  At the end of each trial, participants were 
prompted to estimate either the duration of the embedded 
stimulus, or the duration of the key press – outcome interval 
(on causal trials) or the duration between the disappearance 
of the black square and the appearance of the red square (on 
noncausal trials). 

To schedule delivery of the embedded stimulus, an 
algorithm was used to predict participants’ key press time, 
with the embedded event scheduled at a random time (range 
50 - 400 ms) before or after the predicted key press. Based 
on pilot data, we set the algorithm to begin with a prediction 
of 800 ms on the first trial, and implemented a cumulative 
average based on key press times up to the first five trials). 
Thereafter, a rolling average calculated over the last five 
trials was employed. Values shorter than 400 ms or longer 

than 3000 ms were not considered for the averages.  
At the beginning of each causal trial, the computer thus 

determined the length of the to-be-experienced key press – 
outcome interval (from a random range of 700-1300 ms), as 
well as whether and when it was to contain an embedded 
event.  If an embedded event was scheduled, its duration 
could be either 300 or 500 ms (see design specifics below).  
For the participant, the trial began with the display of the 
black square, which remained on the screen until he or she 
pressed the Z key, which led to the immediate disappearing 
of the black square and triggered the appearance of the red 
square after the scheduled interval.  Depending on the 
schedule, the embedded event occurred between 50-400 ms 
before or after the predicted time of the key press, or not at 
all. Following the display of the outcome (red square), 
participants were prompted to estimate either the duration of 
the action-outcome interval (on a scale from 0 – 2000 ms) or 
the duration of the embedded event (on a scale from 0 – 
1000 ms). The screen then blanked for a random duration 
(1200 - 2000 ms) before the next trial.   

For noncausal trials we adopted an analogous procedure.  
We replayed values from causal trials of a pilot version of 
the experiment, where we recorded the time of participants’ 
key presses, the durations of the intervals, as well as the 
positions and durations of the embedded events (based on 
the same prediction algorithm as described above). In the 
current experiment, for each participant, we randomly 
selected a pilot participant’s data file and replayed its values 
in noncausal trials, using the recorded key press time to 
schedule the disappearance of the black square. For 
example, if a pilot participant pressed the key 900 ms into 
the trial, experienced an interval of 1100 ms, with a 300 ms 
embedded event presented 800 ms after his or her key press, 
a corresponding noncausal trial in the current experiment 
would display the black square for 900 ms at the start of the 
trial, followed by the red square after 1100 ms; in addition 
an embedded event of 300 ms duration would be presented 
800 ms after the disappearance of the black square.  Note 
that the algorithm cannot perfectly predict a participant’s 
key press, and that consequently the number of trials where 
the embedded event was experienced before or after the 
action will fluctuate between participants (see Table 1).  To 
optimize the experience on noncausal trials, we screened 
previous participants’ stimulus patterns and excluded those 

Table 1: Mean percentage of trials on which an embedded event was experienced before and during the overall interval, for 
interval and embedded event judgment trials in Experiment 1 and 2 (standard deviation in parenthesis). 
 

Judgment 
prompted 

Experiment 1 Experiment 2 
Causal Noncausal Causal Noncausal 

Before During Before During Before During Before During 
Interval 

 
50.16 

(11.09) 
44.35 

(12.63) 
41.94 

(6.28) 
53.63 

(6.35) 
47.66 

(9.71) 
45.55 

(11.55) 
44.38 

(7.04) 
51.72 

(6.64) 
Embedded 

Event 
50.40 

(10.02) 
45.16 

(11.76) 
46.05 

(5.62) 
49.27 

(6.23) 
51.41 

(10.34) 
41.95 

(12.28) 
46.48 

(5.53) 
48.67 

(6.57) 

Note: Before, During = Embedded Event occurred before/during the interval.  Percentages do not sum to 100 because a 
mean range of 3.91 - 6.80% of trials contained embedded events that began during or after the outcome, and are thus not 
included. 2 x 2 (Trial Type [causal, noncausal] x Embedded Event Location [before, during]) ANOVAs found no significant 
effects (ps>.05), with one exception: Interval judgment trials in Experiment 2 had more events in noncausal than causal 
trials (means of 48.05 and 46.60 %, respectively), F(1, 31) = 7.79, p < .01.  We attribute this to random fluctuation.  
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where embedded event timings deviated by more then 30% 
from the schedule (e.g. where the balance of embedded 
events occurring before and during the relevant interval 
deviated from the scheduled 50-50% balance to an extent 
exceeding 35-65% in either direction). Each causal and 
noncausal block consisted of 30 trials prompting for an 
interval and 30 requesting an embedded event duration 
judgment, presented in random order. For each judgment 
type, there were 10 trials with the embedded event 
scheduled before, 10 with it scheduled during the interval, 
and 10 trials with no event. The duration of embedded 
events was either 300 or 500 ms, with both durations 
occurring equally often across trial and judgment types. 10 
trials in each block prompted for an embedded event 
judgment when in fact no embedded event had occurred.  
These served as catch trials, and participants were instructed 
beforehand to enter an X on such trials. 

Each participant worked through two causal and 
noncausal blocks in an alternating sequence, with the 
beginning of the sequence (causal, noncausal) 
counterbalanced.  

Results 
Data analysis Data were screened based on catch trials.  
Participants who failed to correctly recognize more than 
30% of catch trials in at least one condition (Four 
participants in Experiment 1, two in Experiment 2) were not 
considered for analysis.  

Data for interval judgments were classified into three 
categories: trials where an embedded event occurred before 
the interval, during interval, or not at all. Data for embedded 
event judgments were classified into two categories: trials 
where the embedded event occurred before the interval and 
trials where it occurred during the interval. Note that this 
classification is based on actual rather than scheduled 
embedded event location. Table 1 shows that the prediction 
algorithm achieved approximately equal distribution of 
embedded events before and during intervals.  There are no 
systematic deviations from the intended 50-50 balance, and 
no deviation is larger than 9%.  

All analyses were computed with respect to judgment 
errors, defined as the difference between the estimated and 
the actual value, where underestimation is conveyed by 
negative values and overestimation by positive values. 

Experiment 1 
Intervals Figure 1 shows that intervals were generally 
underestimated, with causal intervals underestimated to a 
greater extent, replicating the typical binding effect. An 
exception to this are noncausal intervals with an embedded 
event before the interval, which were overestimated. Figure 
1 also shows that intervals with an event presented during 
the interval, were underestimated more than intervals with 
no event and an event before. Analysis of variance 
(ANOVA) found a significant effect of trial type, F(1, 30) = 
24.97, p < .001, and a significant effect of embedded event 
location, F(2, 60) = 17.58, p < .001. The Trial Type x 

Embedded Event Location interaction was also significant, 
F(2, 60) = 6.33, p < .01. 

Embedded Events Inspection of Figure 2 finds a general 
overestimation of embedded events, with somewhat greater 
overestimation for events embedded in causal intervals, 
contrary to what is predicted from a general clock slowing 
hypothesis. ANOVA found no effect of trial type, F(1, 30) = 
1.29, p = .27, or embedded event location, F(1, 30) = .83, p 
= .37, nor an interaction, F(1,30) = .00, p = .97.  

Experiment 2 
Intervals Figure 3 shows that intervals again were generally 
underestimated, with greater underestimation for causal 
intervals. An exception, similar to Experiment 1, are interval 
judgments from noncausal trials where an embedded event 
occurred before the interval, which seemed to reflect 
overestimation. Above all, Figure 3 shows a clear binding 
effect regardless of embedded event location. ANOVA 
supports these findings, with a significant effect of trial 
type, F(1, 31) = 13.03, p < .01.  The effect of embedded 
event location, F(2, 62) = 7.14, p < .01, as well as the Trial 
Type x Embedded Event Location interaction, F(2, 62) = 
3.75, p < .05 were also significant. 

 
Figure 1: Mean interval judgment errors from causal and 
noncausal trials broken down by embedded event location. 
Error bars represent standard error.  

 
Figure 2: Mean embedded event judgment errors for 
events occurring before and during the interval, broken 
down by trial type. Error bars represent standard error.  
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Embedded Events Figure 4 shows that embedded visual 
events were underestimated, in contrast to embedded 
auditory events in Experiment 1, which were overestimated.  
This most likely reflects the typical finding that auditory 
events are judged longer than visual events (Wearden et al, 
1998).  More important for our purposes here, though, is 
whether embedded event judgments varied as a function of 
trial type. As in Experiment 1, this was not the case. There 
were no significant effects of trial type, F(1, 31) = .03, p = 
.87, embedded event location, F(1, 31) = 2.36, p = .14, nor a 
Trial Type x Embedded Event Location interaction, F(1, 31) 
= .00, p = .96.  

Discussion 
We developed a new procedure - the embedded interval 
estimation procedure - to study the role of internal clocks in 
temporal binding. Using this method, we replicated the 
binding effect in two experiments, with causal intervals 
judged as shorter for all embedded event locations. In 
contrast, we found no difference between causal and 
noncausal embedded event judgments, both when the event 
began before and during the interval, and regardless of 
whether the embedded event was visual or auditory. 
Interestingly, we found embedded events overestimated in 
Experiment 1 and underestimated in Experiment 2, thus 
replicating the finding that auditory stimuli are judged as 
longer than visual (Wearden et al, 1998). 

An unanticipated result concerns judgments of noncausal 
intervals from trials with an embedded event before the 
interval, which were longer than from any other interval 
category. One possible explanation for this implicates the 
trial structure we employed: Because on a given trial at most 
one embedded event occurred, the presentation of an event 
before the interval meant participants knew that no further 
event will occur during the remainder of the trial. 
Participants would then have been able to attend exclusively 
to the interval, whereas otherwise they would still divide 

their attention between tracking overall interval duration and 
monitoring the potential occurrence of an embedded event.  
A common assumption of internal clock models is that 
subjective time is modulated by attention, with greater 
attention paid to time passing resulting in more clock pulses 
accrued leading to in the experience of a subjectively longer 
interval (cf. the common adage “A watched pot never boils” 
or “Time flies when you are having fun”, Avni-Babad & 
Ritov, 2003). This attentional modulation would have 
affected causal and noncausal trials equally, as reflected by 
analogously less negative judgment errors on causal trials.  
However, the binding effect presumably was so robust as to 
prevent causal trials to be overestimated. 

Importantly, our finding that temporal binding is robust 
regardless of the presence of events embedded into the 
causal interval demonstrates the reliability of the procedure, 
as does replicating the audio-visual illusion from Wearden 
et al (1998). What then, can our results say about time 
perception within the temporal binding effect? At a 
minimum, our results suggest that temporal binding does 
not occur due to general slowing of the pacemaker. Does 
this rule out a clock-slowing account of temporal binding?  
Not necessarily.  It could be entirely possible that temporal 
binding selectively affects dedicated time-keeping 
processes, allocated to keeping track of action-outcome (or 
cause-effect) intervals. Computationally, this would 
necessitate multiple clocks, each capable of independent and 
simultaneous timing.  Buhusi and Meck (2009) provide 
evidence for such a notion: Rats were trained to time 3 
different durations, presented simultaneously. Quantitative 
modelling demonstrated (1) that rats were able to time each 
duration by independently stopping and resetting separate 
clocks, and (2) that durations are perceived differently 
depending on context, (e.g., the relative overestimation of 
auditory relative to visual stimuli implicates modality 
differences in clock rates, Wearden et al, 1998). Tentative 
support for clock-slowing in binding is evidenced in 
Humphreys and Buehner (2009), who found a linear 
relationship between perceived and actual durations for a 
range of intervals. Specifically, they reported different 

 
 

Figure 3: Mean interval judgment errors from causal and 
noncausal trials broken down by embedded event location. 
Error bars represent standard error.  

 
 
Figure 4: Mean embedded event judgment errors for 
events occurring before and during the overall interval, 
broken down by trial type. Error bars represent standard 
error.  
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slopes for causal and noncausal intervals, suggesting a 
stable pacemaker rate within but variable between 
conditions.  

In both experiments we focused on interval perception. 
What about the sensory realignment perspective on binding? 
It is important to note that clock- and event-based 
perspectives on binding need not be mutually exclusive. A 
slower clock between action and outcome, for example, can 
lead to a contraction of time (i.e., binding), which in turn 
would result in the outcome perceived sooner. Thus, there 
could be shifts in event perception in addition to a slower 
clock. Consider now, general and specific clock slowing. In 
the former case, there would be no perceived shift in the 
outcome because events would now be judged in relation to 
the same slowed clock speed. In the latter, the action-
outcome clock rate would differ to other timing streams, 
meaning that the outcome would be perceived earlier 
relative to other events timed at a standard clock rate. Thus, 
a specific clock process could account for the perceived 
event shifts in temporal binding in addition to distortions of 
interval perception.  

In sum, our results have conclusively ruled out the 
possibility that temporal binding is effected by a slowing of 
a general clock.  They fit equally well with sensory 
realignment perspectives on binding that do not implicate 
subjective time-keeping at all (e.g., Eagleman & Holcombe, 
2002) and the notion of multiple dedicated specific clock 
processes.  One way to disentangle these accounts is by 
systematically investigating clock processes in causal (i.e., 
action-outcome) and purely observational (noncausal) 
intervals.  We are currently investigating differences in the 
point of subjective equality (PSE) for a range of causal and 
noncausal interval durations. Regressing PSEs over actual 
durations will allow us to conclusively test for differences in 
r:  Steeper slopes for noncausal compared to causal PSEs 
would unambiguously implicate different pacemaker rates. 
Thus, our ongoing research extends the line of thought 
explored in the current article that suggests a dedicated 
clock process in action-outcome (causal) intervals. We 
therefore suggest that the perceptual shifts associated with 
temporal binding are possible due to multiple clocks 
operating concurrently.         
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Abstract 

Infants’ ability to detect and generalize abstract rules (e.g., 
ABB, ABA) in auditory stimuli has been well documented, 
however their ability to do so from visual stimuli has received 
considerably less attention. Moreover, the few studies 
reported suggest that this kind of learning is especially 
sensitive to details of the experimental design. Here, we focus 
on 3- to 4-month-old infants (N=40) to identify both the 
origins of visual abstract rule learning in infancy and the 
conditions that best support it. Our results provide the earliest 
evidence to date, documenting that by 3 months of age, 
infants successfully learn and generalize rules in the visual 
modality. They also reveal that providing infants with an 
opportunity to examine the stimuli simultaneously may be 
instrumental to their success. 

Keywords: abstract rule learning; abstract relations; 
comparison; habituation; infants 

Introduction 

A signature of human cognition is our ability to learn and 
represent abstract relations (Penn, Holyoak, & Povinelli, 
2008). For example, in language, we learn not only about 
abstract grammatical categories (i.e., nouns, verbs), but also 
about the hierarchical relations that govern their usage 
(Chomsky, 1965; Jackendoff, 1990; Pinker, 1984). And, in 
science, we learn not only about the protons, electrons, and 
neutrons that make up atoms, but also about the relations 
among them and, further still, the similarity between these 
relations and those of other systems (e.g., the solar system; 
Gentner, 1983). Even our fundamental notions of identity – 
SAME and DIFFERENT – rely on this capacity for relational 
thinking. 

The importance of abstract relations to human cognition 
has led researchers to investigate their developmental 
origins. In a seminal study, Marcus and colleagues asked 
whether infants as young as 7 months could learn a 
particular kind of relation, commonly known as an “abstract 
rule” (Marcus, Vijayan, Rao, & Vishton, 1999). To do so, 
they devised a now-standard rule learning paradigm in 
which infants are exposed to triads of speech syllables 
following a single rule. For example, an infant learning an 
ABB rule would be familiarized to sequences such as le-di-
di, wi-je-je, and de-li-li. Next, to test whether they learned 
this rule, infants hear a series of test trials composed of 
novel speech syllables. On half of the test trials, these novel 
syllables are presented in triads following the rule to which 
they had been exposed during the learning phase (familiar 
trials; e.g., ba-po-po); on the remaining test trials, these 

novel syllables are presented in triads following a different 
rule (novel trials; e.g., ABA, ba-po-ba). If infants learned 
the rule in training, they should discriminate familiar from 
novel test trials, as evidenced by a reliable preference for 
one type of trial over the other. Critically, the stimuli are 
designed so that any such preference requires that infants 
represent the abstract relations within the triads and not 
simply lower-level perceptual features that might otherwise 
be common to both the familiarization and test stimuli. 

Using this design, Marcus and colleagues found that 7-
month-olds reliably learned abstract rules from speech 
syllables (Marcus et al., 1999). This remarkable finding 
sparked a wave of interest in infants’ abstract rule learning 
from auditory stimuli more generally. These pursuits have 
revealed a host of insights documenting, for example, that 
within the first year, infants’ rule learning is gradually tuned 
to speech syllables (Dawson & Gerken, 2009; Marcus, 
Fernandes, & Johnson, 2007) and to other communicative 
signals (Ferguson & Lew-Williams, 2014), that rule-
learning benefits from vowel and consonant redundancies in 
spoken syllables (Thiessen, 2012), that infants can learn 
both adjacent (i.e., repetition) and non-adjacent relations 
(Gervain & Werker, 2012), that the amount of variability 
present in the stimuli influences the kind of rule infants will 
abstract (Gerken, 2006; Kovács, 2014), that infants can 
learn a rule from a single exemplar (Gerken, Dawson, 
Chatila, & Tenenbaum, 2014), that infants can even 
simultaneously learn word- and sentence-level rules from 
speech (Kovács & Endress, 2014), and that even newborns 
detect certain repetition-based rules (Gervain, Berent, & 
Werker, 2012; Gervain, Macagno, Cogoi, Peña, & Mehler, 
2008). 

Considerably fewer studies have investigated infants’ 
ability to learn abstract rules when stimuli are presented in 
the visual modality. Moreover, the evidence reported to date 
does not yet offer a clear picture of the conditions that best 
support this learning. For example, Johnson and colleagues 
(2009) examined visual rule learning in 8- and 11-month-
olds. The design was identical to Marcus et al. (1999)’s 
studies, except that instead of listening to sequences of 
speech syllables, infants viewed a series of sequentially-
presented two-dimensional shapes looming on a screen. For 
example, an infant familiarized to an ABB rule might see 
triangle-circle-circle as one sequence. The results were 
mixed: Eleven-month-olds successfully learned AAB and 
ABB rules, but failed to learn ABA rules. Eight-month-olds 
fared even worse, learning ABB rules but neither AAB or 
ABA. This was interpreted as evidence that infants’ ability 
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to learn rules in the visual domain is considerably less 
robust that in the auditory domain and, in particular, from 
speech. 

Other studies using different experimental designs have 
reported more successful rule learning. For example, two 
studies found that 5- and 7-month-olds reliably learned rules 
when a single rule was presented simultaneously in the 
auditory and visual modalities (i.e., presenting a visual 
sequence, triangle-circle-circle in conjunction with an 
auditory sequence, bo-pa-pa; Frank, Slemmer, Marcus, & 
Johnson, 2009; Thiessen, 2012). Another study found that 7-
month-olds reliably learned rules from images of familiar 
stimuli (dogs and cats) were presented sequentially and then 
remained together briefly on the screen (allowing infants to 
observe the sequence in its entirety; Saffran, Pollak, Seibel, 
& Shkolnik, 2007). 

We suspect that two features of Saffran et al.’s (2007) 
design supported infants’ rule learning, permitting their 7-
month-olds to succeed where Johnson et al.’s (2009) 8-
month-olds had failed. First, in Saffran et al. (2007), the 
rules were instantiated in images of dogs and cats; these 
may have been easier process, and perhaps more interesting, 
than Johnson et al.’s (2009) geometric shapes. Second, in 
Saffran et al. (2007), once an image appeared, it remained 
on the screen until all images in the triad had appeared; and 
after the final image appeared, the entire triad remained 
visible for almost a second. Why might this latter 
presentation style best support rule learning? First, 
permitting each image to remain on the screen meant that 
infants did not need to remember each image in sequence in 
order to detect the rule. In contrast, the greater memory 
requirement in Johnson et al. (2009) may have taxed infants’ 
limited visual working memory which, even by 6 months, 
can maintain a representation of only a single object (Kwon, 
Luck, & Oakes, 2014; Ross-Sheehy, Oakes, & Luck, 2003;  
see also Frank & Tenenbaum, 2011 for computational-level 
discussion of memory demands in rule learning). Second, 
having the images remain on the screen may also facilitate 
their comparison of the images which in turn should 
facilitate their abstraction of the rule (Ferry, Hespos, & 
Gentner, in press; Gentner & Markman, 1997; Gentner & 
Medina, 1998; Oakes & Ribar, 2005). 

In the present study, our primary goal was to ask whether 
infants at just 3 to 4 months of age could successfully learn 
visual abstract rules under these more supportive conditions1. 
To do so, we adapted the experimental design introduced by 
Saffran et al. (2007), presenting triads composed of dog 
images sequentially, but permitting each image to remain 

                                                             
1 While one study by Addyman and Mareschal (2010) 

concludes that 4-month-olds have the ability to represent at 
least one of the prerequisite abstract relations (DIFFERENT) 
required for this task, learning a rule requires not only 
detecting this relation but also encoding its location in a 
sequence. Thus it is still an open question whether infants 
this age can learn rules from visual modality. 

visible for the duration of each sequence and briefly 
thereafter. 

Our second goal was to extend this design to identify the 
influence of infant-directed speech on visual rule learning at 
3-4 months. Several recent studies have converged to 
suggest that infant-directed speech and other communicative 
signals promote young infants’ learning (Csibra & Gergely, 
2009; Ferguson & Lew-Williams, 2014; Ferguson & 
Waxman, 2013; Ferry, Hespos, & Waxman, 2010; Kuhl, 
2007; Marcus et al., 2007; Vouloumanos & Waxman, 2014; 
Wu, Gopnik, Richardson, & Kirkham, 2011; Wu, 
Tummeltshammer, Gliga, & Kirkham, 2014; Yoon, Johnson, 
& Csibra, 2008). For example, in one study at 3- and 4-
months, infants failed to form object categories while 
listening to tones, yet they succeeded in the very same task 
while listening to speech (Ferry et al., 2010). To ascertain 
whether speech might also facilitate visual rule learning at 
this age, for half of the participants, each triad of dogs was 
presented in conjunction with a phrase of infant-directed 
speech; for the remaining infants, the triads were presented 
in silence. All infants were tested in silence. If speech 
facilitates infants’ visual abstract rule learning, then those 
infants listening to speech during the learning phase should 
be more successful in detecting abstract rules. 

Methods 

Participants 

We tested 40 3- to 4-month-old infants (17 F; M = 4.18 
months, range 3.00 – 4.97) recruited from Evanston, IL, 
USA and the surrounding area. Each participant was 
assigned to either the Speech (N = 20) or Silent (N = 20) 
condition. An additional 26 infants (13 in each condition) 
were excluded due to either irritability that forced the 
experiment to end before the test phase (N = 14), irritability 
during test (N = 1), looking on fewer than 2 trials of each 
rule type (N = 7), technical error (N = 3), or parental 
interference (N = 1). 

Procedure 

We designed the task to match that of Saffran et al. (2007), 
and therefore included a Habituation and a Test phase. 

During Habituation trials, all infants saw triads of dog 
images on a screen that each followed the same rule (either 
ABB or ABA, randomized between-subjects). Each dog 
appeared in sequence, in 330ms intervals and remained 
visible thereafter. All three then remained on the screen 
together for 1840ms following the third dog’s appearance2, 
during which time infants in the Speech condition heard a 
phrase of infant-directed speech and infants in the Silent 

                                                             
2 We extended the simultaneous viewing period for 1s 

longer than in Saffran et al. (2007) because it catered to the 
slower visual processing speed of younger infants and gave 
us the time required to present the Speech stimuli while 
infants viewed the triads in their entirety. 
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condition observed the triads in silence. A blank screen 
separated each triad by 500ms. Triads continued to be 
displayed in this manner until infants looked away from the 
screen for 2s; at this point, the trial ended and infants saw an 
attention-getter presented at the center of the screen. When 
infants looked to the attention-getter for 250ms, a new 
habituation trial began. This continued until infants 
habituated, which occurred either when their trial looking 
time (averaged across the three consecutive trials) fell below 
50% of their mean looking time during the first three trials, 
or when infants had viewed the maximum number (25) of 
habituation trials (only two infants hit the maximum). 

After Habituation, the Test phase began. The Test phase 
included 8 trials. In each, infants viewed triads comprised of 
entirely novel dog images. In 4 of the trials, the dogs formed 
an ABB pattern while, in the other 4 trials, the dogs formed 
an ABA pattern, thus resulting in trials that matched either 
the familiar (habituated) rule or a novel rule. Trials were 
presented in two blocks of four; within each block, the order 
of familiar rule and novel rule trials was randomized. 
Within each trial, each triad had the same timing as during 
Habituation and, for all infants, were presented in silence. 
Test trials lasted until infants looked away for 2s. 

Stimuli 

Visual  The dog images were identical to those of Saffran et 
al. (2007) and organized into the same A and B categories. 
During habituation, the A elements were the Alaskan 
Malamute, Norwegian Elkhound, Shiba Inu, and Nova 
Scotia Duck Tolling Retriever, and the B elements were the 
Australian Cattle Dog, Belgian Malinois, Canaan Dog, and 
German Shepherd. During test, the A elements were the 
Finnish Spatz and Akita, and the B elements were the 
Anatolian Shepherd and Belgian Tervuren. 
 

 

Figure 1: Representative stimuli. Infants were habituated to 
triads of dogs all following the same rule (e.g., ABB) and, at 

test, were shown trials in which new dogs were organized to 
follow the familiar rule or a novel rule (e.g., ABA). 

Auditory  Immediately after the appearance of the third 
image in each triad, infants in the Speech condition heard 
one of two phrases,  “Look at the toma!” and “Do you see 
the toma?” (adapted from Balaban & Waxman, 1997; Ferry 
et al., 2010; Waxman & Markow, 1995). Although for older 
infants, naming phrases like these direct infants’ attention to 
commonalities among objects (Fennell & Waxman, 2010; 
Namy & Waxman, 2000), infants at 3-4 months do not yet 
reliably segment individual words from the speech stream 
(Bortfeld, Morgan, Golinkoff, & Rathbun, 2005; Seidl, 
Tincoff, Baker, & Cristia, 2014). These phrases were pre-
recorded and played from speakers beneath the screen. 

Coding 

Using custom MATLAB software, each infant’s looking 
time to the screen was coded online by a trained observer 
blind to the study’s hypotheses. 

Analyses 

Our dependent measure was each infant’s mean looking 
time to the screen during novel and familiar trials at Test. 
Our prediction is that, if infants learn the rule during 
Habituation, they will discriminate novel from familiar test 
trials. In most studies, infants who learn the rule look longer 
during novel trials. However, in some studies that have 
tested learning under particularly difficult conditions, 
infants look longer during familiar trials (Gerken et al., 
2014; Thiessen, 2012). Given the very young age of our 
participants and nature of the task, we considered both a 
priori possibilities and thus used two-tailed statistical tests 
throughout. In contrast, if infants failed to learn the rule, we 
predicted that there would be no differences between 
looking during familiar and novel trials. 

We excluded all test trials in which infants looked less 
than 2.5 seconds (the length of one sequence) to be sure that 
infants discriminated novel from familiar sequences (57 
trials, 17% of total). (Including these trials does not change 
the pattern of results or significance of p-values reported 
below.) 

Preliminary analyses revealed that neither the infants’ sex 
nor the rule that they were habituated to (ABB or ABA) 
predicted looking preferences at test (all p’s > .32); we 
therefore collapsed across these factors in further analyses. 

Results 
In a preliminary set of analyses, our goal was to ascertain 

whether infants (1) habituated during the Habituation phase 
and (2) dishabituated at Test. First, to assess habituation, we 
compared infants’ attention during the first three habituation 
trials to their attention during the final three habituation 
trials (see Figure 2). Infants’ attention did indeed decline, 
t(39) = 6.52, p < .001. There were no differences between 
conditions in either the time to habituate (silent: M = 
137.06s, speech: M = 115.62s, p = .33) or the trial number 
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on which they habituated (silent: M = 10.55, speech: M = 
8.80, p = .27). Second, to assess whether infants 
dishabituated at test (when the new images of dogs were 
introduced), we compared infants’ mean looking during the 
final three habituation trials to their mean looking during 
test trials. Indeed, infants did dishabituate overall (M 
difference = 2.93s, p = .033). 

This outcome, which provides assurances that infants at 
least noticed the new images presented at test, permitted us 
to address our primary questions: At test, did infants 
distinguish between the familiar and novel rules? And did 
their ability to do so differ between the Speech and Silent 
conditions? To address these questions, we entered infants’ 
looking times at test into a 2 (Condition: Speech, Silent) x 2 
(Trial Type: Novel, Familiar) ANOVA. We found a reliable 
main effect of Trial Type (F(1,38) = 6.49,  p= .015) but no 
main effect of Condition (F(1,38) = .008, p = .93) and no 
interaction (F(1,38) = .27, p = .61). A follow-up t-test 
confirmed that, overall, infants looked significant longer at 
familiar test trials (M = 10.56s, SD = 9.29) than novel test 
trials (M = 7.80s, SD = 4.20), t(39) = -2.57, p = .014, d = -
.41. A non-parametric Wilcoxon signed rank test 
corroborated the direction and significance of this 
preference, p = .029, as did infants’ dishabituation patterns 
at Test: Infants reliably dishabituated to familiar rule trials 
(M = 4.30s, p = .016) but not to novel rule (M = 1.55s, p 
= .16) trials.  

These results indicate that infants in both conditions 
learned the abstract rule during Habituation and, critically, 
generalized this rule to the novel stimuli at Test. Because 
there was no interaction between Trial Type and Condition, 
infants’ learning did not differ between Speech and Silent 
conditions. 

 Two features of infants’ performance warrant further 
comment. First, notice that in both conditions, infants 
preferred the test trials depicting the familiar rule to those 
depicting the novel rule. This suggests that detecting the 
rule in these visual stimuli was cognitively demanding and 
thus required further attention and processing (Colombo & 
Bundy, 1983; Roder, Bushnell, & Sasseville, 2000). Given 
that several rule learning studies with 7-month-olds have 
reported familiarity preferences (e.g., Gerken et al., 2014; 
Thiessen, 2012), it is perhaps unsurprising that these 3- and 
4-month-olds revealed their learning in the same manner. 

Second, it is clear from Figure 3 that the magnitude of 
infants’ familiarity preference decreases with age. This 
effect of age was confirmed in a linear model predicting 
infants’ difference scores at test by age, condition, and their 
interaction. This model revealed a reliable intercept (i.e., a 
reliable overall familiarity preference; β = -2.88, t(36) = -
2.85, p = .0072), a significant effect of age (β = 5.08, t(36) = 
2.85, p = .0071), and no effect of condition or interaction 
between age and condition, both p’s > .38. This effect of age 
– in which younger infants (i.e., slower processors) had 
larger familiarity preferences than older infants (i.e., faster 
processors) – is exactly what is predicted by existing  
  

 

Figure 2: Infants’ looking times during the first three 
habituation trials (Hab1-3), the last three habituation trials 
(HabSub1-3), and at test (FamiliarLT and NovelLT). Error 

bars represent one standard error. 

 

Figure 3: Infants’ preference for novel trials (difference 
score) by Age and Condition. 

 

 
accounts of familiarity and novelty preferences (e.g., 
Colombo & Bundy, 1983). With time, infants become faster 
processors and thus more likely to show novelty preferences 
in the same tasks in which they once showed familiarity 
preferences. Moreover, this proposed trajectory is plausible 
because by at least 7 months, infants show novelty 
preferences with these same stimuli (Saffran et al., 2007). 

Discussion 

We have revealed for the first time that infants as young as 
3 months of age can learn abstract rules from visual stimuli. 
Together with findings from auditory rule learning (e.g., 
Gervain et al., 2008), these findings suggest that the 
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foundations of one signature of human cognition – our 
capacity for detecting relations - are in place early within 
the first months of life and, moreover, able to operate over 
both auditory and visual modalities. 

Moreover, we found that visual rule learning at this age 
was robust both while listening to speech and in silence. 
Nevertheless, the cognitive advantages of human speech and 
other communicative signals may be apparent under more 
taxing learning conditions. By manipulating features of the 
present design (e.g., habituation time, visual stimuli), further 
research can better clarify what advantages, if any, speech 
and other communicative signals have on early abstract rule 
learning. 

Communicative contexts aside, these findings lay the 
groundwork for an even broader investigation into the 
conditions that best support very young infants’ relational 
abstraction in rule learning tasks. Comparing the present 
study (in which 3- and 4-month-olds learned abstract rules 
in the visual domain) with that of Johnson et al. (2009; in 
which 8-month-olds failed to learn in all but one case), we 
suggest that two critical paths for future investigation will 
be to assess the contribution of: (1) the kind and complexity 
of visual stimuli presented (e.g., dogs versus shapes) and, 
(2) the way in which these stimuli are presented (e.g., with 
each image available for only a brief inspection versus 
allowing for simultaneous comparison). 

We suspect that the conditions that best support rule 
learning are likely to differ across modalities and stimuli. 
For example, although we have suggested that allowing 
infants an opportunity to view the images in each triad 
simultaneously (albeit briefly) may have been instrumental 
to their success here and in Saffran et al. (2007), this does 
not guarantee that simultaneous comparison will always be 
essential in rule learning, even within the visual modality. 
On the contrary, we suspect that it will not be required for 
infants to learn rules from sequences of actions that, by their 
nature, are temporally ordered and cannot occur 
simultaneously. Furthermore, existing evidence from rule 
learning from speech and tones (Dawson & Gerken, 2009; 
Marcus et al., 1999) documents that, in the auditory 
modality, infants can learn rules when individual elements 
are presented only in sequence. Indeed, harmonics aside, 
this temporal property is a requirement of this modality. We 
therefore propose that what allows infants to detect an 
abstract relation and learn a rule may vary, both as a 
function of the endowments of the perceptual modality and 
the properties of the particular stimuli themselves. 
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Abstract 

The present study explores learning phonological alternations 
that contain exceptions. Participants were exposed to a 
back/round vowel harmony pattern in which a regular suffix 
followed harmony, varying between /e/ and /o/ depending on 
the back/round phonetic features of the stem, and an 
exceptional suffix that was always /o/ regardless of the 
features of the stem vowel. Participants in Experiment 1 
learned the behavior of both suffixes, but performance for the 
non-alternating suffix was higher when the suffix happened to 
adhere to vowel harmony. In Experiment 2, participants were 
exposed only to the same suffixes as Experiment 1, but the 
non-alternating suffix only appeared in harmonic contexts, 
creating ambiguity between exceptionality and alternation. 
Participants only correctly selected the non-alternating suffix 
when it appeared in a harmonic context. This suggests that 
learners are biased towards alternating harmony patterns, but 
require concrete evidence of non-alternation to learn the non-
alternating suffix. 

 
Keywords: statistical learning; vowel harmony; learning 
biases; exceptions. 

Introduction 
One of the major challenges for characterizing the formal 
properties of language is that the vast majority of patterns 
are rife with exceptions. Exceptions not only pose a 
challenge for generative linguistics, but potentially to a 
language learner, who must distinguish between accidental 
regularities and true patterns that contain exceptionality. 
This paper focuses on phonological alternations, which 
govern the patterns of sounds that make up individual 
words. A phonological alternation occurs when an 
underlying condition is met within the sounds of a word or 
phrase that causes the sounds to change accordingly.  

The vast majority of phonological alternations show some 
kind of exceptionality (Coetzee & Pater, 2011). It is these 
cases of exceptions that pose a challenge to the learner, as 
the learner must sort out which instances follow the 
alternation and which do not. Because the learner starts off 
without any specific knowledge of the language, the learner 
must make use of a combination of the data and any prior 
biases for how languages must be structured in order to 
determine how patterns apply, despite the many exceptions.  

This paper focuses on vowel harmony, phonological 
pattern in which adjacent vowels (ignoring consonants) 
must share the same value of a phonological feature 
(Clements, 1976). In vowel harmony, all vowels of a word 
agree with each other in terms of a specific phonetically 
based feature value, such as front/back or high/low. For 

example, in a back/round vowel harmony system in which 
features are shared from the leftmost vowel rightwards, 
words that begin with a back/round vowel (e.g., [o], [u]) 
must only contain back/round vowels, and words that begin 
with a vowel that is front/unround (e.g., [i], [e]) must only 
contain front/unround vowels. This creates alternations that 
apply when a suffix is added to the stem (creating 
morphophonological alternations). For example, in a 
simplified analysis of Hungarian, the dative suffix has two 
versions (allomorphs) depending on the back features of the 
stem vowel. When the stem vowel is front, the suffix 
surfaces as /nɛk/, as in [tsi:m-nɛk] ‘address-DAT’, and 
when the stem vowel is back, the suffix surfaces as /-nɔk/, 
as in [ɔblɔk-nɔk]‘window-DAT’ (Hayes & Londe, 2006; 
Ringen, 1988; Vago, 1976).  

Hungarian vowel harmony is complicated by its many 
types of exceptions. Front unround vowels are considered 
neutral, ‘transparent’ vowels because they fail to trigger 
vowel harmony if there is a back vowel preceding the front 
vowel (e.g., [radi:r-nɔk] ‘eraser-DAT’). In this case, there is 
a principled way of knowing whether vowel harmony 
should apply (the features of the front vowel). Despite the 
principled nature of transparent vowels, there are several 
cases in which the presence of a neutral transparent vowel in 
a stem cannot be used to predict the feature of the suffix. 
For example, while most stems containing neutral vowels 
take a front vowel suffix (e.g., [tsi:m-nɛk] ‘address-DAT’), 
there are some stems that take a back vowel suffix (e.g., 
[hi:d-nɔk],‘bridge-DAT’). Determining whether a stem 
will take a front vowel suffix or a back vowel suffix is 
largely determined by statistical regularities of the 
additional vowel features in the stem (such as height) 
(Hayes & Londe, 2006). While these statistical regularities 
are relatively accurate at predicting the vowel quality of the 
suffix, they are general tendencies, rather than exceptionless 
alternations. In addition, some stems appear to take both 
front and back vowel suffixes, meaning that applying the 
harmony pattern is optional in these cases. In optionality, a 
phonological alternation may or may not apply. In these 
cases, speakers will produce both a front vowel suffix and a 
back vowel suffix for the same stem (e.g., both [ɔrze:n-
nɔk]/[ɔrze:n-nɛk] were found in Hayes and Londe’s 2006 
web search).  Finally, another form of exceptionality occurs 
when some suffixes fail to alternate to vowel harmony, 
despite having all of the phonological properties necessary 
to alternate. While the dative sufffix in Hungarian 
(discussed above) alternates in to adhere to vowel harmony, 
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there are some suffixes in Hungarian that fail to alternate, 
such as the temporal suffix /-kor/ (e.g., [øtkor] ‘at five 
(o’clock)’) (Kenesei, Vago, & Fenyvesi, 2002). In this type 
of exceptionality, a form will fail to apply despite meeting 
the conditions for alternation. In this case, there is only one 
form of the suffix, rather than a suffix that alternates.  

Because most phonological alternations show some aspect 
of exceptionality such as those found in Hungarian, 
understanding how exceptionality affects the learning 
process is extremely important. While the bulk of research 
on learning exceptionality has focused on morphological 
processes (Prasada & Pinker, 1993), there has been an 
increased interest in learnability of exceptionality in 
phonological patterns (Baer-Henney, Kügler, & van de 
Vijver, 2014; Coetzee, 2009). For example, Baer-Henney et 
al. (2014) found that learners were more likely to generalize 
a phonetically grounded vowel harmony pattern compared 
to a phonetically ungrounded disharmony pattern when the 
grounded pattern occurred in only 65% of the items. This 
suggests that learners have a bias towards harmony over 
disharmony, even when the input is maximally ambiguous 
between harmony and disharmony.  

Unlike Baer-Henney et al. (2014), the present paper 
focuses on exceptions in phonological alternations in which 
a particular suffix fails to alternate in accordance with the 
phonological pattern in question. There are several reasons 
to focus on learning a language with both alternating and 
non-alternating morphemes. First, the morphologically 
based exceptions to phonological alternations are fairly 
common among languages, and can be replicated within an 
artificial grammar learning paradigm with relative ease. 
Second, several formal linguistic studies have explored the 
topic of non-alternating exceptions, providing important 
theoretical and bases for an experimental learning study 
(Zonnefeld, 1978), specifically in vowel harmony (Finley, 
2010).  

Previous research on learnability of exceptional non-
alternating forms has revealed a bias towards non-
alternation over alternation, even when alternations occurred 
in 75% of the training data (Coetzee, 2009; Stave, Smolek, 
& Kapatsinski, 2013; White, 2014). However, it is possible 
that the bias towards non-alternation in Coetzee’s (2009) 
paper stems from a bias against alternations in stems 
(Beckman, 1998), rather a general non-alternation bias, as 
stimuli in this Coetzee’s study only involved stem 
alternations. Baer-Henney et al.’s (2014) study suggested a 
bias towards vowel harmony, which is largely driven by 
alternations. However, because Baer-Henney et al.’s (2014) 
were focused on naturalness, it is unclear if naturalness was 
the drove the bias towards harmony. The present study will 
help tease apart how learners respond to non-alternating 
affixes. 

Previous research has shown that adult participants can 
learn a back/round vowel harmony pattern with relatively 
minimal exposure to the pattern (e.g., as pairs of words, 
[bodo-bodomu], [bede-bedemi], etc.) (Finley & Badecker, 
2009). The present experiment extends these findings by 

including both an alternating and a non-alternating suffix. In 
Experiment 1, learners were exposed to a stem+suffix 
pattern where one suffix alternated according to vowel 
harmony, while a second stem failed to alternate. In 
Experiment 2, participants were exposed to the same 
alternating and non-alternating suffixes, but were only 
shown the non-alternating suffix in a context consistent with 
vowel harmony. If participants show a bias towards non-
alternation, participants should be able to learn the behavior 
of the non-alternating suffixes in both experiments, but if 
participants are biased towards harmony over disharmony, 
then participants should fail to learn the non-alternating 
suffix without direct exposure. 

Experiment 1 
In the present study, learners were trained on a novel vowel 
harmony pattern in which one suffix alternated between  
[-me] and [-mo] depending on the back/round features of the 
stem, and another suffix was [-go] regardless of the features 
of the stem.  

Participants 
All 26 participants were adults who were fluent English 
speakers recruited from the psychology subject pool at 
Pacific Lutheran University, a small liberal arts college in 
Western Washington, USA. No participant had any previous 
experience with a vowel harmony system, natural or 
artificial.  

Design 
Participants were exposed to a back/round vowel harmony 
pattern that was presented in a set of three words: stem, 
stem+suffix1 and stem+suffix2 (e.g., [kine, kinego, 
kineme]). For half of the participants, suffix1 was the 
alternating [-me/-mo] suffix, while the other half of 
participants heard the non-alternating [-go] suffix as suffix1. 
In the alternating ([-me/-mo]) suffix items, stems triggered a 
suffix vowel that was either /e/ or /o/ depending on whether 
the vowels in the stems contained front vowels (/i/ or /e/) or 
back vowels (/o/ or /u/). In the case of the non-alternating 
suffix ([-go]), the suffix vowel was always /o/ regardless of 
whether the stem vowels were front or back. All stems were 
of the form CVCV (e.g., [keti]) with the vowels following 
back/round harmony constraints (all stem vowels were 
either both front or both back, and never disharmonic), and 
the consonants drawn from the set (/p, t, k, b, d, g, m, n/). 
There were 24 triads: stem followed by stem+suffix1 
followed by stem+suffix2. These 24 sets of items were 
presented eight times, each in a random order. Examples of 
the exposure stimuli can be found in Table 1. 

Following exposure, participants were presented with a 
two-alternative, forced-choice test in which participants 
were asked to decide which was more likely to come from 
the language they had just heard. Participants heard two 
words, each identical except for the final vowel ending: 
either /e/ or /o/. Because the first two vowels obeyed 
harmony, the choice of the final vowel (/e/ or /o/) depended 
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on the back/round features of the vowels in the first two 
syllables. The test items were presented in a random order, 
with five test conditions, and 10 items for each condition. 
Old items were items that were heard in the training set, and 
contained a mixture of both [-go] and [-me/-mo] suffixes. 
New-go, and New-me/mo items contained stems not heard 
in the training set, but with the [-go] and [-me/-mo] suffixes, 
respectively.  

 
Table 1: Examples of Exposure Stimuli. 

 
Stem 

Vowel 
Stem Stem+Suffix 

[-me/-mo] 
Stem+Suffix 
[-go] 

Back  tunu tunumo tunugo 
 muto mutomo mutogo 
 podo podomo podogo 
 tonu tonumo tonugo 

 
Front  kine kineme kinego 
 tepe tepeme tepego 
 bimi bimime bimigo 
 pedi pedime pedimo 
 
Finally, there were Agglutinative test items in which the 

alternating ([-me/-mo]) suffix was affixed to a word 
containing a /stem-go/ word (e.g., [bidi-go-me] vs.  [bidi-
go-mo]). These items were designed to test whether learners 
based the harmony pattern on the vowel features of stem or 
on the vowel features of the preceding suffix. For example, 
if the learner chooses [bidi-go-me] over  [bidi-go-mo], the 
learner has based harmony on the stem rather than the 
preceding suffix. On the other hand, if the learner chooses  
[bidi-go-mo] over  [bidi-go-me], then the learner is basing 
harmony on the closest vowel to the suffix. Cross-
linguistically, vowel harmony languages with exceptions 
tend to follow locality principles and choose the closest 
vowel as a source for harmony, rather than the stem, if the 
stem is disharmonic with the closest vowel (Finley, 2010). 
For example, in Turkish, the suffix [-gen] does not alternate 
with back/round vowel harmony, but suffixes that follow 
the [-gen] suffix agree with the non-alternating suffix, rather 
than the stem (e.g., [tʃok-gen-ler], *[tʃok-gen-lar] 
‘polygons’). In Finley’s (2010) survey of non-alternating 
affixes in vowel harmony, no languages followed the non-
local pattern.  Thus, it is predicted that learners will be 
likely to follow the cross-linguistic locality principles in the 
Agglutinative test items. Examples of these test items can be 
found in Table 2; note that the correct item was always [-go] 
regardless of the harmonic context. 

All stimuli were recorded by a male speaker of American 
English with some phonetics training in a sound attenuated 
booth at 12,000 Hz. Stress was placed on the first syllable 
using English pronunciation, with the exception that no 
vowels were reduced, meaning that some English syllables 
contained partial stress (as English reduces unstressed 
syllables). All stimuli items were normalized for intensity 
(set at 70dB), though participants were allowed to adjust 

headphones to a comfortable volume during the experiment. 
All stimuli creation and modifications to sound files was 
performed in Praat (Boersma & Weenink, 2015). All phases 
of the experiment were run in Psyscope X (Cohen, 
MacWhinney, Flatt, & Provost, 1993). Participants were 
given both written and verbal instructions. The entire 
experiment took approximately 20 minutes to complete. 
 

Table 2: Examples of Experiment 1 Test Stimuli;  
* Indicates ungrammatical/nonlocal response 

 
Items Front Vowel Suffix vs.  

Back Vowel Suffix 
Old *bemege vs. bemego 

 bemime vs. *bimimo 
 

New-Go *buduge vs. budugo 
 *kipege vs kipego 

 
New-Me/Mo *budume vs. budumo  

kipeme vs. kipemo 
  

Old-Agglut *bimigome vs. bimigomo 
*bemegome vs. bemegomo 
 

New-Agglut *kipegome vs. kipegomo 
*midigome vs. midigomo 

Results 
Proportion of correct responses for all test items are given in 
Figure 1. We compared each test item to 50% chance via 
three separate one-sample t-tests. If participants learned the 
harmony pattern with the correct suffix alternations  
([-me/-mo] following harmony and [-go] as non-
alternating), learners should select the correct response 
significantly greater than chance. Participants were 
successful at selecting the correct response for Old items 
(mean = 0.77, SD = 0.20), t(25) = 6.92, p < 0.001, New-go 
items (mean = 0.76, SD = 0.21), t(25) = 6.51, p < 0.001, and 
New-me-mo items (mean = 0.68, SD = 0.24), t (25) = 3.88, 
p = 0.001, but not to Old Agglutinative items (mean = 0.43, 
SD = 0.26), t(25) = -1.42, p = 0.17 or New Agglutinative 
Items (mean = 0.42, SD = 0.29), t(25) = -1.48, p = 0.15. 
This suggests that learners were able to correctly identify 
when to follow the harmony pattern (with the [-me/-mo] 
suffix alternation) and when not to follow the harmony 
pattern (with the [-go] suffix), but that they did not show a 
bias towards the items that contained both the alternating 
and non-alternating suffixes. 

It is possible that even though learners successfully 
selected the [-go] suffix at a rate higher than chance for 
New-go items, that this success was based on the stems 
containing a back vowel, which would obey harmony. If 
this were the case, then participants may not have learned 
the exceptionality of [-go], but simply applied regular vowel 
harmony to this suffix. To test this, we separated the 
responses to New-go items for front vowel stems and back 
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vowel stems. While both back vowel stem (harmonic) items 
(mean = 0.84, SD = 0.22), t(25) = 7.87, p < 0.001 and front 
vowel stem (disharmonic) items (mean = 0.69, SD = 0.32), 
t(25) = 3.10, p = 0.005 were significantly greater than 
chance, participants chose the [-go] suffix items 
significantly more when the stem vowels were back t(25) = 
2.12, p = 0.044, indicating that participants learned non-
alternation, but still showed a bias towards harmony. Note 
that this pattern of results did not hold for the alternating 
suffix: there was no significant difference between front and 
back stem vowel responses t(25) = 0.56, p = 0.58, and both 
back vowel stem items (mean = 0.70, SD = 0.28), t(25) = 
3.74, p = 0.001 and front vowel stem items (mean = 0.66, 
SD = 0.32), t(25) = 2.64, p = 0.014 were significantly 
greater than chance. 

  
Figure 1: Experiment 1 Results (Means and Standard 

Errors). 

Discussion 
The results of Experiment 1 suggest that learners are biased 
towards harmony over disharmony, but learners are able to 
learn the behavior of the non-alternating suffix. Experiment 
2 extends these findings by exposing participants to a 
language in which the non-alternating suffix [-go] only 
appears in a harmonic context, creating ambiguity between 
alternation and non-alternation. 

 

Experiment 2 
In Experiment 2, participants were trained on a vowel 
harmony pattern with two suffixes, one which clearly 
followed a harmony pattern (alternating between [-me] and 
[-mo]) and the other ambiguous between a non-alternating 
morpheme (e.g., [-go] only appearing in a back vowel 
context).  

Participants 
All 13 participants were adults who were fluent English 
speakers recruited from the psychology subject pool at 
Pacific Lutheran University, a small liberal arts college in 
Western Washington, USA. No participant had any previous 

experience with a vowel harmony system, natural or 
artificial, nor did they participate in Experiment 1. 

Design 
The design of Experiment 2 was identical to Experiment 1 
with the following changes. The non-alternating [-go] suffix 
only appeared in harmonic (back vowel stem) contexts, 
which was achieved by eliminating all front vowel stem-go 
suffixed items from the stimuli. Because front vowel  
stem-go items were removed, it was no longer possible to 
present the items as a triad. Instead, all items were presented 
in pairs with the stem followed by the stem+suffix.  

There were four different types of test items in 
Experiment 2. New-go, New-me/mo and New Agglutinative 
items were all identical to those found in Experiment 1. Old-
go items tested whether learners inferred that the front 
vowel stems heard in training would take the disharmonic, 
non-alternating affix [-go]. These included several of the 
same items in Experiment 1 (e.g., *bemege vs. bemego).  

Results 
Proportion of correct responses for all test items are given in 
Figure 2. We compared each test item to 50% chance via 
separate Bonferroni corrected one-sample t-tests.    

 

 
Figure 2: Experiment 2 Results (Means and Standard 

Errors). 
 

If participants learned the harmony pattern with the 
correct suffix alternations ([-me/-mo] following harmony 
and [-go] as non-alternating), learners should select the 
correct response significantly greater than chance. 
Participants were not successful at inferring the non-
alternating status of [-go] in front vowel stem items, as Old-
go items (mean = 0.51 SD = 0.31), t(12) = 0.089, p = 0.93, 
were not significantly greater than chance. New-go items 
(mean = 0.58, SD = 0.21), t(12) = 1.41, p =0.175, were also 
not significantly different from chance, suggesting that 
learners failed to learn the non-alternating status of the [-go] 
suffix in the ambiguous context. 

New-me-mo items (mean = 0.78, SD = 0.20), t(12) = 
5.04, p < 0.001 were significantly greater than chance, 
suggesting that participants were able to learn the status of 
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the alternating [-me/-mo]  suffix. New Agglutinative items 
were also not significantly different from chance (mean  = 
0.38, SD = 0.24), t(12) = -1.75, p = 0.10, suggesting that 
learners may have a small bias towards non-local, stem 
controlled harmony in the presence of the disharmonic affix.  

It is possible that while learners failed to successfully 
select the [-go] suffix at a rate greater than chance for New 
items, that this lack of success was based on the stems 
containing a front vowel, which would create a disharmonic 
sequence. To test this, responses to New-go items for front 
vowel stems were separated from back vowel stems. While 
back vowel stem (harmonic) items (mean = 0.80, SD = 
0.16), t(12) = 6.63, p < 0.001 were  significantly greater 
than chance front vowel stem (disharmonic) items (mean = 
0.37, SD = 0.34), t(12) = -1.41, p = 0.18 were not, and 
trended towards harmony (as participants were lower than 
chance). Participants chose the [-go] suffix items 
significantly more when the stem vowels were back t(12) = 
4.94, p < 0.001, indicating a bias towards harmony.  

Because there were significantly different responses 
towards front vowel stems compared to back vowel stems 
for the [-go] suffix, it was important to compare the 
alternating [-me/-mo] suffix as well. Both back vowel stem 
items (mean = 0.75, SD = 0.30), t(12) = 3.09, p = 0.009 and 
front vowel stem items (mean = 0.82, SD = 0.24), t(12) = 
4.79, p < 0.001 were significantly greater than chance, 
unlike the non-alternating [-go] suffix, there was no 
significant difference between front and back stem vowel 
responses t(12) = 0.63, p = 0.54, indicating a bias towards 
harmony that was not affected by exposure to the 
ambiguously non-alternating suffix. 

Discussion 
The present study showed the results from two artificial 
grammar learning experiments with a front/back vowel 
harmony pattern in which one suffix alternated between  
[-me] and [-mo] depending on the vowel quality of the stem 
vowels. In Experiment 1, participants learned the behavior 
of both the alternating and non-alternating suffixes, but were 
more likely to select the non-alternating suffix when the 
stem+suffix combination followed vowel harmony. In 
Experiment 2, participants were only exposed to forms 
containing the non-alternating suffix that obeyed harmony. 
At test, when presented with disharmonic instances of the 
stem-go items (with front vowel stems), participants were 
not significantly different from chance, but trended towards 
harmony for novel items. This suggests that learners 
inferred that the ambiguously non-alternating suffix was 
harmonic for back vowel stems, and optionally harmonic for 
front vowel stems. This bias towards patterns of harmony 
and optionality creates an overall pattern that is statistically 
more harmonic than disharmonic. 

These results show an alternation bias, while previous 
results have shown a non-alternation bias (Coetzee, 2009; 
Stave et al., 2013; White, 2014). In the present study, 
learners were exposed to suffix alternations, while in 
previous work, learners were exposed to alternations within 

a stem. Phonetic, phonological and psychological 
constraints word to prevent changes in the stem, while 
phonological processes work to promote changes (including 
underspecification of features) in suffixes. Pilot data has 
shown that the alternation bias found in the present 
experiments disappears when the stimuli are presented as 
single lexical items, rather than stem+suffix pairs, 
suggesting that the alternation bias is based in 
morphophonological alternations of affixes, which may be 
more likely to be underspecified. 

Implications for Language Learning and Change 
The results of the present study have implications for how 
languages with exceptional morphemes might be learned. If 
learners are biased towards optionality (and therefore a 
statistical harmony pattern) in ambiguous cases of 
exceptions, it is possible that learners will, over time, 
change a non-alternating morpheme to an alternating 
morpheme. Previous research on the evolution of vowel 
harmony languages in the Turkic language family cite 
several key motivators that favor and disfavor harmony 
(Harrison, Dras, & Kapicioglu, 2002), including frequency 
in the lexicon and specification in the lexicon. While a non-
alternating morpheme may in principle seem simple 
(encoding [-go] rather than both [-ge] and [-go]), learners 
may prefer an underspecified lexicon in which the backness 
feature of the vowel is not stored, thus creating a simpler 
stored lexical representation. There is some evidence for 
overregularization of the non-alternating suffix [-ne] in 
Hungarian to [-na] following a back vowel suffix This 
overregularization is particularly striking because it is said 
to last well into school years, and errors within vowel 
harmony systems are extremely rare (Dasinger, 1997). This 
suggests that language learners may show biases for 
harmony over non-alternation, which may drive languages 
to include more alternating suffixes. More research is 
needed to understand how this process might work, as 
changes in vowel inventory and loanword borrowings may 
cause the number of alternating harmony morphemes to 
decrease, rather than increase, which occurred in the 
harmony system of Korean (Finley, 2010). In addition, it is 
important to understand which phonological alternations 
may drive a bias towards alternations, and which 
alternations might drive non-alternations, as there is 
evidence that stem-based alternations may show a bias 
against alternations.  

Agglutinative Test Items 
The agglutinative test items were designed to probe whether 
learners show a bias for locality when presented with a front 
vowel suffix, followed by the non-alternating, disharmonic 
suffix [-go] and the choice between [-me] and [-mo]. 
Choosing [-me] indicates a preference for stem-controlled 
harmony, in violation of locality (as a the vowel [-go] 
intervenes between the stem vowel and the final suffix 
vowel). Choosing [-mo] indicates a preference for locality 
over stem-control, as the source for harmony is the closest 
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vowel is the non-alternating suffix. Both experiments 
trended towards non-locality, a violation of the locality 
principles described in Finley (2010). There are a few 
possible explanations for the effect. One possibility is that 
learners did not form a stable representation of the vowel 
harmony pattern. This lack of stability created a tie for the 
alternation between [-me] and [-mo] to occur in any other 
position besides a stem vowel. Another possibility is that the 
bias towards stem-control may interfere with any locality 
bias, showing no real bias within the data. A final possibility 
is that the way in which the items were spliced may have 
inadvertently favored the non-local items. Future research 
will include a control condition to investigate any initial 
biases that may be found within the stimuli. 

Conclusions 
The present study tested how adult, English speaking 
learners analyze exceptional, non-alternating morphemes. 
Participants were able to learn the behavior of the 
alternating morpheme, despite the presence of a 
disharmonic, non-alternating morpheme. However, 
participants were more likely to select the correct form of 
the non-alternating morpheme when it appeared in a 
harmonic context. This suggests a bias for harmony over 
non-alternation, which may have important implications for 
the evolution of languages with vowel harmony patterns. 
Interestingly, items that tested for a locality bias for the 
exceptions did not show any significant bias, and a slight 
trend toward non-locality, opposite of the typological 
descriptions shown in Finley (2010). It is possible that a 
clearer locality bias might be revealed for learners who 
acquire the non-alternating suffix, or for novel suffixes that 
were not presented as stem, stem+suffix pairs.  Future 
research will work to understand how learners interpret non-
alternating exceptions to vowel harmony, and how these 
exceptions interact with locality principles. 
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Abstract 

The present study explores the effects of frequency in 
learning to parse novel morphological patterns. In two 
experiments, suffixes were divided into three classes: high, 
medium and low frequency, based on the proportion of stems 
in the input that each suffix attached to (high frequency = 
12/12, medium frequency = 6/12, and low frequency = 2/12). 
In Experiment 1, learners were better at segmenting words 
containing high frequency suffixes compared to low 
frequency suffixes, even when the stems were novel. In 
Experiment 2, token frequency was controlled for across all 
three suffix frequency classes, but learners were still better at 
segmenting high frequency suffixes, even when words 
containing high frequency suffixes were less frequent. These 
results suggest that learners are sensitive to the frequency 
distributions of the morphemes in their language, supporting 
work suggesting that a Zipfian distribution may be ideal for 
language learning. 

 
Keywords: statistical learning; type frequency; morpheme 
segmentation. 

Introduction 
Morphology is the study of how form and meaning are 
combined to form complex words. A word like running is 
composed of two morphemes: run and –ing. In order to 
understand the meaning of a complex morphological word 
like running, the language user must be able to break the 
word apart into its constituent morphemes, a process 
referred to as morpheme segmentation. The problem of 
morpheme segmentation, while seemingly simple, could 
easily pose problems for the learner. First, many words 
partially overlap in phonological form without being 
morphologically related (e.g., canned and bend both end in 
the sounds /nd/ but only canned is morphologically 
complex). The present study extends previous research on 
how learners make use of distributional information to 
segment complex words (Finley & Newport, 2010, 2011). 
Specifically, this study manipulates the type and token 
frequency of affixes to better understand how lexical 
statistics can affect morpheme segmentation.  

Background 
Previous research has shown that even though spurious 
phonological regularities could easily lead the learner astray 
when segmenting complex words, both adult and child 
learners are nonetheless sensitive to these distributional 
regularities (Finley & Newport, 2010, 2011). This research 
is in line with computational models of morpheme 
segmentation that make use of statistical regularities of the 

phonological form of the input to find morpheme 
boundaries in complex words (Goldsmith, 2006).  

In their experiments, Finley and Newport (2010, 2011) 
showed that learners were able to extract morphological 
regularities from trisyllabic words where the first two 
syllables were a stem and the final syllable was a suffix. 
Results demonstrated that learners segment complex words 
into their component parts through mere exposure, and 
minimal training. However, the highly controlled statistics 
of the words in these experiments (e.g., all suffixes were 
equally frequent across stems) do not reflect the variable 
frequencies of morphological information found in natural 
language. The present study addresses how learners may use 
variable frequencies of affixes to parse the morphological 
information of the language.  

Previous research has suggested that type frequency (the 
number of words containing a morpheme) is more important 
in determining productivity of an affix than token frequency 
(the frequency of the word containing the type) (Albright, 
2002; Bybee, 1995). For example, Ernestus and Baayen 
(2003) showed that Dutch speakers chose past tense variants 
based on similarity to existing words in the lexicon 
proportionally to the number of similar items, rather than 
frequency. While there is some work on how type and token 
frequency may affect morphological learning (Albright, 
2002; Ellis & Schmidt, 1998), this research has focused on 
the learnability of irregular morphological patterns, rather 
than segmentation of the morphemes themselves. 

There are several reasons why it is important to study 
human morphological learning at the stage of morpheme 
segmentation. First, there are many reasons to believe that 
learning about the morphological patterns of one’s language 
occurs relatively early, even before the child has acquired 
the meaning of the semantic classes that the morphemes 
may represent (Jusczyk, 2000). Second, because 
phonological factors play an important role in morphology 
(Albright, 2002), it is important to understand how learners 
acquire both form independently of meaning. 

Zipfian Distributions  
As noted above, one reason that type frequency may play a 
larger role in morphological productivity than token 
frequency may be due to the overall distribution of different 
types of morphological patterns. Zipf’s Law (Zipf, 1935) 
states that the number of tokens increases as a function of 
type frequency: there are a few high frequency 
words/morphemes, and a very large number of low 
frequency words/morphemes. The high frequency 
morphemes may be easier to learn than lower frequency 
morphemes because the combination of a small number of 
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morphemes appearing in many words may help these high 
frequency morphemes ‘stand out’ from the many lower 
frequency morphemes. A Zipfian distribution may therefore 
be optimal for creating a learning environment in which a 
few morphemes are learned very fast, and this early learning 
serves to bootstrap the learning of lower frequency 
morphemes (Bortfeld, Morganm, Golinkoff, & Rathbun, 
2005).  

Previous research has shown that learners make use of 
Zipfian distributions in word segmentation (Kurumada, 
Meylan, & Frank, 2013), and verb constructions (Ellis & 
Donnell, 2012). While Zipfian distributions have been 
assumed to play an important role in language acquisition, it 
is important to understand that the assumption of Zipfian 
distributions may be a simplification of more complex 
statistical patterns in the language (Piantadosi, 2014). 
However, recent computational models of morphology 
learning have shown a benefit for Zipfian distributions 
(Chan & Lignos, 2010), suggesting that the optimal lexicon 
for language learning may follow a Zipfian distribution, 
potentially explaining why such distributions tend to be 
stable and common across languages.  

The Present Study  
In order to better understand how learners make use of affix 
frequency in morpheme segmentation, the present study 
builds on work by Finley and Newport (2010, 2011), who 
found that learners easily segment stems and affixes from an 
evenly distributed lexicon. The present study makes use of a 
frequency distribution for suffixes in which there are a few 
suffixes that appear with many stems (high frequency), 
more suffixes that appear with several stems (medium 
frequency), and many suffixes that appear with only a few 
stems (low frequency). Participants were tested on their 
ability to segment complex lexical items for both familiar 
and novel words. If learners are sensitive to the type 
frequency of the suffixes, learners will be better able to 
segment complex words for high frequency suffixes, even 
when the learner has never encountered that word before. In 
Experiment 1, only type frequency was manipulated, and in 
Experiment 2, token frequency was controlled for so that 
words containing morphemes with a high type frequency 
had a low token frequency, and words containing 
morphemes with a low type frequency had a high token 
frequency. Previewing results, participants showed greater 
accuracy for segmentation of words containing the high 
(type) frequency suffixes compared to the low frequency 
suffixes, and this effect remained when token frequency was 
controlled for (Experiment 2). 

Experiment 1 
The goal of Experiment 1 was to explore the ability of adult 
learners to parse stems and suffixes into constituent parts 
using only distributional information. The distribution of 
affixes varied such that a small selection suffixes were 
highly frequent (appearing with all possible stems), a larger 
selection of affixes were relatively frequent (appearing with 

half of the stems), and an even larger number of suffixes 
were highly infrequent (appearing with only two stems).  
 
Method 
Participants All participants were adult monolingual native 
English speakers. Forty-eight participants were recruited 
from the Elmhurst College community. Participants were 
given course credit for participation. Participants were 
randomly assigned to one of two languages (A and B, 
differing only in vocabulary) and one of two test conditions 
(Stem Parsing and Suffix Parsing), for a total of four distinct 
training and test conditions, with 12 participants in each 
condition.  
 
Design The experiment was designed to test the ability of 
adult learners to parse morphologically complex words with 
a varying distribution of the frequency of suffixes. The 
language contained all properties of a suffixing language 
with a suffix concatenated to a stem. Stems were all of the 
shape CVCV and suffixes were all of the shape CV, creating 
tri-syllabic words of the form CVCVCV (where C is a 
consonant and V is a vowel). Consonants were drawn from 
the set [p, t, k, b, d, g, m, n, s, v, z, f], and vowels were 
drawn from the set [a, e, i, o, u]. Care was taken so that all 
the words satisfied English phonotactics, but did not overlap 
with real English words. To ensure that the results were not 
due to any unforeseen peculiarity of the stimuli, we created 
two languages (Language A and Language B) with the same 
properties, but different sets of stems and suffixes. Each 
language had 12 stems and 20 suffixes.  
 

Table 1: Exposure Phase Statistics. 
 

Experiment Suffix 
Type 

Number 
Stems 

Number 
Suffixes 

Times 
Repeated 

Exp 1     
 High 12 2 5 
 Med  6 6 5 
 Low 2 12 5 
     
Exp 2 High 12 2 2 
 Med  6 4 4 
 Low 2 12 12 
 

Stems were paired with a varying number of suffixes for 
the training phase based on the assigned frequency of the 
suffix. There were two high frequency suffixes, each paired 
with all 12 stems (e.g., /basomi/, /basobu/, /vegubu/, etc.). 
There were six medium frequency suffixes, each paired with 
six of the 12 stems (e.g., /basodo/, /basoke/, /vegupe/, etc.). 
There were 12 low frequency suffixes, each paired with two 
stems (e.g., /basoze/, /veguki/, /veguma/, etc.). Each of the 
12 stems was paired with seven suffixes, creating a total of 
84 affixed forms for presentation during training phase. The 
Stem+suffix concatenations were counterbalanced so that to 
avoid patterned restrictions, which set of stems went with 
which affixes (in other words, we did not create categories 
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or sub-categories with the affixed forms). The general 
statistics of training items can be found in Table 1. 

Participants heard each item in the training set five times 
during exposure in randomized blocks (participants heard all 
84 items before hearing the same set again in a different 
random order). The words were presented as isolated 
utterances (i.e., not as part of a larger speech stream). All 
phases of the experiment were run in Psyscope X (Cohen, 
MacWhinney, Flatt, & Provost, 1993). 

Following exposure, participants were given a two-
alternative forced-choice test for their ability to parse 
morphemes. There were two different between-subjects test 
conditions: Novel Stem/Suffix (Table 2) and Suffix Parsing 
(Table 3), each representing different groups of participants. 
The items in the Novel Stem/Suffix condition were designed 
to test whether participants could parse novel words 
containing a novel suffix or a novel stem. The Novel Suffix 
(ABQ) test items probed whether learners would accept a 
novel suffix as a part of the language, requiring learners to 
have familiarity with the stems; it is expected that if 
participants have learned the general Stem+Suffix affixation 
pattern, that learners will accept a stem with a novel affix 
(AB-Q, where Q represents a syllable not heard in training, 
and AB refers to a familiar stem) more often than the 
ungrammatical scrambled counterpart (AQB).  

 
Table 2: Examples of Novel Stem/Novel Suffix Test 

Stimuli, Language A. 
 

 Grammatical 
(ABQ/CDX) 

Ungrammatical 
(AQB/CXD) 

ABQ befada bedafa 
 ditipa dipati 
 
CDX-
High 

 
basomi 
mekimi 

 
bamiso 
memike 

   
CDX- 
Med 

vopina 
zikuna 

vonapi 
zinaku 

   
CDX-
Low 

tenoki 
basovu 

tekino 
bavuso 

   
The Novel Stem (CDX) test items probed whether learners 
could recognize a novel stem containing a familiar suffix 
(CDX) compared to its scrambled counterpart (CXD). Items 
were separated for High, Medium and Low frequency 
suffixes. It is expected that learners will be more likely to 
select a novel stem when it contains a high frequency suffix 
compared to a low frequency suffix. 

The Suffix Parsing Items tested whether learners had 
parsed the affixes into separate units from the stems. 
Familiar (ABX) items compared a word heard in training to 
its scrambled counterpart (ABX vs. AXB). There were three 
types of these items based on the frequency of the suffix: 
High, Medium and Low. Novel (ABY) items compared new 
stem-affix combination (ABY) with a scrambled familiar 

item (AXB). There were two types of these items, based on 
the frequency of the suffix: Medium and Low. Because all 
stems appeared with each of the High Frequency suffixes, it 
was impossible to have Novel items for High Frequency 
suffixes. If participants learned the Stem+Suffix structure of 
the language, they should choose both the ABX and ABY 
items significantly above chance, compared to items that 
contain familiar syllables, but do not conform to the 
Stem+Affix pattern. In addition, it was expected that 
learners will show more accurate responses to items 
containing high frequency suffixes compared to low 
frequency suffixes. 

 
Table 3: Examples of Suffix Parsing Exposure Stimuli, 

Language A. 
 

 Grammatical 
(ABX/ABY) 

Ungrammatical 
(AXB) 

ABX-
High 

befabu 
guvami 

bebufa 
gumiva 

 
ABX- 
Med- 

 
veguna 
kovefu 

 
venagu 
kofuve 

   
ABX- 
Low 

fibago 
koveki 

figoba 
kokive 
 

ABY-
Med 

nidefu 
mubefu 

difupi 
befufa 
 

ABY-
Low 

mubego 
befape 

nigode 
vepegu 

 
Stimuli All stimuli were recorded in a sound-attenuated 
booth by an adult female native English speaker. While the 
speaker was aware that the stimuli were to be used for an 
artificial grammar learning study, the speaker was unaware 
of the hypothesis of the study. Tokens were individually 
recorded. Each token was spoken four times in list format. 
A single token was chosen from the second or third element 
of the set in order to keep the prosody as uniform as 
possible. The first and last elements were avoided to avoid 
the intonation of first and last elements in a list. The speaker 
was told to speak each word as clearly and accurately as 
possible (without reducing vowels). Stress was placed on 
the final syllable. All stimuli were normalized to 70dB in 
Praat (Boersma & Weenink, 2015). 
 
Procedure Participants were told that they would be 
listening to words from a language they had never heard 
before and that their task was to listen to the way the novel 
language sounded, but that they need not try and memorize 
the forms. Following the exposure phase, participants were 
told that they would hear two words, one belonging to the 
language they heard, and the other not belonging to the 
language. If they believed the first word belonged to the 
language, they were to press the ‘a’ key; if they believed the 
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second word belonged to the language, they were to press 
the ‘l’ key. Participants were told to respond as quickly and 
accurately as possible, but no time limit was given for 
responses. The experiment took approximately 20 minutes 
to complete. 
 
Results 
All analyses were performed separately for the Novel 
Stems/Suffix tests and the Suffix Parsing tests, and 
combined the data from Languages A and B.  
 

 
Figure 1: Novel Stem (Means and Standard Errors). 

 
Novel Stems and Suffixes Each of the means for the Stem-
Parsing Items were compared to chance (50%) via 
Bonferroni corrected one-sample t-tests. The Novel Suffix 
Items (ABQ vs. AQB), with a mean of 0.54, t(23 )= 0.96, p 
= 0.35, were not significantly greater than chance. However, 
as expected, the Novel Stem Items (CDX vs. CXD) were 
only significantly different from chance for the high 
frequency suffixes, with a mean of 0.65, t(23) = 4.95, p < 
0.001. The medium (mean = 0.55, t(23) = 1.14, p = 0.26) 
and the low (mean = 0.52, t(23) = 0.44, p = 0.66) frequency 
suffixes were not significantly different from chance, 
supporting the hypothesis that learners parse suffixes 
containing high frequency items more easily than low 
frequency items. To verify this hypothesis, a within-subjects 
ANOVA compared high frequency suffixes to low 
frequency suffixes, and high frequency suffixes to medium 
frequency suffixes. The comparison between high and low 
suffixes was significant, F(1, 23) = 8.44, p = 0.008, while 
the comparison between the high and medium frequency 
suffixes was only marginally significant F(1, 23) = 3.50, p = 
0.074, generally supporting the hypothesis that learners are 
more likely to parse a novel suffix if it contains a high 
frequency suffix. 
 
Suffix Parsing Results for Suffix Parsing Test Items appear 
in Figure 2. Each of the means for the Suffix Parsing Items 
were compared to chance (50%) via Bonferroni corrected 
one sample t-tests. 
 

 
Figure 2: Suffix Parsing (Means and Standard Errors). 

 
Participants scored above chance on the Familiar (ABX) 
Items, for High (mean = 0.75, t(23) = 7.55, p < 0.001), 
Medium (mean = 0.68, t(23) = 4.95, p < 0.001), but only 
marginally for Low (mean = 0.50, t(23) = 2.49, p = 0.063) 
frequency suffixes. To test the hypothesis that learners were 
more accurate on items containing high-frequency suffixes, 
a within-subjects ANOVA was performed comparing high 
frequency suffixes to low and medium frequency suffixes. 
The comparison between high and low suffixes was 
significant, F(1, 23) = 9.62, p = 0.005, while the comparison 
between the high and medium frequency suffixes was not 
significant F(1, 23) = 2.24, p = 0.15. These results support 
the hypothesis that high frequency suffixes are more easily 
recognized in familiar items even when the familiar items 
were heard the same number of times.  

The Novel (ABY) items were significantly different from 
chance for medium frequency suffixes (mean = 0.61, t(23) = 
2.95, p = 0.021), but not for low frequency suffixes (mean = 
0.56, t(23) = 1.47, p = 0.48), but there was no significant 
difference between medium and low frequency suffixes for 
these items (t(23) = 0.94, p = 0.36). The results partially 
support the hypothesis that frequency affects parsing of 
novel items, as only medium frequency items were 
significant from chance, but there was no significant 
difference between medium and low frequency items. 
 
Discussion 
Experiment 1 demonstrated that frequency distribution plays 
an important role in morpheme segmentation, particularly 
for novel items. While learners failed to show evidence of 
learning the twelve stem items, learners did show evidence 
of more accurate responses for items containing novel stems 
when the frequency of the novel suffix was higher. This 
suggests that learners are sensitive to the frequency of the 
suffix. Participants in Experiment 1 heard each suffix the 
same number of times, but because the type frequency of 
high frequency suffixes was higher, learners heard more 
high frequency suffixes. Because it is unclear whether the 
type frequency or the token frequency produced the results 
in Experiment 1, Experiment 2 controlled for token 
frequency. If learners are responding to type frequency, 
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learners should still perform better on high frequency items 
compared to low frequency items. 

Experiment 2 
Experiment 2 extends the results of Experiment 1 by 
controlling for type and token frequency: token frequency of 
the suffixes was equal, while type frequency was 
manipulated in the same way as Experiment 1. It is expected 
that learners will show a similar pattern of results as 
Experiment 1; learners will show more accurate responses 
on items containing high frequency suffixes compared to 
low frequency suffixes. 

Participants 
All thirty one participants were adults who were fluent 
English speakers recruited from the psychology subject pool 
at Pacific Lutheran University, a small liberal arts college in 
Western Washington, USA. No participants had any 
previous experience with a vowel harmony system, natural 
or artificial, nor did they participate in Experiments 1 or 2. 

Design 
The design of Experiment 2 was identical to Experiment 1 
except that the learners heard each of the various 
morphological endings the same number of times (24). In 
order to achieve this, the number of stems appearing with 
each suffix was varied slightly (as in Table 1). For example, 
each high frequency suffix was paired with all twelve stems. 
These were repeated twice each, meaning that each high 
frequency suffix was heard 24 times in the training set, 
across 12 tokens. The low frequency suffixes, on the other 
hand, were only paired with two stems, but were repeated 
12 times each, meaning that the low frequency suffixes were 
heard 24 times across two tokens. 

Results 
All analyses were performed separately for the Novel Stems 
and Suffixes tests and the Suffix Parsing tests.  
 
Novel Stems and Suffixes Each of the means for the Stem-
Parsing Items were compared to chance (50%) via 
Bonferroni corrected one-sample t-tests. The Novel Suffix 
(ABQ), Items with a mean of 0.59, t(15) = 1.67, p = 0.11, 
were not significantly greater than chance. The Novel Stem 
Items (CDX) were not significantly different from chance 
for either the high (mean= 0.52, t(15) = 0.29, p = 0.77), 
medium (mean = 0.53, t(15) = 0.77, p = 0.45) or the low 
frequency suffixes, (mean = 0.50, t(15) = 0, p = 1.0), 
suggesting that participants failed to extend the pattern to 
novel stems in this experiment. A within-subjects ANOVA 
was compared high frequency suffixes to low and medium 
frequency suffixes. Neither comparison was significant 
(F<1 for both comparisons). 
 
Suffix Parsing Results for Suffix Parsing Test Items appear 
in Figure 2. Each of the means for the Suffix Parsing Items 

were compared to chance (50%) via Bonferroni corrected 
one sample t-tests. Participants scored above chance on the 
Familiar (ABX) Items, for High (mean = 0.75, t(14) = 5.29, 
p < 0.001), Medium (mean = 0.69, t(14) = 5.00, p < 0.001), 
and Low (mean = 0.52, t(14) = 0.68, p = 0.51) frequency 
suffixes. To verify that learners were better able to 
recognize words containing familiar items stems with a high 
frequency suffix, a within-subjects ANOVA was performed 
with contrasts comparing high frequency suffixes to low and 
medium frequency suffixes. The comparison between high 
and low suffixes was significant, F(1, 14) = 21, p < 0.001, 
while the comparison between the high and medium 
frequency suffixes was not significant F(1, 11) = 1.21, p = 
0.29. These results support the hypothesis that high 
frequency suffixes are more easily recognized in familiar 
items even when the familiar items were heard the same 
number of times.  

The novel items (with familiar stems, ABY vs. AXB) 
were significantly different from chance for medium 
frequency suffixes (mean = 0.63, t(14) = 3.41, p = 0.008), 
but not for low frequency suffixes (mean = 0.54, t(14) = 
0.84, p = 0.42), but there was only a marginally significant 
difference between medium and low frequency suffixes for 
these items (t(14) = 1.83, p = 0.088). The results are in line 
with the Experiment 1, as participants actually did 
numerically better on the novel items for low frequency 
stems. 
 
Discussion 
Experiment 2 showed a similar pattern of results as 
Experiment 1 for familiar items; learners were better at 
parsing complex words that contained high frequency words 
compared to low frequency words. However, learners in 
Experiment 2 did not show any ability to segment words 
containing novel stems. It may be that hearing the same 
lexical items so many times changed the learner’s focus 
from the structure of the language to the specific lexical 
items in the language, making it more difficult to respond to 
items containing novel stems. It is possible that having high 
frequency suffixes with low token frequency is an unnatural 
statistical pattern for languages, making it harder to learn; 
more training, or more statistical power may be needed to 
find traces of learning under these unnatural circumstances. 
Note, however, that there were no overall differences for 
CDX items when comparing Experiment 1 to Experiment 2, 
F(1,38) = 1.86, p = 0.18 (with no effect of frequency, 
F(2,76) = 1.70, p = 0.19, and no interaction F(2,76) = 1.09, 
p = 0.34). 

Discussion and Conclusions 
The present study demonstrated the effects of frequency on 
morpheme segmentation. When presented with CVCVCV 
words with a two syllable stem followed by a monosyllabic 
suffix, with suffixes that followed a pseudo-Zipfian 
distribution: two high frequency suffixes, six medium 
frequency suffixes and twelve low frequency suffixes, but 
even distribution of stems. Learners were better at 
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recognizing lexical items that followed the morphological 
structure when the suffix was of high frequency, even if the 
items were novel. These results held for familiar items, even 
when the type frequency was accounted for. This provides 
evidence that type frequency is more important for 
morpheme segmentation than token frequency, in line with 
previous discussions of morphological processing (Albright, 
2002).  

In the present study, medium frequency suffixes showed 
an intermediate level of response between high and low 
frequency suffixes, but because many of the comparisons 
with the medium frequency suffixes did not reach 
significance, it is unclear exactly how learners responded to 
these suffixes. Future research will work to understand more 
precisely how learners respond to various levels of 
frequency of suffixes, which may integrate nicely with a 
probability-based computational algorithm (Goldwater, 
Griffiths, & Johnson, 2009).  

Finley and Newport (2010; 2011) showed that learners 
can parse novel affixes with familiar stems, but learners in 
the present study did not fare better than chance on the ABQ 
items, suggesting that learners in the present study may not 
have fully learned the Stem+Suffix grammar, or the nature 
of the stems. It is possible that the high frequency of the 
suffixes may have drawn participants’ attention away from 
the stems and towards the suffixes. Future research will 
work to better understand how stems are parsed. For 
example, future research could add two layers of complexity 
to the present paradigm: manipulation of frequency of 
stems, as well as manipulation of the types of affixes that 
affix to a particular stem. While the present research only 
scratches the surface at how frequency affects morpheme 
segmentation, there is a great potential to use the present 
paradigm for creating a better understanding of how the 
distributional patterns found in language interface with the 
language learner.  

Finally, the present set of experiments was performed on 
adults. Because Finley and Newport (2010; 2011) found 
similar results when comparing adults to children, it is 
expected that children may show similar patterns of 
preference to items containing high-frequency suffixes.  
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Abstract 

Adaptive Control of Thought-Rational (ACT-R) and the 
Linear Ballistic Accumulator (LBA) were compared in a 
model mimicry simulation of the Psychomotor Vigilance 
Task (PVT), a simple, reaction time (RT) task requiring 
sustained attention. The models use different formalisms to 
capture the full response profile of the PVT. The parameters 
were varied systematically to illustrate the ranges of the 
models’ predictions, to assess the models’ estimation 
properties, and to determine which parameters in the models 
correspond with each other. Both models produced skewed 
RT distributions typical of empirical data, including false 
starts and lapses. The simulation study demonstrated that both 
models and their parameters are recoverable. Lastly, isolated 
parameters in the LBA model captured the effects of varying 
parameters in the ACT-R model, but the reverse was not 
always true. These interesting correspondences across 
different modeling formalisms suggest the possibility of 
integrating ACT-R and the LBA in future work.  

Keywords: ACT-R, LBA, PVT, reaction time, fatigue, model 
comparison 

Introduction 
The ability to detect a single stimulus is fundamental to 
cognition. Although this skill is basic, the study and 
modeling of stimulus detection is worthwhile for several 
reasons. Stimulus detection has been extensively examined 
in laboratory tasks involving vigilance and simple reaction 
time (RT; Luce, 1986). Additionally, this ability underlies 
successful performance in applied contexts that require 
sustained attention, such as driving. Finally, intuition 
suggests that the cognitive processes involved in stimulus 
detection should be involved in more-complex multi-
alternative choices as well. 

Despite the simplicity of detection tasks, the RT 
distributions they produce are complex and empirically rich. 
This is well-illustrated by the psychomotor vigilance task 
(PVT; Dinges & Powell, 1985), a 10-minute detection task 
in which stimuli are presented at random inter-trial intervals 
ranging from 2 to 10 seconds. Participants are instructed to 
respond as quickly as possible once the stimulus appears 
while avoiding premature responses. The PVT response 
profile consists of three categories: false starts occur before 

or within 150 ms of stimulus presentation, alert responses 
occur between 150 and 500 ms of the stimulus onset, and 
lapses occur 500 ms after of the stimulus onset. The RT 
distribution on the PVT, which has a long right tail even 
when participants are well rested, becomes increasingly 
skewed to the right with greater fatigue from sleep loss, as 
reflected in increased lapses (Lim & Dinges, 2008). 
Additionally, participants commit more false starts. These 
features of the response profile reflect stable individual 
differences, both at baseline and following sleep loss (Van 
Dongen, Baynard, Maislin, & Dinges, 2004). 

A complete model of the PVT should explain the full 
response profile, yet most biomathematical accounts from 
the sleep research literature only predict aggregate measures 
of performance such as the proportion of lapses (for a 
review, see Van Dongen, 2004). More recent work has 
attempted to use statistical functions to characterize the full 
RT distribution (Lim & Dinges, 2008), but those efforts still 
fail to explain why the particular distributions arise. A 
promising alternative is to use computational cognitive 
models, which specify the cognitive processes underlying 
task performance, to simulate behavior in the PVT (e.g., 
Gunzelmann, Veksler, Walsh, & Gluck, 2015). 

In this paper, we compared two PVT models derived from 
very different formalisms. The first model is based on the 
integrated-cognitive architecture Adaptive Control of 
Though-Rational (ACT-R), in which RTs are determined by 
the durations of a sequence of discrete cognitive events. The 
second model is based on the Linear Ballistic Accumulator 
(LBA; Brown & Heathcote, 2008), an analytically tractable 
member of the class of sequential sampling models. In the 
LBA, RTs are determined by the combined durations of a 
decision process in which evidence accumulates 
continuously, and an overall non-decision time attributed to 
perceptual and motor processes. 

The PVT is an ideal test bed for comparing ACT-R and 
the LBA because (1) the PVT is simple, yet (2) it provides 
empirically rich data for inferring cognitive processes, and 
(3) both ACT-R and the LBA can be applied to the PVT. 
Rather than attempting to falsify one account, we sought to 
compare and contrast these differing formalisms. 
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We addressed three primary questions in this research. 
First, can both ACT-R and LBA generate the complete RT 
profiles, including false starts and lapses, observed in PVT 
studies? ACT-R models have predominantly been used to 
predict mean RTs, and attempts to account for full RT 
distributions have been rare (but see Walsh et al., 2014). 
The LBA has only been used to model the correct and error 
responses in multi-alternative choice tasks (Brown & 
Heathcote, 2008), and it was unclear whether it could also 
account for the full response profile observed in the PVT, 
especially the occurrence of false starts and lapses. Second, 
how well can ACT-R and LBA recover their own 
parameters from simulated PVT data? Both models are 
complex, and the estimation properties of their parameters 
have not been assessed in the PVT. As such, it was 
unknown whether model parameters could be reliably 
estimated from PVT data, or whether the models could even 
be distinguished from one another based on data from the 
PVT. Third, what are the relationships between core 
parameters in the two models? Although the models are 
distinct, it was unclear which of their parameters are 
conceptually and/or functionally linked. 

Models 

LBA 
The LBA is a sequential sampling model that is similar to 
the drift diffusion model (DDM) in terms of parameter 
interpretation (Brown & Heathcote, 2008; Donkin et al., 
2011). In both models, information is sampled from a 
stimulus and accumulates over time. When accumulated 
evidence in favor of an alternative reaches a threshold, a 
decision occurs. Sources of variation in the DDM, such as 
intra-trial variability in evidence accumulation and inter-
trial variability in non-decision time, are absent from the 
LBA. These simplifications come with no loss of generality, 
making LBA a more parsimonious, complete account of 
basic empirical RT phenomena (Brown & Heathcote, 2008). 

In the standard LBA, the stimulus onset triggers an 
evidence accumulation process. Accumulated evidence 
begins from a variable starting point between 0 and the 
response threshold, and proceeds towards the response 
threshold in a linear and deterministic fashion. The speed of 
the accumulation process is controlled by the drift rate. 
Between-trial variability in the drift rate and starting point 
of the evidence accumulation process contribute to the 
shape and spread of the RT distribution. The drift rate is 
normally distributed across trials with a mean of V, and a 
standard deviation of 1. The starting point is uniformly 
distributed with an adjustable maximum starting point, A. 
Other processes such as encoding and motor execution are 
combined into a composite measure of non-decision time, t0. 

Several modifications were necessary to apply the LBA to 
the PVT (Fig. 1). Our modified LBA model involves two 
accumulation processes that occur in succession rather than 
one accumulation process. First, an inter-stimulus interval 
(ISI) accumulation process starts at the beginning of the 

trial. Although this process has a negative drift rate on 
average, stochasticity occasionally results in a positive drift 
rate and, consequently, a false start. Once the stimulus 
appears, the ISI accumulation process halts and a separate 
stimulus interval (SI) accumulation process starts. The trial 
ends once a response is given.  

The ISI and SI accumulation processes are identical, 
except for mean drift rate, V, and the maximum starting 
point, A. The ISI mean drift rate, VISI, is constrained to be 
negative, indicating that false starts are rare and produced 
randomly. Additionally, the ISI maximum starting point, 
AISI, is set to zero to reflect bias toward not responding. The 
threshold, b, is the same for the ISI and SI accumulation 
processes, as is non-decision time, t0. In total, the modified 
LBA model contains five free parameters: b, ASI, VISI, VSI, 
and t0. 
 
ACT-R 
ACT-R contains a set of specialized information-processing 
modules (e.g., a vision module, a declarative memory 
module, a motor module). These modules are connected to, 
and controlled by, a central procedural module (Anderson, 
2007). Procedural knowledge is represented in the form of 
production rules, which consist of selection criteria and 
actions that modify the internal state of the architecture and 
the external state of the world when the selection criteria are 
met. The temporal dynamics of cognition unfold across a 
sequence of production cycles. During each cycle, the 
conditions for each production are compared against the 
conditions of the current state, and a production is selected 
and enacted if its conditions are met. The resulting state 
serves as the starting point for the next production cycle. 

We adopted an ACT-R model of the PVT that consists of 
three productions: (1) wait for the stimulus to appear, which 
represents task engagement, (2) attend to the stimulus, and 
(3) respond to the stimulus (Walsh et al., 2014). Partial 
production matching allows productions whose conditions 
are not perfectly met to be selected in a stochastic fashion, 
producing occasional false starts. The probability that a 
production is selected is modulated by two adjustable 
parameters—a utility scalar (US) and a utility threshold (UT). 
Formally, production utility can be expressed as: 

 
Figure 1. The modified LBA has separate accumulators for 
the inter-stimulus and stimulus intervals. A denotes spread 
of start points for stimulus interval, and b denotes threshold 
for both intervals. The vertical bar marks stimulus onset. 
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(1)         U!"   =   U! U!  –   MMP!"   +   ϵ! 

where Uij is the utility of production i in state j, US is the 
utility scalar, Ui is the stored utility for production i, MMPij 
is the mismatch penalty for production i in state j, and εi is 
logistically distributed noise. The resulting payoff matrix is 
symmetric with 0 assigned to mismatches and 1 assigned to 
matches. The mismatch penalty ensures that productions 
whose conditions are not perfectly met will be selected with 
low probability. 

The production with highest utility is selected and enacted 
if its utility exceeds the utility threshold, UT, 

(2)   Production = max U!" if  max U!" >   U! 

If no production’s utility exceeds the utility threshold, a 
microlapse occurs and no production is enacted. Following a 
microlapse, the utility scalar in Eq. 1 is decremented by an 
adjustable scalar, FPdec, according to Us = Us·FPdec. This 
increases the likelihood of microlapses in subsequent 
production cycles. Across such a series of cycles, the 
probability of responding decreases progressively, causing 
behavioral lapses. The final adjustable parameter, cycle 
time, controls the duration of conflict resolution at the start 
of each production cycle. In total, the ACT-R model 
contains four free parameters: Us, UT, FPdec, and cycle time. 

Our model harnessed two sources of temporal variability. 
The first related to the variable sequence of productions 
selected in a trial, and the second related to the stochastic 
duration of production and cycle times. Each trial’s RT, 
then, was determined by the summed durations of the 
productions and their associated cognitive and motor 
processes. In this way, the ACT-R model can produce a full 
distribution of RTs, rather than an approximation of an 
aggregate mean RT (Walsh, et al., 2014). 

Simulation Method 
We simulated an idealized selective influence experiment 
(Donkin, et al., 2011) in which the parameters of each 
model were systematically varied one at a time while all 
others were set to default values. This approach allowed us 
to examine (1) our ability to accurately recover parameters 
of each model, (2) the extent to which the models mimicked 
each other and (3) how the parameters were correlated 
between models. Parameter ranges were drawn from the 
published model fits of PVT performance by 13 well-rested 
individuals in the control condition of a sleep deprivation 
experiment (Doran, Van Dongen, & Dinges, 2001; see also 
Walsh et al., 2014). We set the default value of each 
parameter to the median estimate from the individual model 
fits, and the range of each parameter to the complete range 
of estimates from the individual fits (Table 1). We varied 
parameters at ten equally spaced intervals over their ranges, 
resulting in 40 ACT-R parameter sets (10 levels per 
parameter by 4 parameters) and 50 LBA parameter sets (10 
levels per parameter by 5 parameters). We simulated 50,000 

PVT trials for each model and parameter set to minimize the 
role of sampling error and bias in our analyses. 

Each model was fit to the 90 simulated datasets using 
quantile maximum likelihood estimation (Heathcote, Brown 
& Mewhort, 2002). RTs that occurred prior to stimulus 
onset or within 150 ms of stimulus onset were combined 
into a false start bin (Lim & Dinges, 2008). The remaining 
portion of the distribution was further divided into 20 
quantile bins. Likelihood estimates were calculated from the 
observed and expected proportions of RTs within each 
quantile bin. A simplex algorithm embedded within a grid 
search was used to find the model parameters that 
maximized the likelihood of each simulated dataset. Large-
scale computing resources (Harris, 2008) were leveraged for 
ACT-R, as it is computationally intensive. 

Results 

Model RT Distributions 
Figure 2 shows four of the most distinctive RT distributions 
produced by ACT-R and the LBA. The distributions, which 
vary in terms of numbers of false starts and lapses as well as 
median RTs (Table 2), are within the ranges of those 
produced by well-rested and sleep deprived individuals (cf., 
Walsh et al., 2014). In the 90 simulated datasets, the models 
produced similar proportions of false starts and lapses and 
similar median RTs. However, the LBA model consistently 
yielded distributions with more pronounced skew. 

 
Table 2. Proportions of false starts and lapses, and median 
RTs from the simulated distributions in Fig. 2. 

Model Curve False 
Starts 

Lapses Median 
RT (ms) 

ACT-R Blue .006 .000 245 
 Red .008 .005 272 
 Black .010 .083 305 
 Green .101 .222 381 
LBA Blue .006 .000 242 
 Red .008 .010 271 
 Black .011 .085 306 
 Green .106 .210 381 
 

Table 1. Default parameters and ranges in the simulation. 
LBA b ASI VSI t0 VISI 
Default 0.68 0.44 3.42 0.15 -2.34 
Min 0.54 0.1 3 0.15 -2.95 
Max 0.98 0.56 3.9 0.18 -2.01 

ACT-R Us UT FPdec 
Cycle 
Time Us - UT 

Default 4.85 4.39 0.98 0.04 0.46 
Min 4.01 4.07 0.91 0.029 -0.38 
Max 5.6 5.02 0.99 0.057 1.21 
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Figure 2. Proportion of RTs in 10 ms bins ranging from 150 
ms to 500 ms. The first bin contains all RTs before 150 ms, 
and the last bin contains all RTs after 500 ms. Blue, red, 
black, and green lines show fast, medium, slow and sleep 
deprived RT distributions.  

Parameter Recovery 
The parameter recovery model fits address how accurately 
the parameters can be estimated from PVT data. In these 
analyses, the models were fit to their self-generated data. 
Two metrics were used to assess the quality of the 
parameter recovery: correlation to measure the linear 
association between the true and recovered parameters, and 
relative bias to measure the precision of the estimates. 

Table 3 (upper) shows the parameter recovery results for 
ACT-R. The high correlation for cycle time indicates that 
this parameter is recoverable. Correlations for Us and UT 
were moderate, but the correlation for the difference 
between Us and UT was high. This indicates that the utility 
scalar and threshold jointly influence performance dynamics 
in the ACT-R model. The low correlation for FPdec is due to 
the relatively infrequent occurrence of lapses in well-rested 
individuals. Relative bias was low across all parameters, 
indicating the high precision of the estimates. 

Table 3 (lower) displays the parameter recovery results 
for the LBA. The high correlations and low relative bias 
indicate that the parameter recovery was successful. 
Collectively, these results show that parameters from both 
models can be reliability estimated from their own 
simulations of PVT data. 

 
Table 3. Parameter recovery results for ACT-R and LBA. 

ACT-R Us UT FPdec Cycle 
Time 

Us - 
UT 

Correlation 0.85 0.77 0.56 0.99 0.99 
Relative Bias 1% 1% 0% 0% 4% 
LBA b ASI VSI t0 VISI 
Correlation 0.93 0.97 0.85 0.85 0.98 
Relative Bias -3% 2% -1% 3% 0% 

Model Mimicry 
The model mimicry analyses address whether ACT-R and 
the LBA produce different predictions on the PVT. In these 
simulations, the ACT-R and LBA models were cross-fit to 
data generated by each other. The Bayesian Information 
Criterion (BIC) was used to determine whether the data-
generating model provided a better fit to the RT 
distributions than the alternate model while adjusting for 
parametric sources of model complexity. Smaller values 
denote better fit. 

Figure 3 shows the BICs averaged across datasets for 
each model. In all 90 simulated data sets, both models 
provided better fits to their own data than the alternate 
model. This shows that although the models make very 
similar predictions they are identifiable in simulations with 
very large sample sizes. 

 

 
Figure 3. BIC averaged across datasets. Stars denote fit of 
data-generating model to itself. 

Parameter Correspondence 
We examined the manner in which parameters in the two 
models corresponded to one another. In our simulations, 
parameters were varied one at a time while the other 
parameters were fixed. In the simplest case, a change in one 
parameter would be captured by variation in a single, 
analogous parameter in the alternate model. For simplicity, 
we considered three core parameters in the ACT-R model 
(US - UT, FPdec, and cycle time), and four in the LBA (VSI, 
VISI, t0, and b – ASI/2). The composite parameter b – ASI/2, 
called response caution, is derived from the threshold and 
the center of the start point distribution, and measures the 
average amount of information that is needed to reach the 
decision threshold (Donkin, et al., 2009). 

We first examined how ACT-R responded to 
manipulations of the LBA parameters (Table 4). No 
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Table 4. Correlations between LBA (data generating) and 
ACT-R (best fitting) parameter values. *p <.05 
 

  ACT-R  
LBA FPdec Cycle Time US - UT 
VISI -0.06 0.08 0.04 
VSI 0.10 -0.09 0.16 
t0

 0.04 0.20 0.22 
Response 
Caution 

-0.63* 0.91* 0.68* 
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parameters in the ACT-R model were selectively influenced 
by changes to VSI,,VISI and t0, but all parameters were 
affected by changes to response caution. Next, we examined 
how the LBA responded to manipulations of ACT-R 
parameters (Table 5). Changes to cycle time were captured 
by response caution, and changes to US - UT were captured 
by VSI. No parameter in the LBA was selectively influenced 
by changes to FPdec. In sum, there was a direct mapping 
between individual ACT-R parameter manipulations and 
LBA parameters, but not between individual LBA 
parameter manipulations and ACT-R parameters. 

Discussion 
The detection of a single stimulus is among the most-widely 
studied topics in cognitive science. Yet, despite the 
simplicity of one-choice RT tasks, the RT distributions they 
produce are complex and difficult to account for in detail. 
Here, we compared two computational cognitive models of 
the PVT. One model was based on ACT-R and consists of a 
sequence of discrete cognitive events while the other was 
based on the LBA, which involves continuous evidence 
accumulation. The results of our simulations support three 
findings. First, both models produced the qualitative shapes 
of RT distributions found in the PVT, including the long 
right tail of RT distribution, and occasional false starts and 
lapses (Fig. 2). Second, most model parameters were 
recoverable and the PVT was capable of distinguishing 
between the models. Third, isolated parameters in the LBA 
model captured the effects of varying ACT-R parameters, 
but the reverse was not always true. The correspondence 
between ACT-R parameters and LBA parameters suggests 
similarity between these differing modeling formalisms.  

Model Comparison 
The correspondence between parameters in the LBA and 
ACT-R models was complex. In some cases, parameters in 
one model were affected by parametric variations in the 
other in intuitive ways. For example, drift rate (VSI) in the 
LBA captured changes in the difference between the utility 
scalar and threshold (US - UT) in ACT-R. This makes sense 
because both fundamentally control the signal-to-noise ratio 
in the decision process. 

In other cases, unexpected model parameters 
corresponded to one another. For example, changes in 
response caution in the LBA were captured by cycle time in 
ACT-R and vice versa. Response caution is thought to be 

sensitive to instructions designed to prioritize speed or 
accuracy, whereas cycle time is conceptualized as a stable 
property of the cognitive architecture that only varies among 
individuals. ACT-R posits that production selection is 
instantiated in the basal ganglia, which receives input from 
multiple excitatory and inhibitory pathways. It is 
conceivable that the duration of production selection, 
represented by cycle time, varies with dynamic activity from 
these pathways. In other words, the relationship between 
response caution and cycle time may be real, despite the 
current standard of fixing cycle time within ACT-R models 
of individuals. 

In a third set of cases, we found little correspondence 
between model parameters. For example, ACT-R failed to 
capture manipulations of non-decision time in the LBA. 
This relationship was relatively symmetrical in that non-
decision time showed little or no systematic relationship to 
the manipulation of any ACT-R parameters. Such a lack of 
correspondence suggests that an experimental manipulation 
of non-decision time could potentially discriminate between 
ACT-R and the LBA. Moreover, this finding indicates that 
conclusions will depend critically upon which model is used 
to evaluate data. 

Effects of Fatigue on Psychomotor Vigilance 
We demonstrated that the ACT-R and LBA models produce 
a range of response profiles that are similar to each other, 
and similar to those observed in well-rested individuals. The 
models rarely responded before 150 ms of stimulus 
presentation (false starts), and they rarely responded more 
than 500 ms after the stimulus appeared (lapses). False starts 
and lapses, though present in baseline RT distributions, are 
greatly exacerbated by fatigue from sleep loss. As shown by 
Walsh et al. (2014), ACT-R can be integrated with a 
biomathematical model of fatigue to predict the effects of 
time awake and time of day on PVT performance. The LBA 
model has not been expanded to account for the effects of 
fatigue on PVT performance, yet it should be conceptually 
straightforward to do so. 

Evaluating the models under conditions of fatigue might 
also enhance model discriminability. More confidence can 
be placed in a model that captures normal as well as 
impaired cognitive functioning. Certain parameters that are 
essential to capturing the effects of fatigue minimally affect 
alert performance on the PVT  (FPdec and UT in ACT-R, and 
VISI in the LBA). In this sense, sleep deprivation protocols 
provide a unique opportunity to distinguish among models 
of the PVT (Walsh et al., 2014) and could be leveraged as a 
general strategy for model comparison.  

Towards an Integration of ACT-R and the LBA 
Sequential sampling models and ACT-R explain cognition 
using different modeling formalisms. Sequential sampling 
models provide detailed accounts of empirical RT 
distributions. This emphasis comes at the cost of limited 
generalizability beyond well-constrained decision-making 
tasks utilizing fixed trial structures. Cognitive architectures, 

Table 5. Correlations between ACT-R (data generating) and 
LBA (best fitting) parameter values. *p <.05 
 

 LBA 
ACT-R VISI VSI t0 Response 

Caution 

FPdec -0.22 0.16 0.08 0.30 
Cycle Time -0.18 -0.01 -0.08 0.89* 
US - UT 0.07 0.96* -0.41* 0.08 
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by contrast, focus on the unification and generalization 
necessary to model complex tasks. Because of this focus, 
cognitive architectures neglect certain details of low-level 
decision processes. 

Efforts to capitalize on the complimentary strengths of 
sequential sampling models and cognitive architectures have 
been made recently. Van Maanen, van Rijn, and Taatgen 
(2012) combined the DDM and ACT-R to form RACE/A, 
which accounts for the dynamics of declarative memory in a 
picture-word interference task. A DDM with multiple 
accumulators governs how the activation values of 
information in declarative memory change over time and 
determine retrieval latencies. ACT-R, in turn, provides the 
control structure necessary for coordinating the multitude of 
decision and non-decision processes evoked by the task. 

Within the context of the PVT, sequential sampling 
models could be used as a mechanism for production 
selection. Presently, the duration of production selection in 
ACT-R is treated as a uniform random variable with a mean 
of about 40 ms (Table 1). Each production could instead be 
represented as an accumulator with a drift rate determined 
by the match between the state of the world and the 
production’s conditions. Integrating these approaches would 
provide a theory of production selection (implemented as a 
sequential sampling model) along with a theory of task 
control (implemented as production rules). The LBA would 
be a natural choice for the sequential sampling model for 
three reasons: (1) it is applicable to selection among two or 
more alternatives, (2) it is more parsimonious than other 
sequential sampling models, and (3) parameter estimation is 
efficient and mathematically tractable.  

Incorporating a sequential sampling model into a 
cognitive architecture would provide a more detailed, 
formal account of the time course of production selection. 
Such an account would provide a rationale for changes in 
the stochastic duration of cycle time. Although such an 
account may be unnecessary for modeling the PVT, 
incorporating both representational levels would be useful 
for capturing complete performance dynamics in more 
complex tasks. Factors in multi-alternative choice tasks such 
as decision conflict and value influence decision times 
(Ratcliff & Frank, 2012). Likewise, factors in single-
alternative choice tasks such as stimulus contrast and 
luminosity influence decision times. Presently, these effects 
are difficult to explain in ACT-R. Implementing production 
selection as a sequential sampling process could overcome 
these challenges. 
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Abstract
An experiment tested the hypothesis that people sometimes
take physical actions to help themselves solve problems. The
task was to generate all possible words that could be formed
from seven Scrabble letters. In one condition, participants
could use their hands to manipulate the letters, and in another
condition, they could not. Quantitative results show that more
words were generated and lower frequency words were gen-
erated with physical manipulation than without. Qualitative
results suggest that participants who could manipulate the let-
ters tended to subdivide the task into smaller tasks (focusing on
fewer letters at a time). Overall, our results can be explained in
terms of an interactive search process in which external, phys-
ical activity effectively complements internal, cognitive activ-
ity, providing a reliable way to simplify search, explore the
space of letter combinations, and identify potential words.
Keywords: Interactive skill, Scrabble, word games

Introduction
People actively reorganize and interact with their environ-
ments for cognitive purposes (Clark, 1997; Hutchins, 1995a,
1995b; Kirsh & Maglio, 1994; Kirsh, 1995b). Pilots use
the cockpit to help calculate speeds and execute timely ac-
tions (Hutchins, 1995b). People reorient Tetris pieces rather
than mentally rotating them (Kirsh & Maglio, 1994; Maglio
& Kirsh, 1996). People group things physically while count-
ing and doing arithmetic (Carlson, Avraamides, Cary, &
Strasberg, 2007; Kirsh, 1995a). These are just some of many
cases in which interaction with the external environment can
amplify or simplify cognitive processing. But exactly how
and under what conditions does physically arranging and in-
teracting with the external environment help?

Here we examine performance and behavior in an word
generation task like the one solved by Scrabble1 players. In
the board game Scrabble, players form words by arranging
tiles with letters printed on them. When trying to come up
with words in this game, people can either mentally rearrange
the letters or physically rearrange the letters. Based on the
idea that people routinely set up their environments to make
their cognitive jobs easier, it is reasonable to suppose that it
is easier to form words by physically moving the letters than
by simply imagining their rearrangement (Clark & Chalmers,
1998; Kirsh, 1995b). In fact, prior research has shown that in
specific situations, people are more effective at finding words
in a set of Scrabble letters when they can move the letters than
when they cannot (Maglio, Matlock, Raphaely, Chernicky, &
Kirsh, 1999; Vallée-Tourangeau & Wrightman, 2010).

Moving letters around in the environment may support the
cognitive process of forming words in a number of ways,

1Scrabble is a registered trademark of Hasbro Inc.

for instance, by grouping letters to alleviate the need to rely
on memory of recently created words, or by testing out let-
ter combinations in the environment to “see” potential words
rather than having to imagine them. Some studies suggest that
physical interaction with the task environment can provide ef-
fective scaffolding for learning in a spatial task (Smith, 2001);
in this case, participants who had trained to do a visual-
spatial task by physically interacting with the environment,
performed better on a non-interactive version of the same
task after training than participants who did not interact or
who only observed interactions during training. The general
hypothesis is that interaction in this Scrabble task provides
participants the opportunity to physically manage the prob-
lem of finding words, possibly simplifying their internal pro-
cesses by relying on external action. If this hypothesis is true,
then the general question is how exactly does taking physi-
cal action support the task of finding words? A more specific
question is are there any lasting effects of physical interaction
on agent-internal procceses in the Scrabble task?

Performance does not improve with physical interaction in
all cases (Maglio et al., 1999; Vallée-Tourangeau & Wright-
man, 2010), and people do not always choose to inter-
act (Destefano, Lindstedt, & Gray, 2011). There may be
tradeoffs in time and processing costs, and assessing the
tradeoffs in real-time may be difficult to adequately com-
pensate for. After all, humans are not the best at deciding
when information seeking actions are worth the tradeoff (Fu
& Gray, 2006). The Scrabble task in particular has not al-
ways shown benefits of physical interaction with the task
environment (Fusaroli et al., 2014). There are many pos-
sible confounds, including the frequencies or complexity of
words that can be found in a set of letters and individual
experience with similar tasks or with word games generally.
Controlling effectively for word frequency will be critical, as
low frequency words are harder to find than high frequency
words in anagram-solving tasks (Mayzner & Tresselt, 1958).
Prior work on the Scrabble task in particular found perfor-
mance benefits of interaction only for letter sets in which
there were relatively low-frequency words, suggesting inter-
action with the letters helps mainly when the task is relatively
difficult (Maglio et al., 1999).

In what follows, we describe our experiment in detail. Our
results are both quantitative and qualitative. In the end, we
discuss implications for a general theory of interactivity.
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Method
The goal of our experiment is to examine performance and
interactive strategies in a word formation task using Scrabble
letters. Based on prior work, we expected that people would
generate more words from a set of Scrabble letters when al-
lowed to manipulate the letters than when not allowed to ma-
nipulate the letters (Maglio et al., 1999; Vallée-Tourangeau &
Wrightman, 2010). We also expected those who manipulated
letters would perform better over time, that is, they would get
better with practice faster. Moreover, we expected those who
manipulated the letters during practice would perform better
on a post-test, even when they could no longer manipulate the
letters.

A total of 18 undergraduates from the University of Cal-
ifornia, Merced, participated in the experiment for course
credit. Each participant completed a pre-test, two blocks
of five experimental trials each, and a post-test. Partici-
pants were split into two conditions (between-subjects de-
sign): Non-interactive, in which they could not move the let-
ters, and Interactive, in which they could move the letters.
The pre-test and post-test were Non-interactive trials for all
participants. All participants received the same letter sets in
the same order (see Table 1).2

To create reasonably matched stimuli, that is, letter sets
with similar word productivity, we searched systematically
for letter sets that could generate approximately the same
numbers of words with approximately the same word fre-
quencies. Specifically, after generating sets of seven letters,
we examined all the words that could be made from two or
more of the letters in each set and assessed the frequencies
of each word (see Table 1), relying on the corpora available
from the English Lexicon Project for word lists and frequency
data (Balota et al., 2007).

The experiment was run using custom software on an iPad.
The letters for each trial were displayed as Scrabble letters
arranged horizontally in a row on the iPad screen. Each trial
lasted 3 minutes. Participants were told to produce as many
words as they could in that time, speaking and spelling each
word they found. The iPad recorded the verbal responses.
For Interactive trials, participants could drag the letters to ar-
bitrary locations on the screen using their fingers. Participants
in the Interactive condition were encouraged to move the let-
ters on the screen. The iPad recorded all interactions with a
resolution of about 10 milliseconds. For Non-interactive tri-
als, the letters remained static. See Figure 1.

Results
We first completed a statistical analysis of the experimental
data to see whether in fact physical interaction has an effect

2Note, of course, that sampling from our student population may
limit generalizability of our results, as our participants may not re-
flect the diversity of the population, even though University of Cal-
ifornia, Merced, students are the most ethnically, racially, and eco-
nomically diverse college students in the University of California
system (see http://ipa.ucmerced.edu/student.htm).

Table 1: Stimuli were created by finding letter sets with
matching word productivity and word frequencies. Using
data available from the English Lexicon Project, we calcu-
lated productivity (number of words found in the corpus) and
frequencies (log HAL frequency) for each set (Balota et al.,
2007).

Block Letters Avg Freq Tot Wds
Pre-test N M G E R D A 9.40 80
Block 1 E S W T L B A 8.12 115

L R S E H C A 8.8 94
T E M S H C A 8.93 113
O S E L R C A 8.60 102
T I C S E D A 8.80 96

Block 2 N T K S E D A 8.90 85
K I L S E D A 8.51 96
L F T E S D A 8.26 107
E I M T S D A 8.60 123
O H S R C E A 8.58 109

Post-test L I E F S D A 8.7 100

on performance, and then we looked more closely at individ-
ual behavior to learn exactly when and how individuals relied
on physical interaction.

Quantitative Analyses
We first transcribed the recordings to find the words generated
by each participant. There was an average of 12.2 words gen-
erated on the pre-test, with a standard deviation of 5.3 words.
One participant who generated 31 words on the pre-test in the
Non-interactive condition was removed from further analysis
because the score was more than three standard deviations
from the mean, leaving 8 participants in the Non-interactive
condition and 9 in the Interactive condition. The remaining
pre-test scores ranged from 6 to 14.

Because of wide variability in the number of words gen-
erated between participants, we divided the number of words
produced on each trial and on the post-test by the number
of words produced on the pre-test, resulting in a normalized
word-generation score for each trial, with scores higher than
1 representing improvement over the pre-test. We first exam-
ined word generation by comparing performance on the post-
test across conditions, and found no difference (Interactive
M = 1.2, SD = 0.35, Non-interactive M = 1.0, SD = 0.33),
t(15) = 1.24, p = .23.

We next examined word generation by comparing perfor-
mance in Interactive and Non-interactive conditions across
Block 1 and Block 2, see Figure 2. Participants in the Interac-
tive condition generated more words overall (M = 1.2, SD =
0.23) than those in the Non-interactive condition (M = 1.0,
SD = 0.16), F(1,15) = 5.1, p = 0.040.

We then examined the frequency of words generated (us-
ing word-frequency data as described previously) by com-
paring performance in Interactive and Non-interactive con-
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(a) Non-interactive trial

(b) Interactive trial

Figure 1: The image in (a) shows a Non-interactive trial, with
letters arranged statically in a row. The image in (b) shows
an Interactive trial in which letters have been dragged around
the screen arbitrarily.

ditions across Block 1 and Block 2, see Figure 3. Participants
in the Interactive condition generated on average lower fre-
quency words (M = 10.1, SD = 0.37) than those in the Non-
interactive condition (M = 10.3, SD= 0.28), F(1,15)= 14.5,
p = 0.002. Participants also generated on average lower fre-
quncy words in Block 2 (M = 10.1, SD = 0.28) than in Block
1 (M = 10.3, SD = 0.37), F(1,15) = 7.8, p < 0.013.

We also examined the frequency of words generated on the
pre-test versus those generated on the post-test by condition
and found that participants generated on average lower fre-
quency words on the post-test (M = 9.8, SD = 0.57) than
on the pre-test (M = 10.6, SD = 0.80), F(1,15) = 16.1,
p = 0.001.

Descriptive Analyses
To examine what participants were doing in the Interactive
condition, we used the movement and letter position data col-
lected by the iPad to reconstruct and playback participant be-
havior aligned with the audio recordings of the words gen-
erated. Thus, we were able to examine in detail the be-
havior of participants. This sort of informal observation is
a well-known and appropriate method for guiding theory-

Figure 2: More words were generated overall in the Interac-
tive condition than in the Non-interactive condition.

Figure 3: Lower frequency words were generated overall in
the Interactive condition than in the Non-interactive condi-
tion.

building (Simon, 1989). Specifically, we report here on be-
havior of participants during the last trial of Block 2 in the
Interactive condition. We sampled the last trial here only
to ensure participants were fully familiar with the task and
test environment. Because of errors in the data recording, we
could not reconstruct playback for one participant, leaving a
total of 8. In all, we analyzed 24 minutes of activity, during
which participants found 94 words.
Overall Observations. We observed all participants us-
ing their hands to move the letters around, and all partici-
pants constructed at least some of the words they found in-
teractively on the screen. For the most part, participants
constructed words on the screen horizontally, with letters
read left-to-right (91.58% of all the words found). On oc-
casion, they also constructed words vertically, with letters
read bottom-to-top (2.11% of all the words constructed on
screen). When they did arrange the letters to form words on
the screen, they constructed the words in their entirety, occa-
sionally moving all extraneous letters out of the way (49.42%
of all the words constructed on screen). Often, they moved
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(a) Multi-level group

(b) Pooled group

Figure 4: The image in (a) shows an example of multi-level
grouping in which two groups of letters are arranged horizon-
tally, and the image in (b) shows an example of a pooling in
which the word in the center, “rose”, is surrounded by other
letters.

the letters into position in the words formed in order, mean-
ing they would position the first letter, then the second, and
so on (32.18% of all the words constructed on screen). In all
cases, the first letter moved was part of the first word gen-
erated. Although there was plenty of movement overall, we
also observed long periods during some trials in which there
were no words generated and no action taken at all.

Interaction Details. We observed participants routinely
grouping letters when constructing words on screen (about
35% of the time). We identified two consistent patterns of
grouping behavior: multi-level grouping and pooling (see
Figure 4). Multi-level grouping refers to a series of actions
that result in two different groups of letters on the screen,
each arrayed horizontally along a different level of the y-axis.
Pooling refers to a series of actions that result in a single
group of letters arrayed horizontally with additional letters
scattered around them. On average, each participant spent
22% of the time using the multi-level grouping strategy, and
15% of the time using the pooling strategy.

(a) Before clean up

(b) After clean up

Figure 5: The image in (a) shows a multi-level group before
letters are moved away or cleaned up, and the image in (b)
shows the resulting configuration after clean up.

We observed multi-level grouping and pooling differ
mainly in the ways in which the letters are used after the
structures are set up. Multi-level groups are characterized by
multiple distinct letter sets in which the letters from each set
are not used together to generate words. Pooled groups, by
contrast, organize the screen around a focal word, with an in-
ner and an outer structure in which the inner structure is used
as the area to construct a word, and the periphery provides ad-
ditional letters that are sometimes combined with letters from
the focal word to generate a new word.

In addition to these two consistent methods of grouping
letters to form words, we observed participants often clean-
ing up their groups on their way to constructing new groups.
These cleaning actions do not result in new words arranged
on the screen, but seem to be taken to segregate letters under
consideration for word generation from letters that are not.
In the case of a pooled group, clean-up often involves mov-
ing letters away from the word at the center. In the case of a
multi-level group, participants often segregate the letters used
to construct a word on one half of the screen, and then move
all the remaining letters to the other half (see Figure 5).
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The two different grouping strategies have different dy-
namics. Multi-level groups tended to be stable over time,
with an on-stage area where words are actively constructed
and an off-stage area where they are not. For the most part,
the position of the first letter moved established the on-stage
area, with additional letters either moved to the same horizon-
tal line (on-stage) or moved to a different line to establish the
off-stage area. Once the stage is set, letters are then moved
from off-stage to on-stage and on-stage to off-stage to form
new words on the screen.

In contrast to the relatively stable structure of multi-level
groupings, the pooling strategy creates more transient struc-
tures. For example, we observed participants with multi-
level groups quickly merge their on-stage and off-stage ar-
eas around a focal word to create pooled groups, creating
words horizontally between the existing areas, and then just
as quickly, move the letters back to their multi-level groups.
In fact, we observed many instances in which participants
moved letters around not to form words or parts of words
visually, but to maintain their groupings, particularly multi-
level groupings.

Overall, we observed consistent behaviors across all par-
ticipants in the Interactive condition. All used their hands to
move the letters on the screen to form words, mainly hori-
zontally and left-to-right. They used strategies consistently
to segregate sets of letters (multi-level groups) and to merge
sets of letters (pooled groups), and even took actions that did
not lead to new words but served only to maintain or establish
groupings.

Discussion
In summary, we found (a) an effect of Interactive trials on
productivity in the number of words produced during prac-
tice (normalized by pre-test score), (b) no effect of condition
on the number of words produced on the post-test relative to
the pre-test, (c) an effect of condition on the frequency of
words produced (with Interactive trials resulting in less fre-
quent words), and (d) an effect of block, with less frequent
words produced in Block 2 than in Block 1. Thus, partici-
pants generated more words when they could interact with the
letters and they also generated lower frequency words when
they could interact with the letters. However, there was no
transfer from the Interactive trials during training to the Non-
interactive post-test.

By observing in detail the behavior of participants in In-
teractive trials, we identified a number of consistent strate-
gies that participants naturally developed and that simplify
the problem of searching for possible words. By grouping
letters in the environment, participants can effectively focus
attention on subsets of letters. In a set of 7 letters, there
are 13,692 different possible combinations of 2-to-7 letters.
In our stimuli, each set of letters could be arranged to gen-
erate only 85-135 words. Moving letters into groups of 4
decreases the theoretical search space from 13,692 combina-
tions to 84 combinations. Both the pooling and multi-level

strategies segregate subsets of letters from the rest, creating
visual displays with effectively fewer letters and potentially
constraining the search for letter combinations.

It seems clear to us that the consistent interactive strategies
we observed across all participants facilitate performance
mainly by helping to constrain the sets of letters under con-
sideration at any one time. Note, however, that establishing
subsets of letters on the screen does not change what informa-
tion is being displayed, only how it is being displayed. The
letters themselves do not change as a consequence of a partic-
ipant’s actions, only their relative position changes. In a very
basic sense, then, interaction cannot change the abstract task,
it can change only how elements of the task are displayed. In
the end, we believe moving the letters around serves an atten-
tional function for participants, enabling them to focus on a
subset of letters by organizing letters into groups in the visual
environment.

Obviously, participants in both the Non-interactive and In-
teractive conditions are solving the same abstract problem:
Finding words by rearranging letters in a given set. In the
non-interactive case, participants could rely only on inter-
nal processing, presumably some kind of search through the
space of letter and sound combinations (Maglio et al., 1999).
In the interactive case, participants can interleave external
actions with internal processing, presumably changing the
sort of search they need to perform. By interleaving internal
and external actions, participants may sometimes simplify the
search by restricting the set of letters. Though it is possible to
restrict the letters under consideration in the non-interactive
case internally, our results suggest that it is in fact easier to
do this in the interactive case externally.

Summary and Future Work
Participants who could interact with letters in this Scrabble-
like task found more words and found lower frequency words
than those who could not interact. These differences may
have resulted from the interactive group’s ability to simplify
the problem of word-finding by spatially grouping different
subsets of letters. In a process of searching through the space
of letter combinations, restricting the set of letters under con-
sideration at any given time seems to facilitate search.

Yet the question of what role interaction with the task en-
vironment is playing is not fully answered. It is possible that
the organization of items on the screen and not the act of orga-
nizing the items on the screen may have the biggest impact on
performance. This could be tested by comparing the perfor-
mance on an interactive version of the task with performance
on a non-interactive version in which letters are arranged on
the screen in a multi-level group or similar fashion.

Our result on whether training in the Interactive condition
facilitates future performance in non-interactive settings is in-
conclusive. Whereas we did not find transfer from interactive
training to non-interactive test, it is possible we did not pro-
vide enough training or that the test stimuli were not properly
controlled. For instance, here, we controlled for difficulty by
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ensuring that each letter set was highly productive and con-
tained words of about the same frequency and length, but ma-
nipulating frequency may shed light on differences on what is
being learned in interactive or non-interactive training.
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Abstract 

Clinical disorders are multidimensional phenomena that are 
important to both clinicians and the lay public, as well as to 
cognitive scientists interested in understanding how people 
think and reason about complex domains. To date, however, 
little work has examined the factors that influence the folk 
psychiatry of addiction. Participants in the present study read 
a brief paragraph about addiction pitched at either an abstract 
or personal level, followed by a series of questions about the 
causes and treatment of drug addiction. We further 
manipulated whether addiction was described using a medical 
or psychological label. Results revealed that liberals and 
conservatives varied dramatically with respect to their folk 
psychiatric reasoning, with liberals preferring a more 
biological/medical view, which is associated increased 
support for medical interventions, reduced feelings of 
personal responsibility, and elevated feelings of stigma. 
Framing addiction using medical labels and at an abstract 
level pushed people towards this biological view, suggesting 
that media reports and messaging campaigns may influence 
how people conceptualize addiction.  

Keywords: folk psychiatry; framing, addiction, language, 
construal, political ideology 

Introduction 
On February 2, 2014, Oscar award winning actor Phillip 

Seymour Hoffman suffered an accidental drug overdose in 
his Manhattan home. Journalists, psychologists, bloggers, 
and fans immediately went online to express sympathy and 
sorrow and to try to understand and explain this unexpected 
tragedy. Writing for Time magazine, David Sheff (2014) 
lamented: 
 

“[It] wasn’t Hoffman’s fault that he relapsed. It was the 
fault of a disease that often includes relapse as a 
symptom and the fault of the ineffective treatment he 
received... We don’t know what treatments Hoffman 
received, but it’s unlikely that it was state-of-the-art 
care rooted in the fact that addiction is a brain disease.”  
 

By describing addiction using medical terms like brain 
disease, Sheff appears to be trying to mitigate the blame 
directed towards Hoffman and to redirect it instead towards 
our flawed healthcare system. However, not everyone 
conceptualized Hoffman’s addiction in these terms. Writing 

a few days later for FoxNews.com, Keith Ablow (2014) 
expressed a very different point of view: 

 
“No quirk of neurochemistry can make you rate getting 
high as more important than getting your kids through 
life. Only a disorder of character can do that… Philip 
Seymour Hoffman never faced and wrestled to the 
ground whatever demons had him on the run from his 
own life story.”  

Ablow rejects the brain disease construal (his quirk of 
neurochemistry), instead describing addiction as a disorder 
of character that results from a personal failure to defeat 
one’s (metaphorical) demons. This paints addiction not as a 
biological or medical issue, but as a psychological or 
behavioral problem; a physical struggle that an individual 
must be strong-willed enough to overcome.  

Taken together, these examples seem to reveal very 
different beliefs about the nature of drug addiction that have 
significant implications for how people understand (a) the 
causes of addiction (e.g., is it biological or psychological in 
origin?), (b) how we should feel about an individual with an 
addiction (e.g., how much are they to blame for their 
problem?), and (c) how the addiction should be treated (e.g., 
do they need a medical intervention or are they just not 
trying hard enough?).  

Interestingly, the proper way to conceptualize addiction 
disorders (i.e. are they brain diseases or emergent behavioral 
phenomena?) is still hotly contested in the clinical literature 
(see, e.g., Heyman, 2013). Here, however, we consider how 
this debate plays out amongst members of lay public. In 
other words, we examine what may be called the folk 
psychiatry (Haslam, 2005) of addiction, as well as the 
factors that influence how people think about addiction 
problems. 

Investigating how people conceptualize addiction and 
other clinical disorders is important for cognitive scientists 
interested in understanding how people represent and reason 
about complex domains. It is also of vital importance to 
health professionals and policy makers concerned with 
promoting effective treatment seeking behavior and 
reducing the stigma associated with mental disorders.  

Recent research has helped illuminate some of the factors 
that influence how people reason about psychiatric 
conditions. Consistent with the analysis above, Ahn, 
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Proctor, & Flanagan (2009) found that mental health 
professionals conceptualize different disorders along a 
continuum from the highly biological (e.g., Autism) to the 
highly non-biological (e.g., adjustment disorders), which is 
associated with how they understand the causes and 
preferred treatment options for these conditions (e.g., 
medical treatments tend to be recommended for disorders on 
the biological end of the spectrum). This biological/medical 
continuum is also a key dimension in folk psychiatric 
reasoning (Haslam, 2005), though in general both clinicians 
and novices hold less essentialist beliefs about mental 
disorders as compared to other medical conditions (Ahn, 
Flanagan, Marsh, & Sanislow, 2006).  

Importantly, researchers have found that simple 
interventions can influence the extent to which people 
conceive of complex health conditions as biological, which 
in turn affects other cognitive and behavioral outcomes. 
Hoyt, Burnette, and Auster-Gussman (2014), for instance, 
found that when overweight participants read an article that 
described obesity as a disease, they felt less concerned 
about their weight and were more likely to make unhealthy 
food choices. This suggests that “medicalizing” a complex 
health condition like obesity can lead to lowered feelings of 
responsibility and control over the issue, leading people to 
expend less effort in dealing with it. Similar manipulations, 
however, can also lead people to support progressive public 
policy interventions that help protect obese individuals 
(Thibodeau, Perko, & Flusberg, under review).  

Likewise, biological explanations for depression and 
generalized anxiety disorder can lead to lowered ascriptions 
of personal responsibility for these conditions, along with 
increased prognostic pessimism about their duration and 
treatment, and a reduction in empathy for individuals with 
the disorder (Lebowitz & Ahn, 2014; Lebowitz, Ahn, & 
Nolen-Hoeksema, 2013; Lebowitz, Pyun, & Ahn, 2014). 
For this reason, and perhaps surprisingly, it seems that 
medicalizing a mental disorder can actually cause an 
increase in the stigma associated with that disorder by 
promoting a more essentialist view of the condition 

In the present study, we sought to understand how people 
think and reason about addiction, and what factors might 
influence how people conceptualize drug addiction in 
particular. Participants in our study read a brief paragraph 
about addiction and then responded to a series of questions 
about the causes of addiction, what individuals with an 
addiction should do for treatment, and what society as a 
whole should do to address the issue.  

We manipulated two key variables in an attempt to 
influence folk psychiatric reasoning: language and construal 
level. For half of our participants, the first sentence of the 
paragraph described addiction using a medical label (disease 
or neurological disorder). For the other half, we used a 
psychological label (demon or behavioral problem). Recent 
research has found that even a one-word linguistic framing 
manipulation can affect how people reason about a complex 
domain like crime (Thibodeau & Boroditsky, 2011). 
Therefore we hypothesized that being exposed to a medical 

label would result in a more biologically oriented mental 
model of addiction. 

We also manipulated whether the paragraph was pitched 
at a relatively abstract level (describing addiction in terms 
of general symptoms and statistics) or at a more personal 
level (describing the specific addiction issue and symptoms 
facing an individual). Research on construal level theory has 
found that thinking about behavior in a more abstract way 
leads to greater essentialization (Liberman, Trope, & 
Stephan, 2007), and therefore we predicted that participants 
who read the abstract story would also generate a more 
biologically oriented mental model of addiction. 

Finally, we were also interested in particular individual 
differences that might affect how people conceptualize 
addiction. For example, research on obesity has found that 
liberals and those with personal experience with obesity 
tend to prefer accounts of the condition that attribute less 
blame to overweight individuals, like biological and 
environmental explanations (Thibodeau, Perko, & Flusberg, 
under review). This is consistent with the observation that 
conservative ideology is characterized by an emphasis on 
personal responsibility, and members of a stigmatized group 
are typically motivated to view it as something they do not 
have full control over (Oliver & Lee, 2005; see also the 
quotations above). Thus we predicted that liberals and those 
with a personal experience with addiction would support 
more biologically oriented models of addiction. 

Experiment 

Methods 
Participants We recruited and paid 813 participants 
through Amazon’s Mechanical Turk. We used Turk’s 
exclusion capabilities to ensure that participants lived in the 
United States and had a good performance record on 
pervious tasks (90% or greater). Data from 64 participants 
were excluded because they either took the survey more 
than once (as evidenced by a repeated IP address; N=17) or 
failed our manipulation check (N=47), leaving data from 
749 participants for analysis.  

Participants ranged in age from 18-79 years old (M = 
31.5, SD = 10.7). The political affiliation of participants was 
skewed liberal, with 41.5%, 43.8% and 14.7% identifying as 
Democrat, Independent, and Republican, respectively. On a 
101-point continuous scale of political ideology (0 = 
extremely liberal, 100 = extremely conservative), the mean 
was 38.7 (SD = 25.4).  

 
Materials & Procedure The study consisted of a 2 (story 
type: abstract vs. personal) X 4 (label: demon, behavioral 
problem, disease, neurological disorder) between-subjects 
design, yielding 8 individual conditions. It was created 
using Qualtrics online survey software.  

Participants first read a brief paragraph that discussed the 
issue of addiction in one of two ways. For half of the 
participants, the paragraph was pitched at a more abstract 
level, using statistics drawn from the CDC website 
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(www.cdc.gov) to demonstrate that the issue is important 
and widespread. For the other half of participants, the 
paragraph was pitched at a personal level and described an 
individual named John dealing with addiction, detailing 
many of the the same symptoms included in the abstract 
paragraph as they played out in his life.  

For both story types, the first sentence of the paragraph 
framed addiction using one of four labels: demon, 
behavioral problem, disease, and neurological disorder. We 
considered demon and behavioral problem to be 
“psychological” labels that treat addiction as person-level 
phenomenon and ascribe relatively more blame to the 
addict. We considered disease and neurological disorder to 
be “medical” labels that treat addiction as a sub-personal, 
biologically based phenomenon and ascribe relatively less 
blame to the addict1 (see Appendix for full paragraph texts). 

After participants read the paragraph, they responded to a 
series of target and demographics questions. First, they were 
asked, “How should someone deal with drug addiction?” 
They had to rank order their top three choices from a list of 
seven options (presented in a randomized order) by 
dragging their choices into a response box. The options 
included: “seek medical treatment” (coded as a medical 
response in our analysis), “seek therapy”, “join a support 
group like Narcotics Anonymous” (both coded as 
psychological responses), “learn self-discipline”, “spend 
(more) time with friends and family”, and “see a local 
spiritual figure” (coded as informal responses).  

Second, they were asked: “What should we as a society 
do to deal with the rising rates of drug addiction?” and again 
rank ordered their top three choices from a list of options. 
The options included “improve education”, “work against 
drug stigma by raising awareness” (both coded as education 
responses), “reduce economic inequality”, “legalize drugs”, 
“harsher punishments and/or more police enforcement for 
drug offenses” (all coded as policy responses), “improve 
genetic testing / modification / engineering techniques”, and 
“better mental health services” (both coded as healthcare 
responses).  

Third, they were asked: “Why do people become addicted 
to drugs?” and again rank ordered their top three choices 
from a list of options. The options included: “physical or 
chemical abnormality in the brain”, “it is in their genes” 
(both coded as biological responses), “bad parenting”, 
“living in a bad neighborhood”, “social pressures” (coded as 
social responses), “self-medication”, “lack of self discipline 

                                                             
1 Data from a norming study supported these intuitions: 125 naïve 

participants filled out a survey on their first day of an Introduction 
to Psychology course where they rated each label (using a 0-100% 
scale) on the extent to which a person experiencing such an issue is 
generally responsible for the current state of their lives. Paired-
sample t-tests revealed no difference in responsibility ratings for 
demon (M = 57.0, SD = 29.5) and behavioral problem (M = 55.3, 
SD = 28.7; p = .66), but both of these labels yielded reliably higher 
responsibility ratings than disease (M = 33.9, SD = 28.3) and 
neurological disorder (M = 25.1, SD = 28.9; p’s < .001).   

 

or character”, and “poor life decisions” (coded as individual 
responses).  

Next, participants used a slider bar ranging from 0 (not at 
all responsible) to 100 (completely responsible) to indicate 
“How responsible for the current state of their lives are 
those who are experiencing drug addiction?” After this they 
rank ordered eight different issues based on how much 
stigma they associated with each one. The issues included 
obesity, anorexia, autism, cigarette smoking, drug addiction, 
adultery, dropping out of school, and depression.  

Finally, they completed a brief set of demographics 
questions, as well as a manipulation check question 
(multiple-choice with three response options) to ensure they 
were paying attention when they read the original 
paragraph. For those who read the abstract paragraph, the 
manipulation check required them to indicate in which year 
the addiction statistics in the paragraph had been published 
(correct response: 2011). For those who read the personal 
paragraph, they had to indicate why John started using drugs 
(correct response: because his friends were into them). The 
demographics questions included age, political affiliation, a 
continuous measure of political ideology registered on a 
101-point sliding scale ranging from 0 (very liberal) to 100 
(very conservative), and a free response to the question: 
“have you or any of your friends or family experienced drug 
addiction? If so, what was done about it?” (These responses 
were coded as “yes”, “no”, and “N/A” for the purpose of our 
analyses).  

Results & Discussion.  
Because our sample was skewed towards Democrats and 

Independents, to analyze potential main effects of political 
beliefs on folk psychiatric reasoning we used a median split 
on our continuous measure of political ideology to create 
“liberal” and “conservative” groups consisting of roughly 
equal numbers of participants (N = 385 and N = 364, 
respectively)2.  

For the three questions in which participants rank-ordered 
their top three choices, we only present analyses for the top 
choice for each question (using the coding scheme described 
above).  
 
Treatment We analyzed responses to the question “How 
should someone deal with addiction?” in two ways. First, 
we conducted a series of chi-square tests of independence to 
test for main effects of the story type (abstract or personal), 
label type (medical or psychological), political ideology 
(median split), and personal experience on treatment 
suggestions. Second, we ran a series of logistic regression 
models that allowed us to test for interactions between the 
experimental manipulations and individual difference 
variables on medical treatment.  

                                                             
2 Since these groups were also skewed slightly liberal (median = 

39), it is likely that we are underestimating the effects of political 
ideology on folk psychiatric reasoning in our analyses.  
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The first chi-square test of independence revealed that 
people who read the abstract paragraph were more likely to 
choose medical treatments, while those who read the 
personal paragraph were relatively more likely to choose 
psychological treatments, χ2(2) = 12.98, p = .002. This is 
consistent with the notion that concrete, personal construals 
shift attention to the psychological aspects of a condition, 
while abstract construals highlight more enduring patterns 
that may best be captured by biological models. We also 
found that conservatives were more likely suggest informal 
treatment options while liberals were more likely to suggest 
medical treatments, χ2(2) = 22.62, p < .001, which is 
consistent with the notion that the medicalization of certain 
clinical disorders, which downplays personal responsibility, 
has more support amongst liberals. We did not find a 
difference in treatment suggestions by label, χ2(2) = 2.29, p 
= .32, or personal experience, χ2(2) = 0.36, p = .84. 
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Figure 1. Proportion of participants who suggested a medical 

treatment as their top choice by story type, label type, and 
ideology. Error bars denote 95% confidence intervals of the 
proportions 

 
The logistic regression tested what factors made people 

likely to suggest a medical treatment as their top choice 
(versus any of the other treatment options). We included 
predictors for story type, label type, ideology, and 
experience as main effects as well as tests of interactions 
between these variables. The resultant model revealed main 
effects of the story type, β = .481, SE = .202, p = .017, and 
the label type, β = .572, SE = .291, p = .049: the abstract 
story and medical labels were associated with more medical 
treatment suggestions. The model also revealed an 
interaction between ideology and label, β = .654, SE = .291, 
p = .025: liberals were more likely to suggest a medical 
treatment when they read a medical label (50%) than when 
they read a psychological label (43%), whereas 
conservatives were equally likely to suggest a medical 
treatment regardless of whether they read a medical (35%) 
or psychological label (33%). Finally, the model revealed a 
3-way interaction between ideology, story type, and label 
type, β = .481, SE = .202, p = .017. As illustrated in Figure 
1, liberal participants who read an abstract description of 

depression that was framed with a medical label were 
especially likely to suggest a medical treatment. No other 
main effects or interactions were statistically significant.  
 
Society Solutions We conducted a similar series of analyses 
on responses to the question “How should society deal with 
addiction?” Three separate chi-square tests of independence 
revealed no effects of the story type, χ2(2) = 3.77, p = .152, 
label type, χ2(2)=4.28, p = .12, or personal experience, χ2(2) 
= 2.21, p = .33. However, we did find an effect of political 
ideology, χ2(2) = 10.29, p = .006: liberals were more likely 
to suggest healthcare-based solutions, while conservatives 
were more likely to suggest education-based strategies. This 
is consistent with the results of the previous question, 
suggesting that liberals are more likely to prefer a medical 
or biological view of addiction.   

Then we conducted a logistic regression to test what 
factors made people likely to suggest that society focus on 
healthcare. The model revealed a marginal main effect of 
story type, β = .489, SE = .286, p = .088: participants who 
read a personal narrative were somewhat more likely to 
suggest that society focus on healthcare. The model also 
revealed a significant interaction between the story and label 
types, β = -.961, SE = .410, p = .019: people who read a 
personal narrative with a medical label were actually less 
likely to suggest that society focus on healthcare. Consistent 
with our findings for the previous question, this suggests 
that in a personal context, medical labels do not shift people 
towards a biological view of addiction (and may in fact have 
the opposite effect in some cases).  
 
Causes of Addiction Next, we analyzed responses to the 
question “Why do people become addicted to drugs?” and 
found no main effects of story type, χ2(2) = 2.31, p = .315 or 
label type, χ2(2) = .68, p = .71. However we did find that 
liberals were more likely to suggest biological causes, while 
conservatives were more likely to suggest individual causes, 
again consistent with the findings for the first two questions, 
χ2(2) = 6.43, p = .04. In addition, we found that people with 
personal experience with addiction were more likely to 
point to biological causes, while people with no personal 
experience were more likely to point to social causes, χ2(2) 
=10.34, p < .006. This is consistent with research showing 
that people with a stigmatized condition (e.g., obesity) are 
more likely to view that condition as caused by biological 
factors (Thibodeau, Perko, & Flusberg, under review). 

A logistic regression was fit to predict what factors led 
people to identify biological causes of addiction as their top 
choice (compared to any of the other options). It revealed a 
significant main effect of story type, β = 1.040, SE = .485, p 
= .032: people who read the personal narrative were more 
likely to identify biological causes of addiction. We also 
found an interaction between ideology and experience, β = -
1.570, SE = .578, p = .007: conservatives with personal 
experience of addiction were less likely to emphasize 
biological causes. Finally, the model revealed a three-way 
interaction between personal experience, ideology, and the 
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label type, β = 1.596, SE = .705, p = .024. As illustrated in 
Figure 2, this interaction was driven by liberals lacking 
experience with addiction, who were especially likely to 
think that the condition resulted from a biological influence 
when presented with the medical label. 
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Figure 2. Proportion of participants who believe that addiction 

is caused by biological factors shown by label type, whether or not 
the participant reported personal experience with addiction, and 
ideology. Error bars denote 95% confidence intervals of the 
proportions. 

 
Stigma We examined participants’ choice of the most 
stigmatized condition by coding whether they put addiction 
first or not. Participants who read the personal story were 
marginally more likely to think that addiction was the most 
stigmatized condition, χ2(1) = 2.72, p = .099. There was no 
main effect of the label type on stigma, χ2(1) = 2.01, p = .16. 
However, liberals in our sample were more likely to view 
addiction as the most stigmatized condition, χ2(1) = 6.48, p 
= .01. This is consistent with the notion that liberals are 
more likely to have biological or medicalized view of 
addiction, which previous research has shown to be 
associated with greater stigma and lower feelings of 
empathy. In addition, we found that people without any 
personal experience with addiction were less likely to view 
addiction as stigmatized, χ2(1) = 4.42, p = .036. This 
suggests that people who have either experienced addiction 
themselves or know someone who has are more aware of 
the stigma associated with the condition.  

A logistic regression revealed a marginal main effect of 
story type, β = .484, SE = .281, p = .085, and a significant 
main effect of personal experience, β = .942, SE = .313, p = 
.003: people who read the personal narrative were 
marginally more likely to think that addiction was 
associated with an acute stigma; people with experience of 
addiction were significantly more likely to think that 
addiction was associated with an acute stigma. The model 
also revealed an interaction between the label type and 
personal experience, β = -.865, SE = .436, p = .047: people 
with personal experience with addiction who received the 
medical label were less likely to view addiction as 
stigmatized. This suggests that among those already aware 
of the stigma of addiction due to personal experience, being 

exposed to a label that seems to ameliorate personal blame 
for the condition can actually help reduce beliefs about the 
degree of stigma associated with the condition. 

 
Responsibility Ratings Finally, to assess what factors 
affected ratings of how responsible for their current 
situation someone with an addiction is, we fit a 2 (story 
type: abstract vs. personal) X 2 (label style: medical vs. 
psychological) ANOVA with the continuous measure of 
political ideology included as a covariate. There was no 
main effect of story type, F(1, 744) = .84, p = .36, nor was 
there an interaction between story type and label style, F(1, 
744) = 1.58, p = .21. However, there was a marginal main 
effect of label framing, as participants exposed to a 
psychological label (M = 72.3, SD = 21.8) rated individuals 
with addiction as slightly more responsible for the state of 
their life compared to those exposed to a medical label (M = 
69.3, SD = 22.3), F(1, 744) = 2.86, p = .09. In addition, 
there was a significant effect of political ideology, as more 
conservative participants gave higher responsibility ratings, 
consistent with a conservative worldview, F(1, 744) = 44.7, 
p < .001.  
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Figure 3. Ratings of personal responsibility for addiction – 

shown by label type, whether or not the participant reported 
personal experience with addiction, and ideology. Error bars 
denote standard errors of the means. 

General Discussion 
The results of this study help shed light on the factors that 

influence the folk psychiatry of addiction, even as they raise 
important questions for future research.  

We found support for our hypothesis that political 
ideology and personal experience can impact the folk 
psychiatry of addiction in significant, specific ways. Across 
the board, conservatives in our sample viewed addicts as 
more responsible for the current state of their lives, and 
preferred non-biological explanations and treatment options. 
As predicted, personal experience with the condition tended 
to push people towards a more liberal viewpoint, which was 
also associated with a greater perception of stigma attached 
to the condition. These findings are consistent with related 
work (e.g., Thibodeau, Perko, & Flusberg, under review) 
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and raise important questions about the relationship between 
factors like political orientation and reasoning about 
complex health conditions, which may have substantial real-
world implications. 

We also found that framing addiction in an abstract way 
(as compared to in a personal narrative) and using a medical 
(as opposed to psychological) label led people to adopt a 
more biological/medical model of the condition. However, 
these effects were nuanced and interacted with other 
variables in key ways. For example, the abstract framing led 
participants to support more medical treatments and fewer 
psychological treatments for the condition, thought it did 
not directly affect suggestions for what society should do 
about the issue or beliefs about what causes addiction. 
Medical labels also led to more support for medical 
treatments, but this effect was strongest for liberals who 
read an abstract narrative. Similarly, medical labels led only 
liberals with no personal experience with addiction to 
support more biological causes of the condition; otherwise, 
it seemed not to have much of an effect on views of the 
nature of the addiction. This suggests that simple framing 
manipulations may only impact folk psychiatric beliefs for 
certain people under certain task conditions.  

Taken together, the results of the present study provide 
important information for health professionals, policy 
makers, and others who wish to use written or spoken 
materials to educate the public about the causes and 
treatment of addiction. Though additional research is 
required to better understand the relationship between 
linguistic and construal level framing and individual 
difference factors, this work indicates that media reports and 
messaging campaigns may be effective in shaping how 
people think and reason about drug addiction. 
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Appendix 
Abstract Paragraph: Drug addiction is a [demon / behavioral problem / 
disease / neurological disorder] that many Americans are dealing with. 
According to statistics published in 2011, about 8% of Americans age 12 or 
older need help for substance dependence. This is not just a teenage phase, 
however. There are more illicit drug users age 26 or older than there are 
between the ages of 12 and 25.  Using drugs often causes a decline in work 
performance as well as a reduction in health and quality of relationships. 
Sometimes, drug use can mask symptoms of or even cause other health 
problems. In fact, prolonged drug use is associated with many serious 
consequences, including suppressed immune function. Socially 
unacceptable actions are common among drug addicts. These include lying 
to friends and family and voluntary isolation, which may help keep loved 
ones in the dark about the addiction. Surprisingly, only about 11% of those 
needing help for drug addiction actually receive it. Unfortunately, more 
people are experiencing drug addiction now than at any time in the past 50 
years.  
 
Personal Paragraph: John is dealing with the [demon / behavioral 
problem / disease / neurological disorder] known as drug addiction. He 
started using drugs casually a few years ago when he was in college since 
all his friends were into it. Last year, his girlfriend broke up with him and 
he was passed over for a promotion at work, and his drug use escalated to a 
daily routine. John now regularly skips outings with friends and family, 
preferring to stay home alone where no one will see him getting high. John 
is currently facing real financial problems and struggling to pay his rent 
because he is spending so much of his income on drugs. He does not feel 
like he can ask his family or friends for help since he does not want them to 
know about his drug use. He did try to quit once on his own, but it was too 
difficult and he went back to using almost immediately. He doesn’t think 
there is anyone who understands or who even wants to help him, which 
makes him feel guilty and alone. Meanwhile, his work, relationships, and 
health are suffering. He would really like to get back to the way things used 
to be but he does not know what to do. 
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Abstract 

The current study investigated eye-hand coordination in 
natural reaching. We asked whether the speed of reaching 
related to the quality of visual information obtained by young 
children and adults. Participants played with objects on a 
table while their eye and hand movements were recorded. We 
developed new techniques to find reaching events in natural 
activity and to determine how closely participants aligned 
gaze to objects while reaching. Reaching speed and eye 
alignment were related for adults but not for children. These 
results suggest that adults but not children adapt reaching 
movements according to the quality of visual information (or 
vice-versa) during natural activity. We discuss possibilities for 
why this coordination was not observed in children. 

Keywords: reaching; visual guidance; eye tracking; natural 
vision; motor development 

Introduction 
Infants’ learning is rooted in more than passive observation 
of objects in the world. Infants actively engage with objects, 
and, as such, object engagement depends on infants’ 
developing action systems. Indeed, motor development and 
cognitive development are closely linked in development 
(Iverson, 2010; Ruff & Rothbart, 1996). For example, 
learning to reach allows infants to acquire objects and 
explore them manually, and visual-manual exploration 
facilitates learning about object properties (Soska, Adolph, 
& Johnson, 2010). However, reaching depends on learning 
how to acquire visual information for guiding action—
selecting where to look to support the task at hand from 
many potential gaze targets in the environment.  

Visual information is critical for planning and guiding 
manual actions. In laboratory experiments with adults, 
reducing or removing access to visual information reliably 
degrades performance (Ma-Wyatt & McKee, 2006; Schlicht 
& Schrater, 2007; Sivak & MacKenzie, 1990). But in real 
life, visual information is not manipulated; it is actively 
selected. Observers choose where to direct gaze from 
moment to moment from a variety of targets that compete 
for attention. Eye movements may be recruited to gather 
information relevant to guiding action, but may also be used 
to observe events or interact with social partners. How do 
observers coordinate gaze when controlling manual actions 
in a real world task? In addition, how does visual guidance 

of natural reaching differ between actors of different skill 
levels—novices (young children) and experts (adults)? 

Visually-guided reaching in adults 
In laboratory tasks, aligning the eye to the target of a reach 
results in better reaching execution. Spatial acuity in the 
periphery is worse than in central vision, thus, viewing 
targets in the periphery leads to poor localization of the 
target (Levi & Klein, 1996) and the hand relative to the 
target (Saunders & Knill, 2004). Lacking accurate 
information for guiding the reach, actors compensate by 
adapting the kinematics of transport and prehension. When 
eye alignment is experimentally manipulated by viewing 
targets in the periphery at varying eccentricities, adults’ 
maximum grip aperture increases to compensate for 
uncertainty in target size and location when grasping 
(Schlicht & Schrater, 2007). Similarly, endpoint accuracy 
becomes more variable when rapidly pointing to targets 
viewed in the periphery compared to targets in central vision 
(Ma-Wyatt & McKee, 2006). Forcing participants to view 
targets peripherally by wearing a contact lens that blocks 
central vision reduces reaching velocity and disrupts 
prehension (Sivak & MacKenzie, 1990). Moreover, the 
effects of peripheral viewing on reaching are not “all or 
nothing”: Parametric manipulations of eye alignment reveal 
a linear relation between target eccentricity and maximum 
grip aperture (Schlicht & Schrater, 2007). 

Because viewing targets in central vision facilitates 
reaching performance, it would be reasonable to expect that 
actors would choose to align gaze to reaching targets during 
natural manual activity. Indeed, participants fixate objects 
before reaching to them in head-mounted eye tracking 
studies of natural tasks such as making a cup of tea (Land, 
Mennie, & Rusted, 1999) and preparing a sandwich 
(Hayhoe, Shrivastava, Mruczek, & Pelz, 2003). In these 
tasks, observers are free to look wherever they want, unlike 
in experimental tasks that manipulate participants’ vision of 
targets. Although participants reliably look to objects before 
reaching, object fixations are not stereotyped. The timing of 
object fixations varies considerably and gaze often leaves 
the target object before the hand arrives (Hayhoe et al., 
2003; Land et al., 1999; Pelz, Hayhoe, & Loeber, 2001). 
Moreover, object fixations are not obligatory. Hayhoe and 
colleagues (2003) found that 13% of reaches were not 
accompanied by object fixations. In these cases, actors 
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might have relied on peripheral vision to guide the hand. 
But was reaching performance hindered when gaze was not 
aligned to the target? Because reaching kinematics were not 
measured, it is unknown whether aligning the eyes to the 
target related to reaching performance. 

Development of visually-guided reaching 
The role of vision in guiding reaching changes over 
development. When reaching first emerges around 4 months 
of age, infants’ reaches are inefficient: The hand speeds up 
and slows down multiple times as it takes a circuitous route 
to the target (von Hofsten, 1991). Historically, researchers 
believed that infants’ jerky reaches resulted from over-
correcting the hand’s trajectory based on visual feedback, 
but later studies showed that reaching in infancy, unlike in 
adulthood, does not benefit from visual feedback about the 
hand relative to the target. Infants reach to targets with or 
without sight of the hand (manipulated by presenting a 
glowing target in a dark room) at the same age (Clifton, 
Muir, Ashmead, & Clarkson, 1993), and reaching 
kinematics are similar in conditions that permit or deny 
visual feedback (Babinsky, Braddick, & Atkinson, 2012b; 
Clifton, Rochat, Robin, & Berthier, 1994). Visual feedback 
begins to facilitate reaching around 15 months (Carrico & 
Berthier, 2008)—reaches in the dark are less straight and 
take longer to complete compared to reaches in the light. 
Like adults (Babinsky et al., 2012b; Connolly & Goodale, 
1999), children reach more slowly without visual feedback 
(Babinsky, Braddick, & Atkinson, 2012a). 

Do infants and children align gaze to objects to guide 
reaching in natural tasks? Natural reaching depends on 
coordinating movements of the whole body—the hands, 
eyes, and head need to be controlled within a stable base of 
postural support (Bertenthal & von Hofsten, 1998). Only 
recently has technology become available to measure 
infants’ and children’s eye movements during natural 
activity when the body is free to move; thus, little data are 
available on the development of visual guidance of natural 
manual activity. Prior work demonstrated that in a 
naturalistic play session, 14-month-old infants, like adults, 
reliably align gaze to objects while reaching (Franchak, 
Kretch, Soska, & Adolph, 2011). But laboratory studies 
suggest that visual feedback would not affect reaching 
kinematics at 14 months (Babinsky et al., 2012b). However, 
as in naturalistic studies of adult reaching, kinematics were 
not measured; thus, it is unknown whether aligning gaze to 
targets was related to infants’ reaching performance. 

Infants (as well as adults) may choose to look at objects 
for reasons other than guiding actions. Observers may look 
to objects to visually explore an object’s properties (Soska et 
al., 2010), to engage in joint attention with a social partner 
(Yu & Smith, 2013), or simply because objects are 
interesting or salient. Comparing how reaching performance 
varies according to eye alignment would provide evidence 
about how vision and action are coordinated in children. 

Current study 
The current study has two main goals. The first goal is to 
test how the link between eye alignment and reaching 

performance identified in laboratory tasks might generalize 
to natural reaching. Although studies of natural manual 
activity found that observers tend to fixate objects (Hayhoe 
et al., 2003; Land et al., 1999),  the role of object fixations is 
unclear because reaching performance was not assessed. 
Moreover, eye alignment was scored as a binary measure in 
prior naturalistic studies (e.g., did observers fixate the object 
or not) as opposed to a continuous measure as in 
experimental work (e.g., target eccentricity).  

Thus, in the current study we addressed these limitations 
by correlating continuous measures of eye alignment and 
reaching performance during natural manual activity. 
Participants wore head-mounted eye trackers and motion 
trackers while manipulating objects on a table. We 
developed a novel procedure to segment reaching events 
from natural activity, providing a way to assess the eye 
alignment and reaching kinematics of each individual reach. 
In addition, we used computer vision algorithms to 
automatically detect objects and calculate the alignment of 
the eyes to the target object during each reaching event.  

If eye alignment is related to reaching performance, we 
would expect participants to coordinate eye alignment with 
respect to reaching kinematics. We chose to focus on one 
particular aspect of reaching kinematics: the speed of the 
hand while reaching. Participants might look near the target 
when reaching rapidly, but when targets are viewed at 
greater eccentricities participants might reach more slowly. 

The second goal of the current study was to compare how 
visually-guided reaching differs between children and 
adults. Naturalistic studies show that infants and adults 
reliably fixate objects while reaching, however, prior 
experimental work indicates that children might benefit 
from visual feedback only after 15 months. Thus, we tested 
18- to 24-month-olds, an age group that should benefit from 
visual feedback, to determine how well experimental 
findings generalize to children’s natural reaching. 

Method 

Participants 
Twelve parent-child dyads participated in the study. 
Children were 18 to 24 months old (M = 20.8). Six children 
were female and 6 were male. Data were culled from a  
larger study that investigated parent-child interactions 
during object play, using the same procedure as in prior 
work (Yu & Smith, 2013). Dyads were selected if both the 
child and the parent provided accurate eye tracking and 
motion tracking data for the duration of the session to avoid 
data quality as a potential confound between ages. One dyad 
was excluded because the child did not reach for toys.   

Apparatus 
Participants sat on opposite sides of a small, white table; 
children sat in a high chair and parents sat on the floor. 
During each trial, three brightly colored objects (Figure 1) 
were placed on the table. Objects were approximately 290 
cm3 in size and could be grasped uni-manually by children. 
Participants were dressed in white clothing and the room 
was ringed with white curtains to facilitate computer vision 
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segmentation of the colored objects from the white 
background. Two third-person cameras recorded views of 
both participants and the table surface for later coding. 

Each participant wore a head-mounted eye tracker 
(Franchak et al., 2011). As seen in Figure 1, each eye tracker 
consisted of two miniature cameras: An eye camera pointed 
in towards the face and recorded movements of the 
observer’s eye, and a scene camera (100° diagonal field of 
view) pointed out and recorded the observer’s egocentric, 
head-centered field of view. Participants fixated known 
locations in order to calibrate the eye tracker; Yarbus 
software (Positive Science) generated eye movement time 
series indicating the point of gaze within the observer’s 
egocentric field of view (red circle in Figure 1). Eye 

movements were recorded at 30 Hz (smoothed over two 
successive samples) with a spatial accuracy of ~3° (for more 
details, see Franchak et al., 2011).  

In addition, participants wore magnetic motion sensors on 
the wrists of each hand. Each motion sensor tracked hand 
position with 6 degrees of freedom (Polhemus Liberty). 
Motion tracking data were recorded at 60 Hz and were 
synchronized with eye tracking data and third person videos. 
A second-order low-pass Butterworth filter with a 12 Hz 
cutoff frequency was applied to smooth motion tracking 
data as in previous research (Babinsky et al., 2012b). 

Procedure 
After the participants were fitted with recording equipment 
and completed the eye tracking calibration, parents were 
instructed to engage their children with the three provided 
objects in a manner of their choosing. No particular 
instructions were given about how parents should interact—
the goal was to encourage a natural, free-flowing play 
session in which parents and children reached for and 
manipulated objects in the context of play. Depending on 
children’s compliance, each experimental session lasted 
between 2 and 8 minutes. Object sets were replaced every 2 
minutes to ensure children’s continued interest. 

Data analysis 
In experimental studies of reaching, a common practice is to 
define reach onset when hand velocity exceeds a threshold 
value (e.g., Babinsky et al., 2012b). However, in natural 
action hands can move at high velocities for a variety of 
reasons (e.g., gesturing). Because there were no clearly 
defined reaching trials, analyzing eye-hand coordination 
required a method for segmenting reaching events from 
other manual behaviors. Our solution was to start by finding 
the end of a reaching event (contact with an object) and 
work backwards to determine when the reach began.  

Coders used custom software to view third-person videos 
frame-by-frame and determined each time that a participant 
touched an object. We defined the time of reach offset based 
on the frame in which the hand made contact with an object 
(time 0 in Figure 2). The coder noted which hand made 

Figure 1: Child wearing head-mounted eye tracker (left). Miniature cameras record videos of the observer’s eye and field of 
view (center) that are used to calculate the point of gaze (red circle). Computer vision algorithms automatically segment the 
colored objects from the white background (yellow outlines). In this example, the child is about to reach to the blue object. 
Eye alignment was defined as the distance between the center of the target object and the point of gaze (red line).

Infrared eye camera

Field of view camera

Eye alignment to
target object

Point of gaze

Figure 2: Example of a single reaching event over the 1.5 
s before hand contact (0 on the x-axis). Left column 
shows segmentation based on distance-to-contact time 
series (top) and its derivative (bottom). Red arrow shows 
the resulting reach onset. Right column shows raw data  
for calculating reach velocity (top) and eye alignment 
(bottom) for the reaching period (shaded region). Black 
arrow shows minimum eye alignment during the reach.
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contact (right or left) and which object was contacted (red, 
green, or blue). To avoid counting accidental object touches 
as reaches, we excluded hand contacts less than .5 s. 

Next, we extracted a time series of the hand’s distance-to-
contact (relative to the hand’s position at reach offset) in the 
1.5 s before reach offset using positional data from the 
motion tracker in three dimensions (Figure 2, top-left). We 
defined reaching as the period over which the hand’s 
distance-to-contact decreased monotonically. The first 
derivative of the distance-to-contact time series (Figure 2, 
bottom-left) indicates change in the hand’s position relative 
to its position at reach offset. When the derivative is 
negative, the hand’s distance to contact is decreasing. We 
found the last zero-crossing of the distance-to-contact 
derivative time series and defined this time as reach onset 
(red arrow in Figure 2). Thus, we segmented reaching from 
the stream of natural activity based on a simple heuristic—
the period during which the hand decreased in distance to its 
position at object contact. 

For each reaching event we calculated two dependent 
measures that assessed eye-hand coordination: Average 
reach velocity and eye alignment to the target object. 
Average reach velocity was calculated by averaging 
instantaneous hand velocity at each time sample during the 
reach (Figure 2, top-right). Peak reaching velocity was also 
calculated but omitted from this report for the sake of 
brevity; the direction and significance of all reported results 
were the same for average and peak reaching velocity. 

In order to calculate the eye’s alignment to the target of 
the reach, we automatically detected the target object in the 
field of view video using a series of computer vision 
algorithms as described in prior work (Yu, Smith, Shen, 
Pereira, & Smith, 2009). Figure 1 illustrates the colored 
objects segmented from the background in the child’s view. 
Next, we calculated the Euclidean distance between the 
point of gaze (red circle in Figure 1) and the geometric 
center of the target object. We defined this distance as eye 
alignment (red line in Figure 1). Eye alignment was 
expressed as a proportion of the diagonal of the field of 
view video and calculated for the entire duration of the 
reach (Figure 2, bottom-right).  

Because actors do not typically keep their eyes fixed on a 
target for the entire duration of a reach and often look away 
before hand contact (Hayhoe et al., 2003; Land et al., 1999), 
we analyzed the minimum eye alignment value over the 
course of reaching. Smaller eye alignment minima mean 
that participants looked close to the target object at some 
point while reaching. Larger eye alignment minima indicate 
that participants never directed gaze near the target object. 
Figure 2 shows data from one reach. In this example, gaze 
became increasingly aligned to the object leading up to the 
moment of contact, resulting in a minimum eye alignment 
value of 7%. Note, eye alignment minima were rarely 0 
because alignment was measured to the center of the target 
object, not the object boundary. We acknowledge that our 
eye alignment measure is not a perfect measure of viewing 
eccentricity due to camera parallax and lens distortion. 
However, it is a reasonable approximation to use in 
naturalistic situations where the head and eyes are free to 
move.  

Results 
Overall, the dataset consisted of 316 reaching events (152 
from children and 164 from adults). Figure 3 shows average 
reaching velocity and eye alignment to the object for 
children and adults. On average, adults (M = 350.9 mm/s, 
SD = 182.2) reached faster than children (M = 215.3 mm/s, 
SD = 80.9; t(20) = -2.26, p = .035). We found no significant 
difference in eye alignment between adults (M = 7.95%, SD 
= 2.73) and children (M = 8.99%, SD = 2.73; t(20) = .893, p 
= .383). As seen in Figure 4, both average reaching velocity 
and minimum eye alignment had wide ranges for both 
children and adults, and the ranges of each variable 
overlapped substantially between age groups. In other 
words, natural reaching in children and adults varied greatly 
in terms of reaching speed as well as viewing eccentricity 
when looking to the target object.  

Next, we asked whether reaching speed and alignment 
were related in natural reaching for children and adults. We 
used linear generalized estimating equations (GEE) to 
model whether eye alignment predicted averaging reaching 
speed. As in a linear regression, GEE models can estimate 
how a predictor accounts for change in a dependent 
measure. Moreover, GEEs can estimate the overall group 
model based on each individual contributing a variable 
number of data points. 

In our first model, we asked whether age group and 
reaching speed could predict eye alignment while reaching 
(choosing to predict reaching speed from eye alignment was 
arbitrary—the results hold if predicting eye alignment from 
reaching speed). We found no overall effect of age group 
(Wald’s χ2 = 2.02, p = .155), as was expected based on the 
overall similarity in eye alignment between age groups. 
However, we found a significant effect of reaching speed 
(Wald’s χ2 = 7.34, p = .007) and a significant age group by 
reaching speed interaction (Wald’s χ2 =  5.25, p = .022).  

To explore the interaction between age group and 
reaching speed, we asked if a link between reaching speed 
and eye alignment could be found in each age group 
separately. Thus, we calculated two GEE models—one for 
children and one for adults—that tested whether reaching 
speed predicted eye alignment. The scatterplots in Figure 4 
show the relation between reaching speed and eye alignment 

Figure 3: Average reach velocity and minimum eye 
alignment to the target object for children and adults.
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for each age group, plotting prediction lines from each 
model (solid black lines).  

For children, we did not find a significant relation 
between reaching speed and eye alignment, B = -0.001 
(Wald’s χ2 = .127, p = .721). In contrast, the adult model did 
find a significant link between reaching speed and eye 
alignment, B = -0.016 (Wald’s χ2 = 9.491, p = .002), 
suggesting that adults drove the main effect of reaching 
speed in the overall model. Adults reached more slowly 
when their eyes were not aligned to the target. Because of 
concern that extreme eye alignment values in adults might 
be responsible for the effects, we recalculated all three 
models excluding reaches where minimum eye alignment 
was greater than 30% of the field of view. However, the 
significance and direction of all results hold when those 
reaches were excluded.  

Discussion 
In summary, we tested whether children and adults 
coordinate eye alignment and reaching speed during natural 
reaching. Using a novel method for segmenting reaching 
events, we analyzed reaching in a naturalistic context—a 
child and parent playing with toys. Computer vision 
algorithms automatically detected the toys in each 
observers’ egocentric view, and head-mounted eye tracking 
data were used to calculate how closely participants’ aligned 
gaze to the target of their reach. Adults reached more slowly 
when they did not align gaze close to the target object. In 
contrast, we found no link between eye alignment and 
reaching speed for children.  

These findings suggest that the effects of vision on 
reaching performance observed in laboratory tasks (Ma-
Wyatt & McKee, 2006; Schlicht & Schrater, 2007; Sivak & 
MacKenzie, 1990) do generalize to more natural tasks. In 
those studies, experimental manipulation of target viewing 
affected reaching performance. In the current study, we 
found a correlation between reaching speed and eye 
alignment, both of which were selected by the participant. 
We make no claim about the causal direction between 
reaching speed and eye alignment. Possibly, participants 

adjusted reaching speed to match the quality of visual 
information during the reach, as in the laboratory studies. 
However, participants might have collected visual 
information depending on the requirements of the action 
they planned to perform (i.e., choosing to fixate the target 
when planning to reach rapidly). These possibilities are not 
mutually exclusive. In everyday life, adults must coordinate 
eye and hand movements to optimize multiple trade-offs in 
a complex landscape of tasks.  

Although reaching speed and eye alignment were linked 
in adults, we found no such relation in 18- to 24-month-old 
children. One possibility is that children’s use of visual 
feedback is still weak at the end of the second year. Indeed, 
although some studies find evidence that visual feedback 
facilitates reaching performance at 15 months (Carrico & 
Berthier, 2008), others failed to find an effect at 16 months 
(Babinsky et al., 2012b). Although an extreme manipulation 
of visual feedback may hinder infants’ reaching (e.g., 
removing all visual cues about the hand relative tot he 
object), it is possible that a more subtle change in visual 
information (e.g., viewing the target in the periphery) might 
not be enough to significantly affect reaching at this age.  

It is important to note, however, that the coordination 
between adults’ reaching speed and eye alignment observed 
in the current study was fairly weak. Although the two 
variables were related, adults (and children) often executed 
slow reaches while looking closely to the target. In other 
words, participants might have collected better visual 
information than was necessary. Given the characteristics of 
the task—playing with brightly colored objects on a table—
it should come as no surprise that participants (especially 
children) frequently attended to the objects. Indeed, other 
investigations of children’s eye movements in object play 
show that children frequently attend to objects even at the 
expense of looking at other relevant stimuli, like faces 
(Franchak et al., 2011; Yu & Smith, 2013). Thus, the fact 
that we did not observe children coordinating reaching 
speed with visual information should not be taken as 
negative evidence: Children might have looked at objects 
even when it was not necessary. Indeed, the brightly colored 

Figure 4: Relation between average reach velocity and minimum eye alignment to the target object. Each circle represents 
one reaching event. Solid black lines show GEE model predictions from each age group. 
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toys on the white background, needed for the computer 
vision algorithms, may have been particularly salient. In 
future work, employing a task that draws attention away 
from action targets (Franchak & Adolph, 2010) or varying 
task difficulty would provide a stronger test. 

The current study employed a new method for segmenting 
reaches. Typical laboratory studies control many aspects of 
the task, such as target size, target distance, starting position 
of the hand, and time allowed to complete the reach. How 
comparable was reaching in natural activity to reaching 
observed in the laboratory? Although we observed a wide 
range of reaching speeds (Figure 4), on average, reaching 
velocity in natural activity fell within the range of values 
reported in laboratory studies (for an overview of the 
literature, see Table 3 in Berthier & Keen, 2006). 

Conclusion 
Perceptual-motor development is more than simply learning 
how to use visual information to guide actions. Infants need 
to learn how to distribute limited visual resources to meet 
task demands. Many types of tasks—motor, perceptual, 
cognitive, and social—compete for visual attention. Adults 
are sensitive to visual-motor trade-offs and distribute eye 
gaze efficiently. In future work, investigating how children 
learn to select where to look in natural tasks will help us 
better understand the constraints on learning across all 
domains of development.  
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Abstract

Information provided by the linguistic context has been shown
to have a strong facilitatory effect on the activation and pro-
cessing of upcoming words. The studies described in this pa-
per aim to model the relation between context and target words
using a distributional semantic model. We report three mod-
elling studies in which we show that this model can success-
fully capture context effects in human-generated data (reading
times and association scores).

Keywords: word processing; contextual effects; feature over-
lap; distributional semantics.

Introduction
Previous work has shown that linguistic context facilitates
the activation and processing of upcoming words (e.g., Fe-
dermeier & Kutas, 1999). This facilitatory effect can be de-
scribed in terms of feature overlap: the linguistic context ac-
tivates a set of semantic features, restricting the set of possi-
ble upcoming words. The words that match these features are
pre-activated and thus processed more quickly when encoun-
tered. The feature overlap account predicts that contextual fa-
cilitation is cumulative: the more biasing words are present in
the context, the faster the target word should be processed, as
overlapping features accumulate.

Frassinelli, Keller, and Scheepers (2013) studied this facili-
tation effect by manipulating the number of contextual words
that are highly related to a target word occurring at the end of
the sentence. They performed a self-paced reading and a vi-
sual world paradigm study in which they analysed linguistic
contextual constraints on the processing of word meaning.

The aim of the modelling studies in this paper is to capture
the effect of context reported in Frassinelli et al. (2013) us-
ing a distributional semantic model (DSM, Turney & Pantel,
2010). The “strong version” of the Distributional Hypothesis
posits the cognitive validity of those models: DSMs provide
an insight into the internal representation and structure of the
lexicon in the brain (Lenci, 2008). In recent decades, DSMs
have become very popular in psycholinguistics where they
are used to successfully model different aspects of human lan-
guage acquisition and processing such as: vocabulary acqui-
sition (Landauer & Dumais, 1997), category-related deficits

(Vigliocco, Vinson, Lewis, & Garrett, 2004), and semantic
priming (Lapesa & Evert, 2013).

In this paper we present three studies in which we model
several aspects of contextual processing using the bag-of-
words distributional semantic model developed by Mitchell
(2011). DSMs represent the meaning of a word as a multidi-
mensional vector: each dimension of the vector corresponds
to a word co-occurring with the target word in a corpus. Sim-
ilar to semantic properties, the vector dimensions describe
specific aspects of a word that contribute to the meaning of
that word. In this framework, two words are similar if they
appear in similar contexts, and, consequently, if their vector
dimensions overlap. Traditionally, the overlap between two
words has been computed in terms of the geometrical distance
between the word vectors. We will show that it is possible to
describe the relation between low and high biasing words and
the target word in terms of vector similarity scores.

Previous Work
In order to manipulate the effect of context on word process-
ing in a self-paced reading study, Frassinelli et al. (2013) con-
structed linguistic materials that vary the context words that
bias the processing of a target word. Their stimuli had the
following structure:

(1) location – actor – verb – object – target - spill-over
area

For each of the 24 target words, they identified three context
words highly related to it (high-biasing words, HB) and three
context words unrelated to it (low-biasing words, LB). Four
possible combinations of HB and LB context words were then
used to construct the sentential context, as illustrated by the
following examples:

(2) Zero HB words (None): On the path, the man was
holding a box full of mushrooms carefully.

(3) One HB word (One): In the forest, the man was hold-
ing a box full of mushrooms carefully.

(4) Two HB words (Two): In the forest, the picker was
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Figure 1: Plot of the reading times (with SE) averaged by the
number of HB context words (from Frassinelli et al., 2013).

holding a box full of mushrooms carefully.

(5) Three HB words (Three): In the forest, the picker
was holding a basket full of mushrooms carefully.

The plausibility of the resulting sentences and the biasing ef-
fect exerted by the contexts were carefully tested in a series
of norming studies.

Frassinelli et al. (2013) then investigated the effect of HB
context words on the reading time (RT) at the target word.
Figure 1 reports RTs averaged by condition with standard er-
rors (SE). Significant differences occur only between the con-
ditions None and Two (βTwo = −.10, p < .05) and the con-
ditions None and Three (βThree = −.09, p < .05). Overall,
Frassinelli et al. (2013) results show that the time required
to read a target word decreases with increasing amount of bi-
asing context.

The Model

For the studies reported in the next sections, we use a re-
implementation (by Blacoe & Lapata, 2012) of the bag-of-
words distributional model developed by Mitchell (2011).

We trained this model on the lemmatised and part-of-
speech tagged version of ukWaC, an English corpus of two
billion tokens extracted from the Web (Baroni, Bernardini,
Ferraresi, & Zanchetta, 2009). The use of this corpus pro-
vided full coverage of the experimental items.

Mitchell presented an evaluation of four association mea-
sures to weight vector components: conditional probabilities,
point-wise mutual information, ratios of probabilities, and
positive point-wise mutual information. We compared these
four measures on our data and overall positive point-wise mu-
tual information (posPmi) obtained the best results. It is de-

fined as follows:

posPmi = max(0, log(
freqct freqtotal

freqcfreqt
)) (1)

where freqct is the frequency of the target t in the context

c; freqt is the overall frequency of t; freqc is the overall fre-
quency of c; and freqtotal is the total frequency of all the
words. The substitution of negative values with zeros in the
posPmi model makes this association measure more suitable
for dealing with sparsity and low frequency words, as they
occur in our dataset (Mitchell, 2011, p. 44).

Moreover, we experimented with changing vector dimen-
sionality of the model (from 1,000 up to 50,000 dimensions).
We found that model performance stabilizes at 30,000 dimen-
sions and shows no further improvement at higher dimen-
sions. In this work, we therefore report only the results ob-
tained with vectors of 30,000 dimensions.

Study 1: Predicting Reading Times
Aim In this study we test the bag-of-words DSM of
Mitchell (2011) by using it to predict the reading times col-
lected by Frassinelli et al. (2013). The authors showed that
the amount of time required to read the target word decreases
(though not linearly) with an increase of the number of bi-
asing words in the context. In modelling terms, this means
that the averaged distance between the context vectors and the
vector of the target word should decrease when we increase
the number of high biasing words in the context. Conversely,
when we increase the number of low biasing words in the
context, the distance should increase.

Method In the self-paced reading experiment, the authors
analysed the effect of context on word meaning averaging
the RTs based on the number of HB words available (from
zero up to three) (see Previous Work and Figure 1). In this
study, we compute the distance between each context vector
and the vector of the target word (e.g., for condition Three:
forest-mushroom, picker-mushroom, basket-mushroom), we
average the three resulting cosines and we average again by
condition as for the RTs.

Results Figure 2 presents the average cosine distance per
condition. It shows that an increasing amount of biasing con-
text produces a reduction in the distance between the context
and the target word vectors. Table 1 reports the coefficients
of a linear mixed effects (LME, version 1.1-7) model anal-
ysis of these data (Baayen, Davidson, & Bates, 2008). The
model has the cosine distance as the dependent variable, the
contextual condition as main factor (contrast coded with the
Zero condition as the reference level) and random slope and
intercept under Item. The model shows a significant differ-
ence between condition Zero and all the other conditions. We
also performed a Tukey post-hoc test to compare the condi-
tions pairwise. The analysis shows a significant difference be-
tween all the conditions (p < .001).
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Figure 2: Study 1: Plot of the cosine distances (with stan-
dard errors) between context vector and target vector, aver-
aged across all items with the same number of HB words.

Predictor β

(Intercept) 0.90∗∗∗

One −0.03∗∗

Two −0.08∗∗∗

Three −0.11∗∗∗

∗p < .05, ∗∗p < .01, ∗∗∗p < .001

Table 1: Study 1: LME coefficients for data in Figure 2.

Discussion Figure 1 and Figure 2 allow a graphical com-
parison of the trends in the reading time experiment and
in the cosine similarity study. The modelling study shows
higher differences between conditions than those in the read-
ing times produced by humans. Similar results have been de-
scribed in the semantic priming literature, where it was found
that Latent Semantic Analysis (LSA) predicts stronger ef-
fects than those observed in humans (Hare, Jordan, Thomson,
Kelly, & McRae, 2009; Jones, Kintsch, & Mewhort, 2006).
Overall, however, the modelling study captures the RT results
well: cosine distance (as the reading time) decreases with in-
creasing contextual bias.

So far we considered only the semantic relation between
target and context words. We did not include in our analysis
the relation between context words, but HB context words are
likely to also be related to each other. The relation between
context words alone (without a need for the target) could pro-
duce a similar effect on the cosine distance as we see in this
study. In Study 2 we test this assumption.
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Figure 3: Study 2: Plot of the cosine distances (with standard
errors) between pairs of context words, averaged across all
items with the same number of HB words.

Predictor β

(Intercept) 0.95∗∗∗

One −0.01
Two −0.06∗∗∗

Three −0.09∗∗∗

∗p < .05, ∗∗p < .01, ∗∗∗p < .001

Table 3: Study 2: LME coefficients for data in Figure 3.

Study 2: Predicting the Relation between
Context Words

Aim The aim of this study is to model the interaction be-
tween context words without taking into account the effect of
the target word. We also compare the outcome of this study
with Study 1 in order to understand the relationship occurring
between context words in isolation and between those words
and the target.

Method We computed the cosine distance between each
pair of context words (e.g., for condition Three: forest-picker,
picker-basket, forest-basket) and we averaged them. The re-
sulting cosines were averaged again by condition.

Results Figure 3 shows the average cosine distance per
condition. Similarly to the previous results, the increasing
amount of biasing context produces a reduction in the dis-
tance between the context vectors. Table 3 reports the LME
coefficients for these data. The model structure is the same
as in the previous study. The difference between condition
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Predictor β Model 1 β Model 2 β Model 3 β Model 4
(Intercept) 2.7∗∗∗ 2.5∗∗∗ 2.6∗∗∗ 2.7∗∗∗

AvgTarget −15.5∗∗∗ −10.7∗∗∗ −8.5∗∗∗

AvgContext −13.4∗∗∗ −7.7∗∗∗ −10.1∗∗∗

AvgTarget:AvgContext −81.6∗∗∗
∗p < .05, ∗∗p < .01, ∗∗∗p < .001

Table 2: LME coefficients for the model comparison study.

Zero and One is not significant, while all the other differ-
ences are strongly significant (p < .001). A post-hoc anal-
ysis shows significant differences between condition Two and
Three (p = .007) and all the remaining conditions (p < .001).

A rank correlation analysis between the cosines for each
item described in Study 1 and Study 2 shows an association
of medium strength (ρ = .65, p < .05). In order to test the
interaction of the information captured by the two models we
performed a series of LME analyses treating the contextual
condition as the dependent variable, the average cosines from
Study 1 (AvgTarget) and Study 2 (AvgContext) as continu-
ous predictors, random slopes and intercepts under Item. To
reduce collinearity in our analyses, we centered the predic-
tors and we assessed the collinearity between them estimat-
ing the conditional number κ. As suggested in Baayen (2008),
κ = 3.3 indicates the absence of collinearity between the pre-
dictors.

Four different LME analyses including different combina-
tions of these predictors were performed. Table 2 reports the
coefficients for each model (1–4) and shows significant ef-
fects for all the predictors. In Model 1 we included only Avg-
Target as predictor, while in Model 2 we included only Avg-
Context. In Model 3 we included both the predictors but not
their interaction. Model 4 is the most complex one and in-
cludes the interaction between AvgTarget and AvgContext.

A model selection procedure that compares the log likeli-
hoods of the different models was performed in order to de-
termine the model that provides the best fit to the data. Both
the comparison of Model 1 and Model 3 and the comparison
of Model 2 and Model 3 show that the inclusion of both the
predictors (as in Model 3) significantly enhances the accuracy
of the model (p < .001). On the other hand, the comparison
of Model 3 and Model 4 does not show any significant differ-
ence (p=.08) and suggests that the inclusion of the interaction
between the two predictors does not improve the fit signifi-
cantly.

Discussion Similarly to what we described in the previous
modelling study, we show a strong relationship between HB
context words that produces a significant reduction in the
average cosine distance when increasing the amount of HB
information provided. The model selection procedure indi-
cates that the inclusion of both contextual relations and target-
context relations is essential to improve the fit of the model to
the data.

The basic assumption behind this study is that HB context
words are not only highly related to the target word but also
strongly associated to each other. In order to test this hypoth-
esis experimentally, in Experiment 1 we collected association
scores between context words. The outcome of this experi-
ment should shed more light on the relation between contex-
tual words. Moreover, in Study 3 we model these scores using
the distributional model.

Experiment 1: Association between Context
Words

Aim The aim of the study is to test our assumption that
highly biasing context words are not only related to the target
word, but also to each other, thus explaining why a context-
only model (Study 2) was able to predict the reading time data
from Frassinelli et al. (2013).

Method This experiment was performed on Amazon Me-
chanical Turk. Subjects were required to rate how related two
words are on a scale from 1 (not at all related) to 5 (very re-
lated). Subjects were all native speakers of English with an
US account. They were paid $ 0.20 to produce 24 association
scores and were allowed to complete only one hit from the
same batch.

144 participants took part to the experiment producing a
total of 3,456 association scores. Each item was evaluated by
twelve subjects. Participants were asked to judge the relation
between each combination of LB and HB context words.

Results On average, two high biasing words have the high-
est association score: 3.77 (SE ±.05) out of 5. On the other
hand, two low biasing words obtain the lowest score: 2.81 (SE
±.04). The associations between a high biasing and a low bi-
asing word (HB − LB and LB − HB) are 2.93 (SE ±.05)
and 2.96 (SE ±.05) respectively. A LME analysis was per-
formed. The only significant difference is between LB−LB
and HB−HB words (βHighBias = 0.94, p < 0.001). We per-
formed a post-hoc analysis to compare pairwise the differ-
ent conditions. The HB−HB condition obtained significantly
higher association scores than the other conditions (p< .001).

Discussion The aim of this study was to analyse the seman-
tic relationship between pairs of context words. In this exper-
iment we directly evaluated this relation without the influ-
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ence of the target word. The HB−HB condition obtained the
highest scores, while the LB−LB condition the lowest ones.
The mixed situations (HB−LB and LB−HB) are negatively
biased by the presence of the LB property in the pair. These
results highlights the fact that the association of a HB word
with a LB word is similar to the association of two LB words
even though HB words have more specific meanings than LB
words.

Overall, this study shows that the words that are highly re-
lated to the target word are also highly related with each other.
LB words, in contrast, being more general words, are less
strongly associated with each other and also with HB words.

Study 3: Predicting Association between
Context Words

Aim Here, we use the model from Study 1 and Study 2 for
the task of predicting human generated association scores be-
tween two contextual words (rather than RTs as in Study 2).
From Experiment 1 it emerged that context words that are
highly related to the target are also highly related to each
other. We therefore expect the semantic similarity between
two high biasing context words to be higher than the similar-
ity between two low biasing context words.

Task In Experiment 1, participants had to evaluate on a
scale from 1 (not related) to 5 (completely related) the as-
sociation between two contextual words (both high and low
biasing words). The model has to correctly predict the 3,456
human-generated association scores.

Method We computed the cosine similarity between pairs
of context words.

Results A LME analysis was performed. The association
scores are the dependent variable, the cosine similarities
(posPmi, dim=30,000) the continuous factor, subject and item
the random slopes and intercepts. The model shows a signifi-
cant positive relation between word similarity and association
scores (βCosine = 6.431, p < 0.001).

Discussion This study demonstrated a positive relationship
between the human association scores and model similar-
ity scores for context words. This indicates that the model
successfully captures the relation between context words we
found in the association study (Experiment 1). Words that are
highly related to the target word are also strongly associated
with each other because they occur in similar contexts.

Taken together, the results from this study and Experi-
ment 1 confirm the assumptions underlying in Study 2. They
provide evidence that the facilitation effect found in the RT
data of Frassinelli et al. (2013) cannot be attributed solely to
the relationship between the context words and the target; the
relationship of the context words with each other also plays a
role.

General Discussion
The studies reported in this paper aimed to test if a bag-of-
words DSM can capture the relation between context and tar-
get words and, consequently, describe context effects on word
processing in terms of feature overlap. We conducted three
studies where we analysed different aspects of the target–
context relation.

In Study 1 we showed that the DSM can successfully pre-
dict the RTs from Frassinelli et al. (2013). We averaged the
cosine distance between each context vector and the target
vector and we averaged again the resulting values by condi-
tion. When increasing the amount of HB context words the
cosine distance significantly decreases.

In Study 2 we modelled the relation between context words
without the influence of the target. The outcomes of this
model show that the inclusion of more HB information re-
duces the cosine distance in the different conditions. In order
to test the validity of these results we collected association
scores between pairs of context words. As shown in Study 3
the model can successfully predict these scores indicating that
words that are highly related to the target word are also highly
related to each other. The model comparison study highlights
the importance of including both these relations in order to
have the best fit of our data.

Overall, this study provides support for feature overlap the-
ory by showing that contextual facilitation is cumulative, i.e.,
it increases with the number of highly biasing context words.
This theory however does not account for the context-only
effect that we found in Study 2 and Experiment 1.

We demonstrated that the accumulation of semantic fea-
tures can be modeled as the combination of the distribu-
tional vectors of the context words. Distributional semantics
therefore provides a computational implementation of feature
overlap theory, with semantic features represented as vectors
components (i.e., word co-occurrences).
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Abstract 
The processing of Navon figures (Navon, 1977), i.e., 
hierarchical letter stimuli, has been studied in experimental 
settings for many years. In particular, they have been studied 
in the context of visual hemifield studies and yielded an 
interaction between hemifield and whether a target is at the 
local or global level, with a right hemisphere advantage for 
the global level, and a left hemisphere advantage for the 
targets at the local level (Sergent, 1982). This is a ventral 
stream process, however, and we were interested in whether 
there might be a similar interaction for hierarchical motion 
stimuli, presumably a dorsal stream process. Hence we 
developed a series of dynamic geometric Navon figures in 
order to study global/local rotation processing. These figures 
consist of a global figure (a triangle or a square) made up of 
local figures (also triangles or squares). Both global and local 
figures can rotate in either clockwise or counterclockwise 
directions independently. We found that there is no right or 
left visual field perceptual advantage for either the global or 
local levels of these figures. However, curiously enough, we 
found that there is a significant processing advantage for 
clockwise motion compared to counterclockwise motion. We 
also found a highly significant interaction between the 
detection of a particular rotational motion and the presence or 
absence of that motion in the figure being examined. Finally, 
our data strongly support the Global Precedence Hypothesis 
which says that people generally tend to focus on the global 
properties of an object before local properties and that 
processing proceeds in a global-to-local direction. 
 

Introduction 

Navon figures (Navon, 1977, Figure 1) are figures in 
which a global pattern is made up of smaller copies of 
some local pattern. For example, an alphabetical letter 
(e.g., the letter “H”) could made up of smaller copies of 
another letter (e.g., “E”). These figures have been used 
in many different types of experiments studying 
attentional biases and deficits, in an attempt to learn 
more about how people process hierarchically 
structured information.  

In particular, the Global Precedence Hypothesis 
(Navon, 1977) has been the focus of a considerable 
body of research. This hypothesis says that people 
generally tend to focus on the global properties of an 

object before turning their attention to its local 
properties, implying that processing generally proceeds 
in a global-to-local direction. This idea has received 
much support from the time of the original experiments 
by Navon (1977) to the present. Exceptions, however, 
have been found to this general rule, such as a study by 
Davidoff, Fonteneau  and Fagot (2008) in which they 
observed local precedence in a non-Western (Himba) 
population of nomads. Visual hemifield studies have 
shown that it depends on which hemisphere is 
processing the stimulus, with a crossover interaction 
showing that the right hemisphere (RH) exhibits global 
precedence, but the left hemisphere (LH) exhibits local 
precedence (Sergent, 1982).  
 

 
 

Figure 1. Congruent and incongruent Navon figures 
(from Watson, 2013). 

 
Navon figures have also been used in developmental 
studies (e.g., Scherf, Behrmann, Kimchi,  and Luna, 
2009), autism (Gross, 2005), Williams Syndrome (Pani, 
Mervis,  and Robinson,1999; Fayasse  and Thibaut, 
2002; Abreu, French, Cowell,  and de Schonen, 2006), 
dyslexia (von Karolyi, Winner, Gray,  and Sherman, 
2003) and other disorders.  

The study that served as the springboard for the 
current work is the Sergent (1982) study described 
above. Sergent showed that the RH shows global 
precedence, while the LH shows local precedence. We 
were interested if the same was true of motion 
processing. 
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There have been numerous similar studies involving 
hemispheric asymmetries and global/local processing of 
spatial frequencies (e.g., Martin, 1979b). Computational 
models of these hemispheric asymmetries in 
global/local processing have recently been developed 
by Cipollini, Hsiao,  and Cottrell (2012) and Hsiao, 
Cipollini,  and Cottrell (2013). 

While there have been many studies of the brain 
dynamics of processing static Navon figures, to our 
knowledge, there have been only a relatively small 
number of studies of the processing of dynamic Navon 
figures (e.g., Pomerantz, 1983; Anstis  and Kim, 2011). 
The move to dynamic Navon figures is a natural one. 
The brain, after all, is designed to process dynamic 
information in the environment. There are many 
situations in everyday life where the component parts of 
an object do not necessarily move in the same direction 
as the object itself. The wings of an in-flight bird, for 
example, are moving up and down, whereas the bird is 
moving horizontally. When backing up your car, you 
turn the (local) steering wheel to the left in order to 
make the (global) car turn in the opposite direction. 

We have developed a set of dynamic geometric 
Navon stimuli, some of which are shown in Figure 2 
below. These stimuli were specifically designed to 
study hierarchical rotational movement. We wanted to 
investigate the central question raised by Sergent 
(1982) in the context of our hierarchical rotational 
stimuli. We were tentatively able to answer the 
following questions: 

 
– Is there, as in Sergent (1982), a left-visual-field 

or right-visual-field preference for global/local 
clockwise or counterclockwise rotation?  
Answer: no. 

– Is there a preference for the detection of 
clockwise or counterclockwise rotation, 
independent of the visual field?  
Answer: yes. 

– Does the Global Precedence Hypothesis (Navon, 
1977) hold for globally and locally rotating, 
geometric Navon figures?  
Answer: yes. 

 
In what follows, we will first describe the dynamic, 
geometric Navon figures that we have developed and 
used in our experiments. We will then describe the 
methodology of the experiment reported here. And 
finally, we will show how the analysis of our results 
allows us to tentatively answer the above questions. 

The Global-Local Rotation Stimuli 

we developed a set of “geometric” Navon figures 
(Navon, 1977), whose global figure (either a square or 
an equilateral triangles) was made up of either of 
equilateral triangles or squares. These figures are based 
on those used in Abreu et al. (2006). All global figures 
consist entirely of either squares or triangles. We felt 
that it was of particular importance that the stimuli be 
very simple geometrical forms because we wanted them 
to be easily recognized in any orientation. An upside-
down or sideways U, for example, bears little, if any, 
resemblance to a U, whereas an equilateral triangle or a 
square, in any rotated position, is still instantly 
recognized as a triangle or a square. (It is true, however, 
that a square rotated 45° is a rhombus and, so, perhaps 
future studies should only use triangles.) We did not 
want participants focusing on how a figure transformed 
as it rotated, as would have been the case had we used 
traditional letter Navon figures and rotated them.  

There are two types of rotation, clockwise (C) and 
counterclockwise (X). The global figures rotate either 
in a clockwise or counterclockwise manner about their 
center. Each of the local figures also rotates either 
clockwise or counterclockwise about its center. Each 
local figure rotates in the same direction and at the 
same speed around its axis of rotation as the other local 
figures. So, for example, participants will see (Figure 2, 
panel 1) a global square rotating clockwise whose 
component squares are each rotating in a 
counterclockwise direction. The convention we have 
adopted throughout this paper is to indicate the different 
classes of items by two letters, the first in upper case 
(“C” or “X”) to designate the global movement, the 
latter in lower case (“c” or “x”) to designate the local 
movement. There are, therefore, four classes of items: 
Cc (global and local clockwise), Cx (global clockwise, 
local counterclockwise), Xc (global counterclockwise, 
local clockwise), and Xx (global and local 
counterclockwise).  

In addition, based on work by Martin (1979a), that 
showed for static Navon figures, sparse figures can lead 
to local dominance, we varied the sparsity (number of 
components) making up the global figures. We used an 
equal number of sparse and dense items. A dense global 
square has 8 local figures; a sparse global square has 4 
local figures, one at each of its vertices. A dense global 
triangle has 6 local figures; a sparse local triangle has 3 
local figures, one at each of its vertices. We 
counterbalanced the number of dense and sparse figures 
in the design of the experiment. We did not consider the 
density of the items in the present analysis, as 
preliminary analysis showed there was no effect of 
sparsity on our results. 

We wished to examine various aspects of the perception 
of global and local rotational movement and, therefore, 
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Figure 2. Four examples of the geometric Navon figures. The global and local figures can rotate in either clockwise 
or counterclockwise direction, as shown in the first panel. The 2nd and 4th figures are sparse – the others dense.

 
Experiment 

Overview 
We wished to establish whether there was a right/left 

visual field preference for global/local rotational 
movement similar to the one shown in Sergent (1982) 
for static letter-based Navon figures. The design of the 
present experiment, if not the stimuli, was largely based 
on Sergent (1982). To our surprise we discovered an 
overall preference for clockwise or counterclockwise 
motion. And finally, we wanted to ascertain whether or 
not the Global Precedence Hypothesis (Navon, 1977) 
applied to the globally and locally rotating stimuli that 
we developed.  

Participants 
The participants in this experiment were 81 

undergraduate students, 69 women and 12 men 
(average age: 19.7 years, age range: 17-37 years) 
studying at the University of Burgundy, Dijon, France. 
Three participants were removed because their 
responses indicated that they had not understood the 
instructions. All participants had normal or corrected-
to-normal vision. Of the remaining 78 participants 69 
were right-handed and 43 had a right-eye ocular 
dominance (Chaurasia  and Mathur, 1976). All 
participants received course credit for their participation 
in the experiment. Explicit informed consent was 
obtained from all participants. All participants were 
informed that they could terminate the experiment at 
any time and for any reason without incurring loss of 
course credit. 

Stimuli 
The stimuli were as described above in the section 

“Global/Local Rotation Stimuli”.  

Methodology 
Participants were seated approximately 60 cm from 

the computer screen on which the stimuli appeared. 
Each global figure fit in a 10 cm x 10 cm square and the 
local figures fit in a 1.8 cm x 1.8 cm square. There was 
a fixation cross in the center of the screen. Half of the 
figures were presented so that the center of the global 
figure was either 2° left or 2° right of the fixation point; 

the other half were presented 4° to the left or 4° to the 
right of the fixation point. Each item was left on the 
screen for exactly 250ms.  

A block design was used with a Clockwise block and 
a Counterclockwise block. Half of participants saw the 
Clockwise block first; half saw the Counterclockwise 
block first. In the Clockwise block, participants were 
asked whether or not they saw Clockwise (C) motion in 
either the global figure or the local figures of the item 
that appeared on the screen. In the Counterclockwise 
block, they were asked if they saw Counterclockwise 
(X) motion in either the global figure or its component 
local figures. Half of the participants began the 
experiment with the Clockwise block, the other half 
began with the Counterclockwise block. In the 
Clockwise block, participants saw 8 Cc, 8 Cx, 8 Xc, 
and 24 Xx items. The reason that there were more Xx 
items was to ensure that the yes/no answers to whether 
or not there was the designated motion were balanced. 
In an identical fashion, the Counterclockwise block 
consisted of 8 Xx, 8 Xc, 8 Cx, and 24 Cc items and 
participants had to say whether they saw 
counterclockwise motion in the displayed item. Items 
were displayed on the screen in a serial manner.  

In the "clockwise detection" block, the participant 
would look for clockwise motion in the items. If 
clockwise motion was detected in the displayed item, 
he/she would press the "L" (= “yes”) key on a computer 
keyboard attached to the display. If no clockwise 
motion was detected, the participant pressed the “S” 
key (= “no”) on the keyboard. (The yes/no key 
correspondence was counterbalanced over subjects.) 
They were instructed to respond as quickly and 
accurately as possible. Because the item remained on 
the screen for only 250ms., participants often made 
errors. For example, in the "clockwise detection" block, 
they might have responded “no” to an Xc item, when in 
fact, the local figures were moving in a clockwise 
direction.  

Items were chosen in such a way that there were as 
many Dense items as Sparse items, and that there were 
equal numbers of items displayed for each of the 4 
visual angles (i.e., -2°, +2°, -4°, +4° with respect to the 
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fixation point). We randomly chose the types of 
component figures (squares or triangles) used to build 
the global figures. So, a global square comprised of 
local triangles was considered to be equivalent for our 
purposes to a global triangle made up of local triangles. 
In short, we were concerned with the directions of 
global and local rotations, not the exact composition of 
the global-local figures. So, for example, for an Xc 
item, a global shape (e.g., a square) and a local shape 
(e.g. a triangle) were randomly selected and the Xc 
movement imposed on these shapes. 

The experiment lasted between 20 minutes and half 
an hour.  

Results 
For certain participants this experiment proved 

difficult and tiring. We analyzed reaction time (RT) 
data only for correct responses. For each of the 
conditions, we removed RT outliers beyond 2 standard 
deviations from the mean. We then excluded any 
participant who, in either the Clockwise block or the 
Counterclockwise block, did not have correct and non-
outlier responses for more than 50% of the items. In all, 
63 participants met these criteria. The reported analyses 
are using the data from these participants. No data 
imputation was used to replace missing data. 

We collected data on participants’ right- or left- 
handedness and their ocular dominance. For the 63 
participants whose data we analyzed, all but 6 were 
right-handed. This overwhelming imbalance of right-
handed participants meant that we did not analyze right-
handed and left-handed participants as two separate 
groups. On the other hand, 33 of the participants had a 
right-eye ocular dominance, and 30 had left-eye ocular 
dominance (Chaurasia  and Mathur, 1976) and we 
therefore treated Ocular Dominance as a between-
subjects variable in our analysis. 

Further, and importantly, for the analyses concerning 
rotation-type detection, we considered only items with 
“pure” clockwise rotation or “pure” counterclockwise 
rotation, i.e., items in which both the Global figure and 
associated local figures rotated in the same direction 
(i.e., Cc or Xx items). We used only these items 
because we wanted to compare how quickly the 
presence or absence of a rotation type could be detected 
when it was either completely present or completely 
absent from the observed item. This choice was, in 
addition, particularly important because there were so 
many errors when the answer for a “mixed” item (i.e., 
Xc or Cx) was at the local level. For this reason no 
“mixed” rotation items were considered in this analysis. 

An ANOVA on this data produced the following 
results.  

There was no significant main effect of Ocular 
Dominance (right-eye, left-eye), p = 0.83. There was 
also no significant main effect of Visual Angle (2°, 4°) 

with respect to the central fixation point (p = 0.122) or 
of Visual Field (p = 0.55). Most importantly, with 
respect to the results reported in Sergent (1982), there 
was no significant interaction between Left Visual Field 
(LVF) and Right Visual Field (RVF) and 
Global/Location rotation (p = .605).  

 

Of particular importance for the present paper is the 
main effect of Detect Rotation (Clockwise, 
Counterclockwise). We compared the time to determine 
whether clockwise (C) motion was present in a Cc item 
or absent in an Xx item with the time to determine 
whether counterclockwise (X) motion was present in an 
Xx item or absent in a Cc item. Clockwise motion 
detection turns out to be significantly faster than 
Counterclockwise motion detection. F(1,53) = 13.1, p = 
0.0007, η2 = 0.20. There is also a highly significant 
interaction between Detect Rotation (Clockwise, 
Counterclockwise) x Rotation type (Cc, Xx). F(1,53) = 
102.6, p < 0.00001, η2 = 0.66. (Figure 3). This result is 
not particularly surprising, since it simply says that it is 
easier to find something when it is present, than 
discovering that it is not present. In the first case, the 
search stops as soon as an instance of the sought-after 
pattern (in this case a type of motion) is found. In the 
latter case, all patterns must be searched to be sure that 
the sought-after pattern is not present.  

Detecting Clockwise vs. Counterclockwise motion 

In addition, a Tukey HSD post-hoc shows that it 
takes significantly less time (p = 0.026) to detect 
clockwise (C) motion in Clockwise items (Cc) than it is 
to detect counterclockwise motion (X) in 
Counterclockwise items (Xx). The same analysis shows 
that it does not take significantly longer to detect the 
absence of clockwise motion in Counterclockwise items 
than it does to detect the absence of counterclockwise 
motion in Clockwise items (p = 0.148).  

 
Figure 3. A strong interaction between the type of 
rotation that is to be detected (either C or X) and the 
type of item rotation (either Cc or Xx). (SEM error 
bars) 
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Our results also demonstrate the validity of the 
Global Precedence Hypothesis (Navon, 1977) for 
dynamic, geometric Navon figures in which there is 
both global and local rotational movement. If we 
collapse across the density of the local figures (which 
had no significant main effect) in each of the items and 
their location on the screen with respect to the fixation 
point (which also had no main effect), there are four 
item types, corresponding to the types of rotation at the 
global and local levels. These item types are: Cc, Cx, 
Xc, and Xx. To reiterate, for each Detection Block the 
participant had to detect a certain type of motion in 
each block, either clockwise (C) or counterclockwise 
(X). This motion could either be at the global or local 
level of the figure.  

Global Precedence Hypothesis 

Across all participants, we recorded the number of 
errors made for each category of items. The results are 
shown in Figure 4. Participants accuracy for all item 
types, except two, is anywhere between 77% and 95%. 
So, for example, when detecting the presence or 
absence of clockwise motion (C) in Cc, Cx, or Xx 
items, participants’ accuracy is at 88%, 78%, and 95% 
respectively. Likewise, when detecting the presence or 
absence of counterclockwise motion (X) in Cc, Xc, and 
Xx, their performance is 90%, 77%, and 83% 
respectively. However, when detecting clockwise (C) 
motion in Xc items or counterclockwise (X) motion in 
Cx items, their performance plummets to an abysmal 
35% and 36%, respectively. In other words, participants 
are performing considerably worse than they would 
have done had they simply been guessing! 

However, these results can be explained very simply 
by invoking the Global Precedence Hypothesis. If one 
considers    that     participants     are    overwhelmingly  

 
 
Figure 4. The fraction of correct responses for each 
item type and detection type. 
 
influenced by the global rotation, then this is precisely 
the pattern of results that would be expected. In other 
words, ignoring, or largely ignoring local rotation 
would produce the results in Figure 5. If one is focusing 
on global rotation, the only items that will cause 

problems are, indeed, those in which the rotation type to 
be detected is the rotation type of the local figure. Now, 
obviously, if participants were relying exclusively on 
global rotation, then their rate of correct responses for 
C_Xc (“Detect C in Xc”) and X_Cx (“Detect X in Cx”) 
would be 0. Since this is not the case, it is reasonable to 
assume that there is still some influence of the local 
rotation on the answer. In any case, these results clearly 
support the Global Precedence Hypothesis in the case 
of dynamic (i.e., rotating) Navon figures. One 
possibility that is closely in line with this explanation is 
the motion-silencing illusion (Suchow  and Alvarez, 
2011), in which global rotation makes it hard to detect 
changes in local elements, which in this case would be 
their motion.  
 

General Discussion 
The general issue we were investigating was whether 
the interaction between visual field and local or global 
dominance that is presumably mediated by the ventral 
processing stream (form perception) extended to the 
dorsal (motion processing) stream. Hemispheric 
asymmetry in processing of motion has been found in 
deaf signers (Bosworth and Dobkins, 1999), with left 
hemisphere dominance, but not in hearing individuals. 
Our hypothesis was that, while there may be no main 
effect of visual field in hearing subjects, there still 
could be an interaction between visual field and 
local/global processing. However, we found no 
evidence of such an interaction.  

On the other hand, we found, to our surprise, that 
clockwise motion is more easily detected than 
counterclockwise motion. We considered the fact that 
perhaps clockwise motion is more common in the 
environment than counterclockwise motion. But upon 
reflection this is not obviously so. We drive 
counterclockwise around traffic circles, observe 
counterclockwise track races, remove screws, open tops 
on jars, etc., all of which involve counterclockwise 
motions. Perhaps the fact that in the West readers scan 
written material from left to right could produce the 
"clockwise bias" we observed, which is something that 
could be empirically tested by seeing if this bias exists 
in cultures where reading proceeds from right to left. In 
any case, this puzzling finding has no obvious, simple 
explanation that we can suggest, but if it replicates, then 
it would be an interesting phenomenon to try to explain 
with a model. Further experiments should be done to 
verify this effect. 

On the other hand, the finding that there is 
dominance of global motion is consistent with the 
global precedence hypothesis. However, global 
precedence has been found in static displays to be 
affected by visual field, sparsity, and culture, among 
other things (Sergent, 1982, Martin, 1979a, Davidoff, et 
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al., 2008). We believe we can rule out that the global 
dominance is affected by visual field, based on our 
experiments. Sparsity in static displays can lead to local 
dominance (Martin, 1979a). Since we found no effect 
of sparsity either, and the levels of sparsity we used 
were as sparse as possible given the shapes we used, we 
don’t believe that future sparsity manipulations will 
alter the result. 

One issue with our results is that subjects actually 
were worse than chance at detecting the local motion 
when it was in the context of global motion in the 
opposite direction. Our experiments should be repeated 
with longer exposure time to see if this bias can be 
overcome. 

The interaction we found between the target type and 
the rotation type seems less interesting, as it could 
simply be the result of finding the target taking a 
shorter time than not finding the target. This should be 
confirmed in future experiments.  

In summary, our results suggest that there is no 
hemispheric asymmetry in motion processing at the 
local versus the global level. However, our data are 
consistent with the global precedence hypothesis for 
static images. Finally, the finding that clockwise motion 
is easier to detect than counterclockwise motion 
deserves further study, as it is a finding that is as 
puzzling as it is intriguing.  
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Abstract 

This paper describes an extension to the MOSAIC model 
which aims to increase MOSAIC’s fit to the cross-linguistic 
occurrence of Optional Infinitive (OI) errors. While previous 
versions of MOSAIC have successfully simulated these errors 
as truncated compound finites with missing modals or 
auxiliaries, they have tended to underestimate the rate of OI 
errors in (some) obligatory subject languages. Here, we 
explore defaulting effects, where the most frequent form of a 
given verb is substituted for less frequent forms, as an 
additional source of OI errors. It is shown that defaulting in 
English tends to result in the production of bare forms that are 
indistinguishable from the infinitive, while defaulting in 
Spanish is less pronounced, and tends to result in the 
production of 3rd person singular forms. Dutch verb forms are 
dominated by the stem in corpus-wide statistics, and the 
infinitive in utterance-final position, suggesting defaulting in 
Dutch may change qualitatively across development. 
Defaulting is shown to increase MOSAIC’s fit to English and 
Dutch without affecting its already good fit to Spanish, and 
provides a potential way of simulating the cross-linguistic 
pattern of verb-marking errors in children with SLI. 

Keywords: Language Acquisition; MOSAIC; Optional 
Infinitive errors; defaulting; SLI 

Introduction 
Children in many languages have been shown to produce 
so-called Optional Infinitive (OI) errors, involving the use 
of non-finite verb forms in contexts in which a finite verb 
form is obligatory in the adult language. Thus, English-
speaking children produce utterances like He go there, and 
Dutch-speaking children produce utterances like Mama 
helpen (Mummy help). While this may not be apparent from 
the English example (where the infinitive is a zero-marked 
form), the Dutch example makes it clear that the errors 
actually involve the use of a non-finite form – in this case 
the infinitive, which is marked by the infinitival morpheme 
–en. Optional Infinitive errors have attracted a great deal of 
attention, since they are produced in a large number of 
(Germanic) languages, but are relatively rare in highly 
inflected pro-drop languages such as Spanish and Italian.  

An influential Generativist account of Optional Infinitive 
errors is that of Wexler (1994, 1998), who argues that 
language-learning children have set all the inflectional and 
clause structure parameters for their language from an early 
age but are subject to a ‘Unique Checking Constraint’ which 

prevents them from checking the D-feature of the subject 
DP against more than one DP. In obligatory subject 
languages such as Dutch and English, which require the 
checking of two D-features (Agreement and Tense), this 
results in the under-specification of Agreement or Tense and 
the production of an uninflected verb form. Null subject 
languages such as Spanish and Italian only require the 
checking of Tense on finite main verbs, and OI errors are 
therefore rare in these languages.  
 An alternative account of OI errors is provided by 
MOSAIC (Freudenthal et al. 2006, 2007, 2010). MOSAIC, 
which is implemented as a computational model, 
instantiates a view of language acquisition as input-driven 
learning. MOSAIC views language learning as heavily 
biased towards the ends of utterances and simulates OI 
errors as truncated compound finites: auxiliary/modal + 
infinitive constructions with a missing modal or auxiliary.  
 An early version of MOSAIC (Freudenthal et al. 2006, 
2007) simulated (English1) OI errors directly through its 
utterance-final bias by omitting the utterance-initial 
modal/auxiliary from questions: (Can) he go? A later 
version of MOSAIC (Freudenthal et al. 2010, submitted) 
expanded on these simulations by complementing 
MOSAIC’s utterance-final bias with a small utterance-initial 
bias. This version is capable of utterance-internal omission, 
and can produce OI errors by omitting the auxiliary or 
modal from declarative compound constructions: He (can) 
go. Both versions of MOSAIC have been shown to provide 
a good fit to the data from a range of languages (English, 
Dutch, German, French and Spanish). The simulations with 
MOSAIC show that the key aspects that determine the rates 
of OI errors in a language are the frequency of compound 
finite constructions, and the way in which these 
constructions pattern (see Table 1 for examples of English, 
Dutch and Spanish simple and compound finite 
constructions). Thus, MOSAIC simulates the slightly higher 
rates of OI errors in Dutch compared to German (two 
languages that are virtually identical in terms of verb 
placement), as a result of compound finite constructions 
being slightly more frequent in Dutch. It furthermore 

                                                             
1 Due to the impoverished morphology of English, the presence 

of a 3rd singular subject is required for the identification of an OI 
error. In (many) other languages, the simple occurrence of a form 
matching the infinitive is sufficient. 
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simulates the far higher rates of OI errors in Dutch (and 
German) compared to Spanish, despite the fact that, in 
Spanish, compound constructions occur at rates that are 
similar to Dutch/German. The key aspect here is that non-
finite forms in Dutch and German occur in utterance-final 
position, following potential complements, whereas they 
tend to occur in medial position in Spanish (preceding 
potential complement). The proportion of verbs in 
utterance-final position that are non-finite is therefore far 
higher in Dutch/German, and MOSAIC’s utterance-final 
bias thus results in higher levels of OI errors in 
Dutch/German compared to Spanish. 
 

Table 1: Simple and compound finite constructions 
in English, Dutch and Spanish. 

Simple Finite 
    I eat a cookie 
    Ik eet een koekje (I eat a cookie) 
    Como una galleta ((I) eat a cookie) 
 
Compound Finite 
    I want to eat a cookie 
    Ik wil een koekje eten (I want a cookie eat) 
    Quiero comer una galleta ((I) want eat a cookie) 

 
However, one problem with the current version of MOSAIC 
is that it is unable to simulate the very high level of OI 
errors in early child English. Thus, Freudenthal et al. (2010) 
report that MOSAIC underestimates English OI rates by 
about 25 percentage points during the early stages, and 
suggest that a paradigm-building (cf MacWhinney 1978) or 
defaulting mechanism may provide an additional source of 
OI errors over the positional mechanism employed in 
MOSAIC. In particular, they point out that the impoverished 
morphological system of English results in a large 
proportion of present tense forms being indistinguishable 
from the infinitive. The high rate of OI errors in English 
children’s speech may therefore partially reflect them 
producing the bare form as a default, and the inclusion of 
such a mechanism in MOSAIC may boost the model’s rate 
of OI errors and improve the fit to the English data. 
 Räsänen, Ambridge and Pine (2014) provide support for 
this suggestion from an elicited production study in which 
English children were required to produce 3rd singular verb 
forms.  Räsänen et al. found that, across 48 verbs, there was 
a significant negative correlation between the children’s rate 
of 3rd singular –s production and the proportion of bare vs. 
3rd singular forms for these verbs in a representative input 
sample. Thus, children tended to omit the 3rd singular –s 
most for those verbs that showed the greatest tendency to 
occur as bare rather than 3rd singular forms in the input. 

Since defaulting effects reflect the frequency distribution 
of individual verbs, they are likely to differ across different 
languages. This suggestion is supported by data from 
Spanish. Aguado-Orea (2004) provides data from a Spanish 
child who erroneously produced (the frequent) 3rd person 
singular present tense in 3rd person plural present tense 

contexts – an error that is currently beyond MOSAIC’s 
capabilities. 

Räsänen et al. (in prep) compared elicited production data 
from Swedish and English children in compound (modal) 
and simple finite contexts. Unlike in English, the Swedish 
infinitive is a marked form, which is clearly distinguishable 
from the highest frequency finite form. Räsänen et al. found 
that, while English children produced OI errors in both 
simple and compound finite contexts, Swedish children did 
so only in compound finite contexts. Data from this study 
thus suggest that the positional effect implemented in 
MOSAIC operates in both Swedish and English, while the 
defaulting effect is much more pronounced in English where 
the infinitive matches the most frequent finite form. 
 In summary, while there is strong (cross-linguistic) 
evidence for OI errors being compound finite structures 
with missing modals or auxiliaries, children appear to 
produce a second type of error that contributes to OI errors 
in some, but not all languages. 
 This paper aims to extend MOSAIC’s existing 
mechanisms for the simulation of OI errors with a lexically-
specific defaulting mechanism that substitutes the most 
common form of a verb for less common forms where a 
default forms exists for a given verb. The mechanism will 
be tested using three languages that have different 
inflectional paradigms and structural properties: English, 
Dutch and Spanish. The key question is whether the cross-
linguistic differences in the inflectional paradigms and 
frequencies of verb forms give rise to different patterns of 
defaulting and whether such a mechanism is able to boost 
OI levels for English simulations without affecting the good 
fit to other languages. A second question concerns the 
plausibility of utterances with defaulted forms. A key 
characteristic of Dutch children in the OI stage, is that, 
when they produce non-finite forms, they overwhelmingly 
place them correctly in utterance-final position (rather than 
in finite V2 position). Since a defaulting mechanism does 
not affect verb position, it could potentially result in 
utterances that have non-finite verb forms in finite position, 
a feature that is rare in child speech. 
 
Input Analysis 
In order to determine the potential effects of defaulting 
across the three languages, corpora of child-directed speech 
were analysed to derive counts for the different verb 
inflections. There are substantial differences between the 
inflectional paradigms of English, Dutch and Spanish. The 
English (present tense) paradigm consists of two forms: the 
bare form (which matches the infinitive) and the 3rd person 
singular. The Dutch paradigm contains three forms. The 
stem (1st person singular), stem+t (2nd and 3rd person 
singular)2 and stem +en (all 3 plurals). Dutch plural forms 
match the infinitive. In Spanish, all present tense forms are 
different, and none of them matches the infinitive. The 

                                                             
2 The –t suffix on the 2nd person singular is dropped in questions 

where the subject follows the verb, and the resulting form is the 
stem. 
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Spanish paradigm (including the infinitive) thus has 7 
distinct forms, compared to 3 for Dutch and 2 for English. 
 Counts were collected from a range of speakers. For 
English, the adult speech directed at all (12) children in the 
Manchester corpus (Theakston et al. 2001) was pooled. For 
Dutch, the pooled data from the Groningen corpus (Bol, 
1996) was used. The Spanish counts were derived from the 
corpora of Juan and Lucia from the Nottingham corpus 
(Aguado-Orea, 2004) and combined with those of the Fern-
Aguado corpus.  
 The main aim of the input analysis was to arrive at a 
distribution of verb forms in contexts that require an 
inflected verb form. In English and Dutch, this was done by 
restricting the analysis to utterances containing a 
pronominal subject and a matching verb in an appropriate 
position. For Spanish, which does not require overt subjects, 
the morphology tier of the transcript was used. This allowed 
for the exclusion of imperative forms. The input analysis 
counted forms in interrogative as well as declarative input. 
 A key manipulation in the input analysis was the 
collection of corpus-wide counts as well as counts from 
utterance-final sentence fragments of differing lengths 
(‘bins’). A central assumption in MOSAIC is that children 
produce increasingly long utterance-final phrases and 
children’s knowledge of inflection is likely to reflect the 
changing distribution of verb forms in these increasingly 
long utterance-final phrases. In order to facilitate the bin 
analysis, the input corpora were marked in the following 
way. Verb forms in simple finite utterances were marked as 
being tensed (e.g. he goes-tensed away). For compound 
finite utterances, the non-finite main verb was marked as 
untensed, while the modal was marked as tensed (e.g. he 
can-tensed go-untensed, does-tensed he go-untensed?). This 
procedure makes it possible to identify verb forms in 
contexts requiring a tensed form even when restricting the 
analysis to utterance-final fragments.  
 Counts for the different verb forms were collected across 
the corpus as well as for utterance-final bins of increasing 
length. For the bin analysis, untensed forms of main verbs 
were counted, provided the tensed modal was not included 
in the bin. Thus, the utterance does-tensed he go-untensed 
contributes to the counts for go for bins of length 1 and 2, 
but not for bin 3, at which point the utterance contributes to 
the count for does. In terms of the developing child, this 
procedure is designed to simulate an increasing realization 
on the part of the child that, in modal contexts, tense and 
agreement are marked on the modal/auxiliary rather than the 
main verb. The counts generated in the input analysis were 
collected on a verb-by-verb basis. That is, for every English 
verb, the number of times it occurred as a 3rd person 
singular or as a form that matched the bare form was 
counted (past tense forms as well as progressives and 
participles were ignored in the counts). For Dutch, forms 
matching the stem, 3rd person singular and plural/infinitive 
were counted, and all 6 present tense forms and the 
infinitive were distinguished in Spanish. 

 The main aim of the input analysis was to determine the 
extent to which individual verbs showed a clear default. For 
present purposes, a verb was considered to have a default 
form when one form made up at least 65% of its 
occurrences. Only verbs that occurred a minimum of 5 times 
were included in the counts. Results for the English, Dutch 
and Spanish input analysis are shown in Tables 2 through 4. 
 

Table 2: Proportion of verbs that show a default in the 
English input analysis for different bin sizes. Complete 
utterances are included in bins that exceed their length. 

Bin size Bare 
Form 

3rd Sg. No 
default 

N 

1 .94 .01 .06 108 
2 .96 .01 .03 181 
3 .94 .02 .04 215 
5 .89 .05 .07 213 

10 .82 .06 .12 195 
 
As can be seen in Table 2, English verbs predominantly 
default to the bare form/infinitive. Only a handful of verbs 
show a default for the 3rd person singular. Examples of these 
verbs are belongs, tastes, rains, and begins. The proportion 
of verbs that show a default is affected by bin size. As bin 
size increases beyond 3, fewer verbs show a default. This is 
caused by the fact that, as bin size increases, bare forms in 
compound constructions disappear from the counts as they 
are replaced by auxiliaries and modals. However, increasing 
bin size does not change the nature of the default: fewer 
verbs show a default, but the bare form remains the 
dominant default form. 
 The analysis of the Dutch input (Table 3) shows more of a 
qualitative shift. For bin 1, most verbs show a default for the 
infinitive/plural, which occurs in utterance-final position 
(see Table 1). However, this effect is relatively short-lived, 
and, with increasing bin-size, the stem and 3rd person 
singular take over as defaults. By bin 10, roughly half of the 
verbs show a default, split between the stem (~ two-thirds) 
and the 3rd person singular (~ one-third). As in the analysis 
of English, this shift is (partly) caused by modals and 
auxiliaries replacing non-finite forms. However, the main 
reason for this shift is that the (high frequency) singular 
finite forms differ from the infinitive. Since these finite 
forms take second position, they tend to occur in larger bins. 
 

Table 3: Proportion of verbs that show a default in the  
Dutch input analysis for different bin sizes. 

Bin 
size 

Inf. Stem 3rd 
SG 

No 
default 

N 

1 .82 .05 .04 .09 78 
2 .57 .14 .09 .20 93 
3 .39 .20 .09 .31 99 
5 .12 .26 .14 .49 101 

10 .00 .36 .19 .46 101 
 
Results for the Spanish analysis are shown in Table 4.  The 
3rd person singular is the most frequent default form across 
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all bin sizes. While some verbs show an (initial) default for 
the infinitive, this effect is far less pronounced than it is in 
Dutch, where infinitives occur in utterance-final position 
(after potential complements). However, the main difference 
between the Spanish and Dutch analysis is that the 
proportion of verbs that show a default is far lower in 
Spanish. This difference reflects the fact that the Spanish 
(present tense) inflectional system is split across 6 forms, 
compared to 3 for the Dutch system.  
 

Table 4: Proportion of verbs that show a default in the  
Spanish input analysis for different bin sizes. 

Bin 
size 

Inf. 1st 
SG 

2nd 
SG. 

3rd 
SG 

No 
default 

N 

1 .15 .02 .03 .17 .63 147 
2 .10 .01 .02 .15 .71 163 
3 .07 .01 .02 .21 .70 179 
5 .04 .01 .02 .21 .72 189 

10 .04 .01 .02 .25 .68 193 
 
Implementing defaulting in MOSAIC 
The analyses reported in Tables 3, 4 and 5 suggest that 
defaulting is likely to result in different effects as a function 
of language and bin-size. In order to investigate how 
defaulting affects simulated child speech, MOSAIC models 
were trained on English, Dutch and Spanish input. The 
simulations were run using a new, more efficient 
implementation of MOSAIC, which replaces MOSAIC’s 
discrimination net with a hash-table. The current 
implementation does not (yet) incorporate MOSAIC’s 
chunking or generativity mechanism. However, the current 
implementation produces very similar results to those 
reported by Freudenthal et al. (2010), particularly at early 
points in development. Like the version used in Freudenthal 
et al., the current version complements MOSAIC’s 
utterance-final bias with a small utterance-initial bias. This 
allows MOSAIC to produce incomplete utterance-final 
phrases as well as concatenations of utterance-initial words 
with utterance-final phrases. These concatenations allow for 
utterance-internal omission and the production of OI errors 
with subjects through modal omission (e.g He (can) go). 
The training procedure was similar to that employed in 
Freudenthal et al. (2010). For English, this involved the use 
of an input file that was coded for 3rd singular contexts. This 
allowed for the identification of English OI errors in the 
absence of (3rd person singular) subjects, and therefore a 
straightforward comparison with Dutch and Spanish, which 
do not require the presence of a subject to identify OI errors. 
 Training MOSAIC models involves feeding the input 
through MOSAIC several times. Each run of the model 
produces increasingly long utterance-final phrases, which 
may be associated with (short) utterance-initial phrases. 
Since learning is frequency-sensitive, high frequency words 
or phrases have a higher likelihood of being learned than 
low frequency ones. Output is generated from MOSAIC by 
producing all utterance-final phrases and their 
concatenations with utterance-initial words. Output from 

MOSAIC thus consists of a corpus of utterances, which can 
be directly compared to a corpus of child speech3. 
 All models were trained to a stage where MOSAIC’s 
output reached a Mean Length of Utterance (MLU) of 
approximately 2.0. The output was then analysed to 
determine the number of utterances containing a main verb 
that were and were not marked for finiteness. Non-finite 
utterances were those that only contained a verb matching 
the infinitive (learned from a 3rd person singular context for 
English), whereas finite utterances were those containing a 
finite main verb or auxiliary or modal. Freudenthal et al. 
(2010) analysed the speech of children from a number of 
different languages at an MLU of ~ 2.0 and report 
approximate rates of OI errors of .90 for English, and .75 for 
Dutch. OI levels for 2 Spanish children were considerably 
lower at .05 and .20. MOSAIC models for these languages 
showed OI levels of .63 (English), .65 (Dutch) and .15 
(Spanish). MOSAIC thus underestimated OI levels for 
English by approximately 25 percentage points, and by 10 
percentage points for Dutch, while Spanish scores were 
within the range displayed by the children. Table 5 reports 
the results for MOSAIC models trained on the maternal 
speech to two English and Dutch children (Anne, Becky, 
Peter and Matthijs) and one Spanish child (Juan). OI rates 
before defaulting are similar to those reported by 
Freudenthal et al. (2010). Defaulting was implemented by 
searching MOSAIC’s output for finite (present tense) verbs. 
In instances where a verb showed a default and the finite 
form did not match this default, the finite form was replaced 
with the default form. Tables 6 and 7 report the OI levels 
(and proportion of affected utterances) after defaulting 
based on thresholds of 0.60, 0.65 and 0.70. Table 6 reports 
results based on the counts for Bin10. Table 7 reports results 
for Bin2, a value close to the model MLUs, and hence 
developmentally appropriate.  
 

Table 5: Descriptive statistics for English, Dutch and 
Spanish models before defaulting. 

 MLU Prop. OI (verbal) 
utterances 

Anne 2.07 .59 130 
Becky 1.99 .66 109 
Peter 1.97 .61 513 

Matthijs 2.02 .66 1008 
Juan 1.97 .15 1021 

 
 As can be seen in Table 6, defaulting based on Bin10 
results in a small (8-12 percentage points) increase in OI 
levels for English, but has (virtually) no effect on Dutch and 
Spanish. The proportion of utterances that is affected by the 
defaulting mechanism also differs across languages. For 
English, it varies between 18 and 28%, while it is around 
5% for Dutch and 3% for Spanish. 

                                                             
3 Since MOSAIC does not duplicate utterances, analyses are 

typically restricted to utterance types, and duplicate utterances are 
removed from child corpora. 
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Table 6: Proportion of OIs for three levels of defaulting 

based on Bin 10 (proportion of affected 
utterances in parentheses). 

 Defaulting Threshold 
 .60 .65 .70 

Anne .70 (.28) .70 (.28) .71 (.27) 
Becky .74 (.18) .74 (.18) .74 (.18) 
Peter .62 (.05) .61 (.03) .61 (.00) 

Matthijs .66 (.06) .66 (.05) .66 (.03) 
Juan .16 (.03) .16 (.03) .16 (.02) 

 
Defaulting based on the counts for Bin2 shows larger 
effects. Relative to Table 5, OI levels for English have 
increased by 18 to 27 percentage points, substantially more 
than for Bin10. OI levels for Dutch have increased by 4-5 
percentage points, while Spanish OI levels are unaffected. 
The proportion of utterances affected by the defaulting 
mechanism is similar across Tables 6 and 7. The increase in 
OI levels for Bin2 relative to Bin10 thus does not reflect a 
simple increase in affected utterances. Instead, it represents 
a shift in the forms to which the model defaults.  
 

Table 7: Proportion of OIs for three levels of defaulting 
based on Bin 2 (proportion of affected  

utterances in parentheses). 
 Defaulting Threshold 
 .60 .65 .70 

Anne .86 (.34) .86 (.34) .80 (.29) 
Becky .81 (.19) .80 (.18) .79 (.17) 
Peter .66 (.05) .66 (.05) .65 (.05) 

Matthijs .70 (.07) .70 (.07) .70 (.06) 
Juan .16 (.04) .16 (.03) .16 (.03) 

 
Error Analysis  
Since verb placement in Dutch is dependent on finiteness, 
defaulting in Dutch has the potential to result in 
grammatical errors that are not typical of child speech. This 
possibility was investigated by examining the nature of the 
utterances that resulted from defaulting in Dutch (at a 
threshold of 0.65 and Bin2). For Peter’s model, 26 
utterances were affected by defaulting, all of which involved 
a finite form being changed into an infinitive. Eight of the 
utterances contained a verb in final position, and thus 
resulted in a stereotypical OI error. Ten utterances contained 
a verb in finite (V2) position – a position occupied by plural 
verbs. However, since these utterances did not contain a 
subject they were not grammatically anomalous. A further 8 
utterances contained a singular subject combined with a 
plural verb in V2 position. This type of error is rare in child 
speech. However, it makes up less than 2% of the entire 
output for Peter’s model.  
 A similar pattern was apparent in Matthijs’s output. Out 
of 66 utterances affected by defaulting, 5 resulted in clear 
error, and the remainder was roughly equally split between 
subjectless plurals and stereotypical OI errors. 

 In summary, the analysis of the output revealed that the 
defaulting mechanism produced few obvious errors. At an 
MLU of around 2, relatively few utterances contain enough 
syntactic elements for defaulting to result in clear errors. 
Non-matching subject-verb sequences (i.e. OI errors) are 
attested in child speech, and verb-object sequences can be 
contextually, but not grammatically, inappropriate. This 
latter type of error is likely to remain unnoticed in situations 
where the context is ambiguous or cannot be recovered – a 
situation that is likely to occur in corpus analyses, a 
common method in language acquisition research. An 
interesting observation in this respect is made by Verhagen 
and Blom (2014), who argue that the rate of inflectional 
errors in elicited production is far higher than in 
spontaneous speech. Apparently, children are worse at 
inflection than their spontaneous speech suggests. 
 While the error analysis raises the question of whether 
defaulting in Dutch is likely to result in higher error rates at 
higher MLUs (when more syntactic elements are present), 
this is unlikely to be the case. Defaulting is likely to reduce 
as children grow older and their MLU increases. Larger 
MLUs furthermore correspond to larger bins. Fewer verbs 
show a clear default in larger bins, and 3rd person singular 
and (in particular) stem defaults become more frequent. To 
the extent that defaulting still occurs at high(er) MLUs, it is 
thus likely to involve defaulting to the stem, which is a 
phonologically simpler or reduced form. A relevant 
observation in this respect is that omission of 3rd person 
singular –t (or production of the stem in a 3rd person 
singular context) occurs in adult speech in some Dutch 
dialects. Defaulting at higher MLUs is therefore more likely 
to take the form of an error that is not uncommon in the 
adult language.  
 

Conclusions 
The main aim of this paper was to investigate defaulting 
effects as a contributing factor in children’s cross-linguistic 
production of Optional Infinitive errors. An analysis of 
English, Dutch and Spanish child-directed speech corpora 
showed large cross-linguistic differences in the distribution 
of verb forms. A corpus-wide analysis showed that English 
verbs tend to be used in forms that match the bare form, 
whereas Spanish verbs tend to be used in either the 2nd or 
3rd person singular form. Dutch shows a similar pattern to 
Spanish with most verbs showing a default for the stem or 
3rd person singular. A developmentally-inspired input 
analysis which restricted the analysis to utterance-final 
phrases boosted the pattern for English. All but a handful of 
verbs occurred overwhelmingly in the bare form. The Dutch 
developmental analysis showed a shift from the stem and 3rd 
person singular towards the infinitive, while the Spanish 
analysis saw a reduction in the forms that default to the 2nd 
and 3rd singular forms. The input analysis thus suggested 
that the pattern of defaulting would differ across the three 
languages. English children are expected to default to the 
bare form. The fact that the bare form remains the default 
for larger bin sizes suggests that this effect may continue 
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until late in development. Dutch children are expected to 
initially default to the infinitive, while they may default to 
the stem and 3rd person singular in later stages of 
development. Spanish children are expected to show 
relatively little defaulting, and this is likely to be restricted 
to 2nd and 3rd person singulars. Implementation of the 
defaulting mechanism in MOSAIC showed a large boost in 
OI errors for English a small increase for Dutch, and little 
change for Spanish. Defaulting thus has the largest effect for 
those languages where MOSAIC’s earlier fit was poorest. 
However, defaulting does not just boost levels of OIs; it also 
allows MOSAIC to produce verb forms in contexts where it 
previously could not – including the provision of finite verb 
forms in incorrect contexts, and the production of non-finite 
verb forms in contexts that do not have a modal reading - a 
feature that is thought to be more prominent in English than 
in Dutch (Hoekstra & Hyams, 1998). 
 Importantly, rather than rendering MOSAIC’s main 
mechanism for the production of OI errors (the utterance-
final bias) superfluous, defaulting effects are strongest and 
most plausible when combined with the utterance-final bias.  
 An important consequence of these results is that they 
suggest a way in which MOSAIC might be extended to 
provide an account of atypical language development. 
Children with Specific Language Impairment (SLI) show 
slow development of language in the apparent absence of 
deficits outside the linguistic domain. English and German 
(but not Spanish) children with SLI are thought to have 
particular difficulty with verb inflection and have been 
characterized as going through an extended Optional 
Infinitive Stage (Rice, Wexler & Cleave, 1995). Compared 
to typically developing children at the same MLU, English 
children with SLI produce more OI errors, and they 
continue to do so at higher MLUs. The mechanism reported 
here suggests several potential causes for such differences. 
Defaulting effects may be more pronounced, continue for 
longer in children with SLI, or, if we take the bin analysis 
seriously, children with SLI may be slower to access larger 
bins. This latter suggestion has considerable overlap with a 
recent account by Leonard et al. (in press) who, in line with 
MOSAIC’s biases, suggest that children with SLI may show 
a continued reliance on subject-verb sequences that have 
their origins in utterance-final input sequences.  
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Abstract 

Interpersonal physiological entrainment is increasingly argued 
to underlie rapport, empathy and even team performance. We 
investigate the presence, temporal development, possible 
mechanisms and impact of interpersonal heart rate 
entrainment during collective creative LEGO construction 
tasks. We observe a statistically significant presence and 
increase over time of structured entrainment, which relates to 
the actual unfolding and development of behavioral 
coordination. Heart rate entrainment does not predict rapport 
and perceived group competence, but behavioral coordination 
does. Physiological entrainment, thus, should not be 
considered a universal unmediated proxy for shared emotions, 
empathy and collective performance. Behavioral coordination 
– at least in tasks requiring forms of joint action – seems to be 
a more informative proxy for both physiological entrainment 
and collective experience. 

Keywords: interpersonal coordination; joint action; common 
ground; physiological entrainment; behavioral coordination. 

Introduction  
As we go through our day, we continuously engage with 

other people: chats at the bus stop, joint projects at the work 
place, and nurture of long term relations with friends and 
family. Which processes are involved in the development of 
such coordination and rapport? Recent studies have 
investigated the multiple behavioral coordinative dynamics 
that interacting individuals put to play - from mutual 
adaptations of movements, words and prosody (Fusaroli et 
al., 2012; Riley, Richardson, Shockley, & Ramenzoni, 
2011; Shockley, Santana, & Fowler, 2003), to establishment 
of shared routines (Fusaroli, Raczaszek-Leonardi, & Tylén, 
2014; Mills, 2014) – and their role in facilitating 
performance and rapport (Fusaroli & Tylén, in press; Marsh, 
Richardson, & Schmidt, 2009). Moreover, a small but 
growing number of studies points to the crucial role of 

physiological entrainment, in particular of heart rate 
(henceforth HR). The study of interpersonal HR entrainment 
seems promising: it is argued to underlie the construction of 
a sense of community (Konvalinka et al., 2011), to facilitate 
empathy and mindreading (Levenson & Gottman, 1983; 
Levenson & Ruef, 1992) and even to be predictive of team 
performance (Elkins et al., 2009; Henning, Boucsein, & Gil, 
2001; Strang, Funke, Russell, Dukes, & Middendorf, 2014). 

However, these initial results open many questions, which 
are crucial for our understanding of physiological 
entrainment and its role in social interactions. Since there is 
no direct coupling between hearts, which factors enable and 
facilitate HR entrainment? The current literature points to 
social relationships (Konvalinka, et al., 2011; Levenson & 
Gottman, 1983), and the structure of task environments 
(Henning, et al., 2001; Strang, et al., 2014) as important 
factors. However, social interactions crucially involve 
behavioral coordination, which could in turn mediate 
physiological entrainment (Dale, Fusaroli, Duran, & 
Richardson, 2013; Konvalinka & Roepstorff, 2012). To 
what extent is HR entrainment modulated by these factors? 
And how do behavioral and physiological entrainment relate 
to the more phenomenological aspects of interaction, such 
as perceived group competence and rapport?  

To investigate these questions, we designed an 
experimental study inspired by the intervention method 
LEGO Serious Play (Gauntlett, 2007). Groups of 
participants repeatedly collaborated to build LEGO models 
illustrating their understanding of six abstract notions. The 
task thus afforded the development of coordinative routines 
and strategies: group members could not all build or talk at 
the same time but had to find ways to coordinate their 
actions, negotiate joint understanding and resolve 
disagreements in order to complete the assignments 
(Bjørndahl, Fusaroli, Østergaard, & Tylén, 2014, in press). 
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Relying on this setup, we devised three studies, to 
successively investigate the previously highlighted 
questions. In study 1, we focus on the presence and 
temporal development of HR entrainment. In study 2 we 
investigate the behavioral proxies through which HR 
entrainment can be established and maintained: in particular 
we assessed building and speech coordination. In study 3 we 
then investigated whether physiological and behavioral 
coordination enable us to predict the experience of the 
interactions, in particular focusing on experiences of group 
relatedness and group performance. 

Study 1 - Heart Rate Entrainment 
In study 1, we investigate whether HR entrainment could 

be observed during creative collaborative LEGO 
construction tasks and whether it was driven alone by 
individual task-engagement, or it developed as behavioral 
collaboration between group members unfolded. We 
contrasted HR entrainment in pairs of participants 
interacting with each other (real pairs) and in pairs 
artificially constructed by selecting participants from two 
different groups, thus sharing the task, but not any actual 
interactions (virtual pairs). Additionally, we assessed the 
temporal development of HR entrainment across the six 
construction tasks in both real and virtual pairs. 

If HR entrainment is mainly driven by the structure of the 
task, that is, by similarities in what all individual 
participants do, real and virtual pairs should not differ. 
However, if HR entrainment is connected to the 
development of behavioral coordination between 
participants, real pairs should display a higher degree of 
coordination and an increase over time when compared to 
virtual pairs. 

Materials and Methods 
Participants 30 participants (15 f, mean age 23.6, sd 2.6) 
were recruited among students of Aarhus University and 
received monetary compensation for their participation (ca. 
50 $). All participants were native speakers of Danish. 
Participants were organized in mixed-gender groups of four 
to six. 
Design and Procedure Upon arrival, a heart rate monitor 
(Polar Team2) was attached to the participants. Participants 
were placed around a table and familiarized with the task 
through two practice trials. The actual experiment was 
carried out as a two-condition within-group contrast: 
collective vs. individual. Each group underwent an 
interleaved series of six individual and six collective LEGO 
construction tasks of each five minutes, during which their 
HR entrainment was measured. In each trial, participants 
were instructed to use LEGO blocks to construct their 
understanding of abstract concepts: ‘RESPONSIBILITY’ 
(ansvar), ‘COLLABORATION’ (samarbejde), 
‘KNOWLEDGE’ (viden), ‘JUSTICE’ (retfærdighed), 
’SAFETY’ (tryghed) and ‘TOLERANCE’ (tolerance). The 
concepts were selected to be sufficiently common in public 
discourse that participants would have an opinion about 

them but still challenging to construct in LEGOs. In 
individual trials, participants sat quietly and constructed 
their own models. In collective tasks participants freely 
interacted to construct joint models. The experiment was 
divided in two 3-concepts sessions separated by a 20 min. 
coffee break. Two cameras were used to video-record the 
experiment from different angles, leading to approximately 
20 hours of videos (for more details on the interactions 
during such collective tasks, cf. (Bjørndahl, et al., 2014, in 
press)). Importantly, to answer the research questions put 
forth in the introduction, we will in the following only 
consider data from the collective condition. 
Heart Rate Activity Polar Team2 (Polar, 2013) chest-
strapped HR monitors were used to record participants’ 
cardiac activity as the temporal distance between beats (R-R 
intervals) with millisecond accuracy. To align HR activity 
across participants we generated equally sampled time-
series by estimating beats per minute every second based on 
sliding 5-second windows (Wallot, Fusaroli, Tylén, & 
Jegindø, 2013).  
Data Analysis: Interpersonal Physiological Entrainment 
Interpersonal entrainment was measured through Cross 
Recurrence Quantification Analysis (CRQA), a nonlinear 
and more flexible analog of cross correlation. Relying on 
two time-series, CRQA reconstructs the phase space of 
possible combination of states and quantifies the structure of 
recurrence, that is, of the instances in which the two time-
series display similar dynamics, controlling for individual 
baselines of HR (for more details on the methods, cf. 
(Fusaroli, Konvalinka, & Wallot, 2014; Marwan, Carmen 
Romano, Thiel, & Kurths, 2007). CRQA has been 
previously used to assess HR entrainment (Konvalinka, et 
al., 2011; Strang, et al., 2014; Wallot, et al., 2013) and 
allows us to quantify, amongst other things: 
• Level of entrainment, defined as the percentage of 

values that are repeated between the two time series 
(recurrence rate, RR). The higher the recurrence rate, 
the more similar the range of values displayed by the 
participants’ HRs. 

• Stability of entrainment, defined as average length of 
sequences repeated across time-series (L). The higher 
the L, the more the participants tend to display 
prolonged and stable sequences of HR entrainment. 

Data Analysis: Surrogate vs. Real Pairs To assess the 
presence of interpersonal HR entrainment we calculated 
CRQA indexes in real pairs (two members of the same 
group) and in surrogate pairs (two members of different 
groups). All possible pairs within a group were calculated. 
Per each real pair we randomly selected a participant and 
paired her with a participant from a different group, thus 
generating a surrogate pair. This generated 56 real pairs and 
56 surrogate ones, measured during each of the 6 collective 
tasks. Since we excluded HR time series in which the sensor 
lost contact for more than 5 s, we ended up with a total of 
653 data points (out of 672 possible). Both real and 
surrogate pairs should show presence of task-based 
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entrainment, but only real pairs should show interaction-
based entrainment.  
Data Analysis: Assessing the Presence and Temporal 
Development of Physiological Entrainment In order to 
assess the presence of entrainment and the impact of the 
experimental manipulation, we employed mixed effects 
linear models. Each index of HR entrainment (RR and L) 
was separately employed as dependent variable, surrogate 
vs. real, and time were used as fixed effects, pair and group 
variability were used in a full random effects structure 
including random slopes for all fixed effects. Notice that the 
random effects structure constrains the degrees of freedom 
in the same way as a multi-level repeated measures model. 

Results 
Presence and Development of Entrainment The stability 
(but not the level) of entrainment was higher in real pairs 
than in virtual pairs and shows an interaction between real 
and time (cf. Figure 1 and Table 1). The interaction is driven 
by an increase of stability of entrainment in real pairs 
(ß=0.30, SE=0.09), but not in virtual pairs (ß=0.03, 
SE=0.08).1 
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Figure 1: Level (RR) and Stability (L) of interpersonal HR 
entrainment over time. 

 
Table 1: Presence and Development of HR Entrainment 

Variable Factor ß SE p-value 
RR 
R2m=0.03 

Real   ≈0  ≈0 0.45 
Time ≈0  ≈0 0.008* 

                                                             
1 Analogous results were achieved when controlling for order of 

condition and session effects. 

R2=0.16 Real*Time   ≈0  ≈0 0.96 
L 
R2m=0.38 
R2=0.51 

Real 0.64 0.2 0.002* 
Time 0.17 0.11 0.11 
Real*Time 0.12 0.05 <0.0001* 

Discussion 
The results suggest that HR entrainment can indeed be 

found during creative collaborative construction tasks and 
that it is at least partially the effect of actual interactions and 
not just individual task-constraints. Indeed, if HR 
entrainment was driven by presence in an analogous context 
performing an analogous activity, real and virtual pairs 
should not differ in their average level of entrainment and 
development over time. 

However, this is only true for the structure (L) and not the 
level (RR) of HR entrainment suggesting that collaborative 
tasks involve not just shared engagement (generally being 
equally physiologically aroused), but repeated, prolonged 
sequences of entrained physiology.  

Study 2: From behavioral coordination to 
physiological entrainment 

Study 1 supported the hypothesis that HR entrainment is 
related to actual interpersonal interaction during the 
collective construction tasks. This raises the issue of which 
aspects of the interactions facilitate HR entrainment. The 
collective construction of LEGO models requires at least 
two aspects of behavioral coordination: participants have to 
discuss and agree upon their joint project, which requires 
taking turns in dialogical interaction; participants have to 
physically build the model and coordinate their actions, as 
they cannot all manipulate the model at the same time. As 
both motor and speech activity have been related to HR 
activity (Beda, Jandre, Phillips, Giannella�Neto, & 
Simpson, 2007; Wallot, et al., 2013), we hypothesized that 
their coordination might impact HR entrainment. In order to 
pursue this hypothesis, Study 2 quantified building and 
speech activity (BA and SA) coordination and assessed their 
relation to HR entrainment.  

Materials and Methods  
Speech and Building Coding In order to investigate the 
potential mechanisms enabling HR entrainment we 
quantified speech and building coordination. Two research 
assistants naive to the purpose of the study carefully 
screened the videos of the collective tasks and coded for 
presence/absence of speech and/or building activity for each 
participant on a second-by-second base. 

 
Speech and Building Coordination Speech and building 
interpersonal coordination were calculated using CRQA on 
the nominal (1s and 0s) time series of speech and building 
activity in real pairs during collective tasks (Dale, 
Warlaumont, & Richardson, 2011). CRQA allows us to 
quantify the level (RR) and structure (L) of behavioral 
coordination, in terms of shared engagement (RR) and 
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stable patterns of coordination (L), beyond simple 
behavioral synchrony – e.g. including stable patterns of 
turn-taking. 56 real pairs assessed during 6 collective trials 
generated 320 data points (16 had to be excluded due to 
corrupted audio-video materials). 
Data Analysis: Assessing the Relation of Behavioral 
Coordination on HR entrainment In order to assess the 
potential impact of behavioral coordination on physiological 
entrainment we employed a mixed effects linear model with 
each of the indexes of HR entrainment (RR and L) as 
dependent variable, all 4 indexes of speech and building 
coordination as fixed factors and a random intercepts for 
group and pair variability (as models with random slopes 
would not converge). 

Results 
The level of HR entrainment (HR RR) was significantly 

related to the level of building (Build RR) and the stability 
of speech (Speech L) coordination: the more frequent the 
building and the more stable the speech coordination the 
more HR entrainment. The stability of HR entrainment was 
significantly related to speech coordination: the more 
frequent and stable the speech coordination, the more HR 
entrainment (cf. Table 2 and Figures 2&3). 

 
 Table 2: From Behavioral to Physiological Coordination 

Variable Factor ß SE p-value 
HR RR 
R2m=0.14 
R2=0.23 

Build RR   0.23  0.12 0.045* 
Build L   ≈0  ≈0 0.248 
Speech RR 
Speech L 

  0.01 
  ≈0 

 0.01 
 ≈0 

0.456 
0.0013* 

HR L 
R2m=0.37 
R2=0.47 

Build RR 2.04 4.19 0.63 
Build L -0.16 0.09 0.077 
Speech RR 
Speech L 

1.77 
0.02 

0. 45 
≈0 

<0.0001* 
<0.0001* 
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Figure 2: From Behavioral Coordination to Physiological 
Entrainment: model predictions against the real HR RR 

scores.  
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Figure 3: From Behavioral Coordination to Physiological 

Entrainment: model predictions against the real HR L 
scores. 

Discussion 
The results support the hypothesis that HR entrainment is 

connected to – and possibly partially driven by - behavioral 
coordination. Speech Coordination significantly and 
noteworthily predicts the stability of HR entrainment (37% 
of the variance explained). Building coordination 
significantly, but more weakly predicts the level of HR 
entrainment (14% of the variance). Given that study 1 
pointed to no role for actual interactions in determining the 
level of entrainment, this is not surprising. In any case, 
Building and Speech coordination seem to contribute in 
complementary ways to HR entrainment. 

Study 3 – Coordination, Entrainment and 
Experience 

Study 2 supported the hypothesis that HR entrainment is – 
at least partially – driven by behavioral coordination. In 
previous studies, behavioral coordination and HR 
entrainment have both (although separately) been related to 
the phenomenological experience of social interactions 
(Konvalinka, et al., 2011; Marsh, et al., 2009). In Study 3 
we explore the relation between self-declared group 
relatedness and competence in the task and the different 
indexes of interpersonal coordination and physiological 
entrainment.  

Materials and Methods 
Experience of the Collaboration In order to provide 
insight on group members’ experience of the creative 
collaboration, at the end of the experiment all participants 
filled in a customized version of the Intrinsic Motivation 
Inventory (Ryan, 1982), slightly rephrased to better capture: 
i) Relatedness to the group and ii) Perceived collective 
competence.  

 
Data Analysis: From Coordination to Experience As 
experience was measured at the level of individual 
participants but referred to their experience of the group, we 
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calculated an individual coordination index, by averaging all 
within-group pairs to which that individual participated. In 
order to assess the potential impact of behavioral and 
physiological coordination on experience we employed 
mixed effects linear models with the 2 indexes of experience 
separately as dependent variables, and the individual 
indexes of interpersonal coordination as fixed factors, while 
group was a random factor. As experience was assessed at 
the end of the experiment, we chose to employ indexes of 
interpersonal coordination from the last trial of the 
experiment. The models involved 23 datapoints, as the 
recordings of group 1’s last task was corrupted and one 
participant from group 5 did not complete the questionnaire.  

Results 
Self reported relatedness was significantly predicted by the 
stability of building and speech coordination: the more 
stable building and the less stable speech coordination, the 
higher the ratings. Self reported group competence was 
significantly predicted by the level of building coordination: 
the less building coordination, the higher the ratings (cf. 
Tables 3 and 4). 

 
Table 3: Relatedness and Interpersonal Coordination 

 Beta SE p-value 
HR RR -69.47 122.03 0.57 
HR L 2.69 3.61 0.46 
BA RR -133.05 151.02 0.38 
BA L 7.80 3.59 0.03* 
SA RR 4.64 13.17 0.73 
SA L -0.28 0.14 0.046* 

 
Table 4: Group Competence and Interpersonal Coordination 
 Beta SE p-value 
HR RR 0.93  69.38 0.18 
HR L -1.67 2.04 0.41 
BA RR -0.02 82.12 0.01* 
BA L 3.08 2.03   0.13 
SA RR 3.08 7.8 0.69 
SA L 0 0.09 0.93 

Discussion 
The results suggest that behavioral coordination (building 

and speech) is a better predictor of the phenomenological 
experience of group relatedness and competence than HR 
entrainment (which indeed does not significantly correlate 
with experience at all). This seems to point to behavioral 
coordination underlying both physiological entrainment and 
experience. Both behavioral modalities seem to play a role 
in creating coordinative routines and experience. However, 
their role is not straightforward as higher indexes of 
interpersonal coordination might have a negative impact on 
the experience. 

General Discussion 
Our findings support and articulate the current literature 

on HR entrainment. They corroborate the hypothesis that 
collective settings involve HR entrainment, but they also 
question its potential role as foundational mechanism for 
shared experience, rapport and collective performance. 

HR entrainment can be argued to rely on several 
interacting factors. For instance, the structure of the task – 
e.g. having to build a LEGO model – seems to drive the 
level of HR entrainment as it impacts and constrains the 
general amount of engagement and physiological arousal in 
the participating individuals. However, the fine-grained 
structure of the entrainment seems to be related to the actual 
unfolding and development of behavioral coordination. 
Indeed, behavioral coordination is a weak predictor of the 
amount of HR entrainment (Building RR) and a strong 
predictor of its structure (Speech RR and L). As the possible 
drive of physiological entrainment, it might not be 
surprising that behavioral coordination - and not 
physiological entrainment - relates to experience. 

The collective LEGO construction task requires 
participants to develop coordinative strategies at many 
levels: negotiating concepts, taking turns in speaking and in 
building the models (Bjørndahl, et al., 2014, in press). By 
developing shared behavioral routines, jointly regulating the 
group’s action and speech (and thus indirectly respiration), 
the participants become partially entrained even at a 
physiological level. However, it seems to be the behavioral 
routines, with their complementary roles (A speaks, B 
listens; A holds the model, B adds a brick), rather than the 
physiological entrainment, which are crucial to effectively 
solve the task and create a constructive emotional 
environment where participants feel related and competent 
in what they are doing. In other words, participants do not 
need to synchronize their hearts to feel related, but they 
might need to coordinate their behavior in systemic ways in 
order to effectively solve the task at hand. However, the 
negative relation between coordination and experience 
requires further studies. 

The findings thus suggest that behavioral coordination 
and physiological entrainment are not a universal panacea, 
automatically creating shared emotions, empathy and 
performance. On the contrary, the structure of the task at 
hand might play a crucial role in determining which aspects 
of interpersonal coordination facilitate the development of 
rapport and collective performance.  

Future research will have to compare tasks with different 
coordinative requirements and to more precisely pinpoint 
the physiological mechanisms through which behavioral 
coordination impacts physiological entrainment. 

Conclusion 
The findings in our study suggest that physiological 

entrainment can be found in collective activities and is 
influenced by a plurality of factors. However, physiological 
entrainment should not be considered the unmediated proxy 
for shared emotions, empathy and collective performance. 
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Behavioral coordination – at least in tasks requiring forms 
of joint action – seems to be driving in complex ways both 
physiological entrainment and collective experience. 
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Abstract 

This paper takes a two-pronged approach to investigate 
cross-domain influence on creativity. We present a 
study in which creative individuals were asked to list 
influences on their creative work. More than half the 
listed influences were unrelated to their creative 
domain, thus demonstrating empirically that cross-
domain influence is widespread. We then present a 
preliminary model of exaptation, a form of cross-
domain influence on creativity in which a different 
context suggests a new use for an existing item, using as 
an example waste recycling of petroleum byproducts. 

Keywords: art, concepts; context; creative writing, cross-
domain, cross-modal; creativity; exaptation; influence; 
innovation; music, quantum cognition; sustainability 

Introduction 
The study of cross-domain thinking in cognitive science has 
focused largely on analogy and metaphor, but the 
phenonmenon extends further and plays a role in the 
generation of artistic masterpieces and technological feats. 
One indication of this is a tradition in the arts, referred to as 
ekphrastic expression, of interpreting art from one medium 
(e.g., acrylic painting) into another (e.g., charcoal sketch). 
The goal of ekphrastic expression is to capture, and thereby 
become intimate with, the underlying form or essence of a 
work by translating it from one medium into another, and 
thereby have a more direct impact on an audience. A related 
phenomenon is cross-media style, wherein the same style is 
demonstrated by works in different media; for example, the 
term rococo is given to a style of painting, sculpture, 
literature, and music of the 18th Century. It is thought that 
works in a particular style suggest underlying abstract 
archetypal forms to the artistic mind that compel the 
exploration of different manifestations (Burke, 1957). 

The phenomena of ekphrastic expression and cross-media 
style are consistent with evidence that creative works in 
different media may be similar in terms of psychophysical, 
collative, and ecological properties (Hasenfus, 1978). 
Aesthetic perceptions stimulated by creative works may 
generate physiological, emotional, cognitive, and/or 
behavioral, responses that are amenable to re-expression in 
other forms. This may be due to regularities in the choice of 
elements (e.g., shapes, colors, or words) and/or how they are 

used (e.g., in a chaotic or orderly manner) (Berlyne, 1971). 
It has been shown that there are non-arbitrary mapping 
between properties of vision and sound (Griscom & Palmer, 
2012; Melara, 1989; Melara, & Mark, 1990; Palmer, 
Schloss, Xu, & Prado-Leon, 2013; Ward, Huckstep, & 
Tsakanikos, 2006). For example, the processing of visual 
features, such as lightness and spatial frequency, can be 
affected by auditory features such as pitch and timbre 
(Marks, 1974, 1975, 1987). 

In a study of cross-domain creativity that aimed to move 
beyond single-dimensional mappings, composers were 
asked to write music inspired by four simple line-drawn 
shapes: a square, a lightning bold, a curvy shape, and a 
jagged shape (Willmann, 1944). Music inspired by the same 
shape was more similar than music inspired by another 
shape with respect to tempo, melodic pattern, mood, and 
other characteristics, and listeners could match above 
chance the music to the shape that inspired it. However, the 
impoverished nature of the stimuli undoubtedly limited the 
scope for creative expression. Another study aimed at 
investigating whether the rich emotionality of genuinely 
creative works could be translated to, and recognized in, in 
another domain. It demonstrated that when pieces of music 
were re-interpreted as paintings, naïve participants were 
able to correctly identify at significantly above chance 
which piece of music inspired which painting (Ranjan, 
Gabora, & O’Connor, 2014; Ranjan, 2014). Although the 
medium of expression is different, something of its essence 
remains sufficiently intact for an observer to detect a 
resemblance between the new work and the source that 
inspired it. This result lent empirical support to the largely 
anecdotal evidence that cross-domain influence is a genuine 
phenomenon, and suggested that, at their core, creative ideas 
are less domain-dependent than they are generally assumed 
to be. It did not, however, provide evidence that the 
phenomenon extends beyond the artificial conditions of 
such a study, nor did it indicate how prevalent it is. 

A Study of Cross-Domain Influence on 
Creative Innovation 

The goal of the present study was to provide a preliminary 
assessment of the extent to which creative individuals are 
influenced by stimuli and experiences that are either directly 
related, indirectly related, or unrelated to their domain of 
creative expression. 
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Method 
Participants were recruited by conducting an internet search 
to locate 150 individuals who have made a significant 
contribution in a creative domain. They were invited by 
email to participate in the study on a voluntary basis. The 
email provided a link to a questionnaire that was hosted by 
SurveyMonkey. There was no remuneration for 
participation. The questionnaire asked their gender, age, and 
occupation, as well as the following questions: 

 
1. What is the general category for the creative work for 

which you are most known (e.g., art, music, drama, 
science)? 

2. What is the subcategory for the creative work for which 
you are most known (e.g., painting, piano composition, 
biochemistry)? 

3. Please describe your creative outputs. 
4. Please describe as best you can your creative process. 
5. Describe all elements that have inspired your work 

(natural or artificial, or it may be a particular event or 
situation, or something not in the concrete environment, 
that is, something abstract that you have been thinking 
about), and with each item, if possible, put as much 
identifying information as you can about the item it 
inspired (e.g., my Sunlight Sonata in B Flat composed 
in 2012 was inspired by going skiing in the alps with 
my sister who had just recovered from pneumonia). Do 
this for as many of your creative works as you can. 

 
The first three questions were used to categorize the 

creators into the following primary creative domains: art, 
music, and writing. Artists were further categorized into 
secondary domains: painting, drawing, photography, and 
sculpture. Question four was not used in this analysis. 
Responses to question five were divided into four 
categories: cross-domain, within-domain narrow, within-
domain broad, and uncertain. The first three categories were 
created based on prior research. The influence was classified 
as cross-domain if it was unrelated to its creative domain. It 
was classified as within-domain narrow if it was clearly 
related to its creative domain. The within-domain broad 
category was used when not enough information was 
provided to distinguish between within- and cross-domain. 

Results 
Of the 150 emails sent out, 80 people responded (53.3% 
response rate). 14 participants had incomplete information 
so were not included in the analysis. The remaining 66 
participants provided 65 influences. Examples of each 
category of influence are provided in Table 1. The total 
number of influences in each category is given in Table 2. 
The frequency of cross-domain influences (47%) was 
greater than that of within-domain influences (27%), and 
this was the case even when broad as well as narrowly 
construed within-domain influences were considered (35%). 

 
Table 1: Examples from the data of each of the four 

categories of influence. Top: narrow within-domain (WD-n) 
and broad within-domain (WD-b) influences. Bottom: 

cross-domain influences (CD) and influences categorized as 
“uncertain” (U). A dash indicates that no examples of that 

category were present in the data. 
 
Creator WD-n WD-b 
Artist - Painting Galleries Spirograph 
Artist - Drawing Political 

cartoonists 
– 

Artist - Photography – Books and 
lectures on 
subject of 
“understanding 
pictures” 

Artist -Sculpture – Architectural 
elements 

Musician Band musician 
collaboration 

– 

Writer Conferences – 
 
Creator CD U 
Artist - Painting Global warming Opposites 
Artist - Drawing Comedy Circular 

intellect 
Artist - Photography Meditation – 
Artist -Sculpture Computer 

programming 
World 

Musician Literature Creativity 
seminar 

Writer Nature Retreats 
 

Table 2: Number of participants in each creative domain 
(N), and the raw number (r) and percentage (%) of 

influences that were cross-domain (CD), within-domain: 
narrow (WD-n), within-domain: broad (WD-b, and 

uncertain (U). Percentages are in brackets. 
 

Creative  N CD WD-n WD-b U 
Domain  r (%) r (%)    r (%)    r (%) 
Painting 44 21 (48) 12 (27)    4  (9)    6 (14) 
Drawing  8  2 (25)  2 (25) – –    3 (38) 
Photography  4  2 (50) – –    1 (25) – – 
Sculpture  5  3 (60) – – – –    1 (20) 
Music  3  1 (33)  2 (68) – –    1 (33) 
Writing  2  2 (100)  1 (50) – –    1 (50) 
TOTAL 66 31 (47) 17 (27)    5  (8) 12 (18) 

Discussion 
These results demonstrate that even if individuals primarily 
express their creativity in a single domain, they are often 
employing cross-domain thinking when they create. The 
study enriches our understanding of how the creative 
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process works by adding to a growing body of evidence that 
creativity is not just a matter of acquiring domain-specific 
expertise. A limitation of the study is that it focused 
exclusively on artistic creativity. In further investigations 
along these lines we will attempt to obtain data on 
individuals who are scientifically and technically creative. 

A Quantum Model of Cross-Domain Influence 
on Creative Innovation 

An interesting form of cross-domain influence is exaptation, 
wherein a trait that originally came about to solve one 
problem is co-opted for another use. The concept of 
exaptation comes from biology but has been shown to play a 
pivotal role in economics (Dew, Sarasvathy, & 
Ventakaraman, 2004). A preliminary attempt has been made 
to develop a mathematical model of exaptation that can be 
applied across disciplines (Gabora, Scott, & Kauffman, 
2013). Here we use it to model cross-domain influence on 
creative innovation. Waste recycling is a particularly 
interesting form of cross-domain influence on innovation 
because of its applications to sustainability efforts. An item 
that is a wasteful byproduct in one context is found to be 
useful in a different context.  

The model we use is a generalization of the formalism of 
quantum mechanics adapted for application in a 
psychological context (Aerts & Gabora, 2005; Aerts, 
Gabora, & Sozzo, 2013; Busemeyer & Bruza, 2012; Pothos 
& Busemeyer, 2013).1 Quantum probability models in 
psychology have been compared side-by-side with classical 
models (Busemeyer, Pothos, Franco, & Trueblood, 2011). 
According to classic probability, all events are subsets of a 
common sample space; that is, they are based on a common 
set of elementary events. An important advantage of a 
quantum model over a classical model such as a Bayesian 
one is that it uses variables and spaces that are defined 
specifically with respect to a particular context, which is 
necessary to capture certain aspects of how concepts behave 
(Aerts & Gabora, 2005; Gabora & Aerts, 2002; Kitto, 
Ramm, Sitbon, & Bruza, 2011). The state ⎟ψ〉 of an entity is 
written as a linear superposition of a set of basis states 
{⎟φi〉} of a Hilbert space H, which is a complex vector space 
with an inner product.2 Another advantage of a quantum 
model over a classical one is that it uses amplitudes, which 
though directly related to probabilities, can exhibit 
interference, superposition, and entanglement, which are 
also needed to capture certain aspects of how concepts 

                                                             
1 This approach is unrelated to quantum models of consciousness 

(Hammeroff, 1998) or memory (Pribram, 1993), and makes no 
assumption that phenomena at the quantum level affect the brain; 
it draws solely on abstract formal structures that, as it happens, 
found their first application in quantum mechanics. 

2 It is slightly more complex but more accurate to define a Hilbert 
space as a real or complex inner product space that is also a 
complete metric space with respect to the distance function 
induced by the inner product. The inner product allows one to 
define the length of a vector and the angle between two vectors, 
as well as orthogonality between vectors (zero inner product). 

behave (Aerts, 2009; Aerts, Broekaert, Gabora, & Veloz, 
2012; Aerts et al., 2013; Aerts & Sozzo, 2011; Bruza, Kitto, 
Ramm, & Sitbon, 2011). The amplitude term, denoted ai, is 
a complex number that represents the contribution of a 
component state ⎟φi〉 to the state ⎟ψ〉. Hence ⎟ψ〉 = Σiai⎟φi〉. 
The square of the absolute value of the amplitude equals the 
probability that the state changes to that particular 
component basis state. A change of state is called a 
collapse. The choice of basis states is determined by the 
observable Ο to be measured, and its possible outcomes oi. 
The basis states corresponding to an observable are referred 
to as eigenstates. Observables are represented by self-
adjoint operators on the Hilbert space. The lowest energy 
state is referred to as the ground state. Upon measurement, 
the state of the entity collapses from its current state 
(possibly the ground state) and is projected onto one of the 
eigenstates. 

Now consider two entities A and B with Hilbert spaces HA 
and HB. We denote amplitudes associated with the first and 
second as ai and bj respectively. The Hilbert space of the 
composite of these entities is given by the tensor product HA 

⊗ HB. We may define a basis ⎟e〉i for HA and a basis ⎟f〉j for 
HB. The most general state in HA ⊗ HB has the form 

 
⎟ψ〉AB = Σi,j cij ⎟e〉i ⊗⎟f〉j                                                                     (1) 
 
where cij is the amplitude corresponding to the composite 
entity.  

The phenomenon of entanglement was conceived to deal 
with situations of non-separability where different entities 
form a composite entity. The state ⎟ψ〉AB is separable if for 
the amplitudes cij amplitudes ai and bj can be found such 
that cij = ai bj. It is inseparable, and therefore an entangled 
state, if this is not possible, hence if the amplitudes 
describing the state of the composite entity are not of a 
product form.3 Entangled states are non-compositional 
because they may exhibit emergent properties not inherited 
from their constituent components. 

The quantum formalism is not general enough to model 
all concept combinations but generalizations of it have been 
developed that are quantum-like. In quantum inspired 
models of concepts, a context plays the role of a 
measurement. A set of basis states related to a context 
represents instances of a concept. A context can exert either 
a deterministic or probabilistic influence on the state of a 
concept. If there is no uncertainty or choice involved then 
the change of state is deterministic and this is represented by 
a linear operator, which may be a unitary operator, a 
projection operator, or an operator of a more general nature, 

                                                             
3 In some applications the procedure for describing entanglement is 

more complicated than what is described here. For example, it 
has been argued that quantum field theory, which uses Fock 
space to describe multiple entities, gives an internal structure that 
is superior to the tensor product for modeling concept 
combination (Aerts, 2009). Fock space is the direct sum of tensor 
products of Hilbert spaces, so it is also a Hilbert space. 
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depending on the type of contextual influence. If there is 
uncertainty or choice involved then the change of state is 
probabilistic. Different possible outcomes can occur, each 
with a certain probability, and the effect of context is 
represented by a self-adjoint operator. 

In one generalized quantum formalism, namely the State 
Context Property (SCOP) theory of concepts, a concept is 
defined in terms of (1) its set of states Σ (including both 
exemplars and ground states changed under the influence of 
a context), a set L of relevant properties, (3) a set M of 
contexts in which the concept may be relevant, (4) a 
function ν that gives the applicability or weight of a certain 
property for a particular state and context, and (5) a function 
µ that gives the probability of transition from one state to 
another under the influence of a particular context. We 
might represent the state of a chair by a vector |p〉 of length 
equal to 1 in a complex Hilbert space H. From a different 
context this state |p〉 could actualize as another state. For 
example, in the context office it may actualize as the state 
OFFICE CHAIR, while in the context kitchen it may 
actualize as the state KITCHEN CHAIR. These are 
deterministic changes of state. 

More interesting is a probabilistic change of state in 
which there are two or more possible outcomes. For 
example, consider the reconceptualization of what to do 
with excess petroleum byproducts post World War II. The 
concept PETROLEUM BYPRODUCTS in peoples’ minds 
could change probabilistically from |p〉 to one of two states: 
|u〉, the state in which it is viewed as useful (e.g., they invent 
a new use for it), and |w〉, the state in which it is viewed as 
waste. The state of PETROLEUM BYPRODUCTS prior to 
being conceived of as useful or waste is modeled as a 
superposition of these two possibilities. The vectors |u〉 and 
|w〉 form the basis of a complex Hilbert space. Thus state |p〉 
of PETROLEUM BYPRODUCTS can be written as a 
superposition of |u〉 and |w〉, i.e., 

 
|p〉 = a0|u〉 + a1|w〉                                                              (2) 
 
where a0 and a1 are complex numbers that give the 
amplitudes of |u〉 and |w〉 respectively. More concretely, the 
probability that |p〉 is viewed as useful equals |a0|2, the 
square of the absolute value of a0. The probability it is 
viewed as waste equals |a1|2, the square of the absolute value 
of a1. If it were to be decided that PETROLEUM 
BYPRODUCTS are useful or waste the state would change 
probabilistically from |p〉 to |u〉 or |w〉. The states |u〉 and |w〉 
are thus eigenstates of PETROLEUM BYPRODUCTS in a 
default, generic context. In different individuals a0 and a1 
may have different values (as epitomized in the saying, “one 
person’s trash is another person’s treasure”). PETROLEUM 
BYPRODUCTS may also be conceived differently by the 
same person in different modes of thought. Divergent 
thinking may facilitate the process of viewing 
PETROLEUM BYPRODUCTS in a new context, such as 
converting them into useful plastic objects, which changes 

the likelihood of them being viewed as useful or waste. 
Activation of the set L of properties of plastic—which 
includes for example ‘moldable’ and ‘unbreakable’, denoted 
f1 and f2 respectively—causes activation of other concepts 
for which these properties are relevant. Contexts for which 
some of these properties are relevant become candidate 
members of the set M of relevant contexts. One such context 
is the making of kitchenware and utensils, denoted kitchen. 

Recall that states are represented by unit vectors, and all 
vectors of a decomposition such as |u〉 and |w〉 have unit 
length, are mutually orthogonal, and generate the whole 
vector space; thus |a0|2 + |a1|2 = 1. This means that the 
change in the probability that petroleum byproducts are 
viewed as useful if one considers them from a different 
context can be modeled using a Pythagorean argument, as in 
Figure 1. 

 

 
 

Figure 4: Graphical depiction of a vector |p〉 representing 
the state of PETROLEUM BYPRODUCTS. In the default 

context it is likely to collapse to the default projection 
vector |w〉 which represents that it is waste. This can be seen 

by the fact that subspace a0 is smaller than subspace a1. 
Thinking more creatively one might consider turning about 

petroleum byproducts into useful plastic objects such as 
unbreakable dishes. Thus in the context of kitchen (shown 

in gray), the state of PETROLEUM BYPRODUCTS is 
likely to collapse to the orthogonal projection vector |u〉 

which represents that it is useful, as shown by the fact that 
b0 is larger than b1. Also shown is the projection vector after 

renormalization (the vertical arrow). 
 
Given the context kitchen, denoted k, some creative states 

of PETROLEUM BYPRODUCTS are to use it to make 
plastic cookware (e.g., pots or casserole dishes) or dishware 
(e.g., plates and bowls). Let us show that the formalism is 
capable of incorporating these states. This will not be 
possible in the Hilbert space formed by the two states |u〉 
and |w〉 because it has only two dimensions. The 
restructured conception of PETROLEUM BYPRODUCTS 
in the context kitchen, denoted |pk〉, is given by 

 
|pk〉 = a3Puk |pk〉/|| Puk |pk〉|| + a4|wk〉                                   (3) 

a0 

|p〉  

|w〉 

|u〉 

|uk〉 

|wk〉 

a1 

b0 

  b1 
Δ 

|pk〉  
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where Puk is an orthogonal projection operator. We 
substitute in the mathematical formalism of Hilbert space 
for the unit vector whenever what physicists call 
‘degeneration’ is involved, meaning that several orthogonal 
states can give rise to the same property, here the property 
useful. Note that ||Puk |pk〉|| is the length of Puk |pk〉. We need 
to divide the vector Puk |pk〉 by ||Puk |pk〉|| for it to become a 
unit vector, and hence represent a state. Let us specify these 
states of usefulness to make the mathematical description 
complete. Since we want to consider creative useful states, 
specifically COOKWARE and DISHWARE, we introduce 
the states |c〉  and |d〉 respectively. In the context kitchen 
they are denoted |ck〉 and |dk〉. |bk〉 denotes the possibility that 
even in the context kitchen petroleum byproducts are 
viewed as useful just as they are (however unlikely this may 
be), and |bkck〉 and |bkdk〉 denote the possibility that in this 
context petroleum byproducts are turned into plastic to 
make cookware and dishes, respectively. We write the 
projector as the sum of the partial projectors on the states. 
Hence we have 

 
Pug = |bk〉〈bk| + |bk ck〉〈bk ck| + |bk dk〉〈bk dk|                          (4) 
 
where |bk〉〈bk|, |bk ck〉〈bk ck| and |bk dsk〉〈bk dk| are the one 
dimensional orthogonal projection operators on the vectors 
|bk〉, |bk ck〉 and |bk dk〉 respectively. By considering 
petroleum byproducts in different contexts, the perceived 
probability that they are useful has increased, i.e., |a3|2 > |a0|2 
because the state Puk |pk〉/|| Puk |pk〉|| incorporates 
possibilities of being used as cookware or dishware. 

The set of properties of COOKWARE includes 
‘temperature resistant’ because it is placed in or on a stove. 
This property is denoted f3. Since plastic can burn, it is not 
temperature resistant, so ν(p, f3) << ν(c, f3). Writing the unit 
vector Puk |pk〉/|| Puk |pk〉|| again as a superposition of vectors 
|bk〉, |bk ck〉 and |lk dk〉 we have: 

 
Puk |pk〉/|| Puk |pk〉|| = a5|bk〉 + a6|bk ck〉 + a7|bk dk〉                (5) 

 
Because plastic can burn, |a6|2 is small. However, plastic 

would be particularly useful for making children’s dishes 
because it has the property f2 of not breaking easily, so ν(p, 
f2) ≈ ν(d, f2). Therefore, |a7|2 is large, and µ(d, k, p) >> µ(c, 
k, p). Thus in the context kitchen, the concept 
PETROLEUM BYPRODUCTS has a high probability of 
collapsing to PLASTIC DISHWARE. 

We can model the emergence of new properties using the 
notion of entanglement. Although the state PLASTIC 
DISHES was modeled by pk dk〉 as one of the sub-states of 
PETROLEUM BYPRODUCTS, the quantum formalism 
can also be used to derive this state as a combined state of 
PETROLEUM BYPRODUCTS and DISHWARE. It has 
been shown experimentally that such a combined state is in 
general not a product state but an entangled state (Aerts et 
al., 2013; Aerts & Sozzo, 2011). Thus, following the 

formalism of quantum theory, PLASTIC DISHES is a state 
that can actualize new properties, i.e., properties that are not 
properties of PETROLEUM BYPRODUCTS or 
DISHWARE, such as the properties “bright color” or 
“cartoon decal” since they are targeted at children. 

Discussion 
This example is simple; there is much work to be done to 
model the complex ways in which new situations influence 
the process by which one “puts a new spin” on an existing 
product or idea. Nonetheless, the example shows that it is 
possible to model the creative restructuring of a concept 
(e.g., PETROLEUM BYPRODUCTS) in a new context 
(e.g., kitchen) when it is considered from another 
perspective. The approach provides a formal model of what 
Rothberg (2015) calls Janusian thinking. It is consistent 
with theories of creativity (e.g., Gabora, 2000), and 
experimental data on how people use concepts (e.g., Aerts, 
2009; Aerts, Aerts, & Gabora, 2009), and it has been 
expanded to incorporate larger conceptual structures 
(Gabora & Aerts, 2009), as well as how the same concepts 
are conceived of differently in divergent versus convergent 
modes of thought (Veloz, Gabora, Eyjolfson, & Aerts, 
2011). Note how, in the quantum representation, probability 
is treated as arising not from a lack of information per se, 
but from the limitations of any context (even a ‘default’ 
context). Note also that prior to the realization that plastic 
dishware though lacking in elegance might be particularly 
appropriate for children, it is not true that this idea existed, 
nor did it not exist. Thus it is not appropriate to describe the 
creator’s cognitive state as a collection of discrete 
possibilities some of which incorporate the existence of this 
idea. We cannot describe cognitive states of this type with 
conventional theories of creativity because they do not 
incorporate states of potentiality. 

General Discussion and Conclusions 
This paper outlined a multi-faceted initial attempt to 
investigate the phenomenon of cross-domain influence on 
creative innovation. First we showed empirically that the 
phenomenon is indeed widespread. Second we made a 
preliminary attempt to model a relatively simple form of 
cross-domain creative influence, exaptation, wherein a 
product from one domain is seen to possess new affordances 
when it is imported to another domain.  

It is hoped that these two complimentary directions pave 
the way to a deeper understanding of how the complex 
richness of the world influences the creative processes by 
which that complex richness is amplified. 
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Abstract 

How do listeners integrate multiple sources of information in 
order to accurately anticipate turn endings? In two 
experiments using synthesised speech and a virtual agent we 
examined the role of verbal and gaze information in a turn-
end anticipation task. Listeners were as good at anticipating 
the synthesised voice as they were with human speakers 
(Experiment 1). However, the direction and timing of the 
agent’s gaze had little influence on their accuracy 
(Experiment 2). Overall, these findings support the idea that 
anticipation of turn ends relies primarily, but not exclusively, 
on verbal content.  

Keywords: turn-taking; prediction; pitch; gaze; virtual agent. 

Introduction 
Turn-taking is a fundamental component of human 
interactions (Levinson, 2006; Sacks, Schegloff, & Jefferson, 
1974). Yet, the understanding of the cognitive mechanisms 
underlying turn-taking is in its infancy (Magyari, 
Bastiaansen, De Ruiter, & Levinson, 2014), and so are the 
attempts to implement human-like turn-taking in artificial 
dialogue systems (DeVault, Sagae, & Traum, 2011). Most 
notably, we lack clear experimental data on the question of 
how interlocutors combine linguistic information (i.e., 
syntax and semantics) with suprasegmental information 
(i.e., prosody) and with visual information (i.e., gaze) to 
manage turn-taking. To fill this gap, we conducted two turn-
end anticipation experiments.  

Lexico-Semantic and Prosodic Cues 
De Ruiter, Enfield, and Mitterer (2006) pioneered the use of 
the task we also employed in our study. They asked Dutch 
listeners to try and anticipate the precise end of turns 
extracted from a real conversation. Participants did so with 
great accuracy.  

Indeed, the distribution of bias (i.e., the time off-set 
between the participants’ response and the end of the turn) 
in this task resembled very closely the distribution of inter-
turn intervals (i.e., the time off-set between the end of one 

interlocutor’s turn and the start of another interlocutor’s 
turn) in the original conversations.  

Crucially, when lexico-semantic content was made 
unintelligible (via low-pass filtering), participants 
performed significantly worse. When the pitch contour was 
flattened, however, participants performed equally well. The 
importance of lexico-semantic content was confirmed by 
Magyari and De Ruiter (2012), who found that turns with 
more positive bias are less predictable. Finally, Riest, 
Jorschick, and De Ruiter (2015) showed that listeners can 
still anticipate turn endings when closed class words are 
made unintelligible, but not when open class words are. 

In sum, there is substantial evidence that lexico-semantic 
information matters for turn end anticipation but De Ruiter 
et al.’s (2006) claim that prosody is not necessary is still 
controversial. While the original finding that flattened pitch 
does not impair turn-end anticipation was confirmed for 
German adults (Keitel, Prinz, Friederici, von Hofsten, & 
Daum, 2013), the same study revealed some benefit from 
the presence of natural intonation for children. Moreover, all 
of these studies investigated one aspect of prosody, namely 
pitch. It is not clear whether other suprasegmental features, 
such as speech rate, location and duration of pauses, and 
presence of lengthening on some syllables (Gravano & 
Hirschberg, 2011) are important for turn-end anticipation. In 
fact, some experimental (e.g., Cutler & Pearson, 1986; 
Hjalmarsson, 2011) and corpus findings (Gravano & 
Hirschberg, 2011) suggest a role for pitch, whereas results 
for phrase-final lengthening are less clear-cut (Gravano & 
Hirschberg, 2011; Hjalmarssson, 2011). Therefore, the first 
aim of our study (Experiment 1) was to replicate De Ruiter 
et al.’s original finding, using the same turn-end anticipation 
task, but with a different set of turns extracted from 
spontaneous (German) conversations.  

Gaze Cues 
In face-to-face interaction, gaze has been identified as an 
important cue for holding and yielding turns. Kendon (1967) 
analysed the behaviour of seven pairs of interlocutors and 
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found that the speaker typically looked away from the 
listener at the beginning of a ‘long’ turn (>5 sec.) and were 
increasingly more likely to look towards the listener as she 
approached the end of her turn.  

Kendon’s seminal observations received some 
experimental support in subsequent studies (Torres et al., 
1997; Edlund & Beskow, 2009; Bavelas et al., 2000; 
Hjalmarsson & Oertel, 2012). Moreover, in a recent study 
(Skantze et al., 2014) a robot used syntactic completeness  
and filled pauses to invite or avoid feedback from its human 
interlocutors. Most interestingly, the robot either displayed 
random gaze behaviour, gaze behaviour consistent with 
Kendon’s observations, or was hidden behind a paper board. 
The face-to-face setting enhanced the effect of the other 
(verbal) turn-taking cues. 

To our knowledge, the study by Skantze et al. (2014) is so 
far the only one to combine lexico-syntactic and gaze 
information for detecting turn endings. However, they did 
not vary the timing of the agent’s gaze cues, and they did 
not report the timing of user’s feedback. While these authors 
where more interested in whether the user would provide 
feedback or not, the second aim of our study (Experiment 2) 
was to test whether varying the timing of the agent’s gaze 
would induce human listeners to expect the turn to end 
earlier or later.  

Detecting the End of Virtual Agents’ Turns 
Clarifying the role of suprasegmental features and gaze in 
turn-end anticipation is important also with respect to 
improving an artificial agent’s ability to participate in 
smooth turn taking with the user (Hjalmarsson, 2011).  

Hjalmarsson (2011) used Expros (Gustafson & Edlund, 
2008) to produce a synthesised version of real 
conversational turns and found that participants could 
accurately decide whether the synthesised speaker was 
going to yield or keep the turn; indeed, they were as good as 
when listening to natural turns. This result is striking, but it 
must be noted that the synthesised versions were very 
closely matched on all prosodic features to the original 
recordings, including fundamental frequency, intensity, 
timing, and even laughter and breathing. The third aim of 
our study (Experiment 1) was to further test whether a 
synthesised voice could afford the same accuracy in turn 
end anticipation as a human voice, despite differences in 
fundamental frequency and timing, and the absence of extra-
linguistic features like laughter and breathing. In this way, 
we also made sure that our synthesized turns would be 
processed similarly to natural turns by human participants, 
which was a pre-condition for adding the gaze manipulation 
in Experiment 2. 

We know that an avatar’s or a robot’s gaze behaviour can 
affect the turn-taking style of a naïve participant (Edlund, & 
Beskow, 2009: Skantze et al., 2014). In those studies, 
however, the authors employed relatively coarse-grained 
manipulations. Crucially, no study has yet manipulated the 

precise timing of gaze cues with respect to the end of the 
turn itself. Moreover, and no less importantly, no study has 
yet investigated whether human participants are able to 
accurately anticipate the end of turns when they listen to 
synthesised voice and perceive gaze cues produced by a 
virtual agent. This was the fourth and final aim of our study 
(Experiment 2). 

Experiment 1: Prosody 
In this experiment, German speakers attempted to anticipate 
the precise end of turns. As in De Ruiter et al. (2006), we 
presented turns either in their original version (NAT) 
extracted from a corpus of conversational German, with flat 
intonation (NOPITCH), or with unintelligible content but 
preserved intonation (NOWORDS). In addition, we 
presented the same turns in a synthesised voice (SYNTH). 
The synthesised turns were automatically generated using a 
text-to-speech synthesiser (MARY TTS; Schröder & 
Trouvain, 2003). 

On the basis of De Ruiter et al. (2006) and Hjalmarsoon 
(2011) we hypothesised that (1) participants would more 
accurately anticipate the end of turns in the NAT, 
NOPITCH, and SYNTH conditions than in the NOWORDS 
condition, (2) they would be as accurate in the NOPITCH as 
in the NAT condition, and (3) also as accurate in the 
SYNTH as in the NAT (and in the NO PITCH) conditions.  

Methods 
Twenty-four native speakers of German took part. They 
were each paid 5 euros and reported no language or auditory 
impairments. Ninety-six turns were extracted from the Kiel 
Corpus of Spontaneous Speech (Kohler, 1996). This corpus 
contains 6 conversations amongst pairs of German native 
speakers who were discussing scenes from the popular TV 
series Lindenstraße. Speakers could not see one another. 
Following De Ruiter et al. (2006), we chose only turns that 
were at least 5 words long, and that were produced by 
speakers of both genders (female, 57 turns; male, 39 turns). 
One third of the selected turns was annotated in the corpus 
as a smooth transition (smooth), one third was followed by 
a silent pause longer than 100 ms (pause), and the 
remaining third ended with an overlap longer than 100 ms 
(overlap) between the interlocutors (see Table 1 for 
summary statistics on turn duration). These selection criteria 
served to ensure a good range of predictability (in 
Expriment 2 we also explored whether turn type interacted 
with our gaze manipulation; see below). 

NAT turns were the original turns extracted from the 
corpus (interlocutors were recorded on separate channels, so 
any backchannels were not included). NOPITCH turns were 
resynthesised using Praat (Boersma & Weenink, 2014) with 
constant pitch equal to the mean pitch of the original 
recording (using PSOLA resynthesis). NOWORDS turns 
were created in Praat by low-pass filtering the original at 
500 Hz. 
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Table 1: Turn Duration by Turn Type and Condition (ms). 
 

NAT, NOPITCH, NOWORDS 
 Turn Type 
Measure 

smooth overlap pause 
Mean duration 3325 4380 4377 
Min duration 1007 1261 1173 
Max duration 7365 9720 9433 

SYNTH 
 Turn Type 
Measure 

smooth overlap pause 
Mean duration 4398 6186 5789 
Min duration 1365 2475 1675 
Max duration 8780 12650 11650 

 
 SYNTH turns had the same content as the originals 

(including repetitions and disfluencies, but not laughter and 
breathing). Their prosody was initially produced by MARY, 
which uses prosodic boundaries (specified in GToBi) to 
define pitch contours, accents, and phrase-final lengthening. 
Boundary locations are determined by basic prosody rules 
(see Schröder and Trouvain, 2003 for details) and were 
manually adjusted, if needed, to match the original turns’ 
pitch contour or pauses made by the speaker. Individual 
words were also manually accented if necessary. 
Fundamental frequency and timing (see Table 1) of SYNTH 
turns still differed substantially from the originals. The 
amplitude of all turns was normalised to minimise 
differences in intensity between conditions (an example is 
available at http://dx.doi.org/10.7488/ds/234). 

We created four lists using a Latin Square design, so that 

each participant heard any given turn only once, but across 
participants each turn was presented in every condition 
(NAT, NOPITCH, NOWORDS, SYNTH). Presentation was 
blocked by condition and block order counterbalanced 
across participants. Within a block, presentation order was 
individually randomised using E-Prime 2.0 (Schneider, 
Eschman, & Zuccolotto, 2002) 

Participants listened to the turns over headphones. A 500-
ms fixation cross preceded each trial. The screen turned red 
to mark the start of the turn. Playback was stopped as soon 
as the participant gave a response to avoid learning effects; 
after a 1500-ms inter-trial interval (ITI), a new trial began. 
Instructions emphasised that participants should press the 
response button as soon as they expected the interlocutor to 
stop, so that the button would be pressed exactly at the 
turn’s end (rather than waiting for turn end and then 
pressing the button, cf. De Ruiter et al., 2006). A session 
lasted about 15 minutes. 

Results 
Bias is the time offset between the button press and the end 
of the turn. Positive bias indicates the participant pressed the 
button after the end of the turn; negative bias indicates they 
pressed the button before the turn was over. The closer the 
bias to zero, the more accurate the response. Outliers with a 
bias higher than 9000 ms in absolute value (0.3 % of the 
data) were discarded. See Table 2 for results. 

 
Table 2: Mean bias (SE) in ms by Condition in Exp 1. 

 
Condition Mean SE 
NAT -315 106 
NOPITCH -146 117 
NOWORDS -460 141 
SYNTH -524 115 

 
Bias is strongly negatively correlated with the duration of 

a turn (De Ruiter et al., 2006). Since SYNTH turns were 
considerably longer than the other versions (Table 1), we 
regressed bias on duration, and looked at the effect of our 

manipulations on the residuals of this regression to factor 
out variance purely due to differences in duration between 
conditions. We used linear-mixed effects models with 
maximal random structure (Barr et al., 2013) and defined 3 
planned contrasts to test our hypotheses. Lexico-semantic 
compared all conditions with intact content against 
NOWORDS to test the role of lexico-semantic information. 
Prosody compared the NOPITCH to the NAT condition to 

Figure 1: The three main postures of Embr in the AVERT condition. From left to right: Mutual gaze - Gaze to upper 
left - Averted gaze to the right towards turn end. 

 

766



test the role of pitch information. Agent compared the 
NOPITCH and NAT conditions to the SYNTH condition, to 
test whether participants would perform as accurately with a 
synthesised voice as with a human voice. We report 
estimates, Wald t tests, and profile-likelihood 95% 
confidence intervals (CI) for fixed effects.1 We also report 
likelihood-ratio tests based on model comparison to assess 
the overall effect of our manipulation.   

Overall, Condition did not improve model fit (χ2(3)=6.31, 
p<.1). However, we found that bias was larger in the 
NOWORDS condition than in all other conditions (B=273, 
SE=133, t=2.06, [5;546]), indicating that intact lexico-
semantic information allows for more accurate (i.e., closer 
to zero) turn-end anticipation. In addition, there were no 
differences between NO PITCH and NAT (B=160, SE=110, 
t=1.45, [-163;497]), nor between these two conditions and 
the SYNTH condition (B=-154, SE=150, t=-1.03, [-353 
;48]). 

Experiment 2: Gaze 
In this experiment, the synthesized turns from Experiment 1 
were uttered by a virtual agent (EMBR; Heloir & Kipp 
2009) and accompanied by mutual and/or averted gaze. 
Specifically, the agent looked towards the listener as it 
started the turn. It then either maintained this listener-
directed gaze throughout the turn (NEUT), or averted its 
gaze during speaking before looking back at the listener 
towards the end of the turn. The timing of this turn-final 
listener gaze occurred either at what we consider the 
‘natural’ or optimal time point (NAT, about 600ms prior to 
turn end, as roughly observed in Kendon, 1967) or 
substantially earlier (EARLY, about 1600ms prior to turn 
end). Natural gaze was further contrasted with a gaze cue 
that had the same timing but remained averted (AVERT; 
Figure 1). Thus, the gaze cue manipulation affected both 
timing and direction. This served to investigate whether 
listener-directed speaker gaze needs to occur in a specific 
time window prior to turn end in order to be a reliable and 
efficient predictor for listeners, and/or whether gaze needs 
to be directed towards the listener at all.  

In addition, we tested whether the effect of gaze would 
differ depending on Turn type. In the original conversation, 
participants could not see one another. We hypothesised the 
virtual agent’s gaze would mostly affect the anticipation of 
turns that ended with an overlap or a gap, that is turns in 
which interlocutors did not achieve a smooth transition 

                                                
1 CI were computed using the profile() function in R. 

When the CI could not be computed for the full random 
structure, we simplified the random structure. Fixed effects 
estimates in simplified models were very close to those in 
the full models. Likelihood ratio tests for individual planned 
contrasts also confirmed the reported results. 

 

when information in only one modality (speech) was 
available to them.  

Methods 
Forty native speakers of German were paid 5 euros each to 
take part. None of them had taken part in Experiment 1. 
They reported no language, auditory or visual impairment. 

We selected the subset of 56 turns pre-tested in 
Experiment 1 that were sufficiently long to allow our gaze 
manipulation (average bias in Experiment 1: -778 ms for the 
SYNTH version, -491 ms for the NAT version). Fifteen 
turns ended with a smooth transition in the original 
conversation (smooth), twenty-three were followed by a 
silent gap (pause), and eighteen ended with an overlap 
between speakers (overlap).  

Four video clips were generated for each turn, one for 
each gaze condition (NEUT,NAT,AVERT,EARLY), using 
the EMBR framework (see http://dx.doi.org/10.7488/ds/234 
for an example). We counterbalanced across turns whether 
the initial gaze movement away from the listener was to the 
right or to the left of the screen. We used transcriptions of 
the turns to obtain appropriate lip movements for the agent. 
Pauses were added to these transcriptions at those points 
where they appeared in the SYNTH turns (see Experiment 
1). In a second stage, the SYNTH turn was superimposed on 
the video. Synchronisation with the agent’s lip movements 
was ensured and gaze movements were aligned with the 
content of the audio file as requested by our gaze 
manipulation. This two-step procedure was necessary 
because the SYNTH turns from Experiment 1 were obtained 
using a different (and more flexible) synthesizer (MARY) 
than the one integrated within the EMBR framework. 

Each movie clip started with the agent looking towards 
the participant for one second before starting to speak. The 
clips ended approximately one second after turn end. Bias 
was computed from the turn end rather than the end of the 
movie clip. The duration of the clips reached from a 
minimum of 4200ms to 14400ms with a mean duration of 
7904ms. This includes one second of silence in the 
beginning of each video and the afore-mentioned silence 
after the turn. Overlap turns were on average longer (8490 
ms) than pause (7584 ms) or smooth (7691 ms) turns. 
NAT and AVERT gaze cues appeared on average 569 ms 
before turn end (range: 166-1000 ms), while EARLY gaze 
cues were on average 1593 ms before turn end (range: 1200-
2133 ms). Four lists were created using a Latin square 
design as in Experiment 1. Presentation order was fully 
randomised, individually for each participant using E-Prime 
2.0. Participants watched the videos while listening to the 
turns presented over speakers. Each trial was preceded by a 
fixation cross that remained on screen for 2000 ms and 
followed by a 2000-ms ITI. Video playback stopped as soon 
as the participant gave a response to avoid learning effects. 
Every 18 trials participants paused for a short break. In total 
a session lasted about 20 minutes. 
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Results 
Outliers higher than 5000 ms in absolute value (1.47% of 
the data) were discarded. Statistical analyses followed the 
same criteria as in Experiment 1. Turn duration was the 
same across conditions, so it was not necessary to regress it 
out. Three orthogonal contrasts were defined for the factor 
Gaze type. Gaze shift compared the NEUT condition against 
the conditions containing gaze shifts (NAT, EARLY and 
AVERT). Gaze direction compared the AVERT condition, 
in which the agent kept looking away from the participant, 
to the NAT and EARLY conditions, in which the agent 
established mutual gaze with the listener towards the end of 
the turn. Finally, gaze timing compared the NAT to the 
EARLY condition. For the factor Turn type, we defined two 
orthogonal contrasts: overlap compared overlap turns to the 
other two types; gap compared pause to smooth turns. 

Across gaze types, the bias in Experiment 2 was closer to 
zero than in the pre-test (Table 3). Perhaps the mere 
presence of visual information about the agent, and the 
agent’s lip movements, improved participants’ accuracy. 
There were no differences between Gaze type conditions 
(χ2(3)=4.41, p=.22; all |t|<1).  

Overall, the Gaze type by Turn type interaction did not 
contribute to model fit (χ2(6)=10.81, p<.1). However, the 
presence of a gaze shift influenced the bias for overlap 
turns more than it did for smooth or pause turns (gaze shift 
* overlap interaction: B=-392, SE=121, t=-3.25, [-665;-
151]; see Figure 2). Importantly, this difference was not 
driven by differences in duration between turn types, as 
duration did not interact with Gaze type (χ2(3)=3.18, p=.37; 
all |t|<1.7). 

We then analysed each turn type separately, Gaze type 
had no effect for either smooth or pause (all |t|<1). Instead, 
Gaze type influenced bias for overlap turns. Particularly, 
gaze direction (B=-83, SE=134, t=-.62, [-467;203]) and 
timing (B=-69, SE=142, t=-.48, [-464;206]) did not matter, 
but the mere presence of a gaze shift brought bias closer to 
zero than when the agent looked straight at the listener 
throughout the turn (B=354, SE=127, t=2.78, [111;584]).  
 

Table 3: Mean bias (SE) in ms by Gaze type in Exp. 2. 
 

Gaze type Mean SE 
NEUT -211 104 
NAT -147 89 
EARLY -178 90 
AVERT -62 107 

General Discussion and Conclusion 
In Experiment 1, listeners were more accurate in 
anticipating turn ends when they had access to the lexico-
semantic content of the turns, but their performance was not  
impaired when the pitch contour was flattened or re-created 
using a text-to-speech synthesiser. This confirms that 
linguistic content is more important than intonation.  

Figure 2: Mean bias (SE) in ms by Gaze and Turn type in 
Experiment 2 

 
However, it is possible that timing information (such as 

the location and duration of pauses) is also necessary, in 
combination with content, for accurate turn end anticipation, 
since this information was preserved in both the flat pitch 
and the synthesised turns. Future studies using MARY could 
test this hypothesis by modifying the location of pauses. 

Overall, Experiment 1 replicated De Ruiter et al.’s (2006) 
findings for our materials, and confirmed and extended 
Hjalmarsson’s (2011) finding that turn end detection is 
possible for an artificial voice, at least when they are 
matched on prosodic contour and location and duration of 
pauses. It also served as a pre-test for the materials used in 
Experiment 2.  

In Experiment 2, we introduced a virtual agent and 
manipulated the presence of gaze shifts, their direction, and 
timing. Surprisingly, direction and timing had little effect on 
the accuracy with which listeners anticipated turn endings, 
though the trends were in the expected direction: On the 
basis of Kendon’s (1967) observations and Skantze et al.‘s 
(2014) findings, one would have expected listeners to 
interpret an averted gaze as an indication that the agent was 
not done speaking, which should have led to a shift towards 
more positive bias in this condition. In addition, we 
expected gaze timing to affect anticipation, so that an early 
listener-directed gaze should have led to a shift towards 
more negative bias. 

It is possible that participants did not interpret gaze cues 
in this way because they did not engage in a conversation 
with the agent. However, previous research has established 
that the turn end anticipation task reflects turn-taking 
behaviour in real conversations (De Ruiter et al., 2006). In 
addition, in all conditions (but NEUT) the number of head 
movements was the same. Participants might have taken the 
movement itself, or its initiation, as the cue rather than gaze 
direction. 

Alternatively, our findings could be taken to suggest that 
gaze cues are not so relevant for the accurate (i.e., timely) 
anticipation of turn endings as they are for the decision 
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whether the current speaker will keep or yield the turn. One 
possibility is that other sources of information are primarily 
used to estimate the right time for a potential turn switch, 
whereas gaze is only used as a secondary cue to help decide 
whether to take the turn or not when linguistic content 
indicates that a potential switch is upcoming (see De Ruiter 
et al., 2006 for similar reasoning about intonation).  

Tentative support for this idea comes from our finding 
that the end of overlapped turns was anticipated more 
accurately when the agent averted its gaze than when it kept 
looking at the participant throughout the turn (in the NEUT 
condition). If overlapped turns contain early potential turn 
transition points, averted gaze might make participants less 
likely to think the speaker is about to yield the turn at an 
early stage.  

In sum, our results support the assumption that prosody is 
less relevant for detecting a turn’s end than lexico-semantic 
information. Timing and direction of speaker gaze as 
observed by Kendon (1967) do not per se improve accuracy. 
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Abstract 

Human conditional reasoning is defeasible: people withdraw 
logically valid conclusions if they are aware of situations (i.e., 
exceptions) that prevent the consequent of the rule to happen 
although the antecedent is given. In this paper we investigate 
defeasible reasoning with quantified rules. In two experiments 
we rephrased conditionals from the literature (Experiment 1) 
and rules from penal code (Experiment 2) as either universal 
or existential rules and embedded them into Modus Ponens 
and Modus Tollens inference problems. We show that defeas-
ible reasoning also exists for quantified rules. However, the 
kind of quantifier (universal vs. existential) did not affect in-
ferences. This last finding conflicts with theories highlighting 
the importance of logic in human reasoning.  

Keywords: Quantifiers; defeasible reasoning; exceptions 

Introduction 

How do humans reason? This question has kept cognitive 

psychology busy for several decades. In the beginning this 

question was investigated by analyzing people’s capacity to 

reason according to classical logic (Evans, 2002). People 

were confronted with conditional inference tasks and asked 

to make logical inferences. If they were able to draw logi-

cally valid conclusions they were considered rational. Res-

ponses not corresponding to classical logic were considered 

“errors” and a sign of irrationality (Evans, 2002; Oaksford 

& Chater, 2001). For instance, when people were confronted 

with a conditional rule such as “If a person stands in the sun 

(p), then the person gets a sunburn (q)” together with the 

fact that the antecedent p is given (i.e., a person standing in 

the sun), then participants had to conclude that the conse-

quent q follows (i.e., the person getting a sunburn). This is 

the valid inference of Modus Ponens (MP) from classical 

logic. The same was the case for the valid inference of 

Modus Tollens (MT): when participants were confronted 

with the same conditional but then with the fact that the 

consequent is not the case (⌐q; i.e., the person does not get a 

sunburn), then they should conclude that the antecedent is 

also not the case (⌐p; i.e., the person is not standing in the 

sun).   

However, over the years researchers have recognized that 

when participants deny logically valid conclusions it is not 

necessarily because of “irrationality”, but because everyday 

reasoning often does not follow the rules of classical logic 

(Evans, 2012; Oaksford & Chater, 2001). In everyday rea-

soning also the content of the conditional matters and people 

introduce their content related background knowledge to 

inference tasks (Cummins, Lubart, Alksnis, & Rist, 1991; 

De Neys, Schaeken, & d’Ydewalle 2003a; 2003b; Evans, 

2002; Johnson-Laird & Byrne, 2002). For instance, in the 

example above, participants might refuse to conclude that 

the person gets a sunburn although the person is standing in 

the sun if they consider the possibility of using sunscreen or 

already having a good tan. In everyday reasoning people 

withdraw otherwise valid conclusions if they can think of 

information which prevents the consequent q to occur al-

though the antecedent p is given. This consideration of ex-

ceptions shows that contrary to classical logic, everyday 

reasoning is defeasible (e.g., Oaksford & Chater, 2001). The 

more exceptions people consider during reasoning and the 

more semantically associated these exceptions are to the 

consequent of the conditional, the more an otherwise valid 

conclusion is rejected (Cummins et al., 1991; DeNeys et al, 

2003a; 2003b; Quinn & Markovits, 1998). In this way, the 

more exceptions a person can think of, the less he or she 

perceives the conditional probability of q given p (Weiden-

feld, Oberauer, & Hörnig, 2005; see also Oaksford & Cha-

ter, 2001; 2013; Oaksford, Chater, Larkin, 2000).  

Still, as far as we know, all research on the consideration 

of exceptions in defeasible reasoning has been done with 

conditionals with the classical logical connective if-then. 

But are exceptions also considered when reasoning with 

quantifiers such as in “All people standing in the sun get a 

sunburn” or “Some people standing in the sun get a sun-

burn”? Some directions can be found in Chater and Oaks-

ford (1999); however the question is still particularly inter-

esting because of the distinction between universal (i.e., All 

As are Bs) and existential (i.e., Some As are Bs) quantifiers, 

with the latter already suggesting the existence of excep-

tions. Is it therefore possible that the effect of exceptions in 

defeasible reasoning is moderated by the quantifier used in 

the rule? 

The aim of this paper is to investigate 1) whether excep-

tions are considered when reasoning with quantifiers, and 2) 

to which extent different quantifiers (universal vs. existen-

tial) affect the consideration of exceptions. In our reasoning 

problems we expected people to consider exceptions when 

reasoning with quantifiers; making reasoning with quantifi-

ers defeasible. However, we hypothesize that the kind of 

quantifier used in the rule influences the extent to which 

exceptions are considered. Based on the logical and linguis-

tic implications of universal and existential quantifiers, we 

suppose that existential quantifiers trigger the consideration 

of exceptions in such a way that participants show higher 

reluctance to accept logically valid conclusions when the 

rule is phrased with an existential compared to a universal 

quantifier. Showing that reasoning with quantifiers is de-

feasible, and that defeasibility depends on the kind of quan-
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tifier used, would have important implications for (1) theo-

ries highlighting the defeasible nature of human reasoning, 

and (2) theories emphasizing the role of logics in reasoning. 

Our hypotheses are also related to the dual source model 

of Klauer, Beller, and Hütter (2010). Klauer and colleagues 

argue that the inferences participants draw depend on their 

background knowledge about the content of the task and its 

logical form. Whereas the background knowledge compo-

nent is influenced by the conditional probability of q given 

p, the form component depends on the subjective probability 

of the logical inference presented in the task, but also on the 

form of the rule and its validity (Klauer et al., 2010; Sing-

mann, Klauer and Over, 2014). For instance, when Klauer et 

al. (2010) asked participants to estimate how probable it is 

that q follows from p, participants gave higher ratings when 

they were first confronted with the corresponding “if-then” 

conditional rule than when they were asked (directly) with-

out being presented with a rule before. Changes in the form 

of the rule by comparing “if p then q” with “p only if q” 

rules also affected inferences (Klauer et al., 2010). All these 

findings suggest that phrasing rules as either universal or 

existential should affect inferences.  

In the following, we present two experiments on defeasi-

ble reasoning with quantifiers. In Experiment 1 we phrased 

conditionals from the literature as quantified rules and tested 

the participants’ consideration of exceptions in a classical 

inference task. In Experiment 2 we use legal rules to inves-

tigate whether quantifiers also influence the inferences with 

emotionally charged content. 

Experiment 1 

Methods 

Participants 41 participants took part in the experiment. 

One of them had to be excluded because he or she stated 

after the experiment to have had prior knowledge on formal 

logic. The remaining 40 participants were on average 21.50 

years old (SD = 2.82). 

Materials and Design For Experiment 1 we took 12 condi-

tionals from the existing literature and phrased them with 

universal or existential quantifiers. 8 of the 12 conditionals 

came from De Neys, Schaeken and d’Ydewalle (2002), and 

4 from Verschueren, Schaeken and d’Ydewalle (2005). 

According to the authors half of the conditionals have many 

exceptions, the other half few exceptions
1
. We rephrased 

these 12 conditionals either as statements with universal or 

existential quantifiers by adding either an “All” or a “There 

is at least one Z that” (replacing Z by the object of the rule) 

in the beginning of each statement. For an illustration see 

Table 1.  

                                                           
1 In the literature authors make the distinction between disablers 

and alternatives. The former refers to situations that hinder the 

causal relationship between p and q. The latter refer to alternative 

situations which also bring about q, without the necessity of p. We 

selected our items only on the basis of disablers, because the 

amount of alternatives does usually not influence MP and MT 

inferences (cf. Cummins, 1995). 

Table 1: Rephrasing conditionals with many and few excep-

tions to universal or existential rules in Experiment 1.  
 

 Exceptions 

Rule Many Few 

Conditional   If a person studies 

hard, then this per-

son will do well on 

the test. 

If a person jumps into 

the pool, then the 

person gets wet. 

Universal  All persons that 

study hard will do 

well on the test. 

All persons that jump 

into the pool get wet. 

Existential  There is at least one 

person that studies 

hard and does well 

in the test. 

There is at least one 

person that jumps 

into the pool and gets 

wet. 

 

Each quantified rule was presented twice, once as a MP 

inference:   

Rule (universal/ existential):   

All persons that jump into the pool will get wet. /  

There is at least one person that jumps into the pool and gets 

wet. 

Fact:      

Person X jumps into the pool. 

Conclusion:     

Person X gets wet. 

And once as a MT inference: 

Rule (universal/ existential):   

All persons that jump into the pool will get wet. /  

There is at least one person that jumps into the pool and gets 

wet. 

Fact:      

Person X does not get wet. 

Conclusion:     

Person X did not jump into the pool. 

The person or object described in the fact was always la-

beled “X” (e.g., Person X, girl X, apple X) to emphasize 

that we are referring to one particular person or object. Par-

ticipants had to indicate how strongly they accept the con-

clusion. The kind of quantifier was varied between individ-

uals: 19 participants were confronted with universal quan-

tifiers and 21 with existential quantifiers. Experiment 1 thus 

followed a 2 (exception: many vs. few) x 2 (inference: MP 

vs. MT) x 2 (quantifier: universal vs. existential) mixed 

design. The amount of exceptions and the kind of inference 

was varied within individuals. In total, participants solved 

24 problems.  

In addition to the inference task, we also included a gen-

eration task. Similar to De Neys et al. (2002; 2003a) and 

Cummins et al. (1991) participants had 1.5 minutes to gen-

erate exceptions for the different rules we used in the infe-

rence task (“A person jumps into the pool but does not get 

wet.” [Why?]). This served to corroborate that our German 
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translation of the rules did not alter the amount of excep-

tions participants can generate for each rule. 

Procedure The experiment was programmed with Superlab 

4.5 from Cedrus Cooperation. Participants were tested indi-

vidually. In the instructions participants were told that they 

will be presented with statements containing some general 

rule and that their task is to indicate how strongly they ac-

cept a certain statement given the previous rule. Participants 

gave their answers on a 5-point-Likert scale ranging from no 

acceptance to full acceptance (the order of the extremes was 

counterbalanced). Each statement (the quantified rule, the 

fact, and the conclusion) was presented on a separate screen. 

Participants could switch to the next screen by pressing the 

space bar. The conclusion was written in red font and was 

followed – on a separate screen – by a figure of the 5-point-

Likert scale where participants had to indicate their accep-

tance of the conclusion. We measured acceptance ratings 

and decision times. Participants were told to answer intui-

tively and that right or wrong answers do not exist (cf. 

Cummins, 1995; De Neys et al. 2003b). The 24 inference 

problems were presented in a random order after a short 

practice trial. After the inference task participants completed 

the generation task. 

Results 

Generation Task (Manipulation Check) Participants gen-

erated more exceptions for rules classified as having many 

exceptions (M = 4.9, SD = 1.3) than for those classified as 

having few exceptions (M = 3.3, SD = 1.0), t(39) = 13.45, p 

< .001, d = 1.36. In addition, the time needed to generate the 

first exception correlated significantly with the amount of 

exceptions generated, r(38) = ‒.52, p ≤ . 01. 

Inference Task We conducted two separate 2 (exception: 

many vs. few) x 2 (inference: MP vs. MT) x 2 (quantifier: 

universal vs. existential) mixed Analyses of Variance 

(ANOVAs), once for acceptance ratings and one for deci-

sion times. Descriptive statistics are in Table 2.  

For the ANOVA for acceptance ratings we coded full ac-

ceptance with 5 points and no acceptance with 1 point. We 

found a main effect of amount of exceptions, F(1, 38) = 

76.06, p < .001, ηp
2 

= .67, and a main effect of inference, 

F(1, 38) = 49.95, p < .001, ηp
2 

= .57. Acceptance ratings 

were higher for rules with few exceptions (M = 4.2, SD = 

0.5) compared to those with many exceptions (M = 3.3, SD 

= 0.7). And acceptance ratings were higher for MP (M = 

4.1, SD = 0.5) than for MT inferences (M = 3.5, SD = 0.7). 

All other effects were not significant (F ≤ 1.52, p ≥ .225). 

The ANOVA for decision times showed a main effect of 

inference, F(1, 38) = 16.63, p < .001, ηp
2 

= .30, and a main 

effect of quantifier, F(1, 38) = 4.77, p = .035, ηp
2 

= .11. 

Participants needed more time to decide for MT inferences 

(M = 2.2s, SD = 1.54) compared to MP inferences (M = 

1.83s, SD = 1.36). They also needed more time to make a 

decision when the initial rule contained an existential quan-

tifier (M = 2.45s, SD = 1.76) compared to a universal quan-

tifier (M = 1.51s, SD = 0.60). All other effects were not 

significant (F ≤ 3.73, p ≥ .061). 

Table 2: Acceptance ratings (AR) and decision times in 

seconds (DT) for universal and existential rules with many 

and few exceptions for Modus Ponens (MP) and Modus 

Tollens (MT) inferences in Experiment 1. Standard devia-

tions are shown in brackets. 
 

Rule 
Many exceptions Few exceptions 

MP MT MP MT 

Universal 

AR 

DT 

 

3.8 (0.8) 

1.6 (0.8) 

 

3.1 (1.1) 

1.7 (0.7) 

 

4.6 (0.4) 

1.2 (0.8) 

 

4.1 (0.8) 

1.5 (0.6) 

Existential 

AR 

DT 

 

3.5 (0.7) 

2.2 (1.5) 

 

3.0 (0.7) 

2.7 (2.0) 

 

4.4 (0.4) 

2.2 (2.6) 

 

3.8 (0.7) 

2.7 (2.4) 

Discussion 

Our results show that defeasible reasoning also exists 

when reasoning with quantifiers: participants accepted con-

clusions following from quantified rules with many excep-

tions less strongly than from quantified rules suggesting few 

exceptions. In addition, in accordance with the existing 

literature (Evans, 2002), participants accepted conclusions 

for MP inferences more often than for MT inferences. How-

ever, the kind of quantifier used in the initial rule did not 

affect acceptance ratings, but decision times: participants 

needed more time to select conclusions for existential than 

for universal quantifiers. One explanation for the similar 

acceptance ratings but different decision times is that exis-

tential quantifiers do not trigger a higher consideration of 

exceptions. Instead, the higher decision times for existential 

quantifiers might only reflect some kind of “translation” 

process. The wording “There is at least one person that…” 

might sound awkward in everyday language and thus partic-

ipants probably needed extra time to “translate” the phrase 

into a more common wording. This translation might have 

resulted in the same inference pattern found for universal 

quantifiers. Another explanation is that, in a first step, the 

existential quantifier actually triggered a higher considera-

tion of exceptions. However, since the existential quantifiers 

are known to create confusions and are difficult to under-

stand (see Newstead, 1989), participants might have finally 

decided to ignore the quantifier and to answer in the way 

they usually do, e.g. calculating the conditional probability 

of q given p. To clarify this mismatch between acceptance 

ratings and decision times, in Experiment 2 we phrased the 

existential rules more naturally. 

Experiment 2 

In Experiment 2 we investigated the role of quantifiers in 

defeasible reasoning with legal rules. The legal rules could 

consist of either universal or existential quantifiers. We 

selected legal rules because such rules typically have excep-

tions. In law such exceptions are known as exculpatory 

circumstances and are reasons for voiding punishment, such 

as e.g., self-defense. Yet, recent studies show that laypeople 

usually ignore such exculpatory circumstances when an 

offence is highly morally outraging (e.g., Gazzo Castaneda 

772



& Knauff, 2013). But what happens when the legal rules 

already suggest the possibility of exceptions? If the quan-

tifiers used in the initial rule are considered during reason-

ing, then legal rules with existential quantifiers like “Some 

persons who kill another human being should be punished” 

should bring participants to apply the initial legal rule less 

often (and consider thus more exceptions) compared to rules 

with universal quantifiers like “All persons who kill another 

human should be punished”. 

Methods 

Participants 43 participants took part in the experiment. 

Two participants had to be excluded because of technical 

problems and another one because the participant afterwards 

reported to study law. The remaining 40 participants were 

on average 23.08 years old (SD = 3.24). 

Materials and Design For Experiment 2 we selected from a 

pilot study (N = 87 and N = 82) 6 high and 6 low morally 

outraging offences. These offences were embedded into 

quantified legal rules by either adding an “All” or a “Some” 

in the beginning of each statement (for an illustration see 

Table 3). We changed the phrasing of the existential quan-

tifier compared to Experiment 1 to make the legal rules 

sound more naturally and thus avoid confounds with com-

prehension problems.  

 

Table 3: Rephrasing high and low morally outraging legal 

rules as universal or existential rules in Experiment 2. 
 

Rule 
Moral Outrage of Offence 

High Low 

Legal Rule Whoever kills a 

human being, with-

out being a murder-

er, is punished for 

manslaughter with 

imprisonment for 

not less than five 

years 

Whoever organizes 

without governmental 

permission a game of 

chance or provides the 

facilities for this, is 

punished with impri-

sonment up to two 

years or with fine.  

Universal All persons that kill 

another human 

should be punished 

for manslaughter. 

All persons that organ-

ize a game of chance 

without governmental 

permission should be 

punished for unautho-

rized organization of 

games of chance. 

Existential Some people that 

kill another human 

should be punished 

for manslaughter.  

Some persons that 

organize a game of 

chance without go-

vernmental permission 

should be punished for 

unauthorized organiza-

tion of games of 

chance. 

 

As in Experiment 1, the kind of quantifier was varied be-

tween individuals (n = 19 got the rules with universal, and  

n = 21 with existential quantifiers) and each quantified rule 

was presented twice, once as a MP: 

Rule (universal/ existential):   

All persons that kill another human should be punished for 

manslaughter/  

Some persons that kill another human should be punished 

for manslaughter. 

Fact:      

A person kills another human. 

Conclusion:     

Should the person be punished for manslaughter? 

And once as a MT inference: 

Rule (universal/ existential):   

All persons that kill another humans should be punished for 

manslaughter/  

Some persons that kill another human should be punished 

for manslaughter. 

Fact:      

A person is not punished for manslaughter. 

Conclusion:     

Did this person kill another human? 

Note that contrary to Experiment 1 we phrased the conclu-

sion as a question. After each inference, participants were 

told to rate their certainty on a 3-point-Likert scale (uncer-

tain – neutral – certain). In total, participants were con-

fronted with 24 problems. Experiment 2 followed thus a 2 

(moral outrage: high vs. low) x 2 (inference: MP vs. MT) x 

2 (quantifier: universal vs. existential) mixed design. 

Procedure The experiment was programmed in Superlab 

4.5 from Cedrus Cooperation. Participants were tested indi-

vidually. In the instructions participants were told that we 

will confront them with statements describing legal cases, 

including some general rule about the offence and that they 

have to decide for each case whether they would apply the 

initial legal rule or not. Each statement (the quantified legal 

rule, fact, and conclusion) was presented on a separate 

screen. Participants could switch to the next screen by press-

ing the space bar. They gave their answer about the conclu-

sion – which was written in red font – by either pressing a 

“Y” (yes) or “N” (no) key on the keyboard. The certainty 

ratings were given by pressing one of three keys from the 

numerical pad. We measured participant’s conclusions, the 

decision times, and the certainty ratings. Participants were 

told to answer intuitively and that right or wrong answers do 

not exist. The 24 inference problems were presented in a 

random order after a short practice trial. 

Results 

We conducted three separate 2 (moral outrage: high vs. 

low) x 2 (inference: MP vs. MT) x 2 (quantifier: universal 

vs. existential) mixed ANOVAs, one for conclusions, one 

for decision times (corrected for sentence length) and one 

for certainty ratings. Descriptive statistics are in Table 4.  

For the ANOVA for the conclusions we computed the 

percentage of logically “correct” responses per category 
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(i.e., “yes” for MP and “no” for MT inferences). We found a 

main effect of moral outrage, F(1, 38) = 28.37, p < .001, ηp
2 

= .43, but also an interaction between moral outrage and 

inference, F(1, 38) = 34.87, p < .001, ηp
2 

= .48. For MP 

inferences, when the offence was of high moral outrage, 

participants selected significantly more often to apply the 

initial rule and to conclude that the offender should be pu-

nished compared to when the offence was of low moral 

outrage, t(39) = 7.03, p < .001, d = 1.47. In contrast, for MT 

inferences moral outrage did not affect the participants’ 

conclusions, t(39) = 0.80, p = .430, d = 0.08. All other ef-

fects were not significant (F ≤ 2.75, p ≥ .106). 

The ANOVA for decision times showed a main effect of 

inference, F(1, 38) = 25.82, p < .001, ηp
2 

= .41. Participants 

needed more time to decide for MT inferences (M = 3.95s; 

SD = 1.56) than for MP inferences (M = 2.80s; SD = 1.08). 

We also found an interaction between inference and moral 

outrage, F(1, 38) = 4.68, p = .037, ηp
2 

= .11. For MP infe-

rences participants were faster when the offence was of high 

moral outrage, but for MT it was the other way around. 

However, both post hoc t-tests did not reach the Bonferroni 

adjusted alpha level of .025 (ts ≤ 2.22, p ≥ .033). All other 

effects were not significant (F ≤ 3.31, p ≥ .077). 

The ANOVA for certainty ratings revealed a main effect 

of moral outrage, F(1, 38) = 8.48, p = .006, ηp
2 
= .18, a main 

effect of inference, F(1, 38) = 47.92, p < .001, ηp
2 

= .56, and 

an interaction between moral outrage and offence, F(1, 38) 

= 35.25, p < .001, ηp
2 

= .48. For MP inferences participants 

were more certain when the rule contained a high moral 

outrage offence compared to when it contained a low moral 

outrage offence, t(39) = 6.08, p < .001, d = 1.34. For MT 

inferences, however, differences in certainty ratings for 

offences with high and low moral outrage did not reach the 

Bonferroni adjusted alpha level of .025, t(39) = ‒2.14, p = 

.039, d = 0.21. All other effects were not significant (F ≤ 

2.01, p ≥ .164). 

 

Table 4: Logically correct responses in percent (C), decision 

times in seconds (DT) and certainty ratings (CR) for high 

and low morally outraging universal and existential rules for 

Modus Ponens (MP) and Modus Tollens (MT) inferences in 

Experiment 2. Standard deviations are shown in brackets. 
 

Rule 
High Moral Outrage Low Moral Outrage 

MP MT MP MT 

Universal 

C 

DT 

CR 

 

92.1(11.6) 

2.9 (1.1) 

2.9 (0.2) 

 

84.2 (26.3) 

4.4 (1.6) 

2.1 (0.5) 

 

60.5 (25.6) 

3.2 (0.8) 

2.4 (0.3) 

 

89.5 (17.8) 

4.3 (2.3) 

2.2 (0.3) 

Existential 

C 

DT 

CR 

 

96.0 (9.0) 

2.2 (1.1) 

2.9 (0.2) 

 

78.6 (34.6) 

3.8 (1.4) 

2.0 (0.7) 

 

67.2 (26.3) 

2.8 (1.6) 

2.6 (0.4) 

 

78.6 (33.8) 

3.4 (1.7) 

2.1 (0.6) 

 

Discussion 

Our results show that defeasible reasoning also exists 

when reasoning with quantified legal rules. For MP infe-

rences with low morally outrageous offences participants 

defeated more often the logically valid conclusion to punish 

the offender than when the offence was of high moral out-

rage (and were less certain). MT inferences were not influ-

enced by moral outrage. Moral outrage probably only af-

fected MP but not MT inferences because only the conclu-

sion of the former may activate personal values of the rea-

soner by asking what should happen to an offender. Con-

trary, the structure of MT inferences is less emotionally 

charged, because participants are only asked whether an 

offence was committed or not.  

However, despite these results, we found no effects of 

quantifiers; not even in decision times. This lets us assume 

that the differences in decision times we found in Experi-

ment 1 only resulted from the way in which we phrased the 

existential quantifiers and that the actual quantifier does not 

influence inferences at all.  

General Discussion 

Our results show that defeasible reasoning also exists with 

quantified statements. When a quantified rule suggests 

many exceptions people accept conclusions which are valid 

according to classical logic less often than when those rules 

suggest only few exceptions (Experiment 1). At the same 

time, the defeasibility of conclusions also depends on how 

emotionally attached one is to the initial rule (Experiment 

2). However, contrary to our expectations, the consideration 

of exceptions was not moderated by the quantifier used in 

the rule. In fact, the kind of quantifier used in our tasks did 

not affect inferences. It seems that participants ignored the 

exact wording of the rule, but only extracted the topic of the 

task and used prior knowledge to indicate how highly they 

accept a certain conclusion. This interpretation would fit 

with the idea of what is known in the literature as System 1: 

a non-analytic and fast way of reasoning (e.g., Kahneman, 

2011). However, such an explanation – as well as our results 

– conflicts with Klauers et al. (2010) dual source model, 

because the dual source model argues that the logical form 

influences inferences. 

One explanation for the mismatch between our results and 

the ones observed by Klauer et al. (2010) is that the dual 

source model perhaps is simply not appropriate for quanti-

fied rules. Maybe, people do not represent the logical differ-

ences between universal and existential quantifiers mentally 

or at least not in a way it could affect inferences. Already 

Singmann et al. (2014) said that the component “logical 

form” of the dual source model does not refer to the actual 

logical status but to the “belief in the logicality of logical 

forms” (Singmann et al., p. 4). However, this explanation is 

not plausible because in our everyday lives we draw a dis-

tinction between all and some – even though this distinction 

does not perfectly correspond to the logical meanings of the 

quantifiers (Newstead, 1989).  

Another explanation could be that the response formats we 

used in our experiments differ from the ones used in Klauer 

et al. (2010). In Klauer et al. participants had to rate how 

probable a certain conclusion is. In contrast, we asked our 
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participants in Experiment 1 to indicate how highly they 

accept the conclusion, and in Experiment 2 to answer the 

conclusion by either selecting yes or no. Already Markovits, 

Forgues and Brunet (2010) showed that the response modal-

ity affects inferences. Yet, the fact that we found the same 

results in Experiment 1 and 2 – both using different re-

sponse modalities – indicates that our findings are indepen-

dent from response modality.  

A third explanation for the mismatch between our findings 

and the ones from Klauer et al. (2010) is that maybe the 

form component postulated by the dual source model is less 

strong for quantified rules than for conditional rules. It is 

possible that the effect of quantifiers is too weak to be mea-

surable with acceptance ratings. Further studies with ma-

thematical models may help clarifying this question.  

Investigating defeasible reasoning with quantifiers is nov-

el and requires further investigation. For instance, in this 

study we only used the logically valid inferences MP and 

MT. Further studies could test the role of quantifiers in 

reasoning with inferences like the Acceptance of the Conse-

quent and Denial of the Antecedent – which are often classi-

fied as valid by laypeople although being invalid according 

to classical logic. One could also manipulate the kind of 

quantifier within subjects. We decided to work with a be-

tween subjects design to avoid artefacts because of demand 

characteristics. However, if demand characteristics indeed 

evoke differences between universal and existential quan-

tifiers, this would show that people know the differences 

between both quantifiers but that they do not care about 

these differences spontaneously.  

We are aware that there are still open questions. However, 

we think that varying the wording and logical meaning of 

rules in inference tasks is promising: as we show in our 

experiments, it allows for testing the relative impact of 

background knowledge and logics in human reasoning.  
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Abstract

Computational models of semantics have emerged as
powerful tools for natural language processing. Recent
work has developed models to handle compositionality,
but these models have typically been evaluated on large,
uncontrolled corpora. In this paper, we constructed
a controlled set of phrase pairs and collected phrase
similarity judgments, revealing novel insights into hu-
man semantic representation. None of the computa-
tional models that we considered were able to capture
the pattern of human judgments. The results of a sec-
ond experiment, using the same stimuli with a trans-
formational judgment task, support a transformational
account of similarity, according to which the similarity
between phrases is inversely related to the number of ed-
its required to transform one mental model into another.
Taken together, our results indicate that popular mod-
els of compositional semantics do not capture important
facets of human semantic representation.

Keywords: similarity, semantics, neural networks

Introduction
A central concern of natural language processing is the
compact representation of semantic content in words,
phrases and documents. Researchers have pursued sev-
eral different approaches to this problem. One approach
is grounded in formal (model-theoretic) semantics, which
maps words and sentences onto logical expressions (Mon-
tague, 1970). The meaning of a word or sentence, accord-
ing to this view, is the set of possible worlds in which
the corresponding logical expression is true. While gen-
eral and powerful, this approach has been difficult to
apply on a large scale, since the process of mapping arbi-
trary linguistic fragments to logical expressions is highly
non-trivial. A second approach is to build databases
of lexical knowledge, like WordNet (Fellbaum, 1998),
which offer definitional representations of word meaning.
However, this approach does not directly represent the
meaning of more complex linguistic units like sentences.
A third approach is to derive semantic representations
from large corpora by analyzing the co-occurrence of
words or phrases in the same context. This approach is
grounded in the distributional hypothesis: words that oc-
cur in similar linguistic contexts have similar meanings
(Harris, 1954). This last approach has gained promi-
nence recently, as the combination of massive text data
sets and scalable machine learning methods have led to
useful applications in core natural language processing
tasks, such as information retrieval, sentiment analysis
and paraphrase detection.

Our goal in this paper is to present a basic challenge
for any computational approach that seeks to capture
linguistic meaning at the level of phrases or sentences,
or any semantic unit larger than a single word. Our

focus is on challenging distributional approaches, where
a key open problem is how to capture compositionality:
expressing the meaning of a phrase or sentence in terms
of the meanings of the words that compose it.

Distributional semantic models are commonly imple-
mented by representing linguistic units as vectors in a
high-dimensional space, where spatial proximity encodes
semantic relatedness (Turney et al., 2010). If the dimen-
sions of the space are related to features of the linguistic
context, then distributional structure will be recapitu-
lated in the spatial structure. A classic example is Latent
Semantic Analysis (Landauer & Dumais, 1997), which
derives a low-dimensional vector representation from a
singular value decomposition of the word-document co-
occurrence matrix. In recent years, vector space mod-
els have achieved unprecedented success on a number of
practical applications, through a combination of larger
datasets, more computing power, better learning algo-
rithms, and sophisticated neural network architectures
(e.g., Mnih & Hinton, 2009; Collobert et al., 2011).

While most of this work has focused on lexical se-
mantics, a number of researchers have extended vector
space models to phrase and sentence meaning (Mitchell
& Lapata, 2010; Socher et al., 2011, 2012). Of particu-
lar interest is recent work by Socher and colleagues on
recursive neural networks, which integrate vector repre-
sentations with syntactic structure (Socher et al., 2011,
2012). The key idea underlying recursive neural net-
works is that vector representations for sentences can be
generically constructed by recursively applying a com-
position operator to vectors along a parse tree. Start-
ing at the leaf nodes, the word vectors are composed to
form constituent vectors (e.g., noun phrase, verb phrase,
etc.), and these vectors are in turn composed until a sen-
tence vector is constructed, corresponding to the root
node of the parse tree. By parameterizing the compo-
sition operator, and defining an objective function (e.g.,
classification or reconstruction error), the model can be
fit to a text corpus using gradient descent. The choice
of composition parameterization, word representation,
and objective function is still a matter of active research
(Mitchell & Lapata, 2010); in practice, these choices may
vary from problem to problem. This is an important de-
velopment, because it attempts to directly address one
of the central criticisms of neural networks—that they
lack compositionality, and hence cannot capture the pro-
ductivity of human thought (Fodor & Pylyshyn, 1988).
Although a number of valiant ripostes have been di-
rected against this criticism (Smolensky, 1988; Gelder,
1990), the work of Socher and colleagues was the first
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to make neural compositionality work on large text cor-
pora and thereby deliver state-of-the-art performance on
paraphrase detection and sentiment analysis.

Recursive neural networks, in common with most dis-
tributional semantic models, are typically trained and
evaluated on large, diverse text corpora using super-
vised learning objectives (but see Socher et al., 2011,
for an unsupervised objective). While this approach is
useful for assessing the overall accuracy of a model, it
may not detect subtle failure modes. From a cognitive
perspective, we were interested in devising a stimulus
set that could be used to evaluate how well state-of-the-
art computational models match human semantic rep-
resentations. To this end, we created a set of simple
phrases and used them in a phrase similarity task. The
phrases were specially designed to highlight how small
changes (in some cases simply changing word order) pro-
duce marked changes in similarity judgments. Our stim-
uli were designed to highlight several of the most ba-
sic aspects of compositionality in the structure of noun
phrases: (i) the composition of an adjective and a noun,
referring to a property and an object respectively, to re-
fer to an object with a specific property, and (ii) the
composition of a preposition and two noun phrases, re-
ferring to a spatial relation and two objects respectively,
to refer to a spatial relation between those two objects.

We found that none of the vector space models that
we investigated could adequately capture these patterns
of judgment. A further experiment provided support for
a transformational theory of similarity, whereby similar-
ity is related to the number of edits required to trans-
form one mental model into another (Hahn et al., 2003;
Kemp et al., 2005). We conclude that more theoreti-
cal work is needed to design semantic representations
that combine the learnability and scalability of current
vector-space approaches with a plausible account of com-
positional meaning at the level of phrases and above, as
in more traditional symbolic approaches.

Experiment 1: phrase similarity
judgments

Our first experiment collected phrase similarity judg-
ments using a ranking task. We compared several distri-
butional semantic models to human performance on the
task.

Methods

Subjects. We recruited 25 human subjects using the
Amazon Mechanical Turk web service. All subjects were
given informed consent and paid for their participation.
The study was approved by the MIT Institutional Re-
view Board.

Procedure. Subjects were shown 30 “base” phrases
(e.g., “A young woman in front of an old man”) and
then asked to rank order 4 transformations of each base
phrase in terms of similarity in meaning:

• Noun change (N): “A young man in front of an old
woman.”

• Adjective change (A): “An old woman in front of
a young man.”

• Preposition change (P): “A young woman behind
an old man.”

• Meaning preservation (M): “An old man behind a
young woman.”

The order of transformations was randomized across tri-
als. Subjects were not shown the transformation labels
of these sentences. Table 1 contains the complete set of
base sentences.

A young woman in front of an old man.

A black cat in front of a white dog.
A short woman in front of a tall man.
A small bug on a large flower.
A small book on a black table.
A young girl in front of a happy soldier.
A black cow in front of a brown horse.
A sleeping boy in front of a smiling woman.
A white dog on a brown chair.
A happy man in front of an old woman.
A young doctor in front of a smiling patient.
A red apple on green paper.
A white plate on a blue pillow.
A blue pen on a red folder.
A green pear on a brown leaf.
A yellow banana on a green knife.
An orange pepper on a yellow folder.
A plastic bag in front of a brown bottle.
A brown frog on green grass.
A black magazine in front of a white mug.
A pink bowl in front of a blue cup.
A tissue box on yellow paper.
A purple shirt on a green knife.
A young man in front of an angry woman.
A black phone on gray pants.
A rusty bicycle in front of an old fence.
A black marker on a red shirt.
A white sock on black headphones.
An open book in front of a closed window.
A full glass in front of an empty bottle.

Table 1: Base sentences

Models We compared 6 computational models to the
human data. All models have in common the prop-
erty that phrase vectors are constructed by recursively
applying a composition operator to word vectors. We
used the 100-dimensional word vectors from Collobert
and colleagues (Collobert et al., 2011), because the re-
cursive neural network models were trained using these
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vectors. The word vectors were obtained by training a
neural language model to perform a variety of natural
language processing tasks, such as part-of-speech tag-
ging and named entity recognition (see Collobert et al.,
2011, for details).

The structure of the recursion is determined either by
a syntactic parse tree or a simple chain. The models
differed in terms of their choice of recursion structure
and the choice of elementary composition operator:

• Sum: Phrase vector is the sum of the word vectors.

• Syntactic sum: Phrase vector is the sum of the word
vectors along the parse tree. Specifically, starting at
the leaves of the parse tree (corresponding to words
in the phrase), the vectors for children of each con-
stituent node are summed and passed through a hy-
perbolic tangent transformation, and then this sum
is passed up the parse tree until the root node vec-
tor (corresponding to the entire phrase) is computed.
The role of the hyperbolic tangent transformation is
to make the phrase representation a nonlinear function
of the word representations.

• Product / Syntactic product: Same as the Sum
/ Syntactic sum models, but using elementwise mul-
tiplication instead of addition as the elementary com-
position operator.

• Recursive autoencoder (RAE; Socher et al., 2011):
Similar to the syntactic sum model, except that the
elementary composition operator is parameterized as
a linear combination:

p = tanh(W1x + W2y + b), (1)

where x and y are the children vectors, p is the parent
vector, “tanh” is the hyperbolic tangent function, and
W1,W2 and b are parameters.

• Matrix-vector recursive neural network (MV-
RNN; Socher et al., 2012): Similar to the RAE, but
now constituents are represented by both a vector and
a matrix, which allows the model to capture modula-
tory interactions between constituents:

p = tanh(W1Y x + W2Xy) (2)

P = W3X + W4Y, (3)

where X and Y are the children matrices.

For the RAE and the MV-RNN models, we used the
parameters that were reported in the original papers
(Socher et al., 2011, 2012).

Prediction of similarity rankings We used two dif-
ferent methods to obtain similarity rankings from the
vector space models. The first method computed a rank
ordering based on the distance between the base phrase

1 2 3 4

meaning preserve

prep change

adj change

noun change

Average rank

Figure 1: Experiment 1 results. 1 = most similar, 4
= least similar. Error bars represent standard error of
the mean.

vector and each of its transformations. We used Eu-
clidean distance, but essentially indistinguishable results
were obtained with cosine and correlation distance (dis-
tance functions were obtained by taking the negative
of cosine similarity or correlation). The second method
used bilinear regression to learn a mapping from phrase
vector pairs to dissimilarity. Mathematically, this model
has the following form:

D(i, j) = xiΛyj , (4)

where D(i, j) is the dissimilarity between phrases i and j,
xi and yj are the corresponding vector representations,
and Λ is a matrix of regression coefficients. We used
leave-one-out cross-validation, fitting the least-squares
coefficients to all the phrase pairs except one, and then
testing on the held-out pair. The regression model
was trained to predict human similarity rankings, which
range from 1 (most similar) to 4 (least similar); thus, the
model is predicting dissimilarity.

Results and discussion

Humans show a systematic pattern in their similarity
rankings (Figure 1): the meaning-preserving transfor-
mation is judged most similar, followed by preposition
change, adjective change, and finally noun change. To
quantify this pattern, we computed pairwise t-tests be-
tween the rankings of the different transformations; all
tests were statistically significant (p < 0.05) except for
the difference between the meaning preserving change
and the preposition change.

The model predictions, using the vector distance
method, are shown in Figure 2. These results demon-
strate that none of the models described above can ade-
quately capture the behavioral results. None of the mod-
els correctly predicts the rank ordering exhibited by hu-
mans. A similar conclusion can be drawn from the model
predictions using the bilinear method (Figure 3).
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Figure 2: Model predictions, vector distance method. Human behavioral data are superimposed in red.
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Figure 3: Model predictions, bilinear regression method. Human behavioral data are superimposed in red.

To quantify the fit between models and human judg-
ment, we computed correlations for both the vector dis-
tance and bilinear regression methods. The results are
shown in Figure 4. In most cases, the correlations are not
significantly different from 0. In the case of the sum and
product models, the correlation is significantly greater
than 0 (p < 0.05). This is largely driven by their cor-
rect prediction that preposition and meaning preserv-
ing changes are more similar than noun and adjective
changes. However, visual inspection of Figure 3 reveals
that they incorrectly order preposition vs. meaning pre-
serving change, as well as noun vs. adjective change.
Thus, the significant correlation is not a particularly re-
sounding endorsement of their descriptive adequacy.

One direction for future research is to explore alterna-
tive regression models. For example, instead of learning
a bilinear model, one could learn a model that is linear

in the elementwise difference or ratio of the two vectors.
One could also explore using regularization or placing
constraints on the bilinear model (e.g., requiring that Λ
be low rank).

Experiment 2: event transformation
judgments

One possible interpretation of the results from Exper-
iment 1 is that they reflect a process of mental model
building (Johnson-Laird, 1983; Tenenbaum et al., 2011).
In particular, semantic similarity may reflect the diffi-
culty of modifying the mental model of the base phrase
to align with the transformed phrase. In the simplest
terms, we can think of each of our base sentences as
establishing a mental model with three constituents ex-
pressing the attributes of and relations among entities
in a scene. For instance, the mental model of “A young
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Figure 4: Correlation between model predictions
and human similarity judgments. Error bars repre-
sent bootstrapped 95% confidence intervals.

woman in front of an old man” would consist of these
constituents: (i) A woman in front of a man, (ii) a young
woman, and (iii) an old man. The different transforma-
tions of this base sentence can be ordered in terms of how
many semantic constituents are changed: M (0 changes),
P (changes i), A (changes ii and iii), N (changes all
three). This account of similarity judgment has much
in common with the representational distortion account
of similarity (Hahn et al., 2003), according to which the
similarity between two entities is the complexity of the
operations required to distort one into the other (see
Kemp et al., 2005, for a Bayesian treatment of this idea).
We believe that developing models of compositional se-
mantics along these lines is a promising avenue of future
research. To explore this idea, we slightly modified the
procedure from Experiment 1 to elicit judgments of tran-
sition probability rather than similarity.

Methods

Subjects. We recruited 20 human subjects using the
Amazon Mechanical Turk web service. All subjects were
given informed consent and paid for their participation.
The study was approved by the MIT Institutional Re-
view Board.

Procedure. The procedure and stimuli were identical
to the procedure for Experiment 1, except for a change of
instructions. Instead of asking subjects to rank phrases
according to their similarity in meaning, we asked them
to imagine the phrases as scenes, and rank the trans-
formations according to the likelihood that each trans-
formed scene would occur following the base scene (i.e.,
the transition probability). In other words, we asked
subjects to rank phrases according to their transition
probability. We refer to this as the transformation rank-

ing.

Results and discussion

Figure 5 (left) shows the transformation rankings re-
ported by our subjects. These results closely resem-
ble the phrase similarity rankings reported by subjects
in Experiment 1. To establish this correspondence at
an item level, we plotted the transformation rankings
against the similarity rankings for each phrase (right
panel of Figure 5). The two rankings are strongly corre-
lated (r = 0.87, p < 0.00001). These results support the
transformational view of similarity (Hahn et al., 2003;
Kemp et al., 2005), which holds that similarity judg-
ments reflect the number (and probability) of transfor-
mations required to transform one object into another.
In our case the “objects” are descriptions of scenes,
and the transformations are events that cause scenes to
change.

General discussion

Our experimental results are deflationary for several
prominent models of compositional semantics. While
the models are effective at capturing some aspects of
semantics in large corpora, they decisively fail in care-
fully constructed test cases such as the ones presented
here (see also Pham et al., 2013). Some of this may be
attributable to the fact that the models were not trained
to perform the task given to subjects, but the poor per-
formance of the bilinear model (which is trained to per-
form the task) suggests that other methods may be re-
quired to match human performance. There may also be
other, deeper problems with vector-based compositional
semantics, which are hard to diagnose because their se-
mantic information content and algebraic composition
operators are opaque to interpretation.

We have suggested that a transformational account
(Hahn et al., 2003; Kemp et al., 2005) may provide the
basis for a better theory of phrase similarity. Evidence
in support of this account was provided by Experiment
2, which showed that similarity judgments can be pre-
dicted by transformation judgments. Models based on
recurrent neural networks (Sutskever et al., 2011) might
be able to capture certain kinds of transformations; how-
ever, we believe that doing this appropriately for natural
language requires a theory of how syntactic structure re-
lates to event knowledge. It is presently unclear whether
such a theory can be obtained via a purely distributional
approach.

Our findings pose a general challenge to computational
models of phrase similarity. We hope that the failures of
the models explored in this paper will stimulate the de-
velopment of new approaches, perhaps based on some
combination of probabilistic world models and vector
space representations.
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Figure 5: Experiment 2 results. (Left) Transformation rankings. Error bars represent standard error of the mean.
(Right) Transformation rankings plotted against similarity rankings. Each point represents a single phrase.
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Abstract
How do people make causal judgments? Here, we propose
a counterfactual simulation model (CSM) of causal judgment
that unifies different views on causation. The CSM predicts
that people’s causal judgments are influenced by whether a
candidate cause made a difference to whether the outcome oc-
curred as well as to how it occurred. We show how whether-
causation and how-causation can be implemented in terms of
different counterfactual contrasts defined over the same intu-
itive generative model of the domain. We test the model in an
intuitive physics domain where people make judgments about
colliding billiard balls. Experiment 1 shows that participants’
counterfactual judgments about what would have happened if
one of the balls had been removed, are well-explained by an
approximately Newtonian model of physics. In Experiment 2,
participants judged to what extent two balls were causally re-
sponsible for a third ball going through a gate or missing the
gate. As predicted by the CSM, participants’ judgments in-
creased with their belief that a ball was a whether-cause, a
how-cause, as well as sufficient for bringing about the out-
come.
Keywords: causality; counterfactuals; mental simulation; in-
tuitive physics.

Introduction
How do people make causal judgments? What role do

counterfactual thoughts about what might have been play?
Philosophers have proposed many different frameworks for
thinking about causality. Some have argued that causation
is fundamentally about dependence – what it means for C to
have caused E is that E did somehow depend on C (Lewis,
2000; Woodward, 2003). Others maintain that causation is
about processes: C caused E if there was a (physical) pro-
cess that started with C and produced E (Dowe, 2000). Still
others argue for a pluralistic view and point to two or more
different concepts of causation (Beebee, Hitchcock, & Men-
zies, 2009; Hall, 2004). If one takes a look at the empirical
evidence, one also gets the impression that people’s causal
judgments are very much a mixed bag. Some studies find
that people’s judgments are strongly influenced by informa-
tion about the exact way in which C brought about E (Lom-
brozo, 2010; Walsh & Sloman, 2011; Wolff, 2007), whereas
others find that people mostly care about counterfactual de-
pendence – whether E would still have happened if C had
been absent (Chang, 2009; Gerstenberg, Goodman, Lagnado,
& Tenenbaum, 2012, 2014).

Our aim in this paper is to unify these different views. We
argue that the core notion that underlies people’s causal judg-
ments is that of difference-making. However, there are sev-
eral ways in which a cause can make a difference to the ef-
fect. It can make a difference to whether the effect occurred,
and it can make a difference to how the effect occurred (cf.
Lewis, 2000). While dependence-theories traditionally fo-
cus on the first type of difference-making, process-theories
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Figure 1: Diagrams of a selection of clips shown in the experiment.

highlight the second type. Here, we propose a model that
combines these different views by showing how each type of
difference-making can be captured in terms of different coun-
terfactual contrasts defined over the same generative model of
the domain (cf. Schaffer, 2005; Woodward, 2011).

Model
The counterfactual simulation model (CSM) explains peo-

ple’s causal judgments in terms of counterfactual contrasts
operating over an intuitive domain theory. Here, we illus-
trate the workings of the model by focusing on people’s in-
tuitive understanding of physics. In previous work, we have
shown that people’s causal judgments in situations which fea-
ture a single collision event, are well-captured by assuming
that they compare what actually happened, with what they
think would have happened if the candidate cause had been
removed from the scene (Gerstenberg et al., 2012, 2014). We
now extend the CSM to handle more complex situations that
involve the interaction of several candidate causes. We will
see that people’s causal judgments in these more complex
cases can be explained if we assume that people consider dif-
ferent kinds of counterfactual contrasts.

Let us illustrate these different contrasts via the example of
a simple causal chain (see Figure 1a). Ball E and ball A are
initially at rest. Ball B then enters the scene from the right,
hits ball A which subsequently hits ball E, and E goes through
the gate. To what extent are balls A and B responsible for E’s
going through the gate?
Whether-dependence First, we may consider what would
have happened if either ball had been removed from the
scene. That is, we assess whether each ball’s presence made
a difference to whether or not ball E went through the gate.
Formally, we define the probability that a candidate cause C
was a whether-cause of a target event e as

PW(C,e) = P(e′ 6= e|S,remove(C)). (1)
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We first condition on what actually happened in the situa-
tion S – whether ball E went through the gate, the movements
of the candidate cause balls, as well as the positioning of the
walls and the gate. We then consider a counterfactual situ-
ation in which the candidate cause had been removed from
the scene (remove(C)), and evaluate the probability that the
outcome would have been different from what it actually was
(e′ 6= e). The more certain we are that the outcome event
would have been different, the greater our subjective degree
of belief that C was a whether-cause.

In the causal chain, ball B is a whether-cause of E’s going
through the gate. If B had been removed from the scene, ball
E would have just remained at rest in front of the gate (see
Figure 2a). Ball A, in contrast, is not a whether-cause. If A
had been removed, ball E would still have gone through the
gate – it would have been knocked in by B.
How-dependence If whether-causation was all that mattered
then ball A shouldn’t receive any responsibility at all for E’s
going through the gate. However, there clearly is a sense in
which ball A made a difference to the outcome. For one, it
was ball A that actually knocked E through the gate – there
was direct transfer of force from A to E. So while ball A
didn’t make a difference to whether E went through the gate,
it clearly made a difference to how E went through the gate.
We define the probability of how-causation as

PH(C,∆e) = P(∆e′ 6= ∆e|S,change(C)). (2)

Again, we first condition on what actually happened (S).
Now, we consider a different kind of counterfactual contrast.
Rather than imagining what would have happened if the can-
didate cause had been removed from the scene, we simulate
what would have happened if the cause had been somewhat
different (change(C)). In our domain of colliding billiard
balls, we may think of the change operation as a small per-
turbation applied to a ball’s spatial position.1 We then assess
whether the outcome event would have been different from
how it actually was (∆e′ 6= ∆e).

Note that there is an important difference in how the out-
come event is construed depending on whether we assess PW
or PH . For PW , we construe the outcome event (e) broadly:
did E go through the gate or did it not. For PH , in contrast, we
construe the outcome event (∆e) finely: exactly how, where,
and when did E go through the gate. In the causal chain, ball
B does qualify as a how-cause of E’s going through the gate
(see Figure 2b). If B’s spatial location had been somewhat dif-
ferent, E would have gone through the gate differently from
how it actually did. For the same reason, Ball A also qualifies
as a how-cause of E’s going through the gate.

So far, the CSM has two components: whether-causation
and how-causation. In our running example, ball B is both
a whether-cause and a how-cause, whereas ball A is only a

1We could also consider changes to C’s velocity, direction of
motion, or mass. What sorts of changes are relevant will be dictated
by people’s intuitive understanding of what factors might make a
difference (a change in color, for example, is unlikely to be consid-
ered).
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Figure 2: Illustration of the different types of counterfactual con-
trasts applied to ball B.

how-cause. The CSM thus predicts that B will be judged
more responsible for the outcome than A.
Sufficiency Our test for whether-causation captures whether
the candidate cause’s presence was necessary for the outcome
to occur. It has also been argued that sufficiency is an impor-
tant aspect of causation: we prefer causes that bring about
the outcome without requiring any other causes (Woodward,
2006). Again, we define sufficiency in terms of a counter-
factual contrast. The probability that a candidate cause was
sufficient for bringing about the outcome is

PS(C,e) = P(e′ = e|S,remove(\C)). (3)

After having conditioned on what happened (S), we assess
the probability that the same outcome (broadly construed)
would still have happened (e′ = e) in a counterfactual situ-
ation in which we removed all other candidate causes apart
from the cause under consideration (remove(\C)).2

In the causal chain, ball B was a sufficient cause of E’s
going through the gate (see Figure 2c). Even if we had re-
moved the other candidate cause (ball A) from the scene, ball
E would still have gone through the gate. Ball A, in contrast,
was not sufficient. If B had been removed from the scene, E
would not have gone through the gate.
Robustness Finally, it has also been argued that people’s
causal judgments are influenced by robustness (Lewis, 1986;
Lombrozo, 2010; Woodward, 2006). Causal relationships are
robust to the extent that they would have continued to hold
even if the conditions had been somewhat different. We de-
fine the probability that a cause was robust as

PR(C,e) = P(e′ = e|S,change(\C)). (4)

After having observed what actually happened (S), we con-
sider whether the same outcome (broadly construed) would
still have happened (e′ = e) even if the other candidate causes
had been somewhat different (change(\C)). In the causal
chain, the robustness of each of the candidate causes is some-
what compromised. Considering the robustness of ball B,
there is a good chance that E would not have gone through
the gate in a counterfactual situation in which ball A’s posi-
tion was changed. More generally, the longer a causal chain,
the less robust each of the candidate causes becomes. A small
perturbation to any one of the balls would be sufficient for the
chain to fail.

2What objects are included in the set of candidate causes is an
empirical question. In our experiments reported below, we stipulate
the set of candidate causes. Generally, people might have different
intuitions about which causes are worth considering (e.g. whether
or not the wall should be included in the set).
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Putting it all together
Now we have all the puzzle pieces we need. The CSM pre-

dicts that ‘good’ causes are whether-causes and how-causes
that are sufficient for bringing about the outcome in a ro-
bust way. The prototypical case which meets all of these
requirements is the Michottean launching event (Michotte,
1946/1963). In a launching clip, ball E is initially at rest,
ball C enters the scene and collides with ball E, causing it to
move. C is a whether-cause of E’s motion (E wouldn’t have
moved if C had been removed from the scene); C is a how-
cause of E’s motion (E would have moved differently if C’s
initial position had been changed); C is a sufficient cause of
E’s motion (in this case, sufficiency is trivial as there are no
alternative candidate causes that could be removed); and C is
a robust cause of E’s motion (again, there are no alternative
causes whose position could have been somewhat different).

With all the puzzle pieces in our hands, we still need to say
something about how to put them together. Before applying
the different counterfactual contrasts, we need to determine
the set of candidate causes in a particular situation. We only
consider causes that actually made a difference. We define
the probability that a cause made a difference as

PDM(C,∆e) = P(∆e′ 6= ∆e|S,remove(C)). (5)

A cause made a difference if the outcome event (finely con-
strued) would have been different had the candidate cause
been removed from the scene. The CSM predicts that only
if our subjective degree of belief is high that the cause made
a difference, do we continue to consider the other aspects of
causation (PW , PH , PS, and PR).

Before discussing the experimental tests of the model, let
us briefly illustrate the CSM’s predictions by applying it to
some example cases. Figure 1c depicts a ‘double prevention’
scenario. E is headed toward the gate. Ball A threatens to
knock E off the path. Ball B, however, knocks ball A out of
the way. B thus prevents A from preventing E (hence ‘double
prevention’). Let us focus on ball B’s causal status: B made
a difference in the actual situation. B is a whether-cause (E
would not have gone through the gate if B had been removed)
but not a how-cause (E would have gone through the gate
in exactly the same way even if we had perturbed B’s initial
position somewhat). B was sufficient for E’s going through
the gate (E would have gone through the gate even if ball A
had been removed), and B was a robust cause (E would most
likely have gone through the gate even if A’s position had
been changed).3

Finally, let’s consider the ‘preemption case’ shown in Fig-
ure 1f. Here E is at rest in front of the gate and ball A knocks
E through the gate shortly before ball B would have done the
same (hence, A preempts B from unleashing its causal power).
Ball A made a difference according to Eq. 5 whereas ball B

3Note that whether B qualifies as being sufficient and robust de-
pends on whether we include latent causes, such as the cause of E’s
motion, in the set of candidate causes. If we included the cause of
E’s motion in the set, then B would not be sufficient and its robust-
ness would be lower.

did not. Ball A was not a whether-cause since E would have
gone through the gate even if ball A had been removed. Ball A
does qualify as a how-cause though, and it was also sufficient
and robust.

Experiment 1: Counterfactual judgments
The CSM assumes that people consider different counter-

factual contrasts when making causal judgments. To test the
plausibility of this assumption, we first need to make sure
that people are capable of simulating the relevant counterfac-
tuals. In this experiment, we directly asked participants to
make counterfactual judgments about whether ball E would
have gone through the gate if either ball A or ball B had been
removed from the scene.

Modeling counterfactual judgments
We model people’s counterfactual judgments by assum-

ing that their intuitive understanding of the domain approx-
imately follows the laws of Newtonian physics. This ‘Noisy
Newtons’ approach has been applied successfully in a range
of situations (e.g. Battaglia, Hamrick, & Tenenbaum, 2013;
Sanborn, Mansinghka, & Griffiths, 2013) and we have shown
in previous work that people’s counterfactual judgments for
simple collision cases are well-explained within this frame-
work (Gerstenberg et al., 2012, 2014).

In order to predict participants’ counterfactual judgments,
we use the same physics engine that was used to generate
the actual clips and generate counterfactual situations by sim-
ply removing the candidate ball from the scene. Whether or
not ball E would have gone through the gate in this situation
follows deterministically from each ball’s initial position and
velocity. However, people don’t have direct access to the out-
come in the counterfactual world. They need to make use
of their intuitive physical theory to mentally simulate what
would have happened.

We capture people’s uncertainty by introducing noise in the
counterfactual simulation from the point at which the candi-
date ball would have collided with one of the other balls (cf.
Smith & Vul, 2013). At each time step in the simulation, we
introduce a small random perturbation drawn from a Gaussian
distribution to the other ball’s velocity. For example, consider
the causal chain #2 shown in Figure 1b. Would ball E have
gone through the gate if ball A had not been present in the
scene? To simulate people’s judgments, we remove ball A
from the scene, and add noise to ball E’s velocity from the
point at which balls A and E would have collided. In this
case, the chances that E ends up going through the gate in
the noisy simulation are low (it would only go through if the
noise happened to sufficiently perturb ball E’s velocity down
towards the gate). To simulate the counterfactual of whether
E would have gone through the gate if B had not been present
in the scene, we remove B from the scene and introduce noise
to E’s velocity at the time at which B and E would have col-
lided. Here the chances that E would have gone through the
gate is high. Since B only collides with E shortly before it en-
tered the gate, a very large perturbation to E’s velocity would
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be required to prevent E from going through the gate.
We fit the Noisy Newton model to people’s judgments by

finding the value for the noise parameter which leads to the
highest correlation with people’s judgments. The noise pa-
rameter refers to the value of the standard deviation (SD) of
the Gaussian distribution from which the random perturba-
tions to a ball’s velocity are drawn. The greater the SD the
more noise is introduced into the simulations. For each level
of SD, we generate two samples of 1000 noisy worlds: one in
which ball A is removed, and one in which ball B is removed.
We then determine the probabilities p(e′ 6= e|S,remove(A))
and p(e′ 6= e|S,remove(B)) by counting the number of worlds
in which the outcome would have been different from what it
actually was.

Methods
Participants & Design 80 participants (Mage = 33.4,
SDage = 10.1, 34 female) were recruited via Amazon Me-
chanical Turk. Half of the participants answered counterfac-
tuals involving ball A, the other half involving ball B. Each
participant saw 32 clips.4

Procedure Participants viewed each clip twice before an-
swering the question: “Would ball E have gone through the
gate if ball A/B had not been present?”. Participants indicated
their response on a slider whose endpoints were labeled “def-
initely no” and “definitely yes”. The midpoint was labeled
“unsure”. After having answered the question, participants
received feedback by viewing the same clip again whereby
either ball A or ball B was turned into a ‘ghost ball’ that didn’t
collide with the other balls and stopped moving at the point at
which it would have first collided. This was done to remind
participants of what the actual clip had looked like. On aver-
age, it took participants 18.1 (SD = 4.63) minutes to complete
the experiment.

Results
Figure 3 shows a scatter plot of participants’ mean coun-

terfactual judgments and the predictions by the best-fitting
Noisy Newton model. For example, participants thought that
there was a high chance that ball E would have gone through
the gate if ball A had been removed in clip 7 (see Figure 1a)
and the model correctly captures this. It also correctly pre-
dicts that people consider it unlikely that E would have gone
in, if ball A (or B) had been removed in clip 3 (see Figure 1d).

The model that explains participants’ counterfactual judg-
ments best, uses a noise parameter of SD = 1.6◦ and re-
sults in a correlation of r = 0.88 with RMSE = 19.05. A
deterministic physics model (i.e. SD = 0◦) does worse with
r = 0.82,RMSE = 30.28. The correlation of the Noisy New-
ton model with participants’ judgments decreases, for noise
values greater than 1.6◦.

Discussion
The results of Experiment 1 demonstrate that people are ca-

pable of simulating what would have happened in a counter-

4You can take a look at the clips here:
http://web.mit.edu/tger/www/demos/contrasts.html
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Figure 3: Scatterplot of the Noisy Newton model (SD = 1.6◦) and
participants’ mean counterfactual judgments. ◦ = cases in which ball
E would have missed,4 = cases in which E would have gone in.

factual situation in which one of the balls had been removed
from the scene. In previous work, we had shown that partic-
ipants’ counterfactual simulations were accurate for simple
cases with two balls (Gerstenberg et al., 2012), and situa-
tions that involved additional objects such as bricks or tele-
ports (Gerstenberg et al., 2014). Here, we show that people’s
mental simulations of counterfactuals are well-captured by a
Noisy Newton model even in more complex situations that
involve the collisions of several balls.

Experiment 2: Causal responsibility judgments
Experiment 1 established that people are able to mentally

simulate what would have happened in different counterfac-
tual situations. In Experiment 2 we now want to see how
the different counterfactual contrasts that the counterfactual
simulation model (CSM) postulates, influence people’s causal
judgments.

Methods
Participants & Design 41 participants (Mage = 33.7,
SDage = 10.5, 21 female) were recruited via Amazon Me-
chanical Turk. This experiment used the same set of 32 clips
as in Experiment 1. In half of the clips ball E went through
the gate, whereas in the other half it missed.
Procedure Participants viewed each clip three times before
answering the question: “To what extent were A and B re-
sponsible for E (not) going through the gate?”. The question
was adapted based on the outcome of the clip. Participants in-
dicated their responses on two separate sliders, one for each
ball. The endpoints of the sliders were labeled “not at all”
and “very much”. On average, it took participants 21.2 (SD =
4.96) minutes to complete the experiment.

Results
In order to evaluate participants’ causal responsibility judg-

ments, we will consider three different versions of the CSM
which differ in terms of the number of counterfactual con-
trasts they consider. The simplest model, CSMW, tries to
explain participants’ judgments merely in terms of whether-
dependence. Another version of the model, CSMWH, also
considers how-dependence. Finally, the CSMWHS model in-
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Figure 4: Mean causal responsibility ratings (white bars) and model
predictions of different versions of the CSM (shaded bars) for a se-
lection of cases. Error bars denote ±1SEM. The labels above the
bars indicate each ball’s causal status. For example, Ball A in clip 7
is neither a whether-cause nor sufficient but a how-cause.

cludes sufficiency as an additional component. Table 1 shows
the weights that the different models put on the different pre-
dictors and Table 2 shows the probabilities of the different
counterfactual contrasts for the subset of cases shown in Fig-
ure 1. Figure 4 shows participants’ causal responsibility judg-
ments together with the predictions of the three different ver-
sions of the CSM for the same selection of clips.

To get PW and PS, we simply used participants’ counter-
factual judgments from Experiment 1. To determine PH, we
ran the physics model and generated a sample of situations in
which we applied a small perturbation to the candidate ball.
We then checked the proportion of cases in which E went
through the gate differently from how it actually did. In cases
in which the ball made no difference to the actual outcome
(i.e. PDM = 0), the other predictors were capped at 0.

The CSMW, which only considers whether-causation as
a predictor, struggles with several situations. In the causal
chain #1 (Clip 7), participants gave a high rating to ball B but
also a relatively high rating to ball A, even though PW(A,e)
is very low (see Table 1). Further, the model overpredicts rat-
ings to ball B in the double prevention case (Clip 23). While
PW(B,e) is high in this case, participants’ judgment was rel-
atively low. Finally, it struggles with the cases in which the
outcome is overdetermined and where each ball individually
made no difference to whether E went through the gate (Clips
15 and 16). Over the set of 32 cases, the CSMW accounts for
merely 50% of the variance in participants’ judgments. This
clearly shows that participants’ causal responsibility judg-
ments in these clips cannot be explained merely in terms of

Table 1: Regression results for different versions of the CSM.

CSMW CSMWH CSMWHS
PW 0.59∗∗∗ 0.40∗∗∗ 0.36∗∗∗
PH 0.30∗∗∗ 0.22∗∗∗
PS 0.32∗∗∗

Constant 23.18∗∗∗ 9.99 3.46∗

R2 0.50 0.69 0.82
F Statistic 61.56∗∗∗ 66.54∗∗∗ 90.68∗∗∗

(df = 1; 62) (df = 2; 61) (df = 3; 60)
Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

Table 2: Probabilities of the different counterfactual contrasts for
the subset of cases shown in Figure 1. PW and PS are based on
participants’ counterfactual judgments in Experiment 1.

Clip 7 12 23 3 15 16
Ball A B A B A B A B A B A B

PDM 100 100 100 100 0 100 100 100 100 100 100 0
PW 15 80 73 6 0 74 85 78 16 13 21 0
PH 100 100 100 100 0 0 100 100 100 100 100 0
PS 20 85 94 27 0 80 22 15 87 84 97 0

whether-dependence.
A model which also considers how-dependence signifi-

cantly improves the fit to participants’ judgments with 69%
variance accounted for overall. As Figure 4 shows, it cor-
rectly predicts a higher rating for ball A in the causal chain
#1 and a lower rating for ball B in the double prevention
case. It also gets closer to participants’ judgments in situa-
tions in which the outcome was overdetermined. However,
the CSMWH predicts a relatively large difference between the
joint causation case (Clip 3) and the overdetermination case
(Clip 15). In the joint causation case, PW is high for both
balls, and they both also made a difference to how E went
through the gate. In the overdetermination case, both balls
made a difference to how E went through the gate while PW
is very low. In contrast to this prediction, the results show that
participants’ judgments are almost identical in the two cases.

The CSMWHS explains this pattern of results by assuming
that participants’ also care about sufficiency. While in the
case of joint causation, both causes are necessary but neither
is sufficient, in the case of overdetermination, neither cause is
necessary but they each are individually sufficient. By taking
both aspects into account, the CSMWHS correctly predicts that
participants’ judgments are similarly high in both situations.
Overall, the CSMWHS accounts for 82% of the variance in
participants’ judgments (see Figure 5 for participants’ judg-
ments for the full set of 32 different clips together with the
predictions of the CSMWHS).

The results also provide some evidence for the role of ro-
bustness in people’s causal judgments (see Figure 2d). The
CSMWHS predicts incorrectly that participants’ judgments
should be lower for ball A in the preemption case (Clip 16)
than for ball B in the causal chain #1 (Clip 7). In the causal
chain, ball B is not a robust cause of E’s going through the
gate. If A’s position had been somewhat different then E
might not have gone through the gate. Conversely, in the
preemption case, ball A is a very robust cause of E’s going
through the gate. Randomly perturbing the position of the
alternative cause B, doesn’t affect the robustness of the rela-
tionship between A and E.

Discussion
The results of Experiment 2 show that we can explain par-

ticipants’ causal responsibility judgments to a high degree
of quantitative accuracy by assuming that people are sensi-
tive to a number of different factors when making their judg-
ments. A model that considers whether-dependence, how-
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Figure 5: Mean causal responsibility (red = negative outcome, green = positive outcome) and model predictions (black bars). Error bars denote
±1SEM. Note: The labels on top of each pair of clips indicate the actual outcome and the outcome in different counterfactual situations. For
example, in Clips 11 and 12, ball E actually went through the gate (E|AB), it would have also gone through if only ball A had been present
(E|A). However, it would not have gone through if only ball B (¬E|B), or neither ball A nor ball B had been present (¬E).

dependence, and sufficiency best explains participants’ judg-
ments. Even though there was some evidence for the impor-
tance of robustness in people’s judgments, including it as a
separate predictor did not significantly increase the model’s
fit.

General discussion
Causality and counterfactuals are close kin. In this paper,

we have shown how to explain people’s causal responsibility
judgments in terms of different counterfactual contrasts de-
fined over an intuitive domain theory. We applied the coun-
terfactual simulation model (CSM) to modeling judgments
about collisions between several billiard balls within the do-
main of intuitive physics. Experiment 1 showed that peo-
ple’s counterfactual judgments closely follow the predictions
of a noisy Newtonian model. In Experiment 2, we demon-
strated that people’s causal judgments are tightly linked to
their counterfactual judgments. In previous work, in which
we looked at less complex stimuli that featured a single colli-
sion event only, we found that participants’ causal judgments
were closely related to their subjective degree of belief that
the candidate cause made a difference to whether the out-
come occurred (Gerstenberg et al., 2012, 2014). By con-
sidering a more challenging set of situations, we found that
participants’ causal judgments go beyond simple whether-
dependence. When making causal judgments, people also
care about whether the cause influenced how the outcome
happened and, whether they believe that the cause was suf-
ficient (and robust) for bringing about the outcome.

The CSM defines a space of four counterfactual contrasts
by applying two basic operations, remove and change, to dif-
ferent targets – either the candidate cause, or the alternative
causes. While some have argued for the existence of two fun-
damentally different types of causation (e.g Hall, 2004), the
CSM provides a framework of unification by showing how

these different causal conceptions can be understood as dif-
ferent counterfactual contrasts operating over the same intu-
itive domain theory (Schaffer, 2005). Here we have focused
on applying the CSM to people’s causal judgments in the do-
main of intuitive physics. However, the counterfactual con-
trasts that the CSM postulates are defined on a sufficiently
general level such that the model can be applied to any do-
main for which we are able to write down a generative model.
In future work, we will apply the CSM to modeling people’s
causal judgments in other domains such as interactions be-
tween social agents.
Acknowledgments This work was supported by the Center for
Brains, Minds & Machines (CBMM), funded by NSF STC award
CCF-1231216 and by an ONR grant N00014-13-1-0333.
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Abstract

How do people assign responsibility for the outcome of an
election? In previous work, we have shown that responsibility
judgments in achievement contexts are affected by the prob-
ability that a person’s contribution is necessary, and by how
close it was to being pivotal (Lagnado, Gerstenberg, & Zultan,
2013). Here we focus on responsibility judgments in voting
scenarios. We varied the number of people in different vot-
ing committees, their political affiliations, the number of votes
required for a policy to pass, which party supports the policy,
and the pattern of votes (creating 170 different situations). As
expected, we found that participants’ responsibility judgments
increased the closer the voter was to being pivotal. Further,
judgments increased the more unexpected a vote was. Voters
were assigned more responsibility when they voted against the
majority in the committee, and when they voted against their
party affiliation.
Keywords: responsibility, causality, counterfactuals, pivotal-
ity, criticality, normality, voting.

Introduction
How do people assign responsibility to individuals for a

group outcome? Intuitively, responsibility is closely con-
nected to difference-making. In order to be held responsible
for an outcome, one’s action must in some way have made
a difference to the outcome. However, there are many situ-
ations in everyday life in which an individual action doesn’t
make a difference. For example, when we vote, the chance
that our individual vote will be pivotal is marginal. Indeed,
the fact that so many people actually vote despite the small
chance that their individual vote will make a difference has
puzzled economists attempting to provide a rational expla-
nation of voting behavior. Taking up the individual costs of
commuting to the polling station and standing in line (some-
times for hours) doesn’t seem to be justified by the minuscule
chances of casting the pivotal vote. Goldman (1999) has ar-
gued that taking into account responsibility can explain why
people vote. If we can get partial credit for positive outcomes
(and partial blame for negative ones), then going voting max-
imizes one’s chances to receive (partial) credit and minimizes
the chances to receive (partial) blame. People’s concern with
how their actions are evaluated by others thus provides a rea-
son to vote (see also Scanlon, 2009).

We sympathize with Goldman’s (1999) account. In this pa-
per, our aim is to better understand exactly how people assign
responsibility in voting scenarios. Goldman (1999) did not
provide a model of partial credit or blame. We develop such
a model and test how well it explains participants’ responsi-
bility judgments.
Pivotality & Responsibility How can we capture whether a
person’s action made a difference to the outcome? Halpern

and Pearl (2005) provide a definition of causality in Pearl’s
(2000) structural-model framework. The definition involves a
counterfactual contrast: we compare the actual outcome with
what the outcome would have been if the person’s action had
been different. However, such a naive use of counterfactu-
als does not suffice in general as a model of responsibility.
Consider a very simple voting scenario with two members
in a committee, Jack and Bill, who vote on whether or not
a certain policy should be passed. In order for the policy to
pass, at least one of the committee members has to vote in
its favor. If both of the members vote against the policy, it
won’t be passed. In fact, both Jack and Bill ended up vot-
ing for the policy. Here, we have a simple situation in which
the outcome was overdetermined and neither of the individual
actions made a difference to the outcome. Even if Jack had
voted against the policy, it would still have been passed due
to Bill’s vote. However, intuitively Jack and Bill are still (at
least partially) responsible for the policy having been passed
even though each person’s action made no difference in the
actual situation.

Halpern and Pearl (2005) deal with this problem by em-
ploying a more relaxed test for counterfactual dependence.
Their definition makes Jack and Bill causes in the case of
overdetermination, however, it does not distinguish the de-
gree of responsibility of Jack and Bill if the vote is 2–0 or
if the vote is 10–0. In both cases, Jack and Bill are causes.
Chockler and Halpern (2004) refine the Halpern-Pearl notion
of causality by defining a notion of degree of responsibility.
A person’s responsibility decreases the “further away” his ac-
tion was from having made a difference to the outcome. The
greater the number of changes required to move from the ac-
tual situation to a situation in which the person’s action was
pivotal, the less responsible the person is predicted to be seen.

We call this notion the pivotality of a person’s action A
in a given situation S for a particular outcome E. Formally,
pivotality is defined as

Pivotality(A,S,E) =
1

C+1
, (1)

where C is the minimal number of changes that are required
to make A pivotal for E in S.1 In the voting scenarios that
we consider, C simply represents the number of other voters
who would have needed to vote differently in order for the
person under consideration to become pivotal. Thus, Jack’s

1S captures the causal structure of the situation, which is often
represented in terms of structural equations. For our voting scenar-
ios, S captures the threshold of votes required in order for a policy
to be passed.
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pivotality in the example above is 1
2 ( 1

1+1 ), since Bill’s vote
needs to be changed to make Jack pivotal.
Criticality & Responsibility In previous work, we tested
the pivotality model in achievement contexts in which par-
ticipants assigned responsibility to individual members for
the outcome of their team (Gerstenberg & Lagnado, 2010,
2012; Lagnado et al., 2013; Zultan, Gerstenberg, & Lagnado,
2012). As predicted by the model, these experiments showed
that people’s responsibility judgments are sensitive to how
close a person was to being pivotal. However, the exper-
iments also revealed a pattern of judgments that cannot be
explained merely in terms of pivotality. We contrasted situa-
tions in which the task was conjunctive (all of the members
need to do well in order for the team to succeed) versus dis-
junctive (at least one of the members needs to do well). Con-
sider a situation with two team members who both failed in
their task. If the task was disjunctive, then each of the team
members was pivotal; the team would have succeeded had ei-
ther of them passed their task. If the task was conjunctive,
then the pivotality of each failed member was reduced to 1

2 .
However, participants’ responsibility judgments showed the
opposite pattern: they assigned more responsibility to a team
member when both failed in the conjunctive task than in the
disjunctive task.

In order to explain this pattern of results, we postulated that
people care not only about how close a person’s action was to
having been pivotal ex post, but also about how critical the
person was a priori. We define the criticality of a person P in
situation S as

Criticality(P,S) = 1− p(E|¬A)
p(E|A)

, (2)

where p(E|A) is the probability of a positive team outcome
if P’s action succeeded, and p(E|¬A) is the probability that
the team will succeed if P’s action failed. In a conjunctive
task, each person’s contribution is critical. If any of the team
members fails in their task, the probability of the team suc-
ceeding is 0 (i.e., p(E|¬A) = 0). In contrast, in disjunctive
situations, each team member’s criticality is reduced. If we
assume that each player has a p = 0.5 chance of succeed-
ing, then a team member’s criticality in a team of two is
1− 0.5

1 = 0.5. Lagnado et al. (2013) experimentally varied
criticality through creating different team tasks (disjunctive,
conjunctive, and mixed) and pivotality through the perfor-
mances of each player in the team (i.e., who succeeded and
who failed). The results showed that both aspects had a sig-
nificant influence on participants’ judgments.
Normality & Responsibility So far we have identified piv-
otality and criticality as factors that influence people’s re-
sponsibility judgments. It has also been shown that people’s
causal and responsibility judgments are influenced by norma-
tive considerations (Gerstenberg, Ullman, Kleiman-Weiner,
Lagnado, & Tenenbaum, 2014; Hitchcock & Knobe, 2009;
Kominsky, Phillips, Knobe, Gerstenberg, & Lagnado, 2015).
Generally, people who acted against a norm are judged to be

more causal for an outcome than people whose action was in
line with a norm (e.g., Knobe & Fraser, 2008). Recently, for-
mal models of actual causation have been extended to include
normality considerations to better account for people’s causal
judgments (Halpern & Hitchcock, 2015).

Consider a situation in which Jack is a Republican and Bill
is a Democrat, and both are in a committee voting on a policy
that is supported by the Republican party. In this situation,
Jack would be expected to vote for the policy and Bill to vote
against it. Let us call this aspect of normality dispositional
normality; it expresses our expectation of how a person will
vote based on their political affiliation. We define the disposi-
tional normality of an action A, taken by a committee member
with a certain party affiliation Mp in a situation in which the
policy is supported by party Pp as

NormalityD(A,Mp,Pp) =

{
1 if Mp = Pp

0 if Mp 6= Pp.
(3)

That is, a person’s action is normal if they voted in line with
their party affiliation and abnormal otherwise.

In voting scenarios, there is also another sense in which
a person’s action can be more or less normal. Consider a
committee of five in which everyone except for Jack voted in
favor of the policy. Here, Jack’s action is less normal than
it would be in a situation in which everyone else also voted
against the policy. We call this aspect situational normality;
it captures the sense in which a person’s action in a situation
S was how we expected it to be, given how others behaved in
S. We define the situational normality of a person’s action A
in situation S when the outcome was E as

NormalityS(A,S,E) =

N
∑

i=1
1(A = Ai)

N
, (4)

where N equals the number of committee members, Ai is the
vote of committee member i, and 1(A = Ai) = 1 if A = Ai and
0 otherwise. For example, in a situation in which Jack voted
for a policy, but the remaining four committee members voted
against it, the situational normality of Jack’s vote was 1

5 . Note
that whereas the notions of criticality and dispositional nor-
mality are determined before the outcome is known, pivotal-
ity and situational normality take into account what actually
happened in the particular situation.

Predictions
Based on previous research, we predict that participants’

responsibility judgments to voters in a committee increase the
closer their vote was to having been pivotal. Voters should
also be judged more responsible to the extent that their vote
was perceived to be critical. Finally, we predict that both
dispositional and situational normality influence participants’
judgments. A voter should be judged more responsible to the
extent that their vote was perceived to have been abnormal.

While the notion of pivotality as defined above is orthog-
onal to criticality and normality, the latter two notions are
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Figure 1: Experiment screenshot.

related. Consider again, the example of Jack, the Republican,
and Bill, the Democrat, voting on a policy supported by the
Republican party which needs at least one vote in order to be
passed. Jack is more critical than Bill assuming that, a priori,
a Republican has a higher probability of voting for the policy
than a Democrat does. Let’s assume that the probability that
Jack and Bill will vote in favor of the policy is pJ = 0.75 and
pB = 0.25, respectively. Plugging these values into Equa-
tion 2, we get that Jack’s criticality is 1− 0.25

1 = 0.75, and
Bill’s criticality is 1− 0.75

1 = 0.25.

Let’s consider a situation in which both Jack and Bill voted
against the policy. In this situation, both criticality and dis-
positional normality considerations predict that Jack will be
seen as more responsible than Bill. Jack was more critical
and his vote was also more abnormal. Now consider a situa-
tion in which both Jack and Bill voted for the policy. Since
a person’s criticality is determined a priori, it is not affected
by the outcome. Jack was still more critical than Bill. How-
ever, in this case, Bill’s vote was more abnormal than Jack’s.
When the outcome is negative both criticality and disposi-
tional normality pull in the same direction. However, when
the outcome is positive, criticality and dispositional normal-
ity pull in opposite directions. Consequently, we predict that
a voter’s party affiliation will have a stronger effect on peo-
ple’s responsibility judgments when a policy wasn’t passed
than when a policy was passed.

Experiment
In the experiment, participants’ task was to assign respon-

sibility to committee members for the outcome of a vote
on a policy. Figure 1 shows an example situation. Policy
#1065195, which was supported by the Democratic party was
up for vote. There were three people on the committee: two
Democrats, Percy and Ryan, and one Republican, Dallas. At
least two votes in favor of the policy were required in order
for the policy to be passed. As it turned out, only Percy voted
in favor of the policy while Ryan and Dallas voted against the
policy. The policy was not passed since two votes would have
been required but only one committee member voted for the
policy.

Methods
Participants 208 participants (Mage = 36.24, SDage = 13.54,
86 female) were recruited via Amazon Mechanical Turk. Par-
ticipation was restricted to workers based in the US with a
prior approval rate greater than 95% (Mason & Suri, 2012).
Design Table 1 shows some of the patterns that were used in
the experiment. We manipulated the size of the committee
(N = 3 vs. N = 5), the political affiliations of the committee
members (Mpi ), how each committee member voted (vi), and
the threshold for the policy to be passed (T ). For example,
#16 is the situation shown on the screenshot in Figure 1.

In principle, there would have been 23× 23× 3+×25×
25 × 5 = 5312 different possible situations, taking into ac-
count the political affiliations, pattern of votes, and the dif-
ferent thresholds for committees of size 3 and 5. However,
since the votes are being cast simultaneously, there are many
situations that are symmetrical for our purposes. For exam-
ple, if all of the committee members were Democrats, and
two voted for the policy while one voted against it, we don’t
care about which out of the three it was that voted against the
policy. Taking into account these symmetries already signifi-
cantly reduces the number of situations to 340.

We further reduced the number of situations by removing
all situations for which the pattern of votes was unusual. We
defined a situation to be unusual when a majority of the com-
mittee voted against their political affiliation. For example,
consider a situation in which the policy is supported by the
Democrats but all committee member are Republicans. Here,
we removed all the situations in which more than 2 of the Re-
publicans voted in favor of the policy. Removing all unusual
situations reduces the number of situations to 170 (30 situa-
tions for committees of size 3, and 140 situations for commit-
tees of size 5).

We split the 170 situations into 10 different conditions with
17 situations each. Each condition included 3 situations with
Ncommittee = 3, and 14 situations with Ncommittee = 5.

Procedure
Participants were randomly assigned to one of 10 condi-

tions. After receiving instructions, each participant made re-
sponsibility judgments for a set of 17 situations. Participants
judged to what extent a particular committee member was
responsible that the policy passed (or didn’t pass; see Fig-

Table 1: Examples of patterns for the situations with N = 3 commit-
tee members. Note: Mpi = political affiliation: 0 = opposite from
the party which supports the policy, 1 = same party; vi = vote: 0 =
against, 1 = for, S = sum of votes in favor; T = threshold for policy
to be passed; O = outcome: 0 = policy was not passed, 1 = policy
was passed.

# Mp1 Mp2 Mp3 v1 v2 v3 S T O

1 0 0 0 0 0 0 0 1 0
. . .

16 1 1 0 1 0 0 1 2 0
. . .

30 1 1 1 1 1 1 3 3 1
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ure 1). Participants made their judgments on sliding scales
whose endpoints were labeled with “not at all” (0 responsi-
bility) and “very much” (100 responsibility).

Participants were asked only to assign responsibility to
committee members whose vote was in line with the outcome.
Depending on the situation, participants were either asked to
make one or two judgments. When all committee members
whose vote was in line with the outcome shared the same
party affiliation, participants made only one judgment. When
at least two of the committee members whose vote was in line
with the outcome came from different political parties, then
participants were asked to judge the responsibility for one of
the Democrats and one of the Republicans. Out of the set of
170 situations, there were 90 situations in which participants
were asked to make a single judgment, and 80 situations in
which they made responsibility judgments for two committee
members. Thus, we have a total of 250 data points.

For example, in situation #16 (depicted in Figure 1), be-
cause the two voters whose vote was in line with the outcome
came from different political parties (Ryan and Dallas), par-
ticipants were asked to judge the responsibility for each of
them. Since Percy voted in favor of the policy, participants
were not asked to judge to what extent he was responsible for
the policy not being passed.

On average, it took participants 6.61 minutes (SD = 7.03)
to complete the experiment.

Results
Figure 2 shows participants’ mean responsibility judg-

ments for a selection of cases. In Figure 2a, committee mem-
ber 1 was judged very responsible for the policy being passed.
In this situation, one vote was required for the policy to pass
(Threshold = 1), member 1 voted in favor of the policy and
the other two voted against it. The vote was pivotal, he voted
against how the other two voters voted, but in line with his
political affiliation. In Figures 2b) and c), all three committee
members were from the same party that supported the policy
and voted in favor of it. What changed between the situa-
tions was the number of votes required in order for the policy
to pass. In Figure 2b) only one vote was required, while in
Figure 2c) all three votes were required. Thus, the normality
of the committee member’s vote was constant between sit-
uations but the pivotality was different. In Figure 2b), the
outcome was overdetermined, and thus the committee mem-
ber’s pivotality reduced (both of the other members would
have needed to change their vote in order for the first com-
mittee member to have been pivotal).

Figures 2d) and e) show situations in which a policy failed
to pass and members of different party affiliations voted
against the policy. In both situations, the member who was
from the party that supported the policy received more re-
sponsibility than the member who was from the opposite
party. The difference is more marked in Figure 2e) than in
Figure 2d). Finally, in Figure 2f), four out of five members
voted in favor of a policy that needed four votes in order to be
passed. In this situation, participants assigned slightly more
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Figure 2: Mean responsibility judgments for a selection of cases.
Note: P = political affiliation (same = from party which supports the
policy, opposite = not from party which supports the policy), V =
whether a committee member voted for or against the policy. Error
bars denote ±1SEM.

responsibility to the opposite-party member than the same-
party member.

Because of the large number of situations that participants
saw in the experiment (170 different situations across 10 con-
ditions), we cannot discuss each situation individually. We
will now examine the data on a higher level of aggregation to
see whether, and to what extent, participants’ judgments were
influenced by pivotality, normality, and criticality.
Pivotality Figure 3 shows participants’ mean responsibility
attributions as a function of pivotality. Let’s consider situ-
ations in which the threshold T was 1 (i.e., the red line). In
this case, there is only one way for the policy not to be passed:
all members must have voted against the policy. In this situa-
tion, each of the members is pivotal; they could have changed
the outcome had they voted differently.

In contrast, there are many different ways for the policy
to be passed. Let’s focus on situations in which there were
N = 5 committee members. When the voter’s pivotality was
1, it means that all other members voted against the policy.
On the other extreme, when pivotality was 0.2, it means that
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all of the committee members voted in favor of the policy.
As predicted, responsibility reduces the further away a

voter was from having been pivotal. This general trend holds
irrespective of what the threshold of required votes was to
pass the policy. Responsibility increases with pivotality for
each line in Figure 3. However, there is another trend appar-
ent in the data that cannot be explained merely in terms of
pivotality considerations.
Normality: The Situation If pivotality was the only fac-
tor that influenced participants’ judgments, then varying the
threshold while keeping pivotality fixed shouldn’t make any
difference. However, if we compare participants’ responsibil-
ity judgments in Figure 3 for different thresholds at the same
level of pivotality, we see that the judgments are not identical.

For example, let’s focus on situations in which the com-
mittee member was pivotal but the thresholds were different.
When the policy didn’t pass, participants attributed more re-
sponsibility to a member when the threshold was 5 than when
it was lower. Conversely, when the policy was passed, a mem-
ber was judged most responsible when the threshold was 1
compared to situations in which the threshold was higher.

We take this pattern of results to support the effect of situ-
ational normality considerations on participants’ responsibil-
ity judgments. A member was judged most responsible when
their vote was different from the votes of all the other com-
mittee members. When the policy was not passed, the mem-
ber was judged more responsible when the threshold was 5
(which means that all others voted for the policy) than when
the threshold was one (which implies that all members voted
against the policy). Conversely, when the policy was passed,
the member was judged most responsible when the threshold
was 1 (which implies that all others voted against the policy)
than when the threshold was 5 (meaning that all members
voted for the policy).

So far, we have seen that both pivotality and the extent to
which a person’s vote was in line with other people’s votes
affect responsibility judgments.
Normality & Criticality: The Person We now examine the
effect that manipulating party affiliation had on participants’
judgments. We hypothesized that members whose vote was
not in line with what would be expected from their party affil-
iation, will be judged more responsible for the outcome than
members who voted as expected. Figure 4 shows partici-
pants’ responsibility judgments as a function of pivotality and
party affiliation. The effect of pivotality is consistent across
members with different party affiliations.

To look at the effects of party affiliation more closely, we
compared participants’ responsibility judgments as a function
of party affiliation in the subset of situations in which they
were asked to make a judgment for one committee mem-
ber of each party. In situations in which the policy was
not passed, participants assigned significantly more respon-
sibility to committee members from the party that generally
supported the policy compared to opposite-party members
(t(207) = 2.58, p = .01,r = 0.13). In situations in which the
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Figure 4: Mean responsibility judgments (white bars) and regression
model predictions (gray bars, Model 3 in Table 2) as a function of
pivotality (x-axis), outcome (columns), and party affiliation (rows).
Error bars denote ±1SEM.

policy was passed, there was no significant difference in re-
sponsibility judgments to same versus opposite-party mem-
bers (t(207) = 0.73, p = .48,r = 0.04).

As hypothesized above, the effect of party affiliation shows
up in situations in which the policy wasn’t passed, where both
normality and criticality considerations predict that same-
party members should receive more responsibility. In con-
trast, when a policy was passed, and dispositional normality
and criticality pull in opposite directions, there was no signif-
icant effect of party affiliation on responsibility judgments.
Regression analysis Up until now, we have discussed the
influence of pivotality, normality, and criticality on partici-
pants’ responsibility judgments mostly qualitatively. We will
now investigate to what extent the different factors we’ve
identified, accurately capture participants’ judgments by us-
ing them as predictors in different regression models (see Ta-
ble 2). All models consider pivotality as a predictor. Model 1
additionally includes criticality as predictor. Model 2 in-
cludes dispositional and situational normality. In addition to
criticality as well as both types of normality, Model 3 includes
an outcome term that captures whether participants have a
tendency to attribute more responsibility for positive or nega-
tive outcomes.

When only combined with pivotality, criticality is not a sig-

Table 2: Regression models.

Model 1 Model 2 Model 3
Pivotality 24.11∗∗∗ 15.95∗∗∗ 15.14∗∗∗
Criticality −1.16 6.66∗∗∗
NormalityD −3.67∗∗∗ −3.66∗∗∗
NormalityS −26.82∗∗∗ −27.03∗∗∗
Outcome 8.93∗∗∗
Constant 45.16∗∗∗ 71.02∗∗∗ 63.35∗∗∗

R2 0.33 0.54 0.62
Res Std. Error 10.64 8.83 8.08
F Statistic 59.71∗∗∗ 95.40∗∗∗ 78.42∗∗∗

(df = 2; 247) (df = 3; 246) (df = 5; 244)
Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
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Figure 5: Correlation between model prediction (Model 3 in Ta-
ble 2) and mean responsibility judgments for the 250 data points.
Note: The labeled black dots refer to the cases shown in Figure 2.
For example, e3 refers to the judgment for committee member 3 in
Figure 2e.

nificant predictor (Model 1), while both types of normality
influence participants’ judgments in the predicted direction.
Participants assign more responsibility the more abnormal a
person’s action was (Model 2). Finally, the complete model
(Model 3) shows that criticality does become a significant
predictor of participants’ judgments when it is combined with
the normality predictors. Furthermore, it turns out that partic-
ipants generally assigned more responsibility for committee
members who voted in favor of a policy than for committee
members who voted against a policy.

Figure 5 shows a scatter plot of the model predictions and
participants’ responsibility judgments for the full set of 170
situations (with 250 judgments).

Discussion
In this paper, we investigated how people assign responsi-

bility to individuals for collective outcomes. We looked into
a large number of voting scenarios that differed in terms of
the size of the committee, the threshold required for a policy
to pass, the political affiliations of the committee members,
and the patterns of votes. The voting setup allowed us to ma-
nipulate pivotality, criticality, and normality in quantitative
ways and see how people’s judgments are affected by these
different factors.

In line with previous work (Lagnado et al., 2013), the re-
sults showed that the closer a committee member’s vote was
to having been pivotal, the more responsibility participants
assigned to that member. Further, normality considerations
played a key part in people’s judgments. People assigned
more responsibility when a committee member’s vote was
in disagreement with how most of the other members voted.
Participants were also influenced by party affiliation: com-
mittee members who voted against what was to be expected
given their political affiliation were judged more responsible.

Criticality by itself was not a significant predictor of peo-
ple’s judgments. However, the results suggest that crit-
icality considerations might have still influenced people’s
judgments. The effects of a voter’s party affiliation were

strongest in situations in which the policy didn’t pass. In
these situations, both criticality and normality considerations
are aligned. Effects of party affiliation were weak for situ-
ations in which the policy was passed. Here, criticality and
normality considerations pull in opposite directions.

The current work extends our previous work on respon-
sibility attributions in groups by showing how prior expec-
tations influence people’s judgments in a systematic way.
While most research that has looked into the influence of nor-
mality on people’s cause and responsibility judgments has re-
lied on vignette studies (e.g., Knobe & Fraser, 2008), the vot-
ing paradigm allows us to probe people’s intuitions in a large
set of situations that help to tease apart the different factors
that influence people’s judgments. In future work, we will
look into situations in which committee members differ with
respect to how much power they have over the outcome.
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Abstract

In a categorization task involving both labeled and unlabeled
data, it has been shown that humans make use of the underlying
distribution of the unlabeled examples. It has also been shown
that humans are sensitive to shifts in this distribution, and will
change predicted classifications based on these shifts. It is not
immediately obvious what causes these shifts – what specific
properties of these distributions humans are sensitive to. As-
suming a parametric model of human categorization learning,
we can ask which parameters or sets of parameters humans fix
after exposure to labeled data and which are adjustable to fit
subsequent unlabeled data. We formulate models to describe
different parameter sets which humans may be sensitive to and
a dataset which optimally discriminates among these models.
Experimental results indicate that humans are sensitive to all
parameters, with the closest model fit being an unconstrained
version of semi-supervised learning using expectation maxi-
mization.
Keywords: Categorization; Semi-Supervised Learning; Cog-
nitive Modeling

Introduction
The ability of human beings to learn and generalize category
structure has been of perennial interest to cognitive science.
This ability has often been studied using supervised learning
experiences, where the learner is provided only with labeled
examples – that is, with correct information about category
membership in each learning trial.

Real-world category learning is somewhat different: while
we may learn an item’s category membership directly on oc-
casion, in most experiences we simply observe objects in the
environment and make implicit inferences about their cate-
gory membership. That is, most of our worldly experience
is unlabeled. The joint use of labeled and unlabeled data is
sometimes called semi-supervised learning (SSL), and is a
topic of considerable interest in machine learning where a
range of different approaches have been developed for var-
ious learning problems (Zhu & Goldberg, 2009). A key in-
sight from this work has been that combined use of labeled
and unlabeled examples can produce quite different category
structures, and in many cases more accurate structures, than
learning from the labeled items alone.

The last few years have provided substantial evidence that
human category learning in the lab can be strongly influenced
by the distribution of unlabeled examples. In a seminal study,
Zhu, Rogers, Qian, and Kalish (2007) had participants clas-
sify a set of novel, visually complex objects lying varying

along a single dimension. Following a short supervised learn-
ing experience with a single item from each category, partic-
ipants acquired a category boundary approximately midway
between the two labeled items. Subsequently they classified
a large number of additional items sampled from a bimodal
distribution along the single stimulus dimension, without re-
ceiving any feedback. This unlabeled distribution was se-
lected so that the trough between the two modes lay some
distance from the learned boundary between classes. After
exposure to this distribution, participants had shifted their be-
liefs about the location of the category boundary, aligning it
with the trough in the unlabeled distribution – a behavior pre-
dicted by a simple parametric SSL model.

Subsequent work has shown that such category shifts –
changes to beliefs about category structure arising from un-
labeled learning experiences – can be quite dramatic. For in-
stance in one study, a majority of participants ended up mis-
classifying the very item that had been directly taught during
the initial supervised learning phase, after exposure to a dra-
matically shifted unlabeled distribution (C. Kalish, Kim, &
Young, 2012). Other work has shown that the temporal or-
dering of unlabeled items can also change the acquired cate-
gory structure (Zhu et al., 2010); that young children are more
susceptible to influences from unlabeled data (C. W. Kalish,
Zhu, & Rogers, 2014); that exposure to unlabeled distribu-
tions can lead to acquisition of quite counter-intuitive cat-
egory structures (Gibson, Zhu, Rogers, Kalish, & Harri-
son, 2010); and that, despite receiving no feedback, people
will revise a (completely accurate) classification rule learned
on the fully labeled data after exposure to unlabeled exam-
ples (C. W. Kalish, Rogers, Lang, & Zhu, 2011; Lake & Mc-
Clelland, 2011).

Note that, while SSL has been observed in many differ-
ing scenarios, there have been instances where the addition
of unlabeled information has not impacted behavior (Vandist,
De Schryver, & Rosseel, 2009; McDonnell, Jew, & Gureckis,
2012). Clearly more work is necessary to fully understand
how humans make use of combinations of labeled and unla-
beled data during category learning.

In this paper we consider the causes behind the category-
shifts observed in semi-supervised learning studies of the
kind initially described by Zhu et al. (2007) – that is, in stud-
ies where initial category structures are learned from fully
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supervised experience, then those structures are observed to
change after exposure to unlabeled examples. We consider
two general hypotheses.

Under the first, the shifts happen because, during the initial
supervised phase, participants notice and track one or more
parameters of the distribution from which the labeled items
are sampled, then seek to maintain a category structure that
preserves the noticed parameter. For instance, in Zhu et al.’s
(2007) study, the supervised phase involved learning about
just two examples (one from each category), each presented
10 times with the order randomized. This experience poten-
tially provides the learner with important information about
the two classes that she may then seek to preserve when ex-
posed to the unlabeled distribution. The learner may notice
that members of each category occur about equally frequently
during the supervised phase, for example. In the unsuper-
vised phase, she may then select a category boundary that
divides the unlabeled items approximately in half, preserving
this frequency information. Alternatively, the learner might
notice that the two categories both have approximately equal
variance, and so might learn category structures that preserve
roughly equal variation between members of the category.

Since the unlabeled distribution in the original study was
bimodal, symmetrical about the trough with peaks of equal
width, either of these strategies would lead the learner to shift
the boundary to this trough. Indeed, there are many elements
of the unsupervised and supervised distributions that differed
in this study, any one of which might account for the observed
changes in categorization behavior.

The first hypothesis, then, is that learners are trying to pre-
serve specific parameters of the item and label distribution
learned during the initial supervised phase. We refer to this
as the heuristic hypothesis, since there is no principled reason
for choosing to preserve a particular parameter from the la-
beled distribution. Moreover, note that there are several pos-
sible variants of the heuristic hypothesis: participants may try
to preserve the relative frequencies of the two categories, their
variances, their distance from the boundary, and so on.

The second hypothesis is that human beings are true semi-
supervised learners – that is, they learn the category struc-
tures most likely to have generated all of the observations,
labeled and unlabeled, subject to particular implicit assump-
tions about the relation between labeled and unlabeled exam-
ples. In the semi-supervised mixture model described by Zhu
et al. (2007), the assumptions are that (i) items are sampled
from a distribution in the feature space that is a mixture of
Gaussian components and (ii) items sampled from the same
component of the mixture receive the same category label.
With these assumptions, it is possible to estimate, from all
labeled and unlabeled items, the most likely components of
the mixture (and their parameters) and the most likely labels
associated with each component. We refer to this as the SSL
hypothesis.

The remainder of this paper attempts to adjudicate which
of these hypotheses best explains category-shifts that occur

following exposure to unlabeled examples, as documented in
prior work. The effort is nontrivial, insofar as it requires us
to design a SSL study under which the different heuristic hy-
potheses and the SSL hypothesis all make different predic-
tions about how initial category structures should change fol-
lowing unsupervised learning. To achieve this goal, we first
formalize the nature of the learning task and describe a se-
ries of computational SSL models, each representing one of
the hypotheses under consideration. Using simulations with
the different models, we next discern a particular combina-
tion of supervised and unsupervised learning experiences that
are expected to produce quite different learning outcomes un-
der the different hypotheses. Finally, we report the results
of behavioral studies with human subjects exposed to these
learning experiences, and consider how their behaviors align
with predictions of the different learning models. The results
of these studies allow us to clearly determine what is causing
category-shifts in human SSL.

Cognitive Models and Experimental Design
To address the question posed above we formulate a set of
models and then attempt to determine which model or models
best fit human behavior on a classification task.

The task we will be using for investigation is a 1D bi-
nary classification task (feature values x ∈ [0,1] with la-
bels y ∈ {0,1}). We make the strong, yet common, as-
sumption that humans are making use of a Gaussian Mix-
ture Model (GMM). Formally, we define the parameters of
a two-component GMM as θ = {w0,µ0,σ

2
0,µ1,σ

2
1}, and let

Θ = {θ}, the set of all parametrization of this model. The
learner is presented first with a set of labeled items: L =
{(xi,yi)}, i = 1 . . .nL, drawn from a 2-component GMM de-
fined by θL, followed by a set of unlabeled items U = {(x j)},
j = nL +1 . . .nL +nU drawn from another GMM with differ-
ent parameters θU .

We assume that, when training on L, humans find the
maximum likelihood estimate (MLE) denoted θ̂SL ∈ Θ. The
learner is then presented with a new set of unlabeled data
U which may be drawn from a different distribution than L.
Learning from U amounts to performing a search in Θ for a
set of parameters that best fit the observed stimuli. Under the
heuristic hypotheses, humans search some subspace of Θ for
the new optimum, while under the SSL hypothesis, humans
search in the whole of Θ.

We also assume the learner uses some form of expectation-
maximization (EM) as the search procedure to find this op-
timum, the MLE on U , with θ̂SL as the starting point for
the search (Dempster, Laird, & Rubin, 1977; Bishop, 2007).
Note that, as an optimization procedure, EM can be applied
even when labeled and unlabeled items come from different
distributions. Although unusual in machine learning, EM
used on non-iid data is plausible as a mechanism for how
humans adapt. Under this assumption, participants are not
focused on matching or maintaining particular aspects of the
labeled distribution, but are trying to find a parametric model
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that jointly “explains” the labeled and unlabeled distributions.
For example, humans might be only willing to change the

proportion of one class to another (ŵ0) leaving the rest of the
learned parameters

(
µ̂0, µ̂1, σ̂

2
0, σ̂

2
1
)

fixed as they were in θ̂SL.
Or, they may update both ŵ0 and the peaks of the learned dis-
tribution (µ̂0, µ̂1), but remain insensitive to changes in spread,
or variance

(
σ̂2

0, σ̂
2
1
)
, of the data. This behavior might be in-

terpreted as the human learner “hanging on” to some beliefs
learned on L.

Formalized Cognitive Models
With this task in mind we describe the cognitive models under
consideration as models of human behavior.

unconstrained SL (θ̂SL) : This model is a purely supervised
learner defined by the parameters θ̂SL. This model esti-
mates the GMM parameters using the MLE over the la-
beled set L alone and holds them fixed over the unlabeled
test data, in effect ignoring the unlabeled data. It is in-
cluded as comparison, as we know humans are affected by
U . Updates are made using

µ̂0 =
1
n0

nL

∑
i=1

1{yi = 0}xi (1)

σ̂
2
0 =

1
n0

nL

∑
i=1

1{yi = 0}(xi− µ̂0)
2 (2)

ŵ0 =
n0

nL
(3)

with n0 = ∑
nL
i=11{yi = 0} (µ̂1, σ̂1 are defined similarly).

unconstrained SSL (θ̂SSL) : We define the SSL model, de-
fined by the parameters θ̂SSL, before the heuristic models
as all other models are derived from this unconstrained ver-
sion. Consideration must be given as to whether to perform
EM on the full data set (L+U) or to use θ̂SL, the MLE
on L, as initialization and perform EM on U alone. We
choose the latter as it more closely approximates the situa-
tion faced by human learners in the task: initially exposed
to L but with no additional feedback as they classify U . For
each M-step of EM, the MLE estimates become

µ̂0 =
∑

n
i=nL+1 γixi

∑
n
i=nL+1 γi

(4)

σ̂0
2 =

∑
n
i=nL+1 γi(xi− µ̂0)

2

∑
n
i=nL+1 γi

(5)

ŵ0 =
1

nU

n

∑
i=nL+1

γi (6)

n = nL +nU , responsibilities γi calculated at each E-step as

γi =
ŵ0N (xi; µ̂0, σ̂

2
0)

ŵ0N (xi; µ̂0, σ̂
2
0)+(1− ŵ0)N (xi; µ̂1, σ̂

2
1)

(7)

and µ̂1 and σ̂1 calculated similarly using (1− γi).

All remaining models correspond to our heuristic models.
They are all similar to θ̂SSL, but assume that learning is be-
ing done by fixing one of the GMM parameters to the values
learned on L while allowing all others to vary:

constrained means (θ̂µ) : Means µ̂0 and µ̂1 are fixed at the
initialization values learned on L using (1). It is as though
two prototypes are formed at the modes of the labeled dis-
tribution and retained when exposed to U . At each EM iter-
ation t, the values of µ̂ at t−1 are simply copied forward.
The variances σ̂0

2, σ̂1
2, weight ŵ0 and responsibilities γi

are updated using (5), (6) and (7) respectively.

fixed standard deviations (θ̂σ) : The standard deviations σ̂0
and σ̂1 are fixed at the initialization values learned on L
using (2). Here, it is the spread of the labeled data that
is considered important, and is maintained. Again at each
EM iteration the values of σ̂0 and σ̂1 are simply copied
forward. Updates for means, weight and responsibilities
are the same as in (4), (6) and (7).

fixed ratio of standard deviations (θ̂r) : At initialization,
the ratio of standard deviations learned on L using (2) is
calculated as r = σ̂0/σ̂1. Again, the spread is considered
most important, but now the spread of each class is allowed
to vary only so long as the ratio between the two is main-
tained. As the parameters σ̂0 and σ̂1 are now tied, the pa-
rameter set becomes θ̂r = {w0,µ0,µ1,σ}. Reformulating
the optimization function and solving for σ we find the new
update equations

σ̂
2 =

1
nU

[
n

∑
i=nL+1

(
γi(xi−µ0)

2 + r2(1− γi)(xi−µ1)
2
)]

(8)

γi =
w0N (xi; µ̂0, σ̂

2)

w0N (xi; µ̂0, σ̂2)+(1−w0)N (xi; µ̂1,(σ̂/r)2)
. (9)

Updates for means and weight are the same as in (4)
and (6).

constrained weight (θ̂w) : The weight parameter ŵ0 is fixed
at the initialization value learned on L. In this case it is the
frequency of each class which is considered most important
to retain from the labeled data. All other updates remain
unchanged.

The above models each fix one property. We also consider
cognitive models which constrain multiple parameters. For
example, the model θ̂σ,w has only two parameters which are
free to vary: {µ̂0, µ̂1}, with ŵ0, σ̂2

0 and σ̂2
1 fixed. This results

in 5 additional models: {θ̂σ,w, θ̂r,w, θ̂µ,w/σ, θ̂µ,w/r, θ̂µ,σ, θ̂µ,r}.
The model θ̂µ,w/σ is constrained in means and weight while
standard deviations are allowed to vary. The model θ̂µ,w/r
is constrained in means and weight while ratio of standard
deviations is allowed to vary.

The final cognitive model we examine (propL) is not prob-
abilistic. In this model, the learner simply calculates the pro-
portion of negative to positive items seen in L. When the
learner is then presented with U , they attempt to place a

796



boundary in feature space such that this proportion of neg-
ative to positive items is preserved. If the distribution gen-
erating unlabeled items is different from that generating the
labeled items, the boundary learned on the labeled data will
not necessarily be the same one applied to the unlabeled data.
This model, θ̂propL has only a single parameter n0/nL, with
the boundary b̂ induced from this ratio:

b̂ = x( j) :
j

nU
=

n0

nL
, j ∈ [1,nU ] (10)

where b ∈ [0,1] and {x(1),x(2), ...,x(nU )} are the items in U ,
sorted by feature value. Note that this model is related to
the cognitive models which preserve the GMM weight w0.
However, since this is not a GMM and classification is simply
performed by a step function placed at the learned boundary
b, the resulting behavior may be different.

With these cognitive models in hand we now discuss how
to compare their performance to human behavioral data in
order to assess which may be a better match.

Human Experiment Design
We design an experiment which attempts to discriminate
which of our proposed models is a best fit to human behavior
in a 1D classification task. An important aspect of this design
is the construction of the dataset.

A dataset must be found which will maximally discrimi-
nate predictions made by our various models, so that it is as
clear as possible which model most strongly matches human
behavior. This step is similar in flavor to the machine teach-
ing task proposed in (Zhu, 2013). In that setting, a teacher
attempts to design an optimal dataset to teach a (potentially
unknown) learner a target hypothesis. The difference here is
that we do not have a target we wish our learners to learn, but
instead would simply like our learners to differ as much as
possible in their resulting predictions. The similarity is in the
search over potential datasets.

To find a good dataset, first a labeled set L of nL = 50 la-
beled pairs were drawn from θL = {w0 = 0.75,µ0 = 0.4,σ0 =
0.12,µ1 = 0.8,σ1 = 0.06}. A heuristic search was then made
over a sparse grid of parameter settings θU , varying in all
parameters. At each setting a potential unlabeled set Ũ of
nU = 300 was drawn. All cognitive models were then trained
on L and predictions made on that Ũ . We heuristically se-
lected the dataset L+ Ũ with the aim to produce the largest
combined pairwise difference between predictions, and there-
fore largest discriminative power. Additionally, parameters
which produced more than one decision boundary in the tar-
get range x ∈ [0,1] were avoided.

In the end the parameters selected from which U was
drawn were θU = {w0 = 0.25,µ0 = 0.3,σ0 = 0.05,µ1 =
0.6,σ1 = 0.1}. Plots of the chosen underlying distributions
are shown in Figure 2. Importantly note that the labeled and
unlabeled distributions vary in all parameters. Figure 2 also
shows the estimated distributions and boundaries resulting
from training each of the cognitive models on the selected
dataset.

Figure 1: Stimuli at x = 0, 0.25, 0.75 and 1 respectively.

Participants and Procedure

Using this chosen dataset, we performed a human experi-
ment where 49 undergraduate students, participating for par-
tial course credit, were asked to learn a timed classification
task. The 1D stimuli used were Gabor patch images vary-
ing in only the frequency dimension, with fixed rotation (Fig-
ure 1). Each participant was asked to classify the nL = 50
labeled images, each classification followed by feedback in-
dicating whether they were correct or incorrect. The partici-
pant was then asked to classify the nU = 300 unlabeled stim-
uli, with no feedback given. All participants classified the
same set of stimuli, each a randomized ordering.

Evaluation Criteria

We call the measurement we use to evaluate our models
“agreement”. This refers to how well a cognitive model’s
classification predictions agree with observed human behav-
ior. Each participant k ∈ {1, . . . ,K} is asked to classify the
set of labeled and unlabeled items in a randomized ordering
(L,U)(k). For each participant k we consider the first 50 +
200 items as a training set (L,U)

(k)
train and the remaining 100

items as a test set U (k)
test . Though there is certainly no reason

to assume that humans will not continue learning on the test
set, we do make the assumption that after 200 unlabeled ex-
amples, the learned boundary will have stabilized.

Each of our proposed models m is then trained on
(L,U)

(k)
train producing θ̂(m,k). For the GMM models we use

the constrained versions of EM described above while propL
is calculated directly. We can then calculate the predicted
boundary b̂(m,k) for each trained model on each dataset. For
each of these model m and dataset k pairs we can then make
predictions ŷ(m,k) = 1

{
x(k)i ≤ b̂(m,k)

}
, i = 201, . . . ,300 and

calculate:

agreement(m,k) =
1

ntest

ntest

∑
i=1

1

{
ŷ(m,k)

i = y(k)i

}
(11)

and total mean-agreement for each model over all K partici-
pants:

mean-agreement(m) =
1
K

K

∑
k=1

agreement (m,k) (12)

The mean agreement scores are then used to determine which
model is the best fit over all.

797



0 0.5 1
x

p(
x|

y,
θ)

0 0.5 1

0.77

0 0.5 1

0.63

0 0.5 1

0.62

0 0.5 1

0.69

0 0.5 1

0.70

0 0.5 1

0.71

SL SSL µ σ r w

0 0.5 1

0.79

0 0.5 1

0.39

0 0.5 1

0.61

0 0.5 1

0.55

0 0.5 1

0.61

0 0.5 1

0.70

σ,w r,w µ,w/σ µ,w/r µ,σ µ,r

Figure 2: On the left, the ground truth labeled distributions (in blue and red) and unlabeled distribution (in black). On the right
the trained models and most central prediction boundary indicated by a dotted line. The boundary for propL falls at 0.65.

Figure 3: Top: mean agreement scores calculated for each
model. Bottom: number of participants for which each model
is the best match (highest agreement).

Results

Using the method described above, we found that the maxi-
mum mean-agreement score is 0.7 for the completely uncon-
strained model θ̂SSL, simply standard SSL (Figure 3, top). A
repeated measures one-way ANOVA shows significant dif-
ference between model agreements per subject, F(12,624) =
26.68, p = 2× 10−16. Additionally, the unconstrained SSL
model, θ̂SSL, is a significantly better fit to human behavior
than all other models (post-hoc multiple comparison test with
Holm correction, p ≤ 0.05), save one, SSL constrained by
ratio of standard deviations (θ̂r, p = 0.11).

If we look at which model has the best agreement per par-
ticipant, unconstrained SSL θ̂SSL is the clear winner, having
the highest agreement on 71% of participants (Figure 3, bot-
tom).

Discussion
The question we set out to answer was what causes the cat-
egory shifts seen in many semi-supervised learning studies?
The two hypotheses were 1) heuristic: that humans notice
and track some properties or set of parameters of the distri-
bution from which labeled items are sampled, and then seek
to preserve these properties when integrating information de-
rived from unlabeled items and 2) SSL: that humans are true
semi-supervised learners, sensitive to all properties.

In this particular categorization task, our results support the
latter hypothesis: humans are sensitive to all parameters
and do not constrain their search of the parameter space.
They are sensitive to all changes in the unlabeled data distri-
bution as they try to find the category structure most likely to
have generated all observations, labeled and unlabeled.

This result should be of interest to both the cognitive psy-
chology and machine learning communities. From the cogni-
tive psychology perspective we can compare these results to
those regarding the distinction between generative and dis-
criminative learning (Hsu & Griffiths, 2010). Recall that
to perform categorization, a generative learner attempts to
model the full generating distribution p(x,y) while the dis-
criminative learner only attempts to learn a discriminating
function p(y | x). Several studies have shown that humans
are capable of both types of learning (Rips, 1989; Smith &
Sloman, 1994; Hsu & Griffiths, 2010). In our task where the
underlying generating distribution is important due to its non-
iid nature, the generative learning model is preferred. Our re-
sults argue that humans do in fact use a generative model for
this particular task, as the SSL model is a better fit than the
propL model, a discriminative model. It may be that in other
tasks, where discrimination between hypothesized models, or
models not in the GMM family, is still possible, this result
may not be the case. Additional investigation is required to
confirm that our conclusion generalizes to other situations.

From the machine learning perspective this result matches
the intuition that, for best performance on transfer learning,
the learner should not be constrained a priori without specific
knowledge of the relation between the source domain and the
target domain. The learner should be allowed to explore the
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full parameters space when attempting to find the best fit ap-
proximation.

Finally, though the evidence points to the unconstrained
hypothesis dominating over all, no significant difference was
found between it and the model constrained by ratio of stan-
dard deviations. The difference here is subtle and additional
work is necessary to distinguish whether this model is in fact
a good approximation of human behavior or just an artifact of
the current study.
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Abstract 

A perpetrator’s mental state – whether she had mens rea or a 
“guilty mind” – typically plays an important role in evaluating 
wrongness and assigning punishment. In two experiments, we 
find that this role for mental states is weaker in evaluating 
conventional violations relative to moral violations. We also 
find that this diminished role for mental states may be 
associated with the fact that conventional violations are 
wrong by virtue of having violated a (potentially arbitrary) 
rule, whereas moral violations are also wrong inherently.  

Keywords: decision making, violations, mental states, moral 

evaluation, punishment. 

 

Introduction 

Both folk intuitions and the law accord a prominent role 

to mental states when it comes to assessing the severity of a 

transgression and how it should be punished. For example, 

serving someone a cup of coffee sprinkled with poison is 

deemed quite a bit worse when it was done intentionally – 

with full knowledge that the coffee contained poison – than 

when it resulted from the false belief that the poison was 

sugar (Young et al., 2007). To take a legal example, 

determinations of whether a defendant should be sentenced 

with murder versus manslaughter depend, in large part, on 

whether the killing was intentional.  

Nonetheless, recent findings point to the idea that mental 

states are not equally important for all types of 

transgressions. Young and Saxe (2011), for example, find 

that an offender’s knowledge has a greater impact on how 

people evaluate a harm violation as opposed to a purity 

violation (see also Hawley-Dolan & Young, 2013; Russell 

& Giner-Sorolla, 2011). In legal judgments, we have found 

that mental states play a weaker role in judgments 

concerning strict liability crimes, such as speeding or 

statutory rape, relative to crimes that are not strict liability, 

such as burglary or battery, for which the presence of mens 

rea, a “guilty mind,” informs a defendant’s conviction and 

sentence (Giffin & Lombrozo, in prep). In other words, 

transgressions seem to differ in the extent to which they are 

moderated by the perpetrator’s mental states, such as her 

beliefs and intentions—a property which we refer to as 

“knowledge dependence.” 

Why might this be? Here, again, a legal distinction is 

useful: that between transgressions that are malum in se, or 

wrong in themselves, versus malum prohibitum, or wrong 

because they are prohibited (US v. Morissette, 1952). 

Consider, for example, a moral violation, such as murder. 

Even in the absence of a rule prohibiting the action, we 

would consider it morally wrong. Violations of convention, 

in contrast, are problematic because they violate the 

convention: there’s nothing inherently right or wrong about 

going 50 miles per hour, unless you’re in a 35 mile per hour 

zone. In light of the rule and its consequences for others, 

however, the action becomes problematic. 

The distinction between moral and conventional 

violations is familiar from research in moral psychology as 

well. In classic experiments, Turiel and colleagues presented 

children with stories in which an actor violated a rule, and 

were asked to judge how bad the actor’s behavior was, both 

with the rule in place and in a situation in which it didn’t 

apply (Turiel, 2008; Weston & Turiel, 1980). They found 

that children as young as six judged conventional violations 

(such as violating a dress code) but not moral violations 

(such as hitting another child) in a way that was highly “rule 

dependent”: in the absence of a dress code the child’s dress 

was just fine, but in the absence of a rule about hitting, 

hitting another child was still wrong.  

These judgments concerning the wrongness of an action 

presumably stem, in part, from participants’ assessments of 

the “wrongness” of the perpetrator’s beliefs and intentions. 

Knowingly hitting a child is wrong regardless of the rules; 

one should never intend to hit a peer. Knowingly wearing a 

t-shirt, however, is only wrong in certain conditions; the 

intention to wear a t-shirt and the belief that one is doing so 

are not, on their own, problematic. To the extent that 

evaluations of wrongness and punishment stem from 

evaluations of the underlying mental states, and not just 

from the violation of a rule, one might expect moral 

violations to be more knowledge dependent than 

conventional violations. In two experiments, we test this 

prediction. 

 

Experiment 1 

In Experiment 1, we test the prediction that mental states 

play a larger role in the evaluation of violations of moral 

rules (hereafter referred to as “moral violations”) relative to 

violations of conventional rules (hereafter referred to as 

“conventional violations”). To do so, we compare 

judgments of wrongness and punishment across stories 

involving moral or conventional transgressions of a 

stipulated rule, where the violation is committed knowingly 

or unknowingly (i.e., due to an accident or false belief 

concerning something other than the rule itself). In other 

words, we test the prediction that the evaluation of moral 

violations is more “knowledge dependent” than the 

evaluation of conventional violations. We also replicate the 

well-established finding that judgments concerning 

conventional violations tend to be more “rule dependent” 
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than those concerning moral violations, and investigate the 

relationship between knowledge dependence and rule 

dependence by testing whether violations that generated 

greater knowledge effects tended to generate weaker effects 

of a rule change. 

Methods 

 

Participants. One-hundred-and-sixty adults (96 female, 64 

male, mean age = 36, SD = 12) participated in the study 

through Amazon Mechanical Turk in exchange for 

monetary compensation. An additional 69 participants were 

tested but excluded for failing catch questions (55) or to 

ensure even numbers in all conditions (14). Participation 

was restricted to workers with IP addresses in the United 

States and a prior HIT approval rating of 95% or higher. 

 

Materials & Procedure. The experimental stimuli 

consisted of 12 distinct stories, 6 of which involved 

conventional violations and 6 of which involved moral 

violations. There were two versions of each story: one 

involved an agent who committed the violation knowingly, 

and one an agent who knew the rule, but violated it 

unknowingly.  

Six of the stories (Teacher’s Title, Greeting, Baseball, 

Dollar, Physician, and Embezzler) were based on vignettes 

originally presented to children by Davidson, Turiel, and 

Black (1983). These stories were modified to generate 

matched knowing and unknowing conditions. The Physician 

and Embezzler vignettes were additionally modified to take 

place in a school setting.  

Individual participants were randomly assigned to one of 

four conditions, the result of crossing violation domain (2: 

conventional, moral) with knowledge status (2: knowing, 

unknowing). Each participant received the corresponding 

six vignettes in a random order. Sample knowing and 

unknowing vignettes for one story, Baseball, are excerpted 

below. In this story, the rule was that students had to wear a 

blue shirt with the school logo on the back to practice: 

 

Knowing: “One day, Jack was getting ready for a 

baseball practice.  He was tired of always wearing his 

blue practice shirt; he thought it would be fun to wear 

another shirt for a change.  So Jack went to the practice 

wearing a blue shirt that did not have the school logo on 

the back.” 

 

Unknowing: “One day, Jack was getting ready for a 

baseball practice.  He was in a hurry to get to the bus on 

time, so he dressed quickly and left.  Jack didn’t realize 

he had grabbed the wrong blue shirt.  So Jack went to 

the practice wearing a blue shirt that did not have the 

school logo on the back.” 

 

The presentation of each vignette was first followed by 

censure and detention questions, presented on one screen in 

random order: 

 

Censure: “How wrong was [Actor’s actions]?” 

Participants indicated their answer on a scale from 

0 (not at all wrong) to 6 (very wrong). 

 

Detention: “How many hours of detention should 

[Actor] get?” Participants indicated their answer on 

a scale from 0 to 6 hours. 

 

After answering these two questions, participants were 

presented with another screen and asked to indicate the 

censure and detention ratings the actor would deserve if the 

school had never had a rule prohibiting the action. The 

wording of these questions (again presented in random 

order) was identical to those above, but preceded by the 

following: “What if [Actor’s] school had no rule prohibiting 

what [s]he did?  Please answer the following questions 

based on this rule change.” 

Next, on a separate screen, participants were presented 

with a true/false question relating to the vignette they had 

just read. These questions were used to assess whether the 

participants had read the vignette carefully; those who 

answered any comprehension questions incorrectly were 

excluded from further analyses.  

After reading all six vignettes and answering their 

associated questions, participants answered one additional 

catch question designed to ensure that they were reading 

instructions carefully, modeled after Oppenheimer, Meyvis, 

and Davidenko (2009). Finally, participants answered 

demographic questions about their age and gender.  

 

Results 

 

Initial censure and detention ratings. To test the 

prediction that judgments regarding conventional violations 

are less “knowledge dependent” than those regarding moral 

violations, we performed a 2 (knowledge status: knowing, 

unknowing) x 2 (violation domain: conventional, moral) 

ANOVA on initial censure ratings, and another on initial 

detention ratings (see Figure 1). We expected to find an 

interaction between knowledge status and violation domain, 

with a larger effect of knowledge status for moral violations 

than for conventional violations. 

Both analyses revealed main effects of violation domain. 

Moral crimes received significantly higher initial censure, 

F(1,156) = 87.72, p<.000, ηp
2 =.36, and detention ratings, 

F(1,156) = 169.25, p<.000, ηp
2 =.52. The analyses also 

revealed main effects of knowledge status, with censure, 

F(1,156) = 63.13, p<.000, ηp
2 =.29, and detention, F(1,156) 

= 40.5, p<.000, ηp
2 =.21, ratings significantly higher for the 

knowing condition than the unknowing condition. 

Most critically, we found the predicted interaction for 

both censure, F(1,156) = 19.02, p<.000, ηp
2 =.11, and 

detention, F(1,156) = 24.00, p<.000 ηp
2 =.13.  Independent 

samples t-tests showed that censure ratings were 

significantly higher for the knowing condition than for the 

unknowing condition for both conventional violations, t(78) 
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= 2.6 (p<.012), d = .57, and for moral violations, t(78) = 

8.62 (p<.001), d = 1.95, but the effect was greater for moral 

violations. Similarly, for detention ratings, responses were 

higher for the knowing condition than for the unknowing 

condition for both conventional violations, t(78) = 1.99 

(p<.050), d = .45, and moral violations, t(78) = 6.06 

(p<.001), d = .1.37,  but the effect was greater for moral 

violations. 

 

  

Figure 1: Interaction between knowledge condition and 

violation type for initial censure and detention ratings. Error 

bars correspond to one SEM in each direction. 

 

Censure and detention ratings: effects of rule revocation. 
To what extent are conventional and moral violations 

condemned because they violate a rule – that is, to what 

extent are judgments of wrongness and punishment “rule 

dependent” in each domain? To address these questions, 

censure and detention difference scores were created by 

subtracting participants’ censure and detention ratings after 

the rule change from their corresponding initial scores. We 

performed 2 (knowledge status: knowing, unknowing) x 2 

(violation domain: conventional, moral) ANOVAs on each 

difference score, and predicted a greater drop in both ratings 

for conventional violations relative to moral violations.  

This prediction was confirmed for censure: we found a 

significant main effect of violation domain, F(1,156) = 

33.76, p<.000, ηp
2 =.18, with a larger drop in the perceived 

wrongness of conventional violations following the 

revocation relative to moral violations (see Figure 2). The 

ratings for detention, however, were unexpected: we found a 

significant main effect of domain, but in the opposite 

direction, F(1,156) = 5.37, p<.022, ηp
2 =.03. This may be in 

part because conventional violations were assigned very low 

levels of punishment; the response distribution was skewed, 

with little room for a drop in ratings. 

We also found a significant main effect of knowledge for 

censure ratings, with a larger drop in perceived wrongness 

for the knowledge condition (M=.91, .STD=94) relative to 

the false belief conditions (M=.61, STD=.72), F(1,156) = 

6.45, p<.012, ηp
2 =.04. There were no additional significant 

effects. 

 

Analysis across violations: rule dependence and 

knowledge dependence. To investigate the relationship 

between knowledge dependence and rule dependence in a 

more fine-grained way, we examined whether those stories 

that were the most knowledge dependent were also the least 

rule dependent.  
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Figure 2: Rule dependence for censure and detention ratings 

(ratings after rule change subtracted from initial ratings). 

Error bars correspond to one SEM in each direction.  

 

To obtain a measure of knowledge dependence for each 

story, the average censure ratings from participants in the 

unknowing condition for that story were subtracted from the 

average censure ratings from participants in the knowing 

condition for that story. To obtain a measure of rule 

dependence for each story, we averaged the censure 

difference scores (initial censure ratings minus censure 

ratings after rule change) for the knowledge and false belief 

versions of that story. This resulted in twelve pairs of 

numbers – one pair for each story – that revealed a 

significant negative correlation, r = -.74, p < .006, as 

predicted (see Figure 3): those stories for which wrongness 

judgments were more knowledge dependent tended to 

involve judgments that were less rule dependent.  

Considering just conventional violations, the correlations 

between rule dependence and knowledge dependence for 

both censure and detention  were  positive,  but  they were 

 

 
 

Figure 3: Significant negative correlation, across stories, 

between rule dependence and knowledge dependence. 

Moral stories are indicated with black; conventional stories 

with dark grey. 
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not significant. For moral violations, both the censure, r = -

.86, p < .027, and detention, r = -.88, p < .019, correlations 

were negative and significant. Comparable analyses with 

detention ratings did not yield any significant effects. 

 

Discussion 

Experiment 1 found a novel relationship between 

violation type (moral versus conventional) and the extent to 

which mental states – in this case, acting knowingly or 

unknowingly – influence moral judgments. Specifically, we 

found that participants judged actors more harshly (in terms 

of both the wrongness of their action and the hours of 

detention deserved) when they violated a rule knowingly as 

opposed to unknowingly. However, the effect of knowledge 

status was significantly greater for moral violations relative 

to conventional violations.  

It is worth emphasizing that the knowledge that was 

varied across conditions was not knowledge of the rule (e.g., 

how one should dress for baseball practice). Instead, the 

characters who committed violations unknowingly did so 

because they had a false belief that affected whether an 

action counted as a transgression with respect to the known 

rule. For example, in the Baseball story, the character knew 

that he was supposed to wear a blue shirt with the school 

logo on the back to practice, but had a false belief that the 

blue shirt he had put on in fact had the logo on the back.  

Consistent with prior work by Turiel and colleagues, 

Experiment 1 also found that when the operating rule was 

revoked, judgments of wrongness were reduced to a greater 

extent for conventional violations than for moral violations. 

Puzzlingly, the same pattern did not emerge for judgments 

concerning punishment (hours of detention). This may be 

because detention ratings were generally low, especially for 

conventional violations – participants may not have felt that 

detention was an appropriate punishment to be considering, 

and there was little room for a change in ratings across 

conditions. 

Finally, Experiment 1 provides hints that “knowledge 

dependence” – which is stronger for moral than 

conventional violations – is negatively associated with “rule 

dependence” – which is stronger for conventional than 

moral violations. In an analysis across stories, we found that 

those stories associated with the greatest knowledge 

dependence tended to show greater rule dependence. 

However, this effect was driven entirely by the moral 

stories. 

Experiment 2 

Experiment 2 had three aims. First, we sought to replicate 

the novel finding from Experiment 1 that knowledge status 

has a larger impact in evaluations of moral violations 

relative to conventional violations, and the more familiar 

finding that rule revocation has a larger impact on the 

perceived wrongness of a conventional violation than of a 

moral violation. Second, we hoped to clarify the relationship 

between rule revocation and punishment by considering an 

alternative to detention: school service hours. We expected 

that school service hours would be deemed a more 

appropriate punishment for the violations considered, 

thereby avoiding a floor effect on ratings. Finally, 

Experiment 2 manipulated both knowledge status and rule 

status within subjects, thus allowing us to evaluate the 

relationship between knowledge dependence and rule 

dependence across participants, not only across stories.  

Methods 

 

Participants. Two-hundred-and-forty adults (114 female, 

152 male, 2 other/prefer not to specify, mean age = 32, SD = 

14) participated in the study through Amazon Mechanical 

Turk in exchange for monetary compensation. An additional 

28 participants were tested, but were excluded for failing 

catch questions (27) or to ensure even numbers in all 

conditions (1).  Participation was restricted to workers with 

IP addresses in the United States and with a prior HIT 

approval rating of 95% or higher.  

 

Materials & Procedure. As in Experiment 1, the 

experimental stimuli consisted of 12 distinct stories, 6 of 

which concerned conventional violations and 6 of which 

concerned moral violations, leading to 12 conditions. 

Eleven stories were similar to those from Experiment 1, 

with the Physician Story replaced entirely by the Pushing 

story, driven by concerns that the Physician story involved 

both conventional and moral aspects that made it a poor 

representative of a moral violation. In the Pushing story, 

adapted from Davidson, Turiel, and Black (1983), an actor 

either knowingly or unknowingly pushes another student 

down. Several of the conventional stories from Experiment 

1 were also modified in an attempt to increase their 

perceived wrongness and therefore make them more 

comparable in severity to their moral counterparts.  

Each participant read only one story. Participants first 

read the false belief version of their assigned story and 

answered two evaluative questions. The censure question 

was identical to that in Experiment 1; the punishment 

question was changed to the following: 

 

School Service. Students who break a rule at [Actor’s] 

school are given school service hours during which they 

clean classrooms, organize supplies, and pick up trash on 

the grounds. How many hours of school improvement 

service should [Actor] get? 

 

Participants were then asked to imagine that the actor had 

instead violated the rule knowingly, and again rated 

wrongness and punishment. Below is a sample from the 

Baseball story: 

 

Knowledge Change. “Suppose that Jack had actually 

realized, while he was dressing, that the shirt he was 

about to put on for practice violated the rule – that is, 

that it didn’t have the logo on the back. And suppose that 

he decided to wear it anyway. In this case, where Jack 
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knowingly violated the rule, how would you respond to 

the following questions? (Your responses may be the 

same as those you just provided, or they may differ.)” 

 

Finally, as in Experiment 1, participants were told to 

imagine that the rule had been revoked, and answered the 

evaluative questions a final time. Below is a sample from 

the Baseball story: 

 

Rule Change. “Finally, suppose that Jack’s school had 

no rule prohibiting wearing a shirt without the school 

logo to practice, and Jack knowingly wore a shirt 

without the school logo to practice. In this case, with no 

rule about how to dress for practice in place, how would 

you respond to the following questions? (Your responses 

may be the same as those you’ve provided, or they may 

differ.)” 

 

After reading all versions of the story and answering their 

associated questions, participants answered the same catch 

and demographic questions as in Experiment 1.   

 

Results 

 

Effects of knowledge on censure and punishment.  To 

create a measure of knowledge dependence for each 

dependent variable, we subtracted the first censure and 

service hour ratings, taken after reading the unknowing 

story, from the second set of ratings, corresponding to the 

knowing violation. Independent t-tests were performed on 

both difference scores, and we predicted a greater difference 

for moral relative to conventional violations.  

As predicted, these analyses found that the knowledge 

effect was greater for moral than conventional violations for 

both censure, t(238)= 4.12, p< .001, d = .53, and service 

hours, t(221)= 5.97, p< .001, d = .80 (corrected for violating 

Levene’s; See Figure 4). 

 

 
 

Figure 4: Ratings for censure and service hours for both the 

knowing and unknowing conditions as a function of 

violation type. Error bars correspond to one SEM in each 

direction.  

 

Effect of rules on censure and punishment. The 

contribution of the violation of a rule (“rule dependence”) 

was measured by subtracting participants’ censure and 

detention ratings after the rule change from their 

corresponding scores from the initial vignettes, averaged 

across the knowing and unknowing conditions. Independent 

t-tests were performed on these difference scores, and we 

predicted a greater difference for conventional relative to 

moral violations.  

As predicted, these analysis found that rule dependence 

was significantly greater for conventional than moral 

violations for both censure, t(220)= 9.42, p < .001, d = 1.27 

and service hours, t(181)= 5.00, p < .001, d= .74, (both 

corrected for violating Levene’s). (See Figure 5). 
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Figure 5: Rule dependence of censure and service hours 

(i.e., ratings after rule change subtracted from average of 

initial ratings). Error bars correspond to one SEM in each 

direction.  

 

Relationship between rule dependence and knowledge 

dependence. In Experiment 1, we investigated the 

relationship between knowledge dependence and rule 

dependence across stories, i.e., by analyzing whether those 

stories that generated the most knowledge-dependent 

judgments also generated the least rule-dependent 

judgments. In the present case, methodological changes 

allowed us to create a measure of rule dependence and 

knowledge dependence for each participant, allowing us to 

test for a relationship across participants rather than only 

across stories. We predicted a negative correlation, with 

participants who were more influenced by mental states 

being less influenced by the rule change.  

We ran bivariate correlations between the difference 

scores reflecting knowledge dependence and those 

reflecting rule dependence. Consistent with our prediction, 

these scores were negatively correlated for censure, r = -.13, 

p < .039; however, the correlation for service hours was not 

significant, r = -.005. p < .94. Analyzing conventional 

violations only, the correlation was positive and significant 

for censure, r = .32, p < .001, and service hours, r = .70, p < 

.001. Analyzing moral violations only, the correlations for 

both censure, r = -.22, p <. 014, and service hours, r = -.11, 

p < .241, were negative, but the latter was not significant.  
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Discussion 

Experiment 2 successfully replicated key findings from 

Experiment 1. Specifically, we found (once again) that 

relative to judgments concerning conventional violations, 

those concerning moral violations were more sensitive to 

whether the actor transgressed knowingly versus 

unknowingly. We also found that relative to judgments 

concerning moral violations, those concerning conventional 

violations were more influenced by a rule revocation. This 

was the case both for judgments of wrongness and for our 

new measure of punishment, which involved service hours 

as opposed to detention. Finally, we also found the 

predicted negative relationship between rule dependence 

and knowledge dependence, but with an analysis that 

considered variation across participants rather than only 

across stories. This relationship was significant for 

judgments of wrongness. However, when each type of 

violation was considered in isolation, it became clear that 

the negative relationship was driven by moral violations, as 

in Experiment 1. Conventional violations actually showed a 

positive relationship between knowledge dependence and 

rule dependence.  

General Discussion 

In two experiments we find evidence that the evaluation 

of moral violations is more knowledge dependent than the 

evaluation of conventional violations, while the evaluation 

of conventional violations is more rule dependent than that 

of moral violations. We also find evidence that these 

properties are negatively associated for moral violations, 

whether the analysis is across violations (Experiment 1) or 

across participants (Experiment 2). 

The finding that conventional violations are more rule 

dependent is not new; however, to our knowledge, this is the 

first demonstration that conventional violations are also less 

sensitive to mental states. This relationship between 

knowledge dependence and the conventionality of a rule is 

consistent with prior work on the evaluation of strict 

liability crimes (Giffin & Lombrozo, in prep), where we 

argue that knowledge is less important in folk judgments 

concerning strict liability crimes because such crimes tend 

to involve the violation of a rule with somewhat arbitrary – 

and therefore conventional – elements. For example, 

speeding involves the violation of a somewhat arbitrary 

speed limit. Driving 40 miles per hour is not inherently 

wrong, but it is wrong when it occurs in a 35-mile zone, and 

the designation of 35 miles (as opposed to 34 or 36.5) as the 

limit is somewhat arbitrary. This feature of “arbitrariness” 

could potentially help explain why strict liability crimes 

behave more like conventional violations. This feature may 

also relate to why mental states play a weaker role, since 

knowing that one is engaging in a particular act (e.g., 

driving 40 miles per hour), even when doing so knowingly, 

is not itself inherently wrong. 

While our predictions held robustly for judgments of 

“wrongness,” the findings concerning punishment 

(detention and service hours) were more mixed. Prior work 

suggests that mental states may be more important when 

evaluating moral wrongness than when ascribing 

punishment (Cushman, 2008), which could help explain this 

dissociation. Our finding of a negative association between 

knowledge dependence and rule dependence was also 

inconsistent across cases: while it held for moral violations 

in both Experiment 1 and Experiment 2, conventional 

violations not only failed to exhibit this relationship, but had 

a positive relationship (not significantly in Experiment 1, 

and significantly in Experiment 2). Why this is so is an 

important question for future research. 

In sum, our findings are consistent with prior work 

demonstrating the importance of mental states in moral 

judgment, and establish a previously-undocumented 

relationship between knowledge dependence and rule 

dependence. This raises important questions about precisely 

which mental states matter in evaluating different 

transgressions and why. 
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Abstract 

There is a growing body of research experimentally 
demonstrating a relationship between selective sustained 
attention and young children’s learning outcomes. 
Collectively, this work has documented that as selective 
sustained attention decreases children’s learning also declines. 
However, a precise understanding of how disrupted attention 
negatively impacts learning is lacking. The present 
experiment expands upon the existing work and explores 
three potential mechanisms by which inattention may impede 
learning: 1) inattention may disrupt encoding of the individual 
features of the stimulus, 2) inattention may impede children 
from binding the features together, or 3) inattention may 
disrupt both feature encoding and binding.   

Keywords: Learning; Attention; Encoding; Off-Task 
Behavior 

Introduction 
Attention is a factor widely believed to be important to 

learning. As stated by Oakes and colleagues (2002), “if 
attention were constantly reoriented to every new event, it 
would be difficult ... to learn about any single object or 
event” (p.1644). The association between attention and 
learning has been examined in the laboratory (e.g., Fisher, 
Godwin & Seltman, 2014; Godwin & Fisher, 2014; Yu & 
Smith, 2012; Cowan, Fristoe, Elliot, Brunner, & Saults, 
2006; Choudhury & Gorman, 2000; Craik, Govoni, Naveh-
Benjamin, & Anderson, 1996; DeMarie-Dreblow & Miller, 
1988; Healey & Miyake, 2009) and in relation to academic 
outcomes (e.g., Commodari, 2012; Duncan et al. 2007; 
Howse, Lange, Farran, & Boyles, 2003; NICHD, 2003). 
However, the mechanisms underlying this effect have not 
been fully explicated. 

The present study aims to examine the relationship 
between selective sustained attention and young children’s 
learning outcomes by experimentally inducing lower or 
higher levels of selective sustained attention. Selective 
sustained attention was manipulated by introducing or 
removing visual distractions (e.g., educational displays 
irrelevant to the learning task) and observing the 
consequences on children’s ability to encode the individual 
features of the stimuli (i.e., auditory and visual features) as 
well as their ability to bind this information together.  

Selective sustained attention  
Selective sustained attention is defined as: “a state of 

engagement that involves narrowed selectivity and 
increased commitment of energy and resources on the 

targeted activity” (Setliff & Courage, 2011, p. 613). The 
present work focuses on the relationship between selective 
sustained attention and encoding in children as the task of 
flexibly modulating attention may be particularly 
challenging for young children due to the protracted 
maturation rate of selective sustained attention. In infancy 
precursors to this ability are evident. For example, newborns 
are able to orient to a specific stimulus, although initially the 
orienting response is based on exogenous factors such as 
saliency and novelty of the stimulus (Barry, 2009; Ruff & 
Rothbart, 1996; see Fisher & Kloos, in press for review). 
With age, endogenous control of attention emerges (Setliff 
& Courage, 2011; Oakes, Kannass, & Shaddy, 2002) 
resulting in a gradual decrease in distractibility (Oakes et al., 
2002; Ruff & Capozzoli, 2003). The duration of selective 
sustained attention also increases with significant 
improvements evident in middle childhood – particularly 
after age 7 (for review see Fisher & Kloos, in press; White 
1970; Bartgis, Thomas, Lefler, & Hartung, 2008). 

In addition to developmental constraints on children’s 
attentional capacity there are environmental demands that 
may make it difficult for young children to maintain a state 
of selective sustained attention in learning contexts. For 
example, traditional learning environments may 
inadvertently compete for children’s attention as the 
classroom visual environment itself can serve as a source of 
distraction  (see Fisher, Godwin, & Seltman, 2014). Thus, in 
the present study educational displays were utilized as an 
ecologically valid source of distraction.  

Encoding and binding  
Inattention, or off-task behavior, is problematic as 

selective sustained attention is hypothesized to be important 
for general cognitive processes (see Choudhury & Gorman, 
2000). In the present work we focus on two cognitive 
processes, feature encoding and binding - where binding 
refers to the process in which individual features that have 
been encoded are combined to form coherent integrated 
representations (e.g., Treisman, 1998; Ueno, Mate, Allen, 
Hitch, & Baddeley, 2011). Successfully encoding and 
binding features together are important cognitive processes 
that support learning. For example, in order to learn to 
associate a novel label to a novel visual stimulus, 
individuals must encode the features of the stimulus (e.g., 
the label and the image) and bind these two features 
together.  
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In a recent experiment, Godwin and Fisher (2014) gave 
kindergarten children a computerized paired-associates 
learning task in which levels of selective sustained attention 
were experimentally manipulated by introducing or 
removing visual distractions. Godwin and Fisher found that 
low levels of selective sustained attention impeded 
children’s recall accuracy. However, from this single study 
the mechanisms by which inattention disrupts learning 
cannot be explicated, as there are multiple reasons that 
retrieval may have failed (e.g., encoding issues, 
interference). The present experiment expands upon this 
work by examining what information or characteristics of 
the stimuli have been encoded in the presence of 
environmental distractions and whether learning decrements 
are a result of disrupted attention preventing binding or 
result from partial encoding of the individual features of a 
stimulus (i.e., the auditory and visual features). Specifically, 
we explore three potential mechanisms by which inattention 
may impede learning: 1) inattention may disrupt encoding 
of the individual features, 2) inattention may impede 
children from binding the features together, or 3) inattention 
may disrupt both feature encoding and binding.   

In the present experiment we are interested in examining 
the role of selective sustained attention on young children’s 
feature encoding and binding during an explicit learning 
task in which individuals learn to pair a novel label with a 
novel image. Children’s accuracy for the individual features 
(i.e., the image and the label) as well feature binding will be 
assessed. Thus, the goal of present experiment is two fold: 
(1) examine whether disrupting selective sustained attention 
hinders children’s learning outcomes, (2) examine the 
mechanisms by which disrupting selective sustained 
attention may impede children’s learning. 

Method 
Participants 

The sample consisted of 23 kindergarten children (Mage 
= 5.60 years, SD = 0.26 years, 9 females, 14 males). All 
participants attended a laboratory school at a private 
university in Pennsylvania. Children were tested 
individually in a quiet room adjacent to their classroom by 
the first author of this paper.  
 
Design  

The present study utilized a within-subject design. The 
visual environment was the within-subject factor (presence 
or absence of environmental distractions). There were two 
experimental conditions: (1) High Visual Distraction (HVD) 
condition and (2) Low Visual Distraction (LVD) condition. 
In the HVD condition the environmental distractions 
consisted of educational displays common in elementary 
school classrooms (i.e., solar system replica, model tornado, 
bulletin board, basket of supplies, etc.). In the LVD 
condition the environmental distractions were removed or 
obscured behind a curtain; See Figure 1.  

Presentation order of the conditions (HVD first or LVD 
first) was counterbalanced across participants and the 

presentation of the conditions was interleaved across testing 
sessions (i.e., HVD-LVD-HVD-LVD or LVD-HVD-LVD-
HVD). The version of the Paired-Associates Learning Task 
(Fish, Plants and Flowers, Fruit, and Exotic Mammals) was 
also counterbalanced across conditions.                 

Figure 1. Photographs of the visual environment in each 
experimental condition: panel A shows the laboratory in the High 
Visual Distraction Condition and panel B shows the laboratory in 

the Low Visual Distraction condition. 
 

The dependent variable was children’s accuracy on the 
learning task in the HVD and LVD conditions (i.e., 
proportion of correct responses). The amount of time 
children spent off-task was calculated as a measure of 
children’s selective sustained attention. A within-subject 
design was utilized to ensure any learning differences 
obtained were a result of the experimental manipulation 
rather than variability across groups of children. 
 
Procedure 

Children participated in 4 testing sessions. Each testing 
session lasted approximately 15 minutes. In each session, 
children completed a Paired-Associates Learning task in 
either the HVD or LVD conditions according to their 
condition assignments. Thus, all children completed a total 
of 4 Paired-Associates Learning tasks, 2 tasks in each 
condition. These sessions were videotaped for coding 
purposes in order to calculate the proportion of time 
children spent off-task.  

Learning Task. The Paired-Associates Learning (PAL) 
task is a computer-based learning task. The PAL task 
consists of three phases: pre-test, learning phase, and post-
test. In the pre-test, children were asked to identify the 
object labeled by the experimenter from 3 pictorial response 
options. The pre-test included 18 trials, which consisted of 9 
novel test items and 9 familiar items which served as fillers. 
Two presentation orders were created. In Order 1 the test 
items were randomized with the constraint that the pre-test 
began and ended with a familiar item. For Order 2 the 
presentation order utilized in Order 1 was simply reversed. 
The pre-test was administered in order to ensure that the 
PAL content was novel to the children.  

In the learning phase, children were presented with the 9 
novel natural kinds encountered during the pre-test and 
taught the corresponding label for each object. Each item 
was presented three times during the learning phase for a 
total of 27 trials. Two presentation orders were created. For 
Order 1 items were blocked and randomized within each 

(A) (B) 
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block (i.e., 3 blocks each containing the 9 novel items). For 
Order 2 the presentation order utilized in Order 1 was 
simply reversed.  

The learning phase was designed to approximate ‘seat-
work,’ an independent learning activity common in 
elementary school classrooms. During seat-work the teacher 
typically circulates throughout the classroom assisting 
individual students as needed. As a result, the amount of 
direct supervision that a particular child receives during 
seat-work is typically minimal as the teacher’s attention is 
being distributed across the entire classroom.  
Consequently, in the present study the experimenter stood in 
the hallway while the child completed the learning phase of 
the PAL task independently.  

The post-test consisted of 3 basic question types: visual 
questions, auditory questions, and binding questions 
(recognition and recall questions); See Figure 2. The post-
test phase included 36 test items, 9 items per question type. 
Two presentation orders were created. For Order 1 question 
type was blocked (Block 1: visual, Block 2: auditory, Block 
3: recognition, and Block 4: recall) and the items were 
randomized within each block. For Order 2 the blocking 
sequence was held constant; however, the presentation order 
of the items within each block was reversed. Question type 
was blocked as the binding questions provided children with 
information they could utilize to answer the feature 
encoding questions (i.e., visual and auditory questions). 
Consequently, the feature encoding questions were always 
presented before the binding questions. Four versions of the 
PAL task were created in which children learned about 
different types of natural kinds: Fish, Plants and Flowers, 
Fruit, and Exotic Mammals. A brief overview of each 
question type (visual, auditory, and binding questions) is 
provided below. 

For visual questions, children were asked to point to the 
picture they saw during the game from among 3 response 
options (1 target and 2 novel lures); See Figure 2. For 
auditory questions children were asked to identify the name 
of the item they heard during the learning phase, see Figure 
2. The response options included the target and two lures 
that were matched as closely as possible to the target for 
syllable length.  

Children also completed two types of binding questions: 
recognition and recall items; See Figure 2. Recognition 
items required children to identify a particular item they 
learned about during the game from 3 pictorial response 
options (e.g., “Point to the Platy”). The response options 
included the target object and 2 lures (a novel lure and a 
familiar lure – another item children learned about during 
the task). For recall items, children were shown a picture of 
an object they saw during the game and asked to recall the 
name of the item. 

Children completed the PAL tasks under two conditions: 
(1) under the presence of environmental distractions (HVD) 
and (2) without environmental distractions present (LVD). 
Presentation order (HVD first or LVD first) was 
counterbalanced across participants. PAL version (Fish, 

Plants and Flowers, Fruit, and Exotic Mammals) was also 
counterbalanced across conditions. Duration of children’s 
off-task behavior as well as PAL accuracy was compared 
across conditions (HVD vs. LVD).  

 

 
Figure 2. Sample assessment items from the Fish paired-associates 
learning task. Panel A provides an example visual test item, Panel 
B an example auditory test item, Panel C an example recognition 

test item, and Panel D an example recall test item. 
 

Coding. PAL sessions were videotaped for coding 
purposes. Children’s behavior was coded at the second-by-
second level in order to calculate the proportion of time 
children spent off-task. Coders were taught to classify the 
child’s behavior as on- or off-task. On-task behavior was 
operationalized as engagement with the learning materials 
(i.e., the computer). Engagement was determined by the 
direction of children’s gaze which is a common measure of 
visual attention (see Henderson & Ferreira, 2004; Just & 
Carpenter, 1976).  

For each instance of off-task behavior, the coders marked 
the timing of its onset and cessation. Utilizing time off-task 
as a measure of selective sustained attention allows for a 
more precise examination of the extent to which children are 
attending to the learning task. All coders were trained by the 
first author of this paper. Training consisted of extensive 
practice coding videotapes. A subset of the data (25%) is 
currently being re-coded to ensure good inter-rater 
reliability. All coders are hypothesis-blind. The duration of 
children’s off-task behavior as well as PAL accuracy were 
compared across conditions (HVD vs. LVD). 

Q: “Point to the Platy” 
Q: “What was the name 

of this fish?” 

(C) (D) 

(A) (B) 

Q: “Point to the fish you 
saw during the game” 

Q: “Which of these 3 fish 
names did you hear during the 

game?” 
Computer: “Pike, Gar, Cod” 
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Results 
Off-Task Behavior 

The total proportion of time spent off-task was measured, 
and group means were compared in each condition. The 
overall proportion of time spent off-task was significantly 
greater in the HVD condition (M = 35%, SD = 22%) 
compared to the LVD condition (M =13%, SD = 10%), 
paired-sample t(22) = 5.59, p < 0.0001, Cohen’s d = 1.29. 
This finding suggests the experimental manipulation of the 
visual environment was effective in inducing lower or 
higher levels of selective sustained attention during the 
learning task. 
 
Learning Outcomes 

Pre-test. Pair-wise comparisons were conducted to 
examine children’s performance on the pre-test in the HVD 
and LVD conditions. The analysis revealed no significant 
difference across conditions at pre-test (MHVD = 0.30, SD = 
0.12; MLVD = 0.31, SD = 0.10), suggesting that the 
counterbalancing procedure was effective; t(22) = 0.22, p = 
0.83.  Additionally, the test stimuli were novel to the 
children as performance on the pre-test was not significantly 
different from chance (0.33); single sample ts ≤ 1.32, both 
ps ≥ 0.20. 

Post-Test.  It is important to note that the difficulty level 
of the binding questions is higher than the difficulty level of 
the feature encoding questions, as children are able to 
answer the feature encoding questions based on familiarity 
alone (i.e., recognizing the familiar test item from among 
two novel lures). In contrast, for binding questions children 
must recognize the correct target from among one familiar 
lure and one novel lure in the case of recognition questions 
and for recall questions children must generate the object 
label when supplied with the image. Due to differences in 
the difficulty level of the post-test questions (e.g., feature 
encoding vs. binding questions) it is not very informative to 
compare effects of inattention across question types. 
However, by looking at the effect of condition within each 
question type, it is possible to determine whether inattention 
disrupts feature encoding and/or binding. 

A composite score, Feature Encoding, was created by 
averaging together the mean performance on auditory and 
visual questions for each child in order to evaluate how 
accurately children encoded the features of the stimuli. 
Composite scores were calculated separately for each visual 
distraction condition. Children obtained relatively high 
feature encoding accuracy scores suggesting that in both 
conditions children were able to encode the individual 
features of the stimuli (MLVD = 0.85, SD = 0.10; MHVD = 
0.79, SD = 0.16). Pair-wise comparisons were then 
conducted to examine children’s feature encoding 
performance in the HVD and LVD conditions. Performance 
did vary as a function of condition with children exhibiting 
significantly higher feature encoding scores in the LVD 
condition compared to the HVD condition; t(22) = 2.45, p = 
0.023, Cohen’s d = 0.45. Thus, supporting the hypothesis 

that disrupting attention during encoding negatively impacts 
children’s ability to encode the individual features of the 
stimuli.  

Pair-wise comparisons were also conducted to examine 
children’s performance on the visual and auditory questions 
independently; see Figure 3. A similar pattern of results was 
obtained for both visual and auditory questions. For the 
visual questions children obtained higher scores in the LVD 
condition (MLVD = 0.94, SD = 0.08) compared to the HVD 
condition (MHVD = 0.88, SD = 0.16); however this difference 
was only marginally significant; t(22) =1.70, p = 0.10, 
Cohen’s d = 0.47. Additionally, children’s performance was 
significantly above chance (0.33) in both conditions (single 
sample ts ≥ 15.99 ps < 0.0001). Nevertheless this pattern of 
results provides some preliminary evidence that disrupting 
attention with visual distractions during a learning task can 
result in decrements in encoding of the visual components 
of the stimuli.  

Next, pair-wise comparisons were conducted to examine 
children’s performance on the auditory questions in the 
HVD and LVD conditions. Children obtained higher scores 
in the LVD condition (MLVD = 0.75, SD = 0.16) compared to 
the HVD condition (MHVD = 0.70, SD = 0.22); this difference 
was also marginally significant; t(22) = 1.95, p = 0.06; 
Cohen’s d = 0.26. Additionally, children’s performance was 
significantly above chance (0.33) in both conditions (single 
sample ts ≥ 8.18, ps < 0.0001). Taken together these 
findings suggest that disrupting attention during a learning 
task reduces encoding of the visual and auditory 
characteristics of the stimuli.  

 

 
Figure 3. Mean encoding accuracy for visual and auditory features 
of the PAL stimuli. Error bars represent the standard errors of the 

means. Line indicates chance performance (0.33). 
 
A composite score, Binding, was created by averaging 

together the mean performance on recognition and recall 
questions for each child in order to evaluate how accurately 
children were able to pair the label and image together. 
Binding performance (MLVD = 0.41, SD = 0.16; MHVD = 0.39, 
SD = 0.17) was significantly lower than children’s ability to 
encode the stimuli features (MLVD = 0.85, SD = 0.10; MHVD = 
0.79, SD = 0.16); paired sample ts ≥ 11.68, ps < 0.0001. 
This result is not surprising as noted previously the binding 
questions are more difficult than the feature encoding 
questions, as children are able to answer the feature 
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encoding questions based on familiarity alone where as 
binding questions require recollection. Condition 
differences in binding accuracy as a function of the LVD or 
HVD condition were not significant in the present 
experiment; Paired sample t(22) = 0.77, p = 0.45 ns. We 
return to this issue in the discussion section.  Pair-wise 
comparisons were also conducted to examine condition 
differences on the PAL post-test for both recognition and 
recall subscales separately. For both recognition and recall 
scores there was no significant effect of condition; paired 
sample ts ≤ 1.08, ps ≥ 0.29. 
 
Predicting Children’s Learning Outcomes 

A significant difference in children’s feature encoding 
performance was found as a function of the manipulation to 
the visual environment. Consequently, the following set of 
analyses were conducted in order to examine whether 
children’s pattern of selective sustained attention is in fact 
predictive of their feature encoding accuracy.  

Total time off-task (pooled across both the LVD and 
HVD conditions was found to be significantly correlated 
with children’s Total Feature Encoding Scores (pooled 
across both the LVD and HVD conditions); see Figure 4. 
Thus, the more time children spent off-task the lower their 
learning scores; r = -0.552, p  = 0.006. This effect was 
consistent in its direction across both conditions; however, 
the association was only significant in the HVD condition (r 
= -0.63, p = 0.001) and was not significant in the LVD 
condition (r = -0.34, p = 0.12). The observed pattern of 
results may be due to the truncated range in off-task 
behavior observed in the LVD condition (Range: 0%-36%) 
compared to the HVD condition (Range: 2%-81%). The 
limited variability in the proportion of time spent off-task in 
the LVD condition makes it more difficult to detect an 
association with children’s learning outcomes.  
 

 
Figure 4. Scatterplot of the total amount of time children spent off-
task (mean proportion of time off-task pooled across the HVD and 
LVD conditions) and children’s total feature encoding score (mean 

accuracy for identifying the visual and auditory features of the 
PAL stimuli pooled across the HVD and LVD conditions). 

 
When entered in a linear regression Total Time Off-task 

was a significant predictor of children’s Feature Encoding 
scores (F(1,21) = 9.23, p = 0.006) and accounted for 27% 
(adjusted R2) of the variability in children’s performance. 
These findings indicate that selective sustained attention is 

in fact predictive of children’s feature encoding accuracy 
and corroborates the results obtained in prior work (Fisher, 
Godwin, & Seltman, 2014; Godwin & Fisher, 2014) 
suggesting the importance of selective sustained attention, 
among other individual difference factors, on children’s 
learning outcomes. 

Discussion 
The results from the present study suggest that the 

experimental manipulation of the visual environment was 
effective in inducing lower or higher levels of selective 
sustained attention during the learning task. Additionally, 
these findings serve to replicate our previous work (Fisher, 
Godwin & Seltman, 2014; Godwin & Fisher, 2014) 
indicating that the visual environment can in principle 
impact children’s attention allocation as evidenced by the 
increase in children’s off-task behavior in the HVD 
condition compared to the LVD condition.  

Children’s patterns of attention allocation were also found 
to impact children’s learning outcomes. Specifically, 
Children’s PAL Feature Encoding scores were significantly 
higher in the LVD condition compared to the HVD 
condition providing supporting evidence that disrupting 
attention during encoding negatively impacts children’s 
ability to encode the individual features of the stimuli. 
Furthermore, Total Time Off-task was found to be a 
significant predictor of children’s Feature Encoding scores 
and accounted for 27% of the variability in children’s 
performance. 

Prior work (Godwin & Fisher, 2014) utilizing a 
computerized paired-associates learning task found that 
disrupting attention hampers recall accuracy. The present 
experiment expanded upon this work by examining whether 
learning decrements result from partial encoding of the 
individual features of a stimulus (i.e., the auditory and 
visual features) and/or disrupted binding. The results 
support the partial encoding hypothesis and indicate that 
disrupting attention negatively impacts feature encoding as 
evidenced by children’s lower feature encoding scores in the 
HVD condition compared to the LVD condition. However, 
it is currently an open question as to whether inattention 
also negatively affects binding accuracy due to the 
inconsistency of this effect across studies. Thus, additional 
research is needed to determine whether binding is 
unaffected by disrupted attention or alternatively if 
disrupted attention impedes binding. One possible 
alternative explanation for why binding accuracy was not 
affected in the present experiment pertains to specific design 
features employed in the experiment. For example, binding 
questions were administered as the last block of the post-test 
due to reasons discussed in the Method section. It is 
possible that the representations that children are creating 
are quite fragile. Consequently the added delay of 
administering two blocks of questions (auditory and visual 
questions) at post-test prior to the binding questions might 
have masked any condition differences that may have 
emerged. Additional research is needed to determine 
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whether binding is truly unaffected by inattention or if the 
aforementioned delay hypothesis is able to account for this 
result. Future research can begin to explore this possibility 
by manipulating the length of the delay between the learning 
phase and post-test.  

Understanding the nuanced relationship between attention 
and learning is an important area of research with potential 
practical implications for education. This line of work will 
ultimately help create a more comprehensive understanding 
of the relationship between attention and learning and its 
underlying mechanisms.  
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Abstract

We present a computational model performing the n-back task.
This task requires a number of cognitive processes includ-
ing rapid binding, updating, and retrieval of items in work-
ing memory. The model is implemented in spiking leaky-
integrate-and-fire neurons with physiologically constrained pa-
rameters, and anatomically constrained organization. The
methods of the Semantic Pointer Architecture (SPA) are used
to construct the model. Accuracies and reaction times pro-
duced by the model are shown to match human data. Namely,
characteristic decline in accuracy and response speed with in-
crease of n is reproduced. Furthermore, the model provides
evidence, contrary to some past proposals, that an active re-
moval process of items in working memory is not necessary
for an accurate performance on the n-back task.
Keywords: n-back task; neural engineering; computational
neuroscience; vector symbolic architecture

Introduction
Reasoning about the world is a cognitive skill mediated by
a large number of cognitive processes, including the ability
to store information in working memory and quickly update
this information in a controlled manner. The n-back task has
been used extensively to investigate these features of cogni-
tive processing. Thus, characteristic patterns in accuracy and
reaction time data in this executive control test of working
memory have been well validated.

Despite its wide use in experiments, only few computa-
tional models of this task exist. Here we propose the first
model of the n-back task implemented in a spiking neural
network. Our motivation is two-fold. First, we hope to gain
a better understanding how the brain might process and up-
date contents in working memory. Second, the model might
lead to new insights about the interaction of different cogni-
tive mechanisms in performing more complex working mem-
ory tasks. By using spiking neural networks we can tie many
model parameters to biological constraints, diminishing the
parameter space.

In the n-back task the test subject is presented with a list
of stimuli (usually letters or spatial locations) one item at a
time. For each stimulus the subject has to indicate whether
he or she saw the current item exactly n positions before. As
an example consider the sequence j-n-j-j-k. In a 2-back task
the ‘j’ in bold would be a target, whereas the other letters in
the sequence would be considered distractors.

A number of executive control processes, including up-
dating, modification, maintenance, and matching of memory
contents, are of importance in this task. Specifically, the se-
quence of recent stimuli has to be stored in working memory
for some duration. For each new stimulus the list has to be
updated. This requires rapid binding of the new item to its

position in the list and an update of the position of remem-
bered items. At the same time, older stimuli become irrele-
vant. Preserving them in memory could interfere with new
stimuli and degrade performance. Because of this, an active
removal or unbinding of old items from memory is often as-
sumed (e.g., Juvina & Taatgen, 2007; Szmalec, Verbruggen,
Vandierendonck, & Kemps, 2011). However, the model pre-
sented here shows that active removal is not essential. Finally,
a recollection process is needed to recall the item n positions
back and compare it to the current stimulus.

To construct this model, we employ the methods of the Se-
mantic Pointer Architecture (SPA; Eliasmith, 2013). Among
other things, the SPA proposes methods for representing
symbol-like information, controlling the flow of informa-
tion, and implementing serial working memory in biologi-
cally plausible spiking neural networks. It relies heavily on
the Neural Engineering Framework (NEF; Eliasmith & An-
derson, 2003) for constructing such networks.

This paper is organized as follows: First, we will give a
short overview of the NEF. This is followed by a description
of the methods used to represent symbol-like items and their
positions in the model. Next we introduce the n-back model
and present the simulation results. Finally, we conclude with
a discussion of these results.

The Neural Engineering Framework
The Neural Engineering Framework (NEF) provides meth-
ods for implementing algorithms on abstract vector spaces
in spiking neural networks (Eliasmith & Anderson, 2003).
There are two key components to the NEF. First, it describes
how an ensemble of neurons can form a distributed represen-
tation of a vector space. Second, it specifies how connections
between neural populations can implement transformations
and computations on vectors in those spaces.

Equation 1 states how a vector xxx(t), varying over time, is
encoded by an ensemble of neurons. Each neuron i has a pre-
ferred direction or encoding vector eeei, a gain αi, and a back-
ground or bias current Jbias

i . From these parameters the neu-
ron’s input current Ji(xxx(t)) is determined and passed through
a non-linearity Gi that models the spiking response of a neu-
ron to current input. The vector is thus encoded into the ac-
tivity of the neurons ai(t).

ai(t) = Gi[J(t)], J(t) = αi
(
eeei · xxx(t)

)
+ Jbias

i (1)

Different neuron models with a varying degree of realism
can be used as the non-linearity Gi. For this model, we use
spiking leaky integrate-and-fire (LIF) neurons as a good bal-
ance of biological realism and computational efficiency. In a
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LIF neuron, the input currents are integrated over time with
an exponential decay determined by the neuron’s membrane
time constant. Once a specified threshold is reached the neu-
ron generates a spike. Afterwards it is reset to its starting
voltage and held there for the duration of the absolute refrac-
tory period. This spiking neuron model produces a spike train
of the form ai(t) = ∑s δ(t − ti,s) where ti,s is the time of spike
s from neuron i.

To reconstruct, or decode, an encoded vector from the ac-
tivity (i.e., the spike train) of the neuron, the spikes are con-
volved with a low pass filter h(t) that accounts for the post-
synaptic response of receiving neurons, and then weighted
by linear decoding weights dddi. To be clear, the low pass
filter models the post-synaptic current produced in the post-
synaptic neuron by an incoming action potential. A typical
choice for this filter, also used here, is a decaying exponential
with some synaptic time constant τ. The decoded value x̂xx(t)
is then given by

x̂xx(t) = ∑
i

dddi (ai ∗h)(t). (2)

The decoding weights dddi are obtained through a reg-
ularized least-squares optimization of the decoding error
〈‖x̂xx− xxx‖〉xxx over a set of inputs xxx. Consequently, the represen-
tation of the vector x by the neural population a is defined by
the combination of the encoding (Eq. 1) and decoding (Eq. 2)
equations.

However, these equations only describe how a vector can
be encoded and decoded in a single ensemble. To connect
two ensembles in a communication channel, the synaptic
weight matrix is given by the pre-synaptic decoders and post-
synaptic encoders as Wi j = eeeiddd>

j . Thus, the input current
of the post-synaptic neuron is obtained as Ji(t) = αiWi j(a j ∗
h)(t)+ Jbias

i .
Transformations, f (xxx), of the represented vector across

neural connections can be implemented analogously to the
communication channel. Instead of obtaining the decoding
weights with the least-squares optimization of 〈‖x̂xx− xxx‖〉xxx the
decoding error 〈

∥∥x̂xx− f (xxx)
∥∥〉xxx is used. Linear and low-order

polynomials can be approximated best, whereas for high-
order polynomials and less smooth function the approxima-
tion will be less precise. A desired accuracy can be reached
in general by increasing the number of neurons in the ensem-
ble (Eliasmith & Anderson, 2003).

Finally, it is possible to implement differential equations
with recurrent connections. Note that the synaptic low-pass
filter h(t) will influence the recurrent connection dynam-
ics. To implement dx

dt = f (x) the connection weights for
f ′(x) = τ f (x) + x have to be computed with the approach
given above (Eliasmith & Anderson, 2003, pp. 222–225).

Symbol-like representation
With the NEF we are able to represent vectors with neural en-
sembles and perform calculations on these with connections
between neural populations. To represent structured, concep-
tual or symbolic information the SPA employs a specific type

of Vector Symbolic Architecture (VSA; Gayler, 2003). Com-
mon to VSA approaches is that they represent individual con-
cepts as vectors and combine vectors with nonlinear and lin-
ear operators to perform binding, all of which can easily be
implemented by neurons with the NEF.

In addition to representing symbol-like concepts it has to
be possible to perform appropriate syntactic operations on
these concepts. The specific operator (i.e., circular convo-
lution) we employ was first suggested by Plate (1995) for
encoding syntactic structure in vector spaces and termed as
Holographic Reduced Representations1 (HRRs). The SPA
provides a general characterization of compressed neural rep-
resentations as ‘semantic pointers’. Circular convolution is
one of the compressive operations used in the SPA, and so
the symbol-like representations used here are one example of
semantic pointers.

Given two vectors vvv and www we perform a union like or su-
perposition operation yielding a new vector uuu similar to both
vvv and www by simple addition

uuu = vvv+www. (3)

Another important operation is the binding of vectors. This
operation produces a new vector uuu which is dissimilar to both
of the original vectors vvv and www. As with HRRs, the SPA em-
ploys circular convolution defined as

uuu = vvv~www : ui =
D

∑
j=1

v jw(i− j) mod D. (4)

The binding operation can be undone (unbinding) by circular
convolution with the involution of one of the operands.

vvv ≈ uuu~www−1 (5)

The involution is defined as

www−1 = (w1,wD,wD−1, . . . ,w2)
>. (6)

Note that the unbinding operation produces an approximation
of the original vector. The SPA includes a method for build-
ing biologically realistic clean up memories (Stewart, Tang,
& Eliasmith, 2011). These compare the noisy vector with
the clean vectors and then threshold the result with specially
tuned neurons.

The binding and unbinding mechanisms allow us to re-
cover certain concepts out of a superposition of bound
items. Consider the vector vvv=RED~COLOR+SQUARE~
SHAPE. The color can be recovered as:

vvv~COLOR−1 = RED~COLOR~COLOR−1 (7)

+SQUARE~SHAPE~COLOR−1 (8)
≈ RED+noise (9)
≈ RED (10)

1We relax the requirement that vectors are always renormalized.
Given the noise inherent in the neural representation, this does not
alter the behavior significantly. In addition, much of the normaliza-
tion is automatically accounted for by neural saturation.
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In the n-back task a list of items has to represented. Us-
ing a variation of the standard SPA approach, this is done by
binding each item to a position vector with backward index-
ing (POS1 indicates the most recent item):

list = item1 ~POS1 + item2 ~POS2 + . . .+ itemn ~POSn
(11)
The position vectors are defined as

POSi = CTXi (12)

with
CTXi = CTX~ . . .~CTX︸ ︷︷ ︸

i times

. (13)

CTX is a random unitary vector, so that convolving with it
does not change the norm of the vector being bound (for every
vvv it has to hold that‖vvv‖=‖vvv~CTX‖).

Model
An overview of the model is given in Figure 1. It gets input
through the stimulus ensemble in form of a semantic pointer
which represents the parsed visual input (i.e., a consonant or
spatial location). We do not model the visual system here as
this is out of the scope of this paper (although see Eliasmith
et al. (2012) for an example of doing so with the SPA).

The input is routed through a number of working memory
ensembles. Each of these ensembles can be described as a
gated difference integrator (see Fig. 2). This kind of integra-
tor has a primary population of neurons acting as a standard
recurrent integrator. Without any input, a recurrent connec-
tion with a long synaptic time constant (τ = 0.1s) ensures
that the currently represented value does not change much
over time (save for a small drift due to noise). Input is given
through another neural ensemble, gate, which also receives
the negative currently stored value. Thus, the input to the in-
tegrator population is the difference of the target value and
current value. Furthermore, the gating population can be in-
hibited to disable any input to the integrator.

As the visual input is usually shown for a limited time only
it is first stored in memory to have it available beyond the pre-
sentation. The currently remembered list of stimuli is stored
in the current-list memory. The new list to remember is con-
structed in updated-list as

updated-list =
1√
n

memory+

√
1− 1

n
current-list. (14)

This provides the best representation of the n-th item com-
pared to other possible weightings of memory and current-
list. It is possible that humans are not able to optimally weight
the components or that the exact weighting depends on how
much experience a person has with the task. When chang-
ing the weighting to a simpler rule (e.g., both components
weighted by 1/

√
2), the model performance decreases, but

qualitatively remains the same.
The representational strength of items after the n-th posi-

tion will decrease with each new item. Thus, older items will

stimulus

memory

· 1√
n

updated-list

~CTX

current-list

list-copy

·
√ 1−

1
n

~

compare

cue

cue −
1

rectify

response

bias

thresholding

·

Basal Ganglia

cortical state

Thalamus

Figure 1: Overview of the n-back model. The labeled boxes
represent neural ensembles with exception of Basal Ganglia
which is a more complex network of multiple interconnected
ensembles. The · and ~ ensembles output the dot product and
circular convolution of their inputs. The gating ensembles
of gated difference integrators are unlabeled diamonds. For
clarity the difference connection back from the integrator is
not shown. The flow of information is denoted with arrows
( ). Transformations and computations are denoted along
these connections. Inhibitory connections are indicated with
full circles ( ).
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gate integrator

-1

Figure 2: A gated difference integrator unit. It consists out of
two neural populations gate and integrator. Arrows ( ) rep-
resent NEF connections between ensembles. The line ending
in a filled circle ( ) is a connection directly inhibiting the
neurons of the targeted ensemble. See the text for additional
details.

be automatically forgotten without an active removal mecha-
nism.

Once the new list has been constructed, it is transferred
from updated-list to current-list and a circular convolution
with CTX is applied to update the position tags in the remem-
bered list. In this convolution, one of the operands is constant
allowing this transformation to occur efficiently in the con-
nection weights (otherwise a dedicated neural ensemble with
both operands as input would be needed).

A copy of the remembered list is also stored in list-copy.
This allows the list in current-list to be updated while the
model is still deciding on whether it saw the current item n
positions before. Once it has given its answer, the content of
current-list will be loaded into list-copy.

To provide an appropriate response, the desired n has to be
given to the model (just as people are told the desired n). This
information is encoded as CTXn in cue. Using involution, the
item at the n-th position in the sequence stored in list-copy is
retrieved. This intermediate result is compared to memory in
compare by computing a dot product. Values below zero will
be clipped to zero in rectify.

The output of the rectify ensemble minus a bias is taken as
evidence for a match if the value is positive and as evidence
for a mismatch if the value is negative. The bias was set to
−exp( n

0.62 )− 0.2. To form a final decision, the evidence is
integrated in the response ensemble until either a positive or
negative threshold is reached. This is consistent with neural
mechanisms observed in decision making tasks (e.g., Wang,
2008). By reaching the decision threshold, the correspond-
ing motor action would be triggered. The motor system is
not part of the presented model and is out of the scope of
this paper. Thresholds 0.5 and −0.9 were chosen for match
and mismatch answers respectively. The bias and threshold
parameters were obtained by trial-and-error.

As with SPA models in general, the routing is controlled by
an action selection model of the basal ganglia and thalamus
presented by Stewart, Choo, and Eliasmith (2010). To control
routing in the n-back model, three states – ENCODE, WAIT,
and TRANSFER – are used. For each state, a utility value is
continuously calculated and the basal ganglia model selects
the state with the highest utility value. The corresponding
neurons in the thalamus are disinhibited and this leads to in-

hibition of cortical neural populations to route information
accordingly. Table 1 lists how the utility values are calculated
and how information is routed.

The model switches to the ENCODE state once input is
available which is detected by calculating the squared length
of stimulus using a dot product. A bias of 0.2 is added to en-
sure that this switch happens. In this state, the gate to current-
list has to be inhibited to prevent the current list from being
overridden while the new item is added to it.

Once the stimulus disappears, the utility for the ENCODE
state decreases and the model switches to the WAIT state. As
there is no input stimulus, the memory and updated-list gate
have to be inhibited. Also, the list-copy gate will be inhibited
to give the model time to provide an answer for the current
trial.

Once an answer has been provided, which is detected by
the thresholding of the response integrator, the state switches
to TRANSFER. In the TRANSFER state the inhibition of
the list-copy gate ends to allow the transfer of the content
of current-list. The response integrator will be inhibited to
prepare it for the next trial.

Most ensembles in the model represent 64 dimensional
vectors with 3200 neurons. The dot product uses twice the
number of neurons and the circular convolution uses 12800
neurons. The rectify and response ensemble represent scalars
with 50 neurons each. The thresholding ensemble represents
a scalar with 100 neurons. 31450 neurons are used in the
basal ganglia and thalamus part of the model. Overall there
are 92250 neurons in the model. The connections between
neurons are pre-calculated with the NEF methods and no
learning occurs during simulation.

Apart from the basal ganglia and thalamus, all model com-
ponents are assumed to be part of the cortex, and the neu-
ron’s model parameters were chosen accordingly. A mem-
brane time constant of τRC = 20ms and an absolute refractory
period of 2 ms were used which are typical values for pyrami-
dal cells in the cortex. During delay periods in memory tasks,
maximal firing rates are typically around 80 Hz. But for com-
putational efficiency the maximum firing rates in the model
were uniformly chosen from 200 Hz to 400 Hz. The same
results can be obtained with lower firing rates, but require a
larger number of neurons, which increases simulation times.
Recurrent connections were assumed to be of the NMDA type
with a slow time constant of τNMDA = 100ms. Inhibitory con-
nections, assumed to be GABA-ergic, used a time constant of
τGABA = 8.48ms. Finally, for non-recurrent excitatory con-
nections synapses of the glutamate type with a time constant
of τglut = 5ms were assumed.

Results
To test the model, 48 instances of the model with different
random number generator seeds were created. Each was run
on a 1-, 2-, and 3-back random sequence consisting of 15
match and 30 mismatch trials (45+n trials overall). Lure tri-
als, where the current item matches the one at position n−1
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Table 1: The utility calculations for switching to different states and the routing actions taken in these states.

Cortical State Utility Calculation Routing
ENCODE stimulus · stimulus+0.2 inhibit current-list gate; inhibit response
WAIT cortical state ·ENCODE+ cortical state ·WAIT inhibit memory, updated-list, and list-copy gate
TRANSFER cortical state ·TRANSFER+|thresholding| inhibit memory and updated-list gate; inhibit response
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Figure 3: The average model accuracy (proportion of correct
answers) given n. For each n, the overall model accuracy,
experimental data, model accuracy in match trials, and model
accuracy in mismatch trials is shown from left to right. The
experimental data for comparison was taken from the practice
session in Jonides et al. (1997). Error bars denote the standard
deviation.

or n+ 1, were allowed to occur. 20 different stimulus items
analogous to the 20 consonants commonly used in the n-back
task were generated, but as the model makes no assumptions
about the stimulus modality, those items could also be inter-
preted as different spatial locations. In each trial, the current
item was provided as input to stimulus for 0.5 s. The duration
of a single trial was 2.5 s. Similar protocols are employed in
n-back studies with human subjects (e.g., Jonides et al., 1997;
Szmalec et al., 2011).

The response of the model was read out from the re-
sponse population at the moment of switching the state to
TRANSFER. A positive value indicated a ‘match’ response,
whereas a negative value indicated a ‘mismatch’ response. In
some rare trials (less than 5%) the model did not switch to the
TRANSFER state because it did not gather enough evidence
for one of the responses in time. These trials were counted as
wrong answers and were excluded in the reaction time analy-
sis.

The model reproduces the characteristic decline in accu-
racy with increasing n as shown in Figure 3. The standard
deviation increases with n as in human studies. Reaction
time data of the model is shown in Figure 4. With increas-
ing n the reaction times increase. Moreover, reaction times
in match trials are shorter than in mismatch trials. These re-
sults match the observations from human studies well (e.g.,
Jonides et al., 1997; Szmalec et al., 2011). Performing the
same statistical analysis as in these human studies shows thas
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Figure 4: The average model reaction times (excluding trials
without a response). Experimental data for comparison was
taken from the practice session in Jonides et al. (1997). Error
bars show the standard deviation.

the effect of n on accuracy and reaction times is highly signif-
icant (accuracies: F(3,48) = 36.2, p < 0.001; reaction times:
F(3,48) = 48.0, p < 0.001).

Discussion
To the best of our knowledge, we have presented the first bio-
logically plausible, spiking neural network model able to per-
form the n-back task. The model is able to reproduce the well
known decline in accuracy and increase in response times
with increasing n. Slower reaction to mismatch trials than
to match trials is also captured by the model.

Despite being implemented in spiking neurons it is
straightforward to reuse parts of the model in other models
related to list learning or working memory. This is a wel-
come feature of the model as it is unlikely that the brain has
specialized subsystems for the n-back task. Also, in the n-
back task itself, the model exhibits some flexibility. For ex-
ample, it does not depend on a fixed timing of the stimuli and
is robust to changing n on the fly. The latter can be done by
changing the input to the cue ensemble and modulating the
strength of the connections with a scaling dependent on n.
This scaling of connection weights may correspond to the ef-
fect of dopamine in the prefrontal cortex, which is commonly
taken to be modulatory.

However, we do not think that this model is complete with
respect to all the processes involved in the n-back task. The
current model only implements a recall based process, but
there might also be a familiarity based process and a rehearsal
process to keep the relevant items active in memory (Szmalec
et al., 2011). To make matters more complicated, the con-
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tribution of these additional processes might not be fixed but
dynamically adjusted according to task demands (Botvinick,
Braver, Barch, Carter, & Cohen, 2001). For example, if the
number of lure trials is low, relying purely on familiarity can
be quite accurate, but as the number of lure trials increases
it becomes more important to recall the exact position of an
item.

There is also the possibility that human subjects con-
sciously or unconsciously employ different strategies in the
n-back task. For this reason, Juvina and Taatgen (2007) build
two different ACT-R models of the n-back task. The model
presented here is similar to their low-control model which
uses a time-tag approach. Here, however, we tag the serial
position instead of the time an item occurred. It should be
possible to tell these approaches apart by designing an n-back
experiment with varying trial duration. This should leave our
model mostly unaffected, but should be detrimental to the
performance of the model by Juvina and Taatgen (2007).

The only other neural model of the n-back task to our
knowledge was presented by Chatham et al. (2011). It is less
biologically and psychologically plausible than the model
presented here. First, the spiking LIF neurons of our model
provide greater biological plausibility than rate neurons, by
using a known mechanism of information transmission in the
brain (i.e., action potentials). In addition, the Chatham et
al. (2011) model relies on idealized computational functions
(e.g., max for kWTA) not implemented in neurons, as well
as several localist representations. Second, at the same time
our model gives more insight into the high-level algorithm
as it is explicitly formulated, whereas the model by Chatham
et al. (2011) only implicitly learns it. Third, our model can
dynamically switch between different n. In contrast to this,
the model by Chatham et al. (2011) has to be trained for each
specific n. While humans improve with training on the n-back
task, they are also able to perform the task without any prior
training.

It is often stated that the n-back task requires active inhibi-
tion or removal of irrelevant items. While there is evidence
for active removal in some working memory tasks (Ecker,
Oberauer, & Lewandowsky, 2014), this claim has not been
investigated in the context of the n-back task. The perfor-
mance of our model shows that an active removal process is
not necessary in the n-back task. Furthermore, the model im-
plies a two stage update process requiring a secondary mem-
ory population. First, the updated list is constructed and then
the current list is replaced.

Notes
The source code for simulations and data analysis is avail-
able at https://github.com/ctn-archive/gosmann-cogsci2015/
releases/tag/cogsci2015-paper. It has not been peer reviewed.
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Abstract 

The nature of the quantities involved in arithmetic problems 

promotes semantic encodings that affect the strategy chosen 

to solve them (Gamo, Sander, & Richard, 2010). Such 

encoding effects might prevent positive transfer to problems 

sharing the same formal mathematical structure (Bassok, Wu, 

& Olseth, 1995). In this study with 5th and 6th graders, we 

investigated the conditions promoting positive and negative 

transfer in arithmetic problems that could be solved with two 

distinct strategies. We showed that basic training do not 

overcome the initial impact of semantic encodings, and we 

provided evidence that a poor semantic encoding of the 

training problems leads to transfer errors. This suggests the 

existence of ontological restrictions on the representation 

mechanisms involved in word arithmetic problem solving.  

Keywords: arithmetic problem solving; analogical transfer; 

semantic structures; semantic alignment; semantic encoding; 

strategy choice 

Introduction 

Semantic content in arithmetic problem solving 

It is well established that the semantic content of arithmetic 

word problems can influence their difficulty. For example, 

in one-step subtraction problems, when the question bears 

on the final result, change problems (e.g., “John had 8 

marbles, he loses 5 marbles during recess. How many 

marbles does John have now?”) are easier to solve than 

combine problems (e.g., “John and Tom have 8 marbles 

altogether, Tom has 5 marbles. How many marbles does 

John have?”) (Riley et al., 1983). In the case of conceptual 

rewording, providing semantic cues relevant to the solution 

facilitates the construction of an appropriate mental 

representation and makes the problem easier to solve 

(Vicente, Orrantia, & Verschaffel, 2007). Success depends 

on how the semantic relations evoked by the entities of the 

problem situation are aligned with the mathematical 

relations of the problem (Bassok, Chase, & Martin, 1998). 

Change in encoding and choice of strategy 

Any problem can be described in terms of its semantic 

dimensions (for example, a problem can describe static 

versus dynamic situations; it can involve entities changing 

in a discrete versus a continuous way); those, in turn, 

influence the representation of the problem as well as the 

solution strategies (De Corte et al., 1985; Bassok & Olseth, 

1995). Indeed, encoding can influence not only the 

difficulty of a problem but also the strategy employed to 

solve it (Brissiaud & Sander, 2010; Sander& Richard, 

2005). Interestingly, some particular encodings of a problem 

might be more efficient than others, in terms of number of 

steps necessary to reach the solution. This is the case for 

distributive word problems (Coquin-Viennot & Moreau, 

2003) or multiple-step arithmetic word problems (Thevenot 

& Oakhill, 2005). For example, Coquin-Viennot and 

Moreau (2003), gave elementary school children (grades 3 

and 5) problems that could be solved either by a distributed 

strategy (e.g., k × a + k × b), or by a factorized strategy 

(e.g., k × (a + b)); the presence of a word cueing for element 

grouping increased the frequency of the factorized strategy. 

Gamo, Sander & Richard (2010) showed that the type of 

quantities used in arithmetic problems can determine which 

of the following two relationships will be emphasized: (1) 

the complementation relation, priming the computation of 

the difference between a whole and one of its component 

parts, or (2) a matching relation, leading to the computation 

of the difference between homologous quantities. Consider, 

in this respect, the following two problems: (a) “In the 

Richard family, there are 5 persons. When the Richards go 

on vacation with the Roberts, they are 9 at the hotel. In the 

Dumas family, there are 3 fewer persons than in the Richard 

family. The Roberts go on vacation with the Dumas. How 

many will they be at the hotel?” and (b) “Antoine took 

painting courses at the art school for 8 years and stopped 

when he was 17 years old. Jean began at the same age as 

Antoine and took the course for two years less. At what age 

did Jean stop?” Both can be solved by the same two 

strategies. However, most participants would solve (a) with 

a complementation strategy (9 - 5 = 4; 5 - 3 = 2; 4 + 2 = 6) 
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and almost never use the matching strategy (9 - 3 = 6) 

whereas for (b) the majority of participant tend to use the 

matching strategy (17-2=15) rather than the 

complementation strategy (17-8= 9; 8-2= 6; 9+6=15) (Gamo 

et al., 2010).  

An important difference in the semantic content of the 

problems that could potentially account for this influence in 

strategy, is that (a) promotes cardinal encoding (number of 

elements of sets), which would imply that to reach the total 

number of persons, the number of people in each of the 

component families should be known, and so these 

quantities are calculated first. By contrast, (b) promotes 

ordinal encoding (ordered units on a one-dimensional line), 

which implies equivalence of course duration difference and 

age difference. Therefore the matching strategy is already 

implied in the encoding step in (b); this is not the case in (a), 

where using the matching strategy would require an extra 

recoding step (Gamo et al., 2010).  

Overall, (a) and (b) can be said to parallel two kinds of 

semantic alignment as the semantic relations evoked by the 

entities of the problem situation are aligned with two 

different kinds of mathematical relations (complementation 

or matching relations). Cardinal encoding emphasizes the 

complementation relations while ordinal encoding 

emphasizes the matching relations, and these are associated 

with different solving strategies: complementation strategy 

or matching strategy.  

The semantic determinants of transfer 

Transfer from source problems to target problems has been 

shown to be more effective when surface features – those 

that can be manipulated without modifying the solution or 

the solving procedures –, remain unchanged (e.g. Novick & 

Holyoak, 1991). Bassok and Olseth (1995) showed that 

surface features not only interfere with structural ones in 

transfer processes, but may also induce a semantic structure 

that could be congruent or incongruent with the 

mathematical one. Surface features appear to be 

instantiations of abstract semantic dimensions such as 

symmetry-asymmetry. Analogical transfer was shown to be 

influenced by these dimensions. For instance, permutation 

problems with symmetric sets of elements (e.g., doctors 

from Chicago and doctors from Minnesota are symmetric 

because they have equivalent semantic roles in the world) 

were not considered to be of the same type as permutation 

problems with asymmetric sets (e.g., prizes and students are 

asymmetric, because prizes may be given to students but not 

vice versa). As a consequence, performance on the test 

problems is influenced by the specific surface features 

encountered in the training set (Bassok, Wu, & Olseth, 

1995). 

Goal of the present study 

Most of the studies on transfer use problems in which only 

one strategy is successful. Unfortunately, failure to transfer 

is expressed only as failure to solve the problem, and there 

is no way to dissociate between the two, which may have 

different causes. Failure to solve the problem might result 

from a poor representation of the problem whereas failure to 

transfer might result from failure to match the source and 

the target appropriately despite the existence of an adequate 

representation of the problem. In order to allow us to 

distinguish between representational aspects and strategic 

ones, in the current study, we used arithmetic problems that 

could be correctly solved with the two distinct strategies 

presented above: the complementation strategy (3 steps) or 

the matching strategy (1 step). This allows us to dissociate 

positive transfer of the taught strategy from a successful 

resolution based on the other available strategy which also 

leads to a correct solution. The latter relies on another 

representation of the problem than the one that would lead 

to transfer of the strategy. 

In the present study, participants knew the elementary 

arithmetic operations and their mathematical meaning (i.e., 

they knew how to add or to subtract, and what it meant to 

look for the value of a part or a whole, or to compare 

quantities). The main goal was to study their ability to 

transfer a new solving strategy in various contexts. 

In contrast, most studies in the literature use quite 

complex problems (for example, permutation problems 

(Ross, 1989; Bassok & Olseth, 1995)). This renders the 

origin of transfer failures unclear. Did participants 

understand the meaning of the algorithms they were 

provided with? Is it possible that they “blindly” applied the 

algorithms from the source problem with very poor 

understanding of the underlying mathematical features? If 

they failed to understand the meaning of the algorithms, 

could they have mapped the training problem on the transfer 

items on the basis of perceived equivalence of roles (the 

reasoning 'This entity in the training problem has the same 

role as that entity in a transfer problem, so I should give 

them the same role in the algorithm')? Would they have 

behaved the same if their understanding of mathematic 

conceptual structure (Richland, Stigler & Holyoak, 2012) of 

the source was more elaborated? Such questions should be 

answered to exclude inappropriate encoding of the training 

situation as the main source of failure (Hofstader & Sander, 

2013, chapter 6 for an extensive discussion of this issue). 

We hypothesized that the transfer of the matching strategy 

to novel problems sharing the same formal mathematical 

structure should be influenced by the type of representation 

induced by the problems. We trained pupils on examples of 

the matching (1 step) strategy, and then asked them to use it 

in several types of problems, which varied with respect to 

their similarity to the example problems.  

We designed our experiment to study the transfer of the 

matching strategy to ordinal problems, where it is 

spontaneously used, and to cardinal problems, where the 

complementation strategy is spontaneously used. We chose 

to teach the matching strategy rather than the 

complementation strategy, because it is more efficient as it 

involves a single step. 
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Table 1: Presentation of the versions of the problems.  

 

 Cardinal quantities Ordinal quantities 
Common to all 

problems 

A bag of potatoes weighs 5 kilograms. It is weighed 

with a pumpkin. The weighing scale indicates a total 

of 11 kilograms. The same pumpkin is weighed with 

a bag of carrots. 

Sophie’s travel lasts for 5 hours. 

Her trip happens during the day. 

When she arrives, the clock indicates it’s 11a.m. 

Fred leaves at the same time as Sophie did. 

V0: identical to the 

source 

The weighing scale indicates 2 kilograms less than 

before. How much does the bag of carrots weigh? 

He arrives 2 hours earlier than she does. How 

long does Fred’s travel last? 

V1: inverted operands 

(question bearing on a 

whole instead of a part) 

The bag of carrots weighs 2 kilograms less than the 

bag of potatoes. What is the weight indicated by the 

weighing scale? 

His is 2 hours shorter than Sophie’s. At what 

time does Fred arrive? 

V2: inverted operator 

(addition instead of 

subtraction) 

The weighing scale previously indicated 2 kilograms 

less than it does now. How much does the bag of 

carrots weigh? 

Sophie arrives 2 hours earlier than Fred does. 

How long does Fred’s travel last? 

V3: inverted operator 

and inverted operands 

The bag of potatoes weighs 2 kilograms less than the 

bag of carrots. What is the weight indicated by the 

weighing scale? 

Sophie’s travel is 2 hours shorter than Fred’s. 

At what time does Fred arrive? 

Presentation of the problems 

All of the problems had the same formal mathematical 

structure as the ones used in Gamo et al. (2010), presented 

in Figure 1.  

 
 

Figure 1: Formal mathematical structure of the problems. 

 

In the previously mentioned examples (a) and (b), Part 1 

corresponded to the Richards (a) and the duration of 

Antoine's course (b), Part 2 corresponded to the Roberts (a) 

and the age of the two children starting the course (b), Part 3 

corresponded to the Dumas (a) and the duration of Jean's 

course (b), Whole 1 corresponded to the Richards and the 

Roberts (a) and the age of Antoine after the course (b), and  

Whole 2 corresponded to the Roberts and the Dumas (a) and 

the age of Jean after the course (b), . 

We introduced variations between problems to slightly 

modify the solving algorithm (through changing the 

operator, the operands, or both) without changing the 

mathematical structure of the problems (see Table 1).  

Hypotheses  

Firstly, we hypothesized robustness of encoding effects:  it 

should be more difficult to transfer the matching strategy to 

cardinal problems than to ordinal problems. With respect to 

the variations of the required algorithm (Table 1), our 

hypotheses were:  

- (H1): Even if a literal application of the example 

algorithm leads to success, robust encoding effects should 

be observed and thus the matching strategy should be 

transferred less often when the quantities promote cardinal 

encoding than when they promote ordinal encoding. 

- (H2): When the problem test varies with respect to the 

target of the question (H2a), or the sign of the difference 

(H2b) or both (H2c), participants should show more 

aptitude to use the matching strategy in the case of 

congruent (ordinal) encoding than incongruent one 

(cardinal encoding). 

Secondly, we investigated the possible causes of negative 

transfer. We hypothesized that failure to solve the modified 

problems could mainly be explained by poor semantic 

encoding of the examples, manifested in a non-semantic use 

of the taught algorithm; namely, a literal transposition of 

this algorithm, such as the smaller value being subtracted 

from the lower one. We thus expected that when the test 

problems differed from the training problems regarding the 

target of the question (H3a), the sign of the difference (H3b) 

or both (H3c), we would observe some errors of participants 

failing to adjust the algorithm accordingly, indicating that 

these participants did not properly encode the situation, and 

were not able to extract the conceptual structures from the 

training problems.  

Methods 

Participants 

Participants were 110 children (M=11.1 years, SD=7.8 

months, from 9.5 to 13.3 years, 5th and 6th grades) attending 

school in the Paris area. They were recruited from 7 

different classes in 6 different schools, and came from 

various socioeconomic backgrounds. They participated 

voluntarily and were not aware of the hypotheses being 

tested. 

Design 

Each child was presented with a set of problems consisting 

of 2 training problems and 8 test problems. All of the 

training problems involved an ordinal quantity; they were 

duration problems emphasizing the ordinal coding as 

described by Gamo et al. (2010). Three bimodal factors 

varied across problems: First, the nature of the quantity 
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(cardinal versus ordinal). There were 4 types of quantity: 

two cardinal (price and weight); and two ordinal (distance 

and temperature) quantities. Second, the target of the 

question (part versus whole): there were four problems in 

which the difference between the two wholes was provided 

and participants had to find the unknown part; in the other 

four problems the difference between the two parts was 

given, and subjects had to find the unknown whole. Third, 

the sign of the difference (+/-): the second of the two 

elements could either be larger or smaller than the first one, 

this requiring subjects to perform a subtraction or an 

addition when using a matching strategy. 

Materials 

The problems were printed in booklets. The front page 

displayed the two training problems and provided the 

matching strategy solution for each of them. The following 

instructions were given on the upper-side of the page: “You 

will find an arithmetic problem on every page of this 

booklet. We ask you to take the time to thoroughly read the 

problems: there is no time constraint. Please write down 

every operation you do in order to reach a solution. Just 

below, you will find two training problems, followed by 

their respective solutions. Every other problem in this 

booklet can be solved using the same principle, with only 

one operation.” 

Each test problem page was divided in three parts: the 

problem itself was presented on the upper-left side of the 

page, the response area was on the upper-right side of the 

page, and an area that could be used as a draft was on the 

bottom of every test page. These test pages were always 

presented on the right side of the booklets, while the two 

training problems with their solution with the matching 

strategy were displayed on each left page, in sight during 

the test phase as a reminder. 

Procedure 

The children were given the booklets and asked to read 

carefully the front page before starting to solve the 

problems. After they had answered each of the 8 problems1, 

their booklets were collected. They were told to take all the 

time they needed; no participant exceeded 1 hour. 

Coding and scoring 

A problem was considered as correctly solved when the 

exact result was found and accompanied by the appropriate 

calculations. The successful strategies were categorized 

(correct matching, correct complementation) and so were 

the incorrect ones (matching with inverted operator, 

matching with inverted operands, matching with inverted 

operator and inverted operands, complementation with 

error, irrelevant, skipped).  

                                                           
1 Due to a reprography issue, some booklets contained only 7 

problems instead of 8, and thus some data were missing for the t-

test. This is the reason why the number of degrees of freedom isn’t 

always the same between our different analyses. 

For the successes, we used a success score designed to 

measure the distribution of matching strategies among the 

correct strategies: each problem successfully solved was 

given a score of 1 if solved using the matching strategy and 

0 otherwise.  

For the errors, we designed 3 error scores: a 'matching 

with inverted operator' score, a 'matching with inverted 

operands' score, and a 'matching with inverted operator and 

inverted operands' score. For each of these scores, we 

attributed 1 for every congruent error and 0 otherwise. 

 

 
 

Figure 2: Proportions of correct solutions by matching 

strategy and complementation strategy, as a function of the 

similarity between the training problems and the test- 

problems; p-values refer to comparisons between cardinal 

and ordinal problems in terms of the proportion of correct 

matching strategies. 

 

Results 

Conditions of positive transfer 

We first analyzed, for each problem, the proportion of 

matching strategies among all the correct trials (see fig. 2). 

In order to test our first hypothesis (H1), we examined the 

frequency of use of the matching strategy on test problems 

identical to the training problems with respect to their 

mathematical form (same operator, same operands). 

Consistent with H1, participants successfully applied the 

matching strategy in problems eliciting an ordinal 

representation (success score M=0.893, SD=0.793) more 
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often than in problems eliciting a cardinal representation 

(success score M=0.500, SD=0.805); this difference was 

significant (t(88)=3.667, p<0.001, paired t-test). 

Similarly, we studied the results obtained for problems 

using the same operands as the training problems, but 

requiring a different operator (the sign of the difference 

having been changed). Consistent with H2b, success scores 

for cardinal trials (M=0.389, SD=0.905) were significantly 

lower (t(88)=2.673, p<0.01, paired t-test) than those for 

ordinal trials (M=0.852, SD=1.451).  

Finally, we studied the use of the matching strategy when 

both the operands and the operator of the problems differed 

from those of the training problems. Again we found a 

significant difference (t(66)=2.453, p<0.05, paired t-test) 

between the success scores of ordinal problems (M=0.625, 

SD=1.503) and those of cardinal problems (M=0.118, 

SD=0.676). Problems inducing an ordinal representation 

therefore seemed to facilitate the use of the strategy learnt, 

even when it required adapting two different factors in order 

to be used, in conformity with H2c.  

Overall, semantic encoding of the problems had a strong 

impact on transfer. Indeed, it is so robust that even with the 

example problem repeatedly shown to the participants with 

a solving strategy in one operation that leads to the solution, 

and even when the instructions explicitly state that the same 

solution in one operation applied to all the problems, 

participants tended to use the longer three-step strategy 

when the quantities involved promoted a cardinal encoding. 

In contrast, more of them used the one-step strategy when 

the quantities involved promoted an ordinal encoding. This 

holds true both when a literal application of the taught 

algorithm is sufficient (H1) and when this taught algorithm 

has to be adapted (H2). 

Analysis of negative transfer 

The second part of our analysis involved the distribution of 

errors across the experimental conditions. We created the 

following typology for the strategies used by participants: 

- (i) correct operator with the wrong operands (calculating 

the whole when the question is about the part, or vice 

versa), classified as “inverted operands only”; 

- (ii) correct operands with the wrong operator (addition 

instead of subtraction or vice versa), classified as “inverted 

operator only”; 

- (iii) wrong operator and wrong operands, classified as 

“inverted operator and inverted operands”. 

- (iv) any other errors (use of multiplication or division, 

use of more than one operation leading to an incorrect 

result, absence of use of the difference value, use of a 

complementation strategy leading to a failure), classified as 

“other errors”. 

Our hypotheses did not predict a difference in the specific 

type of errors occurring in ordinal and cardinal problems. 

Indeed, there was no difference between these two groups. 

In the following analyses, problems were only divided 

according to problem type (V0, V1, V2 and V3) rather than 

cardinal and ordinal quantities. 

We first analyzed how “inverted operands only” errors 

were distributed across the different types of problems 

(Figure 3, left). We compared test problems which were 

identical to the training problems (same sign of the operator 

and same operands) with problems in which only the choice 

of the operands differed from the training problem; the error 

scores for problems with inverted operands (M=0.629, 

SD=0.959) was significantly higher (t(45)=2.669, p<0.05, 

paired t-test) than the error scores for problems identical to 

the training problems (M=0.229, SD=0.605), consistent with 

H3a.  

Regarding ‘inverted operator’ errors (Figure 3, middle), 

we compared the test trials which were identical to the 

training examples with the test problems which differed in 

terms of the operator (i.e., requiring addition rather than 

subtraction). Problems with an inverted operator (M=0.777, 

SD=1.174) had a significantly higher ‘inverted operator 

only’ error' rate (t(45)=3.439, p<0.01, paired t-test) than 

problems with no such change from the training ones 

(M=0.112, SD=0.540), consistent with H3b. 

 

 
 

Figure 3: Distribution of the different type of errors across 

the problems.  

 

Finally, we compared the proportion of ‘inverted 

operands and inverted operator’ errors (Figure 3, right) in 

problems homologous to the training problem and in 

problems with inverted operands and inverted operator. The 

no-change condition showed significantly less errors of this 

category (M=0.107, SD=0.724) than for problems with both 

an inverted operator and inverted operands (M=0.760, 

SD=1.274), (t(45)=2.911, p<0.001, paired t-test), supporting 

H3c. 

Overall, these results suggest that participants who failed 

to encode the problems in an appropriate manner (either 

through a cardinal or an ordinal encoding) and failed to 

solve the problem were influenced by the algorithm shown, 
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but applied it in a literal way. Indeed, these errors appear to 

have resulted from a literal transposition of the calculations 

provided in the example problem. 

Discussion 

In agreement with our hypotheses, when the quantities in 

the problems promoted cardinal encoding, a large 

proportion of participants failed to apply the algorithm they 

were taught to novel examples. This was true when they 

were sharing all the characteristics of the training problems 

and also when they differed in terms of the operands and/or 

the operator. This suggests that the representations induced 

by “what we know about the world” were not abolished by 

the explicit teaching of the matching strategy and the 

explicit instruction to use it. The fact that this effect 

persisted even when the use of the matching strategy was 

made less obvious by the modifications introduced between 

the training and the test highlights the importance of this 

effect. 

Recent work (e.g. DeWolf, Bassok, & Holyoak, 2015; 

Rapp, Bassok, DeWolf, & Holyoak, 2015) emphasizes the 

generality of the phenomenon of semantic alignment and the 

underlying educational perspectives. 

In this work we have expanded the findings of Gamo et 

al. (2010) that the initial spontaneous encoding constrains 

the spontaneous strategy. We have shown that encoding 

influences transfer even in situations in which the solution 

requires low technical knowledge (additions and 

subtractions) and relies conceptually on simple 

mathematical relations (comparison or looking for a part or 

a whole). 

This phenomenon highlights the importance of 

overcoming the initial encoding in some cases, even when 

this initial encoding is relevant from a mathematical point of 

view: cardinal encoding and the associated 

complementation strategy were relevant for solving the 

problems in this study as they allowed participants to reach 

for the right solution. However, these have to be overcome 

in order to successfully apply the matching strategy. A 

general encoding such as the one symbolized in Figure 1 is 

far from spontaneous. This is a promising and challenging 

route towards the development of more general methods for 

semantic recoding which would remain compatible with the 

initial encoding but embrace a larger number of situations 

and be more mathematically apt. 

References 

 

Bassok, M, Chase, V. M, & Martin, S. A. (1998). Adding 

apples and oranges: Alignment of semantic and formal 

knowledge. Cognitive Psychology, 35, 99-134 

Bassok, M., & Olseth, K., (1995). Object-based 

representations: Transfer between cases of continuous and 

discrete models of change. Journal of Experimental 

Psychology: Learning, Memory, and Cognition, 21, 1522-

1538. 

Bassok, M., Wu, L., & Olseth, L. K. (1995). Judging a book 

by its cover: interpretative effects of content on problem-

solving transfer. Memory and Cognition, 23, 354 e 367. 

Brissiaud, R., & Sander, E. (2010). Arithmetic word 

problem solving: a Situation Strategy First Framework. 

Developmental Science, 13, 92-107. 

Coquin-Viennot, D., & Moreau, S. (2003). Highlighting the 

role of episodic model in the solving of arithmetical 

problems. European Journal of Psychology and 

Education, 18, 267-279. 

DeCorte, E., Verschaffel, L., & De Win, L. (1985). 

Influence of rewording verbal problems on children’s 

problem representations and solution. Journal of 

Educational Psychology, 77, 460-470. 

DeWolf, M., Bassok, M. & Holyoak, K. J. (2015). 

Conceptual structure and the procedural affordances of 

rational numbers: Relational reasoning with fractions and 

decimals. Journal of Experimental Psychology: General, 

144(1), 127-150. 

Gamo, S., Sander, E., & Richard, J.-F. (2010). Transfer of 

strategy use by semantic recoding in arithmetic problem 

solving. Learning and Instruction, 20, 400-410. 

Hofstadter, D., & Sander, E. (2013). Surfaces and Essences: 

Analogy as the fuel and fire of thinking. New York, Basic 

Books. 

Novick, L. R., & Holyoak, K. J. (1991). Mathematical 

problem solving by analogy. Journal of Experimental 

Psychology: Learning, Memory, and Cognition, 17, 398 e 

415. 

Rapp, M., Bassok, M., DeWolf, M., & Holyoak, K. J. 

(2015). Modeling discrete and continuous entities with 

fractions and decimals. Journal of Experimental 

Psychology: Applied, 21(1), 47 - 56. 

Richland, L. E., Stigler, J. W., & Holyoak, K. J. (2012). 

Teaching the conceptual structure of mathematics. 

Educational Psychologist, 47, 189-203. 

Riley, M.S., Greeno, J.G., & Heller, J.I. (1983). 

Development of children’s problem solving ability in 

arithmetic. In H.P. Ginsburg (Ed.), The development of 

mathematical thinking. New York: Academic Press. 

Ross, B.H. (1989). Distinguishing types of superficial 

similarities: different effects on the access and use of 

earlier problems.  Journal of Experimental Psychology:  

Learning, Memory and Cognition, 15, 456-468. 

Sander, E., & Richard, J-F. (2005). Analogy and transfer: 

encoding the problem at the right level of abstraction. 

Proceedings of the 27th Annual Conference of the 

Cognitive Science Society, Stresa, Italy, pp. 1925-1930. 

Thevenot, C., & Oakhill, J. (2006). Representations and 

strategies for solving dynamic and static arithmetic word 

problem: The role of working memory capacities. 

Quarterly Journal of Experimental Psychology-A, 58, 

1311-1323. 

Vicente, S., Orrantia, J., & Verschaffel,L. (2007). Influence 

of situational and conceptual rewording on word problem 

solving. British Journal of Educational Psychology, 77, 

829-848. 

823



A Hierarchical Cognitive Threshold Model of Human Decision Making on
Different Length Optimal Stopping Problems

Maime Guan (hongyang@uci.edu)
Michael D. Lee (mdlee@uci.edu)

Joachim Vandekerckhove (joachim@uci.edu)
Department of Cognitive Science, University of California, Irvine

Irvine, CA 92617 USA

Abstract

In optimal stopping problems, people are asked to choose the
maximum out of a sequence of values, under the constraint
that a number can only be chosen when it is presented. We
present a series of threshold models of human decision mak-
ing on optimal stopping problems, including a new hierarchical
model that assumes individual differences in threshold setting
are controlled by deviations or biases from optimality associ-
ated with risk propensity, and is applicable to optimal stopping
problems of any length. Using Bayesian graphical modeling
methods, we apply the models to previous data involving 101
participants with large individual differences who completed
sets of length 5 and length 10 problems. Our results demon-
strate the effectiveness of the bias-from-optimal hierarchical
model, find individual differences in thresholds that people
use, but also find that these individual differences are stable
across the two optimal stopping tasks.
Keywords: optimal stopping; secretary problem; sequen-
tial decision-making; threshold models; hierarchical Bayesian
modeling

Introduction
The optimal stopping problem, also known as the secretary
problem, is a decision-making task in which people must
choose the highest value out of a sequence of numbers, un-
der the constraint that a number can only be chosen when it is
presented (Ferguson, 1989; Gilbert & Mosteller, 1966). Op-
timal stopping problems are interesting for understanding hu-
man decision making because they have two features found
in many real-world decision-making settings. The first fea-
ture is that there is no going back. Oftentimes, it is difficult
or even impossible to decline an earlier option and then re-
turn to it later. For example, in searching for jobs, it is almost
impossible to come back to a job offer that you have already
rejected. The second feature is that only the best will do. In
some real-world situations, there is only one best option and
any other option is completely and equally useless. For ex-
ample, trying to find the correct key out of a set to open the
door to your house will only result in success if you find the
lone correct house key.

In the cognitive sciences, people’s decision making on a
number of different versions of optimal stopping problems
have been studied. One is the classic rank order version,
in which only the rank of the current option relative to the
options already seen is presented (e.g., Seale & Rapoport,
1997, 2000). We focus on the alternative full-information
version of the task, in which people are presented with the ac-
tual continuously-scaled values of the alternatives (e.g., Lee,
2006). In the full information optimal stopping problem, the

known optimal solution is to choose the first value that is
both currently maximal and above a certain mathematically
derived threshold for the current position in the sequence
(Gilbert & Mosteller, 1966, Table 2).

Our previous work (e.g., Guan & Lee, 2014; Lee, 2006)
found evidence that people use a series of thresholds to make
decisions, and that there are large individual differences in
thresholds, with many people using suboptimal thresholds.
In this paper, we examine decision making on two optimal
stopping tasks with different lengths. In one task, people
must choose the maximum out of 5 numbers, and in the other
they must choose the maximum out of 10 numbers. If there
are psychological components that determine the thresholds
in which people use, such as risk propensity or intelligence,
then we should expect behavior to be similar between the two
tasks. For instance, participants who use thresholds higher
than optimal in the length 5 task should also use thresholds
higher than optimal in the length 10 task. A recruiter who is
generally picky and willing to hold out until the perfect candi-
date comes along will have relatively high thresholds for job
applicants whether they are choosing from 5 applicants or 10.

Our goal is to develop a hierarchical threshold model for
the optimal stopping problem that can account for the devi-
ation or bias from optimality in terms of psychological vari-
ables, and be applicable to optimal stopping problems of any
length. In the following section, we describe the experiment
and the data set we use. Next, we present a series of threshold
models leading up to a hierarchical psychological threshold
model that is applied jointly to tasks of different lengths. We
then present the results from using Bayesian methods to ap-
ply these threshold models to the behavioral data, and discuss
the implications of the results.

Burns, Lee, and Vickers (2006) Data
The optimal stopping data set we use is a subset of a larger
data set taken from Burns et al. (2006), which includes data
from various cognitive and perceptual optimization problems,
as well as various standard psychometric tests of intelligence.
The original data set includes a total of 101 participants re-
cruited from the general community, with within-participants
data for the set of cognitive, perceptual, and psychometric
tasks. We use just the two optimal stopping tasks, which in-
volved 40 problems of length 5 and 40 problems of length
10.

Each participant completed the two sets of optimal stop-
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Figure 1: Conceptual overview of the threshold model, bias-from-optimal model independently applied, and bias-from-optimal
model jointly applied to the optimal stopping data for problems of length 5 and length 10.

ping problems through a computer interface. All participants
completed the length 5 set first, followed by the length 10 set,
and completed the same 40 problems within each set. The or-
der of problems within each set was randomized across par-
ticipants.

Participants were instructed to pick the highest value out
of a set of dollar amounts that ranged from 0 to 100. They
were told (1) the length of the sequence, (2) that the dollar
amounts were uniformly and randomly distributed, (3) that a
value could only be chosen when it is presented, (4) that any
value that is not the maximum is completely and equally in-
correct as the others, and (5) that the last value must be cho-
sen if no values were chosen in all previous positions. Par-
ticipants indicated whether or not they chose each presented
value by pressing either a “yes” or “no” button. After each
problem, participants were provided with feedback on their
response.

We removed 3 contaminant participants from the length 5
task, and 7 participants from the length 10 task, because they
choose values that were not currently maximal on more than
10% of the problems (excepting the final value, which is a
forced choice).

Overview of Models
Previous work suggests that people use threshold-based rules
to make decisions in optimal stopping problems (e.g., Guan
& Lee, 2014; Lee, 2006). In this section, we develop a set
of three threshold models that start with the simple threshold
model we have used previously, but then extend the model
hierarchically to add cognitive processes and parameters ac-
counting for how the thresholds themselves are generated.
This theoretical progress is summarized in Figure 1, using
a schematic form of graphical model representation.

The first threshold model consists of a set of independent
thresholds, which are assumed to generate the data by a sim-
ple choice model that selects with high probability the first
presented value that is above the threshold, and currently
maximal. The hierarchical “bias-from-optimal” model gen-
erates thresholds based on latent psychological parameters,
representing biases of deviations from suboptimality each in-
dividual has. In the bias-from-optimal independent model,
we apply this model independently to both the length 5 and
length 10 data. In the final bias-from-optimal joint model,
however, we apply make the assumption that individual-level
bias is the same for both length problems, and apply the
model simultaneously to both sets of problems.

Threshold Model
The threshold model has independent threshold parameters
τm

i1, ...,τ
m
i(m−1) for the ith participant in each of the first m−1

positions. Since the last value in a sequence must be chosen,
the threshold τm

im for that position is always 0. These threshold
parameters are unconstrained, with the same uniform prior
probability on the subspace of

(
0,1
)m−1. According to the

threshold choice model, the probability the ith participant will
choose the value they are presented in the kth position on their
jth problem is

θ
m
i jk =

{
αm

i if vm
i jk >τm

ik & vm
i jk =max

{
vm

i j1, . . . ,v
m
i jk

}

1−αm
i

m otherwise

for the first four positions and θm
i jm = 1−∑

m−1
k=1 θm

i jk for the last
position, where αm

i ∼ Uniform
(
0,1
)

is the individual-level
“accuracy of execution” parameter that describes how often
the deterministic threshold model is followed (Guan & Lee,
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Figure 2: The behavior of the bias-from-optimal threshold
model under different parameterizations.

2014). The threshold model is completed by the observed
data being distributed according to the choice probabilities,
so that

ym
i j ∼ Categorical

(
θ

m
i j1, . . . ,θ

m
i j5
)
.

Bias-From-Optimal Independent Model
In the threshold model, the thresholds are free parameters and
can consequently take any shape across positions. The bias-
from-optimal model constrains the relationship between the
thresholds by modeling each participant’s thresholds in terms
of how they deviate from optimality.

We denote the optimal thresholds as τ̃1, . . . , τ̃m for a prob-
lem of length m (Gilbert & Mosteller, 1966, Table 2).
The ith participant’s thresholds now depend on a parameter
βm

i ∼ Gaussian
(
0,1
)

that determines how far above or be-
low their threshold is from optimal, and a parameter γm

i ∼
Gaussian

(
0,1
)

that determines how much their bias increases
or decreases as the sequence progresses. Formally, the ith
participant’s thresholds for a problem of length m is

τ
m
ik = Φ

(
Φ

−1(τ̃m
k )+β

m
i +

k
m

γ
m
i
)

for the first m−1 positions, and τm
im = 0 for the last. The link

functions Φ and Φ−1 are the Gaussian CDF and inverse CDF,
respectively. The remainder of the bias-from-optimal model
is identical to the threshold model, completed by the choice
probabilities θm

i jk determined by the ith participant’s accuracy
of execution αm

i for a task of length m, and the problem val-
ues.

Figure 2 shows how the shape of threshold functions
changes with different values of β and γ. The optimal thresh-
old corresponds to the case with β= 0 and γ= 0, and is shown
in bold. The β parameter represents a shifting bias from
this optimal curve, with positive values resulting in thresh-
olds that are above optimal, and negative values resulting in
thresholds that are below optimal. The γ parameter represents

how quickly thresholds are reduced throughout the problem
sequence, relative to the optimal rate of reduction. Positive
values of γ produce thresholds that drop too slowly, while
negative values of γ produce thresholds that drop too quickly.

The middle panel of Figure 1 provides an overview of the
bias-from-optimal model. The βi and γi parameters now gen-
erate the thresholds τττm

i that the participant uses, and the same
threshold choice process is then assume to generate the ob-
served behavioral data.

Bias-From-Optimal Joint Model
The bias-from-optimal model generates thresholds for prob-
lems of any length based on the β and γ parameters. This
means it can be applied jointly to both the length 5 and length
10 tasks in our data set. The right panel in Figure 1 shows the
hierarchical graphical model that achieves this simultaneous
application. There are now single βi and γi parameters for
the ith participant that generate predictions about decisions
on both tasks

We implemented all of our models as graphical models us-
ing JAGS (Plummer, 2003), to facilitate MCMC-based com-
putational Bayesian inference (Lee & Wagenmakers, 2013).
Figure 3 shows this final bias-from-optimal joint model in the
graphical modeling formalism. The latent parameters cor-
responding to the thresholds τττm

i and accuracy of execution
αm

i are represented by unshaded and circular nodes, since
they are unobserved and continuous. The values vvvm

j pre-
sented on the jth problem, standardized to lie between 0 and
1, instead of the 0 to 100 scale used in the experiment, are
shown as a shaded node, since they are observed and continu-
ous. Together, the parameters and problem values determine
the probabilities θθθ

m
i j for each possible decision, shown as a

double-bordered node since it is a deterministic function of
its parents in the graphical model. The decision ym

i j is shown
as a shaded and square node, since it is observed and discrete.
Encompassing plates for participants and problems indicate
independent replications of the graph structure in the model.

Modeling Results
In this section, we apply all three models to all of the data
from both optimal stopping tasks. We first examine the de-
scriptive adequacy of each model, and the thresholds they in-
fer. We then present a generalization test of the joint model,
in which the data from one task are withheld. All of our mod-
eling results are based on four chains of 2000 samples each,
collected after 1000 discarded burn-in samples. The chains
were verified for convergence using the standard R̂ statistic
(Brooks & Gelman, 1997).

Descriptive Adequacy
We first measured the ability of the models to describe the be-
havioral data, using a standard Bayesian approach based on
posterior predictive checking (Gelman, Carlin, Stern, & Ru-
bin, 2004). Specifically, we measured the agreement between
each model’s modal posterior prediction and the observed
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Figure 3: Graphical model for the joint application of the bias-from-optimal threshold model to both length 5 and length 10
optimal stopping tasks.

decision for each participant on each problem. The poste-
rior predictive agreement for the threshold model is 87% and
89%, for the bias-from-optimal model applied independently
it is 86% and 84%, and for the bias-from-optimal model ap-
plied jointly it is 81% and 82%, for the length 5 and length
10 problems, respectively. Given that that the base-rate or
chance level of agreement are 20% and 10%, we conclude
all three models provide reasonable accounts of participants’
behavior.

Inferred Thresholds
Figure 4 shows the inferred thresholds, under all three mod-
els on both the length 5 and length 10 problems, for four rep-
resentative participants. These participants were chosen be-
cause they span the sorts of individual differences seen across
all participants in the data set.1 The third participant, for ex-
ample, has higher starting thresholds than the first participant,
but drops their threshold more quickly, consistent with a posi-
tive β and negative γ parameterization. The fourth participant
also has higher starting thresholds than the first participant but
barely drops their threshold as position increases, consistent
with positive β and γ.

Figure 4 shows close agreement between the inferred
thresholds for all three models, on both problem lengths, for
all four representative participants. The agreement between
the threshold and bias-from-optimal model indicates that the
cognitive model we developed is a useful one. The thresh-
old model is free to find whatever thresholds are likely given
the data. The bias-from-optimal model is simpler and more
constrained, yet infers very similar thresholds for all four rep-
resentative participants (and the vast majority of all partici-
pants) for both problem lengths. Given its ability to gener-
ate appropriate thresholds, the bias-from-optimal model has

1The results for all participants can be found at http://osf.io/
vga6n.

a number of important advantages. One is that it is param-
eterized in terms of psychologically interpretable deviations
from optimality, rather than simple thresholds. Another is
that its simplicity—coming from the stronger theoretical as-
sumptions it formalizes—means it requires fewer data to infer
thresholds. This advantage can be seen clearly in the inferred
thresholds for the length 10 problem for the second partici-
pant in Figure 4. Because this participant used relatively low
thresholds, they rarely progressed far in problems for that
task, and there are few decisions that inform the threshold
model for later positions in the sequence. As a result, the in-
ferences of the threshold model are much less constrained or
informed than for the bias-from-optimal model.

Figure 4 also shows close agreement between the bias-
from-optimal model applied independently and jointly to the
two tasks. This result suggests that the individual differences
across problem lengths are stable. That is, the same devia-
tions from optimality parameterized by β and γ generate ap-
propriate thresholds for a participant for both the length 5
and length 10 problems. This is clear in the representative
participants with, for example, the second participant using
thresholds that start low and decrease quickly for both prob-
lem lengths, while the fourth participant uses thresholds that
start high and decrease slowly.

Individual Differences

Figure 5 summarizes the individual differences across all par-
ticipants, using the inferences of the bias-from-optimal model
applied jointly to both problem lengths. The posterior ex-
pected means of the β and γ for all participants are shown as a
scatterplot in the main panel, with their marginal distributions
shown as histograms. The dotted lines represent the no bias
values for both parameters, corresponding where they meet
to optimal thresholds. The range of individual differences is
apparent, with both β and γ varying from positive to negative
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Figure 4: Inferred thresholds for four representative participants for both length 5 and length 10 problems, based on the threshold
model, bias-from-optimal model applied independently, and bias-from optimal model applied jointly.

biases, and all four quadrants around optimality populated by
participants. There does appear to be, however, a relationship
between the two bias parameters, with negative values of β

often paired with positive values of γ, and vice versa. This
suggests that participants who bias their thresholds to be too
high also decrease them faster than is optimal. while partici-
pants who set their thresholds too low tend to decrease them
more slowly than is optimal.

Generalization Performance
In our jointly applied bias-from-optimal model, the β and γ

parameters are stable for the same person on problems of the
two different lengths. This means that observing behavior
in one task should allow the joint model to make useful pre-
dictions about behavior in the other, at the level of individ-
ual participants. To examine this possibility, we conducted
two generalization tests (Busemeyer & Wang, 2000). In the
first, we withheld the decision data of all participants from the
length 10 task. We then used the observed decisions from the
length 5 problem to predict the withheld length 10 problem
decisions, based on the mode of the posterior predictive dis-
tribution for each participant on each problem. The overall
proportion of agreement was 69%, which can be compared
to a random-choice base-rate of 10%. In the second general-
ization test, we withheld the decision data of all participants
from the length 5 task and used the observed decisions from
the length 10 problem to predict the withheld length 5 prob-
lem decisions. The overall proportion of agreement was 74%,
which can be compared to the base-rate of 20%. We think
both generalization tests show impressive performance, and
highlight the advantage of hierarchical models that are able
to make predictions about tasks for which they have not ob-
served data.

Discussion
Optimal stopping problems are interesting in that they have
two features often found in the real world: there is no going
back, and only the best will do. The full-information version

has a known optimal solution to which human performance
can be compared, providing a benchmark for the study of op-
timality and bias. In this study, we examined performance
on optimal stopping problems on two different length opti-
mal stopping problems. We developed a hierarchical cogni-
tive model that conceived of individuals generating thresholds
based on two sorts of biases or deviations from optimality.
The bias parameter β reflects how far above or below an indi-
vidual’s threshold strays from the optimal, the γ parameter re-
flects how slowly or quickly their threshold drops as position
in the sequence increases. We found that the thresholds gen-
erated by our bias-from-optimal model agreed closely with
the thresholds independently estimated in a non-hierarchical
way, suggesting it is a useful model of the cognitive process
of threshold generation. Moreover, the bias parameters were
stable across the two task, suggesting that there could be com-
mon latent psychological components that help determine the
thresholds people use. For example, we might expect that rel-
atively high risk propensity in individuals would be reflected
in relatively greater deviation from the optimal threshold.

A natural advantage of this hierarchical approach is that it
becomes possible to apply the model simultaneously to op-
timal stopping problems of any length. The use of the same
latent variables to explain observations in multiple tasks is a
hallmark of good modeling throughout the empirical sciences
(Lee, 2011), but the hierarchical use of psychological vari-
ables to make simultaneous predictions about behavior in dif-
ferent tasks is not widely seen in the cognitive sciences (Lee
& Sarnecka, 2011; Vandekerckhove, 2014). Our demonstra-
tion of the stability of individual differences, and the ability
to make accurate generalization predictions, provides a good
example of how hierarchical models can be tested and applied
across multiple tasks.

Natural future directions would be to understand the ba-
sis of these individual differences in bias or risk, and relate
this measure to other psychometric measures of intelligence
or personality, as well as to other decision-making tasks that
involve decision making under uncertainty.
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Abstract 

In this study, the influence of two types of language on memory 

for object location was investigated: demonstratives (this, that) 

and possessives (my, your). Participants read instructions 

(containing this/that/my/your/the) to place objects at different 

locations. They then had to recall those object locations. 

Experiments 1 and 2 tested the contrasting predictions of two 

possible accounts of language on memory: the expectation 

model (Coventry, Griffiths, & Hamilton, 2014) and the 

congruence account (Bonfiglioli, Finocchiaro, Gesierich, 

Rositani, & Vescovi, 2009). In Experiment 3, the role of 

attention as a possible mechanism was investigated. The results 

across all three experiments show striking effects of language 

on object location memory; objects in the “that” and “your” 

condition were misremembered to be further away than objects 

in the “this” and “my” condition. The data favored the 

expectation model: expected location cued by language and 

actual location are concatenated leading to (mis)memory for 

object location.  

 

Keywords: memory for object location; spatial 

demonstratives; possessives  

 

Introduction 

Language is often used to direct the attention of a conspecific 

to the spatial world, and the pairing of language with visual 

images affects what is recalled about those images. For 

example, Loewenstein and Gentner (2005) found that 

children performed better in a mapping task when spatial 

relations were paired with spatial language at encoding. 

Relational language fosters the development of 

representational structures that facilitate mental processing 

(see also Hermer-Vazquez, Spelke, & Katsnelson, 1999). But 

language presented with a spatial scene can also lead to 

memory errors. For instance, Feist and Gentner (2007) 

showed that recognition memory for spatial scenes was 

shifted in the direction of the spatial relational language 

(spatial prepositions) presented with scenes at encoding. 

Although these studies show an effect of language on 

memory, it is not yet known how language affects memory. 

Here we focus on spatial demonstratives and possessives, and 

the possible effect these terms might have on memory for 

object location. In doing so, the continuous nature of object 

location memory errors allows us to contrast different 

possible mechanisms regarding how language affects 

memory for object location. 

Demonstratives (this, that) have been shown to be 

associated with discrete zones of peri-personal and extra-

personal (near and far) space (Diessel, 2006; Coventry et al., 

2008). However, this distinction is flexible. Near space can 

be contracted or extended by weight or tool use (Longo & 

Lourenco, 2006), and the use of “this” is similarly extended 

when participants use a stick to point at objects (Coventry et 

al., 2008). Object knowledge also affects both perception and 

memory for object location. For example, Balcetis and 

Dunning (2010) showed that participants perceived desirable 

objects as being closer to themselves than less desirable 

objects. Previous research has also shown that several object 

properties, including ownership, visibility, and familiarity, 

influence the use of spatial demonstratives in English and 

memory for object location (Coventry et al., 2014).  

In order to account for the influence of object knowledge 

on memory for object location (and by extrapolation, 

language), Coventry et al. (2014) proposed an expectation 

model. In this model, memory for object location is a function 

of the actual object location concatenated with where an 

object is expected to be (with a constant estimation error). For 

example, an object owned by the participant is expected to be 

nearer than an object owned by someone else. This results in 

the participant misremembering an object owned by someone 

else as further away than an object they owned at the same 

location. This expectation model also makes a prediction 

(tested below) regarding the direction of memory errors when 

demonstratives occur with objects at encoding. Specifically, 

it might be expected that “this” activates near space and 

“that” activates far space, and when conjoined with actual 

location, should lead to objects paired with “that” being 
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(mis)remembered as being further away than they actually 

were (relative to objects paired with “this”). 

In contrast to the expectation model proposed by Coventry 

et al. (2014), there is a considerable body of work within an 

embodied cognition framework providing evidence for an 

alternative “congruence account” between language and 

space that makes different predictions from the expectation 

model. For example, it has been shown that participants 

respond more quickly to positive stimuli in a congruent high 

location than an incongruent low location, and vice versa for 

negative stimuli (e.g. Barsalou, 2008; Meier & Robinson, 

2004; cf. Lynott & Coventry, 2014). Moreover, this 

congruence account has been extended to movement 

planning where movements were prepared based on language 

(Bonfiglioli et al., 2009). Participants were required to grip 

an object after listening to an instruction that indicated 

whether the object was near or far; RTs were significantly 

longer when language was incongruent with space compared 

to when language and space were congruent. In extrapolating 

this congruence account to memory, congruence in language 

and space would be predicted to enhance the accuracy of 

memory for location. 

The goal of the present study was to test whether language 

affects memory for object location, and to unpack the 

mechanism involved. Specifically, we aimed to tease apart 

these two accounts by examining the effects of 

demonstratives and possessives on memory for object 

location. The first experiment tested whether spatial 

demonstratives affect memory for object location with 

contrasting predictions from the two different accounts of 

how language affects memory: congruence v. expectation. 

Experiment 2 tests whether similar effects occur for 

possessives (my, your) – terms which have also been 

associated with the peripersonal/ extrapersonal space 

distinction. Experiment 3 tests whether the effects found in 

Experiment 1 might be a result of a third variable – i.e. 

language affecting the amount of attention paid to an object 

at a given location.  

 

Experiment 1 

This experiment tested whether spatial demonstratives paired 

with an object at encoding affected memory for object 

location. The main goal was to test between the expectation 

and congruence models. Critically the expectation model 

predicts a main effect of demonstrative on object location 

memory and the congruence account predicts an interaction 

between demonstrative and distance, such that memory 

should be more accurate when language and object location 

are congruent.   

 

Participants 

In this study, 36 participants were tested. All were native 

English speakers receiving either course credit or payment 

for their participation. Stereoacuity was measured using the 

Randot Stereotest (Stereo Optical Inc. Chicago, USA) and 

participants who did not have a threshold of at least 40 

arcseconds were excluded (N=2). Two additional participants 

were excluded because they produced more than 10% 

incorrect answers in the demonstrative memory task (see 

below). This left 32 participants for the analyses, 9 male and 

23 female, with an age range of 18 – 31 years (M = 20.8, SD 

= 3.1). 

 

Materials 
Six distinguishable, different colored shapes on plastic discs 

(e.g. yellow triangle, blue heart), 6.5 cm in diameter, were 

placed on six different locations. The locations were spaced 

equidistantly along a midline from the participants’ edge of a 

large conference table (L = 320cm, W = 90cm), starting at 

25cm from the participant up to 150cm (Coventry, Valdés, 

Castillo, & Guijarro-Fuentes, 2008). The three dots that were 

closest to the participants were located within their peri-

personal space, while the remaining three dots were within 

their extra-personal space (this was confirmed for each 

participant). The table was covered with a black cloth so that 

no spatial cues where present on the table. 

 

Procedure and Design 

Participants were asked to sit as close to the table as was 

comfortable, to ensure that all participants were 

approximately the same distance from the objects. 

Participants were told the experiment was testing memory for 

object location. On each trial, the participant read out an 

instruction card indicating the placement of an object on a 

location. The instructions all had the form: “Place 

DEMONSTRATIVE, OBJECT, on the COLOR dot” (e.g. 

Place this red triangle on the blue dot). Following the 

instruction participants closed their eyes while the 

experimenter placed the object as instructed. The participant 

was then given 10 seconds to memorize the object location, 

before the object and the dots were removed and the 

experimenter went behind a curtain to present an indication 

stick (to prevent the experimenter from cueing the 

participant). The participant verbally instructed the 

“Place that 
black cross 

on the 
yellow dot” 

“Further” 

Figure 1. The participant reads out the instruction card, 

then memorizes the object location and finally instructs the 

experimenter verbally to match the indication stick to the 

object location. 
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experimenter to match the near edge of the indication stick to 

the remembered near edge of the object location (thus 

ensuring that participants didn’t move and kept the same 

distance from the table throughout the experiment). At the 

end of each trial, participants were required to verbally 

indicate the demonstrative used on the instruction card to 

ensure they had attended to the instructions (see Figure 1). 

There were two demonstratives (this, that) and a neutral 

determiner (the), six locations and six objects. Participants 

were presented with six practice trials, after which 54 

experimental trials were conducted (consisting of 3 trials of 

every term on every location: 3×3×6). The indication stick 

was presented at a distance of 10cm (counterbalanced to be 

further or nearer) from the actual object location. To prevent 

the initial placement of the indication stick becoming a cue 

for object location there were three filler trials within the first 

10 trials, in which the indication stick was presented at 20cm 

from the object location. Remembered distance was 

measured in millimeters. When a participant couldn’t 

remember the demonstrative the trial was repeated at the end 

of the experiment (unless a participant couldn’t remember 

>10%, in that case s/he was excluded). At the end of the 

experiment reaching distance was measured to check that 

every participant could reach only the first three dots but not 

the furthest three dots. The “memory game” cover meant that 

participants were not aware that we were interested in the 

differences between demonstratives (confirmed during 

debrief). 

 

Results and Discussion 

A 3 × 6 (demonstrative × location) ANOVA was performed 

on the difference (in millimeters) between the remembered 

position of the object and the actual position. There was a 

                                                           
1 On the Y-axis, the absolute difference is presented (cm). A 

positive value means that objects were remembered as being further 

away than they were.  

main effect of demonstrative F(2,62) = 6.68, p < .01, ηp² = 

.18, showing a direct effect of language on memory for object 

location: follow up t-tests showed significant differences 

between locations accompanied by the demonstrative “that” 

(M = 2.94, SD = .42) compared to both the “this” (M = 2.01, 

SD = .41) and “the” (M = 1.84, SD = .47) conditions (both 

p’s < .05; see Figure 21). There was a marginal effect of 

location F(5,155) = 2.33, p = .08, ηp² = .07, revealing that 

memory for object location deteriorated with distance. More 

importantly, there was no significant interaction between 

demonstrative and location F(10,310) = 1.4, p = .21, ηp² = 

.04. The results therefore support the expectation model 

rather than the congruence model; “that” leads to objects 

being misremembered as further away compared to “this”, 

irrespective of the congruence between the specific 

demonstrative and location. 

 

Experiment 2 

Some studies have shown that ownership influences memory 

for objects (Cunningham et al., 2008) and how people interact 

with objects (Constable, Kritikos, & Bayliss, 2011). Coventry 

et al. (2014), using the memory game, found that object 

ownership affected memory for object location and 

demonstrative choice. In Experiment 2, we investigated 

whether possessives (my, your) have the same influence on 

memory for object location as demonstratives, with the 

prediction that “your” objects would be associated with 

misremembered distances further away compared to “my” 

objects. 

 

Participants 

In this study 39 participants were tested. All participants were 

native English speakers receiving either course credit or 

   Locations (in cm) from participants 

 

Figure 2. Results of Experiment 1, error bars are 95% confidence intervals. 
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payment for their participation. Stereoacuity was measured as 

in Experiment 1. Two participants did not score a threshold 

of 40 arcseconds, two participants had more than 10% errors 

in the possessive memory task and one participant could not 

reach the second (50cm) dot. These participants were 

excluded from analysis, leaving 34 participants; 14 male and 

20 female, with an age range of 18 – 44 years (M = 23.8, SD 

= 4.9). 

 

Procedure and Design 

The procedure was similar to Experiment 1, with the 

exception that the demonstratives were replaced with 

possessives (my, your).  

 

Results and Discussion 

A 3 × 6 (possessive: my, your, the × location) ANOVA was 

performed on the difference (in millimeters) between the 

actual position of an object and the memorized position. 

There was a main effect of possessive F(2,66) = 8.25, p = 

.001, ηp² = .2, showing that objects in the “your” condition 

(M = 1.89, SD = .43) were remembered significantly further 

away than objects in both the “my” condition (M = .81, SD = 

.34) and the “the” condition (M = 1.11, SD = .34), both p < 

.05; See Figure 3). A significant effect of location was found 

F(5,165) = 3.47, p = .01, ηp² = .1, showing that accuracy 

deteriorated as the objects were placed further away. 

Additionally there was an interaction between possessive and 

location F(10,330) = 2.25, p = .03, ηp² = .06. This effect 

indicates that the influence of language is different at 

different locations. To unpack this interaction three one-way 

ANOVAs were performed, to test location effects per term. 

These showed that there was only a reliable peri-

personal/extra-personal effect in the “your” and “the” 

conditions (p < .05). This effect was absent in the “my” 

condition (p > .05; see Figure 3). This suggests that memory 

for possessed objects maybe particularly enhanced, 

overriding any effect of peri-personal versus extra-personal 

space. Note that this interaction effect is not as predicted by 

the congruency account (congruence between language and 

space should lead to more accuracy; this is not what was 

found). 

 

Experiment 3 

So far the results support the expectation account. However, 

there is a third, alternative account that we have thus far not 

considered. It could be the case that “this” causes 

participants to look at an object and object location for 

longer than “that”, leading to better accuracy of recall. In 

this experiment, we used eye tracking to investigate this 

alternative hypothesis.  

 

Participants 

In this experiment, 19 participants were tested. All 

participants were native English speakers receiving either 

course credit or payment for their participation. Stereoacuity 

was measured as in Experiment 1; all participants had 

appropriate depth perception and their reach stretched 

between the 75cm and 100cm location. For three participants 

the eye-tracker could not be calibrated. These participants 

were excluded from analysis. This left 16 suitable 

participants for the analyses, 5 male and 11 female, with an 

age range of 18 – 22 years (M = 19.2, SD = 1.2).  

 

Procedure and Design                                                                 
The procedure was based on Experiments 1 and 2, but in this 

experiment, participants wore SMI eye-tracker glasses (30Hz 

binocular eye tracking glasses). For this reason, only 4 

positions were used (the first location was too close for the 

eye-tracker and the furthest location was not useable because 

  Locations (in cm) from participants 

 

   Figure 3. Results of Experiment 2, error-bars are 95% confidence intervals. 
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the area of interest was too distorted). Before the experiment 

started the glasses were calibrated using marks on the wall. 

After that, calibration was validated four times throughout the 

experiment by having participants look at the four different 

locations on the table. The eye-tracking data were coded 

using semantic gaze mapping2. As the visual angle from the 

participant to the object was different for every location, the 

standard error in calibration was slightly different per 

location. These differences in error had to be accounted for 

in the semantic gaze mapping. Therefore the coding was 

slightly less stringent for further locations compared to closer 

locations. For the furthest location any fixation within 6.5 cm 

of the object was marked as a fixation on the object. In the 

nearest location any fixation within half an object’s size of 

the object was marked as a fixation on the object (see Figure 

5). The gaze mapping data were used in a 3 × 4 

(demonstrative × location) design, investigating the 

differences in total fixation time (ms) on the object. 

 

Results and Discussion 

The memory data was first analyzed in a 3 × 4 (demonstrative 

× location) ANOVA. A main effect of demonstrative was 

found F(2,30) = 5.77, p < .01, ηp² = .28, in which recalled 

distances for object location in the “this” condition (M = -.07, 

SD = .79) were closer than in the “that” condition (M = 1.77, 

SD = .68) and the “the” condition (M = 1.2, SD = .59), both 

p < .05 (See Figure 4). The significant difference between the 

“this” and “that” condition is consistent with the results of 

Experiment 1. There was also a main effect of location 

F(3,45) = 9.69, p = .001, ηp² = .39, in which participants’ 

accuracy deteriorated as locations were further away. There 

was no interaction effect between demonstrative and location 

F(6,90) = 1.61, p = .15, ηp² = .1, which means that the effect 

of language was the same across locations.  

 

                                                           
2 This involves the manual coding of video-based eye- 

tracking data, by which fixations are coded on a gaze map. 

Regarding the gaze data; there was no significant 

difference in the amount of time objects were fixated as a 

result of language condition F(2,30) = .13, p = .81, ηp² = 

.009, suggesting that language doesn’t change the amount of 

time participants attended to a specific object/location. There 

was a location effect F(3,45) = 4.66, p < .01, ηp² = .24, 

showing that participants fixated longer on locations further 

away, although the lack of measurement accuracy in the far 

locations may have influenced this effect. There was no 

interaction effect between demonstrative × location F(6,90) 

= .62, p = .71, ηp² = .04, meaning that the influence of 

language was similar across different location conditions.  

 

 

 

 

 

 

 

 

 

 

 

 

 

General Discussion 

The results of all three experiments show that language 

affects memory for object location, with main effects of 

language in all cases. The use of both demonstratives 

(Experiment 1 and 3) and possessives (Experiment 2) affects 

memory for object location. These results are consistent with 

previous studies showing an influence of language on 

memory for spatial relations (Feist & Gentner, 2007; 

Loewenstein & Gentner, 2005), but our results show the first 

evidence of the influence of language on memory for object 

location. The results are also consistent with the 

manipulations of object knowledge on object location 

memory reported by Coventry et al. (2014). 

In addition to the influence of language on object location 

memory, the experiments also revealed effects of location 

(the effect was marginal in Experiment 1), suggesting that 

participants’ memory for object location deteriorates as the 

object is further away. These results again replicate effects of 

distance found in Coventry et al. (2014), and provide further 

evidence of the mapping between perceptual space and 

language and memory.  

In these experiments, we have also been able to test 

between rival accounts of the influence of language on object 

location memory - the congruence account and the 

Figure 5. Object area in 

semantic gaze mapping 

 

 Location (in cm) from participants 

 

Figure 4. Results of Experiment 3. Error-bars are 95% 

confidence intervals. 
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expectation account. We also considered a further possibility 

that language might affect the amount of time participants 

fixate an object. The difference between the expectation and 

congruence models is the prediction of an interaction effect 

in the latter, and the absence of an interaction effect in the 

former. The expectation account maintains that language 

elicits an expectation about an objects’ location which is 

concatenated with actual object location, leading to the 

prediction that the language effect should be the same for 

objects in near space and far space. In contrast, the extended 

congruence account predicts that memory should be better for 

trials in which language is congruent with the situation, 

predicting an interaction effect between language and 

location; congruent trials (where this/ that are respectively 

combined with near/ far space) should be remembered better 

than incongruent trials (in which this/ that are respectively 

combined with far/near space). In Experiments 1 and 3 there 

was no interaction, supporting the expectation account. In 

Experiment 2 there was an interaction. However, this effect 

was driven by the absence of a location effect for the “my” 

condition and not by congruence/incongruence contrasts. 

Thus, as a whole, results of the current experiments all 

support the expectation account.  

Experiment 3 tested the third possibility that different types 

of language might result in different amounts of attention 

being paid to objects/locations, with associated differences in 

memory performance. Put simply, the longer one spends 

looking at an object, the better one’s memory for object 

location. The eye tracking data from this experiment revealed 

no differences in fixations on objects as a function of 

demonstrative, allowing us to discount this third possibility.  

Overall the results support the expectation model. 

However, it remains to be established if this model operates 

at the level of encoding or at retrieval. One possibility is that 

“this”, for example, actually activates peripersonal space 

more when looking at an object than “that”, and therefore 

that the memory differences are a direct result of differences 

in peripersonal space activation during encoding. Such a view 

is consistent with recent models of perception (e.g. Bar, 

2009) that incorporate top down predictions from memory as 

a mechanism during the act of perceiving. Alternatively, it is 

possible that the influence of language only occurs at 

retrieval, with remembered distances migrating in the 

direction of the remembered demonstrative/possessive. In 

order to test between these alternatives, it is possible to run 

neuroimaging studies to measure the degree of peripersonal 

space activation while viewing objects under different object 

knowledge and/or language conditions (see Coventry et al., 

2014 for discussion). We are currently exploring this 

possibility.  
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Abstract 

This work investigates the intuitive and deliberative cognitive 
processes underlying risky decision-making by manipulating 
time pressure. A recent fMRI study by De Martino et al. 
(2006) found greater activation of the amygdala when 
exhibiting framing effects suggesting that they may be driven 
by System 1. Because this system is characterized as being 
fast, we expect more pronounced framing effects under time 
pressure. In our experiment, we manipulated time pressure 
and accuracy and use a dynamic dual-process model to 
explain our results. The model we develop is a sequential 
sampling model in which the drift rates and boundaries vary 
in accordance with the thinking modes, frames, and time 
pressure.  

Keywords: Decision-making; dual-process theory; risky 
choice; time pressure; framing effects 

Introduction 

Rational theories of decision-making are centered on 

maintaining logical consistency across decisions (von 

Neumann, Morgenstern, 1944). However, empirical data has 

emerged that challenges the “description-invariant” nature 

of decision-making (Kahneman & Tversky, 2000; McNeil et 

al., 1982). These empirical demonstrations of description-

invariance are termed framing effects (Kahneman & 

Tversky, 1979, 1981). For example, imagine you are richer 

by $300 and you have a choice between receiving $100 for 

sure or playing a gamble with a 50% change to gain $200 

and a 50% change to gain nothing. Suppose you prefer the 

sure option of receiving $100. Now, consider a slightly 

different situation where you are richer by $500 and have a 

choice between losing $100 for sure or playing a gamble 

with a 50% chance to lose nothing and a 50% chance to lose 

$200. In this situation, you find yourself selecting the 

gamble. This pattern of choices demonstrates a framing 

effect because your preferences between the sure option and 

the gamble change depending on the problem description, 

even though the expected value of the outcomes is the same.  

Researchers have suggested that framing effects are the 

result of two different systems of reasoning – one that is fast 

and emotional (the intuitive system) and another that is low 

and rational (the deliberative system) For example, in a 

recent neuroimaging study, De Martino et al. (2006) found 

increased activation in the amygdala when participants 

exhibited framing effects in decisions between gambles and 

sure options. They suggested the results support dual-

process theory where there is conflict between deliberative 

processes and an intuitive, emotional amygdala-based 

system. In general, dual-process theory describes two 

fundamentally different systems of thought that are involved 

in the processing and integrating of information. The 

intuitive system is responsible for fast processes which are 

affective, emotional, quick, and automatic, while the 

deliberative system is responsible for slower processes that 

are more analytical, rational, slow, and calculating in nature 

(Chaiken & Trope, 1999; Sloman, 1996; Kahneman & 

Frederick, 2002; Mukherjee, 2010). The former system is 

also known as System 1, while the latter system is 

commonly referred to as System 2 (Stanovich & West, 

2000).  

This paper aims to further investigate dual-process 

explanations of framing effects in risky decision-making 

and to test a novel prediction regarding time pressure. If 

framing effects are attributed to the intuitive system, then 

we expect more pronounced framing effects under time 

pressure because this system is characterized as being quick 

and automatic. We test this hypothesis in a new experiment 

and develop a dynamic dual-process model to account for 

our results. Specifically, we formalize the underlying 

cognitive processes as a sequential sampling model that 

accounts for differences between the deliberative and 

intuitive systems by changes in the evidence accumulation 

process. 

Experiment 

Similar to De Martino et al. (2006), our present study 

involved a risky decision-making task. Participants were 

given a message indicating an initial amount of money that 

they would receive on each trial. They then had to choose 

between a sure option and a gamble, with the sure option 

presented in either a gain or a loss frame. In both frames, the 

gamble was identical (i.e., had the same expected value) and 

presented as a pie chart color-coded to represent the 
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probability of winning and losing. Apart from using a 

single-colored pie chart to represent the sure option, our 

experiment differed from the study by De Martino in two 

major respects. First, we introduced an aspect of time 

pressure for one of the two blocks as this was deemed to 

invoke the intuitive system. Second, we provided feedback 

for participants’ choices depending on whether or not they 

were currently in a time pressure block. This reinforced the 

presence or absence of the time pressure and allowed 

participants to track their progress depending on the goals of 

each particular block.  

Method 

Participants Forty-nine individuals (40 Female; M=20.65 

years) from the University of California, Irvine participated 

in the study, receiving course credit for their participation 

(regardless of performance). All participants were 

undergraduate students and were native English speakers.  

 

Materials Eighty randomly generated amounts between $20 

and $90 were used for the initial starting values. Eighty 

randomly generated percentages (mean = 0.5, std = 0.2) 

were generated to serve as the probabilities of winning and 

losing for the gamble. From these values we created the sure 

option for each trial to match the expected value of the 

gamble, depending on frame. For instance, for an initial 

amount of $64 and a winning gamble percentage of 0.56, 

the sure option would either be “Keep $36” (gain frame) or 

“Lose $28” (loss frame).  

Ten percent of the total trials (i.e., 32 trials) were 

collected to assess accuracy. These catch trials had non-

equivalent “sure” and “gamble” options in which one option 

was clearly superior. The experiment was comprised of two 

blocks, each block consisting of 160 trials: eighty gain 

frames and eighty loss frames, for a grand total of 320 trials. 

All choices and response times were recorded, as well as 

participants’ age and gender.  

 

Framing Effect We are interested in the framing effect that 

occurs with risky decision-making between the sure and 

gamble options. For this experiment, a framing effect occurs 

for a participant when a) in the gain frame, the decision-

maker chooses the “sure” option; and b) in the loss frame, 

the decision-maker chooses the “gamble” option. Thus, we 

categorize risk-averse behavior in gains and risk-seeking 

behavior in equivalent losses as a framing effect.  

 

Time Pressure The two blocks were differentiated by the 

presence or absence of time pressure. One block is a speed 

block (SPD) where participants are told that their goal is to 

“Respond quickly” and for each trial, are given 1000 ms to 

make a choice. Since the task involves earning money, a 

latent but unwritten goal of the SPD block is to earn money. 

However, to ensure time pressure, the only directions given 

to participants in the SPD block were to “Respond 

Quickly.” If they fail to make a choice within this amount of 

time, they receive a feedback message that states that they 

did not respond in time and did not earn any money on that 

particular trial. If the participant makes a choice within the 

allotted time frame, they do not receive any feedback on that 

trial.  

The other block is an accuracy block (ACC) with no time 

pressure. For this block, participants are told that they 

should “Maximize their money” and are not penalized for 

the amount of time they take to respond. In this block, we 

provide feedback after every trial explaining the amount of 

money earned on that trial. This reinforces the initial goal of 

maximizing their money by emphasizing the money earned 

on each trial.  

 

Procedure The two blocks and the 160 trials in each 

block were randomized. As shown in Figure 1, each trial 

began with the presentation of an initial amount (e.g., “You 

are given $64”) and the goal for that block (e.g. “Respond 

Quickly”). Participants were instructed that they were not 

able to retain the entirety of the initial amount, but would 

have to choose between a sure option and a gamble option. 

1000 ms after the initial amount was displayed, the screen 

automatically progressed to this choice screen. In the gain 

frame, the sure option was presented on the left side of the 

screen as an amount retained as a 100% green pie chart 

(Figure 1A) (e.g., “Keep $36”). In the loss frame, the sure 

option was presented on the left side of the screen as an 

amount lost in a 100% red pie chart (Figure 1B) (e.g., “Lose 

$28”). For both the gain and loss frames, the gamble option 

was identically presented on the right side of the screen as a 

pie chart representing the probability of keeping the entirety 

of the initial amount (in green) or losing the initial amount 

(in red).  

 

 

 
Figure 1A: Timeline of a single trial. Possible progression 

of a gain-frame trial in the speed block 
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Figure 1B: Timeline of a single trial. Possible progression of 

a loss-frame trial in the accuracy block 

 

 

Results 

We analyzed the results from all 49 participants. The 

average proportion of catch trials answered correctly was 

0.884. A scatterplot of the overall proportion of framing 

effect choices is shown in Figure 2. We see that there is a 

greater proportion of framing effect choices occurring in the 

SPD block (red dots; 33 out of 49, 0.67) compared to the 

ACC block (blue triangles; 16 out of 49, 0.33). The mean 

proportion of framing effect choices in the ACC block was 

0.64 and for the SPD block was 0.71 (t(48) = 4.25, p < 

0.001). The mean reaction time for the accuracy block was 

1366 ms (std=756 ms) while the mean reaction time for the 

speed block was 494 ms (std=112 ms).  

 

 
Figure 2: Overall proportion of framing effect (FE) choices 

for SPD and ACC blocks. Red dots indicate participants 

who displayed a greater proportion of framing effect choices 

in the SPD block; Blue dots indicate participants who 

displayed a greater proportion of framing effect choices in 

the ACC block. The diagonal line indicates the equivalent 

proportion between SPD and ACC. 

 

 

We did not find a significant effect of frame (gain and 

loss) with regard to the framing effect. The difference 

between the mean proportion of framing effect choices for 

the gain frame (0.67) and the loss frame (0.68), (t(49) = 

0.31, p = 0.88) agrees with De Martino’s study as well.  

 

Table 1: Results from a Within-Subjects Repeated 

ANOVA as a function of Frame and Block. 

 

Factor Result 

Frame (Gain/Loss) F(1,48) = 0.02; p = 0.88 

Block (ACC/SPD)* F(1,48) = 18.1; p < 0.0001 

Frame  Block  F(1,48) = 0.56; p = 0.46 

* Results remain significant even when accounting for block 

order (randomized for each subject).  

 

We examined the influence of two factors (frame and 

block) on the framing effect as shown in Table 1 and Figure 

3. The main effect of frame in Table 1 was not significant 

(gain-ACC proportion 0.62 vs. loss-ACC proportion 0.65; 

gain-SPD proportion 0.71 vs loss-SPD proportion 0.70) but 

the main effect of block was significant (gain-ACC 0.62 vs. 

gain-SPD 0.71; loss-ACC 0.65 vs. loss-SPD 0.70). 

 

  
 

Figure 3: Overall proportion of framing effect (FE) choices 

split by block and frame. Results indicate a significant effect 

of block (ACC/SPD) on framing effect choices. Error bars 

represent standard error of the mean proportions. 

 

Discussion 

Using a risky decision-making task, the present experiment 

investigated how framing and time pressure affect decision-

makers’ choices, with a focus on the framing effect (i.e., 

choosing the sure option for gains and choosing the gamble 

for losses). The results showed more participants displaying 

a framing effect more frequently in the speed block (with 

time pressure) than the accuracy block. This adds to a 
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growing body of literature suggesting that a framing effect 

might be driven by the intuitive system. 

Our current experiment fixes the location of the sure 

option on the left side of the screen, and the gamble option 

on the right side of the screen. Future versions of this 

experiment might include a randomization of these 

locations. 

Modeling 

We developed a sequential sampling model that assumes 

a separate sampling process for the intuitive and deliberative 

systems. Our model is an extension of the multiattribute 

attention switching (MAAS) model (Diederich, 1997; 

Diederich & Oswald, 2014), which predicts rich patterns of 

choice probabilities including preference reversals. In our 

extension of the MAAS model, drift rates are defined as 

 

𝑑 = 𝑉𝐺 − 𝑉𝑆    (1) 

 

where 𝑉𝐺 is the subjective value of the gamble and 𝑉𝑆 is the 

subjective value of the sure thing as calculated by prospect 

theory (Tversky & Kahneman, 1992). For an option 𝑗, the 

subjective value is the sum over the weighted 

values of each outcome: 

 

𝑉𝑗 = ∑ 𝑤(𝑝𝑖)𝑣(𝑥𝑖)𝑖   (2) 

 

where 𝑤(𝑝𝑖) is the decision weight for outcome 𝑖 with 

probability p; and 𝑣(𝑥𝑖) is the value function applied to 

outcome 𝑖 and amount x. The decision weights are defined 

as:  

 

𝑤(𝑝) =  
𝑝𝑐

(𝑝𝑐+(1−𝑝)𝑐)1/𝑐   (3) 

 

where the c parameter represents positive payoffs. Values of 

these parameters that are nearer to 1 indicate more linear 

perceptions of probability. 

The prospect theory value function is defined as: 

 

𝑣(𝑥) =  {
𝑥𝛼 𝑖𝑓 𝑥 ≥ 0

−𝜆|𝑥|𝛽  𝑖𝑓 𝑥 < 0
  (4) 

 

We assume there are two drifts; one associated with the 

intuitive system and one associated with the deliberative 

system. We use the equations above to calculate the drift 

rates for both systems, but allow for different parameter 

values (i.e., α, β, λ, and c) for the two systems. Further, we 

assume that the intuitive system precedes the deliberative 

system so that there is a switch in drift rates during the 

course of a trial (i.e., the two systems are acting 

sequentially, with the intuitive system acting first). We 

assume the intuitive system operates first because it is 

characterized as being quick and automatic. 

Figure 4 shows three different simulations of a loss-frame 

trial: choosing the gamble (upper, positive boundary) or 

choosing the sure thing (lower, negative boundary). In this 

process, evidence accumulates over time until it crosses one 

of the two boundaries. The speed with which the evidence 

accumulation process approaches one of the boundaries is 

the drift rate, with a positive drift rate approaching the 

gamble boundary and a negative drift rate approaching the 

sure thing boundary. The separation between the two 

boundaries determines the amount of evidence that must be 

accumulated before a decision is made. We assume that the 

difference between the thresholds is smaller for the speed 

condition (SPD in Figure 4) and larger for the accuracy 

condition (ACC in Figure 4). For sequential sampling 

models, previous research has shown that the difference 

between speed and accuracy conditions is typically 

explained by a change in the boundaries (Ratcliff & Rouder, 

1998). At some point 𝑡 > 0, there is a switch from the 

intuitive to the deliberative system, after which the evidence 

accumulation continues until a boundary is reached. 

 

 

Figure 4: Simulation of the loss frame. The trajectories 

symbolize the accumulation process for three different loss 

trials. In one trial (green) the process reaches the boundary 

for choosing gamble under the speed condition before the 

switch occurs. In the other trials (red and blue) the process 

reaches the boundary for choosing the sure option under the 

speed condition after the switch.  

 

 

We illustrate that our model can capture the main 

experimental result of increased framing effects under time 

pressure by applying it to one set of choices from the 

experiment as shown in Figure 1 and Table 2. 

 

Table 2: Sample trial used for modeling 

 

Type of Amount Amount 

Reference point (“You are given $”) 64 

Sure Gain (“Keep $”) 36 

Sure Loss (“Lose $”) 28 

Gamble amount (“Keep All $”) 

 

Probability of Gain 

(probability of “Keep All $”) 

64 

 

0.56 
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We set the parameter values for the sample trial above as 

shown in Table 3. Parameter values for the intuitive system 

were based upon Tversky & Kahneman’s prospect theory 

values (1992). These parameter values were used by 

Tversky and Kahneman to account for a wide range of 

choice behavior including the fourfold pattern of risk 

attributes, which includes framing effects similar to the ones 

discussed in this paper. Because the deliberative system is 

characterized as being rational, we set the parameter values 

to 1 so that subjective values were the same as expected 

values.  

 

Table 3: Parameter values used for modeling. 

 

Intuitive system Deliberative system 

𝛼𝐼 = 0.88 𝛼𝐷 = 1.00 

𝛽𝐼 = 0.88 𝛽𝐷 = 1.00 

𝜆𝐼 = 2.25 𝜆𝐷 = 1.00 

𝑐𝐼 = 0.61 𝑐𝐷 = 1.00 
 

 

To incorporate the reference point, denoted by 𝑟, we 

assume the subjective value of the gamble is: 

 

𝑉𝐺 = 𝑤(𝑝+)𝑣(𝑟) 

 

where 𝑝+ is the probability of keeping this amount. For 

gambles, participants either receive 𝑟 or 0 and 𝑣(0) = 0. 

Because the gamble is described the same way in both the 

gain and the loss frames (that is, participants see the same 

pie chart), we assume that 𝑉𝐺 is the same in both frames. 

However, the sure option is described differently in the 

two frames. In the gain frame, participants are told they can 

keep 𝑠 and in the loss frame, they are told that they will lose 

𝑙 = 𝑟 − 𝑠. To capture these differences in framing, we 

assume that the subjective value of the sure thing in the gain 

frame is: 

 

𝑉𝑆(𝑠) = 𝑣(𝑠)    (5) 

 

and in the loss frame is: 

 

𝑉𝑆(𝑟 − 𝑙) = 𝑉𝑆(𝑟) + 𝑉𝑆(−𝑙) = 𝑣(𝑟) + 𝑣(−𝑙).           (6) 

 

Note that the decision weights are equal to 1 since there is 

no risk or uncertainty involved in the sure option. 

 

For the example gamble described in Table 2, we 

searched over different switch times (i.e., amount of time 

spent in the intuitive system before switching to the 

deliberative system) between 3 and 1000 ms and over 

different values for the difference between the thresholds 

between 2 and 10. Figure 6A shows a heatmap plot of the 

probabilities of choosing the gamble for the gain frame. We 

see the expected trends that illustrate the framing effect: as 

the difference between bounds decrease (i.e., corresponding 

to increased time pressure), the probability of choosing the 

gamble decreases (i.e., the sure option is selected more 

often). Also, as the switch time increases (i.e., spending 

more time in the intuitive system), the probability of 

choosing the gamble decreases. Similarly, Figure 6B shows 

the probabilities of choosing the gamble for the loss frame. 

Again we see the expected framing effect: as the difference 

between bounds decreases, the probability of choosing the 

gamble increases for losses. As the switch time increases, 

the probability of choosing the gamble increases. 

 

 

  
Figure 6A: Heatmap showing the probability of choosing 

the gamble for gains, searched over different switch times 

and differences between boundaries 

 

 

  
   

Figure 6B: Heatmap showing the probability of choosing 

the gamble for losses, searched over different switch times 

and differences between boundaries 

 

 

Discussion 

Using a risky decision-making task and the element of 

time pressure, the present experiment investigated the 

framing effect and its relationship to dual process theory. 

The results from our study show that there was a greater 

occurrence of the framing effect when decision-makers were 
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put under time pressure. These results add to a growing 

body of literature suggesting that framing effects are driven 

by the intuitive system. 

The present results extend the findings from De Martino 

et al. (2006), but using a different presentation of options (a 

pie chart for the sure option in addition to the gamble 

option), a feedback system, and most importantly an 

element of time pressure that allowed for distinguishing 

between a fast, emotional response and a deliberative, 

calculated response. 

Most past dual process models have been verbal models, 

which do not provide exact predictions. Our model is one of 

the first formalized accounts of dual systems of reasoning. 

Further, our model is dynamic, taking into account the 

timing of the two systems. In our approach, we use a 

sequential sampling model where the intuitive and 

deliberative systems are associated with different evidence 

accumulation processes. Such a model is able to take into 

account the two different cognitive processes of the intuitive 

and the deliberative system, as well as incorporate a switch 

in the sequential processing of the intuitive to the 

deliberative system. Our model explains the framing effects 

found in both our studies and previous findings.  

In our model, the intuitive and deliberative systems are 

distinguished by a change in the evidence accumulation 

process, as captured by different drift rates. However, both 

systems are assumed to follow the same valuation process as 

defined by Prospect Theory. The idea that the two systems 

use the same valuation process connects with work by 

Glöckner and Betsch (2008) showing that the weighted 

additive rule (WADD) of utility theory can account for both 

decisions made by automatic processes driven by the 

intuitive system and those made by the deliberative system. 

Thus, it is not necessary to characterize the two systems as 

using separate decision strategies. As shown in the current 

paper, differences between intuitive and deliberative 

systems can be accounted for by simply allowing for 

changes in how evidence is accumulated during the time 

course of the decision.   
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Abstract 

Participants completed long single digit sums in two 
interactivity contexts. In a low interactivity condition sums 
were solved with hands down. In a second, high 
interactivity condition participants used moveable tokens. 
As expected accuracy and efficiency was greater in the high 
compared to the low interactivity condition. In addition, 
participants were profiled in terms of working memory 
capacity, numeracy, math anxiety and expertise in math. 
All of these measures predicted calculation errors in the 
low interactivity conditions; however, in the high 
interactivity condition, participants’ performance was not 
determined by any of these variables. We also developed a 
scale to measure task engagement: Participants were 
significantly more engaged with the task when they 
completed the sums in the high interactivity condition. 
However engagement level did not correlate with 
calculation error, suggesting improvement in performance 
with tokens was not the result of greater task engagement. 
Interactivity transformed the deployment of arithmetic 
skills, ameliorated performance, and helped to reduce the 
difference in performance between individuals of low and 
high math expertise. 

Keywords: Interactivity; arithmetic; expertise; math 
anxiety; working memory; task engagement. 

Introduction 
Mental arithmetic is commonly construed as an operation 
to be completed in the head by virtue of the word 
‘Mental’. However, in practice individuals use the world 
around them to complete simple math tasks.  Scripture 
(1891, p. 2) explained how the eminent “calculators” of 
the day used artefacts when learning the fundamentals of 
math. These math prodigies described learning arithmetic 
from pebbles, peas, marbles, shot and dominoes, at times 
without any awareness of rudimentary terms such as 
multiply. Their expertise in completing large calculations 
using simple times tables was acquired through the 
physical arrangement of these manipulables. 

Children appear to learn to calculate by using their 
fingers in conjunction with repeating the names of the 
numbers aloud (Butterworth, 2005). In addition Alibali 
and DiRusso (1999) found that while gesturing is an aid to 
encouraging counting accuracy in children, touching items 
when counting facilitates more accurate performance than 
simply pointing to countable items.  

Mental arithmetic pervades everyday life, with simple 
sums frequently performed without the use of artefacts. 
However, as the problem increases in complexity we may 
resort to pen and paper or in counting a handful of change 

we may lay out the coins, grouping common coins 
together during the tallying. Classrooms frequently use 
interactive instruction when introducing mathematical 
concepts to children (Martin & Schwarz, 2005; Fyfe, 
McNeil, Son & Goldstone, 2014). The world is saturated 
with number-based artefacts, and it is thought that 
paleolithic artefacts, such as calendars and clay tokens, 
contributed to the evolution of human numerical concepts 
(De Smedt & De Cruz, 2011; Malafouris, 2013). Even 
low interactivity mathematics, such as mental arithmetic, 
appears to rely on internal representations of number lines 
(Dehaene, Piazza, Pinel, & Cohen, 2003). This reliance on 
graphical or physical representations suggests that 
mathematics tasks could be enhanced by the use of 
interactivity with amenable external artefacts. Thus 
interactivity has an obvious impact on mathematical 
problem solving. 

Solving a mental arithmetic problem can place high 
demands on limited working memory storage capacity and 
processes (DeStefano & LeFevre, 2004; Butterworth, 
2006). When internal cognitive resources are strained, 
people naturally mine their external surroundings in order 
to augment cognition (Kirsh, 2013). During mathematical 
calculations, individuals, adults and children alike, may 
use gestures, and fingers to point and count (Goldin-
Meadow, Nusbaum, Kelly, & Wagner, 2001; Carlson, 
Avraamides Cary, & Strasberg, 2007). Experts and 
novices have been shown to devise shortcuts and 
procedures drawn from their interaction with the world in 
order to reduce the load on working memory 
(Butterworth, 2006; Kirsh, 1995). Thinking does not 
simply take place ‘in the head’ but rather emerges from an 
interaction with artefacts in the world.  “Cognition has no 
location” it is a dynamic interplay between internal and 
external resources (Malafouris, 2013, p. 85). 

Expertise 
Expertise in a particular domain is often attributed to 
innate aptitudes (Ericsson & Charness, 1994.) Galton 
(1892) proposed that “intellectual powers”, along with the 
enthusiasm for hard work were inherited gifts with these 
innate abilities almost certainly guaranteeing eminence (p. 
16). In response to his cousin’s opinion, Darwin 
maintained, “men did not differ much in intellect, only 
zeal and hard work; I still think this is an eminently 
important difference.” (Galton, 1908, p. 290). Ensuing 
research and theories have indicated that high levels of 
performance and expertise are mediated by ongoing 
acquisition and consolidation of skills (Eriscsson & 
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Charness, 1994; Sternberg, 1999) In the case of 
mathematical expertise a number of factors have been 
identified as contributors to exceptional performance 
including working memory, deliberate practice, intrinsic 
reward in the success of solving a problem (Butterworth, 
2006; Ericsson & Charness, 1994.)  

Interactivity in problem solving has been attributed 
with diminishing the load on working memory as some of 
the limited internal memory storage is unburdened onto 
the external world (Kirsh, 1995; Vallée-Tourangeau, 
2013). Furthermore, other executive functions and 
strategy selection may benefit from the dynamic problem 
configuration enacted through interactivity. 

Math Anxiety 
The strain on working memory during mental arithmetic 
may be exacerbated when the individual experiences math 
anxiety as this anxiety utilises cognitive resources that 
would otherwise be directed at the problem (Ashcraft & 
Kirk, 2001; Ashcraft & Ridley, 2005). Math anxiety is 
typically associated with feelings of tension, uneasiness, 
confusion and fear when faced with solving math 
problems either in the classroom, workplace or daily life 
(Richardson & Suinn, 1975; Ashcraft & Moore, 2009). 
Math-anxious individuals have repeatedly been shown to 
perform less well in math than their less anxious 
counterparts (Hembree, 1990; Ma, 1999; Lyons & 
Beilock, 2011). Ma (1999) conjectures that those exposed 
extensively to mathematics may have greater control over 
their anxiety, even suggesting that these feelings of 
anxiety may be channeled to an improved level of 
performance. In a study investigating math anxiety and 
interactivity Vallée-Tourangeau, Sirota, and Villejoubert 
(2013) found that math anxiety was highly correlated with 
calculation error in a low interactivity condition where 
participants could not modify the problem presentation 
nor use their hands to point at numbers; however, in a 
high interactivity condition where participants could 
shape and reshape the problem presentation, math anxiety 
was no longer a predictor of calculation error. They 
argued that in the higher interactivity condition, a 
dynamic problem presentation wrought through action 
transforms working memory capacity, not only in terms of 
storage but also executive function skills, mitigating the 
impact of performance anxiety. 

Task Engagement 
The experience of learning and achievement are 
potentially influenced by active engagement in the 
performance of academic tasks in the classroom 
(Shernoff, Csikszentmihalyi, Schneider, & Shernoff, 
2003). Students report a greater sense of engagement with 
perception of control and relevance to the real world 
(Shernoff et al., 2003; Newmann, Wehlage, & Lamborn, 
1992). Affective variables such as enjoyment, interest and 
challenge have been associated with academic success, 
thus positive emotions elicited by the task experience 
contributes to increased problem-solving capacities and 
improved mathematical performance (Hembree, 1990; 
Shernoff et al., 2003). In turn difficulty in performing 
tasks may be experienced as a result of negative affect 

(Storbeck & Clore, 2007). Increasing the level of 
interactivity when solving a math problem has been 
shown to positively impact the level of engagement 
(Guthrie & Vallée-Tourangeau, 2015). This implies that 
giving participants control over their environment may 
directly increase affect and engagement in the task 
compared to the level of engagement in a low interactivity 
environment. 

The Current Experiment  
Highly enactive approaches to math have been shown to 
increase efficiency and accuracy, while reducing 
calculation error (Vallée-Tourangeau, 2013). In the 
current experiment, participants varying in math expertise 
were invited to complete simple sums. These sums were 
composed of either 11 or 17 numbers. This task does not 
challenge the arithmetic knowledge and skills of college-
educated participants; nonetheless in the absence of pen 
and paper, accuracy requires good working memory 
capacity and executive function skills especially when 
dealing with longer sums. The aim was to investigate 
whether any changes in performance were related to the 
mode of problem solving. We designed two reasoning 
contexts: In a first low-interactivity context, participants 
were shown a random configuration of numbers, and were 
asked to calculate the sum with hands on table. In a 
second high-interactivity context, the same configurations 
were presented with number tokens, and participants were 
free to move them and re-arrange the problem 
presentation as they calculated an answer. The focus being 
on the effect of interactivity without and with artifacts, 
namely the wooden tokens, in facilitating an improvement 
in performance. A selection of tests and questionnaires 
were also included in the experimental session to measure 
individual differences implicated in mental arithmetic 
such as math anxiety, working memory, numeracy, math 
expertise and engagement. A dynamic, high interactivity 
environment using artefacts as opposed to a low 
interactivity quasi-static one may encourage more 
efficient calculations, reflecting better skills, through the 
dynamic reconfiguration of   the problem. A high degree 
of interactivity may improve performance for participants 
with lower math expertise. In contrast, the performance of 
participants with a higher degree of math expertise may 
not vary greatly as a function of interactivity since their 
well-practiced internal resources may work efficiently and 
creatively when dealing with numbers.  

Method 

Participants 
Sixty participants (38 women, Mage = 21.3, SD = 2.37) 
were recruited from a variety of academic backgrounds. 
Thirty-two psychology undergraduates participated in 
exchange for credits, 21 undergraduates from other 
disciplines volunteered to participate and seven additional 
participants either working in a highly numerical field 
(e.g., accounting), or recently graduated with a math 
discipline degree also participated voluntarily.  
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Materials and Measures 
Arithmetic Task. Each participant was presented with 
two sets of simple additions, each composed of five 11 
and five 17 single-digit numbers. These additions were 
performed in two interactivity conditions. In the low 
interactivity condition, participants were given a sheet of 
A4 paper, with numbers to be summed distributed 
randomly on the page (see Fig. 1, left panel). While 
adding the numbers, participants were instructed to keep 
their hands flat on the table. In the high interactivity 
condition, participants were given a similar set of sums, 
with the same distribution, but presented as moveable 
numbered wooden tokens (1.2 cm in diameter; see Fig. 1, 
right panel). On completing each sum participants were 
requested to announce the answer aloud to the researcher. 

Figure 1: The sum was presented on a sheet of A4 as a random 
configuration of digits in the low interactivity condition (left 

panel); participants in that condition kept their hands flat on the 
table top. In the high interactivity condition, the sums were 
presented with movable wooden tokens (right panel) which 

participants touched, moved, grouped, as they saw fit. 

Math Anxiety. Participants completed a 25-item 
Mathematics Anxiety Scale-UK (MAS-UK; Hunt, Clark-
Carter & Sheffield, 2011). The questionnaire consisted of 
a series of situations with participants asked to indicate 
how anxious they would feel in those situations, on a 
Likert-style scale, with 1 = “not at all” and 5 = “very 
much”. Items included statements such as “Working out 
how much your shopping bill comes to” or “Taking a 
math exam”. 

Objective Numeracy. A basic arithmetic scale (BAS) 
was used to test participants’ objective numeracy. It 
consisted of 60 simple arithmetic problems (such as 7x8 = 
?). Participants were required to write the answers on the 
paper provided, in the order presented, completing as 
many as possible in 60 seconds. 

Working Memory. Participants completed two working 
memory tasks. The computation-span task, testing both 
processing and storage of numbers, while a non-numerical 
visuo-spatial task, the Corsi block task, testing the 
temporary storage of visual and spatial information. 

Computation-span task. The computation-span task 
(Ashcraft & Kirk, 2001) required participants to answer 
simple arithmetic problems (e.g., 2 + 8 = ?, 12 – 4 = ?), 
before recalling the second number of these problems 
(e.g., 8, 4). Sequences of equations ranged from 1 – 7 and 
participants had to process each sum and recall the 
relevant digit correctly to score a point. 

Corsi block task. In this version of the Corsi Block 
task participants were shown ten sequences of shaded 
blocks in a 4 x 4 matrix on a computer screen. The 
number of blocks to be remembered in each sequence 

increased from 2 to 6 blocks in length. Participants scored 
one point for each correctly ordered block, thus the 
maximum score was 40. 

Math Expertise. We developed an instrument to evaluate 
math expertise based on experience. Four questions were 
related to math grades at school such as, “Have you taken 
math GSCE (or equivalent)?”, this was scored as a binary 
‘yes’ = 1, ‘no’ = 0; “If yes, please indicate which grade”, 
this was scored as ‘A*/A’ = 4, ‘B’ = 3, ‘C’ =2, ‘<C’ =1 
‘N/A’ = 0. Three questions asked for details on current 
university degree, any past university degree and current 
job if applicable. The responses were given a score from 
1-4 where 4 = a math-heavy degree or job and 1 = no 
degree or job. The highest score from these three 
questions was used to measure math experience in terms 
of degree and employment. This score was added to the 
responses on math education to provide a continuous 
numerical measure of math expertise. 

Task Engagement Scale. The Task Engagement Scale 
(TES) was developed to gauge a participant’s engagement 
and enjoyment during a task. The 9-item scale was based 
on Shernoff et al. (2003) who identified three key 
components of task engagement: concentration, 
enjoyment and interest. The scale asked participants to 
rate how anxious they felt; how easy, pleasurable, fun, 
threatening, stressful, tiresome, or effortful the task was; 
and how motivated they were to perform well in the task. 
Each item was scored on an 8-point Likert scale, labeled 
from zero (definitely not) to seven (definitely yes): The 
higher the score the more positive the attitude toward the 
task. Participants completed the TES after the 10 sums in 
each interactivity condition. The alpha reliability of the 
nine-item scale for both interactivity conditions indicated 
that the scale had good reliability (Low interactivity, 
Cronbach’s α = .77; High interactivity, Cronbach’s α= 
.81).  

Procedure 
The length of the additions (11 or 17-digits) and level of 
interactivity (high, low) were repeated measures factors 
yielding four conditions. The presentation order of these 
conditions was counterbalanced across participants. The 
sets of sums for each interactivity condition were 
separated by at least one other task (either the MAS-UK, 
BAS, Computation-span or Corsi Block). The other tasks 
were presented at either the beginning or the end of the 
session and their order was counterbalanced across 
participants. Each experimental condition was followed 
by the TES, and the experiment ended with a math 
experience questionnaire. The working memory tasks 
were presented on a computer with all other tasks being 
presented on paper. The experimental session lasted 
approximately an hour.  

Mental arithmetic performance was measured in terms 
of accuracy (proportion of sums correct), latency to 
solution, absolute calculation error and efficiency. 
Absolute calculation error was defined as the absolute 
error from the correct answer. Therefore, if the participant 
answered 52 and the correct answer was 50, the absolute 
calculation error would be 2, if the participant answered 
48 the absolute calculation error would also be 2. A 

Low Interactivity HIgh Interactivity 
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participant’s efficiency was his or her proportion correct 
answers over the proportion of time used to calculate a set 
of sums. This proportion was derived by taking the 
participant’s mean latency divided by the mean latency of 
the slowest quartile of participants. Thus, if a participant’s 
accuracy for a series of five sums was .6, and her average 
latency to complete these sums was 40% of the average of 
the slowest participants, then her efficiency ratio would be 
.6/.4 or 1.5. Ratios at or above 1 reflect efficient 
reasoning; ratios below 1 reflect inefficient reasoning. 

Results 

Overall Arithmetic Performance 
Accuracy. The mean percent correct, as reported in the 
top right panel of Figure 2, was greater in the high 
interactivity condition than the low interactivity condition 
for both sum lengths. A 2 (Interactivity: Low and high) x2 
(Sum length: 11-digit and 17-digit) repeated measures 
analysis of variance (ANOVA) indicated a significant 
main effect of interactivity, F(1,59) = 30.04, p < .001, η2 
= .34 and sum length F(1,59) = 21.23, p < .001,  η2 = 
.265; however, the interaction was not significant , F < 1. 

Absolute Calculation Error. The mean absolute 
calculation error (Fig. 2, bottom left panel) was lower in 
the high interactivity condition than in the low 
interactivity condition regardless of the sum length. A 2x2 
repeated measures ANOVA indicated a significant main 
effect of interactivity, F(1,59) = 11.01, p = .002, η2 = .16 
and sum length F(1,59) = 17.20, p < .001,  η2 = .23. 
However, there was no significant interaction, F < 1. 

Figure 2: Mean percent correct (top left), mean latency (top 
right), mean absolute calculation error (bottom left) mean 

calculation efficiency (bottom right) as a function of sum length 
(11-digit and 17-digit sums) in the low (light grey bars) and high 
(dark grey bars) interactivity condition. Error bars are standard 

errors of the mean. 
 
Latency. While latency to completion was influenced by 
sum length, interactivity level resulted in very little 
difference in latency (see Fig. 2, top right panel). In a 2x2 
repeated measures ANOVA the main effect of 
interactivity was not significant, F(1,59) = 1.42, p = .239, 
η2 = .02. However, there was a significant main effect of 
sum length F(1,59) = 201.60, p < .001,  η2 = .78 and a 

significant interaction between sum length and condition 
F(1,59) = 6.68, p = .012, η2 = .10. 

Efficiency. Participants were less efficient when 
calculating the sums in the low interactivity condition 
than when using tokens across both sets of sums (see Fig. 
2, bottom right panel). The efficiency ratio decreased for 
longer sums, although it was still larger in the high 
interactivity condition. A 2x2 repeated measures ANOVA 
indicated a significant main effect of interactivity, F(1,59) 
= 22.01, p < .001, η2 = .27 and sum length F(1,59) = 
17.11, p < .001,  η2 = .225; the interaction, however, was 
not significant, F < 1. 

Task Engagement Scale  
Participants were more engaged in the high interactivity 
condition (M = 44.13, SD = 9.2) than in the low 
interactivity condition (M = 37.8, SD = 8.8). This 
difference was significant, t (59) = -6.16, p < .001. There 
were no significant correlations between TES and the 
measures of performance (see Table 1). 

Table 1: Correlation matrix for average absolute 
calculation error, individual difference measures of math 
anxiety, objective numeracy, working memory 
(computation-span and Corsi blocks), math expertise and 
task engagement in both interactivity conditions (df = 58). 

Note: * p < .05, ** p < .01. MAS = Math anxiety; OBJ-N = Objective 
numeracy (basic arithmetic skill); C-span = Computation-span; Corsi = 
Visuo-spatial working memory; Exp = Math expertise (continuous 
measure); TES-L = Task engagement in the low interactivity condition; 
TES-H = Task engagement in the high interactivity condition; ACE-L = 
Absolute calculation error in the low interactivity condition; ACE-H = 
Absolute calculation error in the high interactivity condition.  

Expertise, Working Memory and Math Anxiety  
Relative to calculation error, accuracy is a course-grained 
measure; participants were only able to score 0-5 and 
accuracy does not discriminate between small and large 
calculation errors. Absolute calculation error was 
therefore chosen for further analysis above the other three 
performance measures for its resolution and for capturing 
the most important aspect of arithmetic performance: the 
solutions themselves. The mean absolute calculation 
errors in the 11 and 17-digit sums were averaged for each 
participant creating two new variables, overall mean 
absolute calculation error in the low interactivity 
condition (M = 3.38, SD = 3.49) and in the high 
interactivity condition (M = 1.85, SD = 2.27). The mean 
absolute calculation error in the low interactivity 
condition was significantly greater than in the high 
interactivity condition, t(59) = 3.31, p = .002. 

1 2 3 4 5 6 7 8 9
MAS OBJ-N C-Span Corsi Exp TES-L TES-H ACE-L ACE-H

1 - -.47 ** -.46 ** -.23 -.68 ** -.13 .07 -.51 ** .10

2 - .60 ** .30 ** .65 ** .18 -.02 -.48 ** -.23

3 - .39 ** .59 ** .25 -.05 -.50 ** -.24

4 - .36 ** -.04 -.08 -.17 -.07

5 - .14 .02 -.52 ** .04

6 - .61 ** -.23 -.22

7 - .04 .14

8 - .29 *

9 -
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In order to evaluate the influence of individual 
differences on performance, math anxiety, numeracy, 
working memory and expertise were correlated with 
calculation error (see Table 1). There were a number of 
highly significant correlations observed in the low 
interactivity condition: Math anxiety, r(58) = -.51, p < 
.001; objective numeracy, r(58) = -.48, p < .001; 
computation-span, r(58) = -.50, p < .001; expertise, r(58) 
= -.52, p < .001. However, in the high interactivity 
condition none of these variables predicted absolute 
calculation error; the largest non-significant correlation 
involved the computation-span, r(58) = -.24, p = .064.  

Discussion 
Participants completed two sets of addition problems: one 
set was completed with restricted hand movement 
reducing interactivity; the other using round numbered 
wooden tokens increasing the opportunity to reconfigure 
the problem presentation as the sum was calculated. 
Generally, participants answered more sums accurately, 
achieved higher efficiency ratios and the calculation error 
was lower in the high interactivity condition. Latency, 
however, remained constant across the two levels of 
interactivity for the short and long additions, suggesting 
improvements in other measures were related to the mode 
of problem solving, rather than the time required to 
complete the addition. This improvement in performance 
could not be attributed to extraneous between-subject 
factors, such as individual differences, because of the 
repeated measures design employed in this experiment: all 
participants completed the sums in both interactivity 
conditions. The results support our claim that high degree 
of interactivity improves the performance of those with 
less math expertise in these simple arithmetic problems. 

The strong correlation between objective numeracy 
and expertise, r(58) = .59, p < .001, indicated that our 
measure of expertise reflected the arithmetic proficiency 
of an individual. With a static problem presentation and 
hands down on the table, participants’ performance 
reflected their arithmetic and working memory skills. The 
lack of correlations with arithmetic performance and 
expertise in the high interactivity condition implied that 
the manipulation of number tokens augmented the 
arithmetic skills of participants with less math expertise 
such as to render their performance indistinguishable from 
those with greater expertise.  

The influence of math anxiety on performance was 
dramatically different as a function of interactivity. When 
interactivity with the world was low, math anxiety had a 
significant impact on performance: Higher math anxiety 
scores were related with greater calculation error. In turn, 
the high interactivity context eliminated the variance in 
performance explained by math anxiety. This implies that 
even on these simple math tasks, a dynamic presentation 
offering a greater level of interactivity may assist in 
reducing or controlling the impact of math anxiety on 
mental arithmetic performance. 

The enhancements in performance of the lesser skilled 
individuals in the high interactivity condition may be 
attributed to off-loading working memory onto the 
external environment. The two measures of working 

memory, computation-span and the Corsi block task, were 
moderately correlated, r(58) = .30, p < .01. Computation-
span correlated highly with numeracy and expertise 
supporting claims that working memory is a contributing 
factor to mental arithmetic skill (see Butterworth, 2006). 
Our computation-span test was designed to reflect a 
conventional complex span task requiring some numerical 
skill; unsurprisingly, this correlated with measures of 
math skill in the low interactivity condition, more 
interestingly it did not correlate with performance in the 
high interactivity condition. The Corsi task, as a measure 
of visuo-spatial working memory was deliberately 
selected to reduce the reliance on numeracy. Corsi scores 
did not correlate with performance in either condition of 
interactivity. The findings here are consistent with 
previous mental arithmetic research conducted in lower 
interactivity environments indicating that the short-term 
storage component of the visuo-spatial sketchpad played a 
small role in mathematical performance (Lee, Ng, Ng, & 
Lim, 2004). Span tasks, such as the computation-span 
assess an individual’s working memory in both processing 
and storage, whereas the Corsi test as designed here 
gauges storage capacity only. These results suggest high 
interactivity does not simply function as a means for off-
loading working memory storage; rather the manipulation 
of the tokens scaffolds thinking enhancing the 
participants’ calculations (Kirsh, 2013). 

Individuals were more engaged in the task when given 
the opportunity to use the tokens than when they had to 
maintain their hands on the table. This pattern in the level 
of engagement did not change as a function of math 
expertise. Notably performance, as measured by absolute 
calculation error, was not influenced by how engaged 
participants were in the task. Participants might have felt 
more engaged when completing the task with tokens, but 
the level of engagement did not in itself explain the 
improvement in arithmetic performance in the high 
interactivity condition.  

Expertise in the domain of mathematics may be 
attributable to factors including practice, intrinsic reward 
and components of working memory. This paper has 
shown that a systemic perspective on mental arithmetic 
helps us better understand how resources internal and 
external to the participants are configured dynamically to 
reflect expertise and skills at solving simple mathematical 
problems. 
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Knowing what he could have shown: The role of alternatives in children’s
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Abstract

What underlies young children’s failure in evaluating under-
informative teachers? We explore the hypothesis that chil-
dren have difficulty representing relevant alternatives; know-
ing what the teacher could have done. Children rated two
teachers who demonstrated toys to a naı̈ve learner. One group
first observed a fully informative teacher and then an under-
informative teacher, while the other group saw the reverse or-
der. Six- and seven-year-olds successfully rated the under-
informative teacher lower than the fully-informative teacher
regardless of the order (Exp.1). However, four- and five-year-
olds showed this pattern only when they saw the fully infor-
mative teacher first (Exp.2). Given a binary choice after seeing
both teachers, four-year-olds showed a preference for the fully
informative teacher (Exp.3). We discuss these results in light
of recent literature on children’s understanding of pragmatic
violations in linguistic communication; the contrast between
the fully informative vs. under-informative teachers might help
children understand what the teacher could have shown.
Keywords: cognitive development, pragmatics, scalar impli-
cature, pedagogical reasoning, Theory of Mind

Nora arrived at the gym and noticed a shiny new device.
Her trainer, Jim, proudly showed her how to measure weight
on the device. Left unimpressed, she thought, “That is noth-
ing but a fancy-looking scale!” Much to her surprise, she
discovered that the device was a state-of-the-art body com-
position analyzer with many useful functions. Later, as Nora
walked over to the treadmill area, Jim called out, “Some of
the treadmills are broken!” She kept walking over, intending
to use a machine that wasn’t broken, only to find out that in
fact, all of the treadmills were broken. Nora shook her head
and fumed in frustration. Where did Jim go wrong?

Jim’s first mistake was a violation of pedagogical sam-
pling. In pedagogical contexts, learners expect a knowledge-
able, helpful teacher to select and provide the evidence that is
likely to increase the learner’s belief in the correct hypothesis
(Shafto, Goodman, & Frank, 2012). He failed to understand
that demonstrating one function would imply that there’s only
one function, because Nora considers him to be a knowledge-
able, helpful trainer. By showing how to measure weight but
omitting other functions, he provided under-informative ped-
agogy that misled Nora to believe that the new device is just
a scale. In other words, Jim committed a “sin of omission”.

Jim’s second mistake was a violation of pragmatic impli-
cature; he failed to understand that saying “some of the tread-
mills” implies “not all of the treadmills”. Because the use of
an intermediate item on an implied scale (e.g., some tread-
mills) suggests that a stronger alternative (e.g., all treadmills)
does not apply, his statement was logically true but nonethe-
less misleading.

At a quick glance, these two mistakes might seem rather
different; one is about what he did and did not show, and

the other is about what he did and did not say. However,
in both cases, Jim failed to conform to Grice’s cooperative
principle, particularly the maxim of quantity (Grice, 1975);
see also Horn, 1972, 1984). While Nora reasonably expected
Jim to understand the basics of pragmatics in communication,
he did not provide sufficient or strong enough information for
Nora to draw accurate conclusions in both cases. Given these
two transgressions, she should be rightly irritated with Jim,
because as adults, we expect others to provide information
that is requisite to the communicative context.

When learning from people who are expected to be knowl-
edgeable and helpful, even very young children readily draw
inferences that go beyond the face value of the provided ev-
idence. For instance, when a teacher demonstrates one in-
teresting function of a novel toy, preschoolers infer that the
toy has only one function(Bonawitz et al., 2011). This in-
ference rests on the assumption that the data were selected
to be maximally helpful; if the toy had additional functions,
the teacher would have chosen to show those, too. A more
recent study has shown that six- and seven-year-old chil-
dren are sensitive to teachers who violate pedagogical sam-
pling and provide under-informative evidence (Gweon, Pel-
ton, Konopka, & Schulz, 2014). In this study, older children
observed a puppet teacher demonstrate one interesting func-
tion of a toy for a naı̈ve learner. One group of children (Teach
1/1) saw a fully informative teacher, because the toy actually
had just one function. Another group (Teach 1/4) saw the
same teacher who demonstrated the same function, but his
teaching was under-informative because the toy in fact had
three additional functions. Critically, the appearance of the
toy and the teacher’s behaviors were identical across condi-
tions. However, children’s rating for the under-informative
(Teach 1/4) teacher was significantly lower than children’s
rating for the fully informative teacher (Teach 1/1). Thus
these results suggest that by around age 6, children appro-
priately evaluate Jim’s presentation of the fancy new device;
although his demonstration was true of the device, it was in-
complete and misleading.

Prior developmental work on pragmatic implicature sug-
gests that 6- and 7-year-olds can also evaluate Jim’s statement
about treadmills as misleading. However, a number of stud-
ies showed that children under 6 years of age have difficulty
recognizing such pragmatic violations. For instance, young
children consider the sentence “the boy ate some cookies” as
acceptable even when in fact, he ate all the cookies (Noveck,
2001; Papafragou & Musolino, 2003; Huang & Snedeker,
2009; Papafragou, 2006), failing to reject logically true but
pragmatically infelicitous statements that are analogous to
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Jim’s comment about treadmills. More recent studies have
suggested that younger children’s (4- and 5-year-olds) fail-
ures may arise from difficulties aside from a genuine inabil-
ity to draw pragmatic implicature (Barner, Brooks, & Bale,
2011; Skordos & Papafragou, 2014; Katsos & Bishop, 2011).

If the ability to evaluate Jim’s two mistakes - violations
of pedagogical sampling and violations of pragmatic impli-
cature - depends on the same cognitive capacities, we might
expect that children under age 6 would also experience diffi-
culty recognizing differentially evaluating teachers based on
informativeness. In the current study, we investigate young
children’s ability to evaluate under-informative pedagogy, or
“sins of omission”.

In light of this prior work on children’s successes and
failures in pragmatic implicature tasks, we can consider a
few possibilities. First, young children might have no trou-
ble recognizing and evaluating under-informative pedagogy.
Once they expect teachers to engage in pedagogical sampling
and constrain their inferences accordingly (Bonawitz et al.,
2011), the ability to evaluate those who violate this expecta-
tion might come for free. This would suggest little common-
ality between children’s ability to detect under-informative
pedagogy and pragmatically infelicitous utterances.

Second, young children might fail to accurately evalu-
ate sins of omission because they are simply more tolerant
of under-informative pedagogy. Katsos and Bishop (2011)
showed that even though 5- and 6-year-olds fail to reject prag-
matically infelicitous speakers (e.g., “the boy ate some of the
cookies” when he in fact ate all the cookies), they reward
such speakers less than fully informative ones given a 3-point
scale. Thus children who observe under-informative peda-
gogy might feel less inclined to penalize the teacher, even
though they notice the violation of pedagogical sampling.

Finally, we consider the possibility that young children fail
to evaluate under-informative pedagogy because they have
difficulty representing relevant alternative actions; that is, un-
derstanding what else the teacher could have done. A related
body of work comes from recent developmental literature on
children’s sensitivity to under-informative utterances, show-
ing that even 4- and 5-year-olds successfully reject pragmati-
cally infelicitous utterances when the relevant alternatives are
made salient in context (e.g., the speaker says, “only the cat
and the dog are sleeping” rather than “some of the animals are
sleeping” given a picture of a cow, a cat, and a dog sleeping;
Barner et al., 2011, see also Skordos & Papafragou, 2014).
Similarly, in order to recognize sins of omission in pedagog-
ical contexts, young children might require a clear represen-
tation of what the teacher could have shown in addition to his
under-informative demonstration.

In order to explore these hypotheses, we designed a task
in which children observed a fully-informative teacher and
an under-informative teacher and rated them sequentially. In
Experiment 1, we first replicated 6- and 7-year-olds’ ability
to evaluate under-informative teachers (Gweon et al., 2014)
using a novel within-subjects paradigm. In Experiment 2, we

used this task with two separate groups of 4- and 5-year-olds
to see if younger children’s evaluations are affected by order.
If sensitivity to under-informative pedagogy is independent
of the ability to detect other violations of pragmatic implica-
ture, younger children might succeed on this task regardless
of the order. If younger children simply show higher toler-
ance to under-informativeness, children would fail to differ-
entiate the two teachers regardless of the order. However,
if knowing the alternative helps, the order in which children
observed the two teachers would have a significant impact
on children’s performance. That is, children would success-
fully provide lower ratings for the under-informative teacher
if they had seen the fully informative teacher first (because
this would help them represent what the under-informative
teacher could have done), but not when they see the under-
informative teacher first. To further explore the role of con-
trastive alternatives in children’s performance, in Experiment
3 we presented 4-year-olds with a direct contrast between the
two teachers by using a binary choice paradigm.

Experiment 1
In Experiment 1, we used a modified version of Gweon et al.
(2014)’s task to (a) replicate its findings with the same age
group, 6- and 7-year-old children, and (b) test whether there
is an effect of teacher order. This modified version allowed us
to get a pair of ratings from each child, one for a teacher who
commits a sin of omission by demonstrating just one of four
functions of a toy, and another for a teacher who still shows
just one function of a different toy that only has one func-
tion. By presenting the two teachers in different orders, we
asked whether children’s relative ratings of the two teachers
are influenced by the order in which they were presented.

Methods
Subjects Twenty-eight six- and seven-year-olds were re-
cruited from a local museum, MAge(SD): 7.05(.54), range:
6.07 - 7.90, and were randomly assigned to the Teach 1/1
First condition (N = 14) or Teach 1/4 First condition (N =
14). An additional six children were dropped from analysis
due to experimental error (N = 2), failure to report the number
of functions on the toy (N = 2), or failure to rate the Incorrect
Teacher lower than the Correct Teacher (N = 2).

Materials Stimuli were presented as videos on a 13-inch
Macbook Pro using MATLAB and PsychToolBox. Two
custom-made toys, one yellow and one gray, were used in the
videos. The yellow toy had four causal affordances; twist-
ing a purple knob activated a wind-up mechanism, pressing
a yellow button activated LED lights, pressing a green but-
ton activated a spinning light, and pressing an orange button
played music tunes. The gray toy also had four causal affor-
dances; pressing a purple tab made a beeping sound, pressing
a grey tab produced a buzzing sound, pulling down a flap on
one side revealed a hidden mirror, and pulling down a flap on
another side revealed a hidden embroidered duck. Although
both toys had four functions, each toy could be presented as
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a toy with four functions (Four-Function Toy in the Teach
1/4 trial) or presented as if it just had a single function (One-
Function Toy in the Teach 1/1 trial). The type of toy was
counterbalanced throughout; half the children saw the yellow
toy in the Teach 1/1 trial and the gray toy in the Teach 1/4
trial, while the other half saw the reverse. Four hand puppets
were used as the Toy Teachers (Paul and Bill) and Incorrect
and Correct Teachers (Sally and Laura). An Elmo puppet
was used as a naı̈ve learner. Children used a rating scale with
tick marks (0 - 20) and a magnetic marker to evaluate each
teacher. The scale was split into four different colored sec-
tions, and along with faces that varied from frowny to smiley
to serve as anchor points between the sections.

Procedure The procedure was similar to Experiment 1 in
Gweon et al. (2014), except that the stimuli were presented as
videos rather than live action, and that participants observed
and rated two Toy Teachers sequentially. Participants were
tested in a quiet room inside the museum. All participants
received a brief training with the rating scale before the pro-
cedures began. Each child saw two trials, one Teach 1/1 trial,
and one Teach 1/4 trial, in varying orders depending on the
condition. Each trial consisted of three phases: Exploration,
Teaching, and Rating (see Figure 1).

(1) Exploration: Children first watched a video of an adult
exploring the toy. In the Teach 1/1 trial, the adult said,“I won-
der what this toy does!” and discovered one function of the
toy (wind-up mechanism on the yellow toy; beep on the gray
toy), while acknowledging that other parts don’t do anything.
At the end of the video, she exclaimed, ”This toy does one
thing!” In the Teach 1/4 trial, the adult discovered all four
functions of the toy, and said ”This toy does four things!”
1. Children were then asked how many things the toy does.
If the child could not answer or gave an incorrect answer,
the experimenter replayed the video and prompted the child
again. We dropped and replaced children (N = 2) who were
unable to report the correct number of functions after the sec-
ond viewing.

(2) Teaching: Children then watched a video of a Toy
Teacher teaching Elmo about the toy from the Exploration
phase. The Toy Teacher said, “Hi, I’m Paul (Bill), and I know
all about this toy. I’m going to show you how it works!” Crit-
ically, in both the Teach 1/1 and Teach 1/4 trials, children
watched the Toy Teacher demonstrate just one function. Thus
the Toy Teacher was fully informative in the Teach 1/1 trials
and under-informative in the Teach 1/4 trials.

(3) Rating: The experimenter then brought out the scale
and asked the child,“How helpful was Paul (Bill) in teach-
ing Elmo?” The participant indicated his or her response by
placing the marker on the rating scale. Then the same pro-
cedure (Exploration, Teaching and Rating) was repeated with
the other trial. The type of toy and the trial type was counter-
balanced throughout. One toy was always taught by Paul, and

1We ensured that the adults did not deliver any pedagogical cues;
they initially claimed to be naı̈ve about the toy, their utterances were
self-directed, and they never made eye contact with the camera.

the other toy was always taught by Bill. Children in the Teach
1/1 First condition saw the Teach 1/1 trial first and then saw
the Teach 1/4 trial; Children in the Teach 1/4 First condition
saw the reverse order.

After rating Toy Teachers, children watched two more
teacher puppets teach Elmo the names of simple household
objects. The Correct Teacher provided the correct names of
two objects (referring to a stuffed carrot as a ‘carrot’ and a
toy plane as a ‘plane’). The Incorrect Teacher provided the
incorrect names of two different objects (referring to a ball
as a ‘cup’, and a stuffed tiger as ‘cow’). After each teacher
provided names for the objects, the experimenter brought out
the same scale and asked the child to rate the teacher. The
order of the Correct and Incorrect teachers was counterbal-
anced, such that half of the children in both the Teach 1/1
First and Teach 1/4 First conditions first viewed the Correct
teacher first and the other half viewed the Incorrect teacher
first. These additional ratings were collected to identify chil-
dren who did not understand the difference between true and
false information or those who did not yet understand how to
use the rating scale.

Results and Discussion
We first asked whether our results replicated Gweon et al.
(2014) by comparing the average ratings for the Teach 1/1
and Teach 1/4 trials, collapsing across conditions. In line with
previous findings, 6- and 7-year-olds gave a higher rating for
the Toy Teacher in the Teach 1/1 trials than the Teach 1/4
trials (Teach 1/1 vs. Teach 1/4: M(SD) = 15.30(4.73) vs.
8.25(5.77), t(27) = 5.851, p < .001).

To ask whether the order of the Toy Teachers affected
ratings, we performed a 2(Trial: Teach 1/1, Teach 1/4) by
2(Condition: Teach 1/1 First, Teach 1/4 First) mixed ANOVA
with Trial as a within-subjects factor and Condition as a
between-subjects factor. The results revealed a significant ef-
fect of Trial, F(1,26) = 33.013, p < .001, η2

p = .56, no main
effect of Condition, F(1,26) = .294, p= ns, and no interaction
between Condition and Trial, F(1,26) = .036, p = ns.

These results replicate findings from Gweon et al. (2014),
showing that that by age 6, children reliably detect sins of
omission in pedagogical contexts and appropriately evaluate
teachers depending on whether they provided fully informa-
tive or under-informative information.

Experiment 2
In Experiment 2, we ask whether younger children (4- and
5-year-olds) also show the same pattern as older children, or
whether their ratings are influenced by the order in which they
observed and rated different teachers.

Methods
Subjects Thirty-two 5-year-olds (MAge(SD) = 5.45(.30),
range = 5.00-5.95) and thirty-two 4-year-olds (MAge(SD) =
4.51(.30), range = 4.07 - 4.99) were recruited from a local
museum or a University-affiliated nursery school (N=16 in
each condition). Following Gweon et al. (2014), an additional
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Figure 1: Procedures in Exp. 1 & 2 and the rating scale.

22 4-year-olds and 12 5-year-olds were excluded from anal-
ysis because they rated the Incorrect Teacher the same as or
higher than the Correct teacher.

Materials The stimuli were identical as in Exp. 1.

Procedure Five-year-olds were trained on the same 21-
point rating scale as in Experiment 1. Because pilot data sug-
gested that 4-year-olds often get confused during the train-
ing, we removed the smaller tick marks between the main
anchor points that effectively converted the 21-point scale to
a 5-point scale (for 4-year-olds only). These scores were then
converted back to 21 points for comparisons with other data
(mapping from 21- to 5-point scale: 0 to 1, 5 to 2, 10 to 3, 15
to 4, 20 to 5). The procedures were identical.

Results and Discussion

First, we looked at ratings for the Toy Teachers by collapsing
across conditions in each age group. 4-year-olds and 5-year-
olds rated the Toy Teacher higher in the Teach 1/1 trials than
in the Teach 1/4 trials (4-year-olds: Teach 1/1 vs. Teach 1/4:
M(SD) = 16.91(5.37) vs. 12.97(7.81), t(31) = 2.83, p= .007;
5 yr olds: Teach 1/1 vs. Teach 1/4: M(SD) = 15.78(5.26) vs.
12.81(7.57), t(31) = 2.61, p = .014).

For each age group, we asked whether condition (order of
trials) affected children’s ratings. We performed a 2(Trial:
Teach 1/1, Teach 1/4) by 2(Condition: Teach 1/1 First, Teach
1/4 First) mixed ANOVA with Trial as a within-subjects fac-
tor and Condition as a between-subjects factor. For 5-year-
olds, the results revealed a significant effect of Trial, F(1,30)
= 8.41,p = .007, η2

p = .22, no effect of Condition, F(1,30) =
.969, p = ns, and a significant interaction between Condition
and Trial, F(1,30) = 8.231, p = .007, η2

p = .22 . We saw the
same pattern in 4-year-olds, with a significant effect of Trial,
F(1,30) = 9.26, p = .005, η2

p = .24, no effect of Condition,
F(1,30) = .122, p = ns, and a significant interaction between
Condition and Trial, F(1,30) = 4.52, p = .042,η2

p = .13.
Planned comparisons revealed that 5-year-olds in the Teach

1/1 First condition gave higher ratings in the Teach 1/1 trial
than the Teach 1/4 trial (Teach 1/1 vs. Teach 1/4: M(SD) =
16.28(5.94) vs. 10.31(7.33), t(15) = 4.22, p = .001). How-
ever, 5-year-olds in the Teach 1/4 First condition failed to
show this distinction (Teach 1/1 vs. Teach 1/4: M(SD) =
15.28(4.62) vs. 15.25(7.19), t(15) = .021, p = ns). Simi-

larly, 4-year-olds in the Teach 1/1 First condition gave higher
ratings in the Teach 1/1 trials than Teach 1/4 trials (Teach
1/1 vs. Teach 1/4: M(SD) = 17.94(5.21) vs. 11.25(8.27),
t(15) = 3.14, p = .007), whereas 4-year-olds in the Teach 1/4
First condition did not show this pattern (Teach 1/1 vs. Teach
1/4: 15.88(5.50) vs. 14.69(7.18), t(15) = .81, p = ns).

Finally, we compared the ratings between Teach 1/1 and
Teach 1/4 teachers using just the first trials, as if the children
were run in the original single-trial paradigm used in Gweon
et al. (2014). For both 4-year-olds and 5-year-olds, we did not
see a significant difference in children’s ratings for fully vs.
under-informative teachers (4-year-olds: Teach 1/1 vs. Teach
1/4: M(SD) = 17.94(5.21) vs. 14.69(7.18), t(27) = 1.47, p =
ns, 5 yr olds: Teach 1/1 vs. Teach 1/4 : M(SD) = 16.28(5.94)
vs. 15.25(7.19), t(28) = .44, p = ns).

These results suggest that 4- and 5-year-olds’ ratings were
highly influenced by the order in which they saw differ-
ent trials. When children first saw a fully-informative Toy
Teacher, children were able to give a lower rating for the
under-informative Toy Teacher, but those who saw the reverse
order failed to penalize the under-informative Toy Teacher.

One possible interpretation is that the results reflect a sim-
ple bias to provide a generous rating for anyone they evaluate
first. If the baseline rating is higher in younger children, then
even though they understood that the Teach 1/1 teacher was
better than the Teach 1/4 teacher, they might have been un-
able to rate him higher simply because they had first given a
very generous rating to the Teach 1/4 teacher. If this is the
case, then children might be willing to provide a high rating
even for a teacher who provides obviously false information.
While unlikely, we addressed this alternative with an inde-
pendent group of 4- and 5-year-olds (MAge(SD) = 5.22(.52),
range = 4.37 - 5.97) and asked children to rate a teacher who
provided false information (Incorrect Teacher). We compared
the average rating for this Incorrect Teacher to the average rat-
ing for the Teach 1/4 Toy Teacher in the Teach 1/4 First con-
dition. Children who rated the Incorrect Teacher first gave a
significantly lower rating compared to the children who rated
the 1/4 Toy Teacher first (Incorrect vs. Teach 1/4: M(SD) =
9.58(8.38) vs. 16.62(6.39), t(17) = 2.56, p = .02). Further-
more, while 3 of 12 children gave the highest possible rating
to the Incorrect Teacher, 17 out of 24 children in the com-
bined 4- and 5-year-old group gave the highest rating for the
Teach 1/4 Teacher (Fisher’s exact, p = .01)2.

These results suggest that the younger children were an-
chored well on the scale, and the failure to distinguish fully
informative and under-informative teachers in the Teach 1/4
First group was not due to a higher baseline rating. Children
were able to appropriately penalize teachers who provided
false information, but they struggled to penalize those who
provided incomplete information.

2There were no differences between ratings to the Incorrect
Teacher when the child saw this teacher first or when observed in
the Teach 1/4 First condition, p = .196.
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Figure 2: Results from Exp. 1 & 2 (***p < 0.001, **p <
0.01, *p < 0.05).

Experiment 3
Results from Experiment 2 suggest that although four- and
five-year-olds appropriately evaluate sins of omission if, and
only if, they saw the fully informative teacher first, and that
this limitation is not due to a high baseline rating. More-
over, the data were inconsistent with the possibility that chil-
dren’s difficulty arise from their higher tolerance for under-
informativeness; if this were true, children’s ratings for the
under-informative teacher would not have been affected by
order. Our data are more consistent with the possibility that
young children successfully evaluate under-informative peda-
gogy when the alternatives are made clear in the context (i.e.,
having seen a teacher who provides fully informative demon-
stration). In Experiment 3, we test this hypothesis with a
more specific prediction. If alternatives matter, then present-
ing young children with binary choice between the teachers
should also lead to success; watching two teachers back-to-
back should create a clear contextual contrast, and children
should succeed regardless of the teacher order.

Methods

Subjects Twenty-three 4-year-olds were recruited from a
University-affiliated nursery school, MAge(SD) = 4.45 (.26),
range: 4.00 - 4.97.

Materials Stimuli were identical as in Exp. 1 & 2.

Procedure Procedures were similar to Exp. 1 & 2, except
that instead of rating after each trial, children first watched
both trials (Teach 1/1 and Teach 1/4, order counterbalanced)
and were asked to choose between the two teachers. The ex-
perimenter placed the actual Toy Teacher puppets on the ta-
ble, equidistant from the child, and asked: “Who did a better
job of teaching Elmo? Paul, or Bill?” Children indicated their
choice by pointing, touching, saying the puppet’s name.

Results and Discussion

Children showed a clear preference for the Teach 1/1 teacher
over the Teach 1/4 teacher (17 of 23; p = .035, by binomial
test). Thus given a clear contrast between fully vs. under-
informative teachers (i.e., having seen both teachers back-to-
back), even four-year-olds reliably chose teachers who pro-
vide complete information.

General Discussion
Across three experiments, our results show 4- and 5-year-
olds’ limited success in evaluating under-informative ped-
agogy. More specifically, children successfully evaluated
under-informative teachers only if they had seen the fully-
informative teacher first. These results are in stark contrast
with older children’s success (age 6 - 7) who reliably distin-
guished the two teachers regardless of order. However, given
a clear contrast between the two teachers, even 4-year-olds
showed a robust success in distinguishing the two.

These results are most consistent with the hypothesis that
children’s judgments of sins of omission are affected by the
availability of alternatives (i.e., what the teacher could have
shown), and suggests that the same constraints might under-
lie children’s failures in evaluating violations of pragmatic
implicature and their failures in evaluating under-informative
teachers. Barner et al. (2011) suggests that children have dif-
ficulty with scalar implicature tasks because they do not know
that the word all is an alternative to the word some; they can-
not represent that the speaker could have said “all of the ani-
mals are sleeping” to describe a picture in which three of three
animals are sleeping. Thus children even fail to reject false
sentences like “only some of the animals are sleeping”. How-
ever, when an equivalent sentence allows the relevant scale to
be constructed from the contextual information, children re-
ject the sentence “only the dog and the cat are sleeping”. Sim-
ilarly, our results suggest that seeing a teacher who provides
a fully informative demonstration establishes a contrast that
facilitates evaluation of the under-informative teacher; seeing
the Teach 1/1 teacher first allows children to understand what
the Teach 1/4 teacher could have done, making it easier for
children to penalize him for his “sin of omission”.

Our results also suggest that young children are not sim-
ply more tolerant of under-informativeness. Recent data sug-
gest that 5- and 6-year-olds fail to reject under-informative
utterances but appropriately reward under-informative speak-
ers less than fully-informative ones (Katsos & Bishop, 2011),
suggesting that the gradedness of the measure could mask
children’s performance. However, high tolerance of prag-
matic infelicity alone cannot account for our data. If children
were simply generous with pragmatic violations, younger
children should have shown similar ratings for the under-
informative teacher regardless of the order. Furthermore, we
would have seen a linear increase with age in the difference
between Teach 1/1 and Teach 1/4 ratings. These patterns were
not clear in our data. However, our data do not conclusively
rule out the possibility that a reluctance to reject or penalize
others might further complicate their ability to detect sins of
omission (as well as other violations of pragmatic implica-
tures), and further studies should study the role of different
factors that contribute to children’s failure in both domains.

Why are alternatives important in interpreting others’ ac-
tions? Although some of our goal-directed actions are ex-
ecuted in well-established patterns, there are often many de-
grees of freedom in how we behave in the world. For instance,
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a teacher might be not very helpful because he didn’t know
much, his voice is too soft, or because he demonstrates things
too quickly. In the context of our experiment, young children
might have trouble understanding that the completeness of his
demonstration is the relevant dimension for evaluation; how-
ever, upon observing someone who provides full information
about a toy, children might understand that informativeness,
or completeness, is the dimension on which they should eval-
uate the teacher. Thus one interesting prediction is that the
type of alternatives matter; for instance, even though it is
still a “good” teacher, seeing a teacher who was simply cor-
rect about a toy’s function should not help children evaluate
under-informative teacher (see also Skordos & Papafragou,
2014, for related data on scalar implicature). Testing this pre-
diction will further clarify the role of contrastive context and
alternative representations in children’s social evaluations.

Relatedly, results from Exp. 3 suggest that even 4-year-
olds can encode and retain the teachers’ actions regardless of
the order; given binary choice, children showed a robust pref-
erence for the more informative teacher. Therefore, the role
of alternatives (i.e., seeing the Teach 1/1 teacher first) seems
to be in interpreting observed actions of others, rather than in
deciding what to attend to or what to remember. This points
to a possible importance of Theory of Mind – the ability to ex-
plain and predict others’ actions in terms of their unobserv-
able mental states – in our ability to generate and represent
alternatives actions of others. Indeed, a key factor in the abil-
ity to compute scalar implicature is lexical knowledge (e.g.,
Barner et al., 2011), and similarly, knowledge of available
action repertoires would be important for interpreting oth-
ers’ actions. However, the ability to represent an unobserv-
able state of the world or another person’s mind might also
be a key factor in understanding our pragmatic competence
(Foppolo, Guasti, & Chierchia, 2012), and we look forward
to future work that directly investigates this link.

In the current study, we modified our previous single-trial
task (Gweon et al., 2014) to specifically test the hypothesis
that accessing alternatives is requisite to younger children’s
appropriate evaluations of under-informative demonstrations.
In the absence of this prediction, one could have easily used a
between-subject paradigm to test this younger population and
concluded that 4- and 5-year-olds “do not yet recognize sins
of omission”. We were able to detect this competence only by
asking children to evaluate both teachers. Our findings high-
light the importance of carefully considering the limitations
of experimental designs particularly when drawing conclu-
sions about developmental trajectory.

Even from early in life, humans constantly communicate
with, and learn from, each other. Even though the format
of information and the modalities by which we communicate
might vary across contexts, we are always tuned to others’ in-
tentions and knowledge, and we attempt to infer what others
mean by going beyond the evidence. From this perspective,
violations of pedagogical sampling and violations of scalar
implicature are both failures to conform to Grice’s coopera-

tive principle (Grice, 1975). The current study provides an
important empirical link between some of the most distinc-
tively human behaviors: teaching and communication.
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Abstract 

This paper reports a construction of typologies of players 
based on their strategic reasoning in turn-taking games. 
Classifications have been done based on latent class analysis 
and according to different orders of theory of mind, and 
exploratory validations have been provided for the resulting 
classifications. Finally, interaction of the typologies described 
by these classifications is discussed towards achieving a 
common perspective of typologies of players originating from 
various aspects of strategic thinking.  

Keywords: social cognition; higher-order theory of mind; 
strategic games; turn-taking games 

Introduction 
Theory of mind (ToM) is the ability to attribute beliefs, 
desires, and intentions to other people, in order to explain, 
predict and influence their behavior. Even though ToM has 
been widely studied in the cognitive sciences, relatively 
little research has concentrated on people’s reasoning about 
their opponents in turn-taking games. We speak of zero-
order reasoning in ToM when a person reasons about world 
facts, as in “Anwesha wrote a novel under pseudonym”. In 
first-order ToM reasoning, a person attributes a simple 
belief, desire, or intention to someone else, for example in 
“Khyati knows that Anwesha wrote a novel under 
pseudonym”. Finally, in second-order ToM reasoning, 
people attribute to others mental states about mental states, 
as in “Khyati knows that Soumya thinks that Anwesha did 
not write a novel under pseudonym”.  

One way of studying the cognitive basis of ToM in a 
controlled experimental setting is the use of turn-taking 
games. By investigating the underlying strategies used 
during these games, one can shed light upon the underlying 
cognitive processes involved—including ToM reasoning. In 
recent times, higher-order theory of mind has been the 
central focus of a lot of research papers that are based on 
experiments with games (see, for example, Camerer, 2003). 
Higher-order ToM reasoning also became an attractive topic 

for logical analysis. These logical investigations often take 
recourse to game theory (Osborne and Rubinstein, 1994). In 
recent years, game-theoretic experiments have formed the 
backbone of research in behavioral game theory. In general, 
experimental studies are essential in studying social 
phenomena that govern and are governed by individual or 
collective human behavior.  

The main focus of the current paper is to investigate 
which rules govern human strategic thinking, in order to 
develop a typology of players based on their cognitive 
strategies. This paper is based on experimental studies using 
turn-taking games. Such games are ubiquitous in our daily 
life – debates and deliberations, negotiations, coalition 
formation, and others. The marble drop games that we use, 
which are game-theoretic equivalents to Hedden and 
Zhang’s (2002) ‘matrix games’, have been designed by 
Meijering. They are so-called perfect information games, in 
contrast with games like poker and bridge, in which players 
cannot see the others’ cards (Osborne and Rubinstein, 
1994). Such marble drop games have been used extensively 
to study various cognitive phenomena, especially those 
involving higher-order theory of mind (Meijering, van Rijn, 
Taatgen & Verbrugge, 2012; Ghosh, Meijering & 
Verbrugge, 2014; Meijering, Taatgen, van Rijn & 
Verbrugge, 2014). However, as far as we know, studies on 
the underlying typology of players in turn-taking games are 
very scarce. The questions arise like what kind of typology 
of players we are looking for and how a typology could be 
beneficial in studying the cognitive phenomena involved in 
playing turn-taking games. The idea is to come up with a list 
of basic properties or concepts that differentiate human 
strategic reasoners in terms of their reasoning approaches. 
People’s approaches depend, among other factors, on the 
attributes that they assign to their opponents. Therefore, 
participants’ analysis of their opponent’s approach becomes 
an important factor in formulating the properties that we can 
apply in a useful typology, and thus ToM provides an 
essential concept for study in these cases. 
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In the literature on behavioral game theory, there is a 
natural tendency to analyze mostly the choices made by 
players at different turns of the game, thereby ignoring the 
data on how much time they have taken to make that choice, 
namely, the ‘response time’ data. Rubinstein (2014) does 
argue for the importance of response times and takes that 
data into account while discussing a typology of players in 
different games. Also, he discusses typologies that are 
beyond the traditional psychometric typologies originating 
from ‘type theory’ and ‘trait theory’ (Bateman, Lowenhaupt 
& Nacke, 2011). Rubinstein views the analysis from a 
game-theoretic point of view and therefore the use of robust 
statistical methods comes into the picture only for the sake 
of validating the game-theoretic implications. The current 
paper, in contrast, looks at an experiment from a statistical 
angle as well as from the viewpoint of theory of mind. 
Instead of defining typologies on the basis of game-theoretic 
approaches, we will consider the data and use statistical 
analysis to develop a new kind of domain-specific typology. 
Furthermore, to cross-validate the plausibility of the 
developed typology, the interplay of the developed typology 
with various degrees of rationality arising from theory of 
mind (namely zero-order, first-order and second-order 
theory of mind) will also be investigated. Thus, the focus of 
this paper is two-fold: to study the typology of players from 
the domain-specific viewpoint and to connect the gap 
between discretely originated player types. Finally, the 
study of such a typology of players helps to explain the 
differences between people’s cognitive attitudes when 
reasoning strategically and to better understand people’s 
possible behaviors in interactive situations. This in turn 
helps in deciding the controlling factors of people’s strategic 
reasoning processes, which can be used for modeling 
purposes in various disciplines, for example, economics, 
artificial intelligence, logic, and linguistics, where formal, 
behavioral and algorithmic studies of social phenomena are 
taken up. In this paper, the subsequent sections will focus on 
the structure of the experiment and associated data, 
classification based on latent class analysis, classification 
based on theory of mind, and the interaction of these two 
classifications for the purpose of exploratory validation. The 
Discussion presents conclusions and future directions.  

Methods and Data 
We provide a brief summary of the experimental games and 
the experimental procedure underlying the current work. 
The experiment was conducted at the Institute of Artificial 
Intelligence (ALICE) at the University of Groningen, The 
Netherlands. The games that were used in the experiment 
are given in Figures 1 and 2. In these two-player games, the 
players play alternately, therefore they are called turn-taking 
games. Let C denote the computer and P the participant. In 
the first four games (Figure 1), the computer plays first, 
followed by the participant. The players control two 
decision nodes each. In the last two games (Figure 2), which 
are truncated versions of two of the games of Figure 1, the 
participant moves first. 

 

 

 
 

Figure 1: Structures of the games 1, 2, 3, and 4.  
The computer (C) plays first. The ordered pairs at the 

leaves represent pay-offs for the computer (C) and the 
participant (P), respectively. 

 

 
 

Figure 2: Structures of the truncated games 1’and 3’. 
The participant (P) plays first. 

 
Before going any further, let us first explain two relevant 

ways of playing these games as prescribed by game theory– 
the backward induction (BI) procedure (Osborne & 
Rubinstein, 1994) and the extensive form rationalizability 
(EFR) concept (Pearce, 1984). See (Ghosh, Heifetz & 
Verbrugge, 2015) for a precise game-theoretical explanation 
of BI and EFR reasoning for the six experimental games 
presented in Figures 1 and 2. Informally, EFR takes into 
account an opponent’s past moves in order to assess that 
opponent’s future behavior, whereas BI only considers the 
opponent’s future choices and beliefs, and ignores the 
opponent’s past choices (“let bygones be bygones”). The 
question here is how the participant would play if her first 
decision node was reached; in games 1, 2, 3, 4, reaching the 
first P-node would already indicate that the opponent C had 
not opted for its rational decision, namely to go down 
immediately. Would the participant’s (P’s) decision depend 
on her opponent’s previous choice? Here, she would have to 
choose between continuing the game (by moving to the 
right, action d) and opting out (by moving down, action c). 

According to the EFR concept, the expected behavior of 
the players would be as follows: d (instead of c) would be 
played more often in game 3 than in game 4, more often in 
game 1 than in game 2, more often in game 1 than in game 
1’, and more often in game 3 than in game 3’. The reason 
for taking EFR as our predictive concept rather than the 
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more popular BI concept is the fact that there have been a 
lot experimental validations (for example, Rosenthal, 1981) 
that show that people do not follow BI behavior in such 
turn-taking games of perfect information.  

A group of 50 Bachelor and Master's students from 
different disciplines at the University of Groningen took 
part in the experiment. The participants played finite 
perfect-information games that were game-theoretically 
equivalent to the games depicted in Figures 1 and 2. 
However, the presentation was made such that participants 
were able to understand the games quickly, see Figure 3. In 
each game, a marble was about to drop. Both the participant 
and the computer determined its path by controlling the 
trapdoors: The participant controlled the orange trapdoors, 
and the computer the blue ones. The participant’s goal was 
that the marble should drop into the bin with as many 
orange marbles as possible. The computer’s goal was that 
the marble should drop into the bin with as many blue 
marbles as possible. In Figure 3, corresponding to game 1 of 
Figure 1, if the computer uses BI, it opens the top left blue 
trapdoor, leading to 3 blue marbles (its rational choice for 
this game). For, if the computer had opened the right blue 
trapdoor, the participant (also applying BI) would then have 
opened the right orange trapdoor to obtain 2 orange marbles, 
because had he opened the left orange trapdoor, the 
computer at its next move would have opened the left blue 
trapdoor, leaving the participant with 0 marbles; the 
computer would have done this, because otherwise at his 
bottom-most orange trapdoor, the participant would open 
the left orange trapdoor to attain 3 orange marbles, leading 
to no marbles for the computer.  

In the experiment, however, the computer often makes an 
apparently irrational first choice, operationalized as follows. 
For each game item, the computer opponent had been 
programmed to play according to plans that were best 
responses to some plan of the participant. This was told to 
the participants in order to bring them all on a uniform level 
with respect to pre-knowledge of the game and to ensure 
that their behavior is independent of their exposure to 
computer games in personal life. In fact, each participant at 
first played 14 practice games with which they got a feel of 
the games before the start of the experiment. In the actual 
experiment, they played 48 games divided in 8 rounds, each 
comprised of 6 different game structures that were described 
above (see Figures 1 and 2). Different graphical 
representations of the same game were used in different 
rounds. A break of 5 minutes was given after the participant 
finished playing 4 rounds of the experimental games. At 
some points during the experimental phase, the participants 
were asked a multiple-choice question, as follows: 
 

“When you made your initial choice, what did you think the 
computer was about to do next?” 
 
Three options were given to the participants, regarding what 
they thought to be the likely next choice of the computer: 

 

- I thought the computer would most likely play e. 
- I thought the computer would most likely play f. 
- Neither of the above. 
In addition to the basic information on age, gender and 
departmental affiliation of the participants, for each game, 
for each round of the game, we collected the following data: 
- Participant’s decision at his/her first decision node, if the 
node was reached. In particular, whether move c or d had 
been played (cf. Figures 1 and 2);	  
- Participant’s decision at his/her second decision node, if 
the node was reached. In particular, whether move g or h 
had been played (cf. Figures 1 and 2). 
Moreover, for each participant, we collected the following 
data: 
- Participant's answer to the above-mentioned multiple-
choice question at the end of the rounds in which it was 
asked. In particular, whether the answer was e or f or 
undecided was noted. 
- Answering Time: Time taken by the participant in giving 
the answer, i.e. the time between the moment the question 
appeared on the screen and the moment he/she clicked on 
his/her choice of answer. 
 
Ghosh, Heifetz and Verbrugge (2015) show that overall, 
participants do pertain to EFR behavior in many of the 
games, even though in some cases there can be more 
mundane explanations for their choices. In the current 
paper, we try to get a more precise sense of how participants 
are reasoning, by distinguishing several types of players. 
 

 
 

Figure 3: Graphical interface of an example game item. 
 

Results: Latent Class Analysis 
Latent class analysis (LCA) is a statistical method that can 
be applied to classify binary, discrete or continuous data in a 
manner that does not assign subjects to classes absolutely, 
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but with a certain probability of membership for each class 
(Goodman, 1974). LCA can be used to explore how 
participants can best be distinguished according to reasoning 
strategies, in cases where no fixed set of reasoning strategies 
has been defined in advance. Raijmakers, Mandell, van Es 
and Counihan (2014) have profitably applied LCA to the 
analysis of children’s reasoning strategies in turn-taking 
games. For the current experiment, the participants were 
categorized into certain classes based on their choices, c or 
d, at the first decision node in the game items corresponding 
to games 1, 2, 3 and 4 of Figure 1. The LCA was performed 
using the statistical software R, with 25 estimated 
parameters and 25 residual degrees of freedom. 

The data for 50 participants were separated into two sets: 
the set containing the first three rounds and the set 
containing the last three rounds for each game; in each of 
the six rounds, the first decision node of a participant was 
reached. The participants were classified into two groups 
based on their behavior in each set of three rounds. Figures 
4.1 and 4.2 show the graphs depicting their choices of ‘c’ in 
each of the rounds in each of the games (gij denotes 
behavior at the jth round of the ith game). 

 

 
 

Figure 4.1: Graphical representation of LCA for the set 
containing the first three rounds for each game. 

 

 
 

Figure 4.2: Graphical representation of LCA for the set 
containing the last three rounds for each game. The different 
predicted groups are denoted by different colors in Figures 

4.1 and 4.2. Evidently, group 1 behaved in an expected 
fashion (akin to EFR behavior) in both cases, compared to 
the more random behavior of the other group. Considering 
group 1 for both sets of rounds, 24 common participants 
were noted down, who were predicted to behave in an 
expected fashion in all the rounds. The groups that resulted 
from the latent class analysis are as follows: 

 
a) Group 1: Playing in an expected fashion in both the 

initial three rounds and the later three rounds; there 
were 24 such players. 

b) Group 2: Not playing in an expected fashion in the 
initial three rounds but playing in an expected 
fashion in the later three rounds; there were 9 such 
players. 

c) Group 3: Playing in an expected fashion in the initial 
three rounds but not playing in an expected fashion 
in the later three rounds; there were 7 such players. 

d) Group 4: Not playing in an expected fashion in either 
the earlier or the later set of three rounds; there were 
10 such players. 

 

Statistical Typologies  
On the basis of the above analysis, we propose the 
following statistically developed typology of players: 

 
1) Expected: the 24 players who belong to group 1 

above; 
2) Learner: the 9 players from group 2 above; 
3) Random: the 17 players from groups 3 and 4 

combined. 
 

For further statistical validations of the proposed typologies, 
we tested a number of hypotheses using standard statistical 
methods. One such hypothesis is to check whether the 
answering time is more in case of expected players than 
random players. The intuition behind this hypothesis is that 
a person who is playing in an expected fashion or learning 
to do so is bound to answer more “sensibly” and therefore 
would pay greater attention in choosing a correct option 
than a person who is playing less sensibly (random), cf. 
Rubinstein (2014). This hypothesis was tested twice using 
two sample t-test for difference of means, firstly Expected 
versus Random and secondly Expected+Learner versus 
Random. In both cases, our null hypothesis of equality of 
means was rejected at 5% level of significance (p-values 
0.02 and 0.04, respectively). Hence, we may regard that the 
Expected and Learner players took more time in answering 
than the players termed as Random. 

As a conclusion of the above analysis, we can regard 
that statistically developed typologies proposed above are 
robust at 5% level of significance. 
 
Further Exploratory Validations 
Each participant was asked the multiple-choice question 
about the most likely behavior of the computer opponent a 
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number of times (see the Methods section). We noted 
whether their answers were correct (that is, whether the 
answers corresponded with their actions before), 
corresponding to each round at which they were asked the 
question. Table 2 shows the exploratory results. The table 
justifies the way these groups were considered, since the 
number of wrong answers per player for the different groups 
hints at the fact that random moves led to more mistakes in 
answering the multiple-choice question. 

 
Table 2: Table of summary for the wrong answers according 

to the latent class analysis 

 

Results: Theory of Mind Study 
 

At the completion of the game-theoretic experiment, each 
participant was asked to answer the following final 
question: 

“When you made your choices in these games, what did 
you think about the ways the computer would move when it 
was about to play next?” 
The participant needed to describe in his or her own words, 
the plan he or she thought was followed by the computer on 
its next move after the participant’s initial choice. Based on 
their answer, 48 players were classified into three types 
according to the order of theory of mind exhibited in their 
answer to the final question. These were the types: 
 

a) Zero-order players, who did not mention mental 
states in their answer; there were 5 such players. 

b) First-order players, who presented first-order 
theory of mind in their answer; there were 27 such 
players; 

c) Second-order players, who presented second-order 
theory of mind in their answer; there were 16 such 
players. 
 

This classification, as mentioned above, was done by 
manual scrutiny of each answer. Typical answers from each 
group are as follows: 
 

a) Zero-order answers: “It would repeat its former 
choice in the same situation.” 

b) First-order answers: “I thought the computer took 
the option with the highest expected value. So if on 
one side you had a 4 blue + 1 blue marble and on 
the other side 2 blue marbles he would take the 
option 4+1=2.5.” 

c) Second-order answers: “...I thought the computer 
anticipated that I (his opponent) would go for the 
bin with the most orange marbles in his decision to 
open doors. This could lead to him getting less 
marbles than ‘expected’ because I would choose a 
safe option (3 marbles) over a chance between 4 
marbles or 1 (depending on the computer’s 
doors).” 

Statistical Validation 
Based on the above three types of players (i.e. zero-order, 
first-order, and second-order players), we set up different 
hypotheses. Intuitively, one can expect that the players 
adopting second-order theory of mind would take maximum 
time to make a decision at the first decision node in 
comparison to players adopting first-order theory of mind 
and that people adopting zero-order theory of mind would 
take the least time among all three classes. This fact was 
validated statistically by performing difference of means test 
on the response time data of the first decision node for the 
three classes. We tested the hypotheses at 5% level of 
significance. 

Combining the results, we found that µs > µf > µz for first 
decision time. Here, µs stands for the mean first decision 
time of second-order players, µf and µz denotes the same for 
the first-order and zero-order players, respectively.  
Reviewing the results obtained, we can conclude that 
typologies based on theory of mind are statistically valid 
and robust at 5% level of significance. 
 
Further Exploratory Validations 
As mentioned earlier, the computer had been programmed 
to play according to plans that were best responses to some 
plan of the participant and due to the instructions, this was 
common knowledge available to each participant. Hence we 
may regard second-order players to be the ‘best’ players in 
terms of game-theoretically rational thinking. If so, then the 
corresponding strategies of these players should be nearly 
perfect. Intuitively, we will have the least number of players 
from the second-order group committing a mistake while 
answering the final question regarding their belief 
corresponding to the computer’s future move. This fact is 
validated in the following Table. 
 
Table 3: Summary statistics of the wrong answers according 

to ToM classifications of the players 

Group Number 
of 

participants 

Total 
number 
of wrong 
answers 

Number of 
persons who gave 
all correct answers 

1 24 28 7 
2 9 17 3 
3 7 34 0 
4 10 17 3 

Player type in 
terms of order 
of theory of 

mind 

Number of 
participants 

falling in 
that group 

Number of 
persons who 
gave wrong 
answers at 
some stage 

Percentage 

Zero-order 5 5 100% 
First-order 27 21 77% 
Second-order 16 9 56% 
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Discussion and Conclusion 
 
In general, game-theoretic considerations lead to formation 
of typologies of players, which in turn can be validated 
statistically (cf. Rubinstein, 2014). Another approach to 
analyze a game-theoretic experiment is to identify it with a 
suitable logical system that expresses the experiment, 
followed by the construction of a computational cognitive 
model (cf. Ghosh, Meijering & Verbrugge, 2014).  

In this paper, we follow a different method. We analyze 
an experiment about participants’ behavior in a turn-taking 
game without going into the specifications of a game-
theoretic model. Our aim is to develop robust domain-
specific typologies of players. First, we classified the 
players by the probabilistic method of Latent Class 
Analysis, which is robust by construction. Furthermore, we 
used statistical techniques to validate the intuition behind 
those typologies. Secondly, we classified the players 
according to the order of theory of mind (ToM) they 
displayed; again, no game-theoretic considerations were 
taken into account. Once more, we validated the intuitions 
statistically.  

What remains to be done is to check the interaction of 
the two typologies that were independently constructed. We 
find that 69% of the ‘Second-order’ players fall into the 
category of ‘Expected and Learner’ players. This validates 
our intuition that ideally the set of ‘Second-order’ players 
and the set of ‘Expected and Learner’ players should not 
only have a non-empty intersection, but that the two sets 
should have quite an extensive section of players in 
common. We now aim to develop typologies that use the 
data on players’ second decision times for validation 
purposes. One such typology would classify players into 
risk-taker versus risk-averse ones; another possible typology 
would distinguish competitive versus co-operative players. 
We also intend to design similar experiments to study 
various other possible typologies (for example, instinctive 
versus contemplative reasoners) and their interactions. The 
goal would be to build up a common perspective of 
typologies of players originating from various aspects of 
human strategic thinking.  
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Abstract 

In a series of two experiments we investigated the influence 
of an allocentric and egocentric perspective on landmark-
based wayfinding and finding the according return path. 
Participants had to learn a route consisting of twelve 
intersections with four different verbal landmarks at each 
intersection. They were asked to memorize at least one of the 
landmarks for providing a route description after the learning 
phase, either in the learning direction (initial path) or in the 
opposite direction (return path). In the allocentric experiment, 
a clear preference and higher performance was demonstrated 
for landmarks located at the position before the intersection 
and in the direction of turn, while in the egocentric 
perspective landmarks in the direction of turn were better 
remembered and used more frequently, independent of the 
position before or behind the intersection. These results will 
be discussed with respect to current research on structural 
salience in landmark-based wayfinding. 

Keywords: spatial cognition; return path; structural salience; 
landmarks; allocentric perspective; egocentric perspective 

Introduction 

At the past two CogSci conferences we introduced ideas 

and empirical research on finding a return path (Hamburger, 

Dienelt, Strickrodt, & Röser, 2013; Hinterecker, Strickrodt, 

Röser, & Hamburger, 2014). Now, we want to focus on a 

new aspect: the perspective of the wayfinder, allocentric 

versus egocentric. 

Let us start with an example from the fiction literature 

(Inheritance) as a very good everyday example: 

 

“Which path should we pick?” asked 

Wyrden. “Isn’t it obvious?” asked the 

herbalist. “The left one. It’s always the left 

one.” […] Eragon could not help himself. 

“Left according to which direction? If you 

were starting from the other side, left–“ “Left 

would be right and right would be left, yes, 

yes,” said the herbalist. Her eyes narrowed. 

“Sometimes you are too clever for your own 

good, …” (Paolini, 2011; p. 338) 

 

If we take this example of a perspective change seriously, 

which we should, as we need to find our ways each and 

every day of our life, we need to think about wayfinding 

strategies and how people manage to avoid getting lost (e.g., 

Dudchenko, 2010). Finding back to the point of departure is 

a typical wayfinding problem. Humans, like many animals, 

show capabilities such as path integration (e.g., Mallot, 

2012; Wiener, Berthoz, & Wolbers, 2011) and finding 

shortcuts (e.g., Golledge, 1997, 1999). However, imagine 

being in an unknown city. You walk from the train station to 

the university, where you are about to give a presentation. 

After your presentation you need to go back to the train 

station in order to catch your train. You are in a hurry. What 

are you going to do? Reproducing the initial path should be 

the perceptually and cognitively easiest solution in this case 

(and most promising with respect to avoid getting lost). 

Golledge (1995) stated the following: "… a pure retrace 

strategy may have been used, thus precluding any ´longest 

leg first´ strategies […] indicate that exact route retracing 

was a possible option as a route selection strategy." (p. 18). 

The general literature on landmark-based wayfinding 

provides different approaches to landmark salience, i.e. the 

importance of an object at certain locations in order to aid 

successful navigation (e.g., Lynch, 1960; Presson & 

Montello, 1988; Raubal & Winter, 2002). The majority of 

landmark models define landmark salience as inherent 

features of an object or intersection (e.g., Sorrows & Hirtle, 

1999). In contrast Caduff and Timpf (2008) focus on the 

observer with her cognitive abilities and limitations in order 

to provide a more observer-based landmark salience 

approach. 

A central concept in all these models is the position of a 

landmark at an intersection (e.g., Klippel & Winter, 2005; 

Raubal & Winter, 2002; Röser, Hamburger, Krumnack, & 

Knauff, in revision). The ideal position at a four-way 

intersection is the position before the intersection in the 

direction of turn (position D in Figure 1; Röser, Hamburger, 

Krumnack, & Knauff, 2012). This position preference is 

dependent on the observer’s perspective (allo- vs. 

egocentric) and on their viewing point (Röser et al., in 

revision). In the literature, many researchers differentiate 

between an egocentric (self-to-object) and allocentric 

(object-to-object) perspective (Bryant, 1997; Coluccia, 

Mammarella, De Beni, Ittyerah, & Cornoldi, 2007; Klatzky, 

1998; Nadel & Hardt, 2004). 

We here define allocentric as a birds-eye or map 

perspective, so that the information is seen from above 

(survey information) and has the same visibility for all parts 

of an intersection. Egocentric is here defined as the body-

centered view of the participant standing in the 

environment, including different visibilities at an 
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intersection (e.g., Winter, 2003; Röser et al., in revision; see 

Figure 1). 

 

 

Figure 1: Visibility from two different positions: 

initial path (left) and return path (right). X = position 

of individual;  = walking direction. In the 

allocentric perspective each position is equally 

visible for both directions, unlike in the egocentric 

perspective. The small images on the bottom 

visualize the different points of view in the 

egocentric perspective. (image taken from 

Hamburger et al., 2013; p. 540) 

 

In the current study the task will be to gather empirical 

evidence for the ideal landmark position for providing a 

route description in the different conditions: allocentric and 

egocentric in combination with initial path and return path. 

This will be systematically investigated in two experiments 

with an allocentric and egocentric perspective, which results 

in the following three hypotheses: 

Hypothesis 1: Describing the initial path will result in 

higher landmark accuracy than describing the return path. 

Hypothesis 2: The position preference depends on the 

wayfinder’s task (describing initial vs. return path). 

Hypothesis 3: The described landmark positions differ 

between allocentric and egocentric perspective. 

Experiment 1 – Initial and return path 

allocentric perspective 

Method 

Participants 

A total of 127 individuals (79♀, 44♂, four did not provide 

gender information) participated in the online-experiment. 

They were recruited via an email distributed among all 

students of the Justus Liebig University Giessen. The mean 

age was 23.96 years (range = 18–46). Sixty-seven percent 

(85 participants) indicated to have a high-school diploma or 

similar, while 15 participants already had a Bachelor’s and 

eight a Master’s degree. For the analysis a total of 62 could 

be included, since the others dropped out during the 

experiment and did not complete it. The remaining sample 

consisted of 44♀ and 18♂ with a mean age of 23.61 (range 

= 18–32). The percentage of high-school diploma or similar 

increased to 74%, while six had a Bachelor’s and four a 

Master’s degree. All participants provided informed consent 

and participation was voluntary. 

Material 

Common German nouns with the first letter ranging from 

A to L, consisting of six letters and two syllables each 

served as material. This resulted in a total of twelve 

intersections (48 different words). At each intersection 

every word contained the same initial letter. Each landmark 

word had to occur at every position at an intersection (four 

different routes) and had to be combined with each turning 

direction (left, right; resulting in eight different routes). 

Since initial and return path were tested, the eight different 

versions had to be combined with the two different tasks, 

making up for a total of 16 different routes. An exemplary 

intersection in the allocentric condition is visualized in 

Figure 2. The experiment was run online via 

LimeSurvey2.05+ (Schmitz, 2012). 

 

 

Figure 2: Exemplary intersection in the allocentric 

perspective; shown are the four words starting with 

the letter A in German language (Abfall = trash; 

Achsel = armpit; Anfang = beginning; Alltag = 

everyday life). 

Procedure 

Before the main task’s first instruction was presented, 

participants had to answer some demographic and 

exploratory questions. 

Instruction 1: Participants were asked to memorize the 

following path, which will be presented in form of 

screenshots, presenting an intersection with four different 

landmark words. For each intersection they were asked to 

memorize at least one landmark and the associated turning 

direction. Depending on the condition assignment, 

participants received one of the following instructions: 

Instruction 2a: The task was not only to remember the 

path (recognition) but also to provide a route description of 

the learned path for another person also unfamiliar with this 

environment (free recall). 
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Instruction 2b: The task was not only to remember the 

path (recognition) but also to provide a route description of 

the return path (reverse learning order) for another person 

also unfamiliar with this environment (free recall). 

After Instruction 2 the learning phase started, where the 

full route of twelve screenshots had to be learned one after 

another; self-paced. The sequence of screenshots was 

randomized for each participant to control for sequential 

effects across participants. When the learning phase was 

over, participants again received the related instructions to 

provide an exact route description of the learned path 

(Instruction 2a) or of the appropriate return path (Instruction 

2b) for the testing phase. They had to fill in the landmarks 

and according turning direction into a list consisting of 16 

rows and two columns; the first column for the direction and 

the second for the corresponding landmark object. 

Results 

The descriptive results show that participants described a 

total of 411 landmarks correctly. The different landmark 

words were used equally often (χ
2
(47)=31.511, p=.960). A 

total of 283 correct combinations of landmarks and direction 

were provided. For the initial path 84.81% of all described 

landmarks were correctly combined with the correct 

direction. For the return path this occurred only in 58.89% 

of the cases. This difference is statistically insignificant 

(t(60)=.886, p=.379). Figure 3 shows the chosen positions of 

the correctly described landmarks in combination with the 

correct directional information. 

 

 

Figure 3: Distribution of landmark descriptions for 

the initial path (left) and return path (right) in 

combination with correct route directions (left/right) 

in the allocentric perspective. The gray solid arrows 

indicate the learning condition, while the green 

dotted arrows indicate the direction at retrieval. 

Please note that numbers do not necessarily add up 

to 100 due to rounding. 

 

Taken together a significant landmark position preference 

is visible (χ
2
(3)=197.675, p<.001; deviation from an equal 

distribution); these position preferences differ significantly 

(χ
2
(3)=15.277, p<.001) for the initial and return path with 

respect to the absolute position in the environment 

(independent of direction change left or right). For the return 

path participants used landmarks located before the 

intersection in the direction of turn slightly more often than 

for the initial path; landmarks at the remaining positions are 

used hardly ever. More importantly, in both cases the position 

before the intersection in the direction of turn (relative 

position depending on the direction of travel) is by far the 

most preferred one (initial path: 83.6% vs. return path: 

88.6%). 

Discussion 

Even though the descriptive difference between 

performance for the initial path and return path is about 

25%, this difference was insignificant due to a large 

variance in the data. This contradicts the first hypothesis. 

However, describing route directions for the initial path 

seems to lead to better recollection than describing the 

return path, which has previously been demonstrated 

empirically for wayfinding performance (Hamburger et al., 

2013; Hinterecker et al., 2014). 

We found some empirical evidence supporting the second 

hypothesis. But, in both conditions landmarks located at the 

position before the intersection and in the direction of turn 

were used for route descriptions in about 85% of cases. This 

supports previous findings on the initial path (Röser, 

Hamburger, et al., 2012; Röser, Krumnack, Hamburger, & 

Knauff, 2012) and further supports the structural importance 

of this position during a landmark-based wayfinding process 

(Röser et al., in revision), also for the return path. 

In general, due to the overall worse performance, it could 

be argued that the task presented here might be too difficult 

for participants to solve (quite a few trials had to be 

eliminated due to errors) and one could ask for an easier 

task (e.g., recognition task). However, there are two 

opposing reasons: 1) the task provides a high ecological 

validity, since it is related to everyday wayfinding 

szenarios; 2) an easier task such as recognition of landmarks 

does not necessarily lead to better performance, since there 

is evidence that recognition data (i.e. landmarks) in this 

context might be worse than the wayfinding data (i.e. 

landmarks + direction) (e.g., Hamburger & Röser, 2014). 

Furthermore, the choice of landmark words which are not 

conventionally associated with physical landmarks or 

locations might seem odd at a first glance. But, since they 

are not associated with any related content, this controls for 

semantic and idiosyncratic effects in this context. Since the 

objects (words) were used equally often throughout the 

experiments, memorability can be assumed to be equal. 

We did not control for the correct order of directions and 

landmarks, since we are interested in the question about the 

ideal position and not in general memory strategies. 

However, previous experiments showed that possible 

sequential learning effects do not occur (e.g., right, right, 

left, etc without landmarks; Hamburger & Röser, 2014). 

So far we concentrated on the allocentric perspective and 

Experiment 2 will now be realized in the egocentric 

perspective. Then, we will also be able to provide 

(comparison) data for Hypothesis 3. 
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Experiment 2 – Initial and return path 

egocentric perspective 

Method 

Participants 

A total of 191 individuals (142♀, 42♂, seven did not 

provide gender information) participated. They were 

recruited via an email distributed among all students of the 

Justus Liebig University Giessen. The mean age was 24.53 

years (range = 17–77). Sixty-four percent (123 participants) 

indicated to have a high-school diploma or similar, while 27 

participants already had a Bachelor’s and 16 a Master’s 

degree. For the analysis a total of 88 could be included, 

since the others dropped out during the experiment and did 

not complete it. The remaining sample consisted of 76♀ and 

twelve ♂ with a mean age of 23.76 (range = 17–42). The 

percentage of high-school diploma or similar increased to 

73%, while nine had a Bachelor’s and six a Master’s degree. 

All participants provided informed consent and participation 

was voluntary. 

Material 

The material of Experiment 2 was identical to that of 

Experiment 1, but now presented in an egocentric 

perspective. 

Procedure 

The procedure of Experiment 2 was identical to the first 

experiment’s procedure, except for the perspective change. 

Now, participants learned the route and landmark 

information in an I-perspective (Figure 4). The position of 

the participants was the same at each intersection: in the 

middle of the path with a fixed distance to the center of the 

intersection. The eye-height was set to 170cm and the 

viewing direction was straight ahead. 

 

 

Figure 4: Exemplary intersection in the egocentric 

perspective; arrangement and words identical to 

Figure 2. “Rechts abbiegen” indicates the directional 

information (turn right). 

Results 

The descriptive results show that participants described a 

total of 514 landmarks correctly. The different landmark 

words were used equally often (χ
2
(47)=39.732, p=.765). A 

total of 370 correct combinations of landmarks and direction 

were provided. For the initial path 77.73% of all described 

landmarks were combined with the correct turning direction. 

For the return path this occurred in only 66.28% of cases. 

This difference is statistically insignificant (t(86)=1.292, 

p=.200). Figure 5 shows the chosen positions of the 

correctly described landmarks in combination with the 

correct directional information. Taken together a significant 

landmark position preference is visible (χ
2
(3)=57.769, 

p<.001; deviation from an equal distribution); these position 

preferences differ significantly (χ
2
(3)=60.532, p<.001) for 

the initial and return path with respect to the absolute 

position in the environment (independent of direction 

change left or right). For the initial path, landmarks located 

in the direction of turn were described more often, likewise 

for the return path. However, for the return path, landmarks 

located at the position before the intersection opposite to the 

direction of turn (from the perspective of the return path 

behind the intersection and in the direction of turn) are used 

for route descriptions in 21% of cases (Figure 5). 

 

 

Figure 5: Distribution of landmark descriptions for 

the initial path (left) and return path (right) in 

combination with correct route directions (left/right) 

in the egocentric perspective. The gray solid arrows 

indicate the learning condition, while the green 

dotted arrows indicate the direction at retrieval. 

Please note that numbers do not necessarily add up 

to 100 due to rounding. 

Discussion 

We again did not find supporting evidence for the first 

hypothesis that route directions for the initial path lead to 

better recollection than describing the return path. The 

difference of about 11% is smaller than compared to 

Experiment 1. 

For the second hypothesis empirical evidence has been 

obtained. For the initial path the positions in the direction of 

turn were the preferred ones. For the return path only the 

position behind the intersection and opposite to the direction 

of turn was hardly ever chosen. The remaining three 

positions were chosen more or less equally often. The 

findings for the initial path (highest preferences for 

landmarks at positions in the direction of turn) underline 

previous findings (Röser, Hamburger, et al., 2012; Röser, 

Krumnack, et al., 2012). The slight shift within the position 
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preferences for the return path is a new finding but has 

previously been assumed by Hamburger et al. (2013) on a 

theoretical basis. Interestingly, for describing the return path 

participants additionally used landmarks located at the 

position before the intersection opposite to the direction of 

turn, which from the perspective of the return path is located 

behind the intersection in the direction of turn. 

It could be expected that arrows (spatial information) 

instead of directional information (verbal) might produce 

different patterns of results. However, preliminary 

experiments so far do not reveal any differences with 

respect to this issue. 

General Discussion and Conclusion 

Hypothesis 1 

Previous experiments supported the assumption of higher 

performance for an initial path in comparison to a return 

path (Hamburger, et al. 2013; Hinterecker et al., 2014). The 

current experiments just provided a descriptive tendency in 

the assumed direction. This may be attributed to the 

occurrence of a large variance in this rather difficult task of 

free landmark-based route description in comparison to 

simple recognition. 

 

Hypothesis 2 

In Experiment 1 a significant difference has been obtained 

but in both conditions (initial and return path) the position 

before the intersection in the direction of turn is chosen at 

least five times more often than the other three positions 

taken together. 

In Experiment 2 the descriptive and statistical results 

show a large difference between the initial and the return 

path. The findings of the initial path (positions in the 

direction of turn; B and D; see Figure 6) correspond to 

previous findings (e.g., Klippel & Winter, 2005  for 

position D and Röser, Hamburger, et al., 2012; in revision 

 for positions B and D). The condition return path reveals 

different preferences, in so far that only the position behind 

the intersection opposite to the direction of turn (A) was 

hardly ever chosen. There is an increasing usage of position 

C. This position before the intersection and opposite to the 

direction of turn marks the position behind the intersection 

in direction of turn from the perspective of the return path. 

Meaning that the preference shift from position D to 

position C is attributed to a mental transformation of 

perspective. Hamburger et al. (2013) predicted that 

positions D and A should be the ideal ones when describing 

a return path, since they are invariant, meaning that they are 

located “at the same position” in both initial path and return 

path: position D is located before the intersection in the 

direction of turn; position A is located behind the 

intersection and opposite to the direction of turn. Thus, no 

additional mental transformation from initial to return path 

should be required. However, the empirical results 

contradict this theoretical assumption. It may not account 

for the observed shift from position D to position C. 

 

 

Figure 6. Change of position preferences. Position D 

(invariant) represents the ideal position in all 

conditions. In the egocentric conditions positions in 

the direction of turn are used most often to describe 

an initial path (B and D), while in the return path 

condition also position C is used in a substantial 

number of descriptions (for further details see text). 

 

Hypothesis 3 

The difference of the landmark location preference 

between the allocentric and egocentric perspective could be 

described in terms of viewpoint-based salience (Röser et al, 

in revision). In an egocentric perspective the landmarks 

differ within the degree of distance and how much of a 

landmark is visible (visible part). This influences the 

participants’ preferences and leads to an increased choice of 

the landmark position behind the intersection in the 

direction of turn in the current experiments. Our data for the 

initial path fit very well with the assumption and findings of 

our landmark salience model (Röser, Hamburger, et al., 

2012; in revision). This model includes the structural 

salience, moderated by the viewpoint-based salience and 

would predict for the current experiment that both positions 

in the direction of turn are used for creating a route 

description most and equally often. However, the 

differences of landmark usage in route descriptions between 

an initial and a return path in the egocentric perspective is 

not considered in our model to date. 

To consider the task of finding the return path a new 

factor should be implemented in the model. We label this 

factor task, which is in accordance with one factor of Caduff 

and Timpf’s (2008) landmark salience model. Their model 

differentiates between different traveling tasks, such as 

sightseeing or commuting. We extend this factor with the 

task direction of travel. This includes mental rotation/ 

transformation of viewing and traveling directions, as well 

as lingual requirements (Hamburger et al., 2013). 
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In conclusion, in everyday life perspective (egocentric) 

there is a shift towards the variant positions, meaning that 

they mentally as well as verbally need to be transformed. 

Why this increased cognitive load is voluntarily chosen by 

people remains an open question for future research. 
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Abstract
In this paper, we investigate how people use mental simula-
tions: do people vary the number of simulations that they run
in order to optimally balance speed and accuracy? We com-
bined a model of noisy physical simulation with a decision
making strategy called the sequential probability ratio test, or
SPRT (Wald, 1947). Our model predicted that people should
use more samples when it is harder to make an accurate pre-
diction due to higher simulation uncertainty. We tested this
through a task in which people had to judge whether a ball
bouncing in a box would go through a hole or not. We var-
ied the uncertainty across trials by changing the size of the
holes and the margin by which the ball went through or missed
the hole. Both people’s judgments and response times were
well-predicted by our model, demonstrating that people have a
systematic strategy to allocate resources for mental simulation.
Keywords: mental simulation; intuitive physics; SPRT; com-
putational modeling

Introduction
How should the mind allocate its computational resources?
Consider the game of Angry Birds, where the goal is to
launch birds to knock down a tower. To take a shot, the player
can imagine—or mentally simulate—the path the bird will
take and how it will affect the tower. How long should the
player spend thinking before they let each bird fly? If they
spend very little time thinking, they are likely to miss the tar-
get. But, if they spend too long thinking, it will take much
longer to receive the satisfaction of beating the level. More
generally, if running simulations will provide a more accurate
forecast but incur a sampling cost, how long should an agent
spend simulating before acting?

In the domain of physical reasoning, research suggests
that people make predictions about physical scenes—such as
those found in Angry Birds—by running noisy physical sim-
ulations (Sanborn, Mansinghka, & Griffiths, 2013; Smith &
Vul, 2013; Battaglia, Hamrick, & Tenenbaum, 2013; Smith,
Dechter, Tenenbaum, & Vul, 2013; Smith, Battaglia, & Vul,
2013; Smith & Vul, 2014; Ullman, Stuhlmüller, Goodman,
& Tenenbaum, 2014; Hamrick, Battaglia, Griffiths, & Tenen-
baum, in prep.). However, while this research has investi-
gated the mechanism for making these predictions, there has
been very little investigation into how people use this mecha-
nism. In particular, because the simulations are noisy, it may
be beneficial to run multiple simulations in order to obtain
more accurate predictions. Is there an optimal number of sim-
ulations to run in these situations? If so, do people behave
optimally?

To investigate how many simulations people run, we focus
on a dichotomous prediction task—will a ball in motion on a

computer screen go through a hole, or miss it? To model this
task, we combine a mechanism of noisy physical simulation
with a decision strategy for sample-based agents. We con-
sider the sequential probability ratio test, or SPRT, in which
an agent takes samples that point to one hypothesis or an-
other, and continues to do so until the net samples in favor
of one hypothesis reaches a threshold, at which point that hy-
pothesis wins (Wald, 1947). Often under the name of the
drift-diffusion model, SPRT has been used to explain behavior
in a number of decision-making tasks (e.g. Gold & Shadlen,
2007; Ratcliff & McKoon, 2008; Bitzer, Park, Blankenburg,
& Kiebel, 2014), as it provides an optimal cost-benefit trade-
off between sampling and exploiting information (Wald &
Wolfowitz, 1950). Importantly, the SPRT strategy predicts
that people need to take more samples—and thus also will
take a longer time to respond—when there is roughly equal
evidence for both hypotheses.

Drawing on the results from both physical simulation and
decision-making, we hypothesize that people make predic-
tions by running mental simulations, and that they vary the
number of simulations based on their uncertainty. In this
paper, we first formalize our model, combining the simula-
tion model from Smith and Vul (2013) with the SPRT deci-
sion strategy. Next, we describe an experiment in which we
asked participants to respond to the question of, “will the ball
go through the hole?”, and analyze peoples’ judgments and
response times. We then demonstrate that our model can ex-
plain the empirical pattern of responses and response times
we observed. Finally, we discuss the implications of our re-
sults on the broader, underlying question: how should people
make use of mental simulations?

Making decisions from mental simulations
Consider the task in Figure 1, in which people observe a ball
moving inside a box, and must predict whether it will go
through the hole. How do people solve this problem? Here,
we formalize a model that answers this question by combin-
ing noisy physical simulations with a decision-making strat-
egy known as the sequential probability ratio test, or SPRT.

Modeling physical simulation
There is a growing body of evidence that people reason about
physical scenes like the one in Figure 1 by running noisy
simulations. This hypothesis, referred to as the “noisy New-
ton” hypothesis (Sanborn et al., 2013), states that people have
approximate knowledge of physical laws instantiated in a
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Figure 1: Example experimental trial. Each panel shows a different part of the trial. A: the initial screen presented to the
participant. The arrow was not part of the actual stimuli; it has been added to reflect the animation that participants observed
after pressing “space”. B: the screen is occluded after observing the stimulus presentation. The faded gray line shows the path
the ball took during the initial presentation. C: the final position of the ball, after observing the feedback. As in the middle
panel, the faded gray line shows the path of the ball.

runnable model of intuitive physics. Using this model, they
can extrapolate the future by running a series of noisy sim-
ulations (Smith & Vul, 2013; Battaglia et al., 2013; Smith,
Dechter, et al., 2013; Smith, Battaglia, & Vul, 2013; Smith &
Vul, 2014; Ullman et al., 2014; Hamrick et al., in prep.).

Smith and Vul (2013) investigated the various sources of
uncertainty in these simulations, finding that people’s judg-
ments were best captured by a model that took into account
both perceptual uncertainty (noise in object locations and
their trajectories) and dynamic uncertainty (noise in the ob-
ject’s motion—e.g., a textured floor would cause a ball to de-
viate from a straight line). Using this model, we hypothesize
that people reason about the task in Figure 1 by running noisy
physical simulations to estimate where the ball will go.

The SPRT strategy
If people are running simulations to reason about physical
scenes, then how many simulations do they run? Because
the simulations are noisy, it might be beneficial to run mul-
tiple simulations in order to get a better estimate of the out-
come. However, each simulation comes with a time cost. To
optimize this speed-accuracy tradeoff, we apply the sequen-
tial probability ratio test, or SPRT (Wald, 1947) to the sam-
ples drawn from the physical simulation. By combining these
two models, we can make predictions both for people’s judg-
ments, and how long they take to make those judgments.

We consider binary (or two-alternative forced choice) deci-
sions, where an agent must choose one of two hypotheses, H0
or H1. In the case of the task in Figure 1, H1 is the hypothesis
that the ball goes in, and H0 is the hypothesis that it does not.
The agent may take samples Xi from a Bernoulli distribution
with an unknown parameter p (the probability of sampling
evidence for H1), and from these samples estimate the prob-
ability that H1 is correct: p̂ = 1

N ∑
N
i=1 Xi, where N is the total

number of samples. Then, the decision rule that minimizes
the probability of error is Ĥ(X1, . . . ,XN) = H0 when p̂ < 0.5
and Ĥ(X1, . . . ,XN) = H1 when p̂ > 0.5.

In the best possible case, the agent takes infinitely many

samples and chooses the maximum a posteriori (MAP) hy-
pothesis with probability p. In practice, the agent cannot take
infinitely many samples. Thus, to determine when to stop
sampling (i.e., what the value of N is), the agent continues
to sample until the net evidence YN reaches some threshold,
either YN = T to select in favor of H1 or YN =−T to select in
favor of H0. The net evidence is the sum of samples in favor
of H1 minus those in favor of H0, or YN = ∑

N
i=1 2Xi−1.

Independent of the actual number of samples taken, the
probability of choosing the MAP hypothesis (H1) is:

Pr[Ĥ(YN) = H1 |H1,T, p] =
pT

pT +(1− p)T , (1)

and the expected number of samples taken before reaching
either YN = T or YN =−T is given by:

E[N |T, p] =
T

1−2p
− 2T

1−2p
· 1− ((1− p)/p)T

1− ((1− p)/p)2T , (2)

which is derived by Feller (1968, ch. XIV, eq. 3.4).

Combining simulation and SPRT

In order to combine simulation and SPRT, we used the model
from Smith and Vul (2013) to sample possible trajectories of
the ball, from which we estimated a truncated normal poste-
rior predictive distribution of where the ball will go. From
this distribution, we compute the probability p that the ball
goes in the hole as the probability mass overlapping the hole.
This probability can then be used to compute Equations 1 and
2, which give a formal hypothesis for what decisions people
make, and how long it takes them.

Because our experiment (described in the next section) was
performed online, we needed to fit the parameters of the
model from Smith and Vul (2013) to reflect these different
viewing conditions. To do this, we performed an online repli-
cation of the experiment from Smith and Vul (2013) in which
we asked people to catch a ball like the one in Figure 1 using
a paddle that could move up and down along the y-axis (see
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Figure 2: Response characteristics as a function of trial type. A: each bar shows the proportion of participants saying that
the ball will go in the hole for a particular trial type (x-axis) and hole size (color). B: like the left subplot, but the y-axis
shows bootstrapped logarithmic means of RTs. C: each point corresponds to a different stimulus, trial type, and hole size. The
x-axis is the proportion of participants saying the ball will go in the hole, and the y-axis is the logarithmic mean RT. The black
line indicates a 2nd-order polynomial fit between responses and RTs and the shaded gray region indicates the 95% confidence
interval around the fit.

Appendix). If we assume participants in this auxiliary experi-
ment took on average M samples, then the standard deviation
of their judgments (σ judgments) is not equal to the standard de-
viation of their simulations (σsims), but is instead related by
the equation: σ judgments = σsims/

√
M. Therefore, to estimate

σsims, we allowed for a free parameter, σad j =
√

M, which
multiplied our original estimate of the standard deviation.

Testing the SPRT model of mental simulation

To determine whether people choose simulations in a way
consistent with SPRT, we ran an experiment in which peo-
ple made a binary judgment about whether a ball traveling
across a computer screen would go through a hole (see Fig-
ure 1). We designed the trials to elicit a range of responses by
varying the margin by which the ball either missed or went
through the hole. According to SPRT, when people’s simu-
lations are uncertain—i.e., when the probability that the ball
goes in the hole is close to p = 0.5, such as when the ball
just barely goes through the hole—they should be slower to
respond. People should be faster to respond when their sim-
ulations are more certain, such as when the ball misses the
hole by a wide margin.

Participants

We recruited N = 328 participants on Amazon’s Mechanical
Turk using the psiTurk (McDonnell et al., 2014) experimental
framework. Participants were treated in accordance with UC
Berkeley IRB standards and were paid $0.60 for 6.5 minutes
of work. Participants were randomly assigned to one of eight
conditions, which determined which stimuli they judged (see
Stimuli). We excluded N = 8 participants for answering in-
correctly on more than one control trial (see Stimuli), leaving
a total of N = 320 participants.

Procedure
On each trial, participants were shown the scene, including
the initial position of the ball and the location of the hole.
Participants were instructed to press “space” to begin the trial,
after which an animation of the initial stimulus began (see
Stimuli). As soon as this animation concluded, a gray box
was drawn over the screen, occluding the ball (but not the line
depicting the path it had traveled so far; this was left in as a
reminder of where the ball had come from). Participants were
asked, “will the ball go in the hole?”, and were instructed to
press ‘q’ if they thought it would, and ‘p’ otherwise. After
responding, text appeared saying “Correct!” or “Incorrect.”
The gray occluder was removed, and participants were shown
a feedback animation of the path of the ball (see Stimuli).
The final frame of this animation remained on the screen until
participants pressed “space” to advance to the next trial.

Participants were given seven instruction trials prior to the
experiment to familiarize them with the procedure. Then, par-
ticipants made judgments on 48 experimental trials in a ran-
dom order. There were also eight control trials, which were
shown in a random order after every seven experiment trials.

Stimuli
The stimuli consisted of two animations—the stimulus pre-
sentation and the feedback animations—depicting a blue ball
with a radius of 10px moving in a box with dimensions 900px
× 650px. In both animations, the ball had a velocity of
400px/s, and as it moved, it traced a gray line (see Figure 1).
The stimulus presentation had a duration of 0.775s and de-
picted the ball moving in a particular direction. The feedback
had a duration of 1.5s and picked up where the stimulus pre-
sentation left off; it showed the ball either going into the hole
or bouncing off the wall that contained the hole for. Across
all stimuli, the ball traveled the same distance during both an-
imations, and could bounce on the other walls 0, 1, or 2 times
before going into the hole or hitting the wall with the hole.

868



0.0 0.2 0.4 0.6 0.8 1.0
SPRT predicted proportion saying "in"

0.0

0.2

0.4

0.6

0.8

1.0

E
m

pi
ric

al
 p

ro
po

rti
on

 s
ay

in
g 

"in
"

r=0.77, 95% CI [0.75,0.78]

A: Responses to "will the ball go in the hole?"

400 600 800 1000 1200 1400 1600 1800
SPRT predicted RT

400

600

800

1000

1200

1400

1600

1800

E
m

pi
ric

al
 R

T

r=0.67, 95% CI [0.64,0.70]

B: Response times

0 bounces
1 bounces
2 bounces

Figure 3: Model vs. human comparison. In both plots, each point corresponds to a different stimulus, trial type, and hole size.
Dashed lines indicate perfect correspondence between model and people. A: The x-axis is the probability the model says the
ball will go in the hole, and the y-axis is the proportion of participants saying the ball will go in the hole. B: Color and shape
indicate the number of times the ball bounced during feedback. The x-axis is the model RTs, and the y-axis is the logarithmic
mean RTs of participants.

There were 48 different initial animations, equally bal-
anced by number of bounces during feedback (16 each for 0,
1, and 2 bounces). For each of these initial animations, there
were four trial types and two hole sizes, for a total of eight
versions of each stimulus. The four trial types were: “far in”
(FI), where the ball went through the center of the hole; “far
miss” (FM), where the ball missed the hole by a wide mar-
gin; “close in” (CI), where the ball just barely went through
the hole; and “ close miss” (CM), where the ball just barely
missed the hole. The two hole sizes were 100px and 200px.

In order to ensure that participants never saw the same ini-
tial animation twice, we used a Latin square design of Initial
Animation × Trial Type × Hole Size. Thus, each participant
saw each initial animation once, each trial type 12 times, and
each hole size 24 times. This also ensured that the ball would
go through the hole half the time, so that participants would
not be biased to respond either way. Additionally, there were
seven instruction trials and eight control trials, which were
the same for all participants. The control trials were designed
to be easy and were either of type “straight hit” (with a hole
size of either 300px or 350px) or “far miss” (with a hole size
of 100px). Thus, participants saw a total of 63 trials.

Results

Responses On average, participants were correct 72.4% of
the time and responded that the ball would go in the hole
53.2% of the time (N = 15216), excluding catch trials. There
was a significant effect of trial type on participants’ responses
(χ2(3) = 4477.182, p < 0.001) as well as a significant ef-
fect of hole size (χ2(1) = 168.598, p < 0.001). There was
also an interaction between trial type and hole size (χ2(3) =
64.469, p < 0.001). There was a significant difference be-
tween responses for the two hole sizes (for CI, p < 0.001; for
FI, p < 0.001; and for FM, p < 0.001) except on the CM tri-
als (p = 0.45). Figure 2A shows responses as a function of

trial type and hole size.

Response times For all analyses of response time (RT),
we computed averages using bootstrapped logarithmic means
(exponential of the mean of the log RTs), using 10000
bootstrap samples. On average, participants responded in
RT = 1009.88 msec, 95% CI [998.48,1022.41], excluding
catch trials. There were effects of both trial type (χ2(3) =
63.611, p < 0.001) and hole size (χ2(1) = 8.981, p < 0.01),
as well as an interaction between trial type and hole size
(χ2(3) = 27.146, p < 0.001). As in Figure 2B, hole size only
had an effect in the case of the FI trials (p < 0.001; for CI,
p = 0.11; for CM, p = 0.37; and for FM, p = 0.71).

Participants were fastest to respond on trials with zero
bounces (RT = 799.76 msec, 95% CI [783.01,817.10]),
slower to respond on trials with one bounce (RT =
1027.48 msec, 95% CI [1006.92,1048.72]), and slow-
est to respond on trials with two bounces (RT =
1251.57 msec, 95% CI [1226.62,1277.71]).

Relationship of responses and RTs According to SPRT,
participants should be slower on trials for which they are less
certain (i.e., when their average response is closer to 0.5), and
faster when they are more certain (i.e., when their average re-
sponse is closer to 0 or 1). Figure 2C illustrates that this trend
does indeed appear. To demonstrate this more quantitatively,
we fit both 1st- and 2nd- order polynomial functions to the
relationship between responses and RTs. The 1st-order func-
tion had AIC = 5326 and BIC = 5334, while the 2nd-order
function had AIC = 5065 and BIC = 5077.

Participants’ responses do not fully account for their RTs,
however: the number of bounces is also a strong predic-
tor of RT. Although people do make more variable predic-
tions as bounces are added (Smith & Vul, 2013), and more
variable trials have longer RTs, there appears to be an ad-
ditional time cost. We modified the 2nd-order polynomial
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Model Bounces Correlation

T = 1 0 r = 0.09, 95% CI [−0.00,0.18]
1 r =−0.05, 95% CI [−0.16,0.07]
2 r = 0.05, 95% CI [−0.06,0.16]
all r = 0.66, 95% CI [0.62,0.69]

T = 2 0 r = 0.45, 95% CI [0.37,0.53]
1 r = 0.19, 95% CI [0.07,0.29]
2 r = 0.18, 95% CI [0.07,0.28]
all r = 0.67, 95% CI [0.64,0.70]

Table 1: Correlations between human and model RTs. The
SPRT model (T = 2) can capture variations in RTs within
bounce conditions, while the single sample model (T = 1)
cannot. To compute the correlations within bounce condi-
tions, we grouped stimuli by the number of bounces shown
in the feedback, but within bounce conditions we estimate
E[B] from the simulation model. Thus, the expected number
of bounces varies slightly across stimuli, which is why the
correlations for the T = 1 model are non-zero.

to include the number of bounces as an regressor, and found
that the number of bounces is a strong predictor of RT above
and beyond the responses (with bounces, AIC = 4915 and
BIC= 4931; without bounces, AIC= 5065 and BIC= 5077).
From the coefficient, we find that the each bounce adds RT =
150.38 msec, 95% CI [128.61,172.14]. Thus, even if people
are using a SPRT-like strategy, there is a time cost per bounce
that cannot be explained by simulation variance alone. This
suggests that there is a discrepancy between our simulation
model and the manner in which people are actually running
simulations; investigating the details of this discrepancy is an
area for future work.

Learning To check for practice effects, we computed
Spearman rank correlations (with 95% confidence inter-
vals computed from 10000 bootstrap samples) between
trial number and accuracy, as well as between trial
number and RT. We found an overall effect of prac-
tice on accuracy (ρ = 0.27, 95% CI [0.07,0.45]), though
in the second half of the experiment, this effect dis-
appeared (ρ = −0.08, 95% CI [−0.38,0.22]). There
was also an overall effect of practice on RT (ρ =
−0.89, 95% CI [−0.93,−0.84]), which was strong both in
the first (ρ = −0.88, 95% CI [−0.94,−0.82]) and second
(ρ = −0.66, 95% CI [−0.83,−0.41]) halves of the experi-
ment. Future work will need to include a longer training pe-
riod to alleviate these practice effects.

Model comparison If we assume that every sample takes
the same amount of time, RTs as predicted by the model
should be directly proportional to E[N |T, p]. However, be-
cause bounces were a strong predictor of RT, we also in-
corporated the number of bounces, B, according to RT =
β0 +(β1 +β2 ·E[B]) ·E[N |T, p]. Briefly, β0 is the time to set
up the simulation(s) and to respond, β1 is the time to simulate
with no bounces, and β2 is the time needed to simulate each

bounce. We used the physical simulation model to determine
E[B] as the average number of times the ball bounced across
all model simulations. We then fit all parameters (T , σad j,
β0, β1, and β2) to minimize sum squared error between mod-
eled and observed RTs, using 10000 samples from the physi-
cal simulation model. The best fitting values were: T = 2,
σad j = 0.9,1 β0 = 684.02 msec, 95% CI [601.74,766.31],
β1 = 46.00 msec, 95% CI [19.67,72.33], and β2 =
63.59 msec, 95% CI [57.18,70.00].

We computed Pearson correlations between the model and
people with 95% confidence intervals computed from 10000
bootstrap samples. The fitted model explains participants’
judgments of whether the ball would go in the hole very
well (r = 0.77, 95% CI [0.75,0.78], see Figure 3A), and is
also a good predictor of RT (r = 0.67, 95% CI [0.64,0.70]).
A model that takes one sample each time (equivalent to
SPRT with T = 1) is slightly better at explaining people’s
responses (r = 0.80, 95% CI [0.78,0.81]), and is equally
good at explaining overall RT in terms of correlation (r =
0.66, 95% CI [0.62,0.69]). However, according to both BIC
and AIC, the T = 1 model is slightly worse (BIC = 5040 and
AIC = 5032) than the full model (BIC = 5024 and AIC =
5012) at explaining RTs. Moreover, the T = 1 model can-
not explain variance in RTs within bounces, whereas the full
model with T = 2 can (see Table 1). If the number of bounces
is excluded, the model with T = 2 can predict human RTs to
a moderate degree (r = 0.32, 95% CI [0.28,0.36]), while the
model with T = 1 cannot predict RTs at all.

Discussion
In this paper, we asked the question: do people optimally use
mental simulations? We hypothesized that people use noisy
physical simulations to predict whether a ball would go in a
hole, and that they vary the number of simulations in order to
exploit the fact that some judgments are easier to make than
others. The results of our experiment paint a clear picture that
people do vary the number of samples they take, as evidenced
by the increase in response time on the trials they were most
uncertain about. Comparing people’s responses and response
times to those of the model, we found a strong fit. This pro-
vides evidence that people not only rely on approximate phys-
ical simulations, but that they vary the number of simulations
that they run according to SPRT.

If SPRT is the optimal strategy, then what is the optimal
threshold? We found the best fitting SPRT threshold to be
T = 2, which is consistent with previous research. Accord-
ing to Vul, Goodman, Griffiths, and Tenenbaum (2014), a
sample-based agent should only take a small number of sam-
ples before making a judgment so long as there is any cost
to taking samples. While taking a small number of samples

1If σad j = 0.9, then M < 1. How could people be taking less than
one sample? We suspect that σad j < 1 because the model overesti-
mates the standard deviation of the ball’s trajectory; thus, it is likely
that people are taking one sample, and σad j is adjusting for inflated
uncertainty in the model.
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provides a worse chance of making a good decision than tak-
ing multiple samples, over the long run, this strategy max-
imizes expected utility across a large number of judgments.
There has been some evidence that this story also holds true
for mental simulations. For example, Battaglia et al. (2013)
analyzed the variability of people’s responses in tasks con-
cerning towers of building blocks, and found that participants
seemed to use between three and seven samples per judgment.
However, this paper is the first to provide evidence not only
that people use a small number of simulations, but that they
vary the number of simulations in response to task demands.

Mental simulation is a powerful and flexible tool, as it of-
fers a way to make predictions about scenarios that have not
yet (or may never) come to pass. In this work, we demon-
strated that when people use mental simulation, they are sen-
sitive to their own uncertainty in reasoning about the task and
accordingly adjust how many simulations they run. This re-
sults joins others (e.g. Hamrick & Griffiths, 2014) in explain-
ing not just that people use simulation to reason about the
world, but how they use it. While there are still many ques-
tions left unanswered—e.g., how do people use simulations
in non-binary tasks?—this work brings us one step closer to
understanding of how mental simulation is used.
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Appendix: Replication of Smith and Vul (2013)
Participants We recruited N = 60 participants using psi-
Turk (McDonnell et al., 2014). Participants were treated in
accordance with UC Berkeley IRB standards and were paid
$0.60 for 5 minutes of work. We excluded N = 18 people for
failing to catch the ball on more than one control trial.

Stimuli The stimuli were modified versions of those used
in the main experiment, with two differences. First, instead
of a wall with a hole in it, there was a paddle of length 100px
that could move up and down the y-axis. Second, instead of
a full feedback animation, we just displayed the last frame.
Because there was no hole that could vary by trial, there were
only 48 stimuli, plus seven instruction and eight catch trials.

Procedure Like the main experiment, there were two
phases: the training phase and the experimental phase. On
each trial, participants were shown the scene, including the
initial position of the ball. The paddle begin at the center of
the y-axis, and was freely movable at the start of the trial.
Participants were instructed to press “space” to begin the trial
and display the stimulus animation. After the stimulus pre-
sentation, a gray occluder appeared, as well as a timer that
began counting down for 2 seconds. During this time, partic-
ipants had to move the paddle to catch the ball in the position
it would be when the timer was up. When the timer finished,
the paddle froze, the occluder was removed, and the full path

of the ball was revealed. Participants were told whether they
caught the ball or not, and then instructed to press “space” to
begin the next trial.

Results We fit the model parameters of σp, κv, κm, κb, and
σ0 to participant’s responses (for details, see Smith & Vul,
2013), finding the best fitting parameters to be σp = 31.02,
κv = 255.60, κm = 502850.41, κb = 50.42, and σ0 = 167.06.
With these parameters, we found very similar results to those
from Smith and Vul (2013). In particular, we found a corre-
lation of r = 0.94, 95% CI [0.91,0.97] between the model’s
predicted means of where the ball would end up and people’s
average location of the paddle.
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Abstract 

Real-world time-series data can show substantial short-term 
variability as well as underlying long-term trends. Verbal 
descriptions from a pilot study, in which participants 
interpreted a real-world line graph about climate change, 
revealed that trend interpretation might be problematic 
(Experiment 1). The effect of providing a graph interpretation 
strategy, via a linguistic warning, on the encoding of long-
term trends was then tested using eye tracking (Experiment 
2). The linguistic warning was found to direct visual attention 
to task-relevant information thus enabling more detailed 
internal representations of the data to be formed. Language 
may therefore be an effective tool to support users in making 
appropriate spatial inferences about data.  

Keywords: graph comprehension; language; visual attention  

 

Line graphs can be a powerful communication tool to 

visually demonstrate important relationships in time-series 

data. They are ubiquitous in everyday life and graph 

interpretation is considered an important skill for a 

scientifically literate society (Glazer, 2011). Many types of 

real-world data exhibit substantial short-term variability as 

well as long-term trends, e.g. global mean surface 

temperature records (IPCC, 2013), share prices (Schwert, 

2011), and incidence of certain diseases (e.g. Subak, 2003). 

In visualizations of such data, can users efficiently and 

accurately identify underlying long-term trends? If not, how 

might users be supported in doing so?  

Comprehension of graphs involves an interaction between 

bottom-up sensory processes and top-down cognitive 

constraints, and is thought to involve two key cyclical 

processes (Carpenter & Shah, 1998; Freedman & Shah, 

2002). First, users construct an internal representation of the 

display by encoding perceptual features of the graph, guided 

by prior knowledge. Then knowledge is applied to integrate 

the representation into a coherent mental model. If relevant 

information is represented directly in the graph and can be 

easily linked with existing knowledge, this integration phase 

is comparatively effortless. However, if information is not 

explicitly  represented in  the graph and/or the user lacks the 

 

required knowledge to form an accurate model, or cannot 

easily access the required knowledge, then comprehension 

is likely to require much more effort.  

For example, a climate scientist will know to consider the 

long-term trend when interpreting temperature records and 

so may effortlessly transform and encode visual features 

from the data that support a representation of the long-term 

trend. In contrast, a climate science ‘novice’ may encode 

visual features that are explicitly represented in the graph, 

such as the amplitude of peaks or troughs, which may 

support an understanding of short-term fluctuations, but 

make inferences about the long-term trend rather effortful 

and less likely. Hence, graphs that organize and structure 

data, such that emergent visual properties explicitly reveal 

important relationships, e.g. based on Gestalt laws, may be 

particularly effective (Kosslyn, 1989; Zacks & Tversky, 

1999), by reducing the cognitive effort that might otherwise 

be needed (Hegarty, 2011). 

Although a line graph may be a single unit by the Gestalt 

law of connectedness (Ali & Peebles, 2013), a complex line 

may be decomposed into parts or ‘chunks’, based on local 

curvature extrema (Hoffman & Richards, 1984). Time-

series datasets that show significant short-term variability 

may have numerous curvature extrema (e.g. trend reversals) 

creating multiple visual chunks. These chunks may serve as 

units on which inferential processes, required for 

interpretation, act (Freedman & Shah, 2002). 

Trend reversals can increase study time, and also increase 

local content and decrease global content of verbal and 

written interpretations of line graphs (Carswell, Emery, & 

Lonon, 1993). In this study it was hypothesized that each set 

of continuous non-reversing data points constitutes a chunk 

of information in an individual's internal representation. 

Hence local curvature extrema may indicate boundaries in 

the perceptual grouping of connected lines thus creating 

numerous visual chunks for higher level cognitive 

processing. Interpreting long-term trends may therefore be 

difficult, because it requires integration of these visual 
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chunks, which may require effortful cognitive processes 

such as spatial transformations. 

If this is the case, language might be a useful tool to 

support spatial cognition. Evidence suggests that attending 

to spatial language when encoding visual scenes can help 

construct representations that support spatial reasoning 

(Loewenstein & Gentner, 2005) and can influence memory 

of spatial scenes (Feist & Gentner, 2007). Furthermore, 

language can provide a user-goal during the study of a 

visual scene (i.e. a purpose for engaging with the scene), 

which may then activate relevant schema and guide visual-

spatial attention (Brunyé & Taylor, 2009; Rothkopf, 

Ballard, & Hayhoe, 2007; Yarbus, 1967). Eye-tracking 

studies of relatively simple graphs indicate that visual 

attention appears to be driven by user-goals and graph 

knowledge (Carpenter & Shah, 1998; Peebles & Cheng, 

2003) and hence using language to influence these top-down 

processes might help users to attend to and encode 

appropriate information in time-series line graphs. 

The aim of Experiment 1 was to characterize difficulties, 

if any, in trend interpretation by asking participants to look 

at and then describe a real-world time-series graph that 

contained an underlying long-term trend as well as 

substantial short-term variability. Experiment 2 then asked 

whether a linguistic warning, providing an interpretation 

strategy, might improve encoding of long-term trends. 

Experiment 1  

To see if people correctly identify long-term trends from 

time-series graphs that also show significant short-term 

variability, verbal descriptions were collected from 

individuals exposed to a real-world graph showing such 

characteristics. The graph chosen (Figure 1) shows data for 

Northern Hemisphere spring snow cover extent between 

1922-2012, published by the Intergovernmental Panel on 

Climate Change (IPCC, 2013). The IPCC is an international 

scientific body tasked with communicating policy-relevant 

scientific information to policy makers. The figure therefore 

has societal relevance. Furthermore, the data indicate a 

significant downward trend over the whole time-period, 

together with substantial inter-annual variability. The 

authors indicate that snow cover extent has decreased since 

the mid-20th century (IPCC, 2013), suggesting that this is 

an important communication goal. 

Method 

Participants  Twelve undergraduate students (10 female, 

two male) from the University of East Anglia took part in 

the study in return for course credit or a nominal payment. 

Their average age was 21 years (range 19–29 years). None 

of the participants were studying environmental sciences. 

 

Apparatus and Materials  The stimulus was presented on 

a TFT LCD monitor (51cm x 29cm), set to 1280 x 720 

pixels. Eprime Version 2.0 (Psychology Software Tools 

Inc.,   Sharpsburg,   USA)   was  used   to   control  stimulus  

 
 

Figure 1: SPM.3a from Figure SPM.3: Multiple observed 

indicators of a changing global climate (IPCC, 2013).
1
 

 

presentation and record data. Verbal responses were 

captured via a headset microphone. The stimulus consisted 

of Figure SPM.3a from the IPCC Summary for Policy 

Makers (IPCC, 2013) (Figure 1).  

 

Procedure  The figure was presented for 15 seconds – 

during this time, participants were asked to simply look at 

the figure. They then saw a ‘Now describe’ prompt and the 

same figure re-appeared on the screen, at which point 

participants were asked to describe what they thought it was 

trying to show. The figure remained on screen until the 

participant completed their verbal response, up to a 

maximum time limit of 45 seconds. 

 

Coding  Verbal descriptions were coded to assess the 

presence (1) or absence (0) of the following aspects: (a) the 

data represent changes in snow cover over time; (b) a 

general downward trend; (c) a downward trend between 

~1960 and ~2012; (d) short-term variability/fluctuation.
2
   

Results and Discussion 

All twelve participants correctly identified that the data 

represented changes in snow cover over time, but only five 

participants (42%) described a downward trend over the 

whole data. One of these participants also described a 

downward trend between ~1960 and ~2012. Of the five 

participants who described either type of downward trend, 

one also described the short-term variability (20%), but of 

the seven participants who did not describe either downward 

trend, five described the short-term variability (71%) 

(p=.01, Fisher’s Exact Test). These pilot data suggest that 

when presenting graphs that contain an underlying long-

term trend and substantial short-term variability, 

spontaneous interpretation of the long-term trend may be far 

from guaranteed.  

                                                           
1 Multiple observed indicators of a changing global climate: (a) 

Extent of Northern Hemisphere March-April (spring) average 

snow cover. All time-series (coloured lines indicating different 

data sets) show annual values, and where assessed, uncertainties 

are indicated by coloured shading. 
2 Inter-rater reliability across all aspects and all coding: κ = 

1.000, p<.001. 

873



Experiment 2 

The pilot data from Experiment 1 indicate that the long-term 

trend may not be readily interpreted in graphs that also show 

substantial short-term variability. The aim of Experiment 2 

was therefore to test whether a linguistic warning that 

provides a strategy for interpreting long-term trends (by 

ignoring task-irrelevant features) would improve encoding 

of the long-term trend; and if so, whether this is driven by 

changes in visual attention (measured using eye tracking). 

In addition, Experiment 2 investigated whether reducing, or 

removing intermediary x-axis tick marks and labels might 

have a beneficial effect on the encoding of long-term trends, 

as their presence might cue people to read-off data values or 

focus on short-term (inter-tick/-label) trends.  

Method 

Design  To test spatial representations of the long-term 

trend (i.e. gradient) and short-term variability (i.e. 

amplitude), a forced choice task was employed in which 

participants were shown a graph to study and then asked to 

make a ‘same’ or ‘different’ judgment on a following test 

graph. The test graph was either identical to the study graph 

(same); had the same peaks and troughs as the study graph 

but with a different gradient (gradient different); had the 

same gradient as the study graph but with exaggerated peaks 

and troughs (amplitude different); or was completely 

different to the study graph (completely different). The 

number of x-axis ticks, either 2, 5 or 9, was varied across 

each type of test graph (see Figure 2 for examples). 

To test the effect of a linguistic warning on cognition of 

the graph, participants were randomly allocated to either 

receive a warning asking them to ignore extreme values in 

order to consider the long-term trend (warning), or to 

receive no such warning (no warning). The experiment was 

therefore a 4 (trial type) x 3 (x-ticks) x 2 (warning) design, 

with trial type and x-ticks as within participant variables and 

warning as a between participant variable.  

 

Participants  Forty undergraduate students (29 female, 11 

male) from the University of East Anglia took part in the 

study in return for course credit or a nominal payment. Their 

average age was 21 years (range 18-30 years). 

 

Apparatus  A Tobii TX300 Eye Tracker (Tobii Technology 

AB, Danderyd, Sweden) with integrated TFT LCD monitor 

(51cm x 29cm) set to 1280 x 720 pixels was used for 

stimulus presentation and collection of eye gaze data at 

300Hz. Eprime Version 2.0 (Psychology Software Tools 

Inc., Sharpsburg, USA) was used to control stimulus 

presentation and record data. Responses for same-different 

trials were given using the ‘Z’ and ‘M’ keyboard keys. 

Response key mappings were reversed and counterbalanced 

between warning conditions. Verbal responses were 

recorded via a headset microphone. Eye gaze data were 

analyzed using OGAMA Version 4.5 (A. Voßkühler, Freie 

Universität Berlin, Germany), using default parameters for 

fixation detection.  

Linguistic Warning  The linguistic warning was displayed 

in 28pt Calibri and read: “WARNING When looking at 

graphs, people are often misled by extreme data points – 

short-term fluctuations in the data can obscure the long-term 

trend. To avoid errors, it is useful to ignore extreme data 

points to correctly identify the long-term trend.”  

 

Graph Stimuli  Twenty-four study time-series graphs were 

created (1126 x 510 pixels), each plotting 17 data points. 

Graphs showed an underlying positive, negative or flat 

long-term trend. Data points for each graph were created by 

sampling residuals at random from a normal distribution, 

which were then applied to a baseline positive, negative or 

flat linear trend graph. The x-axis was labelled ‘Years’ and 

the y-axis was labelled either as ‘Medication use (doses)’, 

‘Infections (patients)’, ‘Temperature (
o
C)’, ‘Rainfall (mm)’, 

‘Income (GBP £)’, or ‘Expenditure (USD $)’. The x-axis 

covered a range of 16 years, with the starting year always 

between 1900 and 1994. A caption was created for each 

graph that simply read ‘[variable] over time.’  

A positive, negative and flat trend study graph was 

allocated to each trial type. A test graph was then created for 

each study graph. Test graphs for the same condition were 

identical to their corresponding study graph. Test graphs for 

the gradient different condition were created by a 

transformation of the study graph that resulted in a visual 

rotation of the graph line by ±2 degrees. Test graphs for the 

amplitude different condition were created by multiplying 

the residuals of the study graph by a factor of 1.4. Three 

new graphs were created to serve as test graph pairings for 

the completely different trials. For each study and test graph 

pairing, three variants were created, each showing 2, 5 and 9 

x-ticks (Figure 2). The remaining study graphs were 

allocated to true-false and describe filler trials, which also 

included variations for each level of x-ticks. 

 

Areas of Interest (AOI)  AOIs were defined for each study 

graph by first determining a circle around each data point 

with a maximum diameter that would avoid overlapping 

adjacent data points (58 pixels). A parallelogram with 

height 58 pixels, width 1002 pixels (2.0 x 34.5 degrees of 

visual angle), was then fitted over the line of best fit of the 

graph data, determined by linear least squares regression. 

This formed the line of best fit AOI (6.3% of screen area). A 

convex hull was then determined around the outer edges of 

these shapes, which formed the whole data AOI (mean 

22.1% of screen area). An extreme data AOI was defined as 

the area of the whole data AOI that sat outside of the line of 

best fit AOI (mean 15.8% of screen area) (Figure 3). 

 

Procedure  Participants were informed that the study was 

investigating how people understand line graphs and they 

then received instructions on screen before a practice block 

of trials. The eye tracker was calibrated and then 

participants in the warning condition received the warning 

on screen and were instructed to read it before starting the 

first   of   three   blocks   of   trials.   Participants  in   the  no  
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Figure 2: Three examples of the study and test graphs in 

Experiment 2. 

 
warning condition simply started the first block of trials 

after eye tracker calibration. Each trial consisted of a study 

phase (Figure 4) during which participants were asked to 

look at and study the caption and the graph. The caption was 

presented prior to the graph to help control time spent 

reading the caption. The study phase was followed by one 

of three task cues (Figure 4). For same-different trials, 

participants had to make a same-different judgment about a 

test caption and then about a test graph in comparison to the 

study caption and study graph. Participants were instructed 

to give a response as quickly as possible when the 

caption/graph appeared.  

Each block consisted of 12 same-different trials (three of 

each of the different trial types), presented in random order. 

Three true-false trials and three describe trials were included 

in each block to encourage participants to study the graphs 

in a naturalistic way and to ensure depth of encoding. Each 

x-tick variation of a given graph was presented in a different 

block. Blocks of trials were counterbalanced across 

participants and the eye tracker was re-calibrated at the start 

of each block. At the end of the third block, participants in 

the warning condition were asked what they remembered 

about the warning. The study lasted approximately 1 hour. 

 
 

Figure 3: Line of best fit AOI and extreme data AOI for one 

of the 24 study graphs in Experiment 2. 
 

Results and Discussion 

Only same-different trials in which a correct response was 

given to the test caption and a response was given to the test 

graph were included in the analyses (i.e. trials in which 

participants correctly remembered the caption and then went 

on to make a judgement about the graph). Six participants 

were removed from further analyses: one participant who 

subsequently reported monocular vision impairment; one 

participant whose accuracy on completely different trials 

was 11% (lower than three SD from mean accuracy); and 

four participants in the warning condition who could not 

remember any detail about the warning when asked at the 

end of the study (and so may not have encoded it). 
 

Task Performance  Sensitivity to detect differences 

between the graphs of same-different trials was measured 

using d' in order to assess response accuracy with the effects 

of response bias removed. Participants’ d' scores were 

analyzed with a 3 (trial type) x 3 (x-ticks) x 2 (warning) 

mixed ANOVA. There was a main effect of trial type, 

F(2,64)=59.603, p<.001, partial η
2
=.651. Bonferroni post-

hoc tests indicated a significant difference between 

amplitude different trials and completely different trials 

(p<.001), and gradient different trials and completely 

different trials (p<.001), indicating that participants had a 

greater ability to detect differences between study and test 

graphs when the test graph was completely different, than 

when only the amplitude or gradient was different. 

There was no main effect of x-ticks, F(2,64)=0.504, 

p=.606; and no main effect of warning, F(1,32)<0.001, 

p=.994. However there was a significant interaction 

between trial type and warning, F(2,64)=3.459, p=.037, 

partial η
2
=.098 (Figure 5). Post-hoc examination indicated 

that participants in the no warning condition performed 

significantly worse on gradient different trials (M = 0.251, 

95% CI ±0.222) than amplitude different trials (M = 0.667, 

95% CI ±0.274) (p=.008), whereas those in the warning 

condition performed about equally on gradient different 

trials (M=0.504, 95% CI ±0.293) and amplitude different 

trials (M=0.479, 95% CI ±0.349). There was no significant 

x-ticks x warning interaction, F(2,64)=3.041, p=.055; and 

no three-way interaction, F(4,128)=1.162, p=.331, 

indicating that the number of intermediary x-ticks did not 

influence sensitivity to detect changes in the long-term trend. 
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Figure 4: Presentation of same-different and filler trials. 

 

Using language to provide task-relevant knowledge 

improved sensitivity to detect differences in task-relevant 

information (i.e. the long-term trend) relative to other 

information (i.e. amplitude). Furthermore, this did not 

appear to come at the expense of an impaired sensitivity to 

detect differences in the other information.  

To investigate if the effect of the warning on gradient 

performance deteriorated over time, d' values were 

recalculated by collapsing data across x-ticks (as there was 

no significant x-ticks main effect or interaction), and then 

splitting out the data by block. A 2 (warning) x 3 (trial type) 

x 3 (block) mixed ANOVA was then performed. Results 

were consistent with the first mixed ANOVA, and there was 

no three way interaction between trial type, warning and 

block, F(2.903,92.895)=0.189, p=.898 (with Greenhouse-

Geisser correction), indicating that there was no evidence to 

suggest that the trial type x warning interaction was 

modulated by the duration between the warning and the 

block of trials. This suggests that the warning was encoded 

into long-term memory and applied throughout the study. 

These results indicate that the warning had a lasting effect 

on participants’ judgements, suggesting that in the absence 

of explicit user-goals, using language to impart graph 

knowledge may direct subsequent interpretation of the data. 

 

Visual Attention  To investigate if the improved 

discriminability of the gradient found in the warning 

condition might be driven by differences in visual attention 

during encoding, fixation durations for the AOIs of the 

study graphs were calculated. Fixations were calculated for 

same-different trials in which a correct response was given 

to the caption and a response was  given to the test graph, all 

 
 

Figure 5: Average sensitivity (d') for each trial type and 

warning group, with 95% confidence intervals. 

 

true-false trials in which a response was given, and all 

verbal trials. Trials for four participants were excluded from 

further analysis as they had poor eye tracking calibrations. 

Individual trials were excluded if >15% of eye tracking 

samples were missing, or if there was a continuous period 

>700ms of data missing (10.7% of trials). As there was no 

main effect or interaction of x-ticks in the d' data, fixation 

data were collapsed across x-ticks. 

At study, participants in the warning condition spent 

significantly longer fixating within the line of best fit area 

than participants who did not receive the warning, 

t(19.802)=2.119, p=.024 (one-tailed, equal variances not 

assumed) (Table 1). Conversely, there was no significant 

difference in total fixation duration of the extreme data area 

between the two groups, t(25.137) =-0.352, p=.728 (two-

tailed, equal variances not assumed), nor a significant 

difference in total fixation duration in the whole data area, 

t(28)=1.288, p=.208 (two-tailed, equal variances assumed). 

Taken together, the task performance and visual attention 

results suggest that using language to provide graph 

knowledge can direct visual attention to task-relevant 

information during encoding, which then enables the 

creation of a more detailed internal representation of the 

graphed data (rather than merely an alternative 

representation) and can influence subsequent interpretation.  

 

Table 1: Mean (M) and standard deviations (SD) of 

fixation duration in ms during study for each AOI. 

Area of  No warning (n=16) Warning (n=14) 

interest M      SD M      SD 

Line of best fit  1426 (432) 1919 (772) 

Extreme data 1587 (586) 1525 (356) 

Whole data 3013 (884) 3444 (952) 

General Discussion 

The research presented here supports and builds on existing 

theoretical research on display comprehension and has 

important implications for communicators of time-series 

data. Pilot data from Experiment 1 found that interpretations 
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of a real-world time-series line graph that contained a high 

degree of short-term variability (and therefore many trend 

reversals) did not elicit correct descriptions of the long-term 

trend in more than half of the participants. This is consistent 

with the hypothesis that trend reversals provide salient 

visual cues that break down connected lines into separate 

visual chunks, which may then be difficult to integrate into 

a representation of the long-term trend. Experiment 2 found 

that in the absence of an explicit user-goal or an 

interpretation strategy, users created better representations 

of the short-term variability than the long-term trend. 

However, when provided with an interpretation strategy via 

a linguistic warning, participants encoded both the long-

term trend and short-term variability equally well. 

In contrast to previous research investigating changes to 

the layout and format of a display in order to make task-

relevant patterns explicitly represented (e.g. Shah, Mayer, & 

Hegarty, 1999), the research presented here highlights top-

down cognitive processes on the identification and 

interpretation of data patterns. Language may be an 

effective way of providing graph knowledge, which can 

then be drawn on to direct visual attention to relevant visual 

features and support appropriate spatial inferences. 

This may be especially pertinent when communicating 

complex data sets that contain several communication goals. 

For example, climate scientists may wish to communicate 

the long-term trends of indicators of a changing climate, as 

well as enabling individuals to understand that short-term 

variability in these indicators exists. Language may provide 

a useful tool to direct users to consider aspects that require 

complex inferential processes (such as the long-term trend) 

in addition to the salient patterns in the display. Given the 

need for individuals to interpret graphs to make informed 

decisions and play an active role in society, there is a need 

to extend our theoretical understanding of display 

comprehension, and to apply and test out theoretical insights 

in real-world communication problems. The research 

presented here supports both of these aims.      
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Abstract

What makes a question useful? What makes an answer appro-
priate? In this paper, we formulate a family of increasingly
sophisticated models of question-answer behavior within the
Rational Speech Act framework. We compare these models
based on three different pieces of evidence: first, we demon-
strate how our answerer models capture a classic effect in psy-
cholinguistics showing that an answerer’s level of informative-
ness varies with the inferred questioner goal, while keeping
the question constant. Second, we jointly test the questioner
and answerer components of our model based on empirical ev-
idence from a question-answer reasoning game. Third, we ex-
amine a special case of this game to further distinguish among
the questioner models. We find that sophisticated pragmatic
reasoning is needed to account for some of the data. People
can use questions to provide cues to the answerer about their
interest, and can select answers that are informative about in-
ferred interests.

Keywords: language understanding; pragmatics; Bayesian
models; questions; answers

Introduction
Q:“Are you gonna eat that?” A:“Go ahead.”

In this (real life) example, Q strategically chooses a question
that differs from her true interest, avoiding an impolite ques-
tion, yet manages to signal to A what her interests are; A in
turn reasons beyond the overt question and provides an an-
swer that addresses Q’s interests. This subtle interplay raises
two questions for formal models of language: What makes a
question useful? What makes an answer appropriate?

A number of studies in psycholinguistics have provided
evidence that answerers are both sensitive to a questioner’s
goals and attempt to be informative with respect to those
goals. For instance, in the classic study of Clark (1979), re-
searchers called liquor merchants and opened the conversa-
tion with one of two sentences to set context: “I want to buy
some bourbon” (the uninformative condition) or “I’ve got $5
to spend” (the five dollar condition). They then asked, “Does
a fifth of Jim Beam cost more than $5?” Merchants gave a lit-
eral yes/no answer significantly more often in the latter condi-
tion than the former, where an exact price was more common.

When provided with the five dollar context, the merchant
inferred that the questioner’s goal was literally to find out
whether or not they could afford the whiskey, hence a sim-
ple ‘yes’ sufficed. In the uninformative context, however, the
merchant inferred that the questioner’s goal was just to buy
whiskey, so the exact price was the most relevant response
(Clark, 1979). Context and questioner goals have also been
implicated in accounts of answers to identification questions
like “who is X?” (Boër & Lycan, 1975), and to questions like

“where are you?” that permit answers at many levels of ab-
straction (Potts, 2012). While most of this work has focused
on answerer behavior, it suggests that the question itself is
important in prompting a relevant answer.

Recent work on Rational Speech Act (RSA) models (Frank
& Goodman, 2012; Goodman & Stuhlmüller, 2013) has
mathematically formalized pragmatic language understand-
ing as a form of recursive Bayesian inference, where listeners
reason about speakers who choose utterances that maximize
information gained by an imagined listener. In this paper
we extend the RSA framework to address simple question-
answer dialogs. The immediate challenge in doing so is that
the speaker utility in RSA is based on direct information pro-
vided by an utterance—since questions don’t provide direct
information, we must say what utility they do have.

We suggest, following Van Rooy (2003), that the value of
a question is the extent to which it can be expected to elicit
information relevant to the questioner later in the dialogue.
More specifically, for the questioner, the value of a question
is the expected information gained about her interests, given
the set of likely answers it may provoke. This diverges from
regular RSA in that the value of a question depends on infor-
mation gained by the speaker (rather than listener), and that
this information comes later in the (very short) conversation.

To fully specify this questioner we need a model of the
answerer, which can serve as both the model assumed by a
questioner, and as a model of answer behavior itself. We ex-
plore three, increasingly sophisticated, answerer models. The
simplest answerer provides a literal answer to the question
(without attempting to be informative); the explicit answerer
attempts to be informative with respect to the explicit ques-
tion asked (without inferring the questioner’s underlying in-
terests); the pragmatic answerer infers the most likely true
interests of the questioner, and then informatively addresses
those interests. The latter model extends RSA to reason about
the topic of conversation, as proposed by Kao, Wu, Bergen,
and Goodman (2014) to explain hyperbole; it goes beyond
previous work by using the explicit question as a (potentially
indirect) cue to this topic.

The rest of this paper is structured as follows. First, we lay
out the details of our question-answer models. We show that
the pragmatic answerer model can select different answers
to a question depending on context, as in Clark (1979), de-
scribed above. We then use a communication game paradigm
that allows us to manipulate goals, potential questions, and
potential answers, testing the predictions of the different
models. We close with a brief discussion of related models
and future directions.
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A Rational Speech Act model of question and
answer behavior

How should a questioner choose between questions? We start
by assuming that the questioner aims to learn information rel-
evant to a private goal. In order to choose a question that re-
sults in useful information, the questioner reasons about how
the answerer would respond, given different possible states of
the world; she selects a question that results in an answer that
tends to provide goal-relevant information.

More formally, suppose there is a set of world states W ,
a set of possible goals G , a set of possible questions Q ,
and a set of possible answers A . These sets are taken to
be in common ground between the questioner and the an-
swerer. An informational goal g ∈ G is a projection func-
tion that maps a world state to a particular feature or set of
features that the questioner cares about; this is similar to the
notion of a question-under-discussion (Roberts, 1996). We
will use the notation Pg(w) to indicate the probability P̂(g(w))
of the g-relevant aspect of w under the projected distribution
P̂(v) =

∫
W δv=g(w)P(w)dw.

The questioner takes a goal g ∈ G as input and returns a
distribution over questions q ∈ Q :

P(q|g) ∝ eEP(w∗)[DKL(Pg(w|q,w∗)‖Pg(w))]−C(q)

It trades off the cost of asking a question, C(q), and expected
information gain. The cost likely depends on question length,
among other factors. Information gain is measured as the
Kullback-Leibler divergence between the prior distribution
over g-relevant worlds, Pg(w), and the posterior distribution
one would expect after asking a question q whose answer re-
flected true world state w∗:

Pg(w|q,w∗) = ∑
a∈A

Pg(w|q,a)P(a|q,w∗)

This distribution has two components: First, it depends on
P(a|q,w∗), a model of the answerer which we will explore
shortly. Second, it depends on (the goal projection of)
P(w|q,a), an ‘interpreter’ that specifies the likelihood as-
signed to different worlds given question and answer pairs.

To define the interpreter function, which all agents use to
compute the literal interpretation of a question-answer pair,
we must assign questions a semantic meaning. We assume
that a question is an informational goal that projects from
worlds to the answer set A . This is equivalent to the more
common partition semantics of Groenendijk and Stokhof
(1984), as can be seen by considering the pre-image of such
a projection; an answer picks out an element of the partition
via q−1(a). The interpreter constrains the prior on worlds to
the subset of its support that is consistent with the semantics
of a question-answer pair1:

P(w|q,a) ∝ P(w)δq(w)=a

1We should also have a semantic evaluation function that maps
an answer utterance to its value in A . For clarity we assume this is a
trivial mapping and suppress it.

We next describe three different answerer models; the
questioner could assume any one of them, leading to three
corresponding versions of the questioner model. All answer-
ers take a question q ∈ Q and a true world state w∗ ∈W as
input and return a distribution over answers a ∈ A . The lit-
eral answerer simply chooses answers by trading off prior
answer probability and how well a question-answer pair con-
veys the true state of the world to an interpreter:

P(a|q,w∗) ∝ P(a)P(w∗|q,a)

For a fixed question, this is equivalent to the speaker in pre-
vious RSA models. The question enters only in specifying
the literal meaning of an answer. The explicit answerer ad-
ditionally evaluates answers with respect to how well they
address the explicit question q:

P(a|q,w∗) ∝ P(a)Pq(w∗|q,a)

The pragmatic answerer also evaluates answers with re-
spect to how well they address the informational goal, but
doesn’t take the question’s explicit meaning at face value. In-
stead, the pragmatic answerer reasons about which goals g are
likely given that a question q was asked, and chooses answers
that are good on average:

P(a|q,w∗) ∝ p(a) ∑
g∈G

P(g|q)Pg(w∗|q,a)

Reasoning backwards from questions to goals is a simple
Bayesian inversion of the (explicit) questioner using a prior
on goals:

P(g|q) ∝ P(q|g)P(g)

For all of the questioner and answerer models, we can vary
how strongly optimizing they are—that is, to what extent they
are sampling from the distributions defined above, and to
what extent they deterministically choose the most likely ele-
ment. For any such distribution over utterances, we introduce
an optimality parameter α and transform it by P′(x) ∝ P(x)α.

This concludes our specification of the model space, giv-
ing a set of three answerers and three corresponding ques-
tioners that reason about them. We have implemented these
models in WebPPL, a probabilistic programming language
(Goodman & Stuhlmüller, electronic). The model predictions
shown throughout the rest of the paper are computed using
this implementation.

Whiskey pricing: a case study
Our model can provide different—sometimes over- or under-
informative—answers to the same explicit question, depend-
ing on context. To illustrate, we model Clark’s (1979)
whiskey study. Recall that liquor merchants were more likely
to give over-informative answers (specifying exact price) to
the question “Does a fifth of Jim Beam cost more than $5?”
in the uninformative context (“I want to buy some bourbon”)
than in the five dollar context (“I’ve got $5 to spend”).
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Our world state is a pair of the whiskey’s price ($1, $2, . . . ,
$10) and a Boolean indicating whether the merchant takes
credit cards. There are three possible goals: learning the price
of whiskey, learning whether the price is greater than $5, and
learning whether the merchant takes credit cards. Note that
the credit card question was not in the original study, but re-
flects the important fact that there exist alternative reasons for
calling a liquor store aside from price-related questions. The
set of answers includes exact prices as well as “yes” and “no”,
with lower cost for “yes” and “no” than the price statements.

We model the context sentence as affecting the answerer’s
goal prior. We assume that there is a fixed 40% probability
of the credit card goal, with the remaining 60% split between
the two price-related goals. When the context is “I’d like to
buy some whiskey,” we assume that the split is even. When it
is “I only have $5 to spend,” we assume that it is 9:1 in favor
of learning whether the price is greater than $5.

Results When the question is “Do you take credit cards?”,
the pragmatic answerer prefers to give the accurate Boolean
answer (with probability .76 and .78, weakly depending on
context), with no preferential treatment for any of the numeric
answers. When the question is “Does Jim Beam cost more
than $5?”, the correct Boolean answer is still the most proba-
ble choice, but more weakly (at probability .44 and .49). Crit-
ically, there is a context-dependence for answers to this ques-
tion: when prefaced with “I’d like to buy some whiskey.”, the
correct exact price answer is favored more strongly (at proba-
bility .18) than when the context is “I only have $5 to spend.”
(probability .11). By contrast, the explicit answerer (which
has no natural way to account for context) does not make dif-
ferential predictions in the two situations.

This suggests that our pragmatic answerer is consistent
with human behavior in psychologically interesting situa-
tions, passing a first, qualitative, test. However, we have not
yet shown that the questioner behavior matches that of hu-
mans. Indeed, the questioner has been largely neglected in
studies of answering (but see, e.g., Potts, 2012), even though,
as our opening example illustrates, the choice of question is
important for understanding answers. In the next section we
introduce an experimental paradigm that allows us to jointly
explore quantitative behavior of both questioners and answer-
ers.

Exp. 1: Hierarchical questions and answers
In order to simultaneously test how questioners choose ques-
tions when faced with a particular goal and how answerers re-
spond under uncertainty about this goal, we used a guessing-
game task played by two players: a questioner and an an-
swerer. In this game, 4 animals (a dalmatian, a poodle, a
cat, and a whale) were hidden behind 4 gates. These ani-
mals corresponded to different levels in a class hierarchy (see
Fig. 1). The questioner received a private goal of finding one
of the objects (e.g. ‘find the poodle’), and the answerer (but
not the questioner) knew the location of each object. Before
choosing a gate, the questioner asked the answerer a single

d1 d2 b1

dog

pet

animal

Figure 1: Stimulus hierarchy used in Exp. 1. The goal space
and answer space contained the four leaves. The question
space, however, was restricted to the highlighted nodes, pro-
ceeding up the hierarchy, allowing for indirect questions.

question, chosen from a restricted set of options, and the an-
swerer responded by revealing the object behind a single gate.
This restriction was motivated by one of the key features of
our opening example: when the most direct question (“can I
eat your food?”) is suppressed due to politeness, utterance
length, complexity, or some other intervening factor, ques-
tioners must rely instead on an indirect question.

This set of restricted options was critical to distinguishing
between the pragmatic and explicit variants of our model. If
all questions were equally available, both our ‘explicit’ and
‘pragmatic’ questioner models would prefer the most direct
one. To see how they make different predictions in the pres-
ence of restrictions, suppose ‘poodle?’ was not available the
questioner. If the questioner asked about a ‘dog?’, the poo-
dle and dalmatian would be considered equally good options
by an explicit answerer because they are both dogs. How-
ever, the pragmatic answerer could reason that if the ques-
tioner was truly interested in the location of the dalmatian, he
would have asked about the dalmatian. Because he didn’t, he
must be interested in the other valid response that he lacks a
direct question for: the poodle.

Participants We recruited 125 participants from Amazon’s
Mechanical Turk to participate in this task. Eleven partici-
pants were excluded due to self-reported confusion about the
task instructions or due to being non-native English speakers.

Stimuli & Procedure In terms of our model specification,
the world space W was the set of 4! = 24 possible assign-
ments of four objects to four gates. The goal space G was the
set of four objects that the questioner could be trying to find
(the leaves of the tree in Fig. 1). The answer space A was the
set of four gates that the answerer could reveal. The restricted
question space Q contained the set of highlighted nodes in the
hierarchy: ‘dalmatian?’, ‘dog?’, ‘pet?’, and ‘animal?’.

Each participant provided responses for four trials in the
role of the questioner (corresponding to the four goals), and
four trials in the role of the answerer (corresponding to the
four possible questions). In the questioner block, players

880



goal: dalmatian goal: poodle

goal: siamese cat goal: whale

0.0

0.4

0.8

0.0

0.4

0.8

da
lm

at
ia

n

do
g

pe
t

an
im

al

da
lm

at
ia

n

do
g

pe
t

an
im

al

response

pr
ob

src
empirical
model

Pragmatic_Questioner
utterance: dalmatian utterance: dog

utterance: pet utterance: animal
0.00

0.25

0.50

0.75

1.00

0.00

0.25

0.50

0.75

1.00

da
lm

at
ia

n

po
od

le

si
am

es
e 

ca
t

w
ha

le

da
lm

at
ia

n

po
od

le

si
am

es
e 

ca
t

w
ha

le

response

pr
ob

src
empirical
model

Pragmatic_Answerer

Figure 2: Exp. 1 results, compared with the predictions of the best-performing model for questioner (left) and answerer (right).
The explicit and pragmatic questioner models do not make different predictions in this task, but the pragmatic answerer better
accounts for the qualitative patterns in the response data than the explicit answerer.

were presented with a private goal from G , like “find the
poodle!” and were prompted to select a question from a
drop-down menu containing elements of Q that would best
help them find it. In the answerer block, players were shown
which items were behind which gates and were told that the
other player had asked a particular question from Q . They
were prompted to select a gate from a drop-down menu that
would be most helpful for the questioner, keeping in mind his
or her constraints. (To minimize learning effects, question-
ers did not receive answers and neither role saw the outcome
of the game.) In order to collect responses for all elements
of G and Q , the order of the questioner and answerer blocks
was randomly assigned for each participant, and the order of
stimuli within these blocks was also randomized2.

Results Results for the questioner role are shown along-
side model predictions in Fig. 2 (left). We find that ques-
tioners systematically prefer to ask different questions given
different goals, even as those questions become more indi-
rect. χ2 tests over each of the four response distributions
show a significant divergence from uniform. Questioners
preferentially ask about the ‘dalmatian’ given the dalmatian
goal, χ2(3) = 137, p < .001, about the ‘dog’ given the poo-
dle goal, χ2(3) = 152, p < .001, about the ‘pet’ given the
cat goal, χ2(3) = 120, p < .001, and about the ‘animal’ when
given the whale goal, χ2(3) = 150, p < .001.

Results for the answerer role are shown in Fig. 2 (right).
Answerers are highly sensitive to the constraints of the ques-
tioner, giving information about the dalmatian when asked
about a ‘dalmatian’, χ2(3) = 281, p < .001, about the poo-
dle when asked about a ‘dog’, χ2(3) = 137, p < .001, about
the cat when asked about a ‘pet’, χ2(3) = 57, p < .001,

2The experiment is online at http://cocolab.stanford.edu/
cogsci2015/Q and A/experiment1/experiment1.html

and about the whale when asked about an ‘animal’,
χ2(3) = 121, p < .001. Note that, under an explicit interpre-
tation of the question, revealing the dalmatian and the poo-
dle would both be perfectly acceptable answers to a question
about a ‘dog’, but answerers strongly prefer to give the lo-
cation of the poodle. In the next section, we compare these
results to the predictions of our family of models (Fig. 3).
Model comparison Each model was run with uniform prior
probability over worlds, goals, questions, and answers, and
with equal cost for all utterances. For each model, a single
optimality parameter, which applied to all agents as described
above, was fit to maximize correlation with the data.

We can rule out both the literal answerer and literal ques-
tioner. The literal answerer yields a uniform distribution over
the four answers. This has consequences for the correspond-
ing literal questioner model: when this questioner reasons
about which question would generate the most helpful answer
from the literal answerer, it finds no differences in response
probabilities, and therefore has no preference for which ques-
tion to ask. The predictions of these model, plotted against
our empirical results, are shown in the left-hand column of
Fig. 3.

The two remaining questioner models make roughly the
same predictions for this task, and we are not able to distin-
guish them on the basis of these data. We found a model-data
correlation of r = 0.96 for the explicit questioner and corre-
lation of r = 0.99 for the pragmatic questioner. Although the
pragmatic model has a slightly better fit, the two models only
differ slightly in the magnitude of predictions, not in qualita-
tively important ways such as the rank ordering of response.
The pragmatic questioner model’s predictions for each re-
sponse distribution are shown in Fig. 2 (left). Although the
magnitude of its predictions are not in perfect alignment with
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Figure 3: Full space of models, and their correlations with the
data from Exp. 1. Questioner models in the first row reason
about the answerers directly below them, and the pragmatic
answerer reasons about the explicit questioner.

the magnitude of the empirical data (because it is strongly
optimizing), it captures most of the interesting qualitative pat-
terns of the data, particularly the modal responses.

The pragmatic answerer provides a much better fit to the
data than the explicit answerer: a model-data correlation of
r = 0.8 for the explicit answerer and r = 0.95 for the prag-
matic answerer. Only the pragmatic answerer can account
for essential qualitative features of the response data. For
example, the explicit answerer predicts that participants will
be equally likely to show the ‘dalmatian,’ ‘poodle,’ and ‘cat’
when asked about a pet. Instead, the data show a significant
preference for revealing the cat, leaving ‘dalmatian’ and ‘poo-
dle’ at the same level as the other alternative. The pragmatic
answerer correctly predicts this pattern (see Fig. 2 (right)).
Even more dramatically, the explicit answerer predicts a uni-
form distribution over responses to the ‘animal?’ question.
However, the empirical distribution was significantly differ-
ent from uniform. Thus, the pragmatic answerer is necessary
to account for these data.

These data provide strong evidence for a pragmatic an-
swerer, but are more equivocal with respect to the explicit
and pragmatic questioner. Because the two models did not
make significantly different predictions for this experiment
(and both work quite well), we ran a follow-up study on a
special case of the guessing-game paradigm in which the ex-
plicit and pragmatic questioners make different predictions.

Exp. 2: A Critical Test of Questioner Models
Participants We recruited 50 participants to participate
only in the questioner scenario of the guessing game pre-

sented above. Ten participants were excluded on the basis of
having a non-English native language, or reporting confusion
about the instructions.

Stimuli & Procedure The procedure was the same as be-
fore with some changes to the stimuli. The world space W
consisted of possible assignments of the three pets to three
gates. The possible goals G were the dalmatian and poodle
(not the cat). The possible questions G were ‘dalmatian?’ or
‘cat?’. The possible answers A were the three gates. Each
participant was given the two goals in a random order3.

Results When the goal was to find the dalmatian, partici-
pants were significantly more likely to ask about the dalma-
tian than the cat, χ2(1) = 12, p < 0.001. When the goal was
to find the poodle, participants were marginally more likely to
ask about the cat than the dalmatian, χ2(1) = 3.6, p = 0.058.
When looking only at the first of the two trials, the dalmatian
result held, χ2(1) = 14.4, p < 0.001, but participants’ prefer-
ence for asking about the cat disappeared, χ2(1) = 0.07, p =
0.79. These results are shown in Fig. 4.

Model comparison The explicit questioner predicts that
participants should have no preference for a question given
the ‘poodle’ goal, since an explicit answerer would be equally
unlikely to give the desired answer for both. The pragmatic
questioner model, however, predicts that participants should
prefer to ask about the cat. This is because the (internal) prag-
matic answerer would reason that if the questioner was inter-
ested in the dalmatian, they would ask about the dalmatian; if
they didn’t, they must be interested in the other possible goal.

It is again unclear which questioner model is best. Overall,
the response distribution matches the predictions of the prag-
matic model: questioners prefer to ask about the cat. How-
ever, participants don’t show this behavior if we look at only
the first trial. This could be due to a number of reasons. In-
terestingly, the pragmatic model predicts a more explicit-like
response distribution if the questioner does not take into ac-
count the constraint on possible goals: if participants thought
the poodle was the only goal (counter to the instructions),
then asking about the dog would be consistent with the prag-
matic model as well. It is possible that participants only
fully-processed the alternative (dalmatian) goal if they had
first done the trial where that was the goal.

General discussion

Perhaps the most important formal advance of the models
considered here is to move the Rational Speech Act frame-
work beyond interpretation of single utterances (in context),
to consider the dynamics of simple dialogs (albeit consist-
ing of a single question and its answer). Doing so requires
replacing the immediate motive to convey true information
with the more distant motive to provoke useful information
from one’s interlocutor. On the answerer side, sophisticated

3The experiment is online at http://cocolab.stanford.edu/
cogsci2015/Q and A/experiment2/experiment2.html
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Figure 4: The overall response distribution in Exp. 2 (left)
and the same distribution split into first- and second-trial data
(right).

inference was required to account for the implicit interests
of the questioner. This provides a useful connection to cur-
rent game-theoretic and decision-theoretic models (Vogel,
Bodoia, Potts, & Jurafsky, 2013; Van Rooy, 2003), which
also emphasize the importance of goals and speaker beliefs
in communication but emphasize less the complex interplay
of inference between questioner and answerer.

We have presented evidence that answerer behavior is best
described by a pragmatic model that does reason about ques-
tioner intentions, using the question utterance as a signal.
The superiority of pragmatic answerer predictions over the
other answerer models was robust. Questioner behavior in
Exp. 2, however, seemed to be much more dependent on
experience. In another version of Exp. 1, we did not em-
phasize certain aspects of the game in the instructions, such
as the fact that the answerer knows about the restricted an-
swer set, which might prompt perspective-taking. Our data
in this pilot experiment appeared to contain a mixture of ex-
plicit and pragmatic answerers and questioners (though other
confounds were present in this version). Overall, it will be
important to explore the mixture of explicit- and pragmatic-
questioning across a larger range of situations: these issues
may be a product of our artificial game paradigm, or they may
be reflective of real tendencies in language use, raising novel
questions about audience design in question-answer behavior.

While the artificiality of our question-answer game may
distance the behavior of participants from the natural use of
language, there are also some benefits to this design. In par-
ticular, it is easy in this setting to control the exact space
of questions, goals, and answers. While the restrictions on
question space may seem peculiar, it is directly motivated by
conversational scenarios in everyday usage which feature re-
strictions on the set of things one can ask about, due to polite-
ness, salience, time cost, and other factors. In future work, we
will explore the extent to which the proposed model can scale
up to real-time, multiplayer games, extended dialogues, and
other more naturalistic language settings. To deal with dia-
logues lasting longer than a single exchange, for instance, we
must specify the way in which the contributions of questioner
and answerer affect the context in which later utterances op-
erate.

Humans are experts at inferring the intentions of other
agents from their actions (Tomasello, Carpenter, Call, Behne,

& Moll, 2005). Given simple motion cues, for example, we
are able to reliably discern high-level goals such as chas-
ing, fighting, courting, or playing (Barrett, Todd, Miller, &
Blythe, 2005; Heider & Simmel, 1944). Experiments in
psycholinguistics have shown that this expertise extends to
speech acts. Behind every question lies a goal or intention.
This could be an intention to obtain an explicit piece of infor-
mation (“Where can I get a newspaper?”), signal some com-
mon ground (“Did you see the game last night?”), test the an-
swerer’s knowledge (“If I add these numbers together, what
do I get?”), politely request the audience to take some ac-
tion (“Could you pass the salt?”), or just to make open-ended
small talk (“How was your weekend?”). These wildly dif-
ferent intentions seem to warrant different kinds of answers.
By formalizing the computational process by which answer-
ers infer these different intentions, our model framework pro-
vides a unifying way to accommodate this diversity.

Acknowledgements
This work was supported by ONR grants N00014-13-1-0788 and
N00014-13-1-0287, and a James S. McDonnell Foundation Scholar
Award to NDG. RXDH was supported by the National Science
Foundation Graduate Research Fellowship under Grant No. DGE-
114747.

References
Barrett, H. C., Todd, P. M., Miller, G. F., & Blythe, P. W. (2005).

Accurate judgments of intention from motion cues alone: A cross-
cultural study. Evolution and Human Behavior, 26(4), 313–331.
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Abstract

In standard decision theory, rational agents are objective,
keeping their beliefs independent from their desires (Berger,
1985). Such agents are the basis for current computational
models of Theory of Mind (ToM), but this fundamental as-
sumption of the theory remains untested. Do people think that
others’ beliefs are objective, or do they think that others’ de-
sires color their beliefs? We describe a Bayesian framework
for exploring this relationship and its implications. Motivated
by this analysis, we conducted two experiments testing the a
priori independence of beliefs and desires in people’s ToM
and find that, contrary to fully-normative accounts, people
think that others engage in wishful thinking. In the first ex-
periment, we found that people think others believe both that
desirable events are more likely to happen, and that undesir-
able ones are less likely to happen. In the second experiment,
we found that social learning leverages this intuitive under-
standing of wishful thinking: participants learned more from
the beliefs of an informant whose desires were contrary to his
beliefs. People’s ToM therefore appears to be more nuanced
than the current rational accounts, but consistent with a model
in which desire directly affects the subjective probability of
an event.
Keywords: Wishful Thinking; Computational Social Cogni-
tion; Theory of Mind; Desirability Bias

Introduction
“I think Romney will take Ohio” Karl Rove intoned into the
camera while Fox News’ election experts were calling Ohio,
and the 2012 election, for Barack Obama. The strength of
Mr. Rove’s desire to see a Romney victory was palpable
and it seemed to overpower the evidence from the exit polls
to form his belief. However, this explanation presupposes
a direct link between his desires and beliefs, a link that is
currently absent in normative behavioral models and current
Theory of Mind (ToM) models.

Does a causal link between desires and beliefs exist?1 The
evidence is mixed. There are a number of compelling stud-
ies that find “wishful thinking,” or a “desirability bias” in
both carefully controlled laboratory studies (Mayraz, 2011)
and real world settings, such as the behavior of sport fans
(Babad, 1987; Babad & Katz, 1991), expert investors (Olsen,
1997), and voters (Redlawsk, 2002). However, other re-
searchers have failed to observe the effect, e.g., Bar-Hillel et
al.’s The elusive wishful thinking effect (1995), have provided
alternative accounts of previous experiments (Hahn & Har-
ris, 2014), and have argued that there is insufficient evidence
for a systematic wishful thinking bias (Krizan & Windschitl,
2007; Hahn & Harris, 2014).

Whether or not there actually is a direct effect of desires
on beliefs, people might think that there is and use this fact
when reasoning about other people. That is to say, people’s
ToM might include this causal influence (as seen in Fig. 1b).

1While the causal link between desires and beliefs may, in fact,
be bi-directional, we will focus on the evidence for the a priori
effect of desires on beliefs.

Figure 1: Causal models of (a) ToM based upon classic
belief-desire psychology and (b) ToM that includes a direct
“wishful thinking” link between desires and beliefs.

The direct influence of desires on beliefs is a departure from
classic belief-desire “folk” psychology in which beliefs and
desires are independent and jointly cause action (Fig. 1a).
Previous models of ToM formalize belief-desire (B-D) psy-
chology into generative models of action and belief forma-
tion. They show that inferring others’ beliefs (Baker, Saxe,
& Tenenbaum, 2011), preferences (Jern, Lucas, & Kemp,
2011), and desires (Baker, Saxe, & Tenenbaum, 2009) can
be understood as Bayesian reasoning over these generative
models. A fundamental assumption of these models, and the
B-D theory underpinning them, is that beliefs are formed on
the basis of evidence, and a priori independent of desire. We
will call models that make this assumption rational theories
of mind (rToM). We can contrast this rationally motivated
theory with one that incorporates the rose colored lenses of a
desire-belief connection, an optimistic ToM (oToM).

In this paper we attempt to experimentally distinguish
rToM from oToM. This is difficult in typical social reasoning
tasks because actions are observed, which renders desire and
belief conditionally dependent, even in rToM. To isolate the
a priori relation we therefore perform two experiments in
which participants judge the likely beliefs of an agent who
has not taken an action, in situations where the agent’s likely
desires and evidence vary. We begin by formalizing rToM
and oToM as probabilistic models in order to make their pre-
dictions more explicit.

Models of belief formation and social learning

The standard rational theory of mind pictured in Figure
1a postulates a theory of belief formation that can be un-
derstood as Bayesian updating of beliefs about unobserved
states given some observed evidence (and a causal model of
the world). For concreteness, we describe the models in this
section in terms of the scenario employed in Experiment 2.
A fan forms belief about their team’s skill, b, by updating
after seeing evidence, e, in the form of the team’s record in
their past matches, E . By Bayes rule:

p(b|e,E) ∝ p(e|E ,b)p(b), (1)
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where p(b) is the prior probability of the team having skill b
and p(e|b,E) is the likelihood that the team won e of the E
matches given skill b. We assume skill is simply the proba-
bility that the team will win a match (and therefore we can
talk of a team’s skill and chance of winning the next match
interchangeably). Given this assumption, each match is in-
dependent and can be predicted by flipping a coin weighted
by the team’s skill: e ∼ Binomial(b,E).

In the rational theory of mind described in Eq. 1, the fan’s
belief in the team’s skill (b) is a priori independent of their
desire.2 The “optimistic” theory of mind pictured in Fig-
ure 1b breaks this independence assumption, with beliefs di-
rectly depending upon desires. We formalize belief update
in this model by:

p(b|e,E ,d) ∝ p(e|E ,b,d)p(b|d)p(d) (2)
∝ p(e|E ,b)p(b|d), (3)

where the second line follows by assuming that evidence
doesn’t change the agent’s desires, e ⊥ d|b, and assuming
a uniform p(d) for simplicity. To capture wishful thinking,
we assume that the direction of p(b|d) is for positive utility
desires to lead to higher prior probability for the correspond-
ing events; for example, passionate fans are more likely to
think their team will win.

The difference between belief update in rToM and oToM
can therefore be understood as a dependence of prior belief
on desire. A reasoner using a rToM (Eq. 1) would infer the
same belief for a person who saw evidence e regardless of
whether the person desired or dreaded the event (see Fig. 3d).
However, a reasoner using an oToM (Eq. 3) would infer
a person believes desired events to be more probable than
dreaded ones (see Fig. 3c).

Reasoners using these different theories of mind not only
differ in the inferences they draw about others’ beliefs but
also in how they can use knowledge of others’ beliefs to
make inferences about the world, i.e., social learning. This
can be seen by considering a fan who passes a signal s to
the reasoner that indicates whether they think their team will
win: p(s|b) = δb≥0.5. In Experiment 2, reasoners don’t know
what the fan believes about a team’s strength, and instead
have to infer it from their own prior beliefs about the team’s
skill pr(b), the matches the fan saw E , and the fan’s desire
d. To infer the true team strength (which we subscript as br
for clarity) the reasoner has to consider what evidence e the
fan actually saw:

p(s|br,E ,d) = ∑
e

p(s|br,E ,e,d)p(e|br,E ,d) (4)

= ∑
e

p(s|E ,e,d)p(e|br,E), (5)

where the second line follows from the fact that s ⊥ br|e (the
fan’s signal depends on the true strength only via the evi-
dence) and e ⊥ d (desire doesn’t influence the actual evi-
dence). Eq. 5 represents the probability that the fan would

2Although beliefs and desires are conditionally dependent given
an action in rToM.

send signal s given the true team skill. We take p(e|br,E) to
be binomial as above. The remaining term can be expanded
to make the fan’s belief explicit:

p(s|e,E ,d) =
∫

b
p(s|b,d,e,E)p(b|e,E ,d) db (6)

=
∫

b
p(s|b)p(b|e,E ,d) db (7)

which depends on the belief formation (p(b|e,E ,d)) and sig-
naling (p(s|b)) models specified above. Finally, using Eq. 5,
we can describe the reasoner who learns about a team’s skill
from social information—a fan’s desire, amount of evidence,
and signal. Using Bayes rule:

p(br|s,E ,d) ∝ p(s|br,E ,d)p(br) (8)

Eq. 8 represents a social learner who assumes an oToM; for
a social learner who assumes a rToM the dependence on d
disappears.

The qualitative behavior of the rational and optimistic so-
cial learning models can be seen in Figure 4b and c. A rea-
soner using a rToM considers only the amount of evidence a
fan seen, E , i.e., the fan’s knowledgeability (for a given set
of direct evidence er). For a reasoner using an oToM, the de-
sirability of the outcome influences their estimate. Given the
a priori bias to believe in desirable events, when a person
desires an outcome and yet believes that it will not occur,
a reasoner can infer that they saw strong evidence that the
outcome will not occur. The oToM reasoner therefore learns
more from this person than they would from someone who
had identical beliefs that were consistent with their desires.

We have outlined the patterns of reasoning expected if rea-
soners use an oToM when thinking about others. Whether
people actually conform with these predictions, assuming
that beliefs are a priori dependent on desires, is an open em-
pirical question. We therefore conducted two experiments
testing the qualitative predictions of oToM. In Experiment 1,
we test whether reasoner’s inferences about others’ beliefs
reflect an a priori dependence of beliefs on desires. A con-
sequence of such a dependence would be that learners are
sensitive to others’ desires when learning from them, which
we explore in Experiment 2.

Given the strongly divergent predictions of the optimistic
and rational ToM models, only a qualitative comparison is
needed to show the presence and consequences of wishful
thinking in ToM. To generate the qualitative predictions in
Figure 3c and 4b, we used equation Eq. 3 and 8 where we
defined wishful thinking as a prior biased in the direction
of the desire; we assumed that a belief b (given a desire d)
was drawn from a Beta distribution whose mean was biased
towards the desired outcome with the magnitude of this bias
representing the degree of wishful thinking. We fit the mean
and the variance of this Beta distribution to the data in each
experiment.

Experiment 1: Wishful thinking in ToM
To test for the presence of wishful thinking in people’s men-
tal models of others we introduce Josh, a person playing a
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game with a transparent causal structure. The causal struc-
ture of the game is conveyed via the physical intuitions of
the Galton board pictured in Fig. 2c. The outcome of the
game is binary (there are two bins) with different values as-
sociated with each outcome (money won or lost). We call the
value of an outcome (i.e., the amount that Josh stands to win
or lose) the utility of that outcome, U(outcome). Participants
are asked what they think about Josh’s belief in the likelihood
of the outcome pJ(outcome). By manipulating outcome val-
ues we are able to test for wishful thinking. If people in-
corporate wishful thinking into their ToM, we should find
that increasing an outcome’s utility (U(outcome)) results in
higher estimates of Josh’s belief in the outcome’s occurrence
(pJ(outcome)).

We first measured pJ(outcome|evidence) without manipu-
lating the desirability of the outcome in the “baseline” block
of trials. Then in the “utility” block of trials we assigned val-
ues to outcomes, manipulating Josh’s U(outcome).3 In the
utility block of trials we used a Price Is Right-style spinning
wheel (Fig. 2a and b) to show Josh (and the participant) what
he stood to win or lose based on the outcome of the marble
drop. By comparing these two blocks of trials we test for the
presence of wishful thinking in people’s ToM.

Methods
Participants We recruited 110 participants via Amazon
Mechanical Turk and paid them $.75. Participants were split
into into two conditions: the Dual outcome (25 male and 20
female, µage = 28, σage = 9.1) and Many outcome (31 male
and 34 female, µage = 27, σage = 8.9).4 Ten participants were
excluded from the analyses for responding incorrectly to at-
tention checks.

Design and Procedure
Participants first were introduced to Josh5 who was playing a
marble-drop game with a Galton board (as seen in Figure 2c).
Josh was personified as a stick figure and appeared on every
screen. To provide participants with an example of the causal
structure (i.e., physics) of the game, they were first shown a
marble dropping from the center of the board, twice. One
marble landed in the orange bin (Figure 2c left bin) and the
other landed in the right (Figure 2c right bin). After observ-
ing the physical properties of the board (i.e., the two mar-
ble drops) participants began the baseline block of trials. In
the four baseline trials, the marble’s drop position varied and
participants were asked “What do you think Josh thinks is the
chance that the marble lands in the bin with the purple/orange
box?” Participants’ responses were recorded on a continuous

3Crucially, Josh’s U(outcome) should not be chosen by him,
e.g., “I bet $5 that it lands in the right bin,” as such an action would
render U(outcome) and p(outcome) conditionally dependent and
both rToM and oToM would predict influence of desire on belief
judgments. To test pure wishful thinking, Josh’s U(outcome) has to
be assigned to him by a process independent of p(outcome).

4These two conditions were presented as two separate HITs on
Amazon Mechanical Turk, two weeks apart, with no participant al-
lowed to participate in both conditions.

5A random male name was generated for each participant.

Figure 2: Stimuli used in Experiment 1. (a) the wheel used
to determine the payout for the next outcome in the Many
outcome condition and (b) in the Dual outcome condition.
(c) Galton board used to decide the outcome in Experiment
1. The blue arrow at the top indicates where the marble will
be dropped. The numbers indicate the four drop positions
used in the experiment.

slider with endpoints labeled “Certainly Will” and “Certainly
Won’t.” Color placement was randomized on each trial, and
the color of the box in question varied between participants.
The marble drop position was indicated with a blue arrow at
the top of the Galton board and there were four drop posi-
tions used (marblex; top of Figure 2c) which varied in how
likely they were to deliver the marble into the bin in question.

After the baseline trials, participants were introduced to
the utility trials, which included a spinning wheel labeled
with outcome values that determined “how much Josh can
win or lose.” In the Dual outcomes condition, Josh could
win or lose $5 (as seen in 2a), and in the Many outcomes
condition, Josh could win or lose $5 or $50 (as seen in 2b).
At the beginning of each trial the wheel was spun and the
selected payout was displayed, e.g., “Josh has a chance of
winning $5,” along with the Galton board. The bins were
labeled with a $ and ∅ symbol.6 If the marble landed in the
$ bin then Josh won/lost the money. The location of the $
bin was randomized on each trial. After seeing the Galton
board with marblex indicated with a blue arrow, participants
were asked two questions sequentially. First they were asked
“What do you think Josh believes is the chance that the mar-
ble will land on the {$/-$} and he’ll {win/lose} {$5/ $50},”
with the response recorded on the same slider as the baseline
trials with endpoints labeled “Certainly Will” and “Certainly
Won’t.” They were then asked “How much does Josh care
about the outcome?” with the response on a slider with end-
points labeled from “Not at All” to “To a Great Extent.”

In the Dual outcome condition, participants saw every
combination of the two outcomes ($5, -$5) and the four drop
positions (20%, 40%, 60%, and 80%) for a total of 8 utility
trials. In the Many outcome condition participants saw 8 ran-
dom samples from the 16 possible combinations of the four
payouts and the four drop points. Each participant also saw
5 catch trials asking either where the marble had landed after

6$ when the payout was positive and -$ when it was negative.
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Figure 3: For each outcome value, the mean subjective p(outcome) attributed to the agent is shown (with standard error
bars) for (a) the Dual outcome condition and (b) the Many outcome condition. These data are compared with the qualitative
predictions of the (c) optimistic and (d) rational ToM models.

a Galton board demonstration, or comprehension questions
about the game and their current task.

Results and Discussion
Comparison of Dual and Many Condition As evident in
Figure 3b, participants showed no sensitivity to the magni-
tude of the value of the outcome. We therefore combined $5
and $50 into one positive-value categorical variable and -$5
and -$50 into a negative-value categorical variable and tested
whether this qualitatively coded Many condition data dif-
fered from the Dual condition data. For each level of value—
negative, baseline, and positive—we compared the average
reported p(outcome) between the Dual and Many conditions
by permutation test. The tests indicated that the results are
not distinguishable (p > .05 for each level of value). In the
subsequent analyses we therefore combine the results from
the two conditions.
Wishful thinking in ToM In a rational theory of mind, be-
liefs and desires are a priori independent. Manipulating
Josh’s desires therefore shouldn’t have an effect on his be-
liefs, and we would predict that the utility trials look like
the baseline trials. However, as seen in Figure 3a and b,
the utility trials varied systematically from the baseline trials
and the predictions of a rToM. To quantify this deviation we
fit a linear mixed effects model to participants’ p(outcome)
responses. The model used marblex and the categorically
coded value of the outcome (negative, baseline, and positive)
as fixed effects and included the random effect of marblex,
outcome value, and intercept for each participant. The result-
ing model indicated that if an outcome was associated with a
utility for Josh, participants thought that it would impact his
beliefs about the probability of that outcome. Participants’
thought that Josh would believe that an outcome that lost him
money was less likely than the corresponding baseline trial
(β =−.047, t(98) =−3.7, p < .05).7 They also thought that
an outcome that would net him money was more likely than

7Denominator degrees of freedom used to calculate p-values
were approximated using the Satterthwaite method

the corresponding baseline trial (β = .064, t(97) = 5.5, p <
.001).8 Finally, marblex, the direct evidence, had a signif-
icant influence (β = .79, t(99) = 18, p < .05). There was
no evidence that the effect of the outcome value was af-
fected by marblex (the interactive model provided a worse
fit (χ2(1) = .82, p < .05).

The results from Experiment 1 are consistent with the
qualitative predictions of the oToM model (Eq. 2) indicating
that people’s ToM includes a direct “wishful thinking” link,
unlike rToM models where beliefs and desires are a priori
independent. To test the robustness of this finding, in Ex-
periment 2 we expand our sights to social learning situations
where oToM (but, crucially, not rToM) predicts that desires
affect a social source’s influence.

Experiment 2: Learning from others with an
oToM

Do people consider a social source’s desires when learning
from him? It would be important to do so if they think that
his desires have a direct influence on his beliefs. Consider
a learner using an oToM to reason about her uncle, a Cubs
fan, who proudly proclaims that this is the year the Cubs win
the pennant9. Though her uncle knows a lot about baseball,
the oToM learner is largely unmoved from her (understand-
ably) skeptical stance. However, if her aunt, a lifelong Yan-
kees fan, agrees that the Cubs do look better than the Yan-
kees this year, then an oToM learner considers this a much
stronger teaching signal. A learner reasoning with a rToM
wouldn’t distinguish between these two social sources10 as
seen in Figure 4c.

8There was no evidence of loss aversion in the relative magni-
tude of the wishful thinking effect for positive and negative utilities.
In fact, the magnitude of the wishful thinking effect was slightly
stronger for positive utilities.

9It never is.
10Assuming that his aunt and uncle are equally knowledgeable

and their statements have no causal influence on the game—if the
uncle is a referee, his desires may matter through more objective
routes.
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Figure 4: Effect of a social sources’ desire on how others learn from them for (a) Experiment 2 data with standard error bars,
which we compare to the qualitative predictions of (b) an optimistic ToM, (c) a rational ToM. Bars represent the difference
between the baseline mean p(winx) response and the mean p(winx) response for the four social trials (where Teamx is observed
to win 3 of the 5 last matches). The color of the bars corresponds to which team the fan thought would win. The difference
between each pair of colored bars therefore represents the effect of the fan’s desire.

We investigated which ToM best describes learning from
social sources using a scenario where participants reasoned
about the upcoming match of a fictional soccer tournament.
Participants were introduced to a fan from one of the schools
who said which team they thought would win. Combining
the two possible desires (d f ∈ {winx,winy}) with the two
possible beliefs a fan could have (b f ∈ {winx,winy}) yields
four possible social cues. In addition to the social cues, par-
ticipants were given direct evidence of p(winx) in the form of
previous match outcomes, to make questions about the next
outcome more natural. The effect of the social information
was isolated by comparing the social trials to corresponding
baseline trials that only provided direct evidence.

Participants
40 participants (22 female, µage = 31.4, σage = 9.4) were re-
cruited via Amazon Mechanical Turk and paid $.60. Five
participants were excluded from the analyses for failing to
respond to attention checks.

Design Procedure
Participants were told about a (fictional) annual British col-
legiate soccer tournament where teams played one another
year after year in the initial round robin phase, creating rival-
ries. Participants were given some direct evidence of each
rivalry in the form of a summary table of the results of their
last five matches. In the initial baseline trials, participants
just received this non-social, direct evidence about each ri-
valry and were asked, “What do you think is the chance that
Teamx wins the match this year?” They were presented four
baseline trials such that they saw Teamx win 1/5, 2/5, 3/5,
and 4/5. The names for Teamx and Teamy were randomly
selected from a database of British counties and assigned a
random color which was shown as a border around the team’s
name in the results table.The 2/5, 3/5 trials were used as ref-
erence baselines for the impact of the corresponding social

trials.
Following the baseline trials, participants were introduced

to a “student of one of the colleges who is a big fan of his
school’s team ...(who will) say who he thinks will win this
year’s game.” Each social trial consisted of a cartoon of the
student wearing his team’s (randomly assigned) color. He in-
troduces himself, “I’ve seen the last 10 matches of this rivalry
because I’m a big fan of {Team}” and then either professed
to be bullish(“and I think they will win this year”) or bear-
ish (“but I think {Other Team} will win this year”) on his
team. Each trial also included a results table where Teamx
won 3 out of 5 times.11 Participants were then asked the
same question as in the baseline trials “What do you think is
the chance that Teamx wins the match this year.” Participants
saw four social trials, one for each combination of who the
fan believed will win and who he wanted to win.

Each participant saw 4 catch trials asking either what the
results of the last match up where, or comprehension ques-
tions about the game and their current task.

Results and Discussion
As seen in Figure 4a, participants’ estimates of p(winx) re-
flect the fan’s beliefs, bs, as predicted by both the rToM and
the oToM model. However, contrary to the predictions of
rToM, the effect of a fan’s beliefs (bs) appears to depend
upon his desires (ds). To quantify this effect we fit a lin-
ear mixed effects model to participants’ p(winx) responses
using bs, ds, and their interaction as fixed effects in addi-
tion to the random effect of bs and intercept for each partic-
ipant (there were insufficient within-participant data to esti-
mate additional random effect parameters). The interactive
mixed model provides a significantly better fit compared to

11this was counterbalanced such that half of the time the team
that was the subject of the question won 2/5, but we will talk about
the trials in the ’canonical form’ where the participant is asked
about Teamx who won 3/5.
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a model that just includes the additive effects of bs and ds
(χ2(1) = 4.9, p < .05). Both the main effect of bs and its
interaction with ds was significant in the interactive mixed
model (t(64) = −5.7, p < .05 and t(62) = 2.3, p < .05, re-
spectively).

As seen in Figure 4a and b, the results are consistent with
the qualitative predictions of the model of learners that uses
an oToM, where the fan’s desires have a direct influence on
their beliefs (Eq. 8). The influence of equally knowledge-
able fans who expressed the same beliefs depended on what
the fans wanted to happen. Looking at the red bars in Fig-
ure 4a, we see that fans that believed the more likely team
would win changed participants’ judgments more when this
belief ran against their desire. This is to say that people do
learn more from agents who believe things that are contrary
to their desires as predicted by the model of oToM learners.

Discussion and Conclusion
Current computational models of theory of mind are built
upon the assumption that beliefs are a priori independent of
desires. Whether social reasoners use such a rational ToM
(rToM) is an empirical question. In two experiments we
tested the independence of beliefs and desires in ToM and
found systematic evidence that people think that others are
wishful thinkers whose beliefs are colored by their desires.
In Experiment 1 we found that people believe that others in-
flate the probability of desirable outcomes and underestimate
the probability of undesirable ones, as an optimistic ToM
(oToM) with a direct link between desires and beliefs would
predict. Our model results predicted that if social learners
used an oToM to reason about others, we should expect their
learning to be affected by the desires of these social sources.
Indeed, in Experiment 2 we found that learners were more
influenced by sources whose beliefs ran against their desires.
Taken together these experiments suggest that people have a
nuanced ToM, with systematic deviations from the rational
B-D psychology underpinning rToM. However, further in-
vestigations are required to show that people spontaneously
employ an oToM when desirability is manipulated between-
subjects, and therefore less salient.

The presence of wishful thinking in ToM has no neces-
sary relation to its existence in human “online” reasoning
under uncertainty. Indeed, the considerable heterogeneity of
the wishful thinking effect discussed in the literature leaves
open the possibility that people could think that others’ de-
sires are coloring their beliefs when, in fact, they are not.
If this were the case, it could help explain why first-person
wishful thinking is reliably found in some paradigms and not
others. The paradigms in which wishful thinking is reliably
found involve participants reasoning about themselves and
others (for a review see Shepperd, Klein, Waters, & Wein-
stein, 2013), whereas asocial paradigms involving direct es-
timation of probabilities do not find the effect (e.g., Bar-hillel
& Budescu, 1995). Experiment 1 provides the opportunity
for an additional test of this explanation, comparing the cur-
rent results to the experiment framed as a task in which there
is no other agent and participants themselves stand to win.

The experiments presented here suggest that people think
that others are wishful thinkers; this has broad conse-
quences for social reasoning ranging from our inferences
about pundit-posturing to self-regulation. Our findings high-
light the importance of further research into the true structure
of ToM. Do people think that others exhibit loss aversion
or overweight low probabilities? Is the connection between
beliefs and desires bi-directional? Rigorous examination of
questions like these may buttress new, empirically motivated
computational models of ToM that capture the nuance of hu-
man social cognition—an idea so good it has to be true.
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Abstract 

Two experiments examined theoretical accounts of why 
people fail to consider alternative hypotheses in judgments 
under uncertainty. Experiment 1 found that a majority of 
participants failed to spontaneously search for information 
about an alternative hypothesis, even when this required 
minimal effort. This bias was reduced when a specific 
alternative was mentioned before search. Experiment 2 
showed that when participants were given the likelihoods of 
the data given a focal hypothesis p(D|H) and an alternative 
hypothesis p(D|¬H), they gave estimates of p(H|D) that were 
consistent with Bayesian principles. The results show that 
neglect of the alternative hypothesis typically occurs at the 
initial stage of problem representation. However judgments 
are more consistent with Bayesian norms when they involve 
utilizing information about a given alternative. 

Keywords: Judgment under uncertainty; Bayesian inference; 
Intuitive probability 

Introduction 

Judgments under uncertainty often involve evaluating the 

probability of a hypothesis given data. For example, when a 

person notices a persistent red blemish on their forearm they 

may want to judge the likelihood of skin cancer. 

Normatively, such judgments should involve consideration 

of the likelihood that the observed data could have arisen 

from a different cause. In its most elementary form, Bayes’ 

theorem assumes that after observing a datum D (e.g., the 

red blemish), the probability of a focal hypothesis H (e.g., 

that the person has skin cancer), p(H|D), is assessed relative 

to the likelihood of the datum in the presence of the focal 

hypothesis p(D|H) and the likelihood of the data given 

alternative hypotheses p(D|¬H) (e.g., that the blemish is an 

allergic reaction).  

A large body of evidence however suggests that people 

underweight or ignore alternative causes of the data in 

judgments under uncertainty (e.g., Beyth-Marom & 

Fischhoff, 1983; Dougherty, Thomas & Lange, 2010; 

Doherty, Mynatt, Tweney & Schiavo, 1979). Krynski and 

Tenenbaum (2007) for example, presented a version of the 

classic mammogram problem (cf. Eddy, 1982) where 

participants were told that a woman has received a positive 

mammogram and asked to estimate the (posterior) 

probability that she has cancer. To assist with problem 

solution participants were told the base rate of the focal 

hypothesis of having cancer, p(H), the likelihood of 

receiving a positive mammogram given cancer, p(D|H), and 

the false positive rate, or likelihood of a positive 

mammogram in the absence of cancer, p(D|¬H). When no 

additional information about false positives was supplied, 

less than 15% of participants generated a normative estimate 

of p(H|D) (cf. Hayes, Hawkins, Pasqualino, Newell & 

Rehder, 2014). 

Such findings show that people often have difficulty in 

probabilistic reasoning involving alternative causes. 

However they reveal little about the mechanisms that give 

rise to these problems. A failure to incorporate information 

about alternative hypotheses into estimates of p(H|D) could 

be due to at least two distinct mechanisms. First, the 

reasoner may see the alternative sources of the data as 

irrelevant to the task of estimating p(H|D). Fiedler (2012) 

attributes such neglect to a meta-cognitive failure to 

consider the sampling or causal mechanisms that generate 

observed data. In a related view, Krynski and Tenenbaum 

(2007) suggest that people frequently fail to incorporate 

alternative sources of the data into their mental 

representation of judgment problems. We refer to these 

approaches collectively as “early stage neglect” accounts.  

An alternative approach locates the failure to consider 

alternative hypotheses at a later stage in the judgment 

process. According to this view, even when people see the 

relevance of alternative hypotheses they fail to understand 

how the relevant statistical information should be combined 

to provide an estimate of p(H|D). In other words, people 

may fail to utilize statistical information relating to 

alternative hypotheses. Consistent with this utilization 

deficiency account, people often confuse the likelihood 

p(D|H) with the posterior probability p(H|D) (e.g., 

Gigerenzer & Hoffrage, 1995; Villejoubert & Mandel, 

2002) and make errors in additively combining p(D|H) and 

p(D|¬H) (Tversky & Koehler, 1994). 
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Of course, these are not the only deviations from 

Bayesian norms in intuitive probability judgments. People 

also frequently neglect the base rate of the target hypothesis 

when estimating p(H|D) (e.g., Barbey & Sloman, 2007; 

Gigerenzer & Hoffrage, 1995). The current work however 

focuses primarily on why people fail to consider 

information about the alternative hypothesis. 

The current studies aimed to test the early stage neglect 

and utilization deficiency accounts. Experiment 1 examined 

predictions that follow from the early stage neglect account. 

According to this account, people will generally fail to 

spontaneously look for information concerning alternative 

causes of the data when assessing the evidence for p(H|D), 

even when such a search requires minimal cognitive effort. 

However, because such neglect is thought to reflect a meta-

cognitive bias rather than a capacity limitation (e.g., Fiedler, 

2012) it should be possible to reduce neglect by providing 

explicit prompts about alternative sources of observed data.   

Experiment 2 contrasted the predictions of the early stage 

neglect and utilization deficiency accounts. The neglect 

account suggests that when both the target and alternative 

hypotheses are stated explicitly and people are given the 

relevant likelihood statistics they will use this information 

appropriately. That is, they will update their beliefs about 

p(H|D) appropriately given the relative likelihoods of 

p(D|H) and p(D|¬H) (Fiedler, 2012; Juslin, Winman & 

Hansson, 2007). The utilization deficiency account predicts 

that judgment performance will show marked deviation 

from normative patterns, even when the hypothetical 

alternatives are well specified. 

 

Experiment 1 

Considerable evidence suggests that people are biased in 

favor of considering information that confirms a current 

focal hypothesis rather than seeking information about 

plausible alternatives (e.g., Beyth-Marom & Fischhoff, 

1983; Doherty, et al., 1979). However, many of these 

studies confound search for information about the 

alternative hypothesis with the use or integration of 

statistical information. In many studies, for example, the 

likelihoods of the focal and alternative hypotheses are given 

as numerical probabilities. This means that participants have 

to integrate across these probabilities to arrive at an estimate 

of p(H|D). Moreover in many studies (e.g., Doherty, et al., 

1979), participants are also expected to consider the base 

rates of the focal and alternative hypotheses. 

To conduct a more direct test of the prediction that people 

will spontaneously fail to search for information about an 

alternative hypothesis, we devised a simplified task where 

searching successive Bayesian components involved 

minimal effort. The task was adapted from Doherty and 

Mynatt (1990). Participants took the role of a doctor seeking 

to diagnose whether a patient with a particular symptom 

(the datum, D) had a particular disease (the focal hypothesis, 

H). They were then presented with text descriptions of the 

four components of Bayes rule, p(H), p(¬H), p(D|H), 

p(D|¬H), and asked to choose the components that would be 

most helpful in arriving at a diagnosis. 

Unlike many previous studies of neglect of the alternative 

hypothesis, no numerical values were presented and 

participants were not required to produce a numerical 

estimate of probability. Instead, the key outcome measure 

was the frequency with which information concerning the 

alternative hypothesis p(D|¬H) and/or p(¬H) was consulted 

during search. Following the early stage neglect hypothesis, 

it was predicted that participants would neglect information 

about the alternative in favor of information about the focal 

hypothesis, even when search for information about the 

alternative required minimal effort. 

A second implication of the early-stage neglect approach 

is that the best way to improve statistical reasoning is to 

provide participants with more detailed information about 

the origins of the data that they are reasoning about (Fiedler, 

2012). A number of studies have shown that providing 

explicit reminders about the existence of an alternative 

source of the data can increase the degree to which it is 

considered in diagnostic reasoning (e.g., Beyth-Marom & 

Fischhoff, 1983; Krynski & Tenenbaum. 2007). Given the 

strength of the bias towards the focal hypothesis, we 

expected that this bias could only be overcome when the 

alternative hypothesis was made just as salient as the focal 

hypothesis.   

To test this prediction, we manipulated between groups 

the way in which the alternative hypothesis was presented in 

the search task. In the unspecified alternative condition, no 

alternative source of the observed symptom was mentioned. 

In this condition we expected that participants would 

generally neglect information about the alternative 

hypothesis in their search. In the generic alternative 

condition, it was suggested that the observed symptom 

could arise due to other diseases. In the specified alternative, 

a different disease was identified as an alternative cause of 

the observed symptom. Because this is the only condition 

where the salience of the alternative is likely to be similar to 

that of the focal hypothesis, we predicted that this would be 

the only condition where we observe increased search for 

information relating to the alternative hypothesis. 

 

Method 

Participants. A total of 903 participants (39% female; 

MAGE = 30.39 years) from the USA were recruited via 

Amazon Mechanical Turk and were paid 50c US. Three 

were excluded because they failed to respond correctly to 

the attention screening item (described below). Participants 

were randomly allocated to one of three conditions. 

Design and Procedure. Participants in all conditions were 

told to imagine that they were a doctor whose task was to 

identify information that would assist in diagnosing whether 

a patient who showed a particular symptom (“red rash on 

their fingers”) had a target disease (“Buragamo”). 

Participants were instructed to select only those options that 

were “necessary for the diagnosis”. 10 s later four search 
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options appeared. These were the base rate of the target 

hypothesis p(H), the base rate of the alternative hypothesis 

p(¬H), the likelihood of the data (i.e., red rash) given the 

target hypothesis p(D|H), and the likelihood of data given an 

alternative hypothesis p(D|¬H). The four options were 

presented in rectangles of different colors, arranged in two 

rows of two. The location of each option was randomized 

for each participant. Participants clicked on a rectangle to 

indicate their choice. Once selected the rectangle changed 

colour. A previously selected search option could be de-

selected by clicking on it a second time. Participants were 

required to select at least one option and were free to select 

between one and four options. Once selections were 

finalized participants advanced to an attention screening 

question, in which four unlabeled colored rectangles were 

presented. Participants were required to click on the two 

rectangles with the same color. 

Three experimental conditions differed in their 

specification of an alternative hypothesis (i.e., a different 

diagnosis). In the unspecified alternative condition only the 

target disease was mentioned in the instructions and search 

options and the alternative hypothesis was “does not have 

Buragamo”. The generic alternative condition was similar 

except that it was noted in instructions that the symptom of 

red rash “could be caused by a number of diseases”. In the 

specified alternative condition participants were told that the 

disease “Terragaxis” could also cause the red rash and “has 

Terragaxis” was specified as the alternative hypothesis in 

the search options.  

Results 

The four search options yielded a total of 15 possible search 

patterns (ignoring search order). The proportion of 

participants in each condition whose searches conformed to 

each pattern is given in Table 1. The Table shows that all 

groups saw p(D|H) as important and were likely to search 

for this information either as their only search choice or in 

combination with other options. In the unspecified 

alternative and generic alternative groups the three most 

common strategies in descending order of frequency were 

p(D|H), p(D|H) + p(D|¬H), and p(H) + p(D|H). Those in the 

specific alternative condition showed a different pattern. In 

this case the modal choice was p(D|H) + p(D|¬H), selected 

by more than half the participants, with p(D|H) the next 

most common choice. The percentage of participants 

selecting p(D|H) + p(D|¬H) in the specified alternative 

condition (50.7%) was reliably higher than in the other two 

conditions; unspecified alternative (22.7%, z = 7.08, p < 

.001), generic alternative (25.7%, z = 6.29, p < .001).  

A more inclusive test of differences in consideration of 

the alternative hypothesis was carried out by aggregating 

search patterns according to whether or not they included 

p(D|¬H) and/or p(¬H). The proportion of searches that 

included the alternative hypothesis was significantly higher 

in the specified alternative group (70.5%) than in the other 

two conditions (unspecified: 41.1%; generic: 41.9%), χ
2
(2, 

N=900) = 68.85, p < .001. 

Although the main focus was on search for information 

about the alternative hypothesis, we also examined group 

differences in consideration of the base rate of the focal 

hypothesis. The proportion of searches that included p(H) 

was significantly lower in the specified alternative condition 

(18.5%) than in the other two conditions (M = 32.1%), χ
2
(2, 

N=900) = 22.61, p < .001. 

 

Table 1. Proportion of participants in each condition 

following each search pattern (with modal choice in bold) 
 

Search Patterns Unspecified 

alternative 

n = 299 

Generic 

alternative 

n = 303 

Specified 

alternative 

n = 298 

p(H) 0.020 0.013 0.023 

p(¬H) 0.003 0.000 0.007 

p(D|H) 0.344 0.370 0.194 

p(D|¬H) 0.050 0.066 0.027 

p(H), p(¬H) 0.000 0.003 0.054 

p(H), p(D|H) 0.224 0.198 0.077 

p(H), p(D|¬H) 0.040 0.036 0.013 

p(D|H), p(D|¬H) 0.227 0.257 0.507 

p(¬H), p(D|H) 0.003 0.013 0.013 

p(¬H), p(D|¬H) 0.003 0.007 0.003 

p(H), p(¬H), 

p(D|H) 0.000 0.000 0.003 

p(H), p(¬H), 

p(D|¬H) 0.000 0.000 0.003 

p(H), p(D|H), 

p(D|¬H) 0.074 0.033 0.010 

p(¬H), p(D|H), 

p(D|¬H) 0.003 0.000 0.007 

p(H), p(¬H), 

p(D|H), p(D|¬H) 0.007 0.003 0.057 

 

Discussion 

In this study participants searched for information that they 

believed to be relevant for diagnosing a particular disease 

(the focal hypothesis) given observed data. The key 

question was whether people would spontaneously search 

for information about an alternative cause of the data (the 

alternative hypothesis). The first major finding was that 

despite the minimal effort required for information search, 

most participants neglected the alternative hypothesis. Less 

than half of those in the unspecified and generic conditions 

searched for any information about the alternative 

hypothesis.   

Such neglect is consistent with a range of previous 

findings showing a preference for examination of statistical 

information about the focal hypothesis over the alternative 

(e.g., Beyth-Marom & Fischhoff, 1983; Doherty, et al., 

1979). Notably the current results show that such neglect 

persists when demands on attention and memory are 

minimized and no numerical calculation was required. 
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This study also clarified the conditions under which this 

bias can be overcome. Providing a specific but not a generic 

alternative hypothesis led a majority of participants to 

search for p(D|¬H) and/or p(¬H). 

As in many previous studies (e.g., Gigerenzer & 

Hoffrage, 1995) only a minority of people believed base rate 

information was relevant to evaluating p(H|D). An 

unexpected finding was that increased search for 

information about the alternative hypothesis in the specified 

alternative condition appeared to come at the expense of 

information about the base rate of the focal hypothesis. We 

return to this issue in the General Discussion. 

 

Experiment 2 

Experiment 1 found that in line with the early stage neglect 

account, people do not spontaneously consider the 

alternative hypothesis when evaluating p(H|D). Experiment 

2 examined whether people understand the implications of 

p(D|¬H) when the alternative hypothesis is clearly specified. 

The utilization deficiency account predicts that people will 

fail to understand the implications of statistical information 

associated with the alternative hypothesis even when this 

hypothesis is clearly specified. Alternately, the early-stage 

neglect account suggests that once the relevance of the 

alternative hypothesis is established, people will factor the 

relevant likelihood statistics into their estimation of p(H|D). 

To test these accounts participants were given a 

diagnostic problem in which they were sequentially 

presented with numerical information corresponding to the 

major components of Bayes’ theorem. In stage 1 they were 

given the base rate of a focal hypothesis (the disease 

Buragamo) and asked to estimate p(H|D). In stage 2 they 

were presented a new datum (red rash) and with the 

likelihoods of p(D|H) and p(D|¬H). Participants were asked 

to re-estimate p(H|D) in the light of this information. 

The key question was whether participants used the 

likelihood information in a normative way when revising 

probability estimates. Normatively, when the focal and 

alternative hypotheses are equally likely then no revision in 

initial estimates should take place. If the likelihood of 

p(D|H) is substantially greater than p(D|¬H) then estimates 

should be revised upwards. If the likelihood of p(D|H) is 

substantially lower than p(D|¬H) then estimates should be 

revised downwards. Table 2 shows the details of the 

Bayesian predictions (cf. Beyth-Marom & Fischhoff, 1983). 

According to early-stage neglect accounts, the provision 

of the statistical details of p(D|¬H) should in itself increase 

the salience of the alternative hypothesis at an early stage of 

problem representation. Hence, the way that the alternative 

hypothesis is framed (e.g., unspecified vs. specified) should 

have less impact on evaluating p(H|D) than was found in 

Experiment 1. To test this prediction we again manipulated 

the framing of the alternative hypothesis. 

 

Method 

Participants. A total of 959 US participants (45% female; 

MAGE = 32.98 years) were recruited via Amazon Mechanical 

Turk and were paid $1.00 US. Eleven were excluded 

because they failed the attention check, gave zero 

probability estimates at either stage 1 or 2, or reported 

having previously completed a similar study. Participants 

were randomly allocated to eight experimental conditions of 

roughly equal size (n = 117-123). 

 

Table 2. Summary of the likelihood conditions in 

Experiment 2 and Bayesian predictions. 

 

Likelihood 

Condition  

Stage 1 

p(H) 

Stage 2 

p(D|H) 

Stage 2 

p(D|¬H)  

p(H|D) 

from 

Bayes’ 

rule 

High/High 0.8 0.9 0.9 0.8 

Low/Low 0.8 0.1 0.1 0.8 

High/Low 0.8 0.9 0.1 0.97 

Low/High 0.8 0.1 0.9 0.31 

 

Design and Procedure. The experiment was conducted in 

two stages. In stage one, participants were told that they 

were to take the role of a doctor and to use the information 

given to assess the probability that a new patient X has the 

disease Buragamo. They were then given the base rate of the 

disease (“80% of patients that you have seen had Buragamo. 

The remaining patients did not have Buragamo”) and asked 

“What do you think is the probability that Patient X will 

have Buragamo?” Answers were given as a percentage. 

In stage two participants were told that the target patient 

had a red rash and that the following was known from 

medical records: “X% of patients that you have seen WITH 

Buragamo have a red rash and that Y% of patients that you 

have seen WITHOUT Buragamo [WITH another disease 

Terragaxis] have a red rash. Four different combinations of 

the likelihoods of p(D|H) and p(D|¬H) were administered to 

different groups (high/high, low/low, high/low, low/high). 

Table 2 shows the likelihood figures presented in each 

condition. 

These conditions were crossed with a manipulation of the 

framing of the alternative hypothesis to give a total of eight 

between-subjects conditions. In the unspecified condition, 

the alternative was described as the absence of the focal 

disease. In the specified condition the alternative was the 

disease Terragaxis (see alternative instructions given in 

square brackets above). Participants were then given their 

stage 1 probability estimate and asked “What do you now 

think is the probability that Patient X has Buragamo?” 

Answers were again given as a percentage. 

 

Results and Discussion 

At stage 1, 78% of subjects gave the normatively correct 

estimate of “80” based solely on the base rate of the focal 

hypothesis. However there was a marginal trend for 

probability estimates in the specified alternative condition to 

be higher (M = 75.89) than those in the unspecified 

condition (M = 74.25), F(7, 940) = 2.00, p = .05. Hence in 
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analyses of stage 2 estimates, individuals’ stage 1 estimates 

were used as a covariate.  

The key dependent measure was the change in estimates 

of p(H|D) between stages 1 and 2. Because the predicted 

direction of change differed for high/high vs. high/low 

likelihood and low/low vs. low/high likelihood conditions, 

these conditions were analyzed separately. If people 

considered the likelihoods of both the target hypothesis 

p(D|H) and the alternative p(D|¬H), there should have been 

little change in estimates from stage 1 to stage 2 in the 

high/high condition but an increase in estimates in the 

high/low condition (see Table 2). A 2 (likelihood condition) 

x 2 (framing of alternative) analysis of covariance 

(ANCOVA) revealed a reliable difference in the change in 

estimates in the high/low as compared with high/high 

conditions, F(1,473) = 91.96, p < .001. Figure 1 shows that 

estimates in the high/high condition did not change from 

stage 1 to 2. However estimates in the high/low condition 

were revised upwards, consistent with Bayesian predictions. 

The specification of the alternative hypothesis did not affect 

change in the probability estimates (F’s < 1.0). 
 

Figure 1. Mean change in probability estimates from stage 1 

to stage 2 in each experimental condition.  
Note: Dashed lines show normative levels of belief revision for the 

high/low (upper) and low/high (lower) conditions. * denotes 

significantly different from zero change, p < .001 

If people were considering information about both the 

target and alternative hypotheses, then there should have 

been little change in the low/low condition from stage 1 to 2 

but a decrease in estimates in the low/high condition. Figure 

1 shows that there was an unexpected decrease in 

probability estimates in the low/low condition. 

Nevertheless, consistent with Bayesian predictions, the 

magnitude of change in estimates from stage 1 to stage 2 

was larger in the low/high than the low/low condition, 

F(1,465) = 139.07, p < .001. There was a further interaction 

between this effect and the framing of the alternative, 

F(1,465) = 4.88, p = .03. As shown in the Figure, the 

difference in change between the low/low and low/high 

conditions was larger when an alternative cause was 

specified. 

Bayes’ rule predicts that absolute change in estimates in 

the high/low condition should be smaller (normatively ≈ 

17.29%) than in the low/high condition (normatively ≈ 

49.23%). This prediction was also confirmed, F(1,473) = 

231.51, p < .001. However Figure 1 shows that updating 

was conservative with change in estimates generally smaller 

than the values given by Bayes’ theorem. 

These results show that people generally understood the 

implications of the relative likelihoods of the focal and 

alternative hypotheses. Their use of this likelihood 

information conformed to Bayesian principles, at least at a 

qualitative level. The results stand in stark contrast to 

Experiment 1 where the majority of participants ignored 

information about the alternative hypothesis. 

General Discussion 

These experiments aimed to clarify why people often fail to 

incorporate information about the alternative hypothesis in 

judgments under uncertainty. Two competing accounts were 

proposed. The early stage neglect hypothesis suggests that 

the core problem is that people often do not see the 

relevance of the alternative hypothesis when developing a 

representation of the problem at hand (Fiedler, 2012; 

Krynski & Tenenbaum, 2007). An alternative view is that 

people fail to understand the implications of statistics 

associated with the alternative hypothesis even when the 

alternatives are stated explicitly (Tversky & Koehler, 1994; 

Villejoubert & Mandel, 2002). 

The results of the two experiments strongly support the 

first account. Consistent with the notion of early stage 

neglect, people frequently failed to consult information 

about the alternative hypothesis when asked to evaluate 

p(H|D) (Experiment 1). This was the case even though the 

tasks were designed to minimize the cognitive effort 

involved in considering the alternative hypothesis. In 

contrast, when the likelihoods of the data given the focal 

and alternative hypotheses were stated explicitly 

(Experiment 2), most participants used this information in a 

manner that was broadly consistent with a normative 

approach. In sum, people generally showed little 

spontaneous recognition of the relevance of the alternative 

hypothesis to the evaluation of p(H|D) but were able to use 

statistical information about each hypothesis appropriately 

when this information was supplied. 

A further important finding in Experiment 1 was that 

consideration of the alternative hypothesis could be 

increased by labeling it in a way that increased its salience 

relative to the focal hypothesis (cf. Beyth-Marom & 

Fischhoff, 1983). This suggests that neglect of the 

alternative represents a misunderstanding of the structure of 
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the problem rather than a capacity limitation in 

simultaneously considering the alternatives. 

Our findings are relevant to accounts of judgment and 

reasoning which propose that people focus on one 

hypothesis at a time and avoid the consideration of 

uncertain alternatives. This is exemplified in Evans’ (2006) 

singularity principle which states that “people construct 

only one mental model at a time with which to represent a 

hypothetical situation” (p. 379). 

The current work suggests that this principle is only partly 

true. Consistent with the singularity principle we found that 

neglect of the alternative largely occurs in the initial 

representation of the problem. However, our work goes 

beyond singularity by showing that such neglect can be 

reduced by making the alternative more salient so that is 

seen as a competing causal explanation of the observed data. 

Moreover, we have shown that people are readily able to use 

the likelihood statistics associated with multiple hypotheses 

when estimating p(H|D).  

A surprising finding in Experiment 1 was that an increase 

in search for information about the alternative hypothesis 

was accompanied by a reduction in search for the focal base 

rate. Identifying the mechanisms behind this tradeoff is an 

important issue for future research. A possible explanation 

is suggested by previous work examining training 

interventions targeting base rate neglect. Fischhoff and Bar-

Hillel (1984) found that such interventions often lead to 

increased attention to the base rate in both problems where 

base rate use is normative as well as problems where the 

normative strategy is to ignore the base rate. In other words, 

training increased attention to certain aspects of judgment 

problems but did not necessarily improve understanding of 

the contexts in which it was appropriate to use or ignore 

these components. Likewise in Experiment 1 priming 

attention to the alternative hypothesis may have led to 

neglect of other relevant components of the problem. 

These studies show that the main locus of neglect of the 

alternative hypothesis in judgments under uncertainty is at 

the early stage of representing the problem. We found 

evidence of neglect of information about the alternative in 

tasks where minimal effort was required to examine such 

information and numerical estimates of probability were not 

required. In contrast, when statistical information about an 

alternative hypothesis was provided, the qualitative pattern 

of people’s probability judgments conformed to Bayesian 

prescriptions. These findings are consistent with accounts of 

judgment under uncertainty which emphasize that people 

are often insensitive to alternative ways that observed data 

might be generated but are relatively accurate when utilizing 

statistical information given to them (e.g., Fiedler, 2012). 
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Abstract 

Knowledge of color has strong individual, 

environmental, and cultural differences that may 

systematically influence performance in cognitive tasks. 

For example, color knowledge has been shown to 

influence recall of color (Persaud & Hemmer, 2014). 

This manifests as a systematic regression to the mean 

effect, where memory is biased towards the mean hue 

of each universal color category. What remains unclear 

is whether differences, such as culture and 

environment, might differentially influence memory. 

We tested recognition memory for color in the 

Tsimane’ of Bolivia; an indigenous population with 

little or no modern schooling, whose environment is 

very different from industrialized societies. We found 

that recognition regressed towards the mean of some 

universal color categories, but for others was 

systematically biased toward neighboring categories. A 

cluster analysis suggested that the Tsimane’ use five 

underlying color categories—not the standard 

universals. This might be shaped by education, 

language and the environment. 

Keywords: Episodic memory; color; Prior knowledge; 

Expectations; Tsimane’. 

Introduction 

“The whole world, as we experience it visually, comes to us 

through the mystic realm of color.”― Hans Hofmann 

 

Similarities and Differences in Color Knowledge 

Color holds social and cultural relevance and people’s 

relationship to color can be both internally (e.g. emotional 

connections to color) and externally (e.g. through the visual 

experience in their environment) derived. In addition, color 

is a ubiquitous domain for research across developmental, 

social, and cultural groups, as well as across domains of 

cognition. 

Importantly, for investigative purposes people have 

similar, but also different knowledge states of color. There 

is an extensive literature characterizing knowledge of color 

across cultures (e.g., Davies & Corbett, 1997; Regier, Kay, 

& Cook, 2005; Roberson, Davidoff, Davies, & Shapiro, 

2004; Stickles & Regier, 2014; Xu, Griffiths, & Dowman, 

2010), and several clear patterns of color universality have 

emerged. For example, it has been shown that universal 

tendencies persists in color naming across societies (Berlin 

& Kay, 1969; Regier, Kay, & Cook, 2005) and that those 

tendencies are linked to 11 basic color terms (i.e., red, 

orange, yellow, green, blue, purple, pink, black, white, gray 

and brown).  A possible source of universal tendencies in 

color naming is similarities in favored color percepts (i.e. 

best examples) across various languages (Regier, Kay, & 

Cook, 2005). These color universals are shown to have a 

subjective perceptual basis, in that they can be used to 

partition the color space into distinct regions that facilitate 

color categorization (Webster & Kay, 2012).   

While these 11 universal categories are found across 

most industrialized societies, there are also substantial 

individual, environmental, and cultural differences in color 

knowledge (e.g., Palmer & Schloss, 2010; Stickles & 

Regier, 2014). Internal (e.g., emotional) relationships and 

preferences to certain colors serve as a candidate source of 

variation in individual color knowledge as postulated by the 

Ecological Valence Theory of Human Color Preferences 

(Palmer & Schloss, 2010). This theory posits that people’s 

emotional response to a color is their cumulative affective 

response to the objects to which the color is associated. 

Individuals prefer colors that they have had positive 

experiences with (e.g. yellow – color of flowers) and do not 

prefer colors with which they have had bad experiences (e.g. 

red – color of fire), signifying each person’s close and 

personal relationship to color.  

At the group level, a source of variation in subjective 

color knowledge is the relationship between color and the 

variability in natural environments. For example, color 

terms in languages with climates of abundant vegetation 

(e.g. rainforest) are significantly different from color terms 

in languages with dry climates (e.g. Savanna), but not in 

places with relatively similar climates (e.g. rainforest and 

monsoon) (Stickles & Regier, 2014). The difference in the 

greenery of the climates presumably accounts for difference 

in color naming. Thus, it appears that local environmental 

factors influence color knowledge and promotes variability 

in color terms across languages. 

Cultural differences are a third source of subjective 

variation that engenders differences in color knowledge. It 

has been suggested that color category knowledge develop 
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Figure 1. Tsimane’ woman participating in the study. The experiment was conducted in a class and people from the 

community were watching. The left panel shows a study trial and the right panel the corresponding testing trial.  

as a function of cultural experience (e.g. Roberson, Davies, 

& Davidoff, 2000). For example, there are significant 

differences in perceptual judgments for color between 

different cultural groups. This has been demonstrated in 

various groups including Russian, who have two terms for 

blue (Paramei, 2005; Winawer, Witthoft, Frank, Wu, Wade, 

& Boroditsky, 2007), Papua New Guinea, who uses 5 color 

categories (Roberson, Davies, & Davidoff, 2000), and a 

semi-nomadic South African tribe, who categorizes color 

based on light and dark (Roberson, Davidoff, Davies, & 

Shapiro, 2004).   

Other theories have been postulated to account for both 

the universality and cultural differences in color naming 

across languages. For example, one theory suggests that 

color naming reflects near optimal divisions of perceptual 

color space giving rise to both universal tendencies and 

language differences in color terms (Regier, Kay, & 

Khetarpal, 2007). 

Prior knowledge and memory 

In the domain of memory, it has been shown that 

knowledge of the statistical regularities of the environment 

exerts strong influences on the information recalled, e.g., the 

size of objects (Hemmer and Steyvers, 2009a), objects in 

scenes (Hemmer and Steyvers, 2009c) and the height of 

people (Hemmer, Tauber, and Steyvers, in press); for a 

review see Hemmer & Persaud (2014). Memory for color, 

specifically, demonstrates that recall is influenced by 

knowledge of the hue distributions over color categories. 

For example, Persaud and Hemmer (2014) measured bi-

directional category knowledge of color, i.e. linguistic 

categorization (what label describes this color), and 

category representativeness (generate a color for this label). 

They found strong agreement in color naming and 

generation for hue values associated with universal color 

categories. They also found a hierarchical naming 

granularity of 7 universals and additional subordinate level 

labels within those color categories (e.g. light-green, sky-

blue). While all participants used labels from the 7 universal 

categories, there were strong individual differences in the 

use of subordinate labels. This suggests that people’s shared 

bi-directional knowledge of color may be reflective of their 

shared environment, but might also reflect expertise and the 

communicative usefulness of this knowledge.  

Furthermore, Persaud and Hemmer (2014) found a 

regression to the mean effect in free recall, such that studied 

hue values that were darker shades (above the mean of the 

color category) were underestimated, while studied hue 

values that were lighter shades (below the mean of the color 

category) were overestimated. They modeled this regression 

effect with a Bayesian cognitive model of memory which 

assumed recall to be a combination of prior expectations for 

color and noisy episodic representations. What remains to 

be examined is whether differences across cultural, social, 

and developmental groups might differentially influence 

memory. For example, systematic differences in memory 

may reflect individuating states of knowledge across 

cultural groups. 

Inferring Color Categories of the Tsimane’ 

The goal of the current investigation is to examine 

memory for color in a population that has potentially 

different expectations for color based on their environment 

or culture. Specifically, we investigated recognition memory 

for color in the indigenous Tsimane’ group of Bolivia.  

The Tsimane’ are an indigenous people of lowland 

Bolivia who inhabit lowland rainforest east of the Andes in 

the Beni department of Bolivia. They live close to ranching 

lands and many come to the Bolivian city of San Borja to 

trade local farmed goods. Otherwise, they have minimal 

contact with Bolivians and live a traditional lifestyle as 

"farming foragers", i.e., they are hunter-gatherers who have 

some agriculture. They have highly variable amounts of 

education (see table 1) and few manufactured artifacts or 

even permanent artifacts.  

The Tsimane’ language is closely related to the 

Moseten language. In the Tsimane’ language color terms are 

highly variable and morphologically complex—e.g., yellow 

is called “color-of-the-cuchi-cuchi-tree”. Furthermore, while 

some people know this term, some do not. This holds true 

for other color terms as well. The high variability in color 

terms might stem from several sources. The variability in 

knowledge might be reflective of educational level. The 

Tsimane’ have very little modern education. This includes 

the use of educational toys employed in modern education 

that emphasize color naming. Education is known to 

influence a number of cognitive domains, such as numerical 

cognition (Piazza, Pica, Izard, Spelke, & Dehaene, 2013), 
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Figure 2. Sample study – test stimuli. 

and education might bias color knowledge and the use of 

color terms. The lack of a communicative need for 

referencing certain colors in the Tsimane’ environment 

might also influence development and use of color terms, as 

evidenced by the findings of Stickles and Regier (2014). 

Such differences in education, language and environment 

might result in different influences on memory than those 

found in U.S. students (Persaud & Hemmer, 2014). 

Memory for Color 

In the following experiment, we assessed recognition 

memory for color. The goal of this study was to infer what 

color categories Tsimane’ ascribe to, evidenced by their 

memory performance. Based on previous work assessing 

recall for color in U.S. student populations, our predictions 

for performance were two-fold. First, we predicted a 

systematic regression to the mean effect where memory is 

biased towards the mean of the hue range for a color 

category. Second, based on the high variability in color 

terms in the Tsimane language, potential differences due to 

education, and their natural environment, we predict that the 

specific categories the Tsimane’ regress toward will be 

different than U.S. populations.  

The regression effects could then take several forms: 

Memory could regress towards a smaller number of 

categories – conjoining neighboring categories, as observed 

in several cultures using terms to combine categories such 

as green and blue (e.g., Roberson, Davies, & Davidoff, 

2000; Roberson, Davidoff, Davies, & Shapiro, 2004). They 

could split universal categories – e.g., as observed in 

Russian where blue has two terms (e.g., Paramei, 2005). 

Lastly, memory could be non-systematic, i.e., not regress or 

regress away from the category mean. This would provide 

support for cultural and environmental factors that influence 

memory. Alternatively, regression towards the standard 

universal color categories would suggest that these factors 

(education, language, and environment) may have little 

influence on memory. 

Method 

Participants Twenty-three individuals participated in this 

study and were compensated with small gift bags of local 

goods. Participant ages ranged from 18-65 years of age. 

Self-reports of education levels ranged from no formal 

education to 10 years of education, and arithmetic skills 

ranged from 0-11 out of 11 questions correct on an ad hoc 

field measure (using all addition questions), and highest 

count ranging from 2-102 (meaning knowing all numbers). 

Table 1 gives a detailed breakdown of the demographics and 

skill variables. 

Materials & Design Stimuli consisted of 24 random shapes 

uniformly filled with 24 unique colors sampled from the hue 

color space. Colors were sampled such that saturation and 

luminance were held constant at 100% and 50% 

respectively. Because saturation and luminance were held 

constant, the presented hue values did not include black, 

white, brown or gray. The 24 colors were selected from the 

remaining 7 color categories and varied in hue by a 

minimum of 5 units (on a total range of 239). Furthermore, 

colors were distributed across the hue space such that the 

colors were selected from the categories based on the size of 

the categories hue range (e.g., yellow hue ranges only from 

approximately 35-50, but green ranges from 55-110—See 

Persaud & Hemmer (2014) for full set of hue ranges used in 

free recall with undergraduate participants). Thus, hue 

values were randomly selected from each color category, 

proportional to the size of the color category (i.e. 2 red, 3 

orange, 2 yellow, 6 green, 6 blue, 2 purple, and 3 pink). 

Study shapes were printed individually on 5.5-by-8 inch 

cards. For test slides the study hue and shape combination 

was printed on a 5.5-by-8 inch card along with 5 colors 

distractors appearing on the same shape as the study shape 

(See figure 2 for a sample study test pair). The colors of the 

distractors were chosen such that the hue values of two 

distractors were greater than the hue value of the target 

color, two distractors were less than the hue of the target, 

and the last distractor hue value was either greater or less 

than the target, but at a further absolute distance from the 

target than the other distractors (see Figure 2 for 

illustration).  

Procedure Participants were gathered in a communal 

classroom, and there were a number of onlookers during the 

administration of the test. Figure 1 shows both the 

experimental setting and a study-test trial sequence. A 

translator explained the task, and all participants appeared to 

immediately understand the procedure. A color shape 

combination measuring 5-by-5 inch was presented in the 

center of a white card. 

 

Age (years) 18 20-28 30-34 40-48 60+

4 8 6 3 2

Education (years) 0 1 2 3-5 6-9 10

4 1 3 9 5 1

Spanish 
(translate out of 11)

0 6-9 10-11

1 19 3

Counting (highest #) 2 5-9 15-31 46-64 93 102

1 2 5 3 1 11

Arithmetic (out of 12) 0 1 2-3 4-5 6 10-11

2 3 10 2 2 3

Table 1 Participant Demographics *n=23 
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Figure 3.  Recognition bias by hue value. Mean bias (data points) and response ranges (box plots) for each studied hue 

value. Colors of the data makers indicate the standard universal color categories. Positive bias indicates over 

estimation and negative bias indicates underestimation. The black line indicates no bias. 
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observed data averaged over participants

Presentation time of the 1-item study card was as close to 1 

second as possible. The study trial was followed by a 6-

alternative forced choice immediate recognition task. For 

the 6-way choice, participants had as much time as they 

needed, but most responded immediately. The response was 

recorded in a booklet and the experiment proceeded to the 

next trial. On some trials (approx. 5%) it was not clear 

where the participant had pointed, and participants were 

asked to repeat their choice. They were asked to touch, 

rather than point, to try to alleviate this problem. Total 

participation time was approximately five minutes per 

subject. Participants also completed other unrelated tasks 

(either before or after) for a total of about 20-25 minutes. 

Trial order was randomized between participants. Due to the 

field demands, it was not possible to randomize the 

target/foil locations on the test trials. This means that all 

participants saw identical test cards. 

Results 

Prior to any analysis, recognition responses that were 

more than 6 standard deviations away from the studied hue 

value were removed. These data points constituted 2.5% of 

all the data (14 out of 545 data points). This is consistent 

with the procedure of Huttenlocher et al. (1991) who used 

an immediate recall task for the spatial location of dots. 

They removed 2.4% of responses based on trial more than 

45 degrees from the study location and an additional 1.5% 

of responses based on a threshold of 3 standard deviations. 

Thus, we used a much more conservative criterion and 

removed only 2/3 the number of trials. After calculating the 

bias measure described below, individual subject data 

revealed that there was one participant whose data were 

very noisy. Performance appeared essentially random in that 

50% of this participant’s responses were either 6 standard 

deviations away from the studied hue or were outside of the 

study color category (studied yellow and recalled red). This 

data may reflect either impairment in color vision
1
 or 

inattention to the task and was removed from all further 

analysis.  

Recognition Bias and Regression Memory performance 

was measured in terms of recognition bias, i.e., the 

difference between the hue value participants remembered 

and the hue value studied. First, bias was calculated for each 

individual participant and then averaged across participants 

for each studied hue value. Figure 3 shows recognition bias 

as a function of studied hue values. It should be noted that 

in all figures the hue range is visualized such that hue values 

235 and 5—both red hues—are next to each other on the left 

side of the graphs. The data appear to show clear regression 

to the red, green, blue and pink color categories. The data 

for orange, yellow, and purple is more ambiguous. Based on 

a this ambiguity, we partitioned the averaged bias into 5 

categories – combining orange and yellow, and combining 

purple and pink— and fit a linear regression model to each 

of the 5 resulting color categories (Figure 4). The slope of 

the regression in each category (except for the 

orange/yellow range) is negative, indicative of a regression 

to the mean effect. Values below the mean of the category 

are overestimated and hue values above the mean are 

underestimated. This is consistent with the findings from 

recall for color (Persaud & Hemmer, 2014). A one-way 

                                                           
1 A limitation of this study is that we were not able to conduct a 

color blindness test. The assessment required naming knowledge 

of complex shapes which was confounded with education. 

 
Figure 4. Regression fits to 5 color categories. 

Categories are partitioned by hue ranges outlined in 

Persaud & Hemmer (2014) with orange and yellow 

combined, and pink and purple combined. The black 

line indicates no bias. The data points are color coded 

with a hue for that color category. The lines give the 

regression fits for each of the 5 categories.  
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Figure 5. Recognition response bias to studied hue 

values. All responses for a given study hue value appear 

in a horizontal row. The response markers are scaled by 

the frequency at which they were given (larger boxes 

indicate greater frequency) and colored with the exact 

hue value chosen. 
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observed data

analysis of variance revealed a significant main effect of 

intercepts (F[109]=25, p<.001) across color categories, 

indicating that each category has a different intercept. 

However, performance in the orange/yellow range appears 

to be different from the other categories. In this category, 

the slope runs in the opposite direction, showing a 

regression towards orange-red rather than towards yellow. 

Moreover, there was no significant correlation between 

recognition bias and the demographic variables (i.e. age, 

education level, highest count, and arithmetic performance). 

All Recognition Responses Next, we examined the hue 

values remembered for each hue studied. Figure 5 shows all 

hue responses to each of the study hue values in square 

boxes scaled by the frequency at which they were given.  

Correctly recognized hue values lie vertically at the 0-bias 

line of the x-axis. For each study value, all responses to that 

value form a straight horizontal line. For example, for study 

hue 95 (green-blue - indicated by arrow) all responses to fall 

in line with the black arrow. Responses greater than 95 fall 

to the right of the 0-bias line and responses less than 95 fall 

to the left. The squares in each horizontal row are colored 

by their true response hue value. A visual inspection of this 

graph suggests that categories may be partitioned differently 

than observed in Figure 4. For example, red, orange, and 

yellow hues appear to tightly cluster with no clear diagonal 

regression line, while a possible light blue category 

(between green and blue) emerges. 

Cluster Analysis The visual inspection of figure 5 appears 

to show interestingly different color categories compared to 

the universal seven (red, orange, yellow, green, blue, purple 

and pink). Therefore, rather than manually assigning color 

categories as seen in figure 4, we conducted a k-means 

cluster analysis to learn the underlying color categories that 

participants may have used (Figure 6). We ran 10 iterations 

of the cluster analysis on four different clusters sizes (i.e., 4, 

5, 6, and 7) and found the greatest cluster agreement over 

the 10 chains for a cluster size of 5. This cluster size was 

further confirmed by the Calinski Harabasz criterion. 

Consistent with the regression analysis in figure 4, the 

cluster analysis also combines colors in the purple/pink 

ranges and orange/yellow ranges. However, the cluster 

analysis further combined the orange/yellow category with 

red, but split the universal blue range into two blue 

categories. 

Discussion 

 In this paper we sought to infer the color categories of 

an indigenous population, the Tsimane’ of Bolivia, 

evidenced by their memory for colors. Based on this work, 

two clear patterns emerged. First, a regression to the mean 

effect was borne out of the data, such that memory was 

biased towards some universal color categories. This finding 

suggests that the regression to the mean effect in memory is 

a universal cognitive process and is systematic across 

cultural, environmental, and educational groups.  

Interestingly, however, the categories regressed toward were 

different than observed in a standard U.S. population. The 

standard finding is a regression towards seven universal 

color categories (i.e. red, orange, yellow, green, blue, 

purple, and pink). In the Tsimane’ population, memory 

followed this pattern only for red, green, blue and pink, but 

differed for orange (biased toward red), yellow (no 

systematic bias) and purple (biased toward pink). Moreover, 

a k-means cluster analysis further suggests that the 

Tsimane’ segregate blue into two categories, resulting in 

five inferred categories: red/orange/yellow, green, light 

blue, dark blue, and purple/pink. 

 
Figure 6. K-means Cluster Analysis. Bias data 

partitioned into 5 learned clusters from an unsupervised 

k-means cluster analysis, and color coded with a hue 

from that category.  Vertical lines and color labels on x-

axis show the standard universal categories. 
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 The population specific bias observed in the Tsimane’, 

relative to a U.S. population, might be related to the 

underdevelopment of category knowledge for some 

categories. This could be due to low environmental 

incidence, low frequency in language, limited formal 

education of color, or little communicative need of certain 

color terms. For example, if a certain color is not pervasive 

in an environment, or tied to objects of importance, 

development of a linguistic label and prototype for that 

category might be hampered. Even if a that color does exist 

in the environment, but it is tied to only a few objects and 

all examples of that object are that color, the color label 

might not help to disambiguate communication. For 

example, if all houses were brown, saying “go to the brown 

house” is not helpful. Instead, other disambiguating features 

of the object (e.g., “the tall house”, “the house with the 

thatched roof”) are needed.   

From a memory perspective, the underdevelopment of 

color categories raises several interesting questions. A color 

like yellow, which is somewhat rare in the Tsimame’ 

environment, might lead to an outlier (or Von Restorff) 

effect, where it is better remembered. Conversely, a 

pervasive color (with a high prior probability in the 

environment) is also likely to lead to better memory, and 

might account for the shallow regression line in the blue 

category (figure 4). Future studies are required to 

substantiate these intuitions about the Tsimane’ population, 

including an extensive quantification of the color terms 

found in the Tsimane language. These studies are a part of 

an ongoing investigation of prior knowledge and memory 

for this population.  

We believe that this study provides important evidence 

for an experience based mechanism (development and 

maintenance of prior knowledge) that gives rise to 

differences in color knowledge. This is consistent with the 

findings of Stickles and Regier (2014) that environment 

impacts language (i.e., color words). Furthermore, the study 

provides strong support for the influence of category 

knowledge on memory, and the systematicity of memory 

across groups with varying prior knowledge content. 
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Abstract 

Can learning new linguistic metaphors foster new non-
linguistic representations? We describe a set of studies in 
which we trained English-speaking participants to talk 
about time using vertical spatial metaphors that are novel to 
English. One group learned a mapping that placed earlier 
events above and the other a mapping that placed earlier 
events below. After mastering the new metaphors, 
participants were tested in a non-linguistic space-time 
implicit association task – the Orly task. This task has been 
used previously to document cross-linguistic differences in 
representations of time (Boroditsky et. al 2010; Fuhrman et 
al 2011). Some participants completed temporal judgments 
in the Orly task without any other secondary task, while 
others did so under either verbal or visual interference. 
Finally, we report data from a serendipitous sample of 
Chinese-English bilinguals on the same task.  

Keywords: metaphor; space; time; learning; language  

Introduction 
Across many languages people use spatial terms and 

constructions to talk about time.  For example in English, 
one might say "the best is ahead of us" or "let's move the 
meeting forward," using the horizontal spatial relation 
terms "ahead" and "forward" to talk about temporal 
relations. Across languages, which spatial terms or 
expressions are borrowed to talk about which temporal 
relations differs.  Some languages rely more on vertical 
terms than English does; others put the past in front and 
the future behind (reversing the mapping from the English 
system) (see Boroditsky 2011 for a review).  Prior work 
has indeed found that cross-linguistic differences in 
spatio-temporal metaphors predict cross-linguistic 
differences in people's spatial representations of time 
(e.g., Boroditsky 2001; Boroditsky et. al 2010; Fuhrman 
et al 2011; Miles et al, 2011; Núñez & Sweetser, 2006).  

For example, while both English and Mandarin use 
horizontal (front/back) terms to talk about relationships 
between events in time, Mandarin also commonly 
employs vertical spatial terms (up/down) to talk about 
time. Earlier or past events are said to be “up,” and later 
or future events are said to be “down.” The critical 
difference is that Mandarin uses vertical metaphors more 
frequently than English does. While some vertical 
metaphors for time do occur in English (e.g., “passing 
knowledge down to the next generation”) these metaphors 
are far less common, productive, and systematic than they 
are in Mandarin.  

The differences observed in language also bear out in 
how people reason about time in non-linguistic tasks. A 

number of studies have found differences on an implicit 
space-time association task done with picture sequences 
(Boroditsky et. al 2010; Fuhrman et al 2011). We will 
refer to this task as the Orly task, named after its inventor. 
On each trial, participants see two pictures presented one 
at a time in the center of the screen. For example, 
participants might see a photograph of Julia Roberts in 
her 20s followed by a photo of Roberts as a young girl (or 
of her in her 40s). Their job is to indicate whether the 
second picture shows a conceptually earlier or later point 
in time than the first picture. To respond participants must 
press different colored buttons (for example, press blue 
for “earlier” and red for “later”). For some trials the 
buttons are arranged so that the “earlier” button is above 
the “later” button.  On other trials the mapping is 
reversed.  

People’s patterns of responses on this non-linguistic 
picture sequence task correspond to patterns found in their 
linguistic and cultural backgrounds. For example, 
Mandarin makes common use of vertical spatial 
metaphors that place earlier events above and later events 
below. Correspondingly, Mandarin speakers are faster to 
respond when the “earlier” button is above than when it is 
below. English on the other hand does not have a strong 
pattern of vertical metaphors, and correspondingly 
English speakers show a weaker bias on the vertical axis 
than Mandarin speakers in this same task.   

However, in cross-cultural comparisons like this, it is 
impossible to cleanly attribute differences in non-
linguistic behavior to patterns in language. In addition to 
differences in metaphor use between English and 
Mandarin, there are many other potential differences in 
extra-linguistic aspects of cultural experience. Can 
learning different spatial metaphors for time (in the 
absence of other extra-linguistic differences) indeed foster 
new representations of time? And if so, what is the locus 
of such effects? Do the newly learned mappings reside 
strictly in the linguistic sphere? Or can learning new ways 
of talking about time encourage people to create new non-
linguistic representations for time (ones that are not 
disrupted by verbal interference)?  

Here we describe a set of studies in which we train 
English-speaking participants to talk about time using 
vertical spatial metaphors that are novel to English. One 
group learned a mapping that placed earlier events above 
and the other learned a mapping that placed earlier events 
below.  After mastering the new metaphors, participants 
were tested in the Orly task described above. Some 
participants completed the task without any other 
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secondary task, while others did so under conditions of 
either verbal or visual interference.   

In a final section we analyze data on the same tasks 
from a serendipitous sample of Chinese-English 
bilinguals. These participants self-identified as native 
English speakers prior to participating, but in a post-
experimental questionnaire it was revealed they also had 
experience speaking Mandarin and/or Cantonese. How 
does learning a new metaphor in the lab affect 
participants who have been exposed to the opposite 
pattern in their natural language experience? 

Participants & Analyses 

Participant Inclusion 
Forty-one undergraduates at UC San Diego participated in 
Experiment 1 and 80 participated in Experiment 2. All 
participants received either payment or course credit for 
their participation.  
Although our experiments were advertised as recruiting 
only native English speakers, the demographics of the 
UCSD testing population are such that 3 participants in 
Experiment 1 and 28 participants in Experiment 2 were 
bilingual in Mandarin or Cantonese, as revealed in a post-
experimental language background questionnaire. These 
participants were excluded from the main analyses and 
replaced by participants who did not have exposure to 
Chinese. This was necessary because Chinese speakers 
would have already had substantial exposure to vertical 
metaphors for time as part of their natural language 
experience. For ease of reference we will refer to 
participants who reported speaking Mandarin or 
Cantonese as Chinese-English bilinguals, and participants 
who did not as English speakers. We analyze the data 
from the sizeable sample of Chinese-English bilinguals in 
Experiment 2 separately. 

In addition to excluding Chinese-English bilinguals, 
participants were excluded if they failed to follow the 
instructions, if their performance on the training, the Orly 
task, or the interference tasks (in Exp 2) was worse than 3 
SDs away from the group mean, or if a computer error 
prevented data from being saved.  

All excluded participants were replaced to arrive at a 
complete counterbalance of 32 participants in Experiment 
1 and 48 participants in Experiment 2.  

Inclusion of data points  
For analyses of response times, we excluded trials for 
which the participant provided an incorrect picture 
sequence judgment, trials for which participants made 
errors on the interference task (In Experiment 2), and 
trials for which the reaction time was greater than 3 SDs 
from the participant’s cell mean.  This yielded 90.4% of 
original trials for analysis in Experiment 1 and 75.4% in 
Experiment 2. 

Analyses  
We fit the data with mixed effects models using Laplace 
Approximation using the lmer() function within the lme4 
analysis package in R (Bates, Maechler, & Dai, 2008; R 
Development Core Team, 2008). We modeled both 
participants and items as random effects, training 
condition (whether participants learned the “earlier is up” 
or “earlier is down” metaphors) and task condition 
(whether the ‘earlier’ key was above or below) as fully 
crossed fixed effects, and block order as a main effect. In 
Experiment 2, the model also included interference 
condition (none, verbal or visual) as a fully crossed fixed 
effect. Results are summarized in Figure 1. 

 

 
Figure 1. By-subject mean RT difference (in msecs) for 

picture sequence judgments (RT for ‘earlier’ key is below 
minus ‘earlier’ is above). Error bars show standard error.  

Experiment 1 

Methods 

Procedure 
The study proceeded in 4 phases: 1. metaphor training 
block, 2. Orly task block, 3. second metaphor training 
block (identical to the first), and 4. a final Orly task block. 
For a given participant, the two metaphor training blocks 
were identical, but the Orly task blocks were different. 
Each participant completed one Orly task block for which 
the response mapping was congruent with their metaphor 
training and one for which the response mapping was 
incongruent. Whether the congruent or the incongruent 
block occurred first was counterbalanced across 
participants. 

Metaphor training At the start of the experiment, 
participants were told that they would learn a new way of 
talking about time. First they read five example sentences 
showcasing this new system of talking. For half of the 
participants, earlier events were said to be above or higher 
and later events were said to be below or lower (e.g., 
Thursday is higher than Friday; When you eat breakfast, 
dinner is below you). This system was reversed for the 
other half of participants so that instead earlier events 
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were below/lower and later events were above/higher 
(Thursday is lower than Friday; When you eat breakfast, 
dinner is above you).  

After participants said they understood the example 
sentences, they completed 90 test trials to practice this 
new system for talking about time. On each trial, they saw 
a new sentence describing a temporal relation (e.g, 
Lincoln was president _________ than Carter) and were 
asked to fill in the correct spatial term (selecting from the 
two options provided). Participants responded by typing 
the missing word into the blank. If participants gave the 
correct answer, the program continued to the next trial. If 
the answer was incorrect, the computer provided feedback 
and required the participant to correct their answer before 
they could continue to the next trial.  The order of the 
testing sentences was generated randomly for each 
participant. The keyboard for this portion of the 
experiment was flat on the surface of the table so that 
participants could type normally. 

Orly picture sequence task After they successfully 
completed the training, participants performed the Orly 
task: a non-linguistic temporal judgment task. With minor 
modifications, the task was the same as had been used 
previously to measure natural implicit space-time 
associations in English and Mandarin speakers, using the 
same materials and trial design (Boroditsky et al., 2010; 
Fuhrman et al., 2011).  

In this portion of the experiment participants made their 
responses on a keyboard mounted perpendicular to the 
table surface. The keyboard contained three colored keys 
arranged vertically. The top key was blue, the center was 
green, and the bottom was red.  

To begin each trial, participants were instructed to press 
and hold the center green key. When they pressed the 
green key, the first of two images appeared on the screen 
(e.g., Julia Roberts in her 20s). After 2 seconds, this 
image was replaced by the second image (e.g., either a 
younger or older Julia). Participants were instructed to 
continue holding the green key until they were ready to 
make a response. For one temporal judgment block 
participants were instructed to press the blue key if the 
second image was conceptually earlier, and the red key if 
it was conceptually later. For the other block, this 
instruction was reversed, so that participants were asked 
to press the blue key to indicate “later” and the red key to 
indicate “earlier.”  This meant that in one block the key 
mapping of responses was spatially congruent with the 
system of metaphors participants had learned, and in one 
block the key mapping was incongruent.   

In the Orly task blocks participants first completed 10 
practice trials with feedback, followed by 56 main 
experimental trials without feedback. Sequences were 
selected in random order for each participant.  

After completing all 56 trials of the Orly task, 
participants returned to another block of training on the 
same metaphor, and then did another Orly task block (this 
time with the key-mapping reversed from their first run). 

At the end of the experiment, we collected information 
about participants’ language backgrounds. 

Results 
Overall, participants were faster to respond when the key 
mapping was congruent with the metaphor they learned 
(M=1275 ms) than when it was incongruent (M=1333 
ms), as confirmed by a significant interaction between 
task and training conditions (t(3155.25) = 2.96, p = .003). 
Participants who had learned metaphors that placed 
earlier events above responded more quickly in the Orly 
task when the ‘earlier’ key was above (M=1312 ms) than 
when it was below (M= 1393 ms). Participants who had 
learned metaphors that placed earlier events below, on the 
other hand, responded more quickly when the ‘earlier’ 
key was below (M= 1237 ms) than when it was above 
(M= 1273 ms).  

There was no main effect of training condition (t(33.78) 
= 1.51, p = .13) or task condition (t(3156.23) = 1.15, p = 
.25). There were no speed-accuracy trade-offs. In addition 
to being faster on congruent trials, participants were also 
numerically slightly more accurate on congruent trials 
(92.5%) than on incongruent trials (91.8%). There were 
no significant differences in metaphor training or Orly 
task accuracies by condition (all p > .28).  

Discussion 
In Experiment 1 we saw that learning a new set of 
metaphors for talking about time affected people’s 
performance in a non-linguistic temporal reasoning task.  
These results confirm that experience with metaphorical 
language alone (in the absence of other extra-linguistic 
cultural differences) can indeed produce the same kinds of 
differences in thinking as seen between speakers of 
different languages who have been naturally exposed to 
different metaphors in their linguistic environment. 

These results raise a further question. What is the locus 
of this language-induced effect? One possibility is that 
understanding and learning to use new metaphors leads 
people to create new non-linguistic representations of 
time.  That is, while the creation of these representations 
is encouraged by experience with language, the new 
representations themselves are not linguistic in nature. A 
different possibility is that learning these new metaphors 
creates new internal linguistic routines that people engage 
when reasoning about time. Experiment 2 was designed to 
test between these two possibilities. 

In Experiment 2 we again taught participants new 
vertical metaphors for time. Then we tested them on the 
Orly task with and without verbal interference. We chose 
a verbal interference procedure known to interfere with 
internal linguistic routines (Frank et al., 2012). In prior 
work, Frank et al (2012) demonstrated that applying this 
verbal interference procedure severely disrupts other 
internal linguistic routines. For example, otherwise 
numerate college students were not able to keep a simple 
exact count of dots while performing this verbal 
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interference task. We replicated the interference 
procedures from this prior work precisely, using the same 
code and materials. 

If the results of Experiment 1 are due to participants 
adopting a new internal linguistic routine when reasoning 
about time, then applying this same verbal interference 
should wipe out the congruency effects we observed. On 
the other hand, if learning new metaphors fosters new 
non-linguistic representations, then verbal interference 
should not dampen the congruency effects. 

Because any secondary task imposes extra general 
processing costs, we also included a visual interference 
condition, calibrated for difficulty, as an extra control. 
Any differences seen under verbal interference that are 
due to increased general processing demands should also 
be seen with the visual interference task. 

Experiment 2 

Methods 

Procedure 
Participants were randomly assigned to one of three 
groups: no interference (a replication of Experiment 1), 
verbal interference, and visual interference. The study 
proceeded in the following phases: 1. interference 
calibration block, 2. metaphor training block, 3. Orly task 
block, 4. second metaphor training block (identical to the 
first), and 5. a final Orly task block. Only participants in 
the verbal and visual interference groups completed the 
interference calibration block. The metaphor training 
blocks were the same as in Experiment 1. The Orly task 
blocks were modified to accommodate the three 
interference conditions. As in Experiment 1, each 
participant completed one Orly task block for which the 
response mapping was congruent with their metaphor 
training and one for which the response mapping was 
incongruent. Whether the congruent or the incongruent 
block occurred first was counterbalanced across 
participants. 

Interference task calibration Participants in the 
interference groups first completed a calibration task to 
ensure that the interference tasks were properly tuned for 
individual ability. The materials and calibration procedure 
were identical to those used in Frank et al (2012). The 
MATLAB code to run the interference tasks was 
downloaded from https://github.com/langcog/numint. A 
full description of the procedure is available in Frank et al 
(2012). We kept the procedures identical to this prior 
work because it provides a clear precedent, showing that 
this same verbal interference task, calibrated in this same 
way, does strongly interfere with a linguistic cognitive 
routine like counting.  If our congruency effects are also 
due to participants employing an online linguistic routine, 
then we should find the same deleterious effects of verbal 
interference.  

Orly picture sequence task For the no interference 
group, the task was the same as in Experiment 1. For the 
two interference groups, participants were asked to 
remember either a string of consonants or a visual pattern 
while performing temporal judgments in the Orly task. 
For the verbal interference group, on each trial 
participants first saw a string of consonants appear 
sequentially in the same location. They then pressed and 
held the green button to begin an Orly task trial 
(meanwhile maintaining the letter sequence they had seen 
in working memory). After completing the temporal 
judgment, they were prompted to type in the letter 
sequence they had been rehearsing. For the visual 
interference group, on each trial participants first saw a 
set of blue squares appear sequentially in different 
locations on a 4x4 grid of white blocks. They then pressed 
and held the green button to begin the Orly task trial 
(meanwhile maintaining the visual pattern they had seen 
in memory). After completing the temporal judgment, 
they were prompted to click the locations of the blue 
squares on the grid they had seen at the start of the trial. 

Results 
Results of Experiment 2 replicated those of Experiment 1. 
Participants were faster to respond when the spatial 
arrangement of keys was congruent with the linguistic 
metaphors they had learned during metaphor training 
(M=1410 ms) than when it was incongruent (M=1544 
ms), as reflected in a significant interaction between task 
and training conditions (t(3944.5)= 4.83, p < .001). 
Participants who had learned metaphors that placed 
earlier events above were faster to respond in the Orly 
task when the ‘earlier’ key was above (M=1386 ms) than 
when it was below (M= 1562 ms). Participants who had 
learned metaphors that placed earlier events below, on the 
other hand, were faster to respond when the ‘earlier’ key 
was below (M= 1435 ms) than when it was above (M= 
1526 ms).  

Importantly, participants responded faster on congruent 
than on incongruent trials across all three interference 
conditions. The size of the congruency effect was 105 ms 
without interference, 94 ms under verbal interference, and 
202 ms under visual interference. The congruency effect 
observed in the verbal interference condition did not 
differ from that observed without interference (there was 
no 3-way interaction of training condition by task 
condition by verbal interference  (t(3948.5) = .91, p = 
.36)). Analyses of each interference condition separately 
confirmed that in all three cases, there was the predicted 
interaction between training and task conditions, such that 
people were faster when the task and metaphor were 
congruent than when they were incongruent (all p < .001).  

In addition to being faster on congruent trials, 
participants were also numerically slightly more accurate 
on congruent trials (94.9%) than on incongruent trials 
(94.7%). There were no significant differences in 
accuracy across interference type, task condition, 
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congruency, or training condition (all p > .13).  In the no 
interference and verbal interference conditions, accuracy 
on congruent trials was slightly higher than accuracy on 
incongruent trials. In the visual interference condition, 
people were 0.7% more accurate on incongruent than 
congruent trials, but this difference was not significant (p 
= .50). We ran an additional analysis including an 
accuracy covariate in the model described above. The 
accuracy covariate coded each participant’s difference in 
accuracy on congruent vs incongruent trials.  Including 
this covariate did not change the pattern of results (all 
results reported as significant remained so, and no newly 
significant results were revealed).  

The analyses revealed main effects of both visual and 
verbal interference on response times for the Orly task 
(t(42.8) = 3.12, p = .003 and t(42.3) = 3.50, p = .001). As 
would be expected with any secondary task, participants 
were overall slower to make temporal judgments when 
undergoing interference. There was also a main effect of 
task condition (t(3944.5) = 2.84, p = .004); people were 
on average faster to respond when the ‘earlier’ key was 
above (M=1456 ms) than when it was below (1498 ms).  

Analyses of data from Chinese-English bilinguals  
In this section we analyze the data collected from the 
serendipitous sample of Chinese-English bilinguals 
(excluded from the main sample analyzed above). These 
data provide a rare opportunity.  In general, when testing 
bilinguals, one must explicitly advertise for or recruit 
participants based on language experience, and 
participants may therefore be more explicitly aware of 
their own linguistic history and practices when they come 
to the lab than they might be in their everyday lives. In 
this case, participants coming into our study did not know 
that their prior language experience might be of interest to 
us, and we did not know their language background when 
we tested them (we conducted the language background 
questionnaires only after participants completed the task). 
Further all of the participants self-identified as native 
English speakers. As a result we have a rare serendipitous 
sample of bilinguals who were unaware that their 
language experience was an object of study. 

Further, this sample allows us to examine what happens 
when metaphor patterns in natural language experience 
and metaphor patterns learned in the lab come into 
conflict. In this case, participants coming into the lab have 
had considerable natural language experience with 
metaphors that place earlier events above.  What will 
happen when some of these participants are taught the 
opposite pattern in our metaphor training study?  Will 
participants who already have a vertical representation of 
time be swayed by metaphors learned in the lab? 

Participants rated their own language proficiency on a 
scale of 1 to 5 (with 5=fluent). On average participants 
rated their English skill at 4.9 (SD=.29) and their skill in 
Mandarin or Cantonese (whichever was more fluent) 
as  3.35 (SD=.99). All but two participants reported 

starting to learn both English and Chinese before age 5 
(one began Chinese at 14, and one began English at 10). 

Because this was an opportunistic sample, participants 
were not distributed evenly across conditions by 
interference type and some cells were missing 
participants. As a result, we were not able to conduct 
principled analyses by interference type. We did however 
have interpretable samples when collapsing across 
interference conditions. Thus, the mixed effects model 
included task condition (whether the ‘earlier’ key was 
above or below) and training condition (whether 
participants learned “earlier is up” or “earlier is down” 
metaphors) as fully crossed fixed effects, block order as a 
main effect, and participants and items as random effects.  

As other participants in Experiments 1 and 2, Chinese-
English bilinguals showed a congruency effect as a result 
of metaphor training. Participants were faster to respond 
when the key mapping in the Orly task was congruent 
with the metaphor they learned (M=1521 ms) than when 
the response mapping was incongruent with the metaphor 
learned (M=1552 ms). This was confirmed as a 
significant interaction between training condition and task 
condition (t(2220.68) = 2.34, p = .02). In addition to being 
faster on congruent trials, participants were also 
numerically more accurate on congruent (95.5%) than on 
incongruent trials (94.8%). There were no significant 
differences in metaphor training or Orly task accuracies 
by condition (all p > .23). There was no main effect of 
training condition (t(19.26) = .03, p=.98). 

Interestingly, Chinese-English bilinguals showed a 
main effect of key-mapping; responses were significantly 
faster when the ‘earlier’ response key was above 
(M=1460 ms) than when it was below (M=1613 ms), as 
revealed in a main effect of task condition (t(2219.15) = 
3.89, p<.001).  This finding replicates prior work with 
Mandarin speakers tested on the same task (Boroditsky et 
al., 2010; Fuhrman et al., 2011). In Mandarin, naturally 
occurring vertical time metaphors place earlier events 
above and later events below.  

However, recall that overall in Experiment 2, English 
speakers also showed a main effect of key-mapping, 
responding faster when the ‘earlier’ key was above than 
when it was below. Numerically, the size of this effect 
was considerably smaller in English speakers (42 ms) 
than in Chinese-English bilinguals (153 ms).  Is there a 
significant difference by language background? 

Comparing English speakers and Chinese-English 
bilinguals To analyze data from participants in 
Experiment 2 and data from Chinese-English bilinguals 
together, we constructed a mixed effects model that 
included language background (whether or not a 
participant spoke any Chinese language), training 
condition, and task condition as fully crossed fixed 
effects, block order as a main effect, and subjects and 
items as random effects.  

There was an overall main effect of task condition 
(t(6217.17) = 3.93, p < .001), reflecting that on average 
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participants responded faster when the ‘earlier’ key was 
above than when it was below. Importantly, Chinese-
English bilinguals showed a significantly stronger “earlier 
is up” bias than did English speakers, as revealed in an 
interaction between language background and task 
condition (t(6216.18) = 5.75, p < .001). While participants 
were overall faster when the ‘earlier’ key was up, the 
Chinese-English bilinguals showed this effect 
significantly stronger than the English speakers. 

There was also an interaction between task and training 
condition (t(6216.08) = 8.12, p <.001), which reflected 
that people were faster when the key-mapping in the Orly 
task and the trained metaphor were congruent than when 
they were incongruent. Interestingly, there was also a 3-
way interaction between training condition, task 
condition, and language background (t(6217.15) = 2.90, p 
= .004), confirming that Chinese-English bilinguals 
indeed showed a significantly smaller congruency effect 
than the English speakers.  

The pattern of results from Chinese-English bilinguals 
reveals an interesting combination pattern. We see 
influence of both prior language experience and of newly 
learned metaphors. Chinese-English bilinguals in this 
sample were faster to reply when the ‘earlier’ key was 
above than when it was below in all conditions, consistent 
with the natural pattern in Chinese time metaphors. 
However, this pattern was also moderated by the 
metaphors learned in the lab.  Those who learned 
metaphors placing earlier events below showed a smaller 
“earlier is up” bias than those who learned metaphors 
placing earlier events above (as in Mandarin).  

Further, Chinese-English bilinguals showed a smaller 
congruency effect than English speakers overall.  This 
pattern suggests that training in the lab has a reduced 
effect when it must counteract the ballast of many years 
of natural language experience. For English speakers, the 
metaphors included in our training were relatively novel, 
and not in conflict with a strongly established metaphor 
system in English. For the Chinese-English bilinguals 
however, one of the metaphor training conditions was in 
direct conflict with a highly conventional metaphor 
system that they had already learned through natural 
language experience. These findings give us a glimpse of 
how learning new metaphors may interact with existing 
knowledge when new and old metaphors conflict. 

Discussion 
Participants learned new vertical metaphors for talking 
about time, and then completed a nonlinguistic implicit 
temporal judgment task. Although all stimuli and 
responses in this task were non-linguistic, they responded 
faster when the spatial arrangement of response keys was 
congruent with their newly learned metaphors than when 
they were incongruent. These results confirm that 
experience with metaphorical language alone (in the 
absence of other extra-linguistic cultural differences) can 

produce the same differences in temporal reasoning as 
seen between speakers of different languages. 

Further this congruency effect was not disrupted by 
verbal interference. The locus of this language-induced 
effect does not appear to be in the creation of new internal 
linguistic routines (as for example is the case for 
counting). Instead, it appears that learning new metaphors 
for time fosters new non-linguistic representations. 
Results from the Orly task suggest that these 
representations contain some spatial properties, such as 
axis (vertical) and orientation (earlier is above or below). 
Future work may examine whether these representations 
also include metric properties like distance. 

These results suggest that experience with language can 
affect thinking through qualitatively different routes. One 
type of influence is through the creation of internal 
linguistic routines that can participate online in the course 
of thinking (as for example is the case with counting). In 
other cases, experience with language can encourage 
people to construct and store new non-linguistic 
representations. Future work combining cross-linguistic 
approaches with controlled language learning studies will 
shed further light on the mechanisms through which 
language experience can foster new ways of thinking. 
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Abstract

Does the similarity between two items change over time? Pre-
vious studies (Goldstone & Medin, 1994; Gentner & Brem,
1999) have found suggestive results but have relied on inter-
preting complex interaction effects from “deadline” decision
tasks in which the decision making process is not well un-
derstood (Luce, 1986). Using a self-paced simple decision
task in which the similarity between two items can be isolated
from strategic decision processes using computational model-
ing techniques (Ratcliff, 1978), we show strong evidence that
the similarity between two items changes over time and shifts
in systematic ways. The change in similarity from early to
late processing in Experiment 1 is consistent with the theory
of structural alignment (Gentner, 1983; Goldstone & Medin,
1994), and Experiment 2 demonstrates evidence for a stronger
influence of thematic knowledge than taxonomic knowledge in
early processing of word associations (Lin & Murphy, 2001).

Keywords: similarity; temporal dynamics; hierarchical mod-
eling; reaction time; drift-diffusion model;

Introduction
Similarity plays an important role in cognitive science. Theo-
ries of categorization, induction and memory are all substan-
tially reliant on some notion of stimulus similarity. Empiri-
cally, measures of stimulus similarity are used to supply men-
tal representations via statistical techniques like multidimen-
sional scaling, additive clustering and others. Yet similarity
itself is notoriously slippery. It cannot be defined logically,
on the basis of shared properties (Goodman, 1972), and it is
sensitive to a variety of factors that suggest that the sense of
similarity is not a primitive, but rather is constructed on the
fly by the cognitive system (Medin, Goldstone, & Gentner,
1993).

From this perspective, our theories must not merely de-
scribe the information people use to judge similarity: we must
also consider when different sources of information become
available to the decision maker. The answer to this question is
not obvious: stimulus features might vary in their salience, in
the amount of cognitive processing required to activate them,
and in the ease by which they can be cued and recalled from
memory. Any of these factors could influence when these fea-
tures can contribute to judging similarity. To the extent that
they do, the perceived similarity between two items should
systematically change during the time course of the decision.

Detecting these changes with empirical measures has
proven difficult. Some studies (Goldstone & Medin, 1994;
Gentner & Brem, 1999) have found suggestive results, rely-
ing on “deadline” tasks that force participants to respond after
a fixed amount of time. In these designs, an interaction effect

between choice probabilities and response deadline is inter-
preted as the signature of time-dependent similarity, gener-
ally using ANOVA or related techniques. Yet, as the literature
on choice response times indicates (Luce, 1986), there is no
reason to expect that human choice probabilities will be well-
described using the linear model underpinning ANOVA, nor
is there any reason to believe that people do not adapt their
decision criteria to suit a response deadline, opening up the
possibility that these effects are merely artifacts of strategic
behavior and do not reflect true differences in the underlying
similarity perceived by participants.

Our goal in this paper is to address these limitations us-
ing standard methods for modeling choice response times
(Ratcliff, 1978). In doing so we replicate effects pertaining to
structural alignment in similarity (Goldstone & Medin, 1994)
and the taxonomic/thematic distinction (Gentner & Brem,
1999), and in both cases are able to demonstrate novel find-
ings.

Choice response time in similarity based tasks
The experimental framework we rely on is a standard two
alternative forced choice task. Unlike “deadline” tasks
that force participants to respond before an experimenter-
controlled cutoff, we employ a subject-controlled design that
allows participants to respond when they are ready. This de-
sign is the standard task in the literature on simple decisions
(e.g. Luce, 1986). The response time is manipulated indi-
rectly using an instructional manipulation: participants are
asked either to respond as fast as possible or to respond as
accurately as possible. The advantage to this manipulation is
that its properties are well understood, and psychologists have
developed computational models that can cleanly disentangle
the accumulation of similarity evidence over time from the
decision strategies of how and when to use that information.
In essence, instead of relying on ANOVA to do the statistical
inference, we rely on customized statistical models that are
derived directly from standard psychological theory: in this
case, we rely on a hierarchical extension of the drift-diffusion
model (Ratcliff, 1978).

The diffusion model treats a choice problem as a process
of evidence accumulation that unfolds over time. The aver-
age rate of evidence accumulation is referred to as the drift
rate: in a similarity-based decision, it acts as a measure of
the relative similarity among the choice options. Evidence
accrues until a sufficient amount of evidence is reached. The
amount of evidence required is captured by a boundary sep-
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Figure 1: A sample trial from Experiment 1 composed of two panels.
This trial shows a stimulus with 2 MIPs (yellow and brown squares
in identical positions) and 2 MOPs (the green and blue squares are
in different positions). Because the green and blue squares are not
in the same position, these are DIFFERENT items.

aration parameter, and is assumed to be under the control of
the participant. In these tasks drift rates capture the underly-
ing similarity signal and the boundary separation parameter
describes the decision strategy used to make choices about
similarity.1

Experiment 1: Structural alignment processes
An early investigation of how similarity unfolds over time
comes from the work of Goldstone and Medin (1994), and
focuses on structural alignment. Inspired by work on ana-
logical reasoning, Goldstone and Medin (1994) proposed a
formal theory of how people assess the similarity between
structured stimuli. To give a simple example, consider the
stimuli shown in Figure 1. Each “cross” stimulus consists of
four “slots” each of which can be occupied by squares of dif-
ferent color. The spatial arrangement of the slots ensures that
the stimuli are not merely four blobs of color: instead, they
are organized into a specific configuration, ensuring that the
two items shown in Figure 1 are distinct.

Inspired by theories of analogical reasoning (Falkenhainer,
Forbus, & Gentner, 1989; Gentner, 1983, 1989), Goldstone
and Medin (1994) proposed a formal model of similarity
(SIAM) that makes a clear prediction about how such stim-
uli are processed. The raw featural information (i.e., which
blobs of color are present) is processed quickly and provides
the first impressions of similarity, not dissimilar to how sim-
ilarity is assessed in simple featural models (Tversky, 1977).
The relational information that allows the colors of one stim-
ulus to be matched against colors in another stimulus arrives
more slowly, because the cognitive system is engaged in an
active process of aligning the representations of one stimulus
against the other (Falkenhainer et al., 1989; Gentner, 1983,
1989).

Experiment 2 from Goldstone and Medin (1994) tested this
idea using the “cross” stimuli shown in Figure 1. Participants
were presented with pairs of stimuli and asked to judge if
they were identical or not (i.e., a same-different task). To
characterize a pair of stimuli, they introduced the following

1The full diffusion model is somewhat more complex than this,
but given that it is a standard model for choice tasks we omit all the
details in the interests of brevity. In all our model fitting, the only
parameters that were allowed to vary across conditions were drift
and boundary separation, so we restrict the discussion only to these
relevant aspects of the model.

Condition Stimulus A Stimulus B Count
0 MIPS 0 MOPS ABCD EFGH 50
0 MIPS 2 MOPS ABCD BAEF 50
2 MIPS 0 MOPS ABCD ABEF 50
0 MIPS 4 MOPS ABCD BCDA 50
2 MIPS 2 MOPS ABCD ABDC 50
SAME (4 MIPS) ABCD ABCD 250

Table 1: The six stimulus conditions in Experiment 1. The letters
A through H indicate unique randomly chosen colors, and each col-
umn corresponds to one of the four positions in the cross. Condition
names reflect the number of MIPs and MOPs in each condition, and
the count column indicates the number of presentations of each con-
dition.

terminology. If the same color appears in the same position
for both stimuli, that feature is a match in place (MIP). If
the same color appears in a different position it is a match
out of place (MOP). A color that appears in one stimulus
but not the other is a mismatch. The qualitative prediction
made by Goldstone and Medin (1994) is that during the ini-
tial stage of processing there is no difference between MIPs
and MOPs, because the featural information (color) is present
but no relational mappings between the stimuli have been at-
tempted. In essence: under time pressure, MOPs and MIPs
should both count as evidence in favor of choosing “same”,
but when more time is presented only MIPs should count as
evidence for choosing “same” and MOPs should count as ev-
idence for “different”.

Method
Participants 262 workers on Amazon’s Mechanical Turk
were recruited, 13 of whom were excluded for failing to com-
plete the task. Of the remaining 249, 43% were female. Ages
ranged from 18 to 66 years (mean: 34). 84% were from the
USA, 14% from India, and 2% from other nations.

Materials & Procedure The stimuli used in the task are il-
lustrated in Figure 1. Each colored square was 40 pixels wide,
and the positions of the crosses jittered slightly from trial to
trial. Across all trials, there were 8 colors used (red, blue,
green, yellow, turquoise, brown, gray, and orange). Colors
were assigned randomly subject to the constraints outlined in
Table 1, which lists 6 logically distinct stimulus conditions.
On half of the 500 trials the two items were identical (i.e.,
4 MIPS). On the other half of trials, there was at least one
MOP or one mismatch. However, there were 5 distinct ways
in which the items were different, as outlined in Table 1. In
the 0 MIPS 0 MOPS condition, for instance, the items shared
no color features, whereas in the 0 MIPS 4 MOPS the items
share the same four colors, but no color appeared in the same
position. In potentially the most confusing condition (2 MIPS
2 MOPS) the same four colors appear in both items, two in
the same positions of both items and two with their positions
swapped.

The “cross” stimuli and the same-different task were ex-
plained to all participants. For the 116 participants assigned
(randomly) to the speed condition, the instructions asked
them to respond as quickly as possible. During the task it-
self, if they did not respond within 1000 ms they were in-
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Figure 2: Median response times across stimulus types split into
Speed and Accuracy instruction conditions. Response times in the
Accuracy condition are influenced by the stimulus type but response
times for the Speed condition are relatively constant. Error bars de-
pict one standard error.
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Figure 3: Accuracy across stimulus types split into Speed and Ac-
curacy instruction conditions. Participants in the Speed instruction
condition incorrectly classify the 2 MIPS 2 MOPS stimuli in which
all of the colors matched between the two panels but two colors were
not in the same positions. Error bars depict one standard error.

formed that they were “too slow” after that trial. The remain-
ing 133 participants were assigned to the accuracy condition
and were encouraged to answer as accurately as possible, and
were provided with “incorrect” feedback when their answer
was wrong. Feedback was presented for 700 ms. Every 50
trials participants were given a break and told their accuracy
and average response time in the previous block. During these
breaks between blocks participants were reminded to be fast
or accurate depending on their condition.

Results
Figure 2 plots the median response time (RT) for each of the
six stimulus types under both speed instructions and accuracy
instructions. Figure 3 shows the corresponding plots for ac-
curacy. Visual inspection of the plots suggests substantial and
systematic differences in RT and accuracy across the stimu-
lus types and instruction conditions. Bayesian mixed effects
ANOVA (see Rouder, Morey, Speckman, & Province, 2012)
confirms this: Bayes factors for all main effects and inter-

actions indicate that the odds of an effect exceed 1025 in all
cases.2 However, the mere fact that the experimental manip-
ulations were effective does not make clear precisely how the
conditions influenced people’s perceptions of similarity and
their decision strategy. To investigate this, we analyze the
data in a more principled fashion using the diffusion model.

Modeling
We use the diffusion model (Ratcliff, 1978) to jointly model
the response time and accuracy at the individual subject level.
To avoid overfitting the data we used a Bayesian hierarchi-
cal approach to estimate individual subject parameters (i.e.
drift and boundary separation) as well as group-level distri-
butions over these parameters (assumed to be normal).3 The
boundary separation parameter was allowed to vary only as a
function of the speed/accuracy instructions. A separate drift
rate parameter was fit to each unique combination of stimulus
condition and speed/accuracy instructions because previous
work suggests that different information was likely to con-
tribute early and late to similarity judgments for some stimu-
lus conditions.

The posterior distributions over drift and boundary sepa-
rations are plotted in Figure 4. Not surprisingly, boundary
separation is much smaller under speed instructions,4 indi-
cating that people made their decisions faster and using less
evidence. Similarly, the pattern of results for the drift pa-
rameter are very sensible with positive drift rates indicating
evidence for “different” judgments. The most visually dis-
tinct stimuli (0 MIPS, 0 MOPS) have the highest drift rates,
implying they are the most dissimilar. The identical stimuli
(4 MIPS, 0 MOPS) have negative drift rates, indicating that
people correctly detect them.

The critical result arises when we compare drift rates for
the same stimulus conditions under time pressure (speed con-
dition) and without pressure (accuracy condition). The gen-
eral pattern is similar, but there are two stimulus conditions
that show noteworthy differences: whenever the items were
different but only differentiated by the positions of the colors
(i.e., 0 MIPS 4 MOPS and 2 MIPS 2 MOPS), the drift rate is
much lower in the speed condition than the accuracy condi-
tion, even after accounting for the fact that drift rates decrease
generally.

This suggests that under time pressure people are differ-
entially impaired at distinguishing between items that differ
only in the configuration. In fact, in the most confusable
case where only a single transposition differentiated the items

2Model comparisons used a Bayesian analog of Type II tests in
orthodox ANOVA to define relevant null and alternative hypotheses.

3Model implementation used JAGS (Plummer et al., 2003;
Wabersich & Vandekerckhove, 2014), ran three MCMC 1000-
sample chains with a 500-sample burn-in to approximate the pos-
terior distribution over parameters.

4For the sake of brevity we avoid quantifying the obvious fact
that the results are significant. In every case when we refer to a
difference, the posterior distributions in question are entirely non-
overlapping, implying that the data provide extremely strong evi-
dence for a real difference.
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Figure 4: Experiment 1 posterior distributions of hierarchical dif-
fusion model parameters. The left panel shows the posterior dis-
tributions of the boundary separation parameters of the Speed and
Accuracy instructions conditions. The right panel shows the poste-
rior distributions of the drift rate parameters of the stimulus types
across instruction conditions. The drift rate parameters are plotted
such that positive drift rates are consistent with making DIFFERENT
responses.

we see a qualitative reversal: the drift rate for the 2 MIPS 2
MOPS condition is toward the incorrect response in the speed
condition. This indicates that even after accounting for strate-
gic effects people were substantially worse than chance when
put under time pressure for that stimulus condition. Yet the
drift rate for the same condition is toward the correct response
in the accuracy condition, suggesting that later processing
correctly interprets those items as different.

Discussion
The pattern of results outlined above exactly matches the pre-
dictions made by Goldstone and Medin (1994) in a different
task, and arguably provides stronger evidence than the orig-
inal work. For the 2 MIPs 2 MOPs condition in particular
we find a qualitative reversal: under time pressure people ap-
pear to process only the raw featural information, and because
they do not detect the structural difference between the items
they perform below chance. When more time is allowed par-
ticipants are able to process the relational information in the
stimuli and correctly detect the difference between the items.
More generally, we see broad evidence that during the initial
stages of processing stimulus similarity is heavily reliant on
raw featural information, and only later do structural align-
ment processes shape perceived similarity.

Experiment 2: Thematic and taxonomic
knowledge

We illustrate the generality of the diffusion modeling ap-
proach to disentangling the time course of similarity by ap-
plying it to a different kind of similarity judgment problem.
In this experiment we look at a choice task in which people
are shown a target word and asked to select which of two
words is more closely related to the target. In particular, we
consider decisions in which people must choose between the-
matic and taxonomic word associates. A taxonomic relation
exists when two words pick out entities of the same kind (e.g.,
dog and wolf), whereas a thematic relation picks out entities
that appear in similar situations (e.g., dog and bone).

The exact fashion in which taxonomic and thematic knowl-
edge shape similarity is somewhat unclear. Developmentally,
there is evidence that thematic knowledge is acquired before
taxonomic knowledge (Markman, 1991; Smiley & Brown,
1979). Although most studies assume taxonomic knowledge
is central to categorization (Rosch, 1978), there is strong evi-
dence that thematic knowledge can be just as powerful if not
more so (Lin & Murphy, 2001), as well as studies suggest-
ing that people are able to integrate both kinds of knowledge
depending on task demands (Wisniewski & Love, 1998; Wis-
niewski & Bassok, 1999).

Do both thematic and taxonomic knowledge follow the
same time course? A “deadline” study by Gentner and Brem
(1999) found modest evidence that when given a taxonomic
judgment task thematic lures interfere with taxonomic pro-
cessing. In experiment 2 we set out to determine the degree
to which the Gentner and Brem (1999) results were due to a
strategic shift in responding due to task constraints, a result
of source confusion under time pressure, or an actual change
from early to late processing in the similarity of taxonomic
and thematic words. Furthermore, we test the degree to which
the Gentner and Brem (1999) results are an asymmetric effect
of thematic knowledge interfering with taxonomic processing
or an overall interference between these two types of knowl-
edge in early processing.

Method
Participants 416 workers were recruited through Amazon
Mechanical Turk, 27 of whom were excluded for not com-
pleting the task or completing a substantially similar one. Of
the 389 included participants, 43% were female. Ages ranged
from 18 to 69 years old (mean: 35). 90% of participants 90%
were from the USA, 9% from India, and 1% other.

Materials & Procedure Stimuli consisted of 93 triads
composed of a target word, a taxonomically-related word and
a thematically-related word. The triads were drawn from 6
previous studies (Gentner and Brem (1999), Lin and Mur-
phy (2001), Ross and Murphy (1999),Smiley and Brown
(1979), Wisniewski and Love (1998), Wisniewski and Bas-
sok (1999)), presented in a random order, and can be found
online.5 During the task the three items were displayed in a
triangle with the target word at the top and the two response
options positioned below to the left and right. Participants
responded using the keyboard to select a response option.

The task used two between-subjects manipulations, with
participants assigned randomly. As before, participants were
given speed instructions or accuracy instructions, with feed-
back given whenever the participant was slower than 1500ms
(in the speed condition) or chose the wrong option (in the
accuracy condition).

The second manipulation instructed participants to focus
on one kind of relation or the other. In the taxonomic con-
dition they were asked to select the taxonomic associate,

5https://gist.github.com/drewhendrickson/
e01dff14823b54ca54df
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Figure 5: Probability of selecting the thematic candidate word as a
function of the four instructional conditions. There was a significant
interaction between Speed and Accuracy instruction conditions and
Thematic and Taxonomic response conditions. Error bars indicate
one standard error.

whereas in the thematic condition they had to select the the-
matically related item. In both conditions, participants were
shown an example of a target word (computer) and the task
explained whether they were supposed to pick the taxonomic
associate (calculator) or the thematic one (desk).

Results
The average accuracy in all four conditions is plotted in Fig-
ure 5, and the median RT is shown in Figure 6. For the ac-
curacy data, Bayesian mixed effects ANOVA suggests that
the data provide evidence of both a main effect of response
instruction and an interaction term (Bayes factors for the rel-
evant model comparisons are all > 1085), but evidence for
a null effect of speed instruction (Bayes factor: 0.1). For
the RT data, there is evidence only for a main effect of
speed/accuracy (Bayes factor: 1020), but evidence for a null
effect of response instruction (Bayes factor: 0.1). As before,
however, a clearer picture emerges when we use the diffusion
model to jointly model choice and response time.

Modeling
Once again, we applied a hierarchical diffusion model in
which boundary separation is influenced only by speed in-
structions, but allowed separate drift rates to be estimated for
all four conditions. The posterior distributions over the rele-
vant parameters are shown in Figure 7. On the left side the
boundary separation is plotted. As one would expect, telling
people to respond quickly caused the boundary separation to
decrease: as before, people responded faster using less evi-
dence.

Of more interest is the fact that the effects on drift rates on
the right side of Figure 7. This plot is drawn so that the cor-
rect answer always corresponds to positive drift rate. Under
accuracy instructions, the drift rates are high and the poste-
rior distribution for the taxonomic condition overlaps heavily
with that of the thematic condition. When there is no time
pressure, people find it equally easy to identify a thematic re-
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Figure 6: Median response times across Thematic and Taxonomic
response instructions and split by Speed and Accuracy instruction
conditions. Reaction time is strongly influenced by Speed instruc-
tions but shows no difference due to the response instructions. Error
bars indicate one standard error.
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Figure 7: Experiment 2 posterior distributions of hierarchical dif-
fusion model parameters. The left panel shows the posterior dis-
tributions of the boundary separation parameters of the Accuracy
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struction conditions. The drift rate parameters are plotted such that
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lation as a taxonomic one.
Under speed instructions, this symmetry breaks. It is not

merely the case that the drift rates are lower, which would
imply that people find it difficult to detect the differences be-
tween thematic-relatedness and taxonomic-relatedness under
time pressure. In addition to this, the effect is asymmetric.
The fact that drift rates are lower in the taxonomic condition
than in the thematic condition implies that the thematic “sig-
nal” arrives faster than the taxonomic one.

Discussion
As with Experiment 1, we find evidence that the time course
of comparison is not homogeneous. When participants are
given sufficient time to make choices, the information pro-
cessing shows no bias towards thematic or taxonomic knowl-
edge. However, under time pressure, people are better able to
detect a thematic link than a taxonomic one. This result mir-
rors the developmental trajectory (Smiley & Brown, 1979),
suggesting that not only is thematic knowledge acquired at a
younger age, but that the processing of this information re-
mains faster even in adulthood. Alternatively, it may be that
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taxonomic information requires more deliberative processing
and thus is slower and has less effect when people are pres-
sured to respond quickly (Wisniewski & Bassok, 1999; Wis-
niewski & Love, 1998; Gentner & Brem, 1999).

General Discussion
Employing the hierarchical drift-diffusion model to isolate
the changes in similarity between early and late processing
we find evidence in both experiments that the similarity be-
tween items changes in predictable ways over time. Both ex-
periments show compelling evidence that the similarity be-
tween two items is not a static, stable value but one that
emerges, shifts, and qualitatively changes signal over the first
few seconds of processing. Critically, this difference between
early and late similarity signals is not uniform across all con-
ditions, in both experiments we find that the change in simi-
larity influences some conditions and stimuli more than oth-
ers.

Interestingly, these conclusions are not straightforward or
clear from statistical tests of the accuracy and reaction time
data themselves. The strongest conclusions in both experi-
ments emerge from the interpretation of the posterior distri-
butions of the diffusion model evidence accumulation param-
eters after the effect of shifting decision strategies due to in-
structional manipulations are accounted for by the boundary
separation parameters.

These results appear to complement recent work showing
that drift rates show systematic differences across speed and
accuracy instructions in lexical decision tasks (Rae, Heath-
cote, Donkin, Averell, & Brown, 2014). In the current work
we not only find that drift rates for accuracy conditions are
larger than those for speed conditions, but we find that the
difference between these two depends on the type of infor-
mation in the choice task. Furthermore, these results suggest
that changes over time to the set of included features, due to
complexity, difficulty, or speed of processing, may be an ad-
ditional explanation for the difference between early and late
evidence accumulation.
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Abstract

We present a computational cognitive model of mind wander-
ing, an important cognitive phenomenon whose mechanisms
are involved in insight, problem-solving, and creativity. The
model posits that mind wandering begins when one is not
engaged in goal-oriented cognition, whether when between
tasks or when in the middle of a task but not actively thinking
about one’s goal. At such times, the model thinks about other,
highly-activated thoughts in memory. This model sheds light
on both how task-oriented and more basic cognitive processes
interact, as well as how mind wandering content is generated;
both unresolved questions for mind wandering research. We
compare our model against data presented by McVay and Kane
(2013), who induced mind wandering in a laboratory setting by
embedding participants’ personal goals and concerns in a lex-
ical SART task. Overall, our model matched the data’s mind
wandering rates very well. We discuss implications and future
work on the model.
Keywords: mind wandering; spreading activation; priming;
cognitive models

Introduction
Mind wandering is typically viewed as an undesirable phe-
nomenon. A wandering mind means that one is not con-
centrating on the task at hand, and instead is using valuable
mental resources to engage in fanciful thought. It has been
shown to disrupt reading comprehension, negatively affect
one’s mood and affect, and is correlated with lower perfor-
mance on general aptitude tasks (Mooneyham & Schooler,
2013; Schooler et al., 2014). On the other hand, however,
the processes of mind wandering may also be essential to key
mental phenomena such as insight, creative thought and plan-
ning for the future (Gabora, 2010; Baird et al., 2012; Stawar-
czyk, Majerus, Maj, der Linden, & D’Argembeau, 2011).
While mind wandering may sometimes compromise one’s
ability to perform one’s current work, then, its mechanisms
often appear to engage for the benefit of future tasks and per-
formance. This makes mind wandering important not only
to psychological and behavioral researchers, seeking to un-
derstand how mind wandering affects task performance and
attention, but also to cognitive scientists and roboticists, who
may also see mind wandering processes as tools to implement
in cognitive systems in order to foster problem-solving, cre-
ativity, and innovation.

Mind wandering is typically measured indirectly or sub-
jectively, with study participants self-reporting mind wan-
dering either in response to probes during an experiment, or

by recording unprovoked thoughts during the day in a diary;
these measures, then, can be used in combination with other
metrics such as fMRI, task performance, or gaze tracking,
to help understand the phenomenon (Schooler et al., 2014).
Such evidence has revealed that a different set of regions
of the brain, collectively termed the default mode network
(DMN), is more active when people report mind wander-
ing than when they report exhibiting task-directed thought
(Schooler et al., 2011). Further, its activation is typically as-
sociated with a decline in activation of areas associated with
task-oriented thought (e.g., areas associated with executive
control); this, and other data, have led many to hypothesize
that mind wandering is correlated with a failure of executive
control functions (Schooler et al., 2011; Mason et al., 2007).

The underlying details of this correlation, however, are still
open for debate: it is not always clear how mind wandering
begins when executive control functions are presumably in
use; and it is difficult to study mind wandering at this level
since it, by definition, is a subjective experience that partici-
pants cannot be directed or encouraged to perform as part of
their task. Furthermore, it is not generally well understood
how mind wandering content is produced (Schooler et al.,
2011). One experiment that investigated this successfully in-
duced mind wandering in a repetitive, lexical SART task per-
formed in a laboratory setting by embedding words relevant
to participants’ own personal goals and concerns in the task
(McVay & Kane, 2013). This experiment showed that mind
wandering is more likely to occur when subjects are subcon-
sciously primed in this way, by their own real-life goals and
concerns, suggesting that environmental cues can affect how
and when one mind wanders.

We have developed a cognitive, computational model of
mind wandering that explores these issues at the process level.
Our model posits that mind wandering begins during natural
breaks in task-oriented thought; e.g., it begins when one is not
actively reasoning about one’s goal, even if one is working to-
wards it. Our model also hypothesizes that mind wandering
begins only when there is a thought active enough in mem-
ory to be easily and quickly thought about; this activation is
heavily influenced by the contents of one’s working memory,
such as environmental cues. We compare our mind wander-
ing data against the experimental data from (McVay & Kane,
2013), and show a strong match, accounting for their mind
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wandering rates with R2 = 0.984. Overall, our model sup-
ports the idea that mind wandering arises when executive con-
trol functions fail, and proposes a mechanism through which
mind wandering content is generated, enabling those who are
interested in promoting creativity, problem-solving and inno-
vation in cognitive systems to better understand mind wan-
dering’s underlying mechanisms.

Experiment
We evaluate our mind wandering model by comparing it
against the experimental data of two of the experiments from
(McVay & Kane, 2013). This study induced mind wander-
ing in a series of experiments held in a laboratory setting
by embedding words associated with participants’ personal
goals and concerns within a lexical Sustained Attention to Re-
sponse Task (SART, a go/no-go task (Robertson, Manley, An-
drade, Baddeley, & Yiend, 1997)). In this task, participants
press the space bar if the stimulus is lower case (non-targets,
as most stimuli are), and withhold pressing a key if the current
stimuli is upper case (targets). Approximately 11% of stimuli
were targets. Each stimulus appeared for 300ms, and was fol-
lowed by a 900ms mask. Occasionally during the experiment,
participants would be given a thought probe, where they re-
ported the degree to which their thought was task-related or
not. All responses indicating off-task thought was considered
to indicate mind wandering.

To accomplish this, each experiment consisted of two ses-
sions that the participants were led to believe were unrelated.
In the first session, participants filled out a set of surveys de-
signed to collect information about their personal goals and
concerns. Then, two days later, participants returned to per-
form the SART task. The participants’ SARTs were then
personally customized: occasionally, triplets of words were
shown in sequence, as non-targets, that corresponded to par-
ticipants’ personal goals and concerns (personal goal, or PG,
triplets), as reported on the surveys during the first session.
For example, if a participant had said he/she needed to give
his/her two dogs a bath, three sequential words in their SART
might have been “wash” – “two” – “pets.” The SART also
contained goal-related triplets that were unrelated to the par-
ticipants’ individual goals, such as “close” – “wooden” –
“door” (other goal, or OG, triplets).

Each participant’s experiment included two triplets for
each type, for a total of four word triplets, that were pre-
sented at various times throughout the experiment. A post-
study questionnaire showed that participants generally did not
notice any overlap between the two sessions and did not, con-
sciously, realize they were being primed by their own goals.

The original study performed four similar versions of this
experiment; we model two of them here, Experiment 1 and 3.
Note that we elected to model Experiment 3 instead of 2 be-
cause, although nearly identical, Experiment 2 was the only
experiment in this study that included thought probes unasso-
ciated with targets (and which the authors did not analyze). In
Experiment 1, 62 participants saw 810 trials, with each of the

four word triplets appearing 9 times. In this experiment, the
type of triplet presented to the participants strictly alternated,
beginning with OG. One, three or five non-targets after each
triplet, whether OG or PG, there was a target, followed by a
thought probe.

In Experiment 3, 56 participants saw 1080 trials, with each
of the four word triplets appearing 12 times. The ordering
of triplet type presented varied (it did not strictly alternate as
in Experiment 1). One non-target stimulus after each triplet,
whether OG or PG, there was a target, followed by a thought
probe. The exact stimuli order for both experiments can be
found in (McVay & Kane, 2013).

The study measured both the rates of mind wandering as-
sociated with the thought probes following a word triplet,
as well as the accuracy rates of participant responses to the
targets immediately preceding the probes. For both experi-
ments, mind wandering rates were significantly higher after
PG triplets as compared to after OG triplets: a 6.7% differ-
ence for Experiment 1, and a 5.9% difference for Experiment
3. These effects strongly suggest that cuing subjects with
their personal goals and concerns can, in fact, induce mind
wandering during an unrelated task.

There was also a significant difference in accuracy for both
experiments, but in different directions. In Experiment 1, tar-
get accuracy was significantly higher after OG triplets, with
an effect size of 5.6%. In contrast, in Experiment 3, tar-
get accuracy was significantly higher after PG triplets, with
a smaller effect size of 3.7%. Interestingly, combining the
data across experiments was inconclusive, suggesting no ef-
fect overall. The authors suggest that this means that the PG
triplets may not reliably derail participants’ train of thought
strongly enough to decrease accuracy. We take this into con-
sideration when building our model, below.

Model
Our cognitive model of mind wandering has two different as-
pects: performing the SART task, and modeling mind wan-
dering. We first describe the general principles of these two
components of the model. Then, we give further details of
how these components are realized within the computational
cognitive architecture we use, ACT-R/E, and discuss how our
model’s principles interact with the cognitive architecture to
make specific predictions about mind wandering.

Our model performs the SART task using an existing,
utility-learning based procedure that has been shown to suc-
cessfully model human SART performance (Peebles & Both-
ell, 2004). It has two strategies for responding to stimuli:
either just “clicking” when a stimulus appears, without fully
processing whether the stimulus is upper or lower case, or
“checking,” where the stimulus is fully processed, and its case
evaluated, before a response decision is made. “Clicking” re-
sults in faster response times, but will result in errors on target
stimuli; “checking” takes longer, since it requires waiting for
the stimuli to be added to working memory before respond-
ing, but results in perfect performance. Initially, both strate-

915



gies have equal chance of being chosen and so are employed
with roughly equal frequencies; over time, however, the faster
response time of “clicking” leads it to surpass “checking” in
its expected usefulness, despite occasionally resulting in er-
rors. In general, “checking” requires goal-driven control (the
model must perform place-keeping operations while, for ex-
ample, it processes the case of the stimulus word), but “click-
ing” does not (it clicks in response to changes in its visual
field without further thought).

At the core of our model is the claim that mind wandering
occurs when the model is not actively thinking about its goal.
Such cases can happen when the model does not currently
have a goal; or, when it does have a goal, but is not explicitly
thinking about it (such as waiting for something goal-related
to occur, or waiting for a memory to be retrieved before it can
continue with its task). At such times, the model begins to
mind wander if there is a thought in memory that has a high
enough activation to be easily and quickly thought about (or,
if the model is already mind wandering at such times, it con-
tinues to mind wander). The model thus implies that, when
mind wandering, the model’s thought processes and percep-
tual processes are disconnected. A model can mind wander,
for example, while still seeing and reacting to the world, as
long as its vision and manipulative processes do not require
goal-oriented thought; this is supported by other, previous
work (Schooler et al., 2011).

Once the model requires explicitly thinking about its goal
in some way, such as if the model responds to a stimulus us-
ing the “check” strategy, mind wandering ends. This is accor-
dance with the conclusions of the authors of the study, which
suggest that the PG triplets, while inducing mind wandering,
do not sufficiently divert one’s attention from the task to de-
crease accuracy.

The model includes two goals in memory that correspond
to the two PG triplets of the experiment. While in actual-
ity the relationship between these goals and the words in the
corresponding PG triplets may be quite complex (e.g., con-
necting “dogs” to “pets”, relating “give a bath” to “wash”),
we avoid this complexity by simply creating explicit associ-
ations between the words in the triplet and the goal they col-
lectively represent. These associations play a key role in our
model’s mind wandering predictions by boosting the proba-
bility of mind wandering while seeing a PG triplet, as we will
describe further below.

Model Architecture
The model was developed within the cognitive architecture
ACT-R/E (Trafton et al., 2013). At a high level, ACT-R/E is
an integrated, production-based system (Anderson, 2007). At
its core are the contents of its working memory; they indi-
cates, for example, what the model is looking at, what it is
thinking, and its current goal. At any given time, there is a
set of productions (if-then rules) that may fire because their
preconditions are satisfied by the current contents of working
memory. From this set, the production with the highest util-
ity is selected to fire. The fired production can either change

the model’s internal state (e.g., by updating its goal) or its
physical one (e.g., by pressing a key on a keyboard). To cal-
culate production utilities, ACT-R uses an elaboration of the
Rescorla-Wagner learning rule and the temporal different al-
gorithm (Fu & Anderson, 2006), which has been shown to be
related to animal and human learning theory. When a reward
is given (such as if the model successfully responds to a non-
target), it is propagated back in time through the rules that had
an impact on the reward being earned. This propagation pro-
cess shifts utilities over time such that productions that more
often and more quickly lead to reward have a higher proba-
bility of firing. Random noise can also be added in during
execution to affect production selection.

Working memory contents take the forms of thoughts, or
memories. In addition to the symbolic information repre-
sented as part of these memories, memories have activa-
tion values that represent their relevance to the current sit-
uation. Activation has three components: activation strength-
ening, spreading activation, and activation noise. Activation
strengthening is learned over time and is a function of the
frequency and recency with which the memory has been in
working memory in the past. It is designed to represent the
activation of a memory over longer periods of time.

Spreading activation, or priming, is temporary and spreads
from the current contents of working memory, distributing
activation along associations between the thoughts in work-
ing memory and other memories (Hiatt & Trafton, 2013).
Activation also spreads, less strongly, from items that were
recently in working memory, even if they are not currently
being thought about (Thomson, Bennati, & Lebiere, 2014).
This allows spreading activation to capture correspondences
between memories that are expected to be relevant at roughly
the same time, as well as memories that are semantically re-
lated (such as the PG triplet words and the corresponding per-
sonal goal or concerns).

Noise is a random component that models the noise of the
human brain and is based on a logistic distribution with mean
of 0. It is a transient value that changes each time it is used.
Together, these activation values have been shown to be an
excellent predictor of human declarative memory (Anderson,
Bothell, Lebiere, & Matessa, 1998; Anderson, 1983; Schnei-
der & Anderson, 2011).

ACT-R/E supports distinguishing between goal-oriented
cognition and non goal-oriented cognition via the interac-
tion between working memory and productions. Recall that
productions have specific preconditions, which may or may
not refer to a goal in working memory. Therefore, for the
purposes of mind wandering, there are two types of produc-
tions in an ACT-R/E model. The first type of production,
such as that used by the “click” strategy, does not refer to
the goal, and so it can fire either when there is no goal in
working memory, or when there is but the production does
not refer it. The second type of production, used primarily by
the “check” strategy, explicitly refers to the goal currently in
working memory (i.e., modifies the goal, removes the current
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goal, or adds a new goal).
Mind wandering accesses thoughts in this architecture very

similarly to how models access memories from long-term
memory. The time it takes to access a memory (i.e., the time
between when a memory is requested and when it is thought
about) is inversely related to its activation; thus, highly
activated thoughts will be accessed very quickly, whereas
thoughts with a lower activation take longer to think about.
Memory access also has an associated threshold, determin-
ing how easily and quickly a memory must be able to be
accessed in order to be thought about at all. In our model,
any time a production fires that does not refer to the goal, the
model attempts to begin to mind wander if a memory has a
high enough activation to be accessed (if the model is already
mind wandering, it simply continues to do so). If the produc-
tion refers to the goal in working memory, mind wandering,
if it is currently occurring, ends, including canceling any on-
going attempts to access a memory.

ACT-R/E models interact with the world using ACT-R/E’s
built-in functionality for interacting with the world. Models
can view visual items on a simulated monitor; they can act
on the world by pushing keys on a simulated keyboard and
clicking a simulated mouse.

Model Explanations
While looking at a word during the SART, the word appears
in working memory, and so, as we described above, activa-
tion is spread from current and recent words to associated
thoughts in memory. Thus, by the time the model sees the
third word of a PG triplet, the first, second and third words
are each spreading activation to the associated goal in mem-
ory. Due to this priming, the model explains that it is more
likely to mind wander after seeing a PG triplet because it is
more likely that a thought in memory will have a high enough
activation to be easily and quickly thought about via mind
wandering.

The model also explains why mind wandering after a PG
triplet will be slightly higher for Experiment 3 than for Ex-
periment 1. This is because there is are only two stimuli be-
tween the PG triplets and the probe for Experiment 3, instead
of the 2-6 for Experiment 1, resulting in a higher chance that
any mind wandering occurring after a PG triplet will be in-
terrupted by goal-oriented thought. This explanation is addi-
tionally supported by a secondary analysis of the experiment,
which revealed that the main differential between the PG and
OG conditions for Experiment 1 occurred when the probe was
only 2 stimuli away from the PG or OG triplet.

With respect to accuracy, the model explains why the ac-
curacy rate for the PG condition is lower than the accuracy
rate for the OG condition in Experiment 1. As we have
discussed, because of utility learning, the click strategy be-
comes more preferred than the check strategy as the experi-
ment progresses. Because of the strict alternating of OG and
PG triplets in the first experiment, then, this means that PG
condition overall will slightly favor the click strategy com-
pared to the OG condition. This in turn leads us to expect

more errors in the PG condition than in the OG condition.
Because the PG and OG conditions are evenly interspersed
throughout Experiment 3, the model predicts the accuracies
of the PG and OG conditions will be equal, barring noise ef-
fects, in Experiment 3.

Model Results
The model performed Experiments 1 and 3 from (McVay &
Kane, 2013) 64 and 56 times, respectively, to correspond
to the number of participants in each original experiment.
Activation noise and utility noise caused variation between
model runs. In terms of parameters, activation noise was set
to 0.25, and utility noise was set to 0.1, both fairly modest
noise values. The utility learning rate was set to 0.2. The
activation strengthening (also called the base level learning)
decay parameter was set to 0.4 instead of its default of 0.5.
The mind wandering activation threshold parameter was set
to 0.7, which is higher than the standard memory activation
threshold of 0.0. All other parameters were set to their default
values.

The experiment and model results are shown in Figures 1
and 2. The model had an increased mind wandering rate of
3.8% for the PG condition vs. the OG condition for Experi-
ment 1, and 4.3% for Experiment 3. It also had a decreased
accuracy rate of 4.1% for the PG condition vs. the OG con-
dition for Experiment 1, and 0.4% for Experiment 3. Over-
all, the model matched the mind wandering data extremely
well, with an R2 of 0.984. Its R2 for accuracy rate was less
strong, at 0.612. This is, in large part, because we do not pre-
dict a meaningful difference in accuracy rates for Experiment
3, as described above. We are comfortable with this predic-
tion despite its relatively poor match, as it seems to match the
data combined across the entire study, which, as we have dis-
cussed, showed no significant effect in accuracy between the
PG and OG conditions.

Discussion
In this paper, we have described a computational, process
model of mind wandering that furthers our understanding of
mind wandering mechanisms and contents. In our model,
mind wandering begins during natural beaks in task-oriented
thought, and occurs only when there is a thought active
enough in memory to be easily and quickly thought about.
Thus, we claim that mind wandering can be heavily affected
by task structure (e.g., are there gaps in goal-oriented process-
ing during the task?) and environmental cues (e.g., are there
any concepts highly primed by the environment or aspects of
the tasks?). This deeper understanding of mind wandering is
important to scientists who see mind wandering mechanisms
and processes as tools to implement in cognitive systems in
order to foster problem-solving, creativity, and innovation.

As we discussed in the beginning of this paper, a deeper
layer to this in the mind wandering literature is the no-
tion of executive control, or purposefully keeping one’s train
of thought on-task even when mind wandering is possible.
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Figure 1: Mind wandering results for Experiments 1 and 3
from (McVay & Kane, 2013). Reports the percentage of
thought probes to which participants responded they were
mind wandering. The dots are the results from our model;
the bar and errors bars show human participant results.

While this work does not directly account for executive con-
trol, our model implicitly assumes that its executive control
“allows” mind wandering whenever possible, but success-
fully returns its thoughts to the task at hand as soon as re-
quired. It thus fits naturally with the theory that mind wan-
dering arises from the failure of executive resources to control
one’s thoughts.

Further, our model suggests that the executive control func-
tions fail when an active enough memory competes for the
model attention. The model’s higher threshold for mind
wandering accessing a memory (compared to normal, task-
oriented access of a memory) suggests that only memories
that are very recent, frequent, and/or highly related to the
task or environment will be strong enough to derail one’s
train of thought. It also thus provides an explanation for
how mind wandering content is generated, an issue which
is not currently well understood (Schooler et al., 2011) nor
present in other models of distraction and mind wandering
(Taatgen, Katidioti, Borst, & van Vugt, 2015; van Vugt, Taat-
gen, Sackur, & Bastian, 2015). In van Vugt et al. (2015),
for example, mind wandering is suggested to occur based on
competition between “attentive” and “distracted” task control
strategies, which does not extend to explain the results seen
here. In our model, in contrast, memories that are highly ac-
tive in memory are likely to be mind wandered about; this
not only captures the results of the study we discuss here, but
also ties in closely to other recent work on priming and activa-
tion in memory affecting cognitive behavior (Hiatt & Trafton,
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Figure 2: Accuracy results for Experiments 1 and 3 from
(McVay & Kane, 2013). Reports the percentage of target
stimuli that were correctly responded to. The dots are the
results from our model; the bar and errors bars show human
participant results.

2013, 2015; Thomson, Pyke, Trafton, & Hiatt, 2015).
Our model also expands to make several other predictions

that are consistent with results generally found in mind wan-
dering research. Another aspect of mind wandering that
some have explored “mind-popping,” where thoughts come
to the forefront of one’s mind without any conscious effort
(Kvavilashvili & Mandler, 2004). Our model has a natural ex-
planation for why that happens – the activation of a thought
in memory becomes so high, through a combination of re-
cency, frequency, priming and noise, that it pops into con-
scious thought regardless of whether one is currently involved
in task-oriented thought.

Additionally, our model predicts that minds will wander
more during low-demand tasks (McVay & Kane, 2010), and
that mind wandering will occur more when one is fatigued
(Smallwood et al., 2004; McVay & Kane, 2010). Fatigue, it
is believed, is associated with micro lapses in cognitive pro-
cessing (Gunzelmann & Gluck, 2009), resulting in no goal-
oriented processing for very short periods of time. Our model
predicts that, during these micro lapses, as withduring low-
demand tasks that do not require much task-oriented thought,
mind wandering has many more opportunities to occur. We
look forward to exploring these issues in more detail in the
future.
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Abstract 

Teaching with evaluative feedback involves expectations 
about how a learner will interpret rewards and punishments. 
We formalize two hypotheses of how a teacher implicitly  
expects a learner to interpret feedback – a reward-maximizing 
model based on standard reinforcement learning and an 
action-feedback model based on research on  communicative 
intent – and describe a virtual animal-training task that 
distinguishes the two. The results of two experiments in 
which people gave learners feedback for isolated actions 
(Exp. 1) or while learning over time (Exp. 2) support the 
action-feedback model over the reward-maximizing model. 

Keywords: pedagogy; reward; punishment; reinforcement 
learning; feedback; evaluative feedback; communication 

Introduction 
Imagine Eve, a 4-year-old toddler, who uses the toilet for 

the first time. Her proud parents might give her a hug and 
some stickers for the accomplishment. Or consider Fido, the 
chocolate labrador puppy, who ignores the paved walkway 
leading to the house and tramples over a freshly planted bed 
of flowers. Fido’s owner, who spent the last two months 
tending to his lawn, scolds Fido harshly in a firm and 
imposing voice. In both cases, a teacher (Eve’s parents, 
Fido’s owner) attempts to modify another agent’s behavior 
(a child or a dog) using valenced stimuli (stickers, scolding). 
This type of interaction – teaching via evaluative feedback – 
occurs frequently between parents and their children (Owen 
et al., 2012) as well as between humans and other species 
such as dogs. 

Here, we explore how teachers implicitly expect a learner 
to interpret rewards and punishments intended to modify 
behavior. That is, we examine how teachers provide 
evaluative feedback in response to the actions of a learner. 

Reinforcement learning models of human and animal 
learning based on operant conditioning (Sutton & Barto, 
1998; Dayan & Niv, 2008) assume that learners are reward-
maximizing. Teachers might share this assumption, namely, 

that evaluative feedback will be treated as face value 
rewards and punishments. Positive responses are 
pleasurable, rewarding outcomes of behavior to be 
maximized, while negative responses are painful, punishing 
outcomes to be minimized. The learner is expected to 
interpret feedback like any other valenced stimulus that 
results from acting on the environment, such as a ripe apple 
having fallen from a shaken branch or a burnt finger having 
touched a hot stove. On this view, when Eve’s parents want 
to teach her about using the toilet and not the living room, 
they intend the sticker to serve as an incentive. “Eve loves 
stickers,” they reason, “so she will want to use the toilet 
again”. 

In contrast, peoples’ understanding of communicative 
intent when learning new concepts from examples (Sperber 
& Wilson, 1986; Csibra & Gergely, 2009; Shafto et al., 
2014) suggests an action-feedback model in which teachers 
expect learners to treat responses communicatively or as 
commentary about an action. Rewards signal to the learner 
that the action just performed was correct given the 
circumstances, whereas punishments signal that the action 
was wrong or incorrect. Teachers further expect such a 
learner to be motivated to perform correct actions and avoid 
incorrect ones in a given state. From this perspective, when 
toilet training Eve, her parents intend the sticker to serve as 
a signal that she is doing the right thing. “Eve knows we 
don’t give stickers out for nothing,” they might reason, “so 
she’ll learn that she should be using the toilet.” 

In this paper, we first formalize these two hypotheses of 
teaching via evaluative feedback in the framework of 
Markov Decision Processes. Teachers who teach according 
to a reward-maximizing model expect learners to treat 
positive feedback as desirable rewards to be maximized and 
negative feedback as undesirable punishments to be 
minimized. In contrast, those who teach based on an action-
feedback model expect learners to treat positive and 
negative stimuli as signals for correct or incorrect behavior. 
We then describe a novel teaching task that qualitatively 
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distinguishes these two models. Finally, we present results 
from two experiments that show the majority of people do 
not teach in accord with a reward-maximizing account, but 
instead broadly follow the predictions of the action-
feedback model. 

Model 
We first describe an interaction model of the teacher-learner 
dynamics during teaching with evaluative feedback. Second, 
we propose two learner models (reward-maximizing and 
action-feedback) that capture a teacher’s expectation of how 
the learner interprets feedback. Finally, we show how the 
models can be distinguished in a novel sequential-teaching 
paradigm. 

Interaction Model 
To model the interaction between a teacher and a learner, 
we use the Markov Decision Process formalism (Bellman, 
1957). On each timestep , the teacher observes a learner 
interacting with an environment composed of states ( ) 
by performing any one of the actions available in a state 
( ). Each action is generated from a learner’s 
behavioral repertoire at a given time step, represented as a 
policy, , where  is a mapping from states to available 
actions ( ).1  

After observing the agent’s current state, action, and 
subsequent state ( ), the teacher responds to the 
learner with a positive or negative feedback signal of a finite 
magnitude ( ). The function that takes an 
observation of the learner and returns feedback we call the 
feedback function: 
 

 
 

The pattern of rewards and punishments that constitute this 
feedback function is determined by the target policy ( ) 
that the teacher wants the learner to acquire. The interaction 
then continues into the next timestep (Figure 1).  

                                                             
1 For simplicity, we assume that state transitions and policies are 

deterministic (e.g. ), however, this can be 
generalized to stochastic environments and policies. 

Learner Models 
Learning consists of changes in an agent’s policy over time, 

, resulting in a learned policy, .  
When teaching by evaluative feedback, a teacher expects a 
learner to learn from the feedback signal produced by . 
Thus, each of our models characterizes the functional 
relationship between a learned policy, , and feedback 
function, . 

The reward-maximizing agent treats teacher-feedback 
from a feedback function as a face value reward to be 
maximized over the long term – exactly like the reward 
signal found in standard reinforcement learning (RL) 
(Sutton & Barto, 1998). That is, a reward-maximizing agent 
calculates the cumulative long-term value of each available 
action  in the current state , under the current policy . 
Call this the action-value, , from a state with a 
policy: 

 

 
 
Importantly, future rewards may be treated as less rewarding 
than immediate ones, so we include a discount parameter 

 As its name suggests, the reward-maximizing 
agent is interested in eventually learning a policy, , that 
maximizes the action-value in all states. Thus, such an agent 
learns the policy: 
 

 
 
for all . Note that the model is agnostic about the 
precise learning mechanism that updates  as long as it 
converges on the reward-maximizing policy . For 
instance,  could be learned via explicit planning or 
trial-and-error learning – e.g. model-based learning vs. 
model-free Q-learning (Dayan & Niv, 2008). 

The action-feedback agent treats feedback as a direct 
signal for the correctness or incorrrectness of an action. A 
positive teacher response indicates that the action matches 
the corresponding action in the target policy, while a 
negative response indicates it does not match.  Thus, teacher 
responses map directly onto whether an action should or 
should not be done, and we can define the action-
correctness, , from the present state as: 

 
 

 
Then for all , the action-feedback agent will learn the 
policy: 
 

 

Figure 1: Teacher-learner interaction model. The learner’s 
current policy, , takes in the current state  and returns 
an action , leading to the next state . A feedback 
function, , observes this and gives feedback  to the 
learner, resulting in the modified policy . 
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How do teachers teach? 
When do the two models diverge? That is, when does 

 for a feedback function ? Furthermore, when 
does a reward-maximizing learner or an action-feedback 
learner acquire the target policy, ? 

For the learner models, the reward-maximizing discount 
parameter, , must be sufficiently large. Otherwise, the 
learner’s estimate of an action’s correctness and its value 
coincide , and . 
This means the two can only diverge when the reward-
maximizing learner cares about future feedback.    

For feedback functions, the learned policies of the models 
can diverge given positive cycles:  state-action-feedback 
sequences where the learner returns to an initial state, 
( ), but receives a net positive 
reward,  
(Ng, Harada, & Russell, 1999). 

For example, consider what happens if Fido is punished 
for going into the garden but rewarded for getting on the 
path or heading towards the house. Suppose Fido heads 
towards the house along the path, gains rewards, and stops 
at the door. At this point, Fido could enter the house and get 
a final, perhaps large, reward. But, if Fido is a reward-
maximizing learner who values future rewards, he could 
double back through the garden, take the punishments, 
follow the path to the house again, and gain even more 
rewards. If the tradeoff between punishments and rewards is 
a net gain, this is a positive cycle. Figure 2 illustrates the 
predicament of Fido’s owner in a simplified gridworld. 

We designed a dog-training paradigm, the Garden-Path 
task, reminiscent of the one faced by Fido’s owner  (Figure 
3) to determine whether people produce positive cycles, the 

presence of which would indicate that people expect action-
feedback but not reward-maximizing learners. Dogs were 
chosen because people are unlikely to attribute sophisticated 
cognitive capacities to them (unlike with human children) 
but are likely to be familiar with them (unlike robots). 
Experiment 1 investigated peoples’ teaching patterns for 
isolated actions taken by a learner. Experiment 2 
investigated how people teach a single learning agent over 
time. 

Experiment 1: Teaching Isolated Actions 
In Experiment 1, participants provided feedback to learners 
who performed isolated actions in the Garden-Path task, 
allowing us to map out their feedback functions over the 
entire state-action space. 

Figure 2: The task faced by Fido’s owner. Tiles enclosed by double lines are the garden; unenclosed tiles are the path. The 
owner wants to teach Fido . The two rows show two possible feedback functions  and  (solid blue arrows are 
rewards, dotted red arrows are punishments) as well as the policies learned by the two models. A reward-maximizing 
learner will not learn the target policy under  because of the positive cycle (big grey arrows). Note that a feedback 
function may not yield a unique an action-feedback policy. 

Figure 3: Fido’s Garden-Path task. On each trial, a dog 
moves and then participants give their feedback. (Demo at: 
http://research.clps.brown.edu/mkho/gardenpath/task.html)  
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Method 
Participants and materials Thirty-nine people from 
MTurk participated. On each trial the dog starts at a tile, 
rotates to face one of the four cardinal directions, and then 
walks onto the adjacent tile (3000ms).  After viewing the 
dog’s movement, participants provide feedback ranging 
continuously from highly negative to highly positive: “a 
mild but uncomfortable shock” to scolding the dog (“Bad 
Dog”) to “doing nothing” to praising the dog (“Good dog!”) 
to “a few delicious treats”. The instructions explicitly stated 
that the scale should be seen as ‘balanced’ such that 
distances from the midpoint of the scale were equivalently 
positive or negative. 
 
Procedure We told participants that they would help train a 
school of 24 distinct dogs to “go into the house by staying 
along the path and staying out of the garden” and that the 
goal of training is for each dog to be able to do this 
independently. The entire task consisted of 24 trials that 
covered all possible initial locations, actions, and final 
locations. Trial order was randomized under the constraint 
that no trial began where the previous trial had ended. We 
told participants to imagine they had placed the dog in that 
location at the beginning of the trial. They had to answer 
several comprehension questions completely correctly to 
start the task.  

To evaluate participants’ perceptions of whether the dogs 
value future rewards, we asked several questions about dog 
preferences after the task. For example, one question asked 

whether a dog would prefer 2 scoldings followed by 4 
praises or prefer receiving nothing at all.  

Results 
Positive Cycles We first analyzed whether participants’ 
stationary feedback functions had positive cycles that could 
be discovered by a reward-maximizing learner. Figure 4a 
graphs the average feedback function, where the response 
scale was coded as between -1 and +1. The aggregated 
pattern of feedback reveals that starting from the lower left-
hand corner and performing the action sequence <up, up, 
right, down, down, left> yields a net positive feedback. This 
positive cycle had an average value of +1.20, SE=0.20 (t(38) 
= 5.99, p < .001). Furthermore, individual-level responses 
had positive cycles. Figure 4b is a histogram of net cycle 
values and clearly demonstrates that 36 out of 39 
participants delivered a net positive reward along this route. 
 
Feedback Function Types Previous work has shown that 
people adopt different ‘training strategies’ when giving RL 
agents rewards and punishments (Loftin et al., 2014). To 
identify individual differences in feedback functions, we 
performed a hierarchical clustering analysis. Individual 
feedback functions were represented as 22-dimensional 
vectors of responses between -1 and 1 (actions from the 
terminal state were not included), and we calculated a 
Euclidean-distance dissimilarity matrix. Clusters were 
identified using a complete linkage method.  

Results (Figure 4c) reveal two large, homogeneous 
clusters (n=17 each) and a single small, heterogenous 

 

Figure 4: Results of Experiment 1. (a) Average teaching function of all participants. (b) Net value of responses on cycle 
trials by individual. (c) Results of hierarchical clustering of participants’ responses with the average teaching function of the 
two largest clusters. These correspond to an action-feedback function and a “state-training” function (see text). 
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cluster (n=5). The first large cluster (left) closely matches 
the action-feedback model that rewards correct actions and 
punishes incorrect ones. The two subclusters in this cluster 
reflect response magnitude differences. The second large 
cluster (right), reveals a feedback pattern distinct from either 
the reward-maximizing or action-feedback model. 
Participants gave rewarding responses based on the general 
permissibility/impermissibility of state-types, even if they 
were not correct for the specific task being trained. For 
example, if the dog stayed on the path but walked away 
from the door, a “state training” teacher would still give a 
reward. This leads to even worse positive cycles that could 
be exploited by a reward-maximizing agent who simply 
walks back and forth along the path. Importantly, only 5 of 
the 17 state training participants did not mention ‘going to 
the house’ in a pre-task free-response question, suggesting it 
is not due to a misunderstanding of the task. Noticably, only 
one participant (found in the small ‘other’ cluster) showed a 
‘reward-maximizing’ pattern of feedback. 
 
Feedback Value Participants perceived that the dog would 
assign a positive net value to the future expected rewards in 
the positive cycle (i.e.  is sufficiently large). 92% of 
participants responded that the dog would prefer 2 scoldings 
(-.5 twice) followed by 4 praisings (.5 four times) to nothing 
(0), indicating that  

 (i.e. ). Most participants (85%) 
used rewards greater than or equal to punishments on cycle 
trials, indicating that most would expect a reward-
maximizing agent to prefer the identified cycle at measured 
values. Additional questions confirmed that the scale itself 
was interpreted symmetrically, however, we will not discuss 
them due to space limitations. 

Experiment 2: Teaching Over Time 
Experiment 1 examined responses to isolated actions. 
Experiment 2 had participants teach a single dog over time. 
This allows us to test whether positive cycles still arise and 
whether teachers can properly track a learner’s policy. 

Method 
Participants and materials The same interface was used. 
Thirty-seven people trained a single dog over 8 game days. 
Each day, the dog began in the lower left corner and 
movements on each day were predetermined. Apparent 
performance improved over the course of the first 5 days, 
were optimal on the 6th and 7th days, and on the 8th day the 
dog proceeded on the positive cycle steps identified in 
Experiment 1. Except for the final day, the dog’s behavior 
on days 1 through 7 was generated by choosing the optimal 
action in a given state with a probability  or any of the 
actions with a probability .  was 1.0, 1.0, 
0.45, 0.1, 0.1, 0.0, and 0.0 for days 1 to 7 respectively. 
Unless the dog made it to the door, at which point that day 
ended, each day was 6 steps long. We showed all 
participants the same pre-determined set of actions. 
 
Procedure We told participants that they would train a 
single dog over the course of 8 game days and that at the 
end of the experiment, we would test the dog, on its own, 3 
times at the beginning of the path. A bonus was contingent 
on the dog’s performance (but everyone won). Between 
each game day, participants answered questions regarding 
the dog’s current ability and its improvement since the last 
day (only after days 2-8). After the task, we asked 
participants about the responsiveness of the dog to feedback 
on a 1-5 scale. All other details of the task, including post-
task questions, were otherwise the same as in Experiment 1. 

Results 
All participants rated dog responsiveness above 1 = not 
responsive at all (mean=3.45, SE=.11). Additionally, 
preference judgments were similar to those in Experiment 1. 
 
Positive Cycles and Diminishing Rewards When teaching 
a single learner over time, most participants’ feedback 
functions showed positive cycles. The final day in the dog 
training task had the dog take the 6 steps corresponding to 
the positive cycle identified in Experiment 1. Although 
smaller, the average total reward for these 6 steps was still a 
positive value: +0.67, SE=0.19 (one-sided t-test: t(36)=3.53, 
p < .001). As compared to Experiment 1, however, 
fewer participants had a net positive cycle value on day 8 
(24 out of 37, Figure 5a). 

Consistent with smaller and fewer positive cycle values 
on the final day, rewards for correct steps declined but 
remained positive over days 3 to 8. A repeated measures 
ANOVA of responses with Day and Action as factors 
showed both main effects (Day: F(1,36) = 15.69, p < 0.001; 
Action: F(3, 108) = 47.0, p < 0.001) and an interaction (Day 

Figure 5: Experiment 2 (a) Responses on final game day still 
have positive cycles (b) Rewards for correct actions decrease 
but stay positive even when the learner is trained (days 6-7). 
rewards delivered for each correct along the path on days 3 to 
8. 
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x Action: F(3, 108) = 4.78, p < 0.01). This suggests that 
although people do produce positive cycles consistent with 
action-feedback expectations, some teachers attempt to 
‘wean’ the learner off of rewards (Figure 5b). 

 
Tracking Learner Ability and Improvement  Participants 
only have access to the learner’s interactions with the 
environment, and so can only infer its policy indirectly. 
Despite this, judgments of the dog’s ability at the task 
following each day tracked the value of  extremely 
closely (mean Pearson correlation = 0.93, SE=0.008; 
t(36)=119.67, p < .001). Similarly, judgments of the dog’s 
improvement tracked day-to-day changes in  (mean 
Pearson correlation = 0.85, SE=0.014; t(36) = 62.39, p < 
0.001). Thus, when teaching via evaluative feedback, 
teachers infer the current state of the learner’s policy and 
track changes to that policy over time as our interaction 
model assumes. 

Discussion 
Teachers often use reward and punishment to modify the 

behavior of other agents such as children and animals. In 
two experiments, we examined how teachers expect learners 
to interpret evaluative feedback. Our results demonstrate 
that when giving feedback for isolated actions (Exp. 1) and 
when training a single learner over time (Exp. 2), people’s 
patterns of reward and punishment produce positive cycles. 
That is, people deliver rewards in a manner that a reward-
maximizing agent (of the variety found in standard RL) 
would discover and capitalize on (Dayan & Niv, 2008; 
Sutton & Barto, 1998). 

These results can be explained by the action-feedback 
model, which is based on work on communicative intent 
(Sperber & Wilson, 1986; Csibra & Gergely, 2009; Shafto 
et al. 2014).2 On this view, teacher feedback is not just a 
face value reward but instead a signal about an action’s 
correctness. This allows an action-feedback learner to learn 
the desired policy even in the presence of positive cycles. 

At the same time, our current action-feedback model does 
not completely account for teachers’ communicative use of 
rewards and punishments. For instance, it does not entirely 
explain state-training teaching functions (Exp. 1) or 
diminishing rewards (Exp. 2). State training could reflect 
teachers’ attempts to teach intermediate policies, while 
diminishing rewards may involve consideration of the 
history of the learner. Our model could be extended to 
include teacher’s inferences about what the learner has 
learned so far. 

Relatedly, the domains considered here are simple 
gridworlds, and we do not assume that learners generalize 
information learned about one tile token to another of the 
same type (e.g. two path tiles). The presence of state-
training suggests teachers may not make this assumption 
and instead expect shared knowledge of state types. 

                                                             
2 Note that whereas Shafto et al. (2014) look at using examples 

to teach concepts, we examine using feedback to teach behavior.  

Additionally, we mainly looked at teacher expectations in 
light of learning outcomes and bracketed the question of 
how specific learning mechanisms interact with patterns of 
feedback online. Since these studies deliberately hold 
learner behavior constant, we will compare how different 
teaching strategies interact with different algorithms (e.g. 
model-based RL, model-free RL, or online action-feedback) 
during learning. 

More broadly, if human teachers do not naturally expect 
to interact with reward-maximizers but rather something 
akin to an action-feedback learner, one question is whether 
human learners (or other agents) meet those expectations. If 
so, this may suggest that rewards and punishments delivered 
communicatively from another agent are processed 
distinctly from those delivered otherwise or from the 
environment. Future work should investigate mechanisms of 
teaching with and learning from reward and punishment, as 
well as their interaction.  
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Abstract

Pragmatic implicatures—inferences that weak statements im-
ply that stronger ones could not be used—are a popular case
study of children’s pragmatic development. A growing liter-
ature suggests that children make implicatures under certain
conditions, but their performance varies widely across tasks,
and few datasets allow direct comparisons between implicature
types. We designed a simple paradigm to address these issues.
In Experiment 1, we included both ad-hoc (contextual) and
scalar (quantifier) descriptions and found that 4-year-olds were
at ceiling in ad-hoc trials but had difficulty with scalar impli-
catures. In Experiment 2, 4-year-olds’ performance increased
when we included only scalar trials, but was still low. Across
both datasets, performance for “some” and “none” quantifiers
was positively correlated. Our work provides more precise
developmental data on the emergence of different implicature
computations and illustrates that preschoolers’ recognition of
implicatures relates both to their comprehension of particular
lexical items and also their recognition of relevant alternatives.
Keywords: Pragmatics; implicature; language development.

Introduction
Speakers tend to produce utterances that are informative
given their intended meaning. Implicatures are instances in
which a weak description (e.g. “I did some of my home-
work”) implies that a stronger alternative (that I did all of it) is
not true, or else a cooperative communicator would have used
the stronger case (Grice, 1975). Scalar implicatures rely on
lexical scales, or sets of related terms that are graded in mean-
ing such as quantifiers (“some” vs. “all”), modals (“possibly”
vs. “definitely”), logical connectives (“or” vs. “and”), and
numerals (“one” vs. “two”) (Horn, 1972). Ad-hoc implica-
tures are contextually weak descriptions that negate stronger
interpretations (e.g. “I did my math homework” implies that I
did only my math, and not also my history homework). While
scalar and ad-hoc implicatures are similar in nature and sim-
ple for adults, they are often challenging for children. We in-
vestigate factors influencing children’s pragmatic inferences
across these types of descriptions.

Children’s processing of scalar implicatures is a focal case
study for pragmatic development. Although adults spon-
taneously compute scalar implicatures along lexical scales
like <SOME, ALL>, children’s performance on these scales
is variable even fairly late in development (Noveck, 2001;
Guasti et al., 2005). Children’s graded pattern of suc-
cesses and failures across different tasks suggests that many
paradigms, particularly those requiring binary truth value
judgements for complex propositions, may underestimate
their pragmatic abilities (Guasti et al., 2005; Papafragou &
Musolino, 2003; Papafragou & Tantalou, 2004). For exam-
ple, Katsos and Bishop (2011) had five-year-olds rate the fe-
licity statements that described scenes by selecting the mag-

nitude of an reward to the speaker (small, medium, or large).
Children selected the biggest reward when a speaker used a
strong description (e.g. “The mouse picked up all of the car-
rots” if she indeed picked up all), but only a mid-sized award
for a weak description (e.g. “The mouse picked up some of
the carrots” for the same scene). Children may be sensitive
to the goodness of particular descriptions but display more
tolerance than adults on binary truth judgement tasks.

Overall, research on children’s abilities to compute scalar
implicatures indicates that their fragile performance may
have less to do with their general pragmatic knowledge per
se, and more to do with their knowledge of particular scales.
The Alternatives Hypothesis, proposed by Barner and col-
leagues (Barner & Bachrach, 2010; Barner, Brooks, & Bale,
2011), posits that children’s ability to compute scalar impli-
catures relies on their recognition of the relevant lexical al-
ternatives (e.g., that use of the weaker term “some” conveys
a direct contrast with the stronger alternative “all”, thus im-
plying some but not all). In other words, children’s pragmatic
inferences rely on their ability to consider relevant possible
alternative word choices that could have been used in place of
the ones the speaker chose. So even in supportive paradigms,
if children cannot bring to mind “all” when reasoning about
“some,” they will fail to make an implicature.

Children’s performance in implicature tasks increases
when they have stronger access to lexical alternatives, sup-
porting this hypothesis. Evaluating performance in compe-
titions where alternative outcomes are salient (Papafragou &
Musolino, 2003) and using contextually-accessible (ad-hoc)
scales (e.g., “the cat and the cow are sleeping” rather than
“some animals are sleeping”; Barner et al., 2011) both help
preschoolers make implicatures.

The Alternatives Hypothesis also predicts interactions
between the supportiveness of a task and children’s per-
formance. For example, even three-year-olds show ev-
idence of computing implicatures for ad-hoc contextual-
ized scales when the task is a referential forced choice be-
tween possible interpretations (Stiller, Goodman, & Frank,
2014). Preschoolers also show some preliminary evidence
of computing scalar implicatures for quantifiers in a similar
forced-choice paradigm, albeit with prosodic support (Miller,
Schmitt, Chang, & Munn, 2005).

In sum, the Alternatives Hypothesis appears to provide a
promising account of the current patterns of preschoolers’
successes and failures in pragmatic implicature tasks. Never-
theless, work to date has varied widely in the particular scales,
tasks, and measures that were used, and the developmental
samples are relatively small while spanning several years of
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age. These concerns make it difficult to interpolate across
findings and draw strong inferences about contrasts between
contextually-supported (ad-hoc) and lexicalized (scalar) im-
plicatures. Our current study aims to fill this gap.

We designed a simple referent selection task in which chil-
dren were asked to select which of three book covers they
thought the experimenter was describing. Our design allowed
us to fully counterbalance the instructions children heard
across trials (ad-hoc vs. scalar descriptions crossed with im-
plicature vs. unambiguous control targets), to examine both
within-subject patterns of responses and between-subject de-
velopmental patterns, and to reduce the demands of the task
by having children select the implied referent among three
visual alternatives.

In Experiment 1, we included both ad-hoc and scalar de-
scriptions with implicature and control trials for each. Four–
year-olds were strong on ad-hoc trials (similar to previous
work, e.g. Stiller et al., 2014), but their performance on scalar
implicature trials was very low. In Experiment 2, we ran the
same task but replaced the ad-hoc trials so that all of the de-
scriptions used scalar quantifiers. We found developmental
increases in performance for each trial type, and higher per-
formance on implicature trials for 4-year-olds in this scalar-
only version of the task. In both experiments, children’s pat-
tern of responses on scalar implicature trials was bimodal and
strongly correlated with their performance on “none” (scalar
control) trials, providing some clues about the factors under-
lying success in scalar implicatures. Overall, our findings
suggest that scalar implicatures are difficult for preschoolers
even in supportive contexts, and that stronger recognition of
lexical alternatives boosts performance.

Experiment 1
Methods
Participants A planned sample of 48 children was re-
cruited from Bing Nursery School at Stanford University.
Participants were recruited from two age groups: 24 4.0- to
4.5-year-olds (M = 4;2) and 24 4.5- to 5.0-year-olds (M =
4;7). Two additional children were excluded for stopping the
study early, and one was excluded due to experimenter error.

Stimuli Children were shown printed images of three book
covers, each depicting four familiar items (see Figure 1). An
initial training trial featured a single unique item on each
cover. For each of the 18 test trials, one book contained four
items of a kind (e.g. four dogs), one book contained a differ-
ent set of four items (e.g. four cats), and one book contained
two pictures of a new set and two pictures repeated from one
of the other covers (e.g. two cats and two birds). Each set of
books featured a different set of familiar items.

Procedure Participants were tested individually in a quiet
room at their preschool. The experimenter explained that they
would be playing a game in which she would think about one
of the three books on each page and give a clue about it. She
emphasized that she would only give one clue for each set, so

children were to make their best guess about which book she
was describing based on that clue. A breakdown of the trial
types and sample scripts is provided in Table 1.

Children began the task with a training trial in which each
of the covers featured a single unique item. Following this
initial trial, children saw 18 test trials with new sets of famil-
iar items. Children were instructed to point to the book they
thought the experimenter was describing. If children pointed
to more than one book or their response was unclear, they
were reminded that the experimenter was talking about just
one book, and were asked to touch the one book they thought
she meant.

For ad-hoc trials (eight total), the experimenter described
the target using names of the images pictured. Ad-hoc con-
trol trials referred to unambiguous targets (e.g. “On the cover
of my book, there are dogs/birds” in Figure 1). Ad-hoc im-
plicature trials required an inference about the speaker’s in-
tended meaning: e.g. “On the cover of my book, there are
cats” could potentially refer to either the book with only cats
or the book with cats and birds, but the speaker’s decision to
describe only cats suggests that she is referring to the cover
with all cats and no birds, or else she would have mentioned
both types of animals or the ones unique to that cover (i.e.
birds).

For scalar trials (ten total), the experimenter described the
target using quantifiers. Scalar control trials referred to un-
ambiguous targets using all or none (e.g. “On the cover of
my book, all/none of the pictures are cats”) or an unambigu-
ous referent of some (e.g. “On the cover of my book, some of
the pictures are birds”). On scalar implicature trials, the ex-
perimenter used a weak quantifier in reference to the item pic-
tured across two book covers (e.g. “On the cover of my book,
some of the pictures are cats”). Because the speaker used
a weak quantifier, the implicature is that she must mean the
cover with two cats and two birds, because if she had meant
the cover with only cats, she would have use the stronger
quantifier (all) instead.

Image sets were presented in a fixed order, counterbalanced
for target location and book triad positions. The description
condition (ad-hoc or scalar quantifier) and trial type (impli-
cature or control) for each book set were randomized across
participants. The conditions (ad-hoc or scalar) and trial types
(implicature or control) were spaced as much as possible so
that two trials of the same type never occurred twice in a row.
Children enjoyed the task, responded quickly to the clues, and
often made statements such as, “I’m good at this!” although
they were not provided feedback about their selections. The
test session took about ten minutes to complete.

Results
Children’s performance on all trial types is shown in Figure 2
(responses were coded as correct on implicature trials if chil-
dren chose the implicature-consistent target). Across all of
the ad-hoc trial types, children were near ceiling in selecting
the intended target. Using a novel task, our finding replicates
previous work indicating that preschoolers can compute ad-
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Table 1: Study designs for Experiments 1 and 2, using script examples for the trial set pictured in Figure 1.

Condition Trial type # trials in Expt. 1 # trials in Expt. 2 Statement: “On the cover of my book, ...” Target
Scalar implicature 4 6 “...some of the pictures are cats” B

all 2 6 “...all of the pictures are cats” C
none 2 6 “...none of the pictures are cats” A

unambiguous ‘some’ 2 “...some of the pictures are birds” B
Adhoc implicature 4 “...there are cats” C

distractor 2 “...there are dogs” A
comparison 2 “...there are birds” B

hoc implicatures (Stiller et al., 2014), and suggests that chil-
dren can make such inferences even in the presence of varied
types of descriptions (control trials and scalar references).

Children’s performance on scalar trials was markedly dif-
ferent and much lower. We ran a logistic mixed effect model,
predicting correct responses as the interaction of age, con-
dition (ad-hoc or scalar) and trial type (implicature or con-
trol), with random effects of participant and trial type. Perfor-
mance was marginally lower for scalar trials than ad-hoc trials
(β =−8.02, p = .09), and there was a significant interaction
between condition and trial type, such that performance was
significantly worse on scalar implicature trials (β = 16.45,
p = .02). There was also a significant 3-way interaction be-
tween condition, trial type, and age, such that performance
on scalar implicature trials decreased with age (β = −4.16,
p < .01). There were no significant effects of adding trial
order (trials in the first half vs. second half of the experi-
ment), indicating that performance did not change throughout
the course of the experiment.

Although children largely made correct choices on the all
trials, their responses were more varied for some and none
trials. Examining their patterns of responses more closely,
we ran Hartigan’s dip test and found significant bimodal
distributions for both some (D = .15, p < .0001) and none
(D = .20, p < .0001) trials, indicating that individuals tended
not to respond at chance, but either consistently correctly
or incorrectly on these trials. Additionally, children’s suc-
cess on some and none trials was highly correlated1 (r = .47,
p < .001) such that children who performed better on some
trials also tended to perform better on none trials (see Figure
3). Performance on none and all trials (r = .11, p = .45) or
some and all trials (r = .01, p = .95) was not correlated.

Discussion
Overall, we found that scalar implicatures were hard for chil-
dren in our task. We wondered why this difficulty might be
the case, given that we had tried to reduce as many task de-
mands as possible in our task. Despite the presence of both
visual alternatives (via the three selection choices) and lexical

1This correlation was also replicated in a pilot version of this
task, n=22, r = 0.94, p < .0001.

Figure 1: Example trial image set. Children saw three book
covers with familiar images. The experimenter provided a
clue about which of the three covers she was thinking of, us-
ing either an ad-hoc or scalar description of either an unam-
biguous or implicature target (see scripts in Table 1).

alternatives (conveyed across trials), children were at chance
in their selections on scalar implicature trials.

We also found an unpredicted developmental change in
responses on none trials, corroborating recent work indicat-
ing that even older preschoolers show difficulty in the com-
prehension of negation in arbitrary contexts (Nordmeyer &
Frank, 2014). We had expected none trials to serve as a sim-
ple unambiguous control, but found that this term was diffi-
cult for children (and that success was correlated with impli-
cature performance). Perhaps children’s implicature perfor-
mance depends to some degree on familiarity with the both
ends of the quantifier scale (none—some—all). They may
need to recognize both extremes of the scale before consis-
tently identifying the meaning of the intermediate, some term.
Alternatively, another mediating factor (e.g., inhibitory con-
trol) might be responsible for the correlation we observed.
We return to this issue in the General Discussion.

Finally, although our goal was to examine pragmatic de-
velopment by comparing children’s performance across a va-
riety of inference trials, we wondered if including both ad-hoc
and scalar quantifier descriptions led children to form expec-
tations about the speaker that influenced their responses. We
were concerned that their overwhelming success on ad-hoc
implicature trials (e.g. “On the cover of my book, there are
cats”) might lead them to misinterpret the intention of some
in scalar implicature trials from “... some of the pictures are
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Figure 2: Proportion of correct target responses by age group for ad-hoc and scalar conditions in Experiment 1. Error bars show
standard error of the mean.
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Figure 3: Scatterplot relating individuals’ performance on
some and none trials per age group in Experiment 1. The
aggregate trend is plotted in black along with its 95% confi-
dence interval. Trends for each age group are shown by the
dotted lines. Points are jittered slightly to avoid overplotting.

cats” to “... there are some cats.” If children are forming ex-
pectations about the speaker that override their sensitivity to
the particular word choices in the referential expression, then
their performance may be biased by the presence of the ad-
hoc trials. To investigate this idea, we removed ad-hoc trials
and ran a scalar-only version of the study.

Experiment 2

To investigate whether preschoolers would show increased
sensitivity to individual quantifier use in the absence of com-
peting ad-hoc descriptions, we ran a version of Experiment
1 using only scalar quantifiers. Additionally, in order to ex-
plore the developmental course of scalar implicature compre-
hension, we extended our sample to span the age range from
3–5 years, broken into half-year age groups.

Methods

Participants We recruited a new sample of participants
from Bing Nursery School: 12 3.0–3.5 year-olds (M=3;4),
12 3.5–4.0 year-olds (M=3;8), 14 4.0–4.5 year-olds (M=4;3),
and 12 4.5–5.0 year-olds (M=4;8). One additional child was
excluded for stopping the task early.

Stimuli The same materials were used as in Experiment 1.
The only changes made were to the scripts, such that ad-hoc
trials were removed and all trials were converted into scalar
quantifier references (Table 1). The 18 test trials contained
six control all trials (e.g. “On the cover of my book, all of the
pictures are cats”), six control none trials (“On the cover of
my book, none of the pictures are cats”), and six scalar im-
plicature some trials (“On the cover of my book, some of the
pictures are cats”). We removed unambiguous references to
some in order to balance the trial types more carefully, and so
that the quantifier always referenced the item pictured across
two book sets (e.g. for the cats book set pictured in Figure
1, children heard references to none, some or all cats). Im-
age sets were presented in a fixed order, counterbalanced for
target location and triad order. Participants were randomly
assigned to one of three scripts, with a pseudo-randomized
trial order such every book set was referred to by each quan-
tifier type (all, none or some), and the same trial type never
occurred twice in a row.

Procedure The procedure was identical to Experiment 1.

Results and Discussion

Children’s performance increased with age for all trial types
(Figure 4). All age groups were strongest on the all trials,
and the oldest children (4.5–5.0 year-olds) were the only age
group above chance for none trials (t = 3.09, p = .01); this
group was marginally above chance for some trials (t = 1.85,
p = .09).

We ran a logistic mixed effect model, predicting correct re-
sponses as the interaction of age and trial type (none, some or
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all), with random effects of trial type by participant. Surpris-
ingly, the only significant effect that emerged was age, such
that performance increased across trials as children got older
(β = 20, p < .001). We added trial order (first or second half
of the experiment) to the model but it did not interact with any
variables, indicating that performance did not change over
the course of the experiment. The lack of trial type effects
in the main model was caused by the participant-level ran-
dom effects structure and suggests that trial-type effects were
not stable across participants (Barr, Levy, Scheepers, & Tily,
2013).

Consistent with the findings from the mixed effects model,
we again found significant bimodal patterns of responses
for both some (D = .12, p < .0001) and none (D = .15,
p < .0001) trials. And again, these trial types were highly
correlated with one another (r = .52, p < .001; Figure 5).

As an exploratory analysis, we ran another version of the
mixed effects model removing the random effect of trial type.
In addition to a main effect of age (t = 1.88, p < .01), this
model revealed that performance on some trials was lower
than all trials (t = −7.69, p < 01), and marginally reduced
from none trials (t = 3.03, p = .09). We also found interac-
tions between trial type and age, such that there was a greater
difference between younger children’s performance on some
and all trials (t = 2.84, p < .001) and some and none trials
(t = 0.90, p = .05).

Overall, children’s success in selecting the speaker’s in-
tended target increased as children got older. Our results do
not allow a strong inference about the cause of this devel-
opmental change, but several hints were present in the data.
First, the bimodal and correlated patterns of responses for
none and some suggests that children’s knowledge of the full
quantifier paradigm is not yet adult-like in their preschool
years. One possible explanation is that they are learning that
both none and all contrast with some in parallel. Second,
there was a notable contrast between performance on some
trials in Experiment 1 and Experiment 2, indicating that the
presence of other (ad-hoc) trial types likely decreased chil-
dren’s implicature computation in our first experiment, and
supporting the idea that pragmatic competition extends be-
yond the specific lexical scale being used (Degen & Tanen-
haus, 2014).

General Discussion
We designed a simple task to test children’s sensitivity to a
variety of word choice cues in a single paradigm, allowing us
to investigate patterns of pragmatic development both within-
and between-subjects. We minimized task demands by ask-
ing participants to select the speaker’s intended referent from
among three visual alternatives. In Experiment 1, we repli-
cated the finding that preschoolers can compute ad-hoc im-
plicatures, though we found poor performance on scalar im-
plicatures. In Experiment 2, preschoolers’ comprehension of
all scalar quantifier terms in the task increased with age, and
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Figure 4: Proportion correct target responses per age group
for each of the scalar trial types (all, some and none) in Ex-
periment 2. Error bars show standard error of the mean.
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Figure 5: Scatterplot of individuals’ performance on some
trials and none trials in Experiment 2 (main effect in black,
correlations per age groups illustrated by the dotted lines).
Points are jittered slightly to avoid overplotting.

removing the ad-hoc trials increased older children’s perfor-
mance on scalar implicature. Our findings suggest that 4-
year-olds are able to compute scalar implicatures, but their
performance is fragile and reliant on contextual cues.

Our work contributes to the existing literature in a num-
ber of ways. First, it offers a novel paradigm that is less
complicated than many other implicature tasks, leading us
to feel more confident that our results reflect children’s true
sensitivity rather than inadvertent task demands. Each test
set remained visible to children, and they were merely asked
to select which picture they thought was the referent of the
speaker’s description. Second, the relatively high number of
trials both helped strengthen our analytical power and also
offered the possibility for children to identify lexical alterna-
tives as the study progressed (although we did not find that
their performance significantly changed over the course of ei-
ther experiment, cf. Skordos & Papafragou, 2014). Third,
we were able to not only compare performance across age
groups, but also to examine individual patterns of responses
across the different trial types. This design helped us deter-
mine that preschoolers’ performance on scalar implicature tri-
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als was bimodal and highly related to their performance on
none trials, which we would have been unlikely to uncover
in a purely between-subjects implicature design without con-
trols.

Our findings support the Alternatives Hypothesis (Barner
& Bachrach, 2010; Barner et al., 2011). First, our ad-hoc
trials in Experiment 1 show that preschoolers had no diffi-
culty generally making inferences about contextual descrip-
tions when they are obvious from the context. Performance
on scalar trials also appeared to be related to the recognition
of a broad set of lexical alternatives, due to both preschool-
ers’ increasing ability to compute scalar implicatures with age
(presumably a proxy for familiarity with scalemates) and due
to the differences in performance across Experiments 1 and
2. Overall, these patterns of results support the idea that chil-
dren’s ability to compute implicatures relates to their ability
to reason about what other possible utterances a speaker could
have used instead.

The correlated responses for none and some trials in both
Experiments 1 and 2 present an interesting puzzle. None is
not typically considered part of the same Horn scale as some
and all (because “all” entails some, but “some” does not en-
tail none—and in fact entails the opposite), but it is nonethe-
less a lexical contrast along the same quantifier scale. One
possibility is that children’s knowledge of the whole quanti-
fier scale plays a role in scalar implicature, though knowledge
of logically-false alternatives is not involved in the computa-
tions outlined by most theoretical accounts of (e.g. Barner
et al., 2011). Another is that performance on none and
some trials may be correlated because both scalar implicature
and negation comprehension might require inhibiting another
response—the positive alternative in the negative case, and
the stronger alternative in the implicature case. More research
will be required to distinguish these possibilities.

One pattern in our data is more difficult to reconcile with
the Alternatives Hypothesis: Children’s performance did not
change over the course of either experiment. We had ex-
pected that, if children’s difficulties with scalar implicature
were due to a lack of recognition of the contrastive relation-
ship between “some” and “all,” that this relationship would
be revealed by the two words’ consistent use in contrasting
references over the course of the many trials that each child
completed (Skordos & Papafragou, 2014). The lack of trial
order effects we observed could indicate that children in our
task did not yet have strong enough comprehension of these
terms for contrastive use to matter, or alternatively that our
referent-selection task eliminated the problem of summon-
ing the contrasting term to mind and instead foregrounded
some other inferential challenge (perhaps that of inhibitory
control).

In sum, our work suggests that children can draw implica-
tures based on some lexical choices—such as in the case of
ad-hoc implicatures—but they still struggle with quantifier-
based scalar implicatures until relatively late. Their compu-
tation of scalar implicatures increases in supportive contexts,

but their inferences are fragile and depend on their knowledge
of lexical items.
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Abstract
The capacity coefficient function is a well-established, model-
based measure comparing performance with multiple sources
of information together to performance on each of those in-
formation sources in isolation. Because it is a function across
time, it may contain a large amount of information about a
participant. In many applications, this information has been ig-
nored, either by using qualitative assessment of the function or
by using a single summary statistic. Recent work has demon-
strated the efficacy of functional principal components analysis
for extracting important information about the capacity func-
tion. We extend this work by applying clustering techniques to
examine individual capacity differences in configural learning.

Keywords: Configural Learning; Individual Differences; Ca-
pacity Coefficient; Human Information Processing Modeling

Introduction
A critical facet of characterizing the cognitive mechanisms
involved human information processing is capturing changes
as information sources change. These models are applied
to individual participant data, so they have strong potential
to indicate individual differences. However, because of the
functional nature of many information processing modeling
approaches, it is challenging to find meaningful ways to ag-
gregate the individual analyses to identify group trends while
accounting for the variability of the processes of interest. We
implement a rigorous approach to quantifying individual dif-
ferences and group patterns in a functional statistic measuring
the processing of multiple information sources, the capacity
coefficient function (CCF). We then employ clustering tech-
niques to capture both qualitative and quantitative trends in
CCF data from a configural learning study (Blaha, 2010).

CCF analysis models the effects of changing information
demands on an individual’s information throughput. Informa-
tion throughput refers to how much information can be pro-
cessed in a given amount of time. The CCF is a model-based
analysis comparing response times (RTs) in a task with mul-
tiple sources of information to RTs from task with a single
isolated source of information (Townsend & Wenger, 2004;
Houpt, Blaha, McIntire, Havig, & Townsend, 2014). There
are a number of factors known to change performance as
the number of information sources increases. These include
correlated processing of the sources, facilitation/inhibition
among the processes, processing strategy, and task demands.
The CCF controls for the effects of task demands by utilizing
a baseline prediction from an unlimited capacity, independent
parallel (UCIP) model. UCIP predictions depend on the stop-
ping rule for the task, and in this paper we will model ex-
haustive (AND) and a single-target self-terminating (ST-ST)
tasks.

We use the cumulative reverse hazard function, defined by
Ki(t) = ln [Fi(t)], where for channel i, Fi(t) = P(Ti ≤ t). K(t)
is interpreted as the amount of work left to be done by the
system after t time has passed. In a system with more efficient
throughput, the K(t) increases faster to reach 0 earlier than a
less efficient system.

In an UCIP model, individual sources of information are
processed simultaneously without statistical interactions, and
the addition of more sources never helps nor hurts the pro-
cessing speeds of other sources. Under AND stopping, all
sources must be completely processed before a response can
be made. The exhaustive UCIP model predicts that the in-
formation throughput during the joint processing of multiple
sources is the sum of their individual throughput measures.
The CCF compares this prediction for a set of n information
sources to the observed RT distribution from a condition re-
quiring the simultaneous processing of all n sources together,
as defined by Eq. 1.

Cand(t) = Kn(t)−
n

∑
i=1

Ki(t) (1)

AND processing is often juxtaposed with ST-ST process-
ing. This is when target information is presented either alone
or among distracting information. For ST-ST, the UCIP
prediction is that the information throughput for the target
source, i, will be the same regardless of whether or not there
are additional, non-target sources of information presented.
The CCF for ST-ST processing is

Cstst(t) = KiX(t)−Ki(t). (2)

CCFs are interpreted relative to 0. If C(t) = 0, then observed
throughput is equal to the UCIP model and unlimited capac-
ity is inferred. C(t) > 0 indicates super capacity processing,
i.e., additional information sources resulted in more efficient
performance. C(t) < 0 indicates limited capacity, wherein
additional sources resulted in less efficient performance. Ex-
amples of the C(t) classes are shown in Figure 1.

In early CCF applications, analysis was limited to visually
assessing the function. Houpt and Townsend (2012) recently
derived statistics for testing a null hypothesis of UCIP pro-
cessing. While this statistic improves upon visual-only as-
sessment, it marginalizes information about the shapes of the
CCF.

Burns, Houpt, Townsend, and Endres (2013) demonstrated
the use of functional principal components analysis (fPCA;
Ramsay & Silverman, 2005) for analyzing differences in the
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Figure 1: Example capacity coefficients. The left plot demon-
strates data simulated from super, unlimited and limited ca-
pacity generating models. The right plot demonstrates capac-
ity functions estimated from participant data (Day 4 of the
configural learning study).

forms of the capacity functions. fPCA is similar to standard
PCA. In PCA, the data are described as a linear combina-
tion of orthogonal vectors which are ordered by the amount
of variance in the data along that vector. In fPCA, the data
are described as a linear combination of orthogonal functions
(
∫

fi f j = 0) which are ordered by the amount of variance in
the data along that function (i.e., fi maximizes ∑

N
k=1 (

∫
fixk)

2

where xk are the observed functions, subject to the constraint
that

∫
fi f j = 0 for j < i).

fPCA and PCA are often used to describe a dataset with
a dimensional subspace than the original data by only us-
ing the first n bases (effectively projecting the data onto a
lower dimensional subspace). Each individual datum is de-
scribed by its factor scores on those n bases. For example, if
xi = a1 f1 +a2 f2 . . .am fm where the f j are the basis functions
from fPCA, then we can use a lower dimensional representa-
tion of xi given by xi ≈ a1 f1 +a2 f2. fPCA reduction can pro-
vide us with a tractable vector space together with represen-
tative functions to describe CCF data. In particular, similarity
in the vector fPCA score space captures similarity in CCF
shapes, thereby providing a way to quantify properties of the
full functions. Thus, fPCA quantifies the shapes among a set
of CCFs derived from individual participants, and we can fur-
ther analyze the fPCA weights to identify trends among the
individual differences.

Clustering
We applied two popular clustering methods to the fPCA-
reduced capacity coefficients. Our goal is systematically and
quantifiably capturing patterns of similarity and differences

in CCFs only previously described in qualitative ways. K-
means clustering refers to a technique in which a set of points
(in any finite dimensional vector space) are modeled as mem-
bers of one of K different clusters. The free parameters of the
model are the locations of the center of each of the K clusters,
chosen to minimize the Euclidean distance between each da-
tum and its nearest cluster center. The number of clusters
to use, K, is experimenter-specified, either using a scree plot
or comparing the ratio of within cluster variation to between
cluster variation across different values of K. We employ k-
means clustering to determine the number of unique shapes
among a set of CCFs.

Hierarchical clustering builds successively more inclusive
groupings of data (agglomerative) or successively dividing
the data into more exclusive groupings (divisive). We use
a basic agglomerative procedure which first clusters the clos-
est nodes. The next cluster is formed by either grouping a
different pair of nodes which have the next smallest distance
between them or by clustering a datum with the previously
formed cluster if the distance between the datum and the clus-
ter is less then the distance between any pair of data. This
procedure iterates until a single cluster forms. We use hier-
archical clustering to examine group trends emerging from
individual participant CCF modeling.

Configural Learning Data
We analyzed the data from a configural learning study by
Blaha (2010) in which the CCFs qualitatively changed over
the course of training. Configural learning is the process by
which individual object features are unified into a single per-
ceptual unit. Configural learning through unitization changes
the perceptual representation of the objects, and Blaha and
colleagues demonstrated that this not only changes the in-
formation throughput supporting object classification (Blaha,
2010) but also changes the supporting scalp-level neural re-
sponses (Blaha, Busey, & Townsend, 2009).

The study entailed two categorization tasks based on
Goldstone (2000). A conjunctive categorization task was de-
signed to require AND processing of the category 1 object by
systematic variation of the category 2 object features. Manda-
tory AND processing encouraged participants to chunk the
features into a single object; thus, we expected (and previ-
ously observed) unitization of this object. Unitization in-
creases information throughput over the course of learning,
captured by CCFs shifting from limited to super capacity
over training. A single-feature categorization task served as
a baseline estimate for the UCIP predictions. Each category
in this task only contained a single object, with one feature
differing between the two objects. Thus, RTs in this task cap-
tured the speed of responding as participants learned to dis-
tinguish individual visual features. A total of fourteen partic-
ipants completed 10-14 experimental sessions, including 5-7
training sessions of both the conjunctive and single-target cat-
egorization tasks. Each one-hour session consisted of 1200
trials. In all, the statistical learning herein utilized 12,000-
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Figure 2: AND Capacity coefficients for all participants over all training. The upper half gives the absolute Cand(t) data, and
the lower half gives the relative Cand(t) data. The thickness of each line indicates the training session where the thinnest lines
are the first session and the thickest line in each plot is that participant’s final day of training. Line colors indicate the K = 5
K-means cluster assignment for each Cand(t) curve.

16,800 trials for each of the 14 participants (see Blaha, 2010, for full study details).
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For every day of training, four CCFs were estimated for
each participant. First, based on the mandatory AND stop-
ping rule, the unitized object was examined with Cand(t). The
complementary non-conjunctive responses required the iden-
tification of features unique to category 2, engaging an ST-
ST response rule. Thus, category 2 RTs were analyzed with
Cstst(t). For both Cand(t) and Cstst(t), absolute and relative
capacity coefficients were estimated. Absolute learning mea-
sured changes in the CCFs with the UCIP estimate derived
from the first training day, to give an overall estimate of ca-
pacity improvement from the start of the learning process.
Relative learning varied the UCIP estimate for each day, to
account for the single-target discrimination learning occur-
ring in parallel with configural learning.

Figure 2 illustrates the AND CCF data for all participants.
Day 1 of training is shown in the thinnest line, and the last day
of training is the thickest in each plot. All participants exhib-
ited Cand(t) improvements over training, but as Figure 2 high-
lights, there was a variety of individual differences observed
by Blaha (2010). For example, Subject 4 exhibited a gradual
improvement from limited Cand(t) < 0 to super Cand(t) > 0,
whereas Subjects 8 and 11 showed a more step-like shift from
limited directly to super capacity. Subjects 9, 3, and 12 had
strong speed-accuracy trade-offs, with super capacity early
in training at the cost of lower accuracy. By applying un-
supervised learning to systematically determine the numbers
of unique patterns in the data we can quantify these verbal
descriptions of the various learning patterns that would other-
wise be merely observational inferences.

K-means Clustering
For all four CCF estimates, we extracted the first 4 fPCs, cre-
ating four 4-dimensional vector spaces in which we could
compare the capacity data. fPCA analysis was performed
separately for each of the four types of CCFs, and so we first
analyze the unique components within each of the those C(t)
classes. K-means analysis was used to identify the number of
unique C(t) function shapes exhibited within each condition.

In all conditions, K = 5 clusters of functions fit the data.
Figure 3 illustrates the five clusters for both the absolute
(top) and relative (bottom) Cand(t) fPCA score spaces, with
similar results for Cstst(t) fPCA scores. The CCFs plot-
ted in Figure 3 illustrate the Cand(t) functions representative
of the centroids of each cluster. These were computed by
xi ≈ a1 f1 +a2 f2 +a3 f3 +a4 f4 where {a1, . . . ,a4} are the 4D
centroid score values.

The shapes of the centroid CCFs (Figure 3) are consistent
with the generally observed trends over learning. One clus-
ter shows strict limited capacity Cand(t) < 0 values, consis-
tent with the inefficient performance early in training. Other
clusters show mixed values above and below 1, reflecting the
functions in the middle of training that tend to shift from lim-
ited to unlimited to super capacity, as well as often showing
non-flat shapes (e.g., super capacity for fast RTs, limited ca-
pacity for slow RTs). A final cluster exhibits strict super ca-
pacity Cand(t) > 0 values, consistent with participants reach-
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Figure 3: Representative Cand(t) functions for each K-means
cluster in both the absolute (upper) and relative (lower) fPCA-
reduced capacity spaces. Centroid Cand(t) functions deter-
mined by the linear combination of the centroid scores and
the fPCs for each space.

ing highly efficient throughput by the end of training. K-
means clustering shows that the raw CCF data in configural
learning can be classified into 5 fundamental shapes.

Hierarchical Clustering
In order to look for groupings among the learning trends, we
mapped the functional learning traces into a high-dimensional
linear space by aggregating each participant’s fPCA scores
over all days of training. Participants exhibiting similar func-
tional learning traces are represented by vectors close in this
space. Note that because fPCA scores further represent a
standardization of CCFs, we can map both the Cand(t) and
Cstst(t) learning into the same high-dimensional space. Hier-
archical clustering was performed on 20-dimensional fPCA
score space. In this space, each participant was represented
by four vectors, one for each type of CCF (relative and abso-
lute Cand(t) and Cstst(t)). The 20D vectors contained the four
fPC weights over five days of training (the first five days if
a participant trained longer). Distance between vectors, D,
was estimated with the Euclidean metric. A heatmap of D is
shown in Figure 4, with the rows ordered according to the hi-
erarchical clustering results. Agglomerative clustering on D
was performed with Ward’s minimum variance method, min-
imizing total within-cluster variance (Ward, 1963).

Figure 5 depicts the dendrogram resulting from the hier-
archical clustering analysis. It is immediately obvious that
there is a clear division in fPCA score space between the
data from the STST and AND conditions. The red bound-
ing boxes illustrate a cut tree with four groupings. Note that
increasing the number of groups in the cut tree further di-
vided the Cand(t) half of the dendrogram, leaving the Cstst(t)
portion clustered into a single group. One group contains all
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Figure 4: Heatmap of Euclidean distances in the 20D fPCA
scores space. The columns are ordered according to the den-
drogram depicted in the margins from the Wald hierarchi-
cal clustering. Green coloring gives smaller distances; white
gives the largest distances.

the Cstst(t) fPCA vectors, indicating that all participants ex-
hibited similar changes in Cstst(t) over the course of learning.
The D values illustrated in Figure 4 confirm that all Cstst(t)
fPCA scores were highly similar.

The AND scores were split into three groups. Subject 9
separates early into her own cluster (confirmed by pairwise D
values at the high end of the range), reflecting a unique pat-
tern of AND learning different from all other participants. As
illustrated in Figure 2, Subject 9 exhibited a unique combina-
tion of an increasing, strictly super absolute capacity learning
curve with a U-shaped relative capacity learning pattern, re-
sulting from a strong speed-accuracy trade-off.

The second AND cluster (dendrogram middle) contains the
majority of the absolute Cand(t) results. This indicates that
in fPCA-reduced space, most participants exhibited similar
learning-based changes in their CCFs. From Figure 2, we
can see similarities in their profiles based on the K-means
clustering of the individual curves. The colors in Figure 2 il-
lustrate that participants in this cluster have CCFs landing in
all 5 clusters. That is, their learning trajectories move through
all the average function shapes illustrated in the absolute ca-
pacity centroid AND CCFs of Figure 3. This cluster also con-
tains a subgroup of relative fPCA score vectors, which clus-
ter with each other before clustering with the AND vectors.
Similarly, the final AND cluster contained mostly relative ca-
pacity fPCA score vectors. Referring back to the K-means
color coding for the relative capacity coefficients in Figure 2,

this cluster represents those participants whose learning tra-
jectories, measured by relative capacity, contain at least one
function falling into all the CCF shapes illustrated by the rel-
ative centroid functions in the lower part of Figure 3. Again,
there is a small subgroup of absolute capacity vectors that
clustered into a similar part of 20D fPCA-reduced space.

We note that the small subgroup of relative (absolute) ca-
pacity scores clustering with the majority of the absolute (rel-
ative) capacity scores doesn’t mean the original CCFs were
the same between these two groups. This is because the fPCA
scores were derived separately on the two types of capacity
measures, and the weights in the fPCA-reduced space refer
to different fPCs. What is important is that the separation of
these small subgroups implies that whether measured in ab-
solute or relative terms, configural learning can be supported
by two different learning trends (three if you count the trend
of Subject 9). With few exceptions in this data set, the sub-
groups consist of individual participants whose absolute and
relative capacity measures clustered into similar portions of
the fPCA-reduced space. Further analysis is needed to un-
derstand how this relates to similarity between the fPCs and
other functional measures.

Discussion
In this paper we have demonstrated the use of clustering tech-
niques to find group trends among individual differences in
configural learning. The CCF gives a model-based measure
of how people are using the information sources together
without making specific assumptions about the RT distribu-
tions. Although the raw functions may be unwieldy for ex-
ploring sub-groups of participants, fPCA can be used to cap-
ture the important variation across CCFs. We then used stan-
dard clustering techniques to examine different performance
patterns. The cluster memberships attained with these meth-
ods can either be used for additional exploratory analysis or
for further comparisons with other types of data (e.g., clinical
diagnosis or working memory capacity). Importantly, cluster-
ing and other statistical learning approaches can provide prin-
cipled methods for finding generalizable patterns or trends in
individual data without losing the characteristics in the indi-
vidual participant data, which can be particularly challenging
for functional or time series data.

In previous CCF applications, analysis had been confined
to either qualitative, verbal descriptions of different patterns
across capacity functions or to an aggregate statistic from
Houpt and Townsend (2012). The approach presented in
this paper allowed us to objectively identify different patterns
across participants using the full functional information from
the CCFs. From this we are able to conclude that configural
learning requires at least five unique CCF shapes to describe
all the observed stages of learning captured in C(t) functions.
Each participant fell into one of three learning patterns iden-
tified by hierarchical clustering. So while all participants uni-
tized the objects in the task and showed overall information
throughput increases, there were three different trajectories
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Figure 5: Dendrogram visualization of hierarchical clustering
on 20D fPCA score vector space. The red boundaries indicate
the cut tree segmentation into group groupings.

through CCF space to get to that same trained end state. But
this analysis also revealed that multiple ways of measuring
capacity (absolute and relative) were needed to identify these
learning patterns.

An alternative to summary statistics is comparing parame-
ters of a fitted model (cf. Eidels, Donkin, Brown, & Heath-
cote, 2010). The downside to the model fitting approach is
that it relies on many more assumptions about how RTs are
generated that are ancillary to analyzing the effect of increas-

ing information sources (and hence the degree of configu-
ral learning). Ancillary assumptions are necessary in most
approaches, including the present analyses (e.g., Euclidean
distances metrics). However, measurement assumptions are
far less constraining with respect to the potential underlying
cognitive processes than direct assumptions about the RT dis-
tributions. Clustering and other statistical learning methods
applied to the full functional CCF data enables principled,
quantified individual differences analysis with minimal as-
sumptions about the best parametric model for capturing the
underlying cognitive processes.
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Abstract

Much problem-solving research has investigated if and why
‘two heads are better than one’, but typically posits that if there
is any process gain observed it is because of the exposure to the
ideas provided by another person’s attempted solutions. This
work fails to acknowledge or investigate what the interaction
itself contributes to joint problem solving.
Using an online version of the Alternative Uses Task, we com-
pare situations in which people are passively exposed to what
is said in a dialogue with situations in which people are ac-
tively engaged in the dialogue, thus varying the interactivity in-
dependently of the informational content that participants were
exposed to.
Interacting participants produce more turns overall, but they
do not come up with more ideas. Interacting participants were
also more likely to build on each other’s ideas and produce
more complex ideas when a turn is linked to a previous idea;
following leads to elaboration – but only if there is genuine
interactivity. These results indicate that conversational mech-
anisms promote the exploration of a problem space and that
merely counting the number of ideas produced would miss the
importance of the interaction itself.
Keywords: interaction; dialogue; creative problem-solving

Introduction
Much problem-solving research has investigated if and why
‘two heads are better than one’ (Hill, 1982), with mixed re-
sults. In brain-storming and other creative thinking studies, a
large body of work has found that pooled individuals (nom-
inal groups) out-perform real groups of the same number of
people, with several reasons suggested for this productivity
gap including social loafing, performance matching and eval-
uation apprehension (Mullen, Johnson, & Salas, 1991). How-
ever, statistical pooling of non-interacting individuals means
this is not a fair comparison; in groups, participants can not
produce ideas simultaneously (production blocking), so that
over the same time course individuals have more opportuni-
ties to present ideas because they do not have to wait whilst
listening to others’ contributions (Kerr & Tindale, 2004).

The constraint of production blocking has been allevi-
ated with the advent of computer-mediated communication
(Dennis & Williams, 2003), and, in a non-interactive online
paradigm, individuals exposed to others’ ideas performed bet-
ter than those who were not (Nijstad, Stroebe, & Lodewijkx,
2002). This work posits that it is exposure to the ideas pro-
vided by another’s attempted solutions that provides process
gain, thus offering a cognitive perspective. However, social
aspects have also been found to influence group performance.
For example, where groups were presented with the same

ideas from apparently different sources, there were greater
gains when they were told that the information came from
a previous participant, rather than being randomly generated
by a computer (Dugosh & Paulus, 2005). Similarly, stud-
ies have found that even where nominal groups seem to out-
perform interacting groups, this depends on the assessment
criteria used; for example, Kohn, Paulus, and Choi (2011)
found that groups generated more novel combinations than
nominal groups when combining rare ideas.

Previous studies have ignored how the process of interac-
tion may itself shape the production of problem solutions.
For example, Ziegler, Diehl, and Zijlstra (2000) found no im-
provement for interacting groups, who produced more ‘irrel-
evant utterances’. However, conversation involves more than
just exposure to what another person says; it is built up from
sequences of collaborative contributions that directly build on
each other using mechanisms that are specific to interaction
(Sacks, Schegloff, & Jefferson, 1974; Clark, 1996; Good-
win, 1979). This has two potentially important consequences
for group problem solving. Firstly, it is problematic to count
‘ideas’ as independent events; one person’s idea will only be
properly understood in the context of what other people say
in the preceding and succeeding turns. Secondly, the mech-
anisms of interaction – such as establishing joint reference,
articulating problem constraints or clarification and repair –
will themselves shape the products of idea generation in ad-
dition to individual cognitive factors.

In order to test the impact of these factors we therefore
need to compare situations in which people are passively ex-
posed to what is said in a dialogue with situations in which
people are actively engaged in the dialogue. We present a
novel experimental set-up to investigate the input of inter-
action on creative problem solving, whilst matching the in-
formational content and timing of ideas received by partici-
pants in an interactive and a non-interactive playback condi-
tion (see Methods section, below, for details).

Hypotheses
Following Nijstad et al. (2002), we hypothesise that in a cre-
ative idea-generating task participants exposed to information
content from others should perform better than those not ex-
posed to the additional content. However, we also hypothe-
sise that exposure to others’ ideas in an interactional setting
should have additional benefits, independently of the infor-
mational content. Specifically:
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1. Non-interacting dyads should come up with more or more
complex ideas than individuals not exposed to others’ ideas

2. Interacting dyads should come up with more or more com-
plex ideas than non-interacting dyads or individuals

3. Interacting dyads should build on each others’ ideas more
than non-interacting dyads who are exposed to the same
ideas

Method
The DiET chat tool
The Dialogue Experimental Toolkit (DiET) chat tool is a text-
based chat interface into which interventions can be intro-
duced into a dialogue in real time (Healey, Purver, King,
Ginzburg, & Mills, 2003). As these manipulations occur as
the dialogue progresses, they cause minimal disruption to the
‘flow’ of the conversation.

The DiET chat tool is a custom built Java application, con-
sisting of two main components: the server console and the
user interface. The server time-stamps and stores each key
press, and acts as an intermediary between what participants
type and what they see. Each turn is passed to the server, from
where it is relayed to the other participants.

User interface The user interface is designed to look and
feel like common instant messaging applications (see Fig-
ure 1). It consists of a display split into two windows, with
a status bar between them. The ongoing dialogue, consisting
of both the nickname of the contributor and their transmitted
text, is shown in the upper window. In the lower window, par-
ticipants can type and revise their contributions, before send-
ing them to their co-participants. All key presses are time-
stamped and stored by the server. The status bar, between the
upper and lower windows, shows whether any participants are
actively typing.

The conditions For the current experiment, two windows
were visible on each participant’s screen (see Figure 1): a)
the instruction window, which showed instructions about the
task, and details of the current item, and b) the user interface
or chat window, as discussed above.

Participants were recruited in pairs and assigned to one
of three conditions; i) interactive ii) playback iii) individual.
In the interactive condition, participants conversed with each
other and came up with solutions to the task together (see e.g.
(1)). In the playback condition, participants came up with
solutions on their own, however, they were also presented
with the contentful suggestions made by a single participant
from a dyad in the interactive condition in their chat window
(see e.g. (2)-(3)). The timings from the original conversation
were preserved, thus these participants were exposed to the
same ideas, at the same pace, as the genuine partner. In the
individual condition the participant completed the task alone.
Nominal pairs were subsequently created by interweaving the
transcripts of turns by two participants in the individual con-
dition, who did not interact and did not see anybody else’s

suggestions, with the timings of each individual’s contribu-
tions preserved (see e.g. (4)). This manipulation allows us to
independently vary the informational content and the interac-
tivity that participants were exposed to.

Subjects
68 English speaking students were recruited for the experi-
ment, in pairs. All had previous experience using internet
chat software. Each subject was paid £7 for their participa-
tion.

Task
Following Gilhooly, Fioratou, Anthony, and Wynn (2007), we
used the Alternative Uses Task, which is a common task for
assessing creativity. Participants were presented with the in-
structions as shown in Figure 1.

Figure 1: The instructions window and DiET chat window

The practice item was newspaper. After five minutes had
elapsed, participants were alerted to the time being up, and
shown the following text:

The common use for a newspaper is for reading.
Possible other uses include:

. . . for swatting flies. . .

. . . to line drawers. . .

. . . to make a paper hat. . .

. . . and so on.
If you have any questions about this task, please ask the
experimenter now.
Otherwise the test will begin when all of you have typed
/next

The test items were barrel, brick, car tyre and pencil.
These were presented in a random order, and after five min-
utes on each item, participants received a message in both
their chat and instructions windows to alert them to the
change of item.

939



Tag Value Explanation kappa
is-use y/n For all turns: is this turn a suggested use for the item? 0.86
continuesYN y/n Where is-use = y: does this turn develop or repeat a previous suggestion? 0.70
continues sentence ID If so, which one? 0.68
similarity 1-5 For continuations: how similar is it to that previous suggestion? 0.62
complexity 1-5 For turns where is-use = y: how complicated/elaborate is the suggestion? 0.83

Table 1: Annotation Tags

Annotation scheme
Typed transcripts were annotated (using SCoRE; Purver,
2001) for a number of factors commonly used in assessing the
Alternative Uses Task (Kaufman, Plucker, & Baer, 2008; Sil-
via, 2011), as shown in Table 1. For the interactive condition,
these were direct transcripts of the interaction; in the playback
condition, the transcripts include the replayed turns seen by
participants and for the individual (nominal pairs) these are
the constructed transcripts of the combined responses of two
individuals. Excerpts of transcripts from the three conditions
(on the item brick) are shown in (1)-(4).1

(1) Interactive dyad (C & N)
C: as a paper-weight
N: nice. You could use a lot of them to play Jenga
C: dangerous Jenga
N: I was going to follow with that

(2) Playback individual (E, who saw C’s ideas – as in (1))
S: as a paper-weight
S: dangerous Jenga
E: door stop

(3) Playback individual (J, who saw N’s ideas – as in (1))
S: You could use a lot of them to play Jenga
J: perhaps, though I feel that could be a health and

safety risk
J: (they’re quite heavy and may cause damage

upon impact)

(4) Nominal pair (neither B nor M saw each other’s turns)
B: making a tower
M: shattered into smaller pieces and stuck on top

of low walls to deter people getting into the
premises

B: playing jenga

Annotators were asked to identify if a turn (a line of text
entry in the chat tool) suggested a use for the item. For
each turn that was judged to be a use (is-use=y), the turn
was annotated for whether it developed or repeated a previ-
ously suggested use (continuesYN and continues), and if
so how similar it was to that prior turn on a scale of 1-5. A
similarity value of 1 indicates a direct repetition (for exam-
ple, people often recycled ideas verbatim, such as ‘weapon’)
and 5 indicates that the suggested use was mostly different

1S: denotes server generated ‘playback’ turns

(e.g. for a barrel; ‘this you can use for floating and a raft’ was
later followed by ‘transporting dwarfs down a river’, rated
as similarity=4). Independently of this, annotators also
gave each usage turn a complexity value between 1 and 5.
In uses for a barrel, for example, ‘storing beer’ was rated as
complexity=1, whilst ‘paint green and pretend it’s a shell
for a tortoise’ was rated as complexity=5. This measure is
intended to get at the notion of creativity; unlike many stud-
ies, we did not use a direct measure of uniqueness for this, as
this is known to be sensitive to sample size (Silvia, Martin, &
Nusbaum, 2009).

Two annotators both annotated a subset of the transcripts,
and Cohen’s kappa values were calculated. The kappa statis-
tic for each annotation tag, as well as the annotator instruc-
tions can be seen in Table 1.2

Analyses
Analyses were run using Generalised Linear Mixed Models
to control for both fixed and random effects. In all reported
models, participant and conversation were entered as random
effects, and condition as a fixed effect. Models with a binary
dependent variable (is-use; continuesYN) use a binomial
distribution and logit link function, while models with a nu-
merical dependent variable (similarity; complexity) use
a gamma distribution with a log link function. We report ex-
act p-values throughout, but take p < 0.05 to be the criterion
of significance.

Results
As can be seen from Table 2, interactive pairs produce
proportionally fewer turns that describe a possible use for
the object than participants in the playback and individ-
ual conditions. A GLMM with is-use as dependent vari-
able (DV) found a statistically significant main effect of
condition (F2,3599 = 12.053, p < 0.001). Pairwise com-
parisons showed that the interactive pairs differed sig-
nificantly from both the other conditions (see Figure 2;

2The kappa scores for the ordinal variables of similarity and
complexity are weighted based on the squared distance between
categories, such that disagreements involving distant values are
weighted more heavily than disagreements involving more similar
values (Agresti, 2002; Fleiss & Cohen, 1973). Similarity measures
have the lowest kappa, however this figure is skewed by the cases
which one annotator thought followed another turn (and therefore
assigned a similarity measure) and the other did not (and there-
fore assigned no similarity measure) – with these cases removed,
weighted kappas rise to 0.91.
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Total turns Average turns per item
Condition is-use=y % is-use=n % total is-use=y total
Interactive 1078 58.9 753 41.1 1831 19.60 33.29
Playback 1192 88.3 158 11.7 1350 19.90 22.25
Individual 393 93.3 28 6.7 421 16.38 17.58

Table 2: Number of turns that constitute a use

Condition continuesYN=n continuesYN=y
% between % within % total

Interactive 563 52.2 63 5.8 452 41.9 1078
Playback 727 61.0 99 8.3 366 30.7 1192
Nominal pair 246 62.6 50 12.7 97 24.7 393

Table 3: Idea turns that continue a prior turn within or between items

interactive/playback t1,3599 = −3.682, p < 0.001; interac-
tive/nominal pairs t1,3599 =−3.595, p < 0.001).

However, these differences do not reflect poorer task per-
formance; there is no difference in the average number of
uses per “dialogue” between the conditions (see Table 2;
F2,188 = 0.718, p= 0.489). Participants in the interactive con-
dition used more turns per item than in the playback or indi-
vidual conditions. Although interactive dyads produce more
turns in total, they do not come up with more (or fewer) uses –
nearly half of their turns are not presenting ideas, but instead
are e.g. offering feedback to their interlocutor.

Figure 2: Marginal means of proportion of turns that are a use

In addition to the dialogue coordination turns, interactiv-
ity also changes the nature of the responses. As can be
seen from Figure 3, interactive dyads idea turns are more
likely to follow on from a previous turn in the conversation
than those in the nominal pairs condition, and those in the
playback condition, despite receiving the same informational
content; playback dyads are not significantly different to the
nominal pairs in this regard (GLMM with continuesYN
as DV; F2,2660 = 3.168, p = 0.042; pairwise effects interac-
tive/playback t1,2660 = 2.160, p = 0.031; interactive/nominal
pairs t1,2660 = 2.128, p = 0.033).

In terms of complexity, interactive dyads don’t produce

significantly more complex ideas in general (see Figure 4;
GLMM (DV complexity) – no main effect of condition;
F2,2660 = 1.169, p = 0.311). However, they do produce more
complex ideas than those in the individual and playback con-
ditions when a turn is linked to a previous turn (see Fig-
ure 5; GLMM (DV complexity) – interaction effect of con-
dition by continuesYN; F2,2657 = 21.818, p < 0.001; signif-
icant pairwise interactions where continuesYN=y interac-
tive/playback t1,2657 = 4.410, p < 0.001; interactive/nominal
pairs t1,2657 = 2.964, p = 0.003). Developing each other’s
suggestions leads to more complex ideas – but only if there is
genuine interactivity.

Figure 3: Marginal means of proportion of idea turns that
continue a prior turn

Of the turns which continue another turn, there are also
differences between the conditions in whether the idea that
is continued is one that has been suggested within the same
item (e.g. an idea for the object ‘brick’ is followed by an-
other idea also for the object ‘brick’) or from a prior item
(e.g. the idea ‘weapon’ may be suggested for ‘brick’ and
then subsequently repeated or developed for ‘pencil’, or vice
versa). Interactive dyads are more likely to be continuing an
idea suggested within the same item, followed by those in
the playback condition, with a lower probability of continu-
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ing an idea within an item for the repetition or development
of ideas in nominal pairs (see Table 3 and Figure 6; GLMM
with continuesSame as DV; F2,1124 = 8.880, p< 0.001; pair-
wise effects: interactive/playback t1,1124 = 2.800, p = 0.005;
interactive/nominal pair t1,1124 = 3.470, p = 0.001, play-
back/nominal pair t1,1124 = 2.000, p = 0.046). This means
that while there is an effect of seeing extra locally relevant
information in the playback condition, there is an additional
effect in the interactive condition, where local context is key.

Figure 4: Marginal means of complexity of ideas

Figure 5: Marginal means of complexity of ideas by whether
they continue a prior turn

Discussion
The results show that contrary to hypothesis 1, playback
dyads do not produce significantly more or more complex
ideas than non-interacting individuals. Similarly, contra hy-
pothesis 2, although interactive dyads produce more turns in
total, they do not produce more or more complex ideas than
either playback dyads or individuals.

One explanation of this might conclude that the ‘extra’
turns produced by the interactive dyads mean that they are
less efficient at generating ideas than those in the other con-
ditions, given that all conditions generate the same number
of uses. However, this would miss the qualitatively different

Figure 6: Marginal means of ideas turns which continue an-
other turn by whether the turn is within item

idea generation process that conversation engenders, and ig-
nore the fact that although participants in the interactive con-
dition are doing more work (in terms of the total number of
turns produced) this does not impact adversely on the number
of ideas that they generate.

Additionally, these results may be influenced by the impo-
sition of an arbitrary time limit. It is possible that interactive
dyads would have continued to produce ideas after the five
minutes was reached, whilst those in the playback and in-
dividual conditions may not have done. Future experiments
could allow participants to indicate themselves when they felt
they had exhausted their generation of ideas to test whether
this was indeed the case.

In support of hypothesis 3, interactive dyads do build on
each other’s contributions more than playback dyads, and the
nature of their contributions are different, with turn sequence
a crucial factor. This suggests that conversational mecha-
nisms promote the creative exploration of a problem space.
When people take advantage of the interaction to feed off one-
another’s suggestions, they produce more complex solutions.
This also suggests that a simple ‘idea’ count approach would
miss the way that conversation can influence the process.

Interestingly, interactivity seems to change the nature of
the exploration of the search space – allowing participants to
probe deeper along a particular idea branch, but not necessar-
ily to cover such a broad range of ideas. This indicates that
interactivity may or may not be beneficial – depending on the
specific goals of the problem. For the creative idea generation
task reported here this type of deep search may be desirable,
but for problem solving tasks with a correct answer this may
be inappropriate. To investigate this, we are conducting ex-
periments using the same methodology on a number of differ-
ent types of task, such as the Remote Associates Task (e.g.,
find the word common to these three words: ‘show’, ‘life’,
and ‘row’; answer ‘boat’), and the category fluency task (e.g.,
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‘name all the animals you can think of’).
Of course, the preliminary results from this experiment do

not show how specific conversational mechanisms could be
shaping the form of specific ideas, however, anecdotally, par-
ticipants in the interactive condition reported being more en-
gaged in the task. A brief examination of the types of turns
that participants make in the interactive condition suggests
that this could be because some of the turns involve positive
evaluative feedback (see e.g. (5) lines 3, 8 and 9), and several
involve repetitions with modification (see e.g. (5) lines 3, 7,
11). Engagement could be further explored in future research,
but this finding converges with large scale corpus studies that
suggest that people build on each other’s turns to maintain
the forward momentum of conversation (Healey, Purver, &
Howes, 2014).

(5) Interactive dyad (Y & M); ‘barrel’
1 Y: a foot stool
2 Y: :P
3 M: a stool yes good one!
4 M: a coffee table
5 M: you could put glass on the top
6 Y: true
7 M: and make it a coffee table for a cottage
8 M: that would be quite nice :)
9 Y: that sounds like a nice idea
10 M: yeah i thought so :P
11 Y: we should make a business and sell them to cot-

tage people.

In conclusion, the results point the way to a number of fu-
ture research directions and indicate that it is not just expo-
sure to someone else’s ideas that contributes to a qualitatively
different and more complex form of problem solving, but the
process of interaction itself.
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Abstract 

Analogical comparison has been found to promote learning 
across many conceptual domains. Here, we ask whether this 
mechanism can facilitate children’s understanding of others’ 
mental states. In Experiment 1, children carried out 
comparisons between characters’ thoughts and reality and 
between characters with true beliefs vs. those with false 
beliefs. Children given this training improved from pre- to 
post-test. In Experiment 2, we used a more minimal 
comparison technique. Children saw a series of three stories 
involving true or false beliefs. There were two between-
subjects conditions that either facilitated (High Alignability) 
or impeded (Low Alignability) comparison across stories. We 
found that children made more gains from pre- to post-test in 
the High Alignability condition than in the Low Alignability 
condition. We also found effects of production of mental state 
verbs, as assessed in an Elicitation Task. These results 
provide evidence for the role of analogical comparison in 
theory of mind development. 

Keywords: analogy; comparison; theory of mind; false 
belief; cognitive development; social cognition 

Background 

Theory of mind (ToM) refers to the ability to reason about 

the mental states of others and oneself, including desires, 

beliefs, emotions, intentions, and knowledge. Understanding 

how children arrive at this ability has been a central topic 

within cognitive science for decades. The aim of this paper 

is to elucidate the cognitive processes that contribute to this 

development. Specifically, we propose that analogical 

comparison processes contribute to ToM development. We 

describe two experiments that provide evidence for this 

claim. 

In our research, we test children on a set of standard ToM 

tasks, then expose them to comparison-based training, and 

then test them on new versions of the ToM tasks.  We chose 

a set of false belief tasks as the pre- and post-tests because 

false belief understanding is considered the litmus test for 

measuring children’s ToM. The ability to pass false belief 

tasks is taken as an indication that children are acquiring a 

representational understanding of mind (Perner, 1991). 

Although some recent research suggests that some aspects 

of false belief understanding emerge very early (Leslie, 

1987; see Baillargeon, Scott, & He, 2010 for a review), 

there is considerable evidence that substantial gains in ToM 

occur between 3 and 5 years of age (Wellman, Cross, & 

Watson, 2001). Further, a comparison of different ToM 

tasks tapping into different types of mental states (e.g., 

desires, beliefs, emotions) suggests that false belief 

understanding is part of a stable developmental trajectory of 

increasingly sophisticated reasoning about mental states 

(Wellman & Liu, 2004). Thus, it appears that children’s 

performance on false belief tasks is a good indication of a 

conceptual understanding of others’ mental states. 

Approaches to ToM Development 

What happens between 3 and 5 years of age that allows 

children to understand others’ mental states? Several 

answers to this question have been proposed. One proposal 

emphasizes the link between ToM and executive function 

(Perner & Lang, 1999). Another proposal (“theory-theory”) 

emphasizes changes in children’s theories, while a third 

proposal emphasizes the role of language.  Here, we focus 

on the latter two approaches to ToM development. 

Under the theory-theory approach, children undergo a 

revision of their folk psychological theories between 3 and 5 

years of age that allows them to consider false beliefs 

(Gopnik & Wellman, 1994). Here, theory refers to 

interconnected concepts in the child’s mind that can be used 

to form predictions or expectations about the environment. 

When children are confronted with evidence that contradicts 

or cannot be explained by their current theory, they resolve 

the conflict by revising these theories to account for the new 

evidence. Theory-change is thus an experience-dependent 

process. 

Research on the influence of language on ToM has 

examined several aspects of linguistic knowledge and 

experience, including acquiring sentential complement 

syntax (de Villiers & Pyers, 2002), acquiring mental state 

verbs, and exposure to discourse (Lohmann & Tomasello, 

2003). Lohmann and Tomasello (2003) developed a training 

study in which they found that discourse and sentential 

complement syntax on their own improved false belief 

understanding. However, the greatest gains in performance 

occurred in a condition that provided children with a 

combination of discourse, sentential complement syntax, 

and mental state verbs. A meta-analysis also indicated that 

multiple elements of language contribute to false belief 

understanding (Milligan, Astington, & Dack, 2007). On this 

evidence, language provides an important set of tools 

through which children can consider others’ perspectives. 

In sum, theory-theory emphasizes the importance of 

learning from experiences, but does not explain how 

children arrive at meaningful insights from those 
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experiences. And while the language account is also 

compelling, it does not specify how children combine 

language with their experiences in the world to produce 

false belief understanding. We propose that analogical 

comparison processes can help fill in these gaps. In the 

experiments reported here, we designed specific training 

experiences designed to facilitate key analogical 

comparisons and thereby provide children with a stronger 

grasp of mental states.  

Analogical comparison has been shown to be a powerful 

learning process that can reveal similarities and differences 

between entities, give rise to new inferences, and uncover 

deep relational structure (Christie & Gentner, 2010; Doumas 

& Hummel, 2013; Gentner, 1983, 2010; Gentner & 

Markman, 1997; Holyoak & Thagard, 1989). One reason to 

think that analogical processes can promote ToM is that 

false belief understanding depends on understanding key 

similarities and distinctions between representations. For 

instance, children must acknowledge that one’s mental 

contents may differ from reality, and that two people may 

hold different mental states concerning the same experience. 

Beyond identifying important commonalities and 

differences, engaging in analogical comparison may give 

rise to abstract relational structures that provide the child 

with a more general understanding of beliefs. 

The proposal that analogical processes can aid in ToM 

development has been made before (Baldwin & Saylor, 

2005; San Juan & Astington, 2012; Bach, 2014; Pham, 

Bonawitz, & Gopnik, 2012). However, empirical evidence 

on these claims is lacking. Our goal here is to test whether 

analogical processes can foster children’s ToM 

understanding. 

Experiment 1 

In Experiment 1, we developed a training procedure using 

comparative questioning to examine whether analogical 

comparison may aid children’s understanding of false 

beliefs. During this training procedure, we modified the 

unexpected contents task (Perner, Leekam, & Wimmer, 

1987) to allow for a comparison between characters who 

held true and false beliefs. Characters’ thoughts were 

displayed in thought bubbles so as to facilitate children’s 

comparisons across entities. Our hypothesis is that with this 

type of explicit comparative questioning, differences 

between characters’ mental states and between mental states 

and reality will become more apparent, allowing children to 

then generalize from these instances to other situations.  

Because this was a novel training approach, whether 

children could make gains in false belief tasks in a single 

session was unclear. Thus, as a first pass, we developed a 

very strong intervention, as described below. There were 

three conditions: the key Compare Thoughts condition and 

two control conditions. In the Baseline condition, children 

received no intervening training between pretest and 

posttest.  In the second control condition (the Compare 

Items condition), children answered comparative questions 

(as in the key experimental condition), but these questions 

had nothing to do with mental states. If mental comparisons 

provide children with relational knowledge about mental 

states, children should make gains solely in the Compare 

Thoughts condition. 

Wellman and Liu (2004) reported that the average age of 

children failing the false belief task was about 4 years 6 

months and the average age of children passing this task 

was about 4 years 11 months. We thus focused on the 4;6-

to-5;0 age range since it is an age at which children may be 

especially ready to gain insight about mental states. In 

addition, given previous work showing possible gender 

differences in ToM tasks (Charman, Ruffman, & Clements, 

2002), we will also compare performance between males 

and females. 

Methods 

Participants One hundred ten 4.5- to 5-year-olds from the 

greater Evanston/Chicago area participated. The racial and 

economic composition of the sample reflected those of the 

local population, with the majority coming from European 

American, middle- and upper-middle-class families. 

Children received small gift for their participation.  

Nine children were excluded for not finishing the 

experiment, lack of engagement during experiment, or not 

understanding English. Another eighteen children (18%) 

were excluded for ceiling performance in the Pretest. A total 

of eighty-three children were included in the subsequent 

analyses (40 females, mean age 4 years 8 months). 

Materials The false belief tests were displayed on a laptop. 

Simplified images of characters and events were displayed 

in semi-animated fashion using PowerPoint. 

Procedure The experiment was run at Northwestern 

University or at the child’s preschool. Children first 

completed the diverse desires task (Wellman & Woolley, 

1990; Repacholi & Gopnik, 1997)—an easy task for 4-year-

olds. Then children completed the Pretest, comprised of 

three different false-belief tasks. These included the change 

of location task (Wimmer & Perner, 1983; Baron-Cohen, 

Leslie, & Frith, 1985), the unexpected contents task (Perner 

et al., 1987), and a verbal false belief task (Wellman & 

Bartsch, 1989; Siegal & Beattie, 1991). In all tasks, children 

had to answer both a target and memory question correctly 

in order to pass each task. For instance, in the change of 

location task, children were asked where the character will 

look for a given object, and where the object actually is. 

Following the Pretest, children were given brief training 

on thought bubbles, adapted from Wellman, Hollander, and 

Schult (1996). All children received thought-bubbles 

training, regardless of condition; however, only children in 

the experimental condition (Compare Thoughts) saw 

thought bubbles during subsequent training. No thought 

bubbles were used in the Pretest and Posttest.  

After the thought bubbles training, children were 

randomly assigned to one of three training conditions: 

Compare Thoughts, Compare Items, or Baseline. In the 

Compare Thoughts condition, children saw two boxes and 

two characters involved in an unexpected contents situation. 
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In the classic version of the task, children are shown a box 

that appears to contain one thing but contains something 

different. After the child is shown the box’s true contents, 

they are introduced to a character who has never seen inside 

the box, and asked what the character thinks is inside the 

box. Young children often incorrectly answer that the 

character will already know what the box contains. In our 

version, thought bubbles displayed what the character 

thought was inside the box. This allowed us to ask children 

to compare mental states as well as states of the world.  

Children initially saw two cereal boxes, which opened to 

reveal that one contained cereal and the other did not. Then 

the boxes were closed and two characters were introduced. 

Thought bubbles showed that each character thought his box 

contained cereal (see Figure 1). The child was asked to 

directly compare the characters’ mental states: “Are Jay and 

Luke thinking the same or different?” Then they were asked 

to contrast the actual contents of the boxes: “Do the boxes 

contain the same or different things?” Next, the contents of 

the boxes were revealed to the characters. For each 

character, we asked: “Was he thinking the same or different 

than what was inside the box?”  This question was intended 

to prompt the child to compare mental states with reality—

revealing either a true belief or a false belief. Nearly all 

children answered these questions correctly. 

After this, children were presented with a new unexpected 

contents scenario, parallel to the first scenario but with new 

boxes, contents and characters. The same sequence of 

questions was repeated for this scenario. After this second 

scenario was completed, the two scenes—each with its own 

boxes and its own characters—were shown simultaneously, 

and children were asked to identify what was the same 

between the two stories: “Remember these two stories? Can 

you tell me what’s the same between these two stories?” 

The goal was to promote structural alignment between the 

situations and thereby foster noticing the common relations. 

The Compare Items condition was designed to test 

whether any gains in the experimental condition could be 

due to comparison itself. In this condition, for example, 

children were shown two characters, each of whom had 

brought various items to a picnic. The child was asked to 

make comparisons between the items. This training 

procedure had a similar number of comparison questions to 

the Compare Thoughts condition. 

 The Baseline condition had no intervening task between 

the Pretest and Posttest; children went directly from the 

thought-bubbles training procedure to the Posttest.  

We predicted that children who made comparisons 

between mental states and reality and between characters’ 

mental states in the Compare Thoughts condition would 

make more gains from Pretest to Posttest than children in 

either the Compare Items or Baseline conditions. 

Results and Discussion 

A difference score was calculated for each child, subtracting 

the number of tasks the child passed in the Pretest from the 

number of tasks they passed in the Posttest. Because 

children with perfect Pretest scores were excluded, the 

difference scores could theoretically range from -2 to 3; 

however, the actual range of scores was from -1 to 3.  

An ANOVA with difference score as the dependent 

variable and condition and gender as between-subjects 

factors showed a significant main effect of condition, 

F(2,77) = 5.30, p < .01, η2 = .10. Planned comparisons 

indicated that children in the Compare Thoughts condition 

(M = .75, SD = 1.00) made more gains in false belief 

understanding than children in either the Compare Items 

condition (M = .19, SD = .68, p < .01) or the Baseline 

condition (M = .25, SD = .70, p < .01). We then compared 

these means to zero. We found that the mean gain in the 

Compare Thoughts condition was significantly greater than 

zero, t(27) = 3.95, p = .001, whereas the gains in the 

Compare Items and Baseline were not reliably greater than 

zero, t(26) = 1.41, n.s., t(27) = 1.89, n.s. 

Interestingly, there was also a significant main effect of 

gender, F(1,77) = 11.13, p = .001, η2 = .11. Across 

condition, females (M = .675, SD = 1.00) made more gains 

from Pretest to Posttest than males (M = .14, SD = .56, p = 

.001). There was also a marginal interaction between 

condition and gender, F(2,77) = 2.93, p = .06, η2 = .06. 

Bonferroni post hoc tests showed that females made more 

gains in the Compare Thoughts condition (M = 1.31, SD = 

1.11) than in the Compare Items condition (M = .46, SD = 

.78, p < .05) and the Baseline condition (M = .29, SD = .83, 

p < .01). Males did not differ in their performance across the 

three conditions; surprisingly, they showed no significant 

gains in performance in any condition, all n.s. 

Children made significant gains from Pretest to Posttest 

after making mental state comparisons. These results 

provide evidence that comparison between and among 

thoughts and states of the world can help children 

understand others’ mental states.  

Experiment 2 

Although the results of Experiment 1 provide support for 

the hypothesis that analogical comparison can facilitate 

false belief understanding, it left some open questions. First, 

the Compare Thoughts condition was extremely rich. 

Children compared mental states to states of the world, 

mental states to other mental states, and whole situations 

involving true and false mental states to each other. Clearly, 

this level of intensive comparisons is not likely to happen in 

real life. In Experiment 2, we aimed for a more naturalistic 

experience. We showed children one true/false belief story 
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at a time, but varied how easy they were to compare. The 

prediction is that children will gain insight when 

comparison across the stories is easy. This approach better 

matches real life experience, in which children can and do 

spontaneously compare across similar instances if they are 

not too distant in time. 

Another concern is that children in the Compare Thoughts 

training received more exposure to mental states than those 

in the other conditions. In Experiment 2, we equated 

exposure to thought-bubbles and mental state depictions. 

We varied only the ease with which children could compare 

across instances. If we see more gains when comparison 

across instances is facilitated, this will provide evidence that 

comparison can support false belief understanding. 

Finally, to test the possibility that gains in this task could 

also be related to children’s command of mental state 

language, we included a story-telling task in which we 

measured children’s production of mental state verbs. We 

predicted that children who produced mental state verbs 

would benefit more from training than those who did not. 

In Experiment 2, we again used a Pretest-Training-

Posttest structure. The training was again focused on the 

unexpected contents task. Our goal was to increase 

children’s sensitivity to the match (or nonmatch) between 

mental expectations and reality. To do so, we adapted 

Loewenstein and Heath’s (2009) repetition-break pattern, in 

which two parallel (and readily alignable) situations are 

presented sequentially, followed by another (alignable) 

situation that differs in an important way. The idea is that 

the alignment between the first two situations renders their 

common structure salient, so that the learner readily notices 

the change in the last scenario.  

In our procedure, children saw a series of three stories. In 

each story, a character looked at a box—for example, a 

crayon box—and a thought bubble appeared with the 

character’s belief about its contents (e.g., crayons). Then the 

contents of the box were revealed. In the first two stories, 

the character’s guess was correct (True Belief; TB). In the 

third story, the character’s belief was shown to be incorrect 

(False Belief; FB). If children can align the first two stories, 

the contrast between TB and FB should stand out. 

There were two conditions that varied the predicted ease 

of alignment across the stories. In the High Alignability 

(HA) condition, the three stories were similar in characters 

and objects; this should facilitate aligning the two stories 

and noting their common structure. The Low Alignability 

(LA) condition showed the same sequence (two TB and then 

a FB story), but the characters and objects differed across 

the stories, making it harder for children to align the stories. 

Thus, we predicted that children in the HA condition would 

show more gains than those in the LA condition. 

In addition to equating exposure to mental states, this 

simpler method was intended to reduce demands on 

attention. For each scenario, children attended to a single 

character and container, and there were fewer questions. 

Because the procedure was less demanding, we extended the 

age range to the whole 4-5 period. 

Methods 

Participants A total of 137 4- to 5-year-olds were recruited 

from the greater Evanston/Chicago area. The demographic 

make-up was similar to that of Experiment 1. 

Seven children were excluded for bringing a distracting 

toy into the testing area, not answering questions during the 

study, or experimenter error. Another 50 children were 

excluded for ceiling performance in the Pretest (38%). A 

total of 80 children were included in the subsequent 

analyses (38 females, mean age 4 years 6 months). 

Materials The false belief Pretest and Posttest were 

identical to those of Experiment 1, except that we included 

an extra task: a story-telling task in which two brothers 

engaged in deception. This was used to measure children’s 

production of mental state words. 

Procedure The overall procedure was similar to that of 

Experiment 1. After completing the diverse desires warmup 

task, children completed the story-telling task. Their 

utterances were transcribed and we coded whether children 

used mental state verbs to describe the scenes. 

Following the story-telling task, all children completed 

the Pretest, followed by the thought bubbles training 

procedure. Then children were randomly assigned to either 

the HA or the LA condition. In both conditions, children 

saw three stories presented sequentially: two TB stories 

followed by a FB story. Specifically, the first two stories 

showed ‘expected contents’ situations; the third showed the 

classic ‘unexpected contents’ situation.  

In each of the three stories, children saw a box with 

obvious contents (such as crayons) and a character who had 

not yet seen inside the box.  A thought bubble appeared, 

depicting the character’s belief about the contents of the 

box. Then we revealed the contents of the box. The child 

was then asked “Was she right?”—that is, did the 

character’s thought bubble match reality. The child’s answer 

was confirmed by the experimenter, and then they moved 

onto the next story. The idea was to elicit a comparison 

between the character’s mental belief and the true contents 

of the box. The first two stories depicted TB, the characters’ 

predictions were right. The third story depicted an FB: the 

character’s prediction was wrong. The idea was that if the 

child had successfully aligned the first two TB scenarios, 

then the contrast with the FB scenario in the third story 

should be highly salient.  

We manipulated the alignability of the stories in two 

ways: (1) the characters and objects were highly similar in 

the HA condition and much less similar in the LA condition; 

(2) the same mental verb “think” was used to describe each 

story in the HA condition; in the LA condition, “think” was 

used in stories 1 and 3 and “believe” was used in story 2. 

These dissimilarities were predicted to make alignment 

more difficult in the LA condition. Thus we predicted that 

the HA group would be more likely to align the first two 

stories and extract their common relational structure, and 

therefore to notice the difference between TB and FB.   
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Results & Discussion 

A difference score (gain) was calculated for each child, 

subtracting the number of FB tasks passed in the Pretest 

from the number of FB tasks passed in the Posttest. These 

scores ranged from -2 to 3. For the story-telling task, we 

measured whether children produced a single mental state 

verb (want, believe, or know). 

An ANOVA with gain as the dependent variable and 

condition, gender, and mental state language as between-

subjects factors revealed a main effect of condition, F(1,72) 

= 3.50, p = .03, η2 = .05. Bonferroni post-hoc tests indicated 

that children in the HA condition (M = .75, SD = .84) made 

more gains from Pretest to Posttest than children in the LA 

condition (M = .29, SD = .93). We also compared these 

means to zero. We found that the gains in both the HA and 

LA conditions were significantly above zero, t(39) = 5.65, p 

< .001, t(40) = 2.02, p = .05, respectively. 

We did not find a significant difference in gains between 

children who produced mental state language and those that 

didn’t, F(1,72) = 2.31, p = .13, η2 = .03, nor was there a 

significant interaction between condition and mental state 

language, F(1,72) = 1.68, p = .20, η2 = .02. However, when 

we compared these means to zero, we found an effect in the 

LA condition: only children who produced mental state 

language made significant gains (M = .60, SD = .68), t(19) = 

3.94, p = .001. Children in the LA condition who did not 

produce mental state language did not make gains (M = 0, 

SD = 1.05), t(20) = 0.00, p = 1.00. This difference did not 

hold for the HA condition, who showed significant gains 

whether they produced (M = .77, SD = .90) or did not 

produce (M = .73, SD = .83) mental state language. 

Controlling for language, we found a marginal interaction 

between gender and condition, F(1,72) = 2.13, p = .09, η2 = 

.03. Bonferroni post hoc tests revealed that while females 

made similar gains in both the HA and LA conditions, 

males made more gains from the HA condition than the LA 

condition (p < .01). 

As predicted, we found that children made more gains 

from the HA condition than the LA condition. It appears 

that sequential comparison of alignable situations can 

increase children’s insight into mental states. 

General Discussion 

Theories of ToM development have not typically considered 

analogical processes as important to children’s developing 

understanding of others’ minds. Here we provide evidence 

that these processes can be a route to understanding mental 

states. In Experiment 1, asking children to explicitly 

compare across mental states and between mental states and 

states of the world allowed them to see what was similar or 

different between these elements across different characters. 

Children who received this training showed gains on false 

belief tasks. In Experiment 2, we used a more naturalistic 

procedure. Both groups of children received three stories 

depicting mental states (TB, TB, and FB). But we varied 

how easy it was for children to compare across instances by 

varying their alignability. When comparison across stories 

was easy (HA condition), children made more gains in false 

belief understanding than when it was difficult (LA). These 

large difference in gains is noteworthy, given that the two 

groups received the same kinds of stores in the same order, 

varying only in the similarity of characters and objects.  

Interestingly, children who produced mental state verbs in 

the story task made gains in both conditions, whereas those 

who did not made gains only when comparison was easy 

(HA). This suggests that greater knowledge of mental states 

(as indexed, and, possibly, abetted by production of mental 

state language) may facilitate analogical comparison across 

mental state scenarios. Such an effect would be consistent 

with previous findings. Evidence suggests that less 

sophisticated learners (in this case, children who did not 

produce mental state language) require closely aligned 

situations in order to benefit from comparison; but with 

increasing domain knowledge (here, producing mental state 

language) learners can align relationally similar situations 

even when the situations lack concrete similarity (Gentner, 

2010; Kotovsky & Gentner, 1996). Thus, children who 

grasp these verbs may be in a better position to notice 

relational similarities across instances and extract 

underlying regularities about beliefs. 

The findings also suggest possible effects of gender in the 

ability to gain from these experiences. In Experiment 1, 

only females showed specific gains from the Compare 

Thoughts training. In Experiment 2, there was a suggestion 

that females gained from both high- and low-alignability 

comparison, while males required high-alignability 

comparisons. Gender differences in mental state 

understanding have been reported in prior work (Charman et 

al., 2002). Future work should clarify the nature and extent 

of these differences.  

How might these kinds of analogical processes influence 

children’s ToM development in everyday life? We believe 

that the training in Experiment 2 simulated events that 

children are likely to encounter. Children spontaneously 

compare between similar situations in their everyday 

experience. We suspect that this is particularly likely when 

similar language is used across them. Evidence suggests that 

common language invites comparison (Gentner & Namy, 

1999). For instance, when children hear the same mental 

state verb used across different situations, they may seek 

commonalities across those situations (Baldwin & Saylor, 

2005). Children from the age of 2 are capable of producing 

contrastive statements that explicitly compare mental states 

(Bartsch & Wellman, 1995), such as “You like it, but I don’t 

like it.”—suggesting that children compare at least some 

aspects of mental states even at an early age.  

Of course, thought bubbles do not exist in the real world. 

Nonetheless, children can infer some aspects of mental 

states through the language and affective reactions of the 

people around them. And as children learn mental state 

verbs, they should make gains in the ability to track and 

compare other’s mental states. 

In sum, we propose that analogical comparison processes 

operating over social experiences are instrumental in 
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children’s understanding of mental states and their relation 

to the factual world. 
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Abstract 

One way to optimize social learning is to be selective when 

choosing from what sources to accept information. 

Preschoolers prefer to learn from previously accurate or 

competent sources, rather than from unreliable ones (e.g., 

Koenig, Clément, & Harris, 2004). The current study extends 

this work by comparing the ability to monitor an actor’s 

success in two species: children and chimpanzees. Members 

of both species saw two actors try to open containers, with 

different outcomes. Then, a forced-choice response was used 

to determine whether participants would pair the container 

with the previously successful actor. While preschoolers 

correctly elicited help from a previously successful actor, 

chimpanzees did not reliably select the type of object the 

actor could open. The current findings suggest a difference 

between humans and chimpanzees’ use of past source 

reliability, which may reflect or result from differences in 

their use of social learning. 
 

Keywords: source reliability; social learning; preschoolers; 
chimpanzees  

Introduction 

Much of what humans learn comes from other people 

(Bandura, 1977) including their own birthdates and the fact 

that Mt. Everest is the highest mountain on the Earth. 

Whenever an individual relies on others for information, he 

or she becomes vulnerable to misinformation. Such 

misinformation could be accidental, with the informant 

being simply mistaken or not well informed. However, 

misinformation could also be intentional, with the informant 

intending to mislead in order to gain advantage.  One way to 

optimize social learning is to seek information selectively 

from reliable sources (Laland, 2004).  

There is evidence that even young children can track and 

make use of source reliability. In a typical experimental 

demonstration of this phenomenon, children are presented 

with two sources of information:  one reliable and one 

unreliable. They are then asked to choose between these 

sources for help. From age 3, children are shown to 

selectively choose informants who have given accurate 

versus inaccurate labels (e.g., Corriveau & Harris, 2009; 

Koenig, Clément, & Harris, 2004). Indeed there is some 

evidence that even 16-month-olds recognize when sources 

provide inaccurate versus accurate information (Koenig & 

Echols, 2003).  

By age 4, children are also able to use more subtle cues 

than mislabeling when making accuracy judgments. 

Specifically, when there are differing degrees of inaccuracy, 

4-year-olds trust information from the most accurate source 

(e.g., trusting an accurate source over a neutral source, but a 

neutral source over an inaccurate source), though 3-year-

olds are less sensitive to these degrees of inaccuracy, and 

only differentiate when an actor is entirely correct or 

incorrect (Corriveau et al., 2008; Pasquini et al., 2007). 

Children can also take behavioral subtleties into account; 

trusting confident, rather than uncertain, sources (Birch, 

Akmal, & Frampton, 2010; Sabbagh & Baldwin, 2001) or 

sources of information that have been approved by 

bystanders (Fusaro & Harris, 2008).  

This monitoring of source reliability seems to have 

meaningful effects on children’s acceptance of new 

information. For one, children generalize a source’s 

accuracy to a new, but similar task, but not to a different 

type of task (e.g., labeling an object vs. knowing what is 

inside of a closed box; Brosseau-Liard & Birch, 2011). 

Also, children expect source accuracy to apply in the future; 

after identifying actors as accurate or inaccurate labelers, 3- 

and 4-year-olds reported that only the accurate actor would 

be correct in the future (Koenig et al., 2004). Further, 

Corriveau and Harris (2009) found that 3- and 4-year-olds 

were significantly more likely to trust an accurate actor’s 

information not only immediately, but also up to a week 

later, even when they had not been explicitly asked at any 

point to state which actor was accurate.  

Although there is now a substantial literature 

investigating human children’s reliability monitoring, little 

research has investigated whether other species track and 

use information about others’ accuracy. Tracking who 

provides good information could also be useful for non-

human animals. For example, chimpanzees, our closest 

living relatives, demonstrate several kinds of social 

learning, from low-level stimulus enhancement to relatively 

sophisticated emulation and imitation (see Whiten, Horner, 

Litchfield, & Marshall-Pescini, 2004, for a review). Recent 

advances in social network analysis have indicated that tool-

use behaviors are also sometimes socially transmitted in 

chimpanzees (Hobaiter, Poisot, Zuberbühler, Hoppitt, & 

Gruber, 2014) and regional differences in chimpanzee 

behavior suggest social learning on a large scale (Whiten, 

2000). 
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Because chimpanzees use social learning to gain 

information from those around them, it is likely that 

misinformation—intentional or not—may be a challenge 

that is not unique to human communication. Like people, 

chimpanzees could provide misinformation mistakenly; for 

example, they may forget the location of hidden food and 

search in the wrong place. There is also evidence that non-

human primates mislead or withhold information from 

conspecifics (Byrne & Whiten, 1985; Hare, Call, & 

Tomasello, 2006; Hirata, 2006; Mitchell & Anderson, 1997) 

to obtain or maintain control of resources in both the wild 

and in the laboratory. Considering the risk of both 

intentionally- and unintentionally-provided misinformation, 

differentiating between accurate and inaccurate sources of 

information could have practical benefits for chimpanzees 

as well as children.  

However, it is likely that chimpanzees may be less 

familiar with bad information. Although there is evidence 

that chimpanzees are able to use deception (e.g., Byrne & 

Whiten, 1985; Hare et al., 2006), they do so at rates much 

lower than those seen in humans. Additionally, their forms 

of deception differ from humans, primarily focusing on food 

acquisition, rather than skillfulness. It is therefore possible 

that chimpanzees will not show the same monitoring of 

same reliability that has been evident in human children.  

The present studies investigate the ability to monitor 

sources of information in both 3-year-old human children 

and chimpanzees. To do this, all participants were tested on 

a similar action-based task. A task involving actions on 

objects was chosen for three reasons. First, language was 

not required, thereby making it a fairer task for comparing 

the species. Second, little work has been done to explicitly 

examine source reliability on an action-based task, and the 

present method addressed this limit. One study that had 

given cues to children about an actor’s competence on an 

action-based task measured children’s rates of imitation of a 

competent or incompetent actor’s (e.g., one putting shoes on 

his feet versus hands) demonstration (Zmyj et al., 2010). 

The authors found that infants’ action imitation, but not 

their item preferences, were influenced by a model’s 

previous competence. In the current study, we take a 

slightly different approach by using success versus failure 

on an action-based task to distinguish the sources. Past 

research also shows that children consider such efficacy 

when imitating (Want & Harris, 2001; Williamson & 

Meltzoff, 2011).  Both species were presented with a 

successful actor (someone who could successfully open a 

box) and an unsuccessful actor (someone who could not 

successfully open the same box).  

A third reason for choosing an action based task is that an 

(in)ability to open containers may be ecologically relevant 

for chimpanzees; that is, chimpanzees may be familiar with 

trying to open different fruits in the wild. There has also 

been evidence for their competence at opening boxes in the 

laboratory (e.g., Whiten, Custance, Gomez, Teixidor, & 

Bard, 1996).  

After witnessing each source’s success or failure, 

participants were given a chance to match the container to a 

person who could successfully open it. This forced-choice 

response measure is similar to that of many past studies of 

monitoring source reliability that use language. Choices 

were recorded in order to determine whether members of 

either species preferentially chose the previously successful 

actor. 

This procedure extends the existing literature in two 

ways. First, we tested children on a novel action-based task. 

In a procedure very similar to past source-monitoring tasks 

using labeling, the children were given the opportunity to 

endorse either a reliable or an unreliable actor when 

presented with the same task. We also included a 

comparison condition to determine whether children would 

generalize past success to a different, but similar task. A 

second study extended source reliability research to 

nonhuman primates by using a variation of this new 

procedure with chimpanzees that involved matching the 

type of container with the actor who had previously opened 

it. We predicted that participants of both species would 

consider the actors’ past success and use this to guide their 

future choices when seeking out help (i.e., showing above 

chance-level performance on forced-choice trials).  

Study 1: Children 

Methods 
Participants Thirty-six typically developing 3-year-old 

children (35-42 months, M = 37.6 months, SD = 1.7; 16 

males) were recruited through Georgia State University’s 

Infant and Child Subject Database. According to parental 

report, 44% self-identified as Black/African American, 39% 

as Caucasian, and 8% as Asian (3 families did not specify). 

Additionally, 81% self-identified as non-Hispanic/Latino 

and 3% identified as Hispanic/Latino (6 families did not 

specify). The highest level of education completed by the 

children’s parents was reported to be an advanced degree 

(e.g., M.A., PhD., MD) for 32%, a 4-year college degree 

(e.g., B.A., B.S.) for 19%, some college education for 21%, 

a high school diploma for 3% (education for 19 parents was 

not specified).  

 

Materials Four types of boxes were used. Each of the boxes 

contained a small plastic toy inside (e.g., a sandwich). 

Unknown to the children, a hidden locking mechanism was 

inside the boxes, which made them impossible to open 

without the use of a key. Thus, although the boxes looked 

like they could be easily opened by lifting a hinged lid, 

specific knowledge was needed to successfully open the 

box.  

Five small puppet animals were used as the actors. Two 

of these (a horse and a rabbit) were always presented in trial 

1, and two others (a mouse and an owl) were always 

presented in trial 2. The final puppet (a bear) was used in 

both test trials. All puppets were controlled by one 

experimenter. 
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Finally, a curtained enclosure was used to conceal each 

puppet while it attempted to open a box. This allowed the 

experimenter to surreptitiously use the magnetic key to open 

the box.  

 

Procedure All children were tested individually in a small, 

dedicated lab space with their parent and an experimenter 

present. Children were randomly assigned to one of two 

between-subjects conditions: same box (n = 16) or 

generalization (n = 20).  

Familiarization Children first saw a small, open box with 

a toy inside. They were given the opportunity to play with 

the toy, and then it was inserted into the box. The box was 

then closed, and the experimenter demonstrated that the box 

could not be reopened. Each puppet actor was then given the 

opportunity to try to open the box. Each puppet was 

individually put into the curtained enclosure with the locked 

box, and described as trying to open the box. One actor was 

successful, emerging from the curtained enclosure with the 

box open. The experimenter briefly handed the child the 

small toy from the box for the child to play with. The other 

puppet was unsuccessful. It emerged from the curtained 

enclosure with the box still closed, having failed to open the 

box or produce the toy from inside. After the first puppet’s 

turn, the toy was returned to the box (if necessary) and the 

second actor then had the opportunity to attempt to open the 

box.  

Test A third actor appeared, and the experimenter stated 

that the third actor wanted to get the box open. The 

experimenter then asked the test question, “Who should he 

ask for help?” Children’s responses were scored for which 

of the two earlier actors (either the previously successful or 

unsuccessful actor) was chosen. Children could either label 

one of the actors or point to make their responses.  

The procedure in the generalization condition was 

identical to that used in the same box condition, except that 

a new box was introduced with the third actor. That is, 

children were asked which actor to ask for help with 

opening a box that the successful and unsuccessful actors 

had no prior experience with. This condition was used to 

assess whether children would generalize an actor’s past 

success with opening boxes beyond the specific box that 

had previously been acted upon. 

In both conditions, a second trial was then conducted with 

2 different familiarization actors and a new box. For each 

trial, which of the puppets was successful and the order in 

which the puppets attempted to open the box was 

counterbalanced between children.  

Results 

Preliminary analyses indicated that there was no effect of 

gender or parental level of education on the children’s 

performance, so all subsequent analyses were collapsed 

across these variables.  

The mean number of choices for the successful actor in 

each pair was first calculated for each child (out of 2). A 

Kolmogorov-Smirnov goodness-of-fit test first revealed that 

the data were non-normally distributed. Thus, a Mann-

Whitney test was conducted to test for differences in 

successful actor choice across the two groups; no significant 

difference was found, U = 139.5, p = .46.  

Children’s number of choices of the successful actor was 

then compared to chance levels (1.0). Wilcoxon signed rank 

tests were used to test for differences in performance 

compared to chance levels. These tests revealed that 3-year-

olds were able to choose the successful actor on levels 

significantly above chance when the third party actor 

needed help opening the same box, p = .002, one-tailed. 

Additionally, they also chose the correct actor on the 

generalization trials, p = .03, one-tailed; see Figure 1.  

 

Figure 1: Mean number of previously reliable actor 

choices (+/- SE) for children as a function of test group. 

 
Discussion Taken together, these results indicate that on a 

novel action-based task, 3-year-old children are capable of 

tracking a source’s past performance and using this 

information to make a decision regarding from whom to 

seek help on both the same task, and a related, but slightly 

different task (opening a new box). To assess the phylogeny 

of this ability, a similar paradigm was used with 

chimpanzees.  

Study 2a: Chimpanzees—Two Actors 

Manipulating Two Containers 

Methods 
Participants Two chimpanzees housed at the Language 

Research Center at Georgia State University participated in 

this study (Panzee—26 years, Sherman—38 years). These 

chimpanzees were housed together, along with two other 

chimpanzees that were not tested in this study, and spent 

time together socially throughout the day. The subjects were 

tested individually on all test sessions. Chimpanzees 

participated for preferred food treats, but were not deprived 

of food or water at any time. 

 

Materials Four hinged boxes and four drawstring bags (all 

of different colors and sizes) were used. Chimpanzees 

received approximately 5 crackers on each training trial 

when they correctly solved a test trial.  

 

chance 
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Procedure Both chimpanzees were tested in their home 

cages. Although they were tested in individual cages, they 

had visual and auditory access to other group members 

throughout each session. Data was recorded by the first and 

second authors using a paper and pen during the test trials (a 

typical practice in chimpanzee testing). Each chimpanzee 

was tested on three non-consecutive days.  

Each session began with 8 to 12 training trials in which 

the first two authors alternately approached the chimpanzees 

and attempted to open two types of containers immediately 

after one another (1 hinged box and 1 drawstring bag). One 

model was always successful at opening the hinged box and 

unsuccessful at opening the drawstring bag, while the 

second model was always successful at opening the 

drawstring bag and unsuccessful at opening the hinged box. 

Chimpanzees were always promptly rewarded with crackers 

after the model successfully opened a container.  

Previous research with these animals revealed that the 

chimpanzees would not reliably point to human actors. 

Thus, a different response measure was chosen.  Instead of 

pointing to one of the actors, chimpanzees were instead 

prompted to point at a container.  

During test period, each model alternately approached the 

chimpanzee’s cage. The third author, seated in front of the 

cage with his back to the actors would ask the chimpanzee, 

“Which one should I give to her?” while pushing a tray 

holding both a hinged box and a bag toward the 

chimpanzee. When the chimpanzee pointed to a container, 

the experimenter would hand it to the actor. If it was the 

type of container that she had previous success in opening, 

she would open it and give the chimpanzee the cracker 

reward inside. However, if it was the type of container that 

she had not successfully opened, she struggled with the 

container for approximately 5 seconds, handed it back to the 

experimenter unopened, and the chimpanzee received no 

reward. The order of the models and side of the hinged 

versus drawstring containers were counterbalanced between 

trials. Each chimpanzee was tested over 3 days.  Panzee 

received a total of 27 test trials, and Sherman received a 

total of 28 test trials.  

 

Results  

When the chimpanzees saw two actors alternately act on 

two different types of containers, binomial tests revealed 

that neither Sherman (p = .35) nor Panzee (p = .42) chose 

the correct container to give to a specific actor at above-

chance levels. See Table 1 for frequency counts of 

performance.  

 

Discussion  

After watching multiple trials of two actors each 

successfully opening one type of container, chimpanzees 

showed no evidence of using this past information to guide 

their choices. That is, their performance was at chance 

levels for choosing which type of box to give to a specific 

actor for her to open.  

 

Table 1: The number of choices of each box made by the 

chimpanzee participants. 

 

Study 2a: 2 models, 2 containers  

 Incorrect Correct 

Panzee 15 10 

Sherman 17 11 

Study 2b: 2 models, 1 container 

 Incorrect Correct 

Panzee 14 8 

Sherman 10 12 

Study 2b: Chimpanzees—Two Actors 

Manipulating One Container 
 

Given the chimpanzees’ difficulties with the previous 

task, an attempt was made to simplify the demands placed 

on the chimpanzees. In a second phase, the use of a new 

paradigm attempted to highlight for the chimpanzees each 

actor’s success or failure at opening a given type of 

container. This was also more consistent with the paradigm 

used with the children, in which each child saw two actors 

attempt to open the same box.  

 

Methods 
Participants The same two chimpanzees participated in 

this task, under the same housing protocol. 

 

Materials The same eight containers (i.e., four hinged 

boxes and four drawstring bags) were used during testing. 

Chimpanzees were again given approximately 5 crackers on 

each correct trial as a reward.  

 

Procedure Each session began with 12-15 training trials 

that now consisted of both actors approaching the 

chimpanzees simultaneously, and the actors taking turns to 

manipulate only one container per trial, either a hinged box 

or a drawstring bag. As before, the same actor was only 

capable of opening hinged boxes, and could never open the 

drawstring bags, while the other could only ever open 

drawstring bags, and could never open the hinged boxes. 

During this training period, chimpanzees were rewarded 

with crackers when either actor successfully opened a 

container.  

Test trials were identical to those described in Study 2a, 

where each model alternately approached the cage and the 

experimenter asked the chimpanzees “Which one should I 

give her?” while pushing forward one box and one bag. 

Each chimpanzee participated in 22 trials over 2 non-

consecutive days. 

 

Results 
The number of choices of the correct container again did 

not differ from chance levels when presented with two 

models manipulating one type of container during training 

trials for either Sherman (p = .83) or Panzee, (p = .29, 
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binomial tests); see Table 1 for frequency counts of 

performance. 

Finally, we were interested in investigating any effects of 

learning over the trials, as chimpanzees at this point had 

seen over 50 trials in which the same actor could only open 

one type of container. After these trials, chimpanzees were 

no better at matching the actor and the container that she 

was able to successfully manipulate (Sherman day 5: 7/12 

correct, p = .77; Panzee day 5: 5/12 correct, p = .77). 

 

Discussion 
These findings suggest that, even when the relationship 

between a given actor and a type of container was made 

more salient, chimpanzees were still unable to successfully 

pair together an actor with the container that she had 

previously opened.  

General Discussion 
 

Overall, the current findings show a cross-species 

difference in the use of information about an actors’ past 

performance on an action-based task. After only a brief 

experience (i.e., 1 familiarization trial) with an actor’s 

success or failure, 3-year-old children tracked which of two 

actors successfully opened a box, and chose to receive help 

from the previously successful actor versus the unsuccessful 

one on opening a new box. Notably, children were able to 

make these distinctions not only when the box was the same 

as the one that they had previously seen opened, but they 

also generalized this success to a new box of the same type.   

In contrast, we found no evidence that chimpanzees 

associated an actor with the container type she was able to 

successfully open. When presented in training with two 

actors manipulating two different types of objects (study 

2a), or two actors manipulating a single type of object in 

turn (study 2b), chimpanzees did not use this information to 

choose to give an actor a type of container that they had 

previously opened. This lack of association is especially 

striking, because even after 50 experiences with a model 

opening the same type of container, the chimpanzees still 

showed no better performance on matching the actor and an 

object that she was successfully able to manipulate.   

There are several possibilities accounting for the observed 

difference between the species for tracking past source 

success with different objects. The first of these possibilities 

is methodological in nature. Although the procedures used 

with the chimpanzees were matched as closely as possible 

with those used with the children, there were some 

necessary variations that may have influenced the 

chimpanzees’ performance. Specifically, chimpanzees were 

found unwilling to point to the human actors, so a 

manipulation was used that allowed them to instead point to 

the containers. Thus, the task used with the chimpanzees 

may have been more challenging, as it required them to 

keep in mind both the different actors and to generalize 

across two types of containers. Conversely, the children 

only needed to keep in mind which actor was successful (or 

not) at manipulating one type of container.  

Further, neither the procedures used with the children nor 

those used with the chimpanzees have high levels of 

ecological validity; scenarios in which either children ask a 

puppet for help or chimpanzees choose which container an 

actor should open may be rare. However, the children may 

have been better at understanding such a pretense context, 

as they likely have experience with make-believe play 

involving toys and animals. If this is the case, chimpanzees 

may fare better if the procedure better reflected their 

everyday experiences. The chimpanzees may also be 

accustomed to people around them acting successfully (e.g., 

opening doors, producing food), and may not have believed 

that either given actor could not successfully open a 

particular type of container. Thus, future studies should vary 

the nature of the sources (e.g., a person, a puppet, a 

chimpanzee conspecific) providing information to 

chimpanzees to provide a more complete understanding of 

their ability to monitor source successfulness. 

Despite these limitations, it is worth considering the 

alternative possibility that chimpanzees may not be as 

effective at monitoring and utilizing others’ past 

performance as are human children. Chimpanzees may not 

monitor others’ accuracy because they rely less on social 

learning. They may not have the experience required with 

learning from others in order to successfully complete a 

source reliability task. Although there is some research 

(Byrne & Whiten, 1988; Hare, Call, & Tomasello, 2006; 

Hirata, 2006) that suggests that chimpanzees can deceive 

others, they deceive at rates much lower than that of human 

beings. Furthermore, the incidents of deception seen in 

chimpanzees most often involve food acquisition, rather 

than skills or tool-use; that is, a chimpanzee may deceive a 

conspecific in order to avoid sharing food resources, but not 

to misinform them about a particular behavior. 

Consequently, if they are unfamiliar with the notion that a 

conspecific may be intentionally giving them bad 

information, then it is likely not as relevant for them to track 

sources of information.  

In addition to providing a comparative perspective to the 

question of source reliability, the current results also add to 

the developmental literature on this issue. That is, 3-year-

old children were able to monitor source reliability on an 

action-based task, gaining information about sources 

through their ability to successfully manipulate an object. 

Importantly, they were able to draw these conclusions when 

the box that a third puppet needed to be opened was the 

same as one that the successful puppet had opened before, 

but also when a new box was presented, underlying 

children’s ability to generalize this past source reliability. 

These findings are consistent with past literature (e.g., 

Brosseau-Liard & Birch, 2011) that has found that children 

expect accuracy to generalize across objects, suggesting a 

parallel in the developmental trajectory in which children 

encode information about an actor’s reliability on a label- 

versus action-based task.  
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In conclusion, the findings of the present study suggest 

that after only a single familiarization trial, 3-year-olds draw 

conclusions about an actor’s success, and use this to inform 

their future decisions. Specifically, they were more likely to 

suggest to a third actor that help should be sought from a 

previously successful actor, rather than a previously 

unsuccessful actor. Chimpanzees, however, did not reliably 

choose a previously successful actor. Their performance 

may be due to methodological limitations or a difference in 

social understanding. Taken together, these results suggest 

that 3-year-olds are selective in their learning on action-

based tasks, considering past performance when seeking out 

help, while chimpanzees may not monitor others’ accuracy. 
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Abstract* 

We investigate how children balance the quality of 
informants’ knowledge with the number of endorsements 
when deciding which of two boxes contains the better option. 
When group numbers are equal, children choose boxes 
endorsed by informants with visual access over informants 
with hearsay (Experiment 1), but are at chance when group 
size conflicts with quality of knowledge (Experiments 2 and 
3). This suggests that children tend to conform to a majority 
opinion, compared to adults (Experiment 4) and a normative 
computational model. These studies suggest that preschoolers 
consider the testimony of multiple informants and evaluate 
their knowledge sources, but may assume that informants are 
more individually informative than they are.  

Introduction 

Social learning is the cornerstone of human society. It has 
been proposed that our propensity for learning from others, 
rather than our intelligence or ingenuity, is responsible for 
our success as a species (Boyd & Richerson, 1985; Boyd, 
Richerson, & Henrich, 2011). However, not all information 
from others is equally dependable. A large body of literature 
about children’s epistemic trust has found that children  
selectively trust informants, and prefer those with a past 
history of accuracy (e.g., Koenig & Harris, 2005; Pasquini 
et al., 2007), those with expertise in a topic (e.g., Aguiar, 
Stoess, & Taylor, 2012; Boseovski & Thurman, 2014; 
Kushnir, Vredenburgh & Schneider, 2013; Einav, 2014), 
and those who have first hand knowledge (e.g., Sodian & 
Wimmer, 1987; O’Neill, Astington, & Flavell, 1992; but see 
Palmquist & Jaswal, 2012).  

In many cases, information on an informant’s previous 
accuracy or expertise may not be available. In this case, 
Corriveau, Fusaro, and Harris (2009) argue that children 
could instead evaluate consensus among different 
informants. They found that preschoolers prefer informants 

                                                           
* Both authors contributed equally to this work. 

whose opinions received support from others (Fusaro & 
Harris, 2008), and endorse object labels given by a majority 
(Corriveau, Fusaro, & Harris, 2009).  

However, groups can also provide unreliable information. 
To learn accurately, children should consider not just the 
number of informants, but also the quality of each person’s 
information. In a series of three studies, we explore how 
children extend trust to informants based on the quality of 
their knowledge source, and how they weigh this 
information against majority or minority opinions. We 
compare children’s responses to the performance of adults 
on these same tasks, and to a computational model of 
learning preferences from testimony. This model was 
created to provide a normative baseline showing how a 
rational learner would balance the opinion of a majority 
against the quality of each informant’s information. 
Comparing the model’s predictions with children’s 
responses can illuminate the extent to which their behavior 
is rational, and under which conditions it is not.  

Experiment 1: Direct knowledge vs. hearsay 

In Experiment 1, participants watched as informants gave 
opinions about which of two boxes contained the better 
option. Equal numbers of informants endorsed each box, but 
one box was endorsed by informants who had looked in the 
boxes and had direct knowledge of what was inside, 
whereas the other box was endorsed by only one informant 
with direct knowledge while the other three received 
hearsay about which box was better.   

Methods 

Participants Participants were 22 preschoolers (mean age = 
4 years 1 month; range = 43 – 66 months). An additional 
child was excluded due to fussiness. 
Materials Materials included two black boxes, each of 
which contained a toy (a plastic cement truck or stuffed 
leopard) or a snack (Goldfish cracker or Froot Loop™). 
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Informants were eight 7” tall paper dolls (four male, four 
female), glued to a wood block base. 
Procedure Children participated in two trials: a snack trial 
and a toy trial. Trial order was counterbalanced across 
participants. To begin the first trial, the experimenter 
showed the participant the two boxes and explained that 
each box contained a [toy/snack], but that she did not know 
what was inside. Then, the child watched as dolls gave 
opinions about which box contained the better option.  
 A group of four dolls endorsed one box and a second 
group of four endorsed the other. In the direct group, all four 
dolls received direct (visual) knowledge before giving their 
opinions. One at a time, each doll walked over to each box 
and looked inside, then stood beside the same box and said, 
“I think this [toy/snack] is better!”. 

In the indirect group, only the first doll in the group 
received direct knowledge of the box’s contents. The first 
doll looked inside both of the boxes, then stood next to the 
box not endorsed by the direct group and said, “I think this 
[toy/snack] is better!” This doll then crossed paths with a 
second doll, and the experimenter made indiscriminate 
whispering sounds to convey that the two dolls were 
conversing. The second doll gave their opinion, saying, 
“[S]he said this [toy/snack] was better, so I think this 
[toy/snack] is better,” and passed on their hearsay to a third 
doll, who stated his or her opinion, and then passed the 
hearsay on to the fourth doll. Each group included equal 
numbers of male and female dolls, and group order (direct 
or indirect first) was counterbalanced. The side of the box 
endorsed by the direct group was also counterbalanced. 

After all dolls gave opinions, the experimenter brought all 
eight dolls back on stage and placed them in front of the box 
they endorsed, and reminded children that the dolls were all 
standing in front of the box they had said was better.  The 
experimenter then asked the child to choose the box they 
wanted to try. Once children selected a box, they were 
presented with the object inside. They were not shown the 
contents of the unchosen box. The experimenter cleared all 
materials from the table, and proceeded to the second trial. 
The procedure of the second trial was identical to the first. 

Results and Discussion 

Results for Experiment 1 are summarized in Table 1. 
Children were scored on the number of trials (0-2) in which 
they picked the box endorsed by informants with direct 
knowledge.  Children were significantly more likely to 
choose the direct box over the indirect box, t(21) = 3.18, p < 
.01, d = 0.67. There was no significant difference in 

responses for the two trial types (snack vs toy), p = .31 
(odds ratio = 0.39). 

When choosing between two boxes, each endorsed by 
four informants, children prefer the box endorsed by 
informants with direct knowledge of the boxes’ contents. 
This suggests that children monitor individual informants’ 
knowledge quality and not just group size. Additionally, this 
suggests that they understand that visual access is a more 
reliable source of information than hearsay, even when 
learning about non-factual domains like preferences.  

Experiments 2 and 3: Source versus consensus 

In Experiment 1, children chose the box endorsed by the 
group of informants with direct knowledge of the box’s 
contents. Given that both the indirect and direct groups had 
the same number of informants, Experiment 1 leaves open 
the question of how children reconcile source knowledge 
with consensus information. Previous studies have found 
that children are sensitive to majority opinions, and often 
conform to endorsements made by a consensus, so it is 
possible that consensus endorsements could override 
children’s assessment of informants’ source knowledge. In 
Experiments 2 and 3, children are faced with a decision 
between a minority of informants who all have higher 
quality (direct) knowledge, versus a majority of informants 
who give opinions based on indirect knowledge.  

Methods 

Participants Participants in Experiment 2 were 24 
preschoolers (mean age = 4 years 3 months; range = 42 to 
61 months). Three additional children were tested but were 
excluded due to experimenter error. Participants in 
Experiment 3 were 31 preschoolers (mean age = 4 years 6 
months; range = 44 to 62 months; 18 female, 13 male). Two 
additional children were tested but excluded due to 
experimenter error. 
Materials were the same as in Experiment 1, except for the 
addition of two dolls in Experiment 2. 
Procedure The procedure of Experiment 2 was identical to 
Experiment 1, except that there were four informants in the 
direct group and six in the indirect group. The procedure for 
Experiment 3 was identical to Experiment 2, but with three 
informants in the direct group and five in the indirect group. 

Results and Discussion 

Results for Experiments 2 and 3 are summarized in Table 1. 
Children were scored on the number of trials (0-2) in which 

Table 1. Children’s and Adults’ choices in Experiments 1-3 compared. * indicates a significant result, p<.05 

 Children’s average score for choosing 

direct group, out of 2 (standard error) 

Adults’ average score for choosing 

direct group, out of 2 (standard error) 

Experiment 1 
Experiment 2 
Experiment 3  

1.45* (0.14) 
0.83 (0.18) 
1.10 (0.14) 

1.69* (0.06) 
1.70* (0.08) 
1.71* (0.08) 
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they picked the box endorsed by informants with direct 
knowledge.  
Experiment 2 Children were at chance in choosing between 
the box endorsed by the direct group and the box endorsed 
by the indirect group, t(23) = -0.94, p = .36, d = -0.19. 
Children chose the box endorsed by the direct group 
significantly less than in Experiment 1, t(44) = -2.7, p < .01, 
d = -.80. The majority of children consistently chose either 
the direct group (7/24) or the indirect group (11/24) on both 
trials. There was no significant difference in responses for 
the two trial types, p = .77 (odds ratio = 0.71).  

One possible explanation for children’s at-chance 
responses in Experiment 2 is the higher number of dolls 
used in the study compared with Experiment 1 which may 
place additional demands on the child’s memory leading to 
at-chance performance. To control for the total number of 
demonstrators, Experiment 3 replicates Experiment 2, but 
with the same overall number of dolls used in Experiment 1. 
Experiment 3 Results are summarized in Table 1. Children 
were scored on the number of trials (0-2) in which they 
picked the box endorsed by the informants with direct 
knowledge. Children were at chance in choosing between 
the box endorsed by the direct group and the box endorsed 
by the indirect group, t(30) = 0.68, p = .50, d = 0.12. These 
responses were not significantly different from those of 
Experiment 2, t(53) = -1.17, p = .25, d = 0.32, but were 
marginally different from those of Experiment 1, t(51) = 
1.73, p = .09, d = -0.49. There was no significant difference 
in responses for the two trial types, p = .07 (odds ratio = 
0.36). The majority of children consistently chose either the 
box endorsed by the direct group (8/31) or the indirect 
group (11/31) on both trials 

Unlike children’s responses in Experiment 1, these two 
studies found that children were at chance when choosing 
between the boxes endorsed by the direct and indirect 
groups. When a majority of informants with indirect 
knowledge is contrasted with a minority with direct 
knowledge, children’s preference for the box endorsed by 
the direct informants decreases. These results suggest that a 
consensus has the power to diminish children’s preferences 
for sources with higher quality knowledge, but does not 
shift children’s judgments entirely—they do not simply 
endorse the majority’s choice. There were also no 
significant differences between Experiments 2 and 3, 
suggesting that children’s at-chance performance in 
Experiment 2 was not driven by cognitive load issues (i.e., 
being overwhelmed by the large number of informants). 

Modeling Direct and Indirect Testimony 

Given that Experiment 1 suggests that children are sensitive 
to the quality of informants’ knowledge, the results of 
Experiments 2 and 3 are striking, and may suggest that 
children have a bias to conform to the majority. Intuitively 
this behavior seems irrational. However, such behavior  
could be rational; although indirect informants provide less 
information than direct informants, they may still provide 
some information. Theoretically, as long as each member of 

the indirect group provides some information, a larger group 
of indirect informants could provide more evidence than a 
smaller group of direct informants. To assess whether 
children have a conformity bias, analyze how a rational 
learner might learn preferences from multiple demonstrators 
with varying levels of knowledge. 

We build a computational model following from previous 
Bayesian models of learning from testimony by modeling 
the problem that learners face as an inference problem (e.g., 
Shafto et al., 2012). Learners then use Bayes’ rule to 
perform inference and select a behavior. Bayes’ rule 
indicates that the probability that a hypothesis, h, is true, 
given some data, such as informant testimony t, is 
proportional to the probability of the testimony given the 
hypothesis times the prior probability of the hypothesis, or 

 ��ℎ|�� ∝ 	���|ℎ���ℎ�.                                         (1) 
p(h|t) is the posterior probability and p(t|h) is the likelihood. 
 Normally, hypotheses represent claims about the world, 
and the data represents observations. In this case, the 
hypotheses represent beliefs about which item is in which 
box, and the data are the testimonies given by the 
informants. Unlike previous models of learning from 
testimony, here the informants make claims about their 
preferences rather than factual claims. To capture differing 
preferences, we assume that a proportion λ of the population 
prefers one item, while the rest prefer the other. We call the 
item preferred by the proportion λ the target item.  

Under this setup, the learner evaluates two hypotheses, hd, 
that the target item is in the box endorsed by the direct 
group, and hi, that the target item is in the box endorsed by 
the indirect group. The probability of each hypothesis can 
be calculated via Bayes rule, giving the posterior probability 

��ℎ
|��, ��� ∝ ����|ℎ
�����|ℎ
���ℎ
�        (2) 
where  �� = ��
�, … , �
�� refers to the testimony of the 
indirect group, and �� = ����, … , ���� refers to the 
testimony of the direct group. We assume that the prior 
probability of the preferred item being in either box is equal. 
 The likelihood term—the probability of observing a 
particular set of testimony given a hypothesis—depends 
critically on how the learner assumes informants generate 
their testimony. We assume a simple generative process, 
outlined below, for informants who have access to direct 
evidence, and for those who must rely on indirect evidence. 

Finally, we assume that the learner, like the informants, 
also has a preference, preferring the target item with 
probability λ. To choose a box, learners first infer the 
probability that each box holds the target item, and then use 
their preference to determine which box they select. The 
probability that the learner chooses the box endorsed by the 
direct informants is just the probability that the box contains 
the learner’s preferred item given the testimony. 

Direct Evidence 

We assume that informants who receive direct evidence 
make decisions based on a two-step process. First, they 
observe the items in each box (with a small error probability 
ε of incorrectly observing the object, accounting for visual 
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error), and then they express a preference for the box that 
contains the object they prefer. For simplicity, we assume 
that all informants report their preferences accurately. This 
means that the probability that an informant with direct 
evidence endorses the box containing the target item given 
their observation is 

� ������,���, ℎ��� = �1 − ��λ + ��1 − λ�,   (3)         (2) 

where htj refers to the hypothesis that the target item is in the 
box endorsed by informant j’s testimony, tj, and ��,��� is the 

informant’s observation of the box contents (where they 
think they saw the target item). In Equation 3, the first term 
represents the probability that the informant observed the 
contents accurately and prefers the target item. The second 
term represents the probability they incorrectly observed the 
contents and do not prefer the target item. The probability of 
endorsing the box not containing the target item can be 
computed similarly. Since the direct informants do not hear 
any other information, their testimony is not based on the 
testimony of others, which means that ����|ℎ
�	is just the 
product of the probability of the individual testimonies. 

Indirect Evidence 

In the case where informants receive indirect evidence, their 
testimony is based solely on the information provided by 
other informants. In these experiments, the information each 
indirect informant receives from the previous informant is in 
the form of “whispers.” However, what is whispered is not 
clear. We consider two cases: one where only the preference 
was passed (each informant whispers only which box they 
prefer) the other where the contents of each box were passed 
(each informant whispers what they believe is in each of the 
two boxes). As in the direct case, all informants give 
testimony about their preference to the learner, and we 
assume that informants report their preferences accurately. 
Preference Passing In the case where informants whisper 
their preferences, future informants must use that 
information to first infer which item is in which box, and 
then endorse a box according to their own preference. 
However, if the learner is also told each informant’s 
preference, they are already aware of all the information that 
each indirect informant had to make their decision, so that 
subsequent informants provide no new information. The 
learner should therefore disregard all but the first informant 
in the chain. This is the case in Experiments 1, 2, and 3; the 
learner observes the testimony of the first informant, who 
has direct evidence, and so subsequent informants who 
receive only indirect evidence can be disregarded. 
Object Passing Individuals may whisper more than just 
their preference; they may whisper which objects they 
believe are in the boxes. Unlike the previous case where 
indirect informants provided no new insight, in this case, 
each indirect informant has knowledge about the boxes’ 
contents that is hidden from the learner. We assume each 
informant treats the informant whispering to them as having 
direct knowledge of the box contents, and that informants 
whisper their beliefs accurately. This is equivalent to all 

indirect informants getting their information from the first 
informant in the chain (who has direct knowledge), 

����|��,���, ℎ� = ����|��,���, ℎ� ∙ ∏ ����|��, ��,���, ℎ�
�$% �    (4) 

where ��,��� is the first informant’s observation of the box 

contents, which he whispers to the next individual in the 
chain. The first informant’s observation corresponds to what 
is actually inside each box with probability 1-ε (due to 
visual error). If the first informant says that the target item is 
in the box they endorsed, the probability that the next 
informant agrees with the first informant is, 

 �&�� = ��'��, ��,���, ℎ�() = �1 − 	ε�λ + 	ε�1 − λ�,          (5) 

where the first term accounts for the case where informant j 
infers that the target item is in the box where the first 
informant indicated, and prefers the target item, and the 
second term accounts for the case where the informant 
infers the target item is not where the first informant 
indicated, but does not prefer the target item. The case 
where the first informant whispers that the target item is not 
in the box they endorsed can be computed similarly.  

Object passing represents the other extreme from 
preference passing—this is the most informative case for a 
chain of indirect informants. Since we assume that 
information is accurately transmitted between individuals, 
the difference between direct testimony and testimony 
accumulated indirectly through object passing stems from 
the initial errors in observation. In the case of learning from 
multiple direct informants, perceptual error is uncorrelated, 
so that agreement between the informants provides stronger 
evidence. However, in the case of learning from a string of 
indirect learners, a single error in the beginning of the chain 
may propagate errors along the chain. 

Results 

Both models have two parameters, an error rate ε and a 
preference parameter λ. We fixed the error rate to ε= 0.01, 
and fit the preference parameter to children’s performance 
in Experiment 1. We fit λ by maximizing the log-likelihood 
of the participants’ responses in Experiment 1 under the 
model, producing a best-fitting value of λ = .75 in the 
preference passing model, and a value of λ = .78 in the 
object passing model. Experiment 1 was used to fit the 
model alone because it provided a baseline where both the 
indirect and direct groups had the same number of 
informants, allowing the model to be sensitive to the relative 
weighting of direct and indirect testimony, without the 
potential confound of a conformity bias. This model fit was 
used to create predictions for Experiments 2 and 3. 
 Model results are shown in Figure 1. In Experiment 1, 
both models provide a good fit to the data. The object-
passing model provides a better fit to Experiment 3 than the 
preference-passing model, suggesting children may believe 
that informants’ whispers carry additional (unheard) 
information, so that five indirect informants are almost as 
informative as three direct informants.  

Critically, in Experiment 2, we found that both models 
predicted that normative learners should endorse the 
majority response substantially more than was found 
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experimentally. In the object-passing model, we find that 
the model predicts that learners in Experiment 2 will choose 
the direct informant’s box more than in Experiment 3: the 
additional direct informant provides substantially more 
evidence than the additional indirect informant. 

Although these model predictions were fit to the data 
from Experiment 1, both models predict that learners should 
choose the direct group’s box in each experiment for a wide 
range of parameter values. No matter the values for ε and λ, 
the preference passing model predicts that individuals’ 
performance in Experiment 1 and 2 should be identical; 
under the preference passing model indirect informants 
provide no information and so the two additional indirect 
informants in Experiment 2 should not change the learner’s 
behavior. Changing the parameter values in the object 
passing model leads to more variation in predictions, but the 
qualitative results remained the same: in all experiments a 
rational learner should go with the direct group. 

Since the object-passing model represents the maximally 
informative case, this means that differences in how 
children interpret the knowledge indirect informants 
transmit cannot account for their performance. This 
confirms that, when the quality of informants’ knowledge 
source is in conflict with the majority endorsement, children 
conform to the majority more than predicted by a range of 
normative models, suggesting that they believe individual 
informants provide more evidence than they actually do.    

Experiment 4: Adults 

Given that children appear to be overconforming to the 
testimony of the majority when compared to our normative 
model, a natural question is whether adults also 
overconform. We explore this by examining how adults 
make decisions in tasks similar to Experiments 1, 2, and 3. 

Methods 

Participants Participants were 177 adult US residents, 
recruited through Amazon Mechanical Turk (MTurk) and 
paid $0.50 for their time. Participants were randomly 
assigned to one of three conditions: 61 participants to a four 
direct/four indirect condition (a version of Experiment 1), 
61 participants to a four direct/six indirect condition (a 

version of Experiment 2), and 58 participants to a three 
direct/five indirect condition (a version of Experiment 3).  
Materials The experiment was an online survey 
administered using Qualtrics survey software, with custom 
animations inserted using Javascript. The informants were a 
set of 10 distinct cartoon clip art characters (5 male, 5 
female). There were also two pairs of cartoon boxes that 
differed only in color: a red and blue pair, which 
participants were told contained games, and a green and 
yellow pair, which participants were told contained snacks.  
Procedure The procedure closely matched that used with 
children in Experiments 1-3, with the clip art characters 
replacing the dolls that children saw. Like children, adults 
each participated in two trials, a snack trial and a game trial, 
with the order of trials counterbalanced.  
 Adults saw two boxes on opposite sides of the screen. For 
the direct group, each member of the group was shown one 
at a time. A character appeared on the screen, then moved to 
each box while the cartoon text “*Looks inside box*” 
flashed above the character’s head. Then, the character 
stood by one box and said, “I think this [game/snack] is 
better!” For the indirect group, the first member was shown 
looking inside the boxes, declaring his or her opinion, and 
moving to stand next to another indirect group member who 
appeared on screen. The cartoon text “*whisper*” appeared 
above both their heads. The second doll then moved to stand 
by one box, and gave their opinion, “[S]he said this 
[game/snack] was better, so I think this [game/snack] is 
better”. This process repeated for the remaining characters. 
 After all characters gave opinions, participants were 
shown an image with each group of characters placed under 
the box they endorsed, with a reminder that this was the box 
each character thought was better. Participants were then 
asked to “Please select the box with the [game/snack] that 
you would like to try”. Group order and side/color of box 
endorsed by the direct group were counterbalanced. In game 
trials, the red box always appeared on the left, and in snack 
trials the green box always appeared on the left. For each 
participant, characters’ group assignments were randomized. 

Results and Discussion 

Results are shown in Table 1. Overall, in all three 
conditions, adults chose the box endorsed by the direct 
group significantly more than chance (t ≥ 8.66, p < .001 in 
all cases). A one-way ANOVA showed no significant 
differences in performance between the three adult 
conditions F(2,177) = 0.02, p = .98.  In comparing adult and 
child performance, a 2 (age group: adults or children) x 3 
(Experiment: 1, 2, and 3) ANOVA revealed a main effect 
for age group; adults’ and children’s responses differed 
significantly, F(1,251) = 43.72, p < .01. There was also an 
interaction effect between age group and experiment, 
F(2,251) = 3.75, p < .05. Planned comparisons between age 
groups in each experiment condition suggest that this 
interaction was driven largely by differences in Experiments 
2 and 3. Adults and children provided significantly different 
responses in Experiment 2, t(83) = -5.21, p < .001, and in 

Figure 1. Model predictions and children’s and adults’ 

choices for Experiments 1, 2, and 3. The model was fit to 

child performance in Experiment 1. 
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Experiment 3, t(87) = 4.01, p < .001, but there was only a 
marginal difference in Experiment 1, p = .09.  
 These results indicate that adults, unlike children, balance 
the number of informants and the quality of their knowledge 
source in a manner qualitatively consistent with our model.  

General Discussion 

These studies provide the first empirical evidence that 
preschoolers weigh multiple informants’ opinions using the 
quality of their knowledge source to assess the reliability of 
their testimony. We find that with equal numbers of 
informant endorsements, children favored a box 
recommended by informants who received knowledge 
directly (visual access) over informants who had received 
knowledge indirectly (hearsay from other informants).  

This complements previous work that suggests children 
understand that not all testimony is equal. To succeed in this 
task, children had to evaluate opinions from multiple 
informants at once, and to consider each informant’s source 
knowledge. Furthermore, while previous studies asked 
children to make factual judgments (e.g., what’s in a box) 
from testimony, children in this study were asked to make a 
preferential choice based on others’ opinions. This suggests 
that children look to others for social information to inform 
their preferences, as well as facts.  

However, when the box endorsed by a consensus of 
informants and the box endorsed by informants with a 
higher quality knowledge source were pitted against one 
another, children were at chance in choosing between the 
boxes. From a knowledge-acquisition perspective, 
additional informants in the indirect group provide limited 
new information; model predictions indicate that across 
conditions a rational learner should choose the box endorsed 
by the informants with the better knowledge source, not the 
majority. Adults behaved in accordance with model 
predictions, but the fact that children did not could indicate 
that children overestimate the usefulness of informants’ 
opinions by assuming that each informant’s testimony 
provides more independent evidence than is statistically the 
case. Children may assume that each informant has 
additional information that would make them more accurate 
than simply receiving the previous informant’s testimony. 
This is consistent with previous work suggesting that 
children are biased to interpret adults as knowledgeable, 
helpful teachers (Bonawitz et al., 2011).   

The presence of a conformity bias in children may have 
striking implications for the development of human culture. 
Many cultural traits, including language and societal norms, 
are learned at an early age. Formal models suggest that a 
conformity bias may lead to the stability of such traits over 
time (Boyd & Richerson 1985; Henrich & Boyd, 1998). If 
children demonstrate a conformity bias at an early age, it 
may allow them to quickly learn in-group norms, but may 
allow neutrally beneficial or even detrimental behaviors to 
persist in the population. Given that a behavior learned from 
a majority in childhood may persist through adulthood, a 
bias towards conformity in children that stems from 

incorrectly estimating the independence of demonstrators 
would lead to systematic changes in the adoption and 
maintenance of cultural traits through a population. Though 
the results from this study do not directly address the 
transmission of social norms based on informant reliability, 
future work can explore this issue. Additionally, follow-up 
studies could explore the developmental trajectory of 
identifying higher quality knowledge sources.  

In sum, these experiments shed light on how children 
learn from others. Four- and five-year-old children 
demonstrate an emerging ability to consider and integrate 
several types of information—directness of knowledge and 
consensus—when assessing the reliability of testimony.  
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Abstract

The causal frame problem is an epistemological puzzle about
how the mind is able to disregard seemingly irrelevant causal
knowledge, and focus on those factors that promise to be use-
ful in making an inference or coming to a decision. Taking
a subject’s causal knowledge to be (implicitly) represented in
terms of directed graphical models, the causal frame problem
can be construed as the question of how to determine a rea-
sonable “submodel” of one’s “full model” of the world, so as
to optimize the balance between accuracy in prediction on the
one hand, and computational costs on the other. We propose a
framework for addressing this problem, and provide several il-
lustrative examples based on HMMs and Bayes nets. We also
show that our framework can account for some of the recent
empirical phenomena associated with alternative neglect.
Keywords: frame problem, bounded-resource-rationality,
causal reasoning, alternative neglect.

Introduction
To any inference or decision problem there is no a priori
bound on what aspects of a person’s knowledge may be use-
fully, or even critically, applied. In principle, anything could
be related to anything. This challenge is sometimes referred
to as the frame problem, characterized by Glymour (1987)
as: “Given an enormous amount of stuff, and some task to be
done using some of the stuff, what is the relevant stuff for the
task?” (65). The question is foundational to reasoning and ra-
tionality. Part of what makes people so smart is the ability to
solve the frame problem, ignoring those aspects of the world
(and one’s knowledge of it) that are irrelevant to the problem
at hand, thereby simplifying the underlying reasoning task,
turning an intractable problem into a tractable one.

Not all of the psychological literature paints a picture of
human reasoners as so adept at disregarding only the irrele-
vant, however. In the literature on causal reasoning, there is
a robust empirical finding that subjects often neglect causal
variables, including those that are in principle accessible to
the subject, which would sometimes allow the subject to
make better, more accurate inferences. So called alterna-
tive neglect is an especially well documented phenomenon,
in which subjects ignore alternative possible causes of some
event (Fischhoff et al. 1978; Klayman and Ha 1987; Fern-
bach et al. 2011, inter alia), even when doing so leads to
incorrect inferences. More generally, at least in the causal
domain, subjects seem to consider “smaller” models of the
world than would be relevant to the task at hand, given the
subject’s knowledge and reasoning abilities. This has led
many to criticize the behavior as normatively objectionable.
Perhaps people are ignoring too much of their knowledge.

We would like to suggest that alternative neglect and re-
lated phenomena may be natural consequences of a general
mechanism for sifting the most pertinent information from
all other knowledge—that is, for solving the frame problem

with regard to causal knowledge. Assuming a person’s causal
knowledge can be represented (at least implicitly) in terms
of a very large directed graphical model (or Bayes net), the
causal frame problem arises because computations involv-
ing the entire model promise to be intractable. Somehow the
mind must focus in on some “submodel” of the “full” model
(including all possibly relevant variables) that suffices for the
task at hand and is not too costly to use. In as far as a proper
submodel may nonetheless neglect relevant causal informa-
tion, this may lead to inaccuracy. We suggest that perhaps
the mind tolerates local and occasional inaccuracy in order to
achieve a more global efficiency. To substantiate this claim,
we need a better understanding of what it is for a submodel
to be more or less apt for a task, from the perspective of a
reasoner with bounded time and resources. It is clear that hu-
man reasoners cannot consult an indefinitely detailed mental
model of the world for every inference task. So what kind of
simpler model should a reasoner consult for a given task?

This work follows a line of research in cognitive science
concerned with bounded or resource rationality (Simon 1957;
Gigerenzer and Goldstein 1996, inter alia), and specifically
in the context of probabilistic models, and approximations
thereto (Vul et al., 2014). In addition to inherent interest, it
has recently been suggested that considerations of bounded
rationality may play a methodological role in sharpening the
search for reasonable accounts of the cognitive processes
underlying inductive inference (Griffiths et al., 2014; Icard,
2014). However, in this tradition there has been more of a
focus on the algorithm used for inference in a given model,
and less attention paid to questions of model selection.

In this largely programmatic paper we offer a framework
for addressing the causal frame problem by selecting rational
submodels, provide several illustrative examples, and address
some of the empirical findings concerning alternative neglect.

Resource-Rational Submodels
Let P(X) be a joint probability distribution over random vari-
ables X = X1,X2, . . . , and define a query to be a partition
〈Xq;Xl ;Xe〉 of X into query variables, latent variables, and
evidence variables, respectively. A typical query task is to
find values of Xq that maximize the conditional probability
P(Xq | Xe = v), marginalizing over Xl . Clearly, the difficulty
of this and related tasks scales with the number of variables.
We will be interested in smaller models with fewer variables:
a sublist X∗ of X with associated distribution P∗(X∗), and par-
tition 〈Xq;X∗l ;X∗e〉, so that only latent and evidence variables
are ignored. The intention is for P∗ to be close in structure
to P but without the neglected variables. In each of the cases
considered here (HMMs and Noisy-Or Bayes nets), there will
be a canonical way of choosing P∗ given X∗.
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Given P(X) and P∗(X∗), there are at least two kinds of
questions we would like to ask. The first of these captures
how well an agent will fare by using the approximate sub-
model, as compared with the full model, holding fixed a pro-
cedure for using this model to choose an action. For instance,
the agent might use this distribution to compute expected util-
ity, or to sample from the model in order to approximate ex-
pected utility (see, e.g,. Vul et al. 2014). The second question
asks how far off the approximate model is from the “true”
model in its probabilistic predictions.1

1. Given a decision problem with action space A and utility
function U : Xq×A→R, and assuming fixed a (stochastic)
choice rule ΨQ taking a distribution Q over Xq to a distri-
bution on actions, what are the respective expected utilities
of using P and P∗ under (assumed “true”) distribution P?
That is, how great is the following difference ∆P,P∗?

∆P,P∗ = Ex∼P EA∼ΨP U(x,A) − Ex∼P EA∼ΨP∗ U(x,A)

2. How far is P∗ from P in information distance, for the vari-
ables Xq of interest? That is, what is the Kullback-Leibler
(KL) divergence between P and P∗ with respect to Xq?

KL(P ||P∗)=∑
x

P(Xq = x |Xe = v) log
P(Xq = x | Xe = v)

P∗(Xq = x | X∗e = v∗)

In general we will expect that KL(P || P∗)> 0, and ∆P,P∗ > 0,
indicating that the full model yields more accurate results.
However, in line with other work on resource rationality, as-
suming the requisite computations using distribution P come
with a greater cost than when using P∗, this difference in cost
may well be worth the difference in accuracy or utility.

Suppose we have a cost function c : P → R+, assigning a
real cost to each approximation P∗ ∈ P . For instance, c may
simply charge a constant amount for each variable used in
the associated submodel, or may be proportional to a graph
property such as tree width of the corresponding graphical
model. Given a set P of approximations, we can then ask for
the resource-optimal approximation in either of the above two
senses. For instance, with KL-divergence the distributions of
interest include any P̃ that optimally trades off cost against
KL-distance from the true distribution P:

P̃ = argmin
P∗∈P

KL(P || P∗)+ c(P∗) . (1)

Notice the immediate result that any node X that is screened-
off from Xq by Xe should be eliminated: doing so will not
reduce the KL, but will improve the efficiency of inference.

In what follows we illustrate these ideas with three exam-
ples using familiar graphical models. The first example, of
an HMM, demonstrates an extreme case of the frame prob-
lem in which the initial model is infinite. We show that the
resource-optimal submodel is not only finite, but often quite
small, and in many instances includes just a single node. The

1Strictly speaking, the second can be seen a special case of the
first, with a logarithmic scoring rule (Bernardo and Smith, 1994).

second example, of a causal Bayes net, shows that under a
sampling scheme for decision making, the submodel actually
outperforms the “ideal” full model in many cases, even with-
out taking costs into account. Finally, the third example re-
veals that certain kinds of inferences may be subject to greater
information loss resulting from neglect than others. Recent
empirical literature shows that people respect this difference,
suggesting that there may indeed be an element of resource
rationality in alternative neglect behavior.

Hidden Markov Models
A Hidden Markov Model is given by a time-labeled sequence
of state variables . . . ,X−1,X0,X1, . . . , with transition proba-
bilities P(Xt+1 | Xt), and a sequence of evidence variables
. . . ,Y−1,Y0,Y1, . . . , with emission probabilities P(Yt | Xt). In a
typical inference task, after observing values of Y (blue), we
are interested in the value of Xt+1 (beige) at time t +1:

. . .

For instance, variables X might be whether there is high or
low air pressure, while observations Y are of sun or clouds.
While in principle determining X0—today’s weather—could
depend on indefinitely earlier observations and states at times
t =−1,−2, . . . , one has the intuition that “looking back” only
a few days should be sufficient for typical purposes.

For a first illustration, consider a simple HMM with binary
variables Xt and Yt , and probabilities as follows:

P(Xt+1 = 1 | Xt = 1) = P(Xt+1 = 0 | Xt = 0) = 0.9

P(Yt = 1 | Xt = 1) = P(Yt = 0 | Xt = 0) = 0.8

Our class P of approximate distributions includes all trun-
cations of the model at variable Xt−N , in which case we as-
sume the distribution P∗(Xt−N) is uniform. In Figure 1 is a
graph showing the KL-distance between the full model and
a submodel with only N previous time steps included. We
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Figure 1: Dropoff in KL as function of number of nodes.
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chose this particular model for illustration because the KL-
distance is relatively high for the submodel with only one
node. Nonetheless, even for this model, the value drops off
rather dramatically with only a few additional nodes.

This model has a low mixing rate, as measured by the sec-
ond eigenvalue (λ2) of the transition matrix for the underly-
ing Markov model (the transition probabilities). In general, a
higher λ2 value means a lower mixing rate, which means the
past provides more information about the present. One might
expect that in such cases it is more detrimental to ignore pre-
vious state variables. If we look at the graph (Figure 2) of
KL-distances as a function of λ2, holding fixed the observa-
tion probabilities as above, we see that this model (for which
λ2 = 0.8) is indeed near the higher end.
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Figure 2: KL-distance for an approximate model with only
one state variable, as a function of second eigenvalue λ2.

If we now factor in the cost of including more nodes in the
approximate HMM, we can determine, for different values of
λ2, and for different assumptions about cost of a node, what
the optimal number of nodes to include will be, in line with
Equation (1) above. To give one (arbitrary, but illustrative)
example, let us assume the cost of an additional node to be
0.02, i.e., that this cost is equivalent to the utility of 1

50 more
bits of information. For relatively low values of λ2, it is not
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Figure 3: Optimal number of nodes, given a cost of 0.02 per
node, as a function of second eigenvalue λ2.

worth the cost to include more than a single state variable in
the model (see Fig. 3). This is perhaps not surprising, given
the low KL-values in Fig. 2. However, even in models with
significantly higher KL-distances in general, it does not pay
to include more than one or two additional nodes. As we
increase or decrease the cost c of a node, the graph becomes
less flat and flatter, respectively. For instance, provided that
c> 0.148, the optimal number is 1 for all these values of λ2 =
0.1, . . . ,0.9. Decreasing the cost would increase the optimal
number for larger values of λ2, but for any c > 0 this number
is of course still finite.

As Fig. 3 indicates, the optimal number of nodes to include
in an HMM is not only finite, but can typically be quite small,
in line with ordinary intuition.

Neglecting Alternative Causes
We next consider a simple causal model under a so called
Noisy-Or parameterization (Cheng, 1997), in which each
cause has independent causal power to bring about the effect.
Suppose we have binary causal variables X, taking on values
0 or 1, and conditional probabilities given in terms of weights
θY,X codifying the influence of parent Y on a variable X—in
particular θY,X gives the probability of Y causing X when Y is
active—and a “background bias” parameter β:

P
(
X | pa(X)

)
= 1−

(
(1−β) ∏

Y∈pa(X)

(1−θY,X )
Y
)

This model has the convenient property that deleting nodes
from the graph still leaves us with a well-defined distribution.
Hence the family of submodels is immediate from the full
model (without having to introduce a proxy uniform distribu-
tion as in the previous example).

Suppose in particular we have variables A,B,C,D with
weights θ1,θ2, and θ3, as depicted on the left in Figure 4.

C A

B D

θ1 θ2 θ3

C

B D

θ1 θ2

Figure 4: Full Model versus Partial Submodel

Imagine, for instance, a simple scenario in which these vari-
ables correspond to:

A: “Mary has lost her usual gloves”

B: “Mary has her bicycle with her”

C: “Mary is going cycling”

D: “Mary is wearing cycling gloves”

Observing that Mary is wearing cycling gloves makes it more
likely that she is going cycling, and therefore that she has
her bike with her. But this is attenuated by the alternative
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possible cause, that she lost her other gloves. Our question in
this case is, how much worse will a reasoner fare by ignoring
alternative cause A (that Mary has lost her gloves), that is, by
using the smaller submodel in Figure 4, on the right?

To assess this question, we can look at both the difference
in expected utility and the KL-divergence between using the
“true” distribution P and the approximate distribution P∗, for
B given D= 1. Table 1 below presents example KL-values for
different settings of model parameters: the priors on C and A,
and the three weights θ1,θ2, and θ3 (here and throughout this
subsection, we set β = 0.05).

P(C) P(A) θ1 θ2 θ3 KL(P || P∗)
0.5 0.5 1 1 1 0.594
0.5 0.5 1 0.5 0.9 0.467
0.5 0.5 1 0.5 0.5 0.270
0.5 0.5 1 0.9 0.5 0.261
0.3 0.1 1 1 1 0.121
0.5 0.5 0.9 0.1 0.5 0.081
0.3 0.1 0.9 0.1 0.5 0.023
0.5 0.5 0.1 0.1 0.1 0.000

Table 1: Example KL-values, with β = 0.05.

Table 1 in fact shows settings near the higher end. We can
also calculate the approximate average KL-divergence, over
values of P(C) and P(A) at 0.1 intervals (0.1, 0.2, etc.), and
0.01 intervals for θ1,θ2,θ3 (thus, over 7 million parameter
settings): for this model, it is 0.060. Averaging over param-
eters with P(A) and P(C) fixed at 0.5 gives a similar average
KL-divergence of 0.059. Thus, the KL-value is typically well
under one-tenth of a bit of information lost. Nonetheless, if
confidence in estimation is important, or if very fine-grained
decisions are called for, using the submodel may be detrimen-
tal in this case.

However, following question 1 from above, we may also
consider how detrimental using a submodel will be for action
choice in specific decision problems. For the EU calculation,
suppose our agent is making a guess based on a single sample
from either distribution P or P∗,2 and that utility 1 is achieved
for a correct response, 0 for incorrect. Example calculations
are summarized in Table 2. As with KL, we can also com-
pute the (approximate) average difference in EU, which for
this model is 0.024. That is, on average over all parameter
settings, a sampling agent will only suffer about 1

50 of a utile
by using the simpler submodel. The cost of including the ad-
ditional variable A would therefore need to be extremely low,
relative to utility in the given decision problem, to merit its
presence in the model.

Evidently, when making a binary, sample-based decision,
using the smaller submodel does not greatly reduce one’s suc-

2This assumption is more apt in more complicated models,
where computing exact estimates would be harder. We consider this
kind of rule simply for illustration, and contrast with information
distance, which would be more closely aligned with an agent (non-
noisily) maximizing expected utility across decision problems.

P(C) P(A) θ1 θ2 θ3 ∆P,P∗
0.5 0.5 1 1 1 −0.097
0.5 0.5 1 0.5 0.9 −0.074
0.5 0.5 1 0.5 0.5 −0.087
0.5 0.5 1 0.9 0.5 −0.096
0.3 0.1 1 1 1 −0.073
0.5 0.5 0.9 0.1 0.5 −0.007
0.3 0.1 0.9 0.1 0.5 0.011
0.5 0.5 0.1 0.1 0.1 0.006

Table 2: Example EU-values, with β = 0.05.

cess probability. In fact, as shown in Table 1, for many pa-
rameter settings the agent actually fares better by using the
simpler model (∆P,P∗ < 0). Take the first parameter setting,
for example. In this case P(B = 1 | D = 1)≈ 0.673, whereas
P∗(B = 1 |D = 1)≈ 0.955. The submodel drastically overes-
timates the probability of B by ignoring the alternative cause,
as reflected in the very high KL-value in Table 1. However,
insofar as the true probability is significantly above 0.5, if
the subject is going to make a decision by drawing a single
sample from this distribution, such overestimation turns out
to be advantageous, since the subject is more likely to choose
the more probable outcome. Such advantages would only be
compounded by the reduction in computational cost resulting
from the simpler model.

We can tentatively conclude from this small case-study
that alternative neglect—even when it results in less accu-
rate judgments, which it certainly does—can still be a very
reasonable, indeed resource-rational, strategy.

Predictive versus Diagnostic Reasoning
Resource-rational analysis of submodel choice and alterna-
tive neglect predicts these phenomena to occur, at least to
a first approximation, when they would result in an optimal
balance of outcome expected utility and computation cost, as
outlined above. To what degree is this prediction born out by
empirical data on alternative neglect?

One of the more robust recent findings in the causal reason-
ing literature is that subjects tend to neglect alternatives to a
much greater extent in predictive reasoning than in diagnos-
tic reasoning (Fernbach et al., 2011; Fernbach and Rehder,
2013). Most of the experiments in this work evince three
variables A,B,C as in Figure 5. The left diagram depicts a

C

B

A

θ1 θ2

C

B

A

θ1 θ2

Figure 5: Predictive versus Diagnostic Inference

predictive inference, where effect B is queried given evidence
that cause C is active. On the right is a diagnostic inference,
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where the causal variable C is queried given evidence B. In
this simple model, we can fold P(A) and θB,A into a single pa-
rameter θ2, so that A effectively has prior probability 1, and
the resulting conditional probabilities can be simplified to:

P(B |C) = θ1 +θ2−θ1θ2

P(C | B) = 1−
(
1−P(C)

)(
θ2 /

(
P(C)θ1 +θ2−P(C)

))
The finding in Fernbach et al. (2011) is that subjects routinely
ignore variable A in predictive inference tasks, and thereby
consistently make low estimates of P(B |C). In diagnostic in-
ference tasks, however, subjects show sensitivity to strength
and number of alternatives, consequently making more accu-
rate judgments. Indeed, there is a longer reaction time for
diagnostic than for predictive inferences, and only in the di-
agnostic condition is there dependency of reaction time on
number of alternatives (Fernbach and Darlow, 2010). Fern-
bach and Rehder (2013) verified that this asymmetry between
diagnostic and predictive reasoning is robust; in particular, it
seems not to be due to availability or memory limitations.

In other words, subjects seem to be reasoning with a sub-
model (ignoring variable A) in the predictive case, but not
in the diagnostic case. How detrimental would it be to ne-
glect A for these two types of inference? Consider first KL-
divergence (question 2). Without a background bias term (as
in the previous example), for the diagnostic case ignoring
variable A will lead to the conclusion that C has probability
1, since it is the only possible cause. In that case, the KL-
divergence is infinite. With a positive bias term β, we can
make the KL-divergence finite, but it will still be large if the
bias is small. For instance, with 1% chance of B happening
spontaneously (β = 0.01), the average value of KL(P || P∗)
for the diagnostic inference is already 1.740, extremely high.
With β = 0.05, it is 0.916.

By contrast, the average value of KL(P || P∗) in the predic-
tive case (even without a bias term, which would further de-
crease the average KL value) is only 0.357. This is a general
observation about this particular small causal graph, which is
the one implicated in many studies of “elemental causal in-
duction.” While it may be difficult to assess these KL-values
absolutely, we can confirm that there is a substantial differ-
ence between the two types of inference. Indeed, on average
one can expect to make much worse predictions in the di-
agnostic case than in the predictive case; an agent balancing
computation cost with accuracy would then be expected to
neglect the alternative more in predictive reasoning than in
diagnostic reasoning.

How does this look from the perspective of expected utility,
again assuming a single-sample-based agent? Table 3 shows
the differences in expected utility for several parameter set-
tings between the EU of using the true distribution and the
approximate distribution (ignoring variable A), for both the
predictive and diagnostic cases. In some cases, ∆pred is in-
deed smaller than ∆diag, meaning that the agent suffers less
in expected utility when using the smaller submodel. How-
ever, there are also cases where ∆pred is greater than ∆diag.

P(C) θ1 θ2 ∆pred ∆diag
0.1 0.3 0.9 1.083 1.345
0.5 0.9 0.9 0.176 −0.041
0.5 0.5 0.1 0.010 −0.144
0.2 0.3 0.2 −0.034 0.345
0.1 0.3 0.1 −0.036 0.550

Table 3: Differences in expected utility between the true and
approximate distributions, for predictive and diagnostic infer-
ences (with β = 0.05 for diagnostic cases).

Indeed, the average ∆pred value, over 0.01 intervals for all pa-
rameters, is 0.198—relatively large, and significantly greater
than ∆diag, whose average is 0.044. Again, this means that a
subject drawing a single sample will on average lose about 1

5
of a utile for predictive inferences on this graph, versus only
about 1

25 for diagnostic inferences.

This is in sharp contrast to an agent that decides based
on exact inference (or equivalently, based on many samples).
Based on the earlier results for KL-distance, we can compare
action selection directly for agents that accurately maximize
expected utility from the full- or sub-model. It turns out that
for such agents the average difference in expected utility over
all parameter settings is indeed significantly greater in the di-
agnostic case (0.378, versus 0.174 in the predictive case). If
resource rationality is the correct explanation of these cases
of alternative neglect, we would then have to conclude that
participants are not using a single sample but rather many
(or more generally are using some algorithm for computing
closer approximations to the exact probabilities). Indeed, the
models in Fig. 5 are rather simple and one might expect that
inference for these models is relatively easy. At any rate,
positing that one can well-approximate the true probability
for a given model, if one were to ignore causal variables rou-
tinely in one type of case (diagnostic or predictive) but not
the other, it would be most rational to do so in the predictive
case, as subjects in fact do.

We might therefore tentatively conclude that, at a certain
level of grain, subjects are ignoring variables in a reasonable
way. However, this does not yet say anything about resource-
rationality at the level of individual inferences. In fact, Fern-
bach and Rehder (2013) have shown that subjects exhibit ne-
glect even in cases where the mistake is rather serious, result-
ing in egregiously wrong predictions. One possible expla-
nation is that subjects are optimizing grain of representation
only at a high level of abstraction, in terms of general features
of the inference problem (e.g., whether it is predictive or di-
agnostic). This hypothesis merits further empirical investiga-
tion, as well as further theoretical consideration, for instance,
by incorporating elements of metalevel control (Icard, 2014;
Lieder et al., 2014) into the framework. The analysis offered
here, we believe, promises a useful starting point for under-
standing how rational submodels might be selected online,
and for addressing this question of level of grain.
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Further Questions and Directions
The resource-rational submodel is that submodel of the true,
larger model which an agent ought to use for a given pur-
pose, balancing costs with accuracy. As we have seen, this
approach to the causal frame problem does already shed light
on a number of phenomena: it agrees with our pretheoretical
intuition that only a few previous time steps should matter in
an HMM; it interacts in subtle ways with different assump-
tions about choice rules, witness the single-sampling agent in
the second example; and it retrodicts general alternative ne-
glect patterns observed in human causal reasoning.

The claim we would like to make is that, somehow or other,
the mind is able to focus attention on the predicted submod-
els for the task at hand. Our analysis, however, is from a
“god’s eye” point of view, and leaves open how is the mind
able to select the right submodel online, at inference time.
There is relevant empirical work which might start to pro-
vide a process-level explanation of submodel selection. For
example, across many situations subjects seem to “add” a
new causal variable when faced with an apparent contradic-
tion (Park and Sloman, 2013). At the same time, work in AI
suggests useful heuristics for similar resource optimization
problems (e.g., Wick and McCallum, 2011).

A number of extensions to our analysis suggest themselves.
One could consider other types of submodels, e.g., not by
eliminating nodes, but by cutting links. One could also con-
sider more seriously the interaction of submodel choice with
inference algorithm choice. As hinted in the previous sec-
tion, it would be useful to consider what the optimal combi-
nation of submodel together with number of samples will be
for a given model (thus combining the analysis here with that
in Vul et al. 2014). Assuming smaller submodels will allow
for more samples per unit of time (or energy), and given that
more samples lead to more accurate predictions with respect
to that model, there is a substantive question of what combi-
nation is optimal in any case.

While many questions remain open, we hope to have made
some progress toward illuminating a general solution to the
causal frame problem. We believe the question is central to
our understanding of human reasoning. As Fodor remarked,
“The frame problem goes very deep; it goes as deep as the
analysis of rationality” (Fodor, 1987).
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Abstract 

Knowledgeable agents always choose what they like best, 
thus revealing their preferences. But naïve agents only choose 
what they believe they like best, and may end up disliking 
their choice. As such, sensitivity to an agent’s prior 
experience is critical for interpreting their behavior. Here we 
show that four- and five-year-olds expect knowledgeable 
agents, as compared to naïve agents, to have stable choices 
that lead to higher rewards (Experiments 1 and 2). 
Additionally, we show that four- and five-year-olds can infer 
which of two agents is naïve given information about the 
rewards they obtained and the stability of their choices 
(Experiments 3 and 4). These results show that young 
children understand that beliefs and desires are interconnected 
and that, in addition to having uncertainty about the world, 
agents can also be uncertain about their own desires. 

Keywords: Social Cognition; Theory of Mind. 

Introduction 
 
   Humans have strikingly sophisticated social skills 
(Herrmann, Call, Hernández-Lloreda, Hare, & Tomasello, 
2007). We understand that behind other people’s actions lies 
a rich mental life. Although we cannot directly observe 
others’ mental states, we have an intuitive theory that 
enables us to infer them. This understanding emerges early 
in life (Luo, 2011; Onishi & Baillargeon, 2005; Woodward, 
Sommerville, Guajardo, 2001) and enables us to make rich 
and powerful inferences in adulthood (Baker, Saxe, & 
Tenenbaum, 2009, 2011; Jara-Ettinger, Baker, & 
Tenenbaum, 2012). 
  This intuitive theory, called a Theory of Mind (ToM), 
connects information about people’s desires and beliefs with 
their actions (e.g., Dennett, 1989; Wellman, 1990; Gopnik 
& Meltzoff, 1997). If Sally wants a cookie and believes 
there are cookies inside the cookie jar, we can predict that 
Sally will walk toward the cookie jar and take a cookie out. 
Having this causal theory also enables us to infer Sally’s 
beliefs and desires from information about her actions. If 
Sally takes a cookie from the cookie jar and eats it, we can 
infer that she wanted a cookie and that she (correctly) 
believed that she would find one in the cookie jar. If instead, 
Sally walks away empty handed after peeking into the 
cookie jar, we may infer she had a false belief about the 
cookie jar’s contents, and thus failed to fulfill her desire. 
Recent computational work formalizing the ways that 
beliefs and desires jointly determine an agent’s actions can 
predict human judgments with quantitative precision (Baker 

et al., 2009, 2011; Jara-Ettinger, Baker, & Tenenbaum, 
2012). 

All of these accounts treat beliefs and desires as 
independent variables, and characterize beliefs as 
representing content about the world.  However, in addition 
to having beliefs about the world, agents have beliefs about 
what will fulfill their desires. Consider again the simple case 
of watching Sally get a cookie from the jar. We might infer 
that Sally likes cookies and that she would get a cookie 
again if she found herself in the same situation. However, 
this inference assumes that Sally not only knew there were 
cookies in the jar, but also knew that she liked cookies. If 
we knew that Sally had never tried a cookie before, we 
might not be so fast to assume that Sally will eat cookies in 
the future. 

Cookies, of course, are almost universally familiar and 
universally liked, but in novel contexts, inferences that 
depend on an agent’s beliefs about her desires are both 
commonplace and critical for social cognition. Imagine for 
instance, that you are watching your friend buy food at a 
market. Usually, her choices reveal what she likes. 
However, if she’s in a foreign country and has never tasted 
the food before, her choices only reveal her best guess; they 
may not tell us anything about her stable, long-term 
preferences. For us to know what someone likes, she has to 
know it herself first. We can draw comparable inferences in 
reverse.  If you see your friend try a chocolate from her box 
and then change her mind and choose a different one, you 
might infer that she was initially naïve, unsure, or wrong, 
about what was inside the chocolate. In these cases, the 
instability of the agent’s preferences is indicative of the 
initial uncertainty of her beliefs about her utilities. 

Despite extensive past work on the development of theory 
of mind, to our knowledge no work has examined children’s 
understanding of how uncertainty about one’s own desires 
influences behavior or at their ability to infer knowledge or 
ignorance about utilities using information about agents’ 
actions. To the degree that researchers have looked at 
children’s inferences regarding how agents change their 
mind with evidence, they have focused primarily on issues 
related to epistemic access: canonically, whether the agent 
does or does see where a desired object has been placed 
(e.g., Wimmer & Perner, 1983).  However, an agent may 
also be aware or unaware of the value of a putatively desired 
object. Thus, the degree to which the agent’s initial 
estimates are stable depends on how much the agent knows 
initially. 
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In these studies we investigate children’s understanding 
of how agents’ uncertainty about their desires relates to the 
expected outcome of their goals, and to the stability of their 
behavior. Figure 1 shows a graphical display of the 
experiments. In Experiment 1 we ask whether children 
understand that knowledgeable agents are more likely than 
naïve agents to take actions that lead to a high reward. In 
Experiment 2, we ask whether children understand that 
knowledgeable agents are more likely than naïve agents to 
make decisions that are stable over time. Experiments 3 and 
4 examine the inverse questions: In Experiment 3, we ask if 
children believe that agents who obtain a high reward are 
more likely to have been knowledgeable, and in Experiment 
4, we ask if children believe that agents who make more 
stable choices are more likely to have been more 
knowledgeable.  The current study goes beyond merely 
representing agents’ beliefs; instead children must 
understand that different agents might perform the same 
actions with the same beliefs about the world and yet 
interpret the experience differently. Because children’s 
ability to reason explicitly about agents’ mistaken beliefs 
emerges between ages four and five (Wellman, Cross, & 
Watson, 2001) here, we focus on four- and five-year-olds. 

 

 
Figure 1: In Experiments 1 and 2 children saw a knowledgeable 
and a naïve agent make the same choice. Children were asked to 
infer which puppet said “yum” and which puppet said “yuck” 
(Experiment 1), or which puppet changed their mind (Experiment 
2). Experiments 3 and 4 tested inferences in the reverse direction. 

Experiment 1 
 
In Experiment 1 we test if children understand that agents’ 
choices are affected by their estimate of the expected 
rewards of their actions, and thus that knowledgeable agents 
are more likely than naïve agents to accrue high actual 
rewards. Children were introduced to two puppets who had 
been given a choice between two types of fruits. One puppet 
was knowledgeable and had tasted both fruits before; one 
puppet was naïve and had not. Both puppets chose the same 
fruit. One puppet tasted it and said “Yum!” and one puppet 
tasted it and said “Yuck!” We looked at whether children 
inferred that the knowledgeable puppet was more likely to 
say “Yum!” 

Methods 
 
Participants 16 participants (mean age (SD): 5.09 years 
(195 days), range 4.13-5.89 years) were recruited at an 
urban children’s museum. One additional participant was 
recruited but not included in the study because he failed to 
respond the inclusion question correctly (See Procedure). 
Stimuli The stimuli consisted of two pairs of gender-
matched puppets, and picture cutouts of two fruits: 
Rambutans, and African cucumbers. 
Procedure Participants were tested individually in a quiet 
room in a children’s museum. The child and the 
experimenter sat on opposite sides of a small table. The 
experimenter first introduced the cutout pictures of the 
rambutans and the African cucumbers and placed four 
pictures of each fruit on the table with each kind of fruit in 
its own pile. Next, the experimenter introduced the two 
puppets by name (“Anne” and “Sally”, or “Arnold” and 
“Bob”, depending on the participant’s gender. The puppets 
were matched with the participant’s gender to ensure gender 
biases did not influence our task). The experimenter then 
explained that “Sally has never seen these fruits before and 
she doesn’t know what they taste like” while “Anne knows 
all about these fruits. She knows what they taste like.” 
(Knowledgeable puppet and introduction order were 
counterbalanced). Next, the experimenter told the 
participant “Earlier today, we told our friends they had to 
pick one fruit to each, and both of our friends picked a 
rambutan.” (Actual fruit counterbalanced). Next, the 
experimenter placed a picture of a rambutan in front of each 
puppet and explained, “Both of our friends took a bite of 
their fruit and one of them said ‘Yum!’ and one of them said 
‘Yuck’!” Participants were then asked an inclusion question 
to ensure the child remembered the critical information: 
“Can you tell me, which of our friends has not tasted the 
fruits before? And which one of our friends has not tasted 
these fruits before?” Finally, participants were asked which 
puppet said “Yum!” and which puppet said “Yuck!”  

Results and Discussion 
 
   Children who failed to respond correctly to the inclusion 
question were excluded from analysis and replaced (n = 1). 
Results were coded for adherence to the script by a coder 
blind to the child’s response to the test question (no 
participants were dropped due to experimenter error).  
Videotapes were then coded to record the child’s response 
to the test question. Children were coded as answering 
correctly if they indicated that the knowledgeable puppet 
had said “Yum.” Of the sixteen children who responded to 
the inclusion question correctly, 100% responded correctly 
to the test question (95% CI: 82.93%-100%. See Figure 2).1 

                                                             
1 Due to conceptual issues with Null hypothesis significance 

testing (e.g., Cohen, 1994), and a recent proposal to move the field 
towards better standards for analyzing data (Cumming, 2013), we 
present confidence intervals as our main method of analysis. 
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   Note that if children believe that an agent’s choices 
always reflect her preferences then children should have 
expected both puppets to say “Yum!”  That is, if children 
recovered agents’ desires only from information about the 
agents’ actions and beliefs about the state of the world, then 
children should have responded at chance in this context.  
Both agents knew they had a choice of the two fruits and 
both agents made the same choice. Children instead 
recognized that the knowledgeable agent would be more 
likely to like the chosen fruit, which suggests that children 
understand that agents choose the options with the highest 
expected rewards and that a naive agent’s choices may be 
governed by an inaccurate estimate of the actual reward. 
 

 
Figure 2: Results from all experiments. The x-axis shows each 
experiment and the y-axis shows the distribution of children’s 
choices (color coded). The dashed horizontal line represents 
expected chance performance and the vertical solid lines show 
95% confidence intervals. 
 

Experiment 2 
 
  The results from Experiment 1 suggest that four and five-
year-olds understand that, relative to knowledgeable agents, 
naïve agents are more likely to make unrewarding choices. 
When this happens, naïve agents will most likely reconsider 
their choices. However, naïve agents may reconsider their 
choice even when they obtain a positive reward, especially 
if the reward is lower than they expected. Thus, in general, 
naïve agents are more likely to have unstable choices, when 
compared to knowledgeable agents. In Experiment 2 we test 
if, in the absence of knowledge about the rewards, children 
have expectations about the stability of the choices of 
knowledgeable and naïve agents. 

Methods 
 

Participants 16 participants (mean age (SD): 5.16 years 
(241 days), range 4.01-5.96 years) were recruited at an 
urban children’s museum. One additional participant was 
recruited but excluded from the study and replaced because 
he declined to complete the task. 
Stimuli The stimuli were identical to those used in 
Experiment 1. 
Procedure The procedure was identical to the procedure in 
Experiment 1 except as follows: Neither puppet said 
“Yum!” or “Yuck!” Instead, after the puppets had tasted the 
fruits, the experimenter said, “Both of our friends took a bite 
from their fruit and one of them changed her mind and 
decided she wanted to eat a different fruit”. For the test 
question, participants were asked, “Which one of our friends 
changed his/her mind?”  

Results and Discussion 
 
As in Experiment 1, children who failed to respond to the 
inclusion question were excluded from the study. (No 
participants were dropped on these grounds.) Videos were 
first coded for adherence to script by a coder blind to the 
child’s test response (no participants were dropped due to 
experimenter error), and later to record the child’s answer to 
the test question. Children were coded as responding 
correctly if they indicated that the naïve agent was the one 
who had changed her mind. Fifteen of the 16 children 
responded correctly to the test question (93.75%; 95% CI: 
73.60%-100%. See Figure 2). 
   Note that in contrast to Experiment 1, participants in 
Experiment 2 never obtained any information about the 
outcome of each puppet’s choice. Thus, it was possible that 
either or both puppets had liked or disliked their chosen 
fruit. Nevertheless, children were able to infer that naïve 
agents are more likely to make unstable choices. 
Furthermore, in this experiment we used a neutral dependent 
measure, thus ensuring that participants couldn’t succeed by 
grouping together two features with a positive valence (such 
as knowledge and “yumminess” in Experiment 1). Together 
with Experiment 1, these results suggest that four and five 
year-olds understand that relative to knowledgeable agents, 
naïve agents are more likely to make choices that lead to 
low rewards, and thus that their choices are less likely to be 
stable over time. 
   Experiments 1 and 2 suggest that children have different 
expectations about the rewards that knowledgeable and 
naïve agents obtain and about the stability of their actions. 
In Experiments 3 and 4 we ask if children can reverse these 
inferences, and infer an agent’s prior knowledge based on 
whether the agent succeeds in obtaining high rewards 
(Experiment 3), and whether the agent’s choices are stable 
(Experiment 4). 

Experiment 3 
 

  In Experiment 3 we invert the question asked in 
Experiment 1. Here we ask if children believe that agents 
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who make choices that result in low rewards are more likely 
to have been naïve prior to making their choice.  Children 
watched two puppets pick the same fruit to eat. After 
learning that one puppet said “Yum!” and the other puppet 
said “Yuck!” children were asked to decide which puppet 
had not tasted the fruits before. 

Methods 
 
Participants 32 participants (mean age (SD): 5.12 years 
(194 days), range 4.12-5.98 years) were recruited at an 
urban children’s museum. Sixteen participants were 
recruited for the original experiment, and sixteen additional 
participants were recruited to conduct a replication (see 
Results). Four additional participants were recruited in the 
original experiment but excluded from analysis and replaced 
for failing the inclusion question (n = 1), declining to 
complete the experiment (n = 1), and declining to answer 
the test question (n =2).  One additional participant was 
recruited in the replication experiment but excluded from 
analysis because he declined to answer the test question. See 
Results. 
Stimuli The stimuli were identical to those used in 
Experiment 1. 
Procedure Participants were tested individually in a quiet 
room. As in Experiment 1, the experimenter introduced the 
two puppets and the fruits and explained that each puppet 
chose a fruit to eat. The section from Experiment 1 in which 
where the experimenter explained that one puppet was more 
knowledgeable than the other was omitted. After both 
puppets chose a fruit, the experimenter said “Anne and Sally 
(or Arnold and Bob) both took a bite from their rambutans 
(or African cucumbers). Anne said ‘Yum!’ Sally said 
‘Yuck!’” Next, the experimenter said, “But guess what? 
One of our friends didn’t know what rambutans tasted like 
until today.” Children were then asked to remember which 
puppet had said “Yum!” and which puppet had said “Yuck!” 
For the test question, the experimenter asked, “Can you tell 
me, which one of our friends didn’t know what rambutans 
tasted like until today?” (Actual fruits counterbalanced 
throughout.) The replication experiment had the same 
procedure as the original experiment with the exception that 
the inclusion question was asked immediately after the 
puppets tasted the fruit, thus making the last part of the 
experiment more fluent.  

Results and Discussion 
 
Results were coded as in Experiments 1 and 2. Participants 
were coded as responding correctly if they indicated that the 
puppet who said “Yuck!” was the one who had not tasted 
the fruits before today.  Of the 16 participants who made a 
choice in the original experiment, 75.00% (n = 12) 
responded correctly (95% CI: 51.56%-100%). These results 
suggest that children can use knowledge about the actual 
subjective rewards that different agents obtain to infer 
which agent is more likely to have been naïve in her 

estimate of the expected rewards. However, four children 
answered incorrectly and two were excluded from analysis 
and replaced for failing to answer the test question. Thus, to 
ensure the validity of our interpretation we replicated the 
experiment. Out of the 16 participants who made a choice in 
the replication, 75% (n=12) responded correctly (95% CI: 
51.56%-100%). Together, these experiments suggests that 
children can in fact use knowledge about subjective rewards 
to infer knowledge, and it provides some suggestive 
evidence that children may find it easier to use information 
about agent’s knowledge to predict their subjective rewards 
than to use information about agent’s rewards to recover 
information about their unobservable mental states. 

Experiment 4 
 
In Experiment 4 we invert the question asked in Experiment 
2. Here we see if children can infer which of two agents is 
more likely to be naive when one shows stable preferences 
and one does not. 

Methods 
 
Participants 16 participants (mean age (SD): 5.64 years 
(244 days), range 4.04-5.93 years) were recruited at an 
urban children’s museum. Four additional children were 
tested but excluded from the study because they failed to 
respond to the inclusion question correctly. See Results. 
Stimuli The stimuli were identical to those used in 
Experiment 1. 
Procedure The procedure was identical to Experiment 3 
except as follows: First, children were never given any 
information about whether the puppets said “Yum!” or 
“Yuck!” after tasting the fruits. Instead, after taking a bite 
from their fruit, the experimenter said, “Anne kept eating 
the rambutan. Sally changed her mind and said she wanted 
an African cucumber instead.” As in Experiment 3, at test 
children were asked, “Can you tell me, which one of our 
friends didn’t know what rambutans tasted like until today?” 
(Actual fruits counterbalanced throughout.) 

Results and Discussion 
 
All results were coded in the same way as Experiments 1-3. 
Four children failed to respond to the inclusion question 
correctly and were therefore excluded from analysis and 
replaced. Children’s responses were coded as responding 
correctly if they indicated that the puppet who changed her 
mind was the one who had never tasted the fruits before. Of 
the 16 participants who made a choice, 81.25% (n = 13) 
responded correctly (95% CI: 58.34-100%). 
  Together with Experiment 2, these results suggest children 
understand that relative to naïve agents, knowledgeable 
agents are more likely to stick to their choices. Moreover, 
children can infer which agents are more likely to be 
knowledgeable based on the stability of these choices. 
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General Discussion 
 
 Across four experiments, we studied children’s 
understanding of the relationship between agents’ 
knowledge of their desires and the outcome of these agents’ 
actions. Our results suggest that four and five-year-olds 
understand that, relative to naïve agents, knowledgeable 
agents are more likely to obtain high rewards (Experiment 
1) and more likely to make stable choices (Experiment 2). 
Similarly, children believe that agents who obtain high 
rewards and agents who make stable choices are more likely 
to be knowledgeable (Experiments 3 and 4 respectively). 
Collectively, these results suggest that children understand 
that an agent’s choices are not always aligned with the 
highest utility, but rather with the highest expected utility. 
As such, agents who have more uncertainty about the value 
of a target are more likely to obtain a low reward, and more 
likely to explore different alternatives. 
  Children’s responses in our task could have been driven by 
their expectations about knowledgeable agents, naïve 
agents, or both. Future research might see which of these 
expectations underlies children’s reasoning.  Additionally, 
we have emphasized the possibility that children should 
infer that naïve agents are more likely than knowledgeable 
agents to make unrewarding choices, and this interpretation 
is consistent with the results of Experiments 1 and 3.  
However, children may also believe that, relative to 
knowledgeable agents, naïve agents are more likely to find 
exploration rewarding; this kind of reasoning could 
contribute to the results of Experiments 2 and 4 
Computationally, children’s intuitions may stem from a 
categorical distinction between knowledgeable and naïve 
agents, or from a continuous representation of how the 
amount of knowledge an agent has influences the quality of 
their choices. Although these two accounts make similar 
predictions in our task, the latter theory is more powerful, as 
it enables observers to reason about intermediate stages of 
knowledge. Further work is needed to establish exactly how 
children represent an agent’s uncertainty. Furthermore, it is 
an open question how children represent a goal’s reward. 
For instance, children might assume that each goal has a 
fixed reward value, which the agent may not know. 
Alternatively, children may understand that the same 
outcome can have variable rewards over time (an agent may 
find apples very rewarding when she’s hungry and less so 
when she’s full). Future research might investigate the 
precise representations underlying children’s calculations of 
agents’ utilities. 
  In these studies, we focused on agents’ estimates of the 
expected reward of their actions.  However, the same logic 
applies to agents’ understanding of the cost of actions. For 
example, Sally might be eager (or reluctant) to run a 
marathon.  However, if you know she does not understand 
the costs involved, you might not be confident that her 
current actions will be informative about her future ones. 
The converse inferences also hold. If you see Sally sign up 
for a committee and then fail to attend, you might infer that 

she had not accurately estimated the commitment involved. 
Recent work suggests that young children are sensitive to 
the cost of action when reasoning about an agent’s 
preferences or motivation (Jara-Ettinger, Gweon, 
Tenenbaum, & Schulz, 2015; Jara-Ettinger, Tenenbaum, & 
Schulz, 2015). Future work might investigate whether four 
and five-year-olds also have strong intuitions about how 
agents’ knowledge about the costs of action influences their 
preferences and choices. 
  The current results suggest the importance of a more 
nuanced approach to both empirical and computational work 
on theory of mind. Past research has focused on learners’ 
ability to draw inferences connecting agents’ beliefs, 
desires, and actions (e.g., Wimmer & Perner, 1983; Baker, 
Saxe, & Tenenbaum, 2011).  Almost universally however, 
beliefs and desires have been treated as independent, non-
interacting variables, and the content of beliefs has been 
restricted to information about the world.  The current study 
suggests that children understand that agents have beliefs 
not only about the world, but also about their own 
preferences.  Children understand that as agents gain 
knowledge about the world, their preferences can change as 
well.  As scientists, we can use this understanding to 
develop more sophisticated approaches to understanding 
theory of mind. 
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Abstract 

The understanding that agents have goals, and the ability to 
infer them, is fundamental in social cognition. However, 
much of our social understanding goes beyond goal 
attribution. Drawing on both behavioral studies throughout 
development, and on the limitations of past models, we 
propose that humans have a naïve utility calculus to reason 
about the costs and rewards underlying agents’ goals. We 
show that the naïve utility calculus model, embedded in a 
Bayesian framework, can jointly infer the costs and rewards 
of agents navigating in complex scenarios. Using this model 
we test humans’ ability to make quantitative cost-reward 
inferences in scenarios with various sources of costs and 
rewards. Our results suggest the naïve utility calculus model 
fits human inferences better than simple goal inference 
models. 

Keywords: Bayesian modeling; Inverse planning; Naïve 
Utility Calculus; Social Cognition; Theory of Mind 

Introduction 
Understanding that agents move to complete goals is at the 
heart of our social abilities and already at work in infancy 
(Woodward, Sommerville, & Guajardo, 2001). In addition 
to knowing that agents have goals, we also have 
expectations about how agents complete them. 
Developmental evidence suggests that humans expect 
agents to act efficiently (Scott & Baillargeon, 2013; Gergely 
& Csibra, 2003). This assumption, known as the principle of 
efficiency, enables humans to infer unobservable goals from 
observable behavior. The logic of this inference can be 
described and formalized using Bayesian inference, where 
the probability that an agent has goal G given that they took 
actions A is given by 

 
 p(G | A)∝ L(A |G)p(G).  (1)  
 
Here, L(A |G)  is the likelihood that the agent would take 
actions A if she had goal G, and p(G)  is the prior belief 
that the agent goal G. The principle of efficiency determines 
the likelihood function: The more efficiently the actions A 
complete the goal G, the higher their likelihood (And 
therefore the higher the posterior probability that the agent 
has that goal).  
   This kind of inference, called inverse planning, was 
formally modeled by Baker, Saxe, & Tenenbaum (2009), 
using Markov Decision Processes (MDPs). In the MDP 
framework, the environment is modeled as a set of states, 
each with an associated utility (that can be positive or 
negative), which the agent can navigate by taking different 

actions (e.g., walk left, right, etc). With this formulation, it 
is possible to determine the sequence of actions that 
maximize an agent’s utility as efficiently as possible. Using 
MDPs as a model for how agents act, goal inference can be 
formalized as inferring the unobservable utility function that 
is guiding the agent’s actions. These models predict with 
high quantitative accuracy how adults infer goals in simple 
scenarios (Baker, et. al., 2009; 2011; Jara-Ettinger et al., 
2012). 

Social reasoning beyond goal attribution 
Despite the success of these models, the power of these 

inferences is limited. 
   Explanatory limitations To illustrate why, consider a 
simple example. A man is walking and reaches a fork on the 
road. The left path leads to a lake where he can swim, and 
the right path leads to his house. The man stops for a second 
and then takes the right path. The man’s goal is immediately 
revealed after his first step, as he’s taking an efficient path 
towards his house and an inefficient path towards the lake. 
However, this inference only tells us what the man is trying 
to achieve, but not why. The man may be going home 
because he doesn’t like swimming, because he cannot swim, 
because he’s too tired, or too hungry. 

Models that infer the utility function will treat all the 
above explanations as being roughly equivalent, as they all 
reduce to a utility function with a higher value for being 
home than for going swimming. Intuitively, however, each 
statement tells us more about the man’s psychological state 
and provides some insight into why swimming had a low 
utility. That is, rather than only reasoning about high 
utilities and associating them with goals, we are also 
sensitive to the costs and rewards underlying these utilities. 

 
Predictive limitations Following on the past example, 

after the man arrives to his house, the predictive power of 
goal inference vanishes. We don’t know what the man will 
do next, or even if he will have the same goal in the future. 
However, each explanation above boosts our predictive 
power. Knowing the costs and rewards underlying the 
man’s goal allows us to reason about how his utilities may 
change over time. A tired man might choose to go 
swimming after taking a nap; an incompetent swimmer will 
not. 

 
Inferential limitations Desires might be in direct conflict 

with each other (e.g., wanting to a cookie and wanting to 
lose weight), they might be too costly to obtain (e.g., buying 
a new car), or we may not know how to complete them 
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(e.g., wanting world peace) (Moses, 2003). As such, agents 
have to compromise and tradeoff their true desires to choose 
a goal. Therefore, goals aren’t always aligned with agents’ 
true preferences. This makes it critical to distinguish 
between high utility states (what an agent wants to do at the 
moment) and high reward states (what an agent intrinsically 
likes). If your friend buys coffee next door you won’t infer 
that she likes it better than the coffee sold across town, but 
if she goes all the way across town, you’ll be confident she 
likes it better than the coffee from the local shop. 
 
   Practical limitations Standard goal attribution accounts 
assume that costs are identical for all agents. However, this 
is not the case. Consider this common scenario: Anne and 
Bob arrive to check-in at the airport and find that the entry 
is an empty zigzag pathway. Anne, who is six-years-old, 
takes her most efficient path towards the counter: ducking 
under the divisions. At the same time, Bob, who is 6’ tall, 
takes his most efficient path towards the counter, by 
zigzagging through the path. If we assumed that both agents 
were acting efficiently with respect to the same objective 
costs we might infer that Bob is changing his goal at every 
bend in the zigzag path. Thus, to infer goals we need to 
understand that costs vary across agents, and we need to be 
able to infer them. 

The naïve utility calculus 
In light of these limitations, our intuitive theory must also 

include some understanding of how costs and rewards 
jointly influence people’s behavior. Recent developmental 
evidence suggest that we assume that agents estimate the 
costs and rewards associated with a goal, and chose what to 
do based on the difference of these two values: the utility.1 

Preschoolers understand that costs and rewards vary 
across agents, and that these two determine the agent’s 
utility, and thus their goals. Using this understanding, five- 
and six-year-olds can use knowledge about an agent’s costs 
to infer their rewards, and, conversely, knowledge about an 
agent’s rewards to infer their costs (Jara-Ettinger, Gweon, 
Tenenbaum, & Schulz, 2015). At an even earlier age, two 
year-olds can estimate an agent’s motivation to help using 
information about their costs (Jara-Ettinger, Tenenbaum, & 
Schulz,2015): When a competent and an incompetent agent 
refuse to help, toddlers infer that the competent agent was 
more likely to be unmotivated. 

Intuitively, cost-reward tradeoffs happen in our everyday 
lives. We want to call our relatives but postpone it for weeks 
because we don’t have time; we want to go to that nice 
restaurant downtown but end up going to the less desirable 
one near our house because it’s closer, and we skip the best 
rides at theme parks because were not up for waiting in line. 
Formally, the utility for taking a sequence of actions A to 
reach state S is given by 

 

                                                             
1 These types of models have been extensively studied as a 

theory for how humans produce behavior (Gilboa, 2010), but less 

 U(S,A) = R(S)−C(A)  (2)  
 
The higher a goal’s utility, the more likely the agent will 
pursue it. Despite the simplicity, decomposing utilities into 
costs and rewards has powerful implications. Plans with 
high rewards and medium costs (e.g., doing something 
because you truly want it) are now different from plans with 
low rewards but even lower costs (e.g., doing something 
simply because it is convenient). Conversely, plans with low 
rewards and medium costs (e.g., foregoing something 
because you don’t want it) are now different from plans 
with high rewards and even higher costs (e.g., foregoing 
something because it’s too costly). However, the exact costs 
for different actions and the rewards for reaching different 
states vary across agents and are partially unobservable. 
Thus, for an observer to have the advantage of representing 
an agent’s costs and rewards, they need to be able to infer 
them. 
   Despite the qualitative evidence for a naïve utility calculus 
early in development (Jara-Ettinger et al., 2014; 2015), the 
exact nature of these inferences, and the precision to which 
humans can make them, are open questions. 

Computational framework 

To test people’s ability to jointly infer an agent’s costs and 
rewards, we implemented the naïve utility calculus model 
and a main alternative basic goal inference model (based on 
Baker, et. al., 2009). In addition, to get better insight into 
how each difference between the two models affects the 
cost-reward inferences, we implemented three additional 
intermediate models. 

Naïve Utility Calculus model sketch 
This model is a direct extension of past goal-inference 
models (Baker, et al., 2009). However, rather than inferring 
the agent’s utility function, we take the inference further and 
decompose the utility function into the underlying costs and 
rewards. This joint cost-reward inference can be seamlessly 
adapted into the inverse planning framework, where the 
probability that an agent who took actions A has cost 
function C and reward function R is given by Bayes’ rule: 
 
 p(C,R | A)∝ L(A |C,R)p(C,R) . (3)  

 
Here, the likelihood that the agent takes actions A given 
their costs and rewards C and R is determined by the 
resulting utility function (Equation 2). That is, this model 
performs Bayesian inference over a generative planning 
model (formalized as a Markov Decision Process; See 
Baker, et al., 2009 for a detailed explanation of inverse 
planning through MDPs) by combining the cost and reward 
function to generate the utility function. Critically, the 
model understands that costs depend on the type of action 
(some actions are more costly than others) and on the agent 
(different agents incur different costs), and, similarly, that 
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the rewards depend on the outcome (some outcomes are 
more rewarding than others) and on the agent (different 
agents place different rewards on the outcomes). 
 
   Simple goal inference alternative model As the main 
alternative we implemented a simple goal-inference model 
based on Baker, et al., (2009). Like the naïve utility calculus 
model, this model infers the unobservable utility function. 
However, rather than inferring an agent’s costs, it assumes 
that all agents incur the same costs, independent of the 
action they take. Thus, this model is unable to infer agents’ 
costs functions or to use them to infer the magnitude of the 
rewards. 

Intermediate accounts 
   Competence inference model This model extends the 
simple goal inference alternative model by allowing the 
costs to vary across agents. That is, this model assumes that 
agents incur a fixed cost for taking any action. However, it 
allows different agents to have different cost constants (their 
competence). As such, it understands that some agents may 
forego a high reward if the costs they would have to incur 
are too high. The difference between this model and the 
simple goal inference model quantifies the advantage an 
observer obtains by understanding that some agents are 
broadly more competent than others. 
 
   Motivation inference model This model is the 
complement of the competence inference model. As in the 
naïve utility calculus model, this model assumes that the 
cost for travelling depends on both the specific agent and 
the specific terrain. However, rather than inferring a 
separate reward value for each object, this model assumes 
that all objects have a constant reward value. Nevertheless, 
the model allows this value to vary across agents. 
Intuitively, the model attempts to explain agents’ behavior 
by inferring their full cost function, and an overall level of 
motivation to complete goals. This model allows us to test if 
people’s inferences can be explained by simply considering 
an agent’s overall motivation to navigate the world and the 
cost they incur for navigating different types of terrains. 
 
   Competence-motivation inference model This last 
model assumes that agents’ behavior is determined by two 
parameters: their overall competence and motivation. That 
is, the model assumes that each agent incurs a cost c 
whenever it takes an action (regardless of the terrain) and 
obtains a reward r whenever it collects an object (regardless 
of which object it collects). Although these two values are 
fixed for each agent, the model infers their specific value for 
different agents. This model, compared with the naïve utility 
calculus model enables us to quantify the inferential gain 
from giving the cost and reward functions more flexibility 
by allowing them to vary as a function of the objects and the 
terrains. 
 

 To illustrate how the 
naïve utility calculus 
model and the simple 
goal-inference model 
differ, consider the 
sample path shown in 
Figure 1a. An agent is 
travelling from south 
to north, where he can 
pick up either, or 
both, of the fruits. 
The terrain consists of 
dense jungle (in 
green), water (in 
blue), and mountains 
(in brown). Figure 1b 
shows the two 

model’s inferences for two potential paths. In the straight 
path (orange line) the agent travelled up north in a straight 
line, crossing the water. In the curved path (black line), the 
agent travelled up north circumventing the water. As the top 
row shows (Figure 1b), for the naïve utility calculus model, 
the straight path implies that the agent doesn’t mind 
crossing water, and the curved path implies that he dislikes 
water. In contrast, the simple goal-inference model is unable 
to consider these differences. The second row shows each 
model’s inferred reward functions. When the agent takes a 
straight path, both models infer that he probably likes both 
fruits. However, when the agent takes the curved path, the 
naïve utility calculus model now infers that the agent prefers 
grapes, while the simple goal inference model does not. 
This is consistent with the predictions about the agent’s 
future actions (last row). Once again, the simple goal-
inference model makes similar predictions for both paths. In 
contrast, the naïve utility calculus model infers that the 
agent is more likely to pick up the grapes when it observes 
the curved path, but not when it observes the straight path. 
Although simple, this example highlights how joint cost-
reward inferences help overcome the limitations raised in 
the past section. The naïve utility calculus can infer why the 
agent circumvented the water, and it can use this knowledge 
to predict what the agent will do next. In contrast, the pure 
goal-inference model interprets all actions as attempts to 
reach the fruits through the shortest possible path. 

Experiment 
To test people’s ability to perform precise cost-reward 

inferences, we designed a simple experiment where 
participants were asked to infer the abilities and preferences 
of different agents navigating a grid world (as a static 
image) with three types of terrains and two types of objects. 

Design 
The stimuli consisted of an 8x6 grid world with jungle, 
water, and mud (See Figure 2 for examples). Each stimulus 
contained the agent’s starting point (which could be any of 
the four red squares shown in the examples in Figure 2), the 

a) b)
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Figure 1. a) An agent moves from south to 
north towards two fruits. In the orange 
path, the agent moved in a straight line, 
while in the black path the agent 
circumvented the water. b) naïve utility 
calculus and simple goal inferences. Bars 
are color coded in accordance with the 
map. 
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end point (always located in the top left spot), two targets 
(located in any of the three possible locations shown in 
Figure 2; the apple and grape images were randomized 
across trials), and the agent’s path. To generate the test 
stimulus we first ran 12,000 simulations (1,000 in each of 
the 12 possible worlds) of agents with random costs and 
rewards navigating the world (Cost and reward values were 
sampled from exponential distributions with parameters 0.1 
and 10, respectively; these parameters were set qualitatively 
to ensure the simulations produced a wide range of paths). 
These simulations generated 189 unique paths. To reduce 
the stimuli size we first calculated each path’s recoverability 
score, defined as the residual sum of squares (RSS) between 
the true parameters and the parameters inferred through 
Bayesian inference over the generative model (taking the 
posterior’s expected value). Thus, paths with low 
recoverability indices had enough information for a rational 
observer to infer the underlying costs and rewards. Next, we 
calculated a discrepancy score for each alternative model, 
defined as the RSS between the naïve utility calculus 
predictions and the alternative model’s predictions. Stimuli 
were reduced by removing all paths with a recoverability 
index greater than one, and then by selecting the 30 paths 
with the highest discrepancy score for each alternative 
model. The resulting 120 paths (30 for each of the four 
alternative models) reduced to 42 paths after removing 
duplicates. These 42 paths were thus ensured to contain 
enough information for observers to be able to make cost 
reward inferences (because they had a low recoverability 
index), and a high likelihood of helping us disambiguate 
between models (because they had a high discrepancy 
score). For each of the 42 paths we created an object 
version, where the map contained two fruits the protagonist 
could collect (See Figure 2), and a social version, where the 
map contained two agents the protagonist could help (The 
stimuli was otherwise identical). This allows us to test if 
humans make different cost-reward inferences when 
reasoning about social (helping someone) and non-social 
goals (collecting food). For instance, humans may infer a 
separate reward for each outcome in non-social goals (as the 
naïve utility calculus model does), but only an overall level 
of prosociality when reasoning about social goals (as the 
motivation inference model does). 

Participants 
80 U.S. residents (as determined by their IP address) were 
recruited and tested through Amazon’s Mechanical Turk 
platform (Mean age = 38.59 years. Min=19 years, max=68 
years). 

Procedure 
Participants were randomly assigned to the object (N=40 
participants) or the social (N=40 participants) condition. In 
order to keep the experiment short, each participant only 
completed half (21) of the trials. These trials were selected 
by performing random splits, guaranteeing that each path 
was rated exactly 20 times in the social condition and 20 

times in the object condition. Participants first completed a 
tutorial and a brief questionnaire to ensure they understood 
the task. Participants who responded one or more question 
incorrectly were automatically redirected to the beginning of 
the tutorial. Participants who responded all questions 
correctly were given access to the test stage. In each trial, 
participants saw a test path on the left side of the screen 
(See Figure 2 for examples; all images were static) and five 
slidebars on the right side of the screen. The first three 
slidebars asked about the agent’s ability to navigate through 
each type of terrain (ranging from “Extremely exhausting” 
to “Extremely easy”, with “average” in the middle) and the 
last two slidebars asked about the agent’s strength of 
preference for each fruit, or about their motivation to help 
each stranded agent, depending on the condition (ranging 
from “Not at all” to “A lot” with no text in the middle). 

Results 
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Figure 2. Example stimuli showing different starting points, object 
arrangements, and paths. Grey bars show average human judgments (z-
scored per participant) with 95% confidence intervals. Teal bars show 
naïve utility calculus predictions. 
 
As predicted, participants’ average judgments were highly 
similar in the social and the object conditions (r=0.95; 95% 
CI: 0.93-0.97)2, suggesting that people use the same type of 
reasoning when inferring an agent’s social or non-social 

                                                             
2 All reported confidence intervals were obtained through a 

basic non-parametric bootstrap. 
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rewards. In light of this, all further analyses were performed 
using the merged judgments from both conditions. 
 Figure 2 shows example paths with the naïve utility 
calculus inferences and the average human judgments. 
Although the model qualitatively matched human 
judgments, there were also high discrepancies. For example, 
in the path on the bottom left of Figure 2, humans inferred 
that the agent had a high reward for picking up both objects 
(or helping both agents). In contrast, the model inferred a 
high reward for the first target the agent reached and a 
substantially lower reward for the second object, as it was 
conveniently located on the agent’s path towards the exit 
state (the top left of the map). This same path illustrates how 
the naïve utility calculus model showed more sensitivity to 
costs than humans did. At the beginning of the path the 
agent travelled north and moved two squares across the 
jungle before diving into the water. The model took this as 
strong evidence that the agent prefers navigating through the 
jungle relative to the other terrains, but humans did not. 
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Figure 3. Scatterplot of model predictions (z-scored) compared to average 
human judgments. The x-axis shows the model predictions and y-axis 
shows the human (z-scored per participant) average judgments. The left 
column shows the cost inferences (three points per path) and the right 
column shows the reward inferences (two points per path). Each row shows 
a different model. 
 
  We next performed a quantitative model comparison by 
calculating each model’s correlation with human cost and 
reward inferences (See Figure 3). To do this, each 
participant’s data was standardized (z-scored) and then 
averaged. Similarly, each model’s predictions were 
standardized (z-scored). On the cost dimension, the naïve 
utility calculus correlated the highest with human judgments 
(r=0.72; 95% CI: 0.65-0.79), followed by the motivation 
inference model (r=0.50; 95% CI: 0.40-0.61). The naïve 
utility calculus inferred the full reward function while the 
motivation inference model only inferred a single 

motivation parameter. Thus, this correlation difference 
(0.22; 95% CI: 0.09-0.34) suggests that inferring the reward 
function also helps recover the costs with more precision. 
The competence inference and the competence-motivation 
inference models both had correlations close to zero (r=-
0.04 and -0.01, respectively. The 95% CI for both models 
was between -0.20 and 0.16), suggesting that humans do not 
treat costs as being uniform for each agent. Last, the simple 
goal inference alternative model makes no cost predictions 
and is thus incomparable on the cost dimension. 
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Figure 4. Individual model correlations with each participant. 93.75% of 
participants correlated best with the naïve utility calculus model. The x-axis 
shows all 80 participants. The y-axis shows each participant’s correlation 
with each model. Participants are sorted by their correlation with the naïve 
utility calculus model. All model predictions were obtained prior to data 
collection and no individual parameters were fit. 
  
  On the reward dimension, the naïve utility calculus model 
showed the highest correlation (r=0.88; 05% CI: 0.83-0.93), 
but it was not reliably higher than the competence inference 
model (r=0.87; 95% CI: 0.82-0.93) or the simple goal 
inference model (r=0.82; 0.74-0.90) (95% CI difference 
between naïve utility calculus and competence inference and 
simple goal inference: -0.07-0.09 and -0.03-0.16, 
respectively). The motivation inference and motivation-
competence inferences performed considerably worse 
(r=0.34 and 0.42, respectively; 95% CI: 0.44-0.68 and 0.32-
0.57, respectively). Thus, our paradigm did not reveal any 
significant improvement in the ability to infer rewards by 
simultaneously inferring costs. 
  Last, we examined participants’ individual performance by 
calculating their correlation with each model (See Figure 4). 
Because both cost and reward inferences were z-scored for 
participants and each model, we were able to calculate a 
joint cost-reward correlation score. All participants were 
correlated with the predictions generated from the model 
prior to data collection and no parameters were fit to 
individual participants. On average, participants had a 
correlation of 0.624 (95% CI: 0.60-0.66) with the naïve 
utility calculus model. Furthermore, 93.75% of participants 
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(N=75) showed the highest correlation with this model. 
Three out of the remaining five participants (6.25%) 
correlated better with the goal inference model and the other 
two participants correlated better with the motivation 
inference model (See Figure 4). This suggests that, although 
the naïve utility calculus model did not fit human inferences 
perfectly, it nevertheless clearly outperformed all other 
models at a global and individual level. 

Discussion 
Here we proposed that the ability to reason about the costs 
and rewards underlying rational action is crucial for social 
reasoning. Inspired by developmental studies (Jara-Ettinger 
et al., 2015; Jara-Ettinger, Nate, Muentener, & Schulz, 
2014) we implemented a formal model of the naïve utility 
calculus and tested its performance against human 
inferences. 

Overall, the naïve utility calculus model outperformed the 
simple pure goal inference model as well as intermediate 
models both at a global level (averaging the responses of all 
participants) and at an individual level (correlating model 
predictions with individual participants). Importantly, the 
naïve utility calculus was able to infer the cost function in a 
quantitatively similar way to human’s inferences (See 
Figure 3), which no other model was able to do. However, 
we also found unexpected results. 

First, although the naïve utility calculus made better cost 
inferences compared to the other models, its reward 
inferences were matched by the simple goal-inference and 
the competence inference models. Thus, we failed to find 
evidence that the ability to infer an agent’s costs helps to 
infer rewards with more precision. However, a closer look at 
the data (See Figure 3) suggests that, although the models 
showed a high numerical reward correlation, none of the 
models was able to predict human judgments with high 
accuracy. Critically, humans’ reward inferences were 
bimodal, with participants mostly inferring that the agents’ 
rewards took the highest possible value, or no value at all. 
In contrast, the naïve utility calculus model made graded 
predictions. One possibility is that humans were judging 
whether the agent placed a reward on the outcome or not, 
rather than inferring its exact magnitude. Further work is 
needed to determine if this effect is task specific or if it 
fundamentally reflects how humans make reward 
inferences. 

In addition, our experiment only used complete paths. 
However, as Figure 1 shows, a significant advantage of 
jointly inferring the costs and rewards comes into play 
before the agent has completed their goal. Models that don’t 
take into account an agent’s costs assume the agent is 
always taking the shortest path towards their goal (which 
may not necessarily be the most efficient; see Figure 1) and 
thus can make incorrect inferences. As such, it is possible 
that the naïve utility calculus model would outperform the 
other models when making reward inferences in incomplete 
paths. 

Importantly, participants performed identically in the 
object and the social conditions. This suggests that humans 
use the same kinds of inferences to reason about social 
goals. Having found overall support for human’s naïve 
utility calculus, in future work we can bring this quantitative 
paradigm to study how humans make social and moral 
evaluations. Behavioral work suggests that the same kinds 
of inferences influence our social evaluations (Jara-Ettinger, 
Kim, Muentener, & Schulz, 2014; Jara-Ettinger, 
Tenenbaum, & Schulz, 2015). As such, models of people’s 
quantitative cost-reward inferences may help us understand 
the precise computations underlying our social evaluations 
and moral judgments. 
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Abstract 

The similarity between objects is judged in a wide variety of 
contexts from visual search to categorization to face 
recognition. There is a correspondingly rich history of 
similarity research and many known behavioral trends and 
models of similarity. Nevertheless, most similarity behaviors 
have been identified and tested only in a comparatively 
narrow set of unique contexts. This leaves open the question 
of the extent to which similarity judgments rely on common 
processes or resources and the specific nature of those 
processes if so. We tested three diverse yet well-established 
measures of object similarity using identical, 
psychometrically controlled stimuli and identical analyses 
across tasks. We found several consistent behavioral effects 
across tasks that provide clues as to the nature of task-general 
similarity processes and serve as diagnostic targets for 
computational models of similarity. 

Keywords: similarity; psychology; concepts and categories; 
decision making; vision 

Overview 

Similarity judgments between objects occur across diverse 

contexts and tasks. Judging the similarity between perceived 

objects is necessary for following a map, identifying growth 

of a tumor between scans, noticing a defective product on an 

assembly line, or inventing new categories for novel objects. 

 The ubiquity of similarity judgments raises the question 

of whether they may derive from general, task-independent 

cognitive processes. If so, the specific nature of those 

processes and which similarity judgment behaviors they 

map to will be critical in better understanding the many 

tasks involving similarity judgments. One way to determine 

the nature of any core similarity processes is to test for task 

general behaviors. If tasks are diverse from one another, yet 

a set of behaviors is found to be common across them, this 

would suggest not only the existence of core processes, but 

that the behaviors in question derive from those core 

processes and offer clues about their nature. 

 Formal models in particular are well suited to 

investigating the nature of similarity judgment processes. 

Several formal models of similarity or that involve 

similarity exist (SIAM—Goldstone, 1994a; SUSTAIN—

Love, Medin, & Gureckis, 2004; COVIS—Ashby, Paul, & 

Maddox, 2011; ALCOVE—Kruschke, 1992; the SME—

Gentner & Markman, 1997), and although there are 

overlaps, few specific behaviors are captured by a wide 

variety of models. If any general processes of similarity 

judgments exist, however, then task-general behaviors likely 

associated with those general processes would serve as 

invaluable general target data for developing computational 

theories of those core processes. 

 Where do we begin, however, to search for evidence of 

general processes of similarity judgments? Many distinctive 

behaviors have been found in different similarity judgment 

contexts. Certainly, similarity judgments correlate with 

measurable differences in features between objects like 

color hue or size. This is qualitatively evident at face value, 

and feature comparisons have also been incorporated into 

formal, quantitative models since at least the early 20th 

century (Richardson, 1938). Details of these metrics have 

taken longer to establish, however. For example, there is 

evidence for both the use of Euclidean (Hout, Goldinger, & 

Ferguson, 2013) and of taxicab/city-block (Shepard, 1964) 

algorithms for determining the quantitative difference 

between two objects' feature values. Circular, wrap-around 

dimensions like angle or color hue present additional 

considerations. Analogous to city-block and Euclidean 

metrics, but within a single circular dimension, differences 

between objects could potentially follow a linear-type 

metric (Fig. 1) or a “chord length” metric (Shepard, 1962). 

 

 

Figure 1: Left: differences along a circular dimensions can 

be measured or perceived in two ways: as if the dimension 

were linear around the circle, or as if along chords through 

the circle, yielding different ratios between pairs. Right: a 

two-dimensional feature space where one dimension is 

circular may be perceived as a curved (A) or flat (B) 

manifold when a subset of items are sampled, with red 

(chord) and blue (linear type) lines showing metric options. 

 

 Further complicating the study of similarity judgments, 

Tversky (1977) classically demonstrated that similarity 

judgments do not always follow pure metric assumptions at 

all. For example, China may be judged less similar to North 
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Korea then North Korea is to China. This “asymmetry” 

effect cannot be explained by static feature value 

differences, since the difference between two real numbers 

does not metrically change with order of presentation. 

Since Tversky, a variety of other non-metric patterns have 

been observed in similarity judgments (in addition to metric 

patterns). A given magnitude of difference between two 

objects may become exaggerated in similarity judgments as 

the objects may become more similar along other 

dimensions or more “alignable” (Gentner & Markman, 

1997). For example, differences between an atom and the 

solar system are easier to point out than differences between 

an atom and a toaster. A given difference between two 

objects can also be magnified in judgments if a person 

knows of many other objects near one or both in features (a 

high “neighborhood density,” Krumhansl, 1978), such as 

differences between minor breeds of dogs. Similarities or 

differences between objects can also be perceived 

differently if attending to a certain feature dimension over 

others, like color over shape (Nosofsky, 1991). 

A variety of tasks have been used to find and test 

similarity judgment behaviors. Pairwise tasks are 

particularly common, where pairs of two items from a larger 

set are judged at a time. Often, a ratings scale is used, or a 

two-alternative “same/different” choice. Alternatively, 

grouping, piling, and other arrangement methods allow 

participants to see a larger number of objects at once, then 

sort them into patterns to indicate similarity.  

Establishing Task-General Similarity Processes 

 In order to test for the existence of task-general similarity 

processes among this wide array of tasks and behaviors, 

three steps must be taken. First, a set of candidate behaviors 

must be chosen that hold the potential to be consistently 

observed across tasks. We ruled out any behaviors already 

known to differ between tasks or ones that cannot be 

demonstrated in certain tasks. For example, Tversky's 

asymmetry effect, although seminal in the field, is difficult 

to observe in a multi-object arrangement task (Goldstone, 

1994b), due to the geometric constraints of a workspace. We 

investigated the influence of basic feature value differences 

on similarity judgments, degree of feature dimensional bias, 

participants' sensitivity to circular dimensions, and the 

influence of neighborhood densities in feature space. 

 The second step in investigating possible core processes is 

to test all candidate behavioral effects redundantly across a 

diverse variety of available judgment tasks. Common 

behaviors despite diverse tasks suggests that those behaviors 

may hold clues to core processes shared across context. We 

chose three similarity tasks that are all widely used but 

differ from one another along key characteristics to cover a 

meaningful range of cognitive environments. Our first task 

used pairwise ratings, a task where participants judge object 

pairs by clicking on a 1-9 similarity scale. This task allowed 

for quick trials but was not time pressured. 

 The second task used binary “same/different” judgments. 

Compared to the ratings task, the same/different task was 

faster and less deliberative. It also included a time pressure 

element and had right and wrong answers. 

 The third task was the Spatial Arrangement Method 

(SpAM, Goldstone, 1994b; Hout, et al., 2013). SpAM 

involves arranging many objects at once into a pattern such 

that distances correspond to dissimilarities between any two 

objects. The task was the least time-pressured, allowed the 

highest response precision, and afforded the greatest ability 

to form intentional patterns of judgments, since the full 

context of all items was visible throughout the task. 

 The final step in testing for the existence of task-general 

similarity processes is to isolate the variable of task by 

utilizing a consistent environment of stimuli and analyses. 

 After describing the general task environment, we will 

describe the methodologies and findings of each task in 

detail, as well as the theoretical and modeling implications 

of task-general similarity. 

Common Stimuli 

In order to rule out stimulus-based confounds and to align 

tasks to allow for identical analysis, we used a single set of 

stimuli across tasks. The stimuli were shapes with two 

metric feature dimensions—color and shape. Fig. 2 depicts 

the full set. Both feature dimensions were psychometrically 

controlled in previous experiments and developed explicitly 

such that mathematical steps equal perceptual steps in these 

dimensions for average participants. The color dimension 

varied in hue according to the CIE l*a*b color space 

designed for a perceptually equal gradient, and the shape 

dimension consisted of circles modified by sine waves in a 

way that has been previously established to be perceived by 

participants as an equally spaced single, circular feature 

dimension of shape (Drucker & Aguirre, 2009).  

Dimensions where mathematical steps equal perceptual 

steps means that the effect of any metric component of 

similarity can be quantitatively predicted, such as the 

influence of distances between objects along individual 

feature dimensions. 

The full set of stimuli formed a 25 object grid across the 

two feature dimensions, as seen in Fig. 2. This is a 

commonly used pattern of stimuli for studies of object 

similarity due to its symmetry, uniformity, and 

predictability (Hout, Goldinger, & Ferguson, 2013; 

Kriegeskorte & Mur, 2012). However, one consistently 

observed factor in object similarity judgments is 

neighborhood density. Difference judgments of objects with 

many other objects near them in feature space are magnified 

compared to objects in sparse areas (Krumhansl, 1978; 

Love, Medin, & Gureckis, 2003).  

To allow us to better test neighborhood density effects 

across tasks, we manipulated the subset of objects that 

participants worked with across two conditions. Half of all 

participants judged the similarities of objects in a basic grid 

pattern in feature space (a smaller 4x4 grid within the full 

5x5 set). The other half of participants judged objects from 

a less symmetric, two-wide “L” shaped pattern consisting of 

the same number of objects as the grid pattern but with 
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overall less neighborhood density. Fig. 2 shows both 

patterns with colored overlays on the full stimulus set.  

Stimuli were sampled from 180 degrees of each of their 

full circular dimensions, to make distances unambiguously 

unidirectional between pairs of objects. Both dimensions are 

still circular, however, and could be perceived as such. 

 

 

Figure 2: The full 5x5 set of stimuli, varying by sine 

wave-based shape and by l * a * b color space hue. The blue 

box indicates stimuli included in the grid subset, and the red 

box indicates stimuli in the “L” subset. 

Common Analyses 

Since our goal was to determine task-general similarity 

processes, we performed the same set of analyses on the 

data from each task. 

Multidimensional Scaling 

Multidimensional scaling (MDS) is an algorithm that takes 

as input a matrix of pairwise differences between all the 

pairs of items in a set.1 It outputs positions for each item so 

that the distance between pairs of items are as proportional 

as possible to the input differences.  Most notably, MDS 

provides visualization of the “shape” of a set of similarity 

judgments, such as the overall degree of metric uniformity 

and the compression, expansion, or warping of feature 

dimensions. 

We performed MDS analyses of both group averages 

within experimental conditions and of individuals' data. 

Group analysis allowed us to visualize the strongest, most 

influential trends of judgments across tasks and between 

stimulus conditions (grid versus “L” subsets of items), while 

individual analysis indicated the range and variety of task 

“strategies.” In particular, we were interested in how 

metrically organized group judgments were and whether 

participants showed dimensional modulation. 

                                                           
1 Unlike our stimulus dimensions, the response scales in our 

tasks were not carefully psychometrically equalized. Therefore, 

non-metric, rank order MDS was appropriate for all tasks. The best 

fit from 50 random starts was used for MDS analyses. 

Circular Dimension Sensitivity 

We hypothesized that participants’ similarity judgments 

might be consistently sensitive to the fact that our stimuli 

were sampled from circular dimensions. 

If participants fail to notice a dimension's circularity, then 

they should judge each perceptually equal step linearly. If 

participants recognize curvature in the dimension, however, 

then they may judge pairs of objects according to chord 

distances “through the circle of the dimension.” The right 

side of Figure 1 shows this distinction as applied to a grid of 

stimuli with one circular dimension. To test this, we 

analyzed raw similarity judgments by object pair, 

calculating root mean square errors to both linear and chord-

based predictions to find the closer fit for each task. 

Neighborhood Density Sensitivity 

Previous studies (e.g., Krumhansl, 1978) suggest that in 

some cases, denser neighborhoods of objects in feature 

space can bias similarity judgments toward more “different” 

responses in that neighborhood than for the same number of 

feature steps of difference in a sparser neighborhood. We 

measured neighborhood density of each object pair as a 

count of both objects’ immediately adjacent neighbors in 

feature space (up to 8 neighbors each in our stimulus set 

shown in Fig. 2). 

We then correlated the neighborhood densities of each 

pair with the degree to which dissimilarity judgments 

differed from metric predictions. A positive correlation, 

therefore, would indicate inflated dissimilarities between 

objects in denser local neighborhoods in feature space. 

Experiment 1 – Pairwise Ratings Task 

The pairwise ratings task is the most common and 

straightforward of our three similarity judgment tasks. Most 

of the behaviors we tested originated from data using this 

task. The task is open-ended, unconstrained, without time 

pressure, and focused on pairs of objects at a time. 

Methods 

Twenty adult participants performed the pairwise ratings 

task. One participant was dropped due to MDS being unable 

to converge on a solution for his ratings. 

Participants provided informed consent and were then 

seated in front of a computer terminal in an unadorned 

room. All instructions were on-screen. Participants were 

first exposed to the full set of 25 stimuli for context, one per 

second, and told to watch passively. Afterward, a ratings 

scale appeared and remained at the bottom of the screen 

throughout the rest of the experiment. The scale was labeled 

from 1-9, with 1 being labeled as least similar and 9 labeled 

most similar.  Each trial consisted of a 500ms initial fixation 

cross, which was then replaced by two horizontally 

separated objects.2  Participants were instructed to click the 

                                                           
2 Separation was eight degrees of visual angle and stimuli 

subtended approximately five degrees of visual angle. 
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number on the ratings scale corresponding to how similar 

they thought each pair of objects was. 

Each participant was grouped into one of the two stimulus 

conditions—the 4x4 grid subset of stimuli or the 2-wide “L” 

shaped subset of stimuli. Each participant received two 

trials each of every pair of objects within the subset of their 

condition, for a total of 272 trials per participant, randomly 

ordered per participant in one block. 

After the experiment, all similarity ratings were inverted 

(10 – rating) to yield dissimilarity ratings, and the set of 

common analyses described above was applied to the 

dissimilarity data from all participants. 

Results 

Before analyzing MDS results, we needed to determine 

the appropriate number of dimensions to use for fitting data 

in the MDS algorithm. We accomplished this by fitting 

multiple solutions at different numbers of dimensions and 

using “scree plots” shown in Fig. 3. Two-dimensional 

solutions were determined most valid across all conditions 

and experiments. An “elbow” is visible across conditions in 

the scree plots at two dimensions, indicating the point at 

which more dimensions begin to yield diminishing returns 

in fits that no longer justify the greater complexity of a 

higher dimensional model. Additionally, two dimensions is 

the simplest fit for all conditions that outperforms 

comparison results using random input data (black dots, 

Spence & Ogilvie, 1973). 

 
Figure 3: Scree plots of data from all conditions. All 

conditions outperform random data at two dimensions, and 

“elbows” are visible across conditions at two dimensions. 

 

Group MDS solutions for the pairwise ratings task are 

shown in Fig. 4. Intersection points between lines represent 

object positions as placed by MDS. To aid visualization, 

green lines connect objects one step apart in color, and red 

lines connect objects one step apart in shape.  

Both conditions show clear metric feature comparison 

influence: aside from a few items with swapped positions in 

the upper right, the grid conditions shows participants 

judging similarity roughly by a grid, and the “L” condition 

shows two unambiguous “arms” of objects, as expected for 

the “L” shaped subset of stimuli.  

The “L” condition also shows non-linear warping of the 

predicted shape. The overall solution is “bent,” meaning 

participants rated objects in the arms of the “L” differently 

than the feature values alone suggest. Both arms of the “L” 

also show exaggerated differences across shape (green lines 

are longer than red lines), suggesting dimensional 

modulation. 

Figure 4: Group MDS solutions for Experiment 1. 

 

Individual MDS solutions confirmed that the group 

patterns were not artifacts of averaging. Several individual 

participants showed grid like results in the grid condition, 

and several showed less organized but distinct “L” patterns. 

Additionally, a number of individual results demonstrated 

dimensional modulation more dramatically than group 

results, yielding tightly clustered groups of objects along 

one dimension in MDS solutions. Fig. 5 contrasts a 

dimensionally even solution with a clustered solution. 

Overall, nine participants showed evenly spaced 

dimensional patterns, and eleven showed clustering patterns. 

Figure 5: Individual MDS solutions of two individuals from 

the grid condition of Experiment 1, showing mostly evenly 

weighted dimensions (left) and clustering (right). 

 

Circular dimension analysis showed that participants' 

similarity judgments matched chord-based predictions more 

closely than linear-type predictions (RMSE of 1.24 [chord] 

vs. 1.65 [linear] for the grid condition and 0.87 vs. 1.70 for 

the “L” condition). This suggests that participants likely 

perceived dimensions as more circular than linear. 

Neighborhood density analysis showed moderate 

correlations between (observed – expected) dissimilarity 

ratings and the neighborhood densities of objects in a pair, r 

= 0.30 across conditions. This is consistent with predictions 

that high neighborhood density should magnify differences. 

Experiment 2 – Pairwise Same/Different Task 

Our second task was a binary judgment “same”/“different” 

ratings task. The task was speeded and designed to be 
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overall faster and with less opportunity for deliberative 

thought than the pairwise ratings task. 

Methods 

Twenty-two adult participants performed the pairwise 

same/different task. Two participants were dropped for not 

meeting a predetermined 70% accuracy cutoff (see below). 

The procedure for the same/different task was identical to 

that of the ratings task, up until the point of test trials. 

Participants were still given a 500ms fixation cross followed 

by pairs of objects at a time, but instead of a ratings scale, 

participants were instructed to use keyboard keys “A” and 

“L” to indicate “same” or “different” (counterbalanced) for 

object pairs. Unlike in the ratings task, each trial had a 

correct answer. Participants were instructed that “’Different’ 

pairs are different in EVERY way. ‘Same’ pairs are the 

same in ANY way.” This particular rule was used, because 

it allowed a much more even distribution of “same” and 

“different” trials than if “same” were defined as identical, 

thus avoiding excessive repetition of identical pairs. 

Feedback was given at the end of each trial as a green check 

mark or a red “X” in the center of the screen for 500ms. 

The task was “speeded” by the addition of a loud, 

annoying buzz that sounded whenever participants took 

longer than 1500ms from the onset of stimuli to respond. 

Despite the buzz, all trials continued until an answer was 

recorded, to avoid missing data. 

Participants were again grouped into grid and “L” 

conditions. Each participant saw each pair of objects in their 

condition at least five times. Some randomly chosen “same” 

pairs appeared a sixth time, to equalize the number of 

“same” and “different” trials for each participant. Overall, 

participants in the grid condition completed 728 trials, and 

participants in the “L” condition completed 740 trials. 

Dissimilarity ratings used in analyses were derived from 

the ratio of same:different responses across duplicate trials 

of each pair for a participant. If a given pair of objects was 

shown five times, for example, and a participant answered 

“different” to three of them, then the dissimilarity judgment 

for that object pair was interpreted as 3/5 = 0.6 out of 1.0. 

Results 

MDS group analysis is shown in Fig. 6. The results reflect 

those of Experiment 1, although with greater noise. In the 

grid condition, more green rows (objects sharing color) have 

swapped positions than in Experiment 1, but judgments are 

overall still dimensionally organized, with objects of shared 

feature following consistent orders and patterns across the 

stimulus set and dimensions being relatively perpendicular 

to one another. In the “L” condition, differences along shape 

are again exaggerated relative to differences along color, 

providing evidence of dimensional modulation. 

 

 

 

 

 

Figure 6: Group MDS solutions for Experiment 2. 

 

Individual MDS analyses again confirmed that some 

individual results matched those of the group. Ten 

participants showed clustering patterns, and eleven showed 

even dimension ratios. 

Circular analysis showed that participant behavior again 

fit more closely to chord-based predictions than linear-type 

predictions, indicating that judgments were sensitive to the 

circular feature dimensions used (RMSE of 0.2 vs. 0.23 for 

the grid condition and 0.16 vs. 0.23 for the “L” condition). 

After subtracting out the contribution of feature values 

alone, neighborhood density analysis again showed 

moderate correlations between behavioral difference ratings 

and the neighborhood densities of objects in a pair, r = 0.21 

across conditions, suggesting that judgments of differences 

were magnified in high density feature neighborhoods. 

Experiment 3 – Spatial Arrangement Task 

Our third task, SpAM, used distance relationships between 

many arranged objects to indicate similarity judgments. The 

task was slower, more contextual, and more allowing of 

thoughtful patterns of judgments than the previous tasks. 

Methods 

Twenty-three adult participants performed the SpAM task. 

One participant was dropped for not arranging any stimuli. 

Participants used the same apparatus and were shown the 

same 25 item exposure phase as in the previous tasks. They 

were then presented with a single test trial. All 16 items in 

their condition (grid or “L”) were displayed in columns 

along the sides of the screen, and a square workspace took 

up the center space. Participants were instructed to click and 

drag all items into the workspace, such that once all were 

placed, the distance between any pair of items would 

represent the dissimilarity between those items. Participants 

were allowed to move items after initial placement. 

Dissimilarity ratings in the SpAM task were recorded as 

simply the pixel distances between each pair of item 

placements. These were then used to perform the common 

set of analyses. 

Results 

As seen in Fig. 7, group MDS results for the grid condition 

matched those of the pairwise experiments, taking the form 

of a noisy grid pattern with some swapped rows or columns. 

The “L” results showed a unique pattern. Feature 
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comparison is still apparent as a basis for judgments, but the 

two arms of the “L” were in this case laid out perpendicular 

to one another and with heavily swapped orders of feature 

values. Dimensional modulation is still suggested, but here, 

shape differences are exaggerated in only one arm, while 

color differences were exaggerated in the other. 

 

Figure 7: Group MDS solutions for Experiment 3. 

 

Individual MDS analyses again confirmed the validity of 

group patterns in some participants, and revealed another 

strong split between even dimension patterns (fifteen) and 

clustering patterns (six). 

Participants showed mixed sensitivity to circular 

dimensions, with better fitting RMSEs to linear distances in 

the square condition (520 vs. 624) and better fits to chord-

based distances in the “L” condition (100 vs. 107). 

Participants also again demonstrated a weak to moderate 

sensitivity to neighborhood densities, with neighborhood 

density measures correlating with feature-controlled 

dissimilarity ratings at r = 0.17 across conditions. 

General Discussion 

All three of our tasks showed evidence of a feature 

comparison influencing similarity judgments, roughly 

accurate representation of grid versus “L” stimulus patterns, 

uneven dimensional modulation to the extreme of clustered 

judgments in some participants, sensitivity to circular 

dimensions, and sensitivity to neighborhood density. 

This large number of behaviors consistent across diverse 

tasks presents a strong case for the existence of core 

similarity processes. Furthermore, the identity of these 

particular behaviors may offer important clues as to the 

nature of those processes, particularly when targeted by 

formal, computational models of similarity judgments. Any 

general theory of similarity will likely require a flexible 

memory space that allows for both linear and circular 

feature space metrics (unlike traditional, Cartesian 

frameworks), and should describe processes allowing for 

modulating feature dimensions in linear (e.g., clustering) 

and non-linear (e.g., neighborhood density) ways.  

Our findings also serve as a convenient quantitative 

modeling target due to the quantitative nature of our 

analyses, the psychometrically controlled and evenly 

perceptually spaced stimuli, and our consistent testing 

environment. 
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Abstract 

In this paper I argue that the prioritization of sensory input by 
top-down attention is constitutive of and essential to 
conscious perception. Specifically, I argue that top-down 
attention is required to provide informational integration at 
the level of the subject, which can be contrasted with 
integration at the level of features and objects. Since the 
informational content of conscious perception requires 
integration at the level of the subject, top-down attention is 
necessary for conscious perception as we know it. I present 
this argument through a theory, which I call the “Standard 
Theory.” According to this theory, top-down attention brings 
about subject-level integration for sensory input by 
prioritizing that input with respect to a subject-level standard. 
 
Keywords: top-down attention; conscious perception; 
Tononi; integrated information; standard theory 

Introduction 
In the cognitive sciences, top-down attention is understood 
to prioritize select neural processing according to the 
subject’s current task. Although this function of top-down 
attention may not appear at first to play an important role in 
the bringing about of conscious perception, I will argue here 
that such prioritization is constitutive of and essential to the 
structure of conscious perception, expanding on arguments 
published elsewhere (Jennings, 2015). I present this 
argument through a theory, which I call the “Standard 
Theory.” According to this theory, top-down attention 
integrates sensory input by prioritizing this input with 
respect to a subject-level1 standard, using a spatiotemporal 
framework common to all types of sensory input to do so. 

The Standard Theory is original in its details but not in its 
vision. William James connects attention to conscious 
perception in his Principles of Psychology. 
 

Millions of items of the outward order are present to my 
senses which never properly enter into my experience. 
Why? Because they have no interest for me. My 
experience is what I agree to attend to. Only those items 
which I notice shape my mind – without selective interest, 
experience is an utter chaos. Interest alone gives accent 
and emphasis, light and shade, background and 
foreground – intelligible perspective, in a word. It varies 
in every creature, but without it the consciousness of 

                                                             
1  “Subject-level” processing is taken to be the subset of 

cognitive processing that is open to modification by “the 
subject”—that to which we normally ascribe conscious experience, 
thought, and high-level behavior, but which is not necessarily 
equivalent to “the organism.”  

every creature would be a gray chaotic indiscriminate-
ness, impossible for us even to conceive. (James, 1981, p. 
403) 
 

James claims here that it is interest on the part of the subject 
that determines the content of perception, both in quantity 
and in quality. His claim rests on evidence of sensory 
selection (“Millions of items...never properly enter into my 
experience”) together with the idea that such selection must 
be governed by interests. Of course, quantitative selection 
need not be achieved by a subject, since it can take place 
through bottom-up filtering and selection. Thus, the fact that 
we do not perceive all of the “items” surrounding us does 
not by itself show us that interest-based attention is the 
gateway to conscious perception. Nonetheless, James’ 
intuition that interest-based attention provides for the 
qualitative content of conscious perception finds support in 
the Standard Theory. 

Maurice Merleau-Ponty, on the other hand, entertains the 
notion that attention is the key to the common spatio-
temporal framework of conscious perception. In the 
Introduction to Phenomenology of Perception, he makes the 
following observation. 
 

Attention first of all presupposes a transformation of the 
mental field, a new way for consciousness to be present to 
its objects. Take the act of attention whereby I locate a 
point on my body which is being touched...A vaguely 
located spot, this contradictory phenomenon reveals a 
pre-objective space where there is indeed extension, since 
several points on the body touched together are not 
confused by the subject, but as yet no univocal position, 
because no spatial framework persists from one 
perception to another. The first operation of attention is, 
then, to create for itself a field, either perceptual or 
mental, which can be ‘surveyed’ (Merleau-Ponty, 1962, 
pp. 33-34, translation amended) 

 
Here, Merleau-Ponty claims that although prior to the act of 
attention experience is organized (e.g. two unattended points 
on the body are easily distinguished), attention allows for a 
new type of organization. Namely, attention transforms 
conscious experience from a pre-objective space to an 
objective space by invoking a common spatiotemporal 
framework. 

Merleau-Ponty argues for this role of attention by looking 
at the phenomenon of directed search. Directed search 
implies that the subject has a partly determinate and partly 
indeterminate idea of its target (Merleau-Ponty, 1962, p. 
33). When I search for a pen on the surface of my desk, for 
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example, I use the determinate idea that the pen is 
somewhere on my desk to guide my search and the 
indeterminacy of its precise location to drive the search. 
That determinacy can guide the search reveals that the target 
has conceptual qualities, and is not a pure sensory object 
(contrary to the “empiricist” view, as Merleau-Ponty 
construes it). Yet, that indeterminacy drives the search 
reveals that the target has qualities that extend beyond our 
current knowledge (contrary to the “rationalist” view, as 
Merleau-Ponty construes it). Attention, as the mechanism of 
search, will have to be the sort of thing that can connect the 
realm of structured thought to the realm of pure sensory 
objects to reveal a target of this sort, according to Merleau-
Ponty.  

The Standard Theory gives a working account of these 
phenomenological intuitions. Namely, the Standard Theory 
shows how top-down attention transforms sensory input into 
conscious percepts by prioritizing the former with respect to 
a ‘subject-level standard’–a standard rooted in or held by the 
subject. According to the Standard Theory, this 
transformation brings about both the informational content 
of perception, as flagged by James, and the determination of 
a shared perceptual space, as flagged by Merleau-Ponty. 
Thus, the Standard Theory is an account of how the subject 
brings about the structure of conscious perception through 
the activity of top-down attention. 

The Problem of Subject-Level Integration 
To start, it may be helpful to clarify my working definitions 
of top-down attention and conscious perception. As I use it, 
“top-down attention” should be understood as the 
prioritization of select mental or neural processing 
according to the subject’s current interests. This can be 
contrasted with prioritization that takes place solely through 
filtering and bottom-up selection.2 “Conscious perception,” 
on the other hand, normally refers to the experience of 
informational sensory content within a spatiotemporal 
framework. Although sensory input may include some 
spatiotemporal information, it is thought to differ from 
conscious perception in lacking informational content. That 
is, unlike sensory input, conscious perception presents the 
world as being a certain way to the subject. This “being a 
certain way” involves both general or shared attributes 
between the many items of content and particular 
instantiations of those attributes held by each item. The 
stargazer, for example, experiences the stars as each having 
relative brightness: they share the perceptual quality of 
brightness, but each of them instantiates a particular degree 
of brightness. As Tyler Burge puts it: “a perception–a 
representational perceptual state instance, or the content of a 
perceptual state instance–must always involve the context-
dependent singular application of (general) perceptual 
attributives” (Burge, 2010, p. 381). Perhaps we could 
provisionally characterize conscious perception as the 

                                                             
2 A more complete account of this form of attention can be 

found in Jennings, 2012. 

experience of sensory elements bound to a spatiotemporal 
structure, where “elements” signifies the particularities or 
instantiations of generalities, and where this spatiotemporal 
structure may include localized events, patterns, or simply 
spatiotemporal depth.3 

A full characterization of such informational content has 
been undertaken by Giulio Tononi as part of his integrated 
information theory of consciousness4: 

 
Every time we experience a particular conscious state out 
of such a huge repertoire of possible conscious states, we 
gain access to a correspondingly large amount of 
information. This conclusion is in line with the classical 
definition of information as reduction of uncertainty 
among a number of alternatives (Shannon and Weaver, 
1949)...the information generated by the occurrence of a 
particular conscious state lies in the large number of 
different conscious states that could potentially have been 
experienced but were not. (Tononi, 2005, p. 111) 
 

So the informational content of one’s current conscious 
experience occurs through contrast with what is not 
experienced. Tononi motivates this theory by describing the 
visual experience of total darkness: such an experience only 
has visual content if “content” measures what is present 
against what is possible. That is, a room devoid of light has 
visual content only when compared with other potential 
visual experiences one could have. Normal visual sensation, 
in contrast, relies on the presence of light. The fact that we 
experience total darkness, then, shows us that conscious 
content is inherently informational. In Tononi’s view, even 
the conscious perception of a homogenous plane of light has 
a lot of information for us, since its content is generated in 
contrast to other potential experiences. 

Tononi further notes that the information of conscious 
content is integrated in a way that is not captured by 
“Shannon Information.”5 As captured in the paragraph 
above, we might say of the content of perceptual experience 
that it is informational for us. Tononi suggests that  
 

To measure information integration, it is essential to 
know whether a system of elements constitute a causally 
integrated system, or they can be broken down into a 
number of independent or quasi-independent subsets 
among which no information can be integrated. (Tononi, 
2005, p. 113)6 
 
                                                             
3 Although I take it that these remarks hold for all varieties of 

conscious perception, I focus here on visual perception. 
4 While Tononi emphasizes the informational content of 

consciousness, in general, I focus only on the informational 
content of conscious perception, in particular.  

5 “Shannon Information” was put forward as a partial account of 
information—the data without its meaning (Shannon, 1948; 
Floridi, 2009).  

6 Note that Tononi’s use of the term “element” does not 
necessarily include participation in a complex as a defining feature. 
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That is, Tononi claims that to get anything like conscious 
content we require not only information but integrated 
information, which we can measure by looking at causal 
integration.  

But integration with respect to what? Tononi says that 
integration is implicated by the fact that we cannot 
experience shape without color (Tononi, 2005, p. 112). He 
also says that integration is implicated when a “conscious 
state is experienced as an integrated whole” (Tononi, 2005, 
p. 112). Yet these forms of integration do not seem 
extensive enough to capture both actual and potential 
experience, which is central to his account—one might have 
integrated perceptual features and even an entirely 
integrated experience without achieving integration across 
actual and potential experience. Without this level of 
integration the conscious experience of a completely dark 
room would not be able to yield information through 
contrast with other potential experiences, for instance. I thus 
suggest that Tononi’s account of conscious content is best 
understood as information that is integrated with respect to 
the subject (a view that sometimes appears to be supported 
by Tononi). Although I adopt Tononi’s basic perspective in 
this paper, note that I am not arguing that all of conscious 
experience is captured by integrated information, but only 
that all of our perceptual experiences can be understood this 
way.7 

This understanding of conscious perception (as the 
experience of integrated information within a spatio-
temporal framework) raises a problem. Specifically, 
assuming conscious perception is rooted in neural 
processing and that this requires structural correspondence 
between the two, neural processing must involve a part-
whole structure that can support the experience of a unified 
complex of sensory elements. The problem arises when we 
note that the early processing of sensory input contributes 
only half of this requisite structure: the early processing of 
sensory input divides that input into feature-specific 
processing without it yet having membership in a unified 
complex of processing. The problem of discovering how 
this unified complex comes about is known as the ‘problem 
of unity,’ which has now been solved at the level of features 
and objects, but not yet at the level of the subject. 
Importantly, although recognition of this problem assumes 
the possibility of a natural explanation of conscious 
perception, it need not confuse the content of conscious 
perception with its vehicles. That is, one can agree with 
Susan Hurley that “the properties of subpersonal processes, 
of vehicles of content, cannot simply be projected into 
personal-level mental content, or vice versa” (Hurley, 2002, 
p. 3) and still find particular vehicles wanting. As stated, it 
is the presumption of structural correspondence, and not a 
simple projection of properties, that drives the claim that 
content-vehicles will have to instantiate a part-whole 
relationship that corresponds to the division and unity of 
integrated information. I assume structural correspondence 

                                                             
7 See Jennings (in press) for those forms of conscious experience 

that depart from this model.  

because I take this to be the minimal constraint on the “is 
rooted in” relation.  

Burge, mentioned above, claims that the development of 
perceptual content occurs through perceptual constancies 
(Burge, 2010, pp. 407-413), but I look further back to the 
source of these constancies and find a role for the subject 
through top-down attention. As I will argue below, a 
solution to problem of integration at the level of the subject 
will necessarily involve a subject-level standard, which can 
only be applied through top-down attention. The solution to 
this problem lies, in other words, in the adoption of the 
Standard Theory. 

The Standard Theory 
From the work of Treisman and Gelade (1980); Treisman 
(1988); Wolfe, Cave, and Franzel (1989); and others we 
have an account of how objects are bound from the features 
of separable feature sets (e.g. color and luminance), which 
answers the problem of unity at the level of objects. Yet, if 
we want to fill in the account of perceptual unity then we 
need an explanation of the unity that exists across objects 
and feature sets, which allows for integration at the level of 
the subject. The Standard Theory provides this missing 
explanation. The basic claim of the Standard Theory is that 
top-down attention provides for conscious perception by 
transforming sensory input into conscious percepts. Top-
down attention achieves this by prioritizing (and thus 
differentiating) the sensory input according to a subject-
level standard, through which the sensory-input-turned-
percepts are “unified” or integrated at the level of the 
subject.  

To start, let’s reflect on conscious perception at the level 
of objects and feature sets to examine the claim that 
perceptual experience has a level of integration that goes 
beyond objects and feature sets. If you look across the space 
in front of you, you will probably note many specific shades 
of color (e.g. the green of a plant, the red of a couch). Each 
of these shades of color should be easily attributed to its 
object, since color is normally integrated with other features 
of an object. Yet, these objects share the feature of having 
color. Thus, these shades of color are also integrated at the 
level of the feature set, which exists across visual objects. 
Similarly, the sounds around you each have a specific pitch 
(e.g. the rumble of a car, the hum of a fan), easily attributed 
to separable objects due to integration at the level of objects, 
while nonetheless sharing the quality of having pitch, due to 
integration of pitch across aural objects.  

The above reflections reveal the existence of integration 
at the level of both objects and feature sets. To see the 
integration that occurs beyond objects and feature sets, note 
the difference within experience that occurs when one 
switches focus from one object to another (e.g. from the 
plant to the couch, or from the car to the fan): the current 
feature or object of interest gains a sort of proximity, 
whereas other features and objects now seem more distant. 
This is not a change in acuity or spatial distance–the change 
occurs even if one keeps one’s eyes still. It is instead 
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experienced as an epistemic or valuational proximity: the 
feature or object of interest appears more available for 
knowledge, more valuable, or more meaningful, whereas 
other features or objects appear less available for 
knowledge, less valuable, or less meaningful. However 
exactly one experiences the difference between the proximal 
and distal objects, this structural difference reveals 
integration that transcends objects and feature sets. Since 
this integration changes with the subject’s interests, it 
qualifies as subject-level integration (see Jennings, 2015 for 
a more detailed account). 

That perceptual experience has this structure was pointed 
out by Gurwitsch in his Field of Consciousness (Gurwitsch, 
1964). Gurwitsch claims that perceptual experience always 
contains a “theme” and a “thematic field,” where the 
separation between these can be as rough-grained as that 
between two different sensory modalities. In “ganzfeld” 
experiences, for example, where a single sensory modality 
contains only homogenous information (as of a homogenous 
plane of light), that modality may yet experienced as a 
theme relative to other sense modalities (Wackermann et al., 
2008). Even in Balint’s syndrome, where a patient with 
bilateral parietal lesions only recognizes one object at a 
time, there is a contextual basis for the object that can serve 
as its thematic field (Michel & Henaff, 2004, p.11). 

How is this structure achieved? A spatiotemporal 
framework common to objects and feature sets clearly plays 
a role. The green of the plant and the red of the couch are 
not confused, in part, because these objects and features are 
separated in space and time (as is central to Treisman’s 
account). Yet, a spatiotemporal framework common to 
objects and feature sets cannot provide the relevant standard 
of comparison for integration at the level of the subject. 
What can provide this standard? A clear common factor in 
all perceptual experience is the experiencing subject. Since 
the determination of subjective value depends upon the 
subject, it makes sense that subject-level integration, 
according to the subject’s current interests and values, 
would be brought about by the subject.  

This is where the Standard Theory comes in. According to 
the Standard Theory, conscious perception requires the 
integration of early sensory processing by the subject 
according to a subject-level standard through top-down 
attention. It is based on a relatively simple argument:  

1) An essential feature of conscious perception is that it is 
informational for a subject  

2) Early sensory processing is not integrated in a way that 
could allow for this type of information without further 
processing 

3) Some process must bring about this integration for 
early sensory processing to bring about conscious 
perception  

4) In order to bring about this integration, early sensory 
processing will have to be differentiated according to a 
subject-level standard 

5) Only top-down attention differentiates sensory 
processing according to subject-level standards 

6) Thus, top-down attention is necessary for conscious 
perception.  

Further evidence for this argument comes from observing 
the variation between perceivers. For two perceivers 
watching someone bike past, one may perceive the color of 
the bike but not that of the cyclist’s clothing, while the other 
perceives the color of the cyclist’s clothing but not that of 
the bike. The most natural explanation of this difference in 
what is perceived is that the perceivers have different 
interests. That is, the interests of the subject in each case 
determine what is and is not consciously perceived.  

I find it useful to think of the maintenance of the 
boundary between what is consciously perceived and what 
is not consciously perceived as being a form of consumption 
by the subject. That is, just as the boundary between what 
digestion and waste is internally regulated, the boundary 
between perception and sensation is internally regulated. 
When one digests peanut butter, the peanut butter is 
(eventually) transformed into parts of the body. How is this 
accomplished? It is not simply a process of the peanut butter 
being taken in by the body; bodies have considerable 
variation in what they will digest, and this variation is partly 
regulated by the digestive system itself. Just as the digestive 
system (partly) determines what will be incorporated into 
the body, the claim here is that the subject (partly) 
determines what will be integrated into the subject-level. 

If these observations are correct, the integration of early 
sensory processing into perceptual experience requires 
action by the subject. Yet, sensory processing must also be 
differentiated in order to be integrated as information. This, 
I claim, is the role of prioritization. Importantly, integration 
and differentiation are twin concepts. That is, for parts to be 
integrated with respect to some standard is for the parts to 
be differentiated, and for the parts to be differentiated with 
respect to some standard is for them to be integrated. Thus, 
the role of attention in differentiating and the role of the 
subject in integrating are linked: the subject is the standard 
of integration with respect to which attention differentiates. 

To see the link between informational differentiation and 
integration, consider that for something to count as 
information it must be differentiated with respect to some 
standard. The number “59” is not information, even though 
it can be differentiated from other numbers, unless it is set 
against some standard. The phrases “My father is aged 59 
years” or “I saved 59 dollars on my wedding dress,” do 
count as informational because they supply a context and an 
implied standard. For something to be informational for a 
subject, the subject must either hold the standard or the 
standard must be rooted in the subject. That is, the 
differentiated parts will have to point back to the subject 
according to the subject-level standard. Otherwise the 
information will not be integrated or unified with respect to 
the subject. Top-down attention is a process of prioritization 
by the subject or according to the subject’s current interests. 
Thus, for the subject to differentiate those items it 
integrates, it will have to use top-down attention. This 
doesn’t mean, of course, that bottom-up attention cannot 
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also play a role, so long as top-down attention is involved to 
some degree.  

The most basic form of integrated information, in my 
view, can be found in someone that perceives only in terms 
of positive and negative valence. Let’s imagine such a 
person named “Michéle,” who likes sitting on cool beaches 
(in Scotland, say) but detests sitting on hot beaches (in 
Florida, say). When presented with a particular beach in 
Scotland, Michéle might have a perceptual experience of 
positive valence at a particular intensity, shape, and 
duration, which she calls “West Sands.” It may be that 
“West Sands” for Michéle applies to beaches other than 
what humans call “West Sands” so long as those beaches 
produce just the same experience of positive valence. When 
presented with a particular beach in Florida, Michéle might 
have a perceptual experience of negative valence at a 
particular intensity, shape, and duration, which she calls 
“Naples Bay.”8 It may be that “Naples Bay” (for Michéle) 
applies to other beaches, or even to other things that 
Michéle detests, so long as those things produce just the 
same experience of negative valence. Michéle will not have 
a perceptual experience of anything that does not have a 
ranking of positive or negative valence for her. Michéle may 
have no feelings at all towards umbrellas, for example, in 
which case she would not perceive them. For Michéle to 
perceive something, that thing must be ranked according to 
her subject-level standard. Otherwise that thing would not 
be differentially integrated with respect to Michéle (qua 
subject).  

My claim is that all perceptual experience must be based 
on a subject-level standard akin to Michéle’s beach 
interests, by virtue of which it has subject-level integration. 
The story so far supplies only the most universal and basic 
form of integrated information. The conscious perception of 
most humans has layers of differentiation and integration 
beyond a single subject-level standard. It is the integration 
of these further layers, I claim, that requires a common 
spatiotemporal framework.  

Returning to an example used at the start of this section, 
there is unity of color in one’s visual field. How might this 
occur? My suggestion is that it occurs through the pre-
subjective prioritization of sensory input according to 
habitual tasks that reliably fit the subject-level standard. 
That is, for stable subject-environment couplings it may be 
the case that the processing of sensory input becomes tuned 
to goals that can reliably bring about value according to the 
subject-level standard. Groups of neurons may become 
tuned, for example, to the inputs that normally enable the 
realization of subjective value and respond preferentially to 
them. Thus, feature maps, or the mapping of inputs to pre-
subject-level standards that regularly contribute to the 
subject-level standard, will take place without top-down 
attention for habitual or long-term goals. This explains how 
it is that certain features of stimuli are pre-subjectively 
prioritized by the visual cortex – the inheritance of neural 
tuning created by millennia of other subjects matching goals 

                                                             
8 For the record, I love Naples Bay.  

like ours to a world like ours does much of the dividing 
work for us. Thus, one need not find top-down attention 
necessary for each instance of integration, such as the 
integration of individual feature sets, but only for 
integration with the subject’s current interests. 

To achieve this level of integration, across objects and 
feature sets, it will be necessary to have a common 
framework for comparison. That is, the application of a 
unifying standard to multiple sets of features, for example, 
will require a structure through which to compare the values 
of each set without losing the internal structure of each set. 
This is the role of the common spatiotemporal framework 
found in nearly every perceptual experience. A common 
spatiotemporal framework is required so that the 
prioritizations found in the feature maps can be compared 
with respect to the subject-level standard without losing the 
particular information contained within those feature maps. 
This common spatiotemporal framework need only be 
general enough to combine all the feature sets, and not so 
general as absolute or allocentric space-time. In such a 
system the different feature dimensions will share a 
framework or matrix that allows for prioritization across 
dimensions but that sacrifices neither the bottom-up salience 
values contained in each dimension nor the spatiotemporal 
location values of the information sources. This 
spatiotemporal framework helps us to solve the problem of 
subject-level integration in that it provides a mechanism of 
comparison for the application of an integrating standard. 
Yet, even once we have a framework for comparison, we 
will still need top-down attention to match the values from 
pre-subject-level standards to the subject-level standard to 
obtain subject-level integration. 

According to the Standard Theory, all perceptual 
experience minimally contains the structure yielded by 
prioritization with respect to a subject-level standard, even if 
it does not also contain other layers of prioritization that 
need to be fitted to a common spatiotemporal framework, as 
illustrated in the case of Michéle. Thus, although the 
working definition of conscious perception supplied at the 
start of this paper involved the experience of sensory 
elements bound to spatiotemporal structure, the Standard 
Theory does not depend on this limited understanding of 
conscious perception to make its case. Any type of 
perceptual content, in being integrated with respect to the 
subject, will rely on top-down attention, according to the 
Standard Theory. 

Conclusion 
Throughout this paper I have illustrated how the content of 
conscious perception relies upon top-down attention. I have 
claimed that although the integration of individual feature-
sets can be automatized, such that neural structures can 
become tuned to particular types of features and collections 
of features according to the habitual or long-term goals of 
the subject, integration across features and objects will only 
be achieved with the real-time application of a subject-level 
standard through top-down attention. Thus, if the Standard 
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Theory is correct, top-down attention is necessary for 
conscious perception as we know it, which minimally 
involves the division of theme from thematic field, but also 
normally involves deeper layers of differentiation and 
integration. 
. 
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Abstract 

We examine a “mere newness bias,” a preference for novelty 
purely due to recentness of release. In a series of studies, we 
show that, for newer and older products of identical quality, 
people prefer newly released goods over older goods across a 
range of domains. This bias translates to a higher willing to 
pay, greater anticipated excitement, and higher likelihood of 
purchase for products perceived to be newer. The mere 
newness bias persists even for die rolls, where there cannot be 
any difference in quality and where there is no social benefit to 
newness. 

Keywords: novelty; decision making; bias 

Introduction 
 
What does an organism do when all its needs are satisfied 

and all its discomforts eliminated? Psychologists find that 
answer is generally not “nothing” (Bianchi, 1998; Scitovsky, 
1992). In fact, a situation of perfect rest and comfort is 
unpleasant and boring, and the organism will try to break out 
of it (Bianchi, 1998).  

One outcome of this drive is that humans tend to explore 
novel stimuli and environments (Berlyne, 1966). Marketers 
have exploited this tendency when launching new consumer 
packaged goods (Steenkamp & Gielens, 2003) and new 
products (Richins & Bloch, 1986). Recently, neuroscientists 
have proposed that novelty can act as a bonus for rewards 
(Krebs, Schott, Schütze, & Düzel, 2009), even when such 
novelty is not related to reward predictions (Wittmann, Daw, 
Seymour, & Dolan, 2008). The “additive novelty bonus” 
(Niv, 2009) has direct consequences on choice behavior, and 
it is above and beyond any effect caused merely by 
uncertainty (Dayan & Daw, 2008; Wittmann et al., 2008). 
Redgrave and Gurney (2006) suggested dopamine cells play 
a central role in encoding such novelty bonuses. In short, the 
preference for novelty manifests even at the neural level 
(Dayan & Daw, 2008).  

But what is novelty? Cognitive psychology primarily 
defines novelty as “anything that has not been experienced in 
the past” (Förster, 2009). The aforementioned studies all 
operationalized novelty this way; for example, people prefer 
novel pictures to previously seen ones (Krebs et al., 2009; 
Wittmann et al., 2008). However, in many choice contexts, 
this definition of novelty does not make a unique prediction, 

such as when people face a choice between two novel stimuli. 
In other words, when people have not been exposed to either 
of two (or more) stimuli, could they still have a preference 
for one due to a different form of novelty, mere newness? 

In this paper, we provide evidence for a “mere newness 
bias”: a novelty-related preference for newer stimuli due to 
the recentness of their release. In a series of four studies, we 
show that, for newer and older products of identical quality, 
people prefer newly released goods over older goods across 
a range of domains. 

Theory 
A large body of research in consumer behavior has 

explored novelty in the consumer products context. 
Robertson (1971) offered four definitions of “new product”: 
1) newness from existing products, 2) newness in time, 3) 
newness in terms of sales penetration levels, and 4) consumer 
newness to the product. Whereas the first definition is closest 
to the concept of “novelty,” the current study focuses on 
“newness in time.” 

In this paper, we propose and show a “mere newness bias”. 
We hypothesize that only mentioning the date of release can 
bias people towards a recently released product over a 
product released earlier, even while controlling for actual 
quality. A major difference between the aforementioned 
“novelty bonus” and our mere newness bias is that in the 
previous novelty studies, participants were instructed to make 
choices after being exposed to the novel or familiar stimuli 
(Förster, 2009; Krebs et al., 2009; Wittmann et al., 2008), 
whereas in our studies participants needed to make a choice 
before they were exposed to any stimulus. We show that 
people are novelty seeking not only after a subjective 
exposure, but even before stimuli exposure, if they are 
provided certain newness cues such as the information of 
release date. 

It is worth noting that we are not claiming to have 
documented the effect of framing a product as new or old. 
Förster, Liberman, and Shapira (2009) have shown that 
framing a task as new versus familiar can shift people’s 
global versus local processing styles. However, to the best of 
our knowledge, there have been no studies on novelty that 
could be caused by product release date, despite the extensive 
literatures on new product development, consumer 
innovativeness, and consumer novelty seeking We believe 

992



that the mere newness bias complements the novelty 
literature and has wide practical implications. 

Experiments 

Experiment 1a and 1b: Comics and jokes 
Methods 

In Experiment 1a, 156 Amazon Mechanical Turk 
participants received a nominal fee to choose and rate one of 
two Dilbert comic strips and one of two jokes.  

In the comic strip task, participants were asked to choose 
between comic strips “just released this morning” and 
“released exactly one week ago.” Importantly, we told 
participants that “both comics were carefully chosen by the 
researcher for their high ratings,” suggesting that they should 
be of similar quality. 

Next, participants chose one of two jokes to read and rate, 
the “Joke of the Month” for July or the “Joke of the 
Month” for August (the surveys were conducted at the 
beginning of September). In order to test whether mere 
newness bias could be overridden by a minor quality 
difference, participants learned that the website’s ratings for 
the two jokes show that July’s joke is “slightly funnier” than 
August’s joke. 

The order of comic strip questions and the joke question 
were randomized. After they made their choices, all 
participants viewed and rated the same comic strips and joke 
regardless of their choice, in order to control for actual 
quality. We debriefed participants at the end of the study 
about this deception. 

Results 
In the comic strip tasks, 72.9% of participants chose to 

view today’s comic strip over the one from a week ago (two-
tailed binomial test, p < 0.001). On the other hand, 68.6% of 
participants choose to read the “Joke of July” (p < .001), 
suggesting that even a “slightly funnier” joke was enough to 
overwhelm the mere newness bias. 

Participants also rated “how much do you like or dislike” 
each comic strip and joke on a 1 (Dislike Extremely) to 7 
(Like Extremely) scale. There was no difference in ratings of 
the comic strip between those who chose comic strip released 
this morning (M = 4.68) versus released from one week ago 
(M = 4.57; F = 0.294, ns). The same was true when they rated 
“The Joke of Month of July” (M = 4.18) versus “The Joke of 
Month of August” (M = 4.08; F(1,155) = 0.108, ns). All 
results remain unchanged when we control for previous 
experience with Dilbert comic strips or jokes. 

Discussion 
Experiment 1 found a strong mere newness bias for a comic 

strip released this morning versus one released exactly one 
week ago, despite there being no reason to believe that the 
more recently release comic strip is any more entertaining. 
On the other hand, when choosing between a slightly funnier 
but older joke and a newer joke, the mere newness bias was 
overcome by the “slight” qualitative difference we provided. 
This suggests that mere newness can break a tie when there 
is no other reason to choose between two options, but that the 

effect is not large enough to overcome actual quality 
differences. However, it is also possible (although unlikely) 
that the mere newness bias only exists for Dilbert comic strips 
but not for jokes.  

To rule out this possibility, we ran a follow-up Experiment 
1b (n = 60) where we reversed the conditions between the 
comic strip and joke tasks. That is, the comic task informed 
participants that “the website’s ratings show that last week’s 
strip is slightly funnier than the strip from this morning.” 
Conversely, we deleted the sentence “The website's ratings 
show that the joke for July is slightly funnier than the joke for 
August” from the joke task. As expected, when last week’s 
comic strip was slightly funnier, 76.7% chose to view last 
week’s strip over this morning’s strip (p < .001 for both). 
Also as expected, without a quality difference, 70% of 
participants chose the newer joke (p < 0.01).  

Although we deliberately chose domains where newer is 
not always better in terms of absolute quality, more recently 
released comics and jokes may nonetheless be viewed as 
superior for other reasons. For example, another alternative 
explanation for these results is that, for both comics and 
jokes, there is a social aspect to consumption. A more recent 
comic strip or joke is more likely to become a focal topic in 
a water cooler conversation or reference more recent events. 
In order to meet such social needs, people may be motivated 
to choose more current comic strips and jokes. We therefore 
designed Experiment 2 to rule out this alternative social 
explanation. 

Experiment 2: Die rolls 
In Experiment 2, we chose a domain to rule out the social 

need alternative explanation: rolling a fair die. Specifically, 
107 Amazon Mechanical Turk participants read that a 
“website has launched a dice game. The rule is: Every 
morning one staff member from that website will roll a fair 
die and record its result. The result is only known to the staff 
member.” Participants could bet on either the result of die 
rolled that morning or the result rolled the morning exactly 
one week ago. They would win a bonus payment of 20 cents 
if the die result they bet on was higher than the other, in 
addition to the base pay of 10 cents. Participants then saw the 
result of their chosen die roll and learned whether they won 
the bonus payment. (The actual die rolls were 6 for last week 
and 3 for this morning.) Finally, participants were instructed 
not to talk with each other about the result of the study and 
clicked to verify that “I know I am not supposed to talk with 
other participants about the game.” 

Even with a large percentage of their payment on the line, 
participants again exhibited mere newness bias, with 74.8% 
choosing to bet on the result from this morning (two-tailed 
binomial test, p < 0.001). That is, even though there was no 
rational reason to favor one day’s roll over the other, the 
majority of the participants chose to bet on the newer die roll, 
consistent with what we found in Experiment 1. 

The expected value and degree of uncertainty for the die 
roll from this morning and the roll from one week ago are 
exactly the same. In addition, it is extremely unlikely for 
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online participants to talk with each other, so there is no 
difference in social need between the two dice rolls. We can 
therefore conclude that the social need explanation cannot 
(fully) explain mere newness bias. In addition, the 
experiment was designed in a way that people who chose the 
older roll would win. If there was any communication among 
participants, the result would be biased toward the older die 
roll instead of the newer one. 

Experiments 1 and 2 have demonstrated the mere newness 
bias for choices across multiple domains. However, this bias 
seems to require that there be no other reason to choose one 
option over the other, such as a quality difference. We 
therefore next set out to test whether mere newness bias exists 
in domains where there is traditionally appreciation for older 
products, such as wine or antiques. 

Experiment 3a and 3b: Wine 
In Experiment 3a, 125 undergraduate business students at 

a public western university participated in a larger survey for 
course credit that embedded this study. Participants were 
asked to choose between two bottles of wine released at 
different dates. Importantly, we controlled for quality 
differences by keeping the production date and origins 
identical, as detailed below: 

Lafite Bordeaux is one of the most expensive wines in the 
world. Suppose you and your friends are going to celebrate a 
very special occasion, and you are provided with a choice 
between two bottles of Lafite Bordeaux. Both were produced 
from grapes picked from the same vines and bottled from the 
same barrels on the same day years ago. One bottle was taken 
out of the cellar to the restaurant you’ve reserved one week 
before your celebration dinner, while the other bottle was 
taken out of the cellar to the restaurant you’ve reserved one 
day before your celebration dinner. Both bottles have been 
stored in a professional grade wine refrigerator. Which bottle 
of wine would you choose? 

In addition, we directly tested the degree to which mere 
newness bias merely serves as a tiebreaker versus being a true 
preference. To do so, we provided one-third of the 
participants with a third “no preference” option. 

Results and discussion 
We again found strong support for mere newness bias. A 

majority of the 80 participants who made a binary choice 
between two bottles chose the more recently released bottle 
(67.5%, p < 0.01), although wine is a domain in which older 
is generally considered better.  

For the 45 participants who had a “no preference” option, 
40% chose the newer bottle, 4% chose the older bottle, and 
56% chose “no preference.” Although more than half of the 
participants expressed no preference, among those who did 
state a preference, a vast majority chose the newer bottle 
(90%, p < .001) 

A second student sample from another class at the same 
university (n = 149) replicated these findings with even 
stronger results in Experiment 3b. Of the 72 participants who 
made binary choices, 86.1% chose the newer bottle (p < 
.0001), and of the 77 participants who had the “no 

preference” option, 48% chose the newer bottle, 9.1% chose 
the older bottle, and 42.9% chose “no preference.” If we only 
consider the participants who expressed a preference, 84% 
chose the newly released bottle (p < .0001). 

These results show that the mere newness bias persists 
even in domains where there is a general preference for older 
(although for wine, older vintage and not release date is what 
matters). The fact that many participants actually choose “no 
preference” also suggests that the effect may be 
underestimated in the earlier experiments. Although we have 
carefully chosen products and crafted scenarios that should 
eliminate any possibility of quality difference, many people 
nonetheless express a preference between the two bottles of 
the same production date, but of different dates when taken 
out of the cellar. The fact that we find mere newness bias in 
scenarios designed to produce no preference is exactly what 
makes this a bias.  

Having shown the existence of mere newness bias, we next 
seek to show its practical or managerial implications in terms 
of willingness to pay for a “mere newness premium.” That is, 
how much more would a consumer be willing to pay to 
consume a more newly released product, all else being equal. 

Experiments 4a and 4b: Downstream consequences 
of mere newness bias for movies 

In Experiments 4a (n = 301 Mechanical Turk participants) 
and 4b (n = 140 student participants completing the study for 
course credit), we asked participants about their willingness 
to pay to watch a specific movie based on its teaser synopsis. 
Specifically, Experiment 4a provided of the 2014 Chinese 
mystery-thriller movie, The Great Hypnotist, and Experiment 
4b used the 2010 South Korean action-thriller movie, The 
Man From Nowhere. We chose foreign movies to reduce the 
risk of participants having previous exposure. 

We composed an 8 to 10 line teaser synopsis for each 
movie from various descriptions on Wikipedia and iMDB in 
order to increase interest in the movie and to provide 
sufficient detail for participants to make an informed 
decision. To manipulate release date, the last sentence in 
Experiment 4a’s synopsis stated that the film was “newly 
released,” “released in recent years,” or “released several 
years ago” in a between-participants manipulation. 
Experiment 4b instead included the release date in 
parentheses immediately after the movie title, either 
“(released in 2014),” “(released in 2010),” or no release date 
provided. Participants were debriefed about this deception at 
the end of the study. 

After participants read the movie synopsis, they were asked 
to state their maximum willingness to pay (WTP) to see the 
movie. In addition, they reported, on 7-point Likert scales, 
how interested they were in seeing the movie, how excited 
they imagined they would be at the start of the movie, and 
how likely they were to watch this movie in the future. 
Finally, they reported whether they have heard of or watched 
the movie before, and how many movies a year they watch in 
total, and watch in theaters. 
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We excluded from analysis 6 participants in Experiment 4a 
and 32 in Experiment 4b who indicated that they had heard 
of or may have heard of the movie presented. Analyses with 
these participants included were essentially identical.  

Table 1 summarizes the results for both experiments. In 
Experiment 4a, an ANOVA found that participants were 
willing to pay more to see The Great Hypnotist when they 
were told that it is a newly released movie than when it was 
a recently released movie or a movie released several years 
ago, F(2, 292) = 10.19, p < 0.001, 2= 0.064. A planned linear 
contrast with the contrast weights 1, 0, -1 showed that 
participants were willing to pay more to see the movie the 
more recently it was released, t(292) = 4.38, p < 0.001, rcontrast 

=0.248. Planned linear contrasts were also marginally 
significant for anticipated excitement (t(292) = 1.94, p = 
0.053, rcontrast = 0.113) and significant for likelihood to watch 
the movie (t(292)=2.28, p < 0.05, rcontrast = 0.132).  There was 
no effect of movie release date on interest in seeing it. 

 
Table 1. Average WTP, interest, anticipated excitement, 

and likelihood to watch for Experiments 4a and 4b, by 
condition. 

 Experiment 4a: 
The Great Hypnotist 

Experiment 4b: 
The Man from Nowhere

 Released 

 New Recent 
Years 
Ago 

2014 2010 No info

WTP $6.43 $5.81 $4.21 $8.56 $6.95 $6.42 
Interest 4.34 4.35 4.07 4.35 4.20 3.61 

Anticipated 
excitement 

4.34 4.06 3.96 4.41 4.29 3.69 

Likelihood to 
watch 

4.05 3.84 3.51 3.68 3.54 2.78 

 
Experiment 4b found similar results. ANOVA results 

showed that participants’ WTP for The Man from Nowhere 
was marginally higher than when they thought it was released 
in 2014 than when they thought it was released in 2010 or 
when no release date information was provided, F(2,105) = 
2.31, p = .10, 2 = 0.042, and a planned linear contrast was 
significant, t(105) = 2.06, p < 0.05, rcontrast =0.197. Planned 
linear contrasts for interest, anticipated excitement, and 
likelihood of watching yielded similar results (ts = 2.07, 2.19, 
and 3.69, respectively; rcontrast = 0.198, 0.209, 0.339; p < .05 
for all). Unsurprisingly, both self-reported interest and 
anticipated excitement mediated the relationship between 
release date and WTP (Sobel’s Z = 2.15 and 2.21, 
respectively; both p < .05). 

Experiments 4a and 4b show that people are willing to pay 
a premium for watching a newly released over an older 
movie, despite the same movie descriptions. For The Great 
Hypnotist, the average newness premium was 53% for newly 
released versus released a few years ago, and 11% versus 
recent release. In dollar amounts, people were willing to pay 
$2.22 more for the new release, which is about one-third of 
the average price participants were willing to pay to see the 
new release.  

One alternative explanation for the Experiment 4a mere 
newness premium is that a “new release” implies the movie 
came out within the last couple weeks whereas “recent 
release” could be anywhere from a couple weeks to many 
months. Therefore, this premium could be due to a difference 
in specificity of release date rather than mere newness. 
However, Experiment 4b rules this out by providing explicit 
release years.  

Another alternative explanation is that people are used to 
paying movie theater prices ($8.12 in 2014 according to 
statista.com) for newly released movies versus movie rental 
prices for older releases ($1.50 for a DVD or $2 for a Blu-
Ray at Redbox, as of November 2014). Supporting this 
explanation, when we asked participants to guess the actual 
release year in the no-info condition, they guessed an average 
between 2007 to 2008, although year was not correlated with 
WTP (r = .10, ns). To address this concern, we controlled for 
the self-reported frequency of movie watching overall and of 
watching movies in theaters (a proxy for willingness to pay 
movie ticket prices), and found that the results hold. 

General Discussion 
In this paper, we have documented a mere newness bias: a 

preference for novelty purely due to recentness of release. We 
have shown that in a risk-free environment, people generally 
prefer more recently released products, even controlling for 
product quality (Experiments 1-3), and even in a domain 
where older is generally related to higher quality (wine). We 
also show that mere newness bias has meaningful 
downstream consequences (Experiment 4). Finally, we show 
that mere newness bias persists even for die rolls, where there 
cannot be any difference in quality and where there is no 
social benefit to newness (Experiment 2). 

Although we found the mere newness effect across a 
number of domains, we also found that the preference for 
newness is not as strong as a preference for higher quality. 
Interesting, the preference may also be unconscious, since 
participants given the option to state “no preference” often 
did so. The combination of these two caveats suggests that 
the underlying reason people (somewhat) prefer newer items 
is an overgeneralization of the oftentimes true real-world 
association between novelty and higher quality. Newer 
products often do incorporate more innovations than older 
products, and many products do in fact get worse with age. 
Going one step further, perhaps this bias could even be driven 
by evolutionary goals of eating fresher, safer to consume 
foods. 

In the real world, there are many occasions where people 
are exposed to the release date information before they made 
their product choice. If people generally prefer the newly 
released, we may have missed a lot of really good quality but 
less recently released products. Newer products also tend to 
be higher priced, and one of the soundest strategies for saving 
money is to wait for prices to drop. A preference for new 
products prevents people from doing that. Therefore, a good 
strategy to counter this bias is that when facing unfamiliar 
choices, remember that newer does not always equal better.
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Abstract 

Languages of the world universally encode spatial 
relationships between objects. However, speakers employ a 
variety of different language-specific expressions, which may 
encode culture-specific information about objects and/or 
different spatial concepts. We ask whether aspects of the 
encoding of spatial relations across languages nevertheless 
show common underlying spatial concepts as reflected in the 
distributions of spatial expressions over spatial sub-types. We 
examine a set of hypothesized distinctions within the spatial 
relational concepts of Containment and Support across three 
typologically distinct languages: English, Hindi, and 
Mandarin. We find support for two related hypotheses 
concerning common patterns of variation in (a) speakers' use 
of select "basic" spatial expressions, and (b) languages' 
inventory and distribution of expressions across hypothesized 
Containment and Support subtypes. The results underscore 
the presence of strong universal similarities in both the 
extension of basic spatial expressions across relations and in 
the principles governing the diversity of expressions available 
for encoding particular relations. 

Keywords: Spatial cognition; spatial language; semantics; 
cross-linguistic analysis 

Introduction 
All languages have terms for encoding objects as well as a 
limited set of terms for expressing the spatial relations that 
hold between objects, such as the English prepositions in, 
on, and above. While there is agreement about the universal 
presence of spatial terms across languages, there is a great 
deal of debate concerning how these terms encode 
underlying conceptual-spatial distinctions.  Universalist 
frameworks posit a small number of conceptual-spatial 
distinctions that are encoded in most languages, with 
variation primarily centered on which distinctions are 
encoded in a particular language (e.g. Talmy, 1983; Landau 
& Jackendoff, 1993). On this view, spatial encoding 
systems of languages should show strong similarities in the 

"core" notions that are encoded.  A quite different 
framework, which we will call "culture-dependent" 
(Levinson et al., 2003; see also Levinson & Wilkins, 2006, 
Bowerman & Pedersen, 1993), posits that spatial language 
is built on highly culture-specific notions concerning e.g., 
culturally salient object properties or configurations, leading 
to substantial variation across languages that cannot be 
predicted without a full understanding of the culture. On this 
view, the spatial encoding systems of typologically diverse 
language groups should be, at best, weakly related – making 
contact, for example, in only a handful of relational cases, 
or following very broad constraints on spatial term 
extension. In the current work, we examine a set of 
hypothesized distinctions among spatial relational concepts 
across three typologically distinct languages, with the goal 
of assessing whether these languages show any clear 
similarities in how they encode a broad range of spatial 
relationships.  
 
Empirical evidence has been adduced for each of the two 
theoretical frameworks. Looking for variation across 
languages, Levinson and colleagues (Levinson et al, 2003) 
and Regier and colleagues (Regier et al., 2013) examined 
spatial descriptions for a diverse set of spatial scenes 
included in a battery originally developed by Bowerman and 
Pederson (1993).  Across a large sample of languages (9 
languages with 1-36 speakers per sample), these 
investigators analyzed the spatial term(s) used by the 
majority of speakers in a language group to encode a given 
scene. Using multidimensional scaling, Levinson et al. 
proposed that spatial encoding systems across languages 
reflect underlying spatial categories that are shaped by a 
handful of “attractors” – salient spatial scenes that are 
encoded in similar ways across languages -- and by 
implicational relationships in the extension of a spatial term 
to multiple scenes. Similarly, Regier et al. employed an 
inferential (semantic map) analysis to come to a similar 
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implicational solution, also using the majority, or modal, 
spatial terms used across languages.  
 
These studies emphasized across-language variation in both 
the use of basic adpositions and in the complexity of spatial 
encoding systems. However, they leave open the possibility 
that deep commonalities exist in spatial language systems 
across languages, but are reflected in more sensitive 
measures of language beyond modal expression use. In this 
paper, we suggest that cross-linguistic commonalities can be 
captured by measuring within-language variation in 
expression use – precisely the type of information that is 
ignored in the analyses above. In particular, we examine 
two types of within-language variation: the systematic 
variation in expression use over a range of different spatial 
cases, and variation in the overall inventory of expressions 
used by speakers for encoding these different cases. 
 
Strong similarities in spatial concepts across cultures may 
not be captured by correspondences in the modal spatial 
term used for specific spatial relation cases within a 
language. That is, tracking the modal term use across 
languages may be limited as a measure of cross-linguistic 
similarity. Here, we examine a different kind of measure: 
systematicity and variation in the distribution of spatial 
terms across spatial relations. Languages may show 
surprising consistency as well as systematic variation in the 
distribution of expressions across many spatial scenes, 
rather than in the most frequently used expression for a 
particular scene. This consistency indirectly reflects 
commonalities in the underlying structure and conceptual 
organization of spatial relations. Landau and colleagues 
(Landau et al., under review) pursue this theme in their 
close examination of the encoding of Containment and 
Support relations by English and Greek speakers. Despite 
differences in the overall structure of the spatial language 
systems in English and Greek, speakers of both languages 
showed considerable consistency in the way that they 
extended individual spatial expressions to what were 
hypothesized to be distinct subtypes of relations. Landau et 
al. examined the relative frequency with which speakers in 
each language used language-specific basic locative 
expressions, (a term borrowed from Levinson, see Levinson 
et al., 2003; Levinson & Wilkins, 2004) to encode a diverse 
set of spatial scenes.  Speakers’ use of the basic expressions 
is in/on in English, and ine mesa/pano se in Greek revealed 
similar patterns of distinctions among subtypes of 
Containment and Support relations. Furthermore, the spatial 
descriptions produced by child speakers in each language 
showed a high degree of similarity to adult-like distributions 
of the basic expressions for Containment, and systematic 
differences for Support. Overall, the two languages showed 
a high degree of consistency in their distribution of a few 
basic expressions across a range of scenes for the two types 
of relation. These similarities in the pattern of variability in 
spatial language use reveals commonalities in the 
underlying organization of spatial concepts – commonalities 

that might have been overlooked by analyses that rely on 
modal expression use. In the current work, we pursue 
questions of cross-linguistic similarity in not only the 
distributional characteristics of basic spatial expressions, but 
also the distributional properties of the spatial inventory, as 
a whole, across and within languages. 

The Current Study 
In the current study, we propose a two-part hypothesis 
concerning systematicity and variation within the broad 
spatial categories of Containment and Support. We evaluate 
these hypotheses by comparing the distributions of spatial 
expressions produced by adult native speakers of three 
typologically distinct languages – English, Hindi, and 
Mandarin – in a spatial description task. 
  
Hypothesis 1: Speakers of different languages will show 
similar distributional patterns of use of their language's 
basic spatial expressions across different sub-types of 
Containment and Support relations. To test this, we examine 
the probabilistic encoding of conceptual structure by 
language: conceptual differences among spatial relations 
may be realized as a series of “soft” distributional 
differences in the use of a small number of expressions1. We 
hypothesize that speakers of different languages will be 
similar in their probabilistic patterns of use of the basic 
spatial expression of their language across different spatial 
relationships.  On our proposal, these patterns are predicted 
to reliably reflect conceptual distinctions represented by 
speakers in each language. Thus, measuring the distribution 
of basic expressions in the three languages will reveal 
commonalities and differences in the conceptual structure 
underlying spatial expression use in each language.   
  
Hypothesis 2:  Speakers of different languages will show 
similar patterns of variability in the distributional 
characteristics of all expressions (basic or otherwise) used 
across different sub-types of spatial relationships. To test 
this, we examine the variation in the size and distribution of 
the complete inventory of spatial expressions that are 
available and used by speakers for encoding different 
relationships. We hypothesize that variation in the number 
of expressions used by speakers for different types of 
relations should also be similar across the three languages.  

Methods 

                                                             
1 We chose our expressions of interest based on agreement 

among native speakers for encoding the simplest instances of 
physical containment and support. We consider and test the 
empirical question of whether the distribution of these basic 
expressions will reveal common underlying distinctions in the 
three languages. 
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Participants and Languages of Interest 
Forty-eight adult participants contributed to the corpus of 
spatial descriptions: 16 each of native English speakers, 
native Mandarin speakers, and native Hindi speakers. 
English and Mandarin descriptions were collected in person 
and online from speakers in the Johns Hopkins University 
community. Hindi descriptions were collected in person 
from the Baltimore, MD and Boston, MA areas. A profile of 
each of the three languages and their respective spatial 
systems is presented in Table 1, below. The corpus of 
English descriptions was originally collected by Landau et 
al. (under review) as part of a larger cross-linguistic data set 
comparing adult and child use of basic spatial expressions in 
English and Greek speakers. In the current study, we use the 
same proportions of and analysis of English basic spatial 
expressions initially reported in Landau et al. To this we add 
a new corpus of Hindi and Mandarin spatial descriptions 
and analysis of basic expression use in these languages. 
Finally, we also examine properties of the complete spatial 
expression inventory for each language, an analysis that is 
new to all three language corpora.   

Materials and Procedure 
Spatial Relations Battery The study employed a Spatial 
Battery of 80 static scenes, developed by Landau and 
Papafragou (Landau et al., under review). Each scene 
depicted a spatial relation between two objects: a figure 
object indicated by an arrow, and a ground object outlined 
in white. The spatial relations of interest in the current study 
were derived from two broad categories: Containment and 
Support, which encompassed 44 of the 80 scenes, further 
articulated into a structure of subcategories. Containment 
was divided into 6 subtypes and Support was divided into 5 
subtypes. Each subtype featured 4 scenes.  Figures 1A and 
1B present the respective Containment and Support 
subtypes, with a single exemplar from each. 
 
Spatial Description Task and Coding Participants were 
asked to provide a description in their native language for 
each scene, as an answer to the question “Where is the 
[object indicated by the arrow]?” Each participant was 
presented with the 44 scenes in a different random order, 
and descriptions were transcribed and coded for spatial 
content, which differed in form depending on the language. 
As part of the transcription and coding process, we defined 
separate basic spatial expressions (following the work of 
Levinson et al., 20032), listed in Table 1, used to describe 
Containment and Support relations for each language. 

                                                             
2 Specifically, Levinson et al. (2003; see also Levinson & 

Wilkins, 2006) define the “basic locative construction/expression” 
(BLC) in a language as the most natural response to the question of 
“where is the (figure object) located?”, acknowledging that other 
expressions might be used in certain pragmatic contexts. 

Full 
 Containment: 

Loose 

Partial 
Containment: 

Loose 

Full 
Containment: 

Tight 

Partial 
Containment: 

Tight 

Interlocking 

Embedded  
(neg. spaces) 

Gravitational 
Support 

Support via 
Adhesion 

Embedded 
Support 

Support via 
Hanging 

Support via 
Point 

Attachment 

A: Containment B: Support 

 
 

Figure 1: Containment (A) and Support (B) subtypes and 
examples. Each sub-type included 4 examples. 

 
 

Table 1: Language profiles and spatial expressions for 
languages of interest. 

 

 

Analyses and Results 

Hypothesis 1: Systematicity in Basic Expression Use 
Analysis We examined the distribution of basic spatial 
expressions in each language (see Table 1 for the basic 
expressions measured). To measure this, we calculated the 
proportion of descriptions for each subtype of Containment 
and Support for which speakers used the basic expression in 
their language. We then used logistic regression analyses to 

 English Hindi Mandarin 
Family Germanic Indo-Iranian Sino-Tibetan 

Word Order SVO SOV SVO 
Spatial 

Expression 
Form 

Verb + 
Preposition 

Postposition + 
Verb 

(Verb+) 
Prepostion + 

Loc.Noun 
Basic 

Expression: 
Containment 

isV in(side)P 
be in 

mainP haiV 
in be 

zaiP li-LocN 
locate-at 
interior 

Basic 
Expression: 

Support 

isV on(top)P 
be on 

parP (rakhaV) 
haiV 

on (place) be 

zaiP shangLocN 
locate-at top 
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determine whether differences among subtypes of relations 
predicted reliable differences in rates of use of the basic 
expression by speakers of a given language. These models 
were conducted separately within each language for 
Containment and Support scenes. Subtypes were tested 
against one another by coding the weights in the regression 
algorithm to reflect a set of orthogonal contrasts between 
subtypes of relations in the battery, allowing us to interpret 
regression coefficient values as differences in language use 
for dimensions that distinguished subcategories of relations 
from one another. 

 
Results Speakers of all three languages showed variability 
in the use of their language-specific basic spatial expression 
across sub-types of Containment (Figure 2) and Support 
(Figure 3). We looked for similarity in the patterns of this 
variability – the way in which speakers distributed their use 
of the basic spatial expression – across the three language 
groups. The similarity of these patterns was statistically 
confirmed through mixed model logistic regression 
analyses, conducted separately for descriptions of 
Containment (Table 2) and Support (Table 3) relations in 
each of the three languages.  
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Figure 2: Proportion of basic expression use grouped by 

subtype for Containment in English (is in),  
Hindi (main hai), and Mandarin (zai li-). 

 
For Containment relations (Figure 2, Table 2), speakers of 
all three languages showed common distributional 
differences for 2/4 possible hypothesized conceptual 
distinctions:  speakers were more likely to use their 
respective basic spatial expressions – is in, main hai, and zai 
li- – to describe Full- and Partial- Containment relations 
compared to Interlocking and Embedded relations, and used 
the basic expression at different rates for Interlocking 
compared to Embedded relations. Additionally, speakers of 
two languages, Hindi and Mandarin, distinguished Loose-
fitting from Tight-fitting Containment relations, and 
Mandarin speakers were more likely to use their basic 
spatial expression zai li- for Full- compared to Partial- 
Containment sub-types.  
 

Table 2: Model coefficient estimates (β) and statistical 
reliability (p = Pr(z)) for logistic regression analysis of basic  

expression use for Containment in each language. 

 
Likewise, for Support relations (Figure 3) speakers in each 
language tended to use their basic spatial expression at 
greatest rates for Gravitational Support relations and at 
increasingly lower rates for Embedded Support, followed by 
Support via Adhesion, Hanging, and Point Attachment. 
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Figure 3: Proportion of basic expression use grouped by 

subtype for Support in English (is on),  
Hindi (par (rakha) hai), and Mandarin (zai shang-). 

 
However, regression analyses (Table 3, below) make clear 
that speakers of each language were reliably more likely to 
use their basic spatial expressions – is on, par (rahka) hai 
and zai shang- for English, Hindi, and Mandarin, 
respectively – to express Gravitational Support relations 
compared to sub-types of Support via Hanging, and Point 
Attachment. And that  speakers of Hindi and Mandarin, but 
not English, further distinguished between Gravitational 
Support relations compared to sub-types of Embedded 
Support and Support via Adhesion. Our analyses show that 
the variability in basic expression use within languages 
reveals both similarities and differences in the patterns of 
probabilistic encoding of Containment and Support relations 
across languages. All three languages share a set of reliable 
distinctions between sub-types, but speakers of some 
languages make a greater number of distinctions (reflecting, 
perhaps, more fine-grained encoding) than speakers of 
others.  

 English Hindi Mandarin 
β p β p β p 

Intercept 0.86 <.01 0.79 ns 0.10 ns 
Full/Part Contain v 
Interlock/Embed 

 
3.18 

 
<.01 

 
2.86 

 
<.01 

 
2.07 

 
<.01 

Contain: 
Full v. Partial 

 
0.41 

 
ns 

 
0.43 

 
ns 

 
2.18 

 
<.01 

Contain: 
Loose v. Tight 

 
-0.01 

 
ns 

 
-1.29 

 
<.05 

 
-1.31 

 
<.05 

Interlocking  
v. Embedded  

 
-1.17 

 
<.01 

 
-0.75 

 
<.05 

 
0.68 

 
<.05 
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Table 3: Model coefficient estimates (β) and statistical 
reliability for logistic regression analysis of basic  
expression use for Support in each language. 

Hypothesis 2: Variation in the Complete 
Expression Inventory 
Analysis The task of finding translational equivalents and 
evaluating variation across all three languages becomes 
increasingly difficult beyond the basic spatial expressions. 
Thus, we sought to measure the general variation in the 
inventories of expressions used to express Containment and 
Support relations in each language. To do this, we 
calculated the entropy, H(X), associated with the set X of 
expressions produced for each scene: 
 

€ 

H(X) = − P(xi)logP(xi)
i
∑  

Higher values for H reflect increasingly uniform 
distributions of expression use (many equally-probable 
expressions), while low values for H reflect distributions 
with few high-frequency descriptions. We used these values 
as indirect measures of the variability of spatial descriptions 
in each language and conducted correlations to establish 
whether the variability in the distribution of descriptions 
across scenes was similar across the three languages. 

 
Results The complete inventories of (both basic and other) 
spatial expressions for each language also varied over 
subtypes, with some subtypes eliciting only a few different 
expressions and others eliciting a wide variety. The mosaic 
of plots in Figures 4 (Containment sub-types) and Figure 5 
(Support sub-types) give a snapshot of frequency and 
distribution of different spatial expressions across different 
relation sub-types in each language, and each pie piece 
represents the frequency with which a single expression3 
was used in the language.  To determine whether different 
languages were similar in the degree to which speakers’ 
expression choice varied across different spatial relations, 
we calculated entropy values for each Containment and 
Support scene in each language and computed correlations 

                                                             
3 We differentiated expressions on the basis of adposition, verb, 

spatial noun and/or locative marker. For example, seemingly 
related prespositions such as English in, inside, and within, were 
treated as distinct expressions. 

(separately for Containment and Support scenes) for each 
pair of languages. 

Hindi Mandarin English 

Full  
Containment  

Loose 

Partial 
Containment  

Loose 

Full  
Containment   

Tight 

Partial 
Containment   

Tight 

Interlocking 
Containment 

Embedded 
Containment 

 
Figure 4: Distribution of spatial expressions for 

Containment sub-types in each language. Expressions 
within a language are consistently colored across sub-types 

and the basic expression is the same color (dark purple) 
within and across languages.  

 

Gravitational 
Support 

(from below) 

Support 
via Adhesion 

Embedded 
Support 

Support 
via Hanging 

Support via 
Point  

Attachment 

English Hindi Mandarin 

 
Figure 5: Distribution of spatial expressions for Support 

sub-types in each language. Expressions within a language 
are consistently colored across sub-types and the basic 
expression is the same color (medium blue) within and 

across languages.   

 English Hindi Mandarin 
β  p β  p β  p 

Intercept 0.72 ns -0.66 ns -1.24 <.05 
Gravitational 
v. Embedded 

 
0.21 

 
ns 

 
-1.43 

 
<.01 

 
-1.90 

 
<.01 

Gravitational 
v. Adhesion 

 
-0.45 

 
ns 

 
-1.57 

 
<.01 

 
-1.97 

 
<.01 

Gravitational 
v. Hanging 

 
-2.10 

 
<.01 

 
-1.47 

 
<.01 

 
-1.60 

 
<.01 

Gravitational 
v. Pt attach 

 
-2.58 

 
<.01 

 
-0.81 

 
<.05 

 
-0.89 

 
<.05 
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Entropy values were computed across scene (44 scenes 
total: 24 Containment, 20 Support) for the spatial 
descriptions in each language. These values reflect both 
information about the frequency and variability with which 
expressions were used for each scene.   We entered these 
values into a series of Spearman rank-order correlation 
analyses (Table 4, Spearman’s ρ significance established via 
randomization tests with 10,000 permutations each), to 
measure the strength of correlation between entropy (H) 
values for pairs of languages.  

 
Table 4: Spearman rank-order correlations (ρ) between 

entropy (H) values across Containment and Support 
relations (by item) for pairs of languages. 

 
Languages showed moderate-to-high positive relationships 
(ρ = 0.32-0.76) in their tendency to distribute spatial 
descriptions for different spatial scenes across few (low 
entropy) vs. many (high entropy) expressions. Correlations 
among individual scenes were reliable across all language 
pairs, both when computed separately for Containment and 
Support relations and when collapsed over category4.  

Conclusions 
In the current study we used a novel set of distributional 
analyses to uncover deep commonalities, as well as 
differences5, in the structure of spatial encoding systems 
across three typologically distinct languages. Our first 
analysis uncovered consistency in the distribution of basic 
spatial expressions across a wide range of relations in each 
language: speakers of each language show similar 
tendencies to use a single basic expression at different rates 
to distinguish among subtypes of Containment and Support 
relations. Our second analysis extended this cross-linguistic 
consistency to variation in the spatial expression inventory 

                                                             
4 There may be other appropriate standards for comparing 

similarity across languages. In their work on color naming, for 
example Regier et al. (2007)  propose a  similarity metric and 
evaluate its utility by “shifting” the space in arbitrary yet 
semantically contiguous ways. Spatial categories, however, lack 
the semantic contiguity present in the color space, making the 
Regier et al. approach and, specifically, shifted standard of 
comparison, less viable for analyses of spatial encoding.  

5 An anonymous reviewer raised a concern that our hypotheses 
are (un)falsifiable. However, on our account falsifiability is 
possible, specifically predicting the failure to find the same sets of 
relative differences in basic expression use (H 1) and failure to find 
correlations between distributions of expressions (H 2).  

across languages: languages were correlated in the extent to 
which speakers preferred to use either few expressions, each 
used frequently, or many low-frequency expressions to 
encode a particular spatial relation scene. These results 
come together to inform our view of cross-linguistic 
encoding of spatial relationships in which similarities arise 
as a function of systematic variability in speakers' use of (a) 
basic spatial expressions over sub-types of relations; and (b) 
the complete inventory of expressions available within a 
language for encoding different relations. 

The current work highlights universality in both the 
extension of basic spatial expressions across relations and in 
the principles governing the diversity of expressions 
available for encoding particular relations.  Similarities 
across languages arise despite clear typological differences 
in the origins and structure of the sampled languages as well 
as possible widespread culture-specific pressures on the 
expression of information about objects and location. We 
hope, in future work, to extend this analysis to language 
samples with even greater typological diversity. 
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Abstract 
According to probabilistic theories of higher cognition, 
beliefs come in degrees. Here, we test this idea by studying 
how people make predictions from uncertain beliefs. 
According to the degrees-of-belief theory, people should 
take account of both high- and low-probability beliefs 
when making predictions that depend on which of those 
beliefs are true. In contrast, according to the all-or-none 
theory, people only take account of the most likely belief, 
ignoring other potential beliefs. Experiments 1 and 2 tested 
these theories in explanatory reasoning, and found that 
people ignore all but the best explanation when making 
subsequent inferences. Experiment 3A extended these 
results to beliefs fixed only by prior probabilities, while 
Experiment 3B found that people can perform the 
probability calculations when the needed probabilities are 
explicitly given. Thus, people’s intuitive belief system 
appears to represent beliefs in a ‘digital’ (true or false) 
manner, rather than taking uncertainty into account. 

Keywords: Explanation; abduction; causal reasoning; 
belief; prediction; diagnosis; probability; uncertainty. 

Introduction 
Our beliefs often entail other beliefs. Knowing an object’s 
category helps us to make predictions about that object 
(Anderson, 1991; Murphy, 2002). If a furry object is a 
rabbit, it might hop; if it’s a skunk, it might smell. 
Likewise, causal beliefs facilitate predictions (Waldmann 
& Holyoak, 1992). If the house is smoky because Mark 
burned the cookies, then we have an unpleasant dessert to 
look forward to; if it’s smoky because Mark dropped a 
cigarette in the bed, then we may have bigger problems. 

However, beliefs are often accompanied by uncertainty. 
If we see a furry object from a distance, we may be only 
70% confident that it is a rabbit rather than a skunk; if we 
are awoken from a nap by smoke, we may think there is a 
20% chance that the house is burning down. In such cases 
of uncertain beliefs, accurate inference about those 
beliefs’ consequences requires these possibilities to be 
weighted and combined. This can be done using the tools 
of probability theory. Here, we test whether people use 
probabilities to represent beliefs as coming in degrees, or 
whether people might instead use shortcuts, representing 
beliefs as though they are either true or false. 

Imagine there is a 70% chance that the furry object is a 
rabbit (possibility A), and a 30% chance that it is a skunk 
(B). What is the probability that it will hop (Z)? Suppose 
80% of rabbits hop, while only 2% of skunks hop. That is: 

P(A) = .70, P(B) = .30, P(Z|A) = .80, P(Z|B) = .02. 
Then the probability of hopping (Z) can be calculated as: 

P(Z)= P(Z|A)P(A) + P(Z|B)P(B) = (.8)(.7) + (.02)(.3) =.6 

Anderson (1991) argued that people follow this principle 
in category-based prediction. That is, when estimating the 
likelihood that an object has a feature, people consider the 
various possible categorizations of that object, and then 
weight the conditional probability of the feature given 
those categories by the probability of each category. 

But people usually do not consider all possible 
categorizations of an object, but focus on the single most 
likely category (Murphy & Ross, 1994). In our example, 
people would ignore the possibility that the object is a 
skunk, and ‘round up’ the rabbit probability to 100%: 

P(Z)= P(Z|A)P(A) + P(Z|B)P(B) = (.8)(1) + (.02)(0) =.8 
That is, people only consider the conditional probability 
of a new feature given the most likely category, as though 
they believe that the object must belong to that category. 

This result has been found consistently across many 
studies. For example, Murphy and Ross (1994) presented 
participants with exemplars belonging to categories of 
drawings by different children, which varied in color and 
shape. Participants were then told about a new exemplar 
(e.g., a triangle), and asked to categorize it. Because the 
training exemplars included 5 triangles, of which 3 were 
drawn by the same child (Bob), virtually all participants 
responded that the new triangle was likely drawn by Bob 
(with about 60% confidence). Participants then predicted 
the color of the new exemplar. Participants based these 
predictions only on the distribution of colors within the 
most likely category (Bob), as though the 60% chance of 
the exemplar belonging to that category had been 
‘rounded up’ to 100%. That is, people relied only on the 
single best categorization, ignoring the 40% chance that 
the exemplar belonged to a different category. 

These findings may be unique to categorization. 
Categories are discrete representations (Dietrich & 
Markman, 2002)—an object is a rabbit or a skunk, not 
both. This basic underlying logic of categorization may 
account for people’s reluctance to entertain multiple 
possible categorizations, in which case we would not 
expect similar results in other cognitive domains. 

However, beliefs might be represented in an all-or-none 
(‘digital’) manner not only in categorization, but across 
cognition. Such a result would be surprising from the 
standpoint of probabilistic theories of cognition (e.g., 
Oaksford & Chater,  2009). On a common philosophical 
interpretation of probability, the purpose of probabilities 
is to reflect  ‘degrees of belief’ (Jeffrey, 1965)—indeed, 
some philosophical theories hold that only logical 
tautologies should be assigned a probability of 1, and only 
logical contradictions a probability of 0 (Kemeny, 1955). 
If people do not represent beliefs in degrees (as ‘graded’), 
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this poses serious difficulties for claims that people 
perform Bayesian updating using normative principles. 

In the current experiments, we tested whether people 
make predictions from uncertain beliefs in an all-or-none 
or a graded manner. We followed the logic of the Murphy 
and Ross (1994) experiments, but rather than categorizing 
objects, participants either inferred causal explanations 
from observations (Experiments 1 and 2) or inferred the 
most likely possibility given base rates (Experiment 3). 

Participants learned about causal systems with the 
structure depicted in Figure 1. That is, two explanations 
(A and B) could account for some data (X), and these 
explanations had different implications for some novel 
prediction (Z). We structured the problems so that 
explanation A would be seen as more probable than 
explanation B. We tested whether people rely only on A 
or instead consider both A and B, by varying the 
conditional probability of Z given each explanation [i.e., 
P(Z|A) and P(Z|B)]. If people integrate across all possible 
explanations, both manipulations should have an effect on 
judgments of P(Z). In contrast, if people rely only on the 
most likely explanation, then manipulating P(Z|B) should 
have no effect at all on P(Z). 

Experiment 1 
In Experiment 1, we relied on people’s known preference 
for simple explanations (Lombrozo, 2007). Other things 
being equal, people prefer to explain data with one cause 
rather than two causes. Thus, we expected that when a 
simple and complex explanation can both account for a 
set of observations, people will make subsequent 
inferences as though only the simple explanation were 
possible. For example, participants learned about a simple 
ecosystem in a lake (letters in brackets not in original): 

Juga snails [A] cause lakes to lose sculpin fish [X] and 
lose crayfish [Y]. 

Scuta snails [B] cause lakes to lose sculpin fish [X]. 
Aspera snails [C] cause lakes to lose crayfish [Y]. 

Thus, if a lake had lost both sculpin fish and crayfish 

(effects X and Y), the juga snails explanation (A) would be 
more compelling than the conjunctive scuta plus aspera 
snails explanation (B and C combined), even though 
either explanation could account for the data. Thus, we 
would expect participants to infer the simple explanation 
(A), given that they are told that X and Y are observed. 

To see whether people would make subsequent 
inferences that ignored the possibility that the complex 
explanation was true, participants learned about another 
effect, bacteria proliferation (Z), which occurs with 
different probabilities, depending on the cause. In the 
low/low condition, this effect had a low probability 
regardless of the cause (underlining not in original): 

When a lake has juga snails [A], it occasionally has 
bacteria proliferation [Z]. 

When a lake has both scuta snails [B] and aspera snails 
[C], it occasionally has bacteria proliferation [Z]. 

The high/low condition was like the low/low condition, 
except that P(Z|A) remained high while P(Z|B,C) was low: 

When a lake has juga snails [A], it usually has bacteria 
proliferation [Z]. 

When a lake has both scuta snails [B] and aspera snails 
[C], it occasionally has bacteria proliferation [Z]. 

Since participants would infer that A is the best 
explanation, we would expect a difference between the 
low/low and high/low conditions in judgments of P(Z), 
reflecting the higher value of P(Z|A). Finally, the low/high 
condition was the reverse of the high/low condition, with 
a low value of P(Z|A) and a high value of P(Z|B,C): 

When a lake has juga snails [A], it occasionally has 
bacteria proliferation [Z]. 

When a lake has both scuta snails [B] and aspera 
snails [C], it usually has bacteria proliferation [Z]. 

If participants ignore the possibility that the complex 
explanation is true (effectively placing 100% of their 
confidence in the simple explanation), then we would 
expect no difference between the low/low and the 
low/high conditions in ratings of the likelihood of Z, since 
the conditional probability given the conjunctive 
explanation would be irrelevant. Conversely, if they 
weight all possible explanations in a normative manner 
(Anderson, 1991), then they should differentiate between 
the low/low and low/high conditions. 

Method 
We recruited 120 participants from Amazon Mechanical 
Turk for Experiment 1; 8 were excluded from analysis 
because they incorrectly answered more than one-third of 
a set of true/false check questions. 

Each participant completed three items—one each in 
the low/low, high/low, and low/high conditions. For the 
snail item, participants first read about the effects of A, B, 
and C on X and Y, using the above wording. They then 
read about the effects of these causes on Z, with either the 
above low/low, high/low, or low/high wording. Next, 
participants indicated their favored explanation: 

Figure 1: Causal structure used in all experiments. 
White indicates a variable that was observed, and 

grey indicates a variable that is unknown. 
 

1004



Crescent Lake has a loss of sculpin fish [X] and 
crayfish [Y]. Which do you think is the most 
satisfying explanation for this? 

Participants answered this question as a forced-choice 
between “Crescent Lake has juga snails” [A] and 
“Crescent Lake has scuta snails and aspera snails” [B and 
C]. Finally, participants were asked to rate the probability 
of Z (“What do you think is the probability that Crescent 
Lake has bacteria proliferation”) on a scale from 0 to 100. 

Three vignettes were used (snails, bacteria, and fungus), 
and condition (low/low, high/low, or low/high) was 
balanced with vignette using a Latin square. Items were 
completed in a random order, and all questions for each 
item appeared on the same page. 

Results and Discussion 
Most participants (78 out of 112) preferred the simpler 

explanation for all three items. Because our hypotheses 
are predicated on the assumption that participants inferred 
the simple explanation, we focus on these participants’ 
responses in analyzing the results of all experiments. 
However, the results of all experiments are similar if all 
participants are included who passed the check questions. 

Figure 2 shows the mean estimates of P(Z), across the 
three conditions. When both the simple explanation and 
the complex explanation corresponded to a low 
probability of Z (it “occasionally” leads to Z) in the 
low/low condition, mean judgments were 50.74 (SD = 
23.63). But when the simple explanation instead 
corresponded to a high probability of Z (it “usually” leads 
to Z) in the high/low condition, mean judgments were 
much higher [M = 71.69, SD = 18.27; t(77) = 7.27, p < 
.001, d = 0.82, BF10 > 1000]1. Thus, manipulating the 
P(Z|A) had a dramatic effect on judgments of P(Z). This 
result is consistent with either graded or digital beliefs, 
since A was the single best explanation for the data. 

Much more surprisingly, however, manipulating 
P(Z|B,C) had no effect on the perceived probability of Z: 
There was no difference between the low/low condition 
and the low/high condition [M = 48.53, SD = 21.06; t(77) 
= -0.80, p = .43, d = -0.09, BF01 = 8.18]. That is, those 
participants who (reasonably) believed that the simple 
explanation was more likely than the complex explanation 
reasoned as though the simple explanation were certain 
and the complex explanation were impossible: 
Participants ignored the possibility that the complex 

                                                
1 Because null effects were predicted for some comparisons, all 
t-tests in this paper are accompanied by Bayes Factor (BF) 
analyses (Rouder, Speckman, Sun, Morey, & Iverson, 2009), 
with a scale factor of 1. BFs can quantify evidence either against 
or in favor of a null hypothesis. When the evidence favors the 
alternative hypothesis, we denote this ‘BF10’, and when the 
evidence favors the null hypothesis, we denote this ‘BF01’. For 
example, “BF10 = 7.0” means that the data would be 7 times 
likelier under the alternative than under the null, while “BF01” = 
4.0” means that the data would be 4 times likelier under the null 
than under the alternative. 

explanation was true when estimating P(Z). 
These results suggest that, just as in category-based 

prediction (Murphy & Ross, 1994), people base 
predictions from uncertain explanations off of only their 
preferred explanation, ignoring the possibility that other 
explanations could be correct. This is a flagrant violation 
of probability theory, as all possible explanations must be 
weighted in making subsequent inferences (Anderson, 
1991). Indeed, such behavior seems to defeat the very 
point of probabilistic inference, which is to allow for 
degrees of belief rather than all-or-none acceptance of 
propositions (Jeffrey, 1965). 

However, two aspects of this experiment might be 
cause for concern. First, we obtained participants’ 
explanatory ratings as a forced-choice, perhaps creating 
some experimenter demand to focus on the explanation 
the participant selected. Although Murphy and Ross 
(1994) found similar results regardless of whether 
participants were asked to categorize the exemplar, this is 
nonetheless a reasonable concern about this experiment. 

Second, participants may have thought that the simple 
explanation was so much more probable than the complex 
explanation that they were right to ignore the complex 
explanation in estimating the probability of Z. That is, 
suppose participants thought there were a 99% chance of 
A, and a 1% chance of B and C (this is not so 
unreasonable, since Lombrozo, 2007 found a very strong 
simplicity bias, exceeding what is normatively 
appropriate). In that case, the contribution of P(Z|A) 
should be 99 times greater than that of P(Z|B,C), and our 
experimental set-up may not be sufficiently sensitive to 
detect such a small effect of P(Z|B,C). 

Experiment 2 
In Experiment 2, we avoided these concerns by asking 
participants to estimate the probability of A [P(A|data)] 
and of B and C [P(B,C|data)] rather than making a forced 
choice between the two explanations. First, this avoided 
experimenter demand to focus only on one explanation, 
and, if anything, would seem to encourage participants to 
weight both explanations. Second, this measurement 
allowed us to determine how much larger the effect of 
P(Z|A) should be, relative to the size of P(Z|B,C), and to 
compare performance to this normative benchmark.  
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Figure 2: Results of Experiments 1 and 2. 
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Method 
We recruited 120 participants from Amazon Mechanical 
Turk for Experiment 2; 6 were excluded because they 
incorrectly answered more than one-third of the check 
questions, and 12 because their total probability ratings 
for at least one item were not between 80% and 120%. 

The procedure for Experiment 2 was the same as 
Experiment 1, with two changes. First, rather than asking 
which explanation participants favored as a forced-choice, 
they were asked to rate the probability of each 
explanation given the evidence [i.e., P(A) and P(B,C)], 
and were instructed to ensure the probabilities added up to 
100%. Second, the question about the probabilities of the 
explanations was asked on one page, then the question 
about the probability of Z was asked on a separate page. 
This change was made to avoid demand for consistency 
across the two sets of questions. The probability 
information was repeated at the top of both pages. 

Results and Discussion 
Most participants (72 out of 102) rated P(A) at least as 
high as P(B,C) for all items. Among those participants, 
the mean estimate of P(A) was 65.88 (SD = 16.33) and the 
mean estimate of P(B,C) was 34.06 (SD = 16.30). Thus, 
despite their belief that the simpler explanation was more 
probable, participants allocated substantial probability to 
the complex explanation. 

Nonetheless, the results of Experiment 2 were similar to 
those of Experiment 1 (Figure 1). Participants gave higher 
estimates of P(Z) in the high/low than in the low/low 
condition [M = 70.60, SD = 18.62 vs. M = 60.24, SD = 
22.66; t(71) = 3.41, p = .001, d = 0.40, BF10 = 18.85], 
though this effect is about half as large, compared to 
Experiment 1. This difference appears to be due to task 
demands, although it is not clear whether it is a demand in 
Experiment 1 to focus more on P(Z|A), or a demand in 
Experiment 2 to focus less on P(Z|A), relative to a 
condition in which participants did not make any explicit 
judgments about the explanations. In any case, however, 
this result is robust across both tasks, and the true effect 
size likely lies somewhere in the middle. 

Most critically, there is once again no difference 
between the low/low condition and the low/high condition 
[M = 59.31, SD = 23.23; t(71) = -0.33, p = .74, d = -0.04, 
BF01 = 10.22]. Thus, once again, while participants were 
happy to use P(Z|A) in estimating the probability of Z, 
they completely ignored P(Z|B,C). This occurred even 
though participants indicated that there was about a one-
third chance that explanation A was true. 

Could these results be driven by the assumption that the 
causes are not mutually exclusive? That is, perhaps 
participants are assuming that A could have occurred 
along with combinations of B and C, in which case the 
evidence is a much better signal for A than for B and C. 
However, this explanation is untenable in light of 
participants’ explicit ratings of the explanations, which 
indicated considerable credence in the B,C explanation.    

 
To further rule out this possibility, we can also compare 

each participant’s estimate of P(Z) to a normative 
standard, calculated from that participant’s own 
probability ratings of P(A), P(B,C), and P(Z). We included 
all 102 participants who passed the check questions in this 
analysis. Normatively, P(Z) can be calculated as: 

 P(Z) = P(Z|A)P(A) + P(Z|B,C)P(B,C) 
Since we used verbal labels (“occasionally” and 
“usually”) rather than precise probabilities, we must use 
an indirect method to calculate predicted values of P(Z). 
From the high/low and low/low conditions, we estimated 
each participant’s implicit probability difference between 
“usually” and “occasionally” (M = 9.33, SD = 38.04). 
This allowed us to calculate how large the difference 
between the low/high and low/low conditions should be. 
Participants’ difference scores between the low/low and 
low/high conditions were substantially smaller than these 
normative values, derived from their other ratings [M = 
5.80, SD = 23.85 for the difference between actual and 
normative judgments; t(101) = 2.46, p = .016, d = 0.24, 
BF10 = 1.43]. This analysis of individual participants thus 
corroborates the overall pattern of means, indicating that 
participants underweighted (in fact, did not weight at all) 
the complex explanation in estimating P(Z). 

Experiments 3A and 3B 
In our final experiment, we aimed to test whether people 
would underweight the probability of any unlikely belief 
in making subsequent inferences, or whether this effect 
was confined to explanatory inferences (such as causal 
and category-based reasoning). Thus, instead of 
manipulating the probability of two competing beliefs (A 
and B) by varying their plausibility as explanations (e.g., 
by making A a simple explanation and B a complex 
explanation), we instead manipulated the base rates of A 
and B, by asserting that A had a 65% chance of being true 
while B had a 35% chance (the same base rates for A and 
B that people gave for the simple and complex 
explanations in Experiment 2). If participants’ beliefs are 
‘digital’ only when they must infer a category or cause, 
then they would rely on both P(Z|A) and P(Z|B) when 
making subsequent inferences about Z. But if any two 
incompatible beliefs are resolved in a digital fashion (so 
that either A or B is believed all-or-none), then 
participants would continue to ignore P(Z|B) in estimating 
P(Z). We tested this in Experiment 3A. 

A second goal was to ensure that participants were not 
making normative errors simply because they are 
incapable of performing the mathematics. Thus, 
Experiment 3B gave participants all four numbers needed 
to calculate P(Z) [i.e., P(Z|A), P(Z|B,C), P(A), and P(B,C)]. 
If participants make more normative inferences here, it 
would suggest that participants know that the likelihood 
of Z given low-probability beliefs is relevant, but do not 
use it spontaneously when forced to perform a task 
without the benefit of complete probability information. 
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Method 
We recruited 120 participants from Amazon Mechanical 
Turk for Experiment 3A, and a different group of 119 
participants for Experiment 3B; 5 were excluded because 
they incorrectly answered more than one-third of the 
check questions (2 and 3 from Experiments 3A and 3B, 
respectively), and 9 because their total probability ratings 
for at least one item were not between 80% and 120% (6 
and 3 from Experiments 3A and 3B, respectively). 

Rather than manipulating participants’ inferences using 
simplicity, participants in Experiment 3A were simply 
told the prior probability of each cause. They first read 
about the probability of Z given either cause A or cause B. 
For example, in the low/low condition, participants read: 

When a lake has Juga snails [A], it occasionally has 
bacteria proliferation. 

When a lake has Scuta snails [B], it occasionally has 
bacteria proliferation. 

The high/low and low/high conditions differed as in 
Experiments 1 and 2 (changing “occasionally” to 
“usually” either for A or B, respectively). Next, 
participants were told the prior probabilities of the causes: 

Crescent Lake has a 65% chance of having Juga 
snails and a 35% chance of having Scuta snails. 

These probabilities were adjusted across the three 
vignettes to match the probabilities of the simple and 
complex explanations obtained empirically in Experiment 
2. Then participants were asked to rate the probability that 
the lake had each kind of snail, just as in Experiment 2. 
Finally, participants rated the probability of Z, using the 
same scale as Experiments 1 and 2. Counterbalancing and 
randomization were the same as in Experiments 1 and 2. 

Experiment 3B was identical to Experiment 3A, except 
that the conditional probabilities were also numerically 
specified. Specifically, the word “occasionally” was 
always followed by the parenthetical “(about 20% of the 
time)” and the word “usually” was always followed by 
the parenthetical “(about 80% of the time).” 

Results and Discussion 
Figure 3 plots the results for both Experiments 3A and 
3B. As in the other experiments, most participants rated 
the probability of A higher than the probability of B for all 
three items (91 out of 112 for Experiment 3A and 72 out 
of 113 for Experiment 3B). Ratings of P(A) and P(B) were 
tightly clustered around the values given in the problem 
(for P(A), M = 65.40, SD = 2.08 and M = 65.38, SD = 2.54 
for Experiments 3A and 3B; for P(B), M = 34.72, SD = 
2.46 and M = 34.61, SD = 2.63). Thus, judgments of P(A) 
and P(B) were very similar here to judgments of P(A) and 
P(B,C) in Experiment 2.  

For Experiment 3A, inferences about P(Z) were similar 
to Experiment 2. Participants gave somewhat higher 
estimates of P(Z) in the high/low than in the low/low 
condition [M = 71.49, SD = 19.01 vs. M = 66.04, SD = 
25.68; t(90) = 2.03, p = .045, d = 0.21, BF01 = 1.65], 
although this effect was surprisingly small. Most 

importantly, however, estimates of P(Z) in the low/high 
condition were no higher than in the low/low condition 
and were, if anything, somewhat lower [M = 60.71, SD = 
21.02; t(90) = -1.78, p = .078, d = -0.19, BF01 = 2.58]. 
That is, once again, people did not take into account the 
possibility of the low-probability alternative (B) when 
estimating P(Z). This result suggests that people adopt 
beliefs in an all-or-none manner not only when the belief 
is the result of a categorization or a causal inference, but 
even if the belief is determined by prior probability alone. 

These results stand in contrast to those of Experiment 
3B. This experiment differed from Experiment 3A only in 
giving precise values of P(Z|A) and P(Z|B), so that 
participants could in principle calculate P(Z) exactly. 
Here, participants differentiated not only between the 
high/low and the low/low conditions in their ratings of 
P(Z) [M = 64.75, SD = 17.63 vs. M = 34.33, SD = 27.90; 
t(71) = 11.81, p < .001, d = 1.39, BF10 > 1000], but also 
gave higher estimates of P(Z) in the low/high condition 
[M = 47.99, SD = 23.36; t(71) = 4.88, p < .001, d = 0.58, 
BF10 > 1000]. Thus, people are aware that the 
probabilities of lower-probability beliefs are relevant. 
They simply do not spontaneously use those probabilities 
if they are not given explicitly in the problem. 

This difference between Experiments 3A and 3B was 
also evident when we compared participants’ responses to 
normative benchmarks. We used the same strategy as in 
Experiment 2 to calculate, based on each participant’s 
other probability ratings, how large that participant’s 
difference in P(Z) ratings should be between the low/high 
and low/low conditions. Whereas participants in 
Experiment 3A underutilized P(Z|B) by a substantial 
margin [M = 8.95, SD = 21.00; t(111) = 4.51, p < .001, d 
= 0.43, BF10 = 786.09], participants in Experiment 3B 
were better calibrated and underutilized P(Z|B) to a 
smaller degree [M = 5.09, SD = 19.87; t(112) = 2.72, p = 
.008, d = 0.26, BF10 = 2.61]. 

General Discussion 
Do beliefs come in degrees? The current studies suggest 
that they may not—that when making predictions from 
uncertain beliefs, those beliefs are treated as either true or 
false, without reflecting the uncertainty that people 
profess when asked explicitly. In Experiments 1 and 2, 
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people acknowledged that a simple explanation had a 
65% chance of accounting for some observations, while a 
complex explanation had a 35% chance. In making 
subsequent predictions dependent on the correct 
explanation, however, people ignored the lower-
probability complex explanation, treating the simple 
explanation instead as though it were certainly true. In 
Experiment 3A, participants even ignored low-probability 
beliefs when the prior probabilities were given explicitly. 

However, when participants in Experiment 3B were 
given all relevant probability information, they were able 
to take low-probability possibilities into account. 
Although further work will be necessary to pinpoint the 
reason for this effect of task context, one possibility is 
that when all relevant probability information is given, 
participants are able to treat the inference as a math 
problem rather than relying on their intuitive belief 
systems. Even if participants are unable to produce the 
precise Bayesian solution, they may recognize that all 
four pieces of information are relevant and scale their 
responses in qualitatively appropriate ways. Future 
research might also examine other conditions that may 
lead participants to combine multiple potential beliefs, 
such as priming participants with problems with two 
equally likely possibilities, where neither can be ignored. 

If people represent beliefs implicitly as all-or-none, 
then why do they nonetheless profess uncertainty when 
asked explicitly? That is, why do participants not claim 
that there is a 100% chance that the simple explanation is 
true, when asked explicitly? One possibility is that beliefs 
such as ‘there is a 65% chance of possibility X’ can be 
represented explicitly but that when we must rely on such 
beliefs for subsequent inferences, they must be converted 
to the ‘digital’ format. For example, when people are 
planning what to wear during the day, they are clearly 
able to represent explicitly the possibility that there is a 
65% chance of rain. But when they must use that belief 
implicitly in subsequent reasoning (e.g., to determine 
whether the road will be slippery), people appear unable 
to use probabilities in a graded manner. 

This possibility is consistent with the singularity 
principle (Evans, 2007), according to which people focus 
on one possibility at a time in hypothetical thinking. For 
example, when told about a cause that can lead to an 
effect, people ignore other possible causes that  could be 
in operation, focusing on the focal cause when estimating 
the probability of the effect (Fernbach, Darlow, & 
Sloman, 2011). The current results show that people even 
neglect alternative causes in predictive reasoning when 
one cause is merely more likely, rather than certain. 

These results are challenging for probabilistic theories 
of cognition (Anderson, 1991; Oaksford & Chater, 2009), 
in that the very purpose of probability is to reflect degrees 
of uncertainty (Jeffrey, 1965). Graded beliefs are critical 
for Bayesian updating, or modifying one’s beliefs in light 
of new evidence. The current results point to differences 
between implicit and explicit representations of beliefs, 

since people can simultaneously profess 65% confidence 
in an explanation, but treat it in subsequent inference as 
though they are 100% confident. Thus, people may look 
more or less like Bayesians depending on the nature of the 
task and the associated cognitive architecture. 

Abductive (data-to-explanation) and predictive 
(explanation-to-predicted-data) reasoning are critical to 
diverse cognitive processes, including not just causal 
reasoning and categorization, but also decision-making, 
perception, and social cognition. Therefore, an important 
goal for future research will be to test whether a digital 
belief architecture is confined to high-level cognitive 
tasks (such as causal reasoning and categorization), or 
whether it might instead be a common architectural 
constraint across many cognitive domains. 
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Abstract 
Our beliefs guide our actions. But do potential actions also 
guide our beliefs? Three experiments tested whether people 
use pragmatist principles in fixing their beliefs, by 
examining situations in which the evidence is 
indeterminate between an innocuous and a dire explanation 
that necessitate different actions. According to classical 
decision theory, a person should favor a prudent course of 
action in such cases, but should nonetheless be agnostic in 
belief between the two explanations. Contradicting this 
position, participants believed the dire explanation to be 
more probable when the evidence was ambiguous. Further, 
when the evidence favored either an innocuous or a dire 
explanation, evidence favoring the dire explanation led to 
stronger beliefs compared to evidence favoring the 
innocuous explanation. These results challenge classic 
theories of the relationship between belief and action, 
suggesting that our system for belief fixation is sensitive to 
the utility of potential beliefs for taking subsequent action. 

Keywords: Explanation; beliefs; causal reasoning; 
categorization; rationality. 

Introduction 
We are agents embedded in the world. Our cognitions 
exist in part to support adaptive behavior (Fiske, 1992; 
James, 1983/1890). Thus, beliefs allow us to store 
information that may be useful for taking beneficial 
actions later on. Here, we examine two ways that beliefs 
might guide actions—and that actions might guide beliefs. 

The classical decision-theoretic view asserts that our 
actions are guided by our beliefs according to a set of 
decision-making principles. That is, we attempt to 
ascertain the truth, and on the basis of these beliefs, we 
take action (Jeffrey, 1965; von Neumann & Morgenstern, 
1944). Although most behavioral economists (unlike 
laypeople; see Johnson & Rips, 2015) do not believe that 
people are utility maximizers, most modifications to 
utility-maximization theory retain the underlying 
assumption that beliefs about outcome probabilities are 
fixed before the decision-making process occurs (e.g., 
Kahneman & Tversky, 1979; Shafir & LeBoeuf, 2002). 

An alternative, pragmatist view holds that not only do 
our beliefs guide our actions, but our potential actions 
also guide our beliefs, because some beliefs are more 
useful to hold than others. (See Evans & Over, 1996 for a 
related distinction between impersonal, logic-based and 
personal, utility-based rationality.) To adapt an example 
from the philosopher Charles Sanders Peirce (1997/1903), 
consider the plight of a ship captain caught in a storm, 
who must decide whether to put his wheel to port or to 
starboard, acting on one or another hypothesis. Even if the 
probabilistic evidence favors the hypothesis that he 

should turn the ship to port, he might nonetheless act on 
the starboard hypothesis, if the consequences of being 
wrong are graver when the starboard hypothesis is true. 
On the pragmatist view, the captain might not merely act 
prudently, as though the starboard hypothesis is true, but 
also believe it to be true, despite its lower probability. 

More generally, in high-stakes situations where beliefs 
guide our actions, we might be prudent not only in our 
actions, but also in our beliefs. The decision-theoretic 
view can explain the ship captain’s prudent action if he 
assigns a low probability to the dangerous outcome, yet 
acts to prevent that outcome because its disutility is so 
high. But on the pragmatist view, this calculation might 
be facilitated by the belief system itself, which may adjust 
the probabilities to favor the more prudent course of 
action, even if the evidence disagrees. 

Although pragmatist considerations have long played a 
role in psychological theories (Fiske, 1992; James, 
1983/1890), this kind of radical pragmatism would be a 
departure from standard approaches to decision-making. 
Traditionally, biases in decision-making are explained in 
terms of short-cuts in belief formation (Tversky & 
Kahneman, 1974) or nonlinear utility functions relative to 
probability (Kahneman & Tversky, 1979). If people both 
adjusted their beliefs prudentially in light of the utility of 
potential actions, and then acted prudentially given those 
already-adjusted beliefs, then people would adjust twice 
for the greater utility of taking the prudential action, and 
may act in a way that is too conservative, relative to the 
principles of rational decision theory. 

We conducted three experiments to test whether people 
are more likely to believe explanations that have greater 
(prudential) utility. The basic paradigm was the same in 
all experiments. Participants learned about some 
evidence, which two potential hypotheses could explain—
either an innocuous explanation (e.g., a minor disease that 
leads to soreness) or a dire explanation (e.g., a severe 
disease that leads to a fatal tumor). The evidence either 
favored one of the explanations or was ambiguous. 
However, because one explanation necessitated action 
more strongly than the other, participants should take 
action as though the severe explanation is true, even when 
the evidence is ambiguous (e.g., a doctor would treat the 
severe disease even if a minor disease is just as likely). 
Similarly, when the evidence favors the severe disease, 
one should be strongly inclined to take the corresponding 
action, whereas when the evidence favors the minor 
explanation, one should be comparatively less inclined to 
take the corresponding action because the consequences 
of inaction are minor. This result would be consistent with 
either the decision-theoretic or the pragmatist theory. 
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However, the decision-theoretic and pragmatist theories 
diverge in their predictions for beliefs. When the evidence 
is completely ambiguous, favoring neither explanation, 
people should be agnostic between the two explanations 
according to the decision-theoretic view—prudent actions 
emerge because people take into account the greater 
disutility of inaction if the severe explanation is true.  
Further, if the evidence is probabilistically symmetric 
when it favors either the minor or the severe explanation, 
the decision-theoretic view would predict that if one has a 
given degree of confidence in the minor explanation when 
the evidence favors that explanation, one should have that 
same degree of confidence in the severe explanation when 
the evidence favors that explanation. 

However, on the pragmatist view, people may favor the 
severe explanation even when the evidence is ambiguous, 
because this belief would facilitate prudent action. They 
also may believe more strongly in the severe explanation 
when the evidence favors it, compared to how strongly 
they believe the minor explanation when the evidence 
favors it. Such results would be in normative tension with 
probability theory and expected utility theory, as well as 
dominant theories of decision-making in psychology. 

Our experiments varied both the vignette content and 
the degree of explanatory ambiguity. In Experiment 1, we 
used a medical diagnosis paradigm to test these 
hypotheses, in line with previous studies of explanatory 
reasoning (e.g., Khemlani, Sussman, & Oppenheimer, 
2011; Lombrozo, 2007). In Experiment 2, we extended 
these results to a wider range of stimuli that included both 
causal explanations and categorizations. To vary 
explanatory ambiguity, Experiment 3 introduced an 
additional unverified prediction to one of the 
explanations, which interferes with normative 
probabilistic reasoning (Johnson, Rajeev-Kumar, & Keil, 
2014; Khemlani et al., 2011). 

Experiment 1 
In Experiment 1, participants gave diagnoses and 
treatment recommendations for patients with various 
combinations of symptoms. We measured both 
participants’ preferred actions (i.e., treatment 
recommendations) and beliefs (diagnoses), to distinguish 
between the decision-theoretic and pragmatist theories.  

Method 
We recruited 200 participants from Amazon Mechanical 
Turk; 32 participants were excluded from data analysis 
because they failed a manipulation check (see below).  

Participants were told that they would learn about some 
diseases and “a patient who has one of the diseases.” 
Participants completed three items, each specifying that 
two diseases had equal base rates. For example: 

There are two rare diseases, called Prasntosis and 
Hanriosis. Both affect about 1 in 800 people during 
their lifetimes. 

Then, participants read about the symptoms of each 

disease, which differed in one symptom that was either 
minor or severe: 

Prasntosis causes itchy skin, spots on the face, and 
mild soreness. 

Hanriosis causes itchy skin, spots on the face, and a 
potentially fatal tumor. 

Next, participants read about treatments for the diseases: 
There are effective medications for treating both 
Prasntosis and Hanriosis. In a recent study, the 
Prantosis medicine was effective for 80 out of 100 
people, and the Hanriosis medicine was effective for 
80 out of 100 people. There are no known side effects 
or risks associated with taking either medicine. 

Participants then learned about the patient’s symptoms. In 
the Minor condition, the patient had all the symptoms of 
the minor disease: 

Laura has itchy skin and spots on her face. She also 
has mild soreness. 

In the Severe condition, the patient had all the symptoms 
of the severe disease: 

Laura has itchy skin and spots on her face. She also 
has a potentially fatal tumor. 

Finally, in the Ambiguous condition, information about 
the distinguishing symptom was unavailable: 

Laura has itchy skin and spots on her face. We don’t 
know whether she has mild soreness or a potentially 
fatal tumor. 

Participants then completed an Action question and a 
Belief question. For the Action question, participants were 
asked to recommend a treatment (“Suppose you can only 
give medicine to treat one disease. For which disease 
would you administer the medicine to Laura?”) on a scale 
from 0 (“Definitely Prasntosis”) to 10 (“Definitely 
Hanriosis”). For the Belief question, participants were 
asked to diagnose the patient’s disease (“Which disease 
do you think Laura has?”) on the same scale. 

The names and order of listing the two diseases was 
randomized for each item. The order of mentioning the 
diseases in the Ambiguous condition and the left/right 
orientation of the rating scales were adjusted to match. 
The order of the Action and Belief questions was 
counterbalanced across participants. The assignment of 
vignette (i.e., names and symptoms of the diseases) was 
counterbalanced with condition using a Latin square, and 
items were presented in a random order. 

Two manipulation checks were also included. First, 
after each item, participants were asked to rate the 
seriousness of each disease. Any participant was excluded 
who gave a higher seriousness rating for the minor 
disease for any of the items. Second, at the end of the 
experiment, participants completed a memory test for 
items encountered during the experiment. These check 
questions were included in order to detect participants 
who might be responding at random. Any participant 
answering more than one-third of these questions 
incorrectly was excluded. 
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Figure 1: Asymmetry in belief strength between Severe 
and Minor conditions. Bars represent 1 SE. 

Results and Discussion 
In reporting results of all experiments, participants’ 
responses were converted to a -5 to 5 scale, where 
negative scores correspond to the minor explanation and 
positive scores correspond to the severe explanation.1 

We first analyzed responses to the Action question, to 
ensure that our manipulation was successful. In the Minor 
condition, participants favored the medicine for the minor 
disease [M = -2.28, SD = 3.43; t(167) = -8.61, p < .001, d 
= -0.66, BF10 > 1000], whereas in the Severe condition, 
participants strongly favored the medicine for the severe 
disease [M = 4.48, SD = 1.26; t(167) = 4.48, p < .001, d = 
3.56, BF10 > 1000]. Finally, in the Ambiguous condition, 
where the evidence favored neither disease, participants 
favored treating the serious disease [M = 2.72, SD = 3.43; 
t(167) = 15.24, p < .001, d = 1.18, BF10 > 1000]. Thus, 
participants chose their actions in accord both with the 
evidence (favoring actions corresponding to evidence 
when unambiguous) and with prudence (favoring the 
safer course of action when the evidence was ambiguous). 
Further, the inclination to treat the severe disease was 
much greater when the evidence favored the severe 
disease, compared to the inclination to treat the minor 
disease when the evidence favored the minor disease. 

Our main interest was in whether these pragmatic 
considerations might influence participants’ beliefs. There 
are two ways in which this might occur. (Neither effect 
differed in any experiment as a function of whether the 
action or belief question was asked first, speaking against 
the possibility of demand effects or scale biases.) 

First, participants could give more extreme belief 
ratings in the Severe condition than in the Minor 
condition. This difference occurred: Ratings were more 
positive in the Severe condition [M = 3.91, SD = 1.73] 

                                                
1 In addition to conventional statistics, we also report Bayes 
Factors (BFs) for each test (scale factor = 1), because we wished 
to be able to quantify evidence in favor of the null hypothesis 
(Rouder, Speckman, Sun, Morey, & Iverson, 2009). For 
example, if the evidence were three times likelier under the null 
hypothesis than under the alternative, this would be denoted 
‘BF01 = 3.0’. In contrast, if the evidence were six times likelier 
under the alternative hypothesis than under the null, this would 
be denoted ‘BF10 = 6.0’. 

than they were negative in the Minor condition [M = -
3.25, SD = 1.83; t(167) = 4.34, p < .001, d = 0.34, BF10 = 
436.7], indicating that their belief in the severe disease 
was stronger when favored by the evidence than was their 
belief in the minor disease when favored by the evidence. 
Figure 1 plots this asymmetry for all three experiments, 
showing mean belief in the Severe condition, and the 
inverse of the mean in the Minor condition. 

Second, participants could favor the severe disease even 
in the Ambiguous condition, where the evidence was 
equally consistent with both explanations. Figure 2 plots 
this effect across all three experiments, showing the mean 
belief in the Ambiguous condition. This effect was not 
significant in Experiment 1 [M = 0.14, SD = 1.20; t(167) 
= 1.47, p = .14, d = 0.11, BF01 = 5.6], although the mean 
was in the predicted direction in all three experiments. 

These results support the pragmatist position. Because 
the base rates of the diseases were equal, evidence 
favoring the severe disease is no more diagnostic than 
evidence favoring the minor disease. Yet, participants 
more strongly believed the severe explanation when 
favored by the evidence than the minor explanation when 
favored by the evidence. This follows participants’ greater 
confidence in treating the severe disease in the Severe 
condition than in treating the minor disease in the Minor 
condition, and suggests that participants’ beliefs were 
influenced by pragmatic considerations—taking into 
account the utility of each belief. 

If the pragmatist position is correct, then why did 
participants not reliably favor the serious disease in the 
Ambiguous condition? Various features of a medical 
diagnosis task could potentially attenuate this effect. For 
example, putting oneself in the position of an expert such 
as a doctor might encourage the use of more deliberate 
rather than intuitive judgments, which could lead one to 
rely more on probability and less on belief utility. Further, 
although the instructions stated that the patient had one of 
the diseases, diseases are not mutually exclusive, and 
participants wishing to express a degree of belief that the 
patient has both symptoms might use the center of the 
scale to express this belief. In Experiment 2, we used a 
wider variety of items to address such possibilities.   

Experiment 2 
Experiment 2 had two primary goals. First, we wished to 
generalize the effects of belief utility to a wider range of 
stimuli. If the null effect in the Ambiguous condition of 
Experiment 1 is due to task features specific to medical 
diagnosis, then this effect might be detectable in different 
but conceptually related tasks. 

Second, we wished to test whether belief utility is used 
as an explanatory virtue not only in causal explanation, 
but also in categorization. Several findings suggest that 
both categorization and causal explanation may rely in 
part on the same mechanisms for abductive (data-to-
hypothesis) inference (e.g., Johnson, Merchant, & Keil, 
2015; Johnson, Rajeev-Kumar, & Keil, 2015). To test 
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whether belief utility might likewise be an explanatory 
virtue common to both cause- and category-based 
explanation, Experiment 2 included both kinds of items. 

Method 
We recruited 200 participants from Amazon Mechanical 
Turk; 32 participants were excluded because they failed 
more than one-third of the check questions. 

Participants completed six items, in a format similar to 
Experiment 1, except a variety of situations were used in 
place of medical diagnosis. For example, one item read: 

Imagine you are an airport security personnel in 
charge of the x-ray machines. You have to determine 
which bags to open and inspect based on these 
signals. The x-ray machine gives the following 
signals to indicate safe and danger. 

A safe signal results in a square, a ringing tone, and a 
check mark.  

A danger signal results in a square, a ringing tone, 
and an X mark.  

You see a triangular bag. In your experience, about 
half of triangular bags are safe and about half are 
dangerous.  

That is, like the scenarios of Experiment 1, one potential 
explanation (“the bag is safe”) had minor consequences 
whereas the other (“the bag is dangerous”) had severe 
consequences, and they had equal base rates (since half of 
triangular bags belong to each category). 

Two items (in the Minor condition) indicated that all 
features or effects of the innocuous explanation occurred: 

The triangular bag gets a square and a ringing tone. It 
also gets a check mark. 

For two Severe items, all consequences of the grave 
explanation occurred: 

The triangular bag gets a square and a ringing tone. It 
also gets an X mark. 

Finally, for two Ambiguous items, information about the 
distinguishing observation was unavailable: 

The triangular bag gets a square and a ringing tone. 
You can’t tell whether it got a check mark or an X 
mark. 

The Action question asked participants what they would 
do (e.g., “Would you open and inspect the triangular 
bag?”), on a scale from 0 (“Definitely No”) to 10 
(“Definitely Yes”), and the Belief question asked 
participants what they thought the best explanation was 
(e.g., “Do you think the triangular bag got the safe signal 
or the danger signal?”) on a scale from 0 (“Definitely 
Safe”) to 10 (“Definitely Danger”). 

Six cover stories were used. In three cases, the 
explanations were causes that explained effects (airport 
security, machines at a factory, and automotive repair) 
and in three cases, the explanations were categories that 
explained features (animals when hunting, air traffic 
control signals, and railway signals). 

The order of the minor and severe explanations was 
pseudorandomized across items, and the assignment of 

the three conditions to the six cover stories was 
counterbalanced using a Latin square. The ‘seriousness’ 
questions from Experiment 1 were omitted to avoid 
potential demand characteristics, but the memory check 
was retained at the end of the experiment.  

Results and Discussion 
As in Experiment 1, participants’ action judgments 
favored the minor explanation in the Minor condition [M 
= -2.91, SD = 2.43; t(167) = -15.54, p < .001, d = -1.20, 
BF10 > 1000], but more strongly favored the severe 
explanation in the Severe condition [M = 3.85, SD = 1.81; 
t(167) = 27.53, p < .001, d = 2.12, BF10 > 1000]. They 
also favored the severe explanation in the Ambiguous 
condition [M = 3.10, SD = 2.02; t(167) = 19.94, p < .001, 
d = 1.54, BF10 > 1000]. Thus, participants again made 
judgments in accord with the evidence and with prudence. 

As in Experiment 1, participants’ beliefs were 
influenced by prudential considerations. Participants in 
Experiment 2 favored the severe explanation even in the 
Ambiguous condition [M = 0.50, SD = 1.24; t(167) = 
5.30, p < .001, d = 0.41, BF10 > 1000; Figure 2]. That is, 
when the evidence favored neither explanation, 
participants favored the explanation corresponding to the 
prudential course of action. The asymmetry between the 
strength of belief in the Severe and Minor conditions was 
not significant in Experiment 2 [M = 3.82, SD = 1.71 and 
M = -3.68, SD = 1.73; t(167) = 0.91, p = .36, d = 0.07, 
BF01 = 10.9; Figure 1], although it was in the predicted 
direction in all experiments.  

These results once again support the pragmatist view, 
uncovering an even more flagrant violation of decision-
theoretic norms than in Experiment 1. When the evidence 
is indeterminate between two explanations with equal 
base rates, the explanations have equal probability. Yet, 
participants’ beliefs favored the severe explanation when 
the evidence was indeterminate, as predicted by the 
pragmatist position. These results both generalize effects 
of belief utility to a broader set of items, and show that 
belief utility is used as an explanatory virtue both in 
cause-based and category-based explanations. 

0 0.25 0.5 

Experiment 1 

Experiment 2 

Experiment 3 

Strength of Belief 

Figure 2: Strength of belief in the severe explanation in 
the Ambiguous condition. Bars represent 1 SE. 
 

1012



Experiment 3 
In our previous experiments, the evidence in the 
Ambiguous condition was indeterminate between the two 
explanations because a critical piece of diagnostic 
information was unavailable. In general, people distrust 
explanations that make unverified or latent predictions 
(Khemlani et al., 2011). Although this bias cannot explain 
the results of Experiments 1 and 2 because both 
explanations made latent predictions in the Ambiguous 
condition, we took advantage of this bias to introduce 
greater perceived ambiguity in Experiment 3. In addition 
to the latent predictions already made in the Ambiguous 
condition, we added an additional latent prediction to 
either the minor or severe explanation in all three 
conditions. Because explanatory intuitions are less stable 
when latent predictions are introduced, we anticipated that 
this added ambiguity could make more room for belief 
utility to affect explanatory judgments. 

Method 
We recruited 100 participants from Amazon Mechanical 
Turk; 10 participants were excluded because they failed 
more than one-third of the check questions. 

Experiment 3 was identical to Experiment 2, except that 
it incorporated the latent evidence as follows. 

For three (Minor-Latent) items, the innocuous 
explanation had an additional consequence (e.g., “a brown 
dot”), which was unobserved. For example:    

A safe signal results in a square, a ringing tone, a 
brown dot, and a check mark.  

A danger signal results in a square, a ringing tone, 
and an X mark. 

For the other three (Severe-Latent) items, the grave 
explanation had the additional unobserved consequence: 

A safe signal results in a square, a ringing tone, and a 
check mark.  

A danger signal results in a square, a ringing tone, a 
brown dot, and an X mark. 

Within each set of three items, there was one item for 
which there was strong evidence for the Minor 
explanation: 

The triangular bag gets a square and a ringing tone. It 
also get a check mark. You can’t tell whether it gets a 
brown dot or not. 

There was one item for which there was strong evidence 
for the Severe explanation: 

The triangular bag gets a square and a ringing tone. It 
also gets an X mark. You can’t tell whether it gets a 
brown dot or not. 

Finally, there was one item for which the evidence was 
ambiguous between the Minor and Severe explanations: 

The triangular bag gets a square and a ringing tone. 
You can’t tell whether it got a check mark or an X 
mark. You also can’t tell whether it gets a brown dot 
or not. 

Which three vignettes were in the Minor-Latent or 
Severe-Latent condition was counterbalanced. The other 

factors were counterbalanced as in Experiment 2. The six 
items were presented in a random order 

Results and Discussion 
There were no differences between items for which the 
latent symptom was diagnostic of the minor or severe 
explanation, so we collapse across this factor. 

Once again, action judgments were as expected, 
favoring the minor explanation in the Minor condition [M 
= -1.22, SD = 3.15; t(90) = -3.66, p < .001, d = -0.39, BF10 
= 40.0] and the severe explanation in the Severe condition 
[M = 3.68, SD = 1.68; t(90) = 20.76, p < .001, d = 2.19, 
BF10 > 1000] and the Ambiguous condition [M = 2.97, SD 
= 2.01; t(90) = 14.01, p < .001, d = 1.48, BF10 > 1000]. 

These prudential considerations again affected belief 
judgments. First, beliefs favored the severe explanation 
more in the Severe condition [M = 2.96, SD = 1.90] than 
they favored the minor explanation in the Minor condition 
[M = -2.28, SD = 2.36; t(89) = 2.58, p = .011, d = 0.27, 
BF10 = 2.0; Figure 1]. Second, beliefs favored the severe 
explanation even in the Ambiguous condition, where the 
evidence was equally consistent with either possibility [M 
= 0.45, SD = 1.12; t(89) = 3.82, p < .001, d = 0.40, BF10 = 
66.9; Figure 2]. 

These are the most robust findings in favor of the 
pragmatist position, since participants’ judgments 
significantly violated decision-theoretic principles in both 
possible ways. This seems to have occurred because the 
additional ambiguity introduced by the latent evidence 
enhanced the effect of belief utility on explanatory 
judgments. Compared with Experiment 2, the effect in the 
Ambiguous condition was of similar size [t(256) = 0.33, p 
= .74, d = 0.04, BF01 = 9.2], but the asymmetry between 
the Minor and Severe conditions was marginally larger 
[t(256) = 1.92, p = .056, d = 0.25, BF01 = 2.6]. Future 
research should follow up on this result to investigate the 
role of evidence ambiguity in the use of belief utility. 

General Discussion 
Our actions are shaped by our beliefs. Here, we showed 
that our beliefs are also shaped by the potential courses of 
action they entail—that people take account of prudential 
considerations in their explanatory judgments, in two 
ways. First, evidence favoring a dire explanation was 
taken as more diagnostic than evidence favoring an 
innocuous explanation (Experiments 1 and 3). Second, 
completely ambiguous evidence was taken to favor a dire 
explanation (Experiments 2 and 3). 

Several alternative explanations should be considered, 
which could be consistent with the classic decision-
theoretic view. First, could the evidence have been seen 
as more diagnostic when it favored the severe 
explanation? That is, when a person has a tumor, that 
might be seen as overwhelming evidence favoring one 
explanation, whereas when a person has soreness, that 
may be seen as less convincing evidence favoring the 
other. Although this could potentially account for the 
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difference between the Minor and Severe conditions, it 
would not predict any effect in the Ambiguous condition, 
since the evidence is the same for both explanations. 
Further, this explanation would not account for 
Experiments 2 and 3, where the evidence would not seem 
to differ in diagnosticity (e.g., an X mark or check mark). 

Second, could the severe explanations be more salient 
than the minor explanations, leading them to be more 
believable? Because imagining something to be true 
makes it seem more likely to be true (Koehler, 1991), 
perhaps participants found the more vivid severe 
explanations (tumors, dangerous bags) to be more 
believable than the more pallid minor explanations 
(soreness, safe bags). In one sense, this may be more a 
mechanism for instantiating prudential considerations, 
rather than an alternative hypothesis. At the same time, 
though, this account would seem to predict that making 
the evidence more ambiguous should make the 
explanations less vivid, and hence would attenuate the 
effects. Experiment 3 found evidence for the opposite. 

Finally, could participants have been interpreting the 
belief questions (“Which disease do you think Laura 
has?”) as asking about pretense (“Which disease would 
you act as though Laura has?”)? Although this 
interpretation would indeed lead to the same pattern of 
results that we found, we think it is unlikely that this is 
driving our results. These belief questions were asked on 
the same page as a question asking directly about which 
course of action the participant would take (“For which 
disease would you administer the medicine to Laura?”), 
which should pragmatically discourage participants to 
encourage the belief question as asking about their 
actions. Further, the order of asking the belief and action 
questions did not make any difference, as it should have if 
the belief question was found to be ambiguous. 

These results have broad implications for reasoning, 
judgment, and decision-making. Although expected utility 
theory has been widely challenged (Shafir & LeBoeuf, 
2002), the underlying assumption that beliefs are 
computed independently of the utility of actions has 
remained unchallenged. These findings complicate this 
picture, showing that the potential courses of actions 
implied by our beliefs feed back to affect those beliefs. 

To the extent that our decision-making capacity might 
‘double correct’ for what is prudent, this could result in 
overly conservative behavior, such as extreme risk 
aversion. Further, belief utility seems to exert a stronger 
effect when people are less able to estimate precise 
probabilities—a situation that may be all too common in 
day-to-day life. Yet, interventions might be devised to 
encourage people to form their beliefs in accordance with 
the evidence rather than their utility. Such interventions 
await empirical support. 
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Abstract 
Our ability to induce the general from the specific is a 
hallmark of human cognition. Inductive reasoning tasks ask 
participants to determine how strongly a set of premises 
(e.g., Collies have sesamoid bones) imply a conclusion 
(Dogs have sesamoid bones). Here, we present evidence 
for an abductive theory of inductive reasoning, according 
to which inductive strength is determined by treating the 
conclusion as an explanation of the premises, and 
evaluating the quality of that explanation. Two inductive 
reasoning studies found two signatures of explanatory 
reasoning, previously observed in other studies: (1) an 
evidential asymmetry between positive and negative 
evidence, with observations casting doubt on a hypothesis 
given more weight than observations in support; and (2) a 
latent scope effect, with ignorance about potential evidence 
counting against a hypothesis. These results suggest that 
inductive reasoning relies on the same hypothesis 
evaluation mechanisms as explanatory reasoning. 

Keywords: Inductive reasoning; abductive inference; 
explanation; scope; hypothesis evaluation. 

Introduction 
Learning often requires us to induce the general from the 
specific. Yet, David Hume (1977/1748) famously noted 
that inductive inferences are never logically valid, 
because subsequent observations could falsify them. 
Thus, cognitive scientists have long recognized that 
humans have both deductive and inductive capacities—
we can reason deductively, where known information 
implies with certainty the truth of the conclusion, and we 
can reason inductively, where known information implies 
only with some probability the truth of the conclusion. 

To study inductive reasoning, psychologists typically 
confront participants with arguments like: 

Collies have sesamoid bones. 
Therefore, dogs have sesamoid bones. 

People are asked to rate the extent to which the premise(s) 
(here, Collies having sesamoid bones) support the 
conclusion (Dogs having sesamoid bones). This argument 
can be compared to the following (better) argument: 

Collies have sesamoid bones. 
Poodles have sesamoid bones. 
Therefore, dogs have sesamoid bones. 

This argument is superior because it has an additional 
supporting premise—a phenomenon known as premise 
monotonicity (Osherson et al., 1990). 

Several theoretical models have arisen from the results 
of such tasks (Heit, 2000). Some models (e.g., Osherson 
et al., 1990; Sloman, 1993) explain inductive reasoning in 

terms of similarity. For example, the Osherson et al. 
(1990) model explains premise monotonicity by 
observing that the total similarity of the premise 
categories to the conclusion category is greater when 
there are more premises, because more premises can 
cover a larger part of the similarity space. Hume 
(1977/1748) took a similar approach. His Principle of the 
Uniformity of Nature proposes that the unknown will 
resemble the known: That is, the more similar the 
unknown conclusion is to the known premises, the 
stronger the inference from premise to conclusion. 

Other researchers have posited more active, flexible 
cognitive processes, arguing that similarity alone is too 
unconstrained to account for all of induction. For 
example, people rely on different aspects of premise–
conclusion similarity, depending on the property (Heit & 
Rubinstein, 1994). When the property is anatomical, more 
anatomically similar premise categories confer greater 
strength to their conclusions (e.g., if the conclusion is that 
a bat has a certain type of liver, then a mouse sharing that 
property is better evidence for the conclusion compared to 
a sparrow). Conversely, when the property is behavioral, 
more behaviorally similar premise categories confer 
greater strength to their conclusions (e.g., if the 
conclusion is that a bat never travels in the same direction 
as the sun, then a sparrow sharing that property is better 
evidence for the conclusion compared to a mouse). Thus, 
similarity alone does not determine inductive strength, but 
must be combined with other critical assumptions. 

Recently, Bayesian theories of inductive reasoning have 
emerged as a possible way to flesh out these assumptions 
(Heit, 1998; Kemp & Tenenbaum, 2009). According to 
these theories, people approach inductive reasoning 
problems by estimating the probability of the conclusion, 
given the truth of the premises. Bayesian theories are 
situated at the computational level and posit normative 
probability calculations. This assumption generally works 
in favor of such theories, because most inductive 
reasoning phenomena appear to be normative—for 
instance, more positive evidence in the form of additional 
premises usually does make the conclusion more likely to 
be true. But this normativity would be a liability if people 
sometimes make non-normative inductive inferences. 

Here, we argue for a third, abductive position. Peirce 
(1997/1903) distinguished between enumerative or 
Humean induction—becoming increasingly confident in a 
generalization as instances of it accumulate—and 
abduction—becoming confident in a generalization to the 
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extent that it is a good explanation of the data (see also 
Lipton, 2004 and McDonald, Samuels, & Rispoli, 1996). 
More precisely, in an abductive inference, the reasoner 
begins with a set of observations, thinks of potential 
explanations that would account for the observations, and 
accepts an explanation to the extent that it is satisfactory 
according to a set of “explanatory virtues.” In a similar 
fashion, we propose that reasoners approach inductive 
reasoning tasks by treating the premises as evidence, and 
the conclusion as a potential explanation to be evaluated. 

This account is in the general spirit of Bayesian 
accounts, with the caveat that computational-level 
Bayesian accounts claim only that participants calculate 
posterior probabilities, without any further specificity as 
to what reasoning processes lead to those posteriors at the 
algorithmic level. Recent evidence suggests that people 
use a set of explanatory heuristics or virtues to evaluate 
explanations (Johnson, Jin, & Keil, 2014; Johnson, 
Rajeev-Kumar, & Keil, 2014, 2015; Johnston, Johnson, 
Koven, & Keil, 2015; Lombrozo, 2007). These heuristics, 
while computationally tractable and likely to be 
approximately normative under favorable conditions, can 
lead to systematic errors under less favorable (laboratory) 
conditions. In this paper, we look for two signatures of 
abductive inference to support the position that inductive 
reasoning is a species of explanatory reasoning. 

Consider again the conclusion that dogs have sesamoid 
bones. This conclusion (or explanation, in our abductive 
terms) would make a variety of predictions. For example, 
it would predict that German Shepherds have sesamoid 
bones. The set of predictions made by an explanation is 
known as its scope, and an explanation’s scope can be 
divided into three types of evidence—positive, negative, 
and latent (Johnson, Johnston, Toig, & Keil, 2014). From 
a normative perspective, positive evidence (e.g., German 
shepherds having sesamoid bones) should count in favor 
of an explanation by confirming a prediction; negative 
evidence (German shepherds not having sesamoid bones) 
should count against an explanation by disconfirming a 
prediction; and latent evidence (e.g., not knowing whether 
or not German shepherds have sesamoid bones) counts 
neither for nor against an explanation because it is simply 
unavailable. Prior research has identified two phenomena 
in explanatory reasoning concerning these evidence types, 
which we treat as signatures of abductive inference—an 
asymmetry between positive and negative evidence 
(Johnson & Keil, 2015), and an aversion to explanations 
positing latent evidence (Khemlani, Sussman, & 
Oppenheimer, 2011). 

First, people do not treat confirmed predictions 
(positive evidence) and disconfirmed predictions 
(negative evidence) symmetrically. In studies of causal 
explanation (Johnson & Keil, 2015), an explanation that 
posited two observed effects was seen as somewhat better 
than an explanation that posited only one observed effect. 
However, an explanation that posited one observed effect 
was seen as far better than an explanation that posited one 

observed and one disconfirmed effect. That is, negative 
evidence is weighed more than positive evidence—a 
phenomenon reminiscent of loss aversion in decision-
making (Kahneman & Tversky, 1979). 

Second, people do not treat unverified predictions as 
irrelevant, but usually count them as evidence against an 
explanation. When comparing an explanation that makes 
one confirmed prediction (Y) against an explanation that 
makes one confirmed prediction as well as a latent 
prediction of unknown truth (YD), people prefer the 
explanation that does not make the latent prediction, even 
if the explanations have equal prior probability (Khemlani 
et al., 2011; see also Johnson, Rajeev-Kumar, & Keil, 
2014 for the mechanism). This bias is non-normative 
because the explanations are equally likely if they have 
equal prior probabilities. If found in inductive reasoning, 
this phenomenon would be incompatible with Bayesian 
accounts that posit normative probabilistic reasoning. 

We test for these explanatory signatures in two 
experiments. In both experiments, we measure the effects 
of adding positive, negative, and latent evidence. We 
predicted that negative evidence would count against a 
conclusion more than positive evidence would count in its 
favor. We also predicted that people would show a latent 
scope bias, rating conclusions as weaker when some of 
their potential evidence is latent. Experiment 1 measured 
probability judgments (facilitating comparison with 
Bayesian accounts) and Experiment 2 measured argument 
strength (facilitating comparisons with other empirical 
studies of inductive reasoning). 

Experiment 1 
In Experiment 1, participants evaluated four different 
types of arguments. Participants read a cover story, stating 
that the premises were generated by an expert on the topic 
and that the judgments were based on experimental 
evidence. This was done so as to minimize concerns about 
possible pragmatic inferences (e.g., that ignorance about a 
premise signaled that the premise was false) by giving 
non-pragmatic justifications for why the expert had the 
information that they had. 

The baseline for comparison were arguments consisting 
of two premises and a conclusion. We referred to this 
argument type as YY, because both premises were 
positive. For example, the premises for one YY item read: 

A study found that rainbow trout have T-A enzymes. 
A study found that brown trout have T-A enzymes. 

The conclusion for this (and following) examples was: 
Fish have T-A enzymes. 

To compare the relative effects of positive and negative 
evidence, matched versions were created that included 
either an additional positive premise or an additional 
negative premise (but the same conclusion). A YYY item, 
with additional positive evidence, read as follows: 

A study found that rainbow trout have T-A enzymes. 
A study found that brown trout have T-A enzymes. 
A study found that clownfish have T-A enzymes. 
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The corresponding YYN item, with additional negative 
evidence, read as follows: 

A study found that rainbow trout have T-A enzymes. 
A study found that brown trout have T-A enzymes. 
A study found that clownfish do not have T-A 

enzymes.  
Note that the third premise in both cases adds to the 

premise diversity—that is, results in a more varied set of 
premises to project to the conclusion. This ought to lead 
to relatively large effects of positive evidence, since 
premise diversity is among the most robust findings in 
category-based induction (Osherson et al., 1990), working 
against our hypothesis of finding a larger effect of 
negative than of positive evidence. 

Finally, to test for an effect of latent scope, a fourth 
argument (YYD) was included, wherein the truth of the 
additional premise was unknown and hence in the latent 
scope of the conclusion category. 

A study found that rainbow trout have T-A enzymes. 
A study found that brown trout have T-A enzymes. 
We do not know if clownfish have T-A enzymes, 

because the study results have not yet come back 
from the lab. 

If participants are evaluating the argument by evaluating 
whether the conclusion is a good explanation of the 
premises, then this YYD argument should be less 
convincing than the YY argument, even though the 
additional premise in fact makes the conclusion no more 
or less probable, normatively speaking. 

Method 
We recruited 200 participants from Amazon Mechanical 
Turk for Experiment 1; 6 were excluded from analysis 
because they incorrectly answered more than 30% of a set 
of multiple choice check questions. 

Each participant completed four items—one each in the 
YY, YYY, YYN, and YYD conditions, formatted as 
above. For each item, participants read the premise and 
conclusion statements, and responded to the question 
“Assuming that the premises are all true, how likely do 
you think it is that the conclusion is also true?” on a scale 
from 0 (“Very unlikely”) to 10 (“Very likely”). These 
items were drawn from four domains—social kinds, 
artifacts, living natural kinds, and non-living natural 
kinds. Condition and domain were balanced using a Latin 
square. Two different sets of items were used (e.g., one 
biological item concerned fish, as above, and another 
concerned plants), and participants were randomly 
assigned to one set of items. Items were completed in a 
random order, but the premises were always listed in the 
same order (as in the above examples). 

Results and Discussion 
As shown in Figure 1, participants’ opinions about the 
conclusion probabilities depended on the nature of the 
premises. Compared to the YY arguments, the YYY 
arguments conferred more certainty on their conclusions, 

indicating an effect of adding positive evidence [M = 
6.84, SD = 2.63 vs. M = 5.81, SD = 2.80; t(193) = 4.24, p 
< .001, d = 0.30]. Similarly, compared to the YY 
arguments, the YYN arguments conferred less certainty 
on their conclusions, indicating an effect of adding 
negative evidence [M = 2.91, SD = 2.75 vs. M = 5.81, SD 
= 2.80; t(193) = -12.48, p < .001, d = -0.90]. These results 
accord with previous studies demonstrating effects of 
positive (Osherson et al., 1990) evidence in inductive 
reasoning, and go beyond those studies in showing a 
robust effect of negative evidence. 

These effects are qualitatively consistent with many 
models of inductive reasoning, including similarity, 
Bayesian, and abductive approaches. However, the 
relative size of the effects is key. The effects of negative 
and positive evidence were not symmetric: Negative 
evidence had a far more dramatic effect on the perceived 
probability compared to positive evidence [M = 2.90, SD 
= 3.24 vs. M = 1.03, SD = 3.37; t(193) = 4.55, p < .001, d 
= 0.33]. This result is consistent with work on abductive 
inference, showing that in general negative evidence has a 
greater deleterious effect on explanatory judgments 
compared to the advantageous effect of positive evidence 
(Johnson & Keil, 2015). Although other accounts of 
inductive reasoning (e.g., Bayesian approaches) may have 
resources to explain this asymmetry, this result seems to 
favor an abductive account. Further, this asymmetry 
cannot be the result of asymmetric floor and ceiling 
effects, because the YYN ratings were actually closer to 
the floor than the YYY ratings to the ceiling. 

The most compelling evidence in favor of the abductive 
account, however, concerns the effect of adding a premise 
espousing ignorance. The YY arguments were seen as 
more convincing than the YYD arguments, indicating an 
effect of latent scope [M = 5.29, SD = 2.51 vs. M = 5.81, 
SD = 2.80; t(193) = 2.32, p = .021, d = 0.17]. Rather than 
ignoring the unknown premise, participants counted it as 
evidence against the conclusion. This result is easily 
predicted by the abductive account of inductive reasoning, 
since people consistently find explanations with wide 
latent scope (i.e., making unverified predictions) less 
satisfying and less probable than explanations with 
narrow latent scope (Johnson, Rajeev-Kumar, & Keil, 
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Figure 1: Results of Experiment 1. Bars  represent 1 SE. 
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2014; Khemlani et al., 2011). This result is more difficult 
to explain with similarity or Bayesian accounts. 

Experiment 2 
Experiment 2 built off of Experiment 1 in two ways. First, 
we included both essential properties (e.g., a kind of 
lawyer having a certain personality type) and accidental 
properties (a kind of lawyer using a certain type of office 
software). Because properties can vary in their 
projectibility to new categories (Heit, 2000), we sought to 
test whether evidential asymmetries and latent scope bias 
would also extend to less essential properties. In 
particular, if people see such properties as less diagnostic 
of category membership, they may be less likely to use 
explanatory reasoning to account for those properties. 
Second, rather than asking directly about the probability 
of the conclusion, as in Experiment 1, we asked about 
argument strength (“Please rate how well these premises 
support this conclusion”). This was done to make the 
results more comparable with previous studies of 
inductive reasoning, which often measure argument 
strength rather than probability (Osherson et al., 1990). 

Method 
We recruited 200 participants from Amazon Mechanical 
Turk for Experiment 2; 12 were excluded from analysis 
because they incorrectly answered more than 30% of a set 
of multiple choice check questions. 

The procedure was identical to Experiment 1, except 
that participants completed both an essential item and an 
accidental item from each of the four domains (e.g., in the 
biological domain, the essential version of the fish item 
and the accidental version of the plant item, or the 
converse), for a total of 8 items. Argument strength was 
measured on 0 (premises support conclusion “very 
poorly”) to 10 (“very well”). 

Results and Discussion 
As shown in Figure 2, participants once again found the 
arguments to be of differing strength, depending on the 
nature of the premises. Somewhat unexpectedly, the 
effects did not differ as a function of whether the property 
was accidental or essential (ts < 1, ps > .60 for the 
interactions), so we collapse across this factor. 

The results were similar to those of Experiment 1. First, 
the YYY arguments were rated stronger than the YY 
arguments [M = 6.49, SD = 2.53 vs. M = 5.20, SD = 2.70; 
t(187) = 8.33, p < .001, d = 0.61], and the YY arguments 
were rated stronger than the YYN arguments [M = 3.38, 
SD = 2.57; t(187) = 8.14, p < .001, d = 0.59], indicating 
effects of positive and negative evidence on argument 
strength, respectively. Once again, the effect of adding 
negative evidence was larger than the effect of adding 
positive evidence, although this trend did not reach 
significance [M = 1.82, SD = 3.07 vs. M = 1.29, SD = 
2.13; t(187) = 1.63, p = .104, d = 0.12]. Second, the YY 
arguments were rated stronger than the YYD arguments 

[M = 5.20, SD = 2.70 vs. M = 4.25, SD = 2.49; t(187) = 
4.90, p < .001, d = 0.36], indicating a latent scope effect. 

These results show that Experiment 1’s results 
concerning the conclusion probability also extend to the 
more traditional measure of argument strength. 
Surprisingly, the effects of positive, negative, and latent 
evidence did not depend on the nature of the property—
essential or accidental—despite previous demonstrations 
that properties vary in their projectibility (Heit, 2000). 
One possibility is that participants essentialized even the 
accidental properties, treating them as a critical part of the 
category. This possibility seems especially likely given 
the nearly identical means for both types of properties. 

Alternatively, some participants could have interpreted 
the argument strength measure as asking what formal 
properties make for a good argument. They might then 
rely less on their intuitive judgments of probability, and 
more on their folk theories of argumentation (e.g., Corner 
& Hahn, 2009). This interpretation also may be consistent 
with the weaker asymmetry in Experiment 2 between 
positive and negative evidence (since people’s folk 
theories of argumentation seem equally likely to weigh 
positive and negative evidence more heavily) and with the 
larger latent scope effect (since ignorance is often taken 
as a sign of poor argumentation; e.g., Durik, Britt, 
Reynolds, & Storey, 2008). 

Of course, neither interpretation undermines our core 
claim that people use explanatory principles in inductive 
reasoning, since we also found these results with a less 
ambiguous dependent measure in Experiment 1. 
Nonetheless, future research might use other dependent 
measures (such as probability, plausibility, or explanatory 
judgments) to study the effects of positive, negative, and 
latent evidence given properties of varying projectibility. 

General Discussion 
Much of cognition consists of going beyond the known, to 
infer new knowledge—reasoning inductively. Here, we 
demonstrated two phenomena of inductive reasoning that 
speak in favor of an abductive account. According to this 
account, when people reason inductively from premises to 
a conclusion, they judge the conclusion to be supported 
by the premises to the extent that the conclusion appears 
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to be a good explanation of the premises (or a 
consequence of such an explanation). Based on recent 
research, we tested two signatures of abductive reasoning. 

Evidential asymmetry. First, negative evidence in the 
form of disconfirmed predictions is usually weighed more 
heavily than positive evidence (Johnson & Keil, 2015), 
just as losses are weighed more heavily than gains in 
decision-making (Kahneman & Tversky, 1979). This 
same asymmetry was observed in inductive reasoning: In 
Experiment 1, negative premises counted more strongly 
against a conclusion than positive premises counted in its 
favor. Although this effect only reached marginal 
significance in Experiment 2, the consistent pattern across 
studies (and large mean difference in Experiment 1) 
leaves little empirical doubt about this result. 

Might this result be accounted for in terms of similarity 
or probability? Similarity-based accounts assume that the 
premises support the conclusion to the extent that the 
premise categories ‘cover’ as much of the conclusion 
category as possible. To our knowledge, similarity-based 
accounts have not made specific predictions about 
negative evidence, but they could be extended to account 
for negative evidence leading to weaker argument 
strength: Negative evidence explicitly limits the coverage 
of the premise categories. However, if negative evidence 
is seen merely as the negation of potential positive 
evidence, then a similarity account would seem to predict 
symmetry between positive and negative evidence, 
contrary to our results. 

An alternative possibility is that negative evidence 
should completely negate the conclusion, if the 
conclusions are interpreted as predicating a property to all 
members of a category (i.e., if clownfish do not have T-A 
enzymes, then clearly it is not the case that all fish have 
T-A enzymes). This possibility, however, is untenable in 
light of research on generic language (Leslie, 2008). 
Statements such as “Fish have T-A enzymes” allow for 
exceptions, just as explanatory generalizations allow for 
disconfirmatory evidence to be explained away by other 
factors (e.g., an experiment might fail not because a 
theory was wrong, but because the methodology was 
flawed). Further, people do not treat subordinate 
categories (e.g., clownfish) as inheriting all properties 
from their superordinate categories (fish)—this is clear 
both in our data (ratings for the YYN arguments were far 
above the floor) and in data from Sloman (1998). 

Bayesian theories may be better able to account for this 
asymmetry. Although not predicted a priori by these 
accounts, people might think that there are more 
“innocent” ways (i.e., alternative explanations other than 
the hypothesis being false) for an explanation’s prediction 
to be accidentally confirmed than for it to be 
disconfirmed—perhaps because an accidental 
confirmation requires only an unexplained generative 
cause, but an accidental disconfirmation requires an 
unexplained preventive cause, in addition to the explained 
cause. If so, negative evidence would be more diagnostic 

than positive evidence. This account is consistent with 
existing data—and with both the Bayesian and abductive 
accounts—but has not yet been explicitly tested. 

Latent scope bias. Second, latent evidence in the form 
of unverified predictions is usually treated like negative 
evidence, and counted against a hypothesis (Khemlani et 
al., 2011). This effect is non-normative from a 
probabilistic standpoint, because observations of which 
we are completely ignorant are equally consistent with 
any hypothesis. Both Experiments 1 and 2 found this bias 
in inductive reasoning: Premises espousing ignorance 
about some possible evidence (e.g., “We do not know if 
clownfish have T-A enzymes, because the study results 
have not yet come back from the lab”) were counted 
against the conclusion. 

This result not only is predicted a priori by an 
abductive account of inductive reasoning, but is difficult 
to reconcile with similarity- or probability-based 
accounts. It is unclear why a premise asserting ignorance 
about a category should enter into the similarity 
computation at all, much less why it should count 
negatively. (Indeed, positive latent scope effects can be 
obtained when the base rate of an observation is very 
high, creating a further obstacle for a similarity-based 
account; Johnson, Rajeev-Kumar, & Keil, 2014). And the 
latent scope bias is even more difficult to square with 
probabilistic accounts, because it is non-normative.  

Other accounts. If inductive inference is not driven by 
similarity or probability, then what does do the driving? 

According to relevance theory (Medin, Coley, Storms, 
& Hayes, 2003), people perform inductive reasoning by 
assuming that the premises are informative with respect to 
the conclusion. Although it is not clear how this account 
would make sense of the explanatory asymmetry, it 
potentially provides an alternative explanation for the 
latent scope effect—that is, people might assume that an 
informative speaker would not flag their ignorance unless 
it was pragmatically relevant to interpreting the 
conclusions. However, in Experiment 1, an alternative 
(non-conversational) reason was given for ignorance (i.e., 
the results not yet being back from the lab), and a latent 
scope effect was still found. Other research has also found 
latent scope effects when pragmatic inferences are 
blocked (Johnson, Rajeev-Kumar, & Keil, 2014); thus, 
relevance theory cannot fully explain these results. 

Of existing theories, these results are most consistent 
with hypothesis-testing theory (McDonald et al., 1996), 
which also holds that people treat the premises as 
evidence and the conclusion as a hypothesis or 
explanation. The current abductive model might be best 
seen as a way of fleshing out the theory of McDonald et 
al. (1996), in light of recent findings in abductive 
reasoning. Indeed, McDonald et al. report several findings 
consistent with our abductive model, most notably that 
arguments with more plausible alternatives to the 
conclusion are rated weaker than arguments with fewer 
such alternatives. As more alternative explanations are 
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made available, the target explanation (conclusion) 
becomes increasingly unlikely to be the most satisfactory. 

Future theoretical and empirical work can be done to 
pinpoint abductive interpretations of other inductive 
reasoning phenomena (see Heit, 2000 for a review). For 
example, more diverse premises usually lead to more 
confidence in the conclusion (Osherson et al., 1990). One 
potential reason for this phenomenon is that alternative 
explanations of more diverse premises would need to be 
highly complex, and people are averse to complex 
explanations (Lombrozo, 2007). Boundary conditions on 
the simplicity preference (Johnson, Jin, & Keil, 2014) 
may be useful for empirically distinguishing this 
abductive account from competing theories. 

Perhaps the greatest promise of an abductive theory is 
its potential to unify research on inductive reasoning with 
the growing body of research on explanatory reasoning 
throughout psychology. Psychological processes from 
categorization to vision to language understanding have 
been cast in terms of explanatory inference.  Inductive 
inference may be a special case of a far more general 
process of explanatory reasoning that pervades much of 
cognition—a process guided by a set of fallible yet 
ordinarily truth-tracking heuristics, which can allow us to 
flexibly produce new knowledge from old.  
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Abstract 

Like scientists, children must find ways to explain causal 
systems in the world. The Bayesian approach to cognitive 
development holds that children evaluate explanations by 
applying a normative set of statistical learning and 
hypothesis-testing mechanisms to the evidence they 
observe. Here, we argue for certain supplements to this 
approach. In particular, we demonstrate in two studies that 
children, like adults, have a robust latent scope bias that 
conflicts with the laws of probability. When faced with two 
explanations equally consistent with observed data, where 
one explanation made an unverified prediction, children 
consistently preferred the explanation that did not make 
this prediction (Experiment 1). The bias can be overridden 
by strong prior odds, indicating that children can integrate 
cues from multiple sources of evidence (Experiment 2). We 
argue that children, like adults, rely on heuristics for 
making explanatory judgments which often lead to 
normative responses, but can lead to systematic error. 

Keywords: Cognitive development; causal reasoning; 
explanation; evidence; probability; philosophy of science. 

Beauty is truth, truth beauty,—that is all 
Ye know on earth, and all ye need to know. 
            -John Keats, “Ode on a Grecian Urn” (1819) 

Introduction 
Children are often characterized as budding scientists. In 
the first years of life, young children perform inductive 
feats befitting of a Newton or a Darwin, managing to 
learn the vocabulary and grammar of one or more natural 
languages, to carve the world up into useful categories, 
and to increase their understanding of the causal structure 
of the physical and social worlds. These accomplishments 
are all the more remarkable because, unlike mature 
scientists, children must induce this knowledge without 
the benefit of formal education or scientific training. 

If children truly approach the world like little scientists, 
gathering evidence and inferring regularities, then perhaps 
their inferential practices are also similar to those of 
actual scientists. In order for scientists to make sense out 
of the world, they must perform abduction—inferring the 
best explanation for a given set of observations (Lipton, 
2004). However, within philosophy of science, there is 
considerable disagreement about what criteria scientists 
use for evaluating hypotheses or explanations. According 
to Bayesian confirmation theory (e.g., Jeffrey, 1965), 
scientists are concerned with inferring the likeliest 
explanation—the hypothesis that has maximum posterior 

probability after observing the evidence. On the 
reasonable assumption that seeking the truth requires us to 
seek the most probable explanation, scientists certainly 
seem to aspire to this goal. 

However, scientists may not always directly consider 
which explanations are most likely, but may instead 
search for the loveliest explanation, in the hope that their 
instinctual sense of explanatory virtue can be a guide to 
truth. There is much anecdotal support for the importance 
of explanatory elegance to the work of scientists. For 
example, Hermann Bondi describes his experience 
meeting Albert Einstein (quoted in Zee, 1999): 

What I remember most clearly was that when I put 
down a suggestion that seemed to me cogent and 
reasonable, Einstein did not in the least contest this, 
but he only said, “Oh, how ugly.” As soon as an 
equation seemed to him to be ugly, he really rather lost 
interest in it and could not understand why somebody 
else was willing to spend much time on it. He was 
quite convinced that beauty was a guiding principle in 
the search for important results in theoretical physics. 

Numerous other great scientists and mathematicians have 
echoed Keats’ refrain, that “beauty is truth, truth beauty.” 

Psychologically, we can think of the “likeliness” 
strategy as using normative probability theory to evaluate 
explanations, selecting the explanation that is made most 
probable by the evidence (Pearl, 1988). In contrast, we 
can think of the “loveliness” strategy as a heuristic 
strategy, selecting the explanation that scores highest on a 
set of “explanatory virtues” such as simplicity, scope, and 
generality (Lipton, 2004; McGrew, 2003). This more 
heuristic view, while potentially leading to error at times, 
has the advantage of being computationally much 
simpler—it does not require explicit calculations of prior 
probabilities, likelihoods, or posteriors. 

Unfortunately, these views are difficult to 
disambiguate, because lovely explanations often are 
likelier. Take simplicity, for instance. Adults (Lombrozo, 
2007), children (Bonawitz & Lombrozo, 2012), and 
scientists (Zee, 1999) all prefer explanations invoking 
fewer causes to explanations invoking more causes. Yet, 
it is unclear whether this simplicity preference is driven 
by an attempt to maximize the likelihood that an 
explanation is true, or by a more course-grained heuristic 
(e.g., “simpler is better”) that often approximates 
normative inferences. All else being equal, simpler 
explanations have higher prior probabilities than more 
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complex explanations. If Disease A can explain all of a 
patient’s symptoms but Diseases B and C would need to 
act in conjunction to account for her symptoms, then 
Disease A is the best explanation not merely because it is 
simpler or lovelier, but also because a person is far 
likelier to acquire one disease than two diseases. 

If scientists and other humans prefer lovelier 
explanations, it is fortunate that they are usually more 
likely to be true—but a preference for simpler 
explanations would also be consistent with people 
performing direct probability calculations rather than 
using a heuristic. There is, however, some evidence 
favoring the heuristic view, at least for adults. People’s 
simplicity bias goes beyond what is normatively justified, 
as people require approximately four times more evidence 
than they normatively should before abandoning a simple 
explanation in favor of a more complex one (Lombrozo, 
2007). Thus, people seem to use simplicity as a heuristic 
for estimating prior probability. Similarly, people use 
complexity in the opposite way, as a heuristic for 
estimating likelihood (i.e., the probability of the evidence 
given each hypothesis; Johnson, Jin, & Keil, 2014). 

But how do these explanatory heuristics arise? Perhaps 
adults learn to use these heuristics because they 
approximate normative calculations. In other words, 
adults might develop a preference for explanations that 
are lovelier simply because they have learned that they 
are, on average, likelier. Yet, if explanatory heuristics are 
such critical sense-making tools, then perhaps they are 
foundational to our cognitive machinery and guide our 
explanation evaluations from very early on. If this is the 
case, then we should expect even young children to use 
the same explanatory heuristics as adults. 

Although even infants can carry out some reasoning in 
a manner consistent with probability theory (Gweon, 
Tenenbaum, & Schulz, 2010), it is less clear whether 
young children also use some of the same explanatory 
heuristics as adults. That said, some preliminary evidence 
was provided by Bonawitz and Lombrozo (2012), who 
found that young children, like adults, require 
disproportionate evidence before abandoning a simple 
explanation in favor of a more complex one. In their 
study, 4- to 6-year-old children encountered a toy that had 
a light and a fan. Children were taught that putting red 
coins in the machine caused the light to turn on, putting 
green coins in the machine caused the fan to turn on, and 
putting blue coins in the machine caused both the fan and 
the light to turn on. Then, the experimenter ‘accidentally’ 
tipped a bag of coins over, so that either one or two coins 
fell in, causing both the light and fan to activate. Even if 
there were many red and green coins but only one blue 
coin in the bag, so that it was actually more probable that 
both a red and a green coin fell into the machine, children 
nonetheless favored the simple explanation. Thus, like 
adults, children appear to use a simplicity heuristic for 
estimating the prior probability of an explanation. 

One limitation of the research on simplicity is that some 

degree of simplicity preference is normatively justified, 
making it more difficult to distinguish the probabilistic 
and heuristic views. In the current studies, we capitalized 
on a non-normative explanatory bias shown by adults—
the latent scope bias (Johnson, Rajeev-Kumar, & Keil, 
2014; Khemlani, Sussman, & Oppenheimer, 2011). For 
example, imagine that your car smelled like antifreeze, 
and this could be due to one of two problems—a problem 
with the cooling system or a problem with the exhaust. 
Suppose that a cooling problem would activate the “check 
engine” light, but an exhaust problem would not. Clearly, 
the thing to do is to check the light. But alas, the light is 
useless, because the bulb has burned out! In this situation, 
the light is in the latent scope of the cooling system 
explanation—that is, the light would count as evidence in 
favor of a cooling problem if it were observed, but the 
prediction is unverified. Normatively, both explanations 
are equally likely. Yet, in situations like this, adults prefer 
explanations with narrower latent scope—that is, 
explanations that make fewer unverified predictions 
(Khemlani et al., 2011). That is, adults would say that the 
exhaust explanation—which does not predict any 
additional effects—is more satisfying and more probable. 

This non-normative inference appears to result from a 
combination of two heuristics (Johnson, Rajeev-Kumar, 
& Keil, 2014). First, when confronted with an explanation 
that makes an unverified prediction, people apply an 
inferred evidence heuristic to resolve this ignorance, 
effectively guessing whether the evidence would be 
observed if they were able to look. In doing so, people 
rely on the base rates of the unverified effect, even if the 
prior probabilities are explicit in the problem (this is what 
makes the inference non-normative). Second, they apply 
an explanatory scope heuristic, preferring explanations to 
the extent that they account for as many actual and as few 
non-actual observations as possible (Johnson, Johnston, 
Toig, & Keil, 2014; Read & Marcus-Newhall, 1993). 

Putting these two heuristics together yields a latent 
scope bias. Most effects in the world (e.g., check engine 
lights switching on) have low base rates. Therefore, 
people typically infer that an unverified effect likely 
would not have occurred, and count this inferred evidence 
against the explanation that would predict it. This leads to 
a preference for narrow latent scope. (Indeed, for cases 
where the unverified effect has a high base rate, people 
infer that it probably would be observed, and have a wide 
latent scope bias; Johnson, Rajeev-Kumar, & Keil, 2014). 
Although in this experimental situation, this heuristic 
leads to error, it is a generally adaptive strategy to try to 
make inferences about unobserved evidence to maximize 
one’s evidential basis for reasoning.  

Given that children are also generally reluctant to 
accept epistemic ignorance (i.e., ignorance residing in 
their own mind, rather than in the world; Robinson et al., 
2006), it is plausible that they would tend to use an 
inferred evidence heuristic when evaluating explanations 
and, thus, show the same, non-normative, latent scope 
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bias as adults. However, if children have not yet acquired 
the inferred evidence heuristic, then they might respond in 
accordance with Bayesian norms, and, ironically, 
outperform adults. Normatively, there is no evidence in 
favor of either the wide or narrow latent scope 
explanation, regardless of how high or low the base rates 
are for the unobserved effect. This is because knowledge 
of the base rates of potential explanations “screens off” 
information about the effect base rates. A Bayesian child 
would ignore the base rates of the effects and instead (1) 
calculate the prior probabilities of both explanations and 
their ratio (i.e., the prior odds), (2) calculate the 
likelihoods of both explanations and their ratio (i.e., how 
probable the data would be under each hypothesis; when 
all that varies across explanations is latent scope, this ratio 
is 1, because the known evidence is predicted by both 
hypotheses), and then (3) multiply these two ratios (Pearl, 
1988). Although this process is in general much more 
complex than the heuristic process, it ironically leads to a 
more straightforward answer in one special case: when 
the likelihood ratio and prior odds both equal one. In this 
case, the Bayesian computation, indicating that both 
explanations are equally probable, is at least as simple as 
the heuristic computation that leads to a latent scope bias. 

In Experiment 1, we tested for a latent scope bias in 
children, capitalizing on this special case by (1) holding 
the base rates of competing explanations constant 
(making the prior probability ratio equal one) and (2) 
manipulating only the unobservable evidence across 
explanation (i.e., making the likelihood ratio equal one). 
Thus, to the extent that the task would be too demanding 
for children, this would make them look like Bayesians 
rather than like heuristic reasoners. In Experiment 2, we 
varied the base rates of the explanations to make the wide 
latent scope explanation more probable, testing whether 
the latent scope bias, like simplicity (Bonawitz & 
Lombrozo, 2012), can be overridden by strong prior odds. 

Experiment 1 
In Experiment 1, children encountered a toy that, like 
Bonawitz and Lombrozo’s (2012), had a fan and a light. 
Children learned that one color coin turned on the fan (the 
one-effect coin) and that the other color coin turned on 
both the fan and light (the two-effect coin). After several 
familiarization trials with these coins (in which various 
parts of the toy were occluded), children were presented 
with one test trial in which the light was occluded so that 
they could not tell whether it was on or not. Then, one 
coin was randomly and covertly put into the machine and 
children were asked to infer which coin was placed inside. 
The coin was drawn from a bag containing 5 coins of 
each color, to ensure that the prior probabilities were 
equal. If children respond normatively, they should guess 
at chance, because the fan is not diagnostic (it is 
consistent with either explanation), and the key piece of 
information (the light) is unavailable. In contrast, if 
children show a latent scope bias like adults (Khemlani et 

al., 2011), they should indicate that the one-effect coin is 
more likely, since it does not make the additional, 
unverified prediction that the light would be on. 

Method 
Participants Thirty-one 4 and 5-year-old children (M = 4 
years, 11 months; range = 4 years, 0 months – 6 years, 0 
months) participated in Experiment 1. An additional 14 
children (11 4-year-olds and 3 5-year-olds) participated 
but were replaced because they failed the familiarization 
check questions (see below). 
Materials The materials included a machine toy (see 
Figure 1), constructed from white cardboard. On the top 
of the machine, facing the child, were a fan that could 
rotate and a light that could turn on. A slot at the front of 
the machine was used to drop coins in, which purportedly 
caused the fan or light to operate. In fact, the fan and light 
were covertly operated by the experimenter using 
switches wired to the back of the box, out of view of the 
child. No child voiced suspicion over the operation of the 
machine; in fact, a senior museum staff member at one of 
our testing sites was surprised to learn that the coins did 
not control the machine. 
Procedure The procedure involved three phases: The 
introduction, familiarization, and test phases. 

In the introduction phase, the experimenter explained 
the function of the blue and red coins. One coin (the one-
effect coin) made just the fan turn, while the other coin 
(the two-effect coin) made both the fan and light turn on. 
The color of the coins was counterbalanced, such that the 
one-effect coin was blue for some children and red for 
others. For each coin, the experimenter put the coin in the 
slot so the child could witness what the coin caused the 
box to do. The experimenter then said, “See! The blue 

Figure 1: Machine toy used in Experiments 1 and 2, 
including the coins that operated the machine and their base 
rates across experiments. The light was occluded on test 
trials so that children could not observe whether it was on. 
The toy was oriented so that the child faced the coin slot. 
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[red] coin makes the fan [both the fan and the light] go.” 
After introducing each coin, the experimenter gave a card 
to the child depicting the coin’s color and its effects to 
reduce the task’s memory load. The order in which the 
experimenter introduced the coins was randomized. 

Next, in the familiarization phase, the child made six 
predictions—two in which both parts of the toy were 
visible and four in which one part was occluded—about 
what would happen if coins were put into the toy. If a 
child required more than one correction on the same 
familiarization trial (either visible or occluded), that child 
did not proceed to the test phase and was excluded from 
data analysis. On the first set of familiarization trials (i.e., 
the two visible trials), the child was asked to predict what 
would happen when the red and blue coins were put into 
the slot. These trials were intended to make sure that the 
children remembered or could rely on their diagrams to 
understand how the machine worked. If the child 
answered incorrectly, the experimenter put the coin in to 
show the child the correct answer, and the trial was 
repeated. The order of the two visible trials (for the red 
and blue coins) was randomized. 

On the second set of familiarization trials (i.e., the four 
occluded trials), either the fan or the light was covered up 
using an opaque cardboard cover, and the child was asked 
to predict what would occur when each color coin was 
placed in the slot. These trials were framed as a guessing 
game, wherein parts of the machine were sometimes 
covered. This was done in order to break any pedagogical 
or pragmatic inferences children might be making about 
what the experimenter was communicating by covering 
the fan and light, and to ensure that children understood 
that unobserved effects could still occur. If the child 
answered incorrectly, the experimenter lifted the cover, 
and the trial was repeated. The order of the four invisible 
trials (for the red and blue coins, and with either the fan or 
light covered) was randomized. 

Finally, in the test phase, the light was occluded. The 
test trial was continuous with the familiarization trials, so 
that from the child’s perspective, covering the light on 
this trial was no different than covering parts of the 
machine on the previous familiarization trials. The 
experimenter showed the child a transparent plastic bag 
containing five red coins and five blue coins and said: 

We’re going to use this bag of coins! See, there are 5 
red coins and 5 blue coins in this bag. I’m going to 
close my eyes and pull one out. Then, I’ll put it in the 
box, and I want you to guess which color went in. 

Then, the experimenter and child both closed their eyes, 
and the experimenter selected a coin at random from the 
bag, so that the child could not see what coin was 
selected. The experimenter then placed the coin in the slot 
and the appropriate effects occurred (i.e., the fan always 
turned on, and the occluded light did or did not turn on, 
depending on the coin color). Then, the experimenter 
asked, “Which color do you think went in?” If children 
are averse to latent scope, they should choose the one-

effect option (the light should be off), but if they prefer 
latent scope explanations, they should choose the two-
effect option (the light should be on). Alternatively, if 
children are indifferent to latent scope and respond 
normatively, they should choose the coins equally often. 

Results and Discussion 
As shown in Figure 2, children preferred the explanation 
with narrow latent scope—the coin that caused only the 
fan to turn on. Specifically, on the test trials, 24 out of 31 
children (77%) chose the narrow latent scope coin (p = 
.003, sign test). This preference was equally strong among 
4- and 5-year-olds (p = 1.00, Fisher’s exact test). These 
results demonstrate that children as young as age 4 have a 
robust latent scope bias, suggesting that even very young 
children are swayed by some of the same non-normative 
explanatory preferences as adults. 

Experiment 2 
Children have surprisingly sophisticated probabilistic 
reasoning skills, starting from infancy (Gweon et al., 
2010). In particular, children use the base rates of 
explanations to calibrate their preference for simpler over 
complex explanations (Bonawitz & Lombrozo, 2012). 
Specifically, when the base rates of the simple and 
complex explanations are made equal by varying the 
number of colored coins, children (like adults; Lombrozo, 
2007) prefer the simple explanation. But when the 
complex explanation is much more probable than the 
simple explanation (a 1:6 ratio), children are able to 
override their simplicity preference and choose the more 
probable explanation. Would children similarly be able to 
override their latent scope bias when the base rates favor 
the wide latent scope explanation? 

To test how children integrate explanatory scope and 
base rates in their explanatory inferences, we manipulated 
the prior odds using the method of Bonawitz and 
Lombrozo (2012). Instead of drawing a coin at random 
out of a bag with 5 two-effect and 5 one-effect coins as in 
Experiment 1, the bag contained 8 two-effect and 2 one-
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Figure 2: Results of Experiments 1 and 2. Dashed line 
indicates chance responding, and bars represent 95% CIs. 
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effect coins. That is, the wide latent scope explanation 
had a prior probability that was 4 times as high as the 
narrow latent scope explanation. If children can override 
their latent scope bias by using probabilistic information, 
they should choose the more probable two-effect coins. 
But if overwhelming prior odds are still insufficient to 
override the latent scope bias, then they should continue 
to choose the one-effect coins with narrow latent scope. 

Method 
Participants Thirty-two 4- and 5-year-old children (M = 
4 years, 11 months; range = 3 years, 11 months – 5 years, 
10 months) participated in Experiment 2. An additional 6 
children (all 4-year-olds) participated but were replaced 
because they failed the same familiarization trial at least 
two times (the same criterion used in Experiment 1). 
Materials and Procedure The materials and procedure 
were identical to those for Experiment 1, except for the 
test trial. On that trial, the experimenter used a bag of 
coins with 8 two-effect coins (i.e., wide latent scope) and 
2 one-effect coins (i.e., narrow latent scope), in contrast to 
Experiment 1 where 5 of each type of coin were used.  

Results and Discussion 
As shown in Figure 2, the results of Experiment 2 differed 
dramatically from those of Experiment 1. Whereas 24 out 
of 31 children (77%) in Experiment 1 chose the narrow 
latent scope coin when the coins were equally probable, 
only 11 out of 32 children (34%) chose the narrow latent 
scope coin in Experiment 2 where the narrow latent scope 
coin was more probable. Thus, children in Experiment 2 
chose the narrow latent scope explanation less often than 
children in Experiment 1 (p < .001, Fisher’s exact test), 
and, if anything, showed a preference for the wide latent 
scope explanation (p = .11, sign test), a preference that 
was equally strong among 4- and 5-year-olds (p = .46, 
Fisher’s exact test). 

These results show that young children are able to 
combine information about an explanation’s scope and its 
prior probability. Like the simplicity bias, the latent scope 
bias can be overridden by strong prior odds. Explanatory 
heuristics therefore are not used blindly, but in concert 
with other sources of evidence in a flexible manner.  

General Discussion 
Children may be scientists, but what kind of scientists are 
they? Do they search for the likeliest explanations, like 
good Bayesians, or do they search for the loveliest 
explanations, as some philosophers of science recommend 
(Lipton, 2004) and many scientists actually do in practice 
(Zee, 1999)? In two experiments, we demonstrated that 
children, like adults, have a non-normative preference for 
narrow latent scope explanations—explanations that 
make few unverified predictions. The early emergence of 
this bias constitutes further evidence that explanatory 
heuristics are not merely quirks of adult cognition, but a 
fundamental component of explanatory reasoning that 

may undergird later, more sophisticated behaviors. 
In Experiment 1, children preferred narrow latent scope 

explanations over wide latent scope explanations, even 
when their probabilities were matched. Experiment 2 was 
an exact replication of Experiment 1, except that the prior 
probabilities favored the wide latent scope explanation. 
This change eliminated the latent scope bias (actually 
reversing it), showing that the bias can be overridden by 
strong prior odds. This speaks to the flexible manner in 
which explanatory heuristics can be integrated with other 
sources of evidence. 

However, one possible concern is that children’s latent 
scope bias is not due to adult-like heuristic processing, but 
instead to a different, lower-level process. Perhaps 
children chose the one-effect coin merely because that 
coin corresponded to the one effect they could observe (a 
perceptual matching bias). However, this interpretation is 
unlikely to be correct for two reasons. First, this bias was 
overridden by probabilistic evidence in Experiment 2, 
meaning that children could integrate multiple sources of 
evidence rather than blindly perceptually matching. 
Second, if the results were due to perceptual matching, 
one would expect stronger effects at younger ages. 
However, there was no age difference in either 
Experiment 1 or 2. Further, we conducted an additional 
test of children’s latent scope bias using a different 
method with 5- to 8-year-olds (Johnson, Johnston, Koven, 
& Keil, 2015). Not only was the latent scope bias 
replicated using a different method, but there were once 
again no age differences even across this wider age range. 

The non-normativity of the latent scope bias—as well 
as the underlying heuristic mechanisms (Johnson, Rajeev-
Kumar, & Keil, 2014)—can help to distinguish between 
probabilistic (“likeliest”) and heuristic (“loveliest”) 
accounts of explanatory reasoning. According to Bayesian 
confirmation theory (e.g., Jeffrey, 1965), the best 
explanation of a phenomenon is the explanation that is 
likeliest to have caused it. This idea has been refined by 
advances in statistics and machine learning (Pearl, 1988), 
which use Bayesian networks to model the conditional 
independence assumptions that vastly simplify the 
computational problem of causal learning and reasoning. 
Psychological versions of these theories have seen great 
success in modeling human causal reasoning in children 
(Gopnik et al., 2004), adults (Steyvers, Tenenbaum, 
Wagenmakers, & Blum, 2003), and even rats (Blaisdell, 
Sawa, Leising, & Waldmann, 2006). Thus, explanatory 
inferences often approach normative ideals—a consistent 
finding across studies that accrues support for the view 
that children and adults infer the likeliest explanation. 

However, in many cases, it may be sufficient to rely on 
heuristics that typically approximate normative 
inferences, rather than going through the more cognitively 
demanding task of explicit probability calculations. 
Heuristics such as simplicity (i.e., preferring explanations 
invoking fewer causes, all else equal) and scope (i.e., 
preferring explanation that explain more of the evidence, 
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all else equal) are normatively grounded, in that following 
them will lead to rational inferences, yet they are more 
computationally straightforward than explicit probability 
calculations. In fact, several studies suggest that children 
and adults rely on simplicity to estimate prior 
probabilities heuristically (Bonawitz & Lombrozo, 2012; 
Lombrozo, 2007) and that adults rely on complexity to 
estimate likelihood (i.e., the probability of the evidence 
given each hypothesis; Johnson, Jin, & Keil, 2014). 

The current results provide even more powerful 
evidence for the heuristic approach, in documenting a 
non-normative behavior by Bayesian standards. In our 
Experiment 1, 77% of children preferred an explanation 
that did not posit an unobservable piece of evidence, even 
though the children could clearly see that the two 
explanations had equal base rates (i.e., the same number 
of red and blue coins in the bag from which the coin was 
randomly selected). Further research could explore 
whether this bias might extend to even younger ages to 
further rule out the possibility that it is a learned heuristic. 

Though the probabilistic and heuristic views may 
appear to be competitors, they need not be. Although 
people do not appear to be Bayesians at an algorithmic 
level, it is equally clear that people often make 
sophisticated inferences that are more-or-less normative at 
the computational level. Since most Bayesian theories are 
posed at the computational level, the heuristic account 
need not be in tension with such probabilistic approaches. 
Rather, heuristics can allow us to implement reasoning 
that can approximate Bayesian norms, in a way that is 
tractable given our cognitive limits. 

Thus, children’s latent scope bias may be best viewed 
not as an inferential failure, but as one part of a grander 
method—an arsenal that may contain many explanatory 
heuristics, working in concert—that we can use to 
understand our environment, to explain what happens, 
and to make sense of the world. Contra Keats, beauty may 
not be the very essence of truth—but the explanatory 
virtues may suffice to get by, most of the time. 
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Abstract 

Interruption interference is a significant decrease in 
performance that follows task interruption. This interference 
is often studied using a primary and interrupting task pair. 
Evidence suggests that interruption interference can be 
reduced through practice by exposing individuals to many 
interruptions. However, the evidence that this skill transfers 
beyond the tasks being trained is less clear. In particular, 
these practice effects may only occur when the same 
interrupting/primary task pairs are involved. A transfer 
paradigm was implemented to assess the transfer of 
interruption-recovery skill. Participants in separate conditions 
performed either the Tower of Hanoi or the Tower of London 
primary task during a training block and a transfer block of 
trials. Trials were interrupted by another task, and the primary 
measure was the time taken to resume the interrupted task. 
Significantly lower resumption times at the beginning of the 
transfer block lead to the conclusion that interruption 
recovery skill can be transferred to a novel task. 
 

Keywords: interruptions; skill acquisition; transfer 

Introduction 
Interruptions involve the suspension of task performance in 
order to perform a second, interrupting task. Handling 
interruptions has been found to result in robust costs to both 
speed and accuracy when compared to non-interrupted 
performance (e.g., Hodgetts & Jones, 2006; Trafton et al., 
2003). Therefore, along with research that has sought to 
identify the sources of interruption interference, research 
has also explored possible means for mitigating interruption 
interference by improving recovery from interruption via 
training (e.g., Cades et al., 2011). 

Research examining interruption interference has often 
used the Memory for Goals theory to explain interference 
effects (Altmann & Trafton, 2002). In this theory, the 
likelihood of successful interruption recovery depends on  
the level of activation of the interrupted task’s goal-state 
information in memory. This theory is implemented with 
the ACT-R architecture (Anderson, 2007), which includes a 
long-term declarative memory in which activation of 
memories decays with time unless strengthened by rehearsal 
or retrieval. If the activation of a memory drops below the 
retrieval threshold, then retrieval will fail unless further 
activated by a cue in the environment that spreads activation 
to that memory. Level of activation in memory affects the 
speed and accuracy of retrieval. Therefore, the resumption 
lag (i.e., the time taken to resume a primary task following 
the end of an interruption) is affected by the amount of goal 
state rehearsal prior to or during an interruption because this 
rehearsal raises the goal’s level of activation of in memory. 

Initial evidence that interruption handling could be 
improved through practice used a three-block paradigm 
where individuals performed a task while being interrupted 
multiple times either with a warning prior to the interruption 
or with no warning (Trafton et al., 2003). Resumption lag 
decreased from earlier to later blocks, providing evidence 
that interruption recovery improved with practice. However, 
this effect only occurred in the no-warning condition, so the 
practice effect might be an adaptation only to events that did 
not include warning time for preparation. 

The possibility of improving interruption recovery 
through training was further addressed in a later study using 
a similar primary/interrupting task paradigm in which 
resumption lag times were compared across individuals who 
had varying exposure to interruptions in a three-session 
AAA AAB ABB design where A blocks received no 
interruptions and B blocks received interruptions (Cades, 
Trafton, & Boehm-Davis, 2006). Individuals improved their 
resumption lag with more exposure to interruptions. These 
results supported the possibility of a general interruption 
recovery skill by which interruption handling can be trained.  

To examine the possibility that interruption recovery skill 
was independent of task skill, a similar three-session study 
design was used that manipulated the onset of a new 
interrupting task rather than the onset of interruptions (i.e., 
an AAA, AAB, ABB design where the letters now 
correspond to different interrupting tasks). Resumption lag 
did not improve and temporarily got worse during the first 
block including the new interrupting task (Cades et al., 
2011). These results support the conclusion that resumption 
lag improvements might be confined to a practiced 
primary/interrupting task pair. However, it is still not clear 
whether improvements in resumption lag might transfer to a 
new primary task if the interrupting task were held constant.  

There are theoretical reasons why one might find transfer 
in the case of a similar interrupting task being paired with a 
new primary task. Singley and Anderson (1989) describe 
transfer as being dependent on the amount of overlapping 
production rules between two tasks. More recently, Taatgen 
(2013) has proposed that transfer between two tasks can 
occur as long as they share common Primitive Information 
Processing Elements (PRIMs) at a finer level of detail than 
the production rule. In the case of interruption recovery 
skill, the PRIMs responsible for interrupting task execution 
or those responsible for preparing to engage in a common 
interrupting task might provide an account of transfer 
between new primary tasks with the same interrupting task. 
Furthermore, the interrupting or primary tasks may not have 
to be identical, but instead they may simply have to share 
enough PRIMs. Because many interruptions involve the 
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encoding of interrupted task-state information and a switch 
between tasks, this account indicates that it may be possible 
to see a more task-general interruption recovery process 
(i.e., task state or goal rehearsal). 

Prior to engaging in a detailed task analysis, including 
understanding the overlapping PRIMs, it seemed prudent to 
first explore whether transfer could be observed in an 
interruption paradigm in which transfer of resumption lag 
improvements could be examined. The current study 
therefore tests the general interruption recovery skill 
hypothesis in which transfer of resumption lag 
improvements is assessed when both the interrupting task 
and primary task differ between training and transfer. In 
addition, because previous studies concluded that recovery 
skill is task-pair specific, the study design included an 
assessment of whether transfer occurred when the 
interrupting task stays the same but the primary task 
changes (i.e., a common-interrupting-task hypothesis). 

A counterbalanced experiment design (e.g., A-B B-A) 
was implemented to evaluate transfer using between-group 
comparisons (Singley & Anderson, 1989). In these analyses, 
Task A trial blocks (i.e., yellow cells in Table 1) are 
compared to each other and Task B trial blocks (i.e., red 
cells in Table 1) are compared to each other across 
conditions. Using the example shown in Table 1, transfer 
from task B to task A is examined by comparing the 
performance at the beginning of the transfer block of the B-
A condition to see if it is better than performance at the 
beginning of the training block of the A-B condition. 

Table 1: Design of experiment to assess transfer  
Condition Training Transfer 
A-B Task A Task B 
B-A Task B Task A 

Method 

Participants 
Participants were 178 Mississippi State University students 
who received partial course credit. Eight participants were 
excluded from analyses because they did not perform the 
interrupting tasks with at least 70% accuracy, and three 
were removed for non-compliance during the experiment. 

Tasks and Materials 
Two primary tasks (Tower of London and Tower of Hanoi) 
and two interrupting tasks were used in this study, all of 
which were implemented and presented via computer. In the 
primary tasks, participants had the goal of moving a set of 
five discs one-at-a-time until the arrangement on the three 
pegs matched a target image that was displayed at the top of 
the screen as shown in Figure 1 for the Tower of London.  

The Tower of Hanoi was selected as a task in this study 
because previous research has used it to explore the 
behavioral effects on goal/subgoal retrieval after various 
durations of suspension (Anderson & Douglass, 2001), and 

it has also been used in interruption research (Altmann & 
Trafton, 2002). It has been used in this prior research due to 
the subgoaling required to complete the task. Therefore, 
during an interruption, there is significant task-related 
information that, if recalled, would speed up resuming the 
task. In Tower of Hanoi trials, participants had to move each 
of five different-sized discs into the goal configuration with 
the constraints that only one disc could be moved at a time 
and larger discs could not be placed on top of smaller discs.  

 

       
 

Figure 1: Tower of London task trial screen. The goal 
configuration is at the top, the current state is presented at 

the bottom of the screen. The Tower of Hanoi task interface 
was similar except that the discs were of different sizes. 

 
The Tower of London was selected because of its 

similarity (i.e., visual features, response method, and task 
goal) to the Tower of Hanoi as well as its use in previous 
interruption studies from which this version of the task was 
adapted (Hodgetts & Jones, 2003, 2006). It also has a 
significant subgoaling component. In Tower of London 
trials, all discs were the same size, but no more than three 
discs were allowed on a single peg at a time.  

There were two possible interrupting tasks: addition and 
matching. The addition task required solving randomly-
generated two-digit addition problems. Participants typed 
responses for these trials into a text box using the keyboard 
as shown in Figure 2. The matching task presented visual 
matching trials from Thurstone's Perceptual Speed test 
(Thurstone & Jeffrey, 1984). Participants solved these 
problems by selecting a figure that matched the target figure 
using the keyboard. Each trial had a target figure on the left 
and a set of five potential matches as shown in Figure 3. 

Design and Procedure 
Each participant was randomly assigned into one of six 
experimental conditions. The six conditions in this study 
were designed in order to address the primary research 
question regarding the ability to transfer interruption 
recovery skill across both primary and interrupting task 
changes. The order of tasks in each condition is shown in 
Table 2 such that there are three separate A-B pairs that can 
be assessed as explained earlier in Table 1. Participants 
performed two blocks of 30 puzzle trials over the course of 
the experiment session (i.e., training and transfer blocks) 
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with the primary puzzle task switching between blocks. The 
order of puzzle presentation was counterbalanced across 
groups so that half received Tower of Hanoi trials in the first 
block and Tower of London trials in the second block while 
the other half received Tower of London trials in the first 
block and Tower of Hanoi trials in the second block. This 
design sets up the necessary between-subject transfer 
comparison between conditions 1 and 2 because the transfer 
block in condition 2 is the same primary task as the training 
block in condition 1 and vice versa. Conditions 1 and 2 
serve as a replication of a prior unpublished study in which 
the interrupting task was not manipulated (Jones & Moss, 
2013). The method of the prior study was identical to that of 
conditions 1 and 2 but did not include conditions 3-6. 
Conditions 3-6 have a different interrupting task between 
their first and second blocks. The order of the interrupting 
tasks was also counterbalanced across these four conditions. 

 

 
 

Figure 2: Example two-digit addition trial. 
 

     
 

Figure 3: Example visual matching trial. 
 
Instructions to participants described the Tower of 

London and Tower of Hanoi tasks as “puzzles”, and 
participants were told that all puzzle trials could be 
completed in exactly six moves. A six-second delay at the 
beginning of each puzzle trial, along with a written prompt, 
instructed participants to plan their moves in order to 
minimize task difficulty. This planning prompt was used to 
encourage use of a planned sequence of subgoals. Move 
attempts that did not follow the six-move solution path 
resulted in a written error message, and the attempt did not 
move the selected disc. Thus, participants were not allowed 
to deviate from the minimum solution path. 

Interruptions occurred without warning in predetermined 
puzzle trials throughout the experiment. Only one 

interruption could occur during any given puzzle trial. 
Interruptions occurred following critical moves within the 
six-move sequence of each trial. Critical moves were 
identified as those that involved a 2- or 3-move sequence to 
move blocking disc(s) out of the way in order to move a 
disc to its goal location. The critical move was the final 
move in such a sequence. All interruptions occurred at these 
moves. In other words, participants were interrupted just 
after they had moved the blocking disc(s) out of the way but 
before they could move the blocked disc. Recalling this goal 
information should speed up resumption of the task relative 
to having to reconstruct the next move from the interface. 
Critical moves always occurred after either the second, 
third, or fourth move in a six-move solution sequence. All 
interruptions lasted approximately 20 s, during which time 
participants completed as many trials of the interrupting task 
as possible. The interrupting task was designed to terminate 
when a component trial was completed and the duration of 
the interruption had been at least 20 s. 

All participants had 31 total interruptions over the course 
of the session. Tower of Hanoi blocks had 17 interruptions 
and Tower of London blocks 14 interruptions. Originally, 
the intent was to have 15 interruptions across both tasks, but 
a programming error led to more interruptions being 
presented in the Tower of Hanoi task. 

Written instructions for the primary and interrupting task 
were provided just prior to each block of trials. Following 
the written instructions, two practice trials were given to 
familiarize participants with the response interface. No 
interruptions occurred during practice trials. Tower of 
London and Tower of Hanoi practice trials were simpler 
one- and three-move trials meant to demonstrate both how 
to select and move discs and how match the target disc 
arrangement displayed at the top of the screen. Addition and 
matching practice trials were identical in complexity to 
those seen during interruptions. 

Results 

Resumption Lag Improvements 
Consistent with prior research, resumption lag was the 
primary dependent measure to assess the impact of 
interruptions. Resumption lag was measured as the amount 
of time between the end of the final trial of the interrupting 
task and the first mouse click in the primary task. 

 The first set of analyses was performed on conditions 1 
and 2. This analysis assesses the common-interrupting-task 

Table 2: Tasks performed in each condition and resumption lag results. Standard errors are in parentheses. 
Condition N Training Block   Transfer Block  

Primary Task Interrupting 
Task 

Resumption 
Lag (s) 

 Primary Task Interrupting 
Task 

Resumption 
Lag (s) 

1 31 Tower of Hanoi Addition 5.65  (0.30)  Tower of London Addition 2.40  (0.18) 
2 26 Tower of London Addition 3.47  (0.19)  Tower of Hanoi Addition 3.83  (0.33) 
3 28 Tower of Hanoi Addition 5.67  (0.37)  Tower of London Matching 2.80  (0.23) 
4 28 Tower of London Addition 3.34  (0.22)  Tower of Hanoi Matching 4.00  (0.44) 
5 28 Tower of Hanoi Matching 5.45  (0.44)  Tower of London Addition 2.80  (0.22) 
6 26 Tower of London Matching 3.46  (0.24)  Tower of Hanoi Addition 3.66  (0.39) 
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transfer hypothesis because in these conditions the primary 
task changed but the interrupting task did not. Because it 
was anticipated that the largest effect of transfer would be 
seen early in the second block due to skill acquisition, only 
the first four interruption events for the training and transfer 
tasks were used. Separate two-way ANOVAs for each 
primary task with a within-subject factor of interruption 
serial order (first through fourth interruption) and a 
between-subject factor of block (training, transfer) were run. 
In other words, for the Tower of Hanoi ANOVA, the 
resumption lag for the first four interruption events in 
condition 1 (training block) were compared to the first four 
interruption events in condition 2 (transfer block). 
Resumption lags were smaller during transfer in both the 
Tower of Hanoi, F(1, 55) = 16.17, p < 0.001, and the Tower 
of London, F(1, 55) = 16.62, p < 0.001. These results 
replicate prior unpublished results using the same method 
for these two conditions (Jones & Moss, 2013) showing that 
this cross-task transfer effect is robust. 

 The second set of analyses involving conditions 3-6 was 
performed across condition pairs that manipulated both 
primary and interrupting tasks. Within a condition, neither 
the primary task nor the interrupting task was the same 
between training and transfer blocks. Conditions 3 and 6 
were compared and conditions 4 and 5 were compared in 
the same manner as condition 1 and 2 above. For the Tower 
of Hanoi, transfer resumption lags in condition 6 were 
smaller than training in condition 3, F(1, 52) = 14.02, p < 
0.001.  Likewise, the comparison of resumption lag times 
between the Tower of Hanoi blocks of conditions 4 and 5 
were significantly lower in the transfer block, F(1, 54) = 
5.30, p = 0.025. This result is consistent with the hypothesis 
that interruption recovery skill transfers even when neither 
the primary nor interrupting task is identical. The 
comparison of the Tower of London resumption lags in 
conditions 4 and 5, however, only showed a significant 
difference at the α = .10 level, F(1, 54) = 3.12, p = 0.084. 
Similarly the Tower of London resumption lags between 
conditions 3 and 6 were also only significant at the α = .10 
level, F(1, 52) = 3.92, p = 0.053, indicating that recovery 
skill transfer might still be occurring between these trial 
blocks but with a smaller effect size. 

In order to assess whether these marginally significant 
results in the Tower of London task were due to lack of 
power, data from the Tower of London training blocks in 
conditions 4 and 6 were combined (i.e., collapsing across 
differences in the interrupting task). Data from the Tower of 

London transfer blocks in conditions 3 and 5 were also 
combined. As a prerequisite for this collapse across 
interrupting task, the data were examined using a set of t-
tests to see whether the interrupting task did indeed have an 
effect on the resumption lag. For example, the resumption 
lags from condition 3 training were compared to the 
resumption lags from condition 5 training (differing in 
interrupting task). None of the t-tests revealed a significant 
difference in resumption lag due to interrupting task, so the 
data were collapsed across the interrupting task differences. 
Resumption lag data from the combined conditions were 
analyzed using the same ANOVA design as the earlier 
analyses. Resumption lag times in the combined Tower of 
London transfer blocks were significantly lower than those 
for the combined training block, F(1, 108) = 7.11, p = 
0.009. This finding is consistent with the marginally 
significant results being due to lack of power, and it 
supports the hypothesis that resumption lag improvements 
transfer to new interrupting/primary task pairs. 

Primary and Interrupting Task Results 
Table 3 shows that interruption task accuracy was high 
across conditions and did not differ significantly between 
conditions. Solution times for the primary tasks were 
analyzed to evaluate whether significant skill in performing 
the disc-moving tasks was transferred between tasks. Such 
transfer could potentially be related to interruption skill 
transfer. Solution time data for the Tower of Hanoi and 
Tower of London were compared using the same block-
condition pairings used to analyze the resumption lag data. 
All solution time analyses were performed using only non-
interrupted trial data, because interrupted-trial solution time 
improvements could reflect improvements in interruption 
recovery skill. Because solution time was more reflective of 
individual problem difficulty than a serial-order skill 
acquisition effect, all non-interrupted trials within a block 
were averaged and t-tests were used.  

In conditions 1 and 2, training on one primary task did not 
lead to lower times in the transfer block for either the Tower 
of Hanoi, t(55) = 1.21, or the Tower of London, t(55) = 
0.35. For conditions 3 and 6, Tower of Hanoi times did 
differ, t(52) = 3.18, p = 0.003, but Tower of London times 
did not,  t(52) = -0.61. For conditions 4 and 5, Tower of 
Hanoi times were lower in the transfer block, t(54) = -2.35, 
p = 0.02, but Tower of London times were not, t(54) = 1.25. 
In summary, primary task transfer was limited and not as 
consistent as the resumption lag transfer effects. 

Table 3: Non-interrupted primary task performance and interruption task accuracy. Standard error in parentheses. 
Condition Training Block    Transfer Block   
 Primary 

Task 
Primary Task 
Sol. Time (s) 

Int. Task Interruption 
Accuracy 

 Primary 
Task 

Primary Task 
Sol. Time (s) 

Int. Task Interruption 
Accuracy 

1 Hanoi 19.02 (1.05) Addition 89.67% (0.84)  London 13.51 (0.87) Addition 88.92% (0.91) 
2 London 14.74 (0.99) Addition 89.32% (1.01)  Hanoi 17.25 (0.99) Addition 89.36% (0.88) 
3 Hanoi 20.19 (1.25) Addition 90.85% (1.12)  London 14.19 (0.90) Matching 91.17% (1.31) 
4 London 15.12 (0.79) Addition 91.77% (1.22)  Hanoi 16.10 (0.82) Matching 92.98% (0.71) 
5 Hanoi 19.47 (1.19) Matching 93.52% (0.62)  London 13.66 (0.86) Addition 91.29% (1.28) 
6 London 14.97 (0.90) Matching 92.40% (1.20)  Hanoi 15.52 (0.72) Addition 90.71% (1.16) 
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Discussion 
Cross-task transfer of interruption recovery skill was 
explored in the current study. Previous evidence had 
suggested that resumption lag times decreased with practice 
dealing with interruptions, but there was no evidence that 
interruption recovery skill could transfer to new tasks. The 
current study used a paradigm designed to maximize 
detection of transfer. Two hypotheses were explored. First, 
the common-interrupting-task hypothesis predicted transfer 
between primary tasks if the interrupting task was the same 
in training and transfer blocks. This hypothesis was 
supported by the results showing transfer in conditions 1 
and 2 of the current study. One explanation of these results 
could be that it was skill on the interrupting task that was 
transferring, but this explanation is not consistent with the 
results testing the second hypothesis.  

The second hypothesis examined was that cross-task 
transfer would occur when the interrupting task was 
different from that trained. The results of the current study’s 
comparison of conditions 3-6 support this hypothesis. 
Resumption lags were found to be significantly lower at the 
beginning of the transfer block when participants had 
already practiced interruptions during an earlier trial block 
even if the primary task and interrupting task were different. 
The fact that this second hypothesis was supported in the 
current study means that there is an apparent discrepancy 
with those of Cades et al. (2011) who did not find continued 
improvements in resumption lag when the interrupting task 
was switched (keeping the same primary task). There are a 
number of differences between the current study and theirs 
that might explain the difference, including the complexity 
of the primary and interrupting tasks. However, a close 
examination of their Experiment 3 shows that they did not 
find that resumption lags get worse when the interrupting 
task was changed, but instead they found that resumption 
lags did not continue to show a practice-related decrease 
when the interrupting task was changed. The fact that 
resumption lags did not show an increase when the 
interrupting task was changed may be indicative of transfer 
occurring. Therefore, there may not be a discrepancy at all. 

The current study used primary tasks with similar features 
to control for differences in complexity. However the data 
indicate that interruption recovery was easier in Tower of 
London trials than in Tower of Hanoi trials, resulting in 
generally lower resumption lags and lower effect sizes for 
resumption lag improvements in Tower of London trials. 
This effect size difference showed up in the transfer 
analyses for Tower of London in which a larger sample size 
was needed to find a statistically significant transfer effect 
(by collapsing across different interrupting tasks).  

In terms of a theoretical understanding of the current 
results, theories of skill transfer (Singley & Anderson, 1989; 
Taatgen, 2013), provide mechanisms that might explain the 
results. There may be common PRIMs involved in 
recovering Tower of Hanoi and Tower of London task-
related information. The number of common PRIMs in the 
recovery process would then be correlated with the amount 

of transfer. Based on the Memory for Goals theory, 
resumption from interruptions always involves the encoding 
and retrieval of goal-state information when suspending a 
task (Altmann & Trafton, 2002). Because the primary goal 
of this recovery procedure (i.e., retrieving an incomplete 
goal state) is consistent across any interruption event, then 
interruption recovery skill can be expected to be based on 
improvements in the ability to encode, maintain, and 
retrieve goal-state information at certain times before, 
during, and following an interruption. Because most 
interruptions involve this common recovery procedure, 
some degree of skill transfer might occur across interruption 
events. 

At some abstract level, the basic strategy of encoding and 
retrieving goal-state information is common across all types 
of resumptions from an interruption. Therefore, the results 
of the current study, which show transfer of interruption 
recovery skill, support the concept of a general procedure 
for recovering from interruptions. However, even if there 
exist some task-general processes (i.e., productions) for 
recovering task-related information, these general processes 
would become specialized to specific tasks as skill is 
acquired (Anderson, 2007). Therefore it is likely that 
aspects of the primary and interrupting task become 
incorporated into such productions, and transfer then 
becomes partially a function of the similarity between tasks 
(similarity among primary tasks, interrupting tasks, or both).  

It is also possible that characteristics of how the 
interruption occurs could affect transfer independently of 
the similarity of different interrupting tasks. For example, 
differences in resumption lag improvement between warned 
and unwarned interruptions (e.g., Trafton et al., 2003) can 
be explained by the opportunity to strengthen goal 
information in memory prior to the interruption. This 
warning time provides an opportunity to make primary task 
resumption easier. In this example, common PRIMs might 
exist with other interruptions that provide a warning period. 
Conversely, common PRIMs that improve the success rate 
of primary task resumption might be present in the recovery 
process for unwarned interruptions.  

Individuals may also develop interruption-handling 
strategies that take advantage of characteristics of certain 
interruption types. One example of such a strategy has been 
suggested in prior research that found that participants who 
could choose when to switch to an interrupting task tended 
to delay switching until they reached states of lower 
processing demand on the primary task (Salvucci & 
Bogunovich, 2010). In a hypothetical model of this strategy, 
a production rule would evaluate primary task information 
in working memory at time of interruption onset to 
determine whether to take immediate action on the 
interrupting task or to defer it. This production rule might 
then transfer to other similar situations. 

Similarly, interruptions with inherent structures that 
facilitate the recovery procedure (e.g., warned interruptions) 
would only provide minimal skill transfer to interruptions 
lacking such structure (e.g., unwarned interruptions). Future 
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research is needed to assess how well transfer can occur 
between different types of interruptions and the differences 
in processing that separate interruptions into meaningful 
skill types. Computational models of interruption recovery 
procedures would be particularly useful for evaluating the 
skills that individuals acquire to handle different 
interruption types as well as how this skill might transfer. In 
particular, it should be fairly straightforward to implement 
models of the Tower of Hanoi and Tower of London within 
ACT-R because such models already exist for some 
versions of the architecture. Then, the PRIM theory could 
be used to examine predicted transfer in our tasks as well as 
how transfer would be affected by different experimental or 
training manipulations. This modeling endeavor is part of 
planned future research. 

This study also has implications for the design of future 
interruption studies. Previous research has used primary and 
interrupting tasks with differing procedural and processing 
elements. These designs have probably stemmed from a 
common conceptualization that any task can be interrupted 
by any other task in a real-world setting. Although these 
designs are useful for evaluating naturalistic performance, 
studies attempting to examine interruption recovery transfer 
effects and the mechanisms that underlie recovery skill will 
likely require more detailed task comparisons in order to 
accurately evaluate how and when transfer occurs.  

Some limitations in the design of the current study should 
be noted. The programming error that resulted in differing 
numbers of interruption events between the Tower of 
London and Tower of Hanoi tasks blocks meant that 
participants received varying amounts of practice depending 
on which primary task they received first, which could lead 
to differences in the amount of acquired skill. Given that 
Tower of London blocks received fewer interruptions and 
Tower of Hanoi transfer effects were stronger overall, 
however, this difference in number of interruptions might 
not have been great enough to seriously impact the data. 
Another limitation, however, was that different Tower of 
London and Tower of Hanoi trials were presented in the 
same order for all participants meaning that any problem-
specific difficulty effects were confounded with skill 
acquisition effects across time. Randomizing the problem 
order in future studies would allow problem difficulty 
effects to be examined separately from skill acquisition 
within a block of problems.  

Also, of course, the two primary tasks in this study were 
selected to be similar (i.e., both disc moving problems). 
Transfer in resumption might also be explained as simply 
due to the similarities in task structure or even similarities in 
the appearance of the task user interface. Additional studies 
are planned to assess these possibilities. 

Overall, the findings of this study provide new insight 
into the nature of interruption handling skills. The finding of 
cross-task transfer in resumption lags following an 
interruption is novel. Further research is required to 
document how well, or poorly, interruption recovery skill 
can transfer to different interruption types as well as 

delineate the cognitive mechanisms that differentiate 
interruption events from one another in order to better 
understand the occurrence of interruption-handling skill 
transfer. 
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Abstract 

Metacognitive skills are critical in learning but difficult to 
teach. Thus the question becomes how can we facilitate 
metacognitive tutoring? We present an exploratory learning 
environment called MILA-T with embedded metacognitive 
tutors imitating five functional roles of teachers in 
classrooms. We tested MILA–T in a controlled experiment 
with 237 middle school students.  We examine the impact of 
MILA–T on the models of a natural phenomenon constructed 
by the students. We find that students with access to MILA–T 
wrote better evidential justifications for their models, and 
thus, deliver better-justified models for the phenomenon. We 
also find that these improvements persisted during a transfer 
task.  These results lend support for organizing metacognitive 
tutoring around the functional roles of teachers for supporting 
inquiry-driven modeling. 

Keywords: Functional roles of teachers; intelligent tutoring 
systems, metacognition, metacognitive tutoring; scientific 
inquiry; scientific modeling. 

Introduction 

Both learning scientists and emerging educational 

standards assert the need to teach authentic science to 

students from an early age (e.g. National Research Council 

1996; Edelson 1997). Research in cognitive science 

describes scientific discovery as an iterative process 

entailing four related but distinct phases (Darden 1998; 

Nersessian 2008): model construction, use, evaluation, and 

revision. Thus, a model is first constructed to explain some 

observations of a phenomenon. The model is then used to 

make predictions about other aspects of the phenomenon. 

The model’s predictions next are evaluated against actual 

observations of the system. Finally, the model is revised 

based on the evaluations to correct errors and improve the 

model’s explanatory and predictive efficacy. Research in 

cognitive science also relates this process of scientific 

inquiry and modeling to metacognition (e.g. Clement 2008; 

Nersessian 2008; Schwarz et al. 2009; White & Frederiksen 

1998): scientific inquiry and modeling is the metacognitive 

ability to reason over one's own understanding of a 

scientific phenomenon, construct an evidence-backed model 

of one's understanding, and use that model to inform further 

investigation into the system. This suggests the use of 

metacognitive tutoring to scaffold learning about inquiry-

driven modeling. 

However, metacognitive skills are generally difficult to 

teach (Roll et al. 2007), and teaching inquiry-driven 

modeling is no different. In past, exploratory learning 

environments (e.g. van Joolingen et al. 2005) and intelligent 

tutoring systems (e.g. Azevedo et al. 2009, 2010) have been 

successful in enhancing students' metacognition at least to a 

limited degree, indicating that it is in principle feasible to 

help develop metacognitive skills. However, it is not yet 

clear how to facilitate metacognitive tutoring, especially in 

exploratory learning environments for open-ended tasks 

such as inquiry-driven modeling: we still need to identify 

organizing principles for metacognitive tutoring. 

One way to organize metacognitive tutoring is along the 

functional roles of teachers in science classrooms. Thus we 

developed a categorization of some of the functional roles of 

teachers: guide, critic, mentor, interviewer, and observer.  

Next, we developed an exploratory learning environment for 

inquiry-driven modeling (the Modeling & Inquiry Learning 

Application, or MILA), and a metacognitive tutoring system 

(MILA-T) consisting of metacognitive tutors imitating the 

roles of a guide, critic, mentor, interviewer, observer. Then, 

to evaluate if MILA-T scaffolded inquiry-driven modeling, 

we introduced the tutoring system to 237 middle school 

science students engaged in modeling a natural ecological 

phenomenon. We found that engagement with MILA–T led 

teams to developer better-justified models of scientific 

phenomena than teams without a metacognitive tutoring 

system. In addition we tested the efficacy of above learning 

on a transfer task. We also found that the improvements in 

model quality persisted even after the tutoring system has 

been disabled, showing that access to MILA–T actually 

improves students' inquiry-driven modeling and that those 

improvements transfer to a new task. 

MILA: Modeling & Inquiry Learning 

Application 

MILA is an exploratory learning environment in which 

students working in small teams can participate in an 

authentic process of scientific modeling and inquiry. Teams 

investigate a natural phenomenon, posing multiple 

hypotheses that could explain the phenomenon, constructing 

models to provide mechanisms to those explanations, and 

supplying evidence to support those hypotheses and 

mechanisms. The MILA window is illustrated in Figure 1. 

Models in MILA are made of nodes and edges. Each node 

in a MILA model represents a changing trend: for example, 

the first node in the chain shown in Figure 1 is that the 

Quantity of Fertilizer is Increasing, a trend in the system. 

These nodes are then linked together in a causal chain that 

explains some phenomenon: in Figure 1, the increasing 

fertilizer quantity leads to an increase in the quantity of 

phosphorus in the system. This leads to an increase in the 

population of algae, which leads to an increased 

concentration of oxygen, which leads to a decreased 

population of fish. Note that this model is incomplete: 

further mechanism is needed to show how the increased 

quantity of oxygen leads to a decreased fish population. 
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In constructing these models, teams are asked to supply 

evidence in support of their claims. Evidence annotates the 

individual connections in the model. The box in the top 

right of Figure 1 shows the evidence that the team is 

supplying in support of the claim that the increased fertilizer 

quantity leads to an increase in phosphorus concentration. 

Justifying this connection demands three ideas: showing 

that fertilizer did increase, showing that phosphorus did 

increase, and showing that the two increases are causally 

linked. Evidential justifications are further annotated with 

categories: teams can choose from one of seven categories 

that describe their evidence derived from the epistemic 

cognition community and our prior research: logical 

explanations, expert information, non-expert information, 

direct observations, controlled experiments, simulation 

observations, and similar system observations (the first five 

derived from Goldin, Renken, Galyardt & Litkowski 2014, 

the remaining two added based on our activities). These 

evidence categories are associated with scores to reflect the 

desirability of different types of evidence in defending a 

hypothesis: it is, for example, preferable to rely on 

established scientific theories and observations from similar 

systems than to rely on logical explanations and novice 

information. These scores lead to the calculation of the 

evidence strength metrics described under data analysis later 

in this paper. (Joyner 2015 provides more details of MILA.) 

 

MILA–T: Metacognitive Tutoring 

MILA is augmented with a metacognitive tutoring system 

that is the primary object of analysis for this paper. The 

metacognitive tutoring system, MILA–T, is comprised of 

five distinct agents: a Guide, a Critic, an Interviewer, a 

Mentor, and an Observer. Each of these tutors is defined by 

a functional role that a teacher typically plays in the 

classroom, tied in part to Grasha's (1996) model of teaching 

styles, and based partly on our observations of teaching and 

learning in science classrooms (Goel et al. 2013). This 

differentiates MILA–T from other metacognitive tutoring 

initiatives; whereas systems like MetaTutor define the 

functional roles of the agents with respect to the target skill 

(Azevedo et al. 2009, 2010), MILA–T defines the functional 

roles according to the pattern of interaction between the 

student and the agent.  

The five tutors are classified into two broad categories: 

proactive and reactive. The proactive tutors (the Mentor, the 

Interviewer, and the Observer) continuously monitor the 

team's modeling process and intervene where necessary. 

The reactive tutors (the Guide and the Critic) wait for the 

team to solicit feedback. In this way, the proactive tutors 

mimic a teacher moving around the classroom, observing 

teams' progress, and intervening where necessary. The 

 
Figure 1: MILA and MILA–T. In MILA, teams describe a phenomenon (top left), pose multiple hypotheses (middle left), and 

construct models that explain how a hypothesis could have actually caused a particular phenomenon (the causal chain in the 

middle). Within these models, teams provide evidence in support of their model (top right). Teams in the Experimental group 

receive feedback from MILA–T, a metacognitive tutoring system. Here, the Interviewer is waiting to give feedback in the 

bottom left (as indicated by the light bulb), and the Guide (bottom right) is currently giving feedback in the bottom right. 
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reactive tutors mimic a teacher sitting at the front of the 

room waiting for teams to approach him or her for approval 

or guidance about how to proceed. These functional roles 

are further differentiated by the specific type of interactions 

that each tutor facilitates; the Critic, for example, critiques 

the current status of the team's explanation, while the Guide 

anticipates and answers the team's questions. Similarly, the 

Mentor monitors for mistakes or increasing aptitude, while 

the Interviewer waits for critical moments and asks students 

to reflect on their thought process. 

MILA–T is defined as a metacognitive tutoring system, 

rather than a cognitive tutoring system, because the target of 

MILA–T is students' internal inquiry-driven modeling 

process. Thus, MILA–T is metacognitive in two ways: first, 

it itself reasons over students' thought processes, meaning 

that MILA–T thinks about students' thinking; and second, 

the skill it attempts to teach students is metacognitive. 

Inquiry-driven modeling is a metacognitive skill that 

operates on the learner's current understanding of a system, 

and thus the target of inquiry-driven modeling is the 

learner's own knowledge and understanding, meeting the 

common definition of a metacognitive skill (e.g., Veenman, 

Hout-Wolters & Aflerbach 2006).  

The tutors of MILA–T take a three-prong approach to 

teaching metacognition: emphasize, instruct, and 

demonstrate. First, the tutors anticipate that students will 

deemphasize metacognition, and thus anticipate questions 

that students might ask; they then take those opportunities to 

turn students' attention toward the metacognitive skill. For 

example, the Guide anticipates students may ask what the 

right answer to the system is, and reacts to that question by 

describing to students how the "right" answer in science is 

an explanation they construct rather than an answer they 

receive. Second, the tutors attempt to explicitly instruct 

metacognition in their feedback. The Critic, for example, 

gives students feedback on what kind of evidence they rely 

on in their explanations, but augments this feedback with 

notes on why certain kinds of evidence are considered 

preferable and how one ought to evaluate an argument 

grounded in certain types of evidence. Third, the tutoring 

system, especially the Mentor and the Interviewer, attempt 

to demonstrate proper metacognition to the students. The 

Interviewer, for example, will react to certain critical 

decisions that students make by asking students to explain 

the reasoning that led to their decision, and then respond 

with an example of the reasoning she would have used to 

arrive at the same decision, thus demonstrating the desirable 

metacognitive process. (Joyner 2015 provides more details 

of MILA-T.) 

Experimental Design 

The experiment with MILA-T was conducted with two 

middle school science teachers together teaching ten total 

classes. Participation in the experiment took place during 

nine consecutive regular school days, with each class 

participating for 45 minutes per day. The first and last days 

of this nine-day unit were spent on content and attitude 

testing; the third and sixth days were spent on laboratory 

exercises. The remaining five days of the unit were spent 

interacting with the exploratory learning environment MILA 

in teams of two or three. Throughout the first four days of 

interaction with MILA, teams of students were asked to 

develop an explanation of a massive fish kill that occurred 

in a nearby lake a few years earlier; this is dubbed the 

"Learning" project because it is during this time that teams 

are learning the skills associated with scientific modeling 

and inquiry. On the fifth day of interaction with MILA (the 

eighth day of the unit overall), teams are asked to develop 

an explanation of the record-high temperatures taking place 

in Atlanta over the past decade; this is dubbed the 

"Transfer" project because students are transferring the 

skills they learned to a new phenomenon. At the conclusion 

of each project, students submit their final explanation of 

the phenomenon. Thus, each team submits two models 

during the unit: a model of the fish kill and a model of 

Atlanta's high temperatures. 

The controlled variable in this study is access to MILA–T. 

Both the Control and Experimental groups interact with 

MILA and complete the nine-day curriculum described 

above. The Control group never sees MILA–T. The 

Experimental group receives MILA–T during the Learning 

project online; MILA–T is disabled during the Transfer 

project. In this way, we may analyze whether students 

improve in their inquiry-driven modeling while receiving 

feedback from MILA–T by comparing the Control and 

Experimental during the Learning project, and we may also 

analyze whether any improvements persisted after the 

feedback from MILA–T was disabled by comparing the 

groups during the Transfer project. 

Entire classes were assigned to either the Control or 

Experimental group in order to prevent Control group teams 

from being aware of the existence of MILA–T. Given the 

significant differences in teaching style between the two 

teachers, classes were assigned to one group or the other 

within the teacher; thus, each teacher taught three classes in 

the Experimental group and two classes in the Control 

group. As a result, 84 total teams completed the Learning 

project with 50 teams in the Experimental group and 34 

teams in the Control group. 81 teams completed the 

Transfer project with 47 teams in the Experimental group 

and 34 teams in the Control group. Teachers assigned 

students to teams without any direction from the 

researchers. Researchers were present in the classroom to 

provide technical support, but avoided interacting with 

students on the project itself. Teachers taught identical 

material to classes in the Control and Experimental groups 

with no direction from the researchers to interact differently 

with the two groups of classes. 

Data Analysis 

This data analysis focuses on the models that teams of 

students constructed to explain the two phenomena; other 

analyses have examined the impact on students’ dispositions 

toward science (Joyner & Goel 2014), process of model 
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construction (Joyner & Goel 2015), and content knowledge 

(Joyner 2015), As described previously, while constructing 

models in MILA, teams annotate their models with 

evidential justifications for their explanation. These 

evidential justifications are the primary target for analysis 

here: how well do teams justify their explanations? To 

answer this, we performed two analyses: coded evidence 

analysis and quantitative model analysis. 

Coded Evidence Analysis 

1301 total pieces of evidence were supplied in support of 

the 165 models. First, a subset of these pieces of evidence 

was randomly drawn and subjected to grounded analysis. 

Notes were taken on whether each piece of evidence was 

acceptable as a justification for the explanation, and if not, 

for what reason the piece of evidence was unacceptable. 

These notes were then processed into a coding scheme with 

seven categories: Acceptable, Miscategorized, Redundant, 

Gibberish, Irrelevant, Insufficient, and Not Evidence. The 

first two categories are generally noted as 'Acceptable' 

evidence (as Miscategorized evidence still supports the 

explanation, but simply is annotated with the wrong 

category), and the last five categories are noted as 

'Unacceptable' evidence. 

After establishing this coding scheme, all 1301 pieces of 

evidence were run through three rounds of coding by a 

single rater with three weeks between coding sessions. 

Intrarater reliability was established as very good between 

every pair of rounds of coding (Cohen's Kappa of 0.890 

between the two most similar coding rounds). The results of 

this coding process were then tested using a Χ² analysis to 

examine whether the results were different between the 

Control and Experimental conditions. This was performed 

separately on the results of the Learning and Transfer 

projects. 

Model Analysis 

Given the results of that evidence coding process, five 

metrics were calculated for each model. Each model's "total 

evidence strength" was calculated by summing the strengths 

of all pieces of evidence supplied in support of the model; 

strengths were assigned on a scale of 1 (weak) to 3 (strong) 

based on the category given to the evidence by the student. 

Each model's "average model strength" was calculated by 

dividing the total strength by the size of the model to 

analyze how well the team justified each individual claim of 

the model. Each model's "average evidence strength" was 

calculated by dividing the total strength of the model by the 

number of pieces of evidence to analyze the strength of the 

individual pieces of evidence supplied by the team. Each 

model's "total evidence" was calculated simply by counting 

the number of pieces of evidence without regard to strength. 

Each model's "model complexity" was calculated by 

counting the number of nodes and edges in the model. 

All of these metrics were calculated with the evidence 

that resulted from the coded evidence analysis. Any piece of 

evidence that was coded as Unacceptable were not counted. 

Any pieces of evidence that were coded as Miscategorized 

were scored with the category assigned to them during the 

evidence coding process. These metrics were then analyzed 

using a multivariate analysis of variance to determine 

whether any differences existed in any of the metrics based 

on the experimental condition. 

Results 

Both these analyses demonstrate the same conclusion: teams 

in the Experimental group outperformed teams in the 

Control group in both the Learning and Transfer projects. 

Coded Evidence Analysis Results 

In order to examine the difference between the Control and 

Experimental groups as a result of this evidence coding 

process, a Χ² analysis was performed to determine whether 

the distributions of two samples were identical. Χ² analysis 

of the results of the coding process for the Learning project 

demonstrated a statistically significant difference between 

the Control and Experimental groups (χ² = 52.423, p ≈ 0.0). 

The Experimental group outperformed the Control group: 

59.00% of the pieces of evidence written by the Control 

group teams were coded as Acceptable, while 72.83% of the 

pieces of evidence written by the Experimental group teams 

received that positive designation. This improvement results 

in significantly lower proportions of the Experimental 

group's evidence falling into several negative categories, as 

documented in Table 1. 

Table 1: Observed and Expected counts of evidence coded 

into each category in the Experimental group during the 

Learning project, as predicted by the percentages of 

evidence coded into each category in the Control group. 

Column labels show the seven categories assigned in 

coding: Acceptable, Miscategorized, Redundant, Gibberish, 

Irrelevant, Insufficient, Not Evidence. 

 A M G I N R S 

Control 59.0% 12.6% 5.8% 8.4% 6.1% 5.3% 2.6% 

Expected 271 27 39 58 28 25 12 

Observed 335 9 25 58 9 21 3 

Experi-

mental 
72.8% 12.6% 2.0% 5.4% 2.0% 4.5% 0.6% 

Χ² analysis of the results of the coding process for the 

Transfer project also demonstrated a statistically significant 

difference between the Control and Experimental groups (χ² 

= 42.720, p ≈ 0.0). The Experimental group again 

outperformed the Control group: 55.41% of the pieces of 

evidence written by the Control group teams were coded as 

Acceptable, while 67.91% of the pieces of evidence written 

by the Experimental group teams received that positive 

designation. This improvement results significantly lower 

proportions of the Experimental group's evidence falling 

into several negative categories, as documented by Table 2. 
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Table 2: Observed and Expected counts of evidence coded 

into each category in the Experimental group during the 

Transfer project, as predicted by the percentages of evidence 

coded into each category in the Control group. 

 A M G I N R S 

Control 55.4% 11.7% 5.2% 8.2% 7.8% 10.9% 0.9% 

Expected 193 18 29 41 27 38 3 

Observed 237 10 17 43 18 16 8 

Experi-

mental 
67.9% 12.3% 2.9% 4.9% 5.2% 4.6% 2.3% 

Between the Learning and the Transfer project, both the 

Control and the Experimental groups experienced a slight 

but statistically significant decrease in the overall 

acceptability of their evidence (χ² = 15.62, p < 0.05 for the 

Control group; χ² = 37.94, p ≈ 0.0 for the Experimental 

group), likely based on the reduced time available for the 

Transfer project. The Experimental group experienced a 

larger decrease than the Control group, however, suggesting 

that the tutoring system had played a role in improving the 

Experimental group's models during the Learning project. 

Despite this larger decrease in evidence acceptability, 

however, the Experimental group teams still outperformed 

the Control group teams in the Transfer project. 

In terms of the learning goals for the project, these results 

show that teams in the Experimental group have an 

improved ability to use evidence in support of their 

arguments and explanations compared to teams in the 

Control group. It is thus reasonable to say that participation 

with MILA–T during the unit improved teams' inquiry-

driven modeling by improving their ability to use evidence 

in support of their claims. 

Model Analysis Results 

The results of this evidence coding process were used to 

score teams' models according to the five metrics described 

previously. A multivariate analysis of variance was then 

performed for the Learning and Transfer projects to discern 

whether there was a difference in teams' performance along 

these metrics based on participation in the Experimental 

condition. If the multivariate analysis of variance revealed 

an effect of the condition, a follow-up univariate analysis 

was conducted on each of the five variables to discern 

which variables were impacted. 

During the Learning project, there existed a statistically 

significant effect of the experimental condition (F = 3.3, p < 

0.01). Follow-up univariate analysis showed a statistically 

significant influence of Condition on three variables during 

the Learning project: total model strength (F = 10.9, p < 

0.01), average model strength (F = 7.5, p < 0.01), and total 

evidence (F = 5.9, p < 0.05). This means that teams in the 

Experimental group constructed better-justified models in 

terms of both the overall strength of the justification and the 

average strength of the justification supplied for each 

individual claim in the model. The improvement was 

approximately 50% across each of the three metrics, 

meaning that the models that the models produced by teams 

in the Experimental group were approximately 50% 

stronger (as measured by these metrics) than models 

produced by teams in the Control group. Thus, during the 

Learning project, teams in the Experimental group 

constructed better-justified models than teams in the Control 

group. 

During the Transfer project, there again existed a 

statistically significant effect of the experimental condition 

(F = 4.2, p < 0.01). Follow-up univariate analysis showed a 

statistically significant influence of Condition on all five 

variables during the Transfer project: total model strength (F 

= 12.0, p < 0.001), average model strength (F = 6.0, p < 

0.05), total evidence (F = 4.2, p < 0.05), average evidence 

strength (F = 12.2, p < 0.001), and model complexity (F = 

4.9, p < 0.05). This means that the Experimental group 

teams outperformed the Control group teams in several 

ways: they supplied more evidence, the individual pieces of 

evidence they supplied were stronger, and the combination 

of these strengths led to stronger justifications of each claim 

in their models and their models as a whole. This 

improvement was approximately 70% across each of these 

metrics; thus, teams in the Experimental group produced 

models that were approximately 70% stronger than models 

produced by teams in the Control group. 

In terms of the learning goals for this project, these results 

show that the previously documented increased ability to 

use evidence in support of arguments and explanations has 

increased the strength of the final arguments that these 

teams produce. It is thus reasonable to say that participation 

with MILA–T during the unit improved teams' inquiry-

driven modeling as demonstrated by improvements seen in 

the strength of the models that these teams produced. 

These analyses were also run on the raw evidence prior to 

the coding process, and while the results differed, the 

Experimental group teams outperformed the Control group 

teams in similar ways. 

Conclusions 

The above results indicate that the teams who received the 

metacognitive tutoring system MILA–T outperformed teams 

that did not receive the tutoring system during the same 

activity. More significantly, however, this superior 

performance also carried through to a new activity where 

MILA–T was no longer available, demonstrating that the 

feedback that teams received from MILA–T was 

internalized and transferred to a new task. This suggests that 

access to MILA–T improved teams' inquiry-driven 

modeling, and thus improved the quality of the models the 

teams generated. These improvements were seen both in the 

individual evidence that teams provided and in the total 

strength of the justifications for the teams' models as a 

whole. 
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However, it is important to note that some of these 

improvements are difficult to attribute directly and solely to 

the metacognitive tutoring system. During both the Learning 

and Transfer projects, teams in the Experimental group 

demonstrated a decreased propensity to supply unacceptable 

evidence. The acceptability of evidence is determined solely 

by the text that the team provides, and MILA–T is unable to 

read this text; it can only give feedback on the categories 

that teams choose for their evidence. Thus, despite MILA–

T's inability to give feedback on the actual text of the 

justifications that teams provide, the text nonetheless 

improved. 

So how can one explain this improvement among teams 

receiving MILA–T without MILA–T giving direct feedback 

on the quality of this text? One explanation is that MILA–T 

supplied information on what makes a good justification, 

and this information was internalized by teams even without 

receiving feedback on their own present justifications; this 

explanation, however, relies on very significant 

improvement without any targeted feedback. Another 

explanation is that teams in the experimental group felt 

observed given the visual presence of the tutoring system 

and thus were more likely to engage more earnestly, leading 

to better justifications; this explanation relies on teams 

carrying over these good habits into the Transfer project 

even after the tutoring system has been disabled. 

The third, and we posit the most likely, explanation is 

corroborated by teacher feedback. In exit interviews, 

teachers in the experiment reflected that in Experimental 

classrooms, they were not needed as often to answer basic 

low-level questions because the tutoring system took care of 

these simple feedback opportunities; they, then, were able to 

focus on high-level and complex feedback that went beyond 

the scope of what the tutoring system could provide. This 

reflects aninterplay between individual- or team-level 

tutoring systems and classrooms as a whole; in many ways, 

intelligent tutoring systems can be seen as approaches to 

offloading responsibilities from the teacher to allow the 

teacher to more effectively direct their time toward feedback 

that only a human can provide.  

This also lends evidence in support of our proposal for 

organizing metacognitive tutoring for inquiry-driven 

modeling around the functional roles of teachers in science 

classrooms. We plan to conduct additional research to 

examine whether the more and the better the metacognitive 

tutors can imitate the functional roles of teachers, (1) the 

higher is the efficacy of scaffolding learning about inquiry-

driven modeling, and (2) larger is the offloading of 

responsibilities from the science teacher to the 

metacognitive tutors.  
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Abstract 

This study investigates the relationship between sentence 
prominence and the predictability of word-specific statistical 
descriptors of prosody. We extend from an earlier word-
invariant model by studying a model that marks words as 
prominent if the acoustic prosodic features differ from their 
expected values during the lexemes. To test the approach, the 
most common acoustic features associated with the perception 
of prominence are extracted and several lexeme-specific 
statistical measures are computed for each feature. 
Simulations are conducted on a corpus of continuous English 
speech and the algorithm output is compared to manually 
assigned prominence labels. The results show that the deviant 
prosodic descriptors of the words correlate with the 
perception of prominence. However, this effect is much 
smaller than that obtained by modeling the prosodic 
predictability at the utterance level, suggesting that context-
independent lexeme-specific models are unable to capture 
relevant aspects of sentence prominence. 

Keywords: Sentence prominence; prosody; statistical 
learning; predictability; attention 

Introduction 
Sentence prominence or stress is an important characteristic 
of spoken language that can be defined as an accentuation of 
syllables within words or of words within sentences (Cutler, 
Dahan, & van Donselaar, 1997). Prominence has an impact 
on the perceptual processing of the listener, where, however, 
little is known about the actual mechanism or process that 
drives the perception of prominence. This study extends our 
earlier work where we examined how the temporal 
unpredictability of F0 affects the perception of prominence 
and was agnostic to the lexical content of the utterances 
(Kakouros & Räsänen, 2014a). Here, the aim is to 
investigate whether there are interactions between the 
lexical and prosodic coding of each word through the 
investigation of the most common acoustic correlates of 
prominence that occur during the words. 

The perception of prominence is largely determined by 
contrastive changes in prosodic features estimated over 
temporally defined segments such as those of a word, 
sentence or of longer utterances (Werner & Keller, 1994). 
Recent studies have also associated prominence with the 
function of attention as the mechanism enabling the shift of 
focus to specific words in an utterance (see, e.g., Cole, Yo, 
& Hasegawa-Johnson, 2010; Kalinli & Narayanan, 2009). 

For instance, Cole et al. (2010) concluded that attention and 
prominence might share a common basis where a word may 
attract the listener’s attention either as a response to acoustic 
modulation (signal-based acoustic salience) or due to its 
relative unpredictability requiring extra processing resources 
(expectation-based). Therefore, in this regard, attention can 
be roughly divided into a bottom-up and top-down 
component (see also Mancas, Beul, Riche, & Siebert, 2012).  

Bottom-up is a rapid, saliency-driven component while 
top-down is a task-dependent process that involves high-
level cognitive processes (see, e.g., Mancas et al., 2012, for 
more details) and is considered to use prior knowledge and 
past expertise (see also Kalinli & Narayanan, 2009). Both 
attentional components are assumed to interact and, 
according to Itti and Baldi (2009), one way to characterize 
attention is by the unexpectedness or novelty of stimulus 
that can be converted into a probabilistic interpretation 
under a statistical learning framework. One such 
formulation is that of a low likelihood data observation 
taking place in an otherwise predictable temporally defined 
context. For instance, assuming a series of data observations 
Ot during [t1, tN], with P(Ot) their corresponding likelihood, 
the observation Om that would provide the lowest 
probability given the past learned expectations 
(Om=min{P(Ot1),P(Ot2),…,P(OtN)}) would be the one 
characterized as novel. This can be extended to identifying 
multiple novel observations by selecting local minima or 
through the use of a probabilistic threshold. An analogy to 
speech can be found in the prosodic features where the 
acoustic information can be statistically modeled and 
evaluated over different temporal segments such as those of 
individual words, therefore combining top-down (lexical) 
and bottom-up (prosodic) processing. 

The relationship between language, acoustic features of 
speech, and predictability has been also examined earlier. 
For instance, works such as that of Calhoun (2007, 2010) 
point to the importance of predictability of the linguistic 
elements (such as syntactic and semantic) in determining 
focus in speech. Cole et al. (2010) also examined the role of 
expectations, reporting the importance of word 
unpredictability in the perception of prosodic prominence. 
Finally, another related work is that of Aylett and Turk’s 
(2004) smooth signal redundancy hypothesis. The 
hypothesis is based on the relationship between syllable 
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reduction (through durational shortening) and linguistic 
predictability and proposes that prosodic prominence is 
employed in order to manage unpredictable elements in 
speech  (see also Turk, 2010, for a similar study on words; 
Pan & Hirschberg, 2000, for a study using only the lexical 
context; Aylett & Bull, 1998). Therefore studying the 
potential interactions between the acoustic and language 
content is particularly important. 

The acoustic realization of prosodic prominence is 
typically associated with the acoustic features corresponding 
to signal energy, fundamental frequency (F0), and duration 
(see, e.g., Lieberman, 1960; Terken, 1991; Kochanski, 
Grabe, Coleman, & Rosner, 2005; Wagner, 2005; 
Rosenberg & Hirschberg, 2009). Few studies give evidence 
of the importance of spectral tilt (see, e.g., Sluijter & van 
Heuven, 1996) with, however, experimental findings, not 
being able, thus far, to confirm its role across languages 
(Ortega-Llebaria & Prieto, 2010). When it comes to 
computational modeling of sentence prominence, the 
majority of the earlier work has focused on supervised (see, 
e.g., Imoto, Tsubota, Raux, Kawahara, & Dantsuji, 2002; 
Minematsu, Kobashikawa, Hirose, & Erickson, 2002) and 
unsupervised approaches (see, e.g., Kalinli & Narayanan, 
2009; Wang & Narayanan, 2007; Tamburini & Caini, 
2005). Supervised approaches have been primarily studied 
by examining the co-occurrence statistics of combinations 
of the typical prosodic features and the perception of 
prominence (see e.g., Imoto et al., 2002; Minematsu et al., 
2002). This typically requires the availability of manually 
annotated prominence labels, which is an overall expensive 
process. Instead of using a priori linguistic information, 
unsupervised methods typically extract acoustic features 
directly from the speech signal and compute, for instance, 
prominence scores using different feature combinations 
(see, e.g., Tamburini & Caini, 2005). 

In Kakouros & Räsänen (2014a) it was proposed that the 
unpredictability of temporally evolving prosodic features 
could be sufficient for generating a perception of 
prominence in speech, therefore making prominence 
perception learnable using generic statistical learning 
mechanisms. In the current paper, we investigate the idea of 
predictability-based prominence perception further by 
combining lexical information to the unpredictability 
framework. The basic assumption is that typical (high 
probability) prosodic feature values during a specific lexeme 
would correspond to a non-prominent word whereas deviant 
(low probability) values would be surprising to the listener 
and therefore constitute a potentially prominent word.  

Methods 
The vocabulary-based acoustic parameters (VAP) approach 
is centered on a dictionary of words where the prosodic 
characteristics of each word are described with a number of 
statistical descriptors (see Fig. 1). Although unrealistic for 
large-vocabulary languages, the approach enables a 
controlled way to study the expectations of prosodic 
features using data that has multiple occurrences of each 
word. Each descriptor is modeled using a parametric and a  
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Figure 1: Overview of the processing steps during training 
and testing for the proposed algorithm. 

non-parametric distribution in order to infer typicality of the 
word realization in the data, and thereby to detect 
potentially prominent words based on their atypical prosodic 
characteristics. These are further described below, starting 
with the prosodic features estimation. 
Features and their statistical descriptors 
Four features descriptive of prominence were used in the 
data analysis, namely: (i) signal energy (EN), (ii) F0, (iii) 
spectral tilt (ST), and (iv) duration (D). 

Energy, F0, and spectral tilt The speech data were first 
downsampled to 8 kHz. For the voiced segments, F0 
contours were extracted for each utterance using the 
YAAPT-algorithm (Zahorian & Hu, 2008) with 25 ms 
window length and 10 ms frame shift. Signal energy was 
calculated using the same window size and frame shift 
based on Eq. (1):  

EN = x[n] 2
n=n1

n2

∑       (1) 

Spectral tilt was computed using the same windowing 
parameters and by taking the first Mel-frequency cepstral 
coefficient (MFCC) of each window (see, e.g., Tsiakoulis, 
Potamianos, & Dimitriadis, 2010). 

Before calculating the statistical descriptors for each 
feature, a normalization process was applied in order to 
ensure comparability across talkers and utterances. Energy 
and spectral tilt were min-max normalized per utterance 
according to Eq. (2): 

fψ '(t) =
fψ (t)−min( fψ )

max( fψ )−min( fψ )
    (2) 

where fψ(t) represents the value of feature ψ at time t and the 
min and max are computed across the entire utterance (see 
also Imoto et al., 2002). F0 contours were semitone 
normalized based on the minimum F0 during the utterance, 
according to Eq. (3): 

F0'(t) =12 ⋅ log2
F0(t)
min(F0)

   (3)  

where F0(t) represents the value of the F0 at time t. Finally, 
word- and syllable-level durations were modeled in their 
original form. 

Word- and syllable-level duration Duration in the data 
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was examined both at the word and syllable level. Word 
duration (Dw) was computed from the time-aligned word-
level information extracted from the transcriptions of the 
speech corpus. Specifically, given the temporal boundaries 
of each word in the utterances, t1 (word start) and t2 (word 
end), duration was calculated as Dw = t2 - t1. 

Syllable duration (Ds) was computed by dividing the word 
duration Dw by the number of syllabic nuclei ν detected for 
that word (Ds = Dw / ν). In order to estimate the number of 
syllabic nuclei in each word (or per time unit), the amplitude 
envelope was used to segment the speech signal into 
subsequent syllables. For the envelope computation, the 
absolute value of the speech signal sampled at 1000 Hz was 
taken first followed by a low-pass filtering with a 48-ms 
moving average filter. The resulting signal was then scaled 
in order to have a maximum value of one across its length.  

The boundaries of the syllables were then computed from 
the resulting envelope by minima detection: Any local 
minimum preceded by an amplitude difference larger than 
δ=0.015 was considered a syllable boundary. In the case 
where two or more boundaries were closer than 80-ms to 
each other, a single boundary was considered at the 
midpoint. Finally, the syllabic nucleus was marked at the 
local maximum in the envelope between the detected 
syllable boundaries (see also Räsänen, Doyle, & Frank, 
submitted, for a comparison with other methods). 

Statistical descriptors The main statistical parameters that 
were used in the analysis of the data were calculated over 
the duration of each individual word (see, e.g., Chen, Robb, 
Gilbert, & Lerman, 2001).  According to the literature, the 
most common acoustic descriptors are the mean, median, 
and variance of the features (see, e.g., Rosenberg, & 
Hirschberg, 2009; Chen et al., 2001; Eriksson, Barbosa, & 
Akesson, 2013; Zhang, Nissen, & Francis, 2008). 
Furthermore, the examination of the maximum and feature 
change might also provide meaningful information (see, 
e.g., Terken, 1991). All these measures were calculated over 
all features in order to gain an understanding of their 
behavior. Therefore we included the following in the 
analysis: (i) feature change computed according to Eq. (4), 
(ii) maximum feature value during the word, (iii) mean 
during the word, and (iv) variation calculated as the 
standard deviation of the feature during the word (see also 
Table 1). 
f chψ =max fψ '(t){ }−min fψ '(t){ }, t ∈ [t1, t2 ]    (4) 

Statistical models 
After the computation of the statistical parameters, each 
word in the vocabulary has a set of descriptors defining the 
typical behavior of the prosodic features for that word. Each 
descriptor was then modeled using a normal distribution and 
a histogram-based probability distribution. While the former 
provides a first approximation of the typicality of the feature 
values, the latter can account for any arbitrary-shaped 
distribution given our present data set with a large number 
of samples for each word (see experiments). 

Table 1: Overview of the statistical parameters used in the 
experiments.
Features used Description Features used Description

F0_AV F0 mean ST_AV Spectral tilt mean

F0_SD F0 standard deviation ST_SD Spectral tilt standard deviation

F0_CH F0 change ST_CH Spectral tilt change

F0_MX F0 max ST_MX Spectral tilt max

EN_AV Energy mean DU_W Word duration

EN_SD Energy standard deviation DU_S Syllable duration

EN_CH Energy change

EN_MX Energy max  
 

The normal distribution (N(µ,σ2)) for lexeme L is defined as:  

φL ( fψ,κ ,µψ,κ ,σψ,κ ) =
1

σψ,κ 2π
e
−
( fψ,κ −µψ,κ )

2

2(σψ,κ )
2

  (5) 

where κ denotes the statistical parameter, ψ the acoustic 
feature, µ the mean value, and σ the standard deviation of 
the descriptor in the training data. Therefore, for each word 
L in the vocabulary there are a total of 14 models. It is 
important to note that, the assumption of normality of the 
parameters might not necessarily hold for all the examined 
descriptors, but it is a simple first approach in demonstrating 
the perceptual effect of deviant features. 

During the testing stage, the score for the j:th word token 
wij in utterance i for features ψ and descriptors κ was then 
determined according to Eq. (6): 

S(wij ) = log10 φL ( fψ,κ ,i, j,µψ,κ ,σψ,κ )!
"

#
$

ψ,κ
∑   (6) 

where f denotes the computed feature parameter and L is the 
known identity of the word. This formulation assumes 
statistical independence of the feature descriptors in order to 
combine the individual descriptors and study potential 
interactions. 

The histogram-based distribution model was generated by 
dividing the descriptor values of the training data into Q 
uniformly spaced bins across the entire value range. Then 
each bin was assigned with a probability by taking the 
proportion of data points that end up in each bin. During 
testing, the probability of a given feature value was simply 
the probability of the bin that it was assigned to, while 
combination of multiple descriptors was performed as a sum 
of logarithms similarly to the normal distribution in Eq. (6).  

The prominence classification H(wi,j) for each word j in 
utterance i was then determined based on whether the word-
level score S (wi,j) falls below a threshold ri:  

H (wij ) =
1, S(wij )< ri ,
0, S(wij ) ≥ ri ,
"
#
$

   (7) 

where the threshold was defined at the utterance level as: 

 ri = µi −σ iλ    (8) 

and where hyperparameter λ controls the sensitivity of the 
prominence detector. 
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Experiments 
The performance of VAP was tested on continuous English 
speech. To evaluate algorithmic output, a corpus with hand 
labeled prosodic labels was used (see, Altosaar et al., 2010; 
Kakouros & Räsänen, 2014b). The annotations were 
compared against the prominence hypotheses generated by 
the VAP algorithm. Overall system performance was 
evaluated using standard measures for accuracy and inter-
rater agreement that are further described below. 
Material 
The CAREGIVER Y2 UK corpus (Altosaar et al., 2010) 
was used in the experiments reported in this work. The style 
of speech in CAREGIVER is acted infant-directed speech 
(IDS) spoken in continuous UK English, simulating a 
situation where a caregiver is talking to a child and recorded 
in high-quality within a noise-free anechoic room. The 
talkers were not separately instructed on the use of prosody 
or prominence (see Altosaar et al., 2010, for details).  

In overall, CAREGIVER Y2 UK contains 2397 sentences 
from each main talker (approximately 1.8 hours of acoustic 
data per speaker). Prominence labels were available for a 
certain part of the corpus (see Kakouros & Räsänen, 2014b, 
for more information), and therefore, the whole annotated 
subset of 300 unique utterances was chosen for the purpose 
of this experiment from one male and female talker 
(Speakers 3 and 4), yielding a total of 600 utterances. The 
database also contains orthographic transcriptions 
corresponding to each utterance with time-aligned 
information at the word level.   

All single-word utterances were excluded from the data, 
leading to an average of 5.9 words per sentence. This set of 
utterances is referred to as the test set, as it was used to 
probe the performance of the studied VAP model. 

Regarding the training of the statistical model, 2000 
sentences per talker were used (i.e., 4000 in total) yielding 
an average of 348 data points per lexeme (SD = 274, median 
= 212) to estimate the features. None of the utterances in the 
training set were present in the above test set. 
Evaluation 
Two standard evaluation approaches were used in order to 
measure the performance of the VAP: (i) inter-annotator 
agreement rates and (ii) relevance measures. Specifically, to 
measure the inter-annotator agreement between the test set 
and the algorithmic output the standard Fleiss kappa (FK) 
(Fleiss, 1971) measure was used. FK measures the degree of 
agreement between two or more annotators on a nominal 
scale of [-1,1] by taking into account the distribution of the 
ratings. Therefore, FK yields zero in the case when the 
distribution is what would be expected if all raters made 
their judgments completely randomly. In the current work, 
FK was measured on the word-level. The overall agreement 
rate on the words in the test set was then used as the primary 
measure in the analysis. As the prominent labels were 
available per word from thirteen annotators, a single 
reference was constructed yielding 1 for prominent and 0 for 
non-prominent words where a prominence marking was 

generated for the majority agreement (≥6 votes). FK was 
then computed between the reference and the prominence 
hypotheses generated by the algorithm. 

For the relevance measures, precision (PRC), recall 
(RCL), their harmonic mean (F-value), and accuracy (ACC) 
were used and were defined as: 
    

€ 

RCL = tp /(tp + fn)     (9) 
    

€ 

PRC = tp /(tp + fp)     (10) 
  

€ 

F = (2× PRC× RCL)/(PRC+ RCL)    (11) 
    

€ 

ACC = (tp + tn)/(tp + fp + fn + tn)    (12) 
where tp denotes the true positives, tn the true negatives, fp 
the false positives, and fn the false negatives. 

Finally, we compare the current approach with the earlier 
model based on the temporal unpredictability of the feature 
trajectories. In the feature trajectory model (FTM) 
(Kakouros & Räsänen, 2014a), the raw acoustic feature of 
interest (e.g., F0) is first quantized into a finite number of 
discrete states. An n-gram model is then used to model the 
typical behavior of these state-sequences over time similarly 
to language models in speech recognition. Whenever the 
probability of the prosodic trajectory during an underlying 
word falls below a pre-defined threshold, it is hypothesized 
that the word is prominent. In contrast to the present work, 
the model does not use word information during training, 
but simply decodes probability information in word-sized 
temporal chunks during the testing stage (see Kakouros & 
Räsänen, 2014a, for details). 
Experimental setup 
The experiment was run by populating the dictionary with 
all the words and their descriptors available in the training 
set of 4000 utterances and computing their corresponding 
statistical models. Next, the proposed VAP approach was 
tested on 600 novel utterances (test set) where the algorithm 
selected the words with the most deviant descriptors in each 
utterance and marked them as prominent. The 
hyperparameter λ was used in order to control the sensitivity 
of the algorithm and was set to the range of λ ∈ [-0.5,1]. 

Results 
The experiment was performed for all 14 individual 
statistical descriptors and also for several combinations and 
separately for the standard Gaussian (SG) and the histogram 
(HS) models. Here, only five combinations are considered 
(see Table 2), as there were many potential feature 
groupings that would require a more extensive presentation 
but did not show notable differences from those shown here. 
The selected subset of the combined descriptors represented 
two main cases: (i) combination of all feature level 
descriptors (e.g., all energy descriptors – EN_ALL) and (ii) 
combination of best performing descriptors – F0_CH, 
EN_CH, DU_W).  

Using the SG, it can be seen (Table 2) that the best 
performing features were those of duration, energy, and F0 
(in decreasing order of performance).  Specifically, deviant 
word durations seemed to be the most descriptive of 
prominence with FKSG=0.34 and 76% accuracy (for λ=0).  
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Table 2: Results for the individual features and feature 
combinations for the standard Gaussian (SG – λ=0) and 
histogram model (HS – Q=3, λ=-0.1). 

Features FKSG ACCSG FKHS ACCHS Features FKSG ACCSG FKHS ACCHS

F0_AV -0.16 0.64 0.12 0.71 ST_CH -0.17 0.64 0.03 0.69

F0_SD 0.05 0.69 0.15 0.73 ST_MX -0.27 0.62 -0.24 0.63

F0_CH 0.17 0.71 0.15 0.72 DU_W 0.34 0.76 0.30 0.76

F0_MX -0.10 0.65 0.12 0.71 DU_S 0.20 0.72 0.10 0.71

EN_AV -0.08 0.66 0.31 0.76 EN_ALL 0.14 0.71 0.31 0.75

EN_SD 0.08 0.70 0.32 0.75 F0_ALL 0.06 0.69 0.17 0.73

EN_CH 0.21 0.72 0.25 0.74 ST_ALL -0.29 0.62 -0.05 0.66

EN_MX 0.19 0.72 0.24 0.73 DU_ALL 0.29 0.74 0.25 0.74

ST_AV -0.22 0.63 0.01 0.67 F0_CH,EN_CH,

ST_SD -0.23 0.63 0.17 0.72 DU_W
0.740.31 0.75 0.26
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Figure 2: Results for word duration for different values of λ. 
Left panel: standard Gaussian model. Right panel: 
histogram-based model. Blue solid line: F-score for deviant 
DU_W, blue dashed line: FK for deviant DU_W, red solid 
line: F-score for most expected DU_W, red dashed line: FK 
for most expected DU_W. 

Also, the accuracy level is close to that of a similar study in 
prominence detection (80%, see Tamburini & Caini, 2005), 
where, however, a direct comparison is not possible due to 
the use of different speech corpora. In order to further 
evaluate VAP, we reversed the conditions in the setup and 
probed the algorithm to select the words with the most 
expected descriptors as prominent (highest probability). The 
results for word duration can be seen in Fig. 2 where it is 
evident that deviant durations have an effect on prominence 
perception with FKSG=0.34 (FSG=62%) as opposed to 
FKSG=-0.48 (FSG=4.6%) for non-deviants.  

Next, we run the HS approach for a number of different 
bin partitions ranging from 2 until 100 in order to find the 
optimal partition of the probability space. Interestingly, the 
best partition was obtained for Q=3 and the results are 
presented in Table 2. In this case, energy seemed to be the 
best performing feature (FKHS=0.32) followed by word 
duration (FKHS=0.3) and F0 (FKHS=0.15). Finally, we also 
run the earlier proposed FTM approach on the same set of 
data (for 2-grams) that produced FKFTM,W_DUR=0.58 as 
opposed to FKVAP,SG,W_DUR =0.34 for word duration, 
FKFTM,F0=0.60 as opposed to FKVAP,SG,F0_CH=0.17 for F0 and 
F0 change respectively and FKFTM,EN=0.65 as opposed to 
FKVAP,SG,EN_CH=0.21 for energy and energy change 
respectively. 

Since the histogram model was overall much better than 
the Gaussian model (mean FK 0.16 vs. 0.03), we tested for 

the normality of the descriptor distributions using the 
Kolmogorov-Smirnov test. The results showed that the 
majority of the feature descriptors do not follow a normal 
distribution, confirming that a model consisting of a single 
Gaussian distribution is simply not suitable for capturing the 
expectations of prosodic features during words. In contrast, 
the histogram-based results should be consistent due to the 
large number of tokens for each word. 

In all, the present results are somewhat surprising, 
suggesting that the lexeme-level predictability of prosodic 
features does not seem to have a clear function in the 
perception of sentence prominence as the agreement levels 
are notably below those obtained using the FTM model. 

Discussion and conclusions 
The goal of the present study was to investigate whether the 
predictability of the acoustic correlates of prosody at the 
level of individual lexemes carries information regarding 
sentence prominence. Given the earlier finding that sentence 
level prominence is driven by the unpredictability of 
prosodic features (see Kakouros & Räsänen, 2014a, for a 
model on F0), it was of interest whether information 
regarding the identity of the underlying lexeme would 
improve from the earlier model by providing more accurate 
characterization of typical and atypical prosody during the 
words. The results show that prosodic unpredictability, 
when conditioned by the lexical content, provides some 
cues for sentence prominence (see also Aylett & Bull, 1998,  
for a study using only durational information) but the 
agreement rates are substantially lower than those produced 
when using a model that measures (un)predictability of the 
feature trajectories at the utterance level. Therefore the 
present results do not show substantial benefits for the role 
of lexical identity in prominence perception within the 
predictability framework. 

One plausible explanation for this negative finding is that 
prominence is an utterance level process, and therefore 
investigating characteristics of individual words in isolation 
of their sentential context is not meaningful. While the more 
successful but word-agnostic FTM model (Kakouros & 
Räsänen, 2014a) analyzes probabilities of prosodic 
trajectories in a sentential context, the present investigation 
only looked at word-level aggregate statistics. Moreover, 
the presently used statistical descriptors were computed 
across the entire word tokens and this may lose some of the 
microprosodic information that is not removed in the FTM.  

However, it is not presently possible to conclude that 
lexical information would be irrelevant since there is the 
possibility that our models simply do not capture the 
relevant information from the signals. In future work, it 
would be of interest to find more effective ways of 
combining lexical knowledge to the predictability 
framework, possibly augmenting the temporally evolving 
FTM model instead of directly looking at lexeme-specific 
statistics. In addition, the present findings should be verified 
with more sophisticated statistical models such as using 
Gaussian Mixture Models. Finally, different criteria for 
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aggregating statistics across word tokens could be used, 
such as part-of-speech (POS) tags, word positions, or 
syllables rather than the position-invariant lexemes used in 
the present study. 
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Abstract 

This study examined 4-year-old children’s understanding of 
the successor function, the concept that for every positive 
integer there is a unique next integer. Children were tested in 
the context of cardinal numbers and ordinal numbers.  The 
results suggest that knowledge of the successor for cardinal 
numbers precedes that for ordinal numbers.   In addition, for 
both cardinal and ordinal numbers, children generally failed 
to demonstrate understanding that the successor of a given 
number is unique.  

Keywords: Counting; Natural Numbers; Cardinal Number; 
Ordinal Number; Successor Function.  

Introduction 
A large amount of research has examined children’s 
understanding of natural numbers (i.e. positive integers) and 
counting (e.g. Baroody, 1987; Fuson, 1988; Gelman & 
Gallistel, 1978; Piaget, 1952; Schaeffer, Eggleston, & Scott, 
1974; Wynn, 1990, 1992). One interesting phenomenon that 
has been observed is that children aged two to three years 
may appear at first glance to know how to count; they may 
correctly recite the count list (“one, two, three, four, …”) 
and even point to items in a collection and tag them with a 
number (e.g. Briars & Siegler, 1984; Fuson, 1988). 
However, when asked “how many” items are in a collection 
they just “counted”, these children often do not know 
(Schaeffer, Eggleston, & Scott, 1974; Wynn, 1990, 1992).  
Moreover, many children who can correctly answer the 
“how many” question are unable to produce a collection of 
objects of a specific cardinality (Le Corre & Carey, 2007; 
Wynn, 1992).  For example, an experimenter might ask a 
child to “give three toys to a puppet” and the child would 
give an incorrect number. Failure on these basic tasks 
suggests that young children (typically those under four 
years of age) do not understand fundamental aspects of 
natural numbers, including the Cardinality Principle. (see 
Gelman and Gallistel, 1978 for principles of counting)  This 
principle states that when counting a collection of items, the 
number associated with the final item counted represents the 
cardinality of the collection of items (i.e. the number of 
items).   

Accurate performance on such “Give-N” tasks has been 
taken as evidence that children have knowledge of the 
cardinality principle (Le Corre & Carey, 2007; Wynn, 
1992). This knowledge emerges in a series of stages. First 
children respond by giving an arbitrary or an idiosyncratic 
number of items (e.g. always a handful or always one). By 
age 2 ½ to 3 years, children typically respond correctly 
when asked to give one item, but give an incorrect number 

for numbers larger than one.  Then children become “two-
knowers”, correctly responding to requests for one or two 
items, but incorrectly for larger numbers.  Subsequently, 
they become “three-knowers” and possibly later “four-
knower”.  After several months as a “subset-knower” (for 
collections less than five), a child typically reaches a stage 
where they can respond correctly to a request for any 
number of items (i.e. cardinal-principle knower).  

Some researchers have suggested that children transition 
from subset knowers to cardinal-principle knowers through 
a bootstrapping process (Carey, 2004).  Children who have 
knowledge of cardinality for collections of one, two, and 
three items extend this knowledge to larger collections of 
items by the inductive inference “If the number N represents 
the cardinality of a set of N items, then the next number in 
the count list, N+1, represents the cardinality of a set of N 
+1 items.  Sarnecka and Carey (2008) describe this notion 
of a “next number” representing cardinality of a set one unit 
larger than currently under consideration as knowledge of 
the mathematical concept of successor. They suggest that 
cardinal-principle knowers have implicit knowledge of the 
successor function that enables them to make the induction 
from knowledge of cardinalities of small sets (e.g. less than 
four) to cardinalities of larger sets.  They support their 
argument by demonstrating that cardinal-principle knowers, 
and not subset-knowers, recognize (1) that adding one item 
and not subtracting one item to a set of cardinality five 
produces a set of cardinality six and (2) that adding one item 
to a set of cardinality four results in five while adding two 
items results in six.   

While it is clear from these results that children who 
understand the cardinality principle, as evidence by accurate 
performance on “Give-N” tasks, perform better on other 
numerical tasks than children who don’t understand the 
cardinality principle, these results do not necessarily imply 
that cardinal-principle knowers have knowledge of the 
successor function.  The interpretation of successor that 
Sarnecka and Carey (2008) employ is essentially a notion of 
“there is a next”.  This interpretation is inconsistent with a 
formal mathematical definition of successor function, and 
more importantly it is insufficient to generate the natural 
numbers and hence explain the acquisition of the natural 
numbers.  As Lance, Asmuth, and Bloomfield (2005) point 
out, the simple notion that there is a “next” number can 
describe sets other than the natural numbers.  For example, 
the set of integers with addition modulo 12 (i.e. equivalent 
to telling time on a standard clock face) has a successor 
function; the successor of one is two, the successor of two is 

1045



three, etc.  However, unlike the natural numbers, the 
successor of twelve is one.   

The problem with the Sarnecka and Carey interpretation 
is that they omitted two necessary characteristics of the 
successor function. First, that the number one is not the 
successor of any number (if we do not include zero in the 
set of natural numbers). Second, the successor of a number 
is unique. For example, the successor of two is only three; 
and three is the successor only of two. Specifically, the 
natural numbers can be defined by the Dedekind/ Peano’s 
Axioms that state the following (Dedekind, 1901).  

1. One is a natural number.  
2. Every natural number has a successor that is a natural 

number. 
3. One is not the successor of any natural number. 
4. Two natural numbers for which the successors are 

equal are themselves equal (i.e. the successor of any 
natural number is unique).  

5. If a set, S, of natural numbers contains one and for 
every k in S, the successor of k is also in S, then every 
natural number is in S.  

These axioms provide necessary and sufficient criteria to 
generate the set of natural numbers and therefore knowledge 
of these axioms could explain the acquisition of natural 
numbers.  

The interpretation of successor used in the Sarnecka and 
Carey (2008) study does not demonstrate uniqueness of the 
successor function.  Specifically, demonstrating that a child 
recognizes five as the cardinality of a set that contained four 
and then another item was added, does not imply that the 
child knows that cardinality of five cannot be achieved by 
adding one to another set size.  In our everyday lives, as 
adults we take this implication for granted, but we cannot 
assume that children do. Therefore demonstrating that 
children have knowledge of the successor without 
demonstrating its uniqueness cannot fully explain how 
children acquire knowledge of natural numbers. 

Additionally, the concept of successor is an ordinal 
concept, yet is has been tested in the context of cardinality.  

The goal of the present study was to examine the 
conditions under which young children demonstrate 
knowledge of the successor function.  If children who 
understand the cardinality principle demonstrate knowledge 
of a unique successor for cardinal numbers, then perhaps, as 
Sarnecka and Carey suggest, knowledge of the successor 
function “turns a subset knower into a cardinal principle 
knower”. Furthermore, if children demonstrate this 
knowledge in the context of both cardinal number and 
ordinal numbers, then knowledge of the successor may 
explain the acquisition of natural number and their ordinal 
properties.   

However, if children fail to appreciate the uniqueness of 
the successor, then we cannot conclude that children’s 
understanding of the successor is sufficient to give rise to 
knowledge of the cardinality principle and to the natural 
numbers.   

Mathematically, uniqueness can be proven by 
demonstrating that for two natural numbers, a and b, if the 
successor of a = the successor of b, then a = b.  Knowledge 
of a unique successor can be tested in an analogous way by 
stating a number and asking the participant what number 
immediately precedes it.  Two testing contexts were created, 
one cardinal and one ordinal.  Participants were tested on 
their ability to state a next number when given a number 
(i.e. successor).  These questions are denoted as +1 
questions in the Method section. Participants were also 
tested on their ability to state a preceding number when 
given a number (i.e. uniqueness of the successor). These 
questions are denoted as -1 questions in the Method section.  
The cardinal context involved collections of circular disks 
that were placed under a cup.  Participants needed to state 
how many disks were under the cup when a disk was added 
or removed. The ordinal context involved a simple board 
game in which participants were asked the number 
associated with locations before or after the location of a 
game pawn (see Figure 1).  

Experiment 

Method 
Participants Participants were 35 preschool children (21 
girls, 14 boys, M = 3.86 years, SD = 0.15) recruited from 
preschools and childcare centers in the Columbus, Ohio area.  
Materials and Design Participants were given a series of 
different tasks, How-Many task, Give-N task, Cup task, and 
Game task. 
How-Many task. This task consisted of six questions and 
involved black circular chips approximately 1 inch in 
diameter. For each question, the experimenter placed a 
collection of chips on a plastic plate approximately 7 inches 
in diameter.  The experimenter then showed the child the 
collection of chips and asked, “Can you tell me how many 
chips are here?” The questions presented collections of size 
2, 3, 4, 5, 6, and 8 in a pseudo-random order. 
Give-N task. This task consisted of six questions testing the 
numbers 2, 3, 4, 5, 6, and 8 in a pseudo-random order.  The 
experimenter placed a collection of ten chips in front of the 
child.  The experimenter then gave the child the plastic plate 
and asked, “Can you give me N chips on this plate?” 
Cup task (Cardinal Test). This task was designed to 
measure knowledge of the successor function in the context 
of cardinal numbers.  Materials for this task included black 
circular chips and a red, plastic cup. For each question, the 
experimenter placed a specific number of chips in front of 
the child and clearly stated the number of chips presented.  
Next, the experimenter covered the chips with the cup and 
did one of two things.  Either the experimenter added 
another chip to the hidden amount or took a chip away from 
the hidden amount. To prevent the child from seeing the 
adjusted number of chips, the chip was added or removed by 
lifting a corner of the cup only slightly and sliding a chip in 
or out.   After the adjustment was made, the child’s job was 
to tell the experimenter the number of chips under the cup.  
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Two practice trials with feedback were given before the test 
questions.  A total of twenty-two questions were presented.  
There were ten questions in which one chip was added (i.e. 
Cardinal +1 questions), two for each initial number of 1 
through 5.  For example, for an initial number of 1, one chip 
was placed under the cup and then an additional chip was 
added.  There were eight questions in which one chip was 
removed (i.e. Cardinal -1 questions), two for each initial 
number of 2 through 5.  For example, for an initial number 
of 2, two chips were placed under the cup and then one chip 
removed.  There were four additional questions in which 
two chips were added or removed (i.e. 2+2, 3+2, 3-2, and 4-
2). Questions were presented in a pseudo-random order. 
Board Game task (Ordinal Test). This task was designed to 
measure knowledge of the successor function in the context 
of ordinal numbers.  Prior to administering the actual 
successor game task, participants were given a short test of 
understanding of the board game. This test was administered 
to ensure that participants understood how to move a game 
pawn across spaces on a board by counting contiguous 
spaces. 

Materials for this task consisted of a laminated “game 
board” with ten contiguous, linear spaces and several colored 
game pawns (see Figure 1).  Three arrows were placed on the 
board game to guide the direction of movement along the 
spaces on the game board. For half the participants the 
arrows pointed left, and for the other half the arrows pointed 
right. The experimenter told the child that they were going to 
play a number game. Both the child and the experimenter 
chose a game pawn to use.  The experimenter told the child 
that he/she can count on the board by counting and moving 
the pawn one space at a time in the direction of the arrows on 
the board.  The experimenter demonstrated this and then told 
the child, “the funny thing about this game is that you never 
know where I am going to start my counting”. The 
experimenter showed the child two examples.  The following 
is an excerpt of the script. 

I might start counting on any one of these spaces.  So for 
example, maybe I would start here (placing the game 
piece on the 3rd space on the board).  If I count to 5, I 
would count like this; count 1, 2, 3, 4, 5 (tapping on each 
subsequent space with the game piece) and stop here, at 
5. 
After the two examples, the participant was given five 

questions to measure understanding of the game (i.e. 
practice game test).  For these questions, the experimenter 
pointed to a specific space on the board, asked the child to 
count from that space to a given number (2 through 6 in 
pseudo-random order), and leave his/her pawn on the 
stopping space.  The child was told to use his/her game 
pawn and tap each passing space as he/ she counted.  Each 
of these trials had a different starting space. 

For the ordinal successor test, the experimenter 
explained to the participant that in the game the child will 
not know the space on which the experimenter will start 
counting, the experimenter will count in her head, not out 
loud, and then tell the child the number that she stopped at,  

 
Figure 1.  Picture of the game board and pawn used to 
test knowledge of the successor function in the context 
of ordinal numbers.   
 
leaving her pawn on the stopping location. The following 
is an excerpt of the script. 

 I am counting in my head. You don’t know where I 
started, but I am stopping right here (placing the game 
pawn on a specific space on the board) at this number, X 
(where X ranged from 1 to 6). What number did I stop 
at? 
 Corrective feedback was given if necessary.  Then the 

experimenter asked one of two questions, either “What 
number would I count if I kept counting until here 
(pointing to the next space forward)” or “What number did 
I count when I was here (pointing to the space before the 
stopping space)?” Twenty-two questions were presented in 
a pseudo-random order. These questions were analogous to 
those in the Cardinal Test (i.e. cup task) and included 
Ordinal +1 questions, Ordinal -1 questions, and four 
additional questions in which two chips were added or 
removed (i.e. 2+2, 3+2, 3-2, and 4-2). 

Prior to the actual ordinal test just described, the 
experimenter gave the participant four practice questions 
with corrective feedback.  For two of the questions, the 
experimenter actually indicated her starting position and 
counted out loud. For two questions, the experimenter did 
not indicate her starting position and did not count out 
loud.	  

Participants were randomly assigned to one of two 
between-subjects condition that differed in the order of two 
successor tasks (i.e. the cup task and the game task). 

Procedure Participants were tested in a quiet room at their 
preschool by a female experimenter.  The experiment was 
conducted in two sessions over two days.  In the first 
session, participants completed the How-many task, the 
Give-me task, and one of the successor tasks.  In the second 
session, participants completed the second successor task.  
Responses were recorded on paper by the experimenter. 

Results  
Each participant was categorized as a cardinal principle 

knower (CP-knower) or non-cardinal principle knower 
(Non-CP-knower) based on his/her performance on the 
“How Many” and “Give-N” questions. A participant was 
considered to be a CP-knower if he/she achieved scores of 
at least 83% correct (i.e. 5/6) on both the “How many” and 
the “Give-N” tests. The criteria for knowledge of the 
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cardinality principle were similar to that of previous 
research (e.g. Sarnecka & Carey, 2008; Wynn, 1992).   
Seventeen participants were categorized as CP-knowers and 
18 participants were categorized as Non-CP-Knowers. 
Unlike previous research, the present analysis did not 
examine performance of specific subset-knowers. The 
present analysis focused on performance on the successor 
tasks (i.e. Cardinal +1, Cardinal -1, Ordinal +1, and Ordinal 
-1 questions).  

Tasks similar to the cardinal successor task have been 
used in previous research (e.g. Sarnecka & Carey, 2008).  
However, the ordinal successor task has not been used in 
previous research.  Therefore, to ensure that any poor 
performance on this task was due to lack of knowledge of 
the successor function and not due to failure to understand 
the task, the primary analysis included only those 
participants who demonstrated understanding of the context 
of the game (the ordinal successor task) by scoring at least 4 
of 5 correct on the practice game test.  Seven children were 
excluded from the analysis for scoring below 4 (M = 1.00, 
SD = 1.15). Accuracy on the practice game test was high for 
the participants who scored above 4 (M = 4.89, SD = .31). 
There were differences between the seven excluded 
participants and the remaining participants in the frequency 
of CP-knowers. Only one of the excluded seven participants 
met the criteria for CP-knower, while 16 of 28 (57%) of the 
remaining participants were CP-knowers, this difference in 
proportion was significant, Fisher Exact Test, p = .05.  Also 
note that for these participants, the mean scores on the 
Cardinal +1 questions (M = 58.6%, SD = 20.7%) and on the 
Cardinal -1 questions (M = 64.3%, SD = 26.4%) was not 
statistically different from those of the participants who did 
understand the game (M = 72.9%, SD = 19.8% and M = 
71.9%, SD = 18.2% for the Cardinal +1 and Cardinal –1 
questions respectively), independent samples t(33)s < 1.74, 
ps > .09.  In addition, there was no difference in age 
between these groups of children (M = 3.8 years SD = .17 
and M = 3.9 years SD = .14 for the seven excluded 
participants and the remaining participants respectively).   

The remaining analysis focuses on performance on the 
four types of successor questions (i.e. Cardinal +1, Cardinal 
-1, Ordinal +1, and Ordinal -1).  No differences in 
performance between the two between-subject conditions 
(i.e. Cup 1st and Game 1st) was found for any of these 
measures, independent samples t(26)s < 1.15, ps > .25.  
There was also no difference between the two conditions in 
proportion of CP-knowers (60% of Cup 1st participants and 
54% of Game 1st participants), 𝜒!   1,𝑁 = 28 =    .11, 𝑝 =
.74. There was no difference in performance on the Ordinal 
+1 and Ordinal -1 tests for participants who moved the 
game pawn to the left and those who moved the game pawn 
to the right, independent samples t(26)s < .13, ps > .89.  
Therefore, data was collapsed across these conditions.   

Figure 2 presents mean accuracy on each Cardinal +1 
question and each Ordinal +1 question for Non-CP-knowers 
and CP-knowers.  Figure 3 presents mean accuracy on each  

  

 
Figure 2.  Mean Accuracy (% Correct) on Cardinal and 
Ordinal +1 Questions. Error bars represent standard error 
of the mean.  

Figure 3. Mean Accuracy (% Correct) on Cardinal and 
Ordinal -1 Questions. Error bars represent standard error 
of the mean.  
 
Cardinal -1 question and each Ordinal -1 question for Non-
CP-knowers and CP-knowers.  Both CP-knowers and Non-
CP-knowers were more accurate on cardinal questions than 
ordinal questions.  Scores on Cardinal +1 questions were 
higher than scores on Ordinal +1 questions, paired sample ts 
> 4.63, ps < .001; scores on Cardinal -1 questions were 
higher than scores on Ordinal -1 questions, paired sample ts 
> 5.63, ps < .001.  However, beyond this comparison, 
different patterns of results emerged for CP-knowers and 
Non-CP-knowers. 

On both Cardinal +1 questions and Ordinal +1 questions 
(Figure 2), CP-knowers were more accurate than Non-CP-
knowers, independent samples t(26)s > 2.06, ps < .05.  On 
Cardinal +1 questions, Non-CP-knowers had a clear drop in 
accuracy as the test numbers increased.  Repeated Measures 
ANOVA shows significant differences in accuracy on the 
different test questions, F(4, 44) = 4.99, p < .01,  𝜂! = .31 
and downward trend in accuracy, linear and cubic contrasts 
F(1, 11)s > 6.40, ps < .03,  𝜂!s = .36.  CP-knowers did not 
have a significant drop in performance on the Cardinal +1 
question, repeated measures ANOVA, F(4, 60) = .98 p > 
.42.  On the Ordinal +1 questions for Non-CP-knowers, 
there was a moderate difference in accuracy across the 
different test numbers, repeated measures ANOVA F(4, 44) 
= 2,37 p =.06,   𝜂!  = .18.  No significant difference in 
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accuracy on the Ordinal +1 questions was found across the 
different test numbers for CP-knowers, repeated measures 
ANOVA F(4, 60) = 1.97 p =.11. 

While CP-knowers were more accurate than Non-CP-
knowers on the Cardinal +1 and Ordinal +1 questions, there 
were no differences in accuracy between these two groups 
on Cardinal -1 and Ordinal -1 questions (Figure 3), 
independent samples t(26)s < 1.34, ps > .19.  Both CP-
knowers and Non-CP-knowers had a linear drop in accuracy 
on Cardinal -1 questions as the test number increased, 
repeated measures ANOVA Fs > 6.27 ps < .001,  𝜂!s > .29, 
linear contrasts Fs  > 17.9 ps < .01,  𝜂!s > .59.  On Ordinal -
1 questions, there were no differences in accuracy across 
questions for either the CP-knowers or Non- CP-knowers, 
repeated measures ANOVAs Fs < .26 ps > .85.  

There were also no significant differences in accuracy 
between CP-knowers and Non-CP-knowers on the Cardinal 
and Ordinal +2 and -2 questions (see Table 1), independent 
samples ts <1.16, ps > .25. Both CP-knowers and Non-CP-
knowers were more accurate on Cardinal questions than on 
Ordinal questions, paired samples ts > 2.34, ps < .04.  
Additionally, Non-CP-knowers scored higher on Cardinal 
+2 questions than on Cardinal -2 questions, paired sample 
t(11) = 3.00, p < .02. CP-knowers were moderately more 
accurate on Cardinal +2 questions than on Cardinal -2 
questions, t(15) = 1.81, p = .09. Scores on the Ordinal +2 
and Ordinal -2 were quite low with no differences between 
+2 and -2 questions for either group, paired samples ts < 
1.15, ps > .27. 

Discussion 
The goal of the present study was to investigate young 

children’s understanding of natural numbers by examining 
the conditions under which they demonstrate knowledge of 
the successor function. Specifically, do children have 
knowledge of the successor function that can explain the 
emergence of the cardinality principle?  Do children have an 
understanding of the successor function in both cardinal and 
ordinal contexts? 

The results indicate that CP-knowers have some 
understanding of the concept of a successor that Non-CP-
knowers do not have.  When asked to state a successor of a 
given number (i.e. +1 questions), CP-knowers outperformed 
Non-CP-knowers in both cardinal and ordinal contexts.  CP-
knowers were quite accurate stating a successor for cardinal 
numbers (M = 80.0, SD = 7.5 on all Cardinal +1 questions), 
but  their accuracy was much lower for ordinal numbers (M 
= 51.9, SD = 8.7 on all Ordinal +1 questions). 

However, the results provide no evidence that CP-
knowers appreciate uniqueness of the successor function.  
They could not reliably state a correct preceding number (-1 
questions). In both the cardinal and the ordinal contexts, 
their accuracy on stating a preceding number was no higher 
than that of the Non-CP-knowers.  Therefore, the extent of 
CP-knowers’ knowledge of the successor cannot explain the 
acquisition of the cardinality principle and of natural 
numbers.   

Table 1: Mean Accuracy (% Correct) for +2 and -2 
Questions. Standard deviations are in parentheses. 

 

 

Non CP-
knower 

CP-
knower 

Cardinal Questions 
  + 2 42 (36) 56 (40) 

- 2 79 (26) 78 (26) 
Ordinal Questions 

  + 2 8 (19) 22 (36) 
- 2 17 (25) 13 (29) 

 
 

The fact that accuracy on Cardinal -1 questions drops 
linearly as the test number increases suggests that an 
awareness of unique successors may emerge in stages with 
smaller numbers preceding larger numbers.  Therefore 
young children’s understanding of unique successors is not 
an understanding of a general principle, but rather it is 
isolated and tied to specific numbers.    

It is also interesting to note that overall, CP-knowers 
outperformed Non-CP-knowers only on the Cardinal and 
Ordinal +1 questions.  This suggests that knowledge of the 
cardinality principle provides no better insight into the 
uniqueness of the successor (Cardinal and Ordinal -1 
questions) and no better accuracy on the +2 and -2 questions 
than the absence of this knowledge.   

The present findings also suggest that acquisition of 
cardinality precedes that of ordinality (see Colome & Noel, 
2012 for similar findings). The fact that young children can 
correctly recite the count list might suggest that they have 
an appreciation of order and an understanding of successor 
in the context of order.   However, in the present study, 
participants could not reliably determine successors in a 
simple ordinal number task.  This indicates that the count 
list that children recite is simply a memorized sequence that 
does not reflect the properties of natural numbers.  At the 
same time, both CP-knowers and Non-CP-knowers were 
more able to determine the successor in the cardinal number 
task than in the ordinal task.  Performance on the +2 and -2 
questions provides additional evidence that knowledge of 
cardinal numbers precedes that of ordinal numbers; both 
CP-knowers and Non-CP-knowers were markedly more 
accurate on the cardinal questions than the ordinal 
questions.  

The results of this study demonstrate that young children 
do have some knowledge of the successor, but the nature of 
this knowledge is not sufficiently constrained to explain the 
emergence of the cardinality principle and full 
understanding of the natural numbers.  What knowledge or 
experience does provide sufficient constraints to account for 
mature representations of natural numbers is unclear and 
requires further investigation.  
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Abstract

Verbal irony plays an important role in how we communi-
cate and express opinions about the world. While there ex-
ist many theories and empirical findings about how people
use and understand verbal irony, there is to our knowledge no
formal model of how people incorporate shared background
knowledge and linguistic information to communicate ironi-
cally. Here we argue that a computational approach previously
shown to model hyperbole (Kao, Wu, Bergen, & Goodman,
2014) can also explain irony once we extend it to a richer space
of affective subtext. We then describe two behavioral exper-
iments that examine people’s interpretations of utterances in
contexts that afford irony. We show that by minimally ex-
tending the hyperbole model to account for two dimensions of
affect—valence and arousal—our model produces interpreta-
tions that closely match humans’. We discuss the implications
of our model on informal theories of irony and its relationship
to other types of nonliteral language understanding.
Keywords: irony; computational modeling; pragmatics; non-
literal language understanding

Introduction
For better or for worse, verbal irony—defined as utterances
whose apparent meanings are opposite in polarity to the
speaker’s intended meaning (Roberts & Kreuz, 1994; Col-
ston & O’Brien, 2000)—is a major figurative trope of our
time. From popular sitcoms to political satire to #sarcasm
on Twitter and casual conversations among friends, verbal
irony plays an important role in how we communicate and
express opinions about the world. The prevalence of verbal
irony poses a puzzle for theories of language understanding:
Why would speakers ever use an utterance to communicate
its opposite meaning, and how can listeners appropriately
interpret such an utterance? Previous work has shown that
verbal irony serves several important communicative goals,
such as to heighten or soften criticism (Colston, 1997), elicit
emotional reactions (Leggitt & Gibbs, 2000), highlight group
membership (Gibbs, 2000), and express affective attitudes
(Colston & Keller, 1998). These findings suggest that while
ironic statements are false under their literal meanings, they
are often highly informative with respect to social and affec-
tive meanings. In this paper we show that a computational
approach previously shown to explain hyperbole (Kao, Wu,
et al., 2014) can also model irony, once extended to a richer
space of affective subtext. This demonstrates both the flex-
ibility of the modeling approach as well as the theoretical
importance of considering appropriate subtexts in language
understanding. Furthermore, by manipulating and measuring
prior expectations in a quantified manner and incorporating
them in a computational model, we present a novel way of
formalizing intuitions about irony to clarify the components
that contribute to ironic interpretation.

Linguists and psychologists have proposed several infor-
mal theories of how people understand verbal irony. Accord-

ing to a classic Grician analysis, listeners first need to recog-
nize that an ironic utterance blatantly violates the maxim of
quality (to be truthful); they then arrive at a conversational
implicature that the intended meaning is contrary to the ut-
terance’s literal meaning (Grice, 1967; Wilson, 2006). While
Grice’s account is appealing in its treatment of verbal irony
as arising naturally from conversational maxims, it does not
provide a detailed explanation for how the appropriate impli-
cature is derived from these maxims, or why it is ever rational
to deliver an utterance that is opposite from the truth (Wilson,
2006). Other theorists have responded by invoking echoic
mentions of past experiences (Sperber & Wilson, 1981) or
the notion that irony is a form of pretense (Clark & Gerrig,
1984). We instead explore the idea that irony emerges from
general principals of communication when properly formal-
ized in a model that accounts for uncertain and potentially
affective topics of conversation.

Rational Speech Act (RSA) models are a family of com-
putational models that formalize language understanding as
recursive reasoning between speaker and listener, and have
been shown to capture many phenomena in pragmatics (Frank
& Goodman, 2012; Goodman & Stuhlmüller, 2013). Kao,
Wu, et al. (2014) introduce a critical extension to the basic
RSA model by considering the idea that listeners may be un-
certain which question under discussion (QUD – or topic of
conversation) the speaker aims to address when formulating
an utterance. To understand an utterance, the listener jointly
infers the QUD as well as the speaker’s intended meaning.
For example, a speaker may want to communicate negative
affect about a situation (e.g. unhappiness about the cool tem-
perature outside) instead of the precise situation (the temper-
ature outside), in which case choosing an exaggerated utter-
ance (“It’s freezing outside!”) effectively communicates neg-
ative affect and addresses the QUD. A listener who reasons
about the speaker and QUD is then able to use his background
knowledge to correctly infer that the speaker is upset about
the temperature, but that it is unlikely to be literally freez-
ing outside (especially if she is in California). Kao, Wu, et
al. (2014) showed that this model—which we will refer to
as qRSA—produces nonliteral interpretations of hyperbolic
utterances that closely match humans’; however, they consid-
ered only a simplified affect space, namely the presence or
absence of negative feeling. This overlooks the range of at-
titudes and emotions that speakers could express with nonlit-
eral utterances. In particular, since verbal irony involves ex-
pressing negative meanings with positive utterances and vice
versa, a richer space of affect that includes both positive and
negative emotions may be key. Here we examine the con-
sequence of considering the range of emotions in an empiri-
cally derived affect space within the qRSA model; we show
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that this minimal change is able to capture many of the rich
inferences resulting from verbal irony.

In what follows, we will examine interpretations of poten-
tially ironic utterances in an innocuous domain—the weather.
We chose the weather as the victim of irony for several rea-
sons. First, people are quite familiar with talking (and com-
plaining) about the weather. Second, we can visually repre-
sent the weather to participants with minimal linguistic de-
scription in order to obtain measures of nonlinguistic con-
textual knowledge. Finally, given the critical role that con-
text plays in understanding irony, we can vary the weather
states to observe how the same utterance is interpreted dif-
ferently given different contextual knowledge. This offers to
our knowledge the first fine-grained manipulation and quanti-
tative measure of context in studies of irony. We first explore
how an enriched space of affect impacts the qRSA model and
find that it produces ironic interpretations. We then present
two behavioral experiments that examine people’s interpreta-
tions of utterances given different weather contexts. We show
that by accounting for two types of affective dimensions, va-
lence and arousal, our model produces interpretations that
closely match humans’. Finally, we discuss implications of
our model for informal theories of irony and its relationship
to other types of nonliteral language understanding.

Computational Model
In this section, we describe the qRSA model1 and compare
different spaces of affect to test the conditions for producing
ironic interpretations. Following the qRSA model described
in Kao, Wu, et al. (2014), a speaker chooses an utterance
that most effectively communicates information regarding the
question under discussion (QUD) to a literal listener. We con-
sider a meaning space that consists of the variables s,A, where
s is the state of the world, and A represents the speaker’s (po-
tentially multidimensional) affect towards the state. We for-
malize a QUD as a projection from the full meaning space to
the subset of interest to the speaker, which could be s or any of
the dimensions of A. We specify the speaker’s utility as infor-
mation gained by the listener about the topic of interest—the
negative surprisal of the true state under the listener’s distri-
bution given an utterance, u, along the QUD dimension, q.
This leads to the following utility function:

U(u|s,A,q) = log ∑
s′,A′

δq(s,A)=q(s′,A′)Lliteral(s′,A′|u) (1)

where Lliteral describes the literal listener, who updates her
prior beliefs about s,A by assuming the utterance to be true
of s. The speaker S chooses an utterance according to a
softmax decision rule (Sutton & Barto, 1998): S(u|s,A,q) ∝

eλU(u|s,A,q), where λ is an optimality parameter. A pragmatic
listener Lpragmatic then takes into account prior knowledge and
his internal model of the speaker to determine the state of the
world as well as the speaker’s affect. Because Lpragmatic is

1See Kao, Wu, et al. (2014) for modeling details and a more
leisurely exposition.
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Figure 1: Model interpretations of “The weather is terrible”
given different prior beliefs about the weather state and affect
dimensions. Gray dotted lines indicate prior beliefs about
weather states given a weather context; blue lines indicate
interpretations when reasoning only about the speaker’s va-
lence; orange lines indicate interpretations when reasoning
about both valence and arousal.

uncertain about the QUD, he marginalizes over the possible
QUDs under consideration:

Lpragmatic(s,A|u) ∝ P(s)P(A|s)∑
q

P(q)S(u|s,A,q)

The resulting distribution over world states and speaker af-
fects is an interpretation of the utterance.

We performed the following simulations to examine the
model’s behavior using affect spaces, A, that differ in com-
plexity and structure. We assume that s has five possible or-
dered values: terrible, bad, neutral, good, and amazing.
We consider two different weather contexts: apparently bad
weather and apparently amazing weather, which are each
specified by a prior distribution over these states (see gray
dotted lines in Figure 1). We then examine how the model
interprets the sentence “The weather is terrible” in the two
weather contexts, given different affect spaces.

We first consider a one-dimensional affect space, where the
dimension is emotional valence, and the values are whether
the speaker feels negative or positive valence towards the
state. The blue lines in Figure 1 show the model’s interpreta-
tion of “The weather is terrible” using this one-dimensional
affect space. The model is capable of non-literal interpreta-
tion: it produces a hyperbolic interpretation (that the weather
is merely bad) given “The weather is terrible” in the bad
weather situation. However, it produces a literal interpreta-
tion (that the weather is terrible) in the amazing weather
situation. Since a pragmatic listener that only considers emo-
tional valence does not believe that the speaker has any rea-
son to choose a negative utterance to express positive affect
(because the utterance communicates no true information), a
model that only considers emotional valence is unlikely to in-
fer a positive world state from a negative utterance (and vice
versa), thus failing to evidence verbal irony.

What true information could a speaker communicate about
a positive world state using a negative utterance? Affec-
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Figure 2: Weather images shown to participants in Ex-
periments 1 and 2.
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Figure 3: Proportion of participants who rated each
weather context as each weather state.

tive science identifies two dimensions, termed valence and
arousal, that underly the slew of emotions people experience
(Russell, 1980). For example, anger is a negative valence
and high arousal emotion, while contentment is a positive va-
lence and low arousal emotion. Could speakers leverage the
arousal dimension to convey high arousal and positive affect
(e.g. excitement) using utterances whose literal meanings are
associated with high arousal but negative affect (e.g. “The
weather is terrible!”)? We test the consequences of incorpo-
rating the arousal dimension. The orange lines in Figure 1
show simulations of the qRSA model with a two-dimensional
affect space: whether the speaker feels negative/positive va-
lence and low/high arousal towards the weather state. Given
strong prior belief that the weather state is bad, the model
interprets “The weather is terrible” to mean that the weather
is likely to be bad, again producing a hyperbolic interpreta-
tion. However, given strong prior belief that the weather is
amazing, the model now places much greater probability on
the ironical interpretation of “The weather is terrible,” mean-
ing that the weather is likely amazing. This is because, with
the enriched two-dimensional affect space, the pragmatic lis-
tener realizes that the speaker may be using “terrible” to com-
municate high emotional arousal. Note that this result is not
simply due to the model falling back on the prior: given the
same priors, the model interprets the neutral utterance “The
weather is ok” as the weather state being neutral and not
amazing. These simulations suggest that a psychologically
realistic, two-dimensional affect space enables the model to
interpret ironic utterances in addition to hyperbolic ones.

Behavioral Experiments

To quantitatively test whether the qRSA model with expanded
affect space can capture a range of ironic interpretations, we
need appropriate prior distributions as well as data for human
interpretations. We conducted Experiment 1 to measure prior
beliefs over weather states (P(s)) for a range of weather con-
texts as well as the likelihood of various emotions towards
each weather state. The latter allows us to empirically derive

the affective space and priors, P(A|s), for this domain. In Ex-
periment 2, we collected people’s ratings of how a speaker
perceives and feels about the weather given what she says in
a weather context (e.g. “The weather is terrible!” when the
context clearly depicts sunny weather).

Experiment 1: Prior elicitation
Materials and methods We selected nine images from
Google Images that depict the weather. To cover a range of
weather states, three of the images were of sunny weather,
three of cloudy weather, and three of rainy or snowy weather.
We refer to these images as weather contexts. Figure 2 shows
these nine images. 49 native English speakers with IP ad-
dresses in the United States were recruited on Amazon’s Me-
chanical Turk. Each participant saw all nine images in ran-
dom order. In each trial, participants were told that a person
(e.g. Ann) looks out the window and sees the view depicted
by the image. They then indicated how Ann would rate the
weather using a labeled 5-point Likert scale, ranging from
terrible, bad, neutral, good, to amazing. Finally, partic-
ipants used slider bars (end points labeled “Impossible” and
“Absolutely certain”) to rate how likely Ann is to feel each
of the following seven emotions about the weather: excited,
happy, content, neutral, sad, disgusted, and angry, which
are common emotion categories (Ekman, 1992)2. The order
of the emotions was randomized for each participant but re-
mained consistent across trials 3.

Results For each of the nine weather contexts, we obtained
the number of participants who gave each of the weather
state ratings. By performing add-one Laplace smoothing on
the counts, we computed a smoothed prior distribution over
weather states given each context, namely P(s) (Figure 3).

To examine participants’ ratings of the affect associated

2From the most frequently cited set of six basic emotions, we
removed fear and surprise and added content and excited to have
a balanced set of positive and negative emotions. We also added
neutral to span a wider range of emotional arousal.

3Link to Experiment 1: http://stanford.edu/˜justinek/
irony exp/priors/priors.html
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with each context, we first performed Principal Component
Analysis (PCA) on the seven emotion category ratings. This
allowed us to compress the ratings onto a lower-dimensional
space and reveal the main affective dimensions that are im-
portant in this domain, as is often done in affective science
(Russell, 1980). We found that the first two principal compo-
nents corresponded to the dimensions of emotional valence
and emotional arousal, accounting for 69.14% and 13.86%
of the variance in the data, respectively. The PCA represents
emotion ratings for each trial as real values between negative
and positive infinity on each of the dimensions. To map these
values onto probability space, we first standardized the scores
on each dimension to have zero mean and unit variance. We
then used the cumulative distribution function to convert the
standardized scores into values between 0 and 1. This gives
us the probabilities of Ann feeling positive (vs. negative) va-
lence and high (vs. low) arousal for each trial, which is a two-
dimensional probabilistic representation of her affect. By cal-
culating the average probabilities of positive valence and high
arousal given each weather state rating, we obtain the prob-
ability of positive valence and high arousal associated with
each weather state, namely P(A|s) (Figure 4).

Experiment 2: Irony understanding
Results from Experiment 1 give us the components to gen-
erate interpretations of utterances from our model. Here we
describe an experiment that elicits people’s interpretations of
utterances, which we then use to evaluate model predictions.

Materials and methods 59 native English speakers with
IP addresses in the United States were recruited on Amazon’s
Mechanical Turk. Each participant saw all nine images from
Figure 2 in random order. In each trial, participants were told
that a person (e.g. Ann) and her friend are in a room look-
ing out the window together and see the view depicted by the
image. Ann says, “The weather is !” where the adjec-
tive is randomly selected at each trial from the following set:
“terrible,” “bad,” “ok,” “good,” and “amazing.” Participants
first rated how likely it is that Ann’s statement is ironic us-
ing a slider with end points labeled “Definitely NOT ironic”

terrible bad neutral good amazing
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Figure 5: Model’s and participants’ inferences about the
weather state (x-axis) given a weather context (row) and an
utterance (column). Each panel represents interpretations of
an utterance in a weather context. The solid lines are partici-
pants’ ratings; the dotted lines are model’s posterior distribu-
tions over weather states.

and “Definitely ironic.” They then indicated how Ann would
actually rate the weather using a labeled 5-point Likert scale,
ranging from terrible, bad, neutral, good, to amazing.
Finally, participants used sliders to rate how likely it is that
Ann feels each of seven emotions about the weather 4.

Results We first examined participants’ irony ratings for
each of the weather context and utterance pairs. We found
a basic irony effect, where utterances whose polarities are in-
consistent with the polarity of the weather context are rated as
significantly more ironic than utterances whose polarities are
consistent with the weather context (t(34.16) =−11.12, p <
0.0001). For example, “The weather is terrible” (a negative
utterance) is rated as more ironic in weather context 1 (pos-
itive context) (M = 0.90, SD = 0.21) than in weather con-
text 7 (negative context) (M = 0.15, SD = 0.27). A linear
regression model with the polarity of the utterance, the polar-
ity of the weather context, and their interaction as predictors
of irony ratings produced an adjusted R2 of 0.91, capturing
most of the variance in the data. This suggests that partici-
pants’ lay judgments of irony align with its basic definition:
utterances whose apparent meanings are opposite in polarity
to the speaker’s intended meaning.

Given the fact that participants can identify verbal irony

4Link to Experiment 2: http://stanford.edu/˜justinek/
irony exp/interpretation/interpretation askIrony.html
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Figure 6: Scatter plot showing correlations between model
predictions and human ratings for weather state, speaker va-
lence, and speaker affect. Colors indicate utterances.

based on its inconsistency with context, how do they then
use context to determine the speaker’s intended meaning?
We examined participants’ interpretations of utterances given
contexts. For each of the 45 weather context (9) × ut-
terance (5) pairs, we obtained the number of participants
who gave each of the five weather state ratings (terrible,
bad, neutral, good, amazing). We performed add-one
Laplace smoothing on the counts to obtain a smoothed distri-
bution over weather states given each context and utterance
(solid lines in Figure 5). Results show that participants pro-
duce ironic interpretations of utterances, such that the weather
is most likely to be amazing given that the speaker said “The
weather is terrible” in weather context 1. Participants also
produce hyperbolic interpretations, such that the weather is
most likely to be bad given that the speaker said “The weather
is terrible” in weather context 7. This confirms the intuition
that people are highly sensitive to context and use it both to
determine when an utterance is not meant literally and to ap-
propriately recover the intended meaning. Finally, we exam-
ine participants’ inferences about the speaker’s affect given
utterances in context. We used the loadings from the PCA on
emotion ratings from Experiment 1 to project the emotion rat-
ings from Experiment 2 onto the same dimensions. We then
standardized and converted the scores into values between 0
and 1, as before, which gives us probability ratings of the
speaker feeling positive valence and high arousal given an ut-
terance and weather context.

Model Evaluation
We now evaluate the model’s performance against these be-
havioral results. From Experiment 1, we obtained the prior
probability of a weather state given a context (P(s)) as well
as the probability of affect given a weather state (P(A|s)). In
addition, we fit three free parameters to maximize correla-
tion with data from Experiment 2: the speaker optimality pa-
rameter (λ = 1) and the prior probability of each of the three
QUDs (P(qstate) = 0.3, P(qvalence) = 0.3, P(qarousal) = 0.4)5.

5Since P(qstate)+P(qvalence)+P(qarousal)= 1, P(qarousal) is de-
termined by the other two QUD parameters and not a free parameter.

Model State Valence Arousal Average
Literal 0.38 0.45 0.49 0.44
Prior 0.79 0.84 0.49 0.71

Valence 0.84 0.79 0.61 0.75
Valence + arousal 0.86 0.96 0.66 0.83

Best possible 0.90 0.95 0.76 0.87

Table 1: Correlation coefficients between model predictions
and human interpretations of weather state, valence, and
arousal given an utterance and weather context from Exper-
iment 2. Best possible gives an estimate of the maximum
possible correlation given noise in the data (see footnote 6).

For each of the 45 utterance and weather context pairs, the
model produced an interpretation consisting of the joint pos-
terior distribution P(s,A|u), where A can be further broken
down into valence and arousal dimensions. We will exam-
ine the model’s performance on each of these state and affect
dimensions by marginalizing over the other dimensions.

Figure 6 shows scatter plots correlating model predictions
with human interpretation data for each of the dimensions:
weather state, valence, and arousal. The model predictions of
weather state given utterance match humans’ interpretations,
with a correlation of 0.86. Since the split-half correlation for
the human data is ρ = 0.898 (95%CI = [0.892,0.903])6 we
find that our model captures much of the explainable vari-
ance in human judgements. The model predicts humans’ in-
terpretations of valence extremely well, with a correlation of
0.96, capturing essentially all of the explainable variance in
the data (ρ = 0.948± 0.001). Importantly, the model infers
the appropriate valence even when it is inconsistent with the
valence of the utterance’s literal meaning. The model’s pre-
dictions for emotional arousal match humans’ with a correla-
tion of 0.66, capturing a substantial amount of the explainable
variance (ρ = 0.763±0.005). Furthermore, the absolute dif-
ference between the model’s inferred valence and the valence
of the utterance’s literal meaning correlates significantly with
people’s irony ratings (r = 0.86, ρ = 0.94±0.005), suggest-
ing that the model is able to use inconsistencies between lit-
eral and interpreted meanings to identify ironic uses.

We considered a series of simpler models to show that the
full model using a two-dimensional affect space best predicts
human interpretations. We first examined a model that inter-
prets utterances literally, such that “The weather is terrible”
is always interpreted as the weather state being terrible,
along with the valence and arousal associated with terrible
weather. We then examined a model that simply ignores the
speaker’s utterance and takes into account only the state and
affect priors associated with each weather context. Finally,

6Split-half correlations ρ were calculated by repeatedly boot-
strapping samples from the data (sample each participant with re-
placement), computing correlation between two halves of the boot-
strapped samples, and using the Spearman-Brown prediction for-
mula to estimate predicted reliability with full sample size. Con-
fidence intervals are 95% CI over 1000 iterations of bootstrap sam-
pling.
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we examined the performance of the qRSA model with a uni-
dimensional affect space (valence only). Table 1 shows the
models’ correlations with human judgements for state, va-
lence, and affect. A complete model that takes into account
prior knowledge, the literal meaning of the utterance, and a
two-dimensional affect space outperforms the other models.
This dominance is especially apparent with respect to infer-
ences about valence, which is the most important aspect of
understanding an ironic utterance, since the listener must in-
fer the intended positive/negative valence from an ostensibly
negative/positive utterance. These comparisons suggest that
our full model successfully leverages richer knowledge of af-
fect and uses pragmatic reasoning to produce the appropriate
nonliteral interpretations.

Discussion
In this paper, we formalized intuitions about irony under-
standing and clarified the role of shared prior knowledge in
ironic interpretations. We explored the consequences of ex-
panding the space of affect considered by previous Rational
Speech Act models to account for verbal irony. By making
a minimal extension to Kao, Wu, et al. (2014)’s hyperbole
model, we were able to capture people’s fine-grained inter-
pretations of ironic utterances in addition to hyperbole. This
provides evidence that hyperbole and irony may operate using
similar underlying principles of communication—reasoning
about shared background knowledge as well as the speaker’s
affective goals.

There remain important qualities of verbal irony to account
for. For example, speakers often use verbal irony to remind
the listener of previous utterances that turned out to be false,
or of positive norms that were violated (Sperber & Wilson,
1981; Jorgensen, Miller, & Sperber, 1984). On the other
hand, pretense theory argues that when a speaker produces
an ironic utterance, she is only pretending to be someone
who would make such an utterance (Clark & Gerrig, 1984).
While our model is able to capture the main characteristics
of verbal irony, it does not account for the intuitions behind
echoic mention or pretense theories. We hope to enrich our
model’s understanding of the social aspects of irony by ad-
dressing these intuitions in future research. In addition, we
aim to further examine how people identify the particular di-
mensions of meaning that may be under discussion in a given
context. For example, affective dimensions such as valence
and arousal may be particularly relevant in domains that in-
volve evaluation (e.g. “good” or “terrible” weather), while
non-affective dimensions may be more salient in other do-
mains (Kao, Bergen, & Goodman, 2014).

Overall, our experimental paradigm and modeling frame-
work provide a detailed and precise account of irony un-
derstanding. Given the prevalence of irony in everyday
language and the social functions it serves, we believe it
would be amazing to understand how people interpret utter-
ances that convey the opposite of what they ostensibly mean
(#notsarcastic).
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Abstract 

Cognitive scientists sometimes find themselves embroiled 

in debates over the precise definitions of high-level 

concepts in their fields – COGNITION, EMOTION, SENSE, and 

so on. The idea behind these debates seems to be that 

achieving a precise definition of these concepts will be a 

boon to scientific inquiry.  We argue that these efforts of 

conceptual analysis would benefit from greater appreciation 

of the importance of such high-level concepts in supporting 

association or semantic priming, as opposed to deduction. 

In this associative role, they provide the basis for making 

connections between related concepts, connections that can 

then be explored by empirical methods, which in turn yield 

more precise, but often quite novel, concepts.  In 

combination with well-established work in cognitive 

psychology on the non-classical structure of natural 

concepts, this perspective suggests that researchers should 

be cautious about investing substantial time and energy in 

attempts to precisely define concepts like COGNITION. 

 

Keywords: concepts & categories; philosophical 

issues; philosophy of science 

Introduction and Background 

 

The investigation of concepts has been a central 

part of intellectual inquiry since at least the time of 

Socrates.  Today, conceptual analysis remains a 

cornerstone of academic philosophy.  Cognitive 

psychology, too, has taken a keen interest in the 

meaning of concepts; inquiries here have often taken 

the approach of first investigating “simpler” and 

more tangible object concepts, in the hopes of 

working their way up to a grasp of more abstract 

concepts. Despite the substantial effort invested in 

precise accounts of concepts’ meanings, the results 

have been uneven and at times frustrating. In 

particular, practitioners of conceptual analysis often 

doggedly pursue efforts to arrive at precise 

definitions of high-level concepts, such as 

COGNITION, EMOTION, SENSE, and so on with less 

stellar results than are arrived by investigating lower-

level concepts such as SMILE, SYSTEM, or CIRCUIT. 

We will make frequent use of COGNITION as an 

example of a high-level concept, but the same points 

apply, mutatis mutandis, to other high-level concepts. 

We also readily admit that the distinction between 

“high-level” and “low-level” concepts is, itself, not 

perfectly precise, but do propose the following as a 

general marker of the distinction: low-level concepts 

are those which tend to play greater roles in 

mechanistic accounts of empirical results, while high-

level concepts are those that do not (for example, we 

rarely, if ever, would explain some empirical result 

simply by saying that it is “cognitive”). 

We argue that these efforts of conceptual analysis 

would benefit from greater appreciation of the 

importance of such high-level concepts in supporting 

association or semantic priming, as opposed to 

deduction. In this associative role, they provide the 

basis for making connections between related 

concepts, connections that can then be explored by 

empirical methods, which in turn yield more precise, 

but often quite novel, concepts In combination with 

well-established work in cognitive psychology on the 

structure of natural concepts, this perspective 

suggests that researchers should be cautious about 

investing substantial time and energy in attempts to 

define concepts like COGNITION. 

 

The Allure of Precise Definitions 
 

There is something about precise conceptual 

definitions – definitions which lay out the 

characteristics that all members of a category must 

have – that continues to attract our curiosity. This is 

despite the fact that introductory cognitive 

psychology texts have for several decades stated 

plainly that natural concepts almost never take such a 

form.  Persistent targets of definition-seeking include 

concepts such as COGNITION (e.g. Adams & Garrison, 

2013), EMOTION (e.g. Mulligan & Scherer, 2012), and 

SENSE  (Keeley, 2002).  

We believe that there are two major assumptions, 

often tacit, which together explain the continuing pull 

of precise conceptual definitions.  The first 

assumption is that precise definitions are out there 

waiting to be found, if only we look (and think and 

argue) hard enough – or at least that there’s a good 

enough chance that such definitions are out there to 

make the pursuit worthwhile. The second assumption 

is that obtaining such precise definitions will be a 

boon to scientific inquiry and understanding .  Both 

of these assumptions, we will argue, turn out to be 

dubious. This, in turn, casts doubt on whether 

rigorously delineating the set of referents of terms 

such as COGNITION is a good use of researchers’ time. 

Part of the appeal of precise definition is likely 

attributable to vestigial influence of the classical view 
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of reasoning and concepts (Smith & Medin, 1981), 

according to which concepts (and their associated 

categories) are defined in terms of necessary and 

sufficient conditions.  This was the dominant view of 

concepts for almost the entirety of western thought, 

with its origins often traced back to Aristotle (Smith, 

1997).  Concepts of this kind are the epitome of 

precision; a classical definition of a concept promises 

precise demarcation of the boundaries of that 

concept, and allows precise, deductive inferences. 

 

The Classical View of Concepts 

 

The familiar tale of the failure of the classical view 

of concepts hardly needs detailed recounting, and as 

such we will be exceedingly brief here.  The key 

point is simply that empirical research has established 

that concepts usually do not have a unified definition 

(i.e., a set of features common to all and only 

members of the concept) or sharply demarcated 

boundaries – Mervis & Rosch, 1981).  This historical 

record provides strong reason to think that any 

proposal of classical criteria for a given concept will 

fail to capture all of the phenomena that intuition 

demands.  Thus, in the case at hand, it is likely that a 

definition of COGNITION will fail to capture all (and 

only) those phenomena that we regard as cognitive.  

Furthermore, even if it gets most of those right, it will 

fail to recognize degree, since on a classical view of 

concepts something is either part of the concept (i.e., 

possesses the necessary and sufficient features) or not 

(i.e., does not possess the necessary and sufficient 

features), with no gradations or gray areas. 

Debates over the precise criteria for COGNITION are 

therefore likely to lead to a great deal of ink being 

needlessly spilled trying to impose a structure that the 

actual mental concept likely doesn't have. A given 

definition will include some desirable things, and 

even where it gets the basic verdict right will fail to 

recognize gradations of typicality/atypicality.  For 

instance, proposals which assign cognitive status to 

cellular information processing will be intuitively 

inadequate if they fail to recognize that these 

processes, despite possessing features associated with 

cognition, are not paradigmatically cognitive.
1
 

The aforementioned considerations are of course 

not definitive proof that definitions of cognition are 

undesirable or impossible.  It is not clear that there is 

any way to prove that definition-seeking for any 

specific natural concept will, as a matter of necessity, 

fail, despite the rejection of the classical view by 

                                                           
1
 These general points also provide strong reason to 

doubt the attainability of satisfactory conceptual 

analyses in contemporary philosophy, a point 

developed in Suhler (in preparation). 

cognitive psychologists and the dubious record of 

attempts at classical conceptual analysis.  We expect 

that some will continue to hold the intuition that a 

definition of COGNITION is possible, just as many 

philosophers hold the very strong intuition that 

classical analyses of their most cherished concepts 

are possible despite decades or even centuries of 

failure (Suhler, in preparation).  

Further, even if there is a (satisfactory) precise 

definition of cognition to be found, history strongly 

suggests it will be achieved because theoretical and 

empirical inquiry reveals a similar underlying nature 

of things we take to be cognitive; it will not, in other 

words, come about through standard methods of a 

priori conceptual analysis (reflection on our folk 

concepts, thought experiments, etc.).  We will 

develop this point later in the paper by examining the 

history of conceptual evolution in physics.  Before 

that, however, we want to look more specifically at 

why, despite the vanishing rarity of classically 

defined concepts, there exist strong intuitions that 

concepts like COGNITION admit of classical definition. 

Though intuitions are indeed often valuable things, 

they are not beyond criticism. The most effective 

response to the belief that we can precisely define 

concepts like COGNITION, we feel, is to explain how 

these intuitions in favor of pursuing precise 

definitions are driven by factors that do not track the 

actual probability that such definitions are attainable.  

There are two such factors we wish to highlight here.  

The first is saliency.  The scientific concepts that are 

likely to be most salient qua scientific concepts tend 

to be those drawn from mature sciences dealing with 

relatively simple phenomena – viz., physics and 

physical chemistry (see below).  The second is 

confirmation bias – the tendency to notice the 

examples that fit with one’s preexisting commitments 

rather than those that do not.   In suggesting a 

definition of a particular concept, one will tend to 

notice the examples that fit it but be less attentive to 

those that don’t fit.  Similarly, at the level of theories 

of concepts, adherents of the classical view are likely 

to seek out those examples that (perhaps) fit the 

classical structure to the neglect of those that do not – 

hence the ubiquity of the example of BACHELOR in 

philosophy papers as a natural concept with a 

putative classical definition.  Such cognitive biases 

do not change the fact, however, that classical 

definitions are in fact vanishingly rare – all the more 

so for high-level concepts like COGNITION. 

 Proposing and critiquing precise definitions of 

cognition is an appealing topic for academic 

discussion and publication, since there will always be 

something to say: extant proposals will always be 

subject to counterexamples – encompassing 

exemplars that they shouldn’t include and/or missing 
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ones that they should. Such proposals and critiques 

are not, however, likely to be steps toward a fully 

adequate, precise definition of COGNITION. As 

discussed, efforts at conceptual analysis are probing 

mental concepts that likely have a non-classical 

structure and therefore are not amenable to the sort of 

precise demarcation being sought. As long as faith 

persists in science’s need for precise definition, 

critiques of particular definitions simply perpetuate 

this misguided process. Therefore we will focus on 

criticizing the underlying rationale at a process level. 

 

The Value of Associations 

 

A further legacy of classical view of reasoning is a 

heavy emphasis of the role of logic and deductive 

reasoning in thought. Recent work, especially from 

Bayesian perspectives, strongly contradicts such 

views, arguing that thought is more statistical than 

formal-logical (Chater, 2009). High-level concepts 

likely deviate most strikingly from classical structure 

because their role is to cope with a massive, and 

poorly understood, world by holding vast numbers of 

statistically related ideas together into relatively few 

clusters. Crucially, this associative role does not 

require – and indeed can be undermined by – precise, 

exhaustive specification of conceptual content. 

It is well known that exposure to a particular word 

or concept brings semantically related concepts 

sometimes including opposing concepts, into 

working memory. Thus subsequent thoughts are more 

likely to involve these related concepts. This priming 

role is important because our conceptual workspace 

is limited (e.g. Baars, 1997) and so there are finite 

number of concepts that have a chance, at any one 

time, to fit together into an explanation that will in 

turn fit with reality, producing a “eureka moment”.   

As such, explanations will only avail themselves to 

us if a good number of the needed components are 

“close to mind”. Useful high-level concepts bring to 

mind other concepts, such that as a whole the 

contents of the workspace are set up to yield 

explanations efficiently. Some authors go so far as to 

propose that a word’s meaning is its statistical 

relations with other words (Lund, & Burgess, 1997), 

but even authors such as Barsalou (2008), who see 

little role for abstract symbol manipulation in 

cognition, acknowledge this power of words. 

To see why this is of critical importance for 

science, consider an example from clinical 

psychology: what is meant when one asks whether a 

disorder such as depression is “psychological” or 

“biological”. We would submit that the questioner is 

basically wondering whether the explanation (or “the 

story”) of the disorder would be most usefully 

constructed using concepts that come to mind when 

one says “biology” such as HORMONES, and 

NEUROTRANSMITTERS, or couched in terms of  

DESIRES, OBSESSIONS, and RELATIONSHIPS, that come 

to mind when one says “psychology”.  

In this example, the cognitive utility of the 

concepts of PSYCHOLOGICAL and BIOLOGICAL lies not 

in their being explanatory themselves; rather, their 

value lies in their ability to organize groups of 

associated terms/concepts that may eventually figure 

into an explanation. We contend that this associative 

role of high-level concepts is, in the vast majority of 

cases, more important than their ability to support 

deduction, both in scientific and everyday inquiry. 

That is, these overarching concepts – what we are 

calling “high-level” concepts for short – are powerful 

drivers of association, but few play a direct role in 

mechanistic explanations; for example we seldom 

make strong, specific empirical claims about 

particular phenomena simply because “they are 

psychological/biological”. Though we do not deny 

that concepts whose form allows for broad deduction 

are useful, it is not the case, as mentioned, that 

natural concepts typically have such a structure, nor it 

is it the case that concepts must be forced into such a 

form in order to help us to generate explanations. 

Statistical knowledge must be relied upon in the 

early stages of investigation – when our investigatory 

approaches are based on hunches, necessarily entered 

into with highly imperfect knowledge of eventual  

results. For instance, EMBODIED COGNITION seems, at 

this stage, to be a concept that mainly serves to 

associate a number of disparate approaches motivated 

by the idea that an organism’s physical form and 

environment cannot be abstracted away usefully from 

questions about cognition (Ziemke, 2003); it is, in 

essence, the broad claim that satisfying explanations 

of core cognitive phenomena will nontrivially 

involve bodies and their environs. 

If we use high-level concepts to help us home in on 

explanatorily valuable associates, it’s tempting to 

suggest that we should strive for greater conceptual 

precision. However, rather than being dictated by an 

imposition of formal definitions, semantic 

associations are built up over time by repeated co-

activation of concepts, as during reading, 

conversation, or inner speech. Reflecting this history-

dependent nature of association, individual 

researchers will, and should, tend organize their own 

workspace in a way that is suited to their particular 

problems. With the many kinds of cognitive science 

being done, the associations of cognition are bound to 

be promiscuous. We would simply add that this is not 

quite so undesirable as is often assumed. 

Still, it is true that we associate precise ideas with 

good science. The great exemplars of scientific 

concepts are those that emerged as precise categories 
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(ATOM, MOLECULE, ENERGY, etc.). However, these 

concepts are precise because it is the nature of their 

referents to lend themselves to precision – they are 

putative “natural kinds”. These conceptual success 

stories, coming mainly from physics, were not 

arrived at by tirelessly interrogating and refining 

preexisting ancient folk-physical concepts. Rather, 

precision in physical concepts was achieved through 

tireless empirical inquiry, and the positing of theories 

to make sense of these empirical observations.   

Historical Evidence from Physics 

 

Like most special sciences, the origins of physics 

were in philosophy; more specifically, it evolved out 

of what was called natural philosophy from antiquity 

through much of the 19
th

 century. Initially, rather 

than there being any field called physics, which 

precisely defined its explananda and proceeded to 

explain them, there were instead a number of 

interests in specific natural (as opposed to man-made) 

phenomena. It was gradually realized, however, that 

explanations of such phenomena as heat, magnetism, 

and light could be made in terms of similar processes 

and entities. In more recent times, physics has 

become defined as the study of matter and energy 

(and even this definition may become obsolete), 

entities that actually would be rather foreign to the 

ancients from whose work the modern field descends: 

the Greeks thought that water fire, air, and earth were 

separate elements, of which all things were 

admixtures, including minds.  

What the history of physics suggests is that fields 

of inquiry may discover what their explananda 

“actually are” as they move forward (Einstein & 

Infeld, 1961). The term “physics”, rather than 

timelessly referencing a clearly defined set of 

concepts, questions and tools all revealed through 

analysis of the folk concept PHYSICAL, carries 

constantly updated statistical information about what 

ideas, facts, and phenomena have, to date, been found 

to “go together”. What the ancients more likely had 

in common with us were very basic immediate 

sensory experiences, such as the sensations of light, 

sound and heat, of pressure, and of movement. These 

sensory experiences were what originally demanded 

explanation; however, these same entities have not 

ended up defining a coherent science. Rather, their 

study produced a cluster of explanatory concepts that 

continued to co-occur over and over again such that 

when one turned to be an important part of a 

particular story, another almost always did as well.  

At any point in time, then, an attempt at precisely 

defining the subject matter of the field of physics 

would have proved descriptive rather than 

prescriptive. Paradigmatic examples of precise 

concepts arose quite anew out of a process of 

discovery, and might even have been closed off from 

discovery if the content and nature of the field had 

been fixed more than two millennia ago in the name 

of trying to precisely define the concept PHYSICAL.  

 

Prospects for a Precise Definition of COGNITION 

 

The pursuit of the unknown by any research method 

must be based on a guess at its potential benefit. It is 

impossible to prove, for example, that experimental 

work on any given question will yield enlightening 

results, but we intuit that it will because of 

experimentation’s past record of success. In contrast, 

attempts to find, via conceptual analysis, precise 

definitions of concepts like EMOTION, SENSE, and 

COGNITION have so far not proven very successful. 

This may be because these concepts do not admit of 

precise definitions, or it may simply be that we have 

not achieved insights necessary for precise 

definitions.  If precise definitions are “out there” then 

the experiences of other sciences give us the best 

means of guessing at how best to find them. 

Experience in physics (see above) shows that 

intuitively appealing and precise definitions, when 

discovered, are extremely useful. But it is also clear 

that these come after great empirical effort, and are 

unlikely to correspond neatly to the natural concepts 

that a science has at its outset. So it might be that 

cognitive scientific concepts such as INTENTION, 

while intuitively appealing and arguably as real, 

psychologically, as HEAT, will not be foundational to 

the field’s mature theories (for related discussion, 

see, e.g., Churchland, 1981; Thagard, 1990). 

It is instructive to relate the above ideas to a recent 

proposal that the “mark of the cognitive” consists of 

actions that have reasons (Adams & Garrison, 2013). 

Recent research shows that humans seem to have 

very stable tendencies to perceive minds (and 

reasons/intentions) without much prompting. Seeing 

an entity as having reasons requires that different 

neural networks are engaged, and we then think about 

that entity differently than when we do not see it as 

motivated by reasons (Epley & Waytz, 2009).  Thus, 

while perceptions of reasons behind actions may not 

be as experientially primitive as experiences of (say) 

heat and pressure, they are quite hard to avoid.  

Nevertheless, despite the importance of our 

perception of minds and intentions in motivating 

interest in sciences that might help explain them, it is 

very possible that intentionality will end up taking a 

position in mature cognitive science is more 

analogous to that of heat, rather than that of energy in 

modern physics. For instance, recent influential 

proposals posit that human cognition is centrally 

concerned with explaining primary sensory data and 
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this drives our neural activity, so that perceived 

minds, like objects, must be seen as part of our 

attempt at predicting the world (Friston & Frith, 

2015).  If so, then pursuit of deep principles of 

prediction, rather than of intentions, may eventually 

define our field.  However, much like in physics, 

such sweeping redefinition will come after theories 

have proven their ability to explain empirical facts.  

Finally it is worth noting that some commentators 

have argued that, in general, biology and cognitive 

science tend to provide us with explanations not via 

general laws (Bechtel, 2008), but rather by positing 

specific mechanisms and their interactions. Given 

that the discovery of law-like relations has driven the 

emergence of our most precisely defined high-level 

concepts from physics and physical chemistry (e.g. 

ELEMENT), sciences that do not produce laws would 

seem especially unlikely candidates to produce 

precise high-level definitions. 

 

What Role for Conceptual Analysis in Science? 
 

The inadequacy of the classical view of concepts 

and the nature of progress in other sciences (esp. 

physics) provide reasons to doubt the first key 

assumption we identified, at the outset, as underlying 

interest in defining terms like COGNITION: that an 

adequate, precise definition can be achieved if we 

think and argue hard enough about it.  The 

associative role of concepts, meanwhile, provides 

reason to doubt the second key assumption – that 

precisely defining cognition will be a boon to 

cognitive scientific inquiry – since association does 

not require precise, fixed definitions. 

Before elaborating on these points and why they 

cast doubt on the value of much conceptual analysis 

in cognitive science, it’s worth pausing to emphasize 

that clarity about the meaning of concepts does have 

its uses.  In particular, concepts that describe 

observed phenomena need to be defined clearly 

enough to allow interpretation and synthesis of 

empirical results.  Most cognitive scientists have had 

the experience of going to read up on a particular 

research topic only to find that the key concept 

around which that topic is organized – IMITATION, 

EMPATHY, etc. – is used in a wide variety of ways in 

different papers and by different research groups.  As 

mentioned briefly above, this variety itself is not 

necessarily a bad thing, so long as the authors of a 

given study are clear about how they are using a 

given concept and how their usage relates to other 

common usages in the literature.  But when the time 

comes to reconcile and synthesize these results – a 

function typically performed by review articles – a 

degree of conceptual clarity is a must.  Few things 

more effectively undermine the utility of a review 

article than inattention to the different ways in which 

a key term/concept is used in the body of research 

supposedly being reviewed.  When this occurs, the 

review becomes little more than a bibliography, with 

the responsibility of achieving a degree of 

reconciliation and synthesis having been abdicated. 

If conceptual clarity is important in these cases, 

then why not in the case of COGNITION?  The reason, 

as already mentioned, is that unlike concepts such as 

IMITATION, EMPATHY, and ENERGY, high-level 

concepts like COGNITION and PHYSICAL do not figure 

very directly into investigations of specific 

phenomena.  As with the concept PHYSICAL in 

physics, experiments and theories in cognitive 

science do not examine and explain cognition qua 

cognition; rather, they examine and explain more 

specific phenomena and processes.  

Consider, by way of elaboration, an analogy to 

biology.  Biology is, literally, the study of life, but 

biological experiments and theories are almost 

entirely concerned with more specific questions that 

in some way or another connect to living things.  A 

precise definition of the concept LIFE is not going to 

help molecular geneticists or evolutionary theorists 

do their jobs better, since the concepts and methods 

that they use in day-to-day inquiry within their 

subdisciplines are much more specific – and 

empirically grounded – than that (see, e.g., Crick, 

1966).  Suggestions of and debate over a precise 

definition of LIFE are mostly philosophical 

curiosities, orthogonal to the methods, theories, and 

concepts that actually animate the daily work of 

scientific research. It is unclear why the great 

progress that biological science has made without a 

precise definition of its eponymous concept should 

necessarily be denied to a cognitive science that lacks 

a precise definition of COGNITION.  

As we have emphasized throughout, the value of 

overarching disciplinary concepts like COGNITION 

and LIFE is likely to lie in their ability to organize 

mental workspaces and suggest connections between 

various lines of inquiry. Given this, the lack of sharp, 

pre-defined boundaries on what counts as cognition 

may actually help produce occasions for associations 

to be made and new lines of investigation to be 

opened.  The potential restrictiveness of precisely 

fixing a definition of COGNITION can be seen by 

applying lessons from the history of physics to the 

history of cognitive science.  As with physics in 

ancient times, a definition of COGNITION fixed in the 

early days of cognitive science (say, the late 1960s) 

would likely have centered upon logical symbol 

manipulation that goes on “inside the head”. Such a 

definition would have closed off even connectionism 

as relevant to cognition, not to mention frameworks 

of embodiment (Varela, Thompson & Rosch, 1991; 
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Barsalou 2008), extended cognition (Clark, 1997), 

and metaphor (Lakoff & Johnson, 2008). These new 

frameworks expand the number of perspectives 

associated with COGNITION, thereby allowing further 

connections to be drawn and further lines of 

experimental inquiry to be opened up.  The results of 

such inquiries, then, in turn, continue to modify our 

concept of COGNITION, and the process repeats itself.   

Our argument, then, is that the value of the concept 

of COGNITION does not lie in any fixed definition, for 

such a definition will inevitably be beholden to the 

state of knowledge in the field and to the empirical 

and theoretical fashions of the day.  Rather, concepts 

like COGNITION evolve with the field(s) in which they 

are used, providing a basis for associations and 

connections that generate empirical inquiries, and 

with them further conceptual modification. If a 

precise definition of COGNITION is possible at all, it 

will be achieved through a long, messy process of 

grappling with empirical reality, not traditional 

methods of conceptual analysis. 

 

Conclusion 
 

  Both the allure and dangers of precise conceptual 

definitions are likely to be especially acute when a 

scientific field is in its early stages of understanding – 

as cognitive science currently is. Clarity and 

precision are often frustratingly hard to come by, a 

problem compounded in the case of cognitive science 

by the sheer complexity of the phenomena under 

investigation.  Precise definitions are appealing in no 

small part because they promise such clarity and 

precision.  The danger, however, comes from the near 

certainty that any definitions we strongly commit to 

at such an early stage will misguide future inquiry by 

ensconcing in those definitions all the empirical and 

theoretical limitations of the time at which they are 

fixed.  For instance, even if our investigations 

ultimately yield an picture of cognitive systems that 

is not meaningfully “embodied” or “extended”, the 

fact that we are so caught up with these ideas – ideas 

which would have been anathema to most cognitive 

scientists even 40 years ago – is surely a sign that we 

still have much to learn about what cognition is. 
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Abstract

A standard assumption in linguistic, psycholinguistic, and
computational research on pronoun use is that production and
interpretation are guided by the same set of contextual factors.
Kehler et al. (2008) and Kehler & Rohde (2013) have argued
instead for a Bayesian model, one in which pronoun produc-
tion is insensitive to a class of semantically- and pragmatically-
driven contextual biases that have been shown to influence pro-
noun interpretation. Here we evaluate the model using a pas-
sage completion study that employs a subtle contextual ma-
nipulation to which traditional analyses are insensitive, specif-
ically by varying whether or not a relative clause that modifies
the direct object in the context sentence invites the inference
of a cause of the event that the sentence denotes. The results
support the claim that pronoun interpretation biases, but not
production biases, are sensitive to this pragmatic enrichment,
revealing precisely the asymmetry predicted by the Bayesian
analysis. A correlation analysis further establishes that the
model provides better estimates of measured pronoun interpre-
tation biases than two competing models from the literature.
Keywords: Pronoun interpretation, discourse coherence,
pragmatic enrichment, Bayesian models

Introduction
A common wisdom, one assumed in the literature on pronom-
inal reference for decades, is that there is a unified notion
of entity SALIENCE that underlies pronoun usage. This no-
tion of salience (alternately referred to as PROMINENCE, be-
ing in PSYCHOLOGICAL FOCUS, being THE CENTER OF
ATTENTION, and so forth) will determine when a speaker
will choose to use a pronoun on the one hand, and hence
be used by the addressee to successfully interpret the ref-
erence on the other. On this model, the task for discourse
researchers is then clear: One merely needs to identify the
different factors that contribute to entity salience. Many
such factors have been posited, including grammatical role
(Crawley, Stevenson, & Kleinman, 1990), grammatical par-
allelism (Smyth, 1994), thematic role (Stevenson, Crawley,
& Kleinman, 1994; Arnold, 2001), information structure
(Grosz, Joshi, & Weinstein, 1995; Rohde & Kehler, 2014),
semantics (Koornneef & van Berkum, 2006), and world
knowledge (Hobbs, 1979), among others.

A central goal of this paper is to disabuse the reader of
this model. We do this by evaluating a proposal put forth by
Kehler, Kertz, Rohde, and Elman (2008) and Kehler and Ro-
hde (2013) that states that the relationship between pronoun
interpretation and production is suitably cast in Bayesian
terms, and further that the types of factors that condition the
likelihood term (the production bias) and the prior (the bias

toward entity next mention) are different. This entails the
counterintuitive conclusion that a set of factors that the ad-
dressee will use in resolving the referent will not be taken
into account by the speaker when deciding whether to use a
pronoun. We evaluate the causal structure that underlies the
proposal with a novel passage completion experiment which
confirms the predictions of the analysis. We further show
that the biases revealed by the experimental results are more
highly correlated with the predictions of the Bayesian analy-
sis than those of two other prominent models.

Background
The experiment described in this paper utilizes so-called IM-
PLICIT CAUSALITY (IC) verbs, so let us start there. IC verbs
are undoubtedly the most well-studied verb class in the psy-
cholinguistics of pronoun interpretation literature since the
seminal papers of Caramazza and colleagues in the 1970s
(Garvey & Caramazza, 1974; Caramazza, Grober, Garvey,
& Yates, 1977; Brown & Fish, 1983; Terry Kit-fong Au,
1986; McKoon, Greene, & Ratcliff, 1993; Koornneef & van
Berkum, 2006; Kehler et al., 2008, inter alia). Here we sur-
vey three facts that will be important for understanding the
experimental design we employ. First, IC verbs are charac-
teristically known for their large and divergent biases toward
subsequent entity mention. If participants in a passage com-
pletion task are presented with a prompt like (1a),

(1) a. Amanda amazed Brittany because she
b. Amanda detested Brittany because she

the large majority of completions will point to Amanda as the
pronominal referent. After all, Amanda must be amazing, and
hence one expects to hear why. Because causality is imputed
to the subject, verbs like amaze are called SUBJECT-BIASED
IC VERBS. If participants are given a prompt like (1b), on
the other hand, the large majority of completions will point to
Brittany as the pronominal referent. After all, Brittany must
be detestable, and hence one expects to hear why. Because
causality is imputed to the object, verbs like detest are called
OBJECT-BIASED IC VERBS. The existence of IC biases has
been replicated repeatedly, and is hence one of the bedrock
results in the field.

The second fact of interest is that IC verbs are associated
with another type of strong bias, in that they give rise to
a greater expectation that the ensuing clause will provide a
cause or reason for the described eventuality as compared to
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typical non-IC verbs (Kehler et al., 2008). Whereas most pre-
vious IC studies examined pronoun biases using prompts with
because as in (1a-b) above, Kehler et al. used free prompts as
in (2) and had annotators categorize the COHERENCE RELA-
TIONS – that is, the relevancy relations that semantically bind
the clauses – in the completed passages.

(2) a. John amazed Mary.
b. John detested Mary.
c. John saw Mary.

The results showed that participants completed passages such
as (2a-b) using Explanation relations – i.e., in which an event
or state is followed by a cause or reason – approximately 60%
of the time, compared to 24% for a control group of non-
IC contexts (2c). This result accords with intuitions: Upon
hearing John amazed Mary, it seems likely that the addressee
will wonder Why?, and thus expect to hear an answer. On the
other hand, upon hearing John saw Mary, it seems less likely
that the addressee will wonder Why?, and instead expect an
answer to the question What happened next?, for example.

The third and final fact to be highlighted is that the oc-
currence of a pronoun alters referential biases from what
they were before the pronoun, specifically toward the entity
mentioned from the subject position of the previous clause.
Stevenson et al. (1994) reported on a series of passage com-
pletion experiments that investigated pronoun biases across
eight distinct context types, comparing conditions in which a
pronoun was or was not included in the prompt:

(3) a. Amanda detested Brittany. She
b. Amanda detested Brittany.

Unlike for prompts like (3a), in the free prompt condition
(3b) participants picked their own referring expressions for
the first-mentioned entity. Stevenson et al. found two results
of interest. First, across all eight context types, there were
a greater number of references to the previous subject in the
pronoun prompt condition than in the free prompt condition.
Crucially, this did not always result in an overall pronoun bias
toward the subject in the pronoun prompt condition: For in-
stance, for object-biased IC verbs as in (3a), the overall pro-
noun bias was still toward the object. Instead, the key finding
is that the occurrence of a pronoun always shifted the dis-
tribution of references toward the subject compared to when
no pronoun was provided – that is, for prompts like (3b), the
first-mention bias toward the object was even stronger.

Stevenson et al.’s second finding was that, in their free
prompt conditions across all stimulus types, participants’
choice of referential form for the first-mentioned entity was
heavily biased towards a pronoun when the referent was the
previous subject, and likewise towards a name when the refer-
ent was a non-subject. This result may at first seem contradic-
tory: If participants have a clear preference to use pronouns
to refer to the previous subject and names to refer to non-
subjects, why would the pronoun interpretation bias ever be
toward a non-subject, as was the case for prompts like (3a)?

Kehler et al. (2008) offered an explanation for the apparent
contradiction by modeling the relationship between produc-
tion and interpretation in terms of Bayes’ Rule, as shown in
equation (4).

(4) P(referent | pronoun) =
P(pronoun | referent) P(referent)
∑

referent∈referents
P(pronoun | referent) P(referent)

The term P(referent | pronoun) represents the interpretation
bias: the probability, given that a pronoun has occurred, of it
being used by the speaker to refer to a particular referent. On
the other hand, the term P(pronoun | referent) represents the
production bias: the probability, assuming that a particular
entity is being referred to, that the speaker would have used a
pronoun to refer to it. Bayes’ Rule says that these biases are
not mirror images of each other, but instead are related by the
prior P(referent), which represents the NEXT-MENTION bias:
the probability that a particular referent will get mentioned
next regardless of the referring expression used.1 Equation
(4) thus explains why there is nothing contradictory about
having both a strong production bias toward pronominalizing
the previous subject (and not pronominalizing non-subjects)
and yet a lack of a subject bias in interpretation, as long as
the prior P(referent) points strongly enough away from the
subject referent, as it does for object-biased IC verbs.

According to this model, a comprehender’s interpretation
bias thus relies jointly on his estimates of the likelihood that a
particular referent will be mentioned next (regardless of form
of reference) and of the likelihood that the speaker would
have chosen a pronoun (instead of another form of reference)
to refer to that referent. The predictions of the analysis can
be tested using passage completion experiments: The values
for the terms on the right-hand side of equation (4) can be
estimated from the data collected in free prompt conditions
(3b), which will yield a prediction for P(referent | pronoun).
If the Bayesian characterization is correct, this predicted bias
should be highly correlated with the actual interpretation bi-
ases estimated directly in pronoun-prompt conditions (3a) in
otherwise identical contexts.

Kehler et al.’s proposal went further than positing a
Bayesian characterization in an important respect, specifi-
cally by claiming that the two terms in the numerator of equa-
tion (4) are conditioned by different sets of contextual factors.
On the one hand, the data they surveyed suggested that the
factors that condition the next-mention bias P(referent) are
primarily semantic (e.g., verb type) and pragmatic (e.g., co-
herence relations). On the other hand, the factors that con-
dition the production bias P(pronoun | referent) appear to
be grammatical and/or information structural (e.g., based on
grammatical role obliqueness or topichood, both of which

1The denominator of equation (4) is simply the probability
that a pronoun is the form of reference chosen by the speaker
(P(pronoun)), which can be computed by summing the numerator
over all referents that are compatible with the pronoun. This term
has the effect of normalizing the probabilities so that they sum to 1.
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amount to a preference for sentential subjects). Consider-
ing this in light of the asymmetry between production and
interpretation captured by equation (4), this picture makes a
striking prediction: That the speaker’s decision about whether
or not to pronominalize a reference will be insensitive to
the semantically- and pragmatically-driven contextual factors
that in part determine the comprehender’s interpretation bi-
ases. This hypothesis is surprising because it violates the
intuition, represented in much previous work, that speakers
will pronominalize mentions of referents in just those cases
in which their comprehenders would be expected to interpret
the pronouns to those same referents.

As unintuitive as this may seem, the results of several re-
cent passage completion studies have provided preliminary
support for this prediction (Rohde, 2008, Exps V–VII; Fuku-
mura and van Gompel, 2010). We briefly describe one re-
ported on by Rohde and Kehler (2014; see also Rohde,
2008, Experiment VI) which, unlike the other studies, exam-
ined pronoun usage in referentially-ambiguous contexts. Ro-
hde and Kehler used the 3-way context manipulation in (2),
adapted so that the possible referents were of the same gender,
and a 2-way prompt manipulation (pronoun or free). As ex-
pected, the pronoun interpretation bias varied with the IC bias
across the context types, with subject mentions being most
frequent for (2a), least in (2b), and (2c) in between. How-
ever, this context difference did not affect rate of pronominal-
ization in the free prompt condition. Instead, only grammat-
ical role mattered, with participants pronominalizing subject
references far more often than non-subject ones.

Study
In this study we aim to evaluate the model within a single ex-
periment that brings all of the foregoing predictions together.
The design employs a novel manipulation that utilizes a po-
tential source of pragmatic enrichment, particularly the fact
that relative clauses (RCs) attached to direct objects can be
inferred to provide explanations of the matrix event (Rohde,
Levy, & Kehler, 2011). Example stimuli are shown in (5):

(5) a. The boss fired the employee who was embezzling
money. He

[ExplanationRC, PronounPrompt]

b. The boss fired the employee who was hired in 2002.
He

[NoExplanationRC, PronounPrompt]

c. The boss fired the employee who was embezzling
money.

[ExplanationRC, FreePrompt]

d. The boss fired the employee who was hired in 2002.

[NoExplanationRC, FreePrompt]

On a typical interpretation, the relative clause in (5a) does
more than constrain the reference of the noun phrase to which
it attaches. That is, while not entailed, (5a) invites the prag-
matic enrichment that the employee was fired because of the

embezzling. Crucially, this inference is not necessary to make
the sentence felicitous; (5b) is fine without inferring an anal-
ogous causal link between the firing and the hiring.

Accounts of pronoun interpretation that appeal primarily
to surface-level characteristics of the context (first-mention,
subject assignment, grammatical role parallelism, and so
forth) find little to distinguish (5a-b). The Bayesian anal-
ysis does predict a difference, however, based on an inter-
connected sequence of referential and coherence-driven in-
terdependencies, as illustrated in Figure 1. First, we manip-
ulate RC type because we expect that participants will write
fewer Explanation continuations in (5a) and (5c) than (5b)
and (5d) respectively, since the RCs in (5a) and (5c) already
provide a cause (Simner & Pickering, 2005; Kehler et al.,
2008; Bott & Solstad, 2012). Second, this difference is in
turn predicted to yield a difference in next-mention biases
(P(referent)): Since object-biased IC verbs impute causal-
ity to the object, a greater number of explanation continua-
tions for (5b) and (5d) should lead to a greater number of
next-mentions of the object as well. Third, the analysis pre-
dicts that rates of pronoun production (P(referent|pronoun))
as measured in the free prompt condition (5c-d) should only
be affected by grammatical role (favoring pronominalizations
of the subject), but display no interaction with RC type (with
participants no less likely to pronominalize subject mentions,
and likewise no more likely to pronominalize object men-
tions, in 5d than 5c). Finally, RC type is expected to affect
interpretation biases as measured in the PronounPrompt con-
dition, with a greater number of object interpretations in (5b)
than (5a), since P(referent|pronoun) is determined in part by
next-mention expectations (P(referent)). As such, we expect
the RC manipulation to have an effect on pronoun interpreta-
tion, but not production. Since interpretation biases are also
determined in part by production biases, an effect of gram-
matical role favoring subjects is also predicted in (5a-b) com-
pared to their free prompt counterparts in (5c-d).

RC Type
[ExplRC] The boss fired the employee who was embezzling money.  

 [Control] The boss fired the employee who was hired in 2002.

Coherence !
Relations

ExplRC: fewer Explanations

Next-Mention Biases!
P(referent)

Production Bias!
P(pronoun|referent)

ExplRC: fewer object next-mentions Subjects: more pronouns
ExplRC: no effect

Interpretation Bias!
P(referent|pronoun) Pronoun prompt: more subject references

ExplRC: fewer object references

Predictions

Figure 1: Predictions as a Graphical Model
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Design
A 2x2 design was employed using stimuli like (5a-d), which
varied RC type (ExplanationRC or NoExplanationRC) and
prompt type (PronounPrompt or FreePrompt). The exper-
iment utilized 24 target items and 36 fillers. Context sen-
tences for the stimuli always used object-biased IC verbs in
the matrix clause. Two pieces of clip art were also displayed
that indicated the gender of each event participant (always
the same for both event participants for stimuli, so that refer-
ence in the PronounPrompt condition would be ambiguous).
Participants (n=40) completed passages on Mechanical Turk,
seeing each stimulus in a single condition in a fully balanced
design. Two judges who were blind to the hypothesis anno-
tated the data for coherence relations (Explanation or Other),
first-mentioned referent (Subject, Object, or Other), and form
of reference in the FreePrompt condition (Pronoun or Other).
Outcomes were modeled using mixed-effects logistic regres-
sion with maximal random effects structure when supported
by the data.

Results
All of the hypotheses were confirmed. Recall that the first
prediction is that we would see a greater percentage of Ex-
planation relations in the NoExplanationRC condition than in
the ExplanationRC condition. The results, shown in Figure 2,
confirm the hypothesis (β=2.06; p<.001).
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Figure 2: Percentage of Explanation Continuations in each
RC condition (Standard Errors over Participant Means)

This leads to the second hypothesis, which is that for the
FreePrompt condition, a greater percentage of next mentions
of the object referent is predicted in the NoExplanationRC
condition than in the ExplanationRC condition. The results,
shown in Figure 3, confirmed this as well (β=.720; p<.05).

Our third hypothesis is that the rate of pronominalization
during production in the FreePrompt condition will not be
similarly affected by RC condition; instead, it should only be
affected by grammatical role, favoring pronominalization of
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Figure 3: Percentage of Next-Mentions of Direct Object in
each RC condition in FreePrompt Condition

the subject referent. The results, shown in Figure 4, confirm
the effect of grammatical role (β=4.11; p<.001) and lack of
interaction with RC condition (β=0.12; p=.92).2
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Figure 4: Rate of Pronominalization of Next-Mentioned En-
tity in FreePrompt Condition, by Grammatical Role and RC
Condition

Lastly, we have two predictions for pronoun interpretation
biases P(referent | pronoun) as measured by the Pronoun-
Prompt condition. The results are shown in Figure 5. (Note
that the bars for the FreePrompt condition, which represent
the prior P(referent), are those shown in Figure 3.) First, we

2There was also a marginal main effect of RC condition (β=0.94;
p=.078), whereby there were numerically more pronominalizations
in the NoExplanationRC condition than the ExplanationRC condi-
tion. Whereas the reason for this is not clear, what is important for
the hypothesis is the lack of interaction between grammatical role
and RC type, i.e. that there was no pattern by which participants
pronominalized subject referents less and object referents more in
the NoExplanationRC condition.
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predict a greater percentage of object mentions in the NoEx-
planationRC condition than in the ExplanationRC condition.
This was confirmed (β=1.17; p<.005). Second, we predict
a greater percentage of object mentions in the FreePrompt
condition than the PronounPrompt condition. This was also
borne out (β=-1.27; p<.001).3 The results therefore confirm
that a subtle pragmatic manipulation of the context – whether
or not an RC invites the inference of a cause of the matrix
event – influences pronoun interpretation biases, but not pro-
duction biases. The effect on interpretation is a surprise for
theories based on surface-level characteristics of the context,
which find little to distinguish contexts like (5a-b).
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Figure 5: Percentage of Next-Mentions of the Direct Object
by Prompt Condition and RC Condition

Finally, we can use the data collected here to test our
Bayesian Hypothesis, i.e., that equation (4) captures the re-
lationship between pronoun production and interpretation bi-
ases. We compare the predictions of the Bayesian model
against two competing models. For each model, the predicted
interpretation bias is estimated using biases measured in the
FreePrompt condition. These predicted biases are then com-
pared against the actual interpretation biases measured in the
PronounPrompt condition.

The first competing model is what we call the MIRROR
MODEL, according to which the interpretation bias toward a
referent is proportional to the likelihood that a speaker would
produce a pronoun to refer to that referent. Capturing the
intuition that speakers will choose a pronoun in those cases
in which hearers will be biased toward the intended referent,
the predicted interpretation bias for this model is estimated
using the pronominalization rate P(pronoun | referent) mea-
sured in the FreePrompt condition, normalized by the sum of
the pronominalization rate for all referents. Interestingly, this
equation is equation (4) without the prior terms:

3There was also a marginal interaction (β=0.85; p=.078),
whereby there was a larger numerical difference between the prompt
conditions in the ExplanationRC condition than in the NoExplana-
tionRC condition.

(6) P(referent | pronoun) =
P(pronoun | referent)

∑
referent∈referents

P(pronoun | referent)

The second competing model is what we call the EX-
PECTANCY MODEL, according to which the interpretation
bias toward a referent equals the probability that the refer-
ent gets re-mentioned (Arnold, 2001). The predicted inter-
pretation bias for this model is thus estimated to be the next-
mention bias P(referent) measured in the FreePrompt condi-
tion. Interestingly, this equation is equation (4) without the
likelihood terms:

(7) P(referent | pronoun) =
P(referent)

∑
referent∈referents

P(referent)

Finally, per equation (4), the predicted interpretation bias
for the Bayesian analysis results from combining the prob-
abilities utilized by each of these other models. We then
compare the predicted interpretation values for all three
models against the observed pronoun interpretation biases
P(referent | pronoun), as measured by the data collected in
the PronounPrompt conditions.

Actual Bayesian Mirror Expectancy
ExplRC .215 .229 .321 .385
NoExplRC .410 .373 .334 .542
R2 .48/.49 .34/.42 .14/.12

Table 1: Actual and Predicted Rates of Pronominal Reference
to Object

Table 1 shows the observed and model-predicted rates at
which a pronoun prompt was interpreted to refer to the object
across the two RC conditions. As can be seen, the observed
values are most closely matched by the Bayes-derived values.
We also test the degree of correlation between the values ob-
served in the pronoun-prompt condition and those generated
by the three different analyses using linear models. The cor-
relation is performed over participant and item means; each
participant (or item) contributes a value for the four pronoun
interpretation estimates in each of the verb bias × referent
combinations.4 We expect that the predictions of all mod-
els will reveal some degree of correlation with the observed
data: The Mirror model should capture the differences in bi-
ases between subject and non-subject referents, whereas the
Expectancy model should capture differences across context
type. Crucially, however, in combining the biases captured by
both models, we expect the Bayesian model to be more highly
correlated than either of the other models alone. And this is
in fact the case, as can be seen in the last row of Table 1.

4We excluded data from participants (or items) for which the
Mirror-model value and the Bayes-derived value could not be
estimated—specifically if a participant’s FreePrompt responses for
a particular verb type contained no mentions of a particular refer-
ent or no pronouns for either referent; in both cases computing the
predicted probabilities of the Mirror and Bayesian models would in-
volve division by zero.
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Conclusion
To sum, the experiment reported here demonstrates that bi-
ases towards referents of pronouns are sensitive to a subtle
manipulation of context – whether or not an RC invites the
inference of a cause – whereas production biases are not.
Whereas this mismatch may seem unintuitive, it reflects pre-
cisely the dissociation between production and interpretation
predicted by the Bayesian analysis.

A corollary to the analysis is that there is no unified notion
of entity salience that mediates pronoun behavior. Truth be
told, the notion of salience has always been somewhat prob-
lematic in the pronoun literature. Whereas it is often claimed
that pronouns refer to salient entities, the factors that con-
tribute to salience are usually determined by examining the
properties of pronominal referents in data: A circular enter-
prise. Perhaps the most appropriate measure of entity salience
is the next-mention bias as estimated in free prompt passage
completions, as this metric is independent of the particular
linguistic forms that speakers choose (Miltsakaki, 2007). As
we have seen, however, these biases are not the same as those
we witness for pronoun interpretation (pace Arnold (2001)).

Finally, the experimental results demonstrate the hierarchi-
cal causal structure among the factors that contribute to pro-
noun interpretation. Whereas canonical ‘bag-of-cues’ analy-
ses typically model the different factors that affect interpre-
tation as an undifferentiated set, the factors on the right-hand
side of Figure 1 are modeled independently of pronouns. The
analysis and experiment presented here therefore capture the
idea that interpretation is not merely a bottom-up process that
occurs when a pronoun is encountered, but is instead what
happens when top-down expectations about entity mention
come into contact with the bottom-up linguistic evidence that
a pronoun provides (Kehler & Rohde, 2013).
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Abstract
Culture is considered an evolutionary adaptation that enhances
human reproductive fitness. A common explanation is that
social learning, the learning mechanism underlying cultural
transmission, enhances fitness by avoiding the extra costs of
individual learning. This explanation was disproved by a math-
ematical model of individual and social learning, showing that
social learners can invade a population but do not enhance
its fitness. We extend this model to include a more complex
environment, limited cognitive resources, and hybrid learners
that combine social and individual learning. In this extended
model, we show that social learning evolves and enhances pop-
ulation fitness via hybrid learners capable of specializing their
individual learning.
Keywords: Rogers’ Paradox, Social Learning, Evolution of
Learning, Skill Pools, Specialization

Introduction
In cognitive science, explanations often view evolution in
opposition to learning and development (e.g., Elman et al.,
1996; Pinker, 2002). Such an oppositional stance misses
the point that all three processes are concerned with change,
albeit on different time scales. We see learning cycles as
nested within developmental cycles, and developmental cy-
cles nested within evolutionary cycles. This permits consid-
eration of possible interactions between these three mech-
anisms of adaptation. Here we study interactions between
learning and evolution with an agent-based simulation. We
are particularly interested in the evolution of social learning.

For many years, a common assumption was that social
learning enhances a population’s fitness by reducing costs—
such as metabolic, opportunity or predation costs—below
those incurred by individual learning (Boyd & Richerson,
1985). However, in a seminal model, Rogers (1988) showed
that costs cannot be the only factor. In this model, a popu-
lation of individual learners track a temporally varying envi-
ronment. Because social learners acquire information more
cheaply than individual learners, they are selected for. How-
ever, this eventually leads to there being too few individual
learners tracking the environment for up-to-date information
to be learned and spread. Social learners’ fitness thus de-
clines until an evolutionary equilibrium is reached, and the
population becomes a mix of both types of learners. Rogers’
key observation was that social learners’ fitness at this stage
must equal that of individual learners. In other words, while
lower costs gave social learners an initial fitness advantage
that allowed them to invade, social learning did not increase
the population’s mean fitness. These results contradict the no-
tion that, just because social learning can increase individual

fitness by reducing costs, it must increase the population’s fit-
ness as well. Though not strictly paradoxical, this finding was
considered so striking that it came to be known as Rogers’
paradox (Enquist & Ghirlanda, 2007; Rendell et al., 2010a).

It is worth noting that humanity’s extreme population
growth, which is indicative of an increase in absolute fitness,
is commonly attributed to social learning (Ehn & Laland,
2012). Accordingly, Rogers (1988) did not dispute the no-
tion that social learning enhances population fitness. Rather,
his model was intended to show that costs cannot be the sole
reason why. A number of extensions have been made to the
model in an effort to resolve his “paradox.” These include
adding flexible learning (Boyd & Richerson, 1995; Enquist &
Ghirlanda, 2007; Kameda & Nakanishi, 2002, 2003), cumu-
lative improvement across generations (Boyd & Richerson,
1995; Tomasello, 1999; Ehn & Laland, 2012), adaptive filter-
ing (Enquist & Ghirlanda, 2007), spatial structure (Kobayashi
& Ohtsuki, 2014; Rendell et al., 2010a), and risk avoid-
ance (Arbilly, Motro, Feldman, & Lotem, 2011).

Here, we present a novel approach, inspired by the social
foraging literature. We propose that social learning increases
mean fitness by enabling the formation of a skill pool. A
skill pool is a group of foragers in which different individuals
specialize in searching for different resources (Giraldeau &
Caraco, 2000). Rather than focusing exclusively on foraging,
we consider individuals who specialize their learning across
multiple problems, which may—but need not—include for-
aging. By devoting attention to solving a particular problem,
individuals learn better solutions. Coincidentally, they may
use social learning to copy peers who specialize in solving
other problems. We show that this complementary use of so-
cial learning resolves Rogers’ paradox by enhancing mean
fitness. Like other proposed resolutions (Boyd & Richer-
son, 1995; Enquist & Ghirlanda, 2007; Ehn & Laland, 2012;
Kameda & Nakanishi, 2002, 2003), we focus on a behavioral
strategy that combines social and individual learning in a flex-
ible manner. However, our resolution is both ecologically and
psychology plausible, and provides a particularly robust res-
olution to Rogers’ paradox.

We extend Rogers’ model by: (a) adding a second envi-
ronmental dimension and set of actions, (b) adding an atten-
tion parameter that determines the effectiveness of individual
learning, and (c) creating hybrid learners that learn one envi-
ronmental dimension individually and the other socially.
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Extension (a): the second environmental dimension.
Rogers’ model specifies an environment that exists in one of
two possible states (0 or 1). Individuals match their behavior
to the environment by choosing between two behaviors (also
0 and 1). We allow the environment to vary across n states,
each of which is paired with a behavior that maximizes the
payoff when used in the proper context. We also add a sec-
ond environmental dimension that is in one of n states, but
changes independently of the first dimension. The environ-
ment may therefore be in any of n2 states, when both dimen-
sions are taken into account. This scheme enables special-
ization by allowing an individual to learn individually on one
dimension and socially on the other.

Extension (b): the attention parameter. By introducing
an attention parameter, we limit the accuracy of individual
learning by limiting its available resources. We assume that
the problems individuals face are sufficiently challenging that
finite resources must be allocated between them. This param-
eter ranges from 0 to 1 and indicates the extent to which one
environmental dimension is attended to over the other. When
no attention is paid to a particular dimension, an individual
learner must randomly guess which action to take for that di-
mension. The total amount of attention across the two di-
mensions sums to 1, such that paying more attention to one
dimension necessitates paying less attention to the other.

Extension (c): hybrid learning. Because we consider en-
vironments that vary across two dimensions, two new behav-
ioral strategies are possible: learning individually on the first
dimension and socially on the second, or the reverse. Be-
cause these strategies involve using both social and individual
learning, we refer to them as “hybrid learning.” We include
both hybrid learning strategies, as well as purely social and
purely individual learners. Note that a group consisting of
both types of hybrid learners is analogous to a skill pool, be-
cause each type can use social learning to exploit the other
type’s specialized individual learning. However, instead of
taking hybrid learning for granted (Boyd & Richerson, 1995;
Tomasello, 1999; Rendell et al., 2010a, 2010b; Kobayashi &
Ohtsuki, 2014), we examine how social learning and hybrid
learners evolve.

We argue that these extensions lead to a more ecologi-
cally and psychologically plausible model. First, complicat-
ing the environment to include more problems reflects the re-
ality that learners must often cope with multiple problems,
where solutions do not necessarily generalize. Second, we
use an attention parameter to capture the notion that engag-
ing with multiple problems requires distributing resources be-
tween them. Though social and individual learning are often
treated as alternative processes, they are typically comple-
mentary (Laland, 2004). Moreover, there is strong evidence
for skill pool-based hybrid learning. For instance, birds are
known to form skill pools (Giraldeau & Caraco, 2000).

By creating an agent-based simulation, we show that social
learning can improve mean fitness by enabling the formation

of a skill pool of specialized hybrid learners. Because our
model builds on that of Rogers (1988), we turn next to de-
scribing his model.

Rogers’ Analytical Model
Rogers’ model assumes a large population of haploid indi-
viduals undergoing weak selection, where generations do not
overlap. We denote the fitness of individual learners by wi,
the benefit of accurate learning by b, and the cost of individ-
ual learning by c. In Rogers’ model, we have:

wi = b(1− c), (1)

where 1− c represents the cost efficiency of individual learn-
ing. For simplification, we omit base fitness w, which was in
Rogers’ original model.

Assuming no significant cost of social learning, the aver-
age fitness of social learners, ws, is a function of two factors:
(i) the proportion of agents adopting social learning, p and
(ii) the probability of environmental change, u. Since a so-
cial learner copies behavior that was originally acquired by
individual learning, the rate of environmental change (i.e.,
whether or not the environment has changed since the orig-
inal, individual learning) is a critical factor.

A social learner chooses an individual learner to copy uni-
formly at random. Given that the proportion of individual
learners is 1− p, the probability that an action was initially
discovered by an individual learner τ generations ago, and has
been copied ever since by social learners is pτ−1(1− p). Tak-
ing into account the fact that the environment changes at each
step with probability u, the probability that the copied action
is still accurate, Pk, can be computed as pτ−1(1− p)(1−u)τ.
Since in social learning, τ can take any integer values, we
need to sum all the probabilities:

Pks =
∞

∑
τ=1

pτ−1(1− p)(1−u)τ =
(1− p)(1−u)
1− p(1−u)

(2)
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Figure 1: Fitness of social and individual learners and average
fitness (mean) as the proportion of social learners increases in
Rogers’ (1988) analytical model.
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Thus, the average fitness of social learners in Rogers’
model, ws, can be computed as:

ws = b ·Pks =
b(1− p)(1−u)

1− p(1−u)
(3)

At evolutionary equilibrium, when wi = ws, we get:

b(1− c) =
b(1− p̂)(1−u)

1− p̂(1−u)
⇒ p̂ = 1− (1− c)u

(1−u)c
(4)

Replacing p̂ in (3) gives the same fitness as (1) for individ-
ual learners. Thus, in Rogers’ model, social learning does not
enhance population fitness at equilibrium (Figure 1).

Our Extension of Rogers’ Model
We modify Rogers’ model in a few ways. First, we add an-
other environmental dimension with the same benefit, b, for
selecting the correct action. In computing the fitness of pure
individual learners, wii, we define the cost as a separate con-
stant instead of as a proportion of benefit as in Equation (1).
We also assume that attention is divided between the two di-
mensions; a is the attention paid to one dimension, and 1−a
is the attention paid to the other dimension. In this section,
we develop some intuitions regarding our simulation results
by extending Rogers’ analytical work.

We denote the type of learning by subscripts: i for individ-
ual learning and s for social learning; ii refers to pure individ-
ual learners, ss refers to pure social learners, is refers to hy-
brid learners who learn individually on only the first dimen-
sion, and si refers to hybrid learners who learn individually
on only the second dimension.

Taking into account the attention parameter, the probabil-
ity of choosing the correct behavior by individual learning is
Pki1 = 1/n+ a(n− 1)/n for the first dimension, and Pki2 =
1/n+(1−a)(n−1)/n for the second dimension. Therefore,
paying full attention to one dimension guarantees accurate
learning, and paying no attention is equivalent to selecting an
action uniformly at random.

For individual learners, the average fitness is computed as
the sum of average benefit on each dimension minus the cost
of individual learning on both dimensions:

wii = b
(

1
n
+

n−1
n

a
)
+b
(

1
n
+

n−1
n

(1−a)
)
−2c

=
b(n+1)

n
−2c. (5)

Note that this average payoff does not depend on a.
We modify Equation (2) to account for our extensions to

Rogers’ model. The proportion of all social learners, p, is
replaced by the proportion of all agents learning socially on
a dimension (pss + psi for the first dimension and pss + pis
for the second dimension). Similarly, the proportion of all
individual learners, 1− p, is replaced by pii and pis for the
first dimension and pii and psi for the second dimension, each
multiplied by the probability of choosing the correct action,

Pki, on the corresponding dimension. Putting this together,
we modify Equation (2) to get:

Pks1 =
(Pii

ki1 · pii +Pis
ki1 · pis)(1−u)

1− (pss + psi)(1−u)
, (6a)

Pks2 =
(Pii

ki2 · pii +Psi
ki2 · psi)(1−u)

1− (pss + pis)(1−u)
, (6b)

where the third subscript shows the dimension and the super-
script shows the type of learner.

Since the average fitness of pure individual learners does
not depend on a, there should be no evolutionary prefer-
ence for how attention is divided. Assuming a uniform ran-
dom distribution for a, we can say that on average there is a
E[1/n+a(n−1)/n] = (n+1)/2n probability that copying an
individual learner on an environmental dimension yields the
correct action (where E[·] represents the expected value). As
for hybrid learners, they do not need to pay any attention to
the dimension for which they are doing social learning. Thus,
hybrid learners can fully specialize on the individual learning
dimension. With this, we can represent the fitness of hybrid
and social learners as follows:

wss = b

(
( n+1

2n pii + pis)(1−u)
1− (pss + psi)(1−u)

)
+b

(
( n+1

2n pii + psi)(1−u)
1− (pss + pis)(1−u)

)

wis = b
(

1
n
+

n−1
n

a
)
+b

(
( n+1

2n pii + psi)(1−u)
1− (pss + pis)(1−u)

)
− c

wsi = b

(
( n+1

2n pii + pis)(1−u)
1− (pss + psi)(1−u)

)
+b
(

1
n
+

n−1
n

(1−a)
)
− c

Our goal here is to identify the situations where hybrid
learning is a more adaptive strategy than individual learning
(i.e., wis,wsi > wii). The fitness of hybrid learners is maxi-
mized when pis = psi = 0.5. Thus, under relatively favorable
conditions, we can roughly predict that hybrid learners will
be selected for when:

b
c
<

nu+n
(n+1)u− (n−1)

(7)

Even when the cost of individual learning is c = 0, hybrid
learners should be selected for when u < (n− 1)/(n + 1).
Similarly, we can identify likely parameter settings where
pure social learning is favored (i.e., wss > wis,wsi):

0.5(1+u)
u

>
b
c

(8)

Note that this does not depend on n.
The curves in Figure 2 mark the predicted boundaries be-

tween regions where evolution favors particular learners (the
boundary between social and hybrid regions does not depend
on n). For values of u below (n− 1)/(n + 1), the b/c ra-
tio would be negative which does not make conceptual sense.
Thus, we allow b/c to asymptote at u = (n− 1)/(n+ 1), by
letting u vary only above (n−1)/(n+1) up to 1.
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Figure 2: Boundaries of regions where evolution favors par-
ticular learners.

Simulations
Although our analytical predictions give a rough indication
of expected evolutionary outcomes, we also test these predic-
tions using agent–based computer simulations. Each agent
has three genes: (i) learning strategy (social or individual)
on the first environmental dimension, (ii) learning strategy on
the second environmental dimension, and (iii) attention to the
first environmental dimension (ranging from 0 to 1). Each of
these three genes are initialized randomly. States of the two
environmental dimensions are also randomly chosen.

Each evolutionary cycle has four phases: reproduc-
tion/death, environmental change, learning, and recording.
Reproduction is asexual, and an agent’s probability of repro-
duction is equal to its fitness. The population consists of up
to 300 agents, where an agent can reproduce only if there is
space for its offspring. A child inherits its genes from its par-
ent, with a mutation (changing the genes to another random
value) probability of 0.0001 per gene. After reproduction,
each agent dies with probability 0.1. Following that, each
environmental dimension can change with probability u.

The next phase of every evolutionary cycle is learning. If
an agent has the social learning allele on a dimension, it se-
lects another agent uniformly at random and imitates its be-
havior on that dimension. A pure social learner can copy dif-
ferent agents for each dimension.

Individual learning follows social learning. Agents with
the individual learning allele on one or both dimensions
observe the corresponding environmental dimension(s) with
their inherent attention parameters.

Following the learning cycle, the fitness and frequency of
each of the genotypes are recorded. Fitness is determined by
the total benefit (b times the number of the agent’s correct ac-
tions) minus the total cost (c times the number of dimensions
for which the agent uses individual learning).

Each run or simulated world has 1000 evolutionary cycles.
The rate of environmental change is varied from 0 to 0.8 in
steps of 0.2 and b/c ratio is varied from 1 to 6 (30 different
pairs of parameters in total). We ran 20 worlds in each of
these 30 cells. Benefit of learning is held at a constant value
of 0.2. Results are robust across other variations of b/c ratio,
rate of environmental change, and mutation rates.

Figure 3 shows proportions of genotypes, in the form of
pie–chart results for n = 2, 3, 4, and 5 levels on each envi-
ronmental dimension along with the predicted evolutionary
boundaries. Each pie chart is derived by averaging propor-
tions of the three genotypes across 20 simulated worlds,
where each world is initially populated by 300 agents. As
number of levels of environment and behaviors increase
from 2 to 5, hybrid genotypes become more prevalent at the
expense of the pure individual genotype. This is indicated
by a decrease in red and increase in lime as number of levels
increases, from Figure 3(a) to 3(d). All boundaries agree
with the analytical predictions (Fig. 2).

Table 1 presents the relative adaptive advantage of social
learning across the parameter space of our simulations for n=
2 and n = 5 (results are similar for other n and get stronger
as n increases). Each entry in the table represents the percent
difference between the average fitness values obtained from
simulations (averaged over 20 runs) and the predicted average
fitness for a population of individual learners as computed in
Equation (5). Each percent advantage of social learning is
computed as:

100× w−wii

wii
, (9)

where w is the mean fitness averaged across 20 runs and wii
is the theoretical fitness of a population of individual learners
as computed in Equation (5).

Results are shown for each combination of b/c ratio (from
2 to 6) and each rate of environmental change (from 0 to 0.8).
Results for the b/c ratio of 1 are omitted because individual
learner fitness is negative at that b/c value. The results show
that social learning strongly enhances population fitness ev-
erywhere else in this parameter space. Fitness enhancement
due to social learning is strongest at lower levels of these two
key parameters (i.e. low b/c ratios in a relatively stable en-
vironment), and weakest at the highest levels of these two
parameters (i.e. high b/c ratios in an unstable environment).
The tri-color background groups similar values in a heat map
to better illustrate the trend for greater fitness enhancement
of social learning with decreases in rate of environmental
change and b/c ratio. The fitness advantage provided by so-
cial learning increases with problem complexity, defined as
n, the number of possible behaviors.

Discussion
Our simulation results support the hypothesis that the inclu-
sion of hybrid learners enhances fitness by fostering spe-
cialization, similar to skill pools in foraging bird popula-
tions (Giraldeau & Caraco, 2000). We find that individual
learning is favored at high rates of environmental change and
moderate to high benefit/cost ratios, while social learning is
favored in more stable environments with low benefit/cost ra-
tios. Between these two extremes, we find that hybrid learn-
ing is favored where one or both of these two key parameters
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(a) 2 levels

(b) 3 levels

(c) 4 levels

(d) 5 levels

Figure 3: Proportions of genotypes as a function of environ-
mental and behavioral variation.

Table 1: Percent fitness advantage provided by social learn-
ing in 20 simulations (5 b/c ratios × 4 levels of problem
complexity), each averaged over 20 runs for (a) n = 2 and (b)
n = 5. Results are similar for other n and get stronger as the
number of states increases.

(a) n = 2

(b) n = 5

are at a moderate level. We also show that, as environments
become more complex, hybrid social learning becomes in-
creasingly favored, at the expense of individual learners. This
invasion of hybrids in a parameter space that otherwise favors
pure individual learners (in simpler environments) is due to
the hybrids’ unique combination of cost–saving social learn-
ing with individual exploration of a rapidly changing, com-
plex environment. In these circumstances, the inherent flex-
ibility provided by hybrid learners is more adaptive than the
rigidity of pure social and pure individual learners.

These genotypic trends are driven by underlying differ-
ences in individuals’ fitness. When individual learning has a
cost, the presence of social learning, whether pure or hybrid,
strongly enhances reproductive success. Mirroring this pat-
tern, the population’s mean fitness increases with stability of
the environment and decreasing benefit/cost ratio, providing
a robust resolution to Rogers’ paradox.

Rogers showed that pure social learning ultimately does
not raise mean population fitness, because as social learners
become more prevalent they increasingly risk acquiring out-
dated behaviors (Rogers, 1988). This problem is particularly
severe as environments become less stable. Hybrid learners
can resolve this problem because they are flexible enough to
maintain both individual and social learning within a popula-
tion over a wide range of environments.

In contrast to previous proposed resolutions of Rogers’
paradox, by allowing for hybrid learners, our model makes
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fewer complicating assumptions and exhibits adaptive social
learning in a broader range of circumstances. Notably, we
find that social learning strongly enhances fitness in every
sector of the large parameter space we explore. Other pro-
posed resolutions of Rogers’ paradox find that social learn-
ing enhances fitness by relatively small amounts and often in
restricted parametric conditions, whether using conditional
social learning (Kameda & Nakanishi, 2002, 2003; Ren-
dell, Fogarty, & Laland, 2009), critical social learning (Boyd
& Richerson, 1995; Enquist & Ghirlanda, 2007; Rendell
et al., 2009), individual refiner learning (Ehn & Laland,
2012), adaptive filtering of maladaptive behaviors (Enquist
& Ghirlanda, 2007), cumulative cultural transmission across
generations (Boyd & Richerson, 1995; Ehn & Laland, 2012;
Tomasello, 1999), strategic social learning strategies (Laland,
2004), risk avoidance (Arbilly et al., 2011), or spatial char-
acteristics of the environment (Kobayashi & Ohtsuki, 2014).
Although none of these other techniques operate in the simu-
lations described here, it is likely that many of them could fur-
ther enhance the adaptive advantage of social learning within
the context of our hybrid learning scheme. While postulating
a novel resolution of Rogers’ paradox, our model is also sim-
ple enough to be applicable to a wide range of species and
is supported by evidence from foraging birds (Giraldeau &
Caraco, 2000). Many of the previously proposed techniques
require more complex cognition, and are in some cases likely
restricted to humans.

In conclusion, we find that Rogers’ paradox can be robustly
resolved by the inclusion of hybrid learners who can special-
ize in learning one problem individually and another socially.
With hybrid learning and an extra cost for individual learning,
social learning becomes particularly adaptive. The extra cost
of learning individually is not the whole story, as it is not nec-
essary for the evolution of social learning. Thus, we identify
several important factors involved in the evolution of social
learning: hybrid genotypes enabling complementary special-
ization, relative environmental stability, a relatively low ratio
of benefit to cost, and extra costs for individual learning. In
our framework, only hybrid genotypes are essential for the
emergence of social learning, but the other three factors can
increase the payoffs of social learning.

The role of specialization in driving cooperation, produc-
tivity, and social organization in humans has been widely rec-
ognized by scholars from Plato and Ibn Khaldun to Adam
Smith, Emile Durkheim, and many others. Work discussed
and presented here suggests that such specialization of agents
could have deep evolutionary roots well beyond the human
species.
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Abstract 

Reasoners distinguish between different types of causal 
relations, such as causes, enabling conditions, and 
preventions. Psychologists disagree about the representations 
that give rise to the different relations, but agree that mental 
simulations play a central role in inferring them. We explore 
how causal relations are extracted from mental simulations. 
The theory of mental models posits that people use a 
kinematic simulation to infer possibilities. It predicts that 
causes should be easier to infer than enabling conditions, and 
that the time it takes to infer a causal relation should correlate 
with the number of moves in a mental simulation. To test 
these two predictions, we adapted a railway domain designed 
to elicit mental simulations, and we devised problems in 
which reasoners had to infer causal relations from simulations 
of the movements of cars in this domain. Two studies 
corroborated the model theory's predictions. We discuss the 
results in light of recent theories of causation and mental 
simulation. 
 
Keywords: causal reasoning, mental models, mental 
simulation, railway domain, enabling conditions. 

Introduction 
A man presses a button on his computer that switches on 

a missile control system. His partner, a woman, presses a 
button on the missile control system to launch the missile, 
and a few minutes later the missile is launched. Did the first 
man cause the missile to launch? Or did he merely enable its 
launch? Reasoners often have to make judgments of the 
distinction between causing and enabling, and in doing so 
they may rely on mental simulations of a sequence of events 
(as in the example above). Many people may conclude that 
the man caused the launch, because the temporal contiguity 
of two events is often all that is required to infer causality 
(Bramley, Gerstenberg, & Lagnado, 2013; Lagnado & 
Sloman, 2006; Rottman & Keil, 2012). In the case of the 
missile launch, the causal inference may be unwarranted, 
because the description is consistent with alternative 
possibilities, such as one in which the woman decides not to 
press the button she controls. Suppressing the initial causal 
inference requires mental simulation too, because reasoners 
may engage in a search for alternative possibilities 
consistent with the description (Frosch & Johnson-Laird, 
2011). 

Causation is controversial; it has vexed scholars for 
centuries, and psychologists disagree on its underlying 
mechanisms (Ahn & Bailenson, 1996; Cheng, 1997; Hilton 
& Erb, 1996; Sloman, 2005; White, 2014; Wolff, 2007). 

What is less controversial is the centrality of mental 
simulation in causal thinking and reasoning: people 
construct small-scale simulations of possibilities to make 
predictions of outcomes (Kahneman & Tversky, 1981), to 
understand mechanisms (Hegarty, 2004) and physical 
scenes (Battaglia, Hamrick, & Tenenbaum, 2013), to resolve 
inconsistencies and contradictions (Khemlani & Johnson-
Laird, 2012, 2013; Park & Sloman, 2014), to deduce the 
consequences of algorithms (Khemlani et al., 2013), and to 
reason about counterfactual scenarios (Byrne, 2005; 
Galinsky & Moskowitz, 2000). 

One challenge for theories of causality is how different 
causal relations are extracted from a mental simulation. 
People distinguish between causal relations such as cause, 
enable, and prevent. For example, they recognize that the 
meaning of, 

 
1. The button caused the missile to launch. 

 
is distinct from, 
 

2. The button enabled the missile to launch. 
 
Theorists have appealed to the transmission of force (Wolff, 
2007), causal model structure (Sloman et al., 2009), and 
mental models of possibilities (Goldvarg & Johnson-Laird, 
2001), to explain the differences in meaning between causal 
relations (for a review, see Khemlani, Barbey, & Johnson-
Laird, 2014). But there exists no account of how causal 
relations are inferred from simulations, and as such no one 
has specified an algorithm that can carry out the task. 

Our goal in the present article is to report studies that 
should help to solve this problem. We begin by illustrating 
how causal relations can be inferred from kinematic models 
by introducing the general tenets of mental model theory. 
We used a domain designed to elicit kinematic mental 
simulations, and so we introduce that domain and describe 
its characteristics. We then describe two studies in which 
participants’ inferences about causal relations depended on 
the number of discrete steps in mental simulations. Finally, 
we evaluate the results in the context of current theories of 
causal reasoning. 

Models of possibilities 
The mental model theory – the “model” theory, for short 

– applies to reasoning across many domains, including 
reasoning based on sentential connectives, such as if, or, and 
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and (Johnson-Laird & Byrne, 1991), reasoning based on 
quantifiers (Khemlani, Lotstein, Trafton, & Johnson-Laird, 
2015) and reasoning about temporal, spatial, causal, and 
abstract relations (Goodwin & Johnson-Laird, 2005). Three 
main principles underlie the theory (Johnson-Laird, 2006). 
First, mental models represent discrete possibilities: each 
model captures a distinct set of possibilities. Second, mental 
models are iconic as far as that is possible: the structure of 
the model corresponds to the structure of what it represents 
(see Peirce, 1931-1958, Vol. 4), and so kinematic models 
that unfold in time can represent a temporal sequence of 
events (Johnson-Laird, 1983; Khemlani et al., 2013). But, 
models can also include abstract symbols, e.g., the symbol 
for negation (Khemlani et al., 2012). Third, the model 
theory posits a principle of “truth”: mental models represent 
only what is true and not what is false.  

Inferences that require more models are more difficult 
than those that require fewer models. As a consequence, 
reasoners take longer to draw such inferences and are more 
likely to err, particularly by overlooking possibilities that 
render a given statement false. As such, they often represent 
only possibilities that render a statement true – their mental 
models – though they can flesh out those mental models to 
include additional possibilities to build fully explicit models. 
We illustrate the difference for the case of causal reasoning. 

The model theory resolves the differences in 
interpretation between causal relations by distinguishing the 
sets of possibilities to which those relations refer (Goldvarg 
& Johnson-Laird, 2001), i.e., fully explicit models. A causal 
assertion such as (1) above refers to a conjunction of three 
separate models of possibilities, depicted in this schematic 
diagram: 

 
  button  missile-launch  
   ¬ button  missile-launch 
   ¬ button ¬ missile-launch 
 
Each row in the diagram represents a different temporally 
ordered possibility, e.g., the first row represents the 
possibility in which the button is pushed and the missile 
launches. In other words, the model theory posits that 
causality rules out those situations in which the button is 
pushed and the missile doesn’t launch, as well as those 
situations in which the missile launch precedes the button 
push. In contrast, an enabling assertion, such as the one 
specified in (2), refers to a different conjunction of 
possibilities: 

 
  button  missile-launch  
  button ¬ missile-launch  
   ¬ button ¬ missile-launch 
 
i.e., to say that pushing the button enabled the missile to 
launch is to assert that the missile may or may not launch 
(the first two possibilities above). The enabling condition is 
inconsistent with the possibility in which the missile 
launches without the button being pushed. Reasoners list 
these possibilities for assertions such as (1) and (2)  

(Goldvarg & Johnson-Laird, 2001, Experiment 1).  
However, unless otherwise prompted to do so, reasoners 
build models in accordance with the principle of truth. As 
such, causes and enabling conditions have a single mental 
model representing one possibility: 
 
 button missile-launch 
 
Hence, individuals often fail to distinguish enabling from 
causing (Goldvarg & Johnson-Laird, 2001, Experiment 5). 

When individuals observe or envisage a sequence of 
events, such as a button being pressed before a missile is 
launched, they can infer a causal relation between them. A 
correct inference depends on not only observing the factual 
mental model of the relation (e.g., the button being pressed, 
then the missile launching) but also envisaging the 
counterfactual possibilities to which the relation refers (i.e., 
the set of fully explicit models). If reasoners can envisage 
possibilities that correspond to the first conjunctive set 
above (e.g., the missile launching after the button press, and 
either launching or not in the absence of the button press) 
then they should infer that pressing the button caused the 
missile-launch. In contrast, inferring an enabling condition 
should be more complex. The difference in difficulty 
depends on the assumption that at least one of the following 
causal relations holds between the button and the missile 
launch: causes, enables, or prevents. Reasoners observe 
what happens given that the button is pressed. If the missile 
launches in this case, then they are likely to infer that the 
button causes the missile launch, and they will be correct if 
indeed it does. They will even be correct if they also 
consider the counterfactuals of what happens given that the 
button is not pressed. The only way that they are likely to 
infer that the button enables the missile launch is if they can 
envisage a counterfactual possibility in which the missile 
does not launch when the button is pressed. The asymmetry 
arises because the button press and the missile launch are 
both possible given either causes or enables, but the button 
press and missile not launching is possible only with 
enables. Hence, the theory predicts that when reasoners 
draw causal conclusions from mental simulations, it should 
be more difficult to infer enabling conditions, e.g., that 
pressing the button enabled the missile launch.  

When individuals need to simulate a sequence of events 
in a kinematic model, the theory makes a direct prediction: 
the more events that occur in the sequence, the harder the 
inference should be – it should take longer and be more 
likely to yield an error.  

In order to test the theory’s predictions we adapted an 
experimental domain used to elicit kinematic mental 
simulations in order to study causal inferences. We describe 
that experimental domain in the next section. 

Kinematic models in a railway domain 
We sought to investigate how individuals without any 

formal training in logic, probability, or causal reasoning 
were able to infer causal relations by carrying out mental 
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simulations. Accordingly, we developed a domain based on 
the railway environment shown in Figure 1. The 
environment is composed of a railway track and a siding, 
and recent studies demonstrate its ability to elicit kinematic 
simulations underlying deductive and abductive inferences 
(Khemlani et al., 2013). The environment is simple enough 
for children to understand and to reason about (Bucciarelli 
et al., under review). Cars are prohibited from moving from 
the siding directly to the right track and vice versa, and they 
are prohibited from moving from the right track back to the 
left track. In other words, there are only three legal moves in 
the environment: i) a move from the left track to the siding, 
ii) a move from the siding to the left track, and iii) a move 
from the left track to the right track. Multiple cars can be 
moved at once such that any move of a selected car applies 
to all cars in front of it. In Figure 1, if you moved the D car 
to the right track, then the E car would move along in front 
of it. Because both the siding and the left track function as 
stacks in an automaton, the environment in principle has the 
computational power of a universal Turing machine. To 
restrict the environment to a single stack, cars could move 
from the siding only to the output on the right track. 

 

 
 

Figure 1. The railway domain with an example of an initial 
configuration in which a set of cars is on the left side of the track, 
the siding can hold one or more cars while other cars are moved to 
the right side of the track. 

 
Consider the problem of reversing the order of five cars, 

ABCDE, i.e., to produce the sequence, EDCBA on the right 
track. The environment can be depicted in this diagram: 

 
ABCDE[    ] 

 
where the brackets denote the siding, the area to the left of 
the brackets denotes the left track, and the area to the right 
of the brackets denotes the right track. This sort of notation 
is used in a computer program that solves such problems 
and infers algorithms for solving them (Khemlani et al., 
2013). To reverse the order of the train, a reasoner can move 
the cars as follows: 
 
   A[BCDE] Move all but A to the siding.  
    [BCDE]A Move A to the left track. 
   B[CDE ]A Move B to the left track… 
    [CDE ]BA …then to the right track. 
   C[DE  ]BA Repeat for all the remaining cars. 
    [DE  ]CBA 
   D[E   ]CBA 
    [E   ]DCBA 
   E[    ]DCBA 
    [    ]EDCBA 

Reasoners can mentally simulate such a sequence of 
moves.  Indeed, a reasoner who carried out the steps above 
to reverse the train ABCDE may have made causal 
inferences in passing. Consider the first move in the 
sequence: 
 
ABCDE[    ]  
    A[BCDE]  

 
those who envision moving car B from the left track to the 
siding might recognize that doing so caused cars C, D, and 
E to move along with it. The inference can be drawn 
because the causation relation refers to three separate 
possibilities in a situation, such as Figure 1: 
 
  B moves-to siding   C moves-to siding 
 ¬ B moves-to siding  C moves-to siding 
 ¬ B moves-to siding ¬ C moves-to siding 
 
In reversing the order of the cars, individuals can simulate 
the first possibility. They might also simulate counterfactual 
possibilities, e.g., if B hadn’t moved to the siding, C may or 
may not have moved to the siding. 

Reasoners can infer enabling conditions in a similar 
fashion. For example, reasoners can infer that moving B to 
the siding enabled A to move alone to the right track on a 
subsequent move. How might reasoners infer the relation? 
They may envisage that if B moves to the siding then A can 
move alone to the right track: 
 
  B moves-to siding   A moves-to right track 
 
Some reasoners may therefore infer that B’s move causes 
A’s move.  But, the inference is erroneous. To make the 
correct inference, reasoners need to consider two 
counterfactual moves: 
 
 ¬ B moves-to siding  A moves-to right track 
 ¬ B moves-to siding ¬ A moves-to right track 
 
In other words, A could have remained on the left track 
even if B had moved to the siding; but, A could not have 
moved alone to the right track if B hadn’t moved to the 
siding. The three models together suffice to infer the 
enabling relation: moving B to the siding enabled A to move 
to the right-track alone. But, the inference should be more 
difficult than inferring that A’s move to the right track 
caused B to move there too. 

We carried out two studies in which reasoners made such 
inferences about the railway environment. The model theory 
makes two main predictions about errors and latencies: 
 

1. Inferences that one event causes another should 
be easier than inferences that one event enables 
another for the reasons we explain above. 

2. The number of moves required to carry out the 
simulation should predict the difficulty of an 
inference. 
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Experiment 1 
Experiment 1 aimed to test the two predictions, and thereby 
to corroborate the model theory’s account of causal 
meanings and the role of kinematic models.  On each trial, 
participants saw a picture of three cars on the railway track, 
such as one corresponding to the situation: 
 

ABC[    ]  
 
They then had to understand a supposition, such as: Suppose 
B has just moved to the empty siding. In this case, they have 
to simulate a single move: A[BC]. Finally, they had to 
answer a question, such as: Did that move cause C to move 
to the siding? In this case, the theory predicts that they 
should respond: Yes.  The experiment manipulated the 
number of moves required in the simulation in order to 
respond to the question: 0, 1, 2, or 3, whether the question 
referred to “cause” or “enable”, and whether the predicted 
answer should be “yes” or “no”.   

Method 
Participants. Thirty-six students at the University of 
Pennsylvania completed the experiment for partial course 
credit. All of the participants were native English speakers, 
and none had had any prior training in formal logic. 
 
Design. Participants acted as their own controls and carried 
out 16 problems in a fully repeated measures design, which 
manipulated the number of moves in a simulation (4), the 
causal or enabling relation (2), and the correct answer (2). 
The 16 problems in the study are in the Appendix. The 
study measured the accuracy of participants’ responses to 
the questions and their latencies. 
 
Procedure. The instructions explained the railway 
environment, and that moving a car moved all of the cars in 
front of it too. As a screening procedure, participants had to 
manipulate cars in the environment to reverse the order of a 
five-car train. All the participants passed this test. They 
were told that all of the descriptions of moves that they 
would receive were a result of making the fewest moves 
possible. They were also told (bold text in the original): 
 

“When we ask about whether one move causes another, 
we are concerned with whether the first move makes 
the second move occur. When we ask about whether 
one move enables a second, we are concerned with 
whether that second move immediately becomes 
possible as a result of the first.” 
 
On each trial in the experiment, participants saw an image 

of the empty railway track. After a 1000 ms delay, cars in a 
specified arrangement appeared on the track. After another 
2000 ms delay, a premise and a question appeared in the 
center of the screen, below the railway track, together with 
two buttons marked “Yes” and “No”, which participants 
clicked with the mouse to record their responses. The 

experiment recorded the latency from the appearance of the 
premise and question to when participants clicked one of the 
buttons. 

Results and discussion 
The participants’ inferences were more accurate for causal 
relations than for enabling relations (66% vs. 59%, 
Wilcoxon test, z = 1.74, p = .04, one-tailed, Cliff’s δ = .07), 
which corroborated the model theory’s first prediction. 
Figure 2 presents the proportion of correct responses (left 
panel) and the Winsorized latencies of all of the 
participants’ responses, both correct and incorrect (right-
panel) as a function of the number of moves in the 
simulation. Accuracies did not differ as a function of the 
number of moves in simulation (Page’s trend test, z = .03, p 
= .98). But, latencies yielded a significant trend depending 
on the number of moves (Page’s trend test, z = 3.98, p < 
.0007). The effect was more pronounced when isolating 
only correct responses (Page’s trend test, z = 4.10, p < 
.0001). This result corroborated the model theory’s second 
prediction. 

An immediate concern is whether participants were in fact 
simulating moves in the environment, or whether the 
significant trend in latency is attributable to the number of 
words in each of the problems. To address the issue, we 
conducted a linear regression analysis on log-transformed 
latencies that included the number of words and the moves 
required as predictors. Both were significant predictors, but 
number of words had a lower regression coefficient (B = 
.09, p = .02) than moves required (B = .13, p = .007). We 
likewise conducted a hierarchical analysis in which two 
regression models were contrasted against one another: 
Model 1 regressed the latencies on the number of words 
alone, while Model 2 regressed latencies on the number of 
words in the problem as well as the number of moves 
required. An analysis of deviance showed a significant 
increase in model fit from Model 1 to Model 2 (Model 1 R2 
= .46 vs. Model 2 R2 = .67, F = 10.23, p = .007). 

The results corroborated the model theory’s prediction 
that causes should be easier to envisage from simulation 
than enabling conditions.  The results also corroborated the  

Figure 2. The proportion of correct responses (left-panel) and the 
response latencies from all responses (right-panel) in Experiment 1 
as a function of the number of moves required to carry out a 
simulation. 
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prediction that latencies should correlate with the number of 
steps in a simulation needed to infer a causal relation. Both 
of the results suggest that participants extracted causal and 
enabling relations by carrying out and inspecting mental 
simulations.  As the Figure shows, problems calling for zero 
moves in a simulation were not reliably easier than those 
calling for one move. A simple explanation is that 
individuals nevertheless envisaged the move described in 
the supposition even though its effects were depicted in the 
picture of the railway. 

One shortcoming of the present experiment was that the 
tenses in the verb phrase of the stimuli were held constant 
across the problems. This constancy eliminated some 
confounds, but introduced an oddity: for problems that 
require at least one or more simulations, the premise used 
the past tense to refer to moves that had yet to occur. For 
example, consider the first 1-move problem. Participants 
saw the a track corresponding to: 

 
ABC[    ]  

 
and they were told: 
 

Suppose B moved to the empty siding. 
Did that move cause C to move to the siding? [Y/N] 

 
The premise uses the past tense of “move” to refer to a 
situation to be simulated. A more natural formulation would 
use premises and questions that fit the temporal constraints 
of the simulation, e.g., 
 

Suppose B moves to the empty siding. 
Does that move cause C to move to the siding? 

 
Experiment 2 accordingly replicated Experiment 1 using the 
more natural present tense when appropriate. 

Experiment 2 
Experiment 2 used the same task and design as the 

previous study, however it used slightly modified materials. 
That is, the descriptions used the present tense to refer to 
arrangements in the environment that reasoners had to 
simulate.  

Method 
Participants. Twenty-one participants were recruited from 
the same subject pool as in the previous study, and they 
completed the study for course credit. All of them were 
native English speakers; all of them passed the screening 
described in Experiment 1; and none of them had received 
any training in formal logic. 
 
Design and procedure. Same as Experiment 1. 
 
Materials. Modifications to the materials are shown in the 
Appendix. 

Figure 3. The proportion of correct responses (left-panel) and the 
response latencies (right-panel) in Experiment 2 as a function of 
the number of moves required to carry out a simulation. 
 

Results and discussion 
Experiment 2 measured participants’ accuracies and 
latencies. Their responses were again more accurate for 
causal relations than for enabling conditions (69% vs. 57%, 
Wilcoxon test, z = 1.71, p = .04, one-tailed, Cliff’s δ = .12). 
Figure 3 presents the proportion of correct responses (left 
panel) and the Winsorized latencies of all of the 
participants’ responses (right-panel) depending on the 
number of moves in the simulation. As in Experiment 1, 
accuracies did not reflect the number of moves in a 
simulation (Page’s trend test, z = .64, p = .52), but latencies 
did for all responses and correct responses (Page’s trend 
tests, z > 2.95, p < .003). 

General discussion 
Experiments 1 and 2 corroborated the model theory’s two 

predictions: causes were easier to infer than enabling 
conditions, and the number of moves in a mental simulation 
predicted response latencies.  The distinction in the 
meanings of “causes” and “enables” depends on a semantics 
for causal relations capable of building discrete 
representations, i.e., one that is deterministic (Frosch & 
Johnson-Laird, 2011; Khemlani et al., 2014). This 
distinction cannot be captured in a probabilistic account 
(pace, e.g., Suppes, 1970; Cheng & Novick, 1991). 
 Previous studies have suggested that mental simulation 
underlies reasoning about mechanical systems (Hegarty, 
2004), about instabilities in physical systems (Battaglia et 
al., 2013), and about the consequences of algorithms 
(Khemlani et al., 2013). The present studies also 
demonstrate for the first time that the number of discrete 
steps in a simulation has a direct effect on the time that it 
takes individuals to make inferences. This result 
corroborates the use of kinematic mental models in 
reasoning. 
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Appendix. The 16 problems used in Experiments 1 and 2. Where relevant, changes to the stimuli between Experiment 1 and 
Experiment 2 are marked in bolded text. 

# of 
moves 

Initial 
conf. Premise Question Causal 

reln. 
Correct 
answer 

0 A[BC] Suppose B has just moved to the empty siding. Did that move cause C to move to the siding? Cause Yes 
0 A[BC] Suppose B has just moved to the empty siding. Did that move enable C to move to the siding? Enable No 
0 A[BC] Suppose B has just moved to the empty siding. Did that move cause A to stay on the left track? Cause No 
0 A[BC] Suppose B has just moved to the empty siding. Did that move enable A to stay on the left track? Enable Yes 
1 ABC[] Suppose B moved/moves to the empty siding. Did/Does that move cause C to move to the siding? Cause Yes 
1 ABC[] Suppose B moved/moves to the empty siding. Did/Does that move enable C to move to the siding? Enable No 
1 ABC[] Suppose B moved/moves to the empty siding. Did/Does that move cause A to stay on the left track? Cause No 
1 ABC[] Suppose B moved/moves to the empty siding. Did/Does that move enable A to stay on the left track?   Enable Yes 
2 ABC[] Suppose A moved/moves to be alone on the right track. Did/With that move, does B cause C to move to the siding? Cause Yes 
2 ABC[] Suppose A moved/moves to be alone on the right track. Did/With that move, does B enable C to move to the siding? Enable No 
2 ABC[] Suppose A moved/moves to be alone on the right track. Did/Does that move cause B to move to the left track?   Cause No 
2 ABC[] Suppose A moved/moves to be alone on the right track. Did/Does that move enable B to move to the left track? Enable Yes 
3 [ABC] Suppose C moved/moves to be alone on the left track. Did/With that move, does A cause B to move to the right track? Cause Yes 
3 [ABC] Suppose C moved/moves to be alone on the left track. Did/With that move, does A enable B to move to the right track? Enable No 
3 [ABC] Suppose C moved/moves to be alone on the left track. Did/Does that move cause C to move to the right track? Cause No 
3 [ABC] Suppose C moved/moves to be alone on the left track. Did/Does that move enable C to move to the right track? Enable Yes 
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Abstract 

Reasoners distinguish between different types of causal 
relations, such as causes, enabling conditions, and 
preventions. Psychologists disagree about the representations 
that give rise to the different relations, but agree that mental 
simulations play a central role in inferring them. We explore 
how causal relations are extracted from mental simulations. 
The theory of mental models posits that people use a 
kinematic simulation to infer possibilities. It predicts that 
causes should be easier to infer than enabling conditions, and 
that the time it takes to infer a causal relation should correlate 
with the number of moves in a mental simulation. To test 
these two predictions, we adapted a railway domain designed 
to elicit mental simulations, and we devised problems in 
which reasoners had to infer causal relations from simulations 
of the movements of cars in this domain. Two studies 
corroborated the model theory's predictions. We discuss the 
results in light of recent theories of causation and mental 
simulation. 
 
Keywords: causal reasoning, mental models, mental 
simulation, railway domain, enabling conditions. 

Introduction 
A man presses a button on his computer that switches on 

a missile control system. His partner, a woman, presses a 
button on the missile control system to launch the missile, 
and a few minutes later the missile is launched. Did the first 
man cause the missile to launch? Or did he merely enable its 
launch? Reasoners often have to make judgments of the 
distinction between causing and enabling, and in doing so 
they may rely on mental simulations of a sequence of events 
(as in the example above). Many people may conclude that 
the man caused the launch, because the temporal contiguity 
of two events is often all that is required to infer causality 
(Bramley, Gerstenberg, & Lagnado, 2013; Lagnado & 
Sloman, 2006; Rottman & Keil, 2012). In the case of the 
missile launch, the causal inference may be unwarranted, 
because the description is consistent with alternative 
possibilities, such as one in which the woman decides not to 
press the button she controls. Suppressing the initial causal 
inference requires mental simulation too, because reasoners 
may engage in a search for alternative possibilities 
consistent with the description (Frosch & Johnson-Laird, 
2011). 

Causation is controversial; it has vexed scholars for 
centuries, and psychologists disagree on its underlying 
mechanisms (Ahn & Bailenson, 1996; Cheng, 1997; Hilton 
& Erb, 1996; Sloman, 2005; White, 2014; Wolff, 2007). 

What is less controversial is the centrality of mental 
simulation in causal thinking and reasoning: people 
construct small-scale simulations of possibilities to make 
predictions of outcomes (Kahneman & Tversky, 1981), to 
understand mechanisms (Hegarty, 2004) and physical 
scenes (Battaglia, Hamrick, & Tenenbaum, 2013), to resolve 
inconsistencies and contradictions (Khemlani & Johnson-
Laird, 2012, 2013; Park & Sloman, 2014), to deduce the 
consequences of algorithms (Khemlani et al., 2013), and to 
reason about counterfactual scenarios (Byrne, 2005; 
Galinsky & Moskowitz, 2000). 

One challenge for theories of causality is how different 
causal relations are extracted from a mental simulation. 
People distinguish between causal relations such as cause, 
enable, and prevent. For example, they recognize that the 
meaning of, 

 
1. The button caused the missile to launch. 

 
is distinct from, 
 

2. The button enabled the missile to launch. 
 
Theorists have appealed to the transmission of force (Wolff, 
2007), causal model structure (Sloman et al., 2009), and 
mental models of possibilities (Goldvarg & Johnson-Laird, 
2001), to explain the differences in meaning between causal 
relations (for a review, see Khemlani, Barbey, & Johnson-
Laird, 2014). But there exists no account of how causal 
relations are inferred from simulations, and as such no one 
has specified an algorithm that can carry out the task. 

Our goal in the present article is to report studies that 
should help to solve this problem. We begin by illustrating 
how causal relations can be inferred from kinematic models 
by introducing the general tenets of mental model theory. 
We used a domain designed to elicit kinematic mental 
simulations, and so we introduce that domain and describe 
its characteristics. We then describe two studies in which 
participants’ inferences about causal relations depended on 
the number of discrete steps in mental simulations. Finally, 
we evaluate the results in the context of current theories of 
causal reasoning. 

Models of possibilities 
The mental model theory – the “model” theory, for short 

– applies to reasoning across many domains, including 
reasoning based on sentential connectives, such as if, or, and 

1081



and (Johnson-Laird & Byrne, 1991), reasoning based on 
quantifiers (Khemlani, Lotstein, Trafton, & Johnson-Laird, 
2015) and reasoning about temporal, spatial, causal, and 
abstract relations (Goodwin & Johnson-Laird, 2005). Three 
main principles underlie the theory (Johnson-Laird, 2006). 
First, mental models represent discrete possibilities: each 
model captures a distinct set of possibilities. Second, mental 
models are iconic as far as that is possible: the structure of 
the model corresponds to the structure of what it represents 
(see Peirce, 1931-1958, Vol. 4), and so kinematic models 
that unfold in time can represent a temporal sequence of 
events (Johnson-Laird, 1983; Khemlani et al., 2013). But, 
models can also include abstract symbols, e.g., the symbol 
for negation (Khemlani et al., 2012). Third, the model 
theory posits a principle of “truth”: mental models represent 
only what is true and not what is false.  

Inferences that require more models are more difficult 
than those that require fewer models. As a consequence, 
reasoners take longer to draw such inferences and are more 
likely to err, particularly by overlooking possibilities that 
render a given statement false. As such, they often represent 
only possibilities that render a statement true – their mental 
models – though they can flesh out those mental models to 
include additional possibilities to build fully explicit models. 
We illustrate the difference for the case of causal reasoning. 

The model theory resolves the differences in 
interpretation between causal relations by distinguishing the 
sets of possibilities to which those relations refer (Goldvarg 
& Johnson-Laird, 2001), i.e., fully explicit models. A causal 
assertion such as (1) above refers to a conjunction of three 
separate models of possibilities, depicted in this schematic 
diagram: 

 
  button  missile-launch  
   ¬ button  missile-launch 
   ¬ button ¬ missile-launch 
 
Each row in the diagram represents a different temporally 
ordered possibility, e.g., the first row represents the 
possibility in which the button is pushed and the missile 
launches. In other words, the model theory posits that 
causality rules out those situations in which the button is 
pushed and the missile doesn’t launch, as well as those 
situations in which the missile launch precedes the button 
push. In contrast, an enabling assertion, such as the one 
specified in (2), refers to a different conjunction of 
possibilities: 

 
  button  missile-launch  
  button ¬ missile-launch  
   ¬ button ¬ missile-launch 
 
i.e., to say that pushing the button enabled the missile to 
launch is to assert that the missile may or may not launch 
(the first two possibilities above). The enabling condition is 
inconsistent with the possibility in which the missile 
launches without the button being pushed. Reasoners list 
these possibilities for assertions such as (1) and (2)  

(Goldvarg & Johnson-Laird, 2001, Experiment 1).  
However, unless otherwise prompted to do so, reasoners 
build models in accordance with the principle of truth. As 
such, causes and enabling conditions have a single mental 
model representing one possibility: 
 
 button missile-launch 
 
Hence, individuals often fail to distinguish enabling from 
causing (Goldvarg & Johnson-Laird, 2001, Experiment 5). 

When individuals observe or envisage a sequence of 
events, such as a button being pressed before a missile is 
launched, they can infer a causal relation between them. A 
correct inference depends on not only observing the factual 
mental model of the relation (e.g., the button being pressed, 
then the missile launching) but also envisaging the 
counterfactual possibilities to which the relation refers (i.e., 
the set of fully explicit models). If reasoners can envisage 
possibilities that correspond to the first conjunctive set 
above (e.g., the missile launching after the button press, and 
either launching or not in the absence of the button press) 
then they should infer that pressing the button caused the 
missile-launch. In contrast, inferring an enabling condition 
should be more complex. The difference in difficulty 
depends on the assumption that at least one of the following 
causal relations holds between the button and the missile 
launch: causes, enables, or prevents. Reasoners observe 
what happens given that the button is pressed. If the missile 
launches in this case, then they are likely to infer that the 
button causes the missile launch, and they will be correct if 
indeed it does. They will even be correct if they also 
consider the counterfactuals of what happens given that the 
button is not pressed. The only way that they are likely to 
infer that the button enables the missile launch is if they can 
envisage a counterfactual possibility in which the missile 
does not launch when the button is pressed. The asymmetry 
arises because the button press and the missile launch are 
both possible given either causes or enables, but the button 
press and missile not launching is possible only with 
enables. Hence, the theory predicts that when reasoners 
draw causal conclusions from mental simulations, it should 
be more difficult to infer enabling conditions, e.g., that 
pressing the button enabled the missile launch.  

When individuals need to simulate a sequence of events 
in a kinematic model, the theory makes a direct prediction: 
the more events that occur in the sequence, the harder the 
inference should be – it should take longer and be more 
likely to yield an error.  

In order to test the theory’s predictions we adapted an 
experimental domain used to elicit kinematic mental 
simulations in order to study causal inferences. We describe 
that experimental domain in the next section. 

Kinematic models in a railway domain 
We sought to investigate how individuals without any 

formal training in logic, probability, or causal reasoning 
were able to infer causal relations by carrying out mental 
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simulations. Accordingly, we developed a domain based on 
the railway environment shown in Figure 1. The 
environment is composed of a railway track and a siding, 
and recent studies demonstrate its ability to elicit kinematic 
simulations underlying deductive and abductive inferences 
(Khemlani et al., 2013). The environment is simple enough 
for children to understand and to reason about (Bucciarelli 
et al., under review). Cars are prohibited from moving from 
the siding directly to the right track and vice versa, and they 
are prohibited from moving from the right track back to the 
left track. In other words, there are only three legal moves in 
the environment: i) a move from the left track to the siding, 
ii) a move from the siding to the left track, and iii) a move 
from the left track to the right track. Multiple cars can be 
moved at once such that any move of a selected car applies 
to all cars in front of it. In Figure 1, if you moved the D car 
to the right track, then the E car would move along in front 
of it. Because both the siding and the left track function as 
stacks in an automaton, the environment in principle has the 
computational power of a universal Turing machine. To 
restrict the environment to a single stack, cars could move 
from the siding only to the output on the right track. 

 

 
 

Figure 1. The railway domain with an example of an initial 
configuration in which a set of cars is on the left side of the track, 
the siding can hold one or more cars while other cars are moved to 
the right side of the track. 

 
Consider the problem of reversing the order of five cars, 

ABCDE, i.e., to produce the sequence, EDCBA on the right 
track. The environment can be depicted in this diagram: 

 
ABCDE[    ] 

 
where the brackets denote the siding, the area to the left of 
the brackets denotes the left track, and the area to the right 
of the brackets denotes the right track. This sort of notation 
is used in a computer program that solves such problems 
and infers algorithms for solving them (Khemlani et al., 
2013). To reverse the order of the train, a reasoner can move 
the cars as follows: 
 
   A[BCDE] Move all but A to the siding.  
    [BCDE]A Move A to the left track. 
   B[CDE ]A Move B to the left track… 
    [CDE ]BA …then to the right track. 
   C[DE  ]BA Repeat for all the remaining cars. 
    [DE  ]CBA 
   D[E   ]CBA 
    [E   ]DCBA 
   E[    ]DCBA 
    [    ]EDCBA 

Reasoners can mentally simulate such a sequence of 
moves.  Indeed, a reasoner who carried out the steps above 
to reverse the train ABCDE may have made causal 
inferences in passing. Consider the first move in the 
sequence: 
 
ABCDE[    ]  
    A[BCDE]  

 
those who envision moving car B from the left track to the 
siding might recognize that doing so caused cars C, D, and 
E to move along with it. The inference can be drawn 
because the causation relation refers to three separate 
possibilities in a situation, such as Figure 1: 
 
  B moves-to siding   C moves-to siding 
 ¬ B moves-to siding  C moves-to siding 
 ¬ B moves-to siding ¬ C moves-to siding 
 
In reversing the order of the cars, individuals can simulate 
the first possibility. They might also simulate counterfactual 
possibilities, e.g., if B hadn’t moved to the siding, C may or 
may not have moved to the siding. 

Reasoners can infer enabling conditions in a similar 
fashion. For example, reasoners can infer that moving B to 
the siding enabled A to move alone to the right track on a 
subsequent move. How might reasoners infer the relation? 
They may envisage that if B moves to the siding then A can 
move alone to the right track: 
 
  B moves-to siding   A moves-to right track 
 
Some reasoners may therefore infer that B’s move causes 
A’s move.  But, the inference is erroneous. To make the 
correct inference, reasoners need to consider two 
counterfactual moves: 
 
 ¬ B moves-to siding  A moves-to right track 
 ¬ B moves-to siding ¬ A moves-to right track 
 
In other words, A could have remained on the left track 
even if B had moved to the siding; but, A could not have 
moved alone to the right track if B hadn’t moved to the 
siding. The three models together suffice to infer the 
enabling relation: moving B to the siding enabled A to move 
to the right-track alone. But, the inference should be more 
difficult than inferring that A’s move to the right track 
caused B to move there too. 

We carried out two studies in which reasoners made such 
inferences about the railway environment. The model theory 
makes two main predictions about errors and latencies: 
 

1. Inferences that one event causes another should 
be easier than inferences that one event enables 
another for the reasons we explain above. 

2. The number of moves required to carry out the 
simulation should predict the difficulty of an 
inference. 
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Experiment 1 
Experiment 1 aimed to test the two predictions, and thereby 
to corroborate the model theory’s account of causal 
meanings and the role of kinematic models.  On each trial, 
participants saw a picture of three cars on the railway track, 
such as one corresponding to the situation: 
 

ABC[    ]  
 
They then had to understand a supposition, such as: Suppose 
B has just moved to the empty siding. In this case, they have 
to simulate a single move: A[BC]. Finally, they had to 
answer a question, such as: Did that move cause C to move 
to the siding? In this case, the theory predicts that they 
should respond: Yes.  The experiment manipulated the 
number of moves required in the simulation in order to 
respond to the question: 0, 1, 2, or 3, whether the question 
referred to “cause” or “enable”, and whether the predicted 
answer should be “yes” or “no”.   

Method 
Participants. Thirty-six students at the University of 
Pennsylvania completed the experiment for partial course 
credit. All of the participants were native English speakers, 
and none had had any prior training in formal logic. 
 
Design. Participants acted as their own controls and carried 
out 16 problems in a fully repeated measures design, which 
manipulated the number of moves in a simulation (4), the 
causal or enabling relation (2), and the correct answer (2). 
The 16 problems in the study are in the Appendix. The 
study measured the accuracy of participants’ responses to 
the questions and their latencies. 
 
Procedure. The instructions explained the railway 
environment, and that moving a car moved all of the cars in 
front of it too. As a screening procedure, participants had to 
manipulate cars in the environment to reverse the order of a 
five-car train. All the participants passed this test. They 
were told that all of the descriptions of moves that they 
would receive were a result of making the fewest moves 
possible. They were also told (bold text in the original): 
 

“When we ask about whether one move causes another, 
we are concerned with whether the first move makes 
the second move occur. When we ask about whether 
one move enables a second, we are concerned with 
whether that second move immediately becomes 
possible as a result of the first.” 
 
On each trial in the experiment, participants saw an image 

of the empty railway track. After a 1000 ms delay, cars in a 
specified arrangement appeared on the track. After another 
2000 ms delay, a premise and a question appeared in the 
center of the screen, below the railway track, together with 
two buttons marked “Yes” and “No”, which participants 
clicked with the mouse to record their responses. The 

experiment recorded the latency from the appearance of the 
premise and question to when participants clicked one of the 
buttons. 

Results and discussion 
The participants’ inferences were more accurate for causal 
relations than for enabling relations (66% vs. 59%, 
Wilcoxon test, z = 1.74, p = .04, one-tailed, Cliff’s δ = .07), 
which corroborated the model theory’s first prediction. 
Figure 2 presents the proportion of correct responses (left 
panel) and the Winsorized latencies of all of the 
participants’ responses, both correct and incorrect (right-
panel) as a function of the number of moves in the 
simulation. Accuracies did not differ as a function of the 
number of moves in simulation (Page’s trend test, z = .03, p 
= .98). But, latencies yielded a significant trend depending 
on the number of moves (Page’s trend test, z = 3.98, p < 
.0007). The effect was more pronounced when isolating 
only correct responses (Page’s trend test, z = 4.10, p < 
.0001). This result corroborated the model theory’s second 
prediction. 

An immediate concern is whether participants were in fact 
simulating moves in the environment, or whether the 
significant trend in latency is attributable to the number of 
words in each of the problems. To address the issue, we 
conducted a linear regression analysis on log-transformed 
latencies that included the number of words and the moves 
required as predictors. Both were significant predictors, but 
number of words had a lower regression coefficient (B = 
.09, p = .02) than moves required (B = .13, p = .007). We 
likewise conducted a hierarchical analysis in which two 
regression models were contrasted against one another: 
Model 1 regressed the latencies on the number of words 
alone, while Model 2 regressed latencies on the number of 
words in the problem as well as the number of moves 
required. An analysis of deviance showed a significant 
increase in model fit from Model 1 to Model 2 (Model 1 R2 
= .46 vs. Model 2 R2 = .67, F = 10.23, p = .007). 

The results corroborated the model theory’s prediction 
that causes should be easier to envisage from simulation 
than enabling conditions.  The results also corroborated the  

Figure 2. The proportion of correct responses (left-panel) and the 
response latencies from all responses (right-panel) in Experiment 1 
as a function of the number of moves required to carry out a 
simulation. 
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prediction that latencies should correlate with the number of 
steps in a simulation needed to infer a causal relation. Both 
of the results suggest that participants extracted causal and 
enabling relations by carrying out and inspecting mental 
simulations.  As the Figure shows, problems calling for zero 
moves in a simulation were not reliably easier than those 
calling for one move. A simple explanation is that 
individuals nevertheless envisaged the move described in 
the supposition even though its effects were depicted in the 
picture of the railway. 

One shortcoming of the present experiment was that the 
tenses in the verb phrase of the stimuli were held constant 
across the problems. This constancy eliminated some 
confounds, but introduced an oddity: for problems that 
require at least one or more simulations, the premise used 
the past tense to refer to moves that had yet to occur. For 
example, consider the first 1-move problem. Participants 
saw the a track corresponding to: 

 
ABC[    ]  

 
and they were told: 
 

Suppose B moved to the empty siding. 
Did that move cause C to move to the siding? [Y/N] 

 
The premise uses the past tense of “move” to refer to a 
situation to be simulated. A more natural formulation would 
use premises and questions that fit the temporal constraints 
of the simulation, e.g., 
 

Suppose B moves to the empty siding. 
Does that move cause C to move to the siding? 

 
Experiment 2 accordingly replicated Experiment 1 using the 
more natural present tense when appropriate. 

Experiment 2 
Experiment 2 used the same task and design as the 

previous study, however it used slightly modified materials. 
That is, the descriptions used the present tense to refer to 
arrangements in the environment that reasoners had to 
simulate.  

Method 
Participants. Twenty-one participants were recruited from 
the same subject pool as in the previous study, and they 
completed the study for course credit. All of them were 
native English speakers; all of them passed the screening 
described in Experiment 1; and none of them had received 
any training in formal logic. 
 
Design and procedure. Same as Experiment 1. 
 
Materials. Modifications to the materials are shown in the 
Appendix. 

Figure 3. The proportion of correct responses (left-panel) and the 
response latencies (right-panel) in Experiment 2 as a function of 
the number of moves required to carry out a simulation. 
 

Results and discussion 
Experiment 2 measured participants’ accuracies and 
latencies. Their responses were again more accurate for 
causal relations than for enabling conditions (69% vs. 57%, 
Wilcoxon test, z = 1.71, p = .04, one-tailed, Cliff’s δ = .12). 
Figure 3 presents the proportion of correct responses (left 
panel) and the Winsorized latencies of all of the 
participants’ responses (right-panel) depending on the 
number of moves in the simulation. As in Experiment 1, 
accuracies did not reflect the number of moves in a 
simulation (Page’s trend test, z = .64, p = .52), but latencies 
did for all responses and correct responses (Page’s trend 
tests, z > 2.95, p < .003). 

General discussion 
Experiments 1 and 2 corroborated the model theory’s two 

predictions: causes were easier to infer than enabling 
conditions, and the number of moves in a mental simulation 
predicted response latencies.  The distinction in the 
meanings of “causes” and “enables” depends on a semantics 
for causal relations capable of building discrete 
representations, i.e., one that is deterministic (Frosch & 
Johnson-Laird, 2011; Khemlani et al., 2014). This 
distinction cannot be captured in a probabilistic account 
(pace, e.g., Suppes, 1970; Cheng & Novick, 1991). 
 Previous studies have suggested that mental simulation 
underlies reasoning about mechanical systems (Hegarty, 
2004), about instabilities in physical systems (Battaglia et 
al., 2013), and about the consequences of algorithms 
(Khemlani et al., 2013). The present studies also 
demonstrate for the first time that the number of discrete 
steps in a simulation has a direct effect on the time that it 
takes individuals to make inferences. This result 
corroborates the use of kinematic mental models in 
reasoning. 
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Appendix. The 16 problems used in Experiments 1 and 2. Where relevant, changes to the stimuli between Experiment 1 and 
Experiment 2 are marked in bolded text. 

# of 
moves 

Initial 
conf. Premise Question Causal 

reln. 
Correct 
answer 

0 A[BC] Suppose B has just moved to the empty siding. Did that move cause C to move to the siding? Cause Yes 
0 A[BC] Suppose B has just moved to the empty siding. Did that move enable C to move to the siding? Enable No 
0 A[BC] Suppose B has just moved to the empty siding. Did that move cause A to stay on the left track? Cause No 
0 A[BC] Suppose B has just moved to the empty siding. Did that move enable A to stay on the left track? Enable Yes 
1 ABC[] Suppose B moved/moves to the empty siding. Did/Does that move cause C to move to the siding? Cause Yes 
1 ABC[] Suppose B moved/moves to the empty siding. Did/Does that move enable C to move to the siding? Enable No 
1 ABC[] Suppose B moved/moves to the empty siding. Did/Does that move cause A to stay on the left track? Cause No 
1 ABC[] Suppose B moved/moves to the empty siding. Did/Does that move enable A to stay on the left track?   Enable Yes 
2 ABC[] Suppose A moved/moves to be alone on the right track. Did/With that move, does B cause C to move to the siding? Cause Yes 
2 ABC[] Suppose A moved/moves to be alone on the right track. Did/With that move, does B enable C to move to the siding? Enable No 
2 ABC[] Suppose A moved/moves to be alone on the right track. Did/Does that move cause B to move to the left track?   Cause No 
2 ABC[] Suppose A moved/moves to be alone on the right track. Did/Does that move enable B to move to the left track? Enable Yes 
3 [ABC] Suppose C moved/moves to be alone on the left track. Did/With that move, does A cause B to move to the right track? Cause Yes 
3 [ABC] Suppose C moved/moves to be alone on the left track. Did/With that move, does A enable B to move to the right track? Enable No 
3 [ABC] Suppose C moved/moves to be alone on the left track. Did/Does that move cause C to move to the right track? Cause No 
3 [ABC] Suppose C moved/moves to be alone on the left track. Did/Does that move enable C to move to the right track? Enable Yes 
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Abstract

Young children’s estimates of numerosity increase approxi-
mately logarithmically with actual set size. The conventional
interpretation of this finding is that children’s estimates reflect
an innate logarithmic encoding of number. A recent set of
findings, however, suggest logarithmic number-line estimates
could emerge via a dynamic encoding mechanism that is sensi-
tive to the prior distribution of stimuli. Here we test this idea by
examining trial-to-trial changes in logarithmicity of numeros-
ity estimates. Against the dynamic encoding hypothesis, first
trial estimates in both adults (Study 1) and adults and children
(Study 2) were strongly logarithmic, despite there being zero
previous stimuli. Additionally, although numerosity of a pre-
vious trial affected adult estimates of numerosity, the nature
of this effect varied across experiments, yet always resulted in
a logarithmic-to-linear shift from trial-to-trial. These results
suggest that a dynamic encoding mechanism is neither neces-
sary nor sufficient to elicit logarithmic estimates of numerosity.
Keywords: cognitive development; numerical cognition; spa-
tial cognition; numerosity perception

Introduction
Mapping numbers to space is fundamental to measurement
and mathematics. While spatial-numeric associations are ev-
ident in infant humans and other animals (see McCrink &
Opfer, 2014, for review), the nature of this mapping changes
dramatically with age and education (Ashcraft & Moore,
2012; Booth & Siegler, 2006; Dehaene, Izard, Spelke, & Pica,
2008; Geary, Hoard, Nugent, & Byrd-Craven, 2008; Gunder-
son, Ramirez, Beilock, & Levine, 2012; Hurst, Leigh Mona-
han, Heller, & Cordes, 2014; Siegler & Opfer, 2003).

Developmental changes in number-to-space mapping is
perhaps most evident in number-line estimation, in which
subjects estimate the location of a number (an Arabic numeral
or a number of dots) on a line flanked by two other num-
bers (e.g., 0 and 30). In younger children, the psychophys-
ical function relating numeric value to spatial estimate has
been found to have a larger logarithmic component (λ) than
in older children and educated adults (the “logarithmic to lin-
ear shift,” Siegler, Thompson, & Opfer, 2009, shown in Fig.
1) . Thus, among young children (Booth & Siegler, 2006;
Siegler & Opfer, 2003) and Amazonian indigene (Dehaene,
Izard, Spelke, & Pica, 2008), for example, the number-to-
space mapping is strongly logarithmic (e.g., placing 15 past
the midpoint of a 0-30 number line); however, with age and
schooling, the mapping becomes approximately linear. Lin-
earity of number-line estimation is important because it pre-
dicts several numeric outcomes, including number memory
(Thompson & Siegler, 2010), number categorization (Opfer
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Figure 1: In the “logarithmic-to-linear shift”, children’s es-
timates (shown in greys) initially have a strong logarithmic
component (λ = 1), whereas older children’s and adults’ esti-
mates (shown in black) are approximately linear (λ = 0).

& Thompson, 2008), dyscalculia (Geary, Hoard, Nugent, &
Byrd-Craven, 2008), math scores (Fazio, Bailey, Thompson,
& Siegler, 2014; Gunderson, Ramirez, Beilock, & Levine,
2012), and quality of economic utility judgments (Schley &
Peters, 2014).

Why might early, untutored number-line estimates be log-
arithmically compressed? One idea is that the logarithmic
pattern of number-line estimates for symbolic numbers re-
flects the subjective similarity of the numeric magnitudes
given by the perception of non-symbolic numbers (Dehaene,
2003, 2007; Nieder & Merten, 2007; Siegler & Opfer, 2003).
That is, just as children (and other animals) perceive 14 dots
as being more similar to 19 dots than to 9 dots (Fechner’s
Law), so they place 14 closer to 19 than to 9 on a num-
ber line. This logarithmic pattern of number-line estimates
has also been observed in educated adults under certain cir-
cumstances. For example, under attentional load, adults’ esti-
mates of numerosity also increase in logarithmicity (Anobile,
Cicchini, & Burr, 2012). Further, as adults make number-line
estimates, their reach toward the number-line initially points
to a logarithmic position before being corrected toward a lin-
ear position (Dotan & Dehaene, 2013). Together, these results
point to the logarithmic number-line mapping as a reflection
of the native representation of numerosity, one that can be
extended to numeric symbols–as well as supervened–with a
combination of education and attentional effort.
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Might Dynamic Encoding Yield a Linear-to-
Logarithmic Shift?
A recent proposal has challenged this idea of an untutored
compressive mapping of number to space. According to this
proposal, compressive mapping reflects only a dynamic en-
coding mechanism, such that the estimated magnitude of a
number is influenced by the number previously encountered,
which tends to anchor the next estimate (Cicchini, Anobile,
& Burr, 2014). That is, a logarithmic pattern of estimates
on a number line does not come from a “static logarithmic
transform,” but emerges online from a “central tendency of
judgment,” such that responses tend to be biased toward the
mean of a stimulus distribution. Thus, over the course of
many number-line estimates, what emerges is a linear-to-
logarithmic shift, rather than a logarithmic-to-linear shift. If
correct, this proposal is important in that it calls for a funda-
mental reinterpretation of more than a decade of research.

To test this dynamic encoding hypothesis, Cicchini et al.
(2014) asked five adults to estimate the position of a numeros-
ity (a set of dots) on a number line, with 9 unique numerosi-
ties tested on a total of 144 trials (Fig. 2) . Consistent with a
central tendency of judgment effect, adults tended to under-
estimate the position of a number if the previous number was
small and to overestimate the position if the previous number
was large. This serial dependency was strongest in a dual-task
condition in which adults were asked to perform a number-
line task along with a color conjunction task. Additionally,
this dual task condition yielded estimates with a higher log-
arithmic component (λ = .38) than the single task condition
(λ =.11). These findings led the authors to conclude, “the
strongest evidence for logarithmic coding [of number] was
the logarithmic number line: Because that now has a more
plausible explanation, there exists no evidence at all for loga-
rithmic encoding of number in primate brains” (p. 7871).

The Present Studies
In this paper we revisit whether any causal relation exists be-
tween dynamic encoding and compressive numerosity esti-
mates. Although Cicchini et al. (2014) have shown that at-
tentional load increases both logarithmicity of number-line
estimates and responses to serial dependencies, it remains un-
clear whether dynamic encoding is either necessary or suffi-
cient for logarithmic number-line estimates.

To test whether dynamic encoding is necessary for log-
arithmic number-line estimates, we were particularly inter-
ested in examining subjects’ estimates on the first trial of the
number-line task. On the first trial, no dynamic response
is possible because no previous number had been encoun-
tered. Thus, the predictions of the two accounts diverge most
strongly for first trial responses. If numeric magnitudes were
initially encoded logarithmically, a strong logarithmic com-
ponent should be evident on the first trial. On the other hand,
if compressive mappings simply reflect a central tendency to
judgment, no logarithmic component should be evident.

To examine whether dynamic encoding is sufficient for log-

2000ms

Until response

Figure 2: Illustration of a number-to-space mapping task

arithmic number-line estimates, we also examined the log-
arithmic component of number-line estimates as a function
of (1) trial position, which necessarily changes the distribu-
tion of previous stimuli, and (2) the overall number of trials,
such that any cumulative dynamic effect could be increased.
If dynamic encoding were sufficient for compressive map-
pings, a linear-to-logarithmic shift would be expected, with
the logarithmic component of number-line estimates increas-
ing steadily after the first trial. In contrast, if experience on
the task simply improves familiarity with the numbers or in-
creases attention to the task, a standard logarithmic-to-linear
shift would be expected as trial position increased.

We explored these issues in adults alone (Study 1), as well
as children and adults (Study 2). An important difference be-
tween the two studies concerned the number of trials. Study
1 was a replication attempt of Cicchini et al. (2014), in which
the same numerosity was presented repeatedly. Study 2 fol-
lowed the more conventional design of number-line tasks,
which present each stimulus only once (Siegler & Booth,
2004; Siegler & Opfer, 2003).

Experiment 1
In Experiment 1, we sought to replicate the central tendency
of judgment effect with a larger number of adult participants
(n = 20) than previously tested (Cicchini et al., 2014; n = 5).
This increase in sample size was necessary to obtain the sta-
tistical power necessary to make meaningful inferences about
single trial judgments.

Methods
Subjects Twenty undergraduate students at the Ohio State
University participated in the study (M = 19.59 years, SD =
1.29 years).
Materials And Procedure Participants were given a non-
symbolic number-line task in which they were shown a set of
dots (5 - 29) on a computer screen and asked to estimate the
number of dots by mouse-clicking a position on a number line
(a line flanked by 0 dots on the left and 30 dots on the right)
(Fig. 2) . On each trial, the set of dots (5 - 29) to be estimated
was shown briefly (2000 ms) and immediately followed by a
random-noise mask; this procedure was employed to prevent
counting. This procedure continued for 3 blocks of 20 trials.
The to-be-estimated numerosities were chosen to sample the

1088



1st 10th 20th 30th 40th 50th 60th
0.0
0.2
0.4
0.6
0.8
1.0

Trial

La
m

bd
a

0 10 20 30
0

10

20

30

λ = .00
Numerosity

Es
tim

at
e

Smaller Similar Larger-3

-2

-1

0

1

2 ***

M
ea

n 
Er

ro
r

A. B. C.

Figure 3: Experiment 1, A: Median estimates collapsing over all trials. B: Logarithmic component (λ) over all trials. C: Effect
of magnitude of the previous trial.

non-subitizable numbers evenly: 5, 6, 7, 8, 9, 10, 11, 12, 13,
14, 17, 18, 19, 29, 21, 22, 23, 27, 28, 29. Compared to the
previous study, in which only 9 numerosities from 0 to 1000
were used (Cicchini et al., 2014), the current study included
most of the numerosities between 0 and 30 except for those
that were subitizable or might serve as landmarks. By doing
so, we examined mappings of all possible numerical values
onto a number line and their trial-by-trial changes more thor-
oughly. The order of numerosities presented was determined
by a Latin square, such that each numerosity was presented
to one subject on each of the 20 trials. After instructions, par-
ticipants started the task with no practice trials or feedback of
any kind.

Results and Discussion
We first examined whether dynamic encoding was necessary
to elicit logarithmic numerosity estimates. To address this,
the positions of participant’s estimates were regressed against
the number of dots presented. For this purpose, we used Cic-
chini et al.’s (2014) combined log-linear regression model:

R = a((1−λ)N +λ
Nmax

ln(Nmax)
ln(N)),

where R denotes the response to given numerosity N, a is a
scaling factor, and Nmax is the numerosity at the right end
of a number line (30 in the current study). The degree of
logarithmicity is denoted by λ (Anobile, Cicchini, & Burr,
2012; Cicchini, Anobile, & Burr, 2014). If λ equals 0, the
estimates are perfectly linear, whereas if λ is 1, the estimates
are perfectly logarithmic (Fig. 1) Collapsing over all trials,
the median estimates were completely linear (λ = .00) (Fig.
3A) .

Weights of the logarithmic component, λ, were tracked on
a trial by trial basis. Against the idea that dynamic encod-
ing is necessary for logairthmic estimates, a large logarith-
mic component was evident on the first trial, but decreased
steadily to the last trial (λ = .60 for the first, λ = .00 for the
last trial) (Table 1 and Fig. 3B ). To test this observation sta-
tistically, we regressed trial number against the logarithmicity

index. Consistent with the nominal values, logarithmicity in-
dex values reliably declined with trial number (b = -.003, p
< .05). These results indicate that logarithmic number-line
estimates do not require any dynamic response to previous
stimulus distributions; rather, they are strongly present on the
first trial. Additionally, if subjects’ estimates were subject to
any serial dependencies, the effect of these were to elicit the
standard logarithmic-to-linear shift, rather than to elicit the
linear-to-logarithmic shift envisioned by the dynamic encod-
ing hypothesis.

We next examined whether any central tendency of judg-
ment effect was even present. To test this, we first followed
Cicchini et al.’s (2014) procedure in which errors for each
trial were categorized into 3 groups based on magnitude of
the previous stimulus (larger by 5, similar, or smaller by 5).
Consistent with a dynamic encoding effect (Fig. 3C) , we
found that when a set of dots was presented after a larger set,
subjects tended to overestimate the number of dots. Also,
when a set of dots was presented after a smaller set, subjects
tended to underestimate the number of dots. Thus, like Ci-
cchini et al. (2014), we found that the average error of the
estimate differed reliably as a function of magnitude of the
numerosity prior to the current one (F(2, 20) = 24.34, p <
.001). Thus, although a quite strong central tendency of judg-
ment was evident in our study, this tendency seemed to have
the effect of increasing the linearity of estimates.

Table 1: Logarithmic component λ in Exp. 1 and Exp. 2.

Group First Trial Last Trial All Trials
Exp.1

Adult .60 .00 .00
Exp.2

Child 1.00 1.00 1.00
Adult .70 .18 .11
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Figure 4: Experiment 2, A: Child and adult median estimates collapsing over all trials. B: Logarithmic component (λ) over all
trials. C: Effect of magnitude of the previous trial in child and adult number line estimation.

Experiment 2
Experiment 2 examined whether dynamic encoding might
also affect children’s estimates of numerosity on the num-
ber line. In previous studies of numerosity estimation using
the number-line task, estimates tended to become more linear
with age. The results of Study 1 suggest that this age differ-
ence might be the result of dynamic encoding mechanisms
increasing the linearity of adults’ otherwise logarithmic esti-
mates. An important difference from Study 1, however, is that
the mapping task was shortened to a block of 20 trials, which
is more typical of number-line studies. If log-like compres-
sion found in the previous work with less than 20 trials were
attributed to dynamic effects, the central tendency of judg-
ment effect would be expected to appear in the shorter task as
well.

Methods
Subjects Seventy 5- to 6-year-old children in Columbus (M =
6.02 years, SD = .45 years) and 80 undergraduate students at
Ohio State (M = 19.75 years, SD = 2.37 years) were recruited
for the experiment.
Materials And Procedure Participants were asked to com-
plete a number line estimation task consisting of one block of
20 trials. The stimuli were identical to those in Study 1, but
each stimulus was presented only once. Adult participants
were instructed to position where the number went on a num-
ber line by clicking a mouse. Children were told to point to
the place where the number belonged, and a female experi-
menter assisted with a mouse click.

Results and Discussion
Logarithmic components were computed as in Study 1. As il-
lustrated in Table 1 and Figure 4A-B , children’s estimates of
numerosity were completely logarithmic (λ = 1) on the first
trial, the last trial, and nearly every trial in between. In con-
trast, adults’ estimates were somewhat linear when collapsing
over all trials (λ = .11), where our observed lambda value was
identical to that observed by Cicchini et al. (2014). These re-
sults narrowly replicate previous findings demonstrating age
differences in numerosity estimation (Siegler & Opfer, 2003).

However, on the first trial, the logarithmicity of adults’ and
children’s estimates (.70 for adults vs. 1.00 for children) were
much closer in value than was evident on the last trial (.18 for
adults vs. 1.00 for children). This difference reflects the fact
that there was a trend for the logarithmicity of adults’ esti-
mates to decrease from trial to trial (b = -.01, p = .10).

Overall, these results were not consistent with the dynamic
encoding explanation for compressed number-to-space map-
ping: compression was again evident on trial 1, before any
dynamic encoding mechanism could have an effect. Nor were
these results consistent with the idea that the representation
of numerosity changes much from childhood to adulthood:
on the first trial, adults’ estimates were about as logarithmic
as childrens’ estimates. Rather, trial-to-trial analyses suggest
that the native representation of numerosity is logarithmic,
but this impression can be supervened (at least in adults) by
repeatedly encountering numerosities.

Did these repeated encounters with numerosities result in
a central tendency of judgment, as predicted by the dynamic
encoding hypothesis? To test this, response errors were again
grouped by the magnitude of the previous trial (Fig. 4C) . The
central tendency could not be found in children’s responses,
though adult mappings changed significantly as a function of
the previous trial (F(2, 20) = 8.52, p < .01). Specifically, a
number position was more underestimated when the previous
number was smaller than when it was similar or larger. Unlike
Cicchini et al. (2014) or Study 1, however, overestimation
after the larger previous number was not observed. To exam-
ine this more closely, estimates were regressed on magnitude
of the previous trial to examine effects of trials given in the
past and future. From a significance test by bootstrapping, we
again found a significant influence of the immediately previ-
ous trial (β = .08, p < .01 for -1 trials). However, magnitude
of the trials presented 6, 8, and 18 trials ago also significantly
affected the position of a current numerosity, but in an oppo-
site way (β = -.08, p < .001 for -6 trials, β = -.10, p < .001 for
-8 trials, and β = -.21, p < .05 for -18 trials): overestimation
after the smaller previous numbers and underestimation after
the larger previous numbers. This significant but negative as-
sociation of a current response with previous trials presented

1090



as much as 18 trials ago suggests that dynamic effects may be
statistical artifacts at least in a short and traditional version of
the number line task.

General Discussion
Whether estimating the number of dots (Booth & Siegler,
2006) or the value of an Arabic numeral (Siegler & Opfer,
2003), the estimates of young children and unschooled Ama-
zonian indigine tend to increase logarithmically with actual
value, whereas older children’s and adults’ estimates tend to
increase linearly with actual value (“the logarithmic to lin-
ear shift”; Siegler, Thompson, & Opfer, 2009). This loga-
rithmic mapping of number to space is not unique to young
children and unschooled adults. Whether under attentional
load (Anobile, Cicchini, & Burr, 2012), judging the random-
ness of numbers on a number line (Viarouge, Hubbard, De-
haene, & Sackur, 2010), or moving their hand to the number
line to make an estimate (Dotan & Dehaene, 2013), adults
also show a strong logarithmic component to their estimates.
The dominant interpretation of these results is that unsuper-
vised number-line estimates reflect the way that the brain en-
codes numerosity, with neural responses in the intraparietal
sulcus (IPS) showing both a logarithmic-like tuning to a pre-
ferred numerosity and high activity during number-line esti-
mation (Nieder, 2005; Nieder & Merten, 2007; Piazza, Izard,
Pinel, Le Bihan, & Dehaene, 2004; Vogel, Grabner, Schnei-
der, Siegler, & Ansari, 2013).

In this paper, we tested a challenge to the conventional in-
terpretation of logarithmic-encoding of numerosity (Cicchini,
Anobile, & Burr, 2014). According to this dynamic encoding
hypothesis, the logarithmicity of numerosity estimates is not
the default encoding pattern, but occurs as a response to the
previous distribution of numbers encountered (specifically,
overestimating the size of a number after encountering a large
number and underestimating the size of a number encounter-
ing a small number). A critical prediction of this hypothesis
is that estimates of numerosity should be unbiased prior to
encountering any other estimates (such as on the first trial of
a number line task) and that the central tendency of judgment
should correlate with the logarithmic response pattern.

Against the dynamic encoding hypothesis, however, our
data suggest that a dynamic encoding mechanism is neither
necessary nor sufficient for logarithmic estimates of numeros-
ity. If dynamic encoding were necessary for logarithmic esti-
mates, the logarithmic component of estimates would be ex-
pected to be near zero prior to any previous numbers encoun-
tered. However, in both Study 1 and Study 2, we found that
the logarithmic component on the first trial ranged from .6
to .7 (in adults) to 1.00 (in children). This result is consis-
tent with the idea that the default perception of numerosity is
Fechnerian, but not at all consistent with idea that compres-
sion requires a dynamic response.

Additionally, we found the central tendency of judgment
effect was inconsistent and unrelated to logarithmicity of es-
timates. In Study 1, for example, a strong central tendency

of judgment was evident after trial 1, yet it was not suffi-
cient to elicit logarithmic responding. Rather, as subjects
viewed more and more numbers, the logarithmicity of esti-
mates decreased rather than increased. Further, although we
replicated the central tendency of judgment effect in Study
1, where subjects encountered the same numerosity multiple
times, we were unable to find the same tendency in Study 2,
where subjects encountered each numerosity only once. This
finding is not at all consistent with Ciccini et al.’s (2014) char-
acterization of the central tendency of judgment as a domain
general principle of perceptual judgments. Most importantly,
however, the appearence (in Study 1) or non-appearance (in
Study 2) of the central tendency of judgment effect was
unrelated–or inversely related–to the logarithmicity of esti-
mates, which was essentially zero in Study 1 and only .11 in
Study 2. Overall, these results are wholly inconsistent with
the idea that the logarithmicity of numerosity estimates is
caused by a dynamic encoding mechanism that produces a
central tendency of judgment effect.

Why might we observe a logarithmic-to-linear shift unfold-
ing over trials if not due to a central tendency of judgment?
At least two possibilities appeared likely. One possibility–
consistent with Anobile et al. (2012)–is that subjects’ at-
tention to the task improves over time, thereby leading to
increasingly accurate (linear) answers. Consistent with this
possibility, we found that trial number strongly correlated
with accuracy, such that the percent absolute error of adults’
estimates decreased as the experiment progressed (r(58) = -
.45, p < .001). On the other hand, we found no evidence of an
increase in linearity of children’s estimates, which had a log-
arithmic component of 1 on nearly every trial of the task. Nor
does this account explain why a large logarithmic component
(.60 to .70) was present among adults on the first trial.

In our view, a better explanation for our pattern of data was
also suggested by Anobile et al. (2012), where they hypothe-
sized that “both linear and compressed maps can coexist” and
that “withdrawing attention may reveal a more native repre-
sentation of number” (Anobile et al., 2012, p. 458). This
view can certainly explain why adults’ estimates start loga-
rithmic and end linear. The coexistence of linear and com-
pressed maps are also present in developmental data, where
the same child provides either logarithmic or linear patterns
of estimates depending on the familiarity of the numbers (e.g.,
estimating 50 to fall at 50 % of a 0-100 line, but estimating
50 to fall at substantially more than 5 % of a 0-1000 line,
Siegler & Opfer, 2003). Finally, this view is remarkably con-
sistent with the view originally endorsed by Siegler and Opfer
(2003): “we believe that (a) individual children know and use
multiple representations of numerical quantity over a period
of many years; (b) with development, children rely on for-
mally appropriate representations in an increasing range of
numerical contexts; and (c) the numerical context influences
childrens choice of representation” (pp. 237 - 238). Rather
than challenging this account, we think the data on the dy-
namic encoding of numerosity is remarkably consistent with
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it.
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Abstract 

We investigated how the semantic properties of verbs 
influence the way in which language users process sentences 
and how well they remember the verb. In particular, our study 
focused on the frequency of motion repetition, that is, how 
many times actions generally repeat in a row. The 
experimental sentences contained action verbs, such as 
sneezing, knocking on a door, clapping, and bouncing a ball. 
Half of the target sentences contained verbs that refer to 
actions that generally repeat once or twice in a row in the real 
world (determined by norming), such as sneezing, coughing, 
and knocking on a door. The other half contained verbs 
referring to actions that typically repeat many times in row, 
such as hiccupping, clapping, and bouncing a ball. Native 
Korean speakers performed a sensicality judgment task where 
they decided whether given Korean sentences were sensical 
or not. We also tested how well participants remember the 
verbs in target sentences. The results show an effect of action 
repetition frequency: Participants judged sentences with low 
repetition frequency verbs more accurately than sentences 
containing high repetition frequency verbs. We propose that 
verbs describing multiple repetitions may place a greater 
processing load than verbs involving fewer repetitions.  

Keywords: lexical semantics, action repetition frequency, 
sentence processing, sensicality judgment, memory retention 

Introduction 

Understanding language requires a number of different 

processes. As part of language use, comprehenders need to 

retrieve the meanings of individual words from their mental 

lexicon (Federmeier & Kutas, 1999; Ferreira & Yoshita, 

2003; Pinker, 1994; Rappaport, Levin, & Laughren, 1993; 

Slevc, 2011; Ullman, 2001; Ullman et al., 1997). They also 

need to understand the structural relationships between 

phrases to compute the intended meaning using syntactic 

representations (Chomsky, 1995; Ferreira & Yoshita, 2003; 

Gibson, 1998; Rappaport, Levin, & Laughren, 1993; Slevc, 

2011; Ullman, 2001). Our focus is on the first component, 

in particular the lexical semantics of words.  

Research has shown that comprehenders’ linguistic 

behaviors are sensitive to words’ lexical semantics. For 

example, Fecica and O’Neill (2010) showed that four to six 

year-olds’ comprehension is influenced by the speed of a 

movement conveyed by verbs (e.g. walking vs. driving). 

When children listened to a story where the protagonist was 

described as walking to a place, their processing of 

subsequently related sentences was slower than when the 

character was described as being driven to the place. Fecica 

and O’Neill concluded that children, like adults, build 

mental representations of the actions based on their world 

knowledge, and their mental representations influence how 

they process subsequent information. See also Martin & 

Chao (2001) for related work. 

Lindsay et al. (2013) conducted an eye-tracking with 

adults on how the speed of an action conveyed by the verb 

(e.g. mope vs. sprint) influences what comprehenders pay 

attention to in a visual scene and how much time they spend 

scanning the scene. Participants spent more time looking 

along the path when listening to sentences containing slow 

verbs (e.g. The hiker will mope along the trail to the cottage) 

compared to fast verbs (e.g. The hiker will sprint along the 

trail to the cottage). Participants also looked at the goal 

earlier when listening to sentences containing fast verbs. 

Related work by Matlock (2004) found that people spent 

more time reading sentences depicting a longer physical 

distance (‘The road runs through the valley’) compared to a 

shorter distance (‘The cord runs along the wall’).  

Further data regarding effects of motion speed on 

language processing comes from Yao and Scheepers (2011) 

and Stites, Luke, and Christianson (2013). Yao and 

Scheepers investigated whether comprehenders’ reading 

rates would differ depending on how fast the protagonist 

was implied to be speaking. In the ‘fast’ condition, readers 

were given stories in which the protagonist was implied to 

be speaking at a fast rate (e.g. a boy who is nervous and 

shaking). In the ‘slow’ condition, participants were given 

stories where the character was implied to be speaking at a 

slow rate (e.g. an old man on his deathbed). The results 

showed a significant context effect on reading rates: 

Participants read direct quotations faster when the 

protagonist was implied to be speaking fast than when the 

protagonist was implied to be speaking slowly.  

As a whole, these studies demonstrate that words’ 

semantic information influences the behaviors of language 

comprehenders, such as visual scanning of a scene, reading 

speed, and comprehension rates. Verb semantics can differ 

in many aspects: (i) action-related verbs vs. abstract verbs 

(e.g. to scrub vs. to trouble, Innocenti et al., 2014); (ii) 

bodily orientation (e.g. face-related verbs vs. non-face-

related verbs, to talk vs. to walk, e.g. Pulvermüller et al., 

2001); and (iii) speed of motion (e.g. to walk vs. to run, e.g. 

Fecica & O’Neill, 2010; Lindsay et al., 2013).  

Another aspect of verb semantics has to do with the 

frequency of motion repetition. We use the term ‘frequency 
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of repetition’ to refer to the number of times an action 

generally repeats in a row. In the world, we observe and 

perform actions all the time. We knock on doors, clap 

hands, bounce balls, or watch others do these things. These 

actions repeat in succession, but some repeat more 

frequently than others. E.g., clapping is prototypically 

thought to involve several ‘hand claps’, whereas the act of 

ringing a door bell does not involve as many ringing hand 

motions. Similarly, while people generally sneeze once or 

twice in a row, they hiccup multiple times in a row.  

Though there are ample studies that reveal both 

behavioural and neurological consequences of different 

aspects of verb semantics, we are not aware of any prior 

research on how frequency of motion repetitions could 

influence language processing. To address this, we tested 

whether verbs’ repetition frequencies influence 

comprehenders’ sensicality judgments and their ability to 

recall verb information. The study was done in Korean.   

Method 

Norming Study 

A norming study was done to see how many times Korean 

speakers typically think certain actions generally take place 

in a row. Forty native Korean speakers participated in a 

web-based survey (done with Qualtrics software, Qualtrics 

2010). Participants were given 36 action verbs and were 

asked to indicate (in an open-ended task) how many times 

each of the actions generally takes place in a row. For 

example, ‘On average, how many times would one blow 

his/her nose in a row?’ The norming study was in Korean.  

Based on the norming results, we identified a set of 24 

verbs that we divided into two frequency conditions: (i) a 

High Expected Frequency condition and (ii) a Low 

Expected Frequency condition. Each condition included 12 

target actions. Some example actions in the High Expected 

Frequency condition are: 박수를 치다, 딸국질을 하다. 공을 뜅기다, 

손을 흔들다 (English: clapping, hiccupping, bouncing a ball, 

and waving hands
1

). In the High Expected Frequency 

condition, the average number of repetitions per action (how 

many times the action takes place in a row) was 10.7 times 

(ranging from 3.6 times to 36 times, SD = 6.66)
2
. Some 

example actions in the Low Expected Frequency condition 

are: 재채기를 하다, 기침을 하다, 초인종을 누르다, 노크를 하다 (English: 

sneezing, coughing, ringing a door bell, and knocking on a 

                                                           
1
 Some of the target verb phrases included the verb itself 

combined with ‘do’ (e.g. 재채기-를 (sneeze-object marker) + 하다 

(to do). However, other verb phrases included a direct object (e.g. 

공을 뜅기다 (bouncing a ball); 문을 두드리다 (knocking on a door)). 
2  Three verbs in the High Expected Frequency group had 

average frequencies higher than the other actions in that group: 

윗몸일으키기를 하다, 팔굽혀펴기를 하다, 물장구를 치다 doing sit-ups, 

doing push-ups, paddling one’s feet in water (average frequencies 

36, 19, 19, respectively). The average repetition of the High 

Expected Frequency without these three items is 5.6 (S.D. 2.27). 

Thus, even without these verbs, High Frequency verbs are higher 

than Low Frequency verbs. 

door). The average number of repetitions per action in the 

Low Expected Frequency condition was 2.2 (ranging from 

1.5 times to 2.9 times, SD = .8).  

 

Main Experiment 
 

Participants A new group of 32 native Korean speakers 

recruited in Korea participated in the main experiment. They 

were paid $10 for their participation.  

 

Stimuli Participants took part in three tasks in this order: (i) 

a sensicality judgment task, (ii) a distractor math task, and 

(iii) a probe-verb recognition task. The sensicality judgment 

task included 24 target and 60 filler sentences written in 

Korean. Every target sentence included a proper name as the 

grammatical subject, an action verb (in the past tense), and a 

number adverbial (e.g. 규진이가 기침을 두 번 했다. Kyujin twice 

coughed ‘Kyujin coughed twice’). See Table 1 for more 

example sentences. The action verbs used in the target 

sentences were either Expected High Frequency or Expected 

Low Frequency verbs, as determined in the initial norming 

study reported above. Thus, verbs’ inherent (or expected) 

frequency (i.e. whether a verb typically has a high or low 

frequency of repetition) served as one of two variables in 

the experiment. Twelve target sentences contained actions 

that generally repeat multiple times in row, and another 12 

sentences contained actions that usually repeat once or twice 

in a row. The number of Korean characters in the target 

sentences ranged from 12.8 to 14.5. The average number of 

characters in the High Expected Frequency condition was 

14. The average number of characters in the Low Expected 

Frequency condition was 13. 

In addition to verbs’ expected frequency, we manipulated 

the number adverbial present in the sentence. Including 

these two factors made it possible to test whether 

participants’ performance is influenced by verb inherent 

semantics, explicit number expressions, or their interaction. 

The number adverbial had two levels: Low Frequency 

(e.g. once or twice) and High Frequency (five times or six 

times). In the verb-adverb frequency match condition, the 

target verbs were used with a number adverbial that 

matched their expected frequency. For example, sneezing 

was used with the adverbial once or twice in the match 

condition (e.g. 규진이가 기침을 한 번/두 번 했다 Kyujin coughed 

once/twice). In this item, the expected verb frequency and 

the adverbial matched in number because sneezing generally 

repeats once or twice in a row. In the same way, the verb 

clapping was used with five times or six times to match its 

expected frequency (e.g. 규진이가 손벽을 다섯 번/여섯 번 쳤다 

Kyujin clapped five/six times). In the verb-adverb frequency 

mismatch condition, the verbs were used with an adverbial 

that mismatched their expected frequency. For example, 

coughing, which generally repeats once or twice in a row, 

was used with five/six times (e.g. Kyujin coughed five/six 

times), and clapping was used with once/twice (e.g. Kyujin 

clapped once/twice). This two by two design yielded the 

four conditions presented in Table 1.  
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Table 1.  Sample targets in each condition 

 

condition sample target sentence  

Expected High-

Adverb High 

아람이가 박수를 다섯 번 쳤다.  

Aaram clapped five times.  

Expected High-

Adverb Low 

아람이가 박수를 한 번 쳤다.      

Aaram clapped once. 

Expected Low-

Adverb High 

규진이가 기침을 여섯 번 했다.     

Kyujin coughed six times. 

Expected Low-

Adverb Low 

규진이가 기침을 두 번 했다.          

Kyujin coughed twice.  

 

To summarize, there were 24 target verbs: 12 verbs whose 

expected repetition frequency was low and 12 verbs whose 

expected repetition frequency was high. Of the 12 verbs in 

the Low Expected Frequency condition, half (6) were paired 

with a number adverb that matched their expected low 

frequency. The other six verbs in this condition were paired 

with a number adverb that mismatched their expected low 

frequency. This design was reserved for the 12 verbs in the 

High Expected Frequency condition. 

 

Sensicality Judgment Task The sensicality judgment task 

was conducted using Paradigm software (Perception 

Research Systems). The sentences were presented on a 

computer screen one at a time. Participants were instructed 

to read the sentences as they would naturally and to decide 

at the end of each sentence whether it was a sensical or 

meaningful expression in Korean. Participants pressed the 

‘J’ key on the keyboard for ‘yes’ (makes sense) and ‘F’ key 

for ‘no’ (does not make sense). We used the sensicality 

judgment paradigm because identifying the sensicality of 

sentences has been shown to be a sensitive measure of 

conceptual processing and interpretation of linguistic items 

(e.g. Bambini & Schumacher, 2012; Klein & Murphy, 2001; 

Murphy, 1991). All target sentences were sensical 

sentences, requiring a ‘yes’ response. Some fillers included 

nonsensical sentences, such as 준수가 김치찌개에 건물을 탔다 

‘Joonsu put a building in a kimchi stew’). The number of 

expected sensical and nonsensical sentences over the course 

of the full experiment (targets and fillers) were balanced. 

All participants completed this task within 20 minutes. 

 

Distractor Task After finishing all the targets and fillers in 

the sensicality judgment task, participants completed a 

calculation test as a distractor task. They were given 14 

arithmetic problems to solve. The time allotted for the 

distracter task was three minutes and thirty seconds. 

 

Probe-verb Recognition Task After the distractor task, 

participants completed a probe-verb recognition task. On the 

same computer, participants saw 48 verbs, 24 from all target 

sentences and 24 from filler sentences. The verbs were 

presented as infinitivals (ex.1), without the number 

adverbials. Participants were asked to indicate whether they 

had seen the expressions in the previous sensicality 

judgment task. They were instructed to press the ‘J’ key for 

‘yes’ and ‘F’ key for ‘no’. All target verbs proved required a 

‘Yes’ response. Fourteen out the 24 filler verbs required a 

‘No’ response. Therefore, 34 probe verbs required a ‘yes’ 

response (24 from the targets and 10 from fillers), and 14 

probe verbs required a ‘no’ response.     

 

(1) Sample target verbs in the probe-verb recognition task 

a. 노크를 하다  to knock on the door    

b. 기침을 하다 to cough    

c. 딸국질을 하다   to hiccup  

d. 박수를 치다  to clap 

Predictions 

It was predicted that participants’ sensicality judgment and 

recognition of verbs would differ depending on the inherent 

frequency semantics that the verbs express. Specifically, we 

predicted that low inherent repetition frequency would 

result in easier processing and therefore yield higher 

sensicality judgment accuracy. Although all target sentences 

are sensical, we speculated that people would be more 

accurate judging the sensicality of the sentences containing 

actions which generally repeat once or twice in a row (e.g. 

coughing, sneezing). In contrast, participants’ judgment 

accuracy might decrease when the sentences are about 

actions that repeat multiple times in a row (e.g. hiccupping, 

clapping). This hypothesis was formulated on the basis of 

the evidence suggesting that physical information depicted 

in sentences influences linguistic processing. E.g., 

comprehenders take longer to read sentences depicting a 

long distance than reading sentences depicting a short 

distance (Matlock, 2004). Additionally, speed of an action 

has also been shown to influence linguistic behaviors. Both 

child and adult comprehenders spend more time reading or 

understanding sentences if the verb in the sentence refers to 

a slow movement (e.g. to walk) than if the verb refers to a 

fast movement (e.g. to run). Furthermore, Moody and 

Gennari (2010) showed that brain activation levels differ 

depending on the degree of physical effort implied by nouns. 

They found higher activation in the sensory-motor regions 

when people read sentences describing greater physical 

effort (e.g. ‘The delivery man is pushing the piano.’) than 

when they read sentences describing relatively less physical 

effort (e.g. ‘The delivery man is pushing the chair.’). 

We predicted that processing sentences with low motion 

frequency verbs might involve a lighter processing load than 

processing sentences that contain high motion frequency 

verbs. Participants’ sensicality judgement and verb 

recognition accuracy might be better for the sentences with 

low-repetition verbs than high-repetition verbs because 

processing high-repetition verbs might place more of a 

burden in the processing system than low-repetition verbs.  

(For related work on off-line measures reflecting processing 

load, see Hofmeister et al. (2013) on syntactic complexity 

and acceptability judgments.) 

Concerning the number adverbials, we predicted that the 

explicit number expression might interact with the verb’s 

expected frequency semantics. Specifically, we expected 
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higher sensicality accuracy when the number adverbial 

matches the verb’s expected frequency (e.g. coughing 

occurs generally once or twice in a row, not five/six times). 

When the explicit number expression clashes with the 

expected frequency of the action (e.g. clapping just once or 

twice when it is expected to repeat multiple times), the 

sensicality judgment accuracy was expected to be low. 

Response accuracy is a common indicator of comprehension 

difficulty (Mitchell et al., 2010). Low response accuracy is 

often an indicator of greater processing load.  

Results 

We measured how accurately people responded that the 

target sentences were sensical (response accuracy), and how 

accurately they recalled having seen the verbs (recognition 

accuracy)
3
.    

Sensicality Judgment Accuracy Results 

As Figure 1 shows, the sensicality judgment accuracy rates 

were high overall (above 90% in all conditions). The high 

accuracy rates confirm that the target sentences were indeed 

sensical and sounded natural to participants. Though 

participants were highly accurate, there still were distinct 

patterns between the frequency conditions. The accuracy 

rates of the two conditions in the Expected High Frequency 

were in the low 90’s (91% and 90%), and the accuracy rates 

of the two conditions in the Expected Low Frequency were 

in the high 90’s (98% each). The high and low number 

adverbials (once/twice vs. five/six times) did not seem to 

influence the accuracy patterns.   

 

 
 

Figure 1. Sensicality judgment accuracy rates 
 

Repeated measures ANOVAs were conducted on 

participants’ accuracy responses to test the effects of (i) 

verbs’ inherent frequency, (ii) number adverbial, and (iii) 

their interaction. A significant main effect of verbs’ inherent 

frequency was found on the sensicality judgment accuracy; 

F1(1, 31) = 37.933, p < .0001, F2(1, 44) = 2.431, p = .126. 

                                                           
3 The software also recorded response times, but RT patterns did 

not reach significance (ps > .071). 

This effect is significant in the by-subjects analysis but not 

in the by-items analysis.
4
   

On the whole, participants responded more accurately to 

sentences containing inherently low frequency actions, 

which generally repeat once or twice in a row (e.g. 

coughing, sneezing), than sentences containing inherently 

high frequency actions that typically repeat multiple times 

in a row (e.g. clapping, hiccupping). There was no main 

effect of number adverbial on the sensicality judgment 

accuracy; F1(1, 31) = .104, p = .749, F2(1, 44) = .000, p = 

.988. Sensicality judgments did not differ whether the 

number adverbial used in the sentence matched or 

mismatched the verb’s expected frequency. There was also 

no interaction between verbs’ inherent frequency and the 

match/mismatch status of the number adverbial; F1(1, 31) = 

.008, p = .929, F2(1, 44) = .006, p = .937. 

Probe-verb Recognition Accuracy Results 

Figure 2 shows the percentage of correct recognition of the 

verbs. Verb recognition accuracy across the four conditions 

ranged from 64% to 77%. The lowest accuracy rate of 64% 

was in the Expected High-Adverb High condition where the 

verb’s repetition frequency and the adverbial were both 

high. This indicates that participants found it difficult to 

correctly recognize the high repetition verbs which they had 

initially seen with a matching high adverbial (e.g. Aaram 

clapped five times). The accuracy rates from the other three 

conditions were higher (i.e. 76% and 77%).  

 

 
 

Figure 2. Probe-verb recognition accuracy rates 

 

As in the sensicality judgment accuracy, a repeated 

measures ANOVA test revealed a significant main effect of 

                                                           
4  The item analyses (F2) were conducted using Two-Way 

‘Between Items’ ANOVAs with verbs’ inherent frequency and 

number adverbial as two factors. This was done because low and 

high frequency verbs are different lexical items (e.g. coughing and 

hiccupping), so it was not possible to rotate a given verb through 

all four conditions. That is, half of the verbs (12 out of 24) were in 

the ‘Expected-High’ condition, and the other half were in the 

‘Expected-Low’ condition. The subjects analyses (F1) used within-

subjects ANOVAs. 
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verbs’ inherent frequency on verb recognition accuracy; 

F1(1, 31) = 4.399, p = .044, F2(1, 44) = 2.720, p = .106. The 

recall accuracy in the two Expected Low Frequency 

conditions is higher than that of the Expected High 

Frequency conditions. That is, remembering verbs that refer 

to inherently low repetition actions (e.g. sneezing, coughing) 

is easier than remembering verbs that refer to inherently 

high repetition actions (e.g. hiccupping, clapping). There 

was also a significant main effect of number adverbial on 

verb recognition; F1(1, 31) = 5.246, p = .029, F2(1, 44) = 

2.907, p = .095. Participants recognized the verbs better 

when they appeared with low frequency adverbials 

(once/twice) than high frequency adverbials (five/six times). 

The interaction between verbs’ inherent frequency and 

number adverbial on verb recognition was not significant; 

F1(1, 31) = 2.828, p = .103, F2(1, 44) = 2.278, p = .138. 

Although the interaction did not reach significance, the 

p-values were relatively low. We thus conducted planned 

comparisons comparing the Expected High-Adverb High 

condition to the Expected High-Adverb Low condition (the 

left two bars in Figure 2). We also compared the Expected 

Low-Adverb Low condition to the Expected Low-Adverb 

High condition (the right two bars in Figure 2). Verb 

recognition accuracy in the Expected High-Adverb High 

condition is significantly lower than that of Expected High-

Adverb Low condition; t1(31) = -2.623, p = .013; t2(11) = -

2.733, p = .019. That is, when the expected high frequency 

verbs (e.g. clapping, bouncing a ball) appeared with their 

matching high frequency adverbial (five/six times), verb 

recognition accuracy decreased (as the far left bar in Figure 

2 shows) than when the expected high frequency verbs 

occurred with low adverbial. This shows that when the 

adverbial was of low frequency (although the verb was a 

high frequency action), participants’ recall of the verbs 

improved. The number adverbial did not change the verb 

recall behavior in the Expected Low conditions. 

Discussion 

The present study explored the effect of a semantic property 

of action verbs on sentence processing. In particular, we 

wanted to see whether the number of times an action 

typically repeats in a row would influence the way in which 

comprehenders process sentences and recall sentential 

information. We manipulated action-verbs’ expected 

repetition frequency as determined by a norming study. We 

tested Expected High Frequency verbs, referring to actions 

which typically repeat multiple times is a row (e.g. 

hiccupping, clapping, bouncing a ball). We also tested 

Expected Low Frequency verbs denoting actions which 

generally repeat once or twice in a row (e.g. sneezing, 

coughing, ringing a doorbell).  

In addition to verbs’ inherent frequency, we also 

manipulated the number adverbial referring to the specific 

frequency expression used in the sentence: (i) low frequency 

adverbials (i.e. once and twice) and (ii) high frequency 

adverbials (i.e. five times and six times). The target action 

verbs appeared in the sentence either with a number 

adverbial that matched its expected frequency (e.g. ringing 

a door bell once/twice; clapping five/six times) or that did 

not match its expected frequency (e.g. ringing a door bell 

five/six times; clapping once/twice). The adverbials were 

included so as to test whether the effect of motion repetition 

on sentence processing is modulated by the specific number 

expressions used in the sentence.  

It was hypothesized that participants would be better at 

processing sentences that contain verbs of inherently fewer 

movement repetitions than verbs of many repetitions (e.g. 

sneezing over hiccupping). We predicted that the mental 

representations involved in the depiction of low repetition 

actions would be reduced compared to the mental 

representations involved in high repetition actions. We 

predicted that sentence processing would be easier when the 

verb’s expected frequency matches the number adverbial 

than when they mismatch. Participants completed a sentence 

sensicality judgment task and a probe-verb recognition task.  

The results from both tasks revealed a significant effect 

of verbs’ inherent frequency. In the sensicality judgment 

task, people accepted sentences containing low frequency 

actions more accurately (e.g. Kyujin coughed twice/six 

times) compared to sentences containing high frequency 

actions (e.g. Kyujin hiccupped twice/six times). Further, 

verbs referring to low frequency actions were remembered 

better than verbs referring to high frequency actions.  

Strikingly, there was no significant effect of whether or 

not the number adverbial matches or mismatches the verb’s 

typical frequency. Participants’ sensicality judgment did not 

differ between Kyujin coughed six times and Kyujin 

coughed twice or Aaram clapped five times and Aaram 

clapped once. We also found no interaction between verbs’ 

inherent frequency and number adverbials. The lack of the 

match/mismatch effect may indicate the importance of verb 

semantics in overall sentence comprehension. The verb 

might have played a central role in individuals’ 

comprehension of the sentence, and the number adverbial 

could have been supplementary to the overall meaning. The 

verb itself might have provided strong enough of a cue for 

building the mental representation of the action described. 

Let us consider a possible alternative interpretation for 

our results. Could it be that accuracy rates were lower for 

high frequency actions because such actions usually do not 

appear with number adverbials (i.e. adverbials seem ‘odd’)? 

We think this is unlikely for two main reasons. First, the 

fact that there was no significant effect of number adverbial 

speaks against the oddness explanation. If participants found 

the sentences in which high frequency actions occur with 

number adverbials unnatural, then those sentences should 

have been judged non-sensical. However, the sentences of 

high frequency actions were still judged sensical 90% of the 

time. Second, the literature on sentence processing and 

memory speaks also against this oddness explanation. 

Comprehenders tend to remember expressions that are 

noticeable. If participants found those sentences odd in 

which high frequency actions were described with specific 

number adverbials, this unusual expression might have 
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stood out, and the high frequency action-verbs should have 

been recognized better than the low frequency verbs.  

Future research using self-paced reading or eye-tracking-

during-reading might help us clarify this issue further. If 

comprehenders find it unnatural to use certain verbs with 

number adverbials, then we might observe slowdown in 

reading time when encountering those expressions. 

Additionally, a follow-up experiment might also investigate 

comprehenders’ processing behaviors for sentences with 

high or low repetition verbs without number adverbials. 

Eliminating the number adverbials can zero in on the verb 

semantics and may help validate the current findings.  

Our results, which demonstrate that motion repetitions 

influence sensicality judgment and verb recall, are in line 

with other research. Language users’ comprehension 

behaviors have been shown to be affected by verb semantics 

including the speed of a motion (mope vs. sprint) and the 

duration of a motion (traveling a long distance vs. traveling 

a short distance). Our findings show that the frequency of 

motion repetition also influences sentence comprehension 

and recall of information. Comprehenders’ sensicality 

judgment was more accurate when the sentence was about 

actions that repeat once or twice in a row than when the 

sentence was about actions that repeat many times in a row. 

People also remembered verbs of low frequency actions 

more accurately than verbs of high frequency actions.  

Processing sentences with low-repetition verbs might 

have been easier because they require simpler mental 

representations than sentences with high-repetition verbs. 

Building a mental representation of a motion that typically 

repeats multiple times may require more processing 

resources. This burden might have exhausted the processing 

capacity to accurately recognize the verbs later on.  

Broadly speaking, our results extend prior work on 

sensitivity to verb semantics to lexical information 

regarding action repetition rates.    
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Abstract
We use an auditory-visual semantic priming paradigm to in-
vestigate the effect of phonetically-cued emotional information
(emotional prosody) on semantic activation of a lexical carrier.
In two experiments, we show that words uttered in emotional
prosody, although infrequent and atypical, do not necessarily
hinder lexical access nor hamper subsequent semantic spread-
ing, and that effects of emotional prosody on word processing
crucially depend on the global context in which different types
of prosody are presented. These results illustrate the complex
nature of spoken word recognition and raise questions about
how listeners incorporate multi-faceted information from spo-
ken words.
Keywords: spoken word recognition; emotional prosody; se-
mantic priming; attention

Introduction
Spoken language is full of variation. A single word is never
uttered exactly the same way twice. The variation gets com-
pounded as we consider speakers with different genders, ages,
and accents. Over the last several decades, we have learned
that listeners are highly sensitive to phonetic variation (e.g.,
Gow, 2002; LoCasto & Connine, 2011) and that listeners’
memory for spoken words is also highly detailed (e.g., Brad-
low, Nygaard, & Pisoni, 1999; Church & Schacter, 1994).
Whenever a piece of speech is uttered, a great deal of social
information, as well as linguistic information, is conveyed by
phonetic variation, including the speaker’s gender, age, ge-
ographic origin, emotional state, etc. However, our under-
standing of the role and function of social information em-
bedded in speech on spoken word recognition is still quite
limited. We know that social information cued from speech
can influence speech perception and word recognition (e.g.,
Strand & Johnson, 1996; Sumner & Kataoka, 2013) but much
is unknown about how phonetically-cued social information
influences spoken language understanding. One important
goal of the current study is therefore to provide insights into
what mechanisms are involved in this process. To better sit-
uate this study, we need first to understand the complex re-
lationship between frequency, typicality, and attention in the
process of lexical access.

In episodic models of lexical access (e.g., Goldinger, 1996;
Johnson, 2006; Pierrehumbert, 2002), lexical representations
are conceptualized as clusters of acoustically detailed exem-
plars of spoken words. A spoken word is successfully rec-
ognized when the sum of activation of exemplars exceeds a
certain threshold, and the strength of activation of each ex-
emplar is determined by the (acoustic) distance between the

exemplar and the incoming stimuli and the distance between
the exemplar and the center of the category. A main predic-
tion of this system is that frequent or typical forms are pro-
cessed better (in accuracy, latency, etc.) than infrequent or
atypical forms because more exemplars will be strongly ac-
tivated by a frequent or a typical form. Although supported
by many studies reporting frequency and typicality effects on
spoken word processing, this system is limited in one impor-
tant way. Since every instance of an exemplar contributes to
the system the same way, quantity of experience is success-
fully accounted for, but the system does not accommodate
difference in quality of linguistic experience.

Not accommodating qualitative difference in the model
might not be a problem if quantitative difference alone is
enough to explain the spoken word recognition process.
However, frequency effects hold in only limited contexts and
are often not observed, and there is evidence that qualitative
difference in linguistic experience has a significant effect on
spoken word recognition (Sumner, Kim, King, & McGowan,
2014). For example, Sumner and Kataoka (2013) showed that
American English listeners recognized words spoken in Stan-
dard American English and Standard British English equally
well. The same listeners recognized words spoken in New
York dialect worse than words spoken in either standard ac-
cent. This result cannot be explained alone by quantity of ex-
perience in hearing various accents; the qualitative difference
in hearing various accents must be considered as well.

Emphasizing the role of qualitatively different linguistic
experience in spoken word recognition, Sumner et al. (2014)
argue that each exemplar is encoded with different strength
depending on the amount of attention it receives. Given
greater attention, a certain incoming stimulus is encoded
more deeply, and it can be (representation-wise) as robust
as many instances of weakly encoded stimuli. Among other
things, social information cued from speech modulates atten-
tion. Words spoken in a British English accent attract atten-
tion, for example, because the social information of “stan-
dardness” and “properness” conveyed by a British accent at-
tracts attention. This social-weighting (Sumner et al., 2014)
approach to spoken word processing predicts that forms with
varying frequency can lead to equally successful recognition
provided that enough attention is given to those forms. It also
predicts that the same form can result in varying recognition
success depending on the attention it receives.

The idea that each exemplar should have different weight-
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ing is not new. In Pierrehumbert (2002)’s model, recent ex-
emplars are given greater weight than remote ones to account
for a recency effect. Johnson (2006) did not vary weights
but stated that differential weighting needs to be considered.
Nosofsky (1986) had identified differential attention as an im-
portant factor in an episodic model. The contribution of the
social-weighting approach therefore lies less in the idea of
differential weighting and more in foregrounding the role of
attention and qualitative linguistic experience in spoken word
recognition, and in linking attention and phonetically-cued
social information.

The current study investigates the predictions made by
the social-weighting approach by focusing on the effect of
phonetically-cued emotional information (what we call emo-
tional prosody) on spoken word recognition. Emotional
prosody is an ideal place to examine the social-weighting
approach to spoken word recognition because processing of
emotional stimuli and attention allocation are known to be
deeply related (e.g., Adelman & Estes, 2013; Brosch, Pour-
tois, & Sander, 2010). Also, emotional prosody is one of
the few types of social information in speech that can be var-
ied within an individual, which makes the effects we find
attributable solely to prosody, not to different talker charac-
teristics. Several studies have shown that emotional prosody
facilitates (or hinders) processing of emotional words when
prosody and word meaning are congruent (or incongruent)
(e.g., Nygaard & Lunders, 2002; Nygaard & Queen, 2008;
Schirmer, Kotz, & Friederici, 2002). These studies provide
initial evidence that emotional prosody influences the recog-
nition of the lexical carrier, but this type of congruency ef-
fect between emotional prosody and emotional words cannot
tease apart the role of frequency and typicality from the role
of social weighting because congruent forms are always more
typical and/or frequent than incongruent forms. Therefore,
we use non-emotional lexical carriers for emotional prosody
in the current study so that we can separate the effect of
prosody from the lexical meaning of the carrier.

Using cross-modal semantic priming, we specifically ask
whether words spoken in emotional prosody (e.g., pineap-
pleAngry or pineappleHappy) facilitate the recognition of
semantically-related words (e.g., fruit) as much as words in
neutral prosody (e.g., pineappleNeutral). This paradigm was
chosen because a successful semantic priming indicates un-
derstanding the meaning of the target word, not just a shal-
lower form-based processing. Also, semantic priming is
shown to be sensitive to the degree of attention such that
semantic priming is significantly hindered when there is de-
creased attention like in a divided attention task (e.g., Otsuka
& Kawaguchi, 2007; Smith, Bentin, & Spalek, 2001).

We ask two specific questions. First, in Experiment 1,
we investigate whether words produced in emotional prosody
hinder the understanding of the lexical carrier given their in-
frequent and atypical status. We test whether non-emotional
words uttered in emotional prosody (e.g., pineappleA/H) fa-
cilitate recognition of semantically-related target words (e.g.,

fruit) as much as words in neutral prosody (pineappleN). Im-
portantly, different types of prosody are presented to dif-
ferent group of listeners. Frequency-driven lexical access,
without attention or a weighting mechanism, predicts that in-
frequent and atypical productions of words spoken in emo-
tional prosody will hinder the recognition of the lexical car-
rier, compared to more frequent and typical productions of the
same words spoken in neutral prosody. The social-weighting
view predicts that words produced in emotional prosody will
not necessarily hinder the recognition process.

Second, we investigate whether the presentation format of
emotional prosody influences understanding of the lexical
carrier. By presentation format, we mean whether listeners
experience only one type of prosody (Experiment 1), or they
experience different types of prosody in a mixed way (Exper-
iment 2). Change in presentation format implies change in
the way attention is allocated and how each stimulus will be
attended to (e.g., Barreda, 2012). The frequency-driven view
makes no different predictions between single vs. mixed pre-
sentation. However, if spoken word recognition is sensitive to
social weighting modulated by attention, there will be mean-
ingful differences between Experiment 1 and Experiment 2.

Experiment 1: Within Prosody
Experiment 1 tests whether non-emotional words uttered
in emotional prosody (e.g., pineappleAngry/Happy) facilitate
recognition of semantically-related targets (e.g., fruit) as
much as words in neutral prosody (e.g., pineappleNeutral).

Experiment 1 has three conditions. 1A investigates the se-
mantic priming effect using prime words spoken in neutral
prosody. All the trials, both critical and filler, use neutral
prosody primes. This neutral condition provides the baseline
for the other two conditions. 1B investigates the semantic
priming effect using prime words spoken in angry prosody.
All the critical and filler trials use angry prosody primes. Fi-
nally, 1C uses words uttered in happy prosody for both critical
and filler trials. These three conditions are identical with each
other except for the prosody of the spoken words.

Methods
Participants 200 native speakers of English from the Stan-
ford community participated in Experiment 1 for either pay
or class credit (about 65 participants for each prosody condi-
tion).

Critical Auditory Primes 24 non-emotional words (e.g.,
pineapple, transmission) were recorded by a female speaker
of American English in three types of prosody—angry, happy,
and neutral.

Which acoustic features make up emotional prosody is
an important question, but acoustic analysis of emotional
prosody is beyond the scope of the current study. For our
purposes, it suffices if our stimuli are heard as the intended
emotion by listeners. To check this, we conducted a separate
study. For each auditory stimulus, 25 naive listeners rated it
on three 9-point scales: how emotional, how angry, and how
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happy a given spoken word sounded. The results are shown
in Table 1. Both angry and happy stimuli sounded much more
emotional than neutral stimuli (ts > 24, ps < 0.001); Angry
stimuli sounded much more angry than the other two (ts >
17, ps < 0.001); Happy stimuli sounded much happier than
the other two (ts > 21, ps < 0.001). These results verify that
the auditory stimuli were perceived as intended.

Table 1: Mean ratings (s.d.) of auditory stimuli

Auditory Primes Sounds Emotional Sounds Angry Sounds Happy
Angry Prosody 7.0 (0.7) 5.0 (1.1) 3.6 (1.1)
Happy Prosody 6.7 (0.7) 1.5 (0.4) 7.1 (0.6)
Neutral Prosody 3.6 (0.4) 2.4 (0.5) 3.9 (0.5)

Note: The scale ranges from 1 (not at all) to 9 (definitely).

Critical Visual Targets The top semantic associate for
each prime word (e.g., fruit for pineapple; car for trans-
mission), obtained from a separate study, was chosen as a
semantically-related target word for each prime word.

Design and Procedure The design is shown in Table 2.
The critical auditory primes and the critical visual target
words were pseudo-randomly paired and crossed in two lists
for each prosody condition. Each list had 24 critical trials
with half related and half unrelated pairs. In addition, each
list had 72 filler trials. All filler trials had real word auditory
primes, and they were paired with 24 real-word visual targets
and 48 non-word visual targets.

Table 2: Design of Experiment 1

Exp Prosody Condition Auditory Prime Visual Target

1A Neutral Related pineappleN fruitUnrelated specialistN

1B Angry Related pineappleA fruitUnrelated specialistA

1C Happy Related pineappleH fruitUnrelated specialistH

The experiment consisted of 96 trials and took approxi-
mately 10 minutes to finish. Each trial started with a spoken
prime word played through headphones. 100 ms after the off-
set of the prime, a written target word was presented on the
screen until the participant made a lexical decision. Partici-
pants were instructed to respond as quickly and as accurately
as possible. The accuracy and the latency of each lexical de-
cision were recorded.

Results
Statistical Analysis Procedures We used mixed-effects
models for analyzing both accuracy (generalized linear mod-
els) and latency (linear models). All analyses were carried
out using R’s lme4 and lmerTest packages. We report the
results from the models with a (nearly) maximal random ef-
fect structure justified by the experiment design (e.g., Barr,
Levy, Scheepers, & Tily, 2013). In some cases (especially

for accuracy analyses), the random structure had to be sim-
plified to avoid convergence errors. The reported p-values
are calculated by the lmerTest package. In all models, con-
tinuous variables were centered. Categorical variables were
sum-coded unless a treatment-coding was necessary for mak-
ing relevant inferences. For latency analyses, target word fre-
quency, prime word frequency, and trial count were included
as control factors.

Accuracy The mean accuracy rate was 96.7%, 96.0%, and
96.4% for 1A, 1B, and 1C, respectively. There was no sig-
nificant difference in accuracy among the three conditions.
Furthermore, within critical trials, there was no significant
difference by semantic relatedness on accuracy. Therefore,
accuracy rate is not considered in subsequent analyses.

Latency Reaction times (RTs) of correct responses to criti-
cal trials were included in the analyses. RTs that fell outside
of 3 s.d. of the grand mean were discarded (2.5%). All anal-
yses were carried out with log RTs. The mean RT and the
priming sizes for the three conditions are reported in Table 3.
For ease of interpretation, the log RTs have been transformed
back to milliseconds.

Table 3: Mean RTs in ms [logRT (s.d.)] and priming size in
Experiment 1

Exp Prosody Related Unrelated Priming Size
1A Neutral 511 [6.24 (0.23)] 526 [6.27 (0.22)] 15
1B Angry 511 [6.24 (0.22)] 526 [6.27 (0.23)] 15
1C Happy 543 [6.30 (0.22)] 553 [6.32 (0.22)] 10

We found a main effect of semantic relatedness (β =
−0.012, s.e = 0.006, t = −2.1, p = 0.04), suggesting an overall
semantic priming effect. We also found a main effect of the
prime prosody condition such that RTs in 1C (happy prosody)
are significantly slower than the average (β = 0.05, s.e., =
0.02, t = 2.3, p = 0.02). There was no interaction between
semantic relatedness and the prosody condition.

Testing further for simple effects of semantic relatedness
for each prosody condition, we found that visual targets fol-
lowing semantically related primes were recognized more
quickly than following semantically unrelated primes when
primes were produced in neutral prosody or angry prosody,
but not when produced in happy prosody (1A—Neutral: 15
ms, β=−0.012, s.e. = 0.006, t = −2.1, p = 0.04; 1B—Angry:
15 ms, β = −0.015, s.e. = 0.006, t = −2.4, p = 0.03; 1C—
Happy: 10 ms, β = −0.01, s.e. = 0.006, t = −1.6, p = 0.1).

In sum, words spoken in angry prosody result in semantic
facilitation on par with the typical forms in neutral prosody,
which is contrary to what we might expect if an atypical pro-
duction hinders the spoken word recognition process. Words
in happy prosody, on the other hand, did slow down lexi-
cal access and seemed unable to produce a robust semantic
priming effect. The results thus suggest that different types
of atypical productions have different consequences in the
recognition process.
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Experiment 2: Mixed Prosody
Experiment 2 tests whether the effect of emotional prosody
on semantic priming depends on the presentation format in
which emotional prosody appears. Experiment 2 has two con-
ditions. 2A includes words spoken in angry prosody and in
neutral prosody in the critical trials; 2B includes words spo-
ken in happy prosody and in neutral prosody in the critical tri-
als. Both 2A and 2B include words produced in angry, happy,
and neutral prosody in the filler trials.

Participants 162 native speakers of English from the Stan-
ford community participated in Experiment 2 for either pay
or class credit (about 80 participants for each condition).

Materials The materials are the same as Experiment 1.

Design and Procedure The design is shown in Table 4.
The critical primes and targets were pseudo-randomly paired
and crossed in four experimental lists for each experiment.
Each list had 24 critical trials with half related and half un-
related pairs. In 2A, half of the critical primes were spoken
in neutral prosody and the other half in angry prosody; in 2B,
half were in neutral and half in happy prosody. In addition,
each list had 72 filler trials. All filler primes were real words
and were paired with 24 real-word targets and 48 with non-
word targets. For both 2A and 2B, neutral, angry, and happy
filler primes each took up a third of the filler trials. The ex-
periment procedure was the same as in Experiment 1.

Table 4: Design of Experiment 2

Exp Critical Prosody Condition Auditory Prime Visual Target

2A Angry & Neutral Related pineappleA/N fruitUnrelated specialistA/N

2B Happy & Neutral Related pineappleH/N fruitUnrelated specialistH/N
Note: Both 2A and 2B included filler trials with words in angry, happy, and neutral prosody.

Results
Accuracy The mean accuracy rate was 96.7% and 95.8%
for 2A and 2B, respectively. There was no significant differ-
ence between the two conditions on accuracy rate. Further,
within critical trials, there was no significant difference in ac-
curacy by semantic relatedness nor by prosody type. There-
fore, accuracy rate is not considered in subsequent analyses.

Latency RTs of correct responses to critical trials were in-
cluded. RTs that fell outside of 3 s.d. of the mean were dis-
carded (2.6%). The mean RTs for the two experiments are
reported in Table 5.

We found a main effect of semantic relatedness (β = −0.01,
s.e. = 0.003, t = −3.1, p = 0.003) suggesting an overall se-
mantic priming. We found no main effect of experiment con-
dition (2A vs. 2B) nor a main effect of prime prosody (Emo-
tional vs. Neutral). There were no significant two-way inter-
actions, but the three-way interaction among semantic relat-
edness, experiment condition and the prime prosody type was

Table 5: Mean RTs in ms [logRT (s.d.)] and priming size for
Experiment 2

Exp Prosody Related Unrelated Priming Size

2A Angry 516 [6.25 (0.22)] 529 [6.27 (0.23)] 13
Neutral 516 [6.25 (0.23)] 521 [6.26 (0.21)] 5

2B Happy 526 [6.27 (0.22)] 529 [6.27 (0.21)] 3
Neutral 516 [6.25 (0.21)] 535 [6.28 (0.21)] 19

significant (β = −0.006, s.e. = 0.003, t = −1.99, p = 0.05). To
unpack the interaction, we further fit separate models to 2A
and 2B.

2A shows a main effect of semantic relatedness (β =
−0.008, t = −1.93, p = 0.05) and no main effect of prime
prosody. The interaction between semantic relatedness and
prosody was not significant. Testing for simple effects reveals
that visual targets following semantically related primes were
recognized more quickly than following semantically unre-
lated primes when primes were produced in angry prosody
but not when produced in neutral prosody (Angry: 13, β =
−0.013; s.e. = 0.006, t = −2.3, p = 0.02; Happy: 5 ms, β =
−0.004, s.e. = 0.006, t = −0.6, p = 0.5).

In 2B, the result shows a main effect of semantic related-
ness (β = −0.01, s.e. = 0.005, t = −2.5, p = 0.02) and no main
effect of prime prosody. The interaction between semantic re-
latedness and prosody was marginally significant (β = 0.007,
s.e. = 0.004, t = 1.7, p = 0.09). Testing for simple effects show
that visual targets following semantically related primes were
recognized more quickly than following semantically unre-
lated primes when primes were produced in neutral prosody
but not when produced in happy prosody (Neutral: 19 ms, β

= −0.018, s.e. = 0.006, t = −3.2, p = 0.003; Happy: 3 ms, β

= −0.004, s.e. = 0.007, t = −0.6, p = 0.5).
In sum, the results show that when different types of

prosody are presented in a mixed way, semantic priming pat-
terns greatly vary. These varying priming patterns, in par-
ticular the different patterns produced by neutral prosody,
strongly indicate that lexical access and semantic spread-
ing of spoken words are critically influenced by surrounding
prosodic context.

General Discussion
In this paper, we examined effects of emotional prosody on
semantic activation of a carrier word. Experiment 1 showed
that prime words spoken in neutral prosody (e.g., pineap-
pleNeutral) and in angry prosody (e.g., pineappleAngry) both
facilitate the recognition of semantically-related targets (e.g.,
fruit), whereas primes spoken in happy prosody did not show
significant semantic priming. Importantly, this experiment
showed robust facilitation of recognition to target words by
both a frequent and typical word form and an infrequent and
atypical word form. In Experiment 2, we found that variabil-
ity of prosodic contexts within experiments greatly influences
semantic priming patterns. In 2A, angry stimuli engendered
semantic priming but neutral stimuli did not; in 2B, happy
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stimuli did not but neutral stimuli did. From these results, we
have three findings to understand: semantic priming equiv-
alence; within vs. mixed-prosody differences; and the rela-
tionship between attention, emotion, and semantic priming.

Semantic Priming Equivalence

In Experiment 1, we found that infrequent and atypical forms
(e.g., pineappleAngry) are as successful as frequent and typi-
cal forms of the word (e.g., pineappleNeutral) in accessing the
lexical representation and inducing semantic spreading. We
explain this equivalence via social weighting.

This equivalence is unexpected from a frequency-based
episodic lexical access system because it predicts atypical and
infrequent forms will slow down lexical access, precluding
priming effects. If this were the case, we would have seen
stronger priming for words in neutral prosody than words in
angry prosody. Once we consider attention that is mediated
by social context, the equivalence effect can be readily ex-
plained. Priming in 1A occurs because it is the typical case
with words in neutral prosody. Priming in 1B occurs because
emotional stimuli, especially negative ones, grab more at-
tention than non-emotional stimuli (e.g., Adelman & Estes,
2013; Brosch et al., 2010). This increased attention leads to
stronger encoding, resulting in robust activation. In a sense,
the increased attention due to negative emotionality offsets
the fact that these forms are infrequent.

We are not dismissing the effect of frequency in lexical ac-
cess. Infrequent forms are often actually processed slower
than frequent forms (e.g., Connine, 2004; Strand, 2000). In
fact, in our own data, the overall RT in 1C (happy prosody)
was significantly slower than the other two conditions and it
did not engender a significant semantic priming effect. Un-
like angry prosody which could overcome its atypical infre-
quent status, happy prosody seems to fail to do so, and this is
perhaps because positive emotional stimuli attract less atten-
tion than negative emotional stimuli (e.g., Baumeister, Brat-
slavsky, Finkenauer, & Vohs, 2001; Taylor, 1991)

Effect of Presentation Format

The only difference between Experiments 1 and 2 was the
presentation format of the stimuli, that is, whether each par-
ticipant was presented with one type or multiple types of
prosody mixed during the experiment, but we found distinct
priming patterns between the two. Crucially, when presented
alone, neutral prosody primes facilitated recognition of se-
mantically related target words, but when presented inter-
mixed with other prosodies, especially with angry prosody,
neutral prosody primes failed to facilitate recognition of se-
mantically related target words. We believe that different
acoustic contexts lead to different attention allocation, which
in turn leads to different priming patterns.

Behavioral difference between blocked vs. mixed presen-
tation in linguistic tasks is not uncommon. Mixed presenta-
tion is reported to make the task harder than blocked presenta-
tion (e.g., Sommers, Nygaard, & Pisoni, 1994). In the current

study, however, the difference between single and mixed pre-
sentation was not simply about difficulty. In fact, we see no
meaningful accuracy or latency difference between Experi-
ments 1 and 2. Difference was rather in the priming patterns,
likely due to difference in how attention is allocated to differ-
ent stimuli. Barreda (2012) has suggested that the behavioral
difference between mixed vs. blocked presentation is due
to the attention needed to detect differences among stimuli.
Along this line, one possible interpretation of the current re-
sults is that a listening environment with multiple emotional
prosodies uses attentional resources to detect differences in
stimuli, and this in turn may make the prosodic difference
more meaningful and relevant in the linguistic task at hand
than in a listening environment with a single prosody type.
This means we would find differential effects of emotional
prosody more easily in mixed-presentation than in blocked
presentation, just as we did between Experiments 1 and 2.

More broadly, we might predict that a listening envi-
ronment with multiple social categories, be they multiple
prosodies, multiple talkers, etc., makes the differences among
them more meaningful and makes listeners evaluate and pro-
cess the current item by comparing it to previous items. We
would therefore expect that effects of social information on
listener behavior will be greater and more readily observable
when listeners experience multiple types of social categories
rather than a single type.

Attention, Emotion, and Semantic Priming
In Experiment 2, when the prosodies are presented in a mixed
way, we found, roughly speaking, that words spoken in angry
prosody are the strongest in their ability to induce semantic
priming, then words in neutral prosody, and words in happy
prosody the weakest. We suspect this pattern is related to the
relationship between attention, emotion, and semantic prim-
ing for two reasons.

First, emotional stimuli tend to grab more attention than
non-emotional stimuli (e.g., Adelman & Estes, 2013; Brosch
et al., 2010), but negative stimuli tend to grab still more atten-
tion than positive stimuli (e.g., Baumeister et al., 2001; Tay-
lor, 1991). Second, we know that semantic priming is sen-
sitive to attention (e.g., Otsuka & Kawaguchi, 2007; Smith
et al., 2001). Semantic priming increases as attention to the
prime increases; it decreases as attention to the prime de-
creases. Therefore, it may be that, in 2A (comparing neutral
and angry), words spoken in neutral prosody did not receive
enough attention to induce semantic priming because words
in angry prosody grabbed more attention. In 2B (comparing
neutral and happy), it appears that words spoken in neutral
prosody received more attention than words spoken in happy
prosody. Perhaps, in the case of happy prosody, even though
it receives extra attention due to its emotionality, this is still
not enough to overcome its atypical status, whereas angry
prosody receives the most attention, being a negative emo-
tion.

One open question is, given that both 2A and 2B included
filler trials where the spoken words were produced in angry,
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happy, and neutral prosodies, how to explain the fact that filler
words in angry prosody did not deprive attention from neu-
tral critical trials in 2B. This might be related to the different
ratio of angry stimuli present in 2A and 2B. This is one of
many questions that future investigation needs to look at to
better understand dynamics of attention allocation depending
on different combinations of the stimulus set.

In sum, we showed that atypical productions of words like
pineapple in emotional prosody do not always cause difficulty
in spoken word recognition and that the effect of emotional
prosody is context-dependent. These results suggest that the
spoken word recognition process is crucially mediated by the
qualitative experience of the spoken word and the amount
of attention it attracts. We believe that the current study il-
lustrates the complex nature of spoken word recognition and
raises questions about how listeners incorporate multi-faceted
information from speech signals.
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Abstract 

Although young children often rely on salient perceptual cues, 
such as shape, when categorizing novel objects, children shift 
towards deeper relational reasoning when they compare 
category members or attend to functional properties. In this 
study, we investigated the independent and combined effects 
of comparison and function in children’s categorization of 
novel objects. Across two experiments, we found that 
comparing two perceptually similar category members led 
children to discover non-obvious relational features that 
supported their categorization of novel objects. Together, these 
findings underscore the difficulty in categorizing novel objects 
but demonstrate that comparison may aid in this process by 
rendering less obvious relational structures more salient, thus 
inducing a shift towards a categorical rather than perceptual 
response. 

Keywords: Comparison; function; object categorization; 
conceptual development 

Introduction  

The ability to rapidly form categories is a fundamental 

attribute of human cognition that involves remarkable 

flexibility and requires surprisingly few examples. Take, for 

example, a Dalmatian. We readily categorize a Dalmatian as 

a dog, along with German Shepherds, Chihuahuas, and 

Poodles despite their obvious differences in size, shape, and 

color. However, with just as much ease, we exclude cows 

from the category dog even though cows and Dalmatians 

have similar black spots and are both considered animals. 

This apparent dissociation between perceptual similarity and 

category membership raises a series of important questions 

about conceptual development: How do children form object 

categories and, critically, how do they learn to revise these 

categories to incorporate new information and accommodate 

novel instances? 

Two predominant accounts of category formation have 

been proposed, each with empirical evidence to support it. 

The first approach suggests that young children rely heavily 

on salient perceptual features, such as shape, as a basis for 

categorizing (Baldwin, 1989; Landau, Smith, & Jones, 1988), 

but adapt the perceptual bases for their categorization based 

on information about how perceptual features correspond to 

and support object functions. Given that an object’s form is 

often correlated with its function and goal-based actions 

(Kelemen, Seston, & Saint Georges, 2012; McCarrell & 

Callanan, 1995; Ware & Booth, 2010), the shape of an object 

(e.g., in the case of a ball) or a salient part of an object (e.g., 

wings in the case of a bird) may serve as a sound basis for 

categorizing. In contrast, the second approach claims that 

children form categories by identifying the abstract, 

relational properties, such as structural and functional 

relations, that bind the categories. This process can be 

facilitated by comparing two or more category instances, 

thereby realizing that these relations among features and their 

associated functions are shared amongst category instances 

(e.g., Gentner & Namy, 1999; Namy & Gentner, 2002). For 

example, children may base their classification of a kiwi as a 

fruit on the fact that it, like other fruit, is edible, sweet, and 

grows on trees.  

Function Information  

Children independently utilize both form (e.g., Landau et al., 

1988) and function information (e.g., Kemler Nelson, 1999; 

Kemler Nelson, Russell, Duke, & Jones, 2000) as a basis for 

object categorization. These factors, however, are 

interrelated, enabling children to base their categories on the 

most functionally relevant perceptual features. For example, 

McCarrell and Callanan (1995) showed that young children 

not only recognize the functional affordances of particular 

perceptual features but also use these perceptual properties to 

make category-based inferences (e.g., generalizing the 

property “sees well at night” to animals with large eyes). 

Even for novel objects that perform novel functions, children 

are adept at identifying key perceptual features that are 

functionally relevant (Kemler Nelson, 1999; Kemler Nelson 

et al., 2000).  For example, after learning that a basket 

attached to a handle dispensed balls into an out-of-reach 

chute, children who had the opportunity to physically explore 

the novel objects reliably identified other objects that could 

perform a similar function and generalized the category label 

to those functionally similar objects, rejecting those in which 

the handle was too short or the basket had a hole.  

In some cases, rather than relying exclusively on observed 

functional affordances as a basis for categorization 

judgments, children may infer the creator’s intended 

function, basing their categorization on the features that are 

most relevant to the intended function  (e.g., Diesendruck, 

Markson, & Bloom, 2003; Kelemen et al., 2012; Ware & 

Booth, 2010). As a result, children will include a broken 

artifact in the object category even though this object no 
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longer serves its intended function (e.g., a cracked cup that 

can no longer hold liquids is still a cup).   

Comparison  

Comparison, the process of identifying structural and 

relational commonalities (and differences) among two or 

more entities, is a powerful learning mechanism through 

which common relational structures that support deep 

reasoning are highlighted (Gentner, 2010; Gentner & 

Markman, 1997). In the case of object categorization, surface 

level similarities serve as an impetus to align two or more 

stimuli, leading to the identification of subtle relational 

commonalities that are most relevant for category 

membership, such as those that relate to object function. 

These relational commonalities are then projected to other 

entities, thus supporting inferences about category 

membership and facilitating category learning.  

The role of comparison in category learning is evident even 

in young children’s object categorization. Three- and four-

year-olds who are given opportunities to compare 

perceptually similar category members reliably generalize 

categories based on conceptually relevant features other than 

overall shape. Gentner and Namy (1999; Namy & Gentner, 

2002), for example, demonstrated that comparing two 

similarly shaped, familiar objects (e.g., a bicycle and a 

tricycle) led four-year-olds to inhibit attention to shape as a 

basis for categorization and instead extend category 

membership to objects sharing relational properties such as 

function or role (e.g., a skateboard). However, when children 

were presented only one object (e.g., a bicycle), they selected 

matches based predominantly on shape (e.g., a pair of reading 

glasses). Not only does comparison highlight category 

relevant properties in familiar objects, but comparison also 

facilitates the discovery of non-obvious perceptual 

commonalities among novel objects (Graham, Namy, 

Gentner, & Meagher, 2010) and of key perceptual parts (e.g., 

wings) that are necessary for performing functions (e.g., 

flying), (Gentner, Lowenstein, & Hung, 2007). Together, 

these studies provide converging support that comparison 

highlights non-obvious, functionally relevant structural 

properties that are shared across category members.  

The Current Investigation  

Existing evidence suggests clear roles for form-function 

relations and comparison-based structural alignment in 

children’s categorization. Although both approaches foster 

object categorization, the emphases are subtly different.  

Categorization accounts based on form-function relations 

would imply that children would focus on those perceptual 

features that support object function. Comparison-based 

accounts highlight common relations among features 

(including those that would support functions). However both 

accounts would imply that children move beyond salient 

properties such as shape to focus on more category-relevant 

features as a basis for categorization.  

The current investigation addresses the independent and 

combined contributions of these two factors to children's 

ability to categorize novel objects as instances of familiar 

object categories. When encountering static novel objects, 

children must rely on perceptual information to draw 

inferences about functional affordances and category 

membership, particularly because children lack specific 

conceptual knowledge about or experience with these novel 

objects. Therefore, the question of interest is whether 

children can use comparison of familiar category exemplars 

and/or information about the function of the object category 

to inhibit attention to shape as a basis for categorization and 

instead hone in on those (often subtle) perceptual features that 

reliably signal category membership.   

Experiment 1 

Experiment 1 explores the unique and combined roles of 

comparison and function information in the categorization of 

novel objects into familiar categories. Three-year-olds 

viewed either one (No Compare) or two (Compare) pictures 

of familiar objects from a target category (e.g., a penny and a 

dime from the coin category) and either were (Function) or 

were not (No Function) given functional information about 

the object(s) to highlight particular form-function relations 

(e.g., “You put it in a piggy bank”). Children were then asked 

to select a category match from among two novel objects: a 

similarly shaped object that belonged to a different target 

category (e.g., a compass) and a dissimilarly shaped object 

that belonged to the same target category (e.g., a triangular 

coin). If either comparison or functional information 

highlights functionally relevant perceptual properties of 

familiar objects, then children who viewed two objects and/or 

were given functional information should extend category 

membership to novel category members despite the overall 

greater perceptual similarity of the shape-similar foil. Of 

particular interest are the relative contributions of 

comparison and functional information, independently and 

jointly, in facilitating insight into category-relevant 

perceptual features of object categories. 

Method 

Participants Eighty-seven 3-year-olds (M = 3;7, range = 

3;0–4;2, 44 girls) from the greater Atlanta area participated. 

Eleven additional children were tested but were excluded 

from the analysis for showing a side preference on at least 

nine out of ten trials (n = 7) or for incorrectly identifying 

items that were intended to be familiar on at least half of the 

ten trials in a post-experiment naming task (n = 4).  

 

Materials Forty photographs of real objects were organized 

into 10 sets of four. Each set included two exemplars and two 

choice alternatives (see Figure 1). The exemplars, which 

belonged to the same target category, shared similar 

perceptual features and were selected to be familiar items to 

preschoolers (e.g., a penny and a dime from the coin 

category). The choice alternatives, in contrast, varied in their 

overall perceptual similarities to the exemplars and were 

selected to be unfamiliar to young children. One of the choice 

alternatives, the shape match, physically resembled the 

1106



exemplars but fell outside the target category (e.g., a 

compass), whereas the other choice alternative, the 

taxonomic match, differed in shape from the exemplars but 

was within the target category (e.g., a triangular coin). 

Similarities and dissimilarities in shape between the choice 

alternatives and the exemplars were confirmed through adult 

ratings, whereas general familiarity with the objects was 

verified from pilot data with 3-year-olds.  

For each set, a functional description of a unique yet 

familiar property of the target category was used to highlight 

functional affordances. For example, “You put it in a piggy 

bank,” provided child-appropriate key functional information 

to describe the general category of coins. To ensure that the 

functional descriptions selected to characterize each target 

category were ones that children reliably associated with the 

categories, 19 3-year-olds (M = 3;8, range 3;1–4;0, 6 girls) 

who did not participate in the experiment proper completed a 

validation task, reliably matching the functional descriptions 

to the correct exemplars with 99% accuracy. 

 

Procedure The procedure consisted of a categorization task 

followed by a naming task.  

In the categorization task, children were randomly 

assigned to either the compare or no compare condition and, 

within each of these conditions, were also randomly assigned 

to either the function or no function condition. This 

combination yielded a total of four conditions: (1) compare- 

function, (2) compare-no function, (3) no compare- function, 

and (4) no compare-no function.  

For children assigned to the no compare-no function 

condition, the experimenter began each trial by presenting a 

single exemplar (e.g., a penny) and exclaiming, “Look at this 

one! Do you see this one?” The experimenter then placed the 

two choice alternatives—the shape and taxonomic match—

directly below the exemplar, as shown in Figure 1A, and 

asked the child, “Which one of these is the same kind of thing 

as this one?” After the child selected either the shape or 

taxonomic match, the experimenter removed the pictures and 

administered the next trial until all 10 trials were complete. 

Which exemplar was presented in each set was 

counterbalanced across children, and the left-right placement 

of the shape and taxonomic matches was randomized across 

trials. 

The procedure for the no compare-function condition was 

identical to that in the no compare-no function condition with 

the exception that the experimenter also provided a functional 

description with the exemplar. For example, as illustrated in 

Figure 1B, the experimenter said, “Look at this one!  Do you 

see this one? You put it in a piggy bank.” following the 

presentation of the penny. 

In the compare-no function condition, the experimenter 

presented the child with both exemplars (e.g., a penny and a 

dime) to elicit comparisons. As in the no compare conditions, 

the trial began with the experimenter laying down the first 

exemplar and saying, “Look at this one! Do you see this 

one?” The experimenter then placed the second exemplar 

directly beneath the first, drawing attention to the picture by 

exclaiming, “And now look at this one!” She then pointed 

back and forth between the two exemplars to prompt 

comparisons, saying, “Do you see how these are the same 

kind of thing?” Next, the experimenter placed the two choice 

alternatives below the exemplars, as depicted in Figure 1C, 

and asked the child, “Which one of these is the same kind of 

thing as these?” After the child selected one of the choice 

alternatives, the procedure was repeated until the child 

completed all 10 trials. Order of presentation of the two 

exemplars was counterbalanced across children, and the left-

right placement of the choice alternatives was randomized 

across trials. 

The compare-function condition was identical to the 

compare-no function condition except that children heard a 

functional description as each exemplar was presented. That 

is, for example, the experimenter said, “You put it in a piggy 

bank,” after presenting the penny and then repeated the 

functional description for the dime, as shown in Figure 1D.  

After completing the 10 trials, all children completed a 

naming task in which the experimenter re-presented the 

stimulus cards one at a time and asked the child to label the 

objects in English. If the child failed to provide a label or 

indicated that s/he did not know the name, the experimenter 

encouraged the child to provide a functional description by 

asking, “What do you think we do with it?” In the event that 

the child failed to respond even after the prompt, the 

experimenter reassured the child that it was fine to say "I 

don't know," and continued to the next picture until the child 

had attempted to name every object.  

 

 
 

Figure 1: Sample stimulus set in no compare–no function 

(1A), no compare–function (1B), compare–no function 

(1C), and compare–function (1D) conditions. 
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Coding For each trial of the categorization task, responses 

were coded based on whether the child selected the shape or 

taxonomic match.  

Post-experiment naming responses were transcribed from 

video recordings and all were scored as correct or incorrect 

by two independent raters. Inter-rater reliability between the 

two raters was 99%, and a third independent rater resolved all 

discrepancies. Correct responses were defined as any 

response demonstrating the child’s knowledge of the object’s 

identity or function. These included responding with correct 

labels at a subordinate, basic, or superordinate category level 

(e.g., “Liberty Coin”, “penny”, and “money” respectively, to 

label the penny) or by responding with the name of different 

basic level objects within the same superordinate category 

(e.g., “nickel” for the penny). Functional descriptions were 

also accepted as correct if the child provided enough 

information to sufficiently differentiate the target category 

from other potential categories (e.g., “You buy things with it” 

but not “You take it places” when describing the penny). 

Only trials in which the child correctly identified the familiar 

exemplars were included for analysis (M = 8.37 trials, median 

= 9). To ensure that children had an appropriate baseline 

knowledge of categories and objects more generally, children 

who incorrectly identified the exemplars on at least half of 

the trials were excluded (n= 4).  

Results & Discussion 

Figure 2 shows the mean proportion of taxonomic responses 

for each condition. To test whether comparison and 

functional information highlights key perceptual features that 

afford function, thereby increasing taxonomic responding, 

we performed a logistic regression analysis with comparison 

and function as predictors of taxonomic responses. The 

resulting model was statistically significant, χ2(3) = 8.96, p 

=.03, suggesting that when accounting for both comparison 

and function the model reliably predicted the likelihood that 

children selected the taxonomic match. Closer inspection 

revealed an effect of comparison, χ2(1) = 7.25, p < .01, with 

those in the compare conditions (M = .43, SD = .22) selecting 

the taxonomic match significantly more often than those in 

the no compare conditions (M = .31, SD = .20). Specifically, 

comparison increased children’s odds of selecting the 

taxonomic match by 38%, β = .48, SE = .22, p = .03. The 

results, however, yielded no main effect of function, χ2(1) = 

1.24, p = .27, nor was there an interaction between 

comparison and function, χ2(1) = .14, p = .71. 

To examine whether children systematically employed a 

shape or taxonomic categorization response pattern, we 

compared children’s performance in each condition to chance 

responding (i.e., .50). The analyses demonstrated that 

children in the no compare conditions selected the taxonomic 

match significantly less often than expected by chance in both 

the function, t(18) = -2.66, p = .016, and no function groups, 

t(24) = -4.09, p < .001. Those in the compare–no function 

condition also selected the taxonomic match significantly 

less often than predicted by chance, t(20) = -2.14, p = .045. 

In contrast, those in the compare–function condition did not 

reliably differ from chance, t(21) = -.33, p = .74. In other 

words, when children were given either comparison or 

functional information, they, like those who received neither 

comparison nor function, reliably selected the shape match 

over the taxonomic one. However, when children were given 

functional information alongside the presentation of both 

exemplars, children failed to show a reliable preference for 

the shape match. These findings indicate that children relied 

predominantly on shape as a basis for categorizing unless 

given an opportunity to compare and functional descriptions. 

Surprisingly, highlighting functional information apparently 

neither increased categorization based on subtle relational 

properties nor decreased attention to functionally irrelevant 

salient perceptual features. This experiment suggests that 

comparison but not functional information facilitates 

inclusion of novel instances into familiar object categories, 

although the phenomenon may best be characterized as 

shifting children away from shape matching. 

 

 
 

Figure 2: Mean proportion of taxonomic responses in 

Experiments 1 and 2. 

Experiment 2 

Although children who compared and were given functional 

information were the only ones who did not reliably select 

the shape match, the results from Experiment 1 indicate that 

comparison, but not function information, influenced 

children's correct extension of category membership to a 

novel category instance. This outcome is surprising given 

children's apparent ability to use functionally relevant 

perceptual features as a basis for categorization. One 

possibility is that performance on the category extension task 

may underestimate children’s reliance on functional 

information as a basis for reasoning about object categories, 

perhaps due to information processing demands or ambiguity 

about the relevance of the functional information to the 

category extension task. Experiment 2 addresses this 

possibility by explicitly instructing children to extend 

functional properties to novel objects, while once again 

manipulating opportunities to compare. We reasoned that if 

comparison emphasizes and thus encourages children to 

attend to functionally relevant perceptual features, then 
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children should select the taxonomic match more often in the 

compare than the no compare condition. However, if children 

are adept at judging function generalization to novel objects 

in this more direct task, then children may select the 

taxonomic match reliably in both the compare and no 

compare conditions. Finally, if children are unable to 

generalize a function to a novel object in the face of a surface-

level shape match, then they may reliably select the shape 

match in both conditions.  

Method 

Participants Forty-nine 3-year-olds (M = 3;6, range = 3;0–

4;2, 24 girls) from the same population as Experiment 1 

participated. An additional 6 children participated but were 

excluded for showing a side preference on at least nine out of 

ten trials (n = 5) or for failing to complete the post-experiment 

naming task (n = 1).  

 

Materials The stimulus sets and functional descriptions were 

identical to those used in Experiment 1.  

 

Procedure As in Experiment 1, children completed a 

categorization task followed immediately by a naming task. 

In the categorization task, children were randomly 

assigned to one of two conditions: (1) compare or (2) no 

compare. The procedure was identical to that used in 

Experiment 1 with two exceptions. First, every child received 

functional descriptions with the presentation of each 

exemplar. Second, each child was asked to extend the 

functional property to one of the choice alternatives rather 

than select a category match.  

The experimenter began each trial by presenting either one 

or two exemplars for the no compare or compare conditions, 

respectively each accompanied by a functional description as 

in Experiment 1 (e.g., “You put it in a piggy bank.”) The 

experimenter then laid out the shape and taxonomic matches, 

randomizing the left-right placement across trials, and asked, 

“Which one of these do you put in a piggy bank like these?” 

The presentation order of the exemplars as well as the order 

of the trials were counterbalanced across children.  

After the child completed all 10 trials, the experimenter 

administered the naming task by re-presenting the stimulus 

cards and asking each child to label the objects in English, as 

in Experiment 1.  

 

Coding The coding procedures were identical to those 

described in Experiment 1. Inter-rater reliability between two 

independent raters was 98%, with a third independent rater 

resolving discrepancies. Only trials in which the exemplars 

were correctly identified were included in the analysis (M = 

8.80 trials, median = 9). 

Results & Discussion 

The mean proportion of taxonomic responses is illustrated in 

Figure 2. To explore the effect of comparison on children’s 

responses, we performed a logistic regression analysis with 

comparison as the predictor. Consistent with the previous 

experiment, the model yielded an effect of comparison, χ2(1) 

= 6.36, p =.01, with children in the compare condition (M = 

.63, SD = .18) selecting the taxonomic match reliably more 

often than those in the no compare condition (M = .50, SD = 

.18). An odds ratio further revealed that the odds of selecting 

the taxonomic match was 39% greater in the compare 

condition than in the no compare condition, β = .50, SE = .20, 

p = .01.  

As in Experiment 1, we also examined the probability that 

children’s responses significantly differed from chance 

responding (i.e., .50) to explore whether children reliably 

exhibited a shape or taxonomic response pattern. Results 

indicated that children in the compare condition selected the 

taxonomic match more often than expected by chance, t(21) 

= 3.20, p < .01. Children in the no compare condition, in 

contrast, did not differ from chance responding, t(26) = .01, 

p = .99. 

Consistent with Experiment 1, the results from this 

experiment revealed a significant difference in children’s 

responses as a result of whether they had the opportunity to 

compare two exemplars. When shown two exemplars, 

children reliably selected the category match, a response that 

is consistent with previous studies examining the role of 

comparison in object categorization (Gentner & Namy, 1999; 

Graham et al., 2010; Namy & Gentner, 2002). In contrast, 

when children were shown either exemplar alone, they failed 

to show a preference for either the shape or taxonomic match. 

These data suggest that comparison highlights subtle 

functional properties. Nevertheless, unlike in Experiment 1, 

even children in the no compare condition avoided the lure of 

reliable shape-based responding, suggesting that children 

may more readily attend to functionally relevant perceptual 

properties in a function generalization than a category 

extension task. 

General Discussion 

In two experiments, we found that comparing similarly 

shaped objects from the same familiar category highlights 

non-obvious functional properties that are relevant for 

category membership. In Experiment 1, children categorized 

unfamiliar objects into familiar categories based 

predominantly on shape. However, when children were 

prompted to compare, their shape driven responses were 

attenuated such that children who compared highly similar 

category members were more likely to distribute their 

responses between the shape match and the taxonomic match, 

presumably based on other, subtler relational commonalities 

between objects. This finding underscores the alignment 

process elicited by comparison – despite the highly salient 

shape similarity between the two exemplars, children who 

viewed both objects were less likely to base their 

categorization on shape. Experiment 2 replicated this 

comparison effect, showing that those who compared two 

familiar objects were more likely to privilege the taxonomic 

match based on non-obvious relational features when asked 

to extend functional properties to novel objects.  
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Taken together, these findings suggest that comparing two 

objects enables children to inhibit attention to salient 

perceptual features and allows them to identify subtler 

commonalities that are more likely to be related to functional 

and relational commonalities among category members. In 

the current task, comparison not only highlighted relevant 

category information between familiar objects, it also 

generated new relational knowledge about unfamiliar items, 

thus enabling children to incorporate novel instances into 

familiar categories despite their limited experience with the 

stimulus items. For example, children who compare a penny 

and a dime may shift attention from round shape to category-

relevant, yet subtle, relational features (e.g., the metal 

material, the engraved portrait, or the flatness of the object) 

that are better indicators of category membership and, 

critically, functional affordances  (e.g., putting it in a piggy 

bank).  

Although this study suggests that comparison reduces 

children’s reliance on salient perceptual features by drawing 

attention to subtle relational features, this forced-choice task 

cannot directly inform which perceptual properties children 

utilize as a basis for categorization or why. To better 

understand how children's attention is being allocated to 

various perceptual features and how that relates to their 

understanding of the functional and relational properties of 

the objects, we plan to utilize eye-tracking measures in future 

research and systematically manipulate the information about 

structural relations and form-function correspondences to 

which children are exposed during category learning.  

Another important direction for future research is how 

children's perceptual analysis of object categories varies 

depending on whether the objects are artifacts, which are 

created for intended functions, or natural kinds, which 

arguably are less function-based. Recent work on children’s 

teleological reasoning demonstrates that young children often 

assign functional properties to natural kinds (e.g., Kelemen, 

1999; Kelemen et al., 2012), thus raising questions about 

children’s categorization of natural kinds and how it may 

differ from artifact categorization.  

The current study provides compelling evidence for the 

role of both comparison and function in children’s ability to 

modulate their attention to perceptual features of novel 

objects that are most relevant for category membership. 

Although children likely employ a variety of strategies when 

learning about unfamiliar objects, the process of comparison 

serves as a powerful tool through which they may discover 

non-obvious properties that inform category membership.  
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Abstract

Benefits to lexical access are provided by acoustically-cued
speaker characteristics (such as gender and age), but little work
has investigated these effects in meaning-based tasks. Word
recognition is affected both by a word’s base-level activation
and by associative spread of activation among words, and is
correlated with speed of lexical access. In a free association
task and a semantic priming task, we find off-line and on-line
evidence of speaker-specific relationships between words. Our
results suggest the need to extend existing models of spoken
word recognition to include interactions between linguistic in-
formation and social information that is cued by variation in
speech.

Keywords: linguistics; speech perception; spoken word
recognition; semantic priming; free association

Introduction
Over the past thirty years, researchers in speech perception
have established that, rather than filtering out the phonetic
details of incoming speech, listeners utilize these specific
phonetic cues when recognizing words. Listeners remember
studied words better when they are produced by the same
speaker (Goldinger, 1996), a speaker of the same gender
(Schacter & Church, 1992), or at the same rate (Bradlow, Ny-
gaard, & Pisoni, 1999) as when they were learned. Listen-
ers shift their perception of phoneme boundaries depending
on audio or visual cues to speaker sex (Johnson, Strand, &
D’Imperio, 1999) or speaker dialect (Niedzielski, 1999; Hay
& Drager, 2010).

In a different domain, we know that word recognition is
faster following a related word than an unrelated word. For
example, people are faster to recognize the word NURSE
when it was immediately preceded by the related word DOC-
TOR than when it was immediately preceded by the unre-
lated word BREAD. Semantic priming effects have been es-
tablished for the recognition of visual words (e.g, Meyer &
Schvaneveldt, 1971) and spoken words (e.g., Radeau, 1983).

The existence of word association effects in spoken words
raises the possibility of an interaction between these effects
and the aforementioned phonetic specificity effects: specific
phonetic cues in spoken words may be able to aid activation
of other words. This was argued by, e.g., Johnson, 2006,
who proposed a model of exemplar-category resonance: the
acoustic signal activates exemplars based on similarity, so
acoustic cues to a woman’s voice give preferentially more ac-
tivation to female-produced exemplars than to male-produced
exemplars. The activation of all of these exemplars feed into a

social category like gender, which resonates back into all the
exemplars linked to that gender. So, hearing a woman say a
word eventually activates all exemplars produced by women.

The exemplar resonance model predicts associations be-
tween social categories and lexical items, but it cannot handle
differences in word association given different phonetically-
cued social categories. There is intuitive reason to believe that
such an interaction should exist. For example, when hearing
the word princess spoken by an adult with a British accent,
people will probably think of a member of the real-life Royal
Family; when hearing princess spoken by an American child,
they may think of a fictional Disney character. Similarly, the
word clothes, spoken by a woman, is likely to be more asso-
ciated with dresses and skirts than the word clothes spoken
by a man.

Despite the intuition that semantic association should inter-
act with speaker characteristics, there has been relatively little
empirical work done to establish whether these effects exist.
Neuroscience work has shown that listeners have difficulty
incorporating semantic information when a spoken message
is inconsistent with perceived speaker identity (e.g., a child
saying “I think I might be pregnant”) (Van Berkum, van den
Brink, Tesink, Kos, & Hagoort, 2008; see also Creel & Tum-
lin, 2011).

Taken together, these studies show that listenersuse voice
characteristics as a context that may lead them to generate ex-
pectations about the content of an utterance given a sentential
context. In other words, listeners are sensitive to the proba-
bility of a word given a specific voice in a specific sentence:
as predicted by Johnson, 2006’s resonance model, voice pro-
vides a context for the recognition of a word. We still do not
know, however, whether voice provides a context for the in-
terpretation of a word. Given the same word in two different
voices, do listeners understand the word differently in voice-
specific ways?

This paper tests the hypothesis that words are interpreted
in speaker-specific ways. Using a free association task, we
establish that, when listeners hear a spoken prompt and are
asked what word first comes to mind, responses differ de-
pending on the speaker of the word. With a subset of the
prompt-response pairs from the free association task, we then
show that this effect appears in on-line spoken word recog-
nition: the speed with which listeners recognize a target (re-
sponse) word, after hearing a prime (prompt) in a specific
voice, improves as a function of the voice-specific associa-
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tion strength derived from the free association task.

Combining phonetic detail and semantic
relatedness

The idea that speaker-specific phonetic cues may affect se-
mantic interpretation goes back at least to Geiselman and
Bellezza (1976), who proposed a “voice connotation hypoth-
esis”, in which acoustic cues to speaker sex are used to link
words with sex-specific connotations. Across a number of
studies, they played listeners sets of sentences spoken by one
of two speakers; despite having only been told to remem-
ber the sentences, the listeners later performed above chance
when asked to identify the sex of the speaker of each sen-
tence. Geiselman and colleagues suggest that this effect is
due to specific semantic connotations for men and women.

Other authors have argued for voice-specific semantic as-
sociations in similar ways. Creel and Tumlin (2011) used a
visual world task to track listeners’ eye movements to novel
word-item pairs that were previously presented in either a
male or female voice. In their test session, when a sentence
was spoken by the same speaker as in their learning session
(and when the speaker/sentence mapping was one-to-one),
listeners looked more quickly to the novel item referred to
in the sentence. They argue that this effect is due to semantic
encoding of speaker voice – and not due to exemplar memo-
ries for specific word/speaker associations – because listeners
looked to the novel item during the frame sentence, before the
actual novel word was spoken.

Evidence for an interaction between phonetically-cued so-
cial characteristics and semantic meaning has also been ar-
gued for longer-term associations, as opposed to associa-
tions that are learned within the course of an experiment.
Van Berkum et al. (2008) presented listeners with a series
of sentences that were either consistent or inconsistent with
the speaker, such as a woman or man (respectively) say-
ing “I always check my make-up before I leave”; they used
event-related potential (ERP) monitoring to observe what this
speaker-specific semantic consistency looks like at a neural
level. They found that listeners exhibit an N400 – a negative
ERP spike related to difficulty incorporating semantic infor-
mation – when a spoken message was inconsistent with per-
ceived speaker identity; this effect was similar to, but smaller
than, the N400 seen when processing semantic anomalies.

These studies provide compelling evidence that speaker
voice characteristics can affect the processing of the mean-
ings of spoken words. In particular, they suggest that listen-
ers use speaker characteristics to generate expectations about
what words will appear in a sentence. They fall short, how-
ever, of completely connecting models of acoustically-cued
indexical information with psycholinguistic models of se-
mantics, because they do not consider the spread of activation
between words. Since associative spread is a crucial part of
semantic models, a more complete synthesis would require
evidence that speaker characteristics can not only affect ex-
pectations about the presence of a word, but can additionally

constrain associative interactions between different words.
Evidence for this connection is particularly lacking in the cur-
rent literature because work on this topic has manipulated se-
mantic context by using different sentences; however, since
listeners may store sentence-size exemplars (Bybee, 2006),
we cannot assume that sentential context provides a semantic
context independent of speaker-indexed exemplars, which is
necessary in order to examine speaker-mediated interactions
between words.

In this paper, we instead propose that the effects of speaker-
specific semantic meaning can be best examined by using
tasks that specifically target word interpretation: free asso-
ciation and semantic priming. Rather than manipulating both
speaker and semantic context (the latter of which may not be
independent of speaker context), we hold the baseline seman-
tic context constant by focusing on individual words, and look
for speaker-specific interpretations of those words by manip-
ulating speaker context.

Experiment 1
Experiment 1 addresses the question of whether listeners in-
terpret a given word as having different semantic associations
depending on the voice of the speaker. We use a word as-
sociation task (Battig & Montague, 1969), in which listeners
hear a prompt word and provide the first word that comes to
mind; the frequency with which each response word is pro-
vided for a given prompt is a strong reflection of the asso-
ciative strength between the probe and the response (Nelson,
McEvoy, & Dennis, 2000).

In our particular free-response word association task, we
compare the response frequencies of prompt-response pairs
across two speakers. Our hypothesis does not provide a priori
predictions about what particular speaker characteristics (age,
gender, race, dialect, etc.) will lead to differing semantic as-
sociation; we thus chose two speakers who differ across many
social categories. Speaker J is an African-American man in
his early 80s, and speaker M is a White American woman
in her late 30s. J was raised in the Southern United States,
and M in a Northern US city, raising the possibility of dialect
differences, but both produced word tokens in a Mainstream
American English register.

Methods
Participants were recruited via Amazon’s Mechanical Turk
(MT) online survey system, and were directed to a webpage
containing an in-house presentation script. After a slide of in-
structions, participants clicked through a series of individual
pages, one for each prompt word; on each page, they clicked
a button that played the prompt word, and then typed the first
word that came to mind into a text box before continuing
to the next slide. Each participant heard either speaker J or
speaker M.

Stimuli Speakers J and M each read a list of 262 words;
these words were chosen randomly, with no attempt to choose
words that would specifically elicit different semantic asso-
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ciates (e.g., depending on speaker gender). The stimuli words
were a mix of nouns, adjectives, and verbs.

Participants 200 subjects with U.S. IP addresses partici-
pated via MT; 100 subjects heard words produced by speaker
J, and 100 heard words by speaker M. 9 sets of results were
excluded because subjects did not complete the task (all for
speaker J), and 4 subjects were excluded for not being native
speakers of English (1 from speaker J, 3 from speaker M),
leaving a total of 187 sets of responses (90 to speaker J, 97 to
speaker M). The remaining participants had a median age of
31 years and were 55% female (with marginally more women
than men responding to speaker J).

Data clean-up Responses were spell-checked via a
semi-automated process: a Python script automatically
spellchecked the responses while outputting a log of changes,
then a human annotator reviewed the log and manually fixed
incorrect changes. Nominal and verbal morphology was re-
moved using the WordNet stemmer in the NLTK Python
package (Bird, Klein, & Loper, 2009).

Results

We define the top associate, for a given prompt and a given
speaker, as the response that was given most frequently to that
prompt spoken by that speaker. Overall, 183 prompts (69.8%)
resulted in exactly the same top associate set (including ties
for the top associate) for both speakers; 203 prompts (77.5%)
resulted in top associates (or, including ties, sets of top as-
sociates) with at least one response that was the same across
speakers. Thus, 22.5% of prompts resulted in different top
associates, depending on the speaker.

These differences were difficult to attribute to any one dif-
ference in the speakers’ voices: a small number of the top-
associate differences might be attributable to the different
speakers’ sexes (e.g., “yeast” in speaker J’s voice yielded the
top associate ”bread”, but in speaker M’s voice yielded “in-
fection”), but most were relatively uninterpretable (e.g., for J
and M, respectively: “question” yielded “answer”/“mark”).
Further research into responses that differ across sex, age,
dialect region, and other characteristics would be welcome;
however, to avoid speculation about the particular differences,
and to determine whether the responses were truly speaker-
dependent, we analyzed the results at a more general level by
randomly resampling responses.

Random resampling of responses The observation that
22.5% of prompt words resulted in a different top associate,
depending on the speaker, is not meaningful without a basis
for comparison: is this proportion greater than the proportion
of responses that would differ within a single speaker, sim-
ply due to random variation in the response frequencies? We
estimate a baseline difference proportion by randomly resam-
pling from our observed response distributions, both within-
and between-speakers. For the within-speaker baselines, we
take all of the responses to a given speaker and randomly
split them in half (or approximately in half; see below); we

choose two new “top associates” for each prompt based on
this split, and compare them to each other to estimate the pro-
portion of different top associates. We contrast this with the
across speaker baseline, where we randomly resample from
both speaker J and speaker M and compare the new “top as-
sociates” across speakers. Because agreement on the top as-
sociate increases with the number of subjects in the sample,
we always sample subject groups of 45 (the largest possible
number, due to the 90 responses to speaker J).

After 1000 iterations of random resampling, we find that
the across-speaker differences are robustly larger than the
within-speaker differences. The results are displayed in
Figure 1. Across-speaker comparisons yield a difference
proportion with a mean of 0.283 (σ̂ = 0.022), compared
to within-speaker means of 0.274 for J (σ̂ = 0.018) and
0.266 for M (σ̂ = 0.021). The across-speaker difference
was significantly higher than the within-speaker differences
(t(1815.0) = 16.05, p < 0.001). There was also a significant
difference in agreement rates across the within-speaker con-
ditions (t(1954.4) = 9.9, p < 0.001), with speaker J yielding
significantly higher within-speaker disagreement rates than
speaker M. This result is corroborated by a log-log model of
target frequency by rank, in which speaker M elicits a higher
frequency intercept (at the most common responses to her
prompts) than speaker J.
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Figure 1: Proportion of different top associates in three types
of random resampling: between-speakers, within-speaker
(speaker J), and within-speaker (speaker M). The between-
speakers condition yields higher disagreement on top asso-
ciates than either within-speaker condition.

Discussion
The results of this experiment suggest that there are seman-
tic associations that are differentially cued by speaker-specific
phonetics. When responses to a set of prompt words are com-
pared across speakers, there is significantly more disagree-
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ment (in terms of the most common response) than when re-
sponses are compared within each individual speaker.

An unexpected result is that there is more agreement on
“what first comes to mind” when a prompt word is spoken by
speaker M, relative to when it is spoken by speaker J: The ran-
dom resampling analysis indicates that, across prompt words,
responses to speaker M exhibit fewer differences in what con-
stitutes the most frequent response; listeners are more likely
to give the same response to speaker M’s prompts, while re-
sponses to speaker J’s prompts are more varied.

Experiment 2
The results from Experiment 1 support the hypothesis that
speaker-specific information influences semantic interpreta-
tion, at least in self-reports of what words first came to lis-
teners’ minds. The response frequencies derived from this
type of free association task are typically thought to be (or,
at least, to be related to) the strength of association between
words in the mental lexicon. If this is the case, we would ex-
pect to find evidence for speaker-specific associations in an
online task sensitive to meaning.

In this experiment, we investigate listener reactions to tar-
gets when preceded by primes, based on the top associate
results found in Experiment 1. We augment this standard
cross-modal semantic priming task with our factor of inter-
est: the spoken primes are produced by both of the speakers,
and the targets are the speaker-specific responses that were
observed in Experiment 1. In other words, we compare lis-
teners’ reaction times, in a lexical decision task, to the tar-
get “infection” when preceded by the prime “yeast” produced
either by speaker M (speaker match) or speaker J (speaker
mismatch); we similarly compare reaction times to the target
“bread” when primed by “yeast” spoken by M (mismatch) or
J (match).

It is important to note that, unlike typical semantic priming
studies which compare related and unrelated primes, we are
comparing two related primes across speakers. We expect re-
latedness priming as a baseline, but additionally predict that
priming is affected by the association strength (operational-
ized as the response frequency from Experiment 1) that is
specific to the speaker of the prime.

Methods
Participants 48 monolingual speakers of American En-
glish participated in this study for pay. The participants were
all undergraduate students. None reported hearing-related is-
sues.

Stimuli We chose our prime-target stimuli from the results
of Experiment 1, using two criteria: (1) the prime (prompt)
yielded different top associate responses, depending on the
speaker, and (2) the top associate was given as a response to
the prompt by at least 20% of the participants in Experiment
1.

Design We used a cross-modal auditory-visual semantic
priming paradigm. Twenty-four critical prime-target triplets

(prime; J target; M target) were created based on the criteria
above. The design was within-subject with two experimental
conditions (VoiceMatch and VoiceMismatch) and two speak-
ers (J and M); Depending on the trial, listeners heard a prime
spoken by J and responded to a target that was a top response
to J (J-VoiceMatch) or to M (J-VoiceMismatch); or they heard
a prime spoken by M and responded to a target that was a
top response to J (M-VoiceMismatch) or M (M-VoiceMatch).
Four counterbalanced lists were created to ensure that each
target was preceded by a prime in each voice, with no sub-
ject responding to any prime or target more than once. Each
list of twenty-four critical items was augmented with twenty-
four unrelated (control) pairs, and forty-eight non-word tar-
gets preceded by a real-word prime.

Procedure Participants were run individually or in groups
of 2-3 in a sound-attenuated booth. Each trial consisted of
an auditory prime, a 100ms ISI, and a visual target. Listen-
ers were instructed to decide whether the visual target was a
word or pseudoword by pressing the correspondingly labeled
response button.

Results

Reaction times below 300ms and above 1101 milliseconds
(the latter equal to two standard deviations above mean log
reaction time) were excluded from all analyses. Initially, log-
transformed reaction times were subjected to mixed-effects
linear regression with main effects of condition (VoiceMatch
v. VoiceMismatch) and speaker (J v. M) and the interaction
of condition and speaker; we included a random intercept of
prime word, and a random slope of condition. The results
of this model were inconclusive: with the exception of the
intercept, all t-values were less than 1.0; we therefore cannot
reject the null hypothesis that the VoiceMatch condition and
the VoiceMismatch condition produce categorically different
priming effects.

Two factors led us to consider a second analysis. First, our
Experiment 1 found a difference in the associative strength of
top targets between speakers J and M; we may see a similar
speaker-specific response effect in the lexical decision task.
Second, and more importantly, each target word was asso-
ciated with its prime to some degree, even in the VoiceMis-
match condition where the target was not the most highly as-
sociated word given that prime and that speaker. In a meta-
review of semantic priming experiments, Lucas (2000) sug-
gests that strength and type of word association can affect
priming; we therefore want to consider association strength
as a continuous measure, and determine whether it has a
speaker-specific effect on reaction time.

To account for these two factors, we split our data based
on speaker: one data set (553 trials) contained responses to
targets preceded by speaker J, and the other (548 trials) con-
tained responses to targets preceded by speaker M. We fit two
separate models to each data set: one in which log reaction
time is predicted by the strength of the prime/target associa-
tion in speaker J’s voice, and one in which log reaction time
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is predicted by the strength of the prime/target association in
speaker M’s voice. We predict a gradient effect of speaker-
specific association strength: J’s association strength should
linearly improve reaction times to targets following primes
spoken by J, and M’s association strength should linearly
improve reaction times to targets following primes spoken
by M. We crucially predict that, despite the correlation be-
tween prime/target association strengths across speakers (as
calculated by the response frequencies from Experiment 1),
we should not observe M’s association strength affecting re-
sponses to J, or J’s association strength affected responses to
M.

All models include the maximal random effects, including
a random intercept of target and random slopes of associa-
tion strength (of either one or both speakers, depending on
model) by subject; random slopes of target are not justified
because each target has only one strength value per speaker.
Due to the moderate correlation of association strength across
speakers (Pearson’s r = 0.54,T (1099) = 21.5, p < 0.001)
model comparison was conducted using R’s anova() func-
tion: models containing only effects of one speaker’s associ-
ation strength were compared to a full interactive model of
both speakers’ association strength (with the interaction jus-
tified by that model’s better fit compared to a non-interactive
model, χ2(1) = 4.71, p = 0.03).

For the speaker J dataset, the model fitting log reaction
time to J’s prime/target association strength resulted in a log-
likelihood of 101.15, and the model fitting log reaction time
to M’s association strength resulted in a log-likelihood of
101.97; the full model resulted in a log-likelihood of 101.55.
When compared to the partial models, the full model did not
perform any better (full v. J: χ2(2) = 0.78, p = 0.67; full v.
M: χ2(2) = 0, p = 1), indicating that neither speaker’s asso-
ciation strength contributed anything more than the other’s.

For the speaker M dataset, the model fitting log reaction
time to J’s prime/target association strength resulted in a
log-likelihood of 97.157, and the model fitting log reaction
time to M’s association strength resulted in a log-likelihood
of 98.753; the full model resulted in a log-likelihood of
101.108. When compared to the partial model of M’s asso-
ciation strength, the full model did not perform significantly
better (full v. M: χ2(2) = 4.9, p < 0.1); however, when com-
pared to the partial model of J’s association strength, the full
model provided a significant increase in log-likelihood (full
v. J: χ2(2) = 7.9, p = 0.02), indicating that adding the partial
effects of M’s association strength improves the model con-
taining only the effects of J’s association strength. The partial
effects of J’s and M’s association strengths on reaction times
to M’s voice are displayed in Figure 2.

Discussion
This experiment tested whether listeners responded more
quickly to target words when the targets were preceded by
a spoken prime when the prime/target pair was the most
strongly associated pair for that particular speaker, as com-
pared to when the prime was spoken by a different speaker.
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Figure 2: Partial effects of J’s association strength (top) and
M’s association strength (bottom) on log reaction times when
primes were spoken in M’s voice.

We did not observe the expected categorical effect of voice
matching: listeners responded just as quickly to associated
prime/target pairs regardless of the specific speaker.

Because of the qualitatively different responses to speak-
ers J and M that we found in Experiment 1, and because of
the gradient differences in prime/target association strength
across speakers, we fit two sets of gradient models: one in
which each speaker’s association strength was used to pre-
dict reaction times following primes spoken by J, and one
in which each speaker’s association strength predicted reac-
tion times following primes spoken by M. We observed that
speaker-specific association strength significantly improved
within-speaker reaction times, but only for speaker M; no
model suggested a gradient effect of association strength to
speaker J’s voice.

General Discussion
The goal of this paper was to determine whether speaker-
specific phonetic cues affect the interpretation of spoken
words. In two different experiments, we establish that lis-
teners respond to spoken words in speaker-specific ways: in
the first experiment, the most common responses to spoken
words differed across-speakers to a greater extent than ex-
pected; in the second experiment, listeners responded to one
of our speakers in a way that depended only on that speaker’s
specific association strengths from the first experiment. We
thus found robust effects of speaker-specific word associa-
tions in both off-line (free association) and on-line (semantic
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priming) tasks.
Our two speakers differ along many dimensions that are

cued by phonetic details in speech – including age, race,
gender, and dialect background – making it difficult to in-
terpret the variety of speaker-specific semantic differences
we found. One particularly odd effect, consistent across
our experiments, is the asymmetry between our two speak-
ers. In the first experiment, speaker M’s voice prompted
significantly more agreement in the composition of top re-
sponses than did speaker J’s voice; listeners were more likely
to give the same response to prompts spoken by M, and gave
more varied responses to prompts spoken by J. We suggest
that this difference – particularly the possibility that listeners
have fewer unique word associations, and thus fewer seman-
tic competitors, to words spoken by M – explains why asso-
ciation strength played a role in Experiment 2 only for words
spoken by M.

A potential explanation for this asymmetry is that our sub-
jects may have more experience with the voice characteris-
tics of M – a younger, white, woman – than with those of J –
an older, African-American, man; this additional experience
with voices like M’s would lead to more robust activation of
lexical items and thus to greater priming in M’s voice. This
interpretation, however, cannot be verified without additional
research into how characteristics such as age, race, and gen-
der affect listeners’ reactions to these speakers, and a much
closer look at how these social characteristics relate to the
free responses to M and J. Future work will investigate these
characteristics and their effects on word associations in order
to better understand the free response results and the cross-
task asymmetry between our two speakers.

Our experiments provide evidence for a role of speaker-
specific phonetic information in semantic interpretation.
Across two experiments, single words robustly prompt dif-
ferent word associations depending on speaker; this interac-
tion cannot be accounted for by standard accounts of seman-
tic priming (which could handle word associations) or stan-
dard exemplar-based accounts (which could handle speaker
specific effects for individual words). These results require
a model of spoken word recognition which explicitly incor-
porates social information (as encoded by speaker-specific
acoustic cues) and linguistic information (including seman-
tic relatedness); a model like that of Sumner, Kim, King, and
McGowan (2014), for example, provides a framework for un-
derstanding how these two sources of information can interact
in spoken word recognition.
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Abstract 
The three-space theory of problem solving predicts that the 
quality of a learner’s model and the goal specificity of a task 
interact on knowledge acquisition: Learners having a good 
model should learn more with a nonspecific than a specific 
goal, which should not apply to learners having a poor model. 
This study tested this prediction using a computer based 
learning task on torques. Participants (N = 77 psychology 
students) either had to test hypotheses with a simulation of a 
lever system (nonspecific goal), or to produce given values 
for variables in this simulation (specific goal). In the good 
model condition but not in the poor model condition they saw 
the torque depicted as an area. Results revealed the predicted 
interaction. A nonspecific goal only resulted in better learning 
when a good model of torques was provided but not with a 
poor model. Our findings support the three-space theory. 
They emphasize the importance of understanding in studying 
problem solving and stress the need to study underlying 
processes. 

Keywords: goal specificity, problem solving, three-space 
theory, scientific discovery learning 

Introduction 

Explaining Goal Specificity Effects 
Multiple studies with a variety of tasks have demonstrated 
that people learn better when they work on tasks with 
nonspecific goals than on tasks with specific goals (e.g., 
Ayres, 1993; Geddes & Stevenson, 1997; Paas, Camp, & 
Rikers, 2001; Sweller & Levine, 1982; Vollmeyer & Burns, 
2002). For example, in Sweller and Levine’s finger maze 
task the blindfolded participants either had one finger at the 
finish point (i.e., specific goal) or had no information about 
the location of the finish point (i.e., nonspecific goal). Those 
with the nonspecific goal performed better. In this paper we 
will try to clarify the mechanism underlying goal specificity 
effects and in doing so explain and test a theory of when 
nonspecific goals will and will not help learning. In 
particular this theory emphasizes the role of the participants’ 
general understanding of the task, which we refer to as their 
model. 

A possible mechanism for the goal specificity effect 
draws on Cognitive Load Theory (Sweller, 1988; Sweller, 

Ayres, & Kalyuga, 2011). Sweller proposed that when a 
specific goal is given people tend to use means-ends 
strategies to solve the task; that is, they try to reduce the 
difference between the current state and the goal state. Thus, 
they have to keep in memory a lot of information, such as 
the goal state, the actual state, the relation between these 
states, and potential sub goals, which leads to high cognitive 
load (Ayres & Sweller, 1990; Owen & Sweller, 1985; 
Wirth, Künsting, & Leutner, 2009). As a consequence a 
reduced amount of working memory is available for 
learning through schema construction or concept 
development. In contrast, in tasks with nonspecific goals 
people do not need to make comparisons with a given goal 
state. Therefore cognitive load is lower, and thus capacity 
for learning is increased. 

Our own explanation for the mechanism by which goal 
specificity affects learning emphasizes that the nature of the 
goal alters the strategy learners take. This perspective comes 
from dual-space theories of problem solving (Klahr & 
Dunbar, 1988; Simon & Lea, 1974), which describe 
problem solving as search of two interacting problem 
spaces: experiment space/instance space and hypothesis 
space/rule space. Experiment space contains all possible 
experiments that can be conducted within a task, that is, 
transformations of the task elements. Hypothesis space 
consists of all possible hypotheses or rules about the task. 
These can be tested by running experiments (i.e., movement 
in experiment space) and as a result of experimenting 
hypotheses can be confirmed or rejected and rules can be 
derived (i.e., movement in hypothesis space). From dual-
space theories it can be inferred that tasks with specific 
goals can be solved by moving in experiment space whereas 
nonspecific goals may encourage an additional search of 
hypothesis space. Indeed, it has been shown that nonspecific 
goals induce a search of hypothesis space in terms of 
hypothesis testing (Burns & Vollmeyer, 2002; Künsting, 
Wirth, & Paas, 2011). Learners who do not focus on 
reaching a given goal in experiment space are more likely to 
explore a task thoroughly by testing hypotheses, and this 
can explain their better learning results. 

A series of experiments have tested goal specificity 
predictions derived from dual-space theories (Burns & 
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Vollmeyer, 2002; Osman & Heyes, 2005; Vollmeyer, 
Burns, & Holyoak, 1996). Learners had to control a 
computer simulation of a linear system (e.g., biology lab or 
water tank) in which they could manipulate input variables 
that affect output variables. The links between those 
variables were unknown. The specific goal was to bring the 
system to specific values whereas the nonspecific goal gave 
them no values to reach but instead encouraged them to find 
the rules underlying the system. Learners with a nonspecific 
goal acquired a better knowledge of the system’s structure 
than learners with a specific goal. Similarly, giving learners 
a hypothesis to test led to better learning compared to 
learners who had the same amount of information but were 
not induced to test a hypothesis (Vollmeyer & Burns, 1996). 
These results can be interpreted in line with dual-space 
theories, supposing that nonspecific goals or hypothesis 
instruction induce search of hypothesis space and thus lead 
to better learning. So the mechanism through which a 
nonspecific goal improves learning is its encouragement of 
search of hypothesis space. 

A Three-Space Theory 
The theoretical perspective of a nonspecific goal as 
encouraging search of hypothesis space led to an important 
question about goal specificity: Should hypothesis testing 
always produce better learning results? Indeed, recent 
studies suggest that the goal specificity effect is not 
uniformly found and might be reversed under certain 
conditions (Pretz & Zimmerman, 2009; Zanga, Richard, & 
Tijus, 2004). There may be situations in which search of 
hypothesis space is unsuccessful, thus nonspecific goals 
may not always facilitate learning. This could be the case 
for someone who starts with a hypothesis space that is 
limited to inappropriate hypotheses. To deal with this Burns 
and Vollmeyer (2000) suggested the theoretical framework 
of a three-space theory. This extended dual-space theories 
by proposing a third space, model space, which contains 
possible models of a task or a domain. 

Empirical evidence that led to the assumption of a model 
space came from studies of learning about linear systems. 
Burns and Vollmeyer (2002) found that some participants 
considered that there might be interactions between 
variables which was not the case. Thus, participants seemed 
to hold a certain model of linear systems which determined 
the hypotheses they took into account and thus defined their 
hypothesis space. 

The three-space theory assumes that model space 
determines hypothesis space just as hypothesis space 
determines the appropriate experiment space. Further we 
assume that for any task a learner always has some model of 
how it might work, but the quality of that model can vary. 
The current state in model space constrains hypothesis space 
and determines the hypotheses that are considered plausible 
to test, so a good model is one that provides a searchable 
hypothesis space containing the appropriate hypotheses. 
Thus, when search of hypothesis space is encouraged, either 
through a nonspecific goal or hypothesis instruction, an 

appropriate model provides a searchable hypothesis space. 
In contrast, an inappropriate (i.e., incorrect or incomplete) 
model can define a set of inapplicable hypotheses to test or 
simply a set of hypotheses too large to search effectively, 
and thus may be misleading and actually hinder learning. 

Our Hypothesis 
An implication of the three-space theory is that we would 
expect an interaction between the quality of a learner’s 
model and goal specificity, if the variation in model quality 
is great enough to have an impact on performance. When 
participants have a good model then their hypothesis space 
is searchable and thus encouragement to do so via a 
nonspecific goal should result in better learning than a 
specific goal, just as we have found before. However, when 
learners have a poor model then encouraging search of a 
poorly defined hypothesis space (via a nonspecific goal) 
should lead to little learning. Instead a learner with a poor 
model may be better off focusing on search of experiment 
space, which a specific goal would encourage. This is 
possible because a focused search of experiment space may 
yield more knowledge than would a haphazard search of 
experiment space produced by attempts to test the wrong 
hypotheses. So we predict an interaction between a 
manipulation of goal specificity and the manipulated quality 
of a learner’s model. Whether learners with a poor model 
would actually learn less with a nonspecific goal than a 
specific goal is hard to predict, because it may depend on 
characteristics of the task. For example, a task, in which 
simply pushing towards the goal helps performance, might 
benefit more from a specific goal than a nonspecific goal 
when the model is poor. It is also possible that if careful 
testing of experiment space could help formation of a better 
model, then such movement in model space would be more 
likely with a specific than a nonspecific goal. Confirmation 
of such an interaction prediction would support the three-
space theory and have implications for when different goals 
lead people to learn most effectively. 

To test our interaction hypothesis we used a task in which 
participants manipulate a simulated system of levers and 
forces in order to learn about torques. Kistner, Burns, 
Vollmeyer, and Kortenkamp (2014), using a similar task, 
found that people had different levels of understanding of 
how such systems work, so such a task should be amenable 
to manipulation of a participant’s model quality. In addition 
we found that we could manipulate goal specificity by either 
giving participants a set of questions to answer (specific 
goal) or asking them to test hypotheses (nonspecific goal). 

We tested the interaction hypothesis, which in terms of 
this task was that on a posttest there would be an interaction 
between a manipulation of model quality and goal 
specificity such that participants given a good model would 
learn more with a nonspecific than a specific goal whereas 
those given a poor model would not be affected by goal 
specificity. 
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Method 

Participants 
Participants in the study were 99 first year psychology 
students at the University of Sydney who took part for 
partial course credit. All of the participants had studied 
some physics at high school (64% as part of compulsory 
science classes up to Year 10, 24% chose to study it in the 
last two years of high school, 12% at university). In this 
experiment participants were supposed to work with an 
unfamiliar task to acquire new knowledge in a physics 
domain, so those with high initial knowledge could not be 
expected to gain much from working with our task. 
Therefore we could not test the impact of our manipulations 
on their posttest level. For this reason participants who 
scored high in a pretest (described below) were identified. 
High was defined as one standard deviation above the mean, 
so the 22% scoring more than 3 out of 7 points were 

excluded from further analyses. The resulting sample of 77 
participants had a mean age of 19.94 (SD = 4.65) and 74% 
were female. 

The Computer Simulation 
Participants worked with a computer simulation of a lever 
system (see Figure 1), which was created with the 
interactive geometry software “Cinderella” (Richter-Gebert 
& Kortenkamp, 1999). The simulated lever system consists 
of two lever arms (l1 and l2) on both sides of a fulcrum (A) 
and two forces (F1 and F2). The left side of the lever 
system, consisting of Lever Arm l1 and Force F1, is shown 
as inside a torque meter (grey box). Lever Arm l1 is fixed to 
be 8m in length and the Force F1 adjusts automatically in 
order to keep the lever system balanced as features on the 
right side of the lever system are manipulated. Outside the 
grey box the lever system continues with Lever Arm l2 and 
Force F2.  

 

 

 
 

Figure 1. Illustration of the computer simulation of a lever system. The upper panel shows the simulation in the poor model 
condition. The basic setting of the simulation is shown. The lower panel shows the simulation in the good model condition. 

Lever curve and rope length have been manipulated in this setting. 
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The characteristics of Lever Arm l2 and Force F2 can be 
manipulated by six controllers next to the lever system. 
They allow for adjusting: (1) The length of Lever Arm l2: 
Lever Arm l2 can be made longer or shorter. (2) The 
magnitude of Force F2: Force F2, depicted by the arrow, 
can be made stronger or weaker, which is represented by 
increasing or decreasing the length of the arrow. (3) The 
length of a rope that can be fixed at Point B: By using this 
controller it is possible to integrate a rope into the lever 
system that applies at Point B. Force F2 then is no longer 
applied at Point B, but instead at the end of the rope (see 
Figure 1). (4) The degree of the lever curve: Lever Arm l2 
can be curved by using this controller (see Figure 1). (5) 
The angle of Lever Arm l2 in relation to Lever Arm L1: In 
both panels of Figure 1 l2 is horizontal with l1 but it can 
also be angled upwards or downwards. (6) The angle of 
Force F2 in relation to Lever Arm l2: In both panels of 
Figure 1 F2 pulls in a downward vertical orientation but it 
can also pull in different directions.  

When doing manipulations by using the controllers, the 
values for torque and Force F1 shown in the torque meter 
adjust. Thus, participants can observe the effects of their 
manipulations. By working with this simulation participants 
could acquire some understanding of the domain of torques 
and learn about the variables that determine torques. 

Research Design 
The study followed a 2 (goal specificity: specific goal 

[SG] vs. nonspecific goal [NSG]) x 2 (model quality: good 
vs. poor) design. Participants were randomly assigned to 
one of the four conditions: nonspecific goal with good 
model (NSG/good, n = 20); nonspecific goal with poor 
model (NSG/poor, n = 21); specific goal with good model 
(SG/good, n = 15); and specific goal with poor model 
(SG/poor, n = 21). 
Goal specificity manipulation To vary goal specificity 
participants received two different task assignments. The 
aim of the SG condition was to induce search of experiment 
space, so in this condition participants received seven tasks 
incorporating 16 subtasks on paper sheets. For each task, 
participants first had to adjust the variables in the computer 
simulation according to a given basic setting. Then, they had 
to manipulate the simulation in a specific way, for example, 
to produce certain values for given variables, to read 
resulting values for other variables and to write them down 
in tables provided on their sheets. An example task was 
“Try to adjust force F1 in the torque meter to a value of 5 by 
varying lever arm l2 and force F2. Then, try to adjust it to a 
value of 7. In each case read the approximate values for l2 
and F2 and enter them in the table below.” The seven tasks 
were chosen in a way that they covered all relevant aspects 
that could be discovered with the simulation. 

The aim of the NSG was to induce search of hypothesis 
space. The participants’ task was to formulate and write 
down hypotheses about relationships between the variables 
in the computer simulation and to test them using the 
simulation. Therefore they got an overview of all variables 

and a short introduction on how to formulate the 
hypotheses. Participants wrote down their hypotheses on the 
provided sheets of paper. After testing each hypothesis they 
could mark whether it was confirmed, disproved, or needed 
further investigation. 
Model quality manipulation To implement variation in 
model quality participants worked with two different 
versions of the computer simulation. From Kistner et al. 
(2014) we knew that a good model of torques in the context 
of similar simulations is conceptualizing torque as the area 
of the parallelogram spanned by force and lever arm. Thus, 
in the good model condition this parallelogram was depicted 
in the simulation as a red area, which adjusted when 
variables were manipulated (see Figure 1). So, participants 
could directly observe how the torque was affected when 
they worked with the simulation. Furthermore, when being 
introduced to using the simulation participants were 
informed that the red area was equal to the torque and that 
for a lever to be balanced the torques on both lever arms 
must be equal. This information was missing in the poor 
model condition, which also did not depict the area of the 
parallelogram spanned by force and lever arm (see Figure 
1). 

Assessment Instruments 
Knowledge tests A pretest similar to the one in Kistner et 
al. (2014) was used. This contained four items on factual 
knowledge about torques (Cronbach’s α = .63). Examples 
are participants being asked to state the meaning of the term 
torque and being asked to compute the torques of a given 
lever system. Participants could score up to seven points in 
the pretest. The 17 items of the posttest (Cronbach’s 
α = .80) were of different formats. In addition to the four 
items of the pretest it included 11 multiple choice items that 
presented a specific setting of the computer simulation 
shown in a picture above. Every item began with a 
prediction, for example, “If force F2 increases, then …”, 
and participants could choose from among four statements 
to complete the prediction. In another multiple choice item 
participants had to choose the correct formula(s) for the 
lever rule. Finally, they were asked to state a formula for 
calculating torques. The posttest had a maximum score of 
33 points. 
Manipulation check A manipulation check tested whether 
participants in the good model condition adopted the 
intended model of torque as the area of the parallelogram 
spanned by force and lever arm. Therefore, participants 
were given two figures like Figure 1 (without the red area) 
with the controllers set a certain way, and for each they 
were asked to do three tasks: (1) to draw the torque area 
onto the figure, (2) to compute the torque area, and (3) to 
state the torque magnitude. A maximum of nine points 
could be scored (across all components, Cronbach’s 
α = .87). 
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Procedure 
Participants began by completing the pretest. Then they read 
short introductions to important terms in the context of 
torques (i.e., force, lever, and torque) and were shown a 
graphic of the simulation with an explanation of how to use 
it. Participants then had 30 minutes to work with the 
simulation according to their condition. Participants could 
not proceed until this time was over and they were prompted 
to continue working until the end. Afterwards, they filled 
out the posttest and completed the manipulation check. 
Altogether the procedure took about 60 minutes. 

Results 

Manipulation Check 
To check whether our model quality manipulation was 
effective we first examined the manipulation check. 
Participants in the good model groups obtained significantly 
higher scores (M = 2.54, SD = 3.21) for drawing and 
computing torque parallelograms than participants in the 
poor model groups (M = 0.43, SD = 1.55), F(1,75) = 14.26, 
MSE = 5.99, p < .001, η2 = .16. This is evidence that the 
manipulation indeed provided participants in the good 
model group with the model of torques as the area of a 
parallelogram. 

Testing our Hypothesis: Interaction Between Goal 
Specificity and Model Quality 
Based on the three-space theory we predicted that the effect 
of goal specificity would interact with model quality such 
that the difference in performance in the posttest between 
the good model condition and the poor model condition 
would be higher with the NSG than with the SG. 

 
Table 1: Descriptive statistics of pre- and posttest for each 

of the four groups. 
 

 NSG/ 
good 

NSG/ 
poor 

SG/ 
good 

SG/ 
poor 

 M (SD) M (SD) M (SD) M (SD) 
Pretest 1.20 

(1.11) 
0.71 

(0.90) 
0.87 

(1.06) 
0.57 

(0.87) 
Posttest 16.85 

(6.12) 
10.33 
(4.22) 

12.93 
(2.94) 

12.43 
(4.01) 

 
Table 1 shows the results of the four groups in the pre- 

and the posttest. The groups did not differ in their pretest 
scores (no main effects, no interaction effect, all ps > .05). 
Figure 2 illustrates for the posttest the significant interaction 
found with a two-factorial ANOVA between goal specificity 
and model quality, F(1,73) = 8.24, MSE = 20.70, p = .005, 
η2 = .10. Participants with a good model performed better in 
the posttest when they worked with a NSG compared to a 
SG, F(1,33) = 5.21, MSE = 25.26, p = .03, η2 = .14. For 
participants in the poor model conditions goal specificity 
did not make a difference with regard to the posttest, 

F(1,40) = 2.72, MSE = 16.95, p = .11. Looked at another 
way, for participants given a NSG model quality had a large 
impact on the posttest, F(1,39) = 15.87, MSE = 27.42, 
p = .001, η2 = .29, whereas for those given a SG model 
quality was irrelevant, F(1,34) = 0.17, MSE = 13.00, 
p = .68. 

Thus, the results were in line with our hypothesis of an 
interaction between goal specificity and model quality: 
encouragement to search hypothesis space (via a NSG) only 
appeared to help learning when the learner’s model was 
good enough for the hypothesis space to be relatively easily 
searchable. 

 

 
 

Figure 2. Mean posttest scores for each of the four groups 
with standard error bars. 

Discussion 
We started with the question of do nonspecific goals always 
help learning? We found that participants with a good model 
differed in their knowledge acquisition depending on their 
goal specificity, whereas goal specificity played little role 
for participants learning with a poor model. A good model 
should help nonspecific goal learners to develop more and 
better suited hypotheses and therefore they acquire more 
knowledge when encouraged by a nonspecific goal to test 
hypotheses. However, with a poor model a nonspecific goal 
might even hinder knowledge acquisition as nonspecific 
goal learners can get stuck with inappropriate hypotheses. 
Such a negative effect of a nonspecific goal was evident in 
the mean knowledge scores but was not statistically 
significant.  

Our results are in line with the three-space theory from 
which we derived the hypothesis on the interaction between 
the experiment, hypothesis and model spaces. In this theory 
hypothesis testing (i.e., search in hypothesis space) is not 
always more advantageous than pure experimenting (i.e., 
search in experiment space), it depends on model quality. 
Moreover, this study emphasizes that it is not manipulating 
goals per se (i.e., goal specificity) that is responsible for 
learning; instead it depends on the underlying processes.  
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A limitation of the study was that we examined only one 
outcome variable, which was the score in a knowledge test. 
From the expected difference in knowledge we conclude 
that learners with a good model and a nonspecific goal had 
more effective hypothesis testing than learners with a poor 
model and a nonspecific goal. However, we had no direct 
indicator of the learning processes that we were postulating. 
Future research using this task should include mediating 
indicators for the effect of goal specificity and model quality 
on learning outcome. 

If generalizable, the model quality by goal specificity 
interaction has practical implications for learning. Learners 
will always have some model of any task they are given, no 
matter how impoverished it is. Such initial models can be 
expected to vary as they will depend on a learner’s prior 
knowledge. The model by goal specificity interaction 
suggests that prior knowledge may interact with other 
manipulations if those manipulations affect how the learner 
approaches the task. Therefore, the same intervention could 
improve learning for one person and be detrimental for 
another. Thus, the learners’ prior knowledge needs to be 
taken into account when deciding how best to design a 
learning task. 
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Abstract
The actions of a rational agent reveal information about its
mental states. These inferred mental states, particularly the
agent’s intentions, play an important role in the evaluation of
moral permissibility. While previous computational models
have shown that beliefs and desires can be inferred from be-
havior under the assumption of rational action they have crit-
ically lacked a third mental state, intentions. In this work, we
develop a novel formalism for intentions and show how they
can be inferred as counterfactual contrasts over influence dia-
grams. This model is used to quantitatively explain judgments
about intention and moral permissibility in classic and novel
trolley problems.
Keywords: moral judgment; social cognition; intention; the-
ory of mind; influence diagrams; counterfactuals.

Introduction
Our actions often have multiple effects, whether it’s creating
a small amount of pollution in order to pick up groceries or
making trade-offs between civilian deaths and military objec-
tives during a war. Did the general try to achieve the military
objective even at the cost of civilian lives or did his plan use
civilian deaths in order to demoralize the enemy? The ability
to distinguish between the effects an agent intended versus
those that were side-effects are critical in general for social
cognition and in particular for assigning responsibility and
assessing moral permissibility. Our goal here is to understand
these processes in computational terms.

Reasoning about the intentions of other agents relies on
theory of mind, the capacity to infer an agent’s underlying
mental states such as beliefs and desires from her actions.
Recently, a lot of progress in computational modeling of the-
ory of mind has been made by formalizing lay intuitions that
other agents act as rational actors who maximize expected
utility subject to their beliefs. A Bayesian observer can then
invert the agent’s planning process and reason about the like-
lihood of certain beliefs and desires given the agent’s actions
(Baker, Saxe, & Tenenbaum, 2009; Jern & Kemp, 2011).

Although most computational accounts of theory of mind
have focused on desires and beliefs, intentions are a third
mental state thought to be particularly useful. Intentions can
be thought of as plans of action that an agent commits to,
chosen in order to bring about its desires given its beliefs
about the causal structure of the world (Bratman, 1987; Malle
& Knobe, 1997). It is hypothesized that the ability to rea-
son about and with the intentions of others is one the key
factors that enables the sophistication of human social be-
havior (Tomasello, 2014). They are also an important input
into the evaluation of moral permissibility such as the doc-
trine of double effect’s requirement against intending harm
(Mikhail, 2007; Cushman, 2013; Waldmann, Nagel, & Wieg-
mann, 2012; Crockett, 2013; Greene, 2014). The relationship

(a)!

P1-P5!P6!

A1!

A2!

P1-P5!

A1!

P6!

P1-P5!

P6!

A1!

(b)! (c)!
Figure 1: Schematic representation of trolley track geometries: (a)
side track, (b) loop track and (c) side-side track.

between intentions and outcomes is complicated by the fact
that it is possible to do the right thing for the wrong reasons
(Scanlon, 2009).

Here we investigate a novel computational representation
for reasoning about other people’s intentions based on coun-
terfactual contrasts defined over influence diagrams. This
model can distinguish between intended outcomes and un-
intended side effects as well as represent the future-oriented
aspect of intentions as plans (Bratman, 1987). We use this
model of intention inference as an input into a computational
model of moral permissibility and test how well the model ex-
plains both well-studied and novel trolley dilemmas. Before
describing our computational model, we motivate the model
with some examples.
Side track and loop track The canonical examples for the
role of intention in moral permissibility judgments are the
side track and loop track (Thomson, 1985). The side track,
shown in Figure 1a is a scenario where an out-of-control trol-
ley is heading towards five people. An agent is standing near
a switch (A1) which will turn the trolley from the main track
with five people on it (P1-P5) to a side track with one person
(P6). The loop track, shown in Figure 1b has a loop instead
of a split such that the trolley will continue on and hit the five
unless it hits the man on the looping track which would cause
the train to stop. Consider that in each of the situations, the
agent throws the switch.

Empirically, throwing the switch in the loop track is judged
less morally permissible than the side track (Mikhail, 2007).
Explanations of this finding usually draw on the agent’s in-
tention. In the side track, the agent neither intends the hitting
nor killing of the man on the side track while in the loop track
the agent does intend for the trolley to hit the man on the loop
but not his death.

Side-side track Following Bratman (1987), future-oriented
planning is an important aspect of intention. To probe this as-
pect of intention in permissibility we developed a novel track
geometry which requires inference over the full plan rather
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than just a single action. As shown in Figure 1c, the side-side
track scenario is similar to the side track except that the side
track has an additional side track with its own switch (A2).
Consider a situation in which there is one person on the main
track, five people on the side track and no one on the side-side
track. If the trolley is going down the side track, unless the
agent throws the second switch directing the trolley down the
side-side track, the trolley will continue and hit the people on
the side track.

We hypothesize that throwing the first switch is intuitively
morally permissible. How can this be explained even though
the trolley is now heading towards the five people? Since in-
tentions are forward-directed, they include the agent’s inten-
tion to throw the second switch, saving all the lives. Only if
the agent doesn’t intend to throw the second switch does the
action become impermissible. This case motivates the central
role of planning in our computational model. It is insufficient
to consider intentions as merely directed towards the effects
of a single action but rather the effects of the entire plan need
to be taken into consideration.
Joint inferences: norms, desires and intentions Infer-
ences about the intentions of an agent are often intertwined
with inferences about the agent’s desires and the social norms
to which those desires conform. We contrast a side track
dilemma that has one anonymous person on the main track
and two anonymous people on the side track with a dilemma
we call brother track where the agent’s brother is on the main
track and there are two anonymous people on the side track.

In the first dilemma participants rate throwing the switch
to be highly impermissible (as shown below) while in brother
track, participants rate throwing the switch to be permissible.
When the agent throws the switch in the first case, partici-
pants infer that the agent intended to kill the two people. In
brother track, participants infer that the agent is following a
norm to value loved ones more and doesn’t intend to kill the
two people on the side track. In a variant of brother track, the
brother is on the side-track and two anonymous people are on
the main track. If the agent throws the switch, we may infer
that the agent followed a norm that all lives should be valued
equally, or. . . she might not value all lives equally, she just in-
tended to kill her brother! To infer the intended consequences
and judge moral permissibility thus requires jointly inferring
the agent’s desires and the norms that guided their actions.

Computational Framework
Our computational approach has two parts. The first is a com-
putational account of intention inference and the second uses
this account to model permissibility judgments. The model
is presented to capture the real-world richness of intentional
planning and has greater generality than is needed for our ex-
amples.

Our representation of intentions is based on influence di-
agrams (ID). Influence diagrams are similar to Bayes nets
and were used previously to capture reasoning about what
other agents know and want during decision-making (Jern &
Kemp, 2011). Solving an ID yields an optimal policy (σ∗):

the actions the decision-making agent needs to take to maxi-
mize her expected utility. We show how the ID and the policy
can be used together to compute foreseen outcomes: the most
likely outcome of the agent’s policy. Using a counterfactual
criterion, we refine the foreseen outcomes into a subset of
outcomes that are intended.

Overall, we aim to capture that intentions: (1) are partial
plans with means-ends correspondence, (2) predict the ex-
pected effects of actions, (3) can distinguish between out-
comes that the agent is committed to bring about and those
that are side-effects, (4) are future-oriented, (5) give reasons
for action and are hence inputs to further practical reasoning
such as moral permissibility (Bratman, 1987). Indeed, one
practical reason for the centrality of intentions in folk psy-
chology is that knowing an agent’s intentions allows one to
predict how the agent will behave and why.

We then show how an observer with uncertainty about the
desires and norms of the agent can rationally update his be-
liefs about the agent by inverting the planning process us-
ing Bayes’ rule, and finally, can use these inferences to make
judgments about moral permissibility.

Influence diagrams

Our notation follows Koller and Friedman (2009). An influ-
ence diagram ID is a directed acyclic graph over three types
of nodes: state nodes (depicted as circles, X ), decision nodes
(depicted as rectangles, D), and utility nodes (depicted as di-
amonds, U). Directed edges between nodes determine causal
dependencies. State and utility nodes take values that are a
function of the structural equations and depend on the values
of their parents, while the value of decision nodes are chosen
by the decision making agent such that expected total utility is
maximized. Let σ∗ be the policy that maximizes the expected
total utility of ID:

σ
∗ = arg max

σ

EU[IDσ]

where EU[IDσ] is the expected total utility of following policy
σ in ID. Each policy σ, is a setting of the decision nodes to
a chosen value. To calculate expected utility for a policy, let
ζ be an outcome, the setting of each of the state, utility and
decision nodes in ID to a value. For a node Z ∈ ID, ζZ is
the value of node Z in outcome ζ. Thus the expected utility
of policy σ can be calculated by averaging the total utility of
an outcome U(ζ), weighted by the likelihood of that outcome
under the policy P(ζ|IDσ) for each possible outcome:

EU[IDσ] = ∑
ζ

P(ζ|IDσ)U(ζ)

U(ζ) = ∑
V∈U

ζV

P(ζ|IDσ) = ∏
X∈X

P(X |PaX ,σ)

where PaX are the parents of node X . Thus the ID represen-
tation concisely factors the agent’s decision problem into in-
dividual states, decisions, sources of utility and the structural
equations that define the dependence relations between them.
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Defaults are encoded by requiring any policy that changes the
value of a decision node away from its default value to incur
a small utility cost (not shown in figures).

See Figure 2a for an influence diagram representation of
the side track dilemma shown in Figure 1a. The only decision
in the policy is the choice to throw the switch A1. This action
determines whether the trolley goes down the left track (TL)
track or right track (TR) which determines which people are
hit and killed affecting the decision maker’s utility.

Intention
We now build on the ID representation to first extract the best
foreseen outcomes of the optimal policy and then refine the
best foreseen outcomes into an intention which excludes out-
comes that were unintended.

Definition 1. The best foreseen outcome F is the outcome
with the highest expected utility that can be foreseen by the
agent acting under the optimal policy:

F = arg max
ζ

U(ζ)P(ζ|IDσ∗)

F captures all the consequences that the agent can opti-
mistically foresee happening as a result of her policy but does
not include any backup plans or other types of conditional
contingent plans. The decision to choose only a single fore-
seen state is motivated by efficient planning algorithms which
plan only on likely states and replan if necessary rather than
directly planning for every contingency (Platt, Tedrake, Kael-
bling, & Lozano-Perez, 2010). Specifically, if we assume that
number of lives maps to utility, the foreseen effects of throw-
ing the switch in side track are that the 5 people on the main
track will not be hit by the trolley and live, generating 5 utility
while the person on the side track will get hit by the trolley
and die generating -1 utility for the decision-maker. This is
shown in Figure 2b where each node is assigned to its fore-
seen value (shown in bold) under the policy of throwing the
switch.

While foreseen outcomes optimistically describe the con-
sequences of an action and are brought about “intentionally”,
not all foreseen consequences are intended by the decision
maker (Bratman, 1987). Analogously in causal reasoning,
not all of the factors which influence an outcome are judged
by human participants to be causes of an observed outcome.
This has led to the development of computational models of
actual causation which try to model the commonsense no-
tion of causality through counterfactual reasoning (Halpern
& Pearl, 2005). This formalism has successfully captured
aspects of empirical attribution of responsibility (Lagnado,
Gerstenberg, & Zultan, 2013; Sloman, Fernbach, & Ewing,
2012). We propose that a similar model can distinguish an
agent’s intended outcomes from foreseen outcomes. Specifi-
cally, intended outcomes are the subset of foreseen outcomes
that the choice of the optimal policy (σ∗) counterfactually de-
pends upon. We generalize Halpern and Pearl (2005) to de-
cision problems where outcomes are the policies determined
by planning:

Definition 2. An intention I is a subset of nodes and their
corresponding values such that the following conditions are
satisfied:

1. Nodes in I take on values foreseen under σ∗.

2. Let ID\I be a counterfactual influence diagram that is ID
with the nodes in I removed. I are intended if σ∗\I 6= σ∗,

i.e., the optimal policy for ID\I is different from the optimal
policy for the original influence diagram ID.

3. The sets of nodes in I are a minimal subset, i.e., there are
no smaller subsets of intended nodes, which when removed
would also satisfy 2.

The intention I for the side track is shown in Figure 2c
by the nodes and values highlighted in gray. The decision to
throw the switch does not depend on the values for hitting and
killing the person on the side track (P6) and the loss of util-
ity that resulted. Even if those nodes were removed from the
influence diagram the agent would have still acted the same.
Thus those nodes are side effects of the action. In contrast,
if the nodes that correspond to the states and utility of the
people on the main track were removed, the agent would not
have thrown the switch. Since the policy with the nodes re-
moved is not equal to the policy for the full ID, those nodes
and their values are treated as intended. We only consider the
removal of nodes. However, capturing other aspects of in-
tention may require counterfactual perturbations to the utility
values rather than removal (Gerstenberg, Goodman, Lagnado,
& Tenenbaum, 2015).

Our representation of intentions as counterfactuals over in-
fluence diagrams satisfies the five aspects of intentions we
aimed to capture: (1) I is a partial plan than contains future
expected actions, (2) the outcomes in I are the expected result
of the plan, (3) I distinguishes between intended outcomes
the agent is committed to bring about and side effects, (4) I
contains future-oriented policy information, (5) the nodes and

(a)! (b)! (c)!

Throw A1? 
Yes !

TL or 
TR? TR!

Hit P6? 
Yes!

Hit P1-
P5? No!

U1-U5: 
5!

U6: !
-1!

Kill P1-
P5? No!

Kill P6? 
Yes!

Throw A1? 
Yes !

TL or 
TR? TR!

Hit P6? 
Yes!

Hit P1-
P5? No!

U1-U5: 
5!

U6: !
-1!

Kill P1-
P5? No!

Kill P6? 
Yes!

Throw A1? !

TL or 
TR? !

Hit P6? !Hit P1-
P5? !

U1-U5! U6!

Kill P1-
P5? ! Kill P6?!

Figure 2: An influence diagram (ID) representation of intention. (a)
The ID for the side track decision dilemma. (b) The foreseen out-
comes F . Each node is set to the best value possible under the policy
of throwing the switch (shown in bold). (c) The intention I is shaded
in gray. Like the foreseen outcome, each node is set to its most likely
value under the policy, however only the nodes shaded in gray and
their values are intended by the agent.
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Norms! Desires!

Throw A1? Yes !

TL or 
TR? TR!

Hit P6? 
Yes!

Hit P1-
P5? No!

U1-U5: 
5!

U6: !
-1!

Kill P1-
P5? No!

Kill P6? 
Yes!

Figure 3: Joint inference of intentions, de-
sires and norms. The nodes in the beige
box correspond to the influence diagram
the agent is planning over. The nodes
outside the box represent the observer’s
uncertainty over the agent’s desires and
norms. The observer can use this prior to
infer the agent’s intention (gray) from the
observation of a single action (black).

values in I give the reasons for the action. Thus I is a com-
pressed representation of the actions an agent plans to make
and their intended effects.

Joint inference of norms, desires and intentions
Inference of intention through the ID requires knowledge of
the agent’s desires and beliefs. However, observers often only
know these desires and beliefs with uncertainty such as in the
brother track examples in the introduction. The structure of
these priors gives the observer an expressive theory of mind,
capable of representing agents with both good and evil desires
or adherence to different norms. The observer’s beliefs about
the agent’s desires are modeled by introducing uncertainty
over the parameterization of the utility nodes. This uncer-
tainty induces a probability measure over IDs (shown in Fig-
ure 3) and since each ID has an intention under rational plan-
ning, it also induces a probability measure over intentions.
Given observation of an agent’s action(s) A, an observer can
rationally update his belief about the agent’s intentions I, de-
sires D and norms N using Bayes rule:

P(I,D,N|A) = P(A|I)P(I|D,N)P(D,N)/P(A)

Since P(A) cannot be analytically calculated we used re-
jection sampling to draw samples from P(I,D,N|A). We first
sample from the desire and norm distribution of the observer
P(D,N) which defines an influence diagram IDD,N . Planning
in this ID yields P(I|D,N). If the intended action is the same
as the observed action A we keep the sample which is a joint
distribution over the intention, desires and norms. If the in-
tended action is not A, the sample is discarded and the pro-
cesses is repeated.

In order to quantitatively predict observer’s judgments of
P(I,D,N|A) we must specify the structure of P(D,N), the
distribution over how the agent values the lives of the peo-
ple on the tracks. Let DT be the utility to the decision maker
of the nT people on track T not being killed. If kT =−1 then
the agent wants to kill the people on track T , if not, kT = 1.
kT is negative for all T with probability αb which means the
agent wants to kill as many as possible. Otherwise, kT =−1
for each track independently with probability αk.

When making decisions about brothers (or other loved
ones) we hypothesize that the decision-making agent might
apply one of two norms: all lives should be valued equally,
or loved ones should be valued more. This norm determines
whether a brother is valued to the agent more than an anony-

mous person. Let norm be true when the agent follows the
norm that loved ones should matter more which is true with
prior probability αnorm. If norm is true and the person on track
T is the agent’s brother, then the brother is counted as equal to
an αbro number of anonymous people and otherwise treated
the same as a single anonymous person. Finally, as is com-
mon in discrete choice, we include independent multiplica-
tive exponential noise eT for each track which captures other
unmodeled sources of variation including perceptual and val-
uation errors. Thus DT = nT kT eT for anonymous people and
brother when the norm is not followed and DT = αbrokT eT
when the norm to value loved ones more is true. While only
sketched here, these variables specify the structure of the ob-
server’s beliefs about the decision-making agent’s desires.

Moral Permissibility

Finally, we use the inference of intentions to model moral
permissibility. The trolley problem and its variants are well-
studied for probing the cognitive processes that generate
moral permissibility judgments. However, without a model
of graded intention it was not previously possible to quantita-
tively model these judgments. We consider three models: one
based on intentions, one based on differences in the number
of people who died and who survived, and a linear combina-
tion of the two.

Let per be the probability of finding the agent’s action
morally permissible. The first model only considers the
agent’s inferred intention to predict permissibility judgments.
The more likely the agent is inferred to have an intention to
harm the more likely the action is judged to be impermissible:

perintention = logit−1(1−P(Iharm = Yes|A))
where P(Iharm = Yes|A) is the probability that the agent is
inferred to have intended to harm someone given that they
took action A. The transform logit−1(x) = (1+exp(−α1(x−
α2)))

−1 with parameters α1 = 7 and α2 = 0.7 scale the in-
tention judgments onto permissibility. We compare this to
a model that predicts moral permissibility judgments based
only on the number of lives killed and saved:

perutility = logit−1(∆lives)

where ∆lives is the expected difference between the number of
lives saved and the number of lives lost and the logit param-
eters α1 = 0.3 and α2 = 0 scale ∆lives onto the unit interval.
Finally we consider a full model that weighs both intentions
and the difference between number of lives saved and lost:

perfull = w∗perintention +(1−w)∗perutility

Experiment and Results

We test the predictions of the model for the three examples
from the introduction. For the first two we consider only qual-
itative phenomena from the published literature. For the third
we conducted a large scale behavioral study varying the loca-
tion, number and identity of the people on the tracks.
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Figure 4: Influence diagram for the (a) loop track and (b) side-side
track with the intention shaded in gray and the action in black.

Side track and loop track As demonstrated before (see
Figure 2c), the model correctly predicts that hitting and
killing the man on the side track is unintended. In contrast, for
the loop track, when the man on the loop is hit but not killed,
the policy remains unchanged, so the model predicts that the
killing of the man is unintended. However, the model predicts
that hitting the man on the loop is intended since it is required
to stop the trolley from hitting the 5 on the main track. Thus
due to this difference in causal structure, the agent in loop
track intends to hit but not kill the man on the loop. Indeed
throwing the switch in loop track is found to be less permis-
sible than throwing the switch in side track. Given that ∆lives
is the same in both conditions suggests that the intention to
harm in the loop track case could account for this difference
as has been suggested in the literature (Mikhail, 2007).
Side-Side Track In the side-side track, the model predicts
that if the agent throws the first switch, her intention is to
also throw the second switch so that the trolley goes down
the side-side track and kills nobody. The model further pre-
dicts that both saving the person on the main track and the
5 people on the side track are intended since in both cases
they were counterfactually relevant to the policy: if the person
on the main track wasn’t there, the agent wouldn’t throw the
first switch. If the people on the side track weren’t there, the
agent wouldn’t have thrown the second switch (since throw-
ing switches has a small action cost associated with it).

The role of intention in evaluating permissibility is clear
here even though it plays a different role than in the loop
track. The ∆lives can only be calculated under the agent’s
future-oriented plan. Thus the intention captures a key as-
pect of the permissibility by requiring an inference over fu-
ture actions rather than through understanding which effects
are intended and which are side-effects.
Joint inference: desire and intentions
Experiment To investigate the ability of participants to
jointly infer the desires of the agent and her intention, we
consider a set of tracks with the same track geometry as in
Figure 1a but on each track there were either 1, 2 or 5 anony-
mous people or the agent’s brother. We considered all per-
mutations that had at least one track with a single person on

it (this excludes 2v5 and 5v2) yielding a total of 11 track
configurations. The tracks are presented in the format XvY
where X and Y are the number of people on the main and
side track respectively or are a ‘B’ if it’s the agent’s brother.
100 participants were recruited via Amazon Mechanical Turk
using psiTurk (McDonnell et al., 2012). On each trial, partic-
ipants read a standard story about the trolley dilemma based
on those in Mikhail (2007) but with the identity and number
of people varied to reflect the track configuration. After read-
ing the story, participants were asked to answer the following
questions with “yes” or “no”: “Was it morally permissible for
Hank to throw switch?”, “Did Hank throw the switch in or-
der to kill his brother/the man/the two men/the five men on
the side track”, “Did Hank throw the switch in order to not
kill his brother/the man/the two men/the five men on the main
track?” and then used a slider to answer “Hank most likely
believes:” where the edges of the slider were “all lives should
be valued equally” and “only loved ones should be valued”.
This data was collected as part of a larger experiment where
the agent either throws or does not throw the switch. Here we
only present the data for when the agent threw the switch.

Results Figure 5 shows the averaged participant responses
for moral permissibility. The following trends are apparent:
(1) the more lives saved and less lives killed the more per-
missible the action; (2) killing the brother was seen as less
permissible compared to killing an anonymous person for a
given number of lives saved; (3) saving the brother became
less permissible as the number of lives sacrificed grew. Fig-
ure 6 shows the averaged participant data for the intention to
kill those on the side track and intention to not kill those on
the main track. In all configurations, participants were more
likely to infer that the participant acted in order to save rather
than kill even though the action had both effects. This re-
flects the low prior probability on the agent desiring any of
the people’s deaths. The intention to kill was inferred to be
greatest when ∆lives ≤ 0 and when the agent switched the trol-
ley onto the track with the brother. The intention to not kill
those on the main track (right plot) followed a similar trend
corresponding roughly to the inverse of the intent to kill judg-
ments.

Figure 7 shows the averaged participant responses for the
agent’s relative belief between the two norms: “All lives
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Figure 5: Averaged participant responses for whether throwing the
switch was morally permissible. 5vB means 5 people on the main
track and the brother on the side track. Error bars in all figures show
a bootstrapped 95% confidence interval.
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Figure 6: Averaged participant responses for whether the agent threw the switch in order to kill the people on the side track (left) or not kill
the people on the main track (right). 5vB means 5 people on the main track and the brother on the side track.

should be valued equally” and “Only loved ones should be
valued”. When the brother is saved, participants inferred that
the agent is following the loved ones norm. When the brother
is killed, participants infer that the agent is following the all
lives equal norm. The more anonymous people killed, the
stronger the inference for the norm to treat loved ones spe-
cially.
Model Predictions The predictions of the computa-
tional model with parameters αk = 0.05,αb = 0.1,αnorm =
0.55,αbro = 30,w = 0.8 are shown in the above plots. Over-
all, the model fits the data with R = 0.97 and captured the
main trends described in the previous section. Several of
these free parameters do not significantly affect the quanti-
tative model fit although we include them since they are in-
terpretable and intuitive: there was a low prior probability
that the agent wanted to kill people and a high prior probabil-
ity of endorsing the loved ones norm. A reduced model that
only includes 3 of the above 5 parameters (αb = 0.15,αnorm =
0.55,αbro = 30) fit with R = 0.95.

Discussion
We developed a novel model for intention inference based on
counterfactual contrasts over influence diagrams. While we
are not the first to give a computational account of intention
(see e.g., Cohen and Levesque (1990)), our model is the first
probabilistic model based on inverse rational planning that
can distinguish between outcomes an agent intended and side
effects that were merely foreseen. Our model makes quantita-
tive predictions about both the intentions underlying actions
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Figure 7: Averaged participant responses for whether the agent most
likely believes “all lives should be valued equally” (coded 0) or
“only loved ones should be valued” (coded 1).

and moral permissibility judgments which correspond well to
human judgments. The model also applies to many more situ-
ations than we could address in this paper. In future work, we
intend to test other aspects of the model through behavioral
experiments on trolley dilemmas like the side-side track and
others where beliefs might be uncertain. We will also apply
our model of intention inference to both non-trolley moral
dilemmas and non-moral domains such as games and other
social interactions (Tomasello, 2014).
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Abstract

Speech perception requires ongoing perceptual category learn-
ing. Each talker speaks differently, and listeners need to learn
each talker’s particular acoustic cue distributions in order to
comprehend speech robustly from multiple talkers. This pho-
netic adaptation is a semi-supervised learning problem, be-
cause sometimes a particular cue value occurs with informa-
tion that labels the talker’s intended category for the listener,
but other times no such labels are available. Previous work has
shown that adaptation can occur in both purely supervised (all
labeled) and purely unsupervised (all unlabeled) settings, but
the interaction between them has not been investigated. We
compare unsupervised with (semi-) supervised phonetic adap-
tation and find, surprisingly, that adult listeners do not take ad-
vantage of labeling information to adapt more quickly or effec-
tively, even though the labels affect their categorization. This
suggests that, like language acquisition, phonetic adaptation in
adults is dominated by unsupervised, distributional learning.
Keywords: Cognitive Science, Linguistics, Psychology, Lan-
guage understanding, Learning, Speech recognition

Introduction
Everyone speaks differently. In order to deal with this vari-
ability, listeners need to adapt to each new talker they meet,
learning how they produce each phonetic category. For in-
stance, in order to tell whether a talker intended to produce
a /b/ or /p/, a listener needs to first learn that talker’s /b/ and
/p/ distributions of phonetic cues like voice onset time (VOT).
We refer to this distributional learning as phonetic adaptation.

Like all perceptual category learning, phonetic adaptation
can be supervised or unsupervised. In supervised learning,
each observed VOT value is labeled with information that
tells the listener whether the talker intended to produce /b/ or
/p/. Such labeling information might come from, for instance,
the surrounding word (bash vs. ∗pash), or from visual cues
to articulation. In unsupervised learning, however, no such
labeling information is available. This is the case during lan-
guage acquisition (e.g., Vallabha, McClelland, Pons, Werker,
& Amano, 2007) but it can also occur in adult language adap-
tation when a VOT value occurs in a novel word, or a word
that could have either /b/ or /p/, like beach/peach. In general
unsupervised learning is harder: in addition to figuring out
the distribution of VOTs for each category from limited ob-
servations, listeners also have to figure out how each of those
observations should be categorized. Each of these depends
on the other: how to categorize VOTs depends on the dis-
tributions for each category, while the distributions for each
category depend on which VOTs are thought to belong to that
category.

Both supervised and unsupervised phonetic adaptation
have been observed in experiments. The earliest findings of

phonetic adaptation were from supervised paradigms. For in-
stance, after repeatedly hearing an ambiguous /f/-/s/ sound
spliced into words that can only end in /f/ (e.g., sheriff ), lis-
teners classified more items on an /f/-/s/ continuum as /f/, and
vice-versa when the ambiguous /f/-/s/ was spliced into /s/-
final words (e.g., Norris, McQueen, & Cutler, 2003; Kraljic
& Samuel, 2005).

A small number of recent studies have demonstrated that
phonetic adaptation can occur in an unsupervised context as
well. Both Clayards, Tanenhaus, Aslin, and Jacobs (2008)
and Munson (2011) had listeners listen to /b/-/p/ minimal pair
words (e.g., beach/peach) with different VOTs, and click on
a picture to indicate the word they heard. Across trials, the
VOTs were drawn from a bimodal distribution with a low and
a high VOT cluster. Listeners learned these distributions, as
reflected in how they classified the VOT continuum, both the
location and slope of their category boundary.

Such unsupervised adaptation requires that listeners com-
bine the cue distributions they actually observe with their
prior knowledge about what distributions are typical across
talkers (Kleinschmidt & Jaeger, 2015). If a listener hears
words with VOTs that cluster around 0 ms and 40 ms, they
can infer that the mean VOT for /b/ is 0 ms and for /p/ is
40 ms, and that their classification should switch from /b/ to
/p/ around 20 ms. In the absence of labels, each cue value is
in principle ambiguous, and listeners need to observe enough
different cue values to infer the underlying clusters.

In actual experience, however, phonetic adaptation is rarely
purely unsupervised or supervised, with a mix or labeled and
unlabeled observations. This raises the question: do listeners
take advantage of extra information provided by labeled ob-
servations in phonetic adaptation? Work on domain-general
semi-supervised category learning suggests that learners can
leverage labeled trials to make learning from unlabeled tri-
als even more effective (Gibson, Rogers, & Zhu, 2013). Ex-
isting phonetic adaptation paradigms do not directly answer
this question, being purely supervised or purely unsuper-
vised. Moreover, it’s possible that what appears to be su-
pervised learning in phonetic adaptation actually reflects a
combination of cue-combination and unsupervised learning
(Kleinschmidt & Jaeger, 2011, 2015). In this paper, we in-
vestigate the effect of adding some labeled trials to an other-
wise unsupervised phonetic adaptation paradigm. This allows
us to compare unsupervised and semi-supervised adaptation
in the same paradigm, and thus directly assess the role that
labeling information might play in phonetic adaptation.
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Figure 1: Stimuli distributions for unshifted condition in Ex-
periment 1. The implied category boundary is at 20ms

Experiment 1
Methods

Subjects We recruited 124 subjects via Amazon’s Mechan-
ical Turk, who were paid $2.00 for participation, which took
about 20 minutes. We excluded subjects whose accuracy at
0 ms and 70 ms VOT—as extrapolated via a logistic GLM—
was less than 80% correct. 10 subjects were excluded for this
reason, leaving 114 for analysis.

Stimuli Following Clayards et al. (2008), subjects heard
spoken words, all members of /b/-/p/ minimal pairs
(beach/peach, bees/peas, and beak/peak) synthesized with
VOTs ranging from−20 ms to 90 ms. The actual VOT values
that subjects heard were drawn from a bimodal distribution.
The baseline, unshifted distribution (Figure 1) had a mean of
0 ms for /b/ and 40 ms for /p/ with an implied /b/-/p/ boundary
at 20 ms. Subjects heard either this unshifted distribution, or
a version that was shifted up by 10 ms VOT, with an implied
category boundary at 30 ms VOT.

Procedure On each trial, two pictures (target + distractor)
were shown, and subjects were instructed to click on the pic-
ture that matched a spoken target word (e.g., beach). There
were two kinds of trials. On unlabeled trials, the distractor
picture was the minimal pair neighbor of the target word (e.g.,
a peach, Figure 2a), meaning that listeners had no additional
information besides the VOT about whether the word started
with a /b/ or a /p/. On labeled trials, the onset of the distrac-
tor picture’s name was a minimal pair neighbor of the target
word, but the rest was unrelated (e.g., bees, Figure 2b). This
meant that the end of the word served as a label for the initial
segment, and hence labeled the VOT value as either /b/ or /p/.

Subjects were randomly assigned to one of two conditions.
In the unsupervised condition, all trials were unlabeled. In
the supervised condition half were labeled and half unla-
beled. In the supervised condition, each possible VOT was
either always labeled, or always unlabeled (Figure 1). Specif-
ically, the modal VOTs for /b/ and /p/ (0 ms and 40 ms in
the unshifted condition) were always labeled, the stimulus at

(a) Unlabeled trial with minimal pair distractor “peach”.

(b) Labeled trial with non-minimal pair distractor “peas”.

Figure 2: Example trial displays for the target word “beach”

±10ms VOT from the modal values (−10 ms, 10 ms, 30 ms,
and 50 ms in the unshifted condition) were always unlabeled,
and other stimuli were always labeled (−20 ms, 20 ms, and
60 ms).

Results
People used the labels for classification On labeled trials
in the supervised condition, listeners responded consistently
with the label 98% of the time. This means that the response
options available did, as we intend, effectively label the per-
cept.

Learning was good overall Figure 3 (top) shows the ag-
gregate classification functions (averaged over subjects) for
each third of the experiment. To evaluate how well listen-
ers learned the distributions of VOTs they were exposed to,
we analyzed the classification responses on unlabeled tri-
als1 using a mixed-effects logistic regression model. This
model included fixed effects for stimulus VOT, supervised
vs. unsupervised condition, distribution shift condition (0 ms
or 10 ms), trial, and all interactions thereof. We used the max-
imal random effects structure for this design, with by-subject
random intercepts and slopes for all the within-subject vari-
ables (trial, VOT, and their interaction). Table 1 shows the
fixed effect coefficient estimates for this model and describes
the details of how each variable was coded.

Figure 3 (bottom) shows the predictions of these fixed ef-
fects (i.e., the fitted classification functions) for each condi-
tion at the midpoint of each third of the experiment. We eval-
uated learning as the location of the /b/-/p/ category boundary,
or where the fitted classification functions crossed the 50%
/p/-response line.

Listeners learned well overall, and their classifications re-
flected the implied category boundaries of 20 ms and 30 ms
within 2 ms.

1In the unsupervised condition, we only analyzed trials that
would also have been unlabeled in the supervised condition.
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Figure 4: Stimuli distributions in Experiment 2, unshifted
condition.

Supervision had no effect on learning Because labels re-
duce the difficulty of the distributional learning problem, we
expected that learning would be faster or better overall in the
supervised condition. Contrary to these expectations, learn-
ing in the supervised condition was neither faster, nor more
complete, than in the unsupervised condition: the estimated
category boundaries differ by less than 1 ms VOT between
conditions.

Experiment 2
One of the shortcomings of the design of Experiment 1 is
that in the supervised condition, listeners never heard exactly
the same stimulus with and without a label. This means that
the apparent inability or unwillingness of listeners to use the
labels for learning might reflect stimulus-specific learning, as
might be predicted by an episodic model of speech perception
(Goldinger, 1998; Johnson, 1997). The sparse distribution
of unlabeled trials may also reduce the statistical power by
reducing the resolution with which the classification bound-
ary can be estimated. Experiment 2 varies the design slightly

to determine whether labels affect adaptation when the same
stimuli occur as labeled and unlabeled, and when unlabeled
test trials occur over a broader range of VOTs.

Methods
The design was identical to that of Experiment 1, except for
the following modifications. First, we modified the super-
vised condition, spreading out labeled and unlabeled trials
more evenly (see Figure 4). Across trials, many VOT val-
ues occurred as both labeled and unlabeled trials, unlike in
the supervised condition of Experiment 1 where each VOT
value only occurred as labeled, or only occurred as unlabeled.
Second, we only ran this modified supervised condition, and
compared it to the unsupervised condition of Experiment 1.

Subjects We recruited 62 subjects via Amazon’s Mechani-
cal Turk, who were paid $2.00 for participation, which took
about 20 minutes to complete. 2 subjects were excluded for
failing to reliably classify the continuum, and 2 were ex-
cluded from analysis because they had already participated
in Experiment 1, leaving 58 subjects for analysis.

Results
As in Experiment 1, on labeled trials listeners used the labels
to guide their responses, responding consistently with the la-
bel 98% of the time.

We analyzed learning in the same way as Experiment 1, us-
ing the unsupervised condition from Experiment 1 as a base-
line. Unlike in the analysis of Experiment 1, we considered
all trials from the unsupervised condition, because the labeled
trials in the supervised condition of Experiment 2 covered the
entire continuum. Figure 5 shows the raw data (top) and the
fitted classification functions (bottom) and Table 1 shows the

1131



Trials  0 − 73 Trials  74 − 147 Trials  148 − 221

●●
●

●
●

●

●

●●●●

●

●

●

●●

●

●
●
●●

●●●● ●●● ●

● ●

● ●

●●
●

●
●●●

●
●●●

●

●●

●
●

●

●●

●●

●
●
●
●

●
●●

●

● ●

● ●

●●●
●●●
●

●
●

●●

●

●●

●

●

●

●●

●
●

●●
●●

●●
● ●

● ●

● ●

0.00

0.25

0.50

0.75

1.00

0.00

0.25

0.50

0.75

1.00
actual

fixed effects

0 20 40 60 0 20 40 60 0 20 40 60
VOT (ms)

P
ro

po
rt

io
n 

/p
/ r

es
po

ns
e

Shift (ms)
●●

●●

0

10

Condition

mixed

unsupervised

Figure 5: In Experiment 2, for both distributions listeners’ classification (lines) closely matches the category boundary implied
by the distributions (open circles), just as in Experiment 1 (compare with Figure 3). Labels still made no difference (solid
vs. dashed lines), even though labeled trials were distributed more evenly over the VOT continuum than in Experiment 1.

fixed effects estimates.
As in Experiment 1, listeners learned quickly and their cat-

egory boundaries were very close to those implied by the dis-
tributions of VOTs they heard. Again, however, learning in
the supervised condition (of Experiment 2) was neither faster
nor more complete than in the unsupervised condition (of Ex-
periment 1): the category boundaries for supervised and un-
supervised were within 2 ms of each other.

Discussion
Even when the same stimuli occur with and without labels,
the availability of labels appears to make little difference in
adapting to a novel talker’s /b/ and /p/ categories. This sug-
gests that the failure to find effects of supervision in Exper-
iment 1 was not due to the fact that labeled and unlabeled
stimuli were acoustically different.

General Discussion
In two experiments we directly compared phonetic adapta-
tion with and without supervision. The presence of informa-
tion that labels an acoustic stimulus as a /b/ makes the task
of learning the distribution of acoustic cues for the /b/ cate-
gory easier, at least in principle. Normative theories that treat
phonetic adaptation as a kind of distributional learning thus
predict that, in general, the availability of labels should make
adaptation faster, more complete, or both (Kleinschmidt &
Jaeger, 2015).

Contrary to this prediction, we did not find any effect of su-
pervision on the distributional learning of cue-category map-
pings in adults. At first glance this contradicts the results of
other studies on supervised phonetic adaptation, which sug-
gest that people do use labeling information to facilitate learn-
ing. For instance, Norris et al. (2003) found adaptation when
listeners heard an ambiguous /s-S/ spliced into words that

consistently labeled it as either /s/ or /S/. However, when
Norris et al. (2003) spliced the same sound in novel words
that provided no labeling information, listeners did not adapt,
suggesting that labeling is crucial for phonetic adaptation.
How can we reconcile these apparently contradictory results?
We briefly discuss four possibilities here: that the kind of la-
bel matters, that learning was too easy, that self-supervision
overwhelms any outside labels in this task, and that our labels
were not sufficiently informative.

What kind of label?

One possibility is that the kind of label matters. In previous
studies on phonetic adaptation where labels are provided, the
labels come either from a visual component of the stimulus
(e.g., a video of a natural production of /aba/, dubbed over
audio of an ambiguous /aba/-/ada/, Bertelson, Vroomen, &
de Gelder, 2003) or from the lexical context (e.g., an am-
biguous /s/-/S/ spliced into the word dino aur, Norris et al.,
2003; Kraljic & Samuel, 2005). In both cases, the label is an
intrinsic part of the (audio-visual) speech signal itself. In our
design, the label comes from the pragmatic context, the avail-
able response choices. It is possible that listeners can use this
sort of pragmatic information to guide their responses, but
that it is nevertheless not available to whatever systems are
responsible for perceptual learning.

A related possibility is that labels that are intrinsic to the
signal affect distributional learning in a purely bottom-up
way. That is, disambiguating visual information (a natural
video of /aba/) might function not at the level of identify-
ing the category that the talker intended to produce, but by
changing the cue that is perceived. Indeed, there is abundant
evidence that cues are combined in this way within and across
modalities, in speech perception (Bejjanki, Clayards, Knill, &
Aslin, 2011; Toscano & McMurray, 2010) and in perception
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more generally (cf. Ernst & Bülthoff, 2004). If adaptation is
driven by distributional learning of the integrated multimodal
percept, rather than the component cues, then what appears to
be sensitivity to category labels in previous adaptation studies
may instead by bottom-up distributional learning of not-fully-
ambiguous multimodal cues (Kleinschmidt & Jaeger, 2011).

A learning ceiling effect?
Listeners adapted very well to both the unshifted and 10 ms-
shifted distributions, with their classifications matching the
implied category boundaries even in the first third of the ex-
periment. This suggests that learning these distributions may
have been too easy for the labels to make any difference.2 It
remains a question for future work to see whether a more sen-
sitive paradigm can find an effect of labels by, for instance,
using a smaller number of exposure trials to induce adapta-
tion coupled with with a separate pre- and post-test to assess
adaptation.

Self-supervision
Unlike most studies on domain-general semi-supervised
learning, listeners in our studies have a great deal of prior
experience with the categories we are teaching them, at least
as they are produced by other talkers. This makes even our
unsupervised condition partially supervised: listeners’ prior
experience provides a self -supervision signal, or, in Bayesian
terms, a prior (Kleinschmidt & Jaeger, 2015). It thus could
be the case that this prior is sufficiently informative to make
any additional information provided by the labels themselves
redundant.

A related, if more extreme, possibility is that listeners
might decide the first time they hear, for instance, a VOT of
10 ms that it is a /b/, and never change that belief. However,
the fact that the category boundaries grow steeper with more
exposure suggests that this is not correct: if listeners commit-
ted to a categorization of each individual stimulus early, then
their categorization functions should be sharp and constant
throughout the experiment.

How informative is each label?
Previous phonetic adaptation studies that used labels applied
those labels to trials that were acoustically maximally am-
biguous (e.g., Bertelson et al., 2003; Kraljic & Samuel, 2005;
Norris et al., 2003). This makes each label maximally infor-
mative without causing a cue conflict between the label and
how listeners would have classified the cue without a label.
In our design, labels occurred on many different cue values,
many of which listeners would already have classified con-
sistently with the label a priori. Thus, on average, each label
in our design provides substantially less information for the
listener than in previous designs. This may explain the fail-
ure to find any effect of labels on adaptation: listeners simply

2We also investigated larger shifts of 20 ms and 30 ms, for which
adaptation was incomplete. Nevertheless, labels made no difference
and so for the sake of brevity we do not report the detailed results
here.

did not gain enough extra information about the underlying
distributions from the labels we provided them for it to make
a difference in their learning behavior. This possibility seems
the most likely explanation of our results, and calls for further
work using the same kind of labels, but with shorter exposure
where the labels are more informative along the lines of ear-
lier supervised adaptation studies (e.g., Norris et al., 2003).

Conclusion
In two studies, we found that phonetic adaptation was insen-
sitive to label information, even thought those labels changed
listeners’ classifications. Normative theories that see phonetic
adaptation as a sort of statistical inference predict that lis-
teners should use all information available to them in order
to more effectively adapt to novel talkers (Kleinschmidt &
Jaeger, 2015). While our results appear to violate that predic-
tion, there are some important caveats. Most importantly, the
labels we used may not have provided enough additional in-
formation about the underlying distributions, and for the pur-
poses of learning the category distributions may have been
redundant with the statistics of the cues themselves. This
suggests a more nuanced understanding of the predictions of
normative models of adaptation. The combination of prior ex-
perience with other talkers and sufficient observations from a
category might mean that, in many everyday situations, the
availability of labels does not contribute enough extra infor-
mation to change listeners’ behavior. Further modeling and
behavioral work is required to investigate the tradeoff be-
tween prior experience, number of observations, and infor-
mativity of labels in adaptation. Regardless, it is still impor-
tant to note that the same labels may be informative about
how to classify but relatively uninformative about the overall
distribution.
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Abstract 

Verbs may refer to the means (I bumped into the lamp) or 
outcome (I broke the lamp) of an action (cf. Rappaport Hovav 
& Levin, 2010; Talmy, 1985). Do young children expect 
language to encode this distinction? Children’s imitation 
patterns suggest that they analyze nonlinguistic events in 
these terms. When a head-touch is the simplest action 
available, toddlers include just the outcome, not the means, in 
their own imitation (Gergely, Bekkering, & Király, 2002). We 
ask whether syntax influences this inference. An experimenter 
with her hands occupied made a toy activate with a head-
touch, using either Means-focused (I’m daxing to my toy) or 
Outcome-focused language (I’m daxing my toy). Toddlers 
then imitated the action. Means- but not Outcome-focus 
language encouraged children to include the distinctive head-
touch, overriding the standard ‘rational imitation’ effect. This 
suggests that toddlers’ knowledge of argument structure 
includes an understanding of a means/outcome divide in verb 
meaning. 

Keywords:, agents, goals, event perception, development, 
argument structure, verb meaning, imitation 

Introduction 
Models of language acquisition have primarily focused 
on two sources of information: the language input a 
child receives, and the language-specific knowledge or 
biases she brings to the table. A third important, but 
less well understood, factor in language learning is the 
role of non-linguistic knowledge (e.g. social cognition 
or physical reasoning). While the semantic 
representations used for language may not be identical 
to those already available to the pre-linguistic child, 
non-linguistic cognition provides an important scaffold 
for early language. Many of the principles guiding 
children’s guesses about noun meaning have parallels 
in their core knowledge about objects (cf. Bloom, 
2000; Landau, Smith, & Jones, 1988; Xu, Dewar, & 
Perfors, 2009). For instance, young children’s noun 
learning is very sensitive to object shape, but this 
shape bias for count noun learning operates most 
strongly in cases where shape is a strong cue to 
(nonlinguistic) category membership, such as for 
objects that are solid rather than liquid/amorphous, or 
with intentional shapes like tools or artifacts (Booth & 
Waxman, 2002; Soja, Carey, & Spelke, 1991) In 

contrast, there has been little research on how 
children’s understanding of verb meaning and 
syntactic structure is shaped by their early knowledge 
about human agents and their actions and goals.  

Conceptually, events can be broken down into 
smaller components (e.g. agent, path, cause), some of 
which can then be encoded in a sentence (e.g. I 
crossed the floor, I danced, I danced across the floor.). 
Curiously, many of these components of meaning are 
also available to prelinguistic children in some form 
(Gergely et al., 2002; Leslie, 1984; Luo, Kaufman, & 
Baillargeon, 2009; Phillips & Wellman, 2005; 
Woodward, 1998). Linguistic theories assume that 
these pre-linguistic conceptual structures form the 
basis of adult semantics (cf Csibra & Gergely, 2007; 
Pinker, 2007; Tomasello, 2003). However, this 
assumption has not been extensively tested: there is 
very little work that systematically links early event 
perception and language acquisition. 

The flexibility and power of language emerges from 
the combination of two components: a lexicon of 
words (stable associations between concepts and 
forms) and syntactic rules that govern how words are 
combined into sentences. Critically, these components 
must be linked, because syntactic structures constrain 
the inferences we make about word, and particularly 
noun, meanings (cf. Gleitman, 1990). Syntactic 
structures can convey meaning even when the content 
words are unknown: the sentence The gorp blicked the 
dax to the wug expresses an event with three 
participants that has something to do with transferring 
something. Likewise, individual verbs call out for 
particular kinds of sentences, clustering in meaning-
based groups: We can dance/run/skip into the kitchen, 
but we enter/exit/approach the kitchen (c.f. Levin, 
1993). We can both push (means) or break (outcome) 
a table, but broadly speaking, distinct verb meanings 
yield distinct syntactic patterns (for instance, though 
both break and touch transitives are grammatical, we 
can say the table broke, but not *the table pushed). 
Understanding these relationships has been a central 
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goal of linguistic theory since the 1960s (c.f. Fillmore, 
1968; Goldberg, 2006; Hale & Keyser, 1993). 

Here, we focus on a single, very abstract distinction 
that runs through the verb lexicon and applies to 
predicates spanning a wide range of meanings. 
Specifically, we examine the distinction between what 
happens (the outcome), and how it comes about (the 
means or manner). This distinction is promising 
because it plays a key role in the syntactic realization 
of verbs, and it appears to mirror a critical distinction 
in infants’ prelinguistic understanding of goals (i.e. 
outcomes) and rational action. By 12 months old, 
infants know a great deal about people’s actions and 
their goals: they make predictions about what an 
agent’s goal is and the actions she will take to achieve 
it, by reasoning about how efficient a means of action 
is for reaching a particular goal (Gergely et al., 1995; 
Phillips & Wellman, 2005; Woodward, 1998).  

Substantial linguistic evidence suggests that there is 
a broad means/outcome distinction in verb meaning: a 
nonstative verb may refer to the means of action (I 
bumped into the lamp) or to its outcome (I broke the 
lamp), but it has been argued that a verb cannot refer 
to both (Talmy, 1985; Rappaport Hovav & Levin, 
2010). This division appears across languages and is 
not limited to a single semantic field: verbs for means 
include manners of motion, action, and instruments 
(run, push, hammer), and outcome verbs include both 
paths and change-of-state results (enter, break.) Often 
these verbs can be expanded to a predicate that 
describes both a means and an outcome, but with only 
one element lexicalized in the main verb, for instance: 

(1)   a. I ran into the room 
        b. I entered the room running 
(2)   a. I hammered the vase into pieces 

b. I broke the vase with a hammer 
Levin & Rappaport Hovav (2010) propose that the 
distinction between manner and result (means and 
outcome) verbs is instantiated at the level of argument 
structure (the semantic representation of verbs and 
their arguments), with two distinct categories of verbal 
roots that can be inserted in different semantic frames. 
Are young children in fact aware of the distinction 
between manner and result, and do they associate these 
verb classes with different sentence structures? 

Most prior investigations of the link between 
language and conceptual representation of events have 
relied on linguistic analyses, rooted in judgments of 
sentence meaning and grammaticality (cf Dowty, 
1991; Jackendoff, 1983; Levin & Rappaport Hovav, 
2005; Talmy, 1985). The existing work on children’s 
initial representations of means and outcomes for 

language has focused on the motion domain (i.e. 
manner-of-motion vs. path-of-motion, cf. Pulverman, 
Song, Hirsh-Pasek, Pruden, & Golinkoff, 2013, though 
see Bunger & Lidz, 2014). Only recently has adult 
psycholinguistic research attempted to address the 
question of whether motion verbs like these are related 
to means/outcome verbs in other domains (such as 
Change-of-State, e.g. push vs. break). Initial findings 
indicate that participants trained on an outcome verb 
category (e.g. change-of-state results) are more likely 
to prefer outcome interpretations for verbs from a 
different domain (i.e. path verbs for motion events). 
Likewise people trained on manner-of-motion verb 
categories show a subsequent preference for manner-
of-action verbs (Geojo, 2014), suggesting an 
overarching ‘means’ category. Here, we test the 
hypothesis that a general conceptual distinction 
between means and outcome is central for human 
language, guiding infants’ initial expectations about 
how syntax predicts meaning. In particular, we 
establish how older infants use these event 
perspectives for language by studying how they use 
information provided by syntax to shift between means 
and outcome perspectives on goal-directed events. 

To answer these questions, we make use of existing 
paradigms in cognitive development for understanding 
how children represent and make inferences about 
events. In a classic study of children’s early 
understanding of goal-directed actions, Gergely, 
Bekkering & Király (2002) presented toddlers with a 
novel event – an experimenter touched a toy with her 
head, making it light up. In one condition, there was an 
explanation for this event (her hands were occupied.) 
In the other, her hands were available. When the 
experimenter could have chosen to use her hands, 
children produced head-touch imitations, but when her 
hands were occupied, the children touched the toy with 
their hands. This finding suggests that toddlers can 
analyze events in terms of theirs means and outcomes: 
when the experimenter performed the simplest action 
available to her, children inferred that the outcome, but 
not the specific means, should be imitated. When she 
freely choose a more difficult means, children inferred 
that this means was important to her intention. In the 
current study, we ask whether syntax influences 
children’s inferences about the relevance of means and 
outcomes.  

In the study below, we explore infants’ expectations 
for events accompanied by either Means-focus or 
Outcome-focus language. The two conditions use 
novel verbs in frames known to bias English-speaking 
adults and children toward means (e.g. I’m daxing to 
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the toy) or outcome (I daxed the toy) (Hohenstein, 
2005; Slobin, 2006). The latter sentence is somewhat 
ambiguous - we can both push the table (means) and 
break the table (outcome). Critically though, there is a 
strong association across languages between transitive 
sentences and causal (outcome) verbs, even though 
English allows for a wide range of verbs in this 
sentence context (Levin & Rappaport Hovav, 2005). 
This typological association suggests that a link 
between transitivity and outcome semantics may be 
especially robust.  

Here we expect that children will begin with a 
relatively simple mapping that reflects the broad 
patterns present in adult language. Specifically, we test 
two hypotheses about how form-to-meaning mappings 
might emerge from early conceptual knowledge. First, 
infants might begin with an early expectation that 
syntax will mark the difference between means and 
outcome verbs; this would lead them to make different 
predictions about event interpretation following 
different syntactic structures. On this hypothesis, we 
would expect that Means-focused, but not Outcome-
focused, language would encourage children to 
interpret dax as a means verb and include the 
distinctive head-touch, overriding the ‘rational 
imitation’ effect. On the other hand, infants might 
have only a general mapping between events and 
verbs, focusing on simpler correspondences like events 
versus objects, or between one-entity versus two-entity 
events (all events in the present study have two 
participants, the experimenter and the toy) (Yuan, 
Fisher, & Snedeker, 2012). In this case, any 
preferences about which event perspectives would 
then arise from their expectations about the important 
parts of events - focusing on goals rather than the 
means by which they are achieved (Phillips & 
Wellman, 2005; Woodward, 1998). If this is the case, 
they might initially expect any novel verb to map to 
event outcomes, and only learn that syntax can mark 
this distinction at a later point in development. 

Experiment 

Methods 
 
Participants 30 children ages 1;7-2;11 (mean age 2;2) 
participated at the Boston Children’s Museum. An 
additional 24 children were not included in the 
analysis, because they were uncooperative or did not 
finish the study (6), because of experimenter error (5), 
or because they did not make any imitation attempts 
(13). This high dropout/refusal rate may be due to the 

very short session in the unfamiliar museum 
environment; children had only 2-3 minutes to interact 
with the experimenter before being asked to imitate 
her. All children remained with their parent or 
guardian throughout the session, and received a sticker 
as thanks for their participation. 
 
Stimuli In place of the ‘light up’ box used by Gergely 
et al, participants interacted with a small green box 
with a toy helicopter on top (see Figure 1). The 
helicopter could be covertly activated (making its 
propeller blades spin) by the experimenter using a 
button/handle on the back side of the box. No children 
discovered the true mechanism of the toy during the 
experiment, although some children (or their older 
siblings) found the button after the conclusion of the 
experiment. The experimenter also used a blue blanket 
to wrap her shoulders, arms, and hand during the 
demonstration phase. 
 
Procedures This study is based on the ‘hands-
occupied’ version of the rational-imitation study 
conducted by Gergely et al. As a warmup, participants 
first played a short ‘Simon Says’ game in which they 
were invited to wave, clap their hands, and touch their 
head. Then the experimenter claimed to be cold and 
wrapped a blanket around herself, leaving her hands 
occupied. She then said Watch this, I’m gonna dax to 
my toy (Means-focus) or Watch this, I’m gonna dax my 
toy (Outcome-focus) and leaned over to touch the toy 
with her head, activating the helicopter toy on contact 
(Figure 1). She then lifted her head and repeated the 
description (Wow, I daxed (to) my toy!) The whole 
demonstration was repeated once, including the two 
sentences modeling the novel verb in the appropriate 
frame. Finally, the experimenter offered the toy to the 
child, saying, Now it’s your turn! Can you dax (to) the 
toy? The box was passed to the child, who was 
allowed to play with it and attempt the action (note 

 
 

Figure 1: The novel event seen by all study participants 
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that this means that the experimenter could no longer 
activate the box.) Neutral prompts like It’s your turn, 
can you show me? and up to two more repetitions of 
the target sentence were given until the child made 
contact with the toy or indicated that they wanted to 
leave the study. All sessions were recorded on video 
for later analysis. 

Results 
 
In contrast to other versions of the ‘light box’ imitation 
studies, we coded the infants’ initial actions only. This 
was for two reasons: first, because there was no 
interruption between the demonstration and the 
performance of the imitation, most children quickly 
performed an intentional action toward the box. 
Second, because the experimenter did not actually 
activate the helicopter (and because pilot testing 
revealed that some children realized that they could 
spin the helicopter propellers by grabbing them with 
their hand and twisting), actions toward the toy after 
the first action reflected new information the child had 
generated about how the toy worked.  

This first intentional action toward the box was 
coded as to whether not it included contact between 
the participant’s head and the top of the box; a simpler 
‘first body-part contact’ rule was not used because 
some children discovered that they could pick up the 
(lightweight) box and bring it to their foreheads, which 
was coded as a ‘head touch’ action. Coding was 
performed by the first author or by research assistants 
who where not blind to hypothesis, and then by a 
second coder who was blind to condition assignment. 
Inter-rater agreement was very high (97% agreement, 
the single disagreement was resolved by discussion.)  

We found that children in the Means-focus language 
condition were significantly more likely to produce a 
head-touch than children in the Outcome-focus 
condition (Figure 2, Fisher’s exact test, p < 0.05)1. 
When syntax supported an outcome verb interpretation 
(Daxing my toy), children rarely included the head-
touch. However, when syntax supported a means 
interpretation (Daxing to my toy), 2-year-olds inferred 
an appropriate verb meaning and reinterpreted the 
experimenter’s action as relevant for their own 
imitation. This finding is particularly striking given 
that since the experimenter’s hands were occupied, 
this unusual action could have been ‘explained away’ 
as the simplest means to an end, as it was in the 
original (nonlinguistic) study (Gergely et al 2002).  

Discussion 
This work provides significant new insight into what 
toddlers know about the meanings of the verbs and 
sentence structures they are just beginning to use. We 
show that even from relatively early in language 
acquisition, children are making rational inferences by 
combining what they know about the nonlinguistic 
world with what they know about the syntax of their 
native language.  

Prior research has largely focused separately on 
toddlers’ awareness of categories and internal structure 
of events, on the one hand, and their awareness of 
syntax and verbs as a syntactic category on the other. 
In principle, it might be the case that toddlers start out 
with a very coarse mapping between these two kinds 
of representations, expecting for instance that verbs 
map to events rather than to objects, but not realizing 
that particular verbs (with accompanying argument 
structures) map to specific events or sub-event features 
until later in development. In contrast, these results 
suggest that 2-year-olds are aware that either means or 
results may be labeled by a main verb, but that these 
types of verbs tend to appear in different syntactic 
contexts. Furthermore, they know that these same 
semantic categories in language are linked to their rich 
cognitive system for understanding goal directed 
actions. 

The present results are also relevant for 
understanding the cognitive basis of rational imitation. 
Gergely et. al (2002) interpreted their imitation finding 
to mean that infants are truly thinking about a tradeoff 
between goals and other actions when they see and 

                                                             
1 This comparison is also significant if the 13 children who 

completed the session without fussing out, but who refused to 
perform any actions with the toy, are included as a third ‘no action’ 
categorical response. There was no difference in imitation-attempt 

 
Figure 2: Histogram of actions after Outcome-focus (Dax 
my toy) and Means-focus (Dax to my toy) descriptions 
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imitate the ‘strange manner’ events used in this study. 
Some challenges have been offered to this 
interpretation, proposing instead that these differences 
in imitation result from lower-level perceptual 
differences or limitations on children’s own facility 
with different kinds of body-bends (Beisert et al., 
2012; Paulus, Hunnius, Vissers, & Bekkering, 2011). 
However, while such alternative explanations may 
play a role in the size of the effect of the main hands-
free/hands-occupied difference, there are several other 
studies showing that changes in the social context (i.e. 
whether the action is demonstrated for the child or for 
someone else) can influence which imitations children 
are likely to make (Chen & Waxman, 2013; Király, 
Csibra, & Gergely, 2013). The present study, as well, 
adds to the body of evidence that children imitations 
are not purely the result of physical limitations or 
perceptual salience (all children in this study were of 
equivalent age and saw identical demonstrations). 
Instead, information carried by syntax alone 
modulated children’s imitations in a way that is 
consistent both with what is known about argument 
structure semantics and with the rational-action theory 
of children’s imitations.  

Much work will remain to understand the role of 
language in young children’s interpretation of the 
social world and other people’s actions. The language 
children heard in this study may be serving several 
purposes – in addition to conveying semantic 
information through the structure of the sentence, it 
may also serve to indicate to the child that the 
experimenter is knowledgeable about the toy, and that 
they intend to teach something to the child, factors 
which are known to influence how children imitate in 
this kind of context (Bonawitz et al., 2011; Chen & 
Waxman, 2013). Converging work from imitation and 
other paradigms will be necessary to better understand 
how children determine the meanings of new verbs, 
and then integrate them with the nonlinguistic and 
social contexts of those sentences. 

In addition, further work remains to determine more 
closely the exact inferences that young children are 
making about the meaning of the verb dax in different 
sentential contexts. Previous studies of young 
children’s understanding of manner and path verbs (a 
subset of the means/outcome distinction) have 
established that infants begin to notice these event 
categories at around 10-12 months old, (cf. Pulverman 
et al., 2013), and that by 4 years old children’s 
expectations about neutrally presented novel verb 
meanings mirror the proportions found in their 
different native languages (cf. Maguire et al., 2010). In 

between, how do toddlers represent the meanings of 
verbs and sentences? This experiment finds that when 
presented with a prepositional phrase (dax to my toy), 
children are more likely to consider the means of 
action to be part of the intended meaning. However, 
we do not know whether they simultaneously believe 
that the actual outcome (the toy lighting up) is not part 
of the verb’s meaning. The theory of lexical semantics 
proposed by Rappaport Hovav & Levin (2010) 
involves a lexicon of verbs with a complementary 
distribution of meanings: a verb can either refer to a 
means or an outcome, but not both2. The persistence of 
infants’ attempts to light the box after it initially fails 
might provide a measure of whether they believe that a 
sentence meaning includes the outcome (i.e. predicting 
that children who hear dax the box would persist 
longer in attempting to make the outcome take place). 
In future work, we hope to explore the developmental 
trajectory of the finding in the present experiment, and 
to discover whether children are aware that verbs label 
either just the means or just the outcome. 

This line of work represents an important advance 
for the study of both language acquisition and early 
cognition. Young children are able to draw on many 
sources of information to understand goal directed 
action; they can not only use language as a general 
communicative signal, but also use syntax as a specific 
guide to another person’s intentions. For language 
learning, these results suggest that children’s early 
knowledge of argument structure includes an 
understanding of a fundamental means/outcome divide 
in verb meaning and of how this divide is syntactically 
encoded. 
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Abstract 
The effect of face inversion has been heavily studied, whereas 
fewer studies have investigated inversion in scenes. We 
investigated the influence of scene inversion on decisions and 
contextual guidance of eye movements during visual search. 
A saccade contingent display termination paradigm was used 
to assess the temporal dynamics of the effect. Observers 
searched for a computer mouse in office scenes and 
performed a yes/no detection task. Observers’ sensitivity (d’) 
was lower for inverted images relative to upright. Observers’ 
false positive rate decreased with additional eye movements 
when they viewed upright images, but remained constant 
during the first three eye movements when viewing inverted 
images. The average distance of observers’ eye movements to 
the target location was greater for inverted than upright 
scenes. We interpret that inverting an image disrupts the rapid 
extraction of scene gist, subsequently disrupting guidance in 
eye movement behavior and slowing the process of rejecting 
false positives. 

Keywords: scene context; contextual guidance; eye 
movements; visual search; scene understanding; scene 
inversion; scene gist 

Introduction 
A complete effort to investigate human scene understanding 
should include assessment of the effects of impoverished 
scene information on behavior. Such endeavors help us 
identify the processes that contribute to scene 
understanding, and the conditions in which they break 
down. Given our lack of experience in navigating an upside-
down world, one such instance of impoverished information 
arises when scenes are inverted. Compared to the amount of 
work dedicated to understanding the effects of face 
inversion (Farah, Tanaka, & Drain, 1995; Valentine, 1988; 
Yovel & Kanwisher, 2005), scene inversion has been 
relatively less studied. Identifying the resulting impact of 
scene inversion may allow us to draw conclusions about 
what processes mediate scene understanding, in the same 
way that face inversion research has served as evidence for 
holistic processing of faces (Tanaka & Farah, 1993) and as 
evidence for (Kanwisher, Tong, & Nakayama, 1998) and 
against (G. A. Rousselet, Macé, & Fabre-Thorpe, 2003) a 
dedicated face perception module in the brain.  

Existing work using inverted scenes has heavily focused 
on change blindness (Kelley, Chun, & Chua, 2003; Shore & 
Klein, 2000) and generally assumed that inversion affects 
the extraction of meaning or context from a scene 
(Brockmole & Henderson, 2006; Kelley et al., 2003) based 
on evidence of the perceptual deficits caused by orientation 
changes of stimuli (Klein, 1982; Rock, 1974). Other work 
has similarly shown the negative impact of scene inversion 
on the categorization of scene type (Walther, Caddigan, Fei-
Fei, & Beck, 2009), a result that suggests scene gist may be 
affected by inversion. 

There has been less work assessing the effects of scene 
inversion on decisions and eye movements during search. In 
particular, scene gist, context, and information about objects 
that co-occur with a target are rapidly extracted (Greene & 
Oliva, 2009; Henderson & Hollingworth, 1999; G. 
Rousselet, Joubert, & Fabre-Thorpe, 2005),  guide eye 
movements (Castelhano & Heaven, 2011; Eckstein, 
Drescher, & Shimozaki, 2006; Mack & Eckstein, 2011; 
Neider & Zelinsky, 2006; Oliva & Torralba, 2007; Preston, 
Guo, Das, Giesbrecht, & Eckstein, 2013; Torralba, Oliva, 
Castelhano, & Henderson, 2006) and facilitate behavioral 
decisions (Castelhano & Heaven, 2011; Eckstein et al., 
2006; Mack & Eckstein, 2011; Neider & Zelinsky, 2006).   

The current work focused on understanding the effect of 
scene inversion on behavioral performance and eye 
movement guidance during a visual search task. We 
assessed how this effect unfolds temporally by utilizing a 
viewing paradigm that terminates scene presentation based 
on the number of saccadic eye movements executed by the 
observer. This paradigm is similar to that used by Hsiao and 
Cottrell (2008) to investigate the number of fixations 
required to recognize a face. We are particularly interested 
in how scene inversion disrupts the extraction of scene 
context and guidance of eye movements. By including trials 
in which there was no target present, but that contained 
scene cues (i.e., other objects predictive of the target 
location), we were able to evaluate the effect of scene 
inversion on eye movement guidance by scene context in 
isolation from guidance by target information.  
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Figure 1: Sample images from mouse search task. White dots represent fixations from all observers on a target absent 
image shown upright (a) and inverted (b), as well as a target present image shown upright (c) and inverted (d). Red dots 

indicate the expected or actual target location. Examples (b) and (d) were presented inverted to participants, but are 
shown upright here for ease of comparison. 

Methods 

Participants 
Eye-tracking and behavioral response data were collected 
from 48 undergraduates (ages 18-23) at the University of 
California, Santa Barbara with normal or corrected-to-
normal vision who received course credit for participation. 
Informed written consent was collected from all 
participants. 

Stimuli and Design 
A total of 80 greyscale photos of office and home-office 
scenes were shown to each participant. Image sizes varied in 
height from 12.9° to 23.7° and width from 13° to 24.7°. Half 
of the images contained a computer mouse, used as the 
target for the search task, and half did not. Images contained 
a computer monitor or laptop in both mouse present and 
absent images. Sample images are shown in Figure 1. 

Latin-square counterbalancing was used to assign 
participants to conditions, thus determining whether a given 
image would be shown to the participant upright or inverted 
and how many fixations they would be allotted during 
image viewing. The experiment was therefore a 2 (image 
orientation; upright or inverted) × 4 (fixation allowance; 1, 
2, or 3 fixations, or 3 second allowance) repeated measures 
design. Presentation of conditions was not blocked, i.e., the 
order of image presentation was randomized. 

Apparatus 
Stimuli were displayed on a 1024 × 768 pixel resolution 
LCD Barco MDRC-1119 monitor, calibrated to native 
settings, with each pixel subtending 0.037° of visual angle. 
Eye tracking data were recorded using a tower-mounted 
Eyelink 1000 system (SR Research Ltd., Mississauga, 
Ontario, Canada) monitoring gaze position at 250 Hz. 
Fixations were calibrated and validated using a nine-point 
grid system. Initial fixation was controlled on every trial and 
monitored to ensure error never exceeded greater than 1°. 

Recalibration was performed in the case of large head or 
body movements. Saccades were classified as events where 
eye velocity was greater than 22°/s and eye acceleration 
exceeded 4000°/s2. 

Procedure 
Observers were instructed to determine whether a computer 
mouse was present in a series of images. They were to make 
a simple yes/no decision, and were told there was a 50% 
likelihood of target presence in each image. On each trial, 
observers began with an initial fixation outside of the 
boundaries of where the image was to appear, 1° above the 
bottom of the screen and 1.4° to 6° degrees from the border 
of the image, centered horizontally. Once observers initiated 
a trial with a key press, they were required to maintain 
initial fixation for 500-1500 msec before the image would 
appear. They were told that the image would appear for a 
variable amount of time, during which they could search for 
the mouse. Once a fixation was made inside of the image 
boundaries on the screen, the image was removed after one, 
two, or three fixations or a time limit of three seconds. 
Participants were naïve to the specifics of the fixation-
dependent termination and a post-experiment questionnaire 
confirmed that they did not infer the experimental 
manipulation. Following image termination, two buttons 
were displayed, and the observer used the computer mouse 
to select whether they believed the target was present or 
absent. Feedback was not provided.  

Participants were not informed that display termination 
was contingent upon their eye movements, but were simply 
told that the stimulus would appear for a variable amount of 
time. A debriefing questionnaire confirmed that all 
participants remained naïve to this manipulation, but trial 
conditions were randomized during the experiment to 
ensure that participants could not anticipate whether an 
image would appear upright or inverted and how long they 
would have to view the image. 
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Data Analysis 
Behavioral Performance For each of the image orientation 
conditions (inverted or upright) and fixation allowances we 
calculated the proportion of target present trials in which the 
observers correctly detected the target (hit rate) and the 
proportion of target absent trials in which the observers 
incorrectly reported the target to be present (false alarm 
rate).  Hit rate and false alarm rate were analyzed with a 2 
(inverted or upright) × 4 (fixation allowance) repeated 
measures ANOVA. The hit rates and false alarm rates were 
transformed to standard signal detection measures of 
criterion (c) and sensitivity, d’ (Green & Swets, 1989) and 
standard errors were calculated using bootstrap resample 
methods (Efron, 1979). We calculated the criterion and 
sensitivity differences between the upright and inverted 
conditions for each of the 10,000 individual bootstrap 
resamples across each fixation allowance. We then 
calculated the proportion of criterion/sensitivity differences 
above or below zero to estimate the probability of observing 
differences larger/smaller than zero.  
 
Fixation Analysis To assess the guidance of eye 
movements, we calculated the average distance of each 
fixation from the target in the target present trials.  The 
mode of the coordinate locations of the expected target 
location reported by  five independent observers was used 
as the expected target location to compute distance 
measures on target absent trials. The results of this analysis 
were analyzed with a 2 (inverted or upright) ×	   6 (fixation 
number) × 2 (target present or absent) three-way repeated 
measures ANOVA. 

Results 

Behavioral Responses 
Figure 2a presents observers’ hit rates as a function of their 
fixation allowance. Observers’ hit rates increased 
significantly with increasing number of fixations (F(3,141) 
= 53.38, p < 0.001) but were significantly lower for inverted 
than upright images (F(1,47) = 71.80, p < 0.001). When 
observers were allotted three seconds to search the image, 
the difference between their hit rates on upright and inverted 
images did not reach significance.  

Figure 2b shows that the false alarm rate for the upright 
condition decreases with increasing number of fixations ( p 
< 0.05 for all pairwise comparisons except the difference 
between two and three allowed fixations).  In contrast, for 
the inverted scene condition the reduction in false alarm rate 
is only present in the three second presentation with more 
than four fixations (t(47) = 3.648, p = 0.001).  Across the 
first three fixations there was no reduction in false alarm 
rate for the inverted scene condition (p > 0.05 for all 
pairwise comparisons). In addition, for the first fixation 
there is a trend for a higher false alarm rate for the upright 
scenes than the inverted scenes (t(47) = 1.423, p = 0.161). 

Signal detection analysis allows us to separate effects on 
sensitivity or target detectability (d’) from propensity to 
make a “target present” decision (criterion).  Results (Figure 
2c) show higher sensitivity at detecting the target when the 
scenes were upright than when they were inverted (p < 
0.02). In addition, not surprisingly, sensitivity increases 
with longer exploration (p < 0.001).  

Arguably more surprising but consistent with the false 
alarm rate are the results related to the criterion (Figure 2d). 
As scene exploration unfolds, observers’ criterion for 
upright scenes increases steadily, whereas criterion for 
inverted scenes stays relatively constant throughout the first 
three fixations. With up to three seconds to explore the 
scene, the difference between upright and inverted criteria 
did not reach significance (p=0.1) Also, interestingly, for 
observers’ first fixation  there is a trend for a lower criterion 
for upright images than for inverted images (p < 0.06).  

 

 
Figure 2: hit rate (a), false alarm rate (b), sensitivity (d’; c), 

and criterion (d) as a function of fixation allowance for 
upright and inverted images.  

Eye Movement Analyses 
Fixation analyses show a significant effect of inversion on 
the ability of the observers to fixate the target or expected 
target location. Figure 3 (black lines) shows the average 
distance of each fixation to the target location for inverted 
and upright scenes for target present trials. Distance 
measures were averaged across fixation allowance 
conditions after verifying that the experimental 
manipulation of display termination did not influence 
distances to target location of preceding fixations. 

The first fixation shown in Figure 3 is the landing point of 
the first saccade into the image from the forced initial 
fixation outside of the image. The second fixation shown in 
Figure 3, which is the landing point of the first saccade 
within the image, is the first fixation counted toward the 
allowance on every trial. Therefore, at least two fixations 
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were recorded for every observer on every trial (except on a 
small percentage of erroneous trials due to tracker or 
observer error). More generally, on a trial where n fixations 
were allowed, n+1 fixations within the image will be 
recorded. 

On target absent trials, we computed the average distance 
of each fixation to the expected target location (Figure 3, 
grey lines) estimated by the selections of five separate 
observers that did not participate in the search task. 
Fixations are significantly closer to target locations for 
upright scenes than inverted scenes in both target present 
and absent images (F(1,47) = 263.98, p<0.001). 
Representative examples of observer fixations are shown in 
Figure 1. The increase in average distance to target location 
on the fourth, fifth, and sixth fixations for upright, target 
present trials likely occurs due to exploratory eye 
movements made after target localization in the 3 second 
viewing time condition.  
 

 
Figure 3: Average distance of fixations to target (during 
target present trials) or expected target location (during 
target absent trials) for upright and inverted images. It is 

important to note that increasingly fewer fixations are 
included in the averages for later fixations due to the 

fixation allowance manipulation. 

Discussion 
The objective of the current paper was to investigate the 
influence of scene inversion on search decisions and eye 
movements.  The first result is that scene inversion reduces 
observers’ sensitivity (d’) to detect a target.  This reduction 
in detectability could be solely attributed to an increased 
difficulty to detect an inverted target in both the fovea and 
visual periphery.  However, the disruption of eye movement 
guidance toward expected target locations with scene 
inversion suggests that the reduction in target detectability is 
also partly due to an inability to rapidly extract scene 
context and foveate potential target locations. 

Arguably the more interesting finding is the influence on 
observers’ decision criterion. Our results display a 

marginally lower criterion (see Figure 2d, p < 0.06) 
following the first fixation when the image was upright than 
when it was inverted.  As scene exploration evolves through 
the first three saccades, the false alarm rate decreases 
significantly when the scene is upright but not when it is 
inverted.  In addition, the analysis of the fixations in target 
absent images shows that the eye movements in the upright 
scene condition are more guided toward expected target 
locations. Taken together we interpret these results as 
suggesting that observers fixate likely target locations in a 
scene and as they reject individual likely target locations 
they become less likely to make a target present judgment 
when the target is not there.   When the scene is inverted, 
rapid extraction of scene context is disrupted, preventing 
typical guidance of eye movements toward likely target 
locations, thereby delaying the process of rejecting 
candidate target locations and the lowering of the decision 
criterion.  

A possible explanation for the marginally lower criterion 
on the first fixation is the role of rapid scene gist extraction 
(Greene & Oliva, 2009; Henderson & Hollingworth, 1999; 
Rousselet et al., 2005) in setting the initial decision 
criterion. This explanation is consistent with the finding by 
Hillstrom et al. (2012) that after a 250 ms preview of a 
scene, only the first two eye movements during 
unconstrained scene search are influenced by gist 
information. When observers are first presented with the 
image, they recognize the office space as a likely scene to 
contain a target mouse and lower their decision criterion. In 
this interpretation, scene inversion would disrupt the rapid 
extraction of scene gist and not automatically lower the 
criterion. This automatic adjustment of decision criterion 
based on scene gist extraction would be a useful strategy if 
the observer is presented with images from different 
categories (e.g., office space, jungle, beach, etc.) and lowers 
their criterion for scenes semantically related to the given 
target. 

Our discussion has emphasized the use of scene context to 
guide eye movements and lower the decision criterion but it 
is possible that the process of false alarm rate reduction 
might also occur in the absence of eye movements though 
processes of covert attention to the visual periphery 
(Ludwig, Davies, & Eckstein, 2014; Posner, Snyder, & 
Davidson, 1980). 

Additionally, we have used the term scene context 
broadly but it is possible that various different types of cues 
are guiding eye movements and are disrupted when the 
scene is inverted. Scene gist (Torralba et al., 2006), as 
discussed, is one commonly investigated example that may 
cue attention. Co-occurring objects, in this case the 
computer monitor, keyboard, or desk, can also serve as 
useful indicators of target location (Castelhano & Heaven, 
2011; Eckstein et al., 2006; Mack & Eckstein, 2011). 

Finally, viewing time is not equated across the levels of 
the fixation allowance and could partially explain the 
increased sensitivity with increased number of allowed 
saccades, although the target object (a computer mouse) is 
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difficult to detect in the visual periphery suggesting that eye 
movements are likely important in the increase in target 
detectability.  

In conclusion, we have demonstrated that inverting a 
scene increases the likelihood that participants will falsely 
detect a target object, thus lowering their decision criterion 
as compared to that of upright scenes, likely due to the 
disruption of the extraction of scene gist. These results, as 
well as future results derived from the manipulation of 
scene orientation, are useful for constructing critical tests of 
scene understanding mechanisms, and for understanding 
their influences during the scene exploration process. 
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Abstract 

Cognitive Task Analysis (CTA) interview technique is 
commonly used to elicit knowledge of subject-matter experts 
and to design instruction better focused on what experts don’t 
know they know. However, the knowledge of how to conduct 
an effective interview is, itself, largely implicit. In this study 
we performed protocol analysis on a set of interview 
transcripts from an expert CTA practitioner to elicit the 
cognitive processes of conducting CTA interviews. We also 
consulted expert CTA practitioners to identify the strategies 
that they used during the interviews. We present key 
strategies that were employed by the expert CTA practitioners 
to ensure comprehensiveness and accuracy in the information 
collected, such as looking for perceptual cues (e.g. 
considering verbs such as “determine”) to ascertain adequacy 
of SME’s responses and selection of follow-up questions. We 
present a production rule model as a detailed description of 
the cognitive processes underlying expert CTA interviewing.  
 
Keywords: cognitive task analysis; knowledge elicitation; 
protocol analysis; production rule model 

Introduction 
Subject Matter Experts (SMEs) in various professional 
fields are often consulted to inform the curriculum 
development for training purposes. However as the SMEs 
acquire expertise in a specific skill, less conscious effort is 
required in using the skill during problem solving. 
Therefore the SMEs might not be able to articulate the 
procedures completely and accurately through self-report 
(Feldon, 2010). The errors and omission of important 
information on the strategies in performing the tasks 
effectively would potentially result in poor curriculum 
development for the trainees (Feldon, 2007). 

To circumvent the abovementioned problem, Cognitive 
Task Analysis (CTA) is increasingly used to ensure 
comprehensiveness and accuracy during the knowledge 
elicitation process (Clark, Feldon, van Merrienboer, Yates, 
& Early, 2008). CTA is a term that describes a list of 

techniques for eliciting knowledge, cognitive processes and 
goal structures from SMEs who are consistently successful 
when performing a specific task. Among all elicitation 
techniques, methods on expert interviews are most 
commonly used especially in complex domains (Yates & 
Feldon, 2011). Examples of real-world contexts using CTA 
interviews to develop training materials or decision aiding 
tools are firefighting (Klein, Calderwood & Macgregor, 
1989), medicine and health (Clark, 2014), and academic 
fields (Feldon, Timmerman, Stowe & Showman, 2010).   

While the findings from CTA interviews are beneficial in 
informing both instructional and system design, results may 
vary across CTA practitioners due to difference in expertise 
level and perspectives. Achieving mastery in conducting 
interviews requires considerable practices. While there are 
guides for conducting specific interview methods (Clark, 
2014; Crandall, Klein & Hoffman, 2006), these guides are 
usually described at a broad level or in a step-by-step 
sequential order, which might be insufficient given the 
complex nature of the interviews. For instance, how does 
the CTA practitioner identify a decision point during the 
interview? When should the CTA practitioner continue or 
stop probing deeper into the decision point? What are the 
follow-up questions that the CTA practitioner should 
perform to ensure an effective interview? Failure to employ 
the effective CTA strategies would impede a comprehensive 
collection of information during the interview. In view of 
the difficulties in conducting CTA interviews, there is a 
need to better understand the cognitive processes supporting 
the performances of these interview methods. 

In this paper we describe the study that we conducted to 
elicit the cognitive processes applied when performing CTA 
interviews and the implications of the study. We will also 
present a production rule model for conducting CTA 
interviews, which may inform instructional design for 
teaching CTA interview technique, or to develop adaptive 
tools to facilitate CTA interviews. 
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Related Works 
Among the numerous interview methods developed for 
CTA, the Critical Decision Method (CDM) and the 
Precursor, Action, Result, and Interpretation (PARI) method 
are most commonly adopted by CTA practitioners (Tofel-
Grehl & Feldon, 2013). CDM (Klein et. al., 1989) is a type 
of incident-based interview where the SME tries to recall a 
specific event that is highly challenging and unusual. The 
PARI method (Hall, Gott, & Pokorny, 1995) on the other 
hand focuses on the challenges that occur in routine events 
by seeking an understanding of the four elements as 
described by the name of the method. Another method 
worth mentioning is the Concepts, Processes and Procedures 
(CPP) method (Clark, 2014) which is a variation of the 
PARI method. The information collected from the CPP 
method can easily be mapped to the requirements of the 
instructional design recommended by the Guided 
Experiential Learning (GEL) design (Clark, 2014). This 
framework facilitates the transition from knowledge 
elicitation to the implementation of instructional design. 

Crandall et. al. (2006) provided a detailed guide for 
conducting CDM. There are four phases in the interview: 
the CTA practitioner starts by identifying a challenging 
incident where the SME’s expertise has played a significant 
role in the outcome, followed by expanding the account of 
the story and creating a timeline of the selected incident. 
The next phase is to probe into critical decision points to 
identify the perceptual cues and alternative options when 
making a decision. Lastly the CTA practitioner will pose 
hypothetical “what-if” questions to determine how the 
decisions might change with varying conditions or 
situations. The guide also provides numerous strategies with 
examples that illustrate how to conduct an effective 
interview. For instance, the guide suggests that when the 
SMEs mention words such as ‘‘We just knew …’’ or ‘‘My 
gut told me that …’’, the content implies that that the SMEs 
might have omitted some parts of the procedure and 
therefore calls for the need to probe in deeper. 

Instruction for performing CPP is also well articulated 
(Clark, 2007, 2014). At the start of an interview, the SME is 
required to outline the performance sequence of the key sub-
tasks essential in performing a task. The SME will also be 
asked to come up with a few scenarios that a person would 
be able to solve if he has mastered the relevant skills and 
knowledge. The task sequence and scenarios will then be 
refined iteratively through interviews with other SMEs. 
Once the task sequence and scenarios have been finalized, 
the CTA practitioner will start delving into the subtasks to 
elicit the information that informs the decision process, as 
well as the essential declarative and procedural knowledge. 
Some of the types of information collected include the 
actions and decision steps for performing the subtasks, the 
cues and conditions that lead to the actions or decisions, 
tools and the required performance standards.  The guide 
also illustrates the variety of questions that can be used to 
elicit the same type of information from the SMEs. 

There are also guides for eliciting implicit knowledge that 
are method-independent. These guides provide strategies 
that can generally aid in creating an effective interview. For 
instance, Wilson, Holloway & Miller (2008) discussed 
strategies for building rapport with SMEs so that they feel 
more comfortable in sharing their own experiences, as well 
as tactics to ensure that information collected is not biased 
by the perception of the CTA practitioner. While these 
guides focus at the macro level, it is still useful for the 
novice CTA practitioners to appreciate how to conduct an 
effective CTA interview in general. 

While the current guides for the interview methods are 
extremely beneficial to the CTA practitioners, the step-by-
step presentation of the procedure can be somewhat 
misleading because interviews are often highly dynamic and 
might not follow any sequential flow at all. While the 
strategies and examples mentioned in these guides provide 
insights of when and what actions to take, how these 
strategies come about are not stated explicitly. If these 
strategies are largely based on the reflections of the expert 
CTA practitioners, there is a possibility that more strategies 
have not been tapped given the automaticity of 
expertise.  For instance, what have not been adequately 
addressed in these guides are the conditions of when to 
continue probing deeper and when to move on with other 
aspects of the interview. 

The need for an empirically driven approach to identify 
the knowledge and cognitive processes of performing an 
effective CTA interview serves as the key impetus for this 
research. Specifically, by conducting a CTA of the CTA 
interviews, we would be able to use the findings to better 
educate the novice CTA practitioners on how to detect and 
respond to various situations during the interviews.  

Methods 
The first phase of the research was to find out how the CTA 
interviews should be conducted based on a literature review. 
Although the elicitation approaches for different interview 
methods are largely similar (Yates & Feldon, 2011), we 
focused on just CPP method for consistency of this research. 
CPP method was chosen because it has a clearer mapping of 
the elements collected from the interview to the information 
required for a GEL training design. The alignment of the 
elicited knowledge and the parameters for instructional 
design would allow potential follow-up of the findings from 
this research to instructional development for teaching 
purposes. The findings were developed into a set of coding 
scheme that identified the list of actions that a CTA 
practitioner should perform during the interview. 31 action 
categories were identified and classified into the following 
five phases of the interview: Introduction, Task Overview, 
Detailed Subtask Sequence, Deepening Decision Points and 
Generic Strategies for Effective Interview. The coding 
scheme was then used for protocol analysis during the 
second phase of the study.  

The second phase of the study was to determine how the 
interviews were actually performed by the expert CTA 
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practitioner through protocol analysis. Protocol analysis is 
another knowledge elicitation technique by reviewing the 
verbal reports or transcripts to elicit the thought sequences 
(Cooke, 1999). Transcripts of past interviews were used for 
the protocol analysis, which provided an accurate account of 
what actually happened during the interviews between the 
expert CTA practitioner and the SME of the task of interest. 
The transcripts also provided insights of what might 
possibly be the triggers that an expert CTA practitioner 
seeks in deciding which action(s) to perform during the 
interviews. Audio recordings of eight interview sessions 
conducted by an expert CTA practitioner were used for the 
protocol analysis. These interviews were conducted with six 
SMEs to understand how they conduct scientific inquiry in 
the field of biological sciences and the results were 
developed into instruction for a laboratory-based 
undergraduate biology course (Feldon et. al., 2010). The 
audio recordings were transcribed on a turn-by-turn basis, 
where all the comments made by one person (expert CTA 
practitioner or SME) at an instance were constituted as one 
response. The expert CTA practitioner made 473 responses 
throughout the interviews.  

All responses made by the expert CTA practitioner were 
coded using the coding scheme developed in the first phase 
of the study. As it was common for the CTA practitioner to 
make multiple comments or ask several questions all at a 
time, each response could be coded with multiple action 
categories. Two researchers coded the same set of transcript 
independently and computed the inter-rater agreement for 
both sets of coding. Given the huge list of categories (31 
action categories) and the classification of each expert CTA 
practitioner’s response was non-exclusive, we decided to 
compute the inter-coder agreement only for categories that 
occurred frequently in the transcript (N > 10) instead. The 
mean kappa coefficient was established at 0.55.  While the 
inter-rater agreement was generally moderate (Landis & 
Koch, 1977), the researchers continued to resolve any 
discrepancies in the coding through discussion and the 
finalized coding scheme was used to code the rest of the 
transcripts. 

Concurrent with protocol analysis, a series of informal 
interviews were conducted with three expert CTA 
practitioners as well. The expert CTA practitioners were 
familiar with the CPP method with years of experience. The 
objectives of the informal interviews were to validate the 
findings from the protocol analysis and also to explore 
additional insights that might not be explicit from the 
transcripts or literature.  

Results and Discussion 
The following section describes some of the key strategies 
used by the CTA practitioners that facilitate the knowledge 
elicitation during the interview process. 

Focus on task procedures and decision criteria, 
with eliciting options being implicit 
Figure 1 shows the total number of instances that the action 
categories in each phase of the interview occurred in the 
transcripts. The actions used by the CTA practitioner during 
the interviews were mainly to elicit detailed step-by-step 
description of the actions and decision steps the SMEs 
performed to complete the subtasks (Detailed subtask 
sequence: 70% of the actions, N = 473, n = 329), and also to 
probe in deeper into the decision points that the SME made 
(Decision Points: 31% of the actions, N = 473, n = 148). 
The result is congruent with the literature findings, where 
the phases “Detailed Subtask Sequence” and “Deepening 
Decision Points” are continuously repeated throughout the 
interviews until the procedure of all subtasks have been 
captured. The continuous process of seeking the subtask 
sequences and deepening into the decision points results in 
the higher occurrences of the related action categories as 
compared to other phases of the interview. 

 

 
 

Figure 1: Number of instances of all the action categories in 
each interview phase. The actions executed by CTA 

practitioner were mainly to capture a detailed sequence of 
the subtasks and delve into the decision points.  

 
We delved in deeper to look at the count of each action 

category for the two most frequent interview phases. Figure 
2 shows the count of the ten action categories that the expert 
CTA practitioner would take in order to capture the step-by-
step procedure of performing the subtasks. The result shows 
that the expert CTA practitioner asked the SMEs to list the 
steps required in performing each subtask (n = 78) and 
verify the information provided (n = 171) much more often 
than the other action categories. Figure 3 shows the count of 
the six action categories that the expert CTA practitioner 
would take in order to identify the options available to 
SMEs when making a decision and also the criteria for 
choosing between the options. The result shows that seeking 
criteria for choosing between alternatives (n = 68) is more 
often performed as compared to other categories. 

Given that SMEs often have difficulty articulating the 
procedural knowledge of performing a certain task 
(Koedinger & Anderson, 1990), it is logical that the CTA 
practitioner would spend a substantial amount of time 
seeking a detailed step-by-step procedure of performing 
specific subtasks and eliciting the criteria when making a 
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decision. What's interesting is that despite the frequent 
action of trying to elicit the criteria in choosing between 
options, the action of identifying the various options is 
surprisingly infrequent. We expect that in order to identify 
the criteria for choosing between the options, the CTA 
practitioner has to firstly seek the list of options available. 
The action of seeking the list of alternatives is however 
infrequently performed (n = 19), suggesting that the options 
might have already been provided even without having to 
ask the SMEs explicitly. Another takeaway is that CTA 
interview is usually dynamic and opportunistic, and the 
actions performed by the CTA practitioner do not always 
follow a linear progression. The result also suggests that 
there should be other perceptual cues that the CTA 
practitioner might be looking for to determine whether the 
SMEs have provided alternatives and other options in 
performing the task. 
 

 
 

Figure 2: Count of each action category related to gathering 
a detailed subtask sequence. Seeking a step-by-step 

procedure of the subtask and verifying the information are 
the most common actions performed by the CTA 

practitioner. 
 

 
 

Figure 3: Count of each action category related to deepening 
decision points. Seeking the criteria for choosing between 
alternatives is the most frequent action performed by the 

CTA practitioner. 

Importance of verification and accuracy 
Another interesting finding is that the most frequently used 
action performed by the CTA practitioner is to paraphrase 
the information provided by the SME for verification during 
the interview. While the existing CTA guides (Clark, 2007, 
2014) have also suggested the need to verify the information 
provided by SME, this action is however not explicitly 

emphasized and is only required to perform a few times 
throughout the interview. The finding from the protocol 
analysis shows that verification was done almost 
immediately after each SME’s response. Another method of 
verification is by challenging the SMEs’ assertions. After 
the SMEs described the task sequence (i.e. “First I do this 
and then I do that …”), the CTA practitioner would pose an 
alternative situation that seemed practical but not supported 
by the assertion (i.e. “So meaning you would just do X and 
not Y, is that correct?”). The challenge allows the SMEs to 
reconstruct the task sequence and at the same time identify 
previously omitted decision point. Although the action of 
frequent verification could be attributed to the CTA 
practitioner’s personal style of conducting the interview, it 
seems to be a useful strategy in ensuring the accuracy and 
completeness of the information collected. By verifying the 
information right after every SME’s response, the SMEs can 
also correct any misconception that the CTA practitioner 
might have. This is especially important as the CTA 
practitioner is usually not an expert in the task of interest (to 
avoid bias) and requires SMEs to guide him in 
understanding the process of performing the task of interest. 
We also observed that by paraphrasing the information 
provided by the SME, the CTA practitioner was able to 
monitor his evolving understanding by integrating presented 
knowledge with his prior knowledge and seek explanation 
from the SME when a knowledge gap was spotted. 

Perceptual cues in determining adequacy of SME’s 
responses and follow-up actions 
During the discussion with the expert CTA practitioners, 
they shared one useful strategy in identifying a decision 
point, which was to look for action verbs in SMEs’ 
responses. In order to look for potential cues that might 
indicate the presence of decision points, we grouped the 
CTA practitioner’s responses according to the coded action 
categories and reviewed the SMEs’ responses prior to each 
CTA practitioner’s action. The findings suggest that there 
were certain keywords and phrases that indicated decision 
points in SMEs’ responses. Particularly, the occurrence of 
considering verbs such as “identify”, “determine” or 
“decide” usually led the CTA practitioner to ask about 
alternatives, or delving into the criteria if the alternatives 
had already been provided by the SMEs. There were also 
some phrases that are useful in determining whether certain 
questions have been answered adequately by SMEs. For 
instance, phrases such as “First … Second … Third …”, 
“There are X ways to do so …” tended to appear in SME’s 
responses when the CTA practitioner asked for options or 
alternatives in performing a task. Similarly, keywords such 
as “If … then …” occurred very frequently when CTA 
practitioner asked for the criteria in choosing between the 
options. Absence of these words usually implied inadequacy 
in SMEs’ responses to CTA practitioner’s questions. These 
perceptual cues might be a useful strategy especially for 
novice CTA practitioners to determine when to continue 
probing or move on to the next task. 
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Comprehensiveness of information collected 
Although the action of identifying the various options when 
making a decision was less often used by the CTA 
practitioner, we noticed that there were several instances 
where the CTA practitioner continued to probe for more 
options (e.g. “Are there anymore methods that you can think 
of apart from those that you have mentioned?”) even though 
SMEs had already provided some options. The rationale for 
the CTA practitioner to repeatedly ask for options is that the 
SMEs only examine the best options and unconsciously 
omit others that are less effective for the situation (Klein, 
Wolf, Militello & Zsambok, 1995). While omitting less 
effective options is important in performing the task, 
sometimes the CTA practitioner would want the SMEs to 
list all potential options during the interview. The presence 
of the options would then facilitate in eliciting the criteria 
that distinguish the various options.  While the effectiveness 
of repeatedly seeking for options requires further research, 
this strategy does ensure comprehensiveness in the options 
elicited from the SMEs. 

Precisely Specifying Expert CTA Interview 
Processes in a Production Rule Model 
Based on the findings from the literature, protocol analysis 
and expert interviews, a production rule model was 
developed to precisely specify cognitive processes inherent 
in expert CTA interviews. The production rule model is 
made up of a series of actions that characterize alternative 
interview moves and a set of “IF-THEN” statements that 
characterize when an expert decides to evoke an interview 
move. Table 1 shows a subset of the production rules model 
that focuses on eliciting the subtask step-by-step procedure 
and seeking decision points. Interview guides identified 
from literature survey generate about 50% of the production 
rules, whereas the findings from the protocol analysis and 
expert interviews are represented by 88% of the production 
rules. The greater contribution from the protocol analysis 
and expert interviews suggests that this study may have 
been effective in identifying more insights and strategies on 
how to conduct an effective CTA interview. 

Implications 
One of the limitations of this study is that the protocol 
analysis was only based on one expert CTA practitioner. 
The production rule model would certainly be more 
representative of the general CTA interviews if the protocol 
analysis was conducted on at least three expert CTA 
practitioners. This limitation was mitigated by the additional 
expert interviews and some of the strategies were in fact 
observed in both protocol analysis and expert interviews. 
Another limitation of this study is the insufficiency of data 
for other action categories, which impedes the identification 
of more strategies and potential triggers for all action 
categories.  

Nevertheless, the production rule model is still useful in 
translating into a more effective instructional design for 

teaching CTA. For example, given that the CTA 
practitioner’s actions are dependent on the SME’s 
responses, novice CTA practitioners should practice using 
the transcripts of expert CTA practitioner’s past interviews. 
A snippet of the SME’s responses could be given to the 
novice CTA practitioners who would then be asked to select 
the follow-up questions that they find most appropriate. 
Selecting follow-up questions based on SME’s responses 
help to train the ability to identify the perceptual cues 
required for evoking specific questions. Novice CTA 
practitioners should also be exposed to challenging   
situations such as SME having difficulty in articulating their  

 
Table1: Subset of the production rule model1 in eliciting 

subtask step-by-step procedure and deepening into decision 
points. The production rule model is made up of a series of 

actions and a set of “IF-THEN” statements. 
 
ELICIT SUB TASK STEP-BY-STEP PROCEDURE 
• Seek for a step-by-step procedure of the subtask. 

Explore the subtasks one at a time. The current focus 
is to capture the procedure of the subtasks as 
comprehensively as possible. It is not necessary to 
cover all subtasks within a single interview. 

• IF SME's response suggests having to make a 
decision (use of considering verbs such as “think”, 
“decide”, “choose”), THEN ask for the list of options 
or alternatives. 

 

o IF SME has provided an elaborated account of at 
least one action/decision that he has to make, 
THEN clarify with SME again to make sure all 
alternatives have been discussed. 

 

o IF SME responds with the following keywords 
such as "First … Second ... Third ..." or "There 
are X ways …", THEN it suggests that SME has 
provided a list of options. Continue to probe for 
alternatives to ensure that the list is exhaustive. 

 

o IF SME has provided a comprehensive list of 
options and alternatives, THEN begin "Seek 
decision criteria". 

SEEK DECISION CRITERIA 
• Seek for criteria for choosing between alternatives. 

 

o IF the criteria given by the SME are too abstract 
(usually the absence of "if.." or "if … then …"), 
THEN rephrase the question on the selection 
criteria and ask SME to elaborate on the criteria. 

 

o IF the SME is having difficulty coming up with 
the criteria (long pause or "that's a hard 
question"), THEN rephrase the question on the 
selection criteria. 

 

o IF the SME responds with the following 
keywords such as "If … then …" or "whether ..." 
and the criteria are clear and observable, THEN it 
suggests that SME has provided the criteria for 
choosing between the options. 

                                                             
1 Contact the authors for the production rule model. 
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knowledge. Exposure to challenging situations allows 
novice CTA practitioners to know how to react to similar 
situations in future. Apart from informing the instructional 
design, the production rule model could also be used to 
develop aiding tool for novice CTA practitioner during 
actual interview sessions. Such aiding tool recommends 
appropriate follow-up questions to the CTA practitioners 
throughout the interview so that the information collected 
would be comprehensive and accurate.  

Conclusion 
This research aims to identify the cognitive processes and 
effective strategies used in performing the CTA interview. 
The findings suggest that CTA interviews are highly 
dynamic and the types of questions asked need not 
necessarily follow a sequential order. Based on the current 
guides for conducting CTA interviews, results from protocol 
analysis and insights from expert CTA practitioners, a 
production rule model was developed. These production 
rules, with there detailed if-parts, provide a precise 
indication for critical dependencies between interview 
actions and interviewee responses.  While a strict sequential 
order is not necessary, it is important, for example, that a 
CTA practitioner would need to elicit a comprehensive set 
of decision options before asking the SME to come up with 
the criteria that distinguish which option/s to choose. More 
generally, the model summarizes some of the key insights 
from our CTA of CTA interviewing.  One particular insight 
was the use of perceptual cues to determine the adequacy of 
SME’s responses and the selection of follow-up questions 
during the interview. For instance, keywords such as “if ... 
then ...” are used to determine whether the SME has 
adequately provided the criteria for choosing between 
alternatives during decision-making. Absence of these 
keywords usually implies that the CTA practitioner has to 
repeat the question again to the SME. 
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Abstract

We present an indoor guidance study to explore the interplay
between spoken instructions and listeners’ eye movements.
The study involves a remote speaker to verbally guide a lis-
tener and together they solved nine tasks. We collected a
multi-modal dataset consisting of the videos from the listen-
ers’ perspective, their gaze data, and instructors’ utterances.
We analyse the changes in instructions and listener gaze when
the speaker can see 1) only the video, 2) the video and the gaze
cursor, or 3) the video and manipulated gaze cursor. Our re-
sults show that listener visual behaviour mainly depends on ut-
terance presence but also varies significantly before and after
instructions. Additionally, more negative feedback occurred
in 2). While piloting a new experimental setup, our results
provide indication for gaze reflecting both: a symptom of lan-
guage comprehension and a signal that listeners employ when
it appears useful and which therefore adapts to our manipula-
tion.
Keywords: referential situated communication; specific task
guidance; mobile eye tracking; visual behaviour analysis;
gaze-sensitive feedback

Introduction
We constantly direct our gaze to different parts of the visual
scene to be able to perceive objects of interest with high acu-
ity. These eye movements can be driven internally, i.e. by
some self-initiated goal or intent, or externally by something
that attracts our visual attention (Yantis & Jonides, 1990).
External factors driving the attention can be salient objects
in the visual scene or another person’s utterances that di-
rect our eyes to a co-present object or event. The latter
has been exploited in many psycholinguistic studies in or-
der to study language comprehension processes (for example
see Cooper, 1974; Tanenhaus, Spivey-Knowlton, Eberhard,
& Sedivy, 1995).

Conversely, a listener’s gaze may also signal (mis-) under-
standing back to the speaker. Taking the listener’s behaviour
into account when planning and making utterances is an im-
portant aspect of collaborative, goal-oriented interaction. In
this sense, a listener’s eye movements can be both: A re-
sult of a comprehension process, i.e. a “symptom”, and/or

a “signal” and feedback channel to the speaker, who can then
modify and adapt their next utterance. A listener may even
consciously use her gaze, similar to a pointing gesture, for
instance in order to point when her hands are full or for other
reasons unavailable.

This reciprocal nature of gaze during spoken interactions
is not captured in most interactive studies so far, also because
it is difficult to assess. Eye movements may be considered
both a dependent variable (symptom, as an indicator for com-
prehension processes) and an indirect independent variable
(signal, affecting utterance content). The aim of the present
study is to shed light onto this dual role of gaze and to quan-
tify to which extent listener eye movements depend on the
speaker’s utterance and vice versa.

We designed an exploratory experiment that involves spon-
taneous spoken instructions in a real-world environment
while we manipulated the availability of listener gaze (hence-
forth GazeAvailability) in form of a cursor to the speaker.
Specifically, one person (the speaker or “instructor”) re-
motely guided another person (the listener or “walker”)
through a hall to a number of desks with distractors and tar-
get items with which different tasks had to be performed, such
as assembling utensils for baking a cake. Both task and target
items were only known to the instructor. The walker was eye-
tracked and the instructor saw the output of the eye tracker’s
scene camera only (NOGAZE), the video overlaid with the
walker’s gaze position (GAZE) or the video overlaid with the
current gaze position to which we artificially added 20% ran-
dom error (MANGAZE).

While task performance did not vary with GazeAvail-
ability, the amount of feedback given by the speaker did
to some extent. We further found that listeners’ gaze be-
haviour differed as a function of whether or not an utterance
was taking place, probably reflecting language comprehen-
sion processes. Moreover, gaze patterns also changed with
GazeAvailability to the speaker. In particular, we analysed
scenes immediately before any utterance onset but also di-
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rectly after utterance offset. We take the former to provide
some indication for gaze being used as signal to which a
speaker reacts, whereas the latter suggests that GazeAvail-
ability may also have an indirect influence onto the speaker’s
utterances which, in turn, have an impact on listener gaze
again.

Related work
Previous research has shown that listeners follow speakers’
verbal references (as well as her gaze in face-to-face sit-
uations) to rapidly identify a referent (Eberhard, Spivey-
Knowlton, Sedivy, & Tanenhaus, 1995; Hanna & Tanenhaus,
2004; Keysar, Barr, Balin, & Brauner, 2000). The reaction
of the speaker to such referential eye movements, however,
was considered in few studies. Clark and Krych (2004),
for instance, aimed to grasp this reciprocal nature of inter-
action in a study using a collaborative block building task
and manipulating whether participants could see each other
or each other’s workspace. Their results suggested that the
joint workspace was more important than, for instance, see-
ing each other’s faces. Staudte, Koller, Garoufi, and Crocker
(2012) conducted a study in which users were guided by a
natural language generation (NLG) system through a virtual
world to find a trophy. The system either gave feedback to the
users’ eye movements, or not. This controlled setting allowed
the observation of dynamic and interactive (gaze) behaviour
while maintaining control on one interlocutor (the NLG sys-
tem). The results of this study suggest that it can be benefi-
cial for task performance when listener gaze is exploited by
the speaker to give feedback. It remains unclear, however,
whether (human) speakers indeed provide such feedback and
how the availability of listener gaze recursively affects the
spoken instructions and, possibly, the gaze behaviour itself.

Experiment
We designed an experiment that combines a dynamic, interac-
tive setting with the possibility to conduct exact and detailed
analyses, in particular on eye movement behaviour, in order
to assess the mutual influence of listener gaze and speech.
Naı̈ve participants either became an instructor (speaker) or a
walker (listener). The speaker instructed the listener to per-
form a series of tasks. These tasks consisted of a navigational
part, i.e. finding the next out of nine tables in a hall, which we
call the macro task, and some object assembly at each table,
the so-called micro tasks. Each pair of participants experi-
enced all three GazeAvailability manipulations.

The listener wore a head-mounted eye tracker through
which the speaker could see the scene from the listener’s per-
spective (NOGAZE) and additionally the listener’s exact gaze
cursor (GAZE) or a manipulated gaze point (MANGAZE).
The purpose of this manipulation GazeAvailability was to re-
veal whether the availability of listener gaze to the speaker
affected a) the produced utterances and b) the listener’s
gaze. The purpose of including MANGAZE was to investi-
gate whether slightly perturbed gaze would be considered ei-
ther un-informative or even disturbing (more like NOGAZE),

Figure 1: A screenshot of instructor’s display.

or whether the speaker would be robust towards slight impre-
cisions of the gaze cursor and treat it more like GAZE.

Firstly, the experiment was aimed to reveal whether the
availability of listener gaze position to the speaker would af-
fect the production of verbal feedback. And secondly, if gaze
was used as a signal, which listeners control and use delib-
erately, then the option to do so (and thereby evoke speaker
reactions) would ubiquitously change listener gaze. If gaze
was more generally a symptom of other processes and delib-
erate control was (too) difficult, listener gaze would rather
change with tasks or events than with GazeAvailability. Fi-
nally, if gaze was used as a signal, variations of listener gaze
behaviour should mainly occur prior to an utterance. If gaze
was a reaction to changes in the utterances (i.e. a symptom),
gaze behaviour should rather change after an utterance.

Method

The instructor received a plan of the route and a picture of
the table top in which the next target object for the micro task
was highlighted, see Figure 1. To make the task sufficiently
complex and elicit precise references to target objects, at least
two distractors for each target were also on the table.

The experiment consisted of nine micro tasks, each of
which was dedicated to some everyday life activity such as
office work or cooking. Office tasks included writing a letter
using envelopes, pens, blocks and glue; kitchen tasks making
a cake using milk, sprinkles, mixing spoons and an eggs box.
In total, 234 every day objects were used, 36 of which were
target objects.

Participants Twelve pairs of participants (16 females) took
part in this study. Average age was 26.6 and all but one were
in the age range 18-40. All participants were German native
speakers and received a payment of 10 e. A session lasted
between 30 and 45 minutes.
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Procedure Participants were first asked about their prefer-
ence for role assignment and assigned to the walker/instructor
role accordingly. Two experimenters instructed both partici-
pants separately from each other. Specifically, the instructor
was shown the route and tables but was not told how to refer
to target objects. Then, she was led to a remote room from
where she guided the walker. During the experiment the
instructor saw a picture of the current target object, a map of
the hall, and the scene view of the walker. Neither walker
nor instructor were informed about our manipulation.

Apparatus

We used a Pupil Pro monocular head-mounted eye tracker for
gaze data collection (Kassner, Patera, & Bulling, 2014). The
tracker is equipped with a high-resolution scene (resolution
of 1280 x 720 pixels) and eye camera (640 x 360 pixels).
We extended the Pupil software with additional functionality
needed for our study, namely to hide and display a manipu-
lated gaze cursor to the instructor.

Two notebooks were used: one for the walker and one for
the instructor. The instructor notebook was connected to two
displays, one for the instructor and one for the experimenter.
The experimenter sitting next to the instructor used a con-
trol panel to send commands to the eye tracking software to
switch between conditions. The eye tracker was connected
to the walker notebook on which we recorded the incoming
sound, i.e. the instructions the listener heard. Both audio and
video signals were streamed using Skype. In addition, the
walker was equipped with a presenter to signal success (find-
ing a target object) by pressing a green button which was used
later on to segment the micro tasks. The communication of
the different software components was implemented using a
custom client-server software but all recordings were carried
out on the walker machine.

Analysis

Linguistic analysis To prepare the recorded data for fur-
ther processing, we applied a standard linguistic preprocess-
ing pipeline. We first transcribed the audio signal, which
was a manual step as the discourse collected in our study
was very specific and contained also ungrammatical utter-
ances. We then aligned the text to the audio signal by apply-
ing the forced alignment technique (Kisler, Schiel, & Sloet-
jes, 2012). We performed lemmatization and part-of-speech
(POS) tagging followed by linguistic annotation using shal-
low syntactic analysis. These annotations are automatically
carried out using TreeTagger (Schmid, 1995).

Two types of feedback instances, positive and negative,
were recognized by searching for word occurrences that ex-
press feedback, e.g. “ja, genau” (yeah right) is positive while
“nein, falsch” (no, wrong) is negative. However, in some
cases those words did not express feedback but had a differ-
ent grammatical function. Therefore a manual post correction
was carried out to filter out detected instances and also to add

few other words that are not typical for feedback but had this
function in a particular context.

Lastly, we assessed the proportion of positive and neg-
ative feedback instances per condition. We used linear
mixed-effects models using the lme4 package in R (Baayen,
Davidson, & Bates, 2008) and model selection in order to
determine the influence of GazeAvailability.

Eye movement analysis We first detected fixations using
a standard dispersion-based fixation detection algorithm as
in (Salvucci & Goldberg, 2000) that declares a sequence of
gaze points to be a fixation if the maximum distance from
their joint center is less than 5% of the scene camera width
and the sequence has a minimum duration of 66 msec. Eye
movements between two fixations were considered saccades
without further processing. Blinks were not included as
video-based eye trackers, such as Pupil, do not record them
by default. We then used a sliding window approach with a
window size of 500 msec and step size of 250 msec to ex-
tract eye movement features, resulting in a dataset consisting
of 18841 time windows.

For each window, we extracted a subset of 45 features of
those previously proposed for eye-based recognition of vi-
sual memory recall processes (Bulling & Roggen, 2011) and
cognitive load (Tessendorf et al., 2011). We added 21 addi-
tional features relating current gaze behaviour to the overall
gaze behaviour of the current person in the current experi-
ment, e.g. the ratio of the small saccade rate in the whole
experiment to the small saccade rate in this time window.
All features are shown in Table 1. For feature selection
we used the minimal-redundancy-maximal-relevance crite-
rion (mRMR) which aims to maximise the feature’s relevance
in terms of mutual information between target variable and
features while discarding redundant features (Peng, 2007).
For our analyses we relied on data driven method and used
the consistently top-ranked features for target variables such
as GazeAvailability, Pair or FeedbackPresence and fitted lin-
ear mixed-effects models to the top-ranked feature according
to mRMR (saccade rate). Similar results can also be achieved
based on further top-ranked features such as the ratio of small
to large saccades (where a saccade is considered small if its
amplitude is less than twice the maximum radius of a fixa-
tion).

Results

We first evaluated the time needed to solve a task (all tasks
were solved) in each condition to reveal whether gaze was
used to complete a task more efficiently. It took participants
64.16 seconds on average to solve a task in the GAZE con-
dition, 62.96 seconds in the MANGAZE condition, and 64.46
seconds in the NOGAZE condition. Differences were not sig-
nificant. Since the average interaction time was generally
very low, a floor effect has possibly prevented a distinction
of the conditions.
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Fixation rate, mean, max, variance of durations
mean, variance of variance within one fix.

Saccades rate, ratio of (small/large/right/left) sacc.
mean, max, variance of amplitudes

Combined ratio saccades / fixations
Wordbooks number of non-zero entries

maximum and minimum entries as well as
their difference for n-grams with n ≤ 4

Ratios all fixation, saccade and combined features
in ratio to the value over the whole trial for
a particular pair and condition.

Table 1: Features extracted from human visual behaviour in-
spired by Bulling et al. (2011).

Linguistic analysis
Next we examined the intuition that the length of utterances
would be shorter in the GAZE condition and longer in the
MANGAZE condition. However, no significant difference
was found.

Figure 2: The proportion of positive and negative feedback
instances in the different conditions. The model fitted to that
data is the following feedbackType ∼ GazeAvailability
+ (1|Pair)

We then investigated the proportion of positive and nega-
tive feedback. To test if the difference in the proportions is
significant we constructed a generalised linear mixed-effects
model (with a logit link function) fitted to FeedbackType with
GazeAvailability as a fixed effect.

Figure 2 depicts a graph that shows the proportion of feed-
back in the different gaze conditions and gives the model
specifications. The amount of data points (feedback instances
per pair) does not license the inclusion of a random slope in
the model so we include only the random intercept for Pair.

This model shows a difference between the GAZE and
NOGAZE condition that approaches significance (Coeff.
= 0.574; SE=0.314; Wald’s Z=1.829; p = .067). This

marginally significant difference indicates that speakers make
use of the exact gaze positions of the listeners and that
they utter more negative feedback to signal misunderstand-
ings. MANGAZE is treated somewhat in-between GAZE and
NOGAZE.

Moreover, a negative feedback instance is usually followed
firstly by a repair, i.e. an additional description that either pro-
vides a complementary information that was not mentioned
in the instruction before or an alternative description that
describes a distractor which is usually underspecified. Sec-
ondly, a positive feedback instance often follows to confirm
the successful resolution of the repair. Example (1) illustrates
that repeated pattern.

(1) ne das andere ... Genau (no the other one ... exactly)

We further explored if these repairs differed with the avail-
ability of gaze: We measured the length (in words) of the
repairs and compared them across all conditions but found no
significant differences.

Visual behaviour analysis
To asses the role of listener gaze in this scenario, we ex-
amined the interplay of utterances, listener gaze and the
GazeAvailability manipulation.

First, we fitted a linear mixed-effects model with a random
intercept and random slope for pair to the data set consisting
of all (sliding) time windows (18841 in total). We found a
significant main effect of UtterancePresence through model
selection (χ2(1) = 9.54, p = .002). GazeAvailability, in con-
trast, had no effect on model fit. We then considered feedback
expressions which are a specific form of utterance and com-
monly occur in situated and spoken interaction: Such phrases
typically form a direct and closely time-locked response to
changes in the situation or, more crucially, the listener’s be-
haviour. Similarly to the analysis of utterances in general,
we fitted a linear mixed-effects model, this time with Feed-
backPresence as a factor. We observed a main effect (χ2(1)
= 80.63, p <.001) and an interaction with GazeAvailability
(χ2(2) = 9.38, p =.009). The interaction suggests that the
manipulation of gaze availability has some effect on how lis-
teners move their eyes during verbal feedback compared to
before or after. This observation also seems to be in line with
the results of the linguistic analysis according to which the
proportion of positive and negative feedback instances vary
in the different levels of GazeAvailability to the speaker.

Taken together, the results from gaze behaviour in Utteran-
cePresence and FeedbackPresence indicate that gaze patterns
differ with speech happening or not, i.e. when the listener
is processing speech compared to when she is not currently
listening to an utterance, and that this is relatively indepen-
dent of GazeAvailability. In light of the symptom-signal-
distinction, this suggests that language comprehension pro-
cesses drive the ocular system (symptom) but that deliberate
control of gaze, e.g. using it as pointer in the GAZE but not
the NOGAZE condition (signal), hardly affects overall gaze
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patterns.
Furthermore, we attempted to break up the reciprocal na-

ture of the interaction between listener gaze and speech by
considering the temporal order of gaze events and speech
events. Examining how gaze affect utterances and then, in
turn, how the utterances affect eye movements helps us to
shed light onto the dual role of listener gaze: On the one hand,
it can be seen as a sign that helps the walker to communicate
with the instructor (as the instructor can observe the walker’s
behaviour but cannot hear the walker). In this case, gaze pat-
terns may differ between the GAZE and NOGAZE conditions
before an utterance, since in the former condition gaze may
be more frequently used as a signal to which the speaker re-
acts. On the other hand, gaze may be mostly a symptom that
reflects language processing and which therefore may also re-
flect when the speaker adapts to seeing listener gaze (GAZE
condition) and produces utterances accordingly. In that case,
gaze patterns are likely to differ with GazeAvailability imme-
diately after utterance offset.

Thus, analogously to the analyses above, we fitted linear
mixed-effects models on a subset of the data, namely the time
windows immediately before the onset and after the offset
of an utterance. Both subsets consist of 954 instances and
we found that the factor GazeAvailability significantly con-
tributes to a better model fit, not only before an instruction
(χ2(2) = 9.77, p = .008) but also after it (χ2(2) = 10.89, p =
.004). The same analysis was carried out for the time win-
dows before and after positive and, additionally, before and
after negative feedback occurrences. However, no effect of
GazeAvailability was observed (which may also be due to the
lower number of samples).

To conclude, we observed no significant difference in gaze
behaviour along with the GazeAvailability manipulation, but
gaze patterns were distinct from each other in the presence
and absence of utterances in general and feedback in partic-
ular. The analyses taking temporal aspects of the gaze and
speech events into consideration showed that listener gaze
significantly differs before and after instructions. This evi-
dence supports the view that listener gaze can not only be
seen as a symptom of language comprehension but also a non
verbal signal to the speaker. The latter role is comparable to
the role of verbal deictic expression like “Do you mean this
one there?” which may have been used in a bidirectional ver-
bal dialogue.

Discussion
In this exploratory study, we observed that the manipulation
of availability of listener gaze position to the speaker had a
main effect on listener gaze before and after an utterance, but
not while an instruction was being spoken. GazeAvailabil-
ity further affected the type and amount of feedback given
by speakers. In particular, GAZE differed significantly from
NOGAZE with MANGAZE being in-between those two con-
dition with respect to the amount of negative feedback uttered
by the speaker. This suggests that manipulated gaze was used

somewhat less than natural gaze but was not ignored either.
Based on the combination of gaze effects before and after

an utterance and the lack of such an effect on eye movements
during an utterance, we further assume that listener gaze can
be seen as both a signal from listeners for conveying some
sort of information to the speaker and as symptom that reflects
language comprehension processes.

The tendency of speakers to produce more negative feed-
back with gaze availability also supports the role of listener
gaze as a signal to which instructors actively react. These
feedback instances have the potential to quickly eliminate
wrong beliefs by the listener about intended referents. We
did not find an improvement of task performance in terms of
time needed for completion in the GAZE condition but we
believe that this could be due to a ceiling effect.

Similarly, we did not find a significant effect of GazeAvail-
ability on other coarse-grained measures of the spoken ma-
terial such as utterance length (in words). However, many
words do not necessarily carry more information. Impor-
tantly, the salience threshold for the speech segmentation is
also a crucial parameter and can vary depending on the do-
main, task and setting, e.g. whether it is an uni- or bidirec-
tional, free or goal-oriented conversation. In addition, the
word level may be too coarse to reveal qualitative differences
in utterances as a function of listener gaze as mentioned in
Section Linguistic analysis. Hence it may be worth examin-
ing whether the instructions collected in the recorded inter-
action can be distinguished on a more fine-grained linguistic
layer but this was beyond the scope of this paper.

Future Work

There are several caveats in this study which motivate fu-
ture work. Firstly, the possibility for listeners to show their
hands, make pointing gestures or hover over objects prob-
ably added noise to the role of listener gaze as a feedback
modality. A follow-up study in a virtual environment will
avoid this and hopefully increase clarity of the gaze-speech
interaction pattern. Secondly, the experiment consisted of a
micro and a macro scale task, the latter of which was orig-
inally intended to be more of a navigation task. The actual
reduction in task complexity (and therefore for the neglect in
the analyses) lies in the significant technical challenges to set
up a stable WLAN connection throughout a large building to
transfer high-resolution video data, audio, and gaze data in
real time. Thirdly, we considered relatively coarse, quanti-
tative measures for utterances so far, mostly due to the lack
of manpower in annotating the data. Further analyses with
respect to such richer annotations as well as other eye move-
ment analyses (such as using smooth pursuit) are planned.
Lastly, we plan to classify scenes as containing confusion or
misunderstandings which would be of particular interest, for
instance, for a machine learning approach in order to detect
confusion from eye movements. Measures of cognitive load,
for instance, may be extracted from the available data to label
scene segments accordingly.
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Conclusion
We reported on an indoor guidance study to explore the inter-
play between spontaneous spoken instructions and listeners’
eye-movement behaviour. We presented a study design and
experimental setup to collect a multi-modal dataset of scene
view videos from the listener’s perspective, their gaze data,
and instructors’ verbal instructions. We found that listener
gaze itself as well as the speaker’s utterances were affected
by GazeAvailability. The specific pattern of effects suggests
that listener gaze is not only a processing symptom that is af-
fected indirectly by the variation of GazeAvailability, but also
as a signal being used deliberately as a pointing gesture.

To conclude, we have presented an exploratory study
which aimed to shed some light on the role of listener gaze
(position) in an interactive, indoor guidance task. The study
combines an interactive and very dynamic setting with fine-
grained data collection and analyses. The presented results
can be seen as a first step towards understanding the recipro-
cal nature of gaze behaviour and speech in human interaction
which may, for instance, help artificial interaction partners to
exploit human gaze in making communication more efficient
and less error-prone.
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Abstract 

Up until now, several studies have shown that a speech 
interface system giving verbal suggestions with beeping 
sounds that decrease in pitch conveyed a low system 
confidence level to users intuitively, and these beeping sounds 
were named “artificial subtle expressions” (ASEs). However, 
all participants in these studies were only Japanese, so if the 
participants’ mother tongue has different sensitivity to 
variations in pitch compared with Japanese, the 
interpretations of the ASEs might be different. We then 
investigated whether the ASEs are interpreted in the same 
way as with Japanese regardless of the users’ mother tongues; 
specifically we focused on three language categories in 
traditional phonological typology. We conducted a web-based 
experiment to investigate whether the ways speakers of 
German, Portuguese (stress accent language), Mandarin 
Chinese (tone language) and Japanese (pitch accent language) 
interpret the ASEs are different or not. The results of this 
experiment showed that the ways of interpreting did not differ, 
so this suggests that these ways are language-independent.  

Keywords: Artificial subtle expressions (ASEs); tone 
language; pitch accent language; stress accent language   

Introduction 
 
Although there is little hope that speech interface systems 
will ever be perfectly reliable (Bellotti & Edwards, 2001; 

Ogawa & Nakamura, 2012), people’s interaction with such 
non-perfect systems has only been analyzed sparsely 
(Higashinaka et al, 2006). Recently, some studies have been 
focusing on displaying a system’s confidence level to users, 
and these studies have shown that it is actually effective for 
various aspects of interaction between humans and systems 
(Benzeghibaa et al., 2007; Feng & Sears, 2004; Horvitz, 
1999; Parasuraman, 1997). For example, Antifakos et al. 
(2005) showed that users adapt to a system easily if the 
system’s confidence is displayed on a computer screen. 
Horvitz & Barry (1995) proposed a context-aware system 
that can estimate the expected value of revealed information 
to enhance computer displays for time-critical applications. 
Cai & Lin (2010) experimentally showed how expressing 
the level of confidence for such system to indicate whether 
the system’s represented information is accurate or not to 
users plays an important role in improving both the users’ 
performance and their subjective impressions. Therefore, 
expressing a system’s confidence to users is an important 
requirement for user interfaces. Most of these studies used 
actual human-like expressions to express their confidence 
level to users, e.g., speech sounds from speakers or 
character information on computer displays. 

In contrast with the above approaches, Komatsu et al. 
(2010a, 2010b) proposed using artificial subtle expressions 
(ASEs) as machine-like expressions used to convey a 
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system’s confidence level to users. Specifically, they 
proposed two simple beeping sounds used as ASEs: a flat 
sound (flat ASE) and a sound with a decreasing pitch 
(decreasing ASE). These ASEs were added 0.2 seconds 
after the system’s verbal suggestions. They then showed that 
suggestions made with decreasing ASEs conveyed a low 
system confidence level to users (Figure 1). 

 

 
Figure 1: Artificial Subtle Expressions (ASEs). 

 
These experiments were conducted only in Japan, and all 

of the participants were Japanese, so there is some 
possibility that the sensitivity of the participants in their 
mother tongue to variations in pitch might affect the ways 
ASEs are interpreted; for example, if the participants have 
different sensitivity to variations in pitch compared with 
Japanese, the interpretations of decreasing ASEs might be 
different. In terms of the sensitivity to such pitch variation, 
the three language categories shown in Table 1 are proposed 
in traditional phonological typology (Hirst & Di Cristo, 
1998; McCawley, 1978; O’Grady et al., 1997; Van der 
Hulst & Smith, 1998). “Pitch accent language” means that 
variations in pitch can be used to differentiate words, “tone 
language” means that different tones change the meaning of 
the words (more sensitive to variations in pitch compared 
with pitch accent language), and “stress accent language” 
means that only the variations in power are used for 
expressing an accent (less sensitive compared with pitch 
accent languages). 

 
Table 1: Language categorization in phonological 

typology. 

Type Example of languages 

Tone language 
Mandarin Chinese, Thai, 
Vietnamese 

Pitch accent 
language 

Japanese, Swedish 

Stress accent 
language 

English, German, Spanish, 
Portuguese 

 
Therefore, to investigate whether the ASEs are interpreted 

in the same way as with Japanese (pitch accent language) 
regardless of the users’ mother tongues, it is necessary to 
investigate how the ASEs are interpreted by participants 
whose mother tongues are categorized as the remaining two 
language types, e.g., tone language and stress accent 

language. Specifically, we focused on Mandarin Chinese as 
the tone language and German and Portuguese as the stress 
accent language (Table 1). The reason that we focused on 
two stress accent languages is the different positions of 
stress in a word. In general, German has a strong stress on 
the first syllable, while Portuguese does on the second or 
third last syllable (Hirst & Di Cristo, 1998).  

We thus conducted a web-based experiment to investigate 
whether the ways speakers of German, Portuguese, 
Mandarin Chinese, and Japanese interpret ASEs are 
different or not. This investigation would clarify whether 
these ways are language-independent or not and will 
determine whether the ASEs can be applied to various kinds 
of speech interface systems regardless of the users’ spoken 
language or mother tongues, while most current techniques 
for speech interface systems are obviously language-
dependent. 

 

Experiment 

Settings 
We conducted a web-based experiment to investigate the 
effects of the participants’ mother tongue on their 
interpretation of the ASEs. We used a “driving treasure 
hunting” video game as an experimental environment 
(Figure 2). In this game, the game image scrolls forward on 
a straight road as if the participant is driving a car with a 
navigation system and with small three mounds of dirt 
appearing along the way. A coin is inside one of the three 
mounds, while the other two mounds contain nothing. The 
game ends after the participants encounter 24 sets of 
mounds (24 trials). 

The purpose for the participants is to get as many coins as 
possible. The location of the coin among the three mounds 
is randomly assigned. In each trial, the navigation system to 
the left of the driver seat (circled in the top image of Figure 
2) told them which mound it expected the coin to be in by 
using speech with the ASEs. The participants could freely 
accept or reject the navigation system’s suggestions. In each 
trial, even after the participants selected one mound among 
the three, they were not told whether the selected mound 
had the coin or not (only a question mark appearing from 
the opened treasure box is displayed, as shown in the middle 
image of Figure 2). The participants were informed of their 
total numbers of coins only after they finished all 24 trials. 

 

Stimuli 
The navigation system used speech with the ASEs to tell 
participants the expected position of the coin. We prepared 
three different pieces of speech and two different ASEs. 
This means that the system could present six different 
stimuli for the participants. The navigation system used 
English speech sounds to suggest to the participants the 
expected location of the coin, that is, “number one,” 
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“number two,” and “number three.” These speech sounds 
were generated by AT&T Natural Voices1.  

 

 
Figure 2. Driving treasure hunting video game 

 
 

                                                           
1 http://www2.research.att.com/~ttsweb/tts/demo.php 

 
Figure 3. Speech waveform of verbal suggestion “number 

one” with decreasing ASE 
 

 
Figure 4. Flat and decreasing ASEs 

 
0.2 seconds after the end of the speech sounds, one of the 

two ASEs were played (Figure 3). These two ASEs were 
triangle wave sounds 0.5 seconds in duration, but their 
inflection patterns of pitch were different; that is, one was a 
flat ASE (onset fundamental frequency (F0): 250 Hz and 
end F0: 250 Hz), and the other was a decreasing ASE (onset 
F0: 250 Hz and end F0: 100 Hz) (Figure 4). The former 
studies (Komatsu et al., 2010a, 2010b) already showed that 
suggestions made with decreasing ASEs conveyed a low 
system confidence level to users. The interval between the 
suggestions and the ASEs (0.2 seconds) and the duration of 
the ASEs (0.5 seconds) was the same as in the former 
studies. 

 

Participants 
117 volunteers (73 men and 44 women; 20 - 45 years old, 
mean age of 24.91) participated. These participants 
voluntary responded to a call for participants from the 
authors. Out of the 117 participants, 44 participants’ mother 
tongue was Portuguese (Portuguese group, nationality: 
Portugal), 26 was Japanese (Japanese group, nationality: 
Japanese), 23 was German (German group, nationality: 
Germany, Austria, and Switzerland), and 24 was Mandarin 
Chinese (Chinese group, nationality: China).  

All the instructions in the experimental system were 
written in English so that all the participants could 
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understand these English descriptions. Therefore, there was 
some possibility that the participants would react to the 
given suggestions as if their mother tongue were English, 
but the verbal suggestions used are quite simple English 
phrases like “number one”, and Komatsu et al. (2010b) 
reported that participants interpret the meanings of ASEs 
intuitively and unconsciously, so we assumed that their 
interpretation of ASEs was not significantly affected by 
their English skills but purely by their mother tongue. 
 

Procedure 
We used a web-based experiment system for participants to 
play the treasure hunting video game and to record the 
participants’ behavior in regard to selecting which mound 
contained the coin depending on the given suggestions. First, 
the system displayed a consent form and instructions for the 
experiment. These instructions never mentioned or 
explained the ASEs to the participants. Before starting the 
game, the participants were asked to listen to a test sound 
via speakers or headphones and to adjust the sound volume 
to a comfortable level. Afterward, they played the driving 
treasure hunting video game. Among the 24 trials, the 
system expressed all 6 stimuli 4 times (the flat ASEs 12 
times and the decreasing ASEs 12 times, see Figure 5). The 
order in which the stimuli were expressed was randomized.    

 

 
Figure 5. Six stimuli consist of three different pieces of 

speech and two different ASEs 
 

Results 
To investigate the effects of the different ASEs on the 
participants’ behavior in terms of how often they accepted 
or rejected the system’s suggestions in each group, we then 
counted the rejection count, indicating how many of 
system’s suggestions the participants actually rejected. The 
average rejection counts of the 12 flat ASEs and 12 
decreasing ASEs for the four participant groups are summed 
in Table 2.   
 
 
 
 

 
Table 2: Rejection counts of flat and decreasing ASEs for 

four language groups. 

Language 12 flat ASEs 
12 decreasing 

ASEs 

Portuguese

(n = 44) 

3.27 

(SD = 3.03) 

6.45 

(3.73) 

Japanese 

(n = 26) 

3.62 

(3.22) 

6.27 

(4.01) 

German 

(n = 23) 

3.69 

(3.17) 

5.83 

(3.78) 

Mandarin 
Chinese 

(n = 24) 

3.67 

(2.93) 

6.13 

(2.88) 

 
These rejection counts were analyzed by using a 2 × 4 

mixed plan ANOVA (within-participant independent 
variable: types of ASEs, flat/decreasing, between-participant 
independent variable: language group, Portuguese/German/ 
Japanese/Chinese, dependent variable: rejection counts). 
The results of the ANOVA showed that there was no 
significant differences in the interaction effect [F (3,114) = 
0.44, n.s.] and in the main effect of the between-participant 
independent variable (four language groups) [F (3,114) = 
0.02, n.s.], but there was a significant difference between 
the within-participant independent variables (two ASEs) [F 
(1,114) = 44.02, p < .01, effect size: η2 = 0.13] (Figure 6).  

To sum up, the system’s suggestions with the decreasing 
ASEs showed significantly higher rejection counts 
compared with those with the flat ASEs, regardless of the 
participants’ mother tongue. Therefore, the ways speakers of 
Portuguese, Japanese, German, and Mandarin Chinese 
interpreted the ASEs did not differ from each other, so this 
result suggests that the ways are language-independent. 

 

 
Figure 6. Rejection counts for flat and decreasing ASEs and 

observed significant differences among these factors 
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Discussion 

Japanese, German, Portuguese, Mandarin Chinese, 
and what else? 
In this paper, we succeeded in clearly showing that the ways 
of interpreting ASEs did not differ among the participants 
whose mother tongues are a tone language (Mandarin 
Chinese), pitch accent language (Japanese), and stress 
accent language (Portuguese and German). This result 
suggests that the ways are language-independent. However, 
we have to tackle several consecutive experiments in order 
to conclude that the ways are “perfectly” language-
independent. One is conducting experiments by recruiting 
participants whose mother tongues are English, Spanish, 
Hindi, and Arabic because these populations total nearly 
one billion, and the other is conducting an experiment with 
those who cannot understand English at all because our 
experimental system was implemented in English and the 
participants in this study can understand English as a 
foreign language. Therefore, we could not perfectly exclude 
the effects of English in the results of this paper. To tackle 
with this issue, we are planning to implement an 
experimental system with showing the participants’ mother 
tongue. We believe the results of these consecutive studies 
would compensate for the effectiveness of the ASEs and 
will lead to the above strong conclusions. 
 

Limitations and future direction of studies about 
ASEs  
In this experiment, we utilized the ASEs in a gaming 
environment in which participants simply needed to accept 
or reject the system’s suggestions. Currently, the ASEs is 
designed to convey only high or low confidence to the users, 
so the application range of the ASEs seems to be quite 
limited. Although conveying high/low confidence to users is 
an abstract gaming task, it is quite important and effective 
for systems that need to tell users what they should do next, 
such as car navigation systems giving route guidance like 
“turn left” or “enter highway #I-8.” 

Currently, we are wondering whether this simple 
expression ASEs is also effective for systems that are 
required to give much more complex information to users, 
such as those that need to express a degree of confidence 
level not simply expressed with “higher” or “lower,” like 
information retrieval systems (Sanderson & Zobel, 2005) or 
recommendation systems (Re Roure & Shadbolt, 2001). In 
such more complex systems, we speculate that not only 
decreasing ASEs but other inflection patterns of ASEs or 
ranges of pitch variation of ASEs will have specific 
meanings. We are now planning to use other kinds of 
gaming environments to handle much more complex and 
flexible interaction with users. The results of such 
experiments in these more complex systems should expand 
the application range of ASEs. 

ASEs are proposed as simple and intuitive expressions for 
users to convey the levels of the confidence of the artifacts. 
Although several studies already clarified the various 
effectiveness of ASEs, e.g., preciseness and robustness  
(Komatsu et al, 2010a, 2010b), we have not yet investigated 
how much the users’ cognitive loads are utilized for 
interpreting the ASEs. We expect that the interpretation of 
the ASEs would consume the less cognitive loads compared 
to the interpretations of the verbal expressions that convey 
the confidence level of the artifacts (e.g., “I am 80% 
confident” or “you MUST follow my suggestion”). We also 
have to tackle this unsolved issue. 
 

Conclusions 
This paper succeeded in clearly showing that the ways of 
interpreting ASEs did not differ among the participants 
whose mother tongues are a tone language (Mandarin 
Chinese), pitch accent language (Japanese), and stress 
accent language (Portuguese and German). This result 
suggests that the ways are language-independent, while 
most techniques for speech interface systems are obviously 
language-dependent. We believe that these ASEs can then 
be applied to various kinds of speech interface systems, e.g., 
car navigation systems or speech recognition systems in 
mobile devices, regardless of the users’ mother tongues or 
spoken languages. 
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Abstract 

For cases in which precise information is practically or 
actually unknowable, certainty and precision can indicate a 
lack of competence, while expressions of ignorance may 
indicate greater expertise. In two experiments, we 
investigated whether children and adults are able to use this 
“virtuous ignorance” as a cue to expertise. Experiment 1 
found that adults and children older than 9 years selected 
confident informants for knowable information and ignorant 
informants for unknowable information. However, 5-7-year-
olds overwhelmingly favored a confident informant, even 
when such precision was completely implausible. In 
Experiment 2, we demonstrated that 5-8-year-olds and adults 
are both able to distinguish between knowable and 
unknowable items when asked how difficult the information 
would be to acquire, but those same children still failed to 
reject the precise and confident informant for unknowable 
items. We suggest that children have difficulty integrating 
information about the knowability of particular facts into their 
evaluations of expertise. 

Keywords: cognitive development; credibility; informants; 
confidence; epistemological beliefs  

Introduction 
Sometimes the most impressive intellectual achievement 
can be recognizing the boundaries of one’s own knowledge, 
or knowledge more generally. Indeed, this idea is a classic 
philosophical theme across a wide range of cultures, 
whether it be Socrates ("…I am wiser than he is to this small 
extent, that I do not think I know what I do not know"[Plato, 
Apology 21d, tr. Tredennick, 1954]), or Confucius (“Real 
knowledge is to know the extent of one’s ignorance.”[from 
Dunning, Johnson, Erlinger, & Kruger, 2003]).  

Knowing what one does not know may require 
considerable sophistication. More than just knowing what 
portion of available knowledge one possesses, one must 
have some sense of the full extent of what is available and 
potentially knowable as well as what may never be 
knowable but still relevant. More knowledgeable individuals 
usually have more accurate senses of their abilities and 
limitations, including of their knowledge and explanatory 
understandings, while less knowledgeable individuals tend 
to be miscalibrated and overconfident (Dunning, 2012; 
Dunning et al. 2003). Children are particularly severely 
miscalibrated about their own understanding of various 
phenomena (Mills & Keil, 2005). 

Here, we turn to a different, but closely related, problem: 
Identifying when others are overconfident about their own 
knowledge. In particular, we ask whether children and 

adults are capable of recognizing when an informant who 
says that they do not know the answer to a question is 
actually more knowledgeable than one who provides a 
confident and precise answer. The literature on self-
assessment suggests that claims of detailed knowledge are 
not invariably signs of expertise, and in some cases may be 
signs of incompetence or ignorance. In fact, under some 
circumstances claims of ignorance may indicate expertise 
and knowledge, and in these cases we can distinguish mere 
ignorance from “virtuous ignorance,” or admitting that 
certain knowledge cannot be possessed. For some questions 
or problems, the more expert individual may better 
understand how certain forms of information are 
unknowable. For example, a novice might feel quite 
confident that one can know both the exact position and 
exact velocity vector of a particle at a given point in time, 
but an expert familiar with Heisenberg’s Uncertainty 
Principle would freely admit that they could not know both 
precisely, and recognize any claims that one did as 
indicating ignorance rather than knowledge. 

We expect that adults can identify many of these cases in 
which virtuous ignorance is a marker of greater expertise. In 
many instances, to know that one does not know (or cannot 
know) a specific piece of information arises from a 
sophisticated understanding of the physical world and how 
uncertainty, chaotic systems, or causal complexity make 
certain forms of precision or predictions highly implausible, 
if not impossible. Thus, one can evaluate the credibility of 
another’s testimony in terms of how it meshes with one’s 
own understanding of the plausibility of actually being able 
to attain the attested knowledge. In such cases, an informant 
might seem to have especially low credibility if that 
individual expresses great certainty about information for 
which certainty is highly inappropriate. This facet of 
assessing confidence has been largely neglected in empirical 
studies with adults, but in extreme cases, it seems intuitively 
clear that adults will reject confident declarations about 
logistically unknowable things. Thus, most adults would 
discount the confident individual who claims to know 
something with implausible precision and prefer a 
virtuously ignorant informant. For example, it makes no 
sense for someone to claim that they know exactly how 
many leaves there are in all the trees in a large national park, 
and anyone who makes such claim with confidence should 
be regarded with great skepticism. 

Children, however, may have great difficulty rejecting a 
confident and precise answer, even when that answer is 
highly implausible. There are two key challenges that 
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children must master. The first is an epistemological 
challenge: Children must recognize that the information is 
implausible or impossible to possess.  To know that it is not 
feasible to have a precise number for all the leaves in 
Yellowstone Park, one needs to have a sense of the 
immensity of the number, of the challenges of getting a 
snapshot of all leaves at a moment in time, and even of the 
ambiguities of when a budding or decaying leaf becomes or 
is no longer a leaf. Therefore, one way in which children 
might fail to recognize virtuous ignorance as a cue to 
expertise is by not realizing that the ignorance is in fact 
virtuous. Rather, they might favor whatever information 
they are given, no matter how absurd it would sound to an 
adult. However, there are presumably at least a few domains 
in which children would recognize that some knowledge is 
impossible to possess.  

The second challenge is that even in domains where 
children could recognize that possessing some knowledge is 
implausible or impossible, children may not be able to reject 
a confident informant. That is not to suggest that children 
simply accept everything they are told. On the contrary, the 
extensive literature on testimony reveals that even 
preschoolers take evaluative stances towards claims made 
by others and will take into account many source 
characteristics. These attributes can include: a source’s past 
record of accuracy, a source’s departure from consensus 
view, a source’s current mental states and access to 
information, and a source’s apparent dependency on other 
sources (for a review of this literature, see Robinson & 
Einav, 2014). In short, well before the start of formal 
schooling children appreciate that different sources should 
be trusted to different extents (Buschbaum et al., 2014; 
Harris, 2012). 

That said, young children might over-value confidence 
early on as a marker of source information quality, perhaps 
at the expense of other factors. A sensitivity to confidence in 
demonstrations of object use emerges early in development. 
Young speakers are sensitive to linguistic indicators of 
certainty and confidence (Matsui, 2014), and by the time 
they enter the early school years, they are quite 
sophisticated evaluators of certainty-related expressions 
(Moore, Bryant, & Furrow, 1989). 

In particular, five and six year olds are heavily influenced 
by a person’s confidence but have difficulty, relative to 
older children and adults, in calibrating informants, i.e. 
taking into account the relationship between an informant’s 
accuracy and confidence (e.g., is a person’s confidence 
diagnostic of their credibility?). Two recent studies have 
provided evidence that children’s difficulties with such 
calibrations are due to executive processing limitations. 
Tenney, Small, Kondrad, Jaswal, & Spellman (2011) found 
that children would not reject poorly calibrated informants 
while adults would, but when adults were placed under 
significant cognitive load, they performed as children did. In 
addition, Jaswal et al. (2014) demonstrated that some 
children will often accept obviously false adult testimony 
about an event that the child themself witnessed, but the 

likelihood of rejecting the testimony was positively 
correlated with performance on a spatial inhibitory control 
task.  

Predictions 
Based on these observations, we can make an overarching 
prediction: Young children will favor an implausibly 
confident informant over a virtuously ignorant one.  

Further predictions emerge from the two challenges that 
could lead children to fail at this task: epistemological 
challenges and challenges integrating epistemology with 
expressions of confidence. These two accounts are not 
contradictory. In some domains children may fail to 
understand the implausibility of certainty; but we suggest 
that even when they do, the draw of confidence may be too 
strong to overcome. We make three specific predictions: 

First, a simple certainty/confidence heuristic will be the 
first available strategy used by a child because they tend to 
focus on individual-centered markers of credibility more 
than the information itself, and because doubting certainty 
often requires detailed understandings of the world. 

Second, older children and adults will favor virtuous 
ignorance over certainty, based on their understanding of the 
plausibility of precision in particular contexts. 

Finally, the relationship between limited executive 
processing and the certainty bias in young children (Tenney 
et al., 2011; Jaswal et al., 2014) may be so strong that even 
when young children know that it is implausible to attain a 
certain piece of knowledge, they will still favor an 
implausibly certain informant. Thus even if children of a 
certain age can grasp that it might be extremely difficult or 
impossible to have a certain level of numerical precision 
about a given topic, they cannot inhibit their tendency to 
believe a confident informant. Indeed, given that inhibitory 
control improves radically between the ages of 5 and 10 
(Williams, Ponesse, Schachar, Logan, & Tannock, 1999), 
these challenges may extend well into middle childhood. 

We test these predictions with two experiments. In 
Experiment 1, we demonstrate that young children do 
indeed favor an implausibly confident informant, while 
older children and adults will favor a “virtuously ignorant” 
informant. In Experiment 2, we ask children and adults to 
evaluate how difficult it would be to possess certain types of 
knowledge, and demonstrate that even when children 
recognize the difficulty of knowing of specific pieces of 
information, they favor certainty over virtuous ignorance. 

Experiment 1 
Experiment 1 examined how children and adults evaluate 

implausible claims of precise numerical certainty. Two sets 
of questions were constructed: those for which it was 
implausible or impossible to make claims of numerical 
precision (e.g., the number of leaves in Yellowstone 
National Park) and those for which claims of certainty about 
precise numbers were plausible (e.g., the number of keys on 
a piano). We selected participants between ages five and ten 
years, expecting significant developmental shifts during that 
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period, including in inhibitory control (Williams et al., 
1999). 

Methods 
 
Participants 105 children aged 5 to 10 years were divided 
into 4 grade clusters. Specifically, 26 children in 
Kindergarten (M = 67.1 mos., SD = 5.57 mos., 14 females), 
27 children in first grade (M = 77.67 mos., SD = 4.38 mos., 
14 females), 20 children in grades 2 and 3 (M = 98.5 mos., 
SD = 8.9 mos., 9 females), and 41 children in grades 4, 5 
and 6 (M = 126.5 mos., SD = 8.9 mos., 17 females) 
participated in Experiment 1. Children were recruited in 
three ways: from regional schools, from regional science 
museums, and through visits into the experimenters’ 
laboratory. All age groups were recruited by all three 
methods. In addition, 53 adults were recruited on Amazon’s 
Mechanical Turk system (M = 38.6 years, SD = 14 years, 41 
females). 
 
Materials We created sixteen stimulus items, eight 
knowable and eight unknowable. The stimuli were 
presented to children on iPads, one at a time, with images to 
help them track the claims, along with two silhouettes 
representing the informants. Items were presented in a 
random order.  The overall effect was to create a storybook 
appearance for each stimulus page. At the bottom of each 
page was a small button to advance to the next item. 

For each item, one of the two silhouetted respondents 
answered the question at the top of the page with the word 
“exactly” and a precise integer, and the other responded, “I 
don’t know because it is not possible to answer that question 
precisely.” Participants were asked to identify which of the 
two respondents, who had both claimed to be “experts” 
when we questioned them, was actually a better expert than 
the other. An example display and complete list of items can 
be found at http://goo.gl/NoyqSs 
 
Procedure Adult participants viewed the stimuli through a 
web browser from their home computers and responded by 
clicking on the silhouette preferred. All child participants 
viewed the stimuli on Apple iPads and touched the screen to 
endorse a specific response. Children in grades K-3 had the 
text read aloud to them by the experimenter across all of the 
trials, whereas children in fourth grade and above were read 
aloud the instructions and the first item by the experimenter, 
who then allowed the children to read and advance through 
the remaining items themselves. 

The experimenter explained to the child participants that 
they were about to play a detective game involving experts, 
and asked if they knew what the word “expert” meant. The 
experimenter then defined the word for children who did not 
know it, or redirected the definition provided by children 
who were able to generate one, to be someone who 
“understood something really, really well,” and made clear 
that this new definition was the one to be used for the game. 
Children were then asked if they understood something 

really well and so could be an expert in that thing, to ensure 
comprehension. Next, the rules of the game were explained: 
the experimenter claimed to have had a list of questions and 
found people who said that they were experts about the 
topics, but that the experimenter suspected that some of the 
“experts” might really be better than others. The participants 
were told, “You’re going to see a bunch of questions and 
answers from different expert, and I want you to help me 
decide who was really the better expert for each question.”  

Adults, participating online, read the experiment 
instructions on a page after answering age and sex 
demographics questions and before the first item, and did 
not complete the interactive comprehension check of 
identifying something in which they could be experts and 
receiving feedback. 

Invalid trials (missing data or stray clicks outside of the 
target regions covering the figures and their responses) were 
recorded as null responses for each item. (This was 
infrequent and only occurred on 3.5% of all trials.) Finally, 
any participant who had no responses recorded for either 
category was excluded from analysis.  

Results 
We calculated an “accuracy” score for all the implausible 

and plausible numerical items, based on the “correct” choice 
(more accurately, the expected adult response) of either the 
expert who gave a precise response for the knowable items 
or an “I don’t know” response for the unknowable items. 
These scores were computed as the proportion of valid 
responses for each item type that were “correct”. Fig. 2 
shows the results of Experiment 1 by item type and age 
group. There was a main effect of item type, with much 
higher accuracy overall for knowable (M = .90, SD = .16) 
than unknowable items (M = .60, SD = .42), F(1,163) = 
108.67, p < .001, ηp

2 = .400. This main effect was qualified 
by a significant interaction between age group and item 
type, F(4,163) = 10.592, p < .001, ηp

2 = .206.  
Further analyses revealed a main effect of age group for 

unknowable items, F(4, 163) = 25.063, p < .001, ηp
2 = .381.  

Adults (M = .90, SD = .27) were significantly more likely to 
choose the “I don’t know” expert than kindergarteners (M = 
.28, SD = .30), first graders (M = .27, SD = .37), and second 

 
Figure 1: Results of Experiment 1. Error bars 
represent  95% CIs. Performance improved with age 
for both item types, but to a greater degree for 
unknowable items.  
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and third graders (M = .47, SD = .43), all ps < .001. (All p-
values reported for pairwise comparisons use Bonferroni 
correction for multiple comparisons.) Adults did not differ 
from children in grades four through six (M = .74, SD = 
.36), p = .28. Among the younger age groups, there were 
significant differences between children in grades four 
through six and kindergarteners (p < .001), children in first 
grade (p < .001), and children in 2nd-3rd grade (p = .039).  

There was also an effect of age group for knowable items, 
F(4, 163) = 8.80, p < .001, ηp

2 = .178 Follow-up analyses 
indicated a slight developmental improvement in accuracy 
on knowable items, but a much smaller and less consistent 
improvement than was found for unknowable items 
(notably, 2nd-3rd graders were as accurate as adults). 
Furthermore, all age groups were well above chance 
accuracy for knowable items, ps < .001. 

Discussion 
As predicted, all ages favored confident informants over 

ignorant ones when the information provided was plausibly 
knowable, but when the information provided was 
implausibly precise, older children and adults selected the 
virtuously ignorant informant, while younger children 
continued to favor the confident informant. 

The question remains as to the extent to which younger 
children are completely unaware of such patterns of 
“knowability” or whether they simply weigh them 
differently and let poor knowability be trumped by the 
trappings of precision and confidence. In other words, could 
children who show a strong bias to pick the confident expert 
in all conditions nonetheless be aware of the (im)plausibility 
of such answers? Further examination of the results of 
Experiment 1 provides some indication of this: One can re-
analyze the responses in terms of how frequently the certain 
expert was chosen, and ask whether there is a difference in 
this frequency based on item type. These post-hoc analyses 
found that kindergarteners in Experiment 1 were marginally 
less likely to select the certain expert for unknowable items 
than knowable (p = .06) and first graders were significantly 
less likely to choose the certain expert for unknowable items 
(p = .01), despite their overall poor accuracy on unknowable 
items. This suggests some awareness of knowability, but an 
inability to inhibit a bias to believe a confident informant 
until around age 10, which aligns well with developments in 
inhibitory control (Williams et al., 1999). 

Experiment 2 
To test for a trumping influence of confidence even when 

information is seen as difficult or impossible to possess by 
younger children, in Experiment 2, we constructed the 
strongest possible contrast, in which we first asked children 
how difficult it would be to know particular things, and then 
immediately afterwards had them do the same task as 
Experiment 1 with items closely related to the ones that they 

had just rated. We changed the unknowable items in a very 
minor way by expanding the scope (e.g., counting the 
number of blades of grass in Central Park vs. in New York 
State) so that they were not pure repetitions, but still close 
enough that a judgment of implausibility for one would 
entail implausibility for the other, and making sure that the 
initial judgment was always a narrower scope of entities. 
We validated these stimuli with adult piloting in MTurk, to 
verify that participants felt the rating items were comparable 
but of narrower scope. We predicted that young children 
would identify some types of knowledge as unknowable, 
but still be drawn to pick a confident expert. 

Methods 
Participants 31 children age 5-6 (M = 69.7 mos., SD = 14.0 
mos., 17 females), 24 children age 7-8 (M = 95.8 mos., SD = 
7.5 mos., 12 females) and 40 adult participants from MTurk 
(M = 31.8 years, SD = 10.1 years, 16 females) participated 
in Experiment 2. Children were recruited by the same 
methods as Experiment 1, and had a similar demographic 
profile, but none had participated in Experiment 1. 
Materials & Procedure The procedure for Experiment 2 
was similar to the procedure used in Experiment 1, but with 
fewer forced choice items and preceded by a difficulty 
rating task. Participants first completed four training items 
in which they learned to use the rating scale by rating the 
size of four animals (squirrel, cat, cow, and horse) on a scale 
that went from “SMALL” to “BIG.” All participants gave 
higher ratings for the cow and horse than squirrel and cat, 
indicating proficiency with the response method. 
Participants then saw a series of six items which depicted a 
person climbing a set of very low steps on the left side with 
the word “EASY” and another climbing up a very steep cliff 
on the right side with the word “HARD”. The six screens 
presented training items that had been adapted from the 
results of Experiment 1, as the items on which participants 
in all age groups performed the most consistently. However, 
instead of presenting the exact item from Experiment 1 
(e.g., 'How many windows are on the White House'), the 
item's scope was narrowed to represent a subset of the 
original (e.g., 'How many windows are on the President's 
office in the White House'). An image was presented along 
with each question, as in Experiment 1. 

For these rating items, participants were told to touch the 
screen on the blue line, just as before, to indicate whether it 
would be easy, hard, or somewhere in between to find out 
the answer to the question presented. The six rating screens 
eliciting a hard or easy judgment were presented in a 
random order to every participant. The second part of the 
experiment was identical to the procedure from Experiment 
1 (including training), but only using the six items from 
Experiment 1 that corresponded with the rating items. The 
order of presentation was independently randomized and not 
tied to the presentation of the rating items.   
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Results 
We analyzed the difficulty ratings in terms of the absolute 
x-coordinate of the recorded mouse-click or touch (within a 
constrained y-coordinate range), yielding a scale from 1 to 
900 (pixels) with lower numbers representing “easier” 
responses. For difficulty ratings, there was a main effect of 
item type, F(1, 92) = 322.7, p < .001, ηp

2 = .778, as well as 
a significant interaction between item type and age group, 
F(2, 92) = 37.83, p < .001, ηp

2 = .451. There was no 
significant main effect of age group, F(2, 92) = 1.927, p = 
.151. The average ratings by age group and item type can be 
found in Table 1. All age groups gave higher ratings for 
unknowable items (paired-sample t-tests, ps < .001), 
indicating that even the youngest children were able to 
distinguish “knowable” from “unknowable” information.  

Further analyses showed main effects of age group for 
both knowable and unknowable items, one-way ANOVAs, 
ps < .001. For knowable items, adults gave lower ratings 
than both 5-6-year-olds and 7-8-year-olds, Bonferroni-
corrected pairwise comparisons ps < .001, but the younger 
age groups did not differ from each other, p > .9. For 
unknowable items, there was significant developmental 
improvements between every age group, ps <= .045, 
indicating some developmental improvement in the ability 
to recognize epistemological challenges. However, given 
that younger children were able to distinguish knowable 
from unknowable items, the question remains whether they 
can use this information to reject overconfident experts. 

For the expert evaluation task, there were also main 
effects of item type, F(1, 92) = 50.30, p < .001, ηp

2 = .353, 
and age group, F(2, 92) =52.72, p < .001, ηp

2 = .534, and a 
significant interaction, F(2, 92) = 6.71, p < .001, ηp

2 = .127. 
As in Experiment 1 there were main effects of age group for 
both knowable, F(2,92) = 5.33, p < .001, ηp

2 = .104, and 
unknowable items, F(2, 92) = 26.62, p < .001, ηp

2 = .367. 
As can be seen in Fig. 2, for unknowable items, adults (M = 
.825, SD = .292) differed significantly from both 5-6-year-
olds (M = .237, SD = .346) and 7-8-year-olds (M = .431, SD 
= .423), ps < .001, but the younger age groups did not differ 
from each other, p = .127. For knowable items, there was 
again a much smaller small developmental improvement, 
and all age groups performed significantly better than 
chance (ps < .001). Thus, even though children distinguish 
knowable and unknowable items in their difficulty ratings, 
they seem unable to use this information to reject an 
overconfident expert. 

 An alternative interpretation might be that, even though 
5-6-year-olds gave higher difficulty ratings for unknowable 
items, their ratings are still below some threshold of 
“implausibility,” but if any individual children recognized 
this implausibility, they would be able to reject the 
confident expert. This account predicts that, if difficulty 
ratings for unknowable items and age group were pitted 
against each other as predictors of performance on the 
expert evaluation task, age group should be a weaker 
predictor than difficulty rating. However, this is not the 
case. In a stepwise regression of performance on 

unknowable items in the expert evaluation task with age 
group, difficulty ratings of unknowable items, and an 
interaction term as predictors, only age group emerges as a 
significant predictor (β = .601, p < .001). Thus, 
developmental improvements in endorsing virtuous 
ignorance are independent of the ability to assess the 
unknowability of information. 

Discussion 
Experiment 2 demonstrated that even the youngest 

children easily distinguished between knowable and 
unknowable items in their difficulty ratings. However, 
despite this, children were unable to reject the confident 
expert. While there are developmental improvements in the 
ability to recognize the difficulty of certain types of 
knowledge, they were unrelated to the ability to reject the 
confident expert. This suggests that the key developmental 
shift is not just in assessing epistemic challenges, but also in 
a growing ability to integrate information about knowability 
and confidence when evaluating experts. 

General Discussion 
Children have difficulty using their epistemological 

knowledge to recognize when a person who speaks with 
confidence might not know what he or she is talking about. 
Children have an early-developing sensitivity to expressions 
of confidence and certainty, and can use these expressions 
to evaluate statements. Here we have shown that younger 
children are so swayed by certainty that they do not take 
into account those cases where professed ignorance is 
actually the stronger indicator of expertise or, equivalently, 
confidence and precision are indicators of incompetence. 

Experiment 1 showed that young school children choose 

 
Figure 2: Results of the forced-choice task in 
Experiment 2. Error bars represent 95% CIs. 
 

Table 1: Difficulty ratings for unknowable and knowable 
items in Experiment 2.  

Age Group Unknowable Knowable 

5-6-year-olds 556.5 (163.7) 371.4 (129.9) 

7-8-year-olds 648.2 (137.7) 342.6 (125.2) 

Adults 733.5 (100.6) 172.2 (102.5) 

NOTE: numbers in parentheses are standard deviations. 
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experts who claimed to have implausibly precise numerical 
knowledge whereas older children and adults clearly 
recognized the absurdity of such claims and chose the expert 
who professed ignorance and/or uncertainty.  Experiment 2 
showed that, even when children recognize the 
implausibility of certain types of knowledge, they are unable 
to integrate it with expressions of confidence to recognize 
that an informant is miscalibrated. 

This inability may be due to a failure of executive 
processing, such that cues to confidence cannot be 
integrated with an understanding of the implausibility of 
possessing such information. This account is similar to 
accounts of how children fail to appropriately calibrate the 
confidence and accuracy of an expert over repeated trials 
(Tenney et al., 2011; Jaswal et al., 2014). Indeed, the 
underlying process may be nearly identical, merely differing 
in what information is being integrated with confidence. 
Rather than observed accuracy, in this case children must 
integrate plausible accuracy with confidence to determine if 
an expert is appropriately calibrated.  

Despite these failures of integration, it is impressive that 
even five-year-olds in Experiment 2 distinguished between 
knowable and unknowable information. This early ability 
suggests that, with some assistance integrating the 
information they already possess, these children might learn 
the value of virtuously ignorant informants. However, there 
may still be epistemological challenges, even for adults. 
Adults could also easily be seduced by an inappropriately 
confident informant if they did not understand that such 
confidence was implausible. For example, recalling the 
example from the introduction, an adult who did not know 
that it was impossible to know both the position and 
velocity vector of a particle might favor a confident and 
precise expert. In the reported experiments we validated our 
stimuli with adults to ensure that the selected items were 
recognized as implausible to be certain about, but in day-to-
day life it is unclear how well adults can actually identify 
the plausibility of knowing something.  

This problem is compounded if we consider how such 
plausibility information might be learned. Given the 
intricate web of deference needed to successfully navigate a 
complex world (Keil, Stein, Webb, Billings, & Rozenblit, 
2008), a lay sense of knowability may often come from the 
very experts that we are trying to evaluate. For example, of 
the readers of this paper who knew of Heisenberg’s 
Uncertainty Principle, it is unlikely that any of them have 
direct evidence for it or proved it themselves. Indeed, the 
authors themselves only know it through deference to 
physics experts. If there were an equal population of experts 
that claimed that such information was plausibly knowable 
with precision, how would we be able to evaluate whether a 
confident, precise response was appropriate? 

It is also worth noting that our “virtuously ignorant” 
informants did not simply say “I don’t know.” They 
provided a specific reason for their ignorance, i.e., that the 
information could not be known. It is not necessarily a cue 
of expertise to merely express ignorance, even when 

something is in fact unknowable. One could claim ignorance 
because one is not an expert, as easily as one could claim 
ignorance because one is an expert. It would be somewhat 
surprising if someone who merely expressed ignorance 
without providing further information would ever be seen as 
an expert. While not specifically tested in these 
experiments, we would expect that the additional statement 
that specific information is unknowable is important for 
identifying a virtuously ignorant expert over someone who 
simply knows nothing. 
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Abstract

We demonstrate that distributed vector representations are ca-
pable of hierarchical reasoning by summing sets of vectors rep-
resenting hyponyms (subordinate concepts) to yield a vector
that resembles the associated hypernym (superordinate con-
cept). These distributed vector representations constitute a po-
tentially neurally plausible model while demonstrating a high
level of performance in many different cognitive tasks. Ex-
periments were run using DVRS, a word embedding system
designed for the Sigma cognitive architecture, and Word2Vec,
a state-of-the-art word embedding system. These results con-
tribute to a growing body of work demonstrating the various
tasks on which distributed vector representations perform com-
petently.
Keywords: hierarchical reasoning; word embeddings; lan-
guage modeling; concepts; distributed representations

Introduction
In this paper, we demonstrate that distributed vector repre-
sentations are capable of performing hierarchical reasoning
by inferring the appropriate category from a set of category
members (Figure 1). This capability is one among many vari-
eties of tasks that recent methods for learning distributed vec-
tor representations, also known as word embeddings, have
been shown to perform competently. These capabilities in-
clude: language modeling (Bengio et al., 2006; Mikolov,
2012), natural language understanding (Collobert & Weston,
2008; Zhila et al., 2013), machine translation (Mikolov et
al., 2013a; Zou et al., 2013), image labeling (Frome et al.,
2013), paragraph representation (Le & Mikolov, 2014), and
relational extraction (Socher et al., 2013).

In addition to state-of-the-art performance, one major ad-
vantage of these vector models is their supposed neural-
plausibility (Blouw & Eliasmith, 2013). At a gross level
of abstraction, concepts are represented in the brain as dis-
tributed networks of neural activation throughout cortical
and subcortical regions (Rissman & Wagner, 2011). Dis-
tributed vector representations attempt to approximate these

raspberry	  

blackberry	  

strawberry	  

berry	  

Figure 1: The normalized summation of the vectors rep-
resenting hyponyms strawberry, blackberry, and raspberry
yields a vector resembling the hypernym berry.

distributed networks of activation. Intuitively, if the seman-
tic discrepancies between two concepts, such as “dog” and
“cat”, can successfully be encoded as distinct patterns of neu-
ral firings, then it follows that the discrepancies could also
be encoded as distinct patterns of values in a vector (Hinton,
1984). Furthermore, Kelly and West (2012) argue that vec-
tor representations constitute both symbolic and subsymbolic
representation, allowing distributed vector representations to
provide a comprehensive analysis of a cognitive process.

An example of the utility of distributed vector representa-
tions as a model of cognitive phenomena is their application
in analogical reasoning. The use of vectors to model ana-
logical reasoning dates back to Rumelhart and Abrahamson
(1973). More recent examples of distributed vector represen-
tations for performing analogy are presented in Zhilia et al.
(2013) and Socher et al. (2013). In these examples, ana-
logical reasoning with distributed vector representations can
be performed by vector arithmetic. For example, the differ-
ence between vectors representing woman and man is approx-
imately the same as the difference between vectors represent-
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ing queen and king:

[W ]− [M]≈ [Q]− [K] (1)

This equation can also be interpreted as an analogy,
woman:man::queen:king.

Analogical reasoning with distributed vector representa-
tions can be incorporated into existing cognitive models.
Upon reorganization, the equation for analogical reasoning
with vectors (Equation 2) successfully maps onto an excerpt
of the cognitive model of analogical reasoning presented in
Holyoak (2012). [W ]− [M] maps onto the source; +[K] maps
onto the target; and ≈ [Q] maps onto the inference.

[W ]− [M]+ [K]≈ [Q] (2)

In this paper, we demonstrate that distributed vector rep-
resentations can perform hierarchical reasoning in a similar
manner to how they perform analogical reasoning (i.e., with
simple vector arithmetic). The present demonstration con-
tributes to accumulating work exemplifying the capabilities
of distributed vector representations. Additionally, it is un-
clear to what extent distributed vector representations are ca-
pable of modeling human cognition, and hierarchical reason-
ing, like analogical reasoning, is among the features for which
a comprehensive model of human cognition must account.
Thus, the present results lend support for the ability of dis-
tributed vector representations to model human cognition.

It has previously been hypothesized that distributed vector
representations can accurately represent hierarchical informa-
tion (e.g., Lenci & Benotto, 2012; Erk, 2009a; Erk, 2009b;
McDonald & Ramscar, 2001; Geffet & Dagan, 2005). Lenci
& Benotto (2012) define this as the distributional inclusion
hypothesis: “if u is a semantically narrower term than v, then
a significant number of salient distributional features of u is
included in the feature vector of v as well.” Previous experi-
ments have attempted to quantify the phenomenon of vectors
representing hyponyms sharing a common set of characteris-
tic features of the associated hypernym.

A representative example of these previous experiments
is Geffet and Dagan (2005), which developed an automated
word-level feature inclusion testing method, called the Inclu-
sion Testing Algorithm (ITA). For each pair of vectors rep-
resenting a hypernym and a hyponym, ITA computes a set
of characteristic features for the hypernym vector and tests if
those features are also included in the vector of the hyponym.
This inclusion occurred in 86% percent of their tested pairs.
In other words, the vector that represents a category member
contains the information that characterizes it as a member of
the associated category.

The results presented in this paper derive from the same hy-
pothesis as the above results, but further the empirical anal-
ysis. Specifically, instead of comparing a single hyponym
vector with a single hypernym vector, we compare sets of
hyponym vectors with the common hypernym. This is an
advance for cognitive modeling of hierarchical reasoning be-
cause it transitions from purely representational (i.e., that vec-

tors can represent the characteristics) to algorithmic (i.e., de-
riving the hypernym shared among hyponyms).

The results in this paper are derived chiefly from dis-
tributed vector representations learned by DVRS (Ustun et al.,
2014), a word embedding system designed for the Sigma cog-
nitive architecture (Rosenbloom, 2013). DVRS learns real-
valued lexical (meaning) vectors in an unsupervised manner
from large, shallow information sources based chiefly on co-
occurrence and skip-gram algorithms. DVRS is intended to
be implemented within the Sigma cognitive architecture and
thus strives to maximize performance while retaining its in-
tegrity as a cognitive model. As a point of comparison, re-
sults are also presented from vectors learned by Word2Vec
(Mikolov et al., 2013b), a state-of-the-art word embedding
system.

DVRS draws inspiration from BEAGLE (Jones & Me-
whort, 2007), but relies on skip-grams rather than n-grams
and replaces circular convolution with pointwise multiplica-
tion. Representations learned by BEAGLE have been hypoth-
esized to encode hierarchical information. This is suggested
by the tendency of the representations to cluster hierarchically
(e.g., vehicles with other vehicles and birds with other birds),
but no formal demonstration exists, to our knowledge, in the
capacity demonstrated in this paper.

To obtain the present results, vectors of 200 dimensions
were trained for both DVRS and Word2Vec with their respec-
tive default settings on the first 109 bytes of a Wikipedia dump
from March 3, 2006 (enwik9)1. The data were preprocessed
to convert all text to lower case, convert numbers to text, and
eliminate links and other references2.

Experiments
Four experiments were run on three different corpora of
hypernym-hyponym sets to demonstrate hierarchical reason-
ing with distributed vector representations. The first three ex-
periments measure aptitude for hierarchical reasoning with
distributed vector representations. The fourth experiment
measures the number of neighbors for both hyponyms and
their associated hypernyms to evaluate the hypothesis that
more general concepts (i.e., hypernyms) have more neigh-
bors.

In each of the first three experiments, a set of N vectors rep-
resenting hyponyms were summed; the result was normalized
and the closest M vectors in the lexicon, as measured by co-
sine similarity, were considered as potential hypernyms. If
the appropriate hypernym was among the M closest vectors,
then the trial was counted as correct. As with analogical rea-
soning, the vector calculation for hierarchical reasoning can
be expressed by an equation of vector arithmetic:

∑
N
1 [hn]

|∑N
1 [hn]|

≈ [hcategory] (3)

1Obtained from http://cs.fit.edu/mmahoney/compression/textdata.html.
2Script provided by Matt Mahoney with the Wikipedia dump.
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N is the number of hyponyms being summed, [hn] is the
vector representing the hyponym, and [hcategory] is the vec-
tor representing the hypernym. For example, the normalized
summation of the vectors for hyponyms strawberry, black-
berry, and raspberry yields a vector resembling the hyper-
nym berry (Figure 1). In other words, the vectors can be used
to judge that strawberry, blackberry, and raspberry are mem-
bers of the category berry.

The use of three different corpora show the robustness of
this effect, independent of any idiosyncrasy of the data. In ad-
dition to using different corpora, three values were varied to
show a range of effectiveness in performing the task: (1) the
word embedding system under consideration (labeled System
in results tables), (2) N, the number of hyponyms to sum (la-
beled #Hypo), and (3) M, the number of closest vectors in the
lexicon that will be considered as potential hypernyms (la-
beled #Hyper). The table shows the number correct out of
the total possible, which varies based on how the categories
were grouped.

Results are shown for both DVRS and Word2Vec in most
cases. DVRS is the focus of these results, because it is
most concerned with explanatory power as a cognitive model.
Word2Vec is shown as a point of comparison, because it
is a state-of-the-art word embedding system. Results from
Word2Vec are shown mostly for the trials in which the best
performance is expected (i.e., #Hypo=10). This allows for
comparison of performance between DVRS and Word2Vec,
while elaborating on several more detailed cases with DVRS
(i.e., cases with fewer summed hyponyms).

The number of hyponyms was varied to demonstrate that,
in principle, it is possible to derive hypernyms from a rela-
tively small set of hyponyms. There are many anecdotal cases
in which the correct hypernym can be derived from only two
hyponyms. Accordingly, even though performance is weaker
with sets of fewer hyponyms, there are still examples of suc-
cessful trials.

The number of closest vectors considered as potential hy-
pernyms is varied to demonstrate that, even if the targeted hy-
pernym vector is not the top result, it is among the top results.
That is, the vector resulting from the summed hyponyms con-
sistently resembles the vector of the hypernym, even though
it may not be the best match.

Experiment 1
The first data set is from McRae et al. (2005), a corpus con-
sisting of human-generated data on semantic feature norms
for 541 basic-level concepts. Seven hundred and twenty-five
participants were recruited to label semantic features for the
concepts. Each concept was labeled with 10 unprompted se-
mantic features by at least 30 of the subjects. A semantic
feature was included as a norm if more than three partici-
pants included the feature for the same concept. Hypernymy
was among the semantic features coded by the researchers. A
subset of 535 concepts were used in the present experiment;
this subset consisted of basic-level concepts for which at least
three shared a hypernym.

The number of hyponyms per hypernym varied from three
(in the case of six hypernyms) to 98 (in the case of one hyper-
nym, animal). For the trials labeled All in the #Hypo column,
every hyponym was summed, regardless of number. For tri-
als with 3 or 10 hyponyms, hyponyms were separated into
appropriately sized subsets. For example, in a trial with 10
summed hyponyms, the hyponyms of animal (with 98 total
hyponyms) were separated into nine different subsets. These
sets were created by alphabetical ordering (e.g., the top 10
in alphabetical order constituted the first set) and remaining
hyponyms were not included in the test.

For the present purposes, this data set contains a small
amount of noise. These data were generated by labeling se-
mantic features that were judged to be associated with basic-
level concepts. That is to say, these features are not necessar-
ily concerned with selecting the canonical hypernym of the
hyponyms, merely a hypernym that is accurate. It does not
necessarily follow that the labeled hypernym is the best hy-
pernym that follows from the associated hyponyms. Thus, the
distributed vector representations may produce an answer that
is acceptable, but merely not listed in these data. While this
ambiguity does not nullify the utility of these data, it presents
an issue that may negatively affect the performance.

Results are shown in Table 1. DVRS performs best, as ex-
pected, in the case of summing 10 hyponyms and considering
10 hypernyms; at 44% the performance is consistent, though
not tremendous. DVRS significantly outperforms Word2Vec
in every case. It is unclear exactly why this discrepancy in
performance occurred.

Table 1: Hierarchical reasoning results on McRae et al.
(2005) data.

System #Hypo #Hyper Corr. Total Acc.
DVRS All 1 9 39 23.1%
DVRS 3 1 18 167 10.8%
DVRS 3 10 54 167 32.3%
DVRS 10 1 8 34 23.5%
DVRS 10 10 15 34 44.1%
Word2Vec All 1 3 39 7.7%
Word2Vec 10 1 1 34 2.9%
Word2Vec 10 10 5 34 14.7%

Experiment 2
The second data set is derived from WordNet (Miller, 2005),
a standard database of semantic relationships between words.
One hundred and forty-seven basic-level concepts were cho-
sen as hypernyms for which WordNet supplied hyponyms.
Though WordNet supplied the hyponyms, these hypernyms
were chosen by the authors under no systematic criterion. For
that reason, this set of basic-level concepts cannot be claimed
to achieve the same standard of empirical disinterest as the
McRae et al. (2005) data set. However, there appears to be
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no qualitative difference between the kinds of basic-level con-
cepts that appear in these data versus those from the data in
McRae et al. (2005).

WordNet choices for hyponyms, while empirical, contain
significant noise. That is to say, in many cases they do not
represent what could be considered canonical categorizations
of hypernymy as one could imagine might be judged by a hu-
man. For example, schizocarp, pyxis, rowanberry, and drupe
appear as hyponyms for hypernym fruit; shamanism, zoroas-
trianism, mithraism, and hindooism [sic] appear as hyponyms
for hypernym religion; thanatology, cryptanalysis, agrobiol-
ogy, and architectonics appear as hyponyms for hypernym
science. While these categorizations may not be inaccurate,
they do not constitute the most representative set of human
judgments of hypernymy.

Results are shown in Table 2. As with Experiment 1,
DVRS outperforms Word2Vec in every case, though by a
smaller margin. In the best-performance-expected trial (10
hyponyms summed and 10 hypernyms considered), DVRS
obtains 50.0% accuracy, which is comparable to its perfor-
mance of 44.1% under the same criteria in Experiment 1.
In contrast, Word2Vec more than doubles its accuracy for
the same best-performance-expected criteria between Exper-
iment 1 (14.7%) and Experiment 2 (35.4%). Results of hy-
ponym summations begin with sets of five (instead of three)
to adjust for noise associated with WordNet hyponyms.

Table 2: Hierarchical reasoning results on WordNet data.

System #Hypo #Hyper Corr. Total Acc.
DVRS 5 1 24 119 20.2%
DVRS 5 5 36 119 30.3%
DVRS 5 10 55 119 46.2%
DVRS 10 1 19 82 23.2%
DVRS 10 5 27 82 32.9%
DVRS 10 10 41 82 50.0%
Word2Vec 10 1 10 82 12.2%
Word2Vec 10 5 22 82 26.8%
Word2Vec 10 10 29 82 35.4%

Experiment 3
The third data set consists of 58 sets of eight subordinate
concepts selected by the authors to constitute a data set that
would be most likely to result in correct answers from DVRS.
While these data do not represent a randomly selected sam-
ple, they are judged by the authors to be a data set without the
ambiguity of the data from McRae et al. (2005) or the noise
of the data from WordNet. There was no systematic crite-
rion by which these data were selected; they were selected
only by if the authors thought the system should be capable
of producing a category shared by all members. Thus, they
should be interpreted as an upper bound of the capabilities of
hierarchical reasoning with distributed vector representations

in the present paradigm; that is to say, these are the results of
a hand-selected data set and a charitable judging criterion.

For each set of N hyponyms, the result from the closest M
vectors was judged to be correct if it represented any com-
monality between the hyponyms. This could include a com-
mon category, a common entity of which all vectors are mem-
bers, or a common trait. For example, a trial was considered
correct if hyponyms Monterrey, Bakersfield, and Riverside
yield a hypernym such as city, the common entity of which
all are members such as California, or a common attribute
such as Californian. A trial was considered incorrect if the
summation yielded results such as similar category members
(e.g., Merced) or wholly unrelated concepts.

Results are shown in Table 3. While both systems demon-
strated their best respective results, there were still failed in-
stances by both. These failed instances most likely do not
come from a lack of examples by which a sufficient represen-
tation can be learned, but solely a failure to encode hierarchi-
cal information. For example, with the California example
mentioned above, DVRS got the trial incorrect because the
hierarchical information was insufficiently represented, not
necessarily because there were too few encounters with the
associated words. This claim is corroborated by a correct re-
sponse from Word2Vec in the California case.

Qualitative analysis suggests that often when the answer is
completely incorrect, the result is a another hyponym instead
of a hypernym (i.e., a category member rather than the cat-
egory). For example, a set of vectors representing cardinal
directions including north, west, northwest, etc. yields south-
eastern rather than directions or cardinal. This seemed to be
the case for Experiments 1 and 2 as well.

Table 3: Hierarchical reasoning results on data selected by
authors. These results may be considered an upper-bound on
performance for hierarchical reasoning with the present word
embedding systems.

System #Hypo #Hyper Corr. Total Acc.
DVRS 8 1 28 58 48.3%
DVRS 8 10 50 58 86.2%
Word2Vec 8 1 6 58 10.4%
Word2Vec 8 10 36 58 62.1%

Experiment 4
A subset of the WordNet hypernym-hyponym sets used for
testing hierarchical reasoning in Experiment 2 were used to
compare the number of neighbors between hypernyms and
hyponyms in the associated vector space. This subset con-
sisted of 39 hypernym-hyponym sets which DVRS got correct
in Experiment 2 (i.e., hierarchical information was success-
fully encoded) and 39 hypernym-hyponym sets which DVRS
did not get correct in Experiment 2 (i.e., hierarchical informa-
tion was not successfully encoded). We hypothesized that, in
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comparison between a category and a subcategory, the more
general concept would have more neighbors (Figure 3). Ad-
ditionally, for sets in which the relevant hierarchical informa-
tion was shown to be successfully encoded in Experiment 2,
the effect should be more consistent than those sets that did
not demonstrate success in Experiment 2. The present results
support this hypothesis.

Philosopher Aristotle 

Figure 2: In this example, Philosopher is more general than
Aristotle; thus, its vector would be hypothesized to have more
neighbors.

For each trial, the number of neighbors within a cosine
similarity of 0.7 was compared between the hypernym and
the average of three corresponding hyponyms. The three hy-
ponyms were randomly selected from the set of all WordNet
hyponyms corresponding to the hypernym. If the number of
neighbors was higher for the hypernym than the average hy-
ponym, then the trial was counted as correct.

Results are shown in Table 4. As expected, vectors repre-
senting hypernyms consistently have more neighbors within
a cosine similarity of 0.7 than their hyponyms. In the case of
hypernym-hyponym sets where the hierarchical relationship
is demonstrated to be encoded (i.e., correct in Experiment 2),
this effect was seen in 89.7% of tested cases. If the hierar-
chical relationship was demonstrated to not be successfully
encoded (i.e., incorrect in Experiment 2), this effect is closer
to chance (66.7%). According to our hypothesis, if the hierar-
chical information is not encoded, then the probability of the
hypernym having more neighbors should be the same as in a
comparison with any other word (i.e., 50%). Thus, it appears
that some hierarchical information is encoded in those cases
that are unsuccessful in Experiment 2, but not sufficient for
robust performance.

Table 4: Vectors representing hypernyms consistently have
more neighbors within a cosine similarity of 0.7.

System Hierarchy encoded? Corr. Total Acc.
DVRS Yes 35 39 89.7%
DVRS No 26 39 66.7%

Discussion
The present experiments demonstrate that distributed vector
representations can successfully encode hierarchical informa-

tion. The discrepancy in performance between DVRS and
Word2Vec suggests that not all methods of learning such vec-
tors yield equally successful representations. Additionally, an
intriguing relationship has been uncovered between concept
generality and the number of neighbors in the associated vec-
tor space.

Proposed Geometric Intuition

What is the intuition behind how distributed vector represen-
tations are capable of representing this hierarchical informa-
tion? One plausible explanation is that this effect is merely
a function of word frequency. In this case, Philosopher has
more neighbors than Aristotle simply because it is more fre-
quent in the corpus on which the vectors were learned. An-
other explanation which may also contribute is that more gen-
eral concepts take on properties of a hyperplane on which
subordinate concepts lay (Figure 2).

Philosopher 

Homer Simpson 

Plato 

Descartes 

(1,1,0) 

(0,1,0) 

(1,0,0) 

Figure 3: More general concepts may take on features of a
hyperplane on which the associated subordinate concepts lay.

In the 3-dimensional case depicted in Figure 3, the hy-
pernym Philosopher encodes relevant feature information re-
lated to its hyponyms Plato and Descartes. Philosopher may
be thought of as having hyperplane-like properties because
its vector is yielded by the summation of its hyponyms. Re-
lated concepts, such as Plato and Descartes, lay on the hyper-
plane created by Philosophy while unrelated concepts, such
as Homer Simpson, do not. While in three dimensions this is
an implausible scenario for a complex ontology of concepts,
it is plausible for a high dimensional space (e.g., 200), as with
distributed vector representations.

This interpretation appears to be in line with the afore-
mentioned distributional inclusion hypothesis, in which sub-
ordinate concepts include features of their superordinate con-
cepts. More results will be necessitated to explore this con-
nection.
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Abstract

One frequent piece of advice is not to “put all our eggs in
one basket” and opt for multiple alternatives in order to min-
imize risk and uncertainty in our decisions. In a behavioral
study involving decisions-from-experience, Ashby, Konstan-
tinidis, and Gonzalez (2015) showed that participants follow
an “irrational” strategy in choice selection which departs from
maximization. As structural complexity (number of avail-
able options) increased, participants diversified their choices
more, proportional to rank ordering options based on their ex-
pected value. The current work explores the underlying cogni-
tive mechanisms through a reinforcement-learning model and
shows that people’s choices can be explained by a singular
strategy (diversification in choice), which originates from sim-
ilar cognitive processes regardless of structural complexity.

Keywords: Decisions from Experience; Diversification; Com-
putational Modeling; Probability Matching

Introduction
People are often confronted with many real-life situations in
which they have to make decisions among a number of op-
tions such as investments programs, medical plans, and re-
tirement options. One “safe” approach in choosing among
multiple investment programs, for example, is not to “put all
the eggs in one basket”, but instead select several investments
in order to minimize the risk of losing everything (Ayal &
Zakay, 2009). This approach is non-optimal given normative
accounts of decision-making under risk and uncertainty such
as expected value (EV) maximization.

In experience-based decision-making, people make deci-
sions between options that carry monetary payoffs in the
absence of explicit information about the payoffs and asso-
ciated probabilities (Barron & Erev, 2003; Hertwig et al.,
2004). On each trial, they receive feedback from their se-
lections and their goal is to maximize overall winnings. This
is usually achieved by first exploring the environment (i.e.,
the available options) and then exploiting the most rewarding
options (Gonzalez & Dutt, 2011). Often, in decisions-from-
experience (DFE), people prefer options with higher EVs
(e.g., Hills, Noguchi, & Gibbert, 2013; Jessup, Bishara, &
Busemeyer, 2008). While more choices are made from the
most advantageous option, perhaps indicating a shift from
exploration to exploitation, some degree of variability in
choice remains even after a great deal of experience (Ashby &
Rakow, in press). Such variability might suggest that while
individuals generally drift towards the EV maximizing op-
tion, they might also (incorrectly) see some value in diver-
sifying their choices across available options; such contin-
ued variation might represent strategies such as probability
matching (see Shanks, Tunney, & McCarthy, 2002).

Ashby et al. (2015) investigated whether the less-than-
optimal rates of maximization found in DFE and continued
variability in choice are more likely the result of diversifica-
tion in choice, or whether it more likely reflects noise (un-
clear preferences) or strategies such as win-stay-lose-shift or
hot-stove effects (e.g., Biele, Erev, & Ert, 2009). The di-
versity hypothesis suggests that participants distribute their
choices in a quasi-normative way, choosing from options pro-
portional to their experienced EVs (e.g., through probability
matching). This hypothesis was tested using an experimental
design where the structural complexity of a typical decisions-
from-feedback (DFF) paradigm was manipulated by increas-
ing the number of options available to choose from. Ashby
et al. found support for the diversity hypothesis across all
levels of complexity (see Behavioral Results in the current
manuscript).

The purpose of the present work is to examine this ef-
fect and decompose its underlying cognitive and psycholog-
ical underpinnings by using computational modeling analy-
sis. Cognitive models can be used to assess latent psycho-
logical factors that affect behavior in a task and to quantify
these processes via model parameters. The main hypothesis
is that diversification in choice originates from similar cog-
nitive processes; in other words, model parameters will be
similar across conditions and levels of structural complexity.

Method
Participants
We tested a total of 722 participants, recruited from Ama-
zon Mechanical Turk. Participants who did not complete
the study and failed to pass an attention check test (click on
the corner of the screen instead of clicking continue) were
removed from analysis. Four-hundred and five participants
fulfilled our inclusion criteria (Mage = 33.46, 47% female).
Participants received $1.25 for their participation and an ad-
ditional amount dependent on their performance in the task
(Mearnings = $4.45).

Task
A typical DFF paradigm was employed (Barron & Erev,
2003). Participants had to make 200 consequential choices
in one of four conditions: choices involving 2 (C2: N = 99),
4 (C4: N = 100), 8 (C8: N = 100), or 16 options (C16: N =
106). Different options were labeled alphabetically (“Option
A” to “Option P”) and appeared as buttons on the computer
screen in random order. In each condition, there was an equal
number of safe (two moderate outcomes with equal probabil-
ity) and risky (low probability of a high outcome, but higher
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probability of a low outcome) options (see Table 1). For ex-
ample, in the two option condition (C2), gambles S1 (a safe
high EV option) and R1 (a risky low EV option) were ran-
domly assigned to “Option A” and “Option B”. The C4, C8,
and C16 conditions included gambles S1 and R1 along with
additional gambles shown in Table 1. The maximizing option
(i.e., the option with the highest EV) was option S1 across
conditions. After each choice, participants received feedback
about the outcome of their decision.

Table 1: Safe (S) and risky (R) gamble pairs outcomes in points
(OS1-OS2 and OR1-OR2), probabilities (50%-50% and 20%-80%),
and expected values in points (EVS and EVR) in all experimental
conditions (C2, C4, C8, C16).

Conditions Safe Risky

C2 C4 C8 C16 OS1-0.5 OS2-0.5 EVS OR1-0.2 OR2-0.8 EVR

X X X X 70 60 65 100 30 44
X X X 65 55 60 110 20 38

X X 60 50 55 120 10 32
X X 55 55 55 130 0 26

X 67 57 62 105 25 41
X 64 54 59 115 15 35
X 61 51 56 125 5 29
X 58 48 53 135 0 27

Procedure
Participants provided informed consent and answered demo-
graphic questions. They were informed that they would be
presented with either 2, 4, 8, or 16 options (between sub-
jects), and that they would have to play the options in order
to learn what outcomes were possible as their outcomes and
probabilities would not be provided. They were told that their
goal was to earn as many points as possible, as points would
be converted to money (40 points = $0.01). After participants
made their 200 decisions, they were informed of their total
earnings and thanked for their time.

Behavioral Results
The first step in our analysis was to examine the pattern of
choice selections across conditions. According to the diver-
sity hypothesis, we would expect participants’ strategies to
depart from maximization (i.e., select consistently the option
with the highest EV) and to rather show a pattern where they
allocate their choices based on the EV of each option. In other
words, the option with the highest EV attains the highest pro-
portion of choices, followed by the option with the second
highest EV, and so on.

Figure 1 shows this pattern of results. While the maxi-
mizing option (red bar) has the greatest proportion of choices
in each condition, indicating that participants learn to select
more frequently from this option, the option with the sec-
ond highest EV in each option set receives the second highest
proportion, and so on. In fact, there is a direct mapping be-
tween the rank ordering of options based on their EV and
the proportion of choices each of them receives. Thus, the

preference of spreading selections across choices is not ran-
dom, but rather it follows a quasi-normative approach. This
EV matching strategy is also consistent with other strategies
such as probability matching. For instance, recent studies in
DFE and multi-armed bandit tasks have shown that partici-
pants’ choice strategies may be best explained by a probabil-
ity matching heuristic (Schulz, Konstantinidis, & Speeken-
brink, 2015; Speekenbrink & Konstantinidis, in press).
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Figure 1: Proportion of choices from each option across conditions.
Numbers in parentheses indicate each option’s EV.

A possible explanation of this effect is that it may be driven
by initial exploration of the environment and thus diminishes
towards the end of the experiment. Put differently, the ten-
dency to spread choices might be a result of extended explo-
ration in the first blocks of the experiment and participants
select more frequently the maximizing option in the last tri-
als of the task. In order to examine this possibility, we tested
whether the experienced outcome from each option (first 160
trials) is a significant determinant of choice selection in the
last trials of the experiment (40 trials).

We conducted a mixed-effects multiple regression predict-
ing the proportion of choices for each option in the last 40
trials by the average experienced outcome up to trial 160.
The analysis showed that each option’s average experienced
outcome significantly predicts choice proportions in the last
40 trials, b = .01,z = 23.80, p < .001. The effect is also
present when we examine each of the four conditions seper-
ately (zs> 9, ps< .001). This result suggests that participants
allocate their choices according to each option’s EV even in
the later stages of the experiment and after extended feedback
and interaction with the task.

1178



Modeling Structural Complexity
Inspection of choice strategies across conditions suggested a
close link between each option’s EV and the proportion of
selections it received. We utilised a computational model-
ing analysis in order to examine whether the psychological
and cognitive processes underlying choice behavior are simi-
lar across conditions.

The model
We employed a reinforcement-learning (RL) model (see Ahn
et al., 2008; Daw et al., 2006; Sutton & Barto, 1998), which
incorporates three basic assumptions regarding the decision
process in DFE. These assumptions reflect psychological and
cognitive processes whose interaction is responsible for ob-
served performance (e.g., Busemeyer & Stout, 2002). The
first assumption relates to the subjective evaluation of re-
ceived feedback in each trial after selecting an option by a
utility function. This transformation is achieved by using a
utility function similar to the value function of Prospect The-
ory (Kahneman & Tversky, 1979):

u(t) = x(t)α , (1)

where u(t) represents the subjective utility of payoff x on trial
t. The free parameter α (0≤ α ≤ 1) determines the shape of
the utility function. When α equals 1, the subjective utility
matches the received payoff, whereas values less than 1 result
in a curved utility function.

The second assumption refers to the formation of expectan-
cies, E, about the values of each option j on trial t. Specifi-
cally, the momentary utility u j(t) serves as input to a learning
rule which updates these expectancies. In this model, we used
a delta learning rule. This rule updates only the expectancy
E of the selected option j on trial t, whereas the expectancies
of the unselected options remain unchanged:

E j(t) = E j(t−1)+A ·δ j(t) · [u j(t)−E j(t−1)]. (2)

The dummy variable δ j(t) determines whether an option is
selected on trial t (δ j = 1) or not (δ j = 0). The free param-
eter A (0 ≤ A ≤ 1) indicates how much the old expectancy,
E j(t−1), is modified by the prediction error, [u j(t)−E j(t−
1)]. Large values of A reflect rapid forgetting and strong re-
cency effects, whereas smaller values of A indicate weak and
recency effects and long associative memories (Busemeyer &
Stout, 2002).

Finally, a choice, which is a probabilistic function of the
relative strength of each option (i.e., its expectancy compared
to the expectancies of the other options; third assumption),
is made. This is achieved by employing a softmax selection
rule:

P[G(t +1) = j] =
eθ ·E j(t)

∑
k
k=1 eθ ·Ek(t)

, (3)

which defines the probability of selecting option G on the
next trial, t + 1. The free parameter θ (sensitivity or inverse
“temperature” parameter) controls the degree to which choice

probabilities match the formed expectancies. When θ ap-
proaches zero, choice between options is random (P[G(t +
1) = j] = 1/k, where k is the number of available options)
allowing for exploration behavior. On the other hand, large
values of θ indicate that options with high expectancies will
be selected more often (exploitation). In this model instantia-
tion, θ is independent of time (i.e., trial number; see Yechiam
& Ert, 2007):

θ = 3c−1, (4)

where c ranges between 0 and 5, with values close to 0
indicating random choice and values close to 5 suggesting
deterministic-exploitative choice1.

Model Evaluation Parameters were estimated for each in-
dividual using maximum likelihood estimation (MLE). The
procedure was a combination of grid-search (60 different
starting points for each set of parameters) and Nelder-Mead
simplex search methods which identified the parameter val-
ues that maximized the following log likelihood criterion:

LLi =
t−1

∑
t=1

k

∑
j=1

ln(P[G j(t +1) | Xi(t),Yi(t)]) ·δ j(t +1). (5)

The model is assessed on how accurately it can predict choice
on the next trial, P[G j(t+1)], given an individual’s history of
choices, Xi(t), and associated payoffs, Yi(t), up to and includ-
ing trial t (also known as one-step-ahead prediction method).
The dummy variable δ j indicates whether an option is se-
lected on trial t +1.

Modeling Results
Model Fitting

The first step in our analysis was to ensure that the model
we employed provides a good fit to the data and an accurate
representation of the participants’ choices. The RL model
was compared against a random pick model which assumes
random choice on every trial (P[G(t +1 = j) = 1/k, where k
the number of options) and a statistical mean-tracking model
which assumes choice is based on the relative strength of each
option’s mean observed payoff in each trial. In order to assess
the fit of the models, we computed the Schwartz Bayesian
information criterion (BIC) for each individual that takes into
account the number of free parameters of each model2.

Table 2 includes the mean BIC (µBIC) and the number of
participants best fit by each model (nBIC). It is evident that
the cognitive RL model outperforms its competitors in both
fit measures across all conditions. In other words, predic-
tions regarding choice performance improve if we use the RL
model.

1We also tried a trial-dependent version of θ parameter of the
form θ(t) = (t/10)c, but it produced almost identical model fits.

2BIC is defined as follows: BICi = −2 ·LLi +m · ln(N), where
m is the number of parameters and N the number of observations (in
this case, it is the number of trials).
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Table 2: Model fitting results: Values of mean BIC (µBIC; lower values indicate better fit) and total number of participants best fit by each
model (nBIC) across complexity conditions.

C2 C4 C8 C16

Model µBIC nBIC µBIC nBIC µBIC nBIC µBIC nBIC
RL 139.19 87 343.75 91 588.61 93 836.6 85
Mean 154.17 6 393.33 0 721.03 0 1068.44 1
Random 275.87 6 551.75 9 827.62 7 1103.49 20

Figure 2 shows the observed mean proportion of choices
from each option across 200 trials (Data) and model’s predic-
tions (Model). The model accurately predicts the rank order
of each option; that is, the option with the highest EV is se-
lected more often, followed by the option with the second
highest EV and so on. In addition, the model’s predictions
for the overall proportion of choices are also very close to
the observed ones (see Figure 3). The accuracy of the model
(both overall and across trials) provides further support that
the model we employed is a good representation of the fac-
tors responsible for observed behavior.
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Figure 2: Mean proportion of observed choices (Data: Solid line)
and mean predicted choice probabilities (Model: Dashed line) for
each option across conditions (C2, C4, C8, and C16). Lines are
smoothed by a moving window of 7 trials.

Model Parameters
According to the diversity hypothesis, people manifest a
quasi-normative approach to choice allocation in experience-
based decision-making by choosing options proportional to
their EV. In other words, they do not maximize their overall
winnings by consistently selecting the most profitable option,
but they prefer to distribute their choices by rank ordering the

options based on their EV. If this hypothesis stands true, then
model parameters should not differ across conditions, reflect-
ing similar underlying psychological processes.
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Figure 3: Overall observed proportion of choices from each op-
tion (Data) and overall predicted choice probabilities (Model) across
conditions. Numbers in parentheses indicate each option’s EV.

Table 3 shows the mean and median values of the model
parameters. We tested whether individual parameters differ
across conditions. Three non-parametric between-subjects
ANOVAs (Kruskall-Wallis test), one for each parameter, re-
vealed significant effects of condition in α , K(3)= 14.84, p=
.002, and A parameters, K(3) = 18.96, p < .001, whereas
there were no differences in c parameter, K(3) = 4.95, p =
.18. Pairwise comparisons (Mann-Whitney tests; p values ad-
justed for multiple comparisons using the Holm-Bonferroni
method) showed that differences across conditions found in
parameters α and A are mainly because of condition C2 being
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significantly different from the remaining conditions. No dif-
ferences were observed between the remaining comparisons
(conditions C4, C8, and C16).

Table 3: Mean (M) and median (Md) values of model parameters
across conditions.

Parameters

Condition α A c
M Md M Md M Md

C2 0.87 0.99 0.30 0.13 1.17 0.57
C4 0.68 0.99 0.12 0.05 1.30 0.77
C8 0.70 0.99 0.12 0.05 1.31 0.73
C16 0.72 0.99 0.13 0.07 1.21 0.67

The main question from the previous analysis relates to the
difference found between condition C2 and the rest of the
conditions. Participants exhibit similar patterns of behaviour
across conditions, which is consistent with the diversity hy-
pothesis (see Figure 3). However, computational modelling
analysis showed that condition C2 is different with partici-
pants showing higher updating rates (parameter A) compared
to the other conditions. In other words, participants in C2
condition rely more on newly received payoffs and thus show,
on average, stronger recency effects and rapid forgetting of
the previously formed expectancies compared to participants
in the remaining conditions. In addition, conditions differ in
parameter α but a closer look at the median value indicates
that this may be due to some extreme cases.

While the interpretation may seem reasonable when look-
ing at the parameter values, this may not represent the way
people behave in different levels of structural complexity.
Figure 2 suggests that differences in parameter A between
conditions is the result of a different pattern of behavior in
the first 50 trials. Specifically, participants in condition C2
learn to pick the maximizing option faster than participants
in other conditions: The choice curves are steeper (i.e., dif-
ferent slopes) in the first 50 trials in the C2 condition, in-
dicating that participants discover the best option easier and
faster. The 0.30 value of A represents the average updating
rate across 200 trials, including the first 50 trials. Hence, this
value does not necessarily mean that participants in the C2
condition update more, with their choices being based more
on recent payoffs than in other conditions. As Figure 2 shows,
participants’ choice behavior stabilizes after the initial explo-
ration phase and they do not update the expectancies of the
options.

Another important consideration is the fact that expectan-
cies initiate with a value of 0. Before any feedback is re-
ceived, the model assumes that there is no prior informa-
tion (negative or positive) regarding the task. The latter indi-
cates that, assuming constant sensitivity (c) across conditions,
higher updating rate in the first 50 trials would explain the al-
most abrupt switch to the maximizing option in condition C2.

The relative strength of the maximizing option is higher in the
C2 condition which would explain the maximization rate of
70%.

Discussion
The main objective of the current work was to investigate
choice preferences and strategies in a setting where the struc-
tural complexity of a typical DFF paradigm was manipulated
across experimental conditions. Examination of participants’
decisions revealed two main theoretical and practical implica-
tions for theories of experience-based decision-making. First,
behavioral results suggest that participants showed a tendency
to distribute and diversify choices, despite the fact that they
would move away from the optimal EV maximization option:
choice proportions follow the rank ordering of options based
on their EV, in a way that the option with the highest EV is
selected more often, followed by the option with the second
highest EV, and so on. In other words, people do not solely
select the maximizing option, but they spread their choices
even after prolonged exposure to the task.

The previous finding bolsters recent observations in
decisions-from-experience literature which have shown that
people’s choice strategies in multi-armed bandit tasks may
be best described by a probability matching heuristic.
Speekenbrink and Konstantinidis (in press) found that a
computational model that utilises probability matching (by
a means of a sampling-choice procedure which is called
Thompson sampling; see May et al., 2012) provides the best
account of participants’ behavior in a dynamic (restless) DFF
paradigm. Probability matching can be seen as a different
manifestation of the EV matching heuristic observed in our
study.

The second implication comes from computational model-
ing analysis. One would assume that people employ different
strategies to cope with the increased uncertainty in the envi-
ronment as they have to track the value of multiple options
in order to make advantageous decisions. Figure 1 suggests
that participants’ maximization rates (red bar) are different
across conditions. This fact alone would indicate that deci-
sion strategies are different, inconsistent with our EV match-
ing hypothesis. However, inspection of model parameters
across conditions suggests that the underlying psychological
processes responsible for observed behaviour are essentially
identical across different levels of structural complexity. Dif-
ferences in maximization rates cannot be attributed to differ-
ences in the underlying cognitive mechanisms responsible for
participants’ choices. On the contrary, the underlying minds
are seemingly identical, following an EV matching strategy.

A potential limitation of the computational modeling anal-
ysis is that the parameter estimates across conditions come
from different participants and, thus, do not represent stable
latent psychological processes, but rather individual differ-
ences and variation (or lack thereof) not attributable to the
experimental design. Future research can overcome this lim-
itation by employing within-subjects designs or by using a
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Hierarchical Bayesian Estimation (HBE; Steingroever, Wet-
zels, & Wagenmakers, 2014). HBE allows for individual dif-
ferences in parameter estimates, which come from a group
or population level distribution, and are more reliable (uncer-
tainty in parameter estimates is also taken into account). Test-
ing our hypothesis using HBE would require model fitting
to be conducted twice: first, by pooling all subjects from all
experimental conditions together and thus assuming identi-
cal group-level distributions for each parameter and secondly,
assuming separate posterior parameter distributions for each
condition. Comparison of the two fittings (i.e., posterior dis-
tributions of parameters estimates) could potentially provide
a more definitive answer as to whether the underlying psy-
chological mechanisms are similar across conditions.

In addition, the RL model we used was compared against
two rather “weak” and cognitive-free statistical models. This
suggests that other cognitive models may be more appropri-
ate to account for the observed behavioral patterns and could
provide deeper insights into the processes that govern choice
allocation. Future research can test alternative models and as-
sumptions regarding learning (e.g., decay and instance-based
learning rules) and choice (e.g., different choice rules such as
greedy, ε-greedy, and softmax with exploration bonus).

Overall, the present work sought to answer whether an
observed tendency to spread choices and favor diversity in
decisions-from-experience is characterized by similar cogni-
tive mechanisms across different levels of structural complex-
ity. Future research should delve into the mechanisms and
identify determinants of this preference for choice allocation
as it may be more pronounced than previously believed.
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Abstract 

 
People’s memory for an event is known to be affected by their 

verbal descriptions prior to memory assessment.  The present 

experiment investigated whether the computational difficulty 

of production itself, which is known to affect what people say, 

can shape descriptions and subsequent event memory. 

Participants viewed simple scenes and were asked to describe 

them using either speech or silent gesture, the latter being a 

much more difficult task. We hypothesized that gesturing 

participants would over-use action pantomimes, which would 

yield poorer Inaction (vs. Action) scene memory. Following 

scene descriptions, participants were given a forced-choice 

recognition task to discriminate previously presented scenes 

from foils.  Patterns of gesturing showed that gesturers used 

action pantomimes for Inaction scenes, and they performed 

reliably worse on Inaction scene memory. Increased 

production of action pantomimes predicted increased guesses 

for Action scenes at test, independent of the correct response.  

Implications for memory and production are discussed. 

 

Keywords: memory; eyewitness memory; language 

production; gesture analysis; experimental research with adult 

humans 

 

Introduction 

Everyone knows (that is, we all remember) that episodic 

memory is fallible, and there appear to be a number of 

sources of memory disruption in the interval between the 

initial perception of an event or stimulus and its later recall.  

One potential source of disruption is talking about a recently 

perceived event, which appears to influence recall of details 

of the event or its participants at a later test.  For example, 

Schooler and Engster-Schooler (1990) found that describing 

a person’s face led participants to poorer forced choice 

recognition of that face (as in selecting someone from a 

police lineup).  This verbal overshadowing phenomenon 

appears to reflect the linguistic description of a nonlinguistic 

percept (the face) interfering with the fine detail of the 

visual memory that would support later recognition of the 

face.   These effects of description on later memory suggest 

that any instructions or contextual cues that affect the nature 

of a speaker’s description could also affect that person’s 

later memory.  These effects appear to be examples of the 

role of verbal labels on perception and categorization, in 

which the label makes representations more categorical 

(e.g., Lupyan, 2012).  On this view, the labeling of events, 

facial features, or other percepts that occurs when someone 

reports an experience could have downstream consequences 

for the accuracy of later memory of the experience. These 

effects might improve memory in some cases and impair it 

in others.  For example, Marsh, Tversky & Hutson (2005) 

instructed participants to describe either the emotional 

content or the events of a just-watched video.  They found 

that in comparison to the event-description group, the 

emotion-description group later had better recall of the 

emotional content of the film but poorer recall of the events 

(see also Soleti, Curci, Bianco & Lanciano, 2012).   

These emotion- vs. fact-reporting results arise from 

explicit instruction to participants to emphasize certain 

aspects of an event, but conversational contexts, which more 

implicitly bias speakers to tailor the nature of their spoken 

description, also appear to affect what is later retained about 

the event.  For example, Hellmann Echterhoff, Kopietz, 

Niemeier and Memon (2011) showed participants a video 

depicting the actions of a person and had participants 

describe the video.  There was no explicit instruction for 

what to describe, but the participant was told that the 

audience for their description either did or did not like the 

character in the video.  Hellmann et al. found that the more 

participants tuned their descriptions to the audience’s 

perspective, the more their later recall was predicted by 

what they had included in their event descriptions.   

These effects of description on memory are interesting in 

light of language production research suggesting that 

speakers’ implicit choices of how to convey their messages 

are influenced by inherent computational demands of 

language production itself.  Producers appear to apply 

several implicit effort-minimization strategies during the 

process of settling on a plan for what to say. These 

strategies include placing highly salient words early in the 

sentence (termed Accessibility or Easy First, e.g. Bock 

1982; MacDonald, 2013).  A second implicit strategy is the 

repetition of recently produced or comprehended sentence 

structures (Syntactic priming or Plan Reuse, Bock 1982; 

MacDonald, 2013). For example, Fausey, Snider & 

Boroditsky (2008) primed participants with either an 

agentive sentence structure (He opened the umbrella) or a 

non-agentive structure (The umbrella opened) and then had 
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participants describe pictures showing an object’s change of 

state (e.g. a picture of an intact vase followed by a picture of 

its broken state).  Fausey et al. measured the rate of agentive 

descriptions (Someone broke the vase) vs. non-agentive 

descriptions (the vase broke) and found that participants 

were more likely to use the primed sentence structure, 

compared to no-prime control group.  Fausey et al. did not 

test later memory, but the descriptions they investigated—

whether a person was responsible for an adverse event—

clearly aligns with issues of interest in the eyewitness 

memory literature.  

As a first step in investigating the role of communication 

difficulty on what is said and potentially what is 

remembered, we designed a very robust manipulation of 

production difficulty, whether descriptions should be 

spoken or conveyed via gesture, with no speaking allowed.  

There is a tradition of comparison between speech and 

gesture in the psycholinguistic literature (e.g. Goldin-

Meadow, McNeill & Singleton, 1996), although not 

typically with attention to consequences for memory.   

Using gesture to convey the contents of a video or picture 

is clearly much harder than producing a spoken description, 

and the gestures differ from language in several interesting 

ways that could have downstream effects on memory.  First, 

the order of gestures is often different than in speech: 

Goldin-Meadow et al. (1996) found that English-speaking 

gesturers tended to sequence their gestures in a Subject 

Object Verb order rather than the typical English order 

Subject Verb Object (see also Gibson, Piantadosi, Brink, 

Bergen, Lim & Sacks, 2013; Hall, Mayberry & Ferreira, 

2013). 

Second, unlike natural language, gesturing affords 

participants the opportunity to depict information 

synthetically (McNeill, 1992), in that a single gesture can 

depict multiple semantic meanings. For example, to convey 

a scene where a man is throwing a football, a gesturer might 

pantomime the motion of throwing a football with a 

football-holding handshape, simultaneously presenting 

information about the action (throwing) and object 

(football). Hostetter and Alibali (2008) propose that part of 

how we choose to gesture while speaking comes directly 

from prior manual experience with an object. In line with 

this view, we predict that synthetic or “fused” action-object 

gestures will be used frequently to convey the stereotypical 

use of an object (throwing a football, talking on a phone).  

That is, an excellent way to convey a football in gestures is 

to pantomime throwing it. That gesture also conveys a 

throwing event, which is appropriate if the actual event to be 

described contains throwing. However, if an event has 

holding (but not throwing) a football, the action-relevant 

pantomime of football-throwing is inappropriate for a scene 

that does not contain any throwing.  

We hypothesized that in this situation containing an 

object but not its characteristic action, gesturers will often 

resort to pantomiming an action, and that this inclusion of 

an action gesture will have consequences for later memory 

of the event.  In other words, we expect a sort of non-verbal 

overshadowing, on analogy to Schooler and Engster-

Schooler’s (1990) verbal overshadowing, in which verbal 

descriptions impaired later forced choice recognition.  Here, 

we predict that nonverbal gestures will, for one type of 

scene, impair later recognition.  

To test this hypothesis, we showed participants two types 

of scenes: ones with agents using objects in canonical ways 

presumably easy to pantomime (Action scenes), and scenes 

with agents engaging objects in ways less clearly 

communicable via pantomime (Inaction scenes). We 

predicted that for both types of scenes, gesturers would 

frequently pantomime a canonical action in an attempt to 

convey the object.  We further predicted that as a result of 

this use of the fused action-object gestures, gesturers would 

tend to mis-remember the Inaction scenes as containing 

canonical actions. To test this prediction, a surprise 

recognition task required participants to identify the 

previously-viewed scene out of two choices.  The memory 

performance of gesturers was compared to that of a group 

who provided spoken descriptions of the scenes. Action and 

Inaction scenes are predicted to both be easily described in 

speech, and so we predicted no effect of scene type on 

recognition performance for the spoken description group.    

 

Method 

Participants 

Thirty-nine University of Wisconsin-Madison psychology 

undergraduate students participated for course credit. Six 

subjects’ production (fused gesture) data were incomplete or 

missing due to technical difficulties (n=6), however data 

were retained and included in analyses as available. 

 

Materials    

An online cartoon generator (pixton.com) was used to create 

200 single-panel cartoon scenes. All scenes depicted one 

human agent engaging in an activity with one object, and 

contained minimal additional background (e.g. chairs or 

tables in indoor scenes, trees or bench in outdoor scenes). 

Four examples are shown in Figure 1.  Ten agents (5 male, 5 

female) engaged with 10 inanimate objects each of two 

ways. In the Action scene, the agent interacted with the 

object in a highly common activity for that object, as in 

scene A (drinking water) or C (eating an apple) in Figure 1.  

The paired Inaction scenes showed the same character and 

object but without the common activity.  In these scenes, (B 

and D in Figure 1), the character simply held or looked at 

the object. Each event (e.g. throwing a football, holding an 

apple) was created with all 10 agents, yielding 10 different 

scenes showing the same action, differing in the agent and 

subtle aspects of the background.  

Eight counterbalanced lists were prepared so that each 

list contained 20 of the 200 scenes, chosen to satisfy several 

criteria.  First, across the 20 pictures, each human agent 

appeared twice, once in an Action scene and once in an 

Inaction scene. Second, each object (e.g. a football)  
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Figure 1: Example action and Inaction scenes. A and C are 

example scenes participants might see during trial. At test, 

A and C would be paired with foils B and D respectively. 

Successful recognition would require identifying the correct 

action associated with the object and agent. 

appeared twice, once in an Action scene, once in an Inaction 

scene and that these two paired pictures would have two 

agents of the same gender. For example, List 1 contained 

scene A (drinking water) from Figure 1 and a second scene 

(not shown) of another female agent holding a glass. The 

eight counterbalanced lists covered many but not all 

possible agent-object-action combinations.  An additional 

six practice scenes, similar in format to the experimental 

items, were placed at the start of each list. 

 

Procedure 

Participants were randomly assigned to the speaking or 

the gesture condition. Participants were instructed that they 

would see cartoon scenes on a computer screen, and that 

their task was to convey the event depicted in the scene, 

speaking or using gestures, as appropriate to the assigned 

condition.  Participants were informed that their gestures or 

spoken descriptions would be videotaped.  

After the instructions were given, participants completed 

six practice trials.  The practice scenes were designed to 

familiarize them with the drawing style of the scenes and 

type of characters, objects, and actions that occur in the 

experimental items.  For the participants in the gesture 

condition, the practice items also provided an opportunity 

for experimenter feedback and additional instruction on 

amount of information to report on the scene, as pilot testing 

revealed that some participants were reluctant to gesture. 

During practice trials, both groups of participants received 

feedback from the experimenter if gesture or verbal 

production was fewer than two words or gestures, or more 

than ten. Clarification was allowed if the participant was 

still unclear as to what the appropriate amount of 

information was required. 

Each trial began with a scene appearing on screen for 

three seconds, after which a blank screen with a question 

mark appeared, cueing the participant’s production. For 

practice trials, the experimenter advanced the scene to the 

next trial, and in experimental trials, the participant 

advanced to the next scene upon completing the spoken or 

gestured description of the scene.  Scenes were presented in 

random order. 

After the description task was completed, participants 

completed a two minute distraction task consisting of two-

digit multiplication problems.  

Participants next completed a forced-choice recognition 

task, where they were presented with one picture that they 

had seen in the earlier description task together with its 

agent-object pairmate—the same pictured agent and same 

object, but different action.  For example, a participant who 

had seen Picture A from Figure 1 in the description task 

would see Pictures A and B side by side in the recognition 

task, and they had to choose which picture they had seen 

previously.  The left vs. right position of the previously-seen 

picture and foil and the order in which scenes were tested 

was randomized.   

 

Results 

Coding Transcripts of spoken production were made for 

participants in the spoken condition, and gestures were 

coded for the presence of a fused gesture that combined an 

action and object in pantomime, such as throwing a football, 

eating an apple, or drinking water. For the purposes of 

coding, video clips of each gesture production were cropped 

to remove the portion showing the to-be-described scene to 

allow for coders to be blind to the scene condition in which 

the gestured description was given. Clips and sentences 

were then randomized to reduce bias in coders’ ratings.  

Two coders were trained to identify fused gestures, 

defined as a gesture that simultaneously conveys 

information about both an action and object being acted on. 

A fused gesture is typically one in which the hand shape 

gives information about the object’s shape and the motion of 

gesture provides information about its use. To avoid 

subjective judgments of action-object fusion, one fused 

gesture template for each object was identified a priori and 

only gestures that conformed to this template were coded as 

fused gestures (e.g., for apple scenes, only a biting 

pantomime with hand at the mouth was counted), while 

other fused gestures were excluded (e.g., pantomiming 

picking up, or polishing an apple against a shirt). For one 

object, book, the a priori gesture template was recoded to 

reflect the more common gesture in participants’ 

productions, but in all cases only one template was used. In 

contrast, a non-Fused gesture, for example, could be a single 

finger moving in an arc showing the path of a football, or 

A B

  A 

C D

  A 
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finger tracing to denote the outline of a football. Intercoder 

agreement was 91% in identifying fused gestures. 

 

Fused gesture rates Figure 2 shows the proportion of fused 

gesture for the Action and Inaction scenes.  As can be seen 

from the figure, the rate of fused gestures is high in both the 

Action condition, where the gesture is appropriate (a 

football-throwing gesture is appropriate for a scene showing 

someone throwing a football) and in the Inaction scenes 

(e.g., holding a football), where indicating a throwing action 

is not accurate.   Participants who made fused gestures for 

Inaction scenes typically added extra gestures afterwards to 

convey that there was no canonical action (such as 

throwing) depicted in the scene.  We did not compare fused 

gesture rates in the two scene conditions; the important 

point is that in Inaction scenes, where an action yields a 

misleading description, gesturers nonetheless produced 

action pantomimes more than ¾ of the time. We next test 

whether the use of fused gestures leads to errors in memory. 

 

Figure 2: Proportion of gesture productions that included the 

target fused gesture, by scene type. No statistical analyses 

were conducted as this information served a descriptive 

purpose. 

 

Forced-Choice Recognition The proportion of correct 

recognition can be seen in Figure 3. To evaluate recognition 

performance and differences from chance, we used a multi-

level model analyzed with REML estimation procedure as 

per the recommendation of Judd (2013). Accuracy of 

forced-choice was evaluated with a generalized linear mixed 

effects model using the binomial family with the logit link 

function (Jaeger, 2008), and reported in z scores. Mixed 

effects models to determine difference from chance were 

adapted to simulate one-sample t-tests compared against 

chance, in this case .5 accuracy.  

As can be seen in Figure 3, all four combinations of 

Scene Type and Production Modality yielded above chance 

performance (chance = .5, all t > 2.37, p < .05).  We 

predicted that scene type (Action vs. Inaction) would  

 

 

 

 

Figure 3: Effect scene type and production modality on 

forced-choice accuracy (all values reflect raw data). Log-

odds were calculated using a generalized liner mixed effects 

model and transformed to proportion correct. Error bars 

reflect standard error.  

 

interact with production modality (Gesture vs. Speech), such 

that gesturers would be particularly inaccurate on Inaction 

scenes.  As can be seen in Figure 3, the numerical values are 

consistent with this prediction, but the interaction was not 

reliable. Our hypothesis led us to investigate accuracy in the 

gesture condition, where memory for Inaction scenes 

trended lower relative to Action scenes (β = -.41, SE = .22, z 

= -1.87, p = .06).  
 

Fused gesture and Scene type In order to determine 

whether recognition accuracy was related to gesturers’ use 

of fused gestures (which are accurate for Action scenes and 

misleading for Inaction scenes), we used a regression model 

of recognition accuracy with fused gesture use and scene 

type as predictors. A regression analysis shows that 

controlling for the use of fused gesture scene type 

significantly predicts accuracy in the direction hypothesized 

(β = -.48, SE = .24, z = -1.97, p < .05; see Figure 4). 

Memory for Action scenes were significantly above chance 

(t > 2.37, p < .05) while memory for Inaction scenes were 

not significantly different from chance. The proportion of 

trials in which fused gestures were not used was marginal 

(Action, n=5, Inaction, n=40), and Fused production did not 

significantly predict accuracy. 

However, accuracy is somewhat independent of whether 

fused production motivates selection of Action scenes on 

test (for 50% it is the correct choice). A simple regression 

analysis was performed between subjects comparing the 

proportion of fused gestures produced and proportion of 

guesses for the Action scene on the forced-choice 

recognition task. Participants who produced fused gestures 

more frequently also more frequently selected action scenes 

at test, β = .48, SE = .20, t = 2.45, p < .05.  
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Figure 4: Relationship between participants’ proportion of 

fused gesture productions (out of 20 trials) and their guesses 

for Action scenes at test. The more frequently a participant 

produced a fused gesture, the more likely they chose the 

action scene in the recognition test.   

 

Discussion 

This study aimed to investigate the effect of scene 

descriptions on later memory for the scene.  In particular, 

we investigated whether providing a description in gesture 

rather than speech would have particular effects on scene 

memory. Gesturers frequently use pantomime to 

simultaneously convey an action and object (fused gestures 

such as throwing a football), and we found that even in the 

absence of extensive action in a scene, gesturers often 

resorted to using fused gestures to convey the existence of 

an object, such as pantomiming throwing a football to 

indicate that a football exists in a scene.  We hypothesized 

that this use of fused gestures in Inaction scenes would 

disrupt later memory and found tentative support for that 

view—gesturers were not above chance in recognition 

accuracy for Inaction scenes, but all other conditions did 

yield above-chance recognition.  One cautionary note is that 

the interaction of scene type and modality was not reliable, 

however our predictions concerning fused gestures and 

accuracy were supported. Future work is needed to better 

understand the role of gesture form in memory across scene 

types.  

The use of fused gestures does not reliably predict 

misremembering of the respective scene, however it does 

reliably predict an increase in guesses for Action scenes. For 

approximately every two fused gestures produced, 

participants guessed an additional Action scene at test. This 

provides preliminary evidence that Fused gesture 

productions play a role in the consistent misremembering of 

gesture but not speech participants. 

This work is consistent with previous results on the 

effect of description on subsequent eyewitness memory 

(e.g., Hellman et al., 2011; Marsh et al., 2005; Schooler & 

Engstler-Schooler, 1990; Soleti et al., 2012) and may extend 

those results in several ways.  First, the effects in the current 

experiment were obtained without any instruction on what 

participants should convey or any information about the 

audience that could shape the content of their description; 

instead both gesturing and speaking participants were told 

simply to depict what was in the scene.  Second, these 

results show that the modality of the description and more 

specifically, the ease of conveying information affects the 

nature of the description (the use of fused gestures) and 

consequently the memory for the information.  This work is 

consistent with prior research suggesting that the difficulty 

of conveying a message affects exactly how the message is 

conveyed.  Whereas previous research has examined how 

language production difficulty affects the sentence structure 

that is used in spoken or written production (e.g. Bock, 

1982; MacDonald, 2013), the present results may show that 

the same effect holds in nonlinguistic communicative 

gestures, where the difficulty of conveying an object such as 

a football causes gesturers to produce a fused action-object 

gesture even when no action is present, and with 

downstream consequences for event memory. 

The effects of gesture on memory also extend Schooler 

& Engstler-Schooler’s (1990) verbal overshadowing effect, 

in which describing a visual percept (in their case a face) 

reduced force choice recognition for the face at a later time.  

The results here show that the overshadowing effect need 

not be verbal, and merely conveying the information 

through action gestures can yield more tendency to assume 

that an action was presented (i.e. a higher rate of choosing 

action scenes in the recognition test)—a sort of nonverbal 

overshadowing. Also note that the memory effect here is not 

that gesturers were simply worse than speakers; rather, their 

lower performance was limited to the Inaction scenes, where 

fused gestures are both common and misleading.  This result 

suggests that the “overshadowing” effects may come from 

the fact that communicating a message is inherently 

selective.  If we say, for example, “A girl is drinking water”, 

this description is a useful description of Scene A in Figure 

1, but it leaves out extensive information from even this 

simple scene, including more about the girl (clothes, 

hairstyle age, the angle of her arm), the background, etc..  

The overshadowing effect may be that, for speech and 

gesture, the communicative elements that are produced are 

reinforced at the expense of unmentioned elements. Note, 

however, that this study was not designed to test whether 

spoken descriptions also reduced recognition memory, in 

that there was not a no-description control group.  It is not 

expected that the participants’ short spoken descriptions of 

these simple scenes would have had substantial effects on 

memory given the foils in the present study, but it is 

possible that with more challenging foils, such as differing 

from the original only by subtle changes to angle of an arm, 
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that spoken descriptions would impair visual memory, as in 

Schooler & Engstler-Schooler’s (1990) study. 

The pattern of results in the present experiment also 

raises the interesting question of whether these effects of 

gestured-retelling are or are not examples of labeling 

making representations more categorical (e.g. Lupyan, 

2012).  Lupyan’s hypothesis is about the effect of verbal 

labels, whereas the present results arise from nonverbal 

gestures, and moreover, the fused gestures are produced in 

the Inaction scenes not with the intent to label the action in a 

scene but with the goal of trying to convey the object in an 

Inaction scene.  The present study was not designed to 

identify whether gesturere’s representations became more 

categorical, and future research is necessary to link the 

memory results here with effects of verbal or non verbal 

labeling.  

The linkage between production difficulty, producers’ 

implicit choices in how to convey a message, and later 

memory offers several avenues for future research. For 

example, in picture descriptions, Fausey et al. (2008) found 

that sentence structure choices like the agentive (Someone 

broke the vase) vs. non-agentive forms (The vase broke) 

were modulated by the presentation of a prime sentence 

structure, even though the content of the prime sentence was 

unrelated to the picture.  Although Fausey et al. did not test 

later memory, their result offers a potential mechanism for 

at least some effect of leading questions on later memory 

(e.g. Loftus, 1975), in that a leading question (e.g. Who 

broke the vase?) offers not only a potentially misleading 

semantic interpretation of the event, but it also introduces a 

sentence structure (the agentive form) that could promote 

retelling of the event in the agentive form. 

Second, the present work may have relevance to 

children’s eyewitness memory.  Compared to adults, 

children have poorer eyewitness memory (e.g. Bruck & 

Ceci, 1999), and children also are still developing language 

production skills, meaning that language production is 

harder for them than it is for adults.  Children and adults do 

make different implicit description choices for how to 

describe pictures, including different sentence structures, 

and different rates of mention of event participants (Montag 

& MacDonald, 2015).  More work is necessary to address 

these possibilities, but it may be that these different 

description patterns in children and adults could be another 

influence on the different memory abilities in these groups. 
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Abstract 

Three experiments explore differences between blocked and 
interleaved study with and without item repetition. In the first 
experiment we find that when items are repeated during 
study, blocked study results in higher test performance than 
interleaved study. In the second experiment we find that when 
there is no item repetition, interleaved and blocked study 
result in equivalent performance during the test phase. In the 
third experiment we find that when the study is passive and 
includes no item repetition, interleaved study results in higher 
test performance. We propose that learners create associations 
between items of the same category during blocked study and 
item repetition strengthens these associations. Interleaved 
study leads to weaker associations between items of the same 
category and therefore results in worse performance during 
test when there are item repetitions.  

Keywords: concept learning; sequencing; memory; active 
study; passive study 

Introduction 
Flashcards are a popular study tool among students who 

are preparing for an exam. Flashcards allow students to 
study several different concepts together in a sequence. 
Students are able to order the information however they like 
and can repeat any information as needed. In flashcard 
study, as in any learning situation that involves the 
sequential presentation of different types of items, an 
important pedagogical question is whether the different 
concepts should be studied separately or intermixed.  

This question has been studied before by contrasting 
interleaved and blocked study. Interleaved study consists of 
presenting examples of different categories or concepts in 
close succession. For example, if one wanted to learn about 
the styles of Monet, Degas, and Renoir through an 
interleaved presentation, one might study a painting by 
Monet, a painting by Degas, a painting by Renoir, a painting 
by Monet, a painting by Degas, a painting by Renoir and so 
on. Blocked study, on the other hand, consists of presenting 
examples of the same category or concept in close 
succession before seeing a different category. To study the 
same styles in a blocked study, one would see a sequence 
such as: Monet, Monet, Degas, Degas, Renoir, and Renoir. 

 The sequence of materials during study is crucial to how 
well the information is learned. Previous research suggests 
that interleaving categories maximizes the contrast between 
items from different categories and enhances discrimination 
learning (Kornell & Bjork, 2008; Carvalho & Goldstone, 

2014; Taylor & Rohrer, 2010). When information is studied 
in a blocked sequence, on the contrary, contrast between 
items of the same category is maximized, making 
similarities among items belonging to the same category 
more salient (Carvalho & Goldstone, 2014). A similar 
pattern is found in perceptual learning (Mitchell & Hall, 
2014). 

To account for this dichotomy, Carvalho and Goldstone 
(2014) proposed the attentional bias theory. According to 
this theory the dichotomy between when interleaved and 
blocked study are beneficial is the result of the same 
principle: the selective emphasis of categorization-relevant 
features through comparison of sequentially presented 
objects. Consistent with the proposals of the attentional bias 
theory, the relative advantage of interleaved over blocked 
study has been shown to be moderated by the type of 
category being studied (Carvalho & Goldstone, 2014, 
whether study is active or passive (Carvalho & Goldstone, 
2015), and the introduction of temporal spacing between 
category repetitions (Birnbaum et al. 2014). These results 
present important implications to how students should 
organize their study. A general proposal is that study 
sequence could be used to foster learning if effectively 
selected.  

An extension of the attentional bias theory could involve 
the role of the creation of inter-item associations during 
study. Because the learner’s attention to within-category 
similarities is maximized during blocked study, this is likely 
to contribute to a stronger encoding of the similarities and 
the creation of associations between items that share these 
common properties. For example, if one is studying three 
categories in a blocked sequence one might see them as 
follows: A1, A2, A3, B1, B2, B3, C1, C2, C3. A2 would be 
associated with A1 and A3 because of their temporal 
proximity and shared commonalities. By contrast, in an 
interleaved sequence, items of the same category are not 
shown temporally close in a sequence and identifying 
commonalities between them therefore establishing 
associations between the items of the same category is less 
likely to occur. Using the same examples as before, an 
interleaved sequence might look like: A1, B1, C1, A2, B2, 
C2, A3, B3, C3. Participants would be looking for 
differences between items of different categories and items 
of the same category are presented further apart in time.   

After reviewing all of the material in a lesson once, 
students often review the same information again. What is 
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the effect of adding a second review of all of the materials 
after studying the materials once? If what is encoded and the 
associations established during the first review of the 
materials differ between the interleaved and blocked 
sequences, as we have proposed, then it is likely that a 
second review would have a differential effect depending on 
the study sequence.  

If item repetition is added later into a blocked sequence 
the learner might see, for example, A1, A2, A3, B1, B2, B3, 
C1, C2, C3, A1, A2, A3, B1, B2, B3, C1, C2, C3. When one 
sees A1 for the second time, one is likely to retrieve A2 and 
A3 as belonging to the same category as well, because A1, 
A2, and A3 were strongly associated during the first 
presentation. If item repetition is added later into an 
interleaved sequence the learner might see A1, B1, C1, A2, 
B2, C2, A3, B3, C3, A1, B1, C1, A2, B2, C2, A3, B3, C3. 
In this sequence, a new occurrence of A1 is less likely to 
result in the recollection of A2 and A3 because they were 
not strongly associated during the first presentation. 

Another possibility is that, when A1 is repeated in a 
blocked sequence the commonalities between all A items 
(A1, A2, and A3 in this example) that were extracted and 
encoded during the first study of these items will be 
selectively, and more quickly, reemphasized. Interleaved 
study, on the other hand, does not allow for the reactivation 
of commonalities initially identified because learners are 
unlikely to have noticed communalities between items of 
the same category during initial study. 

In effect, through a process of iterative recollection of 
previous items (Hintzman, 2010; Ross, 1984; Ross, Perkins, 
& Tenpenny, 1990), or rapid reactivation of common 
properties when repetitions are presented, learners in a 
blocked study sequence recollect more of the items in each 
category during a second review, contributing to more 
effective learning in that sequence of study. 

 In this paper we look at the influence of item repetition 
on blocked and interleaved study across three experiments. 
We predict that when item repetition is present, blocked 
study will result in higher performance during the test phase 
due to better encoding of the entire category.  

Experiment 1 
In Experiment 1 learners study the paintings from 

different artists with six artist options below the painting 
that they must select from (e.g. active study) and the study 
sequence is repeated once. We predict that the existence of a 
repetition of the study sequence will result in better 
performance following blocked study than interleaved 
study. As we mentioned in the introduction, we expect that 
through a process of iterative recollection learners in the 
blocked study use the repetition to recall more of the items 
originally associated with the repeated painting. 

Method 
Participants Forty-eight undergraduate students at Indiana 
University volunteered to participate for partial course 
credit. Eight participants were excluded from analyses due 

to computer error (N=4) or not reaching performance above 
chance level during either of the study phases (performance 
below 17%; N=4).  
 
Stimuli and Apparatus The stimuli were 120 paintings by 
twelve artists (ten paintings by each artist). This set of 
stimuli has been used in previous studies (e.g., Kornell & 
Bjork 2008; see Figure 1). 

 To evaluate previous knowledge, we used a questionnaire 
containing a list of 36 artists in three categories (famous 
artists, artists featured in the experiment, and fake, but 
plausible, artists). Stimuli presentation and participants’ 
responses were collected using E-Prime (Psychology 
Software Tools, Pittsburgh, PA). 

 
Figure 1: This is an example of 3 paintings from 4 artists that 

appeared during the experiment. The artist name is listed above 
each row. 

 
Procedure Participants started by completing the 
questionnaire. The participants were asked to circle any 
artist name with which they were familiar. After completing 
the questionnaire, participants continued to the experiment. 
There were six phases to the experiment: Study1, Trivia1, 
Test1, Study2, Trivia2, and Test2. During the study phases a 
painting would appear on the screen with six artist names 
(e.g., Bruno Pessani) listed below it. The image would 
disappear after 1500 ms and participants were asked to click 
on the artist name that they thought painted the image. 
Feedback was given after every choice (whether it was 
correct or incorrect). During the trivia phases, participants 
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answered ten trivia questions. This distractor task lasted 
approximately three minutes. During the test phases, a 
painting would appear with the names of the six studied 
artists below. The participants were instructed to click on 
the name of the artist who they thought painted the image. 
Feedback was not provided. Five paintings from each artist 
were selected to be used during the study phase and five 
paintings were selected to be used during the test phase. 
Painting group/phase assignment was counterbalanced 
across participants. 

There were two study conditions. In the blocked study 
condition participants saw a sequence of paintings such that 
all paintings from one artist were shown before studying the 
next artist (for a total of 30 trials). In the interleaved study 
condition participants saw a sequence of paintings such that 
no painting from the same artist was shown consecutively 
(for a total of 30 trials). In both study conditions the 
sequence was repeated once (for a total of 60 trials) and the 
order of artists and paintings was fixed across participants. 
During the test phase the order was fully randomized. Every 
participant completed both study conditions. The order of 
the study conditions and artist assignment were 
counterbalanced across participants. 

Results and Discussion 
We started by analyzing the data from the questionnaire. 

The questionnaire was scored in the following way: for 
every artist included in the experiment correctly recognized, 
2 points were added, for every fake artist selected, 1 point 
was deducted, and for every famous artist selected, 1 point 
was added, for a total of 24 points. Participants were 
excluded from analyses if they reached the score of 20 or 
higher. No participants reached this criterion (M=7.65, SD= 
4.08). 

Looking at performance during the study phase, we 
expected that performance in the blocked condition would 
be higher than in the interleaved condition because if 
participants choose the strategy of selecting the same artist 
as on the previous trial, they are more likely to be correct 
than they would in the interleaved condition. The results 
show that study performance in the blocked condition is 
higher (M = 0.68, SD = 0.19) than in the interleaved 
condition (M = 0.37, SD = 0.11), t (39) = 10.42, p < .0001.  

Figure 2 shows the results from the test phase. Blocked 
study results in higher performance during the test phase F 
(1,39) = 10.98, p = .002, 𝜂G

2 = .059. Moreover, overall 
performance is higher for old items compared to novel 
items, F (1,39) = 5.95, p = .02, 𝜂G

2 = .003, but there is no 
interaction between the two variables, F < 1. 

Contrary to previous evidence from similar studies (e.g., 
Kornell & Bjork 2008; Kornell, Castel, Eich, & Bjork, 
2010; Wahlheim, Dunlosky, & Jacoby, 2011), we found that 
blocked, relative to interleaved, study results in higher 
performance during test. The major differences between the 
current study and past studies are that our study phase was 
an active learning procedure and there was item repetition. 

The verbatim repetition included in this experiment gives 
learners a second chance to learn each painting with 
temporal spacing between repetitions (Thios, 1972) and, as 
we proposed in the introduction, might promote learning by 
allowing the reactivation of all the items seen before or 
quicker and more efficient selective activation of the 
commonalities during study of a repeated item.   

 
Figure 2: This graph shows performance during the test phase for 

the blocked and interleaved study conditions for new and old 
stimuli in Experiment 1. Chance performance in this task is 0.17. 

Error bars represent standard errors of the mean.  
 
The active learning procedure requires a selection of a 

response during study, in contrast to previous studies in 
which the item was presented along with the correct 
category assignment (passive study). As mentioned in the 
introduction, it has been shown before that the type of study 
(active vs. passive) affects whether interleaved or blocked 
study is more advantageous for learning (Carvalho & 
Goldstone, 2015) because it changes the constraints of the 
learning task. However, previous studies have shown that 
interleaved study benefited learning in an active study task 
(Carvalho & Goldstone, 2015) contrary to what is seen here. 
There are several possible reasons for this apparent 
incongruence: On the one hand it is possible that the greater 
number of categories and the different type of categories 
used here might have changed the constraints of active 
study. In fact, Carvalho and Goldstone (2015) proposed that 
when using information integration categories (categories 
for which it is not possible to devise a categorization rule 
like the ones used in this experiment), the direction of the 
effect might be reversed. On the other hand, it is possible 
that the advantage of blocked study seen in this experiment 
is solely the result of the existence of item repetition during 
study.  

In order to investigate the independent role of repetition, 
Experiment 2 retains active study of categories but without 
item repetition during study. In the absence of repetition, 
there is no occasion for repetition-induced recall during the 
second study round, as proposed. Therefore, we expect 
interleaved study to result in better performance than 
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blocked study, as has been shown in previous studies (e.g., 
Kornell & Bjork, 2008; Kornell et al, 2010). 

Experiment 2 

Method 
Participants Forty-eight undergraduate students at Indiana 
University volunteered to participate for partial course 
credit. Seven participants were excluded from data analyses 
because of prior knowledge of the artists used in the 
experiment as measured by a questionnaire (N = 1) or not 
reaching performance above chance level during either 
study phase (performance below 17%; N = 6). 
Stimuli and Apparatus The stimuli were the same as in 
Experiment 1. The questionnaire was the same as in 
Experiment 1, except two extra questions were added to 
assess participants’ major and the number of fine art classes 
taken. Stimuli were presented and participants’ responses 
were collected using E-Prime (Psychology Software Tools, 
Pittsburgh, PA) as in Experiment 1. 
Procedure The procedure was the same as in Experiment 1, 
except for the following changes. Participants studied six 
paintings instead of five. During test, participants saw six 
old items and four new. The assignment of the paintings to 
study or test phase was randomized across subjects. The 
artists’ names were presented by their last name only (e.g., 
Pessani). The buttons in both the study and the test phases 
were changed from white to gray for saliency. There was 
also no repetition of the category items during study. 

Results and Discussion 
Overall, participants scored low on the questionnaire 

(M=8.31, SD= 4.41). Looking at performance during the 
study phase, as in Experiment 1, performance in the blocked 
condition (M = 0.58, SD = 0.19) was higher than in the 
interleaved condition (M = 0.33, SD = 0.12), t (40) = 7.07, p 
< .0001. 

Of greater interest is performance during the test phase, 
depicted in Figure 3. As can be seen from the figure there 
was no difference in performance between the blocked and 
interleaved study conditions F < 1. There is also no 
difference in performance between categorizing new and old 
items, F < 1, nor an interaction between stimulus novelty 
and sequence, F < 1 

The results from this experiment, although not definitive, 
suggest a role of item repetition during study in the test 
results of Experiment 1. That is, the main difference 
between Experiments 1 and 2 was the item repetition, and 
eliminating item repetition also eliminated the benefit for 
blocked over interleaved training. However, part of the 
advantage seen for blocked study in Experiment 1 might 
also come from the use of an active study procedure that 
includes repetition. One possibility is that in Experiment 2, 
active study strengthens the associative links between items 
and the correct category assignment that are created during 
study. These strong associations result in an advantage for 
blocked study, because it increases the likelihood that 

learners are able to identify the style and correctly select the 
artist name. These associative links provide an advantage 
during test, but not as large of an advantage as it would be 
when combined with the presence of item repetition (as in 
Experiment 1). We will come back to this hypothesis in the 
General Discussion. 

 
Figure 3. Performance during the test phase for the blocked and 

interleaved study conditions for new and old stimuli in Experiment 
2. Chance performance in this task is 0.17. Error bars represent 

standard errors of the mean. 
 

To ascertain that an interleaved study advantage could be 
found with our method, and that it is related to the use of a 
passive study situation in the absence of repetition, we 
conducted Experiment 3. In Experiment 3, learners study 
the paintings from different artists with the correct artist 
name displayed below them (passive study) and there is no 
item repetition during study. 

Experiment 3 

Method 
Participants Forty-three undergraduate students at Indiana 
University volunteered to participate for partial course 
credit. Data from all participants was included in the final 
analyses.  
Stimuli and Apparatus The stimuli were the same as in 
Experiments 1 and 2. The questionnaire was the same as in 
Experiment 2. Stimuli were presented and participants’ 
responses were collected using E-Prime (Psychology 
Software Tools, Pittsburgh, PA) as in previous experiments. 
Procedure The procedure is the same as in Experiment 2, 
except for the following changes. Instead of the participant 
having to choose from a list of six artists during study, the 
paintings are now shown with the correct artist name 
presented below it for three seconds. The procedure is 
passive so the participants were not required to click any 
buttons during study. There was no item repetition, similar 
to Experiment 2.  

 Results and Discussion 
We started by analyzing the data from the questionnaire. 

The questionnaire was scored in the same way as the 
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previous two experiments. Overall, participants scored low 
on the questionnaire (M=7.85, SD=4.40) and no participants 
reached the criterion of artist knowledge necessary to be 
removed. 

Figure 4 shows the results of the test phase. Contrary to 
Experiments 1 and 2, interleaved study results in higher 
performance during the test phase compared to blocked 
study, F (1,42) = 15.85, p < .001, 𝜂G

2 = .11. 

 
Figure 4: Performance during the test phase for the blocked and 

interleaved study conditions for new and old stimuli in Experiment 
3. Chance performance in this task is 0.17. Error bars represent 

standard errors of the mean. 
 

Moreover, similar to what we see in Experiment 1, 
performance is overall better for Old items compared to 
New items, F (1,42) = 14.45, p < .0004, 𝜂G

2 = .11, and there 
is no interaction between the two variables, F < 1. 

In sum, Experiment 3 replicates previous findings (Kang 
& Pashler, 2012; Kornell & Bjork, 2008; Kornell, 2010) 
showing that passive study with no repetition results in 
interleaved study having higher performance during test.  

General Discussion 
In this paper we looked at the influence of item repetition 

and study method (active vs. passive) on blocked and 
interleaved study across three experiments. We predicted 
that adding item repetition into an interleaved or blocked 
study might have differential effects on learning. More 
specifically, we predicted that adding item repetition into a 
blocked study would produce higher performance during 
test than interleaved study with item repetition.  

We hypothesized that during blocked study, adding item 
repetition would result in better encoding of the category 
members due to the stronger associations between items of 
the same category created during the first presentation of the 
category. This, in turn, would result in learners recollecting 
the specific item when repeated but also the other 
temporally adjacent items from the same category during 
the second presentation (repetition) of each item. On the 
other hand, during interleaved study, adding item repetition 
would result in worse retrieval of other category members 
due to weaker associations between items of the same 
category created during the first presentation of the 

category. Items of the same category are presented farther 
apart in time during interleaved study, therefore the learner 
is less likely to identify communalities or create associations 
between items of the same category in the first place. The 
essence of this account is a putative reminding of same-
category items occurring in the same temporal context. 

Consistent with this prediction we found that in a 
situation in which there is item repetition, blocked study 
results in higher performance during test (Experiment 1). 
However, in a situation where there is no item repetition, 
there is no difference between blocked and interleaved study 
(Experiment 2). 

A consideration of the role of temporally adjacent 
comparison provides an alternative explanation for the 
differential impact of item repetitions on interleaved and 
blocked training. Consistent with arguments about the 
cognitive importance of comparison for discovering critical 
commonalities between members of the same category (e.g., 
Gentner et al., 2003; Markman & Gentner, 2006), it is 
reasonable to posit that when two objects that belong in the 
same category are presented successively, their 
commonalities are highlighted. When an item is 
subsequently repeated, the commonalities that this item 
shares with other items from the same category will be 
selectively re-emphasized because they were originally how 
the blocked items were encoded. This account differs from 
the aforementioned “reminding of associated items” account 
because it posits that the within-category commonalities are 
selectively emphasized. In this view the entire category 
items, which possess features that are either idiosyncratic or 
common to the category are encoded and recalled. One 
result that is consistent with this “comparison-based 
commonalities” account is that repetition improves 
performance in the blocked study for both old and novel 
items to the same extent. If participants were being 
reminded of all the properties of items presented in the same 
context as a repeated item during study, then one might 
predict that these old, reminded items, would be particularly 
well categorized during test. However, the fact that we 
found equal benefits for old and new items at test is 
consistent with the blocked advantage stemming from 
encoding of the features that these two types of items share 
– namely, the characteristic features shared by all category 
members. 

Adding item repetition also results in the inclusion of 
temporal spacing between item repetitions unlike 
interleaved and blocked study in which the only spacing is 
between category repetitions (Kornell & Bjork, 2008; 
Birnbaum et al., 2014; Kornell, 2009; Kornell et al., 2010; 
Kang & Pashler, 2012). In fact, increased temporal spacing 
between item repetitions has been shown to result in better 
memory than temporal spacing between similar items (akin 
to category repetitions; Thios, 1972). However, temporal 
spacing between item repetitions does not differ between the 
interleaved and blocked study in Experiment 1 and therefore 
this factor cannot explain our current results. 
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The results presented here also reiterate the role of the 
study modality as a modulator of the relative advantage of 
interleaved or blocked study (Carvalho & Goldstone, 2015). 
Here we found that a blocked study advantage (Experiment 
1) or equal performance between the two study sequences 
(Experiment 2) is associated with active study situations 
while interleaved study is more beneficial in a passive study 
situation. The current studies use categories where there is 
no simple description of a categorization rule (information-
integration categories, Ashby & Maddox, 2005) and 
participants simultaneously learn a large number of 
categories. These two factors might have critically 
contributed to the benefits of interleaved sequences for 
passive study and blocked sequences for active study. It is 
possible that an active study situation promotes greater 
association between the items and the label being presented, 
which might be a particular difficulty when studying six 
categories. Passive study, on the other hand, might promote 
rule-based categorizations, even when information-
integration categories are used, similarly to what is seen 
with unsupervised study (Ashby et al., 1999). The larger 
opportunity to compare items from different categories 
afforded by interleaved study would make finding a partial 
categorization rule more likely. Moreover, the sequence 
manipulation might result in different levels of passive 
study. Because it is easy to predict the next category, 
blocked active is more passive than interleaved active. The 
same is true for the passive study conditions. This might 
further influence the attentional patterns established during 
study and contribute to the results seen here.   

An important next step would be to look at the effects of 
item repetition in a passive study condition to fully 
understand how the type of study influences the creation of 
item-item associations and its use during item repetition. It 
would also be important to directly test the strength of inter-
item associations within and between the interleaved and 
blocked schedules.   

In educational settings, students and teachers alike 
implement various strategies to try to facilitate learning. 
One major kind of general and strategic flexibility that 
individuals have in trying to maximize learning efficiency is 
in determining how to sequence examples of different 
categories. This research has shown that the common 
strategy of reviewing the same materials a second time after 
an initial pass might render blocked study more beneficial 
than interleaved study. 
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Abstract 

The paper briefly reviews the contribution of recent 
neuroscience findings to our understanding of our human 
nature – more exactly, to the understanding of the three 
properties that we conceive of as highly-specifically human: 
consciousness, freedom, and language. The analysis yields 
rather surprising results. Self-consciousness is possibly not 
the highpoint of our sophisticated cognitive functions, but 
rather the basic pre-reflective self-other distinction intimately 
related to body control and affective states, within whose 
limits cognitive processes become possible. Freedom is not a 
violation of natural (biological) laws, but, in contrast, a 
necessary attribute of complex behavior; it roots in the 
fundamental biomechanical freedom of biological 
movements. Language comprehension is neither an instinct 
nor a set of complex inferences, but a behavior based on 
learnt hierarchy of predictive, anticipatory processes. Thus the 
answer to the question formulated in the title is positive: yes, 
it can change. From the author’s viewpoint, these changes 
emphasize embodied, enacted nature of the specifically 
human functions. 

Keywords: consciousness; freedom; language; neuroscience; 
specificum humanum 

 

Our most general ideas about what it is to be a human 

being were traditionally shaped by humanitarians such as 

philosophers, anthropologists, and theologians. Only 

recently, natural scientists and particularly neuroscientists 

have raised a claim to participate in this process or even to 

play the leading role in it. As might be expected, this claim 

elicited a protest in the camp of humanities, whose 

representatives maintained that biological facts cannot 

directly contribute to such cultural entities as our idea of the 

human. Leaving this much too general discussion aside, I’ll 

concentrate here on particular features that we commonly 

regard as specifically human: we think about ourselves as 

self-conscious beings, whose actions possess a considerable 

amount of freedom, and who uniquely use a symbolic 

language in their communication and thinking. I neither 

claim that these three features are the complete list of 

presumably specific properties of humans, nor that they are 

independent of each other. I merely ask whether facts of 

neuroscience can shed light at our basic conceptions of 

consciousness, freedom, and language. 

Self-Consciousness 

We are still very far away from the discovery of the 

sufficient biological conditions of consciousness. We are 

even unable to disprove a radical humanitarian critique 

which maintains that such sufficient conditions will never 

be found. However, in the last years we learned a lot about 

necessary neurobiological conditions of consciousness, and 

this knowledge, albeit moderate, is not negligible. If we 

attempt to summarize the main findings about the 

neurobiological underpinnings of consciousness, they are 

the following: 

First, consciousness is the matter of the whole brain. It is 

not localizable, even though the role of different brain 

structures can be very different. Information processed in 

various, spatially remote cortical and subcortical networks 

has to be integrated in order to reach consciousness (Tononi, 

2008). Local information processing, however complex and 

“high-level” this information might be, does not necessarily 

involve consciousness (van Gaal & Lamme, 2012; 

Kotchoubey et al., 2013). We can put complex goals, strictly 

follow these goals in our behavior (e.g., Kiefer & Brendel, 

2006; Kiefer & Martens, 2010), understand semantics and 

syntax, and distinguish truth from lie (Kotchoubey et al., 

2014) – as long as all these processes remain local and 

highly specialized, they do not require conscious awareness.  

Second, self-consciousness is closely related to the 

activity of midline structures of the brain that are also 

connected to basic processes of body control (Fernandez-

Espejo et al., 2012; Herbert, Herbert & Pauli, 2011; for 

review, see Northoff, 2013). Brain areas activated during 

processing of self-related information are not those activated 

by highly complicated and difficult cognitive tasks, but 

rather, they overlap with the components of the Default 

Mode Network, which is maximally active in rest (Northoff 

et al., 2006). 

Third, neurophysiological data indicate that consciousness 

is probably a multi-level system. There is a long tradition in 

Western thinking to regard consciousness as a binary (“all-

or-none”) phenomenon. According to this view a system 

can be either conscious or not, but nothing in between. 

Typical representatives of this position are, in classical 

philosophy, Descartes (1988); in the contemporary 

philosophy of mind, D. Chalmers (Chalmers, 1996); in 

psychology, B. Baars (Baars, 1988); and in neuroscience, S. 

Dehaene (e.g., Dehaene et al., 2006). Examples of the 

opposite views are, in classical philosophy, E. Husserl 

(Husserl, 2009); in the modern philosophy of mind, N. 

Block (Block, 2007); and in neuroscience, A. Damasio and 

J. Panksepp (Damasio, 1999; Panksepp, 2005).  

We examined about sixty patients with the diagnosis 

vegetative state, which implies the complete lack of 

conscious awareness. fMRI were recorded in five 

experiments, three of which were purely cognitive tasks: 

mental imagery (Monti et al., 2010), a verbal task 
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(presentation of factually correct vs. incorrect sentences), 

and trace conditioning (short-term memory). The expected 

activity in the relevant brain regions (indicating that higher 

cognitive functions were at least partially preserved) was 

obtained only in < 10% patients. This number is well in 

accord with the data of other groups (e.g., Monti et al., 

2010). Two other experiments involved affective stimuli 

that addressed the broadly disseminated network called “the 

pain matrix of the brain” (rev. Kupers & Kehlet, 2006). 

Different components of this matrix responded to pain 

stimuli in > 50% of the patients. In many patients, these 

reactions also included the activation of such higher-level 

regions as the anterior insula and the anterior cingular cortex 

(Markl et al., 2013). Brain imaging data on healthy 

individuals and conscious patients indicate that the 

activation of these areas usually correlates with subjective 

feeling of pain (e.g., Colocca & Benedetti, 2005). Moreover, 

also in > 50% patients the pain matrix of the brain similarly 

responded to pain cries of other people, although these were 

not nociceptive but auditory stimuli (Yu et al., 2013). These 

and a number of similar findings (e.g., Celesia, 2013; 

Kotchoubey, Kaiser, Bostanov, Lutzenberger, & Birbaumer, 

2009; Lotze, Schertel, Birbaumer, & Kotchoubey, 2010) 

suggest that many individuals who have completely lost all 

components of cognitive consciousness (conscious 

comprehension of language, intentional actions, declarative 

memory, voluntary attention, etc.) may nevertheless 

experience pain and pleasure and perhaps even understand 

affective states of other people (Panksepp et al., 2007; 

Kotchoubey et al., 2011). Apparently, low-level 

consciousness (with its very important component, affective 

consciousness: Panksepp, 2005) can exists when high-level 

consciousness is lacking. 

To sum up, these data about the neurological 

underpinnings of consciousness are at variance with a 

broadly spread and well-respected idea of self-

consciousness as a summit of human cognition, its top level. 

Rather, it is a background intimately linked with the basic 

aspects of human life and survival (Northoff, 2013). 

Looking back to the great philosophical models of the past, 

one may say that self-consciousness of the present-day 

neuroscience is much more like the phenomenological 

model of Husserl or the “being-there” model of Heidegger 

than to largely cognitive models of Descartes, Spinoza, or 

Kant. 

Freedom 

A simple naturalistic argument against freedom of human 

action is that any action is actually a movement (or a 

combination of movements), and that the neural control of 

movements is a deterministic chain of events within which 

no space for free and unpredictable events is left. An 

executive area of the brain (e.g., the dorsolateral prefrontal 

cortex), taking into account emotional, motivational, social 

and other influences, makes a decision; on the basis of this 

decision the premotor cortex formulates an action program; 

the primary motor cortex transforms this program into a 

motor command that is sent to cranial nerve nuclei or the 

spinal cord; and the latter does not have other choice than to 

obey the command. 

Of course, every determinist admits that the above 

scheme is very rough. The point is, however, that movement 

science has demonstrated that such deterministic schemes 

are not just rough. They are simply wrong. The brain does 

not (because it cannot) play on muscles like a musician 

plays on a keyboard (Requin, 1985; Turvey, 1990). The 

brain is unable to solve the so-called Bernstein’s problem 

(Bernstein, 1967): the number of degrees of freedom (DFs) 

in any movement of a complex animal (such as a bird, a 

dog, or a human) is by several orders larger than the number 

of DFs an executive system can control. Even a relatively 

simple action (e.g., grasping a glass of water, keeping it 

with five fingers and bringing it to the mouth) can be 

realized by many millions of nearly equivalent activation 

patterns at the spinal level, all of them leading to the same 

result (Latash, Scholz & Schöner, 2007; Latash, Gorniak & 

Zatziorski, 2008). If the executive calculates all advantages 

and disadvantages of each particular combination of neural 

excitations resulting in the movement described above, and 

finally chooses the optimal pattern, these calculations would 

take time largely exceeding the life time of the organism. 

Movements under exact control of the brain are possible and 

even necessary at a first step of motor learning, when an 

efficient movement synergy as a self-regulatory system is 

not yet built up (e.g., when a first-grader learns to write 

letters). However, such movements are highly energy 

consuming, and learning consists in their replacement with 

uncontrolled, self-organized movements (Latash et al., 

2008; Vereijken, van Emmerik, Whiting, & Newell, 1992). 

The biomechanical freedom of movements is necessary for 

adaptation of a complex organism to its complex 

environment. 

Modern kinesiology views a movement as a self-

organized, self-regulating multilevel system, in which each 

higher level can only set a very limited number of control 

parameters, leaving everything else to the next lower level 

(Turvey, 1990; Latash, 2012). The higher level does not 

know, how exactly the parameters are controlled (the 

“principle of executive ignorance”: e.g., Turvey, 1977). 

Even though such systems are principally deterministic (i.e., 

they can be mechanistically described in retrospect), their 

operations cannot be predicted in advance (Latash, 2012). A 

carpenter may make some 10 million hammer strokes 

during his professional life; but hardly two of these strokes 

are identical. The main reason of why the brain of a scientist 

cannot predict the next movement of her subject is the fact 

that the subject’s own brain cannot. A movement is created 

in the course of its execution. 

Another factor that has only recently attracted the 

attention of researchers is the stochastic nature of the 

essential processes in the nervous system, such as ionic 

membrane transfer and synaptic transmission (e.g., Linden, 

2007; Finke, Braun, & Feudel, 2010; Rolls & Deco, 2010). 

Both processes content noise that cannot be removed by any 
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technique (Braun et al., 2011). The meaning of this 

irreducible noise remains unclear, and one may believe that 

noise-produced small random fluctuations of neural 

excitability, averaged in space and time, do not produce any 

effect at the macro-level, i.e., at the level of behavior. 

However, the data cited above demonstrate that movement 

control at the peripheral level has principally chaotic 

character (Kelso & Ding, 1993; Latash, 2012). If this holds 

true also for the central control mechanisms, one can 

speculate that the tiny fluctuations at the micro-level might 

not be behaviorally neutral (Braun, Moss, Postnova & 

Mosekilde, 2008), because chaotic processes can serve as 

powerful amplifiers of minimal changes due to the so called 

butterfly effects. 

Of course, neither the irreducible noise in neural micro-

processes nor the chaotic complexity of behavioral control 

can present a full explanation of freedom or justify this 

notion as it is used in common language. Additional 

assumptions are necessary for this sake, which I tried to 

analyze in details elsewhere (Kotchoubey, 2012). The above 

mentioned discoveries do not “prove” the freedom of human 

actions, but they rebut deterministic arguments against the 

notion of freedom thus removing the illusory opposition 

between freedom and natural science.
1
  

Language 

“All attempts to teach great apes spoken language have 

failed.” This opening sentence of the most recent review 

about the evolution of acoustic communication (Ackermann, 

Hage, & Ziegler, 2014, p.529) indicates that language 

continues to attract attention as a specificum humanum, as 

something radically separating human beings even from 

their closest phylogenetic relatives. The prevailing idea of 

language comprehension during the last decades has been 

like this: Visually or acoustically perceived words are 

processed by means of three main modules: syntax, 

semantics, and pragmatics. The processing in these modules 

is sequential and consists of processing stages. Syntax is 

strongly separated from both semantics and pragmatics and 

represents „the essence of language“: to understand 

language means to understand syntax (e.g., Chomsky, 1965; 

Pinker, 1994). Syntactic processing (and, thereby, language 

processing in general) is mainly genetically determined, 

                                                           
1 There is no space here for an obsolete analysis of the studies 

claiming to find electrophysiological or metabolic predictors of 

human actions. Such analyses have already been performed by 

numerous philosophers (e.g., Dennett, 1991), psychologists (e.g., 

Trevena & Miller, 2010) and neuroscientists (e.g., Herrmann, 

Pauen, Min, Busch, & Rieger, 2008) and revealed methodological 

flaws of such severity (including even arithmetic errors: Trevena & 

Miller, 2002) that a serious discussion of these experiments in 

2014 is not worthy any longer. The most what these experiments 

really have shown are trivialities such as (i) there are preparatory 

processes in the brain, and (ii) voluntary actions are not necessarily 

performed in full awareness (everybody who drives a car or a bike 

knows this). 

while the factors of language usage play relatively minor 

roles. 

The data obtained using the methods of neuroscience 

require, from my point of view, substantial corrections of 

this picture. Thus according to the sequential principle, we 

match the perceived words with units of our built-in lexicon 

and thus identify their meaning (e.g., a combination of five 

signs sugar means a white soluble substance with a 

characteristic taste, chemically a linkage of glucose and 

fructose). This meaning is then compared with other lexical 

units already identified before, e.g., with the context of the 

sentence. If the meaning of the newly perceived word agrees 

with the context (semantic match”), the processing runs 

further; if it does not (“semantic mismatch”) a broad 

network in the brain is activated to integrate the word into 

the context. The best known physiological indicator of this 

activation is an electrically negative deflection in the EEG 

with a peak latency of about 400 ms after the semantically 

inappropriate word, called N400 (Kutas & Hillyard, 1980). 

After this micro-context (within a sentence or an 

expression) is established, the word is connected with a 

macro-context which includes the whole conversation, the 

discourse, the previous knowledge about the matter, etc.  

First, the originally suggested link between EEG 

components and language processing modules (N400 – 

semantic module; late positive complex [LPC] – syntactic 

module) is not supported by recent data. Thus LPC can be 

elicited by virtually any kind of linguistic violation (Münte, 

Heinze, Matzke, & Wieringa, 1998; Kotchoubey & Lang, 

2003). The false impression of modular specificity was 

partially caused by confusion between language domains 

and communicational ambiguity, with semantic violations 

being in general much more equivocal (inducing higher 

ambiguity) then syntactic violations (Kotchoubey, 2006).  

In our experiment, we presented not only typical 

ambiguous semantic violations (A waiter served tea with 

milk and shoes) and unequivocal syntactic violations (I 

expect that he cames), but also unequivocal sematic 

violations (e.g., A hungry man is an angry lamp) and rather 

ambiguous syntactic violations (e.g., He is playing piano 

with passionately). The former were constructed so that 

only one correct word (man) could replace the incongruent 

word at the end of the sentence. The latter allowed for at 

least two different ways of syntactic repair (e.g., He is 

playing piano with passion or He is playing piano 

passionately), both of which had approximately the same 

meaning (otherwise the sentence would be semantically 

ambiguous!). The ambiguity factor indicates how much of 

the message can yet be understood despite the violation. It 

should be emphasized that ambiguous syntactic violations 

were still much less ambiguous than ambiguous semantic 

violations, i.e., the match of the ambiguity level was not 

perfect. However, the main results presented in Figure 1 

show that notwithstanding this limitation the ambiguity 

factor was at least as important as the language domain. 

This finding does not, of course, disprove the general theory 

of processing modules, but indicates that the different 
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behavior of different EEG components is better explained 

but factors other than modular specificity. 

 

 

 
 

Figure 1: The amplitudes (in µV) of two typically 

recorded EEG components (N400 and LPC) as a function of 

language domain (semantics vs. syntax) and ambiguity. Top 

panel: N400 amplitude. Bottom panel: LPC amplitude. Both 

components were measured at the Pz lead as mean 

amplitudes in the time windows of 250-500 ms and 500-800 

ms, for N400 and LPC, respectively. 

 

As said above, a sentence like A waiter served tea with 

milk and shoes is highly typical for elicitation of the N400, 

because its end word is semantically incongruent. However, 

the sentence There were nuclear weapons in Iraq is 

semantically congruent, but also elicits an N400, at least in 

those who know that there were none (Hagoort, Hald, 

Bastiaansen, & Petersson, 2004). Fully congruent are 

sentences My favorite music is Chopin and Perhaps I am 

pregnant, but the former also elicits the N400 if presented 

together with a picture of a punk, and the latter, if spoken 

with a male voice (Van Berkum, Brown, Hagoort, & 

Zwitserlood, 2003). Finally, the harmless The nut was salted 

elicits a strong N400 after we have heard a fairy tale in 

which the nut was a young man, and The nut fell in love 

does not elicited an N400 after this tale. Notably, the 

properties of the N400 in all these completely different 

situations (its waveform, latency, scalp distribution) are 

virtually the same (Hagoort & Van Berkum, 2007). 

The language processing system does not wait for verbal 

information but actively extracts this information from the 

incoming stimuli. In the sentence Eva seduced Adam to eat 

a… the N400 is elicited already to the article a (expected 

an), although a is a function word devoid of the own 

content, thus it cannot be semantically integrated (DeLong, 

Urbach, & Kutas, 2005). Our recent analysis has 

demonstrated that ambiguous words immediately and 

strongly activate their context-appropriate meaning, even if 

a different meaning dominates in an individual’s lexicon; 

e.g. the meaning of queen as a female monarch strongly 

dominates over its meaning as a chess piece, but the 

dominant meaning is suppressed in a sentence like The 

chess master moved his queen (Kotchoubey & El-Khoury, 

2014). 

In sum, these data are compatible with a model of 

language different from that which we began this section 

with. Language is not an instinct, but a behavior which, 

despite all its peculiar properties, is ruled by the same basic 

mechanisms of behavioral control as any other behavior. 

This behavior is aimed at pragmatic objectives, i.e., to 

communicate, to understand other individuals and to be 

understood by them. The syntax is a very particular mean 

used for communication, but only a mean and not „the 

essence“ of language; understanding language means not 

understanding syntax, but rather understanding its use for 

communication. 

Importantly, language is a very demonstrative example of 

a general principle of predictive activity of the brain (e.g., 

Clark, 2013; for a formal approach to this principle, see 

Friston, Daunizeau, Kilner, & Kiebel, 2010). Language 

comprehension is not a passive processing of verbal stimuli 

but a continuous hypotheses-making and hypotheses-testing 

project, based on a complex and flexible hierarchy of 

anticipations (Kotchoubey, 2006). This is a model that is 

always ahead of the arriving messages, which are used to 

confirm, correct or upgrade it. 

Conclusion 

Our brief review of the contribution of neuroscience to our 

idea on three principal human features (i.e., self-

consciousness, freedom, and symbolic language) results in 

fairly unexpected conclusions. Our self-consciousness is 

possibly not the top of our most sophisticated cognitive 

functions, but rather the basic pre-reflective self-other 

distinction intimately related to body control and affective 

states, within whose limits cognition processes become 

possible (e.g., Northoff, 2013). Freedom is not a violation of 

natural (biological) laws, but, in contrast, a necessary 

attribute of complex behavior; it roots in the fundamental 

biomechanical freedom of a biological movement. The data 

of neuroscience do not exhaustively explain freedom (like 

they do not exhaustively explain consciousness), but they 

make it a natural phenomenon that can be investigated with 

methods of neurobiology (e.g., Kotchoubey, 2012). 

Language comprehension is neither an instinct (a simple 

nature’s gift), nor a set of complex cognitive inferences, but 

a behavior based on learnt hierarchy of predictive, 

anticipatory processes (e.g., Tomasello, 2003). The answer 
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to the question formulated in the title is, therefore, positive: 

yes, data of neuroscience can modify our idea of ourselves. 

However, the direction of the change is at variance with that 

straightforward mechanistic and computer-like kind of 

explanation that is publicly expected. Rather, these changes 

emphasize embodied, enacted nature of the specifically 

human functions. 
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Abstract

Despite its importance, human collective intelligence remains
enigmatic. We know what features are predictive of collec-
tive intelligence in human groups, but we do not understand
the specific mechanisms that lead to the emergence of this dis-
tributed information processing ability. In contrast, there is
a well-developed literature of experiments that have exposed
the mechanisms of collective intelligence in nonhuman ani-
mal species. We adapt a recent experiment designed to study
collective sensing in groups of fish in order to better under-
stand the mechanisms that may underly the emergence of col-
lective intelligence in human groups. We find that humans in
our experiments act at a high level like fish but with two addi-
tional behaviors: independent exploration and targeted copy-
ing. These distinctively human activities may partially explain
the emergence of collective sensing in our task environment at
group sizes and on times scales orders of magnitudes smaller
than were observed in fish.
Keywords: collective intelligence; distributed cognition; so-
cial cognition; social computation; online experiments

Introduction
Many common examples of collective behavior illustrate ap-
parent failures of collective intelligence. Mobs, market pan-
ics, and mass hysteria draw attention because of their per-
ceived irrationality and drastic consequences. However, the
successes of collective intelligence are as remarkable as the
failures are devastating. The richness of human culture, the
incredible pace of our technological developments, and the
gradual progression of our scientific understanding of the uni-
verse stand out as both distinctively human and heavily reliant
on the emergent behavior of the interactions of many individ-
uals. Even at a less grandiose level, humans regularly agree
to work together to accomplish tasks that no individual could
accomplish alone via dynamic cooperative interactions that
are hypothesized to be uniquely human (Tomasello, 2014).
Yet little is known about the specific mechanisms underlying
these synergistic processes of self-organization.

Many mathematical and computational of models collec-
tive behavior have been proposed. However, as a result of
the logistical difficulties in conducting real-time human ex-
periments involving multiple participants, and as a result
of a broader lack of data analysis aimed at understanding
collective behavior, the quantitative study of collective be-
havior has largely lacked an empirical basis. Recently, re-
searchers have begun conducting carefully controlled labora-
tory experiments to test and refine models of collective be-
havior (Couzin, 2009; Goldstone & Gureckis, 2009). Yet
many of these experiments, with some notable exceptions
(Goldstone, Roberts, Mason, & Gureckis, 2008; Kearns,
2012), have been conducted using nonhuman animal subjects.
We are therefore quickly developing a better understanding

of the collective behavior of ants (Pratt & Sumpter, 2006),
bees (Seeley & Buhrman, 1999), cockroaches (Amé, Hal-
loy, Rivault, Detrain, & Deneubourg, 2006), and fish (Ward,
Sumpter, Couzin, Hart, & Krause, 2008), but our empirically-
grounded quantitative understanding of human collective be-
havior remains limited.

In the present paper we harness recent technical advances
in running real-time, networked experiments on the web
(Hawkins, 2014) to develop and test a model of collective hu-
man behavior. We build on a recent experiment designed to
study the collective behavior of a particular species of fish
(Berdahl, Torney, Ioannou, Faria, & Couzin, 2013) that is
one of the clearest illustrations of collective intelligence in
a nonhuman animal group. In this previous experiment, the
researchers studied a type of fish called the golden shiner that
prefers to spend time in dark areas of the water, presumably
to avoid predators. Aware of this natural propensity of the
fish, the researchers projected time-varying spatially corre-
lated light fields into a fish tank. The researchers then studied
the effectiveness of the fish at finding the darker areas of the
tank as a function of the number of fish participating in the
task. The researchers found that average group performance
increased significantly as a function of group size, and they
identified two simple behavioral mechanisms driving this im-
provement: First, individual fish tended to move more slowly
in darker areas. Second, individual fish also tended to turn
towards conspecifics. The researchers argued that the combi-
nation of these mechanisms generated an emergent collective
gradient sensing ability in groups of fish that had been absent
in individual fish.

This experiment provides a beautiful example of a higher
level of intelligence at the group level emerging from mini-
mal intelligence at the individual level. However, while these
simple mechanisms did appear to give rise to surprisingly ef-
fective group behavior, they only lead to substantial gains in
performance for large groups of 50 or more fish. In contrast,
we expect humans in a similar task to show significant gains
with much smaller group sizes. In particular, we expect that
humans should be able to make use of theory of mind, an abil-
ity to draw inferences about the underlying mental states of
other players, to better utilize social information in a similar
environment.

To elucidate these potential differences between humans
and fish, we developed a version of the gradient-sensing task
for human participants. Specifically, we recreated the envi-
ronment used by Berdahl et al. (2013) as an online real-time
multi-player game. In our experiment, participants controlled
avatars in a virtual world. Every location in this world cor-
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Figure 1: Example score fields from the low noise (left) and
medium noise (right) conditions at particular points in time.
Red areas indicate higher scoring areas.

responded to a score value that changed over time, and par-
ticipants were awarded bonuses proportional to their cumu-
lative scores in the game. The score of a player at a par-
ticular point in time was simply determined by the location
of that player in the virtual world. Our incentives for par-
ticipants to achieve high scores were designed to parallel the
fishes’ preferences for darker areas in their environment. The
players either played alone or in groups of varying sizes. We
used this virtual environment to investigate how the gradient-
tracking performance of human groups changed as group size
increased, and to attempt to identify behavioral mechanisms
underlying collective sensing in human groups.

Methods
Participants We recruited 563 unique participants from
Amazon Mechanical Turk to participate in our experiment.
All participants were from the United States. After exclud-
ing 72 participants due to inactivity or latency, and 6 others
for disconnecting in the first half of the game, we were left
with usable data from 437 participants in 224 groups. These
groups ranged in size from one to six individuals. Since we
were only able to collect one group of size six, we ignored
this group in our analysis.

Stimuli The game scores of the participants in our experi-
ments were determined by underlying “score fields”. These
score fields consisted of 480 × 285 arrays of score values
for each 125ms time interval in our game. We generated
these score fields using the method reported by Berdahl et
al. (2013). First, a “spotlight” of high value was created that
moved in straight paths between uniformly randomly chosen
locations. This spotlight was then combined with a field of
spatially correlated noise. This procedure yields a complex
landscape with many transient maxima and a single persis-
tent time-varying global maximum.

We manipulated the weighting between the noise field and
the spotlight to generate different task conditions. We used
two weight values, corresponding to the “low” and “medium”
noise levels reported by Berdahl et al. Examples of score
fields are shown in Figure 1. 113 individuals (63 groups) were
assigned to the low noise condition and 324 individuals (161
groups) were assigned to the medium noise condition. To
decrease variability and increase statistical power, we gener-
ated only four distinct score fields per noise level, so multiple
groups experienced the same fields. To discourage inactivity,

Figure 2: A screenshot of the interface that participants saw.
The score displayed corresponds to the value of the score field
at the location that the player’s avatar is occupying.

players were awarded a score of zero, corresponding to zero
bonus, if their avatars were touching a wall.

We attempted to give our participants perceptual and motor
capabilities in this environment similar to the capabilities that
Berdahl et al. observed in the fish in their experiments. In
terms of perception, we restricted the information that partic-
ipants received about the underlying score fields in the games.
We allowed participants to see only the scores at their avatars’
locations. The participants could not see the scores that other
players were obtaining or the scores at any other locations
besides their own. However, the positions, directions, and
speeds of all other players were visible to each player. All
of this information was updated in real-time every eighth of a
second. A screenshot of the interface we used for the game is
shown in Figure 2.

Players controlled their avatars using the left and right ar-
row keys to turn (at a rate of 40◦ per second) and could hold
the spacebar to accelerate. The avatars automatically moved
forward at a constant velocity of 136 pixels per second when-
ever the spacebar was not depressed. The avatars instanta-
neously increased to a constant velocity of 456 pixels per
second for the duration of time that the spacebar was held
down. We chose these speed values to match the speeds that
Berdahl et al. reported observing in their fish, and we also
matched the playing area dimensions and game duration to
the parameters of their experiments. Each participant played
in a single continuous game lasting for 6 minutes.
Procedure After agreeing to participate in our experiment,
participants were presented with a set of instructions. These
instructions simply described the mechanics of the game. The
participants were not informed about the nature of the under-
lying score fields and were not encouraged to work together.
After successfully completing a comprehension test, partici-
pants were then redirected to a waiting room. In the waiting
room participants would wait for up to 5 minutes or until a
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pre-assigned number of other players joined the game. While
in the waiting room, participants could familiarize themselves
with the controls of the game. Players were not shown any
score in the waiting room unless the participant was against
a wall, in which case the displayed score would change from
a dashed line to a red “0%”. We found no evidence for the
amount time a player spent in the waiting room having any
effect on individual performance in the game (linear regres-
sion slope 1.993e-06, with 95% confidence interval [-1e-05,
1.4e-05]). As in the actual game, participants in the waiting
room would be removed for inactivity if the player’s browser
was active in another tab for more than 15 seconds or if the
player’s avatar was unmoving against a wall for 30 seconds.
We also removed players if their ping response latencies were
greater than 125ms for more than 36 seconds. We paid par-
ticipants 50 cents for reading our instructions, and the par-
ticipants could receive a bonus of up to $1.25 during the six
minutes of gameplay. Final bonuses were computed to be the
players’ cumulative scores divided by the total length of the
game times the total possible bonus. Following the current
convention on Mechanical Turk, each participant was also
paid 12 cents per minute for any time spent in the waiting
room, minus any time that player spent against a wall. These
numbers were chosen so that the participants were expected
to receive at least the U.S. federal minimum wage of $7.25
per hour for the totality of their time active in the experiment.

We implemented this experiment using the MWERT
framework (Hawkins, 2014). The MWERT framework uses
a set of recent web technologies capable of handling the chal-
lenges of real-time, multi-player web experiments, including
Node.js, the Socket.io module, and HTML5 canvases. Since
MWERT was originally used for two-player games, we had
to extend the MWERT framework in several ways to handle
the challenges posed by hosting larger groups of players.

Results

We find that group size is positively related to group perfor-
mance in this game in the low noise condition. However, we
find that there was little effect of group size in the medium
noise condition. Average performance as a function of group
size in each of these conditions is shown in Figure 3. A lin-
ear regression on the individuals in the low noise condition
produces a significant positive slope of 0.0238 and a 95%
confidence interval (CI) of [0.006,0.041]. A linear regres-
sion on the individuals in the medium noise condition pro-
duces a marginally significant positive slope of 0.0068, 95%
CI [−0.001,0.015], and this trend is weakened substantially
with the inclusion of the single 6-person group. Moreover,
the marginally significant result in the medium noise condi-
tion is driven entirely by the effect of group size in one of
the four distinct score fields we used. This particular score
field displays a significant effect of group size with a positive
slope of 0.0306, 95% CI: [0.015,0.046], while none of the
others do. Qualitative inspection revealed that this particular
score field seemed to share spatial properties more similar to

1 2 3 4 5
Number of Players

0.55

0.60

0.65

0.70

0.75

0.80

0.85

0.90

M
e
a
n

 S
co

re

Noise Level

Low

Medium

Figure 3: Mean performance as a function of group size in the
low and medium noise levels. Error bars are 95% bootstrap
confidence intervals using the group as the primary bootstrap
unit. All points are averages over at least two groups. This
plot excludes the single group we were able to collect of size
six. Including this group weakens the trend in the medium
noise condition.

the low noise score fields, which may explain the strength of
the effect in that particular score field. Overall these results
indicate that larger groups do tend to perform systemically
better on our task than those in smaller groups, at least in the
low noise condition.1

In order to understand the factors that may have contributed
to the increases in performance achieved by larger groups in
the low noise condition, we examine the behavior of the play-
ers in our games. We assume a simple state-based representa-
tion of player behavior. We then attempt to identify how par-
ticipants choose to occupy particular behavioral states at each
point in time, and we examine the relationship between the
players’ decisions to occupy particular states and the perfor-
mance of those players. Specifically, we assume that at any
particular point in time a player is either “exploring”, “ex-
ploiting”, or “copying” (see Rendell et al., 2010, for a simi-
lar classification). Conceptually, a player is exploring if that
player is looking for a good location to exploit, a player is
exploiting if that player has found a location where the player
wants to remain, and a player is copying if that player is in-
tending to move to the location of another player.

We empirically determine the state of each player at each
point in time using a set of hand-tuned filters. All of these
filters depend only on information that is observable to any
player in the game (i.e., the filters do not depend directly
on the scores of any individuals), and hence we can use the
inferred states of players as proxies for what other players
might infer as the states of those players. Also, since the
states are not defined in terms of scores, we can meaningfully
quantify the relationship between state and performance.

1Results were similar using a mixed-effects regression including
group and score field as random effects, and also revealed larger
variability due to score field in the “medium” noise condition than
the “low” noise condition.
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We now define the three states: exploiting, copying, and
exploring. Exploiting a particular location in the environment
is not completely trivial for players since the avatars always
move at least at a slow constant velocity. In order to attempt to
stay in a single location, a player can either meander around
a particular location or can persistently hold down one of the
arrow keys while moving at a slow speed, which creates a
tight circular motion around a particular location. We call
this second activity “spinning” because of its distinctive ap-
pearance. We then classify a player as exploiting if the player
is spinning for 500ms or if the player moves at the slow speed
for 3 seconds and has not traveled more than two thirds of the
possible distance that the player could have traveled in that
time. The second condition is supposed to capture the mean-
dering behavior of individuals who have not discovered how
to spin. Copying behavior is more difficult to identify, but
appears to often be characterized by fast directed movements
towards other players. We thus classify a player as copying if
the player is moving in a straight line at the fast speed towards
any particular other player consistently for 500ms. We clas-
sify a player as moving towards another player if the second
player is within 60◦ on either side of the first player’s straight-
line trajectory. Finally, we classify a player as exploring if the
player is neither exploiting nor copying. Thus a player will be
classified as exploring if that player is either moving slowly
but not staying in the same general location, if the player is
moving quickly but not towards any particular person, or if
the player is moving quickly and turning.

We use these filters to analyze how players behave in our
game. First, we compute the probability of a player being
in a particular state conditional on the current score that the
player is receiving. We find that the probability of a player
occupying a particular state is closely related to that player’s
score. Specifically, players in higher scoring locations are
more likely to be exploiting than exploring or copying, but
the probability that a player is exploring or copying increases
as the player’s score decreases. These results, which are vi-
sualized in Figure 4, suggest that players are choosing their
states relatively rationally. Players will tend to remain in good
areas and will leave bad areas quickly either by exploring in-
dependently or by copying other individuals.

Second, we find substantial variation in the types of copy-
ing behavior that different individuals display. Some indi-
viduals appear to focus their copying behavior on other play-
ers who tend to have higher scores, whereas other individu-
als appear to be less discriminating in their copying behavior.
Moreover, as shown in Figure 5, groups that contain individ-
uals who focus their copying behavior on higher scoring indi-
viduals achieve significantly higher performance in our task
(slope: 0.2639, 95% CI: [0.145,0.383]). This result, though
subject to the confounding of correlation and causation, could
be explained by theory of mind assisting in individual and
group performance. A player who is able to accurately infer
whether another player is receiving a high score may be able
to achieve higher performance on our task by leveraging these

0.0 0.2 0.4 0.6 0.8 1.0
Score

0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

Pr
ob

ab
ili

ty

exploring
exploiting
copying

Figure 4: The probability of an individual being in a particu-
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gent copying”—copying of an individual with a higher score.
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inferences to more effectively copy others.

Behavioral Model
The trends we observe suggest a potential set of behavioral
mechanisms that effective human groups may use in our task.
We propose that each player in an effective group chooses a
state based on the following rules:

1. If the player is in a good area, the player will remain in that
area exploiting.

2. If the player in not in a good area and the player perceives
another person as possibly having a higher score, the player
may choose to copy that person.

3. Otherwise the player will explore independently.

According to this model, players in bad locations improve
their scores by copying exploiting individuals instead of wast-
ing time by copying low scoring players or wasting time by
exploring many poor quality areas. The model also has inter-
esting emergent collective properties. When any individual
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finds a good area, that player will attract the other players to
that location by exploiting. Then, when all the players are to-
gether in a group exploiting a particular area, one of the play-
ers will start to lose bonus as the score field shifts. This player
will then either move closer to the others who are still exploit-
ing or will shift to an exploring state. If that player starts ex-
ploring but doesn’t find any good locations, the player will
return to the group if the group is still exploiting. If that
player does find a new good area, though, the player will start
exploiting that area. The rest of the group will then follow
after the highest scoring region shifts to where the exploiting
player is. This mechanism creates a kind of gradual crawl-
ing that effectively tracks the moving score field. Thus, by
using this mechanism players are improving both their own
performances directly and also that of the entire group by par-
ticipating in this process of emergent collective sensing. An
example of this process occurring in participant gameplay is
shown in Figure 6.

Discussion

In our experiment, we observed that humans were able to
achieve increases in performance at much smaller group sizes
than fish. Fish exhibited mild improvements in group perfor-
mance at groups of 16 and more substantial improvements at
groups of 64 and 128. However, we see significant improve-
ments in human performance at just five players. This dif-
ference may be at least partially explained by the differences
in the mechanism that humans appear to use in this task as
compared to fish.

Interestingly, the mechanism we identify in humans is sim-
ilar to that of fish in some ways, but it is also distinct im-
portant ways. Similar to the behavior of humans in choos-
ing appropriate states based on current score, fish modulated
their speeds based on the level of darkness that they were
experiencing. Fish moved slower in their preferred darker
areas and faster in lighter areas. Similar to the copying be-
havior we observe, fish had a tendency for turning towards
other fish. However, Berdahl et al.’s model of the behavior of
their fish did not require any reference to the kind of discern-
ing social awareness that we see in humans. Whereas fish
appear to equally weight information from all nearby con-
specifics, effective humans appear to modulate their copy-
ing behavior based on the inferred scores of other players.
The strategic use of independent exploration (a form of aso-
cial learning) was also key to the mechanism enabling human
success. These key differences support recent work in social
learning (Wisdom, Song, & Goldstone, 2013; McElreath et
al., 2008), which find an impressive flexibility in the strategic
deployment of imitation in humans. Of course, it is difficult
to compare human performance directly to that of fish given
the differences between the perceptual and motor abilities of
fish in an actual fish tank and the abilities of the participants
in our simulated environment. Nevertheless, our comparison
hints at a superior capacity for distributed cognition in hu-
mans, possibly enabled by our ability for theory of mind.

Perhaps an even more interesting difference that emerged
between humans and fish has to do with the time scale over
which the collective intelligence mechanism evolved. For
fish, the ability to gain from group performance in these col-
lective sensing tasks is likely based on innate behaviors, se-
lected over many generations of fish facing exactly this prob-
lem over their whole lifespans. In contrast, some of our
humans groups, facing this particular problem for the first
time, appear to have discovered reasonable collective sensing
strategies in just a matter of minutes.

Beyond the recent literature on collective intelligence in
nonhuman animal groups, there has been a long line of work
studying the factors that predict the performance of human
groups in various scenarios (Kerr & Tindale, 2004). Our find-
ings are consistent with previous work suggesting that having
a larger group is beneficial in complex, uncertain environ-
ments (Stewart, 2006). Unlike much of this previous work,
however, we focus here on the possibility in larger groups of
new emergent group abilities and behaviors, and on the mech-
anisms leading to these emergent properties.

Our work therefore may shed light on one of the press-
ing puzzles of human collective intelligence and human dis-
tributed cognition. What are the specific mechanisms by
which humans establish effective coordinated distributed in-
formation processing agents that can accomplish more than
any individual alone, and how do our abilities play a role
in these mechanisms? The perspective of group behavior
as distributed processing (Hutchins, 1995) suggests the im-
portance of communication for collective intelligence be-
cause of the importance of communication in distributed sys-
tems. Moreover, theory of mind—an enabler of implicit
communication—has been shown to be predictive of col-
lective intelligence (Woolley, Chabris, Pentland, Hashmi, &
Malone, 2010; Engel, Woolley, Jing, Chabris, & Malone,
2014). While our work does not have a powerful enough
experimental design to be definitive, our work at least fur-
ther suggests that one of the roles that theory of mind plays in
the emergence of collective intelligence is facilitating implicit
communication that allows for coordination on good collec-
tive actions. Moreover, our work also suggests that the benefit
of a group’s coordinating on good actions could be more than
simply the benefit to each individual independently. By com-
bining a natural human tendency for independent exploration
with a discerning social awareness, humans appear to be able
to fluctuate between exploiting known good actions, indepen-
dently exploring new options, and intelligently copying the
promising choices of other individuals. A simultaneous com-
bination of these activities by a cohesive group appears to
lead to a collective memory of recently good actions from in-
dividuals who continue to exploit, and a collective movement
towards actions that promise to be good in the near future
driven by independently exploring individuals. The reactive
distributed sensing ability that appears to emerge from this
process may confer a unique benefit to working together in
tightly knit groups.
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Figure 6: Reconstructions of actual gameplay in a five-person group illustrating both failed exploration leading to intelligent
copying and successful exploration leading to collective movement. Colors indicate the individuals’ scores, with red being
higher and orange/yellow being lower. The player labels indicate both player IDs and also the player states our feature extraction
procedure inferred. Other annotations are provided to give a sense for the game dynamics. At 34 seconds, in the first panel,
most of the group has converged on exploiting a particular area while one individual is exploring independently. To the right, at
36 seconds, the exploring individual appears to have failed to find a good location and ceases exploring by copying the group.
At 40 seconds, the final panel in the first row, the score field has shifted and some of the group begins exploring while others
continue to exploit. By 49 seconds, the first panel in the second row, one of the exploring individuals found a good location,
and other players have begun to move towards that individual. At 54 seconds, the entire group is exploiting the new area. In
the final panel, at 55 seconds, the background has shifted enough again that one of the individuals begins to explore.
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Abstract

Most theories of pragmatics and language processing pre-
dict that speakers avoid informationally redundant utterances.
From a processing standpoint, it remains unclear what happens
when listeners encounter such utterances, and how they inter-
pret them. We argue that uninformative utterances can trigger
pragmatic inferences, which increase utterance utility in line
with listener expectations. In this study, we look at utterances
that refer to stereotyped event sequences describing common
activities (scripts). Literature on processing of event sequences
shows that people automatically infer component actions, once
a script is ‘invoked.’ We demonstrate that when comprehen-
ders encounter utterances describing events that can be eas-
ily inferred from prior context, they interpret them as signify-
ing that the event conveys new, unstated information. We also
suggest that formal models of language comprehension would
have difficulty in accurately estimating the predictability or po-
tential processing cost incurred by such utterances.

Keywords: Psycholinguistics; pragmatics; redundancy; infor-
mation theory.

Introduction
Many theories of language processing, pragmatics, and dia-
log contain constraints against utterances that add no new in-
formation to the discourse, or are informationally redundant
(Cohen, 1978; Grice, 1975; Levy & Jaeger, 2007). Informa-
tionally redundant utterances, while typically viewed as in-
felicitous in the linguistics literature, have also been investi-
gated in the dialog literature. These utterances might state in-
formation already in the common ground, echo information
already stated, or provide information that was entailed (or
strongly implied) by the preceding discourse (Walker, 1993).
Baker, Gill, and Cassell (2008) note that redundant utterances
are surprisingly frequent, and often used in response to signs
of listener non-comprehension, when responding to listener
questions, or when speaking to strangers. Similarly, Walker
concludes that informationally redundant utterances are com-
mon in discourse, and that aside from addressing cognitive
resource limitations, they often serve a narrative function.

It is, however, less clear how comprehenders process or in-
terpret utterances that are informationally redundant with re-
spect to their own discourse model – in other words, ones
that do not address limitations in listener comprehension,
make explicit inferences that may not otherwise be obvious,
and so forth. We present evidence that certain types of in-
formationally redundant utterances trigger pragmatic infer-
ences, which increase their informational utility, presumably
because they otherwise violate conversational norms with re-
spect to utterance informativity (Grice, 1975). While these
results, broadly, are predicted by formal models of pragmatic
reasoning, it is less clear whether formal language models

that attempt to model utterance predictability, and the result-
ing processing cost (e.g., Smith & Levy, 2013), would cor-
rectly represent either: a) the predictability of these utter-
ances, if they are in fact infrequent (c.f., Walker, 1993); and b)
any difficulty comprehenders encounter in processing them.

In general, there have been no strong positions taken in the
psycholinguistics literature on whether redundancy should
impose processing cost on the listener. Nadig and Sedivy
(2002) and Arnold (2008), in the context of referring expres-
sion complexity, argue that redundancy may only be subop-
timal from a speaker’s perspective, and if anything may fa-
cilitate comprehension. On the other hand, Smith and Levy
(2013) point out that utterances which assert ‘obvious facts,’
or otherwise overly predictable information, may be easy to
integrate semantically, but incur processing cost given their
(presumably) low probability of occurrence. To our knowl-
edge, however, this has not empirically been investigated.

Although our study does not directly address the process-
ing cost incurred by overly redundant utterances, context-
dependent implicatures are often assumed to incur some
amount of cost, particularly when there is no explicit contex-
tual support for the implicature drawn (Sedivy, 2007). Fur-
ther, if these types of utterances are as infrequent as predicted
by most pragmatic theories, they would be expected to incur
cost on this basis. We therefore discuss the potential implica-
tions of this for later work. Finally, we argue in the Discus-
sion section that any difficulty listeners do encounter in pro-
cessing these utterances would, problematically, not be fully
accounted for by formal models of sentence comprehension
which don’t incorporate pragmatic reasoning.

In our study, we focus on utterances that are uninfor-
mative1, in that they explicitly describe events in common,
stereotyped sequences that are normally automatically in-
ferred (Bower, Black, & Turner, 1979). To our knowledge,
the pragmatic interpretation of redundant event mentions has
likewise not to date been investigated experimentally, nor ad-
dressed in the formal literature.

Processing of Event Sequences
In this study, we look at overt descriptions of events that are
part of typical and stereotyped event sequences (scripts), such
as going to a restaurant, or using the subway. Literature on
processing of event sequences shows that people anticipate
upcoming events or future states once a script is ‘invoked’,
and have faster reading times when information is consis-
tent with previous script knowledge (Zwaan, Magliano, &

1To clarify, we use the term uninformative to describe utterances
that contribute no new information to the common ground.
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Graesser, 1995). Likewise, when recalling stories based on
a variety of scripts, people have significant difficulty distin-
guishing between actions that were implied by the script,
but not mentioned overtly, and those that were actually men-
tioned in the story (Bower et al., 1979). This finding suggests
that event occurrences that are strongly implied by a script are
part of its conventional meaning (unless explicitly indicated
otherwise), whether they are explicitly mentioned or not.

Certain types of information may be more or less central to
a script - for example, going grocery shopping almost always
entails paying for your groceries, but does not typically entail
buying apples (although the latter is entirely consistent with
the script). The utterances we are interested in refer to central
events that are easily inferred in the context of the event se-
quence – for example, entering a restaurant, in the context of
a restaurant visit:

(1) a. Yesterday, Marie went out to eat. She entered the
restaurant. She ordered pasta, and read a book.

b. Yesterday, Marie went out to eat. She ordered pasta,
and read a book.

Presumably, readers would have automatically inferred, in
the second variant, that Marie had entered the restaurant, al-
though it was not mentioned explicitly, and would find the
first variant slightly anomalous. Highly inferable events are
occasionally used as temporal anchors (After she entered the
restaurant, she...), and may be used to transition back from
interruptions to the script (She stopped to talk to Brad on the
street. She then entered the restaurant...). However, outside of
these contexts, mutually known and highly inferable events
in scripts are often not mentioned overtly (Bower et al., 1979;
Regneri, Koller, & Pinkal, 2010).

Interpretation of Redundant Utterances
There is evidence that speakers avoid redundancy, outside
constraints on grammar and meaning, at every level of lin-
guistic processing (Jaeger, 2010). Likewise, comprehenders
should expect producers to make choices that conform to
these norms. At the utterance level, they approximate Grice’s
Quantity maxim, which dictates that speakers should provide
neither more nor less information than is required to commu-
nicate a meaning in context (Grice, 1975). According to the
latter, listeners would be predicted to draw (highly context-
sensitive) implicatures from informationally redundant utter-
ances, if they are to preserve the belief that the speaker is
cooperative.

An example of an utterance that might give rise to a
context-dependent implicature is the following, uttered by
one speaker to another (assuming both are familiar with John
and John’s typical habits):

(2) “John went grocery shopping. He paid the cashier!”

In this example, the speaker is arguably flouting a conver-
sational maxim, by stating something which can be clearly
inferred from preceding information. The event described by

the second, uninformative utterance is already strongly im-
plied to have occurred by having invoked the grocery shop-
ping script, and mentioning it overtly is therefore redundant.
Such an utterance in itself contributes no extra information,
and if it is to conform with listener expectations about speaker
informativity, then the listener is likely to attempt to infer
what other information the speaker attempting to convey.

The most obvious inference appears to be that this behav-
ior is atypical for John; i.e. that it could not have been in-
ferred, given what had already been stated, that the behavior
described had taken place. In other words, a straightforward
interpretation might be that John is not typically in the habit
of paying at the grocery store. The only case in which the de-
fault inference(s) might not be made is if information was in-
troduced into the common ground already suggesting that this
was an atypical event – say, that John is a habitual shoplifter.

In summary, on the one hand, reading something that is
very easy to infer, given world knowledge, intuitively should
not cause any particular difficulty. However, making assertive
utterances that contain no useful information clashes with lis-
tener expectations of speaker behavior, and presumably oc-
curs only infrequently (Smith & Levy, 2013). Listeners are
therefore predicted to attempt to ‘make sense’ of the speaker’s
behavior by coming up with an alternate (informative) mean-
ing for the utterance.

Methods
Participants
200 participants, located in the US, were recruited on Ama-
zon Mechanical Turk.

Materials
24 stimuli, written as brief stories/narratives, were con-
structed, based on distinct scripts or activities. Each appeared
with 2 initial contexts (typical vs. atypical), and assertive
utterances described 2 types of events (predictable vs. op-
tional), for a total of 4 conditions2.

Predictable events ([4a] in examples (3)) would typically
be inferred from the ‘speaker’ having invoked the script,
while optional events ([4b]) could not be inferred. To clar-
ify, we are using the term predictable to specify that the event
can typically be inferred from the script, although this is, as
we show, dependent on context. Initial discourse context was
either typical ([1a], in (3a)), or atypical in that it implied the
predictable event was in fact unusual ([1b], in (3b)):

(3a) Typical context
[1a] John often goes to his local supermarket, as it’s close
bytypical.

[2] Today he entered the apartment with his shopping bags
flowing over. He ran into Susan, his best friend, and talked

2The study did not employ a full factorial design, as there was
no context alternation specifically targeting the optional event con-
dition. The contrast most relevant to the hypothesis tested, however,
involves the utterance describing the predictable event, while the
other served primarily as a reference point.
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to her about his trip. Susan then wandered over to Peter,
their roommate, who was in a different room.

<first (baseline) set of questions>

[3] She commented: “John went shopping. [4a/b] He {paid
the cashiera-predictable | got some applesb-optional!} [5] I just
saw him in the living room.”

<second (final) set of questions>

In contrast, the following context manipulation was used in
order to render the predictable event optional, or unusual:

(3b) Atypical context
[1b] John often doesn’t pay at the local supermarket, as
he’s usually brokeatypical.

[2] Today he entered the apartment with his shopping bags
flowing over. He ran into Susan, his best friend, and talked
to her about his trip. Susan then wandered over to Peter,
their roommate, who was in a different room.

<first (baseline) set of questions>

[3] She commented: “John went shopping. [4a/b] He {paid
the cashiera-predictable | got some applesb-optional!} [5] I just
saw him in the living room.”

<second (final) set of questions>

The story was presented incrementally. Participants first saw
the first two paragraphs (without numbering or formatting),
and the first set of questions. These always queried how often
the subject of the discourse engaged in the optional activity,
the predictable (inferrable) activity, and two scenario-relevant
distractor activities (not shown):

1. How often do you think John usually pays the cashier,
when at the grocery store?

2. How often do you think John usually gets apples, when
at the grocery store?

Each question could be responded to on a continuous slid-
ing scale of ‘Never’ to ‘Always’ (see Figure 1). The slider
was not visible until the participant clicked on the point on the
scale that they thought was most appropriate, to avoid having
people default towards a particular value.

After responding to each question, the participant could
submit their answers. Once they did, the first question set dis-
appeared, and the rest of the text was revealed, as well as the
second set of questions. At this point the entirety of the text
was visible to participants. The questions referred to the same
activities, but asked participants to update their estimates –
“Now how often do you think...?”. Participants could not see
their previous answers.

12 of the stimuli included 3 discourse participants, one of
whom engaged in the activity, the second who learned from
that participant that they engaged in it, and the third to whom
the second communicated this fact (as well as the relevant
specifics). The other 12 only included two – the discourse
subject who engaged in the activity, and the second partici-
pant to who they communicated this fact. Compared to the ex-

ample above, for instance, John might be communicating di-
rectly to Susan: “I went grocery shopping. I paid the cashier!
I just got back from the store.”.

The construction of these stimuli was constrained in sev-
eral ways. The scripts were sufficiently complex to contain
multiple candidate activities; there were central as well as
optional components; and the central components were such
that the activity could still conceivably occur without them.
For example, one arguably cannot play tennis at all, without
using a racket. There was also established common ground
between all discourse participants, so that all were plausibly
(from the point of view of the reader) aware of the discourse
subject’s typical habits, particularly with regard to the activity
described.

Further, the activities were sufficiently stereotyped and
(relatively) culturally invariable, so that all participants could
be expected to agree on what a script entailed, what was or
wasn’t obligatory, etc.. Many of the scenarios, as well as
estimates of ‘centrality’ of the events for the script, were
taken from data provided by the authors of Raisig, Welke,
Hagendorf, and van der Meer (2009), who looked at re-
trieval of script knowledge from memory. Additional scenar-
ios were created where participant norming suggested that
some scripts did not meet our criteria, were insufficiently fa-
miliar, or excessively culturally variable.

Procedure
Each participant was asked to read 4 stories randomly se-
lected out of the total of 24, with each condition only pre-
sented once (given the very small number of items, there were
no fillers). They initially saw the first part of the story only
([1] and [2] in (3a/b)), and the first set of questions presented
in random order. After responding to all questions by select-
ing a point on the Never to Always scale (Figure 1), they
were able to proceed. The first set of questions, including
the responses, was then hidden, and the rest of the story ([3]
through [5] in (3a/b)) was presented. This was followed by
the second series of the questions, again presented in random
order, asking for updated ratings. When answering the second
set of questions, the entire story was visible to participants.

Figure 1: A sliding scale as used in the experiment.

Prior to seeing the experimental items, participants were ini-
tially given several practice questions, unrelated to the stim-
uli above, also using continuous sliding scales ranging from
Never to Always (or similar). Unlike the experimental stimuli,
these questions had ‘correct’ answers – such as How likely
is a fair coin to come up heads {never | twice | 5 times}, if
flipped 10 times. If participants provided responses that could
not be judged reasonably accurate, they were asked to re-read
the instructions, and respond again, before they were able to
proceed. This ensured that they were able to follow instruc-
tions, and were less likely to guess randomly throughout the
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experiment. There were no ‘accurate’ answers, or ‘accuracy’
checks, in the actual experiment.

Predictions
We predicted that participants’ final estimates of how often
the discourse subject engaged in the relevant activity (paying
the cashier) would decrease from baseline following the pre-
dictable event utterance (He paid the cashier), in the typical
context (which only invokes the script). Here, participants are
expected to infer that John paid the cashier was mentioned
because it was ‘informative’; i.e., unpredictable, or atypical.

In contrast, the same utterance (He paid the cashier) would
not be expected to generate a similar inference in the atypical
context, as that context already establishes the paying event as
atypical, or ‘informative.’ There, participants’ final estimates
of how often the discourse subject (John) engaged in the rel-
evant activity (paying the cashier) would either not change
from baseline, or would increase slightly (as the critical ut-
terance now provided evidence that John at least sometimes
paid the cashier).

Likewise, the optional event utterance (He got some ap-
ples) would be expected to either not change, or slightly in-
crease estimates of how typically the discourse subject (John)
engages in this activity. Prior to having evidence that John at
least sometimes gets apples, participants would have no evi-
dence regarding the usual activity frequency, and might give
low estimates initially. This should occur regardless of con-
text, which provides no information regarding the baseline
typicality of the optional activity.

Results
Baseline Activity Typicality
The responses to the first set of questions, aside from setting
a baseline, also provide a norming measure for participants’
prior expectations regarding how likely it is that the discourse
subject habitually engages in a particular activity. As would
be expected, the average baseline typicality rating of the pre-
dictable (typically inferable) activity in the typical context
(e.g., paying the cashier, when shopping) was rather high,
at 79.67 (1-100), while the baseline estimate for the same ac-
tivity in the atypical context (where John is immediately in-
troduced as someone unlikely to pay) was relatively low, at
41.89. The distribution of estimates can be seen in Figure 2.

The average baseline typicality ratings for the optional
(non-inferable) activity (e.g., getting apples) were also com-
paratively low regardless of context, at 38.06 and 35.68.
These numbers rule out the possibility that participants were
simply responding randomly, or in a manner counter to the
intended effects of context or activity ‘inferability.’

Change in Activity Typicality Estimates
The variable of main interest was the change in rating, from
baseline estimate to final estimate, of how often the partici-
pants thought the discourse subject typically engaged in the
activity mentioned in the critical utterance ([4a/b] in the stim-
uli above). For the analysis, all factors were effect/sum coded.
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typical
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optional predictable

Never Always

Figure 2: This plot shows the baseline activity typicality esti-
mates, on a scale of 0–100. The violin plots (overlaid on box
plots) show the distribution of estimates. The hollow circles
represent mean values.

A linear mixed effects regression analysis, fitted using χ2-
test model comparison, showed that speakers are more likely
to decrease their estimates of activity typicality in the condi-
tions with the typical context (β = -5.06, p<.001), and those
in which the critical utterance describes the predictable (in-
ferable) activity (β = -6.98, p<.001) (see Table 1). We used
the maximal model, with by-subject random intercepts and
slopes for context and event predictability, as well as by-item
random intercepts and slopes for both factors and their inter-
action. Critically, there was a significant interaction, driven by
participants being significantly more likely to lower estimates
of activity typicality in the condition where the utterance de-
scribed a predictable (inferable) activity in a typical context
(β = -5.08, p<.001). This is shown in Figure 3.

atypical

typical

−100 −50 0 50 100
Change from Baseline Estimate

C
o

n
te

x
t

optional

predictable

Decrease Increase

***

Figure 3: This plot shows the change from baseline estimates,
following the predictable or optional event utterances.

The only condition in which estimates decreased from the
baseline was in the typical context–predictable event utter-
ance condition. Numerically, there was in fact a slight in-
crease in estimates following all other conditions.
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Table 1: This table shows the beta coefficients associated with
each main effect in the model, as well as corresponding stan-
dard errors, t-values, and significance levels.

Coef β SE(β) t p

Intercept 2.85 1.87 1.52 0.14
Context: Typical −5.06 0.97 −5.21 <.001
Event: Predictable −6.98 1.53 −4.56 <.001
Context * Event −5.08 1.13 −4.49 <.001

One potential problem with the design is a ‘regression to
the mean’ effect in the typical context–predictable event ut-
terance condition. The baseline estimates in this condition
are relatively high (79.67), and many participants gave this
condition a rating above 90 (1-100), with the median rating at
91.13. Given the predictability of the activity given the script,
participants had more room to re-adjust their estimate down-
ward than upward on the scale, as their initial estimate was
closer to 100 than to 1. This gives rise to the possibility that
participants were simply inclined to change their initial esti-
mates in one way or another, and that the decrease seen is an
artifact of the task design.

However, the question regarding the predictable, or ‘infer-
able’ activity was also present in the typical context–optional
event utterance condition, where a change in typicality rat-
ings would not be predicted (as there was no mention of John
‘paying for the groceries,’ or not). The same hypothetical
tendency to alter one’s initial estimate would presumably be
present in this condition, as well; however, no change is seen
(+0.36). This strongly suggests that the decrease in estimates
from baseline, in the typical context–predictable event utter-
ance condition, reflects a genuine change in belief, and is not
simply a byproduct of the task.

Discussion
To our knowledge, these are the first experimental findings
of uninformative event descriptions giving rise to pragmatic
inferences, which bring the utterance interpretation more in
line with listener expectations of speaker informativity. This
would be predicted by a large number of linguistic theories
which, on the one hand, propose that speakers should avoid
excessive redundancy; and on the other, predict that listeners,
acting on the expectation that speakers will be informative,
will draw pragmatic inferences from apparently uninforma-
tive utterances. Although intuitively, information consistent
with previous world knowledge should be easy to process,
comprehenders appear to treat these utterances as anomalous.

However, in the case that the anomaly of these utterances
results in some amount of processing difficulty on the part
of listeners, it is unclear whether formal models of language
comprehension would predict this difficulty, or accurately
estimate the presumed difference in their predictability (cf.
Smith & Levy, 2013), when compared to the same utterances
in an atypical context (as in our experiment). The utterances

in question (the predictable utterances in the different con-
texts) represent exactly the same string, and the preceding
context is identical stretching over multiple sentences. Thus
n-gram models, which can’t represent long-distance depen-
dencies, would not predict any difference in predictability
(and consequently processing difficulty). More sophisticated
models incorporating syntax or semantics, likewise, would
not predict a difference, as there are no meaningful differ-
ences in syntactic structure, and semantic models wouldn’t
have access to the relevant event-based information that dis-
tinguishes the utterances.

Models of event sequences, which estimate event (vs.
string) probability, may be able to estimate differences in
predictability (and, consequently, processing) between ut-
terances describing script-congruent and script-incongruent
events. However, the general prediction of such models is that
the more congruent an event is with an invoked script, the
more predictable utterances describing that event should be.
There is no principled way, within this framework, to divide
events into different grades of predictability, such that utter-
ances describing predictable events are easier to process than
those describing not-so-predictable events, yet those describ-
ing very predictable events incur difficulty. In light of this, we
suggest that to predict any difference between the two utter-
ances, formal models of language comprehension would need
to incorporate some form of pragmatic reasoning.

It may therefore be fruitful to further investigate these ef-
fects using online measures such as eye-tracking or self-paced
reading. As typical speaker behavior is to elide utterances
containing very predictable or easily inferable information,
the local predictability of uninformative utterances (at the ut-
terance end) should be comparatively low. Online measures
such as reading times have been argued to reflect the pre-
dictability of linguistic events, rather than the ease of integrat-
ing information into one’s mental model of a situation (Smith
& Levy, 2013). Further, context-dependent pragmatic infer-
ences are often presumed to incur a processing cost (Sedivy,
2007). In contrast, semantic integration accounts would pre-
dict no particular difficulty in processing information consis-
tent with one’s prior beliefs about a typical event sequence
(Hagoort et al., 2009). Ease of semantic integration is typ-
ically highly correlated with predictability, making their ef-
fects difficult to disentangle (Smith & Levy, 2013), and this is
a rare case where the two are at odds. Online measures alone,
however, provide little information regarding how speakers
interpret, or make use of, such utterances, which this study
addresses.

However, as Walker (1993) points out, informationally re-
dundant utterances may not be so anomalous, or rare, as
might appear at first glance. Most theories predicting their
scarcity assume a) unlimited working memory on the part of
listeners, and b) ability to easily or quickly generate all in-
ferences entailed by the discourse. They can serve narrative
function, and are, for example, often used to draw attention
to salient aspects of a discourse, or to showcase evidence for
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certain beliefs. Further, as shown in this study, they can be
reinterpreted by listeners to reflect new or useful information,
even when not contextually supported. Overall, the inferences
drawn from apparently redundant utterances may also be of
a wider variety than tested here. However, uninformative ut-
terances seem to share the property of necessarily provoking
inferences about what is meant aside from the literal mean-
ing, in order to remain felicitous. Where no obvious non-
literal interpretation is available, comprehenders may simply
assume that the speaker is uncooperative, having production
difficulty, or has unconventional speaking patterns. It should
should be noted, that in the context of a grocery trip, an ‘un-
informative’ segment like John paid the cashier, followed by
with euros instead of dollars, would not be so anomalous. The
literal string itself is not redundant here, as it’s part of a larger
utterance that contributes previously unknown/uninferred in-
formation.

There are several additional avenues for follow-up. Al-
though readers, with some consistency, obtained the interpre-
tation that explicit mention of an overly predictable event im-
plied its atypicality, it is possible that some readers reached
other interpretations about what the speaker intended. Fur-
ther, it’s unclear whether those participants who didn’t draw
the intended inference were drawing another inference, de-
tecting no abnormality in the utterance, or detecting an ab-
normality but not attempting to resolve it. Directly querying
participants regarding non-literal interpretation of an utter-
ance may, however, encourage the drawing of inferences they
might not otherwise have been inclined towards. Similarly,
the types of questions we used could have encouraged readers
to preferentially look for, and make the specific inferences we
intended them to draw. In that case, however, we would also
have expected to see changes in activity typicality ratings in
conditions where none were expected – which we don’t.

Summarizing, this study shows that comprehenders at-
tempt to compensate for the uninformativeness of redundant
event mentions by assigning a more ‘informative’ pragmatic
meaning, thus increasing their utility. Listener expectations
regarding the information content of speaker utterances are
consistent with theories of language processing and produc-
tion, such as Uniform Information Density (Jaeger, 2010),
as well as standard pragmatic accounts of what constitutes
‘cooperative’ speaker behavior (Grice, 1975). This study pro-
vides what is to our knowledge the first experimental account
of how speakers interpret utterances that are informationally
redundant given knowledge of stereotyped event sequences,
and contributes to what is still a small body of experimen-
tal literature on context-sensitive conversational implicatures.
Further, it points to potential problems for estimating utter-
ance predictability in formal models of language comprehen-
sion.
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Abstract
Research on analogical problem solving has found that peo-
ple often fail to spontaneously notice the relevance of a source
analog when solving a target problem, although they are able to
form mappings and derive inferences when given a hint to re-
call the source. To investigate the determinants of spontaneous
analogical transfer, the present study systematically compared
the effect of augmenting verbal descriptions of the source with
animations or static diagrams. Solution rates to Duncker’s ra-
diation problem were measured across varying source presen-
tation conditions, and participants’ understanding of the rele-
vant source material was assessed. Supplemental animations
increased both comprehension of the source analog and spon-
taneous transfer to the radiation problem. Supplemental dia-
grams yielded lesser improvement in participants’ understand-
ing of source material and did not increase solution rates to the
target problem. To investigate individual differences in spon-
taneous transfer, fluid intelligence was measured for each par-
ticipant using an abridged version of the Raven’s Progressive
Matrices (RPM) test. Animated source depictions were most
beneficial in facilitating spontaneous transfer for those partici-
pants with low scores on the fluid intelligence measure.
Keywords: Analogy; animation; multimedia learning; trans-
fer; intelligence

Introduction
The human ability to make inferences and solve prob-
lems involves comprehension of abstract principles that of-
ten apply across superficially dissimilar systems. Analog-
ical inference–the application of knowledge about a famil-
iar source system to a novel but structurally similar target
system–is critical in scientific discovery (Dunbar & Klahr,
2012) and many other aspects of creative human activity
(Gentner, 2010; Holyoak, 2012; Holyoak & Thagard, 1995).
The human capacity for abstract thinking, which is exempli-
fied by analogical reasoning, exceeds that of any other species
and plays a significant role in formulating ideas that transcend
direct perception (Penn, Holyoak & Povinelli, 2008).

Spontaneous Analogical Transfer
It is generally recognized that analogical reasoning involves
several subprocesses, most notably retrieval of a related
source analog, mapping, inference, and subsequent general-
ization (e.g., Holyoak, Novick & Melz, 1994). A basic find-

ing is that when a source and target are drawn from different
knowledge domains and encountered in different contexts,
a potentially useful source analog often remains unnoticed.
The gap between noticing and actual use of a source ana-
log has been explored most extensively in experiments using
Duncker’s (1945) radiation problem as the target analog. In
this problem, a doctor must find a way to use a radiation ray of
varying intensity to destroy an inoperable stomach tumor in
a patient. The essence of the problem is that high-intensity
rays will destroy healthy tissue when they pass through it
on their way to the tumor. While low-intensity rays do not
harm healthy tissue, they are also ineffective in damaging or
destroying the tumor. The convergence solution is to apply
multiple low-intensity rays to the tumor simultaneously from
multiple locations surrounding the target.

Gick and Holyoak (1980, 1983) found that in the absence
of a related source analog to draw from, about 10% of the
participants were able to generate the convergence solution to
the radiation problem. When a verbal story highly dissimilar
to the radiation problem (a story about a general using con-
verging troops to capture a fortress) was given to participants
prior to the target problem, the rate of spontaneously gener-
ating convergence solutions increased to about 30%. After
receiving an explicit hint to recall the source analog, approx-
imately an additional 50% of the participants gave the con-
vergence solution, for a total solution rate of roughly 80%.
Thus, people often failed to spontaneously notice the rele-
vance of the source in solving the target problem, though
they could successfully form mappings and derive inferences
when prompted to do so.

Spontaneous transfer can be facilitated in a number of
ways–e.g., choosing a source analog that is relatively simi-
lar to the target (Keane, 1988), or one that permits a clear,
isomorphic mapping to the target problem (Holyoak & Koh,
1987). Close comparison of multiple source analogs ap-
pears to aid in abstracting a more general schema for a class
of problems, which in turn fosters later spontaneous trans-
fer (Catrambone & Holyoak, 1989; Gick & Holyoak, 1983;
Loewenstein, Thompson & Gentner, 2003).
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Visuospatial Displays and Analogical Transfer

Research on diagrammatic reasoning has shown that visu-
ospatial representations of solution strategies for mechanical
problems can enhance people’s ability to infer the principles
of operation of physical systems (Hegarty & Stull, 2012),
suggesting the importance of display format in acquisition of
abstract knowledge. A few studies have shown that static,
visual diagrams can be used as source analogs for verbal tar-
get problems (Gick, 1985; Gick & Holyoak, 1983). While
uninterpreted diagrams generally result in low rates of spon-
taneous transfer, they can serve as effective analogs following
a hint to recall and apply them to a novel target problem (Gick
& Holyoak, 1980).

In contrast, there is some evidence that animated displays
can facilitate spontaneous transfer (Beveridge & Parkins,
1987; Pedone, Hummel & Holyoak, 2001). The radiation
problem is temporally dynamic, in that the key concepts in-
volve the summation of forces over space and time. The
use of physical motion in an animated display may help the
learner to focus attention on dynamic relationships (Tversky
& Morrison, 2002), which may in turn provide additional re-
trieval pathways when the target problem is encountered. Day
and Goldstone (2011) found that presenting a force-based
physical system can prime dynamic mental models, which in
turn facilitates spontaneous transfer when solving problems
based on superficially dissimilar dynamic systems.

The present experiment aimed to systematically com-
pare the effectiveness of animations and static diagrams–
combined with verbal descriptions–in facilitating sponta-
neous analogical transfer to the radiation problem. The an-
imations and diagrams tested by Pedone et al. (2001) were
presented without any verbal cover story, and no measures of
participants’ understanding of the source analogs were ob-
tained. There is evidence that the combination of anima-
tions and oral narration is especially effective in increasing
understanding of a mechanical system (Mayer, 2009; Mayer
& Anderson, 1991). Thus, animations may provide deeper
insight into the causal structure of a dynamic system than
does a verbal description alone. To assess this possibility,
the present experiment included measures designed to assess
participants’ understanding of the source analog. We hypoth-
esized that animations would improve initial understanding
of the source and facilitate subsequent spontaneous analogi-
cal transfer.

A secondary aim of the present study was to investigate
potential individual differences that may predict success in
spontaneous transfer. There is a great deal of evidence that
measures of fluid intelligence, notably Raven’s Progressive
Matrices (Raven, 1938), predict performance on standard-
ized analogy tests (Snow, Kyllonen & Marshalek, 1984).
However, such tests always present the source and target to-
gether (typically in A:B :: C:D format), so that the need for
spontaneous retrieval of the source is eliminated. Relatively
few studies have examined individual differences in analog-
ical problem solving (Antonietti & Gioletta, 1995; Corkill

& Fager, 1995; Novick & Holyoak, 1991). The present ex-
periment is the first to investigate whether fluid intelligence
scores predict spontaneous analogical transfer. By measur-
ing individual differences, we were also able to determine
whether the impact of animation differs for people at vary-
ing levels of fluid intelligence.

Experiment
Participants
A total of 126 participants were recruited from the Depart-
ment of Psychology subject pool at the University of Califor-
nia, Los Angeles, and were compensated with course credit.
Participants were randomly assigned into one of three condi-
tions (Verbal, Verbal + Diagram, and Verbal + Animation),
and were naı̈ve to the purpose of the experiment.

Materials and Procedure
An initial instructions page outlined the general elements
of the source system, which was comprised of four scenar-
ios presented in sequential order. Participants in each con-
dition received an auditory-verbal (spoken monologue) ver-
sion of each scenario. Those in the Verbal condition were
only presented with the spoken monologue, whereas sub-
jects in the Verbal + Diagram and Verbal + Animation condi-
tions received a supplemental diagram or animation, respec-
tively. Figure 1 illustrates the diagrams used in the exper-
iment. Videos of the animated scenarios, along with their
accompanying spoken monologues, are available online at
http://cvl.psych.ucla.edu/moviedemo.html.

In each of the four scenarios, one or more cannons attempt
to defeat an enemy octagon surrounded by a friendly barrier
by shooting at it with cannonballs of various sizes. The goal
of the cannon(s) in each scenario is to defeat the enemy oc-
tagon without allowing any local region of the barrier to ex-
ceed a critical level of damage. This successful scenario is
analogous to the convergence solution to Duncker’s radia-
tion problem, in which multiple radiation sources are fired
at low intensity from multiple locations surrounding the pa-
tient’s stomach, successfully destroying the tumor without in-
flicting critical damage to any local region of the surrounding
healthy tissue. The relational structure of the cannonball sce-
nario is thus isomorphic to the key relations in the potential
solution to the radiation problem.

Questions related to each scenario were presented sequen-
tially following the presentation of all four scenarios. Partic-
ipants answered two multiple-choice questions per scenario,
which assessed their understanding of the damage inflicted to
the key elements in each system (e.g., “What level of dam-
age did the cannonballs cause to the friendly barrier in Sce-
nario #1?”). The choices given for damage level were (1)
none, (2) minor, (3) moderate, and (4) major. Damage level
was directly stated in the spoken monologue for each sce-
nario. After completing the multiple-choice questions, par-
ticipants were asked to explain why the cannon(s) failed or
succeeded in meeting the objective in each scenario (one free-
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Figure 1: Scenario diagrams used in the Verbal + Diagram condition. Participants are presented with the scenarios in sequential
order, accompanied by an auditory-verbal explanation of key concepts. (A) In scenario 1, a single cannon fires at the enemy
octagon with small cannonballs and inflicts no damage to either the barrier or octagon. (B) In scenario 2, a single cannon fires
at the octagon with large cannonballs, inflicting minor damage to the octagon but critically damaging the barrier in the process.
(C) In scenario 3, multiple cannons fire at the octagon from different directions with large cannonballs, this time inflicting
major damage to the octagon, but again critically damaging the barrier. (D) In scenario 4, multiple cannons fire at the octagon
from different directions, but this time with small cannonballs. The cannonballs inflict no damage to the barrier, but are able to
defeat the octagon by converging upon their target simultaneously, inflicting a moderate amount of damage.

response question per scenario). Both multiple-choice and
free-response questions were administered using Qualtrics,
an online survey environment intended for research and ex-
perimental purposes.

Next, each subject completed an abridged, twelve-item
version of the Raven’s Progressive Matrices test (RPM;
Arthur, Tubre, Paul & Sanchez-Ku, 1999). The abridged
RPM test served as a filler task to create a delay (approx-
imately 10-15 minutes) between presentation of the source
and target analogs. Moreover, the test provides a measure of
fluid intelligence, allowing us to assess potential individual
differences in transfer performance.

Finally, transfer rates to the radiation problem (Duncker,
1945) were measured across varying conditions of source
training. Participants were asked to solve Duncker’s radi-
ation problem in a 2-pass fashion (cf. Gick & Holyoak,
1980). On the first pass, participants received no indication
that the previously-presented scenarios were related to the tar-
get problem. After the participant submitted his answer, the
radiation problem was presented again, but this time with an
explicit hint to recall the four previous cannon scenarios and
any solutions they might suggest.

Results
Analogical Transfer Rates
A set of criteria was adopted from previous research (Gick
& Holyoak, 1980) to determine whether participants success-
fully solved the radiation problem either before or after the
hint. Solutions were scored according to whether participants

conveyed at least two of the three critical ideas underlying
the convergence principle–i.e., multiple radiation sources are
needed, radiation sources should fire low-intensity rays, and
radiation sources should be positioned in different locations
surrounding the patient’s stomach tumor. Participants were
scored as having either (1) successfully solved the radiation
problem spontaneously (i.e., without the hint), (2) success-
fully solved the radiation problem with the hint, or (3) failed
to solve the radiation problem. Two researchers naı̈ve to the
experimental hypothesis independently scored each partici-
pant’s responses, with an agreement rate of 95% (Cohen’s κ

= .87). A third researcher broke the tie if the first two re-
searchers disagreed with one another.

Spontaneous transfer rate corresponds to the percentage of
participants who produced the convergence solution to the ra-
diation problem before a hint was given to recall the source
analog. This measure assesses participants’ ability to sponta-
neously retrieve the source analog and apply their knowledge
to a novel target problem. Total transfer rate corresponds
to the percentage of participants able to solve the radiation
problem either before or after a hint was given. Figure 2 de-
picts percentage of spontaneous transfer before a hint, and
total transfer percentage after a hint for each condition (42
participants per condition). The spontaneous transfer rates
were 55%, 50%, and 81% for the Verbal, Verbal + Diagram,
and Verbal + Animation conditions, respectively. The spon-
taneous transfer rate in the Verbal + Animation condition ex-
ceeded that obtained in the Verbal + Diagram (χ2(1) = 8.90, p
= .003) and Verbal conditions (χ2(1) = 6.60, p = .01), indicat-
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ing that animated source instruction facilitated spontaneous
analogical inference. Spontaneous transfer rate did not differ
significantly between the Verbal and Verbal + Diagram con-
ditions (χ2(1) < 1), suggesting that the addition of a static
pictorial display was not effective in priming the temporally
dynamic convergence principle. The total transfer rates af-
ter the hint were 83%, 69%, and 90% for the Verbal, Verbal
+ Diagram, and Verbal + Animation conditions, respectively.
Results are consistent with previous findings in that roughly
80% of people were able to solve the radiation problem fol-
lowing a hint to think back to a relevant source analog (Gick
& Holyoak, 1980, 1983). The total transfer rate in the Verbal
+ Animation condition exceeded that found in the Verbal +
Diagram condition (χ2(1) = 5.97, p = .02), but did not differ
from that found in the Verbal condition (χ2(1) < 1).

Understanding of Source Analog
To assess whether the advantage of the Verbal + Anima-
tion condition in supporting spontaneous transfer was linked
to deeper understanding of the source analog, we evaluated
participants’ responses to multiple-choice (MC) and free-
response (FR) source understanding questions. The four FR
questions assessed participants’ understanding of why the
cannon(s) failed or succeeded in each scenario. For FR re-
sponses, three key principles were chosen for each scenario–
e.g., the cannonballs were too large, or there were not enough
cannons. Participants received one point for each correctly
conveyed principle and had one point deducted for each in-
correct idea they stated. For each response, participants with
two or more points were given a score of 2, participants with
one point were given a score of 1, and participants with zero
points or less were given a score of 0. The FR responses in
each scenario were scored by two researchers. A third scorer
was employed for those responses where the first two dis-
agreed. If two of the three scorers agreed, their score was
used. If the three scorers disagreed, the response was jointly
discussed until two researchers agreed on a score. The agree-
ment rate for the first two scorers was 80% (Cohen’s κ = .62).
The agreement rate for the three scorers (i.e., cases where two
of the three scorers agreed) was 95%.

The eight MC questions aimed to measure participants’ un-
derstanding of how the small and large cannonballs interact
with the various elements in the system, and how their forces
sum together across scenarios. Each MC question was scored
as either correct or incorrect, according to whether the partic-
ipant selected the correct amount of damage inflicted to the
specified element by the cannon(s). Participants received a
score between 0 and 8 for each of the FR and MC source
understanding measures.

FR and MC scores were correlated across participants (r
= .47, p < .001). For FR scores, participants in the Verbal
+ Animation condition scored higher than those in either the
Verbal + Diagram (t(82) = 2.12, p = .04) or Verbal conditions
(t(82) = 3.99, p < .001). Those in the Verbal + Diagram con-
dition also scored higher than participants in the Verbal con-
dition (t(82) = 2.35, p = .02). For MC scores, participants in

Figure 2: Percentage of convergence solutions generated be-
fore and after hint for Verbal, Verbal + Diagram, and Verbal
+ Animation conditions. Total transfer corresponds to height
of entire bar.

Figure 3: (A) Free-response and (B) multiple-choice source
understanding score for Verbal, Verbal + Diagram, and Verbal
+ Animation conditions.

the Verbal + Animation condition scored higher than those in
either the Verbal + Diagram (t(82) = 2.76, p = .007) or Verbal
conditions (t(82) = 4.02, p < .001), whereas there was no sig-
nificant score difference between Verbal + Diagram and Ver-
bal participants (t(82) < 1). The consistent superiority of the
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Figure 4: Spontaneous transfer rate (percentage of conver-
gence solutions generated before hint) for (A) low-RPM and
(B) high-RPM participants in Verbal, Verbal + Diagram, and
Verbal + Animation conditions.

animation condition in both FR and MC responses indicates
that the addition of animation led to deeper understanding of
the source analog relative to other presentation methods (see
Figure 3).

Individual Differences in Analogical Transfer
To assess whether the impact of source presentation was in-
fluenced by a measure of fluid intelligence, we performed a
median-split on participants according to their Raven’s score,
classifying them as either low (Raven’s score < 8) or high
(Raven’s score > 8) on the RPM test. Forty-five participants
were classified as low-RPM and 57 participants were clas-
sified as high-RPM. The other 24 participants had median
Raven’s scores (Raven’s score = 8); they were dropped from
the individual differences analysis as they could not be rea-
sonably classified as either high or low.

Spontaneous transfer rates were compared across condi-
tions for the low and high-RPM subgroups (see Figure 4).
For low-RPM participants, the spontaneous transfer rate for
the radiation problem in the Verbal + Animation condition ex-
ceeded that obtained in the Verbal + Diagram (χ2(1) = 5.93,
p = .02) and Verbal (χ2(1) = 4.89, p = .03) conditions. No
difference was observed in transfer performance between the
Verbal + Diagram and Verbal conditions (χ2(1) < 1). This
pattern is consistent with the global pattern across all par-

ticipants. For high-RPM participants, the spontaneous trans-
fer rate in the Verbal + Animation condition was marginally
greater than that in the Verbal + Diagram condition (χ2(1) =
3.64, p = .06), but did not differ from that in the Verbal condi-
tion (χ2(1) = 1.58, p > .05). The transfer rate in the Verbal +
Diagram condition also did not differ from that in the Verbal
condition (χ2(1) < 1). Thus, the benefit of animation in fos-
tering spontaneous analogical transfer was greatest for those
participants scoring relatively low on our measure of fluid in-
telligence.

Discussion
The present study found that animated source analogs yielded
greater spontaneous transfer than either diagrammatic or
purely verbal source analogs. These findings are consistent
with those of Beveridge and Parkins (1987) and Pedone et
al. (2001). The present study went beyond prior work by
measuring the impact of varying presentation conditions on
source understanding. We found that animation leads to su-
perior source understanding as well as greater spontaneous
analogical transfer. The benefit of animation in promoting
an abstract understanding of the source may be similar to
the benefit of comparing multiple source analogs, which ap-
pears to foster induction of a more abstract schema (Gick &
Holyoak, 1983; Novick & Holyoak, 1991). The inherently
dynamic nature of animation may be especially effective in
inducing a dynamic schema for problems involving the ap-
plication of forces over time and space. It is possible that an
animated source induces internal scan patterns across a men-
tal image of the target problem that facilitate transfer (anal-
ogous to benefits conveyed by certain patterns of over eye
movements across a diagram of the radiation problem; Grant
& Spivery, 2003; Thomas & Llereas, 2007).

In contrast to the apparent benefit of adding an animation to
a verbal source representation, supplemental static diagrams
were not effective in increasing transfer performance either
before or after their relevance was pointed out. This appears
to be inconsistent with the findings from our free-response
measure, where adding a diagram appeared to improve source
understanding. To account for this discrepancy, it should
be noted that source understanding was measured before the
RPM (filler) task. Thus, we do not know whether the ini-
tial benefit of static pictorial representations in source un-
derstanding survived the potential interference created by the
RPM questions. Also, it is possible that although static dia-
grams effectively demonstrate certain properties of the source
system, they do not effectively convey the dynamic conver-
gence principle, which is crucial in solving the target prob-
lem.

Overall, supplemental animations led to deeper source un-
derstanding and greater spontaneous analogical transfer than
did supplemental static diagrams or verbal representations
alone. Analyses of individual differences in cognitive abil-
ity, as assessed by scores on an abridged Raven’s Progressive
Matrices test, indicated that animation is especially helpful
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for participants with relatively low RPM scores. This finding
suggests that dynamic displays may be especially useful in
teaching relational concepts and their generalization to stu-
dents at lower ability levels. Providing these students with
more robust representations of a novel source analog may re-
duce working-memory demands, thereby fostering analogical
transfer. Future work should focus on how dynamic schemas
can be learned from animations, perhaps by extending cur-
rent theories of relation learning (e.g., Lu, Chen & Holyoak,
2012) to analogical transfer.
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Abstract

We revisit a transfer-of-training study and analyze its
data using a cognitive modeling approach. Fitting a
diffusion model to participant behavior over sessions al-
lows conclusions as to the underlying causes of behav-
ioral changes—be they changes in cognitive strategies,
adaptation to the paradigm, increasing familiarity with
the stimuli, or speed of information processing. Our dif-
fusion model analysis revealed that participants simul-
taneously adapt speed-accuracy trade-off, increase their
non-decisional response speed, and increase their speed
of information processing. All three of these adaptations
transferred to a similar, non-trained outcome task.

Keywords: transfer of training; diffusion model; cog-
nitive psychometrics

Introduction

As a research topic, working memory (WM) training
has grown in both interest and controversy in recent
years (e.g., Jaeggi, Buschkuehl, Shah, & Jonides, 2014;
Morrison & Chein, 2011; Oberauer, Süß, Wilhelm, &
Wittman, 2003; Rode, Robson, Purviance, Geary, &
Mayr, 2014). The ideal goal of WM training is to im-
prove the underlying cognitive process(es) that is (are)
shared across other non-trained tasks. It is assumed
that, if these basic underlying processes can be improved,
the improvement will not only be observed in the trained
task but will generalize to non-trained tasks that rely
at least partially on the trained cognitive ability (e.g.,
WM).
In the current study, we focus on the change-detection

paradigm (e.g., Luck & Vogel, 1997)—a WM task that
has been used for more than a century. In a typical
example of this paradigm, the participant is briefly pre-
sented with an array and, following a short delay, is asked
to judge if a second presented stimulus array is identical
to the first or not. Despite the prevalence of the change-
detection paradigm in WM literature, the effect of train-
ing on task performance—and especially on transfer task
performance—has not been investigated thoroughly. In
fact, it has been argued that performance in the change
detection paradigm is relatively fixed (Rouder et al.,
2008; Zhang & Luck, 2011).
While measurement in the WM literature has tradi-

tionally focused on measures of accuracy, speed, and/or
capacity, some researchers have successfully applied cog-
nitive models to WM tasks (e.g., van Vugt & Jha, 2011).

We favor such a modeling approach because, while tradi-
tional analyses can sometimes provide interesting conclu-
sions, they lack the ability to distinguish between qual-
itatively different sources of variability in the way that
cognitive process models do. For example, if in a train-
ing paradigm participants respond more quickly in the
last session than the first, this may be because they be-
came more adept at processing the information needed
for the task, but they might also have become more ef-
ficient at the perceptual or motor component of the re-
sponse process, or they may have cognitively adapted
to the task and act with less caution (either by shifting
criterion or a change in speed-accuracy tradeoff). This
lack of interpretability of simple summary statistics is
an issue in and of itself, and further, averaging artefacts
can produce inferential errors and/or biased estimates
(Heathcote, Brown, & Mewhort, 2000; see also Clark,
1973). Thus, we believe generating a model to describe
the underlying processes of WM tasks is especially im-
portant: not only does it provide a novel way of inter-
preting WM training and transfer, but it will addition-
ally allow us to make stronger and more concrete claims
as to the effect and efficacy of WM training tasks on

cognitive processes, which might allow us to make pre-
dictions about near and far transfer depending on which
cognitive process(es) improved during training. In this
paper, we present a reinterpretation of WM training and
transfer data in the context of a cognitive model, as a
proof of concept that cognitive modeling is a useful tool
in the study of WM tasks, especially in relation to train-
ing and transfer.

Data

We will revisit data by Buschkuehl, Jaeggi, Mueller,
Shah, and Jonides (2014). Here we describe only the
subset of data that we will use. Other measures are de-
scribed in Buschkuehl et al. (2014).

Participants

A total of 45 participants were recruited for the study
from two university communities, and were randomly
assigned to one of two interventions. Four of the par-
ticipants withdrew from the study following the pre-test
session. Five participants were excluded from the anal-
yses due to irregularites in their training schedules, and
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two participants were excluded for failing to complete
all of the pre- and post-test tasks, leaving a total of 17
participants in each of the two training groups.

Procedure and tasks

Participants were tested on the two criterion tasks (“sim-
ple” and “complex”) and then randomly assigned to ei-
ther the easy or hard training group (test and training
tasks are described below). The first session of train-
ing was completed in the laboratory in order to give
participants the opportunity to ask any questions they
might have about the training task or the procedure.
The training program was then installed on the personal
computers of the participants, and the remainder of the
training took place on those computers. In order to en-
sure compliance, participants were required to send the
training data generated after each session via email to
the laboratory. Participants were asked to complete ten
training sessions (no more than two per day, which was
only allowed immediately following a missed day) within
14 days. Following the training period, participants were
tested again in the laboratory on the criterion tasks in
order to evaluate the impact of the intervention.

Simple Criterion Task. Each trial of the easy crite-
rion task began with a fixation cross presented in the cen-
ter of the screen for 1,000ms. Then, an array of colored
squares (possible colors: blue, red, yellow, purple, green,
black, white) was presented on a screen with a dark grey
background for 250ms, immediately followed by a 200ms
blank screen. Next, a set of masks was displayed for
700ms, directly covering the colored square display loca-
tions. Each mask consisted of a colored striped square,
with each mask being newly generated at each trial from
the colors used within the colored squares of that trial.
Subsequently a 100ms blank screen was presented, and
then one of the squares from the initial array was pre-
sented again until a change or no-change judgement was
made by the participant. A new trial began 1,000ms
after the previous trial ended.

Participants were given task instructions through the
computer program and went through ten practice trials.
During the practice phase, the stimulus set size (i.e.,
the number of colored squares) was either two, four, or
six, and accuracy feedback was given. After the practice
trials, there were 150 test trials: 15 change trials and
15 no-change trials for each of the possible set sizes, 2,
4, 6, 8, and 10. The order of test trials was randomly
determined by the computer, and no feedback was given
on test trials.

Complex Criterion Task. The complex criterion
task was similar to the simple criterion task described
above with small alterations. Instead of colored squares,
random black shapes were used (identical to those in
Jaeggi et al., 2003, but black in color and smaller in size).
The stimulus array was presented for 500ms and followed

by a 1,000ms blank screen. The entire array was shown
again on the test portion of the trial, with the shape
to be judged indicated by a black circle. Participants
were asked to indicate if the encircled shape was the
same as it was in the initial array presentation. The
next trial began immediately after the participant made
a judgement.

Easy Training Task. The easy training task was
similar to the simple criterion task described above with
three main differences. First, no mask was presented.
Second, rather than only displaying the square to be
judged, the entire array of squares was redisplayed with
the square to be judged encircled. Third, feedback was
provided at the end of each trial. The additional smaller
alterations made included that the initial array was pre-
sented for 250ms followed by a 1,000ms blank screen,
which was followed by the test display lasting until the
participant responded.

Each training session consisted of 15 blocks of 20 trials.
Participants started with a set size of two in their first
training session. After each block, performance was eval-
uated and if accuracy was higher than 85%, the set size
was increased by one; similarly, if the accuracy dropped
below 70%, set size was reduced by one. Otherwise set

time

fe
e

d
b

a
ck

initial

display

blank

or mask

test

display

Figure 1: Example trials for each of the four tasks. The
simple and the complex criterion tasks differ in the type
of stimulus (color squares vs. shapes), the presence of
masks, and the number of items remaining in the test
display. The easy and hard training tasks differ only in
the the presence of masks, the number of items remain-
ing, and the presence of feedback. Note that the hard
training task and simple criterion task are the same.
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Figure 2: A graphical representation of the Wiener dif-
fusion model. The accumulation process begins at evi-
dence value αβ and unfolds with an average increase of δ
per second until a boundary at α or 0 is reached. τ is an
additive time constant for nondecisional processes. The
shaded area is the model-predicted probability density
function over response and response time, W(α, β, τ, δ).

size remained unchanged. The set size of the first block
of subsequent training sessions was determined by sub-
tracting two from the set size of the last block in the
previous training session (as ‘warm-up time’). The pro-
gram had a maximum set size of 20, but no participants
reached a set size higher than 16.

Hard Training Task. The hard training task was
identical to the simple criterion task described above.
Thus it differed from the easy training task in that there
was no feedback provided, there was a mask presented,
and only one of the squares was shown in the test display
(to preclude any context or configuration effects).

Data preprocessing. We did minimal data prepro-
cessing. Beyond the data from excluded participants,
we discarded only data from trials in which the response
time was clearly too fast (less than 200ms) or too slow
to be a one-shot response process (more than 2000ms).

Diffusion model

Our modeling analysis uses an hierarchical diffusion
model for two-choice reaction times introduced by
Vandekerckhove, Tuerlinckx, and Lee (2011), which is
an extension of a model first described by Stone (1960).
In the diffusion model, it is assumed that participants

make task decisions through a process of sequential accu-
mulation of information, executing a response when suf-
ficient information is garnered. Figure 2 illustrates the
process. The parameters of interest are α, the amount
of information required before a decision is made (which
captures the speed-accuracy trade-off); β, the a-priori
bias that a participant might have towards one or the
other response; τ , the non-decision time including time
for encoding the stimulus and executing the motor re-
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Figure 3: A graphical representation of our exploratory
hierarchical diffusion model. Parameters µ indicate the
set-size-specific population mean of each parameter; pa-
rameters γ indicate the effect of session on each parame-
ter; and parameters σ indicate the between-person vari-
ability in each parameter. Node ykipt is the t

th choice re-
sponse time data point for participant p in session i with
set size k. For example, the supposed distribution of δkip
is normal with mean µδ

k + γδ
i and standard deviation σδ,

and the distribution of ykipt is the Wiener distribution
with unit diffusion coefficient. The figure displays only
part of the model, which was fit to the training and cri-
terion behavior simultaneously, with the same set-size
parameters but freely estimated session offsets.

sponse; and δ, the “drift rate” or rate of information
accumulation within a trial. Importantly, this parame-
terization gives us a representation of skill at the task
(in the form of the drift rate variable, δ), while simul-
taneously accounting for non-skill based changes in task
performance and speed.

In our model, we will decompose the observed param-
eters into constituent components. For all parameters,
we will assume a fixed effect of set size, so that each set
size has its own mean value for each parameter (e.g., µτ

4

is the average nondecision time for trials with set size
4). We additionally assume an average fixed offset for

each parameter in each session (e.g., γβ
5

is the average
offset in a-priori bias β in session 5), relative to the first
training session (so γ1 = 0 for all parameters). Finally,
we assume a random participant effect, so that each par-

1221



ticipant gets an additional term to indicate their unique
level of each parameter relative to the group mean. This
term will be a draw from a normal distribution with
mean 0. Taken together, the model is fully described by
the set of structural equations

θkip = µθ
k + γθ

i + εθp

εθp ∼ N
(

0, σθ
)

,

for each diffusion model parameter θ, and the likelihood
function ykipt ∼ W(α, β, τ, δ). The likelihood function is
defined as the first passage time distribution of a Wiener
process with constant boundaries.
We fit this model simultaneously to the training data

and the criterion tasks, allowing for different session off-
sets for each parameter in each of the criterion sessions.
We implemented the model in an hierarchical Bayesian

framework, as in Vandekerckhove et al. (2011). Figure 3
gives a graphical model representation of the model we
used. In this graph, variables are represented by nodes.
Downstream (i.e., “receiving”) nodes are probabilisti-
cally dependent on upstream nodes, shaded nodes are
observed variables, and unshaded nodes unobserved vari-
ables. Plates indicate ‘loops’ over sets of similar nodes.
We drew eight chains of 1000 samples from the joint

posterior distribution of all parameters of the hierarchi-
cal diffusion model using a freely available extension of
the Bayesian computation program JAGS (Wabersich &
Vandekerckhove, 2014). Convergence of the Monte Carlo
chains was confirmed with the typical R̂ < 1.1 criterion.

Modeling results

Training

Posterior distributions of the parameters are displayed
in Figure 4. The left panels in the figure show the pro-
gression of the parameter over sessions. The first session
is used as a reference point. The pattern of behavior
is clear for each parameter. Over sessions, boundary
separation α decreases as participants begin to trade ac-
curacy for speed. The a-priori bias level β stays con-
stant and around 0.5, as induced by the experimental
paradigm. Nondecision time τ steadily decreases over
sessions. Drift rate δ shows a slight decrease going from
the first to the second session (presumably due to the
change in context from the laboratory to the partici-
pant’s home) but rapidly stabilizes. A slight upward
trend is visible.
In a second analysis, the increase of drift rate over

sessions two through ten was modeled as a linear func-
tion: δpik = µδ

k + ζ(i − 6) + εδp, with set-size mean µδ
k,

person-specific error term εδp, regression weight ζ, and i

the session number. In this model, the posterior of re-
gression weight p(ζ < 0|y) ≈ 0.007, indicating a positive

trend with mean a posteriori estimate (MAPE) ζ̂ ≈ .011.
We conducted a third analysis in which we took into

account the difference between the “hard training” and

“easy training” participant groups. The results were
qualitatively similar between the two groups, with the
exception that the learning effect on drift rate was
smaller in the “easy training” group (p(ζeasy < 0|y) ≈

0.071, MAPE ζ̂easy ≈ .010) than in the “hard training”

group (p(ζhard < 0|y) ≈ 0.008, MAPE ζ̂hard ≈ .015).

The right panels in Figure 4 show the mean of each
parameter per set size. These results are not important
to our discussion, save for knowing that the parameters
behave in expected ways (most stay relatively constant,
except for drift rate, which decreases as expected with
increasing task difficulty), and underscoring that set size
was taken into account in our analyses.
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Figure 4: Right panels: Posterior distributions of the
population means µk of the four diffusion model param-
eters as a function of set size k. Posterior uncertainty,
indicated by the 99% credibility interval, is larger for the
highest set sizes because few participants reached that
level of difficulty. The panels show little systematic ef-
fects, except for a marked decrease in drift rate from
set size 2 to 5. This shows that task difficulty increases
with set size, but levels off around 5. Left panels: Pos-
terior distributions of the session-specific offset terms γi
as a function of sessions i. The leftmost marker is the
first session, which is singled out because it was the only
training session held in the lab. Ignoring the first session,
we observe a decrease in boundary separation α and in
nondecision time τ , and a slight increase in drift rate δ.
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Figure 5: Diffusion model parameter estimates, with
99% credibility intervals, from the transfer tasks. Ses-
sion is given on the horizontal axes. Circles represent
the simple criterion task; Squares represent the complex
criterion task. Top left: αs are seen to start above the
reference level in the pre-training test and to end below
it in the post-training test. Top right: βs start slightly
above the reference level in the pre-training for the sim-
ple criterion task and below it for the complex criterion
task, with the former decreasing and the latter stable.
Bottom left: τs start level with the reference point but
decreases markedly after training. Bottom right: δ for
the easy criterion task starts below the reference level
in the pre-training test and ends above it in the post-
training test. This is expected because this task is very
similar to the training task. Interestingly, for the com-
plex criterion task—which is less similar—δ increases af-
ter training as well, indicating transfer of training.

Transfer

Figures 5 and 6 show similar results for the criterion
tasks. When we compare the pre- and post-test data for
the simple (circles) and complex (diamonds) criterion
tasks, we find the same changes in boundary separation
α and non-decision time τ . Additionally, we also see
a stronger increase in drift rate δ. This is particularly
interesting given that δ is most readily interpreted as a
higher-level “ability” (e.g., Vandekerckhove, Verheyen,
& Tuerlinckx, 2010; Pe, Vandekerckhove, & Kuppens,
2013) which should be less sensitive to specific properties
of the task.

Discussion

Two findings are of note. First, the diffusion model
analysis indicates that the improvement seen during the
training phase of the experiment is a multicomponen-
tial effect: The practice effect consists of simultanous

−0.2 −0.1 0 0.1 0.2 0.3 0.4 0.5
effect size

τ

δ

β

α

Task ME
Session ME

Interaction
Task ME

Session ME
Interaction

Task ME
Session ME

Interaction
Task ME

Session ME
Interaction

 0.78 

Figure 6: Posterior distributions of effect size estimates
corresponding to the training effects in Fig. 5. The Ses-
sion main effect (ME) is the parameter in the second
session minus that in the first. The Task ME is the per-
formance in the easy task minus the hard. All effect sizes
are expressed in the parameter’s original units. Circles
represent mean effect size and thick and thin bars the
95% and 99% credibility intervals, respectively. Consis-
tent learning effects are seen in caution α, nondecision
time τ and drift rate δ, while bias β is the most stable
parameter. An interaction effect indicates that the abil-
ity parameter δ increases more for the easy transfer task
than for the hard transfer task (which is less similar to
the training tasks).

changes in cognitive strategy (the amount of information
required to make a decision), motor and encoding time
(nondecision time), and—to a lesser degree—task abil-
ity (drift rate). Given that drift rate has been associated
with fluid intelligence (Ratcliff, Schmiedek, & McKoon,
2008; van Ravenzwaaij, Brown, & Wagenmakers, 2011),
this strikes us as the most practically significant find-
ing. This finding is also in line with previous results
from cognitive models of practice and learning (Dutilh,
Vandekerckhove, Tuerlinckx, & Wagenmakers, 2009).
More importantly, the transfer of training effect is

seen in the parameters of the diffusion model. On the
one hand, we see changes in the boundary separation
parameter and the non-decision time. These two pa-
rameters are typically interpreted as cognitive strategy
(speed/accuracy tradeoff), and speed of stimulus prepro-
cessing and motor response, respectively. In the latter
parameter, we expect to see transfer of training to closely
related tasks (i.e., tasks that rely on similar stimulus
configurations that require similar perceptual encoding),
with diminishing effect the more unrelated the tasks be-
come. On the other hand, we also observe an increase
in drift rate parameter from the first testing occasion to
the last. This parameter is commonly interpreted as a
higher level cognitive ability, more distant from superfi-
cial task properties. Hence, training in this parameter is
expected to transfer more easily to “distant” tasks (i.e.,
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tasks that rely on different stimulus configurations), rel-
ative to the other parameters of the diffusion model. In
future studies, we will explicitly manipulate the distance
between tasks to test this hypothesis.

Finally, we should point out that this type of conclu-
sion was made possible through the use of a cognitive
psychometric model. Future work will include the ap-
plication of a more sophisticated cognitive-psychometric
model in which individual differences in training effect
size will be used to forecast transfer effect size.
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Abstract

Most research on adaptive decision-making takes a strategy-
first approach, proposing a method of solving a problem and
then examining whether it can be implemented in the brain
and in what environments it succeeds. We present a method for
studying strategy development based on computational evolu-
tion that takes the opposite approach, allowing strategies to
develop in response to the decision-making environment via
Darwinian evolution. We apply this approach to a dynamic
decision-making problem where artificial agents make deci-
sions about the source of incoming information. In doing so,
we show that the complexity of the brains and strategies of
evolved agents are a function of the environment in which they
develop. More difficult environments lead to larger brains and
more information use, resulting in strategies resembling a se-
quential sampling approach. Less difficult environments drive
evolution toward smaller brains and less information use, re-
sulting in simpler heuristic-like strategies.
Keywords: computational evolution, decision-making, se-
quential sampling, heuristics

Introduction
Theories of decision-making often posit that humans
and other animals follow decision-making procedures that
achieve maximum accuracy given a particular set of con-
straints. Some theories claim that decision-making is optimal
relative to the information given, involving a process of max-
imizing expected utility or performing Bayesian inference
(Bogacz, Brown, Moehlis, Holmes, & Cohen, 2006; Griffiths
& Tenenbaum, 2006; Von Neumann & Morgenstern, 1944).
Others assume that behavior makes trade-offs based on the
environment, tailoring information processing to achieve suf-
ficient performance by restricting priors (Briscoe & Feldman,
2011), ignoring information (Gigerenzer & Todd, 1999), or
sampling just enough to satisfy a particular criterion (Link
& Heath, 1975; Ratcliff, 1978). In most cases, mechanisms
underlying the initial development of these strategies are as-
sumed – either explicitly or implicitly – to be the result of
natural and artificial selection pressures.

In cognitive science research, however, the evolution of a
strategy often takes a back seat to its performance and co-

herence. The clarity and intuitiveness of a theory undoubt-
edly play an immense role, as does its ability to explain and
predict behavior, but whether or not a strategy is a plausi-
ble result of selection pressures is rarely considered. To be
fair, this is largely because the process of evolution is slow,
messy, and often impossible to observe in organisms in the
lab. Fortunately, recent innovations in computing have en-
abled us to model this process with artificial agents. In this
paper, we propose a method of studying the evolution of dy-
namic binary decision-making using artificial Markov brains
(Edlund et al., 2011; Marstaller, Hintze, & Adami, 2013; Ol-
son, Hintze, Dyer, Knoester, & Adami, 2013) and investigate
the evolutionary trajectories and ultimate behavior of these
brains resulting from different environmental conditions.

In order to demonstrate the method and investigate an in-
teresting problem, we focus on the simple choice situation
where a decision-maker has to choose whether the source of
a stimulus is ’signal’ S or ’noise’ N (for preferential deci-
sions, nonspecific choices A or B can be substituted). A sim-
ilar decision structure underlies a vast array of choices that
people and other animals make, including edible/inedible,
healthy/sick, safe/dangerous, and so on. The task requires a
decision-maker to take in and process information over time
and make a decision about which source yielded that informa-
tion. However, the decision maker is free to vary the amount
of information it uses and processing it applies, and different
theories make diverging predictions about how each of these
should vary. On one hand, it may be more advantageous to
use every piece of information received, feeding it through a
complex processing system in order to obtain maximum ac-
curacy. On the other, a simpler processing architecture that
ignores information may be sufficient in terms of accuracy
and more robust to random mutations, errors, or over-fitting.

More complex models

Many of the most prominent complex decision-making mod-
els fall under the sequential sampling framework (Bogacz et
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al., 2006; Link & Heath, 1975; Ratcliff, 1978). These models
assume that a decision-making agent takes or receives sam-
ples one by one from a distribution of evidence, with each
sample pointing toward the signal or noise distribution. They
posit that agent combines samples to process information, for
example by adding up the number favoring S and subtracting
the number favoring N. When the magnitude of this differ-
ence exceeds a criterion value θ (e.g. larger than 4 / smaller
than -4), a decision is triggered in favor of the corresponding
choice option (+θ⇒ S,−θ⇒ N). This strategy implements
a particular form of Bayesian inference, allowing a decision-
maker to achieve a desired accuracy by guaranteeing that the
log odds of one hypothesis (S or N) over the other is at least
equal to the criterion value.

In these models, each piece of information collected is used
to make a decision. Although organisms may not literally add
and subtract pieces of information, we should expect to ob-
serve two characteristics in organisms that implement these
or similar strategies. First, they should be relatively com-
plex, storing the cumulative history of information to make
their decisions. Second, they should give each piece of infor-
mation they receive relatively equal weight, spreading out the
weights assigned to information across a long series of inputs.

Less complex models
Toward the other end of the spectrum of model complexity
are heuristics which deliberately ignore information in or-
der to obtain better performance in particular environments
(Brandstätter, Gigerenzer, & Hertwig, 2006; Gigerenzer &
Brighton, 2009; Gigerenzer & Todd, 1999). Many of these
strategies are non-compensatory, meaning that they termi-
nate the use of information as soon as one piece of evidence
clearly favors either S or N. Accordingly, a decision maker
can have a relatively simple information processing architec-
ture, as it can just copy incoming information to its output
indicators to give an answer. Some of these require ordinal in-
formation about different sources of information and their va-
lidity, resulting in increased complexity (Dougherty, Franco-
Watkins, & Thomas, 2008), but for the current problem we
assume that all information comes from a single source.

As a result of the relatively simple architecture and one-
piece decision rules, we can expect to observe two character-
istics in organisms that implement strategies similar to these
heuristics. First, they should have relatively simple informa-
tion processing architectures, favoring short and robust path-
ways that do little integration. Second, they should appear to
give the most weight to the last piece(s) of information they
receive before making their decision, yielding a relationship
between the final decision and the sequence of inputs that is
heavily skewed to the most recently received inputs.

Of course, the real behavior of artificially evolved organ-
isms will probably lie somewhere along the spectrum be-
tween these two poles. However, we can compare the relative
leanings of different populations of organisms by varying the
characteristics of the environments in which they evolve. We
next describe the decision-making task and manipulations in

more detail.

Methods
We were interested in examining the strategies and evolution-
ary trajectories that digital agents took to solve a simple dy-
namic decision-making problem. To do so, we developed a
binary decision-making task for the agents to solve. The fit-
ness of an agent was defined as the number of correct deci-
sions it made over 100 trials of the task, and the probability
that it would reproduce was determined by this fitness value.
Note that fitness was determined by the number of correct an-
swers, reflecting agents’ propensity to respond together with
their accuracy when they did respond - there was no fitness
penalty or cost for agent complexity. Formally, the proba-
bility that it generated each child of the next generation was
given by its fitness divided by the total fitness across the total
population (roulette wheel selection). An agent reproduced to
the next generation by creating a copy of itself with random
mutations. Over the course of 10,000 generations, this selec-
tion and mutation process led to evolution of agents that could
successfully perform the task, and enabled us to analyze the
strategies that the evolved agents ultimately developed.

Decision task
The task that the agents had to solve was a binary decision
problem, where they received information from one source S
or another N. The information coming from either source in-
cluded two binary numbers, and therefore could yield any of
the inputs [00], [01], [10], or [11]. Source S would yield pri-
marily 0s on the left and 1s on the right, and source N would
yield primarily 1s on the left and 0s on the right. The exact
proportion of these inputs was varied in order to alter the dif-
ficulty of the task. For example, an easy S stimulus would
give 90% 0s (10% 1s) on the left, and 90% 1s (10% 0s) on
the right. The two inputs were independent, so this would
ultimately give 81% [01] inputs, 9% [11], 9% [00], and 1%
[10]. In a more difficult environment, an S stimulus might
have 60% 0s on the left and 60% 1s on the right, yielding
36% [01], 24% [11], 24% [00], and 16% [10]. For an N stim-
ulus, the possible inputs would be the same, but the frequency
of [01] and [10] inputs would be flipped (i.e. more 1s on the
left and 0s on the right). These frequencies were not shown to
the agents at the start of each trial. Instead, each trial started
with a random frequency of 50%, increasing each consecutive
step by 1% until the target frequency was reached. This was
done in part to emulate how agents encounter stimuli in real
situations (i.e. stimuli progressively come into sensory range,
increasing in strength over time rather than simply appear-
ing), but also to avoid ’sticking’ at a local maximum where
agents simply copy their first input to outputs.

The target frequency of 1s and 0s was manipulated to be
60− 90% (in 5% increments), resulting in 7 difficulty levels
for different populations of agents.

For each decision, the agents received up to 100 inputs.
Each new input constituted one time step during which the
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agent could process that information. If an agent gave an an-
swer by signaling [01] to indicate S or [10] to indicate N (see
below), then the decision process would come to a halt, where
no new inputs would be given and the agent would be graded
on its final answer. An agent received 1 point toward its fit-
ness if it gave the correct answer or 0 points if it was incorrect
or if it failed to answer before 100 inputs were given.

In addition to the difficulty manipulation, we included a
“non-decision time” manipulation, where an agent was not
permitted to answer until t time steps had elapsed (i.e. the
agent had received t inputs). This number t was varied
from 10 to 50 in 5-step increments, yielding 9 levels of non-
decision time across different environments. Increasing t
tended to make agents evolve faster, as longer non-decision
time tended to allow agents to more easily implement strate-
gies regardless of difficulty level.

Figure 1: Diagram of the structure of a sample Markov brain
with input, processing, and output nodes (circles) with con-
necting logic gates (rectangles). Each gate contains a corre-
sponding table mapping its input values (left) to output values
(right). Note that our actual agents had twice the number of
nodes shown here available to them.

Markov brain agents
The Markov brain agents (Edlund et al., 2011; Marstaller et
al., 2013; Olson et al., 2013) consisted of 16 binary nodes and
of directed logic gates that moved and/or combined informa-
tion from one set of nodes to another (see Figure 1). Two of
these nodes (1 and 2) were reserved for inputs from the en-
vironment, described above. Another two (15 and 16) were
used as output nodes. These output nodes could show any
combination of two binary values. When they did not read
[01] (indicating S), or [10] (indicating N), the agents were
permitted to continue updating their nodes with inputs until
time step 100. To update their nodes at each time step, the
agents used logic gates (represented as squares in Figure 1,
which took x node values and mapped them onto y nodes us-
ing an x× y table.

The input nodes, table, and output nodes for these gates
were all specified by an underlying genetic code that each
Markov brain possessed. Point, insertion, or deletion mu-
tations in the genetic code would cause them add / subtract
inputs to a gate, add / subtract outputs, or change the map-

pings in the gate tables (e.g. it could change between any of
the gates shown in Figure 1). This code consisted of 2000-
200,000 ’nucleotides’ and included mutation rates of 0.005%
point mutations, 0.2% duplication mutations, and 0.1% dele-
tion mutations, consistent with previous work (Edlund et al.,
2011; Marstaller et al., 2013; Olson et al., 2013). More pre-
cisely, logic gates are specified by ’genes’ within this genetic
code. Each gene consists of a sequence of nucleotides, num-
bered 1-4 to reflect the four base nucleotides present in DNA,
and starts with the number sequence ’42’ followed by ’213’
(start codon), beginning at an arbitrary location within the
genome. Genes are typically about 300 nucleotides long and
can have ’junk’ sequences of non-coding nucleotides between
them, resulting in the large size of the genomes.

The first generation of Markov brain agents in each popu-
lation was generated from a random seed genome. The first
100 agents were created as random variants of this seed brain
using the mutation rates described above, resulting in approx-
imately 20− 30 random connections per agent. These 100
agents each made 100 decisions, and were selected to repro-
duce based on their accuracy. This process was repeated for
each population for 10,000 generations, yielding 100 agents
per population that could perform the decision task.

Data

For each of the 63 conditions (7 difficulty levels × 9 non-
decision times), we ran 10,000 generations of evolution for
100 different sub-populations of Markov brains, giving 6300
total populations. From each of these populations, a random
organism was chosen and its line of ancestors was tracked
back to the first generation. This set of agents from the last
to the first generation is called the line of decent (LOD). For
each of the 100 replicates per experimental conditions, all pa-
rameters (such as fitness) of agents on the LOD were aver-
aged for each generation.

In each of these LODs, we tracked the average number of
connections between nodes (see Figure 1) that agents had in
each condition and each generation. We refer to this property
of the agents as “brain size” — the analogous properties in an
organism are the number and connectivity of neurons — and
we show its evolutionary trajectory in Figure 2.

Finally, we took a close look at the behavior of generation
9970 – this is near the end to ensure that the generation we ex-
amined could solve the task, but slightly and somewhat arbi-
trarily removed from generation 10,000 to ensure that agents
in this generation weren’t approaching one of the random dips
in performance (i.e. random mutations from this generation
were less likely to be deleterious than more recent ones). For
these agents, we examined each trial to see what information
they received at each time step, which step they made their
decision, and which decision they made (coded as correct or
incorrect). This allowed us to examine the relationship be-
tween the inputs they received and the final answer they gave,
giving an estimate of the weight they assigned to each new
piece of information.
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Materials
The agents, tasks, and evolution were implemented in C++
using Visual Studio Desktop and Xcode, and the full evolu-
tion simulations were run at Michigan State University’s High
Performance Computing Center.

Results
With the exception of high difficulty, low non-decision time
conditions, most populations and conditions of agents were
able to achieve essentially perfect accuracy on the decision
task after 10,000 generations. However, the strategies imple-
mented by each population varied heavily by condition.

It is perhaps worth noting at this point the tremendous
amount of data that our approach yields. Each condition con-
sisted of 100 populations of 100 agents that made 100 deci-
sions each generation, yielding 10,000 agents and 1 million
decisions per generation per condition. This tremendous sam-
ple size renders statistical comparisons based on standard er-
ror, for example, essentially moot. For this reason, we present
mostly examples that illustrate important findings rather than
exhaustive statistical comparisons.

Brain size
Final brain size (number of connections among nodes) var-
ied as a function of both stimulus difficulty and non-decision
time. We focus primarily on high non-decision time condi-
tions, as many of the low non-decision time populations —
particularly in the difficult stimuli conditions — were unable
to achieve the high performance of other groups. As Figure
2 shows, agents faced with the easiest conditions (10-15%)
tended to have the smallest final brain size, with means of
around 15−20 connections. Agents faced with medium dif-
ficulty environments evolved approximately 25−30 connec-
tions, and agent brain size in the most difficult conditions ap-
proached 35 connections and appeared to still be climbing
with further generations.

Perhaps more interesting, though, is the evolutionary tra-
jectory that each of the populations in these conditions took.
As shown, each group started with 25-30 connections in the
initial generation, and in all of them the number of connec-
tions initially dropped for the first 200-400 generations. Af-
ter that, however, the conditions appear to diverge, with the
agents in the easy conditions losing even more connections,
agents in the medium conditions staying approximately level,
and agents in the difficult conditions adding more and more
connections.

Strategy use
In order to examine the pattern of information use in the
agents, we additionally examined the relationship between
each piece of information received and the final answer
given. We did so by taking the series of inputs (e.g.
[00],[11],[01],[01],[11]) and assigning each one a value - in-
formation favoring S ([01] inputs) was assigned a value of +1,
information favoring N ([10] inputs) was assigned a value of

Figure 2: Mean number of connections in agent brains across
generations for three levels of task difficulty. For the sake of
comparison, the trajectories shown are all from populations
with a non-decision time of 40 steps

−1, and others ([00] and [11]) were assigned a value of 0. An-
swers favoring S were also given a value of +1 and answers
favoring N a value of −1. Doing so allowed us to track the
sequence of −1, 0, +1 — which we refer to as the trajectory
— leading to the decision and to correlate this with the final
+1 or −1 answer. The result of this analysis for the example
conditions is shown in Figure 3.

As shown, the trajectory correlations in the more difficult
conditions tend to be flatter than those in the easy conditions,
and final answers tend to correlate with a longer history of
inputs. This indicates that these agents were assigning more
similar weight to each piece of information they use, utilizing
the full history of inputs they had received rather than just the
final piece. Note that all agents appeared to use the most re-
cent pieces of information more heavily. This will be the case
for almost any model that generates the data, as the last pieces
of information tend to be those that trigger the decision rule
– for example, in sequential sampling this will be the piece
of information that moves the evidence across the threshold
– and as such will always be highly correlated with the final
answer. 1

Information use also varied somewhat across levels of non-
decision time, but its effect was not particularly pronounced
except in the more difficult conditions (e.g. 60-70%). How-
ever, this effect is largely a consequence of agent populations’
failure to evolve to perform the task as well when stimulus

1However, since it can sometimes take several updates / time
steps to move a ’trigger’ input through the brain to the output nodes,
the final piece of information will not always be perfectly correlated
with the output.
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Figure 3: Example correlations between inputs and final deci-
sion for easy (blue), medium (purple) and difficult (red) con-
ditions. The trajectories are time-locked on the final answer
on the right side, so the last piece of information an agent re-
ceived is the rightmost value, and to the left is moving back-
ward through the trajectory.

discriminability and non-decision time were low. For exam-
ple, agents in the difficult, short non-decision time condition
(red in left panel of Figure 3) attained accuracy of only 82%,
compared to 95+% in other conditions. Higher difficulty still
led to larger brains and a longer history of processing in these
conditions, but its effect was less pronounced. Therefore,
high values of non-decision time apparently made it easier
to evolve complex strategies, likely because agents were ex-
posed to more information before making their decisions.

Discussion
While agents’ strategies spanned a range of complexity, more
difficult environments pushed them toward more complex
strategies resembling sequential sampling while easier envi-
ronments led to strategies more similar to non-compensatory
heuristics. Therefore, both sequential sampling and heuristics
seem to be strategies that could plausibly result from different
environmental demands. However, our results run counter to
the idea that heuristics are invoked when decisions are par-
ticularly difficult or choice alternatives are not easily distin-
guished (Brandstätter et al., 2006).

The final strategies may not support the claim that organ-
isms are primarily heuristic decision-makers (Gigerenzer &
Brighton, 2009), but it still lends credence to the premise of
ecological rationality on which many heuristics are based.
This approach suggests that different environments (choice
ecologies) lead to different decision-making strategies rather
than a one-size-fits-all process. It is certainly plausible that
agents in environments with mixed or changing difficulty lev-
els converge on a single strategy, but for the moment it seems
that multiple strategies can be implemented across multiple
choice environments.

While difficult conditions led to larger brains and more in-
formation processing, perhaps a more critical finding is that
simpler choice environments led to simpler decision strate-
gies and architectures. While this may initially seem like the

other side of the same coin, this result is particularly interest-
ing because we did not impose any penalties for larger brains.
Although other researchers have suggested that metabolic
costs limit the evolution of large brains (Isler & Van Schaik,
2006; Laughlin, van Steveninck, & Anderson, 1998) and can
be substantial in real brains (Kuzawa et al., 2014), they were
not necessary to drive evolution toward smaller brains.

Instead, we suspect that the drop in brain size is a result of
the agents’ response to mutations, or the mutation load im-
posed by the size of its genome. For example, a random mu-
tation in the genome that connects, disconnects, or re-maps
a gate is more likely to affect downstream choice-critical el-
ements of a brain that uses more nodes and connections to
process information (has a higher mutation load), particularly
if it has a larger ratio of coding to non-coding nucleotides. In
this case, a smaller brain would be a tool for avoiding dele-
terious mutations to the information processing stream. Al-
ternatively, the minimum number of nodes and connections
required to perform the task is likely lower in the easier con-
ditions than in the more difficult ones, so mutations that re-
duce brain size and function might be able to persist in the
easier but not the more difficult conditions. In either case,
it is clear that a larger brain does not offer sufficient bene-
fits in the easier conditions to overcome the mutation load it
imposes.

Another potential risk of having a larger brain is the chance
of a random mutation preventing information from reaching
the output nodes – with a longer chain of processing nodes
being easier to interrupt or confuse than a shorter one. While
the agents in more difficult conditions were evidently able to
overcome such a possibility (usually answering within 20
steps of the end of non-decision time), it may be a barrier that
required substantial fitness rewards to cross, which were not
present in the easier conditions.

We hesitate to make claims that are too broad given the
scope of our study, but the finding that brain size can be lim-
ited by mutation load is provoking. This may explain why
systems that are subject to mutations and selection pressures
– including neurons and muscle cells – are reduced when they
are unused, even when the energetic costs of maintaining the
structure appear to be low. It seems a promising direction for
future research to examine in-depth how mutation rate and
robustness contribute to organisms’ fitness above and beyond
the costs associated with metabolism.

Approach
We hope to have presented a method for examining ques-
tions regarding adaptation and evolution that often arise in
cognitive science and psychology. Whereas previous stud-
ies have worked from a particular strategy and examined the
choice environments in which it succeeds, we present a way
of answering questions about how the environment can shape
the evolution of a strategy. The strategies resulting from this
computational evolution approach are adaptive, easily imple-
mented in the brain, and the result of realistic natural selec-
tion pressures. Additionally, we have shown that this ap-
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proach is capable of addressing important questions about ex-
isting models of simple dynamic decisions, though it could
undoubtedly shed light on an array of related problems.

Of course, there are limitations to this approach, many of
which are computational. The agents we used had only 16
nodes, 4 of which were reserved for inputs and outputs, mean-
ing that only 12 could be used for storing (memory) and pro-
cessing information. Although more nodes could be added –
and certainly an accurate model of even very simple nervous
systems would have many times more – this would severely
slow down the steps required for evolution. It might also lead
to problems that are analogous to the over-fitting that occurs
when more parameters are added to a model, though this is
itself a question worth exploring.

Conclusions

In this paper, we presented a computational evolution frame-
work that could be used to examine how environments lead to
different behaviors. This framework allowed us to examine
the strategies that might have arisen in organisms to address
the problem of dynamic decision-making, where agents re-
ceive information over time and must somehow use this input
to make decisions that affect their fitness.

We found that both the evolutionary trajectory and the
strategies ultimately implemented by the agents are heavily
influenced by the characteristics of the choice environment,
with the difficulty of the task being a particularly notable
influence. More difficult environments tended to encourage
the evolution of complex information integration strategies,
while simple environments actually caused agents to decrease
in complexity, perhaps in order to maintain simpler and more
robust decision architectures. They did so despite no explicit
costs for complexity, indicating that mutation load may be
sufficient to limit brain size.

Finally, we discussed these results in the context of exist-
ing models of human decision-making, suggesting that both
non-compensatory strategies such as fast and frugal heuris-
tics (Gigerenzer & Todd, 1999) and complex ones such
as sequential sampling (Link & Heath, 1975) may provide
valid descriptions – or at least serve as useful landmarks –
of the strategies implemented by evolved agents. In doing
so, we provided evidence that strategy use is environment-
dependent, as different decision environments led to differ-
ent patterns of information use. More generally, we have
shown that a computational evolution approach integrating
computer science, evolutionary biology, and psychology is
able to provide insights into how, why, and when different
decision-making strategies evolve.
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Abstract 

We examine the fan effect in overlapping data sets and logical 
inference. Three experiments are presented and modeled 
using the ACT-R cognitive architecture. The results raise 
issues over the scope of the memories that determine the fan 
effect and the use of search strategies to retrieve from 
memory.  

Keywords: ACT-R; spreading activation; fan effect 

Introduction 

We apply the ACT-R model of the fan effect (Anderson & 

Reder, 1999) to a more complex experimental paradigm. 

We analyze how the ACT-R memory retrieval theory is 

linked to higher-level cognitive processes by examining the 

fan effect in overlapping data sets and in logical inference. 

Our focus is on the memory retrieval aspect of logical 

inference and not on the construction of situation models 

(Graesser, Singer & Trabasso, 1994). 

The fan effect (Anderson, 1974) is the name for a 

collection of experimental results showing that people are 

slower to identify probes as facts that they have previously 

learned if the elements that make up the probe are also 

associated with other previously learned facts. For example, 

if asked about the fact (a probe) that the hippie is in the 

park, people will be slower to confirm they have previously 

learned this fact if they have also previously learned that the 

hippie was in other locations or that other people were in the 

park. Overall, the more associations there are, and the 

slower the retrieval of the correct matching fact from 

memory will be. The total number of associations for a fact 

is referred to as the fan of the fact. 

The focus of this paper is on the question of how the fan 

effect plays out in more complex scenarios where there are 

overlapping components. In real life, facts have overlapping 

components. For example, consider the facts that the apple 

is in the bucket and the bucket is in the yard. A person who 

learned both these facts should be able to judge the truth of 

“apple is in the yard” - a fact they had not previously 

learned. So, overlapping components can be used for logical 

inference (a restricted type of inference). 

To experiment with this type of inference, the complex 

fan paradigm was created. In this paradigm, subjects learn a 

series of related and overlapping relationships and are tested 

on the fan effect at various intervals. Subjects completed the 

first three experiments in one sitting and completed the 

fourth experiment ten months later. Subjects first learned a 

list of objects in various containers and were then tested to 

confirm the basic fan effect (Experiment 1). Next, the same 

subjects learn a list of the same containers in various 

locations. Following this they were again tested to confirm 

the basic fan effect (Experiment 2). Then, subjects were 

presented with a previously learned object in a previously 

learned location and asked if it is a true fact, based on what 

they had previously learned (Experiment 3). Finally, after 

ten months, subjects returned to the lab to learn to associate 

colors with the objects from Experiment 1 and were tested 

on that (Experiment 4). 

Fan Equations 

The equations used in ACT-R for calculating reaction times 

for the fan effect (Schneider and Anderson 2012) are shown 

in Equations 1-4. In ACT-R, the retrieval of a proposition 

from declarative memory is based on its activation level. 

Activation (Equation 1) is central to the model: 

 

�� = 	�� +	∑ �	
	�	      (1) 

 

�� 	is the activation for fact i, which is the sum of the base-

level activation ��  of fact i and ∑ �	
	�	  which is the 

associative activation for fact i. �� 	represents the influence 

of practice, time-based decay, and recent accesses to fact i. 

In the ACT-R analytical model of the fan effect (Anderson 

& Reder 1999), ��  is an estimated constant. The concepts in 

a fact are indexed by j. 
	�	is the associative activation 

strength between fact i and constituent concept j.	
	� 	is a 

function of how many other facts (�) are associated with the 

concept j. If there are �facts connected to j, � is the fan of �. 
The conditional probability of retrieving fact i given concept 

j	will be l/�. We calculate 	
	� 	as: 

 


	� = 	
 − ln(�)						(2) 

 

where S is a scaling parameter. 	�	 is the attentional weight 

for concept j. The sum of 	�	s is equal to 1. It is generally 

assumed that attention is equally distributed over all the 

concepts in the fact; therefore	�	 is equal to 1 divided by m, 

the number of concepts in a fact: 

 

	�	 = 1/m (3) 
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Equation (4) is the ACT-R analytical model for fan effect: 

 

	�� = � + �����      (4) 

 

The latency of recognizing a fact i (	��) is an exponential 

function of its activation level (	��). F is a scaling 

parameter. The value of F depends on the scale of the units 

of time used by the model (seconds or milliseconds). I 

represents the estimated time for all other productions in the 

model, such as probe encoding, memory retrieval, and 

motor operations. Based on Anderson’s 1974 experimental 

data, the values for I and F are estimated to be 845 and 613 

milliseconds (ms.) respectively and S is set to 1.45 

(Anderson & Reder, 1999).  

Experiment 1: Replicating the fan effect 

The purpose of Experiment 1 was to replicate Anderson’s 

(1974) fan effect result and show that the original ACT-R 

fan model (Anderson & Reder, 1999) can be applied 

accurately. For this we used Anderson & Reder’s (1999) 

parameter values, so this was a zero parameter model. That 

is, we did not fit the models to the data, all model 

predictions for all of the experiments were calculated before 

the experiments were run.  

Experiment 1 was not an exact replication of Anderson’s 

(1974) fan effect task. In Anderson’s task, participants 

learned 26 propositions of the form “person in place”. 

Experiment 1 used propositions of the form “objects in 

containers” and had fewer conditions. This was due to the 

need to link the propositions in Experiment 1 to the other, 

subsequent experiments. 

Method 

Participants 

Six male and four female volunteers were tested. All were 

graduate students in cognitive science. 

Materials 

A single integrated system for learning and testing was 

developed (in Python) to support the execution and data 

collection for the experiments. We also developed software 

(in Python) to make sure all of the items produced the 

required fans and were correctly counterbalanced, including 

the foil (this is difficult to do by hand and it is easy for 

errors to occur). The test data consisted of 30 two-term 

propositions that each paired an object with a container. The 

propositions were designed with different fan combinations: 

1-1 (the object and container occur uniquely in that one 

sentence), 2-1, (object occurs in one other sentence), 1-2 

(the container occurs in one other sentence), 2-2, and 3-1. 

For the recognition test there were 30 target and 30 foil 

probes. 

Procedure 

Experiment 1 consisted of three-phases. In Phase I, 

participants studied 30 propositions. Propositions are 

presented in sequences of three interspersed with fill-in-the-

blank tests. Participants need to correctly fill in all the 

blanks to proceed to the next set of three propositions. 

Phase II was the qualification test, where participants 

were tested for accuracy on a fill-in-the-blank test for the 

entire set of test data. Participants must achieve 90% 

accuracy before they can proceed to the recognition test.  

Phase III, the recognition test, was similar in design to the 

recognition test in Anderson’s 1974 experiment procedure. 

For the recognition test, 30 target and 30 foil probes were 

presented to each participant; participants had to respond as 

quickly as possible by pressing a key labeled in green (“L” 

key) if he or she recognized the probe from the study set, or 

pressed the red labeled key (“A” key) if the probe did not 

belong to the study set. The test begins with a screen of 

instructions. It is followed by a 2 seconds fixation cue. After 

each key-press there is a 2 seconds pause before the next 

probe appears. Reaction time is measured. 

Model construction 

All the ACT-R models in this paper are analytical models 

based on the previously described ACT-R equations and the 

analytical approach used in Anderson and Reder (1999). 

These models are fully ACT-R compliant. The models were 

constructed with MS Excel spreadsheets and the Spreading 

Activation Modeling Environment (Kwok, West, 2010).  

 

Figure 1:  Model and human data for Experiment 1. 

Results  

Figure 1 shows the human results, with a small number of 

outliers removed, compared to the model predictions. The 

outliers were defined as RTs more than two standard 

deviations from the mean. All of the outliers were above the 

mean, indicating they were due to hesitation or second-

guessing. All of the parameters in the model were taken 

from Anderson & Reder (1999). 

Reaction time in the ACT-R model of the fan effect is a 

function of the product of the fans of each term that make 

up a proposition. For example, a two-term proposition with 

a term with a fan of 1 and a term with a fan of 4 is predicted 

to take the same amount of time to recall as a proposition 
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with two fans of 2 because 1 x 4 = 2 x 2 = 4. Therefore, to 

maximize power we combine all fan combinations for 

which ACT-R makes the same prediction into the same 

condition. Participant reaction times are averaged together 

for all propositions where the fans of the terms that make up 

that proposition have the same product. In Figure 1, the 

conditions on the x-axis are the products of the fans of the 

two terms. The results show a good fit between the model 

and the human data demonstrating a successful replication 

of the fan effect. Given that this fit is obtained using 

Anderson and Reder’s (1999) parameters without 

adjustment, this result demonstrates the accuracy of the 

ACT-R fan model. 

Experiment 2: Overlapping data sets 

In ACT-R, a chunk refers to a set of related elements, 

constituting a fact or proposition. According to the ACT-R 

theory of spreading activation, activation spreads from the 

constituent elements of a target chunk to the chunks stored 

in memory. The more spreading activation received, the 

higher the activation of the chunk in memory. During 

retrieval, the chunk with the highest activation is chosen and 

the retrieval time is proportional to its activation level. The 

amount of activation spread from an element in the target to 

a chunk in memory is theorized to be based on prior 

experience. Specifically, the amount of activation spread 

reflects the extent to which the element can be used to 

uniquely identify a chunk. For example, if prior exposure 

was equal (i.e. counterbalanced), a target element with a fan 

of 2 would have half the predictive power of a target 

element with a fan of 1. But, if prior exposure was not 

equal, e.g., the hippie was often seen in the park but only 

rarely in the bank, then the spreading activation cannot be 

determined from the fan of the target. The fan can only be 

used when prior experience with the co-occurrence of the 

elements has been counterbalanced, as in the current 

experiment and other fan experiments. 

However, determining the size of the fan depends on the 

boundaries of the study set. This is because the probability 

that an element can uniquely identify a chunk depends on 

how many other chunks the element occurs in. Although we 

will not discuss the learning mechanism for this, any 

mechanism used would need to define the scope of the fan. 

Therefore, for Experiment 2, the scope could be all the facts 

in Experiment 2 (stand alone) or all the facts in Experiments 

1 and 2 (combined). Note that the fan could still be used to 

calculate the effect because Experiment 2 alone and 

Experiments 1 and 2 combined were both designed to be 

counterbalanced. If the scope of the fan in Experiment 2 

included the facts from Experiment 1 then it would raise the 

fan of the containers resulting in higher reaction times.  

Method 

In Experiment 2 the same subjects were asked to memorize 

a second set of 26 propositions that pair the containers from 

Experiment 1 with locations 

Participants 

The participants were the same six male and four female 

volunteers from Experiment 1. 

Materials 

The test data consisted of 26 two-term propositions.  Each 

proposition paired a container from Experiment 1 to a 

location. The facts were designed with different fan 

combinations. For the recognition test phase there were 26 

target and 24 foil probes. 

Procedure and Model Construction 

The procedures and model building process for Experiment 

2 were the same as described in Experiment 1. Reaction 

time was recorded for each probe. 

Results 

Figures 2 and 3 respectively show the results for the stand-

alone model and the combined model. A small number of 

outliers were removed in according to the same criterion as 

Experiment 1 the outliers were due to hesitation or second-

guessing. As in Experiment 1, the conditions are defined by 

the model predictions. Specifically, the conditions are 

defined by the product of the fans of the two terms in a 

proposition. Here it is important to note that both the human 

data and the model predictions are different in the two 

graphs. The reason that the human data looks different is 

that boundaries for how it lines up with the two models are 

different. Since the two models predict different fans, the 

conditions differ for the two models. This can be seen in 

that the combined model divides the task into six conditions 

whereas the stand-alone model divides it into five. 

The graphs clearly show a better fit for the combined 

model. To test this statistically, the RT scores for each 

subject were contrasted with the model predictions. This 

was done by subtracting the human RT scores from each 

model’s predicted RT scores for each trial. This produced 

two difference scores for every trial, for every subject. The 

mean difference score for the stand-alone model was 358.61 

and the mean difference score for the combined model was 

276.20. Using a pairwise t-test we found that the difference 

scores for the combined model were significantly (P<0.001) 

lower than the difference scores for the stand-alone model 

(note, we took a conservative approach and did not exclude 

the outliers from this analysis).  

Experiment 3: Logical inference 

Experiment 3 was conducted immediately after Experiment 

2. In Experiment 3, participants were presented with probes 

that described an object in a location and they were asked to 

respond if it was true or not. Explicit instructions were 

given to the participants that the objects and locations were 

the same ones they learned about in Experiment 1 and 2 and 

that they can determine the answer by retrieving which 

container the object is in and then checking if the container 

is in the location.  
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Figure 2. The stand-alone model predictions and the human 

data for Experiment 2. 

 

 
 

Figure 3. The combined model predictions and human data 

for Experiment 2. 

Method 

Participants 

The participants were the same six male and four female 

volunteers from experiments 1 and 2. 

Materials 

The test data consisted of 24 targets and 25 foils for a total 

of 49 probes for the inference test. 

Procedure  

The procedure for Experiment 3 was the same as the 

recognition test procedure described in Experiment 1. 

Reaction time was measured for each probe. 

Models 

ACT-R has two ways to retrieve facts from memory. The 

first is to retrieve a match for a fact that has been presented 

(as in the models for Experiments 1 and 2). The second is to 

construct a query by using a partial fact as a cue to retrieve a 

complete fact. For example, if the apple was in the bucket, 

the retrieval cue apple ? would retrieve apple bucket. In this 

case the fan is based on the elements present in the query 

(so the fan of apple). 

One way to extend the ACT-R fan model to model 

Experiment 3 is to use a query to first retrieve a container 

for the object and then check to see if it’s in the location. 

For example, if the target fact is apple in the yard, use apple 

? to retrieve apple bucket, then use bucket yard to retrieve a 

match. The time for this would be the sum of the two 

retrieval times, as determined by the fan, plus the time for 

the associated productions (50 ms each) to direct the 

actions, plus the times for perceptual and motor actions. We 

will refer to this as the dual retrieval model. 

However, although the facts were learned separately in 

Experiments 1 and 2, that does not necessarily mean they 

were stored separately. Subjects could have realized that the 

new information learned in Experiment 2 was related to the 

information learned in Experiment 1, leading them to store 

the new information as three element chunks (i.e., object 

container location). In this case, both the object and the 

location can be used as a cue to retrieve a container. This 

would require only one retrieval and, since activation would 

spread from both the object and the location, this single 

retrieval would be faster than the query retrieval in the dual 

retrieval model. We will refer to this as the single retrieval 

model. 

The single retrieval model follows the logic of other ACT-

R fan models so only one retrieval is needed to determine if 

the probe is a target or a foil. In the dual retrieval model, the 

situation is more complex. Anderson and Reder’s (1999) 

foil identification strategy was meant for matching and the 

logic would not apply to queries. Therefore, in the dual 

retrieval model, there is no way to know if the first query 

retrieved the right container until the result of the 

subsequent match is evaluated. Under these conditions it 

makes sense to consider an ACT-R model that uses a search 

strategy. That is, if it fails to make a match it goes back and 

tries a different retrieval until either it correctly identifies 

the probe as a target or the search is exhausted.   

The single retrieval model predicts a faster retrieval time 

than the dual retrieval model. We did not model the search 

strategy but instead modeled the dual retrieval process as if 

subjects always retrieved the correct chunk on the first 

query. This produced a baseline of the fastest possible time 

for responding. We expected that the search strategy would 

add time beyond this, with the exception of the lowest fan 

condition. This is because a fan of 1 guarantees that the 

initial query will produce the correct result. 
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Figure 4. Human data (blue) from the logical inference task, 

compared to results from dual retrieval (green) and the 

single retrieval (red) model. The confidence intervals on the 

human data are set at 95%. 

Results 

As in Experiments 1 and 2, all of the models were 

constructed using the original perception/motor estimates 

from Anderson and Reder (1999), along with the times for 

the minimum necessary productions (Anderson and Reder's 

original model combined the times for perception, motor 

actions and production firing, however, it is possible to 

separate these out). Figure 4 shows the predictions of the 

single retrieval model and the dual retrieval model 

compared to the human data. The results indicate that the 

single retrieval model is too fast, whereas the dual retrieval 

model baseline prediction is plausible. As predicted, it is a 

close match on the lowest fan condition and slower on the 

other conditions that would involve additional search times 

if the first retrieval was incorrect. Since search is 

unnecessary for the single retrieval model we conclude that 

the dual retrieval model plus search is the more likely to be 

correct. Overall, this result is consistent with the hypothesis 

that people store the individual pairings they have learned 

(i.e., object-container and container-location) as separate 

chunks and do not construct integrated chunks (i.e., object-

container-location) 

Experiment 4: Long Term Memory 

Experiment 4 was done 10 months after Experiment 3, using 

the same subjects. None of the subjects were aware that this 

would happen. In Experiment 4 the list of objects that the 

subjects had previously learned were paired with colors 

(e.g., the red pen). They were then tested for the fan effect 

in exactly the same way as in the other experiments. As in 

Experiment 2 we could construct two models, a stand-alone 

model, that assumed only what they studied and were tested 

on was relevant for calculating the fan effect, and a 

combined model, that assumed that the previously learned 

information about what containers the objects were in was 

still relevant for calculating the fan.  

Results 

Figures 5 and 6 display the results. Outliers were not an 

issue in this experiment so no trials were removed. Also, 

note that although the number of conditions was the same in 

each model, the internal boundaries between conditions 

were different across the models. 

 

 
 

Figure 5. The stand-alone model predictions and the human 

data for Experiment 4. 

 

 
 

Figure 6. The combined model predictions and the human 

data for Experiment 4. 

 

To test this difference we used the same method as in 

Experiment 2 to generate and test difference scores. The 

mean difference score for the stand-alone model was 72.69 

and the mean difference score for the combined model was -

11.65. These results were significantly different according 

to a pairwise t-test (P=0.001), and indicate that facts learned 

10 months ago were still relevant in the retrieval process. 

Discussion 

The results of these experiments results confirm that a zero 

parameter ACT-R fan model can be used to accurately 

predict the results of different types of fan experiments (see 
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also West et al, 2010). However, the results of Experiments 

2 and 4 show that recently learned facts and even facts 

learned 10 months earlier contribute to the fan effect as 

though they had been part of the learning set. In contrast, 

when ACT-R fan models assume that facts can be treated as 

counterbalanced because the material presented in the 

experiment is counterbalanced, it creates an implicit 

assumption that there is no effect of background experience 

on the fan. For example, the fact that you may have had 

more prior exposure to hippies in parks than in banks is not 

taken into consideration. Likewise, the fact that you may 

have seen more different types of people in parks than in 

banks (i.e., park has a higher real life fan than bank) is also 

not taken into consideration. Given that real life experience 

is much more extensive than in the experiments, real life 

experience should dominate and the assumption of 

counterbalanced exposure should not hold. One reason that 

it still works could be that the counter-balanced design of 

the test data corresponds roughly to the average human 

experience. Another possibility is that while the scope of the 

fan effect extends beyond individual experiments, it may 

still only apply to a limited set of data defined by the 

context of being in a set of related experiments. That is, 

there is a powerful effect of context that is undiminished 

with time. However, this would be problematic to model in 

the current version of the ACT-R fan model. More research 

is needed to explore these issues. 

However, more generally, the results of Experiments 2 

and 4 indicate that the strengths of association do not 

automatically decay with time. However, since it is unlikely 

that subjects thought about the facts between experiments it 

is still possible that in real life strengths of association can 

be eroded through interference. Therefore, these results are 

supportive of an interference-based account of memory as 

opposed to a decay-based account. This finding is consistent 

with other memory studies that found an effect of stimuli 

learned a year ago (e.g., Kolers, 1976; Salasoo, Shiffrin, & 

Feustel, 1985). The current ACT-R account of spreading 

activation is consistent with the interference view (although 

the ACT-R account of the effect of the passage of time in 

memory recall experiments is not consistent with this view). 

The results of Experiment 3 show how the fan effect plays 

a role in logical inference. These results suggest that people 

do not combine logically related facts at the time of 

encoding but instead used sequential retrievals to do logical 

inference. This does not mean that people cannot combine 

logically related facts in memory. In fact, it seems clear that 

this does happen. However, these results indicate that it does 

not happen automatically. Experiment 3 also indicates that 

people use a search strategy to find the appropriate 

overlapping chunks to do logical inference. As we can see 

from the first point in Figure 4, when fan=1 there is no 

search. Arguably, the fan also plays an important role in 

determining the length of the search. In figure 4, the longest 

search times occur when the object and location both have a 

fan of 2 or more. Although we instructed subjects to first 

use the object to recall the container, this result suggests that 

at least some subjects started by using the location to recall 

the container. The most efficient search strategy is to 

remember which objects and locations had a fan of 1 and to 

start the search with them. Some subjects may have used or 

partially used this strategy. Unfortunately, given the high 

variability in the results, it is possible that subjects were 

using different strategies from each other, in which case the 

averaged data is of limited use.  
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Abstract 

A growing body of research investigates how humans learn 

complex hierarchical structures with center-embedded 

recursion (Bahlmann, Schubotz, & Friderici, 2008; Poletiek & 

Lai, 2012). Increasing evidence indicates that properties of the 

learning input have an impact on learning this type of 

recursion. For instance, recent studies found that staged input, 

fewer unique exemplars and unequal repetition facilitate 

learning (e.g. Lai, Krahmer, & Sprenger, 2014; Lai & 

Poletiek, 2011, 2013). Most of these studies investigated 

learning center-embedded recursion through visual input, 

whereas few studies examined the processing of auditory 

input. In the current study, we test: 1) whether participants are 

able to learn center-embedded recursive structure from 

exclusively auditory input; 2) whether the facilitative cues 

(ordering and frequency distribution) are attuned to the 

auditory modality. Our results successfully demonstrate the 

learning of auditory sequences with center-embedded 

recursion, and replicated the effect with visual input in the 

previous study (Lai et al., 2014).  

 

Keywords: auditory learning; artificial language; recursion; 
starting small; frequency distribution 

Introduction 

During infancy, human beings start to demonstrate amazing 

abilities of obtaining useful information from numerous 

streams of auditory signals, which appear unsystematically 

in the environment. The crucial abilities enable humans to 

encode relevant information in a temporal order, since we 

do not receive all information at once (Conway & 

Christiansen, 2005). For instance, when we listen to an 

utterance, it is impossible to hear the whole sentence. 

Instead, we hear word by word. In order to process all the 

information, we first need to understand the relationship 

between segments. Statistical learning is a method to extract 

internal regularities or structural patterns from complex 

input (Romberg & Saffran, 2010).  

Many statistical learning studies adopt the artificial 

grammar learning  paradigm (Reber, 1967), which allows 

for investigating specific factors that affect language 

learning. It is a powerful tool to examine the cognitive 

mechanism of detecting statistical regularities from 

sequences that do not have a real-world meaning.  

A large number of artificial grammar learning studies have 

shown that statistical learning mechanisms contribute to 

various aspects of language learning, such as word 

recognition, speech segmentation, etc. (Fiser & Aslin, 2002; 

Kirkham, Slemmer, & Johnson, 2002). For example, 

empirical research that  habituated infants to speech 

sequences following a statistical pattern found that 8-month-

old infants were able to discover the pattern based on 

transitional probabilities between adjacent elements 

(Saffran, Aslin, & Newport, 1996). The probabilistic 

information of linguistic structures, such as frequency of 

occurrence, distribution of prosodic cues, or phonological 

patterns, can help learners detect regularities and improve 

learning (Romberg & Saffran, 2010). 

Although studies have shown that simple grammar 

learning benefited from statistical information (Pena, 

Bonatti, Nespor, & Mehler, 2002), its role remains unclear 

in processing a higher level of grammar, for example, 

center-embedded recursive grammar (Mueller, Bahlmann, & 

Friederici, 2010). For example, “The student that the 

teacher helped improved.” is a typical center-embedded 

sentence. Due to the long distance dependencies between 

related elements, structures with center-embedded recursion 

are difficult to process and understand, but they are crucial 

in human language. Center-embedded recursion has been 

proposed to be a unique structure of human language (Fitch, 

Hauser, & Chomsky, 2005; Hauser, Chomsky, & Fitch, 

2002). 

Previous artificial grammar learning research, which tried 

to demonstrate the learnability of center-embedded 

recursion, provided diverging findings. Some studies 

observed various factors that enhanced learning, such as the 

staged input facilitation (Elman, 1993; Kersten & Earles, 

2001). In a recent study, Lai and Poletiek (2011) trained 

participants with visual syllable sequences, generated by a 

hierarchical structured grammar, with the type of A(n)B(n). 

Participants trained with staged input were compared with 

those trained with a random ordered input. For the staged 

input group, participants saw artificial grammar learning 

sequences in a “starting small” (SS) method, which arranged 

the input by increasing complexity. Thus, gradually, 

participants saw basic pairs with zero level of embedding 
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(0-LoE) first, then with one embedding (1-LoE), and two 

embedding (2-LoE) in the end. In the following 

classification test, participants were required to judge 

whether test items conformed to the same rule, which 

governed the previous learning input. Results showed that 

only the SS group was able to learn successfully and it 

outperformed the random group significantly. The finding 

of staged input effect was supported by a follow-up study 

(Lai & Poletiek, 2013), using a more complex form of 

staged input. By contrast, other studies did not observe any 

facilitation effect of incremental input (Fletcher, Maybery, 

& Bennett, 2000; Rohde & Plaut, 1999; Rohde & Plaut, 

2003). 

Another facilitative factor is skewed frequency 

distribution of input. In two experiments with visual center-

embedded sequences, Lai and Poletiek (2013) found that 

learning was advanced, when the input was distributed 

unequally, favoring a larger number of basic exemplars (i.e. 

sufficient 0-LoE learning exemplars, fewer 1-LoE ones, and 

even fewer 2-LoE ones). The frequency distribution effect 

has also been found in other aspects, such as learning of 

verbs and phrases (Casenhiser & Goldberg, 2005; Kidd, 

Lieven, & Tomasello, 2010), long distance association in 

the structures such as AXB (Gomez, 2002), and grammatical 

categorization (Mintz, 2003). 

Controlling for the frequency of various levels of 

embedding in the training set, Lai, Krahmer, and Sprenger 

(2014) investigated how the relative frequency of the 

learning exemplars would affect learning center-embedded 

recursion. They found that the diversity of various 

exemplars was not a necessity for successful learning of 

visual center-embedded sequences. Instead, training of 

fewer unique exemplars, but with repetition, could also lead 

participants to discover the complex recursive rule. 

Moreover, the more high-frequency exemplars occurred, the 

better participants learned. However, there are surprisingly 

few studies on facilitative cues, which aid in learning 

center-embedded recursion in the auditory modality. It 

deserves more attention in the field of artificial language 

learning, for a number of reasons. Firstly, at the initial stage 

of life, children learn a language first and foremost via the 

auditory modality. Empirical studies with infants have also 

stressed the importance of positive auditory experiences in 

early brain maturation (McMahon, Wintermark, & Lahav, 

2012). The developed auditory modality helps children with 

information processing, language learning and memory 

formation (Moon & Fifer, 2000).  

Secondly, modality has an impact on the performance of 

learning tasks (Huestegge & Hazeltine, 2011), and the 

sequential- or temporal way of presenting the input 

substantially determines the learning output (Conway & 

Christiansen, 2005). As shown in previous research on early 

brain development, children often learn their native 

language through the auditory modality, and refine their 

knowledge through the visual modality at a later stage 

(Holcomb & Neville, 1990). As regards to the modality 

difference, Glenberg and Fernandez (1988) found that the 

manner of temporal coding, in terms of the order of 

presentation, was more beneficial towards the auditory 

modality, compared to the visual modality, which relied 

more on spatial senses. Moreover, the greater variability in 

the auditory stimuli assists people in processing 

information. For example, patterns and regulations in 

rhythm (Rubinstein & Gruenberg, 1971) or in pitch (Evans 

& Treisman, 2010) of the input yielded learning differences, 

favoring the auditory modality but not the visual one. The 

statistical cues helped people detect auditory patterns in a 

more efficient way.  

Thirdly, with regard to the staged input effect, Conway, 

Ellefson, and Christiansen(2003) compared a starting small 

group with a random group under both modalities. In 

Experiment 1 with visual letters, the starting small group 

was trained with increasing complexity (e.g. CW, CPTW, 

CPQMTW), whereas the random group received the same 

training material in a random order. In Experiment 2 with 

auditory material, the same input was adopted by replacing 

letters with consonant-vowel-consonant syllables. Conway 

et al. found a starting small effect for visual center-

embedded structures, but not for auditory ones. They 

suggested that the lack of SS effect was due to intrinsic 

constraints of the auditory modality itself, since the auditory 

material appears in a temporal order. Note, however, that 

also Lai et al. (2014) presented the (visual) learning input 

syllable by syllable, emulating the auditory modality. 

Last but not the least, studies have shown that the 

probability distribution of acoustics helped participants in 

speech perception (Clayards, Tanenhaus, Aslin, & Jacobs, 

2008). This resembles the frequency effect found by Lai et 

al. (2014), but auditory stimuli were English words, instead 

of center-embedded recursive structures. To our knowledge, 

no previous research has probed into the frequency 

distribution effect in processing auditory center-embedded 

recursion. 

This paper replaces visual stimuli with auditory ones and 

tests two main hypotheses: 1) whether humans can learn 

center-embedded recursion at all in the auditory modality, 

and 2) whether the facilitative cues (the ordering cue and the 

frequency distribution cue) are attuned to the auditory 

modality. We test participants’ understanding and 

processing of the same set of center-embedded structures, 

but vary the training set. We compare learning performance 

under three conditions, i.e. Starting-small (SS), Starting-less 

(SL), and Starting-high (SH), copying the design of Lai et 

al. (2014). All conditions have the same number of training 

items (144) but differ in content. The SS condition provides 

an equal number of learning exemplars for each level of 

complexity (0-, 1-, 2-LoE). By presenting the input 

incrementally from the basic pairs to the most complex 

ones, learning difficulty is increased gradually. Compared to 

the SS group, the SL group has fewer unique exemplars 
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(36), which are repeated for an equal number of times (four 

times each). The SH group has also 36 unique exemplars, 

which are repeated unequally, depending on the exemplars’ 

frequencies, which are skewed. For example, the number of 

occurrences of an item is higher if this is a high-frequent 

item. Thus, high-frequent items appear more often than low-

frequent items. The SL and SH group both presented the 

input in a staged manner, according to the increasing 

complexity of exemplars. 

Experiment 

Method 

 

Participants. Seventy-five students (54 female, mean age 

21 year, SD 2.4) from Tilburg University participated for 

course credit1. All were native Dutch speakers. Participants 

had no prior knowledge about the experiment. 

 

Materials and design. We applied the same set of syllable 

sequences as in Lai et al. (2014), which applied a grammar 

with the type of AnBn and generated non-sense syllable 

sequences accordingly. A-syllables were [be, bi, de, di, ge, 

gi] and B-syllables were [po, pu, to, tu, ko, ku]. Each A-

syllable was associated with a B-syllable according to its 

consonant pair. For example, be/bi was related with po/pu, 

de/di with to/tu, and ge/gi with ko/ku. Sequences consist of 

two, four, or six syllables (e.g. bipo, bebepopo, 

gebiditopoku). A Dutch speaker recorded all sequences. 

Reading speed, pitch and intonation were held constant. The 

recording time for each syllable was around 400 ms. 

The test set, which was the same for all groups, consisted 

of 72 sequences, half grammatical and half not. The number 

of sequences for each level of complexity (i.e. 0-, 1-, and 2-

LoE) was equal. Ungrammatical sequences were formed by 

mismatching an A-syllable with an unrelated B-syllable (i.e. 

beku).  

 

Procedure. Participants were randomly assigned to one of 

the three groups, 25 each. In the training phase, participants 

were required to attentively listen to sequences of sounds. 

The instruction stated that there was a rule underlying the 

sounds that they heard. Every trial began with a beep, 

followed by a sequence of sound, such as bebepopo. Each 

sound was displayed individually. In the test phase, 

participants were informed that they would hear new 

sounds, some of which obeyed the same rule as that in the 

previous training set, while some did not. Their task was to 

judge which test sounds followed the same rule. No 

feedback on answers was given during the test.  

The whole experiment took approximately 30 minutes.  

 

Results 

                                                           
1  Two of these 75 participants were excluded from the data 

analysis due to interrupted termination of the experiment.    

 

Figure 1(a) depicts the individual accuracies. Figure 1(b), 

which shows the group mean, indicates a similar learning 

pattern across conditions in both auditory modality and 

visual modality (Lai et al., 2014). A one-sample t-test 

showed that all groups achieved above chance performance 

significantly: MSS= .55, SESS=.01, t (23) = 3.13, p = .005, r2 

= .30; MSL= .57, SESL= .01, t (24) = 4.54, p < .001, r2 = .46; 

MSH= .62, SESH=.02, t (23) = 7.86, p < .001, r2 = .73. The 

results suggested that these three groups succeeded in 

classifying grammatical test sequences from ungrammatical 

ones, to different extent. 

 

 
Figure 1(a). Scatterplot of individual accuracy. The dotted 

line represents chance level (M= .50). 

 
Figure 1(b). Mean accuracy of all conditions in both 

auditory and visual modality (Lai et al., 2014). The dotted 

line represents chance level (M= .50). Error bars indicate 

standard error of the mean. 

 

We conducted a repeated-measure analysis, with 

Condition as the between-subjects factor, Grammaticality 

and LoE as within-subjects factors. The analysis first 
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indicated a main effect of Condition, F (2, 70) = 8.14, p = 

.001, ƞp
2 = .189. A post hoc Bonferroni test revealed that the 

SH group surpassed the SS group (p =.001) and the SL 

group (p =.021) significantly, while no significant 

difference between the SS and the SL group (p = .715) was 

observed. 

In addition, we conducted a dprime calculation, which was 

consistent with the calculation on mean accuracy. It also 

demonstrated a main effect of condition: F (2, 70) = 7.95, p 

= .001, ƞp
2 = .185. The dprime scores were: d’SS= .22, 

SESS=.34, d’SL= .35, SESL=.39, d’SH= .65, SESH=.45. 

The analysis further showed a main effect of 

Grammaticality, F (1, 70) = 5.95, p = .017, ƞp
2 = .078. The 

general score on grammatical test sequences (M= .60, SE= 

.01) was significantly higher than that on ungrammatical 

ones (M= .55, SE= .01), p = .017. Specifically, there was a 

main effect of Condition on ungrammatical sequences, F (2, 

70) = 6.06, p = .004, ƞp
2 = .147, but no effect on 

grammatical ones, F (2, 70) = 2.20, p = .119. On 

ungrammatical sequences only, the SH group (M= .62, SE= 

.02) outscored the SS group (M= .52, SE= .02), p = .007, 

and the SL group (M= .53, SE= .02) significantly, p = .016. 

 
Figure 2. Mean accuracy of all conditions on ungrammatical 

and grammatical test sequences. The dotted line represents 

chance level (M= .50).  

 

In order to pinpoint the substance of the facilitative effect, 

we examined the performance in different conditions at each 

level of complexity. For the SS group, only scores on 0-LoE 

(M= .61, SE= .02) were significantly above chance, t (23) = 

4.74, p < .001, r2 = .49. This indicated that the SS manner in 

the current study only helped participant make strong 

associations between the basic related pairs. However, for 

the SL group, performance on both 0-LoE (M= .64, SE= 

.03) and 1-LoE (M= .56, SE= 02) outperformed chance 

level, t (24) = 4.93, p < .001, r2 = .50, and t (24) = 3.42, p = 

.002, r2 = .33, respectively. Similarly, for the SH group, 

scores on 0-LoE (M= .77, SE= .03), t (23) = 9.07, p < .001, 

r2 = .78, and those on 1-LoE (M= .58, SE= .03), t (23) = 

2.84, p = .009, r2 = .05, were both significantly above 

chance level, while scores on 2-LoE (M= .53, SE= .02) did 

not differ from chance, t (23) = 1.13,  p = .270.  

Discussion 

In the current study, we investigated the learnability of 

center-embedded recursive structures in the auditory 

modality. We also examined whether the facilitative factors, 

which aided in learning visual center-embedded recursion, 

were also applicable for auditory stimuli. First, participants 

in the auditory modality achieved significantly better than 

chance performance, independent of the relevant facilitative 

cue. These results markedly differ from the previous 

findings by Conway et al. (2003). One possible explanation 

is that their study used consonant-vowel-consonant 

syllables, such as “biff”, “rud”, “sig”, etc. Examples of 

their auditory sequences were “biff-nep” (0-LoE), “biff-vot-

cav-nep” (1-LoE), etc. There were no salient acoustic cues 

implanted in these sound sequences. Nevertheless, in the 

current design, there are inherent acoustic regularities 

underlying the sequences. The first regularity is that all A-

syllables end with –e/-i and B-syllables end with –o/-u. The 

second pattern is that A-syllables were connected with B-

syllables, depending on the consonant pairs. The presence of 

phonological information might assist our participants first 

to realize the categorization of A-/B-syllables, and then 

discover the relation between associated elements. 

Therefore, our results challenged the claim that the lack of 

learning center-embedded recursion through auditory input 

was due to the modality itself. Instead, it might be caused by 

lack of sufficient acoustic information indicating the 

statistical relationship. 

 Secondly, we observed all three types of facilitative cues, 

i.e. staged input (SS), fewer exemplars (SL), unequal 

frequencies (SH), advanced learning center-embedded 

recursions in the auditory modality. There was no 

significant difference between the SS and the SL group, but 

the SH group surpassed these two groups significantly. In 

our experiment, the traditional SS setting is demonstrated to 

be useful in processing auditory center-embedded recursion. 

Compared to the SS group, the other two groups obtained 

much fewer unique exemplars. This poverty in exemplar 

diversity did not hinder learning. Instead, it helped 

participants focus on the statistical properties of the 

relatively small set of samples. It also fits humans’ cognitive 

processing window, which deals with segments of 

information more efficiently (Christiansen & MacDonald, 

2009). Furthermore, the large amount of repetition of these 

unique exemplars not only familiarizes participants with the 

acquired knowledge, but also consolidates their memories 

during learning. This indicates that a large number of 

various exemplars might not be necessary for learning 
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complex center-embedded structures, even in the auditory 

modality. Instead, a repetition of a smaller set of unique but 

representative exemplars accelerates learning. For the SH 

group, the number of repetitions were unequal for exemplars 

with different frequencies. This arrangement of unequal 

repetition boosted learning, since participants were highly 

familiar with the most probable and typical structure in the 

grammar. The discovery of the most fundamental pairs aids 

in unpacking the complex syntactical structures. 

 Thirdly, regarding to the grammaticality of test items, we 

found that for all groups (SS+SL+SH), the general score on 

grammatical test items was significantly higher than that on 

ungrammatical ones. As Vokey and Brooks (1992) pointed 

out, participants were likely to compare the test items with 

their memorized exemplars and make their judgments based 

on similarity. Although test items are novel, the 

grammatical ones follow the same underlying rule and 

possess higher similarity to the learning items. 

Ungrammatical items might have been harder to judge 

because of the absence of a similarity cue. Interestingly, 

both in visual and auditory modality, the groups did not 

differ much  in judging grammatical test items, However, 

for ungrammatical test items in the auditory modality, the 

SH group was more accurate than the other groups. This 

result is in line with the finding of Lai et al. (2014) for the 

visual modality. A possible explanation is that the unequal 

number of repetition fits an efficient way of cognitive 

processing, by giving prominence to the most representative 

structures.  

Lastly, in accordance with the previous study with visual 

input (Lai et al, 2014), our results revealed that when the 

complexity of auditory input increased, the accuracy of 

grammaticality judgment decreased. The only difference is 

that the study with visual input found the performance of the 

SH group on 0-, 1-, 2-LoE items were all significantly better 

than chance. However, with auditory input, the SS group 

only scored significantly better than chance on 0-LoE, 

whereas the SL and the SH group achieved better than 

chance performance on 0-, and 1-LoE, but not on 2-LoE. 

This suggests that the successful learning of these two 

groups was not merely due to the recognition of basic 

exemplars (0-LoE), but also due to accurate judgments of 

more complex structures with embedding (1-LoE), though 

the most complex ones (2-LoE) seem too difficult for 

learning within such a short exposure. The results indicated 

that with auditory stimuli, the SS regimen might only 

advance learning at the basic level, i.e. the fundamental 

associations (0-LoE). Nevertheless, the SL and the SH 

setting can promote learning to a higher level. Thus, it 

seems more demanding in the auditory modality than in the 

visual modality to process higher level of complexity in the 

recursive hierarchy (2-LoE). Since the previous study (Lai 

et al., 2014) also controlled for the manner how visual 

stimuli were presented, the temporal order of auditory 

stimuli is not the primary reason. As Conway and 

Christiansen (2006) suggested, statistical learning under 

these two modalities is driven by separate subsystems and is 

guided by different sensory mechanisms. Memory 

constraints and other cognitive loads might prohibit the 

processing of auditory long-distance dependencies. 

 

Conclusion 
 

In the present study, we demonstrate for the first time that 

participants were able to learn center-embedded recursion in 

the auditory modality, with the assistance of staged input. 

Our results challenge the view that the modality constraints  

prevented learning center-embedded recursion through the 

auditory modality. Furthermore, we also observed the 

starting small (SS), starting less (SL) and starting high (SH) 

effect with auditory input: staged input and the repetition of 

a smaller set of unique exemplars can promote efficient 

learning. So does the unequal number of repetition 

according to exemplars’ frequencies. The results of the 

current auditory study coincide with those of the previous 

visual study. One possible reason is that Lai et al. (2014) did 

not use the traditional method to present visual sequences as 

a whole (Conway et al., 2003; Reber, 1967). Instead, they 

presented the visual sequences in a temporal order, i.e. 

syllable-by-syllable, to simulate the sequential order of 

auditory stimuli.  

Our findings shed light on how statistical information of 

the input contributes to learning complex syntactical 

structure in the auditory modality. We manipulated three 

factors, i.e. staged input, repetition of exemplars, and 

unequal distribution in the statistical learning task. These 

three manipulations highly resemble a child-directed speech 

environment, which contains a large amount of simple 

structures but fewer complex sentences. Especially, the 

utterances are constantly repeated, for an unequal number of 

times (Snow, 1972). Further testing is worthwhile to verify 

the validity of auditory facilitation effect in natural language 

learning.  

References  

Bahlmann, J., Schubotz, R.I., & Friederici, A.D. (2008). 

Hierarchical artificial grammar processing engages 

Broca’s area. Neuroimage, 42(2), 525-534. 

Casenhiser, D., & Goldberg, A. E. (2005). Fast mapping 

between a phrasal form and meaning. Developmental 

Science, 8(6), 500-508.  

Christiansen, M. H., & MacDonald, M. C. (2009). A Usage-

Based Approach to Recursion in Sentence Processing. 

Language Learning, 59, 126-161.  

Clayards, M., Tanenhaus, M. K., Aslin, R. N., & Jacobs, R. 

A. (2008). Perception of speech reflects optimal use of 

probabilistic speech cues. Cognition, 108(3), 804-809.  

Conway, C. M., & Christiansen, M. H. (2005). Modality-

constrained statistical learning of tactile, visual, and 

auditory sequences. Journal of Experimental Psychology-

Learning Memory and Cognition, 31(1), 24-39.  

1241



Conway, C. M., & Christiansen, M. H. (2006). Statistical 

learning within and between modalities - Pitting abstract 

against stimulus-specific representations. Psychological 

Science, 17(10), 905-912.  

Conway, C. M., Ellefson, M. R., & Christiansen, M. H. 

(2003). When Less is Less and When Less is More: 

Starting Small with Staged Input. Paper presented at the 

Proceedings of the 25th Annual Conference of the 

Cognitive Science Society, Mahwah.  

Elman, J. L. (1993). Learning and Development in Neural 

Networks - the Importance of Starting Small. Cognition, 

48(1), 71-99.  

Evans, K. K., & Treisman, A. (2010). Natural cross-modal 

mappings between visual and auditory features. Journal of 

Vision, 10(1).  

Fiser, J., & Aslin, R. N. (2002). Statistical learning of 

higher-order temporal structure from visual shape 

sequences. Journal of experimental psychology. Learning, 

memory, and cognition, 28(3), 458-467.  

Fitch, W. T., Hauser, M. D., & Chomsky, N. (2005). The 

evolution of the language faculty: Clarifications and 

implications. Cognition, 97(2), 179-210.  

Fletcher, J., Maybery, M. T., & Bennett, S. (2000). Implicit 

learning differences: A question of developmental level? 

Journal of Experimental Psychology-Learning Memory 

and Cognition, 26(1), 246-252.  

Glenberg, A. M., & Fernandez, A. (1988). Evidence for 

Auditory Temporal Distinctiveness - Modality Effects in 

Order and Frequency Judgments. Journal of Experimental 

Psychology-Learning Memory and Cognition, 14(4), 728-

739.  

Gomez, R. L. (2002). Variability and detection of invariant 

structure. Psychological Science, 13(5), 431-436.  

Hauser, M. D., Chomsky, N., & Fitch, W. T. (2002). The 

faculty of language: What is it, who has it, and how did it 

evolve? Science, 298(5598), 1569-1579.  

Holcomb, P. J., & Neville, H. J. (1990). Auditory and 

Visual Semantic Priming in Lexical Decision - a 

Comparison Using Event-Related Brain Potentials. 

Language and Cognitive Processes, 5(4), 281-312.  

Huestegge, L., & Hazeltine, E. (2011). Crossmodal action: 

modality matters. Psychological research, 75(6), 445-451.  

Kersten, A. W., & Earles, J. L. (2001). Less really is more 

for adults learning a miniature artificial language. Journal 

of Memory and Language, 44(2), 250-273.  

Kidd, E., Lieven, E. V. M., & Tomasello, M. (2010). 

Lexical frequency and exemplar-based learning effects in 

language acquisition: evidence from sentential 

complements. Language Sciences, 32(1), 132-142.  

Kirkham, N. Z., Slemmer, J. A., & Johnson, S. P. (2002). 

Visual statistical learning in infancy: evidence for a 

domain general learning mechanism. Cognition, 83(2), 

B35-B42.  

Lai, J., Krahmer, E. J., & Sprenger, J. M. (2014). Studying 

Frequency Effects in Learning Center-embedded 

Recursion. In M. Knauff, M. Pauen, N.Sebanz, & I. 

Wachsmuth (Eds.), Proceeding of the 35th Annual 

Conference of the Cognitive Science Society (pp. 797-

802). Austin, TX: Conitive Science Society. 

Lai, J., & Poletiek, F. (2011). The impact of adjacent-

dependencies and staged-input on the learnability of 

center-embedded hierarchical structures. Cognition, 

118(2), 265-273.  

Lai, J., & Poletiek, F. H. (2013). How "small" is "starting 

small" for learning hierarchical centre-embedded 

structures? Journal of Cognitive Psychology, 25(4), 423-

435.  

McMahon, E., Wintermark, P., & Lahav, A. (2012). 

Auditory brain development in premature infants: the 

importance of early experience. Neurosciences and Music 

Iv: Learning and Memory, 1252, 17-24.  

Mintz, T. H. (2003). Frequent frames as a cue for 

grammatical categories in child directed speech. Cognition, 

90(1), 91-117.  

Moon, C. M., & Fifer, W. P. (2000). Evidence of transnatal 

auditory learning. J Perinatol, 20(8 Pt 2), S37-44.  

Mueller, J. L., Bahlmann, J., & Friederici, A. D. (2010). 

Learnability of Embedded Syntactic Structures Depends 

on Prosodic Cues. Cognitive Science, 34(2), 338-349.  

Pena, M., Bonatti, L. L., Nespor, M., & Mehler, J. (2002). 

Signal-driven computations in speech processing. Science, 

298(5593), 604-607.  

Reber, A. S. (1967). Implicit Learning of Artificial 

Grammars. Journal of Verbal Learning and Verbal 

Behavior, 6(6), 855-863.  

Rohde, D. L. T., & Plaut, D. C. (1999). Language 

acquisition in the absence of explicit negative evidence: 

how important is starting small? Cognition, 72(1), 67-109.  

Rohde, D. L. T., & Plaut, D. C. (2003). Less is less in 

language acquisition. In P. Quinlan (Ed.), Connectionist 

modelling of cognitive development. Hove, UK: 

Psychology Press. 

Romberg, A. R., & Saffran, J. R. (2010). Statistical learning 

and language acquisition. Wiley Interdisciplinary 

Reviews-Cognitive Science, 1(6), 906-914.  

Rubinstein, L., & Gruenberg, E. M. (1971). Intramodal and 

crossmodal sensory transfer of visual and auditory 

temporal patterns. Perception & Psychophysics, 9, 385-

390.  

Saffran, J. R., Aslin, R. N., & Newport, E. L. (1996). 

Statistical learning by 8-month-old infants. Science, 

274(5294), 1926-1928.  

Vokey, J. R., & Brooks, L. R. (1992). Salience of Item 

Knowledge in Learning Artificial Grammars. Journal of 

Experimental Psychology-Learning Memory and 

Cognition, 18(2), 328-344.  

 

 

 

 

 

 

1242



Deep Neural Networks Predict Category Typicality Ratings for Images
Brenden M. Lake

Center for Data Science
New York University

Wojciech Zaremba
Dept. of Computer Science

New York University

Rob Fergus
Dept. of Computer Science

New York University

Todd M. Gureckis
Dept. of Psychology
New York University

Abstract

The latest generation of neural networks has made major per-
formance advances in object categorization from raw images.
In particular, deep convolutional neural networks currently
outperform alternative approaches on standard benchmarks by
wide margins and achieve human-like accuracy on some tasks.
These engineering successes present an opportunity to ex-
plore long-standing questions about the nature of human con-
cepts by putting psychological theories to test at an unprece-
dented scale. This paper evaluates deep convolutional net-
works trained for classification on their ability to predict cat-
egory typicality – a variable of paramount importance in the
psychology of concepts – from the raw pixels of naturalistic
images of objects. We find that these models have substantial
predictive power, unlike simpler features computed from the
same massive dataset, showing how typicality might emerge
as a byproduct of a complex model trained to maximize clas-
sification performance.
Keywords: deep learning; neural networks; typicality; catego-
rization; object recognition

Introduction
Recently, machine learning has made remarkable strides in
developing systems that categorize objects. For most nat-
uralistic images, especially those featuring a single object
from a known class, the best algorithms can either correctly
identify the object category or produce a series of plausible
guesses. As part of the “deep learning” paradigm in machine
learning, the largest recent advance in object categorization
came from the AlexNet architecture (Krizhevsky, Sutskever,
& Hinton, 2012), a massive convolutional neural network
(convnet; LeCun et al., 1989) trained on 1.2 million raw pixel
images to discriminate between 1000 different object cate-
gories. AlexNet won the 2012 ImageNet ILSVRC competi-
tion – the most challenging object categorization benchmark
to date – by making approximately 40% fewer errors than the
next best competitor. In the 2013 and 2014 ImageNet com-
petitions, virtually all of the competitors used deep convnets
at least partially inspired by the AlexNet architecture, fur-
thering its advantages over alternatives such as hand-crafted
computer vision features and other types of neural networks
such as autoencoders and deep belief networks. Although it
is difficult to directly compare human and machine perfor-
mance on 1000-way classification, one estimate placed the
best 2014 convnet (Szegedy, Liu, et al., 2014) only slightly
behind human-level performance (Russakovsky et al., 2014).

These advances should interest the cognitive science com-
munity, especially since categorization is a foundational
problem and some leading models are neural networks (e.g.,
Kruschke, 1992; Love, Medin, & Gureckis, 2004). Yet there
has been little work evaluating the newest generation of neu-
ral networks as potential cognitive models or as large-scale
tests of existing psychological theories. This paper offers a

first step towards this goal by using convnets to predict hu-
man typicality ratings from raw naturalistic images.

Typicality ratings reflect the graded structure of concepts:
people rate a Golden Retriever as a more typical “dog” than
a hairless Chihuahua and a goldfish as a more typical “fish”
than a shark. Since the seminal work of Rosch and colleagues
(e.g., Rosch & Mervis, 1975), typicality has been a variable
of paramount importance in the psychology of concepts. As
Murphy (2002) puts it, for any task that requires relating an
item to its category, typicality will influence performance,
whether it is the speed of categorization, ease of production,
ease of learning, usefulness for inductive inference, or word
order in language. Previous work has found that typicality
ratings can be predicted by human-produced feature descrip-
tions (Rosch & Mervis, 1975) or similarity matrices (Ameel
& Storms, 2006), but there have been no successful attempts
in making predictions from raw naturalistic images.

However, there are reasons to suspect that convnets may
not see the same typicality structure in images that people do,
despite approaching human-level classification performance
and predicting some aspects of neural response in monkey
Inferior Temporal (IT) cortex (Yamins et al., 2014). First,
the model parameters are trained strictly to optimize its abil-
ity to predict category labels, as opposed to predicting miss-
ing features or building a generative model of the data. It
may be hard to learn prototypes with this objective: labo-
ratory studies with human learners show that it discourages
people from abstracting category prototypes when compared
to feature prediction tasks (Yamauchi & Markman, 1998; Ya-
mauchi, Love, & Markman, 2002). Second, recent work has
shown it is easy to construct adversarial images that fool con-
vnets but are easily recognized by people (Szegedy, Zaremba,
et al., 2014). By examining the convnet’s internal structure
and modifying the image slightly, the model can be induced
to mistake any image for any other category with an arbitrary
degree of confidence. Nonetheless, these types of deforma-
tions must be rare occurrences in real images since the clas-
sifier generalizes well to unseen images.

If convnets predict human typicality, there would be im-
plications for current psychological theories. In particular, it
provides the opportunity to test existing theories using much
harder problems at a much larger scale than typical laboratory
studies (Griffiths, 2014), closer to the actual problems people
face in the world. As mentioned in the paragraph above, train-
ing participants to predict missing labels rather than missing
features discourages prototype formation in 2-way classifica-
tion tasks. But 1000-way classification may not follow the
same principles: it may be easier to learn 1000 prototypes
(one for each class) rather than 499,500 discriminative rules
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(one for each pair of classes), and thus large-scale simulations
may offer new insights. Convnets also provide an opportunity
to test for “contrast effects,” the finding that objects are less
typical if they resemble another category (Rosch & Mervis,
1975; Ameel & Storms, 2006), at a large scale by comparing
different ways of extracting typicality from the model. Fi-
nally, by testing different models on the same massive dataset,
we are able to explore classic questions of whether aspects of
conceptual structure are bottom-up reflections of the world
versus top-down impositions by the mind.

Methods
We asked people to rate a collection of images for category
typicality, and we tested three convnet architectures and a
baseline system on their ability to predict these ratings.

Stimuli. Typicality ratings were collected for eight cate-
gories from the ImageNet challenge: banana, bathtub, cof-
fee mug, envelope, pillow, soap dispenser, table lamp, and
teapot. They were chosen since they have high familiarity and
a rich variation in typicality, unlike many of ImageNet’s very
specific categories such as “wire-haired fox terrier” or “ping-
pong ball.” We selected a set of 16 new images from each
class that do not appear in the ImageNet training set (see Figs.
1 and 2 for examples), out of concern that photographs in the
training set might be scored as typical because they are famil-
iar to the network. Images were chosen via Google searches
to span a maximum range of variation while focusing on a
single, large, unoccluded object from a standard view.

Behavioral experiment. Human typicality ratings were
collected on Mechanical Turk using 30 participants in the
USA. Each participant rated every image from all 16 cate-
gories. After reading instructions from Rosch and Mervis
(1975) Experiment 3, participants were asked “How well
does this picture fit your idea or image of the category?” They
responded from “1” (very good) to “7” (very poor). All 16
members of a category were presented sequentially, and par-
ticipants viewed a grid of all of these images before beginning
each category. They were paid $1.75, and the task (minus the
instructions) took an average of 9.25 minutes (min = 4.5 and
max = 20.5). A quiz checked for instruction comprehension
and restarted the instructions if a question was missed.

Convolutional networks. We tested three different convnet
architectures: OverFeat (Sermanet et al., 2014a), AlexNet
(Krizhevsky et al., 2012), and GoogLeNet (Szegedy, Liu, et
al., 2014). Pre-trained models were provided by the Over-
Feat (“fast model”; Sermanet et al., 2014b) and Caffe pack-
ages (“Reference CaffeNet” and “GoogLeNet”; Jia et al.,
2014). While both OverFeat and GoogLeNet are derivatives
of AlexNet, GoogLeNet is deeper and uses more sophisti-
cated multi-resolution modules. We focus on OverFeat since
it is particularly straightforward to describe.

OverFeat is a deep neural network with seven hidden lay-
ers. The first five hidden layers are convolutional, the last two
hidden layers are standard fully-connected neural-network-

style units, and the last layer is a 1000-way softmax layer, re-
sulting in 145 million learned parameters and 2.8 billion con-
nections. Convolutional layers take a set of 2D image-like
grids as input (called “feature maps”), apply a set of train-
able image filters, and output a new set of feature maps. The
first two and the last convolutional layers also contain max
pooling operations that reduce the resolution of the feature
maps. Specifically, the model takes a 231x231 color image
as input (three feature maps for RGB channels) and outputs
96 feature maps after applying 11x11 trainable image filters.1

After three other layers of processing, the last convolutional
layer has 1024 feature maps with smaller trainable filters (size
3x3). After the convolutions, the next two layers have 3072
and 4096 fully-connected connectionist units, respectively.
Finally, the 1000-way softmax layer produces a probability
distribution over the j = 1, . . . ,1000 classes. It does so by
first computing the raw class scores y j from the activity x in
the previous layer and weights wi j and then computing the
normalized class probabilities z j, where

y j =
4096

∑
i=1

wi jxi and z j =
ey j

∑
1000
j=1 ey j

. (1)

The training objective is to maximize the log-probability of
the correct label across the 1.2 million training instances (i.e.,
cross-entropy loss). The ImageNet dataset images were col-
lected from search engines and verified on Mechanical Turk
(Russakovsky et al., 2014).

An ensemble of multiple OverFeat models was entered in
the ImageNet 2013 contest, where each trained model was
identical but was initialize at a different random seed. The
ensemble produced an top-five error rate of 14.2%, mean-
ing that for over 85 percent of test images, the correct la-
bel appeared in the top five guesses. An ensemble AlexNet
achieved an error rate of 16.4% in the 2012 contest and an
ensemble GoogLeNet achieved 6.7% in 2014.

We assume that typicality ratings are related to the strength
of a model’s classification response to the category of inter-
est. Ratings were extracted in two ways: either as the raw
category score y j (“raw typicality”; Eq. 1) or the normal-
ized classification score 100z j (“contrast typicality”; Eq. 1)
of the category of interest j (which may not be the model’s
largest response when considering all categories). Assum-
ing the vector w· j (Eq. 1) stores a prototype for category j,
the raw score computes a measure of similarity (dot product)
between the prototype and top-level hidden unit activations.
In contrast, the normalized score more directly implements
“contrast effects” as described in the Introduction, computing
the raw score and then penalizing examples that score highly
for other categories. Unfortunately, this is not an ideal test of

1Techniques exist for applying the model to rectangular images
by averaging/maximizing across multiple square windows at differ-
ent locations and scales. We side-stepped these complications by
using square images cropped and rescaled to a model’s desired input
size with the main object approximately centered. As is standard
for evaluating classification, typicality ratings were computed for an
image and its mirror reflection, taking whichever value was higher.
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contrast effects, since even the raw scores may show contrast
effects due to the discriminative nature of the training. Both
measures were evaluated.

Baseline SIFT model. We also tested a non-convnet
baseline using code from the ImageNet 2010 challenge
(Russakovsky et al., 2014). It is a standard computer vision
pipeline of dense SIFT features (Lowe, 2004) quantized as a
bag of 1000 visual words. Eight one-versus-all linear SVMs
were trained – one for each category in the rating task – us-
ing all 1300 positive examples of these 8 classes and 100 ran-
domly selected negative examples from each of the remaining
992 classes. SVM confidence was used to predict typicality.

Results and discussion
The mean typicality rating for each image was computed by
averaging across participants. Spearman’s rank correlation
(ρ) was used to assess fit since human ratings were not ex-
pected to scale linearly with model ratings. First, the reliabil-
ity of the human typicality ratings was assessed with a split-
half correlation, which also serves as an approximate upper
bound for model predictions. Across 25 random splits, the
average reliability across all eight categories was ρ = 0.92,
with “table lamp” as the most reliable (ρ = 0.97) and “soap
dispenser” as the least (ρ = 0.85).

The convnets predicted human ratings about equally well
regardless of whether raw or contrast typicality was used.2

The full set of results for contrast typicality ratings is shown
in Table 1. Across the eight categories, the mean rank cor-
relation was ρ = 0.67 for OverFeat, ρ = 0.67 for AlexNet,
ρ = 0.63 for GoogLeNet, and ρ = 0.28 for the SIFT base-
line. A combination model that averages the predictions
of the three convnets showed a slightly higher correlation
of ρ = 0.71. It is worth noting that while we did not ex-
pect a linear relationship, the pearson correlations (r) were
slightly higher (average Overfeat r = 0.69, AlexNet r = 0.71,
GoogLeNet r = 0.63, Combination r = 0.74, and SIFT base-
line r = 0.27). For the sake of completion, the average cor-
relation for raw typicality ratings was ρ = 0.65 (r = 0.68)
for OverFeat, ρ = 0.67 (r = 0.69) for AlexNet, ρ = 0.69
(r = 0.72) for GoogLeNet.

Typicality ratings from people and OverFeat are shown for
five categories in Figs. 1 and 2, offering some insight into the
differences. While illustrated for OverFeat, these differences
are evident in the other convnets. For bananas (Fig 1), peo-
ple may have ranked the images based on their similarity to
an “ideal” (Barsalou, 1985); in this case, a yellow spot-free
banana. In contrast, OverFeat rated a greenish plantain and a
spotted banana about as highly as more ideal bananas, raising
the possibility that this may be more a top-down imposition
from the mind rather than a bottom-up property of visual ex-
perience with bananas (most bananas are not perfect). For
envelopes, there appears to be similar ideal based on standard
white envelopes that is reflected more strongly in the human

2The scale was reversed for the human ratings (1 to 7) so that
larger values are more typical.

Table 1: Rank correlations for human and machine typicality.

Category OverFeat AlexNet GoogLe Combo SIFT
Banana 0.82 0.8 0.73 0.84 0.4
Bathtub 0.68 0.74 0.48 0.78 0.39
Coffee mug 0.62 0.84 0.84 0.85 0.63
Envelope 0.79 0.62 0.75 0.78 0.38
Pillow 0.67 0.55 0.69 0.59 0.11
Soap Disp. 0.74 0.79 0.82 0.75 0.09
Table lamp 0.69 0.8 0.7 0.83 0.48
Teapot 0.38 0.21 0.07 0.28 -0.23
Average 0.67 0.67 0.63 0.71 0.28

ratings. For pillows, people rated rectangular bed pillows as
more typical than decorative couch pillows, while OverFeat
showed the opposite pattern, perhaps due to a curious paucity
of bed pillows in the ImageNet training set. Finally, some
of the outliers were images for which the model preferred a
different class, including the red bathtub (mislabeled a dining
table) and the blue coffee mug (a bucket/pail).

Our results suggest that deep convnets learn graded cate-
gories that can predict human typicality ratings, at least for
some types of everyday categories. Outside of this work,
few studies have tried to predict high-level cognitive mea-
sures from the pixels of naturalistic images, making it diffi-
cult to compare the size of these correlations with past work.
One study by Isola, Xiao, Parikh, Torralba, and Oliva (2013)
showed that image memorability (which is not necessarily
analogous to typicality) could be predicted from raw images
with a rank correlation of ρ = 0.46 after training a model
directly on memorability data. Not only are our correla-
tions stronger, the models were not trained to predict typi-
cality at all. Not surprisingly, the convnets have lower pre-
dictive power for typicality than models receiving processed
input data such as human feature ratings or similarity ratings
that usually produce correlations greater than ρ ≥ 0.80 (e.g.,
Rosch & Mervis, 1975; Ameel & Storms, 2006).

A limitation of our results is that the relationship between
classifier performance and typicality effects remains unclear,
making it difficult to isolate any unique contributions of the
architectures beyond their abilities as classifiers. The low cor-
relations from the SIFT baseline suggest that human typical-
ity ratings are not just a property of any classifier trained on
a large dataset with reasonable features. It is also worth not-
ing that GoogLeNet, although superior for object recognition,
was not better at predicting human typicality. But we cannot
yet compare against equally high-performance computer vi-
sion systems that operates by different principles, since these
models do not yet exist.

The role of feature complexity. To gain further insight into
how the convnets predict typicality, we analyzed the structure
present at each layer of processing. Since features increase in
complexity and category specificity with depth (e.g., Zeiler
& Fergus, 2014; Yosinski, Clune, Bengio, & Lipson, 2014),
the depth at which typicality emerges suggests the difficulty
of extracting this structure from the raw data. To make pre-
dictions at intermediate layers, the hidden layer activations
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Human ratings Convnet ratings

Least typical

Most typical

Figure 1: Images ranked from most to least typical by people (left) and the OverFeat convnet (right). Rankings flow left to right and then top
to bottom. The values above each image [x1,x2] show the convnet contrast typicality rating and the mean participant rating, respectively. The
categories include banana, bathtub, and coffee mug.
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Human ratings Convnet ratings

Least typical

Most typical

Figure 2: Images ranked from most to least typical. See caption from Fig. 1. The categories include envelope and pillow.

(pre-pooling) were extracted for all 1300 training images of
each category (center-cropped). For each layer, the average
activation vector was computed for each class to serve as the
category prototype. Typicality was modeled as the cosine
distance between the activation vector for a new image and
the stored prototype. For the top layer, the correlation with
human ratings was the same as our previous results (aver-
age ρ = 0.67 for OverFeat and AlexNet; GoogLeNet was not
analyzed). Performance steadily improves with depth (Fig.
3), again confirming that typicality does not automatically
emerge from a large dataset with simple feature extraction.
The data must be viewed through the right lens before the
structure is apparent.

Conclusions
This paper evaluated the ability of convolutional neural net-
works (convnets) to predict human typicality ratings for im-
ages of category examples – a critical variable that influences
performance in nearly all tasks that involve categorical pro-

Figure 3: Correlation between human and convnet typicality ratings
as a function of network depth. The red line indicates a transition
from convolutional (1-5) to standard layers (6-7).

cessing (Murphy, 2002). These models were trained only to
predict category labels, and despite previous human studies
on 2-way categorization suggesting that this tasks promotes
the extraction of discriminating features rather than proto-
types (Yamauchi & Markman, 1998; Yamauchi et al., 2002),
convnets trained on 1000-way classification were able to pre-
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dict human typicality ratings with an average rank correlation
of 0.67 (OverFeat and AlexNet) or 0.63 (GoogLeNet). Dif-
ferent operationalizations of typicality provided equally good
fits, suggesting there was no particular benefit for an explic-
itly contrastive measure of typicality (Rosch & Mervis, 1975;
Ameel & Storms, 2006). Additional analyses explored the
role of the training data versus the model in capturing typi-
cality, finding that simple features did not provide good pro-
totypes for prediction even with many examples per class.
Finally, convnets were less sensitive to category ideals than
people, suggesting that feature extraction on a large dataset
may not be fully sufficient for ideals to arise.

This is just a first step towards understanding the “synthetic
psychology” of deep neural networks and mining them for in-
sights about human conceptual structure. We tested only pre-
trained systems, leaving questions about learning and devel-
opment for future research. Further studies could test whether
convnets show faster learning of categories that are separable
on one dimension (e.g., Shepard, Hovland, & Jenkins, 1961),
faster learning of categories with mostly typical examples
(Posner & Keele, 1968), or a preference for learning typical
examples first (Rosch, Simpson, & Miller, 1976) – insights
that could inspire new training procedures for deep learn-
ing. Additional studies could test for a coarse-to-fine pattern
of category differentiation (Rogers & McClelland, 2004) or
study the typicality of higher-level categories such as “dog”
or “furniture.” Finally, convnet activations have been shown
to predict neural response in monkey IT cortex, where both
systems show higher similarity within and lower similarity
between categories (Yamins et al., 2014). Given our results,
it may also be promising to use these methods to study more
fine-grained structure within categories.

Whether or not convnets can match these aspects of be-
havior, they are still far too limited compared to the human
ability to learn and use new concepts. While the convnet was
trained on an average of 1200 images per class, people need
far less data in order to learn a new category (Lake, 2014).
In addition, human concepts support the flexible use of the
same knowledge across many tasks – classification, infer-
ence, generation, and explanation – a remarkable quality that
current machine learning approaches do not capture. While
the current best algorithms are limited compared to people,
further exercises in understanding their synthetic psychology
may serve to both advance machine learning and psychologi-
cal theory.
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Abstract 

When learning from others, it is important to take a 

critical stance—evaluating both the informants themselves 

as well as the content of their claims. In addition to 

accuracy, one can evaluate claims based on quality. The 

current study investigates developmental change in learners’ 

evaluations of evidence that varies in quality—inductive 

strength based on typicality or diversity. We found that 

while younger children track which informant provides 

which examples, they do not have clear preferences for the 

informant who provides stronger examples. Older children, 

on the other hand, are in the middle of a developmental 

transition. They rate informants who provide inductively 

strong examples as more trustworthy, but only reliably 

choose the informant who provides diverse examples. 

Keywords: selective trust; induction; social cognition; 
cognitive development 

Introduction 

Much of what we know we learn from other people. 

Although learning from others is often an efficient means of 

gathering information (e.g., Csibra & Gergely, 2009), it is 

not infallible. Depending on an informant’s 

knowledgeability and intentions, information presented by 

an informant may vary from accurate and helpful to 

inaccurate or even misleading. Thus, it is important for 

learners to consider an informant’s trustworthiness when 

drawing inferences from examples he or she has chosen 

(Landrum, Eaves, & Shafto, 2015; see also Sperber et al., 

2010). 

Research has demonstrated that learners as young as 4-

years-old engage in this reciprocal process of trusting to 

learn and learning to trust. For instance, Koenig & Harris 

(2005) show that preschoolers track whether informants 

provide accurate labels for a series of common objects (e.g., 

“ball”, “cup”), and later use this information to determine 

which of those informants to trust for providing labels for 

novel, unfamiliar objects (e.g, “wug”, “loma”). In this 

paradigm, children are leveraging their prior knowledge of 

known object labels to learn whom to trust for new 

information. Having inferred that this informant is 

trustworthy, children will trust the informant to continue to 

provide accurate labels, even when the children are no 

longer able to confirm that this is the case (e.g., when the 

informant is labeling unfamiliar objects). 

A major difficulty in real-life learning situations, 

however, is that information presented by informants is 

rarely as clearly right or wrong as in these labeling 

paradigms. In fact, information presented by informants can 

be accurate but misleading, causing learners to hold false 

beliefs. For instance, if a teacher demonstrates only one 

function of a multifunction toy, leaners could draw the 

conclusion that there is only one function (see Bonawitz, 

Shafto et al., 2011). Work by Gweon and colleagues, for 

example, demonstrates that even 6- and 7-year-old children 

recognize that informants must not only be correct but also 

provide an appropriate quantity of information. In the study, 

children rated under-informative teachers (i.e., teachers who 

demonstrated only 1 function of a 4-function toy) lower 

than informative teachers (i.e., teachers who demonstrated 1 

function of a 1-function toy). In addition, the study showed 

that children compensated for under-informative teachers by 

exploring a new toy more broadly (Gweon, Pelton, 

Konopka, & Schulz, 2014). Empirical and modeling work 

with undergraduates shows that learners are willing to trust 

informants who omit some information, as long as the 

informants have provided enough information to support 

accurate inference (e.g., Shafto, Gweon, Fargen, & Schulz, 

2012). 

Building on this, it is also possible that learners consider 

the quality of information—such as the typicality or 

diversity of examples—when determining if informants are 

trustworthy. Voluminous research shows that children as 

young as 4 and 5 are sensitive to the quality of information 

when making inductive generalizations (e.g., Bjorklund, 

Thompson, & Ornstein, 1983; Gelman & Markman, 1986; 

Heit, 2000; Heit & Hahn, 2001; Osherson, Smith, Wilkie, 

Lopez & Shafir, 1990). Thus, it is possible that learners may 

be able to leverage these inductive abilities to infer 

informant credibility, even when informants provide neither 
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incorrect nor differing quantities of information. The current 

study aims to address this question. 

In order to evaluate informant trustworthiness based on 

sample quality, a learner has to be able to differentiate 

between sets of examples based on inductive strength. Prior 

work by Rhodes, Brickman, and Gelman (2008) 

demonstrated a developmental shift in the ability to choose 

between samples varying in quality. In their study, 

participants were presented with a diverse and a non-diverse 

set of examples and were asked which of the two sets they 

would prefer to use to learn about a domain. Depending on 

condition, the diverse and non-diverse example sets either 

both included all typical or all atypical instances (i.e., all-

typical and all-atypical conditions) or one included typical 

instances while the other included atypical instances (i.e., 

diverse-typical condition and diverse-atypical condition). 

Notably, children were not told about the origin of the 

examples, and therefore only evaluated sample 

composition—not informants. The authors found that 

whereas adults chose the diverse sample set across all 

conditions, 6-year-olds generally chose the sample set 

containing typical instances, and 9-year-olds chose the 

diverse samples more in the all-typical or all-atypical 

conditions than they did in the other two conditions. The 

authors suggest that children appreciate premise typicality at 

a young age, but the ability to recognize the benefit of 

diversity does not develop until later. 

Current Study 

The current study examines developmental variation in the 

use of example quality for evaluating informants. In the 

study, participants were presented with a situation in which 

they were interested in answering anatomical questions 

about several animal categories. In order to learn about 

these animals, they could examine example animals from 

the categories to study, similar to Rhodes et al. (2008). 

However the current study differs from Rhodes et al. (2008) 

in two important ways. First, the current study presents the 

examples as being selected by informants. Thus, whereas 

the Rhodes et al. (2008) study was focused on the 

composition of samples, the current study additionally 

investigated inferences that are made about informants. 

Following standard methods in the selective trust literature, 

participants were first asked whose examples they endorse 

and were then asked which informant they would prefer to 

ask to help them solve a new problem. The endorse trials 

provide a close analog to the methods of Rhodes et al.; 

participants were asked to choose between one set of 

examples and the other. The ask trials, in contrast, provide 

insight about how participants evaluate informants; 

participants were asked which of the two informants to ask 

without having provided examples to evaluate. We also 

assess participants’ explicit perceptions of informant 

trustworthiness by asking them to rate each informant’s 

knowledgeability and helpfulness. Prior empirical and 

modeling work suggests these are the two important 

dimensions of trustworthiness (e.g., Shafto, Eaves, Navarro, 

& Perfors, 2012). We average these two ratings together to 

get an estimate of perceived trustworthiness. 

Second, we differ from Rhodes et al. (2008) in the way 

that typicality and diversity were presented. Whereas the 

Rhodes et al. study crossed the two factors, we isolated 

typicality and diversity, allowing us to investigate their 

development independently and in a format closer to prior 

work in the inductive generalization literature. 

Our study had two goals. First, we aimed to investigate 

potential developmental changes in the ability to use 

example typicality and diversity for (a) choosing between 

informant claims and (b) trusting informants for new 

information. Second, we aimed to determine whether the 

provision of typical and diverse examples leads to 

informants being explicitly perceived as more trustworthy. 

Method 

Participants 

Child-aged participants were recruited and tested at the 

Kentucky Science Center. Children were randomly assigned 

to participate in one of the two conditions: the typical 

condition or the diverse condition. Because we collected 

data from a wide age range, we divided the participants 

within each condition using a median split into younger 

children and older children. In the typical condition, 42 

children participated: 21 younger children (Mage=6.47 years, 

SD=1.39) and 21 older children (Mage=10.93 years, 

SD=2.22). In the diverse condition, 46 children participated: 

23 younger children (Mage=5.35 years, SD=1.29) and 23 

older children (Mage=10.03 years, SD=1.83). In addition, 40 

adults were tested via Amazon’s Mechanical Turk (MTurk) 

and were each paid 50 cents for participation. 

Procedure 

As stated above, participants were randomly assigned to one 

of two between-subjects condition: the typical condition or 

the diverse condition. For both conditions, the experiment 

consisted of three sections: the endorse trials, the ask trials, 

and the explicit rating items, and was completed on a tablet 

computer using Qualtrics survey software. To begin, 

participants were introduced to the following prompt: 
We are going to pretend that you are a scientist who is 

trying to learn about the insides of some animals. In 

order to learn these things, you need to pick good 

example animals to look at and learn about. Two people 

have agreed to help pick out example animals for you. 

For each question, your job is to decide who picked out 

the example animals that will help you learn best1.  

Following the prompt, the participants completed the 

three sections of the experiment. The first section consisted 

of four endorse trials. For each trial, each informant 

presented a set of examples which participants were asked 

to choose between. In the typical condition, one informant 

                                                           
1 The prompt wording was adjusted slightly for adults to be more 

age appropriate (e.g., “insides of some animals” was changed to 

“anatomical properties of certain animals.”) 
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presented a typical example (i.e., the typical informant) and 

the other informant presented an atypical example (i.e., the 

atypical informant). For the category DOG, for instance, the 

typical informant selected a yellow labrador retriever, and 

the atypical informant selected a Chinese crested (see Figure 

1). In the diverse condition, one informant presented diverse 

examples (i.e., the diverse informant) and the other 

informant provided non-diverse examples (i.e., non-diverse 

informant). For the category DOG, for instance, the diverse 

informant selected three different dog breeds, and the non-

diverse informant selected three instances of one dog breed 

(see Figure 1). The order of the four endorse items was 

randomized between participants using the survey’s item 

randomizing function. Which informant appeared on the 

right or left side of the screen (and which informant image 

was red or blue) was counterbalanced between participants. 

To help participants track the informants, the informants 

appeared on the same side of the screen for a given 

participant for the duration of the experiment. For the 

endorsement trials, we measured how many times 

participants endorsed the examples provided by the typical 

or diverse informant out of the four trials (i.e., number of 

endorsements).  

 

 
Figure 1. Example item from the typical condition (top) 

and from the diverse condition (bottom). 

 

Immediately after the endorsement trials, two check 

questions were asked to ensure that participants remembered 

which informant provided which examples. Which 

informant participants were asked about first 

(diverse/typical or non-diverse/atypical) was randomized 

between participants. Importantly, participants were 

provided with feedback to whether they were correct or 

incorrect and then were shown the examples provided by 

each informant as a reminder. In general, participants had 

little difficulty with the check items: 61% of younger 

children and 93% of older children got both check questions 

correct and 25% of younger children and 6% of older 

children got one right. Only 6 younger children answered no 

check questions correctly (5 were in the diverse condition). 

Again, as participants were reminded which informants 

provided which examples after answering the check 

questions, no participants were excluded from the analyses. 

The second section of the experiment consisted of four 

ask trials in which participants needed to determine whom 

to ask for new example animals. For instance, participants 

were told, “Now you want to know if pigs have something 

inside called kervicas. Who do you want to ask for example 

pigs?” For these items, participants only saw the informant 

image (with no examples). The order of the four ask items 

was randomized between participants. The number of times 

the participants requested examples from the typical/diverse 

informant (i.e., number of requests) was measured. Note 

that participants did not receive any information from the 

informants during these trials.  

The third and final section of the experiment asked 

participants to rate both informants on the two dimensions 

of trustworthiness: knowledgeability and helpfulness. For 

the knowledge rating items, participants were asked to rate 

each informant on a sliding scale from 0 to 10 (allowing for 

two decimals) how much they think each informant knows 

about animal insides (i.e., animal anatomy). For the 

helpfulness rating items, participants were asked to rate each 

informant on a sliding scale from 0 to 10 (allowing for two 

decimals) how helpful they thought each person’s examples 

were. The order of the two rating items (knowledge and 

helpfulness) was randomized between participants, as was 

which informant they rated first (i.e., the typical/diverse 

informant or the atypical/non-diverse informant). The 

knowledgeability and helpfulness ratings for each informant 

were averaged together to create a trustworthiness rating 

score. 

At the end of the experiment, children were awarded a 

certificate and a small toy.  

Results 

Example Typicality 

We began by investigating developmental variation in the 

use of example typicality. In addition, we examined whether 

there were differences between participants’ responses to 

the endorse items and the ask items. Then, we investigated 

whether participants in each age group preferred the typical 

informant by comparing their selections of the typical 

informant to chance. Finally, to determine whether 

participants of each age group saw the two informants as 

varying in trustworthiness, we examined the participant’s 

trustworthiness rating scores of the two informants. 

Developmental variation in the use of example typicality 

for endorsing and asking informants. First, to investigate 

developmental variation in the use of example typicality for 

endorsing and asking informants, we conducted a mixed-

design ANOVA with item-type (endorse, ask) as a within-

subjects factor and age group (younger children, older 

children, adults) as a between-subjects factor. We found a 
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main effect of item-type: participants generally endorsed 

(M=3.03, SD=0.92) the typical informant’s examples more 

often than they asked (M=2.63, SD=1.19) him for new 

examples, F(1, 59)=7.74, p=.007, η
2
=.116. This effect did 

not differ significantly by age (no item type by age group 

interaction), F(2, 59)=0.42, p=.66, η
2
=.014. However, post-

hoc comparisons of endorsing versus asking for each age 

group show that the difference between endorsing and 

asking was only significant for the youngest age group 

(Mendorse=2.81, SD=0.93, Mask=2.24, SD=1.09, p=.036, 

d=.56). See Figure 2.  

 

 
Figure 2. Participants’ selections of the typical informant. 

Asterisks denotes differences between endorse and ask 

items. *p<.05 

 

The ANOVA also revealed a developmental change in the 

use of example typicality, collapsed across item type (i.e., 

main effect of age group), F(2, 59)=7.80, p=.001, η
2
=.209. 

Bonferroni corrected follow-up tests show that adults 

(Madults=3.43, SD=0.89) selected the typical informant more 

frequently than both younger children (Myounger=2.52, 

SD=0.83, p=.002, d=1.09) and older children (Molder=2.57, 

SD=0.73, p=.004, d=1.09). Younger and older children did 

not vary significantly from one another (p=1.00, d=0.07). 

Preferences for the typical informant. Comparing 

participants’ preferences for the typical informant to chance, 

we find that all age groups endorsed the typical informant 

above chance levels (Younger: M=2.81, SD=0.93, 

t(20)=4.00, p=.001, d=1.79; Older: M=2.76, SD=0.94, 

t(20)=3.7, p=.001, d=1.65; Adult: M=3.55, SD=0.69, 

t(20)=10.10, p<.001, d=4.59). In contrast, only adults asked 

the typical informant above chance levels, while older 

children trended towards doing so (Younger: M=2.23, 

SD=1.09, t(20)=1.00, p=.329, d=0.45; Older: M=2.38, 

SD=0.92, t(20)=1.90, p=.072, d=0.85; Adult: M=3.30, 

SD=1.30, t(19)=4.47, p<.001, d=2.05). 

Developmental variation in trustworthiness ratings. 

Next, to examine developmental differences in participants’ 

ratings of informant trustworthiness, we conducted an 

ANOVA on informant trustworthiness rating scores where 

informant (typical, atypical) was a within-subjects variable 

and age group was a between-subjects variable. Importantly, 

we found a main effect of informant, such that participants 

rated the typical informant as more trustworthy (M=7.38, 

SD=2.22) than the atypical informant (M=5.58, SD=2.46), 

F(1, 59)=14.72, p<.001, η
2
=.20. This effect did not vary by 

age (no informant by age group interaction), F(2, 59)=1.65, 

p=.202, η
2
=.053. That said, post-hoc comparisons of the 

ratings for the typical and atypical informants for each age 

group show that this difference is significant for older 

children and adults, but not for the youngest age group 

(Younger: t(20)=0.61, p=.550, d=0.24; Older: t(20)=3.08, 

p=.006, d=0.92: Adult: t(19)=4.14, p=.001, d=1.41). See 

Figure 3. 

 

Figure 3. Trustworthiness ratings for the Typical and 

Atypical informants shown. Asterisks denote differences in 

perceived trustworthiness between the two informants.  

**p<.01, ***p<.001. 

 

The ANOVA also revealed an overall main effect of age, 

F(2, 59)=3.87, p=.026, η
2
=.116. Bonferroni-corrected post-

hoc t-tests show that adults (Madults=7.16, SD=1.19) gave the 

informants higher ratings than younger children 

(Myounger=6.07, SD=2.60, p=.039, d=0.55) and trended 

towards doing so compared to older children (Molder=6.21, 

SD=1.71, p=.087, d=0.66). Younger children’s and older 

children’s ratings did not differ from one another 

significantly (p=1.00, d=0.07).  

Summary. We find developmental variation in the use of 

example typicality for making inferences about informants. 

While even the youngest children are able to endorse typical 

versus atypical examples provided by informants, there 

were differences in whether participants used this 

information to determine whom to request future examples 

from. Adults preferred to request for examples from an 

informant who had previously provided typical examples, 

and older children trended towards doing so. Younger 

children, however, showed no preference. These findings 

were supported in the trustworthiness ratings data; older 

children and adults saw the typical informant as more 
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trustworthy than the atypical informant, but younger 

children did not.  

Example Diversity 

The analysis for the diverse condition was the same as the 

analysis for the typical condition except where otherwise 

noted. 

Developmental variation in the use of example diversity 

for endorsing and asking informants. Unlike for example 

typicality, there was no main effect of item type; 

participants did not endorse (M=2.92, SD=1.13) the diverse 

informant more often than they asked (M=2.91, SD=1.12) 

that informant, F(1, 64)=0.02, p=.093, η
2
<.001. Also, there 

was not an age by item interaction, F(2, 64)=1.41, p=.252, 

η
2
=.042. There was, however, a main effect of age, 

F(2, 64)=23.94, p<.001, η
2
=.428. Bonferroni-corrected 

comparisons show that adults (Madult=3.79, SD=0.46) 

selected the diverse informant more often than both younger 

(Myounger=2.22, SD=0.39, p<.001, d=3.78) and older children 

(Molder=2.74, SD=1.16, p<.001, d=1.20). See Figure 4. 

 

Figure 4. Participants’ selection of the diverse informant. 

Preferences for the diverse informant. Comparing 

participants’ preferences for the diverse informant to 

chance, we find that only older children and adults endorsed 

the diverse informant above chance levels (Younger: 

M=2.08, SD=0.79, t(22)=0.53, p=.604, d=.22; Older: 

M=2.87, SD=1.25, t(22)=3.33, p=.003, d=1.42; Adult: 

M=3.80, SD=0.40, t(20)=20.61, p<.001, d=9.22). Similarly, 

older children and adults asked the diverse informant above 

chance levels, and the younger children trended towards 

doing so (Younger: M=2.35, SD=0.89, t(22)=1.89, p=.073, 

d=.80; Older: M=2.61, SD=1.20, t(22)=2.44, p=.023, 

d=1.40; Adult: M=3.76, SD=0.70, t(20)=11.53, p<.001, 

d=5.16). 

Developmental variation in trustworthiness ratings. 
Next, to examine developmental differences in participants’ 

ratings of trustworthiness, we conducted an ANOVA on 

informant trustworthiness rating scores where informant 

(typical, atypical) was a within-subjects variable and age 

group was a between-subjects variable. Importantly, like 

with the typical condition, we found a main effect of 

informant, such that participants rated the diverse informant 

as more trustworthy (M=7.68, SD=2.13) than the non-

diverse informant (M=4.97, SD=2.63), F(1, 64)=37.15, 

p<.001, η
2
=.367. Unlike the typical condition, however, this 

effect did vary by age, F(2, 64)=6.34, p=.003, η
2
=.165. 

Bonferroni-corrected comparisons suggest that the 

difference between the trustworthiness ratings for the two 

informants was smaller for the younger children 

(MDyounger=0.51) than for both older children (MDolder=4.00, 

p=.005) and adults (MDadult=3.62, p=.018). Older children’s 

and adults’ ratings did not differ significantly from one 

another (p=1.00). Moreover, older children and adults saw 

the diverse informant as significantly more trustworthy than 

the non-diverse informant, but younger children did not 

(Younger: t(22)=0.55, p=.586, d=0.19; Older: t(22)=5.539, 

p<.001, d=1.90; Adult: t(20)=5.88, p<.001, d=1.73). See 

Figure 5. 

 

 
Figure 5. Trustworthiness ratings for the Diverse and Non-

Diverse informants shown. Asterisks denote differences in 

perceived trustworthiness between the two informants. 

***p<.001. 

Summary. Unlike for the typical condition, participants in 

the diverse condition endorsed the diverse informant just as 

often as they asked that informant. There were, however, 

overall age differences in whether or not participants 

preferred the diverse informant: older children and adults 

preferred the diverse informant above chance levels, and 

younger children did not. Like in the typical condition, these 

findings were supported in how participants rated the 

informants; older children and adults saw the diverse 

informant as more trustworthy than the non-diverse 

informant, but younger children did not.  
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Discussion 

Researchers suggest that tracking informant trustworthiness 

is important, but most of the research to date has focused on 

cases in which tracking trustworthiness is arguably least 

important—when you already know the answer. In most 

real-life learning situations, learners are not likely to have 

the answers, and thus must use evaluative methods of 

trustworthiness other than assessing veracity.  

Recent research investigating the tracking of information 

quantity provides a good start. This work shows that even 

young children recognize when an informant is omitting 

information that may lead to false beliefs (e.g., Gweon et 

al., 2014). However, even in these paradigms, children have 

been able to rely on their prior knowledge and experience to 

recognize when someone is being truthful, but 

uninformative. So, how can a learner evaluate the content of 

information when he or she lacks knowledge? Our research 

demonstrates that learners can use inferences about the 

quality of information. In these instances, the inferences 

learners make about trustworthiness are bootstrapped off 

more general background knowledge about a domain as 

opposed specific knowledge about the correctness of the 

evidence provided. Thus, the current study provides an 

initial indication of how children might infer who to trust in 

more general cases.  

Our results show that, whereas young children are not 

reliably using example typicality and diversity when 

determining whom to trust, older children seem to be in the 

middle of a developmental transition. They (either above 

chance or trending toward) prefer the informant providing 

stronger examples, and they explicitly rate those informants 

as more trustworthy. Thus, we find a similar developmental 

pattern to Rhodes et al (2008) where around 9 years of age, 

children are beginning to consider the benefits of typical 

and diverse examples. However, our work takes a step 

further—demonstrating that in addition to recognizing the 

benefits of typical and diverse examples, children around 9 

years of age can leverage example quality to evaluate 

informants’ trustworthiness. 
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Abstract 

In the linguistic domain, conceptual metaphors have been 
shown to structure grammar, the lexicon, and abstract 
reasoning. Much recent research on conceptual metaphor 
comes from corpus examination, which is increasingly 
focused on developing quantificational tools to reveal co-
occurrence patterns indicative of source and target domain 
associations. Some mappings between source and target are 
transparent. However, other metaphors, especially those that 
structure abstract processes, are more complex because the 
target domain is lexically divorced from the source.  This 
study introduces new techniques directed at the quantitative 
evaluation of metaphorical salience when target and source 
relationships are nonobvious. Constellations of source-
domain triggers are identified in the data and shown to 
disproportionately emerge in topic specific discourse. This 
measurement can be taken as one indicator of conceptual 
salience among the target speech community.  

Keywords: conceptual metaphor; corpus linguistics; political 
discourse 

Introduction 
In the last few decades, cognitive scientists have begun to 
rigorously investigate the metaphorical models, which 
organize speakers’ comprehension of complex political 
topics. (Lakoff 2002, 2009; Lakoff and Wehling 2012; 
Fausey and Matlock, 2011; Matlock, 2012). Increasingly, 
this research is based on corpus studies of topic specific 
discourse. Researchers in academia and partner researchers 
outside reveal how social inequality is embedded in and 
perpetuated by language use, spanning issues such as 
sexuality education (Real Reason), women’s health and 
abortion (Real Reason), same-sex marriage (Face Value 
Project), education reform (Frameworks Institute, Cultural 
Logic), climate disruption (Skinnemoen 2009; Cultural 
Logic), crime (Thibodeau and Boroditsky 2011), economic 
inequality (Shenker-Osorio 2012), and immigration 
(Charteris-Black 2006; Chilton 2005; Hart 2007, 2010; 
Lakoff and Furgusson 2006; Lederer 2013). In the case of 
immigration, for example, migration is understood as a flow 
of water from outside the country through porous borders. 
When countries are metaphorically construed as containers 
and migrants as part of tides, waves, and floods, it makes 
sense to interpret immigration as a threat, a destructive force 
from which we need protection. The metaphor, thus, 
reinforces anti-immigrant sentiment.  
   A challenge for those working at the intersection of 
politics and cognitive science rests on the methodological 
rigor with which data-driven study is conducted. Because 

much research in this arena occurs outside the academic 
publishing sphere, the research methods are often under-
described. For the most part, advocacy organizations draw 
on small samples of data and reach conclusions that are 
most aptly described as conjecture. The goal of applied 
cognitive and conceptual metaphor research is admirable – 
to effect change by promoting models that align with a 
progressive value system. But that goal begs a fundamental 
research question. How can conceptual dominance be 
established through corpus methodology? And, how can 
naturally occurring language data translate into individual 
and or collective conceptual mental models? For example, 
how many times does a particular model need to be evoked 
in order to establish it as a ‘dominant’ conceptual model? 
Can dominance be quantified outside of the 
psycholinguistic, experimental arena?  
 
A Case Study: Gender Transition  
Collections of naturally occurring language data serve as 
repositories of metaphor and can be used to investigate 
lexical patterns indicative of specific source domains.  In 
this paper, I introduce simple corpus linguistic techniques to 
be considered as quantitative evidence for the conceptual 
potency of a given metaphorical understanding. The case 
study I present here is based on an investigation of the 
metaphors that structure speakers’ understandings of gender 
transition, the process by which individuals change their 
birth-assigned gender to the gender with which they identify 
later in life (Lederer 2014). The abstract idea of gender and 
transition is metaphorical, and, like other politically relevant 
concepts, it is based on a set of conceptual metaphors 
(Lakoff and Johnson 1980).  Two robust metaphors cover a 
sizable portion of metaphorical language in this issue area. 
In the first metaphor, TRANSITION IS A JOURNEY, gender 
transition is structured by speakers’ experience of physical 
space, location, direction, and movement, as evidenced in 
terms like cross-dressing, transitioning, changing, male-to-
female, coming out, intersex. The language of gender 
transition is indicative of a dual or binary category model of 
gender assignment, where male and female are understood 
as separate bounded regions in space. In this model, humans 
are assigned a sex at birth, thought of as the origin of the 
transition. The destination of the transgender traveller maps 
to the gender with which one identifies as an adolescent 
and/or adult. The journey’s path represents decisions made 
to reach the desired gender identity. These choices are both 
steps taken to recognize and accept the gender mismatch 
and practices that affect one’s physical appearance – 
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clothing and hair choices, hormone therapies, and surgical 
procedures.  
   A second model in transgender narrative data is centered 
on the DIVIDED-SELF metaphor. Transgender individuals 
sense a mismatch between two genders. This experience 
leads to unique understandings of a self divided (Talmy 
2000; Lakoff 1996), in which the ‘real’ inner self is hidden, 
a covert gender identity which clashes with the exterior self, 
one’s public gender presentation. Transition involves 
harmonizing the two selves.  

These two metaphors are conceptually potent in 
qualitative surveys of transition narrative data. In the 
subsequent presentation, I explore how qualitative insight 
can be translated into quantitative evidence. A movement 
towards quantifiable indicators of metaphorical salience 
pushes metaphor research of all kinds into the 
computational arena and will help to shield conceptual 
metaphor researchers from on-going methodological 
criticism (Gibbs 2011:533). 

 
Metaphor and Corpus Data 

 
Since the recent introduction of big data, in the form of 
sizable, computationally searchable corpora, metaphor 
analysts in academia have begun to probe questions of 
quantitative validity (Deignan 2005). Musolff (2006: 24), 
for instance, proposes that token frequency in an author-
generated corpus should be taken as a measure of 
conceptual potency. He investigates the family based 
models that structure descriptions of political relations 
within the European Union by counting the number of times 
each source domain strain is evoked in his corpus. He 
maintains that certain discourse communities share specific 
source domain scenarios through their reliance on common 
folk models.  

Adopting a lexical approach to metaphor identification, 
Oster (2010) relies on collocation patterns to show which 
lexical units are most associated with metaphorical 
description of the emotion fear. Oster uses co-occurrence 
information – the lexical units that most frequently collocate 
with fear – to find target-specific metaphorical expressions. 
She draws on this data to build a source-domain ontology. 
She argues the most “relevant” metaphors are those evoked 
by the highest number of linked linguistic expressions 
(p.742). For example FEAR IS SOMETHING INSIDE THE BODY 
is evoked more frequently than is FEAR IS AN ANTAGONIST. 
Some metaphors, however, such as FEAR IS FIRE are more 
creatively produced because they are evoked by a larger set 
of linguistic expressions. Oster, therefore, combines 
frequency information with lexical co-occurrence data to 
produce a source domain’s productivity and creativity index 
(p. 748) – additional parameters by which she can compare 
source domains.  

One difficulty in this algorithmic approach comes from 
the nature of conceptual metaphor itself. Most metaphorical 
data draws from multiple source domains simultaneously. 
For example, when fear is attacking from the inside, fear is 

both an entity in the body and an antagonist at the same 
time. Thus, though useful for attaining certain types of 
information, Oster’s lexical approach doesn’t provide a 
complete picture of how fear is understood metaphorically 
on its own and in relation to other emotions. 

In more recent research, investigators working on the 
MetaNet project at the International Computer Science 
Institute have engaged in a corpus-driven, lexical approach 
to researching the alignment between target domain 
expressions, source domain frames, and the grammatical 
constructions that blend the two (David, et al. 2014; Stickles 
et al. 2014). Target and source word pairs, such as alleviate 
poverty, in which the source domain of DISEASE is evoked to 
understand the target domain POVERTY, are used to 
quantitatively evaluate the frequency of one source domain 
in relation to another. Through the same approach, the 
frequency of activation of individual frames can be 
compared to other frames within the same source domain. 
For example, in the British National Corpus, Stickles et al. 
(2014) show how POVERTY is more frequently discussed as 
a DISEASE than as a basic HARM. And, when understood as a 
disease, speakers are more likely to discuss the treatment of 
the affliction of poverty than the diagnosis of the disease of 
poverty. Thus, at a macro level, the corpus results lead to 
the conclusion that AFFLICTION and TREATMENT roles in the 
source domain are more salient than is the role of 
DIAGNOSIS (Stickles et al. 2014).  

Corpus-based approaches to metaphorical investigation 
have moved toward increasingly sophisticated quantitative 
methodology, and the alignment between lexically encoded 
metaphor and grammar is more researchable than ever. 
Nonetheless, much metaphorical structure rests beyond 
obvious, direct lexical investigation. This is the case with 
metaphorical concepts fundamentally understood as 
processes not as entities. The ease with which conceptual 
potency can be exposed has to do with the relationship 
between source-domain lexical triggers and the structural 
character of the target domain. When the target domain is 
cognitively complex and lexically divorced from the source 
domain, conceptual salience can still be revealed, but the 
implementation of corpus methodology must be tweaked.   
  

Beyond Direct Lexical Searches 
Unlike the investigation of a lexically encoded metaphorical 
concept like fear or poverty, a corpus approach directed at 
an issue like gender transition isn’t straightforward. Because 
transition is understood as a process, not an abstract entity, a 
corpus investigation cannot begin with lexeme specific 
searches as has been done by Oster (2010) and Stickles et al. 
(2014). That is, searching the topic-specific corpus data for 
the word transition won’t reveal the complex model(s) 
and/or source domains involved in understanding gender 
transition as is the case with an emotion like fear or a state 
like poverty. Ultimately, the investigation of these types of 
metaphorical models must be carried out through a mixed-
method approach in which the corpus is qualitatively 
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scanned, manually tagged, and as an additional measure, 
quantitatively assessed.    

 
The Corpus. Preliminary data for this case study analysis 
was drawn from various online sources, resulting in an 
archive of transition narratives that includes 30 self-
published coming-out stories on YouTube™, five published 
autobiographical works, 10 television interviews from 
broadcast networks such as ABC and CNN, multiple 
internet forum postings, and message board commentary. 
To supplement the archive of narrative data, a transition-
specific corpus was contructed by pulling 200 consecutive 
postings from one specific thread called “I am Transgender” 
within the Experience Project website 
(www.experienceproject.com)1. The Experience Project is a 
free, publically accessible website in which members build 
online communities centered on a wide variety of life 
experiences.2  

 
Motivating a Quantitative Approach. Qualitative 
metaphor research forces researchers to assert rather than 
show the conceptual dominance of particular metaphorical 
models. A dearth of quantitative data suggests a quantitative 
approach to establishing dominance is challenging. The 
challenge resides in the observations raised above – direct  
lexical searching is fruitless when a metaphorical model 
structures an abstract process.  

 
A New Methodology. When the target domain isn’t 
encoded lexically, isn’t encoded directly in the corpus, 
relevant source domains must be identified manually, by 
scanning the data line by line. In the case of gender 
transition, obvious patterns reveal themselves quickly. Data 
from just a few coming-out narratives indicates speakers 
rely heavily on journey language and discuss a complex, yet 
common, understanding of an inner and outer self:  
 

(1) I can admit it now, I am a transgender woman and 
I'm   ready to start my journey! 

 
(2) So September again is a big month for my 

progression down this transition road. 
 

(3) The next year, 2010, I went through the next major 
step in my transition.  

 
(4) It's taken 5 years to get here, today was a mile 

stone, soon I will be complete and by 2014 
hopefully I can pee and make love like other 
woman do. 

                                                             
1 The ‘I am Transgender’ (IAT) corpus contains 5996 unique 

word types and 75,505 total tokens. 
2 The thread I accessed is called “I am Transgender (Personal 

stories, advice, and support)” (IAT). There are 2010 subscribers to 
this thread. From it, I culled 200 consecutive postings from the 
years 2012-2014. Each posting ranges from a few sentences to well 
over 10 paragraphs.  

 
(5) I am 17 years old, I am a beautiful young woman 

trapped in a hideous gentleman's body. 
 

(6) To do that I had to look inside of my own self and 
discover who I am. 

 
Once the relevant source domains are identified, simple 
frequency statistics can, in fact, serve as indicators of model 
salience. If a source domain is actively structuring an 
abstract idea, language from the source frame should be 
frequent and robust in topic specific discourse. 

The “over-use” of model-evoking lexical units points to 
conceptual reliance on a holistic domain. Therefore, one 
way to argue a given model is dominant among a particular 
group of speakers is to compare the frequency of lexical 
triggers in and out of the speech community. If a particular 
model is consistently evoked to address a metaphorical 
concept, then some of the lexemes associated with that 
model should appear in topic specific data more frequently 
than in the language overall. 

In order to test this proposition, I compared the frequency 
of use of the noun journey within the IAT corpus to the 
frequency of occurrence in a sample of American English 
between the years 2010 and 2012 (taken from the Corpus of 
Contemporary American English (COCA) (Davies 2008-)). 
COCA serves as a robust representation of the English 
language as a whole due to its shear size and varied register 
representation3. Between the years 2010-2012, there are 
1,976 tokens of the noun journey in COCA, resulting in a 
0.0190% chance of occurrence during this time period. On 
the other hand, there are 33 tokens of the noun journey 
(specified to the transition process) in the IAT corpus, 
amounting to a 0.0437% chance of occurrence. In other 
words, the lexical item journey is more than twice as likely 
to show up in the IAT corpus than it is in COCA. An 
analogous comparison can be made with the lexical item 
self.  In the IAT corpus there are 27 tokens of the noun self 
(used to address the transition process), resulting in a 
0.0365% chance of occurrence. This is almost three times 
the likelihood of occurrence in non-topic-specified 
discourse in COCA, where it has a 0.0137% chance of 
occurrence. (And this differential is based on only the uses 
of self used to evoke the DIVIDED-SELF metaphor, not other 
unrelated used of the word.) 

However, in order to evaluate the robustness or potency 
of a complete metaphorical model, it is insufficient to probe 
the frequency of just one lexical item. A better 
representation of model salience is to establish the 
comparative frequency of a collection of lexical items all 
related to the same source domain. But, the evaluation of the 
constellation of source domain triggers must be carried out 
with caution. Trigger lexemes used to mine the corpus data 
are not necessarily lexical items exclusive to the source 
domain. For example, the word step has a high frequency of 

                                                             
3 At the time of this investigation, COCA was comprised of 

464,020,256 tokens. 
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occurrence in language used to describe gender transition, 
but it also has a very high frequency in all types of English 
discourse and is active in many other unrelated target 
domains that rely on the same source domain. Therefore, 
direct frequency count comparisons of individual words will 
not necessarily yield useful information. Trigger lexemes 
need to be evaluated as a group. 

Grouping lexical triggers yields a new kind of quantitative 
measurement of conceptual salience. For individual lexical 
items, Ahmad (2005) has developed a simple ‘weirdness’ 
algorithm to measure genre, topic-specific key words, which 
appear disproportionately in a restricted corpus compared to 
a baseline. In Ahmad’s measure, the frequency of the lexical 
item in the specialized corpus is divided by the frequency of 
the item in a general corpus. Any item which occurs more 
frequently in the specialized corpus will measure at a 
weirdness score greater than 1.0. A measure greater than 1.0 
indicates a word is comparatively unique to the restricted 
corpus.    

 
weirdness(term) = Fspecial/Nspecial 

                    Fgeneral/Ngeneral 
 
This measure of ‘weirdness’, which I will term ‘keyness’, 
allows lexical items to be both ranked by their relative 
frequency and numerically compared to one another. If a 
metaphorical model is salient in topic specific discourse, we 
should expect all, or almost all, lexical triggers to exhibit a 
score greater than 1.0. 
 
Results 
The results differ for the two metaphors investigated in this 
paper. The source domain of a JOURNEY in the TRANSITION 
IS A JOURNEY metaphor exhibits a more diffuse lexical 
representation. Nevertheless, as shown in Table 1, almost all 
journey-evoking lexical items measured show a keyness 
score higher than 1.0, meaning their relative frequency is 
higher in the IAT than in COCA, and the words journey, 
path, forward, and step show comparatively high keyness 
scores. This result supports the proposition that certain 
aspects of the concept of a journey are being addressed 
more frequently when speakers discuss gender transition 
than in the language overall. And, it is clear from the 
qualitative evaluation of the data that the journeys discussed 
in the IAT corpus are indicative of metaphorical, not literal, 
travel.  
 

Table 1 –‘Keyness’ factor for journey-associated lexical 
items in the IAT compared to the baseline COCA 

    _______________________________________ 
Lexical Item IAT %          COCA%     Keyness 
Journey   .000437       .000033      13.24  
Path  .000159       .000058        2.74    
Forward  .000318       .000130        2.45 
Step(s)    .000503       .000208        2.42  
Direction   .000119        .000075        1.59 
Far      .000490       .000336        1.46 

Back    .001775       .001221        1.45 
Here     .001470       .001023        1.44 
Place    .000517       .000472        1.10 
Stage(s)      .000119       .000116        1.03 
Arrive(d)    .000093       .000093        1.00   
Road   .000146       .000170        0.86 

 
This type of frequency ranking comparison also suggests the 
strength by which an individual lexical item is tied to a 
source domain. We can hypothesize that the words journey 
and path, for example, are robust indicators of the 
metaphorical model since their relative frequencies are 
significantly higher in the IAT than in COCA, certainly 
more so than the words like place, stage, or road. 
    Demonstrating a more uniform pattern, the set of model-
referencing words used to evoke the DIVIDED-SELF metaphor 
are all more frequent in the IAT than in COCA.  
 
Table 2- ‘Keyness’ factor for divided-self-associated lexical 

items in the IAT compared to the baseline COCA 
    ______________________________________ 

Lexical Item  IAT %       COCA%   Keyness   
Self    .000781      .000037       21.11 
Coming out .000252      .000020       12.60 
Inner    .000265      .000032         8.28 
Hide   .000172      .000030         5.73 
Trapped  .000093      .000017         5.47 
True     .000675      .000194         3.48 
Body    .000834       .000255         3.27 
Hidden  .000093      .000040         2.33 
Inside   .000305      .000203         1.50 

 
Each trigger word in Table 2: body, self, true, coming out, 
inside, inner, hide, hidden, and trapped, appears more 
frequently in the IAT than in COCA and has a significant 
keyness score greater than 1.0. However, again there are 
disparities in how strong a trigger word is associated with 
the source domain. For example, self, coming out, inner, 
hide and trapped (all scoring >5) are much more frequently 
used in the IAT than in COCA; whereas, true, body, hidden 
and inside are more frequent in the IAT, but not by such a 
large margin.  

 
Defining Lexical Density in the Source Domain 
The fact that JOURNEY language overall exhibits a lower 
keyness average (2.57) while DIVIDED-SELF language 
averages to a higher score (7.09) suggests that the lexical 
items tied to the DIVIDED-SELF metaphor may function as a 
tighter constellation of lexemes. That is, the lexical set is 
comprised of specific expressions that pattern more closely 
and frequently together. To show this, the corpus can be 
searched for N-grams (e.g. Carter and McCarthy 2006: 832). 
For example, inner self functions as a formulaic expression. 
In the IAT, inner is the third most frequent collocate one 
words to the left (1L) of self, with a Mutual Information 
score of 7.58. (An MI score is a statistical measure of lexical 
attraction in the corpus and an MI greater than 3.0 is 
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interpreted as significant (Cheng 2012).) When the IAT 
corpus is probed for N-gram clusters wrong body is found 
10 times (MI=7.99), and there are four instances of trapped 
in a * body. 

Journey language, on the other hand, is more diffuse. The 
lexical set used to trigger the source domain is larger, co-
occurrence patterns are weaker, and the constellation of 
model-evoking terms is less directly tied to the metaphor 
itself. For example, of the other trigger words, only step(s) 
occurs as a collocate of the noun journey in the IAT (5L, 
5R). Clearly the words journey, path, step, etc. form part of 
the lexical set that evokes a JOURNEY frame, but they don’t 
appear next to one another in running discourse.  

Discussion 
Comparative frequency rankings through the calculation of 
‘keyness’ can be used as a measure of comparative 
conceptual salience as well. In some cases, multiple 
complex metaphorical models structure one particular target 
domain. When two models are in conceptual competition, so 
to speak, comparative frequency rankings can be used to 
establish conceptual dominance. However, in the case of 
gender transition, the difference between the average 
keyness score across the two models should not be taken as 
a sign that speakers evoke one model over the other. In fact, 
many examples from the IAT corpus exemplify how both 
models are active simultaneously in the same narrative. In 
(7), the speaker elaborates both the TRANSITION IS A 
JOURNEY metaphor and the DIVIDED-SELF understanding in 
her description of gender transition:  

 
(7) I became quiet and withdrew into myself. I could 

see a doorway and I was on one side of an open 
door, staring through into another room…The 
place I started was my male-centric life. The place 
I crossed into is my female-centric life. During this 
I saw myself turn and stare back through the door 
in which I just passed. I could see my old self 
standing there, unable to come with me. I looked 
down at my new self and there I was, the woman I 
am becoming... I know there will be parts that I, 
indeed, do miss, but nothing can compare with 
what lies ahead. After a pause, I stepped into my 
future. I guess, really though, when you’ve kept a 
secret as long as I have, when you’ve had to hide 
your inner self, even from yourself as long as I 
have when you’re finally able to live as the person 
you’ve always known yourself to be it’s hard to 
control your emotions... 

 
This dream sequence is representative of many other 
narratives of gender transition. The exterior self is modified 
over time to match the interior self –the identified gender. 
The process is a journey of multiple stages, usually slow 
and methodical, carried out over a time span of several 
years. One metaphorical model does not preclude the other, 

but rather the two metaphors work in tandem to structure 
speakers’ understanding of change.  

When it comes to the metaphorical analysis of other issue 
areas, it is not uncommon for analysts to speculate on the 
dominance of one model over another with no real 
quantitative analysis. An impressionistic assessment of 
metaphorical salience has its place in applied conceptual 
metaphor research. However, the availability of 
computational assessment vis-à-vis corpus analytics is 
becoming cheaper, easier, and more common in the 
evaluation of discourse in other applied areas of linguistic 
research (Cheng 2012). There is a case to be made that 
metaphor researchers should follow suit and infuse more 
precision into the dissection of conceptual models.  

The use of a ‘keyness’ measure allows the researcher to 
put numbers to observations. As executed using the data of 
gender transition, keyness can be calculated for individual 
metaphor triggers, and the average of the keyness score 
across each lexeme can be taken as a numerical indicator of 
a model’s overall lexical salience in the data. This method is 
not without limitations. For example, there is no way to 
restrict keyness calculations to only metaphorical senses of 
the lexical item without manually tagging both the restricted 
corpus and the baseline corpus. Tagging of this sort runs 
counter to the purpose of using the statistical measure to 
optimize the research process.  

It is still an open research question as to whether corpus 
frequency statistics translate into conceptual potency. This 
proposal rests on the assumption that the model most 
frequently evoked within a speech community is also the 
model most conceptually salient in the minds of the 
speakers. Clearly, moving forward, analysis drawn from the 
quantification of corpus data needs to be paired with 
psycholinguistic, experimental research in the lab.  It is only 
when patterns from both research strands align that 
metaphor analysts can be truly confident in the conceptual 
dominance of one model over another.   

Conclusion 
In this paper, I have used the case study of gender transition 
to demonstrate how corpus frequency statistics can be used 
to bolster claims of metaphorical salience. Corpus-driven, 
statistical data are making their way into the study of 
conceptual metaphor research (Stefanowitsch 2006). Often 
however, these analyses are based on metaphorical data that 
are easy to mine. That is, probing a corpus for metaphorical 
data in which both source and target domain language is 
paired and collocated is a straightforward process. But, this 
method is not possible for many metaphorical concepts due 
to the nature of how target domains are represented. When a 
target domain like gender transition is understood as a 
process, direct lexical searches won’t recover pertinent 
structural information about active source domains. The 
corpus data must be first qualitatively analyzed for 
metaphorical structure and then searched based on 
preliminary findings.  
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   In the case of gender transition, the constellation of 
source-domain lexical triggers occurs more frequently in the 
corpus of transition narratives than the same lexical items do 
in nonspecific English discourse. The methodology 
presented in this study includes a multistep process in which 
topic-specific corpus data is collected, manually scanned, 
and then statistically compared to non-specific, generic 
discourse. This relative frequency differential is assessed 
through a ‘keyness’ score, which is a numerical measure of 
how frequent, on average, metaphorical triggers occur in the 
restricted corpus compared to the baseline corpus. The 
application of this new methodology to other politically 
relevant issue areas will result in quantifiable observations 
of metaphorical salience, thus providing metaphor 
researchers additional strategies to validate impressionistic 
conclusions of model dominance.  
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Abstract 

Previous work has shown that adults in the United States 
selectively use fractions and decimals to model discrete and 
continuous entities, respectively. However, it is unclear whether 
this apparent semantic alignment between the format of rational 
numbers and quantitative ontology is specific to the American 
education system, the English language, or measuring 
conventions (primarily imperial measures). Here we test 
whether similar alignments hold for Korean college students 
who differ from American students in educational background, 
language, and measurement conventions. Across three 
experiments, we found that the alignments found in the United 
States were generally replicated in South Korea. Relative to 
Americans, Korean students showed an overall bias towards 
using continuous representations, perhaps related to their 
exclusive use of the metric measurement system and to 
differences in instructional practice identified in a textbook 
analysis. 

Keywords: Cross-national comparison, semantic alignment, 
continuous and discrete quantities, fractions, decimals 

Introduction 
People’s interpretation and use of arithmetic operations is 
guided by semantic alignment between mathematical and 
real-life situations. The entities in a problem situation evoke 
semantic relations (e.g., tulips and vases evoke the 
functionally asymmetric “contain” relation), which people 
align with analogous mathematical relations (e.g., the non-
commutative division operation, tulips/vases) (Bassok, 
Chase, & Martin, 1998; Guthormsen et al., in press). Rapp, 
Bassok, DeWolf and Holyoak (2015) found that a form of 
semantic alignment guides the use of different formats for 
rational numbers—fractions and decimals. Specifically, 
adults in the United States selectively use fractions and 
decimals to model discrete (i.e., countable) and continuous 
entities, respectively. DeWolf, Bassok and Holyoak (2015) 
also demonstrated that American college students prefer to 
use fractions to represent ratio relations between countable 

sets, and decimals to represent ratio relations between 
continuous quantities.  

The apparent semantic alignment between fractions and 
decimals with discrete and continuous quantities, 
respectively, potentially reflects a basic ontological 
distinction between quantity types (Bassok & Olseth, 1995). 
However, this alignment has so far been demonstrated only 
with American students. Given that the distinction between 
discrete and continuous entities has linguistic and cultural 
correlates (Geary, 1995), it is possible that non-English-
speaking students from a different culture would not align 
distinct mathematical symbols with distinct types of 
quantity.  

Here we report a cross-national investigation of whether 
alignments between rational numbers and discrete and 
continuous entities are found for students in South Korea. 
South Korea provides a particularly interesting comparison 
to the U.S. because the language is structurally different 
from English, and the culture and education system differ 
with respect to several factors that may impact students’ 
conceptions of rational numbers. First, in comparison to the 
U.S., South Korea has excelled in mathematics achievement 
in recent years. According to the 2012 PISA results (OECD, 
2012), South Korea ranked 5th in mathematics achievement 
(compared to the 36th-place standing of the U.S.). There is 
evidence that much of this superior achievement in Asian 
countries can be explained by educational techniques that 
emphasize achieving deeper conceptual understanding and 
mastery before moving on to more complex concepts (Perry, 
2000; Stigler, Fernandez & Yoshia, 1996; Bailey et al., 
2015). The number-naming system is more systematic in 
Korean than English. Also, base-10 units (metric units) are 
used exclusively in South Korea, whereas non-base-10 (e.g., 
imperial) units are widely used in the U.S., and are known 
to affect students’ interpretation and use of fractions and 
decimals (Rapp et al., 2015). 
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Experiment 1 
The purpose of Experiment 1 was to test whether adults in 

South Korea show the same pattern of alignment between 
rational numbers and continuous and countable entities, as 
found in the U.S. To this end, we asked Korean 
undergraduate students to generate word problems that 
contained either fractions or decimals, and examined the 
entities (continuous vs. countable) they described in their 
generated problems.  

Participants 
A total of 71 undergraduate students (male = 25; mean 

age = 21.39) from Yonsei University in South Korea 
participated in the study for course credit. A randomly-
selected half of these participants generated decimal word 
problems and the other half generated fraction word 
problems.  

Design, Materials, and Procedures 
The study was a between-subjects design with one factor: 

number type (fraction vs. decimal). Experimental materials 
were adapted from Experiment 1 of Rapp et al. (2015). 
Translations of the English versions were created by two 
Korean-English bilingual researchers, and then back-
translated into English to ensure accuracy (also in 
Experiments 2-3). Participants were given a single sheet of 
paper with three examples of simple word problems 
provided at the top. Three examples involved one countable 
entity (30 marbles), one continuous entity (5 kilometers), 
and one discretized mass entity (four 2-kilogram bags of 
sugar). The unit “kilogram” was used in place of “pound”. 
All of these examples were presented with whole numbers. 
Participants were then asked to generate two word problems 
with their own numbers. Depending on the condition, they 
were told that numbers in their problems had to be fractions 
(e.g., 1/4, 11/2, 5/2), or decimals (e.g., 0.25, 1.5, 2.5). 
Participants completed the study using paper and pencil. 
There was no time limit.  

Results 
There were a total of 142 problems constructed (70 

decimals, 72 fractions). The constructed problems were 
coded using the classification scheme developed by Rapp et 
al. (2015). Problems were classified as fraction or decimal 
based on the number type that appeared in the problem text. 
Problems were classified as continuous or countable (i.e., 
discrete) based on the entities that appeared in the 
constructed problems. Continuous problems involved 
entities that are referred to linguistically as “mass nouns” 
(e.g., those varying continuously in weight, volume, or 
length), whereas countable problems involved either 
discrete or explicitly discretized entities. Discrete entities 
were sets of individual objects that cannot be broken down 
into natural equal units (e.g., marbles, balloons, or grapes), 
and discretized units were continuous entities that were 
parsed into equal countable parts (e.g., an apple cut into  

 
 
Figure 1. Distribution of countable and continuous 
problems in decimal and fraction problems for students in 
South Korea (left panel) and the U.S. (right panel). The U.S. 
results are from Rapp et al. (2015, Ex. 1). 
 
equal slices, or a rectangle divided into equal squares). 

The left panel of Figure 1 shows the distribution of 
countable and continuous problems in the decimal and 
fraction problems. Overall, students generated more 
continuous problems with decimals than fractions. A chi-
square test confirmed that number type (decimal vs. fraction) 
and continuity (continuous vs. countable) were significantly 
associated, 𝜒2 (1) = 15.42, p < .001. For comparison, the 
right panel shows the results from U.S. undergraduates 
(Experiment 1 of Rapp et al., 2015). Overall, there was a 
consistent pattern of alignment across the two nations in that 
students tend to use decimals to represent continuous 
entities and fractions to represent discrete or countable 
entities. However, Korean students showed an overall bias 
towards using continuous rather than countable quantities. 
In fact, unlike American students, Korean students used 
continuous quantities more often than countable quantities 
when creating fraction word problems.  

Experiment 2 
Experiment 2 tested the alignment of number type with 

quantity by asking students to choose either a continuous or 
a discrete depiction of fractions and decimals, which were 
paired with continuous or discrete entities. 

Participants 
A total of 57 undergraduate students (male = 14; mean 

age = 21.12) from Yonsei University participated in the 
study for course credit.  

Design, Materials, and Procedures 
The study was a 2 (number type: fraction vs. decimal) X 2 

(entity type: continuous vs. countable) within-subjects 
design. There were two trials of each experimental condition, 
resulting in a total of eight trials per participant. 
Experimental materials were constructed by adapting the  
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Figure 2. Options provided to represent continuous (circle) 
and discrete (dots) representations in Experiment 2. In the 
experimental material, the representations were labeled as 
Type 1 and Type 2, respectively, and presented vertically as 
shown. 
 
materials used in Experiment 2 of Rapp et al. (2015). 
Because imperial units (pound, mile) are seldom used in 
Korea, these were replaced with metric units (liter, degree in 
Celsius). 

Each participant saw eight different expressions, each 
including either a fraction or a decimal and either a 
countable (pen, sandwich, book, banana) or continuous 
(kilometer, liter, degree in Celsius, kilogram) entity type. 
Four fractions were used (3/4, 5/8, 4/9, 2/7), and their 
magnitude-equivalent decimals (.75, .63, .44, .29). For 
example, a participant might see “3/4 kilometer” or “.75 
sandwich.” Assignments of entity type and number type 
were counterbalanced so that half of the participants 
received a fraction with a particular entity (e.g., 3/4 
sandwich) and half received the equivalent decimal with 
that same entity (e.g., .75 sandwich). Thus, each participant 
saw eight of the 16 possible pairings of number and entity 
type.  

The dependent variable was whether participants selected 
a continuous circle representation or a discrete dots 
representation for the number type-entity type expressions 
(see Figure 2). Critically, the representation options were 
the same for all of the statements. Both of the 
representations depicted the value of 1/2 (.50), which was 
not used in any of the fractions or decimals given in the 
statements. The choice of representation type thus could 
only be guided by its abstract form (continuous or discrete), 
rather than by matches of specific values. Participants were 
given eight expressions that paired number type and entity 
type. For each expression participants were instructed to 
choose which type of diagram (circle or dots) they would 
prefer to use to represent it.  

Results 
The left panel of Figure 3 shows the percentage of total 

times the continuous representation (circle) versus discrete 
representation (dots) was chosen for a given combination of 
entity type and number type. Collapsing across entity type, 
for decimal expressions participants selected the continuous 
representation (circle) 64% of the time, whereas for fraction 

 
 
Figure 3. Percentage response selection by number type for 
trials with continuous entities and countable entities in 
Experiment 2 between South Korea (left panel) and the U.S. 
(right panel). The U.S. results are from Rapp et al. (2015, 
Ex. 2, metric units only). 
 
expressions participants chose the continuous representation 
(circle) 46% of the time.  

A 2 x 2 within-subjects ANOVA was performed on data 
coded as the proportion of trials on which the continuous 
representation (circle) was selected. For simplicity, we 
report the preference for continuous only. There was a 
significant main effect of number type, F(1, 56) = 8.84, p 
= .004, indicating that the continuous representation was 
selected more frequently for decimals than for fractions. 
There was no main effect of entity type (F < 1), nor any 
reliable interaction effect between number and entity type, 
F(1, 56) = 1.55,  p = .219. 

For comparison, the right panel of Figure 3 shows the 
comparable data from American students (based solely on 
items using metric units, to maximize compatibility with the 
items used in Korea.) As in Experiment 1, Korean students 
showed the same basic pattern of alignments as had been 
found for American students. However, Korean students 
chose continuous versus countable representations equally 
often when representing fractions, whereas the U.S. students 
chose countable representation more often than continuous 
representation. Korean students thus showed an overall 
preference for continuous representations. 

Experiment 3 
Experiment 2 showed that participants’ preferences for 

representation types varied depending on the type of rational 
number used. In Experiment 3 we tested for alignment in the 
opposite direction. College students were asked to choose 
either a fraction or decimal for different types of displays 
that depicted ratio relations. Experimental materials were 
adapted from Experiment 1 of DeWolf et al. (2015). 

0

20

40

60

80

100

D
ec

im
al

Fr
ac

tio
n

D
ec

im
al

Fr
ac

tio
n

D
ec

im
al

Fr
ac

tio
n

D
ec

im
al

Fr
ac

tio
n

Continuous Countable Continuous Countable

Korea U.S.

Pe
rc

en
t o

f R
es

po
ns

e 
Se

le
ct

io
n 

Continuous (Circle) Discrete (Dots)

  

        

1263



Participants 
A total of 60 undergraduate students (male = 18; mean 

age = 21.08) from Yonsei University participated in the 
study for course credit. Participants were randomly assigned 
in equal numbers to two between-subjects conditions (part-
to-part vs. part-to-whole ratio; see below). 

Design, Materials, and Procedures 
The study was a 2 (relation type: part-to-part vs. part-to-

whole ratios) X 3 (display type: continuous, discretized, 
discrete) design, where relation type was a between-subjects 
factor, and display type was a within-subjects factor. A part-
to-part ratio (PPR) is the relation between the size of the two 
subsets of a whole, whereas a part-to-whole ratio (PWR) is 
the relation between the size of one subset and the whole. 

Figure 4 depicts examples of the three display types. The 
discrete items were displays of circles, squares, stars, 
crosses, trapezoids, and cloud-like shapes. The continuous 
items were displays of rectangles that could differ in width, 
height and orientation (vertical or horizontal). The 
discretized items were identical to the continuous displays 
except that the rectangles were divided into equal-sized 
units by dark lines. For the stimuli used in test trials, red and 
green were used to demarcate the two different subsets. The 
displays varied which color represented the larger subset 
versus the smaller subset. 

Participants were given instructions for either the part-to-
part ratio (PPR) or part-to-whole ratios (PWR) condition.  
They were given a Korean translation of the following 
instructions for the PPR condition: “In this experiment, you 
will see displays that show various part to part relations.  In 
the display below [display with 1 orange circle and 2 blue 
crosses] this would be the number of orange circles relative 
to the number of blue crosses. Such relations can be 
represented with fractions (e.g., 3/4) or with decimals 
(e.g., .75). For each display your task is to choose which 
notation is a better representation of the depicted relation—a 
fraction or a decimal.  Note that the specific values (i.e., 3/4 
and .75) are just examples and do not match the values in 
the displays.”  For the PWR condition, the instructions were 
identical except for the description of the relations. In this 
condition the part-to-whole relation was defined using the 
example of the number of orange circles relative to the total 
number of blue crosses and orange circles. The relation type 
(PPR vs. PWR) was manipulated between subjects; thus 
participants in the PPR condition were only told about PPRs 
and participants in the PWR condition were only told about 
PWRs. Participants were shown examples of the continuous 
and discretized displays, in addition to the discrete display, 
and were told that displays could appear in any of those 
formats.  

The task was simply to decide whether the relationship 
should be represented with a fraction (3/4) or a decimal 
(.75). In order to assess this preference on a conceptual level, 
the specific fraction and decimal shown to participants (3/4 
and .75) were held constant across all trials, and never 
matched the number of items in the pictures. Thus, no  

Figure 4. Examples of continuous, discretized and discrete 
displays used in Experiment 3. 

 
mathematical task needed to be performed. There was 
therefore no requirement for accuracy, nor was any speed 
pressure imposed. Since the quantity shown in a display 
never matched the particular fraction and decimal values 
provided as response options, there was no real need to even 
determine the specific value represented in a display. The 
paradigm of Experiment 3 was thus intended to investigate 
participants’ conceptual representations for fractions and 
decimals, in a situation in which mathematical procedures 
were not required. 

Stimuli were displayed on a computer screen and 
participant responses were recorded. Participants were given 
the instructions described above for either the PPR 
condition or the PWR condition. Participants were told to 
select the z key for decimals and the m key for fractions.  
Participants completed 60 test trials (20 for each display 
type). A fixation cross was displayed for 600 ms between 
each trial. Display types were shown in a different random 
order for every participant. All participants were tested in a 
laboratory.  

Results 
Because participants were forced to choose either a 

fraction or a decimal for each trial, the preference for each is 
complementary.  For simplicity, we report the preference for 
fractions. The proportion of trials in which participants 
selected the fraction notation was computed for each display 
type for each participant.  The left panel of Figure 5 shows 
the proportion of trials that participants chose either 
fractions or decimals for each display. A 2 (relation type: 
PPR vs. PWR) X 3 (display type: discrete, discretized, 
continuous) ANOVA was performed to assess differences in 
notation preference. There was a significant main effect of 
display type, F(2, 116) = 30.88, p < .001. Planned 
comparisons showed that preference for fractions was 
significantly greater for discretized displays than discrete 
displays, t(59) = 2.23, p = .029, which in turn was greater 
than continuous displays, t(59) = 4.94, p < .001. There was 
no interaction between relation type and display type, F(2, 
116) = 1.17, p = .314, and no main effect of relation type, F 
< 1. 

Continuous 
 
 
 
Discretized 
 
 
 
Discrete 
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Figure 5. Percentage response selection for each display 
type in which either a fraction or decimal were chosen in 
Experiment 3 between South Korea (left panel) and the U.S. 
(right panel). The U.S. results are from DeWolf et al. (2015, 
Ex. 1). 

 
These results reveal that Korean students preferred to 

represent both PPR and PWR ratio relationships with 
fractions when a display showed a partition of countable 
entities, but with decimals when the display showed a 
partition of continuous mass quantities. Participants picked 
the number format that provided the best conceptual match 
to either continuous or discrete displays. 

No mathematical task needed to be performed, and the 
specific quantities depicted in the displays did not match the 
numerical values of the fractions and decimals provided as 
choice options; hence our findings demonstrate that the 
preferential association of display types (discrete or 
continuous) and rational number formats (fractions or 
decimals) has a conceptual basis for Korean as well as 
American students (DeWolf et al., 2015). This result closely 
aligns with the results of Experiments 1-2, in that college-
educated adults show a preference for using continuous 
displays to represent decimals and countable displays to 
represent fractions. The patterns of results were consistent 
between Korea and the U.S. Experiment 3 thus provides 
strong support for the hypothesis that the natural alignment 
of different symbolic notations with different quantity types 
has a conceptual basis.   

Discussion 
The results across the three experiments conducted in 

Korea revealed a pattern very similar to that obtained using 
adults in the United States.  Although direct statistical 
comparisons between the two countries are not possible 
because the experiments were done separately, the patterns 
of results across the two parallel sets of studies are in broad 
qualitative agreement. Decimals were typically used to 
represent continuous entities, whereas fractions were more 
likely to represent discrete than continuous entities. 

Continuity versus discreteness is a basic ontological 
distinction that affects children’s understanding of integers 
through counting of discrete entities, and (later on) through 
measurement of continuous entities that have been parsed 
into discrete units (e.g., Gelman, 1993; Gelman, 2006; Mix, 
Huttenlocher & Levine, 2002a, 2002b; Nunes, Light & 
Mason, 1993; Rips, Bloomfield & Asmuth, 2008). The 
distinction between continuity and discreteness is preserved 
throughout the mathematical curriculum. As in the initial 
cases of counting and measurement, discrete concepts are 
always taught before their continuous counterparts (e.g., 
first arithmetic progressions, then linear functions).  

The two symbolic notations of rational numbers, together 
with their respective alignments to discrete and continuous 
entities, are differentially suited for different reasoning tasks. 
DeWolf et al. (2015) found that fractions allow people to 
better represent bipartite relations between discrete sets than 
do decimals. This difference arises because fractions 
maintain the mapping of distinct countable sets onto the 
numerator and the denominator, whereas decimals obscure 
this mapping. At the same time, decimals afford direct 
mapping onto a mental number line, and therefore allow for 
easier magnitude assessment than do fractions (DeWolf et 
al., 2014; Iuculano & Butterworth, 2011).  

Although the overall patterns of results in our experiments 
were consistent between the U.S. and South Korea, Korean 
students showed a general bias towards using continuous 
entities and representations in Experiments 1-2. One 
possible explanation is use of the metric measurement 
system in Korea. In a preliminary textbook analysis, we 
found a pattern qualitatively similar to that observed in 
Experiment 1. Unlike the U.S. (Rapp et al., 2015), Korean 
textbooks used continuous entities more often than discrete 
entities for both fractions and decimals (although the 
preference for continuous entities is reduced for fractions 
relative to decimals).  The performance of college students 
in Experiment 1, and the correspondence between their 
performance and textbook examples, may reflect the early 
exposure of Korean students to this alignment in the 
textbook examples.  

Despite this secondary difference between the patterns 
observed in the U.S. and Korea, the present study provides 
strong evidence that a natural alignment holds between 
entity type and rational numbers. This alignment cannot be 
attributed to the specifics of education, language, and 
measurement units, which differ greatly between the United 
States and South Korea. Given that we know students are 
particularly prone to misconceptions with rational numbers 
(Siegler et al., 2013; Ni & Zhou, 2005; Staflyidou & 
Vosniadou, 2004; Stigler, Givvin & Thompson, 2010), 
making use of this natural alignment may help students to 
use their knowledge of entities in the real world to bootstrap 
their knowledge of rational numbers.  Interestingly, despite 
the prevalence of this alignment in textbooks across many 
grade levels, textbooks never actually address it explicitly.  
The alignment seems to be implicit, and is not explicitly 
taught even for adults. Teaching with this alignment in mind, 
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and even explicitly using it, may provide a useful stepping-
stone for children learning rational numbers. In addition, 
having students engage in tasks in which they need to 
actively parse a continuous representation, or conversely, 
sum over a discrete representation to align it with a decimal 
value, may provide a useful tool for bolstering 
understanding of the relation between the representations of 
entities and the rational numbers themselves. 

More generally, the present study illustrates the 
importance of cross-national and cross-cultural research in 
the field of higher cognition (cf. Richland, Zur & Holyoak, 
2007). It is critical to distinguish between phenomena that 
are specific to particular educational practices in specific 
contexts from those that reflect the fundamental 
representational capacities of the human mind. The 
methodological approach of identifying those aspects of 
cognitive performance that are the same or different across 
populations varying in culture, language, and educational 
practices is especially informative in answering these types 
of basic questions.  
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Abstract

We consider the role that memory and knowledge play in the
accuracy of people’s generation of top-10 lists. We report data
from an experiment in which people answered questions like
“list the top 10 most watched TV shows in the US”, with and
without the help of a memory aid that provided the true top
50 items. Our analyses examine the changes in accuracy re-
sulting from the availability of the memory aid, the patterns
with which people modify their lists when the aid is provided,
and the stability of individual differences in the memory and
decision-making processes involved. We find clear evidence
that, for those involving large number of potentially relevant
items, memory retrieval plays a central role in determining the
accuracy of the list. We discuss implications of these findings
for the development of models for aggregating rank orders pro-
duced by people when not given the relevant items.
Keywords: top-10 lists; serial recall; memory for order; ag-
gregating rankings

Introduction
Top-10 lists like “the top 10 most watched TV shows in the
US” are ubiquitous in popular culture, and people often try
to generate them on the fly. People’s ability to produce these
lists depends on both their knowledge and their ability to re-
call all of the items that might be included in the list. Inac-
curacies in the list produced could be due either to a lack of
knowledge about the underlying ordering, or failures to ac-
cess and retrieve the relevant items despite having accurate
knowledge. For example, failing to include “Sunday Night
Football” in the most watched TV shows might stem from not
knowing it has a large audience, or might stem from focusing
on drama and other TV show genres, and forgetting to think
about sport shows when generating the list. A basic research
question for cognitive science is to what degree the errors are
caused by deficiencies of knowledge, failures of memory, or
some combination of the two.

Items in top-10 lists can be ranked according to many dif-
ferent criteria, such as size, value, quantity, and time, but re-
search on human memory for order information has focused
on temporal order. A standard paradigm is serial recall, where
lists of (typically) random word or letter sequences are pre-
sented with the instruction to recall the items in the correct
order. Standard findings include primacy and recency effects,
where memory accuracy declines as a function of position
in the list except for the last few items, and locality, where
an item that is placed in an incorrect position is neverthe-
less placed nearby the original position (Estes, 1997; Farrell,
2013; Nairne, 1992). In serial reconstruction tasks (Kelley,
Neath, & Surprenant, 2013) real-world knowledge of tem-
poral ordering has been tested, such as memory for events

related to September 11 (Altmann, 2003), autobiographical
events (Burt, Kemp, & Conway, 2008), and the chronolog-
ical order of the US presidents (Healy, Havas, & Parker,
2000; Roediger & Crowder, 1976). In addition, items can
be ordered along dimensions other than time (Neath & Saint-
Aubin, 2011; Lee, Steyvers, & Miller, 2014).

One important dimension of variation among serial recall
tasks is the nature of the response .In some serial reconstruc-
tion tasks (e.g., Neath & Saint-Aubin, 2011), the subject has
to recall the items themselves, in addition to placing the items
in the correct order. Other serial reconstruction tasks (e.g.,
Roediger & Crowder, 1976) present the set of the to be or-
dered items as a memory aid to the subjec,t whose only task
is to sort the items into the correct order. Clearly, the for-
mer task is more challenging because errors can arise in the
process of retrieving the items as well as the ordering of the
retrieved items.

This paper investigates the performance of creating top-10
lists under conditions that involve both the presence and ab-
sence of a memory aid (i.e., giving the set of to-be-ordered
items). By contrasting the performance under these condi-
tions, we assess the degree to which item access and retrieval
errors contribute to performance. We also investigate the ef-
fect of the total number of relevant items on ordering perfor-
mance. For some top-10 lists, there might be a few hundred
potentially relevant items to choose from whereas other top-
10 lists might involve thousands of relevant items. It seems
reasonable to expect that, under large set size conditions, hav-
ing the memory aid will benefit ordering performance be-
cause it is more likely that some items will fail be retrieved
from memory and considered for inclusion in the top-10 list.

Experiment
Participants A total of 20 participants completed the con-
trol condition, and 20 different participants completed the
experimental condition. All participants were recruited via
Amazon Mechanical Turk, restricted to US IP addresses, and
paid US$1.

Stimuli We prepared lists on 10 different topics, dealing
with the popularity of TV shows and movies, the commercial
success of people and companies, the populations of cities
and countries, and the success of sporting teams. For each of
these topics, we collected the top 50 items. Table 1 shows the
top 10 items in each of the 10 topics.

Procedure The experiment was administered via Amazon
Mechanical Turk, and programmed as a Qualtrix survey.
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Table 1: The 10 list topics, and the top 10 items in each list.

US TV show audience US brand value US athlete income US movie gross NCAA basketball wins
Sunday Night Football Apple Floyd Mayweather Hunger Games Kentucky
Big Bang Theory Microsoft Lebron James Iron Man 3 Kansas
The Voice Coca-Cola Drew Brees Frozen North Carolina
Modern Family IBM Kobe Bryant Despicable Me 2 Duke
American Idol Google Tiger Woods Man of Steel Syracuse
The Following McDonald’s Phil Mickelson Monsters’ University Temple
Two-and-a-half Men GE Derrick Rose Gravity St. John’s
Grey’s Anatomy Intel Peyton Manning The Hobbit UCLA
NCIS Samsung Alex Rodriguez Fast and Furious Notre Dame
Football Night in America Louis Vitton Zach Greinke Oz the great and powerful Indiana
Country population US food chain sales US city population EU city population Auto brand sales
China McDonald’s New York London Toyota
India Subway Los Angeles Berlin Volkswagen
United States Starbucks Chicago Madrid Ford
Indonesia Burger King Houston Rome Chevrolet
Brazil Wendy’s Philadelphia Paris Nissan
Pakistan Taco Bell Phoenix Bucharest Hyundai
Nigeria Dunkin’ Donuts San Antonio Vienna Honda
Bangladesh Pizza Hut San Diego Hamburg Kia
Russia KFC Dallas Budapest Renault
Japan Applebee’s San Jose Warsaw Fiat

There were two between-subject experimental conditions.
In the control condition, participants were shown a mem-

ory aid consisting of the true top 50 items for the topic, or-
dered alphabetically, and asked to generate a top-10 list. Each
topic question was explained in detail, along with instructions
that emphasized there was no time limit, but not reference
materials could be used. We call this the “control” list.

In the experimental condition, participants were first asked
to generate a top-10 list without the aid of the true top 50
items. We call this the “before” list. After completing their
list, participants were then shown the memory aid of the top
50 items. They were then asked to generate a revised top
10 list, and were able to see both their original list and the
memory aid while completing this second attempt. We call
this the “after” list.

Participants’ answers for the control list, and the before and
after lists in the experimental condition, were all completed in
a set of 10 free-form text boxes in the experimental interface.
Every response was post-processed to map to a standardized
name for each unique item in each topic, so that, for example
“LA”, “LosAngles”, “los angeleses”, and ‘los angelas‘” all
mapped to “Los Angeles”.

Analysis
Topic Differences
Even though the topics in the experiment each had a memory
aid listing the true top 50 set of items, the topics differ in the

total number of items that are relevant and may be consid-
ered during recall. To assess the topic diversity or richness,
we used a type-to-token ratio (TTR) analysis, which is used
in lexical analysis to estimate the vocabulary knowledge of
learners (Malvern & Richards, 2012). We calculated the TTR
on the basis of the responses, across participants, in the ex-
perimental condition, by dividing the total number of types
produced for each topic (i.e. unique items) by the number
of tokens (i.e. total number of items). The TV topic led to
the highest TTR (0.415) while the Auto topic led to the low-
est TTR (0.140), reflecting the intuition that there are many
more types of TV shows than car brands. In all of our analy-
ses, we present the results for topics ordered from highest to
lowest TTR.

Group Comparisons
Our analyses rely on measuring the difference between vari-
ous lists, such as between a participant’s top-10 list and the
true top 10, or between the lists a participants produced be-
fore or after being provided with the memory aid. We use
the partial tau measure, which counts the number of pair-
wise swaps required to change one list into another, is gen-
eral enough to deal with the possibility that the sets of items
in each list are not identical, and has a well-studied theoreti-
cal basis as a metric (Fagin, Kumar, Mahdian, Sivakumar, &
Vee, 2006). Intuitively, partial tau is a difference that starts
at zero when two lists are the same, and increases with every
swap—of two items in a list, or removing an item, or adding
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Figure 1: Partial tau measures of list accuracy for every participant in every experimental condition. Topic questions are shown
from left to right, ordered by decreasing type-to-token ratios. Performance in the control condition is shown by the black circles,
with each circle representing one participant. Performance in the experimental condition is shown by white dots, connected for
the same participant, with performance before and after the memory aid shown from left to right.

a new item—that is needed to convert one list to the other.
Figure 1 shows the partial tau measure for every list com-

pleted in both of the experimental conditions.1 The topics are
ordered from left to right in terms of decreasing type-to-token
ratio. For each topic, the partial tau for the lists in the control
condition are shown by black circles. The partial taus for the
same participant in the experimental condition are shown as
white circles, joined by a line, moving from their before list
to their after list from left to right.

To measure the size of change in accuracy between sets
of lists, we measured the effect size of the change in partial
tau (Cohen, 1992). To test for the sameness or difference
of accuracy, we estimated Bayes factors (Kass & Raftery,
1995) using the methods developed by Rouder, Speckman,
Sun, Morey, and Iverson (2009).2 Bayes factors have the ad-
vantage of being expressed as easily interpreted likelihood
ratios, and of being able to express evidence in favor of the
null hypothesis of sameness. Table 2 lists the effect sizes and
Bayes factors for every topic question comparing the three
possible pairings of list-generating experimental conditions.

1Except for two outliers removed from the experimental condi-
tion. These corresponded to a single participant in the movies topic,
and a single participant in the countries topic, who provided mean-
ingless responses in their original lists.

2We used the http://pcl.missouri.edu/bayesfactor two-
sample test applet to compare control lists to experimental lists, and
the one-sample applet to compare the before and after lists. The
Bayes factors we report use the JZS Cauchy prior option with the
default effect size scale provided.

The three list comparisons presented graphically in Figure 1
and statistically in Table 2 allow inferences about the roles of
memory and knowledge in the accuracy of the generated lists.

Before vs After One way to assess the role of the mem-
ory aid is to compare the accuracy of the before and after
lists in the experimental condition. The natural interpretation
is that the list produced after being shown the memory aid
is inaccurate because of deficiencies in knowledge, whereas
the list produced before the aid is inaccurate because of both
gaps in knowledge and failures in memory. This implies the
change in partial tau from the before to after lists is a mea-
sure of the benefits of not having to rely on memory. The
effect sizes and Bayes factors in Table 2 show that, for the
last five topics, with lower TTR values, there is little evi-
dence of a large improvement. This suggests that participants
were able to retrieve the cities, countries, cars, and fast food
items that needed to be assessed. For the first five topics,
however, with relatively high TTR values, there is a large im-
provement in the accuracy of lists generated with the mem-
ory aid. This suggests the memory aid was useful, providing
lists of movies, shows, brands, people, and teams about which
participants were knowledgeable, but which were not easily
retrieved from memory.

Control vs Before A second way to assess the role of mem-
ory is to compare the accuracy of the control lists to the before
lists. The control lists benefit from the memory aid, whereas
the before lists do not, and both are the first attempt a partici-
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Table 2: Effect sizes and Bayes factors comparing the partial tau in the before vs after, before vs control, and after vs control
lists for each topic question. A Bayes factor in favor of the alternative hypothesis of different distributions is listed as B10. A
Bayes factor in favor of the null hypothesis of the same distribution is listed as B01.

After vs Before Before vs Control After vs Control
Topic Effect Size Bayes Factor Effect Size Bayes Factor Effect Size Bayes Factor

US TV show audience δb−a = 2.3 B10 > 100 δb−c = 2.7 B10 > 100 δa−c =−0.6 B10 = 1.1
US brand value δb−a = 1.3 B10 > 100 δb−c = 1.3 B10 = 91 δa−c = 0.2 B01 = 2.8

US athlete income δb−a = 2.0 B10 > 100 δb−c = 2.1 B10 > 100 δa−c =−0.2 B01 = 2.4
US movie gross δb−a = 1.5 B10 = 48 δb−c = 1.5 B10 > 100 δa−c =−0.2 B01 = 3.0

NCAA basketball wins δb−a = 1.3 B10 > 100 δb−c = 1.0 B10 = 9.5 δa−c = 0.5 B01 = 1.4
Country population δb−a = 0.6 B10 = 1.5 δb−c = 0.0 B01 = 3.2 δa−c = 0.7 B10 = 2.1
US food chain sales δb−a = 0.5 B10 = 2.4 δb−c =−0.3 B01 = 2.0 δa−c = 0.9 B10 = 8.0
US city population δb−a = 0.3 B01 = 1.7 δb−c = 0.0 B01 = 3.2 δa−c = 0.5 B01 = 1.1
EU city population δb−a = 0.7 B10 = 9.3 δb−c = 0.2 B01 = 2.7 δa−c = 0.7 B10 = 3.3

Auto brand sales δb−a = 0.0 B01 = 4.2 δb−c =−0.2 B01 = 2.7 δa−c = 0.2 B01 = 2.6

pant makes. The effect sizes and Bayes factors again show a
division between the first five and second five topics. There
is strong evidence that the control lists are different from, and
more accurate than, the before lists, for these topics (although
the Bayes factor of 9.5 for the NCAA topic is probably better
regarded as “evidence” than “strong evidence”). The effect
sizes for the second five topics are very small, and the Bayes
factors favor the hypothesis of the same group accuracy. Once
again, these results suggest the memory aid was helpful for
the first five topics, but not for the second five. In this way,
the comparison of control vs before lists supports the findings
of the before vs after list comparison, from a complementary
perspective that is between- rather than within-participants,
and controlling for the number of attempts a participant has
made to generate the list.

After vs Control The third comparison relates the control
list to the after list. In both cases, the memory aid is avail-
able, and so this comparison considers the possible benefit of
making multiple attempts to generate a list. Table 2 shows
that the effect sizes are generally small, and the Bayes fac-
tors generally provide no strong evidence for either sameness
or difference. Only for the food chain topic is there some
evidence the lists generated in the after condition are more
accurate than those generated in the control condition. A
reasonable overall conclusion is that, once the memory aid
is presented, participants produce similarly accurate lists, re-
gardless of whether they made an initial attempt without the
memory aid.

Individual Changes

Figure 2 presents an analysis of individual differences in per-
formance for participants in the experimental condition, made
possible by the within-subject design. The left-hand panel
relates to the first five topic questions with larger TTR val-
ues, and the right-hand panel relates to the five question with
smaller TTR values. The white circles show the average ini-

tial partial tau of each participant before the memory aid, and
the average change in their partial tau for the list generated
after the memory aid, for those topics. The same measures
of performance on the five individual topics making up the
average are connected to the circle by lines. In this way, Fig-
ure 2 shows the relationship between initial performance and
the improvement in performance across participants, for the
two qualitatively different types of list topics.

It is clear there is a strong positive correlation between
initial performance and improvement, with participants who
generally were inaccurate with lists before the memory aid
improving the most. This relationship is especially strong for
the first five topics, where the memory aid is most helpful,
but is evident in both topic sets. It is also clear that every par-
ticipant improved on average, since improvement is always a
positive difference in the partial tau measure. There are only
a few individual topic and participant combinations in which
lists became less accurate after the presentation of the mem-
ory aid, as is also clear from Figure 1. It is the case, however,
that for the second five topics, a number of participants do
not improve on average when the memory aid is presented.
This suggests that they have already remembered the relevant
items, and their inaccuracies are caused by imperfect knowl-
edge. Finally, Figure 2 permits some suggestive conclusions
about the stability of individual differences across the top-
ics. There is some evidence that the individual questions are
near the averages—showing larger inter- than intra-individual
differences—suggestion that there are consistent individual
differences.

Item Accuracy and Change
Figure 3 presents an analysis of how items are changed in the
experimental condition, as participants generate a revised list
after they have been provided with the memory aid. The item
positions 1–10 in both the before and after lists are shown by
nodes. The overall pattern of change in items is shown in the
main panel on the left, with the thickness of each line indicat-
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Figure 2: Individual differences in initial performance and improvement for participants in the experimental condition, consid-
ered separately for the first five topic questions (left-hand panel) and the second five topic questions (right-hand panel). The
large white circles show the average performance of each participant initially (in the before condition), and their improvement
after the memory aid (the change in their performance from the before to after condition). Performance on the individual topic
questions that comprise these averages are shown by connecting lines.

ing to the number of times an item in a position in the before
list was kept in the same position, moved to a different posi-
tion in the list, or removed from the list, as denoted by the “-”
node. Also shown are the frequency with which items added
to the after list, coming from the “+” node.3 One clear pattern
from is that items are rarely changed to other positions in the
list. They are either kept at their original position, or removed
from the list entirely. The main panel in Figure 3 shows very
few swaps to other positions. As might be expected, items
that were originally in lower positions in the list are more of-
ten removed, and items that are introduced to the list after the
memory aid are more often placed in lower positions.

The sub-panels in Figure 3 show that there are clear differ-
ences in how items are changed in the first five topics where
the memory aid plays a major role, when compared to the
second five, where the memory aid is less important. The
differences are intuitive, with many more items added and re-
moved in the first five topic lists, and both these insertions and
deletions sometimes taking place high on the lists. The lists
for the second five topics, in contrast, involve fewer changes,
and especially fewer additions and removals of items.

Discussion
Our motivating question was how memory for items and
knowledge of their properties interact in producing top-10
lists. The experimental design we used involves conditions
that do not require retrieval of the items to be ordered, be-
cause a memory aid is presented listing the relevant items.
It also involves a condition in which no memory aid is pre-
sented, and people must generate a set of items and order

3In the main panel, only change transitions that occurred at least
5 times are shown. This threshold is lowered to 3 for the sub-panels.

them. Constrasting performance across these sorts of condi-
tions allows the relative contribution of memory retrieval and
memory for the properties of items in determining the overall
accuracy of top-10 lists to be assessed. We found that failures
to generate or retrieve relevant sets of items does play a sig-
nificant role for some topic domains, characterized by having
high type-to-token ratios. These are essentially topic domains
where people include many different items in their lists.

An interesting challenge for models of serial reconstruc-
tions, such as SIMPLE (Brown, Neath, & Chater, 2007; Kel-
ley et al., 2013; Lee & Pooley, 2013), is to account for the
differences in accuracy across domains with different type-to-
token ratios. Whlle SIMPLE naturally accommodates mem-
ory for order with respect to different criteria, additional the-
orizing and model development is needed to model the mem-
ory retrieval processes that generate the items to be ordered.

More broadly on the modeling front, our empirical results
have implications for aggregation models that combine rank-
ings across subjects. In previous research (Lee et al., 2014),
we demonstrated that a cognitive probabilistic model per-
formed well in producing aggregate rankings that were of-
ten close to the ground truth and performed better than most
of the individuals. The ranking data used for the cognitive
model consisted of a full ranking of all the relevant items.
An important goal for future work is to extend the cognitive
model to aggregate top-10 lists. While there are standard al-
gorithmic approaches to aggregating top-n lists (e.g., Mar-
den, 1995), these methods typically ignore human memory
retrieval errors or deficiencies in producing the list. There-
fore, if a subject did not place a particular item in the top-10,
the assumption is that item would have to have a rank higher
than 10, which might unnecessarily shift the item in the group
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Figure 3: The pattern of changes in items in the list generated before and after the memory aid in the experimental condition,
including removed and added items. The overall pattern is shown in the main panel on the left, while the sub-panels on the
right show the patterns for each individual list.

average. In a cognitive modeling approach, however, the pos-
sibility of memory errors can be considered especially when
other subjects consistently place that item in their top 10. We
expect that our empirical results–which make clear the impor-
tant role of memory in the sorts of lists people produce—will
place important constraints on the design of such aggregation
models.
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Abstract 
The Monty Hall Dilemma (MHD) is a classic brain teaser that 
even mathematicians appear to consistently answer 
incorrectly, and when the correct solution is presented people 
remain unconvinced. We examined how convincing were 
three solution types: a simple statement of the solution, a 
guided diagram solution, or simulated trials. Participants were 
given the MHD, followed by one of the three types of 
solutions, then we measured their level of conviction and 
their numeracy, Cognitive Reflection (CR), Need for 
Cognition (NFC), and Openness. Overall, both guided 
diagrams and simulated trials led to higher conviction 
compared to a simple solution statement. Higher numeracy 
and higher CR were associated with lower conviction after 
the simple solution; furthermore higher numeracy tended to 
help more in the simulation condition, whereas higher CR 
helped more in the guided condition. Therefore the 
persuasiveness of a solution depended both on its nature and 
characteristics of individual reasoners. 

Keywords: Reasoning, Monty Hall Dilemma, individual 
differences, cognitive reflection, belief revision 

Introduction 
The Monty Hall Dilemma (MHD) is a probability puzzle 
that involves the reasoner choosing one of three identical 
doors. One door conceals a prize while the other two doors 
conceal worthless items. After an initial choice is made, the 
host, who is aware of where the prize is located, must open 
a non-chosen door to reveal a worthless item. The 
participant then has to choose whether to stay with the 
initial choice or switch to the remaining unopened door. The 
MHD is named after the host of a television game show 
Let’s Make a Deal, Monty Hall, but despite seeming simple 
its counterintuitive answer has baffled both the general 
public and expert mathematicians (Friedman, 1998; 
Granberg & Brown, 1995; Burns & Wieth, 2004). The 
correct analysis is that switching doors yields twice the 
chance of winning that staying with the original door does. 
However, the most common response is that switching or 
staying does not matter because the probability for winning 
the prize in either case would be equal, so people stay with 
their original choice.  

The MHD was brought to the public's attention when 
Marilyn vos Savant described the problem and its correct 
solution to readers of a newspaper column (vos Savant, 
1997). Over 90% of readers’ mail argued against the 
counterintuitive solution, a large number of whom were 
self-described professors and mathematicians.  

Many people who wrongly answer the MHD are highly 
confident in their wrong answers (Falk, 1992), and what is 
striking is that people often show a high level of resistance 
and even impatience upon being shown the correct solution 
(Rosenhouse, 2009). Some particularly strong responses 
recorded by vos Savant (1997) included “The switch 
strategy does not lead to any advantage whatsoever despite 
vos Savant’s mumbo-jumbo of an explanation”, and “You 
blew it, and you blew it big! ... There is enough 
mathematical illiteracy in this country… Shame!” The 
present study explores why there is a high level of resistance 
to the correct solution, and in particular the effect of 
individual differences on how convincing different solution 
explanations appear to be.  

Resistance and Individual Differences 
It is fascinating that some people show a particularly high 
level of resistance when presented with the MHD solution 
(vos Savant, 1997), but there is a lack of empirical data 
examining individual differences. The responses to vos 
Savant’s (1997) solution show that mathematicians and 
intellectuals can show strong resistance towards the 
solution, given that 65% of the 10,000 letters written to her 
were from respondents at universities (Granberg & Brown, 
1995). This unsystematic data suggests that an individual 
difference such as higher numeracy may decrease 
conviction towards the correct MHD solution. In contrast, 
measures of better responding to counterintuitive problems 
(such as Cognitive Reflection, Frederick, 2005), and of 
intellectual curiosity (such as Need for Cognition, Cacioppo, 
Petty, Feinstein, & Jarvis, 1996) may be positively 
associated with conviction. Finally, the factor of Openness 
to Experience (McCrae & Costa, 1997) in the five-factor 
model of personality may also be positively associated with 
conviction. Therefore we will measure individual 
differences in numeracy, Need for Cognition (NFC), 
Cognitive Reflection (CR), and Openness to Experience. 

Solutions Descriptions that Decrease Resistance 
Conviction in the correct answer can be increased by giving 
people more elaborate solutions. Quite often the solution to 
the MHD is in the form of a simple statement or textual 
description, and people are often resistant to it. Two more 
in-depth ways of presenting the solution that may increase 
conviction in the correct answer are: using a computer 
simulation, or a guided diagram. Intriguingly, it is possible 
that different individual measures may predict conviction 
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differently dependent on which one of these in-depth 
solutions is presented. 

The literature on belief revision suggests that direct 
experience contradicting a strong belief can be very 
important (Markovits & Schmeltzer, 2007). Studies on the 
MHD have shown that experience in the form of simulation 
trials facilitates switching doors. For example, Granberg and 
Brown (1995) found that doing 50 trials of the MHD 
increased the switch rate from 12% to 55%. In the present 
study, one of the solution types given was simulated trials 
with an explicit statement of the solution afterwards, and we 
expect this to increasing conviction in the correct MHD 
answer compared to just a simple statement of the solution.  
However it may be that this solution type will be most 
beneficial for people with higher numeracy since this 
solution type provides numerical evidence.  

 

 Figure 1: The diagram shown to participants in the guided 
condition, adapted from Krauss and Wang (2003). 

 
A less numerical solution that may also decrease 

resistance towards the counterintuitive solution could use 
guided diagrams. Krauss and Wang (2003) introduced an 
explanation of the MHD solution that shows three of the 
possible arrangements in the MHD (illustrated in Figure 1). 
This explanation has many benefits; it involves participants 
actually counting the chances of winning and losing and 
also emphasizes the importance of the host knowing where 
the prize is rather than the door being opened just by 
chance. Thus, it addresses the difficulties people have in 
incorrectly representing the MHD, and clearly shows that 
the prize would be won in two out of three cases. Such 
guided diagrams may facilitate intellectual understanding 
and thus may be particularly effective for those scoring 
higher on Cognitive Reflection and Need For Cognition, 
which focus on reflection and intellectual curiosity. 

Aims of the Current Study 
The current study focused on the effectiveness of in-depth 
solutions for convincing participants of the correct solution 
to the MHD, and in particular how individual differences 
may moderate this conviction. It is anticipated that 
individual differences will be associated with resistance to 

the correct solution when given a simple MHD solution. In 
particular those with higher numeracy skill will display less 
conviction whereas those with higher CR scores will show 
greater conviction. Furthermore, we will test how different 
in-depth solutions may be differentially effective depending 
on individual differences.  

Method 

Participants  
For this study, 172 first year psychology students from the 
University of Sydney were recruited for partial course 
credit. 52 participants were excluded, 37 due to having 
already seen the MHD, 7 who gave the correct solution at 
their first attempt, and 8 due to missing data. Excluded 
participants were replaced in the design, so that the final 
sample of 120 participants consisted of 100 females and 20 
males, with a mean age of 20.02 (SD = 5.06). 

Independent Variable 
Solution Manipulation. Participants were randomly 
allocated to one of three conditions: simple solution, guided 
solution or a simulation solution. 
1. Simple Solution. In the simple solution condition 
participants read the following two sentences: “The correct 
answer is to switch doors, which would lead to a higher 
chance of winning (2 in 3) compared to if you stayed with 
the same door (1 in 3). In 2 out of 3 possible car-goat 
arrangements, the contestant would win by switching”. 
2. Guided Solution. In the guided solution condition 
participants were given a diagram adapted from Krauss and 
Wang (2003), as shown in Figure 1. This shows the three 
possible arrangements of the car and goats and subsequent 
chances of winning. The page also included the same 
statement given in the simple solution condition. 
3. Simulation Solution. In the simulation solution condition 
participants chose to switch or stay in 50 simulated trials of 
the MHD, and for each trial the computer determined wins 
or loses just as a genuine host would. At the end of the 50 
trials, the participants were presented with a summary 
statement of how many wins they had when switching and 
when staying. They were also presented with the same 
statement as given in the simple solution. 

Dependent Variables 
Conviction. The main dependent variable was how 
convinced participants were of the correct solution. This 
conviction score was gathered on a 5-point Likert scale in 
response to the question “How convinced are you that there 
is twice as high a chance of winning if you switch doors?” 
ranging from completely unconvinced (1) to completely 
convinced (5).  
Quality of explanation. After their MHD solution was 
presented participants explained their own answer. This was 
examined as a dichotomous variable, with two independent 
raters agreeing on whether the explanation showed some 
understanding and acceptance of the correct answer, or an 
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expression of confusion and/or disagreement. This 
qualitative measure of conviction was used to validate the 
conviction scores. 
Numeracy Scores (SN and ON). The Subjective Numeracy 
(SN) score was calculated with the Subjective Numeracy 
Scale, adapted from Fagerlin et al. (2007). The scale 
consists of 8 items each on a 6-point Likert scale, with one 
reverse coded item. The Objective Numeracy (ON) score 
was calculated with the Objective Numeracy Scale, adapted 
from Lipkus, Samsa and Rimer (2001). The scale consists of 
11 items, 9 of which ask for a numerical response and the 
remaining 2 ask to choose from three possible numerical 
responses. 
Cognitive Reflection (CR) Score. The CR score was 
calculated from the Cognitive Reflection Test, adapted from 
Frederick (2005). The CR test assess the ability to override a 
strong incorrect response and reflect further to find the 
correct response. It has been shown to be a good predictor 
of task performance on tasks testing for heuristics and biases 
(Toplak, West, & Stanovich, 2011). The test consists of 3 
items, each with a numerical response. 
Need for Cognition (NFC) Score. The NFC score was 
calculated from the short 18-item form of the Need for 
Cognition Test, adapted from Cacioppo, Petty and Feng Kao 
(1984). This form of the test has been shown to be a valid 
and reliable measure of an individual’s tendency to pursue 
and enjoy cognitive activities (Cacioppo et al. 1984; 
Cacioppo et al., 1996). The test consists of 18 items each on 
a 9-point Likert scale, with 9 reverse coded. 
Openness Score and other Personality Measures. The 
Openness score was calculated using an IPIP Personality 
Test measuring similar constructs to the NEO-PI-R broad 
domains, adapted from Goldberg et al. (2006). The test 
consists of 50 items each on a 5-point Likert scale, half of 
which were reverse coded items. Of the 50 items, 10 items 
corresponded to each of the personality variables – 
Openness to Experience, Conscientiousness, Extraversion, 
Agreeableness, and Neuroticism. 
Time spent on viewing solution. For each solution type, 
the amount of time spent on viewing or working with the 
solution was recorded. The main purpose of this was to 
ensure that the differences in conviction between the 
solution types were due to the actual solution quality, rather 
than just the amount of time spent on the solution. 
Switch rate in later trials (Simulation Condition only). 
The switch rate of the last 10 trials was recorded for those 
given the simulations solution. This could help validate the 
conviction scores. 

Procedure 
The experiment was set up as a series of webpages. 
Participants started by answering demographic questions 
(gender, age, language spoken at home), then they 
completed the Subjective Numeracy Scale and the Objective 
Numeracy Scale. Participants were then presented with the 
standard Monty Hall Dilemma adapted from Krauss and 
Wang (2003). They were asked whether they wished to 

switch or stay, their confidence in their response, probability 
judgments of both choices, and whether they had seen the 
problem before.  

Participants then received one of three different types of 
solution: simple, guided or simulation, as described above. 
All participants were then asked to make probability 
judgments of winning for switching and staying, to give a 
short explanation of their responses, and to complete the 
Likert scale rating for how convinced they were that there is 
twice as high a chance of winning if they switch doors. 
Finally, they completed the Cognitive Reflection test, the 
Need for Cognition test, and a 50 item IPIP personality test. 

Results 

Preliminary analyses 
A preliminary analysis revealed no significant effect of 
gender on conviction scores nor on any individual 
difference variables (except for SN); as such gender was not 
further analyzed or used as a covariate.  

There was a significant positive correlation between the 
quality of the explanation given by participants after being 
shown one of the three solutions, and their conviction 
scores; r(120) = 0.40, p < 0.001. Thus conviction ratings 
were related to a more descriptive explanation of agreement 
with the answer. For those in the simulation condition, there 
was a significant correlation between the switch rate in the 
last 10 trials and these participants’ conviction scores, r(40) 
= 0.36, p = 0.024. These findings support the validity of the 
conviction scores. 

Effect of Solution 
An analysis of variance was run to examine the effect of the 
solution manipulation (simple, guided, simulation) on how 
convinced participants were on the 5-point Likert scale. 
Mean conviction score was 2.18 (SD = 1.24) for the simple 
condition, 2.80 (SD = 1.20) for the guided condition and 
3.33 (SD = 1.14) for the simulation condition. As expected, 
there was a statistically significant difference in conviction 
score as a function of solution type, F(2,114) = 9.171, p < 
0.001. 

Planned but non-orthogonal contrasts revealed that the 
guided solution produced significantly higher conviction 
scores than the simple solution on average, F(1,117) = 5.48, 
p = 0.021. Similarly, the simulation solution produced 
significantly higher conviction scores than the simple 
solution on average, F(1,117) = 18.54, p < 0.001. There 
were no predictions for differences between the guided and 
simulation solution conditions, but an exploratory post-hoc 
contrast analysis was carried out. Even without taking into 
account that this test was posthoc, the difference was not 
statistically significant, F(1,117) = 3.86, p = 0.052.  
Time Spent on Viewing Solution. The amount of time 
spent on viewing the solution was measured as a potential 
covariate. Overall, time spent on task had a significant 
correlation with conviction score, as expected; r(120) = 
0.281, p = 0.002. However, time spent on task was not 
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significantly correlated within any of the three solution 
conditions. This support the claim that difference in 
conviction score between the three conditions are due to the 
condition itself and not just to how long participants spend 
on the solution. However, it was considered that time spent 
on the solution was potentially a confounding factor for 
interactions between individual differences and solution 
type. Time spent on solution fundamentally differed across 
each solution type, therefore it was added as a covariate in 
subsequent interaction analyses. 

Examination of Individual Differences 
The subjective and objective numeracy scales used in this 
study are known to be closely associated (Fagerlin et al., 
2007) and in the current study were found to have a 
moderate correlation; r(120) = 0.414, p < 0.001.  It was 
decided it was simpler to focus on one measure of 
numeracy, and given that SN (but not ON) correlated with 
gender, r(120) = 0.198, p = 0.030, it was decided to focus 
on the objective ON scores. 

 
Table 1: Correlations of conviction with ON and CR Scores, 
for the 3 solution types (N=40 for each type) 
Solution Condition Conviction/ON Conviction/CR 
Simple Solution  -0.411* -0.438* 
Guided Solution  -0.243 0.146 
Simulation Solution  0.098 -0.238 
Note: *p < 0.01 (2-tailed)  

 
Correlations between conviction scores and ON and CR 

scores were calculated for each condition separately (see 
Table 1). In the simple condition, as predicted, there was a 
significant negative correlation between ON and conviction 
scores suggesting that for a simple solution, higher 
numeracy reduced conviction in the solution. However 
contrary to predicted, CR and conviction scores were also 
negatively correlated in the simple condition.  

ON and CR scores were positively correlated, r(120) = 
0.397, p < .01. However although none of correlations in 
Table 1 for guided and simulation conditions were 
statistically significant, the pattern of correlations for CR 
and ON differed in an intriguing way. The correlation 
between conviction and ON is still negative in the guided 
condition but slightly positive in the simulation condition. 
However the opposite pattern is observed for conviction and 
CR correlations, it is negative in the simulation condition 
but slightly positive in the guided condition. 

To test whether individual differences interacted with 
solution condition in their impact on conviction a series of 
regression analyses were carried out, one set for numeracy 
(ON) scores and one set for Cognitive Reflection (CR) 
scores. 
Numeracy (ON) Interactions. To examine the impact of 
ON scores on conviction regression analyses were 
conducted first by entering contrasts between the solution 
types (Model 1) then adding interactions between these 

contrasts and ON (Model 2).  There was no significant main 
effect of numeracy (ON) on conviction score on its own, R2 

= 0.031, df = 118, p = 0.056.   
The interactions between ON scores and conviction were 

tested as three sets of orthogonal contrast analyses between 
the solution types where time spent on solution was added 
as a covariate. These are summarized in Table 2 (Model 2 
only). Since there were 3 sets of analyses, α was divided by 
3, and thus interactions were significant if they had a p-
value was smaller than 0.0167. Table 2 again shows that 
both guided and simulation conditions had an increased 
conviction over that observed in the simple condition, but 
also that there were statistically significant interactions 
between numeracy and solution type in predicting 
conviction scores.  

 
Table 2: Summary of regression analyses for conviction 
scores predicted by interaction of Objective Numeracy (ON) 
and solution type (N = 120). For space consideration only 
the Model 2 with the interaction terms is displayed. 
 Model 2 

Variable     b SE β   p 
Time spent on solution 
ON 

 

-0.00 
-0.18 

0.00 
0.08 

-0.39 
-0.20 

0.216 
0.024 

Solution condition: 
Simple vs. guided 
Non-simul vs. simul 
 
Simple vs. simul 
Non-guided vs. guided 
 
Guided vs. simulation 
Non-simple vs. simple 

 
0.76 
1.23 
 
2.22 
-0.23 
 
1.46 
-1.00 

 
0.27 
0.56 
 
0.87 
0.29 
 
0.83 
0.33 

 
0.25 
0.68 
 
0.71 
-0.13 
 
0.47 
-0.55 

 
0.005* 
0.031 
 
0.012* 
0.427 
 
0.082 
0.003* 

Interactions:      
ON x (simple vs guided) 
ON x (non-simul vs simul) 
 
ON x (simple vs. simul) 
ON x (non-guide vs guide) 
 
ON x (guided vs. simul) 
ON x (non-simple vs 
simple) 

0.12 
0.25 
 
0.44 
-0.07 
 
0.32 
-0.19 

0.20 
0.10 
 
0.18 
0.12 
 
0.19 
0.11 

0.05 
0.21 
 
0.21 
-0.05 
 
0.15 
-0.14 
 

0.552 
0.015* 
 
0.014* 
0.580 
 
0.099 
0.092 

R2 0.220 
F for ΔR2 3.389; p < 0.05 
Note. Solution type was represented with contrast variables, 
where ‘non-simul’ refers to the two solution conditions 
other than the simulation condition, and similarly with ‘non-
guided’ and ‘non-simple’. Since 3 separate analyses were 
run (each a set of orthogonal contrasts), the critical α values 
for the contrast effects were divided by 3. 
*significant at .05 level if p < (0.05/3). 
 

As suggested by the correlations in Table 1, the analyses 
in Table 2 shows that there was a statistically significant 
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larger relationship between ON and conviction in the 
simulation condition compared to either the simple 
condition or the combination of the two non-simulation 
conditions. However none of the contrasts with the guided 
condition were statistically significant. Therefore they 
suggest that the simulation condition reduced the negative 
impact of ON scores observed in the simple condition.  
Cognitive Reflection (CR) Interactions. The same 
analyses carried out for ON scores were carried out for CR 
scores. Again there was no significant main effect of CR 
scores on the conviction score, R2 = 0.028, df = 118, p = 
0.070. The interaction analyses are summarized in Table 3.  

 
Table 3: Summary of regression analyses for conviction 
scores predicted by interaction of Cognitive Reflection (CR) 
and solution type (N = 120). For space consideration only 
the Model 2 with the interaction terms is displayed. 
 Model 2 

Variable     b SE β   p 
Time spent on solution 
CR 

 

-0.00 
-0.20 

0.00 
0.11 

-0.28 
-0.16 

0.400 
0.073 

Solution condition: 
Simple vs. guided 
Non-simul vs. simul 
 
Simple vs. simul 
Non-guided vs. guided 
 
Guided vs. simulation 
Non-simple vs. simple 

 
0.67 
1.05 

 
1.90 

-0.19 
 

1.23 
-0.86 

 
0.26 
0.60 

 
0.94 
0.30 

 
0.89 
0.35 

 
0.22 
0.58 

 
0.61 

-0.10 
 

0.40 
0.48 

 
0.013* 
0.085 

 
0.044 
0.538 

 
0.167 
0.016* 

Interactions:      
CR x (simple vs guided) 
CR x (non-simul vs simul) 
 
CR x (simple vs. simul) 
CR x (non-guide vs guide) 
 
CR x (guided vs. simul) 
CR x (non-simple vs 
simple) 

0.70 
-0.02 

 
0.32 
0.37 

 
-0.39 
-0.34 

0.25 
0.16 

 
0.28 
0.15 

 
0.27 
0.15 

0.23 
-0.01 

 
0.10 
0.21 

 
-0.12 
-0.19 

 

0.006* 
0.882 

 
0.257 
0.016* 

 
0.157 
0.027 

R2 0.222 
F for ΔR2 3.888; p < 0.05 
Note. See note for Table 1.    *p < 0.0167. 
 

As suggested by the pattern of correlations shown in 
Table 1 for CR and conviction scores, Table 3 shows that 
they had a statistically significant stronger relationship in 
the guided condition verse the simple condition or the 
combination of the other two conditions. None of the 
contrast with the simulation condition were significant. 
Therefore, in contrast to the ON scores, it was the guided 
condition that reduced the negative impact of higher CR 
scores observed in the simple condition. This suggests a 
three-way interaction between condition and CR and ON 

scores, but we lacked the statistical power for a strong test 
of that hypothesis. 
Need for Cognition (NFC). A linear regression analysis 
found no significant effect of NFC scores on the conviction 
score, R2 = 0.017, df = 118, p = 0.156. There were also no 
significant interactions between NFC scores and solution. 
Openness to Experience. A linear regression analysis 
found no significant main effect of Openness on the 
conviction score as expected, R2 = 0.005, df = 118, p = 
0.429, and no significant interactions between Openness 
scores and solution types in predicting conviction scores. 
Exploration of scores on other personality variables also 
found no relationships with conviction. 

Discussion 
As expected, solution type affected how convinced people 
were of the answer to the counterintuitive MHD. Both a 
guided diagram format and a simulation format led to more 
conviction than a simple text format. Furthermore, in the 
simple solution condition there were significant negative 
relationships between conviction and both numeracy and 
cognitive reflection, thus we supported the anecdotal 
observation that it is the people usually in the best position 
to solve probability problems like the MHD that were least 
convinced by its correct answer. 

  This study provided evidence that the effectiveness of 
these solution types interacts with individual differences. 
The significant negative relationship between numeracy and 
conviction for those given the simple solution was 
significantly different compared to the slightly positive 
relationship between these scores in the simulation solution 
(although this positive relationship itself was not 
significant). In contrast, the significant negative relationship 
between CR and conviction for those given the simple 
solution was significantly different compared to the positive 
relationship between these scores in the guided condition. It 
appears that having higher numeracy or higher CR does not 
necessarily increase conviction in the simulation and guided 
conditions respectively, but in the appropriate solution 
conditions those scores no longer act as much as barriers to 
conviction as they may have in the simple condition. 
However, we were not able to perform a strong analysis of 
the implied three-way interactions on conviction between 
solution type and the individual differences of CR and ON. 
Therefore follow-up studies are necessary to test whether 
the differential impact of these individual differences for 
different solutions is reliable. 

Previous studies have found that simulated trials of the 
MHD increased the correct switch rate response (Friedman, 
1998; Granberg & Brown, 1995; Tubau & Alonso, 2003; 
Franco-Watkins, Derks, & Dougherty, 2003), and diagrams 
have been found to assist learning from misconceptions 
(Marcus, Cooper, & Sweller, 1996; Tubau & Alonso, 2003). 
We have extended these earlier findings by looking at a 
measure of conviction specifically, rather than focusing on 
improved switch rates or answers. We more explicitly 
measured resistance to the correct answer. However, it is 
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important to note that although both of the in-depth 
solutions were associated with significantly higher 
conviction scores compared to the simple solution, the 
average conviction rating remained below “slightly 
convinced”. As such, there still appears to be resistance 
despite these more in-depth solutions. 

By confirming the possibly harmful effect of numeracy on 
conviction towards the simply stated MHD solution, our 
results provide an explanation for why so many of vos 
Savant’s (1997) persistent respondents were mathematicians 
and professors. Those who have a higher level of numeracy 
may answer the MHD in a way that is correct according to 
their inappropriate representation, so their failure is one of 
representation rather than ability. They may then be more 
resistant towards the solution knowing that they usually 
have a high ability to solve mathematical problems.  

Cognitive Reflection (CR) scores were predicted to have a 
positive correlation with conviction but the opposite was 
found. A higher CR reduced conviction in the MHD when 
given a simple solution. This is fascinating because the CR 
test involves solving counterintuitive problems itself, so 
participants who tended to be better at solving 
counterintuitive problems were less convinced by a simple 
solution to the MHD, which is a different counterintuitive 
problem. This may be because solving the MHD requires 
more than just a reflection on whether the apparently correct 
solution is in fact correct, instead a large nonobvious change 
in its representation is required. Perhaps when the reflection 
reveals no change, confidence in problem solving ability 
increases resistance to the correct solution just as it does for 
numeracy.   

There were no significant effects or interactions on 
conviction scores found between solution type and Need for 
Cognition (NFC) or Openness to Experience. However we 
cannot rule out that other measures of these variables may 
have shown effects.   

An implication of the study is that the MHD may be an 
appropriate model for examining belief perseverance. Past 
studies on belief perseverance have tended to focus on 
subjective world beliefs, or fictitious beliefs that are induced 
experimentally to participants (e.g., Markovits & 
Schmeltzer, 2007). The persistence and strength of 
resistance to a mathematically correct answer to the MHD 
may make it a good task for testing how belief revision 
occurs.  
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Abstract 

The overlap of numerical and non-numerical properties 
in concrete object arrays raises the question of how these 
input dimensions interact. Two studies were conducted 
to address this question and showed that changing the 
object identity (while retaining the numerosity) and 
changing the numerosity (while retaining the object 
identity) both resulted in attenuated recognition of object 
arrays. However, this interference differed across 
development. In adults interference was asymmetrical 
(i.e. changing the object identity has greater effect on 
memory for numerosity than changed numerosity had on 
object identity). In contrast, children showed a 
symmetrical pattern of interference. These results imply 
that for adults, processing numerosity might be an 
attention-demanding process compared to a spontaneous 
object perception. Children, however, processed neither 
the object identity nor numerosity independently.    

Keywords: Numerical cognition; Interference 
 
Despite early sensitivity to quantity (Brannon et al., 

2004; for a review, Cantrell & Smith, 2013; Cordes & 
Brannon, 2008,) and environmental support, such as 
frequent exposure to number words and visual stimuli, 
moving from an initial quantitative ability to a mature 
concept of numbers is one of the most challenging tasks 
for children. Although the question of how infants 
perceive numerosity is hotly debated, there is general 
consensus that the initial sensitivity to non-symbolic 
numbers was not enough to support the number concept 
(Barth et al, 2006; Cary, 2004; Mix, 2002; for a review, 
Rips et al., 2008). However, exactly what is lacking of 
the early mechanism dealing with non-symbolic 
numbers that cannot support the mature number 
concept, and whether there is any developmental 
change in that mechanism are not yet understood well. 
Thus, this study investigated forms of representation of 
object arrays as a tool to understand non-symbolic 
numerical perception process from young children to 
adults. 

  Perceiving numerosity from a set of concrete objects 
intrinsically includes a selection problem because 
numerosity is a property of a set, not a property of 
individual items. That is, people must attend selectively 

to the “numerical” dimension from various object 
arrays, while ignoring other perceptual dimensions such 
as shape, color, or size. For example, they can 
recognize “three-ness” by detecting the common 
quantity between three apples and three cars. Numerical 
perception from concrete object arrays thus requires 
people to select one relevant dimension of the set of 
stimuli from an array of multiple irrelevant dimensions 
of individual stimuli. 

This selection problem, together with the well-known 
fact that young children’s selective attention is 
immature (Kemler, & Smith 1978; Robinson & 
Sloutsky, 2004; for a review, Hanania & Smith, 2010), 
suggests that children might have difficulty in 
processing a numerical dimension of object arrays in 
specific situations. Cantlon et al. (2007) reported that 
when objects in a set were not homogeneous but 
heterogeneous, 3- to 5-year-olds’ perception of 
cardinality was impaired, supporting this prediction.  

Mix (2008a) demonstrated that 3-year-olds failed to 
perceive equivalence in the number of object arrays, 
especially when irrelevant dimensional features of 
object arrays were highly varied between sets and 
within a set. In a follow-up study, preschoolers’ 
performance of numerical comparison was also 
impaired when the surface similarity of sets was pitted 
against numerical equivalence, but not when all sets 
contained the same objects (Mix, 2008b). These studies 
showed that irrelevant non-numerical properties 
interfered with young children’s perception of 
numerical equivalence in specific situations.  

However, previous studies have considered the 
interference as only a failure, instead of as a more 
general problem of non-symbolic numerical perception. 
As a result, it remains unclear why an irrelevant 
perceptual property would affect perception of 
numerosity, or whether numerosity affects processing 
of the non-numerical property. Answers to these 
questions are important for understanding non-symbolic 
numerical perception, because in many circumstances 
numerical perception requires people to intentionally 
integrate non-numerical object properties with 
numerical properties, such as enumerating subsets of 

1279



object arrays based on sub-categories of objects 
(Goldfarb & Treisman, 2013). Therefore, depending on 
the context, it makes sense to assume that non-
numerical information surrounding object arrays could 
become either relevant or irrelevant features. That 
possibly drives people to form different forms of 
representations with the same object arrays. In addition, 
developmental change in the ability to change a 
direction of attention flexibly would allow us to observe 
an age-related difference in the variety of the 
representation. 

To test these predictions, the current study focused on 
recognition memory and the relative distance between 
studied stimuli and various types of foils. The 
recognition memory test allows us to use diverse types 
of test stimuli, which provide an efficient tool to 
disentangle the participants’ responses to each property 
of the object arrays. In addition, we investigated the 
interactions between the numerical and non-numerical 
properties of object arrays by assessing the memory 
sensitivity of each dimension using signal detection 
theory, which permits the estimation of the same 
performance measure (d’) from a variety of 
experimental paradigms (Macmillan & Creelman, 
2005). This allowed us to quantify the dimensional 
interactions and to directly compare the performance of 
adults with that of children, without making additional 
assumptions (Kingston & Macmillan, 1995). 

Experiment 1 
The first experiment was designed to develop a new 

task to investigate whether numerical and object 
properties of sets of objects are processed interactively 
or independently of each other. We also investigated 
developmental changes in this interaction by testing 
adults and 4- to 5-year-olds performing the same task.  

Method 
Participants. Participants in Exp. 1 included 25 

undergraduates enrolled at The Ohio State University 
and 36 typically developing 4- and 5-year-olds. The 
children were recruited from their childcare centers 
around Columbus, Ohio and their parents provided 
written consent.  

Materials and Design. The stimuli were sets of 
colorful arrays of everyday objects. For a training set of 
object arrays, pictures of school buses, bicycles, 
airplanes, alarm clocks, brown chairs, and short houses 
were used. The numerosity of object arrays ranged from 
five to ten objects. Thus, six different objects and six 
different numbers were used to constitute the training 
set of object arrays (e.g., five school buses and six short 
houses), resulting in 36 trials. 

In the test phase, four different types of stimuli set 
were generated: completely old arrays from the training 

set, completely new arrays having new items across the 
two dimensions, and partially new arrays consisting of 
combinations of new and old items. For the partially 
new arrays, the studied and novel items from one 
dimension were combined with the studied and novel 
items from the other dimension (e.g., two school buses 
and six tall houses). New items in object identity were 
double-decker buses, tricycles, army jets, long case 
clocks, yellow chairs, and tall houses. The new 
numbers were 1, 2, 3, 30, 31, and 32. Each type of test 
stimuli set consisted of 12 different object arrays, so the 
total number of test stimuli was 48. 

To ensure that the distance between studied and 
novel stimuli was indeed comparable across the two 
dimensions, we asked a separate groups of adults (n = 
13) to perform a discrimination task with a set of 
concrete objects (for object discrimination) and a set of 
dots (for numerical discrimination). The task was to 
determine whether a target and a succeeding test item 
were exactly the same either in a numerical dimension 
or in an object dimension. We compared accuracy and 
response times between each dimension. The results 
point to virtually equivalent distances between target 
and test items across the dimensions (𝑡!""#$!"% 12 <
1, 𝑡!" 12 < 1). These target and test items were used 
as studied and novel items in Exp. 1 respectively. 

 Procedure. Exp. 1 consisted of a training- and a 
testing phase. The procedure of Exp. 1 is presented 
graphically in Figure1. During the training phase, 

Figure 1. Examples of training and testing stimuli 
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participants were instructed to study pictures carefully 
and to remember them as best as they could. They were 
also informed that they would receive questions about 
these pictures later. In the test phase, both numerical 
and object questions were given to the participants in 
two separate blocks. For example, in the numerical 
block, participants were asked whether they saw the 
exact same number of objects (regardless of object). 
Conversely, in the object block, participants were asked 
whether they saw the exact same objects (regardless of 
number). Participants received no feedback. Accuracy 
rates were recorded.  

Results and Discussion 
The test stimuli were categorized into congruent- and 

incongruent trials. If each dimension of the stimuli 
conveyed the same information, such as a studied 
numerosity with studied objects or a novel numerosity 
with novel objects, the stimuli were labeled as 
“congruent trials.” Similarly, if each dimension of the 
stimuli conveyed different information, such as a 
studied numerosity with novel objects or a novel 
numerosity with studied objects, the stimuli were 
labeled as “incongruent trials.” Thus, in each testing 
dimension, there were two types of old- and new trials: 
congruent- and incongruent old stimuli vs. congruent- 
and incongruent new stimuli. This categorization 
allowed us to examine the interactions between the two 
dimensions of the object arrays. In particular, if 
participants made their decisions based only on a 
testing dimension, their responses to each type of old 
stimuli were expected to be the same, as were their 
responses to each type of new stimuli. However, if 
participants’ decisions were affected by features from a 
non-testing dimension, congruent- and incongruent 
trials of either the old- or new stimuli were expected to 
yield different responses, which would imply an 
interaction between the two dimensions.  

To quantify the extent of the interaction, we applied 
detection theory and calculated cumulative d’ from 

congruent new trials (NN) to congruent old trials (OO) 
by placing the incongruent new trials (NO) and the 
incongruent old trials (ON) between them. The value of 
cumulative d’ can be obtained between any stimulus 
and the endpoint stimulus if responses come from the 
same dimension. Since d’ has the mathematical 
properties of distance measure, i.e., having true zero 
and being unique, it can also represent discriminability 
(Macmillan & Creelman, 2005). Thus, in the current 
study, by comparing d’s from each dimension, we were 
able to investigate whether two dimensions of stimuli, 
object identity and numeorosity, were equally 
discriminable.  

Figure 2 shows the cumulative d’s for each 
dimension of object arrays (object identity & 
numerosity) separately for adults and children. The 
slope of each dimension between stimuli types tells us 
how rapidly the perceptual effect grows with stimulus 
value – that is, how sensitive the participants are to 
systematic changes in stimuli. The total discriminability 
of each dimension, total d’ between NN and OO, was 
not significantly different for adults, nor for children, 
F(1,59) = 1.70, p > .2 – that is, new numerosities were 
as equally discriminable as new objects. Furthermore, 
the total discriminability of adults was close to (d’ = 
2.77), but significantly different from, the 
discriminability of an ideal observer, Mobject = 2.52, 
T(35) = -2.38, p < .05; Mnumerosity = 2.43, T(35) = -3.47, 
p < .05.  

 To investigate the interaction between two 
dimensions of object arrays and any developmental 
changes in that interaction, a mixed-design analysis of 
variance model (ANOVA) was used. The type of test 
stimulus (NN, NO, ON, & OO) and the testing 
dimension (Numerosity & Object Identity) were within-
subject variables, and age group was applied as a 
between-subject factor. The value of d’s on the test 
trials served as the dependent variable.  

First, for both age groups, the main effect of the type 
of the test stimulus was significant, F(2.13, 125.57) = 
186.50, p < .001, 𝜂!"#$%"&! = .76. The distance between 
congruent and incongruent trials of stimuli, i.e., NN ~ 
NO, and ON ~ OO, was significantly different. That is, 
the participants’ responses in each testing dimension 
were clearly influenced by incongruent information of 
the non-testing dimension.  

Furthermore, the pattern of this interaction changed 
depending on the testing dimension, F(2.52, 148.82) = 
13.84, p < .001, 𝜂!"#$%"&!   = .19. In particular, the 
planned comparison analysis on the interaction showed 
that when the object identity was a testing dimension, 
the distance between OO and ON was much smaller 
than that of the numerical dimension, F(1, 59) = 16.30, 
p < .001. That is, recognition of each dimension was 
significantly impaired by incongruent features from the 
non-testing dimension, but the magnitude of 
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Figure 2. A psychometric function for the data of Exp. 1 in 
terms of cumulative d’ (a) for adults and (b) for children. The 
horizontal axis shows the stimuli types, NN (congruent new 
stimuli), NO (incongruent new stimuli), ON (incongruent old 
stimuli), and OO (congruent old stimuli). 
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interference was significantly larger in the numerosity 
dimension. This asymmetrical pattern was found 
exclusively in adults’ performance, F(1, 70) = 8.18, p < 
.005, 𝜂!"#$%"&!  = .11. 

The results showed that this novel recognition 
paradigm was useful for measuring memory sensitivity 
to each dimension of object arrays and investigating the 
interactions between them. Both adults and children 
showed a similar form of integrated representation in 
the numerical dimension by showing interference.  

The presence of integrated representations suggests 
two possible explanations for the underlying process. 
Specifically, as in false memory studies (Roediger & 
McDermott, 1995), the underlying “actual” dimension 
of the decision in both given dimensions might be uni-
dimensional familiarity. However, if the results confirm 
the uni-dimensional familiarity hypothesis, the pattern 
of interaction should be the same, regardless of the 
testing dimension. Indeed, this was not the case for 
adults. Rather, the distribution of the perceived distance 
from congruent new trials to each type of trial 
demonstrated a clear asymmetrical pattern of 
interaction according to the testing dimension.  

Another explanation for the underlying process might 
be that the multidimensional structure of object arrays 
would evoke spontaneous association between both 
dimensions during the training, which resulted in 
interactive responses between the testing and non-
testing dimensions. In particular, since the training did 
not require a deeper and abstract processing of each 
dimensional feature, adults may process both features in 
an integral and perceptually focusing manner, which 
would affect their memory sensitivity. In this case, 
adults’ perceived decision space would not be 
unidimensional, but multidimensional, in an integrated 
manner. Moreover, this latter explanation suggests that 
the perceived structure of object arrays could change 
based on the context (Ashby & Maddox, 1990; Cook & 
Odom, 1992; Goldfarb & Treisman, 2013), such as the 
testing dimension, as in our current study. Furthermore, 
this approach provides developmental change in the 

process. Shepp et al. (1976) suggest that only adults can 
easily change their perception pattern in response to 
task instruction because they have flexible attention 
control. Thus, we could expect that when we ask adults 
to shift their focused attention to each dimension of 
object arrays, their perceived structure of object arrays 
would change accordingly, but children would not show 
a similar change in their responses. This hypothesis was 
tested systemically in Exp. 2. 

Experiment 2 
During the training phase of Exp. 2, we instructed 

participants to focus exclusively on a specific 
dimension of the stimuli. This manipulation allowed us 
to examine whether directed attention during training 
could change the pattern of interactions between the 
two dimensions of object arrays, and whether there 
were any developmental changes in the effect of 
attention manipulation. 

Method 
Participants. 73 undergraduates who are enrolled at 

the Ohio State University and 80 typically developing 
4- to 5-year-olds took part in this study.  

Procedure. All procedures were the same as in Exp. 
1, except for two conditions in the training session: 
number and object matching. The procedure of the 
training phase is presented graphically in Figure 3. 
Participants were randomly assigned to these 
conditions, in which they were given different 
instructions that manipulated the direction of their 
attention to each stimulus dimension. Specifically, 
during the training phase, participants in either the 
number or object condition were given a delayed-
match-to-sample task based on either numerosity or 
object identity of the stimuli, respectively. 

In the number condition, when we presented a 
standard stimulus to the participants, we asked them to 
choose one of the two stimuli that correctly matched the 
sample based on numerosity. In this case, later in the 
testing phase, responses to the numerical test were used 
to calculate numerical memory sensitivity when it was a 
target dimension; and responses to object test were used 
to calculate object memory sensitivity when it was an 
irrelevant dimension.  

In the object condition, we asked the participants to 
do the same task as in the number condition, but based 
on object identity. Their memory responses to the 
numerical question denoted numerical memory when it 
was an irrelevant dimension; and their memory 
responses to the object question denoted object memory 
when it was a target dimension. The test phase was 
exactly the same as in Exp. 1.  

Figure 3. Examples of training stimuli in Experiment2. 

1282



Results  
Memory sensitivity to each dimension for both adults 

and children is presented graphically in Figure 4. The 
results from Exp. 1 are presented as baseline 
performance in Figure 4, but they were not used in the 
analysis. A mixed-design ANOVA model was used as 
in Exp. 1.  

The type of test stimulus (NN, NO, ON, & OO) and 
the testing dimension (Numerosity & Object Identity) 
served as within-subject variables; the age group and 
training condition  (Number matching & Object 
matching) were between-subjects variables; and the 
value of cumulative d’s on the test trials served as the 
dependent variable. Because a four-way interaction 
among all of the independent variables was found to be 
significant, F(1.79, 266.98) = 4.23, p < .05, 𝜂!"#$%"&! = 
.03, the results from each age group will be presented 
separately.  

The ANOVA on the adults’ responses revealed 
significant main effects of the training condition, F(1, 
71) = 7.23, p < .01, 𝜂!"#$%"&!  = .09, and the test stimulus 

type, F(1.71, 121.40) = 438.15, p < .001, 𝜂!"#$%"&!   = 
.86. However, the main effect of the testing dimension 
was not significant, whereas the interaction among the 
stimulus type, testing dimension, and training condition 
was   significant, F(1.55, 109.88) = 10.91, p < .001, 
𝜂!"#$%"&!  = .13.  

In particular, when the testing dimension was object 
identity, the memory sensitivity pattern between each 
stimulus type showed a less integrated form, regardless 
of the direction of attention, F(1, 71) = .09. However, 
when numerosity was the testing dimension, the 
participants’ memory pattern significantly changed by 
the attention manipulation, F(1.68, 119.41) = 15.32, p 
< .001 𝜂!"#$%"&!  = .18. Specifically, when numerosity 
was a target dimension, the perceived distance (d’) 
between NN and NO was zero, and d’ between OO and 
ON was significantly decreased compared to when it 
was an irrelevant dimension, i.e., numerical memory 
sensitivity after object matching training, F(1, 71) = 
17.73, p < .001, 𝜂!"#$%"&!  = .23.  

The children’s responses showed quite a different 
pattern from those of the adults. The training condition 
did not lead to a significant main effect across the 
testing dimensions, F(1, 78) = .19. More importantly, 
there were no significant interaction effects involving 
the training condition. Thus, the external attention 
manipulation did not cause any changes to the 
children’s behavior. However, the main effect of 
stimulus type was strongly significant, F(1.91, 149.06) 
= 108.18, p < .001  𝜂!"#$%"&! = .58. These results showed 
that regardless of the testing dimension, the children’s 
responses showed a robust pattern of interaction 
between numerosity and object identity.  

General Discussion 
This study was motivated by the finding that 

children’s performance in early numerical comparison 
tasks is affected by the level of non-numerical 
similarities between sets and within a set (Cantlon, 
Fink, Safford & Brannon, 2007; Mix, 1999; 2008a; 
2008b). This observation suggests that children may 
experience difficulty matching a perceived quantity of 
object arrays with their numerical value, partially due to 
their less robust representation of numerosities from 
concrete object arrays. Thus, we examined how robust a 
representation – of either numerosity or object identity 
– adults and children formed when they perceived 
object arrays; and we tested whether external attention 
manipulation could change the form of each 
representation.  

A striking aspect of the results is that adults’ memory 
sensitivity of numerosity was severely disrupted by 
incongruent features from object property, compared to 
the sensitivity of object identity, especially when the 
test context did not require the participants to process 
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Figure 4. A psychometric function for the data of Exp. 2 in 
terms of cumulative d’: (a) for adults in the object identity 
dimension, (b) for adults in the numerosity dimension, (c) for 
children in the object identity dimension, and (d) for children 
in the numerosity dimension. The results are divided by the 
condition whether the testing dimension was target during the 
training: Target (the testing dimension was target), Irrelevant 
(the testing dimension was irrelevant), Baseline (the results 
from Exp.1). The horizontal axis shows the stimuli types as in 
Exp. 1, NN (congruent new stimuli), NO (incongruent new 
stimuli), ON (incongruent old stimuli), and OO (congruent old 
stimuli). 

1283



numerical dimension exclusively. However, external 
manipulation of attention direction successfully 
changed this integrated form of numerical 
representation into a more independent one. This 
change was observed only in the numerical dimension. 
This finding suggests that, compared to spontaneous 
object perception, perceiving numerical properties from 
a set of concrete objects is an attention demanding 
process. Adults could form an independent and abstract 
numerical representation from concrete object arrays 
only when they focused their attention exclusively to 
numerosity.  

In contrast to adults’ response, attention manipulation 
did not change the children’s memory sensitivity at all. 
The children’s memory sensitivity denoted a robust 
integrated form of representation regardless of the 
testing dimension. These results suggest that even if 
children were asked to make either object or numerical 
decision exclusively, they would continue to consider 
both types of features. This pattern of responses may be 
automatically driven by their distributed attention 
processes.  

This robust integrated representation provides 
considerable explanation for young children’s 
dissociable pattern of responses in different numerical 
tasks (Cantlon et al., 2007; Posid & Cordes, in press). 
That is, the integrated representation of a studied set of 
objects would lead to an increase in the numerical 
dissimilarity of new set of objects when it was 
presented with heterogeneous objects. That might result 
in impaired identification of numerical equivalence and 
spared discrimination of numerical difference. 
Moreover, the integrated representation also suggests 
that children may have difficulty identifying the same 
objects when the objects were presented in a slightly 
different context like changing the numerosities of 
items.  

Finally, we also considered and rejected an 
alternative explanation for the robust integrated 
representations from the children’s responses. It could 
be that the children may have relied exclusively on a 
specific dimension, and would give the same responses 
regardless of the testing dimension. If this was the case, 
the children would have failed to discriminate between 
incongruent old stimuli and new stimuli. For example, 
if the children responded to numerical questions as 
object questions, their responses to old numerosities 
with new objects would have been the same as those to 
new numerosities with new objects. However, the 
children’s responses to those two stimuli were 
significantly different. Thus, we can conclude that the 
children understood questions in the testing phase, but 
that their immature selective attention resulted in robust 
interference, denoting an integrated representation.  
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Abstract 
 

Gestures related to time can reveal implicit 
representations of the TIME is SPACE metaphor 
(Núñez & Sweetser, 2006). While past research 
has shown that gestures illustrate the direction of 
future and past on timelines, no detailed analysis 
of timelines has been possible. Using the Kinect 
depth camera and body tracking technology, we 
tracked participants’ co-speech gestures while 
explaining time-related concepts. We present data 
collected with novel, relatively unsupervised 
Kinect-based methods that offer evidence similar 
to traditional gesture-coding methods and could 
provide the opportunity for novel theoretical 
findings. 
 
Keywords: Gesture; Motion Capture; Time; 
Metaphor 

 
Introduction 

Space-Time Metaphors 

Human cultures frequently use orientational 
metaphors to reason and communicate about 
abstract concepts such as time and number. That 
is, numbers and temporal concepts are mapped 
onto spatial locations (Lakoff & Johnson, 1980). 
These metaphors are readily available in the 
language cultures use. In particular, English 
speakers use phrases grounded in the sagittal 
(front-to-back) axis when discussing time – e.g. 
“Thanksgiving is behind us”. While some 
cultural artifacts such as calendars and timelines 
use the lateral (left-to-right) or vertical (up-
down) axes to visually represent time, these do 
not typically appear in English expressions. 
Additionally, those artifacts (as well as writing 
direction) tend to vary more frequently across 
cultures than the front-is-future, past-is-behind 
representation of time.  

These spatial metaphors are not just linguistic 
epiphenomena, but have been shown to be 
embodied in physical experience. Reaction times 
to the presentation of time words (visual or 
auditory) is significantly faster when the 
direction of reaction movements (e.g. button 

press, slider) is congruent with the participant’s 
time-space metaphor (Sell & Kashak, 2011).  

While these sensorimotor tasks offer 
behavioral support to time-space mappings, they 
constrain responses to single dimensions. Co-
speech gesture, on the other hand, offers a three-
dimensional canvas for conveying information. 
 
Time & Gesture 
Gesture can be a channel into understanding 
spatial or imagistic features of cognitive 
representations (McNeill, 1992), making it a ripe 
domain for investigating abstract concepts 
understood metaphorically with spatial concepts. 
Studying gestures about time, for example, has 
revealed features of conceptualizations of time 
(see Cooperrider, Núñez & Sweetser, 2014, for a 
review). For example, when discussing time, 
gesturers use the sagittal (front-to-back) and 
horizontal (left-to-right) axes in varying ways 
depending on cultural factors. That is, members 
of a culture that has a dominant language that is 
written left to right tend to gesture about 
sequential events with the past to the left and the 
future to the right, while the opposite is true for 
users of languages that are written right to left.  
   This directional difference is also found for the 
slightly different, sagittal axis (Núñez & 
Sweetser, 2006). The Aymara tribe in the Andes 
mountains speak and gesture about the past 
being in front of them and the future behind. 
These studies show different cultural 
conceptualizations of time in relation to oneself 
exist, and gesture can support and expand on 
linguistic evidence of these conceptualizations. 
   While English has many expressions about 
time that rely on the sagittal axis but not the 
lateral axis (i.e. an upcoming event is not “to the 
right”), English speakers tend to gesture along 
the lateral axis when discussing time naturally 
(Núñez & Cooperrider, 2013 for a review). 
When directly instructed to gesture about time, 
however, participants switched to primarily 
using the sagittal axis (Casasanto & Jasmin, 
2012). This intentionally communicative setting 
mirrors the use of the sagittal axis when 
discussing time in American Sign Language 
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(ASL). ASL strictly uses the sagittal axis for 
deictic references to time and the lateral axis for 
sequencing events (Emmorey, 2001).  
   While the axis and direction in which people 
gesture for different temporal events has been 
documented (i.e. forward, backward, left, right), 
there has been almost no work on the details of 
how people gesture in these directions. Recent 
work has suggested that co-speech gestures 
sometimes blend the sagittal and lateral timelines 
(Walker & Cooperrider, in press), but there has 
been no detail in the profiles of these gestures. 
We will examine the three-dimensional location, 
distance and velocity of these gestures.  
   Time gestures could be simple binary 
movements – forward or backward, right or left 
– as has been coded in previous research. That is, 
when talking about different times in the past, 
co-speech gestures might move backward 
towards the same (or a random) location and at 
the same (or random) speed no matter how 
distant the time concept may be. The information 
in these gestures would be redundant with the 
speech and only reinforce when the event 
happened. In this case, we would expect to find 
only a difference of direction of gesture between 
future and past words. 
   On the other hand, if the timeline metaphors 
are strongly embodied and spontaneously 
displayed, gestures along the lateral and sagittal 
axes related to time concepts could encode the 
perceived distance from now (some front-center 
location on the body) of those concepts. A 
gesture about the deictic concept “recently” 
could have a different profile from a gesture 
about “previously”, despite their common feature 
of being related to the past. In this case, we 
would expect to find a difference in speed or 
trajectory of gesture based on perceptual distance 
of the concept. 
   New developments in body-tracking 
technology from contact-free sensors can add a 
level of detail to coarser measures of gesture. 
Depth cameras can contribute yet another level – 
information in the z-axis – overcoming the 2-
dimensionality of normal RGB video. 
 
Body Tracking 
Most cognitive gesture research has been 
conducted with video cameras and human 
coding, but there have been many recent 
advancements tracking human motion with 
computer vision techniques on RGB video 
(Song, Dimirdjian, & Davis, 2012) or measured 
directly with physical motion capture sensors 

placed on the body (Lu, & Huenerfauth, 2010). 
Computer vision techniques for tracking gesture 
are a promising avenue, but are computationally 
intense and currently less accurate than computer 
vision algorithms using the depth data offered by 
the Kinect (Han, Shao, Xu, & Shotton, 2013). 
Motion capture systems offer precise tracking of 
body movements in a fixed laboratory setting 
(for exception see Glowinski et al., 2013) at a 
greater cost of equipment, space, and setup time.  
   The Microsoft Kinect offers a non-invasive, 
cheap, mobile alternative to traditional motion 
capture at a cost of tracking accuracy. Previous 
research has used the Kinect to study laughter 
(Mancini, Varni, Niewiadomski Volpe, & 
Camurri, 2014) 
   With basic data techniques and integrative 
software, the Kinect can offer researchers new 
measurements of spontaneous and intentional 
gesture. This study uses the Kinect to add three-
dimensional, quantitative detail to our 
understanding of time-related gestures.  
 

Method 

Participants 
24 UCSD undergraduates participated in the 
gesture study. All participants learned English 
before the age of 4. Three participants were 
excluded from further analysis because of 
significant exposure to a sign language. Three 
participants were excluded for having body 
tracking data for less than 80% of frames, 
leaving 18 participants (13 female, 5 male; 1 left-
handed). 
   Thirty participants from the same population as 
the gesture study participated in the online 
norming study.  
 
Materials 

Twelve time-related words were selected from 
those used in Lakens, Semin, & Garrido (2011). 
Words were classified as either past, present, or 
future-related (e.g. “Past”, “Today”, “The day 
after tomorrow) and either deictic referential or 
sequential (e.g. “Recently”, “Earlier”). 
   Additionally, 10 spatial and 14 abstract 
concepts were used as filler words (e.g. “Front”, 
“Hero”). 
 
Norming Study 
In order to determine how far in the past or 
future the stimulus words were perceived to 
exist, an independent group of 12 participants 
were given an online survey and asked to mark 
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the position on a horizontal line with “Present” 
marking the midpoint and no endpoints (Lakens 
et al., 2011). Future words were rated as 
significantly to the right of the midpoint (t-test p 
< .001; mean = 34.8/100; s.d. = 28.5). Past words 
were rated as significantly to the left of the 
midpoint (t-test p < .001; mean = -40.2/100; s.d. 
= 30.6). 
 
Procedure 
During the gesture tasks, participants sat on a 
stool facing a Kinect v1.0 placed 1.7m away at 
eye-level. Stimuli were presented using 
Microsoft Powerpoint on a laptop placed below 
the Kinect. Stimuli automatically progressed, 
and participants were not interrupted when the 
next word appeared – resulting in some 
variability in the length of each trial. An 
experimenter was present and sat next to the 
Kinect and laptop. Audio, RGB frames, depth 
frames, and 10 upper-body joint estimations (30 
fps) were recorded continuously during the 
gesture tasks using ChronoSense software 
(Weibel et al., 2015). 
 
Gesture Study 
Participants viewed time, space or abstract words 
and were asked to explain the concept to a 
person who did not know what they meant. 
There was no mention of speech or gesture. 
Participants had 15s to respond. 
   Responses were segmented in ChronoViz 
(Fause et al., 2011), a software tool designed to 
integrate Kinect data and allow for data 
annotation. Spontaneous gesture trials were 
segmented based on the speech produced – 
ending when the participant started describing 
the next stimulus.  
 

Results 

Data Cleaning 
Occasionally, mostly due to occlusion, the 
Kinect is unable to track joints. In our study, 
wrist estimates were present for significantly 
more time points than hand estimates (89.8% 
present vs. 51.1% present), so the wrist is used as 
a proxy for hand location. Data segments in 
which both wrists were not tracked (10.2% of 
total data) were excluded from analysis.  

Wrist data was smoothed using a moving 
average filter (span of 10). Note that this 
smoothing limits the influence of outliers – 
useful for erroneous data points, but also 

underestimates the peaks of gestures, working 
against an effect we might find. 

To normalize across participants, peak 
locations were calculated as z-scores (standard 
deviations) from the mean locations across all 
responses (including spatial and filler terms).  

 Responses in which there was little movement 
were excluded from analyses. Lack of movement 
was defined as less than 1.8m of total movement 
– an average of test data segments in which we 
observed no noticeable, meaningful gesture. 
 
Average Peak Analysis 
During spontaneous gesture responses, the 
average rightward (participant’s perspective) 
wrist maximum was further to the right for the 5 
future-related phrases than the 5 past-related 
words (-2.10 vs. -1.50 standard deviations from 
the participant’s mean lateral position; p < 0.01).  

The average leftward maximum was further to 
the left for the 5 past-related words than for the 5 
future related words (2.65 vs. 2.06 standard 
deviations left of the mean lateral position; p < 
0.05).  
   Along the sagittal axis, the average forward 
wrist maximum was not significantly further 
forward for the 5 future-related phrases than the 
5 past-related words (-1.91 vs. -1.75 standard 
deviations from the mean sagittal position; p = 
0.3).  

The average backward maximum was not 
significantly further back for the 5 past-related 
words than for the 5 future related words (1.46 
vs. 1.35 standard deviations from the mean 
sagittal position; p = 0.4).  
   We used gesture peaks as a proxy for activity 
on a particular axis to compare responses to 
deictic and sequential words. Right hand 
responses to sequential words had forward 
maxima significantly less far forward than those 
for sequential words (-2.00 vs. -2.62 standard 
deviations forward of the mean wrist position; p 
<0.01). No other significant differences between 
deictic and sequential words occurred. 
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Fig 1. Average lateral rightward and leftward 
maxima for future and past responses. 
 
Metaphor Blends  

   Based on previous research, we predicted a 
relationship between forward gestures and 
rightward gestures, and backward and leftward 
gestures. Right hand maxima further to the 
participants’ right were significantly positively 
correlated (r = 0.25; p < 0.05) with maxima 
further in front of the participant and 
significantly negatively correlated (r = -0.25; 
p<0.05) with maxima further behind (or less far 
in front of) the participant. This suggests 
responses with a gesture further to the right tend 
to have a gesture further forward and tend to not 
have a gesture further back. 
   Right hand maxima further to the participants’ 
left are significantly negatively correlated with 
maxima further in front of the participant (r = -
0.37; p < 0.01) and not significantly correlated 
with maxima further behind (or less far in front 
of) the participant. This suggests responses with 
right hand gestures further to the left tend to 
have gestures less far forward, but not further 
back from the mean position. 
 
Total Distance  

As an indicator of relative activity between 
hands, we calculated cumulative distance 
traveled during the response windows. Across all 
spontaneous gesture responses, the right wrist 
travelled significantly further on average than the 
left wrist (3.34m vs. 2.56m; p < 0.01). The right 
wrist did not travel significantly more for future 
words than for past words (3.07m vs. 3.20m; p > 
0.5), and the left wrist did not further for past 

words than for future words (2.54m vs. 2.28m; p 
> 0.25). 
 

Discussion 
Our new methods of measuring co-speech, 
spontaneous gesture supports previous hand-
coded findings while requiring less human 
supervision. More nuanced analyses and more 
human supervision could offer new insight on 
well-known gesture findings. 
   We have replicated the findings of Casasanto 
and Jasmin (2012) that there are more significant 
differences in spontaneous, co-speech gesture 
along the lateral axis than the sagittal axis. 
Similar to Walker and Cooperrider (in press), we 
found a relationship between more forward 
gestures and more rightward gestures, and a 
negative relationship between rightward gestures 
and further back (less far forward) gestures. This 
relationship does not exist for the left hand 
   Further analysis could examine the distance 
traveled along the particular axes of interest and 
help understand how gesturers use the two axes 
in greater detail. We have only reported distance 
in general, and used peaks as a proxy for activity 
along an axis – a coarse measure. We can 
analyze intentional, elicited gesture in the vein of 
previous research to provide additional detail. In 
the future, these methods could be co-opted to 
provide novel findings for theoretical issues. 
   A future study will compare these gestures to 
more developed systems of manual movements – 
sign languages. Sign languages have 
grammatical rules for locations and movement 
trajectories, and previous research has found the 
use of timelines in various sign languages 
(Engberg-Pedersen, 1993). Few attempts have 
been made to understand exactly how signers use 
the sagittal timeline.  
   Emmorey (2001) states that in ASL, points to 
locations behind the signer can only have spatial, 
and not temporal meaning. With these methods 
we can examine if signs related to more distant 
past or future events subtly encode that distance 
in location or trajectory as a “gestural” 
component of sign, despite the grammatical rule. 
 

Acknowledgments 

Thanks to Seana Coulson and Ben Bergen for 
project design and analysis suggestions. Thanks 
to Jim Hollan, So-One Hwang, Carol Padden and 
the UCSD Chancellor’s Interdisciplinary 
Collaboratories Fellowship for support. 
 

1288



References 
Casasanto, D., & Jasmin, K. (2012). The hands 

of time: Temporal gestures in english 
speakers. Cognitive Linguistics, 23(4), 643-
674. 

Cooperrider, K., Núñez, R. & Sweetser, E. 
(2014). The conceptualization of time in 
gesture. In Müller, C., Cienki, A., Fricke, E., 
Ladewig, S.H., McNeill, D., & Tessendorf, 
S.(Eds.), Body-Language-Communication (vol. 
2). New York: Mouton de Gruyter. 

Emmorey, K. (2001). Language, cognition, and 
the brain: Insights from sign language 
research. Mahwah: Lawrence Erlbaum 
Associates, Publishers. 

Engberg-Pedersen, E. (1993). Space in Danish 
Sign Language: The semantics and 
morphosyntax of the use of space in a visual 
language. Hamburg, Germany: Signum-
Verlag. 

Fouse, A., Weibel, N., Hutchins, E., & Hollan, 
J.D. (2011). ChronoViz: A System for 
Supporting Navigation of Time-Coded Data. 
Proceedings of ACM Conference on Human 
Factors in Computing Systems, 299-304. 

Glowinski, D., Mancini, M., Cowie, R., Camurri, 
A., Chiorri, C., & Doherty, C. (2013). The 
movements made by performers in a skilled 
quartet: a distinctive pattern, and the function 
that it serves. Frontiers in psychology, 4. 

Han, J., Shao, L., Xu, D., & Shotton, J. (2013). 
Enhanced Computer Vision with Microsoft 
Kinect Sensor: A Review. IEEE transactions 
on cybernetics, 43, 5. 

Huenerfauth, M., & Lu, P. (2010). Accurate and 
Accessible Motion-Capture Glove Calibration 
for Sign Language Data Collection. ACM 
Transactions on Accessible Computing, 3, 1, 2.  

Lakens, D., Semin, G.R., & Garrido, M.V. 
(2011). The sound of time: Cross-modal 
convergence in the spatial structuring of time. 
Consciousness and Cognition, 20, 437-443. 

Lakoff, G., & Johnson, M. (1980). Metaphors we 
live by. Chicago: University of Chicago Press. 

Mancini, M., Varni, G., Niewiadomski, R., 
Volpe, G., & Camurri, A. (2014, April). How 
is your laugh today?. In CHI'14 Extended 
Abstracts on Human Factors in Computing 
Systems (pp. 1855-1860). ACM. 

McNeill, D. (1992). Hand and mind: What 
gestures reveal about thought. Chicago: 
University of Chicago Press. 

Núñez, R., Cooperrider, K., (2013). The tangle 
of space and time in human cognition. Trends 
in Cognitive Sciences, 17(5), 220-229. 

Núñez, R., & Sweetser, E. (2006). With the 
future behind them: Convergent evidence from 
Aymara language and gesture in the 
crosslinguistic comparison of spatial 
construals of time. Cognitive Science, 30, 1-
49. 

Sell, A.J., & Kashak, M.P. (2011). Processing 
time shifts affects the execution of motor 
responses. Brain and Language, 117, 39-44. 

Song, Y., Demirdjian, D., & Davis, R. (2012). 
Continuous body and hand gesture recognition 
for natural human-computer interaction. ACM 
Trans. Interact. Intell. Syst. 2, 1. 

Walker, E., & Cooperrider, K. (in press). The 
continuity of metaphor: Evidence from 
temporal gestures. 

Weibel, N., Rick, S., Emmenegger, C., Ashfaq, 
S., Calvitti, A., & Agha, Z. (2015). LAB-IN-
A-BOX: semi-automatic tracking of activity in 
the medical office. Personal Ubiquitous 
Computing, 19, 317–334. 

 

1289



If at First You Don’t Succeed: The Role of Evidence in Preschoolers’ and Infants’ 
Persistence. 

 
Julia A. Leonard (jlnrd@mit.edu) & Laura E. Schulz (lschulz@mit.edu) 

Department of Brain and Cognitive Sciences 
Massachusetts Institute of Technology 

 
Abstract 

Perseverance, above and beyond IQ, predicts academic 
outcomes in school age children. Yet, little is known about 
how very young children learn the contexts in which 
persistence is valuable (or not). Here, we explore how young 
children and infants learn about the rational deployment of 
effort through observing adults’ persistent behavior. Results 
from Experiments 1 and 2 indicate that preschoolers persist 
more after watching an adult persist, but only if the adult is 
successful at reaching their goal. Experiment 3 extends these 
findings, showing that even infants use adult models to 
modulate their persistence, and can generalize this inference 
to novel situations. Thus, both preschoolers and infants are 
sensitive to adult persistence and use it to calibrate their own 
tenacity.  

Keywords: learning, child development, motivation, 
persistence 

Introduction 
American culture values effort and perseverance. This 
emphasis is substantiated by scientific research: grit and 
self-control predict high school grades and on-time 
graduation better than IQ (Duckworth & Seligman, 2005; 
Eskreis-Winkler, Shulman, Beale, & Duckworth, 2014). 
Even the way that children think about the relationship 
between hard work and achievement predicts school 
outcomes. For example, children who believe effort 
determines achievement out-perform those who believe 
ability is a fixed trait, even when controlling for ability 
(Blackwell, Trzesneiwki, & Dweck, 2007). Although 
considerable work has looked at achievement motivation 
and judgments of self-efficacy in school-age children 
(Bandura, 1977; Zimmerman & Blotner, 1979; Zimmerman 
& Ringle, 1981), relatively little is known about the 
development of children’s tendency to persist in the face of 
frustration before they enter school. Here we consider the 
question of how very young children learn both the value of 
persistence, and the contexts in which persistence is (and is 
not) valuable. 

In their own behavior, preschoolers are sensitive to 
contexts in which effort might pay off: children explore 
more, and more strategically, when the probability of 
information gain is high than when it is low (Bonawitz, et 
al., 2011; Cook, Goodman, & Schulz, 2011; Gweon, Pelton, 
Konopka & Schulz, 2014; Legare, 2012; Schulz & 
Bonawitz, 2007).  However, relatively little is known about 
what evidence young children might use in deciding how 
long to persist in trying to achieve a goal. 

One plausible source of evidence is children’s own past 
experience of success and failure. Children are much more 

likely to indicate that they are “bad at solving puzzles” after 
experiencing failure than at baseline (Smiley & Dweck, 
1994). Preschoolers are also more likely to imitate an 
adult’s goal-directed actions if they have previously had 
difficulty achieving the outcome themselves (Williamson, 
Meltzoff, & Markman, 2008).  

In novel contexts however, the best source of information 
for children about the value of persistence may be what 
adults say and do.  For example, whether parents praise their 
toddlers for effort or for ability affects whether children 
believe intelligence is malleable or fixed many years later 
(Gunderson, Gripshover, Romero, Dweck, & Levine, 2013). 
Such patterns of approval (or disapproval) convey general 
information about the value of effort; however, adults can 
also convey specific messages about how long a child 
should persist on any given task.  Children use adult models 
to learn both information that is causally relevant to their 
goals (Bekkering, Wohlschlager, & Gattis, 2000; Gergely, 
Bekkering, & Kiraly, 2002; Schulz, Hoopell, & Jenkins, 
2008; Meltzoff, 1995) and behaviors that, although causally 
unnecessary, may be plausibly relevant to norms, 
conventions or broader social practices (Harris, 2012; 
Kenward, Karlsson, & Persson, 2011; Lyons, Young, & 
Keil, 2007; McGuigan, Whiten, Flynn, & Horner, 2007).  
This suggests that adults’ tendency to persist or quit in the 
face of frustration might affect the probability that their 
children do the same, on specific tasks and more broadly. 

However, children could learn two very different things 
from adults’ persistence.  They could learn the value of 
persistence or they could learn that achieving this goal is 
hard, even for adults.  Preschoolers understand that adults 
are more knowledgeable than they are (e.g., Lutz & Keil, 
2002) and sometimes even attribute omniscience to adults 
(Wimmer, Hogrefe, & Perner, 1988).  If a task is difficult 
even for a grown-up, children might well conclude that they 
should not bother trying.  Indeed, previous studies on 
achievement motivation have found that school-age 
children’s persistence and judgments of self-efficacy are 
influenced both by adults’ modeling and adults’ statements 
of confidence (Zimmerman & Blotner, 1979; Zimerman & 
Ringle, 1981). 

However, children under the age of five tend to be 
optimistic about their own abilities and typically over-
estimate how well they will perform, especially at novel 
tasks (Schneider, 1998; see also Burhans & Dweck, 1995; 
Cimpian, 2010; Smiley & Dweck, 1994). As long as a 
behavior is plausibly within the child’s repertoire, children 
may well persist despite the adult’s difficulties.  Insofar as 
children use adult models to determine when persistence 
will pay off, children should be especially likely to learn 
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from adult persistence if the adult is ultimately successful.   
By contrast, if an adult struggles and finally has to quit, 
children might be best served by learning that in this case, 
persistence is futile. 

Critically, even if a child believes that persistence will 
pay off, she must decide how far to generalize this insight.  
If a child watches an adult struggle to open a door and 
succeed, the child could conclude that this particular door is 
hard to open and she should try hard to open it; or she could 
decide to persist given sticky doors in general; or she might 
learn that perseverance in the face of frustration is, in 
general, a good idea.   

Although the most far-reaching effects of adults’ behavior 
on children’s persistence must await future work, here we 
evaluate the effect of adult persistence on children’s 
persistence, both given adult success (Experiment 1), adult 
failure (Experiment 2), and in contexts where the adult and 
child have similar goals (Experiment 1 & 2) and in contexts 
where their goals differ (Experiment 3).  Additionally, 
because most research on children’s beliefs about 
persistence has focused on school-age children (see Yeager 
& Dweck, 2013) and little is known about its trajectory 
earlier in development, we begin our investigation with 
preschoolers (Experiment 1 & 2).  We then see if the adult 
models affect children’s persistence even in infancy 
(Experiment 3). 

Experiment 1 

Methods 
Participants and Materials Fifty-nine 4-5 year-old 

children were recruited for the study, but only fifty-two 
were included in the data analysis (mean: 57.56 months; 
range: 48 - 71 months) due to parental interference (n = 1), 
no video recording (n = 2), not reaching criteria with the ‘all 
done playing’ bell (n = 1), not touching the toy box before 
ringing the bell (n=2), or successfully opening the toy box 
(which was supposed to be impossible; n = 1). Children 
were randomly assigned to one of two conditions: 
Immediate Success or Effortful Success (n = 26/condition; 
ages were matched across conditions. Confidence intervals 
reported from bootstrap on mean with 10,000 samples. β = 
1.5, 95% CI [-0.03, 0.08]). 

Two 18.49 x 8.51 x 8.51 cm wooden boxes were used.  
The boxes looked like they could open in a few different 
ways, but they actually opened through a secret sliding 
notch. A marble was hidden in the experimenter’s box and a 
rubber frog was hidden in the child’s box. These toys 
produced different sounds when the box was shaken and 
were used to indicate that the boxes were different. A bell 
was used for the child to indicate that she was ‘all done 
playing’ and a toy bear was used to demonstrate the use of 
the bell.  

 
Procedure Children were tested individually in a quiet 
room off an urban children’s museum floor.  In both 
conditions, the experimenter first introduced the child to the 

‘all done playing’ bell. The experimenter pretended to play 
with the stuffed bear, and then said, “I’m all done playing” 
and rang the bell. The child was then asked to play with the 
bear and indicate when she was all done playing by ringing 
the bell. The procedure was repeated if the child didn’t use 
the bell to indicate when she was done playing. If the child 
failed to ring the bell after three repetitions, they were 
excluded from the study. 

In both conditions, the experimenter then brought out 
their wooden box and shook it, saying, “I think there’s 
something inside of there!” In the Immediate Success 
condition, the experimenter took approximately 5 seconds to 
identify the sliding notch and opened the box. In the 
Effortful Success condition, the experimenter made repeated 
attempts to open the box for 30 seconds before locating the 
sliding notch and opening it.  

Next, the experimenter told the child that she needed to 
go review some paperwork with their parents and that the 
child would get to play with a toy by herself.  The child was 
also told that, because the experimenter would be on the 
other side of the room talking with her parents, they should 
ring the bell to indicate when they were done playing. The 
child was then given a box to play with. The box looked 
identical to the experimenter’s box but had a different toy 
inside and was impossible to open. The experimenter then 
moved out of the child’s line of sight to talk to their parents.  
If the child asked a question during the free play period the 
experimenter always responded by saying “I’m talking with 
your mom/dad right now.  Just ring the bell when you’re all 
done playing.”  The experiment was terminated when the 
child rang the bell or after four minutes, whichever came 
first. The experimenter always ended by saying, “Oops, I 
gave you the wrong box to open!” Children were given a 
different box, and working with the experimenter, always 
opened the box in the end.  

Results  
All results were coded from videotape by two coders 

blind to condition (inter-rater reliability r=.99, p<.001). 
Because children spent almost all of the time manipulating 
the box before ringing the bell, we used latency to ring the 
bell as the dependent measure indexing children’s 
persistence in all conditions (using an average score from 
both coders).  To avoid the problems associated with null 
hypothesis significance tests, we used a bootstrap method 
with 10,000 samples to estimate 95% confidence intervals 
throughout. (See Cummings, 2008). Children in the Effort 
Success condition persisted significantly longer than 
children in the immediate success condition1 (Mean 
Effortful Success: 107.23 s, 95% CI [75.8, 136.5]; Mean 
Immediate Success: 56.92 s, 95% CI [36.34, 73.0]; β = 0.58 
log seconds, t(50)= 2.87, p <.01, 95% CI [0.19, 1.00]; See 
Figure 1).  

                                                             
1 The dependent variable was transformed into log space so the 

distribution would adhere better a normal distribution 
2 The dependent variable was transformed into log space so the 
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The results from Experiment 1 show that children’s 
persistence is affected by adult’s persistence at a similar 
task. Thus, children seem to be making the inference that if 
achieving a goal is difficult for an adult, it will also be hard 
for them and therefore they must put in more effort to 
achieve that goal.  

Experiment 1 raises the question, are children just 
imitating the adult’s actions? If so, they are surely not doing 
so in a pure imitative fashion since children in both 
conditions persist on average more than the 5 or 30 seconds 
of persistence that the adult models. If children are not 
merely imitating, but instead are trying to figure out how 
much effort they should put into achieving a goal, then it 
should matter whether the adult model succeeds or fails. If 
the adult fails, whether immediately or after considerable 
effort, then children should not merely do what the adult 
does, but be less likely to persist across the board. In 
Experiment 2 we addressed this question by asking whether 
adult persistence modulates children’s persistence when the 
adult fails to reach their action, both immediately and after 
effort.  

Experiment 2 

Methods 
Participants and Materials Fifty-six 4-5 year-old children 
were recruited for the study, but only fifty-two were 
included in the data analysis (mean: 57.00 months; range: 
48 - 71 months) due to not touching the toy box before 
ringing the bell (n=3), or experimental error (n = 1). 
Children were randomly assigned to one of two conditions: 
Immediate Quitting, and Quitting after Effort (n = 
26/condition; ages were matched across conditions. 
Confidence intervals reported from bootstrap on mean with 
10,000 samples. β = 2.0, 95% CI [-0.02, 0.09]). The 
materials were the same as in Experiment 1.  
 
Procedure The procedure was identical to that in 
Experiment 1, except for that instead of succeeding at 
opening the box, the experimenter now failed. In the 
Immediate Quitting condition, the experimenter manipulated 
the box for 5 seconds and then said, “I can’t do it.  Okay, 
I’m done.” In the Quitting after Effort condition, the 
experimenter performed the same actions as in the Effortful 
Success condition except that at the end, instead of 
identifying the sliding notch and opening the box, she said, 
“I can’t do it. Okay, I’m done”. 

Results  
As in Experiment 1, all results were coded from videotape 

by two coders blind to condition (inter-rater reliability 
r=.99, p<.001). As predicted, children’s persistence did not 
differ by condition when the experimenter failed to reach 
their goal2 (Mean Immediate Quitting: 34.94 sec, 95% CI 

                                                             
2 The dependent variable was transformed into log space so the 

distribution would adhere better a normal distribution 

[15.64, 48.29]; Mean Quitting After Effort: 30.0 sec, 95% 
CI [20.75, 38.12]; β = 0.01 log seconds, t(50)= 0.03, p =.97, 
95% CI [-0.44, 0.42]; See Figure 1).  

To simultaneously explore how effort and outcome 
affected children’s performance, we performed a multiple 
regression where seconds playing with the toy were input as 
the dependent variable and effort, outcome, and their 
interaction as the independent variables. The regression 
revealed a positive effect of experimenter success, with 
children playing with the toy for a longer amount of time in 
the success conditions vs. the quitting conditions (β = 0.66 
log seconds, t(100)= 3.10, p <.01, 95% CI [0.25, 1.07]). 
When the experimenter didn’t try, children also tried longer, 
but the 95% confidence interval crosses over zero, 
suggesting this is not true (β = 0.01 log seconds, t(100)= 
0.01, p =.97, 95% CI [-0.41, 0.45]). Finally, we found that 
when the experimenter put in effort and succeeded, there 
was a trend for children to play with the toy for longer than 
in any other condition (β = 0.58 log seconds, t(100)= 1.90, p 
=.06, 95% CI [-0.01, 1.20]). 
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Figure 1: Time spent playing with the toy by condition with 
bootstrapped 95% confidence intervals 

 
The results of Experiment 1 and 2 show that children’s 

persistence is affected jointly by the adult’s persistence at a 
goal and whether the adult ultimately succeeds at her goal or 
not.  Children are most persistent when they see an adult 
work at a goal and succeed.  They also persist (although to a 
lesser degree) if the goal is demonstrably achievable, even if 
it comes easily to the adult.  However, if children have no 
evidence that the goal is achievable, adult persistence has no 
effect on children’s persistence.  

Note however, that in Experiment 1 and 2, the child and 
the experimenter played with boxes that looked identical 
and differed only in their contents.  Thus the child and the 
experimenter had essentially the same task and same goal: 
open the box to figure out what was inside.  Additionally, 
the child saw the experimenter persist at only a single task.  
In Experiment 3, we extend this investigation in two ways.  
First, we show children an adult modeling persistence (or 
succeeding readily) across two different tasks with two 
different goals.  We then give children a third task, with yet 
a different goal.  If adult persistence merely gives children 
information that “this particular task is difficult and requires 
persistence” then we might expect no effect of adult 
persistence on child persistence when the two are working 
on different tasks and trying to achieve different goals.  
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However, if children draw the more general inference that 
persistence is valuable (at least in this context), then they 
may be more likely to persist even when the adult model has 
provided no information about the difficulty of the task they 
themselves are trying to achieve. 

In Experiment 3, we also extend this investigation by 
asking if the effect of adult persistence on children’s 
behavior extends into infancy.  In designing the paradigm 
for infants, we contrasted two conditions: a success after 
Effort condition and a success after No Effort condition.  
We eliminated the Quitting conditions because pilot work 
suggested that when the experimenter persistently struggled 
in vain, infants became too fussy and inattentive to explore 
themselves.  To ensure that the infants were equally 
attentive to both conditions, the experimenter manipulated 
the toys for the same amount of time in each condition. 
 

Experiment 3 

Methods 
Participants and Materials Infants were recruited at an 
urban children’s museum and tested individually in a quiet 
testing room off the museum floor.  Eighty infants were 
recruited for the study, but only forty-four were included in 
the data analysis (mean: 15.43 months; range: 13-18 
months) due to fussing out (n = 3), parental interference (n = 
20), successfully activating the test toy (which was 
supposed to be impossible for the infants; n = 7), never 
pressing the button on the toy (n=5) or experimental error 
(n=1). Infants were randomly assigned to the Effort and No 
Effort conditions (n = 22/condition; ages were matched 
between conditions. Confidence intervals reported from 
bootstrap on mean with 10,000 samples. β = .27, 95% CI  
[-0.08, 0.04]).  

Two toys were used by the adult model.  One toy was a 
tomato container with a rubber frog inside. The tomato 
container looked as though it could be opened by lifting off 
the bottom of the container, but actually opened through a 
sticker that peeled off at the top of the container.  The other 
toy was a carbineer with a cow key chain attached.  The key 
chain lit up and made cow noises when a button was 
pressed. An additional toy was used for the infant.  The 
infant toy was a square box (6.353 cm) covered in felt with a 
button with a music symbol on the top. Although this button 
looked like it would activate music, a hidden button on the 
bottom of the toy actually activated the music. The bottom 
of the toy needed to be pressed firmly on a hard surface to 
trigger the button.  The trigger was intended to be too 
difficult for the infants to activate.  Additionally two warm-
up toys (one toy that lights up and vibrates, and another toy 
that rattles) were used to familiarize the infant to the high 
chair and testing room. 
 
Procedure Infants sat in a high chair or booster seat with a 
tray, next to their parent. The experimenter and baby played 
with the warm-up toys while the baby got comfortable in 

their high chair/ booster seat. First, the experimenter played 
with the tomato container for 30 seconds. In both 
conditions, the experimenter shook the tomato container 
saying, “Look, there’s something inside of there! I want to 
get it out!” In the Effort condition, the experimenter 
struggled to get the toy out for 30 seconds, saying, “I 
wonder how I can get my toy out of here!” and making a 
frustrated face. She succeeded at the end. In the No Effort 
condition, the experimenter successfully retrieved the toy 
within 10 seconds and then repeated getting the toy out 
three times, for a total of 30 seconds, saying “Do you want 
to see that again?” between each attempt. Next, the 
experimenter played with the carabineer and key chain 
saying, “Look at this toy. See this!” while activating the 
cow keychain sound. “I want to get this off of here!” As 
with the tomato container in the Effort condition, the 
experimenter struggled to get the key chain off for 30 
seconds and in the No Effort condition she took the key 
chain off the carabineer three times within 30 seconds.  

The experimenter next introduced the infant to her toy 
saying, “Now it’s your turn to play with a toy. See this toy! 
This toy makes music!” The experimenter showed the infant 
her toy and then placed it out of the infant’s view and made 
the toy play music. The experimenter then handed the toy to 
the infant and left the room. The parent was instructed to 
return the toy to the infant if she passed it to them and to 
smile and nod but otherwise not interact with the baby. The 
experiment was terminated 1) if the infant fussed out 2) 
after the baby passed the toy to her parent and/or threw the 
toy off the highchair a total of three times or 2) two minutes 
went by, whichever came first. At the end of the 
experiment, the experimenter made sure the infant was 
successful in making the toy play music.  

Results  
All results were blind coded from videotape.  Because 
infants did not uniformly attend to the toy until they met the 
criteria for ending the experiment, we used a more fine-
grained measure than time until the experiment was 
terminated.  In Experiment 3, we coded both how often the 
infant pressed the button between the moment they were 
handed the toy and the moment the experiment was ended 
and how often infants pressed the button between the 
moment they were handed the toy and the first time they 
discarded the toy (by passing it to a parent or throwing it off 
the highchair). Children in the Effort condition pressed the 
button more times in total (Mean Effort: 25.09, 95% CI 
[17.28, 32.36], Mean No Effort: 14.72, 95% CI [8.87, 
20.18]) and before first handoff (Mean Effort: 18.60, 95% 
CI [11.78. 24.59], Mean No Effort: 11.05, 95% CI [6.09, 
15.22]; See Figure 2) than children in the No Effort 
condition. In a linear regression3, we found a positive effect 
of experimenter effort, with children pressing the button 
more times in total, and before handoff, in the Effort vs. the 

                                                             
3 The dependent variable was transformed to the 0.5 power so 

that the distribution would adhere better to a normal distribution. 
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No Effort condition (total number press: β = 1.30, t(42)= 
2.43, p =.02, 95% CI [1.55, 3.71], number press pre-
handoff, β = 1.16, t(42)= 2.28, p =.03, 95% CI [1.25, 3.37]).  

This effect was not driven by children in the No Effort 
group handing off the toy more than children in the Effort 
group (Mean Effort: 2.45, 95% CI [2.04, 3.00], Mean No 
Effort: 1.95, 95%CI [1.46, 2.55]; Bootstrap mean 
difference: 0.5, 95% CI [-0.17, 1.18]). Thus, not only did 
children in the Effort condition try harder to make the toy 
work by pressing the button more overall, they also tried 
harder to make it work before asking an adult for help or 
throwing the toy in frustration. 
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Figure 2: Total number of button presses by condition with 
bootstrapped 95% confidence intervals 

Discussion 
This study looked at whether preschool age children and 
infants learn when to deploy effort by observing adult 
behavior. The findings from Experiment 1 and 2 suggest 
that adult models convey at least two kinds of information 
that affect children’s persistence: whether the goal requires 
effort to achieve and whether the goal is achievable.  
Preschoolers’ persistence was modulated by both these 
factors.  Preschoolers persisted most when an adult persisted 
successfully, significantly less when an adult succeeded 
effortlessly, and less still when the adult failed to achieve 
the goal.  Indeed, when the adult failed to achieve the goal, 
the adult’s persistence (or lack thereof) had no impact on 
children’s persistence.  Experiment 3 extended these 
findings to suggest that 13- to 18-month-old infants also use 
adult models to modulate their persistence, and they do so in 
relatively far-reaching ways.  Infants were more likely to 
persist in their attempts to activate a toy when an adult had 
persisted, even though the adult had entirely different goals 
(opening a container and removing a keychain) than the 
infant (activating music).  This suggests that, infants, like 
older children, are sensitive to adult persistence and use it to 
calibrate their own tenacity; moreover, infants do not 
merely learn that a particular task may be difficult. They 
draw a broader generalization that at least extends to the 
inference that all the toys they are playing with in the 
experiment require a high level of persistence to succeed. 

However, these findings also raise a number of questions.  
First, although this study points to adult persistence and the 
achievability of a goal as factors that affect infants and 
preschoolers’ persistence, many more factors may affect 
persistence in the real world.  These include the perceived 

complexity of the task, the perceived competence of the 
adult model, the child’s past experience succeeding or 
failing at comparable tasks, the child’s motivation to 
achieve the outcome, the availability (or unavailability) of 
graded evidence suggesting progress towards a goal, and the 
child’s temperament.  How these factors interact to affect 
children’s perseverance remains a rich area for future 
research. 

Second, we have alluded to the difficulty in establishing 
how far children generalize the inference that they should 
(or should not) persist at a task.  The results of Experiment 3 
suggest that children learn something more than merely 
“this particular task requires perseverance.”  However, to 
what degree children learn something about the value of 
persistence in the face of frustration across contexts remains 
unknown.  Indeed, although perseverance is a culturally 
valued trait, not every task is worth persisting on.  An 
optimal learner should be sensitive both to the conditions 
under which they should persist and when they should not.  
Recent research suggests that even toddlers can assess the 
costs and rewards of agent actions (Jara-Ettinger, 
Tenenbaum, & Schulz, 2015); this sensitivity to the utility 
of actions could also support children’s decisions about how 
hard to try.  

Finally, as noted, the majority of research on children’s 
attitudes towards efforts and its relationship with 
achievement has been conducted in school-age children (see 
Yeager & Dweck, 2013). The findings from the current 
study provide initial evidence that as early as infancy, 
children calibrate their own effortful behavior based on 
adult’s effortful behavior. However, in the current study, we 
measured only children’s persistence on a task; in future 
work it would be interesting to know how adult models 
affect children’s more explicit theories of their own abilities 
(e.g., judgments of self-efficacy; Zimmerman & Ringle, 
1981). Considering that perseverance, and beliefs about the 
value of perseverance, have a very real-world impact on 
school achievement (Duckworth & Seligman, 2005; 
Eskreis-Winkler, Shulman, Beale, & Duckworth, 2014), 
future research might look at how evidence for the value of 
persistence within and across contexts affects children’s 
long term theories about themselves and their real world 
outcomes. 
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Abstract
Limitations in visual working memory (VWM) have been ex-
tensively studied in psychophysical tasks, but not well under-
stood in terms of how memory limits translate to performance
in more natural domains. For example, in reaching to grasp an
object based on a spatial memory representation, overshooting
the intended target may be more costly than undershooting,
such as when reaching for a cup of hot coffee. The current
body of literature lacks a detailed account of how the phys-
ical consequences and costs of memory error influence what
we encode in visual memory, and how we act on the basis of
remembered information. Here, we study whether externally-
imposed monetary costs influence behavior in a task that in-
volves motor planning based on information recalled from
VWM. Our results indicate that subjects accounted for the un-
certainty in their visual memory, showing a significant differ-
ence in their motor planning when monetary costs were im-
posed for memory errors. However, our findings indicate that
subjects’ memory representations per se were not biased by
the imposed costs, but rather subjects adopted a near-optimal
post-mnemonic decision strategy.
Keywords: Visual working memory; decision making; motor
planning

Introduction
Visual working memory (VWM) can be defined as a system
that actively maintains visual information to serve the needs
of ongoing tasks (Luck & Vogel, 2013). The limitations of
this system have been the subject of numerous psychophysi-
cal studies, with particular interest in understanding possible
limits in the number of items that can be sustained in memory,
as well as the quality or precision of recalled representations,
particularly as the set size increases (Luck & Vogel, 2013;
Ma, Husain, & Bays, 2014). Building on a substantial body
of behavioral results, recent work has also focused on the de-
velopment of computational models that explain and predict
limits in memory performance, on the basis of information
theory (Sims, Jacobs, & Knill, 2012; Orhan, Sims, Jacobs, &
Knill, 2014; Sims, 2015) or theories based on limits in neu-
ral coding (Franconeri, Alvarez, & Cavanagh, 2013; Bays,
2014).

Limits in visual memory, though extensively studied, are
not equally well understood in terms of how they influence
behavior in ecological tasks, such as in motor planning and
execution. What we are still largely left asking is the follow-
ing: How is VWM used in natural tasks, and how might the
costs of misremembering influence how and what we remem-
ber?

Hollingworh, Richard, and Luck (2008) demonstrated that
visual working memory is important for a range of natu-
ral tasks, including gaze correction following saccadic error.

Brouwer and Knill (2007, 2009) demonstrated that VWM is
similarly critical for online movement control, even when
reaching for targets that are currently visible. This paper
builds on the close connection between VWM and motor con-
trol, and examines how imposed monetary costs on VWM er-
rors affect an individual’s movement planning. We therefore
examine motor planning and visual working memory from
the perspective of decision theory (Körding, 2007).

One intuitive example that illustrates how errors in VWM
can translate into relevant behavioral costs is the so-called
‘wine-glass problem’. You might imagine yourself on a din-
ner date, and maintaining eye contact with your date while
simultaneously reaching to pick up your glass of wine. In this
example there are two sources of information available to the
brain regarding the location of your wine glass: information
from the visual periphery present at the time of planning, and
remembered information from previous fixations on the glass.
However, both sources of information are of limited fidelity
(Brouwer & Knill, 2007, 2009), and in this situation memory
error may lead to significant social costs. If you misremember
the location of the wine glass as being further from you than
it really is, you might overshoot and knock over the glass. In
this case, it is less costly to misremember the target as being
closer to you than it really is, since this would result in un-
dershooting and having to make a slight additional reaching
movement to adjust for your mistake (example adapted from
Trommershäuser, Maloney, & Landy, 2008).

From this perspective, the study of VWM can be ap-
proached as a form of decision making under risk. This builds
on other research which examines motor planning as a form
of decision making (Trommershäuser et al., 2008; Wolpert
& Landy, 2012) and which similarly asks: How do the costs
of motor error influence motor planning? We add to this re-
search by studying how imposed costs affect visual spatial
memory as well as the planning of hand movements on the
basis of remembered information.

An important and closely related question is whether ex-
ternal costs bias the contents of visual memory, or rather,
whether costs influence how people act on the basis of un-
certain memory information. Previous research in categori-
cal perception (Goldstone & Hendrickson, 2010) has demon-
strated that the categorical structure of visual information in-
fluences our ability to discriminate between objects. Categor-
ical perception effects raise the possibility that the costs of
memory error may similarly bias the contents of visual work-
ing memory. In the context of remembering spatial informa-
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tion, the sensitivity of VWM to the costs of memory error
might lead to biases in the recall of spatial locations. This
possibility is further bolstered by a number of findings which
show that VWM is sensitive to the statistical structure of the
visual environment (Orhan et al., 2014).

To explore this idea, we developed a task that required par-
ticipants to remember an array of colored targets, and then
after the stimuli were removed, touch the remembered loca-
tion of a cued target using a stylus (Figure 1). In different
conditions, monetary penalties were associated with different
kinds of memory errors: overshooting vs. undershooting the
intended target. Successfully touching a target (hitting any-
where within the target boundary) always earned the partici-
pant money, but depending on condition, either overshooting
or undershooting the target could decrease the participant’s
total earnings.

We hypothesized the following: (1) Memory precision
should deteriorate with increasing set size (the number of
items stored in memory). This expectation is well supported
in the body of previous research (Ma et al., 2014). (2) Mean
aim point should differ between conditions, that is people will
undershoot when there are costs for overshooting and vice
versa. (3) If people are sensitive to the uncertainty in their
memory then they should aim further away from penalty re-
gions in the large set size conditions where memory uncer-
tainty is greater. Thus a strategy of under- or overshooting
the target may not represent a simple and fixed heuristic, but
rather may be more intricately tied to the cost structure of
the task and to the level of uncertainty in memory. (4) The
contents of memory may also be biased by the costs associ-
ated with memory error. This latter hypothesis requires dis-
tinguishing between biases in memory representations, and
participants adopting a post-mnemonic decision strategy.

Methods
Participants
Twelve individuals (8 female) participated in the experiment
(age range 18 to 35 years, mean 22.42). All participants
reported normal or corrected-to-normal vision and no diag-
nosed motor impairments. Participants completed two exper-
imental sessions, and were compensated a minimum of $20
with additional monetary incentives based on performance.
All subjects provided informed consent according to proce-
dures approved by the Drexel University institutional review
board.

Apparatus
Stimuli were presented on a custom built “smart table”, con-
sisting of a glass surface (101x64cm) backed by rear projec-
tion film (Figure 2). A digital projector and mirror mounted
below the glass were used to render stimuli onto the sur-
face. The table height was 105cm. Participants held a stylus
(shown resting on the tabletop) in their dominant hand for in-
dicating responses. The stylus had reflective markers attached
to the end; these markers were tracked by a motion capture

[Cue to hit the orange target]

Recall Trial

Stimulus presentation

Discrimination Trial

Farther

Closer

(a)

(b) (c)

1500 ms

7

Odd Even

Odd/even judgment task

Retention interval 1000 ms

Hit the start cross

Figure 1: Sequence of events in the task. (a) Targets (one or
three annular sectors) were presented for 1,500ms, followed
by a blank retention interval. Subjects then completed an
odd/even digit judgment task, and touched a start cross. De-
pending on the trial, subjects were then instructed to either (b)
touch one of the targets, cued by the color of the start cross
(recall trial), or else (c) complete a memory discrimination
task and judge whether a probe stimulus was presented closer
or farther than the original item.

system (NaturalPoint OptiTrack) that recorded the spatial po-
sition of the tip of the stylus in real-time at 120Hz.

Stimuli
The memory stimuli consisted of one or three colored targets
(colors chosen randomly from the set blue, green, purple, and
orange) that varied in angle and distance from the participant
(see Figure 1). Each target was an annular sector (i.e., a sec-
tion of a ring), with angular width = 10 degrees, and radial
thickness = 6.35 cm. The target locations were defined in po-
lar coordinates (angle and radial distance from the subject),
with the angle to the target center sampled from the range
(-45◦, 45◦), where 0◦indicates straight in front of the sub-
ject. The radial distance to the targets varied from 12.7cm to
41.28cm. Target locations were randomly sampled on each
trial subject to the constraint that targets did not overlap in
angle.

The targets were rendered on top of a “white noise” pixel
background. The pixel noise masked reflections on the glass
table surface that could otherwise potentially be used to aid in
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Figure 2: The apparatus used for the experiment. See text for
description.

the localization of stimuli. Each trial began by having the sub-
ject touch a ‘start cross’ located at the proximal edge of the
table. Stimuli were then presented for 1,500ms, followed by
a 1,000ms retention interval. After the retention interval, sub-
jects then completed an odd/even digit judgment task, where
they were asked to indicate whether a single digit (randomly
chosen from the set 1–9) was odd or even. The odd/even
judgment task forced participants to make eye movements,
and hence prevent using visual gaze as an ‘external memory’.
Then, subjects once again touched the start cross. Depending
on the trial, subjects were cued to either complete a mem-
ory recall trial (Figure 1b) or a memory discrimination trial
(Figure 1c). During recall trials, subjects were instructed to
attempt to touch the location where the cued target had pre-
viously been displayed. After touching the display, subjects
received visual feedback on whether they hit or missed the
target, and whether it resulted in a monetary payoff or penalty
(depending on condition, described in the Procedure section).
During the discrimination trials, participants were asked to
judge whether a probe stimulus was presented closer or far-
ther than the original item. No feedback was given during
discrimination trials.

Procedure

Each participant completed two experimental sessions, con-
ducted on separate days. Each session consisted of two blocks
that varied in terms of set size—the number of targets that
needed to be remembered. In one of the blocks, subjects were
shown a single target on each trial (set size = 1), and in the
other block three targets were displayed (set size = 3). The
order of the blocks was counterbalanced across participants.
Each block consisted of 100 recall trials, and 50 discrimina-
tion trials. The two trial types were randomly interleaved, and
subjects could not distinguish between the two trial types at
the start of each trial. During recall trials, subjects gained or
lost money depending on whether they successfully ‘hit’ the

‘Penalize overshoot’
condition

‘Penalize undershoot’
condition

(a) (b)

Cued target
location

–$0.20

–$0.20

Figure 3: Recall trials incorporated monetary penalties, de-
pending on the condition. (a) In the ‘penalize overshoot’ con-
dition, touching an area in the red region (overshooting the
target) resulted in a monetary penalty of $0.20. (b) The ‘pe-
nalize undershoot condition. Touching an area in the white
region had no penalty.

cued target. In particular, successfully hitting a target earned
the participant 10 cents, in addition to a base pay of $5.00
for each block. The two experimental sessions differed in
terms of the monetary penalty associated with missing a tar-
get (illustrated in Figure 3). In one of the sessions, ‘over-
shoot errors’—touching a location farther than the target—
cost the participant 20 cents (Figure 3a). In the other session,
‘undershoot errors’—touching a location closer to the partici-
pant than the actual target—cost 20 cents (Figure 3b). Under-
shooting in the penalize overshoot condition resulted in zero
cents (neither gain nor penalty), and vice versa for the pe-
nalize undershoot condition. Subjects were instructed at the
start of each session on the relevant payouts and penalties for
that condition. The order of the two penalty conditions was
counterbalanced across participants.

During discrimination trials, a probe stimulus was dis-
played that differed from the location of one of the original
stimulus items in terms of its radial distance. The partici-
pant completed a 2-alternative forced choice, deciding if the
probe stimulus was closer or farther than the original target
(Figure 1c). The distance of the probe stimulus relative to
the true stimulus location was controlled using a one-up/one-
down adaptive staircase procedure (Lu & Dosher, 2014), us-
ing two interleaved staircases. Thus, the discrimination trials
were designed to determine the participants psychophysical
threshold: the probe distance that was indistinguishable from
the remembered location of the original target. This enabled
a measure of whether memory for target distance was biased
by the penalty condition.

To summarize, the experiment utilized a 2 × 2 within-
subject design, manipulating set size (one or three items) and
penalty condition (penalize undershoot vs. penalize over-
shoot). During each session, the penalty condition was held
constant, but the two within-session blocks varied the set size.
In total, each subject completed 400 recall trials, and 200 dis-
crimination trials.
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Table 1: Mean payoff in each condition of the experiment.
Standard deviations given in parentheses.

Condition Set Size 1 Set Size 3
Penalize Undershoot $12.70 (2.09) $6.12 (2.97)
Penalize Overshoot $13.08 (1.22) $6.19 (2.29)

Results
On average, participants earned $38.08 across the two ses-
sions of the experiment (highest earning participant = $44.70;
lowest = $23.10). Average payoff for each condition is re-
ported in Table 1. It is immediately apparent that participants
found the task much harder in the set size = 3 condition, earn-
ing approximately half as much as they did in the set size = 1
condition.

Unlike most psychophysical studies of VWM, this exper-
iment offered the possibility for participants to mitigate the
negative consequences of memory error. In particular, we hy-
pothesized that participants would exhibit a tendency to over-
shoot the target in the penalize undershoot condition, and vice
versa.

To test this hypothesis, we computed the relative aiming
position on each recall trial as the difference between the ra-
dial distance of the participant’s response, and the radial dis-
tance to the center of the cued target. According to this mea-
sure, positive values indicate overshooting the center of the
target, and negative values indicate undershooting. Mean rel-
ative aim is plotted in Figure 4.

A 2× 2 within-subjects ANOVA was conducted on mean
relative aim, with set size and penalty condition as factors.
The results indicated that mean relative aim significantly
differed between penalty conditions, F(1,11) = 19.62, p =
0.001, generalized η2 = 0.44. The interaction between set
size and penalty condition aslo reached statistical signifi-
cance, F(1,11) = 10.15, p = 0.009, generalized η2 = 0.120.
Hence, subjects significantly shifted their mean aim location
away from the penalty region, and the magnitude of this shift
was larger in the set size = 3 condition.

Performance in the four conditions differed not just in the
mean aim point, but also in the variability in aiming distance.
The distributions of aim points are shown in Figure 5. This
figure illustrates both the shift in mean aim point (as shown
in Figure 4), as well as a substantial increase in variability in
the set size = 3 conditions.

Given the observed shift in aim point between the two
penalty conditions, we were interested in distinguishing be-
tween two possible explanations. One possibility is that pro-
longed exposure in each penalty condition resulted in a bias in
the contents of VWM. That is to say, subjects’ VWM systems
consistently remembered the targets as closer than they really
were in the penalty overshoot condition. An alternative ex-
planation is that the memory representations were not biased;
rather, subjects adopted a post-mnemonic decision strategy to
shift their aim away from the penalty regions.

−2
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n 
ai

m
 (c

m
)

1 3

●

●

● Penalize Overshoot
Penalize Undershoot

Figure 4: Mean aim point (averaged across subjects) for each
penalty and set size condition. Aim point is defined as the ra-
dial distance of the participant’s response relative to the cen-
ter of the target. A value of zero indicates hitting the center
of the target, positive values are representative of overshoot-
ing the target center, negative values indicate undershooting
the target center. Error bars indicate 95% confidence intervals
(computed across subjects).

The data from the discrimination trials allowed us to dis-
tinguish between these two possibilities. We fit a simple psy-
chometric function (a Gaussian cumulative distribution) to
the discrimination trials from each participant, using maxi-
mum likelihood estimation. The threshold parameter of the
psychometric curve, µ, indicates the probe stimulus distance
such that the subject was not able to reliably detect whether it
was farther or closer than the true stimulus location. Hence,
positive values of µ indicate that memory was biased towards
remembering targets as further away than they really were,
while values of µ close to zero indicate an absence of mem-
ory bias. Note that there were no monetary incentives for the
discrimination trials, and no performance feedback was given
on these trials. Hence, subjects had no incentive to apply a
post-mnemonic decision strategy to the discrimination trials.
The remaining parameter of the psychometric curve, σ, con-
trolling the slope of the curve, offers an independent measure
of memory uncertainty in each condition.

The mean parameter estimates from each condition are re-
ported in Table 2. A 2×2 ANOVA was conducted on the pa-
rameter estimates from the psychometric curves. The results
did not reveal any significant shift in µ across penalty con-
ditions, F(1,11) = 1.38, p = 0.27, generalized η2 = 0.020.
Hence, given the current data, the observed shift in mean
aim point during the recall trials (illustrated in Figure 4) is
most parsimoniously explained as an adaptive decision strat-
egy, rather than a bias in memory per se. Consistent with this
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Figure 5: Distribution of responses on recall trials across all
subjects and trials, relative to the center of the cued target.
Continuous distributions were obtained using a kernel density
estimate. In the penalize overshoot conditions, the response
distributions are shifted towards negative values (undershoot-
ing the target) and vice versa in the penalize undershoot con-
ditions.

Table 2: Mean parameters of the psychometric curve fit to the
discrimination trials from each condition (SD in parentheses).

Set Size Penalty Cond. µ σ

1 Undershoot .018 (.042) .052 (.030)
1 Overshoot .009 (.030) .070 (.034)
3 Undershoot .045 (.044) .106 (.052)
3 Overshoot .031 (.042) .126 (.042)

interpretation, we also conducted a post-experiment survey
with each participant. The survey indicated that 9/12 subjects
reported adopting a deliberate strategy of aiming away from
the penalty regions.

A separate ANOVA on the parameter σ from the psycho-
metric curve found that the main effect of set size was sig-
nificant, F(1,11) = 32.06, p < 0.01, generalized η2 = 0.340.
This result simply confirms that memory discriminability was
poorer in the larger set size conditions.

Were subjects optimal or sub-optimal in their motor plan-
ning? The answer to this question is potentially informative
as it may place constraints on the class of mechanisms offered
as an explanation for performance. In particular, if subjects
performed at a near-optimal level, it would suggest their deci-
sion strategies were adaptive to the actual costs of memory er-
ror defined by the task, and their level of memory uncertainty,
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Figure 6: Predicted payoff as a function of mean offset—
how much the subject attempts to undershoot or overshoot the
targets. Each red curve shows the utility function for a given
magnitude of offset, based on the distribution of aim points in
the combined empirical data. The peak of the curve indicates
the optimal magnitude of offset. The vertical black line in
each figure indicates the empirically observed magnitude of
offset in each condition, averaged across subjects.

rather than reflecting an invariant or approximate heuristic.
To answer this question, we examined how greater or

smaller shifts in the distribution of responses (as shown in
Figure 5) would influence expected payoff. There are several
ways of approaching this analyis, such as fitting models of
response variability to each participant. For the present paper
we adopted perhaps the simplest approach: We subtracted the
mean from the response distribution in each condition (cen-
tering all four distributions in Figure 5 around zero), and com-
puted the predicted payoff as varying amounts of response
bias were added back in. We performed the analysis on the
aggregate data from all participants.

Figure 6 shows the resulting utility curves for each condi-
tion. The red curves show the predicted payoff as a function
of the shift towards overshooting or undershooting the center
of the target. The peak of these curves represent the optimal
magnitude of offset. The vertical black lines show the empiri-
cal data—the mean offset actually observed in each condition.
The results in Figure 6 show that, in aggregate, participants
achieved close to optimal performance in the task. The em-
pirical offset was nearly indistinguishable from the optimal
offset for the set size one condition. Although the analysis
suggests that subjects should have increased the magnitude
of their offset in the set size three conditions, the net increase
in payoff would be minimal. On the basis of these results,
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we argue that performance in the task does not simply reflect
a fixed heuristic (e.g., ‘aim away from the penalty regions’),
but rather shows that motor planning was sensitive to both
external costs and intrinsic memory uncertainty.

Discussion
The study of visual working memory has mostly focused on
measuring capacity limits and studying its psychophysical
properties. Largely lacking in the literature, however, are ap-
proaches that consider how these limitations translate to eco-
logically relevant tasks.

In this paper we sought to investigate how resource limi-
tations and memory error influence the use of visual mem-
ory in motor planning. We developed an experimental
paradigm that captured an important property of natural tasks,
where memory errors may result in negative consequences or
costs. We found that subjects—whether subconsciously or
deliberately—offset their aim relative to penalty areas. This
suggests that motor planning is sensitive to both the limi-
tations of encoding visuospatial information, as well as the
costs of memory error.

As hypothesized and supported by previous studies, mem-
ory precision deteriorated with increased set sizes. More in-
teresting, subjects adaptively compensated for their memory
uncertainty and the costs of memory error, by shifting their
aim away from task-defined penalty regions. In aggregate,
the mean direction and magnitude of shift in motor planning
was near-optimal; this suggests that the observed overshoot-
ing and undershooting strategies are not fixed heuristics, but
are rather more intricately linked to the cost structure of the
task and to the level of uncertainty in memory.

We hypothesized that externally imposed costs might influ-
ence not only motor planning, but also the manner in which
information is encoded in memory. However, we did not find
a significant difference in performance across the discrimina-
tion trials from the two penalty conditions. The results of this
study thus best attribute the significant difference in mean aim
to an adaptive post-mnemonic decision strategy, rather than a
bias in the participants’ memory of target locations. This re-
mains an area of interest for future studies, as the body of lit-
erature examining categorical perception shows that learned
categories can exert a top-down influence on visual percep-
tion (Goldstone & Hendrickson, 2010). In the current study,
we failed to observe a similar ‘categorical memory’ effect.

Lastly, the present results need to be integrated with exist-
ing work in developing computational models of visual work-
ing memory (Sims et al., 2012; Orhan et al., 2014; Sims,
2015). Existing computational models have largely focused
on predicting the limits of VWM, but have not adequately
addressed how visual working memory is used in natural
tasks. Our results demonstrate that motor planning has ac-
cess to both the contents of spatial information in VWM, but
also the uncertainty or reliability of remembered information.
This uncertain information is appropriately combined with
the costs of memory error, demonstrating that VWM is an

integral part of a larger adaptive biological control system.
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Trommershäuser, J., Maloney, L. T., & Landy, M. S. (2008).
Decision making, movement planning and statistical deci-
sion theory. Trends in cognitive sciences, 12(8), 291–297.

Wolpert, D. M., & Landy, M. S. (2012). Motor control is
decision-making. Current opinion in neurobiology, 22(6),
996–1003.

1301



The reliability of testimony and perception: connecting epistemology and
linguistic evidentiality

Claire Lesage (clairelesage@cmail.carleton.ca)
School of Linguistics and Language Studies, 1125 Colonel By Drive

Ottawa, ON K1S 5B6 Canada

Nalini Ramlakhan (naliniramlakhan@cmail.carleton.ca)
Institute of Cognitive Science, 1125 Colonel By Drive

Ottawa, ON K1S 5B6 Canada

Ida Toivonen (idatoivonen@carleton.ca)
Institute of Cognitive Science, 1125 Colonel By Drive

Ottawa, ON K1S 5B6 Canada

Chris Wildman (chriswildman@cmail.carleton.ca)
Institute of Cognitive Science, 1125 Colonel By Drive

Ottawa, ON K1S 5B6 Canada

Abstract

Epistemologists have argued that there are three basic sources
of belief: perception, testimony and inference. These three
belief sources correspond directly to the way in which many
languages mark statements morphologically for sources of ev-
idence for the statements (evidentiality). In this paper, we con-
nect generalizations from the fields of epistemology and evi-
dentiality. We also introduce a new method for investigating
how reliable people find different types of evidence to be. A
study based on this method indicates that speakers of English
rank different sources of evidence according to the same crite-
ria that govern the use of grammaticalized evidential marking.
Keywords: epistemology, evidentiality, language, testimony,
perception

Introduction
This paper1 investigates how people evaluate different
sources of evidence. We connect insights from epistemology
(philosophy) with evidence from grammaticalized evidential-
ity (linguistics) and a novel experimental study in order to
shed some light on evidential sources.

Epistemology
Epistemologists have argued that we form our beliefs based
on sources of evidence that can be broadly categorized as per-
ception (what we have directly perceived), testimony (what
we have heard or read), or inference (what we conclude based
on other evidence). This tripartite distinction of evidence in
epistemology is carefully discussed in Davies and Matheson
(2012). Testimony is considered especially important epis-
temologically. Hume took testimony very seriously, for ex-
ample: “[T]here is no species of reasoning more common,
more useful, and more necessary to human life, than that
which is derived from the testimony of men, and the reports of
eye-witnesses and spectators” (Hume, 1748). Coady (1992)
also argues that testimony plays an especially significant role,

1The authors of this paper contributed equally and are listed in
purely alphabetical order.

and that it influences perception and inference. Davies and
Matheson (2012) propose that the special status of testimony
in epistemology may be due to the relative representational
power of testimony. In other words, what we learn from
testimony is greater in scope than what we learn from other
sources of evidence.

Although testimony has perhaps been granted special sta-
tus as a belief source in the philosophical literature, the direct-
ness and reliability of perception has also been acknowledged
(McCready, 2015; Millar, 2011; Davies & Matheson, 2012),
even though much focus has also been placed on inaccurate
perceptions, such as illusions, hallucinations and dreams; see
Hinton (1967); Martin (2002), and also Plato’s Theaetetus.

The scholarship on epistemology is old, rich and large, and
it raises many questions about how people perceive and in-
ternalize different kinds of evidence to form beliefs. We turn
next to a natural language phenomenon that we believe can
shed some light on one of the many issues that are discussed
in epistemology: How do people naturally classify and eval-
uate different types of evidence?

Evidentiality
In about a quarter of the world’s languages, every statement
is overtly marked for the type of evidence that statement is
based on (Aikhenvald, 2004). This marking is called eviden-
tiality marking. Evidentiality marking is illustrated in (1-4)
with examples from the Northwest Amazonian Language Tar-
iana (Aikhenvald, 2003):

1. tSinu niwahãka dina
‘The dog bit him (we have seen it).’

2. tSinu niwahãmahka dina
‘The dog bit him (we have heard the noise).’

3. tSinu niwahãsika dina
‘The dog bit him (he has a scar and I can make an infer-
ence).’
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4. tSinu niwahãpidaka dina
‘The dog bit him (someone told me).’

The word beginning with niwahã- is the verb. The form of
the verbs (the verb ending) indicates past tense as well as the
source of the evidence for the statement that the verb heads:
-ka marks visual evidence, -mahka marks non-visual sensory
evidence, -sika marks inferred evidence, and -pidaka marks
reportative evidence (evidence based on testimony). Hinuq
(Forker, 2014), Quechua (Faller, 2002a, 2002b), Tuyuca
(Barnes, 1984) and Kashaya (Oswald, 1986) are other exam-
ples of languages with grammatical evidentials. The literature
on evidentials is intricate and valuable, but so far relatively
modest in scope. This is perhaps due to the fact that many
of the languages that have grammaticalized evidentiality are
relatively understudied compared to the large European lan-
guages, for example.

What can evidentiality marking tell us about how humans
categorize types of evidence? It turns out there are strong
cross-linguistic tendencies in how languages distinguish be-
tween different information sources (see Willett, 1988; Haan,
1999; Faller, 2002a; Aikhenvald, 2003, 2004; Matthewson,
2014, and many others). As illustrated in (1–4), Tariana dis-
tinguishes between visual evidence (perception), non-visual
sensory evidence (perception), indirect evidence (inference),
and reportative evidence (testimony). These are fairly typical
evidential categories cross-linguistically, and they mirror the
epistemological literature on sources of beliefs.

Evidentiality marking often distinguishes between direct
and indirect evidence: a direct evidential is either visual or
otherwise sensory, whereas an indirect evidential is used for
inference, report, or logical assumption (Aikhenvald, 2004).
It is also possible to receive indirect visual information, as in
example (3) above. Visual sensory evidence seems to have a
special status: in the typology it is often distinguished from
other types of sensory information (Willett, 1988; Aikhen-
vald, 2003; Speas, 2004).

It has been suggested that speakers mark the most reliable
source of information if more than one type of evidence is
available (see, e.g., Faller, 2002a). For example, if a speaker
has seen something happen, but someone has also told them
that it happened, then they use the perceptual/visual marker,
as that is the most direct, reliable evidence. In cases of in-
direct visual evidence and reportative evidence, the speaker
makes a judgement based on (a) how convincing the visual
evidence is and (b) the general reliability (trustworthiness) of
the person who gave the report.

Let us assume that conventions regarding grammaticalized
evidentiality marking tells us something about how people
rank sources of evidence upon which they form beliefs. We
then arrive at the following conclusions:

5. Direct perceptual evidence outranks reportative evidence.

6. Direct perceptual evidence outranks indirect perceptual ev-
idence.

7. Visual evidence outranks non-visual sensory evidence.

On our interpretation of Faller (2002a); Aikhenvald (2004)
and others, grammatical marking of evidentiality can tell us
something about how humans evaluate different types of ev-
idence (see also, e.g., McCready, 2015). For example, mor-
phological marking for direct visual evidence outranks mor-
phological marking for indirect visual evidence because di-
rect visual evidence is considered more reliable than indirect
visual evidence. However, this conclusion does not follow di-
rectly from evidentiality marking. The conventions for how
evidentiality markers are used could be based on some kind
of historical accident of linguistic innovation and change. An
argument against that is that there seem to be strong cross-
linguistic tendencies, but this is perhaps not a strong argument
since evidentiality morphology and languages that mark evi-
dentiality remain relatively under-explored.

Experiment: Perception verbs and reportative
verbs in English

Methods
We wanted to explore whether it was possible to find evidence
for the generalizations in (5–7) in a language without gram-
maticalized evidentiality marking. We therefore performed
an on-line survey where speakers were asked to judge how
likely they thought it was that specific statements were true,
given a single-sentence context.

The survey consisted of context-target sentence pairs and
each context sentence contained one of the following: a re-
portative predicate (say, tell), a direct perception predicate
(see, hear), or an indirect perception verb (look like, sound
like, smell like, taste like).2 For example, given the context
Beth saw John coming home, how likely is it that John came
home is true? Or, given the context Sam said that John came
home, how likely is it that John came home is true? Or, given
the context It smells like there is cumin in the stew, how likely
is it that There is cumin in the stew is true? No examples in-
cluded that-clause complements to see or hear, as those can
denote indirect perception. For example, Tom saw that the
vase broke can be used even when Tom did not actually wit-
ness the vase breaking. He might simply be seeing the bro-
ken vase. This reading is not possible with a sentence like
Tom saw the vase break. Similarly, Jenna heard that the vase
broke does not necessarily mean that Jenna heard the vase
break. Jenna could instead have heard a report that the vase
broke.

The use of look, sound, taste and smell as indirect percep-
tion verbs has been discussed by (Rogers, 1971, 1972, 1973;
Asudeh & Toivonen, 2007, 2012) and others. Compare Beth
saw the pipe leaking water to It looks like the pipe is leaking
water. Both see and look like refer to visual perception. How-
ever, there is an important difference in meaning. The former
sentence can be paraphrased as Beth saw a pipe, and the pipe
is leaking water. The latter sentence is instead paraphrased as

2The study does not include tactile perception.
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There is some visual evidence that the pipe is leaking water.
The evidence can be direct (i.e., the leaking pipe itself), but
it can also be indirect; for example, a wet floor, or a moldy
spot in the ceiling. See Asudeh and Toivonen (2012) for a
semantic representation of indirect perception verbs.

The stimuli were divided into four separate surveys so that
each survey contained two stimulus pairs with see, hear, say,
and tell. The surveys also contained four stimulus pairs each
with look like, sound like, smell like and taste like. However,
these verbs were of two types: two examples per verb and sur-
vey had an expletive subject it and two had a “copy-raised”
subject (see, e.g, Rogers, 1971 and Asudeh & Toivonen, 2012
for copy-raising). An expletive example would be It looks
like the movie has started and a copy-raising example would
be Grant looks like he’s been crying. So there were two ex-
amples per verb and survey if we consider it looks like and
(subject) looks like to be different. When deciding on what
words to use with the different verbs, we considered two fac-
tors: (1) We tried to pick sentences that sounded natural. For
example, for the complement of smell, we tried to pick some-
thing with a distinctive smell, such as It smells like the roast is
ready. (2) We wanted different combinations of words across
surveys. For example, if Survey A contained It looks like
Grant has been crying, then Survey B would not contain the
same example, but instead Nathan heard Grant crying. We
hoped that this design would minimize effects that might be
due to specific word choices, while still allowing comparison
of sentences that are minimally different. There is a tension
between considerations (1) and (2). For example, it is natu-
ral for a stew to taste salty, but not to smell, look or sound
salty. It therefore would not make sense to combine “salty
stew” with taste in one questionnaire and smell in another, al-
though it would in principle be desirable to compare stimuli
that differ only in verb of perception. Each survey contained
24 target stimuli (sentence pairs) in total. In addition, each
survey contained 50 filler sentence pairs.

The data were collected electronically using SurveyMon-
key (www.surveymonkey.com). Participants were recruited
by email lists and social media. Participation was voluntary
and anonymous. The participants received no compensation.
The participants were given the following instructions:
“Assume that the first sentence is true, and judge the likeli-
hood of the second sentence using a 5 point scale (where 1
= “I have no idea” and 5 = “It is true”). Here’s an example
pair of sentences: Sam is coughing. Sam is sick. You will rate
how likely you think it is that “Sam is sick” (given that “Sam
is coughing” is true), using the scale from 1 to 5. The scale is
explained in a bit more detail here: 1. I have no idea whether
the second sentence is true. 2. It is somewhat likely that the
second sentence is true. 3. The second sentence is probably
true. 4. The second sentence is almost certainly true. 5. The
second statement is true.”

A total of 203 participants completed the questionnaire. As
the only demographic question included in the survey, we
asked participants to identify whether or not they were na-

tive speakers of English. Of the 203 participants, 142 self-
identified as native speakers of English and 61 as non-native
speakers. We have so far only analyzed the native speakers
but we look forward to comparing these results with the re-
sults of the non-native speakers.

Results
We ran separate paired t-tests to test if the judgments from the
English survey study were consistent with the generalizations
from grammaticalized evidentiality listed in (5–7).

Direct perception verbs and reportative verbs The like-
lihood judgements of examples where the source of evidence
was given as direct perception (see, hear) were compared to
the likelihood judgments of examples where the source of ev-
idence was given as a report (say, tell). For example, given
Annie heard Cassie open the door or Annie said that Cassie
opened the door, how likely is it that Cassie opened the door
is true? The participants gave significantly higher judgements
when the source of evidence was given as direct perception
than when it was given as an oral report. The results are
shown in Figure 1. There is a significant difference in the
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Figure 1: Direct perception vs. reports

scores for perception verb examples (M=4.05, SD=0.72) and
reportative verb examples (M=3.26, SD=0.91); t(138)=1.66,
p<.001. This result is consistent with the cross-linguistic
generalization about evidentiality marking: direct perception
is considered more reliable than reported evidence.

Direct perception and indirect perception Next, the like-
lihood judgements of examples where the source of evidence
was given as direct perception (see, hear) were compared to
the likelihood judgments of examples where the source of ev-
idence was given as indirect perception look like, sound like,
taste like, smell like. Here is a direct perception example: if
Sam saw Cassie open the door is true, how likely is it that
Cassie opened the door is true? As already mentioned above,
the indirect perception sentences were given either with an
expletive subject It looked like Cassie opened the door, or
with a copy-raising example Cassie looked like she opened
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the door. Again, given such a sentence, participants were
asked to judge how likely they found it that Cassie opened
the door was true. The results are shown in Figure 2.
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Figure 2: Direct perceptual evidence vs. indirect perceptual
evidence

There is a significant difference in the scores for direct
perception verb examples (M=4.05, SD=0.72) and indirect
perception verb examples (M=3.18, SD=0.66); t(138)=14.30,
p<.001. This tendency again echoes the findings from the re-
search on cross-linguistic evidentiality: direct perceptual ev-
idence is considered more reliable than indirect perceptual
evidence.

Visual perception and non-visual perception The likeli-
hood judgments where the evidence was either visual percep-
tion or non-visual perception were also compared. The direct
perception verbs and indirect perception verbs were analyzed
separately. In the indirect perception class, the look like ex-
amples were compared to the sound like, taste like and smell
like examples. The results are given in Figure 3.
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Figure 3: Visual perception vs. non-visual perception (indi-
rect)

There was a significant difference in the scores for visual
perception verb examples (M=3.26, SD=0.75) and non-visual
sensory verb examples (M=3.16, SD=0.66); t(139)=1.66,
p=.02. This again mirrors the pattern found in grammatical
evidentials (although the effect here appears to be small).

For direct perception, only visual and auditory perception
verbs (see, hear) were included in the study. No examples in-
volving direct gustatory or olfactory sensory perception were
included in the survey. In other words, no examples of the
form Sue tasted honey in the tea or Sue smelled soap in the
bathroom were included. The only non-visual direct percep-
tion verb included in the analyses here is thus hear. The like-
lihood judgements of visual see and non-visual hear direct
perception examples are given in Figure 4.
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Figure 4: Visual perception vs. non-visual perception (direct)

The difference between visual and non-visual perception
was greater in direct perception verbs (Figure 4) than in
indirect perception verbs (Figure 3). The difference in
scores between the see examples (M=4.20; SD=0.83) and
the hear examples (M=3.89; SD=0.81) was highly significant
t(138)=5.25, p<.001.

Discussion
Our research questions concerned the validity of different
types of evidence. We conducted four analyses based on the
survey data. Participants were given sentences which encode
perceptual (direct and indirect) and reportative sources of ev-
idence. The first analysis compared direct perception verbs
to reportative verbs, and found that participants ranked direct
perception as more reliable. The second analysis compared
direct perceptual evidence to indirect perceptual evidence,
and found that participants ranked direct perceptual evidence
as more reliable. The third and the fourth analysis compared
visual sensory perception to non-visual sensory perception,
and found that participants ranked visual perception as more
reliable. All results were significant.

We are focusing here on the distinctions between the deno-
tations of the verbs. Of course, the stimuli are all presented
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to the participants as written texts, which is in itself a form of
testimony. Also, in reading the stimulus sentences, the partic-
ipants also perceive the words on the computer screen. This
means that all stimuli are, in a sense, both testimonial and
perceptual. We set these issues aside, as they are constant
across all the items.

Comparing the different classes of verbs considered here,
it is worth noting that only see and hear, the direct percep-
tion verbs, entail their complement. This is not the case for
the indirect perception verbs, nor is it true for the reportative
verbs. For example, John saw Mary open the door entails
Mary opened the door, but It looked like Mary opened the
door does not, and neither does John said that Mary opened
the door. In fact, see and hear not only entail their com-
plement, they also presuppose it (see Karttunen, 1973 for a
discussion of verbs according to their presuppositional prop-
erties). For example, saying no, that’s false to John saw Mary
open the door only challenges John’s seeing, but it tacitly ac-
cepts Mary’s having opened the door (the same is true for
John didn’t see Mary open the door; see, e.g., Beaver, 2001).
The judgements reported in this study thus directly connect
reliability of evidence with the study of presupposition and
entailment in semantics and pragmatics.

Conclusion
Evidentiality marking is sometimes described as “the gram-
mar of knowledge” (Aikhenvald, 2014), or naturally occur-
ring epistemology (Chafe & Nichols, 1986). Grammatical-
ized evidential marking mirrors the classes of evidence (or
“sources of belief”) that philosophers have argued for. For
example, Tariana marks perceptual evidence (divided into vi-
sual and non-visual sensory evidence), inference and reported
evidence (testimony), as illustrated in (1–4). Despite the ob-
vious parallels between the categories discussed in epistemol-
ogy and evidentiality markers, Aikhenvald (2014) warns that
there is not necessarily a straightforward relationship between
between grammatical evidentiality, on the one hand, and
truth, the validity of a statement, and the speaker’s respon-
sibility, on the other. Evidentiality is grammaticalized dif-
ferently across languages, and the mapping to non-linguistic
concepts such as evidence and truth is intricate and subtle.
However, McCready (2015) suggests that it might be mutu-
ally beneficial for epistemologists and linguists specializing
in evidentiality to collaborate, and we agree.

Findings from the fields of epistemology and evidentiality
suggest several generalizations on how people rank evidence
in terms of reliability: Direct perceptual evidence outranks
evidence based on reports, and also evidence based on indi-
rect perception. In addition, visual evidence outranks non-
visual perceptual evidence.

We wanted to learn whether it was possible to find further
support for these generalizations in a population that does
not speak a language with grammaticalized evidentiality. We
therefore devised a simple method intended to gauge how
people judge different sources according to reliability.

The survey directly asks for likelihood judgments: How
likely is it that X is true? However, the design indirectly al-
lows access to judgements of the reliability of different types
of evidence, since participants are asked to give judgements
in the context of a given statement, for example Linda said X
or Linda saw X. We assume that different judgements of like-
lihood of X reflect judgements of reliability of the context.

Our survey directly supports the generalizations derived
from philosophy and linguistics. In essence, direct visual
evidence is deemed to be more reliable than other types of
evidence.
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Abstract 

Previous research has suggested the presence of a cognitive 
goal bias, which favors the linguistic and non-linguistic 
(mnemonic) encoding of goals of motion over sources. The 
present corpus-based study tests the limits of the goal bias by 
comparing the path-encoding tendencies of English come and 
go in young children’s and adults’ naturalistic speech. Both 
verbs can occur with source and goal adjuncts; however, they 
differ in their presuppositional structure, such that come 
presupposes a goal while go presupposes a source. This 
difference in presupposition might lead adult speakers to 
inhibit goal-encoding for come via the Gricean maxim of 
quantity. As input, this might lead young children to acquire 
different path structures for go and come, even before they 
have mastered conversational-pragmatic abilities. Descriptive 
statistics replicate earlier findings of a general goal bias for 
both verbs.  However, the results of more detailed regression 
analyses suggest that go exhibits a stronger goal bias than 
come for children and adults. Moreover, children from ages 2-
3 persist in inhibiting goal mentioning for come at rates 
similar to adult usage. This effect holds even while goal 
expressions for go are becoming more complex. These 
findings suggest that statistical patterns in the input can 
override non-linguistic biases, even during early lexical 
acquisition. 

Keywords: Goal bias; child language; usage-based grammar; 
motion deixis. 

Introduction 

Understanding how children acquire language requires in 

part an understanding of how linguistic forms come to be 

associated with non-linguistic conceptual content during 

word learning. Some researchers have argued that children 

accomplish this task by exploiting conceptual homologies, 

or isometries in the representations and behaviors of non-

linguistic and linguistic systems.  These homologies aid 

children by splitting the conceptual landscape into ready-

made sites for the mapping of linguistic forms. The 

relationships established by these homologies resemble the 

linking rules proposed by Jackendoff (1990), who would 

argue further that they are available from birth. One 

homology which has figured prominently in recent debates 

is known as the goal bias. The goal bias constitutes a 

domain-general attentional preference for encoding the end-

points of motion as opposed to the sources.  In language, 

one consequence of the goal bias is that goal landmarks are 

mapped by default into the adjunct prepositional phrase (PP) 

of motion predicates. By contrast, source landmarks in these 

predicates are only usually mentioned in conjunction with a 

goal landmark or not at all. The goal bias could thus guide 

children’s acquisition of motion verbs by providing them a 

point of constancy for the interpretation of path-relevant 

adjunct PPs and adverbials.  

In order for the goal bias to prefigure mapping relations 

during word learning, it must operate from a very early age. 

Support for early appearance of the goal bias comes from 

the fact that pre-linguistic infants as young as 12 months old 

have shown a preference for attending to changes in goals 

over changes in sources (all else being equal) in preferential 

looking paradigms (Lakusta, Wagner, O’Hearn, & Landau, 

2007). This effect persists in memory tasks for older 

children (3-7 years old) and adults (Lakusta & Landau, 

2005; Lakusta & Landau, 2012; Papafragou, 2010), and so 

appears to be a stable component of the human cognitive 

apparatus. 

The simplest demonstration of a linguistic goal bias in 

English comes from the fact that goals tend to be mentioned 

more frequently than other path components in naturalistic 

speech.  In the only major corpus study to examine motion 

verbs specifically, Stefanowitsch and Rohde (2004) found 

higher overall rates of goal-mentioning than source 

mentioning across a number of motion verbs in a corpus of 

journalistic writing. Similar findings have been reported 

from experimental elicitation tasks, in which both children 

and adults were more likely to mention goals than sources 

when prompted to describe short video clips of motion 

events with equally salient goal and source landmarks 

(Lakusta & Landau, 2005; 2012; Papafragou, 2010).  

More recent evidence suggests that the goal bias is more 

robust for language than for memory, drawing the notion of 

a strict isometry into question. Lakusta and Landau (2012; 

Exp. 3) showed participants motion events involving the 

incidental motion of inanimate themes (moving entities). 

Participants’ memory for contrasts was equally reliable for 

goals and sources.  However, when asked to describe the 

events, they remained more likely to refer to goal landmarks 

than to source landmarks.  This finding held for both adults 

and children.   

Some evidence, however, suggests that the goal bias may 

be overridden in certain contexts for language and memory. 

For example, when Stefanowitsch and Rohde (2004) looked 

at goal-mentioning rates for individual verbs (instead of the 

aggregate values), they found a great deal of variation, with 

some verbs showing no goal bias at all. But what could 

drive such variation? Stefanowitsch and Rohde attribute it to 

a combination of lexical semantics and pragmatic 

knowledge. Lakusta et al. (2007) suggest that situational 

factors may play a role. They found that by increasing the 

visual salience of source landmarks within a motional scene, 

they could eliminate the non-linguistic goal bias effect in 

12-month-olds. Therefore, children appear able to shift 

attention between goals and sources in response to 
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contextual pressures. These shifts could account for the 

variation observed by Stefanowitsch and Rohde if different 

verbs become associated with situations involving low-

salience goals or high-salience sources. Lakusta and Landau 

(2012) speculate about the potential sources of these 

attentional shifts beyond perceptual asymmetries.  They 

suggest that presupposition may be a factor, such that 

presupposed path elements will not be mentioned (a la the 

Gricean maxim of quantity). This possibility is also 

suggested by Stefanowitsch and Rohde, who attribute their 

observed source bias for fall to presuppositions about the 

nature of gravity. 

Lester (2014) tested the prediction that lexical (as 

opposed to contextual) presuppositions influence path 

mentioning by comparing adults’ use of source and goal 

adjuncts with the English deictic motion verbs come and go.  

Come has been analyzed as presupposing the goal of 

motion, inasmuch as the goal must be construable as an 

extension of the speech act’s deictic center or ‘here’ space 

(e.g., MOVE (x, TO (HERE)). Go, on the other hand, 

presupposes the source of motion (e.g., MOVE (x, FROM 

(HERE); Talmy, 2000). In line with predictions, Lester 

found that adults did exhibit a significantly more 

pronounced goal bias for go than for come.  

Another point of controversy concerns whether the goal 

bias operates the same in children as adults. Lakusta and 

Landau (2012) predict that children should mirror adults in 

their goal-mentioning. In their words, “‘proto-goals’ and 

‘proto-sources’ for children may be quite similar to those for 

adults, and thus there will be few developmental differences 

in how sources and goals are mapped into syntax” (p. 24). 

However, their own findings show that in some cases, the 

goal bias persists in child language (and to some extent, 

memory) where it disappears for adults (Exp. 2). In fact, the 

children showed a goal bias in every linguistic task reported 

in that study. Therefore, it may be that children are more 

susceptible to the goal bias than adults, in which case they 

should start out by mapping goals exclusively (regardless of 

motion verb). This hypothesis also meshes with theories of 

language acquisition which specify innate linking rules 

responsible for ensuring successful mapping of 

phonological form to conceptual unit (e.g., Jackendoff, 

1990). Yet another possibility is that children’s path 

mentioning is a direct reflection of the patterns contained in 

the linguistic input.  This hypothesis makes the same 

ultimate predictions as Landau and Lakusta’s ‘same-

system/same-behavior’ proposal, but has the advantage of 

explaining the source of possible variations in goal bias (like 

those observed by Stefanowitsch and Rohde, 2004).  

In the next section, I formalize several predictions 

regarding the effects of lexical presupposition on children’s 

developing path encoding skills and the extent to which 

these effects can be attributed to general biases, patterns in 

adult speech, or a combination of both. 

 

Hypotheses 

If children indeed leverage the goal bias during the learning 

of motion verbs, then we should expect them to produce 

more goal mappings for all verbs in the early stages of 

acquisition.  We should expect this because the child would 

not have any reason to guess against the goal bias when 

selecting between a source- or goal-interpretation of a given 

verb-landmark combination, and so should not yet be 

sensitive to verb-specific variations in such pairings. Regier 

(1996) makes the same prediction, but from a different 

theoretical perspective. He suggests that goals are 

perceptually and mnemonically more accessible in situated 

events of language use. As children puzzle out the meaning 

of a motion verb that has just been uttered, they might more 

readily associate that verb with the goal configuration due to 

a kind of recency effect in working memory (the goal 

having been the last relevant perceptual input). In either 

case, the prediction can be formulated as in H1: 

 

H1: Children should exhibit an initial goal bias for come 

and go, but the former should decrease over time while 

the latter should increase or stay constant 

  

As a counter to H1, consider the input-driven position that 

language use shapes conceptual representation. According 

to this position, statistical patterns in the linguistic input 

should dictate children’s path-encoding, regardless of the 

goal bias. This prediction is presented as H2: 

 

H2: Children at even the earliest stages of syntactic 

development should exhibit a goal bias for go but not 

for come 

 

H2 would receive the strongest support from a correlation 

between goal bias and verb identity with no corresponding 

interaction of verb and age. This would indicate that verbs 

can differ in goal bias but that children’s path mentioning is 

identical to adults’ path mentioning. In the more realistic 

scenario, verb identity will interact with age, though the sign 

of the difference in goal bias between come and go in the 

child data should match that of the adult pattern.  This result 

might suggest the presence of more general constraints on 

the length and complexity of children’s spontaneous 

utterances, though the utterances do approximate the adult 

usage.  

Data 

The child data for this study were culled from the 

Manchester subcomponent of the CHILDES database 

(Theakston et al., 2001). The Manchester corpus contains 

approximately 2.1m words of transcribed recordings of 

naturalistic speech, including 580,472 words of child speech 

from 12 children (n(female) = 6; figures adopted from Li & 

Fang, 2011).  Children’s initial ages in the sample ranged 

from 1;8.22 to 2;0.25. MLU estimates ranged from 1.06–

2.27. The data capture spontaneous interactions arising 

during free play activities with the child’s own toys or with 
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Figure 1: Relative proportions of use of goal (g) and 

source (s) landmarks 

 

a special set of investigator-supplied toys. One-hour 

recordings were taken twice in every three-week period over 

the course of one year. This sample was selected for several 

reasons. First, it constitutes a relatively dense sample, which 

is crucial for establishing realistic developmental 

trajectories. Second, it captures the earliest stages of 

syntactic development and so is well suited to test for the 

heightened sensitivity to the goal bias predicted by H1. 

Third, the activities from which the speech was sampled 

naturally lend themselves to increased motion verb use 

(playing with trains, cars, etc.). Fourth, we know from prior 

research that children at these ages have not mastered the 

complexities of deictic reference and presupposition (Clark 

& Garnica, 1974). Therefore, any differences in path 

mentioning cannot be attributed to the children formulating 

but omitting goals in conformity to the maxim of quantity. 

 I retrieved all instances of all inflectional variants of 

come and go from the child corpus.  To account for the 

possibility of non-standard forms in the child speech, (e.g., 

overgeneralization errors such as comed or goed), I relied on 

the Manchester corpus’ error annotation, which 

conveniently includes tags for the target (standard) form 

after each non-standard productionThis search yielded 1975 

tokens of come and 5043 tokens of go.  

I next removed all false hits from the child data. This 

mainly consisted of removing locative and affiliative uses of 

go.  Locative uses consisted of instances of (some 

identifiable fragment of ) the fixed expression Where has X 

gone? These instances can be paraphrased by ‘Where is X?’  

Therefore, while they may impose enough of a motional 

construal to exhibit effects similar to ‘fully’ motional 

tokens, I omit them here for the sake of simplification. 

Affiliative uses of go were more tricky to identify, and so 

were labeled more conservatively.  In an affiliative function, 

go expresses the proper relation between an entity and a 

location, as in the expression The salt goes in the cupboard.  

The children in this sample often used go in this way when 

orienting objects within the play-space (e.g., This barn goes 

here) or when expressing properties of the objects to the 

interlocutor (e.g., Cows go in the barn).  Again, as the 

motional status of these utterances is suspect, they were 

omitted from the present analysis.  I also removed any 

uninterpretable utterances (utterances with ### indicating 

that the transcriber was unable to determine what was said; 

truncated utterances, as in He went in the) and any complex 

clauses involving come or go (as in Come get this or Go and 

shop in town).  This process left me with 1860 tokens of 

come and 4123 tokens of go.  

For the adult baseline, I took the data from Lester (2014), 

which consisted of a proportional random sample of all 

literal translation motion uses of come and go as retrieved 

from the roughly 3.2-m-word spoken component of the 

Open American National Corpus (OANC).  The spoken 

OANC consists of a sample of the SWITCHBOARD corpus 

(telephone conversations on set topics between strangers; 

approx. 3 m words) and the entirety of the Charlotte 

Narrative and Conversation Collection (face-to-face 

conversations and conversational narratives; approx. 

198,000 words). This sample contains 454 instances of 

come and 1417 instances of go.  

I annotated the data for a number of variables 

characterizing features of the theme, source, trajectory, and 

goal.  In addition, I annotated each instance with a speaker 

identification label (child’s name for Manchester data; 

OANC filename for the adult data) in order to account for 

the non-independence of the data points.  

Descriptive stats 

Overall relative proportions of mentioning for goal and 

source landmarks, ignoring their relative distribution within 

clauses are presented in Figure 1. 

As has been observed in previous studies, Figure 1 reveals 

that a general goal bias (i.e., collapsing across verb types 

and ages) holds in the form of a greater overall token 

frequency of goals as opposed to sources.  Figure 1 also 

shows a relatively strong goal bias for go in both child and 

adult speech, with numbers consistent with those reported in 

Stefanowitsch & Rohde (2004; shown in the final column of 

Table 1). However, for come, the adults exhibit a weaker 

goal bias than go, and the children exhibit no goal bias 

whatsoever. This latter finding is particularly surprising 

given the logic underlying H1: children are not influenced 

more heavily by the goal bias but actually seem to resist it 

when the adult usage presents the potential for a meaningful 

contrast (i.e., the fact that come is 16 times more likely than 

go to appear with a source). In the following two studies, I 

attempt to explore these verb-specific effects in more detail.  

Study 1 focuses on the child data, looking within the 

longitudinal scale of the Manchester sample to test the 

strength of the goal bias across early periods of acquisition 

(H1).  Study 2 compares the aggregated child data (ignoring 

the Manchester-internal time-scale) to the adults to 

determine whether differences in child path-mentioning can 

be attributed to adult usage (H2). For both studies, I 

operationalize goal bias as the difference in length (in 

orthographic characters) of any source landmark NP from 

that of any goal landmark NP within the same clause. When 

a clause did not contain a source or goal landmark, a value 
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Figure 2: Goal bias as a function of the interaction of speaker age (in days) and verb (come, go) 

 
of 0 was assigned. Positive values indicate a goal bias, while 

negative values indicate a source bias within a given clause. 

This operationalization improves on that used in previous 

analyses (e.g., Stefanowitsch and Rohde, 2004) by going 

beyond simple frequency of mentioning to provide an 

estimate of the relative complexity of the path expressions.  

Study 1: Path-mentioning in child speech 

As a first step, I investigate whether children are more 

susceptible to the goal bias, as suggested by the data in 

Lakusta and Landau (2012; Exp 2), and by nativist models 

of language acquisition like that proposed in Jackendoff 

(1990).  The latter argue that linking rules between 

conceptual and syntactic structures (e.g., agents � subject 

roles; patients � object roles) are ready from birth to guide 

successful mapping of forms into concepts (and on into 

syntactic frames). Lakusta and Landau found partial support 

for this position: in some contexts, children show a more 

pervasive goal bias across motional contexts than adults. 

This position was formalized with respect to the 

developmental trajectories of come and go in H1. 

I test this possibility in the context of the deictic motion 

verbs come and go, whose adult use contrasts sharply in 

goal bias (Lester, 2014). If H1 is correct, then these verbs 

should both begin with equally large goal biases, only 

eventually differentiating go as a goal bias and come as a 

non-goal bias verb.  If linguistic input drives children’s 

usage more so than innate conceptual biases, then children’s 

use of come and go should be different from the start, and 

possibly follow different trajectories.  

 

Results 1 

I fitted a linear mixed-effects model with the goal bias index 

as dependent variable; age estimates (in days), lemma (come 

or go), and their interaction as fixed effects; and speaker ids 

as random effect (intercepts only). A hierarchical backwards 

elimination of factors revealed that the maximal model, 

consisting of the two-way interaction between age and 

lemma, plus the two lower level main effects, could not be 

reduced any further (age:lemma: F = 12.0396,  p<0.001).  

Closer inspection revealed a significant main effect for age 

(F = 23.5018, p<0.001) but not lemma (F = 0.9828, p = 

0.322), indicating that the influence of word type on the 

goal bias index only becomes apparent when considered 

longitudinally.  The significant two-way interaction is 

illustrated above as Figure 2. 

Figure 2 plots the goal bias index (in characters) on the y-

axis and the age spectrum (in days) attested in the 

Manchester corpus on the x-axis.  The left panel shows the 

developmental trajectory of come; the right panel shows the 

same for go.  The left panel shows no change in g, with 

sources and goals maintaining steady, close competition. 

The right panel shows a relatively stable increase in goal 

bias as the children age, with goals outweighing sources 

early, and with this difference increasing over time.   

Discussion 1 

This pattern of results does not support H1: the goal bias is 

clearly not the sole determinant of path description in 

children’s early use of come and go. Rather, the fact that 

path encoding is treated differently for these verbs provides 

support for Lakusta and Landau’s (2012) suggestion that 

presuppositions might drive patterns of mentioning. As 

Lester (2014) found for adults, children’s path mentioning 

for come and go appears to be determined by their 

complementary path-based presuppositions: come 

presupposes goals and so occurs with them less frequently 

than sources; the opposite is true for go. Additionally, the 

persistence of the divide across the developmental span 

studied here suggests that children acquire this lexical 

contrast quite early, hinting at an input-driven effect. It may 

be that children simply encode the same types of paths that 

they have heard encoded with particular verbs, and that 
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Figure 3: Goal bias as a function of the interaction of speaker type (chi(ld), adult) and verb (come, go) 

 
children are sensitive to differences in the distributions of 

path-mentioning independent of the goal bias. 

Turning to the individual verbs, the pattern for go (Fig. 1, 

right panel) could arise for several reasons. First, it might be 

that the proportional relationship between goal and source 

landmark encoding is maintained (or at least not reversed) 

during the general developmental trend towards longer path 

descriptions overall. A positive slope under these 

circumstances would indicate (a) that goals were 

consistently longer than sources by a particular margin (e.g., 

‘goals are always 2.5 times longer than sources’) or (b) that 

either goals or sources grow somewhat faster, but that this 

rate is fixed.  However, there are good reasons to suspect 

that neither of these is the case. Chief among these is the 

fact that children simply do not produce multiple path 

components in a single clause. Therefore, the means 

reported here do not reflect competition within the clause, 

but asymmetries in the complexity of mentioning of isolated 

sources and goals. Goal landmarks tend to get longer 

(perhaps due to general expansion of NP complexity) while 

sources continue to be omitted.  Go therefore exhibits a 

standard goal bias, as expected based on Stefanowitsch and 

Rohde (2004) and Lester (2014). 

The flat, low developmental slope for come suggests two 

things.  First, come does not exhibit much of a goal bias 

ever.  Second, this lack of a goal bias is not influenced by 

the children’s increasing ability to produce more complex 

path descriptions.  That is, neither goals nor sources offer 

themselves as loci for the development of landmark 

encoding in come clauses.  Children’s path-mentioning in 

come clauses is thus completely resilient to any influence of 

goal bias in general and in developmental terms. 

Study 2: Path-mentioning in child and adult 

speech 

The data from Study 1 suggest that the goal bias is strongly 

lexically mediated, and that the strength of the goal bias can 

change over time (contra H1).  The question remains, 

however, to what extent this lexical mediation is a direct 

reflection of adult patterns of use (H2, above). To 

investigate this question, I added the adult data to the child 

data from Study 1, collapsed age into a binary class (adult 

vs. child) and performed a similar analysis. If adults and 

children behave similarly, this will be evidence that 

statistical biases in linguistic input can override conceptual 

biases.  

Results 2 

I fitted a second linear mixed-effects model with the goal 

bias index as dependent variable; speaker (child, adult) and 

lemma as fixed effects; and speaker IDs as random effect 

(intercepts only). A hierarchical backwards selection 

procedure revealed that the maximal model, consisting of 

the two-way interaction between speaker and lemma, plus 

the two lower level main effects, could not be reduced any 

further (lemma:speaker: F = 12.55,  p<0.001).  Closer 

inspection revealed a significant main effect for speaker (F 

= 9.51, p<0.01) and lemma (F = 446.39, p <0.001).  The 

significant interaction is illustrated as Figure 3 above. 

Figure 3 plots the mean goal bias scores for come and go 

for adults (left panel) and children (right panel).  Both adults 

and children use longer goal descriptions relative to source 

descriptions in go clauses as opposed to come clauses 

(accounting for the significant main effect of lemma).  

However, children showed reliably lower goal bias scores 

compared to adults for both verbs (main effect of speaker), 

with a more drastic difference arising for go than come 

(interaction of speaker and lemma). 

Discussion 2 

H2 was supported by these findings: in general, the patterns 

of usage in adult speech match the child-language data 

better than the universal-goal-bias position.  The fact that an 

interaction between lemma and speaker did arise is likely 
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due to a general limitation on children’s ability to produce 

path descriptions (that is, the higher go mean in the right 

panel of Figure 2 may be approaching the goal bias ceiling 

for children).  Otherwise, the children reflect the same 

lexical contrast as the adults, even those contrary to the goal 

bias. Moreover, while we can attribute the adult pattern to 

Gricean strategies governing presupposition and omission, 

children at this age have not yet mastered these abilities. 

This suggests that the input (situated experience of language 

use) drives the acquisition of come and go above and 

beyond the underlying conceptual bias.  

 

General Discussion 

The results reported here have shown that the goal bias can 

be overridden by principled differences in the use of verbs 

otherwise fully grammatically licensed to occur with both 

goal and source adjuncts. Moreover, they demonstrated that 

this overriding effect of the linguistic input was present 

from the earliest ages (around 20 months).  

This study is the first to confirm the presence of a goal 

bias in the naturalistic conversational speech of children, as 

well as the first to consider longitudinal data for individual 

children.  In this way, I expand on the between-group 

analyses of Lakusta & Landau (2012). Adopting a 

longitudinal perspective revealed an interaction between 

goal bias and lexical semantics such that each motion deictic 

verb develops a distinctive path-structural representation.   

Here, as predicted in Lakusta and Landau (2012), lexical 

variation in path-mentioning is sensitive to pragmatic 

presupposition. The contrasts in the presuppositional 

structure of deictic paths in come and go lead to statistical 

biases in the linguistic input, which become lexicalized 

components of the verbs’ meanings over the course of 

development.  Moreover, these linguistic biases are fully 

capable of overriding any ‘hardwired’ conceptual biases.  

The clear role of naturalistic input suggests that the effects 

observed by Lakusta and Landau could also receive an 

input-driven explanation (as opposed to invoking innately 

specified architecture for co-mapping forms across different 

semantic domains). Below, I introduce some possibilities 

for exploring this question further. 

Future directions 

This discussion opens up a variety of avenues for further 

exploration of goal bias and language acquisition.  A first 

step might be to apply the methodologies used here to a 

wider array of verb types, including especially manner-of-

motion verbs.  In this way, one could determine whether the 

goal-inhibiting effects found for come are a fluke of deictic 

motion, or whether usage is the primary determinant for 

other verbs, as well. Also, cross-linguistic comparison of 

verb and path types both in adult and child speech would 

help to address questions of innateness vs. social/statistical-

learning.    

More psycholinguistic data is necessary to understand the 

verb-specific expectations about path component 

‘attentional worthiness.’ One way to get at this issue would 

be to use an eyetracking paradigm.  For instance, one could 

investigate preferential looking patterns within an array of 

landmarks while participants (adults and young children) are 

presented with recordings of various motion event 

descriptions.  These studies would address the on-line 

comprehension of linguistic motion events relative to visual 

stimuli, and so present a more direct picture of the task 

faced by children acquiring these expressions. 
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Abstract 

David Gil has argued that Riau Indonesian (Sumatra. 
Indonesia) has no syntax, or at least not much. This 
controversial analysis undermines all current models of 
grammar, especially those describing acquisition and on-line 
processing. To test the strength of this analysis, we computed 
the information gain holding between unigram and bigram 
models of regular and randomized samples of English and 
Riau Indonesian. English samples were included as a 
relatively syntax-heavy baseline. We then correlated 
information gain values with language (English vs. Riau 
Indonesian), text type (original vs. randomized), and their 
interaction within a linear mixed-effects regression. The 
results suggest (a) that English and Riau Indonesian have the 
same amount of bigram informativity and (b) that 
randomization eliminates this effect in both languages. These 
findings do not support Gil’s syntax-free analysis; rather, they 
point to some kind of productive constraints on Riau 
Indonesian word order. 

Keywords: Indonesian; word classes; n-gram models; 
information gain; entropy. 

Introduction 

Most theories of grammar posit a layer of categorization 

that discriminates words into different functional types, or 

word classes.
1
 These word classes define the combinatorial 

possibilities of words, and so serve a central function within 

the syntax of any given language. Examples of common 

word classes include nouns, verbs, adjectives, adverbs, and 

adpositions. The widespread recurrence of these classes 

cross-linguistically has led some researchers to argue for 

their either being cognitively basic or universally available 

as part of the genetically endowed human linguistic 

apparatus. Over the past few decades, however, a growing 

body of evidence from languages across the globe has come 

to challenge the basic or universal status of even the most 

common word classes, including nouns and verbs (cf. 

Rijkhoff & van Lier, 2013). The most radical argument to 

emerge from this line of research comes from David Gil and 

his analysis of Riau Indonesian (RI), a colloquial variety of 

Bahasa Indonesian (BI) spoken on the central-eastern coast 

of Sumatra. 

According to Gil (1994; 2013), RI essentially lacks any 

grammatically relevant word classes. In itself, this claim is 

                                                           
1
 I use the term ‘functional’ in its broadest sense to refer to 

both the syntactic and semantic properties of words. 

not so shocking, as similar arguments have been made for 

other languages. For example, Hengeveld (2013) points out 

the difficulty of assigning Samoan words to default word 

classes. In Samoan, most words can occur in any of the 

morphosyntactic frames defining predication, reference, and 

modification. This phenomenon has been widely discussed 

as a form of lexical flexibility (van Lier & Rijkhoff, 2013). 

But Gil goes further, arguing that RI has largely 

unconstrained word order and no inflectional morphology; 

that is, he argues that RI has no syntax. This last point 

sharply differentiates RI from languages like Samoan, in 

that the latter indeed provides systematic, grammatically 

encoded cues for reconstructing meaning: interpretation of a 

word’s functional-semantic contribution to the sentence is 

guided by its morphosyntactic positioning. By contrast, 

according to Gil, RI has no set of syntactic constructions to 

which regular interpretations could be linked. 

The existence of a language like RI contradicts the most 

basic assumptions underlying most (if not all) established 

theories of grammar, especially in the domains of 

processing and acquisition. For example, linguists generally 

assume that all humans acquire their respective native 

language(s) by means of the same perceptual-cognitive 

system. In one formulation, this apparatus constitutes a 

genetically pre-specified Language Acquisition Device 

(LAD) which mediates the interaction between linguistic 

experience and the inborn set of grammatical categories and 

rules known as Universal Grammar (UG). Other 

formulations emphasize the role of domain-general (i.e., not 

purely linguistic) statistical learning mechanisms during 

language acquisition. According to these theories, all 

humans bring the same simple learning algorithms to bear 

on the problem of parsing input sequences (e.g., the 

‘chunking’ of sequences with high internal transitional 

association strengths). Under either theory, knowledge of 

word sequences, either in the form of innate constraints 

within UG or statistical generalizations over the likelihood 

of candidate word combinations, stands at the heart of 

linguistic competence. But how could a language like RI, 

which lacks reliable constraints on word order, arise from – 

or be acquired by – a cognitive system that depends so 

heavily on sequence-driven (i.e., syntactic) generalizations?. 

In the next section, we describe the grammatical analysis 

of RI as developed by David Gil over the past two decades. 

We then introduce a corpus methodology capable of 

measuring differences in the regularity of local syntactic 
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structure between two languages on the basis of extremely 

small samples (n < 3000 words). Next, we apply this 

comparative method to naturalistic data from RI and English 

and present the results. Finally, we discuss these results with 

reference to usage-based theories of language structure. 

Riau Indonesian: A language without (much) 
grammar 

Like other Austronesian languages of western Indonesia, RI 

is close to the ideal isolating language: its words exhibit 

few, if any, inflectional variants. RI does make limited use 

of a sparse and functionally heterogeneous set of affixes 

(e.g., the common Indonesian voice-altering prefixes N- and 

di-) and some other morphological processes (e.g., 

reduplication, compounding; Gil, 2008). However, these 

processes are never inflectional in RI, nor are they ever 

obligatory. Rather, they represent ‘optional semantic 

embellishments’ (Gil, 2008: 127). 
Unlike other closely related Austronesian languages, RI 

also closely approximates a hypothetical monocategorial 

language (Gil, 2008). Monocategoriality is related to the 

notion of lexical flexibility introduced earlier, though it 

differs in one crucial respect. In highly flexible languages, 

‘precategorial’ words are combined with morphosyntactic 

templates to derive specifically referential, predicative, or 

modificational interpretations for each item (Hengeveld & 

Rijkhoff, 2005). Monocategorial languages, on the other 

hand, offer no such links between semantic interpretation 

and morphosyntactic form. Words in these languages are 

therefore not ‘flexible’ in the sense that they can appear in a 

number of contrastive syntactic functions; they are 

‘monocategorial’ in the sense that they are at all times 

equivalent in ontological and syntactic status. They are in 

principle free to occur in any syntagmatic combination with 

any interpretation (provided a few principled exceptions).  
To be clear, Gil does not argue that RI lacks word order 

altogether. In fact, he proposes one syntactic and several 

competing extra-syntactic forces to account for what he sees 

as apparent syntactically-driven constraints on order (Gil, 

2005). Syntactically, he argues that RI has a vanishingly 

small set of functionally heterogeneous particles. These 

particles must precede the constituent with which they 

combine. However, these forms are few in number and may 

precede (as well as follow) any other word form (that is, 

they are collocationally unrestricted). Apart from syntax, Gil 

proposes several soft constraints related to functional 

interpretations and discourse-pragmatics. Thus, conceptual 

heads tend to precede their modifiers, topical and discourse-

old information tends to surface earlier within 'clauses' 

(though he does not recognize any qualitative difference 

between individual words and clauses), and so on. However, 

these principles are only optionally applied. Furthermore, as 

with the particles, they do not dictate the choice of lexical 

item: any word may serve any syntactic and thematic 

function in any position relative to any other word. Finally, 

these tendencies have been implicated within more rigid 

syntactic systems, as well, only there they are treated as 

parameters governing choices of constructional alternatives 

(e.g., the dative alternation; Arnold, Wasow, Lonsongco, & 

Ginstrom, 2000). Therefore, their presence in RI does not 

rule out the possibility that they are linked directly to 

syntactic representations. 

To the extent that RI word order is unconstrained (with 

respect to surface tokens), local sequences of words should 

approach near-random distribution. For any given pairing of 

words (w1, w2), we should find an equal probability of 

observing the order w1+w2 as the alternative w2+w1. In other 

words, knowledge of the preceding word should not help 

much in guessing the word to follow. We can refer to this 

situation as one of minimal bigram informativity. This 

would be the case for purely randomly distributed strings of 

words, and so can be considered a theoretical lower-bound 

for bigram structure. Given Gil's account of the presence of 

at least some ordering effects, we expect RI to exceed this 

lower-bound. However, based on Gil's claims of lexical 

flexibility at both the syntactic and thematic levels of 

structure, we can predict that RI should come closer to the 

minimal threshold than a language like English, which is 

well known to exhibit robust syntactic constraints on word 

order. In the next section, we describe an information-

theoretic measure known as information gain, which can be 

used to estimate the degree of bigram informativity of a 

sample text, relative to the baseline probabilities of words. 

Using this measure, we can compare RI with English to 

determine just how flexible RI word order is. 

Information gain 

Information gain is calculated in three stages. First, a 

unigram model and a bigram model are estimated on the 

basis of a training text (e.g., some connected subset of a 

corpus of writing or transcribed speech). Next, an 

information-theoretic measure known as cross entropy is 

computed for each model to assess the fit of the trained 

model for an unseen test sample. The cross entropy 

represents the average number of bits needed to code an 

event from one distribution as if it belonged to a different 

distribution. Applying this to the problem of model fit, we 

can measure the number of bits needed to code a target 

event according to the distribution predicted by a model 

trained on part of a text (the training sample) when that 

event actually belongs to the distribution instantiated by the 

remainder of that text (the test sample). The resulting value 

measures the incompatibility of the expectations of the 

model with the observed properties of the test sample. 

Cross entropy is expressed formally as a variation of 

Shannon’s entropy (Shannon, 1948). Shannon’s entropy 

represents the average uncertainty of observing an event 

which belongs to a given probability distribution. It is 

expressed as the statistical expectation of the minus-log 

probability of events in some distribution. Cross entropy, on 

the other hand, is expressed as the negative sum of the 

probabilities of events within some distribution P times the 

log probabilities of those events within a comparison 

distribution Q. The uncertainty associated with any event e 
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in Q is weighted by its probability in P with the effect that 

cross entropy H(P, Q) increases as P and Q diverge. The 

equation is presented as Eq. 1 below. 

 

  

										H��, �� = −
 	���� log� ���� 		
	

�
 

(1) 

 

 

In the present context, Q represents the probabilities as 

estimated on the basis of the trained model, P represents the 

probability distribution observed within the test sample, and 

x represents a target event (i.e., the occurrence of a 

particular word type). P(x) and Q(x) represent the 

probabilities of event x as defined within the respective 

distributions. As mentioned earlier, H(P, Q) increases as the 

shape of probability distribution Q diverges from that of P. 

High cross-entropy values thus reflect a poor fit of Q as a 

model of P. Conversely, H(P, Q) approaches H(P) as the 

probabilities of events within Q approximate the associated 

probabilities within P. 

To calculate IG, we need only subtract the bigram cross 

entropy from the unigram cross entropy (the models must be 

trained and tested on the same texts). The resulting value 

reflects the compression rate in bits attributable to 

knowledge of the immediately preceding word. IG is 

positive by definition (unigram models necessarily have 

higher entropies than the corresponding bigram models). 

IG can be used to compare the contribution of bigrams to 

models of different languages, a task which is not entirely 

straightforward. For instance, languages might differ in their 

baseline unigram entropies (and bigram entropies for that 

matter) for any number of reasons (e.g., as a function of 

morphological complexity of words). IG counters this 

difficulty by relativizing the performance of the bigram 

model to that of the unigram baseline. 

Another useful feature of IG is that it can be applied to 

relatively small text samples, where all comparison models 

are trained on samples of the same size. This property is 

critical considering that the RI corpus published by Gil and 

colleagues contains only 2,700 words, well below what is 

typically needed to draw reliable statistical inferences. 

 One might argue that bigram models trained on such 

small samples will always perform remarkably poorly. 

However, the goal of this analysis is not to create an optimal 

model, but to test to what extent bigram knowledge 

improves classification in RI and English. And yet the 

magnitude of this increase in informativity naturally 

depends on model performance. Therefore, comparing IG 

estimates for different samples requires that we take careful 

steps to ensure the comparability of our samples and 

interpretability of our results. First, we must match all 

samples for size (larger samples will ceteris paribus yield 

more accurate models). Second, we must establish a 

common baseline against which the IG increase can be 

assessed. One way to obtain a common baseline is to derive 

the corresponding minimal informativity distribution for 

each text (i.e., by randomizing the texts). IG can then be 

computed for the randomized and non-randomized versions 

for each sample, and scaling up, for each language. 

Comparing the IG of a sample against it corresponding 

minimal (randomized) IG tells us how much information is 

contained in the bigram word order of our samples above 

and beyond what would be contributed by chance for that 

same sample. In this way, IG values observed for different 

samples can be anchored to a common lower bound, and so 

are rendered comparable in magnitude. 

Following Gil's analysis, we should expect that the IG 

value for an RI text should approximate that of the 

corresponding randomized text. Furthermore, the difference 

between the IG values for randomized and non-randomized 

samples should be smaller for RI than for English, if only 

because English is assumed to have a much less fluid 

lexicon and much more rigid constraints on word ordering. 

We dub this set of predictions the Variable Order 

Hypothesis to reflect the fact that word order in RI – 

irrespective of functional interpretation – allows for more 

variability than English. If no such difference were to be 

found between RI and English, then we can conclude that 

the apparent syntactic structure of RI introduced but rejected 

by Gil (1994; 2005) may in fact play a much more serious 

role in structuring RI speech. We dub this alternative the 

Regular Order Hypothesis to indicate that under this 

scenario, words in RI tend to be placed into regular patterns 

of syntagmatic association.   

Experiment: IG in RI and English 

We test the above hypotheses with respect to surface 

(unstemmed) n-grams in RI and English. We apply the logic 

of IG as formulated above to size-matched samples of RI 

and English transcribed speech. To further compensate for 

the size of the corpora under investigation, we introduce a 

bootstrapping procedure designed to maximize the 

reliability of small-sample IG estimates. We then model the 

resulting IG estimates as a function of language (RI vs. 

English) and text type (original vs. randomized) using linear 

mixed-effects regression. 

Data 

The data for RI were taken from Gil’s corpus as published in 

four text files on the Max Plank Institute for Evolutionary 

Anthropology Jakarta Field Station website
2
. Each file 

contains a stretch of transcribed naturalistic face-to-face 

interactions, including the telling of stories and extended 

riddles. The transcriptions have been broken into lines, and 

each line is annotated for the following set of 

representational dimensions: orthography, phonetic form, 

morphological parse, and morpheme-by-morpheme English 

gloss. Based on the orthographic tier, the RI corpus 

comprises 2,727 words (unintelligible speech, marked with 

sequences of ‘x’, was removed prior to the analysis). 

                                                           
2
 http://lingweb.eva.mpg.de/jakarta/data_PKN.php: data 

accessed 7/11/2014. 
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All four recordings were taken from the same native 

speaker, making the corpus less than ideal for purposes of 

generalization. However, given the strength of Gil’s claims, 

it is not clear how the idiosyncratic behavior of a single 

individual could result in the appearance of bigram structure 

when the underlying grammar remains as free and 

underspecified as the system described above. 

For the purposes of this analysis, the four individual files 

were combined into a single text. This means that the corpus 

is multiply discontinuous as there are three unauthentic 

junctures. This heterogeneity of content could be 

problematic for the generation of n-gram models. For 

instance, it might be that the training sample (randomly 

selected) comprises text from three of the four text files, 

while the test sample comes from the fourth. Differences in 

topic, register, and genre, among others, might lead such a 

model to underperform in the classification of the unseen 

text given the over- or under-representation of certain 

distributionally biased unigrams or bigrams. As it turns out, 

however, these issues are not all that serious for this 

particular corpus considering the goals of this study. First, 

all four of the texts are more or less closely related in terms 

of register (informal speech) and genre (story telling vs. 

riddles). Therefore, we should not expect the files to differ 

substantially in their basic structural properties because of 

these discourse-level features. Second, as mentioned above, 

the four files were all collected from the same speaker. 

While undoubtedly harmful for generalization to the whole 

population, this fact actually works to solve the problem of 

discontinuity. Because we are not dealing with different 

speakers, the concatenation of these four files can be 

considered a proxy for the evolution of topics across 

extended conversation. Finally, even if the discontinuities 

present in the collapsed corpus did lead to artificially high 

cross entropies for the individual models, this would only 

bias the results in favor of the monocategorial analysis, and 

so serve to increase the conservativeness of the estimates. 

In addition to the RI data, we extracted 19 English 

comparison samples. All English data were sampled from 

the Santa Barbara Corpus of Spoken American English (Du 

Bois, Chafe, Meyer, Thompson, Englebretson, & Martey, 

2000-2005), which contains approximately 249,000 words 

of transcribed spoken English from 60 different naturalistic 

face-to-face interactions. Each sample was matched to 

length of the RI corpus. Full files with word counts between 

2500 and 3000 words were taken whole. There were twelve 

such files. The remaining seven samples consist of the first 

2750 words of seven files (respectively), which were 

selected randomly from among those having length greater 

than 3000 words. 

The reasoning behind selecting exactly 19 comparison 

samples is that a difference in behavior of the one RI text 

out of twenty total texts would mirror the 5% α-threshold 

commonly adopted for significance testing. In this way, we 

guard against the possibility that non-representative 

idiosyncrasies of individual English files could lead to 

spurious results. This is especially important, given that the 

English samples represent diverse genres, ranging from 

intimate conversations to evangelical sermons. They 

therefore vary along a number of dimensions, including 

formality, mono-/dialogicality, and the total number of 

speakers and/or other justified conversational participants. 

Procedure 

We generated IG estimates for randomized and non-

randomized versions of each of the 20 samples. This 

required several steps. First, we created a randomized 

version of each sample by scrambling the words contained 

therein at the level of the complete text. In so doing, we 

eliminated (a) any non-random, semantically motivated 

proximity effects and (b) any principled ordering of 

words/constituents. This process left us with a total of 20 

randomized texts (19 English, 1 RI) and 20 non-randomized 

texts (19 English, 1 RI). 

Next, we estimated the IG values for all 40 samples 

(random and non-random). In order to maximize the 

representativeness of the IG value, we calculated ten cross 

entropies for each sample by using ten-fold leave-one-out 

cross-validation. All models were trained using the n-gram 

model estimator from the Natural Language Toolkit (NLTK) 

module for Python (cf. Bird, Klein, & Loper, 2009) with 

Lidstone probability smoothing (γ = 0.2) to account for the 

existence of unigram/bigram types not observed in the 

sample. This process yielded 400 unigram cross entropy 

estimates (10 estimates per 40 samples; 200 random and 

200 original). We then repeated these steps, substituting 

bigram models (with unigram backoffs), to generate a total 

of 800 n-gram cross entropy estimates. Following the 

procedure outlined above, we subtracted each bigram cross 

entropy from its associated unigram cross entropy, creating 

a total of 400 IG estimates (380 English, 20 RI). These 

estimates serve as the dependent variable in the regression 

analysis, discussed below. 

Finally we computed the type-token ratios for each 

sample. We calculated these values on the basis of surface 

forms (i.e., we did not apply any stemming in my estimation 

of the number of types) by dividing the size of the unique 

set of lexical forms by the overall size of the sample. 

Results 

To evaluate the hypotheses laid out above, we computed a 

linear mixed effects model with IG estimate as dependent 

variable, language (RI vs. English), text type (original or 

randomized), and type-token ratio as fixed effects, and 

filename as a random effect. In order to test the Variable 

Order Hypothesis, language and text type were allowed to 

interact as an additional fixed effect. All possible effects 

were included in the initial model. Non-significant 

contributors to the model were removed through a 

hierarchical backward elimination of factors: the predictor 

with the largest non-significant p-value (α = 0.05) was 

eliminated so long as it did not participate in any higher 

order interaction. This process continued until only 
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significant predictors or predictors participating in 

significant higher-order effects remained. 
Only type-token ratio (F(1, 18) = 20.81; p < .0001) and 

text type (original vs. random; F(1, 378.68) = 2739.73; p < 

.0001) emerged as significant predictors. Importantly, no 

significant interaction was observed between language and 

text type. Further, no significant main effect was observed 

for language after removing the interaction of language and 

text type. 

 
Figure 1: Main effect of type-token ration (TTR) on 

information gain (measured in bits) 

 

As shown in Figure 1, TTR correlated negatively with IG 

(β=-1.84, s.e.=.4). Therefore, as expected, models based on 

more lexically diverse samples (i.e., samples with higher 

TTR values) tended to benefit less from knowledge of the 

previous word. This term was only included in the model as 

a control, and so will not be considered further. 

 

 

Figure 2: Main effect of text type (was the text 

randomized or not) on information gain values 

 

Above and beyond the effect of type-token ratio, the 

regression returned a main effect of text randomization (β=-

.62, s.e.=.01). Figure 2 shows that, overall, IG scores from 

properly ordered (original) texts are approximately 0.7 bits 

higher than those from randomized texts. Crucially, this 

relationship holds for both English and RI. 

Discussion 

The analysis did not reveal any interaction between 

language and text type. Therefore, the Variable Order 

Hypothesis was not supported: RI and English exhibit 

equivalent preferences for ordering of word pairs. Notice 

that, given our design, this interaction between language and 

text randomization should have been the only way for 

language to impact IG scores in this model. The reasoning is 

this: randomization should have the same effect on all 

samples (so long as sample size and TTR have been 

controlled for). A main effect of language, however, would 

mean that both non-randomized and randomized IG values 

were consistently higher for one of the two language groups. 

Such a finding would suggest either that our measure is 

sensitive to properties of the samples beyond those included 

in our design or that our randomization strategy left unequal 

residues of non-random sequencing within the samples. 
We observed a significant effect of text type, as predicted 

by the Regular Order Hypothesis. The advantage in IG 

boosting effects found for bigram models of non-

randomized texts in English can be attributed to generalized 

syntactic constraints. Should we impute the same source to 

the effect observed for RI? While the answer to this question 

must for several reasons remain tentative, the fact that 

bigram sequencing was identically informative requires 

explanation. Gil’s monocategorial analysis could either 

attribute this effect to the small class of particles described 

above or else rely exclusively on semantic and pragmatic 

regularity. The former case would only offer a compelling 

counter if the internal speciation of the particle class was on 

par with that of English word classes generally (i.e., to 

admit a the existence of highly differentiated word classes in 

RI). The latter case would suggest that preferences on the 

combination of certain semantic types within certain 

pragmatic contexts translate into particular sequencing of 

the words instantiating those types. This contingency 

between meaning and form would be indistinguishable from 

that posited of the fundamental syntactic constituent of 

Construction Grammar (and other usage-based theories), 

namely the construction (see Goldberg, 1995). In either 

case, explaining these results would push the 

monocategorial analysis ever closer to the more traditional 

syntactic accounts of word order. 

Conclusions 

Previous studies have argued that RI lacks generalized word 

classes or syntactic constraints on word order. This analysis 

constitutes an important departure from our generally 

accepted understanding of the human language faculty. The 

present study showed that if this analysis is correct, then it is 

of little practical relevance to RI speech. An examination of 

surface- derived bigram models of RI and English speech 

revealed that these languages show an indistinguishable 

benefit (IG increase) over unigram models trained on and 

1318



applied to identical samples. English word order is largely 

syntactically determined, raising the question of whether 

this similarity in surface structure can be attributed to the 

same (syntactic) source for RI. On the one hand, we see that 

RI behaves as if it were syntactically constrained (in 

comparison with English), and we know that closely related 

varieties of Indonesian and Malay exhibit something like 

‘traditional’ syntax (Sneddon, 1996). On the other hand, we 

know that word order is co-determined by several other 

factors, including prosodic, segmental, semantic, and 

pragmatic variables. Further evidence is needed to tease this 

network of effects apart. However, these factors have 

themselves been implicated in the grammaticalization 

process whereby syntactic forms emerge out of local 

contingency of form and meaning. It is therefore unclear 

whether these additional factors can ever be fully 

disentangled from syntax in the diachrony of a language, 

much less in the synchrony. Indeed, many frameworks argue 

for these parameters being directly encoded in syntactic 

representations (e.g., Goldberg, 1995). 
Whatever the explanation, the degree of structure 

observed here suggests the presence of pervasive functional 

grouping in RI. Depending on the quantity and 

distinctiveness of these groups, and of course their 

diachronic depth, RI might present a case of intermediate 

grammaticalization of syntactic structures, whereby 

probabilistic biases have begun to crystallize into 

constituent order constraints. On the other hand, this 

apparent structure might simply be the product of 

simplification via widespread second language acquisition 

(McWhorter, 2006). In this scenario, lower level structural 

features like the co-occurrence probabilities examined here 

might have persisted while overt morphosyntax wore away. 

In either case, Gil’s monocategorial analysis does not appear 

capable of eluding the specter of grammar. 

On another level, this finding provides a more reasonable 

solution to the underspecification problem faced by speakers 

of a language like RI. Mired in ambiguity, they appear to 

have adopted methods to structure their utterances in 

consistent, conventionalized ways. As more richly annotated 

corpora become available, we can begin to examine whether 

these conventionalized orderings correlate with 

conventionalized interpretations. Based on Gil (2005), we 

should expect that, indeed, particular orderings impose at 

least the tendency for particular interpretations. 

Methodologically, this study has demonstrated that even 

small corpora of understudied languages can provide for 

relatively rich analyses of probabilistic structure. 

Particularly, the relativization vis-à-vis (1) the English to 

Riau sample ratio and (2) the unigram-bigram differential 

ensured that comparisons could be established on the basis 

of a normalized baseline. Without this additional layer, it 

would be difficult to determine what magnitude of IG score 

should be treated as indicating a meaningful difference in 

amount of structure. 
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Abstract 

Previous research on morphological processing suggests that 
the probability distribution of a word across its inflected 
variants influences the recognition of that word. Recently, 
similar effects have been reported for relations between 
prepositions and definite-noun-phrase heads in English 
trigrams (e.g., in the bucket). In the present study, we test 
whether both effects could be accounted for in terms of string 
proximity and/or semantic similarity alone, or whether the 
findings for English trigrams should be attributed to syntactic 
paradigm effects. We ‘fake’ a case system for English using 
syntactic positions and prepositions as proxies for the 
relational meanings expressed inflectionally in other 
languages. Based on these syntactic factors, we define a 
syntactic inflectional entropy to parallel the morphological 
entropy measures used in prior studies. We found that this 
new measure correlates negatively with visual lexical decision 
RTs. However, unlike prior studies, we did not find a 
semantic priming effect between nouns with similar 
distributions in our paradigmatic vectors. This finding 
suggests that abstract constructional distributions facilitate 
lexical access while obscuring semantic relations between 
similarly distributed words. 

Keywords: inflectional entropy; case systems; morphology; 
lexicon.  

Introduction 

Many recent studies of morphological processing have 

investigated how inflectional paradigms influence lexical 

recognition.  An inflectional paradigm is the structured set 

of grammatically licensed word-form variants available to a 

given word in a given grammatical domain. Earlier work on 

inflectional paradigms and lexical processing focused on the 

frequencies of inflected and uninflected variants of words, 

either together (stem-frequency) or individually (surface-

frequency). For example, Baayen, Dijkstra, and Schreuder 

(1997) showed that visual lexical decision response times 

for Dutch singulars (unmarked) and plurals (marked with –

en) were sensitive to different frequencies within the 

number paradigm. Expanding on these findings, Kostić, 

Marković and Baucal (2003) showed that, beyond the mere 

frequencies, the distribution of forms within their 

inflectional paradigms was of crucial importance. This point 

was further elaborated by Moscoso del Prado Martín, 

Kostić, and Baayen (2004) for Serbian. These paradigmatic 

effects have also been shown to co-determine the order in 

which children acquire words (Stoll et al., 2012).  

Looking beyond the inflectional paradigms of individual 

lexemes in isolation, Milin, Filipović-Đurđević, and 

Moscoso del Prado (2009) introduced the additional notion 

of an inflectional class. An inflectional class represents the 

‘prototypical’ or average distribution of word forms within 

an inflectional paradigm taken across all lexemes that 

participate in that paradigm. Milin and colleagues showed 

that the more divergent the inflectional paradigm of a word 

is from the prototype of the inflectional class, the more 

difficult it is for people to recognize that word in visual 

lexical decision. 

One question that has yet to be resolved concerns the 

extent to which these effects are semantic in nature. Kostić 

et al. (2003) argued that paradigmatic effects could not be 

fully separated from those of the meanings of the particular 

affixes, suggesting that semantic and formal properties are 

ultimately entangled during lexical processing. Moscoso del 

Prado et al. (2004) provided further evidence of the 

importance of semantic relations for the representation of 

morphological paradigms. In the most extreme case, 

Moscoso del Prado Martín (2007) showed that the effects of 

a word’s inflectional paradigm could not be distinguished at 

all from those attributable to its positioning in semantic 

space, as estimated by the variability of contexts in which it 

was used.  

Relatively little attention has been paid to the presence of 

the above effects in languages with much less pervasive 

inflectional morphology. However, Baayen, Milin, Filipović 

Đurđević, Hendrix, & Marelli (2011) report that the 

paradigmatic relations between English prepositions and 

their head nouns – defined relative to trigrams of the form 

preposition + article + noun – affect word recognition 

latencies in ways similar to those reported for 

morphologically defined paradigms in inflectionally rich 

languages. Specifically, they found that the divergence 

between a noun’s distribution across prepositions (its 

syntactic paradigm) and the overall distribution of 

prepositions in the sample (the class) correlated positively 

with visual lexical decision reaction times. Moreover, when 

trained on the same data, a connectionist model with no 

intermediary representations for paradigms whatsoever 

yielded similar results. Baayen and colleagues interpret their 

findings as evidence that morphological effects arise from 

the direct association of form and meaning.  

A possible caveat needs to be mentioned here. The 

patterns of usage of the prepositional trigrams do indeed 
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capture some of the structural mechanisms by which English 

encodes information for which other languages would use 

inflectional morphology. However, in English, sheer co-

occurrence at short distances is not the sole way in which 

relations are encoded. More sophisticated structural factors 

also encode these relations. Furthermore, it is not clear 

whether, by examining only the short-distance relations 

between nouns and prepositions, one is not just tapping into 

purely semantic factors, which are known to be strongly 

reflected at such short distances (cf., Bullinaria & Levy, 

2007, 2012). If this were the case, the possibility of 

circularity could arise, in that one would in fact be arguing 

from semantic effects to semantic effects.  

Another question concerns what information must be 

stored in order to generate the observed paradigmatic 

effects. Traditionally, frequency effects for linguistic units 

of a certain complexity (lexical roots, inflected stems, n-

grams, etc.) that are not reducible to similar effects at lower 

levels of complexity have been taken as evidence for those 

units being stored independently in the lexicon.  For 

example, Arnon & Snider (2010) found a facilitatory effect 

of frequency for compositional 4-word n-grams that was not 

correlated with frequencies of the constituent uni-, bi- or tri-

grams. They concluded that we must store frequency 

information linked to multi-word units, regardless of 

compositionality (but see Baayen, Hendrix, & Ramscar, 

2013, for a replication with an alternative explanation of the 

findings).  This finding meshes well with current usage-

based linguistic theories (Goldberg, 2006). However, it also 

introduces some potential problems.  It does not seem 

realistic to argue that the all instances of all multi-word 

expressions (at least up to 4 words) are explicitly 

represented in memory. Recognizing this, Baayen et al. 

(2011) were able to replicate the paradigmatic effects 

previously reported for Serbian (cf., Milin et al., 2009) by 

making reference solely to the orthographic content of the 

strings (that is, without defining class membership a priori 

and without representations of paradigms). Therefore, 

frequency effects alone cannot be taken as evidence for 

explicit exemplar storage.  

One feature common to all of the previous studies which 

have considered the effects of morphological paradigms on 

lexical processing is their reliance on non-discontinuous 

strings, either in the form of individual words or fully 

specified sequences (i.e., n-grams). However, if English 

exhibits anything close to a proper case system, it does so 

syntactically, through prepositional phrases and privileged 

positions within the clause. Prepositional phrases may 

dominate the ‘case-relevant’ head of a noun phrase (NP) 

across a theoretically infinite amount of interceding material 

of any degree of hierarchical complexity (much more than a 

single determiner, as tested in Baayen et al., 2011). Non-

prepositional, syntactic ‘cases’ (e.g., nominative case) are 

defined in terms of specialized mother-daughter and sibling 

relations within the sentence (S) and verb phrase (VP). 

Therefore, any satisfactory account of paradigmatic 

processing for English must allow for possibly largely 

discontinuous and purely positional specification of 

functional roles.   

Present Study 

In the present study, we effectively ‘fake’ a case system for 

English on analogy with the semantically informed 

paradigms of languages with robust morphological case 

systems.  More specifically, we substitute prepositions and 

some syntactic positions for the inflectional cases of 

morphologically rich languages. We expand on the effect 

reported for phrasally specified, but sequentially contiguous, 

trigrams of Baayen et al. (2011) by allowing discontinuous 

dependencies at much greater distances. To do so, we rely 

explicitly on the grammatical relation between the 

preposition or syntactic position and the head noun. This 

provides a closer approximation of the actual distribution of 

nouns across functional categories and side-steps the 

possible confound of short-scale semantic effects. 

Data 

We constructed a semi-arbitrary case system for English 

loosely based (and expanding) on that of the Balto-Finnic 

languages (e.g., Finnish). Twenty-two such cases were 

defined on the basis of prepositional meaning, while two 

(nominative and accusative) were defined by specific 

positions within the phrase-structure tree. In addition, the 

genitive case was linked to both the possessive clitic ’s (as 

in John’s car) and to the prepositional phrase with of. Some 

cases have been linked to multiple prepositions in an 

attempt to capture the variation in meaning (‘polysemy’) 

found for those cases cross-linguistically (see Kostić et al., 

2003, for evidence that such affixal polysemy is relevant for 

lexical recognition). The entire fake case system, including 

the associated English prepositions (or syntactic positions) 

is presented in Table 1. 

We further divided each case into singular and plural to 

distinguish local, truly morphological effects from syntactic 

‘fake-inflectional’ effects. Including morphological number 

is important because if, for example, the nouns in our 

sample were biased in their singular or plural realization 

(e.g., many singular but few plural instances appearing in 

one case but many plurals and few singulars in another for a 

single word), any effect of entropy across the cases might be 

reducible to the effects of a stem’s inflectional paradigm for 

number. Dividing the cells in this way left us with a total of 

48 paradigm cells. 

All singular and plural common nouns occurring in each 

case were extracted from the parsed version of the Open 

American National Corpus (Reppen, Ide, & Suderman., 

2005). This corpus contains approximately 14 million words 

of written and transcribed-spoken American English which 

were automatically parsed using a phrase-structure 

grammar. For the prepositionally defined cases, we took 
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Table 1: A ‘fake’ case system for English 

 

Case Preposition/Position 

nominative NP immediately governed by S node 

accusative NP immediately governed by VP node 

adessive near, at, beside 

inessive inside, in, within 

intrative between 

subessive under, beneath, below 

superessive above, on 

ablative from 

allative to 

sublative onto 

illative into 

perlative through, along 

prosecutive across, over 

instrumental with, via, by 

benefactive for 

distributive per 

genitive ’s, of 

privative without 

semblative like, as 

adversative against, despite 

essive concerning, regarding, about 

co-temporal during, throughout 

pre-temporal before 

post-temporal after 

 

any terminal noun immediately dominated by an NP which 

was itself dominated – possibly through an (unbroken) chain 

of NPs – by a PP whose head was one of the target 

prepositions. For the syntactically defined cases, we 

followed a similar procedure. We collected all nouns 

dominated by an NP (or an unbroken chain thereof) which 

were dominated by an S (nominative) or a VP (accusative). 

In this manner, we obtained 1,389,619 tokens. 

We then converted all words to lowercase and lemmatized 

them (i.e., we collapsed singulars and plurals together, so 

that cat and cats both counted as an instance of cat). This 

process resulted in the identification of 4,613 unique noun 

types (i.e., lemmas). This list of lemmas was crossed with 

the 48 case/number-inflected categories, forming a vector 

whose cells contained the frequency of occurrence of each 

lemma in each case. We refer to these as paradigmatic 

vectors, which describe the frequency distribution of the 

grammatical usages of each lemma. These frequencies 

estimate the probability of usage of each noun in each 

case/number. 

Following Moscoso del Prado, et al. (2004), we computed 

the entropy (Shannon, 1948) of the probability distribution 

of the cells in the paradigm. Moscoso del Prado and 

colleagues refer to this measure as the inflectional entropy 

of the paradigm. Inflectional entropy is the minus average 

log-probability (i.e., pointwise informativity) of the cells in 

the paradigm. In our case, given our 48 paradigm cells, this 

‘fake’ inflectional entropy (denoted by Hf) is defined as, 

 

H���� = − 	  
���� log  
����  .
��

���
 

 
Moscoso del Prado and collaborators showed that this 

measure correlates negatively with visual lexical decision 

reaction times. This has been further confirmed in other 

studies (e.g., Baayen, Feldman & Schreuder, 2007; Baayen 

& Moscoso del Prado, 2007). 

Notice that the entropy shown above is defined in terms 

of probabilities. However, our frequency-based measures 

are estimates of the probabilities themselves, not their actual 

values. These maximum-likelihood probability estimates are 

biased; they are certain to underestimate the true entropy 

values (cf., Cover & Thomas, 1991). Crucially, this 

underestimate will be directly related to sample size (i.e., 

the lemma frequency). Therefore, using the uncorrected 

maximum-likelihood estimates will result in a larger 

underestimation for low frequency words than for high 

frequency words. This introduces a potential confound 

between frequency and inflectional entropy effects (a 

confound that was not addressed in any of the previously 

published studies using inflectional entropy). 

In order to correct the bias of the entropy estimator, we 

used the James-Stein Shrinkage Estimator (Hauser and 

Strimmer, 2009).
1
 This estimate is particularly well suited to 

correct entropy underestimates in extremely under-sampled 

situations, in which the number of possible alternatives (48 

in our case) is known a priori. As we suspected, whether or 

not this smoothing was used was of crucial importance for 

the presence or absence of correlations between frequency 

and inflectional entropy: the correlations were rather strong 

with the uncorrected estimates, but disappeared after we 

applied the smoother. 

In order to assess to what extent our fake inflectional 

measure added independent predictive value over and above 

morphological inflection, we computed the inflectional 

entropy in actual morphological terms (i.e., contrasting 

singular and plural frequencies, as done for instance by 

Baayen et al., 2007). We denote this ‘true’ inflectional 

entropy by Hm (for ‘morphological’ entropy). Hm was 

computed by the same method as Hf but with only two cells 

in the sum (instead of 48).   

By pitting this traditional measure against our ‘fake’ 

inflectional entropy, we can ensure that a significant effect 

of the latter is not reducible to number morphology.   

Further, to normalize the scales of Hf and Hm, we measured 

both of them on a normalized [0,1] scale by taking the logs 

to the base of the number of alternatives (i.e., either two or 

48). Based on previous studies, we expect that Hm will 

correlate negatively with visual lexical decision reaction 

times. In addition, if the purely grammatical factors are also 

of importance to the noun’s representation, we predict that 

Hf should also correlate negatively with the reaction times, 

over and above any effects of Hm. 

                                                           
1 This method outperforms Good-Turing based methods (e.g., 

Chao & Shen, 2003) in extreme undersampling situations. 
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Materials 

We obtained reaction times from the visual lexical decision 

data provided as part of the British Lexicon Project
2
 (BLP; 

Keuleers, Lacey, Rastle, & Brysbaert, 2012). The BLP 

contained response time data for 2,051 nouns for which we 

had reliable vectors. Vectors were considered reliable if they 

had a lemma frequency of at least 50 occurrences in our 

corpus.  The resulting dataset consisted of 80,056 trials 

across 78 subjects.  We added token and lemma frequencies 

for each target from the CELEX database (Baayen, 

Piepenrock & Gulikers, 1995). The reason to include both 

frequency counts (which can induce some collinearity in the 

dataset) was that both frequencies have been found to 

separately influence reaction times in visual lexical 

decision. In addition, both have been treated as evidence for 

a layer of representation at the level of inflectional 

paradigms (Baayen et al., 1997; Taft, 1979). In order to 

minimize the impact of the collinearity between both 

frequency counts, we residualized lemma frequency from 

surface frequency using a linear model, and used this 

residual instead of the lemma frequency measure in the later 

models. 

Procedure  

We fit a structured additive regression (STAR; Umlauf, 

Adler, Kneib, Lang & Zeileis, 2012)
3
 model with the log-

transformed reaction times as dependent variable and the 

log-transformed token frequency and residualized lemma 

frequency from CELEX, along with our normalized 

measures of inflectional entropy Hm and Hf as fixed effects, 

and lemma and subject as random effects. We considered 

the possibility of including non-linear smoothers (i.e., 

penalized splines) for each of the fixed-effect terms. We 

used the Deviance Information Criterion (DIC; 

Spiegelhalter, Best, Carlin & van der Linde, 2002) to select 

the most parsimonious combination of smoothers. 
Model selection suggested keeping a non-linear effect of 

surface frequency and simple linear effects for both Hf and 

Hm. The residualized lemma frequency variable was not 

found to provide any significant contribution over and 

above the other predictors, and was thus excluded from the 

final model. The final model was validated using model 

criticism. 

Results and Discussion  

As one would expect, we found facilitatory effects of 

surface frequency. This frequency effect was non-linear 

(even in the log scale) in the sense that the strength of the 

effect was attenuated for the highest frequency words 

(β=.0002, 95% C.I. [.0000, .0007]). The estimated effect is 

plotted in the leftmost panel of Figure 1.  

                                                           
2 Although we are comparing data from a corpus of American 

English with behavioral data from British speakers of English, we 

cannot see how the effects we observe could be attributable to 

dialectal variation.    

 

Crucially both our main variables of interest, Hm, and Hf, 

had significant facilitatory effects on the reaction times (Hm: 

β=-.0209, 95% C.I. [-.0349, -.0079]; Hf: β=-.0766, 95% C.I. 

[-.1262, -.0261]). The middle and rightmost panels in Fig. 1 

plot the estimated effects of both entropy measures. Both 

effects are clearly significant over and above each other. 

However, notice that the effect of Hf is much stronger than 

that of Hm. This is evidenced by the β values for the former 

being over three times stronger than for the latter, and by the 

much larger differences in estimated RTs (about 20 ms. for 

Hf versus some 6 ms. for Hm). It is important to note here 

that these differences are not due to different scales: both 

entropy measures range from zero to one.  

On the one hand, we have replicated previous results for a 

negative correlation between inflectional entropy and visual 

lexical decision response times (Baayen. Feldman & 

Schreuder. 2007; Moscoso del Prado, et al., 2004). On the 

other hand, we have extended the results of Baayen et al. 

(2011) for English prepositional phrases. The more evenly 

distributed a noun is across our English ‘cases.’ regardless 

of contiguity of the noun and preposition, the faster it is 

recognized. Importantly, this new effect is not only much 

stronger than that of morphological inflectional entropy; it is 

also clearly separate from it. The truly morphological 

inflectional entropy neither subsumes, nor is it subsumed 

by, the new effect of the fake paradigm. This indicates that 

the nature of the grammatical paradigm effects is to some 

degree distinct from the morphological effects. Note that 

number was also included in our new syntactic paradigmatic 

measure, such that the new measure could have absorbed 

the whole predictive power of the traditional inflectional 

entropy. As we will see below, it is not clear that both of 

these entropy measures are tapping into the same 

representational levels. 

The effects of inflectional entropy within inflectional 

paradigms are typically interpreted as involving semantic 

relations. This raises an interesting question: are the 

facilitatory effects of Hf yet another consequence of the 

semantic content of the target nouns? The fake inflectional 

entropy was computed on the basis of the paradigmatic 

vectors described above. It is possible that these 

distributions themselves reflect aspects of lexical meaning, 

as has recently been shown for the equivalent vectors in 

inflectionally rich languages (Wdzenczny & Moscoso del 

Prado, 2014). To investigate this possibility, we analyzed 

whether the degree of semantic priming between pairs of 

nouns correlates with how similar their paradigmatic vectors 

are. In addition, we also used word co-occurrence similarity 

metrics to assess whether our vectors could simply be 

considered to capture another type of semantically driven 

word co-occurrence. 
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Figure 1: Effects of log surface frequency (left panel), Hm (center panel) and Hf (right panel) on RTs in a visual lexical 

decision task.  Note the different scales of the y-axes, which reflect the different effect sizes of each predictor on RTs. 

We collected overt visual lexical decision priming 

responses from the Semantic Priming Project (SPP; 

Hutchison, et al., 2013), and a measure of semantic 

relatedness for pairs of words using Latent Semantic 

Analysis (LSA; Landauer & Dumais, 1997). We followed 

Wdzenczny and Moscoso del Prado (2014) in using the 

Jensen-Shannon Divergence (JSD; Lin, 1991) to assess the 

degree of similarity between paradigmatic vectors. The JSD 

is a symmetrical extension of the Kullbach-Leibler 

Divergence (KLD), useful for summarizing the symmetric 

point-wise similarity between probability distributions.  

We fit a linear mixed effect model with log-transformed 

priming RTs as dependent variable and token frequency, 

LSA score, JSD, and stimulus onset asynchrony (200 ms or 

1200 ms) as fixed effects.  We found no effect of JSD 

(F<1). However, we did find the usual facilitatory semantic 

priming effect of LSA similarity (F[1, 1986.4] = 69.27, p < 

.0001). These analyses do not support the hypothesis that 

distances in the paradigmatic space reflect distances in 

semantic space. Furthermore, we do not even find any 

correlation between distances in paradigmatic (i.e., JSDs) 

and semantic (i.e., LSA) measures. This null correlation, 

illustrated in Figure 2, further suggests that our paradigmatic 

measure is not tapping into the semantics of the nouns. 

Conclusions 

Using a ‘fake’ syntactic case system for English, we showed 

that languages that tend to encode grammatical information 

on nouns non-morphologically (i.e., syntactically) may also 

develop paradigmatic relations between words, in this case 

defined over abstract, possibly discontinuous syntactic 

distributions.  Previous studies have shown that 

distributional similarities between the inflectional paradigms 

of nouns reflect semantic similarities between those nouns 

(Wdzenczny & Moscoso del Prado, 2014; replicated here 

for English number). However, the grammatical space that 

we have defined does not seem to correlate with the 

semantic space occupied by English nouns. Crucially, we do 

not interpret this finding as evidence for an explicit and 

autonomous level of representation for lexico-syntactic 

relations. One reason not to accept such a conclusion is 

simply that the majority of our cases were not strictly 

syntactic, but also included morphological and lexical 

information (the former in terms of number contrasts, the 

latter in terms of the specific prepositional heads used to 

define cases within the PP frame). Instead, we take these 

findings as support for the tracking of constructionally (in 

the sense of Goldberg, 2006) mediated dependencies at 

quite abstract levels of representation. The distributions of 

words within and among directly linked networks of 

constructional templates (including partially lexically 

specified PP constructions) could generate the orthogonal 

entropy effect observed here. But if we have found a 

constructional paradigm effect, which therefore entails the 

involvement of semantics, why do we not find a lexical 

priming effect? The answer may be that abstract 

constructions like PP provide for a wide variety of possible 

syntactic embeddings – constructional interleavings – both 

internally and externally. Each layer of the constructional 

assemblage will contribute some meaning to the whole. The 

‘semantic noise’ produced by such diversity may interfere 

Figure 2: Scatterplot of LSA similarity scores and 

Jensen-Shannon Divergence values for prime/ target 

pairs in a primed lexical decision task. The regression 

line was calculated using a non-parametric smoother. 
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with the formation of stable semantic associations between 

lexemes. Work in progress has revealed that increasing the 

size of the co-occurrence window (operationalized as the 

distance of the head noun from the preposition) decreases – 

but does not overturn – the potency of the constructional 

paradigmaticity effect. These findings suggest that reducing 

the semantic noise within words’ abstract-constructional 

distributions sharpens their ‘paradigmatic resolution,’ 

allowing for stronger semantic associations to develop.   
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Abstract 

People can systematically match information from different 
senses, and these matches are known as crossmodal 
correspondences. Most work on these correspondences has 
explored how they might arise through neural mechanisms, 
statistical covariance in the environment, or semantic 
associations (e.g., Spence, 2011). Recently, Palmer, Schloss, 
Xu, & Prado-León (2013) demonstrated that at least some 
color-music correspondences can be explained by emotional 
mediation. The present study investigates the emotion 
mediation hypothesis for correspondences between odor and 
music, testing whether the strength of odor-music matches for 
particular odors and musical selections can be predicted by 
the similarity of the emotional associations with the odors and 
music. We found that perceived matches were higher when 
the emotional responses were similar and that a model 
including emotional dimensions captured a significant amount 
of the variance of match scores. These results provide new 
evidence that crossmodal correspondences are mediated by 
emotions. 

Keywords: crossmodal; odor; music; emotion 

Introduction 
Listening to music or smelling a flower may seem to be 
sense-specific, but most experiences are multisensory. For 
instance, visual cues can influence how music is perceived 
(e.g., Hodges, Hairston, & Burdette, 2005; Platz & Kopiez, 
2012). Similarly, when encountering an odor, other senses 
influence the interpretation of that odor and thus the nature 
of people’s experience with it (e.g., Gottfried & Dolan, 
2003; Seo & Hummel, 2011).  

Questions about commonalties and integration across the 
senses have been of interest to scholars from Aristotle 
onward (Marks, 1978), and the study of crossmodal 
correspondences has been robust in recent years. Spence 

(2011) distinguished three types of correspondences: 
structural, statistical, and semantic. In his classification, 
structural correspondences arise because of similarities in 
the information being provided by the different senses; for 
instance, magnitude may be represented by neural 
mechanisms that are common across modalities (e.g., bright 
lights might be matched to louder sounds because they both 
cause higher firing rates in the brain). Statistical 
correspondences, however, arise via statistical learning; 
regularities in the environment, such as the fact that larger 
objects tend to create louder sounds, would cause a 
corresponding internal link between senses. Semantic 
correspondences are also learned, but relate to language; for 
instance, “high” pitches and “high” elevations use the same 
terminology, which could thus lead to an association 
between pitch and elevation. Thus both statistical and 
semantic correspondences are learned, but may arise 
through different processes. However, it may be that 
semantic correspondences also stem from statistical 
covariance in the world; for instance, Parise, Knorre, & 
Ernst (2014) showed that the use of the term high for pitch 
reflects the statistics of natural scenes. Thus, as Spence, 
noted, more than one of these three factors may contribute 
to a particular crossmodal correspondence. 

While this tripartite model explains a number of different 
correspondences, Palmer, Schloss, Xu, & Prado-León 
(2013) demonstrated that, for color and music, crossmodal 
correspondences seem to be emotionally-mediated. They 
argue that emotional mediation provides a more 
parsimonious explanation for the correspondences they find 
between color and music, color and emotional faces, and 
music and emotional cases.  They give three main reasons: 
(1) all three correspondences yielded very high correlations 
via their emotional associations, (2) the music-to-color 
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correspondences were highly consistent across two different 
cultural groups, and (3) there is no compelling evidence that 
the specific correspondences (such as between fast, major 
music and saturated, light, yellowish colors) actually relate 
to covariance of the those stimuli in the world. Palmer, 
Langlois, & Schloss (2015) extended these results by 
demonstrating the strong role of emotion for color and 
music associations with very precisely controlled single-line 
melodies. Albertazzi, Canal, & Micciolo (2015) also found 
that emotional adjectives such as “calm” and “happy” 
played a role in associations between art and music. Thus 
emotion may be a fourth factor important to understanding 
crossmodal correspondences, consistent with suggestions by 
Schifferstein & Tanudjaj (2004).  

Some studies have already examined the link between 
music and odors. For instance, Seo, Lohse, Luckett, & 
Hummel (2013) found that music (such as Christmas carols 
and the song “Y.M.C.A.”) and background sounds (such as 
beach sounds and toothbrushing) could be matched with 
specific odors and that those sounds could increase the 
odor’s pleasantness when the sound and odor were 
considered congruent. Crisinel & Spence (2012) showed 
that participants consistently match odors such as candied 
orange to musical notes with higher pitches than they do 
odors such as coffee, and that some odors were 
preferentially matched to notes created by particular musical 
instruments. Crisinel, Jacquier, Deroy, & Spence (2013) 
further investigated correspondences between olfactory 
stimuli and the pitch and instrumental class of sound stimuli 
and found that stimuli that were judged as happier and more 
pleasant were consistently associated with higher pitches. 
They noted the potential importance of emotional 
dimensions for crossmodal correspondences, particularly 
those involving odor. Taken together, these studies provided 
evidence that people with normal perception can make 
consistent, non-arbitrary associations between musical 
sounds and odors. However, these studies used few actual 
musical selections; Crisinel & Spence (2012) and Crisinel et 
al., (2013) primarily used single notes as stimuli. Crisnel et 
al., (2013) did have three musical selections specifically 
composed to match specific odors, but participants only 
selected the intended music as a match for one of their three 
pairings. Moreover, they only considered a relatively limited 
set of emotions (pleasantness, relaxing, and happy). In the 
present study, we examine the nature of music-odor 
associations, using a broad range of music and odor 
selections and assessing several emotional dimensions to 
determine whether the crossmodal correspondence is linked 
to shared emotional associations.  

Methods 

Participants 
40 undergraduate students at Occidental College 
participated in the study and were compensated with a total 
of $20. All gave informed consent and the Occidental 

College Human Subjects Research Review Committee 
approved the protocol. 

Materials 
Music Stimuli We used 15 different musical selections 
from the 34 used by Whiteford, Schloss, & Palmer (2013) in 
their investigation of music-color associations. These 
selections were deliberately chosen to be as diverse as 
possible in the nature of the emotions they elicited and 
represented a broad array of musical genres. We reduced the 
number of selections because smelling odors takes longer 
than viewing colors, and we wanted to ensure the 
experiment could be conducted in a reasonable amount of 
time. To choose those 15, we used participant ratings of 
each music excerpt along 10 semantic/emotional dimensions 
provided by Whiteford et al. (2013). We excluded one of 
their samples at the recommendation of the authors, and we 
used ratings (n=15) to conduct a k-means analysis to cluster 
the music that had similar ratings, as was done by Langlois, 
Peterson, & Palmer (2014). We generated 15 clusters and 
then selected the genres that were closest to the centroid of 
each cluster. When there were two selections in a cluster, 
we selected the genre that we thought would be better 
known to our population. The samples we used were from 
the genres called Bach, Balkan Folk, Bluegrass, Blues, 
Classic Rock, Dixieland, Eighties Pop, Funk, Gamelan, 
Heavy Metal, Hindustani Star, Jazz, Piano, Psychobilly, and 
Reggae (as labeled by Whiteford et al.; the specific music 
samples can be provided upon request). Each selection was 
15 seconds in duration. 

 
Odor Stimuli We used 15 Sniffin’ Stick pens imported 
from Germany. These included both pleasant and unpleasant 
familiar odors and have been previously used in other 
psychophysical research (e.g., Hummel, Sekinger, Wolf, 
Pauli, & Kobal, 1997; Schloss, Goldberger, Palmer, & 
Levitan, 2015). The odors tested in this experiment were 
apple, banana, cinnamon, cloves, coffee, fish, garlic, leather, 
lemon, licorice, orange, peppermint, pineapple, rose, and 
turpentine. 
 
Dimensions We used 8 dimensions to rate each odor and 
each music selection: Preference (Like vs. Dislike), 
Familiarity (Familiar vs. Unfamiliar), Intensity (Strong vs. 
Weak), Anger (Angry vs. Not Angry), Pleasantness 
(Pleasant/Harmonious vs. Unpleasant/Disharmonious), 
Romance (Romantic/Sensual vs. Not-Romantic/Not-
Sensual), Energy (Energizing vs. Calming), and Happiness 
(Happy vs. Sad). We used a continuous scale and 
descriptors of each dimension were provided at each 
extreme. The dimensions were derived by reviewing past 
studies on color-music associations (Palmer et al., 2011), 
the Geneva Emotion and Music Scale (Zentner, Grandjean, 
& Scherer, 2008) and the Universal Emotion and Odor 
Scale (Ferdenzi et al. 2013), and then selecting dimensions 
likely to apply to both music and odors. 
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Procedure 
Participants completed three tasks over the course of two 
consecutive days. On Day 1 they completed the music-odor 
matching task, in which they rated the degree of match 
between each of the 15 odors and 15 musical selections. On 
Day 2 they completed the music-emotion and odor-emotion 
rating tasks, rating each musical selection and each odor on 
the 8 dimensions listed above, in random order. 
 
Music-Odor Matching Ratings We first presented 
participants with each of the odors and each of the musical 
selections so they could familiarize themselves with the 
stimuli. We then presented each of the 15 odors paired with 
each of the 15 musical selections (225 odor-music pairs). 
For each pair, participants rated how much the odor and 
music matched each other using a continuous scale from 
“very poorly” matched, to “very well” matched. The 
musical selections would autoplay and loop until 
participants made their rating. The combinations were 
blocked by odor with the order of the odors randomized. 
Within each odor block, the order of the musical selections 
was randomized. Participants sniffed their arm after each 
odor to neutralize its scent before sniffing the next odor. An 
air purifier ran continuously throughout the experiment and 
overnight to eliminate residual odor from the air. 
 
Music and Odor Dimensional Ratings On the second day, 
participants rated each musical selection and each odor on 
each of the 8 dimensions. There was one block for music 
ratings and another for odor ratings, and the order of the 
blocks was randomized, as was the order of the musical 
selections and the odors within the blocks. The musical 

selections would autoplay and loop until the participant 
made their ratings. 
 

Results and Discussion 
The primary question of interest is whether emotions might 
mediate the matches between odors and music. Thus, we 
compared the match ratings and the similarity of ratings on 
the 8 different dimensions. For each pairing, we calculated 
the mean association score across all participants as well as 
the mean similarity for each of the 8 ratings for the two 
stimuli (see below). The highest mean match rating was 
between cloves and Hindistani Sitar and the lowest mean 
rating was between fish and Bach. We therefore expected 
that cloves and Hindistani Sitar would be rated relatively 
similarly on the relevant dimensions, whereas fish and Bach 
would be rated quite differently on those dimensions. We 
were particularly interested in which dimensions were the 
best predictors of the match scores. Figure 1 depicts the 
match scores for each of the 225 odor-music combinations. 
 

Table 1: Multiple regression on reduced set of factors. 
 

Dimension Beta Significance 
Preference  0.187 0.009 
Familiarity  0.014 0.756 
Intensity -0.129 0.014 
Anger  0.410 < 0.0005 
Romance  0.294 < 0.0005 
Energy  0.066 0.196 
Happiness  0.184 0.001 

 

Match Score
0 20 40 60 80

Orange
Leather

Cinnamon
Peppermint

Banana
Lemon

Licorice
Turpentine

Garlic
Coffee
Apple

Cloves
Pineapple

Rose
Fish

Bach

Match Score
0 20 40 60 80

Orange
Leather

Cinnamon
Peppermint

Banana
Lemon

Licorice
Turpentine

Garlic
Coffee
Apple

Cloves
Pineapple

Rose
Fish

Hindustani Sitar

Match Score
0 20 40 60 80

Orange
Leather

Cinnamon
Peppermint

Banana
Lemon

Licorice
Turpentine

Garlic
Coffee
Apple

Cloves
Pineapple

Rose
Fish

Classic Rock

Match Score
0 20 40 60 80

Orange
Leather

Cinnamon
Peppermint

Banana
Lemon

Licorice
Turpentine

Garlic
Coffee
Apple

Cloves
Pineapple

Rose
Fish

Reggae

Match Score
0 20 40 60 80

Orange
Leather

Cinnamon
Peppermint

Banana
Lemon

Licorice
Turpentine

Garlic
Coffee
Apple

Cloves
Pineapple

Rose
Fish

Psychobilly

Match Score
0 20 40 60 80

Orange
Leather

Cinnamon
Peppermint

Banana
Lemon

Licorice
Turpentine

Garlic
Coffee
Apple

Cloves
Pineapple

Rose
Fish

Bluegrass

Match Score
0 20 40 60 80

Orange
Leather

Cinnamon
Peppermint

Banana
Lemon

Licorice
Turpentine

Garlic
Coffee
Apple

Cloves
Pineapple

Rose
Fish

Blues

Match Score
0 20 40 60 80

Orange
Leather

Cinnamon
Peppermint

Banana
Lemon

Licorice
Turpentine

Garlic
Coffee
Apple

Cloves
Pineapple

Rose
Fish

Eighties Pop

Match Score
0 20 40 60 80

Orange
Leather

Cinnamon
Peppermint

Banana
Lemon

Licorice
Turpentine

Garlic
Coffee
Apple

Cloves
Pineapple

Rose
Fish

Dixieland

Match Score
0 20 40 60 80

Orange
Leather

Cinnamon
Peppermint

Banana
Lemon

Licorice
Turpentine

Garlic
Coffee
Apple

Cloves
Pineapple

Rose
Fish

Jazz

Match Score
0 20 40 60 80

Orange
Leather

Cinnamon
Peppermint

Banana
Lemon

Licorice
Turpentine

Garlic
Coffee
Apple

Cloves
Pineapple

Rose
Fish

Balkan Folk

Match Score
0 20 40 60 80

Orange
Leather

Cinnamon
Peppermint

Banana
Lemon

Licorice
Turpentine

Garlic
Coffee
Apple

Cloves
Pineapple

Rose
Fish

Gamelan

Match Score
0 20 40 60 80

Orange
Leather

Cinnamon
Peppermint

Banana
Lemon

Licorice
Turpentine

Garlic
Coffee
Apple

Cloves
Pineapple

Rose
Fish

Heavy Metal

Match Score
0 20 40 60 80

Orange
Leather

Cinnamon
Peppermint

Banana
Lemon

Licorice
Turpentine

Garlic
Coffee
Apple

Cloves
Pineapple

Rose
Fish

Funk

Match Score
0 20 40 60 80

Orange
Leather

Cinnamon
Peppermint

Banana
Lemon

Licorice
Turpentine

Garlic
Coffee
Apple

Cloves
Pineapple

Rose
Fish

Piano

Figure 1: Mean match scores for each odor and each musical selection.  
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We then conducted a multiple regression with the match 
scores as the outcome measure and the similarity scores on 
the 8 different dimensions as the predictor variables. Figures 
2 and 3 show the mean dimensional ratings for each musical 
selection and odor. For each dimension, we calculated the 
similarity in rating for each odor-music combination as 100 
minus the absolute value of the difference in the two ratings. 
Of those 8 dimensions, we found that there was collinearity 

between preference (VIF = 8.255) and pleasantness (VIF = 
10.701); we also found that these two variables were 
significantly correlated with each other, r = 0.923, p < 
0.0005. All other VIF values were less than 3. Thus we 
decided to remove pleasantness from the model, but allowed 
the other 7 dimensions to remain (though many of these 
were also significantly correlated). The multiple regression 
analysis on the reduced set of factors showed that the model 

Rating
0 50 100

Happiness

Energy

Romance

Anger

Pleasantness

Intensity

Familiarity

Preference

Bach

Rating
0 50 100

Happiness

Energy

Romance

Anger

Pleasantness

Intensity

Familiarity

Preference

Hindustani Sitar

Rating
0 50 100

Happiness

Energy

Romance

Anger

Pleasantness

Intensity

Familiarity

Preference

Classic Rock

Rating
0 50 100

Happiness

Energy

Romance

Anger

Pleasantness

Intensity

Familiarity

Preference

Reggae

Rating
0 50 100

Happiness

Energy

Romance

Anger

Pleasantness

Intensity

Familiarity

Preference

Psychobilly

Rating
0 50 100

Happiness

Energy

Romance

Anger

Pleasantness

Intensity

Familiarity

Preference

Bluegrass

Rating
0 50 100

Happiness

Energy

Romance

Anger

Pleasantness

Intensity

Familiarity

Preference

Blues

Rating
0 50 100

Happiness

Energy

Romance

Anger

Pleasantness

Intensity

Familiarity

Preference

Eighties Pop

Rating
0 50 100

Happiness

Energy

Romance

Anger

Pleasantness

Intensity

Familiarity

Preference

Dixieland

Rating
0 50 100

Happiness

Energy

Romance

Anger

Pleasantness

Intensity

Familiarity

Preference

Jazz

Rating
0 50 100

Happiness

Energy

Romance

Anger

Pleasantness

Intensity

Familiarity

Preference

Balkan Folk

Rating
0 50 100

Happiness

Energy

Romance

Anger

Pleasantness

Intensity

Familiarity

Preference

Gamelan

Rating
0 50 100

Happiness

Energy

Romance

Anger

Pleasantness

Intensity

Familiarity

Preference

Heavy Metal

Rating
0 50 100

Happiness

Energy

Romance

Anger

Pleasantness

Intensity

Familiarity

Preference

Funk

Rating
0 50 100

Happiness

Energy

Romance

Anger

Pleasantness

Intensity

Familiarity

Preference

Piano

Figure 2: Mean dimensional ratings for each musical selection. 
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Figure 3: Mean dimensional ratings for each odor.  
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was able to capture a significant amount of the variance, 
with an overall R2 = 0.578; F(7,217) = 42.491, p < 0.0005. 
Table 1 gives the Beta weights and significance of each of 
the reduced dimensions, 5 of which were statistically 
significant: anger, romance, happiness, preference, and 
intensity. Energy and familiarity were not statistically 
significant. These results demonstrate that similarity in 
emotional response predicts the strength of the match 
between objects and odors. The negative weight of intensity 
is likely due to all of the factors entering the model together, 
as the correlation between similarity in intensity and match 
score was positive. We therefore examined the correlations 
separately between the similarity in each of the 8 features 
and the match scores, as shown in Figure 4. With the 
exception of familiarity, all of the factors were significantly 
correlated with match score (all p < 0.0005). However, the 
odors we used were all relatively familiar; a study including 
unfamiliar odors might uncover a greater role for 
familiarity. Odor learning can be very rapid (e.g., Li, 
Luxenberg, Parris, Gottfried, 2006), however, so it is 
possible that emotional responses to new odors could 
change over the course of an experiment. 

Overall, our results were consistent with the emotional-
mediation hypothesis. However, there were some notable 
differences between our results and past work on color and 
music associations. Whiteford et al. (2013) had participants 
rate colors and musical selections on 10 dimensions, several 
of which overlapped with our dimensions. They found 
highly significant correlations between color-music matches 
and similarity of emotional content for 9 of their dimensions 
(Appealing vs. Disgusting, Calm vs. Agitated, Complex vs. 
Simple, Happy vs. Sad, Harmonious vs. Disharmonious, 
Loud vs. Quiet, Spicy vs. Bland, Warm vs. Cool, Whimsical 
vs. Serious) but only a slight correlation for preference. In 
contrast, we found that preference ratings for music and for 
odor were strongly correlated with music-odor matches and 
did contribute to the regression model. Moreover, 
preference ratings were highly correlated with 
harmonious/pleasantness ratings in the present data. Why 
the relationship among preference, harmoniousness, and 
match ratings should differ for color-music and odor-music 
correspondences remains an open question. 

Further investigation of the nature of preferences may 
help illuminate such questions. Odor preferences and color 

preferences both can serve the important goal of helping us 
determine what objects to approach/avoid (e.g., Herz, 
Beland, & Hellerstein, 2004; Palmer & Schloss, 2010), and 
typically one likes objects that one finds pleasant and 
harmonious. However, for complex stimuli such as music, 
this relationship may be more complex; some people, 
particularly experts, prefer music that they do not consider 
harmonious (Palmer & Griscom, 2013). While there may be 
some evolutionary reasons for preferring some types of 
music over others (e.g., Gill & Purves, 2009), music and 
emotion are closely linked (Blood & Zatore, 2001; Hunter 
& Schellenberg, 2010).  

Because our musical selections differed dramatically on 
many dimensions, we cannot address what particular 
musical features influence the emotional responses and the 
crossmodal correspondences that we measured. Using 
carefully controlled stimuli, as done by Palmer et al. (2015), 
could allow precise tests of how musical features, such as 
mode and tempo, influence crossmodal associations.  

Previous studies have been rather mixed on the 
universality of crossmodal correspondences; studies of 
color-odor associations (Levitan et al, 2014) and color-
music associations (Palmer et al., 2013) have found 
similarities across cultures, but for visual-taste 
correspondences, substantial differences across cultures 
have been identified (Wan, Woods, van den Bosch, 
McKenzie, Velasco, & Spence, 2014). It is likely that 
emotional responses to music and odors are, at least in part, 
culturally specific. If so, the emotional-mediation 
hypothesis would predict that the crossmodal matches 
would differ depending on the underlying emotions elicited 
by the music and odor selections. 

In summary, crossmodal correspondences between odors 
and music are likely to be mediated by emotion. These 
results thus strengthen the possibility that affective 
correspondences constitute a fourth type of crossmodal 
correspondence. 
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Abstract 

What hierarchical structures do people use to encode visual 
displays? We examined visual working memory’s priors for 
locations by asking participants to recall the locations of 
objects in an iterated learning task. We designed a non-
parametric clustering algorithm that infers the clustering 
structure of objects and encodes individual items within this 
structure. Over many iterations, participants recalled objects 
with more similar displacement errors, especially for objects 
our clustering algorithm grouped together, suggesting that 
subjects grouped objects in memory. Additionally, 
participants increasingly remembered objects as lines with 
similar orientations and lengths, consistent with the Gestalt 
grouping principles of continuity and similarity. Furthermore, 
the increasing tendency of participants to remember objects as 
components of hierarchically organized lines rather than 
individual objects or clusters suggests that these priors aid the 
perception of higher-level structures from ensemble statistics. 

Keywords: Visual working memory; Markov chain Monte 
Carlo with people; non-parametric Dirichlet process 

Introduction 
Visual working memory stores object features (e.g. 
locations) according to their statistical structure (Alvarez & 
Oliva, 2009). If I see a crowd, for instance, I might organize 
them into groups and remember the locations of both the 
individuals and their higher-order groups. Although any 
stimulus has its own ensemble statistics, people also have 
expectations from the real world about how objects are 
organized. Here, we try to characterize Gestalt priors about 
the spatial arrangement of objects in an iterative visual 
working memory paradigm. 

Visual working memory can use statistical structure to 
compensate for uncertainty about individual objects (Brady 
& Alvarez, 2011; Brady & Tenenbaum, 2013). Although 
relying on objects’ statistical structure biases memories of 
those objects, it can improve the overall fidelity of recall. 
Furthermore, encoding objects according to their statistical 
structure constrains the possible properties of those objects, 
allowing observers to remember the objects’ exact features 
more precisely (Sims, Jacobs & Knill, 2012; Orhan, et al., 
2014). For example, inferring that a set of objects generally 
fall on a horizontal line constrains their y-coordinates. This 
allows the observer to focus on encoding their x-coordinates 
with greater precision. 

The effectiveness of an encoding scheme depends on how 
well it matches the statistics of a stimulus (Orhan & Jacobs, 
2014a). Consequently, when people’s priors about statistical 
structures fail to match what they observe, the fidelity of 
visual working memory will suffer. Orhan & Jacobs 

(2014b), for example, found that in typical studies of 
capacity, priors that stimuli are similar or form continuous 
lines conflict with stimuli that have uniformly distributed 
features. This mismatch can detrimentally bias memory and 
potentially explain a significant portion of performance 
limitations. In short: how people use the structure of 
displays to help encode visual information depends on what 
priors they have about the structure of objects in displays. 

In the current study, we examined people’s visual 
working memory priors using a “Markov chain Monte Carlo 
with people” task (Sanborn & Griffiths, 2007). In our task, 
one participant studies the positions of many dots on a 
screen, then reports those positions, and then the next 
participant studies the previous participant’s responses, and 
so on. A long sequence of individuals encoding and 
reproducing the responses of previous participants yields a 
Markov chain that will emphasize the priors that people use 
to encode object locations. Kempe, Gauvrit & Forsythe 
(2015) previously used such an iterated learning task to 
examine visual working memory for binary grids and 
compared the complexity of transmitted information 
between children and adults. Their study, however, 
remained agnostic as to the actual structures that made up 
complex displays. A simpler display, for instance, could 
have reflected elements organized into less dispersed 
clusters, or more linear arrangements. Consequently, this 
study could not characterize the display structure priors that 
participants bring to bear to encode displays. 

We used a non-parametric clustering algorithm (a 
Dirichlet process mixture model; Ferguson, 1983; Orhan & 
Jacobs, 2013; Austerweil, 2014) to predict what kinds of 
groupings subjects would infer from the displays. 
Participants used the groupings predicted by the clustering 
algorithm and grew more likely to group objects together 
over time. Our clustering model revealed that participants 
increasingly organized the objects into straight lines and in 
turn remembered the orientations and lengths of those lines 
using their ensemble statistics. These results suggest that 
people possess priors that objects are arranged linearly and 
those lines possess similar features. In this way, our study 
allowed us to recover the Gestalt grouping principles of 
continuity and similarity. 

Experiment 
Participants studied and then recalled the locations of spots 
on a computer. Critically, we showed the locations one 
subject reported as the stimulus to the next subject, thus 
producing an “iterated learning” chain.  Based on the logic 
of “Markov chain Monte Carlo with people” (Sanborn & 
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Figure 1: Example trial. (A) Participants saw 15 grey circles for 10 seconds followed by (B) a 1 second mask. (C) Participants then recalled 
the locations of all the circles and were told how many circles they had to recall. Participants could move around the circles until they were 
satisfied. (D) Participants then saw the correct object locations (grey) and their guesses (red) and the mapping between the targets and their 
guesses (black lines). Their score out of 100 was shown on the bottom. 

 

 

 

 

Figure 2.  Three example chains (rows) for the seed display, 1st, 5th, 10th, 15th, and 20th iterations (columns). Grey lines separate the seed 
displays from the iterated trials. Circles are black in this figure for clarity (participants actually saw grey circles as in Figure 1A). Despite 
objects being initially uniformly distributed in the displays, participants gradually organized them into complex structures. 

Griffiths, 2007), such a process will tend to converge to the 
prior, in our case yielding samples of the sorts of location 
structure people expect in images. 

Methods 
We generated 10 initial seed displays, each containing 15 
circles with uniformly distributed locations. For each seed 
display, we ran 10 iterated learning chains for 20 iterations 
each. We allowed participants from the Amazon Mechanical 
Turk Marketplace (who performed our study for payment 
and a performance-based bonus) to repeat the experiment 
for different seed displays, resulting in a total of 1581 
unique subjects yielding 2000 experimental runs. 

In each trial, participants observed the locations of 15 
circles for 10 seconds (Figure 1A), followed by a 1 second 
mask (Figure 1B). Participants then recalled the locations of 
the circles by clicking the mouse (Figure 1C). Participants 
had unlimited time to recall the locations of the circles and 
could move them (by dragging) as much as they wanted. 
Once participants indicated that they were done reporting 
the locations (by pressing enter), we gave them feedback by 
showing the correct and recalled locations along with lines 
indicating how far off they were (Figure 1D). We 
determined the mapping between guesses and targets using 
a greedy search that minimized root mean square error 
(RMSE). Participants also received a score between 0 and 
100 based on the average distance between guesses and 
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targets normalized by the standard deviation of object 
locations. Participants were instructed that their final bonus 
would reflect their scores. 

In each experimental run, a participant first performed a 
randomly generated practice trial to familiarize themselves 
with the task. The second trial was our main test in which 
they saw locations from the iterated learning chain (either 
the seed display for the first iteration, or the locations 
reported by the previous participant in the chain). In the 
third trial, participants observed the seed display, giving a 
measure of baseline performance (so subjects who were 
exposed to the first iteration of a chain would see the same 
display twice). The fourth trial was a randomly generated 
performance check: if their score was below criterion on this 
test, their responses were not included in the iterated 
learning chain to prevent a single inattentive subject from 
ruining an entire chain. Figure 2 shows several example 
chains from our study (movies of all the seeds and chains 
are located on our website at www.evullab.org/dots.php).  

Non-parametric Dirichlet clustering algorithm 

 
Figure 3: Example of the Dirichlet clustering algorithm’s inferred 
grouping for a single trial. The clustering algorithm estimates the 
assignment of objects to groups (objects color-coded by group 
membership) and the parameters of the group structure: either a 
Gaussian cluster (represented by a covariance ellipse) or a line. 
 
We designed a Dirichlet-process clustering algorithm 
similar to Orhan & Jacobs (2013) to estimate the grouping 
structure that subjects might infer. Critically, this grouping 
model allows the number of groups to vary and each group 
to be either a Gaussian cluster with a mean location and a 
spatial covariance matrix or a line segment with a particular 
location, length, and orientation (Figure 3). To minimize 
false positive identifications of lines, we set the standard 
deviation of objects around lines to be very small (ensuring 
that lines were thin) and required that lines contain at least 
four objects (to ignore coincidentally collinear objects). We 
held the two free parameters constant throughout all 
analyses (concentration=.25 – a prior on the number of 
groups; and line noise=2.5 pixels – the standard deviation of  
reported locations around a line. For reference, each circle 
had a radius of 10 pixels). We used a Gibbs sampler 
(Geman & Geman, 1984) to fit the model to each trial. In 
our analyses, unless otherwise stated, we use the maximum 
likelihood (MLE) groupings. 

 
Results 

Did participants group objects? 
If participants grouped objects together per our clustering 
algorithm, then objects in the same group should have 
correlated errors (i.e. would tend to be misreported in the 
same direction). We matched participants’ responses to 
objects’ correct locations using the Hungarian algorithm 
(Kuhn, 1955) to minimize total root mean square error, thus 
finding the translational error xi for each object i. For each 
pair of objects, we define the similarity of their 
displacement errors (q) as: 
 

𝒒!" =
𝒙!𝒙!!   
𝒙! 𝒙𝒋

     

 
Where xi and xj are vectors containing the translational 

errors of the reported locations. This error-similarity metric 
will be q=1 if the recalled locations of two objects were 
shifted in the exact same direction, and q=-1 if they were 
shifted in the exact opposite direction. If participants 
recalled objects independently, then the expected value of q 
would be 0.  

The error similarity of objects that our clustering 
algorithm grouped together was significantly greater than 
the similarity of objects in different groups (t(9)=13.71, 
p<.001), indicating that the clustering model predicted the 
structure of errors in participants’ responses, and therefore 
the display structure that participants inferred. 

What priors did participants converge towards? 
In an iterated learning chain, participants’ responses should 
converge towards their priors (Sanborn & Griffiths, 2007). 
Therefore we can assess the structured priors that people use 
by estimating the properties of the structures to which 
participants’ reported locations converge over the iterated 
learning chain.  
 

 
Figure 4: Translational error correlation. The continuous lines 
indicate error correlations over iterations. The points (Mean) 
indicate the error correlations averaged over iterations. Diff-Clus 
(red) represents the error correlation for objects in different groups 
as estimated by the clustering algorithm, Same-Clus (blue) 
represents the error correlation for objects in the same cluster 
according to the clustering algorithm and Difference (grey) 
represents the difference between the different and same cluster 
error correlations. Errors became more correlated over iterations 
and were more similar for objects grouped together by the 
clustering algorithm. 
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Translational error correlation over time. If the iterated 
learning task yielded more grouping structure, and thus 
more reliance on the grouping, over time, then the 
translational error correlation should increase over 
iterations.  To test this prediction, we measured the 
translational error correlation for objects the clustering 
model inferred were in different groups and the same group 
at each step of the iteration (Figure 4). Not only are errors of 
objects that the clustering algorithm predicted would be in 
the same group more similar than translational errors for 
objects in different groups, but this diagnostic translational 
error correlation increased over iterations for both measures. 
The increasing similarity of errors for objects in the same 
cluster demonstrates that participants became more likely to 
remember objects in coherent groups. 
 
Structured memory model convergence predictions. 
Insofar as our clustering model captures the priors 
participants used to encode objects, we should expect both 
the participants and the clustering model to converge 
towards the same structures. Intuitively, the model 
compensates for uncertainty about individual objects by 
recalling objects biased towards their structures; as such, we 
expect that over multiple simulated iterations of learning 
and recalling displays by this model, the reported displays 
will converge towards the structured prior. To generate such 
simulated “model chains” from the model, we constrained 
one free parameter: the noise with which it encodes the 
objects’ locations (we set this to 90 pixels). Larger encoding 
noise indicates more uncertainty about the objects’ locations 
and results in the objects being recalled with greater bias.  

The “model chains” produced by this structured memory 
model converged towards remembering objects in tighter 
groups, with fewer, and more defined groups on the whole. 
Additionally, in the model chains, objects were increasingly 
organized into lines. In the subsequent analyses, we 
compare these model chain predictions to participants’ 
actual performance.  
 

 
Figure 5. The determinant of the group covariance matrices. The 
black line indicates participants’ responses and the blue line 
indicates model chains. Larger determinants indicate larger 
location dispersion. Locations were recalled increasingly close 
together. 
 

Variance of groups. Objects were initially uniformly 
distributed in the display; did participants expect objects to 
be arranged more closely together? For each iteration, we 
measured the dispersion of objects within groups by finding 
the determinant of the locations’ covariance matrix, where 
larger determinants indicate greater spread of objects within 
clusters. The chains of responses produced by humans 
showed the same decreasing within-cluster spread of objects 
(Figure 5) as we saw in the model chains (r=.80, 95% CI: 
.56–.91), indicating that participants recalled locations 
increasingly compactly within groups. 
 
Number of groups. Given working memory’s limited 
capacity, how many groups did participants remember? We 
estimated the number of groups that were evident at each 
step of the chain of human responses (Figure 6A). People 
reported objects in fewer groups in later iterations, 
consistent with the simulated model chains,  (r=.89, 95% CI: 
.74–.95). Additionally, participants asymptoted around 
approximately five groups, slightly higher than, but 
comparable to previous studies of working memory capacity 
(Cowan, 2001). 
 
A 

 
B 

 
Figure 6. (A) The number of groups inferred by the clustering 
algorithm. (B) The posterior standard deviation of the number of 
groups. The black line indicates participants’ responses and the 
blue line indicates model chains. The number of groups and the 
posterior standard deviation of the number of groups both 
decreased over time. 
 

Additionally, as the within-group spread of objects, and 
the number of groups decreased, uncertainty about the 
number of groups in a given display decreased over 
simulated iterations with the structured memory model. We 
measured confidence in grouping structure as the standard 
deviation of the posterior distribution of the number of 
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groups in a display. The posterior standard deviation of the 
number of groups decreased over iterations of human chains 
(Figure 6B), similar to simulated iterations from our 
clustered memory model (r=.81, 95% CI: .58–.92). This 
suggests that, in addition to the number of groups 
decreasing, the distinction between different groups of 
objects became more pronounced.  

How did participants encode lines? 
Participants recalled objects in increasingly coherent and 
compact groups. Our Dirichlet clustering algorithm allowed 
us to infer whether these groups were Gaussian clusters or 
lines with orientations and lengths. Here, we use our 
clustering algorithm to characterize participants’ prior 
expectations of linear groupings. 
 

 
Figure 7. The proportions of groups recalled that were straight 
lines and Gaussian clusters. Clusters are divided into quartiles 
based on their eccentricity. Here, low eccentricities indicate less 
circular, more linear clusters. Participants organized more objects 
into lines over time. 
 
Proportion of grouping types. What kinds of structures did 
participants encode over time? We used the Dirichlet 
clustering algorithm to calculate the proportions of the 
groups that were lines and clusters (Figure 7). We further 
subdivided the clusters into quartiles based on their 
eccentricity. Eccentricity measures how much the 
covariance of a cluster deviates from circularity, such that 
an eccentricity of 1 would indicate perfect circularity and an 
eccentricity of 0 would indicate clusters with zero width 
along the minor axis – in other words: lines. This allows us 
to measure how linear/circular groups were.  

Participants increasingly grouped objects as lines 
consistent with the convergence produced in simulated 
model chains. For humans, the proportion of lines went 
from 13% to 34% and had a linear regression slope of .0087 
(95% CI: .0076–.0098), consistent with the trend seen in the 
model chains (r=.91, 95% CI: .78–.96). This change seemed 
primarily to arise from regularizing greatly anisotropic 
clusters toward regular lines, suggesting that visual working 
memory relies on an expectation that objects are arranged 
linearly, consistent with the Gestalt principle of continuity. 
 
Properties of lines. Both participants and the model 
simulations increasingly remembered objects as components 
of lines. Although the structured memory model inferred 
objects were organized into independent lines, it is possible 
that participants imposed further hierarchical structure on 

lines, grouping them together, and remembering their 
properties based on the ensemble statistics of groups of 
lines. We tested whether participants remembered lines 
according to their hierarchical structure by examining 
whether they recalled lines in the same trial with similar 
orientations (Figure 8A) and lengths (Figure 8B).  
 
A 

  
B 

  
Figure 8. (A) The proportions of differences in line orientations 
and (B) the proportions of differences in line lengths. Due to the 
small number of lines in early blocks, in this figure we smoothed 
the proportions for each iteration by aggregating over the current, 
previous and next iteration. Line differences are organized into 
quartiles, such that bluer colors indicate larger differences. 
Participants became more likely to recall lines with similar 
orientations and lengths. 
 

For each trial containing more than one line, we 
calculated the difference in feature values (orientation and 
length) for each pair of lines. For each iteration, we then 
aggregated all the feature differences across displays and 
chains, binned the differences into quartiles calculated from 
the entire study and found the proportion of differences in 
each quartile. Because the number of groups arranged in 
lines increased over time, later iterations reflect differences 
between more lines.  

Participants remembered lines with increasingly similar 
orientations and lengths. Participants became more likely to 
recall lines with angular differences in the 1st and 2nd 
quartiles, which was confirmed by the positive slope of a 
linear regression (.038, 95% CI: .029–.047). Participants 
also increasingly recalled lines with length differences in the 
1st and 2nd quartiles, as indicated by the positive linear 
regression slope (.038, 95% CI: .033–.043).  

In contrast, the simulated model chains failed to predict 
participants remembering lines with similar orientations (r=-
.30, 95% CI: -.65-.17) and lengths (r=.29, 95% CI: -.17–
.65). This is not surprising, given that the structured 
memory model incorporates no method to integrate 
information across groups. Indeed, it provides evidence that, 
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unlike the model, participants remembered lines using 
ensemble statistics applied not only at the level of objects 
grouped into clusters, but also at the level of the groups.  

Subjects also tended to remember more vertical lines. A 
v-test revealed that lines were on average 90° (vertical) and 
that this average did not reflect a uniform distribution of 
orientations (v(1942)=129.65, p<.001). This bias provides 
further evidence that subjects imposed higher-order 
structure upon groups. In this case, however, the structure 
came from the prevalence of vertical lines in natural scene 
statistics (Switkes, Mayer & Sloan, 1978).  

These results indicate that participants encoded lines 
using their ensemble statistics, consistent with the Gestalt 
principle of similarity. The ensemble encoding of lines 
provides evidence that linear priors helped participants 
encode the basic stimuli as higher-level constructs. 

Discussion 
We used a Markov chain Monte Carlo with people visual 
working memory task to infer people’s priors about the 
spatial arrangement of objects. Participants organized the 
objects into groups that were consistent with the predictions 
of a non-parametric Dirichlet process. Over iterations, 
objects became organized into more compact, stable groups, 
these groups became increasingly structured into lines, and 
these lines were grouped themselves to become more 
similar in orientation and length. The convergence towards 
organizing objects into lines and remembering those lines 
with similar orientations and lengths suggests that visual 
working memory’s priors reflect classical Gestalt grouping 
principles such as continuity and similarity, respectively. 
Additionally, a model that used the hierarchical structure of 
objects grouped objects into lines similarly to participants, 
demonstrating that these priors facilitated the organization 
of objects into higher-level constructs. Notably, however, 
our cognitive model was unable to predict how people used 
the statistical structure of lines, raising questions about what 
are the units of ensemble encoding (Im & Chong, 2014). 

In contrast to the clusters and lines observers encoded in 
our study, in the real-world observers frequently encode 
objects in complex shapes—we need only consider 
examples like stargazing for constellations or tealeaf 
reading. Likewise, a quick glance at responses in later 
iterations of our study (Figure 3) reveals perpendicular lines, 
winding contours and even structures like letters and shapes 
that suggest the use of long-term knowledge. Despite the 
heterogeneity and complexity of the patterns observers 
could have possibly used to remember objects, we found 
that a relatively simple model that encoded objects as 
components of clusters and lines was able to capture much 
of how people grouped objects in visual working memory. 
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Abstract

Although natural languages are generally arbitrary in their
mapping of forms to meanings, there are some detectable bi-
ases in these mappings. For example, longer words tend to
refer to meanings that are more conceptually complex (what
we refer to as a complexity bias; Lewis, Sugarman, & Frank,
2014). The origins of this bias remain an open question, how-
ever. One hypothesis is that this lexical regularity is the prod-
uct of a complexity bias in individual speakers, and that it
emerges in the lexicon over the course of language evolution.
In the present work, we use an iterated learning paradigm to ex-
plore this proposal. Speakers learned labels of varying lengths
for objects of varying complexity, and then were asked to re-
call the learned labels. We then presented the labels that partic-
ipants produced to a new set of speakers, iterating this proce-
dure across generations. The results suggest the presence of a
complexity bias that guides language change but that interacts
with pressures for simplicity.
Keywords: lexicon; communication; language evolution; iter-
ated learning.

Introduction
A universal property of languages is that they contain units
of meaningful sounds—words—that vary in length. What ac-
counts for this variability? That is, why is the word for “can”
short but the word for “calculator” long? One class of expla-
nations for this variability appeals to properties of the linguis-
tic form itself, such as word frequency (Zipf, 1936) and pre-
dictability in linguistic context (Piantadosi, Tily, & Gibson,
2011; Mahowald, Fedorenko, Piantadosi, & Gibson, 2013).
Our recent work has revealed an additional factor influenc-
ing word length: conceptual complexity. Across 80 natural
languages, we find a bias for longer words to refer to concep-
tually more complex meanings (a complexity bias; Lewis et
al., 2014). This systematicity between word length and mean-
ing challenges the long-held assumption that the relationship
between form and meaning is entirely arbitrary (Saussure,
1916).

The origins of this bias in language are an open question.
One possibility is that the bias is due to a pressure in individ-
uals to map longer words onto more complex meanings. Un-
der this account, there is a psychological bias to map longer
words onto more complex meanings—a synchronic complex-
ity bias—and over time this bias leads to this same regularity
emerging in the structure of the lexicon—a diachronic com-
plexity bias. In the present paper, we consider the mechanism
through which a synchronic complexity bias in individuals
might lead to diachronic change in the lexicon.

There are several possible sources for a psychological, syn-
chronic complexity bias. For example, the bias could re-
flect a more general cognitive preference for iconicity (see
Schmidtke, Conrad, & Jacobs, 2014, for review). A second

alternative is that the bias is related to principles of com-
munication. As part of a broader theory of communication,
Horn (1984) suggested that a contrast in length between two
phrases with the same denotational value implies a contrast
in meaning, with the longer phrase getting the more unusual
or complex meaning. Thus, the complexity bias in the lex-
icon could reflect this in-the-moment communicative bias—
an appealing possibility given evidence that other features of
the lexicon also reflect principles of communication, like the
structure of semantic space (Regier, Kay, & Khetarpal, 2007;
Kemp & Regier, 2012; Piantadosi, Tily, & Gibson, 2012).

Critically, if the emergent diachronic bias is due to a psy-
chological synchronic pressure, we should be able to observe
this bias not only in the structure of natural languages, but
also in one-shot learning tasks with novel words. In previ-
ous work, we have found robust support for this prediction.
Across a range of stimuli, and both comprehension and pro-
duction tasks, we find that speakers are biased to map a longer
novel word onto a more complex novel referent, relative to a
shorter word (Lewis et al., 2014).

How does a synchronic complexity bias lead to diachronic
change in the lexicon? The causal mechanism for this type of
change would have to take place over multiple timescales: A
synchronic bias in the moment of language interaction would
have lead to changes in the lexicon over the course of lan-
guage evolution. We propose that a psychological bias causes
small changes in memory for complex phonological forms in
the moment of language interaction, and this pressure leads
to biases in linguistic transmission across generations. Over
the course of language evolution, these psychological, syn-
chronic biases result in a lexicon that magnifies these biases
(Griffiths & Kalish, 2007).

In the present work, we begin to test this hypothesis using
the iterated learning paradigm, a recently-developed method
for studying language change in the lab (e.g., Kirby, Cornish,
& Smith, 2008; Reali & Griffiths, 2009; Smith & Wonnacott,
2010). The critical feature of this paradigm is that the learn-
ing output of one speaker becomes the learning input for a
new speaker. This paradigm allows us to examine the evo-
lution of a language for a “chain” of speakers learning and
transmitting a language. The dynamics of these chains serve
as an approximation of the dynamics of generations of chil-
dren acquiring and then transmitting language to future gen-
erations.

A secondary goal of the present work is to examine how
psychological pressures influence the structure of the lexi-
con, independent of conceptual pressures. Forms that are
difficult to remember are unlikely to survive in the language
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Object
1 (Q1) 2 (Q1) 3 (Q2) 4 (Q2) 5 (Q3) 6 (Q3) 7 (Q4) 8 (Q4) 9(Q5) 10 (Q5)

Gen. 0 damitobup nagir nid gimunobugup dunobax mikupudax bipag daganitobip nimimog gan
Gen. 1 nilobup niger nid runtunbug dunobug bipoxtog bipag dipentag nimimog gan
Gen. 2 nilobup niger nid runtunbug dunbug ripenbog bippenbog dipentag nimobop gan
Gen. 3 nilobop niger nid rittenbob dabop rudentag buttenbug dertag nimobop gar
Gen. 4 nilobop niger nid bittenbob dabop rittenbog buttenbop dertag nimbobop gar
Gen. 5 nilop niger nir girbop dabop dirbop bittenbop rittenbog nilobop dir
Gen. 6 nilop niger nir garbog dabop dabog bittenbop rittenbog nilop dir
Gen. 7 nilop niger hir garbop dabog dabog bittenbop rottenbog nilop dir

Table 1: A representative language chain. Words are presented for each of the 10 objects across 7 generations and the initial
input language. The complexity quintile of the object is noted parenthetically. Across generations, words tend to get shorter,
less unique, and phonotactically more probable. Words also become more likely to be remembered accurately.

(Christiansen & Chater, 2008), and there may be an addi-
tional communicative pressure for economy of expression
(Zipf, 1949). Both of these pressures might lead to a prefer-
ence for shorter words over longer, harder-to-produce words,
biasing the ultimate structure of the lexicon towards shorter,
more memorable words.

We used an iterated learning paradigm to study the dynam-
ics of these two aspects of the lexicon: how words change
over the course of language evolution and how conceptual
complexity interacts with these changes.1 As predicted, we
find that forms in the lexicon converge to a more stable state
and that a complexity bias emerges in the mappings between
words and referents. We also find, contra our hypothesis, that
the complexity bias is attenuated over time. A post-hoc analy-
sis suggests that this change in the complexity bias over time
is related to the degree of cross-generational change in the
lexicon.

Experiment
Given existing evidence that a complexity bias is present in
one-shot learning games (Lewis et al., 2014), our experiment
was designed to test how conceptual pressures influenced the
lexicon over the course of transmission. We asked speakers
to learn a novel language that contained meanings of vary-
ing complexity and words of varying length. Critically, the
language we asked participants to learn contained no system-
atic relationship between complexity and word length. Af-
ter studying these mappings, participants were asked to recall
them. The measure of interest was the relationship between
the errors participants made and the complexity of the refer-
ent. If participants show a complexity bias, they should be
more likely to add characters for more complex objects and
remove characters for less complex objects.

This design characterized the first generation of our task.
We then gave the labels that participants produced in the test
phase of this first generation to a new set of speakers and
asked them to complete the exact same task. We iterated 7
generations of this task in total.

1For ease of measurement, we operationalize word length in
terms of number of orthographic characters. However, this measure
is highly correlated with measures of length with greater psycholog-
ical reality, such as phonemes and morphemes (Lewis et al., 2014).

Method
Participants We recruited 350 participants from Amazon
Mechanical Turk. Each generation was composed of 50
learners.

Stimuli The referents were a set of 60 real objects that did
not have common labels associated with them. These ob-
jects had been normed for their complexity in previous work
(Lewis et al., 2014, Figure 1). Norms were obtained by ask-
ing participants to indicate “How complicated is this object?”
using a slider scale. Norms were highly reliable across two
samples of 60 participants. Based on these norms, we divided
the objects into quintiles of 12 objects each. Each participant
saw 2 objects from each quintile.

In the first generation, the words were composed of ran-
domly concatenated syllables of 3, 5, 7, 9 or 11 charac-
ters in length. Words contained CV syllables and ended in
a consonant (e.g., “gan,” “panur,” “pugimog,” “tigadogog,”
and “mogonokigan”). Each participant saw 2 words of each
length. The assignment of word lengths to objects was arbi-
trary.

Participants in Generation 2 were yoked with a participant
from this first generation. This meant a participant in Gener-
ation 2 would see the exact same set of pictures as the yoked
participant from Generation 1, but would learn the labels for
those objects that the yoked participant had produced in the
testing phase of Generation 1. Order of presentation in the
training phase was randomized across generations. We iter-
ated this procedure for a total of 7 generations.

Figure 1: Object stimuli used in the Experiment. The ob-
jects are sorted from least complex (top left) to most complex
(bottom right) based on the complexity norms in Lewis et al.
(2014). Each row corresponds to a quintile.
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Figure 2: Changes in lexical features across generations. Error bars represent 95% confidence intervals computed via non-
parametric bootstrap across chains.

Procedure Participants viewed a webpage that informed
them they would be learning the names of 10 objects in an
alien language. They were told they would see the names for
each object four times and then their memory for the name
of each object would be tested. Participants next viewed a
screen displaying an object and the associated label below it.
Participants pressed the space bar to advance to the next pic-
ture. Each picture-word pair was shown four times.

In the test phase, participants saw a screen with a picture
and were asked to type the learned label in a text box below
the picture. Memory for each of the 10 objects was tested.

Results
We conducted three analyses exploring how iterated learning
influenced the structure of lexicons.2 In Analysis #1, we ex-
amined the evolution of lexical forms. In Analysis #2, we
considered the relationship between word length and referent
complexity. This was the key analysis because it allowed us
to test for a complexity bias in the lexicon and how this bias
changed over time. Finally, in Analysis #3, we conducted a
post-hoc analysis to understand the source of variability in
cross-generational change in complexity bias across chains.

Across generations, 1% of object labels were excluded be-
cause they contained more than one word or no word was
produced. In these cases, the object was re-assigned a label
from a different participant in that generation. The label was
selected from a trial that had both the same initial word length
and an object from the same quintile.

Analysis #1: Word forms Table 1 presents a representa-
tive language chain. We analyzed four features of the lexical
forms, averaging across each of the 50 chains at each gener-
ation: mean word length, number of unique words, transition
probability, and accuracy. We also analyzed the degree of
lexical change at each generation using the Levenshtein edit
distance metric.

Across generations, mean word length decreased from an

2All code and data for the paper are available at
http://github.com/mllewis/iteratedRC.
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Figure 3: Edit distance across generations, normalized by
length of the longest word (guessed word vs. actual word).
The top line shows the Levenshtein edit distance. The lines
below reflect the components of this metric (substitutions,
deletions, and insertions). Error bars represent 95% confi-
dence intervals computed via non-parametric bootstrap across
chains. Number of edits decreased across generations.

initial length of 7 characters to 5.22 characters in Genera-
tion 7 (SD = 2.25; r = −0.22, p < .0001; Figure 2a). The
number of unique words also decreased across generations
(r = −0.35, p < .0001; Figure 2b). Lexicons tended to re-
duce in size by mapping the same word to multiple objects
(e.g., in the chain presented in Table 1, “nilop” refers to both
Objects 1 and 9).

Third, the mean orthographic transition probability of each
word increased across generations (r = .52, p < .0001; Fig-
ure 2c). Transition probabilities were calculated based on the
set of words in the lexicon for a particular participant at a
particular generation. This finding suggests that lexicons be-
came more phonotactically structured across time. We also
calculated the mean transition probability of each word us-
ing English transitions. Probabilities were estimated via or-
thographic bigrams from the Google Books corpus (Norvig,
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Figure 4: Cumulative characters removed as a function of complexity across all 7 generations. Points correspond to the quintile
means. Lines represent the best fitting linear model predicting word length from the complexity norm of the object. Negative
slopes indicate a bias to recall longer labels for more complex objects. Across generations, this bias decreased.

2013). In this analysis, the mean English transition probabil-
ity of each word also increased across generations (r = 0.18,
p < .001), suggesting that the orthographic structure of in-
dividual words became somewhat more similar to English
across generations.

Fourth, we found that participants became more accurate in
recall across generations (r = .46, p < .0001; Figure 2d). To
examine the relationship between accuracy and word forms,
we constructed a logistic mixed-effects model predicting ac-
curacy with word length, word uniqueness, and transition
probability.3 Only word length was a reliable predictor of
accuracy (β = 1.21, p < .0001), suggesting that perhaps the
increase in accuracy across generations was due to the shorter
length of the words in these languages.

Finally, we analyzed word changes across generations us-
ing Levenshtein edit distance. This measure provides a for-
mal metric of the similarity between two strings. Levenshtein
edit distance is computed by counting the minimum number
of character edits necessary to transform one word into an-
other. For example, the edit distance from “can” to “cat” is
1 (1 substitution), while the edit distance from “can” to “cal-
culator” is 8 (1 substitution and 7 insertions). For each word,
we calculated a normalized measure by dividing the edit dis-
tance between the guessed word and the actual word by the
length of the longest of the two. This normalized measure
controlled for the decrease in word length across generations.
Across generations, the normalized edit distance decreased
(r = −.30, p < .0001; Figure 3). This decreasing trend also
held for each of the components of the Levenshtein metric:
number of deletions (r = −.18, p < .0001), insertions (r =
−.08, p < .0001) and substitutions (r =−.27, p < .0001).

Taken together, this set of analyses points to a lexicon that

3The model specification was as follows:
accuracy ∼ guessed label length × transition
probability × uniqueness + (guessed label
length | subject) + (1 | chain).

is evolving to become more regular and consequently easier
to learn.

Analysis #2: Complexity bias In Analysis #2, we exam-
ined the relationship between changes in word length and the
complexity of referents. If there is a complexity bias in the
lexicon, participants should be more likely to produce longer
labels for more complex referents.

We considered two metrics of word length: Label length in
characters and cumulative characters removed (CCR). CCR
is calculated by subtracting the word length at a particular
generation from the input generation word length. Though
slightly more complex, CCR provides a length metric that
controls for variability in input word length; this control is
important because words varied dramatically in their initial
length due to random assignment in the initial generation. We
calculated p-values based on an empirical distribution of r-
values, obtained by sampling from random pairings of words
and objects. This was done because changes in language
forms across generations change the distribution of possible
r-values.

Across generations, there was a reliable bias to map longer
words to more complex referents across both measures of
length (label length: r = .05, p < .05; CCR: r = −.11, p <
.0001). Figure 4 shows CCR as a function of object com-
plexity across generations. Qualitatively, the bias decreased
across generations. However, there was high variability
across chains both in the total complexity bias (label length:
SD = .27), and in how this bias changed across generations
(label length: M = .004; SD = .69).

A number of other exploratory analyses suggest a role for
complexity in language change. First, Levenshtein edit dis-
tance was systematically related to the complexity of refer-
ents: Participants were more likely to edit words referring to
more complex referents (r = .05, p < .01). Second, there was
systematicity in the kinds of errors participants made when
reusing words across multiple objects. Participants tended to
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Quintile #1
2 3 4 5

Q
ui

nt
ile

#2 1 86 78 64 52
2 84 63 34
3 41 59
4 58

Table 2: Contingency table of trials where participants re-
called the same word for multiple objects. Columns corre-
spond to the complexity quintile of the target object and rows
correspond to the complexity quintile of the object with the
same word. The diagonal is excluded because the experimen-
tal design restricted the number of possible confusions for
these cases (1 possible alternative vs. 2 for all other quin-
tiles). In cases of confusions, participants tended to reuse a
word from an object in a nearby quintile.

reuse labels from objects of nearby quintiles (Table 2), sug-
gesting that these labels were more conceptually confusable
and lead to more category-formation.

Together, this set of analyses replicates prior work suggest-
ing a complexity bias in the lexicon: Across both measures of
word length, participants tended to recall longer labels to re-
fer to more complex referents. They were also more likely to
edit words related to more complex referents and reuse labels
of objects from nearby quintiles. However, an unexpected
finding was the attenuation of this bias across generations. In
our last analysis, we try to understand this trend.

Analysis #3: Relationship between change in word forms
and change in complexity bias We conducted a post-hoc
exploration of the variability in the complexity bias across
chains. For each chain, we quantified the complexity bias at
each generation by calculating the correlation between met-
rics of length (label length and CCR) and the complexity
norms. We then calculated the correlation between these
coefficients and generation. This gave us a measure of the
change in the complexity bias across generations. We con-
sidered how this change in complexity bias related to the de-
gree of change in the forms of the lexicon. Two metrics of
lexical change were analyzed: accuracy and Levenshtein edit
distance.

Chains with greater cross-generational change in lexical
forms tended to show an increase in complexity bias over
time. Using raw label length as the length metric, there was
a reliable correlation between change in complexity bias and
accuracy (r = 0.29, p < .05) and between change in complex-
ity bias and normalized Levenshtein edit distance (r =−0.32,
p = .02). This same pattern also held for the CCR length
metric (accuracy: r =−0.37, p < .01; Levenshtein: r = 0.38,
p < .01; Figure 5).

Discussion
In three analyses, we examined change in the structure of
lexicons across generations of transmission. Analysis #1 re-

●

●

●

●

●

●

●

●

●

●

●

●

●●

●

●

●

●●

●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●●

●

●

●

●●

●
●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●

●

●

●

●

●

●

●

●

r= 0.38

−1.0

−0.5

0.0

0.5

1.0

0.0 0.2 0.4 0.6
Normalized Levenshtein edit distance

C
ha

ng
e 

in
 c

om
pl

ex
ity

 b
ia

s 
ac

ro
ss

 g
en

er
at

io
ns

 (
P

ea
rs

on
's

 r
)

Complexity bias change vs. Edit distance

Figure 5: Complexity bias as a function of the normalized
Levenshtein edit distance of the chain. Complexity bias is cal-
culated here using number of cumulative characters removed.
Each point corresponds to an individual chain. Chains with
greater normalized Levenshtein distances tended to show a
greater increase in complexity bias across generations.

veals that lexical forms become simpler and more regular
over time. We find that words become shorter, less unique,
more phonotactically probable, and more likely to be remem-
bered. We also find that this structure facilities memory re-
call: lexicons with fewer and shorter words are more likely
to be remembered accurately. Analysis #2 examined the rela-
tionship between lexical forms and conceptual structure, and
found that a complexity bias emerges in the lexicons.

An unpredicted result was that the complexity bias does
not strengthen across generations. Analysis #3 suggests that
change in the complexity bias across generations is related
to the degree of change in lexical forms in the chain: Chains
with more change are more likely to show an increase in com-
plexity bias over time. The underlying mechanism supporting
this relationship is straight-forward: chains that make more
errors have more opportunity to deviate from the random in-
put mappings between words and referents. This direction of
this correlation suggests that when chains do in fact deviate
from these initials mappings, they do so in a systematic way.
That is, they tend to deviate in a way that is more likely to
map longer words onto more complex referents.

General Discussion
The iterated learning paradigm provides an opportunity to ex-
amine how in-the-moment psychological pressures influence
the structure of a language in aggregate, over time. We ex-
amined two aspects of this structure: lexical forms and the
mappings between words and objects. We hypothesized that
different psychological pressures would influence each type
of structure. In the case of lexical forms, we predicted there
would be a bias to simplify the language into shorter, fewer
forms. In the case word-object mappings, we predicted a bias
to map longer words onto more complex meanings (Lewis et
al., 2014). The question of interest was how these psycholog-
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ical pressures influenced the structure of the lexicon across
generations of transmission.

Our findings suggest that each of these pressures may have
influenced the structure of the lexicon—and critically—that
they interacted with each other. We found both a bias to
simplify the lexicon and a bias to map longer words onto
more complex meanings. But these pressures appear to have
pushed in opposite directions: The pressure to simplify the
language leads to less variability in word length, and this re-
duced variability suppresses the complexity bias.

If these dynamics reflect actual language evolution, how-
ever, an important question still remains—why do we in fact
see a complexity bias in natural language? That is, if there is
a strong pressure towards simplicity, then why does a com-
plexity bias emerge in natural language despite this pressure?

One possibility is that this discrepancy is due to the ab-
sence of an important feature in our task: communication
with a second interlocutor. Zipf (1949) argued that the equi-
librium that emerges in the lexicon is a product of both the
speaker’s desire to say less and the listener’s desire for a more
explicit, comprehensible message. Importantly, the common
desire for efficiency creates opposing pressures among inter-
locutors. For a speaker, the optimal solution to communica-
tion is to have a lexicon that contains a single, short word that
can be used to refer to all meanings. However, for a listener,
the optimal solution is to have a lexicon that maps a unique
word onto every possible meaning.

Thus, perhaps the absence of a listener pressure in our task
may have lead our participants (“speakers”) to simplify the
language. While our task was posed as a memory task, there
was no penalty for failure to remember a form. In contrast,
in a communicative task, the listener’s failure to comprehend
a label would have acted as an incentive for accurate repro-
duction, perhaps limiting the amount of compression the lan-
guage would undergo.

But we speculate that memory limitations also play another
role in the evolution of the lexicon: by introducing variation
into the representations of individual words, speakers’ mem-
ory constraints allow for change. In the absence of memory
constraints, speakers might simply reproduce the language as
is; thus, the interaction between cognitive and communicative
pressures may function to facilitate the emergence of a com-
plexity bias. This synergistic relationship between memory
and change is reminiscent of the “less-is-more” hypothesis
and its descendants (Newport, 1990; Hudson Kam & New-
port, 2005), in which cognitive limitations are invoked as
an important mechanism in language learning and language
change. In the case of the complexity bias, these propos-
als make testable predictions that can be explored by extend-
ing the present paradigm into a communicative domain with
varying demands on memory.
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Abstract 

Recent research has shown that expertise in English and mu-
sic reading both rely more on left hemisphere (LH) processing 
whereas Chinese character processing is more bilateral. Ac-
cordingly, music-reading expertise may influence hemispher-
ic lateralization in English word processing more than in Chi-
nese processing due to stronger competition in LH processing. 
Here we recruited musicians and non-musicians in a divided 
visual field study of English word and Chinese character nam-
ing. In English word processing, whereas non-musicians 
showed a typical right visual field (RVF)/LH advantage, mu-
sicians showed a left visual field (LVF)/right hemisphere 
(RH) advantage and responded significantly faster than non-
musicians in both the LVF and the center position. This effect 
may be due to competition for LH processing between music 
and English reading expertise, making musicians’ English 
word processing more right-lateralized. In contrast, in Chi-
nese character naming, both musicians and non-musicians 
showed a similar bilateral pattern. This result suggests that 
music reading experience may have differential influences on 
the processing of different languages, depending on their sim-
ilarities in the cognitive processes involved.   

Keywords: Music reading expertise; English reading; Chi-
nese reading; lateralization; visual word processing 

Introduction 
Recent research has shown that different perceptual exper-
tise domains may influence each other. For example, 
Gauthier et al. (2003) showed that car perception interfered 
with concurrent face perception in car experts, but not in car 
novices, suggesting that car and face expertise share com-
mon neural mechanisms. Similarly, formal music training 
has been reported to enhance musicians’ nonmusical cogni-
tive abilities (Schellenberg, 2005) and hemispheric inter-
connectivity (Ono et al., 2011). For example, in a line bisec-
tion task, musicians were shown to have a bilateral repre-
sentation of visuo-spatial attention, while non-musicians 
tended to be more right-lateralized (Patston et al., 2006).  

Consistent with these findings, a recent neuropsychologi-
cal review revealed that 11 out of 16 representative cases of 
music reading deficiency due to brain lesion in the LH 
showed music reading difficulties accompanied by word 
reading difficulties (in alphabetic languages; Hebert & Cud-
dy, 2006), suggesting that music and alphabetical language 
reading may share common neural mechanisms. Indeed, 
recent studies have suggested that cognitive processes in-
volved in music reading expertise tend to be left- lateralized 
(Segalowitz, Bebout & Lederman, 1979). LH processing has 
shown to be analytic (Bradshaw & Nettleton, 1981), which 
facilitates decoding of music notations into motor responses 

with auditory feedback. This decoding process is similar to 
the grapheme–phoneme correspondence in alphabetic lan-
guages (e.g. English). This idea has been further confirmed 
by visual half-field experiments: Musicians showed an 
RVF/LH advantage in chord reading and an LVF/RH ad-
vantage for random dot pattern recognition (Salis, 1980; 
Segalowitz et al., 1979). Also, similar to English word read-
ing, the left-to-right reading direction of music notations 
may also contribute to a better reading performance in the 
RVF/LH due to perceptual learning, since the readers are 
more likely to recognize new words/notations in the RVF 
(Brysbaert & Nazir, 2005). In short, music notation reading 
processes are shown to be more left lateralized. Thus, if 
different expertise domains can influence each other, music-
reading expertise may influence cognitive tasks that require 
LH processing more, such as English word processing, as 
compared with other cognitive tasks that are more right-
lateralized/bilateral such as Chinese character processing.  

In the research on visual word recognition, a RVF/LH ad-
vantage has been consistently reported in English word pro-
cessing (Brysbaert & d’Ydewalle, 1990). It has been argued 
to be due to the requirement of decomposing words into 
letters/graphemes and mapping them to corresponding pho-
nemes for pronunciation during learning to read (e.g., Hsiao 
& Lam, 2013). In addition, due to our habitual left-to-right 
reading direction, English words are more likely to be rec-
ognized in the RVF, leading to an RVF/LH advantage due 
to perceptual learning (Brysbaert & Nazir, 2005).  

In contrast to English word processing, Chinese character 
processing tends to be more right-lateralized (Tzeng et al., 
1979) or bilateral (Tan et al., 2001) due to its unique logo-
graphic orthography. Each Chinese character is regarded as 
a morpheme and corresponds to a syllable in the pronuncia-
tion, and components of a character do not correspond to 
phonemes in the pronunciation. Since there is no grapheme-
phoneme correspondence in Chinese, decomposition of a 
character into components is not required. This may account 
for the LVF/RH advantage in Chinese orthographic pro-
cessing observed in the literature (e.g., Tzeng et al., 1979; 
Tan et al., 2001; Hsiao & Lam, 2013). In contrast, an 
RVF/LH advantage is typically found in Chinese phonolog-
ical processing (Hsiao & Cheng, 2013). These results 
showed that Chinese character processing tends to be more 
bilateral, involving a LVF/RH advantage in orthographic 
processing and an RVF/LH advantage in phonological pro-
cessing. Different from English and music reading, Chinese 
can be read in all directions (left to right, right to left, or 
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vertically). Perceptual learning thus may have less influence 
in Chinese reading regarding lateralization effects.  

Since English word and music notation reading expertise 
both involve LH lateralization, we hypothesize that there 
may be neurocomputational resource competition between 
them in those who have expertise in both domains, such as 
musicians who are also expert English readers. Consequent-
ly, as compared with non-musicians, musicians may show 
reduced LH lateralization in English word processing due to 
their music reading expertise. In contrast, since Chinese 
character processing is more bilateral/right-lateralized as 
compared with English word processing, musicians who are 
also expert Chinese readers are less likely to have neuro-
computational resource competition with Chinese character 
processing. They may show similar lateralization effects to 
non-musicians regardless of their music reading experience. 
To test these hypotheses, we investigate how music reading 
expertise influences hemispheric lateralization effects in 
English word and Chinese character naming. This study will 
demonstrate how different expertise domains influence each 
other in terms of cognitive processing. 

Methods 

Participants 
Participants were 60 Cantonese (L1)-English (L2) bilinguals 
from Hong Kong, whose age ranged from 18 to 29 (M = 22, 
SD= 2.7). They had similar college education background. 
They were classified as musicians (n= 30) and non-
musicians (n= 30), with 15 males and 15 females in each 
group. Musicians were well-trained pianists, who started 
music training at age 3-9 (M= 5.7, SD= 1.8). All of them 
were piano teachers, music undergraduate/ postgraduate 
students, or church piano players. They had attained grade 8 
piano or above in the graded music examinations of the As-
sociated Board of The Royal Schools of Music (ABRSM), 
with 8-22 years experience in piano playing (M= 15.8, SD= 
4) and regular music reading hours per week (M= 9, SD= 
11.4). In contrast, non-musicians did not receive any music 
training. All participants were right-handed and had normal 
or corrected to normal vision and started learning English as 
a second language at age 3.6. Except for their music training 
background, musicians’ and non-musicians’ linguistic back-
ground, handedness, and working memory performance 
were closely matched, as shown in a letter–number sequenc-
ing task (WAIS-III, Wechsler, 1997; musicians: M = 12.1; 
non-musicians: M = 11.7, t(58) = .586, n.s.).  

Materials 
The materials consisted of four types of stimuli: English 
words, Chinese characters (symmetric characters and SP 
characters, i.e., phonetic compounds with a semantic radical 
on the left and a phonetic radical on the right), music nota-
tions (notes, chords) and Tibetan strings.  

Four- to six-letter English words (n=108) were selected 
from the SUBTLEX-US corpus (Brysbaert, New 
& Keuleers, 2012). To control for the information distribu-

tion of the word stimuli, the same number of high frequency 
words and low frequency words were selected within the 
informative beginning and informative end subsets in Bry-
den et al. (1990). 

As for Chinese character stimuli, Hsiao and Cheng (2013) 
found that naming Chinese characters with different struc-
tures had different visual field asymmetry effects due to 
information distribution within the characters. Thus, to con-
trol for the influence from asymmetric information distribu-
tion within characters, here we used symmetric characters as 
the stimuli. In addition, we included another type of charac-
ter that is the most dominant in the Chinese orthography, SP 
characters. With a phonetic radical on the right, the infor-
mation distribution of a SP character for pronunciation is 
skewed to the right. According to Hsiao and Cheng (2013), 
SP character processing may have an advantage in the LVF 
than the RVF because the phonetic radical of an SP charac-
ter is closer to the center, where the highest visual acuity 
can be achieved, when being presented in the LVF than the 
RVF. Here we included SP characters as a representative 
type of characters in the orthography. In total 108 symmet-
ric characters and 108 SP characters were used; both types 
of character had 12.1 average number of strokes and ranged 
from low to high frequency. The number of strokes and 
character frequency were matched according to Ho’s (1998) 
database. 

For music notations, notes (n= 96; 48 pairs) and chords 
(n= 108; 54 pairs), ranging from B3 to C51, were included. 
All chords were common chords without accidentals (C, F, 
G major, D, E, A minor and B diminished chord) in the root 
position, first inversion and second inversion. Six types of 
time values were selected: semibreves (4 beats), dotted min-
ims (3 beats), minims (2 beats), crotchets (1 beat), quavers 
(1/2 beats) and semiquavers (1/4 beats). 

Vertical three-letter Tibetan strings (n=216; 108 pairs) 
and their mirror images (n=216; 108 pairs) were included. 
Mirror images were used to counterbalance the information 
between the two sides of the stimuli.  

Design 
Participants completed an English word naming task, a Chi-
nese character naming task, and a music note and chord 
sequential matching task, and a Tibetan string sequential 
matching task with the divided visual field design. The task 
with music notations aimed to examine whether musicians 
and non-musicians had different lateralization effects in 
music notation reading when the task depended purely on 
visual processing of note locations without the requirement 
of motor planning as in the playing tasks used in previous 
studies (e.g., Segalowitz et al., 1979). Tibetan strings were 
used as a control stimulus type.  

In all tasks, the design consisted of a within-subject varia-
ble: visual field (VF) location (LVF/centre/RVF) and one 
between-subject variable: music expertise (musicians vs. 

                                                             
1 B3 to C5 ranges across two octaves from the B note below one 

lower ledger line to the C note with two upper ledger lines.  
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non-musicians). The dependent variable was the accuracy 
(ACC) and response time (RT) in word reading and simi-
larity judgments. English word length, number of strokes of 
Chinese characters, word/character frequency, and stimuli 
used in same and different trials were all matched across the 
LVF, RVF, center-top, or center-bottom conditions in each 
block. The stimulus center was 2.8° of visual angle away 
from the center fixation in all VF location conditions. Par-
ticipants’ viewing distance was 57 cm. 

The English words were displayed in Times New Roman 
font. Each English word subtended 1.5° of visual angle hor-
izontally and 1.1° vertically. The edge of the English word 
was 1.5° away from the center (Figure 1). To avoid ceiling 
effects, the luminance of English word was adjusted to 
59.95 cd/m2.  With 210 cd/m2 background luminance, the 
Weber contrast of the English word stimuli was -0.715. 

The Chinese characters were in Microsoft MingLiu font. 
Each Chinese character subtended a horizontal and vertical 
visual angle of 1.5° x 1.6°. The edge of Chinese character 
was 2° of visual angle away from the center (Figure 1). To 
avoid ceiling effects, the luminance of Chinese characters 
was adjusted to 153.5 cd/m2, and the Weber contrast of the 
Chinese character stimuli was -0.269. 

Each music note and chord subtended a horizontal and 
vertical visual angle of 1.17° x 2.30°. The edge of the image 
was 2.2° of visual angle away from the center (Figure 1). To 
avoid ceiling effects, the luminance of notes and chords was 
adjusted to 8.97 cd/m2 and 23.5 cd/m2, and the Weber con-
trast was -0.957 and -0.889 respectively.  

Tibetan strings were displayed in Himalaya font. Each 
Tibetan string subtended a horizontal and vertical visual 
angle of 1.23° x 1.94°. The edge of the strings was 2.2° of 
visual angle away from the center (Figure 1). To avoid ceil-
ing effects, the luminance of the strings was adjusted to 
25.85 cd/m2, and the Weber contrast was -0.877. 

 

 
Figure 1. The position of (a) an English word and (b) a Chi-
nese character presented in the word naming task; (c) a mu-
sic note and (d) a Tibetan string presented as the first stimu-
lus in the divided visual field sequential matching task 
 

Experiments were conducted using E-Prime v2.0 Profes-
sional Extensions for Tobii (Psychology Software Tools, 
Inc.), with a Tobii T120 eye tracker (Tobii Technology) to 
ensure participants’ central fixation. A chin rest was used to 
reduce participants’ head movement. Calibration was per-
formed before the start of each block. The block order was 
counterbalanced and trials were randomized across partici-
pants.  

Procedures  
In all tasks, each trial started with a fixation cross at the 
centre (horizontal length: 1 mm; vertical length: 2 mm). 
Participants’ eye movement was monitored through a Tobii 
T120 eye tracker. After detecting the central fixation, a red 
box appeared around the cross. The experimenter then 
pressed a key to present the target stimulus. In the naming 
tasks, Chinese characters were presented for 90 ms whereas 
English words were presented for 150 ms, to minimize the 
possibility of the character/word being foveated. The screen 
then turned blank until participants’ response (Figure 2). 
Participants were asked to read aloud the stimulus displayed 
either at the LVF, center (top/bottom), or RVF as soon as 
possible without moving their gaze away from the central 
fixation. The ACC was recorded by the experimenter, while 
the RT was measured as the time difference between the 
stimulus presentation onset and the participant’s pronuncia-
tion onset, detected by a microphone.  

In the sequential matching tasks, after detecting the cen-
tral fixation, the first stimulus was presented either at the 
LVF, center (top/bottom), or RVF (for 100 ms for notes; for 
110 ms for chords; for 170 ms for Tibetan strings), followed 
by a 250 ms mask. Then the second stimulus was presented 
at the center with the same duration as the first stimulus; the 
screen then turned blank until participants’ response (Figure 
3). Participants judged whether the two sequentially pre-
sented stimuli were the same or not as quickly and accurate-
ly as possible. Similarities of notes or chords were based on 
pitch only, regardless of the time value. In ‘different’ trials, 
the two stimuli differed by one note/symbol. Participants 
responded by pressing buttons on a response box with both 
hands. ACC and RT were recorded.  
 

 
Figure 2. Procedure of the word naming task 

 

 
Figure 3. Procedure of the divided visual field sequential 

matching task 
 

After the tasks, a demographic and music background 
questionnaire, English Handedness Inventory (Oldfield, 
1971), Lexical Test for Advanced Learners of English 
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(LexTALE, Lemhofer & Broersma, 2012) and Letter–
Number Sequencing task (WAIS- III, Wechsler, 1997) were 
conducted to assess participants linguistic background, 
handedness, English proficiency and working memory. 

Results 
Repeated measures ANOVA was used to analyze partici-
pants’ ACC and correct RT. No speed-accuracy trade-off 
was observed. For English word naming ACC, a significant 
main effect of visual field was found (F(2, 57) = 16.403, p < 
.001). Participants performed the best when English words 
were presented in the RVF/LH. No other significant effect 
was observed in ACC. In RT, a significant interaction be-
tween VF and group was observed (F(1, 58) = 3.347, p < 
.05.). When we split the data by VF, musicians named Eng-
lish words faster than non-musicians when the words were 
presented in the LVF (t(58)= -3.001, p < .05) and center 
(t(58)= -2.109, p <.05), but not in RVF (Figure 4). When we 
split the data by group and examined lateralization effects, 
musicians named English words faster when the words were 
presented in the LVF than the RVF (t(58) = 26.09, p < 
.001), whereas non-musicians named words faster in the 
RVF than the LVF (t(58) = 24.46, p < .001). Thus, the two 
groups showed different lateralization effects in naming 
English words. 
 

 
Figure 4. Mean RT of English word naming between mu-

sicians and non-musicians across three VFs (error bars:  +/- 
1 SE; *** p < .001, * p < .05.) 

 
For Chinese character naming, a significant main effect of 

VF was found in both ACC (F(2, 57) = 133.503, p < .001) 
and RT (F(2, 57) = 3.523, p < .05). Participants performed 
the best when Chinese characters were presented in the 
RVF, followed by the LVF and the center; this effect did not 
interact with group. When we examined SP and symmetric 
characters separately between LVF and RVF, in ACC, a 
right VF advantage was found in SP characters (F(1, 58) = 
4.177, p < .05), but not in symmetric characters; these ef-
fects did not interact with group. Similarly, no VF by group 
interaction was observed in RT (symmetric: F(1, 58) = 
2.694, n.s.; SP: F(1, 58) = .737, n.s.). Thus, musicians did 
not perform significantly different from non-musicians in 

lateralization effects2, and both groups showed more bilat-
eral processing in Chinese than in English (Figure 5).  

 

 
Figure 5. Mean RT of Chinese character (symmetric, SP) 

naming between musicians and non-musicians across two 
VFs (LVF and RVF) (error bars:  +/- 1 SE). 
 

For ACC in music notation reading, a significant main ef-
fect of type of notation (note vs. chord) was found (F(1, 58) 
= 28.585, p < .001). Participants processed notes better than 
chords. There was also a significant main effect of group 
(F(1, 58) = 120.35, p < .001): musicians showed higher ac-
curacy than non-musicians. Also, a significant main effect 
of VF (F(2, 57) = 26.877, p < .001) was found. Participants 
performed similarly when the music notes/chords were pre-
sented in either the LVF or RVF but had the worst perfor-
mance in the center. A significant interaction between type 
of notation and group was also found (F(1, 58) = 13.944, p 
< .001): musicians showed more advantage over non-
musicians in note than in chord processing. For RT, a signif-
icant main effect of type of notation (F(1, 58) = 12.984, p < 
.001) was found: notes were processed faster than chords. 
Also, a significant main effect of VF (F(2, 57) = 16.545, p < 
.001) was found: the worst performance was observed in the 
center condition. There was no significant main effect in 
group, or significant interaction between VF and group. 
When we split the data by VF in separate analyses of notes 
and chords, musicians showed significantly faster RT than 
non-musicians when the notes were presented in the center 
(t(58)= -2.059, p < .05) and RVF/LH (t(58)= -2.626, p < 
.05), but not in the LVF/RH (t(58) = -1.741, n.s.; Figure 6). 
Thus, musicians had a significant advantage over non-
musicians in the RVF/LH and center in note reading. This 
effect was not observed in chords.  

 

                                                             
2  This result was further confirmed by insignificant differences 

in lateralization index (LVF - RVF)/(LVF + RVF) between musi-
cians and non-musicians in both symmetric (ACC: t(58) = .623, 
n.s; RT: t(50.79) = 1.937, n.s.) and SP characters (ACC: t(58) 
=.667, n.s; RT: t(58) = .696, n.s.).  
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Figure 6. Mean RT in the music note and chord reading 

task (error bars:  +/- 1 SE; * p < .05).  
 
For the ACC in Tibetan strings, a significant main effect 

of VF was found (F(2, 57) = 4.677, p < .05): participants 
performed similarly when the stimuli were presented in ei-
ther the LVF or RVF, and the worst in the center. There was 
a marginal main effect of group (F(1, 58) = 3.922, p = .052), 
but no interaction between VF and group. For RT, a signifi-
cant main effect of VF was found (F(2, 57) = 15.654, p < 
.001). Participants performed the worst in the center condi-
tion. There was also no main effect of group or interaction 
between group and VF (Figure 7). These results suggested 
that musicians did not perform significantly different from 
non-musicians across the VF conditions.  
 

 
Figure 7. Mean RT in the Tibetan strings reading task. 

(error bars:  +/- 1 SE) 

Discussion 
Here we examined how music reading expertise influences 
hemispheric lateralization effects in English word and Chi-
nese character naming. Since English word and music nota-
tion reading expertise both involve LH lateralization, we 
hypothesized that musicians may show reduced LH laterali-
zation in English word processing due to competition for 
LH processing resources for their music reading expertise, 
whereas in Chinese character processing, since it is typically 
more bilateral/right-lateralized than English word pro-

cessing, there may be less neurocomputational resource 
competition between music and Chinese reading expertise. 
Consistent with our hypothesis, we found that in English 
word processing, whereas non-musicians showed a typical 
RVF/LH advantage in naming English words, musicians 
showed a LVF/RH advantage and responded significantly 
faster than non-musicians in both the LVF and the center 
position. This effect suggests facilitation of RH English 
word processing due to the resource competition between 
music notation and English word processing in the LH. In 
contrast, in Chinese character processing, musicians did not 
perform significantly different from non-musicians in lat-
eralization effects, and both group showed more bilateral 
processing than in English processing.  

Both English and music notation reading involves letters 
to phonemes conversion and note-to-sound mapping 
(Brown, Martinez & Parsons, 2006). This encoding process 
requires analytic processing, which is dominant in the LH 
(Hsiao & Lam, 2013). Moreover, based on the left to right 
reading direction, perceptual learning in both English word 
and music notation reading would result in a processing 
advantage in the RVF and LH processing advantage. Differ-
ent lateralization effects between musicians and non-
musicians have also been found in an ERP study, with 
source localization data showing musicians’ bilateral activa-
tion of the fusiform (BA37) and inferior occipital gyri 
(BA18) for both word and music note processing; in con-
trast, non-musicians demonstrated activation in the left fusi-
form gyrus and left inferior occipital gyrus in English word 
processing, but had no obvious activation in the brain during 
music note processing  (Proverbio et al., 2012). This finding 
is consistent with our results, showing that English word 
processing was more bilateral in musicians than in non-
musicians, possibly due to potential neurocomputational 
resources competition between them. 

In contrast, musicians and non-musicians show similar 
lateralization effects in Chinese character naming. Since 
Chinese character processing is more bilateral/right-
lateralized as compared with English word processing, mu-
sicians who are also expert Chinese readers may be less 
likely to have neurocomputational resource competition 
with Chinese character processing. Thus, our results suggest 
that neurocomputational resource competition may come 
from processing multiple visual object categories that rely 
more on similar information processing mechanisms in the 
brain (e.g., left-laterlizaed music reading expertise and 
English word processing), but not in the domains that 
involve less overlapping neural mechanisms (e.g., left-
lateralized music reading expertise and right-lateralized/ 
bilateral Chinese character processing). It also demonstrates 
that competition between different expertise domains de-
pends on their similarities in terms of information pro-
cessing requirements. 

Here we also found that when a note recognition task 
relies purely on visual processing of note locations, both 
musicians and non-musicians showed bilateral processing, 
although musicians were more accurate and responded 

1348



faster than non-musicians. This result was consistent with 
previous studies showing bilateral music note processing in 
musicians (Proverbio et al., 2012). As our task was limited 
to pitch judgments, it remains unclear whether reading other 
information (e.g. temporal information) in music notation 
can result in different lateralization effects between musi-
cians and non-musicians. Also, we did not observed laterali-
zation difference between musicians and non-musicians in 
chord reading. This result is in contrast to Segalowitz et al.’s 
(1979) study showing a strong RVF advantage in chord 
processing with a piano playing task that may have involved 
more left-lateralized motor planning. .  

As for novel symbol string (i.e. Tibetan) processing, 
musicians and non-musicians did not show lateralization 
differences, which suggested they did not differ in its 
underlying neural mechanism. Nevertheless, a marginal 
advantage of musicians over non-musicians in ACC may 
suggest  benefits from music reading in symbol processing.  

To conclude, this study examined how music reading ex-
pertise influences hemispheric lateralization effects in Eng-
lish word and Chinese character naming. In English naming, 
whereas non-musicians showed a typically RVF/LH ad-
vantage, musicians showed a LVF/RH advantage and re-
sponded significantly faster than non-musicians in both the 
LVF and the center positions. In contrast, in Chinese char-
acter naming, musicians and non-musicians show similar 
lateralization effects regardless of their difference in music 
reading experience. This difference between English and 
Chinese processing may be due to stronger neurocomputa-
tional resource competition between music and English 
reading expertise for LH information processing as com-
pared with Chinese reading expertise. This result suggests 
that music reading experience may have differential influ-
ences on the processing of different languages, depending 
on their similarities in the cognitive processes involved. 
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Abstract 

Non-adjacent dependencies (NADs) refer to dependencies 
between items that are not adjacent in a sequence. Peña et al. 
(2002) discovered adult participants could learn the NADs of 
syllables in an artificial language when there were 25ms 
pauses before and after the NADs. Studies using videos of 
human body movements showed similar learning outcomes 
(Endress & Wood, 2011). However, participants failed to 
learn the NADs with respect to non-linguistic acoustic 
stimuli, such as tones or noises (Gebhart, Newport, & Aslin, 
2009). Four experiments in this study examined the 
constraints on learning the NADs of visual stimuli. We 
propose that acquisition of the NADs requires the sequences 
be packed into a coherent unit, and the motor system provides 
the require packaging for stimuli that can be mapped onto 
motor representation. Implications on the acquisition of 
syllable NADs are discussed. 
 

Keywords: statistical learning; Non-Adjacent Dependencies 
(NADs); sequence learning; visual stimuli 

Introduction 
Our sensory experience is full of regularities distributed 

over time. How do we track and discover these regularities 
quickly and unintentionally? Research on statistical learning 
has shown that humans can discover both visual and 
auditory regularities by tracking the co-occurrence patterns 
of the stimuli. Studies on statistical learning of temporal 
regularities can be broadly divided into two categories based 
on the types of distributional cues: (1) Adjacent 
dependencies, where cues occur among temporally adjacent 
stimuli, and (2) Non-adjacent dependencies (NADs), where 
cues are interspersed over time. An example of the first 
category is human infants’ ability to track distributional 
cues—transitional probabilities (TPs)—between syllables in 
a speech stream (Saffran, Aslin, & Newport, 1996). An 
example of the second category is our ability to track 
dependencies such as agreement patterns (e.g., is sleeping; 
Santlemann & Juszcyk, 1998). Previous research has 
confirmed human subjects’ consistently similar capacity to 
learn adjacent dependencies in both linguistic and non-
linguistic stimuli, such as tones, noises, images, and body 
movements (Creel, Newport, & Aslin, 2004; Endress & 
Wood, 2011; Fiser & Aslin, 2002; Gebhart, Newport, & 

Aslin, 2009; Kirkham, Slemmer, & Johnson, 2002; Saffran 
et al., 1999; Turk-Browne, & Scholl, 2009). By contrast, the 
acquisition of NADs exhibits differing characteristics with 
different types of stimuli. 

Statistical Learning of NADs 
Studies have shown that participants can acquire NADs of 
tones, phonemes and syllables, with certain limitations.  

In studies of the acquisition of NADs among phonemes, 
phonemes with NADs were either all consonants (e.g., 
t_k_p_, with “_” indicating spaces for vowels), or all 
vowels (e.g. _e_i_u, with “_” indicating spaces for 
consonants) (Bonatti, Peña, Nespor, & Mehler, 2005; 
Newport & Aslin, 2004). Newport and Aslin (2004) 
proposed that consonants and vowels are segmented into 
different phonological tiers, as proposed by Autosegmental 
phonology (Goldsmith, 1976). Therefore learning the NADs 
between consonants or vowels equates to learning adjacent 
dependencies between them within their respective tier. 

Peña et al. (2002) tested whether participants were able to 
acquire the NADs of syllables such as pu__ki in an artificial 
language …pulikibedugapuraki…. They found that adult 
participants were able to learn NADs between syllables 
when there were 25ms pauses before and after the NADs, 
but failed to do so absent the brief pauses.  

With respect to non-linguistic stimuli, studies with tones 
(Creel et al., 2004; Gebhart et al., 2009), noises (Gebhart et 
al., 2009), and abstract images (Turk-Browne, Jungé, & 
Scholl, 2005) indicated that the NADs of these non-
linguistic stimuli can be readily learned only when the units 
with NADs are perceptually similar, following Gestalt’s 
principles of perception (Wertheimer, 1923). For example, 
Creel et al. (2004) showed that participants successfully 
discriminated tone triplets that were interleaved with other 
tones in a sequence of tones, when the tone triplets had 
distinctive pitches (from separate octaves). When the 
perceptual cues were removed from the stimuli, studies 
using tones, noises (Gebhart et al., 2009), and abstract 
images (Li & Mintz, 2014) have failed to find evidence that 
the NADs of these acoustic or visual stimuli could be 
readily learned, even when the NADs were bracketed with 
pauses as in Peña et al. (2002). However, Endress and Wood 
(2011) tested the acquisition of NADs using videos of 
human body movements, and observed learning effects 
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similar to those observed in studies using syllables. Further, 
such learning did not depend on the viewing angle of the 
stimuli (Endress & Wood, 2011). 

Taken together, the above studies suggest that: (1) 
Perceptual cues facilitate the acquisition of NADs; (2) 
pauses between sequences with NADs also facilitate the 
acquisition of NADs, but only with respect to syllables and 
human body movements, not with respect to non-linguistic 
acoustic stimuli, such as tones or noises.  

Mechanisms Underlying Acquisition of NADs 
The above analysis gave rise to two questions. First, what 
role did the pauses play in the acquisition of the NADs of 
stimuli? Second, why did pauses facilitate the acquisition of 
the NADs of certain types of stimuli (syllables and body 
movements) but not of others (abstract images and tones)? 

One possible answer to the first question is that the pauses 
bracketed syllable sequences; as a result, syllables at the 
beginning and ending positions occupied special edge 
positions. Henson’s Start-End Model (SEM) proposed that, 
the representation system places a “start marker” and an 
“end marker” in each sequence (Henson, 1998, 1999) and 
that the items’ positions are recorded as their distance to one 
of the two markers. Building on this idea, the dual 
mechanisms account (Endress & Bonatti, 2007; Endress, 
Nespor, & Mehler, 2009; Endress & Mehler, 2009) 
proposed a positional learning mechanism that rapidly 
recording syllables’ positions relative to the edges of the 
sequences during statistical learning of syllable sequences in 
Peña et al. (2002).  The positional learning mechanism 
plausibly explains the statistical learning of syllable NADs. 

So far, no compelling answer has been proposed to the 
second question regarding the reason why pauses facilitate 
the acquisition of NADs of syllables and body movements, 
and not tons or images. This naturally invites speculation 
that learning syllables and body movements is governed by 
the same underlying mechanism. If it is, that leads to a 
puzzle: what kind of learning mechanism would be engaged 
by speech and body movements, but not by other stimuli. 

One possibility is that syllables and body movements 
fluidly transform from one stimulus to the next (unlike 
distinct tones and images which shift sharply from one 
stimulus to the next), which facilitates the acquisition of the 
NADs. Sensitivity to the NADs of movements is not 
particular to human body movements, and the NADs of any 
movements at the beginning and ending of a continuous 
sequence of motion can be learned. It has been shown that 
human perception is generally sensitive to dynamics of an 
agent. In an object recognition task in Vuong & Tarr (2004), 
participants were first presented with a rotating object, and 
then with a single view of the object, and were then asked to 
indicate whether the test object was the same rotating object 
from the training. Participants responded faster and more 
accurately when the test views were from the beginning or 
the end of the rotation. Participants were even sensitive to 
unattested views that preceded or followed the trajectory of 
rotation in the training. In Vuong & Tarr (2004), each object 

rotated in a single direction, but it is equally possible that 
higher familiarity with the particular movements at the 
beginning and ending of a continuous series of movements 
would also results in the acquisition of NADs.  

Another possibility is that the acquisition of NADs of 
speech and that of body movements share common 
cognitive processes, given that syllable sequences may be 
perceived as sequences of corresponding vocal movements. 
For example, the motor theory of speech perception 
(Liberman, Cooper, Shankweiler, & Studdert-Kennedy, 
1967; Liberman & Mattingly, 1985) posits that in 
perceiving speech, human beings map the acoustic signal to 
articulatory gestures. Likewise, the representation of 
visually perceived human movements involves the 
activation of motor representations by the perceiver (e.g., 
Wilson & Knoblich, 2005). Thus, it is possible that a kind of 
motor sequence learning is the common underlying 
mechanism supporting the statistical learning of syllables 
and body movements. The beginning and ending of the 
motor sequences are prominent since they mark the change 
of status, from stillness to motion and from motion to 
stillness. This might facilitate the detection of dependency 
patterns in which the beginnings and endings take part.  

The current study examines each of these two possibilities 
as potential explanations for the mechanism underlying 
NAD acquisition. It is worth noting that the two 
explanations are not mutually exclusive. It is possible that 
both play a function in bracketing sequences, and thus 
jointly contribute to the acquisition of NADs. 

Study Synopsis 
In the current study, we first ask whether the NADs of non-
human movements can be acquired, by replicating the 
Endress & Wood (2011) findings regarding human 
movements. Experiment 2 tests subjects’ acquisition of 
NADs from a of objects moving in a manner that would be 
biologically impossible for human beings, but is nonetheless 
continuous and coherent. Next, the study tests if continuous 
movement is critical for the acquisition of NADs. 
Experiment 3 tests NAD learning with sequences of static 
images of body postures, and Experiment 4 tests NAD 
learning with static images of objects. Experiments 1 and 3 
use stimuli that can be mapped onto representation of body 
movements while Experiments 2 and 4 do not. Thus, the 
four experiments investigate the continuous movement 
hypothesis and the motor sequence learning hypothesis.  

Experiment 1: NADs of Body Movements 
(Replication of Endress and Wood (2011) 

Experiment 1 replicated the finding in Endress and Wood 
(2011) that adult participants were capable of acquiring 
NADs of human body movements.  

Methods 
Participants Twenty undergraduate students from the 
University of Southern California (USC) were recruited 
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from the USC Psychology Subject Pool. Their participation 
in the experiment was compensated with course credits. 
Apparatus and Stimuli The original episodes of body 
movements from Endress and Wood (2011) were used to 
create training and testing stimuli in this experiment. In each 
original episode, an animated male agent performed a 
movement (e.g., bending), and the movements started and 
ended in the same neutral, still, standing position, referred to 
herein as the “neutral position” consistent with Endress and 
Wood (2011). There were two major differences between 
the stimuli in the current experiment and in Endress and 
Wood (2011). First, the pauses between sequences in this 
experiment were a blank screen, instead of the neutral 
position in Endress and Wood (2011), due to the fact that 
neutral positions could not be used as intervals in 
Experiments 3 and 4, and the study sought to minimize the 
differences between the designs of the experiments. Second, 
the parameters of the visual presentation were different. In 
this experiment, each movement episode lasted 625ms with 
15 frames presented at a frame rate of 24 frames/second. 
Each frame was sized 480×468 pixels.  

 

 
Figure 1. Frames excerpted from the body movement 
animations used in Experiment 1 (depicting the maximum 
extent of movement), which were also the still images used 
in Experiment 3. The stimuli are the original stimuli used in 
Endress and Wood (2011). 

 
Training The structure of the training and testing stimuli 
was similar to that in Peña et al. (2002), with nine syllables 
replaced with nine body movements. Nine triplets were 
created by pairing each of three pairs of NADs (a_b, c_d, 
e_f, with each letter representing a body movement) with 
each of three middle items (x,y,z), and 20 repetitions of the 
nine triplets were randomly concatenated into a continuous 
visual stream. We imposed a sequencing constraint such that 
each triplet was immediately followed by a triplet with a 
different NAD, and a different middle item. Each triplet was 
presented for 1875ms, with a 125ms pause between the 
triplets, resulting in an entire training sequences of 6’22’’.  
Testing After exposure to the training set, participants were 
tested on their preference for two kinds of triplets: (1) Rule-
Triplets: Three-item sequences with the correct NADs 
paired with middle items that were unattested during 
training in the particular NAD (e.g., acb, cfd), and (2) Part-
Triplets: Three-item sequences spanning two consecutive, 

attested triplets (e.g., xbc, dez). Rule-triplets and part-
triplets differed in two major ways: 1) participants were 
actually exposed to part-triplets during training, but not to 
rule-triplets; 2) rule-triplets contained the same NADs as 
trained triplets, while part-triplets did not. There were 36 
test pairs contrasting rule- and part-triplets. The presentation 
order of the two types of sequences within a pair and the 
response buttons were counterbalanced. 
 
Results and Discussion 
Participants’ responses were coded as binary variables, with 
preference for rule-triplets coded as 1 and preference for 
part-triplets coded as 0. A logistic regression model was 
used to compare participants’ choice with the chance level 
(0.5), with the binary responses as the dependent variable; 
the model controlled for variance based on participants and 
test questions. Participants’ mean preference for rule-triplets 
over 36 testing pairs, the standard deviation, the intercept 
(β), z, and p-value from the logistic regression, are listed in 
Table 1. Intercept (β) indicates deviation from the chance 
level in the choice tests between rule-triplets and part-
triplets. In Experiment 1, out of 36 test trials, the average 
number of trials in which participants preferred rule-triplets 
is 22.75 (SD = 6.09), approximately 63.19%. Logistic 
regression of Experiment 1 yielded a significant intercept (ß 
= 0.61, SE = 0.18, z = 3.37, p < .001), indicating 
participants considered rule-triplets to be more familiar. 
Figure 2 shows each participant’s percentage of preference 
for rule-triplets in this experiment. The above analysis was 
done using R 3.0.2 GUI 1.62 Snow Leopard build (6558), 
and lme4 R package, version 1.0-4, and graphed with 
graphics version 3.0.2. 

This experiment confirmed the findings in Endress and 
Wood (2011) that participants were sensitive to the NADs 
of body movements. Experiment 2 will examine if 
participants would be similarly capable of learning NADs of 
movements performed by a non-human object.  

 
Table 1: Mean preference for rule-triplets over 36 trials 

including standard deviation,  the intercept (β), z, and p-
value from the logistic regression of each experiment. 
 

Exp 
Mean preference 
to rule-triplets 
(SD) 

Intercept 
(β) 
(SE) 

z p 

1. 22.75 (6.09) 0.61 (0.18) 3.37 <.001 
2. 23.1 (6.45) 0.66 (0.19) 3.49 <.001 
3. 21.15 (4.12) 0.64 (0.11) 3.41 <.001 
4. 16.8 (5.27) -0.14 (0.14) -1.04 0.3 
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Figure 2: Results of four experiments. Each dot represents 
percentage of preference for rule-triplets for each 
participant, and the diamond represents group mean. The 
Dotted line indicates chance level (50%). 

Experiment 2: NADs of Object Movements and 
Transformations 

Experiment 2 explored if the NADs of object movements 
and transformations that could not be plausibly performed 
by human agents could also be acquired. 

Methods 
The methods were the same as in Experiment 1, except 

that each body movement was replaced with an animated 
object movement or transformation, as shown in Figure 3. 
The red blanket-shaped object (as in the cell titled “Neutral 
Position”) performed movements that cannot be mapped 
onto human motor representations. The videos of object 
transformations were created using 3ds Max. 

 

 
Figure 3. Depiction of the object transformations and 
neutral position used in Experiment 2, and the images used 
in Experiment 4.  In Experiment 2, movement into each 
position was continuous from the flat, neutral position. 

Results and Discussion 
In Experiment 2, the average preference for rule-triplets was 
23.1 (SD = 6.45) over 36 test trials, which is about 64.17% 
(See Table 1 and Figure 2). Analysis of Experiment 2 
yielded a significant intercept (ß = 0.66, SE = 0.19, z = 3.49, 

p < .001), suggesting participants considered rule-triplets 
more familiar. 

This result suggests that continuous movements aid the 
acquisition of NADs regardless of whether the movements 
can be mapped to motor representations. Bracketed 
continuous movements provide sufficient packaging of 
sequences to facilitate learning patterns involving the 
sequence beginning and end. The following two studies 
further examine this idea by testing whether participants are 
equally likely to learn the NADs of static images of body 
postures (Experiment 3) and object postures (Experiment 4), 
rather than continuous movements.  It is possible that they 
would fail to do so in both Experiment 3 and 4 due to the 
lack of continuous movement. It is also possible they would 
succeed or fail in both experiments. Another possibility is 
that participants would fail in Experiment 4, but succeed in 
Experiment 3, because the images of body postures provide 
sequences of implied body actions that are perceived as 
continuous movement (Shiffrar & Freyd, 1990; Urgesi, 
Moro, Candidi, & Aglioti, 2006), which in turn triggers 
motor learning of continuous movements from one posture 
to the next, as in Experiment 1. To minimize the differences 
between the stimuli of Experiments 3 and 4 and the stimuli 
of Experiments 1 and 2, the 9th frames of the movement 
episodes in Experiments 1 and 2 were used as the image 
stimuli. 

Experiment 3: NADs of Body Postures 
Experiment 3 examined if participants can acquire the 
NADs of the images of human body postures as they did in 
Experiment 1.  

Methods 
The methods were the same as in Experiment 1, except that 
each body movement was replaced with the 9th frame of the 
video of each movement. Each image sized 480×468 pixels. 
Each image was presented for 625ms, same as the duration 
of each movement video in Experiments 1 and 2. The 
between-triplet pauses were also 125ms.  The total duration 
of the training sequence was 6’22’’. 

Results and Discussion 
The average preference for rule-triplets in Experiment 3 was 
21.15 (SD = 4.12), 58.75% (See Table 1 and Figure 2). 
Logistic regression yielded a significant intercept ß = 0.64, 
SE = 0.11, z = 3.41, p < .001, indicating that participants 
were sensitive to the NADs of  body postures. 

Still, it is unknown if these findings would extend to 
images in general, or if participants are sensitive to body 
postures because viewers interpret the posture sequences as 
continuous movement, which then functions as in 
Experiment 1. Experiment 4 tested whether participants 
could also acquire the NADs of images of the objects in 
different postures. 
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Experiment 4: NADs of Object Postures 
Experiment 4 explored if participants can acquire the NADs 
of object postures as they did with human postures in 
Experiment 3. 

Methods 
The methods were the same as in Experiment 3, except that 
each body posture was replaced with a static image of an 
object posture, which was the 9th frame of the 
corresponding video in Experiment 2. 

Results and Discussion 
In Experiment 4, the average preference for rule-triplets was 
16.8 (SD = 5.27), around 46.67% (see Table 1 and Figure 
2). The intercept from logistic regression was not 
statistically significant, (ß = -0.14, SE = 0.14, z = 1.04, p = 
0.3), suggesting that participants failed to distinguish 
between rule-triplets and part-triplets,.  

The outcome that participants successfully learned the 
NADs of static body postures, but not of static object 
postures, suggests two points. First, with simple objects, as 
opposed to human postures, packaging the sequences 
through continuous movement appears to be necessary for 
acquiring NADs. Absent such packaging, participants failed 
to learn the NADs of the images. Second, processing and 
representation of body movement sequences appears to be 
special.  

Discussion 
The inquiry into the representation of body movements and 
continuous object movements stemmed from comparable 
results obtained in studies of the NADs of syllables (Peña et 
al., 2002) and body movements (Endress & Wood, 2001). 
Both studies suggested that dependency rules involving 
NADs of syllables and body movements could be learned, 
with the condition that the sequences with NADs were 
bracketed by pauses (Peña et al., 2002). The four 
experiments in the current study probed two questions 
regarding visual statistical learning of NADs: (1) if such 
learning pertains only to stimuli in the form of human 
movements; (2) if continuous movement has an impact on 
participants’ acquisition of the NADs of non-human object 
stimuli. Experiment 1 replicated one major finding in 
Endress and Wood (2011) and confirmed that participants 
could acquire NADs of body movements under the current 
experimental conditions. Experiment 2 probed if 
movements’ susceptibility to being mapped onto the human 
body was a necessary condition for learning their NADs, by 
replacing the human agent with an object performing 
movements that could not be represented as human body 
movements, and found that participants similarly learned the 
NADs of the object movements. Experiments 3 and 4 used 
static images that depicted the maximal extent of the 
movements depicted in Experiments 1 and 2. 

Experiment 1 (with body movements) and 2 (with object 
movements) demonstrated the general capacity of the 

human cognitive system to track and learn the beginning 
and ending movements of a continuous sequence of 
movements, regardless of the agent performing them, or 
whether the movements were human-like. However, this 
does not mean that the representation and processing of 
movements were the same for body movements and object 
movements/transformations. The differing results of 
Experiment 2 (with static human postures) and Experiment 
4 (with static object postures) indicated differences in the 
underlying processing of static images.  

In Experiment 3, participants successfully learned the 
NADs of the static body postures of the same agent in 
Experiment 1. While the results could be explained by a 
separate representation system for object sequences and 
body postures, the contrasting results suggest the 
involvement of the motor system in visual sequence 
learning. The discrete images of static body postures, once 
mapped onto a representation of the observer’s motor 
system, are perceived as continuous body movements 
(Shiffrar & Freyd, 1990; Urgesi, et al., 2006). This may in 
turn activate motor representations similar to those that are 
activated when continuous motions were viewed, thereby 
achieving the same packaging of the movement-triples that 
highlights the beginnings and ends, leading to successful 
learning of NADs, as in Experiment 1. In other words, the 
motor system facilitates the linkage of distinct body 
postures into coherent movements. In fact, viewers of the 
static body posture sequences themselves reported that the 
sequences created a sense of continuous movement. With 
respect to object postures, since they cannot be mapped onto 
the motor system, they are still perceived as separate images 
of an object. Therefore, participants failed to learn the 
NADs of these different objects.  

The facilitating role of the motor system in statistical 
learning of visual stimuli has implications for understanding 
the underlying mechanisms of statistical learning in the 
domain of language. With acoustic stimuli, acquisition of 
NADs has been observed with syllables (Peña et al., 2002) 
but not tones or noises (Gebhart et al., 2009; Li and Mintz, 
2014). The Motor Theory of speech perception proposes 
that the perception of syllables is mapped onto vocal 
gestures, and those gesture representations drive perception 
(Liberman et al., 1967; Liberman & Mattingly, 1985).  More 
contemporary research also implicates motor representations 
in the perception of other individuals’ movements, in 
speech, and more broadly (Fadig, Craighero, & Olivier, 
2005; Skipper, Nusbaum, & Small, 2005). If this is so, the 
syllable sequences could be represented as sequences of 
vocal movements by the motor system. Learning syllable 
sequences would then boil down to motor sequence 
learning, similar to learning body movements and static 
body postures. Therefore, we propose that motor sequence 
learning is a critical part of learning syllable dependency 
patterns in speech, in that it provides a kind of packaging of 
sequences that highlights beginnings and ends (Henson, 
1998, 1999), and therefore facilitates the learning of the 
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patterns between them. We are currently planning studies to 
directly test this hypothesis. 

Taken together, these experiments support the hypothesis 
that learning non-adjacent dependencies (NADs) requires 
bracketing of sequences. Moreover, we propose that 
learning NADs requires that the sequence in question be 
packaged into a coherent unit. We further show that the 
motor system can provide the required packaging, and 
NADs can be learned when the stimuli can be mapped onto 
motor representations. 
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Abstract

Containers are ubiquitous in daily life. By container, we con-
sider any physical object that can contain other objects, such
as bowls, bottles, baskets, trash cans, refrigerators, etc. In this
paper, we are interested in following questions: What is a con-
tainer? Will an object contain another object? How many
objects will a container hold? We study those problems by
evaluating human cognition of containers and containing rela-
tions with physical simulation. In the experiments, we analyze
human judgments with respect to results of physical simula-
tion under different scenarios. We conclude that the physical
simulation is a good approximation to the human cognition of
container and containing relations.

Keywords: Container; Simulation; Physical reasoning

Introduction

Containers are ubiquitous objects in daily life, such as
bowls, bottles, baskets, trash cans, refrigerators, etc. Contain-
ing relation is a general and fundamental relation in the scene.
Containers offer containing relations for carrying, hiding, or
ensuring the objects remain in a safe place. The contained
objects are called contents. The containing relation charac-
terizes the “affordance” that how likely a container can hold
its content.

Different from visual object recognition problems, recog-
nition of containers involves the cognitive process of com-
monsense reasoning, such as analysis of physical properties,
geometric shapes, and material properties, etc. Fig.1 shows
two examples when a container fails to contain its content:
(a) the container with holes can not contain tiny objects or
staffs, like beads, sand or water; (b) the container with a low
wall fails to contain a big ball.

Containers quantize and organize our perceptual scene
space. For example, when people are asked “where the
chilled beer is”, the answer will usually be that “it is in the re-
frigerator” without mentioning the exact 3D coordinates. By
containers, the perceptual space of 3D scene is discretized
and quantized, and objects are often organized in a hierarchy
with respect to their containing relations (Zhao & Zhu, 2013).
This quantization largely simplifies many tasks, such as plan-
ning, detection and tracking.

Inspired by (Battaglia, Hamrick, & Tenenbaum, 2013) and
(Zheng, Zhao, Yu, Ikeuchi, & Zhu, 2015), human perceive
physical scenes by making approximate and probabilistic in-
ference, and the physical engine helps us to reason about
common-sense in complex scenes. When we ask about
whether a container will hold another object, human may

This work is supported by ONR MURI N00014-10-1-0933

Figure 1: Two typical cases when a container fails to contain
its contents: (a) the container with holes can not contain tiny
objects; (b) the container with a low wall fails to contain a big
ball. The left figures of these two panels illustrate a stimuli
of our experiments, and the right figures illustrate simulation
results with physical engine or in human mind.

do similar mental simulations. The definition of containers
are related to physical properties of containers and contents.
In Fig.1, the container and its contents are not compatible in
these two cases. In this paper, we model and infer the contain-
ing relations between two objects by imagining what would
happen when one puts an object into a container.

In order to study containers and the factors which affect
containing relations, we collected a 3D container dataset and
carry out our experiments based on it. In the experiment, we
presented some random sampled 3D objects from our dataset
to the subjects. The subjects answered questions about con-
tainer and containing relations according to these pictures.
We also built an online physical simulation system with Unity
3D engine on a tablet platform as shown in Fig.2. The system
is used for evaluating containing relations between objects
and comparing with human judgments.

Related work
Containers in Cognitive Science. Some experiments
(Hespos & Baillargeon, 2001; Hespos & Spelke, 2007)
showed that even young infants can understand containers. In
their first six months of life, infants knew that contents can be
occluded by containers. At the end of their first year, infants
can develop a more refined concept about container and con-
tainment. (Inhelder & Piaget, 1958) studied children’s under-
standing of the conservation and limited capacity of liquid,
matters and numbers. For example, six-year children may
confuse about what happened when the liquid in a tall skinny
container was poured into a short wide container.

Simulation. According to the Simulation Theory (ST), an
attributor arrives at a mental attribution by simulating, repli-
cating, or reproducing in his own mind the same state as the
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Figure 2: A 3D Structure Sensor attached to a tablet (left) and
a physical simulation interface (right) are used in this paper.
The interface simulates a few balls falling onto a bag.

target, or by attempting to do so. (Markman, Klein, & Suhr,
2012) reviewed the research of simulation-based models in
psychology. Some works (Goldman & Sripada, 2005) ex-
amined the simulation approach and the theorizing approach
for determining the compatibility between emotions and ex-
isting evidence. Some neuroscience research is quite related
to simulationist ideas (Chaminade, Meary, Orliaguet, & De-
cety, 2001; Gallese & Goldman, 1998; Jeannerod, 2001).
(Hamrick, Battaglia, & Tenenbaum, 2011; Battaglia et al.,
2013) studied the intuitive physics engine as a model to rea-
son stability of a tower built by blocks. They showed the sim-
ulation model matched human perceptions. Benefiting from
game engines, such as PhysX, Bullet and Unity3D, physical
simulation is widely available for game designers as an off-
the-shelf component (Kaufmann & Meyer, 2008).

In AI community, container has been studied since
1980s as a wide-accepted example for qualitative reasoning
(Williams, Hollan, & Stevens, 1983; Bredeweg & Forbus,
2003; Frank, 1996). In (Collins & Forbus, 1987), container
is used to reason liquid. They presented a technique called
molecular collection ontology to describe contained stuff. A
preliminary knowledge base for qualitative reasoning about
containers is developed in (Davis, Marcus, & Chen, 2013),
which is expressed in a sorted first-order language of time, ge-
ometry, objects, histories, and events. Those studies modeled
containers by using logic with a restriction of well-defined
task domains, and the observation is not directly obtained
from real world signal.

Experiments
3D container dataset
In the experiment, we built a 3D container dataset including
315 real-world 3D objects. The data was collected using a
3D Structure Sensor attached to a tablet platform as shown in
Fig.2 (a). The objects in our dataset are full 3D models re-
constructed by computer vision algorithms. We then conduct
our experiment with these real-world 3D objects. Some re-
sults are shown in Fig.3. Comparing with previous cognitive
studies, our experiments use daily objects in natural physical
scenes.

Participants and stimuli
We conduct human studies with fifty human subjects who are
university students around age 25. We are interested in three

Figure 3: 3D scanned objects in our container dataset

main questions: i) What is a container? ii) Can an object
A contain another object B? iii) How many objects will a
container hold? For each of these three questions, we show
a 3D scene as a stimulus to human subjects, and ask them
to answer a corresponding question. The objects in the 3D
scenes are generated randomly from our 3D container dataset.

Physical simulation
We set up a physical simulation system with Unity 3D en-
gine to infer the probability for an object to be a container
and containing relations between two objects. We place a 3D
object as a potential container on a virtual ground, and initial-
ize another object as its potential content over the container
with a few random parameters, i.e. relative height, position,
pose, and initial speed. Initializing the 3D scene by randomly
sampling these parameters, we calculate the frequency of suc-
cessful cases of containments through physical simulations.
In the physics engine, we model the potential container by
a ”Mesh Collider” which calculates the collisions for all the
triangle faces (around 17000) on the object. And we simplify
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Figure 4: Inferring containing relations by physical simulations. The left figure shows the initial status of 5 containers and
5 contents, and the right figure shows the result of the physical simulation. We simulate the scene 100 times with random
relative heights, positions, poses, and initial speeds of objects, and calculate the frequency of successful contained trials. The
result confusion matrixes of containing relations are shown on the right, where each cell represents the probability of one object
containing another. The human judgement is the average score of ten subjects, and the physical simulation is calculated by the
frequency of successful containments with different trials. The lighter the color of a cell, the higher the probability is.

the 3D model of potential content to 255 triangle faces, and
approximate its physical dynamics by a “Convex Collider”
for the consideration of computation feasibility.

Exp. 1: What is a container?
In this experiment, we let subjects see a 3D object and ask
following questions: i) is it a container? ii) is it a convex
shape? iii) does it have a hole? iv) does it have a lid? v) is it
hollow? vi) is it deformable? vii) what kind of material is it?

The figure on the left of Fig.5 shows the distribution of six
attributes associated to these questions. For each attribute, we
plot distributions for both container and non-container. For
example, most of the containers are concave shapes, and most
of the non-containers are convex. The last material attribute
takes categorical values of “metal”, “paper-based”, “fabric”,
“wood”, “glass”, and “plastic”.

The distribution of object sizes of the dataset are also
showed on the right of Fig.5. The size of the object covers
from the hand size (a few centimeters) to the body size (a few
meters). The size distributions of containers (green dots) and
non-containers (red dots) in the dataset are very similar.

Logistic regression analysis for attributes
We analyze the contribution of different attributes to the

notion of “container” by logistic regression. We use five
binary variables: (convex, has hole, has lid, hollow, de-
formable), one categorical variable (material), and two con-
tinuous variables (height and base area) as predictors. The
algorithm aims to analyze the influence of different variables
for answering the target question “is it a container or not?”.

The results of the regression are shown in Table.1.The at-
tributes convex and hollow with low p-values are statistically
significant for discriminating the concept of containers.

Container recognition
We address the containers recognition problem as a com-

puter vision problem. We compare two algorithms: 1) classic

Table 1: Analysis of logistic regression coefficients.
Estimate Std. Err tStat pValue

(Intercept) -3.1168 1.1114 -2.8043 0.005043
convex -1.8572 0.2692 -6.8999 5.204e-12
has hole 0.1248 0.3814 0.3274 0.7434
has lid 1.4893 0.4086 3.6449 0.0002675
hollow 2.2661 0.2736 8.2818 1.2132e-16
deformable -0.7816 0.3067 -2.5485 0.01082
material 0.1712 0.0754 2.2714 0.02312
height -0.8198 0.5969 -1.3733 0.1697
base area 0.4308 0.2580 1.6702 0.09489

computer vision algorithm by pattern-recognition, 2) physical
simulation-based method as introduced before.

We used a state-of-the-art discriminative classifier based
on Hierarchical Kernel Descriptors (Bo, Lai, Ren, & Fox,
2011). In order to apply the classic computer vision method,
we project the 3D model to RGB images and depth images
from canonical views. And we use the RGB images and
RGBD images for training and testing the computer vision
algorithm. For comparison, we also test the simulation-based
method on the same testing set of 3D objects. The probabil-
ity is calculated by the expected value for containing another
objects in the dataset.

In order to evaluate the generalization ability of these algo-
rithms, we test them on three different scenarios:

i) The single category: both training and testing samples
come from the same single category, such as boxes. ii) The
mixed category: both training and testing samples come from
a collection of multiple categories. iii) The transfer category:
the training samples come from one category, such as boxes,
while the testing samples come from another category, such
as cups. The results are summarized in Table.2. It is worth
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Figure 5: The distribution of different container attributes. In the left bar plot, a pair of horizontal bars represents the distribution
of containers and non-containers for each discrete attribute; in the right scatter plot, the green and red dots illustrate the
distribution of containers and non-containers with respect to the area of the base and height of these 3D objects.

Figure 6: The split of training / testing for container recogni-
tion. i) The single category: both training and testing samples
come from a same single category. ii) The mixed category:
both training and testing samples come from a collection of
multiple categories. iii) The transfer category: the training
samples come from one category, while the testing samples
come from another category. The results show in Table.2.

noting that the (Bo et al., 2011)’s algorithm works well on
single category. Because the simulation-based algorithm does
not need any training, and the physical laws are generally ap-
plicable, physical simulation-based algorithm has advantages
for generalizing across categories.

Exp. 2: Will an object contain another?

In the experiment, we evaluate the “affordance” of a con-
tainer. Human subjects are shown a 3D scene with two 3D
objects randomly sampled from the dataset. One is a poten-
tial container, another is a potential content. Some of stimuli
are shown in Fig.9.

We applied two kinds of approaches to model the contain-
ing relations between two objects. i) Regression model. We
use features including relative height ratio, base area ratio,
and volume ratio, to learn a logistic regression model. ii)

Table 2: Accuracy of container recognition
RGB RGB-Depth Simulation

single category 0.89 0.94 0.93
mixed categories 0.70 0.78 0.93
transfer category 0.35 0.59 0.93

Physical simulation model. We compare the results of both
models with respect to human judgments in Fig.7 (a,b). And
we also show the correlations between two human subjects on
the right of Fig.7. We can see that this task is very challeng-
ing, as there are diverse judgments even between human sub-
jects. Although the regression method can capture some cor-
relation between the relative size and the containing relation,
the results of simulation model show much strong collinearity
with the human subject. The area between two blue lines are
the variance interval between 25% percentile and 75% per-
centile, which means a half of the samples will fall into the
region between two blue lines. Each point in the graph is a
stimulus in the Fig.9. We can not handle the last two challeng-
ing cases in current framework. Both containers acquire hu-
man intervention to open containers and put in objects, which
can not be modeled solely by the rigid-body dynamics.

Exp. 3: How many objects will a container hold?
In this experiment, the stimuli are the same as Exp.2’s. The
subjects are shown two random 3D objects and ask “how
many objects will a container hold?” The qualitative results
and quantitative results are shown in Fig.8 and Fig.10. Sim-
ilarly, the simulation results are more consistent with human
judgments than the regression model. Although the results
exhibit a large variation, similar variations are also existed
among judgments from different subjects.
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Figure 7: Will an object contain another? The left and middle figures show predictions of the regression model and the
simulation model with respect to the human judgments. The right figure shows the human judgments of two different subjects.
Each data point represents a stimulus with a pair of objects in Fig.9. The lower blue line, red line, and upper blue line outline
the first quartile (25th percentile), second quartile (median), and third quartile (75th percentile) of the distribution respectively.
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Figure 8: How many objects will a container hold? The left and middle figures show predictions of the regression model and the
simulation model with respect to the human judgments. The right figure shows the human judgments of two different subjects.
Each data point represents a stimulus with a pair of objects in Fig.10. The lower blue line, red line, and upper blue line outline
the first quartile (25th percentile), second quartile (median), and third quartile (75th percentile) respectively.

Conclusions
In this paper, we study a special category of objects “con-
tainer”. We collected a dataset of 315 real-world 3D mod-
els including containers and other daily objects. We built a
physical simulation system using Unity 3D to infer the “af-
fordance” of containers and containing relations between ob-
jects. In the experiment, compared with using regression
model of geometric features, the results by physical simu-
lation have stronger correlations with human judgments. We
conclude that the physical simulation is a good approximation
of human cognition of container and containing relations.

The physical model of the 3D scene quantitatively encodes
a large number of static and dynamic variables needed to
capture the interactions among objects. These variables in-
clude scene configurations, object geometries, masses, mate-
rial properties, rigidity, fragileness, frictions, collisions, etc.
We take advantages of the state-of-the-art 3D scanning tech-
nique, which enables us to analyze real-world 3D objects in
a physical realistic environment. Although the rigid body dy-
namics can not exactly follows the real-world motions and
parameters, the results are sufficient appealing and promising
as a start point for understanding containers.
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Abstract

The human mind appears to be equipped with a toolbox full
of cognitive strategies, but how do people decide when to use
which strategy? We leverage rational metareasoning to derive
a rational solution to this problem and apply it to decision mak-
ing under uncertainty. The resulting theory reconciles the two
poles of the debate about human rationality by proposing that
people gradually learn to make rational use of fallible heuris-
tics. We evaluate this theory against empirical data and exist-
ing accounts of strategy selection (i.e. SSL and RELACS). Our
results suggest that while SSL and RELACS can explain peo-
ple’s ability to adapt to homogeneous environments in which
all decision problems are of the same type, rational metarea-
soning can additionally explain people’s ability to adapt to het-
erogeneous environments and flexibly switch strategies from
one decision to the next.
Keywords: Strategy Selection; Decision Making; Heuristics;
Bounded Rationality; Cognitive Control; Learning

Introduction
Many of our decisions and judgments systematically violate
the laws of logic and probability theory (Tversky & Kahne-
man, 1974). These violations are known as cognitive biases.
Cognitive biases have been interpreted as evidence that peo-
ple do not reason by the rules of logic and probability theory
but by simple yet fallible heuristics. Whether or not these
findings prove that humans are irrational has been debated
for decades (Stanovich, 2009). While some view heuristics
and biases as a sign of human irrationality, recent work sug-
gests that some heuristics can be understood as rational strate-
gies once computational costs are taken into account (Lieder,
Griffiths, & Goodman, 2013; Griffiths, Lieder, & Goodman,
2015; Lieder, Hsu, & Griffiths, 2014). Furthermore, Gigeren-
zer and colleagues argue that having a toolbox of simple
heuristics that are well adapted to the structure of our envi-
ronment makes us smart (Gigerenzer & Todd, 1999).

Yet, being a skilled carpenter requires more than a tool-
box: you also have to know when to use which tool. Todd and
Gigerenzer (2012) postulate that we choose heuristics that are
well-adapted to our current situation (i.e. ecologically ratio-
nal), but they do not explain how we are able to do so. Empir-
ical evidence suggests that people do indeed choose heuristics
adaptively (Payne, Bettman, & Johnson, 1988; Bröder, 2003;
Pachur, Todd, Gigerenzer, Schooler, & Goldstein, 2011). De-
spite some progress, the computational principles of strategy
selection remain unclear (Marewski & Link, 2014). Previ-
ous theories of strategy selection, namely SSL (Rieskamp &
Otto, 2006), RELACS (Erev & Barron, 2005), and SCADS
(Shrager & Siegler, 1998) predict the formation of rigid men-
tal habits that always pursue the same strategy, whereas peo-
ple are more flexible (Lieder, Plunkett, et al., 2014; Payne et
al., 1988).

This paper proposes a rational solution to the strategy se-
lection problem: in analogy to model-based reinforcement
learning (Dolan & Dayan, 2013) our theory posits that peo-
ple learn a mental model that enables them to predict each
heuristic’s accuracy and execution time from features of the
problem to be solved and choose the heuristic with the best
predicted speed-accuracy tradeoff.

In the remainder of this paper we first review previous
strategy selection theories and introduce our new theory of
strategy-selection. We then test our theory against those pre-
vious accounts by fitting published data on multi-attribute de-
cision making, conducting a novel experiment, and demon-
strating that our theory can account for people’s adaptive flex-
ibility in risky choice. We close with a discussion of the im-
plications of our results for the debate about human rational-
ity and directions for future research.

Models of Strategy Selection
According to previous theories of strategy selection we learn
to choose the strategy that works best on average across all
problems in an environment (Rieskamp & Otto, 2006; Erev &
Barron, 2005) or category (Shrager & Siegler, 1998). This ap-
proach ignores that every problem has distinct characteristics
that determine the strategies’ effectiveness. After reviewing
these context-free theories, we propose a model that chooses
strategies based on the features of individual problems.

Context-free strategy selection learning
According to the SSL model (Rieskamp & Otto, 2006) the
probability that strategy s will be chosen (P(St = s)) in trial t
is proportional to its reward expectancy qi:

P(S = s) ∝ qt(s), (1)

where qt(k) is the sum of the rewards obtained when strategy
k was chosen prior to trial t plus the initial reward expectancy

q0(k) = rmax ·w ·βk, (2)

where rmax is the highest possible reward, w is the strength
of the initial reward expectancy, and β1, · · · ,βN ∈ [0,1] are
the agent’s initial relative reward expectancies for strategies
1, · · · ,N and sum to one.

The RELACS model (Erev & Barron, 2005) chooses strate-
gies according to their recency-weighted average payoffs

Wt+1(k) =

{
α · rt +(1−α) ·Wt(k) if St = k
Wt+1(k) =Wt(k) else

(3)

P(St = k) ∝ eλ·Wt (k)
Vt (4)
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where the parameters α and λ determine the agent’s learn-
ing rate and decision noise respectively, and Vt is the agent’s
current estimate of the payoff variability.

The SCADS model (Shrager & Siegler, 1998) presupposes
that each problem has been identified as an instance of one or
more problem types and assumes associative learning mech-
anisms similar to those of SSL.

Feature-based strategy selection learning
In this section, we present a theory according to which people
learn a mental model predicting the effectiveness of cognitive
strategies from features of the problem to be solved.

Strategy selection is a metacognitive decision with uncer-
tain consequences. We therefore leveraged rational metarea-
soning – a decision-theoretic framework for choosing com-
putations (Russell & Wefald, 1991) – to develop a rational
model of strategy selection that is theoretically sound, com-
putationally efficient, and competitive with state-of-the-art al-
gorithm selection methods (Lieder, Plunkett, et al., 2014).

Rational metareasoning chooses the strategy s? with the
highest value of computation (VOC) for the problem speci-
fied by input i:

s? = argmax
s∈S

VOC(s, i), (5)

where S is the set of the agent’s cognitive strategies. The
VOC of executing a cognitive strategy s is the expected net in-
crease in utility over acting without deliberation. If the strat-
egy chooses an action and the utility of the available actions
remains approximately constant while the agent deliberates,
then the VOC can be approximated by the expected reward
of the resulting action minus the opportunity cost of the strat-
egy’s execution time T :

VOC(s; i)≈ E [R|s, i]−E [TC(T )|s, i] , (6)

where R is the increase in reward and TC(T ) is the opportu-
nity cost of running the algorithm for T units of time. The re-
ward R can be binary (correct vs. incorrect output) or numeric
(e.g., the payoff). Equations 5-6 reveal that near-optimal
strategy selection can be achieved by learning to predict the
strategies’ expected rewards and execution times from fea-
tures f(i) of the input i that specifies the problem to be solved.
These predictions can be learned by Bayesian linear or logis-
tic regression as described in Lieder, Plunkett, et al. (2014).

Equation 5 is optimal when the VOC is known, but when
the VOC is unknown the value of exploration should not
be ignored. To remedy this problem, we employ Thomp-
son sampling (Thompson, 1933) – a near optimal solution
to the exploration-exploitation dilemma (May, Korda, Lee, &
Leslie, 2012). Concretely, each strategy s is chosen (S = s)
according to the probability that its VOC is maximal:

P(S = s) ∝ P
(

s = argmax
s

VOC(s; i)
)
. (7)

This is implemented by drawing one sample from each strat-
egy’s VOC model and picking the strategy with the highest

sampled value (ties are broken at random). This proposal is
line with behavioral (Vul, Goodman, Griffiths, & Tenenbaum,
2014) and neural evidence (Fiser, Berkes, Orbán, & Lengyel,
2010) for sampling as a cognitive mechanism.

Learning when to use fast-and-frugal heuristics
Fast-and-frugal heuristics perform very few computations
and use only a small subset of the available information
(Gigerenzer & Gaissmaier, 2011). For instance, the Take-
the-Best (TTB) heuristic for multi-attribute decision making
chooses the option with the highest value on the most pre-
dictive attribute that distinguishes the options and ignores
all other attributes. This strategy works in so-called non-
compensatory environments in which the attributes’ predic-
tive validities fall off so rapidly that the recommendation of
the most predictive attribute cannot be overturned by ratio-
nally incorporating other attributes. Yet it can fail miserably
in compensatory environments in which no single attribute
reliably identifies the best choice by itself.

Bröder (2003) found that people use Take-the-Best more
frequently in non-compensatory environments than in com-
pensatory environments. Rieskamp and Otto (2006) con-
ducted an experiment suggesting that this adaptation might
result from reinforcement learning: Two groups of partici-
pants made 168 multi-attribute decisions with feedback in a
compensatory versus a non-compensatory environment. Over
time, the choices of participants in the non-compensatory en-
vironment became more consistent with TTB, whereas the
choices of participants in the compensatory environment be-
came less consistent with TTB and more consistent with
the weighted-additive strategy (WADD) that computes the
weighted average of all attributes.

These findings raise the question how people learn when
to use TTB. This problem could be solved either by learn-
ing how well TTB works on average, as postulated by SSL
and RELACS, or by learning to predict the performance of
TTB and alternative strategies for individual problems as sug-
gested by rational metareasoning.

As a first test of our model we demonstrate that it can ex-
plain the findings of Experiment 1 from Rieskamp and Otto
(2006). This experiment was structured into seven blocks
comprising 24 trials each. In each trial participants chose
between two investment options based on five binary at-
tributes whose predictive validities were constant and explic-
itly stated. To apply our general rational metareasoning the-
ory to multi-attribute decision making, we manually selected
a small set of simple features that are highly informative
about the relative performance of TTB versus WADD: The
first feature predicts the performance of TTB by the validity
of the most reliable discriminative attribute ( f1), the second
and the third feature measure the potential for WADD to per-
form better than TTB by the gap between the validity of the
most reliable attribute favoring the first option and the most
reliable attribute favoring the second option ( f2) respectively
the absolute difference between the number of attributes fa-
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voring the first option and the second option respectively
( f3). The simulated agent’s toolbox contained two strategies:
Take-The-Best (s1 = TTB) and the weighted-additive strat-
egy (s2 = WADD). The probability that strategy s leads to
the correct decision was modeled by

P(R = 1|s) = 1
1+ exp(−f ·αs +bs)

. (8)

To accommodate people’s prior knowledge about the strate-
gies’ performance we parameterized its prior distribution by

P(αs) = N
(
µ = 0,Σ−1 = τ · I

)
(9)

P(bs) = N (µ = b(s)0 ,σ−2 = τ). (10)

where b0 and τ are free parameters and 0 and I are the zero
vector and the identity matrix respectively.

We created compensatory and non-compensatory environ-
ments similar to those used by Rieskamp and Otto (2006): In
the non-compensatory environment TTB always makes the
Bayes-optimal decision, and in the compensatory environ-
ment WADD always makes the Bayes-optimal decision. In
both environments TTB and WADD make the same decision
on exactly half of the trials. To determine the Bayes-optimal
decision and generate payoffs, we computed the probability
that option A is superior to option B by Bayesian inference
under the assumption that their order is uninformative and
that positive and negative ratings are equally common. Pay-
offs were sampled from the posterior distribution given the
attributes’ values and validities. Furthermore, we assumed
that the participants’ opportunity cost c corresponded to $5
per hour at 1 computation per second. Since the initial bias
in strategy selection only depends on the difference between
the prior beliefs about the two strategies, we set b(TTB)

0 to zero

and fit ∆b0 = b(WADD)
0 −b(TTB)

0 and τ to the average frequency
with which Rieskamp and Otto’s participants used TTB ver-
sus WADD in each block by minimizing the mean squared er-
ror using grid search. For each grid point we simulated trial-
by-trial learning and decision making and averaged the choice
frequencies within each block across 1000 simulations. The
resulting parameter estimates were ∆b̂0 = 0.14 and τ = 80.

We found that rational metareasoning can explain people’s
ability to adapt to compensatory as well as non-compensatory
environments (see Figure 1): When the environment was non-
compensatory rational metareasoning learned to use TTB, but
when the environment was non-compensatory rational metar-
easoning learned to avoid TTB and use WADD instead. Our
simulation results show that rational metareasoning captured
that people gradually adapt their strategy choices to the deci-
sion environment. The fits of rational metareasoning and the
fit of SSL reported by Rieskamp and Otto (2006) were about
equally good (MSE: 0.0050 vs. 0.0048; see Figure 1).

Strategy selection in mixed environments
Since both SSL and rational metareasoning can explain
the results of Rieskamp and Otto (2006), a new exper-

1 2 3 4 5 6 7
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

Block Number

P
ro

b
. 

o
f 

c
h

o
o

s
in

g
 T

T
B

Rational Metareasoning

 

 

Noncompensatory Env. (RM)

Noncompensatory Env. (People)

Noncompensatory Env. (SSL)

Compensatory Env. (RM)

Compensatory Env. (People)

Compensatory Env. (SSL)

Figure 1: Rational metareasoning explains experimental find-
ings by Rieskamp and Otto (2006).

iment is needed to determine if strategy selection learn-
ing is context-free as postulated by SSL and RELACS or
feature-based as postulated by rational metareasoning. We
thus investigated under which conditions rational metar-
easoning predicts different strategy choices than SSL and
RELACS: We evaluated the performance of context-free ver-
sus feature-based strategy selection learning in 11 environ-
ments with p ∈ {0%,10%,20%, · · · ,100%} compensatory
problems (in which WADD makes the right and TTB makes
the wrong decision) and 1− p ∈ {100%,90%,80%, · · · ,0%}
non-compensatory problems (in which TTB makes the right
and WADD makes the wrong decision). Each environment
comprised 168 decision problems in random order. We eval-
uated the performance of rational metareasoning with b0 = 0
and τ = 1, SSL with β1 = β2 = 0.5 and w = 1, and RELACS
with α = 0.1 and λ = 1. These parameters correspond to a
weak bias towards using both strategies equally often, but this
is not critical since any bias is eventually overwritten by expe-
rience. Our simulations revealed that the variance p · (1− p)
of the problems’ compensatoriness has qualitatively different
effects on the performance of feature-based versus context-
free strategy selection learning; see Figure 2. Concretely, the
performance of context-free strategy selection learning drops
rapidly with the variance in the environment’s compensatori-
ness: As the ratio of compensatory to non-compensatory
problems approaches 50/50 the performance of SSL and
RELACS drops to the chance level. The performance of ra-
tional metareasoning, by contrast, is much less susceptible to
the variance and stays above 70%. The reason for this dif-
ference is that rational metareasoning learns to use TTB for
non-compensatory problems and WADD for compensatory
problems whereas SSL and RELACS learn to always use the
same strategy. Rational metareasoning outperforms RELACS
across all environments. In purely (non)compensatory envi-
ronments SSL and rational metareasoning perform equally
well, but as the environment becomes variable the perfor-
mance of SSL drops below the performance of rational metar-
easoning. Thus context-free and feature-based strategy selec-
tion make qualitatively different predictions about people’s
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performance in mixed environments. We can therefore de-
termine if people use context-free or feature-based strategy
selection by measuring their performance in a mixed envi-
ronment with the following experiment:

Methods
We recruited 120 participants on Amazon Mechanical Turk.
Each participant was paid 50 cents for about five minutes of
work. The experiment comprised 30 binary decisions. Par-
ticipants played the role of a banker deciding which of two
companies receives a loan based on the companies’ ratings
on six criteria. The criteria and their success probabilities
were the same as in Rieskamp and Otto’s first experiment.
On each trial, the two companies’ ratings on these criteria
were presented in random order, and the criterias’ validities
were stated explicitly. After choosing company A or com-
pany B participants received stochastic binary feedback gen-
erated according to the cue validities. The relative frequency
of positive feedback was 75.96% following the correct re-
sponse and 25.04% following the incorrect response. The
decision problems were chosen such that TTB and WADD
make opposite decisions on every trial. In half of the trials,
the decision of TTB was correct and in half of the trials the
decision of WADD was correct. Thus, always using TTB,
always using WADD, choosing one of the two strategies at
random, or context-free strategy selection would result in an
accuracy of 50%; see Figure 2.

Results and Discussion
People chose the more creditworthy company in 64.6% of
the trials. Assuming a uniform prior on people’s perfor-
mance, the 99% highest-posterior density credible interval
is [62.5%;66.6%]. We can thus be more than 99% confi-
dent that people’s average performance is above 62.5% and
conclude that they performed significantly better than chance
(p < 10−15). This is qualitatively consistent with feature-
based strategy selection but inconsistent with context-free
strategy selection; see Figure 2. Consistent with Rieskamp
and Otto (2006) performed worse on non-compensatory tri-
als than on compensatory trials. Thus the deviation from op-
timal performance is not due to saving mental effort by using
the simpler TTB strategy when the more demanding WADD
strategy would be required. To measure learning we regressed
our participants’ average performance on the trial number and
a constant. We found that the increase in our participants’
performance was not statistically significant (95% CI of the
slope: [−0.1%,0.2%]). The observation that participants nev-
ertheless performed above chance, suggests that they entered
the experiment with moderately high strategy selection skills.
Alternatively, participants could have used a single, more
complex strategy that works for both kinds of problems, but
note that with a larger number of trials systematic changes in
strategy use have been demonstrated in a similar task; see Fig-
ure 1. The absence of evidence for learning is not necessarily
incompatible with previous findings, because Rieskamp and
Otto (2006) found small changes in performance after 168
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Figure 2: Rational metareasoning outperforms SSL and
RELACS–especially when the environment is heterogeneous.

trials in a simple environment, whereas our participants per-
formed only 30 trials and the environment was very complex.
Future experiments will employ a larger number of trials and
more reliable feedback to explore whether people learn in the
mixed decision environment too. In conclusion, people’s per-
formance in homogeneous decision environments is consis-
tent with feature-based and context-free strategy selection,
but context-free strategy selection is insufficient to explain
human performance in heterogeneous environments whereas
feature-based strategy selection can account for it. Thus our
results suggest that human strategy selection is feature-based.

Adaptive flexibility in strategy selection
People adapt their strategy not only to reoccurring situations,
but they can also flexibly switch strategies as soon as the sit-
uation changes. This flexibility has been empirically demon-
strated in decision making under risk: Payne et al. (1988)
found that people adaptively switch decision strategies in the
absence of feedback.

To determine whether rational metareasoning can account
for this adaptive flexibility we simulated Experiment 1 from
Payne et al. (1988). This experiment presented ten instances
of each of four types of decision problems in random order.
The four problem types were defined by the time constraint
(15 seconds vs. none) and the dispersion of the outcomes’
probabilities (low vs. high). In each decision problem par-
ticipants chose between four gambles with four possible out-
comes. The four gambles assigned different payoffs to the
four outcomes but they shared the same outcome probabil-
ities. The payoffs (range 0–999 cents) and their probabili-
ties were stated numerically. To see an outcome probability
or payoff participants had to click on the corresponding out-
come. This allowed Payne et al. (1988) to infer which kind
of strategies their participants were using. They measured the
use of fast-and-frugal attribute-based heuristics, that is TTB
and elimination-by-aspects (EBA; Tversky (1972)), by the
proportion of time participants spend processing the options’
payoffs for the most probable outcome. For the compensatory
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expected value strategy WADD this proportion is only 25%,
but for TTB and EBA it can be up to 100%. When the dis-
persion of outcome probabilities was high, people focused
more on the most probable outcome. Time pressure also in-
creased people’s propensity for such selective and attribute-
based processing; see Figure 3. Thus, people seem to use
non-compensatory strategies such as TTB and EBA more fre-
quently when time is limited or some outcomes are much
more probable than others.

To simulate this experiment we applied rational metarea-
soning to choosing when to use which of the ten strategies
considered by Payne et al. (1988). These strategies included
WADD as well as fast-and-frugal heuristics such as TTB and
EBA. To simulate the effect of the time limit we counted
each strategy’s elementary operations according to Johnson
and Payne (1985), assumed that each of them takes one sec-
ond, and returned the strategy’s current best guess when it
exceeded the limit as described by Payne et al. (1988). Ra-
tional metareasoning represented each risky-choice problem
by five simple and easily computed features: the number
of attributes, the number of options, the number of inputs
per available computation, the highest outcome probability,
and the difference between the highest and the lowest pay-
off. These features were manually chosen to capture highly
predictive dimensions along which decision problems were
varied by Payne et al. (1988). Our rational metareasoning
model of strategy selection in risky choice learns to predict
each strategy’s relative reward

rrel(s) =
V (s(D),o)
max

c
V (c,o)

, (11)

where s(D) is the gamble that strategy s chooses in decision
problem D, V (c,o) is the payoff of choice c if the outcome is
o, and the denominator is the highest payoff the agent could
have achieved given that the outcome was o. The priors on all
coefficients in the score and execution time models of rational
metareasoning were standard normal distributions.

We performed 1000 simulations of people’s strategy
choices in this experiment. In each simulation, we modeled
people’s prior learning experiences about risky choice strate-
gies by applying rational metareasoning to ten randomly gen-
erated instances of each of the 144 types of decision problems
considered by Payne et al. (1988). We then applied ratio-
nal metareasoning with the learned model of the strategies’
performance to a simulation of Experiment 1 from Payne
et al. (1988). Since their participants received no feedback,
our simulation assumed no learning during the experiment.
Outcome distributions with low dispersion were generated by
sampling unnormalized outcome probabilities independently
from the standard uniform distribution and dividing them by
their sum. Outcome distributions with high dispersion were
generated by sampling the outcome probabilities sequentially
such that the second largest probability was at most 25% of
the largest one, the third largest probability was at most 25%
of the second largest one, and so on.
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Figure 3: Rational metareasoning predicts the increase in se-
lective attribute-based processing with dispersion and time
pressure observed by Payne et al. (1988).

Rational metareasoning correctly predicted that time-
pressure and probability dispersion increase people’s propen-
sity to use TTB or EBA; see Figure 3. SSL and RELACS, by
contrast, predict that there should be no difference between
the four conditions. This is because SSL and RELACS can-
not learn to choose different strategies for different kinds of
problems. Their strategy choices only change in response to
reward or punishment but the experiment provided neither.
In conclusion, rational metareasoning can account for adap-
tive flexibility in decision making under risk but SSL and
RELACS cannot.

General Discussion
We have proposed a rational solution to the strategy selection
problem: feature-based strategy selection by rational metar-
easoning. We have previously shown that feature-based strat-
egy selection can – but context-free strategy selection cannot
– account for people’s adaptive choice of sorting strategies
(Lieder, Plunkett, et al., 2014). Here we have extended this
conclusion to decision-strategies that operate on internal rep-
resentations. The theoretical significance of rational metar-
easoning is twofold: First, it reconciles the two poles of the
debate about human rationality by proposing that people learn
to make rational use of fallible heuristics. Our theory formal-
izes the strategy selection principle of ecological rationality
(Todd & Gigerenzer, 2012) and specifies the computational
mechanisms of learning and cognitive control through which
it could be realized. Second, strategy selection by rational
metareasoning completes the resource-rational approach to
cognitive modeling: the principle of resource-rationality can
be used not only to derive heuristics (Lieder et al., 2013; Grif-
fiths et al., 2015; Lieder, Hsu, & Griffiths, 2014) but also to
predict when people should use which heuristic. Strategy se-
lection by rational metareasoning thereby provides the con-
ceptual glue necessary to build integrated theories out of our
scattered bricks of knowledge about tens or hundreds of cog-
nitive strategies.

If the brain had sufficient computational power and sophis-
tication to perform near-optimal strategy selection, then why
would it rely on simple heuristics to make economic deci-
sions? The reason might be that real-life decisions are much
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more complex than the decisions modeled above: The com-
putational complexity of optimal decision making increases
with the size of the decision problem but the computational
complexity of strategy selection does not. Thus, as decision
problems become more complex normative decision strate-
gies take prohibitively long, but the time required for strategy
selection remains the same. Therefore, rational metareason-
ing is not only tractable but also worthwhile in complex real-
life decisions where the normative solution is intractable and
applying the wrong heuristic can have dire consequences.

The exact conditions under which the benefits of strategy
selection by rational metareasoning offset its cost will be de-
termined in future work. In addition, rational metareasoning
can be a used as a computational level theory (Marr, 1983) of
metacognition–just like Bayesian inference is a used as com-
putational level theory of inductive reasoning and learning.

In conclusion, strategy selection by rational metareasoning
is a promising framework for cognitive modeling. It could,
for instance, be used to explain paradoxical inconsistencies in
risky choice by identifying why people use different heuris-
tics in different contexts. Furthermore, our model of strategy
selection learning can be applied to education and cognitive
training: First, our model could be used to optimize problem
sets for helping students learn when to apply which procedure
(e.g. in algebra) rather than drilling them on one procedure at
a time. Second, our model could be used to design cognitive
training programs promoting adaptive flexibility in decision
making and beyond. Future work will also explore learn-
ing the VOC of elementary information processing operations
(Russell & Wefald, 1991) as a model of strategy discovery.
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Abstract

Adults and children rely heavily on other people’s testimony.
However, domains of knowledge where there is no consensus
on the truth are likely to result in conflicting testimonies. Pre-
vious research has demonstrated that in these cases, learners
look towards the majority opinion to make decisions. How-
ever, it remains unclear how learners evaluate social informa-
tion, given that considering either the overall valence, or the
number of testimonies, or both may lead to different conclu-
sions. We therefore formalized several social learning strate-
gies and compared them to the performance of adults and chil-
dren. We find that children use different strategies than adults.
This suggests that the development of social learning may in-
volve the acquisition of cognitive strategies.

Keywords: cognitive development; social learning; decision-
making; Bayesian models; probabilistic reasoning

Introduction
Many of our beliefs, such as “The Earth revolves around the
Sun,” are based on other people’s testimony rather than direct
experience. Learning from others is even more critical for
beliefs that are neither true nor false (Gelman, 2009; Harris
& Koenig, 2006); this includes cultural beliefs and practices,
as well as preferences (e.g., movies, foods). In all of these
domains we are likely to encounter multiple conflicting testi-
monies. So how do we determine whom to believe?

Research on persuasion and consumer choice has demon-
strated that “consensus information is an important driver
of attitudes and behavior” (Benedicktus, Brady, Darke, &
Voorhees, 2010). In other words, we often look towards the
majority to guide our beliefs and decisions. Classic studies
have shown strong effects of group consensus when adults
are asked to make public judgments (Asch, 1956; Sherif,
1936), as well as the influence of word-of-mouth on con-
sumer choice (Katz & Lazarsfeld, 1955). The popularity of
rating websites (e.g., yelp.com, tripadvisor.com) shows that
people deliberately seek out social recommendations to make
choices (Lim & Van Der Heide, 2014).

According to the idea of natural pedagogy children ef-
ficiently learn from similar social information (Csibra &
Gergely, 2009, 2011). Recent empirical work confirmed that
children learn very well from other people’s testimony: for
example, when an experimenter shows 3 year-olds one way to
play a game they readily consider it a general norm (Rakoczy,
Warneken, & Tomasello, 2008).

But children do not learn indiscriminately. Just like adults,
they are sensitive to the agreement and disagreement among
informants, and they learn from the majority. In Corriveau,
Fusaro, and Harris (2009), preschoolers watched a group of
adults being asked to point to the referent of an unfamiliar
word. When the children were later asked about the novel
word, they relied on the opinion of the majority. This effect
is not limited to word learning; it has been demonstrated for
tool use as well (Haun, Rekers, & Tomasello, 2012).

While it is now well-established that adults and children of-
ten rely on the majority opinion when learning from others’
testimonies, the mechanism underlying how they integrate the
conflicting information inherent in multiple testimonies re-
mains unclear. What factors do learners take into account,
and how do they do so? Two prominent factors in the evalu-
ation of multiple testimonies are the overall valence (e.g. the
average number of stars) and the number of testimonies. The
overall valence provides a quick and easy indicator of what
the consensus is. The following example illustrates why the
number of testimonies is also important: Suppose you want
to choose between Restaurant A, which has 2 ratings with an
average rating of 100%, and Restaurant B, which has 300 rat-
ings with an average rating of 90%. If you only considered
the overall valence of the testimonies, Restaurant A would
seem to be the better option. However, that doesn’t take into
account the fact that you simply have more information about
Restaurant B – and that people consistently consider it to be
good. Ultimately, making a decision requires weighing both
the overall valence and the number of ratings. How do chil-
dren and adults reconcile these two sources of information?

Previous studies with adults focused on the effects of over-
all valence (Benedicktus, 2011; Benedicktus & Andrews,
2006; Benedicktus et al., 2010; Jimnez & Mendoza, 2013;
Lim & Van Der Heide, 2014), and in previous studies with
children, the overall valence and the number of ratings have
always been confounded in the experimental design: the op-
tion with the higher overall valence always had the higher
number of informants (Corriveau et al., 2009; Corriveau &
Harris, 2010; Haun et al., 2012). We thus examine how chil-
dren and adults reconcile conflicts between these two types of
information to learn effectively from others. In addition, we
investigate whether children use different learning strategies
than adults. A difference between child and adult strategies
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would suggest that cognitive development includes discover-
ing cognitive strategies in addition to acquiring knowledge
and representations.

Social Learning Strategies
To characterize how children versus adults learn from other
people’s ratings, we formalize five social learning strategies
using probabilistic models and determine which model best
explains children’s versus adults’ choices. All of these strate-
gies provide a way to make a choice based on the same pieces
of information: the choice is between two unknown options,
one with n1,+ positive and n1,− negative ratings and another
with n2,+ positive and n2,− negative ratings. In brief, the five
strategies we consider are to choose the option with more pos-
itive ratings (strategy 1, Count+), choose the option with the
highest proportion of positive ratings (Strategy 2, Ratio), ap-
ply a rational sampling strategy that approximates Bayesian
inference (BI) with an optimistic or neutral prior (strategies
3-4; BI), or choose at random (Strategy 5).

Apart from choosing at random, the first of these strategies
is the simplest and the most frugal in its use of cognitive re-
sources: It ignores the negative ratings and prior knowledge
about the distribution of ratings. It merely compares the num-
ber of positive ratings. Strategy 2, by contrast, also takes into
account the number of negative ratings to compute and com-
pare the proportions of positive ratings. Strategies 3 and 4
augment the observed numbers of ratings by prior knowledge.
These strategies integrate the fraction of positive ratings (va-
lence) with the number of ratings. This enables strategies 3
and 4 to choose an option with 99 positive and only 1 negative
rating over an alternative with 1 positive and 0 negative rat-
ings, whereas Strategy 2 would choose the option with only
one positive rating.

All models take into account that people’s perceptual un-
certainty σn about how many items there are increases lin-
early with their numerosity n:

σn = w ·n, (1)

where the slope w is known as the Weber fraction (Halberda
& Feigenson, 2008). Adults perceive numbers more precisely
than children. This difference has been quantified in terms of
their Weber fractions (Halberda & Feigenson, 2008): Adults’
Weber fraction is wadults = 0.108. By contrast, five-year-olds’
Weber fraction is w5y = 0.229 and six-year-olds’ Weber frac-
tion is w6y = 0.179. To model the responses of 5- and 6-year-
olds we therefore use the average of their Weber fractions,
that is wchildren = 0.21.

We derived how people’s choices would be distributed if
they used either of the five strategies. If people used Strategy
1 (model m1), then the probability of choosing the first option
(P(C = 1)) would be determined by the perceived difference
between the two options’ numbers of positive ratings:

P(C = 1|m1) = Φ

β ·
n1,+−n2,+

w ·
√

n2
1,++n2

2,+

 , (2)

where the denominator is the perceptual uncertainty about the
difference in the number of positive ratings, Φ is the cumu-
lative distribution function of the normal distribution, and β

is a free parameter that determines choice variability. Our
model’s prior distribution on this parameter is the standard
uniform distribution, that is P(β) = Uniform([0,1]).

If people used Strategy 2, the choice probability would be
determined by the perceived difference between the propor-
tions of positive ratings (i.e. r1− r2):

P(C = 1|β,m2) = Φ

(
β · E[R1|n1]−E[R2|n2]√

Var(R1|n1)+Var(R2|n2)

)
,

(3)
where R1 and R2 are the perceived fraction of positive ratings
of option 1 and option 2 respectively, n1 = (n1,+,n1,−), n2 =
(n2,+,n2,−), and the prior on β is again Uniform([0,1]).

Strategies 3 and 4 instantiate the sampling hypothesis
(Bonawitz, Denison, Griffiths, & Gopnik, 2014; Denison,
Bonawitz, Gopnik, & Griffiths, 2013). According to the sam-
pling hypothesis, the variability of people’s judgments re-
flects approximate Bayesian inference by sampling. From
a Bayesian perspective, the goal of preference formation is
to infer whether the probability µ1 that option 1 will gen-
erate a positive experience is greater than the probability
µ2 that option 2 will generate a positive experience (i.e.
µ1 > µ2). This inference integrates the numbers of ratings
n = (n1,+,n1,−,n2,+,n2,−) with prior knowledge about the
overall proportion of positive ratings. We model this prior
knowledge by a Beta distribution with mean µ and strength τ:

µ1,µ2|µ,τ ∼ Beta(α = µ · τ,β = (1−µ) · τ). (4)

Under these assumptions, the sampling hypothesis predicts
that people’s choices C are samples from the posterior distri-
bution on which of the two options is better:

P(C = 1|θ) = P(µ1 > µ2|n,θ)+
1
2
·P(µ1 = µ2|n,θ), (5)

where the model parameters θ = {µ,τ} are the mean µ and
strength τ of the prior belief on the frequency of positive rat-
ings. We consider two Bayesian sampling strategies: While
Strategy 3 assumes that most ratings are positive (P(µ|m3) =
Uniform([0.5,1])), Strategy 4 does not rely on this assump-
tion (P(µ|m4) = Uniform([0,1])). Both models share a uni-
form prior on the scale of the strength τ of people’s prior
knowledge: p(log(τ)) ∝ 1 for 0.1≤ τ≤ 10 and 0 else.

Finally, if people used Strategy 5 they would choose both
options with equal probability:

P(C = 1|m5) = P(C = 2|m5) = 0.5. (6)

We used these probabilistic models of the five strategies to
design an experiment that can discriminate between them.

Experiment 1: Comparing children and adults
The goal of Experiment 1 was to compare children’s versus
adults’ strategies for learning from other people’s ratings.
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Figure 1: Example trial for distinguishing the Count+ strat-
egy from Bayesian inference and the ratio strategy.

Methods

Participants. Sixty-six English-speaking 4- to 6-year-olds
(33 boys and 33 girls; 10 4-year olds, 38 5-year olds, and
18 6-year-olds) and 300 adult participants were tested. Chil-
dred were recruited from schools and museums surrounding
Berkeley, CA. Their average age was 67.5 months (range =
48.9 to 81.6 months). Two additional children were tested
but excluded due to experimenter error. Three hundred adult
participants were recruited on Amazon Mechanical Turk and
paid $0.20 for about three minutes of work. Twelve adults
were excluded because of incomplete data or color blindness.
Materials and Procedure. Eighteen pairs of ratings were
selected for use in this experiment; see Table 1. The first
twelve pairs of ratings were designed to be maximally infor-
mative with regards to differentiating between strategies 1–
4. The remaining 6 paired ratings were questions designed
to ensure that participants understood the task instructions
and discriminate strategies 1–4 from random choice (Strat-
egy 5). Child participants were tested individually in front
of a laptop. An experimenter recorded their responses for
each trial. Adult participants were tested through an online
survey and their responses were recorded automatically. On
each trial, participants viewed an image consisting of two un-
known items (termed “mystery items”) belonging to one of
six domains: books, games, movies, snacks, stickers, and
stuffed animals. Each item was presented with its associated
binary ratings, presented as smiling and frowning faces (see
Figure 1). Participants were told, “Some people played with
Item 1, and some people played with Item 2. A green smiley
face means the person liked that item, and a red frowny face
means the person did not like that item.” Upon presenting the
ratings for both items, participants were asked, “Which item
do you think is better? Item 1 or Item 2?” and their responses
were recorded. The order of the trials was randomized, and
the domain used on each trial and the placement of the smil-
ing/frowning faces were counterbalanced.

Table 1: Design and results of Experiment 1.

Results and Discussion

The frequencies with which children versus adults chose ei-
ther option are summarized in Table 1. To estimate the pro-
portion of children and adults using each of the five strategies
defined above, we performed random-effects Bayesian model
selection at the group level separately for children versus
adults (Stephan, Penny, Daunizeau, Moran, & Friston, 2009).
This analysis performs hierarchical Bayesian inference on the
strategy used by each participant and the relative frequency
of each strategy within the population. Figure 2 summarizes
our results. We found that a significantly larger proportion
of adults than children chose according to Bayesian inference
(67.1% vs. 39.9%, p < 0.0001). We can be 99.99% con-
fident that, among adults, Bayesian inference with a neutral
prior (Strategy 4) is the most common of the five strategies.
By contrast, the proportion of children using this strategy is
not significantly larger than the proportion of children using
Strategy 1 (p = 0.19). Conversely, more children than adults
used Strategy 1 (31.0% vs. 13.1%, p < 0.001) or the ratio
strategy (4.84% vs. 0.36%, p < 0.03).

We re-analyzed the data under the assumption that each
person might use multiple strategies, and the results led to the
same conclusion. The difference between children and adults
was most pronounced in trial types 11 and 12 (see Table 1).
In trial 11, about 75% of our child participants preferred the
option with 2 positive and 28 negative ratings to the option
0 positive and 1 negative rating, whereas Bayesian inference
and more than 70% of adults prefer the second option; and
similarly for trial 12.

While the experiment discriminated the strategies consid-
ered so far, people might use other strategies such as choosing
the option with the highest difference between the numbers
of positive ratings and negative ratings. In the present ex-
periment this strategy would have lead to exactly the same
decisions as performing Bayesian inference with the neutral
prior for all but two choices. To resolve this ambiguity, we
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Figure 2: Proportion of children versus adults forming prefer-
ences according to Bayesian inference or heuristic strategies.

designed a second experiment.

Experiment 2: Testing more models with adults
The goal of Experiment 2 was to test if adults use a ratio-
nal sampling strategy or a simple heuristic that Experiment 1
could not distinguish from Bayesian inference.

Methods
Modeling alternative strategies and experimental design.
Our first step in designing the experiment was to formal-
ize four alternative strategies by probabilistic computational
models. According to the difference strategy (m6), people
stochastically choose the option for which the surplus of pos-
itive ratings (i.e. the difference between the number of posi-
tive ratings and the number of negative ratings) is largest:

P(C = 1|β,m6) = Φ

β ·
(n1,+−n1,−)− (n2,+−n2,−)

w ·
√

n2
1,++n2

2,++n2
1,−+n2

2,−

 ,

where the numerator is the difference between the first op-
tion’s and the second option’s surplus of positive ratings and
the denominator is people’s perceptual uncertainty about this
quantity. The prior over the choice variability parameter is
again uniform on the interval from zero to one. Strategy 7
probabilistically chooses the option with less negative ratings:

P(C = 1|m7) = Φ

β ·
n2,−−n1,−

w ·
√

n2
1,−+n2

2,−

 . (7)

The prior on the choice variability parameter is again P(β) =
Uniform([0,1]). Strategy 8 determines if there is an option
that has only positive ratings. If exactly one such option ex-
ists, strategy 8 chooses it, else it picks one of the options at
random. Strategy 9 chooses the only option that has no nega-
tive ratings, if one exists, and otherwise chooses at random.

Table 2: Design and results of Experiment 2.

We used these probabilistic models to select trials that
jointly discriminate between all 36 pairs of the nine strate-
gies. For each pair of strategies, we picked at least two trials
for which the two strategies make opposite predictions, and
the predictions differ by at least 20%.

Participants. One hundred and sixty participants were re-
cruited on Amazon Mechanical Turk. Each participant was
paid $0.20 for about three minutes of work.

Materials and Procedure. The experiment comprised the
23 trials shown in Table 2. The trial order was randomized
between subjects and two spatial arrangements of the ratings
were counterbalanced.

Results and Discussion

Four participants were excluded due to incomplete data. The
choice frequencies of the remaining participants are summa-
rized in Table 2.

We analyzed our participants’ individual choices using ran-
dom effects Bayesian model selection as described above.
According to this analysis, 77.5% of adults use the Bayesian
sampling strategy with a neutral prior (95% CI: 71.1%−
83.7%); see Figure 3. We can be more than 99.99% confident
that this is the most frequently used strategy among adults.
By contrast, the difference strategy is used by only about 8%
of adults (95% CI: 4.90%−13.05%), and only 6% use Strat-
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Figure 3: Proportion of adults using each of the nine social
learning strategies according to Experiment 2.

egy 1 (95% CI: 2.66−9.69%). We re-analyzed the data under
the assumption that each person might use multiple strategies
and the results led to the same conclusion. In conclusion,
we found that adults’ choices are indeed best explained by
Bayesian inference. This consolidates our interpretation of
the results of Experiment 1.

General Discussion
Both adults and children need to learn from the testimony of
others, but may use different strategies to make sense of that
testimony. In Experiment 1 we found that the judgments of
adults were consistent with Bayesian inference, while chil-
dren seemed to rely on simpler heuristics more often than
adults. A more detailed examination of adult performance in
Experiment 2, using a wider range of alternative models, pro-
vided further support for the conclusion that adults’ choices
are consistent with a Bayesian sampling model. Our results
raise interesting questions about the development of proba-
bilistic reasoning.

Superficially, our results appear to contradict previous find-
ings that infants’ inferences conform to the principles of
Bayesian inference (Xu & Kushnir, 2013) and that infants’
decisions reflect those rational inferences (Denison & Xu,
2010). Note, however, that Xu and Kushnir (2013) describe
modal or average responses across all participants and a small
number of inference problems, demonstrating that behavior
at the group level can be characterized as consistent with prin-
ciples of Bayesian inference, whereas Experiment 1 analyzed
the responses of individual participants across a large number
of inference problems to determine strategy use at the indi-
vidual level. Moreover, most previous infant studies have not
contrasted specific competing models. By considering a wide
range of problems we found that more than 50% of 5-6 year-
old children employ simple heuristics rather than a sampling
strategy to learn from statistical social information. Although
the inferences drawn by the heuristic strategies often coin-

cide with Bayesian inference, Experiment 1 included trials in
which they do not and neither did the choices of our child
participants.

These results suggest that most children use simple strate-
gies whose inferences will sometimes (but not always) co-
incide with those of Bayesian inference. However, the con-
clusion that children do not use a rational sampling strategy
should be interpreted with caution, as we cannot be sure that
our task analysis is correct. For instance, we assumed that the
total number of ratings is independent of the object’s qual-
ity, but participants might assume that good options receive
more ratings. Adults might be better able to override this in-
tuitive (but wrong) interpretation in our experiment because
their executive functions are superior to those of children.

The differences between children and adults in Experiment
1 raise the question how the rational sampling strategy is
learned and how and when children transition to using it. Is
this strategy domain-general or domain-specific, and are there
individual differences with regards to its uptake? Our results
suggest the following answers to these questions (Bonawitz et
al., 2014): First, cognitive strategies for reasoning under un-
certainty or the mechanism by which they are chosen develop
during childhood. According to our data, the transition to a
rational sampling strategy is still incomplete at age 6. Thus
either there is no innate rational sampling strategy, or it takes
children more than six years to learn when to use it. Second,
rather than using a single, universal sampling strategy, chil-
dren appear to use multiple specialized strategies. The strate-
gies children use for some problems, such as inferring others’
preferences in the experiments reviewed by Xu and Kush-
nir (2013) and the causal inference tasks used by Denison et
al. (2013), accomplish sampling, but the strategies they used
to make choices based on conflicting social information in
our task did not. Third, our results indicate qualitative inter-
individual differences: While some children appeared to use
a rational sampling strategy, others appeared to rely solely on
the number of positive ratings. Similarly, while most adults
employed a rational sampling strategy, others appeared to use
simpler heuristics. Future experiments will rigorously test al-
ternative explanations of children’s responses and zoom in on
the strategic development during childhood.

The interpretation that children’s social learning strategies
change during development is consistent with Siegler’s ob-
servations that children discover new arithmetic strategies
and gradually transition to using the most effective strategy
(Siegler, 1999). Such findings illustrate that cognitive devel-
opment is not limited to the acquisition of knowledge and
representations but also includes learning cognitive strategies.
While there has been substantial progress in characterizing
the acquisition of knowledge and representations using ratio-
nal models of cognition (Xu & Griffiths, 2011), theoretical
frameworks for the development of cognitive strategies and
strategy selection are still in their infancy (Shrager & Siegler,
1998; Lieder et al., 2014; Lieder & Griffiths, 2015). Devel-
oping a rational framework for the development of cognitive
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strategies and the metacognitive mechanisms of strategy se-
lection is an important goal for future research.
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Abstract 

At the core of every decision-making task are two 
simple features; outcome values and probabilities. Over 
the past few decades, many models have developed 
from von Neumann’ and Morgenstern’s (1945) 
Expected Utility Theory to provide a thorough account 
of people’s subjective value and probability weighting 
functions. In particular, one such model that has been 
largely successful in both Psychology and Economics is 
Cumulative Prospect Theory (CPT; Tversky & 
Kahneman, 1992). While these models do fit people’s 
choice behavior well, few models have attempted to 
provide a psychological account for subjective value, 
probability weighting, and resulting choice behavior. In 
this paper, we focus on a memory confusion process as 
described in Hawkins et al.’s (2014) exemplar-based 
model for decisions from experience, the Exemplar 
Confusion (ExCon) model, and adapt it to account for 
biased probability estimates in decisions from 
description. Using Bayesian model selection 
techniques, we demonstrate that it is able to account for 
real choice data from a Rieskamp (2008) study using 
gains, losses, and mixed description-based gambles, 
and performs at least as well as CPT. 
Keywords: Decisions from Description; Exemplar 
Model; Probability Estimation; Cumulative Prospect 
Theory; Bayesian Model Selection 

Introduction 
In a standard ‘Decision from description’ task, participants 
are asked to choose between two gambles, A and B. For 
example, gamble A may involve winning $4 with 
probability of 0.80, or receiving nothing otherwise. Gamble 
B may involve winning $3 with certainty. Expected utility 
theory (von Neumann & Morgenstern, 1947) suggests that a 
decision-maker combines probabilities of outcomes with 
subjective values to formulate a decision over which gamble 
they prefer, according to a set of axioms.  In this scenario, 
an expected utility maximizer with a linear utility function 
would prefer gamble A, since  

𝑈 𝑊 =   𝑐𝑊 
𝑈! = 0.8×𝑐×4 + 0.2×𝑐×0 = 3.2𝑐  and  𝑈! = 3𝑐   

𝑈! > 𝑈! 
where W is the value of the outcome and c is a constant. 
However, violations of the axioms underlying this process 

have been observed, and thus the notion of a subjective non-
linear weighting of probabilities was introduced by Savage 
(1954) and eventually incorporated into Kahneman and 
Tversky’s (1979) well-known Prospect Theory.   

One caveat of these mathematical, expected-utility 
models is that they are merely descriptive formulations of 

decision-making, and largely neglect the underlying 
cognitive processes and reasons for the phenomena (e.g. 
why people exhibit diminishing sensitivity to increases in 
value). While it may be argued that people do deliberately 
participate in complex mathematical processing when 
making a decision, several studies in which information 
search is tracked have shown that this is not the likely case 
even for people of higher cognitive ability (Payne & 
Braunstein, 1978; Cokely & Kelley, 2009; Glöckner & 
Herbold, 2011).  

Apart from these more descriptive and mathematical 
models, there are some models that attempt to provide an 
explanatory, psychological account of decision-making. For 
example, the Priority Heuristic (Brandstätter, Gigerenzer, & 
Hertwig, 2006) provides a search-and-stop account of the 
way in which people evaluate aspects of a gamble, and the 
Primed Sampler Model (Erev, Glozman, & Hertwig, 2008) 
proposes that the mere presentation of outcomes and context 
impacts mental representations of gamble outcomes and 
probabilities. However, these psychological accounts remain 
few in number as the traditional focus of decision-making 
studies has been to develop models which fit more and more 
data, resulting in models such as Cumulative Prospect 
Theory (CPT; Tversky & Kahneman, 1992) and, on an 
extreme end, the Ensemble model (Erev et al., 2010) that 
tend to have many free parameters and potentially over-fit 
the data.  

A secondary limitation of these mathematical theories lies 
in the fact that they are unable to account for decisions from 
experience, where participants sequentially sample 
outcomes from an unknown distribution to form an estimate 
of the outcome probabilities in a gamble. This is due to two 
main reasons. Firstly, the mathematical models developed in 
the description paradigm tend to utilize the explicit 
knowledge of the probabilities and outcomes in the gamble, 
which are not explicitly provided in the experience 
paradigm. Secondly, the rigidity of the formulae prohibit 
them from accounting for the inverse probability weighting 
function observed in decisions from experience (i.e., where 
people underweight instead of overweight small 
probabilities), without adding additional parameters and 
running the risk of over-fitting data.  

Thus, instead of extending a mathematical model of 
decisions from description to account for decisions from 
experience, we aim to do the opposite with a process model. 
In this paper, we apply the underlying mechanism of how 
people form probability estimates of outcomes in an 
exemplar-based process model for decisions from 
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experience – the Exemplar Confusion Model (ExCon; 
Hawkins et al., 2014) – to decisions from description. Our 
choice of model was largely based on convenience, and we 
view this work as something of a proof-of-concept.   

We show that the model can reproduce the complex 
pattern of over-estimation and under-estimation of 
probabilities in decisions from description and experience 
respectively. Finally, we use Bayesian model selection to 
show that ExCon performs well when compared to a widely 
accepted benchmark model in the description paradigm – 
CPT. We begin by defining the models more formally.  

Cumulative Prospect Theory 
In Cumulative Prospect Theory (Tversky & Kahneman, 
1992), people prefer the gamble with the highest weighted 
utility, U, which is calculated using subjective values and 
probabilities.  

𝑈 ∙ = 𝑣 𝑥 𝜋(𝑝) 

The value function in CPT, v(x), exhibits diminishing 
sensitivity to increases in absolute values in the gain and 
loss domain.  

𝑣 𝑥 = −𝜆(−𝑥)! ,      𝑥 < 0
𝑥! ,      𝑥 ≥ 0

 

The probability weighting function, π(p), is such that small 
probabilities are over-weighted and large probabilities are 
under-weighted.  

𝜋 𝑝 =

𝑝!

(𝑝! − (1 − 𝑝)!)
!
!
,      𝑥 < 0

𝑝!

(𝑝! − (1 − 𝑝)!)
!
!
,      𝑥 ≥ 0

 

Finally, the probability that gamble A is chosen over gamble 
B is a softmax transformation of the utilities of the two 
gambles 

𝑃 𝐴,𝐵 =
1

1 + 𝑒![! ! !! ! ] 

While CPT has generally been hailed to be a successful, 
benchmark theory in both psychology and economics 
(Abdellaoui, 2000; Erev et al., 2010; Camerer, 1998), it is 
not without problems. Aside from the afore-mentioned issue 
of being a largely descriptive rather than an explanatory 
model, more in-depth analysis of CPT parameters reveal 
that its parameter space is not well-constrained. In a 
parameter recovery study, Nilsson, Rieskamp, and 
Wagenmakers (2011) found that the effect of loss aversion 
could be created even without the loss aversion parameter 
(λ) by allowing the value function parameters (α and β) to 
take on different values. Similarly, Scheibehenne & Pachur 
(2014) found that the choice sensitivity parameter (θ) 
appeared to tradeoff with the value function parameter (α). 
With such potential trade-offs between parameter values, it 
is evident that the CPT cannot reliably provide 
psychological insight into decision-making behavior.  

Regardless, the flexibility of the parameter space does 
allow the CPT to fit data relatively well and it will serve the 
purpose of model comparison in this paper.  

Exemplar Confusion Model 
The Exemplar Confusion (ExCon) model developed by 
Hawkins et al. (2014) provides a process explanation for 
biased probability estimates in decisions from experience. In 
the ‘Decisions from experience’ paradigm, participants are 
not given a description of the outcomes and probabilities for 
gambles A and B, but rather must learn about them through 
experience. Participants are thus presented with outcomes 
from gambles, and must infer the probability of those 
outcomes. Finally, after a suitable number of samples from 
each gamble have been experienced, the participant chooses 
between gambles A and B.  

In the ExCon model for experience, people store a 
memory trace for each outcome they encounter. However, 
like other models of risky-choice (Erev, Glozman, & 
Hertwig, 2008), participants are assumed to have an 
imperfect memory. In ExCon, there is an assumed limit on 
the accuracy with which memory traces are stored. With 
probability, pI, the participant commits a confusion error, 
and fails to store the outcome that should be associated with 
the current sample, and instead stores something else.  

Other models have included process-based mechanisms 
to produce sub-optimal performance. For example, Bhatia’s 
(2014) added a distraction process to the evidence 
accumulation process of Decision Field Theory (DFT; 
Busemeyer & Townsend, 1993). Machiori, Guida and 
Erev’s (2015) Noisy Retrieval Model (NRM) posits that 
biased probability estimates arise from both a reliance on 
small samples and confusion with previously encountered 
outcome distributions in the retrieval process. However, 
unlike Bhatia’s (2014) extension of DFT and the NRM, we 
posit that the error occurs in memory storage and not in the 
attentional or retrieval processes, respectively.  

ExCon Model for Experience 

 
Figure 1. The ExCon Model Process for Decisions from 
Experience 
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In decisions from experience, when a confusion error 
occurs, the new exemplar (i.e. outcome) is confused with a 
previously stored exemplar. As illustrated by Figure 1, at 
the 10th draw of an outcome from a gamble, the new 
exemplar (in this case, the rare outcome ‘Y’) will be 
confused with probability, pI. If there is no confusion, then 
the outcome will be accurately stored in memory. However, 
if there is confusion, then one of the previously encountered 
outcomes is stored instead. The probability that a previously 
encountered outcome is stored is equal for all previously 
encountered items in memory. So in the case of the example 
in Figure 1, the probability that the participant will encode 
the outcome ‘Y’ if a confusion occurs, pM, is 0.5. 

ExCon Model for Description 

 
Figure 2. The ExCon model process for Decisions from 
Description 
 

In this paper, we adapt the ExCon model for the 
description paradigm. The ExCon for description assumes 
that people mentally simulate a set of sample gamble 
outcomes. The number of mental simulations for each 
gamble, K, varies across individuals. The confusion process 
occurs with probability pI. As shown in Figure 2, when a 
confusion error occurs, the outcome for a given mental 
simulation is a random choice of one of the possible 
outcomes.  

Note that this is different than in the ExCon for 
Experience, where outcomes can only be confused with 
memory traces (i.e., outcomes already sampled). In ExCon 
for Description, because participants have been presented 
with all possible outcomes when the gambles are described, 
we assume that confusions can occur for all possible 
outcomes regardless of whether they have been previously 
mentally simulated.  

Description-Experience Gap 
The “Description-Experience (DE) Gap” is a phenomenon 

that has been widely observed across decision-making 
studies, whereby people choose as if they underweight small 
probabilities in decisions from experience, while choosing 
as if they overweight them in decisions from description 
(Hertwig et al., 2004; Hau et al., 2008; Camilleri & Newell, 
2013). 

The ExCon model for Description naturally predicts an 
overestimation of small probabilities. However, the ExCon 
for Experience, as described thus far, also predicts an 
overestimation of small probabilities (for all but the smallest 
of probabilities and number of samples). However, it is 
possible to adapt the ExCon model for Experience to 
produce an underestimation of small probabilities. The 
overestimation of small probabilities occurs because 
confusion errors lead to the sampled outcome being 
replaced by either outcome with equal probability, once 
both outcomes have been observed. That is, the confusion 
error leads to the storage of previously observed outcomes 
with a probability of 0.5 when there are 2 stored outcomes. 
As such, ExCon will overestimate the probability of an 
outcome whenever its true probability is smaller than 0.5.  

A simple change to the confusion error process in ExCon 
for Experience allows the model to underestimate small 
probabilities. We assume that whenever a confusion error 
occurs, the participant stores a random sample from the set 
of outcomes already in memory. So, instead of storing 
previously observed outcomes with equal probability (e.g., 
0.5 when there are two outcomes), the previously observed 
outcomes are stored with probability equal to the rate at 
which the outcomes have been observed up until this point. 
Returning to Figure 1, the probability that the outcome ‘Y’ 
is stored is no longer 0.5, but is now 1/6, as the participant 
had stored 5 ‘X’ outcomes and 1 ‘Y’ outcome.  

 

Figure 3. Simulation of the ExCon model produces biased 
probability estimates in decisions from experience and 
description. The confusion probability was 0.1 for these 
simulations.  
 

The left panel of Figure 3 shows that this adapted version 
of the ExCon for Experience underestimates small 
probabilities, especially for small samples. In larger 
samples, however, the probability estimates become less 
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biased, as the memory store of exemplars necessarily have a 
sample probability, pM, which is closer to the true 
probability, on average (Figure 3). In this scenario, even if 
the exemplar is confused, the probability of a rare outcome 
being stored as itself is approximately the true probability of 
the rare outcome occurring, pM≈p. 

On the other hand, the ExCon model for Description 
generates probability estimates that over-estimate small 
probabilities. Small probabilities are over-estimated because 
a confusion error leads to a rare events having an inflated 
probability of being stored. As a result, the probability 
estimates for both rare and likely outcomes tend towards 
0.5, overestimating small probabilities and underestimating 
large probabilities (right column of Figure 3). With a larger 
number of mental simulations, this effect becomes more 
pronounced because there is a relatively larger proportion of 
exemplar confusions in the set. 

Comparing ExCon and CPT 
In addition to producing the characteristic overestimates of 
low probability events, the ExCon for Description is able to 
account for real data. To show that ExCon predicts 
participants’ choices, we compare to a well-established 
benchmark model, the CPT. We use the data from Study 2 
in Rieskamp (2008) to compare the ExCon and CPT. 
Nilsson et al. (2011) showed that a hierarchical extension of 
CPT was capable of fitting well the data from Rieskamp’s 
(2008) study, thus ensuring that the CPT model provides a 
good yardstick for the ExCon model. Also, since the 
gambles in this data set were generated so as to span a wide 
range of outcomes and probabilities, they should provide a 
good basis for comparison of the two models. The data set 
consists of 30 participants, who each contribute 180 pairs of 
gambles; of which, 60 had only positive outcomes, 60 had 
only negative outcomes, and 60 had both positive and 
negative outcomes.  

We use Bayes factors to compare the two models. The 
Bayes factor tells us how much more likely the observed 
data is under Model A than Model B. Formally, the Bayes 
factor is the ratio of the marginal likelihood of the observed 
data, D, for each model, Mi, such that 𝐵𝐹!" =

!(!|!!)
!(!|!!)

. The 
marginal likelihood for each model is given by 𝑃 𝐷 𝑀 =
𝑃 𝐷 𝜃,𝑀 𝑃 𝜃,𝑀 𝑑𝜃, where 𝑃 𝐷 𝜃,𝑀  is the likelihood 

of a set of parameters 𝜃, and 𝑃 𝜃,𝑀  is the prior probability 
of those parameters. The marginal likelihood can be 
interpreted as the likelihood of the model for all parameter 
values of the model, weighted by the prior probability of 
those parameter values.  

The Bayes factor requires that we specify the prior 
probability of the parameters of each model. We now define 
the prior distributions we placed on the parameters of each 
model. We chose to use moderately informative priors, 
based on values that are commonly observed in the literature 
(e.g., Nilsson et al., 2008). Figure 4 contains a plot of the 
prior distributions we used for each of the model 
parameters.  

The CPT model we fit had 6 parameters. The top row of 
Figure 4 contains a plot of the prior distributions for the 
parameters of the CPT model. For the value function 
parameters, α and β, we used N(0.5,0.15) distributions1. For 
the loss aversion parameter, λ, we used an F(5,20) 
distribution that was shifted to begin at 0.35 and scaled by 
1/2. For the probability weighting function parameters, γ 
and δ, we used N(0.55,0.05). For the choice sensitivity 
parameter, φ, we used an F(3,5) distribution shifted to start 
at 0.05 and scaled by 1/3.  

We used an ExCon model with 4 parameters. The model 
as described thus far has just two parameters – the 
probability of a confusion, pI, and the number of mental 
simulations that the participant undertakes before making 
their decision, K. For the pI parameter we used a Beta 
distribution with shape parameters of 3 and 20. For the K 
parameter we used an F(5,20) distribution whose output was 
multiplied by 30. We also found it necessary to include a 
value function in ExCon, and so assumed that 

𝑣(𝑥) = −(−𝑥)! , 𝑥 < 0
𝑥! , 𝑥 ≥ 0  

Finally, we assumed that the output of ExCon, the average 
utility of each gamble based on the mental simulations, was 
transformed into a choice probability via the same softmax 
function as used in CPT. The prior distributions for the α 
and ψ parameters are the same in ExCon as they are in CPT.  

 
Figure 4. Prior distributions for the CPT and ExCon 
models. The left column contains the parameters that are 
only in the CPT model. The center column contains the 
parameters found in both models. The right column contains 
the parameters found in only the ExCon model.  

                                                             
1 Note that parameters with bounds were truncated at those 

bounds. For example, the α and β parameters were truncated to be 
between 0 and 1. 
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We estimate the Bayes factors for each model by 
evaluating the likelihood of the model across a wide range 
of parameter values. In particular, for each parameter in 
each model, we took the 0.05, 0.15,…,0.95 quantiles of the 
relative prior distribution. We then evaluated the likelihood 
of each of the 30 participants’ data for each model at all 
combinations of these parameter values. Each of the 
resultant likelihood values was then multiplied by the prior 
probability of the parameter values. Finally, the average 
across all of these weighted likelihoods was taken to give 
the marginal likelihood for each model. The ratio of these 
marginal likelihoods gives us the Bayes factor for each of 
the 30 individuals. 

The likelihood of a set of parameters in the CPT model 
can be calculated analytically. However, in the ExCon 
model, the probability that a gamble is chosen depends on 
the particular sequence generated via mental simulation, 
with stochasticity in both the simulated gambles and the 
confusion process. We know of no analytical solution for 
such a doubly-stochastic process. Therefore, we use 
simulation to generate likelihoods from the model, using 
5000 simulations per parameter set.  

Figure 5 plots the log Bayes factors for each of the 30 
participants from Rieskamp (2008). For 19 of the 30 
participants, the ExCon model provides an unequivocally 
better account of the data than the CPT model. Two 
participants had Bayes factors for whom the evidence for 
both models were ‘equivalent’ (i.e., between 1/3 and 3). The 
remaining 9 participants were clearly better fit by the CPT 
model. 

 

Figure 5. Log Bayes factors for each of the 30 participants 
from Rieskamp (2008). Values greater than 0 correspond to 
Bayes factors suggesting that the ExCon model was more 
likely to have generated the observed data than the CPT 
model. The dotted lines indicate Bayes factors of 3 and 10 
(and 𝟏 𝟑 and 𝟏 𝟏𝟎). 

 

Discussion 
We have shown that a relatively simple model of decision-
making, originally developed to account for decisions from 
experience, is also able to account for data in decisions from 
description. The model naturally produces an overestimation 
of small probabilities, and is shown to predict empirical data 
at least as well as the CPT model – a common benchmark 
model of decision-making. 

Bayesian model selection is dependent on priors. Most 
concerning is our prior on the number of mental 
simulations. More work must be done to investigate the 
nature of the mental simulations, since the number of 
simulations will depend critically on the mental simulation 
process.  

We must also work to provide further justification for 
why the confusion processes operate differently under 
decisions from description and experience. In the 
description condition, when memory confusion occurs, 
outcomes are replaced with equal probability. One potential 
explanation is that observers are influenced by the outcomes 
that remain onscreen, placing equal attention to both 
outcomes. In decisions from experience, participants must 
rely on their memories of sampled outcomes, and so 
outcomes are replaced based on the contents of memory. 

When fitting the ExCon to the decisions from description 
data, we found it necessary to transform raw outcome values 
into utilities, and to include a softmax decision rule. 
Without these extra assumptions, the ExCon model was far 
too deterministic in its predictions, when compared with the 
more ‘random’ behavior of participants.  

By including the decision rule and the utility function into 
ExCon, the model becomes very similar to CPT. The 
distinguishing feature of ExCon is that it places a process-
based account of the under- and over-estimation of 
probabilities. By constraining the probability-weighting 
function to follow a particular process, the ExCon model is 
also constrained in the range of predictions that it makes. 
Since the observed data are relatively consistent with those 
predictions, the Bayes factor prefers the ExCon model over 
the CPT model.  

A promising avenue for future work would be to attempt 
to develop process-based accounts for the value function 
and decision rule components of CPT (and ExCon). The 
decision-rule, for example, could be replaced with process 
models for decisions. Though less explored than the 
decision rule, it seems possible that the value function may 
come about through sequential effects. For example, the 
assimilation effect says that stimuli and responses on the 
current trial are more like those from the previous trial. As 
such, the discount in utility of rare, large outcomes may 
come about because their utility is assimilated towards the 
more common, smaller outcomes.   

In decisions from experience, another potential avenue of 
study would be to develop a psychological account for 
exploration-exploitation strategies. In a repeated choice 
paradigm where each choice is consequential, the switch 
from exploration to exploitation strategies is gradual, while 
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exploitation only occurs with the single choice made only at 
the end in a sampling paradigm. As each choice is 
consequential, participants have to decide when to stop 
exploring the gambles’ outcome distributions and start 
exploiting the preferred gamble for the best total reward. 
One model that attempts to capture this switch is the 
Instance-Based Learning model (IBL; Gonzalez & Dutt, 
2011), which tracks the rate of alternation between choices 
instead of the rate of choosing a choice. The IBL also 
utilizes an inertia parameter at the start of each trial and 
suggests that the probability of exhibiting inertia in choice, 
pInertia, is selected from a uniform distribution between 0 
and 1 each time. However, in reality, it is likely that the 
inertia increases over time as people become more confident 
in their preference, thus resulting in a gradual transition 
from exploration to exploitation in the repeated choice 
paradigm. Finally, the performance of the ExCon with more 
specific choice paradoxes and potential manipulation of the 
confusion process (for example, changing the presentation 
of outcomes to make confusion less likely) could be 
explored. If support for methods that lessened memory 
confusion in decision-making were found it would lend 
weight to the processing assumptions made in the ExCon 
framework. 
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Abstract 

The discourse of laymen and professionals reveals the 
dependence of cognition on the interaction between 
participants, and the limitations of studying expertise by 
examining isolated individual behavior. This paper examines 
distributed cognition in the management of Multiple Sclerosis 
(MS). By varying the level of patient experience with the 
management of MS, we demonstrate the dependence of 
physician cognition on the patient’s contribution in four 
doctor-patient interactions. Experienced patients actively 
constructed clinical representations and presented initial 
evaluations for the doctor to refine and validate. 
Conversations between newly diagnosed patients and doctors 
demonstrated the physician work to establish a common 
understanding of the problem and acceptable interventions. 
Our analysis focuses on the complementary participant roles, 
and challenges the notion that medical cognition equals 
physician cognition. 

Keywords: distributed cognition;  medical cognition; doctor-
patient interaction; expertise; problem solving 

Introduction 

The study of distributed cognition concerns how thought 

processes are distributed across individuals and groups, 

humans and technical artefacts and space and time. Most 

studies of distributed cognition have been concerned either 

with technical systems (Patel, Arocha, Kushniruk, 2002) or 

the interactions among professionals (Hutchins, 1995). But 

not all complex distributed cognition occurs solely between 

trained professionals. Many domains (e.g. medicine, 

financial services, real estate) involve professionals with 

extensive knowledge and experience who are engaged with 

laymen in a joint cognitive task.  

This study examines professionals and laymen engaged in 

one such task, namely doctors and patients engaged in 

managing Multiple Sclerosis (MS). We conceptualize 

medical cognition in terms of a doctor-patient dyad that 

jointly identifies the problematic and determines the design 

and acceptance of an intervention. We illustrate mutual 

dependence by contrasting the coordination between the 

physician and “expert” laymen with the extended effort 

required of both the physician and “novice” laymen in the 

identification of problems and solutions. In doing so, we 

address the mischaracterization of expertise as the 

composite of individual capability, the origins of problems 

and the multiple perspectives that shape acceptable 

interventions.  

 

Conventional View of Medical Reasoning 
Psychology has focused on physician cognition, particularly 

on how doctors employ isolated psychological processes, 

like reasoning and decision making (Elstein & Schwarz, 

2002). This research has identified the cognitive strategies 

doctors use in diagnostic reasoning including the use of 

hypothesis testing, pattern matching and comparisons 

(Coskerry, 2002).  

Experimental studies typical present participants with a 

standardized problem. This approach omits a potentially 

important part of medical cognition, identifying the problem 

to be solved and detecting and redirecting problems outside 

one’s legitimate expertise. Shalin and Bertram (1996) 

further noted the absence of attention to the cognition of 

treatment selection, other than the problem of biases in the 

conceptualization of risk. In our view, neither problem 

identification nor treatment selection can be done without 

the patient, who bears primary responsibility for presenting 

a complaint and provides an idiosyncratic profile of values, 

context and co-morbidities to influence treatment selection. 

Observationally oriented studies of medical expertise 

identify a normative ontology including culturally endorsed 

values that define acceptable problems (Shalin & Bertram, 

1996). Participants acquire a common technical language 

that facilitates distributed cognition in a professional setting 

(Sheehan, Robertson, & Ormond, 2007). Observational 

study also identifies standard solution methods that render 

distributed work predictable (Lippa and Feufel, 2009; 

Shalin, Geddes, et al., 1997). However, patients fall outside 

of this professional culture and are not accounted for as 

cognitive agents in this research.  
 

Conventional View of Patient Role 
Research on patients has largely focused on socio-emotional 

coping (Leventhal & Diefenbach, 1991), use of health 
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information (Galarce, Ramanadhan, & Viswanath, 2011) or 

cross-cultural definitions of illness (Good, 1990). At least in 

chronic illnesses, patients also develop expertise concerning 

their own illness and how it manifests in their bodies 

(Lippa, Klein, and Shalin, 2008).  

Research on doctor-patient interaction addresses the 

structure of the clinical encounter (Roter & Hall, 2006) and 

the social (and especially power) dynamics during a clinical 

session (Ainsworth-Vaughn, 2003; Mishler, 1984). Many of 

these studies portray doctor and patient conflict, with the 

patient attempting to speak through a holistic ‘voice of the 

life world’ while the doctor uses a ‘voice of medicine’ and 

in so doing exerts power over the patient.  However, 

demonstrating a role for the patient in identifying the 

problem and evaluating solutions would imply that patients 

have more power than the conventional view suggests.  

Because the physician requires patient compliance in the 

out-patient setting, we show below that physician effort 

must complement a patient’s ability to participate, thereby 

supporting the claim that the patient is mutually determining 

the nature of the exchange.  

In this study, we directly address the interaction between 

doctors and patients on a cognitive level. We suggest that 

this dyad constitutes the central portion of a distributed 

cognitive system. While some researchers have begun to 

examine distributed cognition in medicine (Pimmer, 

Pachler, & Genewein, 2013), such studies have examined 

professional interactions (Cole & Engeström, 1993). 

Cognition involving professionals and laymen differs from 

professional team cognition in several ways. Of course, 

professionals and laymen have different ontological 

conceptions of the domain and the problematic within it. 

They have different lexicons, with different words for the 

same idea, while words in common may correspond to 

different ideas, e.g., “black-out.” Professionals and laymen 

typically have access to different contextual elements. For 

example, only professionals can provide biomedical 

knowledge and test results while only laymen can provide 

personal, situated information. These differences between 

physician and laymen result in a lack of common ground 

(Clark, 1996).  Effective distributed cognition depends on 

interaction that mediates between the disparate positions of 

the participant much as a blackboard system allows 

otherwise incompatible computer systems to carryout 

interdependent tasks. 

Clinical reasoning results not solely from the mental 

processes of doctor or patient but rather emerges from the 

interaction between the two (Steffensen, 2013). Participants 

coordinate their cognition through language, using wording 

to draw on shared cultural constructs and develop a mutual 

parsing of the environment (Cowley, 2011). We suggest that 

how this occurs will both vary in accord with the patient’s 

illness expertise. In order to explore this process, we analyze 

segments of dialogue from clinical encounters concerned 

with MS management (Cicourel, 2006).  

 

Methods 
Data was collected at a university-based clinic specializing in 

MS attached to a larger neurology clinic.  Twenty-four 

patients and three medical practitioners participated in the 

study. To highlight the role of patient expertise in 

determining the interaction the specific examples in this 

paper come from four patients interacting with a single 

physician. The data included were selected to be 

representative of distributed cognition during several 

different types of interaction that were common in the larger 

data set.  While in the waiting room, patients were asked to 

participate in the study. Audio recordings and field notes 

documented the patient-physician. After observation each 

participant was interviewed over the telephone. 

All the audio recordings of both clinical sessions and 

interviews were transcribed using a literary transcription 

method (Kowal & O’Connell, 2004). Transcripts were first 

analyzed using ‘unmotivated looking’ (Sacks, 1984) to see 

what cognitive processes seemed to be functioning in the 

clinical encounters. Through this process it became clear 

that there was considerable variability in how diagnostic and 

treatment decisions were made and especially in the 

distribution of cognitive processes between doctors and 

patients during these encounters. However there were 

commonalities across sessions in the tasks that the 

participants were working towards. Two of the most 

common tasks were evaluating symptoms and assessing 

disease altering medications (in terms of efficacy and side 

effects). Accordingly, we used cognitive task analysis to 

identify the component processes involved in carrying out 

these tasks. Following Bangerter and Clark’s (2003) work 

indicating that discourse between partners engaged in a 

shared task is divided into tasks and subtasks that can be 

managed through conversation, several segments were then 

selected for more detailed analysis focusing on how the 

process identified in the cognitive task analyses were carried 

out in the interactions between doctors and patients. Two 

segments were chosen focusing on understanding symptoms 

and two were chosen looking at treatment issues. For each 

pair one segment was taken from an ‘expert’ patient, who 

had been actively managing MS for years, and one was 

taken from a ‘novice’ patient who was newly diagnosed.  

Results 

Evaluating Symptoms 

Analysis focused on portions of the clinical sessions dealing 

with the evaluation of symptoms identified a common 

process for this task. The first the symptom was identified. 

Then, the doctor and patient worked together to create a 

common representation of the symptom. Typically this 

involved a qualitative description of the symptom, 

identification of the relevant context, and definition of the 

time course of the symptom (i.e. onset & duration), though 

occasionally only 2 of these 3 elements were included. The 
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doctor and patient then decided on a diagnosis  and came to 

a conclusion about what relationship, if any, the symptom 

had to MS. While the process for evaluating symptoms was 

highly consistent on the surface, closer analysis showed 

variability in how it was enacted particularly in the 

distribution of cognitive processes between the doctor and 

patient. Table 1 illustrates the multi-step task of evaluating 

symptoms for expert and novice patients.   

 

Symptom Introduction Both discussions begin with a 

move to identify a problem and establish it as a focus of 

attention. This process entails the establishment of mutually 

                                                           
1 Italics indicate words that are significant for the analysis. 

comprehensible language to ground the exchange. With the 

expert patient, the doctor uses the term ‘symptom,’ 

suggesting this patient can distinguish medically relevant 

symptoms from other forms of discomfort. For the novice 

patient, the doctor uses the broader term ‘complaints’ to 

elicit the patient’s symptoms. This allows a wide variety of 

issues to be raised; the physician can then distinguish which 

issues constitute problems in this context.  

 

Symptom Representation The expert patient’s detailed 

initial representation includes both a qualitative description 

and relevant context. He also suggests a partial solution to 

the diagnostic problem, reaching for a medical term to use 

as coordinating language.  His introduction of this term with 

‘they call it,’ implies that he does not think of his symptoms 

 

Table 1: Evaluating Symptoms
1
 

   

Process Expert Patient Novice Patient 

Symptom 

introduction 

 

D: Any new symptoms since I’ve seen you? 

P: Yeah, yeah, yeah. Monday, 

D: Any other complaints? 

P: My headaches. That’s the only thing. I get 

headaches all the time.  

Symptom 

representation 

I was up here on Monday. Well when I had my 

cardiac. Well, uh uh I was walking a little bit in 

down town Cincinnati to a lunch meeting and  uh 

… my left leg started to tingle really bad and that 

that usually is… is a uh they it’s been called… 

they call it I want to say false flare up but that, 

that’s not correct but… 

  

 

D: Are you on any medications for the headache? 

P: Just ibuprofen that’s the only thing I take. 

D: How often do you get them? 

P: Not every day, every other day. A lot of times its 

mild and it’s not too bad. Like, I have  

D:[uh, huh] 

P: [one right now. But it’s… 

D: How does it hurt? The top of your head? 

P:It hurts like right here right through my {temples}, 

but I get these weird, weird pains like in the back of 

my head. 

D:[huh] 

P: [And then I have to just literally just stop for a 

second because it’s a pressure like something’s 

squeezing the back of my head at times and it just 

makes my whole head throb. I don’t know what is. 

Diagnosis 

 

D: Pseudo relapse is what we call that. 

P: Or it could be a relapse. This is usually a sign. 

But as I relaxed you know I stopped what I was 

doing I went and I lay down didn’t do anything it 

has seemingly dissipated. I believe it was just the 

amount of walking I was doing.   

D: Ok how long did it last in total? 

P: Probably about 4 hours, 5 hours 

D: So we wouldn’t classify it as an attack, 

because it lasted such a short time. It would  

P: [right] 

D:[last more than that. It’s good enough? 

D: Yeah it sounds like migraines. Do you feel that 

you’re sensitive to light and loud noises? 

P: Not too much. Maybe like… 

D: [when they get worse 

P: Yeah whenever I if I have the headache and I go 

outside in bright light yeah it makes it a little worse 

but it doesn’t cause my headaches. 

D: Yeah, right, right but they do get worse. 

P: Yeah. 

Evaluation of 

significance 

for MS 

P: Yeah, it it feels normal for me since I’ve had 

MS.  

 

P: Are the headaches related? To the MS? 

D: I don’t think so. There are indications that there’s 

migraines in patients, in people with MS. But in 

general there is, migraines are so common.  
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using these terms. In so doing, he conforms to one of the 

social control components operating in the clinical setting, 

that medical personnel have privileged access to technical 

terms. “That’s not correct” prompts the doctor’s turn, to 

validate or refute his symptom representation.  

By contrast, the contribution of the novice patient is 

piecemeal. At the beginning, it is still not clear if her 

‘complaint’ is even a medically relevant ‘symptom.’ But she 

asserts that the frequency of her headaches makes them 

medically relevant. The physician follows up on this 

implication by checking if they are already being treated, 

i.e., the responsibility of another medical professional. The 

doctor asks the patient questions, prompting her elaboration. 

The patient here has the essential subjective experience 

(episodic knowledge) but lacks the abstract (semantic) 

knowledge to understand what aspects of her experiences 

are clinically relevant, while the doctor has the necessary 

semantic knowledge but is dependent on the patient to 

provide specifics for her episode. The interplay between 

them comprises an effort to create a shared understanding of 

the symptom to support diagnosis. The patient concludes by 

saying she doesn’t ‘know what it is’ with the implicit 

question “do you?” prompting the doctor’s turn. 

 

Diagnosis After the doctor provides the expert patient with 

the relevant term, the patient chooses a related term to 

provide an alternative hypothesis . He then revisits his initial 

diagnosis, by saying it matches a pattern that is typical for 

him (it’s ‘usually a sign’), and that it ended quickly.  He 

completes his turn asserting his belief in his last explanation 

(walking a lot). This assertion provides an opportunity for 

the doctor to either validate or object to the patient’s self-

assessment. The doctor questions the time course of the 

incident; this is critical for the definition of an MS attack, 

and validates the patient’s self-assessment. The patient 

presents the symptom and provides the initial analysis, but 

together they decide on an account that renders the symptom 

non-problematic. Had the patient not considered the 

symptom potentially problematic, he would have provided a 

diagnosis by omission. Once the symptom is raised, 

judgment cannot have the status of a diagnosis without the 

doctor’s contribution.  

The diagnostic phase with the novice patient illustrates a 

disparity between doctor and patient. In diagnosing the 

patient as having ‘migraines,’ the doctor is introducing a 

medical term. But the patient lacks the knowledge to 

associate this term with her subjective symptoms.  The 

doctor and patient must work together to test the migraine 

theory. During this testing process the patient has to infer 

the clinical characteristics of a migraine from the doctor’s 

questions and try to match them with her experiences. As 

the doctor’s questions become more leading, the patient’s 

answers flag caution, using limiting language like ‘not too 

much’ and a ‘little worse,’ and making sure the doctor 

doesn’t over interpret her responses by asserting that light 

‘doesn’t cause’ the headaches.  While the patient lacks the 

semantic knowledge to provide a diagnosis, she is keenly 

aware of her influence on the process.  

 

Evaluation of Significance The evaluation of significance 

is not a question of simple medical significance, but 

significance as a problem for this specialist to address.  The 

evaluation process follows the same general pattern seen 

throughout the interactions. The expert patient provides his 

own assessment. But the novice lacks the knowledge to 

understand the significance of her symptoms and poses the 

question to the doctor. The doctor already has dismissed the 

headaches as unrelated. But the patient has not agreed and 

must ask a question to reach a final resolution. Far from 

being inert, the novice patient raises concerns and influences 

turn taking while the doctor provides a medical overlay.  
In both dialogues, the doctor’s reasoning was constrained 

by elements the patient chose to represent in the 

conversation while the patients’ reasoning was chiefly 

constrained by their understanding of MS. The variance 

between expert and novice interactions was seen in the 

sophistication of the language used and patterns of turn 

taking. The expert dialogue used sophisticated language and 

a pattern of patient presentation of symptoms and proposed 

diagnosis followed by a doctor response. Whereas the 

novice dialogue had basic vocabulary and required many 

more question-answer sequences to insure availability of 

relevant information and accuracy of the diagnosis. 

Evaluating Treatments 

Many clinical sessions included discussions focused on 

evaluating the efficacy and/or side effects of particular 

treatments, either currently being used or being considered.  

These assessments involve multiple criteria including: side 

effects, clinical outcomes, MRI outcomes, and pragmatic 

considerations. Though all of these criteria were used 

multiple times most assessments only evaluated two or three 

criteria. Each party was responsible for a subset of the 

evaluation criteria. The patient was the only one to have 

subjective knowledge about the acceptability of symptoms 

and side effects, while the physician was the only one who 

could assess efficacy with respect to MRI outcomes. The 

clinical outcomes can be evaluated by both participants. A 

multi-attribute evaluation required input from both 

perspectives and interaction concerning multiple issues. 

  Table 2 includes dialogue from two patients who have 

recently begun new treatments. In both discussions, the 

doctor initiates the evaluation by asking a question. The 

expert patient, who has had MS for several years and been 

treated unsuccessfully with a number of medications, 

immediately responds in a medically relevant fashion. She 

begins with her own assessment of the medication’s side 

effects using language that is medically oriented (e.g. 

‘muscle tightness,’ ‘joint pain’), but not explicitly technical. 

She includes information about her subjective experiences 

and the opinion of the nurse to support her conclusions. The 

doctor responds directly to the patient’s contributions and 
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show acceptance of her evaluation. The patient then focuses 

on the benefits from the treatment, providing both abstract 

assessments and specific instances where the improvement 

was especially evident. The doctor supports her in this 

process including her own assessment of the patient’s 

improved gait. Much of the active assessment is done by the 

patient, although she relies on the doctor to add validity to 

her judgments. The husband prompts further validation by 

asking how the patient’s experiences compare to others. The 

doctor provides final validation by relating her professional 

experience and providing a physiological explanation.  

By contrast, the dialogue with the novice patient 

illustrates an initial struggle to establish common ground. 

While the doctor intends to elicit an assessment of the 

treatment in medical terms, the patient interprets the 

question more broadly describing her emotional response. 

The doctor restates her question more specifically. The 

patient responds and then the doctor revisits the pragmatic 

issue the patient raised. Thus we have a physician led 

discussion of side effects and a patient led discussion of the 

emotional impact and pragmatics of the medication. 

Eventually the doctor returns to an assessment by reviewing 

MR images. The patient does not participate at all in 

discussion of this factor. The patient is absorbed with her 

subjective experience, which is not a category of concern to 

the doctor. And, the doctor shifts to MRI interpretation, for 

which the patient has neither language nor knowledge.  

The contrast between expert and novice discussions is 

striking. The expert patient both defines the problem space 

and provides the basic evaluation. But, the doctor provides 

the validation and extension that transforms the patient’s 

personal assessment into a verified medical outcome.  By 

contrast, the novice patient and physician evaluate the 

medication on three dimensions. Each dimension is assessed 

by one participant with minimal contributions from the 

other. There are no co-constructed conclusions.  

 

Conclusions 

In this study, we have examined the interactions between 

doctors and patients with Multiple Sclerosis. We revealed 

 

Table 2: Evaluating Treatment 

   

Expert Patient Criteria Assessed Novice Patient 

D: So, tell me how it is.  D: How are you doing on Copaxone? 

P: It’s good, it’s very good. I had the first. Um, the first two 

were no side effects. The third one I had some muscle like 

tightness like sore in my wrists, kind of like joint pain. And  

D: [uh, uh] 

P: [then after that dose the one time and I had read that that 

was a side effect and I talked 

D: [um, hum] 

P: [to the person that infuses it and they had said also you 

know that it was. And I didn’t 

D:[oh, ok] 

P: [have any side effects then this last time. 

D: So just one time. 

P: Just the joint pain but that was it. 

D: So a little bit of muscle tightness in the area but that was it. 

P: Yeah, yeah but I mean physically I feel so much better. 

D: Do you?… 

P: Yeah, I’m like back to normal. I mean even the numbness 

is not what it was. I mean I have a little in my toes but like 

what you can live with you know. 

D: Oh, hahaha. Me too. How was walking? I see much better. 

P: Great. I mean it’s, we adopted our little girl and we were in 

Guatemala. 

D: No way, no way, no way. 

P: I mean that’s what I mean I was down there we were in the 

airports and holding the baby. It was fine, I just made it. I 

wasn’t tired. … 

Side effects 

Pragmatics 

 

 

 

 

Side effects 

 

 

 

Pragmatics 

 

 

 

Symptom 

Reduction 

 

 

 

 

 

 

 

 

 

 

P: First I didn’t want to do the shot 

cause {I} wasn’t too fond of needles. I 

was afraid of them, because I had a 

bad experience with needles. 

Dr: Oh. 

P: I got used to it. 

Dr: You’re not getting any injection 

site reactions? 

P: It turns red and there’s a little lump 

sometimes. 

Dr: And they’re frequent to like every 

day you have to do that {injection}. 

… 

Husband: Have you heard anything, like from other patients, 

that Tysabri a good alternative. 

D: The majority of patients they have very good results. They 

do get better. That’s what I always heard. That’s what I 

always heard. And usually good candidates are people who 

don’t respond well to the other treatments. Who get enhancing 

lesions on the MRI who still have active disease, who still 

have inflammatory disease.  

MRI results 

MRI results 

Dr: There is a lesion that is here. So 

we repeat the MRI if there is still 

anything new after enhancement then 

what we will have to do is switch the 

medication.  
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the role of language, available to the expert patient and 

constructed for the novice patient. While expert patients had 

a sense of relevance, novice patients did not, placing a 

demand on the physician to elicit a relevant contribution. 

With expert patients, the doctor’s role was to understand the 

patients’ reasoning, check and validate the patients’ 

conclusions, and extend the conclusions by relating them to 

broader medical constructs. With novices, the doctor’s 

reasoning was constrained by what the patient contributed to 

the dialogue and the patient’s acceptance of hypotheses. 

This suggests that over the course of multiple clinical 

interactions patients become attune to the cognitive 

processes involved in MS management and oriented 

associated language and values increasing the efficiency of 

distributed clinical cognition. 

Our point is not that all expert patients behave in one way, 

while all novice patients behave in another. But that the 

patient’s level of expertise shapes the physician’s behavior, 

because she cannot independently identify and solve 

problems.  The patient’s power lies in directing a portion of 

the interaction concerning experience that only she can 

provide and determining the structure of the physician’s 

work. Medical cognition, especially in chronic illness, 

cannot be fully understood without considering the patients’ 

contributions and the role of patient-physician interactions. 

More generally, distributed cognition among participants 

with different perspectives cannot be fully understood 

without an account of the processes for identifying the 

problematic and creating a shared space for the mutual 

design and acceptance of solutions. Future research is 

needed to address the interplay of participants’ access to 

knowledge and environmental elements, language, 

interaction, and distributed cognition. 
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Abstract 

How does modality affect our ability to create a new 
communication system? This paper describes two 
experiments that address this question, and extend prior 
related findings by drawing from a significantly more 
extensive list of concepts (over 1000) than has been used 
previously. In Experiment 1, participants communicated 
concepts to a partner using either gestures or non-linguistic 
vocalizations (sounds that are not words). Experiment 1 
confirmed that participants who gesture 1) produce more 
strongly ‘motivated’ signs that physically resemble the 
concepts they represent (i.e., are iconic), 2) are better able to 
correctly guess the meaning of a partner’s signs, and 3) show 
stronger alignment on a shared inventory of signs. Experiment 
2 addressed a limitation of Experiment 1 (concurrent feedback 
only in the gesture condition). In Experiment 2 concurrent 
feedback was eliminated from the gesture and vocal 
conditions. Gesture again outperformed vocalization on 
communication effectiveness and sign alignment.  

Keywords: Alignment; Gesture; Vocalization; Multimodal; 
Motivated; Signs; Language Origin; Embodied Cognition 

Introduction 
‘What’s in a name? That which we call a rose 

By any other name would smell as sweet’ 
William Shakespeare (trans. 1914. 2.2. 47-48) 

Most of the words we use to communicate are arbitrarily 
associated with their referents (Saussure, 1959). As 
Shakespeare observed, the word ‘rose’ conveys its meaning 
through learned convention, without which, that particular 
combination of phonemes would be meaningless. How then, 
do words acquire their meaning, and how did Homo sapiens 
bootstrap the complex communication systems that make 
our species so unique and successful?  

Several competing theories of language origin have been 
proposed. The proto-speech account (e.g., Cheney & 
Seyfarth, 2005) suggests that language evolved out of 
rudimentary vocalizations that acquired communicative 
meaning over time, while the proto-sign account argues that 

language evolved first from manual gestures, before shifting 
to the vocal modality (Corballis, 2003; Arbib, 2005). 

Because modern humans already possess complex, shared 
language systems, we are unable to experimentally replicate 
the context in which language arose. However, comparing 
communication in the vocal and gestural modalities allows 
us to make inferences about the characteristics of human 
communication that equipped our ancestors to develop 
complex sign systems. Fay, Lister, Ellison and Goldin-
Meadow (2014) compared the communicative affordances 
of gesture and vocalization through a referential 
communication task in which participants were prohibited 
from using their shared language. Participants 
communicated a set of 18 recurring concepts to a partner, 
either through gestures-only, non-linguistic vocalizations-
only, or a combination of both. In line with the proto-sign 
account, participants who gestured were more successful at 
communicating meanings to their partner than the 
participants who were restricted to the vocal modality. 
Participants who gestured were also more likely to 
reproduce the signs that their partner had previously used 
when communicating the same concepts. This process, 
known as interactive alignment (Pickering & Garrod, 2004), 
underlies the development of a shared inventory of signs.  
Sign alignment was also positively related to participants’ 
communication success. Fay et al. (2014) suggested that 
gesture was a more successful mode of communication 
compared to vocalization because it more naturally lends 
itself to the production of ‘motivated’ signs (i.e. iconic or 
indexical signs that share a direct, or non-arbitrary, 
relationship with their referent). While the authors did not 
directly examine sign motivation, they suggested that 
participants who gestured were better able to physically 
represent the concepts they wished to communicate (e.g., 
through mimicry or pantomime). 

Studies such as these indicate a critical role for gesture in 
communication. Theories of embodied cognition and 
gesture as simulated action (e.g., Hostetter & Alibali, 2008) 
suggest that our language and motor pathways are 
intimately connected, both neurally and behaviourally. 
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However, recent studies have shown that participants are 
also able to produce motivated vocalizations (Perlman, 
Dale, & Lupyan, 2014). Perlman et al. (2014) demonstrated 
that, like gestures, motivated vocalizations can convey 
meaningful information, and may also be capable of 
bootstrapping human language. 

These studies, like other referential communication 
studies, are limited by the small number of concepts used. In 
most referential communication tasks, participants 
communicate the same 20 concepts (or fewer) to a partner 
(e.g., Garrod, Fay, Lee, Oberlander & MacLeod, 2007; Fay, 
Arbib and Garrod, 2013; Perlman et al., 2014; Fay et al., 
2014). Thus, current knowledge about the emergence of 
human sign systems is limited to a small number of 
experimenter-selected concepts. Experiment 1 addresses this 
issue. 

Experiment 1 
Experiment 1 extends the Fay et al (2013, 2014) referential 
communication studies by dramatically increasing the range 
of concepts participants communicate. Instead of presenting 
all participants with the same set of 18 recurring concepts, 
the present study samples without replacement from a set of 
1000 of the most common adjectives, nouns and verbs in the 
English language (from the Corpus of Contemporary 
American English; Davies, 2008). This is the first referential 
communication study to sample from such an extensive 
range of concepts, reducing the likelihood that any findings 
are an artifact of a specific stimuli set.  

Perlman et al. (2014) demonstrated that it is possible to 
produce motivated signs through non-linguistic 
vocalization, suggesting that the gesture modality is not 
unique in its affordance of motivated signs. Our experiment 
extends this work by providing a direct comparison between 
the vocal and gestural modalities (as the authors explored 
the vocal modality alone). Experiment 1 includes a gesture-
only and vocal-only condition. While Fay et al. (2013, 2014) 
speculated that gesture outperformed vocalization owing to 
its affordance of motivated signs, they did not examine sign 
motivation. Experiment 1 compares sign motivation in the 
different modalities by having coders rate each sign 
produced in each modality in terms of the degree of sign 
motivation (ionic to arbitrary). 

Pairs of participants communicated a range of different 
concepts (Adjectives, Nouns, Verbs) to a partner in each 
communication modality (Gesture-only, Vocal-only). 
Participants communicated the same concepts repeatedly, 
over 6 games. From game to game, participants 
alternated roles between Directing (i.e. attempting to 
communicate their list of words to their partner), and 
Matching (i.e. trying to guess what words their partner was 
communicating). By alternating roles across games, the 
participants were able to copy (or not) features of their 
partner’s signs. Participants’ signs were then rated in terms 
of degree of sign motivation, and the extent to which they 
copied, or aligned with, their partner’s previously produced 
sign for the same meaning. 

In line with the speculations made by Fay et al. (2014), 
Hypothesis 1 is that sign motivation will be higher for signs 
produced in the gesture-only condition than in the vocal-

only condition. Hypothesis 2 is that communication success 
will be higher for gesture than for non-linguistic 
vocalization. Hypothesis 3 is that sign alignment will be 
higher in the gesture-only condition than in the vocal-only 
condition. 

Method 
All participants viewed an information sheet before giving 
written consent to take part in Experiment 1. Information 
sheets and consent forms were approved by the University 
of Western Australia Ethics Committee. !
Participants One hundred and six undergraduate students 
(sixty-three females) participated in exchange for partial 
course credit. Participants were placed into unacquainted 
pairs, and completed the testing session in approximately 
one hour. All were free from auditory, visual, speech and 
motor impairments. !
Materials Participants tried to communicate (in pairs) a set 
of 18 target concepts. The concepts were sampled without 
replacement from 1000 of the most frequently used words in 
American English (from the Corpus of Contemporary 
American English; Davies, 2008), and fell equally into three 
categories: adjectives, nouns and verbs. Participants were 
also presented with six distractor concepts that were never 
communicated.  A different item set was communicated by 
each pair. !
Task and Procedure Participants completed two referential 
communication tasks (gesture-only and vocal-only). Each 
task was comprised of six separate games. During each 
game, one participant (the Director) would communicate 
their list of 18 recurring concepts to their partner (the 
Matcher). At the end of each game, participants would swap 
roles, so that the participant who had acted as Director 
would become the Matcher for the next game, and the 
Matcher would become the Director. 

Each pair of participants communicated a different set of 
concepts in the gesture-only and vocal-only modalities. 
Communication modality was counterbalanced across 
participants. In the gesture-only condition participants were 
seated facing one another, and were only allowed to 
communicate through gesture (i.e., movements of the hand, 
body and face). In the vocal-only condition participants 
were seated facing away from each other to eliminate the 
possibility that they might communicate through gesture. 
Participants in this condition communicated through non-
linguistic vocalizations (i.e., sounds that are not words, and 
are made with the body or vocal chords). 

iPads were used to run the experiment. During each game, 
the to-be-communicated concepts would appear sequentially 
on the Director’s iPad. The Matcher’s screen would display 
all 18 target concepts, plus 6 distractor concepts, for the 
duration of the game. Matchers would try to guess which 
concept the Director was communicating, and would select 
that concept using their touch screen. Following the 
Matcher’s selection, the next to-be-communicated concept 
would appear on the Director’s screen. Matchers were 
allowed to select the same concept more than once within 
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the same game, however every concept was only presented 
to the director once in each game. Directors were allowed to 
produce as many gestures or vocalizations as they wished 
for each concept. Once all 18 concepts had been 
communicated, that game would end, participants would 
swap directing/matching roles, and begin the next game. 

Results and Discussion 
Sign motivation, Communication success and sign 
alignment were measured. 

 
Motivation Sign motivation was quantified using a 7-point 
likert scale. Here, a rating of 0 indicates that the sign is 
entirely symbolic and bares no physical resemblance to the 
concept being communicated. A rating of 6 indicates that the 
sign is highly motivated, and is either an icon or an index of 
the concept being communicated. When directors produced 
multiple gestural or vocal signs for a concept, the 
motivation of each distinct sign was rated separately. These 
ratings were then used to calculate a mean motivation score 
for each concept, at each game.  

One coder (CJL) coded all signs for sign motivation.  
Signs produced by 12 participant pairs were coded for sign 
motivation by a second coder who was naïve to the 
experimental hypotheses. This gave 2592 separate 
observations (~20% of the data). Intraclass correlations 
demonstrated high reliability between the coders for signs in 
the Gesture-only (82%) and Vocal-only (89%) conditions 
(ps < .001).  

Hypothesis 1 was that sign motivation would be higher 
for gestured signs than for signs produced using non-
linguistic vocalization. For analysis, we took averages of the 
sign motivation ratings at each game, across each category 
of concept (Adjective, Noun, Verb). The data was entered 
into a three-way repeated measures ANOVA that treated 
Modality (Gestural, Vocal), Game (1-6) and Concept 
(Adjective, Noun, Verb) as within-participants factors. This 
returned a significant main effect of Condition, F(1, 52) = 
700.33, p < .001, confirming that participants who gestured 
produced more motivated signs than those who vocalized; 
and Game, F(5, 260) = 39.89, p < .001, reflecting an 
increase in sign motivation across games 1-6 in both 
conditions. There was also a main effect of Concept, F(2, 
104) = 5.73, p = .004, with pairwise comparisons showing 
participants’ signs for verbs and nouns to be significantly 
more motivated than those they produced for adjectives, ps 
< .05.  There was no difference between the motivation of 
verbs and nouns, p > .05. Finally, there was also a 
significant interaction between Game and Condition, F(5, 
260) = 3.64, p = .003. To explore the interaction, one-way 
repeated measures ANOVAs were conducted upon each 
condition. These confirmed that motivation scores increased 
across games 1-6 in both the Gesture and Vocalization 
conditions. Difference scores between each condition were 
calculated at game 1 and game 6. A paired samples t-test 
revealed a greater difference in sign motivation between 
conditions at game 1 (M = 2.99, SD = .84) compared to 
game 6 (M = 2.77, SD = .86), t(52)  = 2.17, p = .04, d = .60.  

Communication Success Communication success was 
assessed in terms of ‘identification accuracy’; the 
percentage of correct guesses made by the matcher within 
each game and across each concept category (Adjective, 
Noun, Verb). Hypothesis 2 was that communication success 
would be higher for gesture than for non-linguistic 
motivation. As Figure 1 shows, participants’ identification 
accuracy increased across games 1-6 in both conditions and 
across all concept categories. Across all games 
communication success was higher in the gesture-only 
condition than in the vocal-only condition. The different 
concept types were communicated equally well. 

Figure 1: Participants’ communication success across 
games 1-6 in the Gestural and Vocal modalities. 

A three-way, repeated measures ANOVA that treated 
Modality (Gestural, Vocal), Game (1-6) and Concept 
(Adjective, Noun, Verb) as within-participants factors 
confirmed these observations. There was a significant main 
effect of Condition, F(1, 52) = 591.95, p < .001, confirming 
that participants who gestured outperformed those who 
vocalized; a significant main effect of Game, F(5, 260) = 
95.63, p < .001, reflecting improvement in identification 
accuracy across games in both conditions; and a significant 
interaction between Game and Condition, F(5, 260) = 3.47, 
p = .005. There was no main effect of Concept, F(2, 104) = 
1.10, p > .05. 

To examine the nature of the interaction, one way  
repeated measures ANOVAs were conducted upon each 
condition. These confirmed that identification accuracy 
increased across games 1-6 in both conditions. Difference 
scores between each condition were calculated at game 1 
and at game 6. A paired samples t-test confirmed that there 
was a greater difference in identification accuracy between 
conditions at game 6 (M = .45, SD = .18) compared to game 
1 (M = .37, SD = .17), t(52)  = -2.29, p = .03, d  = .64. This 
reflects a greater rate of increase in identification accuracy 
in the Gesture condition across games 1-6 compared to the 
Vocal condition. !
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Alignment Alignment was quantified using a coding 
scheme that compared the similarity between the sign a 
participant produced, and the sign their partner produced on 
the previous game when communicating the same concept. 
Ratings were made on a 7-point likert scale, where 0 
indicates that the participant did not copy the sign 
previously used by their partner at all, and 6 represents a 
near identical copy of the partner's previous sign. A single 
alignment rating was made for each concept between games 
(i.e., between games 1-2, 2-3, 3-4, 4-5, 5-6). 

Sign similarity was coded by one person (CJL). To 
establish reliability, signs produced by 12 participant pairs 
in each condition, across all games, were coded by a second 
coder who was naïve to the experimental hypotheses. This 
gave 2592 independent codings for sign motivation (~20% 
of the data). Intraclass correlations demonstrated high 
reliability between the coders for signs produced in the 
Gesture-only (96%) and Vocal-only (91%) conditions (ps < .
001). 

Hypothesis 3 was that alignment would be higher in the 
gesture-only condition than in the vocal-only condition. 
Participants’ alignment scores were entered into a three-way, 
repeated measures ANOVA that treated Modality (Gestural, 
Vocal), Game (2-6) and Concept (Adjective, Noun, Verb) as 
within-participants factors. This returned a significant main 
effect of Condition, F(1, 52) = 437.74, p < .001, confirming 
that participants who gestured aligned more than those who 
vocalized; and a significant main effect of Game, F(4, 208) 
= 256.49, p < .001, reflecting increased alignment in both 
conditions across games. There was also a significant main 
effect of Concept, F(2, 104) = 3.39, p = .04, with pairwise 
comparisons showing significantly more alignment upon 
signs for nouns than for adjectives, p < .01. There was no 
difference in alignment between adjectives and verbs, or 
nouns and verbs, ps > .05. 

Finally, there was a significant interaction between Game 
and Condition, F(4, 208) = 4.12, p = .003. To examine the 
nature of the interaction, difference scores were calculated 
for alignment at game 2 and at game 6. A paired samples t-
test confirmed that difference scores were significantly 
higher at game 6 (M = 2.84, SD = 1.09) than at game 2 (M = 
2.51, SD = .84), t(52) = -2.52, p = .02, d = .70. This 
indicates that the difference in alignment between the 
gesture and vocal modality increased across games. !
Motivation, Communication Success and Alignment  
Fay et al. (2014) speculated that greater sign motivation led 
to greater communication success. They also demonstrated 
that greater communication success led to increased 
alignment. We conducted bivariate correlations to explore 
the relationships between all three variables (collapsed 
across conditions). These revealed strong positive 
relationships between identification accuracy and alignment, 
r(52) = .87, p < .001 (see Figure 2), identification accuracy 
and sign motivation, r(52) = .79, p < .001 (see Figure 3), 
and sign motivation and alignment, r(52) = .85, p < .001. 
The strong relationships observed between sign motivation 
and identification accuracy, and identification accuracy and 
alignment, suggest that these processes are intimately 
linked, with increased motivation facilitating accurate 

identification, and greater identification accuracy leading to 
increased alignment between interacting dyads. 

Figure 2: Relationship between identification accuracy 
and alignment in the Gesture and Vocal conditions. 

Figure 3: Relationship between sign motivation and 
identification accuracy in the Gesture and Vocal conditions. 

Experiment 2 
Experiment 2 addresses a potential limitation of Experiment 
1. To prevent participants in the vocal-only condition 
conveying meanings to their partner through gesture, 
Experiment 1 participants sat back-to-back during the 
experiment. However, this may have disadvantaged 
participants in the vocal-only condition by preventing them 
from seeing their partner’s facial expressions of confusion 
or comprehension. This type of concurrent feedback was 
possible in the gesture-only condition, but not in the vocal-
only condition. Experiment 2 addresses this issue. The 
vocal-only and gesture-only conditions of Experiment 2 are 
non-interactive, thereby eliminating all concurrent feedback. 
In Experiment 2 participants try to communicate each 
concept alone, and the sign they produce (vocal or gestured) 
is recorded and played back to a partner who tries to identify 
the intended meaning, and then tries to communicate each 
of the concepts themselves (again recorded). Sign 
motivation, communication success and alignment are 
measured. We expect greater sign motivation, increased 
identification accuracy, and greater alignment in the gesture-
only condition than in the vocal-only condition. We expect 
to find positive correlations between each of these measures, 
as in Experiment 1. 
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Method 
All participants viewed an information sheet before giving 
written consent to take part in Experiment 2. Information 
sheets and consent forms were approved by the University 
of Western Australia Ethics Committee. !
Participants Sixty undergraduate students (42 females) 
participated in exchange for partial course credit, and 
completed the testing session in ~30 minutes. All were free 
of auditory, visual, speech and motor impairments. !
Materials The corpus of concepts used in Experiment 2 is 
the same as that used in Experiment 1. As fewer participants 
took part in Experiment 2, fewer concepts were sampled 
(540). !
Task and Procedure As in Experiment 1, Experiment 2 
participants produced gesture and vocal signs to 
communicate lists of concepts. However, participants in 
Experiment 2 took part individually, communicating signs 
to a video camera instead of a partner. Consequently, testing 
for Experiment 2 took place in two stages. At stage one, 
participants communicated their list of concepts to a camera 
(acting as Director). At stage two, their partner viewed these 
recordings, and tried to guess which concepts were being 
communicated (acting as Matcher). They were then 
presented with the same list of concepts they had viewed in 
the recording (in a different order), and asked to 
communicate these concepts to the camera.  

Again Directors were presented with one concept at a 
time on an iPad. As opposed to waiting for a partner to make 
their guess (Experiment 1), Directors clicked a button to 
progress to the next concept. When Matching, participants 
were presented with all 18 target concepts, plus 6 distractor 
concepts, and made their guesses using the touch screen on 
an iPad. All participants took part in the Gesture-only and 
Vocal-only conditions. Only two games were played, as 
opposed to six games in Experiment 1. 

Results and Discussion 
Sign motivation, communication success and sign alignment 
were measured. To establish reliability, one coder rated all 
signs for motivation and alignment (CJL). A second coder 
rated the signs produced by 10 participant pairs in each 
condition, across all games (~33% of the data). Intraclass 
correlations demonstrated high inter-rater reliability for the 
motivation ratings in the Gestural (84%) and Vocal (85%) 
modalities, and for alignment ratings in the Gestural (92%) 
and Vocal (91%) modalities, (ps < .001). !
Motivation A three-way, repeated measures ANOVA that 
treated Modality (Gestural, Vocal), Game (1-6) and Concept 
(Adjective, Noun, Verb) as within-participants factors, was 
run. There was a main effect of Condition, F(1, 29) = 
561.28, p < .001, confirming that gestured signs were more 
motivated than vocal signs, and a main effect for Concept, 
F(2, 58) = 3.95, p = .03.  !

Paired samples t-tests showed no significant differences 
between the motivation of different concepts in the 
vocalization condition. However, in the gesture condition, 
verbs were communicated more successfully than adjectives 
and nouns ts(29) > -2.30, ps < .04, ds < .85 (see Figure 4). 
There was no main effect for Game, and there were no 
interaction effects, [Fs(1, 29) < .239, ps > .13]. 

Figure 4: Motivation averaged across games 1 and 2. 
Note: * p < .05 !

Communication Success A two-way, repeated measures 
ANOVA that treated Modality (Gestural, Vocal) and 
Concept (Adjective, Noun, Verb) as within-participants 
factors was run on participants’ mean identification 
accuracy scores at game 1. There was a main effect of 
Condition, F(1, 29) = 95.99, p < .001, confirming that 
gestured signs were communicated more successfully than 
vocal signs. We found no effect of Concept on identification 
accuracy, and no interaction effects [Fs(2, 58) < 2.82, ps > .
07]. !
Alignment A two-way repeated measures ANOVA that 
treated Modality (Gestural, Vocal) and Concept (Adjective, 
Noun, Verb) as within-participants factors was run on 
participants’ mean alignment scores at game 2. There was a 
main effect of Condition, F(1, 29) = 283.41, p < .001, 
confirming that participants aligned more when gesturing 
than when vocalizing. There was no effect of Concept, and 
there were no interaction effects [Fs(2, 58) < 2.20, ps > .12]. 

Bivariate correlations were run on identification accuracy, 
alignment and sign motivation (motivation scores were 
averaged across game 1 and 2). In the Gesture condition, 
moderate positive relationships were found between 
identification accuracy and alignment, r(28) = .53, p < .001, 
identification accuracy and motivation, r(28) = .64, p < .001 
and motivation and alignment, r(28) = .61, p < .001. In the 
Vocalization condition, a moderate correlation was found 
between identification accuracy and alignment, r(28) = .59, 
p < .001, and strong correlations were observed between 
identification accuracy and motivation, r(28) = .75, p < .
001, and motivation and alignment, r(28) = .71, p < .001. 

Experiment 2 replicated the pattern of results observed in 
Experiment 1. By removing participant interaction from 
both conditions, we eliminated any advantage participants 
may have had from being face-to-face when gesturing in 
Experiment 1. This indicates that the benefit of gesture over 
non-linguistic vocalization observed in Experiment 1 is due 
to the modality itself rather than concurrent feedback.  
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General Discussion 
Experiments 1 and 2 replicate and extend the findings of 
similar experimental semiotic studies (e.g., Fay et al., 2014; 
Perlman et al., 2014). Increasing the set of concepts 
communicated eliminates the possibility that our results are 
a consequence of the specific experimental stimuli used. In 
line with Hypothesis 1, gestured signs were more strongly 
motivated than vocal signs. Identification accuracy was also 
higher in the Gesture-only condition, supporting Hypothesis 
2. These results support the suggestion that participants who 
gesture outperform those who vocalize because gesture 
more naturally lends itself to the production of motivated 
signs (Fay et al., 2014) 

Hypothesis 3, that alignment would be greater in the 
Gesture-only condition, was also supported. This finding 
confirms that of Fay et al. (2014), and further demonstrates 
the superiority of gesture over non-linguistic vocalization 
when bootstrapping a shared sign system. Furthermore, the 
strong correlation observed between sign motivation and 
identification accuracy in the current study suggests that 
motivated signs facilitate comprehension when interacting 
partners are unable to draw on their common language. The 
correlation between identification accuracy and alignment 
supports the observations of Fay et al. (2014), who 
suggested that these processes are mutually reinforcing (i.e., 
increased identification accuracy fosters greater alignment, 
and vice-versa). We argue that motivated signs foster mutual 
comprehension, and that comprehension promotes sign 
alignment, which reinforces comprehension (Figure 5). 

Figure 5: Proposed relationship between sign motivation, 
mutual comprehension, and alignment. 

Because gesture more naturally lends itself to the 
production of motivated signs than non-linguistic 
vocalization, it follows that communication success and sign 
alignment will be higher in the gesture modality. 

Experiment 2 returned the same pattern of results 
observed in Experiment 1, confirming the superiority of 
gesture over vocalization even when concurrent feedback 
between pairs of participants is eliminated. Interestingly, in 
the Gesture condition, motivation scores from Experiment 2 
differed by Concept type; signs participants produced for 
Verbs were significantly more motivated than for Nouns or 
Adjectives. This was not observed in Experiment 1, perhaps 
because in Experiment 1 participants felt more pressured to 
convey each concept as thoroughly as possible (owing to the 
presence of a partner). Supporting this suggestion, 
participants in Experiment 2 made fewer communicative 

attempts per concept than those in Experiment 1. Under less 
demanding circumstances, participants in Experiment 2 may 
have made less effort to communicate more challenging 
(i.e., less motivated) noun and adjective concepts. Thus, the 
gestures produced for nouns and adjectives were less 
motivated than for the comparatively easier verbs.  

Returning to theories of language origin, our results 
support an account in which gesture played a pivotal role. In 
the absence of conventional language, it is likely that our 
ancestors would have relied heavily upon motivated signs, 
particularly gestured signs, to get their point across. 
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Abstract
Different linguistic modalities (speech or sign) offer differ-
ent levels at which signals can iconically represent the world.
One hypothesis argues that this iconicity has an effect on how
linguistic structure emerges. However, exactly how and why
these effects might come about is in need of empirical in-
vestigation. In this contribution, we present a signal creation
experiment in which both the signalling space and the mean-
ing space are manipulated so that different levels and types of
iconicity are available between the signals and meanings. Sig-
nals are produced using an infrared sensor that detects the hand
position of participants to generate auditory feedback. We find
evidence that iconicity may be maladaptive for the discrim-
ination of created signals. Further, we implemented Hidden
Markov Models to characterise the structure within signals,
which was also used to inform a metric for iconicity.
Keywords: Linguistic structure; Combinatorial structure; Sig-
nal spaces; Iconicity; Hidden Markov Models

Introduction
One of the central interests to the field of language evolu-
tion is what initially motivated the emergence of structure
in language, and how that structure manifests itself. Experi-
mental work in laboratory settings using artificial languages
is a dominant exploratory tool within the field, primarily fo-
cussing on signals built from pre-discretised blocks and the
emergence of compositional structure, where meaningful el-
ements combine to make bigger meaningful elements (e.g.
Kirby, Cornish, and Smith (2008)). However, the scope of
some experiments has started to shift to investigate the emer-
gence of combinatorial structure, where meaningless build-
ing blocks combine to make meaningful units, using contin-
uous signal spaces, for example Verhoef, Kirby, and De Boer
(2014), which argues that phonemes emerged as the result of
cognitive learning biases within cultural transmission.

In the current study, using a novel signalling space proxy,
we manipulate both the structure of the signalling space, and
the structure of the meaning space, to tease out how the dy-
namics between a signal space and a meaning space can mo-
tivate the emergence of structure and how that structure is
defined. We are interested in how much structural emergence
can be explained by physical mapping problems, in order to
isolate what aspects of emerging structure are the result of
more cognitive mechanisms.

Hypotheses
We are testing two related hypotheses: 1. The dimensionality
of a signal space, or modality, will affect the emergence of
signal structure, and 2. Ability to recourse to iconicity will
also inhibit emergence of signal structure.

This first hypothesis is grounded in more than one obser-
vation. First, with more signal dimensions at our disposal

within a modality, the more signal distinctions that can be
made. Hockett (1960) outlined that as soon as the amount of
semantic distinctions outnumbers the number of signal dis-
tinctions, then we need a level of phonological (or combina-
torial) structure. Second, the more similar the structure of a
signal space to that of a meaning space, the easier it is to map
meanings to signals directly, making iconic or compositional
systems, where there is a one to one mapping between sig-
nal and meaning space, more likely than combinatorial ones,
with meaningless building blocks. Dimensionality of a signal
space will affect how similar it is to the structure of a meaning
space. In natural languages, the sign modality has many more
signal dimensions available than the spoken modality, and hu-
mans can visually perceive simultaneously presented aspects
of a signal in a way that the auditory system can not (San-
dler et al., 2011), meaning that it is easier to map signed sig-
nals onto highly complex meaning spaces than spoken ones.
There are no known spoken languages without a level of com-
binatorial structure. However, recent evidence has shown that
emerging sign languages can exist without a level of combi-
natorial structure, such as Al Sayyid Bedouin Sign Language
(ABSL) (Sandler, Aronoff, Meir, & Padden, 2011). Consider-
ing the role of linguistic modalities with respect to their signal
dimensionality in the emergence of structure is worth investi-
gating.

The second hypothesis, that iconicity will inhibit emer-
gence of signal structure, is related to the first, as when a
signal space and a meaning space have matching dimension-
ality, then it is easier to iconically map one onto the other.
De Boer and Verhoef (2012) built a mathematical model
which explores how iconic signal-meaning mappings are op-
timal when signal and meaning spaces have matching dimen-
sionality, and when there is a mismatch, then more conven-
tionalised structural strategies are needed. However, it is im-
portant to keep in mind that the iconicity within this model
was relative, where there is a correlation between signals and
meanings in such a way that similar meanings will be repre-
sented by similar signals. Relative iconicity is usually not ob-
servable from individual signals without seeing the rest of the
system. Examples include sound symbolism, where “glim-
mer” isn’t intuitively iconic, until one considers the corre-
spondence between “gl” sounds (e.g. glitter, glam, glow)
and shiny things. Relative iconicity is distinct from abso-
lute iconicity, where a signal represents a referent directly,
e.g. representing the form of a referent directly in a gesture
(terminology from Monaghan, Shillcock, Christiansen, and
Kirby (2014)).

Drawing from the evidence from ABSL, Sandler et al.
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(2011) hypothesised that emerging languages using the man-
ual modality may have more holistic signals than a spo-
ken equivalent, before combinatorial structure becomes nec-
essary, because of the ability to use “iconically motivated
signs”. Further evidence on this matter comes from Roberts
and Galantucci (2014) who present an experiment using a sty-
lus on a surface that continually moved downwards in a con-
stant motion so that participants could only manipulate the
horizontal dimension (i.e. as in Galantucci (2005)). Impor-
tantly, Roberts and Galantucci (2014) manipulated the mean-
ing space, rather than the signal space, in order to affect the
iconicity of signals. Within the experiment, participants were
asked to communicate a variety of meanings which were ei-
ther squiggly lines, which could be represented through abso-
lute iconicity with the modality provided, or circles coloured
various shades of green, which could not be iconically rep-
resented. The experiment showed that the signals used for
circles were made up from repeated elements, while the lines
retained iconicity. However, this experiment only shows the
effect of iconicity on structure at two extreme ends of the
iconicity continuum, i.e. comparing absolute iconicity with
an example where no mapping is possible.

Our Experiment
Our experiment tests if relative iconicity, rather than abso-
lute iconicity, affects the emergence of structure within sig-
nals. Relative iconicity is much more prevalent in spoken
language, where absolute iconicity is much more possible in
the signed modality. In our experiment, we manipulate both
the signal space that participants use to generate signals, and
the meaning space which participants describe using their sig-
nals. In manipulating both, we affect the mapping between
the two in different ways. We manipulate the dimensionality
of both signal and meaning spaces, generating a dimension-
ality mismatch, which creates a mapping problem. Affecting
the dimensionality of our signal space is a very simple way to
model the differences between different linguistic modalities
with different levels of dimensionality. Obviously, modalities
for natural languages have a lot more dimensions than we use
in this study, but as with any model, in order to isolate individ-
ual effects, simplicity is key. We also manipulate the meaning
space, where meanings either differed continuously (making
an intuitive mapping onto the continuous signal space), or the
meanings were designed to be perceived as discrete.

Methods
Participants Participants were recruited at the VUB in
Brussels. 55 participants took part in the experiment, 27 male,
28 female. Participants had an average age of 24. Participants
were assigned to conditions randomly.
Signals Participants created signals using a “Leap Motion”
device, an infrared sensor designed to detect hand position
and motion. The sensor was used to detect a continuous sig-
nal space within which participants could gesticulate to pro-
duce audio signals. Depending on condition and phase within
the experiment, signals could be manipulated in their pitch,

volume, or both. In phases where the signal could be altered
in both pitch and volume, they were associated with the hor-
izontal and vertical dimensions respectively. In phases where
the signal could be altered in either pitch or volume, only one
spatial dimension was used. Participants were given auditory
feedback, but no visual feedback, other than seeing their hand
position. Participants were given clear instructions on how to
use the sensor, and time to get used to the mapping between
their hand position and the auditory feedback in each phase
of the experiment.
Conditions The conditions in our experiment differed in
the meaning space which participants were asked to create
signals for. The meaning space in both conditions consisted
of a set of squares that differed along dimensions which were
either continuous in one condition, or discrete in the other. In
phases where the meaning space only differed on one dimen-
sion, five squares only differed in either size (in the continu-
ous condition) or colour (in the discrete condition). In phases
where it differed on two dimensions, nine squares differed
either in both size and different shades of grey (in the contin-
uous condition), or in both colour and texture (in the discrete
condition) (see Fig. 1).
Procedure Participants were given instructions on how to
generate signals using the leap motion device. They used one
hand above the device to generate signals. There were three
phases of the experiment, each phase consisted of a practice
round and an experimental round, and each round consisted
of a signal creation task and a signal recognition task.

Figure 1: The meaning spaces used in phases 1:2 and 2:2 in
the discrete condition and in the continuous condition.

Phases
In all phases participants saw the entire meaning space before
beginning. In the signal creation task, they were presented
with squares one by one and recorded signals using the leap
motion. Participants were explicitly told which signal dimen-
sion(s) they were manipulating.
Phase 1:1 In the first phase participants were asked to cre-
ate signals for a meaning space with 5 squares which only
differed in one dimension (size or colour depending on con-
dition). In this phase, participants could only manipulate the
signal with one signal dimension, which was counterbalanced
by randomly assigning participants to start with either pitch
or volume. Which signal dimension the participant started
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with was later controlled for in the analysis.
Phases 1:2 In phase 1:2, participants described a two-
dimensional meaning space with the squares differing in size
and shade in the continuous condition, or colour and texture
in the discrete condition (Fig. 1). They used the same one-
dimensional signal space used in phase 1:1 (see fig. 2).
Phases 2:2 In phase 2:2, participants were to describe the
same two-dimensional meaning space as in phase 1:2, but this
time with a two-dimensional signalling space where the sig-
nals differed in both pitch and volume (Fig. 2).
Counterbalancing Participants were randomly assigned to
do either phase 1:2 or 2:2 first. Whether phases had match-
ing dimensionality between signal and meaning spaces, or a
mismatch, was used as a variable in our analysis. However,
strategies will depend on what participants’ have dealt with
previously within the experiment. If they solve the dimen-
sionality mismatch problem before being provided with the
two-dimensional signal space, they may find it easier to con-
tinue with an already established strategy, than generate a new
one taking advantage of both dimensions.

Figure 2: The mapping between signal space dimensionality
and meaning space dimensionality in each phase using the
meanings from the discrete condition (the continuous condi-
tion had the same mappings).

Signal Recognition task After each signal creation task,
participants did a signal recognition task. They heard one
of their signals, and were asked to identify its referent from
an array of four randomly generated possibilities. They had
immediate feedback about the correct answer. Their perfor-
mance in this task was recorded for use in the analysis.
Post-experimental questionnaire After the experiment,
each participant completed a questionnaire. Questions asked
about what strategies were adopted in each phase of the ex-
periment. The questions asked explicitly whether participants
had strategies and what they were. Answers were free form.

Results
Post-experimental questionnaire When self-reporting
their strategies, most participants gave similar answers within
the continuous condition. Most choose to use pitch, volume
or duration directly to encode size or shade using relative
iconicity. For example, quiet to loud volumes used for light
to dark shades respectively, or longer duration for bigger

squares. However, there was still some strategies involving
different movement types, frequencies and speeds.

In the discrete condition, participants were more likely to
attempt other forms of iconicity. Some associated the differ-
ent colours with emotions or objects in the world like “a beat-
ing heart” or “the waves of the sea”, and then tried to make
signals which corresponded to these things. However, partic-
ipants were most likely to use patterns, speeds or frequencies
of repeated elements.

From self-reporting, participants who saw phase 1:2 first
were more likely to use the same signal dimension through-
out than to change the strategy to take advantage of both di-
mensions. This was a significant association (χ2(1) = 4.2,
p < 0.05). Also, participants were significantly more likely
to perform better at the recognition tasks if they had strategies
(M=83% correct), than if they didn’t have strategies through-
out (M=52% correct) (t(19) = -5, p < 0.001).
Signal Recognition Task Which condition participants
were in had an effect on how well participants performed in
the signal recognition task 1. Participants were significantly
better at the recognition tasks if they were in the discrete con-
dition (M=82% correct), than if they were in the continuous
condition (M=66% correct) (t(52.7) = -3, p < 0.005).

The order in which participants received phases 1:2 and
2:2, and which signal dimension they started with (pitch or
volume), did not reliably predict participants recognition of
their signals. If a participant scored at chance level on the
signal recognition task (1), they were disqualified from the
rest of the analysis.

Measuring Structure
We started our analysis by generating standard deviations
(SDs) for the coordinates of each signal trajectory in order
to get some sense of how much movement there is within
each signal, or whether more static strategies are used (which
might be more indicative of relative iconicity). In the dis-
crete condition, there was a tendency for SDs of signal tra-
jectories to be bigger than in the continuous condition (23%
on average), using a linear mixed effects analysis and con-
trolling for participant and whether they started with pitch or
volume as random effects, we found however that this effect
was not significant (χ2(1) = 1.9, p = 0.16). However, we did
find a significant effect of whether signals were produced in a
phase with matching dimensionality (phases 1:1 and 2:2), or
has mismatching dimensionality (phase 1:2), controlling for
the same random effects (χ2(1) = 8.6, p < 0.005). Signal tra-
jectories produced using the mismatch had a mean increase of
13.4% in their SD than those using mismatch.

We then created a measure for how predictable signal tra-
jectories are. We quantised the signal coordinates using a
k-means algorithm, in order to create a list of integer values
representing a participant’s entire repertoire of signals. With
this, we estimated the marginal probability distribution of the

1If a participant scored at chance level on the signal recognition
task (1), they were disqualified from the rest of the analysis.
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points on each quantised trajectory. We then used these to cal-
culate the conditional probabilities of individual points, and
finally, the joint probability of whole signal trajectories by
taking the negative logarithm of the product of first order con-
ditional probabilities of the points on the trajectory. We found
an effect of condition on how predictable signals were within
a repertoire, using a linear mixed effects analysis and con-
trolling for the same random effects as above (χ2(1) = 11.3,
p < 0.001). The continuous condition showed more pre-
dictability than the discrete condition. Also, we found an
effect of matching dimensionality, controlling for the same
random effects (χ2(1) = 5.8, p < 0.05), signals produced us-
ing the mismatch had 16% more predictability than signals
generated without a mismatch.

Hidden Markov Models
We used a Hidden Markov Model (HMM) with continu-
ous Gaussian emissions to model the signal repertoires of
participants. We treat HMM latent states as analogues for
phonemes, and the emissions as analogues for the surface
form. This allows us to use the number of latent states as
an index of reuse (or structure) present in the repertoires.

For each phase of a run, we trained an HMM with all the
signals used in that phase. Each signal is represented by an
array of amplitude and frequency value couples that make up
the signal. The number of latent states were determined by
training multiple HMMs in parallel and picking the one with
the lowest Bayesian Information Criterion (BIC) (see Algo-
rithm 1).
Algorithm 1 HMM training and selection

1: function FITHMM(trajectories)
2: hmm← nil
3: bic← 999999
4: nStates← 2
5: maxStates← 30
6: while nStates≤ maxStates do
7: for 1 : 100 do
8: hmm′←HMM(nStates)
9: for trajectory in trajectories do

10: hmm′←BAUMWELCH(hmm’, trajectory)
11: if BIC(hmm′)< bic then
12: hmm← hmm′

13: bic←BIC(hmm’)
14: nStates← nStates+1

return hmm

In order to validate that the model is relevant to partici-
pant success, we ran a mixed-effects regression on the par-
ticipant signal recognition scores while controlling for condi-
tion, phase and participant. We used the normalized number
of states (a real number in range [0,1], calculated by dividing
the number of states of each HMM with the highest number
of states in the group) as it was a slightly better predictor than
the absolute number of states.

We found higher the number of states in an HMM, higher
a participant’s score (R2 = 0.604,β = 0.086, p < 0.01). The

regression indicated significant random intercepts for partici-
pants and the interaction of condition (i.e. order of presenta-
tion) and phase, although adding random slopes did not im-
prove the model.

Figure 3: Random intercepts for each phase and condition
pair. Conditions are represented as the phase presentation or-
der).

The phase-by-phase analysis of the baseline number of
states (as indicated by the random intercepts estimated for
each phase) shows that the order in which the phases 1:2 and
2:2 are presented changes the expected number of states. If
phases 1:1 and 2:2 are presented with an intermittent 1:2,
there is a monotonous increase in the baseline number of
states for each consecutive phase. However, when 1:1 and
2:2 are followed by 1:2, 1:2 ends up as the phase with the
lowest baseline number of states in the experiment (Fig. 3).

Measuring Iconicity
In the continuous condition, it was easy to develop regression
methods to demonstrate similarities between the signal space
and the meaning space. Meaning dimensions were coded to
reflect the continuous way in which they differed, e.g. the
smallest square had a value of 1 while the biggest square had a
value of 5. The signal trajectories were reduced to simple de-
scriptive metrics, such as the mean coordinate value on each
dimension, and the number of time frames reflecting its dura-
tion. Across all signals from all participants in the continuous
condition, the mean coordinate value of the first dimension
that a participant saw (either pitch or volume) was signifi-
cantly correlated with shade of grey. We showed this using
a mixed linear model, controlling for participant number and
whether they started with pitch or volume as random effects
(χ2(1) = 341, p < 0.001). Again, across all signals in the
continuous condition, using a mixed linear model, control-
ling for the same random effects, duration of the signal was
significantly correlated with the size of square (χ2(1) = 103,
p < 0.001). Each square size increased the signal by 75 time
frames±7(std errors).

A problem arises when we try to use the same metrics to
measure iconicity within the discrete condition, as it doesn’t
make sense to assign values to non-ordinal meaning dimen-
sions. To tackle this, we developed a method that uses our
HMM model in combination with the signal repertoire and
the meaning space, to index iconicity. Some meanings in the
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discrete condition are more similar to one another than oth-
ers, e.g. a blue square is more similar to another blue square
with a different texture, than it is to a green square with a
different texture. We try to exploit this to generalise our no-
tion of iconicity to the discrete cases, as well as making it
algorithmic.

To measure iconicity within our results, we used Viterbi
paths from the HMMs to reduce signals to a discrete sequence
of states. This is an analogue of reducing a continuous speech
signal of an uttered word to the string of phonemes which un-
derlies it. A pair-wise distance matrix was then generated
for the signal repertoire using Levenshtein distances between
their Viterbi paths, representing how different each signal is
in terms of number of “phoneme” changes necessary to get
from one to the other. Then, the meanings were put into a
pair-wise distance matrix with one another, to get a compara-
ble measure of how many steps of “semantic” changes it takes
to get from one meaning to the other. Mantel’s test of matrix
correlation was then run between the two distance matrices
to obtain an index of how phonemic changes mirror seman-
tic changes, or how relatively iconic the repertoire is, in the
form of a correlation coefficient between 0 and 1. If the null
hypothesis that there is no correlation between the two matri-
ces can be rejected we tagged that repertoire as iconic. Oth-
erwise, we tagged it non-iconic, regardless of the estimated
magnitude of the correlation.

Our preliminary analysis of this measure indicated we
should expect it to produce some false negatives, i.e. iconic
repertoires tagged as non-iconic2, but our data is too limited
to analyse this measure’s effectiveness adequately using clas-
sical statistics, so we built a Bayesian model to test it. The
number of repertoires getting tagged “iconic” is represented
by a Binomial distribution with a uniform prior on the param-
eter piconic, which is the p parameter for the distribution, or
the probability of something getting tagged “iconic”. piconic
was estimated separately for discrete (pd

iconic) and continuous
(pc

iconic) cases, and for each phase.
The expected pc

iconic − pd
iconic difference overall was pos-

itive, with 97.25% of the probability density above 0 (Fig-
ure 4). Although 0 does fall into the 95% credible interval,
considering the overall distribution, it is reasonable to ex-
pect pc

iconic > pd
iconic. In other words, the continuous condition

produces more relatively iconic inventories than the discrete
case. Comparing phases within conditions using this measure
did not indicate any significant trends.

Discussion and Conclusion
We were interested in two related hypotheses; 1. whether the
dimensionality of a signal space or modality will affect the
emergence of structure of signals, and 2. whether iconicity
will inhibit emergence of signal structure.

First, we found support that dimensionality had an effect on
the variance within signals, with signal trajectories produced

2Although it is beyond the scope of this paper, one reason for
this is that our measure is confined to discovering linear correlations
only.

Figure 4: The posterior probability distribution of pc
iconic−

pd
iconic estimated by MCMC, as a histogram of the MCMC

trace. The 95% credible interval is [−0.006,0.331], and the
mean is 0.158. The figure shows that we can expect signals
to be tagged iconic more often when they are formed in the
continuous condition.

using the signal-meaning dimension mismatch having higher
SDs. Greater variance indicates fewer, more distinct build-
ing blocks, which was also evident from the random slopes
of the regression between number of HMM states and par-
ticipant score. These results indicate not only that larger se-
mantic spaces often cause more building blocks to be used,
but also that the type of signals produced depends on the
mapping between the semantic space and the signal space.
Modulating the order in which matching and mismatching
phases are presented changes the participant performance sig-
nificantly, as shown in Figure 3. This effect arises from the
strategy change required between phases with matching or
mismatching spaces. When people gain experience in con-
secutive matching phases, the repertoire they bootstrap for the
following mismatiching phase becomes heavily compressed,
as indicated by the low baseline for the number of states.
However, when participants have to solve the mismatch prob-
lem first, there is an increase in the baseline with every phase,
despite participants being able to employ their strategy from
phase 1:2 in phase 2:2. This result contradicts what partici-
pants self reported in the questionnaire, where they have used
the space in phase 2:2 maximally, no matter what the order of
phases.

Second, we aimed to inform theories relating to the effect
signal-meaning mappings have on the emergence of linguistic
structure. We found support that when relative iconicity was
possible, the majority of participants encoded size with dura-
tion, leaving them to encode shade with the signal dimension
they were first exposed to. However, in order to compare the
iconicity present in the continuous condition with that present
in the discrete condition, we developed our own iconicity in-
dex, using HMMs. We found that signal repertoires in the
continuous condition were more often tagged as iconic than
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in the discrete condition. However, we did have problems in-
cluding false negatives and the failure to confidently establish
a difference between the phases in the continuous condition,
demonstrating the need for further work. To complement the
results on iconicity, we found that signals produced in the dis-
crete condition, where relative iconicity was not possible, had
greater variance than in the continuous condition, and also
had significantly less predictability. We had initially thought
that signals and repertoires with more repeated elements (or
structure) would be more predictable, as they would be com-
prised from elements repeated throughout a repertoire, in the
same way that phonotactic rules make natural languages more
predictable than random strings of phonemes. However, our
results suggest that a static signal will always be more pre-
dictable than one with movement, so perhaps predictability is
not the best measure for structure here.

Further to the evidence pertaining directly to our hypothe-
ses, we found that participants were better at recognising their
signals in the discrete condition, than in the continuous con-
dition. One might think that having a one to one mapping
between signal and meaning would make a signalling sys-
tem more intuitive, and perhaps easier to be productive with.
However, the pressure against iconic systems in the discrete
condition may have pushed participants to make more exag-
gerated differences between their signals within their chosen
strategies. Further to this, signals that rely on relative iconic-
ity are likely to be easier to confuse with each other, making
them maladaptive for discrimination between signals. This
fits in with findings from Monaghan, Mattock, and Walker
(2012) where sound symbolism was found to be beneficial to
category learning, but not beneficial for learning individual
words.

Our experiment has shown that the physical aspects of dif-
ferent linguistic modalities, or signal space proxies, can affect
the structure which can emerge. These effects are very im-
portant to consider before we can isolate the cognitive effects
which experimental work in language evolution is trying to
characterise (Verhoef et al., 2014). We have developed a new
paradigm to address these questions, as well as new meth-
ods to measure structure within continuous signals. However,
HMMs still present two limitations; 1. HMMs do not explic-
itly model time spent in each state, which some participants
used as a strategy, and 2. Gaussian HMMs do not emit signals
that are continuous in the signal space, which is a feature of
the signal space proxy we use. We plan to address these issues
by using explicit duration and autoregressive HMM flavours,
which will allow more thorough comparison of the model and
the modelled repertoire, since such HMMs can emit passable,
continuous signals with explicit timing.

We have also considered the nature of the structure which
we have seen emerging in our study. In previous experimen-
tal work, artificial languages have been shown to emerge to
mirror the structure in a given meaning space (e.g. Kirby et
al. (2008)), which would be considered compositional struc-
ture as each building block is meaningful. Having such

a structured meaning space in our experiment has meant
that participants have generated signal structure which corre-
sponds directly to the meaning space, something which our
post-experimental questionnaires also confirmed. We plan
to run further experiments where there is less internal struc-
ture within the meaning space in order to perhaps generate
something more analogous to phonological structure. How
iconicity affects the emergence of structure at both a com-
binatorial and compositional level is something we are very
interested in pursuing, and we are currently planning future
signal creation experiments with further manipulations to the
signal and meaning space, as well as exploring these ideas
within the context of communication and transmission. We
also plan to further develop our metrics and models for use
in analysing the results of our experiments, as well as helping
inform parameters for new experiments.
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Abstract

Holistic processing (HP) is an expertise marker in visual
perception; nevertheless, it can be modulated by writing
experience (Tso, Au, & Hsiao, 2014). We have recently
found that HP also indicates expertise in Cantonese speech
perception (Liu & Hsiao, 2014). Nevertheless, Cantonese has
a logographic writing system where one syllable corresponds
to one character, whereas in alphabetic languages, each
syllable can be decomposed into phonemes that correspond to
letters. This distinction between logographic and alphabetic
languages may also modulate HP effects in speech perception.
Here we tested HP effects through the composite paradigm
with Korean syllables. In contrast to Cantonese speech
perception, native Korean speakers were less holistic than
novices in Korean syllable perception. Thus, experience with
an alphabetic language may promote analytic processing of
its spoken syllables. Similar to visual perception, our results
suggest that HP as an expertise marker in speech perception
depends on the listeners’ learning experience.

Keywords: holistic processing, speech perception, isolated
Korean syllable processing.

Introduction
In vision research, holistic processing (HP), i.e., combining
features together and process them as a whole, has been
consistently found as a behavioral expertise marker for face
processing across numerous studies through the composite
paradigm (for review, see Richler & Gauthier, 2014). In a
composite face task, participants are shown pairs of
composite faces and asked to do same/different judgments
about the top halves of the faces and ignore the irrelevant
bottom halves; participants are likely to report identical top
halves to look different when they are aligned with different
bottom halves. This phenomenon is termed the composite
illusion, and it disappears when the top and bottom halves
are misaligned. The amount of interference they get from
the irrelevant parts in the aligned condition, measured by
either a decrease in accuracy or sensitivity, or an increase in
response time as compared with the performance in the
misaligned conditions, reflected the degree of holistic
processing. In expert face processing, HP binds the two
halves of the faces together so that experts’ flexibility to
access the information of individual parts is attenuated
(Maurer, LeGrand, & Mondloch, 2002). The same paradigm
has been used to examine other fields of visual expertise,
including the recognition of cars, birds (Gauthier,
Skudlarski, Gore & Anderson, 2000), and fingerprints

(Busey & Vanderkolk, 2005), and HP has been consistently
found as an expertise marker.
More recent research suggests that, although HP has been

found as an expertise marker for face/object recognition, it
can be modulated by experts’ sensorimotor experience. For
example, it was shown that in Chinese character recognition,
as compared with novices, expert readers with limited
writing experience showed increased HP whereas readers
who were expert in both reading and writing showed
reduced HP (Tso, Au & Hsiao, 2014). Similarly, Zhou,
Cheng, Zhang, and Wong (2012) showed that face drawing
artists had reduced holistic face processing as compared
with non-drawers. Through computational modeling,
Galmar and Hsiao (2013) showed that the reduced HP in
face artists might be due to engagement of local attention
required in drawing faces. These results suggest that HP as
an expertise marker in visual recognition can be modulated
by experts’ learning experience.
Auditory processing expertise in speech perception refers

to one’s ability to rapidly and accurately identify and
discriminate individual sounds within a particular language
(Chartrand, Peretz & Belin, 2008). In contrast to the
research on visual perception, where different types of
expertise have been studied extensively, expertise studies in
speech processing has been largely neglected. A recent
study adopting the composite paradigm to examine the
processing of Cantonese syllables in experts and novices
suggested that HP might also be an expertise marker in the
auditory domain (Liu & Hsiao, 2014). It was found that
experts’ perception of Cantonese syllable parts were more
influenced by neighboring segments, especially in the
perception of syllable initials. This result is consistent with
the literature on visual perception, suggesting that HP may
also be an expertise marker in speech perception.
Nevertheless, Cantonese has a logographic writing system

(Chinese) that uses individual characters to represent
meaning, and components of the characters do not map to
components of the pronunciation. In addition, in Hong Kong,
where Hsiao & Liu’s (2014) participants were recruited
from, students learn to read characters in a “look and say”
method, and no phonics instruction is given to aid in reading
(McBride-Chang et al., 2005). Consequently, the language
experience in Hong Kong Cantonese speakers may prompt
them to process each syllable as a whole as compared with
novices. In contrast, in learning to read alphabetic languages,
children are explicitly taught with grapheme-phoneme
(letter-sound) correspondences (Ellis, et al., 2004), and the
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awareness of smaller sound units within a syllable is a
critical predictor of children’s reading development
(Goswami & Mead, 1992). Thus, children with an
alphabetic language background may learn to break down a
syllable into smaller parts, in contrast to Hong Kong
Cantonese speaking children.
In visual recognition, experts’ learning (i.e., sensorimotor)

experience can modulate HP effects (e.g., Tso et al., 2014).
Similarly, in auditory processing, the differences between
the nature of logographic and alphabetic languages may also
modulate HP effects in speech perception. Learning to read
in an alphabetic language may involve engagement of local
attention to components of the syllables, leading to reduced
HP effects. Thus, here we aimed to examine whether HP is
also an expertise marker in the processing of isolated
syllables of an alphabetic language. Here we chose Korean
as our research focus for two reasons. Firstly, Korean is a
less popular alphabetic language than English, and thus is
novel to the majority of people in Hong Kong, whereas
English is an official language in Hong Kong. Secondly,
although Korean is an alphabetic language, written Korean
characters consist of letters (Hangul) arranged in a similar
square shape as Chinese characters. Each character
corresponds to one syllable, and is composed of Hangul
letters. Hangul is an alphabet in which one letter maps onto
one phoneme, and arranged from left-to-right and top-to-
bottom to form a character, as illustrated in Figure 1
(Perfetti & Liu, 2005). Korean syllables have four types: V,
VC, CV, and CVC, with the latter two being more dominant
types (Kim, 2001). In South Korea, Hangul is a compulsory
part of the official literary education from as early as
kindergarten, so by the time they graduate from primary
schools, they are already proficient in decoding skills (Cho
& McBride-Chang, 2005). We hypothesize that since native
Koreans learn to read Korean characters with extensive
practice in decomposing characters, they may engage more
local attention to individual units within a syllable than
novices. Thus, expert Korean speakers may be more
analytic than novices in the processing of Korean syllables.

Figure 1: Examples of Korean syllables arranged into four
different structures

Methods
Participants
Twenty-four native Korean speakers and 24 native
Cantonese speakers who were novices of Korean were
recruited from the University of Hong Kong. A
questionnaire was designed to collect information about
their language background and exposure. All expert
participants were native Korean who were exchange or full-

time students at the University of Hong Kong. All
Cantonese speakers were born and grew up in Hong Kong
and had no formal education about Korean language except
for watching Korean dramas (on average less than one hour
per week). The two groups were matched in age (novice:
mean = 25.00, S.E = .93; expert: mean = 24.58, S.E = 1.38,
t(46) = .25, p = .80 ) and years of education (novice: mean =
16.41, S.E = .64; expert: mean = 15.56, S.E = .65, t(46)
= .86., p = .39). Note that the official language for
instruction at University of Hong Kong is English, so both
experts and novices of Korean were bilinguals in their
mother tongue and English.

Materials
Baseline Auditory Processing We adopted the birdsong
discrimination task developed by Liu and Hsiao (2014) to
tap on participants’ baseline auditory processing abilities.
All birdsongs used were downloaded from New Zealand
bird songs and calls corpus (Te Papa Atawhai, 2013) and
trimmed to 1.5s each from the beginning of the articulation.

Holistic Processing of Korean Syllables To examine
holistic processing of Korean syllables, the complete
composite paradigm (Gauthier & Bukach, 2007) commonly
used in vision research and modified in Liu and Hsiao (2014)
to examine holistic processing in speech perception was
adopted. In each trial, participants were presented with a
pair of Korean syllables sequentially, and told to attend only
to either the initial or the final segment, and judge whether
they were the same or different. In congruent trials, the
attended and irrelevant segments led to the same response,
i.e., both were “same” or both were “different” (see Table 1
for examples), whereas in incongruent trials, they led to
different responses (i.e., there was interference from
irrelevant segments). Holistic processing was assessed by
the performance difference between the congruent and the
incongruent trials.

Table 1: Examples of the Korean syllable stimuli.
Attend to Initial Attend to Final

Congruent Same [k]oo – [k]oo l[ah] – l[ah]

Different [n]eu – [g]eh p[yi] – n[oo]
Incongruent Same [k]yi – [k]eh p[ah] – s[ah]

Different [n]eo – [g]eo j[yi] – j[oo]

In order to apply the composite paradigm, only CV and
CVC structured Korean syllables were used for the current
study. Similar to Liu and Hsiao (2014)’s study, we created
three types of stimuli, namely original, separated, and
disconnected Korean syllables. The original Korean
syllables were recorded from a native female Korean
speaker at the Phonetic laboratory, University of Hong
Kong, using Praat with 44100 Hz sampling rate and 16-bit
resolution, mono channel. They were in total 160 pairs of
original syllables, and equally divided into four trial types:
same congruent, different congruent, same incongruent, and
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different incongruent. Due to co-articulation phenomenon
where the same initial may sound a bit different when paired
up with different final segments (i.e., the segments in an
original syllable are already integrated to form a holistic
representation), we created separated Korean syllables by
concatenating isolated initials and finals recorded by the
same female speaker corresponding to the original syllables
with no time delay (Figure 2b) to eliminate the co-
articulation effect. In addition, we created disconnected
syllables (Figure 2c) by adding a 0.5s gap between the
initial and the final of the separated syllables. This
disconnected condition is analogous to the misaligned
condition in the composite paradigm used in vision research.
The original and separated stimuli were about 1s long,
whereas the disconnected stimuli were about 1.5s long.

Figure 2: Examples of a) original Korean syllables, b)
separated and c) disconnected syllables.

Design
The design had one between-subject variable: group (expert
vs. novice); and three within-subject variables: congruency
(congruent vs. incongruent), stimulus type (original vs.
separated vs. disconnected), and attended syllable segment
(initial vs. final). The dependent variable was discrimination
sensitivity measured by A’, which is a bias-free
nonparametric measure of sensitivity1. The degree of
holistic processing was indicated by the performance
difference between congruent and incongruent trials.

Procedure
Baseline Auditory Processing 30 birdsong discrimination
trials were carried out before the holistic processing tasks.
In each trial, participants first saw a fixation cross for 500
ms at the center of the screen to signal the start of the trial.

1 , where H and F
present hit rate and false alarm rate respectively. Better
performance is indicated by a higher A’. Here we used A’ instead
of D’ because it can be calculated when the hit rate or the false
alarm rate is 1 or 0, which was present in the data we collected.

They then heard two birdsongs sequentially, each of which
lasted for 1.5s, with a 1s interval between the two stimuli.
They were asked to judge whether the two birdsongs were
the same or different with a response box. Half of the trials
were “same” trials, and the other half were “different” trials.
All birdsongs were drawn from the 60 birdsong clips; the
presentation of a birdsong in a “same” or “different” trial
was counterbalanced across participants.

Holistic Processing of Korean Syllables There were 160
trials of original syllables, 160 trials of corresponding
separated syllables, and 160 trials of corresponding
disconnected Korean syllables. In each stimulus condition,
there were four blocks, two for syllable initial
discrimination and two for final discrimination; each block
contained 40 trials. The sequence of presenting the initial
and final discrimination blocks was counterbalanced across
participants. In each trial, after a 0.5s central fixation, they
listened to two sequentially presented Korean syllables with
a 1s interval in between, and then judged whether the initials
(or the finals in the final discrimination blocks) of the two
syllables were the same or different with a serial response
box compatible with E-Prime (Figure 3). They performed a
practice session with 24 trials consisting of all three types of
stimuli (8 trials respectively for each type shown in Figure 2,
4 initial and 4 final discrimination trials) not used in the
materials before the experiment.

Figure 3: Procedure of the holistic processing task

Results
Bird Song
Both expert and novice groups had high and similar
performance in the birdsong discrimination task, they did
not differ in accuracy (experts, mean = .94, S.E = .02;
novices, mean = .94, S.E = .02, t(46) = ..16, p = .87), nor
response time (experts, mean = 1.60s, S.E = .13s; novices,
mean = 1.50s, S.E = .14s, t(46) = .61, p = .61), suggesting
both groups had no impairment in the baseline auditory
temporal processing.

Holistic Processing
Repeated measures ANOVA in A’ revealed significant main
effects of stimulus type (F(2, 92) = 43.11, p < .001, ηp2
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= .48), congruency (F(1, 46) = 71.16, p < .001, ηp2 = .61),
and attended syllable segment (F(1, 46) = 85.57, p < .001,
ηp2 = .65). Participants performed the worst in perceiving
original Korean syllables (planned paired-sample t-test,
original vs. separated: t(47) = 4.89, p < .001; original vs.
disconnected, t(47) = 4.88, p < .01), and had similar
performance in the separated and disconnected conditions
(t(47) = 0.19, p = .85). They were better in congruent than
incongruent trials (t(47) = 6.68, p < .001), and in processing
finals than initials (t(47) = 7.63, p < .001).
There was also a significant four-way interaction between

stimulus type, congruency, attended segment, and group
(F(2, 92) = 11.23, p < .01, ηp2 = .20), a three-way interaction
between stimulus type, congruency and attended segment
(F(2, 92) = 29.00, p < .001, ηp2 = .39), and a two-way
interaction between stimulus type and congruency (F(2, 92)
= 98.79, p < .001, ηp2 = .69). The above results indicated
that the level of holistic processing in the perception of the
syllable initials and finals differed between the two groups.
To further investigate the effect, we examined the data in
the syllable initial and syllable final discrimination tasks
separately2.

Syllable Initials Repeated measure ANOVA in A’ revealed
significant main effects of congruency (F(1, 46) = 98.63, p
< .001, ηp2 = .69) and stimulus type (F(1, 46) = 45.55, p
< .001, ηp2 = .49): participants showed a congruency effect
in syllable initial perception in general, and they performed
better as we separated and disconnected the initials from
finals. A significant three-way interaction between stimulus
type, congruency, and group (F(2, 92) = 42.18, p < .01, ηp2
= .47), and a two-way interaction between stimulus type and
congruency, (F(2, 92) = 97.62, p < .001, ηp2 = .68) were also
found. The interaction effects indicated that the level of
holistic processing differed across different types of stimuli
and participant groups.
When we split the data by group, we found that among

experts, there was a significant interaction between
congruency and stimulus type (F(2, 46) = 27.15, p < .01, ηp2
= .54), and this interaction was also found in novices (F(2,
46) = 74.95, p < .001, ηp2 = .77). When we split the data by
stimulus type, in processing original syllables, there was a
main effect of congruency (F(1, 46) = 110.98, p < .001, ηp2
= .73), and a significant interaction between group and
congruency (F(1, 46) = 51.19, p < .001, ηp2 = .53): novices
showed a stronger congruency effect, i.e., were more
holistic than experts in processing authentic Korean syllable
initials. When we separated the initials from the finals, the
effect of congruency became marginal (F(1, 46) = 3.30, p
= .08), and there was no interaction between group and
congruency (F(1, 46) = 1.09, p = .30, n.s.). The analysis
with disconnected syllables yielded similar results to the
separated condition: a marginal congruency effect (F(1, 46)

2 In the response time data analysis, only significant main
effects of congruency and attended segment, and a marginal main
effect of congruency were found. No significant interaction effects
were observed.

= 3.20, p =.08), and no interaction between congruency and
group (F(1, 46) = .81, p = .37, n.s.). As shown in Figure 4,
in general, both groups showed strong holistic processing in
the original condition, and separating/disconnecting
segments reduced the congruency effect.

Figure 4: Performance of experts and novices of Korean in
the HP task with Korean syllable initials (*p < 0.05; ***p <
0.001)

Syllable Finals There were significant main effects of
congruency (F(1, 46) = 36.41, p < .01, ηp2 = .44) and
stimulus type (F(1, 46) = 27.69, p < .01, ηp2 = .38), a two-
way interaction between stimulus type and congruency (F(2,
92) = 40.17, p < .01, ηp2 = .47), and a significant three-way
interaction between stimulus type, congruency, and group
(F(2, 92) = 20.13, p < .01, ηp2 = .30) in A’. Similar to the
results in the perception of syllable initials, the interaction
effects indicated that the level of holistic processing differed
across different types of stimuli and participant groups.
When we examined the data separately by group, novices

exhibited a significant interaction between congruency and
stimulus type (F(2, 46) = 34.23, p < .001, ηp2 = .60), as well
as among experts (F(2, 46) = 6.13, p < .05, ηp2 = .21). When
we separated the data by stimulus type, in the original
syllable condition, there was a significant main effect of
congruency (F(1, 46) = 44.71, p < .001, ηp2 = .49), and a
significant interaction between congruency and group (F(1,
46) = 17.86, p < .01, ηp2 = .28). Novices of Korean were in
general more holistic than experts in the original syllable
condition. In the separated condition, no significant
congruency effect (F(1, 46) = 1.36, p = .25, n.s.) or
interaction between congruency and group (F(1, 46) = .19, p
= .67, n.s.) was found. Similarly in the disconnected
condition, there was no main effect of congruency (F (1, 46)
= 2.38, p = .13, n.s.) or interaction effect (F(1, 46) = 1.09, p
=.30, n.s.; Figure 5). These results were in general
consistent with the results with syllable initials, suggesting
that experts exhibited reduced holistic processing effect as
compared with novices; as shown in Figure 5, in general
separation/disconnection of the segments reduced the
congruency effect in both groups.
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Figure 5: Performance of experts and novices of Korean in
the HP task with Korean syllable finals (**p < 0.01)

Discussion
To examine whether experience with languages that have
different types of writing systems (i.e., logographic vs.
alphabetic) can influence holistic processing (HP) in speech
perception, here we extended our research on HP in
Cantonese to the processing of Korean, an alphabetic
language. We adopted a modified composite paradigm to
examine the perception of Korean syllables in native Korean
speakers and novices whose first language is Cantonese.
Firstly, in contrast to the findings in Cantonese syllable

processing (Liu & Hsiao, 2014), we found that Korean
experts were more analytic than novices in Korean syllable
perception. In perceiving Korean syllable initials and finals,
both experts and novices showed decreased HP when the
segments were separated or disconnected from each other,
reflecting the baseline behavior in which sound segments
were less likely to be perceived as a whole when they were
separate or disconnected. The main difference in their
perception of syllable initials and finals lay in the original
syllable condition. Similar to how novices of Cantonese
perceived Cantonese syllable initials, novices of Korean
were very holistic when perceiving Korean syllable initials.
These effects suggest that the default mode of human
perception of syllable initials in a novel language may be
holistic. However, comparing with novices of Korean,
native Korean speakers were relatively less holistic in the
processing of syllable initials, presumably due to their
experience with Korean language. In contrast, in the
perception of Cantonese syllable initials, expert Cantonese
speakers were even more holistic than novices, and their
perception was still affected by syllable finals even when
the finals were separated or disconnected from the initials.
This contrast of how expertise in Korean and Cantonese

manifest through the HP paradigm may reflect the
modulation of the writing system on speech perception. In
learning an alphabetic language such as Korean, children
learn to read words through identifying sounds for spelling
using grapheme-phoneme (letter-sound) correspondences.

This learning process may require engagement of local
attention to graphemes and phonemes, making them more
and more proficient in identifying individual sound units
within one syllable. In contrast, children learning to read a
logographic language such as Chinese do not need to
decompose a character pronunciation into phonemes since
they do not map to components in the character. Thus, it is
possible to learn to read Chinese through “look and say”,
pairing one character with one syllable (such as children in
Hong Kong). This learning experience may blur the
boundaries between syllable initials and finals, resulting in a
more holistic way of processing Cantonese syllables. These
effects converge with some recent findings in visual
perception. For example, face artists who are expert in
drawing faces demonstrate reduced HP in face perception
(Zhou et al., 2012); a recent computational modeling study
suggests that this effect may be due to engagement of local
attention in face artists when drawing faces (Galmar &
Hsiao, 2013). Similarly, in Chinese character processing,
learning only to read but write Chinese lead to increased HP
among expert readers as compared to novices, whereas
learning to both read and write Chinese resulted in reduced
HP (Tso et al., 2014). Together these results suggest that in
perceptual expertise development, HP effects can be
modulated by different learning experiences. Using the
same paradigm in both visual and auditory processing
allows us to compare and examine expertise effects that may
be universal across different modalities.
Although in general Korean speech expertise

demonstrated different HP effects from Cantonese expertise,
here we replicated one finding from Cantonese syllable
processing (Liu & Hsiao, 2014): both participant groups
processed syllable initials more holistically than syllable
finals. This effect may be attributed to the typical lengths of
syllable initials and finals, and the differences in the
acoustic properties of consonants and vowels.
In the literature of speech processing, the term “holistic

processing” has often been defined as processing at the level
of syllable or a global unit of speech (Charles-Luce & Luce,
1990), which is considered as a less efficient and immature
form of speech processing. On the contrary, analytic
processing, i.e., processing a word as a combination of
individual sounds from the beginning to the end, emerges
with more exposure to the language and accelerates with
explicit teaching of the internal structure of the words, and
marks the maturation of phonological encoding and
expertise in the language (Byrd, Conture, & Ohde, 2007).
Note that although we also found native Korean speakers
are less holistic than novices in processing Korean syllables,
the definition of HP used here is different from the one in
the auditory processing literature. The HP measured by the
composite paradigm refers to voluntary combination of
features and inability to selectively attend to parts. Thus, our
results suggest that, not only can experts of an alphabetic
language process words or syllables phoneme by phoneme,
but also can they selectively attend to part of the syllables
without being interfered by other segments. Readers of
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logographic languages such as Chinese are also shown to
have better phonological awareness as they progress to
become better readers (Shu, Peng, & McBride-Chang, 2008);
nevertheless, Hsiao and Liu’s (2014) results suggest that
they may still process syllables holistically due to their
learning experience. It remains unclear whether explicit
instructions on the phonemic structures of
Chinese/Cantonese syllables through a phonetic system are
able to enhance analytic syllable processing and reading
development. Research on visual expertise has suggested
that both holistic and analytic skills maybe required for
mastering a recognition skill. For example, in Tso et al’s
(2014) study, the best readers were those who were
proficient in both reading and writing. Similarly, Galmar,
Chung, and Hsiao (2014) showed that face drawing experts,
who showed reduced HP in face processing, performed
better than non-drawers in face identification. These results
suggest that the development of analytic skills may also be
beneficial for speech processing.
In conclusion, here we show that experts demonstrated

weaker HP than novices in Korean syllable perception as
assessed by the composite paradigm, in contrast to Liu and
Hsiao’s (2014) finding that Cantonese experts showed
stronger HP than novices. This result suggests that
experience with different writing systems may modulate HP
effects in speech perception. Similar to the literature on
visual expertise, HP as an expertise marker in speech
perception depends on the listeners’ learning experience.
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Abstract 

Symbolic and non-symbolic number representations are 
thought to share common neural substrates. However, recent 
studies have shown that the two numerical systems are more 
distinct than previously thought. These disparate findings may 
be explained by the use of sequential presentations of symbol-
ic and non-symbolic quantities, the use of magnitude-reliant 
tasks, or the use of limited number ranges. We investigated 
whether adults integrate symbolic and non-symbolic numeri-
cal information during a non-magnitude-based task in which 
symbolic and non-symbolic double-digit numerical infor-
mation is shown simultaneously. Participants viewed images 
in which symbolic numerals or letter pairs were superimposed 
on non-symbolic numerical stimuli and were asked to deter-
mine whether the text was a numeral or letter, ignoring the 
dots. After perceptual biases were taken into account, partici-
pants were more accurate and faster in their judgments when 
symbolic and non-symbolic information matched than when 
information mismatched, suggesting that adults can integrate 
symbolic and non-symbolic numerical information. 

Keywords: number processing; symbolic integration; sym-
bolic estrangement; symbolic numerical system; non-
symbolic numerical system 

Introduction 

Educated humans have access to two types of numerical 

representations: exact, i.e., symbolic, number representa-

tions and approximate, i.e., non-symbolic, magnitude repre-

sentations. These magnitude representations are thought to 

be at the core of the approximate number system (ANS), 

which imprecisely represents numerical quantities such that 

quantities at close ratios (e.g., ‘12’ and ‘18’) are harder to 

discriminate than quantities at distant ratios (e.g., ‘12’ and 

‘30’) (Dehaene, 1992; Nieder & Dehaene, 2009). For edu-

cated human adults, symbolic and non-symbolic representa-

tional systems appear to overlap to a high degree, such that 

seeing a numeric symbol will activate a representation of its 

associated magnitude. For example, fMRI studies have 

found overlapping regions of activation when people view 

symbolic and non-symbolic numerical stimuli (e.g., Dehae-

ne, Dehaene-Lambertz, & Cohen, 1998; Fias, Lammertyn, 

Reynvoet, Dupont, & Orban, 2003) and when people per-

form mental addition on symbolic and non-symbolic stimuli 

(Venkatraman, Ansari, & Chee, 2005). Habituation para-

digms also provide support for overlap. When the same nu-

meric quantity is presented multiple times, the hemodynam-

ic response associated with that quantity is diminished, even 

when the presentation format shifts between symbolic and 

non-symbolic notations (e.g., Kallai, Schunn, & Fiez, 2012; 

Piazza, et al., 2004). This suggests that the same neurons are 

activated when processing symbolic and non-symbolic nu-

merical stimuli. Critically, higher levels of this “symbolic 

integration” are thought to support mathematical problem 

solving and math achievement (Geary, 2013; Holloway & 

Ansari, 2009). 

However, recent behavioral and neuroimaging evidence 

questions the commonalities between symbolic and non-

symbolic number representations. Symbolic numbers do not 

always automatically and effortlessly activate non-symbolic 

magnitudes (e.g., Lyons, Ansari, & Beilock, 2012; Wong & 

Szucs, 2013). With regard to math achievement, it has been 

found that both symbolic and non-symbolic representations 

serve as resources for mathematical problem solving, but 

that their contributions are unique, and the contribution of 

non-symbolic representations weakens after six years of age 

(Fazio, Bailey, Thompson, & Siegler, 2014). This suggests 

that “symbolic estrangement” may be occurring, in which 

mathematics depends primarily upon relations between 

symbolic numerals, with little meaningful support from 

ANS representations (Lyons, Ansari, & Beilock, 2012). 

The differing perspectives on symbolic integration and 

symbolic estrangement may reflect issues of measurement. 

Most prior measures of symbolic integration are indirect: 

participants experience sequences of stimuli (i.e., a symbol-

ic numerical stimulus followed by a non-symbolic one, or 

vice versa). Symbolic integration is thought to reflect expe-

rience in representing co-occurring and corresponding sym-
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bolic and non-symbolic stimuli, which is not well measured 

by these sequential procedures. In addition, the majority of 

prior studies require participants to make magnitude-based 

judgments (e.g., number comparison judgments). Such tasks 

could potentially prime the activation of one type of repre-

sentation over the other, depending on the particulars of the 

task. Furthermore, prior research suggests that the type of 

magnitude judgments can influence the extent to which 

symbolic integration is found (Lyons & Beilock, 2013). 

Previous studies have also primarily investigated single-

digit numbers or double-digit numbers of low quantity. It is 

possible that sampling more heavily across the full double-

digit number range would also yield different integration 

results. The current study seeks to address these issues by 

using a novel experimental paradigm to assess symbolic 

integration. 

We wanted to test whether adults would show evidence of 

symbolic integration when they are simultaneously present-

ed with multi-digit symbolic and non-symbolic numerical 

information (see Figure 1). Instead of asking participants to 

make magnitude judgments, they completed a numerical 

version of the lexical decision task (henceforth known as the 

“Numberness task”), in which they judged whether text on a 

stimulus showed a numeral or letter pair. The stimuli also 

included non-symbolic number information in the form of a 

dot cloud, which either matched or mismatched the symbol-

ic information in quantity. Because the task did not require 

magnitude processing, participants were not primed to pro-

cess the stimuli through the ANS. This provided a cleaner 

measure of whether participants naturally integrated the two 

types of numerical formats. The paradigm’s design was in-

spired by prior research on integration effects in reading, in 

which speech sounds are presented with matching or mis-

matching Arabic letters (e.g., Blau et al., 2010; Blomert, 

2011). These designs, in turn, are based on a large body of 

basic neuroscience research that suggests that symbolic in-

tegration should greatly enhance the response to matching, 

coincident stimuli; as the level of symbolic integration in-

creases, then the response difference between matching and 

mismatching coincident stimuli should increase. For the 

Numberness task, we hypothesize that adults will show ef-

fects of integration, such that performance will be better 

when Arabic numerals and dot quantities match than when 

Arabic numerals and dot quantities mismatch. Moreover, 

this effect should only occur when the text shows a numeral, 

but not when the text shows a letter pair. 

If symbolic integration exists, then the symbolic numeral 

shown on a stimulus could also influence participants’ per-

ceptions of the stimulus’ dot quantity. Thus, a second group 

of participants was asked to estimate the number of dots 

shown in the Numberness stimulus images. We predicted 

that participants would show some bias in their dot quantity 

perceptions when paired with Arabic numerals, but not with 

letters. If participants showed a perceptual bias, then this 

could change what participants perceive as a symbolic and 

non-symbolic “match” in the Numberness task. Consequent-

ly, people might only show better performance on matching 

than mismatching trials in the Numberness task when these 

biases are taken into account. 

Methods 

Participants 

One hundred one adults participated in the study. Partici-

pants were recruited through Amazon Mechanical Turk 

(AMT), an online, crowd-sourced participant pool. Recruit-

ers post tasks on AMT, which workers can choose to com-

plete; if the work is satisfactory, then the recruiter can grant 

approval and payment to the worker. All participants were 

required to be located in the United States, to have at least 

50 approved tasks, and to have an approval rate of 95% or 

higher on the website, which is found to ensure high-quality 

AMT data (Peer, Vosgerau, & Acquisti, 2014). Sixty-five 

participants (36 female; age M = 38.2, SD = 13.7, range = 

19-67 years; 57 with post-secondary education) completed 

the Numberness task for $0.50, and 36 participants (17 fe-

male; age M = 37.0, SD = 12.0, range = 18-63 years; 24 

with post-secondary education) completed the Dot Cardinal-

ity task for $1.00. Payment was based on the average time 

taken to complete the task. Four participants from the Dot 

Cardinality group were excluded from analyses because 

they showed a misunderstanding of the task (e.g., typing 

repeated sequences of numbers or typing the numeric text 

instead of estimating the number of dots). 

Materials 

Stimuli Creation The dot clouds in the task stimuli were 

created using the MATLAB script written by Dehaene, Iz-

ard, and Piazza (2005). To control for perceptual differences 

in the stimuli, we created six images for each dot quantity 

tested in the tasks. The images were created by manipulat-

ing dot size and total area occupied by the dots, such that 

each dot quantity had images that used three different dot 

sizes and two different total areas. Double-digit Arabic nu-

merals or letter pairs (12 numerals, 12 letter pairs) were 

superimposed at the center of each dot cloud (see Figure 1 

for examples). Numerals ranged from 11 to 63, and dot 

quantities ranged from 7 to 95 dots. 

 

 
 

Figure 1: From left to right, examples of numeral and letter 

pair “num>dot,” “match,” and “num<dot” stimuli. 
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Numberness Task Participants were shown a series of im-

ages and asked to judge whether the image text showed a 

symbolic numeral or a letter pair. Participants responded by 

pressing “S” on a computer keyboard if the text was a nu-

meral, and pressing “L” if the text was a letter pair. Each 

image was shown for 400 ms, and participants were given 

1.5 s to respond. The task included 576 trials, separated into 

6 blocks of 96 problems each. Of those 576 trials, 288 of the 

trials showed numerals and 288 of the trials showed letter 

pairs. Within the numeral trials, 72 showed images where 

the numeral and dot quantity matched (“match” trials), 72 

showed images where the numeral was greater than the dot 

quantity at a 1.5 ratio (“num>dot” trials; e.g., 17 dots paired 

with the Arabic numeral “25”), 72 showed images where the 

numeral was less than the dot quantity at a 1.5 ratio 

(“num<dot” trials; e.g., 38 dots paired with the Arabic nu-

meral “25”), and 72 showed images where only a numeral 

was shown (“filler” trials). For the letter text trials, letter 

pairs were randomly matched to numerals, such that specific 

letter pairs were always paired with the same dot quantities 

(e.g., “PN” was matched with the numeral “59,” so both 

“PN” and “59” were always paired with dot quantities of 39, 

59, and 89). Both numerals and their matched letter pair 

were always paired with the same sets of dot clouds, such 

that perceptual qualities of the stimuli were constant across 

the two conditions. Thus, within the letter text trials, there 

were also 72 trials of each type (match, num>dot, num<dot, 

filler), though the actual relations between the letters and 

dot quantities were arbitrary designations. 

 

Dot Cardinality Task Participants were shown a series of 

images and asked to estimate the number of dots shown in 

the image. Participants typed in their estimates on a com-

puter keyboard. Each image was shown for 400 ms, and 

participants were given an unlimited amount of time to re-

spond. The purpose of this task was to determine the psy-

chological magnitude of the presented dot quantities in the 

Numberness task; therefore, we reused the exact same stim-

uli from the Numberness task. Participants completed 432 

trials: 144 involved “match” trials, 144 involved “num>dot” 

trials, and 144 involved “num<dot” trials. Half of each trial 

type contained numerals, and half contained letter pairs. 

Procedure 

After accepting the task on AMT, participants completed 

either the Numberness task or the Dot Cardinality task. If 

participants were given the Numberness task, they were 

required to achieve 80% accuracy on a short practice block 

of 10 trials before moving on to the real task. 

Results 

Numberness Task 

Because we were primarily interested in the differences be-

tween match and mismatch (num>dot, num<dot) Number-

ness trials, we excluded all filler trials from the following 

analyses. Two additional trials were also removed because 

the stimulus images did not show correctly during those 

trials. This left a total of 430 trials for analysis. Trials with 

response times faster than 100 ms were excluded to elimi-

nate trials in which participants had not processed the full 

stimuli. Trials in which participants ran out of time to re-

spond (e.g., took longer than 1.5s to respond) were also ex-

cluded to control for external environmental issues that may 

have affected task performance. 

To investigate the differences between matches and mis-

matches, we ran a 2 (text type: numeral, letter pair) X 3 

(mismatch type: num>dot, match, num<dot) repeated-

measures ANOVA on Numberness accuracy. Contrary to 

our symbolic integration hypothesis, we found no signifi-

cant interaction between text type and mismatch type [F(2, 

128) = 2.13, p = 0.12, ηp
2
 = 0.03] (see Figure 3a). Overall, 

participants responded more accurately when images had a 

letter pair [M = 0.93, SD = 0.08] rather than a numeral [M = 

0.91, SD = 0.06], [F(1, 64) = 20.3, p < 0.001, ηp
2
 = 0.24]. 

There were no differences between the mismatch types [F(2, 

128) = 2.58, p = 0.08, ηp
2
 = 0.04]. 

A second 2 (text type: numeral, letter pair) X 3 (mismatch 

type: num>dot, match, num<dot) repeated-measures ANO-

VA was run on median response times on correct Number-

ness trials. There was a significant interaction with a Green-

house-Geisser correction [F(1.94, 124.2) = 13.6, p < 0.001, 

ηp
2
 = 0.18] (see Figure 4a). For numeral trials, there was a 

significant effect of mismatch type [F(1.92, 123.1) = 18.9, p 

< 0.001, ηp
2
 = 0.23]. Post-hoc tests using a Bonferroni cor-

rection showed that match trials were significantly faster 

than both num>dot trials [p = .02] and num<dot trials [p < 

0.001]. A mismatch effect was also seen for letter pair trials 

[F(1.91, 122.1) = 5.86, p = 0.004, ηp
2
 = 0.08] in the opposite 

direction, such that match trials were significantly slower 

than num<dot trials [p = 0.001]. The response time results, 

but not accuracy results, provided partial support for sym-

bolic integration. 

Dot Cardinality Task 

While the Numberness data did not show a strong integra-

tion effect, we wanted to see whether symbolic number in-

formation could influence non-symbolic number estimates 

by comparing participants’ perceived dot quantity estimates 

to the objective dot quantities shown in the stimuli. Because 

several participants mistyped their estimates during the task, 

we calculated each participant’s median estimate for each 

dot quantity to remove potential outliers. 

Regressions were run on median dot estimates, using ob-

jective dot quantity as a predictor (estimated dot quantity = 

B1*objective dot quantity + B0). Separate regressions were 

run for each trial type (match, num>dot, num<dot for nu-

meric text trials; match, num>dot, num<dot for letter pair 

trials), for a total of six regressions. If the symbolic numeral 

on each stimulus has no influence on participants’ dot esti-

mates, then the slopes of each regression should be equal. 

The 95% confidence intervals of each regression’s slope 

and intercept are shown in Table 1. For numeral trials, the 

slopes of the num>dot and num<dot trials were significantly 

1406



different from the slope of the match trials. Unexpectedly, 

for letter pair trials, the num>dot trial slope also significant-

ly differed from the match trial slope, though differences 

between letter pair slopes were smaller than for numeral 

slopes (see Figure 2). The slopes for all six regressions were 

also significantly lower than a slope of 1, showing that par-

ticipants are consistently overestimating small numbers of 

dots and underestimating larger numbers of dots shown in 

our stimuli. 

 

Table 1: 95% confidence intervals for the Dot Calibration 

regression slopes and intercepts. 

 

Trial Type Slope CI Intercept CI 

Numeric text, match 0.74-0.83 3.75-6.99 

Numeric text, num>dot 0.87-0.99 2.14-5.02 

Numeric text, num<dot 0.61-0.68 6.44-10.30 

Letter pair, match 0.65-0.74 4.66-7.94 

Letter pair, num>dot 0.76-0.84 4.01-6.23 

Letter pair, num<dot 0.65-0.74 5.99-10.85 

 
 

Figure 2: Mean regression equations of each trial type for 

numeral trials (left) and letter pair trials (right). 

Numberness Task After Adjustment 

Given the estimation biases in participants’ dot quantity 

perceptions, we wanted to see whether adjusting the dot 

quantities in the Numberness task to reflect perceived dot 

quantities, rather than actual dot quantities as used in our 

previous analyses, would lead to greater differences be-

tween match and mismatch trials. A linear regression was 

run on the Dot Cardinality median dot estimates, using ob-

jective dot quantity as a predictor. The regression only used 

data from the letter text trials to avoid potential anchoring 

influences caused by the numeric text. Because the pairings 

between letter pairs and dot clouds were arbitrary, we col-

lapsed across all three trial types. We derived the following 

equation from the regression to predict participants’ per-

ceived dot quantity, given the objective dot quantity on a 

stimulus: Y = 0.72X + 6.62. The perceived dot quantity was 

then used to re-categorize trials as match, num>dot, and 

num<dot trials. 

We reran 2 (text type: numeral, letter pair) X 3 (re-

categorized mismatch type: num>dot, match, num<dot) 

repeated-measures ANOVAs on the Numberness task’s ac-

curacy and response times. With a Greenhouse-Geisser cor-

rection, there was now a significant two-way interaction for 

accuracy [F(1.33, 84.9) = 18.1, p < 0.001, ηp
2
 = 0.22] (see 

Figure 3b). For the numeral trials, match trials (M = 0.95, 

SD = 0.09) were significantly more accurate than num>dot 

trials (M = 0.90, SD = 0.09) [p < 0.001] and num<dot trials 

(M = 0.91, SD = 0.08) [p = 0.001]. There were no differ-

ences between match and mismatch trials for letter pair tri-

als [F(2, 128) = 1.52, p = 0.22, ηp
2
 = 0.02]. For median re-

sponse time, there was also a significant interaction with a 

Greenhouse-Geisser correction [F(1.42, 91.1) = 19.7, p < 

0.001, ηp
2
 = 0.24] (see Figure 4b). For numeral trials, there 

was a mismatch effect [F(1.39, 88.9) = 16.9, p < 0.001, ηp
2
 

= 0.20] such that match trials were significantly faster than 

both num>dot [p < 0.001] and num>dot [p < 0.001] trials. 

There was no such effect for letter pair trials [F(1.3, 85.1) = 

3.32, p = 0.06, ηp
2
 = 0.05]. Thus, after adjusting for percep-

tual biases, match trials showed a consistent advantage over 

mismatch trials in both accuracy and response time. In addi-

tion, this advantage was unique to stimuli that showed Ara-

bic numerals. 

Discussion 

The current study investigated whether adults would show 

evidence of symbolic integration when symbolic and non-

symbolic number information was presented simultaneous-

ly. Specifically, we tested whether participants would per-

form better and more quickly when double-digit symbolic 

and non-symbolic number knowledge matched than when it 

mismatched. In the Dot Cardinality task, participants 

showed biases in their perceptions of our stimuli’s non-

symbolic number information, such that they consistently 

overestimated small quantities and underestimated large 

quantities. When these biases were used to determine when 

symbolic and non-symbolic information matched and mis-

matched in the Numberness task, then participants were 

more accurate and faster at making judgments about sym-

bolic numerical stimuli when non-symbolic information 

matched than when it mismatched. No such effect occurred 

when participants were making similar judgments on letter 

stimuli. Accuracy differences between matching and mis-

matching trials did not appear when perceptual biases were 

not accounted for, suggesting that the perceived non-

symbolic magnitudes are influencing performance rather 

than incidental features of the stimuli. Adults appear to nat-

urally integrate symbolic and non-symbolic number 

knowledge, such that non-symbolic numerical information 

influences judgments about symbolic numerical stimuli. 

We also found some evidence that estimates of non-

symbolic quantities may be influenced by symbolic numer-

als. In the Dot Cardinality task, the slopes of participants’ 

estimates were significantly different when dot quantities 

and symbolic quantities matched than when they mis-

matched. However, there were also some differences be-

tween slopes of letter pair trials, even though the matching 

and mismatching designations were arbitrary, suggesting 

that these slope differences may have been caused by some-

thing other than symbolic integration. 
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The consistent over- and under-estimation of numbers 

across both number and letter trials may also be evidence of 

symbolic integration. The numerals used in the Dot Calibra-

tion task ranged from 11 to 63, with 26 as its average value. 

This symbolic average may have biased participants’ non-

symbolic estimates across trials, which would fit with the 

results seen, such that dots in the 20s were perceived accu-

rately, values lower than the 20s were overestimated, and 

values higher than the 20s were underestimated. Future 

studies could test this form of integration by varying the 

numerical range used in the task and investigating its effect 

on estimates. 

Measuring Symbolic Integration 

Our results highlight the potential importance of present-

ing symbolic and non-symbolic information simultaneously 

to detect symbolic integration. Previous studies have pri-

marily utilized sequential presentations of symbolic and 

non-symbolic number information, which may not fully 

capture symbolic integration. Sequential designs may even 

tap into different cognitive processes, or require more cogni-

tive resources to keep sequential information in mind, which 

could prevent these designs from uncovering integration in 

adults. Furthermore, our study shows that perceptual biases 

should be measured to determine how participants perceive 

non-symbolic stimuli. This is especially important for any 

paradigms utilizing the simultaneous presentation of sym-

bolic and non-symbolic information, though it may also 

inform sequential paradigms (e.g., determining the per-

ceived ratio between non-symbolic comparisons, or creating 

matched pairs of symbolic and non-symbolic trials). 

Notably, the Numberness task used in the current study 

was not magnitude-related, as task judgments were removed 

from the magnitude of the stimuli. Yet, we still found mag-

nitude-related results. Prior studies have often involved such 

quantity-related judgments (e.g., asking participants to 

compare two number quantities), which could prime people 

to attend primarily to either symbolic or non-symbolic nu-

merical information. It would be informative to use the cur-

rent study’s co-occurring stimuli in a wider range of tasks 

that involve magnitude-related judgments to test the robust-

ness of the matching and mismatching response differences. 

Accounting for Individual Differences 

In the current study, we adjusted the Numberness task data 

using the Dot Cardinality task data, but the data was collect-

ed in a between-subject design. Prior studies have shown 

that representational acuity of the ANS can vary greatly 

across individuals (Halberda, Mazzocco, & Feigenson, 

2008), and that it continues to develop even into adulthood 

(Halberda, Ly, Wilmer, Naiman, Germine, 2012). Given the 

individual differences in perceptual biases of non-symbolic 

quantities, an average estimate of perceptual bias may not 

be sufficient to determine what each individual perceives as 

matching symbolic and non-symbolic numerical infor-

mation. This may be an especially large problem in the cur-

rent study because of the wide age range of participants. 

Ideally, one should determine how each individual perceives 

dot quantities, and then use that information to determine 

when symbolic and non-symbolic information is perceived 

as matching or mismatching. Future studies will measure 

both participants’ symbolic integration performance and 

their perceptual biases, such that task performance can be 

individually adjusted. 

In conclusion, the current study provides evidence for 

symbolic integration in adults. Non-symbolic numerical 

information appears to influence people’s classification of 

double-digit Arabic numerals, even when that non-symbolic 

information is irrelevant for the judgment at hand. Our find-

ings emphasize the importance of developing both types of 

number knowledge to best support performance in number-

related tasks. 

 

 

 

 
 

Figure 3: Numberness task accuracy (a) before adjustment and (b) after adjustment using the Dot Cardinality data with with-

in-subject SE bars. 
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Figure 4: Numberness task response time (a) before adjustment and (b) after adjustment using the Dot Cardinality data 

with within-subject SE bars. 
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Abstract 

Pezzulo (2008, 2011) and Grush (2004) contend for embodied 
cognitive science but interpret representations of motor 
behaviors as grounded on predictive internal models; those 
representations are referring-based.  By contrast, the present 
paper contends that the motor control is ground on both 
referring-based representation (as manifest in forward models) 
and non-referring-based representation (as manifest in inverse 
models); the latter is pragmatic representation with the 
following six characteristics: perspective, changing 
perspectives, normativity of the goal, planning, coordination, 
and motor learning by refining inverse models. This is an 
internal version of the action-oriented representation.   

Keywords: inverse internal model; action-oriented 
representations; forward internal model; motor control; goal. 

Introduction  

The studies of embodiment and anticipatory behaviors have 

been over one and a half decades, while the embodied 

cognitive science is in sharp contrast to cognitivism.  

However, Pezzulo (2008, 2011) and Grush (2004) regard 

motor behaviors as anticipatory insofar as their architectures 

are based on internal models (e.g. emulators, which are 

(closed-looped) forward models), without which motor 

behaviors would be `merely adaptive’, as they consider.  

Motor emulators, simulating motor effectors and 

environmental conditions, can operate on-line or off-line, 

and consequently are decouplable from the actual 

environmental conditions (Grush, 2004); because of that 

simulation, the relation between emulators, on the one hand, 

and bodily and environmental conditions, on the other, can 

be put in terms of structural isomorphism (Ramsey, 2007).  

As internal models operate ahead of the motor effectors, the 

motor system becomes significantly more efficient, 

compared to the control based on sensory feedbacks (Grush, 

2004; Desmurget and Grafton, 2000).   

Apart from that, Pezzulo considers that all cognitive 

phenomena are grounded on “anticipation of sensorimotor 

interaction” (Pezzulo, 2011, p. 80).  Together, as Pezzulo 

gathers, cognitive phenomena are embodied, and embodied 

representations, in turn, are grounded on internal models.  

What is it, then, that makes such internal models 

representational?  If it is structural isomorphism, then, such 

a perspective of representation is indeed a foundation of 

cognitivism, against which the embodied cognitive science 

aims to challenge.  By contrast, if it is not structural 

isomorphism, then, what indeed is it?   

The present paper will inquire into the nature of internal 

models concerning the motor control, arguing that they are 

internal in two ways, while each has its pertinent way of 

representation: the aforementioned structural isomorphism 

and effectivity-achieving, the former being based on 

referring-to (or, standing-in-for) relation, while the latter 

not, but instead on goal-fulfillment.  The former way of 

representation, typically manifest in forward internal models, 

explains some control functions, including prediction and 

estimation.  Such models are internal on the basis of the 

mimicking relation.  The latter explains some others, 

including planning and feedback correction.  Such models 

are internal, not based on mimicking, and accordingly the 

relating representation is non-referring-based.    

Section two discusses the representational status of non-

referring-based representations, the application of which 

will be discussed in the following two sections, on mirror 

neurons, and body schema, respectively.  The last section 

characterizes representations of motor actions.   

Two Ways of Representation in Internal 

Models 

The study of motor control is fundamentally concerned with 

transformation between sensory signals and motor 

commands, transformation which involves the coupling of 

two internal models: forward internal models and inverse 

internal models (Wolpert and Ghahramani, 2000).  Forward 

models simulate how the musculoskeletal system, given 

certain motor commands, would operate in response to 

environmental conditions, by predicting both the would-be 

(reafferent) sensory signals of resulting motor movements 

and consequent errors between those sensory states and the 

goal-state.   Inverse models, by contrast, maintain the 

opposite way of transformation, from desired motor states 

(i.e., the goal) to motor commands.  Those models are not 

mimicking-based.  Yet, they remain internal because with 

them the CNS (Central Nervous System) is regarded as 

modeling the system of sensorimotor transformation 

(Wolpert and Ghahramani, 2000; Wolpert et al., 1995).  

What is such a way of modeling based on, if not mimicking?   

Despite their being commonly internal, inverse models 

and forward models are internal in different ways.  Forward 

models, as aforementioned, simulate how the sensorimotor 

system and sensory receptors operate under environmental 

conditions.  That simulation maintains predicting activities 

on grounds of the relation that forward models refer to 

(shortly later) states of the sensorimotor system, given a 

certain end-state of the sensorimotor system as its goal and 

certain motor commands readily available for achieving that 

the goal.  The simulation, predication, and the consequent 

representation, can thereby be regarded as referring-based; 

this is a relation, in turn, based on structural isomorphism 
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between forward models, on the one hand, and environment 

conditions and the sensorimotor system, including sensory 

receptors and given goals, on the other.  The prediction that 

forward models make is anticipation with reported error 

signals.  Such errors are measured under the referring-based 

relation through comparison between the resulting state and 

the goal-state.  Errors and the consequent anticipation can 

be evaluated with the value of truth; consequently, mis-

representation is considered with truth-conditions of the 

anticipation.  Because of the involving truth-conditions, 

forward models consist of epistemic representations.   

By contrast, inverse models are internal in a different way.  

Although there may be a sense of internal 

modeling/representation, in which the CNS provides 

information of how the sensorimotor system operates, this is 

not modeling/representation to be measured with the truth-

value.   As sensorimotor transformation is determined 

within the CNS (Wolpert and Ghahramani, 2000), that 

system largely resides in the CNS, apart from processing 

extended to the peripheral.  Given a sensory state as the 

goal-state, a generated motor command would instead be 

measured with the value of satisfaction (Mandik, 2005), 

measuring whether the sensorimotor system would 

effectively achieve the goal; hence, the representation can 

be regarded as an effectivity-achieving relation.  Because 

that satisfaction-value, representations in inverse models are 

non-referring-based.  What is concerned in the effectivity-

achieving relation is not the epistemic knowledge, but 

instead the pragmatic knowledge, regarding how effective is 

the process of sensorimotor transformation heading toward 

achievement of the goal.   

Representations in inverse models are action-oriented 

representations as they involve both sensory states and 

motor commands.  Despite its being based on a non-

referring relation, inverse models remain consisting of 

representations in good standing, representing in the sense 

of directing something toward a goal (directing relation, for 

short); this is a three-position relation among an agent (an 

acting subject), a goal, and a body part to be directed toward 

that goal.  Such a relation operates in two contexts as its 

background: the musculoskeletal system and the 

environment, the former being full of noise and the latter 

being largely uncertain.  Besides, the directing relation 

presumes primitive (non-detailed) epistemic knowledge of 

the world/environment, knowledge on which the pragmatic 

knowledge unfolds.  The primitive epistemic knowledge, in 

the motor control, is typically manifest in the sensory or 

proprioceptive states of body parts concerning the goal of 

motor movements, the current state, and the resulting state 

after a motor movement.  The sensory or proprioceptive 

information, on the one hand, and information for 

controlling motor movement, on the other, interact in a way 

that they stand in mutual coordination, which is firstly 

conceived in the thesis of pushmi-pullyou representations 

(Millikan, 2005).  The directing relation is characterized 

with the following four properties together: perspective, 

changing perspective, normativity of the goal, and planning.  

1. Perspective.  Inverse models maintain the 

sensorimotor transformation, which generates motor 

commands that are required for achieving a goal, which is 

registered with its sensory state.  The way in which the 

sensorimotor transformation operates can be understood 

with basis functions that transform sensory coordinates of 

the goal-state, undergoing serial changes of a variety of 

coordinates, into coordinates of the envisaged motor 

commands (Pouget and Snyder, 2000).  Each pair of 

coordinates, as a note, has an origin at which two 

coordinates intersect with each other.  The origin of a pair 

coordinates is a standing point on which a body part acts, 

where body parts may be a hand, an arm, a shoulder, the 

neck, the head, or an eye.  Sensorimotor information in a 

coordinate system is perspectival, like that the sensory 

information at the retina of an eye is perspectival in the 

sense of seeing from an eye with egocentric representations.  

The information of a motor command is also perspectival, in 

the sense, for example, that the hand sets out to reach an 

object from the standing point of the original hand-position.   

Perspective is a characteristic of cognitive representations, 

as opposed to mechanical codes.   

2. Changing perspectives.  Representations in an inverse 

model are cognitive representations in good standing, as 

changing coordinates involves changing perspectives, which 

is remarkable in human thinking, and by no means merely a 

mechanic transformation.   

3. Normativity of the goal.  An end-state of a motor 

movement is considered to be a goal-state, including 

velocity or position as its parameters.  A goal-state is a 

target state for the ending condition of the motor control.  

Furthermore, a goal-state is also an end-state for comparison 

between a current state and the goal-state, with the resulting 

error signals to be reduced by setting up a new motor 

command that brings about a new motor state.  Because it is 

recognized as a goal-state, an end-state is assigned a 

normative significance for directing motor movements 

toward that goal-state.  To put it metaphorically, a goal is 

set-up cognitively as a ‘desired’ target for further pursuit.  

Because of that normative significance, an end-state of 

motor movements becomes a goal-to-be achieved for 

pragmatic representations, as opposed to epistemic ones.  

The goal-state is regarded as a reference point, in 

comparison with which currents states of hands and limbs 

are evaluated and the discrepancy is to be reduced.  This is 

the process of feedback correction, with which the motor 

control heads toward the reference point.  In the nutshell, 

the goal-state is taken normatively as a target to be achieved 

with the motor control.   

4. Planning.  Inverse models operate in the course of 

planning, which manages reverse engineering when given a 

sensory goal-state and expecting to generate a motor 

command that can be used to achieve that goal-state 

(Wolpert and Ghahramani, 2000).  The reverse engineering 

maintained by inverse models cannot be a biomechanically 

causal process, because the course of planning operates 

purely internally (in the CNS) without being executed in the 
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way of driving muscles,
1
and because the management of 

reverse engineering aims to ‘reverse’ the causal chain from 

motor commands to the goal-state and consequently does 

not fall in that causal chain.  More importantly, it is because 

the determination of a motor command for achieving a goal 

basically can be managed in many different ways.  A motor 

command is selected with the optimal control, control which 

operates with a number of principles, such as minimizing 

energy used by muscles, smoothness with minimum-jerk, 

and minimum variance (Todorov, 2004).  In inverse models, 

selection with principles is a matter of computation, as 

Wolpert and Ghahramani (2000) conceive.  The optimal 

control starts with a cost that defines the task goal (Todorov, 

2004), cost which evaluates how far it is away from the goal, 

evaluating for the relating computation.  We can 

accordingly grant codes of inverse models the status of 

representation for their being the vehicle of computation.   

As is worth noting, although inverse models are internal 

models, the optimal control cannot run as decouplable 

models with perfect accuracy.  According to Todorov 

(2004), open-loop optimalization preconceives “what the 

control schemes the sensorimotor system might use” and 

consequently approximate the average behavior of motor 

movements (pp. 910-1).  By contrast, only closed-loop 

optimalization  can incorporate sensory and motor noise in 

the biomechanical model and receive feedbacks from the 

environment.   That is, it is the closed-loop optimization that 

manages the on-line sensorimotor transformation, which 

responds to real information of the motor system in its 

immediate environment.  Thus, inverse models are 

embodied and situated because of the on-line computation 

of the sensorimotor transformation managed by the inverse 

models.   

Above, when inquiring into vehicle of inverse models, we 

see four characteristics of the motor representation in the 

sense of directing toward goal-achievement.  It is contrasted 

to referring-based representation in forward models.   

A system of the directing relation is representational in 

the action-oriented sense.  The control of actions has goal-

states.  Motor control, for example, is the determination of 

actions in order to achieve a goal-state.  Commands in the 

motor control can be considered in the context of action-

oriented representations: action-oriented representations are 

those that “include in their contents commands for certain 

behaviors (Mandik, 2005, p. 285).”  In addition, action-

oriented representations are “representations that 

simultaneously describe aspects of the world and prescribe 

possible actions, and are poised between pure control 

structures and passive representations of external reality 

(Clark, 1997, p. 49; emphasis added).”  Millikan’s (1995, 

                                                           
1  The ideomotor action is initiated with an idea or imagery 

(Koch et al., 2004), which specifically initiates the generation of 

motor commands for being further executed in driving muscles.  

The inverse models for generating those motor commands are 

internal models, not in the sense that they mimic motor activities, 

but that they manage planning that provide the motor commands 

needed for achieving the goal at stake.   

2005) thesis of pushmi-pullyou representations, an early 

version of action-oriented representations thesis, explains 

the representational status of association between 

description and prescription.  Such an association is 

representational because of its function of coordination 

between various aspects of living experiences, coordinating 

between what is sensed and what is to be done.  Such 

coordination ranges from animal behaviors (e.g. a food call 

of hens), Gibsonian affordances (e.g. environmental layouts 

for opportunities of action; e.g. grasping the handle of a 

cup), to common norm (e.g. driving on the right) and social 

role (e.g. waiting in orderly queues).  It is representational, 

as Millikan argues, because of its proper function that 

contributes to survival, for example, eye-brink has the 

proper function of preventing foreign matter entering the 

eye.  

Mirror Neurons 

Motor actions are anticipatory, not simply because motor 

control is for achieving goals but intrinsically because motor 

acts are implicitly embedded in goal-oriented actions.  This 

is indicated in Rozzi et al.’s (2012) research on mirror 

neurons.   

The F5 neurons in the brain are subdivided into groups for 

various motor acts, such as grasping, holding, tearing, and 

manipulating, which are anticipatory behaviors.  

Experiments with monkeys show the existence of mirror 

neurons.  Such neurons fire differently while executing the 

grasping act, depending on different final goals of the action, 

e.g. grasping the food to eat, or grasping it and placing it 

into a container.  In an experiment that requires grasping 

with pliers as a tool, a monkey is trained to get an object 

with normal pliers.  The pliers are open and should be 

closed in order to get an object.  When the monkey is given 

‘reverse’ pliers, the pliers are in a condition of closure; to 

get an object, the hand should open pliers.   The result is 

that most F5 neurons fire depending on the completion of 

the final goal-state, that is, holding the given object, but 

independent of the hand movement itself (opening or 

closing) (Umiltà et al., 2008).  The lesson is that a motor act 

is represented as a goal-oriented action.  As Rozzi et al. 

(2012) put it, “the neuronal selectivity for the action goal 

during grasping observation represents a prediction of the 

action outcome (p. 182).”  A movement of motor movement, 

say, hand opening with the tool of ‘reverse’ pliers, is 

incomplete without incorporating a final state of goal-

achievement, namely, getting the given object firmly.  

Mirror neurons “predict the action goal with contextual 

cues” (ibid.).  Putting in terms of action-oriented 

representations, prescription of action is incomplete without 

incorporating description of the goal-state.  The motor 

movement is integrated with goals, in a way that 

coordination appears between prescriptive and descriptive 

information.  Representation of motor action is indicated in 

characterization of a goal and the prescription of motor 

actions, which is goal-oriented and non-referring-based.   
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Prescription (of actions) is connected to description (of 

states) in another sense: the body representation is used for 

generating actions, as discussed in the theme of body 

schema.   

Body Schema 

The body schema is the information of visual and bodily 

sensations tightly coupled with information available for 

generating motor actions.  It can be considered in the 

context of action-oriented representations, with the focus on 

description-prescription association, as discussed below.  

The manipulation of actions, which is anticipatory, requires 

spatial knowledge of bodily parts, which is knowledge 

poised for use in processes of motor control from the 

controller’s point of view, as opposed to the observers’.  

That knowledge is the body schema, as discussed by 

Christensen (2012).  That would likely be knowledge, 

generally speaking, put in an egocentric spatial framework, 

which is put in a way that can be immediately taken into 

account in determination of motor commands.  That 

egocentric spatial framework is highly detailed with various 

reciprocal relations, as indicated by Christensen as follows.  

A bodily part thus encoded in space is, at least, one that is 

posited in relation to external objects and simultaneously 

one in relation to other bodily parts.  For example, when I 

grasp a cup in front of me around a desktop computer, the 

arm is positioned in relation to the keyboard and the cup that 

I intend to reach, and the arm is positioned in a further 

relation to the hand and other limbs connecting to it.  The 

egocentric spatial framework includes somatosensory 

information (the sensation of touch, signals received from 

the skin) and proprioceptive information (sensory 

information received from muscles, tendons and joints, 

information concerning the stretch and load of muscles). 

In Christensen’s (2012) research, the body schema is 

contrasted with the body image in the following three 

respects; in general, the description-prescription connection 

is manifest in the use of body schema for controlling actions.  

Firstly, body schema is body representations for use in 

actions, while body image is body representations available 

in perception.  Secondly, the body schema is unconscious 

knowledge, while the body image is information available 

for generating consciousness.  Thirdly, the body schema is 

changeable along with the time when an action proceeds, 

while the body image is comparatively “more static” (ibid. 

285).  The body schema is more complicated, as we can 

understand, because various sensations are made available 

for use and consequently is constrained in use, as manifest 

in the following two properties of the body schema. 

First of all, stimuli of sensation are coded in a spatial 

reference frame that is basically used for representing the 

external world, yet representations of actions and the goal 

are involved.  When I feel itching on one foot, I remain in a 

position to scratch it accurately in the correct foot.  Even 

when I cross my legs, it remains the case, yet the processing 

time needs to be longer, indicating that things are getting 

more complicated concerning any further action pointing to 

a specific position.  The lesson, as can be interpreted, is that 

sensations in the body schema arise in an egocentric space 

that is not independent from the actual motor processes, but 

instead using the egocentric space in the actual management 

of motor processes.  The way in which motor processes 

proceed, in other words, would affect the sensations in the 

body schema.  The body schema consists of sensations that 

are tightly involving in, rather than independent from, 

processes of motor actions.  More important, such 

sensations arise in the egocentric space that intrinsically 

takes shape with the management of motor actions.  As 

arguably, representations of such sensations involve the 

aforementioned directing relation, which is action-oriented 

with non-referring-based characters such as changing 

perspectives, planning and normativity of the goal for action.   

Secondly, the body schema is put in modular 

representations, modular in both perspectives of sensation 

and action.  As signified in the modularity, fingers are part 

of the hand, and in turn part of the arm.  For representations 

in a module are independent from those outside it, apraxia 

patients may have difficulties in grasping a spoon, while 

they can reach the food with the spoon easily (by moving 

the arm without using the hand).  That is, the damage in 

processes of controlling the hand, because of modularity, 

does not affect those of controlling the arm (Sirigu et al., 

1995; cited from Christensen, 2012, p. 285).  When 

sensations are modularized, their relating processes for 

action are modularized in a concordant way, which 

manifests a way of description-prescription connection.   

The above discussions concern how sensations of motor 

actions are organized, which are actually organized in 

relation to processes of motor actions.  A further question 

regarding body schema concerns its cause.  Namely, what is 

it that initiates sensations of movement: Is it motor 

commands of the movement in the central neural system 

(CNS), or muscular structures that carry out the motor 

movement?  The answer is muscular structures; such an 

answer indicates the tight coupling between sensations and 

motor actions, which takes place not at the level of motor 

commands at the CNS but down at the level of muscular 

structures.   

Ellaway et al. (2004) organize an experiment that elicits 

finger movements, twitches, happen nearly simultaneously 

at the left and the right hands, and further identifies which 

movement is sensed earlier.  Specificially, the twitch at the 

left hand fingers is elicited with electrical stimulation of 

forearm muscles, while that at the right is initiated with 

transcranial magnetic stimulation (TMS) functioning in the 

human motor cortex.   The TMS stimulation, as is suspected, 

brings about an efferent copy of the motor command, a copy 

which initiates sensations of the twitch at the right hand 

fingers.  If this is true, then the right hand twitch would be 

sensed earlier, as the route of signal transduction in the 

brain is certainly shorter than a sensory feedback from the 

peripheral.  Yet, it is not the case; the sense of twitch at the 

right, elicited with the TMS, is actually later that sensed at 

the left, with electrical stimulation.  As Ellaway et al. (2004) 
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discuss, there is no evidence that TMS takes an early 

efferent copy.  The early sensations are directly initiated by 

synchronous volleys of action potentials in muscular 

afferents.  Eventually, those volleys at the left are sensed 

earlier than the afferent responses to the muscle twitch at the 

right.  In the nutshell, those muscular volleys arise at the 

onset of the left twitch, while sensory feedback of muscular 

twitch at the right turns up at the end of the twitch.   

The body schema as discussed above, to conclude this 

subsection, can be considered in the context of action-

oriented representations.  During the course of a motor 

action, first of all, locations of bodily parts should be 

represented in a way that is readily available for use in that 

action.  As discussed above, the body schema is information 

of sensations that are tightly coupled with information for 

generating motor actions.  Such sensations are action-

oriented as they are structured in egocentric spatial 

framework and objects and bodily parts in that framework 

are mutually related responding to a way that is easy for use.   

Cognitive Representations 

In the motor control discussed above, motor systems are 

qualified as representational manly in three senses together: 

directing relation, coordination, and the basis for 

developing/learning new motor skills through practice.  

Firstly, the relation of directing something toward the goal, 

as previously discussed, manifest a novel sense of 

representation—non-referring-based representation—in 

inverse models of the motor control. Secondly, the 

coordination between various factors involving in 

connections between sensory information and motor 

commands makes the motor actions readily approaching to 

the goal-state, thus showing the description-prescription 

connection of action-oriented representations.  The 

sensorimotor transformation stands at the core of inverse 

models, which presumes this description-prescription 

connection.   

Representations in the above two senses together are 

different from those in perception, declarative language and 

memory.  Each of the latter representations is basically a 

matter of factuality and consequently is to be evaluated with 

truth-value.  By contrast, the motor control concern both 

factuality and effectivity, and consequently need to be 

evaluated with the value of accuracy.  In the maintenance of 

anticipation, evaluation of motor actions can be made in 

terms of accuracy; for example, reaching without missing 

the target, grasping a cup firmly, walking ahead in balance, 

are movements that fulfill the goal-states accurately.  

Whether a goal-state is achieved can be evaluated, regarding 

the degree of error when a current-state is compared to the 

goal-state; in this way, conditions of misrepresentation are 

clearly defined.  Thus, representations of the motor action 

differ from those of perception, memory and declarative 

language, in a way that the category of accuracy is different 

from that of truth.  This is a distinctive reason why the bases 

of motor actions—coordination and non-referring-based 

anticipation, as aforementioned—are not put in the 

categories of structural isomorphism (as Ramsey (2007) 

characterizes), 1-1 correspondence or mirroring, on which 

representations of perception, memory and declarative 

language are based. 

The third sense of representation—the basis for 

development of novel skills through refining inverse 

models—must be addressed for responding to the problem 

of characterizing cognitive representations in terms of 

necessary and sufficient conditions, which attempts to find a 

clear-cut boundary (with a set of properties) between the 

mental and the physical.  Yet, coordination and the non-

referring-based anticipation not only appear in behaviors but 

also turns up in biological structures (e.g. homeostasis), 

even in physical phenomena (see various examples of 

anticipatory coupling in Stepp and Turvey (2010)).  By 

contrast, that motor actions are cognitive is distinguishingly 

manifest in the characteristic that individuals may develop 

(as opposed to changing in the phylogeny) various 

dexterities through practice.  Motor actions are bases for 

further development (through practice) of motor skills.  The 

development of motor skills implicates that structures and 

phenomena of motor actions continue and are enhanced in 

those skills.  The continuation is unlike further constructions 

on materials, e.g. building up a house with sand and stone, 

and constructing a bridge with steel.  Rather, the 

development of motor new skills is like a young manager 

being supported (and consequently `enhanced’) by 

experienced advisors.  The motor dexterity is developed out 

of motor actions, which provide primitive structures and 

shapes for further transformation into various motor 

dexterities.  The continuation from motor actions to motor 

dexterities is made possible with practice, especially that 

through perseverance.  Furthermore, learning of motor skills 

is achieved by adapting internal inverse models (Wolpert 

and Ghahramani, 2000), which are  non-referring-based 

models, as aforementioned.  Hence, the motor learning is 

achieved on grounds of adapting non-referring-based 

models.  To summerize, insofar as motor dexterities are 

cognitive performances, those three characteristics of the 

motor control—non-referring-based anticipation, 

coordination, and the basis for development of dexterities 

through practice—make representations of the motor control 

be consisted of not only truth-based representations but 

effectivity-based representations.   

Concluding Remarks 

Pezzulo (2008, 2011) and Grush (2004) contend for 

embodied cognitive science but interpret representations of 

motor behaviors as grounded on internal models, apart from 

this, motor control would be ‘merely adaptive’.  Pezzulo 

argues that motor control is representational because of 

predictive models; similarly, Grush argues it because of the 

prediction made in forward models.  As prediction made in 

forward models is ground on the referring-based 

representation, their arguments are amount to the claim that 

the motor control is representational because of the 

referring-based relation.  Against this claim, as the present 
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paper contends, inverse models disclose that motor control 

may be representational in a different sense—directing 

relation (directing something toward a goal)—a non-

referring-based sense of representation.  This new sense of 

representation has four characteristics: perspective, 

changing perspectives, normativity of the goal, and planning.   

Apart from those four characteristics, the cognitive 

representation of the motor control has two more 

characteristics: coordination, and the basis for motor 

learning by refining inverse models.  As for coordination, 

motor behaviors are characterized with action-oriented 

representations, in which sensory states are directly 

connected with motor information, and in turn descriptive 

information is tightly connected with indicative information, 

which results in coordination of relating elements in the 

regarded phenomena.  

The property of decouplability is seen as a pivotal 

characteristic of referring-based representation, and is used 

to challenge the notion of action-oriented representation 

manifest in embodied cognitive science.  The reason is that  

without decouplability even biological phenomena, such as 

homeostasis, would be representational.  In order to meet 

this challenge, the present paper raises the third 

characteristic of motor behaviors—the basis for 

development into dexterity through practice—motor 

representations are bases that can be extended to ground the 

development of motor dexterities.  Such a continuation to 

dexterity manifests the cognitive nature of motor 

representations, as aforementioned, and consequently 

distinguishes motor behaviors from biological ones.   

In the nutshell, the motor control is ground on both 

referring-based representation (as manifest in forward 

models) and non-referring-based representation (as manifest 

in inverse models); the latter representation has six 

characteristics: perspective, changing perspectives, 

normativity of the goal, planning, coordination, and motor 

learning by refining inverse models.  Clark’s and Mandik’s 

notion of action-oriented representations is largely limited 

to reactive actions (though not necessarily reflexes); its 

internal version can be found in internal inverse models of 

the motor control.   
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Abstract 

Relational recognition is the process by which relational 
representations get recognized (i.e., representations that specify an 
actor and a patient, and are role sensitive). This process is currently 
poorly understood, but is an important aspect of relational 
cognition (Livins & Doumas, 2014). This paper presents two 
experiments that investigate the degree to which visuospatial 
factors influence it. The first is an exploratory eye-tracking study 
that shows that first fixations are correlated with what object gets 
bound to the actor role, while the second uses priming to show that 
such fixations can alter which relation is recognized.  
 

Key Words: relational recognition, relational reasoning, 
embodiment, eye-tracking, priming 

 
The statements “the author enjoyed writing the paper” and 

“the chef enjoyed cooking the meal” have something in 
common—they both rely on relational representations. 
Strictly speaking, relations are functions that assign some 
truth-value to an ordered k-tuple (see Gentner, 1989), which 
boils down to saying that relations can take arguments, and 
that the order in which those arguments are specified is 
important. So, one can say, “I enjoy writing papers”, or “I 
enjoy cooking meals”, but saying that those things “enjoy 
me” is simply confusing.   

Relational representations are powerful: their focus on 
roles means that objects that look nothing alike can be 
compared based on what they are doing.  Thus, while the 
two aforementioned statements might involve completely 
different elements (authors and chefs do not look alike, and 
hopefully neither do papers and meals), they can be 
understood and compared based on a common relational 
structure, and the roles that such a structure affords (i.e., 
creators and their creations). Thus, relational cognition (i.e., 
cognition that works with these sorts of representations) has 
been implicated in a number of cognitive functions. For 
instance, analogy-making (Gentner, 1983; Doumas & 
Hummel, 2005), inductive reasoning (Hummel & Holyoak, 
2003), and many forms of language-use (e.g., Gentner & 
Namy, 2006) have all been shown to rely heavily on 
relational processing. As a result, it is perhaps unsurprising 
that great effort has been spent attempting to account for it.  

While these efforts differ in their details, they have 
converged on a general set of steps that occur during many 

types of relational processing. These steps include access, 
mapping, transfer, and evaluation (e.g., see Holyoak, 
Gentner, & Kokinov, 2001). Broadly, access involves 
retrieving a source analog from long-term memory given a 
particular target (Hummel & Holyoak, 1997), mapping 
involves finding structural correspondences between that 
source and target (Hummel & Holyoak, 1997), transfer 
allows that mapping to be used to draw inferences by 
applying information about the base analog to the target, 
(Spellman & Holyoak, 1996), and evaluation involves 
adapting those inferences for the constrains and 
requirements of the problem at hand (Holyoak, Gentner & 
Kokinov, 2001). Learning is also sometimes included as 
final step in which new information, categories, and 
schemas can be added to memory based on the completed 
analogy (Holyoak, Gentner & Kokinov, 2001). 

However, these accounts miss an important and 
fundamental step. Livins and Doumas (2014) pointed out 
that while they provide a detailed account of how one may 
reason about relations, they are silent as to how relations are 
recognized in the first place. Relational recognition has had 
limited study dedicated to it, but existing research suggests 
that it can be quite challenging. For instance, Gick and 
Holyoak (1980, 1983) pointed out that people often fail to 
notice relations unless they are explicitly directed to do so 
and that, if people fail to do so, then the entire reasoning 
process may never get off the ground (also see Doumas, et 
al., 2008). As a result, it seems important to account for 
relational recognition.  

While little is known about how relational recognition 
works, research has begun by studying the types of factors 
that might influence it. For instance, Livins & Doumas 
(2014) found that, unlike mapping, relational recognition 
may be improved by increased amounts of relational 
complexity and an integrated relational structure. Likewise, 
while evidence is currently limited, there are empirical 
indications that visuospatial factors might also be important.  

First, visual cues can boost performance in participants 
solving problem-solving tasks that involve the recognition 
of a relational concept. For example, Pedone, et al., (2001) 
showed that priming the concept of convergence with a 
schematic animation can improve the likelihood of then 
solving the Duncker Radiation Problem (a famously 
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difficult insight problem that relies on the recognition of a 
“convergence” relationship). Grant and Spivey (2003) 
further explored how people solve this same problem by 
presenting a diagram of the problem and recording the eye-
movement patterns associated with the generation of 
successful solutions. They found that moving one’s eyes 
around the diagram in such a way as to spatially simulate 
the solution was correlated with success, and that evoking 
those same patterns with an augmented display improved 
performance (see also Thomas & Lleras, 2007).  

The relational priming literature also hints at the 
importance of visuospatial factors. For example, Livins, 
Doumas, and Spivey (2014) showed that ocular movements 
might affect the learning of spatial relational categories like 
“next-to” and “above” in the presence of ambiguous stimuli. 
Specifically, they primed ocular movements congruent with 
the underlying representational directionality of one of those 
relations (horizontal for “beside” or vertical for 
“above/below”); they found that participants were more 
likely to recognize and learn whatever relational category 
had been primed. Interestingly though, the manipulation did 
not affect performance after learning, which suggests that it 
might have affected the recognition of one relation over the 
other. Likewise Livins, Doumas, and Spivey (submitted) 
showed that crossmapping analogy problems are more likely 
to be solved with a relational mapping instead of a featural 
mapping if problem-solving is immediately preceded by 
ocular movements congruent with the relational content in 
the problem. This result suggests that visuospatial priming 
may not only alter which relation is recognized or learned, 
but whether one is recognized at all.   

While this literature is suggestive, it is not conclusive: the 
existing research has hinged on participants’ ability to 
recognize a relation, but has not tested relational recognition 
in specific. Thus, a rigorous test of the role of visuospatial 
factors in relational recognition is necessary, along with a 
theoretical account of why it might be important.  

To date, there has been one existing effort towards this 
project. Franconeri et al. (2012) looked at the role of vision 
in the processing of spatial relations (such as “to the left of” 
or “to the left of”). They argued that the visual system will 
register such relations, not holistically, but by processing 
each relationally-relevant object sequentially. This “shift” 
account predicts that attention and ocular shifts (saccades) 
between objects help to encode these relations, and that at 
least one shift is necessary for recognition. For example, if 
one is looking at a scene with a series of shapes, one might 
recognize that “one shape is to the left of another” by 
looking at the left one, then making a saccade to one on the 
right. Franconeri et al. (2012) used eye-tracking and a 
relational judgment task to confirm that such movements 
occurred prior to making relational judgments. 

Interestingly, at least one model of relational reasoning 
predicts that this type of sequential attentional-shift-based 
processing is necessary for thinking about all relations (not 
just spatial ones). The DORA model (Doumas et al., 2008) 
encodes relations across layers of nodes, and uses time to 

encode roles and fillers. So, the lowest level is a set of 
distributed features (much like those found in traditional 
connectionist networks). One layer up, localist nodes 
combine sets of those features to code for objects and 
relational roles, which are then temporarily bound to create 
more complex relational structures (e.g., see Figure 1). As a 
result, relations are not actually represented as wholes, but 
instead as combinations of their roles and fillers. So, for 
example, chases is not represented by a chases node, but by 
the combination of chaser and chased, which can be 
temporarily bound to things like cat and dog to create 
something like chaser(dog) + chased(cat). Eventually, these 
role-bindings are combined to create full relational 
statements like chased(dog, cat). Importantly though DORA 
binds through temporal asynchrony—in other words, by 
tracking when units fire and the sequence by which they do 
so. So, chased(dog, cat) would be represented by firing 
chaser, then dog, then chased, then cat, and chaser and dog 
would be bound by firing them in immediate temporal 
proximity. Thus, the model requires the subsequent firing of 
each relational role—the actor, and then the patient. As a 
result, the model predicts that one must encode both roles 
(and the objects that fill them) independently in order to 
process a relation, and that the order in which things fire is 
representationally important.  

 
 

 
 
Figure 1: An example of how DORA represents relations. A shows the 
model firing a role, and B shows it firing a filler directly after in order to 
represent chasing(dog, cat).  
 

Thus, it maybe be the case that attention should not just 
be necessary for recognizing a relation, but also for 
specifying which relation is recognized: if one attends to one 
object playing one role before another object playing 
another role, then the former might be designated as the 
actor, while the later the patient. Visual processing may 
guide which is attended to first, and so which is fired first, 
and so which is designated as the actor (thereby affecting 
relational recognition). This paper will test this possibility. 

Experiment 1 
The general objective of this experiment is to determine 

whether eye-movement patterns can predict relational 
recognition. It will use a paradigm similar to that found in 
Gleitman et al. (2007), which used eye-tracking to show that 
gaze can shape the structure of a sentence used to describe a 
given scene. For example, it showed participants an image 
of a dog chasing a man and asked whether it could be 
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described by statements like, “The man chases the dog” or 
“The dog flees from the man”. They found that the selected 
structure was influenced by the item that was looked at first. 
However, the study looked only at sentence structure, along 
with the actor/patient designations in a given verb. They did 
not, however, look at whether this designation could change 
what verb or relation was represented/identified entirely. 
The current work addresses this issue. Thus, it will test 
whether the first object that one fixates on in a scene can 
predict not only which object is treated as the actor or 
patient (e.g., Griffin & Bock, 2000), but also what relation 
is explicitly recognized and identified. First fixations were 
used because they are a measure of visual attention.   

This experiment hinges on the fact that the scenes used, 
and the real world in general, depict numerous relations at 
any given time. For example, a picture of a mother feeding a 
child might depict a feeding relationship, as well as an 
eating relationship between the child and the food, a sitting 
relationship between the mother and a chair, and any 
number of spatial relationships (next to, beside, etc.; see 
Figure 2). Relational recognition involves, at some level, 
prioritizing one relation over the others, and so 
understanding relational recognition will mean asking why 
that prioritization might occur and what factors might cause 
it. Thus, the research question asked here is whether initial 
visual fixation within a scene is one such factor.  

 
Figure 2: An example of a scene that might be described as “feeding”, but 
which also depicts an “eating” relationship, as well as numerous spatial 
ones.  
 
Participants: Participants were 58 University of California 
Merced undergraduates. All were over 18 years of age, had 
normal vision to corrected-to-normal vision with contacts 
(no glasses were allowed). The data from two more were 
collected but excluded due to low eye-tracking locks. 
Materials: Stimuli consisted of 21 pictorial scenes adapted 
from Richland, Morrison, and Holyoak (2006). Each 
stimulus had six objects dispersed around a white and black, 
drawn image. All stimuli were 720 by 450 pixels in size and 
were presented on a black background. The images were 
centered on a computer screen such that there was a black 
outline around them, totaling 1440 by 900 pixels in size. 
The images included both living and non-living elements. 

Every image depicted two objects engaged in a primary 
relational activity (e.g., while one person hugging a dog 
might be described as being “next-to” it, “hugging” might 
be a more prominent relation in the scene; see Figure 3). 
Each stimulus was coded by two experimenters and when 
the results were compared, 100% agreement was found. 

Overall, there were two classifications of relations. First, 
key relations were chosen because they could be represented 
as 2-place relations and were amenable to one-word 

descriptions that differed depending on which object was 
bound to which role (i.e., which object was designated as 
the actor and which was designated as the patient). For 
example, chasing(x,y) might be described as escaping(y,x). 
These relations were depicted such that two of the image’s 
primary objects (the ones engaged in the primary relation) 
began equidistant from the center of the screen on the x-axis 
(see Figure 3). The full list of these relations can be found in 
Table 1. Second, filler items were chosen because they were 
also expressible as two-place relations, but had a more 
prominent single relation (see Table 2). These relations were 
not depicted with the prominent relational items in the 
center of the screen since their inclusion was intended to 
ensure that participants did not develop trained biases to one 
location or side of the screen. 

 
Figure 3: An example of a scene that possess multiple relations, but in 
which one (a “kissing” relationship) might be more prominent than the 
others. 

 

 
Figure 4: An example of a key stimulus in which the two relationally-
engaged objects begin an equal distance away from the image-center.  
 

Possible 
Relation 

Description 1 

Possible Relational 
Description 2 

Objects 
Used In Stimuli 

Chasing Escaping boy, cat 
Talking Listening woman1,woman2 
Lifting Hanging woman, monkey 
Hunting Escaping man, elephant 
Kicking Cowering boy, dog 
Showing Watching boy, woman 
Dropping Falling woman, baby 
Pulling Riding boy, dog 
Eating Feeding mother, child 
Pushing Riding girl, boy 

Table 1: Key relations used in Experiments 1 and 2. Each relation afforded 
multiple  relational descriptions. 
 

Stimuli were presented in a random order using the 
Pygame module. Pygame was interfaced with an EyeLink II 
(i.e., a binocular eye-track made by SR Research) to collect 
ocular fixations and saccades. Each stimulus had a small 
text-box below it so that participants could enter an answer 
by typing it in and then pressing “Enter”. Possible spatial 
biases were controlled by flipping the images on their 
horizontal axes across participants. Thus, half of the 
participants saw one item on the right hand side of the 
screen, while the other half saw that same item on the left.  
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Primary Relation Objects Used In Stimuli 

Brushing girl, hair 
Cooking man, food 
Fighting boy1, boy2 
Hoisting girl, monkey 
Kissing girl, dog 
Opening girl, gift 
Pouring boy, water 
Reaching man, baby 
Scolding woman, girl 
Towing tow-truck, car 

Table 2: A list of filler items used in Experiment 1 
 

Design: The experiment began with eye-tracker calibration. 
For this process, each participant was fitted with the head-
mounted eye-tracker so that it was securely fastened. They 
sat approximately 36 inches from a 24-inch flat panel LCD 
monitor. Cameras were adjusted and focused, and the 
thresholds for detecting pupils were automatically 
calibrated. This allowed the experimenter to ensure that the 
track was not lost at any location on the screen.  A nine-
point calibration was performed before validation, which 
ensured that there were no tracking errors. If validation 
showed minimal error, then the experiment began.  

Participants were then told (both verbally and in text) that 
they needed to type the relational verb that they thought was 
most prominently depicted in each picture. A single training 
trial was then given. It began with a fixation cross that was 
shown for 1000ms, was white, and was centered on screen. 
A relational image was then shown, which depicted a 
“playing-with” verb, but was otherwise the same as the rest 
of the stimuli. Participants were told to type an answer, and 
then shown their own answer with the possible candidate 
answer of “playing-with”. Both were shown so to ensure 
that they understood what a relational verb was. Instructions 
were then reiterated. 

 Participants then began the experiment. They worked, 
self-paced, through all problems (no further instructions 
were given). Drift-corrects were taken every 5 trails to 
ensure that the eye-tracking lock was maintained. 
Results: Two measures were collected. First, we analyzed 
participants’ responses. These were in the form of words, 
and coded based on which object was bound to the actor 
role (for example, “chasing” would designate the boy in 
Figure 3 as the actor). For the sake of calculations, one 
relation was chosen as the default for each image (in every 
case this default was the relation listed in the first column of 
Table 1), and responses were coded as 1 for “actor-based” 
or 0 for “patient-based”. So, for example, “chasing” was 
considered the default for one image, and so a “chasing” 
response was coded as “actor-based”, while “escaping” was 
coded as “patient-based”. 

Given that this experiment was exploratory, and that we 
wanted to determine whether there is a correlation between 
looking at an item and recognizing a relation where that 
item is the actor, we had a number of exclusion criteria. 
First, any non-verb responses were eliminated (e.g., 

“friendship”) since such answers showed a lack of 
understanding with regard to the task. Likewise, any 
responses that were either non-relational (e.g., “running”) or 
unclear with regard to which object was the actor (e.g., 
“playing”) were eliminated. It is interesting to note that, 
despite the open nature of the responses, there was a high 
degree of commonality across answers. For example, for 
one stimulus “feeding” was provided 44 times, and “eating” 
was provided 6 times—no other answers were given. 
Likewise, another stimulus was described as “kicking” in 53 
out of 54 valid responses. This result suggests that each 
image had a “dominant” relation to participants. 

Second, ocular attention was tracked. We were 
specifically interested in the first item of fixation, which 
was operationalized as the first object within an image’s 
primary relation that was fixated upon. Analysis began by 
specifying square “areas of interest” around each object, and 
then checked whether a fixation was within that area. Like 
in the case of participant responses, fixations were coded as 
being “actor-” or “patient-oriented”.  

Overall, 352 (approximately 72.43%) of responses 
matched the item of first fixation (while 134, or 
approximately 27.57%, did not; see Figure 5). However, 
because this was a repeated measures design, we used 
mixed effects logistic regression (see Jager, 2008) to further 
interpret these results. For this analysis, assuming a 
dominant relation (we used the first column of Table 1 for 
this purpose) the actor/patient orientation of the participants’ 
response was treated as the criterion variable, while the first 
fixation was treated as a predictor. Given that this 
experiment used a repeated-measures design, Participant ID 
(of which there were 56) was also included in the model as a 
nested factor, along with the image, which was treated as a 
random factor. The model is described in Table 3, and a 
likelihood ratio test was used to compare it to a null model; 
it was found that first fixation made a significant difference 
(χ(1)=3.926, p<.05).  

Table 3:  The model results from Experiment 1 

 

 
 

Figure 5: A graphical representation of the overall number of responses 
that matched the first fixation made within each stimulus. 

Predictor	   Coef (β)	   SE(β)	   z	   p	   Odds 
Ratio	  

Intercept	   2.1000	   0.8983	   2.338	   0.0194	   8.165783	  

First 
Fixation	  

0.7015	   0.3310	   2.120	   0.0340	   2.016787	  
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Discussion: The results of this study suggest that there 
exists a relationship between the item that one fixates on 
first and the item that one designates as a relational actor. 
As a result, they suggest that fixation is somehow related to 
what relation that is recognized. However, this study was 
correlational in nature, and so Experiment 2 will attempt to 
direct visual attention to different objects in order to 
determine whether this relationship is causal. 

Experiment 2 
The objective of this experiment was to determine 

whether the trajectory of relational recognition may be 
manipulated by visual attention. Specifically, because of the 
results of Experiment 1, it will test whether priming the first 
item of fixation can change what relation is identified. The 
experiment will be almost identical to Experiment 1, 
however, it will direct visual attention towards a specific 
object in each scene at the beginning of every trial. 
Participants: Participants were 132 University of 
California Merced undergraduates that were otherwise 
analogous to those used in Experiment 1. Four participants 
were eliminated entirely due to poor eye-tracking locks. 
Materials: The materials were the same as those listed in 
Experiment 1 with one addition. Priming was achieved by 
exploiting the eye-tracker’s normal calibration process. 
Specifically, calibration involved a series of small black 
dots with a white center point that appeared in various 
places around the screen. It required participants to fixate on 
the center of those dots and to press “spacebar”. Thus, key 
trials involved two extra “calibration dots”: one just before 
an image was shown, and then one 100 to 500 ms after the 
image appeared (the exact amount of time was randomly 
generated). A random number of filler trials also had extra 
“calibration” dots, but the locations of the dots were 
randomly generated and scattered across the screen.  
Design: This experiment proceeded in almost the same way 
as Experiment 1. However, during initial calibration the 
experimenter emphasized that she was having trouble 
getting a lock on the participant and so extra calibration 
throughout the study might be required. 

Two controls were used: First, like in Experiment 1, 
images were flipped on their horizontal axes for half of the 
participants. Second, each relationally relevant item was 
primed for half of the participants. So, for example, if a trial 
depicted chases(boy, cat) (or escapes(cat,boy)), then half of 
the participants were primed to initially fixate on the boy, 
while the other half were primed to fixate on the cat. 
Results: Once again, participant responses and first 
fixations were tracked. However, the coding system for the 
responses changed slightly due to the research question. To 
the point, our goal was to determine whether making 
someone fixate on a specific object would change the 
relation given. Thus, we allowed for neutral responses in 
this experiment (and not just actor or patient based ones, 
like in the previous experiment). For example, “conversing” 
was allowed for the “talking” stimulus, despite the fact that 
conversing is a bidirectional relation. This approach seemed 

especially warranted given that the data from the first 
experiment indicated that most stimuli had a dominant 
relation that was recognized by most participants (i.e., one 
object that was typically bound to the actor role), and so 
looking for deviations seemed worthwhile.  

First fixations were tracked and used to eliminate 
participants. Again, given that our research question was 
whether changing participants’ first fixations would change 
the course of the recognition process, we used fixations to 
ensure that participants actually fixated on the prime. Trials 
in which a participant initially fixated on a different object 
were eliminated (this included .03% of all trials).  

We then used a mixed effects multinomial logistic 
regression model to interpret our results. Once again, 
participants’ answers were treated as the criterion variable, 
while the prime was treated as the predictor, participant ID 
was treated as a nested variable, and image as a random 
variable. The model is described in Table 4, and a likelihood 
ratio test comparing the model to null showed that priming 
was a significant factor (χ(1)=35.343, p<.01). Specifically, 
it showed (again, by odds ratio) that one is 4.25 times more 
likely to recognize a relation that uses the primed item as an 
actor. The overall differences in responses by condition can 
be seen in Figure 5.  

 
Table 4: The model results from Experiment 2 

 

 
 

Figure 6: A graphical representation of the overall number of responses 
that matched the first fixation made within each stimulus. 
 

Discussion: The results of this study suggest that it is,  
indeed, possible to shape relational recognition by 
manipulating which item is fixated on first. Thus, the 
relationship between first fixation and relational recognition 
is not just correlational, but causal. 

Overall Discussion 
When considered together, these studies suggest that 

relational recognition is not only correlated with one’s 
visual attention, but that it can also be changed by that 
attention. Specifically, Experiment 1 showed that the first 
item that one fixates on when scanning a scene may predict 
which relation is recognized, while the second suggests that 

Predictor	   Coef	  
(β)	  

SE(β)	   z	   p	   Odds	  
Ratio	  

Intercept	   2.0807	   0.8663	   2.430	   0.0151	   8.010303	  

Primed	   1.4462	   0.2477	   5.839	   <0.0001	   4.246898	  
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manipulating that first fixation by directing it at one item or 
another can make it more likely that one will recognize a 
relation that designates that object as an actor.  As a result 
they have at least two theoretical implications. 

First, very generally, they help to link visual processing to 
relational processing—at minimum, they suggest that where 
one looks affects what one attends to, which affects what 
relation one recognizes, and therefore what relation one 
reasons about. This is an important step for embodied 
efforts, which have argued that the body is an important part 
of cognitive functioning (e.g., see Spivey 2008), but does 
not detract from the possible importance of symbolic 
content (which is emphasized in the relational reasoning 
literature, e.g., see Gentner, 1983; Doumas & Hummel, 
2005). That said, an interesting question to ask in the future 
is whether and how this process feeds back into perceptual 
processing to create an overall trajectory of reasoning in 
dynamic, information-rich environments.  

Secondly, these results also have implications for debates 
about mental representation—especially with regard to how 
relations are represented. DORA and its predecessor LISA 
(see Hummel & Holyoak, 2003) are unique in they way that 
they use role-filler bindings and time to create more 
complex relational structures. An important prediction of 
those representational structures is that relations are not 
processed holistically, but in terms of roles, the items that 
fill them, and the temporal sequence in which they fire. This 
account has been supported by Franconeri et al. (2012), and 
extended beyond the realm of spatial relations in this work. 

Finally, these studies help contribute to our understanding 
of relational recognition as a process. Relational recognition 
is generally not well understood, and research on it is just 
beginning. Livins and Doumas (2014) suggested that 
relational complexity is one important factor, and here 
visual attention can be specified as another. That said, we 
did not find the correlation between fixation and recognition 
to be perfect, which suggests that other factors are still yet 
to be found. One possibility is how linguistically common a 
relation is over alternative descriptions (e.g., the word 
“kicking” is used more commonly than the word 
“cowering”). Future research will look at such factors in 
order to provide a more cohesive account of relational 
recognition in general. Ultimately, the goal will be to 
describe recognition in such a way as to incorporate it into 
the overall relational-reasoning process. 
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Abstract

Creating a plausible Unified Theory of Cognition (UTC) re-
quires considerable effort from large, potentially distributed,
teams. Computational Cognitive Architectures (CCAs) pro-
vide researchers with a concrete medium for connecting dif-
ferent cognitive theories to facilitate development of a robust,
unambiguous UTC. However, due to wide dissemination of re-
search effort, and broad scope of cognition as a psychological
science, keeping track of CCA contributions is difficult.
We compare the structuring of long-term memory (LTM) in
two CCAs: ACT-R and CHREST. LTM structuring is consid-
ered in particular since it is an essential component of CCAs
and underpins most of their operations. We aim to consolidate
knowledge regarding LTM structuring for these CCA’s and
identify similarities and differences between their approaches.
We find that, whilst the architectures are similar in a number
of ways, providing consensus for some concepts to be included
in a UTC, their differences highlight important questions and
development opportunities.
Keywords: ACT-R, CHREST, Cognitive Architectures,
Long-term Memory

Introduction
Several CCAs are currently available to psychologists; some
benefit from large user-bases and development teams aim-
ing to create pan-optic models of cognition, of which ACT-
R (Anderson, 2007) is a notable example. Others, however,
have a relatively smaller community and focus upon partic-
ular aspects of cognition: CHREST (Gobet & Lane, 2010)
focuses on modelling general mechanisms that govern the in-
terplay between perception and cognition resulting in learn-
ing and acquisition of expertise in disparate domains such as
games, physics, language and concept formation1. CCAs are
powerful tools that force psychologists to specify theories of
cognition unambiguously, facilitating the testing and refine-
ment of general cognitive principles in domains that apply
large numbers of constraints (Newell, 1990). They also, cru-
cially, allow psychologists to analyse the overlap and dispar-
ity between different theories of cognition.

In this paper, we delineate how the latest versions of ACT-
R and CHREST (6.0 and 5.0, respectively) structure LTM
with a focus on LTM topology2. The purpose of our com-
parison is three-fold: first, it offers psychologists investigat-
ing theories of LTM structuring a centralised location for cur-

1For an overview, see Gobet et al. (2001).
2“Topology” is defined here in the sense of a physical network

topology.

rent3 information regarding how ACT-R and CHREST struc-
ture LTM. This will facilitate both understanding and efficient
comparisons of the similarities and differences between the
two architectures with respect to this feature and allow psy-
chologists using ACT-R or CHREST to tailor their investiga-
tions accordingly. Second, the comparison highlights novel
ways of developing both architectures and should foster dia-
logue and exchange of ideas between cognitive psychologists
in general and the ACT-R and CHREST development groups
in particular. Third, by identifying common and disparate el-
ements of LTM structuring in both architectures, a consensus
upon the subject can begin to be formalised to some degree,
enabling the construction of a valid UTC.

ACT-R and CHREST are, respectively, examples of top-
down and bottom-up approaches to cognitive modelling:
ACT-R is inherently pluralistic (Jilk, Lebiere, O’Reilly, &
Anderson, 2008) and can accommodate a number of cogni-
tive theories. It therefore adopts a laissez-faire attitude to-
wards how its structures and functions operate. CHREST, on
the other hand, focuses on modelling learning and the devel-
opment of expertise, and contains a number of hard-coded
limitations on how its structures and functions operate. Con-
sequently, to find some common ground between the two
architectures, we focus on the architecture of ACT-R as-is
(Bothell, n.d.), rather than considering it in accordance with
any particular implementation.

The paper is structured as follows: sections ACT-R and
CHREST discuss, in detail, the architectures’ mechanisms
for LTM organisation to provide a centralised location for
current information regarding LTM structuring in CHREST
and ACT-R. The Architecture Comparison section then per-
forms a comparison based upon the content of the previous
two sections allowing for the identification of similarities and
differences between the architectures approach to structur-
ing LTM. Finally, the Conclusions and Future Work section
briefly summarises the contributions of the paper and outlines
our plans for future work.

ACT-R
ACT-R is composed of a number of core modules that en-
capsulate the operations of particular regions of the human
brain and is primarily a production-rule system, since all in-

3At the time of writing.
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put/output from core modules must pass through a central
production system using module-specific buffers as an inter-
face. ACT-R has simulated cognition in a wide array of do-
mains, including games (Martin, Gonzalez, & Lebiere, 2004),
arithmetic (Lende & Taatgen, 2012) and language (Oliva, Ser-
rano, del Castillo, & Ángel Iglesias, 2010).

LTM in ACT-R is embodied as declarative or procedural
information that is handled by the declarative module or pro-
cedural system, respectively (Anderson, 2007). ACT-R uses
chunks (Chase & Simon, 1973) as currency for these modules
which include a reference and vectors of slots, one of which
defines the chunk’s type. Chunk references act as pointers
to LTM information and facilitate memory retrieval; taken in
isolation, references offer little practical information to mod-
ules. Chunk types are mutable, dictate what slots the chunk
has (along with their default values) and can be super or sub-
classes of other chunk types. This enables construction of
chunk type hierarchies that enable slot name and slot value
inheritance. Values for slots may contain references to other
chunks or simple information, such as a number. In version
6.0 of ACT-R, the slots for a chunk type can be extended stat-
ically or non-statically; this has implications when managing
declarative memory information (discussed below).

ACT-R contains a mathematical, sub-symbolic system that
underpins the declarative and procedural modules (Bothell,
n.d.). This system governs what chunks are returned and
how quickly (by using activation levels for declarative mem-
ory and utilities for productions) after external input is pre-
sented to ACT-R (Anderson, 2007). To determine what is
returned, the greater the activation level for a chunk in declar-
ative memory or the value of a production’s utility, the more
likely it is to be retrieved or selected after it has been found
in LTM. To determine how quickly a chunk or production is
selected, the activation level or utility affects the simulated
time taken but does not influence real world time. Since the
sub-symbolic system does not affect the topology of LTM, it
is not considered in detail here.

Declarative Module
The declarative module maintains chunks used by ACT-R.
Chunks can be created by any module at any time and all
those that remain in module buffers at the conclusion of an
ACT-R cycle are collected and added to the declarative mod-
ule instantly. Chunk learning can occur at model compile-
time (initial memories) or run-time but is, in either case, ab-
solutely concurrent but usually incremental when applied in
an ACT-R model. This temporal dissonance arises due to
ACT-R’s sub-symbolic system; a new chunk has all its in-
formation added concurrently to the declarative module but,
if its assigned activation is below that of the defined retrieval
threshold, only part of the chunk may be retrieved (if at all).

The structure of declarative memory is distinctly graph-
like, since the only links that exist between chunks are slot
value references; a slot value for a chunk, C, may reference
another chunk C′. Retrieval of LTM consists of performing a
non-directed search through LTM for a matching chunk and

takes a simulated period of time (dictated by the parameters
of the sub-symbolic system). Two simple methods exist to
modify information in declarative memory: chunk addition or
chunk merging, both of which are performed instantaneously.

Adding new information can be performed explicitly or im-
plicitly. Explicit addition entails a module creating a new in-
stance of a particular chunk-type, whereas implicit addition
entails collecting chunks from module buffers at the conclu-
sion of an ACT-R cycle. Chunks that are referenced by the
collected chunks and which do not currently exist in declara-
tive memory are then created automatically.

To merge chunks, candidates must have the same values
for the slots that they share. If a chunk-type’s slots have been
extended at any point prior to a merge, this can cause issues
during the merge process since a statically extended chunk
will not have a value for an extended slot unless the slot value
has been explicitly set, increasing the chance of a chunk mis-
match. Non-statically extended chunks, however, will have
default values set for extended slots, so the chance of a chunk
mismatch occurring is reduced.

Declarative memory topology appears to loosely reflect the
external environment that an ACT-R model is situated in: fre-
quency of chunk presentation is only considered when merg-
ing chunks and does not affect the topology of declarative
memory. In addition, all chunks remaining in module buffers
are always completely learned at once, so presentation fre-
quency is disregarded during this operation. The only impact
upon topological structure appears to be caused by the order
of chunk presentation, since it is only chunks that are present
in module buffers at the conclusion of a cycle that are assim-
ilated into declarative memory, and module buffers may only
store one chunk at any time.

Procedural System
The procedural system is composed of the procedural, util-
ity and production-compilation modules. It is responsible for
producing ACT-R’s rational behaviour by maintaining a set
of production rules that produce optimal4 chunks in response
to input chunks. Since this paper is concerned with LTM
structure, the only modules that will be considered further
in the procedural system are the procedural and production-
compilation modules. The procedural module stores produc-
tions and the production-compilation module is concerned
with creating new productions from existing ones.

Adding productions can occur at compile and run-time; if
there are no productions specified by a modeller at compile-
time, production compilation can not occur at run-time since
there are no pre-existing productions to compile. Productions
have no topological organisation within the procedural mod-
ule and adding a production whose name already exists in
procedural memory causes the old production to be replaced
by the new one.

To modify productions, the production-compilation mod-
ule collapses two distinct productions into one. Therefore,

4Equivalent to a production’s utility.
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after multiple production compilations, an ACT-R model can
produce a sequence of actions without considering intermedi-
ate inputs as it did previously. For example, to produce the an-
swer to a mathematical operation such as “24 + 57”, a model
may simply write “81” in response to this input after produc-
tion compilation, rather than using an algorithm that divides
the numbers into units and adding them together. If a newly
compiled production, P′, is semantically equivalent to a pro-
duction that has not been created through production compi-
lation, P, then P′ is discarded. If P′ is semantically equiva-
lent to a production that has been created through production
compilation, P∗, and utility learning is enabled in ACT-R, P′

is not added but the utility of P∗ is updated.
Productions are only compiled if they meet a set of con-

ditions. Most of these check syntactic aspects of production
rules so that they can be feasibly combined within the com-
putational constraints of ACT-R’s architecture and so are not
discussed here. Those of interest are: productions must have
been executed in sequence, and the time between the relevant
productions being activated must be less than the threshold
time specified. These conditions, in conjunction with the im-
plicit constraint that only two productions can be compiled at
a time, mean that production compilation is incremental and
enforces temporal contiguity.

CHREST
CHREST’s implementation of LTM contains one data struc-
ture comprising a hierarchical discrimination network that in-
dexes a pool of nodes connected by test-links. Nodes contain
chunks (Chase & Simon, 1973), and in combination with test-
links, enable LTM to provide similarity functions and act as a
retrieval device. CHREST’s current implementation divides
LTM memory into three modalities: action, auditory and vi-
sual. These three modalities are root nodes in LTM; chunks
presented to CHREST must have their modality specified so
LTM can be organised appropriately.

CHREST stores the entirety of a chunk’s information in
the chunk’s reference. For example: a chunk containing an
addition fact such as <[26][+][6]> is composed of three
primitives: [26], [+] and [3]. Its semantics, “this is an ad-
dition fact”, are not explicitly represented by the contents of
the chunk. Encoding perceptual information this way makes
it possible to act on a pattern rapidly (Lane & Gobet, 2011).

Learning in CHREST is incremental and on-line: external
information is learned in discrete steps during the model’s in-
teraction with its external environment. For example, if the
addition fact above were presented, each individual primitive
must be committed to LTM in discrete operations (see Dis-
crimination & Familiarisation section below for an explana-
tion) before the concatenation thereof can be committed to
LTM5. This incremental, on-line learning enables CHREST
to pick up the statistical distribution of the environment it is
situated in naturally, a feature that is critical for simulating ex-

5For a discussion of data supporting this design see Feigenbaum
and Simon (1984).

pert behaviour and, particularly, the acquisition of language
(Jones, Gobet, & Pine, 2007).

Four procedures are used to add or modify LTM informa-
tion and are considered in detail: discrimination, familiari-
sation, node linkage and template creation/modification. If
any of these procedures are being performed, subsequent re-
quests are blocked. The times taken for LTM to complete
each of these procedures are distinct and can be set by mod-
ellers at run-time. However, times for discrimination and
familiarisation are considered to be part of the architecture
since they have been validated independently by empirical re-
search (Feigenbaum & Simon, 1984; Gobet et al., 2001).

Discrimination & Familiarisation

Discrimination and familiarisation are the procedures by
which CHREST adds new nodes to LTM or modifies existing
ones, respectively. Therefore, discrimination increases the to-
tal number of nodes in LTM and familiarisation increases the
size of individual nodes in LTM. These procedures rely upon
chunks presented to CHREST having a finished property set
that indicates a complete unit of information.

Discrimination occurs when any of the following condi-
tions are true for a pattern presented to LTM, P, and a chunk
retrieved from LTM after P has been presented, C. Tests are
applied in the order specified and are cumulative:

• C is a root node for a modality

• C’s finished property is:

– True and:

∗ The number of primitives in C isn’t equal to the number
of primitives in P.

∗ P’s finished property is set to false.

– False and the number of primitives in P is less than the
the number of primitives in C.

• A primitive in P is not contained in C.

• The order of primitives in P is not the same in C.

When discrimination occurs, a new test-link is added from
C containing the first mismatched primitive in P. Thus,
CHREST’s incremental learning is hard-coded and uses the
least amount of information possible to discriminate between
external domain features in keeping with the concept of
bounded rationality (Simon, 1955) and expert behaviour in
general (Gobet et al., 2001).

Familiarisation appends a new primitive from P to C and
occurs if the number of primitives in P is greater than in C and
C’s finished property is set to false. As with discrimination,
only one primitive is added to LTM, i.e. the first primitive of
P, p, that is not present in C. Note that p must be present in
LTM before it can be appended to C.
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Node Links
Node links give CHREST’s LTM a graph flavour; they can
exist between nodes that have different descendent paths
through LTM. Thus, horizontal and vertical traversal of LTM
is possible. Similarity links are created without modeller in-
tervention when a user-defined number of duplicate primi-
tives, n, exist in two distinct visual chunks that are both com-
pletely committed to LTM and present in visual STM. The
latter constraint ensures that links between nodes are based
on a spatial or temporal contiguity, preserving an essential
property of perceptual chunking (Gobet et al., 2001). Un-
like discrimination and familiarisation, the order of primitive
occurrence in chunks presented to CHREST does not factor
into the creation of similarity links. Note that semantic links
are bi-directional too: if a similarity link exists between two
LTM nodes N and N′, it is possible to retrieve N′ from N and
vice-versa.

Production links are created at run-time without modeller
intervention between a visual node and an action node that are
held at the same time in visual and action STM. These links
hold a value that can be used, for example, to indicate the util-
ity of a production. For example, in chess, if the visual pattern
<[p g 2][p h 2]> and the action pattern <[p g2 g3]> are
held in STM, then a production link can be created, with the
visual pattern as a condition and the action pattern as the out-
put. When this production is used, its associated value can be
incremented or decremented accordingly to denote the util-
ity of the production to inform action-selection in subsequent
situations. Note that the visual pattern and the action pattern
can be of arbitrary complexity.

Template Creation and Modification
Templates (Gobet & Simon, 1996) evolve from frequently re-
trieved LTM nodes, N, that contain a number of core primi-
tives in their chunk, c, and a number of varying primitives, v,
in their chunks that are either descendants of, or have similar-
ity links to, N; values of c and v can be set by the user. If N
is converted to a template, CHREST attempts to convert any
children of N that can become templates into templates too
but not nodes that are linked to using similarity links. When
converted into a template, N contains slots that can have v
primitives swapped in/out quickly. Information in slots can
concern locations of objects, types of object or chunks can be
(recursively) encoded into template slots. Currently, template
generation itself incurs no time cost. However, filling a slot
has a default time cost of 250ms and this value is considered
to be part of template theory.

Architecture Comparison
Given the descriptions provided in the ACT-R and CHREST
sections above we now outline similarities and differences
between the concepts discussed, namely: topological LTM
structure, chunk structure, chunk addition/modification and
chunk linkage. This section is split in two: the first part dis-
cusses similarities between the architectures and the second

expounds their differences. This comparison offers insights
into what cognitive modellers appear to agree on and should
be taken forwards into UTCs, new CCAs or new versions of
ACT-R and CHREST, and new ideas that could significantly
advance the state-of-the-art for cognitive science.

Similarities
Notably, both ACT-R and CHREST use chunks, i.e. aggre-
gated features of the external environment, as their LTM cur-
rency. Consequently, it seems sensible to propose that a UTC
should also use chunks as its cognitive units. Addition of
chunks into LTM in both architectures can be on-line, i.e.
during the model’s interaction with an environment and, po-
tentially, incremental (see the Declarative Module section for
why incremental learning may not be always implemented in
ACT-R). Furthermore, the mechanism that controls implicit
chunk addition is also similar between ACT-R and CHREST:
if a chunk, C, references another chunk C′ and C′ is not yet
learned (present in LTM) then, if C is already present in LTM,
both ACT-R and CHREST will attempt to add C′ to LTM au-
tomatically. However, the likelihood of C′ being committed
to LTM differs between CHREST and ACT-R: in ACT-R this
is guaranteed but is not in CHREST.

With regard to controlling whether or not addition/merging
and discrimination/familiarisation occurs when requested, the
paired operations of ACT-R and CHREST are more similar
than they are different. Addition and discrimination will only
add a chunk to LTM if that chunk does not already exist in
LTM and to modify or familiarise a chunk the shared infor-
mation in the chunks to be merged must be the same.

In both architectures, chunks are also capable of having
production links created between them. These production
links originate and terminate with distinct chunks and each
production incorporates a measurement of utility. This would
suggest that the concept of productions is something that is
agreed upon although, currently, CHREST only supports pro-
duction links between visual and action chunks whereas this
restriction does not appear to exist in ACT-R.

Differences
The salient difference between ACT-R and CHREST is ACT-
R’s use of a sub-symbolic system and CHREST’s non-use of
such a system. It may be that cognition, in reality, uses a com-
bination of ACT-R and CHREST’s approaches. The topo-
logical structure of CHREST tends to represent the statistical
distribution of the environment since the order and frequency
of external information has a large effect upon how test-links,
nodes and links between nodes in LTM are formed. Such a
complete reflection of the external environment is missing in
the structure of declarative memory of ACT-R. Instead, or-
der and frequency of external information presentation is em-
bodied more in the sub-symbolic aspects of ACT-R’s LTM.
The crucial idea that stems from this comparison is that it
may be the case that whilst frequently encountered informa-
tion is organised in the “specialised” hierarchical discrimina-
tion network implemented by CHREST, infrequently encoun-
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tered, “general” knowledge may organised in the less struc-
tured network implemented by ACT-R. The exact function-
ality for memory retrieval would then differ depending upon
whether external information is represented in the specialised
area of LTM or not (if it is, the sub-symbolic system could
be given less precedence and vice-versa). In other words,
a CHREST-like structuring of LTM may emerge in human
LTM after information has first been assimilated and struc-
tured in a manner akin to ACT-R’s LTM structuring. This
modification of structure could provide a measure of exper-
tise in a particular domain and the resulting architecture may
provide a more complete and psychologically valid model of
human LTM structure.

To control transposition of generic LTM information into
specialised LTM information, one could make use of the sub-
symbolic functionality and LTM node meta-data that is al-
ready present and maintained in ACT-R. For example, given
a certain activation level, a LTM node may then be selected
for transposition into specialised LTM. This would entail that
nodes are tagged with their modality, a feature currently un-
supported by ACT-R, but trivial to implement. Such a mecha-
nism would provide a precise, unambiguous and formal basis
for topological structuring of LTM, since sub-symbolic in-
formation would control whether information becomes hier-
archically structured or not. Used in conjunction with long-
term human data regarding learning in a particular domain,
this hybrid theory’s psychological validity could be deter-
mined adequately.

It may also be interesting to combine ACT-R’s sub-
symbolic system with CHREST so that it directly influences
the structure of LTM components such as templates. Chunks
with higher activation values could gain precedence for tem-
plate slots and would therefore be swapped into a slot space
before a chunk with a lower activation value. This follows
the idea of Baddeley (1990), where frequently encountered
chunks are processed and memorised more quickly.

With regard to how ACT-R and CHREST structure chunks,
ACT-R is much less restrictive with respect to classifying
chunk types than CHREST. In ACT-R, it is possible for a user
to define chunk types at will, allowing super or sub-classes
of chunk types to be created freely. Conversely, CHREST’s
chunk types are governed by the modalities of their con-
stituent primitives and are essentially constricted by the input
interface used to generate a chunk. It would seem plausible
to suggest that human cognition can make use of both strate-
gies, i.e. whilst certain information is encoded as being of a
particular modality: visual, auditory etc., higher-order classi-
fications can also be applied that may be entirely novel. For
example, whilst one may construct a visual chunk contain-
ing a mathematical formula, we could classify that formula
as being an instance of a mathematical-operation chunk type.
More specifically, the formula may be an instance of an addi-
tion chunk type (a sub-class of the mathematical-operation
chunk type). If a CCA were produced that is capable of
organising LTM into specialised and general memory (see

previous paragraph), these chunk-types may serve to help
organise general knowledge topologically, facilitating a di-
rected search and reducing reliance upon brute-force retrieval
methods that may cause the utility problem noted in investiga-
tions using large LTMs in ACT-R (Kennedy & Trafton, 2006;
Rodgers, Douglass, & Ball, 2009).

When adding information to chunks, ACT-R and CHREST
differ in how the existence of this new information is checked.
When performing addition, ACT-R only checks to see if the
reference for a chunk exists in order to determine whether a
chunk should be added. CHREST checks that the chunk’s in-
formation does not already exist in the order specified. There-
fore, CHREST is more concerned with presentation order
than ACT-R given its goal of modelling expertise develop-
ment. It may be that this checking behaviour could be toggled
if the a retrieved chunk is part of specialised LTM or not.

Another interesting difference between chunk structure in
ACT-R and CHREST relates to where the information in a
chunk is contained. In both ACT-R and CHREST it ap-
pears that every piece of information used in LTM needs to
be internalised as a chunk before it can be used. However,
from what we have been able to ascertain research under-
taken thus far, CHREST may encode redundant information
by duplicating chunks. For example, if a LTM node encodes a
chunk, <[26]> then, if this chunk is present in another chunk
<[26][+][3]>, the chunk containing the single primitive is
not referenced in the chunk that contains multiple primitives.
Instead, the single chunk is duplicated. According to ACT-R
however, a chunk is stored in one location in LTM and that
location is referenced whenever the chunk is used in another
chunk, removing redundancy. Determining which implemen-
tation is psychologically valid is an interesting research ques-
tion and could help further the current state-of-the-art.

With regard to productions, ACT-R and CHREST differ in
a number of ways. First, production creation in CHREST
is automatic (no modeller intervention required) and entirely
novel productions can be created at run-time. Conversely,
ACT-R requires modellers to specify an initial set of produc-
tions at compile-time and can only compile these pre-defined
productions at run-time. Second, production granularity dif-
fers with a single production firing in a wide range of situa-
tions in ACT-R, so long as its conditions are met and produc-
tions are optimised by tuning their parameters. In contrast,
productions in CHREST are more akin to micro-productions
since their conditions tend to be specific and their range of
application limited. In this sense, it seems that ACT-R is able
to produce, in certain cases, abstract productions that may be
used when new situations occur (where particular productions
do not apply) but appear to be similar to previous situations.
Currently, CHREST is not capable of creating productions
in this way and may therefore benefit from a consideration
of how ACT-R achieves such functionality. Unifying these
processes may produce a clearer picture of production gen-
eration for a UTC. Finally, ACT-R’s production rules allow
for sequences of actions to be compiled and performed in one
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step whereas in CHREST, sequences of actions are possible
but not the compilation of two productions. This is an area of
potential development and also raises an interesting observa-
tion/question: if experts can perform sequences of moves, are
these learned production sequences ever revised? If so, is the
whole sequence revised after its execution or does an expert
consider each subsequent production in the sequence whilst
the sequence is being performed?

Conclusions and Future Work
Our intention in this paper has primarily been to create a cen-
tralised repository of information regarding the LTM struc-
turing approaches used by ACT-R and CHREST. In the long-
term, we hope that this will provide an efficient resource for
cognitive modellers to decide between ACT-R and CHREST
and to tailor their experiments appropriately given the infor-
mation discussed. In addition, we also attempted to outline
where these CCAs overlap/differ in order to both facilitate
agreement on underlying processes of LTM structuring for a
UTC, and highlight questions that need to be answered before
other UTC concepts can be formalised. In the short-term, we
hope this this work will foster a constructive dialogue and ex-
change of ideas between ACT-R and CHREST’s development
teams/user-bases, who are currently disconnected.

For those interested in using ACT-R or CHREST, the cru-
cial consideration depends upon how much flexibility with
regard to LTM operations a domain-modeller requires. ACT-
R contains less hard-coded functionality (it is possible to
have an ACT-R model learn 30 chunks at once, for exam-
ple), whereas CHREST hard codes structural functionality
that imposes adherence of the architecture to the principle
of bounded-rationality. Whilst increased flexibility provides
the ability to implement and test multiple theories of cogni-
tion, it also increases the programming overhead for domain-
modellers since LTM functions will also need to be scheduled
in addition to the creation of an input/output interface etc.

In future work we intend to take the ideas delineated in
the Differences sub-section of the Architecture Comparison
and expand upon them. Of particular interest to us is the
idea that general LTM knowledge (organised topologically in
a graph-like manner implemented by ACT-R) may become
specialised (topological structuring becomes hierarchical as
in CHREST) when certain sub-symbolic conditions are met.
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Abstract 

Previous research has shown that perceptual relations, social 
affiliations, and geographical locations can be predicted using 
distributional semantics. We investigated whether this extends 
to chronological relations. In several computational studies 
we demonstrated that the chronological order of days,  
months, years, and the chronological sequence of historical 
figures can be predicted using language statistics. In fact, both 
the leaders of the Soviet Union and the presidents of the 
United States can be ordered chronologically based on the co-
occurrences of their names in language. An experiment also 
showed that the bigram frequency of US president names 
predicted the response time of participants in their evaluation 
of the chronology of these presidents. These findings are 
explained by the Symbol Interdependency Hypothesis which 
predicts that as a function of language use, language encodes 
relations in the world around us. Language users can then use 
language as a cognitive short-cut for mental representations. 

Keywords: chronology; language statistics; distributional 
semantics; embodied cognition; symbol interdependency 

Introduction 

Veni, vidi, vici. Caesar’s tricolon demonstrates that temporal 

relations can be extracted from language. It is because of the 

order of the verbs that chronology can be determined, which 

makes the tricolon vidi, vici, veni a common linguistic joke. 

The non-arbitrary order of event verbs presented in the Latin 

tricolon can also be found in modern languages. Even 

though one could say after and before, the past (e.g., before) 

typically precedes the presence or the future (e.g., after) 

(Benor & Levi, 2006; Cooper & Ross, 1975). Indeed, 

binomials such as before and after, in the past and the 

future, long ago and recently, perhaps in 2014 and 2015, are 

more common than their achronological counterparts (e.g, 

after and before). This suggests that language encodes 

temporal relations, over and above the linguistic temporal 

markers that help to identify relations in time (Louwerse, 

2001). 

We have previously explained the presence of linguistic 

and perceptual effects in language processing in terms of the 

Symbol Interdependency Hypothesis (Louwerse & Benesh, 

2012; Louwerse & Connell, 2011; Louwerse, 2007; 2008; 

2011). For instance, when we encounter a word, a rough 

meaning is generated from its linguistic neighbors (e.g., 

chair would more often accompany table than bird, 

therefore chairs and tables can be assumed to have a closer 

relationship). However, if we need a more precise 

association, we then can perceptually simulate the features 

of that concept represented by the word. In short, we do not 

always rely on perceptual simulation, as in many cases we 

can process words by the presence of their word neighbors 

as well as the order in which they appear. 

The goal of the present paper was to determine whether 

chronological information can be extracted through 

distributional semantics. In other words, we investigated 

whether the temporality of concepts could be retrieved from 

the way these concepts co-occur in language. 

It is generally assumed that temporal relations and, more 

specifically, the temporal order of event concepts, is stored 

in memory along a temporal dimension. Crucially, this 

temporal dimension is considered directional (Freyd, 1992) 

in order to preserve the events’ temporality. That is, 

chronological order is preferred upon recall and retrieval 

from memory (e.g., Raisig, Welke, Hagendorf, & van der 

Meer, 2010; Raisig, Hagendorf, & van der Meer, 2012). 

Freyd (1992) as well as Barsalou (2008) assume that this 

directionality is due to the perceptual and experiential input 

that is preserved in the conceptual representation: events are 

experienced and perceived chronologically, which is then 

stored in the conceptual representation. However, findings 

suggest that a chronological temporality may develop before 

the actual experience. Children as young as 3-8 years report 

events in their naturally occurring chronological order even 

when they have not yet experienced these events themselves 

(Nelson and Gruendel, 1986; Hudson & Nelson, 1986). This 

finding was supported by Raisig et al. (2009) who showed 
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that students were able to report events in chronological 

order that belonged to an activity they had not experienced 

themselves (e.g., going scuba diving). The question that 

arises is how is temporality developed in these cases? One 

hypothesis is that language may play a role in this task 

(Louwerse, 2008; Louwerse & Zwaan, 2009). 

Little is known about the nature of temporal 

representations. There appear to be some similarities 

between spatial and temporal representations (Friedman & 

Brudos, 1988). They both consist of elements that form 

relations with each other. Knowing from past research that 

spatial relations can be predicted from distributional 

semantics, the question can be raised whether language 

statistics also allows for temporal relations to be extracted. 

In a series of studies, we have previously demonstrated 

that perceptual information can be extracted from language 

statistics. For instance, geographical locations can be 

predicted on the basis of co-occurrences of city names, 

following the idea that “cities that are located together, are 

mentioned together” (Louwerse & Zwaan, 2009). That is, 

Pasadena and Los Angeles are mentioned together more 

frequently than Pasadena and Boston, simply because their 

geographical locations are close. Conversely, the relative 

geographical locations from cities can be extracted on the 

basis of distributional semantics. Louwerse and Zwaan 

(2009) took the 50 largest cities of the United States and 

computed their co-occurrence frequencies in the English 

language. The frequency matrix was submitted to a 

multidimensional scaling algorithm. The loadings of the city 

names on a two-dimensional plane correlated with the 

longitude and latitude of the cities. Along the same line, 

Louwerse and Benesh (2012) showed that the same 

computational linguistic method applied to the city names in 

the Lord of the Rings trilogy allows for retrieving the 

longitude and latitude of cities in Middle Earth. Finally, 

Louwerse, Hutchinson, and Cai (2012) demonstrated that 

these findings are not confined to the English language, but 

can be replicated using Chinese and Arabic. 

Given the similarities between spatial and temporal 

representations (Friedman & Brudos, 1988), the question 

can be raised whether the computational linguistic technique 

used to retrieve the geographical relations between cities 

can be used to estimate the temporal relations between 

concepts. We conducted a series of computational studies to 

determine whether distributional semantics can be used to 

predict chronological relations. These computational studies 

were followed by an experiment to determine whether 

language users might utilize these language statistical cues. 

Computational studies 

In the computational studies we used first-order and higher-

order co-occurrences as dependent variables. For the first-

order co-occurrence frequencies the Web 1T 5-gram corpus 

(Brants & Franz, 2006) was used. The corpus consists of 

unigrams, bigrams, trigrams, 4- and 5-grams of information 

from the Google database. It consists of 1 trillion word 

tokens (13,588,391 word types) from 95,119,665,584 

sentences. The log frequency was computed for all 

combinations of words in a 5-gram window. That is, if the 

analysis was conducted for the days of the week, 7 x 7 first-

order co-occurrence frequencies were computed for Monday 

Friday, Monday w1 Friday, Monday w1 w2 Friday, and 

Monday w1 w2 w3 Friday, whereby w1-w3 is any word in 

between the target words. 

The higher-order co-occurrence frequencies were 

calculated using Latent Semantic Analysis (LSA) from the 

Touchstone Applied Science Associates (TASA) corpus. To 

begin we created a large term X document where if there 

were m terms in n paragraphs, a matrix of A = (fij x G(j) x 

L(i,j)) m x n was obtained. A function that represents the 

number of times a term i appears in document j is 

represented by fij and G(j) is the global weighting for the 

document j. L(i; j) is a local weighting of term of the word i 

appearing in document j. These weighting functions are 

used to reflect knowledge that is beyond the collection of 

the documents. As in most LSA studies (Landauer & 

Dumais, 1997; Martin & Berry, 2007), the natural log was 

used as the local weight and the log entropy was used as the 

global weight. We then used Singular Value Decomposition 

(SVD) to decompose the matrix A into three matrices A = 

UΣV’, with one square term x term matrix represented by U, 

one square paragraph by paragraph matrix represented by V, 

and diagonal one term by paragraph with singular values on 

the diagonal being represented by Σ. Removing dimensions 

corresponding to smaller singular values and keeping the 

dimensions corresponding to larger singular values results 

in a low dimensional vector for each word. Although the 

new matrices for the words are no longer orthogonal, each 

word becomes a weighted vector on a standard 300 

dimensions (Landauer & Dumais, 1997). The semantic 

relationship between words is then estimated by calculating 

the cosine between two vectors. With LSA the semantic 

relatedness is not only determined by the relation between 

words, but also by the words that accompany a word 

(Landauer & Dumais, 1997).  

Time words 

Days of the week The log frequency of the first-order co-

occurrences of the seven days of the week were computed. 

The 7 x 7 log frequency matrix was submitted to a 

multidimensional scaling analysis. The multidimensional 

scaling (MDS) analysis was run using the ALSCAL 

algorithm (SPSS 15.0.1 MDS procedure). Default MDS 

criteria were used with an S-stress convergence of .001, a 

minimum stress value of .005, and a maximum of 30 

iterations. The fitting on one dimension was moderate, 

Stress = .47, R
2
 = .42. When the loadings of the days of the 

week on one dimension were compared with the actual 

ordering of the days of the week, a significant correlation 

was obtained, Spearman r = .96, p < .01. By comparison, a 

Monte Carlo simulation with 50 randomized orderings 

yielded an average correlation of r = .001, p > .05 (SD = 

.35), indicating that the results were not obtained by chance. 
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We also fitted the frequency matrix on a two-dimensional 

plane, unsurprisingly resulting in a better fitting, Stress = 

.09, R
2
 = .98. The first dimension correlated with the order 

of the days of the week, r = .96, p < .01. The second 

dimension divided the days of the week into working days 

(Monday to Thursday) and (start of the) weekend days 

(Friday to Sunday). 

The LSA cosine matrix yielded similar results. The fitting 

on one dimension was moderate, Stress = .41, R
2
 = .79, with 

a significant correlation between the loadings of the days of 

the week on one dimension and the actual ordering of the 

days of the week, Spearman r = .89, p < .01. Fitting on a 

two-dimensional plane, Stress = .21, R
2
 =.88, resulted in the 

first dimension correlating with order, Spearman r = .82, p 

=.02, with the second dimension again separating Monday 

to Thursday from Friday to Sunday. 

Months of the year The same first-order co-occurence 

analysis was conducted for the 12 months of the year. The 

log frequencies of the 12 x 12 combinations of word pairs 

were computed and submitted to an MDS. The fitting of the 

data was moderate, Stress = .42, R
2
 = .65. A correlation 

between the MDS loadings of the months and their rank 

ordering yielded a significant correlation, r = .92, p < .01. 

Again, a Monte Carlo simulation with 100 randomized 

orderings yielded an average correlation of r = .0002, p > 

.05 (SD = .28). 

A fitting of the log frequency matrix on a two-

dimensional plane explained almost all of the variance, 

Stress = .09, R
2
 = .99. The first dimension correlated with 

the order, r = .90, p < .01. This was not the case for the 

second dimension, r = .04, p > .05. Instead, the second 

dimension distinguished the colder months of the year, 

October, November, December, January, February, and 

March, versus the warmer months of the year, April, May, 

June, July, August, and September. Note that the reverse 

could be argued for the southern hemisphere, but the lion’s 

share of the corpus consists of American English. 

The MDS fitting of the 12 x 12 LSA cosine matrix 

yielded similar results, Stress =.45, R
2 

= .98, and a 

significant correlation with the actual order of the months, r 

= .67, p = .02. A two-dimensional fitting, Stress = .25, R
2
 = 

.93, also yielded a correlation with the order of the months 

on the first dimension, r = 62, p = .03. Contrary to the first-

order co-occurrence data, the second dimension separated 

May from the other months. The most likely explanation for 

this plotting lies in the ambiguity of the month’s name, as a 

frequent modal verb. 

 

Years This phenomenon of clustering days of the week and 

months of the year was extended to years. The frequencies 

of all combinations of 1901-2000 were computed, resulting 

in a 100 x 100 matrix of log frequencies, which was again 

submitted to an MDS algorithm. Fitting of the data on a 

one-dimensional scale was good, Stress = .38, R
2
= .81. The 

loadings significantly correlated with the order, r = .99, p < 

.01. A Monte Carlo simulation with 1000 randomized 

ordering yielded an average r = .001, p > .05 (SD = .09). 

As before, the LSA cosines for the years were also 

submitted to an MDS analysis. Three years, 1992, 1996, and 

1998 were not present in the TASA corpus on which the 

LSA space was trained, leaving a 97 x 97 cosine matrix that 

resulted in a one dimensional loading of the 97 years with 

Stress = .41, R
2
 = .67. Correlation with the actual years was 

high, r = .90, p < .01. 

The correlation between the ‘words’ 1901-2000 and their 

chronology might however not indicate a chronology, but 

simply a numerical order (cf. Hutchinson & Louwerse, 

2013). A two-dimensional MDS solution, however, showed 

that 1901-2000 should indeed be interpreted as years (Stress 

= .18, R
2
 = .95). The first of the two-dimensional loadings 

correlated with the chronology (or order). The second 

dimension clustered the 100 years in what could be seen as 

historical periods: 1901-1945, 1946-1985 and 1986-2000, 

making these numerical data more likely to be years than 

numbers. 

These findings show that both the order of time words in 

language (through first-order co-occurrences) as well as the 

semantic distribution of those words in language (higher-

order co-occurrences) allow for extracting chronological 

information. The question, however, is whether these 

findings for temporal words can be extended to words that 

are non-temporal in meaning. 

 

Leaders and presidents  
 

In the first study, we investigated whether the order of the 

days of the week, the months of the year, and the years of a 

century can be retrieved using first-order and higher-order 

co-occurrences. In the second study, we investigated 

whether these findings from the first study could be 

extended to concepts that are not always temporally explicit, 

such as the names of presidents of the United States. Brown 

and Siegler (1991), for example, used US presidents to 

investigate their temporal organization in memory. They 

found that the 39 US presidents were subjectively organized 

into three categories: the Founding Fathers (Washington 

through John Quincy Adams), non-contemporary presidents 

(Jackson through Franklin D.  Roosevelt), and post-WWII 

presidents (Truman through Reagan). To note, the names 

extracted from the large corpus are often not explicitly listed 

chronologically. The corpus used here spans a wide array of 

sources. These categories were accessed when making 

temporal judgments about which of two presented 

presidents was in office earlier. They concluded that there 

exists some sort of temporal classification in long-term 

memory which is accessed in order to make temporal 

judgments which also influences learning new president 

lists. The question we can try to answer is whether this 

temporal classification is encoded in language. We answer 

this question using the names of the leaders of the former 

Soviet Union, as well as the names of the presidents of the 

United States.  
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Soviet Union leaders The names of the eight leaders of the 

Soviet Union – Lenin, Stalin, Malenkov, Khrushchev, 

Brezhnev, Andropov, Chernenko, and Gorbachev – were 

compared using first-order and higher-order co-occurrences. 

The 8 x 8 matrix of log frequencies was submitted to an 

MDS analysis, using the same default criteria as in previous 

analyses. The fitting was good, Stress = .32, R
2
 = .91. 

Loadings of the eight names correlated with their 

chronological order of being in power, r = .74, p = .04. 

Next, the LSA cosines were computed for all 8 x 8 

combinations. Again, the MDS fitting for these data was 

good, Stress =.25, R
2
 = .94. The loadings of the names 

correlated with the chronological order of the Soviet Union 

leaders, r = .75, p = .04. 

United States Presidents The names of all 44 presidents of 

the United States were considered. The current president, 

Obama, was not included in the analysis, as the corpus from 

which data were derived did not include the name. 

Moreover, there are a number of presidents with the same 

name: Adams, Bush, Harrison, Johnson, and Roosevelt. 

Duplicate names were removed by only using the name that 

occurred first in the list (e.g., Roosevelt was considered to 

be in the position of Theodore Roosevelt (26
th
 actual 

presidency) rather than the position of Franklin D. 

Roosevelt (32
nd

 presidency). 

As before, we computed the log frequency of the 

combinations of president names and submitted this matrix 

to an MDS analysis. The fitting was good, Stress = .46      

R
2
 = .67. Loadings of the eight names moderately correlated 

with their chronological order, r = .37 p = .02. Next, we 

computed the LSA cosines of the 37 x 37 combination of 

president names. The MDS analysis showed a good fitting, 

Stress = .46, R
2
 = .56. As with the previous analyses, the 

loadings of the names correlated with the chronological 

order of the presidents, r = .78, p < .001. 

These findings demonstrate that both the names of 

Russian leaders as well as the names of United States 

presidents can be ordered chronologically, based on first- 

and higher-order co-occurrences. These findings replicate 

the findings for the time words (days of the week, months of 

the year, and years). However, even though these findings 

allow for the opportunity that language users utilize these 

cognitive shortcuts, they do not provide evidence that 

language users are sensitive to language statistics of names 

when they evaluate president names. This question was 

investigated next in a response time experiment. 

Experiment 

A response time experiment was conducted to determine 

whether participants were affected by the language statistics 

when presented with two names, including the names of US 

presidents in their chronological order or the reverse 

chronological order (e.g. Jefferson – Reagan vs. Reagan – 

Jefferson). 

Methods 

Participants Forty University of Memphis undergraduate 

students participated in this experiment for course credit. All 

were native English speakers.  

 
1. Washington 
2. Adams 

3. Jefferson 

4. Madison 

5. Monroe 
6. Jackson 

7. Van Buren 

8. Harrison 

9. Tyler 
10. Polk 

11. Taylor 

12. Fillmore 

13. Pierce 
14. Buchanan 

15. Lincoln 
16. Johnson 

17. Grant 

18. Hayes 

19. Garfield 
20. Arthur 

21. Cleveland 

22. McKinley 

23. Roosevelt 
24. Taft 

25. Wilson 

26. Harding 

27. Coolidge 
28. Hoover 

29. Truman 
30. Eisenhower 

31. Kennedy 

32. Nixon 

33. Ford 
34. Carter 

35. Reagan 

36. Bush 

37. Clinton 
 

Table 1. Names of the presidents of the United with 

duplicates removed. 

 

Materials and Design All 37 non-ambiguous names of 

presidents of the United States were used in the experiment. 

Each president name was combined with all of the other 

president names resulting in a complete paired comparison. 

Subjects were instructed to indicate as quickly and 

accurately as possible whether both were US presidents. In 

50% of the trials this was the case which required a yes-

response. In the remaining 50% of the trials one name of the 

pair was a well-known actor. Theses trials served as 

distracters that required a no-response. Hence, there was an 

even number of targets and distracters. Because of the large 

number of possible president-president combinations 

including the same amount of president-actor trials, 10 lists 

were created. Each list contained 198 different president-

president combinations. No matter which critical item list a 

participant received, the distracters used were the same.  

Each participant performed in two experiments. 

President-president and president-actor names were 

presented either horizontally (i.e., next to each other) or 

vertically (i.e., one above the other). In each experiment, the 

critical manipulation of the targets was the temporal order of 

the presidents. They were either presented in the correct 

temporal order, that is, in the order of their successive 

presidencies (chronological condition). Or they were 

presented in the reverse direction, where a later president 

was presented before/above an earlier president (reverse 

chronological condition).  

 

Procedure Participants were seated in front of a computer 

screen and were asked to respond as quickly and as 

accurately as possible whether the two words were 

presidents or not. Names were presented in two 

configurations, either one above the other (vertical 

condition) or one next to each other (horizontal condition). 

The reason we opted for both configurations is to avoid that 

the effect of linguistic frequencies of names on response 
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times could simply be explained by configuration 

(Louwerse, 2008). The order of the two configurations was 

counterbalanced between participants. Each participant 

randomly received one of the 10 lists. Targets and 

distracters were presented in a randomized order.  

Results 

The log frequency of the president names was computed 

using the first-order co-occurrence technique in the 

computational studies above. 

Erroneous responses were identified as those responses 

where subjects answered having seen president names, 

while actor names were (also) included, or answered having 

not seen president names while those names were presented. 

These erroneous responses were excluded from the analyses 

of reaction times. Response times (RTs) that were greater 

than +2 SD or less than –2 SD from each participant’s 

condition mean were considered outliers and were removed 

from the analysis.  

A mixed effects model was used on the response times, 

with the log frequency of president name pairs as the fixed 

factor and subjects and items as random factor. Analyses 

were conducted for the two configurations (horizontal and 

vertical) separately. 

As we have found in other studies (e.g., Hutchinson & 

Louwerse, 2014; Louwerse, 2008) log frequency of the two 

word combinations significantly predicted RTs in both the 

horizontal and vertical presentation of the president names, 

F(1, 488.61) = 30.04, p < .001 and F(1, 528.72) = 26.94, p < 

.001 respectively. 

These findings indicate that in making judgments about 

individuals, linguistic frequency of the combinations of 

names affects those judgements. Moreover, given that the 

chronological order of presidents can be derived from 

linguistic frequencies, it is feasible that language users 

utilize these linguistic cues in their chronological estimates. 

General Discussion 

In this paper we have added to previous findings that 

support predictability based on linguistic frequency. 

Specifically, the findings presented here demonstrated that 

temporal relations are encoded in language. That is, on the 

basis of the language statistics the chronology of the days of 

the week, months of the year, years of a century, as well as 

the language statistics of names of country leaders can be 

extracted. Moreover, language users are sensitive to these 

linguistic frequencies, as we have shown in a response time 

experiments in which participants evaluated the names of 

presidents of the United States. 

The fact that language encodes time is not surprising, as 

language contains many temporal markers that help us to 

order events (Louwerse, 2001). However, the fact that 

temporal relations can be extracted from distributional 

semantics (i.e., first- and higher-order co-occurrences) is 

less obvious. However, perhaps that finding is not very 

surprising either, given the evidence that geographical 

information, social relations, valence, modalities, and 

perceptual relations can be estimated using language 

statistics. Prelinguistic conceptual knowledge used when 

speakers formulate utterances gets translated into linguistic 

conceptualizations, so that as a function of language use, 

embodied relations are encoded in language (Louwerse, 

2008).  

It could be possible that the participants in the experiment 

knew the exact order of the U.S. presidents and that heavily 

influenced their responses. While unlikely, this is not 

necessarily the important factor as we have previously 

shown that people were more able to accurately locate cities 

in Middle Earth (in The Lord of the Rings Trilogy) when 

they read the text, rather than studied a map or watched the 

film (Louwerse & Benesh, 2012). More importantly, the 

results found were independent of whether or not the 

participant was familiar with the films. 

This is the central idea behind the Symbol 

Interdependency Hypothesis (Louwerse, 2011): language 

encodes perceptual information, so that language users can 

utilize the language statistics cues in their cognitive 

processing. With very limited symbol grounding, meaning 

can thus be bootstrapped through distributional semantics. 

According to the Symbol Interdependency Hypothesis, 

whether language users rely more on language statistics or 

perceptual factors in conceptual processing, depends on a 

variety of factors, including the nature of the stimulus and 

the cognitive task, individual differences, and the time 

course of processing.  

Language has evolved to become a communicative 

shortcut for language users, so that with limited grounding 

they can bootstrap meaning. The data presented here 

suggests that approximately 60% of the temporal relations 

could be retrieved through language statistics. Whether 

language users in fact rely on language statistics in making 

estimates about chronology may not yet be clear, however, 

the computational studies demonstrate they can, and the 

experiment reported here shows that they are at least 

sensitive to these patterns. 

References 

Barsalou, L. W. (2008). Grounded cognition. Annual 

Review of Psychology, 59, 617-645. 

Benor, S. B., & Levy, R. (2006). The chicken or the egg? A 

probabilistic analysis of English binomials. Language, 

82, 233-278. 

Brants, T., & Franz, A. (2006). Web 1T 5-gram Version 1. 

Philadelphia, PA: Linguistic Data Consortium. 

Cooper, W. E., & Ross, J. R. (1975). World order. In R. E. 

Grossman, L. J. San, & T. J. Vance (Eds.), Papers from 

the parasession on functionalism (pp. 63-111). Chicago: 

Chicago Linguistic Society. 

Freyd, J. J. (1992). Dynamic representations guiding 

adaptive behavior. In F. Macar, V. Pouthas, & W. J. 

Friedman (Eds.), Time, action, and cognition: Towards 

bridging the gap (pp. 309-323). Dordrecht: Kluwer. 

1432



Friedman, W. & Brudos, S.L. (1988). On routes and 

routines: The early development of spatial and temporal 

representations, Cognitive Development, 3, 167-182. 

Hudson, J. A., & Nelson, K. (1986). Repeated encounters of 

a similar kind: Effects of familiarity on children’s 

autobiographical memory. Cognitive Development, 1, 

253-271. 

Hutchinson, S., & Louwerse, M. M. (2014). Language 

statistics explains spatial-numerical association of 

response codes. Psychonomic Bulletin & Review, 21, 

470-478. 

Landauer, T., & Dumais, S. (1997). A solution to Plato’s 

problem: The latent semantic analysis theory of 

acquisition, induction, and representation of knowledge. 

Psychological Review, 104, 211-240. 

Louwerse, M.M. (2001). An analytic and cognitive 

parameterization of coherence relations. Cognitive 

Linguistics, 12, 291–315. 

Louwerse, M. M. (2008). Embodied relations are encoded in 

language. Psychonomic Bulletin & Review, 15, 838–844. 

Louwerse, M. M. (2011). Symbol interdependency in 

symbolic and embodied cognition. Topics in Cognitive 

Science, 3, 273–302. 

Louwerse, M. M., & Benesh, N. (2012). Representing 

structure through maps and language: Lord of the Rings 

encodes the spatial structure of Middle Earth. Cognitive 

Science, 36, 1556-1569. 

Louwerse, M. M., & Zwaan, R. A. (2009). Language 

encodes geographical information. Cognitive Science, 

33, 51-73.  

Louwerse, M. M., Hutchinson, S., & Cai, Z. (2012). The 

Chinese route argument: Predicting the longitude and 

latitude of cities in China and the Middle East using 

statistical linguistic frequencies. In N. Miyake, D., 

Peebles, & R. P. Cooper (Eds.), Proceedings of the 34
th

 

Annual Conference of the Cognitive Science Society (pp. 

695-700). Austin, TX: Cognitive Science Society.  

Martin, D., & Berry, M. (2007). Mathematical foundations 

behind latent semantic analysis. In T. Landauer, D. 

McNamara, S. Dennis, W. Kintsch (Eds.), Handbook of 

Latent Semantic Analysis (35-55). Mahwah, New Jersey: 

Lawrence Erlbaum Associates, Inc. 

Gruendel, J. (1986). Event knowledge: Structure and 

function in development. K. Nelson (Ed.). Mahwah, NJ:  

Lawrence Erlbaum Associates. 

Raisig, S., Hagendorf, H., & Van der Meer, E. (2012). The 

role of temporal properties on the detection of temporal 

violations: insights from pupillometry.Cognitive 

processing, 13(1), 83-91. 

Raisig, S., Welke, T., Hagendorf, H., van der Meer, E. 

(2009). Insights into knowledge representation: The 

influence of amodal and perceptual variables on event 

knowledge retrieval from memory. Cognitive Science, 

33, 1252-1266. 

Raisig, S., Welke, T., Hagendorf, H., & van der Meer, E. 

(2010). I spy with my little eye: detection of temporal 

violations in event sequences and the pupillary 

response. International Journal of 

Psychophysiology, 76, 1-8. 
  

 

  

1433



Partitioning the Firing Patterns of Spike Trains by  

Community Modularity 
 

Hu Lu(myluhu@126.com)
a,b

 
a 
School of computer science and communication engineering, 301 Xuefu Road 

Jiangsu University, Zhenjiang 212003 China 
b 
School of Computer Science, 825 Zhangheng Road 

Fudan University, Shanghai 201203 China 

 

Xing Hao Huang(m15251706875_1@163.com) 
School of computer science and communication engineering, 301 Xuefu Road 

Jiangsu University, Zhenjiang 212003 China 

 

Yu Qing Song(yqsong@ujs.edu.cn) 
School of computer science and communication engineering, 301 Xuefu Road 

Jiangsu University, Zhenjiang 212003 China 

 

Hui Wei(weihui@fudan.edu.cn) 
School of Computer Science, 825 Zhangheng Road 

Fudan University, Shanghai 201203 China 

 

 

 

Abstract 

The traditional clustering method utilized to partition 
neuronal firing patterns, including K-means and FCM 
algorithm, require specification of clusters numbers as priori 
knowledge. A new approach to analyze groups of firing 
patterns of neuronal spike trains based on community 
structure partitioning analysis and modularity function Q is 
examined in this study. This approach is able to automatically 
identify the optimal number of groups in neuronal firing 
patterns, realizing the true unsupervised analysis, and identify 
groups of neurons with similar firing patterns. The method 
was tested on a surrogate data set and a testing data set with 
firing patterns known in advance. The method was also 
applied to multi-electrode recording spike trains with 
previously unknown patterns. Results indicate this method 
can effectively self-determine number of pattern groups and 
locate firing patterns of neuronal populations based on 
community modularity Q. 

Keywords: Community structure; Modularity; Clustering; 
Neuronal firing pattern 

Introduction 

A pressing neuroscience question exists as brain neuron 

encoding related to external information  for learning, 

memory and other cognitive tasks remains unknown (Brown 

et al., 2004). Neurons transmit information through the form 

of action potentials. The distributions of action potentials 

firing at different times and spaces is referred to as spatial-

temporal firing patterns. The study found when the same 

stimulation currents were injected into the soma of a cortical 

neuron in vitro the neuron may produce similar firing 

patterns (Fellous et al., 2004.). These patterns are very likely 

the neural basis of information representation and 

processing (Pillow et al., 2008). Each cortical area is 

composed of a large number of neurons, thus the study of 

brain functions has transferred from a single neuron to a 

large neuronal populations. The development of 

extracellular recording techniques has allowed a number of 

neurons to be recorded simultaneously by utilizing the 

multi-electrode recording (Buzsáki, 2004). Analysis of the 

intrinsic firing relationship between these neurons may 

reveal an existing structural or functional connectivity 

between the neurons (Jarrell et al., 2012). Studies have 

revealed brain modularity when performing cognitive tasks 

and that neural firing activities within the modules are 

correlative with several neurons exhibiting some type of 

similar firing patterns in a module (Schneidman et al., 2006). 

Discovering and analyzing neural systems holds key 

significance in revealing brain patterns (Lindsey et al., 

1997).    

Many computational and methodological challenges exist 

to study these firing patterns (Brown et al., 2004).  

Clustering methods such as the K-means clustering 

approach, FCM clustering algorithm and spectral clustering 

method have also been proposed to analyze the firing 

patterns (Toups & Tiesinga, 2006; Paiva et al., 2007). 

Clustering methods must specify the number of pattern 

groups in advance while the number of groups in real spike 

trains is unknown, limiting the practical usefulness of these 

methods. A new spike trains communities finding method 

based on the principle of community structure detection has 

been proposed; however, this method also utilized K-

means++ clustering algorithm in resulting similarity matrix 

eigenvectors (Humphries, 2011). Newman (2011) applied 

the clustering algorithm described by Humphries (2011) to 

identify neuron communities during a reach and grasp task 

(Newman et al., 2011). Community structure detection 
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algorithm is a graph partitioning method widely utilized in 

social network analysis. The recognition of community 

structure is a NP-hard problem with many new methods 

proposed to solve the problem. A modularity function Q has 

been proposed to optimize the community structure 

partitioning problem without requiring knowledge of 

community numbers in advance and to find the optimal 

partitioning of community structure by maximizing the 

modularity function Q (Le & Hankin, 2011). 

 

 
 

Figure 1: Schematic overview of neuronal functional 

network construction. (A) The original spike trains (line 

represents neuronal spikes). (B) Spike vector groups by 

binning the spike trains. (C) Correlation matrix by 

calculating correlations between two neuronal spike trains. 

(D) Retain all edges and construct a neuronal functional 

network. Physical locations of neurons in this Figure are 

random as study is limited to the functional connections 

between neurons. 

 

A new neuronal firing pattern finding method based on 

optimization of modular function Q was proposed in this 

study. Neuronal functional networks constructed from 

neuronal spike trains can be divided into different modules 

through the Ncut clustering algorithm. Optimal division of 

spike trains was obtained by searching for the maximum 

value of Q using this method.  Number of pattern groups 

was determined automatically by dividing the corresponding 

neuronal spike trains into similar groups, realizing the true 

unsupervised clustering of firing patterns. The K-means 

clustering algorithm was not utilized as with other existing 

firing pattern finding methods, thus this method not only 

found the similar spatial-temporal firing groups, but also 

divided neuronal functional networks into different 

community structures (Gansel & Singer, 2012; Toups & 

Tiesinga, 2006). Results revealed the technique was 

effective when tested on a surrogate data set and a testing 

data set with pattern structures known in advance. Finally, 

application to in vivo multi-electrode recording neuronal 

spike trains data set was performed with the firing patterns 

hidden and undiscovered. 

Materials and Methods 

Surrogate data set 

Proposed methods in this study were tested utilizing spike 

trains data sets with known neuronal firing patterns. A 

spiking neuronal model was utilized to generate a data set 

containing the three similar firing pattern groups (Izhikevich, 

2003). The number of neurons was 30.  The known neuronal 

community structure model included 3 communities and 

was constructed so neuronal firing patterns in each 

community were similar. Each community structure 

contained 10 neurons as presented in the neuronal raster plot 

(Fig.1A). Although neuronal firing patterns in this data set 

are simple, pattern clustering analysis methods are required 

to accurately locate firing patterns. 

Testing data set 

A testing data set, created by Fellous (2004), composed of 

90 spike trains and containing 3 pattern groups, was also 

utilized. A spike train simulates common patterns across 

trials of a single neuron. The corresponding neuronal raster 

plot is depicted in Fig.3A. Noise and jitter were added to the 

spike trains causing the spike trains to exhibit irregular 

firing. The data set can be obtained from sharing website 

(available from 

 http://cnl.salk.edu/fellous/data/JN2004data/data.html) and 

can be used to test various firing pattern finding algorithm. 

In vivo recording data set 

Data sets above were utilized to introduce a new 

modularity-based method for finding firing patterns in multi 

spike trains. This method was applied to real in vivo spike 

trains data as neuronal spike trains were analyzed by 

utilizing the multi-electrode arrays recorded from behavioral 

rats performing the Y-maze working memory task. Male 

Spraque-Dawley rats were used. Surgical procedures were 

performed under sodium pentobarbital anesthesia. 

Microelectrode array was made by 16 microelectrodes. 

Microelectrode array was implanted in the left mPFC. 

Recording signal acquisition system used the Plexon 

multichannel acquisition processor system. Spike trains of 

neurons were obtained by the Plexon Offline Sorter. All 

experimental procedures were approved and monitored by 

the Ethical Committee of Animal Experiments at the 

Institute of Neurobiology, Fudan University (Shanghai, 

China). Trial processes were selected randomly at a time 

period. The time length was 42s, between 3082s and 3124 s 

of the whole recording time. The data set included 82 task 

trials with 20 neuronal spike trains analyzed. 

Methods 

Different types of neuronal spike trains data sets were 

collected including multiple neuronal spike trains recorded 

from a trial task and neuronal spike trains consisting of 

several trials of single neurons.   
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Figure 2: Utilizing the proposed method to locate firing patterns in the data set presented in Fig. 1A. (A) Represents raster 

plot of 30 neuronal spike trains. (B) Represents correlation matrix between neurons. (C) Distribution of Q values utilizing the 

Newman modularity is represented, deriving maximum value of Q when the number of communities equals 3. (D) According 

to the Q, we divided 30 neurons into 3 communities only give out the connections between the inter-communities. (E) 

Correlation matrix in Fig. 2B was sorted according to the communities, resulting in a new matrix, indicating obvious modular 

structure compared to Fig. 2B. (F) Raster plot of spike trains with sorting according to similar firing patterns in Fig. 2A and 

time window size set to 10s. 

 

Construction of the functional connections between 

neuronal spike trains based on the correlation of neuronal 

firing were first required.  Figure 1 depicts a raster plot of 

multi-neuronal spike trains with each mark representing the 

firing of a neuronal action potential. A line of marks 

represents a neuronal action potential sequence. Calculating 

correlations between pairs of neurons is the first step to 

constructing functional connections of neurons. The 

procedure was realized, in this study, by binning the spike 

rastergram into non-overlapping, short time windows (also 

refers to bins). Multiple neuronal spike trains were 

converted to vector groups by sizing the bin utilizing 

parameter  t  and counting the number of spikes in each 

bin. The element of vector represents the number of spikes 

in each bin, as indicated in Fig. 1B.  Pearson correlation 

coefficient r was utilized to calculate the correlation 

between the two spike trains:  
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Where xi represents the value of the ith bin of the xth spike 

trains. x  represents the average values of all bins of the xth 

spike trains. The value of r is between -1 and 1. 

Pearson correlation has been widely utilized to calculate 

correlations between brain signals in the study of brain 

functional networks.  Focus of this research includes 

functional connectivity strength between neurons, regardless 

of the direction of functional connections, so the 

connectivity weights between neurons were defined as 

absolute values of Pearson correlation coefficient, 

 ijR r  (2) 

The undirected, weighted neuronal functional 

connectivity graph was built based on the weighted 

correlation matrix R (Liang & Zhang, 2011).  Weighted 

network is converted into binary by thresholding to simplify 

the analysis in some studies. Different group partitioning 

methods, based on the correlation matrix R, may be utilized 

to divide matrix into different clusters.  Standard data 

clustering techniques, such as K-means may be utilized to 

find clusters within the comparison matrix; however, K-

means requires specific clustering numbers and cluster 

centers in advance. The Ncut spectral clustering algorithm 

proposed by Shi and Malik(2000) and utilized in this study, 

is a graph-based partitioning method (Shi & Malik, 2000).  

Ncut algorithm produces a comparatively superior 

performance and has been applied in the brain functional 

networks of fMRI (Van et al., 2008; Shen et al., 2010).  

Ncut algorithm application obtains a neuronal functional 

network partition.   Evaluation of the partition quality and 

derivation of the number of groups hidden in spike trains 

was achieved utilizing the modular function Q (Newman, 

2004; Leicht & Newman, 2008). When value Q reached 

maximum, a corresponding number of communities 

reflected the number of neuronal firing pattern groups. A 

weighted network modular function Q is defined as follows: 
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Figure 3: (A) Original raster of spike trains. (B) Distribution of different modularity Q calculated from different number of 

pattern groups. (C) Divide 90 trials into three firing pattern groups with time window size set to 0.2s. 

 
 

Figure 4: The time window size is set to 4s. (A) original raster plot of spike trains (B) correlation matrix of spike trains (C) 

distribution of different Q value (D) correlation matrix sorted according to two similar patterns (E) sorted spike trains with 

two similar firing patterns. 
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Where l  is the sum of values in the weighted matrix.  

ik  and jk  are the degree of node i and node j , 

respectively. ij  is the Kronecker delta function, which 

equals 1 when node i  and node j  are in the same 

community and 0 when elsewhere. The community 

partitioning analysis process was realized by performing the 

following two steps alternately. A single partitioning was 

obtained in the first step utilizing Ncut algorithm when the 

number of communities was assigned to 2. The value of Q 

was calculated corresponding to this partitioning in the 

second step. One was then added to the number of 

communities and the above two steps repeated until the 

number of communities equaled the number of nodes. A 

distribution of Q values and corresponding partitioning was 

obtained and maximum modularity Q and corresponding 

partitioning then derived. 

Results 

Surrogate data set 

The study method automatically identified similar firing 

patterns of neurons by utilizing the community partitioning 

algorithm, including the number of pattern groups and 

corresponding firing patterns, without prior knowledge of 

patterns contained in the data sets.  Effectiveness of this 

method is illustrated as partitioning algorithm on a surrogate 

data set is tested. Figure 2 presents a description of the 

implementation procedure.   

Prior knowledge of pattern groups does not exist in the 

spike trains although there were obvious firing patterns 

among 30 neuronal spike trains (Fig. 2).  The initial 

structures between neurons were in disorder (Fig. 2A), thus 

the number of groups and the firing patterns contained in the 

spike trains remained unknown without applying the 

clustering analysis method. Using the proposed community 

partitioning method, the number of pattern groups was 

automatically identified and equaled 3 (Fig. 2C).  Ncut 

1437



 
 

Figure 5: Distribution of different Q with different bin size t parameter selected (A) Results of surrogate data set when bin 

size equals 5s and 10s and optimal number of groups 3 are identified. Optimal number of pattern groups is 2, otherwise. (B) 

Results of testing data set. 

 

partitioning method was then utilized to divide the 30 

neurons into 3 groups according to the pattern similarity 

(Fig. 2D) while the original spike trains were sorted 

resulting in a new raster plot (Fig. 2F). Compared to Fig. 2A, 

Fig. 2F exhibits three obvious spatial-temporal firing 

patterns and Fig. 2B and Fig. 2E represent the correlation 

coefficient matrix of before sorting and after sorting, 

respectively. 

Testing data set 

A different data sent created by Fellous (2004) and 

containing a known number of groups equaling 3 was also 

tested. Figure 3 presents experimental results with Fig. 3A 

representing spike trains containing multiple trials of a 

neuron. Neuroscientists utilize the clustering analysis 

method to discover the firing pattern in the spike trains. 

Spike trains were divided into different communities and 

corresponding Q values calculated. Maximum modularity 

value of Q was obtained when the number of communities 

equaled 3. Ninety trials of spike trains were divided into 3 

groups utilizing the Ncut algorithm as represented in 

different colors (Fig. 3C). Number of groups known in 

advance is not required with this method as opposed to the 

K-means clustering method, thus pattern discovery occurs 

unsupervised. 

In vivo recording data set 

The framework was applied to the recording spike trains in 

vivo and a trial process of spike trains was selected with a 

time period of 40 s and the number of neurons at 20.  

The spike trains data set was recorded from the prefrontal 

cortex of a rat chronically implanted with multi electrode 

arrays (see methods). Structure of the data set, including the 

number of pattern groups, was unknown in advance, thus 

the proposed analysis method was applied to detect 

assemblies.  Community modularity Q was utilized for this 

study as Q values were calculated when the number of 

communities varied. The maximum Q was found when the 

number of communities equaled 2 (Fig. 4C). The 20 

neuronal spike trains were then divided into two groups and 

two firing patterns identified. (Fig. 4E) 

Parameters selection 

Bin size t of spike trains is a parameter utilized in this study 

as different t will affect the number of spikes in each bin. 

The impact of bin size on experimental results was analyzed 

as a series of different bin sizes was utilized to construct 

neuronal functional networks. Framework proposed in this 

study was then applied to detect the optimal number of 

groups. 

Results of the two data sets were compared with the 

optimal number of groups known in advance. Different 

parameter influence on identification of the optimal number 

of groups was investigated revealing that different bin size 

affected optimal number of groups. Research for parameter 

selection is difficult. There is no more researches to show 

how to select the parameters reasonably. 

Conclusion 

A new method to detect multi neuronal firing patterns has 

been provided with the overall algorithm based on the 

Pearson correlation coefficient matrix, Ncut partitioning 

algorithm and modularity function Q. The algorithm 

automatically determines the number of pattern groups 

contained in spike trains by comparing the value of Q. 

Based on the maximum value of Q corresponding to 

potential optimal number of pattern groups, the firing of 

multi spike trains can be divided into different firing 

patterns without a priori knowledge about the number of 

groups or structure of spike trains. However, modularity 

function Q encounters the problem of resolution limit, 

which cannot identify some modules smaller than a certain 

scale. In future research, we will extend community 

structure partitioning methods that do not depend on 

modularity optimization (Lu & Wei, 2013). 
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Abstract 
 

Utility based models are common in both the risky and inter-
temporal choice literatures. Recently there have been efforts to 
formulate models of choices which involve both risks and 
time delays. An important question then is whether the 
concept of utility is the same for risky and inter-temporal 
choices. We address this question by fitting versions of two 
popular utility based models, Cumulative Prospect Theory for 
risky choice, and Hyperbolic Discounting for inter-temporal 
choice, to data from three experiments which involved both 
choice types. The models were fit assuming either the same 
concept of utility for both, by way of a common value 
function, or different utilities with separate value functions. 
Our results show that while many participants seem to require 
the flexibility of different value functions, an approximately 
equal number do not suggesting they may have a single 
concept of utility. Furthermore for both choice types value 
functions were concave. 
 
Keywords: Risky, Inter-temporal, Utility, Choice. 

 
Introduction 

Behavior in both risky choices and inter-temporal choices 
are often explained by way of utility based models. These 
models, such as Cumulative Prospect Theory (CPT) for 
risky choice or Hyperbolic Discounting for inter-temporal 
choice, involve the calculation and comparison of utilities 
across the different options present in choice. In Cumulative 
Prospect Theory, for gambles with a single non-zero 
outcome, this is done by first transforming the objective 
outcomes into utilities, by way of a value function. This 
utility is then multiplied by a decision weight, which is a 
function of an outcome’s probability of occurrence, to 
determine the utility of that gamble. Similarly in Hyperbolic 
Discounting objective outcomes are transformed by a value 
function, before being multiplied by a discount rate, based 
on their delay until receipt. The question that we address in 
this paper is whether a single concept of utility, and thus a 
single value function can account for both risky and inter-
temporal choices. 

Answering this question would add to a growing body of 
research that has attempted to understand how risky and 

inter-temporal choice relate to each other. This research has 
generally focused on the similarities between behavior in 
risky and inter-temporal choice and attempted to explain 
both choice types within the same framework (Green & 
Myerson, 2004; Prelec & Loewenstein, 1991; Weber & 
Chapman, 2005). This endeavour would be greatly aided by 
understanding whether there is a common value function 
and therefore a single concept of utility underlying both 
choice types.  

As a practical consideration determining whether risky 
and inter-temporal choices involve the same value function 
is particularly important for attempts to model choices 
which involve both risks and time delays (Baucells & 
Heukamp, 2012; Vanderveldt, Green & Myerson, 2014). A 
common value function would greatly simplify the process 
of developing such a model, as it would be reasonable to 
assume that the same valuation of outcomes would occur in 
choices with both risks and delays. 

Recent work by Abdellaoui and colleagues (2013) would 
suggest that there is not a single concept of utility. In two 
experiments they find that value functions for risky choices 
are concave, while value functions for inter-temporal 
choices are closer to linear. This matches the literature on 
CPT and Hyperbolic Discounting, with concave value 
functions often found when using the former, and linear 
value functions often assumed, but not tested in the latter 
(Kahneman & Tversky, 1979; Kirby, 1997; Kirby & 
Marakovic, 1995; Rachlin, Raineri & Cross, 1991; Stott, 
2006; Tversky & Kahneman, 1992).  

In the Abdellaoui et al. (2013) experiments they did not 
assume any particular forms for the various functions used, 
except the value function, instead estimating the concavity 
of the value function free of a particular model of risky or 
inter-temporal choice. While this method is informative it 
does not allow a comparison of individuals, nor an 
assessment of whether this extra parameter is necessary to 
account adequately for the data. In this paper we fit 
particular versions of CPT and Hyperbolic Discounting to 
risky and inter-temporal choice data. Importantly we fit two 
different combinations of these models. In the separate 
value model we fit CPT and Hyperbolic Discounting 
separately to their respective choice types, with separate 
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value function parameters estimated for each choice type. In 
the common value model we again fit each model to its 
respective choice type, but estimate a single value function 
parameter for both choice types. 
 
Cumulative Prospect Theory 
CPT contains three main functions, a value function, a 
decision weight function and when dealing with choice data, 
a choice function (Kahneman & Tversky, 1979; Stott, 2006; 
Tversky & Kahneman, 1992). In the literature various 
formulations of each function are used. Stott (2006) 
compared combinations of these formulations and found 
that a power function for the value function (Equation 1), a 
single parameter decision weight function proposed by 
Prelec (1998) (Equation 2), and a logit choice function 
(Equation 3) provided good fits across a range of data sets. 
We follow Stott’s lead and use this particular combination. 
 

𝑣(𝑥) = 𝑥𝑎   (Eq. 1) 

𝑤(𝑝) = 𝑒−(− ln 𝑝)𝑟   (Eq. 2) 

𝑉(𝑔) = 𝑤(𝑝) × 𝑣(𝑥) 
𝑃(𝑔1,  𝑔2) = 1

1+𝑒−𝜀(𝑉(𝑔1)−𝑉(𝑔2)) (Eq. 3) 

Where x is the outcome amount and p is its probability. ε, r 
and a are free parameters estimated from the data. 
  
Hyperbolic Discounting 
As the basic hyperbolic discounting model uses restrictive 
assumptions regarding the value function, we use a modified 
version (see Doyle, 2013 for other modifications). 
Generally, as its name suggests, the basic model involves a 
hyperbolic discount rate (Equation 4), and an identity 
function for the value function (Kirby, 1997; Kirby & 
Marakovic, 1995; Rachlin, Raineri & Cross, 1991). 
Following the lead of Dai and Busemeyer (2014) and to 
allow a common value function for risk and delay, we use a 
power function, rather than identity function, as we did in 
risky choice (Equation 1). This reduces to the identity 
function when a is 1. As we are dealing with choice data we 
also use the logit choice function here (Equation 3). 
 

𝑑(𝑡) = 1/(1 + ℎ × 𝑡)  (Eq. 4) 

𝑉(𝑔) = 𝑑(𝑡) × 𝑣(𝑥) 
 
Where x is the outcome amount and t is the amount of time 
until the amount is received. h is a free parameter estimated 
from the data. 
 

 
 

Method 
Participants 
21 adults recruited from flyers on the UNSW campus and 
on the UNSW careers website participated in Experiment 1. 
They were reimbursed $10 for approximately 30 min 
participation. Participants in Experiments 2 (n=20) and 3 
(n=60) were first year undergraduate students at UNSW 
who received course credit for their participation.  
 
Materials and Procedure 
Each participant completed 10 blocks of risky choices, and 
10 blocks of inter-temporal choices. All choices were 
presented on a computer screen, with participants asked to 
select the option they preferred. All risky choices were a 
choice between receiving $50 for certain, or receiving a 
greater amount, $X, with some probability, p. Similarly all 
inter-temporal choices were between receiving $50 now, or 
a greater amount, $X, at some time delay, t, expressed in 
months. The value of X changed between blocks, with the 
10 values being $55, $60, $65, $75, $90, $110, $140, $200, 
$330 and $1000. 

Each risky block contained 7 choices, with the 
probability, p, of receiving the risky amount varying on each 
choice based on the previous choices in that block, 
according to a bisection titration method (Weber & 
Chapman, 2005). In this method when the participant 
chooses the risky option the value of p decreases on the next 
choice, increasing the risk. In particular, p takes a value 
halfway between its current value, and the highest p for 
which the certain $50 was chosen rather than the risky 
amount. Similarly, if the certain $50 was chosen, the value 
of p would increase on the next trial by the same method. 
This process was terminated when the current and previous 
value of p were within 0.01 of each other. The upper and 
lower bounds for p were set at 1 and 0, with p=0.5 on the 
first choice of each block. 

A similar titration method was used in the inter-temporal 
blocks, with the length of the delay, t, changing for each 
choice, and the titration terminating when the current and 
previous values were within 0.5 of a month. The upper and 
lower bounds for the delay were set at 96 and 0 months. The 
upper delay of 96 months was chosen based on pilot testing. 
The first choice therefore always involved a 48 month delay. 
Unlike the risky choices the number of inter-temporal 
choices in a block varied from 7 to 8, due to rounding in the 
titration method. 

In Experiment 1 participants completed all blocks of one 
choice type before moving on to the next. In Experiments 2 
and 3 risky and inter-temporal blocks alternated. Whether 
risky or inter-temporal choice was presented first was 
counterbalanced across participants. 
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Analyses 
Two models were fit to each participant’s data using 
maximum likelihood estimation (MLE): 
 
Common Model 
In this model the same value function (Equation 2) and 
choice functions (Equation 3) were used for the risky and 
inter-temporal choices. Therefore a single a and single ε 
parameter were estimated for each participant. 
 
Separate Model 
In this model risky and inter-temporal choices were fit 
completely separately. Different value functions were used 
for risky choice and inter-temporal choice, resulting in two 
value parameters, ar for risky choice and ai for inter-
temporal choice. Similarly there were two choice scaling 
parameters εr and εi as separate choice functions were also 
used. Unlike the common model this means behavior in the 
inter-temporal choices had no influence on parameter 
estimation for risky choice, and vice versa. 

The fits of the two models were compared using Bayesian 
Information Criteria (BIC) which takes into account both 
the fit of the model, as a log likelihood, and the complexity 
of the model, in its number of parameters. The common 
model had four parameters, a, h, r, ε, while the separate 
model had six, ar, ai, h, r, εr, εi. 

Using BIC to compare fits is a winner takes all approach, 
as each model is either the best fitting or not, with no 
consideration given to how much better a given model fits. 
In this sense it can be somewhat misleading if both models 
have very similar BIC values for many participants. In order 
to account for uncertainty in the degree to which a model is 
preferred, we calculated BIC weights (Wagenmakers & 
Farrell, 2004). These weights can be transformed to 
approximate the probability that a given model generated 
the observed data (given the set of models being compared). 
In what follows, we will report the probability that the 
Common model is best fitting, with the probability that the 
Separate model is best simply being the complement. That 
is, participants for whom the Common model fits best will 
have wBICs closer to 1, while scores closer to 0 indicate 
that the Separate model is fitting better. Scores near 0.5 
suggest both are equally probable. 
 

Results 
Model Fits 
Figure 1 shows the log likelihood for the two models for 
each participant. For the purposes of the figure all log 
likelihoods were calculated as the difference between the 
maximum log likelihood for the model and the log 
likelihoods obtained from a model which assigns a 
probability of 0.5 to each option in each choice. Therefore a 

log likelihood of 0 corresponds to a model which performs 
no better than chance, while large log likelihood values 
indicate that the model is fitting the data better. As all 
values are above zero both models performed better than 
chance for all participants.  
 

 
 
Figure 1: Log Likelihood for the fit of each model for each 
participant. Squares are values for the Separate Model, 
triangles are the Common Model. Grey points are 
participants best fit by the Common Model, Black points 
those best fit by the Separate Model. All log likelihoods are 
plotted as the difference between the fit of the model and 
that of a chance model where for each choice a probability 
of 0.5 is placed on each option being chosen.  
 

Comparing the models, approximately equal numbers of 
participants were best fit by each model type according to 
BIC. In Experiment 1, 10 out of 21 participants had lower 
BIC values for the Common model than the Separate model. 
A similar pattern emerges in Experiment 2, with 10 out of 
20 participants best fit by each model. In Experiment 3 a 
slight majority, 36 out of 60, are best fit by the Common 
model.1 This suggests that there may be large individual 
differences in whether people have the same or separate 
value functions for risky and inter-temporal choice. It would 

                                                           
1 Two intermediate models were also fit to the data. The common 
value only model had the same value function, but separate choice 
functions, while the separate value only model had separate value 
functions, but the same choice function. According to BIC only 12 
and 15 participants respectively were best fit by these models. For 
this reason the analysis has focused on the two extreme versions. 
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appear that approximately equal proportions of participants 
do and do not require separate value functions. 

These two groups can also be seen in Figure 1. For those 
participants marked in grey, indicating that the Common 
model had lower BIC values, the triangles and squares are 
almost overlapping. That is, when the Common and 
Separate models provide equivalent fits to the data, the 
simpler model is preferred. For those where the Separate 
model fit better, marked in black, the triangles tend to be 
much lower than the squares. This suggests that the extra 
complexity of the Separate model is warranted by the data. 
Finally, since grey and black points are interspersed across 
the range of log likelihoods, it appears that the simple model 
is not only preferred when neither can account for the data 
well. 
 

BIC Weights 
Figure 2 shows the model probabilities, as calculated from 
BIC weights, for each participant in each of the three 
experiments. Most participants cluster at either end of the 
scale, suggesting that one model was generally fitting much 
better than the other. This means that our weighted BIC 
results are very similar to the winner takes all BIC 
comparison, and again suggest that many participants do not 
benefit from allowing separate value functions. In all three 
experiments the mean wBIC was close to 0.5, with values of 
0.47, 0.51, and 0.58 respectively. 
 

 
 
Figure 2: Model probabilities, as calculated from BIC 
weights, for each participant in each Experiment. Scores of 
1 indicate a probability of 1 that the common model is the 
best fitting of the two. Scores of 0 indicate a probability of 1 
that the separate model is the best fitting. The plus sign is 
the mean wBIC for that experiment. 
 
Value function Parameters 

A histogram of the values of the power coefficient of the 
value function, a, across all individuals revealed three clear 

outliers. All other participants had a parameters of less than 
3, and so we excluded two individuals from Experiment 2 
and one from Experiment 3 who’s a values for inter-
temporal choices were 7.7, 18.4, and 47.1. This leaves 98 
participants for analysis. 

 

 
 
Figure 3: Dots show the estimated values of a from the 
Separate model for risky and Inter-temporal choices for each 
participant. Grey points are participants best fit by the 
Common Model, Black points those best fit by the Separate 
Model. Separate figures are presented for each Experiment. 
The crosses show the single value of a estimated for both 
choice types from the Common model. 
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The circles in Figure 3 show the values of a for risky 
choices and for inter-temporal choices when they were 
estimated separately for each individual. A common 
assumption in hyperbolic discounting models is that the 
value function is linear. However, relatively few values of 
our estimated a values fall around 1. From the work of 
Abdellaoui and colleagues (2013) we would expect values 
of a to be 1 or greater for inter-temporal choice, and less 
than 1 for risky choice (i.e., indicating a concave value 
function for risk). From Figure 3 it is clear that we find the 
latter, but not the former, with ai varying considerably. 
Across all three experiments 96 participants had a values 
less than 1 for risky choice and 80 for inter-temporal 
choices respectively. For risky choices ar was significantly 
less than 1 (M=0.37) on average (t(97)= 24.10, p<0.0001). 
Similarly, and in contrast to Abdellaoui and colleagues’ 
findings, ai was also significantly less than 1 on average 
(M=0.57) for Inter-temporal choice (t(97)= 6.91, p<0.0001).  

We also find value functions are concave for the Common 
model. The crosses in Figure 3 show the values of a 
estimated by the common model. All values were less than 
1, and therefore a was significantly lower than 1 on average 
(M=0.37, t(97)= 26.41, p<0.0001). 
 

Discussion 
Overall our results suggest a rather complicated relationship 
between utility in risky choice and utility in inter-temporal 
choice. Unlike Abdellaoui and colleagues (2013) who find 
evidence suggesting that utility is domain specific, we find 
that many individuals do not require this assumption in 
order to fit their data. Rather, many individuals can be fit 
equally well by models which assume a single concept of 
utility for both choice types. This suggests that there may be 
large individual differences in how people approach these 
two choice types, with some people employing the same 
concept of utility for both, and others applying different 
concepts. 

The consequence of this is that people may be 
approaching the two choice types in quite distinct ways. For 
those with a common concept they may view the two choice 
types as quite similar, and apply a similar process to both. 
This may account for some of the similarities observed in 
behavior in risky choices and inter-temporal choices (Prelec 
& Loewenstein, 1991). In contrast those with separate utility 
concepts may view the choice types as quite distinct or 
unrelated, leading to their application of different value 
functions in the two contexts. 

This difference has important implications for any attempt 
to develop a model that can account for behavior in risky 
choices, inter-temporal choices and choices which involve 
both. For the roughly half of our participants who do not 
need separate value functions, this may be quite 

straightforward. For those with separate value functions it is 
much more complicated as not only would any model need 
to allow different value functions for risk and delay but also 
some way of addressing the issue of utility for an outcome 
that is both risky and delayed. This could require a third 
concept of utility for these types of choices, essentially 
requiring three separate models, and three distinct 
approaches for the three choice types. Alternatively it could 
require risky and delayed utilities to be combined in a 
similar fashion to that proposed by Abdellaoui (2013) with 
consecutive transformations by each value function. The 
psychological plausibility of the latter approach is 
debatable, although there is some evidence that people 
process risks and delays sequentially (Onculler & Onay, 
2009). Future research is needed to resolve which of these 
approaches is more successful. 

Regarding the shape of the value function we did not find 
the value function to be linear for inter-temporal choices. 
While there was clearly more variability in the a parameter 
for inter-temporal choice, than for risky choice, it was still 
less than 1, suggesting a concave value function. This was 
the case both overall and for the majority of individuals. 
This would suggest that even if there are different concepts 
of utility for risk and delay it is a difference in the degree of 
diminishing sensitivity in most cases rather than a complete 
absence of diminishing sensitivity for inter-temporal 
choices. This suggests some consistency in the ways in 
which outcomes are valued in risky and inter-temporal 
contexts. 

Relatively little research has examined the value function 
in inter-temporal choice, with many assuming it is linear. 
The difference between our results and those found by 
Abdellaoui et al. could be due to methodological issues, 
such as our use of multiple delay lengths, a different form 
for the value function and the specific discount function. 
These questions await future research. 

So far we have assumed that participants are actually 
calculating and comparing the utilities of each option when 
making their choice. An alternative and potentially more 
parsimonious account of our data may be that we find this 
mixture of evidence for our two models because the 
assumption of utility comparison is wrong. It may be that 
participants are performing this task in a completely 
different way, such as by directly comparing attribute 
values, e.g. probabilities, delays and amounts, across 
options, or to distributions of these attributes in memory 
(Stewart, Chater & Brown, 2006; Vlaev et al., 2011). A 
variety of these attribute based models have been proposed, 
and they suggest quite different processes to those assumed 
in our models. For example in Scholten and Read’s (2010) 
trade off model individuals directly compare attributes 
across options in inter-temporal choice, trading off the gain 
in outcome amount with the loss of time of receipt, rather 
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than comparing the utilities of each option. A similar 
process could occur for risky choices. If this where the case 
it would suggest that our two models merely provide a 
descriptive fit to the data and, as neither captures the process 
people are using to make their choice, we cannot distinguish 
between them. An investigation of these types of models is 
beyond the scope of this paper but given our failure to find 
clear support for a single or separate value function, in the 
interests of parsimony and psychological plausibility, future 
research would benefit from considering attribute 
comparison based models of choice that may be able to 
explain the behavior of all participants. 
 
Conclusion 
When assuming a utility comparison based model of choice, 
for the majority of participants in our study utility was 
concave for both risky and inter-temporal choice, although 
not necessarily by the same amount. Furthermore, although 
more than half of our participants were best fit by a model 
assuming a common value function for the two choice 
types, the remainder required a model that assumed separate 
functions. Thus any attempt to explain both choice types in 
a single model would therefore need to allow for this 
difference among participants, or perhaps abandon the 
assumption of utility based comparisons. 
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Abstract

Response time (RT) is an oft-used but ”noisy” behavioral mea-
sure in psychology. Here, we combine modeling and psy-
chophysics to examine the hypothesis that RT variability may
reflect ongoing statistical learning and consequent adjustment
of behavioral strategy. We utilize the stop-signal task, in which
subjects respond to a go stimulus on each trial, unless in-
structed not to by a subsequent, rare stop signal. We model
across-trial learning of stop signal frequency (P(stop)) and
stop-signal onset time (SSD) with a Bayesian hidden Markov
model, and within-trial decision-making as optimal stochas-
tic control. The model predicts that RT should increase with
expected P(stop) and SSD, a prediction borne out by our hu-
man data. Thus, it appears that humans continuously moni-
tor environmental statistics and adjust behavioral strategy ac-
cordingly. More broadly, our approach exemplifies the use of
”noisy” RT measures for extracting insights about cognitive
and neural processing.

Keywords: Bayesian modeling, decision making, learning, re-
sponse time, behavioral psychophysics

Introduction
Response time (RT) is an oft-reported behavioral measure in
psychology and neuroscience studies. As RT can vary greatly
across trials of apparently identical experimental conditions,
average or median RT across many identical trials is typically
used to examine how task performance or an internal speed-
accuracy tradeoff might be affected by different experimental
conditions. Separately, a specialized subfield of quantitative
psychology has used not only the first-order statistics (e.g.
mean and median) but also second-order (e.g. variance) and
higher-order (e.g. skewness, kurtosis) statistics to make infer-
ences about the cognitive or neural processes underlying be-
havior (Laming, 1968; Luce, 1986; Smith, 1995; Ratcliff &
Rouder, 1998; Gold & Shadlen, 2002; Bogacz et al., 2006).
In general, RT is considered a very noisy experimental mea-
sure, with single-trial responses yielding little useful informa-
tion about the underlying mental processes.

In this work, we approach RT modeling from a different
angle, attempting to capture trial-to-trial variability in RT as
a consequence of statistically normative learning about en-
vironmental statistics and corresponding adaptations within
an internal decision-making strategy. We focus on behav-
ior in the stop-signal task (SST) (Logan & Cowan, 1984), a
classical inhibitory control task, in which subjects respond
to a go stimulus on each trial unless instructed to with-
hold their response by an infrequent stop signal that appears

some time after the go stimulus (stop-signal delay; SSD). We
model trial-by-trial behavior in SST, using a Bayesian hidden
Markov model to capture across-trial learning of stop signal
frequency (P(stop)) and onset asynchrony (SSD), and a ra-
tional decision-making control policy, which combines prior
beliefs and sensory data to produce behavioral outputs un-
der task-specific constraints/objectives, to model within-trial
decision-making.

This work builds on several previous lines of modeling
research. The new model combines a within-trial rational
decision-making model for stopping behavior (Shenoy & Yu,
2011) and an across-trial statistical learning model (Dynamic
Belief Model; DBM) that sequentially updates beliefs about
P(stop) (Yu & Cohen, 2009; Ide, Shenoy, Yu*, & Li*, 2013);
it also incorporates a novel across-trial learning component,
essentially a Kalman filter, that updates beliefs about the tem-
poral statistics of the stop-signal onset (SSD). Using this new
model, we can then predict how RT on each trial ought to
vary as a function of the sequence of stop/go trials and SSD’s
previously experienced by the subject, and compare it to the
subject’s actual RT.

Several key elements of the combined model have previ-
ously received empirical support. For example, we showed
that the rational decision-making model for stopping behavior
(Shenoy & Yu, 2011), which separately penalizes stop error,
go (discrimination and omission) error, and response delay,
can account for both classical effects in the SST (Logan &
Cowan, 1984), such as an increase in rate of stop errors as a
function of SSD and the faster stop-error responses (relative
to correct go responses), as well as some recently discovered,
subtle influences on stopping behavior by contextual factors,
such as motivation/reward (Leotti & Wager, 2009) and the
baseline frequency of stop trials (Emeric et al., 2007). We
also showed that the across-trial learning model, DBM, can
account for sequential adjustment effects not only in SST (Ide
et al., 2013), but also more broadly in simple 2AFC percep-
tual decision-making tasks (Yu & Cohen, 2009) and a multi-
target visual search task (Yu & Huang, 2014). Neurally, we
have evidence from fMRI studies that a key prediction error
signal related P(stop) is encoded in the brain region known
as dorsal anterior cingulate cortex (dACC) (Ide et al., 2013),
and that dACC response is altered in young adults at-risk for
developing stimulant addiction (Harlé et al., 2014).
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In the following, we first describe the experimental design,
then the modeling details, followed by the results; we finally
conclude with a discussion of broader implications and future
directions for research.

Experiment
22 UCSD students participated in the stop signal task. On
each trial, the subject was presented with a two alterna-
tive forced-choice (2AFC) perceptual discrimination task,
in which he must press a left or right arrow depending on
whether the stimulus was a square or circle or the direction
of random dot motion(stimulus-key association was counter-
balanced across subjects). On approximate 25% of trials, an
auditory ”stop” signal was presented some time after the go
(discrimination) stimulus, indicating that the subject should
withhold their response to the go stimulus. Trials containing
a stop signal are stop trials; otherwise they are go trials. The
delay in presentation between the go stimulus and the the stop
signal is known as the stop-signal delay (SSD), which was
uniformly and randomly sampled from 100 ms, 200 ms, 300
ms, 400 ms, 500 ms, and 600 ms in stop trials. Each sub-
ject participated in 12 blocks, with each block containing 75
trials.

Models
In this section, we give a brief description of the three com-
putational models: a stochastic control model for within-trial
sensory processing and decision-making, a hidden Markov
model (DBM) for across-trial learning of stop signal fre-
quency, and a Kalman filter model for across-trial learning
of SSD.

Stochastic Control Model for Within-Trial
Processing
We briefly summarize the rational decision-making model for
stopping behavior here; a more detailed description can be
found elsewhere (Shenoy & Yu, 2011).

(B)(A)

Figure 1. Within-trial sensory processing and decision-
making. (A) Bayesian generative model of iid sampled sen-
sory observations (x1, . . . ,xt , . . .) conditioned on Go stimulus
identity (d = 0, d = 1), and an independent stream of obser-
vations (y1, . . . ,yt , . . .) conditioned on the presence (zt = 1)
or absence (zt = 0) of the Stop signal. (B) The decision of
whether to Go, when to do so, and which Go response to
select are modeled as a sequential decision-making process,
where the subject chooses at each moment in time whether to
select a Go response (δ = 0 for square, δ = 1 for circle), or to
wait at least one more time point.

Sensory processing as Bayes statistical inference. Fig-
ure 1A graphically illustrates the Bayesian generative model,
whereby the two hidden variables correspond respectively to
the identity of the go stimulus, d ∈ {0,1}, and whether or
not this trial is stop trial, s ∈ {0,1}. The priors of d and s
are P(d = 1) and r = P(s = 1). Conditioned on the go stim-
ulus identity d, a sequence of iid sensory inputs are gener-
ated on each trial, x1, ... ,xt , ... ,where t indexes time steps
within a trial. The likelihoods of the sensory inputs given d
are f0(xt) = p(xt |d = 0) and f1(xt) = p(xt |d = 1), which are
assumed to be Bernoulli distribution with respective rate rate
parameters qd and 1− qd . The dynamic variable zt denotes
the presence/absence of the stop signal. z1 = ... = zθ−1 = 0
and zθ = zθ+1 = ... = 1 if a stop signal appears at time θ,
where θ represents stop signal delay SSD. For simplicity,
we assume that the onset of the stop signal θ (SSD) follows
an geometric distribution: p(θ = t|s = 1) = q(1− q)t . The
mean of θ is equal to 1

q which is the expected SSD (E [SSD])
within a trial. Conditioned on zt , a stream of iid observations
are generated. The likelihoods of the the sensory inputs, as-
sociated with the stop signal, are p(yt |zt = 0) = g0(yt) and
p(yt |zt = 1) = g1(yt). We assume that the likelihood func-
tions, g0 and g1, are also Bernoulli distributions with respec-
tive rate parameters qs and 1−qs.

In Bayesian statistical inference process, Bayes’ Rule is
applied in the usual iterative manner way to compute the
sequential posterior probability associated with go stimulus
identity, pt

d := P(d = 1|xt), and the presence of the stop sig-
nal, pt

s := P(s = 1|xt), where xt = {x1,x2, ...,xt} denotes all
the data observed so far. pt

z := P(θ < t|yt) denotes the pos-
terior probability that the stop signal is already present. The
belief state at time t is defined to be the vector bt = (pt

d , pt
s),

which can be iteratively computed from step to step via
Bayes’ Rule, by inverting the generative model (Figure 1).

Decision process as optimal stochastic control. Fig-
ure 1B graphically illustrates the sequential decision-making
process. On Go trials, if the Go action is taken by the re-
sponse deadline D, it is recorded as a Go response (correct on
Go trials, stop error on Stop trials); otherwise the trial termi-
nates and a Stop response is recorded (omission error on Go
trials, correct on Stop trials). We define a cost (loss) function
to account for the cost and penalty structure of the stop-signal
task. The observer is assumed to minimize the expected value
of this loss function in choosing whether to Go or Wait at each
tilmestep, based on the current belief state. A Go response
terminates the current trial, while a Wait response lengthens
the current trial by at least one more time step (unless termi-
nated by the externally imposed response deadline).

Let τ denote the trial termination time, so that τ = D if no
response is made before the deadline D, and τ < D if a Go
action is chosen. δ ∈ {0,1} represents the possible binary Go
choices produced by making a Go response. We also assume
there is a basic cost c per unit time on each trial, a stop error
penalty of cs for choosing to respond on a stop-signal trial,
and a unit cost for making a discrimination error on a go trial
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(since the cost function is invariant with respect to scaling,
we can normalize one of the cost parameters to 1 without loss
of generality). We assume the cost function to be:

l(τ,δ;d,s,θ,D) = cτ+ cs1{τ<D,s=1}+1{τ<D,δ6=d,s=0}

+1{τr=D,s=0}

The optimal decision policy minimizes the expected loss,
Lπ = E [l(τ,δ;d,s,θ,D)]. It is computationally intractable to
directly minimize Lπ over the policy space. Fortunately, Bell-
man’s dynamic programming principle provides an iterative
relationship between the optimal state-value function and op-
timal action-value function. The Bellman optimality equation
for optimal state-value function, V t(bt), is

V t(bt) = min
a
[
∫

P(bt+1|bt ;a)V t+1(bt+1)dbt+1]

where a ranges over all possible actions. The optimal pol-
icy is to choose the action corresponding to the smallest ac-
tion cost. Using the Bellman optimality equation for optimal
action-value function, we can obtain the cost functions

Qt
g(b

t) = ct + cs pt
s +(1− pt

s)min(pt
d ,1− pt

d)

Qt
w(b

t) = 1{D>t+1}E
[
V t+1(bt+1)|bt]

bt +1{D=t+1}(1−Pt
s)

V t(bt) = min(Qt
g,Q

t
w)

Since the observer can no longer update the belief state nor
take any action at the deadline, the optimal state-value func-
tion can be initially computed at D as V t(bD) = 1− pD

s . The
recursive relationship between the optimal action-value and
state-value functions in Bellman optimality equation allows
us to the compute the optimal state-value functions and Q
factors backwards in time from t = D−1 to t = 1. In our sim-
ulation, we discretize the space of pt

d and pt
z each into 200

bins.
With this model, the mean Go RT can be obtained by simu-

lating the model for a certain parameter setting (variability in
outcome arises entirely from assumed observation noise, pa-
rameterized by qd and qs, thus providing a way to study how
the Go RT is related to expectation of environmental statis-
tics, e.g. P(stop) and E [SSD]. E [SSD] is the mean of geo-
metrically distributed prior of SSD (E [SSD] = 1

q ) and P(stop)
(P(stop) = r) represents the expectation of the probability of
seeing a stop trial.

Dynamic Belief Model for learning P(stop)
We use a previously proposed Bayesian hidden Markov
model, the Dynamic Belief Model (DBM) (Yu & Cohen,
2009; Ide et al., 2013), to model trial-by-trial evolution of
prior (and posterior) beliefs about P(stop). We briefly de-
scribe the model here; more details can be found elsewhere
(Yu & Cohen, 2009; Ide et al., 2013).

Dynamic Belief Model (DBM) was proposed to explain se-
quential effects in reaction time and accuracy in 2AFC tasks,
as a function of experienced trial history (Yu & Cohen, 2009).
In DBM, γk is the probability the subject will see a stop trial

at time step k and has a Markovian dependence on γk−1, so
that with probability α, γk = γk−1, and probability 1−α, γk
is redrawn from a fixed Beta distribution p0(γk). The ob-
servation sk represents the occurrence of a stop trial and is
assumed to be drawn from a Bernoulli distribution with pa-
rameter γk. The predicted value of γk is the mean of its poste-
rior: < γk|sk−1 >=

∫
γp(γ|st−1)dγ. The posterior and iterative

prior of γk can be updated by

p(γ|sk−1) = αp(γk−1 = γ|sk−1)+(1−α)p0(γk = γ)

p(γk|sk) ∝ p(γ|sk−1)

We adapt DBM to model the prior probability of observ-
ing a Stop trial (as opposed to Go trial) based on trial history
(see Figure 2A for a graphical illustration of the generative
model, and Figure 2B for simulated dynamics of DBM given
a sequence of sample observations). We briefly describe the
model here; more details can be found elsewhere (Yu & Co-
hen, 2009; Ide et al., 2013).

Kalman Filter Model for Learning Expected SSD
We use a classical linear-Gaussian dynamical systems model,
otherwise known as a Kalman Filter (Welch & Bishop, 2006),
to model the trial-by-trial estimation of the mean and vari-
ance of SSD in the stop-signal task. As shown in Figure 2C,
Kalman Filter tries to estimate the state h of a discrete-time
controlled process governed by the linear stochastic equation

hk = Ahk−1 +Buk−1 +wk−1

with a measurement z which is

zk = Hhk + vk

The random variable wk and vk represent the process and mea-
surement noise, respectively. They are assumed to be inde-
pendent, white and with normal distribution

p(w)∼ N(0,Q)

p(v) = N(0,R)

The equation for the Kalman filter consists of two parts: time
update equations and measurement update equation. The
time update equation obtains a prior estimate from the next
time step. ĥ−k is defined as a priori estimate at step k given
information before step k ,and ĥk as a posteriori estimate at
step k given the measurement zk. P̂−k is defined to be a priori
estimate of error covariance and P̂k to be a posterior estimate.

ĥ−k = Aĥk−1 +Buk−1

P−k = APk−1AT +Q

The measurement update equations incorporates a new mea-
surement into the priori estimate to obtain an improved a pos-
terior estimate of the state.

Kk = P−k HT (HP−k HT +R)−1

ĥk = ĥ−k +Kk(zk−Hĥ−k )

P−k = (I−KkH)P−k
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Figure 2. Bayesian sequential inference model for learning P(stop) and E [SSD]. (A) Graphical model for DBM. γ ∈ [0,1], sk
∈ {0,1}. p(γk|γk−1) = αδ(γk−γk−1)+(1−α)p0(γk), where p0 = Beta(a,b). Numbers inside circles indicate example random
variable values. (B) Evolution of predictive probability mass for DBM p(γt |sk−1) (grayscale) and its mean, the predictive
probability P(sk = 1|sk−1) (cyan), for a randomly generated sample sequence of observations (red dots valued 1 or 0). P(sk =
1|sk−1) fluctuates with transient runs of stop (e.g. starting at trial 11) and go trials (e.g. starting at trial 6). Simulation
parameters: α = 0.75, p0 = Beta(2.5,7.5). (C) Graphical model for the Kalman filter. p(hk|hk−1) = N (hk−1,Q), p(zk|hk) =
N (hk,R), p(h1) = N (h0,P0). Numbers inside circles indicate example random variable values. (D) Evolution of posterior
mean (cyan) and probability mass (grayscale) of SSD over time, for a randomly generated sequence of observations (red
circles) with values in {0.1,0.2,0.3,0.4,0.5,0.6}. E [SSD] tends to increase when a number of large SSD have been observed
(e.g. starting at trial 6) and decrease when a number of small SSD (e.g. starting at trial 11) have been observed. Simulation
parameters: Q = 0.034, R = 0.15, h0 = 0.35, P0 = 1. Unless otherwise stated, these parameters are used in all the subsequent
simulation.

In this paper, we use a simple Kalman Filter model, where
B = 0, A = 1 and H = 1, to compute the E [SSD] (ĥ−k ) by in-
corporating real observed SSD (zk) to the filter. Figure 2D
shows simulated dynamics of the Kalman filter given a se-
quence of sample observations.

Results
Our main modeling goal here is to develop a principled ex-
planation for how Go RT ought to vary from trial-to-trial in
the stop-signal task. We can then compare model predictions
with human data to see whether our assumptions about the
underlying computational processes hold. There are two key
components to the model: (1) how subjects’ beliefs about task
statistics vary across trials as a function of previously expe-
rienced outcomes, and (2) how subjects’ behavioral strategy
within each trial depends on prior beliefs (learned from prior
experience). For the first component, we separately model
the evolution of subjects’ beliefs about the frequency of stop
trials, P(stop), using a Bayesian hidden Markov model known
as the Dynamic Belief Model (DBM), and their beliefs about
the temporal onset of the stop signal, stop-signal delay (SSD),
using a Kalman Filter model. For the second component, we
use an optimal stochastic control model to predict when and
whether the subject produces a GO response on each trial, as
a function of prior beliefs about P(stop) and SSD, dynami-
cally evolving posterior beliefs about the type of Go stimulus
and presence of stop signal, as well as the relative cost of
GO now and WAIT another time-step depending on the ex-
pected costs associated with making a go (discrimination or
omission) error, a stop error (not stopping on a stop trial), and
response delay (Shenoy & Yu, 2011) . Details of the model
can be found in the Models section.

We first simulate the stochastic control model to demon-

strate how Go RT ought to vary as a function of prior beliefs
about P(stop) and SSD. Intuitively, we would expect that Go
RT ought to increase as prior P(stop), since the higher prob-
ability of encountering a stop signal should make the subject
more willing to wait for the stop signal despite the cost associ-
ated with response delay. We also expect that Go RT ought to
increase with E [SSD] for the prior distribution, since expecta-
tion of an earlier SSD should give confidence to the observer
that no stop signal is likely to come after a shorter amount
of observations and thus respond earlier. Simulations of the
stochastic control model (Figure 3) shows that Go RT indeed
increases monotonically with both P(stop) and E [SSD], and
does so linearly. Note that P(stop) and E [SSD] are specified
explicitly in the statistical model here (details in the Models
section), so we only need to change these parameters and ob-
serve their normative consequences by running the stochastic
control model.

Next, we want to examine how subjects’ actual Go RT
varies with prior beliefs about P(stop) and SSD. Since the
experiment does not explicitly manipulate the baseline fre-
quency of stop signals or SSD, we estimate these psychologi-
cal quantities by assuming that subjects continuously modify
their prior beliefs according to experienced trial history. We
apply the across-trial learning models to a subject’s experi-
enced sequence of go/stop trials and SSD to estimate their
priors on each trial, and then plot how Go RT varies with
the model-based estimates of P(stop) and E [SSD] Figure 4
shows that the subjects’ Go RT increases approximately lin-
early with prior P(stop) and E [SSD], just as predicted by the
model (Figure 3). These result imply that subjects both con-
tinuously monitor and update internal representations about
environmental statistics, and adjust their behavioral strategy
rationally according to those evolving representations.
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Figure 3. Model prediction of Go RT versus P(stop) and E [SSD]. (A) Go RT vs. P(stop): simulated Go RT for a ranged of
P(stop) values (.1, .15, ..., .75). Data averaged over 10000 simulated Go trials for each value of P(stop). Straight line denotes
best linear fit. Error bars denote s.e.m. 1/q = E [SSD] = 7. (B) Go RT vs. E [SSD]: simulated Go RT for a range of SSD values
(8, 9, ..., 18). Data averaged over 10000 simulated Go trials for each value of E [SSD]. Straight line denotes best linear fit. Error
bars denote s.e.m. P(stop) = 0.25. (C) Go RT vs. P(stop) and E [SSD]: simulated Go RT for a range of P(stop) and E [SSD])
values, where P(stop) varies between .1 and .75, and E [SSD] varies between 8 and 18. Data averaged over 10000 simulated Go
trials for each (P(stop), E [SSD]). Simulation parameters for A-C: qd = 0.55, qs = 0.72, D = 50, cs = 0.4, c = 0.002. Initial string
of Go trials in each block (on average 3 trials, 1/4 time none at all) are excluded from all analyses, as subjects’ initial beliefs
about task statistics may vary widely and unpredictably before any stop trials are observed.

Discussion
In this paper, we presented a rational inference, learning, and
decision-making model of inhibitory control, which can ac-
count for significant variability of human RT in the stop-
signal task. Unlike most previous models of human response
time, which assumes RT variability to be due to irreducible
noise, we conclude that this variability is largely driven by
fluctuations in experienced empirical statistics, which ob-
servers use to continuously update their internal representa-
tion of environmental statistics and rationally adjust their be-
havioral strategy as needed.

The reader may well wonder why we choose to use a dif-
ferent model for capturing sequential effects in SSD (Kalman
Filter) than for P(stop) (DBM). The Kalman Filter primarily
differs from DBM in that the hidden variable s is assumed
to undergo (noisy) continuous dynamics, such that the mean
of the new variable is centered at the old s (it is a Martin-
gale process), whereas DBM assumes that the new hidden
variable s is either identical to its value at the last time step,
or redrawn from a generic prior distribution p0(s), which is
identical on each trial. This means that hidden variables dy-
namics in DBM are not Martingale, and the variable s can
readily undergo large, discrete jumps, which are not likely
in the Kalman Filter. We used both the Kalman Filter and
an adapted version of DBM to model subjects’ beliefs about
E [SSD], and found that the Kalman Filter does a significantly
better of accounting for trial-by-trial variability in RT than
does DBM (data not shown).

The work is also important for making a substantial con-
tribution in advancing the understanding of inhibitory con-
trol. Inhibitory control, the ability to dynamically modify
or cancel planned actions according to ongoing sensory pro-
cessing and changing task demands, is considered a fun-
damental component of flexible cognitive control (Barkley,

1997; Nigg, 2000). Stopping behavior is also known to be
impaired in a number of psychiatric populations with pre-
sumed inhibitory deficits, such as attention-deficit hyperac-
tivity disorder (Alderson, Rapport, & Kofler, 2007), sub-
stance abuse (Nigg et al., 2006), and obsessive-compulsive
disorder (Menzies et al., 2007). The work shown here
elucidates the psychological and potential neural underpin-
nings of inhibitory control, and makes powerful predictions
that can be validated using experimental methods. For ex-
ample, this work can investigate how different individuals’
ability to represent and respond to those expectations, e.g.
P(stop) and E [SSD], may be correlated with eventual devel-
opment/absence of abusive stimulant behavior, as we have al-
ready done in some previous work in collaboration with neu-
roimaging researchers (Ide et al., 2013; Harlé et al., 2014).
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Abstract

Tracking word-object co-occurrence statistics can reduce ref-
erential uncertainty during word learning. But human learners
are constrained by limits on attention and memory, and there-
fore must store a subset of the information available—how do
they select what information to store? We hypothesize that the
presence of referential cues like eye gaze guides how learn-
ers allocate their attention. In three large-scale experiments
with adults, we test how the presence of referential cues affects
cross-situational word learning. Referential cues shift learners
away from multiple hypothesis tracking towards storing only a
single hypothesis (Experiments 1 and 2). In addition, learners
are sensitive to the reliability of a referential cue and when it is
less reliable, they are less likely to use the cue and more likely
to store multiple hypotheses (Experiment 3). Together, the data
suggest a rational tradeoff: In conditions of greater uncertainty,
learners tend to store a broader range of information.
Keywords: statistical learning, word learning, referential
cues, resource rationality

Introduction
Words are powerful tools that allow speakers to rapidly con-
vey meaning. We focus here on the task of mapping concrete
nouns to objects, as opposed to other substantive inferential
problems such as word segmentation and generalization. To
make such a mapping, learners must solve the core prob-
lem of referential uncertainty (Quine, 1960): that a speaker’s
utterance could refer to many possible objects in the visual
scene, to parts of of those objects, or even to something that
is not present. How do learners infer word meanings from
data with this kind of uncertainty?

Statistical learning theories offer a solution to this learn-
ing problem by aggregating cross-situational statistics across
labeling events to identify underlying word meanings. Re-
cent experimental work shows that both adults and young
infants can use word-object co-occurrence statistics to learn
words from individually ambiguous naming events (L. Smith
& Yu, 2008; Vouloumanos, 2008). For example, L. Smith
and Yu (2008) taught 12-month-olds three novel words sim-
ply by repeating consistent novel word-object pairings across
10 ambiguous exposure trials. Moreover, recent computa-
tional models suggest that cross-situational learning can scale
up to learn adult-sized lexicons, even under conditions of con-
siderable referential uncertainty (K. Smith, Smith, & Blythe,
2011).

Although all learning models agree that the input is the
co-occurrence between words and objects, they disagree
about how closely learners approximate the input distribution.
Some theories hold that we accumulate graded, statistical ev-
idence about multiple referents for each word (McMurray,

Horst, & Samuelson, 2012), while others argue that we track
only a single candidate referent (Trueswell, Medina, Hafri,
& Gleitman, 2013). Recent experimental and modeling work
suggests an integrative explanation: that learners store both a
strong single hypothesis and a set of weaker alternative hy-
potheses, with the strength of the alternatives modulated by
the number of referents present during learning (Yurovsky &
Frank, under review). Under Yurovsky and Frank (under re-
view)’s model, learners allocate a fixed amount of their at-
tention to one hypothesis, and the rest gets distributed evenly
among the remaining alternatives. As the set of alternatives
grows, the amount allocated to each object approaches zero.

This framework raises the interesting question of whether
learners might be sensitive to the quality of the learning con-
text and use this information to adaptively allocate their fixed
cognitive resources. This characterization fits well with re-
cent modeling and experimental work that attempts to offer
resource-rational explanations of higher cognition (Lieder,
Goodman, & Griffiths, 2014). For example, Vul, Good-
man, Griffiths, and Tenenbaum (2014) showed that as time-
pressure increased in a decision-making task, participants
were more likely to show behavior consistent with a less cog-
nitively challenging strategy of matching, rather than with the
globally optimal strategy. Are there comparable aspects of
the word learning context that might shift learners’ allocation
of cognitive resources?

Here we consider the hypothesis that referential cues (e.g.,
eye gaze and pointing) modulate learners’ resource allocation
by providing evidence about the speaker’s intended mean-
ing. Social-pragmatic theories of language learning have em-
phasized referential cues as critical for early word learning
(Clark, 2009). Experimental work shows that even children
as young as 16 months are sophisticated intention-readers,
preferring to map novel words to objects that are the target
of a speaker’s gaze and not their own (Baldwin, 1993). And
in naturalistic observations, learners tend to retain labels that
are accompanied with clear referential cues that are concur-
rent with visual access (Yu & Smith, 2012). Together, the
evidence suggests that referential cues could help learners by
allowing for efficient allocation of limited attention to the rel-
evant statistics in the input.

In the current set of studies, we test the effect of referential
cues on the number of representations stored during cross-
situational word learning. In Experiment 1, we manipulate
the presence of a valid referential cue, a speaker’s eye gaze,
at different levels of attention and memory demands. At all
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levels of difficulty, learners tracked a strong single hypothe-
sis, but learners were less likely to track multiple word-object
links when referential cues were present. In Experiment 2,
we replicate the findings from Experiment 1 with a more
ecologically valid stimulus set. In Experiment 3, we show
that reducing the reliability of the referential cue increases
learners multiple hypothesis tracking. Together, the data sug-
gest that learners adaptively allocate attention and store rep-
resentations with different levels of fidelity depending on the
amount of referential uncertainty present during learning.

Experiment 1
We set out to test the effects of referential cues on cross-
situational learning at different levels of attention and mem-
ory demands. Participants saw a series of ambiguous expo-
sure trials that consisted of a set of novel objects (either 2, 4,
6, or 8) and an image of a schematic, female interlocutor. On
each trial they heard one novel word that was either paired
with an eye gaze cue or not, and were asked to make guesses
about which object went with each word. In subsequent test
trials, participants heard the novel word again after different
numbers of intervening trials (0, 1, 3, and 7), this time paired
with a new set of novel objects. Importantly, test trials were
contingent upon participants’ selection during exposure such
that one of the objects in the set was either the participant’s
initial guess (Same trials) or one of the objects that was not
the initial guess (Switch trials). While both single and multi-
ple referent trackers could succeed on Same trials, only par-
ticipants who encoded multiple word-object links during their
first encounter could succeed on Switch trials. This provides
a direct test of whether learners track multiple alternatives
and if these representations are influenced by the presence of
referential cues.

Methods
Participants This experiment was posted to Amazon Me-
chanical Turk as a set of Human Intelligence Tasks (HITs) to
be completed only by participants with US IP addresses and
an approval rate above 95%. Each HIT paid 30 cents. Ap-
proximately 50-130 HITs were posted for each of the 32 con-
ditions (4 referents X 4 intervals X 2 gaze conditions) for total
of approximately 2400 paid HITs. If a participant completed
the experiment more than once, he or she was paid each time
but only data from the first HITs completion was included in
the final data set. In addition, data was excluded from the
final sample if participants did not give correct answers for
familiar trials (5 HITs excluded).

Stimuli Figure 1 shows stimuli used in Experiment 1.
These stimuli consisted of black and white pictures of famil-
iar and novel objects drawn from the set of 140 first used
in Kanwisher, Woods, Iacoboni, and Mazziotta (1997), a
schematic drawing of a human interlocutor, and audio record-
ings of familiar and novel words. Familiar words consisted of
the labels for the familiar objects as produced by AT&T Natu-
ral VoicesTM(voice: Crystal). Novel words were 1–3 syllable

Figure 1: Experimental stimuli from Experiment 1
(schematic) and Experiment 2 (live action).

pseudowords obeying the rules of English phonotactics pro-
duced using the same speech synthesizer. A schematic draw-
ing of a human speaker was chosen for ease of manipulating
the direction of eye gaze, the referential cue of interest in this
study (see Figure 1).

Design and Procedure Participants were exposed to a se-
ries of 16 trials (8 exposure, and 8 test) in which they heard
a speaker say one novel word, saw a set of novel objects, and
were asked to guess which object went with the word. Af-
ter a written explanation of the task, participants completed
four practice trials that consisted of familiar words and ob-
jects. These trials also served to screen for participants who
did not have their audio enabled or who were not attending to
the task.

After the practice trials, participants were informed that
they would now hear novel words, and see novel objects,
and that they should continue selecting the correct referent
for each word. Participants heard eight novel words twice,
one exposure and one test trial for each word. Four of the test
trials were Same trials in which the object that participants
selected on the exposure trial appeared again amongst a set
of new objects. The other four were Switch trials in which
one of the objects in the set was selected randomly from the
objects that the participant did not select on the previous ex-
posure trial. All other objects were completely novel on each
trial.

Participants were randomly assigned to see either 2, 4, 6, or
8 referents on each trial and to have either 0, 1, 3, or 7 trials in
between exposure and test. Participants were also assigned to
either the Gaze or No-gaze condition. In the Gaze condition,
eye gaze was directed towards one of the objects on exposure
trials; in the No-gaze condition, eye gaze was always directed
straight ahead. On test trials, eye gaze was never informative.
To indicate that participants’ selections had been registered, a
red dashed box appeared around the object they selected for
1 second after their click was received. This box appeared
around the selected object whether or not it was the ”correct”
referent.

Results and Discussion
Exposure trials To ensure that our referential cue manip-
ulation was effective we compared participant’s performance
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Figure 2: Accuracy on test trials in Experiment 1 for both trial types (Same and Switch) and experimental conditions (Gaze and
No-gaze). Each datapoint represents approximately 35-130 participants. Error bars indicate 95% confidence intervals computed
by non-parametric bootstrap.

on Exposure trials in the Gaze condition against the distri-
bution expected if participants were selecting randomly (de-
fined by a Binomial distribution with four trials and a proba-
bility of success of 1

#Re f erents ). In all conditions, participants’
responses differed from those expected by chance, exact bi-
nomial p(two-tailed) < .001, suggesting that eye gaze effec-
tively directed participants’ attention to the target referent.

We also analyzed participants’ response times on exposure
trials, which were self-paced and thus a proxy for attention
allocated to the referents on the screen. We fit a linear mixed
effects model to response times on exposure trials.1 We found
a significant main effect of referents (β = 806.88, p < .001)
with slower responses as the number of referents increased.
We also found a significant two-way interaction between con-
dition and number of referents (β =−517.36, p < .001) such
that responses were faster in the gaze condition, especially as
the number of referents increased.

Test trials To analyze performance on Test trials, we com-
pared the distribution of correct responses made by each par-
ticipant to the distribution expected if participants were se-
lecting randomly. Figure 2 shows participants’ accuracies in
identifying the referent of each word in all conditions for both
kinds of trials (Same and Switch) and in each referential cue
condition (Gaze and No-gaze). We replicate the finding from
Yurovsky and Frank (under review): at all Referent and Inter-
val levels, both for Same and for Switch trials, participants’
responses differed from those expected by chance (smallest

1All mixed-effects models were fit using the lme4 pack-
age in R. The model was specified as follows: RT ∼
Gaze-condition × Log(Interval) × Log(Referents) +
(Trial Type | subject).

χ2(4) = 12.07, p < .01). Participants’ success on Switch tri-
als provides direct evidence that learners encoded more than
a single hypothesis in ambiguous word learning situations,
even under high attentional and memory demands.

To quantify the effect of each factor on the likelihood of
a correct response, we fit a mixed-effects logistic regression
model to the full dataset.2 We found significant main effects
of number of referents (β = −0.66, p < .001) and interval
(β = −0.48, p < .001), such that as each of these factors in-
creased, accuracy on test trials decreased. We also found sig-
nificant main effects of trial type (β =−1.29, p < .001), with
worse performance on switch trials.

Next we examined the interactions between each factor.
There were significant two-way interactions between trial
type and interval (β = 0.31, p < .001) and trial type and num-
ber of referents (β = −0.69, p < .001) such that the inter-
val between exposure and test affected same trials more than
switch trials, and the number of referents affected switch tri-
als more than same trials. The two-way interaction between
trial type and gaze condition was not significant in this model,
but trended in the correct direction (β =−0.52, p = 0.13).

The interaction between trial type and gaze condition is
the important test of our hypothesis because it shows that the
presence of a referential cue reduced learners multiple hy-
pothesis tracking. But we would only expect to see the effect
of referential cues on test trials if participants were actually
using the gaze cue on exposure trials. So we fit a mixed-
effects logistic regression to a filtered dataset, removing those

2The model specification was as follows: Correct ∼ Trial
Type × Gaze-condition × Log(Interval) × Log(Referents)
+ (Trial Type | subject).
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participants who were not reliably using the gaze cue on ex-
posure trials. This filter removed 90 participants who selected
the target of eye gaze at below chance levels on exposure tri-
als. The analysis of the filtered dataset showed a reliable in-
teraction between trial type and gaze condition (β = −0.79,
p < .05), suggesting that when learners used the gaze cue,
they were less likely to track multiple word-object links.

Taken together, the response time and accuracy analyses
provide evidence that learners use of a referential cue mod-
ulated their attention during learning, thus making them less
likely to track multiple word-object links. Interestingly, we
did not see strong evidence that reduced tracking of alterna-
tives resulted in a boost to participants’ performance on same
trials. This finding suggests that the limitations on same tri-
als may be different than those regulating the distribution of
attention on switch trials, since the presence of a referential
cue selectively reduced learners tracking of alternatives but
did not lead learners to form a stronger memory of their sin-
gle candidate hypothesis.

Experiment 2
In Experiment 2, we attempt to replicate the findings from
Experiment 1 using a more ecologically valid stimuli set. To
move closer to a real word learning context, we replaced the
static, schematic gaze cue with a live actress and introduced a
within-subjects design where each participant saw both gaze
and no-gaze exposure trials. We selected a subset of condi-
tions, testing only the 4-referent display with 0 and 3 inter-
vening trials as between-subjects manipulations. Our goals
were to replicate the effect of referential cues on learners’
multiple hypothesis tracking, and to test whether increasing
the ecological validity of the cue would result in a boost to
the strength of learners’ single candidate hypothesis.

Methods
Participants Participant recruitment and inclusion-
ary/exclusionary criteria were identical to those of Experi-
ment 1 (excluded 36 HITs). 100 HITs were posted for each
condition (1 referent X 2 intervals X 2 gaze conditions) for
total of 400 paid HITs.

Stimuli Audio and picture stimuli were identical to Exper-
iment 1. The referential cue in the gaze condition was a film
of a live actress (see Figure 1). On each exposure trial, the ac-
tress looked out at the participant with a neutral expression,
smiled, and then turned to look at one of the four images on
the screen. She maintained her gaze for 3 seconds before re-
turning to the center. On test trials, she looked straight ahead
for the duration of the trial.

Design and Procedure Procedures were identical to those
of Experiment 1. The major design change was a within-
subjects manipulation of the gaze cue. That is, participants
saw exposure trials with and without eye gaze. The experi-
ment consisted of 32 trials broken down into 2 blocks of 16
trials. Each block consisted of 8 exposure trials and 8 test tri-
als (4 same test trials and 4 switch test trials), and contained

Figure 3: Accuracy on test trials in Experiment 2. Each dat-
apoint represents 182 participants. Error bars indicate 95%
confidence intervals computed by non-parametric bootstrap.

only gaze or no-gaze exposure trials. The order of block was
counterbalanced across participants.

Results and Discussion
We followed the same analysis plan as in Experiment 1. First,
we analyze performance on exposure trials to ensure that par-
ticipants were using the referential cue and to test if the cue
changed response times. Then we analyze performance on
test trials to measure the effect of the presence of referential
cues on the number of word-object links learners stored in
memory.

Exposure trials Similar to Experiment 1, participants’ re-
sponses on exposure trials differed from those expected by
chance, exact binomial p(two-tailed) < .001, suggesting that
eye gaze effective in directing attention to the target refer-
ent. Participants in Experiment 2 were numerically more con-
sistent in their use of eye gaze with the live action stimuli
in Experiment 2 compared to the schematic stimuli used in
Experiment 1 (M1 = .76, M2 = .81). We also fit a linear
mixed effects model to response times with the same speci-
fication as Experiment 1, finding main effects for gaze con-
dition (β =−1112.83, p < .001) and interval (β =−498.96,
p < .001) with faster responses in the gaze condition and in
the the longer interval condition. The two-way interaction be-
tween gaze condition and interval was not significant, show-
ing that gaze had the same effect on participants’ response
times at both intervals.

Test trials Figure 3 shows performance on test trials in Ex-
periment 2. We replicate the main finding from Experiment 1:
participants in the gaze condition performed worse on switch
trials. We fit a mixed-effects logistic regression model3 and
found significant main effects of interval (β = −0.55, p <
.001) and trial type (β =−2.63, p < .001). Participants were

3We fit models to both the unfiltered and filtered datasets and
found no difference between the two analyses.
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less accurate as the interval increased and on switch trials. In
addition, the model showed significant two-way interactions
between gaze condition and trial type (β =−0.95, p < .001)
such that switch trials were more difficult after gaze exposure
trials. Similar to Experiment 1, we did not find evidence of a
boost to performance on same trials in the gaze condition.

Taken together, the data from Experiment 1 and 2 suggest
that the presence of a referential cue reliably focuses learners’
attention and shifts them towards single hypothesis tracking
strategy. Changing to a live action stimulus set led to slightly
higher rates of participants selecting the target of eye gaze
on exposure trials, but did not result in a boost to perfor-
mance on Same trials, providing additional evidence that the
fidelity of participants’ single hypothesis was unaffected in
our paradigm by the presence of a referential cue.

Experiment 3
In Experiment 3, our goal was to move beyond manipulating
the mere presence of a referential cue to a parametric manipu-
lation of the strength of that cue. To accomplish this, we var-
ied the reliability of eye gaze as a cue to reference. This de-
sign was inspired by experimental work showing that children
are sensitive to the past reliability of those around them when
deciding whom to ask for new information (Koenig, Clément,
& Harris, 2004). By parametrically manipulating reliability,
we hoped to test a clear prediction of our account: that learn-
ers will allocate attention and memory rationally in response
to graded changes in the referential uncertainty present during
learning.

Methods
Participants Participant recruitment, and inclusion-
ary/exclusionary criteria were identical to those of Experi-
ment 1 and 2 (excluded 4 HITs). 50 HITs were posted for
each reliability level (0%, 25%, 50%, 75%, and 100%) for
total of 250 paid HITs.

Design and Procedure Procedures were identical to those
of Experiment 1 and 2. We modified our cross-situational
learning paradigm to include a block of 16 familiarization tri-
als (8 exposure and 8 test), which established the reliability
of the referential cue. To establish reliability, we varied the
proportion of same/switch trials that occurred during this fa-
miliarization block. Switch trials provide evidence that eye
gaze is not a reliable predictor of the object that will appear
at test. Participants either saw 0, 2, 4, 6, or 8 switch trials. Af-
ter the familiarization block, participants completed a block
of 16 trials (8 exposure and 8 test). Importantly, since we
were no longer testing the effect of presence or absence of
referential cues, all exposure trials in Experiment 3 included
eye gaze, but this cue was more or less reliable depending on
which familiarization block participants saw.

Results and Discussion
Exposure trials Participants reliably chose the referent that
was the target of eye gaze at rates greater than those that
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Figure 4: Accuracy on test trials in Experiment 3 for both
trial types (Same and Switch) as a function of participants’
use of eye gaze on exposure trials. Each datapoint represents
approximately 50 participants. Error bars indicate 95% con-
fidence intervals computed by non-parametric bootstrap.

would be predicted by chance p(two-tailed) < .001. We fit a
mixed effects linear regression model and found a marginally
significant effect of reliability level (β = 1.03, p = .08) such
that as the reliability of the cue increased, participants were
more likely to select the target of gaze on exposure trials, pro-
viding evidence that learners were sensitive to the reliability
of the cue.

Test trials Figure 4 shows participants accuracy on test tri-
als within the test block. To quantify the effect of reliability
on accuracy, we fit a mixed-effects logistic regression model
and found a significant main effect of trial type (β = −3.94,
p < .001), with participants responding less accurately on
switch trials. In this analysis, we did not find a significant
interaction between reliability and trial type.

Similar to Experiment 1, we would only expect to see an in-
teraction between reliability and trial type if learners were us-
ing the gaze cue during exposure trials. Thus, we conducted a
follow-up analysis where we modeled accuracy on test trials
as a function of how often participants chose the target of eye
gaze on exposure trials. We fit a mixed effects logistic regres-
sion model with the same specifications, but substituting ac-
curacy on exposure trials for reliability condition as a predic-
tor, and found a robust two-way interaction between perfor-
mance on exposure trials and trial type (β =−0.25, p < .001)
such that participants who were more likely to use the gaze
cue performed worse on switch trials4. These analyses show
that as a referential cue becomes more reliable, participants
were more likely to use it, and that learners who used the
referential cue were less likely to store multiple word-object
links.

4In an earlier version of the experiment this analysis was post-
hoc. So we ran a follow-up study, and all results reported here are
from a planned analysis of that follow-up.
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General Discussion
An ideal learner with unlimited attention and memory could
track all possible word-object co-occurrences, making cross-
situational word learning a simple problem of getting enough
data points. But human learners are constrained by lim-
ited cognitive resources, making it important to decide which
statistics to store from a learning moment. Recent work sug-
gests that learners store a strong candidate hypothesis along
with other possible word-object links with varying degrees
of fidelity depending on the attention and memory demands
present during learning (Yurovsky & Frank, under review).

In the current line of work, we extend these findings
to show that an ecologically valid referential cue to word
meaning—the speaker’s eye gaze—focuses learners’ atten-
tion and reduces the attention and memory allocated to other
possible word-object links (Experiments 1 and 2). We also
parametrically manipulated the reliability of the referential
cue, and found that learners were more likely to use the cue
as it became more reliable, and that when learners did use the
cue, multiple hypothesis tracking decreased (Experiment 3).
Interestingly, across all three experiments, reduced memory
for alternative hypotheses did not result in a boost to perfor-
mance on same trials. This pattern of data suggests that the
presence of a referential cue selectively affected the number
of word-object links stored in a given learning moment, but
did not strengthen learners’ memory for their candidate hy-
pothesis.

There are several limitations to the current study that are
worth noting. First, the social context we used was relatively
impoverished. Here we isolated just a single cue to refer-
ence, eye gaze, using both a schematic and live action stimu-
lus set. But real-world learning contexts are much more com-
plex, providing learners access to multiple cues to reference
such as eye gaze, pointing, and previous discourse. In fact,
we did see a more reliable effect of referential cues when we
used a live film, which included both eye gaze and head turn
as opposed to the static, schematic stimuli. Second, we do not
yet know how these results would generalize to young word
learners. It is an interesting open question as to how children,
who have even more limited cognitive resources, choose to
allocate them during learning.

Our results fit well within a resource rational framework
(Lieder et al., 2014), which attempts to push the rationality of
computational-level models down to the psychological pro-
cess level. In this framework, cognitive systems are thought
to be adaptive in that they optimize the use of their limited
resources, taking the cost of computation (e.g., opportunity
cost of time or mental opportunity) into account. In the cur-
rent work, learners showed evidence of adapting to the level
of referential uncertainty in the learning context, changing
how many word-object links they stored in memory.

Word learning proceeds despite the potential for high lev-
els of referential uncertainty and learners’ limited cognitive
resources. Our work shows how referential cues can influ-
ence the allocation of cognitive resources, causing learners to

store different numbers of word-object links from a labeling
moment. Overall, these results increase our understanding of
how social contexts support language acquisition.
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Abstract

In the present study, we test the theory that humans selectively
encode incoming sensory information on an as-necessary ba-
sis, when the information would not be accessible otherwise, in
order to compensate for cognitive limitations on the quantity of
new information that they can encode. We investigate whether
external informational sources—much like high-level knowl-
edge obtained from previous experiences—can spare learners
from having to encode all new information in fine-grained de-
tail. If this is true, we would expect to observe differences
between the way human learners encode new information that
they know to be easily available through external informational
resources (e.g., names of actors in a movie, the date of a his-
torical event) and those that they know are not (e.g., names of
new acquaintances, the date of a wedding anniversary). Specif-
ically, we would expect learners to encode far less detail for
information that is available through known external informa-
tional resources than for information that is not. We present
evidence from a study run on Amazon Mechanical Turk that
human memory preferentially encodes information that is not
expected to be available from external informational resources.
Keywords: Memory; learning; education; human experimen-
tation.

Potential Effects of External Memory Devices
on Human Cognition

External informational resources (e.g., books, pictures,
Wikipedia, notes) have the potential to act as external memory
devices for users by enabling them access to knowledge that
they need not have encoded and stored in their own memory
banks. Smart phones, one of the most common and widely
used personal information-providing devices to date, are a
prime example of technology that could act as an external
memory device for users. Smart phones give users quick ac-
cess to both universal types of knowledge (e.g., answers to
common and uncommon questions about the world), as well
as more personal facts (e.g., names and phone numbers of
contacts, items on a personal grocery list). Previous research
has established that there are capacity limitations on how
much sensory information learners can encode into mem-
ory as they interact in the world (e.g., Alvarez & Franconeri,
2007; Huang, Treisman & Pashler, 2007; Lavie, 2005; Plude,
Enns & Brodeur, 1994; Saalmann, Pigarev & Vidyasagar,
2007). Thus, preferentially encoding into memory only in-
formation that is inaccessible through external means would
be advantageous because it would reserve the limited process-
ing capacities in humans for material that cannot be obtained
elsewhere. In this study, we test whether human learners re-

serve their limited cognitive resources for information that is
not externally retrievable.

Previous work has established several cases in which learn-
ers are capable of employing sensible strategies in selecting
what information to encode into memory from all available
sensory input that they attend (e.g., Hemmer & Steyvers,
2009; Henkel, 2014; Sparrow, Liu & Wegner, 2011). For ex-
ample, Henkel (2014) analyzed the effect that picture taking
has on memory. This study found that taking pictures sub-
stantially reduces one’s ability to recall scene details. Another
study conducted by Sparrow, Liu and Wegner (2011) looked
at whether the same phenomenon applied to written knowl-
edge. In this study, Sparrow et al. tested whether individ-
uals would remember information that they believed would
be inaccessible later by measuring differences in recall after
manipulating participants’ beliefs about the storage state of
information. Subjects were asked to type 40 facts into a com-
puter program that they were either told would save or erase
the facts, depending upon the condition to which the subject
was assigned. After this typing task was complete, subjects
were then asked to type out as many of the facts as they could
remember. Those who believed that the computer had erased
the facts that they had previously typed into the program per-
formed better on the recall task.

Our study aims to build on these previous findings by test-
ing the hypothesis that individuals continually track what in-
formation they expect to be available in the future, even in the
absence of any overt cue, and that they preferentially allocate
memory resources to information that they expect to be un-
available through other means. This would test whether the
strategic processes studied by Henkel (2014) and Sparrow et
al. (2011) operate automatically and continuously in mem-
ory to track the likely future availability of information as it
is received. We predict that learners will employ an efficient
encoding strategy even in the absence of an explicit reference
source (e.g., a photo, notes), but also reference sources people
know to exist in the world (e.g., Wikipedia, IMDB). Although
researchers have speculated about this possibility (e.g., Spar-
row et al., 2011), no one has previously published empirical
evidence in support of this hypothesis.

We hypothesized that individuals track what information
they expect to have access to later on (e.g., via the inter-
net), and that information that they know is likely to be ac-
cessible through some external source will be deprioritized
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Table 1: Examples of web-savviness questions.

Question Answer Difficulty
Which state in the United States was the last to allow right turns on red? Maryland Easy
What’s the title of the most popular video by Rosanna Pansino on YouTube? How to Make a Frozen Princess Cake Medium
What date did Wikimedia Foundation Inc. register wikipedia.org? January 13, 2001 Hard

for encoding into memory than information that they know
is unlikely to be available elsewhere. To test our hypothesis,
we conducted a computer-based behavioral study via Ama-
zon Mechanical Turk that was designed to examine whether
people preferentially encode information that is not avail-
able through other external informational resources. We also
tested whether this effect was moderated by familiarity and
skill with looking up information online. We hypothesized
that if memory is in fact strategically allocated based on ex-
pectations about future access to information, people who are
more familiar and skilled with looking up information online
will show a greater preference for encoding the kind of facts
that cannot easily be looked up.

Methods
We tested subjects’ memory retention of facts from two
categories—those that could easily be looked up online, and
those that could not—using a within-subject design. If sub-
jects strategically encode information with respect to their ex-
pectations about the future availability of that information, we
expect that they will more accurately remember the kinds of
facts that cannot be looked up online than those that can. Ad-
ditionally, we measured subjects’ familiarity and skill with
looking up information online. We expect that, if an effect
of the availability of information online exists, it should be
moderated by how familiar and skilled subjects are at retriev-
ing information online. This is because a subject must be able
to recognize what kinds of information are easily retrievable
online and what kinds are not in order to generate different
expectations for these two sets of fact types.

Subjects
One hundred and fifty subjects were recruited using Ama-
zon Mechanical Turk. Subjects were required to be at least
18 years old and have IP addresses in the United States. We
paid each participant a rate equivalent to 10 dollars an hour
(the same rate as lab-based studies), with the opportunity to
receive additional compensation as a bonus for good task per-
formance.

Task and Materials
The two-part experiment was conducted on Amazon Mechan-
ical Turk. Subjects were instructed to complete the task alone
in a quiet environment, and to turn off any music or other de-
vices in order to minimize distractions. Subjects had one hour
to complete the task. All subjects completed both parts of the
experiment described below in immediate succession.

Part 1: Web-savviness assessment Part 1 measured sub-
jects’ “web savviness” (i.e., how familiar subjects were with
looking up different types of information online). This sec-
tion contained a list of 12 questions about information that
could be looked up online, but that varied in difficulty (see
Table 1). The answers to easier questions could be searched
for quickly and directly via Google (e.g., “Who is the state
senator for the 28th district in New York state?”), while the
answers to harder questions required multiple searches via
specialized informational platforms (e.g., “What was the high
and low temperature in Rochester, NY on June 9th, 2014?”).
Part 1 instructed subjects to use the internet to locate as many
correct responses as possible in exchange for additional bonus
compensation for each correct response. The proportion of
correct responses in Part 1 provided an indicator of their skill
level and familiarity with looking up information online.

Part 2: Memory test Part 2 measured subjects’ memory
for facts of two distinct types: those than can be easily ac-
cessed on the internet (lookupable, e.g., the value of the math-
ematical constant e) and those that cannot (nonlookupable,
e.g., a locker code). Part 2 asked subjects to read 20 pre-
sented facts and memorize as many of them as possible, with-
out the aid of notes. Prior to the start of Part 2, participants
were presented with a practice fact and a follow-up question
to ensure that they fully understood the procedure. After suc-
cessful completion of the practice question, each subject saw
10 randomly selected facts (from a larger set of 99 facts1)
of each type, lookupable and nonlookupable, interspersed to-
gether with no overt indication of their fact type in a random-
ized order. (See Table 2.) Each fact appeared on the screen
for 10 seconds.

The 99 facts in the lookupable condition were designed to
be sufficiently obscure in order to minimize the likelihood
that any of the subjects would have known them prior to the
experiment. As an additional check, subjects were asked af-
ter the experiment if they knew any of the facts in advance
of the study, and these trials were omitted from further anal-
ysis (0.09% of responses). For each fact in the lookupable
condition, a nonlookupable fact was constructed to be simi-
lar in terms of form, structure, and complexity. (See Table 2
for example facts.) As a cover explanation for the nonlooku-
pable facts, subjects were told that the facts were compiled
by an elementary school class in Rochester, NY. Thus, the
nonlookupable facts detailed information of a similar type to

1The original full set of facts contained 100 of each fact type, but
one was cut before the experiment was run due to a typo.
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Table 2: Examples of memory test facts.

Lookupable facts*
The mathematical constant e is equal to 2.71828.
The first major motion picture to star an African-American woman was ZouZou.
The world record for the most number of children a father has ever had is 867.
Charlotte Lee holds the record for the largest collection of rubber ducks in the world.

Nonlookupable facts*
The code for the playground equipment locker is 6 - 0 - 4 - 6 - 8 - 4.
The first community theater play to star a student from the elementary school was Matilda.
The total number of kids enrolled in the elementary school right now is 590.
Tamara Greene has the largest sticker collection of anyone in the elementary school.

* Underlined words were replaced by a blank space for the fill-in-the-blank memory test following the fact presentation in the experiment.
See also Figure 1 for an example memory test screen.

the lookupable facts, but pertaining to people on the smaller,
local scale of the elementary school (thus, giving the impres-
sion that they were not the sort of facts one could easily look
up online).

A 20-question recall test followed the fact presentation.
Participants were asked to fill in the blanks for 20 fact state-
ments (10 lookupable and 10 nonlookupable). (For an ex-
ample of the fill-in-the-blank memory test screen, see Fig-
ure 1.) Subjects were asked not to use any aids in answering
these questions, including the internet, other people, or any
other information resources they might have available in their
homes. As a check to ensure that they abided by these instruc-
tions and did not look answers up online, one of the looku-
pable fill-in-the-blank facts was replaced by another looku-
pable fact from the larger 99-fact set that they were not shown
during the fact-presentation phase. Since the lookupable facts
were obscure, a correct answer on this swapped-out fill-in-
the-blank fact (which the subject had not seen during the test-
ing phase) would likely indicate use of the internet. Thus,
subjects who answered this question correctly could be omit-
ted from further analysis. In our 150-person sample, none
were omitted for this reason because all subjects answered
this question incorrectly.

At the conclusion of the study, subjects were asked to re-
port any facts they encountered throughout the experiment
that they knew in advance of the experiment. Facts that sub-
jects reported knowing in advance were omitted from the
memory task analysis (0.09% of responses). Additionally, 3
subjects reported knowing facts in advance of the experiment
that they were not shown during the experiment, suggesting
that they had either completed the study previously with dif-
ferent Mechanical Turk accounts2 or that they received in-
formation about the task from other subjects, either due to
being physically present while another subject completed the

2Amazon Mechanical Turk accounts that had completed the task
could not complete the task again.

Figure 1: Example of fill-in-the-blank memory test screen
used to assess accuracy of memory for 10 lookupable and 10
nonlookupable facts per subject. The above is an example of
a lookupable fact. Subjects responded by typing their answer
into a textbox and clicking a button to submit their response.

task or via online conversations. These subjects were omitted
from further analysis.

Analysis
We first compared the mean accuracy of subjects’ perfor-
mance on the memory test by fact type (lookupable and non-
lookupable) using a Wilcoxon signed-rank test paired by sub-
ject. To test our hypothesis controlling for subject and item
effects, we used a mixed-effect regression predicting accu-
racy from fact type, web savviness, and their interaction. We
also included random intercepts by item, along with slopes
and intercepts for subject (Gelman & Hill, 2007). This analy-
sis ensured that any differences we observed in group means
by fact type were not driven by differences in individual items
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Figure 2: Memory test accuracy by fact type (lookupable ver-
sus nonlookupable). Subjects more accurately remembered
significantly more nonlookupable facts than lookupable facts
(52.8% versus 44.6%, V=3297.5, p< 0.0002), consistent with
the hypothesis that subjects would preferentially encode in-
formation that they believed to be less available in the future.
The error bars depict 95% confidence intervals. Note that the
memory test involved free-recall responses, and thus chance
performance is likely to be very low (not 50%) since free re-
call of arbitrary facts is difficult.

or subjects.

Results
Accuracy on the memory test by fact type is depicted in Fig-
ure 2. Subjects more accurately remembered the nonlooku-
pable facts (52.8%) than the lookupable facts (44.6%), con-
sistent with the hypothesis that subjects would preferentially
encode information that they believed to be less available in
the future. A Wilcoxon signed-rank test (with continuity cor-
rection) paired by subject found this difference to be highly
significant (V=3297.5, p< 0.0002). It is important to note that
the memory test here involved free recall, and that chance per-
formance on free recall of arbitrary facts is likely to be well
below both fact-type means (i.e., well below 50%), meaning
subjects performed above chance for both fact types.

The results of the mixed-effect regression are in Table 3.
The mixed-effect regression revealed a main effect of fact
type (β=0.085, t=4.759, p<0.0001), such that subjects were
more accurate on the memory test for nonlookupable facts.
The regression also revealed a main effect of web savviness
(β=0.042, t=2.617, p< 0.01), such that those who demon-
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Figure 3: Effect size—degree of improved recall for non-
lookupable facts over lookupable ones—by score on web-
savviness assessment. The grey dotted line shows chance
performance. The solid blue line shows mean improved per-
formance for nonlookupable facts over lookupable facts (the
main effect of fact type for the experiment). The dashed red
line shows the interaction with web savviness. More web-
savvy subjects show a greater difference in accuracy for their
memory of nonlookupable facts over lookupable facts. Trans-
parent areas indicate 95% confidence intervals.

strated greater skill with looking facts up online also per-
formed better on the memory test overall. The regression
also revealed a marginally significant interaction between fact
type and web savviness (β=0.030, t=1.653, p<0.10), suggest-
ing that those who were more web savvy showed a stronger
tendency to better remember nonlookupable facts. This ef-
fect is also apparent in Figure 3, which shows both the group
mean effect along the solid blue line at 8.2% (mean accu-
racy on nonlookupable facts minus that for lookupable facts)
and the interaction along the red dashed line. The effect size
increases for more web savvy subjects, consistent with our
hypothesis.

Conclusion and Discussion
The results suggest that human learners strategically encode
into memory information that they expect to be unavailable in
the future. Further, our data suggest that learners track their
expectations about what information they expect to be avail-
able automatically and continuously, even in the absence of
any explicit cue. This finding characterizes the memory sys-
tem as resource-rational, automatically seeking to minimize
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Table 3: Mixed-effect regression evaluating effects of fact type, web savviness, and their interaction.

Coeff. Error df t p
(Intercept) 0.449 0.024 163.60 18.548 <2e-16 ***
Nonlookupable 0.085 0.018 145.27 4.759 <4e-6 ***
WebSavviness (scaled) 0.042 0.016 145.81 2.617 <0.01 **
Nonlookupable : WebSavviness 0.030 0.018 146.21 1.653 <0.10 .

unnecessarily stored information.
More broadly, our results demonstrate that human learn-

ers possess some metacognitive awareness of their ability to
look things up online. Further, our results show that those
who are better at it also offload more lookupables from mem-
ory. Given the increased availability of information on the
internet, these results have interesting implications for how
new technologies might be expected to influence fundamen-
tal aspects of our basic cognitive processes. Specifically, they
suggest that human memory makes efficient use of these new
technologies by deprioritizing storing information that can be
easily accessed on an as-needed basis elsewhere. This find-
ing is in line with other work that demonstrates that mem-
ory efficiently favors encoding information that is not readily
accessible via another external source such as a photo (e.g.,
Henkel, 2014) or a partner (e.g., Engestrom, Brown, Enge-
strom, & Koistinen, 1990; Harris, 1978; Wegner, Erber, &
Raymond, 1991). However, this idea stands in stark opposi-
tion to some theories that posit that the availability of infor-
mation on the internet should have a negative effect on the
functionality of human memory because people may “fail to
distinguish between information stored online and informa-
tion stored in their own minds” (Ward, 2013). These findings
could have major implications for future studies of learning,
memory, and attention, in addition to obvious applications in
the domains of clinical research (e.g., more effectively treat-
ing learning disorders, ADHD) and educational policies (e.g.,
more effective curriculum in schools).

The effect observed here likely reflects a strategy for re-
ducing cognitive load. Memory tracks the availability of in-
formation it encounters and deprioritizes encoding material
that is available elsewhere. This strategy is very similar to a
now well established efficient encoding strategy in memory
that involves prior knowledge. Just as memory may utilize
prior knowledge to reduce cognitive load when encoding new
information (e.g., Bartlett, 1982; Bower, Black, & Turner,
1979; Hemmer & Steyvers, 2009; Schank & Abelson, 1977),
memory may utilize knowledge of informational accessibility
similarly.

Further work will be needed to ascertain the potential im-
portance of context on this effect. In this experiment, sub-
jects completed the web-savviness assessment in advance of
being asked to memorize facts for testing. It is possible that
this framing of the task put them in a state of mind that cued
them into tracking what facts were lookupable versus which
were not. Alternatively, it is also possible that human learners
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Figure 4: Histogram of web-savviness assessment scores
across all study subjects. The skew to the right indicates that
subjects may have been relatively web savvy, likely due to the
fact that they were recruited on Amazon Mechanical Turk, an
interface which attracts a relatively web-savvy group of users.

track this fact about the world regardless of particular context.
Follow-up work that counterbalances the order of the memory
test and the web-savviness assessment is in progress.

The fact that the interaction between fact type and web
savviness attained only marginal significance in the mixed-
effect regression will require further investigation. One limit-
ing factor on this analysis was that the population of subjects
were all relatively web savvy, likely due to the fact that they
were recruited on Amazon Mechanical Turk, an interface that
only attracts relatively web-savvy users (see Figure 4). This is
evidenced by the fact that the median score on the 12-question
web-savviness assessment was a 10. It could be the case that
the interaction lacked the power required to reach significance
because of this limiting factor.

Though the size of effect observed here was modest, it was
highly significant. It should be noted that further work will
be needed to understand the true effect size. In our experi-
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ment, the facts were matched as closely as possible for struc-
ture and complexity; however, they differed, by necessity of
the design, in terms of the scale on which they applied. The
lookupable facts referred to things of broad significance in
the world (e.g., world records, events of historic significance)
while the nonlookupable facts were only of significance on a
smaller scale that was highly removed from the subjects we
tested (e.g., personal facts and records at a local elementary
school). A subject might, for example, want to recall an in-
teresting obscure fact about a world record at a cocktail party.
In contrast, it is unlikely that a subject would want to recall
a similar, even more obscure fact about a record at an ele-
mentary school to which they have no personal connection.
The lookupable facts are thus likely to induce more curiosity
in subjects, which has been demonstrated to lead to stronger
encoding into memory (Kang et al., 2009). This effect is thus
likely working against the one we sought to study—the effect
of expectations of future inaccessibility of the information on
memory—because it likely made the lookupable facts more
memorable. Thus, the true effect size of informational inac-
cessibility on memory may actually be greater than what we
have reported here.
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Abstract

How does the brain identify stimuli that are relevant for pre-
dicting important events and how does it distinguish spurious
relationships from truly predictive ones? We examined two
contrasting theoretical frameworks: in the first, learning pro-
ceeds by considering a fixed hypothesis of the environment’s
statistical structure (the set of predictive and causal relation-
ships) and adjusting strength parameters for these relationships
to optimize predictions. In contrast, the second approach di-
rectly assesses ambiguity in predictive relationships by evalu-
ating multiple hypothesis of the environment’s statistical struc-
ture. We compared these frameworks in an animal model of
aversive conditioning, allowing us to also manipulate the un-
derlying brain systems. We show that when facing novel pre-
dictive stimuli, rats initially adopt a structure learning strategy,
but switch to updating parameters during subsequent learning.
Keywords: Bayesian modeling; Animal cognition; Represen-
tation; Causal Reasoning

Introduction
To enhance their chance of survival human and nonhuman
animals learn to make predictions based on sensory cues in
their environment. However, it is not clear how they identify
stimuli that are relevant for specific predictions, or how they
distinguish predictive relationships from coincidence when
evidence about the relationship is ambiguous. How subjects
evaluate this type of ambiguity is a central question both in
the field of classical conditioning (where predominantly an-
imal subjects learn to predict impending threats or rewards
from experience), and in studies of human causal learning,
with previous research identifying many important parallel
phenomena between two the fields.

Established accounts of classical conditioning (e.g.
Rescorla & Wagner, 1972, for an overview see Pearce and
Bouton, 2001), as well as some Bayesian accounts of causal
judgments (e.g Holyoak & Cheng, 2011) have characterized
the learning process in these tasks in terms of subjects fitting
parameters in a fixed generative (or discriminative) model
of the environment, with different cues competing with each
other to predict important outcomes. Such parameter learn-
ing or cue competition approaches don’t explicitly distinguish
ambiguity in the environment’s statistical structure (the set
of all predictive and causal relationships), and uncertainty
about the strength of established associations (e.g. the prob-
ability with which an outcome follows a cue). Instead they
assume that subjects either have inherent knowledge about
which variables matter for a specific task or prediction, or
that they learn relationships between all the environmental

variables, potentially having to fit a very large number of pa-
rameters in complex real-world environments.

A drawback of such a learning strategy is that when the
structure of the environment is not known in advance (e.g.
when encountering novel stimuli), and inability to quickly
distinguish spurious from predictive relationships can lead
to incorrect predictions, especially when the sampling from
the environment is limited, or when a large number of en-
vironmental variables are present. Falsely assuming pre-
dictive relationships can lead to overfitting (so-called data-
fragmentation, Koller & Friedman 2009), by having to ex-
plain a combinatorially large space of stimulus interactions
based on a limited number of observations. This in turn can
lead to poor generalization for future predictions.

A contrasting approach is to directly evaluate competing
models of the environment’s statistical structure based on
the evidence sampled from the environment. Since structure
learning also considers sparser sets of statistical dependen-
cies between variables, it will often lead to better predictions
when some variables in the environment do not in fact corre-
late. Such a structure learning model for causal learning was
introduced by Griffith & Tenenbaum (2005), and has proven
successful in characterizing a broad range of causal judge-
ments by humans. In subsequent work Lu et al. (2008) have
also argued that strength and structure queries elicit causal
judgments that are empirically and theoretically distinguish-
able, depending on the wording of the queries, with strength
or structure learning models providing better fits respectively.

In this paper we contrasted these two learning strategies in
an implicit learning task, using animal subjects in an aversive
conditioning paradigm. We show that neither strategy alone
gives a good account of animal behavior, and instead find that
when presented with novel stimuli, animals initially pursue a
structure learning strategy, followed by a switch to parame-
ter learning on subsequent conditioning episodes. We focus
on a simple example of an ambiguous cue-outcome relation-
ship that arises when an outcome occurs both in the presence
and absence of a sensory cue, the so-called degraded contin-
gency effect (Rescorla, 1968). In the first part of the paper
we show that cue competition, a characteristic of associative
and Bayesian parameter learning models, is not required to
learn a reduced cue-outcome contingency between a novel
predictive stimulus and salient outcome. Instead, in accor-
dance with a structure learning account, we find that changes
in the strengths of different associations are dissociable. In
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our third experiment we explore a wider range of condition-
ing phenomena and perform quantitative model comparison
to show that a structure learning approach better explains
the data than a variety of (Bayesian and associative) param-
eter learning models. Finally, in Experiment 4 we show that
learning in a subsequent conditioning session is explained by
switching to parameter learning, using the distribution over
structures learned during initial exposure to the stimuli.

Experiment 1
Intermixing unsignaled outcomes with outcomes signaled by
a discrete sensory cue in classical conditioning experiments
is known to lead to reduced behavioral responding to the cue
during subsequent memory tests. This reduction has been in-
terpreted as a sign of competition between learning an as-
sociation to the conditioning Context (the static condition-
ing chamber that is continually present during the condition-
ing phase of the experiment), and the discrete predictive cue
(also referred to as conditioned stimulus, or CS). In particu-
lar, in an aversive (or fear) conditioning setting, a strong as-
sociation formed between the conditioning context and the
shock outcome (also called the unconditioned stimulus, or
US) is claimed to reduce subsequent learning of the tone-
shock association. Alternatively, a strong contextual associa-
tion has been proposed to be competing with the tone-CS at
the time of memory expression (Stout & Miller, 2007). We
first wanted to determine whether predictions of the cue com-
petition models were supported when ambiguity in the abil-
ity of a given cue to predict the outcome was high. To test
this we examined the relationship between Context and Tone
memory strengths, while also varying the order of tone shock
pairings and unsignaled shock USs.

Method
Subjects 79 male Sprague-Dawley rats (Hilltop) weighing
275-300g on arrival, individually housed on a 12h light/dark
cycle, and given food and water ad libitum.

Materials and Stimuli Animals were fear conditioned in a
sound-isolating conditioning chamber (Context A). The two
predictive stimuli were a 30s, 5kHz auditory conditioned
stimulus (the Tone),consisting of thirty consecutive auditory
pips with pips at 1HZ, and the conditioning chamber (Con-
text). The predicted outcome (or US) was a 1s, 1mA foot-
shock. Tests for contextual fear memory strength were con-
ducted in the original conditioning chamber, Context A. Tests
for the Tone fear memory were conducted in a different cham-
ber (Context B, different shape, size, lighting and odor from
Context A). Memory strength was evaluated by scoring rats’
freezing behavior during the tests, with freezing defined as
the cessation of all bodily movement with the exception of
respiration-related movement.

Procedure Each animal was taken to the conditioning
room, and placed into the conditioning chamber, where it was
given a series of signaled and unsignaled footshocks with ran-
dom intertrial intervals (ITIs) of around 2min. Tone-shock
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Figure 1: Reduced Tone-shock contingency results in reduced
Tone memory, irrespective of trial order and with or without
contextual learning or changes in Context memory strength.

pairings consisted of a presentation of the Tone stimulus,
with the last pip coterminating with the footshock. Unis-
gnaled foothsocks meant the arrival of a footshock without
prior warning.

During conditioning (Fig. 1), animals were given either
three massed tone-shock pairings before, or three spaced pair-
ings intermixed with 12 unsignaled shocks (Pairings first and
Intermixed groups respectively, all with 20% contingency).
Control I and II animals were given three CS-US pairings
only (100% contingency). The Control I training protocol
was identical to the Intermixed group, with the three CS-US
pairings spaced, but with all UUS omitted. The control II
group received massed CS-US pairings identical to the Pair-
ings First group, with the subsequent UUSs omitted, and con-
ditioning terminated after the third CS-US pairing (see Figure
1, middle). Contextual and tone-evoked freezing was mea-
sured 24h later. Context memory tests consisted of 5min
spent in Context A, and the test for Tone memory consisted
of 5 presentations of the 30s Tone stimulus in Context B, with
presentations separated by random ITIs of around 2min. The
two tests were separated by 2 hours, and the order varied. To-
tal time spent freezing during the 5 tone presentations, and
during the context test were calculated and are represented
as percentage of total time spent freezing (divided by 2.5min
and 5min respectively). Error bars represent standard errors.
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Results and Discussion
We found that animals showed similar low levels of tone-
evoked freezing in both reduced contingency conditions (Fig.
1, bottom left), with a two-way ANOVA showing significant
main effect for contingency (p < 0.0001). Animals were
therefore sensitive to the ambiguity of the CS-US relation-
ship, and demonstrated the ability to integrate contingency in-
formation irrespective of the temporal order of training trials,
contradicting a traditional cue competition based contextual
blocking account of contingency degradation. Further, we
observed a reduction in Tone memory strength between the
Pairings First and Control II groups without a corresponding
change in Context memory strength (Fig. 1, bottom right),
suggesting that a simple give-and-take between the different
associations at the time of memory expression also fails to
account for contingency learning.

Experiment 2
To better understand the influence of contextual associations
on learning the tone-shock contingency, and to directly test
for cue competition during learning and/or retrieval, we tested
if animals were sensitive to the reduced tone-shock contin-
gency even in the absence of learning any contextual associ-
ations. We therefore infused the NMDA-receptor antagonist
APV into the dorsal hippocampus (DH) prior to conditioning,
a manipulation known to block the formation of contextual
memories (Kim, DeCola, Landeira-Fernandez & Fanselow,
2011).

Methods
Subjets 36 adult male rats similar to those in Exp. 1.

Materials and Stimuli We dissolved the NMDA-receptor
antagonist APV in saline. and infused this mixture into the
dorsal hippocampus. Stimuli and materials during condition-
ing and testing were identical to Exp. 1.

Procedure Prior to the conditioning session, animals re-
ceived either APV and saline, or saline only injections.
Around half of the animals in both drug conditions were then
trained using the Pairings First training protocol, and the rest
of the animals with the CTL II protocol. Conditioning and
testing proceeded as in Exp.1.

Results and Discussion
Figure 2 shows that APV infusions significantly impaired
contextual learning as expected, but had no effect on learn-
ing the Tone-shock contingency, providing further evidence
against cue competition as a sufficient or necessary mecha-
nism for contingency learning.

Models
In this section we give details of the models formalizing the
different (structure vs. parameter) learning strategies, us-
ing the representational formalism of Bayesian networks. To
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Figure 2: Hippocampal APV injections impair the acquisition
of contextual aversive memories, but have no effect on learn-
ing the reduced tone-shock contingency. A two-way ANOVA
on the Context memory data showed main effect for drug
(p < 0.01). A two-way ANOVA on the Tone memory data
showed a main effect for contingency, (p < 0.01). No inter-
actions were significant.

generate predictions for animal behavior, the models have to
specify the functional form by which concurrently present
cues are combined to predict an outcome. Here we use the
so-called noisy-OR generating function, corresponding to the
assumption that different cues predict an outcome indepen-
dently of each other. We also explored simulations with a rec-
tified linear function (typical of traditional associative mod-
els), but this choice did not affect the conclusions in the paper,
though it slightly worsened the fit of each type of model.

Using these generating functions, a parameter learning
model needs to introduce extra variables to be able to ex-
plain the findings in Experiment 2. Similarly to the original
causal learning models, we therefore introduced an additional
’Background’ variable. This Background variable represents
the sum of all unobservable or unspecified influences in the
environment (and in particular on the US occurrence), and
might in principle allow parameter learning to account for the
results of Exp. 2. We can formulate our Structure Learning
Model (SLM) both with, or without a Background variable,
achieving similar model fits in both cases. Having the Back-
ground variable that is always assumed to have a predictive
connection to the US obviates the need to specify a prior dis-
tribution for the probability of US occurrence when all the
predictive stimuli are absent, leading to a simpler and perhaps
more principled model.

Structure Learning Model (SLM)
SLM learns a posterior probability distribution over the dif-
ferent possible constellations of predictive relationships in the
environment (represented by the different graph structures in
Fig. 3), given observations during conditioning. During re-
trieval, the strength of an association is evaluated by calcu-
lating the posterior probability of a connection (a direct edge,
or path in the graph) between the corresponding cue and out-
come, using a model-averaging procedure.

We calculated the posterior distribution over different
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Bayesian network structures, without assuming or learning
specific parameter values ωi for the edges. We considered the
six possible graph structures Gi ∈G that can lead to different
predictions about the US. In Graphs 1 and 2, leaving out, or
adding the edge Context → Tone is irrelevant when making
predictions about the US, we therefore considered only one
of each of these pairs of functionally equivalent graphs (the
one with no C→ T edge)

By Bayes’ rule, the posterior probability of each graph is
given by

P(Gi|D) ∝

∫
ω|Gi

P(Gi) ·P(ωGi |Gi) ·P(D|Gi,ω|Gi)dω|Gi

where priors over the edge parameters ω1,...ω4 were uniform
and independent. P(G1), the prior probability of graph 1,was
a free parameter, with the other graphs having equal priors
P(Gi,i>1) =

1−ρ(G1)
5 . Since the conditioned stimuli are largely

neutral at the beginning of experiments, this corresponds to
P(G1) being close to 1. The posterior probability of an edge
from the Tone to the US,

∑
Gi

P(Gi|D) · I(T→US∈Gi)

determined the strength of the Tone-shock association (where
I is the indicator function). Context-US association was de-
termined by the posterior probability of an edge from Con-
text to the US or, when no direct edge exists, , the probability
of an indirect path, weighed by an estimated strength of the
Context-Tone connection.

∑
Gi

P(Gi|D) · I(C→US∈Gi)+ γ ·P(G4|D)

where γ = α · number of trials with Tone
total number of trials for a constant α that we fit.

Parameter learning Model (PLM)
PLM predicts behavioral responses based on learning the pos-
terior mean of the edge parameters ω in the maximally con-
nected graph (Graph 6), starting from some prior distributions
over the edge parameters. For maximum flexibility of this
model, these priors were allowed to be independent and to be
different for each edge, but were assumed to be fixed before
conditioning begins, so that they are shared by animals across
all conditioning protocols. For parameter ω j,k (for the edge
Xi→ X j) using the joint prior over we have

ω̂ j,k = E(ω j,k|D,G6) =
∫

ω|G6

ω j,k ·P(ω) ·P(D|G6,ω)dω

The model predicts that freezing responses are explained
by the probability of a shock calculated given the stimulus
present during testing, using standard probabilistic inference
in Graph 6 with parameters ω̂. We restrict the priors for the
edge parameters to come from a Beta distribution, fitting the
model thus means finding a pair of parameters for each of
the four prior beta distributions (8 parameters in total), such
that they best explain the behavioral data across all training
protocols.

Learning both structure and parameters (PSLM)
Learning a full posterior over the Bayesian network repre-
sentations included first learning a distribution over the graph
structures as in SLM, and then learning a posterior distribu-
tion for the parameters present for each structure, similarly
to PLM. For each graph, predictions are calculated using the
posterior mean edge parameters, and these predictions are
then averaged, weighed by the posterior probability of each
graph.

Associative models
We also included in the model comparison two advanced
associative cue competition models that extend the classi-
cal Rescorla-Wagner model to include more complex in-
teractions between stimuli. Van Hamme and Wasserman’s
(1994) extension (HW-RW) implements cue competition dur-
ing learning, while in the sometimes competing retrieval
model (SOCR) cues compete during performance (Stout &
Miller, 2007), with the two models using different strategies
to capture covariance information in the cue-outcome rela-
tionships. These models can’t account for the results from
Experiment 2, but it was important to see if they could ac-
count for the purely behavioral results that didn’t involve neu-
ral manipulations.

Experiment 3
To enable model fitting and comparison we collected further
behavioral data in a manner similar to Exp. 1, but using var-
ied numbers of tone-shock pairings and unsignaled shocks,
allowing us to test which models can simultaneously explain
behavioral phenomena under different conditions of ambigu-
ity. In particular, when USs arrive only in the presence of the
Tone (i.e. only tone-shock pairings are given), the association
between Context and US is itself highly ambiguous: it is not
clear whether predictive power should be attributed to just the
Context, or just the Tone, or both. We fitted our models using
the combined behavioral results from Experiments 1 and 3,
and used the best-fit parameters for each model to predict the
results of the brain manipulation in Exp. 2.

Methods
Subjets 117 adult male rats similar to those in Exp. 1.

Materials and Stimuli Materials and Stimuli were identi-
cal to those in Exp. 1.

Procedure Animals were conditioned using different se-
quences of tone-shock pairings and unsignaled shocks, as de-
tailed in Fig. 4.

Results and Discussion SLM provided a better quantita-
tive fit than PLM or the associative cue competition mod-
els, while also using fewer free parameters (Table 1 and suc-
cessfully accounted for standard learning curves as well as
contingency evaluations under ambiguity, including the ef-
fects of contingency degradation and the u-shaped learning
curve for the context memory strength during overshadowing
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Figure 4: Behavioral data and model fit for SLM.

(Fig.4 I,II,III). In addition, SLM but not PLM or the associa-
tive models, successfully predicted the effects of hippocam-
pal manipulations. The fixed structure models all failed to ex-
plain the behavioral data, both because the memory strengths
didn’t covary according to a cue competition principle, and
because these interactions were different under the different
ambiguity conditions. While it might be possible to extend
the associative models to better fit our dataset by adding fur-
ther model parameters and variables, it is unlikely that this
would lead to a principled and general framework for how
animals evaluate ambiguity. In contrast SLM was robust
to changes in specific components of the model, and pro-
vided low error both using an alternative formulation with no
’Background’ variable (MSE = 15.39), or using a rectified
additive generating function (MSE = 16.64), suggesting that
it is the principle of evaluating different models of the envi-
ronment that enables it to match observed behavior. SPLM

provided a similar fit to SLM , but performed worse accord-
ing to measures controlling for extra model parameters, such
as adjusted R-squared. SLM thus provided the best fit for the
behavioral data and predicted the effects of neural manipula-
tions on learning, suggesting a close correspondence between
structure learning and the strategies animals use to resolve
ambiguity.

Experiment 4
In the final experiment we examined how animals adopt their
learning strategy if conditioning sessions are distributed over
time, in particular if trials carrying information about the re-
duced tone-shock contingency are separated in time from the
full contingency trials.

Methods
Subjets 51 adult male rats similar to those in Exp. 1.
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Table 1: Comparison of Model fits

Model MSE
s.d. of MSE Model

the MSE Experiment 2 Para-
(% freezing squared) meters

SLM 13.44 0.02 34.03 2
SPLM 12.61 0.24 18.29 9
PLM 20.80 0.29 245.64 8
SOCR 28.26 - 245.58 5
HW-RW 67.06 - 848.88 8

Materials and Stimuli Identical to Exp.1.

Procedure Conditioning and Testing was distributed over 3
days. On Day1 CTL II+Exposure and Delayed Degradation
groups received the CTL II conditioning protocol, Pairings
First group was conditioned as before. On Day 2, the Delayed
Degradation group received 12 unsignaledd shocks, and the
CTL II+Exposure group was exposed to Context A for and
identical length of time. Animals in the Pairings First group
weren‘t conditioned on Day 2. On Day 3, all animals were
tested as in Exp. 1.

Results and Discussion
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Figure 5: Data and Simulation for delayed contingency
degradation

Whereas unsignaled shocks delivered within the same ses-
sion decreased Tone memory strength as before (one-way
ANOVA with Bonferroni correction, p < 0.5), the same num-
ber of unsignaled shocks delivered 24h after tone-shock pair-
ings were given had now such effect. SLM and SPLM cannot
account for this difference as their representation of these two
conditioning protocols is essentially identical. However, the
difference in the resulting memory strengths is well-predicted
by a model in which animals switch from a structure learning
strategy on initial encounter with the stimuli, to a parame-
ter updating strategy on later exposures. The Switching form
Structure to Parameter Learning model (SSPL) assumes that
in the first session animals learn a distribution over possible
graphical models as in SLM (therefore producing identical
predictions to SLM for our previous data), and in the sec-
ond session they only update the edge parameters for each

structure, using a uniform prior over the edge parameters in
both cases. SSPL is thus similar to SPLM, but uses sepa-
rate datasets (conditioning trials) for evaluating the different
structures, and for learning parameters.

Conclusion
We showed using a combination of behavioral, neural and
modeling techniques that animals use a structure learning
strategy and evaluate different statistical models of their en-
vironment when encountering novel stimuli. Further, we
demonstrated that once a distribution over these models is
learned, they refine this representation by updating param-
eters in these statistical models. Further important questions
include exploring the exact circumstances under which one or
the other approach (or a mixture of the two) is preferentially
recruited, and in particular understanding what changes in the
environment can lead to reevaluating the statistical structure
once it’s already learnt. This could lead to a better under-
standing of the complex mechanisms involved in memory up-
dating, and in particular inform new ways in which aversive
associations might be permanently extinguished.
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Abstract 

A study in political psychology identifies four item-based 
factors of political trustworthiness in the USA: capability, 
consistency and closeness, egotism and opportunism, and 
communal commitment. Additionally, a list of items describe 
epistemic expertise. Together, these elements make up a 
description of political source credibility in the USA.  
 The current study examines the power of these 
elements to predict source credibility. Eliciting estimations of 
likelihood and importance of each item on a Likert-type scale 
as well as overall estimations of trustworthiness and expertise, 
the paper presents weighted as well as non-weighted models 
that predict the likelihood that election candidates are 
trustworthy, have expertise, and are credible sources for 
individual respondents. 
 Multiple regression analyses show that non-weighted 
scales have slightly better predictive power than weighted 
scales. The findings further provide an example of a data-
driven method for applying a general cognitive models of 
source credibility to specific domains.  

Keywords: Political source credibility, trustworthiness, 
epistemic expertise 

Introduction 
Our perception of the credibility of a source can have 
serious implications for our reaction to persuasive attempts. 
For instance, if a person simply does not trust an election 
candidate, it stands to reason that this person would not be 
likely to vote for this particular candidate in an election. 
Indeed, humans seem quick to make estimations as to 
whether a person is warmth and competent (see e.g. Fiske, 
Susan, Cuddy & Click, 2007; Cuddy, Click & Beninger, 
2011). To conceptualise and  model elements of source 
credibility carries theoretical implications of how humans 
psychologically approach source credibility, but also carries 
practical implications, as it allows for a more in-depth and 
accurate understanding of source credibility in real life 
situations such as public health campaigns, negotiation 
situations, or election campaigns. The current study does not 
explore the trustworthiness of individual candidates, but 
rather describes and predicts factors of trustworthiness that 
are revealed to be predictive of whether or not election 
candidates as a category are trustworthy.  

Aside from intuitively being influential, several 
studies have shown the importance of source credibility in 
reasoning and persuasion. Firstly, studies in persuasion 
theory have demonstrated the potential influence of source 
credibility (Briñol & Petty, 2009; Chaiken, 1980; Petty & 
Cacioppo, 1984; Pornpitakpan, 2004). These studies for 
example point to the conclusion that humans are less 
swayed by ad verecundiam fallacies if they are inclined to 
consider the persuasive attempt more carefully. This 

suggests that authority and source credibility interact with 
coping mechanisms to avoid deception and misinformation. 
Secondly, argumentation studies have indicated the potential 
for analysing source credibility from a Bayesian perspective 
(Hahn, Harris & Corner, 2009; Hahn, Oaksford, & Harris, 
2012; Harris, Hahn, Madsen & Hsu, in press). These studies 
conceptualise source credibility as a product of 
trustworthiness and epistemic expertise. Further, they do not 
necessarily consider appeals to expert opinion a logical 
fallacy, but rather consider it a viable route through which 
reliable information might be obtained. This perspective has 
been debated as a formal model (Bovens & Hartmann, 
2003), but has also been explored empirically (e.g. Harris et 
al., in press).  

Studies may disagree on the way by which source 
credibility should be included in theories of reasoning and 
persuasion. However, all point to the conclusion that source 
credibility does matter and that it in some way influences 
perception of information. Unsurprisingly, source credibility 
has therefore been the focus of research in various 
disciplines such as judgment and decision making (e.g. 
Birnbaum & Stegner, 1976), advertising (e.g. Braunsberger 
& Munch, 1998), developmental psychology (Harris & 
Corriveau, 2011), the evaluation of legal testimony, both 
from a normative perspective (e.g. Lagnado, Fenton & Neil, 
2013; Schum, 1981, 1994) and from a descriptive 
perspective (see Wells & Olson, 2003, for a review)1. 

The current study tests the predictability of source 
credibility in the political domain and represents a further 
investigation in continuation of the development of 
operational measures meant to capture political 
trustworthiness and epistemic expertise in the USA (Madsen 
& Clickard, in review). Departing from previous 
conceptualisations in management studies (see Colquitt et 
al., 2007 for a review), Madsen & Clickard find that 
political trustworthiness in the USA can be conceptualised 
as a product of four factors: capability, consistency & 
closeness, egotism & opportunism, and communal 
commitment. These four factors are measured by a battery 
of 31 items. Epistemic expertise, on the other hand, remains 
a single factor and is defined through 25 items2. The present 
follow-up study suggest that the factors have predictive 
potential of political source credibility, accounting for 
roughly 56,9% of the total variance. Before presenting the 
detailed results, however, the paper presents the theoretical 
background in more detail.  

                                                             
1 See Harris et al. (in press) for a larger review of source 

credibility and its conceptualisation 
2 The collapsed item list is called the Political Inventory of 

Credibility 56 (PIC56) 
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Analysing source credibility  

Walton (1997, p. 102) describes source credibility as an 
entailment of six factors (see table 1). Harris et al (in press) 
argue that this list can be reduced to three aspects: 
trustworthiness, epistemic expertise, and consistency with 
others (omitting the latter in cases where no other sources 
are mentioned, see also Bovens & Hartmann, 2003; Harris 
& Hahn, 2009; Hahn et al., 2012). Harris et al (in press) 
provides strong empirical support for such a model3.  

Trustworthiness and epistemic expertise are subjectively 
estimated such that one source might seem highly credible 
to one person and not at all to another. Mental estimates of 
source credibility probably depend not only on subjective 
experiences of the source in general but also on the specific 
epistemic domain. So the specific aspects that determine 
whether a source is seen as credible might differ from 
domain to domain (e.g. source credibility may differ from 
economic discussions to religious debates). If source 
credibility is domain-specific (and, for that matter, culture-
specific), we should expect different aspects to be important 
in different domains4. 

Table 1: Walton’s source credibility factors 

Domain-specific source credibility 
Epistemic expertise can be understood as the perceived 
know-how the source has for a certain domain. For example, 
a medical doctor might be an expert in cancer treatment, but 

                                                             
3 The findings are in line with a Bayesian approach to 

argumentation (e.g. Hahn & Oaksford, 2006; 2007, see also 
Corner, Hahn, & Oaksford, 2011; Harris, Hsu & Madsen, 2012 for 
studies on Bayesian approaches to logical fallacies) in which the 
strength of the evidence (similar to credibility of the source) is 
subjectively estimated by the recipient. Such accounts argue that 
an individual’s degree of belief in a particular proposition, or 
hypothesis, can be represented as a subjective probability between 
0 and 1 (see e.g. Oaksford & Chater, 2007).  

4 There is a difference between trustworthiness and being a 
trusting person. The latter describes the likelihood that you trust 
someone else whilst the former is a product of characteristics that a 
person contains. As Flores and Solomon puts it: “In the ideal case, 
one trusts someone because she is trustworthy, and one’s 
trustworthiness inspires trust” (1998, p. 209). 

know nothing of the workings of the stock market and vice 
versa with a stock broker. In their study comprising 445 
respondents, Madsen and Clickard (in review) conclude that 
no distinct factors emerged from the anlaysis of 25 items 
politicias’ formal education, informal experience, and local 
knowledge. Respondents seem to judge whether or not an 
election candidate seems expert, but appear less concerned 
with the source of the expertise. In this follow-up study we 
therefore aapply all 25 items as indicators for epistemic 
expertise. 

In the same study, items for exploring political 
trustworthiness were compiled from aspects identifed in the 
management literature where trustworthiness has been 
described as the product of ability, benevolence, and 
integrity (see Colquitt et al,. 2007 for review) Taking these 
aspects as point of departure, Madsen and Clickard (in 
review) conducted a factor analysis of 861 respondents, 
which failed to replicate the original aspects from the 
management literature. Instead, four novel and distinct 
factors emerged through an inventory of 31 items: 
capability, consistency and closeness, egotism and 
opportunism (negative correlation), and communal 
commitment. The aspects related to benevolence and 
integrity came out in more nuanced form as three factors 
related more distinctly to the trustworthiness of politicians. 
This suggests that trustworthiness depends on the domain, 
as political trustworthiness seems to rely on concrete 
qualities.  

Their findings suggest the use of data-driven, domain-
dependent conceptualisations of source credibility rather 
than an abstract definition in which the same elements 
permeate across domains (e.g., integrity). People seem to 
draw on their knowledge of the domain when assessing 
what makes a source credible rather than conceive of source 
credibility in an abstract domain general manner. The 
current study expands upon the exploratory findings of 
Madsen & Clickard (in review) in three central ways.  

First, it tests the predictive potential of the items for 
trustworthiness, epistemic expertise, and source credibility. 
The estimations of the items are collapsed onto each 
separate factor as well as into overall trust, expertise, and 
source credibility predictions. The predictions generated 
from the factors are tested against estimations of trust, 
expertise, and  source credibility, as provided by the 
respondents. Secondly, the study compares the contributions 
of the models through a multiple-regression analysis. This 
determines the appropriateness of the factors. Finally, it is 
plausible that a factor is perceived as less important than 
others (e.g. a voter might believe that an egotistic 
disposition is unimportant as long as the election candidate 
is capable). The individual weighting of the factors, allows 
for analyses of each factor as a non-weighted and as a 
weighted entity.  

The study thus tests domain- and culture-specific items 
(regarding election candidates in the USA) that have been 
used to define key elements of a formal approach to source 
credibility in reasoning studies (e.g. Bovens & Hartmann, 

Question type Definition 
Expertise  
 
Field 

How credible is the source as an 
expert source? 
Is the source an expert in the field 
that the issue concerns? 

Opinion 
 
Trustworthiness 

What did the source assert that 
implies the conclusion? 
Is the source a personally reliable 
source? 

Consistency 
 
Back-up 
evidence 

Is the conclusion consistent with 
what other expert sources assert? 
Is the source’s assertion based on 
evidence? 
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2003, chapter 3). The predictions from each factor and from 
the amalgamation of factors are compared with estimations 
of general trustworthiness and expertise drawn from the 
respondents. If the items are predictive, they should 
correlate significantly with the observed ratings and account 
for a reasonable amount of the variance.  

Method, design, and respondents 
Design and method 
Trustworthiness factors identified by Madsen and Clickard 
(in review) are capability (8 items), consistency and 
closeness (8 items), egotism and opportunism (9 items), and 
communal commitment (6 items). Epistemic expertise was 
measured by 25 items (all items were taken from Madsen & 
Clickard).  

Respondents rated the likelihood of each item (e.g. ‘most 
election candidates will go out of their way to help me’5) on 
a five-point Likert-type scale (1 = disagree strongly, 5 = 
agree strongly). This elicited measurements of their 
subjective perception of each item. Their subjective 
perception of each trustworthiness factor (capability, 
consistency & closeness, egotism & opportunism, and 
communal commitment) and epistemic expertise was 
calculated by averaging the scores of each item related to 
each factor (e.g. 8 capability items). Cronbach’s Alpha was 
between 0.888 and 0.909 for all summated scales. 
Respondents were further asked to rate the importance of 
each item (‘this is very important to me’) on a five-point 
Likert-type scale (1=disagree strongly, 5 = agree strongly). 
Thus, for each item a propensity and importance score was 
elicited.  

Alongside estimations of each item, respondents also 
were asked how likely they thought it was that most election 
candidates were trustworthy and how important this was for 
them in general. This provides the dependent variable of 
overall likelihood of election candidate trustworthiness 
(‘observed trust’ and ‘observed M’ below) against which the 
predictive potential of the above mentioned scales are 
measured. In a similar manner, respondents were asked 
about political expertise, and finally the measurements of 
perceived trustworthiness and expertise were combined to 
estimate the respondents’ perception of the source 
credibility of election candidates. The present study then 
explores whether the items generated in Madsen and 
Clickard (in review) are predictive of these overall 
perceptions of political trustworthiness, expertise, and 
source credibility.  

Demographic information was collected, but as these did 
not prove significantly related to any scales, they were not 
included in the analyses reported here.  
 
 
 
 

                                                             
5 The term ’election candidate’ rather than, say ’politician’ was 

chosen as this is the term used in Madsen and Clickard (in review).  

Respondents 
250 respondents were recruited from Mechanical Turk for a 
short study on election candidates in the USA6. Respondents 
were American citizens eligible to vote and represent a 
similar pool as the original study in which the inventory of 
items was generated. Of the 250 respondents, 7 either did 
not complete the study or failed to provide the right 
completion code at the end of the study. These were deleted, 
leaving 243 respondents for the analyses.  

Results 
The following section presents three analyses of the data 
collected from the respondents. First, we examine whether 
the established scales can predict respondents’ overall 
perception of political trustworthiness. Secondly we carry 
out similar analyses for political epistemic expertise, and 
finally also for source credibility.  

Political trustworthiness 
When examining political trustworthiness we use of the 
propensity as well as importance scores for each factor 
(capability, consistency and closeness, egotism and 
opportunism, and communal commitment7). For each of the 
four factors, a non-weighted score was calculated as the 
average of the underlying items8.  The importance of each 
factor was calculated as the average importance of each 
item. A weighted score was then calculated for each 
respondent, allowing for subjective estimations to differ. A 
paired-sample t-test show that respondents rated egotism 
and opportunism as significantly less important than the 
other three factors (egotism and opportunism (M: 3.51), 
consistency and closeness (M: 3.79), capability (M: 3.89), 
communal commitment (M: 3.89), ts between 5.809 and 
6.959, dfs (242), all ps < 0.001).  

Weighted and non-weighted scales: trustworthiness 
Ten averages were produced from the trustworthiness items 
(4 individual factors (weighted or non-weighted) and overall 
prediction (weghted or non-weighted)). The predictions are 
compared against observed estimations of trustworthiness.  

Individual Pearson correlation analyses show that all 
weighted scores (including the overall weighted trust 
perception) are less correlated than the non-weighted scores 
(weighted correlations between .396 and .698, non-weighted 

                                                             
6 For validating support of using MT respondents, see Paolacci 

et al. (2010) 
7 As egotism and opportunism is negatively correlated with 

being a trustworthy election candidate, scores for this factors were 
inversed such that a high likelihood of being egotistic would result 
in a negative impact on overall trustworthiness.  

8 A Bayesian predictive model would be intersting to test here, 
as the formal model in Harris et al (in press) builds on a Bayesian 
foundation. Such a model requires values for likelihood ratios of 
facets and trustworthiness not elicited here. Consequently, the data 
does not support such a model. This is a good suggestion for 
further research, though, and I thank an anonymous reviewer for 
the suggestion.  
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correlations between .443 and .704). Overall trust 
estimations (weighted and non-weighted) have the highest 
correlation (.698 and .704 respectively), suggesting that the 
amalgamation of factors outperforms individual factors 
when accounting for the dependent variable (observed 
trust).  

To test  the ability to predict observed trust, a stepwise 
multiple regression analysis was conducted. The overall 
(non-weighted) scales have the highest level of prediction 
accounting for 49.5% of the variance in observed trust. The 
model is highly significant as shown in Table 2. 

 
As indicated by the correlation analyses, the weighted 
averages turned out to have less predictive power in a 
similar regression analysis. 

Although the multiple regression analysis shows that the 
overall, non-weighted scales represented the best model for 
predicting political trustworthiness, the model yields a 
significantly more optimistic prediction of trustworthiness 
than the observed trust (predicted M=3.08, observed 
M=2.94, t=2.213, df (242), p = 0.028). However, although 
somewhat over-optimistic, the model enjoys a good fit with 
the pattern of individual respones.  

Political epistemic expertise 
Following Madsen and Clickard (in review) only one model 
(including all 25 items as reported above) was available for 
the analysis of expertise. Analyses were carried out in the 
same manner as shown above for trustworthiness.  

Weighted and non-weighted scales: epistemic 
expertise 
As with political trustworthiness, the model for epistemic 
expertise overestimates the likelihood of expertise of 
election candidates (predicted M=3.45, observed M=3.13, 
t=4.986, df(242), p < 0.001). A Pearson correlation shows 
that the predicted expertise enjoys significant correlation 
with the observed individual data (0.651, p < 0.001). A 
multiple regression analysis shows that the items account 
for a reasonable amount of the variance (adjusted R2=.422). 
Although performing reasonably well, the epistemic 
expertise items are less predictive of observed epistemic 
expertise of election candidates than the four summated 
scales in the case of trustworthiness.  

Political source credibility 
In the literature, source credibility was defined as an 
amalgamation of trustworthiness and epistemic expertise. In 
order to determine the predictive potential for politial source 
credibility, the data from both elements need to be 
considered in unison. In order to predict source credibility, 
scales and estimations for trustworthiness as well as 
expertise were incorporated.  

Multiple stepwise regression analyses were conducted to 
determine the model with the best overall ability to predict 
political source credibility.  

Weighted and non-weighted scales: source 
credibility 
In line with result for trustworthiness and expertise, multiple 
regression analyses show that the non-weighted model is 
best for predicting political source credibility (see table 3). 
Including trustworthiness as well as expertise yields the 
result that the model accounts for 56.9% of the variance in 
observed source credibility (measured at the combination of 
observed trustworthiness and expertise as mentioned 
earlier).  

 
The stepwise regression model takes in trustworthiness as 
the first explanatory variable. Due to multicollinarity this 
has the effect that the independent impact of expertise 
becomes quite small. Nonetheless, expertise still contributes 
significantly to the change of the variance explained (p = 
.014).  

The predicted mean of the overall trust model (non-
weighted) does not differ significantly from the observed 
mean for political source credibility (predicted M: 3.08, 
observed M: 3.04, t = 0.725, df (242), p = .469). A Pearson 
correlation shows a significant correlation between the 
predicted value and the observation (.749, p < 0.001), This 
shows a good fit with the observed pattern of individual 
responses. Overall epistemic expertise also enjoys a good 
correlation with the observed pattern (.668, p < 0.001).  

Although not the best model, the weighted average 
overall prediction represents the most ‘complete’ model, as 
it takes into account all items and their relative weights. It is 
worth briefly summarizing its relationship with the observed 
data. The weighted model overestimates the credibility of 
election candidates (predicted M=3.27, observed M=3.04, 
t=4.227, df (242), p < 0.001). It enjoys a good, but less 
strong correlation with individual responses (Pearson 
correlation, .719, p < 0.001). Finally, it accounts for less of 
the variance than the trust model (adjusted R2=.517).  

General discussion 
The study examines the predictive potential of the Political 
Inventory of Credibility developed in Madsen and Clickard 
(in review) that describes source credibility in the USA as a 
product of trustworthiness (defined as capability, 
consistency and closeness, egotism and opportunism, and 
communal commitment) and epistemic expertise (defined as 
a single factor). The 56 items from the inventory were 
presented to respondents who provided subjective 
estimations the likelihood of each item as well as how 
important each item is to that particular indivdual. The 
predictions from these items were compared with general 
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estimations of how trustworthy and expert respondents felt 
election candidates were.  

Alternative models were developed to account for each 
element (trustworthiness and epistemic expertise) as well as 
an overall prediction of political source credibility. The 
findings support the item inventory, as the models account 
for a good amount of the variance (up to 56.9%). The 
models have a significant fit with individual responses 
(Pearson correlations between .651 and .749, all ps < 0.001).  

The non-weighted models proved to be the strongest in 
accounting for the variance in observed trustworthiness, 
expertise, and source credibility. The analyses suggest that 
the four trustworthiness factors identified in Madsen and 
Clickard are apt in describing political source credibility for 
election candidates in the USA. The items identified for 
epistemic expertise are less apt (although the multiple 
regression analysis of source credibility shows that these do 
contribute to improve the model). The study points to the 
need to develop a method to explore the relationship 
between general cognitive models and culture- and domain-
specific concepts.  

The general and the specific: Placing a model 
In recent years, cognitive psychological models of reasoning 
grounded in Bayesian rationality have been developed to 
account for how humans make sense of argumentation, 
information, and source credibility. For the latter, the model 
set out in Bovens and Hartmann (2003) and further 
developed by others (e.g. Hahn et al., 2012), defines source 
credibility as an amalgamation of trustworthiness and 
epistemic expertise. Although desirable and with a good fit 
with the data, these models represent a general description 
of a complex phenomenon. As shown in Madsen and 
Clickard (in review), concepts such as trustworthiness are 
influenced by the domain in which they manifest (and, 
presumably, by the culture as well). That is, factors that 
make a person trustworthy in one domain might well render 
her untrustworthy in another depending on domain and 
culture. Thus, although the models may be generalisable, the 
elements and factors of the models need to be grounded 
when applied to a specific situation. This calls for the 
development of a methodology to apply general models to 
specific situations driven by data of the particular domain in 
a particular cultural context. In political campaigning, such 
a requirement has already been acknowledged through the 
advent of micro-targeted campaigning in which persuasion 
and influence is directed specifically at individual targets 
instead of large groups. For this, concrete conceptualisations 
of general models are developed through data.   

Trustworthiness as described in the aforementioned 
managements and political literature (Colquitt et al., 2007) 
provides an important step in this direction, as they show 
the different instantiation of the same concepts in different 
domains. The current study goes beyond these studies, as it 
makes use of these descriptive factors to predict how 
credible a political source normatively should be given the 
items in the inventory. As such, the study functions as an 

example of a method for developing micro-descriptive 
predictive models of complex phenomena that can be 
applied to a variety of domains such as politics, public 
health campaigns, and so forth. In other words, the study 
suggests a method that might provide a clearer insight into 
what may and may not be a persuasive messenger from 
domain to domain, from culture to culture. On a larger note, 
this suggests that humans’ perception of information and of 
others are guided by the situation in which they manifest 
themselves rather than by abstract philosophical principles.  

Likert-type scale and probabilistic estimations 
The elicitation of the likelihood and importance of each item 
was obtained through a five-point Likert-type scale (1-5) 
rather than a probabilistic scale (0-1)9. Given the fact that a 
Bayesian model was developed to provide a normative 
prediction of the likelihood of source credibility, this is a 
potentially limiting element of the study, as the elicitation 
was made in a less gradient manner. The models might have 
enjoyed a better fit with the data if sliding, probabilistic 
scales were used for item estimations instead of the Likert-
Type scale employed here. 

Future research  
The theoretical foundation for the present study is drawn 
from a formal and normative Bayesian model that has been 
applied to source credibility in reasoning and argumentation 
theory (e.g. Bovens & Hartmann, 2003; Harris et al., in 
press). The current study tests aspects that have been 
developed to describe source credibility in a specific domain 
and culture (politics in the USA). It would be fascinating to 
explore the predictive potential of the aspects of source 
credibility and their argumentative convincingness in a 
reasoning paradigm used in Bayesian argumentation studies. 
That is, to test the persuasive potential of different election 
candidates given differences in the above factors This would 
provide a concrete reasoning task that would point to a 
domain-dependent application of the formal model in which 
the posterior degree of belief would depend on the source 
credibility of the speaker (as defined by the concete factors). 
This would be an interesting amendment to and application 
of the paradigm explored in Harris et al. (in press).  

Concluding remarks 
The study suggests the predictive potential of domain-bound 
aspects of political trustworthiness and epistemic expertise 
in the USA to determine the source credibility of election 
candidates. In the real world, source credibility is bound to 
be more complex, but the findings suggest that the aspects 
are indeed related to political source credibility in the USA. 
In a larger psychological context, the study embodies a 
method for applying a general Bayesian model of source 
credibility to a specific domain and culture in order to 
describe and predict key aspects of persuasion. Whether 

                                                             
9 The observed ratings of trustworthiness and expertise (against 

which the models were measured) were elicited probabilistically.  
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such domain-and data-driven methods can be employed in 
other areas of persuasion remains to be explored in future 
research.  
     In conclusion, the study strongly supports the factors 
identified for political trustworthiness in the USA, 
somewhat supports the items identified for political 
epistemic expertise in the USA, and more generally points 
the way for a data-driven approach to situate general 
cognitive models of reasoning in specific domains in 
specific cultures.  
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Abstract

In this study based on ethnographic methods, we investigated
how using a three-dimensional (3D) printed liver influenced
doctors during liver resection surgery. Results of the analy-
ses implied that using the 3D printed liver enhanced the con-
struction of elaborate mental models of patients’ livers, the
mental simulation of liver resections, and the construction of
shared mental models of patients’ livers among doctors. Based
on these results, we compared the advantages of using a 3D
printed liver over a two-dimensional (2D) and a 3D image dur-
ing surgery.
Keywords: External resources; Mental model; 3D print;
Ethnography

Introduction
External resources
In cognitive science, many studies have investigated external
resources and revealed that methods of displaying informa-
tion greatly impact cognitive activities. In recent years, com-
puter graphic technology has allowed people to generate two-
dimensional (2D) and three-dimensional (3D) images. More
recently, 3D printers which allow the creation of physical
models have become popular. Presumably, information dis-
played by a 3D printed model produces a different effect on
cognitive activities than a 2D or 3D image. In this study, we
investigated how using a 3D printed liver influenced doctors
in liver resection surgery for the removal of a portion of the
liver.

2D image In 2D images used as external resources, infor-
mation search and recognition is easier when information is
displayed as a figure rather than as text (Larkin & Simon,
1987) and as graphs rather than as numerical data (Shah,
1997). People can take advantage of the spatial locations of
figures and graphs to easily search for and recognize informa-
tion.

Moreover, external resources allow people to share the
same information and enhance the construction of common
understanding (Kirsh, 2010). Alac (2005) showed the con-
struction process for the common understanding of structural
information in a 2D brain image. First in the process, inter-
locutors direct their attention to the same information through
utterances and gestures such as pointing. Next, they perform

and embody actions such as gestures and body movements to
express and explain the depth information of the 2D brain im-
age. Finally, interlocutors construct a common understanding
of the brain’s structural information. The performative and
embodied actions that complement the depth information of
the 2D image have been shown to be important for the com-
mon understanding of structural information.

3D image Although 2D images are inadequate for depth in-
formation, in recent years, newly developed technology, such
as virtual reality, clearly displays 3D structural information.
Keehner, Hegarty, Cohen, Khooshabeh, and Montello (2008)
revealed that people understand structural information better
when they refer to 3D images rather than 2D images.

Moreover, de Jong, Kolloffel, van der Meijden, Staarman,
and Janssen (2005) experimentally showed that when partici-
pants created 3D art with others, they actively shared and con-
firmed their ideas and comments through messages posted on
the internet. This result implies that 3D images allow peo-
ple to share structural information without performative and
embodied actions to complement depth information as shown
in Alac (2005). In other words, 3D images enhance the con-
struction of the common understanding of structural informa-
tion more than 2D images.

3D printed model More recently, owing to the prevalence
of 3D printers, people can replicate objects. The industrial
impact of 3D printing is huge; indeed, some countries, e.g.,
the United States, China, and Japan, promote 3D printers as
a national strategy. However, only a few studies have inves-
tigated how using 3D printed models influences cognitive ac-
tivities.

Some previous studies have experimentally compared the
human structural understanding of a 2D image with and with-
out a physical 3D model (Stull, Hegarty, Dixon, & Stieff,
2012). The result showed that the structural understanding
was better when the physical 3D model was used. It is stated
that the 3D model allowed the participants to rotate the model
externally, reduced their mental rotations, and enhanced their
focus on understanding structural information. In addition,
Kemeny and Panerai (2003) indicated that human perception

1476



of the depth information in the real world is more accurate
than in the virtual 3D environment because the real world
contains more depth cues. Results of previous studies pre-
dict that because 3D printed models help people focus on un-
derstanding structural information and show more depth cues
than virtual 3D environments, 3D printed models would en-
hance the accurate understanding and sharing of structural in-
formation better than 3D computed images.

In this study based on ethnographic methods, we observed
and recorded liver resection surgeries in which 3D printed
livers were used as models of actual patients’ livers. Liver
resection requires surgical accuracy in a tense life or death
situation. In such situations, we investigated how the use of a
3D printed liver influenced doctors.

Mental model
A mental model is an internal representation of some do-
main or situation (Gentner, 2002). Presumably, using the 3D
printed liver during surgery influences doctors’ mental mod-
els of a patient’s liver in at least three ways.

The first influence is the elaboration of mental mod-
els. Mental models are updated with new information and
are elaborated when accurate information is acquired (Chi,
DeLeeuw, Chiu, & Lavancher, 1994; Vosniadou & Brewer,
1994). Therefore, using the 3D printed liver during surgery
would likely help doctors refer to accurate spatial locations
of liver regions and enhance the elaboration of their mental
models of the liver.

The second influence is mental simulation. Mental mod-
els simulate actions and predict the results of those action
(Trickett & Trafton, 2007). In a liver resection surgery, doc-
tors can not visually confirm the spatial locations of veins
and tumors on a patient’s liver. However, the 3D printed liver
replicates and visualizes the real liver’s exact physical infor-
mation. Therefore, the 3D printed liver would likely allow
doctors to simulate resection accurately, in the same way as
in the actual resection.

The third influence is sharing mental models with others.
In collaborative work settings, individuals often have a sim-
ilar mental model, called a shared mental model or a team
mental mode (Jeong & Chi, 2007; Mathiue, Heffiner, Good-
win, Sala, & Cannon-Bowers, 2000). Because a 3D printed
liver allows doctors to perceive the same structural informa-
tion, it should enhance sharing mental models of a liver and
constructing common understanding of resection plans.

In this study, we investigated these three influences on doc-
tors’ mental models of the liver, based on recorded protocols
and body movements during surgery.

Method
Liver resection surgery
In this study, three surgeries performed at Nagoya Univer-
sity Hospital were observed and recorded with the hospital
and patients’ approval. These surgeries were resections of
liver tumors. The patients were one female and two males in

their seventies. The doctors―the surgeon, the first assistant,
and the second assistant―performed the surgeries. Also, two
anesthesiologists and two to three nurses participated in each
surgery.

For recording the surgeries, three cameras and two micro-
phones were placed in the operating room as shown in Figure
1. One camera and two microphones were mounted above
the doctors’ heads. Another camera was placed behind the
first and second assistants, and a cameraperson held the third
camera, changing his position in the operating room to record
the surgeries. Finally, the patient lay between the surgeon and
the assistants.
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Figure 1: Placement of the recording equipment in the oper-
ating room. This figure is a still from a video recording with
a handheld camera.

3D printed liver
Because the size, shape, and structure of each patient’s liver
differed, a 3D printed liver was created based on data from
each liver. First, the patient’s liver was measured by com-
puted tomography (CT). Next, based on the CT liver data, a
3D printed liver was created with a 3D printer. In particular,
one 0.02-mm thick layer of acrylic resin was laid down in ap-
proximately 4,000 layers to produce a 3D printed liver. Sub-
sequently, the extra resin was melted and removed, and the
surface of the printed liver was polished. A 3D printed liver
displays the structural information inside a liver so that the
veins and tumors can be perceived visually. Figure 2 shows
a 3D printed liver, in which the portal veins were painted
whitish, the hepatic veins blue, and the tumors clear white.

Results
Coding
We conducted a protocol analysis of the recorded video im-
ages and sounds. First, we defined a conversation as serial
speech acts by the doctors before, during, and after using the
3D printed liver. Next, in each conversation, the doctors’
utterances and body movements were segmented according
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Figure 2: 3D printed liver

to a pause or breath as one utterance unit in each conversa-
tion. Then, body movements without utterances were also
segmented according to one serial action. Finally, each seg-
ment was coded in terms of three categories as follows: an
utterer, utterance point, or utterance content.

With regard to coding, for the utterer, the person who ut-
tered was coded. Most segments were assigned to two sub-
categories, the surgeon and the first assistant. The others were
assigned to the second assistant, the nurses, and the anes-
thesiologists. Next, for the utterance point, the origination
of where the utterance occurred on the real liver or the 3D
printed liver was coded. Although most segments were as-
signed to two subcategories, the real liver or the 3D printed
liver, some segments were assigned to neither the real liver
nor the 3D printed liver.

Moreover, for the utterance content, what the utterance
was about was coded. Most segments were assigned to three
subcategories: (1) confirmation of fact, (2) confirmation of
plan, and (3) prediction/presumption. First, confirmation of
fact was defined as an utterance verifying a position, size, or
length of a liver region. Second, confirmation of plan was
defined as an utterance verifying resection regions of a liver
or resection lines on a liver. Third, prediction/presumption
was defined as the prediction of a result produced after an
action was taken or the presumption of an unconfirmed posi-
tion, size, or length of a liver region. The other segments were
assigned to a surgeon’s task request to assistants (e.g., “pull
it” and “hold it”), the ease of a task (e.g., “it is hard to do”
and “it is hard to see”), a task procedure (e.g., “we will take
pictures” and “let’s see with an echo”), and body movements
without utterances.

Analysis
A total of 44 conversations were observed using the 3D
printed livers, 17 in the first surgery, 10 in the second, and
17 in the third. The total number of segments in the 44 con-
versations was 721. The mean number of segments in one
conversation was 16.39. The mean time of one conversation
was 60.25 seconds.

To focus on how using the 3D printed liver for a liver re-
section influences doctors, we conducted an analysis only on
the segments assigned to the following subcategories for each

category: the surgeon or the first assistant for the utterer,
the real liver or the 3D printed liver for the utterance point,
and confirmation of fact, confirmation of plan, or predic-
tion/presumption for the utterance content. In addition, with
regard to the utterer, although the second assistant was also
a doctor, his utterances were extremely few (10 segments).
Therefore, we eliminated those data and thus used 427 seg-
ments for analysis.

First, for the utterer, the result of the binomial test showed
that the surgeon (282 segments) significantly uttered more
than the first assistant (145 segments) (p < .001). Next, for
the utterance point, the binomial test result showed that more
utterances occurred on the real liver (237 segments) than on
the 3D printed model (190 segments) (p < .05). Moreover,
for the utterance content, chi-square test results showed a
significant difference in the number of utterances among the
three subcategories, confirmation of fact (237 segments), con-
firmation of plan (190 segments), and prediction/presumption
(37 segments) (x2(2) = 141.73, p < .01). The result of a mul-
tiple comparison test showed that confirmation of fact utter-
ances occurred more frequently than confirmation of plan ut-
terances and prediction/presumption utterances (ps < .001).
Last, confirmation of plan utterances occurred more than pre-
diction/presumption utterances (p < .001).

Because confirmation of fact and confirmation of plan ut-
terances predominated during surgery, we conducted a fol-
lowing analysis of data based on those utterances and inves-
tigated how the 3D printed liver was used.

Confirmation of fact
Recordings of the surgeries revealed that some utterances oc-
curred along with tactile confirmation, i.e., by lightly squeez-
ing the real liver. Some utterances also occurred with visual
confirmation on the 3D printed liver. Therefore, for confirma-
tion of fact, we conducted an analysis focused on tactile and
visual confirmation. In particular, based on the 237 segments
assigned to confirmation of fact, for tactile confirmation, we
counted segments in which touch was mentioned (e.g., “it is
stiff” or “from the tactile feeling”), and utterances that oc-
curred with a squeezing action. Moreover, for representative
visual confirmation, we counted segments in which the dis-
tance (e.g., “3 cm” or “this width”) and the positional relation
(e.g., “it is behind this vein” or “it is above this region”) were
mentioned.

Table 1 shows the number of segments in which tactile and
visual confirmation occurred on the real and 3D printed liv-
ers. The result of Fisher’s exact test shows that a significant
difference in the proportion (p < .001) and increase of utter-
ances regarding visual confirmation on the 3D printed liver
was prominent.

Case example The following indicates one complete con-
versation as a case example, revealing the typical utterance
pattern of confirmation of fact. In each segment, the utterer
and the utterance point were indicated. For the utterer, “S”
is the surgeon and “A” is the first assistant. For the utterance
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Table 1: Number of segments in which tactile and visual con-
firmation occurred on real and 3D printed livers

Tactile Visual
Real liver 21 14

3D printed liver 0 34

point, “R” is the real liver, “3D” is the 3D printed liver, and
“N” is neither the real liver nor the 3D printed liver. Under-
lining indicates the bodily movements of the utterers.

1 A/N： Can you give me that, used a while ago?
2 S/N： Can you give me the 3D printed model,

the model?
3 A/R： There is something hard in here.

He lightly squeezed the real liver.
4 S/R： Yes, here it is.

He lightly squeezed the real liver.
5 A/R： Here it is.

He lightly squeezed the real liver.
6 A/N： He received the 3D printed liver from the

nurse.
7 S/3D： Here, or more precisely, here.

He traced the 3D printed liver with his
index finger and indicated a location on
the 3D printed liver.

8 A/R： Here it is.
He indicated a location on the real liver.

9 S/R： Yes.
He indicated a location on the real liver.

10 S/3D： The top, the top is here.
He indicated a location on the 3D printed
liver.

11 A/3D： Yes, it is.
12 A/N： He passed the 3D printed liver to the nurse.

In segments 1 and 2, the surgeon and the first assistant
asked the nurse to hand them the 3D printed liver. From seg-
ments 3 to 5, tactile confirmation was performed on the real
liver. In segment 7, visual confirmation was performed on the
3D printed liver. In segments 8 and 9, confirmation of the lo-
cation of a liver region was performed on the real liver. Last,
in segments 10 and 11, visual confirmation was performed
on the 3D printed liver. From the serial utterance pattern, the
following process was verified for the confirmation of fact:
(1) tactile confirmation of a liver region was performed on
the real liver, (2) visual confirmation of the liver region was
performed on the 3D printed liver, and (3) confirmation of the
location of the liver region was performed on the real liver.

Confirmation of plan
Based on the 153 segments assigned to confirmation of plan,
we analyzed segments in which resection regions or resection

lines were mentioned. We counted segments where resection
regions (e.g., “cut this vein” or “leave this vein”) and resec-
tion lines (e.g., “cut on this line” or “cut along this”) were
mentioned. Table 2 shows the number of segments in which
the resection regions and lines were mentioned on the real
and the 3D printed livers. The result of Fisher’s exact test
revealed that there was a significant difference in the propor-
tion (p < .005), and the increase of the utterances regarding
resection regions on the 3D printed liver was prominent.

Table 2: Number of segments in which resection regions and
lines were mentioned on real and 3D printed livers

Regions Lines
Real liver 16 33

3D printed liver 22 9

Case example The following indicates one complete con-
versation as a case example for the typical utterance pattern
of confirmation of plan.

1 S/R： Should it be left?
2 A/R： The one in the back?
3 S/N： He lifted up the 3D printed liver.
4 S/3D： Here in the back. Right here. Here in the

back.
He put the 3D printed liver right beside the
incision and pointed to a location on the 3D
printed liver.

5 A/3D： Would it be left?
6 S/3D： No, it wouldn’t because it’s 8 (indicating a

liver region).
7 A/3D： Ah
8 S/3D： Here. Right here beside this tumor.

He indicated a location on the 3D printed
liver.

9 A/3D： Ah
10 S/3D： This vein, this vein.
11 A/3D： Here, it’s buried in like this.
12 S/N： He put the 3D printed liver at the corner of

the operating table.
13 S/R： As I thought, 8 would be
14 A/R： Would the total resection be necessary?
15 S/R： Yes, cutting along the curve is necessary.

In segments 1 and 2, the surgeon and the first assistant con-
firmed the resection region on the real liver. In segments 5 and
6, they confirmed the resection region on the 3D printed liver.
Finally, they confirmed the resection region on the real liver in
segment 14 and the resection line on the real liver in segment
15. From the serial utterance pattern, the following process
was verified for the confirmation of plan: (1) the resection re-
gion was confirmed on the real liver, (2) the resection region
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was confirmed on the 3D printed liver, and (3) the resection
line was confirmed on the real liver.

Communication
Last, we investigated the influence of using the 3D printed
liver from a viewpoint of communication between doctors.
Based on the 427 segments assigned to the three categories―
the utterer, the utterance point, and the utterance content―,
we counted segments in which demonstratives (e.g., “this” or
“that”) and the name of a liver region (e.g., “tumor” or “hep-
atic vein”) were mentioned. Results showed multiple demon-
stratives or names of liver regions in each segment. There-
fore, all utterances in the 427 segments were decomposed
into phrases using a standard Japanese morphological analy-
sis system, MeCab (Kudo, Yamamoto, & Matsumoto, 2005),
and we counted the number of phrases in which demonstra-
tives and names of liver regions were mentioned on the real
and the 3D printed livers, as shown in Table 3. The result of
Fisher’s exact test revealed a significant difference in the pro-
portion (p < .05), and demonstratives were used more with
the 3D printed liver than with the real liver.

Table 3: Number of phrases in which demonstratives and
names of liver regions were mentioned on real and 3D printed
livers

Demonstrative Name of liver region
Real liver 102 64

3D printed liver 147 56

General Discussion
Elaborate mental model of liver
An analysis for the confirmation of fact revealed the promi-
nence of utterances of doctors about visual confirmation on
the 3D printed liver. The case example of confirmation of fact
verified a certain process in which (1) tactile confirmation of
a liver region was performed on the real liver, (2) visual con-
firmation of a liver region was performed on the 3D printed
liver, and (3) confirmation of the location of a liver region
was performed on the real liver. We concluded that in the
process, (1) doctors confirmed the spatial location of a liver
region by touching the real liver, (2) doctors’ mental models
of the liver were updated through visual confirmation from
the 3D printed liver’s information, and (3) doctors mapped
structural information from their updated mental models to
the real liver. Therefore, using the 3D printed liver likely en-
hanced the elaboration of doctors’ mental models of the pa-
tient’s liver and their understanding of the precise locations
of the liver regions during surgery.

Some studies showed that a 2D image needs to be men-
tally complemented and translated to an internal 3D represen-
tation to understand the structural information (Alac, 2005;
Stull, Hegarty, Stieff, & Dixon, 2010). Moreover, the pre-
vious study that compared the visual perception in the real

world with that in the virtual 3D environment showed that
people perceive depth information in the real world more ac-
curately because it offers more depth cues (Kemeny & Pan-
erai, 2003). This result implies that the depth information
of 3D images also needs to be mentally complemented with
additional depth information. The 3D printed liver used in
this study was a real object, and presumably, having the 3D
printed liver allowed doctors to position it right beside the real
liver and to directly map the structural information from it to
the real liver without internal complementation or translation.

Furthermore, Barrett, Stull, Hsu, and Hegarty (2015) ex-
perimentally compared structural understanding when physi-
cal 3D models were used with when virtual 3D images were
used and revealed no prominent difference in understanding.
However, in their study, structural understanding was mea-
sured by rotating 3D models or images to match the orien-
tation and conformation shown by 2D images in a situation
where internal translation of the structure were necessary.
Compared to the previous study, this study investigated the
influence of using a 3D printed liver during surgery when
doctors treated a real liver. In this situation, using the 3D
printed liver that allows doctors to directly map information
to the real liver is likely more effective than using a virtual
3D image.

Moreover, Gray, Sims, Fu, and Schoelles (2006) demon-
strated information access cost, that is, the expense of access
to certain computer information such as input of commands
or manipulation of a mouse. They experimentally showed
that people are sensitive to such costs, and the cost influences
human decisions to act. The information access cost of using
the 3D printed liver could be lifting it or rotating it. Such in-
formation access would be easy and rarely missed. Therefore,
using a 3D printed liver is likely more efficient than using a
computer image from the viewpoint of information access as
well.

Mental simulation of resection
The analysis for the confirmation of plan revealed the increase
of doctors’ utterances about resection regions to be prominent
on the 3D printed liver. Furthermore, the case example of the
confirmation of plan verified a certain process, in which (1) a
resection region was confirmed on the real liver, (2) the resec-
tion region was confirmed on the 3D printed liver, and (3) the
resection line was confirmed on the real liver. We concluded
that in this process, (1) doctors confirmed a resection region
on the real liver, (2) doctors mentally simulated the resection
on the 3D printed liver, and (3) doctors also mentally simu-
lated the resection on the real liver. Therefore, using the 3D
printed liver likely enhanced the understanding of resection
regions and accurately simulated the resection.

Previous studies showed that when mental simulation gen-
erated incorrect predictions, the mental model would be mod-
ified, and the simulation would be conducted again based on
the modified model (Trickett & Trafton, 2007). In addition,
when people try to understand the behavior of a complex sys-
tem, physical manipulation of the system would be efficient
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in reducing the cost of mental simulation and in observing the
manipulation’s accurate results (Hegarty, 2000). In the liver
resection surgery, incorrect prediction by mental simulation
or a tentative action could lead to a fatal accident. The 3D
printed liver had the same structural information of the real
liver and accurately replicated the information as a physical
object. Therefore, we hypothesize that the doctors could ac-
curately simulate the resection on the 3D printed liver in the
same way as the actual resection on the real liver.

Shared mental model among doctors
Analysis of communication among doctors showed an in-
crease in doctors’ utterances of demonstratives on the 3D
printed liver. Clark, Schreuder, and Buttrick (1983) exper-
imentally investigated the understanding of demonstratives
and showed that when demonstratives are uttered at some
physical object, the listener assumes the demonstrative ob-
ject based on visual salience. In this study, the 3D printed
liver replicated the physical structure inside the real liver,
and liver regions important for the resection were emphasized
with color. Because the doctors clearly perceived and shared
visual saliences of the 3D printed liver, they might be able
to frequently use demonstratives on the 3D printed liver and
then accurately share structural information.

Moreover, Pylyshyn (2000) stated that demonstratives in-
dicate the relation among the utterer, the listener, and the
demonstrative object so that using demonstratives allows in-
terlocutors to avoid processing other information. In this
study, the 3D printed liver accurately replicated the internal
structure of the real liver, and structural information could be
shared by uttering demonstratives. Therefore, there is a possi-
bility that the 3D printed liver allowed doctors to concentrate
on sharing structural information, enhanced the construction
of a shared mental model of the real liver, and enhanced com-
mon understanding of operational plans among doctors.

References
Alac, M. (2005). Widening the wideware: An analysis of

multimodal interaction in scientific practice. In Proceed-
ings of the 27th annual meeting of the cognitive science
society (pp. 85–91). Mahwah, NJ: Lawrence Erlbaum.

Barrett, T. J., Stull, A. T., Hsu, T. M., & Hegarty, M. (2015).
Constrained interactivity for relating multiple representa-
tions in science: When virtual is better than real. Comput-
ers and Education, 81, 69–81.

Chi, M. T. H., DeLeeuw, N., Chiu, M.-H., & Lavancher, C.
(1994). Eliciting self-explanations improves understand-
ing. Cognitive Science, 18, 439–477.

Clark, H. H., Schreuder, R., & Buttrick, S. (1983). Common
ground and the understanding of demonstrative reference.
Journal of Verbal Learning and Verbal Behavior, 22, 245–
258.

de Jong, F., Kolloffel, B., van der Meijden, H., Staarman,
J. K., & Janssen, J. (2005). Regulative processes in in-
dividual, 3d and computer supported cooperative learning
contexts. Computers in Human Behavior, 21, 645–670.

Gentner, D. (2002). Mental models, psychology of. In
N. J. Smelser & P. B. Bates (Eds.), International ency-
clopedia of the social and behavioral sciences (pp. 9683–
9687). Amsterdam: Elsevier Science.

Gray, W. D., Sims, C. R., Fu, W.-T., & Schoelles, M. J.
(2006). The soft constraints hypothesis: A rational analy-
sis approach to resource allocation for interactive behavior.
Psychological Review, 113, 461–482.

Hegarty, M. (2000). Capacity limits in diagrammatic rea-
soning. In M. Anderson, P. Cheng, & V. Haarslev (Eds.),
Theory and application of diagrams (pp. 194–206). Berlin:
Springer.

Jeong, H., & Chi, M. T. H. (2007). Eliciting self-explanations
improves understanding. Instructional Science, 35, 287–
315.

Keehner, M., Hegarty, M., Cohen, C., Khooshabeh, P., &
Montello, D. R. (2008). Spatial reasoning with external
visualizations: What matters is what you see, not whether
you interact. Cognitive Science, 32, 1099–1132.

Kemeny, A., & Panerai, F. (2003). Evaluating perception in
driving simulation experiments. Trends in Cognitive Sci-
ences, 7, 31–37.

Kirsh, D. (2010). Thinking with external representations. AI
and Society, 25, 441–454.

Kudo, T., Yamamoto, K., & Matsumoto, Y. (2005). Applying
conditional random fields to japanese morphological anal-
ysis. In Proceedings of the 2004 conference on empiri-
cal methods in natural language processing (pp. 230–237).
Morristown, NJ: Association for Computational Linguis-
tics.

Larkin, J. H., & Simon, A. (1987). Why a diagram is (some-
times) worth ten thousand words. Cognitive Science, 11,
65–100.

Mathiue, J. E., Heffiner, T. S., Goodwin, G. F., Sala, E., &
Cannon-Bowers, J. A. (2000). The influence of shared
mental models on team process and performance. Journal
of Applied Psychology, 85, 273–283.

Pylyshyn, Z. W. (2000). Situating vision in the world. Trends
in Cognitive Sciences, 4, 197–207.

Shah, P. (1997). A model of the cognitive and perceptual pro-
cesses in graphical display comprehension. In Reasoning
with diagrammatic representations (pp. 94–101). Menlo
Park, CA: AAAI Press.

Stull, A. T., Hegarty, M., Dixon, M., & Stieff, M. (2012).
Representational translation with concrete models in or-
ganic chemistry. Cognition and Instruction, 30, 404–434.

Stull, A. T., Hegarty, M., Stieff, M., & Dixon, B. (2010).
Does manipulation molecular models promote representa-
tion translation of diagrams in chemistry? Diagrammatic
Representation and Inference, 6170, 338—344.

Trickett, S. B., & Trafton, J. G. (2007). “what if. . .”: The use
of conceptual simulations in scientific reasoning. Cognitive
Science, 31, 843–875.

Vosniadou, S., & Brewer, W. F. (1994). Mental models of the
day/night cycle. Cognitive Science, 18, 123–183.

1481



Quit while you’re ahead: Preschoolers’ persistence and willingness to accept 
challenges are affected by social comparison 

 
Rachel W. Magid (rwmagid@mit.edu) & Laura E. Schulz (lschulz@mit.edu) 

Department of Brain and Cognitive Sciences, MIT 
Cambridge, MA 02139 USA 

 
Abstract 

 
Many beliefs about oneself are constructed through 
experience, but the kinds of evidence that inform these 
beliefs in early childhood are not well understood. One 
source of information that affects adults and older children’s 
appraisals of themselves is social comparison. We found that 
even preschoolers (mean=57 months) spontaneously use 
social comparisons to guide their behavior. In Experiment 1, 
children who saw they out-performed peers on a task 
subsequently persisted less than children in other conditions. 
Children who saw evidence suggesting they performed 
either better or worse than peers on the task were more 
likely to choose an easy (versus difficult) novel task relative 
to those who saw neutral or no evidence. In Experiment 2 
children who saw peers perform better were inclined to 
persist more than children in other conditions. This suggests 
preschoolers use social comparison to draw inferences about 
themselves without explicit cues, and this affects their 
motivation. 

 
Keywords: social comparison; persistence; learning. 

 
Introduction 

 
Adults have rich representations of their abilities, 
weaknesses, and traits, which form a “personal 
epistemology” (Brim, 1976, p. 242). An accurate theory of 
the self may allow people to predict outcomes of future 
activities, maximizing the possibility of positive experiences 
and minimizing the likelihood of negative ones (Epstein, 
1973). However, while we know young children have 
intuitive theories about the physical and psychological 
worlds (Carey, 2000; Gopnik & Meltzoff, 1997; Wellman & 
Gelman, 1992), much less known is about the development 
of children’s beliefs about themselves. Do young children 
have an intuitive theory of the self that is affected by 
evidence they observe, which in turn affects their behavior? 

Some understanding of the self as an enduring and unique 
entity emerges early in life. Toddlers recognize themselves 
in mirrors by 20 months (Amsterdam, 1972). By three-and-
a-half, children compare themselves to others in 
spontaneous speech, suggesting they understand they have 
qualities and attributes that make them different from others 
(Mostache & Bragonier, 1981). By four and five, children 
have a preference for “learning” over “performance” goals 
(Smiley & Dweck, 1994), but unlike older children, younger  
children associate high and low achievement with “being 
good” or “bad” rather than “smart” or “dumb” (Dweck, 
1999; Herbert & Dweck, 1995). It is less clear how children 
develop beliefs about themselves. Evidence suggests a role  
 

 
for parental behavior. Praise and other extrinsic rewards 
affect children’s intrinsic motivation (e.g., Lepper &  
Greene, 1975; Mueller & Dweck, 1998) and parental praise 
for ability or effort has an enduring effect on children’s 
mindsets (Gunderson, Gripshover, Romero, Dweck, Goldin-
Meadow, & Levine, 2013). However adults often give no or 
uninformative feedback about ability, and other clear 
metrics for self-evaluation, such as objective success, may 
be unavailable.  

When people cannot estimate their own abilities using an 
external benchmark (i.e., success), they may instead 
evaluate themselves with respect to others (Festinger, 1954). 
For older children and adults, evaluations derived from 
social comparison have consequences for beliefs about the 
self: performing less well than peers results in lower self-
evaluations, and vice versa (Mussweiler, 2003; Ruble, 
Eisenberg, & Higgins, 1994). 

Whether preschoolers use social comparison to learn 
about themselves remains an open question. Children 
younger than six may not update their beliefs based on what 
they observe about their peers’ relative performance (Butler, 
1989a; Ruble, 1983; Ruble et al., 1994). Preschoolers 
appear unaffected by finding out they performed worse than 
their peers in that they do not evaluate themselves 
negatively, nor show subsequent impairments in task 
performance (Boggiano & Ruble, 1979; Ruble et al., 1994; 
Ruble, Feldman, & Boggiano, 1976). Researchers have 
suggested preschoolers are less likely than older children to 
attribute failure to enduring traits (Lockhart, Chang, & 
Story, 2002; Rholes & Ruble, 1984). Instead they may see 
their performance as something that they can improve upon 
in subsequent attempts (Butler, 1989). However, when 
adults make a comparison very explicit by commenting on 
the child’s performance relative to a peer’s performance is 
impaired when children think they did worse (rather than 
better) than a peer (Butler, 1998). In addition, when the peer 
is introduced as a member of an out-group (i.e., when girls 
are told they did worse than a boy or vice versa), children’s 
performance and self-evaluations suffer (Rhodes & 
Brickman, 2008). Thus the findings on children’s sensitivity 
to social comparisons are mixed.  

The idea that four- and five-year-olds might be largely 
insensitive to social comparison is surprising from the 
perspective of evidence-based learning. If children’s 
intuitive theory of the self resembles theory formation in 
other domains (see Gopnik & Wellman, 2012; Schulz, 2012; 
and Tenenbaum, Kemp, Griffiths, & Goodman, 2011 for 
reviews), we might expect children to spontaneously 
integrate their prior beliefs about themselves with new data 
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(including data about peers’ achievement) to draw 
inferences about their own abilities. Insofar as children’s 
beliefs are jointly influenced by the strength of the data and 
the strength of their initial beliefs about themselves, 
evidence should be more influential to the degree that 
children’s prior beliefs are less certain.  

Because we were interested in whether preschoolers 
spontaneously use data from social comparison to evaluate 
their own abilities, we chose a task that did not require 
children to respond to explicit questions, and one that 
preschoolers would find challenging. Children who perceive 
themselves as relatively skilled are likely have high 
confidence in their abilities, and those who are incapable of 
performing a task are likely to have high confidence in their 
inability. Children at an intermediate level of performance 
may have real uncertainty about how good they are.  

 
Experiment 1 

 
To see whether children are sensitive to social comparison 

when their estimate of their own abilities is noisy, we asked 
preschoolers to trace three letters of the alphabet. We had 
blind coders assess their performance, and focused the 
analysis on children who achieved intermediate ratings on 
this task. (Children found the task doable but challenging 
and most children performed in the intermediate range.) We 
then provided children with evidence relevant, or irrelevant, 
to social comparison. Specifically, children saw one of four 
types of evidence: 1) tracings from four children who traced 
the letters poorly (Peers Worse condition), 2) tracings from 
four children who traced elaborate cursive letters (Peers 
Better condition) 3) tracings from four children who traced 
abstract designs (Peers Irrelevant condition), or 4) four 
drawings of cartoon animals (No Peers condition). The 
Peers Irrelevant condition was included to ensure that any 
behavioral effects of social comparison were specifically 
due to evidence relevant to social comparison, and not 
merely due to the distraction of looking at peers’ 
performance generally. In contrast to previous work, we did 
not explicitly draw children’s attention to the comparison or 
their own relative performance.  This means that if children 
are affected by social comparison, it is because they 
spontaneously recognize and incorporate the evidence. 

We assessed children’s sensitivity to the evidence by 
evaluating both their subsequent persistence at the target 
task and their willingness to choose either an easy or 
difficult novel task. For the Persistence Task, children were 
given a sheet with all 26 letters of the alphabet and a novel 
toy (a push button water toy with floating rings). Children 
were told to trace as many letters as they liked with the 
understanding that they could play with the toy whenever 
they decided to stop. After the Persistence Task, children 
were given a choice of an easy (six-piece) puzzle or a hard 
(30-piece) puzzle (borrowing from Smiley & Dweck, 1994).  
In previous work (Smiley & Dweck, 1994), approximately 
half the preschoolers chose each type of puzzle, suggesting 
that children differ with respect to performance goals 

(manifest by choosing the easy puzzle) or learning goals 
(manifest as choosing the hard puzzle). Any significant 
deviations from this distribution would suggest a 
generalizable effect of social comparison on children’s 
willingness to take on challenging tasks. 

If preschoolers are insensitive to social comparison then 
their behavior in the social comparison conditions (Peers 
Worse and Peers Better) should not differ from their 
performance in the control conditions (Peers Irrelevant and 
No Peers). We predicted instead that children would 
integrate the evidence, and perform differently in the social 
comparison conditions relative to both control conditions. 
However, given the exploratory nature of this study (seeing 
if preschoolers would spontaneously react to social 
comparison information at all), we were agnostic about the 
direction of the effect. One possibility is that children who 
saw that their peers performed worse than they did (Peers 
Worse condition) might find the target task relatively more 
enjoyable, and thus be more motivated on both the target 
and the generalization task. However, given that we 
intentionally chose a challenging task for this age, children 
who believe they already established relative competence 
might persist less and opt to spend more time on a novel, 
enjoyable, activity. The reverse predictions apply to the 
Peers Better condition. If children believe they have done 
worse than their peers they might be less motivated given 
their failure or more motivated to demonstrate mastery.   
 
Method 
Seventy-eight children (mean: 56 months; range: 48-66 
months) participated in the study. All of the children were 
recruited from an urban children’s museum. In the first part 
of the study, the experimenter handed children a sheet with 
dashed outlines of the letters A, B, and C and asked the 
children to trace the letters. This was designed to 1) provide 
children with information about their own letter tracing 
ability and 2) allow a coder blind to condition to rate the 
quality of the letter tracings to determine how much children 
struggled with tracing letters. All children were thanked for 
completing the tracing, but the experimenter did not 
comment on their performance. Next, the experimenter 
showed children four pieces of evidence. In the Peers 
Worse, Peers Better, and Peers Irrelevant conditions, 
children were told, “Do you know that other kids your age 
come and do these activities with me? Let’s look at what 
they did when they came to play.” The experimenter then 
said, “This is a child named Tony, and these are his letters.” 
This was repeated three times, for a total of two girl and two 
boy confederate children. In the Peers Worse condition, the 
confederate children’s letters were messily traced. The 
evidence from in the Peers Better condition were neat 
tracings of cursive letters. In the Peers Irrelevant condition, 
the tracings were made over random line drawings, in two 
different patterns, labeled as designs. Pilot testing suggested 
that relative to a sample of participants’ letter tracings, same 
age children rated cursive letters as better and the messy 
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tracings as worse. The experimenter did not mention other 
children in the No Peers condition.  

The experimenter then introduced the Persistence Task 
saying, “Here I have a sheet with the alphabet on it. You can 
trace all of the letters, none of the letters, or some of the 
letters. It’s totally up to you how many you want to trace. 
And whenever you’re done tracing, you can take a turn with 
this toy.” The experimenter placed the alphabet sheet in 
front of the child and the water ring toy behind the sheet of 
paper. To dispel any sense of being evaluated during the 
free choice task, the experimenter told the child she had 
some reading to do while they “looked at those things.” The 
experimenter did not look at the child again during the 
Persistence Task. The Persistence Task ended when the 
child stopped writing for approximately 20 consecutive 
seconds (either because they started to play with the water 
toy or because they simply quit). If the child had not already 
started playing with the toy, the experimenter said, “If 
you’re all done, you can take a turn with the toy.” Next the 
experimenter presented children with two unassembled 
puzzles, in counterbalanced order. The easy and difficult 
puzzles were made from the same picture, and cut from the 
same size board. The easy puzzle had been cut into 6 large, 
interlocking pieces; the difficult puzzle had been cut into 30 
small, interlocking pieces. The experimenter said, “Now 
you can choose which puzzle to do. They both make the 
same picture of a playground. This puzzle has a few big 
pieces, and this puzzle has a bunch of small pieces.” After 
children chose a puzzle, the experimenter helped them 
assemble it. Finally, children were praised for completing 
the puzzle and thanked for participating. See Figure 1. 

 
Figure 1. Schematic of Experiment 1. Children traced three letters 
and then saw evidence from other children (Peers Worse, Peers 
Irrelevant, or Peers Better, conditions) or pictures of animals (No 
Peers condition). The Persistence Task measured children’s 
subsequent willingness to continue tracing letters instead of 
playing with a distractor toy. The Puzzle Task assessed children’s 
preference for completing a difficult (L) or easy (R) puzzle. 

Results 
Children’s initial tracings of the three  letters were rated by 
a blind coder with a whole number rating on a scale of 1 (no 
semblance of letters) to 10 (perfect letters). The coder also 
rated the evidence in the Peers Worse condition, which had 

an average rating of 4. Because the Peers Worse 
manipulation would not be effective if children did not 
actually perform better than their peers, we excluded 
children who had a rating at or below 4 (n=2). In addition, 
we excluded children whose letters were rated a 9 or a 10 on 
the grounds that children who were confident in their ability 
to write letters would likely be insensitive to the evidence 
(n=16). Children included in the analysis (n=60) had scores 
between 5 and 8 with a mean score of 6.82 (SD=1.05).1 The 
average age and letter rating did not differ by condition 
(Age: β=.05, 95% CI [-0.14, 0.05], Letter Rating: β=.02, 
95% CI [-0.09, 0.13]; Peers Worse: n=16, mage=57 mo., 
mletter rating=6.87; Peers Better: n=16, mage=55 mo., mletter 

rating=6.50; Peers Irrelevant: n=16, mage=55 mo., mletter 

rating=6.92; No Peers: n=15, mage=55 mo., mletter rating=6.87).  
For the Persistence Task, we counted the number of 

complete letters children traced before quitting and used the 
same bootstrapping method to estimate the 95% confidence 
interval for the mean number of letters traced and assessed 
overlap between the means of each condition and the 
confidence intervals of the other conditions. Children in the 
Peers Worse condition traced fewer letters than children in 
the other three conditions, which did not differ statistically 
from one another (Mean Peers Worse: 8.94 letters, 95% CI 
[3.50, 13.63]; Mean Peers Better: 20.44 letters, 95% CI 
[16.44, 25.38]; Mean Peers Irrelevant: 22.47 letters, 95% 
CI [19.67, 26.00]; Mean No Peers: 22.44 letters, 95% CI 
[19.62, 26.00]). See Figure 2. In addition, a linear regression 
with condition as the predictor revealed that the evidence 
children saw affected their tracing in the Persistence Task, 
β=4.24, 95% CI [2.38, 6.34].2 The results of the Persistence 
Task provide some support for our hypothesis, where 
children who believed they had already established their 
superiority to their peers were less likely to persist on the 
target task. However, against our prediction, but consistent 
with previous research suggesting children’s relative 
resilience in the face of upward comparison, children who 
did worse than their peers performed comparably to children 
in the control conditions. 

Next, we considered whether any effect of social 
comparison generalized to a novel domain in which children 
did not have information about their own abilities relative to 
others. A logistic regression, with choice of easy puzzle 
coded as 0 and hard puzzle coded as 1, revealed that 
condition did indeed have an effect on children’s puzzle 
choice, β=.93, 95% CI [.22, 1.29]. The mean proportions of 
children who chose the difficult puzzle were similar in the 
relevant social comparison conditions (Peers Worse: 0%, 
95% CI [0, 0]; Peers Better, 19%, 95% CI [0, 38]), but 
differed from the proportions of children in the two control 
conditions, (Peers Irrelevant: 40%, 95% CI [13, 67]); No 
Peers: 44%, 95% CI [19, 69). The results of the Puzzle Task 
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
1 Results are still significant when no data points are excluded.  
2 We report 95% confidence intervals of means, bootstrapped with 
10,000 samples (see Cumming, 2008 for discussion of confidence 
intervals). For consistency with previous literature, we also note 
that all the regression analyses reported are significant, ps<.05.  
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suggest that children are in fact sensitive to downward and 
upward social comparisons. In particular, contra findings 
that children are simply insensitive to evidence showing 
they under-perform compared to their peers, social 
comparison appears to make preschoolers less inclined to 
attempt novel difficult tasks, whether they compare 
favorably to their peers or not. 

 

 
Figure 2. Mean number of letters completed in the Persistence 
Task in Experiment 1 by condition with 95% confidence intervals. 

Experiment 2 
 

We observed an effect of social comparison on children’s 
task persistence only in the Peers Worse condition, but not 
(as we had predicted) in the Peers Better condition in 
Experiment 1. This finding is consistent with previous 
research suggesting young children’s relative resilience to 
negative information (e.g., Flavell, Friedrichs, & Hoyt, 
1970). In this case however, it is possible that the absence of 
any effect on children’s persistence may have been due to a 
limitation of the task. Children had a sheet of 26 letters and 
the prevalence of children performing at ceiling may have 
limited our design’s sensitivity to condition differences. To 
address this, we designed a task that was similar to 
Experiment 1, but where children might show varying 
degrees of persistence at baseline (in the No Peers 
condition), as well as where all children in the sample would 
be uncertain about their abilities. In Experiment 2 children 
counted small sets of fish on a piece of paper and saw 
evidence in three conditions: Peers Worse, where the other 
children counted some of the sets incorrectly, Peers Better, 
where the other children counted larger sets of fish, or No 
Peers, where children saw line drawings. Then using a 
child-operated card dispenser in the Persistence Task  
children counted as many pairs of cards with different set 
sizes as they wished before playing with the water toy.  

 
Method 
Fifty children (mean: 59 months; range: 48-66 months) 
participated in the study. Ten additional children were 
excluded because of parent or sibling interference (n=5), 
machine malfunction (n=2), experimenter error (n=1) and 
inability to complete the initial counting sheet (n=2). In the 
first part of the study, children counted three sets of fish, 
numbering 4, 2 and 7. All children were told that they 
counted each of the sets correctly, and received a star on 

their paper for each set as a visual marker of their 
performance. The experimenter then showed children 
evidence from other children in the social comparison 
conditions. In the Peers Worse condition, the confederates 
counted only one or two sets correctly, receiving only one or 
two stars on their papers. The evidence from in the Peers 
Better condition showed children who counted sets of 16, 
13, and 22 fish perfectly. In these evidence conditions, 
children often spontaneously commented on the peers’ 
counting or their own counting, saying “I got them all right” 
in the Peers Worse condition and, “Wow, that’s a lot of 
fish” in the Peers Better condition, suggesting they 
interpreted the evidence as it was intended although they 
were not prompted. In the No Peers condition, children were 
showed line drawings of animals.  

The experimenter introduced the Persistence Task saying, 
“Here I have a machine with a lot of cards inside. Let me 
show you how it works.” The experimenter demonstrated 
how the machine, from the children’s game Zingo, 
dispensed two cards, each of which had a set of between 6-
11 shapes; sets differed by 1 or 2 shapes. She showed how 
to place the card with more shapes in the larger of two cups 
set up on the table, and the card with fewer shapes in the 
smaller cup. As in Experiment 1, children were told they 
could count as many cards as they wanted and to take a turn 
with the water toy whenever they were done counting. 
Again, the experimenter read while children did they 
activities. After the Persistence Task, which ended after a 
maximum of 27 trials, children were told they did an 
excellent job counting. Children in the Peers Better 
condition were told that the experimenter had mistakenly 
shown them the counting of children who were older to 
dispel any negative emotions they may have felt. Finally, 
children were given a timed number identification task 
adapted from the Test For Early Mathematics-3 (TEMA-3) 
to assess their general ability to recognize cardinal values.3  

 
Results 
Age and average symbolic number ability, as measured by 
the TEMA-3 task, did not differ by condition (Age: β=.14, 
95% CI [-0.01, 0.28], Letter Rating: β=-3.25, 95% CI [-
8.73, 2.63]; Peers Worse: n=17, mage=57 mo., mtime=27.00s; 
No Peers: n=16, mage=60 mo., mtime =29.27s, Peers Better: 
n=17, mage=60 mo., mtime=20.81s).  

For the Persistence Task, we counted the number of pairs 
of cards children counted and assessed overlap between the 
means of each condition and the confidence intervals of the 
other conditions (Mean Peers Worse: 6.06 trials, 95% CI 
[2.12, 9.18]; Mean No Peers: 9.19 letters, 95% CI [4.94, 
12.94]; Mean Peers Better: 13.59 trials, 95% CI [9.71, 
17.29]). See Figure 3. Children who saw that their peers did 
better persisted more than those who saw their peers do 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
3We administered the Puzzle Task after the Persistence Task. 
However, only 6 of 50 children chose the hard puzzle. We believe 
children were somewhat depleted from counting leading children 
to choose the easy puzzle much more often than in Experiment 1. 
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worse, while children who saw no social comparison 
evidence persisted at an intermediate level. In addition, a 
linear regression with condition as the predictor suggests 
that seeing how well other children counted affected 
children’s own motivation to count as predicted, β=3.77, 
95% CI [2.12, 9.24]. These results indicate that, in addition 
to persisting less when they can infer they are better than 
their peers, preschoolers seem to also persist more when 
they observe peers who performed superiorly. 

 

 
Figure 3. Mean number of pairs of cards counted in the Persistence 
Task of Experiment 2 by condition with 95% confidence 
intervals. 

Discussion 
 

In the current study, we asked whether preschoolers 
spontaneously use evidence from social comparison to 
inform their beliefs about themselves, as measured by their 
persistence on a target task, as well as their motivation to do 
a challenging task in a different domain. Despite having 
equivalent actual abilities, when children could infer they 
were relatively more successful than their peers, they 
demonstrated less persistence on the target task than 
children who believed they were relatively worse than their 
peers, or children who had no relevant information. 
Furthermore, children in Experiment 1 were disinclined to 
attempt a challenging novel task if they saw any relevant 
social comparison, regardless of whether the social 
comparison reflected positively or negatively on their 
abilities. Results from Experiment 2 suggest that 
preschoolers who saw they performed worse than peers 
demonstrate more persistence relative to baseline and 
children who saw they when they performed better than 
peers. These results suggest that social comparison 
influences preschoolers’ motivation even though 
information about peers’ performance was presented 
without any explicit reference about a comparison to the 
child’s performance. At least in cases where children start 
with potential uncertainty about their abilities, preschoolers, 
like older children and adults, spontaneously use evidence 
about others to inform how they think about themselves, and 
that comparison with others can impact both children’s 
immediate task persistence and their motivation to take on 
difficult tasks more globally. 

Future work might consider how social factors relating to 
the experimenter’s presence and potential implicit 
evaluation of the child might have contributed to the pattern 
of results. When for instance, children persisted less given 
evidence that they had out-performed their peers (in the 
Peers Worse condition), we cannot know if this was because 
children had already satisfied themselves of their ability and 
therefore lost interest in continuing the task, or whether they 
believed that they had already secured the experimenter’s 
good opinion and thus had no motivation to continue. 
Similarly, in Experiment 1 when children opted for the 
easier puzzle in both social comparison conditions, it is not 
clear whether the chance to perform well was attractive 
because it helped children to maintain a good opinion of 
themselves, or because it helped them maintain their 
reputation with the experimenter.  

Collectively these results suggest that preschoolers are not 
indifferent to social comparison. Although the results 
contrast with some previous studies where children were 
asked to explicitly evaluate their own abilities (e.g., Ruble, 
et al., 1980), the results are consistent with some more 
recent work (Butler, 1998; Rhodes & Brickman, 2008). 
They also support previous research suggesting that an 
understanding of the self emerges over the preschool years 
(Bélanger et al., 2014, Heyman & Dweck, 1998; Heyman, et 
al., 1992). Finally, these results align with the broader 
perspective that children construct intuitive theories, 
integrating data and prior knowledge (Gopnik & Wellman, 
2013; Schulz 2012). In this case, we propose that children 
do use evidence from social comparison to inform their 
beliefs about themselves and that these beliefs in turn affect 
children’s subsequent behavior and learning.  

Finally, the current work suggests that information from 
social comparison can have a negative impact on 
preschoolers’ motivation, in that doing well relative to 
others decreases children’s persistence and willingness to 
accept challenges. This is consistent with the detrimental 
effect of performance goals relative to learning goals more 
broadly (Dweck, 2000).  However, peers play a large role in 
children’s lives and in many contexts, these roles are 
positive. The presence of peers allows children to learn 
through observation (Butler, 1989a), and both competition 
and cooperation benefit children’s learning under different 
circumstances (Butler, 1989b; Slavin, 1983). Thus, many 
questions remain regarding children’s sensitivity to social 
comparison and its role in shaping children’s beliefs about 
the self. Given that children’s beliefs about their own 
learning abilities have ramifications for educational 
outcomes, a better understanding of how these theories 
develop in early childhood may enable us to support 
children’s persistence, increase motivation, and foster 
positive expectations for children as learners. 
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Abstract

The human part of chance-discovery is usually analyzed as an
effect of the agent’s knowledge of herself and of her environ-
ment. In this paper, setting off from the importance of “un-
derstanding the meaning of an impending phenomenon as a
chance,” we will analyze how chance-discovery activities are
affected and driven by the agent’s ignorance, and the relation-
ship she entertains with the latter. More specifically, we will
spell out two kinds of ignorance that are relevant for chance-
discovery, also considering which abductive chance-discovery
processes they can be related to.

Keywords: Human Computer Interaction; Chance-Discovery
Methods; Abductive Reasoning; Affordances; Ignorance

Chance Discovery and Relevant Knowledge:
Agents, Environment and Affordances

Chance discovery (and related processes such as chance cu-
ration) are defined as the fact of becoming aware of and un-
derstanding the significance of a chance: a chance is simply
“an event with significant impact on a human’s decision mak-
ing” (Oshawa & McBurney, 2003; Maeno & Ohsawa, 2007).
(Ohsawa & Fukuda, 2002), describing “three ways to chance
discovery”, explore as the first way “Human as the Main Part
of Chance Discovery.” Albeit chance-discovery is a human-
computer collaborative process, we will set the focus on the
human part, exploring the inferences that allow human beings
to rely on environmental chances. Hence, we will proceed to
analyze, within an eco-cognitive frame (Magnani, 2009), the
role of human ignorance in chance seeking processes.

An interesting list of features comprehending the human
part of chance discovery is presented by (Maeno & Ohsawa,
2007, p. 1184): a) having a particular interest; b) understand-
ing the meaning of an impending phenomenon as a chance; c)
putting a scenario based on a selected chance into a concrete
shape; d) running a simulation or taking an action based on
the scenario; e) acquiring a new interest.

Our reflection in this paper will be centered on the interplay
between items a) and b), and especially the second one. The
“particular interest,” indeed, and the capability to understand
the “meaning” are crucially influenced by the agent’s knowl-
edge and ignorance. Thus, our goal will be to show how not

only the agent’s knowledge but her ignorance as well is piv-
otal in the discovery of new chances: namely, we will ex-
plore to which extent the second item of the list, understand-
ing the meaning of an impending phenomenon as a chance,
can be warped and still maintain us within a chance-discovery
framework. In order to do so, we will first briefly recapitulate
some cognitive and inferential architectures that enable hu-
mans to perform chance-discovery activities (namely affor-
dances and abduction); then we will analyze the impact of
ignorance within those cognitive architectures – and how it
affects chance-discovery especially as far as Maeno and Oh-
sawa’s “dark events” are concerned.

In this section we will briefly recapitulate two cognitive
and inferential architectures that are crucial in understanding
the human part of chance-discovery. We will also elaborate
how they both concern human beings as knowledge carriers,
yet in the following section we will argue that part of the
chance-discovery process relies on human beings as carriers
of ignorance.

Affordances and Chances
As claimed by eco-cognitive epistemology (Magnani, 2009),
by promoters of the extended cognition paradigm (Clark,
2008) and cognitive niche theorists (K. N. Laland & Feldman,
2006), humans (and some animals) manipulate and distribute
cognitive meanings after having delegated them to suitable
environmental supports. This perspective, strongly situating
human cognition and decision making within their environ-
ment, has already been successfully applied to the framework
of chance-discovery (Magnani, 2005; Magnani & Bertolotti,
2013). The activity of cognitive niche construction reveals
something important about human and animal cognitive sys-
tems. One of the main tenets of this approach is that humans
do not retain in their memory an explicit and complete rep-
resentation of the environment and its variables, but they ac-
tively manipulate it by picking up information and resources
upon occasion. Information and resources are not only given,
but they are actively sought for and even manufactured. In
this sense, human cognition per se can already be described as
performing activities of chance-discovery, which in turn can
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be dramatically increased by computational collaboration. As
already argued (Magnani, 2007), chances – understood as
events with a “significant impact on a human’s decision mak-
ing” – are data, or clusters of data, bearing a strong affinity
with the concept of affordance, introduced within Gibson’s
ecological psychology (Gibson, 1977): it is thus possible to
rely on such concept in order to better understand the human
part of chance discovery.

Gibson defined “affordance” as what the environment of-
fers, provides, or furnishes. For instance, a chair affords an
opportunity for sitting, air breathing, water swimming, stairs
climbing, and so on. It is important to stress that the no-
tion of chance and that of affordance are not mutually in-
terchangeable. While it could be said that all chances – as
relevant for one’s decision making (and hence one’s behav-
ior) – are affordances, conversely not all affordances rise to
the level of chances. It is nevertheless possible to elaborate
on a shared characterization of affordances and chances, in
their setting a relationship between an agent, her knowledge,
and her environment. Considering the debate between the im-
mediate or mediated nature of affordances (Magnani, 2009,
chap. 6), and consequently whether they can be learned or
not, chance-discovery could embody the natural follow-up to
affordance theory: chance-discovery is indeed about the dis-
covery/construction, via a human-computer interaction and
through effective procedure of data analysis and crystalliza-
tion, of new complex affordances (clearly learnt and medi-
ated), offering unforeseen possibilities for decision making
and action.

Chance-Discovery and Abduction
The human part of chance-discovery, which we claim is partly
illuminated by human beings’ ability to perceive, pick up
and employ environmental affordances, refers to two impor-
tant aspects that concern the agent’s knowledge. First, find-
ing/constructing affordances, or discovering chances, deals
with the possibility of understanding certain data as mean-
ingful. Exactly as postulated by Maeno and Ohsawa, it is
about being able to “understand the meaning of an impend-
ing phenomenon as a chance.” Second, and following from
that, the emergence of some data as meaningful as a chance
depend on the specific eco-cognitive interaction between a
specific agent and her environment (be it a physical environ-
ment, but also an informational one): the possibility of such
emergence seems clearly linked to the person’s cognitive en-
dowments and to her knowledge. As already contended by
(Magnani, 2007), the individuation of an affordance, just like
that of a chance, is an inferential process best framed by the
epistemological notion of abduction, here describing the pro-
cess of individuating, in an array of data, which are highly
symptomatic of the presence of a chance.

Abduction is a process of inferring certain facts and/or
laws and hypotheses that render some sentences plausible,
that explain or discover some (eventually new) phenomenon
or observation. The introduction of abduction in the discourse
may clarify some puzzling issues proposed by Gibson, espe-

cially the claim concerning the fact that we directly perceive
affordances and that the value and meaning of a thing is clear
at first glance, and consequently let us fully benefit of the
affordance-theory as a theoretical tool to understand chance
discovery. As far as affordances are concerned, organisms
have at their disposal a standard endowment of affordances
(for instance through their wired sensory system, which is
the only cognitive system “available” in the case of simple
organisms), but at the same time they can extend and modify
the range of what they are afforded by through the appro-
priate cognitive abductive skills (more or less sophisticated).
This is especially the case with human beings, and perfectly
translates as far as it concerns chance-discovery. As main-
tained by several authors (for example cf. (Magnani, 2009)),
what we see is a result of an embodied process of abductive
cognition. For example, humans are exceptionally skilled at
imposing order on various, even ambiguous, data, which co-
incided with one of Peirce’s description of abduction.

Magnani has already proposed a fuller description of
the strict relationship between chance-discovery, affordance-
perception and abductive cognition (Magnani, 2007), but it
is worth adding how the abductive framework does not only
account for the human inferential engagement in chance-
discovery, but also for the computer-based counterpart: the
information artifacts (Amitani & Hori, 2004) or cognitive ar-
tifacts (Shibata & Hori, 2004), which represent the multiple
external tools - communication, context shifting, computa-
tional devices expressly constructed to the aim of creating op-
portunities and risks, like KeyGraph, etc. - recently analyzed
by researchers in the field of chance discovery (Oshawa &
McBurney, 2003), can be analyzed in a distributed-cognitive
perspective as integrating the human chance-discovery activ-
ity through the replication of abductive patterns. Consider
the methodology for the discovery of hidden chances (dark
events) proposed by Maeno and Ohsawa (Maeno & Ohsawa,
2007): the employed technique of data annealing is the in-
formational counterpart of a physical procedure aimed at im-
proving the workability of a material by a manipulative pro-
cess.

Annealing in materials science is a heat treatment where
the structure of a material is altered. [. . . ] Similarly,
simulated annealing is a probabilistic technique of com-
putational optimization based on physical formulas de-
scribing the annealing in materials science. [. . . ] The
human-computer interactive annealing is similar to the
annealing in materials science and simulated annealing
(p. 1186).

The physical manipulative process is transformed into a
human-computer interactive manipulative process, in which
the object of the informational search is obtained through a
series of computer-generated annealing steps and then sorted
out by a human agent, and in turn processed by the computer,
until the dark event, which is the hidden chance affecting the
whole system, finally emerges: this is an extremely interest-
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ing process of chance-discovery inasmuch as it displays an in-
tegration of manipulative and selective abductive steps, inter-
changeably performed by the human or the computer. Maeno
and Ohsawa’s methodology is of crucial importance for our
analysis since the quest for “dark events” – that is latent struc-
tures that diffuse into the system, invisible and yet affecting
the system itself – allows for the introduction of the topic of
ignorance, complimentary to that of knowledge, in the frame-
work of chance-discovery.

Abduction, as an inferential process aiming at finding out
explanatory information starting from a cluster of data, con-
cerns indeed the passage from what is known to what is not
known yet. This can be a hidden event, or chance, either reg-
ulating the system or which can be exploited to operate on the
same system. Consider the standard three-steps exemplifica-
tion of abduction provided by C. S. Peirce: 1) The surprising
fact C is observed. 2) But if A were true, C would be a matter
of course. 3) Hence there is reason to suspect that A is true.
The abductive inference allows for hypothesis C to be moved
from what is not know, i.e. one’s ignorance, to what might be
the case. In the example of dark-event discovery proposed by
Maeno and Ohsawa, the method of annealing and selection
could allow for the emergence of the structure of the hidden
command line in an organization, or of an item within a mar-
keting setting that shifts the consumers’ preferences.

In these cases, the type of abduction instantiated by the
chance-discovery mechanism is a selective one, because the
event – albeit previously unknown – is expected within an ar-
ray of possibility-tokens, or still a possibility-type. In such
cases, as postulated by the second item in the aforementioned
list, what is crucial is the agent’s capability of understand the
meaning of an impending phenomenon as a chance: that is to
say, she is able to recognize and select the event, or chance,
she is looking for. This kind of abduction is differentiated
from the creative one in which the desired hypothesis, or ex-
planation, is not selected among an array of available ones,
either as tokens or as types, but created altogether: it is often
the case of creative scientific hypotheses about new laws or
theories. As regards the detection of dark events, it could be
said that the development of Maeno and Ohsawa’s method-
ology is the output of creative abductive reasoning, while its
functioning embodies a selective abductive process.

Eco-cognitive abduction, central/peripheral
information, and the role of ignorance in

chance-discovery
So far we have shown how chance-discovery works in rela-
tion with the perception of affordances, and how it can be
guided by abductive reasoning as a knowledge-based discov-
ery process. As often argued, the detection of new chances is
analyzed as the recognition of events, or pieces of informa-
tion, from a given set of data that are already available (either
as tokens or as a category) to the human agent. In this case,
the manipulation of the environment helps the search be-
cause of the novel configuration of the affordance-perception,

which improves the discovery of chances among them. Now
we are going to introduce how not only the management of
affordances (and chances) that are available to the subject is
guided by her degree of ignorance – and not solely by that of
her knowledge – but also that chance discovery processes, es-
pecially the abduction-based ones, are a task of searching into
one’s ignorance, which can be extremely more productive if
the agent is aware of it.

As far as “understanding the meaning of an impending
phenomenon as a chance” (Maeno & Ohsawa, 2007) is con-
cerned, it is comprehensible how “understanding” can be
used as a synonym of “learning”, that is apprehending the
potential of data that are present, even if still unnoticed until
reached. The presence of data is required in order to organize
the role of the agent in the process: her aim is – as Ohsawa
and Fukuda pointed out – to become aware of a chance and
to explain its significance, considering the chance as a piece
of information about events or situations that is significant
for decision making (Ohsawa & Fukuda, 2002). Neverthe-
less, the issue regarding chance-discovery is not the presence
of the chance, its availability to the agent who is looking for
it, but the “unnoticed yet” quality that makes it so valuable.
This feature makes chance discovery methods crucial in or-
der to improve areas of knowledge such as the relationship
between an agent and her environment. Hence, if the discov-
ery of chances involves the emergence of a certain awareness
about the unexpected significance of information about data
or events, the state of the agent can be considered as, at least,
partially ignorant about that significance until it is reached.

Nevertheless, while the knowledge-generating processes
are usually studied in order to provide models for chance dis-
covery, the issue concerning how and what kinds of ignorance
interact with those knowledge-generating processes is unsur-
prisingly overlooked. In order to provide a model involving
the role of ignorance in chance discovery processes we are
going to adopt parts of the “Bubble Thesis” that Woods il-
lustrated in 2005, that implies an ignorance-based model of
our most basic cognitive processes, such as believing (Woods,
2005).

Setting off from the Peircean description of the attainment
of belief – which placates doubt – as the sole function of
thought, Woods’ Bubble Thesis principally aims at compre-
hending the actual relation between the complex of beliefs
an agent has and her awareness (or lack thereof) about their
correctness or unsteadiness. The outcome of this process is
called epistemic bubble: a first-person knowledge-ascription,
performed by the knowing agent, to whom the difference be-
tween knowing something and thinking that she knows that
same thing is unapparent – and the tension that may arise is
always solved in favor of the former (Woods, 2005).

An epistemic bubble containing the piece of information
is a model by which we can confirm that the cognitive confi-
dence of the agent concerning her possession of information
is not completely related to the actual attainment of the infor-
mation itself. In other words, we can contend that any first-
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person knowledge-ascription is characterized by a certain de-
gree of illusion – embodied by the human agent – about the
completeness of the knowledge the agent thinks she possesses
or her perpetual possession of the entire piece of information.
Absurdly, while the agent can afford an almost perfectly clear
third-person perspective view on someone else’s information
possession, she cannot be aware of this matter when she has
to judge her own beliefs.

Obviously, the first-person knowledge-ascription (from
now on FP-KA) can incorporate a smaller or larger degree
of illusion, depending on the type of information, its porta-
bility and completeness, the interest of the agent and her psy-
chophysical state. Still, we are interested in how the hidden
parts of information, which our cognition does not contem-
plate in the knowledge ascription, can turn out to be possible
hidden chances set out of our reach. As it regards the sec-
ond human feature of chance discovery, “understanding the
meaning of an impending phenomenon as a chance” (Maeno
& Ohsawa, 2007), such becoming aware can be understood
if we talk about the recognition of a chance in the zone that
the agent ignores, that is to say where the degree of illusion
is rooted.

The degree of illusion of the FP-KA has an impact on the
method of chance discovery that we can adopt, but it should
be noticed how the degree of illusion does not necessarily
match the degree of accuracy of the FP-KA. The two lev-
els, as always, depend on the cognitive environment the agent
moves into, and on the affordability of the different pieces
of information she can count on. The dominion of expertise
of the agent is set on the information about which she has a
high degree of FP-KA and a low degree of illusion, i.e. the
knowledge she ascribes herself almost corresponds to what
she really knows. We could see the complex of data an agent
possesses, together with those that is within reach in her cog-
nitive environment, as an agent-centered system. Her topics
of expertise correspond to the central information: she can
easily reach them and her ignorance about them is minimal.
Instead, the information that still is within the agent’s cog-
nitive system but that is not in her dominion of expertise, or
that she is broadly ignorant about, correspond to the periph-
eral information: she knows something about it but it is not
part of her practical knowledge field. This analysis can be ex-
tended to a particular kind of eco-cognitive information, that
is chances.

So, a peripheral chance refers to some information requir-
ing a high degree of illusion in order to be thought as pos-
sessed by the agent, and which has a scarce influence on
her actual decision-making. In fact, the agent may think she
knows little about this information, but she knows even less
than that. As we can see all information, affordances and
chances included, involves a part of rightful FP-KA – in the
matter of affordability of the data and the degree of exper-
tise of the agent – and a part of illusion about the availability
or competence about them. The distinction between central
and peripheral information, as we saw, is an effect of how

an agent’s cognition is indeed an eco-cognitive performance,
which sees no sharp division between the information (and
lack thereof) stored within her brain and what is available
in her cognitively meaningful surroundings. It is crucial to
differentiate between central and peripheral information inas-
much as it leads to the individuations of a subdivision in what
is commonly referred to as “ignorance,” which will – in turn
– prove extremely useful in spelling out two different chance-
discovery methods.

At this point, we can use yet another feature of abductive
reasoning to understand how to reach (and discover) those
chances that lie on the ignored side of the agent-centered sys-
tem. Indeed, abduction is a procedure in which something
that lacks epistemic virtue is accepted because it has virtue of
another kind; by saying so not only they referred to the falla-
cious nature of abduction, but also to the fact that it presents
– as Magnani showed – “an ignorance-preserving (or, better,
an ignorance-mitigating) character” (Magnani, 2013). In fact,
even if abduction constitutively is a response to an ignorance
problem (in this case chance discovery), its structure can be
modeled as a carrier of a complete knowledge-enhancing so-
lution, so that it can be direclty classified as an inference to
the best explanation. In this case the supposed hypothetical-
provisional and ignorance-preserving character of the discov-
ered solution is obliterated: abduction instantly provides the
best solution, without any kind of evaluation (for example
empirical).

In the context of a chance discovery process guided by ab-
ductive reasoning, there are two kinds of ignorance that re-
main preserved:

1. The ignored possibility of other existing chances in a well-
known environment, i.e. within the many kinds of cen-
tral information the agent possesses. They are part of the
agent’s eco-cognitive system and they would enrich her
knowledge (in the matter of decision-making) on a par-
ticular – and already investigated – topic. They are often
already tacitly affecting the decision-making processes of
the agent but, given that they are part of a well-known field,
they are extremely hard to find and spell out. Discover-
ing these chances is effectively about “understanding the
meaning of an impending phenomenon as a chance;” so,
as we will show, they can be seen as the “dark events” pre-
sented by Maeno and Ohsawa (Maeno & Ohsawa, 2007).

2. The ignored possibility of the existence of any kind of
chances in a field the agent is quite unaccustomed with, that
is in the agent’s peripheral information. Since they belong
to some topics that are relatively unknown for the agent,
they are easier to find than the previous ones, but their sig-
nificance as chances can be harder to understand. In this
case – as always using the second feature of chance dis-
covery method presented by Maeno and Ohsawa (Maeno
& Ohsawa, 2007) – there is a lack of understanding of
the meaning of an impending phenomenon (that the agent
ignores) as a chance; yet once that phenomenon emerges
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from the peripheral information, it sparks awareness about
the possibility of being understood as a chance. We will
present this type of chances as a richer and further “dark
event.”

Abducing from ignorance: two methods of
ignorance-based chance discovery
The two kinds of ignorance we just spelled out can be investi-
gated through the two types of abduction we have introduced
before: the selective abduction and the creative one. The first
type of ignorance is set within the limits of the agent’s cog-
nitive environment. It is grounded on her own central infor-
mation and it involves the part of illusion about the actual
knowledge the agent has on her field of expertise. That is, it
requires a specific question to be grasped and so the agent’s
awareness about her own lack. When the illusional FP-KA
is compromised, the agent becomes aware of the information
she lacks: what she needs to solve her problem becomes clear
– and so how to manage this lack. This specific kind of ig-
norance is, indeed, defined through the agent’s knowledge.
Then, when a chance appears inside of this ignorance it is un-
derstandable as a chance: the agent, often, is already looking
for it and the richness of this kind of opportunity (or risk) de-
pends on the agent’s interest. In order to characterize this type
of chance, we can say that it appears to be structurally similar
to the “dark event” described by Maeno and Ohsawa which
“is not visible. The occurrence frequency is very small. It dif-
fuses randomly like an atmosphere because it neither tends to
cling to a particular event cluster nor tends to appear as a pair
with a particular event.” (Maeno & Ohsawa, 2007, p. 1186).

In order to grasp this kind of chance, the agent can enact a
selective abductive inference. It gives the agent the possibility
to inquire into her specific ignorance and find the best expla-
nation, selecting it from a known number of choices (or still
within a type of possible choices). The hypothesis will not
only preserve the ignorance about the unforeseen possibility
that the chosen hypothesis could be less than the best possi-
ble chance (and thus letting the chance show its distinctive
trait of being either an opportunity or a risk), but it will also
preserve, or recreate, the degree of illusion about the FP-KA
concerning the newly discovered chance. The new chance
can be understood on the base of the agent’s knowledge sys-
tem, so she can use her fallacious (but effective) cognitive
recognition to grasp it as a part of her system, and adapt her
decision-making process to its discovery. Obviously it is an
enhancement of how she manages her eco-cognitive struc-
ture, but it is already an active part of her decision-making:
as suggested, the agent has only to become “aware of it”, in
order to name it as a chance.

Let us make this process clearer by referring to an actual
example: consider the development of the two latests iPhones
by Apple as a chance-discovery process elaborated on an al-
ready well-known system. The developers used the same iOS
operating system, but in order to make their smartphone more
appealing and more affordable to younger generations, they
created the iPhone 5C model, cheaper than the iPhone 5s (and

their predecessor, the iPhone 5), with a colorful plastic shell
and a plastic screen (which are also less prone to cracking
than the glass one of the 5S). They had three problematic is-
sues to tackle and they improved them basing on the fact –
once ignored – that the iPhone was expensive, it had a col-
orless cover and its shell would last less than what young
consumers – for whom it is designed – prospect. Together
with these problems they selected an alternative to make it
better and, using the smartphone’s appearance as a mine of
chances, they released a cheaper and less imposing version of
the iPhone. The changes were indeed very little, they did not
change any of the iPhone’s substantial traits, but they solved
specific problems. In the view of Apple engineers, the re-
lease of the new, “low cost” model was meant as a chance, an
event able to significantly modify the decision-making pro-
cesses of a new consumership: whether this was a success, it
is still debated almost a year after the release of the iPhone
5C, further corroborating the dual opportunity/risk nature of
a chance – whose settlement sometimes heavily depends on
the perspective the chance is evaluated from.

Making chances emerge from ignorance: creative abduc-
tion and chance-discovery The second type of ignorance
is harder to manage than the first. It does not require just
a specific question to be inquired, and so discovered. Since
it concerns peripheral information, it does necessitate more
than the agent’s ordinary expertise in order to be understood:
rather, it requires more patience and resources to be integrated
with the central information. In order to discover a chance in-
side this kind of ignorance it becomes necessary to change
the eco-cognitive system of the agent and enhancing it with
the perspective that even in zone with peripheral information
there still are plenty useful chances to discover. It also in-
volves a changing into the direction of the interest that it sup-
posed to guide the chance-discovery process. In this case,
there is no possibility to use a selective abduction to direct
the inquiry within such a vast and problematic ignorance. The
method that can shed some light is Magnani’s aforementioned
creative abduction (Magnani, 2009).

Creative abduction does not provide a simple selection
of hypotheses but, through the change of the eco-cognitive
paradigm the agent is in, it provides a brand new field to in-
vestigate. When the agent cannot afford a specific question,
or method of enquiry, because she cannot describe what she
does not know – which is indeed unaffordable for her – it be-
comes necessary to perform a creative context-shift (Maeno
& Ohsawa, 2007) and the almost serendipitous creation of an
alternative pattern. Thus, enquiring within the second type
of ignorance opens the possibility to discover a whole “clus-
ter” of dark events, leading to a multiplicity of new chances.
Abduction also provides an enhancement of the agent’s per-
spective and knowledge but, in this case, the outcome is more
of a gamble than the one previously described. Indeed, the
required effort is more significant, and the opening of a new
area of knowledge means also to take the risk to push the
lucks into a complete useless direction.
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To make an example of this chance discovery process too,
we can refer to the recent invention of the Google Glasses.
The problem was very challenging: the engineers wanted to
create a new generation of devices moving away from the
concept of the already existent computers and portable de-
vices, such as tablets and smartphones. They had a problem
that rose in a cognitive zone that was very peripheral for their
expertise system: they were skilled at improving their operat-
ing system and updating the Google tools, but how to find and
develop something utterly new? The story has it that Google
X (the facility that is also realizing the project of driverless
cars) readapted a project born for military use in 1995, and
began to develop the “head-mounted display,” trying to make
it available to civilian purposes (Houston, 2012). Instead of
selecting one of the already available options among their
products, they created a radically new one, answering a prob-
lem with a brand new answer. From a very narrow knowl-
edge, they stretched the research field and found out that it
was literally a new ground full of chances to be picked up
and to be offered to consumers: they had (almost) managed
to make the prototype affordable and appealing to mass con-
sumership thanks to the connection with social networking
websites, Google maps, and so on. Plus, Google entered part-
nerships with eyewear companies to offer variable design to
the product.

Obviously, with this choice both the risk and the opportu-
nity at stake are high. But the opening of a new field of re-
search and development is already a possibility toward com-
pensating errors, misevaluations, or to further improve the
most promising components. In its essence, the choice to dis-
cover a dark event through an ignorance-based chance discov-
ery can be – in extreme cases – the invention of an incredibly
resourceful treasure, or the opening of Pandora’s box.

Conclusion
In conclusion, the two ignorance-based chance-discovery
methods we presented assure the ability to discover new
chances and increase the knowledge of the human agent. The
first type is a specification of a well-known area: it can be
helped with computational tools and it requires just the effort
to investigate again a supposedly complete field. At the same
time its outcome is often reliable but limited. On the contrary,
the second method is more problematic and risky: it is a hu-
man prerogative and can be seen as an increase of the whole
knowledge field of the agent. At the same time the outcome
can be a big opportunity or a serious risk. In all of these cases,
the range of the enquiry is determined by the dimension and
deepness of the agent’s ignorance: only with this awareness
the chance-discovery process can be allowed to bring serious
results to the chance research.
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Abstract

A classical conjecture in generative linguistics is that universal
restrictions on determiners in Natural Language (e.g. mono-
tonicity, invariance, and conservativity) serve the purpose of
simplifying the language acquisition task. This paper formal-
izes this conjecture within the PAC-learnability framework.
Keywords: Natural Language determiners; PAC-learnability.

Introduction
Determiners and quantifiers. According to Natural Lan-
guage Semantics (Montague, 1973; Heim & Kratzer, 1978),
a noun like animal and a predicate like tall denote properties,
namely subsets of the domain of quantification D. Determin-
ers like some, every, no denote a function ℘(D)→℘(℘(D))
that takes a property such as the one denoted by animal and
returns a collection of properties, exemplified in (1).

some(animal) = {B |animal∩B 6= /0}
every(animal) = {B |animal⊆ B}

no(animal) = {B |animal∩B = /0}
(1)

The meaning of the sentence Some/every/no animal is tall
with the parse [ [NP Some/every/no animal ] tall ] is derived
compositionally as follows. The denotation of the NP is ob-
tained by applying the property animal to the function de-
noted by the determiner. This yields a collection of properties
as in (1), called a generalized quantifier. The sentence is then
true iff the property tall belongs to that generalized quantifier.
Universal restrictions. Westerståhl (1989) formulates “the
basic question facing anyone who studies Natural Language
quantification” as follows: “Logically, the category of deter-
miners is extremely rich. For example, even on a [domain D]
with two elements, there are 216 = 65.536 possible determin-
ers. But, in natural languages, just a small portion of these
are [lexicalized]. Which ones [. . . ]? What are the constraints
on determiner denotations in natural languages?”. It has been
suggested (Westerståhl, 1989; Gamut, 1991; Keenan & Stavi,
1986; Barwise & Cooper, 1981; Benthem, 1983) that all lex-
ical (i.e., not syntactically complex) determiners in Natural
Language satisfy the monotonicity, invariance and conserva-
tivity constraints defined below.

DEF 1 A determiner ∆ :℘(D)→℘(℘(D)) is:
(a) monotone+ (monotone−) iff B ∈ ∆(A) entails B′ ∈ ∆(A),

for any properties A,B,B′⊆D such that B⊆B′ (B⊇B′).
It is monotone iff it is either monotone+ or monotone−;

(b) conservative provided B ∈ ∆(A) holds iff A∩B ∈ ∆(A),
for any properties A,B⊆ D;

(c) invariant provided B ∈ ∆(A) holds iff π(B) ∈ ∆
(
π(A)

)
,

for any permutation π over the domain of quantification
D and any properties A,B⊆ D.

Here are some examples. The property dog is a subset of the
property animal. The determiner some is monotone+ because
Some dog is tall entails Some animal is tall. The determiner
no is monotone− because No animal is tall entails No dog
is tall. The determiners some, every and no are conserva-
tive because the sentence Some/every/no dog is tall is true iff
Some/every/no dog is a tall dog is true. The latter equiva-
lence does not hold for only: Only dogs are tall is stronger
than Only dogs are tall dogs. And indeed only is not a de-
terminer (rather an adverb), showing that the conservativity
universal for lexical determiners has empirical bite.
The challenge of a learnability approach. Gamut (1991)
points out that, although these universals are “a significant
contribution to the characterization of the notion of possible
human language” they do “not give any clue as to why this
should be so. [. . . ]. A formulation of a universal [. . . ] is
one thing; the explanation for it is something else.” This is
the problem addressed in this paper: how can these univer-
sal restrictions on the denotations of lexical determiners be
explained? Generative linguistics has focused mainly on the
conservativity universal, and has suggested that conservativ-
ity (and perhaps also the other universals) should be explained
from a learnability perspective. For instance, Hunter and Lidz
(2013) show that four- and five-year-olds fail to learn a novel
nonconservative determiner but succeed in learning a compa-
rable conservative determiner, consistently with the learnabil-
ity hypothesis.1 The question, then, is what might make con-
servativity and the other universals well suited from a learn-
ability perspective.

Keenan and Stavi (1986) take on this issue. To start, they
note that there are 24n

possible determiners over a domain
of quantification Dn of cardinality n but that only 23n

are con-
servative. For instance, “in a model with only two individuals
there are [. . . ] 164 = 65.536 determiners [. . . but] only 512 of
these [. . . ] are conservative! The constraint then is extremely
strong [. . . ]: the language learner does not have to seek the
meaning of a novel determiner among all the logically pos-
sible [ones]. He only has to choose from among those ways
which satisfy conservativity.” This argument is rather weak.
If the effectiveness of conservativity were to be measured in
terms of its ability to prune the learner’s search space, then
the constraint is not at all “extremely strong” but rather quite
weak, as it does not alter the asymptotic exponential growth
of the search space as a function of the cardinality n of the
domain of quantification. Furthermore, this argument does
not explain why Natural Language enforces precisely conser-

1But see Fox (1999) for an approach to conservativity not based
on learnability; and Piantadosi (2012) for modeling evidence that
conservativity does not improve learnabaility.
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vativity (together with the other universals) among the many
alternative possible ways of restricting the search space.

Keenan and Stavi also show that the family of conser-
vative determiners coincides with the closure of the set
{some,every} w.r.t. to the operations of conjunction, disjunc-
tion and adjectival restrictions. They then observe that this
result “do[es] provide a basis for saying that the set of conser-
vative determiners is cognitively apprehendable. Namely, we
do in fact understand the denotations of simple determiners
(every and some) [. . . ]. And we do have a cognitive grasp of
boolean operations and adjectival restriction, as [. . . ] we use
them in understanding meanings associated with essentially
all categories.” Again, the argument is rather weak. The de-
terminer denoted by only is analogous to that denoted by ev-
ery, just with the reversed set-inclusion (takes a property A
and returns properties B such that B ⊆ A rather than A ⊆ B).
Thus, only is not conservative as noted above, and yet not in
any way more complex than every. Why has Natural Lan-
guage restricted determiners to the conservative ones rather
than, say, to the closure of the set {some,only}?
Meeting the challenge with PAC-learnability. These objec-
tions are not meant to challenge Keenan and Stavi’s learn-
ability approach to universal restrictions on lexical determin-
ers. Rather, they are meant to argue that this learnability ap-
proach needs to be cast within an explicit, formal learning
framework, contrary to what done by Keenan and Stavi and
much of the subsequent literature. This paper thus develops
this learnability approach to universal restrictions on deter-
miners within the PAC learnability paradigm. As argued by
Natarajan (1991), “the PAC paradigm appears to be a good
model of the natural learning process while lending itself to
analysis” (but seeClark & Lappin, 2011 for discussion). It
shows that the entire class of determiners is not learnable,
not even according to a very weak PAC-learnability notion.
This result provides support for the hypothesis that Univer-
sal Grammar enforces restrictions on lexical determiners to
boost acquisition. It then shows that monotonicity has almost
no effects on learnability. Thus, there are restrictions that do
not affect learnability, reinforcing my point against Keenan
and Stavi’s naı̈ve approach. Finally, it looks at conservativity
and invariance, showing that those restrictions have a strong
learnability effect, allowing PAC-learnability from malicious
positive examples only.

No PAC-learnability without restrictions
Generalized quantifiers are not PAC-learnable. A sample
space is a set X =

⋃
∞
n=1 Xn where X1, X2. . . are finite (to avoid

measurability problems) and disjoint sets, whose elements are
called examples. A concept class on X is a set C =

⋃
∞
n=1 Cn

where each Cn ⊆℘(Xn) is a collection of subsets of Xn,
called concepts. A sample is an m-tuple x = (x1, . . . ,xm)
in Xm

n = Xn× . . .×Xn. A concept c ∈ Cn can be identified
with its characteristic function c : Xn→{0,1}. The labels as-
signed by a concept c to a sample x can be collected into the
boolean vector c(x) = (c(x1), . . . ,c(xm)) ∈ {0,1}m. For any

two concepts c,h ∈ Cn and any probability measure P over
Xn, the error ec,P(h) of h w.r.t. c relative to P is the probabil-
ity P(c

a
h)of the symmetric difference between c and h. A

concept class is learnable provided any concept in the class
can be identified from a labeled sample with high accuracy
(error smaller than ε) and with high confidence (larger than
1−δ), as formalized in Definition 2 (Valiant, 1984; Kearns &
Vazirani, 1994; Kearns, 1999).

DEF 2 A concept class C is PAC-learnable with sample car-
dinality m : (ε,δ,n)∈ (0,1)×(0,1)×N 7→m(ε,δ,n)∈N pro-
vided there exists a learning function A of the form

A : (x, t) ∈ Xm
n ×{0,1}m 7→ A(x, t) ∈ Cn (2)

such that for any ε,δ ∈ (0,1), any n ∈ N, any concept c ∈ Cn
and any probability measure P over Xn, the following condi-
tion holds with m = m(ε,δ,n)

Pm
{

x ∈ Xm
n

∣∣∣ec,P

(
A
(
x,c(x)

))
≥ ε

}
≤ δ (3)

and furthermore m(·, ·, ·) grows polynomially in 1
ε
, 1

δ
and n.2

A subset S⊆ Xn is shattered by Cn provided {S∩c |c∈ Cn}=
℘(S). The concept class Cn has Vapnik-Chervonenkis dimen-
sion VCD(Cn) equal to d ∈ N provided there exists a shat-
tered subset S ⊆ Xn with cardinality d but no shattered sub-
set S ⊆ Xn with cardinality d + 1. VCD controls the sample
cardinality needed for PAC-learnability (Ehrenfeucht et al.,
1989): no learning function A satisfies condition (3) of PAC-
learnability with sample cardinality m = m(ε,δ,n) smaller
than VCD(Cn)−1

32ε
. With these preliminaries in place, let’s now

go back to generalized quantifiers, defined as follows.

DEF 3 Consider the sample space X =
⋃

∞
n=1 Xn where Xn =

℘(Dn) is the collection of properties over a domain of quan-
tification Dn of cardinality n. Consider the concept class
Q =

⋃
∞
n=1 Qn where Qn=℘(Xn) is the collection of gener-

alized quantifiers q∈℘(℘(Dn)) over Dn.

By definition, Qn shatters Xn. And Xn has cardinality 2n.
Hence, VCD(Qn) = 2n. Any learning function for Q thus
needs a sample cardinality m(·, ·, ·) larger than 2n−1

32ε
and there-

fore not polynomial in n. I thus conclude that:

RESULT 1 The whole class Q of generalized quantifiers is
not PAC-learnable.

Not even uniformly weakly PAC-learnable. Let’s weaken
condition (3) to (4): the error is not required to be arbitrary
small (i.e., smaller than ε) but just smaller than chance, with
the polynomial q(·) controlling the improvement over chance.

DEF 4 A concept class C is weakly PAC-learnable with sam-
ple cardinality m : (ε,δ,n)∈ (0,1)×(0,1)×N 7→N provided
there exists a learning function (2) such that for any δ∈ (0,1),

2The learning function A is often also required to be computable
in time polynomial in 1

ε
, 1

δ
and n (Valiant, 1984). In this paper, I ig-

nore computational efficiency, and focus on a statistical perspective.
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any n∈N, any distribution P over Xn and any concept c∈ Cn,
condition (4) holds with m = m(ε,δ,n)

Pm
{

x ∈ Xm
n

∣∣∣ec,P

(
A
(
x,c(x)

))
≥ 1

2
− 1

q(n)

}
≤ δ (4)

and m(·, ·, ·) grows polynomially in 1
ε
, 1

δ
and n.

Weak and strong PAC-learnability are equivalent (Schapire,
1990), because of their distribution-independent nature (i.e.,
the learning function needs to succeed for any distribution P).
Thus, weak PAC-learning is only interesting for fixed prob-
ability distributions. Consider the uniform distribution U .
VCD also controls the sample cardinality for uniform weak
PAC-learnability (Blumer et al., 1989): no learning function
A satisfies (4) with sample cardinality m = m(ε,δ,n) smaller
than VCD(Cn)−1

32
( 1

2 −
1

q(n)

) . Reasoning as above, I thus obtain Result

2, that substantially strengthens Result 1.
RESULT 2 The class Q of generalized quantifiers is not
weakly PAC-learnable relative to the uniform distribution.
Results 1 and 2 lend support to the initial conjecture that UG
needs to enforce universal restrictions on the denotations of
quantifiers in order to make the acquisition of quantifiers fea-
sible. The rest of the paper thus investigates the learnability
implications of these universals restrictions.

Monotonicity does not help with learnability
Monotonicity has a modest learnability effect. A universal
restriction on quantifiers in Natural Language is that they be
monotone, according to Definition 1a. I thus focus on the
PAC-learnability of the class of monotone quantifiers.
DEF 5 Consider the sample space X =

⋃
∞
n=1 Xn where Xn =

℘(Dn) is the collection of properties over a domain of quan-
tification Dn of cardinality n. A generalized quantifier q ∈ Qn
is monotone+ provided that, if B1 ∈ q and B1 ⊆ B2, then
B2 ∈ q, for any two properties B1,B2 ∈ Xn; it is monotone−

provided that, if B1 ∈ q and B2 ⊆ B1, then B2 ∈ q; it is
monotone provided it is either monotone+ or monotone−.
Q M =

⋃
∞
n=1 Q M

n is the concept class of monotone quantifiers.
Result 2 says that the entire class Q of generalized quantifiers
is not weakly PAC-learnable w.r.t. the uniform distribution.
A construction by Kearns et al. (1994) can be readapted to
show that the subclass Q M of monotone quantifiers is instead
weakly PAC-learnable w.r.t. the uniform distribution. Mono-
tonicity thus does lead to a learnability advantage. But the
advantage is very modest, as it relies on the assumption of
uniform distribution, which cannot be relaxed, by Result 3.
RESULT 3 The class Q M =

⋃
∞
n=1 Q M

n of monotone quantifiers
is not (weakly) PAC-learnable (w.r.t. arbitrary distributions).
Proof. As recalled, it is sufficient to show that the Vapnik-
Chervonenkis dimension VCD(Q M

n ) of monotone quantifiers
grows super-polynomially in n. Assume n is even and let
Sn ⊆ Xn be the subset of properties of cardinality n

2 . Thus:

VCD(Q M
n )

(∗)
≥ |Sn|

(∗∗)
=

(
n
n
2

)
=

n/2

∑
k=0

( n
2
k

)2

≥
n/2

∑
k=0

( n
2
k

)
=
√

2n

Where (*) holds because Sn is shattered by monotone quanti-
fiers, as all properties in Sn have the same cardinality and thus
cannot be in a subset relation. And (**) holds because |Sn| is
the number of subsets of cardinality n

2 out of n elements. �

A restriction that has no learnability effects. Given a con-
cept class C =

⋃
∞
n=1 Cn over a sample space X =

⋃
∞
n=1 Xn and

another concept class C ′ =
⋃

∞
n=1 C ′n over a possibly different

sample space X ′ =
⋃

∞
n=1 X ′n, C is PAC-riducible to C ′ accord-

ing to Pitt and Warmuth (1990) iff there exists a polynomial
p(·) and two PAC-reduction maps

R1 : x∈Xn 7→ R1(x)∈X ′p(n) R2 : c∈Cn 7→ R2(c)∈C ′p(n)

such that for any example x ∈ Xn and any concept c ∈ Cn
we have that x∈ c iff R1(x)∈R2(c), i.e. the behavior of the
transformed concept on the transformed examples is exactly
the behavior of the original concept on the original exam-
ples. If C is PAC-reducible to C ′ and C ′ is PAC-learnable,
then C is PAC-learnable too (Pitt & Warmuth, 1990). Let
Q M,+ =

⋃
∞
n=1 Q M,+

n be the concept class of monotone+ quan-
tifiers. Result 4 says that, despite the fact that Q M,+ is smaller
than Q M, it has no learnability advantages. This result shows
the importance of exploring the learnability implications of
universal restrictions within an explicit learnability frame-
work. The proof is based on a technique from Kearns et al.
(1994) and Pitt and Warmuth (1990).

RESULT 4 The subclass Q M,+ is PAC-reducible to the entire
class Q M of monotone quantifiers.

Proof. For any n, order the elements in the domain of quan-
tification Dn into a sequence, so that Dn = (d1, . . . ,dn). Let
p(n) = 2n. Define the reduction map R1 : x ∈ Xn 7→ R1(x) ∈
X2n as follows: for i = 1, . . . ,n, let di ∈ R1(x) iff di ∈ x;
and for i = n+ 1, . . . ,2n, let di ∈ R1(x) iff di−n 6∈ x. Then,
R1(y) ⊆ R1(x) entails y = x. Define next the reduction map
R2 : q∈Qn 7→ R2(q)∈Q M,+

2n as follows: if q = {x1, . . . ,xm} ∈
Qn, then R2(q) ∈ Q M,+

2n is the monotone+ quantifier that con-
sists of the properties R1(x1), . . . ,R1(xm) as well as of all their
supersets. It is easy to check that x ∈ q iff R1(x) ∈ R2(q). �

Conservativity and invariance help learnability
A determiner ∆ is conservative (Definition 1b) provided that
B ∈ ∆(A) iff A∩B ∈ ∆(A), for any properties A,B ⊆ D. As-
sume that ∆ is furthermore invariant (Definition 1c). Thus,
whether it is the case that A∩B ∈ ∆(A) depends only on the
cardinality of A∩B. Thus, to learn from examples the deno-
tations of quantified noun phrases projected by conservative
and invariant determiners means to learn the concept class
Q C,I defined below, that is the focus of this section.

DEF 6 Consider the sample space X =
⋃

∞
n=1 Xn where Xn =

℘(Dn) is the collection of properties over a domain of quan-
tification Dn of cardinality n. Consider the concept class
Q C,I =

⋃
∞
n=1 Q C,I

n where Q C,I
n is the collection of those gen-

eralized quantifiers q ∈℘(Xn) that are conservative and in-
variant, namely satisfy the following implication: if A∈ q and
|A|= |B|, then B ∈ q, for any properties A,B⊆ Xn.
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Plain PAC-learnability. A learning function A as in (2)
is consistent provided that for any labeled sample (x, t) ∈
Xm

n × {0,1}m, it returns a concept ĉ = A(x, t) that classi-
fies the examples x = (x1, . . . ,xm) according to the labels
t = (t1, . . . , tm), i.e. ĉ(xi) = ti. A consistent learning func-
tion satisfies the PAC-learnability condition (3) provided its
sample cardinality m is large enough (Blumer et al., 1989):

m(ε,δ,n)≥max
{

4
ε

log
2
δ
,

8VCD(Cn)

ε
log

13
ε

}
(5)

The Vapnik-Chervonenkis dimension of the concept class
Q C,I of conservative and invariant quantifiers is n+ 1. The
bound in (5) is thus compatible with a polynomial sample
cardinality function m. I thus only need to construct a con-
sistent learning function A for Q C,I . Assume A takes a la-
beled sample (x, t) ∈ Xm

n ×{0,1}m and returns the general-
ized quantifier q = A(x, t) that contains the properties of a
certain cardinality i ∈ {0,1, . . . ,n} iff one of the properties in
the sample x with a positive label in t has cardinality i. This
learning function is obviously consistent. Hence:
RESULT 5 The class Q C,I of conservative and invariant quan-
tifiers is PAC-learnable.
Result 5 contrasts sharply with Results 1 and 3, lending sup-
port to a learnability explanation of the universals of invari-
ance and conservativity. I now strengthen Result 5 by looking
at more demanding PAC-learnability notions.
PAC-learnability from statistical information. According
to PAC-learnability (Definition 2), a learning function has
access to a labeled sample of a concept. I now consider
a stronger notion of PAC-learnability, whereby the learning
function has access only to statistical information about a
concept. For instance, statistical information concerning a
concept c ⊆ Xn over the set Xn of patients of age n could be
the probability w.r.t. a certain distribution P that a patient in c
is overweight. This probability is P{x ∈ Xn |Φ(x,c(x)) = 1}
where Φ(x, t) = 1 iff t = 1 and x is overweight.
DEF 7 A concept class C is PAC-learnable from the exact sta-
tistical information induced by Φ1,Φ2, . . . : X×{0,1}→{0,1}
with sample cardinality m : (ε,n) ∈ (0,1)×N→m(ε,n) ∈ N
polynomial in 1

ε
,n provided there exists a learning function

A :
(
ε,n,p

)
∈ (0,1)×N× [0,1]m 7→ A

(
ε,n,p

)
∈ Cn (6)

such that for any ε ∈ (0,1), any n ∈ N, any concept c ∈ Cn,
any probability P over Xn, the following condition holds

ec,P

(
A
(
ε,n,(p̂c

1, . . . , p̂c
m)
))
≤ ε (7)

where p̂c
i is exact statistical information, namely:

p̂c
i = P{x ∈ Xn|Φi(x,c(x)) = 1} (8)

Also, C is PAC-learnable from approximated statistical infor-
mation provided (7) holds with (8) replaced by

|p̂c
i −P{x ∈ Xn|Φi(x,c(x)) = 1}| ≤ τ

for some constant τ ∈ (0,1] with 1
τ
≤ m(ε,n).

The learning function (6) differs slightly from (2): the pa-
rameter δ has been suppressed because uninformative sam-
ples are already averaged out by the statistical information;
the parameter ε is provided to the learning function; the pa-
rameter n is provided as well (that was not necessary in (2),
because implicit in the sample x ∈ Xm

n ). We have that:
RESULT 6 The class Q C,I of conservative and invariant gen-
eralized quantifiers is PAC-learnable from approximated sta-
tistical information.
Proof. Define the functions Φ0,Φ1, . . . : X ×{0,1} → {0,1}
by setting Φi(x, t) = 1 iff t = 1 and |x|= i. Let m(ε,n) .

= n+1
and τ = τ(ε,n) .

= ε

3n . Define the learning function A of the
form (6) as follows: for any parameters ε and n and for any
vector p ∈ [0,1]m (whose m = n+1 components are indexed
from 0 to n), let A(ε,n,p) be the generalized quantifier in
Q C,I

n that contains properties of cardinality i ∈ {0, . . . ,n} iff
pi ≥ 2ε

3n . For any q ∈ Q C,I
n , I can thus bound as follows:

P
{

x ∈ q
∣∣ x 6∈ A

(
ε,n,(p̂q

0 . . . p̂q
m)
)}

=
n

∑
i=0

P
{

x∈q
∣∣∣∣ |x|= i

p̂q
i <

2ε

3n

}
=

n

∑
i=0, p̂q

i <
2ε

3n

P
{

x∈q
∣∣ |x|= i

}
=

n

∑
i=0, p̂q

i <
2ε

3n

P
{

x∈Xn
∣∣Φi(x,q(x)) = 1

}
≤

n

∑
i=0, p̂q

i <
2ε

3n

p̂q
i + τ(ε,n)≤

n

∑
i=0, p̂q

i <
2ε

3n

2ε

3n
+

ε

3n
≤ ε

If a property x of cardinality i does not belong to the quantifier
q, Φi

(
x,q(x)

)
=0 for any x and P{x∈Xn|Φi(x,q(x)) = 1}=0.

Hence p̂q
i ≤ τ(ε,n)≤ ε

3n , and the following quantity is zero.

P
{

x 6∈q
∣∣ x∈A(ε,n,(p̂q

0 . . . p̂q
m)
)}

=P
{

x 6∈q
∣∣ p̂q

i ≥
2ε

3n , i= |x|
}

As the error eq,P
(
A
(
ε,n,(p̂q

1 , . . . , p̂q
m)
))

is the sum of the two
terms just bounded, (7) holds. �

PAC-learnability from misclassified examples. Accord-
ing to PAC-learnability (Definition 2), the learning function
is trained on a sample x = (x1, . . . ,xm) ∈ Xm

n together with
the corresponding correct labels c(x) = (c(x1), . . . ,c(xm)) as-
signed by a target concept c. I now consider a stronger notion
of PAC-learnability, whereby some of the labels c(xi) are al-
tered. Given ξ ∈ {0,1} and x ∈ Xn, define c(x,ξ) = c(x) iff
ξ = 1. Assume that ξ is sampled according to a Bernoulli
Bη with probability of success ξ = 1 equal to η ∈ [0,1]. The
m-tuple (c(x1,ξ1), . . . ,c(xm,ξm)) is denoted by c(x,ξ).
DEF 8 A concept class C is PAC-learnable from misclassified
examples with sample cardinality function m : (ε,δ,n,η) ∈
(0,1)× (0,1)×N× [0, 1

2 ) 7→ N if there is a learning function

A : (ε,η,x, t)∈ (0,1)×[0, 1
2
)×Xm

n ×{0,1}m 7→A(ε,η,x, t)∈Cn

such that for any ε,δ ∈ (0,1), any n ∈ N, any η ∈ [0, 1
2 ), any

concept c ∈ Cn, and any probability P over Xn, we have

Pm×Bm
η

{
(x,ξ)

∣∣∣ec,P

(
A
(
ε,η,x,c(x,ξ)

))
≥ ε

}
δ

and furthermore the sample cardinality m(·, ·, ·, ·) grows poly-
nomially in 1

ε
, 1

δ
, n and 1/

( 1
2 −η

)
.
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The misclassification rate η cannot be larger than 1
2 , other-

wise learning would be impossible. As the complexity of the
learning task increases as η gets closer to the threshold 1

2 ,
the cardinality m of the sample is allowed to grow (polyno-
mially) with 1/

( 1
2 −η

)
. The learning function A is provided

with the noise rate η and the accuracy parameter ε. PAC-
learnability from statistical information is known to entail
PAC-learnability from a misclassified sample (Kearns, 1998).
From Result 6 we thus have:
RESULT 7 The class Q C,I of conservative and invariant gen-
eralized quantifiers is PAC-learnable from misclassified ex-
amples.

PAC-learnability from positive, malicious examples. Ac-
cording to PAC-learnability (Definition 2), when the learning
function is trained on a target concept c, it is provided with
a sample x = (x1, . . . ,xm) ∈ Xm

n that in general contains both
positive examples xi ∈ c and negative examples xi ∈ c (where
c is the complement of c w.r.t. Xn). I now consider a stronger
notion of PAC-learnability, whereby x is sampled w.r.t. a dis-
tribution concentrated on c so that the learning function re-
ceives only positive examples (Kearns et al., 1994).
DEF 9 A concept class C is PAC-learnable from positive ex-
amples only with sample cardinality m : (0,1)× (0,1)×N→
N provided there exists a learning function A :

⋃
∞
n,m=1 Xm

n →⋃
∞
n=1 Cn such that for any ε,δ∈ (0,1), any n∈N, any concept

c ∈ Cn and any probability measures P,P concentrated over c
and c respectively, condition (9) holds with m = m(ε,δ,n)

Pm

{
x ∈ Xm

n

∣∣∣∣∣ ec,P(A(x))≤ ε

ec,P(A(x))≤ ε

}
≥ 1−δ (9)

and furthermore the sample cardinality function m(·, ·, ·)
grows polynomially in 1

ε
, 1

δ
and n.

Consider next a noisy variant of this framework, whereby the
distribution P used to sample points from c is corrupted: with
probability µ, the example xi of the sample is chosen not ac-
cording to the distribution P concentrated on c but according
to a distribution Qi over the entire Xn. The distribution Qi can
be chosen by a malicious adversary that knows the concept c,
the distribution P, the learning strategy A.
DEF 10 The concept class C is PAC-learnable from positive
examples only with malicious error rate µ : (ε,δ,n) ∈ (0,1)×
(0,1)× N 7→ [0, 1

2 ) and sample cardinality m : (ε,δ,n) ∈
(0,1)× (0,1)×N 7→ N if there is a learning function

A : (ε,µ,x) ∈ (0,1)× [0,
1
2
)×Xm

n 7→ A(ε,µ,x) ∈ Cn (10)

such that for any ε,δ ∈ (0,1), any n ∈ N, any η ∈
[0,µ(ε,δ,n)), any concept c ∈ Cn, any distributions P and
P concentrated over c and c, any additional m distribu-
tions Q1, . . . ,Qm over Xn, condition (11) holds, where m =
m(ε,δ,n), P̃k = (1−µ)P+µQk and

⊗
is measure-product:

m⊗
k=1

P̃k

{
x ∈ Xm

n

∣∣∣∣∣ ec,P(A(ε,µ,x))≤ ε

ec,P(A(ε,µ,x))≤ ε

}
≥ 1−δ (11)

and furthermore the sample cardinality function m(·, ·, ·)
grows polynomially in 1

ε
, 1

δ
, and n

PAC-learnability from misclassified examples (Definition 8)
allows the error rate η to vary arbitrarily between 0 and 1

2 . In
the more demanding case of PAC-learnability with malicious
error, η is only required to vary between 0 and the malicious
error-rate µ(ε,δ,n)< 1

2 . I now show that:
RESULT 8 The class Q C,I of conservative and invariant quan-
tifiers is PAC-learnable from positive examples only with
sample cardinality m and malicious error rate µ as follows:

m(ε,δ,n)≥ 24n
ε

(
(n+1)+ ln

4
δ

)
, µ(ε,δ,n)≤ ε

8n
(12)

The proof rests on the following result (Kearns & Li, 1993).
Suppose the sample cardinality m is large, as in (13).

m(ε,δ,n)≥ 24
ε

log
(4|Cn|

δ

)
(13)

Suppose furthermore that for some ε,δ∈ (0,1) and η∈ [0, ε

4 ),
the learned concept A(ε,µ,x) assigns a positive label to many
of the examples xi in the sample x = (x1, . . . ,xn), as in (14).

m⊗
k=1

P̃k

{
x
∣∣∣ |{xi|xi 6∈ A(ε,η,x)}| ≤ ε

2
m
}
≥ 1− δ

2
(14)

Then, A has small error relative to P in the sense that:
m⊗

k=1

P̃k

{
x
∣∣∣ ec,P(A(ε,η,x))≤ ε

}
≥ 1− δ

2
(15)

Proof. Consider the following learning function: A(ε,µ,x) is
the generalized quantifier in Q C,I

n that contains the properties
of cardinality i ∈ {0, . . . ,n} iff the sample x contains at least
ε

4n m properties with cardinality i. As A does not depend on
µ, I will write just A(ε,x). Obviously |Q C,I| = 2n+1, so that
(12) entails (13). For any sample x = (x1, . . . ,xm), the quan-
tifier A(ε,x) classifies as negative at most ε

4n m(n+ 1) < ε

2 m
of the m examples in x, so that (14) holds too. By the result
mentioned above, we thus have for any quantifier q ∈ Q C,I:

m⊗
k=1

P̃k

{
x ∈ Xm

n

∣∣∣ eq,P(A(ε,x))≤ ε

}
≥ 1− δ

2

The following chain of inequalities finally proves (11).
m⊗

k=1

P̃k

{
x ∈ Xm

n

∣∣∣ eq,P
(
A(ε,x)

)
0
}

≤
m⊗

k=1

P̃k

{
x
∣∣∣ ∃x 6∈ q s.t. x ∈ A(ε,x)

}
≤

n

∑
i=0

m⊗
k=1

P̃k

{
x
∣∣∣∣∃x 6∈ q s.t.
|x|= i,x ∈ A(ε,x)

}

=
n

∑
i=0

m⊗
k=1

P̃k

x

∣∣∣∣∣∣
there is x 6∈ q s.t. |x|= i and
the sample x contains at least
ε

4n m properties of cardinality i


≤

n

∑
i=0

m⊗
k=1

P̃k

x

∣∣∣∣∣∣
x contains at least
ε

4n m properties in q
of cardinality i
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≤
n

∑
i=0

m⊗
k=1

P̃k

x

∣∣∣∣∣∣
x contains
at least ε

4n m
properties in q

︸ ︷︷ ︸
(∗)

≤
n

∑
i=0

e−mε/24n ≤ δ

2

In the penultimate step, I have noted that the probability (*) is
the probability that m Bernoulli trials each with a probability
of success µ≤ ε

8n overall yield at least ε

4n m successes, which
is bound by e−mε/24n through Chernoff inequality. �

Could a more sophisticated learning function than the one
considered in the preceding proof lead to a stronger result?
namely a higher noise tolerance or a smaller sample cardinal-
ity? No learning function from positive examples only for a
concept class C =

⋃
∞
n=1 Cn can tolerate a rate of malicious er-

ror µ(ε,δ,n)≥ ε

VCD(Cn)−2 , as shown in Kearns and Li (1993).
The concept class Q C,I has Vapnik-Chervonenkis dimension
VCD(Q C,I

n ) = n+1. Hence, the largest tolerable rate of mali-
cious error for Q C,I is of the order of ε

n . The learning function
in the proof above thus tolerates the largest possible rate of
malicious error.

Furthermore, no learning function satisfies the plain PAC-
learnability condition (3) with sample cardinality m(ε,δ,n)
smaller than VCD(Cn)−1

32ε
, as recalled above. And Blumer et

al. (1989) show that m(ε,δ,n) cannot be smaller than 4
ε

log 2
δ

either. PAC-learnability thus requires:

m(ε,δ)≥max
{4

ε
log

2
δ
,
VCD(n)−1

32ε

}
(16)

Thus, the learning function in the preceding proof meets the
demanding condition of PAC-learnability from positive ma-
licious examples while using a sample cardinality (12) that
asymptotically exceeds only by a factor n the lower bound
(16) needed for plain PAC-learnability.

Conclusion
I have looked at the conjecture informally made in the re-
cent linguistic literature that universal restrictions on Natural
Language determiners serve the purpose of simplifying the
learning task. To start, I have looked at the monotonicity uni-
versal, and I have shown that it contributes only little to sim-
plifying the learning task. This result shows the importance
of investigating the conjectured link between universals and
learnability within an explicit, formal learnability framework.
I have then focused on the universals of conservativity and
invariance. And I have provided support for the conjecture
that they crucially simplify the learning task, by showing that
the class Q C,I of conservative and invariant quantifiers has the
property that the simplest and most straightforward learning
strategy, namely the one considered in the proof of Result 8,
is the optimal one, namely the one that tolerates the largest
tolerable rate of malicious error. Furthermore, the class Q C,I

has the property that the presence of noise (even malicious
noise) does not require any substantial increase of the sample
cardinality compared to the noise-free case.
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Abstract

Greenberg’s (1963) Universal 34 states that “No language has
a trial number unless it has a dual. No language has a dual
unless it has a plural.” We present an associative model of
the acquisition of grammatical number based on the Rescorla-
Wagner learning theory (Rescorla & Wagner, 1972) that pre-
dicts this generalization. Number as a real-world category is
inherently structured: higher numerosity sets are mentioned
less frequently than lower numerosity sets, and higher nu-
merosity sets always contain lower numerosity sets. Using
simulations, we demonstrate that these facts, along with gen-
eral principles of probabilistic learning, lead to the emergence
of Greenberg’s Number Hierarchy.

Keywords: Linguistics; Language acquisition; Learning;
Computer simulation

Introduction
In many languages, the number of items in the referent of a
noun phrase is obligatorily encoded by an inflectional feature
on the head noun or other lexical category in a clause. For
example, in English we have distinction between the book,
which must refer to a single book, and the books, which must
refer to more than one.

While many languages show the same singular vs. plural
distinction that English does, this is not the only attested sys-
tem. Another fairly common type of language distinguishes
between the SINGULAR (exactly one), the DUAL (exactly
two), and the PLURAL (more than two). For example, in
Upper Sorbian (a Slavic language spoken in Germany), we
find singulars like hród ‘castle’ and dźěłam ‘(I) work’, duals
like hrodaj ‘two castles’ and dźěłamoj ‘(we two) work’, and
plurals like hrody ‘castles’ and dźěłamy ‘(we) work’ (Stone,
1993; Corbett, 2000). In Hmong Daw (a Hmong-Mien lan-
guage of Laos and southern China), personal pronouns distin-
guish three persons and three grammatical numbers (Jaisser,
1995, 118):

SING DUAL PLURAL
1ST kuv wb peb
2ND koj neb nej
3RD nws nkawd lawv

Beyond the singular and dual, some languages even dis-
tinguish a TRIAL (= exactly three) number. This four-way
distinction is found, for example, in the subject agreement
prefixes for human referents in Larike, a Central Malayo-
Polynesian language spoken on Ambon Island (Laidig, 1993;
Siewierska, 2013):

SING DUAL TRIAL PLURAL
1.INCL — itua- itidi- ite-
1.EXCL au- arua- aridu- ami-
2 a-/a- irua- iridu- imi-
3.HUM ma-/mei- matua- matidu- mati-
3.NONHUM i- iri-

While cross-linguistic typological studies have revealed
that there is a certain amount of variation among the gram-
matical number systems of diverse languages, that variation
has been found to fall within fairly strict limits. Greenberg’s
(1963) Universal 34 states that “No language has a trial num-
ber unless it has a dual. No language has a dual unless it has a
plural.” This Number Hierarchy can be expressed as a chain
of implicational relations: Trial→ Dual→ Plural→ Singu-
lar. Greenberg’s typological studies over a small corpus of
34 languages encouraged him to postulate numerous univer-
sal generalizations, both as absolutes and as tendencies. In
succeeding years many of his preliminary claims have had to
be modified or abandoned. The Number Hierarchy, however,
has proved to be remarkably robust.1

Many of the unattested language types in this domain are
silly: no language distinguishes between a prime vs. a com-
posite number of referents, or has a special suffix indicating
exactly 47 items. The non-existence of such languages does
not demand an explanation. However, some of the language
types that we do not find seem a priori more likely. For ex-
ample, while the two-way SING/NOT-SING (i.e., plural) dis-
tinction is very common, the superficially similar DUAL/NOT-
DUAL is essentially unattested. Along the same lines, while
dual marking is fairly common, trial is rare, quadral (= ex-
actly four) is only marginally attested, and markers for spe-
cific numbers greater than four are never found (at least in
spoken rather than signed languages). It is less obvious why
no known languages use these conceptually plausible number
marking systems.

Universals in linguistic theory
One of the fundamental goals of linguistic theory is to
offer explanations for why certain patterns recur cross-
linguistically and others do not. Debate around the status
of and explanations for language universals, recently high-
lighted by Evans and Levinson’s (2009) provocative argu-
ment against innatist language-specific representational bases

1It is not quite exceptionless, though, and the actual typologi-
cal situation is somewhat more complicated (Croft, 1990; Corbett,
2000; Evans, 2012).
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for universals, has been focused on two alternative models.
One hypothesis regarding the source of implicational uni-

versals like Greenberg’s Universal 34 is that they follow from
universal and innate properties of the human language fac-
ulty. These properties are specific to language and do not
follow from any more general properties of human cognition
or culture. By this view, universals like the Number Hierar-
chy reveal something about the underlying structure of hu-
man language and constraints on possible surface organiza-
tion (Noyer, 1992; Harbour, 2014). Specifically, under this
view Universal Grammar provides a range of possible mental
representations for grammatical number systems which are
able to capture attested systems but not the unattested ones.

As an alternative, one could attempt to derive universals
like the Number Hierarchy from language usage or general
complexity properties (e.g., Croft & Poole, 2008; Miestamo,
2009). This approach has proven to be quite fruitful for a
range of putative universals. But so far, the Number Hierar-
chy has resisted language-external explanation. For example,
it is not immediately obvious how a Singular-Plural system is
any simpler than a Dual-NotDual system, yet the first is the
most common type and the second is (virtually) unattested
(but see Evans, 2012). In fact, Seuren (2013) offers the Num-
ber Hierarchy as a best example of a universal which is very
unlikely to submit to an explanation that does not depend on
language-specific properties of Universal Grammar. This is
not an argument against grounding the Number Hierarchy in
properties of general cognition, merely an observation that
no convincing explanation along those lines has yet been pro-
posed. In what follows we develop a learning model sensitive
to realistic recurrences of set size and plausible assumptions
about the representation of numerosities.

Model
Children learn the concept of numerosity before they learn
morphosyntactic expressions of number (Barner, Thalwitz,
Wood, & Carey, 2007; Wood, Kouider, & Carey, 2009; Clark
& Nikitina, 2009) and well before they master number name
meanings (Slusser & Sarnecka, 2011). Learning the distinc-
tion between singular and plural sets does not appear to be de-
pendent on morphological marking (Li, Ogura, Barner, Yang,
& S.Carey, 2009).

Clark and Nikitina (2009) consider the use of two as a
general purpose plural marker by English-speaking two- and
three-year-old children. They argue that this arises at least in
part because two is the numeral larger than one that is used
most often by adults in child-directed speech. Furthermore,
their observations indicate that the trajectories of individual
children in learning grammatical number can vary quite a bit
and are sensitive to the frequency of forms in adult speech.
This frequency-sensitivity suggests that a general associative-
learning process is playing an important role in the develop-
ment of grammatical number.

Ramscar, Dye, Popick, and O’Donnell-McCarthy (2011)
developed a model of children’s acquisition of number names

(one, two, three, etc.) based on the Rescorla-Wagner the-
ory of associative learning, which as a side effect predicts the
subitizing limit (Kaufman, Lord, Reese, & Volkmann, 1949),
a constraint on the human ability to recognize the number of
items in a set without explicit counting.

Rescorla-Wagner learning
Rescorla and Wagner’s (1972) learning model, rooted in
Pavlovian learning theory, seeks to explain the way that as-
sociative learning gradually builds connections between per-
ceptual cues and specific outcomes over the course of many
learning trials. Early work in this direction (Hull, 1943)
showed that associative learning follows a negatively accel-
erated learning curve. R-W’s model extends this approach in
a way that can deal with compound cues AX . When the cues
A and X both occur with O on a learning trial, the update for
the association weights is given by:

VAX = VA +VX

∆VA = αAβ(λ−VAX )

∆VX = αX β(λ−VAX )

∆VA is the change in the strength of the association between
cue A and the outcome O after a learning trial in which A and
O occur together, VA is the previous weight of the association
prior to the current trial, and λ is the maximum conditioned
response. The learning rate depends on the salience of the
cue (αA and αX ) and the salience of O (β), and the learning
step size depends on the previous association weight of the
compound VAX .

One consequence of this model is that a cue which always
occurs when O does may not end up with a strong association
if some other cue is a better predictor of the outcome. Sup-
pose the compound cue AX consistently occurs with O, while
the cue BX consistently does not. We expect the sum VAX
to approach λ and VBX to approach 0, and as shown in Fig-
ure 1 that is what happens. Looking at the total strength of the
prediction in the lower graph, VBX initially grows with VAX ,
then begins to fall towards 0. Looking at the individual cue
weights in the upper graph, we see that initially A and X have
roughly equal weights and that X is competing with A and B
to explain the (non-)occurrence of O. After about 50 trials,
though, A wins the competition, and the learner has been able
to discriminate among the cues that are present with O to find
the ones which are the best predictors (Ramscar, Yarlett, Dye,
Denny, & Thorpe, 2010; Baayen, Milin, Ðurd̄ević, Hendrix,
& Marelli, 2011). In this model, learning is driven by pre-
diction error: VAX is the learner’s expectation prior to a trial,
and (λ−VAX ) or (0−VAX ) is how much that expectation is
violated on a positive or negative learning trial.

While it is not without problems, the R-W model has been
enormously influential in the development of animal asso-
ciative learning models. R-W learning has also been suc-
cessfully applied to model human causal reasoning (Lober
& Shanks, 2000; Danks, 2007), is closely related to both
connectionist (Gluck & Bower, 1988; Shanks, 1991) and
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Figure 1: Discriminative learning: when the (hypothetical)
compound cue AX occurs with O but the cue BX does not,
the model learns that A and not X is a predictor of O
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information theoretic (Gallistel, 2002) models, and is for-
mally equivalent to the perceptron (Dawson, 2008). In the
domain of language, R-W learning has been applied to a
range of problems, including modeling acquisition of plu-
ral forms (Ramscar & Yarlett, 2007; Ramscar, Dye, & Mc-
Cauley, 2013) and number names (Ramscar et al., 2011), and
word recognition (Baayen et al., 2011).

Input model
In order to construct a simulation of grammatical number ac-
quisition based on R-W learning theory, we first need a rep-
resentation of the input cues that a learner would be exposed
to. The ability to subitize, or recognize the numerosity of
small sets, is either innate or developed very early and can
be taken as a semantic primitive (Wynn, 1992; Piantadosi,
Tenenbaum, & Goodman, 2012). Following Ramscar et al.
(2011), we include numerosity of the set and all subsets as
cues. For example, a learner who encounters a set of one
item is only exposed to the cue ‘1’—a single-item set.2 A
learner who encounters a set of two items is exposed to the
cue ‘2’—a double-item set—and also to the cue ‘1’, since
encountering a double-item set entails encountering a single-
item (sub)set. A learner who encounters a set of three items
is exposed to triple-item, double-item, and single-item sets,

2The learner is also exposed to the cues associated with the item’s
other properties such as shape and size, which are ignored here for
simplicity.

Figure 2: Frequency of number mentions in COCA (Davies,
2008–; Ramscar et al., 2011) and fitted values
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etc. The learner’s task is to determine which sets (the cues)
best predict the use of each grammatical number marker (the
outcomes).

R-W learning is also potentially very sensitive to statistical
properties of the input. Thus, we also need an accurate prob-
abilistic model of the frequencies at which learners would be
exposed to various inputs. Specifically, we need to know how
often children encounter talk about sets of a given numerosity
while learning grammatical number.

In their simulation of number name acquisition, Ramscar
et al. (2011) report counts of number names from 1 to 7
used as prenominal modifiers in the Corpus of Contemporary
American English (COCA) and the Corpus del Español. The
distribution of English counts is shown in Figure 2. Using
the VGAM package in R (Yee, 2010), we found that a zero-
truncated negative binomial distribution (a mixture of Pois-
sons with no zero counts and gamma-distributed rates to ac-
count for overdispersion) provided a good fit to the counts in
both languages. Therefore, we generated random inputs for
our simulations by sampling from a zero-truncated negative
binomial fit to the English counts (size= 3, prob=0.6).

Results
For the first set of simulations, we ran 250 iterations of R-W
learning with randomly generated inputs as the cues and the
correct grammatical number for each input as the outcome.3

The trajectories for singular and plural outcomes are shown
in Figure 3. Learning what the singular means is easy: 1 is
the only cue that has a positive association with the outcome
SG. Plural is a bit more difficult, though: a single-item subset
is always present in sets of higher numerosity. The learner
therefore always encounters a cue of 1 when they encounter
any set and any number-marker outcome. But, after about 50
iterations, the model has succeeded at discriminating between
2 and 1 and has identified the former as a good predictor of
the outcome PL. The total activations in the lower graph show
that the model is correctly distinguishing singular and plural
sets after about 150 iterations.

3Source code for simulation of R-W learning is available at
http://github.com/rmalouf/learning.
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Figure 3: Simulated learning of a singular/plural distinction
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We repeated the simulation for a singular/dual/plural sys-
tem, in Figure 4. Learning proceeds in much the same way
as in the previous case, though in this system there are two
discrimination tasks to be solved: the learner must learn that
the cue 1 is not associated with DU nor is it associated with
PL. Additionally, it must learn that 2 is not associated with
PL, even though all plural sets include 2 as a member. As be-
fore, the learner is able to correctly label singular, dual, and
plural sets after about 150 iterations.

The next simulation considers the task of learning a
dual/non-dual distinction, a grammatical number system type
that is not found among human languages. The results are in
Figure 5. Parallel to the singular/plural system, in this system
the model needs to learn that 2 is a good cue for the out-
come DU but 1 is not, even though both cue 1 and cue 2 are
always present with outcome DU. Unlike the singular/plural
system, however, the model must also cope with the fact that 2
sometimes occurs with NONDU, for tripleton and higher sets.
Furthermore, the model needs to learn that 3 is a good cue
for NONDU. This is challenging, because 1 quickly becomes
a strong cue for NONDU in this system, and 3 never occurs
without 1.

After 250 iterations, the model has only begun to discrim-
inate 1 and 2 (in the topmost graph), and the activation for

Figure 4: Simulated learning of singular/dual/plural
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DU never does rise above NONDU for sets of numerosity 2.
Note that this is not to say that the dual/non-dual distinction
is unlearnable in general, only that it was not learned in 250
iterations. This suggests that some measure of relative degree
of learnability is a determinant for the observed distributions
of number marking.

The results in Figures 3–5 are traces of individual simula-
tions. The actual learning trajectory and the final weights in
the run depend on the particular randomly-generated training
examples that are provided in each learning trial. To see how
learning progresses in a population, we performed another set
of simulations. In these experiments, we combined 100 learn-
ers, each following its own trajectory. After each learning
trial, we calculated the fraction of the population which had
mastered the appropriate grammatical number system: e.g,
for the singular/dual/plural system, a ‘correct’ learner would
have to assign the highest total activation to SG for a single-
ton set, DU for a set with two items, and PL for higher nu-
merosities. As shown in Figure 6, the singular/plural and sin-
gular/dual/plural systems are learned quickly and reliably by
all members of the population. The same is not true for the
dual/non-dual system. Some members of the population learn
it quickly, but after 250 iterations less than 40% of the popu-
lation can use the system correctly. The dual/non-dual system
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Figure 5: Simulated learning of a non-dual/dual distinction
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offers a much more difficult discrimination task to the learner
than do either the singular/plural or the singular/dual/plural
systems.

To test what features of the system lead to this con-
trast in learning difficulty, we performed two more sets of
population-based simulations. In one, we removed subset
cues from the inputs, including only the numerosity of the
set as a whole. Given this input representation, the singu-
lar/plural distinction is learned very quickly, but both the sin-
gular/dual/plural and the dual/non-dual systems are learned
very slowly (and at similar rates).

In the second set of simulations, we altered the input prob-
ability distribution to make sets of numerosity two more fre-
quent than singletons (in contradiction to the real observed
frequencies in Figure 2). In this case, all three systems are
learned easily and quickly, and there is no distinction between
the attested and unattested systems.

Discussion
In general, these results suggest that the implicational organi-
zation of number distinctions identified in Universal 34 may
emerge from the interaction of a reliably common and skewed
distribution of set sizes with particular assumptions concern-
ing the representation of numerosities. The simulations repli-

Figure 6: Fraction of a simulated population of learners that
have mastered each system after k trials
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cate the expectations based on attested grammatical marking
strategies: SG versus PL is learned both early and easily, while
further distinguishing the DU takes longer, but is attainable.
In contrast, the differentiation of DU from NON-DU proves
a difficult discrimination to make. Given the success of the
simulations in achieving empirically attested patterns with-
out positing language specific representations, it was crucial
to explore the contribution of two basic assumptions of the
model, namely, our representation of numerosity and our as-
sumption concerning the role of exposure to the frequencies
of particular numerosities. When we expunged subset cues
from the representations, singular/dual/plural patterned with
dual/non-dual. This suggests the facilitating role of subset
organization for the emergence of singular/plural and singu-
lar/dual/plural versus dual/non-dual. When we altered the
frequencies for experienced numerosities so that duals oc-
curred more often than singulars, the difference between all
three patterns of number organization, i.e., singular/plural,
singular/dual/plural, and dual/non-dual disappeared: all were
learned equivalently well. This suggests that, as hypothe-
sized, real world experience has an important shaping influ-
ence on the organization of grammatical number systems.

While our model explains aspects of the intriguing restric-
tions on the morphosyntax of cross-linguistic number mark-
ing, it only defines the broad constraints on number organi-
zation in natural language. It ignores the specific strategies
that particular languages employ within the space of options
permitted by Universal 34. Further research is required to un-
derstand the dynamics which motivate, sustain and alter the
system of discriminations observed in specific languages. It
is in this interdependence between general constraints on the
organization of linguistic phenomena and the particularities
of their encodings that an understanding of natural language
is most likely to be found.
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Conclusion
In this paper, we present a view of grammatical number learn-
ing based on associative learning (Rescorla & Wagner, 1972;
Ramscar & Yarlett, 2007; Baayen et al., 2011). We show
that this model also provides a possible language-external ex-
planation for aspects of the Number Hierarchy. In particu-
lar, number as a real-world category is inherently structured
in two ways: sets of higher numerosity are mentioned less
frequently than sets of lower numerosity, and sets of higher
numerosity always contain sets of lower numerosity. Us-
ing corpus-based computational simulations (Ramscar et al.,
2011), we demonstrate that these facts, in interaction with
general principles of probabilistic learning, plausibly lead to
languages which violate the Number Hierarchy being much
more difficult to learn than languages which follow it, which
in turn motivates the emergence of the Number Hierarchy as
an implicational universal. This shows that even fairly ab-
stract properties of grammatical systems, when viewed from
a developmental perspective, can be seen to have a physical
or cognitive origin external to language.
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The mental number-line spreads by gestural contagion 
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Abstract 

Mathematical expertise builds on a foundation of space, 
especially the ability to map exact numbers to linear space. 
This “mental number-line” is known to vary cross-culturally, 
but there is debate about the mechanisms responsible for its 
cultural elaboration. We investigated the role of co-speech 
gesture, a ubiquitous cultural activity, in stabilizing and 
entrenching the mental number-line within a community. 
Imitating culture-specific gestures systematically shaped 
gesturers’ mental number-line. Moreover, gestures were used 
spontaneously to infer speakers’ spatial understanding of 
number, and merely observing these gestures was sufficient to 
shape the observer’s own mental number-line. These findings 
establish co-speech gesture as one mechanism for propagating 
and perpetuating the number-line. 

Keywords: numerical cognition; SNARC; mental number-
line; gestural contagion; gesture 

Introduction 
“[Space] provides a location for all things that come into 
being. […] [E]verything that exists must of necessity be 
somewhere, in some place and occupying some space.” – 
Plato, Timaeus 

 
From calculus to the complex plane, mathematics is rife 
with links between number and space. This is reflected in 
the human mind (Hubbard et al, 2005; Lakoff & Núñez, 
2000; Winter, Marghetis, & Matlock, 2015). In many 
cultures, for instance, people can conceptualize exact 
numbers as locations along a horizontal path (e.g., Dehaene 
et al, 1993; Dehaene et al, 2008; Shaki, Fischer, & Pretrusic, 
2009), known as a mental number-line (MNL). The MNL 
has been argued to contribute to diverse mathematical 
abilities, including the mental representation of number 
(Zorzi, Priftis, & Umiltà, 2002; Opfer, Thompson, & 
Furlong, 2010), arithmetic (Knops et al, 2009, Marghetis et 
al, 2014), and understanding complex concepts like 
imaginary numbers (Lakoff & Núñez, 2000).  

The MNL figures prominently in debates about the origin 
of abstract concepts in the human mind, since there is 
evidence that it emerges from a mix of innate biases and 
cultural influences (e.g., Shaki et al, 2009; Núñez, 
Cooperrider, & Wassman, 2014; Rugani et al, 2015). For 
instance, human neonates associate approximate numerical 
magnitude with spatial length (de Hevia et al, 2014), an 
early disposition that may support the acquisition of more 
precise mappings between exact numbers and spatial 
locations (i.e. the MNL). These early dispositions are 
elaborated considerably by cultural experience, with cross-
cultural variability in the MNL’s orientation (Shaki et al, 
2009), whether the number-space mapping is linear or 

logarithmic (Dehaene et al, 2008), and even whether the 
MNL exists at all (Núñez & Wassman, 2012). For instance, 
while Western adults typically exhibit a left-to-right MNL, 
Arabic-speaking Palestinians exhibit a right-to-left MNL 
(Shaki et al, 2009). Thus, beyond any innate biases, culture-
specific aspects of the MNL propagate and stabilize within 
communities. This cultural elaboration requires explanation. 

How this happens, however, is poorly understood. 
Language is one possible mechanism. Many languages, like 
English, place numbers in vertical space (e.g. “high [/low] 
number”). But language can’t be the whole story. There are 
no known uses of horizontal spatial language or 
distinctively linear versus logarithmic language to refer to 
number. In neither English nor Arabic, for instance, are 
numbers described using the words for left and right. Other 
proposed mechanisms include writing direction (Shaki et al, 
2009), finger-counting routines (Bender & Beller, 2012; 
Fischer, 2008), experience with technical artifacts (Siegler 
& Ramani, 2009), and formal education in topics like 
measurement (Dehaene et al, 2008). There is correlational 
evidence in favor of each proposed mechanism, but 
determining distinct causal contributions has proven 
challenging, in part because the mechanisms are correlated 
with one another and other cultural variables.  

One cultural activity that has not been considered in this 
debate is co-speech gesture, communicative bodily 
movements produced spontaneously by speakers in all 
cultures (McNeill, 1992). This may be because—compared 
to more stable aspects of culture like artifacts or writing—
gesture is transient and thus less likely to be noticed or, 
when noticed, harder to measure. But there are reasons to 
suspect that gesture might play a critical role in propagating 
and perpetuating the MNL. Both novices and experts 
gesture when talking about mathematics, and these gestures 
can reveal spatial intuitions that are absent from speech 
(Goldin-Meadow & Beilock, 2010; Marghetis & Núñez, 
2013). Moreover, oriented, culture-specific associations 
between number and location emerge in children as young 
as four years old (Opfer et al, 2010; Hoffman et al, 2013), 
which means that cultural influences on the MNL begin 
before formal education, literacy, or mastery of artifacts like 
physical number-lines. But not before gesture starts to shape 
development (Rowe & Goldin-Meadow, 2009). Gestures 
about number, in particular, appear early: Two-year-old 
children and their caregivers produce numerical gestures 
spontaneously during play (Lee et al, 2014).  

Critically, cross-cultural differences in the 
conceptualization of abstract concepts often covary with 
differences in gesture. Americans, for instance, think and 
talk about the future as ahead of them, and also point 
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forward when talking about the future, while the Aymara 
people of the Andes place the future behind them in 
language, thought, and gesture (Núñez & Cooperrider, 
2013). Numerical gestures similarly vary cross-culturally. 
The Oksapmin people of Papua New Guinea indicate exact 
numbers by pointing to locations along a body-based path 
that runs hand-to-hand (e.g., right thumb for one, left ear for 
sixteen), though individuals differ in the orientation of this 
system (i.e., left-to-right or right-to-left) (Saxe, 2014).  

By contrast, when Americans talk about arithmetic, they 
gesture spontaneously in ways that reflect complementary 
spatial conceptualizations of number: as if numbers are 
locations along a horizontal path or, alternatively, as if 
numbers are collections of objects (Fig. 1; cf. Núñez & 
Marghetis, 2013). Path gestures represent numbers by 
pointing to locations along a horizontal axis in front of the 
speaker—smaller numbers to the left, larger numbers to the 
right (Fig. 1A). Collection gestures represent numbers as 
volumes in space, using either single-handed grasping 
gestures or, for larger numbers, two-handed gestures that 
delimit larger regions (Fig. 1B). These two kinds of gesture 
thus represent number in complementary ways. 

Given the structural similarity between “Path” gestures 
and the MNL (e.g. both involve mapping numbers to 
locations along a path), these gestures may reflect gesturers’ 
path-based understanding of number, that is, their MNL. 
Could these Path gestures not only reflect but actively shape 
the MNL? Along with other primates, humans imitate and 
learn from others’ actions (Tomasello, 2014), but humans 
may be unique in acquiring gesture through social learning 
(Halina et al, 2013). Gesture systems are, among other 
things, repositories of culture-specific understandings of 
abstract concepts. The spread of gestures and their 
associated meanings may thus disseminate abstract concepts 
within human communities (Sperber, 1996), a process we 
call “gestural contagion.” In several experiments, we asked 
whether gestural contagion contributes to propagating and 
perpetuating the MNL.  

 
 
Fig. 1: When Americans talk about number, they gesture 
spontaneously as if numbers are either locations along a 
path or collections of objects. We created pairs of videos 
(n=8) that had identical audio but different gestures: Path 
(top) or Collection (bottom). Gestures were modeled after 
naturally occurring co-speech numerical gestures. The 

same video stimuli were used in all experiments. Here, the 
speaker produces a gesture for each addend and their sum; 
boldface indicates lexical affiliates.  

Study 1: Reproducing gesture shapes the MNL 
Since gestures, acquired through imitation, can shape the 
gesturer’s own mental representations (Goldin-Meadow & 
Beilock, 2010), we first investigated whether imitating 
culture-specific gestures might shape one’s own MNL. If 
observing and imitating numerical gestures shapes 
gesturers’ own conceptualization of number, then 
participants should exhibit a more pronounced left-to-right 
MNL after reproducing left-to-right Path gestures. 

Participants 
Native-English-speaking adults from UC San Diego 
participated in exchange for partial course credit (n = 50, 
Mage = 21 years). In all three studies, we determined sample 
sizes in advance. For Study 1, sample size was determined 
on the basis of similar studies on the plasticity of the MNL 
(e.g. n = 44 in Fischer et al, 2010). All procedures were 
approved by UC San Diego’s Institutional Review Board.  

Materials  
We created sixteen brief video clips, two for each of eight 
mathematical facts (e.g. 4 + 3 = 7; 8 – 6 = 2; 4 > 1). In each 
video clip, a man—depicted from the neck down—was 
heard stating a mathematical fact (e.g. “Four plus three 
equals seven.”) and accompanied his speech with either 
Path or Collection gestures (Fig. 1A). To create the videos, 
we first audio-recorded the man stating the eight 
mathematical facts. Then, for each recorded fact, we made 
two video-recordings: one in which the man produced 
naturalistic Path gestures in time with the pre-recorded 
speech, and another in which he produced naturalistic 
Collection gestures. These two video-recordings were then 
combined with the pre-recorded audio to create eight pairs 
of video files. Paired videos thus had identical audio1 but 
contrasted in co-speech gesture (i.e. Path vs. Collection), 
allowing us to control for any differences in speech.  

Procedure2 
In a between-subjects design, participants completed two 
tasks: an initial Gesture Imitation task in which they 
reproduced either Path or Collection gestures, followed by a 
standard Number Comparison task designed to measure 
associations between numbers and lateral space, i.e. the 
SNARC effect (Dehaene et al, 1993).  

Gesture Imitation task: Participants viewed either Path 
or Collection video clips (see Materials, above) and 
reproduced the clips’ speech and gesture. The type of 
gesture (Path vs. Collection) was manipulated between-

                                                             
1To minimize incongruity between cross-spliced audio and video, 
the speaker’s throat and mouth were kept outside the video frame. 
2In all three studies, we report how we determined all sample sizes, 
exclusions, manipulations, and measures (Simmons et al, 2012). 

Path 
gesture

Collection 
gesture

“Four plus five equals nine.”
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subjects and assigned randomly. In each trial, the 
experimenter played a video clip once and then asked the 
participant to reproduce exactly the speech and gesture. 
Participants were given the opportunity to re-watch each 
video until they were able to reproduce both speech and 
gesture. Since our hypothesis was about the impact of the 
specific gestures in the videos, participants were reminded 
to reproduce everything that happened in the video 
whenever they made errors. One block consisted of viewing 
and reproducing all eight Path or Collection videos. 
Participants completed four blocks—always with the same 
type of gesture—for a total of thirty-two trials.  

Number Comparison task: Participants judged whether 
positive integers (1 to 9, inclusive) were greater or less than 
5, a replication of the classic SNARC paradigm (Dehaene et 
al, 1993). Each trial began with a fixation cross in the center 
of a computer monitor, replaced after 1000ms by an Arabic 
numeral between 1 and 9 (excluding 5). Participants had up 
to 3000ms to respond by pressing one of two buttons on a 
serial response box: the leftmost button with their left index 
finger or the rightmost button with their right index finger. 
Participants completed two blocks, each of which began 
with eight practice trials (one for each numeral) followed by 
eighty experimental trials (ten for each numeral); trial order 
was randomized within blocks. Critically, we manipulated, 
between blocks, the mapping between responses (greater vs. 
less than 5) and spatial location (left vs right). Thus, e.g., in 
response to numbers less than five, participants had to 
respond on the left in one block and on the right in the other. 
Block order was counterbalanced between subjects. If a 
participant had a canonical left-to-right mental number-line, 
therefore, they would be faster to categorize smaller 
numbers when responding on the left, and faster to 
categorize larger numbers on the right. We measured 
accuracy and reaction time. 

Results 
Two participants were removed for poor accuracy (< 80%). 
Accuracy was high among remaining participants (M = 
94.8%, 95% CI [93.6, 96.1]). Before analyzing reaction 
times, we removed incorrect responses (5.2% of trials), 
followed by responses that were either faster than 275ms or 
slower than three standard deviations above the participant’s 
condition mean (2.3% of trials).  

Reaction times were analyzed in a 2x2x4 mixed-design 
ANOVA, with Gesture Type (Path vs. Collection) as a 
between-subjects factor, and Response (left vs. right) and 
Numerical Magnitude (1-2, 3-4, 6-7, or 8-9) as within-
subjects factors. Overall, participants exhibited a left-to-
right MNL, as revealed by a two-way interaction between 
Response and Numerical Magnitude (F(3,138) = 7.4, p = 
.0001). This was modulated, as predicted, by the type of 
gesture they had reproduced (F(3,138) = 3.17, p = .026).  

To quantify this effect, we calculated, for each participant 
and each number, the difference between mean left- and 
right-sided reaction times (dRT), and then regressed dRT 
against numerical magnitude. The magnitude of the 

regression slope (“SNARC coefficient,” β) indicates the 
strength of the number-space association; the slope’s sign 
indicates the association’s orientation (negative slopes 
indicate a left-to-right MNL). Participants in both conditions 
showed evidence of a canonical left-to-right MNL (βpath = -
17.5; βcollection = -4.5; Fig. 2A), but, as predicted, the MNL 
was far more pronounced after observing and reproducing 
Path gestures (t46 = -1.8, p = .036, one-tailed; Fig. 2B). 

In sum, imitating culture-specific gestures shaped 
gesturers’ MNL. Gesturing as though numbers were 
locations along a path caused participants to conceptualize 
numbers accordingly. 

 

 
Fig. 2: Effect of gesture on the MNL, as indexed by the 
SNARC effect. (A, C) In both studies, there was evidence 
overall of a left-to-right MNL (i.e. negative regression 
coefficient), but this was significantly more pronounced for 
Path gestures. Error lines and shaded regions indicate 
bootstrapped 95% confidence intervals. (B, D) In both 
studies, participants’ MNL, as indexed by SNARC 
regression coefficients (± SEM), was more pronounced in 
the Path gesture condition. 

Study 2: Gesture shapes interpretation of 
gesturers’ understanding  

We next investigated whether merely observing gestures, 
rather than imitating them, could propagate spatial 
understandings of number within a community. Since 
humans excel at inferring conspecifics' intentional states 
(Tomasello, 2014), observers might use a speaker’s gestures 
to discern their number understanding, thus becoming aware 
of spatial construals in circulation within the community. 
We tested this possibility in an online experiment.  

Participants 
Participants (n = 50), recruited from Amazon Mechanical 
Turk, were native-English speaking adults located in the 
USA and participated in exchange for payment. Sample size 
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was determined on the basis of similar studies on gesture 
and comprehension (e.g. n = 44, Kelly et al, 2010). 

Procedure 
Participants began by viewing all eight video clips from 
Study 1, with gesture (Path vs. Collection) assigned 
randomly between-subjects. Without mentioning gesture, 
we then asked participants to describe the speaker’s 
understanding of number. First, they were asked to describe, 
in a few sentences, the speaker’s “understanding of number 
and arithmetic.” Second, they were asked whether the 
speaker’s understanding was best captured by “numbers are 
like locations along a path” or “numbers are like collections 
of objects.” Lastly, as a manipulation check, participants 
were asked whether they had paid attention to the speaker’s 
gestures (every participant responded at least “maybe a 
little”) and were played two video clips and asked whether 
or not they recognized them (every participant was correct 
on either one or both of these clips). They finished by 
supplying demographic information (gender, age, ZIP code, 
education, primary occupation, languages spoken). No other 
measures were collected. 

Results 
To determine the “gist” of participants’ descriptions, we 
used an unsupervised machine learning technique, Latent 
Dirichlet Allocation (LDA). On the basis of the words in a 
set of texts (in this case, participants’ descriptions), LDA 
builds a generative model of latent topics discussed in the 
texts (Griffiths et al, 2007). Since participants were exposed 
to two ways of gesturing about number, we decided a priori 
to fit a model with two latent topics. 

One of the latent topics extracted by the model was 
associated with terms like “part,” “whole,” and “together,” 
and appeared to capture a collection-based understanding of 
number (e.g. “numbers as groups of things”). The other 
topic was associated with terms like “left” and “right,” and 
appeared to capture a path-based understanding (e.g. “sees 
them going from left to right”). As a measure of the gist of 
participants’ descriptions, we used the mean-centered 
posterior probability that each description dealt with the 
path-based (vs. collection-based) topic. A positive value of 
this measure thus indicates that the description was more 
path-related than average; a negative value indicates that the 
description was more collection-related than average. 

Critically, even though gesture had not been mentioned in 
any instructions, the gist of participants’ descriptions was 
shaped by the speaker’s gesture (Fig. 3A). There was a 
significant effect of gesture on participants’ interpretation of 
the gesturer’s conceptualization (p < .01, Mann-Whitney). If 
the speaker used Path gestures, descriptions of his 
understanding were more path-based overall (M = -0.12) 
and most participants (74%) gave a path-based description; 
if he used Collection gestures, descriptions were more 
collection-based (M = 0.20) and most participants (58%) 
gave collection-based descriptions. Indeed, when we asked 
participants whether the speaker’s conceptualization was 

best characterized in terms of “locations along a path” or 
“collections of objects,” their responses were shaped by his 
gesture (p < .001, Fisher’s exact; Fig. 3B), with most 
participants (71%) responding that he understood numbers 
as “locations along a path” if he had produced Path gestures 
(p = .03, binomial test), and most (80%) responding that he 
understood numbers as “collections of objects” if he had 
produced Collection gestures (p = .01).  

Numerical gestures, therefore, were meaningful for naïve 
observers, who spontaneously relied on them to infer the 
speaker’s spatial conceptualization of number. 

 
 

 
 
Fig. 3: Gesture shaped observers’ interpretation of 
speaker’s conceptualization of number (Study 2). (A) 
Participants spontaneously incorporated information from 
the speaker’s gesture into their descriptions of his 
conceptualization (p < .01). Positive values of gist indicate 
more collection-based descriptions; negative values, more 
path-based descriptions. Error lines indicate SEM. (B) 
When forced to decide whether the speaker conceptualized 
numbers as “locations along a path” or “collections of 
objects,” most participants chose the conceptualization that 
aligned with his gesture (p < .001). 
 

Study 3: Gesture observation shapes  
observer’s MNL 

Intersubjective coordination of thinking is a cornerstone of 
human culture (Tomasello, 2014). Study 3 thus investigated 
whether merely observing gestures not only sways 
observers’ inferences about the speaker’s understanding (as 
found in Study 2) but also shapes observers’ own MNL. As 
in Study 1, participants were exposed to prerecorded Path 
and Collection gestures, with one change: We directly 
manipulated whether participants reproduced the gestures 
actively or merely observed them passively.  

Participants 
Native-English-speaking adults from UCSD participated in 
exchange for partial course credit (n = 122, Mage = 21 years). 
An a priori power analysis found that a sample size of 116 
participants would have sufficient power (1-β > 0.95) to 
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replicate the effect from Study 1. We thus settled in advance 
on n = 124 or as close as possible by the end of the term. 

Procedure 
The design was identical to Study 1, with one exception: In 
the Gesture Imitation task, participants either had to 
reproduce speech and gesture both, as in Study 1, or had to 
reproduce speech alone, assigned randomly between 
subjects.3  

Results 
Four participants were removed for poor accuracy (< 80%). 
Accuracy was high among remaining participants (M = 
94.3%, 95% CI [93.9, 94.6]). As in Study 1, before 
analyzing reaction times, we removed incorrect responses 
(5.7% of trials), followed by those either faster than 275ms 
or slower than three SDs above participants’ condition mean 
(4.0%). Reaction times were analyzed in a mixed-design 
ANOVA, with Gesture Type (Path vs. Collection) and 
Gesture Reproduction (Reproduce vs. Observe) as between-
subjects factors, and Response (left vs. right) and Numerical 
Magnitude (1-2, 3-4, 6-7, or 8-9) as within-subjects factors.  

There was a significant overall left-to-right MNL (F(3,339) 
= 12.5, p << 0.001), once again influenced by whether 
participants were exposed to Path or Collection gestures 
(F(3,339) = 2.8, p = .038). Critically, this was unaffected by 
whether participants had reproduced rather than merely 
observed the gestures (all Fs < 1.72, all Ps > 0.19).  

Regression analyses, as in Study 1, confirmed the overall 
tendency of a left-to-right MNL in both gesture conditions 
(βpath = -10.0; βcollection = -3.9; Fig. 2C), along with a 
significant impact of gesture, such that participants in the 
Path condition had a more pronounced left-to-right MNL 
than in the Collection condition (t117 = -1.8, p = .04, one-
tailed; Fig. 2D). 

Moreover, gesture had a significant influence on the MNL 
even when only passively observed (F(3, 171) = 2.8, p = .04). 
Thus, gestures had a significant impact on the MNL even 
when merely observed passively. 

Finally, to confirm the causal influence of gesture across 
Studies 1 and 3, we constructed a linear mixed-effects 
model4 of individual SNARC coefficients. The model 
confirmed the causal influence of gesture on the MNL (p = 
.016), unmodulated by whether gestures were reproduced or 
observed (P = .68; Table 1).  
 

 
 
                                                             

3Afterwards, participants completed a pilot study on arithmetic 
(e.g. 4 + 3) and bisection (e.g. bisection 3 and 7) problems. These 
data are not analyzed here. No other measures were collected. 
4We used the maximal converging random effects structure: 
uncorrelated intercepts and slopes for both factors and their 
interaction. Models were fit using restricted maximum likelihood; 
we used Satterthwate's approximation to get p-values for parameter 
estimates. SNARC coefficients were standardized for each 
experiment to control for differences in sample populations.  

Table 1. Influences on the MNL (Studies 1 and 3) 
 

Predictor of SNARC effect Coef. SEM P(>|t|)  
Gesture (Path vs. Collection) –0.372 0.15 .02 
Reproduction (vs. Observation)   0.188 0.16 .24 
Gesture x Reproduction –0.134 0.32 .68 
Intercept   0.000 0.07 .99 
 
No. of observations (groups)      165 (2) 
Log-likelihood   –231.33 
 
Table 1. Effect of gesture content on the MNL (indexed by 
SNARC effect) in Studies 1 and 3. There was evidence 
overall of a left-to-right mental number-line (i.e. negative 
regression slope), but this was significantly more 
pronounced after exposure to Path gestures.  

General Discussion 
Previous research has found considerable cross-cultural 
variability in the mental number-line, often attributed to 
differences in writing practices, finger-counting, or formal 
education. Our findings suggest that co-speech gesture also 
plays a causal role in propagating and perpetuating the 
MNL. Imitating culture-specific numerical gestures 
impacted the gesturer’s MNL; observing those gestures 
helped the observer infer the speaker’s spatial understanding 
of number and influenced the observers’ own MNL, even 
when unmediated by gesture imitation. In humans, 
therefore, action imitation and interpretation appear to 
propagate not just culture-specific behaviors, as previously 
established by work on social learning of action (Tomasello, 
2014), but also culture-specific conceptualizations of 
abstract ideas (cf. Sperber, 1996).  

By taking advantage of within-culture variability in the 
gestural representation of number (Fig. 1), we were able to 
experimentally manipulate one aspect of culture while 
controlling for others, such as literacy, language, or formal 
education. These other factors, however, may also shape the 
spatial conceptualization of number, with multiple 
mechanisms operating over disparate timescales to 
reproduce an interpersonally-shared MNL. Artifacts like 
graphs and practices like literacy, for instance, are enduring 
cultural influences that can stabilize the MNL on an 
historical timescale. The specific contribution of gesture 
may derive from its combination of flexibility and 
conventionality. Spatial-numerical associations, while stable 
at the population-level, are highly flexible within 
individuals (e.g., Fischer et al, 2010). Gesture may regiment 
individuals’ flexible conceptualizations, aligning numerical 
intuitions within a community to maintain socially 
coordinated thinking. It remains to be seen whether gestural 
contagion could spread the MNL to communities that lack 
the concept entirely (Núñez et al, 2012) or reverse the MNL 
in communities where it already exists (Shaki et al, 2009; 
Fischer, 2008).  

1510



The mental number-line spreads by gestural contagion 6 

If non-human primates acquire complex behaviors but not 
gestures through social learning (Halina Rossano, & 
Tomasello, 2013), gestural contagion may be a uniquely 
human mechanism for cultural transmission, particularly of 
space-related domains. Cultures differ in how they talk and 
think about abstract concepts like time, social relations, and 
even space itself, and these culture-specific understandings 
are often expressed in gesture (Núñez & Cooperrider, 2013; 
Enfield, 2005; Levinson, 2003). Thus, differences in 
multimodal communication may not only reflect but 
actively drive cross-cultural differences in abstract thought, 
including but not limited to the MNL. Across a variety of 
conceptual domains, cultural knowledge may be propagated 
and entrenched through gestural contagion.   
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Abstract

In decisions from experience (DFE), people sample from two
or more lotteries prior to making a consequential choice. Al-
though existing models can account for how sampled expe-
riences relate to choice, they don’t explain decisions about
how to search (in particular, when to stop sampling informa-
tion). We propose that both choice and search behavior in
this context can be understood as a sequential sampling pro-
cess whereby decision makers sequentially accumulate out-
come information from each option to form a preference for
one alternative over the other. We formalize this process in
a new model, Choice from Accumulated Samples of Experi-
ence (CHASE). The model provides a good account of choice
behavior and goes beyond existing models by explaining vari-
ations in sample size under different task conditions. This
approach offers a process-level framework for understanding
how interactions between the choice environment and proper-
ties of the decision maker give rise to decisions from experi-
ence. Keywords: decisions from experience; sequential sam-
pling; decision field theory

How do people decide between options whose values are
uncertain? One common recourse is to obtain more informa-
tion prior to making a choice. For example, before buying
a car, one might test drive vehicles from different manufac-
turers, consult friends for their opinions, or even lease a car
for a year. The individual decision maker can often control
both the amount and source of experiences with available op-
tions prior to making a choice. When people play such an
active role in information gathering, their knowledge of al-
ternative options, and their ultimate choice between them, di-
rectly depends on how they explored during learning. As a re-
sult, a long-standing question for researchers, policy-makers,
and marketers alike has been whether people collect the right
amount and kinds of information in order to make these deci-
sions from experience (DFE).

A common experimental tool for studying DFE is the sam-
pling paradigm, in which people decide how many outcomes
to observe from a set of gambles of uncertain value before
making a choice between them (Hertwig & Erev, 2009). Par-
ticipants collect information one sample at a time, where a
single sample is an outcome generated probabilistically from

an option according to some underlying distribution. For ex-
ample, one option may produce a reward of $3 every time it
is sampled, whereas a second, more risky, option produces
$4 in 80% of draws and $0 otherwise. In contrast to deci-
sions from description, in which the possible outcomes and
their probabilities are provided upfront to the decision maker,
in the sampling paradigm the participant learns about the op-
tions in a self-directed manner, deciding from which options
to sample and how many samples to draw.

A key question in DFE is how much information peo-
ple sample and how that experience influences their ultimate
choice. A primary measure of interest is the sample size, or
the number of draws taken prior to making a final choice. Pre-
vious work suggests that people tend to draw relatively few
samples, which can be an adaptive strategy given the structure
of the learning problem (Hertwig & Pleskac, 2010). How-
ever, small samples can also lead to predictable distortions in
the perceived value of options, such that rare outcomes are
underweighted relative to their objective probability (a rever-
sal of the overweighting typically observed in decisions from
description, resulting in what has been termed a description–
experience gap).

A number of models have been proposed to account for
DFE in the sampling paradigm (Erev et al., 2010; Gonzalez
& Dutt, 2011; Hau, Pleskac, Kiefer, & Hertwig, 2008). Al-
though these models are often quite successful at predicting
choices, a major limitation is that they do not account for how
people decide to terminate sampling. For example, a com-
mon assumption is that the number of samples collected is
determined by a single distribution that is independent of the
problem (e.g., Gonzalez & Dutt, 2011). However, in the sam-
pling paradigm and similar tasks, people adjust the amount
of information they collect depending on their goals or their
experience with the task. For example, sample size increases
when people experience higher variability in the outcomes
of an option (Lejarraga, Hertwig, & Gonzalez, 2012; Pachur
& Scheibehenne, 2012), when the decisions involve higher
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stakes (Hau et al., 2008), and when the cost of collecting in-
formation is low (Rapoport, 1969).

In this paper, we propose a new model — Choice from
Accumulated Samples of Experience (CHASE) — that mod-
els the sampling and choice process in DFE as a sequen-
tial sampling process. Sequential sampling models have
been widely applied to decision making tasks to under-
stand how information sampling interacts with cognitive pro-
cesses, giving rise to dynamic patterns in choices and stop-
ping times (Busemeyer & Townsend, 1993; Edwards, 1965;
Nosofsky & Palmeri, 1997; Ratcliff, 1978). The key princi-
ple of this class of models is that people sequentially accu-
mulate samples of evidence that favor one or another option.
Our model builds on the key assumption of decision field the-
ory (Busemeyer & Townsend, 1993; Diederich, 2003), which
is that the rate of evidence accumulation is tied to the proper-
ties of the option, defined both objectively (e.g., the variance
of outcomes) and in terms of the decision maker’s subjective
evaluation (e.g., encoding, attentional fluctuation, or differen-
tial weighting of gains vs. losses). However, our model dif-
fers from decision field theory in at least two respects. First,
it uses cumulative prospect theory (CPT; Tversky & Kahne-
man, 1992) to model the attentional and subjective evaluation
process. Second, it predicts the discrete number of samples
people draw rather than response times, such that evidence is
accumulated until a threshold level of preference is reached,
indicating the option to be chosen. Thus, this approach pro-
vides a framework within which variations in external choice
environments and individual decision makers can be related
to how much information they collect and which options they
ultimately choose. In this paper, we describe the CHASE
model, showing how it can capture the dependence of sam-
ple size and choice in the well-studied sampling paradigm.
We then apply the model to a number of existing datasets to
test hypotheses about the sampling and choice process and
their interrelationship.

Choice from Accumulated Samples of
Experience (CHASE) model

Sampling paradigm
In the sampling paradigm, each decision problem typically
involves a choice between two gambles H and L with higher
and lower expected values, respectively. The gambles typ-
ically offer a chance of obtaining outcome x with probabil-
ity q, otherwise y (x,q;y). Participants are not told about the
properties of the gambles, but can learn about their payoff dis-
tributions using a set of buttons. Pressing a button produces
a random draw from the respective gamble’s payoff distribu-
tion. Participants are instructed to draw as many samples as
they wish and only then decide from which distribution to
make a single draw resulting in a real payoff.

The CHASE model accounts for both choice and sample
size through their relationship to an underlying process of
preference formation. In contrast, most if not all existing
models of DFE focus on predicting final choices between

H and L alone, often by taking into account the statistics
of the experienced sample. However, choices (at the aggre-
gate level) can often be predicted with a high degree of accu-
racy without relying on observed sampling sequences (Erev
et al., 2010). Accordingly, we test the CHASE framework
with choice and sample size data, and we subsequently eval-
uate its ability to account for a number of existing findings in
the sampling paradigm. Regardless of whether we model ag-
gregate or individual-level data, one distinct advantage of our
approach is that the theory is specified analytically, allowing
us to fit the model with maximum likelihood estimation.

The model
According to the model, decisions are based on a preference
state representing the relative preference for gamble H over
gamble L. The preference state evolves over time via sam-
ples of valence information about the options, and a decision
is made as soon as the preference state exceeds a threshold
θ for one of the choice options. This threshold θ is adopted
by the respondents at the outset of a decision problem and
determines the preference level necessary to terminate sam-
pling and choose an option. The H option is chosen when the
preference reaches the threshold θ and the L option is chosen
when the preference reaches the threshold −θ. The thresh-
olds define a discrete state space of size m ranging from −θ

to θ representing different levels of preference.
We assume that when a sample is drawn from an option,

it is evaluated and compared with the mean valence for the
other option, and it is this relative valence that accumulates
over multiple sampling trials. This relative evaluation pro-
cess is characterized by the drift rate d, which is the average
trajectory that preference takes over time. In particular,

d =
VH −VL

c
√

σ2
, (1)

where VH and VL are the mean valences for each option, σ2 is
the variance of the valences, and c is a constant scaling factor
(for present purposes it is fixed to 2).

We model the subjective evaluation process with CPT,
thereby specifying the mean valence and variance in terms
of CPT’s utility and weighting function (Tversky & Kah-
neman, 1992). One advantage of this approach is that the
form of CPT’s probability weighting function and the asso-
ciated implications for choice have been of central interest
to experience-based decision research. Thus, as we will dis-
cuss later, the CHASE model provides a framework to model
the weighting function while controlling for different deci-
sion thresholds and other factors relevant to the sampling pro-
cess.

Due to the rank-dependent nature of CPT, the mean valence
of a gamble (x,q;y) for a set of gains x > y > 0 is

V = w(q)u(x)+ [w(1.0)−w(q)]u(y). (2)

For the corresponding functions for losses and mixed gam-
bles, refer to Tversky and Kahneman (1992). The utility func-
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tion u(x) follows the form of CPT with

u(x) =

{
xα, if x≥ 0,
−λ(−x)α, if x < 0,

(3)

where the parameter α defines the curvature of the utility
function for both gains and losses; λ determines the degree
of loss aversion.

The utilities of each outcome are multiplied by the proba-
bility weights, which are obtained for positive outcomes (i.e.,
gains) by transforming the decumulative probabilities with a
weighting function w. Following Prelec (1998), we use the
two-parameter function:

w(q) = exp(−δ(−ln q)γ)). (4)

The γ controls the curvature of the weighting function, which
determines the sensitivity to changes in probabilities. The δ

controls the elevation of the weighting function to produce
pessimistic or optimistic weights.

Finally, the variance of the valences σ2 is

σ
2 = s2

H + s2
L, (5)

where s2
H and s2

L are the perceived variance of each option,
which is equal to

s2 = w(q)[u(x)−V ]2 +[w(1.0)−w(q)][u(y)−V ]2. (6)

We model the change in preference resulting from sequen-
tial evaluations of samples as a birth–death chain in which
each observed outcome results in one of three effects: a tran-
sition up one state (preference in favor of the H option), a
transition down one state (preference in favor the L option),
or staying in the same state (no change) (Diederich & Buse-
meyer, 2003). These probabilities are given by

pi, j =


1−pstay

2 (1−d), for j− i =−1,
1−pstay

2 (1+d), for j− i =+1,
pstay, for j = i,
0, otherwise,

(7)

where the transition probability pi, j represents the probability
of moving from state i to state j.1 pstay is a free parameter that
dictates the probability of remaining in the same state. The
transition probabilities are represented in a transition proba-
bility matrix P. An example with θ = 2 and therefore a state
space of S = {−2,−1,0,+1,+2} is

P =

index 1 2 3 4 5
state −2 −1 0 +1 +2

1 −2 1 0 0 0 0
2 −1 p21 p22 p23 0 0
3 0 0 p32 p33 p34 0
4 +1 0 0 p43 p44 p45
5 +2 0 0 0 0 1

. (8)

1Equation 7 requires that the drift rate d (Equation 1) is bounded
by −1 and 1.

To calculate the predicted choice probability and sample
size distribution, we rearranged the transition matrix into the
following form:

P =

[
PI 0
R Q

]
, (9)

where PI is a 2×2 identity matrix (corresponding to absorb-
ing states θ and−θ), R is an (m−2)×2 matrix containing the
one-step probabilities of transitioning into an absorbing state,
and Q contains transition probabilities between transient (i.e.,
non-absorbing) states.

Finally, an initial distribution defined by the vector Z with
individual elements zi gives the probability of starting in each
transient state Si and can be used to model bias towards one
option or the other. However, when choice options are coded
as H and L (whose identities are not known to the learner), an
unbiased initial distribution is more appropriate. We assumed
that the initial state was distributed according to a normalized
exponential function of the distance from the state 0,

zi =
exp(−|Si|/τ)

∑
m−1
j=2 exp(−|S j|/τ)

(10)

for i = 2,3, ...,m−1, where τ is a temperature parameter con-
trolling how peaked the distribution is at state 0.

The probability of choosing the H or L option is

[P(H),P(L)] = Z · (I−Q)−1 ·R (11)

and the conditional probability of stopping at a particular
sample size n is defined by the first passage distribution

[P(N = n|H),P(N = n|L)] = Z ·Qn−1 ·R./[P(H),P(L)],
(12)

where the ./ denotes element-wise division. For derivations
of the choice probabilities and the first passage distribution,
see Busemeyer and Diederich (2010).

Model predictions
The CHASE model makes a number of predictions with re-
spect to the sampling paradigm and can capture qualitative
effects on sample size that have previously been reported.
For instance, people tend to sample longer when faced with
gambles with high variance (Lejarraga et al., 2012; Pachur &
Scheibehenne, 2012). This is predicted by the model because
the drift rate decreases with increasing variance (see Equation
1), causing the process to take longer to reach a fixed thresh-
old relative to low variance options. Similarly, increased sam-
ple sizes in the face of potential losses (Lejarraga et al., 2012)
could be accounted for by a decrease in the drift rate with in-
creased loss aversion (Equation 3).

By virtue of the weighting function in Equation 4, the
model may also be used to examine a long-standing question
in DFE research: To what extent is a distortion of objective
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Figure 1: Left: Proportion choosing the H option and model prediction across 60 problems in the TPT estimation (top) and
competition (bottom) datasets. Problems are divided by domain (gains, losses, and mixed gambles). Right: Quantiles of
observed (gray) and predicted (black) sample size distributions.

probabilities (particularly with respect to rare outcomes) re-
lated to not only choice behavior (Fox & Hadar, 2006; Her-
twig et al., 2004) but also decreased sample sizes (as would be
predicted if such distortion decreases the perceived variance
of the options)? In addition, like other sequential sampling
models of decision making, the model can account for speed–
accuracy tradeoffs by assuming that the decision threshold
can vary according to the decision maker’s goals or other fea-
tures of the task. For example, a person may adopt a higher
threshold when greater rewards are at stake, leading to larger
sample sizes and potentially a higher likelihood of choosing
the better option.

As a first step toward evaluating these predictions, we fit-
ted the model at an aggregate level to several existing datasets
and tested whether it can account for both the observed choice
proportions and distributions of sample sizes. First, using
data from the Technion Prediction Tournament (Erev et al.,
2010), we tested the model on a relatively heterogeneous set
of choice problems, including a large proportion of prob-
lems involving rare outcomes. Second, we examined whether
changes in behavior resulting from a manipulation of the
magnitude of rewards (Hau et al., 2008), an effect that ex-
isting models are unable to explain, can be accounted for by
differences in decision thresholds under the CHASE model.

Fitting datasets from the sampling paradigm
Technion Prediction Tournament (TPT)
Erev et al. (2010) conducted a modeling tournament with two
datasets that were collected using the sampling paradigm: (1)

an estimation set used to fit models, and (2) a competition
set that was then used to evaluate the models’ ability to pre-
dict choices in a different group of problems. Each dataset
contained 60 problems, with 20 problems each in the loss,
gain, and mixed domains. Each individual problem involved
a choice between a safe option with a single outcome and a
risky option with two possible outcomes. Problems in both
datasets were created using the same algorithm by randomly
generating outcomes and probabilities, with the constraint
that two-thirds of the risky options involved a rare outcome
(q < .1 or q > .9).

Given that the TPT data has been used to evaluate a wide
variety of models (Erev et al., 2010; Gonzalez & Dutt, 2011),
it serves as a useful benchmark to validate the CHASE model
on a representative dataset in the sampling paradigm. We fol-
lowed the same approach as in Erev et al. (2010) to fit the
model using the estimation set and then evaluate its predic-
tions for the competition dataset. Importantly, however, the
CHASE model was fitted to maximize the joint likelihood of

Table 1: BIC scores from model fitting
TPT Hau et al. (2008)

Utility Weighting Estimation set Exp. 1 Exp. 2

− − 9282 1954 2504
− + 9183 1906 2496
+ − 9280 1907 2498
+ + 9200 1915 2507

Note: A ‘+’ indicates that the corresponding function’s parameters
were fit in the model, otherwise they were fixed at 1.
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Figure 2: Choice proportions and sample size distributions (averaged across six problems) for best-fitting models compared
with data from Hau et al. (2008).

both choices and sample sizes across all problems. This dis-
tinguishes the current approach from other models that use a
fixed sample size distribution as the basis for predictions and
that are fit to choice data alone.

A combination of grid search (for the discrete θ pa-
rameter) and numerical optimization (Nelder–Mead, for all
other parameters) was used to find the parameter values
that maximized the log-likelihood of the data under a given
model (summed across all observations). We compared four
CHASE models derived from a factorial combination of the
utility and weighting functions described above, and used the
Bayesian information criterion (BIC) to assess model fit (see
Table 1). The parameter values of the best-fitting model are
shown in Table 2. The best-fitting model included nonlin-
ear probability weighting (γ = 1.4, δ = 1) but a linear utility
function, and high variability in the starting position (τ = 40,
the upper limit used in fitting, indicating a flat initial distribu-
tion), for a total of five free parameters. Note that the best-
fitting value of γ = 1.4 corresponds to a probability weighting
function with underweighting of low probabilities and over-
weighting of high probabilities.

The choice proportions and sample size distributions for
the best-fitting model are shown in Figure 1. For the purposes
of comparison against existing models, for choice proportions
we computed the mean-squared deviation MSD, Pearson cor-
relation r, and proportion of agreement Pagree (proportion of
problems in which the model assigns the more frequently
observed choice a probability higher than .5). The model
was highly accurate for the estimation dataset (Pagree = .94,
r = .88, MSD = .019) and was comparable to other top mod-
els in the tournament. For the competition dataset, the results
were Pagree = .9, r = .68, MSD = .022. Relative to the top

Table 2: Best-fitting parameter estimates
TPT Hau, Exp 1. Hau, Exp 2.

Choice threshold θ 2 3 5
Start point variability τ 40 40 2.46
Probability of staying (pstay) .68 .49 .46
Weighting function γ 1.41 1.15 .92
Weighting function δ 1 1.61 1.30

models from the tournament (some of which had many more
free parameters), the CHASE model resulted in slightly lower
r and MSD values, but a higher Pagree than any of the reported
models (Pagree = .83 for the winner of the tournament).

Thus, the CHASE model can account for choices in a large,
representative set of DFE problems, is competitive with other
models when predicting performance on an independent test
set, and can also capture the sample size distributions in both
datasets. The best model demonstrates the influence of sam-
pling error on choices, which is sensible given the high pro-
portion of problems in these datasets that involved rare out-
comes unlikely to be experienced with small numbers of sam-
ples. Together with this underweighting of low-probability
outcomes, a simple preference accumulation process can ac-
count for both the observed distribution of sample sizes as
well as variability in choice proportions across problems.

Accounting for longer search under higher stakes
Although a number of existing models perform well on the
TPT datasets, they all lack a mechanism that can account for
changes in sample size distributions. As such, they cannot
explain variations in sample size that occur due to manipula-
tions of instructions, the structure of the option environment,
or properties of the individual decision maker.

One such effect was reported in a study by Hau et al.
(2008), whereby a manipulation of reward magnitude (by a
factor of 10) from Experiment 1 to Experiment 2 was asso-
ciated with an increase in sample size. A single set of prob-
lems was used in both experiments (see Table 3), where each
gamble involved a nonzero outcome that occurred with prob-
ability q (and zero otherwise). Three problems (3, 5, and 6)

Table 3: Six problems used in Hau et al. (2008)
Decision problem xH qH xL qL

1 4 0.8 3 1
2 4 0.2 3 0.25
3 −3 1 −32 0.1
4 −3 1 −4 0.8
5 32 0.1 3 1
6 32 0.025 3 0.25
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involved a large outcome that was relatively rare (q ≤ .1).
Whereas people’s choices in Experiment 1 were consistent
with underweighting of these rare outcomes, in Experiment 2
people were more likely to choose the H option in those same
problems.

According to the CHASE model, these changes are pre-
dicted to occur if people adopt a higher decision threshold
when larger rewards are at stake. To evaluate whether a dif-
ference in thresholds can account for this pattern, we fitted
the model separately to each experiment using the same pro-
cedure as above. As in the TPT datasets, the best-fitting
model according to BIC included parameters for the prob-
ability weighting function only (Table 1). Most importantly,
the best-fitting values for the decision threshold θ differed be-
tween the two experiments as expected, with participants in
Experiment 2 best described by a higher threshold. The mod-
els successfully capture the overall shift in the distribution of
sample sizes as well as a higher proportion of H choices in
those problems involving rare outcomes (Figure 2).

Discussion
The sampling paradigm has become a useful tool for study-
ing how people learn about uncertain options prior to making
a choice, and how the dynamics of sequential experience can
lead to different choices than those made in description-based
settings. However, there are no existing theories that account
for these dynamics, particularly with respect to how long peo-
ple decide to explore. A principal advantage of the CHASE
model is that it offers a framework for predicting both sam-
ple size and choice across a wide range of conditions in this
paradigm, as well as a way to interpret such variation in terms
of psychological processes related to the evaluation of ob-
served outcomes and comparison of those outcomes against
decision thresholds.

Future work will compare the predictions of the model
against alternative theories of how people make choices in
this task. Although existing models do not account for sam-
ple size in general, they are capable of achieving high accu-
racy in terms of choice data alone, suggesting that the TPT
datasets may not be diagnostic as to the underlying processes
involved in making experience-based choice. One important
goal is to expand the modeling framework presented here to
compare the role of alternative stopping and preference pro-
cesses in predicting behavior, both at the aggregate level and
for individual participants.

References
Busemeyer, J. R., & Diederich, A. (2010). Cognitive model-

ing. Thousand Oaks, CA: SAGE Publications.
Busemeyer, J. R., & Townsend, J. T. (1993). Decision field

theory: a dynamic-cognitive approach to decision mak-
ing in an uncertain environment. Psychological review,
100(3), 432.

Diederich, A. (2003). Decision making under conflict: De-
cision time as a measure of conflict strength. Psycho-
nomic bulletin & review, 10(1), 167–176.

Diederich, A., & Busemeyer, J. R. (2003). Simple matrix
methods for analyzing diffusion models of choice prob-
ability, choice response time, and simple response time.
Journal of Mathematical Psychology, 47(3), 304–322.

Edwards, W. (1965). Optimal strategies for seeking informa-
tion - models for statistics, choice reaction-times, and
human information-processing. Journal of Mathemati-
cal Psychology, 2(2), 312-329.

Erev, I., Ert, E., Roth, A. E., Haruvy, E., Herzog, S. M., Hau,
R., . . . Lebiere, C. (2010). A choice prediction compe-
tition: Choices from experience and from description.
Journal of Behavioral Decision Making, 23(1), 15–47.

Fox, C. R., & Hadar, L. (2006). Decisions from experience =
sampling error + prospect theory: Reconsidering Her-
twig, Barron, Weber & Erev (2004). Judgment and De-
cision Making, 1(2), 159–161.

Gonzalez, C., & Dutt, V. (2011). Instance-based learning:
Integrating sampling and repeated decisions from ex-
perience. Psychological Review, 118(4), 523.

Hau, R., Pleskac, T. J., Kiefer, J., & Hertwig, R. (2008). The
description–experience gap in risky choice: The role of
sample size and experienced probabilities. Journal of
Behavioral Decision Making, 21(5), 493–518.

Hertwig, R., Barron, G., Weber, E., & Erev, I. (2004). De-
cisions from experience and the effect of rare events in
risky choice. Psychological Science, 15(8), 534.

Hertwig, R., & Erev, I. (2009). The description-experience
gap in risky choice. Trends in cognitive sciences,
13(12), 517–523.

Hertwig, R., & Pleskac, T. J. (2010). Decisions from expe-
rience: Why small samples? Cognition, 115(2), 225–
237.

Lejarraga, T., Hertwig, R., & Gonzalez, C. (2012). How
choice ecology influences search in decisions from ex-
perience. Cognition, 124(3), 334–342.

Nosofsky, R., & Palmeri, T. (1997). An exemplar-based ran-
dom walk model of speeded classification. Psycholog-
ical Review, 104(2), 266–300.

Pachur, T., & Scheibehenne, B. (2012). Constructing prefer-
ence from experience: The endowment effect reflected
in external information search. Journal of Experimen-
tal Psychology: Learning, Memory, and Cognition,
38(4), 1108.

Prelec, D. (1998). The probability weighting function.
Econometrica, 497–527.

Rapoport, A. (1969). Effects of observation cost on sequen-
tial search behavior. Perception & Psychophysics, 6(4),
234–240.

Ratcliff, R. (1978). A theory of memory retrieval. Psycho-
logical review, 85(2), 59.

Tversky, A., & Kahneman, D. (1992). Advances in prospect
theory: Cumulative representation of uncertainty. Jour-
nal of Risk and uncertainty, 5(4), 297–323.

1517



 

Both Symbolic and Embodied Representations Contribute to Spatial Language 

Processing; Evidence from Younger and Older Adults 
 

Ioanna Markostamou (i.markostamou@uea.ac.uk)  
School of Psychology, University of East Anglia 

Norwich, NR4 7TJ, UK 
 

Kenny Coventry (k.coventry@uea.ac.uk)  
School of Psychology, University of East Anglia 

Norwich, NR4 7TJ, UK 

 

Chris Fox (chris.fox@uea.ac.uk)  
Medical School, University of East Anglia 

Norwich, NR4 7TJ, UK 

 

Lynn McInnes (lynn.mcinnes@northumbria.ac.uk)  
School of Psychology, Northumbria University of Newcastle 

Newcastle upon Tyne, NE1 8ST, UK 
 

 

Abstract 

Building on earlier neuropsychological work, we adopted a 
novel individual differences approach to examine the 
relationship between spatial language and a wide range of 
both verbal and nonverbal abilities. Three new measures were 
developed for the assessment of spatial language processing: 
spatial naming, spatial verbal memory, and verbal 
comprehension in spatial perspective taking. Results from a 
sample of young adults revealed significant correlations 
between performance on the spatial language tasks and 
performance on both the analogous (non-spatial) verbal 
measures as well as on the (non-verbal) visual-spatial 
measures. Visual-spatial abilities, however, were more 
predictive of spatial language processing than verbal abilities. 
Furthermore, results from a sample of older adults revealed 
impairments in visual-spatial tasks and on spatial verbal 
memory. The results support dual process accounts of 
meaning, and provide further evidence of the close connection 
between the language of space and non-linguistic visual-
spatial cognition. 

Keywords: Spatial Language; Embodied Cognition; Visual-
Spatial Abilities; Ageing 

Introduction 

Our ability to use words to refer to physical entities and 

relationships (e.g., spatial relations) is vital for managing 

everyday activities and constitutes a core part of human 

linguistic communication. The nature of the relationship 

between language and the physical world has been a major 

subject in cognitive science, leading to two approaches; 

distributional models suggest that the meaning of a word is 

based on how it is used within a language (Griffiths, 

Steyvers, & Tenenbaum, 2007) whereas embodied 

approaches propose that semantic representation is acquired 

through experiencing and acting in the physical world 

(Barsalou, 1999; Zwaan, 2004). 

It has been suggested that experiential data are linked to 

concrete terms from the physical world (e.g., tree), whereas 

distributional models better describe rather abstract 

representations (e.g., freedom; Andrews, Vigliocco, & 

Vinson, 2009). Spatial language, however, forms a natural 

linkage between linguistic and perceptual representations. 

Previous research has revealed a strong connection between 

linguistic and non-linguistic representations of space, across 

behavioural (e.g., Coventry, Griffiths, & Hamilton, 2014; 

Hayward & Tarr, 1995), cross-linguistic (e.g., Munnich, 

Landau, & Dosher, 2001), and neuroimaging (e.g., 

Noordzij, Neggers, Ramsey, & Postma, 2008) 

investigations. On the other hand, evidence from studies 

with atypical populations suggests that these two types of 

representation are more distantly related. For example, there 

have been reports of relatively preserved aspects of spatial 

language production in descriptions of motion events in 

children with William’s syndrome, a neurodevelopmental 

condition characterized by deficits in spatial cognition 

(Landau & Zukowski, 2011). Furthermore, lesion studies 

have reported a double dissociation between spatial 

language and spatial abilities (Tranel & Kemmerer, 2004), 

suggesting that the meanings of spatial words are language-

specific semantic structures which are to some extent 

independent from the nonlinguistic perceptual 

representation (Kemmerer & Tranel, 2000).  

Data exists to support both symbolic and grounded 

theories of meaning, however, seldom have these competing 

approaches been considered simultaneously within the same 

paradigm. Some researchers are currently adopting an 

integrative view according to which language processing 

involves both symbolic and embodied representations 

(Andrews et al., 2009). Connell and Lynott (2010) propose 

an embodied conceptual combination model in which a 

representation of knowledge integrates both linguistic 
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distributional information and situated simulation. Evidence 

from neuroscience also supports these hybrid accounts. 

Accumulated findings yield shared neuronal circuits 

between language and sensorimotor brain systems during 

semantic learning of action- or perception-related words, but 

common neuronal grounds have also been identified during 

the processing of abstract words (Pulvermüller, 2012).  

In this study we adopt a novel approach to investigate 

whether spatial language (i.e., the use of words describing 

spatial relations) is related to verbal vs nonverbal 

visuospatial abilities or to both of them. This approach may 

help us identify the relative extent to which each account 

(symbolic vs grounded) contributes to spatial language 

production, comprehension, and memory. Additionally, 

taking into account the well-described age-related changes 

in visuospatial cognition (Klencklen, Després, & Dufour, 

2012), we further examine whether spatial language abilities 

change in ageing. A simultaneous change in both spatial 

language and non-verbal visuospatial abilities in older 

adults would be suggestive of a close relation between these 

two types of cognition.   

 

Methods  

Participants  

Thirty-four healthy young adults (18-28 years old; 18 

female) were recruited from the University of East Anglia 

community, and 34 healthy older adults (61-81 years old; 18 

female) were recruited from the local community. 

Participants gave informed consent and received course 

credits or monetary compensation for participation. 

Participants who were non-English speakers and had a 

neurological and/or psychiatric diagnosis or a learning 

disability were excluded from the study. Testing took place 

on an individual basis in one session lasting approximately 

2 hours (including breaks when needed).  

Measures   

All participants were tested on an extended battery of well-

established neuropsychological tests assessing different 

aspects of cognition. For the assessment of verbal abilities 

the following tests were administered: the Boston Naming 

Test (Kaplan, Goodglass, & Weintraub, 2001) was used as a 

measure of confrontation naming; the Logical Memory 

subscale (immediate and delayed recall) from the Wechsler 

Memory Scale (Fourth Edition UK; Wechsler, 2010) was 

used to assess verbal memory; verbal intelligence was 

assessed with the Mill Hill Vocabulary Test (Raven, 1981). 

For the assessment of visual-spatial abilities the following 

tests were used: the Hooper Visual Organization Test 

(Hooper, 1983); the Mental Rotation Task (Shepard & 

Metzler, 1971); the Rey-Osterrieth Complex Figure Test 

(immediate and delayed recall; Osterrieth, 1944) was used 

to assess visuospatial memory; nonlinguistic visuospatial 

intelligence was assessed with the Matrix Reasoning 

subscale from the Wechsler Adult Intelligence Scale (Fourth 

Edition UK; Wechsler, 2010). For a detailed description of 

the measures see Lezak, Howieson, Bigler, & Tranel (2012). 

In order to assess spatial language processing, we developed 

three new tasks described below.  

 

Spatial Naming Test.  We developed the Spatial Naming 

Test in order to assess confrontational naming abilities 

specifically for static and dynamic spatial relations, as an 

analog of the Boston Naming Test (Kaplan et al., 2001). 

The stimuli consisted of thirty line drawn pictures of simple 

geometrical shapes (Figure 1), and in particular a red ball as 

the located object and an open cube as the reference object 

(or more cubes when necessary, as in cases of between, in 

the middle, among). Black balls were also depicted in order 

to create a set of different spatial relationships in an attempt 

to elicit the most suitable response for the target spatial 

relation in a way that is distinguishable from the non-target 

relations. Geometrical shapes were deliberately chosen 

instead of everyday concrete objects in order to avoid biased 

responses based on typical descriptions of commonly 

encountered spatial relationships (e.g., ‘The cat is on the 

mat’ or ‘The apple is in the bowl’). Each picture was 

intended to correspond to a single English spatial 

preposition, although in some cases more than one 

preposition was appropriate (e.g., under, underneath, 

below). Spatial prepositions were divided into two main 

categories – locative/relational (15 items; see Figure 1, 

samples A and B) and directional (15 items; see Figure 1, 

samples C and D). Locative/relational prepositions are used 

for static spatial relationships that describe the location of 

one object in relation to another, whereas directional 

prepositions are used in dynamic spatial relationships to 

describe a change of position (Coventry & Garrod, 2004). 

 

 

 
 

Figure 1: Stimuli samples of the Spatial Naming Test 

(A: near; B: on; C; into; D: through). 
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Participants were given one locative/relational example 

and one directional, based on a viewer-centred frame of 

reference. Next, they were asked to similarly name as 

accurately as possible the location of the red ball in relation 

to the cube in a way that it was differentiated from the black 

balls’ location. Optimal responses were scored one point, 

whereas a less accurate but not incorrect response was 

scored as a half point. 

 

Spatial Verbal Memory. Two novel stories were 

developed, containing spatial information in an egocentric 

(e.g., When he saw the Blue Lake in front of him, he turned 

left) or an allocentric (e.g., The Gardens are nearby, located 

to the left of the City Hall) frame of reference, respectively. 

Each story contained 25 semantic units, similarly to the 

Logical Memory subscale of the Wechsler Memory Scale 

(Wechsler, 2010), 10 of which provided spatial information. 

Participants were asked to repeat each story immediately 

and after a 30 min delay.  

 

Verbal Comprehension in Spatial Perspective Taking.  

The VCSPT task was developed to assess verbal 

comprehension under the absolute (environment-centred) 

frame of reference (also see Levinson, 2003). The apparatus 

consisted of a central circular board, on which the reference 

object (a glass) was placed, surrounded by a rotating board 

on which the located object (a ball) was placed (Figure 2). 

An arrow pointing to the north was placed ~ 5 m away at an 

angle of 45 degrees to the right of the participant’s position 

(Figure 2). Participants were asked to judge as true or false 

16 different statements of spatial relations between the 

located and the reference object (e.g., The red ball is SW of 

the glass).  

 

 
 

Figure 2: Schematic representation of the absolute 

condition in the Verbal Comprehension in Spatial 

Perspective Taking task 

 

Results  

Correlations among all measures (data from younger adults, 

aged 18-28) are presented in Table 1. All spatial language 

measures were strongly correlated with nonverbal 

intelligence (p < .05) but not with verbal intelligence (p > 

.05). Moreover, spatial verbal memory positively correlated 

with visual-spatial memory (p < .05; and with mental 

rotation in the egocentric condition at p < .05), while spatial 

verbal naming was positively correlated with all visual-

spatial measures (p < .05). However, positive correlations 

were also revealed between each spatial language measure 

and their analogous verbal measure. Spatial naming was 

significantly correlated with Boston naming (p < .05), and 

both egocentric and allocentric verbal memory with verbal 

memory (p < .01 and p < .05, respectively). Finally, verbal 

comprehension in the absolute frame of reference was 

related only to non-verbal intelligence and the other spatial 

language measures (p < .05), but not to any verbal abilities 

(p > .05).  

Further analyses took place in order to investigate 

whether performance in verbal vs visuospatial measures 

could predict performance in spatial language measures. All 

verbal and non-verbal measures were submitted to an 

exploratory factor analysis with principal axis factoring as 

the extraction method with initial eigenvalues greater than 1 

and oblimin rotation with Kaiser Normalization. Pattern 

matrix loadings for the two-factor solution are presented in 

Table 2. As expected, all language measures loaded strongly 

onto Factor 1, whereas all non-verbal measures loaded onto 

Factor 2. Consequently, the first factor was interpreted as 

‘verbal abilities’ and the second one as ‘visual-spatial 

abilities’, and both factors were extracted as two separate 

variables. 

Next, we applied multiple linear regression analysis using 

Factor 1 (verbal abilities) and Factor 2 (visual-spatial 

abilities) as predictors for our dependent variables (i.e., 

performance on each spatial language task). According to 

the results, the visuospatial abilities factor predicted 

performance of all novel spatial language measures (p < 

.05), however, the verbal abilities factor alone did not (p > 

.05). Table 3 presents the unstandardized and standardized 

beta coefficient values along with their standard error 

values. However, the combined model, including both 

predictor variables, was significant for spatial language 

measures, and more particularly for spatial naming [F(2, 31) 

= 9.586, p < .001, R² = .382], egocentric [F(2, 31) = 8.385, p 

< .001, R² = .351] and allocentric spatial verbal memory 

[F(2, 31) = 3.524, p < .05, R² = .185], as well as for 

language comprehension in the absolute frame of reference 

[F(2, 31) = 3.304, p < .05, R² = .176]. Hence, the verbal 

measures did not stand on their own but according to the 

combined two-factor model they are still contributing to 

spatial language processing.  

Furthermore, we applied one-way analysis of variance, 

with age as the between-subjects factor, in order to examine 

possible differences between young and older adults in 

spatial language processing, as well as verbal and visual-

spatial abilities. Older adults performed significantly worse 

in all visual-spatial measures compared to younger adults. 

More specifically, their performance was poorer in visual-

spatial reasoning [F(1, 66) = 8.322, p < .005] and memory 

[delayed recall; F(1, 66) = p < .05], mental rotation [F(1, 
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66) = 8.085, p < .01], and visual organization [F(1, 66) = 

4.151, p < .05]. On the other hand, older adults 

outperformed their younger counterparts in verbal 

intelligence [F(1, 66) = 26.753, p < .001], as well as in 

confrontation naming [F(1, 66) = 4.934, p < .05], while no 

significant differences were found between the groups in 

verbal memory (p > .05). Across spatial language measures, 

significant differences between the two groups were 

revealed in the delayed recall condition of both egocentric 

[F(1, 66) = 6.473, p < .05] and allocentric [F(1, 66) = 4.301, 

p < .05] spatial verbal memory tasks, with older adults 

performing worse in both conditions. Older adults recalled 

significantly less spatial information in both egocentric 

[F(1, 66) = 7.782, p < .01] and allocentric [F(1, 66) = 

12.277, p < .001] subscales. Performance of both groups in 

all spatial language measures is presented in Figure 3. 

 

 
 

Figure 3: Mean values (±SEM) of performance of young 

and older adult groups on spatial language measures. Older 

adults performed worse in both egocentric and allocentric 

spatial verbal memory (* p < .01). 

 

 

Table 1: Correlation matrix for all variables.
1
 

 

 
Egocentric 

Verbal 
Memory 

Allocentric 

Verbal 
Memory 

VS 
Memory 

Spatial 
Naming 

Boston 
Naming 

Absolute 
Perspective 

Visual 
Organization 

Mental 
Rotation 

VS IQ 
Verbal 
IQ 

Verbal Memory .41* .36* .3 .2 .46** .02 .23 .08 .26 .4* 

Egocentric 

Verbal Memory 
 .43* .42* .24 .22 .2 .31 .38* .47** .12 

Allocentric 

Verbal Memory 
  .45** .12 .3 .17 .11 .05 .4* .12 

VS Memory    .36* .28 .36* .23 .29 .55** .10 

Spatial Naming     .38* .44** .56** .39* .39* .04 

Boston Naming      -.13 .04 .17 -.01 .53** 

Absolute 

Perspective 
      .22 .21 .44** -.24 

Visual 

Organization 
       .49** .35* -.15 

Mental Rotation         .56** -.06 

VS IQ          .013 

                                                           
1 Significant correlations are in bold; * p < .05, ** p < .01 (young adults sample). 

³ Significant predictions are in bold; *p < .05, **p < .01 (young adults sample, N = 34). 

 

 

Table 3: Multiple linear regression analysis predicting performance in all spatial language measures³ 

 

 
Spatial Naming 

Egocentric Verbal 

Memory 

Allocentric Verbal 

Memory 

Comprehension in 

Absolute condition  

Predictors Β SE Β β Β SE Β β Β SE Β β Β SE Β β 

Visual-spatial 

abilities 
1.15 .287 .57** 4.99 1.47 .49** 3.55 1.47 .39* 1.66 .68 .4* 

Verbal abilities .343 .276 .17 2.64 1.42 .27 1.22 1.53 .13 -.19 .66 -.19 

* * 
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Table 2: Factor loading from exploratory analysis after 

oblimin rotation.
2
  

 

Measure Factor 1 Factor 2 

Visual-Spatial IQ .006 .662 

Visual-Spatial Memory .321 .657 

Mental Rotation -.002 .605 

Visual Organization  -.108 .678 

Verbal IQ .746 -.264 

Logical Memory .521 .115 

Confrontation Naming .744 -.016 

 

Discussion   

In the present study, we applied a novel approach using an 

extended battery of both verbal and visual-spatial measures 

within the same group of participants in order to investigate 

their relation with spatial language production and 

comprehension. More specifically, we developed three new 

measures assessing 1) picture naming of static and dynamic 

spatial relations, 2) verbal memory of spatial information 

presented in an egocentric or an allocentric perspective, and 

3) verbal comprehension in spatial perspective taking 

(absolute frame of reference). 

Our results revealed strong correlations between the novel 

spatial language measures and both verbal and non-verbal 

visual-spatial abilities. However, visual-spatial abilities 

were found to be consistently more predictive of spatial 

language processing than verbal measures. The ‘quasi-

neuropsychological’ method adopted reveals simultaneously 

the relative loadings of visuospatial and verbal components 

on different aspects of spatial language processing for the 

first time. Similarly, previous investigations of dual task 

paradigms reported that both verbal and visuospatial 

components of working memory are involved in the 

memory of descriptions that contain spatial information 

(Brunyé & Taylor, 2007; De Beni, Pazzaglia, Gyselinck, & 

Meneghetti, 2005).  

Furthermore, a comparison between a group of younger 

and a group of older adults yielded significant differences in 

verbal memory of spatial information presented either in an 

egocentric or an allocentric frame of reference; in both cases 

older adults retained less spatial information after a delayed 

recall. This novel finding is suggestive of significant 

alterations in aspects of verbal processing of spatial 

information across adulthood. Group comparisons revealed 

that young adults performed better than older adults in 

visual-spatial measures, while on the contrary, older adults 

outperformed younger adults in linguistic measures. These 

findings are consistent with previous reports of a decline in 

                                                           
2 Significant loading factors are in bold.   

spatial cognition in ageing (for a review, see Klencklen, 

Després, & Dufour, 2012) while linguistic processing 

(particularly semantic and word knowledge) remains 

relatively intact (Burke & Shafto, 2008). Taking into 

account the age differences in visual-spatial cognition when 

considering the present finding of age-related differences in 

spatial verbal memory suggests that (non-verbal) grounded 

representations are indeed critical in spatial language 

processing. However, both groups of older and younger 

adults performed equally on tasks of spatial naming and 

verbal comprehension in perspective taking. This finding 

further supports the idea that linguistic (symbolic) and non-

linguistic (embodied / grounded) representations of space 

map onto each other, at least to some extent, and that both 

types of representation contribute to spatial language 

processing.  

Recent neuroimaging investigations have demonstrated 

that spatial language (and spatial prepositions in particular) 

is mainly supported by frontal and parietotemporal areas of 

the left hemisphere whereas the right hemisphere has a key 

role in nonverbal schematic representation of space 

(Amorapanth et al., 2012; Göksun, Lehet, Malykhina, & 

Chatterjee, 2013). Despite differences in the neural and 

mental organization of linguistic and nonlinguistic 

representations of space, however, these two domains seem 

to interact (Chatterjee, 2001), and our results provide further 

evidence for this close relationship. Processing of locative 

prepositions has been associated with increased activation in 

left inferior parietal areas, independent of the context (visual 

vs verbal) in which the prepositions are presented, 

suggesting a flexible representation of space in both 

linguistic and nonlinguistic visuo-spatial modalities 

(Noordzij, Neggers, Ramsey, & Postma, 2008).   

Despite the fact that symbolic and embodied approaches 

of meaning have been studied independently of each other, 

with evidence typically being separately presented for each 

theoretical line, more recent views propose an integration of 

the two approaches (Andrews et al., 2009; Lynott & 

Connell, 2010).  Our study provides experimental evidence 

to further support the idea that effective processing of 

lexical constructions, and more specifically of words 

referring to spatial relations, require both symbolic and 

grounded representations. However, our findings suggest a 

greater loading of spatial language processing onto visual-

spatial cognition. Additional investigations that adopt this 

novel approach and methodology are required in order to 

draw stronger conclusions. Furthermore, cross-sectional 

studies, sampling across adult lifespan, may shed light on 

the rate of age-related changes in spatial language abilities 

and provide more information regarding the role that verbal 

and non-linguistic visual-spatial abilities might have on this 

process.  
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Abstract 

Intellectualism – the  thesis that know-how is a kind of know-
that – has proved difficult to assess by the traditional 
philosophical method of conceptual analysis. Recently, some 
authors have argued that we should instead look to results in 
psychology – specifically whether all procedural knowledge 
is declarative knowledge. I argue that such an approach is 
unsatisfactory, since the concepts employed in psychology do 
not map onto our concepts of knowledge in any neat way. 
There is no straightforward psychological interpretation of the 
intellectualist thesis.  

Keywords: Intellectualism; knowledge; know-how 
 

1. Introduction 
 
It’s a widely held belief that conceptual analysis is an 
ineffective approach to understanding knowledge. And it’s 
natural to think this deficiency extends to the question of 
intellectualism – that is, the claim that knowing-how is a 
kind of knowing that.  But if we aren’t to assess this thesis 
by examining our intuitions, then what should we do 
instead? An influential and exciting view is that we must 
look to psychology – I’ll call this approach psychologism. 
Looking to our best scientific theory of the mind seems a 
sure-fire way to obtain interesting results relevant to both 
philosophy of mind and epistemology. According to many 
proponents of psychologism, the intellectualist thesis boils 
down to the claim that all procedural knowledge is 
declarative knowledge. This is a tractable empirical question 
– indeed, it’s plausibly one that that has already been 
answered in the negative. Thus psychologism promises to 
resolve a long-standing seemingly intractable philosophical 
debate. 

In this paper I will examine whether psychologism does 
provide an attractive solution to intellectualism. I will argue 
that it does not – at least not as advertised. Contrary to what 
proponents of psychologism claim, the know-
that/declarative knowledge identification does not go 
through smoothly. Instead psychologism forces us towards 
either revisionism or even eliminativism about knowledge. 
The reason for this is that there is no single psychological 
kind that can be identified with know-that (or know-how). If 
all there was to know about attitude states was determined 
by psychology, it would appear there is no place for 
knowledge in a mature picture of the mind.  

I suggest, in my final remarks, that this conclusion 
should be resisted, in virtue of the practical significance of 
knowledge attribution. Attributing knowledge to our peers is 
an incredibly useful practice, whether or not it latches onto a 

psychological kind. This suggests a new approach to 
investigating knowledge – and plausibly the folk 
psychological concepts more generally – one that builds 
upon the pragmatist tradition. 
 

2. Articulating Psychologism 
 
To begin, we must clarify the topic of investigation. We are 
looking at whether psychologism delivers an interesting 
verdict on the intellectualist thesis, which can be understood 
as follows: 
 
Intellectualism: For S to know how to φ just is for S to 
know that p, for an appropriate proposition p.1 (p will 
contain information on how one should φ) 
 
This thesis is highly contentious, since paradigm cases of 
know-how and know-that are very different from each other. 
In particular, when a subject knows that p, she will typically 
assert that p if asked, whereas the same cannot be said for 
know-how. I know that Morpeth is a town in the north of 
England, and will say so if anyone asks. In contrast, though 
I know how to ride a bike, I am unable to articulate many of 
the essential features of this activity. For example, until 
recently I would confidently assert that one must lean right 
when approaching a turn to the right. However, I recently 
learned (from Elga & Rayo (ms)) that one must initially lean 
left – and of course I had been leaning this way all along. 

On a traditional approach, one must weigh the intuitions 
counting for and against intellectualism, and go with those 
that seem, on balance, stronger. There is reason to be 
pessimistic about this strategy’s prospects. It’s unclear that 
there is a satisfactory way to balance the competing 
intuitions so the debate seems bound for an impasse. 
Further, even if we do come up with an answer that 
maximizes intuition satisfaction, it’s unclear why such a 
thing is of serious philosophical interest.2 

Psychologism seems to offer a remedy to these troubles. 
According to the view, intellectualism is an empirical thesis 
to be decided by investigation into our psychological 
structure. Know-how and know-that are psychological 

                                                             
1 The phrase ‘just is’ stands for some sort of equivalence 
between the two propositions flanking it. The minimal 
reading of this is as of having minimal truth conditions (i.e. 
as ‘if and only if’). This will do for our purposes since even 
the minimal version of intellectualism is highly contested. 
2 This line of argument is forcefully pushed by Devitt 
(2011) and Kornblith (2002) 
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states, and thus it is for psychology to determine whether 
the former is an instance of the latter. This gives us the 
following: 
 
Psychologism: Find the appropriate psychological kinds to 
be identified with know-how and know-that, then 
investigate (experimentally) the relationship between the 
two kinds of state. 
 
The preliminary problem faced by psychologism is to give 
conditions for when a psychological kind is fit for 
identification with a folk concept such as know-how or 
know-that. What could justify identifying know-that and 
know-how with declarative knowledge and procedural 
knowledge respectively?3 As Devitt notes, many cognitive 
scientists themselves make such identifications, so one 
might be tempted to think we should defer to the experts 
here – but this would be a mistake. 4 It is clear that 
psychologists can be pretty loose with the term ‘knowledge’ 
– they are rarely concerned with whether the states in 
questions meet a justification condition, and in some cases 
don’t even care whether it’s factive.5 By analogy, we 
shouldn’t conclude that fairly simple computers have mental 
states from the fact that computer scientists talk about what 
such systems ‘know’ – theorists will often use such terms 
opportunistically, if it allows them to communicate the gist 
of their ideas in a snappy way. This suggests we should 
have independent means to check whether their use is valid. 

One needs to show that the relevant psychological kind 
possesses features that make it a suitable candidate for 
knowledge. The key question is: what are the criteria for 
something being a ‘suitable candidate’? The standard line 
here is to look for the natural kind which roughly fits with 
the folk application conditions. Therefore, we need a 
psychological kind which is present in a good number of 
paradigm cases of knowledge, and that satisfies some of the 
central intuitive principles about knowledge states.6 
Crucially, these criteria of fit must be loose enough to 
remain neutral on the contested intuitions surrounding 
knowledge, otherwise we will fail to avoid the impasse that 
upset conceptual analysis.7 

In a best case scenario, there will be a unique 
psychological kind meeting the uncontentious criteria for 
knowledge that – being present in (enough) paradigmatic 
cases of know-that, and not present in (too many) clear cut 

                                                             
3 This claim is made by Adams (2009), Devitt (2011) and 
Wallis (2008). 
4 See Devitt (2011). However, Stanley points to instances in 
which psychologists reject these identifications – see his 
(2011) ch 7. 
5 See Machery (2009) p 8 
6 This approach is defended by Kornblith (2002) and 
Weatherson (2003) 
7 Both Devitt (2011) and Adams (2009) move a little too 
quickly from the inaccessibility of procedural knowledge, to 
the conclusion that it is not know-that. 

cases of an absence of knowledge. One will be able to 
identify this state with know-that without begging any 
conceptual questions, and then go on to investigate whether 
such a state is present in typical cases of know-how – an 
empirical question! 

If there are too many kinds in the ball-park, 
psychologism will be unable to select a candidate 
unambiguously. To see this, let’s assume that in paradigm 
cases of knowledge, one can both assert the relevant 
information and use it to guide action. Take my knowledge 
that David Lewis taught at Princeton. I can both assert this 
when asked and use this information to guide action where 
necessary (for example, if a friend tells me to meet them at 
Lewis’ university). So I have a token knowledge state which 
is an instance of both a restrictive type (call it F) which 
entails assertibility, and a broader type (call it G) which only 
requires action guidance. Now if only one out of F and G is 
a psychologically significant kind then psychologism tells 
us that this state is know-that – and we have a solution to 
intellectualism one way or the other, depending on whether 
it’s the narrow or broad state. However, if both are 
psychologically significant kinds, psychologism will not 
deliver a verdict as to which is know-that – since both fit 
roughly with our ordinary concept of knowledge. Thus the 
plausibility of psychologism hinges on whether the 
uniqueness condition is met. In the next section, I’ll argue 
that an examination of the evidence provides reason for 
scepticism. 
 

3. Assessing Psychologism 
 
We need to investigate whether the proposed psychological 
reduction is plausible. To do this, we must get clear on what 
the declarative/procedural distinction amounts to. As 
Stanley (2011) argues, it is not entirely clear how this 
distinction is to be understood in psychology – as opposed 
to computer science where it originated.8 A first pass 
attempt at this would be to identify states of know-that with 
sentential representations – in contrast with the cognitive 
machinery that manipulates such representations.9 This 
seems like a reasonable gloss on what it is for a state to be 
declarative rather than merely procedural. 

Of course not just any sentential representation is fit to 
be identified with knowledge. A basic point is that not all 
sentences can be knowledge states since some of them will 
be false and others may function as desires rather than as 
information. So to get something plausible we need to add 
in the assumption that there is a psychologically significant 
distinction between those sentential representations that are 
information states and those that are desires or any other 

                                                             
8 Though Stanley raises some interesting problems for 
psychologism, I don’t think he considers the strongest 
version of the view before dismissing it. I aim to remedy 
this here. 
9 And thus following in the footsteps of the traditional 
sentential account of belief proposed by Fodor (1975). 

1525



attitudes. Second, we need to assume that there is a 
psychological distinction between information states that are 
true and (appropriately) justified and thus knowledge as 
opposed to mere belief. The best bet for this, would be to 
single out representations formed as a result of non-
defective (and so reliable) processes. If no psychological 
kind meets these rough criteria, it’s natural to take 
psychologism to entail that there’s no such thing as 
knowledge, only belief. 

An old objection to this kind of view is that it holds our 
account of knowledge hostage to empirical assumptions 
about the nature of the mind – if it turns out there is no 
language of thought, it seems that there will be no 
knowledge states. However, since we’re assuming (for 
dialectical purposes) conceptual analysis is mistaken, this 
argument should not impress us. We shouldn’t expect to be 
able come up with conditions for knowledge that are a 
priori secure – this leads to futility. Instead, it’s enough that 
our account be based on premises that are good working 
assumptions, given our current empirical knowledge. It’s 
widely held that the claim that our mental system involves 
sentential representations is a good working assumption – at 
least I won’t dispute this in what follows. 

However, a sentential account is in danger of getting the 
scope of knowledge that radically wrong. All sorts of clearly 
sub-personal states quite possibly involve sentential 
representation, such as pre-perceptual visual processing 
(roughly, the process that turns the two-dimensional retinal 
images into a single 3D perception.)10 

Fortunately, there is a psychologically significant 
distinction that promises to rule out such clearly sub-
personal states: that between representations in modules and 
representations in the central system.11 Thus, I think the best 
bet for a psychological state that lines up with know-that is, 
roughly, a sentential representation in the central system. It 
is not question begging since it doesn’t build-in an 
articulation condition; it is a substantive empirical question 
whether we have conscious access to all centrally stored 
sentential representations. Further, this is the reduction 
Devitt seems to lean towards, which suggests we’re on the 
right track.12 Thus we arrive at the following: 

 
Psychological Knowledge: S knows that p iff p is true, and S 
has a centrally stored sentential representation with p as its 
content and such that the representation is non-defectively 
formed. 
 
If such an account were empirically secure – i.e. if its 
commitments were plausible working assumptions – and if 
it fit roughly with our intuitive notion of knowledge, then 
psychologism would be a promising approach. However, I 
will argue that this is not the case. There are a number of 

                                                             
10 This problem is noted by Stich (1978). 
11 See Fodor (1983). 
12 See Devitt (2011) p 210. 

reasons to doubt the assumptions built into Psychological 
Knowledge. 

The first problem concerns the notion of a central 
system. Though it seems safe to assume that mental 
processes involve sentential representations, the same 
cannot be said for the presence of a central system. On the 
one hand, there have been many challenges concerning the 
extent to which the perceptual systems do in fact constitute 
modules. As Prinz notes, there is a great deal of evidence 
suggesting there can be top-down influence on our 
perceptual states – for example when listening to a sentence 
with a deleted phoneme, we will hear the sound that makes 
for a coherent sentence. He notes that “If subjects hear, 
“The ‘eel is on the axel,” they experience a “w” sound in the 
gap. If they hear, “The ‘eel is on the orange,” they 
experience a “p” sound.”13  

On the other hand, many authors reject the idea of a 
single central system and suggest the mind is ‘massively 
modular’ so that even the representations involved in the 
various conscious processes do not constitute a single 
integrated system.14 Pinker, for example, argues that the 
mind has separate modules dedicated to, among other 
things, humour, mindreading and sexuality. Together, this 
suggests that it is at the very least an open question whether 
psychology will present a clear cut distinction between 
central and non-central representational states, fit to mark 
the boundaries of know-that. 

Another worry comes from junk sentences in the long-
term memory. It’s plausible to think that a whole lot of 
information gets stored in our long-term memory that is 
almost never employed. Mandelbaum (2014) argues that 
every proposition we ever entertain is stored in long-term 
memory, based primarily on the memory asymmetry results 
of Gilbert et al. (1990). The psychology of judgements and 
decision-making investigates whether and when various bits 
of information are employed in guiding action.15 The key 
point for our purposes is that a sentential representation 
(even one in the central system) must stand in the 
appropriate relations to the mind’s heuristic machinery to be 
of significance. It’s not clear that there is a psychologically 
significant distinction between those representations apt to 
get called up in a range of situations and those which are 
generally idle – see Mandelbaum (2014) for an argument 
that all stored sentences are of a kind, from the perspective 
of psychological theory. This suggests that Psychological 
Knowledge would require radically expanding the extension 
of knowledge, to include all sorts of things we have no 
interest in. 

A different set of empirical considerations arise from the 
fact that there are quite possibly many mental states which 
are not sentential representations – yet seem like instances 
of knowledge. One example of this is visual memory. Often 

                                                             
13 Prinz (2006) p. 31. The results on phoneme deletion come 
from (Warren & Warren, 1970). 
14 See Pinker (1997), Carruthers (2006). 
15 See, e.g., Payne and Bettman (2004) 
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our behaviour is guided by visual memory – this is both 
consciously accessible and has an action-guiding role. 
However, whether mental images involve purely sentential 
representation is an open question. It is rejected 
categorically by Kosslyn (1996), and in more moderate 
fashion by Tye (2000).16 

A second example is that of analogue magnitude states. 
Beck (2012) has argued that a distinct type of representation 
is formed when we have to make a snap judgment about the 
magnitude (number, length etc.) of some object(s) – when 
we are not able to count or measure it. In his words we form 
a ‘noisy, analogue’ representation; one that allows us to 
make rough judgements but not fine-grained ones. If Beck is 
right, such states cannot be sentential representations but we 
might still want to classify them as knowledge. Therefore, 
even if there is a respectable psychological kind lining up 
with the notion of a sentential representation in the central 
system, it quite possible that such a kind will exclude much 
of what we want to count as knowledge. 

This shows that it is far from a safe bet that 
Psychological Knowledge gets us a state that fits nicely with 
our concept of knowledge. Moreover, I think the discussion 
also shows that no amendment will be able to rectify this. 
It’s plausible to think that our best taxonomy of 
psychological states will be very fine-grained. First, this will 
include different kinds of analogue and sentential states. 
Second, states can be classified according to which module 
they belong to – whether these are traditional perceptual 
modules or the modules involved in central processes 
entertained by Pinker. Third, states can be classified in 
terms of how likely they are to be accessed in different 
circumstances, in virtue of the agent’s structure of 
heuristics. Any single one of the categories is going to be 
too narrow to identify with knowledge. Moreover, there 
doesn’t appear to be a single theoretically privileged way of 
grouping together a certain collection of these fine-grained 
states as different kinds of know-that – there is no 
theoretically privileged place to draw the line. 
 

4. Conclusion 
 
At this point the hard-core psychologist might argue that the 
correct conclusion to draw is an error theory about 
knowledge. Either, we should go with Psychological 
Knowledge despite the radical consequences, or replace our 
single concept of knowledge with a family of more fine-
grained notions – or perhaps we should scrap talk of 
knowledge entirely!17 If the only alternative is a return to 
conceptual analysis, this may be an alternative we have to 
live with. 

A worry I have is that our current practice of knowledge 
ascription is incredibly useful. And it’s not clear that the 

                                                             
16 Though Pylyshyn (1981) defends a sentential account of 
mental imagery. 
17 This is what Churchland (1981) proposes in the case of 
belief. 

psychological loaded concepts we have to replace it can 
replicate this utility. I’m tempted, therefore, towards a view 
on which we move away from both conceptual analysis and 
psychologism, and instead focus on the practical role of 
knowledge. This suggest a view more in line with the 
pragmatist tradition, though it’s most closely aligned with 
recent work by Edward Craig (1990) and Sally Haslanger 
(2012). Indeed this may prove a fruitful methodology for 
investigating folk psychology more generally – if 
psychological reductions are equally implausible for other 
folk concepts, which I suspect will be the case. Whatever 
one makes of this potential step forward, though, I hope to 
have shown that psychologism is not a comfortable resting 
place. 
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Abstract 

In two experiments we tested people’s naïve beliefs about 
where interventions act in real-world causal systems. We 
provided people with a description of a novel health condition 
that could be treated by two different treatments, a medication 
and a lifestyle modification. Participants judged a medication 
as acting on the symptoms of a disorder instead of the cause 
of the disorder, while a lifestyle modification was seen as 
acting on both the cause and the symptoms of a health 
condition (Experiment 1). These results held despite 
participants rating both treatments as effective. Providing 
information about the specific causal mechanism by which a 
treatment could work did not increase beliefs about a 
medication’s ability to target the cause of a disorder 
(Experiment 2). Implications for understanding of everyday 
causal interventions and health treatments is discussed. 

Keywords: causal reasoning; interventions; health care 
reasoning. 

Introduction 
Understanding the causal systems of the world gives us the 
ability to control our environment. For example, 
understanding the causal link between a light switch and 
illumination allows us to turn on said lights when desired. In 
order to understand these causal systems, people represent 
causal models of the world (Waldmann, Holyoak, & 
Fratianne, 1995). Part of the power of a causal model is that 
it suggests where in a system needs to be acted upon in 
order to alter that system (e.g., Hagmayer, Sloman, 
Lagnado, & Waldmann, 2007; Kushnir & Gopnik, 2005; 
Park & Sloman, 2013; Schulz, Gopnik, & Glymour, 2007). 
For example, imagine the nodes in the top of Figure 1 
represent chest congestion (C) and sinus irritation (S). If a 
learner understands that C causes S, then preventing C from 
occurring, (i.e., performing an intervention on C), would 
also prevent S from occurring, represented by the gray 
shading in the bottom left of Figure 1. However, an 
intervention on S would prevent only S from occurring 
because it is only an effect of C (bottom right of Figure 1). 
As such, understanding the relationship between congestion 
and sinus irritation allows the person experiencing these 
symptoms to intervene on the causal system to alleviate the 
symptoms. 

Previous research has suggested that when people are 
interested in effecting change in a causal system, they focus 
interventions on the root causes of their causal models 
(Hagmayer & Sloman, 2009). For example, when 
attempting to reduce an environmental risk, people endorsed 

actions that targeted the cause of the risk (e.g., targeting a 
company responsible for gas pollution in order to reduce it; 
Böhm & Pfister, 2000). Similar results have been shown in 
the health domain. Mental health clinicians rated 
interventions that treated features that were more causal as 
more effective (de Kwaadsteniet, Hagmayer, Krol, & 
Witteman, 2010; see also Ahn, Proctor & Flanagan, 2009). 
More generally, people have shown a preference for 
treatments that work on causes (Yopchick & Kim, 2009). In 
short, people seem to believe that the best intervention is 
one that works on the root cause of the causal system. 

Though people may hold that ideal interventions work on 
root causes, they may believe that real-world interventions 
often work on only the effects of an underlying cause. For 
example, a number of interventions can be implemented to 
address problems caused by cold weather (e.g., spraying 
saline solution on roads, using antifreeze) but none are able 
to actually act on cold weather, the root cause of the 
problems. This sets up an interesting tension: while people 
may prefer interventions that work on root causes they may 
have a wealth of experience dealing with interventions that 
only work on the effects of a causal system. Where does this 
leave people in their thinking about causal interventions? 
That is, when given limited information about a causal 
intervention, do people believe it works on the root cause of 
a system as an ideal intervention would, or only on the 
effects of that underlying cause? 

In this set of experiments, we explored people’s naïve 
beliefs about causal interventions. To guide this exploration, 
we chose to focus on beliefs within a domain where 
intervening on a causal system would be extremely familiar 
to participants: health. The treatment and management of 

 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1: Possible interventions on a causal system. 
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health conditions is an exercise in causal interventions. We 
can represent a health condition as the simple causal graph 
in the top of Figure 1, where C represents the cause and S 
the symptoms of the disorder. Importantly, we can easily 
think of example health interventions that work on the root 
cause or just the effects of those causes. Imagine that C 
represents a bacterium that was causing the symptoms of an 
infection. Taking an antibiotic would intervene on the root 
cause C itself, killing the bacteria and thereby ending the 
symptoms of the infection (bottom left of Figure 1). 
Alternatively, imagine that C represents the cold virus and S 
the symptoms of a cold. Taking over-the-counter cold 
medicine works by intervening on S and has no effect on C 
(bottom right of Figure 1). Given that we can think of both 
types of interventions, we can then ask, do people assume 
that interventions (i.e., treatments) tend to work on C or 
work on S in the health domain? 

Influences on Beliefs about Intervention Targets 
We can make several predictions of where people may tend 
to think interactions work in causal health systems. Given 
that people prefer interventions that work on causes, people 
may assume that for an intervention to be effective, it must 
work on a cause. As such, we would predict that people 
should think effective treatments are targeting root causes of 
health conditions.  

This basic prediction may be moderated by other factors. 
For one, different types of treatments may intervene in 
different places in a causal model. For example, a lifestyle 
modification (e.g., reducing stress) may be thought to target 
a different location in the causal structure than a medication.  
Likewise, it is possible that where treatments are thought to 
act may differ depending on the type of health condition in 
question. Mental disorders have less well-established causal 
etiologies compared to medical disorders (Marsh & Ahn, 
2012). People may be less likely to believe that a treatment 
can work on these unknown causes, resulting in treatments 
for mental disorders being seen as less likely to target root 
causes of the disorder. However, it is also possible that 
people believe that a mental disorder treatment acts on some 
root cause, even if it is unclear what that cause is. In this 
case, we would expect similar targeting judgments for 
mental and medical disorders. In short, it is not immediately 
obvious exactly how people should inherently think about 
how health care interventions work on a causal system.  

Overview of Experiments 
In the following set of experiments, we tested people’s 
beliefs about where health treatments intervene. We 
provided participants with a novel health condition 
described as having two possible treatments. In this first 
pass of examining beliefs about health interventions, we 
described both as being effective treatments of the 
condition. To measure the influence of treatment type, we 
told people that the two effective treatments represented a 
medication and a lifestyle modification. We also 
manipulated whether the novel disorder was described as a 

mental or a medical condition in order to determine the 
influence of disorder type on intervention beliefs. 

We asked participants to judge the extent to which each 
treatment worked on the cause of the disorder and the 
symptoms of the disorder. Our goal was to measure people’s 
folk beliefs about where effective treatments intervene in a 
causal system of disease. In Experiment 1, we provided a 
first test of this question. In Experiment 2, we provided 
causal pathways by which the treatments work to see if this 
influenced judgments of where treatments intervene in 
disorder causal systems. 

Experiment 1 
In Experiment 1, participants were asked to rate the extent 
to which a medication and a lifestyle modification targeted 
the root cause and the symptoms of a health condition. Both 
treatments were described as effective. If people believe that 
effective treatments work by intervening on the root causes 
of health conditions, then we would expect high target 
ratings for both the cause and the symptoms because of the 
causal relationship between cause and symptoms of the 
disorder. Alternatively, if participants believe that 
treatments work by only addressing the symptoms of health 
conditions, then we would expect targeting ratings to be 
high for the symptoms judgment alone. 

Methods 
Participants Sixty participants recruited through Amazon’s 
Mechanical Turk participated for payment. 

 
Materials and Procedure Participants were presented with 
a scenario that described a novel health disorder called 
sorpraxia. In the medical condition, participants (n=30) read 
that sorpraxia was a medical disorder, characterized by 
respiratory problems. In the mental condition, participants 
read that sorpraxia was a mental disorder, characterized by 
mood regulation problems. All participants then read that a 
person had been diagnosed with the disorder and was told 
that it could be treated with a medication or a lifestyle 
modification, and that both of the treatments were effective.  

After reading the disorder description, participants were 
randomly presented with one of the treatments (e.g., 
lifestyle modification) and asked to rate “To what extent 
does this [treatment] target changing the root cause of the 
disorder?”, as well as, “To what extent does this [treatment] 
target changing the symptoms of this disorder?”, on a 
sliding scale of 0 (not at all) to 100 (completely). 
Participants then rated how effective the treatment was on a 
sliding scale of 0 (not at all effective) to 100 (completely 
effective). After completing these three ratings, participants 
then made these ratings for the other treatment. Finally, 
participants answered a series of questions concerning their 
beliefs about mental and medical disorders in general. They 
were asked to rate for each disorder type in general how 
effective they believed medication and lifestyle 
modifications to be on a scale of 0 (not at all effective) to 
100 (completely effective), as well as how curable and 
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severe they generally believed mental and medical disorders 
to be.  

Participants were randomly assigned to the medical and 
mental conditions. The order of which treatment a 
participant rated first and the order of the two targeting 
questions was randomized for each participant. The order of 
the final set of global health disorders questions was 
randomized for each participant. All participants completed 
the experiment at their own pace through the Qualtrics 
Survey Software environment. 

Results 
Our analyses focused on determining whether our two 
different interventions, medication or lifestyle changes, 
target the root cause or just the symptoms of disorders. We 
submitted participant ratings to a 2 (intervention: medication 
vs. lifestyle change; within) x 2 (target: cause vs. symptoms; 
within) x 2 (disorder type: medical vs. mental; between) 
mixed ANOVA. There were no main effect or interactions 
involving disorder type that reached significance, ps > .45, 
indicating the ability of an intervention to work on different 
targets did not differ depending on whether the disorder was 
instantiated as a medical or mental disorder. We found a 
main effect of intervention, F(1, 58) = 8.94, p = .004, 𝜂!! = 
.13. This main effect reflected that participants rated 
lifestyle changes (M=71.42) as overall more able to target 
anything than medication (M=63.72). We also found a main 
effect of target, F(1, 58) = 61.91, p < .001, 𝜂!! = .52, 
representing that symptoms (M=77.36) were more likely to 
be thought to be targeted than causes (M=57.78). These two 
main effects should be interpreted in light of a significant 
interaction, F(1, 58) = 21.68, p < .001, 𝜂!! = .27.  

To explore the interaction of intervention and target, we 
conducted simple effect analyses comparing the mean 
targeting judgment averaged across disorder types for 
causes versus symptoms within each of the intervention 
types. Figure 2 shows the mean targeting judgments 
averaged across the disorder type manipulation. Participants 
rated medication as significantly less likely to target a cause 
than the symptoms of a disorder, F(1, 58) = 60.25, p < .001, 
𝜂!! = .51. However, lifestyle changes were rated as equally 
likely to target the cause as the symptoms of a disorder, p = 
.99. Splitting this data another way, a root cause was seen to 
be much more likely to be targeted by a lifestyle change 
than a medication, F(1, 58) = 22.96, p < .001, 𝜂!! = .28. In 
reverse, symptoms were judged to be more likely to be 
targeted by a medication than by a lifestyle change, F(1, 58) 
= 8.68, p = .005, 𝜂!! = .13. 

A remaining question from this data is whether the 
believed effectiveness of these interventions depended on 
what they were believed to target. To answer this question, 
we first analyzed ratings for how effective medication and 
lifestyle changes would be for treating the artificial disorder 
(see Figure 3). We conducted a 2 (intervention: medication 
vs. lifestyle change; within) x 2 (disorder type: medical vs. 
mental; between) mixed ANOVA. There was no main effect 

of intervention, p = .46. The lack of a main effect of 
intervention indicates that participants did not judge 
medication or lifestyle changes as overall more effective. 
The main effect of disorder type was significant, F(1, 58) = 
5.51, p = .022, 𝜂!! = .087, in that when the disorder was 
instantiated as a medical disorder it was seen as more likely 
to receive an effective treatment (M=82.05) than when it 
was described as a mental disorder (M=70.88). The 
interaction was not significant, p =.74.  

Parallel to these judgments, participants showed domain 
differences in estimating the effectiveness of treatments 
when thinking about health conditions more generally. A 2 
(intervention: medication vs. lifestyle change) x 2 (disorder 
type: medical vs. mental) within-subjects ANOVA found a 
main effect of disorder type, F(1, 59) = 11.92, p = .001, 𝜂!! 

 

 
 

Figure 2: Mean targeting judgments for Experiment 1.  
  

 
 

Figure 3: Mean effectiveness judgments for specific 
disorder of Experiment 1. 
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= .17, reflecting that medical disorders (M=69.38) were 
rated as more likely to be effectively treated than mental 
disorders (M=62.05). The main effect of intervention and 
the interaction were not significant, ps > .84. 

Discussion 
Our results suggest that people do not necessarily believe 
that all effective treatments target the root cause of a 
disorder. Specifically, we found that medications were 
believed to be more likely to target the symptoms of a health 
condition than the root cause. Lifestyle modifications, on 
the other hand, were equally likely to target causes as 
symptoms. In a causal model of causes and symptoms as see 
in Figure 1, these findings suggest that people believe 
medications work on symptoms alone (right side of Figure 
1) and lifestyle modifications work on root causes, in turn 
causing a reduction in symptoms as well (left side of Figure 
1).  

One possible explanation for our results is that people 
could not think of a mechanism by which a medication 
could work on the root cause of a health condition. That is, 
when people think about the mechanism of medications, 
they may think of examples like cold medicines instead of 
examples like antibiotics that work on root causes. If 
participants could have more easily thought of a way a 
medicine could have worked on the root cause of the 
condition, they may have increased their targeting 
judgments for causes. In Experiment 2, we provide 
participants with specific information about the causal 
mechanism of action for each treatment to test whether this 
modifies judgments related to target causes. 

Experiment 2 

In Experiment 2, we added a description of the mechanism 
by which a medication could act on the specific medical and 
mental disorder described. If adding this additional 
information allows participants to think of ways in which a 
root cause could be targeted, then we would expect ratings 
for the cause to increase to levels similar to the symptoms 
ratings. In other words, we would expect the medication 
ratings to look more like the lifestyle modification ratings in 
Experiment 1. However, if the inability to think of a 
plausible way in which medications target the root cause 
was not a factor in the results of Experiment 1, then we 
would not expect to see such a change. To provide a 
comparison, we also provided specific mechanism 
information for the lifestyle modifications. If participants 
were already thinking of a mechanism by which the lifestyle 
change acts comparable to what we provided, then this 
addition should not make a difference in ratings. 

Methods 
Participants Sixty participants recruited through Amazon’s 
Mechanical Turk participated for payment.  

 
Materials and Procedure Participants were randomly 

assigned to the medical (n=30) or mental condition that 
described the new disease sorpraxia as in Experiment 1. 
However, we gave participants specific causal mechanisms 
through which change was implemented by the medication 
(e.g., “works by reducing airway inflammation” for the 
medical version and “works by reducing brain chemistry 
imbalance” for the mental version) and the lifestyle 
modification (e.g., “works by reducing exposure to airborne 
allergens” for the medical version and “works by reducing 
exposure to stressful situations” for the mental version). 
Participants then completed the same ratings as in Study 1. 
In addition, at the end of the experiment participants rated 
how plausible they believed the mechanisms we provided to 
be on a scale of -3 (extremely implausible) to 3 (extremely 
plausible). They were also presented with statements which 
described the mechanisms as either causing the disorder 
(e.g., exposure to stressful situations causes mood regulation 
problems) or worsening the symptoms of the disorder (e.g., 
exposure to stressful situations worsens mood regulation 
problems but does not cause them) and asked to rate their 
agreement with these statements on a scale from -3 (strongly 
disagree) to 3 (strongly agree). Finally, participants rated 
how specific they believed medications and lifestyle 
modifications to be as treatments of health issues (i.e., 
treatments can work by generally improving a person’s 
health or by specifically targeting a certain disorder) on a 
scale of 0 (extremely general) to 100 (extremely specific). 
All participants completed the experiment at their own pace 
through the Qualtrics Survey Software environment. 

Results 
Before exploring whether the cause ratings changed in this 
experiment, we first examined whether participants thought 
the mechanisms we described were plausible causes of the 
described health conditions. We analyzed participants’ 
ratings for how plausible it was that our mechanism of 
action was related to the described condition (e.g., airway 
inflammation and respiratory problems). Using one-sample 
t-tests comparing ratings to the mid-point of the scale (i.e., 
0) allowed us to test whether our mechanisms were 
significantly plausibly related to the given conditions. All of 
our mechanisms were rated as very plausible and 
significantly above zero: airborne allergy exposure for 
medical condition (M=2.17), t(59) = 13.00, p < .001; airway 
inflammation for medical condition (M=2.33), t(59) = 
16.43, p < .001; stress exposure reduction for mental 
condition (M=2.07), t(59) = 13.28, p < .001; brain chemistry 
imbalance for mental condition (M=2.23), t(59) = 14.98, p < 
.001. We also checked to see if participants thought that the 
thing each treatment was targeting (e.g., stress, airway 
inflammation) was plausibly a cause of its corresponding 
health condition (e.g., mood regulation issues, respiratory 
problems). Again, one-sample t-tests comparing against 0 
allowed us to assess whether people significantly agree that 
this treatment targeted the cause. For all of our proposed 
mechanisms, people significantly agreed that our 
mechanism could be a cause of the given disorder: airborne 

1532



allergy exposure for medical condition (M=1.52), t(59) = 
10.56, p < .001; airway inflammation for medical condition 
(M=1.17), t(59) = 6.18, p < .001; stress exposure reduction 
for mental condition (M=1.12), t(59) = 6.22, p < .001; brain 
chemistry imbalance for mental condition (M=1.62), t(59) = 
11.17, p < .001. In short, these ratings support the idea that 
our described treatment mechanisms could believably be 
thought to target the cause of the type of health conditions 
in question.  

We next moved on to our main question of interest: does 
providing a specific mechanism by which a treatment could 
work increase belief in the treatment targeting the root cause 
of the disorder? We submitted participants’ ratings to the 
same 2 (intervention) x 2 (target) x 2 (disorder type) mixed 
ANOVA as in Experiment 1. As found previously, there 
was no main effect or interaction with disorder type, ps > 
.31, indicating that the type of disorder did not differentially 
influence treatment ratings. We found a main effect of 
intervention, F(1, 58) = 9.88, p = .003, 𝜂!! = .15, reflecting 
that participants rated lifestyle changes (M=67.63) as a more 
potent intervention overall than medication (M=60.48). We 
also found a main effect of target, F(1, 58) = 26.21, p < 
.001, 𝜂!! = .31, representing that symptoms (M=71.75) were 
more likely to be thought to be targeted than causes 
(M=56.37). The interaction did not reach significance, F(1, 
58) = 2.58, p = .11, 𝜂!! = .043. The three-way interaction 
was also not significant, p = .57. Figure 4 depicts mean 
target effectiveness ratings averaged across disorder type as 
in Figure 2. 

To mirror the data presentation of Experiment 1, we 
conducted simple effect analyses that collapsed across the 
disorder type variable to compare the mean targeting 
judgment for causes versus symptoms within each of the 
intervention types. As in Experiment 1, participants rated 
medication as significantly less likely to target a cause than 
the symptoms of a disorder, F(1, 58) = 14.59, p < .001, 𝜂!! = 

.20. However, unlike Experiment 1, lifestyle modifications 
were rated as also significantly less likely to target the cause 
than the symptoms of a disorder, F(1, 58) = 5.85, p = .019, 
𝜂!! = .092. Splitting this data another way, a root cause was 
seen to be more likely to be targeted by a lifestyle 
modification than a medication, F(1, 58) = 6.10, p = .016, 
𝜂!! = .095. Symptoms were judged to be equally likely to be 
targeted by a medication and a lifestyle change, p = .73. 

As in Experiment 1, we explored the ratings participants 
provided for how effective the described medication and 
lifestyle modifications would be for treating the artificial 
disorder. Figure 5 shows this data split by the disorder type 
dimension. We conducted a 2   (intervention) x 2 (disorder 
type) mixed ANOVA. There was a main effect of 
intervention, F(1, 58) = 4.47, p = .039, 𝜂!! = .072. This main 
effect reflected that participants judged the lifestyle 
modifications (M=69.77) as overall more effective than 
medication (M=63.15). The main effect of domain was 
marginal, F(1, 58) = 3.34, p = .073, 𝜂!! = .054, reflecting the 
same trend as in Experiment 1 that when the disorder was 
instantiated as a medical disorder it was seen as more likely 
to receive an effective intervention (M=71.30) than when it 
was described as a mental disorder (M=61.62). There was 
not a significant interaction, p =.43.  

As in Experiment 1, we had asked participants for their 
more general estimates of the effectiveness of medication 
and lifestyle modifications when thinking about health 
conditions more generally. We analyzed these ratings with a 
2 (intervention) x 2 (disorder type) within-subjects 
ANOVA. There was a main effect of disorder type, F(1, 59) 
= 11.92, p = .001, 𝜂!! = .17, reflecting higher effectiveness 
ratings for medical disorders (M=69.38) than mental 
disorders (M=62.05). The main effect of intervention and 
the interaction were not significant, ps > .42, as in 
Experiment 1. 

 
 

Figure 4: Mean targeting judgments for Experiment 2. 
 

 
 

Figure 5: Mean effectiveness judgments for 
Experiment 2. 
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Discussion 
In this experiment we added information about the causal 
mechanism by which treatments work to determine if this 
information increased ratings of how effective the 
treatments were at treating the root cause of the disorder. 
We did not find that targeting judgments for causes 
increased for our two treatments. Rather, we found that the 
same difference between cause and symptoms was found for 
medications, and now lifestyle modifications were seen as 
less likely to target causes than symptoms. These findings 
were obtained despite the fact that treatments were 
described as acting upon factors that participants rated as 
likely causes of the health conditions in question. 

Finding that our causal mechanism information did not 
increase cause targeting ratings fits with previous findings 
that suggest explaining causal mechanisms can interfere 
with understanding. For example, Fernbach et al. (2013) 
showed that explaining the causal mechanism of a political 
issue decreased perceived understanding of the issue and 
extremity of views held about the issue. More generally, 
people believe they understand much more about causal 
mechanisms in the world than they actually do (Rozenblit & 
Keil, 2002). In our experiment, explaining how the lifestyle 
modification could have worked may have suggested to 
people how little they understood about how such 
treatments work on root causes in the first place. As a result, 
they rated the treatment as less likely to work through this 
mechanism they did not understand. If this is the underlying 
force in our effects, it is an interesting case of where outside 
instruction on a causal mechanism dispels an illusion of 
understanding.  

General Discussion 
In this set of two experiments we measured people’s beliefs 
about where treatments intervene in a health causal system. 
While theories of causal models and previous research 
within health decision making has suggested the importance 
people see in intervening on root causes (e.g., Yopchick & 
Kim, 2009), our results suggest that people may hold 
treatment-specific beliefs about where interventions actually 
occurs. Within our disorder context people did not endorse 
medications as intervening on causes but still endorsed them 
as effective treatments. Highlighting causal mechanisms by 
which treatments could work on a root cause did not 
increase cause target judgments and instead reduced these 
judgments for lifestyle modifications. 

People believe that different types of treatments can work 
on different parts of the causal system but still be equally 
effective. This suggests that people are able to navigate the 
tension between ideal causal interventions and real world 
treatments: even “non-ideal” interventions can still be 
effective. These results have important implications for 
thinking about treatment decisions within the health care 
setting. For instance, people may believe that a patient will 
need to be on a medication for life because this medication 
never actually removes the cause of the problem (e.g., 
someone taking an antidepressant can never stop taking it 

without symptoms returning). In summary, we have 
provided a first look into how people believe interventions 
work in a real-world causal system. It is the avenue of future 
research to explore how these naïve beliefs manifest in other 
domains. 

Acknowledgments 
Funding was provided by Lehigh University research funds 
given to the first author. 

References  
Ahn, W. K., Proctor, C. C., & Flanagan, E. H. (2009). 

Mental health clinicians’ beliefs about the biological, 
psychological, and environmental bases of mental 
disorders. Cognitive Science, 33, 147-182. 

Böhm, G., & Pfister, H. R. (2000). Action tendencies and 
characteristics of environmental risks. Acta Psychologica, 
104, 317-337. 

de Kwaadsteniet, L., Hagmayer, Y., Krol, N. P., & 
Witteman, C. L. (2010). Causal client models in selecting 
effective interventions: A cognitive mapping study. 
Psychological Assessment, 22, 581-592. 

Fernbach, P. M., Rogers, T., Fox, C. R., & Sloman, S. A. 
(2013). Political extremism is supported by an illusion of 
understanding. Psychological Science, 24, 939-946.  

Hagmayer, Y., & Sloman, S. A. (2009). Decision makers 
conceive of their choices as interventions. Journal of 
Experimental Psychology: General, 138, 22-38. 

Hagmayer, Y., Sloman, S. A., Lagnado, D. A., & 
Waldmann, M. R. (2007). Causal reasoning through 
intervention. In A. Gopnik & L. E. Schulz (Eds.), Causal 
learning: Psychology, philosophy, and computation (pp. 
86-100): Oxford University Press. 

Kushnir, T., & Gopnik, A. (2005). Young children infer 
causal strength from probabilities and interventions. 
Psychological Science, 16, 678-683. 

Marsh, J. K., & Ahn, W. K. (2012). Memory for patient 
information as a function of experience in mental health. 
Applied Cognitive Psychology, 26, 462-474. 

Park, J., & Sloman, S. A. (2013). Mechanistic beliefs 
determine adherence to the Markov property in causal 
reasoning. Cognitive Psychology, 67, 186-216. 

Rozenblit, L., & Keil, F. (2002). The misunderstood limits 
of folk science: An illusion of explanatory depth. 
Cognitive Science, 26, 521-562.  

 Sabaté, E. (Ed.). (2003). Adherence to long-term therapies: 
Evidence for action. World Health Organization. 

Schulz, L. E., Gopnik, A., & Glymour, C. (2007). Preschool 
children learn about causal structure from conditional 
interventions. Developmental Science, 10, 322-332. 

Waldmann, M. R., Holyoak, K. J., & Fratianne, A. (1995). 
Causal models and the acquisition of category structure. 
Journal of Experimental Psychology: General, 124, 181-
206. 

Yopchick, J. E., & Kim, N. S. (2009). The influence of 
causal information on judgments of treatment efficacy. 
Memory & Cognition, 37, 29-41. 

1534



Priming bicultural bilingual Latino-Americans as Latino or American modulates 

access to the Spanish and English meaning of interlingual homographs 
 

Benjamin Uel Marsh (Bmarsh@apu.edu) 
Department of Psychology, 901 East Alosta Avenue 

Azusa, CA 91702 

 

Jean-Paul Snijder 

Department of Psychology, 901 East Alosta Avenue 

Azusa, CA 91702 

 

Marina Pulver 

Janna Schirmer 

Ashley Horiuchi 

Brandon Reynoso 

Veronica Johnson 

Hyun Seo Lee 

Natalie Koskela 

Raul Fajardo 

 
Department of Psychology, 901 East Alosta Avenue 

Azusa, CA 91702 

 

Abstract 

Using Spanish-English bilingual Latino-Americans, this study 
tested whether priming Latino or American cultural 
representations facilitated the accessibility of the Spanish 
meaning or English meaning of Spanish-English homographs. 
Seventy-four participants were randomly assigned to a Latino 
prime, American prime, or no prime condition. After being 
primed, subjects performed an English lexical decision task 
wherein they indicated whether a letter string formed an 
English word. Homographs, English controls, and non-words 
were included in the array. As predicted, there was a 
significant prime condition by word type interaction, F(2, 
70)= 5.48, p= .006, partial eta squared = .136, suggesting that 
prime condition modulated reaction times to homographs. 
Planned contrasts showed that participants in the Latino prime 
condition had slower reaction times to homographs than 
English controls, F(1, 22)= 4.84, p= .039, partial eta squared 
= .180, suggesting that the Latino prime facilitated access to 
homographs’ Spanish meaning. 
 
Keywords: Bilingual, Bicultural, Homographs, Semantic 
Representations, Cultural Representations 

Introduction  

Bicultural bilinguals are individuals who have been raised 

within two distinct sociocultural contexts wherein they 

acquire the common language and learn the defining 

features of each sociocultural context. The consequence of 

learning one language within one cultural context, and 

another language within a different cultural context is that 

the languages become preferentially linked to cultural 

representations that mentally represent the values, beliefs, 

expectations and other knowledge of the cultural context in 

which the language was acquired (Ross, Xun, & Wilson, 

2002; Zhang, Morris, Cheng & Yap, 2013). This 

relationship is in part modeled by the modified hierarchical 

model (Pavlenko, 2009) where some concepts are depicted 

as being more accessible by one language than the other. 

This asymmetrical relationship between concepts and L1 or 

L2 is in part dependent on which sociocultural context both 

languages were acquired. If bicultural bilinguals acquire L1 

in one sociocultural context (C1) and L2 in a different 

context (C2), L1 and L2 may develop different intralingual 

patterns of conceptual associations and stronger links to 

cultural representations of the sociocultural context in which 

it was mostly acquired. More specifically, as discussed 

above, L1 would have stronger links to C1 than C2 

representations, and L2 would have stronger links to C2 

than C1 representations.  

 

This relationship develops through habitual use of L1 to 

reference concepts associated with C1, and habitual use of 

L2 to reference the concepts associated with C2. For 

example, Jared, Pei Yun Poh, & Paivio (2013) recruited 

Mandarin-English bilinguals who were born in China and 

had lived there, on average for 15 years. These bilinguals 

were undergraduates in Canada and had lived there for an 

average of 5 years. Participants named aloud culturally-

biased images of objects (e.g., image of a typical mailbox in 

China and a typical mailbox in Canada) in both Mandarin 

and English. Chinese culturally-biased images were named 

faster when using Mandarin than English, and Canadian 

culturally-biased images were named faster when using 

English than Mandarin. These findings suggest that some 

images along with their conceptual representation can be 

more strongly linked to one language than another. These 

Mandarin-English bilinguals likely learned to label the 

Chinese culturally-biased images using Mandarin and the 

Canadian culturally-biased images using English, resulting 

in stronger connections between Mandarin words and 

Chinese images and English words and Canadian images. 

Furthermore, these findings and other reviewed studies 

suggest an asymmetrical relationship between L1 and L2 

lexical structures and C1 and C2 networks in that using one 
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language would prime the associated network of cultural 

representations, and activating a one network of cultural 

representations would prime lexical structures in the 

associated lexicon. 

 

Research has shown that the language in which a task is 

performed influences which cultural representations become 

active. For example, Kemmelmeier and Cheng (2004) 

administered in English or Chinese an independent and 

interdependent self-construal scale to bilinguals in Hong 

Kong. They found that conceptual accessibility varied as a 

function of task language. Specifically, participants’ who 

took the survey in English scored higher on the independent 

self-construal scale than those who took the survey in 

Chinese. This result suggests that performing the task in 

English facilitated access to concepts reflecting an 

independent self-construal that is common of Westerners 

than an interdependent self-construal that is common of East 

Asians. If processing L2 (L1) activates the concepts 

associated with C2 (C1), it is likely that the C2 network of 

cultural representations is also primed. As result, items 

encountered while using L2 (L1) are potentially being 

processed according to C2 (C1) representations (Chen & 

Bond, 2010; Kemmelmeier & Cheng, 2004; Ross, Xun, & 

Wilson, 2002).  

 

Given that language use can facilitate the accessibility 

culture representations, one would assume that activating 

cultural representations could facilitate or inhibit lexical 

access (Jared, et al., 2013; Zhang, Morris, Cheng, & Yap, 

2013). Zhang, Morris, Cheng, and Yap (2013) tested 

whether priming C1 representations directly interfered with 

L2 production by activating L1 structures. Their participants 

were coordinated Chinese-English bilinguals who had lived 

in the US 3 - 14 months. In Study 1, participants performed 

a computer-mediated conversation in where they listened to 

a pre-recorded speech about campus life while attending to a 

photograph of an American student (either Chinese or 

Caucasian face). After hearing the speech, participants 

verbally responded to the topic in English while being 

recorded. Compared to baseline measures, the participants 

showed decreased English fluency (number of words per 

minute) when speaking to a Chinese face compared to a 

Caucasian face. In Study 2, Zhang et al. (2013) found that 

English fluency significantly decreased when participants 

describe Chinese cultural icons (e.g., Great Wall) in 

English, but not when they described American cultural 

icons (e.g., Mount Rushmore) in English. These results 

suggest that viewing an individual or icon that represents 

C1, primes C1 representations and subsequently interferes 

with L2 production. 

To assess whether C1 interference of L2 production was 

specifically through the activation of L1 lexical structures, 

Zhang et al. (Study 3) presented participants with pictures of 

objects with anomalous literal translations (e.g., In Chinese 

the literal translation of “Pistachios” is “Happy Nuts”). 

Participants were tested with name-recognition trials where 

they judged whether the target English word/phrase 

identified the pictured object. Some words/phrases were 

English names like “pistachio” and others were Chinese 

literal translations like “happy nuts.” In this study, the same 

prime technique from Study 2 was administered prior to the 

presentation of name recognition trials to assess whether a 

Chinese prime or American prime facilitated access to the 

Chinese literal translations or the American English name 

respectively. They found that Chinese icons facilitated the 

accessibility of Chinese literal translations, but American 

icons had no facilitating effects. 

 

These results suggest that the presentation of nonlinguistic 

cultural cues (i.e., faces or cultural icons) activates C1 

representations, primes L1 structures and subsequently 

interferes with L2 production. More specifically, activating 

C1 representations primes Chinese lexical structures that 

share more features with literal English translations (e.g., 

happy nuts) than the actual English referents (e.g., 

pistachio), making the literal translations more accessible 

than the English referents. The lack of facilitation by the 

American prime simply reveals the limited storing of 

American cultural representations that would activate 

English lexical forms. 

 

Li, Yang, Scherf, and Li (2013) found similar results to 

Zhang et al. (2014), and that the activation of lexical 

structures by nonlinguistic cultural cues was reflected in 

neural activation patterns. Chinese-English bilinguals 

performed a picture-naming task in Chinese and English. In 

addition, objects to be named were presented with a 

Caucasian face, Chinese face, or no face. Participants 

performed the task twice: once inside a functional MRI to 

track activation of key brain regions during the different 

conditions (participants believed their naming reaction times 

were being recorded), and again outside of the fMRI to 

record naming reaction times. Li et al. (2013) found that 

picture naming was significantly faster in Chinese (subjects’ 

L1) than English only when objects were paired with a 

Chinese face. Furthermore, fMRI data showed that the 

frontal and parietal brain regions received significantly 

larger clusters of activation when face and language pairings 

were congruent (e.g., Chinese face while naming in Chinese 

or Caucasian face while naming in English) than 

incongruent. 

 

In light of the reviewed research, L1 and L2 facilitate access 

to different concepts and prime respectively C1 and C2 

representations influencing how information is processed. 

Moreover, activating C1 and C2 representations primes 

respectively L1 and L2 structures influencing language 

production.  Studies reviewed in this section, however, have 

only investigated the effects of nonlinguistic cultural cues 

on language production, and has not provided any evidence 

that nonlinguistic cultural cues would have similar effects in 

a language reception task (i.e. lexical decision task), an 

issue that is investigated in this study.  
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Current Study 
The purpose of this study is to test whether priming cultural 

representations affects excitatory and inhibitory processes 

within a language reception task. It is common to use 

interlingual homographs to assess the excitatory and 

inhibitory processes of the bilingual language system. Both 

meanings of a homograph are activated in parallel, but the 

meaning irrelevant to the task is inhibited (Macizo, Bajo, & 

Martin, 2010). It is theorized here that the presentation of 

cultural icons influences the activation of L1 and L2 

structures by sending excitation to language tags, as 

depicted in the Inhibitory Control model (Green, 1998), that 

control activation and inhibition of the target and non-target 

language respectively. 

 

Using Latino-Americans who are English-Spanish 

bilinguals as participants, this study tests whether priming 

Latino (C2) and American (C1) cultural representations 

facilitate access to the Spanish (L2) homograph meaning 

and English (L1) homograph meaning respectively. 

Participants were shown either icons representative of 

Latino or American culture, or photographs of neutral 

scenes and asked to describe briefly each photograph. 

Afterwards, participants were presented with an English 

lexical decision task in which they decided whether a letter 

string formed a real English word. The array of letter strings 

included English control words, Spanish-English 

homographs, and non-words. Including only English words 

in the task facilitates the accessibility of the English 

homograph meaning limiting interference of the Spanish 

homograph meaning in lexical decisions to homographs 

(Dijkstra et al., 1998). Therefore, it is predicted that 

participants who describe neutral photographs will show no 

difference in lexical decision reaction time between 

homographs and English control words. Given the English 

context of the task and the assumption that American 

cultural icons will facilitate the accessibility of English, 

participants who describe American cultural icons are 

predicted to show no difference in lexical decision reaction 

time between homographs and English control words, and 

have faster lexical decisions to words than those who 

describe neutral photographs. In contrast, Latino cultural 

icons are predicted to facilitate the accessibility of Spanish. 

Therefore, participants who describe Latino cultural icons 

are predicted to have slower reactions times to homographs 

than English control words. Findings from this study may 

provide insight into how lexical structures and cultural 

representations are organized in semantic memory as well as 

practical implications for how bicultural bilinguals 

comprehend and encode written information.  

Methods 

Design and Participants 

This study is a 3 (Prime condition: Latino prime, American 

prime, or No prime) x 2 (Word type: Homograph and 

English control word) mixed factorial design with prime 

condition as the between-subjects variable. Ninety-one 

Spanish-English bilingual Latino-Americans were recruited 

from the Los Angeles Metropolitan area. There were three 

inclusion criteria: participants must be 18 years of age or 

older, a Spanish-English bilingual, and have at least one 

parent who is of Latino/Hispanic heritage. Eighteen 

participants were excluded for being a multivariate on 

Spanish or English proficiency scale or a univariate outlier 

in terms of the total number of excluded trials (e.g., errors, 

outliers, unrecognized homographs and their matched 

English control words) and reaction times to homographs, 

English controls, and non-words.  Analyses were conducted 

using data from 73 (18 Male, 55 Female) participants.  

Participants’ mean age was 20.03 years (SD = 2.75). The 

majority of participants were born in the US (n = 63, 86%), 

grew up in a home where both Spanish and English was 

spoken (n = 40, 55%), and  indicated that they used English 

more often (n = 38, 52%) than Spanish (Table 1). 

  

Table 1: Sample Frequencies for, Immigration Status, Home 

Language, and Language Use 

 

 n (%) 

Immigration Status 

US Born 63 (86) 

Immigrant 9 (12) 

Home Language 

English Only 5 (7) 

Spanish Only 28 (38) 

Both English/Spanish 40 (55) 

Language Use 

English More 38 (52) 

English/Spanish Equally 20 (27) 

Spanish More 15 (21) 

 

Materials  
Priming icons A set of icons that represented American and 

Latino culture were selected to be used as cultural icons. 

The American icons included the following: Abraham 

Lincoln, Statue of Liberty, a depiction of the declaration of 

independence with words “We the People” visible sitting 

next to an American flag, burger and fries, and a football 

game. The Latino icons included the following: the Mexican 

flag, “Our Lady of Guadalupe”, a soccer match, a plate of 

tamales, and a couple dancing a traditional Mexican dance. 

Some of the icons resemble those used in Lechuga (2008). 

 

Homographs and English control words Forty 

interlingual homographs and 40 non-homograph English 

control words were taken from Macizo, Bajo, and Martin 

(2010). Eighty non-words were also included. Word 

frequency (number of times, on average, a word occurs in 
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written text) was matched for the English meaning of 

homographs (M = 460.45; SD = 1357.72), English 

translation of the Spanish meaning of homographs (M = 

410; SD = 1658), and the English control words (M = 

444.83; SD = 1487.19). 

 

Language history and culture questionnaire A language 

history and culture questionnaire was used to assess 

participants’ experience with and self-reported proficiency 

in Spanish and English, as well as participants’ cultural 

identity. On this questionnaire, participants indicated basic 

demographic information (Age, Gender, Education level, 

childhood socioeconomic status, immigration status, and 

race/ethnicity). On the language history portion, participants 

indicated their first and second language, and the language 

most frequently spoken in their home during childhood. 

Participants indicated whether they use English or Spanish 

the most on a 7-point scale (1 = I use English the most; 7 = I 

use Spanish the most). Participants indicated how they 

learned English and Spanish on a 7-point scale (1 = Mostly 

through formal education; 7 = Mostly through interacting 

with people). Also, on a 7-point Likert scale (1 = Low; 7 = 

High) participants rated their Spanish and English 

proficiency in each of five areas: reading, spelling, writing, 

speaking, and speech comprehension. In addition, 

participants indicated how often they had read, heard, or 

used the Spanish meaning of each homograph on a 7-point 

Likert scale (0= Not at all; 6 = Very Often). For each 

participant, the number of homographs responded to with a 

0, indicating they did not recognize ever being exposed to 

the Spanish homograph meaning, were counted and 

recorded as a continuous variable (number of unrecognized 

homographs). After excluding unrecognized homographs, a 

homograph frequency of exposure rating was calculated on 

a 6-point scale (1 = Rarely; 6 = Very often) for each 

participant. 

To assess the degree to which participants identified with 

Latino culture, the revised version of Phinney’s (1992) 

multiethnic identity scale was included in the questionnaire. 

This version consists of 12 items rated on a 4 point Likert 

scale (1 = Strongly disagree; 4 = Strongly agree) from 

which an average score is calculated (Phinney, Romero, 

Nava, & Huang, 2001). In our study, the scale was adapted 

to a 7-point Likert scale (1 = Strongly disagree; 7 = Strongly 

agree) for symmetry with other scales on the questionnaire. 

 

Procedure 
Participants were randomly assigned to either the American 

prime, Latino prime, or no prime condition. They were told 

that the experiment involved a (a) photograph description 

task in which they would make descriptive responses to five 

photographs, (b) an English lexical decision task in which 

they indicated whether a presented letter string was an 

English word, and (c) a recognition task for the previously 

seen photographs. The experimental task was administered 

via a Macintosh desktop computer, and programmed using 

Super Lab software. The sequence of tasks started with 

practice trials. Participants were seated approximately 23 

inches from a computer monitor. For practice, participants 

were presented one neutral photograph to describe. After 

describing the practice photograph, participants performed 

10 practice trials of the English lexical decision task. Each 

letter string remained on the screen until the participant 

provided a “Yes” or “No” response by pressing the “z” or 

“m” key respectively. Letter strings were separated by a 

500ms screen with two fixation crosses in the center. After 

the practice trials, participants were verbally informed that 

for the test trials speed and accuracy were important and 

that they were to make their responses as quickly and 

accurately as possible. Participants in the American and 

Latino prime condition were presented five icons culturally 

relevant to their respective condition. In the No prime 

condition, participants saw five neutral photographs. After 

the priming task, participants were introduced to the test 

trials of the English lexical decision task. Participants 

performed 160 test trials of the English lexical decision task 

in random order for each participant. They were not 

informed that interlingual homographs were included. The 

reaction time for each lexical decision was recorded. Test 

trials were followed by a photograph recognition task that 

included the five previously seen photographs and 15 

distracters. 

Results 

A series of Analysis of variance (ANOVA) on the 

percentage of excluded words and nonwords was conducted 

with prime condition as a factor. Prime conditions did not 

differ in the percentage of excluded words, F(2, 70) = .610, 

p = . 546, partial eta squared = .017, and nonwords, F(2, 70) 

= .820, p = . 445, partial eta squared = .023. On average, 

16.40% (SD = 9.7%) of words and 15.18% (SD = 11%) of 

non-words had to excluded due to errors, outliers, or 

unrecognized homographs.  

 

A repeated measure ANOVA on participants’ proficiency 

ratings was conducted with language (Spanish and English), 

proficiency type (reading, writing, speaking, spelling, and 

speech comprehension), and prime condition (No prime, 

Latino prime, or American prime) as factors. Means and 

standard deviations are presented in Table 2. Participants 

reported higher proficiency in English than Spanish, evident 

by the significant Langauge effect, F(1, 70) = 109.30, p < 

.001, partial eta squared = .610 and significant Language by 

proficiency interaction, F(4, 178) = 19.92, p > . 001, partial 

eta squared = .222. The interaction among proficiency, 

language, and prime condition was not significant, F(8, 136) 

= 1.12, p = . 353, partial eta squared = .062, suggesting that 

Spanish reading, writing, spelling, speaking, and speech 

comprehension did not differ respectively from English 

reading, writing, spelling, speaking, and speech 

comprehension among the prime conditions. 
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Table 2: Mean (and SD) Language Proficiency Ratings for 

each Proficiency Type by Prime Condition 

 

Proficiency 
No Prime 

Latino 

Prime 

American 

Prime 

M (SD) M (SD) M (SD) 

Spanish 
   

Reading 5.19(1.54) 5.00(1.51) 4.84(1.28) 

Spelling 4.30(1.63) 4.59(1.33) 4.48(1.26) 

Writing 4.11(1.69) 4.36(1.52) 4.44(1.35) 

Speaking 5.15(1.16) 5.45(1.71) 5.88(1.48) 

Speech 

Comprehension 
6.00(1.35) 5.73(1.48) 6.24(1.30) 

English 
   

Reading 6.59(.572) 6.64(.492) 6.60(.707) 

Spelling 6.19(.879) 6.32(.839) 6.24(.970) 

Writing 6.15(.864) 6.45(.596) 6.44(.870) 

Speaking 6.56(.641) 6.68(.568) 6.80(.500) 

Speech 

Comprehension 
6.59(.636) 6.73(.456) 6.84(.374) 

Note. 1 = Low; 7 = High 

 

Main Findings 
As predicted, there was a significant prime condition by 

word type interaction, F(2, 70)= 5.48, p= .006, partial eta 

squared = .136 (Figure 1). Planned contrasts were conducted 

on reaction times to homographs and English control words 

for each prime condition. Participants in the Latino prime 

condition had slower reaction times to homographs (M= 

654.42; SD= 85.44) than English controls (M= 630.25; SD= 

69.36), F(1, 22)= 4.84, p= .039, partial eta squared = .180. 

There were no significant differences between reaction 

times to homographs and English controls for No prime 

condition, F(1, 24)= .114, p= .739, partial eta squared = 

.005, or American prime condition, F(1, 24)= 4.13, p= .053, 

partial eta squared = .147.   

  

 
 Note. Error bars are 95% confidence intervals 

 

Figure 1: Mean reaction times to English words and 

interlingual homographs as a function of prime condition. 

Discussion 

The significant interaction of word type and prime condition 

on lexical decision time confirms that priming cultural 

representations affects accessibility of the target and non-

target meaning of interlingual homographs. Participants in 

the Latino prime condition responded slower to homographs 

than English controls. This result is attributed to images 

reflecting aspects of Latino culture activating Latino cultural 

representations and the associated language, Spanish. 

Consequently, this process increased the accessibility of 

homograph’s Spanish meaning and slowed lexical decisions 

for homographs. It is important to note that the null result in 

the no prime condition is a replication of the findings of 

Dijkstra (1998, experiment 1), suggesting that performing 

the task in an English context facilitated the accessibility of 

English limiting interference from the homographs’ Spanish 

meaning. The American prime had a similar effect, in that 

its results are comparable to the no prime condition, 

suggesting the facilitation of access to the homograph’s 

English meaning limiting interference from the Spanish 

meaning. In sum, the findings suggest that priming cultural 

representations modulates excitatory processes in the 

bilingual language system and that nonlinguistic cultural 

cues may aid in resolving competition for activation 

between L1 and L2 during a language reception task.  

 

Variability in Bilingualism  
In studies trying to modulate parallel processes in the 

bilingual language system, it is important to note that 

several factors have been found to influence interlingual 

activation such as: language proficiency and dominance 

(Basnight-Brown & Altarriba, 2007; Costa & Santesteban, 

2004; Elston-Guttler, Paulmann, & Kotz, 2005), language 

history and the current language context in which the 

participants are immersed (Kroll, Bobb, & Wodniecka, 

2006). As reviewed by Kroll and Bialystok (2013), 

bilingualism is not a simple categorical variable but instead 

a dynamic multidimensional interaction of linguistic, 

cognitive, social, experiential, educational, and other 

factors. This study along with others (Zhang et al., 2013 and 

Li et al., 2013) has found evidence for nonlinguistic cultural 

cues being another contextual factor that may influence 

excitation and inhibitory processes in the bilingual language 

system.  

 

Conclusion 
Language and culture are intertwined in that culture 

sanctions a particular way of understanding and associating 

entities in the environment and this occurrence influences 

the structure of language. Monocultural bilinguals, 

bicultural monolinguals, and bicultural bilinguals each 

represent a number of ways that cultural representations 

lexical structures can be organized in distinct yet linked 

networks. But, bicultural bilinguals provide a rare 

opportunity not only to study the intersection between 

language systems and networks of cultural representations, 

but also to understand the dynamic contextually driven 

600
610
620
630
640
650
660
670
680

No Prime
(n = 25)

Latino
(n = 23)

American
(n = 25)

R
e

ac
ti

o
n

 T
im

e
 (

m
s)

 

English Homograph

1539



nature of this relationship that likely varies as a function of 

one’s language and cultural history. 
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Abstract

Work in the mental model tradition has shown that human
reasoners are subject to fallacious inferences from very sim-
ple premises that have been described as tantamount to cog-
nitive illusions (Walsh & Johnson-Laird, 2004; Khemlani &
Johnson-Laird, 2009). We present four experiments that show
that these phenomena are much more general and systematic
than has previously been thought. Among other results, we
find that premises using ‘some’ mirror premises using ‘or’
in generating fallacious inferences, showing that there are in-
teresting facts about reasoning with quantifiers beyond syllo-
gisms that have been the main focus in the literature. Neither
mental model theory nor other familiar theories of reasoning
account for the results we present. However, the novel illusory
inferences we present are predicted by the erotetic theory of
reasoning (Koralus and Mascarenhas, 2013). The key idea is
that, by default, we reason by interpreting successive premises
as questions and maximally strong answers to those questions,
which generates the observed fallacies.

Keywords: illusory inferences; disjunction; quantifiers;
erotetic theory; reasoning; mental models; fallacies

Introduction
The capacity for reasoning is central to modern human en-
deavors. The most widely discussed approaches to un-
derstanding this capacity are mental logic (Rips, 1994),
Bayesianism (Oaksford & Chater, 2007), and mental model
theory (Johnson-Laird, 1983). Each of these approaches has
important advantages. Mental logic approaches incorporate
the important insight that a fully satisfactory theory of rea-
soning should be formally precise in the sense that it is pos-
sible to calculate predictions of the theory for an unbounded
number of possible reasoning problems from a clearly speci-
fied set of axioms. Bayesian approaches are a heterogeneous
family, and some theorists place themselves broadly within
the mental logic or the mental models approach. Neverthe-
less, they uniformly have the advantage of seeking to account
for our reasoning performance in ways that would flow from
a simple core idea of what our reasoning capacity is aiming
at, e.g. rationally updating a probability distribution in light
of evidence. Mental model theory has the advantage of mak-
ing central the nature of the representations we build as we
interpret premises and how those representations can be less
detailed than the premise statements in terms of their informa-
tion content. We have argued elsewhere for a new theory of
reasoning that we believe unites those advantages, the erotetic

theory of reasoning (henceforth ETR) (Koralus & Mascaren-
has, 2013). The core idea behind ETR is the notion that we
reason by raising questions and seeking to answer them as
directly as possible. This intuitive notion has been given a
mathematically rigorous description (Koralus & Mascaren-
has, 2013), which we showed captures core existent data on
propositional reasoning. Here, we present four new experi-
ments on reasoning documenting novel systematic fallacies,
and argue that those results support the erotetic theory over
existing approaches.

Illusory inferences from disjunction
Inferences from disjunctive statements involving ‘or’ may
well be the simplest non-trivial cases of reasoning. For ex-
ample, if we accept that either there is an apple on the table
or else an orange, and we further accept that there isn’t an
orange on the table, we may straightforwardly conclude that
there is an apple. Now, we are subject to systematic failures
of reasoning with premises that are similarly simple. Walsh
and Johnson-Laird (2004) presented participants in an exper-
iment with the following problem:

(1) P1: Either Jane is kneeling by the fire and she is
looking at the TV or otherwise Mark is stand-
ing at the window and he is peering into the
garden.

P2: Jane is kneeling by the fire.
Concl.: Jane is looking at the TV.

Only 10% of participants gave correct answers to problems
of this form, prompting the authors to call them “illusory in-
ferences.” Most participants say that it follows from the two
premises that Jane is looking at the TV. However, on reflec-
tion, we can see that this is a fallacy. The truth of the premises
is compatible with a situation in which Jane is kneeling by the
fire but not looking at the TV, while Mark is standing by the
window and is peering into the garden.1

To date, the only systematic accounts of illusory inferences
of this kind are offered by the mental model theory and by
the erotetic theory of reasoning. The mental-model based ex-
planation Walsh and Johnson-Laird propose for this illusory
inference is based on the idea that we build mental models

1Notice that the conclusion in (1) is illicit even if we interpret
‘or’ exclusively (i.e. “A or B but not both”).
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of only some of the alternative possibilities compatible with
the first premise, notably of the alternatives in which Jane is
kneeling and looking, the alternative in which Mark is stand-
ing and peering, and the alternative which combines both of
the former. Walsh and Johnson-Laird suggest that when we
encounter the categorical premise we “match” that premise to
the alternatives that are partly co-referential with the second
premise in the disjunction. This match is then treated as defi-
nitely establishing that one of these alternatives holds. In this
case, all envisaged alternatives that “match” Jane kneeling by
the fire also include that Jane is looking at the TV, yielding
the illusory inference.

ETR proposes a rather different explanation of illusory in-
ferences. The core idea is that a disjunctive premise statement
raises the question of which of the disjuncts is the case. Ef-
fectively, P1 is interpreted as akin to the question, “am I in
a kneeling and looking situation or in a standing and peering
situation?” P2 is then interpreted as akin to the answer, “you
are in a kneeling situation!” Interpreted strongly, this answer
would lead us to conclude that we are in a kneeling and look-
ing situation. This question/answer-based explanation of the
illusory inference pattern does not require co-reference be-
tween expressions in the premise statements. Moreover, ETR
predicts an effect of premise order that the mental models
account does not. If reasoners are being led to errors by
their interpreting the disjunctive premise as a question and
the simpler premise as an answer, then this tendency should
be mitigated by a reversal in the order of the premises. It
ought to be somewhat more difficult to apply a question ask-
ing/answering strategy to the problem if the (putative) answer
occurs first and the question second. By contrast, the mental
model matching strategy ought not to be sensitive to order in
this sense. In Experiment 1, to be presented shortly, we show
that indeed this effect of premise order exists.

From disjunctions to indefinites
One natural way to look at sentences with indefinite expres-
sions as in (2a), schematized in (2b), is as generalized (and
theoretically infinitary) disjunctions as in (2c)/(2d).

(2) a. Some student smokes.
b. Some x is an A who also has the B property.
c. John is a student and smokes, or Mary is a student

and smokes, or . . .
d. x0 is an A with the B property, or x1 is an A with the

B property, or . . .

This perspective on indefinite expressions is more than just a
formal logical curiosity. The view that indefinite expressions
share substantive properties with disjunction has also been
championed as crucial part of accounts of indefinites in sev-
eral guises from within linguistic semantics.2 Consequently,
it is important to ask whether (something like) illusory in-

2In particular, the alternative semantics of Kratzer and Shi-
moyama (2002) and the inquisitive semantics of Ciardelli (2009) and
Mascarenhas (2011).

ferences from disjunction can be replicated in the domain of
indefinite quantification. In Experiments 2 and 3 we show
that this is the case.

An effect of premise order

Experiment 1

The mental model matching strategy does not intrinsically in-
voke order. By contrast, we cannot treat something as an an-
swer without having a question first. Thus, the explanation of
the illusory inference offered by ETR, unlike the matching-
based account, immediately predicts an order effect. In ex-
periment 1, we examined whether illusory inferences from
disjunction are mitigated if the order of premises is reversed.

We examined four illusory inference problems and four
control problems that were not hypothesized to yield illusory
inferences. Both types of problems involved two premises,
where the first premise consisted of a disjunction and the sec-
ond premise consisted of an atomic proposition or a negated
atomic proposition. The target and control problems were
variants of the following two examples:

(3) Sample Target Problem
There is an ace and a queen, or else a king and a ten.
There is a king.
What if anything follows?

(4) Sample Control Problem
There is an ace and a king, or else a queen and a jack.
There isn’t an ace.
What if anything follows?

We predicted that in the target problem participants should
systematically draw the illusory inference that there is a ten
in the hand, and so on in similar problems. This should be the
case despite the lack of co-reference in the premise statements
above; since we are using indefinite expressions like “a king”
and “a ten,” rather than proper names like “Jane” and “Mark,”
co-reference is not guaranteed in our examples. We predicted
moreover that the incidence of these mistakes in target prob-
lems should be far greater than the incidence of invalid infer-
ences in the control problems. Crucially, we predicted that
subjects who saw the target problems with premises in re-
versed order would make significantly fewer mistakes.

Participants and design Two batches of 120 members of
the mTurk worker community carried out eight reasoning
problems. The first group (average age 35 years, σ = 12, 62
female, 57 male, 1 declined to state) saw all target and con-
trol problems in canonical order; the second group (average
age 30, σ = 9, 75 male, 46 female) saw the same materials
but with premises in reverse order. Subjects served as their
own controls. The order of presentation was randomized for
each subject. In each problem, the premise statements were
followed by the question, “what if anything follows?” and a
text box to record responses.
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Type Pattern ILL INV

Target aq ∨ kx ; k 108(90%) -
Target j2 ∨ a8 ; j 108(90%) -
Target q8 ∨ 2a ; 2 113(94%) -
Target xk ∨ qa ; x 111(93%) -
Control ak ∨ qj ; ¬a - 15(13%)
Control j8 ∨ ax ; ¬j - 17(14%)
Control 28 ∨ kj ; ¬k - 16(13%)
Control 8k ∨ qa ; ¬q - 16(13%)

Table 1: Results of experiment 1, canonical order condition.
“a”, “j”, “k”, “q”, “2”, “8”, and “x” stand for the cards
ace, jack, king, queen, two, eight, and ten, respectively.

Procedure The experiment was carried out over the inter-
net using Qualtrics and participants were anonymously re-
cruited and paid through the Amazon mTurk website. Each
participant was rewarded with USD 0.25 for their participa-
tion. Participants were invited to engage in a study of rea-
soning in which they had to say what they can conclude from
a set of statements. They were asked not to make notes or
use search engines while performing the task. Before the
target and control questions were presented, each participant
was shown two worked-out sample reasoning problems of an
unrelated kind using conditionals. All statements were ex-
plained to be about a large hand of cards. They were told that
the experiment would last approximately 5 minutes but were
given as much time as they needed, up to 10 minutes.

Results Participants’ written responses were coded as fol-
lows into binary categories. For target problems, we coded a
response as a ‘1’ in the category of illusory inference (ILL)
if and only if at least one illusory inference proposition was a
conjunct in the written answer and no other invalid inferences
were present. For control problems, we coded a response as
invalid (INV) if and only if at least one invalid inference of
any sort was present, excepting responses like “nothing fol-
lows,” “no,” and the like. In all cases, we made allowance for
the fact that some participants may interpret ‘or’ as inclusive
and some as exclusive.

Both authors of this paper coded the free-form responses
into the above categories and discrepancies were resolved by
agreement. 97.5% of participants made one or more illusory
inferences, while 18.3% made one or more invalid inferences
in control problems. We rejected the null hypothesis that illu-
sory inferences were as frequent as invalid inferences in con-
trol problems (Wilcoxon Matched-Pairs Test, T = 117.5 (sum
of negative difference rank), p < .0001). We summarize the
data for the different target and control problems in canonical
order in Table 1 above.

As predicted, fewer illusory inferences were made in the
reversed condition than in canonical order. The number of
illusory inferences dropped by approximately 10% on av-
erage when the premises were reversed. We rejected the
null hypothesis that the frequency of illusory inferences was

Type Pattern ILL

Target k ; aq ∨ kx 97(81%)
Target j ; j2 ∨ a8 101(84%)
Target 2 ; q8 ∨ 2a 98(82%)
Target x ; xk ∨ qa 98(82%)

Table 2: Results of experiment 1, reversed order condition.
“a”, “j”, “k”, “q”, “2”, “8”, and “x” stand for the cards
ace, jack, king, queen, two, eight, and ten, respectively.

the same for the two premise orders (Mann-Whitney, z =
2.05477, p < 0.038). The results for the target cases in the
reverse-order condition are summarized in Table 2. By con-
trast, there was no significant effect of premise order for the
control problems.

Discussion Our results show first of all that the pattern of
illusory inference is not due to co-reference across premises
and also cast some doubt on the idea that representations of
spatial configurations are required for such inferences (as-
suming that card scenarios do not as readily invoke spatial
imagery as scenarios of people standing and peering into gar-
dens). The explanation offered by ETR depends on neither
co-reference nor spatial models.

More interestingly, the results are consistent with the pre-
diction of ETR that reversing the order of premises would
mitigate the illusory inference pattern. They cast doubt on
explanations of these kinds of inference patterns involving
notions like “matching” that are not relevantly asymmetric.

One could respond on behalf of mental model theory that
matching only applies if we already have a set of mental
models from a disjunctive premise so that we can match the
information of a categorical premise to an element of this
set. If we take this avenue, matching simply does not apply
in the reversed-order case. However, for reasoning steps in
which we are not integrating premises by “matching,” men-
tal model theory provides a more general procedure for con-
joining mental models (Johnson-Laird, 2008; Khemlani &
Johnson-Laird, 2009). The first premise would generate a
single mental model, which would have to be conjoined with
the set of mental models generated by the second premise.
However, the process for conjoining mental models is also
designed to make us jump to conclusions in reasoning. As
we conjoin the mental model for “there is a king” with the
mental models for “there is an ace and a queen, or else a king
and a ten,” the procedure, as defined by Johnson-Laird and
Khemlani, rules out all of those mental models in which we
do not have an ace and a queen. Thus, even if we maintain
that the mental model matching procedure does not hold in
the case in which premises of the illusory inference problem
are reversed, the mental model conjoin procedure would then
apply to yield the same result. Consequently, both matching
and mental model conjoin procedures fail to explain why the
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illusory inference is mitigated in the reversed case.3

Despite a significant drop in illusory inferences in the
reversed-order condition, illusory inferences did not alto-
gether disappear. How does the erotetic theory explain the
fact that a significant, though lower, quantity of illusory infer-
ences is still present in the reversed condition? We propose,
tentatively for now, that those participants that made illusory
inferences in the reversed order condition overruled the or-
der of premises given in the experiment, choosing to process
premise 2 before premise 1. Our account’s default reasoning
strategy (on which more in this article’s general discussion
section) proceeds by taking premises in the order in which
they are given, but the theory is compatible with some sub-
jects realizing that nothing new immediately follows from the
premises in reversed order, subsequently reparsing the rea-
soning problem in the canonical order, and thereby getting
the illusory inference. We leave a detailed treatment of this
issue to future work.

Illusory inferences with quantifiers

Experiments 2 and 3 — indefinites

We tested for indefinite versions of illusory inferences from
disjunction with two experiments. In experiment 2, our pilot,
we tested the two patterns in (5):

(5) a. Some student smokes.
John is a student.
Does it follow that John smokes?

b. Some pilot writes poems.
John is a pilot.
Does it follow that John writes poems?

In the aggregate, we found that about 30% of subjects made
the fallacious conclusion, significantly more than our invalid
controls (Wilcoxon matched-pairs test p < .05). However, a
by-item analysis showed that the effect was only significant
for (5b). We hypothesized that subjects’ prior expectations
about what is typical for the topical individuals of our ma-
terials were responsible for the variance. We suspected that
subjects’ expectations about how unlikely students are to be
smokers played a key role in making the corresponding illu-
sory inference seem less attractive. On the erotetic theory as
sketched above, it is expected that the ease with which rea-
soners can conjure up alternative representations for individ-
uals should correlate inversely with the attractiveness of the
relevant illusory inferences.

In experiment 3, we factored out entirely subjects’ expec-
tations about the topical individuals, by using completely un-
familiar properties in both restrictor and nuclear-scope posi-
tions in our materials.

3We are open to the possibility that mental model theory could
revise or expand the mental-model-building procedure so as to cap-
ture our order effect, but as far as we know, no such proposal exists
in the literature at the time. We thank an anonymous reviewer for
highlighting this.

Participants and design We recruited 977 workers from
the mTurk crowdsourcing platform to solve twelve reasoning
problems. Statements in each reasoning problem were about
biological organisms and properties. We concocted the exam-
ples ourselves with no regard for the truth of the sentences or
coherence of the statements as statements about biology. This
was a legitimate strategy given that we presumed no knowl-
edge of the subject matter. In (6) we give the two content
variations we used for canonical targets.

(6) a. Some firmicute produces endospores.
Clostridium is a firmicute.
Does it follow that clostridium produces en-
dospores?

b. Some thermotogum stains gram-negative.
Maritima is a thermotogum.
Does it follow that maritima stains gram-negative?

Of the twelve problems subjects saw, six constituted varia-
tions on our target illusory inferences with indefinites, and six
were control inferences, three valid and three invalid. Of the
six targets, three had their premises in canonical order, three
were reversed. Each subject solved all twelve problems, serv-
ing as his or her own control, in a randomized order. Subjects
were asked not to make use of search engines while answer-
ing the questionnaire.

Procedure Subjects were shown one inference at a time,
each inference consisting of two premises and a proposed
conclusion. They answered whether the conclusion followed
from the premises. They were given three answers to choose
from: “yes,” “no,” and “choose not to respond.” Subjects
were also asked not to make notes or use search engines while
performing the task. We also asked in the general demo-
graphic questionnaire, after solving all reasoning problems,
whether subjects had used any search engines. They were
told that the experiment would last approximately 5 minutes
but were given 10 minutes to answer the questionnaire.

Results We found that around 40% of subjects committed
the predicted fallacy. This was a very significantly higher
rate of reasoning error than in our controls not involving in-
definites (Wilcoxon matched-pairs test p < .01). Contrary to
our pilot experiment 2, in experiment 3 we found no effect of
item content. We also found a significant order effect on the
premises: when the order of the premises in stimuli as in (6)
was inverted, we found significantly fewer fallacies for target
stimuli (Wilcoxon matched-pairs test p < .01). This order ef-
fect was not significant in either our valid controls (Wilcoxon
matched-pairs test p > .61) or our invalid controls (Wilcoxon
matched-pairs test .17 < p < .41).

Discussion These results fit with our prediction: indefinites
give rise to illusory inferences akin to those of disjunction.
These fallacious inferences are novel, and crucially do not
constitute syllogisms. They lie outside the scope of all extant
theories of reasoning with quantifiers that we are acquainted
with (see for example the comprehensive literature review by
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Khemlani & Johnson-Laird, 2012). Our results also show
that the order effect we found for standard illusory inferences
from disjunction carries over to indefinites. As before, mental
models theory is, as far as we can see, at a loss to explain this
order effect, while the erotetic theory derives it immediately.

Experiment 4 — universals
Experiments 2 and 3 showed that there exist robust fallacious
inferences with quantifiers beyond syllogisms. We suspected
that the phenomenon was not restricted to indefinites. In ex-
periment 4, we made a different “translation” of the stan-
dard illusory inference in (1) into the domain of quantifica-
tion, building on an idea from Mascarenhas (2014). Instead
of using indefinites to do the work of disjunction, we used
universal quantifiers where (1) has conjunctions. Because the
materials in experiment 4 contained overt disjunctions, we
predicted that the number of alternative states-of-affairs to be
considered by reasoners at any point would be capped at two,
leading us to suspect that there would not be an effect of con-
tent as we found with indefinites in our pilot experiment 2.
Thus, we used familiar expressions in our materials, rather
than unfamiliar technical terms. We used five target items, of
which (7a) and (7b) are representative examples:

(7) a. Every boy or every girl is coming to the party.
John is coming to the party.
Does it follow that Bill is coming to the party?

b. Mary has met every king or every queen of Europe.
Mary has met the king of Spain.
Does it follow that Mary has met the k. of Belgium?

As predicted, we found acceptance rates entirely comparable
to those reported by Walsh and Johnson-Laird (2004) for the
propositional counterpart, at around 82%. This result demon-
strates that the range of illusory inferences with quantifiers is
not limited to indefinite expressions.

Discussion — the erotetic theory of reasoning
We showed with new data that the kinds of cognitive illusions
usually discussed in the mental models literature are only the
tip of a large iceberg, extending from propositional reasoning
with disjunctions to reasoning with quantified expressions.
We argued that mental model theory does not provide an ad-
equate account of this broader family of illusory inferences,
and sketched how our erotetic theory of reasoning (Koralus
& Mascarenhas, 2013) predicts and explains the full range of
data.

We want to point out that we maintain the crucial insight
from Johnson-Laird and his collaborators that reasoning pro-
ceeds by building mental models of premise statements. In
that sense, we argue against the specific “mental model the-
ory” we discussed above while wholly embracing the idea
that reasoning is based on mental models. However, we take
a different view of what these models contain and we take a
different view of how mental models are updated as succes-
sive premise statements are taken into account. Specifically,

we take it that mental models are updated with the aim of
answering the questions they represent. In Koralus & Mas-
caranhas (2013) we give a complete and precise presentation
and formalization of the theory for the case of propositional
reasoning. We conclude presently with an informal summary
of the theory’s main features.

The erotetic principle
At the core of the theory is the erotetic principle, as follows.

(8) The erotetic principle
Part I — Our natural capacity for reasoning proceeds by
treating successive premises as questions and maximally
strong answers to them.
Part II — Systematically asking a certain type of ques-
tion as we interpret each new premise allows us to reason
in a classically valid way.

We take it that reasoning proceeds by updating an integrated
mental representation of alternative possibilities in light of
successive premise statements. By default, this process of up-
dating proceeds by treating successive premises as questions
and maximally strong answers to them. This is Part I of the
erotetic principle (8). Statements are interpreted relative to a
question that a hearer or reasoner seeks to answer in a way
that goes beyond the narrow propositional contribution of the
answer (Koralus, 2012).

But the theory is also concerned with the problem of suc-
cess for reasoning, which is addressed by Part II of the
erotetic principle. Humans are not irretrievably lost to the
non-normative conclusions that their desire to find immediate
strong answers leads them to. Interestingly, questions play
a crucial role in leading us to normatively correct reasoning
in this account. If reasoners are careful to ask polar ques-
tions (i.e. yes-no questions) about each atomic proposition
that occurs in the question under consideration before updat-
ing with the putative answer supplied by a later premise, it
can be shown that their reasoning will be classically sound
in the technical sense. We prove this result as a theorem in
Koralus and Mascarenhas (2013).

Key components of the theory
A theory of mental representations The first step is
to specify what contribution individual premise statements
make. We adopt the view that ‘or’ raises the question of
which of the disjuncts is the case (Mascarenhas, 2009). Fol-
lowing standard approaches in natural language semantics,
we model questions as sets of alternative answers. For exam-
ple, for a premise statement like “there is an ace and a queen
or a king and a jack,” we obtain the set {a&q,k& j}. For a
simple premise like “there is an ace,” we obtain a singleton
{a}. Indefinite expressions are interpreted as generalized dis-
junctions. This view on the interpretation of disjunctions and
indefinites is congenial to views of content from linguistic se-
mantics that have gained currency in the past decade.
Mental model discourses The erotetic theory is dynamic:
premises are interpreted in the order that they were given, and
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in principle that order can make a difference. This follows
from the natural dynamics of question asking and answering.

Updating via the erotetic principle The next ingredient is
an update rule that implements Part I of the erotetic princi-
ple, treating certain premises as questions and others as max-
imally strong answers to questions in context whenever pos-
sible. Besides treating information as questions and answers
our update rule also has to allow for cases in which we sim-
ply accumulate information, as when we are given successive
categorical statements.

Simple deduction rule Reasoning is not just a matter of
update. Once reasoners hear and process each premise, they
must then be able to perform simple transformations on the
resulting mental model, to check what follows. We assume
that there is a rule of disjunct simplification, validating the
inference (p∧ q)∨ r |= p∨ r. This rule for disjunct simplifi-
cation includes conjunction elimination as a special case, as
the reader can see.

Eliminating contradictions The theory takes it that rea-
soners do not immediately see anything wrong with contra-
dictions. However, there must be a process allowing them
to look at the representations they are entertaining and check
whether they are consistent or not. This comes at a cost and
is not part of default reasoning (to be defined shortly), but it
must be a possibility if we want to account for the successes
of our reasoning faculty. We therefore define an operation
that filters the mental model in discourse, going over each
alternative and eliminating all those that are contradictory.

Expanding possibilities through inquiry The mental
models of the erotetic theory represent only what is mini-
mally required to model a statement, and are therefore typ-
ically underspecified. We need an operation that expands the
mental model under consideration through successive appli-
cations into one that represents every possibility with respect
to some propositional atom. This is a crucial ingredient of
the strategy allowing for classically sound reasoning and it
implements Part II of the erotetic principle.

Default reasoning strategy Finally, we make a simple pos-
tulate describing how reasoning problems are approached by
default. Namely: when given a reasoning problem with
premises P0, . . . ,Pn and conclusion C, reasoners update a
blank mental model discourse with each premise, in the or-
der the premises were given. They may then apply the simple
deductive rule, targeting the conclusion C. If the resulting
mental model in discourse is identical to C, then the infer-
ence is deemed valid. Otherwise, it is deemed invalid. The
full description of the default reasoning strategy in Koralus
and Mascarenhas (2013) includes a model of how established
background knowledge can influence reasoning performance.

Though we do not have the space to argue for the more gen-
eral framework here, we propose the erotetic theory as a step
toward a general account of reasoning and decision-making.
Besides propositional reasoning, the erotetic theory has also

been extended to model decision-making (Koralus, 2014), the
cognitive factor in a multi-factor model of delusion (Parrott &
Koralus, 2014) and aspects of moral judgment (Koralus and
Alfano, in preparation).
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Abstract

Learning argument structure constructions is believed to de-
pend on input properties. In particular, in a cued production
task, verb production within each construction has been shown
to depend on three input factors: frequency of a verb in a con-
struction, contingency of verb–construction mapping, and verb
semantic prototypicality. Earlier studies have estimated these
values from a language corpus, without accounting for varia-
tion in the input to individual learners. We use a computational
model to control for such variation, and our results replicate
those reported for human learners. The second issue that we
address relates to different ways of representing constructions:
while the earlier studies employ form-only representations, we
run an additional analysis for form–meaning representations.
Again, the results show the impact of all three input properties
on the verb production, but their relative impact depends on
the representations used.
Keywords: language learning; argument structure construc-
tions; learning factors; frequency effects

Introduction
Cognitive, or usage-based, approaches to language acquisi-
tion claim that our linguistic knowledge is based on our indi-
vidual experiences with the language (e.g., Kemmer & Bar-
low, 2000). This is why a crucial role within such theories
is assigned to the language input that learners are exposed
to. In this view, cognitive skills, such as pattern recogni-
tion, categorization, induction, etc., enable learners to notice
various statistical regularities in the input and build up the
structured knowledge of language (Tomasello, 2003). Usage-
based theories are often associated with constructionist ac-
counts. Such accounts claim that our linguistic knowledge
can be represented as a structured inventory of constructions,
or form–meaning pairings, which vary from fully specific to
fully schematic. Schematic, or abstract, constructions emerge
as generalizations from individual instances—a particular ex-
ample of this process is described in Goldberg’s (1995) ac-
count of clausal-level argument structure (AS) constructions.
The nature of such constructions is well captured by the term
“argument structure generalizations”, suggested by Goldberg,
Casenhiser, and Sethuraman (2004).

Although the input is believed to play a crucial role in lan-
guage learning, it is yet unclear how exactly the input shapes
our lingustic knowledge—that is, which properties of the in-
put determine how well we know specific language units and

how readily we use them. One particular proposal in this
respect, which addresses the learning of AS constructions,
has been made by Ellis and colleagues in a series of studies
(Ellis & O’Donnell, 2012; Ellis, O’Donnell, & Römer, 2014a,
2014b). They have analysed how the production of verbs in
AS constructions is affected by certain properties of these
verbs, related to the distribution of their forms and mean-
ings in the constructions. In particular, Ellis et al. (2014a,
2014b) have carried out a series of experiments with L1 and
L2 speakers. In these experiments the frequency of verb pro-
duction in a given construction has been shown to be pre-
dictable from three characteristics of the verb, which quan-
titatively describe its use in the construction, as reflected in
language corpora:

1. Frequency, or the token frequency of occurrence of the
verb within this construction. This is believed to reflect
the degree of accessibility of the verb, or its entrenchment:
more entrenched verbs are produced more often.

2. Contingency, or the reliability of the verb–construction
mapping. This is related to the selectivity of verbs within
each construction: verbs that are strongly associated with
the construction are more likely to be produced first.

3. Prototypicality, or the centrality of the verb meaning:
learners would more readily, or more frequently produce
verbs whose meanings are most central to the construction.

Methodological issues
The values of frequency, contingency, and prototypicality
have been calculated by Ellis et al. (2014a, 2014b) based on
the occurrence of each verb in the British National Corpus.
This implies that all learners are exposed to language input
with exactly the same distributional properties. On the con-
trary, the usage-based approach claims that language learn-
ing is driven by usage, therefore different language experi-
ences of individual learners lead to different language rep-
resentations in learners (Dąbrowska, 2012; Misyak & Chris-
tiansen, 2012). The variation is even higher among L2 learn-
ers, who may be exposed to very different kinds of L2 input
(DeKeyser, 2013). In short, it is important to account for the
individual variation in the langage input. This is a challeng-
ing task for studies with human subjects, because it is nearly
impossible to account for the whole learning history of each
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individual learner. On the other hand, computational model-
ing can tackle the problem by providing us with a maximum
control over input data (Poibeau, Villavicencio, Korhonen, &
Alishahi, 2013). In an earlier study (Matusevych, Alishahi,
& Backus, 2014) we have shown how various input variables
can be systematically manipulated in a computational model
of AS construction learning (Alishahi & Stevenson, 2008).
Similarly, if it is important to keep the naturalistic input with-
out manipulating its characteristics, we can also simply mon-
itor such characteristics. In the current study, we exploit this
advantage of the model and use it for simulating the earlier
experimental studies (Ellis et al., 2014a, 2014b).

These earlier studies also give rise to a more theoretical
question. In theory, they adopt the definition of construc-
tions as form–meaning pairings. In practice, however, they
analyse constructions as grammar patterns, informed by the
COBUILD dictionary project (Hunston, Francis, & Manning,
1996). Each pattern contains slots for the verb and its argu-
ments, together with a specific preposition (if any), e.g. V of
N. Therefore, the patterns are form-based and contain little
semantic information. This may result in grouping semanti-
cally divergent verbs together—e.g. a cognition verb think, a
communication verb speak, and a perception verb smell are
analysed within the same pattern V of N (example from El-
lis et al., 2014a). Ellis and O’Donnell (2012) suggest that the
same analysis should be carried out for construction represen-
tations informed by other theories of construction grammar.

The current study addresses these two issues. First, we in-
tend to investigate whether the findings of Ellis et al. (2014a,
2014b) can be obtained in controlled computational simula-
tions of L1 and L2 learning, in which we monitor the actual
characteristics of the input to each individual learner. Sec-
ond, we carry out an additional analysis, in which construc-
tions are represented as form–meaning pairings rather than
form-based patterns, and the distributional characteristics are
monitored for these pairings. We compare the results of the
two analyses, to investigate whether the findings are consis-
tent for the two types of construction representations.

Computational model
We use a computational model of AS construction learn-
ing from exposure (Alishahi & Stevenson, 2008). The ex-
posure consists of individual argument structure usages (AS
usages). Each usage is represented as a set of features that
correspond to linguistic and perceptual cues normally avail-
able to human learners in an utterance they hear and the ac-
companying scene. The features include the verb, its lexi-
cal meaning, its arguments, their lexical meanings, their the-
matic roles and linguistic cases, the syntactic pattern and
prepositions. Values of some features, such as the verb
and arguments, are represented as a single symbol (e.g.,
acquire), while values of other features, in particular lexi-
cal meanings and thematic roles, are formed by sets of se-
mantic primitives: e.g., the lexical meaning of acquire is
a set {GET, HAS POSSESSION, TRANSFER, CAUSE, COST}.

These primitives have been automatically extracted from
WordNet (Miller, 1995) and VerbNet (Schuler, 2006). As for
syntactic patterns, we define them as strings describing the
word order, e.g. ARG1 VERB in ARG2.

The learning task consists in learning AS generalizations
by abstracting from individual verb usages (cf. Goldberg et
al., 2004). Such generalizations are represented as groups
of AS usages: each group combines the properties of all the
participating usages, but does not store the information about
each AS usage individually. During the learning, the model
receives one AS usage at a time and adds it either to one of
the existing groups, or to a new one. The decision for each us-
age is made based on two factors: the similarity between the
AS usage and each group, and the number of usages in each
group (which reflects its degree of entrenchment). In case
of bilingual learning, L1 and L2 usages are treated equally.
The model is not explicitly informed about the language of
each AS usage, therefore L1 and L2 usages can potentially
be mixed within groups. In other words, the learning of both
languages is grounded in their use, which is reflected in the
input. A more detailed description of the model can be found
in our earlier study (Matusevych et al., 2014).

Eliciting language use
Ellis et al. (2014a, 2014b) in their experiments use an elicited
production task. Participants are given a number of phrases,
from which the actual verb is removed (e.g., it about
the...), and they have to produce verb(s) that fit the empty slot.
In a similar way, we elicit the verb production by simulated
computational learners. At the end of the learning process,
the model is provided with a test set containing a number of
AS usages, in which the value of the verb feature is masked.
For each test AS usage, the model is asked to provide a num-
ber of most likely verbs that fit the usage, given the values
of other features. The probability of using each verb is es-
timated considering (1) how likely it is that the test usage
belongs to a specific group, and (2) how frequently each verb
occurs within this group.

Input data
The input data sets come from two monolingual corpora of
German (the SALSA corpus, see Burchardt et al., 2006) and
English (the PropBank, see Palmer, Gildea, & Kingsbury,
2005). From each corpus, a number of AS usages were ex-
tracted (see Table 1), each of which had a FrameNet frame
type associated with it (e.g., RECEIVING, DEPARTING, see
Ruppenhofer, Ellsworth, Petruck, Johnson, & Scheffczyk,
2006). For the German data the frame types were contained
in the SALSA corpus itself, while for the English data we
used the existing mapping between PropBank propositions
and FrameNet frames (Palmer, 2009). Frame types were not
used as input features available to simulated learners, but only
as a tool for carrying out our analysis of form–meaning map-
pings. Additionally, the semantic information was automat-
ically obtained from computational resources such as Verb-
Net and WordNet (via the existing FrameNet–WordNet map-
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Figure 1: Schematic description of preparing the input data.

ping, see Bryl, Tonelli, Giuliano, & Serafini, 2012). Figure 1
schematically illustrates the procedure.

A quantitative descripton of the English and the German
data sets is provided in Table 1. It contains information about
the total number of AS usages in the data, the number of verb
types, frame types, and syntactic patterns.

Table 1: Characteristics of the two data sets.

Data set AS
usages

Verb
types

Pattern
types

Frame
types

German 3,370 301 97 179
English 3,803 351 51 151

Experimental setup
We run a computational simulation of the experiment 2 de-
scribed by Ellis et al. (2014a). Their experiment investigated
only L1 learning, however a similar experiment for L2 learn-
ing was reported by Ellis et al. (2014b). Therefore, we run
our simulations for both L1 and L2 learning, both in English
and in German (hence four sets of simulations), and compare
our results to those of the two earlier studies.

The actual input to the computational model is ran-
domly sampled from the appropriate data set(s), so that the
model’s actual language experience varies among simula-
tions. Thereby, running a number of simulations corresponds
to collecting data from a population of language learners. In
each set of simulations, 30 learners are exposed to a total
number of AS usages N. Given the size of our data sets and
the sampling procedure, we have found that simulated learn-
ers achieve a high proficiency in each language after they
are exposed to 6,000 AS usages in this language. There-
fore, L1 learners start with no linguistic knowledge and re-
ceive N = 6,000 L1 usages, following which they perform
the elicited production task in L1 (see Figure 2a). Bilingual
learners, on the other hand, receive in total N = 12,000 AS
usages. First they are exposed to 6,000 L1 usages, which
results in the emergence of groups consisting of L1 usages.

(a) L1 learners (b) L2 learners

Figure 2: Schemes of the experimental setup.

Following this, learners receive 6,000 more usages of bilin-
gual input, in which L1 and L2 are mixed in a proportion 1 : 1
(see Figure 2b). Note that the input in this latter case con-
tains only 1

2 ×6,000 = 3,000 L2 AS usages, but this is done
to simulate L2 learners whose exposure to L2 is limited, and
whose L2 proficiency is lower than L1 proficiency.1 Follow-
ing the acquisition process, L2 learners perform the elicited
production task in L2.

For the production task (both in L1 and L2), a set of 300
stimuli is randomly generated from the respective data set
(English or German). The head verb is always masked, so that
the production is yielded by the values of other features: syn-
tactic pattern, prepositions, number of arguments, argument
cases and thematic roles. The arguments and all the lexical
meanings are also masked, as they would associate the stim-
uli only with particular verbs. To test each learner on a variety
of constructions, we ensure that the test set does not contain
more than one usage of the same verb in the same construc-
tion. For each test stimulus, learners produce a number of
verbs that they find most likely to occur in the respective slot.
Each verb V in the data is accompanied by a probability value
PV , which shows how likely V fits the stimulus. Upon obtain-
ing the production outcomes from each learner, we filter out
verbs with PV ≤ 1%, and those that never occured in the target
construction in the input to this specific learner, in order to re-
duce the unwanted noise in the data. Following this, we look
at how PV can be explained by each of the three determinants.

Learning determinants

For each individual learner, we record the information about
the actual frequency of each verb in each construction (FVC),
the frequency of each construction (FC), and the overall fre-
quency of each verb (FV ) in the input. Besides, we also know
which verbs participate in every construction in the input to
each learner. This allows us to calculate the values of the
three learning determinants for each learner individually.

1In an earlier study (Matusevych et al., 2014) we manipulated
parameters of exposure such as N and the L1:L2 proportion, and
found that the simulated learning process was robust to the variation
of these parameters.
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Frequency. The token frequency of each verb in each con-
struction is directly accessible via FVC.

Contingency. Following the earlier experiments (Ellis et
al., 2014a, 2014b), contingency is measured using a one-way
dependency statistic ∆P (construction→ verb), or ∆PCV (Ellis
et al., 2014a), which in this case reflects the degree to which a
given construction selects a particular verb in the input. This
measure can be calculated as follows:

∆PCV = P(V |C)−P(V |¬C) =
FVC

FC
− FV −FVC

N−FC
(1)

Prototypicality. Since each verb meaning in AS usages is
represented as a set of semantic primitives, the most proto-
typical verb V for a construction C is the one whose meaning
MV shares most primitives with the meanings Mi of all the
other verbs i occurring in C (i ∈C). In this terms, the proto-
typicality of a verb V can be calculated as follows:

PrtV =
∑i∈C

|Mi∩MV |
|MV |
|C|

(2)

Note that the value of PrtV may also vary among different
learners, because some of them may have not encountered in
their input a certain verb occuring in a certain construction.

As it is clear from the definitions of the learning determi-
nants, their values are calculated for each verb in each con-
struction. In other words, their values depend on the type of
construction representations used in the analysis. In our repli-
cation of Ellis et al.’s (2014a, 2014b) experiments, the values
of the learning determinants are associated with form-based
patterns, while in the second analysis that we carry out the
values are calculated for form–meaning pairings.

Statistical methods
In each analysis, we use linear mixed effects models to pre-
dict PV values by the three main effects—FVC, ∆PCV and
PrtV . Before fitting the model, we log-transform the outcome
and the predictors (following Ellis et al., 2014a), center the
predictors (to reduce their collinearity), and standardize the
outcome and the predictors (to make all the β coefficients
directly comparable). The random effect structure of each
model is kept as maximal as it is justified by the data sample
(Barr, Levy, Scheepers, & Tily, 2013). In each case, ran-
dom effects account for the variation between constructions
(CONSTRUCTION factor) that the test stimuli belong to, and—
within each construction—between verbs that are masked in
the test stimuli (CONSTRUCTION:PREDICATE factor). For
each model we calculate the goodness of fit using a marginal
and a conditional R2, which quantify the amount of variance
explained by the fixed factors and the full model, respectively
(Johnson, 2014). Due to the difficulties related to the infer-
ence of p values in mixed effects models, we do not report
such values, but only the respective 95% confidence inter-
vals estimated via parametric bootstrap with 100 resamples
(Bates, Maechler, Bolker, & Walker, 2015).

Table 2: Summary of mixed effects models predicting the use
of verbs within form-based patterns.

Language
Goodness

of fit Predictor
Statistics

R2
m R2

c β SE 95% CI
FVC 0.44 0.06 [0.33,0.56]

L1 English .17 .47 ∆PCV 0.06 0.01 [0.04,0.07]
PrtV 0.17 0.04 [0.09,0.25]
FVC 0.21 0.01 [0.18,0.23]

L1 German .07 .50 ∆PCV 0.09 0.02 [0.05,0.14]
PrtV 0.19 0.04 [0.11,0.26]
FVC 0.47 0.09 [0.29,0.66]

L2 English .15 .55 ∆PCV 0.04 0.03 [−0.02,0.11]
PrtV 0.13 0.04 [0.05,0.19]
FVC 0.20 0.02 [0.15,0.25]

L2 German .06 .47 ∆PCV 0.12 0.01 [0.09,0.14]
PrtV 0.12 0.04 [0.05,0.19]

Results
Constructions as form-based patterns
In the results reported here, the values of frequency, contin-
gency, and prototypicality are computed for form-based pat-
terns. Table 2 provides the summary of mixed effects models
predicting the learners’ verb use from the values of the three
determinants. First, we can observe that the goodness of fit
(both R2

m and R2
c) for L1 English and L1 German is generally

higher than that for L2 English and L2 German, respectively.
We explain this by the fact that the language input during the
bilingual learning consists of both L1 and L2 usages, there-
fore, it is characterized by a higher variability than the L1-
only input.

As for the actual predictors, we can see that for most pre-
dictors in all four data sets (in L1 and L2 English and Ger-
man) the 95% confidence intervals do not contain zero, with
the only exception of ∆PCV in L2 English. This is evidence of
the independent contribution of each variable—FVC, ∆PCV ,
and PrtV —to predicting the probability of the verb produc-
tion in our simulated data. The lack of the evidence for the
effect of ∆PCV in L2 English may be explained by the in-
teraction of this variable with FVC, which we discuss in the
concluding section. Overall, however, the results are in line
with the findings reported by Ellis et al. (2014a, 2014b). It
could be interesting to compare the magnitude of the effect
of each predictor in our simulations vs. their studies, but they
report non-standardized regression coefficients, which makes
the comparison difficult.

Another factor we should mention is the overall fit of the
models reported in Table 2. Although the conditional R2

c val-
ues are similar for all four data sets (between .47 and .55),
the marginal R2

m values are lower for German than for En-
glish data (.07 vs. .17 for L1, and .06 vs. .15 for L2). In
other words, random effects explain more variance in the Ger-
man data sets, compared to the English data. The higher
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amount of the random variance in the German data may be
simply due to the larger number of groups per random factor
(CONSTRUCTION and CONSTRUCTION:PREDICATE) in Ger-
man data sets: 89 and 703 in L1 German vs. 47 and 536 in
L1 English; 89 and 688 in L2 German vs. 45 and 531 in L2
English, respectively.

This, however, does not explain why the R2
m values are gen-

erally low. We discuss this in the concluding section, but be-
fore that we run the second analysis, to investigate whether
the results hold for different construction representations.

Constructions as form–meaning pairings
This time we compute the values of frequency, contingency,
and prototypicality for constructions which comprise form
(syntactic pattern) and meaning (frame type), e.g. PLACING :
ARG1 VERB ARG2 in ARG3. The statistical results are sum-
marized in Table 3.

Table 3: Summary of mixed effects models predicting the use
of verbs within form–meaning pairings.

Language
Goodness

of fit Predictor
Statistics

R2
m R2

c β SE 95% CI
FVC 0.13 0.04 [0.06,0.20]

L1 English .21 .61 ∆PCV 0.27 0.04 [0.20,0.34]
PrtV 0.44 0.02 [0.39,0.48]
FVC 0.13 0.02 [0.09,0.18]

L1 German .21 .65 ∆PCV 0.14 0.03 [0.08,0.20]
PrtV 0.46 0.02 [0.41,0.51]
FVC 0.12 0.04 [0.04,0.21]

L2 English .18 .56 ∆PCV 0.24 0.03 [0.17,0.30]
PrtV 0.38 0.02 [0.34,0.42]
FVC 0.10 0.03 [0.04,0.14]

L2 German .25 .65 ∆PCV 0.24 0.03 [0.18,0.31]
PrtV 0.50 0.02 [0.46,0.54]

Again, we see that the confidence intervals for FVC, ∆PCV ,
or PrtV do not include zero in all four data sets, this time
with no exception. Therefore, all three predictors contribute
to explaining the probability of verb use to a certain extent.
The most interesting aspect, however, is to compare the ex-
planatory power of each variable in the two types of analysis.
For this, we plot the sizes of the respective standardized β

coefficients—see Figure 3. Overall, the pattern for the four
sets of the form–meaning data is more consistent than for the
form-based data sets: prototypicality explains most variation,
followed by contingency, followed by frequency. There is no
clear pattern in this respect for the form-based data, in partic-
ular due to the differences between the German and English
data mentioned in the previous section.

The most consistent difference between the results for the
form-based and the form–meaning data is the higher impact
of prototypicality for the latter representations. Evidently,
form–meaning pairings are more semantically coherent than
form-based patterns, which explains the higher predictive

Form only, L1 English Form + meaning, L1 English

Form only, L2 English Form + meaning, L2 English

Form only, L1 German Form + meaning, L1 German

Form only, L2 German Form + meaning, L2 German

Frequency Contingency Prototypicality

Figure 3: Contributions of the predictors across the analyses.

power of verb semantic prototypicality in the second analy-
sis. In short, the overall findings hold both for form-based
and for form–meaning data, but the magnitudes of the indi-
vidual effects depend on the representations used.

Discussion
The present paper has addressed two methodological issues
related to the two earlier studies, in which the learning of
AS constructions is explained by three input-related distribu-
tional factors. The first issue is whether individual differences
between participants in Ellis et al.’s (2014a, 2014b) studies
might have affected their results. In our computational setup
the measures of frequency, contingency, and prototypicality
reflected the actual characteristics of the input to each indi-
vidual learner, while in the earlier experiments the measures
were calculated for a language corpus, and did not account for
each learner’s individual language experience. In our simu-
lation, all three variables had significant individual contribu-
tions (with one exception) to predicting the verb production.
This is in line with the results reported by Ellis et al. (2014a,
2014b).

The second question was whether the results for form-
based patterns would be generalizable to form–meaning pair-
ings, which is a more common definition of constructions
within the usage-based framework. Overall, the results were
consistent between the two types of analysis: all the vari-
ables showed significant individual contributions. However,
the magnitude of the individual effects differed: for form–
meaning pairings, the impact of semantic prototypicality was
found to be substantially higher than for form-based patterns.
Thus, the use of form-based patterns in the analysis may re-
sult in underestimating the power of prototypicality in ex-
plaining the process of AS construction learning.

Overall, this study confirms the proposal by Ellis et al.
(2014a, 2014b) that verb token frequency, contingency of
verb–construction mapping, and verb semantic prototypical-
ity have individual impact on the verb production. An impor-
tant issue, however, relates to whether this three-factor model
of explaining the verb production is optimal and complete.
In our simulations, the model fit (R2

c and R2
m) was rather low

in some cases, which suggests the model can be further im-
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proved. In particular, the current model includes verb token
frequency within a construction (that is, the joint frequency
of a verb and a construction) and verb–construction contin-
gency. Both variables, in fact, relate to the associations be-
tween verbs and constructions, so including them both to the
model may be redundant. This may also explain why the ef-
fect of contingency did not even reach the significance level
for L2 English form-based analysis. On the other hand, the
total (marginal) verb frequency is absent from the model, but
there is experimental evidence in psychology that the total
item frequency affects cued recall (Clark & Burchett, 1994).
To conclude, the three-factor model of verb production may
need to be refined in further research.
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Abstract

There  are  considerable  differences  in  language  processing
skill  among  the  normal  population.  A  key  question  for
cognitive science is whether these differences can be ascribed
to  variations  in  domain-general  cognitive  abilities,
hypothesized  to  play  a  role  in  language,  such  as  working
memory  and  statistical  learning.  In  this  paper,  we  present
experimental  evidence  pointing  to  a  fundamental  memory
skill—chunking—as  an  important  predictor  of  cross-
individual  variation  in  complex  language  processing.
Specifically,  we  demonstrate  that  chunking  ability  reflects
experience with language, as measured by a standard serial
recall  task  involving  consonant  combinations  drawn  from
naturally  occurring  text.  Our  results  reveal  considerable
individual  differences  in  participants’  ability  to  use  chunk
frequency information to facilitate sequence recall. Strikingly,
these differences predict variations across participants in the
on-line  processing  of  complex  sentences  involving  relative
clauses. Our study thus presents the first evidence tying the
fundamental ability for chunking to sentence processing skill,
providing  empirical  support  for  construction-based
approaches to language.

Keywords:  Chunking;  Sentence  Processing;  Language
Learning; Usage-based Approach; Memory

Introduction
Language processing takes place in the here-and-now. This
is  uncontroversial,  and  yet  the  consequences  of  this
constraint are rarely considered. At a normal rate of speech,
English speakers produce between 10 and 15 phonemes—5
to 6 syllables—per second, for an average of 150 words per
minute (Studdert-Kennedy, 1986).  However, the ability of
the auditory system to process discrete sounds is limited to
about  10  auditory  events  per  second,  beyond  which  the
input blends into a single buzz (Miller & Taylor, 1948). To
make  matters  worse,  the  auditory  trace  itself  is  highly
transient, with very little remaining after 100 milliseconds
(e.g.,  Remez  et  al.,  2010).  Thus,  even  at  normal  rates,
speech  would  seem  to  stretch  the  capacity  for  sensory
information processing beyond its  breaking point.  Further
exacerbating the problem, human memory for sequences of
auditory  events  is  severely  limited  to  between  4-7  items
(e.g.,  Cowan,  2001;  Miller,  1956).  Thus,  both  signal  and
memory are  fleeting:  current  information  will  rapidly  be
obliterated by the onslaught of new, incoming material. We
refer to this as the Now-or-Never bottleneck (Christiansen
& Chater, in press).

How, then, is the language system able to function within
the fundamental  constraint  imposed by the Now-or-Never
bottleneck?  We suggest  that  part  of  the  answer  lies  in
chunking: through exposure to language, we learn to rapidly

recode  incoming  speech  into  “chunks”  which  are  then
passed  to  higher  levels  of  representation  (Christiansen  &
Chater, in press). As a straightforward example of chunking
in action, imagine being tasked with recalling the following
string of letters, presented individually, one after another: b
h c r l t i a p o a k c e a o p. After a single exposure to the
string,  very  few  individuals  would  be  able  to  accurately
recall  sequences consisting of even half  of the 17 letters.
However, if asked to recall a sequence consisting of exactly
the same set of 17 letters as before, but re-arranged to form
the string c a t a p p l e c h a i r b o o k , most individuals
would be able to recall the entire sequence correctly. This
striking  feat  stems  from our  ability  to  rapidly chunk  the
second sequence into the familiar words  cat, apple, chair,
and  book,  which  can  be retained  in  memory as  just  four
chunks and broken back down into letters during sequence
recall. Crucially, this ability relies on experience: a sequence
comprised  of  low-frequency  words  is  more  difficult  to
chunk, despite being matched for word and sequence length
(e.g., e m u w o a l d i m b u e s i l t , which can be chunked
into the words emu, woald, imbue, and silt).

We suggest  that  language  users  must  perform  similar
chunking operations on speech and text in order to process
and  learn  from the  input,  given  both  the  speed  at  which
information  is  encountered  and  the  fleeting  nature  of
sensory memory. Importantly, this extends beyond low-level
processing: in order to communicate in real-time, language
users  must  rely  on  chunks  at  multiple  levels  of
representation,  ranging  from  phonemes  and  syllables  to
words and even multiword sequences: children and adults
appear  to  store  chunks  consisting  of  multiple  words  and
employ them in  language  comprehension  and  production
(e.g., Arnon & Snider, 2010; Bannard & Matthews, 2008;
Janssen & Barber, 2012).  While the exact  role played  by
chunking in abstracting beyond concrete linguistic units in
language  learning  differs  across  the  theoretical  spectrum,
both  usage-based  (e.g.,  Tomasello,  2003)  and  generative
(e.g.,  Culicover  &  Jackendoff,  2005)  accounts  have
underscored the importance of multiword units in sentence
processing and grammatical development.

Although chunking has been accepted as a key component
of learning and memory in mainstream psychology for over
half a century (e.g., Miller, 1956) and has been applied to
specific  aspects  of  language  acquisition  (e.g.,  word
segmentation;  Perruchet  &  Vinter,  1998),  very  little  is
known about the ways in which chunking ability shapes the
development  of  more  complex  linguistic  skills,  such  as
sentence  processing.  Moreover,  work  on  individual
differences  in  sentence  processing  in  adults  has  not  yet
isolated  specific  learning  mechanisms,  such  as  chunking,
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focusing  instead  on  more  general  constructs  such  as
working memory or statistical learning (e.g., King & Just,
1991; Misyak, Christiansen, & Tomblin, 2010). 

The  present  study  seeks  to  address  the  question  of
whether  individual  differences  in  chunking  ability—as
assessed by a standard memory task—may affect complex
sentence processing abilities.  Here,  we specifically isolate
chunking  as  a  mechanism  for  learning  and  memory  by
employing  a  novel  twist  on  a  classic  psychological
paradigm: the serial recall task.  The serial recall task was
selected due to its long history of use in studies of chunking,
dating back to the some of the earliest relevant work (e.g.,
Miller,  1956)  as  well  as  its  being  a  central  tool  in  an
extensive study of an individual subject’s chunking abilities
(e.g., Ericsson, Chase, & Faloon, 1980). 

We show that chunking ability, as assessed by our serial
recall  task,  predicts  self-paced  reading  time  data  for  two
complex  sentence  types:  those  featuring  subject-relative
(SR)  clauses  and  those  featuring  object-relative  (OR)
clauses. SR and OR sentences were chosen in part because
they have been heavily used in the individual  differences
literature, but also because multiword chunk frequency has
previously been  shown to be  a  factor  in  their  processing
(Reali & Christiansen, 2007).

Experiment 1: Measuring Individual
Differences in Chunking Ability

In  the  first  experiment,  we  seek  to  gain  a  measure  of
individual participants’ chunking abilities. Rather than using
a  specifically  linguistic  task,  we  sought  to  draw  upon
previously  learned  chunks  using  a  non-linguistic  serial
recall task. Participants were tasked with recalling strings of
letters, much like the above examples; letters were chosen
as stimuli in part because reading is a heavily practiced skill
among our participant population. However, the stimuli did
not  feature  vowels,  in  order  to  prevent  them  from
resembling words or syllables. Instead, the stimuli consisted
of strings of sub-lexical chunks of consonants drawn from a
large  corpus.  Because  readers  encounter  such  sequences
during normal reading, we would expect them to be grouped
together  as  chunks  through repeated exposure (much like
chunked  groups  of  phonemes  of  the  sort  necessary  to
overcome  the  Now-or-Never  bottleneck  during  speech
processing, as described in the introduction to this paper). 

In much the same way that natural language requires the
use of linguistic chunks in novel contexts, this task requires
that participants be able to generalize existing knowledge—
sub-lexical  chunks  of  letter  consonants  previously
encountered only in the context of words during reading—to
new, non-linguistic contexts. Importantly, in order to recall
more than a few letters (as few as 4 in some accounts; e.g.,
Cowan,  2001),  it  is  hypothesized  that  participants  must
chunk the input string (in this case, we expect them to draw
upon  pre-existing  knowledge  of  chunks  corresponding  to
the n-grams in experimental sequences).

Furthermore, the inclusion of matched control strings—
consisting of the same letters as corresponding experimental

items, but randomized to reduce n-gram frequency—affords
a  baseline  performance  measure.  Comparing  recall  on
experimental  and  control  trials  (see  Exp.  2)  should  thus
yield  a  measure  of  chunking  ability  that  reflects  reading
experience  while  controlling  for  factors  such  as  working
memory, attention, and motivation. 

Method
Participants  70 native English speakers from the Cornell
undergraduate  population  (41  females;  age:  M=19.6,
SD=1.2) participated for course credit.
Materials  Experimental  stimuli  consisted  of  strings  of
visually-presented,  evenly-spaced  letter  consonants.  The
stimuli were generated using frequency-ranked lists of letter
n-grams (one for bigrams and one for trigrams) generated
using  the  Corpus  of  Contemporary  American  English
(COCA;  Davies,  2008).  Importantly,  n-grams  featuring
vowels were excluded from the lists, in order to ensure that
stimulus substrings did not resemble words or syllables. 

Letter strings consisted of either 8 letters (4 bigrams) or 9
letters (3 trigrams). These sequences were divided into low-,
medium-, and high-frequency bins (separately for bigram-
and  trigram-based  strings):  the  high-frequency  bins
consisted of 7 sequences generated from the most frequent
n-grams  (28  bigrams  for  the  bigram-based  strings,  21
trigrams for the trigram-based strings). The low-frequency
bins  consisted  of  equal  numbers  of  the  least  frequent  n-
grams, while the medium-frequency bins consisted of equal
numbers of items drawn from the center of each frequency-
ranked list.

The order of the  n-grams making up each experimental
stimulus  was  randomized.  For  each  string,  a  control
sequence was generated, consisting of the same letters in an
order that was automatically pseudo-randomized to achieve
the lowest possible bigram and trigram frequencies for the
component substrings. All stimuli were generated with the
constraint that none featured contiguous identical letters or
substrings  resembling  commonly  used  acronyms  or
abbreviations.

An example of a high-frequency string based on trigrams
would be  x p l n c r n g l, with the corresponding control
sequence  l  g  l  c  n  p x  n  r,  while  an example  of  a  low-
frequency string based on bigrams would be v s k f n r s d,
with the corresponding control sequence s v r f d k s n.
Procedure  Each  trial  consisted  of  an  exposure  phase
followed  by  a  memory  recall  phase.  During  exposure,
participants viewed a full letter string as a static, centered
image on a computer monitor for 2500ms. Letter characters
were then masked using hash marks for 2000ms, to prevent
reliance on a visual afterimage during recall. Then, on a new
screen, participants were immediately prompted to type the
sequence of letters to the best of their ability. There was no
time limit on this recall phase and participants viewed their
response in the text field as they typed it. After pressing the
ENTER key their  response was logged and the next trial
began. The experiment took approximately 15 minutes.

1554



Results and Discussion
A standard  measure  of  recall  is  the  number  of  correctly
remembered items. In this study, recall for letters from the
target  string  (irrespective  of  the  sequential  order  of  the
response)  was  sensitive  to  frequency  (High:  78.5%;
Medium: 75.8%; Low: 72.9%). According to this measure,
subjects were also sensitive to n-gram type (Bigram: 78.5%;
Trigram: 72.9%) as well as condition (Experimental: 76.9%;
Control:  74.6%).  Logit-transformed  proportions  for  this
simple  measure  were  submitted  to  a  repeated-measures
ANOVA with  Frequency (high vs. medium vs. low),  Type
(bigram  vs.  trigram),  and  Condition (experimental  vs.
random control) as factors, with Subject as a random factor.
This  yielded highly significant  main effects of  Frequency
(F(2,138)=34.57,  p<0.0001),  Type  (F(1,69)=138.4,
p<0.0001), and Condition (F(1,69)=29.65, p<0.0001).

To gain a more direct measure of chunking, we analyzed
the responses for recall of the n-grams used to generate the
stimuli (for the randomly-ordered control stimuli, items in
the  identical  positions  were  used  to  provide  a  baseline).
Participants’ recall  for  chunks  was  sensitive  to  frequency
(High:  58.5%,  Med:  53.2%,  Low:  48.8%),  n-gram  type
(Bigrams:  59.6%;  Trigrams:  47.5%),  and  condition
(Experimental: 55.4%; Control: 51.7%). These proportions
were  logit-transformed  and  submitted  to  a  repeated-
measures ANOVA with the same factors described above.
This  yielded highly significant  main effects of  Frequency
(F(2,138)=71.83,  p<0.0001),  Type  (F(1,69)=246.1,
p<0.0001), and Condition (F(1,69)=30.52, p<0.0001). 

Thus, our findings demonstrate not only that readers are
sensitive to sub-lexical chunks—which, consisting solely of
letter consonants, do not correspond to syllables—but also
that they can generalize to the use of these chunks in a novel
context. Participants were sensitive to the frequency of letter
bigrams  and  trigrams  even  when  they  appear  in  novel
nonsense  strings  consisting  of  8  or  9  letters.  Moreover,
participants  showed considerable  individual  differences  in
their sensitivity to n-gram information.

As discussed above, the ability of many subjects to recall
more than half of the items in the experimental  strings is
taken to involve chunking as a specific mechanism, given
previously demonstrated memory limitations (e.g., Cowan,
2001).  From this  perspective,  the notion that  chunking is
involved in the present n-gram frequency effect is consistent
with over half a century of learning and memory research
involving similar paradigms (e.g., Miller, 1956).

The  question  remains,  though,  whether  differences  in
chunking ability might relate to language processing skills,
as we hypothesized above. Under the view put forth in the
introduction, chunking ability as assessed in the present task
is predicted to be strongly intertwined with both language
abilities  and  experience.  Next,  we  therefore  test  whether
individual differences in our chunking task predict variation
in on-line sentence processing.

Experiment 2: Individual Differences in
Language Processing and Chunking

To test whether chunking ability may play a role in language
processing, we asked the same participants from Exp. 1 to
take part  in a  self-paced reading task involving sentences
featuring SR and OR clauses. We chose these sentence types
because they have been the focus of much previous work on
individual differences in sentence processing (e.g., King &
Just,  1991).  Examples  of  SR  and  OR  sentences  are
presented in (1) and (2), respectively:

1. The reporter that attacked the senator admitted the error.
2. The reporter that the senator attacked admitted the error.

In  both sentences,  the reporter  is  the subject  of the main
clause  (the  reporter  ...  admitted  the  error).  The  two
sentences  differ  in  the role that  the reporter  plays  in  the
underlined  relative  clause.  In  SR  clauses  as  in  (1),  the
reporter  is  also  the  subject  of  the  relative  clause  (the
reporter attacked the senator). This contrasts with the OR
clause in (2), where the reporter is the object of the relative
clause (corresponding to the senator attacked the reporter).

We suggest that chunking may reduce the computational
burden  imposed  by  long-distance  dependencies  during
sentence processing, consistent with previous work showing
that  word-pair  frequency  decreases  reading  times  for
pronominal relative clauses (Reali & Christiansen, 2007). In
line with the finding that  ORs,  which involve a complex
backwards  dependency  with  the  head  noun,  create  more
processing  difficulty  than  SRs  (e.g.,  Wells,  Christiansen,
Race, Acheson, & MacDonald, 2009), we hypothesized that
the impact of chunking skill may be more visibly observed
for OR processing.

Method
Participants The same 70 subjects from Exp. 1 participated
directly afterwards in this experiment for course credit.
Materials There were two sentence lists, each consisting of
9 practice items, 20 experimental items, and 30 filler items.
The experimental items were taken from a previous study of
relative clause processing (Wells et al., 2009) and consisted
of 10 SR and 10 OR sentences.  A yes/no comprehension
question  followed  each  sentence.  The  condition  within
experimental sentence sets was counterbalanced across the
two lists.
Procedure Materials were presented on a computer monitor
using a self-paced, word-by-word moving window display
(Just, Carpenter, & Woolley, 1982). At the beginning of each
trial, a series of dashes appeared, one corresponding to each
nonspace  character  in  the  sentence.  The  first  press  of  a
marked  button  caused  the  first  word  to  appear,  while
subsequent button presses caused the next word to appear
and  the  previous  word  to  return  once  more  to  dashes.
Reaction  times  were  recorded  for  each  button  press.
Following  each  sentence,  subjects  answered  a
comprehension question using buttons marked “Y” and “N.”

The experiment took approximately 10 minutes.
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Results and Discussion
Comprehension  accuracy  on  experimental  items  across
participants  was  reasonably  high  (M=78.1%,  SE=1.7%),
with  slightly  higher  accuracy  scores  for  SR  sentences
(M=80.1%,  SE=2.0%) than  for  OR sentences  (M=76.1%,
SE=2.2%), though this difference did not reach significance.
Only RTs from trials with correct responses were analyzed. 

We focused on the same sentence regions used in previous
individual differences studies on relative clause processing
(e.g., King & Just, 1991; Misyak et al., 2010; Wells et al.,
2009); the mean RTs for each of the four regions is shown in
Figure 1.

Fig 1: Mean reading times for each region of interest for SR and
OR sentences, using sentences 1 and 2 (see above) as examples.
Error bars denote standard error of the mean.

The mean RTs for each sentence region were comparable
to  those  observed  in  previous  studies  of  relative  clause
processing (e.g., Wells et al., 2009) and followed the same
general trajectory, with the greatest RTs observed in Region
3 at the critical main verb. 

The frequency of the multiword chunks that make up the
relative  clause  itself  has  previously been  shown to  affect
processing  (Reali  &  Christiansen,  2007).  We  therefore
initially focused on mean RTs across Regions 1 and 2 (e.g.,
SR:  attacked  the  senator vs.  OR:  the  senator  attacked),
following the hypothesis that chunking may serve to reduce
the  computational  demands  involved  in  processing  the
embedded clause material. 

In  order  to  test  the  relationship  between  participants’
chunking performance in Exp. 1 and the self-paced reading
RTs, we first sought to gain an overall measure of chunking
ability. For this purpose,  we focused on the difference in
performance  between  experimental  and  control  items  in
Exp.  1.  This  offered  a  means  to  control  for  a  variety of
factors, including working memory, attentional stability, and
motivation: independent of chunking ability, each of these
factors  would  be  expected  to  impact  experimental  and
control  items equally. Thus, we adopted a measure which
depended crucially on sensitivity to the  n-grams appearing
in the stimuli. For this reason, we refer to our measure of
chunking ability as the Chunk Sensitivity score.

In calculating Chunk Sensitivity, we aimed to incorporate
as  much  of  the  data  from Exp.  1  as  possible  while  still
capturing  strong individual  differences.  Because  the  low-
frequency  n-grams  had  the  lowest  variance  in  terms  of
scores (and were taken from the very bottom of the COCA
frequency tables and thus the most difficult, with a mean
chunk recall rate of under 50%), we focused on the high-
and  medium-frequency  items.  A  stepwise  analysis
confirmed that excluding the low-frequency items from the
correlations of interest (described below) explained more of
the  variance  in  the  data.  Chunk  Sensitivity  was  then
calculated  as  the  difference  in  the  mean  proportion  of
correctly recalled chunks between experimental and control
items (the COCA  n-grams and the corresponding random
subsequences in controls).

 This  measure  was  a  significant  predictor  of  relative
clause RTs (the mean RT across Sentence Regions 1 and 2)
for ORs (R=.34, β =-788.5, t(68)=-3.0, p<0.01) as well as
SRs  (R=.24,  β  =-465.3,  t(68)=-2.05,  p<0.05).  Scatterplots
depicting these correlations appear in Figure 2.

Fig 2: Correlation between the Chunk Sensitivity measure (derived 
from chunk recall scores from Exp. 1) and relative clause reading 
times for: a) SRs and b) ORs.

To further explore the role of chunking ability in relative
clause  processing,  we  analyzed  the  whole-clause  reading
time data using a linear mixed-effects model (LME), with
Clause  Type and  Chunk  Sensitivity  as  fixed  effects  and
Subject as a random effect. This yielded a significant main
effect of Chunk Sensitivity (β =-788.55, t=-3.18,  p<0.01), a
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significant main effect of Clause Type (β=-29.04, t=-2.44,
p<0.05), and a significant Clause Type x Chunk Sensitivity
interaction (β=323.28, t=2.2, p<0.05).

Thus, participants with greater chunking ability processed
relative clause material faster overall, as evidenced by the
main effect of Chunk Sensitivity. As expected, ORs yielded
longer  readings  times  overall,  as  indicated  by  the  main
effect of Clause Type. Importantly, participants with greater
chunking  ability  processed  the  two  clause  types  more
similarly,  experiencing  fewer  difficulties  with  object
relatives  than  subjects  with  lower  chunking  abilities,  as
shown in the interaction between Clause Type and Chunk
Sensitivity. To further visualize this interaction, we divided
participants into  good chunkers and  poor chunkers using a
median  split  across  the  Chunk Sensitivity  measure.  Each
group consisted of 35 subjects, the mean Region 1-2 RTs for
which are depicted in Figure 3. 

Fig. 3: Mean reading times (RTs) across subject and object relative
clauses for individuals measured to have good and poor chunking 
ability in Experiment 1.

As can be seen in Figure 3, the difference between whole-
clause RTs for SRs and ORs was greater for poor chunkers
than  for  good  chunkers,  as  confirmed  by  the  significant
Chunk Sensitivity x Clause Type interaction in  the LME.
This  finding provides  a  qualitative  fit  with  patterns  from
previous  studies,  in  which  good  statistical  learners  (e.g.,
Misyak  et  al.,  2010),  individuals  measured  to  have  high
verbal  working  memory  (King  &  Just,  1991),  and  high-
experience  individuals  (Wells  et  al.,  2009)  showed  little
difference  between  SR  and  OR  processing,  whereas
differences were greater for lower-performing individuals.

Crucially, however, previous studies have examined RTs
at the critical main verb. In the present study, correlations
between  Chunk Sensitivity  and  RTs for  the  critical  main
verb  did  not  reach  significance  for  either  clause  type.
However, good chunkers exhibited faster RTs at the critical
main verb for both clause types: a Clause Type (SR vs. OR)

x  Chunking  Ability (Good  vs.  Poor)  ANOVA yielded  a
significant main effect  of  Chunking Ability (F(1,68)=4.16,
p<0.05)  alongside  the  expected  effect  of  Clause  Type
(F(1,68)=8.08,p<0.01).  Unlike  previous  individual
differences studies, there was no significant interaction with
clause type:  the chunking advantage was not significantly
greater  for  the  critical  main  verb  in  ORs,  as  might  be
predicted on the basis of previous work. 

The finding of a significant effect of chunking ability for
the main verb is noteworthy, as the main verb involves a
long-distance dependency with the head noun: that greater
chunking  ability  is  tied  to  lower  RTs  at  the  main  verb
supports the hypothesis that better chunking of the relative
clause  material  can  reduce  the  computational  demands
imposed by long-distance dependencies.

In sum, our measure of chunking skill predicted reading
times  for  relative  clauses,  consistent  with  the  notion  that
chunking  at  higher  levels  may  reduce  the  computational
demands  involved  in  processing  embeddings.  Because
success  in  our  chunking  task  requires  sensitivity  to
consonant  clusters  in  written  text,  it  seems reasonable  to
assume that more experienced readers will fare better on this
task than less experienced individuals. That chunking ability
more reliably predicted reading times for ORs than for SRs
is therefore consistent with the view that increased language
experience may reduce processing difficulties more for ORs
than  for  SRs  (Wells  et  al.,  2009).  Further  work  will  be
necessary in order to tease apart the differential impact of
chunking ability on clause-internal regions, the focus of the
present study, versus the main verb region, which has been
the focus of previous individual differences work.

General Discussion
In  the  present  study,  we  have  shown  that  individual

differences  in  chunking  ability  predict  on-line  sentence
processing abilities. In Experiment 1, we tested a novel twist
on a paradigm previously used to study chunking: the serial
recall  task.  The results  revealed  considerable  variation  in
participants’  ability  to  successfully  generalize  previous
knowledge  of  sub-lexical  chunks  of  letter  consonants  to
novel contexts. In Experiment 2, subjects processed SR and
OR  sentences  in  a  self-paced  reading  task.  Chunking
performance from Experiment  1 was then used to predict
RTs within the  embedded clause  and  at  the  critical  main
verb  for  both  relative  clause  types.  Chunking  ability
successfully predicted RTs for both OR and SR sentences. 

These  findings  suggest  that  chunking  is  relevant  for
understanding language processing, in line with the notion
that  chunking  takes  place  at  multiple  levels:  low-level
chunking  of  sub-lexical  letter  sequences  successfully
predicted complex sentence processing abilities, consistent
with the notion that chunking may reduce the computational
burden  imposed  by  embeddings  and  long-distance
dependencies during sentence processing.

This work is also of relevance to understanding language
acquisition:  as  described in  the introduction,  the Now-or-
Never bottleneck requires that language learning take place
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in  an  incremental,  on-line  fashion,  suggesting  an  integral
role  for  chunking.  This  is  consistent  with  previous
computational  modeling work  showing that  chunking can
account for key findings relevant to children’s phonological
knowledge and word learning abilities (e.g., Jones, Gobet,
Freudenthal, Watson, & Pine, 2014) as well as work which
has  sought  to  model  the  role  of  chunking  in  language
learning  during  on-line  processing  (McCauley  &
Christiansen,  2011,  2014).  Future  behavioral  work  will
examine  individual  differences  in  chunking  ability  in  a
developmental  context,  attempting  to  trace  the  impact  of
chunking on specific  aspects of  acquisition, including the
early development of complex sentence processing. 

The  need  for  further  individual  differences  work  with
adults is underscored by the finding that good chunkers had
fewer difficulties in relative clause processing, while poor
chunkers  were  shown  to  have  greater  difficulties  in  OR
processing  relative  to  SR  processing,  consistent  with
previous  findings  from  individual  differences  studies  on
statistical learning (Misyak et al., 2010) and verbal working
memory  (King  &  Just,  1991).  This  raises  the  intriguing
possibility  that  chunking  may  partly  mediate  the
relationship  between  those  more  nebulous  constructs  and
aspects of sentence processing, consistent with the finding
that individual differences in language experience are tied to
similar SR/OR effects (Wells et al., 2009). Future work will
seek  to  gauge  the  relative  importance  of  chunking  for
language processing in individual differences studies which
examine  chunking  ability  alongside  measures  of  working
memory and statistical learning.
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Abstract 

Information in the visual environment is largely accessed 
through a series of fixations punctuated by saccades. Changes 
in fixation patterns in response to learning are well 
documented in studies of categorization, but the properties of 
the saccades that precede them and the role of visual salience 
in effecting eye movements remains poorly understood. This 
eye tracking study examines oculomotor changes in a  
categorization task with salient distractors. The design 
examines high-level, goal-directed attention that serves the 
purpose of learning, and making decisions based on that 
learned knowledge in the presence of salient distractors. We 
find that salient distractors draw fixation durations and 
saccade velocities that display similar properties to eye 
movements directed to task relevant items, challenging 
existing accounts that salience draws rapid saccades. 

Keywords: Saccades; eye movements; categorization; visual 
attention; salience; learning. 

Vision is critical for many life forms. Input processed by the 
visual system can be used to interact with an organism’s 
surroundings, informing what dangers might be present or, 
depending on the animal in question, whether there is a 
coffee shop ahead. The relative contribution of exogenous 
salience and observers’ goals in driving the eye movements 
that gate input to the visual system remains contested. Eye 
movements are closely linked to attention, which is thought 
to be captured by salient items (Theeuwes, 2004; 2010). 
However, the goals of the observer can override capture 
(Leber & Egeth, 2006). Understanding the impact of 
salience is further complicated by an apparently disparate 
influence of stimulus properties (e.g. colour vs. shading) 
reported to influence visual search performance, implicating 
the physical manifestation of salient items as a factor in 
explorations of salience and attention (Wolfe & Horowitz, 
2004). The present study explores the influence of salient 
distractors on attention during learning. Understanding how 
visual information is obtained and subsequently processed is 
important to understanding cognition more broadly. 

When viewing a static scene, eyes are usually either 
resting on a stimulus (a fixation) or moving to a new 
location (a saccade). Little visual input is processed during 
saccades (Higgins & Rayner, 2014; Matin, 1974) so 
fixations play a particularly important role in visual 
processing.  

The locations of fixations are determined in part by low 
level properties of the objects in the scene. Areas of rich 

color, high brightness, or high contrast are salient, and thus 
get fixated more often (Parkhurst, Law & Nieber, 2002) 
These findings have been incorporated into algorithms (e.g. 
Itti, Koch & Nieber, 1998) which calculate salience across a 
scene based on properties such as colour, intensity and 
orientation, and have been shown to predict fixations (Judd, 
Ehinger, Durand & Torralba, 2009; Ouerhani, von Wartburg, 
Hügli & Müri, 2004). Although salience is an important 
factor in predicting where fixations occur, it is not the whole 
story (Tatler, Hayhoe, Land & Ballard, 2011). 

Fixations can also be influenced by the task at hand. 
Yarbus (1967) showed that participants freely viewing a 
painting displayed a fixation pattern that differed from 
fixation patterns to the same images with instructions to 
look for particular information in the environment by 
instructions such as “estimate the material circumstance of 
the family [in the painting]”. Another study showed that 
when participants were asked to find a subset of a target 
image, much like placing a piece in a mostly completed 
puzzle, they used the information from the subset to guide 
their search (Pomplun, 2006). The flexibility of the visual 
system to seek information in support of task objectives 
shows that goal-directed attention is also an important 
contributor in propelling oculomotor activity. 

For example, when eye movements are recorded during a 
naturalistic task like making tea, fixations tend to precede 
larger motor movements such as reaching (Land, Mennie & 
Rusted, 1999) and during driving, better drivers display 
different eye movement patterns than novices (Underwood, 
Chapman, Brocklehurst, Underwood & Crundall, 2014). 
These findings link the global task property of expertise and 
task knowledge to the low level execution of eye 
movements. Since fixations are required to extract and 
subsequently process richer information, tasks can be 
designed to purposely enact demands on the visual system 
such that researchers may infer what parts of the 
environment are prioritized by the participant. 

The changing patterns of fixations during learning are 
informative about what the participant knows, and the stage 
of knowledge they are in as the efficiency of information 
access increases. For instance, in a category learning task 
where spatially separated cues have different diagnostic 
value, fixations uninformative to making a category 
decision decline in duration and frequency relative to 
informative cues as learning progresses (Blair, Watson & 
Meier, 2009). Category learning has been an effective 
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source of uncovering when, and inferring why fixation 
patterns change (Blair, Watson, Walshe & Maj, 2009; 
McColeman, Barnes, Chen, Meier, Walshe & Blair, 2014; 
Rehder & Hoffman, 2005), but fixations are only one 
element of oculomotor activity. 

 Saccades, too, are influenced by a number of features of 
the task environment. For example, participants in an anti-
saccade task are asked to fixate away from the location of a 
visual cue, the reverse of a pro-saccade task where 
participants fixate toward the location of a visual cue. Thus, 
a cue might appear in the mirror location of where the 
participant is asked to fixate. Researchers have found that 
saccades directed to the cue in the pro saccade task are 
faster than saccades directed to the mirror location opposite 
the cue in the anti-saccade task (Fischer & Weber, 1992) and 
erroneous eye movements - moving toward the cue in the 
anti-saccade task, for example - are executed more quickly 
(Tatler & Hutton, 2007). In a similar vein, stimulus-driven 
saccades are faster than goal-directed ones (van Zoest & 
Donk, 2007). Still other research suggests that saccades to  
salient distracting items are faster (as measured by shorter 
latency) than saccades directed to a target in a search array 
(van Zoest, Donk & Theeuwes, 2004). These studies look at 
eye-movements in simple tasks wherein the goal of the 
participant remains constant and so the responsiveness of 
these effects to changing task knowledge remains unknown.  

The present study aims to explore the role of salient 
versus non-salient features when they serve as distractors in 
a learning task, effectually pitting bottom-up attention and 
top-down attention against each other. The experimental 
task is category learning: participants learn about the 
relevance of different features for making a category 
response through trial and error. The experiment design 
allows for insight as to how the role of bottom-up attention 
changes over time, and points during learning wherein top-
down attention takes precedence over stimulus-driven 
attentional capture. As with earlier work in categorization, 
eye movements are used as an index of attention patterns. 
The fixations and the saccades are both of interest here, in 

that both oculomotor measures are necessary for moving 
about the visual environment and accessing information. 
Examining both the fixation and the saccade is a step toward 
developing a fuller understanding of the visual system in the 
context of learning. 

Methods 

Participants were asked to sort images of sham alien cells 
into four possible categories. The information necessary for 
making the category choice is communicated by features 
that vary trial-to-trial (Figure 1) and are described to the 
participants as organelles of the alien cells during the 
instructions which ask them to sort the images into 
categories. 

Participants were randomly assigned to one of three 
conditions: One Salient Distractor (n=77), Two Salient 
Distractor (n=68) and Baseline without salient distractors 
(n=65). All participants in the study received partial course 
credit from the Simon Fraser University Research 
Participation Pool. Those who failed to complete the 320 
trials in the task are excluded from analysis (20 from 
Baseline, 23 from Two Salient Distractor and 22 from One 
Salient Distractor conditions respectively). Of primary 
interest is in how salient distractors affect ocular-motor 
measures as participants learn, so we restrict our analysis to 
participants who achieved 16 correct trials in a row. Twenty-
five participants from the Baseline Condition, 20 from the 
Two Salient Distractor Condition and 22 from the One 
Distractor Condition were excluded. The remaining 
participants all met a pre-specified gaze criterion of >70% 
of trials with >75% gaze data collected. 

Stimuli and Category Structure 
The features can take on one of two possible values 

during each trial and are pasted on a random selection of 
rotations of the alien cell background (Figure 1). For any 
one participant, features are pasted to the same location 
trial-by-trial, and the location of the features is randomly 
assigned to four possible locations between participants. 
Each feature subtends approximately 1.15° and is separated 
by 12.4°. The combination of Features 1 and 2 is sufficient 
to correctly respond with a category label on all trials (Table 
1), and thus Features 1 and 2 are considered relevant. 
Participants learn through trial and error which are relevant 
features and the combination of feature values that 
correspond to the four category labels. 

Procedure 
Participants’ eye movements are recorded using a desk-

mounted Tobii X120 eye tracker sampling with a temporal 
resolution of 120Hz and a spatial resolution of .5° of visual 
angle. Fixations are calculated using the raw gaze data and a 
modified version of Salvucci and Goldberg’s dispersion 
threshold algorithm (2000) with a temporal threshold of 
75ms and a spatial threshold of 1.1° such that a fixation is a 
minimum of 75ms long and consists of gaze points within 

Figure 1. The stimuli used in the experiments. The features 
(right) could take on two possible values. They were pasted 
on the stimulus background (left). The top four pairs are the 
possible relevant items and non-salient distractors, and the 
bottom two pairs are the possible salient distractors.
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1.1°. Saccade duration is the difference between the end of 
the first fixation and the start of a second fixation. Distance 
is the Euclidian metric between the mathematical spatial 
mean (centre) of the first and second fixations. The mean 
saccade velocity is saccade distance divided by duration. 

Results 
At the level of overt response, there is no influence of the 

number of salient distractors as reflected by accuracy, 
reaction time or the probability of fixating irrelevant 
information. That is, participants are able to perform the 
task and are unaffected by salient distractors at this level of 
analysis. Accuracy data were binned into blocks, where one 
block is the average of 20 trials. Condition is a between 
subjects effect, defined by the number of salient distractors 
(0, 2 or 1 salient distractors). There is a main effect of Block 
in the accuracy (Figure 2) indicated by an ANOVA 
(F15,1140=132.54, p<.0001, Greenhouse-Geisser correction) 
and no noticeable effect of Condition (F2,75=.38, p=.68) or 
the interaction between Condition and Block (F30,1125=1.07, 
p=.36). Accuracy clearly improves over learning, and is not 
noticeably influenced by the number of salient distractors.  

To see if the number of salient distractors effected how 
quickly people decided to make their category response, an 
ANOVA was conducted on reaction time, using Condition 
and Block as above. There is no main effect of Condition 
(F2,97=.027, p=.97) or interaction between Block and 
Condition (F30,1455=.527, p=.988), but there is a main effect 
of Block (F15,1455=47.578, p<.0001) indicating that response 
times are faster as the experiment progresses. 

The probability of fixating an irrelevant feature measure 
acts as a coarse descriptor of the oculomotor efficiency 
during a trial by capturing whether a participant is accessing 
irrelevant information (Figure 2). As learning progresses 
and the participant is aware of which of the features in the 
stimulus are important to making a category decision, it is 
unnecessary to fixate irrelevant items to extract information 
from them. In this experiment’s particular design, with two 
irrelevant features (Table 1), it is possible to look at half of 
the irrelevant features during a trial. For this reason, it is 

possible to obtain a score of .5 on this measure on a trial by 
looking at only one of the two irrelevant items.  

Again, an ANOVA is conducted with Condition and 
Block as factors to investigate their influence on the 
probability of fixating irrelevant features and there is a main 
effect of Block (F15,1125=109.96, p<.0001, Greenhouse-
Geisser correction) finding no noticeable effect of Condition 
(F2,75=.04, p=.91) or interaction between Condition and 
Block (F30,1125=.75, p=.84). That is, in none of the three 
conditions were participants more likely to look at the 
irrelevant features during learning. Overall, there is no 
distinguishable performance difference between the three 
groups. Accuracy, reaction times, and the probability of 
fixating irrelevant information all show a similar change 
over learning where there is no detectable effect of 
condition. This result is consistent with work that suggests 
that task goals can eliminate salience effects (Tatler, 
Hayhoe, Land & Ballard, 2011). Still, salience may yet 
influence more basic ocular motor measures.  

To investigate this, the overall dwell time on the four 
features is reported as the fixation duration (Figure 3) and is 
meant to uncover how much fixation time is allocated to the 
four features of interest. That is, if there are four fixations to 
feature 3 in a trial, then this measure reports the sum of the 
durations of those four fixations. To uncover the relative 
role of repeated exposures to stimuli on a trial-by-trial basis, 
the fixation duration is estimated using a linear mixed 
effects model built with trial, feature relevance and their 
interactions as possible predictors. Estimates of the 
predictiveness of feature relevance use Feature 1 as a 
reference category. 

In the baseline condition (Figure 3A), with no particularly 
salient items, there were main effects of Feature 3 and 4 
(β<-28, ps≦.00002). There is also an interaction between 
Trial and Feature 3 (β=-.2351, p=.00024) while the 
remaining factors play no discernible role in motivating the 
fixation duration. Generally, then, there were decreased 
fixation durations to irrelevant items relative to Features 1 
and 2. 

In the condition with two salient distractors (Figure 3B), 
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Figure 2. Accuracy (solid line) and probability of fixating 
irrelevant features (dashed line). Error bars reflect standard 
error of the mean

Table 1: Category Structure

Category Feature 
1

Feature 
2

Feature 
3

Feature 
4

A 1 1 0 or 1 0 or 1

B 1 0 1 or 0 1 or 0

C 0 1 0 or 1 0 or 1

D 0 0 1 or 0 1 or 0
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there were main effects of Features 2, 3, and 4 (βs<-31, ps<.
00001)  Trial (β=.0659, p=.0047), and interactions between 
Trial and Feature 2 (β=-.18426, p=.00024) and Trial and 
Feature 3 (β=-.1743, p=.00017) with the remaining 
predictors having minor significance in affecting fixation 
duration as predicted by the model. Here again, irrelevant 
items were fixated less overall.  

In the condition with a single salient distractor, Feature 4 
is coded as the salient feature. There is a main effect of 
Feature 3 (β=14.778, p=.0132), Trial (β=-.1367, p<.0001), 
and an interaction between Trial and Feature 2 (β=.0716, 
p=.0190) while the remaining predictors do not play a 
significant role in predicting fixation duration. In all three 
conditions, less time is spent fixating irrelevant information. 

A second series of models was constructed to explore the 
role of feature salience among other factors of interest in 
predicting saccade velocities. The data subject to analysis 
are eye movements directed to four features, and so 
fixations that terminate elsewhere are excluded from the 
dataset prior to analysis. That is, a saccade that begins in the 
centre of the screen and ends with a fixation to Feature 1 is 
viable, while a fixation beginning on Feature 1 and moving 
to the centre of the screen is excluded. All saccades included 
in this analysis end with fixations that are described above, 
such that the overall number of saccades decreased over the 
course of the experiment. 

In these models, saccade velocity is predicted by trial 
number, feature relevance, and the distance of the saccade 
subjected to a logarithm transform to meet assumptions of 
the model. Trial number captures the change in saccade 
velocities over time, feature relevance indicates the role of 
the individual features in predicting saccade velocity and 
also captures the influence of salience, since salient 
distractors are always irrelevant when they are present in 
this experiment design. The distance of the saccade in 
degrees of visual angle is reported as well, since the distance 
of saccades is known to play an important role in the 
characteristics of saccades (Baloh, Konrad, Sills & 
Honrubia, 1975). 

In the baseline condition where there are no particularly 
salient distractors (Figure 4A), Distance was the best 
predictor of saccade velocity (β=.8038, p<.0001) and Trial 
is also a strong predictor (βTrial=-.0003, p<.0001). Feature 3 

shows a main effect (β=-.05689, p=.0092) and the 
interaction between Trial and Feature 3 is significant (β=.
0009, p=.0002). The interaction between Trial and Distance 
is notable (β=.0001, p=.00002) as is the interaction between 
Feature 2 and Distance (β=-.0300, p=.00089). The three-
way interactions between each of Features 3 and 4 with 
Distance and Trial (βs>-.0003, ps≦.0068) are also 
significant predictors. The model reflects a complicated, 
interacting relationship between the progress in the 
experiment, feature relevance and distance. Saccades 
spanning a larger distance are faster, as are saccades to 
irrelevant features.  

In the two salient distractors condition, features 3 and 4 
are both irrelevant and salient (Figure 4B). There is an effect 
of Distance (β=.8522, p<.0001) and Trial (β=-.0002, p=.
0048). The interaction between Distance and Trial is 
predictive (β=.00015, p=.00001). The interaction between 
Feature 2 and Distance is a minor but notable contributor 
(β=-.0213, p=.0161). This condition reflects little by way 
different effects for the four features, in that the saccade 
velocities are similar regardless of feature relevance - and, 
indirectly, feature salience. 

Saccade velocities from participants in the single salient 
distractor condition (Figure 4C) are analyzed using the same 
model format as above. In this condition, the single salient 
distractor is called Feature 4, but is as equally irrelevant to 
completing the task as Feature 3 (Table 1). Here again, 
distance is best predicted by distance (β=.8550, p<.0001) 
where longer saccades correspond with a higher velocity.   
There is also a main effect of trial number (β=-.0002, p=.
0106), and Feature 3 (β=-.0815, p=.0001). The interaction 
between Trial and Feature 3 (β=.0004, p=.0027), and the 
interaction between Feature 2 and distance (β=-.030, p=.
0014) are both significant, while the remaining predictors 
having minor significance in affecting saccade velocity. 
Failure to find a main effect of- or interactions involving 
Feature 4 (the salient item) here is attributed to high 
variability in the saccade velocity data for eye movements 
directed to it. 

Analyses reflect a clear difference in saccade velocities 
between relevant and irrelevant items in the baseline 
condition where there are no salient distractors. This is not 
so in the presence of salient distractors, reflecting a 
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Figure 3. Fixation duration for three conditions where Feature 3 and 4 are irrelevant. (A) Baseline condition (B) Feature 3 
and 4 are salient distractors (C) Feature 4 is a salient distractor. Error bars reflect standard error of the mean
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mediating influence of salience in the execution of task-
relevant saccades. 

Discussion 
This study pits high-level, goal directed attention against 

bottom-up attention by manipulating the salience of 
irrelevant features. We find that task relevance takes 
precedence insofar as information seeking and response-
level efficiency is concerned: participants are no more likely 
to look at irrelevant information in the presence of salient 
distractors and regardless of the number of salient 
distractors, overall accuracy and reaction times improve at 
the same rate over the course of the experiment. Salience 
does, however, affect the lower level properties of eye 
movements by way of saccade velocity and, to a lesser 
extent, fixation duration. 

By beginning to uncover properties of both the fixation 
and the saccade together, we are moving toward a fuller 
understanding of oculomotor changes in response to 
learning. The fixation, thought to be more closely related to 
cognitive processing, is analyzed through the probability of 
fixating irrelevant information (Figure 2) and the fixation 
durations (Figure 3). Participants made fewer fixations to 
the irrelevant features, regardless of whether those features 
were salient. Relevant items are typically fixated longer, 
although to a lesser extent when the irrelevant items were 
salient. 

Generally, the eyes travel to relevant, informative features 
more slowly than they do to irrelevant distractors as is 
indicated by the saccade velocity. This is evident as learning 
progresses: the eyes travel to irrelevant items more quickly, 
reflecting a responsiveness of low-level oculomotor activity 
to shifts in high level cognitive changes, since eye 
movements to the irrelevant features are comparatively fast 
as learning progresses. The increase in saccade speed to 
irrelevant features is especially true in the baseline condition 
(Figure 4A), where the distractors are of similar salience to 
the relevant features. When there are two salient distractors 
(Figure 4B), the velocities directed to irrelevant items differ 
less - it’s not that the velocities to relevant features are 
slower in this case relative to saccade speeds in the baseline 
condition as much as it’s due to decreased saccade velocities 
to the irrelevant items in the condition where those 
irrelevant items are salient. The condition with a single 
distractor is particularly noteworthy in that one irrelevant 

feature is salient and one irrelevant feature is not, and the 
saccade velocities to each differ as a function of the 
irrelevant items’ salience (Figure 4C).  

The rapidity of saccades is clearly affected by both 
salience and learned task relevance, and surprisingly the 
direction of the influence of salience is opposite what 
existing reports suggest: salient items draw slower saccades 
than less salient items of equal task importance. Other work  
investigating the role of salience in saccade velocities 
suggests that goal-directed eye movements are typically 
slower than stimulus-driven (or salience responsive) eye 
movements (van Zoest, Donk & Theeuwes, 2004; Xu-
Wilson, Zee & Shadmehr, 2009). When the saccade itself is 
rewarded, an interesting divergence in contributing factors 
can be noted. Slow, long latency saccades are attributed to 
rewarded saccades and faster, short latency saccades are 
linked to salience (Schütz, Trommershäuser, Gegenfurtner, 
2012). 

These results may seem incongruent with previous work. 
A possible factor in mediating eye movements such that 
purposeful saccades travel more slowly is volition. Our data 
can align well with earlier reports. Considering work in 
visual search environments, where search is informed by 
visual properties of prior interest to the observer (Wolfe, 
1989), the three conditions can be interpreted as three 
different types of search environments. In the baseline 
condition, there is not a clear exclusion property in the same 
way that there is when there are two salient distractors; in 
the latter condition the participant may use luminosity to 
exclude two of the features from contention as a target for 
the next saccade. That is, reflexive, loosely controlled 
saccades may be less likely when there is a filter or 
conjunction search influencing viable regions of interest for 
subsequent fixations. If this is the case, then saccades made 
to these salient distractors are more likely to be volitional. 
Alternatively, the salient distractors may simply be 
interesting in their own right due to their conspicuity and 
not fitting in with the rest of environment, which also 
increases the likelihood of volitional saccades relative to 
reflexive saccades directed to salient targets. 

Exploring the relative influence of goal-directed and 
stimulus-driven attention during learning is uniquely 
informative in that goal-directedness develops over repeated 
exposure to stimuli. Through changes over time it’s possible 
to see the dynamic relationship between oculomotor activity 
and higher level performance such as response accuracy. In 
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Figure 4. Saccade velocity for three conditions, where Features 3 and 4 are irrelevant. (A) Baseline condition (B) Feature 3 
and 4 are salient distractors (C) Feature 4 is a salient distractor. Error bars reflect standard error of the mean

1563



this task, the influence of salient items is not clear until 
some degree of category mastery is achieved in that the 
three conditions show similar saccade velocities to all four 
features until the 7th Block (approximately 140 trials). This 
suggests that achieving the  goal of the task - learning the 
category structure - is imperative for participants and 
generally, that high level goals can drastically affect low 
level motor execution. 

The main contributions of this work are threefold. We 
gather additional insight into the role of salience in high-
level, cognitive task performance, adding to the knowledge 
base of bottom-up versus top-down attention with data that 
challenge basic assumptions of the primacy of bottom-up 
attention in driving saccades. Methodologically, exploring 
purposeful manipulations of the environment’s properties 
over learning provides a foundation for insight into how 
developing top-down knowledge dynamically responds to 
task-irrelevant properties of the domain. Finally, exploring 
the profile of a saccade in a high level task of this nature is 
also novel, since most work - at least in category learning - 
focuses on the fixations to probe attentional changes in the 
task. Moving forward, designs of this nature are valuable for 
informing how the cognitive system uses information in the 
environment, and cases in which the properties of the 
environment might help or hinder an agent’s ability to most 
effectively use the information available in its surroundings. 
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Abstract 

Sound to meaning correspondences in spoken language are 
assumed to be largely arbitrary. However, research has 
identified a number of exceptions to the arbitrariness 
assumption. In particular, non-arbitrary mappings between 
sound and shape, the bouba/kiki effect, have been 
documented across diverse languages and both children and 
adults are sensitive to this type of sound symbolic mapping.  
The cognitive basis for the associations between nonword 
labels and particular shapes remains poorly understood 
making it difficult to predict how findings generalize beyond 
the limited stimuli tested. To identify systematic bases for 
sound-to-shape mappings, we collected ratings of 
roundedness and pointedness for a large database of 
pseudowords. We find that attributes of both consonants and 
vowels are systematically related to judged shape meanings 
of pseudowords, and offer hypotheses as to the cognitive 
mechanisms underlying the observed patterns.    
 
Keywords: Sound symbolism; Language; Bouba-Kiki Effect; 
Multisensory Representation 
 

A central question in the cognition of language is how 
sounds in language encode and convey meaning. Sound-to-
meaning mappings in language are believed to be largely 
arbitrary, with sounds in words bearing no inherent 
relationship to the objects, actions, and events in the world 
that they represent (Gasser, 2004; Monaghan, Christiansen, 
& Fitneva, 2011; Saussure, 1916). In such a system words 
come to represent meanings by learned associations, and in 
principle, any meaning could be represented by any 
combination of the finite inventory of sounds in a given 
language. Arbitrary reference is considered powerful 
because symbolic forms are unconstrained in relation to 
meaning, supporting referential flexibility (Gasser, 2004; 
Monaghan & Christiansen, 2005).  

But is the sound structure of language completely 
independent of meaning or are certain speech sounds 

systematically related to the meanings they represent? 
Research has found that certain classes of sounds are more 
likely than others to appear in words with particular 
meanings and that language users are sensitive to these non-
arbitrary sound to meaning mappings. Cross-linguistic 
research has identified systematic sound-to-meaning 
mappings in terms describing a range of perceptual 
experiences such as brightness/lightness (Hirata & Kita, 
2011; Kunihira, 1971), texture (Dingemanse, 2011; Kita, 
1997; Magnus, 2001), and size (Nuckolls, 1999; Ultan, 
1978). For example, across many languages vowels with 
higher frequency components (such as /i/) tend to be 
associated with small/diminutive concepts, whereas vowels 
with lower frequency components (such as /a/) tend to be 
used to represent large or augmentative concepts (Nuckolls, 
1999; Ultan, 1978). Further, listeners appear to be sensitive 
to these regularities in spoken language and reliably apply 
these mappings when inferring meanings of unfamiliar 
words (Mondloch & Maurer, 2004; Sapir, 1929; Spector & 
Maurer, 2008; Thompson & Estes, 2011).  

Perhaps one of the most studied examples of non-
arbitrariness, coined the ‘bouba-kiki effect’, involves the 
reliable matching of nonsensical names to abstract shapes. 
Although the specific labels and shapes employed in the 
task have varied from study to study, the basic finding is 
that in a forced-choice task people consistently match labels 
such as kiki and takete to angular/pointed shapes and match 
labels such as bouba and maluma to rounded/amoeboid 
shapes (Köhler, 1929; Ramachandran & Hubbard, 2001). 
Robust mappings between certain nonsense words and 
object shapes have been demonstrated across a variety of 
languages and cultures, with reported matching rates 
ranging from approximately 80-95% of respondents 
(Bremner et al., 2013; Davis, 1961; Köhler, 1929). These 
are unfamiliar nonsense words and novel shapes, with which 
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the individual does not have prior experience, yet stable 
associations emerge across individuals.  

What makes some sounds more fit than others for 
representing certain meanings? Although there is 
widespread documentation of the bouba-kiki effect across 
languages, cultures, and development, the phenomenon is 
not well understood (see Nielsen and Rendall, 2011). In the 
present study, we seek to identify acoustic and phonetic 
patterns in this particular sound to meaning mapping and 
work to explain how certain attributes of the linguistic 
signal might serve to bring online mental representations of 
meaning. 

Experiment 
The aim of this study is to identify acoustic and phonemic 
correlates to meaning, and posit cognitive mechanisms 
underlying these sensory-conceptual mappings. We 
examined the specific relationship between the sound 
structure of language and meanings related to visuo-haptic 
properties of objects. To assess language users’ mappings 
between pseudowords and rounded and pointed meaning, 
we conducted three behavioral rating experiments including 
one forced-choice task and two likert rating tasks, collecting 
ratings on 570 nonsense words on dimensions of 
roundedness or pointedness. Numerous studies examining 
the bouba-kiki effect have found associations between 
specific speech sounds and visuo-haptic object properties. 
However, previous research on sound to shape mappings 
has generally employed a very limited number of 
pseudowords (but see Fort, Martin, & Peperkamp, 2014), 
most famously takete and kiki (which are mapped to pointed 
shapes) and maluma, and bouba (mapped to bloblike 
shapes). Although these studies report high rates of 
reliability in matching tasks, they offer little in the way of 
an explanation of the phenomenon. To evaluate the 
contribution of various properties of spoken language, we 
build on previous research by systematically sampling the 
phonetic and acoustic space of reliable sound to shape 
mappings. To this end, we constructed a database of 
English-like pseudowords from several classes of speech 
sounds. The resulting permutations of phonemic 
combinations allowed us to examine how particular sound 
properties are mapped to meaning.  

We examined speech sounds that varied in manner of 
articulation, including stops, sonorants, and fricatives, and 
voicing. Each consonant class included voiced and voiceless 
sounds with the exception of sonorants, which only exist in 
voiced form. The sonorants in our set consist of both nasals 
and liquids, the obstruents consist of affricates, fricatives 
and stop consonants. We combined these classes of 
consonants with different vowel types, rounded and 
unrounded, in order to study how phonemes combine and 
interact and how accompanying acoustic and articulatory 
properties mapped to particular meanings.   

Because of the number of possible permutations of 
phoneme combinations in English, we constrained our set to 
include classes of sounds that appear to be reliably mapped 

in bouba-kiki tasks or for which there was a clear possible 
basis for mapping. For example, stimuli containing 
unvoiced stop consonants are preferentially mapped to 
pointed shapes (Bremner et al., 2013; Fort et al., 2014; 
Köhler, 1929; Nielsen & Rendall, 2011; Ramachandran & 
Hubbard, 2003; Westbury, 2005). In contrast, sonorants 
emerge as a class of sounds that are preferentially mapped 
to bloblike or amoeboid shapes (Fort et al., 2014; Köhler, 
1929; Ramachandran & Hubbard, 2003; Westbury, 2005). 
As an intermediate category between stops (which are 
completely obstructed when produced) and sonorants 
(which are completely unobstructed), we included fricative 
and affricate phonemes. Parise and Spence (Parise & 
Spence, 2009, 2012) found that tones composed of square 
waves (and which have a noisy quality) were associated 
with a more pointed visual object as compared to tones 
composed of sinusoidal waves (which have a smoother tonal 
quality), which were associated with the more bloblike 
shape. With respect to roundedness or pointedness of 
various vowels, research comparing speakers of English and 
Czech showed that both groups reliably matched /i/ (as in 
neat) to a triangular shape and /u/ (as in mood) to an 
elliptical shape (Tarte & Barritt, 1971; Tarte, 1974). In an 
implicit association experiment, Parise and Spence (2012) 
found that perceivers associate relatively high pitch tones 
with more acutely pointed shapes and relatively lower pitch 
tones with more obtusely pointed shapes.  

In addition to systematically sampling the acoustic and 
phonemic space, we also varied the way in which we 
assessed sound to meaning mappings.  Previous research on 
the bouba-kiki phenomenon has relied heavily on two-
alternative forced choice tasks. Although these studies 
provide robust evidence that certain sounds are 
preferentially matched to particular meanings, they do not 
necessarily capture richer, more nuanced information about 
these mappings. By using likert-type rating tasks in addition 
to typical forced-choice tasks, we included a measure that 
was able to capture graded phenomena.   

Method 

Participants 
Participants were 65 members of the Emory University 
community. All participants were native speakers of 
English, with normal hearing and no reported history of 
speech/language impairments. 34 participants participated in 
the two-alternative forced-choice task, and 31 participants 
participated in the likert-type rating task.  

Materials 
Stimuli consisted of audio recordings of 570 pseudowords. 
All were composed of two syllables with consonant-vowel-
consonant-vowel (CVCV) structure and comprised of a 
subset of sounds from the phonemic inventory of American 
English. All nonwords in the set contained of one of three 
classes of consonants: sonorants (/n/, /m/, /l/), 
affricates/fricatives (/v/, /z/, /d͡ʒ/, /f/, /s/, /t͡ ʃ/), or stops (/d/, 
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/g/, /b/, /t/, /k/, /p/). Half of each type of obstruent were 
voiced (/v/, /z/, /d͡ʒ/, /d/, /g/, /b/) and half were unvoiced (/f/, 
/s/, /t͡ ʃ/, /t/, /k/, /p/). Within a given nonword, consonants 
were either both unvoiced (as in kupo) or both voiced (as in 
gubo). Nonwords in the set contained either front/rounded 
(/u/, /ʊ/, /o/) or back/unrounded (/i/, /e/, /ɪ/, /ɛ/) vowels. 
Stimuli in the set did not contain reduplicated (repeated) 
syllables, so nonwords such as kiki and lolo did not appear. 
Because three vowels in our set (/ɪ/, /ɛ/, /ʊ/) do not appear in 
word-final positions in English, these vowels appeared only 
in the first vowel (V1) position in our stimuli. All stimulus 
items were recorded by a female native English speaker and 
edited into separate sound files for presentation. 

Procedure 
Two-alternative forced choice task Participants in the 
forced-choice task were asked to decide whether each 
nonword stimulus sounded more rounded or more pointed. 
Participants sat at a desktop computer in a sound-attenuated 
room. The experiment consisted of 570 trials, presented in 
random order. Each trial began with a blank white screen, 
after 1000 milliseconds the pseudoword played, then the 
screen changed to show the two response options (Pointed, 
Rounded) presented on the left and right sides of the screen. 
Participants responded with a button press corresponding to 
the response options displayed on the screen. The 
configuration of response keys was counterbalanced across 
participants. Auditory stimuli were played through 
Beyerdynamic DT 100 headphones at approximately 75dB 
SPL. Only responses made after the word had played in its 
entirety were registered by the system. This ensured that 
participants heard the entire pseudoword before judging 
meaning.  

 
Likert tasks Because roundedness and pointedness may not 
be mutually exclusive concepts, we collected separate likert-
type ratings for the roundedness and pointedness of each of 
the 570 words in our stimulus set.  

Pointedness rating task. Fifteen participants completed 
this rating task. The experiment design was exactly as 
described for the two-alternative forced-choice paradigm, 
with the exception of the response phase of each trial. After 
hearing each pseudoword, the participant rated how pointed 
each nonword sounded on a 7-point scale ('1-not pointed' to 
'7-very pointed'). 

Roundedness rating task. A separate group of 16 
participants completed this rating task. The experiment 
design was exactly as described for above, with the 
exception that in the response phase, the participant 
responded how rounded each nonword sounded on a 7-point 
scale ('1- not rounded' to '7- very rounded'). 

Results 
Three independent judges identified items in the stimulus 
set that were actual words in English. Any item identified 
by at least two judges as being a real word was excluded 
from subsequent analyses. We conducted a series of 

 
Figure 1: Proportion pointed responses on two alternative 
forced-choice task by consonant class. 

  
Figure 2: Proportion pointed responses on two alternative 

forced-choice task by vowel type. 
 

analyses to compare ratings across the classes of sounds,  
and to evaluate the extent to which various properties of our 
pseudowords influenced judgments of roundedness and 
pointedness in each task.  

 
Forced-choice task Figure 1 shows forced-choice 
performance for each consonant manner and voicing class.  

Consonants. We first compared the proportion of 
pointedness ratings for stimuli consisting of two broad 
classes of phonemes, sonorants and obstruents. A paired-
sample t-test showed that subjects rated nonwords 
containing obstruents as sounding pointed (M=.58) 
significantly more than nonwords containing sonorants 
(M=.27), t(33)= 7.47, p<.001.  

In order to examine the effect of consonant voicing and 
manner of articulation on judgments of meaning, we 
conducted a two-way repeated measures ANOVA with 
manner (affricates/fricatives, stops) and voicing (voiced, 
unvoiced) as factors.  Because sonorants only occur in 
voiced form, our analysis excluded these items.  Although 
there was no main effect of manner of articulation on 
round/pointed judgments, there was a significant main effect 
of consonant voicing, F(1,33)=46.76, p <.001, partial 
η2=.586. There was also a significant interaction between 
manner of articulation and voicing F(1, 33)= 35.30, p<.001, 
partial η2=.517. Means comparisons showed that 
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affricates/fricatives produced comparable ratings in the 
voiced and unvoiced groups (both classes, M=.56; p>.1), 
whereas unvoiced stops produced significantly more 
‘pointed’ judgments (M=.76) than voiced stops (M=.42; 
p<.001).  

Vowels. Figure 2 shows forced-choice performance for 
rounded and unrounded vowels. Participants judged words 
composed of rounded vowels as sounding pointed at 
significantly lower rates (M=.38) than words composed of 
unround vowels (M=.62), t(33)=-5.47, p <.001. 

 
Likert-rating tasks  
 
Consonants. Table 1 reports mean roundedness and 
pointedness ratings for each consonant class. We conducted 
one-way within-subjects ANOVAs with manner of 
articulation as a factor for both rounded and pointed likert-
rating data. For both rounded and pointed ratings, there was 
a significant effect of manner of articulation, Frounded(1.472, 
22.08)=10.30 (Greenhouse-Geisser corrected), η2=.407, 
p=002; Fpointed(2,28)=7.82, η2=.358, p=.002. Means 
comparisons of roundness ratings demonstrated that 
nonwords containing stops were rated as less rounded than 
nonwords containing sonorants (p=.007), and nonwords 
containing fricative/affricates were rated as less rounded 
than nonwords containing sonorants (p=.001). Affricates 
and stops did not differ significantly (p=.86). Means 
comparisons of pointedness ratings demonstrated that 
ratings for nonwords containing sonorants differed 
significantly from nonwords containing stops (p=.001) as 
well as for nonwords containing affricates/fricatives ( 
p=.04). Affricates and stops did not differ significantly 
(p=.18).  

 
Table 1: Likert Ratings (1-7 scale) by consonant class. 

 
  Roundedness ratings 
  Voiced Unvoiced 

Consonant features M SD M SD 
Sonorants 4.22 0.96 ~ ~ 

Affricates/Fricatives 3.36 0.77 3.38 0.71 
Stops 3.68 0.77 3.11 0.71 

          
  Pointedness ratings 
  Voiced Unvoiced 

Consonant features M SD M SD 
Sonorants 3.34 0.90 ~ ~ 

Affricates/Fricatives 4.13 0.72 3.82 0.57 
Stops 3.98 0.84 4.73 0.85 

 
In light of the results of our forced-choice task, we 

expected that consonant voicing might interact with manner 
of articulation to affect graded judgments of meaning. To 
test this, we conducted two-way repeated measures 

ANOVAs for both rounded and pointed datasets, with 
manner of articulation and voicing as factors. For both the 
rounded and pointed datasets, the effect of consonant 
voicing on likert ratings approached significance (p=.058 
pointed, p=.064 rounded). The overall trend was for voiced 
consonants to produce higher ratings on the rounded scale as 
compared to unvoiced consonants. Neither rounded nor 
pointed datasets showed a main effect for manner of 
articulation. In both analyses, there was a significant 
interaction between manner and voicing. For the interaction 
in the pointed ratings F(1,14)=24.82, p<.001, partial 
η2=.639, unvoiced stops were judged as more pointed 
(M=4.73) than voiced stops (M=3.98; p=.001), whereas 
unvoiced fricatives/affricates were judged as less pointed 
(M=3.82) than voiced fricatives/affricates (M=4.13; p 
<.009). The interaction of manner and voicing in the 
roundedness ratings, F(1,15)=10.24, p=.006, partial η2=.406, 
appeared to be driven by differences in the stop consonants. 
The affricates/fricatives were rated similarly on the different 
levels of voicing (voiced M=3.36, unvoiced M= 3.38; 
p=.83), voiced stops were rated as sounding more rounded 
than unvoiced stops (voiced M=3.68, unvoiced M=3.11; 
p=.01).   

 
Table 2: Likert ratings (1-7 scale) by vowel type. 

 
  Roundedness ratings 

Vowel features M SD 
Round 4.29 0.85 

Unround 2.97 0.94 
!! Pointedness ratings 

!Vowel features! M SD 
Round 3.73 0.56 

Unround 4.20 0.62 
 

Vowels. Table 2 reports mean roundedness and 
pointedness ratings for each vowel type. To determine the 
relationship between vowel rounding and likert ratings of 
roundedness and pointedness, we conducted pairwise t-tests 
on both datasets. Subjects judging roundedness rated words 
with rounded vowels as sounding more rounded than words 
with unrounded vowels (M=4.29 and 2.97 respectively) 
t(15)=3.77, p=.002. Subjects judging pointedness rated 
words with unrounded vowels as sounding more pointed 
(M=4.20) than words with rounded vowels (M=3.73) 
t(14)=-2.52, p=.02.  

Discussion 
The current set of findings demonstrate that certain 

classes of speech sounds were readily matched to shape-
based meanings and response patterns remained consistent 
across different task types. Likert ratings of roundedness 
and pointedness mirrored both one another (words rated 
higher on the rounded scale were rated lower on the pointed 
scale and vice versa) and the responses given in the two-
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alternative forced choice task. This consistency suggests 
that roundedness and pointedness were treated as contrastive 
categories in these tasks such that a nonword that was 
judged as more rounded was also judged to be less pointed. 
Consistent with previous work, language users readily 
mapped sound to this domain of meaning, and did so across 
a range of tasks.  

The findings also provide information about what 
particular correspondences underlie mappings of particular 
sound to shape-based concepts. Nonword stimuli containing 
the relatively strident, noisy or discontinuous sounds of 
obstruents such as /b/, /t/, or /z/ were judged as sounding 
more pointed than words containing sonorant sounds such 
as /m/ and /l/. Consonant voicing modulated judgments of 
pointedness or roundedness of the nonword stimuli as well. 
In general, nonwords containing voiced consonants were 
judged as more round than nonwords containing unvoiced 
consonants. Consonant voicing appeared to influence the 
strident or discontinuous perceptual nature of the obstruents 
in our set, perhaps because voiceless phonemes have more 
abrupt transitions than their voiced counterparts (e.g. /p/ 
compared to /b/). In line with previous research, we also 
found that back, rounded vowels were strongly associated 
with rounded meanings, whereas front, unrounded vowels 
are more often associated with pointed meanings. 

In addition to the individual contribution of phoneme 
type, these findings also suggest that the combined sound 
attributes of a particular stimulus served to determine the 
extent to which a mapping would be made.  For example, 
the patterning of responses illustrated in Figure 1 suggests 
that judgments of shape were graded with respect to the 
sound structure of each nonword.  As listeners encountered 
stimuli with different collections of pointed versus rounded 
sounds, judgments of shape varied in a graded fashion.  This 
finding suggests that listeners did not rely exclusively on 
specific sounds to make their judgments, but rather took into 
account the entire structure of each nonword stimulus (see 
Thompson & Estes, 2011).   

Taken together, these findings are generally consistent 
with research on cross-modal associations found outside the 
realm of language. For example, in an implicit association 
task, Parise and Spence (2012) found that tones composed 
of square waves (and which have a noisy quality) were 
associated with more pointed visual objects as compared to 
tones composed of sinusoidal waves (which have a 
smoother tonal quality), which were associated with more 
rounded shapes. This similarity between findings across 
linguistic and non-linguistic contexts suggests that sound 
symbolic mappings in natural language may arise from 
more general tendencies to associate experiences across 
sensory-motor and perceptual domains (Namy & Nygaard, 
2008). 

The question remains, however, regarding how and why 
these mappings are made.  One way in which labels such as 
bouba and kiki, and the particular speech sounds examined 
in our study, may be mapped to visual forms is on a basis of 
analogous intermodal structural properties, some being 

smoother and more continuous, and others being more 
disrupted, discontinuous, strident, or jarring. Such cross-
modal mapping may be based in comparison or alignment 
of shared structural properties such as relative frequency 
(e.g. spatial, temporal), and alignable differences in the 
respective domains (Gentner & Markman, 1997; Marks, 
1989).  

It could also be the case that systematic sound-to-meaning 
mappings reflect statistical regularities of our experience in 
the physical world. For example, if pointed objects tend to 
produce less tonal sounds with more abrupt transitions, and 
amoeboid forms tend to produce more tonal and continuous 
sounds, these co-occurrences could be invoked by language. 
Similarly, Ramachandran and Hubbard (2001) hypothesized 
that the sound-to-shape mappings in the bouba-kiki effect 
result from synesthetic connections between perceptual, 
somatosensory, and motor areas thereby linking 
representations of speech sounds with the orofacial 
expressions made when articulating these sounds. On this 
account, the rounded shape of the lips when articulating an 
/o/ or /u/, for example, comes to be associated with the 
sound created.  

It may be that individuals are predisposed to make certain 
inter-sensory or sensory-motor connections and these 
predispositions may underlie or give rise to the kinds of 
sound-to-meaning correspondences observed in our study. 
Maurer, Pathman, and Mondloch (2006) found that toddlers 
(mean age 2.8 years) exhibit the bouba-kiki effect 
suggesting that even young children are able to represent 
and form expectations about multimodal perceptual-motor 
couplings.  This finding is consistent with the view that 
these are not necessarily learned mappings, but may reflect 
a more general multisensory integration process.  

Regardless of how these mappings arise, if semantic 
representations are grounded in our sensory systems, sounds 
in language could serve to re-activate or simulate sensory 
information encoded by an individual as they experience an 
object or event (Barsalou, Santos, Simmons, & Wilson, 
2008; Bergen & Feldman, 2008; Kita, 1997). 

Further research is needed in order to establish whether 
any of the mappings we document in this study are 
idiosyncratic to speakers of English, and thus the extent to 
which such mappings might be a result of language-specific 
conventions for mapping sounds to meanings. However, the 
consistency between findings in the present study and 
research on crossmodal perceptual research outside the 
linguistic domain suggests the mappings observed in 
linguistic systems may be based on more general 
correspondences. However, the perceptual-cognitive basis 
of these cross-sensory correspondences is itself the subject 
of much debate. 

Conclusion 
Although natural language may be largely arbitrary, it is 
evident that certain sounds are non-arbitrarily associated 
with particular meanings. Although extensive research has 
documented the bouba-kiki effect across development and 
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across cultures, the cognitive basis of these mappings is not 
well understood. By using a large, yet highly controlled set 
of pseudowords, the present study systematically examined 
how various factors related to sound structure of words 
contribute to individuals’ sound to meaning mappings. By 
establishing how specific attributes of the sound structure of 
language are systematically mapped to meaning, language 
research will benefit from improved understanding of how 
sounds evoke meaningful representations. Understanding 
the cognitive basis of such mappings will ultimately provide 
insight into language, symbol use, conceptual 
representation, and cross-sensory cognitive processes. 
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Abstract

Many high-level cognitive tasks involve understanding – the
mechanisms by which an agent attempts to construct accurate
mental representations of its world. In this paper, we discuss
two such processes: explanation and question answering. We
propose four theoretical assumptions about representation and
processing that arise in these tasks: both involve inference, this
inference requires making default assumptions, it occurs in an
incremental manner, and it produces structures that can be ex-
pressed as directed graphs of conceptual ground literals. We
analyze two models of explanation and question answering in
terms of these commonalities and evaluate experimental claims
about them using reading comprehension passages. In closing,
we discuss our findings in light of related research.
Keywords: abductive inference; cognitive systems; explana-
tion; question answering; symbolic reasoning; understanding

Introduction
Understanding is a primary component of high-level cog-
nition. Many cognitive tasks require an agent to update
its model of the world based on inferences it makes about
connections among its sensory inputs, existing beliefs, and
knowledge. Explanation is one understanding task, in which
an agent assembles its perceptions of the world into structures
that integrate coherently into some model. Question answer-
ing is a similar task, in which an agent maps a query about the
world onto a model, extending it as needed to produce a plau-
sible answer. In this paper we report an integrated account of
behavior on these two tasks.

As a motivating example, consider this passage from a first
grade reading comprehension book (Liscinsky, 2010):

[1] The spider wants food.
[2] She likes to eat bugs.
[3] So she makes a trap.
[4] The spider spins a sticky web.
[5] Then she waits.
[6] The web is hard for bugs to see.
[7] Whap! A bug flies into the web.
[8] The web shakes when the bug lands.
[9] The bug is stuck.

We can elicit several ideas from this extract. Some facts are
not overtly stated, but rather implied by others (e.g., the bug
has wings). The same holds for causal content (e.g., the spi-
der is going to eat the bug) and constraints (e.g., the condi-
tions under which a spider can ensnare a bug).

This suggests some reasonable questions to ask about the
domain. What is the spider going to eat? How did the spi-
der catch the bug? Does the bug have wings? Furthermore,

it suggests plausible structural components of explanation.
Content words (e.g., ‘food’, ‘spins’) indicate concepts and
relations that are organized in recognizable patterns which
constitute prior knowledge (e.g., ‘?x is an instance of ?y be-
ing stuck to ?z’). We can picture the elements as nodes and
knowledge as sets of labeled edges in a directed graph.

We build on these ideas in the following sections. First we
propose some theoretical principles about the connections be-
tween explanation and question answering as complementary
forms of understanding. We then describe two systems that
address these tasks, make empirical claims, and test them ex-
perimentally. We draw comparisons with related research and
conclude with plans for future work.

Theory and Commonalities
Take the illustrative example of the spider building a web to
catch a fly. Suppose an agent possesses a piece of structural
knowledge K, stating “a mobile entity that cannot detect an
object may touch it by accident”. The agent may infer that
the bug flew into the web by accident. Making the inference
requires the agent to (a) identify the rule K in its knowledge
base as one it can usefully apply, (b) instantiate the rule cor-
rectly (e.g., ?entity=bug & ?object=web) using known val-
ues, and (c) introduce the assumption that the bug is mobile.

Alternatively, we may ask the question: How did the bug
come to fly into the web by accident? The components – a
high-level query and a predictable output (a pattern of con-
cepts and events) – match the same piece of knowledge, K.
The agent may decide it is reasonable to make a single sup-
porting assumption, then assume that the bug is mobile, in-
stantiate the argument, and return the result as an answer.

The first example involves explanation: interpreting obser-
vations in terms of what is already known, filling in gaps as
necessary, and thereby incrementally adding higher-level pat-
terns. The second concerns question answering: interpret-
ing evidence to fit a query by using the question as input
and undergoing an analogous process. Both are directed ex-
plorations that produce interconnected patterns by applying
knowledge to beliefs (when there are repeated iterations be-
yond the single step contained in the example above). We can
now define these tasks more precisely:

• Explanation is a cognitive task in which an agent is:
◦ Given a sequence of input observations and a corpus of

hierarchically organized knowledge, and
◦ Finds an explanation represented as a directed graph of

concepts and rule instances.
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• Question answering is a task in which an agent is:
◦ Given a set of query elements, a corpus of hierarchically

organized knowledge, and zero or more initial facts, and
◦ Finds an elaboration of the query that expands an exist-

ing explanation to provide a coherent answer.

We have claimed that these tasks do not just bear surface sim-
ilarities, but have parallel structures. We will expand on this
idea by discussing their representational and processing com-
ponents – first defining the cornerstones of a computational
approach that incorporates these commonalities and then de-
scribing specific implementations. To this end, we have com-
posed four theoretical tenets that we argue are shared by ques-
tion answering and explanation.

1. Both tasks involve inference in that they generate a set of
interconnected beliefs about facts. Information is often in-
complete and must be extended by using knowledge. In
our example, the answer to the question “why did the spi-
der make a web?” is not stated, yet is ‘obvious’. In expla-
nation, inference is a largely bottom-up process of inter-
preting low-level facts and observations. Question answer-
ing instead is a top-down process that reconciles high-level
question elements with existing beliefs.

2. Inferred structures are organized into directed graphs of
working memory elements. Understanding requires the
ability to cache information in a short-term belief store that
tracks basic conceptual elements. Long-term knowledge,
comprising rules (patterns of generalized elements), is or-
ganized in a hierarchical manner. A rule relevant to the
bug’s flight into the web might be

is-a(?x, accidental-contact)⇐
is-a(?x, contact) &

attribute(?x, agent, ?a) & attribute(?x, recipient, ?r) &
attribute(?x, intentional, false) &

is-a(?y, cannot-see) &
attribute(?y, agent, ?a) & attribute(?y, recipient, ?r) &
attribute(?a, mobile, true)

where each attribute literal is a terminal node, contact and
cannot-see denote relations specified by other rules, and so
on. Both explanation and question answering produce the
same type of interconnected rule instances.

3. Inference requires the introduction of default assumptions.
Deductive proofs are typically viable only in abstract or
closed-world scenarios. In the real world, there may be
substantial but not conclusive support for a belief. We
hold that human understanding employs a form of every-
day reasoning that involves abductive inference (Bridewell
& Langley, 2011). Assumptions should be reasonable in
that they meet criteria such as consilience, parsimony, and
coherence. The spider is alive is more consistent with other
beliefs than the spider is a lifelike robot.

4. Inference occurs in an incremental, on-line manner. This
reflects the idea of a cognitive cycle (Young, 2001) that
involves processing of a single structure, such as applica-
tion of a rule, so that elements are added to working mem-

ory incrementally. Rule instances become interconnected,
with later questions being answered using inferences or as-
sumptions from earlier queries. For example, the element
the spider notices the bug is trapped in its web should re-
duce the search required for the the spider eats the bug.

Together, these four suppositions provide a theoretical frame-
work for understanding that supports both explanation and
question answering. We will now turn to two specific in-
stances of this theory that model behavior on these tasks, de-
scribing their representation and mechanisms.

Two Complementary Models of Understanding
We have developed two computational models that address
different but complementary aspects of understanding: UM-
BRA (Meadows, Langley, & Emery, 2013, 2014), an account
of explanation, and PHOS, a model of question answering.
We developed UMBRA to address the data-driven construc-
tion of explanations that occurs naturally as one observes a
stream of events, and we implemented PHOS to handle the
process of question answering that builds upon these expla-
nations.1 The two systems share the theoretical underpin-
nings just described, including representational assumptions
that we will review before discussing their mechanisms.

Representations for Understanding

We designed UMBRA and PHOS to operate over the same
representational structures. Each system has a working mem-
ory that contains beliefs encoded as relational structures
like ‘x is an instance of y’, ‘j has the attribute-value pair
<a,b>’, or ‘n and m are not equal’. These elements may
contain constants, identifiers for other elements, or skolem-
ized placeholders for unknown values. In our scenario, we
can express the bug becoming stuck with the elements is-
a(skolem1, trapped) & attribute(skolem1, agent, bug) & at-
tribute(skolem1, object, web) & attribute(skolem1, actor, spi-
der), much as in a semantic network (Gentner, 1975). More-
over, working memory organizes facts, inferences, and as-
sumptions into connected structures that we call explanations.

Questions are encoded in a similar manner, as sets of con-
nected, partially instantiated elements in working memory.2

For example, {is-a(?s, spider)} denotes ‘what spiders ex-
ist?’, while {is-a(?c, cannot-see), attribute(?c, agent, ?a),
attribute(?c, recipient, web1), attribute(?c, cause, ?y)} en-
codes ‘who cannot see web1, and why?’ A question typically
involves some informative elements (e.g., ‘spider’, ‘recipi-
ent’) and some unknown ‘answer’ values (e.g., ‘?s’, ‘?y’).
Answers are instantiations of questions whose constant val-
ues appear throughout the explanation graph produced by the

1Phos is the Greek word for light, which reveals what lies in the
shadows but also cast new shadows in the process.

2 Our work does not focus on natural language processing; we as-
sume that questions have already been translated into internal struc-
tures expressed as connected sets of elements. However, we do
not assume that word sense is provided, so our system must utilize
knowledge to interpret questions it encounters.
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question-answering process. These answers may be partly
ungrounded if a complete answer is not found.

UMBRA and PHOS also draw on a common long-
term memory that contains relational knowledge structures.
Knowledge is encoded in a conceptual hierarchy in which
higher-level nodes are specified in terms of lower-level nodes.
Rule components include the patterns is-a(?x, ?type), at-
tribute(?x, ?label, ?y), (?a6=?b), and (?a=?b). We assume
that neither system will encounter attributes with multiple
values, such as attribute(?1, label, value1) & attribute(?2, la-
bel, value2) & (?value16=?value2)⇒ (?16=?2). The previous
section presented a simplified example of a conceptual rule
for accidental-contact.

A Model for Generating Explanations
UMBRA models the generation of explanations. We pro-
vide the system with conceptual knowledge and a sequence
of facts and observations in the notation just described. Ex-
planations are directed graphs comprising domain literals that
include input elements as well as other, similar, ones that
have been inferred or assumed. These elements may be only
partially instantiated, and they are connected by instances
of rules that have been applied. For example, the literal is-
a(web1, location) may appear in several different rule in-
stances – in defining a web, or waiting at a place, or a locus
of entrapment. In this way, an explanation can be structurally
cohesive.

UMBRA constructs its explanations through an incremen-
tal, data-driven form of abductive inference (Meadows et al.,
2014). This process operates through a sequence of high-
level ‘observation’ cycles, each of which begins with the ac-
quisition of new beliefs from observations and then expands
the explanation graph through a number of inference steps.
The system has a resource bound that limits the inference
steps it carries out on each observational cycle. Rules that
require more assumptions have higher cost, and the system
stops chaining when it exceeds a threshold.

On each inference step, UMBRA generates a set of can-
didate rule instances that match against at least one element
in working memory. It calculates the additional inferences
and assumptions needed for each rule, using this as the basis
for a cost metric. The system uses high-level control knowl-
edge to prune candidates that violate existing constraints, or
that would not sufficiently improve explanation consilience.
It evaluates each remaining rule instance according to the cost
metric and selects the least-cost remaining candidate. UM-
BRA applies this rule instance, introducing new elements (de-
fault assumptions) and extending the explanation.

A Model of Question Answering
We developed PHOS to model the process of question answer-
ing. We provide the system with conceptual knowledge, a
set of existing beliefs organized into an explanation structure,
and a question. It produces an elaborated explanation with ad-
ditional inferences that connects the question to prior beliefs
and provide an answer. An input explanation is not strictly

Table 1: Summaries of the five sample scenarios. Page num-
bers from the source (Liscinsky, 2010) are given in italics.

◦A hungry spider spins a web and a bug blunders into it. (44)

◦A zoo is described as containing various animals and activi-
ties, including mythical or anthropomorphized ones. (108)

◦ A hippo stays in water during the day when the sun is hot,
then comes out at night to eat. (51)

◦ Insects and spiders are compared and contrasted. (104)

◦ A pig enjoys rolling around in a cool mud puddle. (17)

necessary. The system may receive a set of beliefs that are
not linked by rule instances or, in extreme cases, it may re-
ceive no initial beliefs at all.

PHOS operates in a series of high-level query cycles, each
of which represents a discrete attempt to find a coherent an-
swer. These in turn comprise a number of inference steps. A
query cycle begins by initializing a set of candidate literals –
the fringe – with the contents of the original question. The
system then incrementally extends the current query graph.
On each inference step, PHOS selects an element from the
fringe to focus on, then enumerates the rule instances, as-
sumptions, or unifications with which it could be supported.
The system calculates a cost for each candidate. A coher-
ence heuristic uses these costs to select a candidate at random
with probabilities proportional to their fitness, thus provid-
ing search control that guides expansion of the query graph.
The inference step ends by adding the candidate’s elements to
working memory. In contrast to UMBRA, this process oper-
ates in a top-down manner. However, whenever the system
extends the explanation, new instantiations are propagated
back up the graph to the original query elements.

If PHOS processes every element in the fringe, then it has
found an answer and the query cycle ends. Otherwise, it halts
when the accrued total cost becomes too high. The system
retains the working memory elements and rule instances in-
volved in the answer’s elicitation. Importantly, this includes
the original questions, which very often carry implicit mean-
ing (e.g., asking “Did the hungry spider sleep?” introduces
the idea that there is some spider that is hungry), and thus
are useful resources for later, related questions. If a ques-
tion is repeated later, PHOS can unify its components with
the answer elements from the existing structure, resulting in
pattern-based retrieval.

We have shown how these two models of high-level un-
derstanding instantiate the theoretical basis that we outlined.
UMBRA uses an incremental, data-driven form of abduction
that introduces default assumptions in an effort to produce
a cohesive explanation. PHOS uses an incremental, query-
driven form of abductive inference to generate meaningful
answers that it incorporates into a new or existing explana-
tion. Now that we have shown how these models align with
our core theory, we turn to analyzing their behavior, in partic-
ular how the processes of explanation generation and question
answering interact.
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Empirical Studies
UMBRA and PHOS are computational models that instantiate
the theoretical tenets we presented earlier. As such, we can
examine their behavior in particular scenarios to reveal inter-
actions between explanations and question answering. Our
aim is not to fit quantitative measures like error rates or reac-
tion times. Instead, we desire to demonstrate that, taken to-
gether, the two models produce behavior that is qualitatively
similar to that observed in humans. In summary, we adopt a
cognitive systems approach (Langley, 2012) that studies the
behavior of integrated computational artifacts.

Part of our evaluation involves running the explanation sys-
tem on observations and then asking questions about the al-
tered memory state. This approach follows Zelle et al. (1994),
who measured the performance of an integrated system for
language understanding in terms of its final outputs. By mea-
suring answer accuracy, we can quantify the success of our
two models operating in tandem. We are interested in how
explanation generation and question answering interact. We
make three main empirical claims:

1. Explanation construction and question answering are
complementary and commutative. Computational re-
sources spent on explanation can reduce the cost of sub-
sequent question answering activities and vice versa.

2. Question answering centrally involves inference. Re-
trieval processes are crucial to high-level understanding,
which in turn relies on processes like abductive inference.

3. Interference impacts understanding, but can be over-
come. Confounding information escalates the cost of pro-
cessing, increasing the cycles or resources required, but
one can still disregard superfluous facts.

Although we cannot provide details here, these claims follow
directly from our two models and they also parallel known
aspects of human understanding.

Experimental Design
Reading comprehension is a good task for evaluating under-
standing, in that passages contain elided information, utilize
conceptual knowledge, and have relevance to human cogni-
tion. We therefore worked with five scenarios from a first-
grade text for reading comprehension (Liscinsky, 2010).3 Ta-
ble 1 summarizes these passages.

We translated the five vignettes into logical literals, pro-
ducing scenarios with varying characteristics. For instance,
the comparing insects to spiders vignette describes only do-
main rules, with no initial facts, while another had 127 ground
facts; the mean was 45.4. We extracted content from the text
manually, encoded it using these literals, and then generated a
set of questions. For example, “Is there any insect with eight
legs?” translates to the conjunction is-a(?x, insect) & is-a(?p,
has-property) & attribute(?p, entity, ?x) & attribute(?p, prop-

3 We chose five passages that the author categorized differently
– ‘compare and contrast’, ‘fantasy and reality’, ‘prediction’, ‘main
idea’, and ‘what and how’ – to maximize the range of scenarios.

erty, limbs-legs) & attribute(?p, number, 8). We generated
three different questions for each scenario.

We measured PHOS’s performance by counting cases in
which the correct answer was returned and cases in which
spurious inferences occurred. We calculated precision and
recall scores from those metrics. We also estimated computa-
tion time per answer with the abstract cost thresholds used by
both UMBRA and PHOS. We measured cognitive cycles per
answer, but resource consumption predicted this metric very
closely, so we do not report it here.

Target answers varied in size from a single element (“no”)
to graph structures containing more than 50 elements. We
repeated each question twice to compensate for minor effects
from the nondeterministic heuristics, although in practice we
saw very few differences across repeated runs. In all cases,
we provided both systems with the full complement of 60
domain rules derived from all scenarios.

Claim: Understanding Tasks are Complementary
Our first claim was that the work done by explanation reduces
the amount of effort question answering requires and vice
versa. Intuitively, making more initial inferences may reduce
the effort required to find an answer later. This hypothesis is
informed by theories of different types of elaboration in hu-
man reasoning (e.g., Bradshaw & Anderson, 1982). In the
extreme case, question answering works without prior expla-
nation as long as it has sufficient computational resources.

To test this claim, we ran UMBRA on each domain, then
ran PHOS on its outputs. We systematically varied the re-
sources allocated to each system, running UMBRA at zero,
scarce, or plentiful levels, and PHOS with scarce or plentiful
levels.4 We ran the systems in sequence a total of 180 times,
ignoring UMBRA’s incorrect inferences (because these may
sometimes translate into inputs that PHOS regards as incon-
sistent, in which case the system halts). We found that, when
PHOS had scarce computational resources, recall scores in-
creased as UMBRA’s resources increased, from 0.17 to 0.33
to 0.37. When PHOS had plentiful resources, recall remained
at 0.55, consistently higher than the scarce case. We also
found that increasing UMBRA’s resources reduced mean cost
per answer by 40 to 60 percent. Together, these results sup-
port our first claim.

Claim: Question Answering involves Inference
Our second claim was that inference is central to the question-
answering process; understanding depends on the organiza-
tion of ground facts and supporting assumptions into known
patterns, so that reasonable answers can be produced by
common-sense reasoning where information is elided. We
tested this premise by removing PHOS’s abductive inference
capability, eliminating the step at which the model can choose
to construct a subquery by matching an element from the
fringe with a rule head. We ran it on the test scenarios with

4 The systems’ internal notions of ‘processing resources’ are not
identical, but they are directly analogous.
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plentiful resources, expecting the lesioned system would be
unable to function effectively. In previous work, we have re-
ported similar studies with the UMBRA model in isolation
(Meadows et al., 2013).

In this case, we found that the system only succeeded on
13 percent of the runs, and then only because it defaulted to
‘false’, the correct answer for two questions. This is evidence
that it could not answer the questions with straightforward re-
trieval. PHOS was also able to perform more direct retrievals
after running UMBRA. These results support our hypothesis
that inference is crucial to effective question answering.

Claim: Interference Effects can be Overcome

Our final claim stated that confounding information necessi-
tates more processing to find answers. Intuitively, we expect
that trying to compensate for noise will impose overheads:
consider making the decision to ignore an improbable outlier
or separating relevant and irrelevant ground facts. To test this
premise, we combined the 227 initial elements from all the
scenarios. Running PHOS with plentiful resources, we found
that confounders reduced the mean recall score from 0.53 to
0.37, often due to finding an answer with faulty low-level
bindings rather than wrongly instantiating the top-level query
elements or not answering. This means the model sometimes
incorporates extra information in an unreasonable way.

The mean cost per answer, surprisingly, decreased from
1499.5 to 762.3, contradicting our hypothesis. Analysis re-
vealed that rather than requiring more cognitive cycles before
it found a suitable answer, PHOS often managed to incorpo-
rate confounders in ways that seemed consistent, reducing
the need for expensive default assumptions. For example, a
sparsely-grounded conceptual relation ?x might be inferred
to be an instance of not only eating, but also having a goal
– an inappropriate combination leading to a wrong answer,
but not specified in knowledge as a contradiction. Our third
claim, then, is partially refuted: the model was nontrivially
affected by confounders. We plan to ameliorate this effect by
providing it with more discriminating conceptual knowledge.

Remarks on the Evaluation

Overall, our combined model of explanation generation and
question answering behaved as expected. Our experiments
with UMBRA and PHOS supported our first two claims about
interactions among these two processes, although our third
study uncovered some surprises. Nevertheless, taken to-
gether, they suggest that our models provide a viable instance
of our computational theory of understanding.

Note that our measurements were conservative: we only
scored an answer as right or wrong, so a single low-level er-
ror produces a negative score even if the overall answer is
plausible. Top-level query elements could be perfect matches
and still be considered ‘misses’. Indeed, we observed that al-
most every spurious answer incorporated some literals from
the canonical answer; a finer-grained scoring system would
have reported higher accuracy.

Related Research

Our framework shares elements with previous research but
also has distinctive features. For example, work in the
paradigm of plan recognition (Goldman, Geib, & Miller,
1999; Bridewell & Langley, 2011) has focused on generat-
ing explanations of observed behavior, often inferring agents’
goals using abductive mechanisms on hierarchical knowledge
structures, but it has not addressed the related task of question
answering. Winston’s (2012) research on story understanding
has a similar flavor, encoding knowledge as rules and expla-
nations as elaboration graphs much like our structures, but,
again, has not addressed question answering.

At the other extreme, some computational models of hu-
man memory include accounts of question answering but do
not touch on explanation generation. Anderson and Bower
(1980) offer a detailed account for the retrieval of facts from
memory in response to questions, but their storage process
involves no inference. Graesser et al. (1991) report a more
sophisticated model of question answering that incorporates
criteria similar to ours, such as coherence. However, their
work assumes that all content used in this process is already
stored in memory. Waldinger et al. (2011) describe an ap-
plied system that, given access to online databases, com-
bines language processing with deduction to answer medi-
cal questions. Narayanan and Harabagiu (2004) present an
alternative that uses probabilistic inference to answer ques-
tions given predicate-argument descriptions of a large corpus
of sentences from the Wall Street Journal.

Research on natural language processing during the 1970s
and 1980s dealt with both capabilities, but with somewhat
different emphases. Lehnert (1978) and Dyer (1983) both
described models that constructed explanations of narratives
and that chained over the resulting structures to answer ques-
tions, but the latter processes did little to extend the explana-
tion.5 They adopt script-based representations for knowledge
and explanations that provide more structure than does our
formalism, but their systems also utilize a constrained variety
of abductive inference to generate explanations. Kolodner’s
(1983) model of reconstructive memory comes even closer
to our own, in that it makes many knowledge-based infer-
ences at the time of question answering. More recently, Bar-
bella and Forbus (2011) report a system that uses analogical
reasoning to generate inferences when answering questions;
this provides a form of abductive inference that operates over
cases constructed during reading rather than over rules.

In summary, the literature includes many efforts on gen-
erating explanations and on answering questions, but only a
small number of computational models that address both of
these cognitive tasks. Of these, even fewer carry out sub-
stantial inference during question answering, and those draw
upon different representations and processes than we have
proposed in our framework.

5 However, Dyer mentions in passing that answering a question,
his model can modify memory as an unintended side effect.
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Concluding Remarks

In this paper, we argued that the cognitive tasks of generat-
ing explanations and answering questions are two comple-
mentary aspects of understanding that share many facets. We
introduced four theoretical assumptions about the representa-
tions and processes that underlie them, then described com-
putational models for behavior on each task that incorporate
these tenets. In addition, we reported experiments on reading
comprehension scenarios, showing that our abductive mecha-
nisms produce effective understanding and testing claims for
interactions between explanation and question answering.

In future work, we plan to build upon our initial results by
extending PHOS to better handle confounding information,
thus improving scalability, and to interact more dirctly with
UMBRA. Specific areas of interest include modeling word
sense disambiguation and the influence of inferences gener-
ated when answering an early question on responses to later
ones. We should also develop an approach to answering open-
ended questions, such as “what happens next?”, which our
current knowledge structures cannot handle.

Acknowledgments

This research was supported in part by Grant N00014-10-1-
0487 from the Office of Naval Research. Pat Langley is also
affiliated with the Institute for the Study of Learning and Ex-
pertise. We thank Paul Bello, Will Bridewell, and Miranda
Emery for useful discussions that influenced the approach we
have reported here.

References
Anderson, J. R., & Bower, G. H. (1980). Human associative

memory: A brief edition. Hillsdale, NJ: Lawrence Erlbaum
Publishers.

Barbella, D., & Forbus, K. D. (2011). Analogical dialogue
acts: Supporting learning by reading analogies in instruc-
tional texts. In Proceedings of the Twenty-Fifth AAAI Con-
ference on Artificial Intelligence (pp. 1429–1435). San
Francisco: AAAI Press.

Bradshaw, G. L., & Anderson, J. R. (1982). Elaborative en-
coding as an explanation of levels of processing. Journal
of Verbal Learning and Verbal Behavior, 21, 165–174.

Bridewell, W., & Langley, P. (2011). A computational ac-
count of everyday abductive inference. In Proceedings of
the Thirty-Third Annual Meeting of the Cognitive Science
Society (pp. 2289–2294). Boston: The Cognitive Science
Society.

Dyer, M. G. (1983). In-depth understanding: A computer
model of integrated processing for narrative comprehen-
sion. Cambridge, MA: MIT press.

Goldman, R. P., Geib, C. W., & Miller, C. A. (1999). A
new model of plan recognition. In Proceedings of the Fif-
teenth Conference on Uncertainty in Artificial Intelligence
(pp. 245–254). San Francisco: Morgan Kaufmann.

Graesser, A. C., Lang, K. L., & Roberts, R. M. (1991). Ques-
tion answering in the context of stories. Journal of Experi-
mental Psychology: General, 120, 254.

Kolodoner, J. (1983). Reconstructive memory: A computer
model. Cognitive Science, 7, 281–328.

Langley, P. (2012). The cognitive systems paradigm. Ad-
vances in Cognitive Systems, 1, 3–13.

Lehnert, W. (1978). The process of question answering.
Hillsdale, NJ: Lawrence Erlbaum Publishers.

Liscinsky, C. (2010). Reading comprehension. Monterey,
CA: Evan-Moor.

Meadows, B., Langley, P., & Emery, M. (2013). Seeing be-
yond shadows: Incremental abductive reasoning for plan
understanding. In Proceedings of the 2013 AAAI Work-
shop on Plan, Activity, and Intent Recognition (pp. 24–31).
Bellevue, WA: AAAI Press.

Meadows, B., Langley, P., & Emery, M. (2014). An abductive
approach to understanding social interactions. Advances in
Cognitive Systems, 3, 87–106.

Narayanan, S., & Harabagiu, S. (2004). Question answering
based on semantic structures. In Proceedings of the Twen-
tieth International Conference on Computational Linguis-
tics (pp. 693–702). Geneva: Association for Computational
Linguistics.

Waldinger, R., Bobrow, D. G., Condoravdi, C., Richardson,
K., & Das, A. (2011). Accessing structured health infor-
mation through English queries and automatic deduction.
In AI and Health Communication: Papers from the 2011
AAAI Spring Symposium. Stanford, CA: AAAI Press.

Winston, P. H. (2012). The right way. Advances in Cognitive
Systems, 1, 23–36.

Young, R. M. (2001). Production systems in cognitive psy-
chology. In N. J. Smelser & P. B. Baltes (Eds.), Interna-
tional encyclopedia of the social and behavioral sciences.
Oxford, UK: Pergamon Press.

Zelle, J. M., Mooney, R. J., & Konvisser, J. B. (1994).
Combining top-down and bottom-up techniques in induc-
tive logic programming. In Proceedings of the Eleventh
International Conference on Machine Learning (pp. 343–
351). New Brunswick, NJ: Morgan Kaufmann.

1576



Reasoning About Diverse Evidence in Preference Predictions 
 

Rachel Meng (rm3081@columbia.edu) 
Columbia University, 3022 Broadway 

New York, NY 10027 USA 

 

Stephanie Y. Chen (Stephanie.Chen@chicagobooth.edu) 
University of Chicago, 5807 S. Woodlawn Avenue 

Chicago, IL 60637 USA 

 

Daniel M. Bartels (bartels@uchicago.edu) 
University of Chicago, 5807 S. Woodlawn Avenue 

Chicago, IL 60637 USA 

 

 
Abstract 

People often incorporate the opinions of others to make 
predictions about the world, including their preferences for 
novel experiences and items. In two experiments, we explored 
how people use the opinions of dissimilar others in making 
such predictions. While social cognition research has found 
that similar others tend to influence our judgments more than 
dissimilar others, the diversity principle from category-based 
induction argues that we value evidence from diverse sources. 
Our results suggest that people seek and use information from 
dissimilar others differently when predicting their own 
preferences than when making predictions with more 
verifiable values. For self-relevant predictions, participants 
were less likely to seek the opinion of dissimilar advisors 
(Experiment 1) and more likely to contrast their judgments 
away from these advisors’ opinions (Experiment 2).  

Keywords: Advice; category-based induction; diversity; 
preferences; social influence. 

Introduction 

We frequently use the opinions of others as a basis for 

inductive reasoning, including when making predictions 

about our own preferences. Consider a scenario where a 

person wants to decide whether or not to see a new movie 

she knows very little about. To predict how much she will 

enjoy this unfamiliar movie, she can solicit opinions from 

others who have already seen it. But whose advice does she 

value more—that of people with a wide variety of movie 

tastes, or that of only people with movie tastes like her own? 

The current research asks whether we seek the opinions of 

individuals who are similar or dissimilar to us as well as 

how we use these opinions to inform predictions. 

Work in the social cognition literature has found that 

similar others tend to be more influential in our judgments 

than dissimilar others (Festinger, 1954; Heider, 1958; Suls, 

Martin, & Wheeler, 2002). Not only do people treat similar 

others as reliable and attractive sources of information, 

particularly when they can easily discriminate their own 

tastes in a domain (Yaniv, Choshen-Hillel, & Milyavsky, 

2011), but they tend to discount advice from those less like 

them (Twyman, Harvey, & Harries, 2008). From a social 

influence perspective, we might expect that a person who is 

predicting her own tastes would prefer to assimilate her 

opinions to those of similar others and contrast her opinions 

away from (or ignore) those of dissimilar others.  

However, there is reason to believe that people may value 

dissimilar others in these settings. The results of a pilot 

study suggest that participants positively weighed the 

judgments from diverse advisors when inferring their own 

utility for a novel stimulus. In this study, 156 Amazon 

Mechanical Turk (MTurk) respondents viewed evaluations 

of an unfamiliar movie from a pair of movie-goers, one who 

was similar to them and another who was dissimilar.
1
 Both 

movie-goers rated the movie very highly. We asked 

participants to describe how they would use this information 

to predict how much they would like the target movie.  

Responses revealed that the dissimilar movie-goer’s 

opinion informed most people’s predictions. The majority of 

participants (61%) indicated that the dissimilar movie-

goer’s positive rating strengthened the likelihood that they 

would also enjoy the movie.
2
 A significantly smaller 

proportion, 21% (χ
2
(1) = 34.7, p < .001), reported attending 

only to the similar person’s rating.
3
 These results support 

the idea that congruent opinions expressed by a dissimilar 

(and more diverse) set of individuals can favorably 

influence preference predictions. 

Reasoning About Diverse Evidence 

The findings from the pilot study are in line with the 

diversity principle discussed in category-based induction, 

according to which evidence from diverse sources support 

                                                           
1 We manipulated perceived (dis)similarity by informing 

participants that the movie-goers agreed with them 80% versus 

20% of the time in a movie evaluation task. A pretest (N = 101) 

confirmed that an advisor pair with an (80%, 20%) overlap in 

preferences to the participant was perceived as less similar to each 

other compared to a pair with an (80%, 80%) overlap (M(80%,20%) = 

2.88 (SD = 1.37), M(80%,80%) = 6.07 (.97), t(99) = 13.7, p < .001).  
2 Sample response: “[T]hat both individuals gave the movie a 

strong rating, as well as two people with both similar AND 

different tastes from mine, affirms to me the movie is probably 

well liked by all and that I am likely going to enjoy it.” 
3 Sample response: “I take my cue from how similar people’s 

tastes are to mine. I am fairly picky and so if people like similar 

things it’s a pretty reliable cue to take.” 
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stronger arguments and broader generalizations than 

evidence from less diverse sources (e.g., Heit, 2000). These 

diverse samples create a stronger basis for generalization 

because they better cover the category of interest (Osherson 

et al., 1990). For example, Osherson and colleagues (1990) 

found that people judged arguments to be stronger when 

supported by diverse premises, both when the conclusion 

category was general (where the conclusion category is 

superordinate to the premise categories; e.g., generalizing 

from lions and goats to all mammals) and specific (where 

the conclusion and premise categories exist at the same level 

of the conceptual hierarchy; e.g., generalizing from lions 

and goats to giraffes). The specific case is analogous to our 

example scenario where someone is inducing her own 

movie preferences from those of other movie-goers, as the 

conclusion category (the self) and the premise category 

(another movie-goer) lie at the same level of specificity. 

People are also sensitive to premise diversity when 

searching for information to support inferences. In these 

tasks, they typically prefer to seek diverse, rather than 

similar, pieces of evidence when judging the validity of 

generalizations (Lόpez, 1995; Rhodes, Brickman, & 

Gelman, 2008). For example, when assessing whether a 

blank, or unfamiliar, property (e.g., has sesamoid bones) 

holds for all mammals, participants would rather test 

whether it holds for lions and goats than for lions and 

leopards (Lόpez, 1995).  

Predicting preferences based on others’ recommendations 

departs from category-based induction tasks in at least two 

substantial ways. First, the types of predictions under 

scrutiny in this paper are inherently social, whereas many 

category-based induction tasks have focused on whether we 

prefer information or items from diverse biological 

categories and locations. Second, preference predictions 

implicate matters of taste (i.e., subjective predicates such as 

liking a movie) rather than facts about the world.  

Despite these differences, the diversity principle may 

nevertheless apply in these contexts. Knowing the opinions 

of people similar and dissimilar to you can lead to strong 

predictions. If a pair of advisors with tastes both like and 

unlike your own both enjoyed a movie, you might 

reasonably infer that you would enjoy it, too—perhaps even 

more so than if a pair of advisors with only similar tastes 

enjoyed the movie, because the position is more broadly 

supported. When people with divergent tastes agree that a 

movie is good, you might conclude that it is more likely to 

be universally liked; hence, you will like it as well. 

Previous work in social cognition and advice taking 

suggest that the opinions of dissimilar others can be more 

influential for more “objective,” verifiable judgments 

(Goethals & Nelson, 1973) and for judgments about others’ 

actions (Gino, Shang, & Croson, 2009) compared to ones 

related to our personal values and behavior. Thus, the 

current research explores how people select and use others’ 

opinions when making predictions about their own, 

subjective preferences versus ones that take on more 

verifiable values. This comparison will allow us to examine 

whether ideas from the diversity principle differentially 

apply to these two situations.  

Experiment 1: Selecting Evidence 

The pilot suggested that people may positively incorporate 

the opinions of dissimilar others when making inferences 

about their own tastes. Experiment 1 examined whether 

these explicit self-reports matched how people actually seek 

the opinions of others to make preference predictions. 

Participants completed an evidence selection task in which 

they were asked to solicit opinions from a panel of “regular 

movie-goers” (reviewers, or advisors; we use these terms 

interchangeably) in order to predict how much they would 

like an unfamiliar movie. Panel reviewers were described to 

differ in how much their movie preferences overlapped with 

those of the participant; this perceived variation in similarity 

allowed us to assess whether people preferred solicit advice 

from similar or dissimilar others.  

We contrasted these judgments about personal 

preferences (e.g., “how much will I like a movie?”) against 

more verifiable beliefs about the movie. Specifically, our 

design used three such judgments: (a) how much the 

average person would like the movie, (b) how critically 

acclaimed the movie would be, and (c) how successful the 

movie would be at the box office (in terms of money made). 

This comparison allowed us to test whether people are more 

likely to sample similar (vs. dissimilar) others when making 

self-relevant predictions relative to predictions involving 

more verifiable values (items a, b, and c above). 

Method  

Design We randomly assigned participants to one of four 

between-subjects conditions (prediction condition: self, 

average person, critical acclaim, box office success). 

Participants Two hundred and one U.S. respondents from 

MTurk completed an online study in return for $1.  

Procedure We informed participants that they were tasked 

with making a prediction about a new, “mystery” movie and 

had the opportunity to learn the opinions of other reviewers 

who have seen it. In part one, participants indicated their 

preferences for different movie genres (e.g., comedies, 

science fiction, musicals) from 1 (I hate this genre most of 

the time) to 7 (I love this genre most of the time). 

In part two, we presented all participants with the same 

stimuli: a panel of 12 anonymous reviewers described as 

regular movie-goers, ranked by their similarity to the 

participant’s preferences based on their previous genre 

ratings. Each reviewer was labeled with an overlap rank 

(e.g., “Reviewer 358 [overlap rank: 1]”), with lower ranks 

signifying greater overlap with the participant’s movie 

preferences.
 
Participants read that each reviewer on the 

panel had seen and rated the movie, and were asked to 

choose the three reviewers whose opinions they most prefer 

to seek in order to make the prediction corresponding to 

their condition (see Table 1).  
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Table 1: Prediction conditions, Experiments 1 and 2. 

 

Prediction condition 
Evidence selection task wording: 
Whose opinion would you like to get in 

order to predict… 

Self …how much you would like the movie? 

Average person 
…how much the average person would 

like the movie? 

Critical acclaim 
…how critically acclaimed the movie 

is likely to be? 

Box office success 
…how successful the movie is likely to 

be at the box office (i.e., money made)? 

 

Data Analysis To examine participants’ selection patterns, 

we calculated two scores for each individual that quantified 

their selection of dissimilar advisors. First, we computed a 

dissimilarity mean score (DMS), given by the simple 

average of the overlap ranks of the three chosen advisors. 

Since lower ranks correspond to greater overlap in movie 

preferences with the participant, higher dissimilarity mean 

scores would indicate selection of more dissimilar advisors. 

Second, we calculated a dissimilarity spread score (DSS), 

which indicated how widely and evenly a participant’s 

selected ranks were spread across the panel of 12 reviewers. 

This score was obtained by computing the pairwise 

differences in ranks for each selection, taking the absolute 

value of these differences, and summing their minima across 

the three selections.  More generally: 

         
 

                                         

 

   

 

where s indexes the participant, n is the total number of 

selected advisors (in Experiment 1, n = 3), i and j are any 

two unique selected advisors, and xi and xj are the respective 

ranks of advisors i and j. 

For example, if a participant selected advisors with 

overlap ranks of 1, 6, and 12, the calculation would proceed 

as follows: For the first advisor, perform these two 

subtractions:        ,          . For the second 

advisor:          ,           . For the third: 

           ,           . The resulting score is then 

the sum of the minimum of each of these differences: 

          .
4
 

The spread score, while correlated with the mean score, 

confers additional insight into how broadly participants 

selected advisors. A participant who chose advisors with 

ranks         would have the same DMS as one who chose 

        , but the second participant would have sampled a 

wider range of advisors (composed of a very similar, 

moderately similar, and very dissimilar advisor). 

Strictly speaking, as we only revealed information about 

how similar the advisors were to the participant, we cannot 

                                                           
4 Unlike variance or standard deviation, the DSS takes into 

account the relative distances among all selected ranks and is 

greater when they are more evenly dispersed (e.g., {1, 6, 12}) as 

opposed to extreme (e.g., {1, 11, 12}).  

know how similar they were to each other. Thus, the DSS is 

distinct from the concept of premise diversity in the 

category-induction literature, which states that premises that 

are less similar to each other provide stronger support for 

generalizations to the extent that they cover a given category 

(Osherson et al., 1990). Some evidence, however, suggests 

that participants may nevertheless perceive these concepts to 

be equivalent in our paradigm. According to a pretest (N = 

119) conducted on a separate sample from the same pool, 

respondents believed that the greater the distance between 

two reviewers’ overlap ranks, the more dissimilar they were 

to each other. In fact, judgments of inter-advisor 

dissimilarity increased linearly with rank distance (F(1,118) 

= 290, p < .001).
5
 To the extent that our participants 

perceived advisors with a greater spread in ranks as more 

dissimilar from each other (relative to those with a smaller 

spread), the DSS defined in Equation 1 is likely to converge 

with notions of evidential diversity. 

Results and Discussion 

A univariate ANOVA on the two measures defined above 

revealed that participants’ choices for their top three 

advisors differed across conditions (see Figure 1), both in 

terms of dissimilarity mean scores (Mself = 3.67 (1.94), 

Maverage = 4.96 (2.27), Macclaim = 4.46 (2.43), Msuccess = 5.03 

(2.31), F(3,197) = 4.22, p = .006) and dissimilarity spread 

scores (Mself = 7.00 (5.03), Maverage = 9.39 (5.55), Macclaim = 

8.80 (5.78), Msuccess = 9.89 (5.83), F(3,197) = 2.79, p = .04). 

The results of a planned contrast found that, compared to 

the self condition, participants preferred to sample 

significantly more dissimilar advisors in the three other 

conditions (Mnon-self = 4.82 (2.34), t(197) = 3.25, p = .001). 

In particular, compared to the self condition, dissimilarity 

mean scores were higher for predictions about the average 

person (t(197) = 2.95, p = .004), box office success (t(197) 

= 3.16, p = .002), and, to a lesser extent, critical acclaim 

(t(197) = 1.76, p = .08). The same pattern was obtained for 

DSS. Compared to the self condition, participants preferred 

to sample a broader set of advisors in the three other 

conditions (Mnon-self = 9.36 (5.72), t(197) = 2.69, p = .008). 

More specifically, spread scores were higher for the average 

person (t(197) = 2.19, p = .03), success (t(197) = 2.71, p = 

.007), and, to a lesser extent, critical acclaim (t(197) = 1.60, 

p = .11).  

In sum, participants solicited opinions more broadly when 

predicting more verifiable features of the movie than when 

predicting their own preferences. Approximately half (51%) 

                                                           
5 For example, participants inferred an advisor pair with a rank 

distance of 11 (1 vs. 12) to be much less similar to each other (1 = 

very dissimilar; 7 = very similar) compared to a pair with rank 

distance 5 (e.g., 1 vs. 6; M{1,12} = 2.03 (1.51), M{1,6} = 3.62 (.91), 

t(118) = -10.6, p < .001). This pair was in turn judged less similar 

than a pair with rank distance 1 (e.g., 1 vs. 2; M{1,2} = 5.72 (1.44),   

t(118) = -17.0, p < .001). The same judgments held for an advisor 

triad with ranks          versus one with ranks         (M{1,6,11} 

= 3.04 (1.24), M{5,6,7} = 5.31 (1.15), t(118) = -13.2, p < .001).  
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Figure 1: Dissimilarity mean (left) and spread scores (right). Error bars are standard errors (+/- SE). 

 

in the self condition selected the three most similar advisors 

(ranks 1, 2,  and 3), compared to 27%, 25%, and 39% in the 

average person, success, and critical acclaim conditions. 

Moreover, whereas only 44% selected an advisor with a 

rank greater than 6 in the self condition (higher ranks 

indicate greater dissimilarity), 67%, 68%, and 55% did so in 

the average person, success, and critical acclaim conditions. 

Unexpectedly, choice patterns in the critical acclaim 

condition were not as reliably different from the self 

condition as they were in the average person and success 

conditions. We speculate that this may be due to a “better 

than average” effect (Alicke, 1985) where people may 

believe they have above-average taste in movies, not unlike 

that of movie critics. Accordingly, participants may have 

treated predicting a movie’s critical acclaim as more similar 

to predicting their own preferences.  

Experiment 2: Updating Predictions 

The results of Experiment 1 suggest that people are more 

likely to seek opinions from dissimilar advisors when 

forming more verifiable judgments (e.g., a movie’s box 

office success) than when predicting their own preferences. 

A separate but related question is how they then use the 

opinions of dissimilar advisors to inform such predictions.  

In Experiment 2, we examined how people use opinions 

from similar versus dissimilar reviewers to update their 

predictions (the four predictions used in Experiment 1). 

Participants saw ratings from two different advisors 

sequentially, making one prediction after seeing each 

advisor’s opinion. Half the participants saw two advisors 

who were similar to them in terms of movie preference (the 

similar pair condition), while the other half saw one similar 

and one dissimilar advisor (the dissimilar pair condition). In 

both conditions, the two advisors rated the movie highly. 

As the similar advisor was always presented first, 

participants should rate the movie positively after seeing 

that advisor’s rating. The critical question is how 

participants updated their initial prediction upon learning of 

a second, dissimilar advisor’s positive rating. The diversity 

principle argues that convergent evidence from diverse 

sources should strengthen inductive inferences. Assimilation 

of the dissimilar other’s opinion—manifested as a more 

positive prediction about the movie—would be consistent 

with such a diversity effect: If a wider range of individuals 

both recommend a movie, then it must be good (because it 

likely appeals to a broad audience). Counter to the diversity 

principle, contrast from the second, dissimilar other’s 

opinion—manifested as a less positive prediction about the 

movie—would imply a strategy that takes the diverse 

preferences of others as a negative cue.  

Method 

Design We randomly assigned participants to one of eight 

conditions in a 4 (prediction condition: self, average person, 

critical acclaim, box office success) × 2 (advisor pair: 

similar, dissimilar) between-subjects design. 

Participants Three hundred and ninety-eight U.S. MTurk 

respondents completed an online survey in return for $1. 

Procedure Part one of Experiment 2 was identical to 

Experiment 1. In part two, participants read the same 

information about the panel of 12 reviewers as in 

Experiment 1. They were then told that they would see the 

ratings of two reviewers from this panel and make the 

prediction corresponding to their prediction condition 

(Table 1) after seeing each reviewer’s rating of the movie.  

Participants in all conditions viewed the same rating 

information. They first learned that the most similar 

reviewer (with an overlap rank of 1) rated the target movie a 

9 out of 10 (1 = disliked very much; 10 = liked very much). 

Participants next rated the movie on the dimension that 

corresponded to their prediction condition based on this first 

advisor (e.g., average person: “How much do you think the 

average person would like this movie?”). All predictions 

were rated on the same 10-point scale, where higher ratings 

indicate more favorable predictions about the target movie. 

After their initial prediction, participants learned about a 

second reviewer. In the similar pair condition, participants 

saw the rating of the second most similar reviewer to 

themselves (rank 2). In the dissimilar pair condition, they 

saw the rating of the most dissimilar reviewer (rank 12). In 

both advisor pair conditions, the second reviewer also gave 

the movie a positive rating (8.5 out of 10). After viewing 

this second opinion, participants made another prediction, 

identical in format to the first. 

Data Analysis To measure the direction and magnitude of 

belief revision in response to the second advisor’s opinion, 

we subtracted each participant’s first prediction from their 

second to form a difference score. A score of zero would 

mean an individual did not change her initial prediction, 

while positive and negative values would mean that she 

rated the movie more favorably and less favorably, 
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respectively. Since this second advisor always agreed with 

the first, positive difference scores would indicate 

assimilation toward the second advisor’s opinion, while 

negative difference scores would indicate contrast. 

Results and Discussion 

A 4 (prediction condition: self, average person, critical 

acclaim, box office success) × 2 (advisor pair: similar, 

dissimilar) factorial ANOVA on difference scores found 

main effects of each factor (prediction condition: F(3,390) = 

8.71, p < .001; pair: F(1,390) = 16.3, p < .001), qualified by 

an interaction (F(3,390) = 6.85, p < .001). 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2: Difference scores by prediction condition and 

advisor pair. Error bars are standard errors (+/- SE). The 

dotted line at the zero intercept indicates no revision. 

 

As shown in Figure 2, the results of the self condition 

differed from those of the other conditions. An analysis of 

the simple effects of advisor pair on difference scores within 

each prediction condition revealed that when predicting for 

the self, seeing a similar versus dissimilar pair differentially 

influenced final judgments (F(1,390) = 30.2, p < .001). The 

mean for the dissimilar pair condition was significantly less 

than zero (M = -1.81 (2.52), t(51) = -5.17, p < .001), 

suggesting that these participants contrasted their opinions 

away from the dissimilar advisor. This is the only condition 

where contrast effects surfaced. In the similar condition, the 

mean did not differ from zero (M = .20 (1.12), t(44) = 1.20, 

ns), suggesting that the second similar advisor’s opinion 

conferred no marginal value.
6
 

In the critical acclaim condition, as with the self 

condition, the simple effects of advisor pair on difference 

scores revealed that seeing a similar versus dissimilar pair 

differentially influenced final judgments (F(1,390) = 5.56, p 

= .019). However, the impact of the similar and dissimilar 

advisor was quite different here than in the self condition. 

Participants made stronger (i.e., more positive) predictions 

about the movie after seeing a second, similar advisor’s 

opinion. One-sample t-tests against zero found that 

participants positively adjusted their initial beliefs when 

                                                           
6 This is likely not due to a ceiling effect, as the average initial 

prediction in this condition was 7.6 out of 10, comparable with the 

other three prediction conditions where there is upward revision. 

predicting critical acclaim (M = .43 (.83), t(45) = 3.54, p = 

.001). In contrast, when the second reviewer was dissimilar, 

participants did not change their initial predictions (M = -.40 

(2.43), t(56) = -1.25, ns). 

For predictions about the average person and box office 

success, no differences emerged in the amount of belief 

updating between the similar and dissimilar advisor pairs 

(Fs < 1). The similar advisor’s positive opinion of the movie 

lead to upward belief revisions, both for the average person 

(M = .36 (1.10), t(55) = 2.42, p = .019) and success (M = .28 

(.74), t(46) = 2.55, p = .014). When the second advisor was 

dissimilar, there was no evidence of a contrast effect for 

either condition. If anything, people tended to assimilate the 

opinion of dissimilar others when predicting for the average 

person, as evidenced by a directional upward revision (M = 

.52 (2.07), t(47) = 1.74, p = .088). 

Consistent with the results of Experiment 1, these results 

revealed that participants’ use of the opinions of dissimilar 

others differed in the self condition versus in the other three 

conditions. Specifically, participants contrasted their own 

predictions away from the opinion of a second, dissimilar 

advisor.
7
 No evidence of such a contrast effect emerged for 

predictions pertaining to the average person and box office 

success. Thus, preference diversity appears to be treated as a 

negative cue only for judgments of personal preference.  

Interestingly, in Experiment 2 participants seemed to find 

evidence from a dissimilar advisor most informative in the 

self condition (i.e., these participants revised their initial 

predictions the most). The results of Experiment 1, however, 

suggest that people were also least likely to seek out the 

opinion of a dissimilar other in this condition—the very 

condition where it may be most informative. 

General Discussion 

The opinions of others often shape, or even serve as the 

basis for, our own beliefs about the world. These beliefs can 

influence both our inferences (e.g., “Will I like that 

movie?”) and our choices (e.g., “Will I go see it?”).  

Our experiments used ideas from category-based 

induction, social cognition, and advice taking/seeking to 

explore how and when information from diverse others is 

used in inductive reasoning. The results suggest that people 

value similar and dissimilar others’ opinions differently 

when predicting their own preferences for a novel stimulus. 

For this type of self-relevant judgment, participants were 

less likely to sample information from dissimilar advisors 

(Experiment 1) and contrasted their predictions away from 

the opinion of dissimilar advisors—even when a similar 

advisor expressed a congruent opinion (Experiment 2). We 

have found the same tendency to contrast predictions from 

dissimilar others among university students and in other 

domains (e.g., music, restaurants). Therefore, these patterns 

                                                           
7 We observed similar results in other designs that manipulated 

the order of the similar and dissimilar reviewer, as well as when 

reviews were presented simultaneously. 
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appear to hold across different populations and kinds of 

preference predictions. 

The results we have presented are somewhat at odds with 

findings in the category-based induction literature that have 

documented the greater appeal and informativeness of 

diverse evidence. Why, then, do our participants—despite 

their explicit self-reports in the pilot—not seem to value 

sampling the opinions of people with a wide range of 

preferences when making self-relevant judgments? A 

category-based induction perspective offers two possible 

explanations. First, participants may believe that they 

belong to a subordinate category of movie watchers and 

thus, to determine their preference for a given movie, only 

the opinions from people who belong to that category (e.g., 

science fiction aficionados) are relevant. In this case, people 

may still appreciate diversity—but only to the extent they 

perceive diverse advisors to suitably cover the subordinate 

category of which they see themselves as members. 

Second, participants may believe that individuals with 

similar tastes to their own share features which cause them 

to like the same movies. The relevance theory of induction 

(Medin et al., 2003) proposes that we are often sensitive to 

the causal scenarios and common properties between the 

premises and the conclusion. This would suggest that how 

we seek information from others on matters of taste depends 

on what we believe causes our preferences and whether we 

think these causes are present in others. In our paradigm, 

people may believe there their movie preferences and those 

of similar others stem from the same cause (e.g., an affinity 

for indie movies). One can easily imagine how sharing a 

similar taste in movie genres would lead to similar movie 

preferences in general. Had the advisors in our panel 

overlapped with participants on features bearing no causal 

relationship to liking movies (e.g., they had eaten the same 

food for breakfast), participants would likely not have been 

as inclined to seek the opinions of “similar” others. Further 

work is necessary to discern the role of these two 

possibilities in shaping preference predictions.  

Importantly, the results of Experiment 1 also suggest 

conditions when people are more sensitive to evidential 

diversity. Relative to predictions about their own taste, 

people were more likely to sample both similar and 

dissimilar reviewers when predicting the preferences of the 

average person and a movie’s box office success. What 

explains this difference? One possibility is that in the 

average person and success conditions, the conclusion “all 

people will like the movie” is a useful proxy for the target 

prediction. Knowing the opinion of both dissimilar and 

similar others (relative to knowing the opinion of only 

similar others) produces greater coverage of the general 

conclusion category “all people” and, consequently, 

supports stronger predictions. 

Taken together, these results have implications for what 

types of information people seek when making inferences in 

different contexts. For example, if we were tasked with 

judging the quality of a CogSci paper for a review, we may 

prefer to poll conference attendees with both similar and 

dissimilar interests to our own. On the other hand, if we 

wanted to determine which paper we should spend our time 

reading for personal pleasure, we may prefer to only poll 

colleagues who share our taste in papers. Identifying 

precisely which factors affect how broadly we sample 

advice poses another important topic of future research.  

While research in category-based induction has revealed a 

great deal about the induction process, much of it often 

focuses on biological and artificial categories. However, this 

same process is frequently at work in preference-rich and 

social situations like the ones we have explored in this 

paper. Testing how people sample and use the opinions of 

others in these settings, including when diversity effects are 

likely to prevail, brings us closer to understanding how 

individuals reason about evidential diversity “in the wild.”  
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Abstract
Current computational models of word learning make use of
correspondences between words and observed referents, but as
of yet cannot—as human learners do—leverage information
regarding the meaning of other words in the lexicon. Here we
develop a Bayesian framework for word learning that learns
a lexicon from multiword utterances. In a set of three sim-
ulations we demonstrate this framework’s functionality, con-
sistency with experimental work, and superior performance in
certain learning tasks with respect to a Bayesian word lean-
ing model that treats word learning as inferring the meaning of
each word independently. This framework represents the first
step in modeling the potential synergies between referential
and distributional cues in word learning.
Keywords: word learning; Bayesian inference; artificial lan-
guage learning; distributional learning

Introduction
Among the many feats that comprise first language learning,
discovering the meaning of many tens of thousands of words
is among the most impressive. Indeed the size and richness of
human vocabularies is one of the major points of distinction
between the linguistic capacities of humans and those of non-
human primates (Pinker & Jackendoff, 2005). Learners start
early on this task: long before they utter their first words, tod-
dlers develop a substantive receptive vocabulary (Bergelson
& Swingley, 2012). How precisely young learners assemble
this knowledge so quickly remains an active area of investi-
gation.

One possibility is that learners are able to concurrently use
both correspondences between 1) words and referents and 2)
words and other words in order to formulate and assess hy-
potheses regarding word meaning. For example, consider the
two scenes and utterances with five novel words presented in
Figure 1. In this example, a learner could use the reliable co-
occurrence of garp and a particular referent (the depicted ani-
mal) across the two scenes to infer its meaning. Having a rea-
sonable hypothesis regarding the meaning of garp in turn en-
ables several consequent inferences on the basis of structural
regularities in English. Establishing that garp is a referential
entity (a noun within the adult syntactic system, though the
child learner may have somewhat different provisional lexi-
cal categories) means that both utterances are consistent with

the wub garp is leebing the zeb garp is slepping

Figure 1: Referential word learning (in this case “garp”) helps
the learner identify additional regularities, which in turn sup-
port further word learning.

the pattern <referential entity> is X-ing, in which X describes
some activity for that referential entity. Another regularity in
English suggests that in the Y <referential entity>, Y is prob-
ably a word that describes that following referential entity;
hence, the color of the animal in each scene is a good candi-
date for the meanings of the words wub and zek. In this way,
learning the meaning of a single word may result in a cascade
of further word learning.

Existing word learning models are well-suited to explain
how a learner might infer the meaning of the word “garp” in
the above scenes. Learners may use hypothesis elimination
(Siskind, 1996) or more graded co-occurrence information
(Smith & Yu, 2008) to discover the regular mapping from
word to referent or concept. Bayesian models are particu-
larly powerful in that they can use implicit negative evidence
for this purpose. For example, Xu and Tenenbaum (2007)
showed that kids can learn words related by a taxonomic hi-
erarchy in which a hypernym like “animal” is never incorrect
for referring to a category member like a cat. Such models
also provide a formal framework for the integration of non-
linguistic cues in word learning (Frank, Goodman, & Tenen-
baum, 2008), as well as additional category information (e.g.
a property-vs.-kind distinction) that learners may bring to the
problem (Gagliardi, Bennett, Lidz, & Feldman, 2012).

In contrast with the above models, distributional models
are naive as to the correspondence between a word like “garp”
and entities or states in the world, and instead proceed from
the observation that the co-occurrence statistics of words—
even in absence of referents—can encode rich information
about latent structure in language. As implicated in the above
example, a word’s immediate context (previous word and fol-
lowing word) constitutes strong evidence of its grammatical
category (Mintz, 2003). Other models such as the connec-
tionist network of Elman (1990) and the technique of Latent
Semantic Analysis in Landauer and Dumais (1997) show how
relationships of synonymy can be extracted from large cor-
pora by means of dimensionality reduction.

In the present work we examine how learners may use in-
formation regarding other words in the lexicon to guide the
learning of word-to-referent mappings. We begin by outlin-
ing a word learning model that learns the referent of a single
word, then show how this procedure can be generalized for
learning the referents of many different words concurrently
from multiword utterances.

Modeling Framework
To introduce our modeling framework, we first summarize a
previous Bayesian word learning model and then generalize
it to multiword utterances.
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Bayesian Word Learning
The Bayesian word learning model introduced by Xu and
Tenenbaum (2007) focused on the learning of nouns. The
learner observes a particular object x being given a word la-
bel w, and considers hypotheses h that correspond to the sets
of objects that could be given that label. The posterior proba-
bility of each h is given by

P(h|x,w) = p(x|h,w)p(h)
∑h′∈H p(x|h,w)p(h′)

, (1)

corresponding to the normalized product of the likelihood
p(x|h,w) and the prior p(h).

The likelihood term p(x|h,w) reflects whether the observed
concept x is in the set S(h)w identified by word w given hypoth-
esis h,

p(x|h,w) =


1∣∣∣S(h)w

∣∣∣ if x ∈ S(h)w

0 otherwise
. (2)

The model’s likelihood employs the reciprocal of the set
size picked out by the current word – the size principle – cor-
responding to assuming that objects are sampled uniformly
at random. The model can accommodate multiple indepen-
dent observations, in this case an ordered set of objects X and
an ordered set of words W, by modifying the likelihood to
become

P(X|h,W) = ∏
i=1

p(xi|h,wi). (3)

The prior reflects the expectations of the learner about
which hypotheses are more likely to be true. The simplest
prior is one in which each hypothesis regarding the word-to-
concept mapping (the power set of concepts) is considered
equally likely, p(h) = 1/2s, where s is the size of the hypoth-
esis space which that word could refer to.

Putting these pieces together, the probability that the word
applies to a new object is given by

P(y ∈ Sw|x) = ∑
h:y∈S(h)w

p(h|x,u), (4)

being the sum of the posterior probabilities of those hypothe-
ses under which y would be a member of the corresponding
set of objects.

Multiword Utterances
We now generalize this model for learning the individ-
ual word-to-referent mappings for nouns to learning several
word-to-referent mappings for different classes of words con-
currently from a set of utterances. This requires changing two
features of the modeling approach. First, rather than individ-
ual words referring to sets of objects, we treat each word as
referring to a subset of possible states of the world, or world-
states. In a world in which there is an object that is 1) ei-
ther red or black and 2) either round or square, there would
be exactly four possible world-states. Second, we treat the
referential content of an utterance as the set of world-states
picked out by some compositional function operating over
the relevant word-to-referent mappings in the lexicon. By de-
lineating both word and utterance meaning in terms of sets,

the model supports unintuitive—though logically possible—
meanings for both. The framework then treats the problem of
word learning as one in which the learner must find the best
lexicon to explain a set of observed world-states and corre-
sponding utterances.

A lexicon H consists of one or more word-level hypotheses
{h1, . . . ,hn}, each of which is a mapping from a word w to a
set of world-states {xn, . . . ,xm}. The posterior probability of
a lexicon given a set of utterances U and a set of observed
scenes X can be calculated according to Bayes’ rule:

p(H|X,U) = p(X|H,U)p(H)

∑H′∈H p(X|H′,U)p(H′)
. (5)

An observation from the above language consists of an ut-
terance u and a world-state x. Assuming the conditional in-
dependence of the observed utterance/world-state pairs, the
likelihood for a lexicon is the product of the probabilities of
observing the world-state xi for the corresponding utterance
ui for a given hypothesized lexicon H:

p(X|H,U) = ∏
i=1

p(xi|H,ui). (6)

The likelihood term reflects whether the world-state xi can
be referred to by utterance ui under the lexicon H. If the
world-state x is in with the set of world-states picked out by
the utterance give the current lexicon, the likelihood is calcu-
lated as the reciprocal of the number of world-states that are
picked out. Otherwise, the likelihood term is near zero. To
prevent overfitting, a small portion of the probability mass (ε)
is spread evenly across all hypotheses, yielding

p(xi|H,ui) =

(1− ε) 1∣∣∣S(H)
ui

∣∣∣ + ε
1
|S| if any xi ∈ S(H)

ui

ε
1
|S| otherwise

, (7)

where S(H)
ui is the set of world-states picked out by the utter-

ance given the current lexicon. The framework is itself agnos-
tic as to how the utterances and the lexicon pick out a partic-
ular set of world-states; depending on the assumptions about
the semantics, the lexicon may specify different sets of world-
states given an utterance. In Simulation 1 we describe one
such function that picks out a particular set of world-states
given an utterance and a lexicon. Rather that the exact form
of this compositional function, the critical contribution of this
framework is that of casting the problem of word learning as
one in which all hypothesized word meanings that comprise
a lexicon can be used in the assessment of the likelihood or
prior for a particular word-to-referent mapping.

The prior probability of the lexicon, p(H) is the product of
the prior probabilities of the hypotheses h that comprise the
lexicon H, ∏h∈H p(h). In the current case, the prior is unin-
formative: each mapping from a word to a set of world-states
is equally likely. Here the prior p(H) = 1/2s×n, where s is the
number of world-states and n is the number of words in the
lexicon. A more informative prior, such as a preference for
cluster distinctiveness in taxonomic hierarchies (Xu & Tenen-
baum, 2007) or a concept prior reflecting higher-level knowl-
edge of word categories (Gagliardi et al., 2012), could also be
implemented within this same framework.
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The probability that a novel world-state y can be referred
to by utterance u (consisting of one or more words) can be
computed by generalizing Equation 4,

p(y ∈ Su|u) = ∑
H:y∈S(H)

u

p(H|X,u), (8)

being the sum of the posterior probabilities p(H|X,U) for all
lexicons in which y is in the set of world-states picked out for
utterance u.

Simulations
We present three simulations to demonstrate the function and
utility of the new modeling framework. In Simulation 1, we
show how the model finds the optimal lexicon in a toy world
in which an utterance specifies a set of world-states via a sim-
ple compositional function. In Simulation 2, we show that the
framework generates predictions that are consistent with ex-
perimental work in which adults learn the meaning of words
from multiword utterances (Kersten & Earles, 2001). Finally,
in Simulation 3 we describe a word learning task in which the
new framework significantly outperforms the basic Bayesian
word learning model.

Simulation 1: Word learning in a simple toy world
First, we demonstrate how the above framework allows us
to learn the best lexicon for a simple toy language under the
assumption of intersective semantics. Whereas the likelihood
function in the simple Bayesian word learner only depends
on whether a world-state is in the set picked out by a word,
some compositional function is needed to pick out the set of
world-states given an utterance. Here we assume that this set
is specified by the intersection of world-states selected by the
words that comprise that utterance:

S(H)
ui =

⋂
w∈ui

S(h)w . (9)

Other, more elaborate semantic functions may be substituted
(e.g. a fully compositional semantics) within the framework;
in the current case we use intersective semantics as the ba-
sis for a simple demonstration of the framework that can
nonetheless capture aspects of previous work on artificial lan-
guage learning.

In the toy world, world-states vary along three binary di-
mensions: an object is either a square or a circle (pu or du),
which is either filled or unfilled (li or ri), and which moves
either side-to-side or up and down (wag or div). There are
thus eight possible states of the depicted in the scene, and
eight utterances of three words length (e.g. the utterance pu
li wag would be accompanied by a world-state of a black
square moving side-to-side). A complete set of utterances
and world-states are shown in Figure 2 along the vertical and
horizontal axes respectively.

To demonstrate the operation of the model, consider the
posterior probability of three different lexicons, each of
which maps the word wag to a different set of world-states,
after seeing eight sentences and corresponding world-states.
While each lexicon has the same prior probability under the
model, they are distinguished by their likelihood. The lexicon

that posits that wag refers to objects that move up and down
has a likelihood of 0 because that world-state is not seen con-
sistently with that utterance. The lexicon that posits that wag
refers to things that move side to side and those that are black
receives a higher probability than the first lexicon because it
is consistent with the observed data, but the likelihood is rel-
atively low in that the hypothesis picks out a larger number
of world-states. The lexicon that posits that wag refers to
objects that move side to side receives the highest posterior
probability, in that it is the most specific hypothesis that is
consistent with the observed data. Probabilities of general-
ization for each utterance to each world-state are presented in
Figure 2.

Simulation 2: Kersten and Earles (2001)
In the second simulation, we show how a model developed
within the framework presented here is capable of learn-
ing word meanings in an existing artificial language learn-
ing paradigm. Kersten and Earles (2001) describe a set of
experiments in which participants are presented with one-
to three-word utterances coupled with simple visual scenes.
Utterances encode some variable aspects of the scenes (e.g.
the type and manner of motion of insects depicted in the
scene), while many other aspects of each scene vary ran-
domly. To investigate the effects of hearing only partial ut-
terances on language learning, participants in one condition
heard a complete set of 72 three-word utterances, while those
in the other condition heard 24 single-word utterances, then
24 two-word utterances, and ultimately 24 three-word utter-
ances. All words were marked with a consistent morphologi-
cal marker, corresponding with the sentence position (e.g. all
sentence-final words, which describe the manner of motion,
terminate in the particle –tig).

After a training period of 72 utterances and scenes, a bat-
tery of two alternative forced-choice tests was used to assess
the degree to which participants had learned the meanings of
words and utterances. In the 12 isolated test trials, each par-
ticipant chose between two scenes which was the better ex-
ample of the single-word utterance test item. In 12 embedded
test trials, each participant chose between two scenes which
was the better example of a three-word utterance.

This study is an appealing task to model within our new
framework for two reasons. First, it involves learning corre-
spondences between words and many possible candidate fea-
tures in each scene. For example, participants must infer that
the background of a scene is not encoded by any words in the
lexicon. Second, Kersten and Earles assumed an intersective
semantics for their artificial language, making their experi-
ment straightforward to model.

Memory Noise We use a noise model to simulate a
learner’s imperfect memory or limited attention in observing
which words were said. Each word in the set of observed ut-
terances U is switched with an alternative word that appears
in the same sentence position at rate η, between 0 and 1. Ed-
its can be attributed to any mixture of attentional deficit (the
learner did not attend to a feature, resulting in an edit) or noisy
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Figure 2: Probability that each single word utterance (left) or multiword utterance (right) can refer to each of eight world-states
given the lexicon learned by the model in Simulation 2. Colors represent the probability of generalization, or the probability
that a given world-state can referred to by an utterance.

memory. Inference then proceeds over the set of utterances
with noise imposed, U′.
Inference To provide for maximum generality in possible
word meanings, the framework specifies that any word in the
model can refer to the power set of world-states. The hypoth-
esis space for the lexicon is thus a very large discrete space
even for the small language presented in Kersten and Earles
(2001): there are 26×8192 possible lexicons (a binary can re-
fer/can’t refer indicator for 8,192 possible world-states, for
each of 6 words.) We use a hybrid approximation strategy
to approximate the posterior in this large space by both sam-
pling from a subset of “structured” hypotheses using Gibbs
sampling as well as taking likelihood-weighted samples from
the full space.

Structured hypotheses are those that consistently refer to a
feature that is shared across states of the world (e.g. all in-
sects that have square bodies). Unstructured hypotheses ad-
ditionally include heterogenous combinations of world states
as potential word meanings, including complex meanings like
“bugs traveling upwards so long as the legs move back and
forth, and also bugs with oval bodies.” Treating meaning as
denotation—a mapping from a word to a set of states of the
world—permits the representation of both kinds of hypothe-
ses within the same formalism.

Even the structured set alone contains 26×26 hypotheses.
Consequently we use Gibbs sampling (Gelman et al., 2013)
to approximate the posterior on the structured set by sampling
from the full conditional distribution according to a Markov
chain on hypotheses. We use a burn-in period of 2500 sam-

ples, then collect 5000 samples and thin to every fifth sample.
Convergence was assessed by assessing the log likelihood on
repeated simulations. The posterior over the full hypothesis
space was estimated using likelihood-weighted samples from
the prior. Likelihood weighting is a special case of impor-
tance sampling in which the importance distribution is the
prior. To compensate for sampling from the prior distribution
rather than the posterior, probabilities are adjusted by weight-
ing by the likelihood and normalizing.

The two sampling techniques outlined above have com-
plementary weaknesses: Markov chain Monte Carlo over
the structured hypotheses omits the unstructured hypotheses,
while the likelihood weighting—in that is sampled from the
prior—finds relatively few high-value hypotheses. We mix
samples from the two distribution with weights 1−α and α.
Including the inference procedure, the model for Simulation
2 thus has three free parameters: the per-word error rate η

for the stored utterances, noise in the likelihood function ε,
and mixing weight α. For the simulations reported here, we
take 1000 samples from the prior and set α to .1 and under
the assumption that these hypotheses constitute a relatively
small proportion of the overall mass, ε to .05, and test a range
of η values between 0 and 1 and intervals of .01. We ran-
domly generate 50 experimental setups of the sort described
in Kersten and Earles (e.g. different training data and test data
in each case) for each level of noise, collect 2 sets of samples
using MCMC and likelihood weighting for each setup, and
assess each set of samples against 10 instances of the testing
battery.

Table 1: Example utterances and scene descriptions from the artificial language learning paradigm in Kersten and Earles (2001),
modeled in Simulation 2. Scene vary randomly along five additional dimensions.

Utterance Body and Legs (“Object”) Path of Movement Manner of Movement
“geseju elnugop doochatig” light oval towards stationary character legs angled forward and back
“mogaju ontigop neematig” dark rectangle away from stationary character side-to-side movement
“geseju elnugop neematig” light oval towards stationary character side-to-side movement
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Figure 3: Model performance at four levels of noise compared with adult performance found in Experiment 1 of Kersten
and Earles (2001). Participants/models choose between two scenes for a given word (isolated test trials) or a given utterance
(embedded test trials). Error bars indicate standard error of the mean.

Results Test scores from Simulation 2 (Figure 3) indicate
that the Bayesian word learning model presented here, like
human participants, is fully capable of learning correspon-
dences between words and world-states from multiword ut-
terances. The model performs at or near ceiling at low levels
of memory noise (η = 0 to η = .1), while it demonstrates
levels of performance in the range achieved by human partic-
ipants at moderate levels (η = .1 to η = .3). Memory noise
levels beyond η = .3 result in performance near chance.

To further explore the effects of staged vs. full exposure,
memory noise, word type, and test trial type we constructed
a logistic regression model to predict the outcome of indi-
vidual forced-choice trials (predicting correct vs. incorrect
choices). Manner words, embedded trials, and complete ex-
posure are treated as the reference levels for the categori-
cal predictors. The model scores consistently higher on the
testing battery when trained on the partial training utterances
(β = .118; z < 0.001; intercept = 7.04). Furthermore there is
an interaction with memory noise such that the model’s per-
formance given partial exposure is higher at higher levels of
noise (β= 5.584; z < 0.001). Like participants in Experiment
1 in Kersten and Earles (2001), the Bayesian word learning
model presented here performs better when trained on staged
exposure. This result, like Kersten and Earles’s observation
of the empirical phenomenon, is intriguing in that a partici-
pant/model in the full exposure condition should be able to
achieve the same results as one in the partial exposure con-
dition by selectively attending to just a subset of the data. It
appears that the model entertains more inclusive hypotheses
for individual words and two-word phrases than three-word
phrases, which consequently helps the model to avoid over-
fitting the lexical hypotheses. In effect, memory noise leads
the model to prefer lower-complexity lexicons, which then
generalize better upon exposure to novel test data. This con-
clusion leads to the empirically-testable prediction that the
same higher performance for partial exposure would be ob-
served among human participants if the order of staged pre-
sentation were reversed—starting with three-word utterances

and ending with single word utterances.
The model performance diverges from human behavior in

two notable ways. The model performs substantially better
on isolated test trials—in which utterances consist of a sin-
gle word—than on embedded ones (β = .774, SE = .032,
z < .001). At higher levels of noise, isolated test trials ex-
hibit higher levels of performance than embedded test trials,
as evinced by the trial type × memory noise interaction term
in the model (β = 0.918, z < .001). In contrast, Kersten
and Earles found no significant difference in people’s perfor-
mance on the two test trial types (p > .1). The model also
predicts only minor differences in performance across word
types (object, manner, and path), whereas Kersten and Ear-
les found that participants who saw staged input learned ob-
ject and path words significantly better (74.5% and 77% for
those who saw partial input, and 60% and 69.5% for those
who saw complete) than manner words (55% for partial and
49.5% for complete exposure). The explanation for this dis-
sociation is straightforward: the model presented here has no
information that would substantively distinguish word types
from one another. Performance for manner and path are lower
under staged exposure because the model observes a manner
word in 2/3 of cases and a path word in just 1/3 of cases.

Simulation 3: Multiple Objects Per Scene
A simple Bayesian word learning model that learns the mean-
ing of words independently performs equally well on the
first two simulations. In the final simulation, we demon-
strate a case in which a model using intersective semantics
within the new framework significantly outperforms the sim-
ple Bayesian model. Inference, testing procedure, and set of
observed utterances are the same as Simulation 2, though we
set η = 0 for simplicity. The critical change is that rather than
a single world-state, the model observes four different world-
states along with each utterance. The likelihood functions
in Equations 2 and 7 are altered such that they assess whether
any of the observed world-states is in the set picked out by the
utterance, following from the possibility the utterance could
refer to any of the world-states depicted. Additionally, the
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Figure 4: Model performance for the language learning ex-
periment presented in Simulation 3.

four world-states presented in each learning trial are chosen
to be very similar to one another: instead of being drawn at
random from the entire set of world-states, an observation
consists of a world-state and a corresponding veridical utter-
ance in the language, as well as three world-states that are
consistent with utterances that differ by only one word from
the veridical utterance.

Results In this case, the intersective model significantly
outperforms the base model. In the standard Bayesian model,
the set of world-states consistent with a given utterance are
those that are identified by each independent word-level hy-
pothesis. The intersective learner is more choosy: it only
considers world-states that are picked out as the intersection
of all word-level hypotheses. In this way, the intersective
learner leverages information about other words in the lexi-
con to identify a single world-state consistent with the entire
utterance. Both models perform well if the objects in a scene
are highly dissimilar because alternative word-level hypothe-
ses receive little support from the data. However, if the set
of observed world-states in each scene are all very similar to
one another, the base model entertains many hypotheses as
consistent with the data that the intersective model avoids be-
cause they do not describe any one world-state in the scene.
Performance drops to near chance on the test set for the sim-
ple model, while the intersective word learner is still able to
infer much of the lexicon (Figure 4).

Discussion
We demonstrate a powerful, extensible, and versatile
Bayesian framework for learning word-to-referent mappings
from multiword utterances. By assuming an underlying sim-
ple compositional semantics, an utterance can be treated as
more than a collection of words with independent denota-
tions. Instead, as we demonstrate in Simulation 3, the rich
information contained in multiword utterances can be lever-
aged to guide the word learning process.

The model presented here makes use of strong simplifying
assumptions regarding the nature of word meanings and the
formalism underlying semantic composition. Word meaning
is treated here as denotation, or the selection of world-states,
and leaves the matter of connotation unaddressed. For En-
glish, this is analogous to saying that word “cat” means the
set of things in the world that are cats, whereas criteria like
“four-legged,” “predatory,” and “mammal” are taken as im-

plicitly defining this set. We make the additional simplifying
assumption of intersective semantics: “black cats” would re-
fer to the set of things in the intersection of things that are
cats and things that are black. Rich compositional semantics,
rather than intersective semantics as demonstrated here, will
better approximate real-world word meanings.

Despite the shortcomings, we believe that this work is an
essential first step in understanding how learners flexibly use
information form the entire lexicon in the process of word
learning. Future work will require 1) a more elaborate model
of semantics 2) the formulation of priors that constrain the
space of preferred lexicons 3) the development of inference
methods that operate over this large hypothesis space. Fully
integrating lexical distributional information will require non-
trivial formal machinery for identifying structural categories
of words and relating them to dimensions of similarity among
world-states. However, by recasting the problem of word
learning as one of lexicon inference–and one in which the
whole utterance can be used—we take the necessary first
steps in bridging the gap between referential and distribu-
tional models of word learning.
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Abstract 

We develop a quantum probability model that can account for 
situations where people’s causal judgments violate the 
properties of causal Bayes nets and demonstrate how the 
parameters of our model can be interpreted to provide 
information about underlying cognitive processes. We 
implement this model within a hierarchical Bayesian 
inference framework that allows us to systematically identify 
individual differences and also provide a latent classification 
of individuals into categories of causal and associative 
reasoners. Finally, we implement a basic normative causal 
Bayes net within the same inference framework that allows us 
to directly compare quantum and classical probability models 
using Bayes factors.  

Keywords: Causal reasoning; quantum probability; Bayesian 
graphical models; causal Bayesian networks; individual 
differences; latent mixture models; violations of normative 
properties; Bayesian inference;  associative reasoning 

Introduction 
We investigate a subset of causal reasoning paradigms 
where people have to make judgments about causal systems 
based on linguistic descriptions of the causal properties of 
the system, i.e. where precise statistical information is not 
presented. In these situations, people’s judgments often 
violate the properties of causal Bayes nets (Rottman & 
Hastie, 2014; Park & Sloman, 2013; Rehder, 2014; 
Fernbach & Sloman, 2009; Waldmann, Cheng, Hagmayer, 
& Blaisdell, 2008; Hagmayer & Waldmann, 2002). One 
important property of Bayes nets is the causal Markov 
condition, which states that any node in the network is 
conditionally independent of its non-effects, given its direct 
causes (Hausman & Woodward, 1999). To account for 
observed behavior, Bayes nets are often augmented with 
heuristic-like shortcuts (Fernbach & Rehder, 2013) or with 
the inclusion of variables that account for hidden aspects of 
the problem (that is, not part of the experimental paradigm, 
and assumed to be the result of participants’ mental process) 
such as alternative causes, shared disabling, mediating or 
enabling conditions between variables, and so on. (Rehder, 
2014).  

We propose that quantum probability models of causal 
reasoning can provide a more formal, principled alternative 
approach for explaining violations of the properties of 
classical probability models, such as causal Bayes nets. We 

investigate the application and benefits of applying quantum 
probability models by using these models to explain the 
empirical results reported in Rehder (2014), which 
demonstrated violations of the causal Markov condition, as 
well as failure to exhibit robust discounting (this occurs 
when the presence of one cause makes the presence of 
another less likely in certain casual structures).  

Description and Results of Experiments 
In Rehder (2014), participants were taught one of the three 
causal network structures (common cause, chain or common 
effect) encompassing a set of relationships between three 
binary variables as shown in Figure 1, instantiated in either 
a domain-general (abstract) or domain-specific (economics, 
sociology, or meteorology) setting. The causal relations 
specified how variables were related, (e.g. in the economics 
domain, the variables were interest rates, trade deficits, and 
retirement savings, each of which could be large (high) or 
small (low); a relationship could take the form: low interest 
rates cause small trade deficits). Each individual 
relationship in the causal structure was described as being 
driven by independent causal processes.  

 

Figure 1: Causal structures considered in the experiments 
 
The causal relationships were unidirectional, in the sense 

that if a particular (high or low) value of a cause variable 
facilitated the presence of an effect, the other binary value 
did not have the opposite effect (e.g. if low interest rates 
caused small trade deficits, high interest rates were causally 
unrelated to trade deficits). Once the causal structures had 
been taught, participants were asked to make a comparative 
inference on the probability of a target variable (Y) taking a 

1589



specific value (denoted y1), between two different network 
states within a particular causal structure. The eight network 
states used in the comparison (situations A to H; see Table 
1) represented different values of the remaining two 
variables X and Z, namely `0' (representing a state value 
that does not exert any causal influence), `1' (representing a 
state value that causally influences or is influenced), or ‘?’ 
(unknown value). Participants were asked to compare states 
A vs B, B vs C, D vs E, F vs G and G vs H, and indicate 
which of the two situations provided stronger inferential 
support for the target variable (always referred to as Y for 
the rest of the paper), or whether support was equal for each 
variable. 

 
Table 1: Normative Inferential Predictions 

 
Situation X Z CC CH CE 

A 1 1 
A=B=C A=B=C C > B > A B ? 1 

C 0 1 
D 1 ? 

D >> E D >> E D = E 
E 0 ? 
F 1 0 

F=G=H F=G=H F=G=H G ? 0 
H 0 0 

 
For our analyses, we combined the data from four 

experiments in Rehder (2014) (i.e., experiments 2, 3, 4A 
and 4B). Across these four experiments, there were 315 
participants. Each participant made twenty such 
comparative judgments, with the causal structure (common 
cause, chain, common effect) and domain of variables 
(economics, sociology, meteorology, and an abstract domain 
in one condition) as between-subject conditions. 

Table 1 also shows the normative predictions for each 
possible pair of situations based on a causal Bayes net 
treatment of the inference problem (see Rehder, 2014 for a 
detailed analysis of the normative predictions). Two key 
properties included the causal Markov condition and 
discounting behavior in the common effect structure (the 
known presence of one cause makes the presence of an 
alternate cause less likely). Rehder (2014) found that a 
significant number of participants violated these two 
properties, and observed that about 23% of the 315 
participants exhibited some form of associative reasoning, 
that is, a lack of sensitivity to causal direction, ignoring 
conditional independence stipulated by the causal Markov 
property or exhibiting anti-discounting behavior (i.e. 
judging the target cause as highly probable based on the 
presence of an alternative cause, which is opposite to 
normative expectation). These participants were classified 
as associative reasoners, whereas the rest were classified as 
causal reasoners. 

Rehder (2014) accounted for these violations by 
suggesting a mixture of normative behavior with three 
additional inference strategies (conditional probabilities 
being assessed conjunctively, assumption of a hidden 

disabling mechanism shared by the cause variables, 
assumption of an associative Markov random field 
network), which when appropriately weighted could 
reproduce behavior for both causal and associative 
reasoners. Each of these models had between three to five 
free parameters, with an additional three free parameters for 
the mixture weighting these models. 

Specifying the Quantum Probability Model 
We specify a 2-dimensional (2-d) quantum probability (QP) 
model to reflect the mental representations of the three 
binary variables X, Y and Z (Trueblood & Pothos, 2014). In 
this model, the three variables are deemed incompatible, 
that is these variables span separate subspaces within the 2-
dimensional space. This implies that consideration of these 
variables cannot take place concurrently, but rather has to be 
sequential, so that order effects may arise when both 
variables need to be assessed (e.g., in a conjunction).  

Accordingly, the two dimensions for each subspace 
({x1,x0},{y1,y0}{z1,z0}) shown in Figure 2 represent the 
two values that each binary variable can take. Since the 
causal structures are unidirectional (that is, only one value 
affects the system causally), the values (for instance y1 and 
y0) are encoded such that y1 always indicates the value that 
is causally linked (e.g. if low interest rates cause high 
deficits, low interest rates and high trade deficits are 
encoded as 1, high interest rates and low trade deficits, 
which do not influence or experience causal influence, are 
encoded as 0).  

Figure 2: Representation of the 2-d QP model 
 
The model specifies a unit length state vector |ψ› which 

represents the current state of belief held by an individual. 
The relative degree of rotation of the state vector from each 
basis vector (e.g. θψ from the y1 basis vector) defines the 
individual’s belief in the probability of that variable. Thus, 
an individual’s belief in the probability of a certain variable 
taking a certain value (e.g.  p(y1) in Figure 2) can be 
obtained by projecting the state vector (black dotted line) on 
to the coordinate axis of interest and taking the squared 
value of the resulting amplitude (black bar).  
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Conditional probabilities (for example, p(y1|x1)) are 
measured by projecting the state vector onto the known (x1) 
basis vector, normalizing it (making it unit length) to 
account for the fact that the state x1 is known (squared 
amplitude =1), and then projecting this vector to the basis 
vector y1. The squared amplitude of the resulting projection 
along y1 gives the conditional probability p(y1|x1). 
Similarly, conjunctive probabilities (for example p(x1&y1)) 
are assessed by making successive projections to x1 and y1, 
but without normalizing the intermediate projection. 

We propose that this formulation can predict order 
effects, reciprocity (related to the inverse fallacy; Koehler, 
1996), memoryless effects such as a lack of discounting, 
and violations of the Markov condition. In terms of assessed 
probabilities, order effects, for instance, allow the 
probability p(y1&x1) to differ from p(x1&y1). Reciprocity 
is a specific property of the 2-d model, where for two 
variables, e.g. Y and X, the conditional probabilities 
reciprocate, that is p(y1|x1) = p(x1|y1). Memoryless effects 
refers to the fact that assessment of probabilities conditional 
or more than one variable reduce to the conditional 
probability based on the last updated information only, for 
instance, p(y1|x1,z0) = p(y1|z0) and p(y1|z0,x1) = p(y1|x1), 
which hence also leads to order effects. A lack of 
discounting can be explained by way of the memoryless 
property. Discounting refers to the fact that in a common 
effect scenario, considering classical probabilities, 
p(y1|x1,z1) < p(y1|z1), where z1 is the common effect. The 
memoryless property however reduces p(y1|x1,z1) to either 
p(y1,z1) or p(y1|x1), depending on what projection order is 
used. In the former case, this leads to a lack of discounting. 
Unless the two bases are exactly at an angle of 45° to each 
other, the model also predicts violations of the Markov 
condition, that is, a violation of the fact that p(y1|x1) should 
be equal to p(y1|x0), if X and Y are conditionally 
independent.  

To formulate the specific causal networks investigated we 
set the basis for Y (all inference by participants is made on 
the variable Y) as the standard basis, and two free 
parameters (θX and θZ) denote rotations for the basis vectors 
of X and Z in the 2-dimensional space. The degree of 
rotation between the different bases determines the 
conditional and conjunctive probability relationships 
between them. The rotation is restricted to the first quadrant 
to reduce any identifiability issues (e.g. a rotation from y1 
of 30° and 330° would result in an identical projection onto 
y1). The state vector is not a free parameter but is fixed at a 
neutral position of 45° to the standard basis, reflecting the 
assumption that people should not have any preconceived 
bias towards the presence or absence of the target variable 
to be inferred, and that the randomized configurations 
provide no information on the base rate of events.  

The model separates two types of inference situations. In 
the first, inference on Y needs to be made with only one of 
the other two variables (either X or Z) being known and the 
other being unknown (situations B, D, E and G in the 
experiment, see Table 1).  Here, the model specification for 

p(y1) is given by p(y1 & Unknown = 1 | Known) + p (y1 & 
Unknown = 0 | Known). This is achieved by projecting the 
state vector |ψ› onto the basis vector representing the known 
variable value and normalizing it (unit length to reflect the 
conditional probability), then projecting the normalized 
vector on to the basis vector representing the unknown 
variable value `1'. The squared amplitude of this 
intermediate projection reflects p(Unknown = 1 | Known). 
This projection (without normalizing) is then projected 
again on the basis vector y1. This final projection is squared 
to get the first term on the left, that is, p(y1 & Unknown=1 | 
Known) in the above probability. The second term is 
obtained using a similar sequence of operations, with the 
intermediate projection being to the basis vector 
representing the unknown variable value `0' instead of ‘1’. 
The combination of these probabilities reflects the 
assumption that people consider the known information, 
then effectively integrate over the two conjunctive 
probabilities of the target variable (Y) being ‘1’ and each 
possibility for the unknown binary variable.  

The second type of inference relates to situations where 
both the remaining variables, X and Z, are known (situations 
A, C, F and H in the experiment). Here the model 
specification is similar to that described above, except that 
the intermediate projection is only made on the known value 
and is also normalized (projection rescaled to unit length to 
reflect calculation of conditional probability). Since both X 
and Z are known, the order of projections can vary and since 
the model exhibits memoryless properties, this can give rise 
to order effects between participants, such that participants 
can calculate either p(y1| Known X, Known Z) = 
p(y1|Known Z) or p (y1| Known Z, Known X) = 
p(y1|Known X). We include a free latent parameter that 
allows the model to infer the most likely order 
representation for each individual. 

Table 2 lists the probability calculations and projection 
sequences for each of the situations. For A, C, F, and H, the 
individual differences in probability estimates can arise 
from the projection order or rotation parameters. For B, G, 
D, and E, individual differences arise from the rotation 
parameters. 

 
Table 2: Probability specification in the 2-d model 

  
Situation X Z Probability Specification 

A 1 1 p(y1 | x1, z1) or p(y1 | z1, x1) 
B ? 1 p(y1 & x1 | z1) + p(y1 & x0 | z1) 
C 0 1 p(y1 | x0, z1) or p(y1 | z1, x0) 
D 1 ? p(y1 & z1 | x1) + p(y1 & z0 | x1) 
E 0 ? p(y1 & z1 | x0) + p(y1 & z0 | x0) 
F 1 0 p(y1 | x1, z0) or p(y1 | z0, x1) 
G ? 0 p(y1 & x1 | z0) + p(y1 & x0 | z0) 
H 0 0 p(y1 | x0, z0) or p(y1 | z0, x0) 

 
The probability of the target variable under any situation 

A to H is calculated as p(Y=1|situation), based on the 
appropriate sequences of projections and normalization as 
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described above. Probabilities for the two situations (say, s1 
and s2) being compared are calculated separately, assuming 
the same parameter value for the rotations X and Z under 
both, so that comparisons are based on a consistent set of 
beliefs about the entire causal system. The final choice 
proportions are predicted based on a softmax decision rule, 
so that choice ratio (h) for s1 versus s2 is given by 
exp(logit(p(y1|s1))/τ) / Σs=s1,s2 exp(logit(p(y1|s))/τ), where τ 
is the temperature parameter and is fixed to a constant of 1.  
We use this rule for consistency with the original study 
(Rehder, 2014) to ensure that any differences in prediction 
can be attributed to the underlying probability models.  

Bayesian Latent Mixture Model  
The quantum probability (QP) model requires inference on 
the rotation parameters for the X and Z bases, as well as the 
projection orders for each participant. We propose a 
hierarchical Bayesian latent mixture model to infer these 
parameters, which allows us to account for individual 
differences systematically, and build in a hyper-parameter 
for latent classification of participants between causal and 
associative reasoning. The latent classification is built by 
specifying a different set of priors for specific projection 
orders and rotation parameters.  

Parameters θZ and θX represent the rotation of the Z and X 
bases from the standard Y basis. Recollect that if the 
rotation θZ < π/4, then p(y1|z1) > p(y0|z1), and that p(y1|z1) 
> p(y1|z0). Thus, θZ is modeled hierarchically with a probit 
transformation and scaled to span [0, π/4]. This range 
reflects the assumption that participants learn the causal 
structure of the networks (i.e. that z1 has a causal influence 
on y1), and it is unlikely that they will reverse the implied 
structure. The rotation θX is modeled with a prior range of 
[0, π/2]. Recollect that if the rotation θX = π/4, then there is 
no causal influence of X. That is, p(y1|x1) = p(y1|x0) and 
p(y1|x1) = p(y0|x1). We allow θX to vary on both sides of 
π/4, thus allowing individuals to construct positive and 
negative causal influences.  

All hyper-parameters are separately modeled for causal 
and associative categories, and a latent classification 
parameter (γi) is used to build a mixture model that 
classifies each individual into a causal or associative 
category. The binary projection orders for situations A, C, F 
and H are modeled as Bernoulli processes, with the 
Bernoulli prior (α) for each being dependent on the causal 
structure type and the latent classification. The latent 
classification parameter is itself modeled as a Bernoulli 
process with equal prior probability of classification to 
causal or associative categories.  

The latent classification mechanism works because the 
model infers the projection orders that best explain the 
observed data, and since different orders are given different 
priors under each category (causal and associative), it 
selects the category that provides the highest posterior 
probability for the best projection order. We examine this 
mechanism in greater detail below. First, we describe how 
behavior similar to the normative prescriptions of a classical 

probability model might be represented under the QP model. 
Note that when the values of X and Z are both known 
(situations A, C, F and H), the model exhibits a memoryless 
property, that is, the projection order of considering X first 
and then Z reduce to making an inference based on the last 
seen value of Z only, and vice versa. Ideal normative 
reasoning for the common cause and chain structures, for 
these situations (ACFH), then implies that the order of 
processing is X followed by Z (equivalent to processing 
only Z), where inference is made by a projection from z1 to 
y1 for situations A and C, and from z0 to y1 for situations F 
and H.  

For the common effect structure, an ideal causal reasoner 
can be represented with a projection sequence from z0 to y1 
for situations F and H, where no causal effect exists. 
However, for situations A and C where the value of Z = 1 (a 
common causal effect is known to exist), the projection 
sequence should include a final projection from the X vector 
to y1, accompanied by ensuring that the rotation for the X 
basis is significantly more than the rotation for the Z basis 
(ideally, also greater than π/4 to ensure that x0 has a higher 
level of association with y1 than x1 does to reflect 
discounting). It should be noted that the causal reasoners 
identified in the cluster analysis in Rehder (2014) were not 
ideal causal reasoners, and although they demonstrated 
normative behavioral patterns for the most part, there were 
also some patterns of deviations. These deviations were 
more salient in the common effect structure.  

To identify individual differences, we do not impose these 
strict restrictions on causal reasoners (indeed, very few 
participants, if any, would demonstrate alignment to the 
strictest criteria). Rather, we allow the model to flexibly 
account for all types of behavior ranging from highly 
normative to highly associative. For each structure, we then 
identify aspects of the model that potentially differentiate 
causal and associative reasoners along this continuum.  

Under the common cause network, we propose that 
situation C reflects a unique situation where z1 and x0 
suggest a potential conflict (although not normatively) if the 
causal structure is assumed to be deterministic. Note that in 
this experimental paradigm, situation F with z0 and x1 does 
not represent as strong a conflict since causal influence is 
unidirectional. Similarly, for the chain network structure, 
situation F represents a potentially conflicting situation if a 
deterministic causal influence from X (value x1) to Z (value 
z0) is expected, but does not occur. While multiple 
experiments ensured that deterministic and probabilistic 
versions of causal influence were tested, differences in 
behavior across these experimental conditions were not 
significant. Additionally, even probabilistic causal influence 
under situation C in the common cause and situation F in 
the chain network would reflect some form of conflict as 
measured against the expected direction of causal influence.  

In our model, we use these potential sources of conflict to 
model the latent classification between causal and 
associative reasoners. Participants who are more likely to 
process X last under situation C in the common cause and 
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under situation F in the chain network are more likely to be 
classified as associative reasoners. Note that this mechanism 
is not necessary to provide a good fit to the data, but only 
for adding the latent classification mechanism to the model. 

For the common effect structure, the projection orders are 
not envisaged to affect the classification, which is 
determined solely by the inferred rotation of the X and Z 
bases. This is achieved by considering a partition of the 
prior space for θX, with a prior space range of [θZ, π/2] for 
causal reasoners (reflecting the fact that causal reasoners 
will not hold a higher association between the two causes 
than between the cause and the effect) and [0, π/4] for 
associative ones (reflecting the fact that associative 
reasoners will hold some positive association between the 
two causes, leading to anti-discounting behavior). The prior 
space for θZ itself is modeled through separate hierarchical 
distributions. Thus, the inference mechanism decides on a 
latent classification to the causal category if the resulting 
posterior for θX biased towards values higher than θZ 
provides a better account of the data. Implementing these 
biases in the projection order for situations C and F in the 
common cause and chain structures respectively, and in the 
rotation parameters for the common effect structure as 
partitions of the prior space, enables the latent classification 
mechanism to categorize participants as causal or 
associative reasoners depending on which prior space 
provides the best posterior predictions. 

Modeling the empirical data 
We fit the model to the mean choice proportions for the 20 
inference questions for each of the 315 participants by 
estimating parameters to the quantum probability model 
using the Bayesian inference model described above. A 
version of the normative causal graphical model (CGM) 
suggested in Rehder (2014) was also used to fit the data 
within a similar Bayesian inference framework. Figure 3 
shows the mean choice proportions (i.e., the number of 
times a situation was judged to provide stronger inferential 
support for the presence of the unknown target variable) 
made by the participants (empirical), compared to the 
posterior predictive choice proportions generated by the best 
fitting QP and normative CGM models. Table 3 summarizes 
the performance of these models.1  

The posterior predictive mean choice proportions are used 
to calculate the correlation with the actual data and the mean 
square error (MSE). The Bayesian modeling framework 
allows us to capture the deviance information criteria (DIC) 
that assess both model fit and complexity, and use Bayes 
Factors to compare the QP and normative CGM models at 
an individual level. As shown in Table 3, the QP posterior 
predictions show an excellent correlation to empirical data 
across network structures and types of reasoners (ranging 

                                                           
1 Overall the models and measured deviance show good 
convergence (R < 1.1), however examining the three individual 
level parameters across 315 participants shows that the MCMC 
chains show poor convergence (R > 1.1) for about 0.8% of the 
individual estimates.  

from 90% to 95%) and provides a significantly better fit 
compared to the baseline normative CGM model even for 
the causal reasoners. The QP model yielded an MSE of 0.01 
against 0.045 for the normative CGM model.  

 
Table 3: Model Comparison and Performance 

 
 DIC (lower is better) 
Causal Structure QP Normative CGM 
Common Cause (CC) 1470 1936 
Chain (CH) 1547 1998 
Common Effect (CE) 1641 2366 
 Correlation 

(model prediction and data) 
Structure / Reasoning QP Normative CGM 
CC – Causal 92.6 77.2 
CC – Associative 93.4 31.2 
CH – Causal 93.3 75.9 
CH – Associative 93.6 30.7 
CE – Causal 90.3 52.5 
CE – Associative 95.0 16.0 

 
A Bayes factor (BF) analysis was carried out using the 

product space method (Lodewyckx, Kim, Lee, Tuerlinckx, 
Kuppens, & Wagenmakers, 2011). The analysis was 
inconclusive for 178 of the 315 participants since the BF in 
favor of the QP model for these participants ranged between 
1/5 to 5. No participants had a BF > 5 in favor of the CGM 
model while 137 participants had a BF > 5 in favor of the 
QP model, of whom 103 had a BF > 100, showing a 
significant preference for the QP model.  

Explaining Individual Differences 
The latent classification mechanism provided a Bayes 

Factor comparing the evidence for each individual being a 
causal versus associative reasoner. Based on classifying a 
participant in a category if the BF > 1 in favor of that 
category, the model identified 265 of the 315 participants 
(84%) in accordance with the classification provided in the 
original study (Rehder, 2014). The model classified 32% of 
the participants as associative (as compared to 23% in the 
original study) without being provided any details about the 
base rate. Individual differences in the parameter space were 
thus successful in identifying cognitive differences. We 
discussed how projection orders can explain order effects 
and specifically, violations of the causal Markov condition. 
The projections orders for situations C and F in particular, 
for the common cause and chain conditions, were 
instrumental in the latent classification process. The 
posterior samples from the model shows that for the 
common cause structures, causal reasoners were inferred to 
make a final projection from Z onto y1 84% of the time and 
associative reasoners only 12% of the time for situation C. 
Similarly, for situation F under the chain structure, causal 
reasoners were inferred to make the normative projection 
from Z to y1 77% of the time, and associative reasoners 
only 33% of the time. The more frequent projection from X 
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to y1 (67%) for the associative reasoners suggests that the 
potentially conflicting signal provided by X in these 
situations was not disregarded, as would be suggested by the 
causal Markov condition. 

 

 
Figure 3: Mean and SD of the mean choice proportions 
(Normative: Bars indicate best fit normative CGM; Line plots 

indicate normative prescriptive predictions independent of data) 
 
Individual differences in the common effect structures 

arise primarily due to differences in the inferred rotation 
parameters. The mean of the posterior samples for the 
rotation parameters was θX = 54° and θZ =43° for causal 
reasoners and θX = 23° and θZ = 27° for associative 
reasoners. Note that the rotations do not reveal the direction 
of causality but the strength of the bidirectional association 
between the variables (lower rotation implies higher 
associative strength). Thus, the significantly lower inferred 
value for θX for associative reasoners signifies the increased 
influence of x1 (as the projected value from x1 to y1 
increases), which in situation A would lead to anti-
discounting behavior as empirically observed. The higher 
inferred value of θX (specifically, greater than π/4) for 
causal reasoners implies discounting, since any projection 
from x1 to y1 would have a much smaller amplitude.  

Conclusion 
We showed how a QP model can account for violations of 
normative properties observed in a causal reasoning task, 
and how its parameters of the model could be interpreted 
from a cognitive perspective. Implementing a QP model 

within a hierarchical Bayesian inference framework allowed 
us to develop such a latent classification model with a high 
level of accuracy as well as compute Bayes factors to 
compare the QP model to a baseline CGM model. Future 
work will involve implementing more sophisticated CGM 
and Bayes net models into a similar framework so that these 
can explicitly be tested against the QP model.  
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Abstract 

We show how dynamic (changing) environments can affect 
choice behavior, and highlight the challenges that recent 
models face in explaining the learning and selection of 
heuristic strategies under such conditions, especially when 
decisions are made using only a small subset of the available 
information. We propose an enhanced modeling framework 
that includes a trial-by-trial implementation of a Bayesian 
adaptive toolbox, redefinition of heuristic strategies, and 
incorporation of intricate learning rate mechanisms into a 
strategy learning model. We use data from a new empirical 
study to show how this improves the quality of inference. 

Keywords: Learning; Bayesian graphical models; strategy 
selection; heuristics; adaptive toolbox; Bayesian inference; 
dynamic environments; reinforcement learning 

Introduction 
We investigate the strategy selection problem in multiple 
cue probability learning (MCPL) tasks by applying 
Bayesian inferential approaches to the question of how 
strategy selection and learning can be investigated. 
Scheibehenne, Rieskamp, & Wagenmakers (2013) 
introduced a Bayesian adaptive toolbox where the 
probability of using each strategy is inferred across all trials 
rather than on a trial-by-trial basis.  

We implement a similar toolbox approach on a trial-by-
trial basis, and augment this with a hierarchical learning 
mechanism (strategy selection and learning (SSL), 
Rieskamp & Otto, 2006) that governs the shift in use of 
strategies over trials. This allows us to capture adaptive 
behavior under dynamic environmental conditions where 
people demonstrate substantial learning effects. Next, we 
show how the standard definition of heuristic strategies is 
ineffective in accounting for behavior in the unique class of 
experimental paradigms we have selected. To tackle this, we 
propose that such standard heuristic strategies be redefined 
at the level of their elementary building blocks (Gigerenzer 
and Gaissmaier, 2011) and incorporate Bayesian inference 
based belief updating1 into the learning mechanism. Finally, 
we adapt the SSL model to incorporate more elaborate 
learning rate mechanisms such as variable learning rates, 
item-specific learning, random-effects, volatility dependent 
learning, and counterfactual learning.  

We first describe a new empirical study that we use to 
subsequently show how our model can provide greater 
insight into adaptive behavior. Our study focuses on a 

                                                           
1 The learning mechanism is not changed to Bayesian learning, 

just the process by which the modeler determines what strategy is 
to be reinforced is mechanized as a Bayesian inference process 

forced choice paradigm where the environmental conditions 
can change over the course of trials, and where it is possible 
for participants to acquire only a partial subset of the cue 
information available. 

Experiment 
We use a MCPL paradigm where participants had to make 
repeated forced choices between one of three options on the 
basis of a set of underlying cues. This paradigm was similar 
to that used by Bröder & Schiffer (2006) with changes in the 
conditions and relationships between cues and options. 

Methods 
34 University of California, Irvine undergraduates 
participated in the experiment for course credit. The cover 
story for the choice task was a hypothetical stock market 
game, in which participants had to choose between three 
financial stock options, based on four possible binary cue 
attributes that included past profit growth, sales growth, and 
recommendations from two independent advisors. The cue 
values were instantiated as High / Low for the two financial 
indicators, and as Buy / Sell for the two advisory cues. 
Participants could acquire any of the twelve (four attributes 
x three options) cue values in any order, at a cost of 5% of 
the total gross reward obtained for that trial, for each cue 
acquired. Once a participant selected a cue attribute, it 
remained visible throughout the trial. Each participant made 
choices for 120 trials split into four blocks of 30 trials each. 
Each block was associated with either a compensatory (C-
Block) or non-compensatory (N-Block) environment, which 
differed in the relationship between the cue values (c1 to c4, 
encoded as +1 or -1) and the associated reward outcomes 
(R), such that gross rewards ranged from –150 to +150: 
R(C) = 40c1 + 37c2 + 34c3 + 31c4 + noise(-8, 8) 
R(N) = 78c1 + 7c2 - 21c3 - 36c4 + noise(-8, 8) 

The objective of the task was to maximize the rewards 
remaining after any cue acquisition related costs. In our 
task, a take-the-best (TTB) strategy always provided a 
higher net payoff in N-blocks and a weighted average 
(WADD) strategy in C-blocks. The actual cue weights, 
order of importance or validity of the weights, or the type of 
environment for each block was not known to the 
participants (this was to be learned as part of the decision 
process), but they were told that the underlying environment 
and relationships between cues and options could change 
between blocks, but remained constant within a block. The 
start and end of each block was clearly indicated. The cue 
weights included negative values (this design was 
implemented to nudge participants towards a more 
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deliberative cognitive effort as opposed to focusing on the 
salience of the positive valued cues), and while the cue 
weights and order were not disclosed, participants were told 
that it was possible for cues to be negatively related to the 
options (brief examples of how this could be justified within 
the paradigm were included). After each trial, feedback was 
provided on the reward associated with all the three options.  

The block size was designed to be small (30 trials each) to 
manipulate the possible effects of routinization of decision 
strategies (see Bröder & Schiffer, 2006; Bröder et al, 2013). 
The experiment consisted of a factorial design with four 
conditions (2 conditions starting either with a C-Block or N-
Block x 2 conditions where the routine was manipulated by 
either alternating or placing similar blocks consecutively). 
Thus, the four blocks under the four conditions could be 
represented as CNCN, CCNN, NCNC and NNCC. We 
wanted to measure the interaction between routine length 
and starting conditions, manifested as the extent of 
maladaptive routinization, initial bias and response to 
different levels of volatility that the changing environment 
represented, assess the potential inadequacies of existing 
models to explain underlying behavior, and demonstrate 
how these models could be suitably improved. 

Results 
Table 1 shows the result of Bayesian t-tests2 for pairwise 
differences in the number of cues acquired, and the 
performance (standardized reward scores3), between 
conditions. This shows a hierarchy of performance levels, 
with significant evidence for higher performance in the 
CCNN condition, no significant difference between the two 
alternating conditions (CNCN and NCNC) as the t-test 
comparing these yields a BF in favor of the null, and 
reasonably strong evidence for a lower performance in the 
NNCC condition. The mean performance score reflects this 
trend (CCNN 0.86, CNCN & NCNC 0.78 and NNCC 0.73). 

A Bayesian ANOVA test (Table 2) reveals that the 
routine type alone (consecutive vs alternating blocks) is not 
a significant factor, and the best model that explains the 
variance is based on the starting condition (C vs N) and a 
strong interaction between the starting condition and the 
routine type. Analyzing the coefficients for the factors under 
this model reveal an interesting relationship where the 
routine types have an asymmetric impact depending on the 
starting condition. Consecutive routines interacting with 

                                                           
2 Results are summarized as the log(Bayes factor) in favor of a 

difference vs the null (zero difference), based on a JZS t-test, and 
the standardized mean difference (Delta) which shows the effect 
size. A log(BF) with absolute value < 1 can be considered 
inconclusive. Log(BF) > 1 indicates evidence in favor of the 
difference, and log(BF) < -1 in favor of the null. Larger log(BF) 
values imply greater evidence of a difference. Very large 
differences are highlighted in bold.  

 
3 We measured effective performance by normalizing rewards 

from 0 to 1 based on the maximum and minimum possible gross 
rewards on each trial. 

starting C have a coefficient of +0.03, and -0.03 when 
interacting with starting N; alternative routines are exactly 
the other way around. Starting conditions alone have a 
coefficient of +0.03 (C) and -0.03 (N), reflecting initial bias.  
 

Table 1: Pairwise Bayesian t-test between conditions 
 

 
Table 2: Bayesian ANOVA test for factors contributing to 

the standardized performance score  
 

 
We also test for differences within and between block 

types (see Table 3). There is strong evidence for within 
block improvement in performance between the first (HB1) 
and second (HB2) half of each block. This is true for both 
environmental conditions, but the effect size and 
significance is much higher in N-blocks vs C-blocks.  

 
Table 3: Bayesian t-test (within & between blocks) 

 

 
The overall performance of N-blocks and C-blocks 

however is not different (significance test yields a BF in 
favor of the null; overall accuracy for C is 82.3% and for N 
is 82.9% and standardized performance score for C is 0.80 
and N is 0.78). Rather, a half-block comparison between C 
and N blocks shows that first half performance in C-blocks 
is marginally better than in N-blocks (log(BF)=2.2 in favor 

                                                           
4 ‘Routine:Starting’ indicates the interaction effect between 

routine and starting conditions 

Difference 
Performance Cue Acquisition 

Log(BF) Delta Log(BF) Delta 
CNCN vs CCNN 15.8 -0.26 10.6 -0.22 
CNCN vs NCNC -3 na 2.8 -0.15 
CNCN vs NNCC 3.2 0.16 13.8 -0.26 
CCNN vs NCNC 15.3 0.27 -2.2 na 
CCNN vs NNCC 43.8 0.43 -2.7 na 
NCNC vs NNCC 2.2 0.15 -1.1 na 

Model vs Baseline (Intercept only) Log(BF) 
Routine (Consecutive vs Alternate) -2.1 
Routine + Routine:Starting4 15.1 
Routine + Starting 16.2 
Routine:Starting4 17.4 
Starting Condition (N vs C) 18.2 
Routine + Starting + Routine:Starting4 33.5 
Starting + Routine:Starting4 36.1 

Difference 
Performance Cue Acquisition 

Log(BF) delta Log(BF) Delta 
HB2 vs HB1 (C) 39 0.15 3.2 -0.11 
HB2 vs HB1 (N) 193 0.32 74.6 -0.41 
C vs N (overall) -1.2 na 51.1 0.23 
C vs N (HB1) 2.2 0.10 1.3 0.09 
C vs N (HB2) -3.2 na 72.0 0.39 
C2 vs C1 (all) 9.1 0.16 0.16 -0.08 
N2 vs N1 (all) 57 0.35 44.3 -0.31 

1596



of a difference). This leads to the conclusion that 
performance starts at a lower level in N-blocks, perhaps 
reflecting an initial bias, but seems adaptive enough to reach 
overall C-block levels. This adaptivity is also reflected in 
the cue acquisition levels, (average cue acquisition is C 
33%, N 28%), where a t-test is not really conclusive for the 
first half of C and N blocks, but shows a very significant 
(log(BF) = 72) and strong effect size for higher cue 
acquisition levels in the second half for C-blocks vs N-
blocks, a significant (log(BF) = 74.6) and strong reduction 
in cue acquisition between the first and second half within 
N-blocks, and a significant increase in performance between 
the first and second encountered blocks of the same type, 
with a stronger effect for N-blocks. Our modeling efforts 
attempt to capture this behavior via inference on the 
underlying latent heuristic strategies utilized by participants, 
how these strategies change with changing environmental 
types, and the differences between conditions. 

Modeling Challenges and Enhancements 

What to reinforce? A Bayesian solution 
Most learning algorithms update beliefs about a set of items 
under consideration. If the locus of learning is a choice 
option, learning can be explicitly modeled since the selected 
choice option is always known. When the locus of learning 
is a latent process (in our case, a heuristic or strategy that 
cannot be directly observed), the modeling process needs to 
infer which latent item was utilized and hence needs to be 
reinforced or updated by the learning algorithm on each 
trial. Existing approaches to identify such latent strategies 
include response matching (strategy prediction matches the 
actual response observed; see Rieskamp, 2008) or an 
additional criterion of minimum cue acquisition (minimum 
cues required to implement the strategy have to be acquired; 
see Rieskamp & Otto, 2006).  

In paradigms, like ours, which allow partial information 
utilization and where the cue acquisition density is very low, 
response matching alone is unrealistic, since the number of 
cues acquired are rarely adequate (e.g. in our study, average 
cue acquisition levels were 31%, with over 50% of cues 
being acquired on only about 12% of the trials) to 
implement standard heuristic strategies (e.g. TTB, WADD, 
tallying, and so on). Including a criterion for minimum cue 
acquisition makes most of the updates ineffective, since 
none of the strategies would be updated on a large number 
of trials (e.g. in our study, updates on 90% of the trials 
become ineffective since they do not meet the cue 
acquisition criteria for any commonly defined strategy). To 
counter these issues we propose a possible solution, 
partially redefining what is considered a ‘strategy’, as part 
of an adaptive toolbox of strategies. The existing SSL model 
calculates the probability of using each strategy (si) on each 
trial (t) based on the underlying value assigned to each 
strategy, called q-values (p(si,t) = Q(si,t) / Σj Q(sj,t)). The q-
values are updated based on the observed choice (co) and 
associated reward (Q(si,t)  = Q(si,t-1) + I(si,t-1)*r(co,t-1)), 

where I(si,t) is an indicator function based on response 
matching or response matching and minimum cue 
acquisition, that indicates whether a strategy was used on a 
particular trial. The initial q-values depend on an initial 
association parameter (K), initial strategy preference (β) and 
the maximum possible reward on any trial (Q(si,1) = βi * K 
* Rmax). We propose modifying the q-value calculation for 
each strategy to Q(si,t) = Q(si,t-1) + p(si,t|co,u) * r(c,t-1), 
where we define p(si,t|co,u) as the Bayesian posterior 
probability of the participant having utilized a specific 
strategy (si) on trial (t), based on the observed choice (co) 
and the pattern of cues acquired (u):  
p(si,t|co,u)  =  p(co,t|u,si) p(u,t|si) p(si,t) 

 p(co,t|u) p (u,t)  
Here, p(si,t) is the prior probability of utilizing a strategy 

(si)  on trial (t) as predicted by the cognitive model. The 
remaining probabilities, p(u,t|si), the probability of acquiring 
the specific cue pattern given the application of a specific 
strategy, and p(co,t|u,si), the probability of making a specific 
choice given the particular strategy being used and the cue 
pattern acquired, need to be specified. We propose that these 
probabilities be defined as the information search and 
decision rule building blocks of the heuristic strategy.  

Redefining heuristic strategies 
Similar to traditionally defined strategies (TS), p(co|u,s) is 
simply a decision rule that combines all the cue information 
in exactly the same way, but taking into account only the 
cue values that have actually been acquired on each trial. If 
the decision rule applied to the partially observed cues can 
discriminate between all options, this probability is either 0 
or 1 for each option (c), otherwise it is distributed across the 
non-discriminable options. We call these strategies 
observed-cue strategies (OS), to differentiate the level at 
which the decision rule is applied. On the other hand, 
defining p(u|s) at the level of a heuristic strategy is quite 
different from the traditional cue search rules. We propose 
that the cognitive act of cue acquisition can be envisaged as 
a sampling process, and the heuristic defines the probability 
distribution of cue acquisition patterns from which the 
individual is sampling. To implement this, we categorize 
each possible pattern into one of a number of ordered subset 
categories on the basis of identified classifiers. The extreme 
categories define a pair of complementary approaches to cue 
acquisition, and the ordered categories are defined to 
represent a log-odds ratio between the two complementary 
approaches (i.e. extreme categories include cue acquisition 
patterns that have extreme log-odds ratios and those in the 
middle reflect patterns that are equally likely under the two 
acquisition approaches). The log-odds for each ordered 
category are derived from the classifiers by calculating an 
index score for each category. For our study, we categorized 
all possible (4096) cue acquisition patterns by using a 
simple classification scheme with three classifiers: (1) the 
number of unique cue attributes where at least one cue value 
was selected (higher value indicates a compensatory 
approach), (2) the cue acquisition density within this subset 
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of attributes (lower indicated a greater propensity to 
compare cues across attributes, thus compatible with a 
compensatory approach), and (3) an assumption of 
sensitivity to costs (this redistributed the probabilities for 
each approach towards patterns with lower cue acquisition 
density). Using these classifiers we could obtain a formulaic 
characterization of different cue acquisition patterns 
yielding a score of 0 to 1 for each5, which was then scaled to 
reflect the log-odds, and transformed to a probability using 
the inverse logit function. We could thus define a pair of 
heuristic approaches (approximated as compensatory and 
non-compensatory) with complementary probability 
distributions over all possible cue patterns, defining two sets 
of ‘p(u|s)’. While further details of this mechanism are 
beyond the scope of this paper, we highlight that the 
classifiers used were not exhaustive, but an illustrative 
instantiation of a working model for our toolbox.  

Modeling Learning Rates  
Previous implementations of SSL usually assume a constant 
learning rate across all trials, often parameterized as an 
initial association level (but see Gluth, Rieskamp, & Buchel, 
2014 for a fixed learning rate implementation). However, 
learning rates might be influence by a number of different 
factors. Thus, we explore four different learning rate 
mechanisms: (1) variable, (2) entropy-based learning rates, 
(3) random effects, and (4) counterfactual learning. 
 
Variable Learning Rates (SSL-V): Studies have shown 
that flexible and variable learning rates within RL based 
mechanisms can improve predictions and also produce 
results comparable to Bayesian learning (Payzan-
LeNestoury & Bossaertsz, 2014; Speekenbrink, & 
Konstantinidis, 2014). We re-parameterize the SSL model 
to include a flexible learning rate that can depend on the 
environmental condition (i.e. change between experimental 
blocks) and can also be strategy-dependent. The latter 
formulation can be interpreted as responses to different 
levels of ‘surprise’ to the same reward outcome that 
different strategies generate. The learning rate for each 
block type (b) and strategy (si), L(si,b), is modeled using a 
hierarchical prior, and the initial association parameter (K) 
is no longer required. The revised q-value calculation is 
Q(si,t) = Q(si,t-1) + p(si,t|co,u) * r(co,t-1) * L(si,b). 
 
Entropy-based Learning Rates (SSL-E): Allowing the 
learning rate to vary between blocks and strategies still 
enforces a fixed learning rate within blocks. Assessment of 
environmental volatility and detection of environmental 
changes have been implicated in the modulation of learning 
rates (Pearson & Platt 2013; Behrens et al, 2007). We 

                                                           
5 For instance, selecting all 3 cue values corresponding to the 

three options from a single attribute, representing a non-
compensatory approach, resulted in a raw score of 0.08, whereas 
selecting 3 cue values, each from a unique attribute-option pair, 
thus representing a compensatory approach, resulted in a raw score 
of 0.75. 

propose that the conflict between probabilities of using 
different strategies generated by the cognitive model can be 
interpreted as a possible proxy measure of the volatility. We 
implement a version of the model that modulates the 
learning rate on a trial-by-trial basis based on a moving 
average of recent entropy. Higher entropy reflects greater 
uncertainty in the environment and hence increases learning 
rates. Entropy (for ‘n’ strategies in a toolbox) is calculated 
based on the strategy probabilities generated by the model:  

Entropy(t,n)= - (1/loge n)*Σi=1:n{p(si,t)*loge(p(si,t)} 

Random effects (SSL-R): Since learning rate may be 
subject to individual (participant) effects, item effects 
(individual strategies, type of environment – compensatory 
or non-compensatory) as well as the experimental 
conditions, we propose a model where these 4 main effects 
are broken down as random effects and combine additively 
on a probit scale (see Rouder & Lu, 2005 for Bayesian 
modeling of crossed random effects). We develop a version 
of our model assuming independent random effects, and 
each of these (L_ind, L_strat, L_env, L_cond) are modeled 
hierarchically with a scaled normal prior and a 
hyperparameter for the effect standard deviation. The 
posterior distribution of the standard deviation indicates the 
level of heterogeneity arising from each effect. 

L_probit = L_mean + L_ind + L_strat + L_env + L_cond 
Lr(si,b) = Scaling Factor * Φ (L_probit) 

Counterfactual Learning (SSL-C): Counterfactual 
learning of choice options is commonly studied, however 
incorporating it into a task paradigm with low cue 
acquisition density and a latent locus of learning can get 
tricky, as counterfactual implications of traditionally defined 
compensatory strategies when actual behavior is non-
compensatory cannot be easily evaluated. We can however 
implement counterfactual learning successfully using our 
approach to defining heuristics based on observed cues, as 
below, where Iij is an indicator function that reflects whether 
a particular strategy predicts choice ‘cj’, given the observed 
cues, and CF is a free parameter [0, 1] indicating the relative 
strength of counterfactual learning.  

Q(si,t) = Q(si,t-1) + Σj { Iij * r(cj,t-1) * L(si) *  
          [p(si,t|cj,u)+(1-p(si,t|cj,u))* CF] } 

Bayesian inference framework 
The learning model is implemented in a Bayesian inference 
framework that allows hierarchical estimation of the 
parameters. The calculated strategy probabilities are 
converted to choice probabilities for each choice option ‘j’, 
and include an application error rate (AER), ϵi, defined 
independently for each strategy ‘i’.  
p(cj) = Σi { p(cj|si)(1- ϵi) + (1-p(cj|si)) ϵi / (N -1) } 

Here, N is the number of different choice options. The 
AER captures variability in the decision rule but cannot 
account for variability in the cue acquisition process. To 
ensure that the sum of posterior probabilities inferred in the 
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Bayesian inference for belief updating sum to one over all 
strategies, we propose the inclusion of a guessing strategy, 
which defines an equal probability distribution over all 
choices and cue acquisition patterns, and is reinforced with 
a probability 1 –Σi p(si,t|co,u). This allows the model to 
capture variability in cue acquisition behavior that cannot be 
reasonably explained by any of the strategies. 

Modeling Results 
Table 4 summarizes the comparative performance of models 
including a static toolbox and an unchanged SSL model 
based on traditional strategies (TS), response matching and 
minimum cue acquisition (CA), and our proposed model 
based on observed strategies (OS), Bayesian updating (BU) 
and four models with alternate learning rate structures (SSL-
V, SSL-E, SSL-R, SSL-C). All models were built including 
a compensatory (CS), non-compensatory (NS) and guessing 
strategy. We use the human data from the described 
experiment to generate a posterior distribution of the 
parameter values and a posterior predictive distribution of 
the data. The posterior predictive distribution reveals the 
distribution over all possible data points that the model 
predicts based on the inferred posterior distribution of the 
parameters after having seen the data. All of the following 
analysis is thus based on Bayesian inference on the observed 
human data using the above described cognitive models. 
Our framework (OS / BU / modified learning rates) provide 
higher accuracy (Acc) of the posterior predictive (thus, the 
best account of the observed human data), improved (lower) 
deviance information criteria (DIC), and better qualitative 
insights compared to existing approaches (Static / TS / CA) 
as we demonstrate in the subsequent commentary. 
 

Table 4: Model Comparison 
 

Learning 
Rate 

Strategy 
type / 

Update 
Acc DIC 

Insight 
b/w 

conds 

Insight 
b/w 

blocks 
Static TS - 72% 4379 Limited No 
SSL TS CA 72% 4413 Limited No 
Static OS - 77% 3277 Limited No 
SSL-V OS BU 80% 2786 Yes Yes 
SSL-E OS BU 80% 2950 Yes Yes 
SSL-R6 OS BU 80% 2915 Yes Yes 
SSL-C OS BU 82% 2745 Yes Yes 
 

The static (no learning) toolbox model using traditional 
strategies (TS) predicted an 85% use of CS and practically 
no usage of NS. Incorporating an SSL mechanism using 
response matching and minimum cue acquisition (CA) 
worsened the DIC even further, primarily because cue 

                                                           
6 Bayesian inference was carried out using MCMC sampling. 

MCMC chain convergence was good (R<1.1) across parameters 
for all models considered, except SSL-R, where a few individual 
parameters showed poor convergence (R>1.1). We restrict analysis 
primarily to the models where convergence was not an issue. 

acquisition was unable to account for any of the standard 
strategies on most trials, and 90% of the updates were 
ineffective. This is reflected in the lack of coherence 
between the high probability (> 80%) of CS predicted by 
this model and CS being updated by the learning model for 
only 0.5% of the trials. Differences between conditions are 
explained via minor differences in the probability of 
guessing, with no insight into differences between blocks. 

Next, we assessed the static toolbox without learning 
using the observed-cue decision rules (OS) and found that 
this outperformed the previous models considered in terms 
of accuracy and DIC. This also provided more realistic 
application error (AER) rates (NS dropped from 28% to 
10%, CS fell from 9% to 0.5%), and a more balanced view 
of the average strategy usage (55% CS, 35% NS). It also 
infers that condition NNCC has the lowest usage of CS 
(possibly implying some form of routinization) and the 
highest guessing rate (22%), with the CCNN and NCNC 
both having similar high rates of CS and lowest rate of 
guessing (2-3%), and CNCN lying in between these. 

Implementing our revised learning model (SSL-V) 
provided inference on average strategy usage similar to the 
static mode, but improved accuracy and DIC even further. 
Inferences from the entropy (SSL-E), counterfactual (SSL-
C), and measurement of individual differences and random 
effects (SSL-R) models provided similar estimates, although 
only SSL-C model improved fit compared to the SSL-V 
model. In all of these models, the ineffective updates 
reduced from 90% to only about 15%, which contributes 
significantly to the improved performance of the models. 
The updates for individual (NS and CS) strategies are now 
also coherent, being in the range of the strategy use 
predicted by the model (unlike the CA implementation).  

Most importantly, these models now provided a dynamic 
account of how strategy use shifted on a trial-to-trial basis, 
within and between blocks, and between conditions. All the 
OS-based SSL adaptations provide a similar insight into the 
dynamics of strategy use across blocks. Figure 1 shows the 
strategy usage inferred on a trial-by-trial level from one of 
these models. In the CNCN condition, usage of CS strategy 
is well-tuned to the advent of C-blocks, but there is a 
considerable amount of guessing in the N-blocks. While the 
participants seem to be picking up on the differences in the 
alternating blocks, finding the right NS seems to be harder. 

In the CCNN condition, participants seem to recognize 
the change in the first N block which is quite volatile in 
terms of use of strategies, but interestingly, they revert back 
to the previously routinized CS strategy within this block 
itself, and implement it even more strongly in the last N-
block. Once again, this shows change detection at the advent 
of the N-block, and a similar difficulty in finding the right 
NS. But it seems that the higher routinization of CS makes 
participants revert back to CS rather than adopt a guessing 
strategy, which is rarely used in this condition, hence 
leading to the best overall performance. In the contrasting 
NNCC condition, participants again start with an initial 
preference for CS, but this not seem to be strongly 
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reinforced and is replaced with a higher usage of a guessing 
strategy, until the advent of the first C-block. In the NCNC 
condition however, participants do not revert to guessing in 
the first block and their use of a CS strategy is positively 
reinforced, resulting a stable preference across blocks. 
Comparing performance in N1 between NNCC and NCNC 
conditions reveals that the better reinforcement of CS in 
NCNC is a result of the cue patterns selected, resulting in 
the best option being selected 80% of the time, vs 65% in 
NNCC. Relating this to our redefined strategies, future 
analysis could consider comparing these conditions with 
different distributions from which cue patterns are sampled. 

 
Figure 1: SSL-V model: Mean probabilities of strategy 

use across trials (B1 to B4 are four blocks of 30 trials each) 
 
Also interesting were the learning rates inferred by these 

models. The SSL in its original form was modeled using the 
initial association parameter, which can be interpreted as the 
inverse of the learning rate (but not exactly equivalent). 
Implementing SSL using only response matching (RM) 
inferred a low initial association of 20 (previous studies 
have yielded best fit parameters in the range of 50-100), 
whereas a more realistic implementation incorporating 
minimum cue acquisition as well inferred an extremely high 
value of 1047, thus inferring almost no learning (since 90% 
of the trials were ineffective learning updates). 
Implementing our revised models using a re-parameterized 
learning rate yielded an average learning rate of 1.3 (SSL-
V), 0.4 (SSL-C), 0.5 (SSL-E), and 2.1 (SSL-R). The 
counterfactual model (SSL-C) includes a larger breadth of 
learning, and the entropy model (SSL-E) typically predicts 
frontloading of the learning rate, which gradually drops and 
settles to lower levels as entropy is resolved. SSL-C also 
infers that the extent of counterfactual learning (inferred 
parameter CF) is lower in the NNCC (0.36) condition as 
compared to the remaining conditions (average 0.49).  

Interestingly, while the SSL-V model shows a higher 
learning rate for CS as compared to NS, segregating these 
effects as random effects in the SSL-R model reveals a more 
intricate pattern.  It reveals that N-blocks and NS strategies 
contribute to higher learning rate effects than C-blocks and 
CS strategies respectively, and also that maximal 
heterogeneity is observed in individual participant and 

strategy type effects. This ties in nicely with the empirical 
observations on differences in adaptivity within N-blocks 
being higher than for C-blocks. It also explains the higher 
volatility of probabilities of strategies within N-blocks. 

Conclusion 
We implemented an experimental design to identify 
behavioral patterns in a paradigm where the environmental 
conditions change and the information costs push 
participants towards partial information acquisition. We 
demonstrated how otherwise successful models may be 
rendered inadequate, and successfully built a computational 
framework to reconstruct a Bayesian adaptive toolbox, 
improving our ability to account for observed behavior.  
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Abstract 

We assessed the influence of instrumental outcome 
divergence – the extent to which actions differ in terms of 
their outcome probability distributions – on behavioral 
preference in a two-alternative forced choice task.  We found 
that participants preferred a pair of available actions with high 
divergence to a pair with low divergence. The effect of 
outcome divergence, dissociated here from that of other 
motivational and information theoretic factors, potentially 
reveals the value of flexible control.  

Keywords: Instrumental Outcome Divergence; Flexible 
Control; Goal-Directedness, Choice Preference 

 

Introduction 
Goal-directed decisions are supported by a “cognitive map” 
of state transition probabilities that are flexibly combined 
with subjective utilities in order to generate action values, 
the basis of choice (Tolman, 1948; Balleine and Dickinson, 
1998; Doya et al., 2002; Daw et al., 2005).  Although 
computationally expensive, the dynamic binding of utilities 
and probabilities offers adaptive advantage over more 
automatic, habitual, action selection, which uses cached 
values based on reinforcement history (e.g., Daw et al., 
2005).  There are, however, situations in which the 
processing cost of goal-directed computations does not yield 
the return of flexible control.  Here, we introduce a novel 
decision variable – instrumental outcome divergence – that 
serves as a measure of flexible control, and assess its 
influence on behavioral preference. 

Consider the scenario illustrated in Figure 1a, which 
shows two available actions, A1 and A2, where the bars 
represent the transition probabilities of each action into 
three potential outcome states, O1, O2 and O3.  Here, the 
goal-directed approach prescribes that the agent retrieves 
each transition probability, estimates the current subjective 
utility of each outcome, computes the product of each utility 
and associated transition probability, sums across the 
resulting value distribution for each action and, finally, 
compares the two action values (e.g., Doya et al., 2002; 
Daw et al., 2005).  Of course, given equivalent costs, actions 
that yield identical outcome states will inevitably have the 
same value, and thus need not be contrasted further in terms 
of the utilities of their outcomes.  Consequently, the extent 
to which actions differ in terms of their relationships to 
future states, that is, the divergence of their outcome 

probability distributions, can be used to prune searches of 
the cognitive map. 
 

 
Figure 1: Probability distributions over three 
possible outcomes, O1, O2 and O3, for two 
available actions, A1 and A2. 

 
Now consider the scenario in Figure 1b, in which the 

probability distribution of A2 has been reversed across the 
three outcomes.  Note that, if the utilities of O1 and O3 are 
the same, the two actions still have the same value.  
Likewise, the outcome entropies – that is, the uncertainty 
about which outcome will be obtained given performance of 
an action – is the same across the two actions.  And yet, the 
two actions clearly differ.  To appreciate the significance of 
this difference, imagine that O1 and O3 represent food and 
water respectively, and that you just had a large delicious 
meal but without a drop to drink.   Chances are that your 
desire for O3 is greater than for O1 at that particular 
moment.  However, a few hours later, you may be hungry 
again and, having had all the water you want, now have a 
preference for O1.  Unlike the scenario illustrated in Figure 
1a, that in Figure 1b allows you to produce the currently 
desired outcome as preferences change, by switching 
between actions.  Thus, instrumental divergence can serve 
as a measure of agency – the greater the divergence between 
available actions, the greater the agent’s flexible control 
over the environment. 

Scanning human participants with functional magnetic 
resonance imaging (fMRI) as they performed a simple 
decision-making task, Liljeholm et al., (Liljeholm et al., 

O1 O2 O3 
A1 

A2 

a) 

O1 O2 O3 
A1 

A2 

b) 
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2013) found that activity in the inferior parietal lobule, an 
area previously implicated in several aspects of goal-
directed processing, including the computation of 
instrumental contingencies (Seo et al., 2009; Liljeholm et 
al., 2011) the attribution of intent (den Ouden et al., 2005), 
and awareness of agency (Chaminade and Decety, 2002; 
Farrer et al., 2008; Sperduti et al., 2011), scaled with the 
instrumental divergence of available actions.  However, the 
task used by Liljeholm et al. did not allow them to assess 
the influence of divergence on behavioral preference.  Here, 
to behaviorally assess the value of control, we used a novel 
experimental task (see Figure 2 and Methods for details) in 
which participants chose between pairs of actions with 
different levels of instrumental divergence.  Specifically, 
participants were required to choose between a high and low 
divergence action pair at the beginning of each block and, 
on subsequent trials in that block, choose only between the 
actions within the selected pair.   

 

 
Figure 2: Task illustration showing the choice 
screen at the beginning of a block (top), and the 
choice screen on a trial within the block (bottom).  
On each trial, once an action (e.g., A3) was 
selected, a feedback screen showed that action 
inside a selection square, together with the 
particular token (e.g., red) delivered on that trial. 
 

We predicted that, all other things being equal, 
participants would prefer action pairs with high divergence, 
as these yield the highest level of flexible control.  Flexible 
control is particularly important in a dynamic environment, 
where the subjective utilities of outcome states change 
frequently. With primary rewards, this is generally the case 
due to sensory-specific satiety (e.g., Balleine and Dickinson, 
1998).  Here, to simulate the subjective utility of primary 
rewards, we used colored tokens as outcomes, and 
reassigned values to tokens across conditions. 

   

Method 
Participants Twenty undergraduates at the University of 
California, Irvine (12 females; mean age = 20.20 ± 4.81) 
participated in the study for course credit. All participants 
gave informed consent and the Institutional Review Board 
of the University of California, Irvine, approved the study.  

Decision Variables We defined the expected value of each 
available action as the sum of the products of its transition 
probabilities and token utilities: thus, if the values of the 
green, blue and red tokens are $1, $2 and $3 respectively, 
and an action produces the three tokens with probabilities of 
0.7, 0.0 and 0.3 respectively, the expected value of that 
action is $1.6.  Another important decision variable 
frequently shown to influence instrumental choice is the 
variability, or entropy, of outcome states (Erev and Barron, 
2005; Weber and Huettel, 2008; Abler et al., 2009), which is 
greatest when the probability distribution over outcomes is 
uniform (i.e., all outcomes are equally likely) and smallest 
when the probability of a particular outcome is 1.  We 
computed the Shannon entropy of the outcome variable X 
conditional on a particular action Y, defined as:  

H X |Y( ) = p(x, y)log p(y)
p(x, y)x∈X,y∈Y

∑  

To rule this variable out as a source of behavioral 
preference, we kept it constant across all actions throughout 
the study. 

Finally, we formalize instrumental divergence as the 
Jensen-Shannon (JS) divergence of the outcome probability 
distributions for the actions in a given pair.  A finite and 
symmetrized version of the Kullback-Leiber divergence, JS 
divergence specifies the distance between probability 
distributions M and N as: 
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Task & Procedure The task is illustrated in Figure 2.  At 

the start of the experiment, participants were instructed that 
they would assume the role of a gambler in a casino, playing 
a set of four slot machines (i.e., actions, respectively labeled 
A1, A2, A3, and A4) that yielded three different colored 
tokens (blue, green and red), each worth a particular amount 
of money, with different probabilities.  They were further 
told that, in each of several blocks, they would be required 
to first select a room in which only two slot-machines were 
available, and that they could only choose between the two 
machines in the selected room on subsequent trials in that 

Room 1: A1 v. A2 
Press ! to select Press " to select  

OR Room 2: A1 v. A3 

$2 

$3 

$1 

A1 

. . . 
A2 A3 A4 
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block.  Finally, participants were instructed that, while the 
outcome probabilities would remain constant throughout the 
study, the values of the tokens would change at various 
times, and these changes might occur after the participant 
had already committed to a particular pair of machines in a 
given block.  Consequently, although changes in value were 
explicitly announced, and the current values of tokens were 
always printed on their surface (to facilitate the computation 
of expected values), a participant might find themselves in a 
room in which the values of the two available actions had 
suddenly been altered.    

Two distinct probability distributions over the three 
possible token outcomes were used: 0.7, 0.0, 0.3 and 0.0, 
0.7, 0.3.  The assignment of outcome distributions to actions 
was such that two of the actions (either A1 and A2 or A1 
and A3, counterbalanced across subjects) always shared one 
distribution, while the other two actions shared the other 
distribution.  This yielded a low (zero) outcome divergence 
for pairs in which the two actions shared the same 
probability distribution (as in Figure 1a), and a high (0.49) 
outcome divergence for pairs in which actions had different 
outcome probability distribution (as in Figure 1b).  The 
unpredictability (i.e., Shannon entropy) of outcomes given a 
particular action was held constant at 0.61 for all actions. 
The four actions were combined into six pairs, which were 
in turn combined into 15 two-alternative choice scenarios 
(see top screen in Figure 2).  For 8 of these scenarios, 
divergence differed across the two action pairs, while for the 
remaining 7 scenarios, all decision variables, including 
divergence, where the same for both available pairs. 

We were primarily interested in assessing preference for 
high- over low-divergence pairs when expected value was 
held constant across pairs.  Consequently, in the majority of 
blocks, the values assigned to the blue, green and red token 
respectively were $2, $2 and $1, yielding identical expected 
values for all actions.  However, to simulate a dynamic 
environment, in a subset of blocks, the token values were 
changed to $2, $1 and $3 respectively, and in yet another 
subset they were changed to $1, $2 and $3: For these two 
subsets of blocks, the expected value of the low-divergence 
action pair was either higher ($2.30) or lower ($1.60) than 
that of the high-divergence pair ($1.95), depending on 
which outcome probability distribution was shared by the 
two actions in the low-divergence pair.  

Changes between the three distinct value assignments 
described in the previous paragraph (henceforth v1, v2 and 
v3), although explicitly announced and apparent based on 
the numbers printed on tokens, were unpredictable in that 
they always occurred after a participant had already 
committed to a particular pair of actions in a given block.  
The order of value assignments was such that four 
consecutive v1 blocks were followed by a set of four 
consecutive v2 blocks, followed by another set of four v1 
blocks, followed by a set of four v3 blocks.  This entire 

sequence was repeated once, followed by a final set of four 
v1 blocks, yielding 9 sets of 4 blocks for a total of 36 
blocks.1  Each v2 and v3 set contained two blocks in which 
expected value differed in the same direction as divergence 
and two blocks for which expected value differed in the 
opposite direction of divergence. The order of v2 and v3 sets 
was counterbalanced across participants and the order of 
blocks within each set was random.  Finally, each block 
consisted of 6 trials on which participants choose between 
the two actions in the selected pair, for a total of 216 trials.  

Before starting the gambling task participants were given 
a practice session in order to learn the probabilities with 
which each action produced the different colored tokens. To 
avoid biasing participants towards any particular reward 
distribution, no values were printed on the tokens in the 
practice session.  During practice, to ensure equal sampling, 
each action was presented on 10 consecutive trials with only 
that action being available, and with tokens occurring 
exactly according to their programmed probabilities (i.e., if 
the action produced green tokens with a probability of 0.2, 
the green token would be delivered on exactly 2 of the 10 
trials).   

Following 10 trials with a given action, participants rated 
the probability with which that action produced each 
colored token before proceeding to the next action.  Once all 
actions had been practiced, the four actions were presented 
in random order and participants again rated the outcome 
probabilities of each.  If a participants’ estimate of any 
given probability deviated by more than 0.2 from the 
programmed probability, they were returned to the 
beginning of the practice phase, and this continued until all 
rated probabilities were within 0.2 points of programmed 
probabilities.  At the end of the study, after the gambling 
phase, participants again provided estimates of the action-
token probabilities.  

Importantly, all monetary amounts were fictive, and 
participants were instructed at the beginning of the 
experiment that they would not receive any actual money 
upon completing the study.  Nonetheless, given the 
previously demonstrated correspondence between real and 
fictive monetary rewards, in both behavioral choice and 
neural correlates (Bowman and Turnbull, 2003; Bickel et 
al., 2009; Miyapuram et al., 2012), we predicted that 
participants would select pairs with the highest expected 
value whenever expected value differed across pairs, 
regardless of differences in divergence.  We also 
hypothesized, however, that participants would choose 
according to divergence whenever expected values were 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
1 For completeness, the 7 choice scenarios in which all decision 
variables were held constant across the two available pairs were 
randomly distributed throughout the sequence of 36 blocks.  These 
7 blocks were not analyzed and will not be discussed further. 
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held constant across pairs, reflecting the postulated value of 
control.  

  

Results 
Participants required on average 1.9 (SD=1.2) cycles of 

practice on the action-token probabilities.  Mean probability 
ratings, obtained right before and right after the gambling 
phase, are shown in Table 1.   
 

Table 1: Mean probability ratings with standard 
deviations. Programmed probabilities are shown in 
the top row. Mean ratings, obtained before and 
after the gambling task, are averaged across actions 
and outcomes, yielding three unique outcome 
probabilities. 

 
 
 
 
 
 
Consistent with our primary hypothesis, we found that, 

when divergence differed across the two available action 
pairs while expected value and outcome entropy were held 
constant, there was a preference for high over low 
divergence, such that participants selected the high 
divergence pair 66% (SD  = 23%) of the time.  A planned 
comparison revealed that this was significantly greater than 
chance performance, t(19) = 3.20, p < 0.005. 

To assess how preferences for divergence was modulated 
by expected value, blocks were divided into 3 expected 
value conditions: In the first condition, expected value was 
held constant across the high and low divergence pair, in the 
second condition, expected value differed across pairs in the 
same direction as divergence, and in the third condition 
expected value differed in the opposite direction of 
divergence.   We entered the percentage of high divergence 
choices by each participant into a 3 (expected value) x 2 
(order) x 2 (probability) mixed analysis of variance, with 
“expected value” as a repeated measure and with “order” 
and “probability”, respectively indicating the order of v2 and 
v3 sets and the assignment of probability distributions to 
actions (see methods), as between-subjects factors.    

There was a significant main effect of expected value, 
F(2,32)=21.86, p<0.001.  There was no significant effect of 
the order in which changes in value assignments (i.e., v2 and 
v3 sets) occurred within the sequence of blocks, 
F(1,16)=1.14, p=0.30, nor any significant effect of which 
two of the four actions shared a particular outcome 
probability distribution, F(1,16)=2.62, p=0.13.  There were 
no significant interactions (smallest p=0.13).   

Bonferroni adjusted pairwise comparisons revealed that 
the percentage of high divergence choices was significantly 
greater when expected value differed in the same direction 
as divergence, 81% (SD = 24 %), than when expected value 

differed in the opposite direction of divergence, 33% (SD = 
26%), p<0.001.  The percentage of high divergence choices 
was also significantly greater when expected value was held 
constant across pairs, 66% (SD  = 23%), than when 
expected value differed in the opposite direction of 
divergence, p<0.001.  Although the percentage of high 
divergence choices was apparently greater when expected 
value differed in the same direction as divergence than when 
expected value was held constant, this difference did not 
reach significance, p=0.09. 

 
Discussion 

We assessed the influence of instrumental outcome 
divergence – the extent to which actions differ in terms of 
their outcome probability distributions – on behavioral 
preference in a simple gambling task.  In each round of 
gambling, participants chose between two pairs of actions, 
knowing that they would be restricted to choosing between 
actions in the selected pair on subsequent trials in that 
round.  One pair of actions had high outcome divergence 
while the other pair had zero outcome divergence. We found 
that, when other decision variables, such as expected value 
and outcome predictability, were held constant, participant 
chose the pair with high divergence significantly more often 
than that with zero divergence.    

As noted, actions with high outcome divergence afford an 
agent flexible control over the environment: a commodity 
that is particularly valuable when the utilities of states are 
dynamically changing, as in the current task.  We interpret 
the preference for high divergence demonstrated here as 
reflecting the intrinsic value of flexible control.  
Alternatively, however, participant’s choices may reflect a 
previously demonstrated tendency to increase diversity, 
motivated by a desire to minimize risk in uncertain 
environments (Hedesstrom et al., 2006; Ayal and Zakay, 
2009). Although highly related, in that greater outcome 
divergence allows for greater diversity, as is the case in the 
present study, the flexible control afforded by divergence 
does not necessarily follow from diversity.    

To illustrate the distinction between diversity and 
instrumental divergence, imagine that you are allowed to 
choose between the two scenarios illustrated in Figure 1a 
and 1b respectively, but that once you make your selection, 
a computer algorithm chooses between A1 and A2 with a 
probability of 0.5.  While selecting the high-divergence 
scenario in Figure 1b would yield the highest diversity, it 
would not allow you to avoid a particular outcome (e.g., O1) 
should this outcome suddenly lose its utility.  On the other 
hand, if you were permitted to choose between A1 and A2 
yourself, selecting the high-divergence scenario would 
allow you to completely avoid O1.  Alternatively, imagine 
that the two outcome probability distributions in Figure 1a 
were uniform, such that all outcomes were equally likely: 

!

 0.7 0.0 0.3 

Before 0.70 ± 0.02 0.00 ± 0.01 0.30 ± 0.02 

After 0.65 ± 0.17 0.04± 0.12 0.31 ± 0.07 
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this would yield maximum diversity, but zero instrumental 
divergence.  Further work is needed to discriminate between 
preferences for diversity versus instrumental divergence in 
goal-directed choice. 

On several gambling rounds in the current study, expected 
value differed across action pairs, in either the same or 
opposite direction of divergence. Participants’ choices were 
in accordance with expected value on these rounds, such 
that the percentage of high divergence choices was 
significantly greater when expected value differed in the 
same than in the opposite direction.  Indeed, the high 
divergence pair was only selected on 33% of rounds in 
which expected value differed in the opposite direction.  
Although this preference for monetary reward over 
divergence would likely have been even more marked if 
actual, rather than fictive, monetary amounts had been used, 
it is also possible that there are relative magnitudes of 
currency and divergence at which the value of control 
exceeds that of monetary gain: a breaking point in the trade-
off between motivational and information theoretic decision 
variables.  

Model-based reinforcement learning (RL) represents 
knowledge about action-outcome contingencies as a matrix 
of state-transition probabilities (e.g., Doya et al., 2002; Daw 
et al., 2005).  In this framework, on each learning trial, 
leaving one state and arriving in the next contingent on 
performing a particular action, the agent computes a state 
prediction-error, which is then used to update transition 
probabilities.  In our previous work (Liljeholm et al., 2013) 
we computed instrumental outcome divergence based on 
such trial-by-trial changes in transition probabilities, derived 
by fitting an RL model to behavioral choices.  In the present 
study, since participants were trained to criterion on 
outcome probabilities prior to the gambling task, we instead 
computed divergence based on two predefined outcome 
probability distributions.  Future work may consider a more 
fine-grained analysis of preference for high divergence 
under conditions of trial-and-error learning. 

Another interesting consideration is the potential role of 
outcome divergence in stimulus generalization. If two cues 
signal identical future states, the cost of discriminating 
between them does not yield a return of improved 
predictability and, consequently, is likely not worth the 
effort.  Indeed, it is well known that pairing distinct cues 
with the same outcome enhances subsequent generalization 
between those cues, a phenomenon known as acquired 
equivalence (Honey and Hall, 1989; Liljeholm and Balleine, 
2010).  Analogously, in acquired distinctiveness, the pairing 
of cues with different outcomes decreases subsequent 
generalization (Bonardi et al., 2005).  Thus far, equivalence 
and distinctiveness effects have, to our knowledge, been 
limited to cases with two distinct outcome states and 
deterministic cue-outcome relationships.  The use of 

outcome divergence allows for a potential extension of such 
effects to the case of multiple probabilistic outcomes. 

Finally, outcome divergence may have a modulatory 
influence on “sense of agency” – a conscious experience of 
ones capacity to impact the external world commonly 
measured as a compression of the perceived time interval 
between voluntary actions and their consequences (Haggard 
et al., 2002; Haggard and Cole, 2007).  Intriguingly, a recent 
study showed that the degree of temporal compression 
increased with the number of available actions such that, the 
greater the number of action alternatives, the smaller the 
perceived temporal interval (Barlas and Obhi, 2013).  A 
distinct possibility is that not only the number of available 
actions but also the divergence of their outcome 
distributions plays a role in this effect.  Notably, since 
schizophrenic individuals have been shown to have a 
dysregulated sense of agency (Haggard et al., 2003; Voss et 
al., 2010), the influence of outcome divergence on this 
measure may prove to be a useful diagnostic tool in the 
early detection of thought disorders. 

In summary, we have introduced a novel decision variable 
– instrumental outcome divergence – and demonstrated its 
influence, dissociable from that of other motivational and 
information theoretic factors, on behavioral preference.  Our 
results complement previous work on the controllability of 
outcomes (McClure et al., 2001; Haggard et al., 2003; 
Teodorescu and Erev, 2014) and contribute towards a fuller 
characterization of goal-directed cognition and action.   

Acknowledgements 
This work was supported by a start-up fund from the 
University of California, Irvine to M.L.  The authors thank 
Daniel McNamee for helpful discussion. 

 
References 

Abler B, Herrnberger B, Gron G, Spitzer M (2009) From 
uncertainty to reward: BOLD characteristics differentiate 
signaling pathways. BMC neuroscience 10:154. 

Ayal S, Zakay D (2009) The perceived diversity heuristic: 
the case of pseudodiversity. Journal of personality and 
social psychology 96:559-573. 

Balleine BW, Dickinson A (1998) Goal-directed 
instrumental action: contingency and incentive learning 
and their cortical substrates. Neuropharmacology 37:407-
419. 

Barlas Z, Obhi SS (2013) Freedom, choice, and the sense of 
agency. Frontiers in human neuroscience 7:514. 

Bickel WK, Pitcock JA, Yi R, Angtuaco EJ (2009) 
Congruence of BOLD response across intertemporal 
choice conditions: fictive and real money gains and 
losses. J Neurosci 29:8839-8846. 

Bonardi C, Graham S, Hall G, Mitchell C (2005) Acquired 
distinctiveness and equivalence in human discrimination 

1605



learning: evidence for an attentional process. 
Psychonomic bulletin & review 12:88-92. 

Bowman CH, Turnbull OH (2003) Real versus facsimile 
reinforcers on the Iowa Gambling Task. Brain and 
cognition 53:207-210. 

Chaminade T, Decety J (2002) Leader or follower? 
Involvement of the inferior parietal lobule in agency. 
Neuroreport 13:1975-1978. 

Daw ND, Niv Y, Dayan P (2005) Uncertainty-based 
competition between prefrontal and dorsolateral striatal 
systems for behavioral control. Nature neuroscience 
8:1704-1711. 

den Ouden HM, Frith U, Frith C, S.J. B (2005) Thinking 
about intentions. NeuroImage 28:787-796. 

Doya K, Samejima K, Katagiri K, Kawato M (2002) 
Multiple model-based reinforcement learning. Neural 
computation 14:1347-1369. 

Erev I, Barron G (2005) On adaptation, maximization, and 
reinforcement learning among cognitive strategies. 
Psychological review 112:912-931. 

Farrer C, Frey SH, Van Horn JD, Tunik E, Turk D, Inati S, 
Grafton ST (2008) The angular gyrus computes action 
awareness representations. Cereb Cortex 18:254-261. 

Haggard P, Cole J (2007) Intention, attention and the 
temporal experience of action. Consciousness and 
cognition 16:211-220. 

Haggard P, Clark S, Kalogeras J (2002) Voluntary action 
and conscious awareness. Nature neuroscience 5:382-385. 

Haggard P, Martin F, Taylor-Clarke M, Jeannerod M, 
Franck N (2003) Awareness of action in schizophrenia. 
Neuroreport 14:1081-1085. 

Hedesstrom TM, Svedsater H, Garling T (2006) Covariation 
neglect among novice investors. J Exp Psychol-Appl 
12:155-165. 

Honey RC, Hall G (1989) Acquired equivalence and 
distinctiveness of cues. Journal of experimental 
psychology Animal behavior processes 15:338-346. 

Liljeholm M, Balleine BW (2010) Extracting functional 
equivalence from reversing contingencies. Journal of 
experimental psychology Animal behavior processes 
36:165-171. 

Liljeholm M, Tricomi E, O'Doherty JP, Balleine BW (2011) 
Neural correlates of instrumental contingency learning: 
differential effects of action-reward conjunction and 
disjunction. J Neurosci 31:2474-2480. 

Liljeholm M, Wang S, Zhang J, O'Doherty JP (2013) Neural 
correlates of the divergence of instrumental probability 
distributions. J Neurosci 33:12519-12527. 

McClure J, Densley L, Liu JH, Allen M (2001) Constraints 
on equifinality: goals are good explanations only for 
controllable outcomes. The British journal of social 
psychology / the British Psychological Society 40:99-115. 

Miyapuram KP, Tobler PN, Gregorios-Pippas L, Schultz W 
(2012) BOLD responses in reward regions to hypothetical 
and imaginary monetary rewards. Neuroimage 59:1692-
1699. 

Seo H, Barraclough DJ, Lee D (2009) Lateral intraparietal 
cortex and reinforcement learning during a mixed-strategy 
game. J Neurosci 29:7278-7289. 

Sperduti M, Delaveau P, Fossati P, Nadel J (2011) Different 
brain structures related to self- and external-agency 
attribution: a brief review and meta-analysis. Brain 
structure & function 216:151-157. 

Teodorescu K, Erev I (2014) Learned helplessness and 
learned prevalence: exploring the causal relations among 
perceived controllability, reward prevalence, and 
exploration. Psychological science 25:1861-1869. 

Tolman EC (1948) Cognitive maps in rats and men. 
Psychological review 55:189-208. 

Voss M, Moore J, Hauser M, Gallinat J, Heinz A, Haggard 
P (2010) Altered awareness of action in schizophrenia: a 
specific deficit in predicting action consequences. Brain : 
a journal of neurology 133:3104-3112. 

Weber BJ, Huettel SA (2008) The neural substrates of 
probabilistic and intertemporal decision making. Brain 
research 1234:104-115. 

 

1606



Towards semantically rich and recursive word learning models
Francis Mollica (fmollica@bcs.rochester.edu)

Steven T. Piantadosi (spiantadosi@bcs.rochester.edu)
Department of Brain and Cognitive Sciences, University of Rochester, Rochester, NY 14627 USA

Abstract

Current models of word learning focus on the mapping be-
tween words and their referents and remain mute with regard
to conceptual representation. We develop a cross-situational
model of word learning that captures word-concept mapping
by jointly inferring the referents and underlying concepts for
each word. We also develop a variant of our model that incor-
porates recursion, which entertains the idea that children can
use learned words to aid future learning. We demonstrate both
models’ ability to learn kinship terms and show that adding
recursion into the model speeds acquisition.
Keywords: word learning; cross-situational learning; lan-
guage acquisition

Introduction
Most contemporary research on word learning examines how
children solve the word-to-referent mapping problem—i.e.,
how children who are presented with multi-word utterances in
multi-referent contexts learn which objects, events, or prop-
erties a word refers to. Real-life word learning is actually
much more interesting than discovering these simple corre-
spondences; discovery of the meaning of words often goes
hand-in-hand with true conceptual learning. Waxman and
Markow (1995) argue that, for kids, encountering a new word
provides an “invitation” for a conceptual distinction to be
made. It has even been shown in adults that having novel
words improves category learning (Lupyan, 2006). In this
light, it is not surprising that having conceptual knowledge
influences how children extend novel words (Booth & Wax-
man, 2002).

Here, we aim to extend formalized theories of cross-
situational word learning to capture not just the salient physi-
cal referents that are present, but the more abstract conceptual
meanings that adults posses. A useful framework for under-
standing our approach is the semiotic triangle put forth by
Peirce (1868):

concept

word referent

Competent word users must know each link—the mappings
from words to referents and words to abstract concepts, and
the relationship between abstract concepts and their referents.
In learning, children must use observed co-occurrences of,
say, the word “accordion” and physical accordions to infer
this mapping, as well as the abstract concept ACCORDION
that can, in principle, refer to infinitely many physical objects.

Cross-situational models of word learning capitalize on the
fact that a word is often heard when its referent is in the im-
mediate context. Repeated exposure of words and their cor-
responding referents in multiple contexts provides the basis
for the statistical learning of the association between words

and referents. Variants of cross-situational models have been
couched in terms of connectionist networks (Plunkett, Sinha,
Møller, & Strandsby, 1992), deductive hypothesis testing
(Siskind, 1996), hypothesis competition (Regier, 2005) and
probabilistic inference (Yu & Ballard, 2007; Frank, Good-
man, & Tenenbaum, 2009). These prior theories remain mute
about concept-word mappings or assume words label pre-
existing concepts, an assumption that is inherently problem-
atic. These theories leave unanswered both how conceptual
representations develop and how the word-concept mapping
interacts with the word-referent mapping.

An alternative approach is to treat conceptual development
and word learning as a joint inference problem. This is the
approach that we develop in this paper building on general
versions of ideas proposed in prior cross-situational learning
models. Our work provides a cross-situational word learning
model that aims to integrate the three aspects of word learn-
ing: word labels, object referents, and abstract concepts. It
works by combining a plausible (though simplified) semantic
representation with cross-situational evidence of words and
referents. Our model also captures the idea that children do
not just learn concepts but organize conceptual information
to form intuitive theories about the world (Carey, 1985; Well-
man & Gelman, 1992). There have been advances in compu-
tational modeling on learning how these theories might be
structured (Tenenbaum, Griffiths, & Kemp, 2006) and ac-
quired (Ullman, Goodman, & Tenenbaum, 2012).

Intuitive theories likely influence how a child approaches
word learning. For example, a child that has learned an ab-
stract conceptual structure might approach learning words as
denoting relationships across the structure; this kind of be-
havior is likely relevant in number word learning, where the
structure of the count list (“one”, “two”, “three”, etc.) likely
provides a placeholder structure for their meanings (Carey,
2009). Of course, such structures can be more complex than
lists: a child’s theory of kinship as a family tree might shape
how they approach the task of learning kinship terms. For in-
stance, a child might need to have the right conceptual struc-
ture (e.g. a tree) with the referents in their particular family
members in the right place in order to correctly determine ab-
stract relations like uncle.

Our Approach
Here, we study the domain of kinship as an example of cross-
situational word learning that requires abstract conceptual
knowledge. Kinship is an ideal domain because it lends itself
to straightforward logical representation and it is one of the
early domains available to children, building on their initial
learning of terms like mom and dad. The domain is complex
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enough to need interesting cognitive mechanics, but simple
enough to be computationally and representationally tractable
(Katz, Goodman, Kersting, Kemp, & Tenenbaum, 2008). In
our demonstration, we focus on learning the word-concept-
referent mappings for following kinship terms of English:
parent, child, spouse, grandparent, sibling, uncle/aunt1 and
cousin.

We start by considering a cross-situational learning setup,
meaning that children and the model observe both words
and immediately available referents (e.g., parent spoken by
“Rose” to refer to “Brandy”). The model formalizes a se-
mantic space that includes the possibility of learning individ-
ual referents for each word (as in traditional word-learning
models), or more abstract logical concepts. This represen-
tation can be thought of as a function that, given a context,
returns a set of referents in that context. The simplest hy-
potheses explicitly “memorize” the set of referents for each
word; however, the model also allows logical hypotheses that
implicitly define this set. For instance, a word like parent
might return the pairs X ,Y such that X is the parent of Y . The
model is cross-situational because any instance of parent will
occur with only one particular X and Y (e.g. “Brandy” and
“Rose”). The learner must aggregate information across us-
ages in order to both figure out the more abstract, productive
form of the meaning, and learn that parent does not refer to a
particular parent (e.g. “Brandy”).

Our learning model uses two components, both of which
have been used in previous models of conceptual and lan-
guage learning (e.g. Goodman, Tenenbaum, Feldman, &
Griffiths, 2008; Ullman et al., 2012; Piantadosi, Tenenbaum,
& Goodman, 2013, 2012): a simplicity prior over semantic
representations and a size principle likelihood specifying how
well any hypothesized representation explains the observed
data.

Our prior takes the form of a Probabilistic Context Free
Grammar (PCFG) which specifies how learners may combine
our assumed semantic primitives and entities in the context
(see Table 1).

Table 1: The PCFG used for learning Kinship terms.
START→ SET SET→ parents(SET)
SET→ union(SET,SET) SET→ children(SET)
SET→ intersection(SET,SET) SET→ spouses(SET)
SET→ set difference(SET,SET) SET→ male(SET)
SET→ complement(SET) SET→ female(SET)
SET→ specific referent SET→ X

Our PCFG for learning kinship terms included the set-
theoretical primitives, union, intersection, set-difference and
complement, and primitives specific to the kinship domain,
parents, children, spouses, male and female. All entities in
the context were potential sets. Additionally, the speaker X
was included in the grammar as a potential set. The context

1For simplicity, we do not distinguish gender here, although
there is nothing to suggest the model could not handle it with the
addition of gender primitives.

Figure 1: Family tree serving as the context for our model.
Bold lines signify spouse relationships.

for our kinship model was based on the family tree shown in
Figure 1. All members of the family tree were seen by the
model as potential referents. We assume the learner has de-
veloped the abstract structure of a family tree, including the
primitive relations between entities. Future research will at-
tempt to integrate learning the tree structure and primitives
into the model.

The likelihood function gives the probability of a word Wi
correctly being mapped onto a referent Yi conditioned on the
speaker Xi, the context Ci, and the current hypotheses for each
word, i.e. the hypothesized lexicon L. We assume a noisy
likelihood process, where a correct word-referent pair is ob-
served with probability α and an incorrect word-referent pair
is observed with probability 1-α. Here, we fix α = 0.9.

The PCFG and the likelihood function specify a probabil-
ity model for all possible lexicons. With this model we can
rank the probability of a hypothesized lexicon conditioned on
observed word-referent mappings in a given context with a
given speaker according to Bayes Rule:

P(L|W,X ,Y,C) ∝ P(L) ·∏
i

P(Wi,Yi|L,Xi,Ci) (1)

Here, P(L) is the probability of L under the PCFG and
P(Wi,Yi|L,Xi,Ci) gives the likelihood of the word-referent
mappings under the hypothesized lexicon and the observed
data. The PCFG prior penalized complex lexicons, meaning
that this builds in a simplicity bias, a natural assumption for
learners (Feldman, 2003) especially for the kinship domain,
where it has been shown that kinship systems are the opti-
mal trade-off between simplicity and informativity (Kemp &
Regier, 2012). Thus, learners “score” any hypothesized lex-
icon (mapping of words to meanings) L by considering (i)
how complex L is and (ii) how well L explains the observed
word-referent usages.

Methods
Using Equation 1 to determine the most likely lexicons given
the data is a complex inference problem because there are, in
principle, infinite possible lexicons generated from the PCFG.
Here, we solve the problem using sampling—Markov-Chain
Monte-Carlo (MCMC)—methods. MCMC provide samples
from the posterior distribution (in this case P(L|W,X ,Y,C) )
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Figure 2: Expected proportion of corrected hypotheses by the number of observed data points.

by walking around the space of hypotheses. In the limit, these
walks provably draw samples from the true posterior distri-
bution. Because our hypothesis space is discrete, this method
primarily allows us to determine the most likely lexicon given
the observed data.

We ran the model on simulated data constructed by sam-
pling data from a correct lexicon with the specified noise pa-
rameter α. Note that by sampling based on the true word-
referent mappings in the tree, the data selected is biased to-
wards the more common relationships in the specific tree used
as context. Additionally, we did not fix the speaker to a spe-
cific person. If we had fixed the speaker, the data would be
egocentric with regard to the speaker, meaning that the model
would be attempting to learn the referents of kinship terms for
that person as opposed to the underlying concepts for kinship
terms in general.

We varied the amount of data the model received from
10 data points to 250 data points at ten point intervals and
ran 16 sampling chains for one million steps at each data
amount. For each chain, we saved the 100 lexicons with the
highest posterior score, and used the union of these sets as
a finite hypothesis space representing the posterior distribu-
tion (Piantadosi et al., 2012). We used the finite hypothesis
space to calculate the learning trajectory for each word as the
amount of data observed increases. Given that the hypotheses
were generated based on varying amounts of data, their pos-
terior score and likelihood per data point were normalized by
recalculating them on a set of 1000 data points. The growth
trajectory is then represented as the posterior-weighted aver-
age of all lexicons’ accuracy.

Model Results
The model learned the correct hypothesis for each word2 (see
Table 2). As can be seen in Figure 2, the model learns the
correct hypotheses for simple concepts, such as PARENT and
GRANDPARENT, faster than it learns the correct hypotheses
for more complex concepts, such as SIBLING and COUSIN.
The logistic shape of the growth curves suggests that accurate
performance is not gradual. Therefore, the model predicts
that after observing a certain amount of data, a child should
be able to learn the correct concept for each word.

The posterior-weighted average of each hypothesis’ re-
call and precision3 can be used to identify patterns of over-
generalization and under-generalization of a word’s refer-
ents. The posterior-weighted average recall represents the
proposed hypotheses ability to select the correct referents. A
recall of one means that on average each hypothesis selected
all of the correct referents. The posterior weighted average
precision reflects the hypotheses’ specificity in selecting only
the correct referents. Recall greater than precision suggests
that a word is being over-extended to incorrect referents as
can be seen for siblings, cousins and uncles/aunts.

As expected by the pattern of precision and recall, the in-
correct hypotheses in the finite hypothesis space (see Table 2)
tend to over-generalize terms corresponding to complex con-
cepts. The most common incorrect hypotheses for siblings,
uncles/aunts and cousins are over-extensions of the terms to
respectively include the speaker herself, the speaker’s parents,
or everyone in the speakers generation including the speaker.

2For readability, all hypotheses presented in the paper have been
transformed into their simplest semantically equivalent form—i.e.,
the shortest composition of primitives denoting the same set of ref-
erents.

3Recall is the amount of correct referents proposed by the hy-
pothesis divided by the total amount of correct referents for the
word. Precision is the total amount of correct referents proposed by
the hypothesis divided by all referents proposed by the hypothesis.
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Table 2: Correct hypothesis and most common incorrect hypothesis for each word.
Word Correct Hypothesis Most Common Incorrect Hypothesis

Children children(X) children(spouses(X))
Parents parents(X) spouses(parents(X))

Grandparents parents(parents(X)) parents(spouses(parents(X)))
Spouses spouses(X) male(spouses(X))
Siblings set difference(children(parents(X)), X) children(parents(X))

Uncles/Aunts union(set difference(children(parents(parents(X))), parents(X)), union(children(parents(parents(X))),
spouses(set difference(children(parents(parents(X))), parents(X)))) spouses(children(parents(parents(X)))))

Cousins children(union(set difference(children(parents(parents(X))), parents(X)), children(spouses(children(parents(parents(X)))))
spouses(set difference(children(parents(parents(X))), parents(X)))))

Interestingly, the most common mistakes made learning the
simpler concepts tend to under-generalize a term by imposing
an additional constraint. For children, parent and grandpar-
ent, the incorrect hypotheses would be correct if every child
had two married parents, represented by spouse relationships.
The incorrect hypothesis for spouse places an unnecessary
male constraint on the correct hypothesis. At face value, these
mistakes seem like plausible mistakes a child learning kinship
terms could make.

The model also demonstrated that under simple assump-
tions, rational statistical learners will not learn specific refer-
ents but prefer abstract logical hypotheses. For instance, the
posterior probability of a hypothesis containing any specific
referent was at most 10−25 by 5 data points. The pressure for
abstraction occurs because any particular referent is unlikely
in the prior and the speaker varies, meaning that accurate
word-referent maps are hard to create4. For example, propos-
ing that sibling refers to rose is only true when spoken by
Rose’s siblings. To avoid under-generalizing, the model con-
structed abstract hypotheses that over-generalized the word
to many referents. As the model observed more data, it nar-
rowed down the set of potential referents in an attempt to find
the simplest correct hypothesis.

Comparison to Child Data Our model’s predicted learn-
ing trajectories can, in principle, be compared to child ac-
quisition data. We used the Words and Gestures MacArthur-
Bates Communicative Development Inventory (MCDI) data
from Word Bank5 to calculate child learning trajectories for
parents, grandparents, siblings and uncle/aunts. The MCDI
data is a parent report measure of their child’s understanding
of a specific list of words. As our model did not differentiate
gender, we averaged over the gendered terms in the MCDI for
each concept in our model (e.g., mommy/daddy corresponds
to parents). While the MCDI is the best data set available, the
child’s understanding of a word is based on parental report
rather than experiments and, thus, might incorrectly capture
children’s true understanding. For example, without proper
controls, over-generalization can be mistaken for correct un-
derstanding.

Figure 3a shows smoothed growth curves fit to MCDI
data. The order of acquisition that the model pre-

4When the model is provided with ego-centric data, hypotheses
with specific referents are more likely.

5Retrieved from wordbank.stanford.edu on 2015-01-20.

dicts roughly matches the qualitative pattern observed
in this data: mommy/daddy (parent) is learned quickly,
grandma/grandpa (grandparent) is learned somewhat less
quickly, and brother/sister (sibling) and uncle/aunt take much
more time. Intuitively, the model explains this acquisition tra-
jectory by penalizing complex hypotheses. When the model
has not observed much data, it relies heavily on its prior,
which is biased to favor simplicity. If you compare the com-
plexity of the correct hypotheses the model learns (see Table
2), PARENT is a single semantic primitive, GRANDPARENT
requires two primitives, and SIBLINGS and UNCLES/AUNTS
are much more complex.

However, beyond the relative difficulty of words, the gen-
eral shape of the model predictions do not closely match chil-
dren’s trajectory. The child data suggest a gradual acquisi-
tion of kinship terms. As discussed in Ullman et al. (2012),
one possible explanation for this discrepancy is that the model
predicts an individual child’s learning trajectory; whereas, the
MCDI data is an average growth trajectory over children. If
we consider that children might differ in the rate at which
they observe data, curves that are individually logistic might
suggest gradual learning when averaged together.

To further explore the relationship between children’s be-
havior and the model, we considered transforming both learn-
ing curves to relate performance to the number of instances
of each word; however, there is no directly analogous way to
convert the child data. We tried fitting a logistic regression
for each word as a function of age in months and dividing
the coefficient for age by an estimate of the number of in-
stances of that word a child hears in a month. In doing so,
we assumed children hear 360,000 words per month and esti-
mated instances of a specific word using frequency data from
CHILDES6 (see Figure 3b).

Interestingly, this transformation suggests that higher fre-
quency words need more data to be learned. For instance,
mommy, which is learned very quickly, is also extremely fre-
quent. Its learning curve, therefore, stretches out, showing
that children require many instances to learn. Conversely, un-
cle/aunt, which is learned slowly, is relatively infrequent and
its learning curve suggests that children require very few in-
stances to learn.

However, this pattern in the transformed data may not re-
flect what happens with children. The word frequency es-
timates from corpus data may overestimate the amount of

6Data retrieved on 2015-01-20 using ChildFreq (Bååth, 2010).
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Figure 3: (a) Growth trajectories of MCDI data by age. (b) Growth trajectories from MCDI data by number of instances.

data actually considered by the learner. At the same time, if
the pattern of learning trajectories from the transformed child
data is accurate, there is a discrepancy with the model. Ac-
cording to the child data, the more complex concepts such as
UNCLE/AUNT require relatively few data points and the sim-
ple concepts require many data points. This is the exact oppo-
site prediction from our model and any other with a simplicity
bias. One possibility for this discrepancy is that while word
learning is a joint learning problem, the learning of concept-
word mappings and word-referent mappings might not occur
on the exact same time scale. In this domain, children might
learn word-referent mappings before they learn word-concept
mappings. As a result, the transition from associative link
to abstract conceptual representation might require additional
data points. Whether or not word-referent mappings must
precede word-concept mappings is an empirical question.

Another possible explanation is that in kinship and other
semantic domains, a conceptual representation’s dependence
on an abstract structural representation (e.g., tree or taxon-
omy) limits a child’s ability to learn word-concept mappings
until the abstract structural representation has been devel-
oped. This explanation could plausibly explain the transfor-
mation requiring more words for simple concepts. If you con-
sider the learner using early relationships, such as PARENT
and SPOUSE, to construct a family tree, the high instance re-
quirement might reflect the development of the kinship tree.
Future research will explore these possibilities.

Recursive vs. Non-Recursive
One of the most interesting aspects of children’s theory learn-
ing is that theories can be rich, interconnected systems of
ideas and concepts. Our model allows us to explore learn-
ing interconnected representations in the domain of kinship
by potentially allowing words to be defined in terms of other
words, a capacity essentially for recursion.

In a second version of the model, we built recursive rules
into the PCFG. For instance, the recursive grammar allows
a function like SET → uncle(SET), giving the referents that
are considered “uncles” by the model’s current hypothesized
lexicon (which may or may not be correct). To prevent infinite
recursion, hypotheses were restricted to recurse maximally

ten times.
As with the non-recursive model, we varied the amount of

data given to the model from 5 data points to 200 data points
at five point intervals and ran 16 sampling chains for 500,000
steps at each data amount. Again, we created a finite hypoth-
esis space and calculated the learning trajectories using the
same method as before (see Figure 4).

For the words with simple hypotheses, there is no substan-
tial difference in allowing the model to recurse; however, for
the more complex hypotheses, allowing recursion decreases
the number of data points that need to be observed. This is
because some word meanings can be expressed more con-
cisely by referencing other word meanings. For instance,
COUSIN becomes easier to learn once UNCLE is known be-
cause COUSIN can be expressed as children(uncle(X)), in-
stead of the more arduous form in Table 2 above.

As our model shows, acquisition of this kind of recursive,
interrelated theories is possible through essentially the same
mechanisms as non-recursive theories. By creating a repre-
sentation language that permits recursion and doing inference
over that language with cross-situational data, we are able to
learn word meanings that are richly interconnected. A general
prediction of this system is that permitting recursion of the
referents of concepts to each other will speed learning of cer-
tain types of meanings by allowing them a much more concise
representation. This exact mechanism might also account for
how complex semantic primitives develop from simple prim-
itives.

Discussion
In this paper, we have provided a possible mechanism for
simultaneously learning a conceptual representation and the
mapping of that representation to a word. This model dif-
fers from previous models attempting to learn word-concept
mappings (e.g. Fazly, Alishahi, & Stevenson, 2010) in that
we focus on the learning of concepts requiring abstract re-
lations between entities. We offer this model as a first step
in suggesting that children could learn hierarchical concepts
and their corresponding words jointly. We expect that this
mechanism will generalize to other hierarchical domains.
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Figure 4: Growth trajectories of the model with and without recursion.

Here, we focused on conceptual development as the for-
mulation and refinement of hypotheses about the relationship
between speakers and referents on a pre-existing kinship tree.
Future work will attempt to integrate the tree construction
into the model.

Both our model and other models of cross-situational
concept-word mapping learning rely heavily on the seman-
tic primitives or features posited to represent concepts. The
scalability of our model depends on uncovering what prim-
itives people use when constructing conceptual representa-
tions. Ongoing research is focused on discovering the primi-
tives people use and future research will investigate both the
development of complex primitives from simple primitives
and the time course of primitive development.

Conclusion
We have developed a cross-situational word learning model
that captures richer semantic representations than associative
links. Instead, it captures the acquisition of abstract semantic
relations in the context of a rich theory of the world. We
developed two variants of the model: one which permitted
recursion and one which did not. We show that the recursive
model not only can be made to work—explaining how word
learning may interface with rich semantic theories—but also
speeds acquisition.
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Abstract

Context plays a ubiquitous role in language processing. For
the most part, work in language processing investigates the
effects of context without investigating questions about what
determines a context. For example, interpretation of any refer-
ential expression must take into account the notion of a refer-
ential domain. Here we investigate the influence of perceptual
cues in establishing a referential domain, or linguistic context.
We demonstrate that people use perceptual cues to establish a
linguistic context; the influence of perceptual cues is gradient
with respect to cue magnitude; and the contribution of a per-
ceptual cue in constructing a linguistic context is not an effect
of attention or salience. We provide these results as a first step
toward developing a formal model for the establishment of lin-
guistic context.
Keywords: language processing; reference resolution; lin-
guistic context

Introduction
Context plays a ubiquitous role in language processing. One
relatively well understood case is the role that a referential do-
main plays in generating and understanding definite referring
expressions. Definite referring expressions are commonly un-
derstood as picking out a uniquely identifiable referent. As
an example, consider the interpretation of a request such as,
“Can you pass me the red wine?” uttered at a small table
in a crowded NYC restaurant. If there were carafes of the
house wines at the table, one red and one white, then “the
red wine” would clearly be intended, and understood, to refer
to the carafe of red at the table. However, in a NYC restau-
rant, there would likely be numerous carafes of the house red
at the table; there might even be a carafe of red wine that is
at an adjacent table closer to one of your dinner companions
than your own carafe.

Why are these carafes not potential referents, and why is
the use of a definite article felicitous when there is clearly
more than one carafe of red? The answer is that any referring
expression must be interpretable with respect to a relevant
referential domain, the context that defines the set of avail-
able referents. There is a body of research that seeks to es-
tablish what constrains referential domains, investigating the
role of general world knowledge (e.g., our table versus some-
one elses table), goal-specific constraints—including action-
based affordances (Chambers, Tanenhaus, Eberhard, Filip, &

Carlson, 2002; Chambers, Tanenhaus, & Magnuson, 2004),
and the common ground that is shared between interlocutors
because of community membership, physical co-presence
and linguistic co-presence—i.e., the history of the discourse
(Clark & Marshall, 1978).

Some aspects of what constitutes a likely referential do-
main might, however, be based upon much simpler, basic
perceptual foundations. These basic perceptual effects might
serve as the substrate upon which more complex contexts are
built. A hint that this might be the case comes from a study by
Klein, Gegg-Harrison, Carlson, and Tanenhaus (2013). Klein
et al. (2013) were examining different types of referring ex-
pressions: regular definite noun-phrases, such as “the con-
cert” and weak definite noun phrases, such as “the hospital”.
Unlike regular noun-phrases, weak definite noun phrases do
not need to uniquely refer. For example, one cannot say John
went to the concert and so did Sally when they each went
to different concerts; however, one can say John went to the
hospital and so did Sally when they each go to different hos-
pitals. In Klein et al. (2013)’s study, a magnet board was
implicitly divided into two regions by painting one half of the
board blue and the other half yellow. In an act-out task, John
and Sally were on separate colors. After acting out John went
to the concert, participants were reluctant to have Sally go
to the same concert, if it meant crossing the implicit bound-
ary. They noted that participants were reluctant to cross the
boundary even when they were explicitly told that they could
and were given practice and filler trials that required them to
cross the boundary.

Here we directly test the hypothesis that abstract perceptual
cues can structure the referential domains used in reference
resolution with ambiguous referential terms. Given an am-
biguous referential expression, listeners were asked to choose
between two identical possible referents, one of which was
perceptually grouped with a previously mentioned entity. To
group referents on the basis of perceptual cues, we appealed
to the Gestalt principles, such as proximity, common back-
ground, etc. (Wertheimer, 1938). In the current experiments,
we ask three questions: First, will participants use perceptual
grouping to create referential domains, or linguistic contexts?
Second, if they do so, are these linguistic contexts defined by

1613



Figure 1: Stimuli used in Experiment One. Left to right: Common Background, Proximity, Boundary Region

the presence of or as a function of the perceptual cues? Third,
do these referential domains really reflect perceptual group-
ing or can they be reduced to attentional factors, such as such
as cognitive status (Gundel, Hedberg, & Zacharski, 1993),
salience (Ariel, 1990), and attentional state (Gordon, Grosz,
& Gilliom, 1993), which are often posited as primitives that
determine referential domains?

Experiment One
To investigate the role of perceptual cues in establishing a
linguistic context, we presented participants with a visual ar-
ray containing three squares, one smaller than the other two.
The small square was perceptually grouped with one of the
other squares. Participants were first instructed to click on the
small square. If the perceptual cue is used to construct a lin-
guistic context, we expect the linguistic context, or referential
domain, will narrow to only include items in that perceptual
grouping. We predicted that if the next referential expression
is ambiguous between a perceptually grouped referent and an
ungrouped referent, participants will resolve the ambiguity by
selecting the referent within the narrowed context.

Given that linguistic contexts permit listeners to make rich
pragmatic inferences, we predicted that the ambiguous ref-
erential expression would differentially influence reference
resolution. If the ambiguous referential expression is non-
specific toward any aspect of the object (e.g., “the other
one”), we expected participants to select the object in the per-
ceptually established context. On the other hand, if the next
referential domain is over-informative (e.g., “the big one”),
people will use the over-informativeness to pragmatically in-
fer that the intended referent is outside of the narrowed refer-
ential domain.

Methods
Participants 180 participants were recruited via Amazon
Mechanical Turk and paid for their participation, which lasted
approximately 3 minutes. All participants passed a sound
check task to ensure their speaker system was functional.

Materials and Design Referential expression (“the big
one” vs. “the big square” vs. “the other one”) was manipu-
lated between subjects. Perceptual grouping factor (Common
Background vs. Proximity vs. Region Boundary) was manip-

ulated within subjects.
On each of the six critical trials, participants were pre-

sented with an image that contained three squares arranged
on the vertices of an equilateral triangle (see Figure 1). The
square on the top of the triangle was always slightly smaller
than than the other two. On each critical trial, the small square
was perceptually grouped with one of the bottom squares ac-
cording to one of the following grouping factors: Common
Background, Proximity1 or Region Boundary. The orienta-
tion (right vs. left) of the grouping factor was counterbal-
anced across trials. An additional six filler trials were con-
structed to ensure that the participants were attending to the
task. On these trials, a circle, a star and a triangle were ran-
domly arranged along the vertices of the equilateral triangle.
All of the instructions were recorded by a male speaker of
Standard North American English.

Procedure The experiment was presented online using psi-
Turk (McDonnell et al., 2012). Before the experiment began,
participants answered a demographic questionnaire and com-
pleted a sound check task (i.e. type what you hear). Sixty
participants were randomly assigned to each of the referen-
tial expression conditions. On each trial, participants were
presented with an image. On critical trials, participants heard
the instructions, “Click on the small square.” When partic-
ipants clicked on an object in the image, their choice was
recorded and the object disappeared. Participants were then
instructed, “Now click on...” followed by the referential ex-
pression assigned to them. When the participant clicked on
an object, their response was recorded. The image was then
removed and the next trial began after 1 s. On filler trials, par-
ticipants were instructed to first click on the circle and then
click on the star. Their responses were recorded to ensure
active participation in the task.

Results and Discussion
All participants had accuracy scores on filler trials greater
than 90%. Data for each referential expression were ana-
lyzed using a mixed effect logistic regression with subject and
item intercepts. As seen in Figure 2, participants assigned

1For the Proximity manipulation, the small square was placed
midway along the edge it would usually share with the square it is
grouped with.
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Figure 2: Results of Experiment One. Error lines represent 95% bootstrapped confidence intervals. Stars represent p values
comparing mean to chance, 50% (*p < 0.05, **p < 0.01, ***p < 0.001)

“the other one” as their ambiguous referential expression
were more likely to choose the perceptually grouped square.
This suggests that the perceptual grouping cues established
a potential linguistic context and when placed in that con-
text via the initial referential expression (i.e., “Click on the
small square”), participants will remain in the context even
though there is an identical referent visually available outside
the context.

Participants assigned “the big one” as their ambiguous ref-
erential expression preferred the ungrouped square. One pos-
sible explanation for selecting the ungrouped square is that
participants drew a pragmatic inference about the speaker’s
intended referent. If the speaker had intended to refer to the
grouped object, there is no need to be over-informative. This
is Grice’s maxim of quantity (Grice, 1975). On the other
hand, if a speaker was attempting to refer to the ungrouped
object, they could flout the maxim by being over-informative.

Participants assigned “the big square” were at chance be-
tween choosing the perceptually grouped and the ungrouped
square for the Proximity and Region Boundary grouping fac-
tor. One possible explanation for these results is that partic-
ipants were torn between two interpretations of the referen-
tial expression. At face value, a participant entering the per-
ceptually induced context might label the objects “the small
square” and “the big square.” In this case, the referential
expression is unambiguous and the participant should select
the grouped square. If the participant does not initially label
both objects in the context, the referential expression might
be considered over-informative and, thus, warrant the same
pragmatic inference as seen with participants presented “the
big one.” In this scenario, the participants average response
might reflect two different interpretations of the referential
expression that cancel any effect out.

Taken together, these results are consistent with the notion
that perceptual cues guide the establishment of context and
further suggest that the inclusion of a non-informative con-
trast pushes the listener outside of a previously established
linguistic context. Interestingly, these results were not com-
pletely consistent across grouping factors; participants as-

signed to “the big square” condition significantly preferred
the ungrouped square when the perceptual grouping cue was
Common Background and participants assigned to “the big
one” condition did not show a preference when the perceptual
grouping cue was Region Boundary. We hypothesized that
these anomalies might be due to the varying magnitude of the
grouping cues. Common Background is a strong grouping
cue, which might have hindered participants from consider-
ing both squares as part of the referential domain. Compared
to Common Background, Region Boundary might not have
been a strong enough grouping factor to construct a linguistic
context. As a first step following up on this interpretation, we
tested whether the strength of a grouping cue influenced the
construction of a linguistic context.

Experiment Two

We disentangled whether the presence of a grouping cue is
sufficient to establish a linguistic context or if the effective-
ness of the grouping cue depends on its magnitude by pre-
senting participants with trials manipulating the strength of
the Region Boundary grouping cue. If the construction of a
linguistic context depends on the magnitude of the grouping
cue, we predict that as the magnitude increases, more par-
ticipants will use the cue to create a context and resolve the
ambiguous referential expression (i.e., “the other one”) by
selecting the perceptually grouped item. Whereas if the con-
struction of a linguistic context only requires the presence of
a grouping factor, we expect that across all magnitudes par-
ticipants will construct a linguistic context and resolve the
ambiguity with the object in that context.

Methods

Participants An additional 60 participants were recruited
via Amazon Mechanical Turk and paid for their participa-
tion, which lasted approximately 3 minutes. All participants
passed a sound check task to ensure their speaker system was
functional.
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Figure 3: Stimuli used in Experiment Two.

Figure 4: Results of Experiment Two. Error lines represent
95% bootstrapped confidence intervals. Stars represent p val-
ues comparing mean to chance, 50% (*p < 0.05, **p < 0.01,
***p < 0.001)

Materials Similar to Experiment One experimental trials
contained squares located on the vertices of an equilateral tri-
angle. The top square was grouped with one of the otherwise
identical bottom squares using the Region Boundary group-
ing cue at three different magnitudes (see Figure 3). At the
strongest magnitude, the line separating the two squares bi-
sects the screen. At medium strength, the line separating the
two squares spans the length of the square encompassing the
equilateral triangle. At the weakest magnitude, the line sepa-
rating the two squares spans its length within the equilateral
triangle. The orientation of the grouping factor (left vs. right)
was counterbalanced across trials. The same filler trials as
Experiment One were included to assess participant’s atten-
tiveness to the task. The same instructions from Experiment
One were used.

Procedure The same procedure as Experiment One was
used with one exception: all participants heard the ambigu-
ous referential expression, “the other one”.

Results and Discussion

All participants had accuracy scores on filler trials greater
than 90%. Data were analyzed using a mixed effect logis-

tic regression with subject and item intercepts. Replicating
Experiment One, participants preferred to select the perceptu-
ally grouped square (see Figure 4). Moreover, as the strength
of the perceptual cue decreased, participants were less likely
to use the perceptual cue to establish a linguistic context, re-
flecting a gradient effect in subject averages. Future work will
examine this effect in individuals.

Experiment Three

Having now provided evidence for the role of perceptual cues
in establishing linguistic context, it is important to distin-
guish the contribution of perceptual cues from the contribu-
tion of previously appealed to non-linguistic concepts such
as salience (Ariel, 1990) or attentional state (Gordon et al.,
1993). The previous appeals to salience nested within lin-
guistic mention accounts do not focus on the narrowing of
the referential domain but rather frame the problem as cer-
tain objects in the visual array attracting more attention as
compared to the other objects in the array. One possible in-
terpretation of the results of the previous two experiments is
that the perceptual grouping factor increased the salience of
the grouped object and participants selected the most salient
object in the visual input. To demonstrate that our result is
not an effect of salience, we conducted a variant of Exper-
iment One in which the perceptually ungrouped square was
cued before the trial. Cueing the location of the ungrouped
square should increase its salience compared to the percep-
tually grouped square. Therefore, if participants resolve the
ambiguity using perceptual cues, they should select the per-
ceptually grouped object. Whereas, if participants resolve the
ambiguity by selecting the most salient thing in the visual in-
put, they should select the ungrouped object.

Methods

Participants An additional 60 participants were recruited
via Amazon Mechanical Turk and paid for their participa-
tion, which lasted approximately 5 minutes. All participants
passed a sound check task to ensure their speaker system was
functional.

Materials and Design The same images and recordings
from Experiment One were used.
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Figure 5: Sample trial from Experiment Three. All three grouping factors were used (only Common Background is illustrated).

Figure 6: Results of Experiment Three. Error lines represent
95% bootstrapped confidence intervals. Stars represent p val-
ues comparing mean to chance, 50% (*p < 0.05, **p < 0.01,
***p < 0.001)

Procedure The same procedure as Experiment One was
adopted with two exceptions: 1) the only referential expres-
sion used was “the other one” and 2) before all experimental
trials, an arrow pointing toward the location of the ungrouped
item appeared in the middle of the equilateral triangle for 1 s
(see Figure 5).

Results and Discussion
All participants had accuracy scores on filler trials greater
than 90%. Data were analyzed using a mixed effect logistic
regression with subject and item intercepts. As can be seen
in Figure 6, participants presented with the Common Back-
ground or Region Boundary grouping factor significantly pre-
ferred to resolve the ambiguity with the perceptually grouped
object, suggesting the effect of perceptual cues on linguis-
tic context is not an effect of salience2. Participants pre-

2In an unpublished experiment, we attempted to group the
squares with Common Motion. Participants were at chance in se-
lecting grouped and ungrouped squares, which further suggests at-

sented with the Proximity grouping factor were at chance be-
tween selecting the salient object and selecting the perceptu-
ally grouped object. In light of Experiment Two, one possi-
ble explanation for the lack of an effect is that the Proximity
grouping factor was not strong enough to establish a linguis-
tic context.

General Discussion
As people listen to speech, they develop rich contextual rep-
resentations that allow them to draw pragmatic inferences. In
Experiment One, we showed that participants can use percep-
tual cues to establish a linguistic context. When moved into a
linguistic context, they will resolve ambiguities locally unless
the referential expression prompts the listener to pragmati-
cally infer that the intended referent is not in the local context
(via being over-informative). Experiment Two replicated the
finding of Experiment One, that listeners use perceptual cues
to establish linguistic contexts, and further demonstrated that
a perceptual cue’s ability to establish a linguistic context is
gradient with respect to its magnitude. By explicitly draw-
ing attention to objects outside the perceptual grouping, Ex-
periment Three showed that the establishment of linguistic
context was not due to the salience of perceptually grouped
objects or attentional effects. These results serve as a first
step toward developing a formal model for the establishment
of linguistic context.

Ambiguity abounds in both printed language and in com-
municative encounters, yet we are remarkably quick at pro-
cessing language and resolving ambiguities at all levels of
processing. Explanations of how ambiguity is resolved of-
ten appeal to context without specifying what that context is
and how it was established. Once we have a formal model
of context construction, we can begin to explore the exact
mechanisms of ambiguity resolution including how context
and other components of online sentence processing (e.g., at-
tentional factors) interact.

For example, recent research in discourse processing has
disentangled the independent contributions of linguistic men-

tentional salience does not influence the establishment of context.
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tion and the presence of items in the visual array to the
construction of the referential domain using the contrastive
adjective effect (Sedivy, Tanenhaus, Chambers, & Carlson,
1999). When listeners hear a definite nominal phrase mod-
ified by a pre-nominal scalar adjective (e.g., the big...), they
infer that the speaker is referring to something in the context,
or referential domain, that varies along the adjective’s con-
trast dimension. As a result, the referential domain narrows
to entities within the contrastive set (i.e., the set of things in
the context that vary along that dimension). One limitation of
the original visual world experiments is that a contrastive set
is always visually present. Therefore, results could not disso-
ciate whether the narrowing of the referential domain was due
to the visual context including a contrast set or simply a prod-
uct of linguistic mention. By manipulating the availability
of contrastive referents in the visual array, Wolter, Gorman,
and Tanenhaus (2011) demonstrated that the narrowing of the
referential domain is actually due to the linguistic mention
alone. Further support for an independent effect of linguistic
mention comes from work by Kim, Gunlogson, Tanenhaus,
and Runner (2015) showing that focus operators introduce
referential expressions to the referential domain.

While most research indirectly contributes to the definition
of linguistic context by appealing to specific factors thought
to be encompassed by the linguistic context, our work and the
aforementioned work on linguistic mention demonstrates that
by exploiting the ability of these factors to influence contexts,
we can directly and empirically work toward a formal model
of linguistic context. The key to this approach is to select an
ambiguity such that the factor of interest is independent of the
resolution of that ambiguity. Here we have demonstrated the
approach with low level perceptual factors. Past research has
applied this approach to linguistic mention. Future research
should extend this approach to other factors relevant to the
construction of linguistic contexts.

Conclusion
In conclusion, listeners construct rich contextual representa-
tions that support pragmatic inferences using perceptual cues
within the visual input. The effectiveness of the perceptual
cues in establishing linguistic context depends on the mag-
nitude of the cue, and the use of perceptual cues in estab-
lishing linguistic context is independent from the effects of
salience in reference resolution. These results serve as a first
step toward developing a formal model for the establishment
of linguistic context by identifying the influence of perceptual
cues.
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Abstract 

The current research examines what types of change are 
perceived as allowable versus disallowable in the self while 
still maintaining a sense of personal continuity. We find that 
overall, improvements are seen as more allowable than 
worsening or unspecified change, although this difference 
varies in magnitude based on the centrality of the trait being 
considered. Additionally, valence interacts with expectations 
of change, such that the differential impact of positive versus 
negative change on self-continuity is largest when positive 
change is expected, but is attenuated when negative change is 
expected.  

 
Keywords: psychological essentialism; change; identity; self; 
self-concept; feature centrality 

Introduction 

Studies suggest that people distinguish between central, 

more immutable features of a concept and features that are 

allowed to change without fundamentally altering the 

concept (Sloman & Ahn, 1999; Sloman, Love, & Ahn, 

1998). The current research investigates the topic of 

allowable and disallowable change in the self by asking 

which kinds of features may change, and in what ways they 

may change, while still preserving the perceived continuity 

of the self-concept.  

Essentialist ideas, such as the belief that an object is 

defined by a fundamental underlying character, have mainly 

been invoked as a way to describe how people think about 

category membership (Gelman & Hirschfeld, 1999; Medin 

& Ortony, 1989). But what defines the essence of an 

individual person? There is evidence that people do not hold 

a pure physicalist view of personal identity, but rather 

ascribe special importance to mental content (Blok, 

Newman, Behr, & Rips, 2001; Nichols & Bruno, 2010). 

Research examining people’s intuitions about the 

implications of stability or change in mental and 

experiential content has found that greater change 

undermines the perceived continuity of a person (Bartels & 

Rips, 2010). Furthermore, the type of mental content 

matters: for example, describing changes in a person’s 

moral qualities leads to attributions of greater identity 

change than changes in other mental features, like cognitive 

abilities, preferences, or memories (Strohminger & Nichols, 

2014).  

Recent work has also uncovered asymmetries in how 

people perceive the effects of positive versus negative 

change on the identity of third parties. Rather than thinking 

of others’ moral values and mental characteristics as 

categorically immutable, people consider positive changes 

in these qualities to be more allowable than negative 

changes (Newman, Bloom, & Knobe, 2014; Tobia, 2015). 

This pattern of judgments could arise from beliefs that the 

human essence is fundamentally positive, such that positive 

change allows for a clearer expression of this essence 

whereas negative change detracts from it (Newman et al., 

2014; Tobia, 2015).  

Taken together, the literature suggests that, when thinking 

about the identity of other persons, people consider central 

characteristics such as morality to be relatively immutable, 

but nevertheless view positive change as more allowable 

than negative change. However, it’s possible that people 

might think about themselves differently from how they 

think about third parties. In the current studies, we build 

upon previous findings by examining people’s perceptions 

about what specific types of change will disrupt or preserve 

their own personal identity.   

Stability, Change, and the Self-Concept 

Whereas some research on the self-concept suggests that 

changes in central characteristics cause a greater feeling of 

disconnect from the future self than stability (Bartels & 

Urminsky, 2011), other research finds that people expect 

positive change throughout their life span (Busseri, Choma, 

& Sadava, 2009; Haslam, Bastian, Fox, & Whelan, 2007; 

Newby-Clark & Ross, 2003; Wilson & Ross, 2001). This 

suggests that, rather than viewing all important features of 

oneself as fundamentally immutable, people may 

incorporate the expectation of some changes (notably 

positive changes) into the self-concept, and might even 

prefer these changes over stability. In the current research, 

we systematically explore how the impact of personal 

change on perceptions of one’s own identity varies based on 

the domain of the characteristic that is changing, the 

direction of change, and one’s existing expectations about 

change or stability in that particular attribute. 

The Present Studies 

Across two studies, we investigate the effects of positive 

and negative changes in a variety of personal characteristics 

on perceptions of one’s own self-concept. In doing so, our 

aims are threefold. First, we test whether the relationships 
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between personal change and perceptions of one’s own 

identity are similar to those previously discussed involving 

judgments of third parties (Blok et al. 2001, Newman et al., 

2014; Strohminger & Nichols, 2014; Tobia, 2015). This is 

important because people often express large and systematic 

differences in how they think about themselves versus how 

they think about others (Molouki & Pronin, 2014). Second, 

we explore whether positive changes are generally seen as 

more allowable than negative changes, or whether the effect 

of positive and negative changes on identity varies 

depending on the perceived centrality of the changed 

feature. Finally, we explore whether there is a relationship 

between the perceived effect of a given change and people’s 

prior expectations regarding the likelihood of this change, 

since changes in any direction that are inconsistent with 

expectations may be threatening to identity. 

Study 1 
Study 1 explores whether people view some types of 

personal change (i.e., positive change) as relatively identity-

preserving, and whether this tendency is affected by the 

centrality of the characteristics considered. The centrality of 

a feature or characteristic is often defined as the degree to 

which change in this quality would disrupt the identity of 

the object possessing it (Sloman et al., 1998; Strohminger & 

Nichols, 2014). Following from this view, it is possible that 

whereas people may allow changes (especially 

improvements) in peripheral traits, they may nevertheless 

think that their core characteristics must remain stable to 

maintain their sense of self. Alternatively, people might 

view their personal characteristics as unidirectionally 

mutable – that is, positive (but not negative) changes are 

allowable for any and all characteristics without disrupting 

the continuity of personal identity.  

 

Participants 
Three hundred participants from Amazon Mechanical Turk 

(MTurk) completed an online survey in return for monetary 

compensation. Eight participants were excluded for failing 

an attention check question, leaving a final N of 292.  

 

Stimuli 
Participants were presented with a list of 40 characteristics 

and were asked to imagine these changing within 

themselves over time. The characteristics used in this study 

were selected based on a pre-test in which we elicited 

descriptors that defined personal identity from a separate 

sample of 35 MTurk participants. The most frequently 

mentioned concepts were selected and adapted for this 

study. We also included characteristics that were found to 

be important for judging the continuity of others’ identity in 

previous research (Strohminger & Nichols, 2014).  

To allow us to compare the results of our current study 

with previous work that examined trait centrality in 

judgments of third parties, we then presented the full list of 

characteristics to a new sample of 70 MTurk participants, 

who classified them based on the following categories: 

“preferences”, “personality”, “morality”, “experiences”, and 

“memories” (see Strohminger & Nichols, 2014). 

Characteristics for which fewer than half of the sample 

agreed on category membership were not included for use in 

the current studies. Examples of selected stimuli and 

corresponding categories can be viewed in Appendix A. 

Method 
Participants were randomly assigned to one of three 

experimental conditions, in which they were told to imagine 

that the listed characteristics would either (i) change 

(valence unspecified), (ii) improve, or (iii) worsen over 

time. They then reported the perceived impact of the 

imagined change on their personal identity, by answering 

the following question on a scale of 0 - 100 for each 

characteristic (presented in random order):  

If my (characteristic) [changes/improves/worsens], I will … 

Really be myself [0] – Not at all be myself [100] 

Thus, a rating of 0 meant that the stated change in a given 

characteristic would be very consistent with a person’s self-

concept, whereas a rating of 100 meant that the change 

would be very inconsistent with his or her self-concept. 

Results 

Central versus Peripheral Categories in the Continuity 

of Personal Identity We tested whether change was 

perceived as less acceptable overall for certain categories of 

traits. Specifically, we investigated whether general 

(valence unspecified) change in some categories was more 

threatening to identity (i.e., caused participants to report that 

they would be less themselves) than change in other 

categories. Within the general change condition, we found 

an overall difference across the five categories in the effect 

of change on perceptions of one’s own identity continuity (F 

(4, 368) = 103.22, p < .001, ηp
2 =.53). 

 Tukey post hoc comparisons revealed significant 

differences in the effect of change on identity between all 

pairs of categories in our experiment (all z < 3.06, p < .02).  

Specifically, changes in items classified in the category of 

morality were judged to be the most inconsistent with 

personal identity (M = 63.12, SD = 33.60), followed by 

items classified under personality (M = 48.43, SD = 32.85), 

preferences (M = 37.08, SD = 1.00), experiences (M = 

31.13, SD = 30.42), and memories (M = 26.19, SD = 31.14). 

Thus, our results for centrality of categories in self-

judgments are generally in agreement with findings for 

third-party judgments in previous studies, where morality, 

followed by personality, were respectively identified as the 

two most central categories based on the effect of changes 

on perceived identity (Strohminger & Nichols, 2014).1 

                                                           
1 Note that the stimuli for this study were specifically generated 

within the context of being applicable to personal identity. This 

feature of the design restricts the range of centrality, presenting 

few extremely peripheral attributes. So, Study 1 represents a 

conservative test of the influence of trait centrality on identity 

judgments, as differences between central and peripheral traits 
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Valence of Change There was a main effect of valence, 

such that across all categories, positive changes (M = 27.04, 

SD = 30.14) were seen as less identity-threatening than 

either negative changes (M = 50.37, SD = 33.78) or 

unspecified changes (M = 43.93, SD = 34.43; F(2, 289) = 

65.37, p < .001, ηp
2 = .31. The difference between the 

perceived identity consequences of positive and negative 

change held for all categories of characteristics, regardless 

of degree of centrality (as defined by the magnitude of the 

effect of general change on the self-concept). For example, 

the difference in consequences for judged continuity of the 

self between positive (M = 29.08, SD = 31.26) and negative 

change (M = 65.85, SD = 31.96) among morality-related 

characteristics (a central category) was significant (z = 

14.70, p < .001). The effect of valence was also apparent for 

a relatively more peripheral category (memories), with 

positive changes in memory (M = 21.81, SD = 30.00) also 

eliciting judgments of greater continuity than negative 

changes (M = 27.73, SD = 30.93; z = 2.30, p = .04). 

However, the two-way interaction between category and 

valence was also significant, such that the differential 

impact of positive and negative change on identity was 

larger for more central categories compared to more 

peripheral categories, F(8, 1156) = 28.39, p < .001, ηp
2 = 

.16. This effect appears to be driven by the greater identity-

disrupting effects of negative, but not positive, changes in 

more central categories, like morality and personality (see 

Figure 1). 

 

 
 

Figure 1. Study 1 Identity Discontinuity Ratings by 

Valence and Category. 

Discussion 

The results of Study 1 suggest that people view certain 

categories of mental life (such as morality and personality 

characteristics), as more central to their own self-concept 

than others (such as memories, experiences, and 

preferences). Paralleling results of other research 

                                                                                                  
must be large enough to manifest across this restrictive range of 

mostly central attributes. 

investigating the perceived identity of other people 

(Strohminger & Nichols, 2014), people tend to think that 

they would be less themselves if these central characteristics 

changed than if their more peripheral characteristics were to 

change.  

However, we also see that this relationship does not hold 

equally across all types of change. Positive change across 

both peripheral and central categories of traits has a 

relatively small effect on perceived identity, whereas 

negative change seems progressively more threatening to 

identity continuity as characteristics become more central. 

This pattern is consistent with a developmental trajectory 

view of the self: people may incorporate expectations of 

improvement into their self-concept, thus considering 

positive changes to be allowable even for their most core 

characteristics. In contrast, negative changes are particularly 

threatening and cause the greatest feelings of discontinuity 

when they occur in the most central parts of ourselves. 

Of additional note, the pattern of results for unspecified 

changes mostly mirrors that observed for negative changes, 

which is consistent with previous research that shows 

disruptions in identity associated with general descriptions 

of change (e.g., Bartels & Urminsky, 2011). It remains 

unclear why people would react to unspecified change much 

as they would to negative change when people’s 

predominant expectations are towards positive change 

(Haslam et al., 2007). One possibility is that because people 

have already incorporated expectations of positive change 

into their self-concept, they interpret specific mentions of 

change as implying unexpected, and thus predominantly 

negative, changes. 

Study 2 

In Study 2, we explore relationships between item centrality 

(as operationalized by the categories used in Study 1) and 

expectations of change. That is, whereas Study 1 examined 

the perceived effects of change in central or non-central 

traits, Study 2 examines whether central characteristics are 

viewed as less likely to change than peripheral ones. Also, 

we examine whether the differential effect of valence of 

change on judgments of identity continuity observed in 

Study 1 is moderated by prior expectations of change. For 

example, is positive change always more identity-preserving 

than negative change, or is this tendency reversed if 

negative change is expected for a specific characteristic?  

In order to explore these questions, we employed a 3 

(expectation: improvement, worsening, or staying the same) 

x 3 (imagined change: improvement, worsening, or staying 

the same) repeated measures design in which participants 

reported their expectations of change for a subset of 

characteristics and then reported the perceived impact on 

identity that would result from different types of change in 

these traits. 

Participants and Stimuli 

Three hundred participants from Amazon Mechanical Turk 

(MTurk) completed an online survey in return for monetary  
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compensation. Participants were presented with the same 40 

characteristics used in Study 1. 

Method 

Participants were presented with the list of personal 

characteristics (described in Study 1) and were asked to 

select fifteen in total that met the following criteria: “five 

items that you most strongly expect will improve over 

time,” “five items that you most strongly expect will stay 

the same over time,” and “five items that you most strongly 

expect will worsen over time.” After placing five 

characteristics into each category, participants were asked to 

rank them by placing the item they felt most strongly 

represented the category at the top of each list, and items 

they felt less strongly represented the category at the bottom 

of each list. 

Following item selection and ranking, participants were 

presented with three blocks of questions in which they were 

asked to imagine that their top-ranked characteristic from 

each expectation category would either improve, worsen, or 

stay the same (blocks and characteristics were presented in 

randomized order). Participants made identity continuity 

judgments using the self/not self slider question from Study 

1; however, in this study the unspecified change condition 

was replaced with the “stay the same” condition. So, 

participants made nine such judgments, which were the 

result of crossing (i) type of change (asked to imagine it 

improves vs. imagine it stays the same vs. imagine it 

worsens) with (ii) participants’ reported expected change 

(expected to improve vs. expected to stay the same vs. 

expected to worsen). 

Results 

Centrality and Expectations of Change A chi-square test 

revealed that participants systematically differed in their 

expectations about different categories of traits, χ2 (8) = 

927.99, p < .001 (see Table 1). Participants were more likely 

to select characteristics from relatively central categories 

when asked to provide examples of traits they would expect 

to remain stable (morality, personality, preferences), and 

were more likely to select characteristics from peripheral 

categories as those for which they expected improvement 

(experiences) or worsening (memories). 

 

Table 1. Percentage of characteristics in each mental domain 

that participants chose as examples of improvement, 

stability, or worsening 

 

 Morality Personality Preferences Experiences Memories 

Improve 26% 35% 9% 49% 10% 

Same 59% 38% 60% 18% 14% 

Worsen 15% 27% 32% 33% 76% 

χ2  197.3*** 37.3*** 55.3*** 158.3*** 479.8*** 

 

 

Expectations of Change and Judgments of Identity A 

repeated measures ANOVA revealed a main effect of the 

valence of change participants were instructed to imagine, F 

(2, 598) = 296.50, p < .001, ηp
2 = .50, as well as a 

significant interaction between expectations and valence, F 

(4, 1196) = 117.53, p < .001, ηp
2 = .28 (see Figure 2). 

Post-hoc comparisons revealed that overall, imagining a 

hypothetical worsening of characteristics predicted much 

larger perceptions of identity discontinuity (M = 60.37, SD 

= 33.59) than imagining improvement in these 

characteristics (M = 29.02, SD = 29.86) or imagining the 

characteristics staying the same (M = 28.64, SD = 29.30), z 

= 26.05, p < .001. However, if people already expected a 

trait to get worse, the identity-threatening effect of this 

worsening was greatly mitigated, from an average 

discontinuity perception of 70.76 (SD = 29.74) in the 

expected improvement and stability conditions to 39.59 (SD 

= 31.15) in the expected worsening condition, z = 17.22, p < 

.001. Indeed, when negative change was expected for a 

certain characteristic, people could equally imagine it either 

improving or worsening with no differential impact on 

identity judgments, z = 1.25, p =.94. In contrast, when 

positive change was expected, imagining an improvement 

was much more identity-preserving than imagining those 

traits worsening (z = 22.01, p < .001) or staying the same (z 

= 6.78, p < .001). Taken as a whole, situations where 

imagined development matched expectation were less 

threatening to continuity than situations where development 

was contrary to expectation, z = 19.70, p < .001. See Table 2 

for a comparison of the effects of imagining improvement, 

staying the same, and worsening on perceived identity for 

characteristics classified within each type of expected 

change. Table 2 also shows the effect of each type of 

expected change on perceived identity when imagining 

improvement, staying the same, and worsening.  

 

 
*** = p < .001; Bold values are significantly greater than 33%. 

 

Figure 2. Study 2 Identity Discontinuity 

Ratings by Type of Change and Expectation 
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Table 2. Study 2 Identity Discontinuity Ratings. 

 

  Expectation:    

  Improve  Stay the same Worsen F-value 

Imagined: Improve 18.81a (24.1) 25.87b (27.7)  42.52c (32.3) 67.30*** 

 Stay the same 34.16d (29.8) 18.48a (25.0)  33.27d (30.2) 40.49*** 

 Worsen 69.12e (29.6)  72.34e (29.8) 39.45c, d (31.2) 133.01*** 

 F-value 270.31*** 324.69*** 7.55***  

 

Discussion 
Study 2 used a selection and classification procedure to 

examine people’s expectations about the developmental 

trajectory of various types of characteristics. These 

expectations were examined within the context of broad 

categories that differ on the basis of their centrality to the 

self-concept. Although we observed the classification of 

characteristics from all domains into all three trajectories 

(improvement, worsening, and staying the same), the 

distribution of classifications reveals that people believe that 

their more central characteristics (such as moral qualities) 

are less likely to change than their more peripheral 

characteristics (such as memories or experiences). 

Violations of these expectations may thus contribute to the 

greater relative identity discontinuity reported when people 

imagine that characteristics from central categories will 

change (as seen in Study 1).  

We also examined how violations of expectations 

contribute to differential perceptions of identity continuity 

associated with positive and negative changes. In Study 1, 

positive change was perceived as more identity-preserving 

than negative change, but we also know that positive change 

over time tends to be more consistent with overall 

expectations (Haslam, et al., 2007; Wilson & Ross, 2001). 

We aimed to disentangle these effects in Study 2 by 

crossing all levels of the type of change (improve, worsen, 

stay the same) with all corresponding levels of expectations 

of change. We found that although valence has a main effect 

on identity judgments, greater self-continuity is also 

reported when the type of change considered is consistent 

with expected change. Thus, we conclude that valence and 

expectation exert an interactive effect on perceived 

continuity of the self-concept: positive changes (or stability) 

are generally more consistent with a sense of self-continuity 

than negative changes, but this is especially so when these 

positive changes (stability) are consistent with expectations. 

 

Conclusion 
Every person has a unique self-concept. Although there is 

considerable heterogeneity in which specific characteristics 

each of us treat as most important, most or least likely to 

change, etc., the current studies show general similarities 

across participants in (i) which types of characteristics 

people consider to be important in defining themselves and 

(ii) their reactions to imagined changes in these 

characteristics.  

The results of Study 1 suggest that people consider 

characteristics falling into the categories of morality and 

personality traits to be most central to their personal 

identity, whereas experiences and memory are relatively 

less central. Additionally, results from both Study 1 and 

Study 2 suggest that on average, people consider positive 

change to be more identity-preserving than negative change. 

In addition to extending these two main effects from the 

domain of third party judgments to self-judgments, our 

findings are the first to find that trait centrality and valence 

of change interact to influence judgments of personal 

continuity. That is, the centrality of a trait matters much 

more to us when we are contemplating a negative change 

than when we are thinking about a positive one, and 

likewise, the valence of change matters much more to us 

when we are thinking about a central trait rather than a 

peripheral one.  

These results also address the apparent contradiction 

between existing lines of research on change and the self-

concept, which suggest that people expect and desire 

positive change (e.g., Busseri et al., 2009; Wilson, Buehler, 

Lawford, Schmidt, & Yong, 2012), but also view change in 

general as disruptive to personal continuity (e.g., Bartels & 

Urminsky, 2011). Specifically, we find that people seem to 

view positive change (especially expected positive change) 

as a distinct category that is more allowable in their own 

self-development than negative change or unspecified 

change. This mental segmentation of different types of 

personal change allows people to hold positive expectations 

for their future development while still maintaining a stable 

sense of self over time. The findings of Study 2 suggest that 

people may also at times adjust their expectations to 

incorporate negative change, reducing the resultant 

disruption of identity if these changes in fact occur.  

Finally, in addition to being of theoretical interest, 

identifying factors that affect the stability of the self-concept 

is important because perceptions of self-continuity have 

wide ranging and varied effects on people’s thoughts and 

behaviors. For example, feelings of decreased continuity 

between the current and future self can lead to negative 

outcomes such as unethical behavior (Hershfield, Cohen, & 

Thompson, 2012) and short-sighted decision-making 

(Bartels & Urminsky, 2011), but can also lead to potentially 

positive outcomes such as increased giving to others 

*** = p < .001; Values with different subscripts differ at p < .05 in post hoc tests adjusted for multiple comparisons 
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(Bartels, Kvaran, & Nichols, 2013). Overall, studying the 

factors that influence how people think of themselves over 

time can help us deepen our understanding of basic 

questions about identity as well as help us predict and 

explain personally-relevant behaviors across different 

contexts.  
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Appendix A: Examples of Stimuli Used in 

Studies 1 and 2 

 

Characteristic Category 

Degree of honesty Morality 

Values Morality 

Impulsiveness Personality 

Sense of humor Personality 

Major likes and dislikes Preferences 

Professional goals Preferences 

Life Experiences Experiences 

Friendships Experiences 

Cherished memories of 

time spent with loved 

ones 

Memories 

Knowledge of how to 

ride a bike 
Memories 
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Abstract 

Duration of an event tends to be underestimated as it becomes 
temporally distant (Spetch & Wilkie, 1983). The current study 
investigated this so-called choose-short effect in time and 
length in order to reevaluate the claim that the choose-short 
effect is special to temporal memory (Wearden, Parry, & 
Stamp, 2002). Participants made discrimination judgments in 
time or length on a pair of line stimuli separated by a delay. 
The stimulus presented during delay was varied in time or 
length. A length manipulation intended to be an analogue of 
temporal delay induced the choose-short effect in length 
discrimination. We developed a computational model based 
on ACT-R memory mechanisms (Anderson et al., 2004) to 
account for the main results in both time and length. The 
current results indicate that domain-general memory 
principles could account for the seemingly unique temporal 
phenomenon. 

Keywords: temporal memory; ACT-R cognitive architecture 

Introduction 

One of the unresolved questions in time estimation research 

is whether temporal memory involves special mechanisms 

that fundamentally differ from non-temporal memory. 

Evidence for the uniqueness of temporal memory comes 

from studies in which temporal memory performance differs 

from non-temporal memory performance. For instance, 

increasing interstimulus interval decreases performance in 

non-temporal discrimination (Kinchla & Smyzer, 1967; 

Moss, Myers, & Filmore, 1970), whereas it has little effect 

on temporal discrimination (Allan, Kristofferson, & Rice, 

1974). On the other hand, others have found similar patterns 

of performance shared between temporal and non-temporal 

memory. One of those examples is the end effect, which 

refers to better identification performance on stimuli located 

at either end of stimulus set. The end effect has been 

robustly found in non-temporal stimuli (Lacouture, 1997; 

Petrov & Anderson, 2005; Weber, Green, & Luce, 1977) as 

well as temporal stimuli (Brown, McCormack, Smith, & 

Stewart, 2005; Lacouture, Grondin, & Mori, 2001) 

suggesting some common underlying principles. To address 

the question whether temporal memory involves special 

mechanisms, the current study investigated the choose-short 

effect (Spetch & Wilkie, 1983) that has been claimed to be 

unique to temporal dimension.  

The Choose-Short Effect 

Wearden and colleagues (Wearden & Ferrara, 1993; 

Wearden, Parry, & Stamp, 2002) investigated the choose-

short effect in a temporal discrimination paradigm. 

Participants attended to a pair of sub-second durations 

presented successively with an intervening delay randomly 

varied across trials, and indicated whether the second 

duration (test) was shorter than, equal to, or longer than the 

first (study) duration. The paradigm had three types of trials: 

T < S (test shorter than study), T = S (test equal to study), 

and T > S (test longer than study). Predictions were made 

based on the subjective shortening hypothesis (Spetch & 

Wilkie, 1983) according to which the choose-short effect 

arises because analogical representation of study duration 

undergoes gradual foreshortening over delay. The subjective 

shortening hypothesis predicts worse performance after a 

longer delay in the first two trial types. In the T < S trials, 

the shortened study representation would decrease the 

perceived differences between study and test, making it 

increasingly difficult to discriminate between the two. In the 

T = S trials, the shortened study representation would make 

it more difficult to judge that the two are equal. On the other 

hand, it predicts better performance in the T > S trials after a 

longer delay, termed as the “signature of subjective 

shortening”. The shortened study representation would 

increase the perceived difference between study and test, 

making it easier for participants to judge that test is longer 

than study. Their results supported those predictions.  

Wearden, Parry, & Stamp (2002) further investigated 

whether the choose-short effect is unique to time dimension. 

The authors manipulated both presentation duration and 

length of line stimuli and asked participants to make 

discrimination judgments based on an instructed dimension. 

Time discrimination performance exhibited the signature of 

subjective shortening. However, length discrimination 

performance was relatively unaffected by the delay 

manipulation. Based on these results, the authors argued that 

temporal memory exhibits a unique form of forgetting 

which is different from non-temporal memory.  

Although these results seem to support uniqueness of 

temporal memory mechanism, a closer look at their 

experimental paradigm suggests a possible alternative 

interpretation. In this paradigm, participants were presented 

with a blank screen with no visual stimulus during the 
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delay. While waiting for the forthcoming test stimulus, 

participants presumably attended to time which was the only 

changing dimension. The delay duration was randomly 

varied across trials, which imposes temporal uncertainty 

regarding when exactly the test stimulus would appear. This 

temporal uncertainty makes it likely that participants 

attended to time during the delay in both time and length 

discrimination. In time discrimination, the dimension to 

judge (time) matches the dimension attended during the 

delay (time), and the choose-short effect might be explained 

as an interaction between the two temporal representations. 

In length discrimination, the dimension to judge (length) 

does not match the dimension attended during the delay 

(time), and this mismatch could explain the absence of the 

choose-short effect.  

We questioned whether the choose-short effect could be 

introduced in length discrimination by presenting visual 

stimulus during delay and manipulating its length. We 

modeled our results in the ACT-R cognitive architecture 

(Anderson et al., 2004). Memory mechanisms of ACT-R 

have been established in non-temporal memory and are 

considered to be domain-general theories of human 

memory. By modeling the choose-short effect in ACT-R, 

we aim to test whether common principles could account for 

both temporal and non-temporal memory.  

Experiment 

We modified the discrimination paradigm in Wearden, 

Parry, & Stamp (2002) and introduced a visual stimulus 

during the delay. We predicted that manipulating length of 

this stimulus would influence length discrimination in the 

similar way that manipulation of delay duration influences 

time discrimination. A longer stimulus length would result 

in worse length discrimination performance in the T < S and 

T = S trials and better performance in the T > S trials.  

Method 

Participants Twenty-five adults (19 female, 6 male, mean 

age 20.3) were recruited from local community. Participants 

earned either course credit or cash ($5 per 30 min). 

 

Stimuli and Design We used yellow horizontal line stimuli 

presented in the black background. The stimuli varied in 

both duration of presentation and visual length. In each trial, 

the study stimulus was randomly selected from a predefined 

range in Table 1 depending on the trial type. In the time 

task, the test duration was equal to the study duration, or 

200 milliseconds (ms) longer or shorter. In the length task, 

the test length was equal to the study length, or 15 pixels 

(px) longer or shorter. The relationship between the study 

and test in time was independent of the relationship in 

length. The major difference from the Wearden, Parry, & 

Stamp (2002) paradigm was the presence of a grey 

horizontal line stimulus. The grey line appeared at the study 

onset and disappeared at the test offset. During the study 

and test phases, the yellow line was superimposed on the 

grey line, both centered on the screen. 

The experiment had a 2-task x 3-type x 2-delay-time x 2-

line-length within-subject design. Task is either time or 

length discrimination. Type refers to the relationship 

between the study and test which could be T < S, T = S, or 

T > S. Delay-time refers to the duration of the delay and 

was either short (DT1: 2 s) or long (DT2: 10 s). Line-length 

refers to the length of the grey line and was either short 

(LL1: 447 px) or long (LL2: 1000 px).  

 

Table 1: Study (S) and test (T) stimulus range. 

 

Trial 

Type 

Duration (ms) Length (px) 

S T S T 

T < S 400-550 S – 200 160-250 S – 15 

T = S 250-550 S 150-250 S 

T > S 250-400 S + 200 150-240 S + 15 

 
 

Figure 1: Experimental paradigm. 

 

Procedure Participants performed six time and six length 

discrimination blocks in a randomized order. Each block 

started with a screen that informed the participant of the 

target stimulus dimension (duration or length) for that 

block. Participants performed 18 discrimination trials based 

on the instructed dimension in the rest of the block. Each 

trial (Figure 1) began with a screen that prompted 

participants to press the spacebar. This self-paced intertrial 

interval (ITI) was followed by a study-test pair of yellow 

lines separated by a delay during which a grey line was 

presented. After the test offset, participants were presented 

with the following question: “Was the duration (or length in 

the length task) of the second line longer than, shorter than, 

or equal to the first line?” Participants were instructed to 

respond within two seconds after this prompt by pressing 

one of the three keys: J key for Short (T < S), K key for 

Equal (T = S), and L key for Long (T > S) responses. There 

was no trial-by-trial feedback. At the end of each block, a 

screen showed the numbers of correct and timeout trials.  

Results and Discussion 

A 3-type x 2-delay-time x 2-line-length repeated measures 

ANOVA was performed for each task. In the time task, the 

only significant effect was type x delay-time interaction 

(F(2,48) = 11.24, p < .001, partial eta-squared = .319). In 

the T < S trials, performance was worse with the longer 

delay-time (DT1: .67, DT2: .54, t(24) = 3.49, p = .002). In 

the T = S trials, performance was slightly worse with the 
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longer delay-time without statistical significance (DT1: .54, 

DT2: .49, t(24) = 1.12, p = .272). In contrast, performance 

in the T > S trials was better with the longer delay-time 

(DT1: .48, DT2: .63, t(24) = 3.38, p = .002).  

In the length task, there was a significant type x delay-

time interaction (F(2,48) = 6.35, p = .004, partial eta-

squared = .209). Performance did not significantly differ 

between the delay-time conditions in the T < S (DT1: .42, 

DT2: .45) and the T > S trials (DT1: .53, DT2: .53). In the T 

= S trials, performance was worse with the longer delay-

time (DT1: .57, DT2: .41, t(24) = 4.04, p < .001). 

Importantly, the type x line-length interaction (F(2,48) = 

4.59, p = .015, partial eta-squared = .161) was significant. In 

the T < S trials, performance was slightly worse with the 

longer line-length (LL1: .48, LL2: .40, t(24) = 1.96, p = 

.061). In the T = S trial, performance did not differ between 

the line-length conditions (LL1: .50, LL2: .49, t(24) = .27, p 

= .785). In the T > S trials, performance was significantly 

better with the longer line-length (LL1: .49, LL2: .57, t(24) 

= 2.65, p = . 014). 
 

 
 

 
 

Figure 2: Probabilities of response choice in time (A) and 

length (B) discrimination. Left: Participants. Right: Model. 

 

The left panel of Figure 2 plots the probabilities of 

response choice (Short in red, Equal in green, and Long in 

blue bars) as a function of the delay-time (DT) in the time 

task and the line-length (LL) in the length task. In the time 

task (Figure 2A), the longer delay-time decreased correct 

responses in both T < S (red bars) and T = S trials (green 

bars). In addition, performance in the T = S trials indicated 

an increased tendency to judge that test is longer than study 

(decreased Short and increased Long) with the longer delay-

time. In the T > S trials, the Long response increased with 

the longer delay-time. In the length task (Figure 2B), the 

Short response decreased with the longer line-length in the 

T < S trials. In the T = S trials, the Equal response changed 

little, but the changes in the error responses were consistent 

with the choose-short effect (decreased Short and increased 

Long). In the T > S trials, the Long response increased, 

exhibiting the signature of the choose-short. 

The results indicated that we replicated the choose-short 

effect in time discrimination (Wearden, Parry, & Stamp, 

2002). More importantly, the line-length effects in length 

discrimination were qualitatively similar to the delay-time 

effects in time discrimination. In both tasks, performance 

was better with the longer delay stimulus in the T > S trials. 

In both tasks, participants increased their Long responses 

and decreased their Short responses with the longer delay 

stimulus in the T = S trials. The results support the 

assumption that stimulus information presented during the 

delay can bias discrimination performance, and this bias 

occurs when the stimulus dimension attended during the 

delay matches the dimension attended for discrimination.  
These results can be accounted for by either contrast or 

assimilation account. If the study representation is 

contrasted with delay representation, the longer delay would 

make the study look shorter. Alternatively, if the test 

representation is assimilated with the delay representation, 

the longer delay would make the test look longer. Both 

accounts predict better performance in the T > S trials. In a 

follow-up study in which ITI duration was manipulated 

(Moon & Anderson, 2015), the longer ITI resulted in better 

time discrimination performance in the T < S trials and 

worse performance in the T > S trials, which can be 

explained by the assimilation account. The longer ITI makes 

the study look longer, which results in easier discrimination 

in the T < S trials and harder discrimination in the T > S 

trials. Overall, our results suggested that the choose-short 

effect arises out of a tendency to assimilate the current 

stimulus with the most recent stimulus.  

ACT-R Modeling 

We implemented a model of the choose-short effect in the 

ACT-R cognitive architecture (Anderson et al., 2004), an 

integrated theory of human cognition. Declarative memory 

in ACT-R consists of chunks that can represent associations 

learned between stimuli and labels (e.g., “short” is n units). 

Each chunk is associated with an activation value that 

reflects the likelihood that information will be useful in the 

future. The assimilative effects will be produced by the 

variations in activation and its effects on performance. 

The declarative memory interacts with multiple other 

modules as coordinated by a central production system. 

Each module is dedicated to a specific operation (e.g., 

vision module processes visual features of a stimulus). The 

outcome of processing within each module is communicated 

with the production system through an interface called 

buffer. The production system selects a production that 

satisfies the current status of buffers. Execution of a 

production can modify the buffers and thus change the 

current status of the model. Time estimation in ACT-R is 
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achieved through the processing in the temporal module 

(Taatgen, Van Rijn, & Anderson, 2007) and its interaction 

with the rest of the system. Based on the internal clock 

model (Matell & Meck, 2000), a pacemaker in the temporal 

module starts accumulating pulses in the temporal buffer 

once a start signal is given. The number of the accumulated 

pulses corresponds to the estimated time duration
1
.  

Blending Mechanism 

Critical to our model is the blending mechanism (Lebiere, 

Gonzalez, & Martin, 2007) in declarative memory. The 

blending process has been used to model various kinds of 

magnitude judgments in both temporal (Moon & Anderson, 

2013; Taatgen & Van Rijn, 2011) and non-temporal 

(Peebles & Jones, 2014) dimensions. Instead of retrieving a 

specific chunk, blending produces a weighted aggregation 

of all candidate chunks available in memory. Each candidate 

chunk is given a different weight based on how recently the 

chunk has been created and how closely it matches the 

current retrieval request.  

Several models of magnitude estimation assume that a 

stimulus is represented with a category label selected on the 

basis of its similarity to the category prototype (Petrov & 

Anderson, 2005; Ward, 1979). Building on this notion, we 

assume that participants assign a label to each stimulus 

based on the similarities between the stimulus information 

and the prototypes of multiple rank-ordered categories. In 

our model, those prototypes are represented in reference 

chunks. The model has three reference chunks for duration 

(T1 through T3) and six for length (L1 through L6)
2
. Each 

of those reference chunks stores task information, label, and 

the associated stimulus information that increases with the 

label (e.g., T1: time task, label 1, & 12 pulses. T2: time task, 

label 2, & 15 pulses). For the delay stimulus, the model 

makes a binary judgment (“short” or “long”) and assigns 

one of the two extreme labels based on the estimated 

stimulus information (e.g., label 1 for the short delay-time 

and label 3 for the long delay-time). For the target stimulus, 

the model makes a more fine-grained judgment by 

retrieving a label. 

Figure 3 illustrates the blending process for labeling the 

test duration. The model makes a blending request (A) 

specifying the task condition and the pulse value that 

                                                 
1
 The temporal module produces a logarithmic representation of 

time. The pulse length keeps increasing as time progresses. The 

following equations describe how the initial (t0) and the nth (tn) 

pulse lengths are computed: t0 = start + ε1, tn = a*tn-1 + ε2 (start: 

value of  the time-master-start-increment parameter, a: value of the 

time-mult parameter, b: value of the time-noise parameter. ε1: 

noise generated with the act-r-noise command with an s (scale 

parameter of logistic distribution) of b*5*start, ε2: noise generated 

with the act-r-noise command with an s of b*a*tn-1). We used the 

default parameter values (:time-master-start-increment .011 s, 

:time-mult 1.1, and :time-noise .015). 
2 The numbers of reference chunks were determined based on 

the stimulus range and the resolution sufficient for discrimination 

in each task.  

represents the estimated test duration. Upon the request, 

candidate chunks in the declarative memory (B) that meet 

the conditions are selected for blending. The task condition 

is strictly applied and only the “time” chunks can participate 

in the blending
3
. Those chunks include three reference 

chunks (T1 through T3) as well as chunks that store delay 

durations experienced over the trials: Delay-1 (not shown in 

Figure 3) through Delay-9. The partial matching process in 

ACT-R allows chunks with pulse value other than 15 to 

participate in the blending but with a penalty based on the 

match.  

 

 
 

Figure 3: An example of blending in time discrimination.  

 

The activation associated with each chunk reflects a 

combination of its recency, match with the request, and 

activation noise. The activation in turn determines the 

weight (Figure 3B) of the chunk and determines the degree 

to which the chunk contributes to the blending. For instance,  

• Delay-9 chunk holds the estimation of the long delay 

in the current trial. It mismatches the pulse value but 

is most recent: Weight .309. 

• Delay-8 chunk holds the estimation of the short delay 

in the last trial. It mismatches pulse value and is the 

second-most recent: Weight .001. 

• T3 chunk holds the reference duration for label 3 and 

is close but not the perfect match: Weight .089. 

• T2 chunk holds the reference duration for label 2 and 

is the perfect match: Weight .385. 

• T1 chunk holds the reference duration for label 1 and 

is close but not the perfect match: Weight .159
4
. 

Product of weight and label is computed for each chunk, 

and then aggregated over the chunks to give the label of 

2.62. This label is greater than the best-matching label 2 due 

to the assimilative bias from the most recent long delay.  

Model of Discrimination Task 

Figure 4 illustrates how the model performs time 

discrimination in a T = S trial. The model starts 

accumulating pulses in the temporal buffer whenever a 

stimulus appears and stops accumulation when it disappears. 

                                                 
3 Assuming that participants attended to the instructed stimulus 

dimension, we restricted the candidate chunks to only those that 

match the task condition.   
4 Both T1 and T3 are 3 pulses away from the requested pulse 

value, but T1 gets a higher weight due to activation noise. 
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After estimating the study duration, the model makes a 

blending request with 15 pulses (blue box). The blended 

study label 1.95 (green box) is close to 2 (white box) which 

is the best match with the requested pulse value. After 

estimating the long delay (52 pulses), the model assigns 

label 3 (red box). After estimating the test duration, the 

model makes another blending request with 15 pulses. Due 

to the assimilative (red arrow) bias from the most recent 

delay (label 3), the blended test label 2.62 (green box) is 

greater than the best-matching label of 2 (white box). The 

model rounds the study and test labels to the closest integers 

and makes a response based on the comparison (2 < 3: 

“Long”). The example shows that the longer delay can exert 

an assimilative bias and make the test look longer than the 

study (i.e., increased Long response in the T = S trials in 

Figure 2A). The model performs length discrimination in a 

similar manner using the estimated length information (in 

pixels) available in the vision module. Based on the same 

blending mechanism, the label for the grey line presented 

during the delay exerts an assimilative bias on the test label.   

 

 
 

Figure 4: ACT-R model of time discrimination.  

 

Model Results 

The right panel in Figure 2 plots the model results. In the 

time task (Figure 2A), the model performed worse with the 

longer delay-time in the T < S trials. The model somewhat 

overproduced the effect showing a greater reduction of the 

Short response than participants. In the T = S trials, the 

model decreased the Short response and increased the Long 

response with the longer delay-time. In the T > S trials, the 

model increased the Long response with the longer delay-

time. In the length task (Figure 2B), the model captured 

performance decrease in the T < S trials and increase in the 

T > S trials with the longer line-length. In the T = S trials, 

the model also decreased the Short response and increased 

the Long response albeit to a weaker extent. Overall, the 

model captured the major effects of delay-time and line-

length and exhibited the choose-short effect in both tasks. 

The correlations between the participants and the model 

were .94 in the time task and .95 in length task
5
. 

                                                 
5 Adjusted model parameters: Retrieval threshold (:rt -10), 

latency factor (:lf .1 s), activation noise (:ans .35), imaginal-delay 

Discussion 

The current study investigated whether temporal and non-

temporal memory could be accounted for by the common 

principles. An experiment was designed based on the 

assumption that stimulus information attended during the 

delay could bias processing target stimulus information. We 

found that the length manipulation introduced during the 

delay could influence length discrimination performance in 

a manner parallel to the choose-short in time discrimination. 

A computational model was developed based on the 

ACT-R blending mechanism. The model encoded and 

labeled stimulus information presented during the delay, 

which exerted an assimilative influence on the subsequent 

memory retrieval. Due to the push and pull factors of 

recency and match, the judgments based on the retrieved 

representations were overall close to the correct responses 

but biased towards the most recent stimulus information. 

The common blending mechanism accounted for the major 

behavioral patterns in time and length discrimination. 

Our account for the choose-short effect is in accord with 

some accounts proposed for priming effects. In social 

psychology, priming a cognitive category (e.g., hostility) by 

unobtrusive exposure to exemplars of category increases the 

likelihood that a subsequent ambiguous stimulus (e.g., 

person who shows ambiguous behaviors) is judged as a 

member of the category (e.g., Higgins, Rholes, & Jones, 

1977). According to category accessibility account (Herr, 

Sherman, & Fazio, 1983), a frequent or recent presentation 

of exemplars of a category increases the availability of the 

category and influences judgment on a new stimulus to 

assimilate to the category. In psychophysical judgments, 

response in the current trial tends to be positively correlated 

with the response in the previous trial. Petrov and Anderson 

(2005) accounted for this sequential assimilation effect 

based on the activation-mediated priming mechanism. 

Presentation of stimulus in the previous trial strengthens the 

activation of the associated category. Due to the residual 

activation, the current stimulus tends to be judged as a 

member of the previously strengthened category. Our model 

categorizes each stimulus by assigning a label, which is 

influenced by the relative availabilities of the categories 

(i.e., weights). Exposure to the long delay stimulus activates 

the long category and increases the likelihood that the target 

stimulus is judged as the long category.   

The current study provides a new perspective on the 

choose-short effect, which has been traditionally framed as 

forgetting of temporal memory over time. Models in time 

estimation domain (e.g., Spetch & Wilkie, 1983) have 

                                                                                  
(0 s), :visual-onset-span (.01 s), and mismatch penalty (:mp 2.0). 

The :ans parameter was set at a level that matches overall 

performance level of participants. The :mp parameter was 

estimated to match the magnitude of the delay stimulus effect. 

Increasing :mp tends to weaken the delay stimulus effect because 

the chunks with delay stimulus information get weighed less (i.e., 

more heavily penalized) due to their worse match with blending 

request. The rest of the parameters were set to ensure that the 

model performs the task within the response deadline. 
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treated the choose-short effect as a case unique in the time 

dimension rather than seeking domain-general explanations. 

The current study redefined the choose-short effect as an 

interaction between two memory representations in the 

matching dimension. Based on this definition, the choose-

short effect is not “a unique form of forgetting”, but is an 

instance of domain general memory effects. Our results 

argue against the uniqueness of temporal memory 

mechanisms and prompt further investigations of the 

choose-short effect outside the temporal domain.   

By modeling the results in the domain-general ACT-R 

memory mechanism, we showed that the common principles 

could account for both temporal and non-temporal memory. 

The current approach is in the same vein as previous efforts 

(Brown et al., 2005; Taatgen & Van Rijn, 2011) on 

modeling temporal phenomena based on principles 

developed outside the temporal domain. We showed that 

principles that have accounted for non-temporal memory 

could successfully apply to accounting for temporal 

memory. In comparison with time estimation models 

developed within temporal domain, the current approach 

allows a rigorous comparison between temporal and non-

temporal memory. 
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Abstract 

 
In this paper, we study the antecedents of moments of 

particularly successful learning while students use a Cognitive 

Tutor for geometry. Students used the Cognitive Tutor as part 

of their regular classroom activities and data was collected 

automatically. Learning moments were operationalized as 

when the probability that the student just learned was 

extremely high, as determined by a probabilistic model: the 

moment-by-moment learning model. The results indicate that 

while self-explanation is weakly predictive of learning 

moments, contextual guessing and several other factors are 

even better predictors of learning moments. These results 

suggest that unexpected events in student behavior may be 

good predictors of changes in knowledge.   

 

Keywords: Moment-by-Moment Learning; Intelligent 

Tutoring System; Educational Data Mining; Robust Learning 

 

In the process of learning a skill, a learner goes from not 

knowing the skill, and being unable to demonstrate it, to 

knowing the skill in a fashion that allows them to 

demonstrate it. The development of a skill can occur in 

several fashions; in particular, learning can occur rapidly or 

gradually over time. In some cases, learning takes the form 

of a sudden  insight, or a "eureka" moment, where the 

learner gains understanding of a concept in a brief moment. 

The question of how insight occurs during learning has been 

an enduring question in Cognitive Science (as discussed in 

Chu & MacGregor, 2011). There has been considerable 

research on insight, across decades and in recent years. 

Much of this research has involved insight problems, which 

are designed to be solved in a moment of insight after 

sustained effort (Schooler, Ohlsson, & Brooks, 1993). These 

problems typically are highly difficult, require a single 

insight, and have only one correct answer. Insight problems 

can be a useful instrument to study insight in a controlled, 

replicable fashion. They have allowed researchers to learn a 

considerable amount about insight, such as the 

incompatibility between verbalizing thoughts and solving 

insight problems (Schooler, Ohlsson, & Brooks, 1993), the 

ways that external stimuli can facilitate insight (Slepian, 

Weisbuch, Rutchick, Newman, & Ambady, 2010), and how 

increased cognitive load can disrupt insight (De Dreu, 

Nijstad, Baas, Wolsink, & Roskes, 2012). 

A criticism of this literature, however, is that insight 

problems in laboratory settings may not be representative of 

how “eureka moments” manifest in authentic learning 

situations (Bowden, Jung-Beeman, Fleck, & Kounios, 

2005). The focus on laboratory research on insight problems 

allows for greater control and facilitates research, given that 

eureka moments are relatively rare during real-world 

learning situations. However, if the properties of insight in 

authentic learning are different—if real-world insight 

involves problems substantially different than “insight 

problems”, and if problem-solving manifests differently in 

real-world contexts, where help and various types of 

learning support are often available—then the findings of 

laboratory insight research may not translate to 

understanding real-world insight during learning (Bowden 

et al., 2005). 

Therefore, it is important for research to examine insight 

in real-world environments. In this work, we begin to 

address this need by attempting to examine insight in an 

intelligent tutoring system—an authentic learning 

environment.  Insight is a difficult construct to measure. In 

this paper, we operationalize insight as the probability that 

the student just learned, according to a Bayesian Model that 

detects sudden shifts from incorrect to correct performance. 

This operationalization is open to question as a measure of 

insight, as it is less straightforward than traditional 

laboratory measures of insight. It may capture the 

culmination of a student’s thinking that leads to a qualitative 

and rapid change in performance, rather than the true 

“eureka” experience.  However, this measure has the benefit 

of being feasible to use to study the phenomenon of insight 

(or simply moments of rapid learning) in authentic learning 

contexts and tasks.  

We base this work on two recent developments that have 

made it more feasible to study insight in real-world learning 

environments. First, the increasing availability of very large 

data sets from online learning environments, in particular 
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intelligent tutoring systems that reify each of the steps of 

solving a specific problem (Koedinger & Corbett, 2006), 

allow us to find many examples of moments of rapid 

learning. Second, the recent advent of models that attempt to 

explicitly identify how much learning is occurring moment-

by-moment (Baker, Goldstein, & Heffernan, 2011) provides 

a new opportunity to identify situations where unusually 

rapid learning occurred and study what differentiated these 

situations from other situations where less learning 

occurred. In addition, the longitudinal and intensive nature 

of this data allows us to not just study what was occurring in 

those moments of enhanced learning, but also what occurred 

in the moments leading up to them. As such, for the present 

study, we combined these two resources to try to better 

understand what factors precede and are associated with 

insight.   

To do this, we first distilled a range of features of the data 

for situations where unusually rapid learning occurred in an 

online learning environment, as well as  for the situations 

and student actions preceding those situations. Though our 

approach was a bottom-up data mining approach (cf. Baker 

& Yacef, 2009), we distilled these features with specific 

candidate hypotheses in mind.  

One particularly important candidate hypothesis  involved 

self-explanation. Self-explanation is a self-directed, 

constructive activity that occurs when a student generates 

explanations during learning (Conati & VanLehn, 

1999;Hausmann, Nokes, VanLehn, & Gershman, 2009). 

Self-explanation can involve attempting to understand 

worked examples (Conati & VanLehn, 1999; Shih, 

Koedinger, & Scheines, 2008), or attempting to understand 

feedback (Baker, Gowda, & Corbett, 2011). While self-

explaining instructional content, students develop an 

understanding of complex phenomena, actively construct 

knowledge, and make knowledge personally meaningful 

(Jordan, Makatchev, & VanLehn, 2003; Roy & Chi, 2005). 

Self-explanation has been shown to promote deeper 

processing and more robust learning (Hausmann, Nokes, 

VanLehn, & Gershman, 2009; Roy & Chi, 2005).   Self-

explanation’s positive effects arise in part because it can 

expose a student’s misconceptions about a concept (Roy & 

Chi, 2005) and the gaps in the student’s knowledge 

(VanLehn & Jones, 1993). We believe that some of the way 

that self-explanation may promote robust learning in real-

world situations is through promoting "eureka" moments.    

Several other candidate hypotheses were also considered. 

These hypotheses are in line with past evidence from the 

cognitive and learning sciences that suggest that these 

specific factors are associated with positive learning 

outcomes in online learning settings. In particular, we 

examined the relationships between learning moments and 

receiving “bug” messages (which inform a student if they 

have a common misconception), and between learning 

moments and utilizing online help systems. Each of these 

experiences (and how students react to them) has been 

previously shown to be associated with robust learning, and 

insights are one way that this might occur (Baker, Gowda, 

& Corbett, 2011).   

Finally, we also examined contextual guessing behaviors.  

Guessing is not mentioned in the literature as being 

associated with robust learning, but we felt that it was worth 

examining because it is a behavior that only occurs before 

learning moments. Additionally, guessing is measured as 

part of many knowledge modeling frameworks, such 

Bayesian Knowledge Tracing (described below), but is 

typically unexamined. 

 

Method 
 

Learning Environment 
 

We studied learning moments within the context of 

Cognitive Tutor Geometry (CTG), a computer learning 

environment that promotes learning by doing, currently used 

by tens of thousands of students a year (Koedinger & 

Corbett, 2006).  In CTG, students individually solve 

mathematics problems, which are broken down into the 

series of steps needed to solve them.  As a student works 

through a problem, a running cognitive model assesses 

whether the student’s answers map to correct understanding 

or to a known misconception (Anderson, Corbett, 

Koedinger, & Pelletier, 1995).  If the student inputs an 

incorrect answer, the answer turns red.  If the student’s 

answer also indicates a known misconception (called a 

“bug”), the student is given a message about their error.  

An important feature of CTG is that students need to input 

both an answer and a justification for that answer, in the 

form of a geometric principle. Students can enter their 

justification either by typing the name of the geometric 

principle next to their answer or by choosing the geometric 

principle from a Glossary, which contains a list of theorems 

and definitions that are relevant to the lesson as well as 

illustrations and short examples demonstrating those 

theorems and definitions (Aleven & Koedinger, 2002).  In 

addition to being used for justifying problems steps, the 

Glossary also acts as a reference for students to use to help 

them solve the problems (Aleven & Koedinger, 2002).   

CTG also has context-sensitive multi-step hints, which are 

tailored to the exact problem step the student is working on.   

A student who requests a hint first receives a conceptual 

hint, and can then request further hints, which become more 

and more specific until the student is given the answer.  

As students work through problems in a specific 

curricular area, the system uses Bayesian Knowledge-

Tracing (Corbett & Anderson, 1995), or BKT, to estimate 

which skills the student knows and which skills the student 

is having difficulty with. BKT is a commonly-used student 

modeling algorithm that infers the probability of student 

knowledge at a given time based on the student’s history of 

correct and incorrect answers and help requests. BKT also 

empirically determines the probability  that the student got 

the answer correct without having the necessary knowledge 

(called the guess probability) and the probability that the 
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student got the answer incorrect even though they had the 

knowledge (called the slip probability). CTG then uses these 

estimates to give each student problems that are relevant to 

the skills that he or she is having difficulty with.   

CTG material is structured into independent lessons that 

each cover a set of related skills and concepts, such as 

parallel and perpendicular lines, similarity, congruence, 

volume and surface areas, and vectors.  Year-long courses 

are composed of sequences of lessons, where later lessons 

build upon knowledge from previous lessons.  Log files are 

automatically collected while the students use the software 

over the course of the year. 

 

Participants 
 

The data set used in this research comes from the LearnLab 

DataShop data repository (Koedinger, Stamper, Leber, & 

Skogsholm, 2013). Data was collected from 102 students at 

a high school in rural Western Pennsylvania.  The students 

used CTG across the course of the entire school year, 

approximately two days a week, as part of their regular 

mathematics curriculum.  Students in this school are 98% 

Caucasian.  While this is typical for rural schools in this 

region, it is higher than the state average (73% Caucasian). 

There are approximately 16 students per teacher in the 

school, which is about the same as the state average (15 

students per teacher). Additionally, 28% of students in the 

school qualified for free or reduced lunch, which is slightly 

less than the state average (33%).  In this school, 69% of 

students were rated proficient or higher on the math section 

of the PSSA standardized exam, which is approximately 

equal to the state average (72%). The students were 

approximately balanced in terms of gender.  

Students made 683,285 total transactions with the system 

(a transaction is defined as any action that the student 

makes, such as attempting to enter a problem step or asking 

for help), within 509,854 total problem steps, for an average 

of 1.34 transactions per problem step.  There was an average 

of 6698.87 transactions per student, an average of 10845.79 

transactions per lesson across all students, and an average of 

106.33 transactions per lesson per student. There was an 

average of 4998.57 problem steps per student, an average of 

8092.92 problem steps per lesson across all students, and an 

average of 79.34 problem steps per lesson per student. 

 

Measuring Moment-by-Moment Learning 
 

We computed the probability that a student learned in a 

specific problem step using the moment-by-moment 

learning model, also referred to as P(J), the probability that 

the student Just learned (Baker, Goldstein, & Heffernan, 

2011). A high P(J) value indicates that there was a high 

probability that the student learned during the associated 

problem step. The full mathematical equations for the P(J) 

model are given in Baker, Goldstein, & Heffernan (2011), 

but we summarize the process here. 

The calculation of P(J) builds upon BKT and is a two-

step process. First, we generate an initial value for each 

problem step that represents the probability that the student 

learned a knowledge component or skill on that specific 

problem step. The assignment of these values is based on 

the idea that learning is indicated when a student does not 

know a skill at one point, but then starts performing 

correctly afterwards. These initial probabilities are 

generated using a combination of predictions of current 

student knowledge from BKT and data on future 

correctness, integrated using Bayes’ Theorem. Thus, the 

calculation uses evidence from both past and future data to 

assess the probability that learning occurred at a specific 

time.   

Second, these initial probabilities are then used as inputs 

to a model that infers the probability of learning at a specific 

problem step based only on past data.  This model uses a 

broader feature set (e.g., response time, use of help, the type 

of interface widget, and the student’s problem-solving 

history with the tutor), but uses no data from the future. In 

this way, we create a model that can be used either at run-

time or retrospectively to assess the probability that a 

knowledge component is learned at a specific practice 

opportunity. This process also “smoothes” model 

predictions, reducing the degree to which extreme 

probability values are obtained by chance. This prediction 

smoothing  is useful because it  makes the predictions more 

stable and reliable and, in turn, allows us to examine the 

predictions more closely. 

 

Data Analysis 
 

To examine insight, we compared two sub-sets of the data – 

the data associated with the top 1% of P(J) values, treated as 

rapid learning moments, and the data associated with the 

remaining 99% of P(J) values, treated as non-rapid learning 

moments. This 99/1 split is a somewhat arbitrary 

designation; it is hard to say if this is too liberal or too 

conservative. It is possible that not all P(J) values in the top 

1% are indicative of learning moments.  However, moments 

in the top 1% are definitely more likely to be rapid learning 

moments than those in the top 50%, for instance.  

In order to examine the predictors of these moments, we 

looked at the preceding problem step on the same skill for 

each rapid and non-rapid learning moment. Depending on 

the design of the lesson, the antecedent problem step of the 

same skill could have immediately preceded the moment or  

been separated from the moment by several minutes, or 

even a few days. Each antecedent problem step consisted of 

one or more student actions, such as asking for help or 

inputting a response. To create features (discussed below) at 

the grain-size of problem steps, we averaged the data across 

all student actions in each individual problem step to create 

a single value per feature per problem step. 

The top 1% of P(J) values was determined using all 

509,854 P(J) measurements in the data set. However, not all 
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problem steps had an antecedent problem step.  Problem 

steps were only included in the analysis if they had an 

antecedent problem step on the same skill. This produced a 

set of 3996 problem steps with a P(J) in the top 1% and a 

comparison set of 467701 problem steps with a lower P(J). 

In order to better understand the situations in which 

insights occur, we used features of the antecedent problem 

steps of rapid and non-rapid learning moments to develop a 

set of prediction models that attempt to infer whether a 

problem step will be a rapid learning moment. Specifically, 

we built a set of step regression models (linear regression 

with a step function; not the same as step-wise regression), 

using RapidMiner 4.6 (Mierswa et al., 2006). Step 

regression models are a method for predicting binary data. 

In this case, we used them to predict whether an antecedent 

problem step preceded a rapid learning moment or not. Step 

regression models postulate that there are sharp disjunctions 

between the values of a variable. They have been successful 

in many educational data mining problems, and seem 

particularly appropriate in this case, as we are trying to infer 

a sharp disjunction in student learning and performance. In 

this study, we created one model per potential feature in 

order to understand the range of features that predict insight. 

 

Potential Predictors of Insight 
 

We distilled a set of features that were potential predictors 

of insight from the logs of students' interactions with the 

Cognitive Tutor. These features were quantitative or binary 

descriptors of key aspects of each problem step and were 

hypothesized to be associated with the construct of interest, 

insight. As discussed above, these features were computed 

using data from the problem step preceding each rapid or 

non-rapid learning moment.  

One of the candidate features we examined was self-

explanation. This type of large-scale log data is analyzed 

retrospectively. Therefore, it was not possible to directly 

measure whether students were engaging in self-

explanation. Instead, we adopted the operationalization used 

by Baker, Gowda, and Corbett (2011). They suggested 

looking for when students pause after receiving a bug 

message or pause after asking for help. Previous research 

suggests that long pauses in these situations may indicate 

self-explanation (Shih, Koedinger, & Scheines, 2008). We 

specifically looked for pauses that were at least 10 seconds 

long. The cutoff of 10 seconds was chosen because this 

amount of time indicates that the learner was probably doing 

something other than just making the next action in the 

system. These pauses can contain other behaviors, such as 

off-task behavior (typically 80 seconds or longer – Baker, 

2007) or talking to the teacher, but are likely to contain a 

substantial proportion of self-explanation behavior. 

Eighteen other features were distilled as well, such as 

guessing behaviors and the number of actions it took the 

student to achieve a correct answer, the latter of which may 

indicate that students are making many mistakes and/or are 

asking for a lot of help.  All of the features distilled 

represent theoretically-justified hypotheses for factors that 

may lead to learning moments.  Furthermore, these features 

all represent unique, though potentially correlated, actions 

and occurrences within the Cognitive Tutor. While a 

description of all of the features is out of the scope of this 

paper, six are listed in Table 1 to highlight the most relevant 

findings.   

 

Metrics Used 
 

We evaluated each of the models using cross-validation. In 

cross-validation, models are repeatedly built on a subset of 

the data, and tested on an unseen subset. In this analysis, we 

cross-validated at the student-level (e.g. the same student 

was not represented in both the training and test folds), 

using 6 folds. Cross-validation is an alternative to statistical 

significance testing that is theoretically equivalent to the 

Bayesian Information Criterion (BIC) (Raftery, 1995).   

The goodness of each model was determined using A’, a 

metric mathematically identical to the Wilcoxon statistic 

and to AUC, the “Area Under [the ROC] Curve” (Hanley & 

McNeil, 1982). A’ is the probability that if a detector 

compares a problem step preceding a rapid learning moment 

to a problem step that is not, it will correctly identify which 

is which.  A model with an A’ of 0.5 performs at chance and 

a model with an A’ of 1.0 performs perfectly. In this study, 

A’ was calculated using custom code that can be found at 

http://www.columbia.edu/~rsb2162/computeAPrime.zip. 

This custom code avoids the computational errors that are 

seen in A' implementations that compute the integral of the 

curve. Cohen’s Kappa (1960) is another goodness metric 

that is often used for models of this type. However, due to 

the extreme imbalance between the number of cases in the 

comparison groups, it was not appropriate for this data. 

Along with the A' values, we also calculated the means 

and standard deviations of each feature for each group.  

These values, in general, represent the approximate 

proportion of the times that the action associated with the 

feature occurred.  However, because the unit of analysis is 

problem steps and not all individual actions are treated 

equally, labeling these as proportions is not quite accurate.  

Additionally, some means and standard deviations, such as 

the number of actions in a problem step, represented 

average counts instead of proportions. 

 

Results 
 

In line with our initial hypothesis, students about to have a 

moment of rapid learning were more likely to self-explain 

bug messages and hints (M = 0.120, SD = 0.248) than 

students not about to have a moment of rapid learning (M = 

0.018, SD = 0.107).  However, self-explanation was only 

weakly predictive of rapid learning moments (A' = 0.578). 

Other features were more predictive.       

Contextual guessing, calculated using the model from 

Baker, Corbett, & Aleven (2008) and defined as having a 
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high probability of getting an answer correct due to guessing 

rather than knowing the skill, was the strongest predictor of 

rapid learning moments (A’ = 0.709). Students who were 

about to have a moment of rapid learning were more likely 

to contextually guess (M = 0.100, SD = 0.128) than students 

not about to have a moment of rapid learning (M = 0.022, 

SD = 0.071).  This indicates that guessing may help students 

learn when they do not understand a skill. Alternatively, it 

may indicate that students appear to guess when they have 

developed an understanding that is partially correct and only 

succeed intermittently.  

 

Table 1: A’ values for a subset of the features 
Feature A’ 

Low Probability of Knowing Before Answering and High 
Probability of Guessing 

0.709 

Probability of Knowing Before Answering 0.706 

Number of Actions in the Problem Step 0.639 

Receiving a Bug Message 0.626 

Time > 10 Seconds and Previous Action Help or Bug 0.578 

Asking for Help 0.539 

 

The probability of knowing the skill before answering (A’ 

= 0.706) was also more predictive of rapid learning 

moments that self-explanation.  Students who had a lower 

probability of knowing the skill before completing an action 

were more likely to have a moment of rapid learning (M = 

0.674, SD = 0.357) than those with a higher probability of 

knowing the skill before completing an action (M = 0.889, 

SD = 0.250). This makes sense, as a student cannot have a 

learning moment if they already know the skill.   

As hypothesized, another feature associated with rapid 

learning moments was receiving a bug message, though this 

feature was only weakly associated (A’ = 0.584).  Students 

about to have a rapid learning moment were more likely to 

receive a bug message (M = 0.168, SD = 0.312) than 

students not about to have a rapid learning moment (M = 

0.053, SD = 0.192). This suggests that the feedback present 

in the bug messages helped the students learn the skill – a 

positive impact for that aspect of the Cognitive Tutor’s 

design. It is surprising that bug messages were not more 

predictive of learning moments though. A more detailed 

examination of bug messages may clarify these results.  

However, contrary to our hypothesis, asking for help was 

not very predictive of rapid learning moments (A’ = 0.539).  

Given that help seeking behavior is commonly considered to 

be good for learning, this is a surprising result. It may 

indicate that the help being given was only intermittently 

useful or that students were abusing the help. However, this 

result requires a more thorough investigation before we can 

make any conclusions with confidence. 

Finally, the number of actions it took a student to get the 

correct answer to a problem step was also predictive of 

rapid learning moments (A' = 0.639).  Students about to 

have a rapid learning moment tended to make more attempts 

before getting the correct answer (M = 2.199, SD = 2.376) 

than students who were not about to have a rapid learning 

moment (M = 1.347, SD = 1.557). This implies that 

persisting in working on a difficult problem is associated 

with moments of rapid learning.  

 

Discussion and Conclusions 
 

In this research, we looked to understand when insight 

occurs within real-world learning contexts by studying  

large quantities of log files from students using an 

Intelligent Tutoring System.  Specifically, we used the 

probability that a student had just learned as an indicator of 

whether insight occurred and compared rapid learning 

moments (i.e., insights) to non-rapid learning moments (i.e., 

non-insights) in terms of a variety of features.  It is our hope 

that this research is a first step towards being able to 

accurately study "eureka" moments in authentic learning 

environments. 

In line with this, these results should be seen as opening 

up new hypotheses rather than conclusively confirming 

them. As is true of all measures developed using data 

mining and knowledge engineering, our operationalizations 

are imperfect. For the purposes of this study, we have drawn 

from previous literature to operationalize these constructs as 

accurately as possible.  However, it is difficult to verify the 

degree to which our operationalizations fully capture these 

constructs.  

Despite this limitation, clear findings emerge from this 

analysis. We initially hypothesized that self-explanation 

would lead to rapid learning moments, and this hypothesis 

was weakly supported by the results. Other successful 

predictors of moments of rapid learning included the 

probability of knowing the skill, the number of actions it 

took to complete the problem step, and receiving a bug 

message.  

However, contextual guessing was the most strongly 

associated with rapid learning moments.  This is interesting 

because guessing is typically assumed to be associated with 

behaviors that have negative effects on learning, such as 

gaming the system (Baker, Corbett, Roll, & Koedinger, 

2008). Guessing is an event that occurs unexpectedly. This 

may mean that unexpected events are good indicators of 

rapid changes in knowledge.  Alternatively, it might mean 

that the differences between unexpected events and rapid 

changes in knowledge are hard to discriminate. 

For these reasons, future work should focus on clarifying 

the relationships between rapid learning moments and their 

antecedents at a finer grain size, especially examining 

unexpected events such as contextual guessing. Future work 

should also further examine how closely P(J) values relate 

to insight. One way to approach this may be to distill 

features that have been shown to be associated with insight 

(e.g., not verbalizing thoughts, minimized cognitive load) 

and to see how these features associate with P(J) values. In 

this way, we can better understand the factors that lead 
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students to experience insight, better understand how to 

design online learning to facilitate learning moments, and 

help fulfill Anderson’s (1993) vision for intelligent tutoring 

systems as both a way to transform education and a platform 

for Cognitive Science research.  
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Abstract 

Previous research has shown sketching to be useful to 
students solving math problems. The present study 
examines which aspects of middle school students’ 
sketching are related to, or predict, successfully 
answering math problems. The effects of individual 
differences in cognitive factors – working memory, 
spatial ability, and prior math knowledge – on answer 
accuracy are also analyzed. Stepwise regression 
analysis indicates that prior math knowledge and the 
inclusion of numerical representations of key problem 
relationships in sketches positively predict answer 
accuracy, whereas including irrelevant relationships in 
a sketch is associated with lower answer accuracy. 
Methodological implications for future research are 
discussed. 

Keywords: sketching; working memory; spatial 
ability; diagrams; middle school; mathematics 

Introduction 

Sketching or drawing is an important technique 

students use to solve math problems (Jee et al., 2014; 

Van Meter & Garner, 2005). Prior research has 

shown sketching to facilitate reasoning (Ruchti & 

Bennett, 2013) and communication of students’ 

thinking (Haltiwanger & Simpson, 2013). Calculus 

teachers frequently include sketching in their 

instruction, as do students when solving calculus 

problems (Haciomeroglu, Aspinwall, & Presmeg, 

2010). However, in the few types of representations 

identified in students’ drawing – often schematic 

versus pictorial representations – it is not clear which 

one(s) seem to be the most useful for successful 

problem solving and math learning. Some research 

indicates that pictorial sketches, which include 

extraneous and decorative detail, are associated with 

lower answer accuracy than sketches that focus on 

schematic relationships in the problem (e.g. Hegarty 

& Kozhevnikov, 1999; Van Garderen & Montague, 

2003). Edens and Potter (2008) examined upper 

elementary school students’ sketches, finding that 

more schematic-like representations were positively 

associated with answer success compared to more 

pictorial sketches. In their study, sketches were rated 

as schematic versus pictorial, with the two categories 

as opposite ends of a single dimension. Thus, it is not 

clear whether pictorial representations themselves, 

rather than extraneousness or lack of attention to the 

components of the problem, are detrimental to 

problem solving.  

In addition, individual differences in cognitive 

ability might also affect how different types of 

drawing influence students’ problem solving in math. 

Working memory, for example, has been shown to 

affect the amount of new information that can be 

integrated into a working mental model (Seufert, 

Schutze, & Brunken, 2009), the quality of which may 

affect whether a student could represent the model 

diagrammatically. Prior content knowledge has also 
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been shown to affect the extent to which 

representations of a problem contain extra details; 

those with more expertise tend to include more 

“embellishments” in their problem representations 

(Chi, Feltovich, & Glaser, 1981). And research on 

spatial ability suggests that answering certain 

problems requires mental transformations not 

provided by text or visualization alone (Trafton & 

Trickett, 2001). 

The present study set out to identify associations 

between types of representation in student’s drawing 

and performance in problem solving. In particular, 

we examined middle-school students’ drawing while 

they engaged in math problem solving, identified 

different representation strategies in these drawings – 

words, numbers or numerical operations,  

schematic/diagrammatic relationships, or decorative 

pictures – and explored whether there is any 

association between the prevalent representational 

strategies of drawings and students’ performance in 

solving math problems. We also sought to test 

whether the effects of representation strategies 

operate independently of the effects of cognitive 

factors. Thus, we sought to answer the following 

research questions: does using one type of 

representation predict or relate to answer accuracy, 

what effect does representing irrelevant components 

have on answer accuracy, and what relationships do 

cognitive abilities have to answer accuracy? 

Methods 

Participants 

Participants included 47 sixth graders from two 

diverse middle schools in the mid-Atlantic US. The 

sample was 60% female and was racially diverse 

(53% White, 15% Black, 13% Asian, 11% Latino, 

4% Middle Eastern, 4% declining to identify their 

race, and 11% more than one race). Participants were 

also socioeconomically diverse, with 23% coming 

from families where neither parent had earned a 

Bachelor’s degree, and 47% coming from families 

where at least one parent had earned a Bachelor’s 

degree or higher (30% of the sample did not know 

the level of education their parent/guardian had 

obtained). The mean age for the students was 11.5 

years.   

Procedure 

Students were recruited from their homeroom classes. 

After obtaining parental consent and student assent, 

participants provided basic demographic information, 

completed 4 of the paper and pencil math stimuli and 

completed a computer-based task for visuo-spatial 

working memory during two individual sessions of 

approximately 25 minutes each. Students received 

one pen and one pencil each as compensation for 

participation. Students also participated in a group 

testing session in which they completed the paper and 

pencil measure of dynamic spatial ability (mental 

rotation test) and a test of prior math knowledge. 

 

Measures 
 

Math Stimuli  Four math stimuli were constructed 

on the topics characteristic of middle school 

mathematics curricula; these topics included basic 

arithmetic/mathematical reasoning, algebra, area, and 

volume. Each stimulus included instructional text and 

a challenging problem that is amenable to solving 

with diagrams. Students were directed to “make a 

diagram,” and researchers emphasized that the 

diagrams did not “have to be pretty,” but that they 

should include the important parts of the problem, 

and should help them solve it. See Figure 1 for a 

sample stimulus.  

 

Figure 1: Sample stimulus and student work. 

 

 
 

Prior Knowledge in Mathematics To assess 

students’ mathematics conceptual knowledge, we 

used 21 researcher-constructed items that measured 

students’ prior knowledge of the topics/skills 

required to complete the mathematics stimuli 

accurately.  For example, one item asks participants 

to identify whether an expression represents area, 

perimeter, volume, or none of these for given 

dimensions of a rectangular prism (e.g., four times 

seven – length times height). This measure was not 

timed. Scores ranged from 29% to 100% (M=64%). 

Internal consistency was computed using Cronbach’s 

alpha; α=.70. 

 

Visuo-spatial Working Memory Participants’ 

working memory was assessed using a computerized 

and spatial version of a complex-span working 

1638



memory task. In this task, participants recall the order 

and location of squares in a grid while making 

decisions about the symmetry of images presented. 

Previous research shows the test to be reliable using 

Cronbach’s alpha; α = .80 (Unsworth, Heitz, 

Schrock, & Engle, 2005). 

 

Spatial Ability  Participants’ spatial ability was 

assessed using the Mental Rotation Test from the 

Primary Mental Ability Battery (Thurstone, 1974). 

Participants select from four shapes one that, when 

rotated and combined with a target shape, creates a 

square. Colom et al. (2004) report reliability using 

Cronbach’s alpha: α = .73. 

 

Diagram coding scheme  A fine-grained coding 

scheme was developed to capture the participants’ 

sketches in as much detail as possible. This first 

required that the problems themselves be broken 

down into their basic components. For each problem, 

faculty and graduate students in Temple University’s 

College of Education were asked to write out all their 

work to answer the question. Their solution steps 

were broken down into the necessary and sufficient 

components of the problem (e.g. each individual 

dimension of a rectangular prism), and the necessary 

and sufficient relationships between components 

(e.g., the area of one plane equals one dimension 

times another dimension). These key elements and 

relationships were compiled as a coding rubric for 

each problem, which was used to score each 

participant’s sketch.  

In order to explore the relationship between 

representational strategies and successfully solving 

the problem, each element/relationship was scored by 

the type of representation: as words, as numbers or 

numerical operations, as schematic/diagrammatic 

relationships, or as a decorative picture. Each 

instance of a representation of a key element or 

relationship was given credit based on its 

representation type. For example, a participant 

received credit for both a word representation and a 

numerical representation if they wrote “length times 

width times height equals volume” and also wrote the 

equation for volume with the numerical dimensions 

listed in the problem.  

Any element or relationship represented – in any 

form – that was not necessary and sufficient to solve 

the problem was scored as “irrelevant.” These did not 

include arithmetical errors or diagrammatic size 

inconsistencies, which, if part of a necessary and 

sufficient representation, were considered relevant 

and credited by representation type.  

Participants’ scores for each representation type – 

words, numbers/numerical operations, diagrammatic 

relationships, or picture – were averaged across all 

problems. The sums of participants’ irrelevant 

elements/relationships were also averaged across all 

problems.  

One of the authors coded all participant sketches, 

and a second coder was trained on data other than 

those used for calculating inter-rater statistics and 

recoded 35% of the corpus. Intra-class correlations 

were used to calculate inter-rater reliability; 

correlations for each stimulus were greater than .76.  

 

Answer Accuracy  Answer accuracy was scored as 

its own dimension, independent of irrelevant features 

included in the sketches, and representational 

strategies. This permitted testing of the effects of 

correctness separately from the effects of relevant or 

irrelevant features, and from different 

representational strategies. Student answers for each 

stimulus were rated as 0 (incorrect), 1 (partially-

correct), and 2 (correct). Scores for each problem 

were then averaged across all problems the 

participant completed. Two of the authors rated 

student answers; ratings were found to be highly 

reliable, with intra-class correlations for each 

stimulus greater than .90.  

Table 1: Correlations between representation strategies, cognitive factors, and answer accuracy 

 

 

Working 

Memory 

Mental 

Rotation 

Prior Math 

Knowledge 

Answer 

Accuracy 

Element representation type     

Numerical .129 .248~ .374* .465** 

Words -.068 .049 -.115 -.257~ 

Diagram .141 .105 .049 -.129 

Picture .124 .050 .072 .089 

Irrelevant Elements .340* -.048 .142 -.006 

 Relationship representation type 
 

   

Numerical  .198 .233 .452** .553** 

Words -.233 .001 -.070 -.197 

Diagram .270~ .297* .264~ .253~ 

Picture .197 .159 .252~ .090 

Irrelevant Relationships -.101 -.367* -.190 -.471** 

Working Memory -- .556** .405** .192 

Mental Rotation  -- .364* .227 

Prior Math Knowledge   -- .494** 

~ p < .1, *p < .05, ** p < .01     
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Results 

Bivariate correlations were conducted to explore the 

relationships between representational strategies, 

inclusion of irrelevant features, cognitive factors, and 

answer accuracy.  

Representational strategies for key problem 

elements were largely not significantly related to 

cognitive factors or answer accuracy. The exceptions 

were for numerical representations, which were 

correlated with spatial ability, prior math knowledge, 

and answer accuracy. Irrelevant representations of 

elements were significantly correlated with working 

memory, though why this should be the case is 

unclear (see table 1).  

Of the strategies coded for representing 

relationships, only the use of words bore no 

significant relationship to any cognitive factors or 

answer accuracy, though the correlations were in a 

consistent direction. Numerical representations  

of relationships were strongly related to  

answer accuracy (r =.553, p < .01) and prior math  

knowledge (r = .452, p < .01). Correlations between 

diagrammatic representations of relationships and 

were only marginally significant for answer  

accuracy and cognitive factors, with the  

exception of spatial ability, to which they bore a 

statistically significant relationship (r = .297,  

p < .05). Of particular relevance to our research 

questions were the significant inverse correlations 

between representing irrelevant relationships and 

answer accuracy (r = -.471, p < .01), and spatial 

ability (r = -.367, p < .05).  

Correlational analysis of cognitive factors and 

answer accuracy indicated that, at least for this 

relatively small sample, only prior math knowledge 

was significantly related to answer accuracy (r = 

.494, p < .01), though both spatial ability and 

working memory were significantly related to prior 

math knowledge (respectively, r = .364, p < .05; and 

r = .405, p < .01).  

Stepwise multiple regression analysis was then 

conducted to examine the predictive values of 

representational strategies for key problem 

relationships and cognitive abilities on answer 

accuracy. Stepwise regression, rather than simple 

linear regression, was chosen for these analyses given 

the exploratory nature of the diagram coding scheme, 

and the inter-relationships among independent 

variables. However, the choice was made to focus 

regression analyses on relationship representations, 

rather than element representations or the 

combination of both, because the inclusion of 

relationships presupposes the inclusion of 

corresponding problem elements, i.e. calculating the 

volume of a rectangular prism necessarily involves 

each individual dimension.  

Given the correlations observed in Table 1, 

numerical representations, diagrammatic, and 

irrelevant representations of relationships were used 

in the regression analysis, as were all three cognitive 

factors. The final model was reached in three steps 

with no variables removed, and contained three out of 

the six variables examined: numerical representations 

of relationships, prior math knowledge, and irrelevant 

representations of relationships – each entered 

respectively in the three steps. The regression 

equation was statistically significant, F (3, 46) = 

11.377, p < .001, with the model accounting for 40% 

of the variance in accuracy (R = .442, R
2
 = .404). 

Answer accuracy was predicted both by irrelevant 

relationships and numerical relationships, in opposite 

directions but of equal effect size in our analyses. 

That is, a higher average number of numerical 

representations predicts higher answer accuracy, and 

a higher average number of irrelevant relationships 

represented predicts lower answer accuracy. Prior 

math knowledge was also significantly predictive of 

answer accuracy (See Table 2 for raw and 

standardized regression coefficients). 

Table 2: Stepwise regression analysis for cognitive factors and relationship representations 

 

Variable B SE (B) β t Sig. 

Entered      

Numerical Representations .138 .070 .280 1.972 .055 

Prior Math Knowledge .037 .015 .314 2.462 .018 

Irrelevant Relationships -.215 .099 -.281 -2.183 .035 

Excluded      

Diagram Representations .043   .346 .731 

Mental Rotation -.072   -.551 .585 

Working Memory -.022   -.178 .859 

Intercept .369 .235  1.572 .123 

R2   .442   

S.E.E.   .373   
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Discussion 

The present study sought to explore the relationships 

between cognitive abilities and representational 

strategies in middle school students’ sketches, and 

their answer accuracy when solving math problems. 

Contrary to previous research on cognitive ability 

correlates of math performance, mental rotation 

ability and visuo-spatial working memory were not 

related to answer accuracy. Prior math knowledge, 

however, was moderately correlated with answer 

accuracy. Several interpretations are possible: that 

prior math knowledge is particularly important for 

these problems, or that working memory and spatial 

ability are less salient factors for math performance 

for this age group. Future research exploring different 

kinds of math problems, and with students of 

different ages, would clarify the role of prior 

knowledge relative to other cognitive factors.  

One of the main questions this study sought to 

address was the effect of pictorial representations of 

key problem elements and relationships on answer 

accuracy; prior research indicated a negative 

relationship between pictorial representations and 

answer performance. Yet, as the results tentatively 

suggest, it may not be pictorial representations per se, 

but misunderstanding the operative relationships that 

predicts lower performance. For example, a sketch 

may properly construe the key relationships of a 

problem, but contain additional decorative details that 

do not interfere with conceptual understanding – a 

possibility indicated by the marginally significant 

correlation between pictorial representations of 

relationships and prior math knowledge. In other 

words, those who possessed sufficient prior 

knowledge of math may not have been hindered by 

adding decorative details. 

The results also suggest that the inclusion of 

irrelevant relationships bears a relatively distinct 

connection to answer accuracy. Irrelevant features 

were scored as a separate dimension from both 

overall answer accuracy and different representation 

strategies, meaning that discerning and representing 

relevant relationships may reflect a different 

dimension of mathematical problem solving. 

However, irrelevant representations’ inverse 

relationship with spatial ability may indicate 

difficulty grasping and manipulating abstract 

relationships. In other words, those who scored 

higher on a spatial ability measure may have had less 

trouble conceptualizing the ways the problem 

elements were related to each other.   

This latter interpretation is supported by the 

relationships between diagrammatic representations 

of relationships, all three cognitive factors, and 

answer accuracy. That is, students who can grasp and 

manipulate – and therefore diagram – operative 

relationships of a math problem tend to score higher 

on spatial ability, working memory, and prior math 

knowledge. An important question, then, is whether 

the benefits of diagramming, before calculations, on 

answer accuracy obtain for all levels of cognitive 

ability. To test such a possibility, studies are needed 

that compare diagramming to other promising active 

learning methods, such as self-explanation, and 

against a control group prompted to do neither. These 

comparisons would help determine whether the 

cognitive ability correlates of successful 

diagramming, or the forced attention to the 

relationships of a problem, contribute to answer 

accuracy. However, the present study did not entail 

such comparisons, and its scope is therefore limited 

to the relationships between representational 

strategies and cognitive factors. 

Another limitation of this study was the lack of 

distinction between correct and incorrect 

representations in participants’ sketches. The results 

indicate that relevant numerical representations of 

relationships predict answer accuracy. This makes 

sense because some amount of relevant numerical 

representations (i.e. calculations) are necessary to 

solve math problems. But the diagram scoring 

scheme used in the study made no distinction 

between representations with arithmetical errors and 

those without. It was therefore not possible to 

determine whether the relationship between answer 

accuracy and a higher number of numerical 

representations reflects additional necessary 

calculations after noticing arithmetical errors, or 

simply that a certain amount of calculations are 

necessary to solve the problems. To correct this, 

diagram scoring schemes should account for correct 

and incorrect – but relevant – representations. It 

would then be possible to differentiate between those 

who required many additional calculations than the 

minimum necessary, and those who diligently 

performed every calculation on paper. 

Future studies should also clarify the consistent 

inverse, though not statistically significant, 

relationship found between the use of words to 

represent relationships and working memory and 

answer accuracy. The direction of the relationship 

with working memory, which was itself positively 

related to answer accuracy, hints at the possibility 

that the use of words to represent relationships was 

merely a note-taking strategy employed to relieve 

demands on working memory. Pilot work for this 

study showed similar results, but the methodology of 

this study precludes definitive interpretations of this 

relationship; participants could not designate certain 

relationships as notes for themselves, rather than 

components of their representation of the problem. 
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Therefore, more research is needed before 

implications for instruction, or for students with 

lower working memory capacity, become clear. 

Overall, these results indicate that knowledge of 

formulas or arithmetical procedures may be 

necessary but not entirely sufficient for successfully 

solving math problems, given the negative effects of 

failing to grasp the relevant relationships. Beyond 

prior knowledge of math, and showing lots of 

calculations, students should also carefully 

conceptualize math problems’ operative 

relationships. These results also corroborate evidence 

of a connection between constructing 

schematic/diagrammatic representations of math 

problems, and spatial ability, working memory, and 

prior math knowledge. 
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Abstract

The Baldwin Effect is a proposed mechanism by which plas-
ticity facilitates adaptive phenotypic and genetic evolution. In
particular it has been proposed to be involved in the evolu-
tion of language. Here we investigate three factors affecting
the extent to which plastic traits are fixed by selection: (i) the
difficulty with which traits can be acquired through plasticity,
(ii) the importance of traits to fitness, and (iii) the nature of
dependencies between different traits. We find that selection
preferentially fixes traits that are difficult to acquire through
plasticity, traits that have larger fitness benefits, and traits that
affect the acquisition of, or benefits from, other traits. We con-
clude by discussing the implications of these findings for the
evolution of language as well as non-human behaviors and re-
consider the evolutionary significance of the Baldwin Effect.
Keywords: Baldwin effect; gene-culture co-evolution; lan-
guage evolution.

Introduction
The relationship between phenotypic and genetic change is
an outstanding question in evolution. While the typical view
is that phenotypic change is the result of genetic change, this
contrasts with observations of living organisms where plas-
ticity (the capacity to respond to environmental inputs with
phenotypic change) often produces more rapid phenotypic
change than would be possible via genetic change (West-
Eberhard, 2003).

One proposal for how development and evolution can in-
teract to shape the phenotype is the “Baldwin Effect”, a term
coined by G. G. Simpson in 1953 in reference to J. M. Bald-
win’s 1896 publication “A New Factor in Evolution”. It refers
to the process by which selection reduces the plasticity of
traits that initially arose via plasticity. Models of the Baldwin
Effect have shown that plasticity can greatly accelerate both
phenotypic and genetic evolution (Hinton & Nowlan, 1987).
This is because plasticity can expose variation in the ability to
acquire a trait during development, where without such plas-
ticity there would be no relevant variation.

The Baldwin Effect has also been invoked in theories of
the evolution of language (e.g., Deacon, 1997); language’s
universal distribution is intuitively suggestive of genetic influ-
ence, whilst the variation between languages and the time re-
quired to learn a language show it is also plastic. Whilst some
authors (Pinker & Bloom, 1990; Pinker, 2003) have used the
Baldwin Effect to argue for the evolution of a strong genetic
influence specific to language, other work suggests the Bald-
win Effect is unlikely to produce such specific results (Chater
et al., 2009; Christiansen et al., 2011).

These differences highlight how, despite recent interest,
basic questions about the Baldwin Effect remain unanswered.
A key question concerns what kinds of traits the Baldwin Ef-
fect is likely to affect. If the evolution of language involved

the Baldwin Effect, what aspects of language should we ex-
pect to see under relatively strong genetic influence? We ad-
dress this question by using evolutionary simulations to ex-
plore three factors that affect the extent to which selection
reduces the plasticity of traits in a stationary environment.
The factors we consider are: (i) the ease with which traits can
be acquired through plasticity, (ii) the fitness contributions
of traits, and (iii) dependencies concerning the acquisition of
plastic traits. We find that selection preferentially fixes traits
that are hard to acquire through plasticity, traits that are are
important to fitness, and traits upon which the acquisition of
other plastic traits depend. We also show that the extent of
fixation is negatively affected by the number of traits to be
fixed and the mutation rate.

Background
At the end of the 19th century, after the publication of The
Origin of Species (Darwin, 1859), but prior to the formation
of the Modern Synthesis, there was still considerable debate
over the mechanism of evolution (Larson, 2004). Lamarckian
proposals, involving the inheritance of acquired characteris-
tics, were falling out of favor, due to the vigorous argumenta-
tion of August Weissmann (Haig, 2007), and also the failure
of Lamarckians to produce positive evidence of the inheri-
tance of acquired characteristics (Larson, 2004). Meanwhile,
various developmentally inclined researchers proposed what
was then known as “organic selection”; the idea that devel-
opmental plasticity, by adaptively shaping phenotypic vari-
ation, directs, and thus predicts, genetic change without the
need for the inheritance of acquired characteristics (Baldwin,
1896; Depew, 2003; Osborne, 1896; Lloyd Morgan, 1896;
Godfrey-Smith, 2003). However, the implications of organic
selection were never established and an increasing focus on
genes meant that development was not included the Modern
Synthesis (Amundson, 2005). It was not until the 1950s that
organic selection was re-named the Baldwin Effect (Simpson,
1953), but the general conclusion was that, whilst possible,
the Baldwin Effect lacked any real importance. Soon after,
the Baldwin Effect, having become associated with Lamar-
ckian ideas, was virtually abandoned (Mayr, 1963).

However, the past 30 years have seen a modest resurgence
of interest in the Baldwin Effect. This was, in part, due to the-
oretical work showing that learning can accelerate the evolu-
tion of difficult-to-find traits (Hinton & Nowlan, 1987). Hin-
ton and Nowlan first considered a trait underpinned by mul-
tiple genetic loci, each of which could have two alleles: cor-
rect or incorrect. The only way for the organism to gain a
fitness benefit was to possess all correct alleles. As the num-
ber of loci increases, the odds of finding such a needle in
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a haystack diminish tremendously and populations are fated
to drift randomly amongst functionally equivalent genotypes
until the single effective genotype is stumbled upon. This was
contrasted with a scenario including a third, plastic, allele, ?.
Provided an organism’s genome contains only correct and ?
alleles, they at least have a chance at discovering the trait, an
outcome that is increasingly likely as the number of correct
alleles increases. The inclusion of plasticity greatly acceler-
ated the evolution of the beneficial trait, due to two factors:
(i) there are now many possible genotypes capable of learning
the trait, not just one, ameliorating the needle-in-a-haystack
problem, and (ii) once an organism capable of learning the
trait evolves there is a continuous selection gradient towards
more effective learning by increasing numbers of correct al-
leles.

Several authors have implicated the Baldwin Effect in ac-
counts of the evolution of language (Pinker & Bloom, 1990;
Pinker, 2003; Deacon, 1997). One such approach is the “cog-
nitive niche” theory of human evolution (Pinker, 2010, 2003;
Pinker & Bloom, 1990; Barrett et al., 2007). In this account,
a genetic language capacity coevolved with other cognitive
abilities in the face of an environment that favored a com-
plex and flexible “improvisational intelligence”. A difficulty,
however, lies in how genes supporting language could spread
from a single individual, given that their benefit is reliant on
them being widespread in a population. This problem is anal-
ogous to that considered by Hinton and Nowlan (1987), but
rather than coordinating multiple loci within one individual,
the problem is to coordinate the same locus across individu-
als. Furthermore, the cost of sustaining a brain capable of lan-
guage would seemingly prevent the mutation from spreading
via drift. Pinker and Bloom (1990) argued that this problem
could be solved with the Baldwin Effect. If all individuals
have some capacity to learn language through plasticity, but
the mutation greatly enhances this capacity, when the muta-
tion arises its bearer will be able to share language through
social interactions. This allows the mutation to increase fit-
ness even if it is unique in the population and so it can spread
through natural selection. However, whilst plausible, the cog-
nitive niche has been criticized for taking insufficient account
of the role of culture in the evolution of language (Boyd et al.,
2011; Whiten & Erdal, 2012; Heyes, 2012).

An alternative account, closer to late 19th century ideas of
plasticity not only accelerating, but also guiding evolution,
has been proposed by Deacon (1997). In this account, lan-
guage was initially a product of cultural evolution, drawing
on more general cognitive abilities. The benefits from lan-
guage, however, generated selection favoring organisms who
could learn the language more easily. Accordingly, selection
favored genetic change that enhanced the ability to acquire
the language, eventually resulting in modern human language
capabilities. This account fits well with theories such as
niche construction (Odling-Smee et al., 2003) which explores
the evolutionary consequences of organisms abilities to mod-
ify their selective environment, and gene-culture co-evolution

(Boyd & Richerson, 1985; Cavalli-Sforza & Feldman, 1981;
Lumsden & Wilson, 1981; Richerson & Boyd, 2005) which
studies interactions between genetic and cultural evolution.

Given the above theorizing, a small number of papers have
used mathematical models to explore the extent to which se-
lection can fix plastic traits. Ancel (1999; 2000) found that
whilst plasticity can accelerate the initial appearance of a new
trait, it actually slows it’s fixation because, once the trait can
be reliably acquired, there is little selective advantage to its
fixation. Other work has argued that only highly stable plas-
tic traits can be fixed (Chater et al., 2009) as otherwise the
traits will change before selection on genes can fix them. Ini-
tially Chater et al. (2009) suggested that language changes
too rapidly for fixation to be plausible, however, in later work
they suggest that the stable features shared across languages
could be subject to the Baldwin Effect, but emphasize that the
fixed traits may not be language specific (Christiansen et al.,
2011). Supporting this, other work has found that the Bald-
win Effect can be prevented if the resulting changes would
result in cognitive constraints that decreased performance at
other tasks (Reali & Christiansen, 2009). The involvement of
the Baldwin Effect in the evolution of language thus remains
a real possibility, though the evolution of a language-specific
genetic capacity perhaps less so.

Whilst existing work reveals the circumstances under
which the Baldwin Effect can operate, an orthogonal set of
questions concern which traits are likely to be affected. In the
remainder of the paper we use a simulation approach to con-
sider the fixation of a group of traits of different (i) difficulty
to acquire through plasticity, (ii) fitness importance and (iii)
interdependency. We find that selection preferentially fixes
difficult traits, traits that are significant to fitness and traits
upon which others depend. We also find that plasticity is most
prevalent when there are a large number of traits. The end
result is that complex behaviors consisting of multiple steps
can be performed with deceptive ease and effectiveness, de-
spite still requiring learning. We relate these findings to the
evolution of language and other traits more generally.

The Simulation Framework
Our simulation framework is based on that of Hinton and
Nowlan (1987). We consider a population of N asexual, hap-
loid organisms whose fitness is determined by the acquisition
of n fitness-relevant traits. The successful acquisition of the
tth trait by the ith individual is affected by a corresponding
genetic locus, Gi,t. Accordingly, each organism has n genetic
loci. Each locus contains one of two possible alleles: fixed
and plastic. A fixed allele means that the organism is guaran-
teed to acquire that trait, whilst a plastic allele means that it
is capable of acquiring the trait through plasticity with prob-
ability p. Hinton and Nowlan (1987) included a third allele
that prevented individuals from acquiring the relevant trait,
however, this was included to show that the existence of plas-
tic alleles accelerates the rate at which the trait can be found.
Here our intent is to explore factors affecting the extent of fix-
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ation at different loci assuming that the traits can be acquired
with a non-zero probability, and so we do not include the third
allele. The probability that the ith individual acquires the tth

trait (whether through plasticity or fixation) is is given by φi,t,
where:

φi,t =

{
1 if Gi,t = fixed
pi,t if Gi,t = plastic

(1)

The fitness benefit to the ith individual from the tth trait is fi,t.
Accordingly, the fitness, F, of the ith organism is given by:

Fi = Fmin +
n

∑
t=1

φi,t fi,t (2)

where Fmin is a baseline value of fitness, assumed to come
from other fitness relevant traits (whilst Fmin simply serves
to avoid the floor effects of organisms having negative fit-
nesses, higher values of Fmin will also weaken selection).
Once fitness is calculated, organisms reproduce according to
the Wright-Fisher process where repeated sampling with re-
placement from the parental generation, weighted by fitness,
generates N offspring (Wright, 1931; Fisher, 1930). The off-
spring generation then replaces the parental generation. Ev-
ery offspring inherits their parent’s genome subject to muta-
tion. Each locus mutates, changing its allele, with probability
q.

Unless specified otherwise: pi,t = 0.75, fi,t = 1, Fmin = 1 and
N = 500. Simulations were carried out for values of n between
2 and 20 and values of q between 0.001 and 0.1 and starting
genotypes were a random assortment of fixed and plastic al-
leles.

Simulation 1: Difficulty
First, we explore how differences in the probability traits are
acquired through plasticity affect the extent to which they be-
come fixed. To do this, we assume all behaviors give all indi-
viduals the same benefit (i.e., fi,t is the same for all i and all t)
and that all individuals are equally effective at acquiring traits
through plasticity (i.e., pi,t is the same for all i), but we do not
assume that all behaviors are equally easy to acquire through
plasticity (i.e., pi,t is not the same for all t). Specifically, we
considered the case where, for a given value of n, the prob-
ability that the tth trait is acquired through plasticity is given
by:

pi,t =
1
2
+

t− 1
2

2n
(3)

This produces a range of values evenly spaced between 0.5
and 1, with lower values of t associated with lower values
of pi,t. For robustness, we carried out simulations with other
distributions of pi,t (including ranging from 0 to 1), but results
were always consistent.

The simulation results reveal that the more difficult a trait
is to acquire through plasticity, the greater the extent to which
selection fixes it (see Figure 1). Assuming q = 0.01, the eas-
iest trait to acquire through plasticity is between 10 and 20%
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Figure 1: The extent to which selection fixes traits is affected
by how hard they are to acquire through plasticity (pi,t). This
figure shows the fixation of each trait, for n = 2, 5 10 and
20. Each point shown is the average of 20 repeats of 500
generations, with N = 500 and q = 0.01.

more plastic than the most difficult trait. Average fitness is
higher for a given level of average plasticity than would be
expected if plasticity were evenly distributed across loci be-
cause the more plastic traits are relatively easy to acquire
through plasticity. The extent of fixation is reduced by in-
creasing the number of traits; assuming q = 0.01 average fix-
ation is ~85% for n = 2, but ~60% for n = 20. This is because,
as each locus has a chance of mutating independent of all
other loci, the expected number of mutations per offspring, q̂,
is given by:

q̂ = nq (4)

Accordingly, the ability of selection to fix traits is reduced
when there are more traits to fix or when the probability of a
locus mutating is increased. To test robustness, further sim-
ulations were run with n = 50, 100 and 200 and the relation-
ship between difficulty and fixation remained, although, as
expected, overall fixation was lower. It should be noted how-
ever, that the value of q we used is unrealistically high and
using more realistic values increases the extent of fixation.

Simulation 2: Importance
We now explore how differences in the fitness effects of traits
affect the extent to which they become fixed. To do this, we
assume that all individuals are equally effective at acquiring
traits through plasticity (i.e., pi,t is the same for all i) and that
all traits are equally easy to be acquired through plasticity

1645



0.0 0.2 0.4 0.6 0.8 1.0

0.
4

0.
5

0.
6

0.
7

0.
8

0.
9

1.
0

Fitness contribution of trait

Fr
eq

ue
nc

y 
of

 fi
xe

d 
al

le
le

2 traits
5 traits
10 traits
20 traits

Figure 2: Selection preferentially fixes important traits (those
with larger values of fi,t). This figure shows the plasticity of
each trait for populations with 2, 5, 10 and 20 traits after 500
generations. Each point shown is the average of 20 repeats,
with N=500 and q=0.01. The probability of each trait being
acquired if plastic (pi,t) is 0.75.

(i.e., pi,t is the same for all t). However, we assume different
traits bring different fitness benefits (i.e. fi,t is the same for all
i, but not all t). Specifically we considered the case where,
for a given value of n, the fitness benefit of acquiring the tth

trait is given by:

fi,t =
t− 1

2
n

(5)

This produces a range of values evenly spaced between 0 and
1, with lower values of t associated with lower values of fi,t.

The results show that the more important a trait is to fitness,
the greater the extent to which it is fixed by selection (see Fig-
ure 2). Assuming q = 0.01, the trait with the greatest effect
on fitness is between 10 and 20% less plastic that the least
important trait. This is because fixing important traits brings
more fitness benefit than fixing less important traits and so
selection acts to genetically secure the more valuable traits,
whilst leaving the less valuable ones up to plasticity. As be-
fore, average fitness is greater than if plasticity were equally
distributed across loci and increasing the number of loci or
the mutation rate increases average plasticity.

Simulation 3: Dependence
Finally, we consider a case where the traits depend on each
other. Specifically, we assume that the tth trait depends on
traits 1 to (t-1). One way such dependence could be manifest

is where the acquisition of the tth trait depends on the acquisi-
tion of traits 1 to (t-1). Taking this dependency into account,
the probability that the ith individual acquires the tth trait, φi,t,
is:

φi,t =

1 if Gi,t = fixed

pi,t
t

∏
u=1

φi,u if Gi,t = plastic
(6)

Accordingly, the fitness of the ith individual is:

Fi = Fmin +
n

∑
j=1

(
fi, j

j

∏
k=1

φi,k

)
(7)

An alternative way to imagine this scenario is that the fitness
effect of acquiring the tth trait is contingent on the acquisition
of traits 1 to (t-1). Taking this dependency into account, the
probability that the ith individual acquires the tth trait, φi,t, is
given by equation 1, whilst the fitness effect of the tth trait to
the ith individual is:

f ′i,t = fi,t

t

∏
u=1

φi,u (8)

where fi,t is the fitness effect of trait acquisition, assuming
all traits upon which it depends have been acquired (either
through plasticity or fixation). In this case the fitness of the
ith individual is:

Fi = Fmin +
n

∑
j=1

(
fi, j

j

∏
k=1

φi,k

)
(9)

Equations 7 and 9 are the same, and so both interpretations
will have the same evolutionary consequences and are inter-
changeable.

Note that, aside from effects of dependency, we assume
that all traits are equally difficult to acquire through plasticity
and bring the same fitness benefit (i.e., both pi,t and fi,t are the
same for all i and all t).

The results show that the larger the number of traits that
depend upon a particular trait, the greater the extent to which
selection fixes it (see Figure 3). Assuming q=0.01, the most
foundational trait is between 10 and 20% less plastic than
the most trivial trait. This is because of the influence foun-
dational traits have on the acquisition/fitness effects of other
traits, their fixation brings larger increases to fitness. As be-
fore, average fitness is greater than if plasticity were equally
distributed across loci and increasing the number of loci or
the mutation rate increases average plasticity.

Discussion
We have shown that the genetic fixation of plastic traits – the
Baldwin Effect sensu Simpson (1953) – is not indiscriminate
and that selection preferentially fixes traits that are difficult
to acquire through plasticity, that come with larger benefits to
fitness, or that affect the probability of acquiring other traits
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Figure 3: Selection preferentially fixes traits that are needed
to acquire other traits through plasticity or to gain the fitness
benefits from other traits. This figure shows the plasticity
of each trait for populations with 2, 5, 10 and 20 traits after
500 generations. The horizontal axis shows the indices of the
traits, where each trait can only be acquired via plasticity once
all traits with lower indices have been acquired. Accordingly,
for the simulations with only two traits, there are only two
points at indices 1 and 2. Each point shown is the average of
20 repeats, with N = 500, q = 0.01 and pbase = 0.75.

(or their fitness benefits). In all three simulations the equi-
librium populations still show extensive plasticity, and indi-
viduals typically do not acquire all the traits, yet they acquire
more traits and have higher fitness than would be expected
if the plasticity were distributed evenly across traits. This
is because the acquisition of the difficult, important or inte-
gral traits has been enhanced by selection. Together with the
work of Chater et al. (2009) this identifies a potential feed-
back mechanism by which traits that are sufficiently stable to
be subject to the Baldwin Effect become even more stable as
their acquisition is made more reliable.

These findings are not examples of gene-culture co-
evolution or niche construction (unless plasticity itself is con-
sidered an example of niche construction) as there is no cul-
tural transmission or external modification of selective envi-
ronments within the models. Rather, they illustrate the inter-
action between developmental plasticity and selection. We do
not mean that cultural or niche constructing accounts of the
Baldwin Effect are misguided, just that the Baldwin Effect
is a more general process that also includes non-cultural and
non-niche constructing cases. Nonetheless, it remains likely

that culture greatly increases the importance of the Baldwin
Effect by bringing an increasing number of traits within the
scope of plasticity - something that Baldwin discusses as “so-
cial heredity” (Baldwin, 1896). Indeed, such a suggestion
can be seen in both Pinker and Bloom’s (1990) and Deacon’s
(1997) use of the Baldwin Effect to explain the evolution of
language. In both cases communication between individuals,
culturally transmitting the ability to engage in language, is
necessary for the genetic evolution of an increased language
capacity. The difference between the two is that for Pinker
and Bloom (1990) the emergent language is specified by a ge-
netic language ability, whereas for Deacon (1997) the emer-
gent language is a product of cultural evolution that becomes
genetically entrenched.

Our findings suggest that if a multi-faceted trait (such as
language) were subject to the Baldwin Effect, even at equilib-
rium, its acquisition should require learning and so errors in
acquisition will occur (because plasticity is not extinguished),
but, despite this, its complex aspects should be remarkably
easy to learn and its important or essential aspects should be
widespread. This offers a potential answer to the question
of how it is that language is so readily acquired by human
children: the acquisition of the (seemingly) difficult, impor-
tant or foundational aspects may have been enhanced by the
Baldwin Effect. This raises the question of which aspects of
language these are. Whilst we can only provide a tentative
suggestion, features such as the existence of a grammar or
tenses (as opposed to a given language’s specific grammar or
tense system) are foundational to the use of language and so
satisfy our conditions for fixation (although how difficult they
were for our ancestors to acquire is hard to say), and in keep-
ing with our findings they are also common across languages.
However, rather than aspects of language itself being fixed,
a prosocial motivation to engage with others and socially ac-
quire information could have been subject to the Baldwin Ef-
fect and indirectly fostered the cultural evolution of language.
This is in line with work suggesting that any fixation would
tend to favor the acquisition of many behaviors, as opposed
to just language (Christiansen et al., 2011), and a tendency to
be motivated to learn from others seems in line with human
behavior which is dependent on culture to an unparalleled ex-
tent.

As plasticity is a ubiquitous feature of living organisms,
our findings may have implications for non-human evolution.
Two cases we will briefly discuss here are (i) the ability of
archerfish to shoot down flying insects with jets of water pro-
pelled from their mouth (Schuster et al., 2006), and (ii) the
singing ability of songbirds, such as zebra finches (Feher et
al., 2014). In both cases the behavior is complex and plastic,
yet both are performed readily and with a high degree of pro-
ficiency. In the case of archerfish an astounding level of per-
formance can be achieved through a small number of obser-
vations of another individual and without practice (Schuster
et al., 2006). In the zebra finch, even playback of a young-
ster’s own initial attempts at song is sufficient for them to
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develop complex song typical of adults (Feher et al., 2014).
Such behaviors seem plausible cases of the Baldwin Effect
leading to the fixation of behaviors that once required much
more learning and future work could investigate this in more
detail.

Despite a mixed history, there is now a growing body of
evidence to suggest that the fixation of learnt behaviors can
occur and several factors have been identified that affect its
extent - here we propose difficulty, importance, and depen-
dence as well as the number of loci. Given this there might
be reason to think that the Baldwin Effect could be valuable
after all, both explaining the evolution of traits that rely on
coordinating the behavior of multiple individuals, or complex
traits that are performed with high reliability. While we agree
that the Baldwin Effect does offer such a tool, we would say
that it is likely to be a much more general process. Even if
traits can be understood in terms of the accumulated effects
of mutations on the phenotype without the need for plasticity,
does such a process seem likely given how plastic organisms
are so many ways? From this perspective the Baldwin Effect
is not so much a “new factor” in evolution (Baldwin, 1896)
as it is simply the standard evolutionary process.
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Abstract

Most models of choice in language focus on broadly applica-
ble generative knowledge, treating item-specific variation as
noise. Focusing on word order preferences in binomial ex-
pressions (e.g. bread and butter), we find meaning in the
item-specific variation: more frequent expressions have more
polarized (i.e. frozen) preferences. Of many models consid-
ered, only one that takes expression frequency into account can
predict the language-wide distribution of preference strengths
seen in corpus data. Our results support a gradient trade-off in
language processing between generative knowledge and item-
specific knowledge as a function of frequency.

Keywords: Bayesian modeling; binomial expression; fre-
quency; word order

Introduction
A pervasive question in language processing research is how
we reconcile generative knowledge with idiosyncratic prop-
erties of specific lexical items. In many cases, the generative
knowledge is the primary object of study, while item-specific
idiosyncrasies are treated as noise. For instance, in mod-
eling the dative alternation, Bresnan, Cueni, Nikitina, and
Baayen (2007) take care to demonstrate that effects of ani-
macy, givenness, etc. on structure choice hold even after ac-
counting for biases of individual verbs. But the verb biases
themselves are not subject to any serious investigation. Here
we present evidence that patterns within the item-specific
variation are meaningful, and that by modeling this variation,
we not only obtain better models of the phenomenon of in-
terest, we also learn more about language structure and its
cognitive representation.

Specifically, we will develop a model of word order prefer-
ences for binomial expressions of the form X and Y (i.e. bread
and butter preferred over butter and bread). Binomial order-
ing preferences are in part determined by generative knowl-
edge of violable constraints which reference the semantic,
phonological, and lexical properties of the constituent words
(e.g. short-before-long; Cooper & Ross, 1975; McDonald,
Bock, & Kelly, 1993), but speakers also have idiosyncratic
preferences for known expressions (Morgan & Levy, 2015;
Siyanova-Chanturia, Conklin, & van Heuven, 2011). Bino-
mial expressions are a useful test case for modeling idiosyn-
cracies because their frequencies can be robustly estimated
from the Google Books n-grams corpus (Lin et al., 2012).
Here we will demonstrate that explicitly modeling these ex-
pressions’ idiosyncrasies both produces a better predictive
model for novel expressions and also constrains our theory
of these expressions’ cognitive representations.

Specifically, we identify two reasons why such a model is
advantageous:

1. Models identify both rules and exceptions.
One intrinsic reason that modeling idiosyncrasies is advan-
tageous is because identifying exceptions can help identify
rules. In a traditional linguistic setting (e.g. identifying rules
for past tense formation), we rely upon intuition to deter-
mine what is the grammatical rule and which verbs should
be treated as exceptions. In the case of binomial expressions,
we likewise expect there to be exceptions to the rules, partic-
ularly for frequent expressions. For example, there is in gen-
eral a strong constraint to put men before women; however,
ladies and gentlemen is preferred over the reverse due to its
conventionalized formal use. But compared with past tense
formation, the rules that determine binomial ordering are far
more complex and gradient, such that using traditional lin-
guistic analysis to determine the full set of rules is not viable.
In this case, we require our model not only to identify what
the rules are but simultaneously to determine which expres-
sions must be treated as exceptions. Having such a model is
useful for empirical cognitive science, e.g. for disentangling
the effects of people’s generative knowledge from effects of
their item-specific linguistic experience on language process-
ing (Morgan & Levy, 2015).

2. Models relate cognitive representations to
language-wide structure.
As a further benefit, models can help us understand how
structural properties of the language relate to people’s cog-
nitive linguistic representations. In particular, let us look at
the distribution of preferences for binomial expressions taken
from a subset of the Google Books corpus (described later in
Creating the Corpus.) Each binomial can be assigned a pref-
erence strength corresponding to how frequently it appears in
alphabetical order, from 0 (always in non-alphabetical order)
to 0.5 (perfectly balanced) to 1 (always alphabetical). Bino-
mials which always or nearly always appear in one order are
said to be frozen. The distribution of preference strengths is
shown in Figure 1. Preferences have a multimodal distribu-
tion with modes at the extremes as well as around 0.5. This
distribution poses a challenge to standard models of binomial
preferences. As we will show later, standard models predict
only a single mode around 0.5. In other words, the true distri-
bution of binomial expressions includes more frozen binomi-
als than standard models predict. As we develop a model that
accounts for this multimodal distribution, we will see that this
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language-structural fact puts constraints on our theories of in-
dividuals’ cognitive representations of binomial expressions.

In the remainder of this paper, we first describe how we
developed a new corpus of binomial expressions. We then
explore a variety of models with differing levels of ability to
model item-specific idiosyncrasies. Finally, we return to the
issue of how these models inform us about cognitive repre-
sentations of language.
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Figure 1: Binomial preferences are multimodally distributed
in corpus data

Creating the Corpus
We extracted all Noun-and-Noun binomials from the
parsed section of the Brown corpus (Marcus, Santorini,
Marcinkiewicz, & Taylor, 1999) using the following Tregex
(Levy & Galen, 2006) search pattern:
/ˆN/=top < (/ˆNN/ !$, (/,/ > =top) .
((CC <: and > =top) . (/ˆNN/ > =top)))

This pattern finds all Noun-and-Noun sequences dominated
by a Noun Phrase which are not preceded by a comma (to
exclude the final pair in lists of more than two elements), a
total of 1280 tokens.

Binomials were coded for a variety of constraints, origi-
nally described by Benor and Levy (2006) but restricted to
the subset determined to be most relevant for predicting or-
dering preferences by Morgan and Levy (2015):

Length The shorter word (in syllables) comes first, e.g.
abused and neglected.
No final stress The final syllable of the second word should
not be stressed, e.g. abused and neglected.
Lapse Avoid unstressed syllables in a row, e.g. FARMS and
HAY-fields vs HAY-fields and FARMS
Frequency The more frequent word comes first, e.g. bride
and groom.
Formal markedness The word with more general meaning
or broader distribution comes first, e.g. boards and two-by-
fours.
Perceptual markedness Elements that are more closely
connected to the speaker come first. This constraint encom-
passes Cooper and Ross’s (1975) ‘Me First’ constraint and in-
cludes numerous subconstraints, e.g.: animates precede inan-
imates; concrete words precede abstract words; e.g. deer and
trees.

Power The more powerful or culturally prioritized word
comes first, e.g. clergymen and parishioners.
Iconic/scalar sequencing Elements that exist in sequence
should be ordered in sequence, e.g. achieved and maintained.
Cultural Centrality The more culturally central or common
element should come first, e.g. oranges and grapefruits.
Intensity The element with more intensity appears first, e.g.
war and peace.

The metrical constraints, Length and No final stress, were
automatically extracted from the CMU Pronouncing Dictio-
nary (2014), augmented by manual annotations when neces-
sary. Word frequency was taken from the Google Books cor-
pus, counting occurrences from 1900 or later. Semantic con-
straints were hand coded by two independent coders (drawing
from the first author and two trained research assistants). Dis-
crepancies were resolved through discussion.

For each binomial, we obtained the number of occurrences
in both possible orders in the Google Books corpus from 1900
or later. Items containing proper names, those with errors
in the given parses, those whose order was directly affected
by the local context (e.g. one element had been mentioned
previously), and those with less than 1000 total occurrences
across both orders were excluded from analysis, leaving 594
binomial expression types.

Models
We will develop four models of binomial ordering prefer-
ences: a standard logistic regression, a mixed-effects logis-
tic regression, and two hierarchical Bayesian beta-binomial
models. All are based on the idea of using logistic regres-
sion to combine the constraints described above in a weighted
fashion to produce an initial preference estimate for each bi-
nomial. The models differ in whether and how they explic-
itly model the fact that true preferences will be distributed id-
iosyncratically around these estimates. The standard logistic
regression includes no explicit representation of item-specific
idiosyncrasies. The mixed-effect logistic regression includes
random intercepts which account for item-specific idiosyn-
crasies, but which are constrained to be distributed normally
around the initial prediction. The two Bayesian models as-
sume that item-specific preferences are drawn from a beta
distribution whose mean is determined by the initial predic-
tion. In the first of these models, the concentration of the beta
distribution is fixed, while in the second, it varies with the
frequency of the binomial in question.

Evaluation
One obvious criterion for evaluating a model is how well it
predicts known binomial preferences (i.e. the corpus data).
For this, we report R2(X , X̂) as well as mean L1 error,
1
N ΣN

i=1 |x̂i− xi|, where x̂i is the model prediction for how of-
ten binomial i occurs in a given order, and xi is the true corpus
proportion.

In addition to considering model predictions for each in-
dividual item, we want to consider the overall distribution of
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preferences within the language. As we will see, a model can
provide good predictions for individual items without cor-
rectly capturing the language-wide multimodal distribution
of these expressions’ preference strengths. Thus our second
desideratum will be the shape of the histogram of expression
preferences.

Logistic regression
Logistic regression is the standard for modeling syntactic al-
ternations, both for binomial expressions specifically (e.g.
Benor & Levy, 2006; Morgan & Levy, 2015) as well as
other syntactic alternations (e.g. Bresnan et al., 2007; Jaeger,
2010). Thus we begin by constructing a baseline logistic re-
gression model. Benor and Levy have argued that one should
train such a model on binomial types rather than binomial to-
kens because otherwise a large number of tokens for a small
number of overrepresented types can skew the results. While
agreeing with this logic, we note that to train only a single
instance of each type is to ignore a vast amount of data about
the gradient nature of binomial preferences. As a compro-
mise, we instead train a model on binomial tokens, using to-
ken counts from the Google Books corpus, with each token
weighted in inverse proportion to how many tokens there are
for that binomial type, i.e. a type with 1000 tokens will have
each token weighted at 1/1000. In this way, we preserve the
gradient information about ordering preferences (via the di-
versity of outcomes among tokens) while still weighting each
type equally. The constraints described above are used as pre-
dictors. Outcomes are coded as whether or not the binomial
token is in alphabetical order.

For this and all future models, predictions are generated for
all training items using 20-fold cross validation. Results for
all models can be seen in Figure 2. While the logistic regres-
sion model does a reasonable job of predicting preferences
for individual items, it does not capture the multimodal dis-
tribution of preference strengths seen in the corpus data. We
proceed to consider models in which item-specific idiosyn-
crasies are modeled explicitly.

Mixed-effects regression
By far the most common method in language modeling for
accounting for item-specific idiosyncrasies is mixed-effects
regression models (Jaeger, 2008). Formally, this model as-
sumes that idiosyncratic preferences are distributed normally
(in logit space) around the point estimate given by the fixed-
effects components of the regression model.

We train a mixed-effect logistic regression on binomial to-
kens using the lme4 package in R. We use as predictors the
same fixed effects as before, plus a random intercept for bino-
mial types. As described above, the fitted model now predicts
a distribution, rather than a single point estimate, for a novel
binomial. To make predictions for our (cross-validated) novel
data, we sampled 1000 times from this distribution for each
item. The histogram in Figure 2(c) shows the full sample dis-
tribution across all items. In order to generate point estimate
predictions for computing L1 and R2 (shown in Figure 2(b)),

we take the sample median for each item, which optimizes
the L1 error.

Including random intercepts improves neither our point es-
timates nor our language-wide distribution prediction. Appar-
ently, the normal distribution of the random intercepts is not
well suited to capturing the true distribution of binomial pref-
erences. In particular, for a given item, the normality of ran-
dom effects in logit space leads to predictions that are skewed
towards the extremities of probability space.1

Hierarchical Bayesian beta-binomial model

Having seen that normally distributed random intercepts do
not adequately capture the distribution of item-specific pref-
erences, we introduce the beta distribution as a potentially
better way to model this distribution. The beta distribution,
defined on the interval [0,1], has two parameters: one which
determines the mean of the draws from the distribution, and
one which determines the concentration, i.e. whether draws
are likely to be clustered around the mean versus distributed
towards 0 and 1. For example, for a beta distribution with
a mean of 0.7, a high concentration implies that most draws
will be close to 0.7, while a low concentration implies that
roughly 70% of draws will be close to 1 and 30% of draws
will be close to 0. When we treat the output of the beta dis-
tribution as a predicted binomial preference, a high concen-
tration corresponds to a pressure to maintain variation while
a low concentration corresponds to a pressure to regularize.

In order to incorporate the beta distribution into our model
of binomial preferences, we combine the logistic regression
and the beta distribution in a hierarchical Bayesian model
(Gelman et al., 2013), as shown in Figure 3. For each item,
the model determines a mean µ via standard logistic regres-
sion, using the same predictors as before. The model also
fits a concentration parameter ν. These two parameters deter-
mine a beta distribution from which the binomial preference π

is draw. Observed data is drawn from a binomial distribution
with parameter π.

We fit this model using the rjags package in R (Plum-
mer, 2003). After a burn-in period of 2000 iterations, we
run for 2000 more iterations sampling every 20 iterations. In
order to predict novel data, we fix the point estimates for the
regression coefficients β̂ and the concentration parameter ν.
We then sample 1000 draws of π for each item. As with
the mixed-effects model, the histogram in Figure 2(c) shows
the full sample distribution, while point estimates (the sample
median) are used to calculate L1 error and R2 (Figure 2(b)).

This model performs better on L1 and R2 than the mixed-
effects model, but still worse than the initial logistic regres-
sion. The predicted histogram shows hints of the multimodal
distribution seen in corpus data, but is overall too flat.

1An alternative method of prediction for novel items would be to
take the median random intercept in logit space, i.e. to set all random
intercepts to 0. This method yields results that are very similar to—
but all-around slightly worse than—the original regression model.
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N: # unordered binomial types
Mn: Frequency of binomial n
X̂ : Predictors (i.e. generative
constraints)
β̂: Regression coefficients
θ: Uninformative priors

µ =
1

1+ e−X̂ ·β̂
ν∼ exp(θν)
π∼ Beta(µ,ν)
D∼ Binomial(π,Mn)

Figure 3: Our initial hierarchical Bayesian beta-binomial
model. The set of nodes culiminating in µ implements a stan-
dard logistic regression. The output of this regression deter-
mines the mean of the beta distribution (with ν determining
the concentration) from which π and finally the observed data
itself is drawn.

Beta-binomial with a variable concentration
parameter
A crucial fact that we have not taken into account in previ-
ous models is the role of frequent reuse in shaping expres-
sions’ preferences. In particular, the degree to which an ex-
pression takes on a polarized preference may depend upon its
frequency. We build upon the beta-binomial model in the pre-
vious section by parameterizing the concentration parameter
by the frequency of the (unordered) binomial expression:

ν = exp(α+β · log(Mn)) (1)

where Mn is the total number of occurrences of binomial n in
both orders. Training and testing of the model are identical to
above.

We find that β = −0.26 is significantly different from 0
(t99 = −94; p < 2.2× 10−16), indicating that the concentra-
tion parameter changes significantly as a function of fre-
quency: less frequent expressions have more dense distribu-
tions while more frequent expressions have more polarized
distributions, as shown in Figure 5. We find that this model
generates the best predictions of all our models, produc-
ing a marginally significant improvement in both L1 (t593 =
1.86; p = 0.06) and R2 (by fold t19 = 1.76; p = 0.09) relative
to the initial logistic regression. Moreover, it correctly pre-
dicts the multimodal distribution of expression preferences.

Discussion
Overall, we found that all models made approximately simi-
larly good best-guess predictions for binomials they weren’t
trained on, but the frequency-sensitive beta-binomial model
was clearly superior in predicting the language-wide distribu-
tion of idiosyncratic binomial-specific ordering preferences.

θβ

β̂ X̂ Mn

θα,β

µ ν

α,β

π

D

Mn

N

Figure 4: Hierarchical Bayesian beta-binomial model with
variable concentration parameter
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Figure 5: Concentration parameter ν as a function of fre-
quency with 95% confidence intervals. (Left) Parameteriza-
tion given in Eq. 1. (Right) Alternate parameterization with
cubic splines, for comparison.

This model also indicates that more frequent binomials are
on average more polarized.

This modeling finding supports Morgan and Levy (2015)’s
claim that generative knowledge and item-specific direct ex-
perience trade off gradiently in language processing, such that
processing of novel or infrequent items relies upon generative
knowledge, with reliance upon item-specific experience in-
creasing with increasing frequency of exposure. Morgan and
Levy support this claim with behavioral data, showing that
empirical preferences for binomials which are completely
novel depend on generative constraints while preferences for
frequent expressions depend primarily on frequency of expe-
rience with each order. Our modeling results augment this ar-
gument by demonstrating that this trade-off is likewise neces-
sary in order to predict the language-wide distribution of pref-
erence strengths. In particular, we can conceive of generative
knowledge as providing a prior for ordering preferences. Un-
der our final model, the logistic regression component serves
an estimate of generative knowledge, which generates pref-
erences clustered unimodally around 0.5. The amount of di-
rect experience one has with an expression then modulates
whether it conforms to this prior or whether it deviates. Items
with low frequency have a high concentration: they maintain
their variability and continue to contribute to the mode around

1652



0.5. Items with high frequency have a low concentration: they
are more likely to regularize and contribute to the modes at 0
and 1. Crucially, the inclusion of expression frequency as a
predictor of the concentration of the beta distribution is nec-
essary in order to achieve this effect in the model, demon-
strating that expressions are indeed relying differentially on
generative knowledge versus direct experience depending on
their frequency.

This finding fits with previous models of cultural transmis-
sion in which, in general, preferences gravitate towards the
prior (Griffiths & Kalish, 2005), but with sufficient expo-
sure, exceptions can be learned (e.g. irregular verbs; Lieber-
man, Michel, Jackson, Tang, & Nowak, 2007). However,
this raises a question which is not answered by our or oth-
ers’ models: why don’t all expressions converge to their prior
preferences eventually? We present two possibilities.

One possibility is that people’s probabilistic transmission
behavior differs at different frequencies. Convergence to the
prior relies upon probability matching: people must repro-
duce variants in approximately the proportion in which they
have encountered them. However, this is not the only possi-
ble behavior. Another possibility is that people preferentially
reproduce the most frequent variant they have encountered,
to the exclusion of all other variants, a process known as reg-
ularizing. If people’s tendency to probability match versus
regularize is dependent on the frequency of the expression
in question (with more regularizing at high frequencies), this
could produce the pattern of more polarized expressions at
higher frequencies seen in our data. Another possibility is that
there is some other unspecified exogenous source of pressure
towards regularization, as for instance seems to be the case in
child language acquisition (Hudson Kam & Newport, 2009).
This pressure might be weak enough that it is overwhelmed
by convergence towards the prior at lower frequencies, but
can be maintained for items with high enough frequencies to
have sufficient exposure to deviate from the prior. Further
work is necessary to disentangle these explanations.

In addition to contributing to our understanding of bino-
mial expression processing, we have demonstrated the value
of modeling the distribution of idiosyncratic preferences in
two ways. First, it has improved our ability to predict pref-
erences for novel items, by better differentiating the rule-
following training data from the exceptions. Second, this
model turns an observation about language-wide structure
(the multimodal distribution of preferences) into a constraint
on our theory of the cognitive representation and processing
of language (more polarization at higher frequencies).
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Abstract

We present an analysis of a treebank of spontaneous
English dyadic conversations, investigating whether the
degree of syntactic priming found across speakers is a
function of the degrees of affective alignment and over-
all positivity of the speakers. We use information theory
to measure the proportion of overlap between the syn-
tactic structures of the speakers. The affective state of
the speakers is indexed by aggregated measures of the
affective valences of the words they use. We find that
there is a positive relation between syntactic priming
and affective alignment, over and above any lexical rep-
etition effects. This constitutes evidence for the percola-
tion of inter-speaker alignment across multiple levels of
representation. This also illustrates the indexical value
of syntactic alignment, as has been proposed in modern
functional theories of grammar such as Dialogic Syntax.

Keywords: Affective Alignment; Corpus Study; Infor-
mation Theory; Natural Dialogue; Spoken Language;
Syntactic Priming; Treebank; Resonance; Valence

Introduction

Spoken dialogue is the natural home of human language.
It is the only naturally evolved form of language, and
the only one that is acquired from infancy across all hu-
man cultures. It follows that the structure of the human
mind, and that of languages themselves, should be ex-
pected to be particularly fine-tuned to spoken interac-
tions involving more than one speaker. This privileged
status of dialogue has attracted increasing attention in
recent years. Modern theories on the nature of human
dialogue stress the importance of multi-level alignment
between speakers. From the point of view of psychol-
ogy, Pickering and Garrod (2004) propose the Inter-
active Alignment Theory. This theory states that the
linguistic representations of speakers are automatically
aligned across many levels. Reitter and Moore (2014)
showed that increased syntactic alignment leads to in-
creased performance in collaborative map tasks (possi-
ble through more successful communication). More re-
cently, Abney, Paxton, Kello, and Dale (in press) found
that speakers in dyadic conversations also mirror the
complexity of each other’s language. This alignment ex-
tends beyond language: Shockley, Santana, and Fowler
(2003) report increased postural alignment between di-
alogue participants, and Chartrand and Bargh (1999)
report that mirroring of gestures and postures across di-

alogue participants facilitates interactions and increases
the affective bonding between participants.

From the point of view of linguistics, Du Bois (2014)
introduces the framework of Dialogic Syntax, directly
addressing Pickering and Garrod (2004)’s desideratum of
“a grammatical framework that is designed to deal with
language in dialogue rather than monologue”. Du Bois’
theory proposes a “resonance principle” by which speak-
ers would strive, insofar as possible, to maximize reso-
nance in their choice of syntactic structures. In Dialogic
Syntax, even if there may be a large automatic com-
ponent in the lexico-syntactic alignment between speak-
ers, speakers do retain some degree of control over the
alignment, and they might choose to misalign themselves
lexically or syntactically to signal things such as “stance
differentials”. In other words, speakers do have some no-
tion of the indexical value of the alignment itself. This is
in line with the broad family of functional (e.g., Chafe,
1970) and cognitive (e.g., Goldberg, 2006) theories of
grammar positing that grammatical structures are “fully
invested with meaning at all levels” (Du Bois, 2014).

The view that alignment or resonance extends from
linguistic levels of representation into other aspects of
the speakers’ minds, and that alignment at one level re-
inforces alignment at other levels (Pickering & Garrod,
2004) suggests that this could also extend to the affective
states of dialogue participants. There should be a rela-
tionship between the similarity of the speakers’ affective
states and the alignment between the linguistic struc-
tures they use. Moreover, from the results of Chartrand
and Bargh (1999) one could infer that the more positive
affective status would lead to higher degrees of linguistic
alignment. Here, we present a corpus study (i.e., a ‘natu-
ral experiment’; e.g., Gries, Hampe, & Schönefeld, 2005)
investigating whether one can detect such relations be-
tween linguistic and affective resonance. In particular,
we test whether the degree of overlap between the syn-
tactic structures used by two speakers is correlated with
the degree to which they are in more or less positive
mental states, and with the extent to which their men-
tal states differ. If this were the case, it would provide
evidence for an indexical function of syntactic structure,
supporting the notion of a meaning- and affect-invested
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dialogic syntax.
In what follows we present an analysis of a treebank of

spontaneous natural conversations. Moscoso del Prado
Mart́ın (2015) already proved that there is a significant
amount of priming both within and across speakers in
this same corpus, contrary to what is claimed by some
authors (Healey, Purver, & Howes, 2014). Therefore
we proceed directly to investigate the relation between
syntactic priming and affective expression. In order to
measure the degrees of affective alignment and overall
positivity of the participants in dialogues, we use –as a
proxy– the affective valences of the words that they each
use. This is in line with substantial evidence (cf., Pearl
& Enverga, 2014) indicating that the affective states of
speakers are reflected in the affective characteristics of
the words they use, leaving a sort of ‘mindprint’ on lan-
guage.

Measures of Lexical and Syntactic
Alignment

We follow the information-theoretical approach devel-
oped by Moscoso del Prado Mart́ın (2015) for estimat-
ing the degree of lexical and syntactic overlap between
the speakers in each dialogue. The frequency with which
each production rule r is used across a whole corpus is
denoted by f(r). The frequencies of occurrence of each
non-lexical (i.e., non-terminal or pre-terminal) symbol n
used in the phrase-structure trees are denoted by f(n).
Using these frequencies, we obtain a maximum likeli-
hood estimate of the probability that symbol n will be
expanded by a rule r having n in its left-hand side:

p̂(r) =
f(r)

f(n)
, where n = lhs(r), (1)

with the functor lhs(x) denoting the left-hand side of
rule x. This corresponds to the probability of rule r in
a probabilistic context-free grammar (PCFG; Booth &
Thompson, 1973) induced from the treebank by maxi-
mum likelihood. We can use this probability to estimate
the point-wise information or surprisal (Shannon, 1948)
produced by encountering rule r:

Î(r) = − log2 p̂(r). (2)

This measure can easily be applied to a list L of pro-
ductions rules, as –for instance– the productions rules
of the tree in Figure 1, which are listed in Table 1.1 If
f(r;L) denotes the number of times that a rule r oc-
curs in the list L, then, the informational content of L
is estimated by:

Î(L) =
∑
r∈L

f(r;L)Î(r). (3)

1Notice that, if the list corresponds to the productions of
a phrase-structure tree, then this is equivalent to computing
the surprisal of the tree given the induced PCFG.

SS0

S

PP

PP

NP

CNUM

CD

twelve

IN

to

PP

NP

CNUM

CD

nine

IN

from

NP

NNS

classes

VBP

have

NP

PP

I

Figure 1: Example of a phrase-structure tree extracted
from the TüBa-E/S corpus. Normal font denotes non-
terminal nodes, bold font denotes pre-terminal nodes,
and italic font denotes terminal nodes.

Î(L) measures the total information content of the pro-
ductions in list L. Notice that there are three types of
nodes in the tree in Figure 1:2

• Non-terminal nodes (denoted in normal font), which
correspond to grammar-internal symbols.

• Pre-terminal nodes (denoted in bold font), which cor-
respond to part-of-speech annotations.

• Terminal nodes (denoted in italic font), which corre-
spond to English words.

This distinction allows us to decompose the information
content of Eq. 3 into two components, a lexical informa-
tion content (Îlex(L)) measuring the information due
to the words used, and a syntactic information content
(Îsyn(L)) measuring the information due to the use of
particular syntactic constructions. The syntactic com-
ponent is computed by applying Eq. 3 only to the subset
of the non-lexical productions (rules that do not include
terminals on their right-hand side) in L, whereas the
lexical component is computed by considering only the
lexical productions in L (those that have a non-terminal
symbol in their right-hand side). Table 1 show how lex-
ical and non-lexical rules are separated for the example

2Hence, in Figure 1, the non-terminal PP (a prepositional
phrase) and the pre-terminal PP (a pronoun) are different
symbols.
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in Figure 1. If computed this way, it holds that the total
information content is such the sum of the lexical and
syntactic information contents,

Î(L) = Îlex(L) + Îsyn(L). (4)

Table 1: Phrase-structure production rules from the tree
in Figure 1 split into lexical and non-lexical. Normal
font denotes non-terminal symbols, bold font denotes
pre-terminal symbols, and italic font denotes terminal
symbols.

Lexical Productions Non-Lexical Productions
PP → I SS0 → S
VBP → have S → NP VBP NP PP
NNS → classes NP → PP
IN → from NP → NNS
CD → nine PP → PP PP
IN → to PP → IN NP
CD → twelve NP → CNUM

CNUM → CD
PP → IN NP
NP → CNUM
CNUM → CD

Consider now having two lists of productions L1 and
L2, corresponding for instance to the productions con-
tained in two utterances or sets thereof by different
speakers. One can now measure the amount of infor-
mation that is shared between the two lists, the shared
information,

Î(L1;L2) =
∑

r∈L1∩L2

[f(r;L1) + f(r;L2)] Î(r). (5)

This measure is bounded

0 ≤ Î(L1;L2) ≤ Î(L1) + Î(L2),

taking a value of zero iff the lists are fully disjoint, having
no common productions, and being equal to the sum of
their total informations iff every production that occurs
in one list occurs also in the other. As was the case for
the total information, the shared information can also be
decomposed into its lexical and syntactic components, by
counting only the lexical or non-lexical rules respectively.

The lexical shared information is a measure of the
amount of lexical overlap between two sets of produc-
tions (i.e., utterances, dialogue turns, . . . ), and the syn-
tactic shared structure measures the degree to which the
two sets use the same syntactic constructions. They
can therefore be used as measures of lexical and syn-
tactic priming within or across speakers. As discussed
in Moscoso del Prado Mart́ın (2015), these are more ad-
equate measures of priming than other measures that

have been used in corpus analyses (e.g., Healey et al.,
2014; Pietsch, Buch, Kopp, & de Ruiter, 2012; Reitter,
Moore, & Keller, 2006; Reitter & Moore, 2014). In addi-
tion, in order to safely compare utterances with very dif-
ferent lengths, it is useful take advantage of the bounds
for the shared information, and define the shared infor-
mation ratio (SIR) between two lists of productions as
the percentage

SIR(L1;L2) = 100
Î(L1;L2)

Î(L1) + Î(L2)
. (6)

As above, the SIR can also be computed separately
for the lexical and syntactic components (SIRlex and
SIRsyn).

Corpus Analysis

Materials and Methods

Corpus We obtained the Tübingen Treebank of Spo-
ken English (TüBa-E/S; Hinrichs, Bartels, Kawata, Ko-
rdoni, & Telljohann, 2000). This corpus contains 649
transcribed English two-participant dialogues. The dia-
logues are segmented into conversational turns (uninter-
rupted contributions by one dialog participant), which
are further broken down into approximately 30,000 syn-
tactic units (corresponding to either full sentences or
phrases).3 An HPSG-style phrase-structure tree is pro-
vided for each syntactic unit in the corpus.

The dialogues in the corpus are short (an average of
41.23 syntactic units per dialogue, ranging between four
and 293 units) spontaneous interactions between two na-
tive speakers, concerning travel arrangements, appoint-
ment negotiations, and computer maintenance. The
phrase-structure parses were constructed using a proba-
bilistic parser, the outputs of which were manually cor-
rected by human annotators

Pre-processing For each dialogue in the corpus, we
grouped all phrase-structure trees by the participant who
produced them. We extracted from the phrase-structure
trees the phrase structure production rules that were
used in the tree. Figure 1 provides an example of the
phrase-structure trees contained in the corpus. The cor-
responding (lexical and non-lexical) production rules are
listed in Table 1. In this way, we constructed two lists
of phrase-structure productions for each dialogue, each
corresponding to the productions used by one of the two
participants. Each of these lists was further divided into
two lists: one of lexical, and another of non-lexical pro-
ductions.

Estimation of Relevant Measures

Syntactic and lexical overlaps For each of the 649
dialogues in the treebank, we computed the lexical and
syntactic SIRs (i.e., SIRlex and SIRsyn) using Eqs. 1–6.

3See Hinrichs et al. (2000) for more details.
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Affective valence values For each word in a par-
ticipant’s list of lexical productions, we obtained the
affective valence rating from the database described
by Warrimer, Kuperman, and Brysbaert (2013). This
database contains average human affective ratings for
about 14,000 English words. The ratings are on a
1–9 scale, where 1 denotes maximum positive valence
and 9 the maximum negative valence. This process in-
volved looking up whether the word –as contained in
the corpus– was contained in the database, and oth-
erwise looking up the word after lemmatization (using
the WordNet lemmatizer; Miller, Beckwith, Fellbaum,
Gross, & Miller, 1990). Words that were not present
in the database even after lemmatization were ignored.
This produced a list of affective valence values associated
to each participant in each dialogue.

For each dialogue, as a measure of affective alignment
we computed the absolute value of the difference in the
median affective values of the two participants. As a
measure of overall valence of the dialogues, we also com-
puted the median valence of the concatenation of the
valence list of both participants in each dialogue. To
diminish the sensitivity of the measure to outliers (i.e.,
words with exceedingly positive or negative valences) we
used the median values instead of the mean. The mean
is most often used to compute the valences of texts as
a function of the words they contain (cf., Heise, 1965;
Leveau, Jhean-Larose, Denhière, & Nguyen, 2012). It
should be noted that our results do not hinge on this
choice.

Results and Discussion

The calculations described above produced a table with
649 entries, one for each dialogue in the corpus. For each
entry, the table includes its total length in number of
syntactic units (mean: 41.23 units/dialogue; range: [4−
−296]), the lexical (mean: 41.92%, range: [3.96−68.17])
and syntactic (mean: 40.78%, range: [2.01− 67.46]) SIR
values, the median affective valence across the two speak-
ers (mean: 6.08, range: [5.51− 6.33]), and the difference
in median affective valences between the two speakers
(mean: .14, range: [0.00 − 1.27]). We fit a linear re-
gression model with the syntactic SIR as the dependent
variable, and the lexical SIR, (log) length in sentences,
median valence, and difference in median valences, as
independent variables, as well as all possible interac-
tions between them. A fast backwards elimination of
factors using the AIC retained all main effects, which
were also significant according to a sequential ANOVA
(log length: F [1, 643] = 1582.36, p < .0001; SIRlex:
F [1, 643] = 321.73, p < .0001; difference in median va-
lences: F [1, 643] = 5.96, p = .0149; median valence:
F [1, 643] = 12.74, p = .0004). The backwards elimi-
nation of factors also suggested keeping the interaction
between log length and the difference in median valences.

However, this interaction did not reach significance ac-
cording to the ANOVA (F [1, 643] = 2.50, p = .1141).4

The corrected R2 value for this regression was 75%. The
residuals and predicted values of the regression did not
exhibit major non-normalities or correlations.

Figure 2 summarizes the significant main effects found
in the regression analysis. Panel (a) shows a positive cor-
relation between the length of the dialogue and the syn-
tactic SIR, indicating that longer dialogs exhibit more
syntactic priming across the speakers. Panel (b) shows a
very strong main effect of the lexical SIR on the syntactic
SIR. This effect lends itself to two possible explanations:
On the one hand, this strong correlation between the lex-
ical and syntactic SIRs could be the effect of the “perco-
lation” of alignment across levels (Pickering & Branigan,
1998; Pickering & Garrod, 2004). On the other hand,
the correlation between the two forms of inter-speaker
alignment could be a by-product of the reuse of certain
multi-word expressions. Therefore, in this respect, one
cannot argue with much certainty that these results pro-
vide evidence for percolation of inter-speaker alignment
between the syntactic and lexical levels.

Panels (c) and (d) in Figure 2 illustrate the crucial re-
sults of this study. Panel (c) shows how dialogues whose
speakers are more aligned in terms of the affective va-
lence of the words they use (i.e., lower difference in me-
dian valence ratings), are also more aligned in terms of
syntactic priming. This effect remains over and above
the effect of dialogue length and that of the degree of
lexical priming. One could perhaps argue that this is
not so surprising because the reuse of lexical items from
one speaker to another would naturally decrease the dif-
ference in median valence scores. However, such an in-
terpretation would also predict either

• that the effect should disappear when entering lexical
alignment directly into the regression, or at least

• that there is a significant two-way interaction between
the effect of lexical priming and that of the difference
in valences.

Since neither of the above is true, we interpret this ef-
fect as evidence for the percolation of alignment between
the affective and syntactic levels: Speakers who are more
aligned in affective terms (as evidenced by their use of
more positive words), also tend to be more aligned in
terms of the syntax they use. This interpretation is fur-
ther supported by the effect of the affective valence itself,
plotted in panel (d). As we predicted, this effect indi-
cates that the more positive terms are used overall in a
conversation, the more the speakers tend to align with

4Besides not reaching significance, the two-way interac-
tion had not been predicted a priori. Further considering
that it was the result of testing 24 possible (unpredicted) in-
teractions between the main effects, motivated us to discard
further consideration of this interaction.
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Figure 2: (a) Effect of dialogue length on SIRsyn. (b) Effect of SIRlex on SIRsyn. (c) Effect of the difference in
valence across speakers on SIRsyn. (d) Effect of the overall affective valence of the dialogue on SIRsyn.

each other syntactically. Notice that this effect cannot
be discarded as a side-effect of lexical repetition, as this
would require saying that positive words are more likely
to be repeated (which would itself in any case support
the percolation of alignment interpretation).

Our results provide evidence of a direct link between

syntactic priming and the degree to which the speakers
are aligned in their use of positive or negative words,
as well as with the overall level of positivity of the
words they use. In turn, recent research shows that
the affective aspects of these words are themselves in-
dicators of the affective states of the speakers (Pearl &
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Enverga, 2014). These results are important in two re-
spects. First, they provide support for Pickering and
Garrod (2004)’s percolation of inter-speaker alignment
across levels, showing that the relation between align-
ments extends beyond purely linguistic aspects. Second,
and equally important, our results indicate –in line with
the predictions of functional/cognitive theories of gram-
mar (e.g., Chafe, 1970; Du Bois, 2014; Goldberg, 2006)–
that apparently abstract syntactic structure is neverthe-
less invested with indexical function, enabling speakers
to signal and reinforce their degree of affective align-
ment. In other words, the choice of syntactic structure
used by a speaker in dialogue is in itself meaningful in
how it relates to the syntactic choices made by its inter-
locutor. This also contradicts early accounts (e.g., Bock,
1986) characterizing syntactic priming as plain subcon-
scious priming on the choice between two structures, but
devoid in itself of any communicative function.
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Abstract 

Pedagogical agents (PAs) have the ability to scaffold and 
regulate students’ learning about complex topics while using 
intelligent tutoring systems (ITSs). Research on ITSs 
predominantly focuses on the impact that these systems have 
on overall learning, while the specific components of human-
ITS interaction, such as student-PA dialogue within the 
system, are given little attention. One hundred undergraduate 
students interacted with MetaTutor, a multiagent hypermedia 
ITS, to learn about the human circulatory system. Data from 
these interactions were drawn from questionnaires and log-
files to determine the extent to which a specific agent from 
MetaTutor, Sam the Strategizer, impacted students’ overall 
emotions while using the system. Results indicated that Sam 
negatively impacted students’ experiences of enjoyment, in 
relation to the other agents of MetaTutor, and the frequency 
of Sam’s interactions with students significantly predicted 
their reports of boredom while using the system. Implications 
for the design of affect-sensitive multiagent ITSs are 
discussed.   

Keywords: affect; metacognition; self-regulated learning; 
intelligent tutoring systems; pedagogical agents; self-reports 
 

Introduction 
Research on multiagent intelligent tutoring systems (ITSs) 
has traditionally focused on their impact on learning and 
performance (Azevedo & Aleven, 2013). The incorporation 
of pedagogical agents (PAs) within ITSs has been 
demonstrated to be beneficial in the promotion of students’ 
effective use of various cognitive, affective, metacognitive, 
and motivational (CAMM) processes while learning about 
complex topics (Azevedo et al., 2013; D’Mello & Graesser, 
2012a; Kim & Wei, 2011; Kramer & Bente, 2010; Lusk & 
Atkinson, 2007). Researchers include PAs within ITSs in an 
attempt to facilitate students’ self-regulatory learning (SRL) 
processes. Specifically, SRL is based on the premise that 
successful learning involves students’ ability to accurately 
regulate their cognitive and metacognitive processes 
through planning, monitoring, and using learning strategies 
(Winne & Azevedo, 2014). It is a fundamental educational 
construct that has been shown to be effective in students’ 
ability to learn (Azevedo et al., 2013; Winne & Hadwin, 
2008). As such, the impact of PAs on SRL processes has 
been studied extensively (Azevedo et al., 2013; Kinnebrew 

et al., 2013; Veletsianos & Russell, 2014). For PAs to be 
successful, there is a key question to be addressed first—
that is, the impact PAs have on learners’ emotions. 
Specifically, it is imperative to focus on the impact of 
agents’ prompting and feedback on students’ emotions as 
well as how these prompts and feedback may interfere with 
the ability to self-regulate (by deploying SRL processes) 
and overall learning. 

We have begun examining the impact of PAs on students’ 
emotions during learning with an ITS using MetaTutor. 
MetaTutor is an intelligent multiagent hypermedia-based 
learning environment, designed to promote the effective use 
of SRL processes as students learn about complex science 
topics (Azevedo et al. 2010, 2013). MetaTutor uses four 
PAs designed to externally regulate and foster students’ 
cognitive (e.g., summarizing) and metacognitive (e.g., 
judgment of learning) SRL processes while learning about 
various human body systems. Fundamentally, the aim of 
MetaTutor is to facilitate the acquisition, use, and transfer of 
SRL processes by enhancing learning gains and 
performance across various science topics. Each of the four 
embedded PAs represents a specific component of SRL and 
is embedded within MetaTutor, including cognitive and 
metacognitive processes: Gavin the Guide assists the 
student in navigating through the learning environment; 
Pam the Planner aids in the creation of subgoals and prior 
knowledge activation (planning); Mary the Monitor helps 
monitor progress toward the established subgoals and 
prompts the use of metacognitive monitoring strategies, 
such as content evaluation; and Sam the Strategizer 
facilitates the selection and use of cognitive learning 
strategies, such as summarizing and taking notes. The 
inclusion of these PAs is an attempt to encourage the 
deployment of SRL processes, which have been shown to be 
effective for learning and performance.  

The majority of past research with ITSs has focused 
predominantly on students’ cognitive and metacognitive 
processes while interacting with these PAs (Azevedo et al., 
2013; Kinnebrew et al., 2013). Other research has focused 
on the impact of students’ affective states and motivational 
processes while using multiagent ITSs, but to a smaller 
extent (Craig et al., 2004; D’Mello & Graesser, 2011; Kort 
et al., 2001). Findings have demonstrated that affective 
states of engagement significantly and positively impact 
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learning (Baker et al., 2010; Craig et al., 2004; Woolf, 
2009), whereas affective states such as boredom have been 
demonstrated as deleterious to students’ overall learning 
gains (Baker et al., 2010; D’Mello et al., 2014; D’Mello & 
Graesser; 2012b; Mudrick et al., 2014). Particularly, the 
negative affective state of boredom has been shown to 
negatively correlate with students’ overall learning gains 
(Baker et al., 2010; Craig et al., 2004; D’Mello & Graesser, 
2011, 2012b; Mudrick et al., 2014; Schutz & Pekrun, 2007).  

The ability of ITSs to elicit emotions has been studied 
extensively. However, little attention has been paid to the 
PAs within these systems and their abilities to differentially 
provoke and impact students’ affective responses. Previous 
investigations have demonstrated that agent-directed 
affective responses, specifically negative affect, have a 
deleterious impact on students’ overall learning gains 
(Mudrick et al., 2014). As such, it is crucial to understand 
the complex interactions among emotions, SRL process 
deployment, and PAs for effective learning and training. 

Past research with MetaTutor has indicated that one of the 
four PAs, Sam the Strategizer, provokes the strongest 
negative affect in students, compared to the other PAs 
(Mudrick et al., 2014). As such, we hypothesize that Sam’s 
presence while interacting with the student is what promotes 
these negative emotional reactions. Because he prompts 
students to use cognitive learning strategies, he interacts 
with the student more than any of the other three PAs. 
Therefore, we compared the frequency of Sam’s 
interventions with the second most prevalent agent of 
MetaTutor, Mary the Monitor, and the subsequent affective 
impact his presence provokes in students.  

In this study, we address the following questions: (1) 
What is the overall impact of Sam the Strategizer, in relation 
to the other PAs, on students’ affective responses during 
learning with MetaTutor? (2) How do these emotions relate 
to student- and PA-initiated cognitive strategy use while 
using MetaTutor? 

 
Method 

Participants 
One hundred undergraduate students (Mage = 21 years, SD = 
3.2) recruited from three major North American universities 
participated in this 2-day study. Participants were 
compensated up to $40, at a rate of $10/hour.  
 
Materials 
The participants interacted with MetaTutor (Azevedo et al., 
2013) for both sessions. During each session, we collected 
multichannel data related to CAMM processes. These 
included log-files, a physiological measure of arousal (i.e., 
GSR bracelet), self-report questionnaires of emotions and 
motivation, videos of participants’ facial expressions of 
emotions, screen recordings of student-system interactions, 
eye-tracking data, and audio recordings of each participant’s 
interactions with MetaTutor.  

 

MetaTutor and Procedure  
Within the version of MetaTutor used for this study, there 
are 47 pages of text and diagrams that cover various aspects 
of the human circulatory system (e.g., blood components, 
malfunctions, etc.). The role of the four PAs in MetaTutor 
will be discussed in more depth below.  

Participants were asked to participate for a total of two 
sessions. The first session lasted 30–45 minutes, the second 
was completed over a 3-hour period, and the participants 
were required to complete both sessions within 3 days of 
each other. During the initial session, participants filled out 
a consent form and were given a description of the study. 
They were then instructed to begin their interaction with the 
environment and complete a series of self-report 
questionnaires that assessed demographic information, 
achievement emotions, and emotional regulation strategies. 
Lastly, the participants completed a 30-item pretest 
questionnaire covering their prior knowledge of the human 
circulatory system and were compensated $5 for the 
completion of this session.  

During the second session, participants started their 
interactions with the learning environment and chose two 
out of seven predetermined subgoals that covered various 
components of the human circulatory system, for which 
Pam the Planner was programmed to recognize and lead the 
student to choose. Once the participants set their subgoals 
with the help of Pam, Gavin the Guide introduced the 
system by presenting videos that portrayed the various 
elements of the system interface, as well as how to interact 
and navigate through the environment while using SRL 
processes. Then, Pam the Planner prompted again and 
facilitated the students in the activation of their prior 
knowledge regarding the current subgoal they set to 
complete. Finally, the participants were allowed to interact 
with the system and engage in various SRL processes (e.g., 
summarizing and taking notes) and metacognitively monitor 
and judge their learning (e.g., monitor their current progress 
toward their specific subgoals) through clicking the SRL 
palette presented to the right of the interface. Throughout 
learning with MetaTutor, the participants were presented 
with a variety of self-report questionnaires, such as the 
Emotions and Values Questionnaire (EV), which asks the 
students to self-report the emotions they are currently 
experiencing, The EV was presented every 14 minutes 
(Harley et al., 2015). Upon completion of the overall 
learning session, the participants were presented with a 30-
item posttest and a series of questionnaires, such as the EV, 
as well as the Agent Reaction Inventory (ARI; a modified 
version of Baylor’s [2011] Agent Persona Inventory) that 
assessed their overall emotional reactions to the four PAs. 
The participants were then debriefed, thanked, and 
compensated.  
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Figure 1: The MetaTutor interface. The SRL palette is 
highlighted. 

 
Two conditions were tested in this study, the prompt and 

feedback condition and the control condition. Within the 
control condition, participants were allowed to navigate 
through the learning environment with minimal agent 
intervention, scaffolding, or feedback. They could deploy 
various SRL processes by clicking on the SRL palette, yet 
they were not prompted by the agents to do so if in this 
condition. Participants assigned to the prompt and feedback 
condition were provided with prompts for the use of various 
SRL processes and scaffolding, in addition to receiving 
adaptive feedback from the four PAs. The agents intervene 
based on a series of system-initiated production rules related 
to the student’s performance on the various cognitive and 
metacognitive tasks of MetaTutor. Participants in this 
condition were also free to use the SRL palette to self-
initiate SRL processes. Ultimately, this serves to create a 
dialogue with the students as they engage in SRL processes 
while learning about the human circulatory system. As the 
purpose of this study was to examine how the PAs impacted 
students’ affective reactions on a whole, the conditions were 
not considered.  

As previously discussed, three of the four agents 
(excluding Gavin the Guide) are responsible for distinct 
aspects of cognitive and metacognitive SRL processes. 
Their varied presence within the system is based on the 
success of one-to-one human tutoring and its ability to 
provide adaptive, supportive scaffolding and guidance of 
cognitive and metacognitive skills (Azevedo & Aleven, 
2013; VanLehn, 2011). Pam the Planner assists the students 
in the activation of prior knowledge, in addition to helping 
establish the subgoals the participants are to complete for 
the duration of the session. For these reasons, Pam is not as 
present, as she helps with the initial interactions throughout 
the participants’ session with the MetaTutor learning 
environment. Mary the Monitor embodies the metacognitive 
components associated with SRL process usage, prompting 
the students to monitor their progress toward their 
established subgoals, evaluate the content on the page and 

its relevancy for those subgoals, judge their learning (both 
for the page presented and overall), and assess how well 
they feel they know the information. As such, the number of 
metacognitive process prompts contributes more interaction 
between the students and Mary. Lastly, Sam the Strategizer 
supports the students in summarizing the content they read, 
to take notes on the content, coordinate the informational 
sources (text and diagram), and reread, if needed. The 
cognitive strategies prompted by Sam contribute to a 
notable amount of time interacting with the students.  

 

 
Figure 2: The four pedagogical agents in MetaTutor. 

 
Data Sources, Coding, and Scoring  
For the purposes of this paper, the questionnaire assessing 
the participants’ emotional reactions to specific agents and 
their likeability (the ARI) was used. Specifically, the items 
covering the learner-centered emotions (D’Mello & 
Graesser, 2012a) of enjoyment, frustration, boredom, 
confusion, curiosity, and neutral for each of the specific PAs 
(for example, SAM made me feel bored and MARY made me 
feel that I am enjoying myself) were extracted from the ARI. 
In addition, log-files provided both PA- and student-
initiated SRL strategy frequencies. The items from the ARI 
were correlated to determine the overall affective impact 
that these agents elicited from participants. Then, regression 
analyses using both PA- and student-initiated SRL process 
frequencies, obtained from the log-files and the emotions 
mentioned above, were conducted to determine the extent to 
which these emotions were predicted by the amount of 
student- and PA-initiated strategy use while engaging with 
MetaTutor.  

 
Results 

Research Question 1: What is the overall impact of 
Sam the Strategizer, in relation to the other PAs, on 
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students’ affective responses during learning with 
MetaTutor?  
To determine the agent that induced the strongest affective 
responses during learning with MetaTutor, correlations were 
conducted with items from the ARI. Results indicated that 
the affective states directed toward the agents, such as 
enjoyment for Gavin, Mary, Pam, and Sam, were all highly 
correlated. The item Gavin made me feel that I am enjoying 
myself was positively correlated with the items addressing 
enjoyment for each of the other three agents, Pam (r = .66, p 
< .001), Mary (r = .55, p < .001), and Sam (r = .43, p < 
.001). These correlations were not limited to positive 
learning-centered emotions, as evidenced by high 
correlations across the ARI item addressing frustration. Sam 
made me feel frustrated correlated strongly with frustration 
directed at the other three agents, Gavin (r = .25, p < .001), 
Pam (r = .56, p < .001), and Mary (r = .58, p < .001). 
However, within-agent correlations demonstrated a different 
trend. More specifically, correlations within agent-directed 
affect for Sam the Strategizer indicated the strongest and 
most consistently negative correlations amongst the agent-
specific directed emotions. See Table 1 for a summary of 
the correlations among emotions directed toward Sam the 
Strategizer.  
 
Table 1: Correlations among emotions directed toward Sam the Strategizer. 

 Enjoyment Curiosity Neutral Boredom Frustration Confusion 
Enjoyment ---      
Curiosity 0.38** ---     
Neutral 0.27* 0.82 ---    
Boredom 0.22* 0.01 0.13 ---   
Frustration –0.41** –0.003 –0.30* 0.33** ---  
Confusion –0.26* 0.20* –0.23* 0.29* 0.39** --- 
**p < .001 level. 
*p < .05 level.  
 

Research Question 2: How do these emotions relate 
to student- and PA-initiated cognitive strategy use 
while using MetaTutor? 
To determine the extent of SRL strategy prompts, both PA- 
and student-initiated, during the overall learning session, a 
chi-square analysis was conducted with the two most 
prevalent agents within MetaTutor: Mary the Monitor and 
Sam the Strategizer. The outcome of this analysis indicated 
a significant difference between the amounts of PA-initiated 
SRL prompting, feedback, and guidance (χ2(1) = 55.82, p < 
.001). Sam’s prompts occurred significantly more frequently 
than Mary’s, occurring on average 17.9 times and 13.7 
times per student, respectively, over the 3-hour period that 
comprised the second experimental session.  

Subsequently, a regression analysis was conducted to 
determine the extent to which the prompts of SRL processes 
Sam was responsible for (summarizing, taking notes, 
coordinating informational sources, and rereading) predicted 
these negative emotion ratings, specifically boredom. The 
affective state of boredom was chosen due to its deleterious 
impact on overall learning. Results from this analysis 
indicated that the overall model was significant and 
predicted 5.7% of the variance (R2 = .057, F(1, 97) = 5.85, p 

= .017). Boredom directed toward Sam was significantly 
predicted by the frequency of student- and Sam-initiated 
SRL processes (β = .24, p = .017). 
 

Discussion 
The results from this study demonstrate the affective 
influence that PAs can have on students during learning 
with ITSs. Sam the Strategizer ultimately impacted students 
in a negative way. The frequency of Sam-initiated and 
student-initiated SRL prompts by Sam was found to be 
significantly predictive of boredom when using MetaTutor. 
It is important to note that the frequency of SRL prompts by 
Sam was significantly higher than those covering the 
metacognitive components, for which Mary was 
responsible. A possible explanation for the relationship 
found between the frequency of Sam’s prompts to the 
students’ self-reports of boredom could be that the students 
are simply being overprompted (Bouchet et al., 2013).  

It seems as though this overprompting may interfere with 
the students’ agency, and therefore limit their ability to self-
regulate. This is an important consideration, as a 
fundamental premise behind the inclusion of PAs in ITSs is 
their perceived capacity in facilitating the students’ CAMM 
processes during learning and training.  

However, it is also important to consider not only the 
SRL strategies that Sam is responsible for prompting the 
students with, but also the system-based rules that evaluate 
the quality of the students’ overall summary. It is possible 
that the students simply do not want to engage in the 
strategies of summarizing, taking notes, coordinating 
informational sources, or rereading, as prompted by Sam. 
As such, future studies should tease apart the affective 
responses to the PA from the prompted strategy or process. 
By analyzing the role of boredom in this manner, we can 
expand on the information-processing model of SRL that 
focuses exclusively on cognitive and metacognitive SRL 
processes (Winne & Hadwin, 2008).  

Furthermore, the natural language processing measure, 
which the system uses to assess and evaluate the content of 
the summaries that Sam prompts the student to make, could 
be responsible for this outcome. MetaTutor gauges the 
quality of the student’s summary by recognizing specific 
key words related to the content of the page the student is 
currently reading, in addition to limiting a “good” summary 
to approximately three sentences. The student is informed at 
the beginning of the session, as well as when Sam 
reintroduces the summarization component, that a “good” 
summary is limited to these requirements. As such, it is 
possible that the student’s summary was “good” and took 
note of the various components related to the specific 
context of the page, yet either did not include the key words 
of the page or contained too many sentences to be deemed 
concise. As shown by Table 1, Sam, overall, significantly 
impacted the students’ enjoyment in a negative way through 
his induction of both frustration and boredom. Future 
analyses regarding this topic should include measures of 
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engagement and frustration as possible predictors of overall 
learning strategy use and, ultimately, learning gains. 

We have seen that boredom is detrimental to learning and 
engagement, but this study reveals that it is also related to 
the frequency of various SRL strategies the PAs within an 
ITS prompted and modeled for the students. . These 
findings can be partially explained when situated within the 
dynamics of affective states model of D’Mello and Graesser 
(2012a). Their model proposes that students’ affective states 
will fluctuate when they experience contradictions, 
incongruities, obstacles to growth, and/or other impasses 
while learning with advanced learning technologies (ALTs). 
Specifically, students begin in a state of engagement/flow as 
they pursue the superordinate goal of mastering the 
information, and when they are interrupted (e.g., when Sam 
the Strategizer prompts the students to summarize the 
presented material), they become frustrated. Prolonged 
frustration may then transition into boredom, with students 
ultimately disengaging from the learning process (D’Mello 
& Graesser, 2012a). Other research with ALTs suggests that 
these interruptions from a tutor or PA that block goals can 
be potential antecedents that lead to a student’s experience 
of frustration (D’Mello et al., 2006; Kapoor et al., 2007). 
Ultimately, it seems that when Sam the Strategizer prompts 
students to engage in cognitive SRL strategies, students’ 
superordinate goal of mastering the material is blocked. 
Consistently prompting the students to engage in these 
strategies at such a high frequency then prolongs the initial 
state of frustration that culminates in high self-reports of 
boredom. Transitioning from students’ self-reports of 
boredom back to a state of engagement/flow could be 
promoted by a more sophisticated student model (Woolf, 
2009) that would provide Sam the information needed to 
adapt the frequency of prompting cognitive strategies. In 
sum, our results have significant implications for the 
conceptualization and measurement of the impact of 
external regulating agents (e.g., PAs) on students’ learning, 
as well as the design of PAs in ITSs.  

The design of PAs that assist students in the effective 
deployment of CAMM processes and positive learning 
outcomes must pay close attention to the level of interaction 
between the PA and the student. As shown here, affect is a 
significant component to the human-PA dialogue, indicating 
the necessity for the future design of affect-sensitive 
multiagent ITSs. Furthermore, overprompting the processes 
that are understood to assist students in learning and training 
could have a damaging outcome on students’ engagement 
and positive affect and, consequently, the effectiveness of 
the ITS paradigm. Future research should examine the 
temporality of agent-based prompting to examine if there 
are key affective thresholds (i.e., overly prompting within a 
short amount of time) that can lead to frustration or 
boredom, as caused by prompts in close temporal proximity 
and over the learning session. Additionally, subsequent 
research should consider the inclusion of synchronous 
multichannel facial expressions as well as physiological and 
self-report data capture as students engage with PAs and 

ITSs in order to determine specific and representative data 
patterns of human-PA emotional interactivity. This will 
ultimately allow for the design of online, real-time feedback 
mechanisms from the student into the system to provide a 
more adaptive and versatile learning environment to future 
students.  

One limitation in this study is the lack of differentiating 
the analyses by condition. The purpose for not doing so in 
this study was to analyze the overall affective impact the 
PAs had on all learners who interacted with MetaTutor. As 
such, it is necessary for future research to examine the 
differences in affective responses between the two 
experimental conditions. The use of self-reports also limits 
the findings of this study, as this only provided l learners’ 
post hoc perceptions of their affective responses toward 
Sam. Future studies should examine the impact of PAs in 
real time, using facial expressions from emotion recognition 
software, to examine the actual affective impact PAs have 
as learners interact with ITSs. This will allow us to pinpoint 
the key components of the PA-learner interaction that can 
result in a negative affective response and detract from their 
learning outcomes.  

As one of the fundamental goals of ITSs is to facilitate 
students’ overall learning (e.g., by promoting the effective 
use of SRL strategies), it is imperative to understand the 
interplay among boredom (and affect as a whole), the role of 
PAs, and the promotion and deployment of SRL strategies 
and processes as students engage with ITSs. The results 
presented in this study have provided a first step toward a 
better understanding of such interactions, and provided 
immediate results to improve MetaTutor. However, deeper 
analyses (by both the authors and the ITS community) will 
be needed to reach a clearer understanding of this difficult 
topic.  
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Abstract

We extend universal moral grammar theory (UMGT) with non-
monotonic logic. Our experiment shows that such revision is
necessary as it allows to account for the effects of alleviations
and aggravations in moral reasoning. Our new theory updates
UMGT from classical to non-monotonic logic, which reflects
the incompleteness of information and uncertainty in actual
human reasoning. In addition, it provides an explanation of
the paradoxical findings in the moral dilemma of the Trolley
problem and the Knobe effect.

Keywords: moral psychology; defeasible reasoning; universal
moral grammar; non-monotonic logic

Introduction
Even though morality is such a fundamental feature of man
and of great importance for societal well-being, little is still
known about the moral mind. What are the principles that
govern moral cognition? And what are the origins of our
moral sense of right and wrong? Although these questions re-
main unanswered, a promising theoretical framework on how
to approach these problems has recently been offered by uni-
versal moral grammar theory (Mikhail, 2007).

In this paper, we extend universal moral grammar theory
with non-monotonic logic. This update from classical to
modern logic allows the modeling of incompleteness of in-
formation and uncertainty in actual human reasoning. Our
experiment shows that such revision is necessary as it allows
to account for the effects of alleviations and aggravations in
moral reasoning. Our new theoretical paradigm also offers an
explanation of the paradoxical findings in the moral dilemma
of the Trolley problem (Foot, 1967) and the Knobe effect
(Knobe, 2003).

Universal moral grammar theory (UMGT)
Universal moral grammar theory is a paradigm for studying
moral cognition that borrows concepts from Chomskian lin-
guistics (Chomsky, 1969, 2002). It was proposed by Mikhail

(2007), who has developed UMGT from an analogy between
the study of morality and language that was put forward by
Rawls (1999).

This analogy, in short, states that our moral faculty, just
like our language faculty, allows for fast reflexive judgments
on either whether a sentence is grammatical or whether a
situation is deemed (im)moral. These systems mature rela-
tively quickly in young children without the need for exten-
sive training initiated by the social environment, which sug-
gests that these faculties are, at least in part, an innate feature
of human nature Mikhail (2011).

Many methodological assumptions behind UMG could be
met with rightful skepticism but a full discussion is beyond
the scope of this paper. What matters for our purpose is the
modeling aspect of UMG which is aimed at capturing the dif-
ferent computational stages through which a person generates
a moral judgment.

A sequential model of moral judgment
We will explain Mikhail’s model of moral judgment with the
example that he himself uses to explain the paradigm, namely
the moral dilemma of the Trolley problem and a paradoxical
dissociation between the way people respond to two of its
variants (Thomson, 1985; Foot, 1967; Mikhail, 2007).

The trolley problem: Switch variant A train/trolley is
about to hit and kill five people that are standing on the tracks.
The only alternative is that a bystander pulls a switch which
diverts the train unto a side-track, thus saving the 5 people.
The caveat is that there is 1 person on that side-track that will
be hit and killed as a side-effect. Is it permissible to pull the
switch? Ninety percent of people say ”yes” (Mikhail, 2007).

The trolley problem: Fat man variant A train/trolley is
about to hit and kill five people that are standing on the tracks.
The only alternative is that a bystander on a footbridge over
the tracks shoves a fat man standing next to him off the bridge
and in front of the train. This man will be hit and killed, but
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will stop the train as well and thus result in saving the 5 men.
Is it permissible for the bystander to shove the fat man in front
of the train? Now 90 percent of the people say ”no” (Mikhail,
2011).

Why does this flip in the moral judgment occur? The out-
come in both variants is the same so a straightforward utili-
tarian explanation is problematic.

According to Mikhail’s framework of UMGT, the reason
behind this moral dissociation lies in the sequence of con-
secutive stages in which a moral judgment is constructed
(Mikhail, 2011). The first stage exists in generating the tem-
poral structure of the moral situation which states the order
in which the atomic events of the situation occur. From this
temporal structure a causal structure is obtained which spec-
ifies who/what does what to whom at which time-point with
what result. This causal structure is conversed into a moral
structure by determining which effects are considered good,
bad or neutral. This structure is expanded upon into an inten-
tional structure which determines which effects are directly
intended and which are interpreted as foreseen but unwanted
side-effects. The final stage is the deontic structure which is
a logical derivation system that operates on classical logic,
including the material implication (Mikhail, 2007). This sys-
tem receives the results from the intentional structure as an
input in the form of logical formulas and together with gen-
eral world knowledge, this system allows the moral mind to
derive whether an action is morally permissible or not.

The moral dissociation between the trolley problem vari-
ants then lies, according to Mikhail (2007), primarily in the
difference in the intentional structure of the actions with bad
consequences, but also in the ”badness” of the initial action.
Pulling the switch is a neutral, causal and directly intended
means towards the good end of saving lives with the 1 death
being an unintended side-effect. In contrast, shoving a person
from a bridge involves the bad action of battery as a means to-
wards a bad causal end of letting a person get killed by a train
which itself is a bad means to the eventually positive end of
saving lives.

The moral judgment of an action is formalized by Mikhail
(2011) in the form of a logical equivalence, which is defined
as classical material equivalence:

D(A)↔ A(F1, . . . ,Fn)

This formula states that an action A has deontic status D if
and only if action A has features F1, . . . ,Fn.The deontic sta-
tus is a judgment like permissible or forbidden. The action
is further specified as [S’s V-ing at t(α)]c which means that
a subject S performs a verb V at time-point t under circum-
stances c.

Non-monotonicity of deontic rules
Although the inference rules incorporate the possibility to
take circumstances into account, we witness that there is no
flexible way of incorporating contextual pragmatics detached
from the action, nor of a flexible adaptation of derived beliefs

in the deontic structure as new information becomes avail-
able. We propose that the pragmatic context of a moral situa-
tion plays a key role in the logical form of the inference rules
as a whole. The way we update the system is by using default
logic (Reiter, 1980; Berzati, 2007; Brewka et al., 1997). A
classic example of an inference in default logic is: if Tweety
is a bird, then Tweety can fly (Reiter, 1980). This inference
is probably correct, unless Tweety turns out to be a penguin.
The casual reasoner will assume by default that Tweety is not
a penguin, or any other atypical bird that does not fly. The
absence of evidence for such an abnormal bird is considered
to be evidence of absence of such an abnormality.

These default inferences are also part of human reasoning
in general (Stenning & Van Lambalgen, 2008), and of moral
reasoning in particular (Horty, 1997). For example, if a per-
son kills, then this action is forbidden. There are however ex-
ceptions to this rule, like self-defense. These circumstantial
factors can alter the moral judgment of the entire situation,
for the better but also for the worse. These excuses (allevia-
tions) and aggravations are a key ingredient of moral reason-
ing. They are by default assumed to be absent, unless positive
evidence in favor of their existence is available (Horty, 1997).
Updating the inference rules from standard UMGT with this
default reasoning gives us the following formalization:

D(A)↔ A(F1, . . . ,Fn)∧¬ab

In which we have added the negation of abnormality, ab,
which is required for action A to have deontic status D. More
specifically we state that:

Bad(A)∧¬alleviation↔ Impermissible(A)

Good(A)∧¬aggravations↔ Permissible(A)

This means that the moral judgment of an action does not
only depend on the goodness or badness of the action in and
of itself but also of the contextual factors that surround it. A
bad action can be excused and a good action can be nullified
if it was, for instance, performed for the wrong reasons or
with bad intentions. An interesting result is that new infor-
mation on the existence of such abnormalities can invalidate
moral inferences that used to be valid at an earlier step in the
derivation when there was no evidence for such an abnormal-
ity.

For example, upon hearing that a burglar stole goods from
a local pharmacy, we tend to judge this action as immoral.
But when we later on learn that the man stole an expensive
medicine from a pharmaceutic company because it was the
only way for him to save the life of his wife, we tend to revise
our initial judgment and some would even state that this man
is now a hero (Kohlberg, 1981).

This new framework thus violates the property of mono-
tonicity of classical logic under which standard UMGT op-
erates and this new approach updates UMGT into a non-
classical and flexible non-monotonic logic which fits better
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with the actual dynamics and limitations of human reason-
ing (see Stenning & Van Lambalgen, 2008; Cummins, 1995;
Nyamsuren & Taatgen, 2014).

This extension can incorporate the explanation of Mikhail
for the moral dissociation in the Trolley problems by stating
that the lack of direct intention can be interpreted as an al-
leviation. More interestingly, this new framework can also
explain a finding in moral psychology that as of yet remained
paradoxical, which is the Knobe effect (Knobe, 2003).

The Knobe effect The Knobe effect is the tendency of peo-
ple to assign intentionality to a protagonist that commits an
immoral act, even though the protagonist did strictly not in-
tend the negative side-effect of his action. This tendency is
absent when the side-effect is positive. Here is the original
text from Knobe (2003):

The vice-president of a company went to the chairman
of the board and said, We are thinking of starting a new
program. It will help us increase profits, but it will also
harm the environment. The chairman of the board an-
swered, I dont care at all about harming the environment.
I just want to make as much profit as I can. Lets start
the new program. They started the new program. Sure
enough, the environment was harmed.

Explaining this effect has received much attention but find-
ing a robust explanation of the reasons behind this anoma-
lous finding has proved to be difficult (Nichols & Ulatowski,
2007).

Our non-monotonic extension of UMG provides a hypo-
thetical explanation. People assign intentionality because the
lack of intentionality could be interpreted as an alleviation.
People however insist that the action is immoral and therefor
do not accept the lack of intention as a potential excuse, even
though their statement is strictly in conflict with the factual
state of the world. Moral cognition thus initiates the need
for subjectively framing the situation in terms of alleviations
and aggravations, even if it means that facts about the world
have to be suppressed. This would also explain why the ef-
fect is absent when the side-effect is positive because in that
case people do not need to protect there line of reasoning to-
wards the moral judgment of ”forbidden” as the action is now
clearly permissible.

The standard and updated versions of UMGT give rise to
some potential differences in their hypothetical explanations
concerning the Knobe effect:

1. Standard UMG framework could explain the Knobe effect
by referring to one of it’s core principles, i.e. the princi-
ple of double effect (Quinn, 1989). This principle, from
Catholic theology (Aquinas & Hutchins, 1952), posits that
when a negative consequence of an action is a means to
an end or the end in itself it is said to be directly intended
by the agent, whereas an unwanted but foreseen side-effect
is deemed to be obliquely intended. As the negative con-
sequence in the Knobe effect seems to be a negative side-
effect, people could be intuitively interpreting the question

on intentionality as ”obliquely intended” and thus their an-
swer actually would be in line with the factual state of the
world, albeit in a non-straightforward interpretation of the
word intention. It remains unknown however how such an
account would explain the lack of the Knobe effect in case
of a positive side-effect.

In contrast, the non monotonic-extension can explain the
Knobe effect, as stated earlier, from the need to suppress
an alleviation.

2. Furthermore, there is evidence that religious people are
more prone to deem a morally questionable situation as im-
permissible (Shariff & Norenzayan, 2011). This increased
tendency to judge actions as immoral should, according to
our extension, increase the need to suppress any allevia-
tions and thus lead to an increase in the assigned intention-
ality.

From these hypotheses we derive the following predic-
tions:

1. Our theory predicts that there is a correlation between the
assigned intentionality and the immorality rating assigned
to the action of the chairman because the need to assign
intentionality would rise in case a perpetrator would seek
an alleviation, which is when his action was bad in and of
itself. We also predict that when the negative side-effect is
a lesser evil, that the assigned intentionality would drop as
well.

2. If religious people are more likely to score the Knobe sce-
nario as more immoral, then they should also assign more
intentionality to the protagonist.

These predictions have been tested in an experimental vi-
gnette study by varying the severity of the negative side-effect
(destroying one tree vs severely hurting the environment). As
an exploratory effort we also varied whether the kind of agent
(a loving father or a CEO) and whether the agent cared or not
about the negative side-effect. In the standard scenario, the
protagonist does ”not care at all” about the negative side ef-
fect, which could be seen as an aggravation.

Experiment
Methods
Participants Two-hundred and forty-one US-residents
with ages between 19 and 67 (M = 32, SD = 10), of which
144 males and 97 females; 73 were religious and 168 were
not religious. The participants were M-Turk workers with an
approval rating of 95% or higher.

Materials The stimuli consisted of a vignette in which the
protagonist of the story performed an action which had a posi-
tive main effect and a negative side effect. We varied whether
a) the action is deemed permissible due to the positive out-
come outweighing the negative outcome, b) whether the pro-
tagonist was a CEO or a “loving father” and c) whether the
agent cared about the negative outcome or not. See table
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Figure 1: Main results. Stars depict statistical significant at α = .05.

1 for the resulting vignette structure.
The 3 dichotomous independent variables resulted in 8 dif-

ferent stories which were administered in a between-subjects
design.

Participants scored the degree to which the protagonist in-
tended the negative side effect with a visual analogue scale
ranging from 0 (“no intention at all”) to 100 (“He fully in-
tended the action”). Participants also indicated their moral
acceptance of the action with a visual analogue scale rang-
ing from 0 (“Neutral”) to 100 (“Completely immoral, He is
like a murderer”). The extreme labels were chosen in order
to prevent ceiling effects and facilitate normally distributed
data.

Control questions asked in a multiple-choice fashion
whether the protagonist was a father or a CEO, whether harm
consisted in destroying a tree or hurting the environment, and
to simply answer ‘yes’ to a specific question.

An exit interview obtained information on country of res-
idence, age, gender, religiosity (yes/no) and whether English
is the native language.

Procedure The entire questionnaire lasted 2 minutes for
which participants received $0.25.

Results and discussion

We excluded participants that did not pass the control ques-
tions (N = 12). The results are depicted in Figure 1.

There is an effect of type of harm on intentionality

(t(209) =−2.2, p = 0.03219, r = .15). The lesser amount of
harm (“destroying 1 tree”) lead to a lower intentionality rating
(M = 73, SD = 31), than the condition with a higher amount
of harm (“severely destroying the environment”) (M = 80,
SD = 22).

There is correlation between the immorality score and the
assigned intentionality (r = 0.28, p < 0.001, r2 = .078).

There is an effect of religiosity on the moral judgment
(t(133) = −2.1, p = 0.04224, r = .17). Religious people
have a higher immorality rating (M = 51, SD= 30), than non-
religious people (M = 42, SD = 31).

There is an effect of religiosity on intentionality (t(185) =
−3.4, p = 0.00082, r = .24). Religious people have a higher
intentionality rating (M = 84, SD = 20), than non-religious
people (M = 73, SD = 29).

Both predictions are confirmed. There is a relation between
the assignment of intentionality and the degree to which a
bad action is deemed immoral. Furthermore we see that the
stronger tendency to assign intentions in religious people is
related to an overall stronger tendency to find a bad action
immoral.

We did not observe any effect of the protagonist being a
CEO or a loving father, nor did we find an effect of whether
the protagonist cared or not about the negative side-effect of
his decision. Apparently these manipulations are not per-
ceived as salient aggravating or alleviating factors.

1670



Protagonist

Loving father CEO of a big corporation

A loving father

receives news of a friend

that there is an opportunity

to start a new program.

The CEO of a big company

receives news of a friend

that there is an

opportunity to

start a new program.

Kind of harm

Destroying 1 tree
Severely hurting the

environment

This program will make

a lot of money but will also

have a negative side effect

of destroying 1 tree.

This program will make

a lot of money but will also

have a negative

side effect of

severely hurting

the environment.

Care of the protagonist

Cared Did not care

The [CEO/loving father]

cared about the damage

but went ahead

with the program.

The [CEO/loving father]

did not care about

the damage

and went ahead

with the program.

Table 1: Vignette structure of 8 variants on the Knobe sce-

nario.

General discussion
We extended universal moral grammar theory (UMGT) with
non-monotonic logic. We did so by replacing the classical
material implication in the deontic rules with the implication
according to default logic. This non-monotonic logic allowed
us to model important contextual factors that influence moral
reasoning. Acknowledging these factors—aggravations and
alleviations—made it possible to re-frame Mikhail’s explana-
tion of the moral dissociation in the trolley problem. It fur-
thermore allowed us to explain the paradoxical finding of the
Knobe effect.

Our experiment on the Knobe effect showed that people in-
deed assign intentionality more strongly when there is a need
to counter a potential excuse/alleviation. When an action is
considered less deplorable, then the need for countering such
an alleviation diminishes and the Knobe effect is attenuated.
Furthermore we witnessed that religious people assign inten-
tions more strongly; and as predicted, this was related to a
stronger moral dismissal of immoral acts. Although this ex-
tension can explain existing paradoxical findings and provide
novel predictions, some points do deserve some critical ex-

amination.
A non-theoretical issue concerns the validity of M-Turk

workers as a research tool. Although the US M-Turk work-
ers are not completely representative of the general US pub-
lic, as is evidenced by the relatively low proportion of reli-
gious people, M-Turk workers are more diverse than standard
laboratory samples (Buhrmester et al., 2011; Paolacci et al.,
2010; Krantz & Dalal, 2000). M-Turk workers yield simi-
lar responses than typical samples (Buhrmester et al., 2011).
Nonetheless, M-Turk workers can have a lack of attention
(Gosling et al., 2004), for which we corrected by excluding
workers that could not answer simple control questions.

A critical examination of the predictions that we derive
from the standard and extended UMGT paradigms could re-
sult in doubt on whether the predictions follow necessarily
and whether other predictions cannot be derived. Although it
is true that both paradigms are somewhat flexible in the range
of predictions that they allow for, it is still the case that aggra-
vations and alleviations are a key feature of moral situations
and therefor require distinct machinery in cognitive models of
moral reasoning. Furthermore, the claim of these paradigms
is not to fully understand moral cognition ab initio but rather
to provide a paradigm in which the quest for this understand-
ing can be pursued. Further research is therefor required in
order to discover the categories of aggravations and allevia-
tions and under what circumstances these are deemed valid.

Our experiment showed for instance that it does not matter
whether the protagonist is framed as a “CEO of a big cor-
poration” or a “loving father”, nor whether he cared about
the negative side-effects of his decisions. These potential ag-
gravations are apparently not considered to be valid in the
Knobe scenario. Future studies have to determine whether
these framing effects would work under other conditions or
whether they should not be considered as valid alleviations in
general.

Our non-monotonic paradigm is furthermore not meant as
a replacement of UMGT but rather as an extension that up-
dates the paradigm as to to be more in line with the dynamic
non-monotonic nature of human reasoning.

Future work should also explore other non-monotonic for-
malisms of moral reasoning. These can be realized with other
non-monotonic logics (Berzati, 2007). Non-monotonicity
could perhaps also be realized within the action tree’s of stan-
dard UMGT, with a Bayesian modeling approach, with men-
tal models (Bucciarelli et al., 2008; Bucciarelli & Johnson-
Laird, 2005) or with constraint-based models (Simon &
Holyoak, 2002). In addition to correspondence with empir-
ical findings, models should also be efficient in terms of com-
putational complexity as the brain has finite resources an has
evolved to be efficient. Although non-monotonic logics gen-
erally give rise to hard problems, under some circumstances
computational algorithms can be made tractable (Cadoli &
Schaerf, 1993).

Our investigation shows how an interdisciplinary effort of
combining insights from linguistics, experimental psychol-
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ogy, ethics and modern logic can further our understanding
of moral cognition.
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Abstract 

Two visual world eye-tracking studies investigated the 
effect of emotions and actions on sentence processing. 
Positively emotionally valenced German non-canonical 
object-verb-subject (OVS) sentences were paired with a 
scene depicting three characters (agent-patient-distractor) 
as either performing the action described by the sentence, 
or not performing any actions. These scene-sentence pairs 
were preceded by a positive prime in the form of a happy 
looking smiley (vs. no smiley) in experiment 1 and in the 
form of a natural positive facial expression (vs. a negative 
facial expression) in experiment 2. Previous research has 
demonstrated the effect of action depiction on sentence 
processing of German OVS sentences (Knoeferle, Crocker, 
Scheepers, & Pickering, 2005). Moreover, emotional 
priming facilitates sentence processing for older and 
younger adults (Carminati & Knoeferle, 2013). However, 
up to date there is no evidence as to whether schematic 
faces such as smileys are as effective as natural faces in 
facilitating sentence processing. These insights lead to the 
hypotheses that participants would not only profit from 
depicted events, but that processing of OVS sentences 
might also be positively affected by emotional cues. Plus, 
we assessed the degree of naturalness the emotional face 
needs to possess to affect sentence processing. Results 
replicate the predicted effect of action depiction (vs. no 
action depiction). The expected facilitatory effect of 
emotional prime is trending in both experiments. However, 
the effect is more pronounced in the natural face version 
(exp. 2) than in the smiley version (exp. 1). 
 
Keywords: Sentence Processing; Visual World Paradigm; 
visually situated language comprehension; eye movements; 
emotional priming; iconic, natural facial expression. 
 

Introduction 
Monitoring people’s gaze behavior in a visual context 
provides a unique opportunity for examining the 
incremental integration of visual and linguistic 
information (Tanenhaus et al., 1995). Non-linguistic 
visual information can rapidly guide visual attention 
during on-line language processing in adults (e.g., 
Chambers, Tanenhaus, & Magnuson, 2004; Knoeferle et 

al., 2005; Sedivy et al., 1999; Spivey et al., 2002). 
However, existing research has focused mostly on 
assessing how object- and action-related visual 
information influences spoken language comprehension.  

By contrast, the integration and role of social contextual 
cues into language processing, such as emotional facial 
expressions is still under-examined, and we do not know 
which degree of naturalness (and corresponding degree of 
detail) is needed for comprehenders to exploit them. Yet, 
in natural conversation such social cues are highly 
relevant for interpretation and the extent to which they 
rapidly impact language comprehension deserves 
attention.  

Additionally, we do not know to which extent the 
portrayal of facial emotions and action events relative to 
one another modulates visual attention and language 
comprehension. The link between social cues (e.g., a 
smile) and their associated scene aspects (other smiles or 
a positively valenced action) is naturally more subtle than 
the link between an action and its corresponding verb. 

We therefore assessed whether adults can make use of 
direct action-related visual information on the one hand, 
and contextual social information of varying degree of 
naturalness on the other hand for sentence comprehension 
of non-canonical German object-verb-subject (OVS) 
sentences. We used OVS sentences since these are 
grammatical but non-canonical in German. They permit 
us to assess to which extent their associated processing 
difficulty is alleviated by the two manipulated cues. To 
motivate our studies in more detail, we first review 
relevant literature on the use of visual referential context 
of depicted actions in sentence comprehension, on the 
effect of extralinguistic social cues on sentence 
comprehension and on the difference between schematic 
versus natural facial expression depictions. 

Sentence Comprehension and the Visual Context 
Adults can rapidly use visual referential context for 
disambiguating structurally ambiguous sentences. In a 
real-world study, the context showed an apple, an apple 
on a towel, an empty towel and a box and participants 
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listened to related sentences (e.g., Put the apple on the 
towel in the box). They immediately fixated the apple 
located on the towel upon hearing the ambiguous phrase 
“on the towel”. They thus used the visual context to 
interpret “on the towel” as the modifier of “the apple”, 
specifying its location (Tanenhaus et al., 1995). Adults 
can further use depicted actions to facilitate role 
assignments in non-canonical OVS sentences (Knoeferle 
et al., 2005). In a visual world eye-tracking study, clipart 
scenes depicted agent – action – patient events; as 
participants inspected the scene, they listened to sentence-
initial ambiguous German SVO and OVS sentences 
describing the events (e.g., a princess was depicted and 
described as being painted by a fencer). Results 
demonstrated that participants used the depicted action 
events to rapidly anticipate role relations and resolve the 
initial ambiguity.  

Effects of Extralinguistic Social Cues (Faces) 
Can other aspects of the visual context such as 
extralinguistic social cues likewise modulate and facilitate 
the processing of structurally difficult sentences, i.e., 
facilitate role assignment in non-canonical OVS 
sentences? Emotions and emotional facial expressions are 
essential for social interactions. They are extensively 
exploited when interpreting an interlocutor’s utterances 
and feelings (cf. Nummenmaa, Hyönä, & Calvo, 2006). 
Moreover, using emotional priming in a visual world 
paradigm, Münster, Carminati and Knoeferle (2014) 
showed that videos of dynamically unfolding emotional 
facial expressions of real faces facilitated the processing 
of emotionally valenced canonical SVO sentences when 
the emotional valence between prime face and target 
sentence matched. Dynamic emotions are further 
recognized faster and more accurately and elicit enhanced 
and prolonged cortical responses vs. static counterparts 
(see e.g., Harwood, Hall, & Shrinkfield, 1999 and Recio, 
Sommer, & Schacht, 2011 for ERP evidence). Despite 
this, the processing of emotional sentences was equally 
facilitated by natural dynamic and static faces in Münster 
et al., (2014; see also Carminati & Knoeferle, 2013).  

In summary, the findings by Münster et al. (2014) and 
by Carminati and Knoeferle (2013) showed for the first 
time that facial expressions can incrementally modulate 
adults’ processing of emotional sentences. Yet, the 
referential integration of emotional valence was purely 
semantic. However, using non-canonical OVS sentences, 
the present study focuses on the facilitation of 
compositional integration, i.e., the anticipation of a target 
agent prior to it being mentioned in a sentence-initial role 
ambiguous situation. 

Degree of Naturalness: Real vs. Schematic Faces 
For interpreting utterances in natural social situations, we 
can rely on the full range of facial features and motions 
used to denote an emotional expression. However, 
whether the degree of naturalness of the facial expression 
matters (in modulating emotional effects on sentence 
processing) remains to be seen. For instance, research on 

emotional face recognition has also used computer-
generated schematic faces; generally the evidence 
suggests that these are recognized as well as natural faces 
(e.g., Ruffman, Ng, & Jenkin, 2009, Öhman, Lundqvist, 
& Esteves, 2001; Chang, 2006).  

We do not yet know, however, whether schematic or 
real facial expressions are equally facilitating cues during 
sentence processing. Is a schematic expression where 
emotion is stripped down to its bare essential (e.g., in 
smileys) sufficient, or do we need more detailed and 
natural emotional information to elicit emotional priming 
effects on online sentence comprehension? The present 
research addressed this question while building on the 
reviewed results. 
 
The Present Research 
In two visual world eye-tracking experiments we 
investigated how the processing of non-canonical German 
OVS sentences is influenced by two cues, i.e., (a) the 
presence (vs. absence) of an emotional prime (a “smiley” 
in exp.1; a natural facial expression in exp. 2, Fig. 1), and 
(b) the presence (vs. absence) of depicted action events. 
Participants saw either an emotionally positive prime 
(smiley in exp. 1 or positive natural expression in exp. 2, 
see Fig. 1) or an incongruent prime (a star in exp 1 and a 
sad natural expression in exp. 2) followed by a clipart 
scene depicting three characters (agent – patient – 
distractor, Fig. 2). Shortly after the onset of the scene, 
participants listened to a positively emotionally valenced 
OVS sentence describing the scene in a “who-does-what-
to-whom” fashion (Den Marienkäfer kitzelt vergnügt der 
Kater, transl.: ‘The ladybug (patient) tickles happily the 
cat (agent)’). In half of the trials the action mentioned in 
the sentence (e.g., tickling) was performed by the 
characters and depicted as an object on the screen (i.e., a 
feather, see Fig. 2); in the other half of the trials, the 
characters did not perform any actions i.e., no objects 
were depicted (Table 1). Participants orally answered a 
comprehension question in the active or passive voice 
asking for the agent or the patient of the action (exp. 1) or 
a passive comprehension question asking for the patient 
of the action (exp. 2) after each sentence.  

Regarding the processing advantage for depicted 
actions (Knoeferle et al., 2005), we predicted facilitation 
in processing the OVS sentence when an action (vs. no 
action) was depicted. This should manifest itself in more 
fixations towards the agent of the sentence (vs. the 
distractor) in the depicted-action condition than in the no-
action condition. Importantly, in the depicted-action 
conditions we expect fixations to the agent to be 
anticipatory (i.e., appearing before the mention of the 
agent), if listeners are able to use the actions proactively 
while they process the sentence (Knoeferle et al., 2005). 
Additionally, we predict more looks (anticipatory or not) 
towards the agent (vs. distractor) in the positive (vs. 
incongruent) prime condition, if the positive emotional 
prime facilitates processing of positive non-canonical 
(OVS) sentences. 
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Figure 1: Positive emotional primes for exp. 1 (smiley) 

and exp. 2 (happy natural facial expression) 
 

 
Figure 2: Example scene of an experimental trial with 

depicted actions associated with the OVS sentence Den 
Marienkäfer kitzelt vergnügt der Kater. 

 
Table 1: Experimental Conditions 

a) positive 
prime 
 

action 
depiction 

Den Marienkäfer kitzelt 
vergnügt der Kater . 
Transl.: ‘The ladybug 
(patient) tickles happily 
the cat (agent)’ 

b) positive 
prime 

no action  Den Marienkäfer kitzelt 
vergnügt der Kater .  

c) incongruent 
prime 

action 
depiction 

Den Marienkäfer kitzelt 
vergnügt der Kater .  

d) incongruent 
prime 

no action Den Marienkäfer kitzelt 
vergnügt der Kater .  

 
Concerning the prime manipulation, we predict more 

pronounced effects with the real face (exp. 2) than the 
smiley (exp. 1) if the natural facial expression is a 
stronger cue than the iconic smiley. A stronger effect of 
the natural face should manifest itself in more fixations 
towards the agent in the positive (vs. incongruent) prime 
condition compared to the smiley version. Regarding the 
interaction between the depicted action and the positive 
prime, we predicted more looks towards the agent (vs. 
distractor) in the condition where both cues are present 
(vs. single cue or no cue conditions) if both cues can be 
integrated and used to facilitate role assignment at the 
same time. If, however, the different cues interfere with 
each other, we should see more fixations towards the 
agent (vs. distractor) in the single cue conditions (vs. the 
two-cue condition). 

Offline, a processing advantage for the depicted-action 
condition (vs. no-action) should manifest itself also in 
higher accuracy for the comprehension questions. 
Likewise we predict higher accuracy for the prime (vs. 
incongruent prime) condition, if the positive emotional 
prime facilitates the comprehension of the non-canonical 
OVS sentences. Regarding a possible interaction of cues, 
we predict higher accuracy for the two-cue condition (vs. 
single-cue) if both cues additively facilitate answering the 
comprehension question. If, however, the cues interfere 

with each other, the single-cue conditions should show 
higher accuracy. 

 
Experiment 

Participants 
40 adults (ages 18-30) participated in experiment 1 and 40 
different adults in the same age range participated in 
experiment 2. All had German as their only mother 
tongue and normal or corrected-to-normal vision.  
 
Materials and Design 
Materials and design were identical for both experiments, 
except that exp.1 used a happy smiley (vs. a star), while 
exp. 2 used a happy (vs. unhappy) natural facial 
expression as a prime (Fig. 1). 

We created 16 experimental positively valenced 
German OVS sentences in the form ‘The [agent accusative 

case] [Verb] [positive Adverb] the [patientnominative case].’ and 
28 filler sentences (thereof 24 SVO sentences). Filler 
sentences were balanced for neutral and positive valence. 
For each sentence we created a clipart scene. The 16 
experimental scenes each consisted of three characters 
(agent – patient – distractor). The sentential patient was 
always the middle character. Both agent and distractor 
character were facing the patient. The patient always 
faced the agent of the sentence (see Fig. 2). The 
characters were balanced for left and right positioning, 
across items and the different experimental lists. The 
scenes for the 28 filler sentences depicted either 2 or 3 
characters, balancing out the number of characters in a 
scene across all 44 trials. In addition, in exp 2 we changed 
the positioning of filler characters, so that agent and 
patient did not always face each other and/or were 
positioned next to each other. This was done to prevent 
strategy development as to who is interacting with whom. 
To match the positive sentence valence, the agent 
portrayed a happy facial expression in all experimental 
scenes. The patient always portrayed a neutral expression 
and the distractor character a slightly negative one.  

For each experimental scene we created two versions of 
the same picture. One version where the action verb 
mentioned in the sentence was depicted (i.e., the 
characters are performing the action of the sentence), and 
one version where the characters were not performing any 
action, i.e., they simply stand next to each other. If actions 
were depicted, both the agent and the distractor character 
performed an action towards the patient (middle 
character, see Fig. 2). In the filler pictures, action 
depiction was balanced, so that in half of all 44 trials an 
action was depicted. 

We crossed the depicted-action vs. no-action scenes 
with the positive prime vs. incongruent prime condition. 
In exp. 1 the prime consisted of a happy looking smiley; 
the incongruent prime condition consisted of a star. In 
exp. 2 the prime condition consisted of a woman’s facial 
expression showing a broad and open smile, the 
incongruent prime condition had the same woman 
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portraying a sad expression. As only the positive 
emotional expression matches in valence with the 
sentence and the facial expression of the target agent, we 
call the positive facial expression the prime. We will refer 
to the star (exp. 1) and the negative facial expression (exp. 
2) as the incongruent prime condition. 

 
Procedure 
An Eyelink 1000 Desktop Mounted System with remote 
setup monitored participants’ eye movements. Only the 
right eye was tracked, but viewing was binocular. Each 
trial started with a prime (happy smiley for exp. 1 or 
positive natural facial expression for exp. 2) or 
incongruent prime (star for exp. 1 or negative facial 
expression for exp. 2). The prime in exp. 1 was presented 
for 1750 ms, the prime in exp. 2 was presented for 5500 
ms. Both prime versions were accompanied by the spoken 
phrase “Look!” to catch participants’ attention and direct 
it to the following scene. 2000 ms after the onset of the 
target screen the sentence was presented. 500 ms after the 
end of the sentence, all depicted actions (if present) were 
removed from the scene and the comprehension question 
was heard. After participants had responded to the 
question, the experimenter proceeded to the next trial. 
Each experiment took approximately 30 minutes. 
 
Analysis 
We divided the sentence into individual word regions and 
a long region encompassing the whole sentence. We will 
focus on our critical regions (the Verb and Adverb). The 
Verb region is the first region where the agent of the 
sentence can be anticipated if an action is depicted on the 
screen. The Adverb region gives away the valence of the 
sentence and thus matches in positive valence with the 
prime in the prime condition. For each region (and a 
combined Verb-Adverb region), we computed the mean 
log gaze probability ratio according to the formula: Ln 
(p(agent)/p(distractor)). Ln refers to the logarithm and p 
refers to probability. This ratio expresses the bias of 
inspecting the agent relative to the distractor. The ratio 
does not violate the independence and homogeneity of 
variance assumptions, which makes it suitable for 
comparing looks to two scene regions with parametric 
tests such as Analyses of Variance (ANOVAs, see, e.g., 
Arai, Van Gompel, & Scheepers, 2007). More looks to 
the agent (vs. distractor) are indexed by a positive log 
ratio. More looks to the distractor (vs. agent) are indexed 
by a negative log ratio.  

We computed mean log gaze probability ratios for each 
region separately by participants and items. These means 
were then subjected to ANOVAs with participants and 
items as random effects. Accuracy scores were computed 
for each experiment by condition.  
 
Results 
Main results for the accuracy analysis in exp. 1. Only 
experimental trials were included in the analyses. 
Participants answered 95.93% of all trials correctly. We 

did not find main effects of prime or action depiction. The 
interaction between prime and action depiction was also 
not significant. However, we saw a main effect of voice 
(p<.05). Subjects’ answers were significantly more 
accurate when the comprehension question was posed in 
the active than in the passive voice. Moreover, we found 
an unexpected significant voice x prime interaction in the 
item analysis (p<.05). This interaction shows that the 
presence of the emotional prime proves helpful for 
answering the comprehension question but only with the 
questions in the passive voice (Fig. 3).  
 

 
Figure 3: Voice x prime interaction in the accuracy results 

(exp. 1) 
 

Main results for the accuracy analysis in exp. 2. 
Participants answered 95.6% of the comprehension 
question correctly. Results yielded a significant effect of 
action depiction (p<.05) and a marginal effect of prime. 
When an action was (vs. wasn’t) depicted, participants 
were significantly more accurate in answering the 
question. Moreover, they were more accurate when the 
valence of the prime was positive (i.e., congruent) than 
when it was incongruent. 
 
Main results for the eye-movement analysis in exp. 1. 
Results revealed a significant effect of action depiction in 
all analyzed regions (all ps<.05), indicating a strong 
preference to look more at the agent (vs. distractor) when 
the mentioned action was (vs. wasn’t) depicted. Although 
we did not find a significant effect of the emotional 
prime, nor any interactions, the means of the interactions 
of all analyzed regions show that participants look more 
at the agent, i.e., the subject of the sentence (vs. the 
distractor) when the emotional prime is positive (vs. 
incongruent), but only in the condition for which an 
action is also present (Fig. 4). 
 
Main results for the eye-movement analysis in exp. 2. 
Results revealed a significant effect of action depiction in 
all analyzed regions (all ps <.05), indicating a strong 
preference to look more at the agent than the distractor 
when the mentioned action was (vs. wasn’t) depicted. 
Moreover, we found a marginal effect of prime for the 
Adverb, Verb-Adverb (Fig. 5) and the long region. While 
the interactions were not significant, the means of all 
analyzed regions clearly show that participants look more 
at the agent (vs. the distractor) when the emotional prime 
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(happy face) is presented (vs. incongruent prime), but 
only when actions are also depicted.  
 

 
Figure 4: Prime x action interaction for the adverb region 

(exp. 1) 
 
 

 
Figure 5: Marginal effect of prime for verb-adverb region 

(exp. 2) 

Discussion 
In two visual-world eye-tracking experiments, we 
assessed to which extent adults can use depicted actions 
and positive facial emotions for understanding non-
canonical OVS sentences. Moreover, we investigated 
whether the form of the prime face (schematic vs. real 
face) modulates potential facilitative effects of the 
emotional primes on sentence processing.  

Our results show that participants make extensive use 
of depicted action events (vs. no actions) in identifying 
the agent of the sentence when processing the OVS 
sentences. More interestingly, adults also seem to make 
use of the non-linguistic social cue, i.e., the positive 
emotional facial prime in processing the OVS sentences. 
Crucially, the means of the action x prime interactions 
indicate that the emotional cue is only used in 
combination with a depicted action being also present, 
irrespective of its schematic or natural appearance. One 
possibility is that the facial expression is merely used for 
reassurance purposes, i.e., because it corroborates the 
already powerful cue provided by the depicted action. In 
fact, the action object depicted on the screen referentially 
links to the linguistic input (the verb). On the other hand, 
when the positive face prime appears without the action, 
the link between the prime, the agent’s positive facial 
expression and the positive valence of the sentence is 
much less direct, perhaps also because the valence of the 

prime is not explicitly mentioned in the sentence. The 
listener arguably must infer the relationship between these 
different kinds of cues (facial prime, the target agent’s 
facial expression and sentence valence) to integrate them 
during sentence comprehension. It appears that this 
integration does not happen on the fly, unlike establishing 
a direct link between the depicted actions and the verb. 
Thus, the emotional cue may only be used to re-confirm 
the role relations that are assigned by “direct” reference to 
the visual context when the action is depicted.   

As regards the facial prime manipulation, we observed 
essentially the same prime x action interaction pattern 
(Fig. 4) with the schematic smiley (exp. 1) as with the 
natural facial expression (exp. 2). These results are 
broadly in line with findings that viewers recognize 
schematic and natural faces equally well (Ruffman et al., 
2009; Öhman et al., 2001; Chang, 2006, but see Prazak & 
Burgund, 2014, for evidence that processing of real faces 
may be more holistic than that of schematic ones).   

However, our analyses revealed a marginal effect of 
prime on sentence processing with natural face primes 
(but not with the smileys). The natural facial expression 
appears to be used to a greater extent during sentence 
interpretation and thematic role assignment than the 
smiley. A further reason for this difference could be a 
design feature of our experiments. In exp. 2 the 
incongruent prime condition was a sad face while in exp. 
1 this condition was a neutral star symbol (i.e., not a sad 
smiley). This may have contributed to enhancing attention 
to the positive face (i.e., because it appeared in contrast to 
a sad one in exp. 2). In turn this may have contributed to a 
greater effect of the natural happy faces on sentence 
processing in exp 2 than for the happy smiley in exp 1. In 
addition, the natural faces were presented longer, 
arguably enabling more in-depth interpretation of the 
emotions and thus stronger effects on visual attention. 

Another factor that may have contributed to a better 
integration of the natural face prime into the processing of 
the sentence (in combination with the design factor 
mentioned above) is that in exp. 2 the natural prime face 
‘fitted’ better with the experimental context, in the sense 
that this face was more readily perceived to be the face of 
the speaker of the following sentence (which was spoken 
by a female voice). This arguably contributed to rendering 
the experimental scenario of exp. 2 more naturalistic, i.e., 
more similar to everyday situations in which we can use 
non-linguistic information such as the facial expression of 
our interlocutor to help us interpret the linguistic input 
within its (non-)linguistic context. Moreover, as in exp. 2 
we also ruled out possible strategic effects regarding the 
facing of agent and patient characters, the effects cannot 
be due to an inspection of the pictures alone. In order to 
reliably assign thematic roles, visual cues have to be 
integrated into the processing of the linguistic input.  

From clues such as facial expressions we attribute 
mental states to others (“Theory of mind”, Premack & 
Woodruff, 1978) and we expect human interlocutors to 
behave coherently. Thus we expect a person with a happy 
face to say something positive. In exp. 2 the happy face 
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prime set up this expectation, and this may have enhanced 
looks to the target agent.  By contrast, we do not usually 
interact with smileys and thus a smiley as a “speaker” 
may not elicit the same kind of expectation. The subtle 
effects of the emotional prime vs. e.g., results by 
Carminati & Knoeferle (2013) and Münster et al. (2014) 
could also be due to the different processing types 
investigated. Thematic role assignment is arguably a 
cognitively more challenging task than semantic-
referential processing, and thus may result in weaker 
integration of the social cue since attentional resources 
needed are higher. 
   To conclude, although a schematic smiley provides 
sufficient information to facilitate sentence processing in 
combination with depicted actions, our results provide 
some evidence for the view that a natural facial emotional 
expression can lead to a subtly stronger priming effect 
and thus is better integrated into the interpretation of 
emotionally valenced OVS sentences.  
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Abstract 

Previous studies on numeric cognition have focused primarily 
on magnitude, based on its role as a core feature of number 
knowledge. In this paper, we report the results of three 
experiments investigating adults’ sensitivity to properties of 
number apart from magnitude. In Experiment 1, we use a 
triadic judgment task to replicate a classic study of number 
properties. In Experiment 2, we compare these representations 
among expert and non-expert groups. In Experiment 3, we 
examine whether instruction can tune representation of 
number properties. Results indicate that the triadic 
comparison task is a reliable method of assessing sensitivity 
to number properties. We found that magnitude is difficult to 
suppress among non-experts, who are primarily attuned to 
magnitude and parity. Mathematically sophisticated 
participants were sensitive to a range of number properties 
compared with the non-expert group. We discuss implications 
for theories of number concepts and their relation to special 
populations.  

Keywords: number representation, magnitude, individual 
differences 

Introduction 
Psychological approaches to number knowledge often focus 
on the representation of magnitude, under the assumption 
that the semantic core of number knowledge is quantity 
(Booth et al., 1999, Booth & Seigler 2008, Dehaene et al. 
1993, Fias et al. 1996). Numbers have many properties 
beyond quantity, however. The number 3, for example, can 
be prime, odd, or a factor of 27; it can call to mind a set of 
triplets, a bronze medal for third place, or a triangle. Though 
research on the representation of quantity has advanced 
rapidly in recent years, less is known about whether and to 
what extent aspects of number knowledge beyond 
magnitude shape number concepts. 

A classic study by Shepard, Kilpatrick, and 
Cunningham (1975) probed adult representation of number 
properties using multidimensional scaling. Adults were 
asked to make pairwise similarity judgments among the 
single-digit numbers 0-9 presented in various forms (e.g., 
digits, number words, dot arrays). The results of a 
multidimensional scaling on these data indicated that, in 
addition to magnitude, features such as parity and powers of 
two and three were used to make the judgments. The 
implications of these findings for theories of number 
concepts remains unclear, however. Observations were only 
collected from 4 participants, all colleagues or students of 
Shepard at Stanford who likely had substantial expertise in 
mathematics. Do non-magnitude properties of numbers 

shape number concepts broadly for people in our society, or 
does sensitivity to such properties only arise as a 
consequence of specialized learning and expertise? 

A few studies have approached this question in 
cognitive development. Miller & Gelman (1983) used a 
explored children’s and adults’ sensitivity to the properties 
identified in Shepard et al. (1975), using a triadic judgment 
task whereby subjects rated the most similar of 3 numbers 
printed on either cardboard wheels (for children) or index 
cards (for adults). In this study they found sensitivity to both 
magnitude and parity relations among adults and 6th gade 
children, while kindergarteners and 3rd grade children were 
only sensitive to magnitude. Similarly, Berch et al. (1999) 
found that children from 4th grade onward were reliably 
sensitive to parity in addition to magnitude.  

To our knowledge, however, the original results 
identified by Shepard et al. (1975) have not been replicated 
in a sample of adults who are both representative of a 
college-educated population and naïve to the experimental 
goals. Yet the questions about the structure of number 
concepts are important for understanding the origins and 
nature of numeracy in human cognition. The literature’s 
current focus on number magnitude has been useful in 
connecting research in animal cognition, human 
development, and neural bases of number knowledge (e.g., 
Feigenson et al. 2004, Verguts & Fias 2004, Dehaene & 
Changeaux 1993, Wynn 1992, Xu & Spelke 2000, Kadosh 
et al. 2008), and one implication of this work is that 
numeracy may be grounded in an innate sense of quantity 
that is conserved across both phylogeny and ontogeny 
(Brannon & Terrace 2002). It is less easy to see how other 
number properties, such as parity or primeness, might 
connect to or emerge from sensitivity to magnitude as 
observed in non-human animals, young infants, and neural 
signals. If such properties broadly shape the relationships 
we discern amongst numbers, this suggests that there are 
important unanswered questions about the nature and 
origins of numerical concepts. 

The current study uses contemporary multidimensional 
scaling (MDS) methods to measure the similarities people 
discern amongst single-digit numbers and assess whether 
they reflect the properties identified by Shepard et al. 
(1975). Whereas these authors used overt similarity ratings 
and classical MDS to generate embeddings, we employ a 
triadic matching task in which participants must decide 
which of two items is more similar to a third reference item, 
and estimate embeddings with non-metric MDS. In 
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Experiment 1 we assess whether this approach can replicate 
the original findings, focusing on judgments of colleagues 
with expert mathematical knowledge. We then compare the 
structures uncovered by these methods in groups of 
university undergraduates and in another special population 
with expert mathematical knowledge, graduate students in 
computer science and mathematics. Finally, we assess 
whether the structures revealed in these studies change or 
remain the same when participants are explicitly instructed 
to ignore number magnitude when making their decisions. 
The results allow us to assess whether magnitude is the 
nucleus of numeric representation in university-educated 
adults broadly speaking, and whether the saliency of 
magnitude can be shifted either by expertise or through 
explicit task instruction.  

 
Experiment 1 

The aim of Experiment 1 was to assess whether we could 
replicate the results of Shepard et al. (1975) using triadic 
comparisons and non-metric MDS to estimate the similarity 
structure among single-digit numbers. To this end we 
imitated Shepard et al.’s strategy of studying number 
concepts in colleagues with extensive mathematical 
knowledge. Sixteen participants, all graduate students, 
research assistants, or faculty at the University of 
Wisconsin-Madison, participated in the task. 

Triadic comparison task 
The experiment was conducted on a computer using a Web-
based paradigm that allows participants to visit a URL and 
complete an experiment from a Web browser. After logging 
in, subjects read an introduction to the experiment which 
pointed out that numbers can have many properties such as 
even or odd, large or small, prime, multiples of 3 and so on. 
Participants were then instructed that, on each trial of the 
study, they must decide which of two numbers is most 
similar to a third, taking into account everything they know 
about the three numbers. The experiment then randomly 
selected three single-digit numbers (0-9) without 
replacement and presented them on a computer screen. The 
reference number was presented at the top of the screen, and 
the two other numbers were presented below on the right or 
left side of the screen. Participants made judgments by 
pressing the left or right arrow key that corresponded to 
their choice, after which the next triad would automatically 
appear. Participants were told to complete as many 
judgments as they could in 10 minutes. At the end of the 
time limit, the experiment automatically terminated and a 
debriefing message was displayed.  

To investigate the structure underlying participant 
judgments, we used a form of non-metric multidimensional 
scaling (non-metric MDS) to generate several low-
dimensional representations of the response data. This was 
accomplished by using the participants’ responses to situate 
the 10 target numbers in a low-dimensional space, which we 
will refer to as an embedding. In this space, the distance 

among the targets directly corresponds to their similarity. 
 The non-metric MDS embedding was computed using 
stochastic gradient descent on a hinge-loss objective 
function [see NEXT website for implementation details: 
https://next.discovery.wisc.edu].  The computations are 
performed across non-aggregated response data in a 
different random order each time until the embedding 
reaches a steady state whereby additional iterations have 
minimal influence on the positions of the targets and the 
overall error of the embedding. Reliability is evaluated by 
testing the model results on a hold-out portion of the data 
that was not used to generate the original embedding.   

Again following Shepard et al. (1975), we simply 
inspected the resulting embedding for evidence of 
sensitivity to the properties explicitly identified in their 
study—magnitude, parity, powers of two, powers of three, 
and the special status of zero—as well as an additional 
important property, primeness. 

Figure 1 shows the resulting embedding, which closely 
replicates the original findings. The embedding clearly 
expresses dimensions that capture number magnitude and 
parity, and there exist linear planes in the 2D space that 
separate powers of 2 from other numbers, zero from other 
numbers, and primes from non-primes. The only non-
magnitude property reported in the original study that is not 
clearly reflected in this scaling is powers of 3. The study 
thus validates the triadic comparison method as capable of 
revealing non-magnitude properties in number concepts of 
expert participants—but as in the original study it remains 
unclear whether these results arise from expertise 
specifically or reflect aspects of number concepts in a 
broader population. 

 
Figure 1 

2D solution of Shepard et al. (1975) replication 

1680



Experiment 2 
The goal of experiment 2 was to compare the structure of 
number concepts in a sample of university undergraduates 
not necessarily possessing expert math knowledge to that 
elicited from a new sample of math experts who were naïve 
to the experimental goals, all graduate students in math and 
computer science. The central question was whether the 
same properties of numbers would be equally well 
represented in the two groups. We adopted two different 
approaches to testing this question quantitatively.  

Participants and Task 
The experiment was conducted in a computer lab in the 
Psychology department at the University of Wisconsin-
Madison. Participants consisted of 23 undergraduate 
students and 9 Computer Science and Mathematics graduate 
students at the University of Wisconsin-Madison. 
Participants were recruited from the Psychology department 
volunteer subject pool, as well as email solicitations to the 
Computer Science and Mathematics departments.  

Participants completed the same task with the same 
instructions as in Experiment 1. Each participant made 100 
similarity judgments, which took between 15-20 minutes. 
Upon reaching the trial limit, the experiment automatically 
terminated and a debriefing message was displayed. 

Analysis 
To compare the richness of the structures underlying expert 
and novice judgments, we computed separate embeddings in 
1-4 dimensions for each group using the same method as 
Experiment 1. This allowed us to assess whether the 
underlying dimensionality of representations governing 
number judgments is similar or different in novices versus 
experts. If experts possess richer knowledge about number 
attributes, their performance should be best fit by a richer 
(higher-dimensional) underlying representation.  
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Figure 2  

Error curves for non-metric MDS  embeddings in 
Experiment 2  

 
Figure 2 indicates the relationship between training and 
testing error across the 1D-4D solutions.  The relatively flat 
error curve for the non-expert group suggests that these data 
may be best fit to a 1D solution; that is, a single numeric 
property may be the only reliable dimension to which this 

group is sensitive. For the expert group, the error is lowest 
in the 4D solution, indicating that these participants may be 
sensitive to a broader range of numeric properties. 

Second, for each group we used logistic regression as a 
linear classification model to assess whether particular 
number properties are present in the 2D embeddings 
estimated for each group. Because our pilot study, as well as 
prior research (e.g. Dehaene et al., 1993), indicated that 0 is 
a special class of number for which discrimination of non-
magnitude properties may be difficult, we restricted our 
classification model to numbers 1-9. The classifier was 
trained to discriminate numbers possessing or not 
possessing a numeric property as a function of the 
coordinate vectors on each dimension of the 2D scaling. We 
used leave-one-out cross-validation to evaluate the 
predictive accuracy of the model, doing this for all 9 digits; 
thus, in each iteration, the model was trained on 8 digits and 
tested on the 9th. For instance, to assess whether an 
embedding contains reliable information about parity, the 
classifier was trained to discriminate even from odd 
numbers for the digits 1-8, and the resulting model was used 
to classify the digit 9.  

 

  

 
 

Figure 3 
2D solution of Experiment 2 data, and cross-validation 
model accuracy across categories and expertise groups 
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This process was repeated, omitting each digit from the 
training set once, and the total accuracy of the classifier 
across all 9 runs was used as a measure of the degree to 
which parity is expressed in the embedding. Using this 
procedure, we assessed four number properties, which split 
the 9 digits into two roughly equal-sized classes: magnitude 
(large vs. small), parity, primeness, and multiples of three. 

Figure 3 illustrates the 2D solution from non-metric 
MDS and the cross-validation classification accuracy for 
each of the four categories across the expert and non-expert 
groups. 
 

Results 
Our objective in this study was to evaluate whether the four 
properties of numbers we identified in the pilot study would 
be well represented across both expert and non-expert 
groups. Our quantitative approach made use of cross-
validation procedures with both the non-metric MDS and 
logistic regression classifier to support model accuracy and 
avoid overfitting the data.  

In the non-expert group, our leave-one-out cross-
validation indicated that the most reliably classified feature 
was magnitude, with a classification accuracy of 77%, as 
visual inspection of the 2D embedding suggests. Other 
features were less well classified, with parity surprisingly 
being classified with 0% accuracy. Prime and multiples of 3 
were both classified with 33% accuracy, indicating that few 
participants consistently used these dimensions to determine 
conceptual similarity among the numbers.  

In the expert group, classification was most reliable for 
parity, with an accuracy of 77%. Primeness was classified 
with an accuracy of 66%, and it is notable that magnitude 
was not as reliable a predictor with classification of 44%. 
Visual inspection of the 2D embedding suggests it is 
plausible that the experts may have also used powers of two 
in addition to or instead of parity to make similarity 
judgments. Classification accuracy for the multiples of three 
category was only slightly better in the expert group, at 
44%.  

These results bring to light two interesting findings. 
First, the properties of numbers which were strongly 
identified in Shepard et al. (1975) and in Experiment 1 were 
not consistent among the experiment-naïve mathematics 
experts. Second, only the dimension of magnitude  was 
salient among the non-expert group, while parity was most 
reliable in the expert group—this supports prior research on 
aspects of number knowledge (Miller & Gelman 1983, 
Dehaene et al., 1993). However, there was only weak 
representation of other properties across both expert and 
non-expert groups.  

This raises the question of whether the saliency of 
magnitude, particularly among the non-expert group, 
suppressed other aspects of number besides parity. 
Additionally, we hypothesized that there may high 
variability in the experts’ sensitivity to various properties of 

numbers, which led them to develop different strategies for 
judging similarity.  

To address these questions, we conducted a third 
experiment in which we explicitly instructed participants to 
ignore magnitude when making similarity assessments.  
 

Experiment 3 
Experiment 2 indicated that judgments among the four 
number categories were represented unequally across the 
undergraduate sample and the expert sample. We 
hypothesized that because magnitude is so central to number 
knowledge, this dimension may need to be explicitly 
suppressed to reveal alternate aspects of number.   In this 
experiment, we gave participants instructions to avoid using 
magnitude relations when making similarity judgments of 
the stimuli. Our objective was to tune the strength of non-
magnitude number representations and evaluate the 
consistency of these across expertise groups.   

Participants and Task 
The experiment was conducted in a computer lab in the 
Psychology department at the University of Wisconsin-
Madison. Participants consisted of a second group of 23 
undergraduate students and 8 Computer Science and 
Mathematics graduate students at the University of 
Wisconsin-Madison, who had not previously participated in 
the experiment. Participants were recruited from the 
Psychology department volunteer subject pool, as well as 
email solicitations to the Computer Science and 
Mathematics departments.  

Participants completed the same computer-based task as 
in Experiment 1. The experiment instructions were modified 
to indicate that participants were to not think about 
magnitude when making judgments.  Each participant made 
100 similarity judgments, which took between 15-20 
minutes. Upon reaching the trial limit, the experiment 
automatically terminated and a debriefing message was 
displayed. 

Analysis 
As with Experiment 2, we used non-metric MDS to 
compute separate embeddings in 1-4 dimensions for each 
group using the same method as Experiments 1 and 2. 
Figure 4 indicates the relationship between training and 
testing error across the dimensions.  In contrast to 
Experiment 2, the error curve for the non-expert group 
flattened out around 3 dimensions, suggesting that ignoring 
magnitude may successfully persuade participants to attend 
to alternative features. For the expert group, the error is 
again lowest in the 4D solution. 
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Figure 4  

Error curves for non-metric MDS  embeddings in 
Experiment 3 

 
We used logistic regression as a classifier to evaluate 
whether the four number categories identified in Experiment 
2—prime, parity, magnitude, and multiples of 3—would be 
present in the 2D embeddings estimated for each group in 
the ignore-magnitude condition.  

Figure 5 illustrates the 2D solution from non-metric 
MDS and cross-validation classification accuracy for each 
of the four categories across the expert and non-expert 
groups. 

Results 
Our aim in Experiment 3 was to constrain the influence of 
magnitude on participants’ judgments of number similarity 
in the triadic comparison task. By directing participants to 
avoid using magnitude, and instead asking that they exercise 
their knowledge of other types of number relations, we 
expected that the saliency of non-magnitude properties of 
numbers would be revealed.    

Results for the non-expert group were surprising. The 
leave-one-out cross-validation indicated that, rather than 
suppressing magnitude’s importance, it remained reliably 
classifiable with an accuracy of 88%. Importantly for our 
hypothesis however, activating non-magnitude knowledge 
through instruction allowed parity to be perfectly classified 
at 100%; this is particularly evident in the 2D visualization.  

Our hypothesis was also well supported within the expert 
group, with all three non-magnitude properties classified 
reliably better than in the open instructions condition. The 
multiples of three category was perfectly separable with 
100% accuracy, while parity representation was also well 
classified with an accuracy of 88%. Primes and magnitude 
were classified at 66% accuracy, changing little from the 
open instructions condition.  

The results of Experiment 3 provide compelling evidence 
of the role of both instruction and expertise in guiding 
representation of non-magnitude properties of numbers. We 
note that, while further representational complexity may be 
sacrificed in the expert group by compressing information 
from higher dimensions into a 2D embedding, the results 
from this potentially more coarse approach remain 
encouraging with regard to our hypotheses. 

 

  

 
 

Figure 5 
2D solution of Experiment 3 data, and cross-validation 
model accuracy across categories and expertise groups 

 

General Discussion 
These findings provide important implications for the study 
of number representation and expertise. While Shepard et al. 
(1975) claimed that adults are broadly sensitive to several 
non-magnitude properties of number, we found this claim to 
be supported only among highly trained experts. 
Furthermore, when non-metric multidimensional scaling 
and logistic regression are used to evaluate the inherent 
dimensionality and classification accuracy of similarity 
judgments, we can address questions of number knowledge 
more quantitatively compared with visual inspection of 
relationships in a 2D scaling.  

We found that task instructions played a role in the 
malleability of number knowledge for both experts and non-
experts. With open instructions, non-experts were most 
reliably sensitive to magnitude, supporting prior research in 
these domains (Miller & Gelman 1983, Dehaene et al. 
1993), while experts were most reliably sensitive to parity. 
When asked to suppress knowledge of magnitude relations, 
non-experts had difficulty doing so, even while also 
accurately discriminating parity. In contrast, the ignore-
magnitude instructions allowed experts to improve 
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reliability at uncovering the conceptual structure of all three 
non-magnitude properties.  

Although we assumed that features related to primeness, 
parity, or multiplication should be commonly known and 
easily accessed by both expertise groups, the college-level 
mathematics skills possessed by the non-expert group did 
not necessarily predict an ability to make similarity 
judgments based on these features. Additionally, while 
domain expertise may permit greater flexibility in shifting 
representation away from magnitude, even then magnitude 
must be explicitly suppressed to allow other features to 
reliably surface. 

Non-magnitude properties of number represent highly 
abstract conceptual knowledge, and these studies address 
classical findings while taking steps towards investigating a 
relatively under-studied domain. While our results indicate 
that these aspects of number knowledge can be highly 
variable depending on individual expertise and task 
demands, future research is needed to fully explore the 
consequences of these findings for number cognition more 
broadly.  
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Abstract
People with autism spectrum disorder (ASD) tend to detect lo-
cal patterns of visual stimuli more quickly than global patterns,
which is opposite to the behavior of typically developing peo-
ple. We hypothesized that the imbalance between excitation
and inhibition neurons in the visual cortex causes the local pro-
cessing bias observed in ASD. Stronger inhibitory connections
could diminish the neural activities and thus prevent global fea-
ture integration, whereas properly balanced connections would
enable the cortex to detect features of any size. We verified
our hypothesis by employing a computational neural network
called a neocognitron. Our experimental results demonstrated
that the network with stronger inhibitory connections exhib-
ited a local processing bias, whereas the network with properly
adjusted connections showed a moderate global bias. More-
over, the networks with extremely strong or weak inhibitions
revealed no perception bias. These results suggest that an ex-
citation/inhibition imbalance causes multiple types of atypical
perception in ASD.
Keywords: autism spectrum disorder; local processing bias;
excitation/inhibition balance; neocognitron

Introduction
Autism spectrum disorder (ASD) is a neurodevelopmental
disorder that is characterized by impaired social interaction
and communication (Baron-Cohen, 1995). For example, peo-
ple with ASD show difficulties in making eye contact, es-
tablishing joint attention, and reading others’ intentions—
abilities that are otherwise usually acquired in the first few
years of life. Unlike the traditional view of ASD, recent stud-
ies in cognitive science, neuroscience, and Tojisha-Kenkyu2

suggest that a core problem of ASD lies in the lower per-
ception and action rather than in higher cognition (Frith &
Happé, 1994; Happé & Frith, 2006; Ayaya & Kumagaya,
2008). A new hypothesis was proposed called “weak cen-
tral coherence” (Frith & Happé, 1994; Happé & Frith, 2006),
suggesting that a diminished ability to integrate information
or an enhanced ability in the lower perception causes social
difficulties in ASD. Researchers in Tojisha-Kenkyu has pro-
vided further insight into the mechanism. They argue that
ASD may be associated with an abnormal sensitivity to pre-
diction error, and thus individuals with ASD acquire a differ-
ent internal model from typically developing people (Ayaya
& Kumagaya, 2008). Difficulties in social communication
may therefore be caused by the difference between the inter-
nal model of ASD and that of non-ASD rather than by dis-
abilities intrinsic to ASD (Nagai, 2015).

1T. Moriwaki is with Ishida Co., Ltd. since April 2014.
2A developing research area, in which researchers suffering from

ASD investigate their atypical sensorimotor experiences from a first-
person perspective.

Figure 1: Evaluation of local processing bias in ASD. The left
figure shows the visual stimuli consisting of hierarchically
compound letters. The right graph plots the reaction time to
identify the local or global letter (adapted from (Behrmann,
Avidan, et al., 2006)).

Behavioral evidence of a local processing bias in pat-
tern recognition has emerged to support the above hypoth-
esis (Behrmann, Avidan, et al., 2006; Behrmann, Thomas,
& Humphreys, 2006; Simmons et al., 2009). People with
ASD focus stronger and quicker visual attention to spatially
local features than global features, whereas typically develop-
ing people exhibit the opposite behavioral pattern. Figure 1
shows the result of a behavioral experiment (Behrmann, Avi-
dan, et al., 2006), in which subjects with or without ASD were
asked to respond to a visual stimulus of a large letter (global)
composed of smaller letters (local) by naming the local or
global letter presented (left: the visual stimuli, right: reaction
time). Subjects with ASD exhibited a stronger local bias in
recognition, especially when the local and global letters were
inconsistent (e.g., a large “S” consisting of small “H”s).

However, an open question remains as to the specific neu-
ral mechanisms involved in this atypical perception in ASD.
Although a number of studies have revealed behavioral and
neural abnormalities in ASD, no study has yet explained
the underlying mechanism of these symptoms. We address
this issue from a computational point of view. A compu-
tational approach has potential to bridge the gap between
behavioral findings and neural evidence (Vattikuti & Chow,
2010; Bakhtiari, Mohammadi Sephavand, Nili Ahmadabadi,
Nadjar Araabi, & Esteky, 2012). Our hypothesis inspired
by the result of neuroscience studies, is that the imbalance
between excitatory and inhibitory neurons in the visual cor-
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tex causes a local processing bias in ASD. Previous studies
have reported an atypical excitation/inhibition balance (E/I
balance) and relevant gamma-band activity in ASD (Sun et
al., 2012; Snijders, Milivojevic, & Kemner, 2013). Further-
more, the association between the E/I imbalance and social
dysfunction was demonstrated in a mouse experiment (Yizhar
et al., 2011). Based on this evidence, we consider that the
E/I balance might influence the integration of spatial infor-
mation. For example, stronger inhibitory connections could
diminish the response of succeeding neurons and thus hinder
global feature integration. We verify our hypothesis by em-
ploying a computational neural network called a neocogni-
tron (Fukushima & Miyake, 1982; Fukushima, 1988, 2003).

Neocognitron: A Hierarchical Neural Network
for Pattern Recognition

We introduce a neocognitron (Fukushima & Miyake, 1982;
Fukushima, 1988, 2003) as the basis of our computational
model. The neocognitron is a hierarchical, multilayered neu-
ral network, which is capable of robust visual pattern recog-
nition. Figure 2 (a) shows the typical architecture of the net-
work. Inspired by the structure of the primary visual cortex,
the network consists of multiple layers: U0 is the input layer
that receives visual stimuli, UG is the contrast-extraction layer
that detects the edge features of the input, and US1 to UC5 are
the layers that recognize the patterns presented in the input.
Visual stimuli fed into the network are processed through re-
ceptive fields (denoted by circles in Figure 2 (a)), which cover
local areas in the lower layers and gradually integrate the in-
formation into the higher layers.

The network learns to recognize visual inputs by updating
the connections between the US and UC layers. Figure 2 (b)
illustrates the connections from the (l − 1)-th to l-th layers.
US and UC are alternately arranged in the network (i.e., US1
→UC1 →US2 →UC2 . . .) and contain three types of cells: S-
cells, C-cells, and V-cells. S-cells serve as feature-extracting
cells, similar to simple cells in the visual cortex. S-cells in
USl receive excitatory connections (aSl) from C-cells in the
preceding layer and receive inhibitory connections (bSl) from
V-cells in the same layer, and thereby learn to respond se-
lectively to particular features in their receptive fields. The
output of S-cells (uSl) is calculated by

uSl =
θl

1−θl
ϕ

[
1+∑KCl−1 ∑ASl aSluCl−1

1+θlbSlvl
−1

]
, (1)

where θl is a fixed threshold, ϕ[ ] is a function defined by
ϕ[x] = max(x, 0), KCl−1 and ASl are the number of cell planes
and the size of the receptive fields, respectively, and uCl−1 and
vl are the outputs of C-cells and V-cells, respectively. Here,
the connections aSl and bSl are the targets to update through
learning and define the E/I balance, which is our point of in-
terest with respect to the atypical perception in ASD. The
learning rule of aSl is defined by

∆aSl = qlcSluCl−1, (2)

(a) Typical architecture of the neocognitron

(b) Connections between US and UC layers

Figure 2: Neocognitron

and bSl is calculated accordingly by

bSl =

√
KCl−1

∑
ASl

∑ a2
Sl

cSl
(3)

so that uSl learns to respond selectively to particular visual
features. Here, ql is a positive constant parameter determin-
ing the learning speed, and cSl represents fixed connections
from C-cells to V-cells. After learning, S-cells in the lower
layers (e.g., US1 and US2) are able to extract local features
such as lines in particular orientations, whereas those in the
higher layers (e.g., US4 and US5) are able to extract global
patterns such as letters, numbers, and diagrams consisting of
multiple local features.

C-cells resemble complex cells in the visual cortex. That
is, they receive fixed excitatory connections (aCl) from S-cells
in the preceding layer, where S-cells are trained to extract the
same feature but from slightly different positions. The output
of C-cells (uCl) is calculated by

uCl = ψ

[
ACl

∑aCluSl

]
, (4)

where ACl is the size of the receptive fields, and ψ[ ] is a func-
tion defined by ψ[x] = ϕ[x]/(1 + ϕ[x]). An important point
here is that C-cells respond if at least one of the connected
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S-cells yields an output. C-cells thus spatially blur the re-
sponses of S-cells and make the network robust against posi-
tion errors in visual stimuli. The mechanism of the neocogni-
tron is described in greater detail in Fukushima and Miyake
(1982) and Fukushima (1988, 2003).

Influence of E/I Balance on
Local/Global Information Processing

We hypothesize that the E/I balance influences the lo-
cal/global processing bias in pattern recognition. Figure 3
illustrates how the relative strength of the inhibitory connec-
tions bSl from V-cells affects the output of S-cells uSl in the
neocognitron: (a) proper inhibitory connections, (b) stronger
inhibitory connections, and (c) weaker inhibitory connec-
tions. We suppose that the neocognitron has been trained with
visual stimuli, each of which contains a single number but
with various types, sizes, and positions. The network is then
presented with hierarchically compound numbers, as shown
in the leftmost of Figure 3 (a), where multiple small number
“3”s form a large number “2” according to their close posi-
tioning.

If the network has properly adjusted connections, it should
be able to detect the numbers presented in the input image
regardless of their sizes and positions. As illustrated in the
rightmost image of Figure 3 (a), the output of S-cells, which
receive proper inhibitory connections from V-cells, maintains
the features of both “3” and “2” as the integration of multi-
ple “3”s. The extracted features then enable the network to
recognize both the local and global patterns in the succeed-
ing layers. In contrast, stronger or weaker inhibitory connec-
tions cause local or global processing bias in the recognition.
If inhibitory neurons have stronger connections, as shown in
Figure 3 (b), they suppress the global response of S-cells so
that they extract only the core features of the input. Under
this scenario, only the local number “3” becomes visible, but
not the global number “2”, because of the sparse activation
of S-cells. On the other hand, weaker inhibitory connections
produce the opposite effect. Figure 3 (c) depicts how weaker
inhibitions enhance the responses of S-cells and therefore di-
minish the local features of the input. In this case, only the
global number “2” becomes visible by connecting the local
number “3”s, while “3” per se becomes increasingly difficult
to recognize.

Taken together, our hypothesis suggests that the atypical
perception in ASD as well as the typical perception in non-
ASD can be modeled by the E/I balance in the visual cortex.
Of particular importance, the use of a unified architecture al-
lows for not only the local processing bias but also another
type of symptom in ASD to be modeled. Behavioral studies
suggest two types of ASD symptoms: hyperesthesia and hy-
poesthesia. Hyperesthesia corresponds to the local process-
ing bias because it exhibits increased sensitivity to perceptual
stimuli. Hypoesthesia, on the other hand, corresponds to a
super-global or no bias in pattern recognition (i.e., difficulty
in pattern recognition), because it shows reduced sensitivity

(a) Proper inhibitory connections maintain both local and global
features.

(b) Stronger inhibitory connections ex-
tract only local features.

(c) Weaker inhibitory connections empha-
size global features.

Figure 3: Influence of E/I balance on local/global processing
bias

to the stimuli. Our computational model thus reveals the un-
derlying neural mechanism based on a common architecture:
stronger inhibitory connections (i.e., a lower E/I balance) may
cause hyperesthesia, whereas weaker inhibitory connections
(i.e., a higher E/I balance) may cause hypoesthesia.

Pattern Recognition Experiment
Training and Testing Data
To verify our hypothesis, we conducted a pattern recognition
experiment using the neocognitron. The visual stimuli used
for the training and testing of the network are presented in
Figures 4 (a) and (b), respectively. Each stimulus was a black
and white image with a size of 130 × 130 pixels. The training
data contained a single number per image, where the number
was “0” to “9” drawn in different sizes and positions (for a to-
tal of 400 images). The neocognitron was trained in a super-
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(a) Training data: numbers of different sizes and positions

(b) Testing data: hierarchi-
cally compound numbers

Figure 4: Training and testing data used in the experiment

vised manner in order to differentiate the numbers regardless
of their sizes and positions.

The testing data were hierarchically compound numbers.
All possible combinations of “0” to “9” were created (a total
of 90 images). Note that the compound numbers were only
used for testing, but not for learning. Thus, the network was
not explicitly trained toward local or global processing but
rather spontaneously acquired a bias to either local or global
processing due to the balance between the excitatory and in-
hibitory connections.

The Neocognitron and its E/I Balance
The neocognitron used in our experiment consisted of an in-
put layer U0, a contrast-extraction layer UG, and five US-UC
layers. The number of US-UC layers was determined based on
learning performance. U0 and UC5 were given as 130 × 130
C-cells and 10 C-cells, respectively, so that each cell in UC5
represented a single type of the input numbers. The size of
the receptive fields was set from 4 to 8 pixels, depending on
the layers.

The E/I balance of the neocognitron was manipulated to
examine its effect on the local/global processing bias. We
modified Eq. (3), which determines the relative strength of
the inhibitory connections, as below:

b′Sl = αbSl = α

√
KCl−1

∑
ASl

∑ a2
Sl

cSl
(5)

so as to control the E/I balance by changing the coefficient α.
Note that α was fixed over the learning and testing phases. If
α = 1.0, which is equivalent to Eq. (3), the network should ac-
quire properly balanced inhibitory connections, as shown in
Figure 3 (a). This network was expected to reproduce the be-
havior of typically developing people. If α > 1.0 or α < 1.0,
the network should acquire relatively stronger or weaker in-
hibitory connections, as shown in Figures 3 (b) and (c), re-
spectively. These networks were expected to reproduce the
two types of ASD symptoms (i.e., hyperesthesia and hypoes-
thesia). In our current experiment, α ranged from 0.5 to 1.4
to observe the diverse influence of the E/I balance.

Figure 5: Influence of E/I balance on local/global information
processing

Experimental Results
Local/Global Processing Bias Caused by
E/I Imbalance
We first examined the influence of the E/I balance on lo-
cal/global information processing. Figure 5 shows the rela-
tionship between α and the local/global bias evaluated in the
testing phase. The vertical axis ∆u is defined by

∆utarget = uC5(ktarget)−
1

KC5

KC5−1

∑
k=0

uC5(k), (6)

where uC5(·) is the output of C-cells in UC5, and KC5 is the
number of C-cells in the same layer. In our experiment, KC5 =
10 because there were ten numbers to recognize (i.e., “0” to
“9”) . ktarget was either the local or global number in the test
stimulus. Therefore, ∆u represents how strongly the local and
global numbers in the compound numbers were recognized
compared to the irrelevant numbers.

A two-way ANOVA revealed a significant interaction be-
tween α and the local/global bias. The ∆u value for the global
numbers was significantly higher than that for the local num-
bers when α = 0.9 and 1.0 (p < 0.001), whereas the opposite
result was found when α = 1.1, 1.2, 1.3, and 1.4 (p < 0.001).
These results suggest that a change in the E/I balance effec-
tively reproduced the behavioral difference observed between
typically developing people and people with ASD. Accord-
ing to Behrmann, Avidan, et al. (2006), and as shown in Fig-
ure 1, typically developing people tend to detect global pat-
terns more quickly than local patterns. In our experiment,
higher ∆u values for the global numbers demonstrated such a
global processing bias in typically developing people, where
the strength of the output corresponded to a shorter reaction
time shown in Figure 1. The properly balanced E/I connec-
tions (i.e., α = 0.9 to 1.0) enabled the network to recognize
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the global numbers more strongly than the local numbers. In
contrast, higher ∆u values for the local numbers demonstrated
the local processing bias in ASD. Inhibitory connections en-
hanced by α = 1.1 to 1.4 forced the network to extract the
local features more strongly than the global ones, which gen-
erated an ASD-like bias toward the local information.

Moreover, our results suggest that our computational
model with a variable E/I balance can reproduce multiple
types of ASD symptoms. ASD is characterized by both hy-
poesthesia as well as hyperesthesia in sensory perception. As
mentioned above, hyperesthesia might be related to a local
processing bias, whereas hypoesthesia might be linked to a
super-global or no processing bias. When α = 0.5 to 0.7,
the neocognitron did not show any bias toward the local or
global patterns. Indeed, the network could recognize neither
the local nor global numbers. This inability to recognize the
patterns also appeared when α > 1.4. These results indicate
that hypoesthesia in ASD shares a common neural mecha-
nism with hyperesthesia, and that a change in the E/I balance
produces the difference between these symptoms.

Internal Representation of the Neocognitron
Acquired through Learning
Next, we analyzed the internal representation of the neocog-
nitron to investigate the effect of the E/I balance on the net-
work structure. Figure 6 presents the responses of (a) the
whole network when α = 1.0 and of (b) only UC4 when α =
0.5, 1.0, and 1.2. In this example, the compound numbers
“3” (local) and “2” (global) were given as the input to the
network.

Figure 6 (a) first demonstrates the hierarchical feature in-
tegration acquired in the network, which is a basic function
of the neocognitron. Local lines in particular orientations
were detected in UC1, while more global patterns such as cor-
ners and longer lines were extracted in UC2 and UC3. The
response of UC4 demonstrated that the network recognized
both the local and global features. The top three cell planes
(denoted by squares) in UC4 showed wider activation in the
image area, whereas the bottom four showed narrower acti-
vation at different positions. The black regions represented
the preferred areas of the C-cells, where the C-cells became
activated if particular patterns were detected. The existence
of both wider and narrower activation in UC4 indicates that the
network could recognize both the local and global numbers in
the visual stimuli.

Figure 6 (b) shows the effect of different α values (α =
0.5, 1.0, and 1.2) on the representation of UC4. Comparing
these three conditions reveals how the E/I balance affected
the local/global information processing in the neocognitron.
As described above, the neocognitron with a proper E/I bal-
ance (i.e., α = 1.0) enabled UC4 to extract both the local and
global features by creating cell planes responding to features
of various sizes. In contrast, when α = 0.5, only a single cell
plane was created, which covered the whole region of the in-
put image. The network with such a limited internal represen-
tation could not differentiate the visual patterns, because UC4

(a) Response of the whole network when α = 1.0

(b) Response of UC4 when α = 0.5, 1.0, and 1.2

Figure 6: Internal representation of the neocognitron after
learning

always responded regardless of the type, size, and position of
the input. When α = 1.2, the network exhibited the oppo-
site behavior. UC4 created many cell planes, each of which
responded to a specific local pattern but not to a global pat-
tern. Therefore, the network with stronger inhibitory connec-
tions showed a local processing bias similar to that of ASD.
These analytical results reveal how the E/I balance affected
the internal structure of the network and thus produced the
local/global processing bias in pattern recognition.

Discussion and Conclusion
This paper has presented our computational experiments to
verify the hypothesis that the E/I imbalance causes the atypi-
cal perception observed in ASD. A local processing bias and
E/I imbalance are well known features of ASD; however, no
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previous study has demonstrated their association. Our com-
putational model revealed that the E/I balance affects the in-
ternal representation of the visual cortex and thus produces a
local/global processing bias in pattern recognition.

One of our most notable experimental results is that the
unified neural architecture could reproduce multiple symp-
toms of ASD as well as typical non-ASD behavior by chang-
ing only one parameter (i.e., the E/I balance). A proper E/I
balance led to a behavioral pattern representative of typically
developing people, whereas a higher or a lower E/I balance
resulted in hyperesthesia or hypoesthesia, which is represen-
tative of ASD. Only a change in the E/I balance generated
the behavioral differences between typical and atypical vi-
sual perception. This result provides new insight into ASD
and further supports a recent argument that the hyperesthe-
sia and hypoesthesia of ASD are two sides of the same coin;
although their behaviors appear different, they may share a
common underlying mechanism (Ayaya et al., 2013). Our
computational model is therefore highly plausible because of
its unified architecture.

There has been another hypothesis about the neural mech-
anism underlying local processing bias. A magnocellular
deficit or its abnormal activity might be a cause of the ob-
served local processing bias in ASD (Sutherland & Crewther,
2010; McCleery, Allman, Carver, & Dobkins, 2007). The hu-
man brain has two parallel pathways for visual processing:
the magnocellular pathway conveying the global and coarse
information of visual input, and the parvocellular pathway
conveying the local and fine information of the input. There-
fore, a magnocellular deficit in ASD could result in difficulty
of recognizing the global feature of a stimulus. Our results do
not deny this possibility but instead provide another potential
explanation for these observed ASD symptoms. Furthermore,
our model has an advantage of reproducing multiple aspects
of the ASD symptoms, instead of only the local processing
bias, by employing a shared neural architecture. We intend to
further investigate the relationship between different neural
models for ASD.
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Abstract

We investigate how learning that an established type-level
causal relationship is implemented by human agency affects
people’s conceptualization of this relationship. In particular,
we ask under what conditions subjects continue to perceive the
original root cause as appropriate explanation for the resulting
effect, and under what conditions they perceive the mediating
intentional action as alternative explanation instead. Using a
new experimental paradigm, we demonstrate that mechanisms
involving intentional action lead to intuitions of causal intran-
sitivity, but only when these actions are norm-violating. Poten-
tial generalizations and implications for scientific theory con-
struction are discussed.

Keywords: explanation; causal mechanisms; causal chains;
transitivity; mediators

Suppose you make the observation that in a class of pupils,
all girls get high grades in a gym class, while all boys get low
grades. You get the impression that gender might be an im-
portant factor to explain the grades in this class: being a girl
seems to be causally relevant for a pupil to get high grades.
Suppose further investigations bring to light how this causal
relationship is brought about: being a girl causes you to have
more flexible joints, which in turn causes you to perform bet-
ter in the gym class. Given this information, does being a
girl still explain why someone gets high grades? Intuitively,
it does: the causal relationship of gender on grades is imple-
mented or mediated by a physiological mechanism involving
agility; the mechanism information just specifies how exactly
the causal influence of gender on grades is realized.

Contrast this to your intuitions towards the following al-
ternative information about how exactly gender influences
grades in the observed class: the gym teacher likes girls better
than boys and gives high grades to everyone he likes. In other
words, being a girl causes you to be liked by the teacher, and
being liked by the teacher causes you to receive a high grade.
Intuitively, gender suddenly seems less relevant in explain-
ing the high grades. The teacher’s judgments seem to be an
alternative explanation for the grades rather than a character-
ization of how exactly gender exerts its causal impact on the
grades.

This example illustrates that there are different possible
conceptualizations of causal mechanisms. Some intermediate
causes in chains are seen as mediators explaining how exactly
the root cause brings about its effect, while other intermedi-
ate causes are seen as alternative explanations for the effect in
question, replacing the root cause as appropriate explanation.
Furthermore, the example indicates that both intuitions can
be triggered for one and the same cause-effect relationship

(gender influencing grades) and with constant structural pa-
rameters (e.g., objective contingencies between the involved
variables), depending only on the content of the mechanism
that turns out to realize the relationship in question.

In the present paper, we will begin to investigate the psy-
chological mechanisms that might bring about this switch in
intuitions. We will first conceptualize the issue as causal tran-
sitivity problem and relate it to previous work in the field.
We then turn to the question whether causal mechanisms in-
volving intentional actions of human agents might lead to in-
tuitions of causal intransitivity. The first experiment intro-
duces a new paradigm designed to demonstrate the existence
of the different intuitions towards the introductory example in
laypeople. The second experiment tests two hypotheses as to
what aspects of intentional action lead to intuitions of causal
intransitivity using a different cover story. In the General Dis-
cussion, we point at implications that our results might have
for transitivity intuitions outside the narrow domain of mech-
anisms involving intentional agents.

Transitivity in Causal Chains

Normatively, this issue can be conceptualized as the question
of transitivity in causal chains. According to most classical
accounts of probabilistic causality (e.g., Eells, 1991) and to
the calculus of Bayesian networks (Pearl, 2000), principally,
if A causes B and B causes C, then it follows that A causes
C. Learning about the mechanism that implements a known
causal relationship between A and C should therefore not af-
fect the assessment of this known relationship. Technically,
we can ask whether we should hold the value of B fixed when
assessing the causal impact of A on C. The answer is no be-
cause B is not causally independent of A (see Rehder, 2014).
For many examples, this is intuitively clear: if I want to assess
whether my drinking four pints in the evening (A) causes me
to have a headache on the next day (C), I should not hold fixed
the amount of toxins produced in my body in the meantime
(B). Causality is transitive: A per se is seen to be critical for C
even when it is established that its causal influence is entirely
mediated via B—as in the agility version of the introductory
example.

However, the intuition that causality is transitive in causal
chains is not always observed in the causal judgments of
laypeople. Recently, Johnson and Ahn (2015) presented
subjects with descriptions of numerous token causal chains
(e.g., “Allison exercised for 20 min [A], then Allison became
thirsty [B], then Allison drank a whole bottle of Water [C]”)
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and then asked them to what extent they would say that A
caused B, to what extent B caused C, and to what extent A
caused C. For some examples, like the one above, they found
high ratings for all three causal relationships, indicating tran-
sitivity. For other token chains, however, causality was not
seen as transitive. For example, in “Ned ate very spicy food
[A], then Ned drank a lot of water [B], then Ned had to uri-
nate [C]”, people rendered high causality ratings for A→B
and for B→C, but much lower ratings for A→C. Thus, even
though both links of the chain were seen as highly causal, the
root cause was judged to have only a low causal impact on
the final effect. This is analogous to our intuitions towards
the teacher version of the introductory example: despite the
fact that the teacher’s sympathy (B) is causally dependent on
the pupil’s gender (A), it seems that B is seen as an alterna-
tive cause of the grades (C) rather than as a descendant of A
implementing the mechanism leading from A to C.

Note that in these cases it is not denied that A causes B.
The data by Johnson and Ahn (2015) indicate that people can
be fully aware of this relationship, yet see B in some sense as
an independent cause of C (as it can be causal for C where A
is not). Thus, the judgment that A per se is not causal for C
does not reflect a belief that there is no (indirect) causal con-
nection between A and C. Rather, it seems to reflect the intu-
ition that A’s causal impact on C is mediated via the “wrong”
kind of mechanism. In other words, there seem to be some
mechanisms which are compatible with the notion that the
root cause per se matters for the effect, while there are other
mechanisms which are incompatible with this notion.

Johnson and Ahn (2015) used token causal chains describ-
ing everyday actions of individuals and their effects. Causal
transitivity varied widely across their individual items (see
examples above). They showed that the extent to which such
chains are causally transitive is a function of the extent to
which the chains are represented in semantic memory as one
single chunk (rather than as two separate relationships that
are stored independently). However, the data do not allow
conclusions as to which item properties cause a chain to be
represented one way rather than the other. It thus seems un-
clear how their account could handle our intuitions towards
the introductory example, where new mechanism knowledge
is discovered for a constant unfamiliar type-level causal rela-
tionship which is unlikely to have a pre-established represen-
tation in semantic memory. Additional processes seem to be
at work here.

Intentional Agents Implementing Causal
Chains

Which features of a discovered mechanism determine the
resulting transitivity intuitions? A salient property of the
teacher mechanism in the introductory example is that it in-
volves an intentional agent as realizer of the causal relation-
ship in question, while the agility mechanism is part of a
blind biological process. Previous research suggests that in-
tentional actions are particularly likely to be selected as the

principal cause of terminal effects in unfolding token causal
chains. Hilton, McClure, and Sutton (2009) have shown that
when asked to identify the actual cause of a token event, peo-
ple trace back the antecedent causal chain until they reach an
intentional agent and designate his action to be the principal
cause of the effect—even if the downstream causal process
involves highly abnormal events that would be designated to
be the principal cause in the absence of upstream intentional
agency (see also Hilton & Slugoski, 1986). In other words,
intentional root causes seem to make chains transitive even
when they involve highly abnormal events. Accordingly, one
may suspect that the reverse might also hold: finding out that
a physical root cause influences its effects by affecting in-
tentional agents’ decisions may make the chain intransitive.
Intentional agents may be generally seen as unmoved movers
that initiate causal processes rather than merely transfer ex-
ternal influences, producing intransitive chains and screening
off the influence of the root cause from the explanandum.

However, in the materials used by Hilton et al. (2009),
the intentional actions that were selected as explanations for
their distal effects were usually also morally wrong or at least
highly negligent. The same is true for the teacher’s grad-
ing practice in the introductory example which obviously in-
volves morally dubious criteria. According to Hitchcock and
Knobe (2009), morally abnormal actions tend to be selected
as causes in common-effect structures. Rather than for their
status as intentional actions, the explanations in the causal
chains in Hilton et al. (2009) may have been selected for their
status as especially abnormal events. In this case, intentional
actions that are not norm-violating should not be seen as alter-
native explanations relative to the antecedent cues by which
they are triggered, but as proper mediators instead. Experi-
ment 2 is designed to differentiate between the intentionality
and the abnormality hypotheses.

For our experiments, we did not employ a causal selec-
tion task for the explanation of a single mundane token event.
Rather, we wanted to explore whether the conceptualization
of one and the same type-level causal relationship can be
differentially affected by learning that it is implemented by
different kinds of causal mechanisms. In our experimental
paradigm, we first teach all subjects the existence of a type-
level causal relationship (A→C) and assess (i) how appropri-
ate it would be to state that A is crucial for C. We then provide
different groups of subjects with different information about
the mechanism implementing this relationship (A→B→C,
where the content of B is varied between subjects). After-
wards we assess once again how appropriate it would now be
to state (ii) that A is crucial for C and (iii) that B is crucial
for C. If the second rating for A is as high as the first rating
for A, this will indicate that the mechanism elicited a transi-
tivity intuition: the fact that A causes C via B is compatible
with the notion that A per se matters for C. By contrast, if
the rating for A is decreased in response to learning about a
specific mechanism while the rating for B is at least as high
as the first rating for A, this will indicate that the chain is seen
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to be intransitive: the intermediate cause is conceptualized as
an alternative explanation, replacing A as appropriate expla-
nation for C.

Experiment 1
In the first experiment we sought to establish that the
paradigm outlined above is able to capture the intuitive dif-
ferences displayed in the introductory example.

Participants
The experiment was conducted as an online study. A total
of 171 subjects from the UK completed the experiment, 32
of which were excluded from the statistical analyses because
they failed in a simple attention check question that we asked
at the end of the experiment. The average age of all included
subjects (N = 139, 93 women) was 38 years (SD = 8.62).

Design, Materials, and Procedure
We constructed a complete 2 (Mechanism: Physiology vs.
Teacher) × 2 (Contingency: Deterministic vs. Probabilis-
tic) × 2 (Balance: Boys with high grades vs. Girls with
high grades) between-subjects design. Subjects in all con-
ditions were asked to take the perspective of a scientist in-
vestigating the relationship between pupils’ gender (A) and
their grades in a physical education class (C). In a first learn-
ing phase they received data of a class of ten pupils (five boys
and five girls) in tabular form which showed each pupil’s gen-
der (A vs. ¬A) and whether he or she got a high grade (C)
or a low grade (¬C). Whether being a boy or a girl was des-
ignated as A was counterbalanced with the Balance factor.
When boys had high grades, the grades in question were for
a course in athletics; when girls had high grades, they were
for a course in gymnastics. Half of the subjects learned that
there was a deterministic relationship between gender and
grades, for the other half this relationship was probabilistic
(one exception for each gender). This contingency manip-
ulation was included to explore whether intransitivity intu-
itions can be elicited for both deterministic and probabilis-
tic causal relationships. After having studied this table, par-
ticipants were asked to indicate on an 11-point scale (rang-
ing from 0 to 10) how appropriate they found the following
sentence to describe the concrete observations they have just
made: “The gender of a pupil is crucial for this pupil’s grade
in athletics/gymnastics” (we call this appropriateness rating
[A→C]pre because it is measured prior to the introduction
of mechanism information). At this point, we expected that
subjects would have formed the impression that, within the
observed sample, gender influences grades (A→C), leading
them to render unanimously high appropriateness ratings.

The crucial mechanism manipulation was introduced in a
second learning phase. Subjects were told that they would
have come up with a hypothesis about the underlying mecha-
nism. Half of them (Mechanism: Physiology) were told that
they suspected boys to develop higher muscularity than girls
which in turn would lead them to receive higher grades in
athletics. (In the other Balance condition, girls were sus-

pected to develop higher agility than boys which in turn
would lead them to receive higher grades in gymnastics.)
The other half (Mechanism: Teacher) was told that they sus-
pected the teacher to like boys better than girls (and vice versa
for the other Balance condition), leading boys (girls) to re-
ceive higher grades. In all conditions, subjects read that they
went back to collect additional data from the same class cor-
responding to their hypothesis. These data were then pre-
sented in a new version of the table which now included an
additional column representing each pupil’s value on the sus-
pected mediating variable (B [high] vs. ¬B [low]; in both
Contingency conditions, this new variable deterministically
predicted the grades). After having studied this extended ta-
ble, subjects were again asked to indicate how appropriate it
would be to state that A is crucial for C ([A→C]post), and
also how appropriate it would be to state that B is crucial for
C ([B→C]post) using the same question format (B being de-
scribed as “the muscularity of a pupil/the agility of a pupil/the
teacher’s sympathy for a pupil”, depending on condition).
We expected continuously high ratings for (A→C)post in the
Physiology condition and a drop in ratings for (A→C)post in
the Teacher condition.

Afterwards, we assessed contingency estimates for all
three relationships from memory (i.e., P[C|A] vs. P[C|¬A],
P[B|A] vs. P[B|¬A], and P[C|B] vs. P[C|¬B]), assessed on
six separate 11-point scales ranging from 0 (impossible) to
100 (certain) to see if subjects in both Mechanism conditions
based their judgments on the same impression of the objective
probabilities. In the Probabilistic conditions, we furthermore
asked them to indicate the conditional dependence of C on A
given constant values of B (i.e., P[C|A∧B] vs. P[C|¬A∧B],
and P[C|A∧¬B] vs. P[C|¬A∧¬B]) to see if they understood
that, in the observed sample, C was independent of A when
B was held fixed (regardless of the Mechanism condition).
Finally, we wanted to know how plausible they found each
of the described causal relationships (A→C, A→B, and
B→C) according to their prior real world knowledge, regard-
less of the fictional data from the experiment.

Results
The descriptive results for the appropriateness ratings are dis-
played in Figure 1. We conducted a global 2 (Mechanism:
Physiology vs. Teacher)× 2 (Contingency: Deterministic vs.
Probabilistic) × 2 (Balance: Boys high vs. Girls high) × 3
(Rating: (A→C)pre vs. (A→C)post vs. (B→C)post, within-
subject) mixed ANOVA. Since there was neither a main effect
of Balance, F1, 131 < 1, nor any significant interaction effect
including Balance, largest F2, 262 = 2.19, data in Figure 1 are
averaged across this factor. There was a main effect of Rat-
ing, F2, 262 = 22.00, p< .001, η2

p = .14, and a significant in-
teraction of Rating × Contingency, F2, 262 = 5.99, p= .003,
η2

p = .04. There was also a trend for an interaction of Rating
×Mechanism, F2, 262 = 2.87, p = .06, η2

p = .02.
The main prediction that we made was that we would see

a distinct drop of appropriateness ratings for (A→C)post rel-
ative to (A→C)pre selectively within the Teacher conditions.
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A planned contrast testing whether this difference was larger
in the Teacher compared to the Physiology condition con-
firmed this prediction, t131 = 2.97, p< .05, r = .25. Further-
more, the ratings for (B→C)post were at least as high as the
ratings for (A→C)pre in all conditions (see Figure 1). The in-
crease in appropriateness ratings for (B→C)post in the Prob-
abilistic conditions can be explained by the fact that B is a
deterministic predictor for C while A is not (i.e., the proba-
bilistic element lies in A→B).
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Figure 1: Group means (Errorbars = 95% CI) of appropriate-
ness ratings in Experiment 1.

An analysis of the subjects’ contingency estimates showed
that, globally, subjects represented the contingencies con-
tained in the learning data quite adequately, apart from
generally underestimating the strength of the determinis-
tic relationships. Crucially, this pattern was similar in
both the Physiology and the Teacher condition. Fur-
thermore, participants in the Probabilistic conditions rec-
ognized that A and C were conditionally independent
given constant levels of B (P[C|A∧B]≈P[C|¬A∧B] and
P[C|A∧¬B]≈P[C|¬A∧¬B]). This pattern was also consis-
tent in both Mechanism conditions. The pattern of con-
tingency estimates therefore cannot account for the differ-
ences we observed for the appropriateness ratings between
the Mechanism conditions. The same holds for the plausibil-
ity ratings: the relationships A→B and B→C were rated to
be equally plausible for both mechanisms.

Discussion
The results of this experiment show that acquiring different
mechanism knowledge can differentially affect the concep-
tualization of a given type-level causal relationship. When
effects of gender on grades in a gym class were mediated via
a physiological process, this was seen as compatible with the
notion that gender per se matters for the grades. This was not
the case when the relationship was mediated via the teacher’s
personal preference for the pupil. In this case, subjects re-
vised their earlier judgment that gender was critical for the
grade and attributed the grades to the teacher’s sympathy in-
stead, even though they were aware that the teacher’s prefer-
ence was causally affected by the pupils’ gender. This result
cannot be explained by differences in encoded contingencies
or prior plausibility intuitions for the different mechanisms.

Experiment 2
In Experiment 2, we attempted to replicate the phenomenon
using a more artificial cover story. This story allowed us to
differentiate between the intentionality and the abnormality
hypotheses developed in the theory section: is the root cause
always screened off when the mechanism involves an inten-
tional agent, or only when this agent’s intentions are morally
dubious?

Participants
The experiment was conducted as an online study. We re-
cruited 232 subjects from the UK, 31 of which failed in the
attention test and were excluded from all analyses. The av-
erage age of all included subjects (N = 201, 118 women) was
36 years (SD = 8.14).

Design, Materials, and Procedure
We used the same experimental paradigm as in Experiment 1.
This time, we implemented four between-subjects conditions
describing different mechanisms underlying the same causal
relationship. Subjects in all conditions were asked to imag-
ine they were at a funfair where they were observing a swing
tossing passengers around. They read that sometimes after
a passenger had entered the swing a red flashlight came on,
whereupon the passenger had to leave the swing without hav-
ing taken a ride. Participants read that they would have gained
the impression that the flashlight (C) came on more frequently
for corpulent passengers (A). Upon studying the learning data
about a deterministic relationship between A and C across ten
observed passengers (the first five of them corpulent, the last
five not corpulent), they rendered their (A→C)pre appropri-
ateness rating.

We then told subjects in the different conditions that they
would have come up with one of four hypotheses about the
underlying mechanism. In the first condition (Scale) they
were told that they suspected the flashlight to be part of a
safety mechanism. They believed a scale to be built into the
swing which causes the flashlight to come on whenever the
loading exceeds a critical threshold. This condition was in-
tended to provide a baseline for unequivocal judgments of
transitivity, analogous to the Physiology condition in Experi-
ment 1. In the second condition (Accurate Operator) the sub-
jects’ hypothesis was that the operator intends to guarantee
the safety of his costumers, and that whenever he judges a
passenger to be too corpulent for his swing he activates the
flashlight. This condition was intended to provide a mech-
anism involving an intentional agent but otherwise being
closely matched to the Scale condition. According to the in-
tentionality hypothesis, this chain should nonetheless be seen
as intransitive, while it should be seen as transitive according
to the abnormality hypothesis since the operator does not vio-
late a norm. The mechanism hypothesis of the third condition
(Biased Operator) was that the operator does not like corpu-
lent people and enjoys embarrassing them, and that whenever
he judges a passenger to be too corpulent for his taste, he acti-
vates the flashlight. This condition was intended as providing
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an intentional mechanism analogous to the Teacher condition
in Experiment 1 which should elicit judgments of intransi-
tivity according to both the intentionality and the abnormal-
ity hypothesis. In the last condition (Central Computer), the
subjects’ hypothesis was that a central computer supervising
the electricity supply detects irregularities at unpredictable
times, and then generates an electronic signal that causes the
flashlight to come on. The co-occurrence of corpulence and
flashlight in the observed sample would have resulted from
mere coincidence. This condition was intended to create a
structure in which A turned out to be actually causally irrel-
evant for C. B (the central computer) caused the effect, and
the relationship between A and C in the sample was merely
due to a coincidental correlation between A and B in the ob-
served sample. This condition thus provides a baseline for
an unequivocal alternative explanation. The crucial question
is where intuitions towards the mechanisms involving inten-
tional operators fall within the space that is spanned between
Scale (a clear mediator) and Central Computer (a clear alter-
native explanation).

In all conditions, subjects read that they went over to the
operator and asked him for information concerning the mech-
anism. The operator confirmed their hypothesis in all con-
ditions and told them for the last ten passengers whether or
not the scale had detected a threat to the passenger/he had
detected a threat to the passenger/he had not liked the pas-
senger/the central computer had detected irregularities in the
electricity supply (depending on condition). After having
studied the corresponding extended table in which all three
relationships were deterministic, subjects again rendered
their appropriateness ratings for (A→C)post and (B→C)post.
Finally, subjects indicated their contingency estimates for all
three relationships from memory. Plausibility ratings were
not collected.

Results
The descriptive results for the appropriateness ratings are dis-
played in Figure 2. We conducted a global 4 (Condition:
Scale vs. Accurate Operator vs. Biased Operator vs. Central
Computer) × 3 (Relationship: (A→C)pre vs. (A→C)post
vs. (B→C)post, within-subject) mixed ANOVA. There was
no main effect of Condition, F3, 197 = 1.81, but a main effect
of Relationship, F2, 394 = 7.48, p< .001, η2

p = .04. The global
Relationship × Condition interaction was not significant,
F6, 394 = 1.74, p = .11, η2

p = .03. However, planned contrasts
revealed that the decrease in appropriateness ratings from
(A→C)pre to (A→C)post did not differ between Scale and
Accurate Operator, t197 < 1, but was larger compared to Scale
both in the Biased Operator condition, t197 = 2.41, p< .05,
r = .17, and in the Central Computer condition, t197 = 2.81,
p< .01, r = .20. Furthermore, the decrease was as large in Bi-
ased Operator as in Central Computer, t197 < 1. At the same
time, (B→C)post was not smaller than (A→C)pre in any of
the conditions, largest t197 = 1.48.

The contingency estimates were similar across all four
mechanism conditions for all three causal relationships
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Figure 2: Group means (Errorbars = 95% CI) of appropriate-
ness ratings in Experiment 2.

(A→B, B→C, A→C). The only exception was that ∆P for
A→B tended to be higher in the Scale condition than in the
other three conditions, a difference that was significant in the
comparison with Biased Operator, t197 = 2.28, p< .05. This
indicates that the contingency between corpulence and the bi-
ased operator’s judgment was perceived to be weaker than the
contingency between corpulence and threat detection by the
scale, despite identical learning data. While this difference
may add to the decrease in (A→C)post in the Biased Oper-
ator condition, the overall pattern of contingency estimates
cannot fully account for the overall pattern of appropriateness
ratings.

Discussion
The results of Experiment 2 demonstrate that involving an in-
tentional agent is not a sufficient property for a mechanism
to elicit judgments of intransitivity. Agents intending to ac-
curately transfer an objective signal from A to C seem to be
conceptualized akin to a mechanical process serving the same
function. However, if the same relationship is dependent on
an agent’s highly idiosyncratic (and morally dubious) prefer-
ence structure, the physical root cause is screened off from
the explanandum to the same extent as if it was merely a co-
incidental, causally irrelevant confound.

General Discussion
In two experiments, we have demonstrated that the conceptu-
alization of one and the same established type-level causal
relationship can be differentially affected when knowledge
about different causal mechanisms is acquired. Some mecha-
nisms (e.g., physiological processes) are compatible with the
notion that the root cause per se matters for the effect, while
others (e.g., biased judges) provide an alternative explana-
tion, leading the root cause to be seen as a less appropriate
explanation for the effect. Our data indicate that these dif-
ferences are not brought about by different causal strength
assessments, nor by different plausibility intuitions. Also, in-
volving an intentional agent does not constitute a sufficient
condition for a mechanism to elicit intuitions of intransitivity.
In the contexts we investigated, this intuition seems to depend
crucially on the intentional agent being morally abnormal.
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This latter finding may indicate that a more general psycho-
logical mechanism may underlie our findings which might
make our framework applicable to intransitivity intuitions
outside the narrow scope of mechanism involving human
agents. Immoral human agents may merely be a very
salient instance of abnormal mechanisms more generally.
Recently, Kominsky, Phillips, Gerstenberg, Lagnado, and
Knobe (2015) have argued that moral and statistical ab-
normality of potential causes function similarly in eliciting
counterfactual possibilities that in turn have similar down-
stream effects of the assessment of other causes in the same
common-effect network. It is possible that similar general-
izations hold in our case. In the Physiology condition from
Experiment 1, the mechanism is implemented in every single
pupil in a lawlike manner. Thus, it can be assumed that an
A→C relationship brought about by this mechanism will be
stable across most perturbations of the entity implementing
the mechanism in each token case, both within and beyond
the observed sample. Contrast this with the teacher example:
the observed type-level A→C relationship is entirely depen-
dent on this particular teacher implementing the mechanism
in the observed sample. Replacing the teacher with pretty
much any colleague would presumably make the A→C rela-
tionship disappear. Even though A is doubtlessly an indirect
cause of C in the observed sample, explaining C in terms of
A might feel inadequate because the relationship can be ex-
pected to be highly sensitive to minor perturbations of the
boundary conditions provided by the particular teacher im-
plementing the mechanism in the observed sample (see also
Garfinkel, 1981).

So far, these are only speculations as to how far our find-
ings may generalize which still need to be empirically tested
with materials outside the domain of human agency. In case
of success, this account may be applicable not only to as-
pects of everyday causal cognition, but even to psychological
processes underlying scientific theory construction. When-
ever a scientific theory is about a causal chain structure (e.g.,
process X influences process Y, which in turn leads to effect
Z), the issue discussed in this paper arises: if the researcher
wants to assess whether process X per se explains outcome
Z, should she hold process Y constant? If she conceives of
process Y as a mediator, the answer is definitely no. But
there might be cases in which, despite the underlying chain
structure, she conceives of process Y as an alternative expla-
nation of effect Z. Sometimes, it does not seem clear which
of these conceptualizations is more adequate—yet, the deci-
sion for one of them will crucially shape the methodology
and conclusions of the subsequent research (e.g., decisions
about whether process Y is to be controlled or to be left free
to covary with X).
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Abstract 

The foreign language effect (Costa et al., 2014) refers to a 
phenomenon in which the response to a moral dilemma 
depends on whether it is asked in a native or second language. 
This study explored this effect with Japanese participants 
using various types of moral dilemmas. Study 1 adopted 
twelve variations of trolley dilemmas from Mikhail (2007). 
Study 2 used seven types of moral dilemmas from Greene et 
al. (2001). The dilemmas required permissibility and 
understandability judgments. Results of the two studies 
demonstrated the following two points. (1) Interactions 
between types of dilemmas (switch/footbridge) and language 
(native/foreign) were significant in both studies, indicating 
that the foreign language effects were replicated consistent 
with Costa et al. (2014). (2) Evidence that contradicts the 
theoretical explanation of the foreign language effect was also 
found.  
 

Keywords: foreign language effect, moral dilemmas, mental 
representation, dual process theory 

 

 Introduction 
The idea that language changes people’s ways of thinking 

has attracted attention from many researchers. This idea was 
first proposed by nineteenth century thinkers. In the 
twentieth century, the famous Sapir-Whorf hypothesis 
(Carroll, Levinson, & Lee, 2012; Sapir, 1921) posited that 
the structure of a language affects the ways in which its 
speakers conceptualize their world. This hypothesis has 
been tested by many empirical studies and its validity 
remains under discussion (as a review, see Kay & Kempton, 
1984; Takano, 1989). 

Recent work on the foreign language effect (Costa, 
Foucart, Arnon, Aparici, & Apesteguia, 2014; Costa, 
Foucart, Hayakawa, Aparici, Apesteguia, Heafner, & 
Keysar, 2014; Keysar, Hayakawa, & An, 2012) provide 
interesting examples that support the idea that language 
affects human thinking. In a series of their studies, Keysar 
and his colleagues required participants to solve framing 
effect tasks (e.g., Kahneman, & Tversky, 1984) known to 
lead people to irrational decisions in either their native or a 
foreign language. Results of the experiments consistently 
demonstrated that irrational decisions in the framing effect 
tasks are reduced when choices are presented in a foreign 
language, indicating that language affects decision making 
(see also Costa, Foucart, Arnon, et al., 2014). 

Keysar, Hayakawa, and An (2012) explained the foreign 
language effect in terms of dual process theory (e.g., 
Kahneman, 2003; Sloman, 1996; Stanovich & West, 2000). 

Human cognition is composed of two systems; one that is 
analytic, rule governed, and systematic, employing many 
mental resources, and the other is intuitive, affective, and 
heuristic. According to Keysar et al. (2014, p661), there are 
reasons that foreign language use moves people from the 
immediate affective system to a more deliberate, analytic 
mode of thinking. A foreign language is less grounded in 
the emotional system than a native language. It is typically 
processed less automatically than a native language, which 
could lead to more deliberate processing. Thus, such a 
deliberate mode could affect processing in general and 
result in more systematic decisions. Additionally, foreign 
languages are difficult to process resulting in more analytic 
decision-making processes.  

On the basis of the foreign language effect in decision 
making and the dual process theory explanation, Costa, 
Foucart, Hayakawa, et al. (2014) also explored the foreign 
language effect in moral thinking. Intuitively, moral 
judgments about “right” and “wrong” are the result of deep 
thought and should therefore be consistent and unaffected 
by irrelevant aspects of moral reasoning, such as language. 
However, recent studies (e.g., Greene, Sommerville, 
Nystrom, Darley, & Cohen, 2001) indicate that moral 
judgments are highly context dependent. Engagement of the 
analytic and affective processes is the key to understanding 
this contextual dependency. Costa, Foucart, Hayakawa, et al. 
(2014) demonstrated the foreign language effect in moral 
thinking, and their results appeared to be explained by dual 
process theory. In what follows, I argue this point more 
precisely.  

The most prominent example of this contextual 
dependency is the difference between the switch and 
footbridge dilemmas. The switch dilemma assumes that a 
runaway trolley is headed for five people who will be killed 
if it proceeds on its present course. The only way to save 
these people is to hit a switch that will turn the trolley onto 
an alternate set of tracks where it will kill one person 
instead of five. Should you turn the trolley in order to save 
five people at the expense of one? Most people answer yes 
to this dilemma (Greene et al., 2001). In the footbridge 
dilemma, a trolley threatens to kill five people (as before). 
You are standing next to a large stranger on a footbridge 
that spans the tracks between the oncoming trolley and the 
five people. Conversely, in this scenario, the only way to 
save the five people is to push this stranger off the bridge 
and onto the tracks below. He will die if you do this but his 
body will stop the trolley from reaching the others. Should 
you save them by pushing this stranger to his death? Most 
people will answer no to this problem. The discrepancy 
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between the responses to the two problems clearly 
demonstrates the contextual dependency of moral reasoning.  

Dual process theory explains this discrepancy in terms 
of the relative weight of affective and analytic processes in 
moral judgments. That is, affective processes generally 
support judgments that favor the essential rights of a person 
(deontological judgments). On the other hand, rational 
controlled processes support judgments favoring the greater 
good (utilitarian judgments), regardless of whether they 
violate an individual’s rights. The switch dilemma requires 
greater engagement of the analytic processes whereas the 
footbridge dilemma involves more affective processes. 
Brain imaging data support this explanation (Greene et al., 
2001).  

Costa et al. (2014) found that this discrepancy would 
vary depending on whether the moral dilemmas were 
presented in a native or foreign language. They required 
participants to solve moral dilemmas, including the switch 
and footbridge dilemmas, using either their native or a 
foreign language. Throughout the three studies, using a 
foreign language induced more utilitarian judgment than the 
native language. This supported the position that affective 
processes played an important role in moral reasoning and 
foreign language decreased engagement of affective 
processes. Additionally, Costa et al. (2014) found an 
interaction between type of dilemma and language. The 
differences between languages in moral judgments were 
significant for the footbridge dilemma but not for the switch 
dilemma. Costa et al. (2014) speculated that this interaction 
reflected that a foreign language increased utilitarianism by 
increasing emotional distance.  

Although Costa et al.’s (2014) findings that moral 
reasoning might differ depending on the language were 
impressive, their validity should be examined with a critical 
eye. Therefore, this study focused on the following two 
problems.  

The first problem with Costa et al. (2014) was that the 
variations of moral dilemmas were limited; they used only 
two moral dilemmas: the switch and footbridge dilemmas. 
However, as some researchers have called it, “trolleyology,” 
there are many other variations of trolley-related moral 
dilemmas to investigate moral thinking. Table 1 shows 
various types of moral dilemmas used in previous studies 
(Mikhail, 2007). Additionally, there are other types of moral 
dilemmas that can also be used to explore engagement of 
the affective and analytic systems in moral reasoning (e.g., 
see Greene et al., 2001). Thus, Costa et al. (2014) used 
limited variations of both trolley-like and other moral 
dilemmas.  

Second, how participants understood the moral 
dilemmas used in Costa et al. (2014) remains unclear. A 
comparison between native and foreign language in moral 
reasoning makes sense under an assumption that the 
meanings of moral dilemmas are the same between native 
and foreign languages. If participants understood the same 
dilemma differently between the native and foreign 
language, then the foreign language effect is not evidence 

that language changed the way of thinking. Rather, 
participants solved two different problems separately. 
Although Costa et al. (2014) explored this issue in terms of 
foreign language abilities, interpretations of the meanings of 
moral dilemmas remain unclear. A key assumption of the 
foreign language effect has not been tested.  

Thus, this study explored the foreign language effect 
from the following two aspects: (1) variations in moral 
dilemmas and (2) understanding the meanings of moral 
dilemmas. To address these points, this study employed 
various types of moral dilemmas from the existing studies 
(Greene et al., 2001; Mikhail, 2007) and explored 
interpretations of the dilemmas by analyzing correlation 
structures in moral judgments.  

Study 1 

Method 
Participants 

218 Japanese undergraduates participated in Study 1.111 
participants were allocated to the foreign language condition 
and the remaining participants to the native language 
condition. 

 
Materials and procedure  

Twelve trolley dilemmas, including the switch and 
footbridge dilemmas, were adapted from Mikhail (2007, pp. 
32–35). Table 1 shows summary descriptions of the twelve 
dilemmas.  

Participants in the foreign language condition read the 
twelve dilemmas, which were virtually identical to those in 
Mikhail (2007). In the native condition, participants read the 
twelve dilemmas translated into Japanese. All Japanese 
scenarios were reviewed by a native Japanese speaker as to 
whether they contained natural Japanese scenarios. 

In both conditions, the dilemmas and measurement of the 
independent variables were presented in booklets. I prepared 
four types of booklets (differing only in the order of 
presentation) with one dilemma on each page. Each of the 
booklets comprised 12 pages.  

Participants rated the permissibility of an act described in 
the moral dilemmas on an eight-point scale, from 0 (morally 
impermissible) to 7 (morally permissible). Participants were 
randomly provided with one of the six types of booklets to 
make choices in various situations without a single correct 
answer. 

Participants in both conditions read the permissibility 
judgment sentences in Japanese to increase comparability of 
results. That is, some doubts remained whether the meaning 
of the phrase “permissibility” was the same in English and 
Japanese. To address this concern, Study 1 required 
participants to make all permissibility judgments in 
Japanese. 
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Results and discussion 
 Figure 1 shows average permissibility judgment estimates 
for all twelve dilemmas. Multivariate t-tests demonstrated 
that the effects of language were significant in all twelve 
dilemmas, indicating that foreign language effects were 
found (Figure 1). Additionally, I examined the interaction 
between type of dilemma (switch/footbridge) and difference 
in language (Japanese/English) by two-way ANOVA. 
Results showed a significant main effect of dilemma type, F 
(1, 194) = 28.92, p < .01, language, F (1, 194) = 38.65, p 
< .01, and interaction, F (1, 194) = 18.02, p < .01. Costa et 
al.’s (2014) main result was replicated in the Japanese 
participants. 

 
 

 

However, Figure 1 demonstrates another interpretation 
for the foreign language effect. As the dotted line in Figure 
1 indicates, most of the mean estimates in the foreign 
language condition were near 3.5 (median between 0 and 7). 
Additionally, most of 95% confidence intervals of the 
permissibility judgments contains 3.5. These suggest the 
possibility that results in the foreign language condition 
might reflect a central tendency of participants not 
understanding the dilemma in the foreign language and 
using values near the median as a “don’t know” response. 

Additionally, permissibility judgments were higher in the 
foreign language condition compared to the native language 
condition for the disproportional death dilemma that 
required killing five men to save one. Costa et al. (2014) 
explained that utilitarian judgment was enhanced in the 
foreign language condition because consideration in the  

Content Action

Study 1

Switch　(S) Kill one man to save five workmen Throw switch to turn the train to the side track 

Footbdidge (F) Kill one heavy man to save five workmen Throw the man from the bridge

Expensive equipment (E) Kill one man to save equipment Throw switch to turn the train to the side track 

Implied consent (IC) Kill one weak man to save five workmen Throw the man from the bridge

Intentional homicide (H) Kill hateful man to save five workmen Throw switch to turn the train to the side track 

Loop track (LT) Kill one heavy man to save five workmen Throw switch to turn the train to the side track 

Man-in-front (MiF)
Kill one man in front of the heavy object to

save five workmen
Throw switch to turn the train to the side track 

Costless rescue (CR) No sacrifice Throw switch to turn the train to the side track 

Better alternative (BA)
Kill one man to save five workmen instead of
taking another alternative that can save five

workmen without any sacrifice
Throw switch to turn the train to the side track 

Disproportinal death (DD) Kill five men to save one men Throw switch to turn the train to the side track 

Drop man (DM) Kill one man to save five workmen Throw switch to drop a man to the track 

Collapse bridge (CB) Kill one man to save five workmen
Throw switch to collapse the bridge on which a man is

standing

Study 2

Donor Kill one young man to save five patient Transparent young man's organs to five patient

Hospital Kill one patient to save five
Hit a certain switch, which will cause the fumes to

bypass the room containing the three patients

Baby Kill your baby to save tonwpeople  Smother your child to death

Sculpture Destroy the sculpture to save one man
Push the sculptures into the valley so that it will roll onto

the tracks and block the trolley's passage

Boat Lie to the guard to save the toursits Lie to the guard to borrow a nearby speedboat

Table 1 Dilemmas used in this study 
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Figure 1 Results of Study 1: Error bars indicate 95% 
confidence intervals, and the dotted line indicates median of 
the permissibility judgment.  

  
 

Table 2 Results of factor analysis in Study 1 

 
foreign language activated rational thinking. However, the 
utilitarian judgment in the disproportional death dilemma is 
“not switch.” Thus, use of the foreign language appeared to 
prohibit rational thinking in the disproportional death 
dilemma. 

I also performed factor analyses by promax rotation with 
maximum likelihood estimation on the results of both 
language conditions. Eigenvalues for one-, two-, three-, and 
four-factor solutions were 5.23, 1.20, 1.05, and 0.95 for the 
native condition, respectively, and 3.30, 1.536, 1.26, and 
0.95 for the foreign language condition, respectively. On the 
basis of the eigenvalues, two-factor solutions were adopted 
in both the native and foreign language conditions. Factor 
loads shown in Table 2 indicate that the factor patterns of 
the twelve moral dilemmas were different between the 
native and foreign language conditions. While the six 
dilemmas from switch to man-in-front were affected by 

Factor 1 in the native language condition, these six 
dilemmas were not affected in the foreign language 
condition. Specifically, factor patterns for the switch and 
footbridge dilemmas were different between the two 
conditions.  

To scrutinize the differences in the factor patterns 
between the two conditions, I also performed 
multidimensional scaling on both conditions (Figure 2) by 
treating the correlation matrix as a distance matrix. 
Alignments of the twelve dilemmas in the two dimensional 
mapping were different between the two conditions. For 
example, variations in the dilemmas that surround the 
switch and footbridge dilemmas were different between the 
native and foreign language conditions. Additionally, 
alignment of the costless rescue dilemma was also different 
between the two conditions. In the native language 
condition, this dilemma was positioned separately from the 
other eleven dilemmas. However, in the foreign language 
condition, this dilemma was relatively near the implied 
consent and intentional homicide dilemmas. Considering the 
nature of the dilemma, isolation of the costless rescue 
dilemma in the native language condition is natural because 
this is the only dilemma that requires no sacrifice. Similarly, 
multidimensional scaling alignments suggested that 
participants’ understandings of the twelve moral dilemmas 
were different between the two conditions.  

To summarize, results of Study 1 revealed the following 
three points. First, the interaction found in Costa et al. 
(2014) was replicated; differences in permissibility 
judgments between the native and foreign language 
conditions were larger in the footbridge dilemma than the 
switch dilemma. Second, there is a possibility that this 
interaction was due to a central tendency in the foreign 
language condition. Third, multidimensional mappings from 
the correlation matrices were different between the native 
and foreign language conditions. The dilemmas used in 
Study 1 might change semantically with language.  

Study 2 
The purpose of Study 2 was threefold. First, Study 2 

aimed to replicate the interaction between dilemma type 
(switch/footbridge) and language (Japanese/English) in 
Japanese participants. Second, it examined whether 
dilemma comprehension would affect moral judgment in 
either the native or foreign language condition. As Figure 1 
demonstrates, Study 1 suggested a possibility that the 
participants in the foreign language condition did not fully 
comprehend the contents of the moral dilemmas, resulting 
in participants answering points around the middle as an 
implication of “don’t know.” Third, Study 2 tried to explore 
more profoundly how participants interpreted moral 
dilemmas both in the native and foreign language. 

To address these concerns, Study 2 employed moral 
dilemmas from Greene et al. (2001). They used 64 types of 
moral dilemmas classified into three categories: moral-
personal dilemma, moral-impersonal dilemma, and non-
moral dilemma. Moral-personal dilemmas involve the  

Dilemmas Factor 1 Factor 2 Factor 1 Factor 2

Switch　(S) 0.75 0.07 0.47 0.07

Footbdidge (F) 0.63 0.00 0.22 0.43

Expensive equipment (E) 0.37 -0.06 0.95 -0.28

Implied consent (IC) 0.45 0.01 -0.04 0.46

Intentional homicide (H) 0.43 0.01 0.01 0.42

Loop track (LT) 0.96 -0.22 0.31 0.29

Man-in-front (MiF) 0.82 0.02 0.46 0.13

Costless rescue (CR) 0.02 -0.05 -0.24 0.48

Better alternative (BA) 0.27 0.29 0.29 -0.06

Disproportinal death (DD) -0.03 1.02 0.65 0.07

Drop man (DM) 0.76 0.15 0.21 0.22

Collapse bridge (CB) 0.37 0.45 0.30 0.47

Factor correlation 0.71 0.42
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affective system more than moral-impersonal or non-moral 
dilemmas. This proposition is based on brain-imaging  
studies and Nakamura (2013) also supported this 
classification. Thus, using the moral-personal and moral-
impersonal dilemmas enabled exploration of how the two 
systems contributed to moral judgment. In addition, 
analyzing the correlational structure between the moral-
personal and moral-impersonal dilemmas in both the foreign 
and native language conditions also informed participants’ 
considerations when responding to the moral dilemmas.  

Materials and procedure 
Study 2 adopted seven moral dilemmas from Greene et 

al. (2001), including the switch and footbridge dilemmas. In 
addition to those dilemmas, Study 2 chose two moral-
personal dilemmas (transparent and crying baby) and three 
moral-impersonal dilemmas (standard fume, sculpture, and 
speedboat). Table 1 showed summary of the dilemmas .  

The procedure of Study 2 was virtually identical to Study 
1. Participants in the foreign language condition read the 
seven dilemmas (Greene et al., 2001). In the native 
condition, participants read the seven dilemmas translated 
into Japanese. All Japanese scenarios were reviewed by a 
Japanese native speaker as to whether they contained natural 
Japanese scenarios.  

After reading each dilemma, participants rated the 
permissibility of the acts in the seven moral dilemmas, from 
0 (morally impermissible) to 7 (morally permissible). 

Results and discussion 
Figure 3 shows the mean permissibility judgments for the 

seven dilemmas. Consistent with Study 1, I examined the 
interaction between type of dilemmas (switch/footbridge) 
and differences in language (Japanese/English) by two-way 
ANOVA in Study 2. Results showed a significant main 
effect of type of dilemma, F (1, 163) = 92.10, p < .01, 
language, F (1, 163) = 10.18, p < .01, and interaction, F (1, 
163) = 5.99, p < .01. Study 2 also replicated the main 
finding of Costa et al. (2014).  
    I also performed multivariate t-tests on the seven types of 
moral dilemmas to examine the differences in permissibility 

 
 
 
judgments between the native and foreign language 
conditions. Results (Figure 3) indicated that six of the seven 
types of dilemmas showed significant differences between 
the two conditions. However, differences in the language 
condition did not affect the permissibility judgment in the 
baby dilemma. According to Greene et al. (2001), this 
dilemma was considered a moral-personal dilemma 
assumed to reflect the affective system. Costa et al. (2001) 
suggested that use of a foreign language inhibits the 
affective system, resulting in a reduction of utilitarian 
judgments. Additionally, utilitarian judgments are stronger 
in the two moral impersonal dilemma (sculpture and speed 
boat) in the native language condition. Thus, the results for 
the baby dilemma contradicted the explanation by Costa et 
al. (2014).  

The central tendency in the foreign language effect 
appear to be replicated in Study 2. Mean permissibility 
judgments of the seven dilemmas in the foreign language 
conditions were nearer to the median of the scale than the 
native language conditions.   

I also performed factor analyses by promax rotation with 
maximum likelihood estimation on the results of the native 
and foreign language conditions. Eigenvalues for one-, two-, 
three-, and four-factor solutions were 2.50, 1.70, 0.89, and 
0.76 for the native condition, respectively, and 2.50, 1.40, 
0.96, and 0.70 for the foreign language condition, 
respectively. Based on the eigenvalues, two-factor solutions 
were adopted in both the native and foreign language 
conditions. Table 3 shows factor loads from the two factors. 

Results of factor loads also indicated that factor 
patterns were different between the native and foreign 
language conditions. While the moral-personal and moral-
impersonal dilemmas were classified into separate factors in 
the native language condition, the factor pattern did not 
clearly classify moral-personal and moral-impersonal 
dilemmas in the foreign language condition. Additionally, 
factor correlations were also different between the 
conditions. Thus, the results of Study 2 supported 
implications from Study 1: it found that the interaction 
between types of dilemmas and language, but it also 
provides a possibility that the explanation by Costa et al. 
(2014) is not adequate. 
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Figure 2 Results of multidimensional scaling in Study 1: left panel shows alignments of moral dilemmas in the 
foreign language condition, and the right panel shows those in the native language condition. 

 

1701



Figure 3 Results of Study 2: Error bars indicate 95% 
confidence intervals, and the dotted line indicates median of 
the permissibility judgment       
 

Table 3 Results of factor analysis in Study 2: blue fonts 
show the moral impersonal dilemmas and red fonts show 

the moral impersonal dilemmas.  

   General discussion 
This study investigated the foreign language effect that 

moral reasoning differed depending on whether reasoning is 
done in a native or foreign language. In these two studies, I 
found that the foreign language effect itself is robustly 
replicated in the same way as Costa et al. (2014). The 
difference between the native and foreign language 
conditions was larger in the foreign language condition than 
it was in the native language condition, and this difference 
is larger in case of the footbridge dilemma than the switch 
dilemma. This finding is important because this is the first 
case that demonstrated the foreign language effect in 
Japanese participants, and thus provides another empirical 
support for the foreign language effect.  

However, this study also indicates that evidence for the 
theoretical explanation of the foreign language effect was 
not as clear as Costa et al. (2014) purported. Participants’ 
interpretations of the moral dilemmas themselves might 
differ between the foreign and native language conditions. 
The alignments of moral dilemmas in multidimensional 
scaling were different between the two conditions. 

Additionally, permissibility judgment of the baby dilemma 
that is assumed to reflect engagement of the affective 
system did not differ significantly between the two 
conditions. These findings are inconsistent with the 
explanation by Costa et al. (2014) that reduction of 
emotionality elicited by foreign language promote utilitarian 
judgments, and pose a question about an assumption that 
meanings of the moral dilemmas are the same between the 
native and foreign language conditions.  
       In sum, the take home message of this study is as 
follows: the effect is sure, but the explanation is unsure.  
The explanation by Costa et al. (2014) surely appears to fit 
the foreign language effect within a scope the switch and 
footbridge dilemmas. However, when the other types of 
moral dilemmas are considered, the foreign language effect 
takes on a new aspect: meanings of the dilemmas 
themselves might change between the two conditions, and 
the central tendency in permissibility judgment might work 
in the foreign language condition. These possibilities are 
important alternative explanations to the foreign language 
effect. Thus, the future research should include various 
types of moral dilemmas other than the switch and 
footbridge dilemmas, and analyze natures of the dilemmas 
in terms of the affective and analytic systems. 
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Dilemmas Factor 1 Factor 2 Factor 1 Factor 2

Switch 0.73 0.16 0.27 0.54

Footbdidge 0.85 0.08 0.94 -0.05

Donor 0.64 -0.06 0.63 -0.17

Hospital 0.57 -0.36 0.20 0.44

Baby 0.30 0.26 0.18 0.48
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Abstract 

Previous research investigating the dynamical processes 
supporting coordinated joint action has typically used non-
goal-directed tasks. The present study expands on this 
research by investigating the coordination that emerges 
among pairs in a complex, goal-directed task of herding 
virtual sheep to the center of a field. The results revealed that 
the majority of pairs converged on the same stable movement 
coordination strategy in order to complete the task. This 
strategy involved pairs moving in an in-phase or anti-phase 
oscillatory pattern around the sheep. By adopting this strategy 
pairs formed an interpersonal synergy. Interestingly, the 
strength of this synergy was modulated by the number of 
sheep being herded. More specifically, more dimensional 
compression was observed among pairs when herding the 7-
sheep compared to herding 3 or 5 sheep. The implications of 
these results for understanding how task difficulty and 
mutually defined environmental co-regulation influenced the 
behavioral dynamics of coordinated joint-action are 
discussed. 

Keywords: joint action; interpersonal synergies; 
coordination; strategy formation 

Introduction 

Joint action is generally defined as a “social interaction 

whereby two or more individuals coordinate their actions in 

space and time to bring about a change in the environment.” 

(Knoblich, Butterfill, & Sebanz, 2011). Examples of joint 

action include moving a couch with a friend, setting the 

table with your partner, playing a game of basketball, or 

deciding with classmates how to tackle an assigned group 

project. 

Although a great deal of previous research has been 

directed towards understanding the top-down processes 

involved in successful joint-action, such as task monitoring 

and action prediction, (Sebanz, Knoblich, & Prinz, 2005; 

Welsh et al., 2007; Atmaca, Sebanz, & Knoblich, 2011), 

understanding the bottom-up behavioral dynamics of joint-

action is equally important (Knoblich, Butterfill & Sebanz, 

2011; Tollefsen & Dale, 2011). This includes determining 

how the physical, informational and environmental variables 

that define a task context and goal operate to structure and 

constrain the patterns of coordinated joint action behavior 

that are possible (Kelso, 1995; Saltzman & Kelso, 1997; 

Warren, 2006; Oullier et al., 2008; Schmidt & Richardson, 

2008).  

With regard to investing the behavioral dynamics of joint-

action, a number of previous studies (Richardson et al., 

2007; Schmidt, Carello, & Turvey, 1990; Schmidt et al., 

1998; Schmidt & O’Brien, 1997) have demonstrated that the 

patterns of movement coordination that occur between the 

rhythmic limb or body movements of interacting individuals 

are equivalent to those observed for intrapersonal interlimb 

rhythmic movement coordination (Haken, Kelso, & Bunz, 

1985) and can be predicted and modeled using a system of 

coupled oscillators (see Schmidt & Richardson for a 

review). This is true, irrespective of whether the rhythmic 

movement coordination that occurs between interacting 

individual is intentional or unintentional (Coey et al., 2011; 

Issartel, Marin, & Cadopi, 2007; Miles et al., 2011; Oullier 

et al., 2008; Richardson et al., 2007; Schmidt & O’Brien, 

1997; van Ulzen et al., 2008). 

One significant implication of the previous research 

examining the dynamics of interpersonal rhythmic 
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coordination is that it suggests that the movements and 

actions of coordinating individuals form an interpersonal 

synergy (Riley et al., 2011). In movement science, a synergy 

refers to the reduction of multiple elements to form a single 

functional unit (Latash, 2008; Turvey, 1990). The motor 

system creates synergies to simplify the movement of 

various components and to promote stability (the elements 

are linked so they can compensate for one other if one is 

perturbed or fluctuates). For example, in human speech the 

elements (the speech articulators, i.e., lips, jaws, tongue, 

vocal tract) become tightly coordinated and are controlled as 

a single unit at the macro-scale. Thus, if one element of the 

speech system (e.g., the lower jaw) is perturbed during 

speech, others compensate in lock step (within as little as 20 

msec delays) in order to assure the intended speech sound is 

achieved (Kelso et al., 1984).  

A defining characteristic of a movement synergy is 

dimensional compression (DC) (Riley et al., 2011). DC 

refers to the reduction of the controlled movement degrees-

of-freedom (df) or overall system dimensionality and results 

from a coupling of component df together, such that the 

movement of one motor df is connected to or dependent on 

the movement of others.  The significance of DC is that it 

not only reduces motor system dimensionality, thereby 

simplifying control, but also improves a system’s functional 

resistance to unexpected situational constraints or 

perturbations via the non-local component adaptations 

(Riley, et al., 2011; Romero et al., under review).  

Although the synergistic property of DC has been 

observed across a range of joint action tasks (e.g., Black, 

Riley & McCord, 2007; Ramenzoni et al., 2011; Riley et al., 

2011; Romero et al., under review), most of this research 

has relied on either non-goal-directed, or minimally goal-

directed tasks. For instances, two individuals rhythmically 

coordinating wrist-pendulums (Black et al., 2007) or one 

individual moving a stick through a hoop held by a partner 

(Ramenzoni et al., 2011). Thus, a more generalized 

understanding of the role of synergistic coordination in 

everyday goal-directed joint-action remains limited. 

Accordingly, the goal of the present study was to expand 

this sub-field of joint-action research by investigating the 

coordination dynamics that occur for a more complex goal-

directed joint-action task. To do this, we designed a simple 

video-game that resembled sheep herding. The goal of the 

game was for pairs of participants to work together to 

contain virtual sheep (i.e. small, ‘wool’-covered balls) 

within the center of a virtual field presented on a large 

tabletop display (see Figure 1a). The sheep were repelled 

away from virtual dogs (grey boxes) that the players’ 

controlled using hand held motion tracking sensors. 

The task was inspired by a single player game employed 

by Dotov, Nie and Chemero (2010), in which subjects used 

a mouse to control an on-screen cursor that repelled objects 

as the cursor approached them. The goal was to move the 

objects to a specific location on a screen. (see also Nie, 

Dotov, and Chemero, 2011.) An important finding was that 

the patterns of fluctuations of participant hand movements 

followed a pattern characteristic of synergistically organized 

systems (Anderson, Richardson & Chemero, 2012; Van 

Orden et al., 2003). We sought to investigate whether the 

behavior of two individuals coordinating together to 

complete a comparable game would also become 

synergistic. Accordingly, the aims of the current study were 

to determine the successful coordination patterns or 

strategies that emerged and then quantify the degree to 

which these strategies resulted in DC. The number of sheep 

(3, 5 or 7) pairs had to corral was manipulated in order to 

determine whether task difficulty (i.e., the number of sheep) 

facilitated the discovery of synergistic stable task solutions. 

 

Figure 1: Illustration of (a) sheep herding room, (b) visual 

display of playing field with sheep dogs represented as 

squares, (c) initial sheep configuration for the 3, 5 and 7-

sheep between-subject conditions. 

Method 

Participants 

Forty-five right-handed undergraduate student pairs from 

the University of Cincinnati participated in the experiment. 

Pairs were randomly assigned to one of three between-

subject conditions, which determined how many sheep they 

needed to herd (3, 5, or 7 sheep). Participants received 

research credit as compensation for participating in the 

experiment. 

Apparatus 

A visual depiction of the sheep herding game is pictured in 

Figure 1b. The game takes place in a top-down view of a 

1.17m by 0.62m fenced grass field. Players were allowed to 

move within the fenced area, with handheld Polhemus 

motion tracking sensors moving grey boxes (hereafter 

referred to as sheepdogs) that that sheep were repelled away 

from. The players’ goal was to contain the balls (hereafter 

referred to as sheep), to the center of a dark gray circle 

measuring 19.2 cm in diameter. Each trial lasted one minute 

and participants were given the goal of keeping all the sheep 

inside the dark gray circle for 70% of the last 45 seconds of 

the trial (the first 15 seconds served as time to set up and 

corral the sheep). If pairs made it past the 70% threshold 

eight times, the experiment ended. Otherwise, pairs 
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continued to play until the end of the 45 minute 

experimental period. 

At the start of a trial, the sheep appeared in the center of 

the field (see Figure 1c). The sheep moved randomly but 

reacted dynamically to the player’s sheepdog location if the 

sheepdog was within 10 cm of the sheep. When a player’s 

sheepdog was within the sheep’s threatened region, the 

sheep would move directly away from the player at a speed 

proportional to the inversed distance squared between the 

sheep and the player. If one of the sheep managed to hit the 

perimeter fence or if all sheep escaped the outer white circle 

measuring 29 cm in diameter surrounding the dark grey 

circle, then the trial ended without a score. Pairs received 

visual feedback regarding their performance at the end of 

each trial (i.e., what percentage of time they managed to 

keep the sheep within the target area). 

Procedure 

Following consent, each participant in the pair stood on 

either side of an elevated table which displayed the sheep 

herding video game from a video projector below the table 

onto a frosted glass top. Participants used Polhemus motion 

sensors with their right hand in order to control their 

sheepdogs. Participants were told to keep the Polhemus 

sensors on the table the entire time. The video game was 

calibrated so that the sheepdog moved directly underneath 

the motion sensor placed on the table. The rules of the game 

were described to the participants and participants were also 

told that they were not allowed to talk to their partner.

Figure 2: Illustration of (a) in-phase and anti-phase behavior, (b) representative time-series data of the last 15 seconds from 

two different pairs, (c) example of relative phase frequency distributions of significantly in-phase and anti-phase movement 

from experiment.

Table 1: Average Proportion of Trials that Exhibit Specific Phase Behavior (Standard Error Listed in Parentheses) 

 

 In-Phase Anti-Phase Both-Phase No-Phase 

3-Sheep 45.45% (10.18%) 29.55% (9.12%) 7.95% (5.66%) 17.05% (6.37%) 

5-Sheep 41.67% (8.95%) 30.56% (8.07%) 5.56% (9.72%) 22.22% (4.66%) 

7-Sheep 55.56% (9.08%) 13.89% (9.80%) 9.72% (2.20%) 20.83% (6.51%) 

Total Average 47.41% (5.21%) 25.00% (4.95%) 7.76% (2.28%) 19.83% (3.26%) 
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Results 
Data from the last 45 seconds of each successful trial 

(containing the sheep at least 70% for that time) were 

analyzed. Of the 45 pairs who participated, one was dropped 

from the study because a fire alarm went off during the 

experimental session. Thirty-one of the remaining 44 pairs 

(70.45%) were able to successfully complete the sheep 

herding game before the end of 45 minute experimental 

period. All but two of the 31 pairs (eleven [78.57%], nine 

[60%] and nine [60%] in the three, five and seven-sheep 

conditions, respectively) settled on a specific strategy that 

involved performing either a semi-circular in-phase or anti-

phase oscillatory pattern of behavior (see Figure 2a). Figure 

2b, shows time series of two representative examples of 

trials illustrating these in-phase and anti-phase movement 

strategies. The remaining two pairs who successfully 

completed the task both resorted to a strategy that involved 

one partner moving in a circular motion rapidly along the 

perimeter of the grey circle region where the sheep had to be 

contained. This strategy was qualitatively unlike what the 

majority of pairs completed, and only involved the actions 

of one participant, while the other would stand idly for the 

majority of time. Because this latter strategy was different 

from the strategy formed by a majority of pairs, and because 

their behavior involved individual, and not joint action, 

these two pairs were also excluded from analyses.  

    The stable patterns of coordination that occurred for the 

29 pairs retained for analysis was evaluated by calculating 

the distribution of relative phase angles formed between the 

lateral (left-to-right) movements of the participants along 

the game field. These distributions included the percentage 

of relative phase angles (calculated using the Hilbert 

transform) that occurred within nine 20° regions of relative 

phase between 0° and 180°. In-phase and anti-phase 

coordination are indicated by a concentration of relative 

phase angles near 0◦ and 180◦, respectively. To determine 

whether participants engaged in in-phase or anti-phase 

oscillatory behavior for a significant proportion of a trial, 

1000 random  relative phase distributions of the same 

sample length to the experimental data were created and 

organized into these bins. The 990th largest value for each 

bin represented our 0.01 significance level, which was 

found to be 12.69% of the total sample length (Varlet & 

Richardson, 2015). Each trial was then checked to 

determine whether the in-phase bin (0-20°) and/or the anti-

phase (160-180°) bins were above the 12.69% cutoff (see 

Figure 2c for emblematic examples of each). Table 1, 

provides a summary of the proportion of trials averaged 

across pairs that were statistically classified as either in-

phase or anti-phase, or exhibit a significant degree of both 

in-phase and anti-phase coordination within a trial or no 

stable phase relationship. An increase in in-phase behavior 

emerges for the 7-sheep condition, with an accompanying 

decrease in anti-phase behavior when comparing trials from 

the first half of successful trials (1-4) with the second half 

(5-8). However, this trend is not significant (Figure 3). 

 

 
 

Figure 3. Strategy (in-phase vs. anti-phase) comparison 

between first and second half of successful trials. 

 

A principle component analysis (PCA) was also 

conducted on the players’ movements to determine the 

degree to which the coordinated behavior of pairs was 

synergistic—the degree of DC—and whether the number of 

sheep that needed to be herded had an effect on the strength 

of interpersonal synergy formed. PCA is a widely used 

statistical technique that identifies covariation within high-

dimensional datasets and in order to remap the data (taking 

the covariation into account) into a space whose axes 

(principal components) represent the dataset’s primary 

dimensions of variation (Daffertshofer et al., 2004; Forner-

Cordero et al., 2005). Those dimensions, termed the 

principal components, can be abstract and need not (and 

typically do not) relate directly to the original measurement 

dimensions. If the original variables are in fact correlated, 

PCA yields a dimension reduction—fewer principal 

components are required to account for most of the variance 

in the dataset than the number of original variables (i.e., 

provides a measure of DC). Finally, note that for PCA only 

successful trials were analyzed. That is, only those trials in 

which pairs reached the 70% herding threshold were 

analyzed. 

  
 

Figure 4. Principle component analysis (PCA) of the 

pair’s controller movement (variables 1 to 4) for the three 

between-subject conditions. 
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The PCA results are shown in Figure 4. A one-way 

between-subject ANOVA, with the number of sheep being 

the independent variable, was conducted on the first 

principle component to determine whether the number of 

sheep had an effect on the proportion of variance that the 

first principal component accounted for (i.e., degree of DC). 

There was a significant main effect on level, F(2,26) = 

12.18, p < 0.001, η2 = 0.48, such that the first principle 

component explained significantly more variance in the 7-

sheep condition than both the 3-sheep (p < 0.001) and 5-

sheep (p = 0.001) conditions. There was no significant 

difference between the 3-sheep and 5-sheep condition (p = 

0.34). 

Discussion 

The goal of the present experiment was to determine: (a) 

whether pairs could work together to successfully complete 

the sheep herding game; (b) what coordination strategies 

would be employed to complete the task; and (c) how task 

difficulty (i.e., number of sheep) would influence the 

patterning and DC of these coordination strategies.  

The results revealed that most pairs quickly learned to 

work together to herd the sheep successfully. Moreover, 

93.5% of the 31 pairs who were able to complete the game 

successfully discovered the same coordination strategies, 

categorized by in-phase or anti-phase pattern of movement. 

That is, pairs converged on the same two stable states of 

coordination known to constrain rhythmic intra- and inter-

personal coordination in general (Kelso, 1995; Schmidt & 

Richardson, 2008) and predicted by the dynamics of 

coupled nonlinear oscillators (Haken et al., 1985). Pairs also 

exhibited significantly more in-phase coordination than anti-

phase coordination, which is consistent with previous 

rhythmic coordination research that has consistently found a 

relative difference in the inherent stability of in-phase and 

anti-phase coordination—in-phase coordination is known to 

be more stable than anti-phase coordination (Kelso, 1995; 

Schmidt & Richardson, 2008). 

With regard to task difficulty, pairs exhibited more in-

phase patterns of movement coordination in the 7-sheep 

condition compared to the 5 and 3 sheep conditions (see 

Table 1). This suggests that decreasing the number of sheep 

increased the number of perturbations affecting the pair’s 

movement dynamics and, thus, resulted in a more 

intermittent pattern of in-phase and anti-phase coordination, 

as well as a greater number of transitions between anti-

phase and in-phase coordination. As discussed in more 

detail below, this appears to be due to a smaller amount of 

sheep co-regulation in the 3- and 5-sheep conditions 

compared to the 7-sheep condition. The more robust in-

phase coordination observed in the 7-sheep condition was 

also associated with the greatest amount of DC as measured 

by PCA. Recall that dimensional compression, or a 

reduction in the number of principle components required to 

explain movement variance, provides a measure of synergy 

strength. Therefore, finding that a significantly greater 

amount of variance was captured by the first principle 

component (and second principle component) for the 7-

sheep condition compared to the 3 and 5 sheep conditions 

therefore implies that the behavioral coordination of pairs in 

the 7-sheep condition was not only more stable, but also 

more synergistic.  

As noted above, the reason for this latter finding appears 

to be due to the fact that the more tightly coupled and 

controlled a pair’s movements were the greater the degree of 

co-sheep-regulation. An artifact of the sheep’s’ random 

movement behavior was that collisions among sheep caused 

their movement to be slower and more collectively 

predictable. Thus, a more tightly coupled and robust in-

phase pattern of movement resulted in a higher probability 

of one sheep hitting another sheep, particularly in the 7-

sheep condition compared to the other conditions. Indeed, 

for the 7-sheep condition a more tightly coupled and robust 

in-phase pattern of movement coordination more often 

resulted in a single slow-moving clump of sheep compared 

to the 3 and 5 sheep conditions (although a degree of 

clumping did occur in the other conditions). In this sense, 

the increased DC observed in the 7-sheep condition not only 

produced a greater amount of sheep-to-sheep regulation, but 

was also a product of this greater sheep-to-sheep regulation. 

Indeed, the clumping behavior seems necessary for the 

observed strategy to emerge. Thus, one would expect that 

removing the ability for the sheep to collide with one 

another (by having them pass through each other), or to 

adjust the speed of the sheep to be similar between 

conditions, will decrease coupling strength (by making the 

task too difficult in the first case, and too easy in the 

second). 

One intriguing possibility is that the co-regulation that 

occurred between the sheep in the 7-sheep condition 

provided an environmental scaffold that supported 

discovering the oscillatory strategy employed by 

participants. If true, future research could explore whether 

individuals discovered the stable in-phase and anti-phase 

patterns of movement coordination that lead to task success 

more quickly the greater the number of sheep. It is 

important to appreciate that although no verbal 

communication was allowed, in a few instances a participant 

would exaggerate their oscillatory movements in what 

seemed to be an attempt to communicate with their partner. 

In instances where this occurred, their partners did not 

immediately alter their behavior in response to these 

motions. However, this non-verbal communication would 

seem to suggest interpersonal differences in the perception 

of stable action possibilities. How and why some 

individuals perceived the task solution before others is 

therefore another interesting question that could be explored 

in future research. 
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Abstract 

The present study investigated the diverse cognitive profiles 

of children learning mathematics in early elementary school. 

Unlike other types of learning difficulties, mathematics 

impairments are not characterized by a single underlying 

cognitive deficit, instead multiple general and numeracy-

specific cognitive skills have been proposed to underlie 

mathematics ability. Combining theory- and data-driven 

approaches, the study investigated cognitive mathematics 

profiles. Participants for this study were 97 children tracked 

from senior kindergarten to grade two, as part of the Count 

Me In Study. Using numeracy, working memory, receptive 

language, and phonological awareness factors, a two-step 

cluster analysis revealed a three-cluster solution. The groups 

were characterized as (1) above average overall, (2) average 

overall with weak visuospatial working memory, (3) poor 

overall with strong visuospatial working memory. Cluster 1 

demonstrated strengths in mathematics and reading, 

compared to clusters 2 and 3. Developmental trends and 

potential interventions are discussed.  

Introduction 

What makes some children better at math than others? At 

the far end of the ability spectrum, there is specific learning 

disability – mathematics, characterized by an individual 

having significantly lower math performance than their 

general performance predicts (Mash & Wolfe, 2013). 

Mathematics disability is characterized by core deficits, 

enumerating sets, comparing quantities, and other features 

(Butterworth & Reigosa, 2008). The reading comparison of 

mathematics disability, specific learning disability – 

reading, is connected to a core deficit in phonological 

processing. Interventions for reading disability can target 

this core deficit and improve reading ability (Mash & 

Wolfe, 2013). There is no agreed upon core deficit in 

mathematics disability. Instead, several underlying factors 

have been investigated, suggesting the existence of math 

disability subtypes (Szucs et al., 2013) and distinct 

pathways to mathematical success (Lefevre et al., 2010; 

Sowinski et al., 2015). Theoretical approaches describe 

mathematics ability with domain-general and domain-

specific explanations. Domain-general explanations involve 

individuals’ skill in more general cognitive structures (e.g., 

visuospatial working memory, working memory). Domain-

specific explanations emphasize underlying numeracy 

abilities (e.g., subitizing and magnitude representation; 

Butterworth & Reigosa, 2008).  

These theoretical frameworks have led to the suggestion 

of mathematics difficulty subtypes (e.g., Hassinger-Das et 

al. 2014; Jordan, 2007; McCloskey et al., 1985; Temple, 

1997) and the investigation of subtypes through data-driven 

approaches (Archibald et al., 2013; Bartelet et al., 2014). 

The present study combined these approaches to explore the 

cognitive profiles of elementary school children, tracked 

longitudinally from senior kindergarten (SK) to Grade 2, 

learning mathematics. 

Domain-specific explanations of mathematics difficulty 

address specific impairments in numeracy abilities proposed 

to underlie mathematics ability, including subitizing and 

estimation, and neuroabnormalities in numeracy-dominated 

brain areas (Davis et al., 2009; Landerl, 2013). In subitizing 

tasks, individuals enumerate sets of dots as quickly as 

possible without counting. Typically, children can subitize 

(enumerate without counting) three or four dots. Children 

with mathematics impairments typically show greater 

increases in response time (RT) as the size of the set 

increases. Children with typical mathematics skill usually 

display similar RTs for sets of 1-3 dots (Landerl, 2013). 

Performance on subitizing tasks has been proposed as a key 

discriminator of math ability (Penner-Wilger et al., 2007). 

Among children with poor mathematics skill, subitizing 

slopes are much steeper (Landerl, 2013).  

In contrast, domain-general explanations involve 

processes not specific to mathematics (e.g., executive 

control, language systems, the visuospatial system, 

Butterworth & Reigosa, 2008; Szucs, et al., 2013). 

Examining children with “pure developmental dyscalculia,” 

Szucs et al. (2013) contrasted five theories of developmental 

dyscalculia (magnitude representation, working memory, 

inhibition, attention and spatial processing). Using a variety 

of math-specific and general cognitive measures, the 

researchers supported deficits in working memory, 

inhibition, attention, and spatial processing, but did not find 

support for deficits in magnitude representation – which has 

been the dominate domain-specific explanation of 

mathematics difficulty (De Smedt & Gilmore, 2011; Piazza 

et al., 2010; Rouselle & Noel, 2007). Neuroimaging data 

supports Szucs et al.’s (2013) assertion (Davis et al., 2009). 

Using functional magnetic resonance imaging (fMRI), 

Davis et al. (2009) illustrated neural activation differences 

in spatial working memory areas, not in magnitude 

representation areas, among children with mathematics 

difficulties, compared to matched children. Additionally, 

Davis et al. (2009) suggests children with mathematics 

learning difficulties use developmentally immature 

strategies to solve mathematics problems, compared to their 

non-impaired peers (as a result of their spatial memory 

deficits) leading to slower RTs in arithmetic fluency tasks.  

Data-driven approaches have used cluster analysis to 

investigate the cognitive profiles of children with 

mathematics difficulties. Bartelet et al. (2014) used a variety 
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of math-specific and general cognitive measures and 

identified six profiles of mathematics difficulty: (1) weak 

mental number line (poor number line task performance), 

(2) weak approximate number system (poor non-symbolic 

performance), (3) spatial difficulties (poor spatial working 

memory), (4) access deficit (poor symbolic knowledge and 

counting skills), (5) no numerical cognitive deficit (strong 

verbal working memory skills without concurrent deficits in 

numeracy measures), (6) garden variety (many numeracy 

and general cognitive deficits). These profiles are similar to 

many of the subtypes suggested by theory-driven research. 

Archibald, et al. (2013) investigated the cognitive profiles of 

children with language, reading, and math learning 

difficulties using a large epidemiological sample. Children 

were given a battery of standardized tests measuring 

language, reading fluency, phonological awareness, general 

intelligence, working memory, and arithmetic ability. 

Archibald et al., (2013)’s profiles were characterized by: (1) 

below average across most measures, (2) below average 

sentence recall (3) below average reading efficacy, (4) 

below average math and reading, (5) below average math 

fluency, (6) and above average overall. The math 

impairment group displayed high performances in general 

intelligence, despite arithmetic weaknesses. Since Archibald 

et al. (2013) did not include wider range of general (e.g., 

processing speed, nonverbal reasoning) and math-specific 

(e.g., subitizing, estimation) variables, these numeracy and 

cognitive skills within these profiles cannot be evaluated. 

However, Archibald et al. (2013) identified comorbidity 

between reading and mathematics difficulty, and the 

absence of comorbidity between mathematics difficulty and 

specific language impairments, suggesting the possible 

contribution of low reading skill to mathematics difficulty.  

Investigating children of all math performance levels, 

LeFevre et al. (2010) tested a model of associations between 

early cognitive precursors, numeracy skill, and math 

outcomes. This model identifies three pathways that precede  

math ability: quantitative (numeracy), linguistic (receptive 

vocabulary and phonological awareness), and spatial 

attention (visuospatial working memory). These pathways 

contribute independently to numeracy skills during the early 

years of formal education and are differently related to 

performance on many math outcome measures. Each of the 

pathways were related to performance on numeration and 

calculation ability, as well as symbolic number line 

estimation, but the spatial pathway was not involved in 

magnitude comparison. Least surprisingly, the linguistic 

pathway was the only pathway to account for variability in 

word reading, but more surprisingly, it was the only 

pathway to be involved in all mathematics outcomes. This 

research indicates the diversity present in math performance 

and suggests that an individual may compensate for 

weaknesses in one area of performance with strengths in 

other pathways. This research also highlights the importance 

of considering the role of linguistic skill in math 

performance, as indicated by the relation of the linguistic 

pathway to each of the math outcomes.  

Recently, Sowinski et al. (2015) revised the Pathways 

Model (LeFevre et al., 2010) by considering more 

quantitative measures. In the refined model, only the 

quantitative and linguistic pathways, and not the working 

memory pathway, accounted for unique variance in 

calculation and number knowledge, suggesting the 

contribution of pathways depends on the cognitive task. 

Mathematics ability cannot be explained by a singular 

factor. Rather, independent pathways to mathematics 

success exist along with distinct profiles of mathematics 

ability characterized by a range of deficits in numeracy and 

general cognitive abilities. Building from previous 

theoretical and data-driven approaches, the present study 

investigates the cognitive profiles of children by following 

clusters of children longitudinally from SK to grade two and 

evaluating their performance on mathematics, reading and 

general cognitive measures. It is proposed that cognitive 

profiles will be formed based on SK subitizing, language 

skills, and visuospatial working memory and that these 

profiles will have distinct math and reading outcomes in 

Grades 1 and 2, based on the models tested by Lefevre et al., 

(2010), additionally, profiles are not expected to differ on 

processing speed or phonological working memory (e.g., 

Bartelet et al., 2014). 

Methods 

Participants 

Participants were 97 children (51 male, M = 71.7 months, 

SD = 3.98 months, range = 18 months) tracked 

longitudinally over three years from SK to Grade Two. 

Participants were drawn from the Count Me In project, a 

large longitudinal study, and were recruited from seven 

schools in three Canadian cities. Parental consent was 

attained for all children who participated in the study.  

 

Materials 

Screening Variables (Senior Kindergarten) 

Subitizing. Children’s ability to enumerate sets without 

counting was measured using a subitizing task. In this task, 

1-6 dots are displayed on a computer screen. Three trials 

were presented for each dot array, for a total of 18 trials. 

The dots for each trial were displayed in pseudo-random 

arrangements. Subitizing slopes were computed using the 

median RTs for 1-3 dots and the best fitting regression line 

was calculated for each child. This RT slope was used as the 

measure of subitizing. A higher slope suggests the child is 

counting the three dot display while a lower slope suggests 

that the child is subitizing the dot display.  

 

Visuospatial Working Memory. A computerized variant of 

the Corsi Block task was used to measure of visual-spatial 

working memory. In this task, children viewed a frog 

jumping in sequence from one lily pad to another and 

included nine lily pads dispersed on the laptop screen 

(DeStefano & LeFevre, 2003; αc  = .699, N = 191). Children 

completed one practice trial and 12 experimental trials, with 
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the length of the span ranging from 2 to 7. The task was 

stopped when the child made two consecutive errors. 

Children’s maximum span was used as the measure of 

visuospatial working memory. 

 

Phonological Awareness. Phonological awareness was 

measured using the Elision subtest of the Comprehensive 

Test of Phonological Processing (CTOPP; Wagner, 

Torgesen, Rashotte, 1999). Children heard a word and were 

asked to say the word again, but omit a sound (e.g., brat 

without the ⁄ r ⁄). Children’s Elision grade standardized 

scores from SK (M = 10, SD = 3) were used as the measure 

of phonological awareness.  

 

Receptive Language. The Peabody Picture Vocabulary 

Test – Revised – Form B (PPVT; Dunn & Dunn, 1997) was 

used to measure receptive language. Children were shown a 

set of four pictures and chose the picture that corresponded 

with a verbally presented vocabulary word. The words 

increased in relative difficulty as the test progressed. The 

task was terminated after the child made six errors in eight 

consecutive questions. Due to the high performance level of 

the children participating in Count Me In, the starting set for 

the PPVT was raised to one set higher than suggested by 

Dunn and Dunn (1997). PPVT SK scores, standardized by 

grade (M = 100, SD = 15), were used as the measure of 

receptive language.  

 

Evaluation Variables (Grades 1 & 2) 

 

Mathematics Achievement (KeyMath Numeration). The 

Numeration subtest of the KeyMath Test-Revised 

(Connolly, 2000) covers concepts including quantity, order, 

and place value. Raw Numeration scores from Grade 1 and 

2 were used as measures of mathematical achievement. 

 

Mathematics Achievement (Woodcock-Johnson 

Calculation). The Calculation subtest of the Woodcock-

Johnson Tests of Achievement (WJ-Math; Woodcock & 

Johnson, 1989) covers mathematical problems that increase 

in difficulty from basic addition (i.e., 1 + 1) to matrix 

algebra. The test was stopped once the child made six 

sequential errors or believed that they could not answer any 

more questions. Children’s Grade 1 and 2 raw scores were 

used as measures of mathematical achievement.   

 

Arithmetic Fluency. Children’s arithmetic fluency was 

measured in a single digit addition task. Children were 

instructed to sum single digit addends as quickly as possible 

without making many errors. Children’s Grade 1 and 2 

median RT were used as measures of arithmetic fluency.  

 

Reading Skill. The Word Identification subtest of the 

Woodcock Reading Mastery Test – Revised/ Normative 

Update, Form G (WJ-Reading; Woodcock, 1998) was used 

to assess reading skill. Children were shown a set of words 

(e.g., cat) and were asked to read each word. The words 

increased in relative difficulty as the test progressed. The 

test was terminated when the child made six consecutive 

errors, including errors of pronunciation. Children’s Grade 1 

Word Identification Scores (M = 100, SD = 15) were used as 

the measure of reading skill. Reading measures were not 

collected in Grade 2. 

 

Nonverbal Reasoning. The analogy subtest of the 

Cognitive Intelligence Test (CIT; Gardner, 1990) was used 

to assess children’s nonverbal reasoning. Children were 

presented with a pattern of blocks with one missing block. 

Children were asked to select the correct response from a set 

of possible solutions arranged across the bottom of the page. 

The task was stopped after six consecutive errors. Using the 

KR-20, the total reliability of the CIT was determined to be 

.90. Children’s standardized Grade 2 scores were used as the 

measure of nonverbal reasoning. Non-verbal reasoning 

measures were not collected in Grade 1. 

 

Phonological Working Memory. Children completed a 

reverse digit-span task as a measure of working memory. 

Children were asked to recall a series of spoken digits 

presented by an on-screen dog character. Children repeated 

the numbers in the reverse order to which they were 

presented (14 trials; Orsini et al., 1987). Children must hold 

and manipulate the numbers, rather than simply storing the 

numbers in this task. Digit lengths started at two and 

increased in length until the child was inaccurate for both 

trials of a certain length. Participants’ Grade 1 maximum 

reverse span was used as the measure of phonological 

working memory. Phonological working memory measures 

were not collected in Grade 2. 

 

Processing Speed. Children completed a simple choice 

reaction time task as a measure of processing speed. 

Children were presented with one of two types of stimuli (X 

or O). Children then had to press the appropriate key as 

quickly as possible without making an error. Children 

completed 24 trials in one minute. Children’s mean RT from 

SK to Grade 2 was used as the measure of processing speed. 

Procedure 

In May of each year (Kindergarten – Grade 2), children 

were tested by trained research assistants. Computer tasks 

and pencil-and-paper tasks were given in two separate 

sessions lasting between 15 and 30 minutes, with sessions 

extended as necessary. The order of tasks was consistent 

each year. In the first session, children completed the 

subitizing, arithmetic fluency, Corsi, processing speed, and 

digit span measures. During the second session, children 

completed the CIT, KeyMath, WJ-Math, PPVT, CTOPP, 

and WJ-Reading measures. Each year, children were 

engaged in approximately one hour of testing time.  
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Results 

Cluster Analysis 

Four screening variables (subitizing, visuospatial working 

memory, phonological awareness, and receptive language) 

were entered into a two-step cluster analysis, with the log-

likelihood as the distancing measure and Schwarz’s 

Bayesian Criterion (BIC) as the clustering criterion. The 

two-type cluster analysis revealed a three-factor solution 

with an average silhouette statistic of 0.4. Descriptive 

statistics for the clusters are reported in Table 1. The 

clusters were characterized by (1) above average overall, (2) 

average overall with weak visuospatial working memory, 

(3) poor overall with strong visuospatial working memory. 

More specifically, cluster one displayed average subitizing 

(approximately at median), very strong visuospatial working 

memory (cluster mean at 75th percentile of sample), very 

strong phonological awareness (cluster mean at 75th 

percentile of sample), and strong receptive language. Cluster 

two showed very weak visuospatial working memory 

(cluster mean at 25th percentile of sample), average 

phonological awareness (cluster mean at sample median), 

slightly below average receptive language, and average 

subitizing. Cluster three was characterized by very strong 

visuospatial working memory (cluster mean at 75th 

percentile of sample), very weak phonological processing 

(cluster mean below the 25th percentile of sample), very 

weak receptive language (cluster mean below the 25th 

percentile of sample), and slightly below average subitizing.  

Analysis of Mathematical Outcomes 

To assess the longitudinal mathematical outcomes of the 

different clusters, a 2(Grade: one, two) x 3(cluster 

membership: one, two, three) mixed factorial ANOVA was 

performed with KeyMath, WJ-Math, addition fluency as 

dependent variables. 

For KeyMath Numeration, there was a main effect of 

grade; children correctly answered more questions in grade 

two (M = 13.9, SD = .33) than they did in grade one (M = 

10.8, SD = .32), F(1,85) = 99.25, p < .001, 2 = .54, power 

= 1.0. Additionally, there was a main effect of cluster 

membership, F(2,85) = 9.09, p < .001, 2 = .18, power = 

.97. Using Tukey’s HSD, post-hoc analyses revealed that 

children in cluster one performed better on the KeyMath (M 

= 13.9, SD = .38) than children in cluster 2 (M = 12.2, SD = 

.43, t(74) = 2.38, p = .008) or those in cluster 3 (M = 11.1, 

SD = .65, t(56) = 3.24, p = .001. 

Table 1: Descriptive statistics for clusters 

 

 

 

 

 

 

 

For Woodcock-Johnson Calculation, there was a main 

effect of grade; children correctly answered more questions 

in grade two (M = 11.7, SD = .30) than they did in grade one 

(M = 8.0, SD = .28), F(1,85) = 128.09, p < .001, 2 = .60, 

power = 1.0. There was also a main effect of cluster 

membership, F(2,85) = 13.63, p < .001, 2 = .24, power = 

1.0. Tukey’s HSD post-hoc test revealed that children in 

cluster 1 correctly solved more questions (M = 11.4, SD = 

.31) than those in cluster 2 (M = 9.1, SD = .36, t(74) = 3.21, 

p < .001) or those in cluster 3 (M = 9.1, SD = 54., t(56) = 

2.92, p = .002). 

For addition fluency, a main effect of grade was observed. 

When in grade two, children were faster to solve small 

addition problems (M = 2347 ms , SD = 75.6 ms) than when 

in grade one (M = 4138 ms , SD = 182.4 ms), F(1,85) = 

125.96, p < .001, 2 = .60, power = 1.0. Additionally, there 

was a main effect of cluster membership, F(2,85) = 8.73, p 

< .001, 2 = .17, power = .97. Tukey’s HSD post-hoc test 

revealed children in cluster one were faster (M = 2646 ms , 

SD =  148.6 ms) than children in cluster two (M = 3364 ms, 

SD = 170.2 ms, t(74) = 3.21, p < .001) or those in cluster 

three, (M = 3719.3, SD = 257.4, t(56) = 3.25, p < .001). 

Third, a quantitative interaction between cluster 

membership and grade was observed, F(2,85) = 7.50, p = 

.001, 2 = .15, power = .94. As illustrated in Figure 1, 

although slower in grade one than their cluster 2 peers, 

children in cluster 3 reached the same level of addition 

fluency in grade 2 as there their cluster 2 peers. However, 

children in clusters 2 and 3 did not reach the addition 

fluency levels of their cluster 1 peers in grade two.  

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1: Interaction between cluster and grade for addition 

fluency. 

Analysis of Reading Outcomes 
To assess the reading outcomes of the different clusters, a 

one-way between subjects ANOVA was performed with 

Grade 1 standardized Woodcock-Johnson Word 

Identification scores as the dependent variable. Reading 

scores were not available for Grade 2. There was a main 

effect of cluster membership, F(2,86) = 7.90, p = .001. 

Using Tukey’s HSD, post-hoc analyses revealed that 

children in cluster one had stronger reading skills (M = 

124.2, SD = 12.02) than cluster two (M = 117.6, SD = 12.01, 

t(74) = 1.67, p = .048) or cluster three (M = 110.4, SD = 

12.70, t(56) = 3.25, p = .001).  

Analysis of General Cognitive Outcomes 
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To determine if the clusters differ on more general 

cognitive outcomes, two separate one-way between subjects 

ANOVAs were conducted with nonverbal reasoning and 

phonological working memory as dependent variables. 

Additionally, a 3(grade: SK, one, two) x 3(cluster 

membership: one, two, three) mixed factorial ANOVA was 

used to assess potential differences in processing speed.  

The clusters were found to differ in their nonverbal 

reasoning ability, F(2,94) = 4.62, p = .012. In post-hoc 

analysis, Tukey’s HSD revealed that children in cluster one 

had stronger nonverbal reasoning skills (M = 106.8, SD = 

12.52) than cluster two (M = 97.9, SD = 14.24, t(80) = 1.99, 

p = .013), but not stronger than cluster three (M = 99.4, SD 

= 14.77, t(62) = 1.67, ns). The clusters were not found to 

differ in their phonological working memory, F(75) = .45, 

ns. 

In the mixed design factorial ANOVA, a main effect of 

grade was observed for processing speed, F(2,85) = 26.20, p 

< .001, 2 = .24, power = 1.0. Tests of within-subjects 

contrasts revealed a linear trend, indicating that children’s 

processing speed decreased as they moved into older grades, 

F(1,84) = 56.45, p < .001, 2 = .40, power = 1.0. There was 

no main effect of cluster membership, indicating that 

processing speed did not differ by cluster, F(2,84) = 1.12, 

ns, 2 = .03, power = .24. Nor was there an observed 

interaction, F(4,83) = .79, ns, 2 = .02, power = .25. 

Discussion 
The present study investigated cognitive profiles of 

children in kindergarten, formed using cluster analysis 

based on subitizing, visuospatial working memory, 

phonological awareness and receptive language, and the 

associated learning outcomes for the different cluster groups 

in Grade 1 and 2. The clusters were characterized as (1) 

above average overall, (2) average overall with weak 

visuospatial working memory, and (3) poor overall with 

strong visuospatial working memory. Across a variety of 

outcome measures, children in cluster one outperformed 

their peers, longitudinally in both Grade 1 and 2. These 

children displayed strong math scores (arithmetic ability, 

arithmetic fluency, numeration and calculation skills), and 

stronger reading skills than their peers in clusters two and 

three. Encouragingly, these children represented the largest 

portion of the sample (47%). However, over half the 

sample, underperformed in comparison to cluster one. 

Children in these clusters present with distinct cognitive 

profiles with unique strengths and weakness. Successful 

interventions may draw on the strengths of these children, to 

compensate for their weaknesses and to improve their 

achievement outcomes.  

Longitudinal trends for arithmetic ability and fluency 

indicate that children in cluster one maintained their 

advantage over the next two years. In the present study, 

children in clusters two and three did not compensate for 

their early performance deficits as formal education 

continued. In arithmetic fluency, children in cluster three, 

who were slower to accurately complete addition problems 

in grade one than their peers, reached the performance level 

of their cluster two peers by grade two. Despite these rapid 

performance increases, neither children in cluster two nor in 

cluster three reached the performance level of children in 

cluster one. In this study and in other work (Aunola et al., 

2004), we see evidence that children who start school with 

poor numeracy skills do not catch up to their peers as formal 

education progresses. Therefore, there is a need for early 

identification of at-risk children and interventions targeted 

to children’s pattern of strengths and weaknesses to increase 

performance outcomes.   

Children in cluster two showed weakness in their 

visuospatial working memory, but average phonological 

processing, receptive language, and subitizing. Leferve et al. 

(2010)’s Pathways Model would suggest that the strengths 

in the linguistic and quantitative pathways can be targeted to 

maximize the success of these students. Conversely, 

children in cluster three, who displayed weaknesses in in 

phonological awareness and receptive language, but strong 

visuospatial working memory systems might benefit from 

interventions targeted to utilize their visuospatial 

competence. Interventions targeted toward children’s 

strength may offer greater likelihoods of success (Gary et 

al., 2012).  

It is possible that the differences in cognitive profiles 

observed in the present study and in previous work (e.g. 

Archibald et al., 2013, Bartelet et al., 2014) are due to 

underlying differences in processing speed or general 

working memory capacity. However, no differences in 

processing speed or phonological working memory were 

seen between the clusters, suggesting it is visuospatial 

working memory, specifically, and subitizing abilities that 

underlie math ability, rather than broader processes 

involving pure speed or general working memory resources.  

Some researchers suggest that differences in mathematical 

ability stem from core differences in magnitude comparison 

(De Smedt & Gilmore, 2011, Piazza et al., 2010; Rouselle & 

Noel, 2007), others suggest differences in visuospatial 

working memory better account for differences in math 

ability (Davis et al., 2009; Szucs et al., 2013). 

Unfortunately, our study did not include a magnitude 

comparison task during SK, however our study does 

indicate the importance of the visuospatial system, along 

with quantitative and linguistic skills in math performance.  

The results of the current study suggest (1) early 

identification measures to determine which students are at 

risk for math difficulties and (2) cluster-based interventions 

that target children’s strengths as a means to improve their 

math outcomes. Our lab is currently designing such 

interventions. 
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Abstract 

Metaphors are commonly used by individuals to represent and 

reason about time in daily conversations. These metaphors are 

often paired with gestures that reveal the possible axes along 

which our internal conceptualisation of time may be aligned 

against. The present study attempts to use such gestures as 

temporal primes to investigate how individuals conceptualize 

time. Results revealed effects of congruency along the sagittal 

axis, but not the lateral. This suggests that individuals 

primarily represent time most strongly along the sagittal axis. 

Implications for models of how individuals represent time as 

well as methods of investigating how time is represented in the 

mind are discussed. 

 

Keywords: Time; gestures; priming 

Introduction 

According to Lakoff and Johnson’s (1999) Conceptual 

Metaphor Theory, abstract concepts such as time are 

grounded in more concrete dimensions such as space or 

motion. For example, in English, as well as the majority of 

languages of the world, metaphors referring to time are 

arranged primarily along the sagittal axis (Radden, 2003), 

e.g., “I am looking forward to tonight’s dinner” and “It is 

good that we put our past behind us”.  

Recent research have found evidence for a lateral timeline. 

Past-related concepts are situated on the left, while future-

related concepts are placed on the right for English speakers, 

mirroring the way they read and write (e.g., Boroditsky, 

Fuhrman & McCormick, 2011). Previous findings have also 

provided evidence for a mental timeline running along the 

sagittal axis (e.g., Walker, Bergen & Nunez, 2013; Ulrich, 

Eikmeier, de la Vega, Fernández, Alex-Ruf & Maienborn, 

2012), whereas others failed to find that (e.g., Fuhrman, 

McCormick, Chen, Jiang, Shu, Mao & Boroditsky, 2011). 

Studies that found evidence of a lateral timeline (but not a 

sagittal one) often used response congruency as their main 

means of investigation. This method is based on the spatial-

temporal association of response codes (STEARC) effect, 

and “past-related” or “earlier” responses have been found to 

be responded to faster from a congruent location than an 

incongruent one (e.g., in the case of the lateral timeline, “past” 

responses made with the left hand/button/key should be 

faster than if the response had to be made on the right). This 

congruency effect between temporal event and spatial 

location is taken to suggest the existence of a ‘mental time 

line’ (Ishihara, Keller, Rossetti & Prinz, 2008). However, 

one of the factors that determine how an individual 

represents time is the immediate presence of spatial 

representations that may be recruited to help them think 

about time (e.g., Casasanto & Boroditsky, 2008; Casasanto 

& Bottini, 2014). In studies that use response congruency as 

their main means of investigation, the required mode of 

response naturally becomes the spatial frame that is most 

cognitively available for participants to co-opt for thinking 

about time. Hence, it is entirely possible that any results 

found may arise from task demands; requiring participants to 

make specific motor responses would naturally evoke 

transient directional spatial frames that they then recruit on 

the spot to represent time. As such, findings of a lateral plane 

(and the absence of a sagittal plane) may be a product of the 

response congruency methodology, rather than how people 

naturally represent time in their minds. 

In the present study, we propose a new means of 

investigation that circumvents the potential problem of the 

response congruency method. Instead of varying the 

response keys for past and future responses, we kept the 

method of response consistent throughout, focusing instead 

on accessing temporal representations directly through 

priming. An advantage of this is that by having each target 

serve as its own control, while holding other aspects of the 

experiment constant, it is possible to determine if the 

conditions evoked by the prime are responsible for any 

differences observed. In essence, rather than relying on 

specific responses as a proxy to mental timelines (which may 

be heavily influenced by such responses), the usage of 

priming allows for a direct investigation of temporal 

representations in the mind while circumventing any 

inclination towards a particular axis as a result of the 

imposition of specific response frames. To that end, our 

study makes use of stimuli that is commonly encountered in 

everyday conversations about time: Gestures. Gestures are 
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spontaneous hand movements produced by speakers when 

they speak and convey substantive information (McNeill, 

1992). Speakers have commonly been found to produce 

gestures along both sagittal and lateral planes when talking 

about time (Casasanto & Jasmin, 2012). As such, the 

prevalence of gestures accompanying temporal speech may 

imply a possible role of bodily motion in temporal cognition 

and communication of such temporal concepts. Previous 

studies have reported that iconic gestures are capable of 

priming semantically related words and concepts (Wu & 

Coulson, 2011; Yap, So, Yap, Tan & Teoh, 2011). In 

essence, the usage of gestures as primes may present a means 

to access the very same objects or concepts they represent. 

Furthermore, the usage of gestures yokes the axis of interest 

to the gesturer, allowing participants the freedom to interpret 

time without the constraint of specific response methods.  

As such, by using temporal gestures as primes, in 

conjunction with binaural auditory tokens which have been 

found to be as effective as visual stimuli in probing temporal 

concepts (Ouellet, Santiago, Israeli & Gabay, 2010), the 

present research hopes to probe temporal concepts directly 

without using any specific method of response as a proxy. 

Experiment 1 

In Experiment 1, we investigated the sagittal axis. Previous 

studies found mixed evidence for a mental timeline spanning 

the sagittal axis. However, given the abundance of sagittal 

metaphors in text corpus in languages around the world (e.g., 

“I am looking forward to seeing you”; Radden, 2004), 

researchers have been reluctant to discount its existence. 

Since past-related concepts are commonly situated behind 

the individual in English, a temporal gesture indicating an 

area of space behind the gesturer should prime past-related 

concepts and aid in the temporal judgement of past-related 

words, and forward gestures for future-related words. 

Method 

Participants. A group of 44 undergraduates from the 

National University of Singapore participated in the study for 

course credit or payment. All participants were English-

Mandarin bilinguals who have studied in Singapore for at 

least 10 years. Participants reported their level of proficiency 

in English and Mandarin using a language background 

questionnaire and indicated that their first language was 

English and they had better proficiency in it than Mandarin. 

Design. A 2 (Temporality: past- vs. future-related word) x 2 

(Congruency: congruent vs. incongruent) within-subject 

design was used. Congruency was determined with respect 

to the gesturer, so a point towards the back is considered to 

be congruent if it was paired with a past-related word, and 

incongruent if paired with a future-related one. 

Materials. Time-related words were chosen from the online 

Oxford Dictionary (2015). Ten students from the same 

population sample, but who did not take part in the main 

experiments, rated how past- or future-related the words 

were. A 5-point Likert scale was used, with 1 representing a 

strongly past-related word, 5 a strongly future-related word, 

and 3 being a temporally neutral word. A final set of 80, with 

an equal number of past- and future-related words, was 

chosen from words that were rated as either past- (<3) or 

future-related (>3). Interrater reliability was high and there 

was high agreement between raters on whether a word was 

past- or future-related, Cronbach’s α = .967. Characteristics 

of the chosen words are summarised in Table 1 and the words 

themselves can be found in the Appendix.  

Within each temporal category, the words were further 

divided into two equal sub-lists, with each group being either 

paired with a congruent gesture (e.g., the model pointing to 

her left + “yesterday”) or an incongruent gesture (e.g., the 

model pointing to her right + “olden”). Thus, each word was 

paired with either a related or unrelated gestural prime for 

each participant in a Latin-squared fashion, and across all 

participants, all targets were preceded equally often by 

related and unrelated gestural primes.  

As past and future words could not be made identical, 

separate one-way analyses of variance (ANOVAs) were 

conducted between each sub-list to ascertain that the words 

were properly distributed between sub-lists. 

Results showed the temporal words were matched across 

sub-lists on word duration, log-transformed hyperspace to 

analog (HAL) frequency, phonological neighbourhood 

density, number of phonemes, number of syllables and 

phonological Levenshtein distance (all Fs < 1).  

All stimuli were spoken by a linguistically trained female 

speaker and recorded digitally in 16-bit mono, 44.4Tim kHz, 

.wav format. 

Two gesture video clips were paired with either related or 

unrelated temporal words. These gesture clips were 

constructed by recording silent videos of a female actor 

facing and looking at the camera and pointing either 

backwards or forwards along the sagittal axis. The video 

included the actor’s face. One video was made for each 

gesture of interest, with an emphasis on its stroke. (Figure 1 

shows a snapshot of the gestural stimuli used.) 

 

Figure 1. Snapshot of the gestural stimuli with the gesturer 

pointing forwards. 

Procedure. The experiment was conducted using E-Prime 

2.0 and the data was collected using the PST Serial 

Response Box (Schneider, Eschman, & Zuccolotto, 2002). 

Participants were seated in front of a 17-inch screen and 

instructed to make a temporal judgement, as quickly and 

accurately as possible, of the word using the response box  
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with the left- and right-most buttons assigned to Past-related 

and Future-related, respectively. To minimize the 

imposition of a spatial frame, the response box was situated 

at a central location relative to the participant, and the 

response keys were situated in close proximity to one 

another. Each trial began with a gesture video clip lasting 

1000 ms, immediately followed by an auditorily presented 

temporal word to be judged as either past- or future-related. 

Prior to the actual experiment, 10 practice trials were 

administered to familiarize the participants with the 

experiment. There were a total of 80 experimental trials and 

participants were allowed a break after every 20 trials 

Results and Discussion 

For the reaction time (RT) data, only correct judgements with 

RTs more than 200 ms and less than 3000 ms were included 

in the analyses. Following which, the overall mean and SD 

of each participant’s RT was calculated and trials with 

latencies being 2.5 SDs above or below each participant’s 

mean RT were removed. These trimming criteria resulted in 

a removal of 5.00% of accurate trials. Overall accuracies 

were all very high (M = .91, SD = .06). 

 The mean RTs across the 4 conditions in Experiment 1 

are summarised in Figure 4. A two-way repeated-measure 

ANOVA was conducted on participants’ mean RTs by 

congruency (congruent vs. incongruent) and temporality 

(past vs. future). 

Participants were found to judge past-related and 

future-related words equally quickly (1348ms vs 1346ms), 

F(1,43) = 0.01, p > .05. More crucially, participants were 

found to respond faster to congruent gesture-word pairs 

(1335ms) than to incongruent pairs (1360ms), F(1,43) = 

4.372, MSe = 6238, p < .05. The interaction between the two 

variables was not significant (p > .05). In other words, an 

effect of congruency was found along the sagittal plane 

indicating that gestures were able to prime temporal concepts 

that were either congruent or incongruent with the auditory 

target. Furthermore, the effect of congruency was found to 

mirror the spatio-temporal metaphors commonly recruited to 

talk about time, with the past situated behind the individual 

and the future, ahead. Having established that our paradigm 

was capable of priming temporal concepts, we proceeded to 

investigate the lateral axis using the same method. 

 

 

 

Figure 2. Average RTs for responses in Experiment 1 (error 

bars indicate 1 standard error above and below the mean) 

Experiment 2 

In Experiment 2, we addressed the following question: 

Would individuals be found to represent time along the 

lateral axis, as shown in previous studies, when a non-

response congruency method was employed? If so, we 

expected that when a primed temporal gesture was congruent 

with the word to be judged (e.g., a temporal gesture 

indicating “left” + “yesterday”), responses would be faster 

than when the primed temporal gesture was incongruent (e.g., 

a temporal gesture indicating “right” + “yesterday”). Since 

past-related concepts have previously been found to be 

situated on the left, a temporal gesture that indicates the left 

should prime past-related concepts and aid in the temporal 

judgement of past-related words, and vice versa for future-

related words. 

Method 

Participants. Forty-four undergraduates from the National 

University of Singapore participated in the study for course 

credit or payment. All participants were English-Mandarin 

bilinguals who have studied in Singapore for at least 10 

years. Participants also reported their level of proficiency in 

English & Mandarin using the same language background 

questionnaire as in Experiment 1 and indicated that their first 

language was English and they had better proficiency in it 

than Mandarin. 
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Table 1: Average Word Properties of the Word Sets in the Experimental Conditions 

 

                Past-related words        Future-related words 

 M SD M SD 

Word Duration (ms) 853.38 166.27 821.68 165.16 

Log HAL Word Frequency 8.08 2.17 9.08 1.96 

Phonological neighbourhood size 1.4 3.74 4 7.52 

No. of Phonemes 6.7 1.86 6.58 2.21 

Phonological Levenshtein distance 3.02 1.06 2.55 1.01 

Temporality rating  1.58 0.39 3.99 0.24 
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Design. The same design as Experiment 1 was used. 

Materials. The same words in the previous experiment were 

used. Two gesture video clips were constructed by recording 

silent videos of the same female actor pointing either left or 

right the lateral axis. One video was made for each gesture 

of interest, with an emphasis on its stroke. Figure 3 shows a 

snapshot of the gestural stimuli used. 

 

 
 

Figure 3. Snapshot of the gestural stimuli with the gesturer 

pointing to her left. 

Procedure. The experiment employed the same procedure 

as in Experiment 1. 

Results and Discussion 

The same trimming criteria were used as in Experiment 1, 

and resulted in the loss of 5.97% of accurate trials. Once 

again, overall accuracies were very high (M = .90, SD = .06). 

 The mean RTs across the 4 conditions in Experiment 1 

are summarised in Figure 2. A two-way repeated-measures 

ANOVA was conducted on participants’ mean RTs, by 

congruency and temporality. 

Overall, neither variable was found to exert an effect on 

the obtained RTs (ps > .05). There was no difference in 

response latencies between congruent and incongruent pairs 

(1359ms vs 1374ms), F < 1, as well as past- and future-

related words (1355ms vs 1378ms), F(1,43) = 1.68, MSe = 

607152, p > .05. In addition, the interaction was also not 

statistically significant (p > .05). Our results appear to run 

contrary to previous findings of individuals favouring the 

lateral axis for representing time, reflecting both reading and 

writing directions (see Fuhrman et al., 2011). This 

discrepancy is discussed further in General Discussion.   

 

 
Figure 4. Average RTs for responses in Experiment 1 (error 

bars indicate 1 standard error above and below the mean) 

General Discussion 

The results of the present study did not replicate the 

congruency effect found along the lateral axis in previous 

studies that have used the response congruency method in 

their investigations. A significant effect of congruency was 

found along the sagittal plane, however, providing further 

support for a mental timeline that is aligned along the sagittal 

axis. 

 Our results support the notion that spatiotemporal 

metaphors found in language reflect temporal concepts in the 

mind (Lai & Boroditsky, 2013; Lakoff & Johnson, 1999). 

The overwhelming abundance of metaphors aligned along 

the sagittal plane in both English (Radden, 2004) and 

Mandarin (as compared to vertical ones; Chen, 2007), 

coupled with the almost complete absence of lateral 

spatiotemporal metaphors would conceivably predispose 

individuals in representing time along the sagittal axis, rather 

than the lateral or vertical axes. More recent studies have also 

found evidence that the left-right mapping of time along the 

lateral axis may not be as strong as the sagittal one (Eikmeier 

& Ulrich, 2014).  

Participants in our study did not show evidence of a 

mapping of time along the lateral axis. This suggests that it 

might be possible that the previously found 

conceptualization of time along the lateral axis is a result of 

the methodologies employed by response congruency 

methods. However, it is unlikely that this possibility can 

account fully for previous findings as there have been studies 

that do not employ response congruency methods have also 

found evidence for time representations arrayed along the 

lateral axis (e.g., Fuhrman et al., 2011).  Hence, rather than 

the lateral timeline being a product of the paradigm, it could 

be that the response congruency methodology serves to make 

prominent this lateral representation, thereby predisposing 

participants to preferentially adopt that frame for thinking 

about time at the point of the experiment.  

Why then did our lateral temporal gestures not 

predispose our participants into adopting a conceptualization 

of time along the lateral axis? After all, it has been proposed 

by Casasanto and Jasmin (2012) that the lateral axis is of 

greater informational value and changes along this axis are 

often easier for interlocutors to perceive than the sagittal 

axis. A possible reason behind this unexpected finding could 

be due to the nature of the stimuli chosen for our 

experiments. Words such as “primordial” or “impending” are 

more akin to general deictic expressions of time that point in 

the direction to either the “past” or “future” with respect to 

the “present”. This is in contrast with sequential expressions 

of time that array events in a sequential manner (E.g., 

Monday comes before Wednesday or lunch comes after 

breakfast). Further to this, isolated words are more likely to 

be perceived of as deictic rather than sequential, given that 

the latter requires a point of reference that needs to be set 

with respect to the word. As noted by Casasanto & Jasmin 

(2012), people are more likely to produce lateral gestures 

than sagittal gestures when using sequential expressions of 

time. The reverse is true when deictic expressions are used. 
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Hence, it might be possible that sagittal gestures are more 

meaningful when paired with deictic expressions of time 

than lateral gestures. As such, our lateral temporal gestures 

would not be as useful as the sagittal temporal ones 

considering our largely deictic stimuli. Further studies could 

potentially determine if sagittal gestures aid the 

comprehension of deictic expressions of time and if lateral 

gestures aid the comprehension of sequential expressions, 

given their greater co-occurrences. 

While our new paradigm provides a useful method of 

investigating how individuals represent time, it is not without 

its limitations. For one, our method of response (using the 

left and right keys of a response box oriented laterally for 

both experiments) may have been subject to a shortcoming 

of the response congruency method by providing a spatial 

frame that participants might have then used to represent 

time. However, we found no evidence of it predisposing 

participants in adopting a representation of time along the 

lateral axis. Furthermore, the effect of congruency along the 

sagittal plane that was found is unlikely to be a result of our 

response method, given that the layout is different from the 

plane being investigated (lateral response vs. sagittal plane). 

Nonetheless, future studies could adopt the use of non-spatial 

responses such as vocal responses (e.g., Walker et al., 2014).  

 The present study also has implications for future 

investigations into the structure of our mental timeline. When 

a response congruency method is not adopted, individuals are 

withheld from any readily available spatial frames that they 

might potentially adopt to transiently represent time. As a 

result, effects of congruency along the lateral axis are 

diminished, and individuals are less constrained in 

conceiving about time. Such findings are partially replicated 

in Lai and Boroditsky (2014, Study 2) where, when allowed 

to point to regions in space instead of being constrained 

along certain modes of response, participants are found to 

represent time along the sagittal axis as well when asked to 

arrange events in temporal order. In short, as noted by 

Walker et al. (2013), the majority of space-time associations 

observed thus far in response congruency experiments (e.g., 

Boroditsky et al., 2011; Fuhrman & Boroditsky, 2010) could 

have arisen from the particulars of the experimental 

paradigm being used.  

 Future studies may explore if these findings are 

particular to gesture or if other spatial stimuli (e.g., arrows) 

may similarly prime temporal concepts in individuals. The 

sagittal spatialization of time has been proposed to be 

oriented with respect to an individual’s sagittal axis, and is 

grounded in the experience of front-back locomotion that our 

bodies are accustomed to (Clark, 1973, Lakoff & Johnson, 

1999; Radden, 2004). As such, while other spatial stimuli 

may prime temporal representations, gestural stimuli 

involving seeing another person may be most effective in 

priming the sagittal timeline. Furthermore, given that an 

individual’s representation of time appears to be heavily 

influenced by sensorimotor systems that coincide with 

human movement, having participants perform these 

gestures may result in a stronger priming of the sagittal 

timeline. This may then be reflected in greater effects of 

congruency in a similar paradigm wherein participants are 

tasked with producing the gestures themselves instead of 

watching a video of an actor. Studies that investigated 

Mandarin speakers have also found evidence of a top-to-

bottom pattern of aligning time along the vertical axis (e.g., 

Fuhrman et al., 2011) as well as corresponding gestures 

along this axis (Chui, 2011), mirroring Chinese 

spatiotemporal metaphors that place past concepts higher 

than future ones. Future investigations may also look into 

Mandarin speakers using vertical gestures and Mandarin 

words or phrases as stimuli to see if the vertical metaphors in 

their language would predispose them in adopting a vertical 

plane for the representation of time. 

 In conclusion, we present a novel paradigm in which 

gestures may act as a means by which we may access an 

individual’s implicit spatial conceptualization of time. This 

paradigm may provide future researchers with a way to 

investigate how individuals construe time without 

constraining them through necessitating particular modes of 

response, and may reveal patterns that would otherwise be 

obscured as a result of task demands.   
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Appendix 

 

List of words used as stimuli for the experiments. 

 

Past-Related Words   Future-Related Words 

aged memoir  advanced future 

ancestor nostalgia  after hence 

ancient obsolete  ahead impending 

antique old  anticipated later 

archaic outdated  approaching looming 

before passe  brewing modern 

beforehand preceding  coming nearing 

bygone precursor  conclusion next 

classic predecessor  consequently pending 

dated prehistoric  destiny prophesy 

defunct previous  emerging prospective 

departed primitive  ensuing resulting 

earlier prior  eventually someday 

extinct recollection  expect soon 

flashback reminiscence  fate subsequent 

forefather retrospect  final succeeding 

former stale  following thereafter 

fossilized timeworn  forecast tomorrow 

history vintage  foretell ultimately 

initial yesterday   forthcoming upcoming 
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Abstract 

Children understand early in development that different 
people know different things, and they are adept at using 
this information to select appropriate sources of 
information (Lutz & Keil, 2002). However, in the current 
digital age, information may be gathered from both 
humans and technological sources that select and present 
information as humans do. Using methods designed to 
study epistemic trust in human informants (e.g., Koenig, 
Clement, & Harris, 2004), the current study investigates 
children’s and adults’ selective trust in a technological 
and human informant. Children (ages 4 and 5) and adults 
were presented with queries designed to probe their 
willingness to seek out and accept information from 
human versus technological informants. The results 
demonstrate that 4-year-olds prefer to seek information 
from a human informant, but by age 5, children show an 
increasing preference for the technological informant. 
The relationship between children’s trust and their 
experience with technology is also discussed. 

Keywords: epistemic trust; technology; information 
 
A mere generation ago, an individual wondering why 
the sky is blue or who invented the typewriter would 
find that the boundaries of their intellectual world did 
not extend far beyond the local library or the best guess 
of a community member. Today, we interact with a 
world wide web of information that represents a new 
level of interactivity, ease of access, and volume to 
information searches. Less than 10 years after the web 
was created, the majority of American adults had 
accessed the Internet at least once (Pew Research 
Project, 2000) and today over 42% of the earth’s 
population has access to the Internet.1 This level of 
information access raises important questions about 
how technology affects learning and understanding, 
particularly among children raised in this information-
rich, highly technological environment. To date, there 
have been no studies examining how children’s 
interactions with technological informants converge 
with or diverge from interactions with human 

                                                             
1 http://www.internetworldstats.com/stats.htm 

informants, particularly early in development when 
children’s epistemological concepts are still rapidly 
changing. 

The study described below examines children’s 
epistemological judgments about a human and a 
technological informant. For our purposes, a 
technological informant is a device or program that 
selects information from a very large knowledge base, 
such as the World Wide Web, and presents it to a user. 
One common example of this is a search engine, such 
as Google, that answers questions or provides links in 
response to a specific query. Thus, much like human 
informants, technological informants act as a selection 
mechanism for information. However, what makes 
technological informants unique from humans is that 
they are mechanical devices that presumably lack 
beliefs and intentions. Thus, the information a 
technological informant provides is not selected with 
the goal of facilitating learning, but rather it is likely to 
be driven by algorithms based on location, sponsorship, 
website popularity, etc.  
   The existing literature on young children’s 
understanding of search engines and the Internet is 
extremely limited, or largely anecdotal; however, the 
literature on children’s understanding of computers 
provides a starting point for considering how children 
may view technological informants. By age 5, children 
understand the basic biological and psychological 
differences between humans and computers, such as the 
fact that computers are not alive and do not experience 
emotions (Scaife & van Duuren, 1995; Mikropoulos, 
Misailidi, & Bonoti, 2003). However, not until later in 
elementary school do children understand what 
computers can do (e.g., store information; 
Subrahmanyan, Gelman, & Lafosse, 2002) and what 
kinds of questions they can and cannot answer 
(Danovitch & Keil, 2008). Although these experimental 
results are informative, the computers referenced in 
these studies were not described as providing access to 
the Internet and it is unclear whether participants were 
familiar with the Internet. By accessing the Internet, 
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technological informants can draw from a vast amount 
of information and they are much more interactive than 
previous generations of technology, yet even children 
with extensive experience using the Internet fail to 
appreciate its structure and complexity (Yan, 2005, 
2006, 2009). These findings provoke an important 
question: If children do not understand the nature of the 
Internet, then how do they evaluate the information 
provided by technological informants that primarily 
draw information from Internet sources? Do they 
conceptualize them as they do human informants, 
granting them the properties of psychological agents, or 
do they view them as non-agents, as they might a non-
interactive, non-human information source, such as a 
book? 
   Recent advances in understanding the development of 
children’s social cognitive skills inform our approach. 
For the vast majority of human history, the main way to 
obtain information that could not be directly observed 
has been to consult other people, who would then select 
evidence for you. Given that children acquire much of 
their information about the world from others, it is not 
surprising that young children quickly develop 
relatively sophisticated means of judging potential 
informants and the information that they provide. 
Children as young as age 3 consider individuals’ prior 
accuracy when determining who to consult or whose 
testimony to believe (e.g., Koenig, Clement & Harris, 
2004; Birch, Vauthier, & Bloom, 2008). Children also 
take into account factors such as familiarity (Corriveau 
& Harris, 2009), group membership (Elashi & Mills, 
2014), and access to relevant information (Nurmsoo & 
Robinson, 2009) when determining whom to trust. 
Although the vast majority of epistemic trust research 
has involved comparisons between human sources, 
recent work has shown that children apply some 
principles of epistemic trust to non-human informants, 
such as animated characters encountered in the media 
(Danovitch & Mills, 2014) and computers with 
differing rates of prior accuracy (Danovitch & 
Alzahabi, 2013). 
   Here we examine children’s epistemic trust in 
technological and human informants. Our design is 
based on established methods for measuring epistemic 
trust (e.g., Koenig, Clement, & Harris, 2004), where 
participants must choose between two people that vary 
on some dimensions (including familiarity, knowledge, 
etc.) in order to learn a piece of novel information. 
Based on prior findings that 4-year-olds hold a fragile 
view of the differences between people and computers 
and the function of computers, and our assumption that 
5-year-olds have more exposure to and experience 
using technology, we expected to find developmental 
differences where older children would show greater 
trust in a technological informant than their younger 
counterparts. 

 
Method 

Participants 
Twenty 4-year-olds ranging from 3.99 to 4.96 (Mage = 

4.34, 12 males) and 20 5-year-olds ranging from 5.03 to 
6.03 (Mage = 5.48, 12 male) participated at preschools or 
a university laboratory in an urban area. The majority of 
the children’s parents (n = 28) also completed a brief 
survey about their child’s experience with and access to 
technological devices. The majority of the children 
were identified by their parents as Caucasian-American 
and non-Hispanic. Twenty-one undergraduates (Mage = 
23, 5 male) at an urban university also participated. 
Adults were tested individually in a university lab 
following the same procedures as the children.  

 
Materials & Procedure 

For this experiment, we elaborated on the standard 
selective trust paradigm developed by Koenig and 
colleagues (e.g., Koenig, Clement, & Harris, 2004). In 
order to control for the differences in how questions are 
typically presented to human and technological 
informants (verbal vs. typed on a keyboard) and the 
medium in which answers are provided (e.g., humans 
speak but computers provide printed responses), we 
used presentation software to display information from 
both informants in windows on a laptop computer with 
a 15 inch screen. The windows were the same size and 
they featured editable text boxes with adjacent question 
mark buttons (see Figure 1).  
 

 
 
Figure 1: Screenshot of desktop with editable windows 
featuring the human and technological informant. 

 
The technological informant was represented using a 

“search” window containing a magnifying glass icon. 
The experimenter typed questions into a blank box 
underneath the icon, and when the button was pushed, 
the icon disappeared and was replaced by a large 
rotating hourglass. After rotating for 5 seconds, the 
hourglass was replaced by an image representing the 
program’s response to the query (e.g., an image of a 
rabbit in response to the query “what animal eats 
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carrots?”). The human informant was presented in a 
schematically similar manner in a window labeled 
“chat.” The icon in this window was the silhouette of a 
person, and when a question was entered and the 
question mark button was pressed, it was replaced with 
video of an adult male. The man initially looked down 
(off screen) for approximately 5 seconds before looking 
back up as he presented his response by holding up an 
image printed on a sheet of paper. For each set of 
responses, the images were approximately the same size 
on the screen, and the hourglass spun in the search 
window for exactly as long as it took the actor to lift his 
image, so that the timing was equivalent between 
informants. 

Other materials included line drawings and digital 
images that the informants presented as their answers to 
queries. Colored line drawings of familiar animals (e.g., 
rabbits, cows, etc.) were used during familiarization 
trials. Digital images or colored line drawings were 
used as needed to represent the options presented in 
endorse trials. 
 
Procedure 

At the beginning of the experimental session, the 
experimenter informed each participant that he or she 
would be learning about animals from two different 
sources and explained that one source was “a computer 
program that can look for answers to questions on the 
Internet” and the other source was “a live video chat 
with a person who lives in another city.” During the 
introduction, the experimenter opened and displayed 
the windows corresponding to each source.   
 
Familiarization Trials Each session continued with 4 
familiarization trials that involved questions about 
information familiar to young children (e.g., what 
animal says moo?). The experimenter read each 
question aloud as she typed the question into each 
informant’s text box and each informant gave an 
answer in turn. The first informant’s response remained 
on screen while the other informant presented a 
response so that both responses would be available at 
the end of each trial. Children were then asked to state 
the correct answer to each question. In order to 
establish that both informants were accurate but fallible, 
each informant responded to 75% of the familiarization 
questions accurately (i.e., each was wrong on one item 
that the other answered correctly). The order in which 
the informants were queried was counterbalanced so 
that half of the participants always saw the human 
informant answer first, and the other half always saw 
the technological informant answer first. Following the 
familiarization trials, participants were presented with 
three ask trials followed by three endorse trials.  
 

Ask Trials The three ask trials consisted of questions 
about unfamiliar animals that most children would not 
be able to answer (e.g., where do pangolins sleep?). The 
experimenter read each question, and then asked the 
participant “where should I go for an answer?” These 
trials were designed to probe participants’ preference 
for seeking out information from the human versus the 
technological informant. 
 
Endorse Trials In each of three endorse trials, the 
experimenter read a question about a novel animal (e.g., 
What do blickets have on their bodies?). She then 
submitted it to each informant by typing into the text 
box in each window and each informant presented a 
different, conflicting answer (e.g., fur or feathers). 
Participants were then asked to endorse one answer. 
The purpose of these questions was to examine 
participants’ selective trust in information received 
from the human and technological informants. The 
answer presented by each informant was 
counterbalanced across participants. 
 
Technology Questionnaire Parents of child 
participants completed a brief questionnaire with 4 
sections. In the first section, parents indicated how 
often their child had observed adults (including the 
parent) interacting with different types of websites or 
apps on a device that could access the Internet. 
Responses ranged from “never” (0 points) to “every 
day” (4 points). Parents provided ratings for 5 specific 
types of websites or apps: educational sites, games, 
sites for looking at pictures or videos (e.g. Youtube), 
sites for looking up information (e.g., Google), and sites 
for video conferencing with another person (e.g., 
Skype). In section two, parents used the same scale to 
rate how often their child had personally used each type 
of website or app, for the same 5 categories. In section 
three, parents were provided with a list of 12 
technological devices, including computers with 
Internet access, smartphones, and tablets (e.g., iPad), 
and were asked to indicate which ones were present in 
their home. In section four, parents were asked to 
indicate the age at which their child first heard a book 
being read to them, first experienced “screen time” 
(watching TV, movies, or other screen based media), 
first actively interacted with a technological device, and 
first experienced a video conference with another 
person. 
 

Results 
In order to establish that participants were paying 

attention to the informants and were sufficiently 
knowledgeable to detect errors in the evidence 
presented by each informant, we examined children’s 
and adult’s accuracy on the familiarization trials. Adults 
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were perfect (M=100%) on this task, and children’s 
accuracy (M4yo = 96%; M5yo = 98%) did not 
significantly differ from adult accuracy. Thus, 
participants were sufficiently attentive to encode the 
accuracy of each informant. 

For ask and endorse trials, we coded preferences for 
the technological informant as a “1” and human 
informant as a “0,” and we averaged these responses in 
order to generate a composite scores ranging from 0 
(privileging the human informant) to 1 (privileging the 
technological informant). A repeated-measures 
ANOVA with Age as a between-subjects factor and 
Trial-type as a within-subjects factor revealed a 
significant main effect for Age, F(2,57) = 23.2, p < 
.001, ηp

2 =.45, as well as a significant Age x Trial-type 
interaction, F(2,57) = 9.0, p < .001, ηp

2 =.24. The main 
effect of Age was embedded in the Age x Trial-type 
interaction, which we further explored with post-hoc 
Bonferroni-corrected analyses. These analyses revealed 
that, when presented with ask questions, adults 
preferred to ask technological informants significantly 
more often than children (M = .95), ps < .001, but 4-
year-olds (M = .28) did not significantly differ from 5-
year-olds (M = .45, see Figure 2). Endorse trials 
revealed a slightly different pattern, where adults (M = 
.67) and 5-year-olds (M = .68) endorsed technological 
informants at rates significantly higher than 4-year-olds 
(M = .40), ps < .05, yet the responses provided by 
adults and 5-year-olds did not significantly differ from 
each other. 

When we examined these results across Trial-type by 
Age, a different pattern emerged for each age group. 
There was no significant difference in 4-year-olds’ 
informant preferences across ask and endorse trials. 
Five-year-olds responded differently to each trial type. 
On ask trials, they showed no preference for asking 
either informant, but their preferences shifted 
significantly towards trusting the technological 
informant for endorse trials, p < .05. Adults exhibited 
yet another pattern, revealing a strong preference for 
the technological informant on ask trials, but a 
significantly reduced preference for it on endorse trials, 
p < .01. 

Ask and endorse questions probe potentially different 
intuitions, and thus it is interesting that participants’ 
responses differ. To facilitate interpretation, it is also 
important to identify where response patterns differ 
from chance levels. We evaluated response patterns by 
Age and Trial-type using one-sample t-tests to compare 
scores to chance responding (chance = .5). 

On ask trials, 4-year-olds preferred to ask human 
informants (M = .28) at a rate significantly greater than 
chance, p < .01. However, 5-year-olds did not show a 
significant preference for either informant (M = .45), 
and adults overwhelmingly preferred to ask the   

 

 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
Figure 2: Proportion of trials where participants 
selected the technological informant. Values range from 
0 (always selecting the human informant) to 1 (always 
selecting the technological informant). Error bars are 
standard error. 
 
technological informant (M = .95), p < .001. It is 
important to note that these group means were 
representative of individual responses patterns within 
each age group. For example, most individual adults 
and 4-year-olds showed a pattern of preference for 
technological and human informants, respectively, and 
five-year-olds’ mixed responses were truly variable and 
did not reflect a bimodal distribution where children 
were split between strongly favoring the technological 
informant or the human. On the endorse trials, 4-year-
olds exhibited no significant tendency to endorse either 
informant (M = .40), while 5-year-olds (M = .68) and 
adults (M = .67), were significantly more likely to 
endorse answers they received from the technological 
informant, ps < .05.  

With respect to the technology questionnaire, of the 
28 children who had a parent complete the 
questionnaire, all reported that their child interacted 
with technological devices at least a few times per 
month. All children also had at least 3 types of 
technological devices present in their home (M = 7.61). 
Notably, 89 percent of children observed adults 
searching for information on the Internet at least a few 
times per month and 32% of the children observed this 
behavior at least a few times per week. In addition, 75% 
of children had experience observing adults video 
conferencing and 61% had personally engaged in video 
conferencing at least once. Parents reported that their 
children had first experienced screen time at a mean age 
of 13 months old (range = 0 months to 2 years) and 
interacted with technology at a mean age of 22 months 
old (range = 6 months to 3 years, 5 months old).  
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Discussion 
We presented 4- and 5-year-old children and adults 

with opportunities to express their preferences for a 
human versus a technological informant in two 
situations: when deciding which informant to consult in 
order to answer a question, and when deciding which 
informant’s information to endorse. Two interesting 
patterns emerged. First, preferences for seeking 
information from the technological informant increased 
with age, beginning with a strong preference for the 
human informant at age four that transitioned into no 
preference by age five, and then a strong preference for 
the technological informant among adults. It is notable 
that responses were fairly consistent among individuals 
in each age group. This overall pattern suggests that a 
dramatic shift in preferences for technological 
informants between childhood and adulthood. Second, 
4-year-olds endorsed answers provided by 
technological and human informants equally, yet 5-
year-olds and adults endorsed statements by the 
technological informant significantly more often. This 
suggests that the sharp increase in the endorsement of 
technological informants between ages 4 and 5 is 
maintained into adulthood.  

One factor that may have influenced children’s 
responses was their actual experience using 
technological informants. According to their parents, 
most of the children in our sample had exposure to 
technological devices and most of them had observed 
adults using a technological device to obtain 
information. In addition, the children’s exposure to 
technology had typically begun by their second 
birthday. What is interesting, though, is that despite 
having been exposed to technology early in life, young 
children did not show a strong preference for the 
technological informant; in fact, at age 4, they often 
trusted the person over the Internet search engine. In 
contrast, by age 5, children began to shift their trust 
towards the technological informant. 

One potential explanation for this shift is that it is 
linked to children’s growing awareness that print can be 
used to convey information. Recent findings 
demonstrate that as children learn how to read, they 
begin to prioritize printed information over oral 
testimony (Eyden, Robinson, Einav & Jaswal, 2013; 
Robinson, Einav, & Fox, 2013). Because technological 
devices that access the Internet typically provide text-
based information, children may need to understand the 
value of text in order to appreciate the value of 
technological informants. Another possibility is that at 
age 5 children become more attuned to the range of 
information that can be accessed by the technological 
informant and the fact that human knowledge is more 
limited (Danovitch & Keil, 2008). Children may also 
solidify their awareness that technological devices are 
not intentional agents and that, consequently, 

technological devices are not subject to the influences 
that could undermine a human agent’s reliability (e.g., 
an intention to deceive). Thus, children may begin to 
believe that information obtained from the Internet is 
more likely to be accurate. Future research is necessary 
to explore these possibilities. 

Our current findings suggest that, when given the 
choice between obtaining information from an Internet 
search engine or a person, children exhibit a strong bias 
in favor of human informants early in development. 
Over time, children’s trust in information provided by 
an Internet search engine grows, but their desire to seek 
out information from a technologically driven 
information source lags behind their reliance on the 
information that the source provides. This is a 
provocative narrative, but in order to test it effectively 
more information is needed about children’s exposure 
to technology, and how these experiences shape their 
understanding of technological informants as targets of 
epistemic trust.  

Our findings also raise questions about the broader 
consequences of obtaining information from 
technological informants. For instance, it remains 
unclear to what extent we treat technological 
informants as we do human informants, using the 
information that they present to us to shape our 
knowledge and inductions. If we treat technological 
informants as we would human teachers, is it 
problematic that we make pedagogical assumptions 
about them that are unfounded? For example, a teacher 
presents information to learners designed to aid 
learning and to highlight key concepts, but 
technological informants (e.g., search engines) employ 
algorithms that lack the intentions and beliefs that are 
inherent in human-to-human pedagogical experiences. 
As the Internet becomes a more ubiquitous part of our 
lives and we consult it more frequently to find answers 
to our questions, it is critical to explore the assumptions 
we make about technological informants, and 
investigate the consequences that these assumptions 
may have for our understanding. Given children’s 
increasingly early exposure to technological informants, 
it is also essential that we understand their early 
intuitions about the capacities and limitations of 
technological devices in terms of obtaining information. 
Our study represents an important first step in 
evaluating how we learn from and relate to 
technological information sources in the modern digital 
age, and the timescale over which this relationship 
develops. 
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Abstract

This paper describes an evolutionarily plausible description of of
a specialized working memory system involved in information
management for high-order cognitive tasks through its capability
for controlled maintenance and schematic access to symbolic rep-
resentations. Along a volatile serially accessible symbolic stor-
age that serves a basic maintenance function the system utilizes
other accessory volatile memory systems along long-term mem-
ory (LTM) and learning systems for execution of schematic access
to its content. Accessory systems can help encode the episodic
information including the current state of the task and more im-
portantly provide a means for address-based access to the content
of symbolic storage. LTM and learning systems help map the cur-
rent state of the task onto execution programs and thus help render
schematic access and process of the retained symbolic informa-
tion. Implications of this feature of the model are examined for
the case if concurrent-counting task.
Keywords: Symbolic Working Memory; Volatile Memory; State
Registry System; Working Memory; Selective Access;

The concept of working memory (WM) has emerged from
a general interest in understanding the function of memory in
the context of goal-oriented behavior. WM is often used to
refer to the capability of provisional retention of selective in-
formation in a mode which is accessible to running processes.
Research on working memory in cognitive science is tradition-
ally concerned with high-order cognitive tasks. In this realm
WM is often described as a universal limited capacity pool of
information kept in an active state where cognitive processes
can bind to their needed information. This universal pool is
equipped with a universal set of processes which allow con-
trolled utilization of its storage capacity with respect to the
status of the task. This view of a universal pool of informa-
tion equipped with a universal set of control processes which is
deeply embedded in standard models of WM can barely stand
up to the challenge of explaining the body of evidence gathered
over near half a century. Here I give a brief summary of some
of these challenges that have recently motivated proliferation
of new WM models.

Involvement of long-term memory A monumental chal-
lenge facing standard models of WM is defining the nature
of WM storage and its relationship with long-term memory
(LTM). Popular models of WM either assume a complete dis-
sociation between WM storage and LTM (Baddeley, 1992,
2000) or assume that WM as an entirely LTM-embedded con-
struct (Cowan, 1999; Ruchkin, Grafman, Cameron, & Berndt,
2003; Oberauer, 2009). However, recent evidence suggests
‘selective involvement’ of LTM in storing information for WM
tasks which seems to equally challenge both these views. Re-
cent neural evidence suggests that previous assumption about
complete dissociation between LTM and STM (Scoville &
Milner, 1957; Atkinson & Shiffrin, 1968; Shallice & Warring-
ton, 1970) need to be revised at least with respect to retain-

ing information in novel WM tasks where involvement of the
hippocampal area of the human brain –known for encoding
LTM – has become evident (Ranganath & Blumenfeld, 2005;
Ranganath, Cohen, & Brozinsky, 2005; Olson, Page, Moore,
Chatterjee, & Verfaellie, 2006; Jonides et al., 2008). Based on
behavioral evidences some researchers have reached to a sim-
ilar conclusion in assuming non-waiverable role for a primary
STM along a secondary LTM component in working memory
(Davelaar, Goshen-Gottstein, Ashkenazi, Haarmann, & Usher,
2005; Unsworth & Engle, 2007). There have been some the-
oretical efforts for explaining a role for both LTM resources
and STM resources in WM storage determined by a trade-off
between the cost of capacity limitation in STM resources and
the cost of learning and interference of memory traces in LTM
resources (Ericsson & Kintsch, 1995; O’Reilly, Braver, & Co-
hen, n.d.). These models although assume a dual nature for
storage in WM tasks yet are not specific about where utilizing
LTM resources is obligatory (Ranganath & Blumenfeld, 2005;
Olson et al., 2006).

Ambiguity in describing control processes The concept of
‘control processes’ was first introduced to explain the variance
in the capacity of a presumed universal structural short-term
store (Miller, 1956; Broadbent, 1958) by considering the pos-
sibility of controlled and voluntary use of processes that can
help optimize encoding and retention of information in this
structure (Atkinson & Shiffrin, 1968, 1971). The idea of sub-
ject’s discretionary control over resources of memory became
the most distinctive aspect of WM research agenda and gained
a crucial theoretical status when inspired by the architecture of
digital computers Baddeley and Hitch assumed a central exec-
utive (CE) unit as the embodiment of control functions and in
charge of regulating storage components (Baddeley & Hitch,
1974). Yet, after four decades of efforts for describing func-
tions and mechanisms of CE, this ‘most important’ component
of standard WM models is often described as the ‘least under-
stood’ component of these model (Repovs & Baddeley, 2006;
Baddeley, 2012). Baddeley once revised his initial description
of CE as a collection of strategic control processes to a unit
which exert controls over its subsidiary storage units through
controlling limited executive attentional resources. This re-
vision helped relate WM to executive resources of the brain
which are believed to be predominantly localized in prefrontal
regions of the brain. These resources are particularly necessary
for rendering complex and novel responses where automatic
responses need to be inhibited as their outcome may conflict
with the goal of the task. However, relating control processes
of WM to executive resources of the brain has broadened the
scope of questions facing WM models. The challenge lies in
articulating a relationship between CE and storage components
which is consistent with dominant views of functioning exec-
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utive resources through inhibition of automatic responses or
selection through biasing.

Inconsistencies with an evolutionary plausible narrative
It is well accepted in perception research communities that
working memory and short-term memory should be dissected
into functionally specialized faculties each serving a prob-
lem of adaptive importance to the function of brain. Func-
tioning of these specialized short-term memory systems in
perception-action routines are described in terms of schemas
that explain the flow of information with respect to its spe-
cific function (Arbib, 1992). This functional modularity fits
standards of evolutionary psychologists in describing cogni-
tive systems (Cosmides & Tooby, 1994b; Barrett & Kurzban,
2006). In comparison the dominant narrative of WM in cogni-
tive psychology as a universal, general-purpose, functionally
non-modular and centrally controlled cognitive faculty does
not integrate well with growing trends in cognitive science
for viewing cognitive capabilities in a broader scope and in
relationship with low-level functions of the nervous system
(Barsalou, 1999) or as a continuation of an evolutionary pro-
cess (Cosmides & Tooby, 1994a).

This paper gives a description of a working memory sys-
tem whose functional domain spans high-order cognition by
virtue of its speciality in retaining symbolic codes of human
language that potentially empower a diverse set of tasks. The
proposed system features schematic use of sensorimotor sys-
tems for management of information which can be the target
of executive control mechanisms. In this sense, the proposed
model has necessary elements for integrating executive atten-
tional resources into an information management system. The
proposed system also provides a novel explanation of contribu-
tions of volatile short-term and long-term memory resources in
providing different modes of access to information.

The Symbolic Working Memory
General framework
What is described here is a working memory system which is
fundamentally dependent on the evolution of human language.
The very systems that are at the core of perception and artic-
ulation of communication signals in an open ended communi-
cation system provide the capacity of controlled retention of
disposable information in the form of code segment with sym-
bolic representation function that feed to cognitive processes.
This system is far from description of a universal and general
purpose WM system which can serve cognition in any form or
facet. In this sense storage capacity of such a system should
not be viewed as an instance of a universal store or pool of in-
formation (Broadbent, 1958; Atkinson & Shiffrin, 1968). The
symbolic working memory system however, appears as a ubiq-
uitous system with a crucial role in many high-order cognitive
tasks that in some form rely on processing abstract represen-
tation of specialized sensory and motor codes that belong to
human symbolic system for communication.

The system is a composite system with different functional
modes with a a variable configuration depending on the func-
tional mode. Even for its most basic function in simple con-
trolled retention of symbolic codes the system relies concerted
operation of a sensory and a motor system. The system relies
on a distributed control system when collaboration of several

subsystems is required. Functioning of the system at differ-
ent level are described in terms of schema language a control
theoretic representation of functions and mechanisms in neural
systems (Arbib, 1992; Noori & Itti, 2013).

In a more complicated functional mode which supports se-
lective access to content of SWM the system utilizes different
sources of volatile memory in addition to learning system to
employ a data structure that allows selection of a particular
segment symbolic code. It is in this latter functional mode that
involvement of hippocampal regions of the brain will become
necessary and LTM practically plays a role in executive func-
tions and rendering complex access to the content of volatile
components of SWM which is required for schematic process-
ing of information.

Components of the system
1. Volatile Serial Symbolic Storage The core component
of every SWM system which provides its basic functionality of
retention of symbolic codes is a volatile serial symbolic stor-
age. The crucial role of this system stems from the functional
versatility of symbolic codes of human language in cognitive
functions. The most ubiquitous implementation of such a sys-
tem is the phonological loop (PL) (Baddeley, Lewis, & Val-
lar, 1984) however, PL is not the only possible implementa-
tion of such system. Sign language as another alternative form
of human language features a a system similar to PL which
is capable of retention of symbolic codes of sign language
(Wilson & Emmorey, 1997). This system is indeed a neces-
sary arrangement between perception and production systems
of every form of language which features open-ended set of
lexemes. This component can be described in a more generic
form and as a result of coupling of sensory and motor sys-
tems which are responsible for perception and articulation of
symbolic signal of the language. The evolutionary purpose for
forming a loop between the a sensory/perceptual system and
a motor/articulatory system is learning motor representations
for automatic articulation of signals which are similar to sam-
ple signals provided by a mentor. Both perceptual and produc-
tion subsystems are equipped with a volatile memory whose
content is subject to a relatively rapid decay. Without refresh-
ing the content of these volatile buffers in a loop by constant
exchanging segment codes between buffers their content will
vanish.

A critical feature of such a system is preserving the order
of segments in buffers and therefore, it stores information in
the form sequential arrangement of segment codes from sub-
ject’s repertoire of lexemes. Capacity limitation in this sys-
tem is rather determined by the ability of the subject for reli-
able rehearsing or robust exchanges between articulatory and
perceptual subsystems before information in traces of activa-
tions in sensory or motor buffer fade away. As a result the
length of symbolic codes– determines the time needed for their
articulation– affects the number of symbolic segments that can
be retained reliably (Baddeley et al., 1984; Wilson & Em-
morey, 1998). A sever limitation of this system which affects
its functionality is related to the fact that stored segments do
not have address and thus the system has no internal mecha-
nism for granting selective access to a symbolic segment based
on its position in the store. This feature is restricting for sup-
porting those tasks that at each stage need to have access to
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only a subset of symbolic codes for processing. Without a
random access functionality this system can support very well
trained cognitive functions which rely on serially stored sym-
bolic segment. Integration with two other components which
are explained in next the two sections is a remedy for this hand-
icap.

2. Volatile State Registry System An add-on mechanism
that gives the symbolic serial storage the needed capability of
selective access to particular retained segments is provided by
coupling with an accessory system that first, is capable of en-
coding addressable states that are subject to selective access
and second, operationally can be coordinated with the process
of rehearsing or serial monitoring symbolic segments in the se-
rial symbolic storage. Such an arrangement provides a proxy
state for the content of serial symbolic storage by synchroniz-
ing the iteration through the content of serial segment and a
schema for changing in the state of the coupled system. In
this paper this accessory system is referred to as State Registry
System or (SRS).

State registry system is defined functionally which means
that unlike VSSS it does not refer to a particular system. There
are a number of systems with built-in location-based represen-
tation and mechanisms for controlled shift between those states
which fulfil above descriptions and thus can function as SRS
in the SWM system. These systems may have routine primary
function in other primitive and basic functions yet are capable
of being coupled with rehearsing process of VSSS. Recruit-
ment of same brain regions in tasks that feature spatial/motor
functions and WM tasks with no immediate spatial/motor fea-
ture (Knops, Thirion, Hubbard, Michel, & Dehaene, 2009;
Tamber-Rosenau, Esterman, Chiu, & Yantis, 2011) along with
reports of systematic use of limbs (Noori, 2015) and occulo-
motor system in WM tasks (Noori & Itti, 2011) provide sup-
porting evidence for this hypothesis. Moreover, this hypothesis
can help explain abundant evidence of extensive engagement
of the posterior parietal cortex (PPC) with conspicuous spatial
tuning characteristics and a critical role in wide range of sen-
sorimotor functions in WM tasks that involve manipulation of
information (Olson & Berryhill, 2009).

Combining this added registry features with a system that
can learn and retain association between these proxy states and
processing programs creates a full fledged symbolic working
memory system with capability of schematic processing.

3. Symbolic Schema Learning System SWM system uti-
lizes learning and LTM systems in a role other than retaining
episodic information across individual trials of the task and in
a way which is more balanced in terms of cost of learning and
in the meantime less susceptible to effects of interference. In
the proposed role, associative learning and associative mem-
ory help learn and retain a mapping between internal state of
the system reflected in current state of SRS and the content
of those volatile memories that retain the task status onto pro-
cessing programs which take in symbolic codes. This role is
drastically different from functioning as a storage for episodic
information. The cost of using LTM for retention of episodic
information rises with the rate of updating episodic informa-
tion (as a result of interference and relatively slow encoding
process) and interference between traces of stored information
across different episodes of the task is inevitable. In contrast,

the information about structure of the task reflected in the map-
ping between possible states onto processing programs remain
stable across different episodes of the task and reusable across
different episodes. In this schema VSSS and SRS as volatile
memory resources which are subject to control and are pro-
tected against interference. These resources play the role of
storing episodic information. In contrast LTM resources retain
data structures that reflect programs for tasks execution. In this
role LTM is in fact a part of executive system rather than stor-
age of information in each trial. In a sense, LTM practically
becomes an essential part of memory management in those
tasks that draw on random or selective access to the informa-
tion retained in the symbolic serial buffer. This assumption
has non-trivial implications for understanding deficit in func-
tion of WM in AD1 patient which was previously attributed
to a dysfunction in central executive system (Baddeley, 1996;
Baddeley & Wilson, 2002).

It is important to note that above description of SWM does
not preclude the use of LTM resources for directly retaining
episodic information. If the cost of learning and interference
allows then subject may opt for using these resources for stor-
age of episodic information.

SWM in its fully integrated mode
This section gives an example of functioning of SWM in its
‘integrated mode’ where all components of the system collabo-
rate toward supporting schematic processing of WM items. For
this purpose functioning of SWM in a self-paced concurrent-
counting task is discussed in detail. The discussion here is then
used for developing a model and computer simulation of triple
concurrent counting tasks which allows quantitative evaluation
of the model and its distinctive prediction against real data.

Imagine you are handed a number of cards; randomly cho-
sen from a deck of cards and you are allowed to see each card
once and one card each time. Your task is counting and then
reporting the number of cards belonging to each of four suits
after drawing the last card. The task is self-paced which al-
lows allocating enough time for updating working memory
content before drawing the next card. The task in practice
needs concurrent counting of cards of each suit and retention
of four numbers (n♠,n♡,n♢ and n♣) in some form at each mo-
ment. Ideally, every time a card is drawn from the hand one
of these four numbers which represents the running count of
the matching suit should be increased by one leaving the sum
of counts equal to the number of cards in the end. Relying
only on LTM for retaining these four numbers requires creat-
ing an association between available cues and current values
(e.g. {n♠ ← ♠,n♡ ← ♡,n♢ ← ♢,n♣ ← ♣}). Since the associ-
ated running counts are subject to change every time a card
is drawn, these cues will become overloaded which make the
counting process susceptible to interference especially when
the subject is forced to perform the task as fast as possible.

The phonological loop as a volatile memory resource is well
protected against effects of interference and provides a better
means for keeping up with the fast pace of the task and frequent
changes of values. Retaining four word numbers by subvocal
rehearsing very well falls in the range of PL capacity in nor-
mal subjects (Baddeley et al., 1984). Let’s denote rehearsing

1Alzheimer’s Disease
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process as follow: ⟨W1▷W2▷W3▷W4▷⋯⟩ whereWi de-
notes the ith segment from the head of the rehearsal loop (e.g.
the first segment after a long pause). However, what renders
the difficulty of relying only on PL is that it has no internal
mechanism for distinguishing absolute order of these segments
and as a result locating a particular segment in the loop which
is associated to a particular type of suit is not possible. An
additional registry system equipped with enough number of
addressable states can help if the process of shifting between
states is synchronized with the rehearsing process. A potential
registry system needs to allocate four distinguishable states,
say S1,S2, S3 and S4 for performing this task. Let’s denote
the process of shifting from state Sx to Sy by Sx ↝ Sy. Then
synchronizing a shift between states of SRS with rehearsing
process is denoted as follow:

⟨.
⟨

W1

S1

▷.
↝

W2

S2

▷.
↝

W3

S3

▷.
↝

W4

S4

▷.
↝

⋯

⋯

⟩.
⟩

Where ▷.
↝

denotes synchronization between iterating through
SRS and rehearsing in PL. Additionally, learning an arbitrary
association between these states and cards suits is necessary.
Let’s assume that A1 represents a learned association:

A1 = {S1← ♠,S2← ♡,S3← ♢,S4← ♣}

This association will help throughout an episode of the task
identify the state and its synchronized segment in the PL to
be accessed after a particular type of card is identified. The
target segment then is processed for running the addition pro-
cess which yields a new value whose symbolic representation
in the form of phonological code should replace the previous
one. With respect to a specific order between states of SRS
the symbolic phonological segments in the loop are arranged
in the order which their associated states in SRS are associated
to the card suits. So, in an episode of the task which uses A1
as the association schema four segments in the loop (from the
head of the loop) will respectively correspond to n♠,n♡,n♢ and
n♣. If insteadA2 = {S1←♡,S2←♠,S3←♣,S4←♢} is learned
the segments in PL will respectively correspond to n♡,n♠,n♣
and n♢.

A significant difference between a schema for associating
card suits to changing values and a schema for associating card
suits to the states of SRS is that the latter one stays unchanged
throughout an episode and can be learned in the beginning of
the episode while for the former schema associations should
be relearned each time counter values change which in turn
creates overloading cues and a within-episode interference ef-
fect. Even more importantly, once an association between card
suits and states of SRS is learned it can be used for differ-
ent episodes of the task which offers an opportunity to avoid
overloading associations and a between-episodes interference.
This situation provides an opportunity to test the model. Since
the order of association matches the order of rehearsing if sub-
jects use a fixed order of rehearsing (i.e. a fixed association
schema is used) then they are less likely to make error in re-
trieving or replacing the correct segment from PL. Thus this
model predicts that by changing the order of rehearsing be-
tween different episodes subjects are more prone to error in
counting as a result of between-episodes interference. Noori
has tested this prediction in a series of experiments involving a
triple concurrent-counting (TCC) task (Noori, 2015). In sum-
mary his studies show the advantage of adopting a fixed re-

hearsing strategy (FRS) compared with mixed rehearsing strat-
egy (MRS) and choosing different orders for rehearsing in dif-
ferent episodes. This advantage can be observed even when
the sum of reported counts are compared with the sum of real
values. He also reports overt forms of body movement includ-
ing hand movement, finger movement, finger tapping or foot
movement which despite their variability in manifestation fol-
low a specific patterns in pointing to three locations in an order
which is synchronized with rehearsing process. His descrip-
tion of patterns of body movement matches with specifications
of iteration of states in SRS. The footnote here includes a link
to sample video recording of his experiment 2.

Simulation of the triple concurrent-counting task
The above model for TCC task was used for implementing a
computer simulation for a qualitative evaluation. The focus
of analyses is on errors in performing the counting task. The
sequence of events and parameters for stimulus presentation
was similar to what is described in (Noori, 2015). The model
includes a registry system with three states in addition to an
array of three running numbers which simulates the symbolic
storage (VSSS). In this model iteration of items in VSSS and
states in SRS are completely synchronized. However, possi-
ble effects of slipping in synchronized iteration of VSSS and
SRS which leads to incorrect retrieval of running counts is con-
sidered via a perturbation effect which is independent of the
rehearsing strategy. For MRS blocks the association between
states of SRS and targets of counting is learned in the initial
phase of the trial where initial counters (0 or 1) are assigned
to each counter. During FRS blocks the order of registry is
learned once in the initial phase of the block’s first trial. Up-
dating counters after each target identification invokes retrieval
process twice: once for retrieving the associated counter to be
increased by one and once for retrieving the position in which
the updated value should be inserted or replaced with the old
value. When a target appears repeatedly and sequentially the
retrieval phase is skipped and instead the previous updated
number is selected for the addition process. This will save
on retrieval operation for targets that are processed in imme-
diately last operation. This aspect of the model is consistent
with this observation that reaction time in counting is faster
when the target was presented immediately before the current
operation (Garavan, 1998; Oberauer, 2002; Noori, 2015). The
retrieval process can return a wrong target with a small chance
represented by the coefficient of perturbation , Cp. The effect
of perturbation which is strategy independent can account for
slipping in synchronized iterations of VSSS and SRS. This ef-
fect is different from the effect of interference where a registry
state can be bound to its binding target of the previous trial
with additional probability of pi. In this simulation the effect
of interference is only limited to two consecutive trials.

Following the analyses of (Noori, 2015) two measures for
counting error were calculated: 1. SumError which is the dis-
tance between sum of counted values and sum of true values.
2. SoError which is the average of distances between counted
values and true values after sorting reported and true values in
order. These two measures are sensitive to different sources
of error and the relationship between them is determined by
the model of counting process and possible sources of error.

2http://tiny.cc/tc-motor
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For example in a process model where retrieval of target items
and updating them is carried out in one stage (updated num-
ber replaces the retrieved number) SumError will be equal to
zero and SoError will depend on any factor which might affect
incorrect retrieval (e.g. error in target identification).

With the process model described here the simulation of
MRS blocks showed that for small values of Cp the behavior of
both SumError and SoError can be described as an exponen-
tially decaying function of pi with increasing value (see Figure
1):

SumErrorMRS = αSum−βSum×e−γSum×pi

SoErrorMRS = αSo−βSo×e−γSo×pi

Examining different values of these function reveals that for
small values of Cp these functions can be estimated as follow:
αSum ≃ 4.2×Cp+1.2; βSum ≃ −8.5×Cp+1.2; γSum ≃ 6.05
αSo ≃ 1.9×Cp+0.56; βSo ≃ −3.6×Cp+0.56; γSo ≃ 5.41
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Figure 1: Simulated error measures for MRS condition.

In FRS blocks the interference is practically ineffective and
the error value is described with the same function when pi =

0. So, in practice, SumErrorFRS ≃ SumErrorMRS(0) = αSum −

βSum ≃ kSum ×Cp. A similar relationship holds for SoError :
SoErrorFRS ≃ SoErrorMRS(0) = αSo−βSo ≃ kSo×Cp.

These relationships quantitatively describe the model’s pre-
diction. In particular, they show for each subject with a given
Cp how both SumError and SoError are expected to be higher
for MRS condition compared to FRS condition. The differ-
ence is attributed to the effect of between-episodes interference
which is represented by pi in this model.

Evaluation of the model
The model was tested against experimental data from a re-
cent study of triple counting (Noori, 2015). Sixteen subjects
had performed the TCC task both under MRS and FRS condi-
tions. To test the model, for each subject both parameters of
the model were calculated using the data of SoError as follow:
SoErrorFRS ≃ SoErrorMRS(0) = αSo−βSo ≃ 5.5×Cp
or : Cp ≃ SoErrorFRS ÷ 5.5. With the estimated Cp in hand
pi can be estimated as 1

γSo
× ln( αSo−SoErrorFRS

αSo−SoErrorMRS
) . With these es-

timation of Cp and pi values of SumError for FRS condition
can be estimated as follow: SumErrorFRS ≃ SumErrorMRS(0)=
αSum−βSum ≃ 12.7×Cp
And finally the value of SumError for MRS condition can be
calculated using estimations in the previous sections by con-
sidering Cp and pi for every individual subject.

The graph on the left panel of Figure 2 compares the pre-
dicted values for SumError for both conditions against the real

data. To see how data points are scattered around the ideal
model (y = x) the coefficient of determination (r2) was calcu-
lated for sampled and predicted values. For FRS condition cal-
culated r2 equals to 0.66 and for MRS condition calculated r2

equals 0.86, indicating even a better prediction of SumError
for this condition.

On the right panel the mean value of SumError for MRS and
FRS conditions for predicted values and real data are shown.
Error bars in this graph indicate the standard error of mean
above and below the average values.
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Figure 2: Predicted SumError vs. real data of subjects (N=16).

The mean value of SumError for the case of MRS for real
data was 0.726 (SEM=0.132) the mean value for SumError for
the same condition for predicted data is 0.747 (SEM=0.132).
The mean value for SumError for the case of FRS for real data
was 0.326 (SEM=0.093) and for predicted data this value is
0.396 (SEM=0.105).

Conclusion
This paper presented an account for a working memory system
specialized in management of symbolic information. The pro-
posed system serves those cognitive tasks that in some form
rely on symbolic features of human language. These tasks
make up a substantial body of evidence in working memory lit-
erature in cognitive psychology (CP) often referenced as cog-
nitive WM tasks. These tasks have been extensively used to
speculate about a general-purpose, universal storage with a
centralized executive regime. The proposed model is differ-
ent from previous models of WM in CP in many fundamental
ways while it borrows some of its key elements from standard
models.

From a broad perspective the goal of the present work is
explaining a specialized working memory system along other
working memory systems. This system is probably one of
most recently evolved working memory systems along with
evolution of human language. Many fundamental functions
of the brain which we have inherited from our non-human
primate ancestors still rely on their specialized WM systems
for retention and flow of information. This work is not even
an attempt for a universal description of working as multi-
component model of WM (MC-WM) tries to achieve. SWM in
its fully integrated mode employs different components, how-
ever, these components all collaborate for serving the task in
hand. This view is different from MC-WM which includes
modal storage units for storing information in different modes
of cognition function.
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Similar to MC-WM the role of storing episodic information
is given to volatile (or short-term) resources. However, the dif-
ference is that the episodic information in SWM is distributed
in different components with the symbolic storage system al-
ways present and engaged. These volatile working memory
systems are indeed embedded in sensorimotor systems with
ability of retaining information in stable and protected neural
activities. SWM is different from other models in assuming
a crucial and active role for associative learning and associa-
tive memory in providing the capability of schematic access
to the content of symbolic storage. Schematic access is a cru-
cial feature of many working memory tasks that are used for
evaluating specifications of cognitive control.

Another distinctive feature of the model is the empha-
sis on schematic access to the content of working memory
which allows schematic processing of information. Symbolic
schematic processing is a characteristics of computational cog-
nitive models which is generally attributed to cognitive pro-
cesses as the consumers of information rather than the WM
system. In the presented paradigm a part of schematic process
is given to the WM system. This part is concerned with rep-
resentation of limitations and constraints imposed by the very
specific mechanisms underlying retention and access to infor-
mation in the Symbolic Working Memory.
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Abstract
This paper presents an evidence for involvement of long-term
memory (LTM) resources along volatile memory (VM) re-
sources in active management of information in a working
memory (WM) task that features schematic processing of WM
content. It was observed that in rehearsing frequently chang-
ing WM items in a self-paced concurrent-counting task when
subjects learn and use a fixed rehearsing order across different
episodes of the task they make significantly less error com-
pared to when they adopt different rehearsing order for dif-
ferent episodes. This finding suggests that while retaining in-
formation in this task practically draws on volatile resources
such as the phonological loop (PL), access to the correspond-
ing item in WM relies on learning and retaining data struc-
tures in LTM. It is discussed that in this role learning and LTM
resources help render schematic access to episodic informa-
tion stored in less structured storage units such as PL. In this
role LTM and learning plays a crucial role in execution of WM
tasks that employ complex process schemas.
Keywords: Working Memory; Symbolic Working Memory;
Volatile Memory; Long-term Memory; Concurrent-counting;
Schematic Access

Introduction
The concept of working memory (WM) originally started
as an offshoot of the concept of short-term storage (STS)
(Atkinson & Shiffrin, 1968), a concept which in dual-store
views of memory is in contrast with the long-term store. As
a result, for more than two decades WM discourse was dom-
inated by those models which assume that retention of infor-
mation in WM is entirely separated from long-term memory
(Baddeley & Hitch, 1974; Baddeley, 1992, 2000). A key sup-
porting evidence for this view came from neuropsychological
reports of bilateral hippocampal lesion that had left subjects
with a dense impairment in their ability of forming episodic
memories yet, without a notable deficit in temporary informa-
tion retention for regulating daily tasks (Scoville & Milner,
1957). Reports of a reverse effect and spared long-term mem-
ory in the face of sever deficit in short-term information reten-
tion (Shallice & Warrington, 1970) established the idea of a
double dissociation between STM and LTM.

However, from the turn of the century a growing body of
experimental evidence as well as theoretical interests have
started casting doubt on the idea of a complete dissocia-
tion between LTM and temporary retention of information in
WM. Apart from those theoretical efforts which seek to ex-
plain WM as an entirely LTM-embedded construct (Cowan,
1999; Ruchkin, Grafman, Cameron, & Berndt, 2003; Ober-
auer, 2009) some evidences have emerged that suggest a role
for LTM resources along volatile and short-term memory re-
sources in supporting WM tasks (Jonides et al., 2008).

Apparently, some researchers have been able to isolate
WM task conditions under which the dependency of WM on

hippocampal region of the brain becomes markedly evident.
Neuroimaging studies consistent with study of patients with
hippocampal damage (Ranganath & Blumenfeld, 2005; Ol-
son, Page, Moore, Chatterjee, & Verfaellie, 2006) have re-
vealed that in the case of engaging in novel working mem-
ory tasks or when tasks involve creating association between
task-relevant information the medial temporal lobe (MTL) and
Hippocampus become inevitably implicated. Conforming ev-
idence has emerged from study of individual differences in
working memory capacity (WMC) tasks. Unsworth and En-
gle (Unsworth & Engle, 2007) have mentioned that the na-
ture of individual differences in working memory capacity
(WMC) can be better explained by considering a primary
(short-term) memory responsible for active maintenance and a
secondary (long-term) memory responsible for active search.
Their conclusion is consistent with Davelaar et al’s proposal
based on behavioral evidences and computational modeling
of free recall task in suggesting collaboration of LTM and
STM resources in retention of information (Davelaar, Goshen-
Gottstein, Ashkenazi, Haarmann, & Usher, 2005). These ev-
idences have invited theoretical efforts for modeling involve-
ment of multiple storage resources with different temporal re-
tention characteristics.

Some authors have proposed that LTM and STM resources
alternatively can be used for storage of information in WM
tasks depending on their relative operational cost. In this
paradigm a trade-off between cost of utilizing each of re-
sources determines the preferred choice for storage of infor-
mation. It is postulated that the cost of using STM resources
is related to their sever limited capacity while the cost of LTM
resources is related to interference-prone retrieval and speed
of learning. There have been theoretical efforts such as Er-
icsson and Knitsch’s long-term working memory framework
(Ericsson & Kintsch, 1995) or O’Reily, Braver and Cohen’s
distributed model of WM (O’Reilly, Braver, & Cohen, n.d.)
that explain this trade-off. These models basically accept
the same functional role for LTM and STM in retention of
episodic information. Although these models generally ex-
plain involvement of LTM resources in WM tasks they do not
explain why and how contribution of hippocampal region be-
comes necessary in performing novel working memory tasks
(Ranganath & Blumenfeld, 2005).

In a recent theoretical proposal Noori has proposed a role
for LTM in management of access to episodic information
stored in short-term resources of WM which can explain this
effect (Noori, 2015). This role is different from direct involve-
ment in storage of episodic task-relevant information and is
rather related to retaining structural information needed for
schematic execution of some tasks. He describes this role
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in the framework of Symbolic Working Memory (SWM), a
model of a functional mode for WM in high-order cognitive
tasks for which a volatile storage system for retention of sym-
bolic codes of human language is engaged. This symbolic
storage system in essence is an extension of sensorimotor
systems that are responsible for perception and articulation
of symbolic codes of human language. This symbolic stor-
age system is capable of retaining symbolic code segments
in exchanges of sensory and motor codes between systems
respectively engaged in perception and articulation of lan-
guage. This volatile symbolic serial storage (VSSS) that re-
sembles the phonological loop of Baddeley and Hitch’s model
(Baddeley & Hitch, 1974) lacks an internal mechanism for
addressing stored segment codes and thus is not suitable for
selective operations needed for schematic processing of in-
formation in many complex WM tasks that rely on symbolic
representations.

However, this limitation can be overcome by accessoriz-
ing first, a registry system with addressable and schematically
reachable states and second, learning and LTM systems. A
state registry system (SRS) typically is a system capable of
location-based encoding ( e.g. a motor system with spatial
encoding capability) that is subject to address-based and vol-
untarily shift between its states. Furthermore, the process of
switching between states can by synchronized with the pro-
cess of iteration of items during rehearsing or serial monitor-
ing of items in the symbolic storage system. The key role of
LTM here is retaining information about associations between
the current state of the task and processing programs that take
segments of the symbolic codes from the symbolic storage.
The current state of the state registry system can be used as
the cue for locating a particular segment which encodes rele-
vant and needed information at a specific stage of the task. In
this role LTM retains mappings between possible states of the
system and execution programs. These mappings are rather
stable during the course of the task execution and needed to
be learned in the beginning of the task and can be used in later
occasions. This is where learning actively takes place when
execution of a novel task is required. This information can
be shared across different episodes for mapping active state
of the task encoded partly in the state registry system (SRS)
and other instance of volatile memories. This gives LTM and
learning systems a crucial role in rendering selective access to
the content of serially encoded information in the phonolog-
ical loop or other instance of symbolic storage which is nec-
essary in many complicated task that are often categorized as
executive memory tasks. In a sense, LTM practically becomes
an essential part of memory management in those tasks that
draw on selective and schematic access to the information re-
tained in the symbolic serial storage. This is also consistent
with reports of deficit in performing executive WM tasks in
AD1 patients (Baddeley, 1996; Baddeley & Wilson, 2002).
This hypothesis has non-trivial implications for understand-
ing the nature of deficit in functioning of WM especially with
respect to what traditionally attributed to the function of cen-
tral execution (Baddeley, 1996; Baddeley & Wilson, 2002).
This paper aims at testing this hypothesis. In the next sec-

1Alzheimer’s Disease

tion a paradigm for testing engagement of learning and LTM
systems in WM tasks is devised. The results along qualita-
tive observation of body movements which suggest systematic
engagement of motor system in execution of a WM task are
consistent with what is described by Noori (Noori, 2015).

Experiments
Self-paced WM tasks in which selective processing on a few
items of WM are cued fulfil those conditions that SWM model
prescribes for engaging learning and LTM resources. For this
purpose in this study a self-paced triple counting (TC) task
is adopted. The task requires retaining three numbers form
which only one is processed at each counting event. The
schema here is finding the number which matches the most
recently presented target to be processed and used for pro-
ducing a new value and replacing this new value with the old
value. Retaining three one-digit numbers very well falls in
range of verbal memory span of normal subjects. However,
what renders the difficulty of such tasks is arranging a reliable
way for accessing to the matching WM item at each stage
of the task. This is where SWM model suggests that a reg-
istry system can help tag items in their rehearsing sequence
by synchronizing the rehearsing process with iteration in state
registry system. The predicted role of learning system is learn-
ing the association between states of the registry system and
programs for processing number words in verbal short-term
memory system. This creates a condition in which items in
the rehearsal loop are associated to targets of counting during
an episode of the task in a learned order. An efficient regime is
learning these associations once and using them for different
episodes. This means that subject follows a fixed rehearing
regime (FRR) with respect to targets of counting. A less effi-
cient yet plausible regime is learning a different association or
a different rehearsing order in different episodes of the task.
I refer to this regime as mixed rehearsing regime or MRR.
The immediate cost of employing MRR compared to FRR is a
higher chance of between-episode interference. This interfer-
ence affects the order in which items should be retrieved from
the PL. This will translate to higher error rates for MRR con-
dition compared to FRR condition. Resolving interference be-
tween different traces of previously learned associations might
also incur additional cost in terms of processing time.

II. Counting (nine events)

I. Initialization of counters (random order)
% : 0 # : 0 ? : 1

III. Reporting final counters (same order as I.)
% : # : ? : 

% % ? #

II. 

II. 

Figure 1: Sequence of events in a trial of TC task.

To create a condition in which adopting a MRR strategy
is induced each trial of the task started with presentation of
initial counters (0 or 1) to targets of counting in a random
order (see Figure 1). The idea is that subjects may opt for
learning association between cues and initial numbers in the
order of initial target presentation which changes between dif-
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ferent episodes, a condition which is apt to MRR condition.
Subjects may also be instructed to ignore the order in which
initial counters are presented and rehears numbers in a fixed
order across different episodes of the task, a strategy which is
apt to FRR condition.

The error in counting targets was measured by two different
measures a. the distance between the sum of counted values
and the sum of true values (SumError) b. the average distance
between counted values and real values after sorting both se-
quences in order (SoError). Both measures of error are in-
sensitive to reporting items in a wrong order in the last stage
of the trial and moreover, SumError is even insensitive to any
error as a result of misidentification of visual targets. Also
the delay between issuing two target presentation events were
used as a measure of reaction time (RT).

Each trial of the task involves a fixed number of target pre-
sentation (nine) and the identity of targets may change be-
tween two consecutive target presentations with 50% of the
chance. Targets are three keyboard characters (#,% and ?)
which are presented visually and remain on the screen for only
600 milliseconds. At the end of each trial subjects report their
counted values in the same order in which initial counters are
presented. By adopting MRR subjects may save on the cost
of reordering counters for reporting items at the final stage.
This will decrease the difference between the cost of MRR
and FRR which in turn may help induce adopting MRR as
the preferred strategy for performance of the tasks when no
explicit instruction is provided.

Experiment 1
Twenty two subjects (seventeen female) received verbal in-
struction about the task without any reference to a particu-
lar strategy. Subjects performed a training session including
four to six trials and succeeded to performing the task only
when they successfully carried out two trials of the task with
no error. One subject who could not satisfy this condition was
left out from the study. Subjects then were instructed to per-
form their first block with the same strategy of their last train-
ing trial. After finishing a block of twenty five trials of the
task subjects were asked to verbally report their strategy. All
subjects reported that they relied on rehearsing three counters
throughout the trial and at least once for every target presenta-
tion. Except five subjects who reported a fixed rehearsing or-
der the rest of subjects reported that they adopted the order of
rehearsing based on the order of presentation of initial targets.
Only those sixteen subjects who reported a mixed rehearsing
strategy (MRR condition) continued to performing the second
block for which they were instructed to use a fixed order for
rehearsing (FRR condition). After two additional training tri-
als subjects performed a block of twenty five trials of the task
under FRR condition.

Results Figure 2 depicts a summary of the results of exper-
iment 1. The left panel compares the average and standard er-
ror of mean (SEM) for SoError and SumError for two consec-
utive blocks/conditions. The right panel compares the average
and STE of reaction times (RT) for two blocks/conditions.

The average of SoError was reduced from 0.358
(SEM=0.062) in the first block to 0.168 (SEM=0.044) in the

second block. The difference in average of SoErrors between
two blocks proved statistically significant as a result of car-
rying out a one-way ANOVA for correlated measurements
[F(1,15) = 15.5; p = 0.0013].

Similarly the average of SumError was reduced from 0.726
(SEM=0.132) in the first block to 0.326 (SEM=0.093) in
the second block. To test the statistical significance of this
change in average of SumError the data from two consecu-
tive blocks was submitted to a one-way ANOVA for corre-
lated measurements which indicated a significant difference
[F(1,15) = 15.6; p = 0.0012].

Block 1
MRR

Block2
FRR

Block 1
MRR

Block 2
FRR

SoError

SumError
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0
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s
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Figure 2: Results of experiment 1.

To test whether the impact of SumError is a result of sys-
tematic counting error the distribution of displacement of sum
of counters (relative to the sum of real values) was closely
inspected. Note that the value of SumError is absolute value
this latter measure. The average of displacement of the sum of
reported counters for the first block was -0.072 (SEM=0.168)
and for the second block this value was 0.086 (SEM=0.095).
A one-way ANOVA for correlated measurements was carried
out to test the significance of the difference between average
values which indicated a statistically insignificant difference
[F(1,15) = 0.1, p = 0.92]. Moreover the average of displace-
ment of sum of reported counters for each block was com-
pared with zero as the null hypothesis in a one-sample t-test.
A significant difference from zero would indicate a systematic
over counting or under counting (e.g. as a result of skipping
the counting process to reduce the load of the task). The null
hypothesis was not rejected for both cases indicating that the
sum of reported counters is not shifted away from the sum of
real counters in a specific direction. The t-test for the case of
MRR block returned t(15) = −0.4284; p = 0.67 and for the
case of FRR returned t(15) = −0.9013; p = 0.38. Further-
more inspecting distribution of the displacement of the sum
of reported counters revealed a symmetric distribution around
zero with a strong peak at zero. The difference between distri-
butions was a larger variance for distribution of displacement
values for the case of MRR compared to FRR and stretch-
ing the distribution to larger displacements on both sides of
zero. This result is consistent with Garavan’s analyses on dis-
placement of individual reported counters relative to their true
values in a dual-counting task. In Garavan’s experiment the
length of trial was random and often longer than this experi-
ment. Garavan noticed that reported counters were generally
close to their real value and their displacement were symmet-
rically distributed around zero. He came to this conclusion
that the error in the case of dual-counting tasks is not related
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to a systematic under counting or over counting however he
did not go further in suggesting a model for possible source of
error in this task.

In terms of reaction time measures the average RT reduced
from 1755 ms ± 197 ms (mean±STE) in the first block to
1225 ± 91 ms (mean±STE) in the second block. A one-
way ANOVA for correlated measures was carried out which
yielded a significance difference between average of RTs in
two blocks (F(1,15)=10.27; p= 0.006). Reaction times were
analyzed in more detail by separating the data for counting
events related to counting a repeated target (when a target
is the same as the previous target) and the data for count-
ing non-repeated targets. The result was submitted to a 2×2
ANOVA for repeated measures on both measurements with
repeating condition as a factor and the block identity as the
second factor. The analysis revealed a highly significant main
effect of repeating condition [F(1,15) = 172.6; p < 0.0001]
and a significant main effect of the block identity [F(1,15) =
10.4966; p = 0.0055]. The analysis did not detect a significant
interaction between two factors [F(1,15) = 0.53; p = 0.47].
The observed significant effect of repeating condition is con-
sistent with findings of previous studies in which processing
an immediately past object of working memory is shown to be
faster (Garavan, 1998; Oberauer, 2002).

Discussion These results show a clear improvement in per-
forming TC task in two blocks of the experiment. This im-
provement is reflected in both the average reaction time and
accuracy in counting task. However, in order to attribute this
difference to the change in rehearsing strategy one needs to
eliminate the possibility of improvement in performance of
the task as a result of procedural learning. The design of ex-
periment 1 does not allow to rule out the possibility of im-
provement in performing the task as a result of learning those
aspects of task performance that are not related to the rehears-
ing strategy. All trials of MRR with low performance rate are
performed earlier during the task and high performance con-
dition are confound with later trials. Garavan has previously
reported an improvement in reaction time as a result of contin-
uous performance during concurrent counting of two targets
(Garavan, 1998). The design of a control experiment should
take this into consideration that if FRR as a more efficient
strategy is employed first it is hard to administer and control
for proper execution of MRR a less effective strategy in the
second block. Thus in designing a control experiment revers-
ing the order of performance strategies or interleaving blocks
of different conditions might not be useful. The second exper-
iment addresses this issue and provides an opportunity to test
the effect of learning on performance of the task.

Experiment 2

The second experiment is designed to test possible effects of
learning strategy-independent elements of TC task on perfor-
mance measures in the previous experiment. In this experi-
ment two blocks of TC were performed both under MRR con-
dition. The protocol for the second experiment was similar
to that of experiment 1 except that subjects who performed
the task under MRR condition were asked to perform a sec-
ond block with the same MRR strategy. Twenty healthy sub-

jects (14 female) preformed the first block. Three subjects had
adopted a fixed order of rehearsal in performing the first block
which were eliminated from the study. Seventeen other sub-
jects performed a second block of TC task with MRR condi-
tion. Before starting the second block subjects performed two
additional trials to balance the number of trials before starting
the second block with that of the first experiment. These extra
trials between two blocks were not included in the analysis of
results.

Results and discussion Figure 3 shows a summary of the
results of the second experiment. First, inspecting average
SoError values showed that SoError values in two blocks of
MRR were very close. The average SoError in the first block
was 0.322 (SEM=0.072) and in the second block the aver-
age was 0.344 (SEM=0.073). Average SoError values were
submitted to a one-way ANOVA for repeated measurements
which did not indicate a significant difference between mean
of SoError values [F(1,16) = 0.7; p = 0.41].

Inspecting average SumError values showed slight increase
in the average of SumErrors from 0.656 (SEM=0.168) in the
first block to 0.751 (SEM=0.187) in the second block. A
one-way ANOVA ofr correlated measurements also indicated
that this difference is not statistically significant [F(1,16) =
2.66; p = 0.122].

The average RT improved from 1637 ms (SEM=139 ms)
in the first block to 1298 ms (SEM=98 ms) in the second
block. This improvement proved statistically significant as a
result of carrying out a one-way ANOVA for repeated mea-
surements [F(1,16) = 11.9; p = 0.0033]. Further analysis re-
vealed that a similar trend holds for both counting repeated
targets and counting unrepeated targets. Values of RT for
counting repeated events and unrepeated for both blocks were
submitted to a a 2×2 ANOVA for correlated samples for
both measurements with repeating condition as a factor and
the block identity as the second factor. The analysis re-
vealed a highly significant main effect of repeating condition
[F(1,16) = 37.64; p < 0.0001] and a significant main effect
of the block identity [F(1,16) = 14.403; p = 0.0.0016]. The
analysis also detect a significant interaction between two fac-
tors [F(1,16) = 6.4085; p = 0.022]. The average improve-
ment of RT in this experiment was 340 ms (SEM=98 ms)
which was less than 530 ms (SEM=160 ms) average improve-
ment in RT between the first block and the second block of the
first experiment. However, this difference proved insignificant
after a post-hoc one-way ANOVA for non-correlated measure-
ments carried out [F(1,31) = 1.02; p = 0.32].
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Figure 3: Results of experiment 2.
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Results of this experiment first indicate that continued per-
formance of the task affects reaction time and error measures
differently. While RT is subject to improvement the average
value of both measures of error remained in the same range.
As a result, two experiments together did not produce a con-
clusive result about the effect of rehearsing on improving re-
action times. As Garavan had shown for the case of dual-
counting task RTs can reach to their asymptotic range after
a long period of task execution and thus it seems that eval-
uating the impact rehearsing strategy on RTs is not reliable
unless reaching to the plateau of RTs. In contrast, in terms of
measures of error results of this experiment helped rule out an
improvement in error rates as a result of procedural learning.
This clearly helps establish this conclusion that switching to a
fixed order for rehearsal helped reduce errors notably.

Body movements patterns during the counting task
Movement behavior of eighteen subjects from both experi-
ments (eight from the first experiment) was visually monitored
by the experimenter during performing the counting tasks for
overt body movement. Task-relevant body movements were
observed at least at one point during task execution in thirteen
subjects. Body movements were repeating and synchronized
with the process of rehearsing numbers. The body part, the
form of movement and the amplitude of movement varied be-
tween subjects. The most prevalent form of body movement
was taping or moving three fingers or pressing them against a
hard surface in order (n=5). The next prevalent form of body
movement was pointing to three locations in space by one fin-
ger or hand (n=4) (see Figure 4). Three subjects showed some
forms of foot movement. In one case the subject made overt
movement of two hands and one leg in association with re-
hearsing. Most of subjects even those who were aware of their
body movement did not mention it as a part of their strategy in
performing the task. Those subjects whose movement was not
visible were asked about experiencing a spatial arrangement
of numbers. Except two subject who rejected experiencing
any spatial arrangement of numbers the rest expressed either
a visualization or bodily movement such as pressing fingers
associated to three numbers in an order from left to right.

t=0.0 sec t=1.19 sec t=1.81 sec

t=0.0 sec t=0.48 sec t=0.72 sec

Figure 4: Two examples of rehearsal-synchronized overt hand
movement in triple-counting task. Subjects point to three locations.

Some instances of movements which were video recorded
during the experiment can be found at the footnote web ad-

dress2. Despite of variation in manifestation of body move-
ments most of these movements can be characterized by a. an
arrangement of three locations associated to three counters.
b. moving from left to right and then cycling back from the
rightmost location to the leftmost location. c. after each target
presentation subjects performed at least one cycle of move-
ments.

General discussion
Before further discussion about how different models of WM
can explain the present data it is important to develop a deeper
understanding of the nature of these measures of error and
what they signify. Here I focus on the error in sum of counted
values as it is the least sensitive between two measures of er-
ror and yet captures the effect of the rehearsal strategy clearly
and significantly. Moreover, many factors that might cause
error in counting and reporting individual targets can be dis-
counted for the case of sum of counted values. In fact, as long
as subjects add 1 to any of three counter values for each tar-
get presentation and report them in any order the error in sum
of counters should remain zero. Subjects had to update their
counter values after each target presentation and then press
a key to see the next target and this eliminated the chance of
missing any of counting events. The symmetric distribution of
displacement of sum of counted values relative to the sum of
real values also showed that the source of SumError can not
be a systematic missing or performing extra counting. One
possibility which is examined in more detail here is that an in-
creased value replaces a wrong target of update. This requires
a two stage process in which once a value is retrieved from
WM to produce a new value ( by adding 1 to it) and then once
again the item associated to the old value should be retrieved
to be replaced by the new value. Note that replacing the newly
produced number with the exact same retrieved value has no
effect on SumError as long as subjects add 1 to the retrieved
value to produce the new number.

In a computer simulation of this process three variables
were selected to be increased in 9 steps. In each step the in-
creased value was misplaces and replaced a wrong value with
a probability of p. The simulation for different values of p
shows that SumError monotonically increases with increasing
p starting from zero. Moreover, the difference between sum of
real values and sum of counted values is distributed symmet-
rically around zero with a variance which increases with the
amount of p (see Figure 5). This demonstrates that this model
of misplacing recently produced values with the wrong item
of WM can capture the trend in present data. Thus I focus
the rest of my discussion on explaining what different models
can offer as an alternative explanation for possible causes of
misplacing values.

Results of two experiments produced clear evidence of the
effect of rehearsing strategy on the performance of the triple-
counting task measured by SumError and SoError so that
adopting a fixed order for rehearsing counter values across dif-
ferent trials significantly reduces the error. Rehearsing num-
bers in a fixed order throughout each trial was a strategy that
all subjects attempted to follow independent of the type of the

2http://tiny.cc/tc-motor
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Figure 5: Simulated error of sum after nine counting events.

block. The difference between MRR and FRR blocks was
that in MRR condition subjects altered the rehearsing order
between trials while FRR condition subjects adhered to one
rehearsing order for all trials of the block. When the above
model for the source of error is considered, a viable model
should be able to explain this effect through explaining how
the chance of misplacing newly produced numbers increases
as a result of altering rehearsing order between episodes.

What indeed is represented by the order of rehearsing is
an internal representation which relates the order of three re-
tained numbers in PL to an order for arranging three targets
of counting. This internal representation apparently is an im-
portant aspect of performing the task. The disruptive effect of
altering order of rehearsing between episodes or equivalently,
the constructive effect of using the same order for different
episodes suggests that retention of this internal representation
is mediated by LTM. Thus a short-term buffer such as the
episodic buffer in Baddeley’s multi-component model (MC-
WM) (Baddeley, 2000) by itself can not account for interfer-
ence between trials as a result of changing rehearsal order.
When the present data is applied to Baddeley’s model it would
imply that episodic buffer also employs long-term memory el-
ements as well as short-term buffers contrary to Baddeley’s
own description (Baddeley, 2000).

SWM model accounts for the difference between perfor-
mance under FRR and MRR conditions by assuming the ef-
fect of proactive interference between traces of target-registry
state association. Since retrieving items from the rehearsal
loop is mediated by retrieving the association between targets
and states of registry system, using different associations for
different episodes in effect increases the probability of retriev-
ing a wrong item from the rehearsal loop as a result of inter-
ference between traces of previous associations.

An important difference between explanation of SWM and
LTM-embedded models of working memory is that SWM ex-
plicitly assumes that the episodic information including three
running numbers and the state registry system are volatile and
thus short-term in nature. LTM-embedded models of work-
ing memory assume that episodic information are retained in
LTM although in active state and under spotlight of executive
attention (Cowan, 1999, 2001; Oberauer, 2009). To account
for the present data with a fully LTM-grounded model one
needs to first establish the relevance of rehearsing order to the
mechanism by which items of WM are retrieved. When the
same cue-based retrieval mechanism of LTM is assumed for
retrieving items in WM as working section of LTM then the
present data implies that the rehearsing order in PL encodes

some sort of cue to be effective as a factor in performance of
the task. However, this also creates a contradiction as one ex-
pect to see a disrupting effect for using the same retrieval cue
in FRR blocks contrary to what present data suggests. Alto-
gether ability of LTM-grounded models for giving account for
this data will depend on the amendment about possible roles
of rehearsal order in retention and retrieval of information.
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Abstract

Why do some negative sentences sound strange, even when
they are both true and grammatical? We explore the pragmat-
ics of negation by examining adults’ explicit felicity judgments
of negative sentences in context. In Experiment 1, we found
that a pragmatically supportive context elicited higher felic-
ity ratings for negative sentences, and that negative sentences
expressing nonexistence were rated higher than negative sen-
tences referring to an alternative object. In Experiment 2, we
used a within-subjects design to compare three context types,
and found that negative sentences were rated more felicitous in
a context where most of the characters possessed the negated
object, compared to contexts where the other characters pos-
sessed an alternative object or nothing. We discuss the prag-
matics of negation in light of these results, arguing that the
felicity of negative sentences is influenced by changes in the
informativeness of these sentences in different contexts.
Keywords: Negation; felicity judgments; pragmatics

Introduction
A sentence that is both grammatical and true can nevertheless
sound odd in some contexts. If you open a mysterious box
and find that it is empty, it’s weird to say “This box doesn’t
have any chocolates in it,” despite the truth of the proposi-
tion. But the same sentence becomes perfectly reasonable if
you are in a chocolate store surrounded by boxes filled with
chocolate. What is it about context that makes some sen-
tences sound strange (infelicitous) in one situation, but nor-
mal in another?

Theories of pragmatics attempt to provide an account of
how language users move from the literal semantics of a sen-
tence to an inference about the speaker’s intended meaning.
For example, according to Grice’s (1975) Cooperative Princi-
ple, speakers should produce utterances that are truthful, rel-
evant, and informative. By assuming that speakers do so, lis-
teners can make inferences about intended meaning that go
beyond the sentence’s literal meaning. Modern neo-Gricean
theories tend to derive such inferences from the tension be-
tween being informative with respect to a communicative
goal and minimizing the effort expended (Horn, 1984; Levin-
son, 2000; Frank & Goodman, 2012). These theories make
predictions about sentence felicity: As in our example above,
a sentence that is not pragmatically optimal can sound strange
even when it is both grammatical and true.

We explore this relationship between contextual pragmat-
ics and felicity using negation. As the previous example
demonstrates, negative sentences are particularly sensitive to
the effects of context, making them a good case study. When
presented without any context, negative sentences are diffi-
cult to process relative to positive sentences (Clark & Chase,
1972; Carpenter & Just, 1975; Just & Carpenter, 1971, 1976),

but supportive contexts can substantially reduce this process-
ing difficulty (Wason, 1965; Glenberg, Robertson, Jansen,
& Johnson-Glenberg, 1999; Lüdtke & Kaup, 2006; Nieuw-
land & Kuperberg, 2008; Dale & Duran, 2011; Nordmeyer &
Frank, 2014a). Previous work has linked reaction time to syn-
tactic surprisal, an information-theoretic measure predicting
that low-probability utterances will be processed slower than
high-probability utterances (Levy, 2008). If pragmatic sur-
prisal—the probability of an utterance being produced given
the context1—is responsible for the context effects seen in
negation processing, these context effects should be reflected
in adults’ explicit felicity judgments as well.

We focus on two types of negation: nonexistence and al-
ternative negation. The same sentence can express either of
these concepts depending on the context. For example, the
sentence “This box doesn’t contain chocolate” might refer to
an empty box (e.g. nonexistence) or a box containing an al-
ternative object (e.g. broccoli instead of chocolate). Previous
work suggests that adults are faster to identify the referent of
nonexistence compared with alternative negation (Nordmeyer
& Frank, 2013, 2014b). This finding could be due to process-
ing demands (e.g. identifying a missing feature is easier than
identifying a changed feature), but it could also reflect an ex-
pectation about the pragmatics of negation. Adults may find
alternative negation infelicitous because they expect the sen-
tence to describe present, rather than absent, features.

We examined the effects of a pragmatic context on adults’
explicit felicity judgments for different negative sentences.
In Experiment 1, we tested the effect of context on nonex-
istence negation and alternative negation. We found that neg-
ative sentences presented in a supportive context were rated
as more felicitous, and that nonexistence negation was rated
higher than alternative negation. In Experiment 2, we found
that alternative negation was rated as more felicitous in a con-
text where all of the other characters possessed the negated
object, compared to contexts where the other characters pos-
sessed the alternative object or no object. We discuss these
results within a neo-Gricean framework, demonstrating that
a model of informativeness can predict the same qualitative
pattern seen in our data. Together these findings suggest that
adults’ felicity judgments reflect preferences for negative sen-
tences that are more informative given the context.

1We operationalize context as information that influences expec-
tations about an upcoming utterance. Here we control context by
manipulating the base rate of certain features in the stimuli; in more
natural contexts this could include information in the setting of a
conversation or another shared task Clark (1996).
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Experiment 1
Experiment 1 explored how different contexts (see Figure 1)
affected participants’ felicity ratings for negative sentences.
Half of the participants in Experiment 1 saw sentences pre-
sented in a context where none of the surrounding charac-
ters had any objects (the none condition), and the other half
saw sentences presented in a context where everyone except
for the target character possessed the negated object (the tar-
get condition). In half of the true negative trials, the refer-
ent of the negative sentence was a character who had nothing
(nonexistence negation). In the other half of true negative tri-
als, the referent of the sentence was a character who had some
other object (alternative negation). Finally, we examined how
different syntactic framings might influence sentence judg-
ments (“has no X” and “doesn’t have X”). If previously seen
context effects are driven by the informativeness of negation
in different contexts, then these same effects should appear
regardless of the syntactic framing of the sentences.

Method
Participants We recruited 94 adults (50 male, 41 female,
three declined to report gender) to participate in an online
experiment through Amazon Mechanical Turk. Participants
ranged in age from 18-65. We restricted participation to indi-
viduals in the United States. We paid 35 cents for the experi-
ment, which took approximately five minutes to complete.

Stimuli We created 16 trial items. On each trial, four
Sesame Street characters were shown standing behind tables.
One character was randomly selected as the “target” charac-
ter, designated by a red box (see Figure 1). The remaining
three characters were designated as “context” characters.

Participants were randomly assigned to the none context
condition or the target context condition. In the none con-
dition, the context characters all stood behind empty tables.
In the target condition, each context character had an iden-
tical object on their table. The objects belonged to one of
four categories: animals (cat, dog, horse cow), vehicles (car,
bus, boat, truck), food (apple, banana, cookie, orange), and
household objects (fork, spoon, bowl, plate). Stimuli were
created using images from the Bank of Standardized Stimuli
(Brodeur, Dionne-Dostie, Montreuil, & Lepage, 2010).

Below the characters was a sentence about the target char-
acter. Across the entire experiment, six of these sentences
were positive sentences such as “[character] has a/an [ob-
ject].” Five were negative sentences of the form “[character]
has no [object]” and five were negative sentences of the form
“[character] doesn’t have a/an [object].”

The target character had a target object, an alternative ob-
ject (“alternative” trials), or nothing (“nonexistence” trials),
allowing us to examine two different negative concepts (see
Figure 1 for depictions of these trials and the different con-
text conditions). Trial conditions were crossed such that
each participant saw six true positive trials, two false posi-
tive trials (one alternative and one nonexistence), two false
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Figure 1: The five types of true negative trials across Experi-
ment 1 and Experiment 2. In this example, the target object is
an apple and the alternative object is a cat. Below each set of
pictures a sentence appeared about the character in red, e.g.
“Abby doesn’t have an apple.”

negative trials (one “has no” sentence type and one “doesn’t
have” sentence type), and eight true negative trials (two “has
no”/nonexistence, two “has no”/alternative, two “doesn’t
have/nonexistence”, and two “doesn’t have/alternative”).
Each of these trial types was randomly assigned to a target
object, and trials were presented in a random order.

A slider bar was positioned beneath the sentence, with a
seven-point scale ranging from “Very Bad” to “Very Good.”
A progress bar at the top of the screen informed participants
how much of the experiment they had completed.
Procedure Participants first saw an instructions screen that
briefly described the task and informed them that they could
stop at any time. Once participants agreed to participate, they
saw an instructions screen that explained the task in more de-
tail. Participants were asked to rate how “good” each sen-
tence was based on how a hypothetical speaker might behave,
e.g. “if no one would ever say a particular sentence in this
context, or if it is just wrong, rank that as ‘Very Bad,’ but if
something is right and sounds perfectly normal, mark it as
‘Very Good.”’ Participants were encouraged to use the en-
tire scale. On each trial the pictures, sentence, and slider bar
appeared simultaneously, and participants had to make a se-
lection on the scale in order to progress to the next trial.
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Data Processing We excluded from analysis two partici-
pants who did not list English as their native language. Thus,
data from a total of 92 participants were analyzed, 47 in the
none context condition and 45 in the target context condition.

Results and Discussion
True negative sentences were rated significantly higher in a
target context compared to a none context. For example, the
sentence “Abby has no apples” was rated higher when all of
the other characters had apples, compared to contexts where
all of the other characters had nothing. This finding sup-
ports our hypotheses and replicates patterns previously seen
in studies of processing time using explicit felicity judgments.
Negative sentences expressing nonexistence were rated as
more felicitous than negative sentences referring to an alter-
native object (see Figure 2). True positive sentences did not
show any effect of context, nor did false sentences of any
sentence type, likely due to a ceiling effect for true positive
sentences and a floor effect for false sentences.

To test the reliability of these findings, we fit a linear
mixed-effects model examining the interaction between con-
text, negation type (e.g. nonexistence or alternative), and
negation framing (e.g. “has no X” vs. “doesn’t have X”) on
felicity ratings.2 Because we were primarily interested in the
effects of context on true negative sentences, we focused on
these trials in our analyses. The effects of context on true neg-
ative sentences reported in both experiments are significant in
full models of all sentence types as well.

Examining the model, we found a main effect of context,
with true negative sentences presented in a target context elic-
iting significantly higher ratings than true negative sentences
presented in a none context (β = 1.08, p < .001). We found
main effects of negation type, with alternative negation re-
ceiving lower ratings than nonexistence negation (β = −.43,
p < .05), as well as a marginally significant effect of nega-
tion framing, with sentences of the form “has no X” receiv-
ing lower ratings than sentences of the form “doesn’t have X”
(β = −.49, p = .052). There were no interactions between
negation frame, negation type, and context.

Participants showed a slight preference for negative sen-
tences with the framing “doesn’t have X” over “has no X”.
This preference did not interact with context or negation type;
participants preferred the “doesn’t have” framing for both al-
ternative negation and nonexistence negation, and rated both
sentence frames higher when they were presented in a tar-
get context. This finding suggests that effects of context on
the felicity of negative sentences are not due to features of a
specific syntactic frame.

In previous work we found that adults were somewhat
faster to look at the referent of nonexistence negation com-

2 The model specification was as follows: rating ∼
context × negation type × negation frame + (negation
type × negation frame | subject) + (negation
type × negation frame | item). Significance was calcu-
lated using the standard normal approximation to the t distribution
(Barr, Levy, Scheepers, & Tily, 2013). Data and analysis code can
be found at http://github.com/anordmey/cogsci15.
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Figure 2: Ratings for different types of true negative sen-
tences in Experiment 1. Sentences of the form “...has no X”
are shown on the left, and sentences of the form “...doesn’t
have X” are shown on the right. Negative sentences referring
to an alternative object are shown in black, and negative sen-
tences expressing nonexistence are shown in gray. Error bars
show 95% confidence intervals.

pared with alternative negation (Nordmeyer & Frank, 2014b).
In that experiment, the difference between nonexistence and
alternative negation could have arisen because of superficial,
stimulus-level differences (i.e. it might be easier to identify
a character with nothing than one with an alternative object).
Our replication of this result using explicit felicity judgments
suggests that this difference could result from pragmatic fac-
tors as well. One explanation for participants’ preference
for nonexistence negation is that a sentence such as “Abby
doesn’t have an apple” is more informative when Abby has
nothing compared to when she has an alternative object. In
a strong context (e.g. one where everyone else has apples),
using negation to point out Abby’s lack of apples is informa-
tive because it uniquely identifies her character in the array.
When Abby has some alternative object (e.g. a cat), however,
there is a more informative utterance that a speaker could use
(e.g. “Abby has a cat”). The existence of a more informative
utterance makes these negative sentences less felicitous, even
when they appear in context.

Overall, we found that a pragmatic context increases the
felicity judgments of negative sentences. Across all types
of negation, participants assigned higher ratings to sentences
that were presented with a target context compared to sen-
tences that were presented with a none context. This cor-
roborates previous work in which more informative negative
sentences were processed faster than less informative nega-
tive sentences (Nordmeyer & Frank, 2014a). In the next sec-
tion, we expand on this finding by testing the same sentences
in a new context designed to test alternative possibilities for
how context affects the pragmatics of negative sentences.
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Table 1: Coefficient estimates from a mixed-effects model
predicting true negative sentence ratings in Experiment 1.

Coefficient Std. err. t value
(Intercept) 5.28 0.19 27.16

Context (context) 1.08 0.27 4.04
Negation type (alternative) -0.43 0.17 -2.50

Frame (“has no”) -0.49 0.25 -1.94
Context ×Negation type -0.21 0.23 -.92

Context ×Frame -0.26 0.34 -0.77
Negation type×Frame -0.22 0.23 -0.94

Context×Negation type×Frame 0.22 0.32 0.67

Experiment 2
In Experiment 2, we examined the effect of three contexts
on alternative negation: A target context, in which all con-
text characters had the negated target object (identical to Ex-
periment 1), a none context, in which none of the context
characters had any objects (identical to Experiment 1), and a
foil context, in which all context characters had an alterna-
tive object (e.g. a different object than the one negated in the
negative sentences; see Figure 1). Participants saw all three
context conditions throughout the experiment, allowing us to
examine within-subject effects of context.

The addition of the “foil” context allowed us to test two
competing hypotheses about the pragmatics of negation. In
true negative trials with a foil context, all characters had the
same objects on their table (e.g. cats), and the negative sen-
tence referred to a different object (e.g. “Abby doesn’t have
apples”). Some previous work suggests that a critical ele-
ment of the effect of context on negative sentences is the fact
that the referent of the negative sentence is the “odd one out”
(Wason, 1965). If this is the case, the foil context might be
even worse than the none context, because the target of the
negative sentence does not stand out from the context. If,
however, the effect of context is driven by the informative-
ness of negation, then there should be no difference between
the foil and none contexts, because negative sentences are no
less informative in the foil context.

Method
Participants We recruited 194 participants (115 male, 76
female, three declined to report gender) to participate in an
online experiment through Amazon Mechanical Turk. Partic-
ipants ranged in age from 18-65. We restricted participation
to individuals in the United States. We paid 40 cents and the
experiment took approximately seven minutes to complete.

Stimuli Trials in Experiment 2 had the same structure as
trials in Experiment 1, with a small set of exceptions. First,
there were 24 trials. Second, all negative sentences were
of the form “[character] doesn’t have a/an [object].” Third,
on each trial, the target character either had a target object
on their table, or had an alternative object (eliminating the
nonexistence trials). Each participant evaluated nine true pos-
itive sentences, three false positive, three false negative, and
nine true negative trials.
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Figure 3: Ratings for true negative sentences in three context
conditions in Experiment 2. Error bars show 95% confidence
intervals.

In Experiment 2, context was a within-subjects factor with
three levels. In the none context, context characters had noth-
ing on their table, identical to the none context condition in
Experiment 1. In the target context, context characters each
had a target object on their table, same as the target context
condition in Experiment 1. In the foil context, context charac-
ters had an alternative object on their table (e.g., all characters
have a cat, but the sentence is about the presence/absence of
apples; see Figure 1). Each context condition appeared an
equal number of times within each trial type.

Procedure The procedure was identical to Experiment 1.

Data Processing We excluded from our analysis four par-
ticipants who did not list English as their native language and
six participants for having participated in a previous version
of the study. Thus, we analyzed data from a total of 184 par-
ticipants.

Results and Discussion
True negative sentences were rated significantly higher when
they were presented in a target context compared to either
the none context or the foil context (Figure 3). There was no
difference between sentences presented in a foil context and
sentences presented in a none context. As in Experiment 1,
context did not affect ratings for true positive sentences or
false sentences.

We fit a linear mixed-effects model to true negative sen-
tence ratings to test the effects of context.3 True negative
sentences presented in a target context received significantly
higher ratings than true negative sentences presented in a
none context (β = .70, p < .001). There was no significant
difference between sentences presented in a foil context and
sentences presented in a none context (β = .09, p = .22).

In Experiment 2, negative sentences were rated as most fe-

3 The model specification was as follows: rating ∼ context
+ (1 | subject) + (1 | item)

1742



licitous in a context where all of the context characters pos-
sessed the negated object. Negative sentences presented in
a foil context did not differ significantly from negative sen-
tences in a none context. In the foil context, all characters
(including the target character) had the same alternative ob-
ject. If the pragmatics of negation require the referent of a
negative sentence to be the “odd one out” (e.g. lacking a
feature that everyone else has), we would expect sentences
presented in a foil context to be rated lower than sentences
presented in the none context. The fact that there was no dif-
ference between these two contexts suggests that this is not a
necessary feature of a supportive pragmatic context for nega-
tion. Instead, negation appears to be pragmatically licensed
in contexts where the negative sentence is highly informative.

Model
Both of the preceding studies found a significant effect of
context on participants’ ratings of true negative sentences.
Why does context have this effect on negative sentences? One
hypothesis is that felicity ratings are influenced by the infor-
mativeness of negative sentences. On theories of pragmat-
ics, speakers should produce sentences that are appropriately
informative based on the context. In a context where most
characters have apples and one does not, it is informative to
mention the latter character’s lack of apples, because this fea-
ture is unique to the character being described.

We used a recent probabilistic model of pragmatics to
make predictions about participants’ felicity ratings, testing
this hypothesis. Details of this model—the “rational speech
act” model of pragmatics—can be found in several previ-
ous publications (Frank & Goodman, 2012; Goodman &
Stuhlmüller, 2013; Nordmeyer & Frank, 2014a). Here we
give a brief sketch of the intuitions behind the model. The
probability of a speaker making an utterance in context is de-
fined as being proportional to the informativeness of the word
in context minus its cost. Informativeness in context is calcu-
lated as the number of bits of information conveyed by the
utterance. We assume that the utterance has a uniform proba-
bility distribution over its extension in context (e.g., “doesn’t
have apples” applies to any character without apples, leading
to a uniform probability of picking out each individual char-
acter without apples). We defined cost as the number of words
in the utterance multiplied by a cost-per-word parameter; in
our simulations, we did not differentiate between different
negative sentence frames, and treated negative sentences as
having one word more than positive sentences. Probabilities
were normalized over a sparse vocabulary of possible positive
or negative utterances that could describe the characters.

Our model predicted the same qualitative pattern as the
data from participants’ felicity ratings (Figure 4). Sentences
presented in a target context were preferred over sentences
presented in a none context, because true negative utterances
are more informative when everyone in the context possesses
the negated object (e.g., the sentence “Abby doesn’t have
an apple” uniquely identifies Abby when everyone else does
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Figure 4: Predictions of a model of the informativeness of
an utterance in context. The model predicts how probable a
sentence is given a certain context. Best-fitting parameters
were used for this simulation (cost = .8), but the qualitative
pattern persists over a wide range of parameter values. Neg-
ative sentences expressing nonexistence are shown in black,
and negative sentences referring to an alternative object are
shown in gray.

have apples). The model predicted that true negatives pre-
sented in a foil context were more probable than true neg-
atives presented in a none context, due to the fact that the
positive utterance (e.g. “Abby has a cat”) is less informa-
tive in the foil context; this difference is not significant in
the experimental data. Nonexistence negation was assigned
higher probability than alternative negation, because alterna-
tive negation could be described by an equally informative
and less costly positive utterance (e.g., “Abby has a cat”).
Overall, participants’ felicity ratings appear to parallel the in-
formativeness of sentences in context.

General Discussion
The same negative sentence can sound perfectly fine in one
context, but strange in another. It can refer to nothing in one
context, but a difference in another. In our experiments, we
found that contextual differences led to significantly different
pragmatic judgments for otherwise identical true grammatical
negative sentences. What is it about the context of negative
sentences that elicits these effects?

The negative sentences that received the lowest felicity rat-
ings across both experiments were alternative negations in a
none context. On these trials, participants saw e.g. three char-
acters with nothing, and a character with a cat (see Figure 1).
The sentence “Abby doesn’t have apples” referred to the char-
acter with a cat. Although this sentence is true, it sounds very
odd: Why is the speaker talking about Abby’s lack of apples,
which is true of everyone in the context, instead of mention-
ing the cat? Compare this example to nonexistence negation
in a target context: Three characters have apples, and Abby
has nothing. Here, the same sentence sounds perfectly nat-
ural, because Abby’s lack of apples is unique, and there is
little else to say about her. In this latter context, producing a
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negative sentence is reasonable and perhaps even expected.
Work on children’s acquisition of negation has found that

preschoolers struggle to respond correctly to true negative
sentences (Kim, 1985; Nordmeyer & Frank, 2014b), despite
producing negation spontaneously and accurately before age
two (Pea, 1980, 1982). One possibility is that children are be-
having rationally based on a Gricean view of communication.
In most experiments of children’s comprehension of negation,
children hear negative sentences without any supportive prag-
matic context. In contrast, studies that have elicited sponta-
neous negations from children tend to use familiar contexts,
such as reading picture books in an interactive, game-like set-
ting (Pea, 1982; Hummer, Wimmer, & Antes, 1993). When
children hear a true negative sentence and indicate that it is
“wrong” (e.g. Kim, 1985), they may be reacting to the infe-
licity of the sentence rather than its truth value.

According to Grice’s Cooperative Principle, speakers
should produce utterances that are maximally informative in
order to effectively communicate their intentions to a listener.
If listeners expect speakers to abide by this principle, they
should prefer sentences that are more informative. Our results
support this view of communication. Under a model in which
the goal of communication is to convey your intended mean-
ing in the most efficient and effective way possible, negative
sentences that were more informative (and therefore more
likely to be produced by a speaker) were given higher felic-
ity ratings. These data suggest that general pragmatic factors,
rather than some specific quirk of negation, can explain the
relative felicity of different negative sentences in context.
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Abstract 
We studied changes to the pattern of speech errors as a 
function of selectively attending to one word in a sequence to 
learn how attention is implemented in language production. 
Three hypotheses were tested: (1) attention specifically 
inhibits the past, (2) attention enhances the activation of the 
present without affecting the past or the future, and (3) 
attention decreases priming of the future. In Experiment 1, 
using a model of sequential word production, we simulated 
the pattern of anticipatory and perseveratory errors on the 
attended words, and compared them to empirical error data. 
Our findings support a model in which attention only affects 
the present. Experiment 2 tested the prediction of this model 
regarding the error patterns on the word following the 
attended word. These results were also compatible with a 
transient enhancement in the activation of present that does 
not affect the production of the future words. 

Keywords: Language production; Selective attention; 
Structural frame; Perseveration, Anticipation; Speech error, 
Cognitive control; Executive function 

Introduction 
We can selectively attend to certain objects in the visual 

scene while ignoring others. As a consequence we process 
the attended objects more accurately, at a cost to objects we 
choose not to attend to. The mechanisms behind this 
selective attention are well studied in perception, and range 
from competition for representations in the receptive field of 
individual neurons to synchronization of neural populations  
mediated by a fronto-parietal control  network that lies 
largely outside of sensory regions (Gazzaley & Nobre, 
2012). On the other hand, selective attention in self-
produced sequences, such as multi-word utterances, is less 
well understood, and is the topic of the current study.  

 There are at least two fundamental differences between 
selective attention during language production and during 
visual perception. For one, words that are not placed in the 
focus of selective attention must still be fully processed for 
production. For example, even though the speaker may be 

attending to “three” in “I have been here for three hours” in 
response to an interlocutor who tells him “You have only 
been waiting for an hour”, he must still plan and produce all 
the other words that are not in special focus of attention. 
Furthermore, the sequence unfolds over time, so 
competition must be implemented in a system with temporal 
sequencing. These differences motivate the direct study of 
the effects of selective attention on production of multi-
word utterances, instead of relying strongly on 
extrapolations from visual attention. 

Effects of attention on language production remain, for 
the most part, unstudied. Most research that looks at 
attention in the context of speaking is, in essence, studying 
attention in visual perception, rather than attention in 
production. For example, many studies have shown that the 
focus of attention on the visual scene predicts the  utterance 
structure (e.g., Griffin & Bock, 2000), and that manipulating 
bottom-up attention within the scene affects the choice of 
linguistic structure (e.g., Bock, Irwin, & Davidson, 2004; 
Gleitman, January, Nappa, & Trueswell, 2007; Tomlin, 
1997; but see Kuchinsky, Bock, & Irwin, 2011). Similarly, 
research on the effects of attention on suppressing 
competing pictures/words during picture naming  speaks to 
inhibition of a perceptual competitor that is not to be 
produced (e.g., Oppermann, Jescheniak, & Görges, 2013; 
Piai, Roelofs, & Schriefers, 2012). While informative about 
how information is selected for production, none of these 
studies address the consequences of paying special attention 
to, say, one word in a sequence of words all of which are to 
be produced.  

Nozari and Dell (2012) presented the first empirical study 
of the effect of selective attention on the production of 
multi-word utterances. Participants produced 4-word 
tongue-twisters in which either one or none of the words 
was singled out. Three different manipulations of attention 
all resulted in the same pattern: selective attention during 
production resulted in the more accurate production of the 
attended and less accurate production of the unattended (see 
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also Nozari & Thompson-Schill,  2013 for linking this effect 
to the left prefrontal cortex). To investigate the underlying 
mechanism of this effect, Nozari and Dell (2012) reported 
an analysis of the origin of errors. They divided errors on 
the unattended words into two groups. The first group were 
errors which originated from the attended word (AttOrg+; 
e.g., producing “ring” for “wing”, where the origin of the 
erroneous segment /r/ was the attended word “wrist”). The 
rest were errors that did not originate from the attended 
word (AttOrg−; e.g., producing “winf” for “wing”, where 
the origin of the erroneous segment /f/ was not the attended 
word “wrist”). The authors found no evidence of increase in 
the proportion of AttOrg+ errors as a function of attention. 
They argued that this finding ruled out the simplest 
implementation of attention, in which the attended word is 
given a large jolt of activation, because the extra activation 
should have caused more segmental migrations from the 
attended word and increased the proportion of AttOrg+ 
errors.  

While Nozari and Dell’s finding refuted one model, it 
remained unclear what the correct way of implementing 
attention in language production is. The present study 
investigates this issue in sequential word production. Except 
for the first and the last words in multi-word utterances, 
every other word is spoken amid both past and future words. 
Fluent and error-free production depends on successful 
inhibition of the past, correct selection of the present, and 
timely priming of the future. Failure of any of these 
operations results in erroneous or disfluent speech. Poor 
inhibition of the past or failure to activate the present can 
result in perseveration errors, errors in which the already-
spoken words, or parts of them, are repeated in place of the 
current target. Disproportionally strong priming of the 
future leads to anticipation errors, where the words, or parts 
of them, that must be uttered in the future slip into the 
production of the current utterance. Finally, late or impotent 
priming of the future results in disfluent speech. Selective 
attention may modulate any of these processes. 

The current study uses a computational model to test 
whether selective attention affects the suppression of the 
past, the activation of the present, or the priming of the 
future. The model is a modified version of a model of serial 
order in language production proposed by Dell, Burger, and 
Svec (1997; Figure 1). The goal of the simulations is not to 
test the model, but rather to use it to understand attention, in 
much the same way that, for example, a signal detection 
model is used to understand the effect of some manipulation 
on recognition memory or perception. The model offers 
parameters, variation in each of which may or may not be 
able to explain the effects of attention on the data. 

Dell et al.’s (1997) model has two main components, a 
plan for the words to be produced and a structural frame for 
ordering these words. The plan has connections to all lexical 
items relevant to the current sequence with equal weight w. 
This means that these words can be activated and selected 
through the plan, but there is no information about which 

word has to be produced first, second, etc. Ordering is 
achieved through binding with the structural frame.  

Unlike the plan, the structural frame is not specific to 
words in the current sequence. Instead, it supports activation 
of words in certain positions. Figure 1 shows an example, in 
which it is time to produce a word in position 2. While all 
weights between the plan and the words remain w, the 
structural frame differentially supports the activation of 
words in positions 1, 2, and 3. Word 1 (past) receives no 
support from the frame (i.e., weight = 0) because it has 
already been produced. Word 2 (present) receives support 
with weight k. Word 3 (future) also receives some support 
with weight b, because it needs to be primed for production 
next. Specifically, the input of activation to the words in the 
sequence is a function of the (uniform) support they receive 
from the plan multiplied by the (differential) support they 
receive from the structural frame. Two more parameters 
affect this activation: passive decay (d), and active 
suppression after production, which we index by residual 
activation given to each word once it has been produced (c). 
The activation of past, present, and future after retrieval has 
gone on for n time steps is (Equations 1-3): 

 
𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴(𝑝𝑝𝐴𝐴𝑝𝑝𝐴𝐴) = 𝐴𝐴(1 − 𝑑𝑑)𝑛𝑛  (1) 
𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴(𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝐴𝐴𝐴𝐴) = 𝐴𝐴𝑛𝑛𝑛𝑛(1 − 𝑑𝑑)(𝑛𝑛−1)  (2) 
𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴(𝑓𝑓𝑓𝑓𝐴𝐴𝑓𝑓𝑝𝑝𝑝𝑝) = 𝐴𝐴𝑛𝑛𝑛𝑛(1 − 𝑑𝑑)(𝑛𝑛−1)  (3) 
                    

 All the activations are transformed to 
𝑝𝑝𝑒𝑒𝑝𝑝𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴 (𝐴𝐴) = 𝑝𝑝𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝑛𝑛(𝐴𝐴).𝜇𝜇 where i is the word of 
interest (past, present or future), and μ is the parameter 
indicating how rapidly the strength of the word i grows as a 
competitor with its increasing activation. Empirically, the 
consequence of the different levels of activation of past, 
present, future is reflected in the proportion of anticipation 
and perseveration errors. Following Luce’s choice axiom, 
the probability of selecting a word is proportional to the 
ratio of that word’s activation to the sum of activation of all 
words competing for selection (Equation 4):  
 

𝑃𝑃(𝐴𝐴) =
𝑝𝑝𝑒𝑒𝑝𝑝𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴 (𝐴𝐴)

∑ 𝑝𝑝𝑒𝑒𝑝𝑝𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴𝐴 (𝑗𝑗)𝑗𝑗
1

 
 (4) 

 
where j is the total number of words in the sequence1. Thus, 
the higher the activation of the past relative to the total 
activation, the higher the chance of its selection, which 
would manifest as a perseveration error. The same goes for 
present and future, manifesting as correct responses and 
anticipation errors respectively.  

Three hypotheses about the influence of attention are 
tested:  
1) Attention helps inhibit the past (c). 
2) Attention helps activate the present (k). 
3) Attention decreases the activation of future (b). 

1 The fourth word in the sequence was given a constant small 
amount of activation (0.01) and was included in the denominator 
as a potential, but weak, competitor. 
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Note that we only considered hypotheses that were 
compatible with the main finding of Nozari and Dell (2012), 
namely that increased attention should increase accuracy of 
the attended word. For example, we did not test increased 
priming of future, because it would have meant less 
accuracy on the attended word, as strong future priming 
increases the chance of the future word to be produced in 
place of the present word.  

Two experiments are reported.  Experiment 1 investigates 
the effects of selective attention on the pattern of 
anticipation and perseverations on the attended word itself. 
Experiment 2 studies the consequence of selectively 
attending to a word on errors on the word immediately 
following the attended word.  

Experiment 1 

Methods 
Empirical data 
Data were re-analyzed from sixty individuals who had 
participated in Experiments 1 and 2 in Nozari and Dell 
(2012). Participants were exposed to 64 four-word tongue-
twisters, such as “wrist wing whiff rink”. In the control 
condition, they rehearsed the tongue-twisters four times at 
the rate of 2 words/s, and then produced them four times 
from memory at the rate of 3 words/s. In the experimental 
condition, one of the four words (each position equally 
likely) was printed in bold and was underlined during the 
rehearsal phase. This was the attended word. Experiment 1 
instructed participants to especially avoid making errors on 

this word, while trying to be as error-free as possible 
throughout the sequence. Experiment 2 instructed 
participants to explicitly emphasize the word. As explained 
in the Introduction, both manipulations resulted in fewer 
errors on the attended word and more errors on the other 

words (unattended) in comparison to the control condition 
where no word was attended. Specifically, the error rate on 
the attended word in the experimental condition (e.g., “wrist 
wing whiff rink”) were compared to that on the word in the 
similar position in a sibling tongue-twister (e.g., “mist wing 
whiff mink”) in the control condition (the appearance of 
sibling tongue-twisters in the experimental and control 
conditions was counterbalanced across participants). The 
control word in the latter will be referred to as the 
“attended” to distinguish it from the three other words in the 
sequence, although in reality there was no difference 
between the four words in the control sequences. 

For the purpose of the current study, the data were re-
coded for anticipation and perseveration errors. A graduate 
student with linguistics background, trained in speech error 
coding, coded the errors according to the rules in Dell et al. 
(1997), and the coding was double-checked by the first 
author. Six categories of errors were coded: Word 
Anticipation (WA), Word Perseveration (WP), Sound 
Anticipation (SA), Sound Perseveration (SP), Exchanges 
(E), and Others (O). Errors were coded only on words in 
positions 2 and 3, because these were the only positions for 
which both anticipation and perseveration were possible. 
Anticipations were coded as producing whole (WA) or parts 
(SA) of upcoming words in place of the present utterance. 
For example, if participant produced “wrist wing wink rink” 
instead of the target sequence “wrist wing whiff rink”, the 
error “wink” would receive the SA code. Conversely, if 
whole (WP) or parts (SP) of the words that had already been 
spoken re-appeared in the present utterance, a perseveration 
error was coded. For example, the error “wist” in “wrist wist 
whiff rink” would receive the SP code. Some errors had 
ambiguous origins, such as “ring” in “wrist ring whiff rink”, 
which may be a perseveration from the /r/ in “wrist”, or an 
anticipation of the /r/ in “rink”. These errors were coded as 
Others and were not included in the analyses. Exchanges 
(e.g., “wrist whiff wing rink”) were also excluded, as they 
contributed equally to anticipation and perseveration errors 
if they were to be counted as such.  

 
Table 1- Error counts on the attended word (collapsed 

over words 2 and 3, and the two experiments). A = 
Anticipation; P = Perseveration; E = Exchange. W = Word; 
S = Sound; Exp = Experimental; Cont = Control. See text 
for definition of error types. The columns in bold are used in 
the analyses. 

 
  WA SA TotalA WP SP TotalP TotalE Others 

Exp 9 46 55 3 18 21 63 19 

Cont 26 47 73 8 25 33 65 16 

 
 

Figure 1. The architecture of the model with its two 
components and the relevant parameters that affect 

activation of each word. In this example, it is time to 
produce a word in position 2. Past retains a little bit of 

activation but it gets no support from the frame. The future 
gets a little bit of support for priming. 

 

1747



Table 1 shows the number of each error type on the 
attended words collapsed across positions 2 and 3 for the 
experimental and control conditions. To have enough 
statistical power for comparing anticipations and 
perseverations, word and sound errors were combined. The 
upper left panel in Figure 2 shows error proportions on the 
attended word for anticipation and perseveration errors in 
control and experimental conditions. Proportions were 
calculated by dividing the raw error counts by the total 
opportunities for error on each word. Given the overall 
decrease in error probability on the attended word in the 
experimental condition reported by Nozari and Dell (2012), 
we tested the competing hypotheses of no change or a 
reliable decrease of anticipations, perseverations or both. 
Attention led to a significant decrease in perseveration 
errors (t(59) = 1.79, p = 0.039) and a marginal decrease in 
anticipations (t(59), p = 0.051). Next we use the model to 
develop competing accounts of what attention does, and 
compare those accounts to the empirical data.  

 
Simulations 

  
Simulating performance in the control condition (the 
baseline model). Before different hypotheses were tested, a 
baseline model was needed to capture the data pattern in the 
control condition without manipulation of attention. A 
model with the following parameters well captured this 
pattern w = 0.5, d = 0.5, c = 0.45, b = 0.35, k = 1, n = 3, and 
μ = 10 The parameters of the baseline model were then kept 
constant across the three simulations, except for a single 
parameter in each simulation that attention was 
hypothesized to influence. This parameter was changed to 
simulate the change to error proportions between the control 
and experimental conditions.  
 
Model 1- Increased inhibition of the past. According to this 
hypothesis, attention acts by strongly inhibiting the past 
word, hence decreasing the probability of perseverations on 
the present (attended) word. The residual activation of the 
past after suppression is captured by parameter c in the 
model. We decreased c to a level where the model’s 
predicted proportion of perseverations in the attended 
condition matched the empirical data. The critical test of the 
model’s performance then comes from its prediction about 
the anticipations given the same parameters. This model 
predicted a slight increase in the proportion of anticipation 
errors from 7.6% to 7.7% (Figure 2, top right panel).  
Model 2 – Increased activation of the present. This model 
tested the hypothesis that attention enhances the activation 
of the present but does not directly affect the activation of 
the past or the future. To simulate this, parameter k was 
increased to the level that the model would accurately 
capture the rate of perseveration errors. The test of the 
model was its prediction of the rate of Anticipations given 
the same set of parameters. The model predicted a drop 
from 7.6% to 4.6% in the rate of these errors (Figure 2, 
bottom left corner).  

Model 3 – Decreased priming of the future. Perhaps 
attention works by preventing the speaker from focusing too 
far ahead. This hypothesis was tested by decreasing b. Once 
a level b was determined that best captured the rate of 
anticipation errors, the model’s performance was evaluated 
by determining its estimated rate of perseverations. The 
model predicted a slight increase from 3.6% to 3.7% in the 
rate of perseverations (Figure 2, bottom right panel). 
 

Results and Discussion 
 

Our empirical data revealed a decrease in the rates of both 
perseverations and anticipations on the attended words.  
Models 1 and 3, which tested the effects of attention on past 
and future respectively, each captured a drop in only one 
error type, but predicted no decrease in the other error type. 
If anything, a slight increase was predicted as a function of 
the lower competition from the other error type that was 
decreased (smaller denominator in Equation 4). The only 
model that captured the drop in both anticipation and 
perseveration errors was model 2 in which attention was 
hypothesized to only affect the activation of the present and 
not that of the past or the future. When tuned to mimic the 
perseveration rate on the attended word in the empirical 
data, this model predicts a drop of 3% in anticipation errors 
on that word. The actual data showed a comparable 2.4% 
drop. It thus seems that the effect of attention is best 
captured by a model that narrows the focus of attention to 
the object being currently processed, the result of which is a 
decrease in the processing of both the past and future.  

 
Figure 2 – The empirical data (top-left) and the three 

simulated models of the effect of selective attention on the 
proportion of Anticipation (A) and Perseveration (P) errors 

on the attended word in the experimental and control 
conditions. 
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Experiment 2 
 

Experiment 1 supported a model in which selective 
attention was implemented by enhancing the activation of 
the present. We implemented this by increasing the 
connection weight between the present slot in the structural 
frame and the word to be currently produced. This 
implementation results in a transient effect. When the word 
is linked to the “present” slot in the frame its activation is 
boosted. As soon as it loses that link and becomes the past, 
it has no advantage over another word that was not boosted. 
If this characterization is correct, then the attended word, or 
its segments, should be no more likely to infiltrate the 
production of other words in the sequence.  

Nozari and Dell (2012) presented a preliminary analysis 
of origin for errors on the unattended words that supported 
the contention that the segments from the attended words 
were not more likely to migrate to the unattended words. 
However, they included all errors (anticipatory errors, 
perseveratory errors, and exchanges) in counting errors 
whose origin was the attended word. Also, they included 
every error whose origin could potentially be the attended 
word in the analysis. The current experiment tested a more 
specific hypothesis predicted by the model that provided the 
best fit to the error data on attended words. Specifically, the 
model predicts no increase in the proportion of 
perseveration errors on the words following the attended 
word. The strongest demonstration of this should be on the 
word that immediately follows the attended word, because 
even if the attended word has retained any of its extra 
activation, this activation would decay over time, weakening 
its effect as more words are produced.  

 

Methods 
 

The same set of data from Experiment 1 was used for new 
coding and analyses. This time, we were interested in the 
effect that attending to a word had on the words after the 
attended word. The same attended words as Experiment 1 
(words 2 and 3) were targeted, and the words immediately 
after them (words 3 and 4 respectively) were analyzed. Two 
types of perseveration errors were coded: (a) perseveration 
errors originating from the attended word; for example, the 
error “riff” in “wrist wing whiff riff” for the target “wrist 
wing whiff rink” would be coded as a perseveration 
originating from the attended word. We call these AttOrg+ 
errors. The second class were (b) perseveration errors 
originating from the unattended word(s), for example, the 
error “ring” in “wrist wing whiff ring” would be coded as a 
perseveration originating from an unattended word. We call 
these AttOrg− errors. Similar to Experiment 1, errors with 
ambiguous origin were not included in the analyses. 

 

Results and Discussion 
 

In the experimental condition, there were 63 AttOrg+ and 
31 AttOrg− perseveration errors. In the control condition, 
there were 73 AttOrg+ and 21 AttOrg− perseveration errors. 
Figure 3 shows the proportion of errors relative to 
opportunities. As can be seen, there was no evidence for 
more perseverations from the attended word onto the next 
word in the experimental than the control condition. If 
anything, there were numerically fewer such errors, 
although the difference was not reliable (t(59) = 0.24 using 
a two-tailed t-test on the error counts).   

 

 

Perhaps there are simply fewer perseveration errors on 
words after the attended word in the experimental condition, 
and this decrease does not really reflect anything about the 
source of those errors. To test this, we compare this pattern 
to the perseveration errors on the same words that originate 
from the unattended words in the sequence. This was done 
by looking at the difference between the AttOrg+ and 
AttOrg− errors in the experimental and control conditions 
(equivalent to an interaction analysis). A marginally 
significant interaction between the pattern of errors was 
found (t(59) = 0.06 using a two-tailed t-test). This shows 
that the drop in the perseverations from the control to the 
experimental condition is particular to the AttOrg+ errors. 

General Discussion 
 
In previous work, we had demonstrated that selectively 

attending to one out of four words in a sequence increases 
accuracy on that word, while decreasing accuracy on the 
other words (Nozari & Dell, 2012). In this study, we 
presented model-driven analyses of the error data, and three 
simulations, in which attention was manipulated by (1) 
more strongly suppressing the past, (2) more strongly 
activating the present, and (3) less strongly priming the 
future. Experiment 1 showed that the pattern of anticipation 

Figure 3- Proportion of AttOrg+ and AttOrg− perseveration 
errors on the word immediately after the attended word 
(collapsed over words 3 and 4), in the experimental and 

control conditions. 
 

1749



and perseveration errors on the attended word itself was 
most compatible with the model in which attention 
influenced the activation of the present (simulation 2). 
Experiment 2 tested a further prediction of such a model, by 
looking at the pattern of perseverations, this time on the 
word following the attended word. If attention exerts a 
transient influence on the present, as modeled in simulation 
2 through a link to the structural frame, then there should be 
no increase in the probability of the attended word to intrude 
in the production of the following word.   

In agreement with the results of Nozari and Dell (2012), 
the current analysis found no evidence of increased 
perseveration errors from a word that was previously in the 
focus of attention on the word that was to be presently 
produced. A follow-up analysis showed that this was not 
due to a general drop in the perseveration errors on the 
words following the attended word, but was a pattern 
specific to those originating from the attended word itself. 
Together, these results support a model in which attention is 
implemented in the connections between the present slot in 
a structural frame and the word to be presently spoken.  

We close by briefly discussing one angle from which 
these data can have a clinical impact. Perseveration errors 
are common in individuals with brain damage (e.g.,  Albert 
& Sandson, 1986; Fischer-Baum & Rapp, 2012), children 
(e.g., Stemberger, 1989), and older adults (Foldi, Helm-
Estabrooks, Redfield, & Nickel, 2003). These are also 
populations that usually have impaired cognitive control. 
Often though, perseveration errors are viewed as related to 
cognitive control if the problem is connected to suppression 
of the past. While inhibition of the past is the cause of 
perseverations for some individuals, Perseverations in others 
have been shown to be due to insufficient activation of the 
present (Fischer-Baum & Rapp, 2012). If selective attention 
works by specifically enhancing the activation of the 
present, methods that train selective attention might be the 
key to abolishing perseveration errors in clinical 
populations.  
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Abstract 

While the P600 is generally presumed to be a uniform response 
elicited consistently across individuals in specific syntactic 
contexts, Tanner and Van Hell (2014) showed evidence of distinct 
response profiles (N400 or P600 dominant) for syntactic 
violations across individuals. The current analysis used Tanner 
and Van Hell’s response-dominance index (RDI) to examine the 
impact of response dominance on comprehension of garden-path 
sentences. P600 dominant individuals showed enhanced 
comprehension of garden-path sentences, even when controlling 
for working memory capacity. Response dominance as an 
individual difference measure has the potential to enhance 
understanding of the neurocognitive basis of sentence processing 
and greater cognition in general.  

Keywords: P600; N400; Response Dominance Index; Garden-
Path; Working Memory. 

Introduction 
Over the past thirty years, research using the event-related 

potential (ERP) technique has provided many important 
insights into the neural mechanisms associated with language 
comprehension. The integration of lexico-semantic 
information is associated with an increased centro-parietal 
negativity between 300-500 ms known as the N400 (Kutas & 
Hillyard 1980). Morphosyntactic integration is associated 
with an early left anterior negativity (LAN) maximal around 
200-500 ms, followed by a late posterior positivity (P600) 
maximal between 500 and 800 ms (see Kutas, Van Petten & 
Kluender (2005) for review). While the LAN/P600 complex 
is elicited by morphosyntactic violations of all types, the 
P600, in absence of early negativity, is also elicited by well-
formed sentences that present increased difficulty due to 
temporary ambiguity (i.e. garden-paths; Gouvea, Phillips, 
Kazanina & Poeppel, 2010; Osterhout, Holcomb & Swinney, 
1994).  

The use of ERP as a means of indexing the different neural 
mechanisms associated with language processing is 
contingent on the assumption that all neurologically normal, 
native speakers show consistent responses to sentence stimuli 
such that the grand averaged ERPs reflect effects that are 
manifest uniformly across individuals.  

This notion was recently challenged by Tanner and Van 
Hell (2014). In their innovative study, they showed that, 
although in the grand mean syntactic violations elicited a 
classic biphasic LAN/P600 response, most participants either 
showed an N400 or a P600 rather than a biphasic response. 
Given the topographical distribution of the effects for each 
group, they concluded that the LAN often found for syntactic 
violations in grand mean analyses is the result of the 

distributed negativity in some subjects being neutralized or 
minimized by the right lateralized positivity in the others such 
that only the left anterior negativity remains. Response 
dominance did not, however, predict acceptability judgment 
accuracy, nor did it correlate with measures of working 
memory (WM) and executive control. Familial left-
handedness alone exhibited a relationship with the response 
dominance index (RDI). 

The individual differences in N400/P600 response 
dominance observed by Tanner and Van Hell (2014) led to 
interesting questions regarding other contexts which tend to 
elicit these potentials. Although sentences that are well-
formed but contain garden-paths typically elicit a P600 with 
the absence of an early negativity (Friederici, Mecklinger, 
Spencer, Steinhauer, & Donchin, 2001; Frisch, Schlesewsky, 
Saddy, & Alperman, 2002; Gouvea et al., 2010; Horberg, 
Koptjevskaja, & Kallioinen, 2013; Matzke, Mai, Nager, 
Rossler, & Münte, 2002; Osterhout, Holcomb & Swinney, 
1994; Vos et al., 2001a), there is some variability as many 
studies do observe early effects. Horberg et al. (2013) found 
early centro-parietal negativity while Matzke et al. (2002) 
found early anterior negativities. Early positivities have also 
been found, both posterior (Gouvea et al., 2010; Vos et al., 
2001a) and broadly distributed (Friederici et al., 2001) 

Though the effects associated with the resolution of 
garden-paths are not considered to be biphasic, the variability 
in findings could suggest the possibility of individual 
differences in response profiles, as Tanner and Van Hell 
(2014) found for syntactic violations. Furthermore, even if all 
studies found P600s in absence of negativity, the lack of early 
effects could be the result of early negativities and positivities 
cancelling each other out.  

One known source of variability in garden-path effects for 
both P600s and comprehension accuracy is working memory 
capacity (WMC). WM is “a multicomponent system 
responsible for active maintenance of information in the face 
of ongoing processing and/or distraction” (Conway, Kane, 
Bunting, Hambrick, Wilhelm & Engle, 2005, p. 770) which 
facilitates goal directed behavior. High WMC individuals 
show greater P600 effects for garden-path sentences 
compared to low WMC individuals (Friederici, Steinhauer, 
Mecklinger, & Meyer, 1998). High WMC individuals also 
show reduced garden-path effects in comprehension accuracy 
such that they have better comprehension accuracy for 
garden-paths (Just & Carpenter, 1992). Lower 
comprehension accuracy in low WMC individuals indicates 
that they are more likely to arrive at “Good Enough” 
interpretations (Ferreira, Bailey & Ferraro, 2002) in which 
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the faithful interpretation of the sentence is not adopted. As 
Slattery, Sturt, Christianson, Yoshida and Ferreira (2013) 
note, this could be due to a failure to fully reanalyze the 
structure created during the initial incorrect parse or to a 
failure to discard the initial incorrect interpretation. Both 
possibilities represent distinct attentional demands, 
specifically the ability to recall information in the face of 
ongoing processing (reanalysis) and the ability to 
discard/suppress information that is no longer goal relevant 
(discarding incorrect parse). The former can be assessed with 
complex span tasks (Daneman & Carpenter, 1980; Unsworth, 
Heitz, Schrock, and Engle, 2005) while the latter can be 
indexed by performance on positive lures in the n-back task 
(Conway et al., 2005). It is necessary, therefore, to consider 
the role of WM when examining individual differences 
associated with the resolution of garden-path sentences. 

The goal of the current study is to determine (1) if 
participants’ N400/P600 dominance for garden-path 
sentences will fall into a  continuum such that there will be a 
continuous distribution of N400 and P600 effect magnitudes 
with negative correlations between them, (2) if the N400 and 
P600 dominant participants will show qualitatively different 
sentence type effects in the ERP data, (3) if response 
dominance will predict comprehension accuracy and (4), if 
so, is that effect reducible to individual differences in WMC. 

Methods 

Participants 
Data were collected from 60 right handed participants, 15 of 
which were excluded due to eligibility issues, technical 
issues, noncompliance, or attrition.  An additional 8 were 
excluded for excessive artifacts. As a result, 37 participants 
(20 female) between the ages of 18 and 35 (M = 21.6, SD = 
3.21) were included in the analyses. All participants were 
right-handed, neurologically normal, native speakers of 
English with normal or corrected-to-normal vision, and none 
had started learning a second language before age 12. 

 
Sentence Stimuli 

For the syntactic complexity conditions, this experiment 
used the same control and garden-path sentences as 
O’Rourke & Colflesh (2014) (based on Gouvea et al., 2010; 
see Table 1).  

 
Table 1. Examples of Sentence Types  

Type Example 

Garden-
Path 

The patient met the doctor and the nurse 
with the white dress showed the chart 
during the meeting. 

Control The patient met the doctor while the nurse 
with the white dress showed the chart 
during the meeting. 

Fifty percent of the sentences were followed by 
comprehension questions, which included questions that 
directly targeted the resolution of the garden-path structure. 
ERP data was time-locked to a matrix verb (underlined in 
Table 1).  

In addition to the target sentences, there were 288 other 
sentences (108 fillers and 180 sentences in experimental 
conditions not reported herein; see O’Rourke & Colflesh 
2014 for details on fillers) making a total of 360 sentences. 
Due to the large number of sentences, the sentence processing 
task was divided across two experimental sessions.  

 
Working Memory Tasks 
Complex Span Tasks Three complex span tasks were used 
in the current study: reading span, operation span, and 
symmetry span. In automated reading span (Unsworth, et al., 
2005) participants were presented with a series of sentences 
and asked to indicate, via button press, if the sentence they 
read made sense. After each sentence they were then 
presented with a letter that they were to remember for later 
recall. At the end of the sequence, they had to recall the letters 
in serial order. Their score reflects the total number of letters 
recalled in the correct serial position out of a total of 75 items. 

Automated operation span (Unsworth, Redick, Heitz, 
Broadway, & Engle, 2009) was identical to reading span as 
described above except instead of making sense judgments 
on sentences, participants had to read math problems 
involving two operations, one addition/subtraction and one 
multiplication/division, and verify if the solution provided 
was correct.  

In automated symmetry span (Unsworth et al., 2009) 
participants were presented with a series of 8x8 black and 
white grids and asked to indicate, via button press, whether 
the design was vertically symmetrical. After each symmetry 
judgment they were presented with a 4x4 grid with a square 
filled in red that they were asked to remember for later recall. 
At the end of the sequence, participants had to recall the 
position of the red squares in serial order. Their score reflects 
the total number of red squares recalled in the correct serial 
position out of a total of 42. 
 
N-Back In the n-back task (Conway et al., 2005), participants 
were presented with a sequence of single letters and asked to 
judge if the current letter is the same as the one that occurred 
n places back in the sequence. For example, in a 2-back task, 
the second “X” in the following sequence would be a target:  
X U X X F U U. Lures, which appeared one space before a 
target (n-1; the third “U”), one space after a target (n+1; the 
third “X”), or two spaces after a target (n+2; the second “U”) 
were also included. Participants in the current experiment 
performed 2-back and 4-back, with lures. Accuracy in the 
positive lure conditions reflects the ability to successfully 
discard recently activated information that is no longer goal 
relevant. Mean accuracy for n+1 and n+2 lures in the 2-back 
task was used as a covariate in the ANCOVA.  
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EEG Recording 
Electroencephalographic (EEG) data was acquired using the 
Electrical Geodesics Inc. (EGI) Hydrocel 256 channel 
system. Data were recorded using Net Station 4.5.4 
(Electrical Geodesics Inc., Eugene, OR). The signal was 
high-pass filtered online at 0.1 Hz, low-pass filtered at 30 Hz. 
The EEG signal was sampled at 250 Hz. Impedances were 
kept below 50 KΩ where possible and otherwise under 100 
KΩ, as is customary with high density EEG recordings. EEG 
was recorded using CZ as a reference and later re-referenced 
to the global mean. Prior to averaging, eye blinks, and other 
artifacts were identified and excluded from analysis via Net 
Station’s algorithms for artifact detection and ocular artifact 
removal. Bad channels were corrected when possible via 
NetStation’s correction tool. Participants with more than 30% 
rejected trials were not included in the analysis resulting in 
the exclusion of eight participants. In the subjects included in 
the analysis, 15% of trials were rejected on average. 

 
Procedure 
The sentence processing task was divided across two 
sessions, each lasting approximately 2.5 hours. In each 
session, participants performed the sentence processing task 
while EEG was recorded, and then they completed a subset 
of the WM assessments (the three complex span tasks, n-
back, and two additional measures not reported herein). 
Sentences appeared word-by-word in the center of a high-
resolution computer screen. Each word was presented for 300 
ms, followed by a blank of 200 ms. The final word of the 
sentence was presented with a period and was followed by a 
5500 ms rest period. Half of the test sentences were followed 
by a comprehension question. The questions were presented 
in their entirety for 2500 ms, followed by a 3500 ms rest 
period. Key presses were used for “yes” and “no” responses 
to the questions. Within each session, the stimuli were broken 
into 6 runs each consisting of 27 sentences, lasting 
approximately 8 minutes. The EEG part of the session, 
including electrode application and removal, lasted 
approximately 1.5 hours. After electrode removal, 
participants performed three of the six WM assessments 
which took no longer than one hour.  

Data Analysis 

Data were analyzed using Net Station 4.5.4 (Electrical 
Geodesics Inc., Eugene, OR). Upon completion of pre-
processing and averaging, ERPs were computed for each 
individual for each experimental condition for a 1500 ms 
interval time-locked to the presentation of the critical verb 
(“showed” above) relative to a 200 ms pre-stimulus baseline. 
The following time windows were considered in the analysis 
of P600 effects: 300-500, 500-700 and 700-900 ms. The 
analyses were performed on midline and dorsal electrodes. 
The midline electrodes were divided into anterior (FPZ, AFZ, 
FZ, FCZ, CZ) and posterior (CPZ, 90, PZ, POZ, OZ) 
sections. The dorsal electrodes were grouped by anterior-
posterior (AP) location and hemisphere:  Left anterior (FP1, 

AF3, F1, F3, FC3, C3), right anterior (FP2, AF4, F2, F4, FC4, 
C3), left posterior (CP3, CP1, P1, P3, P1, PO3, O1) and right 
posterior (CP4, CP1, P4, P2, PO4, O2).  

Sentence type effects in the ERP data were assessed in the 
dorsal regions with multiple three-way analysis of variance 
(ANOVA) (sentence type (Type) x anterior-posterior (AP) x 
hemisphere) and in the midline electrodes with a two-way 
ANOVA (Type x AP). 

In order to examine the possibility of qualitatively distinct 
electrophysiological effects across participants, we used 
Tanner and Van Hell (2014)’s RDI to sort participants into 
negativity and positivity dominant groups. First, N400 and 
P600 effect magnitudes for the garden-path/control contrast 
were calculated using the same parameters as Tanner and Van 
Hell (p. 293). N400 (control minus garden-path) and P600 
effect magnitudes (garden-path minus control) were 
calculated in the 300-500 and 500-800 ms time windows, 
respectively, in a centro-parietal ROI (C3, CZ, C4, CP1, CP2, 
P3 PZ, P4). RDI was calculated for each sentence type using 
Tanner and Van Hell’s formula: 

 

RDI 	
P600GP	-	P600Control 	-	 N400Control	-	N400GPl

√2
 

 
To examine the impact of RDI on comprehension accuracy, 
participants were divided into groups according to response 
dominance (N400 or P600). An analysis of covariance 
(ANCOVA) was run with garden-path comprehension 
accuracy as the dependent variable, RDI group as the 
independent variable and average, standardized WM score 
(average z-score for the three measures) and mean accuracy 
for positive lures in the 2-back task covariates. All outliers in 
the behavioral data (±2.5 SDs from the sample mean) were 
excluded from the analysis. 

 
Results 

Behavioral Data 
Accuracy for garden-path sentences (M = 68.3%, SD = 14.4) 
was significantly lower than control sentences (M = 73.6%, 
SD = 11.4; F(1,36) = 6.13, p < .05, ηp

2 = .15). 
Mean accuracy for the operation span, reading span, and 

symmetry span was 52.7 (SD = 15.9), 40.0 (SD = 15.9), and 
21.1 (SD = 11.4), respectively. Analysis of the complex span 
tasks showed significant correlations between all three (all rs 
> .35, ps < .05, n = 35), as was expected (Kane, Conway, 
Miura & Colflesh, 2007). Mean accuracy on n+1 and n+2 
lures in the 2-back task was 65.3% (SD = 27.6) and 75.9% 
(SD = 28.0), respectively. There were no significant 
correlations between accuracy in the lure conditions and 
complex span performance. This lack of correlation is 
consistent with previous findings (Kane, et al., 2007; 
Unsworth, Schrock, & Engle, 2004) and supports the finding 
that n-back and complex span tasks are indexing separate 
attentional mechanisms. 
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ERP Data 

Garden-path sentences (compared to controls) showed a 
significant interaction of Type and AP over midline sites in 
the 500-700 and 700-900 ms time windows (F(1,36) = 4.18, 
p < .05, ηp

2 = .10 and F(1,36) = 6.02, p < .05, ηp
2 = .14, 

respectively) such that garden-paths elicited greater positivity 
than control sentences over posterior sites. Simple 
comparisons showed significant effects of type in posterior 
areas in both the 500-700 (F(1,36) = 4.14, p < .05, ηp

2 = .10) 
and 700-900 time windows (F(1,36) = 4.93, p < .05, ηp

2 = 
.12). There were no effects in the anterior sites.  
 
RDI Analysis 
Analysis of N400 and P600 effect magnitudes for garden path 
sentences showed a strong negative correlation (r(32) = -.90; 
p < .001; see Figure 1). The data suggest a continuum 
between strongly N400 and P600 dominant. Participants 
were divided into groups based on RDI values (negative 
values indicating N400 dominance and positive indicating 
P600 dominance). A total of 18 participants were N400 
dominant and 19 were P600 dominant.  
 

 
Figure 1. Scatter Plot of P600 and N400 effect magnitudes. 
 

The effect of sentence type for each group was examined 
in three ERP data windows: 300-500, 500-700, and 700-900 
ms. In N400 dominant participants there was a main effect of 
Type over dorsal areas in the 300-500 (F(1,17) = 32.0, p < 
.001, ηp

2 = .65), the 500-700 (F(1,17) = 37.2, p < .001, ηp
2 = 

.69), and the 700-900 ms windows (F(1,17) = 27.4, p < .001, 
ηp

2 = .62), such that garden-paths were more negative. There 
were also interactions of Type and AP in the 500-700 
(F(1,17) = 4.42, p = .05, ηp

2 = .21) and the 700-900 ms 
windows (F(1,17) = 5.87, p < .05, ηp

2 = .26) with greater 
negativity at posterior sites.  

For P600 dominant participants there was a main effect of 
Type over dorsal sites for all windows: 300-500 (F(1,18) = 
7.60, p < .05, ηp

2 = .30), 500-700 (F(1,18) = 19.2, p < .001, 
ηp

2 = . 52) and 700-900 (F(1,18) = 21.2, p < .001, ηp
2 = .54), 

such that garden-paths were more positive. Over midline sites 

there was a main effect of Type in the 500-700 ms time 
window (F(1,18) = 4.42, p = .05, ηp

2 = .20) and a significant 
interaction of Type and AP in the 700-900 ms window 
(F(1,18) = 4.82, p < .05, ηp

2 = .21), such that garden-paths 
elicited greater positivity over posterior sites.  

A mixed factors ANOVA on the comprehension accuracy 
data with Type as a within participants factor and RDI group 
as a between participants factor showed a main effect of Type 
(F(1,35) = 7.02, p < .05, ηp

2 = .17) and an interaction of Type 
and group (F(1,36) = 4.50, p < .05, ηp

2 = .11) (see Figure 2). 
The interaction was driven by a simple effect of Type in the 
N400 dominant group only (F(1,17) = 7.56, p < .05, ηp

2 = 
.31). 

 

 
Figure 2. Mean comprehension accuracy for the two response 
dominance groups. 
 

The fact that the P600 dominant group showed reduced 
garden-path effects in the accuracy data strongly suggests 
that the individual differences factor captured by the RDI is 
WM, or at least strongly related to WM, as individuals with 
greater WMC often show reduced garden-path effects in 
comprehension (Friederici et al., 1998). This question is 
addressed in the ANCOVA; the method was discussed prior 
in the data analysis section. 

Prior to running the ANCOVA, it was necessary to 
determine that the covariates affected the dependent variable 
equally across the two groups. In the entire sample, there was 
a significant correlation between average complex span score 
and garden-path comprehension accuracy (r(32) = .52, p < 
.01), with each RDI group showing positive correlations 
(N400 dominant, r(14) = .63; P600 dominant, r(16) = .48) 
between the two variables. Using a Fisher transformation 
(Fisher, 1915), the difference between the group correlations 
was not significant (z = .6, p > .50). Similarly, mean positive 
2-back lure accuracy correlated positively with garden-path 
comprehension accuracy (r(33) = .38, p < .05). Each group 
showed positive correlations (N400 dominant, r(15) = .42; 
P600 dominant, r(16) = .35), but the difference was not 
significant (z = .2, p > .4). 

The ANCOVA showed a significant effect of response 
dominance on GP comprehension accuracy after controlling 
for RDI (F(1,29) = 4.21, p < .05, ηp

2 = .13) such that the P600 
dominant group had greater accuracy. Complex span 
performance accounted for a significant amount of variance 
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(F(1,29) = 13.6, p < .05, ηp
2 = .32), as did accuracy for 

positive 2-back lures (F(1,29) = 5.28, p < .05, ηp
2 = .15). 

 
Discussion 

 
The current study found evidence of distinct neural response 
profiles which were not apparent in the grand averaged data 
in neurologically normal, native English speakers during the 
processing of garden-path sentences and this individual 
differences measure predicted comprehension performance. 

As in Tanner and Van Hell (2014), the N400 and P600 
effect magnitudes fell into a continuous distribution and had 
a significant negative correlation (r = -.90). This correlation 
was greater than those found by Tanner and Van Hell for 
agreement and tense violations (rs = -.59 & -.60, 
respectively). An effect comparison using the Fisher 
transformation reveals that the correlation found in the 
current study was significantly greater than those in Tanner 
& Van Hell (2014) (all ps < .05). This discrepancy may 
suggest that response dominance is more pronounced or 
polarized in processing well-formed but challenging 
sentences (observed here) than that associated with syntactic 
violations (observed in Tanner & Van Hell).  

The grand average data showed a standard P600 effect 
(increased positivity over posterior midline sites between 500 
and 900 ms for the disambiguating word in garden-path 
sentences, in absence of early effects) which is consistent 
with the extant literature (Gouvea et al., 2010). When 
participants were divided into groups according to response 
dominance, N400 dominant individuals showed initial 
increased negativity followed by posterior negativity. P600 
dominants showed a similar, but instead positive, pattern with 
increased positivity followed by later posterior positivities. In 
contrast to Tanner and Van Hell (2014), there were no clear 
topographical distinctions in the ERPs elicited by N400 and 
P600 individuals. The posterior effects in the N400 dominant 
group are in dorsal areas while in the P600 group they are in 
the midline. This does represent a topographical difference 
but, given that participants were sorted based on effect 
polarity over posterior dorsal and midline areas, it is not 
possible to make conclusions about qualitative differences in 
sentence type effects. The analysis of each group’s ERPs 
confirms what was indicated in the correlational analysis: 
roughly half of the participants showed positivities while half 
showed negativities. 

The ERPs do, however, shed light on the previously 
described instances of variability associated with garden-path 
resolution. Lack of P600 effects (Mecklinger, et al. 1995) and 
variable early effects (Friederici, et al., 2001; Gouvea, et al., 
2010; Horberg, et al., 2013; Matzke, et al., 2002) could be the 
result of differing proportions of N400 and P600 dominant 
participants in the sample. In the current sample, 51% of 
participants were P600 dominant and 49% were N400 
dominant and there were no early effects in the grand average 
analysis. 

The key finding of the current study is the effect of 
response dominance on behavioral performance. Response 

dominance emerged as an effective predictor of 
comprehension accuracy such that P600 dominant 
participants had better comprehension accuracy for garden-
path sentences. The results of the ANCOVA show that 
response dominance is not a proxy for WMC but rather a 
distinct individual difference measure. While WMC as 
assessed with both complex span and the n-back tasks, two 
tasks known to tap different aspects of attention control 
(Kane, et al., 2007; Unsworth et al., 2004), did contribute 
towards the successful recovery from temporary syntactic 
ability, this contribution was distinct from that of response 
dominance. This suggests that cognitive capacity alone does 
not limit the individual’s ability to resolve garden-paths. 
Response dominance may, instead, indicate the engagement 
of specific parsing strategies. 

Due to the ERP effect durations, the negativities in the 
N400 group are not canonical N400s, nor are the P600 
group’s positivities canonical P600s, thus interpreting them 
as such requires caution. That being said, the N400 is mostly 
associated with lexico-semantic processing and prediction 
(Kutas, Van Petten & Kluender 2006; Kutas & Federmeier, 
2011) while the P600 is associated with combinatorial, 
syntactic processing (Gouvea, et al. 2010; O’Rourke & Van 
Petten, 2011). Applying Tanner and Van Hell’s (2014) 
account for morphosyntactic violations to the current garden-
path results, dominance of late posterior positivity may 
indicate an increased reliance on the combinatorial 
processing during parsing and, therefore, P600 dominant 
individuals would be in a better position to accurately 
reanalyze syntactic structure. In contrast, N400 dominant 
individuals may rely more on word-based predictions while 
parsing sentences, creating shallow syntactic representations. 
Failure to incorporate combinatorial syntactic information, 
thus, leads to a reduced ability to restructure the initial 
incorrect parse and increased likelihood of arriving at an 
incorrect interpretation. 

The results of the current study extend the utility of Tanner 
and Van Hell (2014)’s RDI as an individual difference to a 
different syntactic context which elicits the P600 (i.e. garden-
path sentences) showing that individuals in the sample 
exhibited distinct response profiles (either N400 or P600 
dominant). Furthermore, response dominance during online 
sentence processing predicted offline comprehension and this 
relationship could not be reduced to individual differences in 
two aspects of WMC (storage/recall in the face of ongoing 
processing and discarding/suppression of active but no longer 
relevant information). While future research will reveal the 
neurocognitive underpinnings of response dominance, the 
findings of the current study establish this individual 
difference measure as a means of predicting behavior from 
neural activity.   
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Abstract 

People often base judgments on stereotypes, even when 
contradictory base-rate information is provided.  It has been 
suggested this occurs because people fail to engage or 
complete deliberative reasoning needed to process numerical 
base-rate information, and instead rely on intuitive reasoning. 
However, recent research indicates people have some access 
to this base-rate information even when they make stereotype 
judgments. Here we tested several hypotheses regarding these 
phenomena: A) People may believe stereotype information is 
more diagnostic; B) People may find stereotype information 
more salient; C) People have some intuitive access to base-
rate information, but must engage in deliberation to make full 
use of it. Aligning with account C, and counter to account A, 
we found inducing deliberation generally increased the use of 
base-rate information.  Counter to account B, inducing 
deliberation about stereotype information decreased use of 
stereotype information. Additionally, more numerate 
participants were more likely to make use of base-rate 
information.  

Keywords: base rates; judgment; reasoning; inductive 
reasoning; dual process theory; mathematical cognition; 
individual differences 

Introduction 

It is widely accepted that humans have two systems of 

reasoning, one that is intuitive, and one that is deliberative 

(e.g. Evans, 2003; Kahneman, 2002; Stanovich, 1999; 

Sloman, 1996, 2014).  The intuitive (Type 1) system 

automatically and quickly provides impressions about the 

world.  The deliberative (Type 2) system instead requires 

one to engage in effortful, symbolic reasoning to reach 

conclusions.  Intuitive thinking is less effortful and time 

consuming than deliberative processing, but sometimes at 

the cost of accuracy.  Numerous studies have demonstrated 

intuitive thinking can lead to judgment biases: people 

providing intuitive answers often seem to ignore relevant 

information (e.g. Kahneman & Tversky, 1973; Tversky & 

Kahneman, 1983).  For example, consider a problem from 

De Neys and Glumicic (2008): 

 

“In a study 1000 people were tested.  Among the 

participants there were 997 nurses and 3 doctors.  Paul is 

a randomly chosen participant of this study.  Paul is 34 

years old.  He lives in a beautiful home in a posh suburb.  

He is well spoken and very interested in politics.  He 

invests a lot of time in his career.  Which is more likely?  

A) Paul is a nurse.  B) Paul is a doctor.” 

 

Intuitively, Paul sounds like most people’s stereotype of a 

doctor, while the base-rate information (997 nurses vs. 3 

doctors) instead suggests Paul is a nurse.  Most people make 

judgments in line with the stereotype information; that is, 

they judge that Paul is more likely to be a doctor.   

Why do people fail to incorporate normatively relevant 

base-rates into their judgments?  Many theorists attribute 

such reasoning errors to failures to initiate (Kahneman, 

2002; Kahneman & Frederick, 2005), or carry out (Sloman, 

1996, 2014) deliberative Type 2 processes.  In such 

accounts, base-rates are not appreciated at an intuitive level, 

but rather can only impact judgments when deliberative 

Type 2 reasoning is engaged.   

However, recent findings seem to contradict this account.  

People take longer to give their responses (De Neys & 

Glumicic, 2008) and are less confident in their answers (De 

Neys, Cromheeke, & Osman, 2011) when considering 

scenarios for which stereotype and base-rates are 

incongruent, (supporting different judgments, as in the 

example above) compared to scenarios in which they are 

congruent (supporting the same judgment, e.g. the above 

scenario if the sample instead had 997 doctors and 3 

nurses).  These findings conflict with the traditional 

explanation that base-rate neglect occurs because people do 

not process base-rates.  Base-rate/stereotype congruency 

would not affect decision speed or confidence in stereotype 

responses unless participants who choose stereotype 

responses had some intuition regarding the base-rate 

information or did in fact engage in deliberation to make 

their choice.  Thus, stereotype judgments are not simply due 

to a lack of Type 2 deliberation forestalling all access to 

base-rate information.  Rather, they may occur either 

because (a) participants engage in deliberation but think 

stereotype information is more diagnostic than the base-rate 

information or (b) participants have intuitions regarding 

base-rate information, but their intuitions regarding 

stereotype information are simply more salient (Pennycook, 

Trippas, Handley, & Thompson, 2013).  However, it may be 

that while the original deliberative failure account was 

incorrect regarding the specific mechanism – apparently 

people do seem to have some intuitive access to base-rate 
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information (De Neys, 2013) ─ it is correct to the extent that 

the reason people give less weight to base-rate information 

is because they fail to engage in deliberative Type 2 

reasoning. 

To differentiate between these accounts we had 

participants complete problems like the Paul example 

shown above.  However, we manipulated whether 

participants were asked to evaluate arguments that support 

the stereotype answer and/or arguments that support the 

base rate answer before rendering their judgments regarding 

the group that an individual belongs to (e.g., Paul’s 

profession).  Evaluating these arguments should prompt 

participants to engage in Type 2 reasoning about that 

information and also increase its salience.  As we outline 

below, different hypotheses make different predictions on 

how prompting such deliberation should impact 

participants’ judgments. 

Diagnosticity Hypothesis 

If it is the case that people have intuitions about base-rate 

and stereotype information, but give the stereotype 

information more weight because they think it is more 

diagnostic, then prompting participants to reason about 

base-rates should not affect their rate of selecting the base-

rate answer nor their confidence in their choice.  Moreover, 

participants should rate arguments in favor of the stereotype 

answer as stronger than arguments in favor of the base-rate 

answer. 

Salience Hypothesis 

If it is the case that people have intuitions about base-rate 

and stereotype information, but give the stereotype 

information more weight because it is more salient, then 

increasing information salience should increase the use of 

that information. Thus, prompting participants to reason 

about base-rates should increase their rate of selecting, and 

their confidence in, the base-rate answer.  Prompting 

participants to reason about stereotypes should increase 

their rate of selecting, and their confidence in, the stereotype 

answer.  Base-rate and stereotype argument ratings should 

be similar. 

Deliberative Failure Hypothesis 

If it is the case that people select the stereotype rather than 

the base-rate answer on incongruent problems because they 

fail to carry out deliberative reasoning, then prompting 

deliberative reasoning about base-rates should cause 

participants to select the base-rate answer more often on 

such problems. This is because evaluating arguments should 

prompt deliberative thinking.  Also, prompting this 

reasoning should cause participants who still give stereotype 

responses to incongruent problems to be less confident in 

their answers, as such reasoning would highlight the conflict 

between the stereotype and base-rate information. 

Participant’s base-rate argument ratings should also be 

increased   

Numeracy 

Individuals who are higher in numerical ability are less 

susceptible to some judgment biases (Peters, Vastfjall, 

Slovic, Mertz, Mazzocco, & Dickert, 2006) and also are 

more likely to engage in deliberative thinking (Pennycook, 

Cheyne, Barr, Koehler, & Fugelsang, 2013).  Therefore we 

included a numeracy measure to test whether the argument 

presentation manipulations would differentially affect 

participants as a function of numeracy. 

Method 

Participants 

Undergraduate students at William Paterson University and 

The Ohio State University were recruited to participate in an 

online study for partial course credit. Recruitment goals of 

~150 students per University were chosen to yield at least 

20 participants per cell in the between subjects design, after 

accounting for a high anticipated incompletion rate.  Of 

these, 137 of 146 recruited OSU students and 126 of 152 

recruited WPU students completed the surveys for a final 

sample size of N=263. 

Design 

Participants completed inference tasks like the example 

above where they decided whether individuals belong to one 

group or another.  Each participant read twelve scenarios in 

random order.  In six scenarios the stereotype and base-rate 

information were congruent (e.g. Paul sounds like a doctor, 

and most of those sampled were doctors).  In the other six, 

stereotype and base rate information were incongruent (e.g. 

Paul sounds like a doctor, but most of those sampled were 

nurses).  Stimuli were taken from De Ney & Glumicic 

(2008), with a few minor updates to reflect current culture 

(e.g. Britney Spears was changed to Justin Bieber).  

Critically, we manipulated whether participants were given 

and asked to evaluate arguments that supported using the 

base-rate information and/or the stereotype information.  

Base-rate argument (evaluated vs. omitted) and stereotype 

argument (evaluated vs. omitted) were crossed between 

subjects yielding 4 cells in a 2x2 between-subjects design.  

In order to hold the argument structure as constant as 

possible, the stereotype arguments simply repeated back the 

information that was given in the scenario.  The base-rate 

arguments followed the format shown below, with slight 

variations to match the scenario.  Note that for congruent 

problems the two arguments supported the same conclusion, 

while for incongruent problems they supported the opposite 

choice.   
 
Example stereotype argument “Sam argues that Paul is 

very likely to be a doctor because Paul is 34 years old, lives 

in a beautiful home in a posh suburb, is well spoken and 

very interested in politics. Also, he invests a lot of time in 

his career.” 
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Example base-rate argument “Sal argues that Paul is very 

likely to be a nurse because 997 out of the 1000 people in 

the sample are nurses; thus, the probability of randomly 

selecting a nurse is much higher than the probability of 

selecting a doctor.” 

For each scenario, where applicable, participants first 

rated the argument(s) they saw on a 1-7 scale from 

Extremely Strong to Extremely Weak (recall that which, if 

any, arguments were presented varied between subjects: 

neither, stereotype only, base-rate only, or both).  

Participants then judged which group the described 

individual belonged to using a 6 point scale; this scale 

allowed us to simultaneously obtain choice and confidence 

data. 

 

Example group judgment “Do you think Paul is a nurse or 

a doctor? Please select one of the following:”.  Participants 

rated their confidence that Paul was a nurse or a doctor on a 

6 point scale (1-very confident Paul is a nurse to 6-very 

confident that Paul is a doctor).   

 

Counterbalancing For participants who were given both 

base-rate and stereotype arguments, the order of these 

arguments was counterbalanced between subjects, with half 

always evaluating the base-rate argument first, and half 

always evaluating the stereotype argument first.  We also 

counterbalanced scenario congruency by alternated which 

six of the scenarios were congruent or incongruent between 

subjects. In the example above, Group A, would read the 

incongruent version of the scenario (“997 nurses and 3 

doctors”) while Group B would read the congruent version 

of the scenario (“997 doctors and 3 nurses”).  The 

stereotypical category name was listed first in half of the 

scenarios. 

 

Numeracy Participants completed an 8-item Objective 

Numeracy Scale (ONS) (Weller, Dieckmann, Tusler, Mertz, 

Burns, & Peters, 2013) and other individual difference 

measures not discussed here. 

 

Procedure Participants completed the experiment online.  

Participants were randomly assigned to one of the 10 

between subjects conditions: 2 (story/congruency pairing) x 

2 (base-rate argument) x 2 (stereotype argument) + 2 

(argument order among those evaluating both).  All 

participants responded to 12 scenarios (6 congruent, 6 

incongruent).  For each scenario, they first evaluated their 

assigned argument(s) (neither, stereotype, base-rate, or 

both), then judged group membership. Finally, they 

completed the numeracy measure. 

Results 

Coding 

The 1-6 scale group responses were recoded to create 2 

separate choice variables indicating the proportion of 

stereotype responses for congruent and incongruent 

conditions, and 4 separate confidence variables indicating 

confidence in stereotype and non-stereotype answers in the 

congruent and incongruent conditions (6 variables total).  

Choice was coded as 1 or 0, with 1 indicating an answer that 

was consistent with the stereotype (e.g. 0 = nurse, 1 = 

doctor).  On incongruent trials this indicated base-rate 

neglect, while on congruent trials this was the normative 

response, matching both the stereotype and base-rate 

information. Confidence was coded on a 1 to 3 scale (e.g., 

1: slightly; 2: moderately; 3: very).  These values were then 

averaged to yield the 6 variables for each participant. 

Argument ratings were coded by separately averaging the 6 

base-rate and/or 6 stereotype argument evaluations in each 

congruency condition. 

Preference For Stereotype Over Base-Rates 

Participants typically gave the stereotype answer (M = .77, 

SE = .02), but chose this response more frequently in 

congruent compared to incongruent scenarios (congruent:  

M = .86, SE = .01; incongruent: M = .68, SE = .02, paired 

samples t(262) = 7.87, p <.001, d = .49, r = -.01).  This 

same effect held when examining only the subset of 

participants who did not evaluate any arguments (congruent: 

M = .94, SE = .01; incongruent: M = .79, SE = .04, t(54) = 

3.67, p < .001, d = .49, r = -.17).  

Deliberation Increased Base-Rate Use 

We used a mixed model ANOVA with congruency 

(congruent, incongruent) as a within subjects factor, and 

base-rate argument (evaluated, omitted) and stereotype 

argument (evaluated, omitted) as between subjects factors 

predicting the proportion of stereotype responses.  As 

expected, there was a main effect of congruency such that 

stereotype responses were more common in the congruent 

conditions, as noted above (F(1, 259) = 49.2, p <.001, η²p = 

.160).  As predicted by the deliberative failure account and 

salience account, but inconsistent with the diagnosticity 

account, participants who evaluated base-rate arguments 

were less likely to select the stereotype response than those 

who did not (F(1, 259) = 10.4, p = .001, η²p = .039; base-rate 

argument omitted: M = .82 SE = .02; base-rate argument 

evaluated: M = .74, SE = .02).  Also there was a main effect 

of stereotype arguments (F(1, 259) = 7.1, p = .008, η²p = 

.027).  Contrary to the salience account, participants who 

evaluated the stereotype argument were actually less likely 

to go on to select the stereotype response.  This was 

qualified by an interaction between base-rate argument and 

congruency (F(1, 259) = 13.3, p < .001, η²p = .049) such that 

the effect of evaluating base-rate arguments was only found 

in the incongruent scenarios – scenarios where base-rates 

suggested an answer different from the stereotype (see 

Figure 1).  No other effects were found (all ps > .1) 

Base-Rate Arguments Rated Stronger Than 

Stereotype Arguments Use 

Contrary to the diagnosticity hypothesis, participants rated 

the base-rate arguments to be stronger than the stereotype 
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arguments.  This effect was statistically significant among 

participants who viewed both arguments (N = 104, base-rate 

evaluation: M = 5.26 SE = .12; stereotype evaluation: M = 

4.26, SE = .13; paired samples t(103) = -5.78, p < .001, d = 

.57,  r= .044) and marginally significant between groups 

that evaluated only one argument type (base-rate evaluation: 

M = 5.16, SE = .16, N = 52; stereotype evaluation: M = 4.79, 

SE = .12, N = 52; t(102) = 1.86, p = .065, d = .37).   

 

 
 

Figure 1: Proportion of stereotype responses as a function of 

congruency and base-rate argument evaluation. Standard 

errors bars are shown. 

Evaluating Arguments Inconsistent With Later 

Judgments Reduced Choice Confidence Use 

We tested whether the arguments people evaluated affected 

their confidence in their subsequent choices.  We first 

looked at participants’ confidence in their base-rate choices 

on incongruent scenarios via a 2 (base-rate argument: 

evaluated, omitted) × 2 (stereotype argument: evaluated, 

omitted) between-subjects ANOVA.  Participants who 

evaluated the stereotype argument were less confident in 

their subsequent base-rate choices compared to participants 

for whom the stereotype argument was omitted (F(1, 186) = 

3.93, p = .049, η²p = .021; stereotype evaluated: M = 1.48, 

SE = .06, stereotype omitted: M = 1.67, SE = .07).  No other 

effects were uncovered (all ps > .1).   

In a similar analysis we tested whether base-rate 

argument and stereotype argument predicted confidence in 

stereotype choices on these incongruent conditions.  

Participants who evaluated base-rate arguments were less 

confident in their subsequent stereotype choices than 

participants for whom this argument was omitted (F(1, 242) 

= 12.33, p < .001, η²p = .048; base-rate evaluated: M = 1.73 

SE = .05; base-rate omitted: M = 1.99 SE = .05).  There 

were no other significant effects (all ps > .1).  These results 

show that people’s confidence is reduced when they have 

evaluated arguments inconsistent with their decision.  

However, their confidence is not increased by evaluating 

arguments that are consistent with their choice.  Two 

parallel analyses for the congruent trials found only that 

evaluating the stereotype argument reduced confidence in 

the ‘correct’ stereotype/base-rate answer (F(1, 256) = 8.87, 

p = .003, η²p = .033; stereotype evaluated: M = 1.99, SE = 

.05; stereo-type omitted: M = 2.21, SE = .06; all other ps > 

.1). 

Numeracy Predicted Judgments Use 

Participants’ numeracy scores equaled the total number of 

questions they answered correctly on the 8 item numeracy 

assessment. Non-responses were scored as incorrect. Scores 

ranged from 0 to 8, and were normally distributed around 

4.11 (SE = .11) with no significant skew.  

 

Choice In order to examine whether the effects of 

arguments differ for people at different numeracy levels we 

conducted a regression analysis with stereotype argument 

(evaluated = 1, omitted = 0), base-rate argument (evaluated 

= 1, omitted = 0), and numeracy score and their interactions 

as predictors of the proportion of stereotype responses.  All 

variables and their interactions were mean centered.  

Analyses were run separately for congruent and incongruent 

scenarios. 

For the incongruent scenarios, this analysis showed base-

rate argument (β = -.27, p < .001) and the interaction among 

numeracy, base-rate argument, and stereotype argument (β 

= -.15 p = .014) significantly predicted choices.  No other 

effects were significant (all ps > .06).  Generally, evaluating 

the base-rate argument decreased the chances that 

participants chose the stereotype answer in incongruent 

problems.  However, for more numerate participants, this 

effect is only seen when the stereotype argument was also 

evaluated, while for less numerate participants the effect of 

the base-rate argument was more pronounced when the 

stereotype argument was omitted.  It could be that more 

numerate participants consider base-rate arguments without 

prompting, but that the importance of base-rate information 

is further appreciated when contrasted with stereotype 

arguments.  In contrast, less numerate participants may 

benefit from being directed to think about base-rate 

information, but this may be overwhelmed by stereotype 

information. 

  The regression looking at the congruent trials showed an 

effect of numeracy (β = .31, p < .001) such that participants 

higher in numeracy were more likely to pick the choice that 

reflected both the stereotype and base-rate answer compared 

to less numerate participants.  Also, there was an effect of 

stereotype argument (β = -.17, p = .003) and an interaction 

between stereotype and base-rate argument (β = .16, p = 

.006) such that participants were less likely to select the 

stereotype/base-rate answer when the stereotype argument 

was evaluated, especially when the base-rate argument was 

omitted (no arguments: M = .94, SE = .01; stereotype 

argument: M = .78, SE = .04; base-rate argument: M = .88, 

SE = .03; both arguments: M = .86, SE = .02).  Evaluating 

the stereotype argument actually decreases people’s choice 

of that intuitive response even though in congruent 

problems base-rates also support the stereotype answer.  

This perhaps suggests a belief that relying on stereotype 

information is ‘bad’. 
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Argument ratings A regression analysis with numeracy as 

the predictor and base-rate argument rating as the outcome 

showed that  participants higher in numerical ability rated 

the base-rate argument as stronger than did those lower in 

numerical ability (β = -.312, p < .001).  No such relationship 

was found when the regression was run on the stereotype 

ratings. 

Discussion 

Our results are consistent with the Deliberative Failure 

hypothesis, that people give more weight to stereotype 

information than base-rate information in part because they 

do not spontaneously engage in deliberative Type 2 

reasoning. Participants who were prompted to deliberate 

about base-rate information (i.e. by evaluating arguments 

about base-rate information) both chose the base-rate 

answer at a greater rate than those who did not, and were 

less confident in their response on the occasions they chose 

the non-base-rate (stereotype) answer.  This cannot be 

attributed to argument evaluation simply making the base-

rate answers more salient, as evaluating the stereotype 

argument also increased the chances of selecting the base-

rate answer.  It appears that prompting people to engage in 

deliberation, regardless of which answer is made salient, 

increases their use of base-rate information.  These findings 

stand in contrast to the Diagnosticity hypothesis that people 

spontaneously process and use base-rate information, but 

believe stereotype information is more diagnostic of group 

membership.  If that were the case, then inducing 

deliberation should not have affected participants’ choices.  

Moreover, participants explicitly rated base-rate 

arguments as stronger than the stereotype arguments.  

Indeed, it appears that reasoning about stereotype 

information caused participants to give stereotypes less 

weight.  Thus we believe that while people do at some basic 

level process base-rates (De Neys & Glumicic, 2008; 

Pennycook et al., 2013), they do not appear to fully 

appreciate their value without deliberation.  These data 

suggest that interventions to increase deliberation may 

increase people’s use of statistical information such as base-

rates. 

Individuals’ numeracy also seemed to influence their 

choices. When base-rates and stereotypes were consistent, 

participants higher in numeracy selected the base-rate 

response more frequently than those lower in numeracy.  On 

incongruent trials, more numerate participants picked the 

base-rate answer more often when both the stereotype and 

base-rate arguments were given.  Less numerate participants 

were simply more likely to select the base-rate response 

when they evaluated the base-rate argument, regardless of 

whether the stereotype argument was given.  More numerate 

participants also rated the base-rate argument to be stronger 

than less numerate participants.  These results are consistent 

with previous research showing that more numerate people 

tend to make greater use of numbers when making decisions 

(Peters et al., 2006) while less numerate people may require 

an intervention that promotes numerical use (Obrecht, 

2010).  It is currently unclear whether this is due to more 

numerate participants being more likely to deliberate 

spontaneously (Pennycook et al., 2013), or due to more 

numerate participants having stronger intuitions about 

numbers (Schley & Peters, 2014). Further research is 

needed to address this issue. 

Although these results show support for the deliberative 

failure account, we cannot conclude this is the only factor 

that accounts for failure to consider base-rates and other 

normatively relevant data.  People’s choices generally still 

favored the stereotype answer when it was pitted against 

base-rate data, even when Type 2 thinking was prompted by 

the argument evaluations.  We suspect that people 

appreciate the information that base-rates provide and see it 

as formally stronger evidence than the stereotype 

information.  However, it may be that the value people give 

the stereotype information is not captured by their ratings of 

argument strength.  Following Thompson’s (2009) view, 

people experience a System 1 based “feeling of rightness” 

that is stronger when an answer more easily comes to mind, 

like the answer that Paul must be a doctor, and is not 

counteracted by the System 2 processes that indicate that 

base-rate information may provide superior information.   

We also note that one may have mathematically sound 

reasons for, apparently, giving more weight to stereotype 

information than base-rates in some cases.  For example, 

individuals may implicitly assign a very low probability to 

the chances of Paul being a nurse, given his description, 

compared to the probability of him being a doctor.  Suppose 

one feels only 1 in 1000 nurses would match Paul’s 

description, while 999 of 1000 doctors would match the 

description.  In this case, even given the “3 doctors to 997 

nurses” base-rate, the odds that Paul is a doctor rather than a 

nurse are about 3 to 1.  This could explain why participants 

persist in choosing the stereotype responses despite rating 

the base-rate argument as stronger.  Indeed, past research 

has shown that people do not merely rely on explicitly 

provided information, such as base-rates, when making 

judgments, but also consider implied probabilistic 

information.  For example, people give more weight to 

sample size when averaging explicitly provided sample 

means as the implied likelihood that those samples must 

have come from the same population increases (Chesney & 

Obrecht, 2011, 2012; Obrecht & Chesney, 2013).  Although 

not typically considered normative, this represents some 

sophisticated reasoning in which information is evaluated in 

light of prior beliefs.   

One limitation of this work is that we did not have 

measures to confirm that our argument manipulations 

indeed increased deliberation and salience.  A follow up 

study is needed to confirm whether this was the case, or 

whether the effect of our manipulation might be attributed 

to some other causal pathway.   

In sum, it appears that people do appreciate the 

importance of base-rates and are able to make better use of 

1761



them when prompted to deliberate on the value of this 

information. 
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Abstract 

The present research investigates cultural variation in concep-
tual frameworks for interpreting agency. A mind perception 
measure (Gray, Gray, & Wegner, 2007) was adapted for in-
terviews with Indigenous Ngöbe adults in Panama and US 
college students. Participants ranked the agency capacities of 
various entities and provided explanations. Rankings varied 
systematically, with Ngöbe more likely to ascribe agency to 
nonhuman natural kinds than US participants. Analysis of ex-
planations indicated that agency concepts are organized under 
different folktheories: US participants construed agency as a 
hierarchical, prototypically human capacity requiring con-
sciousness, whereas Ngöbe construed agency as a multidi-
mensional relational capacity expressed in directed interac-
tions. An emphasis on psychological agency as distinct from 
other (biological, physical) forms of agency is widely as-
sumed to be a conceptual prior, but these findings suggest it 
may instead be a feature of Western cultural epistemologies.  

Keywords: agency; folkpsychology; mind perception; cul-
ture; domain specificity; animism; Indigenous; Western  

Introduction 
A major goal for cognitive science is to understand how 
people recognize and conceptualize agents. Here, we report 
cultural differences in agency attribution between Indige-
nous Ngöbe of Panama and US college students. We argue 
that these differences derive from striking variation in 
grounding principles for inferring agency.  

Agency, or the capacity to act, is a signature property of 
moving, living, and sentient kinds (e.g., Lowder & Gordon, 
2015). It can be imagined along a spectrum of causal force 
that evokes distinct interpretations depending on the kind of 
cause attributed to an action (e.g., physical versus mental). 
The skeletal representational system for agency appears to 
be early developing, with infants discriminating between en-
tities based on cues such as goal-directed action and contin-
gent interaction (Johnson, 2003). But how these basic repre-
sentations relate to later developing concepts of agency is a 
matter of debate (Csibra & Gergely, 2007). Much of the 
conversation revolves around the link from agency to 
folkpsychology (Poulin-Dubois et al., 2009), asking how 
and when actions come to be understood via mental states.  

One influential view holds that agency is conceptualized 
under distinct frameworks according to ontological kinds 
(Wellman & Gelman, 1992). On this domain-specificity ac-
count, children naturally come to understand causal events 

and actions in terms of distinct intuitive theories for physi-
cal forces (folkphysics), living kinds (folkbiology), and 
minds (folkpsychology). 

Domain-specificity is widely thought to be universal 
(Gelman & Legare, 2011; Sperber & Hirschfeld, 2004). At 
the same time, it is well known that cultures diverge in ex-
plicit beliefs about agency. For instance, many Indigenous 
philosophies hold that natural kinds like plants or thunder 
may think and talk (Harvey, 2005)—capacities that Western 
researchers view as psychological. As such, they have treat-
ed these beliefs as overextensions of a universal concept of 
psychological agency beyond its proper domain, character-
izing them as counterintuitive, supernatural, or animistic 
concepts (Atran & Norenzayan, 2004; Boyer, 1996).  

An alternative possibility is that “overextensions” reflect 
different concepts of agency, because cultural epistemolo-
gies (or worldviews) parse agency according to different fo-
cal dimensions of interest (Bird-David, 1999; Cajete, 2000; 
Kohn, 2013; Viveiros de Castro, 1998). Specifically, schol-
ars have argued that Indigenous epistemologies are con-
cerned with agency as expressed in relational interaction 
with others and environments. This cultural organization of 
knowledge does not share the overtly mentalistic emphasis 
of Western folkpsychology, and it affords recognition of 
many nonhuman entities as complex agents. 

On this account, people may attend to similar action cues 
for agency across cultures (e.g., Barrett et al., 2005), but 
those cues evoke concepts that acquire very different mean-
ings across cultural frameworks. We propose that two such 
cultural differences can be understood in terms of: (a) eco-
centric or anthropocentric prototypes for agency, corre-
sponding to a focus on natural kinds broadly or humans spe-
cifically; and (b) distinct causal theories of agency as a rela-
tional capacity (reasoning about interactions) or a psycho-
logical capacity (reasoning about mental states). 

As we will see, Ngöbe informants focus on discriminating 
different causal aspects of agency across a different scope of 
actors than would be predicted by current accounts of 
folkpsychology. From this we argue that the principled dis-
tinction between agency in general, and uniquely psycho-
logical agency in particular, may not be a conceptual prior 
but a property of Western epistemologies. If so, the implica-
tions would be far-reaching, for agency concepts play a fun-
damental role in cognitive processes ranging from causality 
and mind perception to morality (Banaji & Gelman, 2013).  
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Current Study 
We adapted the mind perception survey (Gray, Gray, & 
Wegner, 2007) for use in interviews.1 US participants (N = 
11) were students in an introductory psychology course at a 
private Midwestern university. Ngöbe participants (N = 11) 
were residents of an indigenous village where subsistence 
practices are ecologically coordinated (e.g., agroforestry). 
Ngöbe participants’ experience with formal schooling 
ranged from 6-12 years (M = 7.60; SD = 2.17). 

First, we assessed cultural attributions of agency capaci-
ties. We predicted that Ngöbe would be more likely than US 
participants to attribute such capacities to plants and ecolog-
ical kinds.2 Second, we elicited explanations for capacity at-
tributions. We predicted that Ngöbe and US respondents 
would draw on different framings of and criteria for the ca-
pacities under question. 

Methods 
In identical interview procedures, participants rank-ordered 
16 entities by their capacities for agency, allowing for ties 
(equal capacity) and exclusions (no capacity). Five repre-
sentative capacities were selected from the 18-item mind 
perception survey: communication, thought, morality, hun-
ger and desire.3 Entities were 4 humans (old and young 
woman, infant, fetus), 3 mammals (chimp, dog, cow), 2 
plants (banana, manioc [Panama]; lettuce, strawberry [US]), 

                                                
1 Adapted from the original survey as follows: (a) stimuli in-

cluded plants and ecological kinds in addition to selected original 
items; (b) response method was ranking rather than pairwise com-
parisons; (c) explanations were elicited. 

2 Such natural kinds are often referred to as “nonliving,” but 
Ngöbe may consider them alive so we refer to “ecological kinds.” 

3 Gray et al (2007) propose that minds are perceived along two 
dimensions, experience and agency. They define agency in terms 
of moral agency and responsibility, as distinct from the usage here 
(namely, any entity that is [perceived] capable of acting). Specifi-
cally probing these two dimensions was not the goal of the current 
study, but we are exploring this distinction in ongoing work. 

5 ecological kinds (sun, clouds, rain, ocean, rocks), and 2 ar-
tifacts (robot, computer).4 

Each participant ranked, on average, three of the five ca-
pacities to keep interviews of reasonable duration. Partici-
pants were probed to explain a subset of their rankings. 
Ngöbe and US respondents provided similar number and 
length of explanations per capacity and kind. 

Participants were interviewed in Spanish (Panama) or 
English (US). Survey items were translated into Spanish by 
a bilingual research assistant in the US and checked for ac-
curacy by a trilingual researcher (S.G.G.) in Panama. Ngöbe 
participants were bilingual in Spanish and their native 
Ngöbere; U.S. participants were fluent English speakers. In-
terviews were audio-recorded and transcribed, and Spanish 
responses were translated into English for coding analysis. 

Agency Rankings 
We analyzed results by considering which entities were in-
cluded in agency rankings (inclusion) and by their mean 
rank (ranks). Lower numbers indicate higher rank (range: 1-
16); excluded items were scored as tied for last place.  

Results Measures of inclusion and ranks were averaged 
by kind across the five agency capacities, then analyzed 
with a 2 (culture) X 5 (kind: artifact, ecological kind, plant, 
animal, human) repeated-measures ANOVA. Degrees of 
freedom used Huynh-Feldt estimates due to violation of as-
sumption of sphericity (inclusion: χ2 (9) = 28.31, p < .01, ε 
> .75; ranks: χ2 (9) = 18.02, p < .05, ε > .75).  

Results and descriptive statistics are summarized in Table 
1. As expected, there were main effects for kind on inclu-
sion, F(3.24, 64.87) = 61.48, p < .01, η2 = .76, and ranks, 
F(3.47, 69.35) = 114.41, p < .01, η2 = .85. Follow-up t-tests 
showed that animates were included more than inanimates, 
(ps < .05). Humans were ranked highest, followed by ani-
mals (ps < .05), then inanimate kinds, which did not differ.  

There were main effects for culture on inclusion and 
ranks. Overall, Ngöbe included more entities than US par-

                                                
4 Notably, previous surveys have tended not to include plants or 

ecological kinds, preferring instead computerized artifacts; this is 
itself a commentary on Western views of agency. 

Table 1. Mean rankings and percent inclusions for agency by culture (across five capacities) 

Kind 

Average Rankings1 Average Percent Inclusions 

Ngöbe US Overall Ngöbe US Overall 

M SD M SD M SD M SD M SD M SD 
Humans 3.86 (1.58) 4.21 (.58) 4.03a (1.18) 0.93 (0.10) 0.85 (0.14) 0.89a (0.12) 
Animals 6.51 (1.94) 5.66 (1.16) 6.08b (1.62) 1.00* (0.00) 0.83* (0.21) 0.91a (0.17) 
Plants 10.65 (1.23) 11.08 (1.19) 10.87c (1.20) 0.55* (0.33) 0.21* (0.26) 0.38b (0.34) 
Ecol. Kinds 11.00 (1.71) 11.78 (0.85) 11.39c (1.38) 0.45* (0.37) 0.08* (0.17) 0.26b (0.34) 
Artifacts 12.35* (1.55) 10.58* (1.40) 11.47c (1.70) 0.38 (0.36) 0.29 (0.26) 0.34b (0.31) 
Overall 8.88† (0.22) 8.66† (0.16) 8.77 (0.22) 0.66† (0.20) 0.45† (0.15) 0.56 (0.20) 
1 Average Rankings: Lower numbers indicate higher rankings (range: 1 - 16); excluded items scored as tied for last. 
* Interaction of culture x kind: p < .05 comparing cultural means within that kind. 
a,b,c Main effect for kind: p < .05 for pairwise comparisons between kinds. (Ecol. Kind: ecological kind, e.g., sun.) 
† Main effect for culture: p < .05 for overall cultural comparisons. 
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ticipants, F(1, 20) = 7.82, p <.05, η2 = .28, and mean rank 
differed slightly, F(1, 20) = 6.69, p < .05, η2 = .25.5  

On an ecocentric prototype, Ngöbe should be more likely 
than US participants to include ecological kinds (but not ar-
tifacts) in agency ranks. This was confirmed by a culture by 
kind interaction for inclusion, F(3.24, 64.87) = 2.86, p <.05, 
η2 = .13. As predicted, follow-up t-tests showed that Ngöbe 
were significantly more likely than US participants to in-
clude animals (Ngöbe: M = 1.00, SD = 0; US: M = 0.83, SD 
= 0.21), plants (Ngöbe: M = 0.55, SD = 0.33; US: M = 
0.21, SD = 0.26), and ecological kinds (Ngöbe: M = 0.45, 
SD = 0.37; US: M = 0.08, SD = 0.17) ps < .05. 

US participants were more likely than Ngöbe to rank 
complex artifacts above plants and ecological kinds, as indi-
cated by a culture by kind interaction for ranks, F(3.47, 
69.35) = 2.70, p < .05, η2 = .12. Follow-up tests showed that 
the point of cultural divergence in rank order fell at artifacts, 
with US rankings significantly higher than Ngöbe rankings 
for artifacts (US: M = 10.58, SD = 1.40; Ngöbe: M = 12.35, 
SD = 1.55), t(20) = 2.82, p < .05, d = 1.20. The US pattern 
aligns with an anthropocentric view of agency, given that 
these are human-designed information processing artifacts.  

Discussion. Ngöbe were more likely to attribute agency 
to nonhuman natural kinds than US participants, who tended 
to restrict agency attributions to humans and animals, with 
the occasional exception for artifacts. The fact that the two 
groups did not differ on artifact inclusion rules out a gener-
alized tendency for Ngöbe to attribute agency to everything. 
We also observed a flip in rank order for artifacts versus 
natural inanimates. US attribution profiles are consistent 

                                                
5 Ranks are not exactly equal because aggregation by kinds leads 

to a weighted mean rank. 

with a view of uniquely psychological agency tied to (hu-
man-like) minds, whereas Ngöbe profiles align with an eco-
logically oriented view of agency as a relational capacity. 
These possibilities were further investigated by analyzing 
explanations for agency rankings.  

Agency Explanations 
An entity can express agency in many ways. Whether 

those expressions are interpreted as relevant to the capacity 
in question hinges on one’s conceptual framework for agen-
cy. Building on current accounts of Western and Indigenous 
cultural epistemologies (see Medin et al., 2013), as well as 
the folkpsychology and mind-perception literatures, we de-
veloped several predictions. US folkpsychology is expected 
to treat humans as the prototype, linked to a scalae naturae 
model where organisms are hierarchically ordered on a scale 
from simple to complex agency. In contrast, Ngöbe are ex-
pected to treat agency as a capacity for relating to others and 
the environment, exercised by human and nonhuman enti-
ties alike in diverse ways (e.g., see Bird-David, 1999).  

To operationalize these hypotheses, we designed a coding 
scheme to assess constructs associated with each proposed 
cultural framework (see Tables 2 and 3). Our coding system 
measured the extent to which participants’ explanations fo-
cused on the following variables: human-centric, scalar, or 
relational framings of agency; internalized or interactive in-
dicators of agency; and consciousness or directedness as cri-
teria for agency (each is described in more detail below).  

 Coding scheme The dependent variable was the percent 
of explanatory content associated with a given coding cate-
gory, adjusted for explanation length. Two raters (b.o. and a 
research assistant blind to the hypotheses) each coded half 
the data independently. Inter-rater agreement was good: in-

Abbreviations: (NG/US) Ngöbe/US; (Hun.) Hunger; (Th.) Thought; (Mor.) Morality; (Des.) Desire; (Com.) Communication 

Table 2: Coding scheme for US cultural framework: Anthropocentric psychological agency 

Code Description  Examples 

Human-centric 
framing 

Implicates humans as prototypical 
agents by referring to:  
(i) Human-nonhuman comparisons  
(ii) Human perception of agency 
(iii) Human intervention on agency  

(i) Animals “don’t have the capacity to think like people” (NG, Th.) 
(ii) Animals “not so much, because they’re difficult to interpret” 
(US, Com.)  
(iii) Dogs have “been conditioned to act that way” (US, Mor.)  

Scalar framing 

Frames agency as scalar capacity by: 
(i) Assessing agency in terms of 
hierarchical scales or timelines 
(ii) Hedging the sense in which an 
entity has capacity, implying an ideal  

(i) Mammals “tend to be smarter, have a more complex brain” (US, 
Th.); Baby will “given time, overcome the chimpanzee” (US, Mor.) 
(ii) Plants “feel emotion in like a different sense” (US, Com.); “But 
the plant doesn't really get hungry” (NG, Hun.) 

Internalized 
indicators 

Focus on internal parts or substrates 
underlying indicators of agency: 
(i) mind or brain 
(ii) interior or bodily substrates 

(i) Animals “have receptors and stuff in their brain that signal when 
they’re hungry” (US, Hun.)  
(ii) Robot has “electric cables in their body” (NG, Com.); Human 
“body requires nutrients” (US, Hun.) 

Consciousness 

Consciousness is criterial to agency, as 
indicated by:  
(i) self-awareness  
(ii) autonomy over own actions  
(iii) (not) instincts or mere reactions 

(i) Plants “perform actions” but “have no concept of being moral” 
(US, Mor.); Baby “can’t recognize” its hope (US, Des.) 
(ii) Animal’s “brain doesn’t control what he’s communicating” 
(US, Com.) 
(iii) Cows have “primal instinct rather than...more technical 
cognition levels” (US, Th.) 
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tra-class correlations for each variable ranged from r = .62 
to .85, ps < .01, (df = 232).  

Results All tests reported below are 2 (culture) x 2 (kind: 
animate, inanimate) repeated-measures ANOVAs on the 
coding variable of interest. Data were collapsed over the 
five kinds into two categories (in/animate) to reduce empty 
cells (this split allowed us to include 10 of 11 participants 
from each group). We report only results that reached statis-
tical significance. There were no main effects for kind, or 
interactions of culture by kind, for any test reported here. 
Results and descriptive statistics are summarized in Table 4.   

Framings of agency On an anthropocentric model, we pre-
dicted that US explanations would treat humans as the ideal 
or most “developed” agents and thus contain more human-
centric and scalar framings of agency. On an ecocentric 
model, we predicted Ngöbe explanations would frame agen-
cy in terms of relational action, both social and ecological. 

Human-centric frame An anthropocentric framing was 
assessed by coding for (i) comparison of nonhumans to hu-
mans (e.g., chimps think because “they’re very similar to 
human minds”); (ii) taking a human vantage point on per-
ceiving or appraising nonhuman agency (e.g., animals have 
minimal communication because “they’re difficult to inter-
pret”); or (iii) human intervention on nonhuman agency 
(e.g., dogs only behave morally because they are trained to 
follow rules). As predicted, there was a main effect for cul-
ture, F(1,18) = 8.65, p < .01, η2 = .33, such that US partici-
pants provided more human-centric content than Ngöbe. 

Scalar frame A scalar framing was defined as explana-
tions that (i) assess agents according to hierarchical taxon-
omies or developmental scales (e.g., mammals “tend to be 
smarter, have a more complex brain”); or (ii) hedge the 
sense in which an entity possesses a capacity (e.g., in an 
“abstract” or “different” sense), implying an anchoring con-
cept based on an ideal standard. The predicted main effect 
for culture emerged, F(1,18) = 7.82, p < .05, η2 = .30, such 

that US explanations relied more on scalar framings than 
Ngöbe explanations. 

Relational frame A relational framing was assessed by 
coding references to relationships, interactions, and other-
oriented states involving (i) other agents (e.g., “babies know 
who their mother is”) (social relations); and (ii) environ-
ments (e.g., a plant “wants to wet itself with rain and eat 
sun”) (ecological relations). As expected, there was a main 
effect for culture, F(1,18) = 7.76, p < .05, η2 = .30, such that 
Ngöbe participants provided more content associated with 
relational framings than US participants.  

Indicators of agency We predicted that US explanations 
would focus more on internalized indicators of psychologi-
cal agency by referring to (i) minds and brains, or (ii) other 
interior substrates (e.g., cables in robot) that underlie such 
capabilities. Contrary to our prediction, there was no main 
effect for culture on explanatory content associated with in-
ternalized indicators, F(1,18) = .20, ns. 

In contrast, we expected Ngöbe explanations to focus on 
interactive indicators of agency by referring to (i) observa-
ble behavioral patterns as evidence of a capacity (e.g., learn-
ing from experience), or (ii) tangible means and multiple 
ways of expressing a capacity (e.g., barking as evidence of 
communication). As predicted, there was a significant main 
effect for culture, F(1,18) = 9.01, p < .01, η2 = .33, such that 
Ngöbe participants focused more on interactive indicators 
than US participants. 

Criteria for agency Following from a focus on psychologi-
cal agency, we expected US participants to treat conscious-
ness as criterial to agency by focusing on (i) self-awareness 
or consciousness and (ii) autonomy over own actions, dis-
tinguishing these from (iii) mere instincts or mechanistic re-
actions. As predicted, there was a reliable main effect for 
culture, F(1,18) = 10.83, p < .01, η2 = .38, with US partici-
pants providing more content associated with consciousness  
(versus instincts) than Ngöbe participants. 

	  

Table 3: Coding scheme for Ngöbe cultural framework: Ecocentric relational agency 

Code Description  Examples 

Relational 
framing 

Frames agency as relational capacity 
by referring to interactions and 
other-orientated states involving:  
(i) other agents 
(ii) environments 

(i) Chimps “have a good sense of social structure” (US, Th.); Cows 
“know their owner” but are “fierce” to others (NG, Mor.)  
(ii) “Plants have hunger, for the rain that falls” (NG, Hun.); Sun 
“communicates with [water] in the moment of rising” (NG, Com.) 

Interactive 
indicators 

Focus on observable interactions as 
cues to agency, including: 
(i) Behavioral patterns  
(ii) Means of expressing agency 

(i) Dogs have “certain things that they do or don’t do, when they live 
with people” (US, Mor.) 
(ii) Plants “communicate in the way they go growing” (NG, Com.); 
Animals “have their distinct forms to wait, express, know” (NG, Des.)   

Directedness 

Directedness is criterial to agency, 
as indicated by:  
(i) goal-directed needs or wants 
(ii) teleological processes 
(iii) variable states of the entity 

(i) Plants are “hungry for something that will allow them to survive” 
(US, Hun.) 
(ii) Sun “has the thought to light the world” (NG, Th.);  
Rain “has thoughts, that it falls as the rain” (NG, Th.)   
(iii) Oceans “have a moment where they wait for the change” (NG, 
Des.)  

Abbreviations: (NG/US) Ngöbe/US; (Hun.) Hunger; (Th.) Thought; (Mor.) Morality; (Des.) Desire; (Com.) Communication 
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Following from a focus on relational agency, Ngöbe ex-
planations were predicted to treat directedness as criterial to 
agency by focusing on (i) goal-directed needs or desires, (ii) 
teleological processes (e.g., “plants have the thought to 
grow”), and (iii) change or continuity in states (e.g., growth, 
transformation, modulation). As expected, there was a relia-
ble main effect for culture on directedness, F(1,18) = 24.97, 
p < .01, η2 = .58, with Ngöbe participants providing more 
such content than US participants.  

Summary With the exception of internal indicators of 
agency, the coding analysis revealed distinct cultural 
frameworks for agency. US participants were more likely to 
frame agency in terms of a hierarchical scale where nonhu-
mans are compared against human minds, and to treat con-
sciousness as a criterion for agency attribution. Their justifi-
cations implied that humans serve as arbiters of nonhuman 
agency, reflecting a view of humans as privileged knowers 
(e.g., “the smaller an animal is, the less I get a read of inten-
tion”). These findings fit with a concept of agency as a psy-
chological capacity tied to the mind (as humans know it).  

Anthropocentric framings were significantly less pro-
nounced in Ngöbe explanations, which instead framed 
agency in terms of relational capacities not unique to hu-
mans. When Ngöbe informants referred to humans’ role in 
perceiving agency, they unanimously did so to affirm non-
human agency (“The stones can tell you how long a life or 
time they were there”), and sometimes to deny that humans 
are privileged knowers (nonhumans “have their own form of 
communication, even though you don’t know”). Significant-
ly, Ngöbe also emphasized interactions and behavioral di-
rectedness as criteria for agency, rather than consciousness. 
This is congruent with a view of agency as a relational ca-
pacity that exhibits many unique endpoints in nature more 
akin to a scale-free network than a scalae naturae.  

Discussion 
This study revealed systematic cultural variation in under-

standings of agency. Ngöbe were more likely to attribute 
agency capacities to animals, plants, and ecological kinds 
than US college students. Current theories would interpret 
this as evidence that Ngöbe overextend folkpsychological 

concepts beyond their proper domain. This makes sense if 
we assume that people universally share the Western view 
of agency as a scalar, prototypically human capacity requir-
ing consciousness (as exemplified by our US participants’ 
explanations). However, Ngöbe explanations challenge the 
idea that agency concepts are universally structured around 
a concern for minds and mentalistic interpretation of ac-
tions. Instead, Ngöbe focused on entities’ directed interac-
tions with environment and others, indicating a concern for 
the relational dimensions of agency. Before discussing im-
plications of these findings we address potential limitations. 

First, these results could be argued as revealing metaphors 
rather than agency concepts. For instance, perhaps Ngöbe 
speak metaphorically when they attribute thought to plants. 
We did not find evidence for this in the frequency of hedges 
or metaphorical construals (e.g., “in a sense”). More to the 
point, identifying a metaphorical extension of such capaci-
ties rests on one’s definition of agency itself. From this per-
spective, appealing to metaphor is question begging (why 
are Ngöbe more metaphorical than US participants?).  

Second, it could be claimed that Ngöbe and US respond-
ents interpreted the questions differently. There may be a 
sense in which the two groups are not answering the same 
questions, but we believe the source of variability lies not in 
the questions but in the conceptual frameworks they evoke. 
A capacity such as communication acquires different mean-
ings on an ecocentric model of relational agency than it does 
on an anthropocentric folkpsychological model. For in-
stance, one Ngöbe informant cited communication between 
ocean and rain via water falling and “vapor rising like new.”  

Last, if Ngöbe conceptualize these as relational capacities 
and ascribe agency on the basis of cues such as directed be-
havior, the question might arise: Do Ngöbe view these cues 
as sufficient to ascribe mental states to natural kinds like the 
ocean? This question implies that an ecocentric concept of 
relational agency can (or should) be aligned with com-
monsense Western views of agency. But we might equally 
turn our question to ask: Do Westerners view directed mo-
tion as evidence that plants have a capacity for relating? 
This poses an interesting challenge. For starters, domain 
specificity offers no obvious conceptual slot for intrinsically 
relational capacities (e.g., communication) between 

Table 4. Explanatory content associated with coding constructs by culture 

* Cultural main effect: p < .05 for cultural difference on that code. 

Agency framework Coding construct 

Percent explanatory content (across all kinds) 

US Ngöbe Overall 
M SD M SD M SD 

Anthropocentric & 
psychological (US) 

Human-centric framing 2.66* (1.93) 0.78* (0.63) 1.72 (1.70) 
Scalar framing 6.22* (2.54) 2.71* (3.06) 4.46 3.28 
Internalized indicators 0.53 (0.50) 0.91 (2.62) 0.72 (1.84) 
Consciousness 1.31* (0.92) 0.24* (0.47) 0.78 (0.89) 

Ecocentric & relational          
(Ngöbe) 

Relational framing 3.82* (2.37) 7.47* (3.41) 5.65 (3.42) 
Interactive indicators 0.60* (0.85) 1.78* (0.91) 1.19 (1.05) 
Directedness 0.93* (0.96) 4.32* (1.92) 2.62 (2.28) 

Overall content coded         16.07% (3.43%) 18.20% (5.10%) 17.14% (4.36%) 
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folkpsychology, folkbiology, and folkphysics (see critiques 
in Hirschfeld, 2013; Luhrmann, 2011; ojalehto, Waxman, & 
Medin, 2013). This underscores the need for comparative 
research on agency concepts to start from an understanding 
of culture-specific systems of knowledge organization.  

These findings raise a wealth of questions about the inter-
action of agency concepts and broader cultural systems 
(ojalehto & Medin, 2015). For instance, one might speculate 
that the US folkpsychological stance on agency is tied to a 
heightened focus on (human) minds under Cartesian dual-
ism, whereas the Ngöbe ecological stance on agency par-
takes of a cultural worldview that sees humans as part of na-
ture (Medin & Bang, 2014). One must also consider that our 
two samples differed in many ways, including formal 
schooling, language, and familiarity with computerized arti-
facts. Each factor might relate to beliefs about agency, yet 
each factor also reflects and reinforces cultural epistemolo-
gies. If one views cultures as complex systems, then it may 
not be feasible (or desirable) to isolate one factor and give it 
explanatory priority in a system where many variables inter-
relate with one another and epistemological orientations.  

Conclusion 
We have argued that Ngöbe individuals hold a conceptual 

framework for agency that is fundamentally geared toward 
understanding interactions and relationships, not internal-
ized mental states. This leads to an ecocentric model of 
agency conceptualized in terms of relational capacities.  

This provides a novel perspective on current domain-
specific theories of folkpsychology. An anthropocentric 
folktheory of mentalistic agency may reflect particular cul-
tural concerns, and the corresponding dissociation of psy-
chological versus biological or physical modes of agency 
may be specific to Western epistemologies. This proposal 
resonates with other work that reevaluates the privileged 
role of mentalistic folkpsychology in theories of cognition 
(Heyes, 2014; Hirschfeld, 2013; ojalehto et al., 2013).  

In the context of the massive pool of studies of agency, 
the present results are a small drop. Yet they bring to light a 
novel perspective for understanding agency concepts and 
their place in cultural domain-specific epistemologies. In-
digenous knowledge systems such as those of the Ngöbe 
provide us with new ways of thinking about old questions.  
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Abstract 

The literature on the wisdom of crowds argues that in most 
situations, the aggregated judgments of a large crowd perform 
well relative to the average individual. There are, however, 
many real-world cases where crowds perform poorly. A small 
crowd literature has since developed, finding that better 
performing small crowds often exist within whole crowds. 
We compare previously proposed small crowd selection 
methods based on absolute or relative group performance to a 
new sequential search method and find that it selects better 
performing small crowds more consistently for forecasts of 
real gross domestic product (GDP) growth, inflation 
(measured by consumer price index, CPI), and unemployment 
rate made by US and Euro-zone surveys of professional 
forecasters.  

Keywords: Wisdom of crowds; select crowds; US survey of 
professional forecasters; ECB survey of professional 
forecasters 

Introduction 
A large group of people are guessing the number of 
jellybeans in a jar. To form your own guess would you be 
better off if you average all previous guesses, make your 
own, or try and identify an expert to copy? The literature on 
the wisdom of the crowds (Surowiecki, 2004) suggests the 
best option will be combining the guesses of the whole 
group (for example their mean or median). This will 
outperform at least the average guess and likely any attempt 
to find an expert, particularly where the signals of expertise 
are weak, where performance is measured by mean square 
error (MSE), and outperformance is defined as having a 
lower MSE (see e.g., Page, 2007; Sunstein 2006). 

Psychologists have long studied this phenomenon, finding 
that crowds consistently outperform the average individual 
and often the best individual for a range of judgment tasks 
including estimates of weights (Gordon 1924; 1935) and 
sizes of piles of buckshot (Bruce, 1935). It has also been 
observed for forecasting (Armstrong, 2001; Bates & 
Granger, 1969; Clemen, 1989) where combining forecasts 
has become a standard econometric methodology 
(Timmerman, 2006), particularly evident in the 
implementation of surveys of professional forecasters 
(SPFs) by central banks around the world, which generate 
forecasts for key macroeconomic variables by combining 
the forecasts of large crowds of professional forecasters. 

The wisdom of the crowd effect relies on the statistical 
properties of averaging uncertain estimates and the 
independent aggregation of these estimates. The level of the 
crowd’s performance depends on the crowd being relatively 
diverse (Page, 2007), specifically that it is unbiased and that 
individual members are uncorrelated or even better, 
negatively correlated (Davis-Stober, Budescu, Dana, & 
Broomell, 2014; Larrick & Soll, 2006). Both Page (2007) 
and Brown, Wyatt, Harris, and Yao (2005) show 
mathematically that a crowd outperforms its average 
individual member if it is diverse, where diversity measures 
the extent to which individual’s forecasts vary around the 
whole crowd forecast. The more diverse a crowd, or the 
more individual’s forecasts “bracket” the truth (Larrick & 
Soll, 2006), the more a crowd will outperform the average 
individual. 

While increasing diversity is important to improve crowd 
performance, the average individual performance (as 
measured by squared error) cannot be ignored, creating a 
tradeoff between expertise and diversity (Brown et al., 
2005; Page, 2007). The crowd is only as good as its 
constituent members, the higher the average individual error 
(e.g. when individuals are biased and have high variances) 
the worse performing the whole crowd. Conversely if 
individual biases bracket the truth, this will reduce the 
average individual error and therefore increase whole crowd 
performance. 

In reality, experts are not so diverse. Positive correlations 
of expert judgment have been observed in many fields 
including sports predictions (Winkler, 1971), forecasts by 
sales management teams (Ashton, 1986), and assessments 
of survival probability by physicians in an ICU (Winkler & 
Poses, 1993), arguably due to experts’ access to similar data 
sources, education and training (Broomell & Budescu, 
2009). Where crowds include correlated experts, their 
combined forecasts perform relatively poorly. Indeed, 
observations of herding behavior where individuals follow 
others’ behavior in preference to their own private 
information (Bikhchandani, Hirschleifer, & Welch, 1992) 
are good examples of crowds performing poorly due to 
correlated judgments. Bikhchandani et al. (1992) discuss the 
example of the routine performance of tonsillectomies on 
children until the 1960s, often unnecessarily and with 
negative consequences as an example of herding. In this 
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case, doctors had limited information, thus imitated others, 
resulting in a crowd of highly correlated experts making 
poor decisions. 

Selecting small crowds 
Observation of poorly performing real-world crowds has 

led to a range of studies showing the existence of better 
performing small crowds within the whole crowd in 
economic forecasting (Budescu & Chen, 2014, Mannes, 
Soll, & Larrick, 2014), current events (Budescu & Chen, 
2014), experimental judgment tasks (Mannes et al., 2014), 
fantasy soccer prediction games (Goldstein, McAfee, & 
Suri, 2014), and animal organizational behavior (Kao & 
Couzin, 2014). Of particular interest to this paper is the 
work of Mannes et al. (2014) and Budescu and Chen (2014) 
who both analyze small crowds in the context of surveys of 
professional forecasters in the US and Euro-zone (EU), 
respectively. Both find small crowds that can outperform 
the whole crowd but implement different methods to 
identify small crowds and analyze data that differs by 
geography, macroeconomic variable, forecast horizon and 
forecast type (point vs. probability forecast). 

Mannes et al. (2014) select crowds by past performance, 
finding for an aggregate index of point forecasts of seven 
variables (the consumer price index, the rate on the 3-month 
Treasury Bill, the rate on the 10-year Treasury Note, the 
yield on Moody’s AAA corporate bond, nominal GDP, 
housing starts, and the unemployment rate) drawn from the 
US Survey of Professional Forecasters published by the 
Philadelphia Federal Reserve (US SPF) that small crowds 
outperform the whole crowd. 

Budescu and Chen (2014) study probability forecasts 
(rather than point forecasts) for inflation (measured by 
consumer price index, CPI) and real gross domestic product 
(GDP) growth, drawn from the Euro-zone Survey of 
Professional Forecasters published by the European Central 
Bank (EU SPF). They develop a “Contribution Weighted 
Method” (CWM) that select crowds based on each 
individual’s “contribution” to whole crowd performance and 
find that small crowds outperform whole crowds for CPI but 
not for real GDP growth. Contribution is measured as the 
difference between whole crowd performance and crowd 
performance excluding that individual, with performance 
measured by a quadratic score out of 100, normalized such 
that 100 is perfect prediction performance and 0 the worst 
possible performance. Where the inclusion of an individual 
improves the performance score, contribution is positive, 
where it decreases the score, it is negative. The small crowd 
is then formed from those individuals with positive 
contributions (roughly 50% of the whole crowd) and 
weighted either equally (CEWM; this model was called 
“Contribution” in Budescu & Chen, 2014) or by 
contribution (CWM). 

Budescu and Chen (2014) also analyzed post hoc optimal 
group sizes for the two methods, where individuals are 
dropped one by one starting with those with the lowest 
contribution, to find an “optimal” small crowd with largest 

possible performance score (CEWM—optimized and 
CWM—optimized respectively for equally weighted or 
contribution weighted crowds). In the first case, small 
crowds weighted by contribution perform best but where 
individuals are dropped one by one, equally weighted small 
crowds perform better than those weighted by contribution. 

This study builds specifically on these two studies 
(Mannes et al., 2014; Budescu & Chen, 2014) and more 
broadly on the small crowd literature by analyzing a range 
of small crowd selection methods including those already 
implemented by Mannes et al. (2014) (Ranked performance) 
and Budescu and Chen (2014) (Contribution). 

We introduce a third Sequential search methodology 
drawing on the machine learning literature (Mendes-
Moreira, Soares, Jorge, & Sousa, 2012). Two versions are 
implemented, Sequential search—increasing: where small 
crowd size increases by one on each step starting with the 
individual with lowest MSE, and Sequential search—
decreasing: where crowd size decreases by one on each 
step, starting with the whole crowd. On each step, 
individuals are re-analyzed relative to the current small 
crowd to identify the one that when added to (removed 
from) the small crowd from the preceding step, gives the 
greatest reduction in small crowd MSE. The process 
continues for each subsequent small crowd size until small 
crowd MSE is minimized. 

This has similarities with the Contribution methodology 
(and specifically CEWM—optimized and CWM—
optimized) as it selects individuals into the small crowd 
based on relative rather than absolute performance. It 
differs, however, in that individuals are re-analyzed relative 
to each sequential small crowd formed rather than just once 
relative to the whole crowd as done in the Contribution 
methodology. This is important if for example the whole 
crowd contains highly diverse individuals (for example with 
a range of positive and negative correlations among them), 
and the makeup of small crowds changes substantially for 
different sized small crowds. In this case, an individual’s 
“value” to the small crowd (i.e., from error reduction) may 
change as the makeup and size of the small crowd changes. 
Sequential search is able to capture this by re-analyzing 
individuals relative to the small crowd for each new small 
crowd formed. In contrast, Contribution—optimized cannot 
as the contribution measure is fixed based on contribution to 
whole crowd performance only and does not change as new 
small crowds are formed. 

We use the US and EU surveys of professional 
forecasters, drawn from professional economic forecasters 
in the public and private sectors, as our real-world data. The 
nature of these crowds is well suited to our analysis as 
forecasters are recognized experts in their fields, the data for 
forecasts and actual values is easily accessible and the 
surveys are referenced in both the small crowd and 
economic forecasting literature. A particular advantage of 
analyzing the SPFs is the literature demonstrating their 
outperformance of traditional macroeconomic forecasting 
methods. For example, Ang, Bekaert, and Wei (2007) and 
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showed that the US SPF outperformed traditional 
forecasting methods for predictions of CPI. Others have 
compared the simple average of forecasts to other 
combination schemes. Genre, Kenny, Meyler, and 
Timmermann (2013) showed that the simple average can 
outperform many other combination methods for predictions 
of real GDP growth and the unemployment rate in the EU 
SPF, although it could not outperform them for CPI. Genre 
et al. concluded, however, that there is no combination 
method that consistently outperforms all the other methods 
across variables and time horizons. 

In this study we focus on real GDP growth, CPI, and 
unemployment, as simple averages from expert forecasters 
have been shown to outperform traditional forecasting 
methods and other combination schemes for these variables. 
In addition, these variables are common across both the US 
and the EU SPF. 

Method 
Data for the EU and US SPF are extracted from the publicly 
available databases of the Philadelphia Federal Reserve 
(http://www.philadelphiafed.org) and the European Central 
Bank (http://www.ecb.europa.eu) for the variables real GDP 
growth, unemployment rate (civilian unemployment, aged > 
16 years), and inflation (HCIP in Europe, CPI in the US). 
Data are taken for the time period 1999 – 2013 and split into 
two time periods for analysis, 1999 – 2008 and 2009 – 
2013. This split segregates the period of high volatility 
following the most recent financial crisis from earlier time-
periods as done by Genre et al. (2013). Each variable is 
analyzed for forecasts made quarterly for 6 months in the 
future (2Q) (US SPF only), the current year (1Y) and the 
next calendar year (2Y). These forecast horizons align with 
those used by Mannes et al. (2014) who evaluated 5 forecast 
horizons up to a year of the US SPF and Budescu and Chen 
(2014) who evaluated 1 year forecasts of the EU SPF. 

 
Table 1: Whole crowd sizes. 

 
 1999-2008 2009-2013 
Variable 2Q 1Y 2Y 2Q 1Y 2Y
US       

Unemployment 26 26 25 40 37 41
CPI 23 23 20 41 36 40
Real GDP growth 26 26 26 42 38 43

       
EU       

Unemployment - 48 47 - 54 56
CPI - 50 49 - 55 58
Real GDP growth - 50 49 - 55 58
 
To generate a clean panel, we adopt the methodology of 

Genre et al. (2013) and cleanse the raw survey data to 
account for individuals entering and exiting the panel over 
time as well as missing an occasional forecast. Only 
individuals that are not absent from the survey for four or 
more consecutive periods are included. Remaining missing 

data are estimated using a basic panel regression model, 
assuming individuals’ deviations from the mean forecast are 
consistent with their previous period’s performance. 

The resulting whole crowd sizes are shown in Table 1 
giving crowds of between 20 and 43 for each trial in the US 
data and between 47 and 58 in the EU data. Forecasts are 
compared to final adjusted actual data drawn from Eurostat 
(http://epp.eurostat.ec.europa.eu), the US Department of 
Labor Statistics (http://data.bls.gov), and the US Bureau of 
Economic Analysis (http://www.bea.gov). 

Procedure 
We compared the performance of selected crowds derived 
from ten selection methods, four based on absolute 
performance (Ranked performance) and six based on 
relative performance (two Sequential search and four 
Contribution selection methods). Inspired by the post-hoc 
optimal group size analyses in Budescu and Chen (2014), 
two of the Contribution selection methods were “optimized” 
on the training set, dropping the lowest contributing 
individuals one by one (see Table 2 for descriptions). In 
addition, we compared the whole crowd performance 
against the average individual and a randomly chosen 
individual. 

In Ranked performance the four methods analyzed were 
“All” (training period is all available past periods), “1q” 
(training period is immediately prior quarter), “4q” (training 
period is immediately prior 4 quarters) and “8q” (training 
period is immediately prior 8 quarters). We did not evaluate 
the performance of all small crowds generated post hoc, 
instead we selected the small crowd that minimized MSE in 
the training period. 

Initial analysis of Ranked performance methods showed 
1q to give the greatest performance improvement and we 
also found 1q to be more accurate for all Sequential search 
and Contribution methods. Therefore the main results are 
only reported for 1q training periods. 

Due to the requirement to use the previous 8 quarters in 
the performance – 8q selection method, the first forecast 
period used in each of 1999 – 2008 and 2009 – 2013 is the 
ninth quarterly time period, respectively 2001 Q1 and 2011 
Q1. Forecast performance is measured for each available 
forecast period and final point estimates of forecast 
performance are the average of all forecast periods. 

For each of 30 trials (a trial being a combination of 
variable, time-period, forecast horizon, and geography) 
selected and whole crowd forecasts are aggregated using the 
mean and performance in comparison to the actual level of 
the variables was measured using both MSE and MAD. 
Analysis of results for MSE and MAD error measurement 
showed the same relative performance of selection 
methodologies for both measures, therefore only MSE are 
reported in the results section. 
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Table 2: Selection methods. 
 

Selection method Method description 
Ranked 
performance 

Individuals ranked based on MSE for
period 1 (training period). Forecasts
formed for small crowd sizes 2 – 9 in 
ranking order and the crowd size with
minimum MSE in period 1 selected.
These individuals form the small
crowd from which period 2 forecasts
are taken. 

Sequential search 
 Increasing Starting with individual with lowest

MSE, individuals added one by one
choosing the one delivering the
greatest reduction in period 1 MSE
until MSE is minimized. MSE is 
recalculated for each crowd size.
Small crowd size is then fixed and
period 2 forecast is taken from these
individuals. 

   
 Decreasing As for the above method but

beginning with the whole crowd and
removing individuals one by one
choosing the individual delivering the
greatest reduction in period 1 MSE
until MSE is minimized. Small crowd
size is then fixed and period 2 forecast
formed from these individuals. 

Contribution 
 CEWM Contribution Equal Weighted Model. 

Individual’s contribution to whole 
crowd MSE computed in period 1 as
defined by Budescu and Chen (2014).
Small crowd forecast in period 2 is an
equal weighting of all individuals with
positive contribution.  

   
 CWM Contribution Weighted Model. As 

above but small crowd forecast
weighted according to individual
contributions. 

   
 CEWM—

optimized 
Starting with the small crowd from
CEWM, individuals removed one by
one starting with the individual with
the lowest contribution until period 1
crowd MSE is minimized. These
individuals then form the small crowd
from which the period 2 forecast is
drawn. 

   
 CWM—

optimized 
As for the above but applied to the
small crowd from CWM with the 
weights re-weighted for each new
small crowd size.  

Results 
Results are reported in terms of performance ratios of small 
crowd MSE to whole crowd MSE (“Avg. ratio” in Table 3). 
This enables averaging across different variables, 
geographies, time-scales, and forecast horizons, to generate 
an overall picture of the best performing selection 
methodology. The consistency of selection methodologies is 
also reported, where consistency is the percentage of trials 
on which that selection method identifies a small crowd that 
outperforms the whole crowd (“% trials <1” in Table 3). 
Finally, the number of wins is also reported where a win is 
an occurrence of a particular selection methodology 
delivering the best performance for a trial. Where selection 
methodologies deliver the same performance, each 
methodology is allocated a win (“Trials won” in Table 3). 

Performance of the Whole Crowd 
The whole crowd outperforms the average individual for all 
trials (average MSE ratio = 0.79), but performs the same as 
a randomly selected individual (average MSE ratio = 0.99, 
whole crowd outperforms on 16 out of 30 trials). 

Selection of Small Crowds 
Table 3 shows that Sequential search—decreasing is the 
best performing selection methodology followed by 
CEWM—optimized, and Ranked performance 4q. In terms 
of average ratios of small crowd MSE to whole crowd MSE, 
Sequential search—decreasing and CEWM—optimized 
deliver performance improvements of more than 20% over 
the whole crowd and outperform all Ranked performance 
selection methods. Both also find an outperforming small 
crowd more consistently than all other selection 
methodologies (90% of the time), implying they not only 
perform better but also more consistently. Ranked 
performance 4q comes close with 87%. CEWM does not 
perform as well in terms of average ratios, but is consistent 
due to low standard deviation. In line with the average 
performance, Sequential search—decreasing wins the most 
trials. The remaining wins are relatively evenly spread 
across methodologies. 

 
Table 3: Average small to whole crowd comparisons. 

 
Selection method Avg. 

ratio 
St. dev. % trials 

<1 
Trials 
won 

Ranked performance     
 All 1.01 0.34 73 3 
 1q 0.84 0.30 83 2 
 4q 0.84 0.27 87 3 
 8q 0.91 0.32 77 3 
Sequential search     
 Increasing 0.86 0.33 80 4 
 Decreasing 0.74 0.24 90 7 
Contribution     
 CEWM 0.89 0.18 90 0 
 CWM 0.96 0.62 87 3 
 CEWM—optimized 0.78 0.32 90 3 
 CWM—optimized  1.22 1.35 80 2 
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Table 4 shows that despite the overall crowd size varying 
by trial (mean = 40.3), consistent patterns in average small 
crowd size can be observed. Ranked performance and 
Sequential search—increasing tend to result in small crowd 
sizes with small standard deviations, while Contribution 
methods and Sequential search—decreasing give higher 
small crowd sizes with larger standard deviations. As found 
by Budescu and Chen (2014), CEWM and CWM find small 
crowds roughly half the size of the whole crowd. 

 
Table 4: Mean small crowd size and standard deviation. 
 
Selection methodology Mean 

size 
St. dev.

Ranked performance   
 All 2.8 1.5 
 1q 2.8 2.3 
 4q 2.6 1.0 
 8q 2.2 0.7 
   
Sequential search   
 Increasing 1.5 0.3 
 Decreasing 10.3 5.9 
   
Contribution   
 CEWM 20.3 6.0 
 CWM 20.3 6.0 
 CEWM—optimized 8.1 4.3 
 CWM—optimized 7.9 3.4 

 
We confirm the findings of Budescu and Chen (2014) for 

their time-period (1999-2011) that when using cumulative 
history, CWM outperforms CEWM for EU CPI (ratios of 
0.73 and 0.88 respectively). When individuals are dropped 
one by one to minimize MSE in the forecast period, this 
pattern reverses and CEWM delivers a greater performance 
than CWM (ratios of 0.39 and 0.52 respectively). 

Using recent performance, however, has some drawbacks, 
especially for CWM compared to CEWM. We find that 
when looking across geographies, variables, timescales and 
forecast horizons, and particularly when the history is 
constrained to just the prior one quarter, CEWM delivers a 
greater performance improvement than CWM. This is due 
to the inconsistency and high standard deviation found for 
CWM, with large performance improvements in some cases 
but not in others. It may be that limiting the history leads to 
unreliable estimates of contribution magnitude and an 
equally weighted aggregation is to be preferred in terms of 
stability of forecasts. 

Discussion 
The best selection method is Sequential search—decreasing, 
followed by CEWM—optimized. The Ranked performance 
method with a 4q training period is a close third in terms of 
consistently finding a small crowd that outperforms the 
whole crowd. The Ranked performance method, however, 
seems to suffer from selecting too small crowds (2 to 3 

individuals). Indeed, Mannes et al.'s Figure 6 shows that 
crowds of sizes between approximately 5 and 13 maximize 
performance. Consequently, Mannes et al. argue for a “take 
the top five” rule of thumb when selecting small crowds. In 
future research it would be interesting to investigate how 
well the top five rule generalizes to other data sets and 
compare it with other selection methods such as Sequential 
search and Contribution. 

The iterative nature of Sequential search—decreasing and 
its re-analysis of individuals relative to each new small 
crowd size could explain its outperformance of CEWM—
optimized. While CEWM—optimized analyzes individuals 
relative to the whole crowd and then drops individuals one 
by one starting with those with the lowest contribution, 
Sequential search—decreasing, starts at the same point but 
then re-analyzes individuals relative to the new small crowd 
at each step. This allows it to capture any changes in the 
makeup of the small crowd and the value of individuals to 
that particular small crowd. Preliminary simulations, not 
presented here, suggested that it is where there is more 
diversity across individuals that Sequential search—
decreasing has an advantage over CEWM—optimized. 
Where diversity is lower, crowd makeup will change little 
as the small crowd size changes, and in this case the two 
methods should give similar results. 

In a similar vein, Sequential search—decreasing 
outperforms Sequential search—increasing by starting with 
a broader analysis of individuals. By starting with one 
individual and adding individuals to the crowd one by one, 
the increasing method only analyzes each individual relative 
to the first crowd member and is therefore much more 
sensitive to the choice of starting individuals and their 
diversity relative to the rest of the crowd. By starting with 
the whole crowd, Sequential search—decreasing reduces 
this sensitivity and enables a better performing small crowd 
to be identified. There is still a risk, however, that this 
procedure finds a local rather than global minimum for 
MSE and therefore cannot find the best performing small 
crowd. Machine learning addresses this issue by combining 
increasing and decreasing methods and adding a “drop-one” 
step into the increasing method (Mendes-Moreira et al., 
2012). This method has not been implemented in this study 
but provides an area of future study to further improve the 
performance of small crowds. Another limitation of the 
Sequential search method is that it does not guarantee 
diversity in the small crowd. One possibility that has been 
explored in the machine learning literature is to add another 
step in the search process and select individuals with low 
correlations with other individuals (Rooney, Patterson, 
Anand, & Tsymbal, 2004). 
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Abstract

Observers often judge agents who miss a desired outcome by a
small, compared to a large, margin to be less happy. This near-
miss effect has typically been examined in situations where
the agents have control over outcomes (e.g., missing a flight).
Here, we extend this work in three ways. First, we show
that near-miss effects play into observers’ intuitive theories of
emotion even for randomly-determined outcomes over which
agents demonstrably have no control. Second, we find data
consistent with a hypothesis in which—even in randomly de-
termined cases—near-miss effects reflect an illusion of control
over those events. Finally, we integrate near-miss effects into a
broader model of affective cognition, and quantify the psycho-
logical cost of a missing a desired outcome by relatively little
distance, relative to winning or losing that outcome.
Keywords: Near-Miss; Counterfactual Distance; Lay Theo-
ries; Emotion; Illusory Control

“Close only counts in horseshoes and hand grenades”
— English Proverb

Observers typically infer that people feel more positively
when they succeed, rather than fail, at attaining desired out-
comes (e.g., winning vs. losing a soccer game). Such intu-
itive reasoning about emotions comprises what we term af-
fective cognition (Ong, Zaki, & Goodman, under review),
and forms an integral part of our social lives. Our intuitive
theories of emotion, however, are more nuanced than sim-
ple considerations of success and failure: If an agent fails to
achieve an outcome by a small margin, such as losing a soccer
game by a single goal (a near-miss), people often infer that
the agent would feel worse than if they had lost by a larger
margin. Penalty shootouts in soccer provides the most ex-
aggerated of such near-miss scenarios: the losing team often
loses because of a single shot, sometimes an inch shy of es-
caping the goalkeeper’s hands. In cases like these, contrary
to the proverb above, close does count—emotionally.

Psychologists have long examined near-misses (Gleicher
et al., 1990; Johnson, 1986; Kahneman & Tversky, 1982;
Teigen, 1996), but have yet to factor them systematically
into theories of reasoning about emotions (Ong et al., under
review). Most of this work examines counterfactual think-
ing more broadly, or thinking about “what might have been”
(Byrne, 2002; McMullen & Markman, 2002; Medvec & Sav-
itsky, 1997; Roese, 1997). On most accounts, near-misses
increase counterfactual thinking, because alternate outcomes
almost occurred, and thus are easier to imagine.

Many open questions remain regarding the nature of near-
miss effects, and how they impact observers’ lay theories of
emotion. First, when and why do people infer that a near-miss
will “hurt” an agent most? One explanation is that agents ex-
periencing a near-miss could have done something different

to achieve the desired outcome, increasing their subsequent
experience of regret (e.g., Zeelenberg, van Dijk, Manstead, &
der Pligt, 1998). Consider Kahneman and Tversky (1982)’s
classic example of Mr. Tees, who missed his plane by 5
minutes, and Mr. Crane, who missed his plane by 30 min-
utes. People reliably judge Mr. Tees, who narrowly missed
his plane, to feel worse than Mr. Crane. Here, Mr. Tees
could have left his home slightly earlier in order to catch his
plane, and Mr. Tees’ resulting responsibility for his misfor-
tune might drive his near-miss negative affect. Consistent
with this idea, the controllability of outcomes affects counter-
factual thinking in non-near-miss contexts (Roese & Olson,
1995). If people infer near-misses to be painful because of
an agent’s control over their outcomes, then observers should
only attribute near-miss-related negative emotion to agents
who have such control. By contrast, observers should not
rate near-misses as worsening an agent’s emotional state if
that agent had no control over the outcome. For instance, an
observer who sees an agent miss a randomly determined pos-
itive outcome (e.g., a win in roulette instead of soccer) by a
small distance should not rate that agent as feeling more neg-
ative emotion than an agent who misses by a large distance.

However, emotions may not always adhere to this rule.
For instance, gamblers show increased motivation and per-
sisted in gambling more after near-misses, even though the
outcomes are random and thus independent of the gambler’s
actions (Kassinove & Schare, 2001; Reid, 1986). This be-
havior may very well be incorporated into observers’ lay the-
ory of emotion. In Experiment 1, we tested the prediction of
the controllability account further by examining whether ob-
servers incorporate near-misses in judgments of others’ emo-
tions even in scenarios with random outcomes. We show that
observers readily judge an agent who “narrowly misses” on a
task with randomly-generated outcomes (by rolling a number
on a die that is close to a target number) as feeling worse than
one who misses by a larger amount.

Second, why might observers factor near-misses into af-
fective cognition for random outcomes over which agents
clearly have no control? One possibility is that in such situa-
tions, observers might irrationally believe that agents do exert
some control over their outcomes, or believe that agents be-
lieve they do. Such “illusions of control” over random events
are, in fact, common: People are more confident that they
will win a raffle if they chose their ticket numbers themselves
than when they are assigned numbers (Langer, 1975; Taylor
& Brown, 1988). If observers do indeed ascribe illusory con-
trol to agents, observers should include near-misses into their
emotion attributions even in demonstrably random situations.
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In Experiment 2, we explored this possibility by manipulat-
ing the rules of a game with random outcomes, producing two
situations that we believed would induce illusions of control
in different ways. In Version A of the game, observers saw
an agent guess the location of a single “target” card with a
known number (“Guess where the 10 card is”) amidst a large
array of cards. In Version B, agents had to guess the number
behind a target card at a fixed location (“Guess what num-
ber is behind this card”). We crossed this manipulation with
whether agents’ choices were spatially and / or numerically
close to / distant from the actual target. In all cases, observers
believed that the location (in Version A) or number (in Ver-
sion B) of the target card was chosen at random, and thus
agents had no actual control over their chances of winning.
We reasoned that in Version A—when agents chose the lo-
cations of their cards—observers might nonetheless ascribe
illusory control over whether agents chose the location of the
target card1. Hence, observers would be more likely to judge
that an agent whose choice was spatially close to, as com-
pared to distant from, the target card would feel worse. By
contrast, in Version B—in which agents guessed the number
of a fixed location card—observers might imbue that agent
with illusory control over guessing the correct number. If this
is the case, observers should attribute more negative affect to
agents when they are numerically close, versus far, from the
target answer. The results of Experiment 2 support this hy-
pothesis of illusory control impacting near-miss judgments.

Finally, how much does a near-miss cost psychologically?
That is, what is the size of the near-miss effect relative to
the overall effect of an agent’s win or loss on an observer’s
attribution about that agent’s emotion? In a meta-analysis,
we build upon a previous model of affective cognition (Ong
et al., under review). This previous work used a gambling
paradigm that allowed us to parametrically vary features of
the situation that would impact judgment of emotions. We ex-
plicitly incorporate near-miss effects into our existing quanti-
tative model, which allowed us to estimate the extent to which
observers believe agents who were close, as compared to far,
from desirable outcomes felt negative emotion. We could fur-
ther compare the effect size of near-misses to those associated
with achieving relatively favorable or unfavorable outcomes,
thus quantifying near-miss effects and integrating them into a
more comprehensive models of affective cognition.

In sum, this paper explored (i) whether people incorporate
near-misses in their lay theories of emotion in scenarios with
randomly-determined outcomes; (ii) whether people might do
so because of illusory control agents may feel over these out-
comes; and (iii) how much near-misses “cost,” in emotional
terms relative to winning and losing.

1Note that agents do have real control over their picked card’s lo-
cation, just like people buying lottery tickets have control over what
number they bought. However, agents have only illusory control
over how close their cards’ location came to the target card’s loca-
tion, just like lottery ticket buyers have only illusory control over
how close their number came to the winning number.

Experiment 1: Near-Misses in a random event
In Experiment 12, we tested if participants would incorporate
near-miss effects in their judgment of emotions when agents
played a luck-based gamble. Importantly, we varied near-
misses along numerical closeness, and because the outcomes
from rolling dice are completely random, the agent demon-
strably had no control over the outcome.

Participants and Procedures. We recruited 150 partici-
pants through Amazon’s Mechanical Turk (AMT). Partici-
pants read about two characters, Jacob and Alex, playing a
gambling game. Both needed to roll a 6 on a die to win. Ja-
cob rolled a 1, whereas Alex rolled a 5. Participants then an-
swered attention check questions (“what did X roll?”) before
attributing emotions along six categories (happiness, sadness,
relief, regret, contentment and disappointment) to each char-
acter. Finally, they answered a three-alternative forced choice
question: “Who felt worse?”, and were allowed to endorse
“They both felt equally bad” as an option. Participants were
prompted for a free-response justification for their choice.

Results. Three participants were excluded for failing the at-
tention check. Participants rated the near-miss character (the
character who rolled the 5) as feeling significantly more dis-
appointed (t(146) = 2.17, p = 0.03), but no different on the
other emotions. In the forced-choice question, a large major-
ity (107/147 = 73%) rated both characters as feeling equally
bad. Among the remaining participants, significantly more
participants rated the character who rolled the 5 (the near-
miss character) as feeling worse (N=30) compared to the
character who rolled a 1 (N=10; bootstrapped simulation with
10,000 iterations on full sample, p = 0.0007) (See Fig. 1.)

Figure 1: Expt 1 Results. Proportions of forced choice re-
sponse. Error bars indicate standard errors. The goal was to
roll a “6”. More people judged the character who rolled a “5”
as feeling worse than the character who rolled a “1”.

Next, we coded participants’ free-response justifications
into three categories. 84 (57%) participants made judgments
based on equal outcomes (“they both lost so they should feel
equally bad”), 40 (27%) participants made reference to close-
ness (“he was soooo close”), and only 22 (15%) participants
made an explicit reference to there being no closeness differ-
ences (“it’s a 1/6 chance for both of them”; “the numbers are
meaningless”). One participant did not give a justification.

2https://cocolab.stanford.edu/cogsci2015/nearmiss/expt1/
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Thus, we find that whereas a large majority of participants
said that both characters felt equally bad, this is primarily
due to the fact that both characters lost. This suggests that
near-miss effects on emotion attribution are smaller in mag-
nitude than those associated with winning or losing in gen-
eral, though they contribute a significant additional influence.
Thus, the results provide evidence that observers are sensi-
tive to near-miss effects in this scenario and they (irrationally)
judge near-misses based on a randomly-determined distance
that the agent has no control over.

Experiment 2: Manipulating illusory control
over random events

We designed Experiment 23 to manipulate the illusion of con-
trol that agents have over different dimensions in a random
game. Using a card guessing task, we manipulated the dimen-
sion (spatial position or numbers) along which agents made
guesses in a random task, as well as the spatial or numerical
distance by which they missed the desired outcome.

Participants. We recruited 200 participants through AMT,
and assigned them to either a Choose-Position (N=100) or
Choose-Number (N=100) condition.

Procedures. In the Choose-Position condition, participants
saw a 5x4 array of cards face down. They were told that two
characters were playing a game: the cards were numbered
1-20, and the characters had to pick the card with the num-
ber 10 to win. There were three types of trials, which were
all between subject manipulations, and each participant only
saw one trial. In the “Close Distance vs. Close Number” trial
(depicted in Fig. 2), participants were told of two charac-
ters, Scott, who picked a card with 19 on it (Close Distance),
and Frank, who picked a card with 11 on it (Close Num-
ber). After the characters picked their cards, the winning
number 10 was revealed. Participants saw the locations of the
two cards the characters chose, as well as the winning card.
The close distance character’s card was only 1 card away (in
physical distance) from the winning card but it was far in nu-
merical distance, whereas the close number character’s card
had a number that was only 1 away (in numerosity) from the
winning card, but far in physical distance. Participants then
rated the emotions of the two characters they saw (along the
same six emotions as Experiment 1), and rated how close the
characters came to winning. Finally, participants answered a
forced-choice question, “Who felt worse?”, with a possible
option “Both felt equally bad.”

For comparison, we included two other trials with a char-
acter who was far on both distance and numerosity. In the
“Close Distance vs. Far Both” comparison, participants saw
Scott (who picked the 19 card) and David, who picked a card
with 1 on it, which is far along both physical distance and
numerosity. In this case, David’s card is 9 numbers away
from the winning card, which is the same numerical distance

3https://cocolab.stanford.edu/cogsci2015/nearmiss/expt2/Position,
https://cocolab.stanford.edu/cogsci2015/nearmiss/expt2/Number

Figure 2: Expt 2 Paradigm, Position condition. Characters’
goal is to pick the card with 10 on it. In the “Close Distance
vs. Close Number” trial, one character picks the card with
19 on it, outlined in red (Close in physical Distance, far in
number), and another character picks the card with 11 on it,
outlined in green (Close in Number, far in physical distance).
The target card is then revealed, outlined in purple. In other
trials, one of the characters picks 1 (indicated in blue; Far in
Both physical distance and number).

Near-Miss Illusory control over Position Illusory control over Number
Close Distance

XX Xfar number
Close Number

X XXfar distance
Far both - -(distance, number)

Table 1: Predictions for Experiment 2. Near-miss effects are
predicted to be strongest when agents are close on dimensions
over which they have illusory control.

as Scott’s card. In the “Close Number vs. Far Both” com-
parison, participants saw Frank (who picked the 11 card) and
David. In this case, David’s card is just as far in physical
distance from the winning card as Frank’s card.

In the Choose-Number condition, participants were pre-
sented with a game with slightly different rules. There were
the same 20 cards, and a target card (circled in purple), all
face-down. Characters had to guess the number behind the
target card. After picking a number, the card with the picked
number was revealed. The characters were the same as in the
Position condition, i.e., on “Close Distance vs. Close Num-
ber” trials, Scott picked the number 19 (Close distance) and
Frank picked 11 (Close Number). After the character made
their guesses, the winning number behind the target card is
revealed to be 10. Similar to the Position condition, the close
distance character’s card was close in physical distance, but
far in numerical distance; whereas the close number charac-
ter’s card was close in numerical distance, but far in physi-
cal distance. Participants then attributed emotions to the two
characters, and made a forced-choice judgment about who
felt worse. There were similar “Close Distance vs. Far Both”
and “Close Number vs. Far Both” trials.

Predictions. To reiterate, in the Position condition, the
number of the goal was known (10) whereas the position was
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unknown – characters picked a position and were assigned
a number (based on their choice). In the Number condition,
the position of the goal was known, but the number was un-
known – characters picked a number and were assigned a po-
sition. The two conditions differed in which dimension (posi-
tion or number) the characters had control over. Importantly,
the games were still random events, and the agents’ control
is merely illusory. For example, consider the Position con-
dition. One can imagine a possible counterfactual statement
generated by Scott, the close distance character: “if only I had
chosen the card one position down”. However, if the games
were truly random, his re-picking a different card position
would still have given him the same 1/20 chance of winning.

Our predictions are summarized in Table 1. In the Position
condition, the characters chose the physical position of a card,
and we predicted that near-misses along physical closeness
would be weighted more than near-misses along numerical
closeness. In other words, the close distance character would
be judged to feel the worst, then the close number charac-
ter, then the far character. On the other hand, in the Num-
ber condition, the characters chose the number, and so we
predicted that near-misses along numerical closeness would
be weighted more than near-misses along physical closeness:
the close number character would be judged to feel the worst,
then the close distance character, then the far character.
Results. Nine participants were excluded for failing the at-
tention checks. When we examined individual emotion rat-
ings, none of the comparisons in the Position condition came
out significant. For the Number condition, as compared to
the far character, the close number character was judged to
feel more disappointed (t(43) = 2.81, p = .007), more re-
gret (t(43) = 2.44, p = .02), more sadness (t(43) = 2.54, p =
.015) and less relief (t(43) = 2.12, p = .04). For close-
ness judgments, in the Position condition, both the close dis-
tance and close number characters were judged to be closer
to winning than the far both character (t(20) = 3.5, p =
.002; t(41) = 4.1, p < .001 respectively), and in the Number
condition, the close number character was judged to be closer
than the close distance (t(22)= 4.4, p< .001) and the far both
characters (t(43) = 8.2, p < .0001).

The results for the forced-choice ratings are in Fig. 3. In
line with our predictions, in the Position condition, the close
distance character was judged to feel worse than the close
number (bootstrap, 10,000 iterations, p = .023) and the far
characters (p = .003). To a smaller extent, the close num-
ber character was judged to feel worse than the far character
(p = .016). This, together with the closeness judgment result
above, suggests that participants might still be sensitive to
numerical closeness even when it is task-irrelevant, perhaps
because comparing numerical differences is often important
in daily life. By contrast, we see the opposite pattern in the
Number attributions: The close number character was judged
to feel worse than the close distance character (p = .002) and
the far character (p < .0001), and there was no difference be-
tween the close distance and far characters (p = .17).

Figure 3: Expt 2 Results. Proportions of forced choice re-
sponse. Error bars indicate standard errors. Top row: Choose
Position condition. Bottom row: Choose Number condition.

The results suggest that participants are sensitive to near-
misses along multiple dimensions, in this case, both physi-
cal closeness and numerical closeness. When given multi-
ple dimensions, participants weight the dimension on which
the characters would likely feel more illusory control (phys-
ical closeness in the Position condition and numerical close-
ness in the Number condition) more than the other dimension.
When characters have to pick the physical location of the
card, participants attribute more near-miss effects along phys-
ical closeness, and when characters have to choose a number
(rather than a location), participants attribute more near-miss
effects along numerical closeness. Again, it is worth reiterat-
ing that characters only have an illusion of control along these
dimensions, yet this illusion of control, much like actual con-
trol, affects participants’ judgments of emotions.

Quantitative modeling via meta-analysis
Next, we performed a meta-analysis of three prior experi-
ments designed to examine the features underlying affective
cognition in a gambling paradigm. We explicitly model the
near-miss effect in a quantitative model of affective cognition.

Participants and procedures. 690 participants were re-
cruited across 3 different experiments4 previously reported in
Ong et al. (under review). The trial involved watching a char-
acter spin a wheel and win the amount the wheel landed on
(Fig. 4). Participants then attributed 8 emotions (happy, sad,
anger, surprise, disgust, fear, content and disappointment) to
the character after the outcome, using 9 point Likert scales.
Each participant saw 10 trials, and the payoff and probability
structure of the wheels were varied systematically to decor-
relate the amount won with the expected value of the wheel.
The first experiment only had these wheel trials: the second
and third had wheel trials intermixed with emotion attribu-
tion trials given other stimuli (faces and utterances) instead
of wheels. We took the subset of wheel trials from the sec-
ond and third experiment, and the whole first experiment, to

4https://cocolab.stanford.edu/cogsci2015/nearmiss/metaAnalysis/
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amass a dataset of 3048 observations from 690 participants.
These experiments were designed to test how different fea-

tures of the situation, namely the amount won and the predic-
tion error (the amount won relative to the expected value of
the gamble), affected observers’ attribution of emotion to the
character. Yet, because we randomized the position on which
the spinner lands, these experiments incidentally provided a
valuable dataset to test for near-miss effects.

Figure 4: Paradigm for the meta-analysis. Participants at-
tribute emotions to an agent after the outcome of a spin. After
this spin (right), the agent won $60 (as indicated by the black
pointer), but almost won a higher amount of $100.

Previous model. The model in Ong et al. (under review)
incorporated three important features: the amount won (win),
the prediction error (PE), and the absolute value of PE (ab-
sPE). The emotion E attributed to the agent after event X was:

E(X) = b0 +b1win(X)+b2PE(X)+b3absPE(X)+ ε, (1)

a linear combination of win, PE and absPE. The absolute
value of the PE was added to test for nonlinearities, namely,
loss aversion, whereby agents will be more sensitive to nega-
tive PE values and weigh them more than positive PE values.
Separate models were fit for each emotion. More discussion
can be found in the paper. Eqn. 1 provided the starting point
for the model in the following analysis.

Adding Near-Miss to the model. Next, we proceeded to
define a near-miss distance. We calculated a normalized “dis-
tance from the edge” which ranged from 0 to 0.5, with 0 being
the boundary edge between the current and closest sector and
0.5 indicating the exact center of the current sector. We then
took a reciprocal transform (1/x) to introduce a non-linearity
that favors smaller distances. Finally, we multiplied the trans-
formed distance with the difference in payment amounts from
the current sector to the closest sector. This last component
was to account for the difference in utility in the two payoffs.
Hence, the near-miss term we defined was:

NM(X) =
1

distanceToEdge(X)
∗∆Payoffs(X) (2)

which we added to the model in Eqn. 1. To illustrate, for the
result shown in Fig. 4, the distance is .05 (5% of the sector
size away from the $60-$100 boundary), and the ∆Payoff is
60-100 = -40, as $100 is the next nearest sector.

Meta analysis results. We fit a linear mixed-effects model
with the amount won, PE, absPE, and the Near-Miss (NM)

term (Eqn. 1, 2) as fixed effects, and random intercepts by
participant, wheel, and experiment. There is a significant
slope on the NM term (b = -3.5 ∗ 10-5, t(682) = -2.80, p =
0.005) on happiness. There was no significant differences
between NM terms when the next-nearer outcome was posi-
tive or negative (χ2(2) = 0.13, p = 0.94). To understand the
magnitude of the NM term, consider the slopes on win (b =
0.0405, t(682) = 7.08, p < .0001), PE (b = 0.036, t(682) =
5.86, p < .0001), and absPE (b = -0.015, t(682) = -2.83, p =
.005), and the example in Figure 4. Not considering the near-
miss effect and all else being equal, if the result had changed
from $60 to $100, there will be an increase in happiness due
to win, PE and absPE of 40 ∗ (.0405+ 0.036+(-0.015)) =
2.46 points on a 9 point Likert scale. By contrast, if we
moved from the center of the $60 sector to a distance of
.01 (1% of the sector size) away from the $60/$100 bound-
ary, there would be a decrease in happiness of 40 ∗ (1/0.5−
1/0.01)∗(-3.5∗10-5)= 0.137 points on a 9 point scale. Thus,
in this gambling scenario, the effect of a near-miss on subjec-
tive happiness attributed is on the order of 5% of the relative
happiness of winning the next higher amount. Getting a near-
miss on the $60 wheel in Fig. 4 and narrowly missing the
$100 sector (narrowly missing winning $40 more) has a sub-
jective cost equivalent to losing about $2, compared with a
far-miss (landing in the center of the sector).

This is a small effect relative to actually winning, yet it is a
large and not insignificant effect considering that it does not
depend on changing actual payoffs, but relative closeness.

Discussion
Near-misses matter emotionally; here we produce novel in-
sights about how observers’ incorporate near misses into their
lay theories of emotion. First, people incorporate near-misses
in situations even in random situations under which agents
have no direct control over outcomes. Second, this effect
might reflect observers’ tendency to imbue agents with illu-
sory control over even demonstrably random outcomes. Con-
sistent with this idea, observers factored near-misses more
heavily into their emotion attributions when near-misses oc-
curred within a dimension (e.g., location or number) over
which agents made a choice on, even though agents could
not actually control their ability to win or lose based on their
choice. Third, using a meta-analysis of three previous ex-
periments, we modeled near-misses and compared their ef-
fect size to emotions associated with actual wins and losses.
Crucially, this allowed near-misses to be incorporated, for the
first time, into a quantitative model of affective cognition.

Many open questions concerning near miss effects remain.
For instance, how does a near-miss compare with its positive
counterpart, the relatively-less-studied “just-hit” (when an
agent narrowly wins by a small margin)? Although there are
some qualitative differences between near-misses and just-
hits (e.g., the frequency of downward and upward compari-
son, Roese, 1997; Sweeny & Vohs, 2012), our meta-analysis
revealed no difference between positive and negative close
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comparisons (near-miss and just-hits). This suggests that out-
come closeness works similarly in positive and negative do-
mains, but future work should investigate this further.

Our results suggest some interesting properties about near-
miss judgments in scenarios where the outcome is randomly-
generated. Future work will have to unify this and previous,
more general work on counterfactual judgments into quanti-
tative models of affective cognition. The model in our meta-
analysis already had consideration of counterfactual judg-
ment with its prediction error terms, yet it still does not cap-
ture the complete story. For example, related work in counter-
factuals more generally has shown that the temporal recency
of the counterfactual event (Miller & Gunasegaram, 1990),
and whether the outcome resulted from an act of omission or
an act of commission (Kahneman & Tversky, 1982; Land-
man, 1987) both affect judgments of emotion. How might
these features of counterfactuals interact with near-misses
and fit into a computational model of affective cognition?

Third, it is interesting to consider whether or not near miss
effects in observers’ theory of emotion are rational. On its
face, ascribing more negative emotion to an agent who rolls a
5, as compared to a 1 (given the goal of rolling a 6), on a die
appears demonstrably irrational, as both outcomes are ran-
dom and neither is “closer,” strictly speaking, to the desired
outcome. However, agents likely do feel closer after rolling
a 5, rather than a 1, do ascribe illusory control to themselves,
and hence do feel more negatively following near-, versus
far-misses over random outcomes. Thus, observers’ use of
near misses are actually functional in helping observers un-
derstand agents’ experiences. This suggests that the near miss
effects that we observed could reflect some combination of
two sources: (i) observers own inaccurate belief that agents
control random outcomes, or (ii) their accurate understanding
that agents react emotionally as though they controlled those
outcomes. Further work should unpack this question.

Emotion and reason are often treated separately, and con-
trasted. Yet emotion can be reasonable and reason can be
applied to emotion, as exemplified by work on appraisal theo-
ries of emotion (see Scherer, Schorr, & Johnstone, 2001). By
exploring the effects of near-misses on emotion attribution in
random situations we have exposed a fascinating twilight area
of the mind, where observers make reasoned judgments about
the less rational emotional reactions of others.
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Abstract 

Statistical learning (SL) is the ability to implicitly extract 
regularities in the environment, and likely supports various 
higher-order behaviors, from language to music and vision. 
While specific patterns experience are likely to influence SL 
outcomes, this ability is tacitly conceptualized as a fixed 
construct, and few studies to date have investigated how 
experience may shape statistical learning.  
  We report one experiment that directly tested whether SL 
can be modulated by previous experience.  We used a pre-
post treatment design allowing us to pinpoint what specific 
aspects of “previous experience” matter for SL.  The results 
show that performance on an artificial grammar learning task 
at post-test depends on whether the grammar to be learned at 
post-test matches the underlying grammar structures learned 
during treatment. Our study is the first to adopt a pre-post test 
design to directly modulate the effects of learning on learning 
itself. 
 
Keywords: experience; implicit learning; pre-post test 
design; sequential learning; statistical learning; statistical 
training; transition probabilities. 

Introduction 
Statistical learning (SL) is the ability to acquire 
patterned regularities in the environment, and 
abstract over them to find structural relations 
among sequences of stimuli and events. This core 
human ability is believed to involve a set of basic 
cognitive mechanisms that are sensitive to 
probabilistically distributed spatial and sequential 
information.  

Underlying most of the research in SL to date is 
the tacit assumption that SL mechanisms are a 
fixed set, and do not change substantially in 
individuals as a function of either time or 
experience (Reber, 1993). This assumption is 
corroborated by studies finding parallel results 
when infants, children, and adults are exposed to 

similar statistical cues and similar tasks, 
reinforcing the ubiquitous role of SL in human 
cognition across the lifespan. For example, 
Meulemans, Van der Linden, and Perruchet 
(1998) found no age-related performance 
differences in a serial reaction time in 6- or 10-
year-olds, nor in adults, pointing to the stable 
persistence of this ability in humans (although see 
Simon et al., 2011 for evidence of a decline in 
ageing population). Here we challenge the long-
held assumption of fixedness of SL abilities, and 
ask whether SL can be augmented through prior 
learning experiences. In particular we ask whether 
participants in tasks that involve tracking 
probabilistic relations among sequential stimuli 
can be trained to implicitly attend to statistics that 
differ from the ones they would be normally 
inclined to detect. 

If statistical learning involves a form of 
optimization and reduction of uncertainty about 
the environment (Onnis, Christiansen, Chater, & 
Gomez, 2003), we would expect statistical 
learning to result in adaptations to the specific 
sensory environments of the learner.  A few 
studies have begun to assess this possibility of 
learning to learn.  In most of these cases, 
however, the adaptations involved characteristics 
of the input (such as phonotactic or phonological 
patterns) that might be learned via mechanisms 
other than statistical learning (e.g., Saffran & 
Thiessen, 2003). Lany and Gomez (2008) found 
that in 12-month olds the initial familiarization 
with adjacent dependencies resulted in enhanced 
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learning of nonadjacent dependencies, a type of 
relation that is difficult to learn at that age. 
Similarly, word learning in infants (Graf-Estes et 
al., 2007) and adults (Mirman et al., 2008) can be 
facilitated when words are consistent with 
expectations based on a previous word 
segmentation task containing statistical cues to 
word boundary.  

These studies established that learners can build 
on certain types of computations to better attend 
to other regularities in the input for different 
aspects of language learning. However, they did 
not assess directly whether the same statistical 
computations that learners process by default are 
altered by their past experience.  

One recent experiment, though, found that the 
patterns of transitional probabilities to which 
learners are sensitive varies as a function of 
linguistic background (Onnis & Thiessen, 2013). 
The authors interpreted these results to mean that 
years of exposure to specific statistical patterns in 
different linguistic environments induced changes 
in statistical learning of novel artificial grammars. 
This interpretation suggests that learners carry 
with them statistical biases developed over years 
of exposure to their native language(s) that lead to 
different expectations about novel subsequent 
input. Onnis & Thiessen (2013) represents the 
point of departure of the current study.  Because a 
putative correlation between language background 
and subsequent performance in a SL  task cannot 
establish any direction of causality, in this study 
we set out to directly manipulate the statistical 
landscape of a first artificial grammar to establish 
whether it differentially affects parsing 
preferences in a subsequent artificial grammar 
task. To our knowledge, our pre-post test design is 
the first to be applied to the statistical learning 
literature to assess effects of experience on 
learning. 

Method 
We exposed participants consecutively to two 
artificial grammars that shared no surface 
features, and looked at participants’ preferences 
for grouping percepts – here syllables – based on 
how they utilized information from forward and 
backward transition probabilities (TPs). A pre-

post test design manipulated two statistical 
training conditions, allowing us to directly assess 
their impact on subsequent statistical learning. 
Participants. We recruited 62 Korean students at 
Konkuk University, Seoul. They received the 
equivalent of US$9 for their participation. 
Materials. Two types of artificial grammar were 
created. Grammar A was a sequence of 711 letter 
symbols generated according to the rules of a 
stochastic Markovian grammar chain. The process 
started by choosing one of eight possible symbols 
(X, Y, A, B, C, D, E, F) at random, and then 
generating the next symbol according to a set of 
probabilistic sequencing rules. The actual 
sequence was realized as the continuous 
concatenation of eight monosyllabic words to 
form a pauseless 3.5 minute speech stream. We 
randomly assigned each letter placeholder to a 
given word, in which 80 ms was allotted for 
consonants and 260 ms for vowels. Because we 
were interested in the perception of grouping 
boundaries as driven by statistical biases alone, 
we synthesized the speech stimuli eliminating 
possible prosodic cues. The resulting audio was   
faded in and faded out over 5 seconds, giving the 
impression of an infinite loop. The Italian diphone 
set in MBROLA (http://tcts.fpms.ac.be/synthesis/ 
mbrola.html) created words that sounded different  
in vocal quality from Korean, but were still 
clearly perceivable, so as to engage participants in 
an “alien language” learning task. All phonemes 
had equivalent phonemic realizations in Korean, 
and all syllable sequences were phonotactically 
permitted. Crucially, the sequence of concatenated 
syllables in Grammar A contained conflicting 
forward and backward transitional probabilities, 
as in the following training sample: 
a) . .  fushezirafunizitifugezibu . .  
Previous research has shown that infants and 
adults alike are independently sensitive to both 
forward and backward transition probabilities, and 
use them implicitly to make judgments about the 
likely groupings of otherwise unsegmented 
streams of speech. Unlike previous studies in 
which forward and backward TPs worked 
together to assist speech segmentation (e.g., 
Saffran et al., 1996), in our Grammar A, forward 
TPs and backward TPs were pitted against each 
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other and thus competed as cues for grouping 
boundaries. Thus, Grammar A was statistically 
ambiguous such that whenever forward 
probability was low between any two adjacent 
syllables, (e.g., fwd-TP(zi|she) = .33), backward 
probability was high (back-TP(she|zi) = 1), and 
vice versa (e.g., fwd-TP(ra|zi) = 1; back-
TP(zi|ra) = .33). A consequence of this statistical 
ambiguity is that two parses of sample a) into 
two-syllable linguistic units were thus equally 
acceptable and possible – namely parses b) and c) 
below. In b), one segments the signal such that the 
two syllables of a unit have a high forward 
probability and a low backward probability (the 
Hi-Lo patterns), while in c), the word-internal 
forward probabilities are low and the backward 
probabilities are high (the Lo-Hi pattern). 
b) (Hi-Lo parse):..fushe zira  funi ziti fuge zibu .. 
c) (Lo-Hi parse): .. shezi rafu nizi tifu  gezi .. 
At test, two-word groupings corresponding to the 
Hi-Lo and Lo-Hi patterns were pitted one against 
the other in a two-alternative forced-choice (AFC) 
task. Six test pair trials were presented in random 
sequential order, while the order within a pair was 
counterbalanced by repeating each test pair twice, 
for a total of 12 test trials. 

The other type of grammar was split into two 
varieties, namely, B-forward and B-backward, 
and their sequential structure contained opposite 
statistical cues to group boundaries. We first 
created a training corpus of 12 new synthesized 
monosyllabic words (‘do’ ‘te’ ‘ma’ ‘ke’ ‘ne’ ‘tu’ 
‘bi’ ‘ge’ ‘da’ ‘pa’ ‘vo’ ‘po’). The total length of 
the sequence, as well as the length of individual 
syllables, were the same as Grammar A, with the 
difference that the voice used was male. Likewise, 
test stimuli were created by grouping two 
monosyllabic words at a time at each transition 
point in the stream.  

Each of these two Grammar B varieties were 
randomly assigned to participants. Modeled after 
the grammar of Perruchet & Desaulty (2008; see 
also Onnis & Thiessen, 2013), in the Grammar B-
Forward, forward transition probabilities were 
informative, with syllables alternating between 
high and low forward TPs (1 and 0.11 
respectively). Backward probabilities were 
uninformative. In Grammar B-Backward 

,backward transition probabilities were 
informative, with words alternating between high 
and low backward TPs (1 and 0.11 respectively). 
This time forward probabilities were 
uninformative.  

We reasoned that participants may perceive 
grouping boundaries in the sequence 
probabilistically when it is most informative (i.e., 
whenever the backward or forward TPs are 
lowest) in accordance with previous research 
(Perruchet & Desaulty, 2008; Pelucchi et al., 
2009). Thus, we expected the two Grammar Bs to 
differentially bias learners toward one type of 
transition probability, resulting in different 
groupings at test. 
Procedure. All participants listened to the same 
Grammar A at pre- and post-test, while they were 
randomly assigned to one of the Grammar Bs 
during treatment/biasing. Listening lasted 3.5 min 
for both grammars. The forced-choice tests 
occurred at the end of each listening session. As 
customary for these types of segmentation 
experiments, for each stimuli pair participants 
were asked to choose which one formed a 
grouping in the sequence they had just heard. 
Participants wore headphones and instructions 
were administered in Korean. The experiment was 
conducted on two separate days one week apart.  
Pre-test (Grammar A) on Day 1, and treatment + 
post-test (Grammar B + Grammar A again) on 
Day 2. 

Results 
We analyzed results separately in terms of group 
scores at pre-test, treatment, and in terms of 
change of scores between pre- and post-test. In all 
analyses and for each test trial LoHi preference 
was coded as 1 and Hilo preference was coded as 
0. We then averaged across test trials to obtain a 
proportion preference for LoHi patterns for each 
participant. 
Pretest results. After establishing that the 
distribution of participants’ preference for LoHi 
patterns was not uniform (Shapiro-Wilk normality 
test, W = 0.96, p = 0.026), the nonparametric one-
way Wilcoxon signed-rank test with continuity 
correction revealed that participants’ mean as a 
group was not significantly different from the 
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random baseline of 0.5 (M = 0.52, SD = 0.19, V = 
746.5, p = 0.70). As apparent from the standard 
deviation, there was individual variation in 
participants’ degree of bias. Further inspection 
revealed a non-unimodal distribution of data, 
suggesting one mode with preference for HiLo 
patterns and another one with preference for LoHi 
patterns. This may be due to differences in 
participants’ linguistic backgrounds, as many of 
the participants spoke multiple languages, which 
may influence their bias for forward-going or 
backward-going directionality (Onnis & Thiessen, 
2013). Regardless, these results demonstrate that 
as a group, these participants have no strong bias 
for forward-going or backward-going TPs. 
Treatment results. Participants assigned to 
Grammar B-backward preferred LoHi patterns (M 
= 0.73, SD = 0.18), while those assigned to 
Grammar B-forward dispreferred LoHi patterns 
(M = 0.37, SD = 0.23), showing a preference for 
HiLo patterns. A one-way ANOVA with Biasing 
condition as a two-level between-subject factor 
(Grammar B-backward versus Grammar B-
forward) revealed highly significant differences 
between the two Biasing groups, F(1,59)=41.64, 
p<0.001). Thus both groups differed in pattern 
endorsements in opposite directions, and in the 
direction consistent with the statistical cues 
present in each grammar. This result suggests that 
learners attend to different types of statistical cues 
when they are weighted in such a way to be 
uniquely informative. 
Pre-post test. We noted earlier that some 
participants demonstrated strong pre-test biases in 
both directions. To account for this heterogeneity 
in the pre-test data we computed pre-post test 
difference scores for each participant as the 
dependent measure. A one-way ANOVA with 
Biasing Condition (Grammar B-forward versus 
Grammar B-backward) as a between-subject 
factor revealed significant differences between the 
two Biasing groups, F(1,58)=5.49, p<0.05 (one 
participant did not complete the post-test and her 
difference scores were not computed). 
Importantly, the differences were in the expected 
direction (see Figure 1). The Grammar B-forward 
group did not modify their preference much from 
pre- to post-test, arguably because the cues for 

segmenting at low points of forward TP were 
present in both Grammar A and Grammar B-
forward. In comparison, Grammar B-backward 
contained all cues in the opposite direction, and 
participants trained on Grammar B-backward 
shifted (as a group) their initial preference at pre-
test upward on the gradient from HiLo to LoHi at 
post-test. These results suggest that it is possible 
to alter participants’ biases to attend to different 
statistics in the environment. 
 

 
Figure 1. Mean score differences and standard deviations 

of participants preferences for LoHi patterns, presented by 
biasing condition. Pre-test scores were subtracted from Post-

test scores. 

Discussion 
Recent research has begun to investigate the 
effects of experience on statistical learning 
mechanisms (e.g., Lany & Gomez, 2008; Graf-
Estes et al., 2007; among others). These studies 
indicate that learners can use statistical 
information in one task to discover different 
relations in a new task. Our goal was to explore 
the possibility to modify learners’ sensitivity to 
the same statistical relations (here forward and 
backward probabilities) by directly manipulating 
and comparing different types of statistical 
exposure. Trainability of statistical learning was 
tested with a group  of adult Korean speakers who 
participated in a pre-test, treatment, post-test 

1784



 

 

design. To our knowledge, this is the first 
application of the design in the statistical learning 
literature, and has both theoretical and practical 
implications. 
  Theoretically, our results challenge the tacit 
assumption in the literature that implicit SL is a 
rather fixed skill, and there is relatively small 
variation, both across (Reber, 1989), and within 
individuals over time, as well as a function of 
experience. The possibility that experience with 
the perceptual world may modify statistical 
learning proclivities has been recently explored in 
the realm of language (e.g., Onnis & Thiessen, 
2013) and music (Shook et al., 2013). While those 
studies hinted at possible correlations between SL 
and experience, our pre-post test design helped 
establish an initial direct causal relation between 
specific types of statistical experience and their 
subsequent impact on learners’ statistical biases. 

Our study also explored the possibility of 
transfer for trained statistical bias to novel stimuli. 
Importantly, such transfer of statistical penchant 
can occur in the absence of surface similarity 
between the stimuli – here Grammar A and B did 
not share the same syllables. This is an important 
finding, because detractors of SL often see it as a 
set of mechanisms that operates only on the basis 
of surface similarity. Thus, SL may occur as a 
result of more powerful abstractive processes. 

Our results invite future explorations  into 
individual differences in statistical learning. 
Heterogeneity in both pre- and post-tests indicate 
that some learners had stronger initial biases, 
and/or they were be more or less susceptible to the 
biasing conditions than others. This has 
implications for studies that directly relate the 
ability to learn statistically to the ability to learn 
and process language. Infants exhibit individual 
differences in statistical learning skills that may 
modulate language development trajectories (e.g., 
Kidd, 2012). Direct predictive relations between 
statistical learning scores and online sentence 
processing and other linguistic tasks exist now 
both for children and adults (Yim & Windsor, 
2010). In addition, neurophysiological studies 
using within-subject designs suggest that similar 
neural mechanisms serve both syntactic 
processing of language and statistical learning of 

sequential patterns (Abla, Katahira, & Okanoya, 
2008; Christiansen, Conway, & Onnis, 2007). Our 
results using a pre-post design suggest the 
applicability of  future statistical training regimes 
adapted for non-normally developing populations 
of language learners. Studies with children have 
now linked poor implicit and statistical learning 
skills with reading difficulties (Yim & Windsor, 
2010), developmental dyslexia (Hedenius et al., 
2013), and specific language impairments (Hsu, 
Tomblin, & Christiansen, 2014; Lukács & 
Kemény, 2014). Poor language learners may be 
less sensitive to the statistics  inherent in natural 
language, or may pick up  statistics of the 
language that are less relevant to discovering 
linguistic structure. If this were so, one attractive 
potential of statistical learning training would be 
to help learners implicitly optimize their learning 
process, by targeting and scaffolding statistical 
relations that are harder for them to internalize. 

While the effect of experience we saw is in line 
with our predictions, it is preliminary and future 
research and comparisons would benefit from a 
larger effect size, which may be possible with 
alterations to this paradigm. First, exposure to  the 
Grammar B’s was limited to 4 minutes. Perhaps 
longer exposure would make the bias more robust. 
(though note that the post-test suggests 
participants picked up the bias, suggesting that 
increasing exposure may have limited effect) 
Another possible explanation for the small effect 
size of training is that most participants reported 
remembering Grammar A at post-test from the 
previous week at pre-test. Thus, the desired bias 
may have been obfuscated by participants’  fresh 
memories of the first exposure to the grammar at 
pre-test. A better way to promote transfer would 
thus be to create a novel Grammar C at post-test 
that has the same underlying sequence as 
Grammar A but no feature resemblance to either 
Grammar A and the Grammar B’s. 
  Another way to improve the paradigm would 
involve exposing participants to a bias in more 
modalities or stimulus sets.  Generally speaking, 
experiencing a pattern in multiple different 
contexts makes that pattern more generalizable to 
novel contexts (e.g, Hintzman, 1986; Lively, 
Logan, & Pisoni, 1993).  Thus, participants could 
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be exposed to forward or backward patterns in 
shapes and tones, or perhaps instantiated by 
multiple different speakers (as opposed to one 
speaker) to promote generalization and transfer. 
  In conclusion, we have shown that participants’ 
preference to parse a string of phonemes 
according to forward or backward transition 
probabilities can be directly manipulated via prior  
statistical learning experiences. Thus, rather than 
being a fixed process that learners use, implicit 
statistical learning might itself be a process that is 
trainable. 
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Abstract
Correctly assessing the consequences of events is essential for
a successful interaction with the world. It not only requires a
causal understanding of the world but also the ability to dis-
tinguish whether a given event is the result of an agent’s own
action (intervention) or simply the consequence of the world
being in action (observation). Previous studies have shown
that humans can learn causal structures, and that they can dis-
tinguish interventions from observations. These studies almost
exclusively focused on structures where interventions led to a
simple forward conditioned inference problem. We tested hu-
man subjects in a prediction game that required the integration
over hidden causes, using a betting mechanism that allowed us
to monitor subjects’ beliefs. Subjects learned the causal struc-
ture and the conditional probabilities with appropriate feed-
back. Once learned, all but one were immediately able to cor-
rectly predict the causal effects of their interventions according
to optimal causal reasoning.
Keywords: Causal interventions, betting game, belief updates.

Introduction
There is ample experimental evidence suggesting that hu-
mans guide their decisions in interacting with the world us-
ing causal knowledge. Causal interpretations offer superior
explanatory power over purely observational (correlational)
ones, allowing us to understand, predict and interact with
the world in a multitude of ways. Indeed, the processing of
causal information appears to be deeply embedded in animal
cognition (Sloman, 2005; Blaisdell et al., 2006); and studies
in child development have shown that we learn to form and
rely on causal knowledge early on in our lives (Gopnik et al.,
2004; Meltzoff, 2007).

Hagmayer and Sloman (2009) have recently proposed the
causal theory of choice. The theory proposes that humans
correctly infer the consequences of their own actions (in-
terventions) based on causal models that they have learned
through experience. Crucially, it predicts that reasoning
based on an intervention vs. an observation generally results
in different beliefs about their consequences even if the ob-
servation and the intervention are identical. The theory uses a
popular probabilistic framework called causal Bayes nets that
permits a precise mathematical formulation of causal reason-
ing under this distinction (Spirtes and Scheines, 2001; Pearl,
2009; Dawid, 2007).

This theory has been put to test in several studies. In one-
shot decision making, it has been shown that humans treat
their own decisions as interventions according to a causal
model (Hagmayer and Sloman, 2009), and that they have

different beliefs if the decisions were simply observed in-
stead (Saito and Shimazaki, 2011). Subjects in these experi-
ments were given a written description and a graphical repre-
sentation of the causal structure of the task. Crucially, how-
ever, they did not experience the consequences of their deci-
sions, indicating that their differentiation between interven-
tion and observation is inherent and spontaneous rather than
learned. Subsequent studies have then investigated the degree
to which human observers can learn the causal structure over
repeated observations of the consequences of their interven-
tions (e.g., Steyvers et al. (2003)). Recently, Hagmayer and
Meder (2013) studied human subjects in a repeated decision-
making task where the subjects’ goals was to maximize pay-
off by intervening in a causal system with multiple outcome
variables. By introducing abrupt changes to the causal struc-
ture of the system that kept the observable consequences con-
stant, the experimenters were able to elicit revisions in the
subjects’ decisions, thereby showing that they were indeed
sensitive to the causal structure.

However, these previous studies have been limited to
causal structures in which interventions led to a simple for-
ward conditioned inference problem where the outcome was
only conditioned on the intervention itself (e.g., “causal
chain” or “common cause” problem; see Fig. 1a,b). Thus
it remains unclear whether human subjects can learn and cor-
rectly access the consequences of their intervention in more
complex causal structures (see e.g., Berry and Broadbent
(1995); Osman (2010)). An exception is the work by Meder
et al. (2009), in which participants were asked to report the
probabilities of events that required them to combine obser-
vational/interventional evidence and the base rates of a hid-
den cause. In this study, however, subjects were explicitly
informed about the underlying causal structure at the begin-
ning of the experiment.

The main goal of our work was to investigate whether hu-
mans subjects can learn more complex causal structures, in
which their interventions only led to a partial conditioning of
the outcome. Specifically, we tested subjects in a repeated
prediction task that required them to marginalize over the
hidden cause in a “fully connected common cause” struc-
ture (Fig. 1c). Our hypothesis was that it is sufficient to let
subjects experience both the observational and interventional
regimes of a controllable variable in a sequence of events for
them to learn an accurate causal model of this structure. We
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Figure 1: Intervention vs. observation in a directed acyclic
graph (DAG) over the binary random variables S, R and W .
The DAGs of two causal models known as a) “common
cause” and b) “causal chain” that have been previously stud-
ied. c) The DAG of a more complex, “fully connected com-
mon source” structure. d) Observing the value of R entails a
belief update captured through Bayesian conditioning. e) In
contrast, setting the value of R (intervention) leads to a mod-
ified graph, in which R is independent from S. As a result,
the information flow between R and W is different compared
to the observational regime in panel (d), leading to a different
Bayesian belief update. Crucially, compared to the simpler
structures that have been previously tested (e.g. causal chain),
correct inference requires integration over the hidden cause S.

implemented the task in form of a color prediction betting
game. We designed a clever betting mechanism that directly
reflects subjects’ beliefs on a trial-to-trial basis based on a
penalty function that is minimized when reporting the true be-
liefs (Dawid, 2006). This allowed us to track subjects’ belief
updates and thus to quantitatively confirm the degree to which
subjects conform to causal Bayesian reasoning. We found
that four out of five participants were able to precisely learn
the form of this more complex causal structure and its asso-
ciated beliefs when provided with sufficient evidence. Fur-
thermore, once learned, subjects were immediately able to
correctly apply their knowledge of the causal structure and
the associated beliefs when performing interventions in situ-
ations where the common cause was hidden.

Inference with Causal Interventions
The distinguishing feature of a causal intervention is that it
renders the causally preceding random variables statistically
independent from the intervened random variable. Colloqui-
ally, this means that “actions can influence the future but they
cannot amend the past”. These causal relations can be for-
malized in terms of a directed acyclic graph (DAG) (Pearl,
2009). Consider a random variable R embedded in a causal
context given by S and W representing parent and child ran-
dom events as depicted in Fig. 1c. This fully connected “com-
mon cause” graph is the simplest model where the effect is

3/4 1/4

0 1 1 0

0 11/43/41/43/410

? ? ? ? ? ? ? ?

Swap

Right

White

Figure 2: The color prediction betting game. Each trial of the
game followed three steps: (S) The computer swapped the po-
sition of two boxes with probability P(S). (R) The computer
chose the right box with probability P(R|S). (W) Finally, the
computer drew a white ball from the chosen box with proba-
bility P(W |S,R). Subjects had to place a bet on the color of
the drawn ball before the color was revealed. In the Training
Game 2 and the Test Game, subjects sometimes were asked
to intervene at the middle step (R).

controlled by a single unknown cause S through two different
pathways in which one of them can be intervened.

The probability of W given the observed value of R
(Fig. 1d) can be computed as

P(W |R) = ∑s P(W |S = s,R)P(R|S = s)P(S = s)
∑s P(R|S = s)P(S = s)

. (1)

If, however, the value of R is the result of an intervention
(do(R)), then

P(W |do(R)) = ∑
s

P(W |S = s,R)P(S = s) (2)

is the predicted probability of W (Pearl, 2009). Note that (2)
is obtained by computing the posterior on the modified DAG
(Fig. 1e).

Experimental Method
The general goal was to experimentally test whether subjects
can update their beliefs in a way that is consistent with causal
interventions when they choose the values of random vari-
ables themselves. We engaged subjects in a sequential bet-
ting game where they repeatedly had to bet on the outcome
of a random event. One trial of the game comprised three
sequential steps, each one associated with a different ran-
dom variable; and where subjects sometimes were asked to
choose the value of the middle variable themselves (interven-
tion). The rationale behind this sequential setup is twofold.
First, we wanted to succinctly capture the full scope of an
intervention, and this setup allowed us to measure the effect
on both causally preceding and succeeding random variables.
Second, we wanted to test whether humans can dynamically
switch between their belief updates for an observation and the
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updates for an intervention. Third, we wanted to continuously
monitor subjects learning rate throughout the entire experi-
ment. To the best of our knowledge, these features combined
are unique to our experimental design.

The experiment was organized as a set of two simplified
versions of a color prediction betting game intended to train
the subjects, followed by the main game that tested our hy-
pothesis (Fig. 2). The goal of the first game was to familiarize
subjects with the betting mechanism, while the second game
was aimed to let subjects learn the causal structure linking
the random events. Finally, the main game tested their causal
reasoning skills. Each game was subdivided into a sequence
of levels (blocks) containing ten prediction trials which are
described further down.

Subjects were instructed to bet on the outcome of the last
random variable. The game structure was such that they were
highly motivated to maximize their wins X by making accu-
rate bets. The wins were determined on a level-to-level ba-
sis as follows: At the beginning of each level, subjects were
given a fixed budget B which they had to protect from losses
L that occurred in each trial due to the inaccuracies in their
bets. If they passed the ten trials of a level with a positive bud-
get B−L > 0, they collected the remaining points and added
them to their total wins as X ← X + (B− L). If, however,
the budget turned negative at any moment before the end of a
level, subject had to repeat the level from the beginning. This
design encouraged subjects to improve their predicting strate-
gies early on in order to successfully progress in the game.

Game structure. We designed a betting game where sub-
jects were required to bet on the color of a ball drawn from
one of two boxes. The structure of one trial of the game is
illustrated in Fig. 2. Two boxes were initially placed next
to each other, the one on the left containing four white balls
and the one on the right containing three red and one white
ball. In the first step, the positions of the boxes were swapped
with probability p = 1/4. In the middle step, one of the two
boxes was chosen, either by the computer or by themselves.
In the final step, a ball was randomly drawn from the cho-
sen box and its color revealed. The game is formalized via
three binary random variables S, R and W whose values were
drawn from the (conditional) probability distributions P(S),
P(R|S) and P(W |S,R) respectively. The corresponding causal
DAG is shown in Fig. 1c. Importantly, the computer always
chooses the box with more red balls in the middle step, which
is something the subjects could learn from data.

Betting process. On each trial, subjects were forced to
place a bet on the color of the drawn ball W before its ac-
tual color was revealed and the bets were processed. The
accuracy of their bets was measured using a log-loss scor-
ing rule (Dawid, 2006; Bickel, 2007). Specifically, sub-
jects made their bets by indicating the losses they were will-
ing to accept for each of the two outcomes. They did so
by adjusting the lengths of two coupled bars (see Fig. 3).

Level 1
Game

a) b) c)

remaining
budget

betting
bars

Trials

Level nLevel 2 ...

White
Red

P
ro

b.
 o

f W
hi

te
 f

Bets [bits]
0

1

0.5

0 55 2.52.5

d)

Figure 3: Structure and screenshots from a trial in the Test
game. a) At the beginning of the trial, the boxes were placed
next to each other and swapped with a given probability. In
contrast to the two Training games, the boxes were opaque
and thus did not show their content. b) After one of the boxes
(here: the right one) was selected with a certain probability,
subjects placed a bet by adjusting the lengths of two coupled
betting bars (red/white). The length of each bar determined
the amount the subject was willing to lose from the budget
(in green) in the event of each outcome (i.e., the ball be-
ing “white” or “red”). c) Once the bet was placed, a ball
was drawn randomly and its color was revealed. The betted
amount got subtracted from the budget. d) The betting struc-
ture was such that subjects who minimized their expected
losses were implicitly reporting their beliefs (see text for de-
tails).

The lengths were calculated as L(white) = − log2( f ) and
L(red) = − log2(1− f ) respectively, where f ∈ (0,1) stands
for the subjects’ predicted probability for white. The advan-
tage of this scoring rule is that it is strictly proper: theoreti-
cally, a strictly proper scoring rule is uniquely optimized by
the true probabilities, thus encouraging subjects to quickly
adopt the true probabilities and be honest in reporting their
beliefs, while simultaneously allowing us to accurately mea-
sure their beliefs on a trial-per-trial basis rather than estimat-
ing them from empirical averages.

The bets were processed as follows. Once the ball was
drawn and the color has been revealed, the corresponding
loss was subtracted from the subject’s budget. To prevent
subjects from being successful through conservative, indif-
ferent guessing (i.e., choosing f ≈ 1/2 with an associated
loss of L ≥ 1 bit), they were allocated an initial budget of
only B = 10 bits per level. Additionally, the log-loss renders
confident guesses too risky, as penalties for incorrect guesses
diverge rapidly when f → 0 or f → 1 (see Fig. 3d). While
this betting scheme may appear rather complicated, subjects
quickly assimilated it within the first few trials after which it
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reportedly felt very natural.

Game sequence. Subjects played a set of three games in
sequence, namely two Training games and one Test game.
All games followed the general description above and had
the same probability structure. They differed in three as-
pects: i) the number of levels subjects had to complete suc-
cessfully, ii) the transparency of the boxes, and iii) whether
subjects were asked to intervene. With transparent boxes,
subjects can form their beliefs for “white” by simply look-
ing at the contents of the chosen box. However, if the boxes
are opaque, then subjects must infer the contents by com-
bining prior knowledge about S and the known value of R.
This is a much harder prediction task because subjects need
to marginalize over two possible states of S in order to be able
to bet accurately. Also, when asked to intervene subjects can
attempt to choose the box containing only white balls in or-
der to simplify the prediction task. Obviously, they cannot
pick this box with certainty when the boxes are not transpar-
ent. Below is a short description of the three games and their
differences:

• Training Game 1: The main purpose of the first game
was to familiarize subjects with the task and the betting
mechanism that is based on the log-loss scoring rule. Sub-
jects passively observed the random events generated by
the computer and then placed their bets before the ball was
drawn from the chosen box. The contents of the boxes were
visible at all times.

• Training Game 2: The purpose of this game was to per-
mit subjects to learn the causal structure of the game. The
game was similar to the first training game in that the con-
tents of the boxes were fully visible at all times. How-
ever, subjects were asked to choose the box in 50% of
the trials. Crucially though, since the boxes are trans-
parent, the subjects’ bet on the color of the ball W de-
pended only on the values of S and R and not on whether
they picked the box themselves. Formally, this means that
P(W |S,R) = P(W |S,do(R)).

• Test Game: The main game tested whether subjects suc-
cessfully used their causal knowledge acquired throughout
the two training games. It was a more difficult game for
the subjects because the boxes were no longer transpar-
ent. The game allowed us to test whether subjects treated
interventions and observations differently when comput-
ing their belief updates, and thus whether they were able
to marginalize over the latent variable S. As in Training
game 2, subjects were asked to pick the box in 50% of the
trials. Here, however, the optimal belief updates were dif-
ferent depending on whether they chose the box themselves
or not, i.e., P(W |R) 6= P(W |do(R)).

The difficulty of the three games progressively increased. See
Table 1 for a summary of their differences.

Table 1: Game Parameters
Game Levels Transparent Intervention

Training 1 10 yes no
Training 2 10 yes yes (50%)

Test 40 no yes (50%)

Data Collection. Five students (S1-S5) from the University
of Pennsylvania took part in this study after giving their in-
formed consent. All subjects were naı̈ve to the task. This
study did not attempt to characterize across population differ-
ences.

The games were implemented as computer games (see
Fig. 3a,b,c for actual screen shots) and subjects played the
three games in sequence on a laptop computer (Lenovo
Thinkpad X201). They were instructed to maximize their
overall wins X in each one of the games. All subjects com-
pleted the three games within less than 90 minutes. Since this
required completing at least 600 trials, the average time spent
on each trial did not exceed 9 seconds.

Subjects were not given the correct probabilities nor the
causal structure of the game, and thus they had to learn these
parameters from actually playing the games. However, they
were told that all three games used identical statistics, and
only varied in whether interventions were allowed or not, and
in the transparency of the boxes. Subjects were paid $10 (in
U.S. Dollars) for their participation and an extra $10 if they
completed all three games (which they did without excep-
tion).

Results
Figure 4 summarizes our main findings. It shows the empiri-
cal frequencies of the different conditions in the Test game, as
well as subjects’ average beliefs about drawing a white ball
under each of these conditions. For comparison, we included
the optimal beliefs derived from the true causal model (OPT).
All subjects approximately learned the correct probabilities
associated with choosing the left or the right box (interven-
tion conditions in Fig. 4b). More importantly, with the ex-
ception of one subject (S3), all subjects clearly distinguished
between interventions and observations as indicated by their
highly significant difference between the beliefs assigned to
the condition R = 0 (observation) as compared to the condi-
tion do(R = 0) (intervention). The measured beliefs for the
intervention condition do(R = 1) are not very informative be-
cause subjects tested this intervention only a very small num-
ber of times (Fig. 4a), and thus are not shown. In fact, from a
point of view of maximizing utility the intervention do(R= 1)
should never be performed. In general, subjects’ behavior is
qualitatively well captured by the optimal causal model.

Subjects who distinguished between the interventional and
observational regimes were able to make this distinction right
from the start. This is reflected in the fact that their beliefs
changed very little during the Test game (see Fig. 4c). This
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Figure 4: Measured empirical frequencies and average beliefs in the Test game. Data for each individual subject are shown
together with the optimal behavior. a) Empirical relative frequencies of the different conditions. Note that subjects for the large
part correctly avoided to perform the intervention do(R = 1). b) Subjects’ average beliefs of drawing a white ball for each
condition (error bars represent the standard deviation). The gray shaded areas in a) and b) indicate the conditions when subjects
performed interventions. Note, because subjects very rarely chose the intervention do(R = 1), the resulting empirical belief
values were not informative. c) Comparison of the average beliefs during the first and the last hundred trials for each subject
and each condition. Points on the diagonal denote no change.

suggests that subjects can directly apply the causal structure
learned during the Training games to the new situation of the
Test game rather than treating the lack of knowledge of S as a
novel context that requires to learn the task’s statistics anew.

In order to analyze the learning behavior of subjects, we
compared their trial-by-trial performance with that of an op-
timal strategy that consistently chose the best bet. The perfor-
mance is measured in terms of the cumulative regret defined
as (Bubeck and Cesa-Bianchi, 2012)

R(T ) =
T

∑
t=1

L( ft ,wt)−
T

∑
t=1

L( f ∗t ,wt) (3)

where ft and f ∗t are the probabilities of drawing a white ball
in trial t issued by the subject and the optimal performer re-
spectively, wt ∈ {0,1} encodes the actual outcome at time t,
and L is the log-loss

L( f ,w) =

{
− log2( f ) if w = 1,
− log2(1− f ) if w = 0.

(4)

The results are shown in Fig. 5. Learning is generally re-
flected in a negative curvature of the cumulative regret. No-
tice that intervals having zero slope correspond to optimal be-
havior where subject’s bets matched the ones of the optimal
performer (OPT). Furthermore, super-optimal behavior (i.e.,
decreasing cumulative regret) can occur in individual realiza-
tions of the experiment, but not on average over repeated runs.
For example, subject S2 got lucky in the first Training game,
by initially performing very risky bets that, by luck, turned
out to be correct.

The regret curves shown in Fig. 5 provide some interesting
insights. First, they reveal that subjects seem to have learned
to correctly use the betting mechanism early on (typically
within 40 trials) during the two Training games. Aside from
some occasional deviations from the optimal betting strategy
that can be attributed to intermittent exploratory and/or risky
behavior, the regret curves are surprisingly flat over relative
large intervals. In the Test game however, optimal behav-
ior was the exception rather than the norm, with most of the
regret curves showing constant positive slopes with very lit-
tle, if any, curvature. Given that subjects’ average beliefs are
remarkably close to the optimal causal model (Fig. 4b), and
that these beliefs were already instantiated/learned at the time
they started the Test game (Fig. 4c), this suggest that some
additional source of uncertainty caused this suboptimal be-
havior. A simple explanation could be that during the Test
game, when the boxes were no longer transparent and the sub-
jects had to remember the correct belief structure of the causal
model, uncertainty (noise) in these remembered beliefs led to
temporal fluctuations in the subjects’ beliefs (sampling) that
resulted in such suboptimal behavior (Gifford et al., 2014).
Note, however, that the notion of a “shaky hand”, i.e., noise
in adjusting the betting bar, is an unlikely alternative expla-
nation because the regret curves of the two Training Games
clearly indicate that subjects were perfectly able to accurately
operate the betting mechanism.

Discussion
With the exception of S3, all the subjects made bets that
were contingent on whether they chose the box themselves
or not. These bets were qualitatively consistent with predic-

1791



0 20 40 60 80 100

-5

0

5

10

15

20

25

0 20 40 60 80 100
0

5

10

15

20

25

0 100 200 300 400
0

10

20

30

40

50

60

70

80

90
Training game I Training game II Test game

Trials

Cu
m

ul
at

iv
e 

re
gr

et

Trials Trials

S1
S2
S3
S4
S5
OPT
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trial learning behavior, shown for all three games. A negative
curvature indicates learning, and a slope equal to zero corre-
sponds to optimal behavior. The green-to-blue curves show
the prediction performance for individual subjects. The red
curve corresponds to the optimal performer.

tions derived from the optimal causal model, implying that
they marginalized over the latent cause and treated their own
actions as causal interventions in belief updates.

Crucially, this distinction is made immediately at the be-
ginning of the Test Game. Figure 4c, together with the regret
curves, suggests that all subjects (with the exception of sub-
ject S5) relied on their knowledge learned during the Training
Games, but no longer learned during the Test Game. This is
interesting, because the task during the the Training games
did not depend on whether the regime was interventional or
not, but only on the contents of the chosen box. Indeed, S3—
the only subject who did not learn to distinguish between in-
tervention and observation—actually outperformed the other
subjects during the second Training game. Thus, this shows
that subjects tend to learn the causal structure of a system and
use this knowledge even under conditions where it is not ben-
eficial with regard to expected utility.

Conclusions
Our results complement previous studies that investigated the
role of causal reasoning in decision making. We have found
that subjects can learn complex causal dependencies in a re-
peated betting task without being explicitly informed about
the underlying causal structure. Furthermore, most subjects
in our study performed in a way that optimally combined
Bayesian and causal reasoning: first by integrating over la-
tent causes and second by distinguishing between actions and
observations when interpreting the feedback signal.

An important open question is under what conditions hu-
mans acquire causal knowledge. For this, it is necessary
to address the question of what constitutes causal evidence
by analyzing how human subjects combine evidence when
they can both observe and intervene. In our setup, we let
subjects: a) see the events that causally precede their deci-
sions (i.e. the underlying cause); and b) experience the con-
sequences of these decisions under the observational and in-
terventional regimes. We have shown that this information
was sufficient for all but one subjects. Extending the study to
a larger subject pool will provide a more accurate description

of differences across the population.
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Abstract 

We describe an interactive mathematics technology 
intervention From Here to There! (FH2T) that was developed 
by our research team. This dynamic program allows users to 
manipulate and transform mathematical expressions. In this 
paper, we present initial findings from a classroom study that  
investigates whether using FH2T improves learning. We 
compare learning gains from two different instantiations of 
FH2T (retrieval practice and fluid visualizations), as well as a 
control group, and investigate the role of prior knowledge and 
content exposure in FH2T as possible moderators of learning. 
Findings, as well as implications for research and practice are 
discussed.  

Keywords: mathematical cognition; concepts and percepts; 
mathematics education; learning sciences 

Introduction 
Mastering basic algebraic concepts is extremely 
challenging, and many students never accomplish it (NCES, 
2011). Often, math instruction emphasizes memorization of 
abstract rules (Koedinger & Alibali, 2008). However, 
algebraic literacy—the fluent construction, interpretation, 
and manipulation of algebraic notations—involves not just 
memorizing, but learning appropriate perceptual processes 
(Kirshner, 1989; Kellman, Massey, & Son, 2010; Landy & 
Goldstone, 2007; Goldstone, Landy, & Son, 2010). 

Algebra learning involves seeing expressions and 
equations as structured objects, and using these patterns to 
perform mathematics (Landy & Goldstone, 2007, 2010). 
Although in some cases the visual and perceptual patterns 
are fairly easy to see, some object-centered transformations 
are not immediately obvious in traditional instruction, and 
must be acquired over practice (Braithewaite, Goldstone, 
van der Maas, & Landy, under review; Landy, 2010). While 
this perceptual-motor understanding of algebraic forms is a 
potentially rich source of student understanding, it also 
stands as a barrier to learning if visual patterning is not 
taught in a controlled manner (Marquis, 1988).  

Learning technologies offer a promising new approach to 
teaching math that is not possible with traditional instruction 
(Clements, 1999; Gee, 2003) and can provide an 
environment that contributes to improved student 
performance (Samur & Evans, 2012). The National 
Mathematics Advisory Panel (2008) highlights algebra as an 
area of special concern, and notes that while “technology-

based drill and practice and tutorials can improve student 
performance…the available research is insufficient for 
identifying the factors that influence the effectiveness of 
instructional software” (p. 23-24). Further, approaches that 
focus on perceptual-motor training have shown substantial 
promise (Ottmar, Landy, & Goldstone, 2012; Kellman, 
Massey, & Son, 2010), but are underexplored relative to 
other technology-based mathematics interventions. It is 
anticipated that training students to see correct algebraic 
structures through dynamic transformations may be a 
promising approach to teaching algebraic ideas. Rigid 
motion is a powerful perceptual grouping mechanism 
(Palmer, 1999), and transformations are naturally 
memorable and easy to acquire, making these natural tools 
for helping students grapple with algebra.  

In this paper, we describe a learning technology intended 
to help students acquire appropriate perceptual strategies. 
We present preliminary findings from two classroom studies 
using a dynamic computer-based visualization method 
(From Here to There!) designed to enhance middle school 
students’ understanding of algebraic concepts and notations. 
In our approach, we present symbols as tactile objects 
whose structure can be appreciated through exploration and 
manipulation. This approach contrasts with interventions 
designed to wean students away from perceptual patterns 
(Kirshner & Awtry, 2004), which can be seen as detrimental 
to understanding (Noguiera de Lima & Tall, 2008).  

From Here to There! 
From Here to There! (FH2T) is a self-paced interactive 

application that introduces students to mathematical content 
through discovery-based puzzles. Rather than simply 
applying procedures by rewriting different expressions, this 
technology allows students to physically and dynamically 
interact with algebraic expression elements, providing a 
potentially powerful source of perceptual-motor 
experiences. Below we describe the design theory, features, 
and goals of the program.  
 

Design Theory and Practice 
We approached the construction of FH2T from an iterative 
design stance. We built many different versions of the 
application instantiating several variations of the basic 
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Figure 1: Circular calculator to replace expressions. 

 
equation manipulation interface, the tasks or ‘goals’ of the 
user, and the broader application context1. For each 
iteration, we initially evaluated the system with small 
groups of students. Only the most promising programs were 
evaluated in classrooms. The experiments reported here 
reflect a current state, rather than a conclusion, in this 
process.   

Notation manipulation was designed to be as much like a 
physical environment as possible (Landy, 2010). 
Transformations are as visually fluid as feasible: elements 
move smoothly, are picked up by the finger, and dropped.   
When terms ‘split, as in the transformation a*(b+c) => 
ab+ac, the elements dynamically split.  
   In order to add or subtract from both sides of an equation, 
a user taps the equals sign, then is prompted to enter the 
amount and operation they wish to perform. In certain 
situations, it is necessary for users to enter numbers that are 
not in the problem previously (i.e. adding to an equation, or 
breaking a term into factors). In this case, a calculator with a 
circular menu is used—numbers, variables, and operations 
appear in a circle near their targets, and move continuously 
from the menu location into the equation (Figure 1). In the 
case of commuting, a+b is turned into b+a by picking up 
the a, and moving it rightward (or picking up the b, and 
dragging it leftward).  

   We use a hierarchical structure, with particular worlds 
inside a universe (see Figure 2). Each of the 14 worlds cover 
a particular focal topic, such as ‘subtracting multiple terms’ 
and contains a set of about 15-20 problems. Locked worlds 
are presented in black and white on the universe screen, 
while unlocked worlds are marked in color. Each problem is 
intended to take between 10 seconds and 1 minute to solve, 
though the difficulty of particular problems varies 
considerably. Within each world, problems require users to 
learn and use new operations alongside previously acquired 
rules.  

Points are used to help a user maintain extrinsic 
motivation and track their progress (von Ahn, 2013). 
Participants receive up to 3 points per problem for  

                                                             
1 We began the current effort from an earlier project, 

AlgebraTouch (AT), which was designed by the second author and 
Sean Berry in 2007, and has been iteratively improved since then. 
AT has an installation base of approximately 50,000 devices, and a 
very similar (but not identical) interaction set to that of FH2T. 
FH2T branches from a code base of AT. We will discuss the 
equation manipulation interface of FH2T, with the understanding 
that it mirrors in many ways the AT system. 

 
Figure 2: Content Tree Map for From Here to There! 

 
,completing it without making calculation or other structural 
errors, and for completing it in the fewest possible number 
of steps. Progress is gated by the number of problems 
completed: at least 14 of 18 problems have to be solved for 
the user to progress to a new world. This allows a user to 
avoid extreme frustration by skipping particularly 
challenging problems, but still requires a fair bit of success 
at each stage. We also balanced scaffolding user assistance 
with challenge (Aleven & Koedinger, 2002) by including 
delayed ‘hints’ to avoid frustration.  

The intelligibility of the goal is also balanced with the 
richness of flexible and creative mathematical thinking. 
(Polya, 1954). In many math applications, the user activity 
seems rote (as in DragonBox), or so thoroughly prescribed 
as to preclude creative thought (as in Algebra Touch). FH2T 
uses transformation goals: each problem starts with an 
equation or expression in a particular form, and states an 
end state: the user’s goal is to transform the equation from 
the starting form (here) to the ending form (there). This is 
intended to help students achieve flexibility in manipulating 
equations and expressions, compared to having a fixed goal 
such as “solve for x” (Figure 3). In order to achieve their 
goal, students perform a series of dynamic interactions, 
including decomposing numbers (8=5+3 or 11-3), 
combining terms, applying operations to both sides of an 
equation, and rearranging terms through commutative, 
associative, and distributive properties. 

   The original vision for FH2T emphasized visual 
fluidity. All calculations and transformations were 
completed automatically: the user initiated the 
transformation, but the resulting expression simply 
appeared. However, contrasting approaches suggest that 
students benefit from being scaffolded through the specific 
steps required to complete a task in a real-world 
environment (Tuovinen & Sweller, 1999). Furthermore,  

Figure 3: Sample Problem and Goal State in FH2T 
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teachers frequently expressed concern that students 
wouldn’t learn as well if they did not do the calculations 
themselves—a perspective compatible with retrieval-based 
learning (McDaniel & Masson, 1985) and desirable 
difficulties (Bjork & Bjork, 2011). We take this 
consideration up explicitly in our study.  
 

Past Research on From Here to There! 
An initial pilot study was conducted to determine whether 

FH2T contributed to learning gains. 110 6th-8th grade 
students (41% male, 59% female) from six classes in a large 
suburban middle school participated in a 4-hour study 
during six of their regular math periods. All students worked 
through a series of worlds in FH2T at their own pace that 
covered mathematical topics ranging from addition and 
multiplication to solving linear equations. In this pilot, a 
‘reward’ system was built into the program. Students first 
encountered interactions in a retrieval practice mode, which 
required students to recall and enter correct algebraic and 
arithmetic transformations. After they completed the basic 
level, they were able to unlock a ‘monster level’, with 
especially challenging problems.  Once this was completed, 
students were awarded the fluid version of the same 
interaction, in which correct calculations and 
transformations were dynamically performed by the system.  
This was intended to balance the possible benefits of 
retrieval practice with the minimizing of memory load due 
to repeated retrievals, and the emphasis on the intended 
pedagogical domain of algebraic transformations. 
   Overall, students’ mathematical understanding improved 
8.5% during the 4 class periods. There was no indication of 
a floor or ceiling effect: the average accuracy for the 
posttest problems was 54% (range: 37%-70%). The gains 
were quite large (effect size=0.40, amounting to one full 
letter grade) and provide promising results that educational 
apps, such as FH2T, may benefit students when used in 
combination with classroom instruction. However, due to 
the non-experimental design of the pilot, we cannot strongly 
conclude that the learning gains observed were caused from 
using FH2T, per se.  
   Since students had regular instruction contemporaneously 
with FH2T, it may be that classroom practice led to these 
gains rather than dynamic interactions. Secondly, FH2T ran 
in two ‘modes’, which may be differentially responsible for 
learning gains. When problems were fluidly presented, 
participants engaged in fast, fluent practice in visual-
algebraic patterns. On the other hand, during the initial, 
retrieval practice phase, participants were forced to engage 
more explicitly in the specific steps required to solve 
problems. Observationally, students responded very 
differently to these two modes. Either of these explanations 
might plausibly be driving learning gains.  

Testing From Here to There! 
The present study teases these factors apart by dividing 
participants into three conditions: a business-as-usual 
control, a retrieval practice group, and a fluid visualizations 

group. Using a pre-post design, we aim to differentiate 
between potential mechanisms behind how FH2T produces 
gains in notation fluency. We also examine the role of 
content exposure within the FH2T program and pretest 
scores as potential moderators on achievement.  
 
Study Participants and Procedures 

Eighty-five sixth and seventh grade students from five 
classes in a suburban public middle school in the mid-east 
United States participated in this study during their regular 
math instruction. All five classes had the same mathematics 
teacher and students had never had experience using the 
FH2T system. 
   This study took approximately three hours and occurred 
over six 30-minute class periods. First, classes were 
randomly assigned into two groups: intervention (3) and 
control (2) to ensure that there was not FH2T contamination 
within classes. Next, intervention students were then 
randomly assigned within classroom to the two intervention 
conditions (retrieval practice and fluid visualizations). 
Students in the control classrooms did not use FH2T, but 
received business as usual instruction.  

On day 1, all students completed a 30-item pretest that 
assessed students on procedural facility with various 
mathematical content. Problems ranged in difficulty from 
solving basic arithmetic (ex. 3-5+2-3), distributing terms 
(ex. 3*(5+y+3)), to solving linear equations (ex. 5+y=6+3). 
Students were presented with a problem and asked to enter 
their answers using a keyboard. An additional 5 problems 
asked students to determine whether two expressions were 
equivalent (ex. does a+b*z+y equal z+y*a+b?).  

On days 2-5, students in the intervention classes used 
FH2T to solve problems. The version used in this study was 
adapted from the pilot in several ways. First, all of the 
bonus levels were removed. Next, the ordering of the worlds 
was fixed so that all students had to progress through the 
content in the same order. Third, the retrieval practice and 
fluid transformations modes were separated into conditions, 
so that participants used exclusively one or the other 
versions of the interaction, embedded within identical 
problem sets and task space. 

 
Table 1: Pretest and Adjusted Posttest Mean Scores and 

Standard Deviations as a Function of Condition. 
 

  Pretest   Posttest-Adjusted 

Condition M SD   M SE 

Fluid Visualizations 9.92 4.1  10.88 0.55 
Retrieval Practice 11.00 5.32  10.46 0.62 

Control 10.91 3.49   10.46 0.62 
 
   In the retrieval practice mode, the user first moved the 
symbols to the appropriate locations to trigger the actions. 
Next, the user was prompted to write the appropriate 
resulting subexpression. For instance, if the initial 
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expression was 8-3-2, and the user tapped the right-hand 
subtraction, the user would enter “-5”, the result of 
combining -3 and -2. In the fluid visualizations mode, the 
user only had to tap the subtraction sign to initiate the next 
transformation. The result was a more fluid and dynamic 
experience since the interface rarely paused.  

Students progressed though the worlds at their own pace 
and completed as much as they could within the time limit. 
On day 6, all students completed a 30-item post-test 
assessment, similar in difficulty and form to the pre-test. 
Pretest and posttests were coded for accuracy and mean 
scores were calculated for each assessment. It is important 
to note that the assessment items were designed to measure 
transfer to problems that are commonly seen in traditional 
textbooks and worksheets and did not match the 
transformation goal structure that was presented in the app.  

Results 
Analysis 1: Do students using FH2T improve more than 
students in a control group? 

An analysis of covariance (ANCOVA) was conducted to 
predict Posttest Scores as a function of Condition, with 
gender and pre-test scores as covariates. Descriptive 
statistics for pre-test and adjusted post-test scores are 
presented in Table 1 and a summary of the ANCOVA 
results are presented in Table 2. Results show significant 
differences in post-test scores between conditions, after 
controlling for gender and pretest F(2, 84) =3.61, p<0.05. 
Next, gain scores were calculated by taking the difference 
between the pre-test and post-test scores. Significant 
differences in learning were also found between conditions, 
F(2,81)=.4.04, p<0.05 (Figure 3). Post-hoc analyses reveal 
that students in the fluid visualizations condition (M=2.10) 
gained more than students in both the retrieval practice 
(M=-0.22) and control (M=0.22) conditions. No significant 
differences were found between the control and retrieval 
practice conditions.  
Analysis 2: Does more exposure to content within the 
FH2T app predict improved mathematics performance 
and learning? 

 

Table 2: ANCOVA of Posttest Scores as a Function of 
Instructional Condition, With Gender and Pretest Scores as 

Covariates. 
  df SS MS F η2 

Gender 1 31.53 31.53 3.22** 0.04 
Pretest  1 1176.47 1176.47 120.01** 0.6 
Condition 2 35.37 70.73 3.61** 0.08 
Error 80 784.23 90.8   
    Total 85 12872    
Corrected 84 2029.65    
 
One important element to consider is exposure, or how 

much of the intervention the students actually completed. In 
this study, we use exposure as a measure of fidelity, to 
check that greater progress through the program is related to 
greater performance. We relied on in-app data to create a 
measure of exposure, calculated as the number of worlds 
students completed during the duration of the study. On 
average, students in the fluid condition completed 6 worlds 
(M=6.04, SD=2.36; addition, multiplication, order of 
operations + and x, subtraction, division, and order of 
operations), while students in the retrieval condition only 
completed the first four worlds (M=4.27, SD=1.97). 
Students in the control condition, naturally, did not have any 
exposure to the program (M=0.00).  

A hierarchical linear regression was conducted to 
examine whether increased context exposure within the 
FH2T app predicted posttest performance, above and 
beyond gender, pre-test, and condition. Dummy codes for 
the retrieval and control conditions were created to examine 
whether learning differences remained after adding this 
additional variable. A significant main effect was found for 
exposure: for every additional world that the students 
completed, their posttest accuracy scores increased by 0.76 
problems (effect size=0.48) (Table 3). However, after 
considering exposure in the app, differences between groups 
were no longer significant.  

 

Table 3: Regression Examining the Contribution of Context Exposure in FH2T on posttest scores 
 

	  	   ANCOVA   Main Effect Exposure   Pretest x Exposure 
 B SE Beta  B SE Beta 	   B SE Beta 

Constant 3.83 1.08   0.71 1.38   0.71 1.38  
Pretest 0.88 ** 0.08 0.77**  0.72**  0.09 0.63  0.49** 0.13 0.42** 
Gender -1.23 t 0.69 -0.13 t  -1.02 0.65 -0.10  -1.13 0.63 -0.12 
Control -1.77** 0.83 -0.18**  2.97 t  1.62 0.30  2.21 1.60 0.22 

Retrieval -2.20** 0.87 -0.21**  -0.67 0.94 -0.06  -1.20 0.94 -0.11 
Exposure     0.76** 0.23 0.48  -0.16 0.43 -0.10 

Exposure x 
Pretest         	  	   	  	   	  	   	  	   0.07** 0.03 0.63** 

R2  0.61    0.64    0.66 	  
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Analysis 3: Does prior knowledge moderate the 
relations between exposure to content and improved 
mathematics scores? 
   We examined whether prior knowledge (pre-test scores) 
moderated the relation between exposure and posttest 
scores. We tested this by adding the interaction term 
(exposure x pretest) to the regression. A significant 
interaction was found (B=0.07, p<0.01) (Figure 4).  

 
Figure 4: Posttest Scores as a Function of Pre-test  

Scores and Exposure 
 

Discussion 
Overall, we found strong learning gains on the order of one 
third of a standard deviation from practice with FH2T.  
These gains seem to be primarily due to practice in the 
more fluid and dynamic version of the application; 
however, the current approach cannot tease apart whether 
this is due to a qualitative difference between retrieving 
explicit rules and perceptual training afforded by the fluid 
instantiation, or increased topic coverage that the fluid 
group received. In line with the first possibility, it is 
notable that participants who practiced retrieval in the 
application did not show any gains at all, while strong 
learning gains were found in the fluid visualizations group. 
These results are fully in line with the theory that algebra 
literacy comprises strong visual-motor routines (Goldstone, 
Landy, & Son, 2010; Landy & Goldstone, 2007). With 

regards to the second possibility, it could be that the 
additional gains were a result of the fluid condition 
covering more content that the retrieval practice condition 
did not get to, but was assessed on the posttest. Future 
work should manipulate dosage and content exposure that 
students receive to better understand these effects.  

Interventions involving the movement of symbolic 
forms for algebra learning have been receiving widespread 
attention in recent years, both in scientific contexts and by 
the public. Qualitatively, these results—and the strong 
interest shown by students in solving and discussing 
problems—suggest promise for tablet-based technologies 
for teaching abstract algebraic content. This work 
represents some of the first published outcomes from such 
perceptual interventions, and may shed light on functional 
mechanisms. In addition, FH2T uniquely focuses on 
algebraic transformations with a wide variety of initial 
structures and goal states, attempting to help students think 
more flexibly about numbers and operations. 
Transformations of formal algebraic notation is typically 
demotivating and disengaging for many students; however, 
students in our studies happily completed several hours of 
practice, only occasionally becoming bored. One possible 
explanatory framework for this phenomenon comes from 
theories of embodiment that suggest that people are 
intrinsically more engaged when working with their hands 
(Clark, 2008). Another is that algebra is intrinsically 
engaging, but that the high cognitive load caused by paper-
and-pencil calculations interfere with engaged states. 
Clearly, much remains to be done.  

Although touch-based algebra systems have proved 
powerful enough to substantially improve algebra skills, 
notation manipulation is only a small fraction of the 
important content of algebra. Without connecting to real-
world situations, problems, and questions, formal proofs 
and derivations are largely inert. Further work is currently 
underway to implement an algebra manipulation system in 
JavaScript capable of interacting with rich graphics, 
figures, charts, and text in an html5/canvashwebpage. 

 

 

 
Figure 3: Pre-Test and Posttest Scores and Gains by Condition  
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Abstract

From choosing a book to picking a restaurant, most choices
people encounter are about “matters of taste” and thus no uni-
versal, objective criterion about the options’ quality exists.
Tapping into the knowledge of individuals with similar tastes
who have already experienced and evaluated options—as har-
nessed by recommender system algorithms—helps people se-
lect options that they will enjoy. Although recommender sys-
tems are available in some domains, for most everyday deci-
sions there is neither an algorithm nor “big data” at hand. We
mapped recommender system algorithms to models of human
judgment and decision making about “matters of fact” and then
recast the latter as social recommender strategies for “matters
of taste”. This allowed us to investigate how people can lever-
age the experiences of other individuals to make better deci-
sions when no machine recommender systems are available.
Using computer simulations on a widely used data set from
the recommender systems literature, we show that experienced
individuals can benefit from relying on only the opinions of
seemingly similar people. Inexperienced individuals, in con-
trast, are often well-advised to pick the mainstream option (i.e.,
the one with the highest average evaluation) even if there are
interindividual differences in taste; this is because reliable es-
timation of similarity requires considerable experience.
Keywords: Social learning; wisdom of crowds; expert crowd,
recommender systems; learning.

Introduction
Where should I go for my next vacation? Which car should
I buy? Most choices people encounter are about “matters of
taste” and thus no universal, objective criterion about the op-
tions’ exists. How can people increase their chances of se-
lecting options that they will enjoy?

One promising approach is to tap into the knowledge of
other individuals who have already experienced and evaluated
options. The recommender systems community has lever-
aged this source of knowledge to develop collaborative fil-
tering methods, which estimate the subjective quality of op-
tions that people have not yet experienced (Resnick & Varian,
1997; Adomavicius & Tuzhilin, 2005). One key insight is
that building recommendations based only on the evaluations
of individuals similar to the target individual often improves
the quality of the recommendations (e.g., Herlocker, Kon-
stan, Borchers, & Riedl, 1999)—where similarity between
two people is typically defined as the correlation in their eval-
uations across options they have both evaluated.

Although the consumer industry enables people to benefit
from recommender systems in some domains (e.g., choos-
ing a movie on Netflix), for many everyday decisions there

is neither an algorithm nor “big data” at hand. How can in-
dividuals leverage the experience of other people when they
have no access to big data but access only to a relatively small
community of other people with whom they share some prior
experience about the available options?

In this paper we make three contributions. First, we have
undertaken an exercise in theory integration by mapping
the striking conceptual similarities between seminal recom-
mender system algorithms and both (i) models of judgment
and categorization and (ii) models of social learning and so-
cial decision making (from psychology, cognitive science,
judgment and decision making, anthropology, and biology).
Second, we have recast the latter two classes of models as
social recommender strategies. Finally, based on this map-
ping, we have investigated how ordinary people can lever-
age the experience of other people to make better decisions
about matters of taste. To this end we studied the inevitable
trade-off between (i) harnessing the apparent (dis)similarity
between people’s tastes—to discriminate between more and
less relevant advisers—and (ii) estimating those similarities
accurately enough. We have investigated how this trade-off
evolves with the amount of experience a decision maker has
(i.e., the number of options previously evaluated).

Outside of the recommender systems literature, social rec-
ommender strategies remain an under-explored topic. Re-
search on advice taking, social learning, and judgment ag-
gregation in psychology, cognitive science, judgment and de-
cision making, anthropology, and biology has focused al-
most exclusively on “matters of fact” where there is an ob-
jective criterion to be inferred (“wisdom of crowds”; e.g.,
Larrick, Mannes, & Soll, 2012). To the best of our knowl-
edge, there are only a handful of studies on social recom-
mender strategies (Van Swol, 2011; Yaniv, Choshen-Hillel, &
Milyavsky, 2011; Müller-Trede, Choshen-Hillel, Barneron,
& Yaniv, 2015). They show that people rely on the similar-
ity between themselves and their advisers when making deci-
sions about matters of taste and that this is a good strategy.

Mapping recommendation systems algorithms
to informational and social cue-based strategies
Table 1 displays several social recommender strategies that
predict one’s own future evaluations based on the past evalu-
ations provided by other people.
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Social recommender strategy Parallels in the literature

Strategy Verbal description Formal definition Informational cues Social cues Recommender systems

Follow your
Doppelgänger
(cf. Yaniv et al.,
2011)

Find individual s with the
most similar taste and adopt
that individual’s evaluations
as your own estimates.

ûi = us

Take the best (Gigerenzer
& Goldstein, 1996),
single attribute, (Hogarth
& Karelaia, 2005)

Imitate the best
(Richerson & Boyd,
2008)

Nearest neighbors
(k = s = 1)

Follow the
whole crowd

Average evaluations of all N
other individuals (i.e., go with
the mainstream).

ûi = 1/N×∑
N
j=1 u j

Equal/unit weights
(Dawes, 1979)

Averaging (Einhorn,
Hogarth, & Klempner,
1977)

Nearest neighbors
(k = N), often used as a
benchmark (e.g.,
Shardanand & Maes,
1995)

Follow your
clique

Average evaluations of the k
most similar individuals. ûi = 1/k×∑

k
j=1 u j –

Select crowd (Mannes et
al., 2014), expert crowd
(Goldstein et al., 2014)

Nearest neighbors
(1 < k < N; Shardanand
& Maes, 1995)

Follow your
similar crowd

Average evaluations of all k
individuals whose taste is
correlated with yours above a
similarity threshold t.

ûi = 1/k×∑
k
j=1 u j – –

Common implementation
of nearest neighbors
(Desrosiers & Karypis,
2011).

Follow the
similarity-
weighted crowd
(cf.
Müller-Trede et
al., 2015)

Weight evaluations of all N
individuals according to their
similarity to your taste.

ûi =
1

∑
N
j=1 w j

∑
N
j=1 w j×u j

Weighted average
(Hammond, Hursch, &
Todd, 1964; Dana &
Dawes, 2004)

Weighted crowd
(Davis-Stober et al.,
2014)

Weighted neighbors
(Resnick, Iacovou,
Suchak, Bergstrom, &
Riedl, 1994)

Consider similar
options

Find k most similar options
(i.e., with similar evaluation
profiles across people) and
weight your own evaluations
for them according to their
similarity.

ûi =
1

∑
k
l=1 wl

∑
k
l=1 wl×ul

Exemplar models
(Kruschke, 1992; Juslin &
Persson, 2002)

–
Item-based algorithms
(Sarwar, Karypis,
Konstan, & Riedl, 2001)

Follow random
other (cf. Gilbert
et al., 2009)

Select an individual r at
random and adopt that
individual’s evaluations as
your own estimates.

ûi = ur
Minimalist (Gigerenzer
& Goldstein, 1996)

Random copying
(Cavalli-Sforza, 1981)

Occasionally used as
benchmark strategy

Table 1: Social recommender strategies conceptually similar to strategies using informational cues or social cues (i.e., people’s opinions as cues). Due to limited space we report only
representative references. All strategies first estimate the expected utility ûi (i.e., enjoyment) of each option i and then select the option with the highest estimated utility; when several
options have the same estimated utility, one of the tied options is chosen at random. Strategies incorporating similarity information are typeset in italics and those averaging across several
individuals’ evaluations are typeset in bold. All strategies are person based, except consider similar options, marked in blue.
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We identified conceptual similarities between the proposed
social recommender strategies (inspired by seminal algo-
rithms from recommender systems research) and heuristics
and strategies for predicting matters of fact, where people
have access to either informational cues potentially related to
an objective criterion (e.g., number of movie theaters in a city
to predict its population size) or social cues (i.e., the opinions
of other people concerning the same objective criterion).

This mapping emphasizes the close correspondence be-
tween recommendation algorithms on the one hand and in-
formational and social cue-based strategies on the other. The
social recommender strategies can be placed in a continuum,
on the boundaries of which strategies rely either only on simi-
larity information or only on aggregation of opinions (see Ta-
ble 1). As we move away from the boundaries the strategies
rely increasingly on both these two fundamental principles.
Below we illustrate some of the strategies using a fictional
data set that has the same structure as the large-scale data sets
used in recommender systems research and in our own simu-
lation study below.

Example: Deciding which movie to watch
based on other people’s past experiences

Amit likes superhero movies and wants to watch Batman or
Fantastic Four. His friends have already seen both movies.
Furthermore, he and his friends have all watched and eval-
uated several other movies (see Table 2). In addition to
any other contextual information (e.g., director, cast, movie
length), Amit can use his friends’ evaluations to inform his
movie choice.

Movie John Bob Linda Mary Lou Avg. Amit
Superman 3 4 2.5 4.5 3 3.8 2.5
Spiderman 4 4.5 3 2 3.5 3.4 3
Batman 5 5 2 1 3 3.2 ?
Fantastic Four 2 3 2.5 3 2.5 2.6 ?
X-Men 1 1.5 2 1.5 3 1.8 2

Table 2: A typical recommender system problem. The movies are
rated on a scale of 1 to 5 (higher values indicate more positive rat-
ings). Avg. = average.

From Amit’s perspective, his own future evaluations are
the criterion values he seeks to maximize and the evalua-
tions of his friends are informational cues he can use to pre-
dict his own future evaluations. Based on his past evalua-
tions of the other movies, Amit thinks that he and Linda have
similar taste. If Linda truly were his “taste Doppelgänger”
he could simply copy her evaluations and arrive at very ac-
curate estimates of his own future enjoyment (Follow your
Doppelgänger). However, it is unclear to what extent this
seeming similarity—based on only a small set of joint past
experiences—would generalize well to future cases. Amit
may thus prefer to take the evaluations of others into account,
as well. For example, he could assign equal weights to all
individuals and simply use the average evaluation (i.e., the
“mainstream” option; Follow the whole crowd). Yet by do-
ing so he would also incorporate evaluations from individu-

als with possibly very different—or even antithetical—tastes.
Alternatively, he could search for a movie that everybody
rated similarly to the target movie and then use his own eval-
uation for that similar movie as a proxy (Consider similar
options; e.g., Spiderman is similar to Batman).

Simulation study
We investigated the performance of the proposed social rec-
ommender strategies (see Table 1) by simulating their pre-
dictions for a large-scale, real-world data set. We varied the
experience of the simulated decision makers (i.e., the num-
ber of options previously experienced in that domain; that is,
the number of rows in Table 2). As experience increased, the
strategies relying on similarity could thus base their similarity
estimates on more data.1

The social network from which a person could leverage
vicarious experience would likely be much smaller than the
thousands of people available in typical recommender system
data sets. The cognitive limit of the number of stable relation-
ships that people can maintain is estimated to be around 250
(Dunbar, 2010). We therefore opted to simulate small “com-
munities” of 250 members each to mirror this real-world fea-
ture (as opposed to letting decision makers have access to all
other individuals in the population).

Method
Dataset We used the funniness ratings of 100 jokes col-
lected in the Jester data set. Jester2 was created by an online
recommender system that allows Internet users to read and
rate jokes. Users evaluated jokes on a scale ranging from not
funny (–10) to funny (+10). At the beginning of the recom-
mendation process, a set of 10 jokes was presented to the user.
Thereafter, Jester recommended jokes and continued to col-
lect ratings for each of them. The data set contains 4.1 million
evaluations of 100 jokes by 73,421 participants. In contrast to
other data sets studied by the recommender system commu-
nity, here a large number of participants evaluated all options.
Since its publication, the Jester data set has been used exten-
sively to study collaborative filtering algorithms.

Simulation procedure For simplicity we worked only with
participants who evaluated all jokes (reducing the number of
participants from 73,421 to 14,116). We randomly selected
14,000 participants in order to partition them into evenly
sized communities of 250 members each. In line with pre-
vious work in the recommender system literature, we used
the Pearson correlation coefficient as a measure of similarity
(Herlocker, Konstan, Terveen, & Riedl, 2004).3

In each simulation run, we followed the following steps:

1A similar challenge is faced by recommender system algorithms
when recommending options to new users about whom they know
nothing or only very little. This challenge is commonly referred to
as the user cold start problem (Ekstrand, Riedl, & Konstan, 2011).

2http://eigentaste.berkeley.edu
3The Pearson similarity coefficient between two individuals or

two items i and j is defined as w(i, j) = ∑
k
n=1(uin−ūi)(u jn−ū j)

∑
k
n=1

√
(uin−ūi)2(u jn−ū j)2

1801



Figure 1: Panel A: The performance of strategies as a decision maker’s experience with the domain of jokes (i.e., number of jokes previously
experienced and evaluated) increases; the strategies are grouped by color to those that rely primarily on aggregation (blue), those that rely
heavily on similarity information (red) and benchmark strategies (black) (see also Table 1). Panel B: Performance of the Follow your clique
strategy as a function of the experience with the domain (i.e., number of options experienced; x axis) and the size of the clique (i.e., number
of most similar people consulted; y axis). Note that Follow your Doppelgänger and Follow the whole crowd are special cases of this strategy
when the number of similar people consulted equals 1 and N, respectively. FD: Follow your Doppelgänger. FC: Follow your clique. FWC:
Follow the whole crowd.

First, we randomly generated 56 communities with 250 mem-
bers each (14,000/250). Second, we randomly divided the
jokes into a training (x jokes) and a test (10 jokes) set; this
assignment was the same for all individuals within all com-
munities. The strategies were then fitted on the training set.
Individuals could access only advisers within their own com-
munity. Third, for each individual (within all communities)
we generated all 45 possible pair comparisons within the test
set [10× (10−1)÷ 2] and examined the performance of the
strategies in predicting which of the two jokes in a pair had a
higher evaluation for that individual, resulting in 45 pair com-
parisons per individual, 11,250 per community (45×250),
and 630,000 in total (11,250×56). For each strategy we
recorded the proportion of correct predictions. This proce-
dure was repeated 100 times and results were averaged. We
investigated how the performance of the strategies changed
as a function of experience by repeating this procedure for
different numbers (x) of jokes experienced in the training set
(varying from 5 to 90 in increments of 5).

Results
How did the strategies perform? Figure 1 shows the per-
formance of each strategy as a function of the number of
options evaluated. For the highest level of experience the
strategy based on item similarity (Consider similar options)
performed best (predicting 65% of the pair comparisons cor-
rectly). This was followed by the strategies that relied on both
similarity information and aggregation: Follow your clique
and Follow the similarity-weighted crowd predicted approx-
imately 64% of the cases correctly and Follow your simi-

lar crowd—relying on similarity information more crudely—
performed slightly worse at 63%. Strategies relying solely on
either user similarity (Follow your Doppelgänger) or aggre-
gation (Follow the whole crowd) performed worse than the
other strategies, reaching 59% and 62%, respectively.

The usefulness of less similar advisers These results pro-
vide a rationale for why people rely on similar advisers (Yaniv
et al., 2011; Müller-Trede et al., 2015). However, relying
purely on similarity (Follow your Doppelgänger) does not
perform that well because of the difficulty of reliably esti-
mating similarity in light of sampling error. Mirroring re-
sults from research on the wisdom of crowds (Goldstein et al.,
2014; Mannes et al., 2014), taking into account additional—
although less similar—advisers and averaging their recom-
mendations markedly improves performance.

Experience within a domain Strategies that rely heavily
on similarity information have steep learning curves. For
small amounts of experience, Follow your similar crowd is
the best performing strategy. Consider similar options, Fol-
low your clique, and Follow the similarity-weighted crowd
start to outperform Follow the whole crowd once approxi-
mately 15 options have been added to the training set and
Follow your similar crowd after approximately 25 options.

Thus, decision makers who have not yet experienced many
options are well-advised simply to aggregate the evaluations
of individuals who seem to have at least minimally similar
(i.e., positively correlated) tastes (Follow your similar crowd)
or even to unconditionally aggregate the evaluations of all in-
dividuals (Follow the whole crowd). Although the opinions
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of truly similar individuals are more informative than those of
truly dissimilar individuals, this discrimination is only benefi-
cial to the extent that it is accurate enough. For small training
samples, estimates of similarity are apparently often not ac-
curate enough to be of any use.

How large should your clique be? When following your
clique, the size of k (i.e., the number of neighbors whose
evaluations are averaged) is a hyperparameter that needs to
be chosen beforehand (in Figure 1A we fixed k = 10). Figure
1B shows how performance changes as a function of k and
experience (i.e., the number of options experienced). With
little experience it is better to rely on large cliques (ca. 100),
whereas for more extensive experience, performance peaks at
moderately sized cliques (ca. 30).

The potential of one-reason decision making Following a
random other person correctly predicted 54% of the compar-
isons, which indicates a very modest, minimally shared sense
of humor in the population (i.e., slightly better than chance).
We also tested another benchmark strategy that simply used
the length of a joke as a cue to predict its evaluation (i.e.,
some people may prefer long, story-like jokes while others
may prefer short and witty linguistic puns). This one-cue
strategy predicted 57% of cases correctly—it was almost as
accurate as the Follow your Doppelgänger strategy (59%),
which also relied on one cue, yet a social one.4

General discussion
Mapping out the striking conceptual similarities between
seminal recommender system algorithms, on the one hand,
and extant models of judgment and decision making (based
on informational or social cues), on the other, allowed us to
recast the latter models as social recommender strategies (see
Table 1). This theory integration allowed us to analyze the
performance of social recommender strategies for mere mor-
tals who have access to only a small pool of potential ad-
visers, rather than the "big data" available to recommender
systems.

Two results stand out. First, the successful strategies
all have one thing in common: They aggregate evaluations
across several people (or items). Second, the amount of ex-
perience within a domain turns out to be a crucial determi-
nant of the success of strategies using similarity information.
Whereas experienced people can benefit from relying on only
the opinions of seemingly similar people, inexperienced peo-
ple are often well-advised to aggregate the evaluations of a
large set of people (picking the option with the highest aver-
age evaluation either across all people or across at least min-
imally similar people) even if there are interindividual dif-
ferences in taste, because reliable estimation of similarity re-
quires considerable experience.

4This result conflicts with a relevant finding from a speed dating
experiment (Gilbert et al., 2009), where the experience of a random
other person (from the same population) predicted the actual dating
enjoyment better than the same participants’ predictions (based on
an extensive set of informational cues available before the speed date
started, namely, among other things, a picture and information about
age, height, favorite movie, sport, book, song, and food).

Experience and the bias–variance trade-off
With increasing experience with the domain, the performance
of all top-notch strategies increased—except for the wis-
dom of crowds strategy (Follow the whole crowd), which
unconditionally averages across all people and is thus—by
design—unaffected by the increasing accuracy of the sim-
ilarity estimates. Such an averaging strategy assumes that
everybody has the same taste and performs well to the ex-
tent that the tastes in the population are indeed homogeneous.
From a bias–variance trade-off perspective (e.g., Gigerenzer
& Brighton, 2009; Geurts, 2010), this strategy suffers from
potentially high bias to the extent that its homogeneity as-
sumption is wrong, but exhibits zero variance in its prediction
error because it does not estimate any free parameters.5

In contrast, the strategies relying on similarity have a com-
paratively low bias because they can adapt to the homogene-
ity or heterogeneity of tastes in the population. However, they
potentially suffer from variance because their predictions de-
pend on the similarity estimates—to differing degrees—and
thus they lie on a bias–variance continuum. At one extreme,
a strategy of adopting the evaluations of only the seemingly
most similar person has the potential to profit from the vi-
carious experiences of one’s taste Doppelgänger but is most
reliant on an accurate estimation of similarity. At the other
extreme, a strategy of relying on a large crowd of at least
minimally similar people (i.e., with at least positively corre-
lated tastes) is more biased but also more robust because it
depends on only roughly discriminating between similar and
dissimilar advisers (see also Goldstein et al., 2014; Mannes
et al., 2014).

Theory integration: Reconnecting the cognitive
sciences with recommender systems research
New statistical tools haven often served as an inspiration for
the development of new psychological theories (Gigerenzer,
1991). In the case of recommender systems, however, the in-
sights developed within the last two decades have not been
much incorporated into cognitive science6—despite recom-
mender systems being widely available and relevant for ev-
eryday decision making and seminal recommender systems
being inspired by the work of cognitive scientists (Rich,
1979). We hope that the current paper initiates a cross-
fertilization between the two until now largely unconnected
research streams.

Context-based and hybrid recommender strategies
In everyday life, people and machines have access to informa-
tion beyond their own and other people’s past experiences:
informational cues describing options and advisers (e.g., a
movie’s genre and a person’s clothing style, respectively).

5Also from a Bayesian perspective, it is prudent to go with the
crowd: An inexperienced decision maker—by statistical necessity—
is a priori more likely than not to have “mainstream taste” unless
there is diagnostic private information to the contrary (Herzog &
Hertwig, 2013, p. 210).

6In a similar vein, Analytis et al. (2014) pointed out the over-
looked analogy between ranking models from machine learning and
human search behavior.
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The use of such contextual information has been examined
in multiple-cue judgment and categorization learning in cog-
nitive science, in context-based recommender systems, and,
more generally, in supervised learning in machine learning.

People might thus improve their predictions about matters
of taste by using informational cues (i) to take advantage of
the predictive information in the options’ features themselves
(e.g., it’s a superhero movie) or (ii) to improve their assess-
ment of advisers’ similarities (e.g., by looking at their cloth-
ing style). Such context-based—or even hybrid—approaches
might further improve people’s ability to make good deci-
sions for themselves by taking advantage of different sources
of information and different approaches (see also Herzog &
Hertwig, 2009; Herzog & von Helversen, 2013; Herzog &
Hertwig, 2014).
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Abstract

Data continuously stream into our minds, guiding our learn-
ing and inference with no trial delimiters to parse our experi-
ence. These data can take on a variety of forms, but research
on causal learning has emphasized discrete contingency data
over continuous sequences of events. We present a formal
framework for modeling causal inferences about sequences
of point events, based on Bayesian inference over nonhomo-
geneous Poisson processes (NHPPs). We show how to apply
this framework to successfully model data from an experiment
by Lagnado and Speekenbrink (2010) which examined human
learning from sequences of point events.
Keywords: causal inference; continuous time; stochastic pro-
cesses; Bayesian models

Introduction
Only a single bullet is needed to end a life. One momentary
event quickly ruptures a slew of causal mechanisms, having
effects that persist long after the trigger was pulled. We un-
derstand this causal inference easily enough, but how do we
manage to arrive at that inference? More precisely, what for-
mal tools can characterize events that last an instant but leave
profound consequences in their wake?

Learning from instantaneous events is one of the most im-
portant forms of causal induction in the real world, but is not
the case considered in most models of human causal reason-
ing. More commonly, these models rely on the existence of
aggregated statistics often in the form of a contingency table
describing the frequencies with which different combinations
of events occur (Griffiths & Tenenbaum, 2009). The most
traditional case is the 2× 2 contingency table that describes
two variables that are either present or not. It is out of this
statistical paradigm that many of the models of human causal
inference and learning have arisen (Gopnik et al., 2004).

The world offers more than contingency tables and fre-
quency counts. Different kinds of data warrant different
kinds of inferences. For example, when Greville and Buehner
(2010) coerce events embedded in continuous-time into con-
tingency tables, they are challenged with identifying an (as-
sumed) underlying trial structure. To fill a 2×2 table of event
pairs, one needs to slice the continuum into trials; a variable
is counted if an event occurred in the slice and not if it did
not. But different slicing regimens can warrant different in-
ferences about the same data. This arises because of a funda-
mental asymmetry between the times at which events occur
and when then do not occur. In a contingency table both X
and ¬X are treated as the same kind of entity, but instanta-
neous events can be counted while the the continuous expanse
of nothingness in which events are embedded by definition
cannot be counted, only measured.

But there is another way to model sequences of point
events occurring in continuous-time. Here, we build a model
of causal induction on the framework described in Pacer and
Griffiths (2012), which uses a model of events embedded in
continuous-time. It computes probabilities not in terms of the
frequency with which events co-occur, but directly from the
temporal distances between cause and effect events. Impor-
tantly, we accomplish this without needing to uniquely match
individual cause events with individual effect events. We rely
on probabilistic graphical models to describe the structure of
causal relations. We use Poisson processes and operations
over these processes to describe the functional relationships
between variables, which provide the structure by which we
identify and organize kinds of events.

Our focus in this paper is on causal induction from se-
quential point processes — sequences of events that are tran-
sient moments in continuous time. This is an important case
for modeling causal induction, describing a wide range of
real-world settings in which people perform causal induc-
tion such as trying to infer which particular interaction with
which particular other person led to coming down with the
flu. Bramley, Gerstenberg, and Lagnado (2014) raise a con-
cern that these cases present a challenge for the continuous-
time causal network approach presented by Pacer and Grif-
fiths (2012).

The paper will proceed as follows. We review Poisson
processes, which form the foundation for the rest of the pa-
per. We introduce a physical analogue of these formal struc-
tures to provide intuition to the underlying mathematics of
nonhomogeneous Poisson processes. These processes form
the basis of our framework when combined with probabilis-
tic graphical causal models. We then successfully apply the
framework to Experiment 2 from Lagnado and Speekenbrink
(2010) — a paradigm for human judgments of causal struc-
ture from sequences of point events. We then discuss the im-
plications of this work for statistical and mechanistic theories
of human causal reasoning.

Formal Foundations
In this section we describe formal foundations for our frame-
work (cf., Pacer & Griffiths, 2012). We explain a class of
point-process models (processes that describe the occurrence
of point-events which have a location, but no measurable du-
ration) called Poisson processes that are defined in terms of
a space and a positive rate function that gives the expected
number of events to be found in any subspace. This rate-
function will depend upon the identity and time of events
that occur during the course of the processes’ activity (cf.,
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Simma & Jordan, 2010; Blundell, Beck, & Heller, 2012). To
accommodate this kind of conditional intensity function we
use nonhomogeneous Poisson processes (NHPPs), whose rate
functions are not constant.

We will first describe two ways of looking at homogeneous
Poisson processes: arrivals and rates. After developing an
intuition for Poisson processes with constant rate functions,
we will then consider the general case of NHPPs and how
to model sequences of point events in terms of a generative
model that iteratively analyzes individual arrivals relative to
the rates induced by previous arrivals.

Poisson Processes: Arrivals and Rates

Poisson processes can be interpreted in a number of ways that
lend themselves more or less easily to different applications.
We will describe Poisson processes in two senses: the ar-
rival process sense and the rate-of-events sense.1 Sequences
of point events can be described sequences of successive ar-
rivals, making the arrival perspective convenient for comput-
ing point event likelihoods. But it is easiest to conceive of the
causal effects of point events in terms of their altering event
rates. Both perspectives prove useful.

Arrivals The arrival sense can be understood by anyone
who has ever waited in a queue. You will have to wait some
amount of time before your turn, and we can assign a prob-
ability that you will be served by time t. If you were next
in the queue and it were governed by a homogeneous Pois-
son Process with rate λ, the waiting time distribution of being
served by time t would be an exponential distribution with
mean 1

λ (t ∼ Exp( 1
λ) ∶ p(t) = λe−λt ). Interestingly, this distri-

bution is memoryless, such that, regardless of how long we
have waited, we still expect to wait the exact same amount of
time — it has no memory of how long it has been since the
last event. This memorylessness property does not hold for
the general class of NHPPs.

Rates Equivalently, we can count the number of events that
occur in a measurable time-period, rather than looking at the
delays between each event. Poisson processes define a “rate”
of events, which describes the expected count of events to
occur in any interval. A homogeneous Poisson process has
a constant rate, λ, and for a time interval with length ∣τ∣ we
can expect to see event-count distribution governed by a Pois-
son random variable, with mean (λ∣τ∣). In the case of nonho-
mogeneous Poisson processes, we will have a rate-function
defined over time λ(t). Integrating this function over some
time-interval defines how many events are expected to occur
(i.e., for τ[a,b) the expected event count is ∫τ[a,b) λ(s)ds).

1Poisson processes can be defined over higher dimensional
spaces (e.g., R3) than the real line. This complicates the arrival per-
spective, which implicitly relies on the order that events “arrive”.
The event-rate perspective is unchanged in higher dimensions; in
that sense it could be said to be more “fundamental” than the ar-
rival perspective. In this paper, for simplicity we focus on processes
defined over time ([0,∞)).

Combining Perspectives The arrival perspective gives us a
probability distribution over intervals of time (i.e., intervals
defined from now until the next event arrives), while the rate-
of-events perspective gives us an instantaneous measure of
event likelihood which is comprehensible only in terms its
integration over intervals of time. The former is more use-
ful in cases where events are analyzed one at a time. For
example, when simulating dependent event sequences or cal-
culating the probabilities of event sequences in terms of the
likelihood of each event’s occurrence given the previous rele-
vant occurrences. In our model of Lagnado and Speekenbrink
(2010), we will use this perspective to define the likelihood of
each inter-arrival period conditional on the previous events.

The rate-of-events perspective is useful when simulating
many events when the rate is independent of the particular oc-
currence of the events. The rate perspective is also useful for
calculating event likelihoods, when the interval during when
the events occurred is known, but the exact occurrence times
are unknown. Pacer and Griffiths (2012) use this technique to
analyze the data given to participants in Greville and Buehner
(2007) in which data were presented in a tabular form that de-
scribed the day during which bacteria died but not the exact
timing of the events. This property allows us to recover a
trial structure from continuous-time by integrating over inter-
vals of time and treating occurrences within those intervals as
events that occurred in those trials.

Most importantly for our uses, it is most straightforward
to see causes as altering the rate-of-events and then comput-
ing an expected wait-time distribution based on those altered
event rates. Describing effects in terms of rate changes will
be the key to the causal aspect of our framework. Fortunately,
Poisson processes have two closure properties, superposition
and thinning, that allow us to create continuous time analogs
of noisy-OR and noisy-ANDNOT (for more details, see Pacer
& Griffiths, 2012).

Superposition and Thinning in Poisson Processes
This section will develop a rough physical model to aid in
thinking about NHPPs as formed by functions on homoge-
neous Poisson processes. Namely, we aim to provide an intu-
ition for the superposition and thinning closure-properties of
homogeneous Poisson processes from the rate-of-events per-
spective. We do so by sketching a mechanistic picture of a
particle emission system that exhibits these properties.

First, consider a decaying radioactive material which re-
leases particles at a constant rate, λ. With a particle detector
around the material you record the time-stamp at which parti-
cles hit the detector. A particle is expected to hit the detector,
on average, every 1

λ s. This detector will then be recording a
homogeneous Poisson process with rate λ.

Suppose you were to place a barrier to block some of the
paths leading from materials to the detector (call the propor-
tion blocked π ∶ 0 ≤ π ≤ 1, as in the parameter associated with
the orange filter in Figure 1). From the detector’s perspec-
tive, events associated with particles blocked by a filter are
events that never occurred. This process is known as filtering
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Figure 1: Particle emission detector model for visualizing su-
perpositioning and filtering Poisson processes. Color distin-
guishes particle origins prior to detection, with color lost in
detection. Filtered events are never detected.

the Poisson process, and if π is independent of the generating
process, filtering gives a Poisson process with rate (1−π)λ.

Suppose you were to place another radioactive material in
the detector, of a different kind than the original, but which
did not interact with the original radioactive material (see the
blue and green materials in Figure 1). From the perspective
of the detector, there is no difference between the particles
hitting it from different materials — it only knows that a par-
ticle hits it and when it hits it. If we suppose the rate of this
new material’s emitting particles is constant at λ1, then the to-
tal set of events would be a Poisson process with rate λ+λ1.
This is the superposition property of Poisson processes: if
jointly independent, the union of the events from two Poisson
processes will be a Poisson process whose rate is their sum.

Superposition and thinning allow us to see how the rates
of Poisson processes can change without altering their under-
lying structure. We can apply these transformations at par-
ticular times or intervals of time, thereby producing and in-
crease (via superposition) or a decrease (via thinning) in the
rate of events while at all times maintaining its identity as a
Poisson process. Applying superposition or thinning as time-
dependent functions thus allows one way to create NHPPs that
nonetheless can be understood in terms of component pro-
cesses and their transformations.

Causal Graphs and Sequential Point Processes
With superposition and thinning in our tool belts, we can dis-
cuss causal point processes feeding back into themselves. By
applying thinning and superposition dependent on time we
can build NHPPs from component processes. If we apply su-
perposition and thinning functions relative to the occurrence
of events at particular times (e.g., by scaling their effects rel-
ative to the distance from the events’ occurrence time), then
we can define NHPPs relative to the occurrence of particu-
lar events. If we then define the set of events capable of
evoking changes in the Poisson process as themselves being
the outcome of Poisson processes (see also Blundell et al.,

2012), then we have successfully managed to create a system
of causal relations in terms of Poisson processes.

It is worth noting that if we want to describe the causal
effects of point events at all, we will need some form of in-
fluence function that lasts beyond the occurrence of the point
event. Because point events are instantaneous, if a cause’s ef-
fects last while cause persists the effects would have to occur
at that same instant. But we are seeking to model causal re-
lations that are not only embedded in a moment in time, but
across time. We need to consider how events that occur at one
point and time can influence events – or, more precisely, the
underlying rate of events – at later time points and intervals.

We need a way to describe what kinds of things exist
which things are related to one another and in what ways
they are related — i.e., we need an ontology, plausible re-
lations, and functional forms (Griffiths & Tenenbaum, 2009).
Probabilistic graphical models are formal structures for ex-
pressing stochastic dependencies between variables. But are
our events valid variables? To define a set of possible graphs
over variables, we usually need to know what those variables
are. Given that we do not know when events will occur events
would make events a bad candidate for graphical nodes. Fur-
thermore, there’s no obvious way to say whether event at
time t0 counts as the “same” event (or even kind of event)
as that which happens at t1. Without some other information
we would be left with a proliferation of variables equal to
the number of events we observe. Instead, we will consider
the case where events have signature identities that identify
which sequence of events each event belongs to. These se-
quences will be our variables. Both events and variables fea-
ture in our ontology, but the graphs will be defined over po-
tential relations between variables which will be associated
with sequences of point events. Events will be the compo-
nents through which variables actually affect one another.

As in Griffiths and Tenenbaum (2009), to compute pos-
teriors over graphs, we will need a prior over the possible
relations between variables. Often this will be made easier
by knowing (from our ontology) which things are potential
causes of which effects. When all possible binary relations
could be graphs it is a challenge not because it is difficult to
impose a prior per se, but because of how rapidly the number
of graphs grows in terms of the number of variables. This
is especially pernicious because by using continuous-time
causal networks, we can represent directed cycles as easily as
any other relationship, which allows even more graphs than
in the traditional causal Bayes nets framework.

For each of these relationships, we will express a func-
tional form defining how variables relate to one another. In
particular, we need to relate the kind of relationship between
variables (e.g., generative, preventative) to the how the in-
fluence of particular events associated with those variables
changes over time. Our approach is to see an event(t′) in the
cause-variable’s event set as inducing a NHPP on the vari-
able’s child nodes. For generative causes, the NHPP starts
with a maximum rate(ψ) immediately when it is triggered
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with the rate decaying exponentially according to a decay
rate(ϕ) scaled distance from the cause event ((t − t′)). This
produces a NHPP with rate function λ(t) =ψe−ϕ(t−t′).

We compute likelihoods for events sequences as follows.
We compute a likelihood for an event using the rate function
of its associated variable during its wait-time interval. We
then update the rate functions for variables that are effects of
the variable associated with the event, and iterate this process
until we exhaust the event sequence. The waiting-time likeli-
hood for each event can be further broken down into waiting-
time likelihoods for the Poisson process composing its vari-
able’s rate function at the instant the event occurs. Note that
from the superposition perspective an event’s waiting-time
implies that none of the variable’s processes produced events
until the point when the event in question occurs.

The general form of the cdf (cumulative density function)
of the waiting time distribution until the first event of a NHPP
with time-dependent rate function λ(⋅), is:

F(T ≤ t) = F(t) = 1−exp(−∫
t

0
λ(s)ds).

This can be converted to a pdf by taking the derivative accord-
ing to t, which (assuming that the derivative exists) becomes,

p(t) = λ(t)exp(−∫
t

0
λ(s)ds).

Modeling Continuous Event Streams:
Lagnado & Speekenbrink, 2010

In this section we will model Experiment 2 from Lagnado and
Speekenbrink (2010) using the formal elements described in
Pacer and Griffiths (2012) and above. As mentioned, Bramley
et al. (2014) raised a concern that the framework described
in Pacer and Griffiths (2012) does not address “sequences of
point events”. Here, we apply this framework to modeling
data from real-time event streams, characterizing sequences
of point events and using them for computing the same infer-
ences Lagnado and Speekenbrink (2010) asked of their par-
ticipants. Moreover, our models’ judgments closely match
average human responses, which suggests the framework suc-
ceeds both at characterizing the sequences of point events and
at producing models capable of causal inference that compa-
rable to that of human beings facing the same problems.

Experiment Description
Experiment 2 of Lagnado and Speekenbrink (2010) has the
form of participants observing a continuous sequence of
events (as a video) that represent the time-course of various
kinds of seismic activity, specifically three kinds of seismic
waves (which we shall refer to as A, B, C) and earthquakes
(E). The goal of the participants was to infer which (if any)
of the seismic waves were the cause of the earthquakes.

Earlier work suggests people will lessen their judgments of
causal attribution between two variables if there is a longer(or
more variable) delay between the occurrence of two events.

However, this could either be because there is something spe-
cific about long delays between causes and effects, or that
longer delays allow more opportunities during which other
events could occur that are not causally related, thus weak-
ening the connection between the original two variables of
interest.2 According to the design of the experiment – un-
known to the participant – only one of the types of wave(A)
was a cause of earthquakes, but sometimes non-causal waves
would occur in the interval of time between the cause and its
effects. This allows us to disentangle the two explanations for
reduced causal strength due to longer delays. The length of
time between the cause and its effect and the commonness of
mid-interval events’ sometimes were the primary differences
between the experimental conditions.

The experiment had a 2× 2 structure. DELAY-LENGTH
could be LONG (mean delay between cause and effect = 6s) or
SHORT (mean delay between cause and effect = 3s) — in both
the standard-deviation is 0.1s. The probability a non-cause
event occurred between the cause and the effect was LOW
(≈ 35% of the time a non-cause event would occur between
a cause and its effect) or HIGH (≈ 65%). These probabili-
ties are approximate because the event sequences were ran-
domly sampled and so cannot be expected to exactly match
expected percentages. The authors chose delay distributions
between the occurrence of cause and lure events to produce
these probabilities in aggregate across samples.

They generated sixty datasets per condition that repre-
sented the time-stamps and identities of events that occurred
in the movie. Of these, the first twenty datasets were used,
with each of twenty participants participating in all four con-
ditions exactly once. They were told that each animation
would last no more than 10 minutes.3

After each video participants were asked to provide judg-
ments about the seismic waves that they had just observed.
Participants were first asked to rate the extent to which each
wave was a cause of earthquakes on a scale of “0 (does not
cause the effect) to 10 (completely causes the effect)”. This
provides an “absolute” judgment of each wave’s causal prop-
erties since the rating provided for one of the waves did not
constrain the rating provided for the other waves. Participants
were then asked for “comparative ratings, in which they di-
vided 100 points amongst the three types of cause.”

Building the Model
We treated the problem as one of structure induction. That is,
given the knowledge that there are three possible cause vari-
ables ({A,B,C}) of the effect in question (E) and the data D,
we want to infer a posterior over the possible graphs linking

2We should note that “more opportunities” is actually somewhat
misleading as opportunities in plural form suggests that there would
be a countable number of opportunities during which these events
could intervene. It is more accurate to say that long delays allow for
a larger, continuous amount of “opportunity”(a mass noun).

3Though participants did see multiple conditions, we treat each
trial independently rather than attempting to detect order effects.
While we acknowledge its potential usefulness, addressing this is
outside the scope of our analysis.
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the causes to the effects. Then we will use this posterior to
compute measures analogous to those given by participants.

Graphs and Parameterization We considered graphs with
any subset of three potential independent causes {A,B,C}.
All causal links were generative and non-interacting with the
other causal links. Thus the total rate of effects under a graph
would be the superposition of all Poisson processes induced
by the activity of cause-events according to the graph. As de-
scribed in Pacer and Griffiths (2012) this is the continuous-
time analog to the Noisy-OR parameterization of a causal
graph. Because causes were independent according to all
graphs, the likelihood of their occurrences can be removed
from our likelihood calculations.

In addition to a base-rate process PPλ∅ , which we assumed
was a homogeneous Poisson process with rate λ∅, we allowed
each cause-event (t[X]d ) to initiate a NHPP with maximum rate
(ψX ) that decays exponentially(ϕX ) relative to the the distance
from the cause event(∣t − t[X]d ∣).

We sampled these parameters in a similar manner to
Pacer and Griffiths (2012). We use uniform random vari-
ables (u ∼U(−10.1,10.1)) under a transformation (λ∅ = eu)
to determine our initial timescale (in seconds), which acts
as our base-rate PP. This creates a approximate scale-free
baseline parameter (λ∅ ∼ 1

λ∅ ) from which other parameters
can be sampled. We sample ψX ∼ Γ(λ∅,1) (the maximum
rate induced by a single event of type X occurring) and
ϕX ∼ Γ(λ∅,1) (the rate at which the intensity decays accord-
ing to the distance in time from that instance) associated with
each potential cause X ∈ {A,B,C}. Each cause instance(t[X]d )

produces a NHPP with rate function ψexp(−ϕ(t − t[X]d )).
Because the baseline distribution is scale-free and defines

other scales, these parameters are not “fit to the data”. A
“misfit” baseline scale produces overflow, underflow or other
numerical and computational issues that result in model fail-
ure. But, any success can only stem from the model’s struc-
tural commitments and the relation to the modeled data.

Data The data used to generate stimuli in Lagnado and
Speekenbrink (2010) are organized by the time-step (in mil-
liseconds) that an event occurred and the identity of the kind
of event (i.e., A,B,C or E). Though there were sixty gener-
ated sequences consistent with the design principles of their
experiment, we used only the first twenty which corresponded
with the conditions that they ran in their study.

Structure Inference For each graph (Gα ∈ G) and dataset
(D) we take our sampled parameters({Θ}m∈{1,...,M}; for us,
M = 200000) and compute:

L(D∣Gα) ≈
1
M

M

∑
m=1

exp(ℓ(D∣Gα,Θm))

We compute log-likelihoods (ℓ(⋅)) under Gα and Θm as fol-
lows. For computational efficiency, we eliminate events do
not alter other events (e.g., under graph B→ E, we consider
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Figure 2: Top: Mean absolute judgments, Experiment 2 of
Lagnado and Speekenbrink (2010). Bottom: mabs model.

likelihoods of E- and B-events but eliminate A- and C-events).
Using the reduced event set ({0,t1, . . . ,ti, . . . ,tn}), we can par-
tition the observation interval and considering each interval
× event-identity pair τt j ,t j+1 × (X j,X j+1) ≡ τ j conditioned on

previous events associated with cause X (t[X]d ∀d ≤ j) we can
calculate the log-likelihood. The total log-likelihood:

ℓ(D∣Gα,Θ) = −Λ(t0,tn)+λ{t}n
0
,

where Λ(0,tn) is the log-likelihood component of the intervals,

Λ(0,tn)=λ∅(tn−t0)+∑
τ j∈D
[∑

X ,
X→E∈Gα

[ψX
ϕX
(e−ϕX t j −e−ϕX t j+1)∑

t[X]d ≤t j

[eϕX t[X]d ]]],

and λ{t}n
0

is the log-likelihood component of the point events,

λ{t}n
0
= ∑

t j∈t
[E]
j

[ log(λ∅+∑
X ,

X→E∈Gα

[ψX(e−ϕX t j) ∑
t[X]d ≤t j

[eϕX t[X]d ]])].

Using the likelihood estimate(L) plus the prior for each
graph (in our case, uniform over graphs p(Gα)∝ 1,∀α), we
can then compute the posteriors for all graphs.

p(Gα∣D) =
L(D∣Gα)× p(Gα)

∑Gα∈G (L(D∣Gα)× p(Gα))

Comparison to Human Responses People judged causes,
not graphs; we need a way to map posterior probabilities
p(Gα∣D) to causal judgments. Lagnado and Speekenbrink
(2010) asked participants for absolute measures (assign each
potential cause a value on scale from 0 to 11) and comparative
measures (assign a total of 100 points to the three causes).

We will model judgments as statements about structure in-
ferences (not strength estimations). We interpret the absolute
score in terms of a probability that a particular variable is
thought to be present by marginalizing over the probabilities
given to the graphs that include that variable is a cause. I.e.,

mabs(X ∈N; p(G∣D)) = ∑
Gα∶(X→E)∈Gα

p(Gα∣D)
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Note if the complete graph were to receive all the probabil-
ity measure, then mabs(A), mabs(B), and mabs(C) would each
equal 1, and so their sum would equal 3. Thus, this is not a
probability measure in the usual sense because we have not
defined probabilities over causes, but over graphs.

However, by normalizing by the sum of these measures
over all nodes, we can adapt the absolute measure to saying
something about the comparative importance of the different
nodes in producing the effect. This will sum to 1, but still
should not be interpreted as anything like a direct probability
of the cause being present.

mcomp(X ∈N; p(G∣D)) =
∑Gα∶(X→E)∈Gα p(Gα∣D)
∑x∈N∑Gα∶(x→E)∈Gα p(Gα∣D)

Finally, we could consider the comparative prompt as imply-
ing that there is only one cause, and so we should only con-
sider those graphs which attribute a single cause for produc-
ing the effect in question. In fact we can say that under the
restriction that only one cause may exist the graph including
X as its sole cause is the measure of the comparative impor-
tance of X (since it is the only graph with that cause).

munique(X ∈N; p(G∣D)) = p(X → E ∣D)
∑X∈{A,B,C} p(X → E ∣D)

Results
We find an excellent fit between our models’ predicted
values and average human judgments for both absolute
(r ≈ 0.93, p < 10−5, see Figure 2) and comparative judgments
(mcomp ∶ r ≈ 0.96, p < 10−5; munique ∶ r ≈ 0.98, p < 10−7, see
Figure 3) of the different kinds of waves’ causal importance.

Discussion
Learning from streams of events unfolding in continuous time
is an important case to consider in studying human causal in-
duction. We have shown how this case can be accommodated
within the framework of Pacer and Griffiths (2012), success-
fully predicting mean human judgments of real-time event
streams used in Lagnado and Speekenbrink (2010). We know
of no other framework that has been brought to bear on real-
time event streams.

Often, statistical frameworks of theories of human causal
inference are contrasted with mechanistic theories. The kinds
of arguments used against statistics are that they neglect to in-
clude information about temporal and spatial characteristics
of the modeled processes. We have seen success in modeling
causal induction that relies explicitly on the temporal aspects
of events. We see this as a step towards reconciling mecha-
nism and statistics. More sophisticated graphical models can
be built that articulate complex causal mechanisms that are
sensitive to particular temporal and spatial properties. This
gives a hope for dissolving statistical-mechanistic divide and
the birth of a new synthesis with statistical inferences com-
puted over mechanistic theories.
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Figure 3: Top: Mean human comparative judgments from
Lagnado and Speekenbrink (2010). Middle: mcomp model.
Bottom: munique model.
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Abstract

Although gaze can be directed at any location, different lo-
cations in the visual environment vary in terms of how likely
they are to draw another person’s attention. One could there-
fore weigh incoming perceptual signals (e.g., eye cues) against
this prior knowledge (the relative visual saliency of locations
in the scene) in order to infer the true target of another person’s
gaze. This Bayesian approach to modeling gaze perception has
informed computer vision techniques, but we assess whether
it is a good model for human performance. We present sub-
jects with a “gazer” fixating his eyes on various locations on
a 2-dimensional surface, and project an arbitrary photographic
image onto that surface. Subjects judge where the gazer is
looking in the image. A full Bayesian model, which takes im-
age saliency information into account, fits subjects’ gaze judg-
ments better than a reduced model that only considers the per-
ceived direction of the gazer’s eyes.

Keywords: gaze; Bayesian modeling; social perception; so-
cial attention; visual saliency

Introduction
Another person’s gaze direction is a strong cue for where this
person may be directing his or her visual attention, and there-
fore helps one to infer what may be on his or her mind. Ad-
ditionally, because people (and other animals) tend to direct
their visual attention to the informative and behaviorally rele-
vant areas of the environment (Mackworth & Morandi, 1967),
the ability to infer attention also provides hints as to the im-
portant things that may be happening in the immediate envi-
ronment (Byrne & Whiten, 1991). Given that the direction
of another person’s eye fixation is a basic cue for tracking
gaze (and therefore, attention), the human visual system has
evolved to process this perceptual signal with remarkable ac-
curacy and efficiency (Cline, 1967).

Nevertheless, the perceptual signal extracted from another
person’s eyes is noisy and ambiguous. As such, other cues
like head position (Wallaston, 1824; Ken, 1990; Langton,
2000) also inform the judgment of gaze direction. But ad-
ditionally, if one has reliable intuitions about where in the vi-
sual scene another person is likely to direct his or her gaze—a
priori of perceiving the signal from his or her eyes—then this
prior information could potentially be integrated with the eye
cue to improve the inference of gaze direction.

This basic approach—combining perceptual cues from the
target person’s eyes (or head position, etc.) with the visual
saliency of the scene—has been exploited in computer vi-
sion to improve machine performance both in the discrim-
ination of gaze direction (Hoffman, Grimes, Shon, & Rao,
2006; Yücel et al., 2013) and in the related task of identify-
ing where another person is pointing (Schauerte, Richarz, &
Fink, 2010). And although it has been speculated that human

gaze perception may employ a similar mechanism, this re-
mains untested. Thus, we here ask whether a Bayesian model
that incorporates a visual saliency map as a prior can account
for actual human subjects’ performance better than one which
ignores this information, and uses only the eye cues.

Our experimental subjects view photographs of another
person gazing at various locations on a partially transparent
surface situated between him and the camera. The subjects
are instructed to indicate where on this surface this other per-
son is looking; we define this task computationally as the
inference of the location [x,y] where the photographed indi-
vidual is gazing within the continuous 2-dimensional plane
(Gx,y) given the gaze directional cue from the eyes of the per-
son (D) and the image presented in that plane (I). Bayes’ rule
yields the posterior probability distribution, continuous over
the 2-dimensional hypothesis space:

p(Gx,y|D) ∝ p(D|Gx,y)p(Gx,y). (1)

In our treatment, the prior—p(Gx,y)—is equivalent to the
relative visual saliency of location [x,y] within image I, where
saliency is some model of where people are a priori likely to
direct their visual attention and fixation.

One example of how human gaze perception incorporates
prior information under conditions of uncertainty is that peo-
ple show a prior bias that another person’s gaze is directed to-
ward them (Ken, 1990; Mareschal, Calder, & Clifford, 2013).
This empirical finding makes sense given basic intuitions
about human nature. That is, other people’s faces (including
one’s own) would naturally be regions of interest in a coun-
terpart’s visual scene (Yarbus, 1967), and even the most mun-
dane face is surely more interesting than, say, the empty space
immediately to the left and right of it.

However, it should be clear that indeed all of the locations
in the counterpart’s visual environment (including one’s own
face) are salient to varying degrees—that is, a priori more
or less likely to capture the other person’s visual attention.
Thus, we predict that that prior considerations with respect to
presumed visual saliency should, in the general case, factor
into human gaze perception.

Methods
Subjects
23 undergraduates at Indiana University received course
credit for their participation in the experiment.

Stimuli
Photographs of the “gazer” We took a set of photographs
of a young man (the “gazer”) seated behind a glass surface.
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Blocks 2-5Block 1
1400 ms

500 ms

1400 ms

500 ms

Wait for click

Figure 1: After the presentation of a fixation cross for 1400 ms, the scene appeared. After 500 ms, a mouse cursor appeared
as a red square at a random location within the projected image (this image was a photograph in block 1, and uniform gray in
blocks 2-5). The subject indicated with a mouse click where he or she thought the gazer was looking. After the subject clicked,
the next trial began. (Note: The fixation crosses and red mouse cursors are enlarged in this figure to be more visible.)

In each photograph, the gazer fixated his eyes on a differ-
ent location on the glass surface, where a grid of points had
been marked (later, these marks were digitally removed from
the photographs, leaving no observable trace). Though other
cues (such as head position) can also be exploited to infer
the target of gaze, for this experiment we aimed only to vary
the eye cues among these photographs. Therefore, the gazer
maintained minimal head and body movement as he fixated
on the various locations on the glass surface.

The height of the origin of this grid of points, the camera
lens, and the center point between the gazer’s eyes was 125
cm. The glass surface was 115 cm from the gazer’s face, and
the glass surface was 160 cm from the camera. The gazer’s
face was lit from above, both from the left and right, so as to
avoid casting heavy shadows on his face. The photographs
were taken with a Canon EOS Digital Rebel XT camera, a 50
mm lens, 1/125 s exposure time, and no flash. The original
resolution of these photographs was 3456×2304 pixels.

Thirty-three photographs were used in the experiment, cor-
responding to when the gazer had been fixating on 32 respec-
tive points in a lattice spread over 7 rows and 9 columns (the
first row had 5 dots spaced at even 10 cm intervals, the second
row had 4 dots with the same spacing but shifted 5 cm, the
third row had 5 dots, and so on), plus the origin (i.e. straight
ahead, and directly into the camera).

The experiment was presented on a 2560×1440 pixel dis-
play. One of the 33 photographs of the gazer appeared in ev-
ery trial of the experiment, within a 1200×800 pixel window
at the center of the display. The unused, background portion
of the display (falling outside of the edges of the 1200×800
pixel window) was made gray.

For every trial, a rectangular gray frame (inner dimensions:
550×733 pixels; outer dimensions: 570×753 pixels) was su-

perimposed on the photograph. When the gazer had been
photographed, he had always fixated on locations that would
have fallen within this gray frame. Either an image (for block
1) or uniform gray (for blocks 2-5) was presented within the
rectangular gray frame in each presented scene, and alpha
blended (at alpha = 180, where 0 is fully transparent and 255
is fully opaque) with the background photograph of the gazer
(see Fig. 1). For the subject, this created a perceptual effect
akin to the subject and gazer being on opposite sides of a par-
tially transparent surface, with the gazer’s silhouette faintly
visible through it. Only a tight ellipse around the gazer’s eyes
was fully visible through the image, with the area around the
eyes smoothly transitioning to greater opacity. Thus, in either
condition (projected image, or uniform gray), the gazer’s eyes
were made fully visible to the subject, and presented simulta-
neously with the supposed target of his gaze.

Projected images For the first block of trials, images were
projected onto the plane upon which the gazer had fixated.
The 165 color images (provided by Judd, Ehinger, Durand,
& Torralba, 2009) included a wide range of indoor and out-
door scenes, some containing and some not containing peo-
ple. These images were originally 768×1024 pixels, but were
resized to fit the presented 550×733 frame.

Procedure

The experiment consisted of 5 blocks, each consisting of 165
trials. The subject took a 5 minute break after the 3rd block.

Before the first trial of each block, four photographs were
displayed in succession, each for 1 s. In these four pho-
tographs, the gazer was fixated on four respective locations
(marked with 8×8 pixel black squares) near the four respec-
tive corners of the gazed-upon glass surface. This was a “cal-
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ibration” of sorts for the subject, who could get a sense of
how the gazer’s eyes were positioned when he had been pho-
tographed fixating on the extremes of the glass surface.

Each trial began with a black fixation cross, presented at
the center of the screen for 1.4 s against a gray background.
The subject was then presented with a static scene. Over the
course of each block, these scenes featured each of the 33
photographs of the gazer (fixating on 33 respective locations)
5 times, with these 165 total trials being randomly shuffled.

For the first block, one of 165 color images (from the Judd
et al., 2009 set) was randomly assigned to each of these 165
trials and projected into the frame in front of the gazer; thus,
the projected image and the direction of the subject’s gaze
in the photograph were randomly paired. For the 2nd-5th
blocks, the frame in front of the gazer was filled with a uni-
form gray.

500 ms after the presentation of this scene, a 10×10 red
square appeared at a random location within the frame, and
could be controlled by the mouse. After the time when this
red cursor appeared, the subject could indicate with a mouse
click where, within the frame, he or she believed that the
gazer was looking. There was no enforced time limit for this
task, and the entire scene remained on the screen until the
subject responded. After the subject clicked, the next trial be-
gan. The experimental procedure for each trial is illustrated
in Figure 1.

Bayesian Model
The likelihood: Using eye cues Computational treatments
of the problem of discriminating the target of another per-
son’s gaze from eye and head cues (e.g., Kim & Ramakrishna,
1999; Hoffman et al., 2006; Yücel et al., 2013; Gao, Harari,
Tenenbaum, & Ullman, 2014) often model gaze as a vector or
blurry cone emanating from the gazer’s face and intersecting
with surfaces in the environment. A complete, self-contained
algorithm for judging another person’s gaze would employ
one of these rigorous computer vision approaches in order
to compute what we here define as the likelihood function:
L(Gx,y|D).

We instead derive the likelihood function empirically from
each subject’s gaze judgments recorded during blocks 2-5
(These were the trials for which the gazer was presented as
viewing a uniform gray surface). We associate each photo-
graph of the gazer—associated with the gazer’s eyes being
fixated in 1 of 33 directions—with a 2-dimensional likeli-
hood function, which we assume to be elliptical (a bivariate
Gaussian distribution). This assumption of an elliptical shape
makes sense if one imagines a cone of gaze emanating from
the gazer’s eyes, because the intersection of this cone with
the gazed-upon planar surface would be elliptical in shape
(indeed, this the geometric definition of an ellipse, one of the
basic types of conic section).

After collecting responses from each subject as he or she
cycled 20 times through the complete set of 33 eye direc-
tions, we estimated the mean (µ) and 2×2 covariance matrix
(Σ) of all 33 Gaussian ellipses comprising a complete set of

personalized likelihood functions. Each of these probabilistic
2-dimensional likelihood maps was renormalized to sum to
1. For an example of a likelihood map derived for one subject
and one of 33 directional cues from the eyes, see Figure 2.

Figure 2: Likelihood. Subjects indicated where they thought
the person in the photo was looking, within a uniform gray
area. The “gazer” was shown fixating on each of 33 target lo-
cations within the frame, 20 times per subject. Here, the white
dots represent the 20 locations selected by one actual subject
(via mouse click) when presented with this same scene. We
fit a Gaussian ellipse to these 20 points (superimposed here
on the scene), and this ellipse enters into the computational
model as the likelihood function with respect to this particu-
lar directional cue from the eyes of the gazer.

The prior: Using saliency information We hypothesized
that it would be expedient for the human visual system to ex-
ploit a model of where people are a priori likely to look in
a scene. Many computer vision models have already been
developed to serve precisely this function—predicting where
human observers are likely to fixate their visual attention in a
given image (e.g., Itti, Koch, & Niebur, 1998; Harel, Koch, &
Perona, 2006; Rezazadegan, Rahtu, & Heikkilä, 2011)—and
the performance of many of these models has been systemat-
ically benchmarked at saliency.mit.edu.

We used the saliency model put forth by Judd et al. (2009),
because they make freely available a.) MATLAB code for
their saliency model, b.) a set of images against which their
saliency algorithm has been validated, and against which
other algorithms have been tested for comparison, and c.)
pre-computed saliency maps corresponding to these images.
The Judd et al. algorithm incorporates low-level visual fea-
tures (e.g., intensity and color contrast), higher-level features
(e.g., face detection), and a prior bias toward the center. We
selected a subset of 165 images they provide, on the basis
that they were all of a consistent size (768 × 1024 pixels).
We incorporate these images’ corresponding, pre-computed
saliency maps as the prior in our Bayesian model of human
gaze perception. See Figure 3 for an example of a saliency
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Figure 3: Prior. During the first block of the experiment,
images were projected into the frame, and subjects indicated
where in the picture they thought the person in the photo was
looking. Here, we superimpose the saliency map correspond-
ing to this particular image, a continuous 2-dimensional func-
tion that enters into the computational model as the prior.

map corresponding to one of these 165 images.

The posterior: Combining the eye cue with image saliency
The posterior distribution outputted by the Bayesian model
(given a photograph of the gazer fixating in a particular direc-
tion, and a particular gazed-upon image with a correspond-
ing saliency map), is the pixel-by-pixel multiplication of the
likelihood map (p[D|Gx,y]) and saliency map (p[Gx,y]). After
this multiplication, the posterior distribution is renormalized
to sum to 1. The resulting map is a hybrid of the two maps
giving rise to it. The full Bayesian model indeed exploits the
saliency map, but typically only within the neighborhood of
locations where the gazer may have plausibly been looking,
given the direction of his eyes.

Results
Validation of the likelihood model
Our model of the likelihood function—33 ellipses fit to gaze
judgments in blocks 2-5—was first validated for each subject.
This approach was cross-validated by fitting ellipses to the
subject’s responses during three of these blocks, and testing
how well they predicted responses on the fourth block. This
leave-one-out cross-validation was done each of the four pos-
sible ways (leaving each of the four blocks out as the test set).
The main diagonals of the covariance matrices Σ of all 33
ellipses were multiplied by one additional parameter, which
was optimized for each subject via this same cross-validation
procedure. This multiplication procedure increased the vari-
ances of the likelihood function ellipses in a manner that in-
creased their predictive power.

The cross-validated performance of the likelihood model
was good and remarkably consistent across subjects. For
most subjects, multiplying the variances of the fit ellipses by

Figure 4: Posterior. The posterior probability outputted by
the Bayesian model (superimposed here on a screenshot from
the experiment) is a multiplication of the likelihood function
(given this gaze direction) and prior (given this image). For
this particular trial, we present one possible location a sub-
ject may have clicked, as a small white bullseye. We assess
the model’s performance on a given trial as the likelihood of
the subject’s gaze judgment given the model’s posterior pre-
diction map.

1.6 proved to be optimal. For only one very atypical subject,
we were unable to validate the likelihood model—that is, no
parameterization of the likelihood model trained on any three
of the subject’s blocks was at all predictive of the subject’s
responses on the remaining test block. We therefore excluded
this subject from subsequent analyses.

Model assessment and comparison
We compared the full Bayesian model (outputting a posterior
distribution over the image) with a more basic model that only
relied on the perceptual signal from the eye cues of the gazer
(i.e., the likelihood model, not multiplied with the saliency
map). We tested the relative performance of these two models
in predicting the gaze judgments of subjects during the first
block of the experiment (These were the trials in which the
gazer was presented with a projected photograph—unlike in
blocks 2-5, in which the gazer was presented with a uniform
gray surface). Because the likelihood function (a component
of both models) was independently validated and optimized
for each subject with respect to the four other blocks of the
experiment, neither the full Bayesian model nor the reduced
model fit any free parameters to the responses of the subjects
in the first block.

The relative performance of these two models was first as-
sessed in terms of log likelihood ratio (LLR). For a given
trial, the gaze judgment made by the subject had a likeli-
hood given the prediction maps of either model (e.g., as in
Fig. 4). Over the subject’s 165 trials, the predictions of the
two models were compared via their cumulative likelihood
ratio. The natural logarithm of this ratio was computed for
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Figure 5: These box plots show the relative performance of the full Bayesian model compared to two other candidate models,
assessed for all 22 subjects via log likelihood ratio (LLR). The red line represents the mean LLR of these 22 subjects, the
blue box represents the 25th and 75th percentiles, and the black whiskers represent the entire range of LLRs. Left: For most
subjects, and for the average subject, the full Bayesian model outperforms the reduced model that only relies on eye cues.
Right: Consistently across subjects, the full Bayesian model outperforms a mismatched Bayesian model, computed with an
inappropriate saliency map.

each subject, with positive values favoring the full Bayesian
model and negative values favoring the reduced “eye cues
only” model. 16 out of 22 subjects’ judgments (73%) favored
the full Bayesian model (see Fig. 5A), and the cumulative
LLR across all subjects very strongly favored the full model
(209.5). For each subject, we also calculated the percentage
of trials for which the full Bayesian model was a better fit.
For 18 out of 22 subjects (82%), the Bayesian model was the
better fit on the majority of trials. And for the average sub-
ject, the full Bayesian model was preferred on significantly
more than half of trials (M = 61%, SD = 14%, t[21] = 3.69,
p = .001).

These data confirmed our hypothesis that subjects would
exploit prior information about the relative saliency of loca-
tions in the gazed-upon image, in addition to using the direc-
tional signal computed from the gazer’s eye cue.

To provide additional context for the assessment of these
two models, we reran the full Bayesian model, but instead of
feeding the model the appropriate saliency map correspond-
ing to the gazed-upon image in a given trial, we mismatched
each image with a saliency map corresponding to one of the
other 164 images in the set. The motivation for the assess-
ment of this mismatched Bayesian model was to examine
whether the true Bayesian model had improved the perfor-
mance of the reduced “eye cues only” model for some su-
perficial reason that was not specific to features of the par-
ticular image. If the true Bayesian model were a truly better
model of subjects’ performance, it would systematically out-
perform the mismatched Bayesian model. And indeed, the

true Bayesian model was a better fit for 18 out of 22 subjects
(cumulative LLR = 161.2; see Fig. 5B),

Finally, although most subjects (and the average sub-
ject) showed the predicted effect, we by no means wish
to gloss over the individual differences we observed (see
Fig. 5A). Not all subjects incorporated saliency informa-
tion into their strategy; indeed, 5 (out of 22) subjects ap-
parently ignored this cue such that the reduced model pro-
vided a far better fit to their gaze judgments (individ-
ual LLRs = [−23.7,−14.5,−12.8,−11.1,−8.1]). The full
Bayesian model accounted poorly for the performance of
these 5 subjects, and fit their judgments hardly any better than
a mismatched Bayesian model would have (mean LLR= 1.5).

Discussion and Conclusions
In this paper, we developed a Bayesian model for gaze per-
ception, which takes into account both cues from the gazer’s
eyes and prior saliency information present in the visual
scene. Via a quantitative model comparison, we demon-
strated that the performance of most subjects is better ex-
plained by this full Bayesian model than a reduced model
that only takes the eye cues into account. The full Bayesian
model also easily outperforms a model that incorporates in-
correct saliency information. We consider these data to be
strong preliminary support for a Bayesian account of gaze
perception, and of closely related social processes like shared
attention, gaze following and joint attention.

We emphasize that we do not mean to present this paper as
a study of how gaze perception relates to “saliency” (defined
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in any one particular way, via a specific algorithm), as a visual
feature in itself. Rather, we use computed saliency (according
to one algorithmic approach) as a simplified stand-in (that is,
a model) for the predictive computation of which locations in
a scene are expected to draw another person’s visual attention.
Most subjects’ judgments revealed that they were at least im-
plicitly sensitive to these a priori expectations, which were
apparently correlated with the output of the saliency model
we employed.

The data also appear to indicate that a subset of subjects
(20-25%) utilized only the cues from the eyes of the gazer.
These individual differences in strategy raise many questions
to be addressed in future experiments: Is the tendency to
use one strategy over the other relatively stable to the indi-
vidual? Was this saliency algorithm we used a poor model
for where some subjects expect other people will look in the
scene? What experimental conditions would favor the use of
one strategy over the other?

A Bayesian account of this social perceptual process makes
several specific predictions. For example, the noisier the per-
ceptual signal, the more the observer should rely on prior
information. This was indeed the result Mareschal, Calder,
Dadds, and Clifford (2013) observed in their study of gaze
perception; subjects’ prior bias toward direct eye contact was
modulated by the amount of noise the experimenters added
to the observed eyes. We expect that manipulations like
this could also be applied to the basic experimental frame-
work presented in this paper, with analogous results. Besides
adding noise to the gazer’s eyes (e.g., via blurring), one could
manipulate the amount of time the observer is given to view
the stimulus, the amount of time the observer is given to re-
spond, the size or contrast of the stimulus, or the distance
between the gazer and the gazed-upon surface in the scene.
The perceptual consequences of each of these manipulations
could then be interpreted within the context of this Bayesian
treatment, providing additional insight into the nature of hu-
man gaze perception.
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Abstract 

 
This work focuses on the impact of sharing contexts on 

consumers’ decision processes and purchase-amount 

decisions. Four studies, using both hypothetical and real 

(incentive-compatible) choices, find that people regularly 

purchase more in sharing (vs. non-sharing) contexts. 

Evidence is presented suggesting that a significant portion 

of this effect is driven by a cognitive bias arising in sharing 

contexts that focuses people on what they will give to 

others, and away from what they will receive from others. 

Consequences of this bias include the noted surplus in 

purchase amounts, over-consumption, and waste.  

Keywords: sharing; purchase amounts; decision processes 

 

Introduction 

This paper formally examines how sharing (vs. non-

sharing) contexts influence purchase-amount decisions. In 

contrast to non-sharing contexts in which people choose 

only for themselves, the sharing contexts of interest here 

are those in which it is announced—before purchase 

decisions are made—that the members of a group will 

share with each other (e.g., potluck dinners or group 

picnics). Rationally, unless members of a group intend to 

consume more or less in sharing contexts, there should be 

no effect of these contexts on average purchase-amount 

decisions: People will consume the same average amount 

and, thus, should purchase the same average amount. Yet, 

these sharing contexts may artificially complicate 

purchase-amount decisions by making relevant not only 

what people intend to personally consume, but also the 

amount they expect to give to, and receive from, others. 

Sharing contexts may further give rise to specific 

motivational drivers, including social norms (Becker 

2005), self-image concerns, or considerations of free-

riding off of others’ purchases (Kiyonari and Barclay 

2008)—all of which are largely irrelevant in non-sharing 

contexts. Thus, purchase-amount decisions could differ 

significantly between sharing and non-sharing contexts. 

Two factors likely to have a significant influence on 

how people approach decisions in sharing (if not all) 

decision contexts are (i) their egocentric perspectives of 

the choice context and (ii) the aspects of the choice 

context under their control. Egocentric perspectives 

(Zhang and Epley 2009) bias the manner in which 

information is perceived and/or the information to which 

one simply has access. In sharing contexts, people have 

direct (limited/no) access to their (others’) personal 

resources, motives, and intentions. Such informational 

asymmetries focus the individual on the more-easily 

accessed information (Zhang and Epley 2009), which will 

consequently tend to be more influential at the time of 

choice (Higgins 1996). Concurrently, while people have 

control over what they will purchase, consume, and give 

in sharing contexts, they are likely to have little or no 

control over what others will purchase, consume, and 

give. Together, the information and control asymmetries 

inherent in sharing contexts should bias peoples’ thoughts 

toward the amount they intend to give (and personally 

consume), and away from the amount they expect to 

receive. Given the regularity with which people make 

decisions in sharing contexts, this giving-bias is likely to 

become an ingrained aspect of their decision-making 

processes in those contexts (Amir and Levav 2008). 

Two pilot studies, using participants recruited from 

Amazon Mechanical Turk (hereafter, AMT) supported the 

existence of a giving-bias in sharing contexts. The first 

pilot study asked 25 participants the seemingly simple 

question, “What does it mean to share with someone?” 

Fifty-six percent indicated that sharing was the act of 

giving to another, 24% indicated that it was an act of 

allowing or offering others access to or the use of 

something, and 0% made any mention of either (i) 

receiving from others, or (ii) others being in debt to the 

giver. The second pilot study asked 30 participants to 

indicate (i) the type of food they would bring to a potluck, 

(ii) the amount they would bring, and (iii) how they 

decided on that amount. Fifty-seven percent indicated that 

they decided the amount to bring based on the amount 

they expected to give, while 0% indicated considering the 
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amount they would receive from others.  

We are not suggesting that people in sharing contexts 

explicitly believe they will receive nothing from others 

but, instead, that the amount they expect to receive is not 

salient or focused on at the time of the purchase-amount 

decision and, therefore, not integrated into that decision.  

To summarize, our general hypothesis is that people, 

despite not intending to consume more, will purchase 

significantly more in sharing than non-sharing contexts. 

Further, a significant proportion of the observed increase 

in purchase amounts should be directly attributable to the 

outlined giving-bias, in addition to other causes such 

social desirability concerns or uncertainty in others’ 

preferences. Since giving intentions should increase the 

amount purchased, while receiving expectations should 

decrease the amount one needs to purchase for personal 

consumption, focusing on the former while ignoring the 

latter should inflate purchase amounts. Formal hypotheses 

are presented and tested across four experiments.  

 

Experiments 

Each of the following four experiments examines the 

influence of sharing contexts on purchase-amount 

decisions in the domain of food choices. The food-choice 

domain was chosen because (i) food is regularly 

purchased and consumed in the presence of others and is 

most typically divisible—both necessary conditions for 

sharing to occur—and (ii) food choices are regularly 

influenced by perceptual (Chandon and Wansink 2007) 

and cognitive (Parker and Lehmann 2014) processes. 

Hence, any impact of sharing contexts on purchase-

amount decisions should be observable in the domain of 

food choices. Further, food choices are substantively 

relevant and their consumption and waste consequences 

are observable. Sample size in each experiment was 

determined by the needs of co-run experiments (exp. 1 & 

2) or the availability of participants (exp. 3a & 3b). 

 

Experiment 1: Purchase-Amounts in Sharing 

Contexts as a Function of Group-Size 

The primary hypotheses tested in experiment 1 are: 

H1: People will purchase significantly more food 

in sharing (vs. non-sharing) contexts. 

H2: The influence sharing (vs. non-sharing) 

contexts have on purchase-amounts is driven by a 

giving-biased decision-process: People will focus on 

the amount they will give to others (and personally 

consume) and neglect the amount they will receive 

from others in sharing contexts. 

The giving-biased decision process proposed here 

yields a specific prediction regarding the influence of 

group size: Each additional group member is a person 

whom the individual may consider giving to and, thus, 

purchase amounts should increase with the group size 

(holding budget concerns constant) in sharing contexts. 

Hence, the third hypothesis tested in experiment 1 is: 

H3: The influence of sharing (vs. non-sharing) 

contexts on purchase amounts will be moderated by 

group size. Purchase amounts will increase with 

group size in sharing, but not non-sharing, contexts. 

 

Method. One hundred sixty AMT participants were asked 

to imagine that they were dining at a Buffalo wings 

restaurant and were randomly assigned to one of four 

between-subjects conditions in a 2 (group size: 3 vs. 10) x 

2 (context: sharing vs. non-sharing). The sharing 

condition explicitly stated that all group members would 

order what they liked, but that everyone would share 

when the food arrived. The non-sharing condition 

explicitly stated that there would be no sharing during the 

meal. Participants indicated the number of wings they 

would order, responded to an attention-check and several 

follow-up questions, and reported their age and gender. 

 

Results. Eight participants that failed the attention check 

were eliminated from the following analyses (final N = 

152). The amount participants would normally eat was 

included as a covariate in the following analyses. 

A 2 (group size: 3 vs. 10) x 2 (context: sharing vs. non-

sharing) between-subjects ANOVA revealed the expected 

significant interaction (F(1,147) = 4.58, p = .034; table 1). 

Planned contrasts revealed that group size did not 

influence the number of wings participants ordered in the 

non-sharing conditions (F < 1, NS). However, participants 

in the sharing conditions ordered significantly more wings 

when the group had ten, versus three, members (F(1,147) 

= 7.94, p < .006), supporting H3. Notably, the amount 

ordered did not significantly vary by decision context 

when the group consisted of 3 individuals. This may 

suggest an important boundary condition: Perhaps as 

group size decreases people more readily recognize the 

give-and-take nature of the sharing context (e.g., it may 

be easier to imagine or visualize receiving from one or a 

few others). Alternatively, the amount one plans to give to 

smaller groups should be less and perhaps measurement 

error or other statistical noise overshadows the influence 

of the sharing contexts on those decisions. 

 

Table 1: Average number of wings purchased by 

condition (standard deviations in parentheses).  

 

    Sharing  Non-Sharing 

Group 

Size 

 3  13.76 (6.03)  12.15 (7.55) 

 10  17.53 (8.84)  10.61 (6.83) 

 

An equivalent analysis of the participants’ intended 

consumption levels revealed participants intended to eat 

less in sharing contexts (M = 9.52 vs. 9.97; F(1,147) = 

13.56, p < .001). Thus, the greater number of wings 

ordered in the sharing (vs. non-sharing) condition cannot 

be attributed to intended levels of consumption.  
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Lastly, an equivalent analysis of the amount 

participants intended to give to others revealed the 

expected main effect of sharing context (Msharing = 6.73 vs. 

Mnon-sharing = 1.40; F(1,147) = 30.77, p < .001), which was 

qualified by a significant interaction with group size 

(F(1,147) = 3.96, p < .05). Hayes’s (2013) PROCESS 

macro (model 8) for testing moderated mediation 

confirmed that the amount participants intended to give 

was a significant mediator of the interaction between 

group size and choice context (sharing vs. non-sharing) 

on purchase amounts (95% CI, lower = .2551, upper = 

3.9442), directly supporting H2. Several alternative 

accounts of the results pertaining to expected 

cost/payment, contextual generosity, and preference 

uncertainty were examined but not supported.  

 

Experiment 2: What Drives Purchase-Amount 

Decisions In Sharing (vs. Non-Sharing) Contexts? 

Experiment 2 tests the giving-bias argued to arise in 

sharing contexts via moderation. Since focusing people on 

neglected information can de-bias decision processes 

(Higgins 1996; Kahn, Luce, and Nowlis 2006), focusing 

them on the amount they will likely receive before the 

purchase-amount decision should de-bias the process and 

significantly reduce purchase amounts.  

H4a: In sharing contexts, focusing people on the 

amount they expect to receive from others (vs. not) 

before the purchase-amount decision will 

significantly reduce the amount of food purchased.  

In contrast, explicitly focusing their pre-decision 

attention on the amount they will give to others should 

have little to no impact on the amount purchased. Hence: 

H4b: In sharing contexts, focusing people on the 

amount they expect to give to others (vs. not) before 

the purchase-amount decision will not significantly 

reduce the amount of food purchased.  

Importantly, those who are more motivated by 

generosity should be those most concerned with the 

amount they will give in sharing situations. Hence, these 

people will inherently be more likely to (i) focus on what 

they will give to others and (ii) neglect what they will 

receive from others. Therefore, that the moderating 

influence of focusing people on what they expect to 

receive will be the most pronounced among those more 

motivated by generosity in sharing contexts. Formally:  

H5: The greater the motivation to be/appear 

generous, the greater the extent to which focusing 

people on the amount they expect to receive from 

others (before the purchase-amount decision) will 

reduce purchase amounts.  

 

Method. Three-hundred ninety-eight AMT participants 

completed experiment 2. Forty-six participants failed one 

or both of two attention checks pertaining to crucial 

aspects of the experiment were dropped from the 

following analyses—leaving a final sample size of 352. 

All participants were (i) shown a picture of a plate 

containing a variety of picnic sandwiches, (ii) informed 

that “each picnic sandwich is about ¼ the size of a 

traditional, sliced bread sandwich,” and (iii) asked the 

number of picnic sandwiches they would typically eat. 

Participants were then asked to imagine they would be 

attending a picnic with nine friends and randomly 

assigned to one of five between-subjects conditions: one 

non-sharing condition and four sharing conditions 

organized in a 2 x 2 factorial design (the factors and 

levels are detailed below). Participants assigned to the 

non-sharing condition were given the following 

instructions: In terms of food, it has been decided that 

each person will bring his or her own lunch. You’ve 

decided to bring picnic sandwiches for yourself. Those 

assigned to the sharing conditions were informed: In 

terms of food, it has been decided that the group will 

share the food that is brought during lunch. The group 

has decided that each person should bring picnic 

sandwiches of his/her preference to share.  

All participants were asked the number of sandwiches 

they (i) anticipated receiving from others and (ii) expected 

to give to others. In the non-sharing condition, both 

questions were answered after the purchase-amount 

decision. Within the sharing conditions, the timing of 

these questions was manipulated in 2 (receiving salient: 

no vs. yes) x 2 (giving salient: no vs. yes) between-

subjects design. Those in the baseline-sharing condition 

answered both questions after the purchase amount 

decision, as in the non-sharing condition. Those in the 

receiving-salient condition indicated the amount they 

expected to receive before, and the amount they expected 

to give after, the purchase-amount decision. Those in the 

giving-salient condition did the opposite. Finally, 

participants in the receiving and giving-salient (hereafter 

R&G-salient) condition answered both questions before 

the purchase amount decision. Lastly, participants 

answered four questions measuring their generosity 

motives and several other follow-up questions.  

 

Results. An omnibus ANOVA revealed that purchase 

amounts were significantly influenced by the condition to 

which participants were assigned (F(4,346) = 10.68, p < 

.001; table 2), as expected, and that participants’ typical 

consumption levels were a significant covariate (F(1,346) 

= 7.32, p < .008). Further, replicating experiment 1 and 

supporting H1, purchase amounts were significantly 

higher in the baseline-sharing than the non-sharing 

condition (F(1,346) = 37.00, p < .001). Note, purchase-

amounts in all sharing conditions were significantly 

greater than those in the non-sharing condition (table 2). 

We next simultaneously tested (Hayes 2013) if the 

effect of sharing contexts on purchase amounts was 

mediated by the amount participants (i) intended to eat, 

(ii) intended to give to others, and (iii) expected to receive 
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from others. Supporting H2, the influence of baseline 

sharing (vs. non-sharing) contexts on purchase-amounts 

was significantly mediated by the amount participants 

intended to give (95% CI, lower = 8.8767, upper = 

16.5655) and intended to eat (95% CI, lower = .0176, 

upper = 4.1573), but not by the amount they expected to 

receive (95% CI, lower = -1.7549, upper = 2.7914). In 

sum, sharing contexts once again significantly increased 

purchase amounts, an effect primarily driven by giving 

intentions. For the remaining analyses, we focus on the 

four sharing conditions to directly examine H4a/b and H5. 

 

Table 2: Average number of picnic sandwiches purchased 

by condition (means with the same superscript within a 

given column are significantly different at p < .05).  

 

Condition  Mean  SD 

Non-Sharing  5.89  5.58 

Sharing     

   Baseline  20.23
a,b 

 17.17 

   Receiving-Salient  12.24
a,c 

 11.34 

   Giving-Salient  19.19
c 

 12.13 

   R&G-Salient  15.39
b 

 14.17 

 

As expected, even when accounting for giving 

intentions, receiving expectations, and typical 

consumption levels, purchase amounts were significantly 

reduced by the receiving-salient manipulation (Msalient = 

13.77 vs. Mnot-salient = 19.75; F(1,281) = 14.96, p < .001), 

supporting H4a. Conversely, significant effects were not 

found for the giving-salient manipulation (Msalient = 17.25 

vs. Mnot-salient = 16.32; F(1,281) = 1.54, p > .21), 

supporting H4b, or the interaction between the two 

salience manipulations (F(1,281) = 2.79, p = .10). The 

results are robust: removing the covariates strengthens the 

effect of the receiving-salient manipulation and further 

weakens the giving-salient and interaction effects. 

Four items measuring participants’ motivations to be 

and appear generous were highly correlated (α = .85) and 

averaged into a single measure of generosity motives. The 

generosity-motive measure (mean-centered) was added to 

the model used in the previous analysis and interacted 

with the two salience manipulations to test H5. Doing so 

did not meaningfully alter any of the primary results, but 

did reveal a significant interaction between generosity-

motives and the receiving-salient manipulation (F(1,277) 

= 6.98, p < .009). This interaction was decomposed via a 

spotlight analysis (Spiller et al. 2013) at +/- 1 SD on the 

generosity-importance measure. Consistent with our 

theory, it was found that the receiving-salient 

manipulation significantly decreased purchase amounts 

among those more motivated by generosity (LSMsalient = 

13.86 vs. LSMnot-salient = 20.62; t = 4.72, p < .001). 

Conversely, the receiving-salient manipulation had no 

influence on those less motivated by generosity (LSMsalient 

= 15.20 vs. LSMnot-salient = 15.81; t = .34, p > .73). 

Generosity-motivation did not have a significant main 

effect or other significant interaction effects on purchase-

amounts. In sum, these results directly support H5 and are 

consistent with the contention that the proposed giving 

bias will be strongest amongst those more strongly 

motivated by being/appearing generous. No other 

meaningful differences were found related to our other 

follow-up questions.  

In sum, participants purchased significantly more food 

in the baseline- (vs. non-) sharing condition, replicating 

experiment 1 and supporting H1. Focusing on the sharing 

conditions, it was found that making receiving 

considerations salient significantly reduced the amount of 

food purchased—supporting H4a—while making giving 

considerations salient had no significant influence on 

purchase amounts—supporting H4b. Lastly, it was found 

that the mitigating influence of the receiving-salient 

manipulation on purchase amounts was stronger for those 

participants more motivated by generosity, supporting H5. 

Although possible, it seems unlikely that focusing 

participants on the amount they expected to receive 

decreased the need to be generous. Indeed, no correlation 

was found between our receiving-salient manipulation 

and participants’ self-reported generosity motives. 

 

Experiments 3a and 3b: Real-World Purchase-

Amount Decisions in Sharing Contexts 

Experiments 3a and 3b were both field experiments 

completed by executive MBA students in a South 

American country. In total, we were allowed access to 

four sections of students. We discuss the commonalities 

between the two experiments here, and the differences 

within the respective methods sections below.  

In all conditions students were given a budget roughly 

equivalent to five U.S. dollars that they could use to 

purchase their lunch from a set menu of empanadas (six 

different types of empanadas were available to choose 

from to account for intrinsic food preferences, allergies, 

and other dietary concerns). This budget allowed them to 

choose up to ten empanadas each, far more than the 

typical individual can eat in a single meal. Participants 

were informed that any portion of their budget not spent 

on food would be given to them in cash (i.e., the 

experiments were incentive-compatible). During the lunch 

break, the students received the empanadas—at which 

point the amount consumed and leftover was recorded—

and were given any change they were owed. 

Measuring waste is not straightforward since people 

may not intend to waste food that is not immediately 

consumed. For this reason, we hypothesize the effect of 

sharing (vs. non-sharing) contexts on the amount 

consumed but not on the amount wasted. Specifically: 

H6: Consumers will consume significantly more 

food in sharing (vs. non-sharing) contexts.  
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Experiment 3a: Method. One hundred fifteen students 

divided across two sections participated in experiment 3a. 

Immediately prior to filling out the order-sheets, 

participants were told either (i) to order what they wanted 

for lunch with no mention of sharing (the non-sharing 

condition) or (ii) to order what they wanted for lunch but 

that the class would be sharing all of the food when it was 

delivered (the baseline-sharing condition). Once the 

students had finished lunch, they were asked to indicate 

the number of empanadas they had consumed.   

 

Experiment 3a: Results. Eight students in the baseline-

sharing condition were unexpectedly unable to attend 

lunch. We exclude these responses, but this has no effect 

on the results. Those in the baseline-sharing condition 

purchased significantly more empanadas than did those in 

the non-sharing condition (Mbaseline-sharing = 5.58 vs. Mnon-

sharing = 4.15; F(1,104) = 15.78, p < .001). Thus, H1 was 

supported using a fully incentive-compatible design with 

real choices under budget constraints. Participants in the 

baseline-sharing condition also ate significantly more 

empanadas than did those in the non-sharing condition 

(Mbaseline-sharing = 4.51 vs. Mnon-sharing = 3.80; F(1,104) = 

5.17, p < .025), supporting H6. The number of empanadas 

leftover was also significantly greater in the baseline-

sharing than in the non-sharing condition (Mbaseline-sharing = 

1.08 vs. Mnon-sharing =.35; F(1,104) = 5.17, p < .025).  

 

Experiment 3b: Method. Eighty-five students divided 

across two sections participated in experiment 3b. To 

address issues that might have arisen in experiment 3a 

from participants perceiving their lunch budget as 

windfall gains (Arkes et al. 1994) or house money (Clark 

2002), participants in this experiment were asked to 

complete an unrelated survey and informed that the 

school would be compensating them for their time by 

buying them lunch. Explicitly linking participants’ efforts 

on the brand survey with the money they were given to 

order lunch should make participants less likely to 

consider that money as a windfall (Arkes et al. 1994). 

All participants were placed in a sharing context in 

experiment 3b, but we manipulated the salience of the 

amount expected to be received from others between 

conditions in order to test H4a. Specifically, the baseline-

sharing condition was identical to the one in experiment 

3a. In contrast, the receiving-salient sharing condition 

asked participants to answer the following question—

translated into Spanish—before placing their orders: “Of 

the total number of empanadas you intend to eat, how 

many will be from what your classmates ordered?”  

 

Experiment 3b: Results. Supporting H4a, participants in 

the baseline-sharing condition purchased significantly 

more empanadas than did those in the receiving-salient 

sharing condition (Mbaseline-sharing = 5.38 vs. Mreceiving-salient = 

3.88; F(1,82) = 11.67, p < .001). Participants in the 

baseline-sharing condition also ate more empanadas than 

did those in the receiving-salient sharing condition, but 

not significantly so (Mbaseline-sharing = 4.07 vs. Mreceiving-salient
 

=3.80; F < 1, NS). Thus, H6 is only directionally 

supported in experiment 3b. Next, the number of 

empanadas leftover was significantly greater in the 

baseline-sharing condition than in the receiving-salient 

sharing condition (Mbaseline-sharing = 1.31 vs. Mreceiving-salient = 

.08; F(1,82) = 6.75, p < .02).  

 

Experiments 3a and 3b: Discussion. Both field 

experiments, using incentive-compatible designs, 

supported our predictions: Participants purchased more in 

sharing contexts (H1), but this effect was reduced when 

their attention was directed toward the amount they 

expected to receive from others (H4a). We intentionally 

kept the baseline-sharing conditions identical in the two 

field experiments to determine if the results might be 

statistically comparable across experiments. As expected, 

these two conditions were statistically indistinguishable in 

terms of number of empanadas purchased (M3a = 5.54 vs. 

M3b = 5.38; F < 1, NS), indicating that there were no 

systematic differences between the samples used for the 

two field experiments. Given their statistical equivalence, 

the baseline-sharing conditions from the two field 

experiments were combined into a single overall 

“sharing” condition, while the non-sharing (3a) and 

receiving-salient sharing condition (3b) were combined 

into a single “other” condition. Contrasting these two 

conditions—while including the specific experiment from 

which the results emerged as a dummy-coded covariate—

reveals that participants in the sharing conditions ordered 

significantly more (Msharing = 5.47 vs. Mother = 4.03; 

F(1,196) = 27.25, p < .001), ate significantly more 

(Msharing = 4.31 vs. Mother = 3.80; F(1,196) = 5.13, p < .03), 

and had significantly more leftover food (Msharing = 1.18 

vs. Mother = .23; F(1,196) = 11.70, p < .0001). Thus, H1 

and H4a were supported. H6 also was supported, but less 

so in experiment 3b. 

 

General Discussion 

Four experiments demonstrate that people tend to 

purchase significantly more in sharing than non-sharing 

contexts—the consequences of which can be over-

consumption and waste. We proposed that, when making 

purchase-amount decisions in sharing contexts, people are 

unknowingly influenced by a cognitive giving-bias: The 

amount one expects to give is salient and focal, while the 

amount one expects to receive is largely ignored. Since 

purchase amounts should increase (decrease) with the 

amount one expects to give to (receive from) others, this 

bias leads people to purchase significantly more in 

sharing contexts, especially when sharing with larger 

groups. Evidence for this was provided both via 

mediation (experiments 1 and 2) and moderation 
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(experiments 2 and 3b) of the effect. Indeed, it was found 

that focusing people on the amount they expected to 

receive prior to the purchase-amount decision 

significantly reduced the amount purchased. This effect 

was particularly pronounced among those for whom 

generosity was more important (experiment 2), as would 

be expected. Thus, although many factors may influence 

purchase-amount decisions in sharing contexts, a 

significant portion of the effect can be explained by the 

proffered giving-bias. 

The findings here are consistent with findings that 

people consume more when they split the bill at a 

restaurant (Gneezy, Haruvy, and Yafe, 2004). However, 

in contrast to Gneezy et al.’s argument that consumption 

is driven by selfish motives, our findings suggest that 

increased consumption in such contexts may be driven by 

over-purchasing—that is, by generosity motives. 

Importantly, these findings are seemingly inconsistent 

with two important previous findings: (i) the prevalence 

of free-riding off others contributions in public goods 

games and (ii) egocentric anchoring. Indeed, we agree 

that what we find stands in stark contrast to many findings 

that people will often free ride in public goods scenarios. 

However, in contrast to the impersonal nature of many of 

those investigations, participants in our studies either 

were among friends or imagined they were. Hence, the 

motive to be or appear generous is likely stronger in the 

sharing contexts of interest here. Moreover, most of the 

examined contexts are those in which each member’s 

contributions can be relatively easily observed—a 

contextual characteristic shown to reduce free-riding even 

when other group members are unfamiliar (Kiyonari and 

Barclay, 2008). 

However, we do not believe that our findings are 

inconsistent with egocentric anchoring (Zhang and Epley, 

2009). On the contrary, it is our contention that much of 

the effect is driven by individuals’ perspectives of the 

context and the inherent biases that result. Still, our 

results are admittedly inconsistent with egoistic biases, 

which reflect self-serving motivations. But, as discussed 

above, we feel this likely reflects the friendly and 

personal nature surrounding most sharing contexts—

particularly those examined in the current work. 

In closing, the current set of findings is not intended to 

fully characterize the influence that sharing contexts have 

on consumers’ purchase-amount decisions, much less on 

decisions in general. On the contrary, there is much yet to 

be learned. Hopefully these findings will stimulate further 

research on the topic. 
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Abstract 

Using a choice blindness paradigm, it is possible to switch 
decisions and outcomes in simple choice tasks. Such switches 
have been found to carry over into later choices, hypothesized 
to be mediated by beliefs about earlier decisions. Here we 
investigated participants’ memories for stimuli in a simple 
choice blindness task involving preferential choices between 
pairs of faces. We probed participants’ recognition and source 
memory following a round of choices where on some trials 
participants were presented with the opposite face to the one 
they actually selected. We found no effect on recognition 
memory accuracy. Source memory was impaired such that 
participants failing to detect the manipulation later 
misremembered recognized non-chosen faces as being 
previously chosen. The findings are discussed in the light of 
self-perception theory and previous work on how beliefs 
affect memories for choices.  

Keywords: choice blindness; memory; decision making; 
preference 

Choice blindness 

Choice blindness is the finding that people can be blind to 

mismatches between decisions and outcomes during simple 

choice situations. For example, in Johansson, Hall, Sikström 

& Olsson (2005) participants made preferential choices 

based on attractiveness between pairs of faces printed on 

playing cards. Following their choice, the experimenter 

presented the chosen card and asked the participants to 

motivate their choice. However, on some trials, using a 

surreptitious technique from close-up magic, the participants 

ended up with the card opposite of their choice. Participants 

were not only blind to this switch in the vast majority of 

trials, but also proceeded to confabulate reasons for choices 

they had never made.  

Choice blindness is a robust effect and the basic findings 

have been replicated in a wide range of domains, from 

gustatory choices between the taste of jams and smell of tea, 

to attitude judgments on divisive political issues on the cusp 

of a national election. Together, the literature on choice 

blindness shows that humans are capable of a surprisingly 

high degree of cognitive flexibility in light of changing 

environmental feedback. Choice blindness, additionally, 

puts pressure on any cognitive architecture positing strong 

intention monitoring mechanisms for preferential choices 

(cf. Hall & Johansson, 2008). Instead, these findings 

indicate that intention and agency are actively constructed in 

tandem with the feedback that the agent receives during and 

immediately following choice.  

One important extant question concerning choice 

blindness is to understand why participants fail to detect the 

false feedback about their choices. One proposed possible 

reason has been that social demand effects in the 

participant-experimenter interaction lead to participants 

refraining from reporting when detecting the false feedback. 

Recently, using a computerized choice blindness task, 

psychophysiological correlates, such as pupil dilation and 

eye-movement patterns, were found to differ markedly 

between detected and non-detected trials. This indicates that 

detection registers as a differentiable event in the cognitive 

system, and consequently that participants’ acceptance of 

the manipulation can be taken at face value (Pärnamets, 

Hall, Strandberg, Balkenius & Johansson, 2015a).  

However, another possible factor in participants failing to 

detect manipulations might be that they fail to encode the 

choice options properly. In the present study, following a 

first block of choice trials, participants were given a 

recognition memory task involving one of the original faces 

and a foil option. This allowed us to compare recognition 

rates for manipulated and non-manipulated trials, as well as 

for detected and non-detected trials following an earlier 

choice blindness manipulation. If participants indeed fail to 

encode the options prior to accepting the false feedback, we 

can expect to see much lower recognition rates for non-

detected trials, while observing similar recognition rates for 

detected and non-manipulated trials. If, however, failure to 

encode the choice options is not a factor determining 

detection, there should be no difference in recognition rate 

between non-detected and non-manipulated trials. 

Choice blindness, preference change and source 

memory 

Experiencing the choice blindness manipulation has been 

shown to carry downstream effects on participants’ later 

choices. For example, one study found that participants’ 

ratings of initially non-chosen faces, following false 

feedback, increased when rated a second time (Johansson, 

Hall, Tärning, Sikström & Chater, 2014). Similarly, when 

given a second round of choices, participants were more 
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likely to switch their preference to the option they had been 

manipulated to believe they originally preferred. This effect 

was primarily driven by preference change in the non-

detected manipulated trials (Johansson et al., 2014). This 

preference change effect was recently expanded to group 

choices. Participants formed dyads and made mutual 

choices about future flatmates, presented as faces on a 

screen. On some trials, dyads were given false feedback 

about their mutual choices, with detection rates as low as 

35%. When given a second round of choices, dyads were 

more likely to switch preference for previously manipulated 

trials, this despite there being two members available to 

monitor and remember the original preference (Pärnamets et 

al., 2015b). It has been hypothesised that beliefs about 

choices, formed during the post-choice feedback, drive the 

effects on preferences described. 

People’s memory of past choices tends to be 

systematically distorted in favor of previously selected items 

(Mather, Shafir & Johnson, 2000). For example, after first 

choosing between two options, such as apartment rentals, 

and later prompted to recall features of the options, people 

tend to attribute more positive features to chosen options 

and more negative features to non-chosen options. This bias 

in source monitoring might occur due to differential 

processing of options (for example via attentional 

mechanisms) during both encoding and retrieval of 

memories. By inducing false beliefs about which option had 

been chosen, one week after the original choice had been 

made, Henkel and Mather (2007) were able to demonstrate 

that belief in having made a previous choice might function 

as a mediating factor for this bias. In the study, participants 

exhibited the same attribution errors for originally non-

chosen options as non-manipulated participants normally 

exhibit for chosen options. This result indicates that it is 

primarily the process of retrieval rather than the encoding 

that is responsible for the bias observed. 

In the context of the choice blindness paradigm, there is 

mixed evidence concerning possible effects on participants’ 

memories as a result of the false feedback concerning 

choices. One recent study indicated that memories for norm-

violating behaviors might be influenced (Sauerland et al., 

2013). There participants filled in a questionnaire 

concerning the frequency of past behavior involving 

transgressions such as cheating on tests or stealing kitchen 

utensils. While participants exhibited high detection rates 

for subsequent manipulations of their reports (~85%), 

undetected manipulations were later integrated into 

participants reports during a follow-up test. Norm-violating 

behaviors represent events with considerable affective force 

that can be expected to be strongly encoded in the first 

place. However, in a later study involving numerical ratings 

of female faces found that later recall accuracy of those 

ratings was unaffected by false feedback (Sagana, Sauerland 

& Merckelbach, 2014). This suggests that acceptance of the 

choice blindness manipulation need not impair later 

memories concerning the original choice. 

In the present study, to begin to disentangle the 

mechanisms involved in post-choice preferential change, we 

examined the relationship between detection in a choice 

blindness task and later source memory accuracy for the 

options presented. Following a first recognition memory 

task, participants were given a second source memory task 

on the selected option from the recognition task. Participants 

were asked to identify if the recognized face was their 

original choice or not. We hypothesized that participants 

would misattribute their original preference to the believed-

to-be chosen option for manipulated trials. Such a result 

would support the notion that beliefs about previous 

choices, rather than preferential adjustment through the act 

of choice, is what drives preference change over time (cf. 

Bem, 1967). 

Method 

Participants 

We recruited 37 participants (26 female, 11 male) from the 

student population at Lund University, with an average age 

of 25.0 (SD = 8.2).  

Procedure 

The experiment had two phases, both consisting of 36 trials 

(see Fig. 1). In the first phase participants made preferential 

choices between pairwise presented face pairs. The pairs 

were presented in random order. At the start of each trial, 

two playing card were presented on-screen lying face down. 

After 0.5s the cards rotated so as to flip face up. The faces 

were displayed for 2s before flipping back. Once the 

animation was complete participants selected their preferred 

face by clicking on the corresponding card. The selection 

was marked by a colored rectangle surrounding the card of 

their choice (see Fig. 1). Participants were then asked to 

indicate their confidence in their choice on a 1-7 scale. This 

task lasted for at least 7s regardless of how fast participants 

responded. Once the occlusion time had passed the chosen, 

highlighted, card would flip back face-side up. Participants 

were then asked during this feedback screen to provide 

additional information about their choice: “You chose the 

face above. Why did you choose this face?”. Six facial 

features were provided as responses, “mouth”, “eyes”, 

“nose”, “proportion”, “skin”, and “shape”. In addition, a 

seventh response was provided: “I actually prefer the other 

face”. Participants selected one face by clicking on it. 

Following a 2s pause the next trial started.  

After the completion of the first phase, participants did an 

unrelated filler task which lasted approximately 15 minutes. 

Following the filler task, the second phase commenced.  

During each trial, participants were shown two faces: one 

face from one of the original face pairs, and one face not 

presented previously. The original face was randomly 

selected from the two previous options, meaning 

participants saw either the originally chosen or non-chosen 

face. The new face, which was a morph between one of the 

faces previously presented and a different non-presented 
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face (details described under Stimuli below). Participants 

were asked to select which face of the two they recognized 

from the first phase of the experiment. This was the 

recognition memory task. Once participants selected one 

face, the other disappeared, and they were asked if this face 

was the one they had originally chosen. This was the source 

memory task. There was a 2s pause between each trial.  

Choice blindness manipulation 

In 8 of the 36 trials during the first phase, the chosen face 

was not displayed during the feedback screen. Instead the 

non-chosen face was displayed. We refer to such trials with 

false feedback about the participants’ choice as manipulated 

trials and the other trials with veridical feedback as non-

manipulated trials.  

We operationalized detection of the false feedback as 

when participants clicked the “I actually prefer the other 

face” button (‘other preference’ button). Such trials are 

referred to as detected trials and manipulated trials where 

participants clicked any of the facial features are referred to 

as non-detected trials. A pilot study was conducted prior to 

running the present study testing this operationalization. We 

found that participants rarely clicked ‘other preference’ 

apart from on manipulated trials, and post-test interviews 

confirmed that participants use of the ‘other preference’ 

button coincided with them consciously being aware that the 

presented face was not their original choice. 

The first six trials were always non-manipulated. 

Following those first trials, manipulated and non-

manipulated trials were presented in random order with the 

condition that two manipulated trials never immediately 

followed one another.  

Stimuli 

Both male and female faces were used, but in same gender 

configurations.  

To construct the stimuli, face quadruples were constructed 

in the following manner (see also Fig. 2). First face pairs 

Figure 1. Overview of experiment [a] Choice phase. Participants are presented with two faces for 2s and then select 

their preferred option. The chosen face is presented during a feedback screen where participants are asked to indicate 

which facial feature of the chosen face contributed most to their decision. On manipulated trials (8/36; pictured) the 

non-chosen face was presented as chosen. [b] Memory phase. Participants were presented with a recognition task 

where one face from the original pair was shown together with a foil. Participants were asked to indicate which face 

they had seen during the choice phase. Following their selection participants were asked to indicate if the recognized 

face was their originally non-chosen or not [source memory task]. 
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were selected from a larger database (Johansson et al., 

2005). From these pairs of primary faces (labelled AA and 

BB in Fig. 2), two more faces were constructed by 

morphing the AA and BB face with a third face (CC, not 

shown) unique to each quadruple, resulting in two new 

faces, AC and BC. Morphs were created using Fantamorph 

software (Abrosoft Co., 2010).  

Face pairs for the first phase of the experiment were 

determined at the start of the experiment from each 

quadruple. Participants always choose between one of the A 

and one of the B faces. Since the morphed faces, due to the 

invariable smoothing that occurs during their construction, 

might stand out compared to the original photos (i.e. AA 

and BB), the stimulus during the choice phase could be 

between any of the following pairings: AA & BB, AA & 

BC or AC & BB. In half the trials the first phase choice 

involved one of the morphed faces. For the recognition 

memory task in the second phase participants chose between 

either both the A* faces or both the B* faces. This design 

was chosen to make the recall task more difficult for 

participants, allowing us to probe if participants’ failure to 

detect might be related to a failure to encode the original 

choice options.  

Face pairs were presented in a randomized order during 

each experiment, ensuring that any face pair was eligible for 

choice blindness manipulation. This was to achieve roughly 

equal amounts of detected and non-detected trials for 

subsequent analysis.  

Detection rates 

Participants detected the manipulation in 62.8% of trials. 

Average by participant detection rate was 5.0 (SD = 2.7). 

This matched our expectations from piloting, for this 

specific set of stimulus items, and allowed us to have 

similar amounts of both detected and non-detected trials for 

further analysis. 

Results 

Recognition memory 

Overall recognition rate was high, with participants 

correctly recognizing the target face in 89.4% of trials. 

 There was no difference in recognition mesmory accuracy 

comparing manipulated (91.2%) with non-manipulated trials 

(88.9%; Fisher’s Exact Test, OR = 1.30, p = .285). 

Similarly, examining only the manipulated trials, there was 

no difference in accuracy comparing detected trials (92.5%) 

with non-detected trials (89.1%; Fisher’s Exact Test, OR = 

1.50, p = .396).  

 

Preference and accuracy Overall accuracy improved if the 

recognition pair included the originally chosen face, with an 

accuracy rate of 93.1% when the originally chosen face was 

present and 85.1% when it was not (Fisher’s Exact Test, OR 

= 2.36, p < 10
-5

).  

We compared the effect of the presence of the preferred 

face between manipulated and non-manipulated trials using 

a logistic regression with Presence and Trial Type as factors 

including an interaction term. Non-manipulated trials and 

absence of chosen face were taken as reference levels. The 

model was significant compared to a null model (χ
2
(3) = 

53.04, p < 10
-10

),
 
and a model without an interaction term 

(χ
2
(1) = 29.27, p < 10

-7
). The analysis indicated a significant 

interaction between Presence and Trial Type (b = 2.69, OR 

= 14.7, p < 10
-5

), as well as significant effects of Presence 

(b = -1.30, OR = 0.27, p = .011), and Trial Type (b = -1.71, 

OR = 0.18, p < .001). Participants were more accurate 

   in recognizing the face provided in the feedback, both on 

trials in which this feedback was veridical (94.8%) as well 

as when false feedback was    given (96.2%), than they were 

in recognizing the face only shown once    during the initial 

choice (veridical feedback: 82%, false feedback: 87.3%). 

We also compared the detected with non-detected trials 

using a logistic regression with Presence and Detection as 

factors. The model had better fit than the null model (χ
2

(2) = 

8.89, p = .012), and adding an interaction term did not 

improve fit (χ
2
(1) = 0.14, p = .706). We found a significant 

effect of Presence (b = -1.31, OR = 0.22, p = .011) but not 

of Detection (b = 0.42, OR = 1.53, p = .31). Participants’ 

memory performance was highest when the originally 

preferred face was not present both for detected (96.3%) and 

non-detected trials (95.9%). When the originally preferred 

face was present accuracy was 89.4 % for detected trials and 

83.6 % for non-detected trials.  

Figure 2. Example of stimuli. AA and BB are faces from 

the original database while AC and BC are morphs created 

to function as foils.  

Figure 3 Source memory accuracy for manipulated and 

non-manipulated trials (left) and for non-detected and 

detected [manipulated] trials (right). Error bars depict 95% 

confidence intervals. 
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Source memory 

Overall accuracy for the source memory query was 74.5%. 

Source memory accuracy was higher following an accurate 

recognition memory response (76.5%) compared to when 

not (57.4%; Fisher’s Exact Test, OR = 2.41, p < 10
-5

).  

Source memory accuracy was higher for non-manipulated 

trials (78.1%) compared to manipulated trials (61.8%; 

Fisher’s Exact Test, OR = 2.20, p < 10
-7

, see Fig. 3). Within 

manipulated trials, source accuracy was higher during 

detected trials (72.6%) compared to non-detected trials 

(43.6%; Fisher’s Exact Test, OR = 3.40, p < 10
-6

, see Fig. 

3). 

 

Response types To better understand how source memory 

might be affected by the prior choice blindness task we 

analyzed the distribution of responses available to the 

participants borrowing terminology from a signal detection 

framework. We classified all responses as being a True 

Positive, True Negative, False Positive, or False Negative. 

We then restricted our analyses to those trials where 

participants had made an accurate recognition memory 

response, as in the other case participants were already 

holding false beliefs about the queried face. Finally, since 

the relative distribution of all types of responses will be 

affected by the overall accuracy (proportion True 

responses), we compared the relative proportion of 

responses within each category, i.e. relative amount of True 

Positives compared with True Negatives and relative 

amount of False Positives with False Negatives.  

For incorrect source memory responses, we found no 

difference between manipulated trials (49.5% False 

Positive) and non-manipulated trials (50.2% False Positive; 

Fisher’s Exact Test, OR = 1.03, p = 1). Similarly, there was 

no difference for the correct responses comparing 

manipulated trials (54.9% True Positive) and non-

manipulated trials (59.3% True Positive; Fisher’s Exact 

Test, OR = 1.20, p = .304).  

Comparing within the manipulated trials, participants had 

a higher rate of False Positive responses for non-detected 

trials (58.2%) compared to detected trials (38.1%; Fisher’s 

Exact Test, OR = 2.24, p = .066). There was no difference 

between the rates of True Positives comparing non-detected 

trials (65.1%) with detected trials (51.5%; Fisher’s Exact 

Test, OR = 1.75, p = .157). However, both these analyses 

suggest a higher rate of Positive response during non-

detected trials. We tested this directly and found a higher 

Positive response rate for non-detected trials (61.2%) 

compared to detected trials (48.3%; Fisher’s Exact Test, OR 

= 1.69, p = .04).  

Discussion 

Using both recognition and source memory tasks we 

investigated participants’ memories for previously 

encountered choice options in the context of a choice 

blindness manipulation.  

Overall, participants performed the recognition memory 

task with a high degree of accuracy. Importantly, 

participants’ accuracy did not differ between manipulated 

and non-manipulated trials or between detected and non-

detected trials. This suggests that acceptance of the choice 

blindness manipulation is not due to a general failure of 

participants to attend to or encode the choice options. Our 

results are in line with previous findings indicating that 

recall accuracy for ratings is not affected by choice 

blindness manipulations (Sagana, Sauerland & 

Merckelbach, 2014).   

Further analysis showed that participants were better at 

recognizing the choice option which had been presented to 

them during the feedback portion of the choice trials. This 

suggests that the prolonged exposure during the feedback 

portion of the trial has a predominant effect on accuracy (cf. 

Reynolds & Pezdek, 1992), rather than any preferential 

encoding of the chosen face. Merely, mentally refreshing a 

visually presented scene has found to have effects on 

memory similar to actual representation (Yi, Turk-Browne, 

Chun & Johnson, 2008). One interpretation of the findings 

might be that presenting one option a second time overrides, 

in manipulated trials, attempts to recall the actual chosen 

option, which participants arguably successfully do when 

detecting the false feedback. To address this issue fully and 

more extensively probe how recognition memory interacts 

with the choice feedback, future work should modify the 

false feedback portion, to include a condition where both 

faces are presented to participants. By combining with a 

measure of visual attention, exposure to the options could be 

precisely quantified and the recognition probe would 

become more sensitive to any differential encoding between 

detected and non-detected manipulated trials.  

Source memory accuracy, the ability to classify a 

recognized face as previously having been chosen or not, 

was found to be adversely affected by the choice blindness 

manipulation. This lower accuracy during manipulated trials 

is primarily attributable to participants’ performance during 

non-detected trials. In fact, strikingly, for these trials, 

participants performed worse than they would have, had 

they been randomly guessing! This provides evidence that, 

not only are later choices affected by choice blindness 

manipulations, but also explicit memories about those 

choices. This is significant because on alternative accounts 

of what drives preference change through choice, those 

effects arise through post-choice preferential adjustment 

which are not linked to beliefs or later memories.  

Considering the types of responses participants made, 

revealed that the differences in source memory accuracy 

were due to misattributing the non-chosen face as chosen. 

We found that participants responded with a positive 

response to a much higher degree during non-detected trials 

compared to detected trials. This means that participants 

often thought the recognized face also was their chosen, 

which in turn translates into the higher False Positive rate 

for non-detected trials. Participants’ source memory is thus 

selectively distorted as a result of accepting the false 

feedback, even though their overall capacity to recognize 

previous encountered stimuli is largely unaffected. One 
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objection might be that participants do not process the faces 

enough for veridical source monitoring to occur. However, 

we observed high source accuracy in the non-manipulated 

trials suggesting that the experimental task is sufficient in 

the regard. Nevertheless, future studies could test this 

further by varying the stimulus and task, beyond facial 

preference, to generalize and expand on the findings 

presented here  

Human visual long-term memory is highly detailed and 

capable of retaining a large number of details for thousands 

of newly acquired objects (Brady, Konkle, Alvarez & Oliva, 

2008). Given this, the memory task in the present study was 

relatively simple and the high recognition task accuracy 

reflects this. On the other hand, source monitoring has been 

hypothesized to be underpinned by evaluative and 

reconstructive processes distinct from those involved in 

recall and recognition (Johnson, Hashtroudi & Lindsay, 

1993; Yonelias, 1999). One component which has been 

implicated in studies of memory misattribution for choices 

is self-perception, that is, the general finding that attitudes 

and preferences are constructed partly on the basis of 

external cues (Mather, Shafir & Johnson, 2000; Bem, 1967).  

Similarly, in the recent literature on preference change 

through choice, different experimental paradigms involving 

blind choices and choice blindness have suggested that 

beliefs mediate preference shifts (Egan, Bloom & Santos, 

2010; Sharot, Velasquez & Dolan, 2010; Johansson et al., 

2014; Pärnamets et al., 2015b). Together with these 

findings, this suggests that common mechanisms might be 

involved in how both preferences and memories are affected 

post-choice. 

Better understanding how beliefs about past choices shape 

memories for past options is an important step towards 

understanding the mechanisms of preference change as well 

as how interactions and feedback from the environment 

shape these processes. The current results indicate high 

degrees of flexibility for source attributions coexisting with 

stable memories of previously encountered options. 
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Abstract

A long-standing debate in decision making has been whether
people rely on very little information for making choices, or
weigh and add all available information. We propose a new
method to determine whether a non-compensatory (Take-The-
Best) or compensatory strategy (Logistic Regression) is more
psychologically plausible: by looking at peoples active learn-
ing queries. This method goes beyond traditional model selec-
tion techniques as it reveals the information people choose to
learn early on, which subsequently drives their decisions. We
developed active learning algorithms for both Take-The-Best
and Logistic Regression, and designed an active learning ex-
periment to distinguish between these models. By letting both
models and humans actively learn, we could compare their
queries, and found that people follow a rank-based learning
strategy in non-compensatory environments, but prefer more
certainty-based queries in compensatory environments. We
argue that active learning studies provide a promising new
methodology to distinguish among decision models.
Keywords: Decision Making, Heuristics, Active Learning,
Take-The-Best

Introduction
How do we decide between two alternatives? This question
is as fundamental to research in judgment and decision mak-
ing as its answer is controversial (Todd & Gigerenzer, 2000).
Whereas some cognitive scientists believe that people only
require a few pieces of information to come up with good
decisions (Marewski et al., 2010), others have described hu-
mans as integrating all the evidence for both alternatives to
make a decision (Arkes et al., 1986) . One of the core ques-
tions in this debate concerns the way in which people look up
and integrate information.
Imagine you have to decide between two restaurants to go for
lunch. Both restaurants differ on several binary cues (for ex-
ample, one is in walkable distance, the other is not). One
decision strategy you could apply is to weigh the cues by
their importance and add them up; this is called a weighted
additive linear model (Payne et al., 1993, WADD). For each
restaurant, WADD would compute a weighted sum, and the
restaurant with the larger sum is chosen. Alternatively, peo-
ple might prefer a simpler strategy and base their decision
only on one cue. This is what the Take-The-Best heuris-
tic (Gigerenzer & Goldstein, 1996, TTB) does: it creates a
ranking order of the cues according to their validities, and
chooses the restaurant that is preferred by the highest ranked
cue. If that cue does not discriminate between restaurants,
then the second cue is considered, and so forth. WADD is a
compensatory strategy, whereas TTB is a non-compensatory
strategy. Compensatory strategies have the property that a
cue can be compensated for by combinations of subsequent
cues and regression is a typical examples thereof. In contrast,
the non-compensatory Take-The-Best heuristic ignores most

cues to make decisions, as the most powerful cue Ck can out-
weigh any combination of the subsequent cues Ck+1, . . . ,Ck+n
(Gigerenzer & Goldstein, 1999). Both strategies are known
to perform best in matching environments that have the same
properties, i.e., WADD performs best in a compensatory envi-
ronment and TTB in a non-compensatory environment (Mar-
tignon & Hoffrage, 1999).

Traditional model testing approaches
The dispute over the two model classes is about their psycho-
logical plausibility as models for human decision making. A
repeated argument has been that non-compensatory strategies
are simpler and require less computational capacity and are
therefore more plausible (Todd & Gigerenzer, 2000). Yet,
the most common method of pitting compensatory and
non-compenastory strategies against each other have been
statistical simulations, showing that one outperforms the
other in artificial environments. For example, multiple
studies show that the simpler TTB can outperform the
compensatory linear regression (Czerlinski et al., 1999) in
various datasets. In contrast, other studies show that there is
no strong reason to prefer TTB over other cognitive models
as it does not perform noticeably better (Chater et al., 2003;
Schulz et al., 2014).
All of these studies argue about the predictive accuracy of
cognitive models; nevertheless - just because one class of
models can beat another with better predictions, it does not
follow that this class is necessarily a better psychological
representation of what people actually do. Although whole
research paradigms are dedicated to solving the question
about whether people rely on simpler non-compensatory
heuristics or complex integrative mechanisms, different
methodologies currently in use to answer this question are
scarce and homogeneous. Another method has been probing
whether participants look up additional information (Newell
et al., 2003). This is only a limited approach to the problem
at hand since it is only ever possible to check for k + 1
look-ups given Ck cues presented so far and it has been
argued that people look up additional information but do not
use it (Marewski & Mehlhorn, 2011).

We propose active learning as a novel method to solve the
dilemma of discriminating among compensatory and non-
compensatory strategies as psychologically plausible deci-
sion models. What most of the previous studies have in com-
mon is that they study peoples decision making in static, pas-
sive and highly controlled experiments. In order to answer the
crucial question about what information people hold in mem-
ory and how they look up knowledge when making decisions,
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we believe one has to look at an earlier stage in the process
–at the stage of learning the relevant information in the first
place. We argue that stronger evidence for peoples use of ei-
ther TTB or a WADD strategy comes from the way people
actively acquire information, i.e. cue weights and cue orders,
in the respective environments. If a cognitive agent has evolu-
tionarily developed to prefer a certain class of models as her
means to learn a cognitive representation in a particular en-
vironment, then the way she sequentially selects information
should (at least partially) reflect this representation. For ex-
ample, if an agent has come to apply TTB, then -intuitively-
she should try to find the most important cue first as this will
decrease her uncertainty maximally, and so forth. Using this
way of re-creating the structure of a cognitive mechanism,
it becomes possible to set up active learning algorithms for
many different cognitive models over time.

Active Learning: Do people learn with respect to
cue weights or cue orders?
The main idea of psychological theories of active learning
is to describe a learning agent as optimally designing exper-
iments (Chaloner & Larntz, 1989). That is, given that one
has to find the true hypothesis out of many potential explana-
tions as fast as possible, an agent assigns prior probabilities
to each hypothesis according to some objective criterion such
as the available frequency data or according to the subjec-
tively judged plausibility of each hypothesis. Each possible
outcome of any possible experiment can thus be considered,
and a “preposterior analysis” (Raiffa & Schlaifer, 1961) of
the ways in which each possible experimental outcome could
modify beliefs about the hypothesis, can be conducted. The
proposals for optimal experimental design (OED) work in
an information gain-driven fashion and maximize an infor-
mational utility, which is typically a measure of how much
beliefs have changed or how large the uncertainty reduction
is. There has been a great deal of interest in both norma-
tive and descriptive questions surrounding human informa-
tion acquisition. In a probabilistic framework, many OED
models have been used to model human behavior on cogni-
tive tasks such as feature learning (Griffiths & Austerweil,
2009), reward-specific information search (Meder & Nelson,
2012), and to assess the trade-off between exploration and ex-
ploitation (Knox et al., 2011).
In this current study, we want to assess to what extent dif-
ferent OED models match participants’ behavior in an ac-
tive learning experiment, but with the goal of distinguishing
among decision models. We specifically designed the per-
fect environments for both model classes, i.e., a fully non-
compensatory environment for TTB, and a fully compen-
satory environment for logistic regression (WADD strategy),
and several environments in between these extremes. As there
are no active learning counterparts to the two decision mod-
els yet, we focus on qualitative predictions. Consequently, we
developed two entropy-minimizing learning algorithms, one
for a cue-ranking strategy and one for a cue-weighing strat-
egy. Next, we compare the models’ a priori search queries

to the queries made by participants in an active learning task
with pairwise comparisons. By letting people freely choose
among pairwise comparisons, we can investigate whether
people pick information such that they learn about cue or-
ders, or instead learn cue weights directly as proposed by the
active WADD strategy.

Active learning algorithms
Both active learning algorithms essentially rely on a one-step
ahead greedy entropy minimization of their posterior esti-
mates. Greedy algorithms always choose as the next observa-
tion that which currently promises to reduce the uncertainty
about the learning model maximally.

Take-The-Best
The active learning algorithm for the Take-The-Best heuris-
tic is based on a entropy reduction method that considers a
distribution over all possible cue orders. Therefore, we gen-
erated all possible cue orders given the features, including
those where some cues are unimportant or negatively corre-
lated with the outcome1. Afterwards, we put a uniform prior
over the cue orders via pseudo counts. Pseudo counts here
can be seen as urns, where the number of balls represents
the current probability of a given order. The way we assess
(Shannon’s) entropy is by standardizing the balls per cue or-
der via the sum of all balls. Using the resulting values as a
probability density distribution, our algorithm predicts new
cases by generating a TTB output for each of the cue orders
and then estimating the overall mean, weighted by every cue
order’s current probability. Using this approach, we can eas-
ily estimate the probability for a new test item to be a win or
a loss and calculate the expected reduction in entropy over all
cues given a new training item. Entropy can be reduced via
some cue orders generating correct predictions and thereby
getting more counts on their pseudocounts. This is possible
as our model updates all cue orders that made correct pred-
citions at time point t by adding one more ball to their urns
at time point t + 1. The addition of balls will –over time–
put more and more probability mass on the true cue order and
thereby gradually reduce uncertainty. The used distribution
over all possible cue orders can also be seen as a distribu-
tion over the whole hypothesis space. The way our algorithm
then works is by the attempt to drive down the uncertainty
of this hypothesis space as quickly as possible, an approach
that is close to optimal in a Bayesian active learning context
(Golovin et al., 2010)2.

Logistic Regression
Logistic regression is set up as a competing compensatory
model to the non-compensatory TTB model. We use a
Bayesian version of logistic regression based on a random
walk Metropolis MCMC algorithm. Again, the way the algo-
rithm works is by maximizing the expected information gain

1This results in a very complex hypothesis space that increases
exponentially with the number of features.

2A technical description can be found in the appendix online.
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for each trial. However, as a logistic regression does not learn
cue orders, the expected information gain is approximated by
the combined variance of all weights, the β-estimates. This
means that a Bayesian logistic regression is fitted to all past
observations and the current variance for all βs is calculated
and then compared to the variances that could be expected
from a newly fit model given a new input. This uncertainty
sampling-based algorithm provides us with a compensatory
active learning algorithm for the scenarios at hand. Instead of
trying to drive down the hypothesis space as quickly as possi-
ble, this algorithm tries to learn about the weights as precisely
as possible in order to make good compensatory judgments.

Degrees of Compensatoriness
We are interested in the performance of the two proposed ac-
tive learning models in environments with different “compen-
satoriness”. Note that a non-compensatory environment can
be defined as a WADD environment in which the β weights
are exponentially decreasing. In order to create different de-
grees of “compensatoriness”, we make use of a mathematical
trick that allows us to rely on a single parameter to smoothly
vary from compensatory to non-compensatory environments
through a “stick breaking process”. The generation would be
of a set of 4 weights β4

k=1 through:

β
′
k ∼ Beta(1,θ) (1)

Define {β′k}4
k=1 as: (2)

βk = β
′
k

k−1

∏
i=1

(1−β
′
i) (3)

As the expectation of the Beta-distribution is defined as α

α+θ
,

a perfect Take-The-Best environment corresponds to setting
θ to 1 or greater as this would lead to a perfectly non-
compensatory weight structure. Given the strict boarder of
θ = 1 that separates compensatory from non-compensatory
strategies, we will use θ = [ 0,0.5,1,2,∞] for all the upcom-
ing scenarios as this generates degrees of compensatoriness
starting from uniform weights (θ = 0) all the way to an envi-
ronment where only one cue matters (θ = ∞). Figure 1 shows
the weighting structures that result from simulating different
levels of compensatoriness for four cues by increasing θ.

Experiment
The experiment was designed to find out whether people
are more likely to follow a rank-based or a weight based
active learning algorithm. The outcome has strong impli-
cations for either decision mechanism as plausible decision
strategies. We hypothesized that people are sensitive to the
structure of the environment (the degree of compensatori-
ness) in their choice of learning algorithms. We assigned
people randomly to one of the five above-mentioned com-
pensatoriness conditions. We expected participants in the
more non-compensatory environments to be better matched
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Figure 1: Compensatoriness for five different levels of θ. The
x-axis represents four different cues and the y-axis displays
the weight magnitudes.

by the active Take-The-Best algorithm, while logistic regres-
sion would better match their choices in the compensatory
environments.

Participants
Two hundred and sixty-four (N = 264) participants (M = 35.4
years) were recruited via Amazon Mechanical Turk to take
part in the “Alien Olympics” study. Participants were paid
$0.50 for participation plus an additional bonus between $0
and $0.5 depending on their performance.

Materials and Stimuli
On each trial, participants had to choose a pair of Aliens
to compete against each other, in order to learn about their
strengths. The Aliens varied on four different features, which
are displayed in Figure 2. The features were designed to be
helpful in fights, e.g., wings enabled an Alien to fly which
helps in attacking enemies, while camouflage is useful for
defense. The features were explained to participants at the
start and they were told that the different characteristics might
not all be of equal importance for an Alien’s strength in a
fight. As there are four features, we generated all possi-
ble feature combinations which results in 16 different Alien
types. On each trial, participants were presented with four
random Aliens on the screen, and had to choose two of these
to compete against each other. After selecting a pair, they
received feedback about which Alien had won the compe-
tition. They were also told that sometimes a weaker Alien
could win against a stronger competitor as in any sport, which
reflects the probabilistic generation of the actual outcomes.
The underlying weights of the four features that people could
learn depended on the compensatoriness condition a partici-
pant was in. Importantly, we emphasized that people should
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pick their Aliens wisely by selecting informative comparisons
out of the presented Aliens, as the goal was to learn how the
different features influenced an Aliens chances to win. Partic-
ipants were informed that they would need this feature knowl-
edge later in the experiment for an assessment task. The ac-
tual outcomes observed in feedback were generated by using
the weights from the respective compensatoriness conditions
(standardized to always add up to 10) and applying logistic
regression in order to determine an Alien’s strength, or likeli-
hood of winning against another Alien.

Procedure

The experiment was divided into a learning phase and a test
phase. The learning phase consisted of participants actively
choosing Alien pairs to fight against each other on 30 trials.
The test phase was designed to assess what people learned
and was structured as follows: On each trial, participants
were presented with only 2 different Aliens that were again
randomly drawn from the Alien database. We told partici-
pants that these Aliens were the candidates for their Olympic
Team, and it was their task to choose the Alien they consid-
ered to be stronger based on what they had learned about the
characteristics. This assessment phase consisted of 10 binary
choices. Participants were reminded that a bonus payment
would depend on their performance in this test phase.

Figure 2: Aliens varied on 4 different features (A-D): Anten-
nae, Wings, Diamonds, and Camouflage. E: Alien without
features, F: Alien with all features.

Results
Participants’ performance at identifying the stronger Aliens
during the test stage was highly above chance; the aver-
age percentage of correct choices made was 74% (t(263) =
27.44, p < 0.001) with a range of (30%,97%). Performance
varied as a function of the compensatoriness condition that
participants were in. Figure 3 represents the average score as
a function of compensatoriness: as the environmental struc-
ture gets more non-compensatory (i.e. more weight on just
a few cues), the average performance drops. This intuitively
makes sense as there is less information to be learned when
a cue dominates all others, which makes draws more likely
and informative comparisons less likely. However, peak per-
formance was observed for an environment not completely
compensatory (θ = 0), but slightly compensatory.

Figure 3: Average test performance across participants by
compensatoriness conditions.

Next, we demonstrate the model fits of the regular Take-
The-Best heuristic and Logistic Regression to participants’
choices at test. These were generated by fitting both models
to the set of Aliens participants had selected, and using the
fitted models to predict choices in the test set. Figure 4
presents the model fits as a function of the compensatoriness.
It can be seen that Take-The-Best was better at predicting
people’s behavior in the highly non-compensatory condi-
tions, whereas in the more compensatory conditions no
significant difference between the models could be found.
This demonstrates again that purely behavioral model fits
are limited in their ability to distinguish between common
decision models, even in a prediction-based test. Therefore,
we focus on the active learning results next.

Active Learning Results We categorized all possible pair-
wise comparisons people could choose on each trial into the
8 possible subtypes that can be seen on the x-axis of Figure 5.
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Figure 4: Behavioral model fits of the Take-the-Best Heuristic
and Logistic Regression. The y-axis represents the percent-
age of correct predictions with respect to people’s choices at
test.

WDDD for example signifies a comparison of two Aliens
with 3 similar features (D for draw), where one of the Aliens
had one more feature than the other (W for Win). A WLDD
comparison compares two Aliens with an equal direction of
two features but differing in two others (W for Win, L for
Loss), i.e., this might test whether the feature Wings are more
important than Camouflage for the outcome. People rarely
chose comparisons where it is unclear what feature was re-
sponsible for an outcome, e.g., a comparison of an Alien with
3 or 4 more features than its competitor (WWWD, WWWW).
Instead, the most common comparisons were simpler and
controlled, such as the WLDD, which test for the relative ef-
fect of one feature in comparison to another, i.e. searching for
orders among features. Although participants were told in the
instructions that all features are helpful in fights, the most fre-
quent comparison was the WDDD query, assessing whether
a feature improves the outcome. The fact that people pre-
ferred these simple queries could reflect a preference to per-
form confirmatory tests (Markant & Gureckis, 2012). Finally,
we compared queries selected by the two learning algorithms
against queries chosen by participants. We let both the TTB
and Logistic Regression algorithms learn in the same com-
pensatory and non-compensatory environment as the partic-
ipants, by creating as many simulated participant profiles as
there were participants in each compensatoriness condition.
Then, we let the models learn over time. As a result, the fre-
quencies of selections executed at each run by the algorithms
were matched with those by humans and an overall correla-
tion between the frequencies was calculated. Figure 6 shows
in the lower panel how well the selection frequency predicted,
and in the upper panel how well the selection frequencies by
the models correlated with participants’ frequencies.

WDDD WLDD WWDD WWLD WWLL WWWD WWWL WWWW

0
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Queries
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Figure 5: The 8 subtypes of active learning choices that par-
ticipants made and the a priori model choices.

Figure 6: Frequency of queries by active learning algorithms
matched to participants’ queries. Lower panel: y-axis shows
the variance explained. Upper panel: y-axis displays correla-
tions.

These results demonstrate that participants in different con-
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ditions differed in terms of which active learning algorithm
best described their queries (lower panel, Figure 6). With
an increase in non-compensatoriness, the Active Take-The-
Best model explained more variance and Logistic Regression
less, in line with our prediction. This is also reflected in the
number of noncompensatory tests performed (e.g., WWLD),
which increased in more non-compensatory conditions. The
underlying correlations between the models’ and peoples’ se-
lections (upper panel, Figure 6) reveal a similar picture for the
TTB learning algorithm - with more non-compensatoriness,
the TTB algorithm’s queries better matched what queries peo-
ple were choosing. However, as the environment becomes
more and more compensatory, participants tend to select ob-
servations that do not reduce uncertainty maximally with re-
spect to the weight-based logistic regression algorithm, and
instead select comparisons that are more certain which could
reflect more confirmatory hypothesis testing. This finding
also remained the same when we used predictive uncertainty
instead of information gain, showing that -as environments
get more compensatory- participants tend to select queries
where they already know the outcome better. Overall, the
Take-The-Best active learning algorithm which minimizes
uncertainty with respect to cue orders was a better descrip-
tion of how people learn in our experiment.

Discussion and Conclusion

Results demonstrated that–at least in more non-compensatory
environments– people learn more like an order-based strat-
egy, which lends support to the Take-The-Best heuristic
as a plausible decision mechanism in these environments.
This finding represents more processing-based evidence than
the usual predictive accuracy findings or descriptive model
fits. Furthermore, people do seem to be adaptive in their
choice of active learning strategies to the structure of the
environment: the more non-compensatory the environment
was, the more choices people made in accordance with the
TTB active algorithm. People were not well-described by
the weight-based logistic regression algorithm, and for very
compensatory environments they even seemed to pick the
opposite choices to the uncertainty reducing algorithm, i.e.,
they chose more certain queries. This could in turn be due
to the fact that –when all cues are equally important– people
notice they cannot learn any cue rank orders, and so they
might apply another strategy that is compensatory but not
captured by logistic regression, for example a tallying strat-
egy. This is a question we plan to address in a follow up study.

The current experiment demonstrates that active learning
experiments can be used to distinguish among prominent de-
cision strategies. Our results revealed a more informative pic-
ture than the traditional passive model fitting procedures. We
believe that the application of active learning algorithms as
a means to distinguish among decision algorithms is a novel
and promising approach. Creating active versions of classic
decision models and testing them in related experiments will

shed more light onto how people actually learn in different
tasks. We hope to utilize this new approach for more process-
based comparisons between different learning and decision
making models in the near future.
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Abstract

Self-directed learning, defined as the ability to choose what to
learn about, represents a unique educational opportunity. We
test the effect of self-direction on learning outcomes in chil-
dren (N=32, age range=3-5 years) in a novel word-learning
task conducted via touchscreen tablets. Study participants
were randomly assigned to one of two learning conditions: one
in which learning was self-directed and one in which it was
not. Children in the self-directed condition performed better
on a recognition task, controlling for subject and item effects.
Our results suggest that self-directed learning facilitates infor-
mation retention in children, in line with previous work that
has found improved information retention using self-directed
learning paradigms in adults (e.g., Markant, DuBrow, Davachi,
& Gureckis, 2014).

Keywords: Learning; cognitive development; developmental
experimentation.

Introduction
The idea that people learn best from material that they select
has been pervasive across the fields of education (e.g., Bruner,
Jolly, & Sylva, 1976; Montessori, 1912; Piaget, 1930), de-
velopmental psychology (e.g., Berlyne, 1960), and cognitive
science (e.g., Gureckis & Markant, 2012). Specifically, self-
directed learning—defined here as the ability to choose what
to learn about (see Gureckis & Markant, 2012 for a review)—
can provide the learner with volitional control over order and
timing of stimuli presentation, sequence of search decisions,
and validating or refuting hypotheses.

Early research on self-directed learning largely considered
its potential in adult learners (e.g., Brockett & Hiemstra,
1991; Brookfield, 1984; Tough, 1978). Some recent work has
investigated the potential of self-directed learning in younger
populations (e.g., Metcalfe, 2002; Nor & Saeednia, 2008);
however, most focuses on evaluating whether self-directed
learning benefits the academic performance of postsecondary
students (e.g., Chou & Chen, 2008).

Touchscreen tablets have increasingly been utilized in pri-
mary and secondary classrooms, with many school districts
providing tablets to all students. Yet quantitative research
on the use of tablets for educational purposes has not yet
carefully investigated specific causal mechanisms that might
yield improved learning, instead investigating the effective-
ness of content-related (e.g., writing, reading, spelling) ap-
plications in the classroom (e.g., Brown & Harmon, 2013).
Work that directly investigates the mechanisms underlying

self-directed learning—especially in young children—is ex-
tremely limited. This work is crucial because understanding
how self-directed learning promotes better learning outcomes
is key to designing better educational curricula that maximize
children’s learning potential.

One theorized mechanism posited for explaining the bene-
fits of self-directed learning relates to informational choice
and pacing. Allowing a learner to choose the order, du-
ration, and temporal presentation of new information could
boost learning because learners are theorized to have mech-
anisms that guide their attention towards material best-suited
for learning (e.g., Berlyne, 1960; Dember & Earl, 1957;
Kidd, Piantadosi, & Aslin, 2012, 2014; Kinney & Kagan,
1976; Piantadosi, Kidd, & Aslin, 2014). Studies with adults,
for example, have demonstrated that they strategically select
information that maximally reduces uncertainty about cate-
gory boundaries (e.g., Bardhan, Aslin, & Tanenhaus, 2010;
Markant & Gureckis, 2010) or reduces the hypothesis space
during complex rule learning (e.g., Markant Gureckis, 2012).
A common line of research along this theme in the educa-
tion literature is the study of academic study time alloca-
tion in both adults (e.g., Metcalfe, 2002) and children (e.g.,
Dufresne & Kobasigawa, 1989). This line of research investi-
gates how the decisions students make about what they study
and how much time they devote to different topics affects
learning outcomes. There is also evidence that children—like
adults—direct their attention towards material that reduces
uncertainty and improves learning (e.g., Schulz & Bonawitz,
2007). As an example, Bonawitz, van Schijndel, Friel, and
Schulz (2012) demonstrated that children preferentially play
with toys that violate their expectations.

Another theorized mechanism as to why self-directed
learning leads to better learning outcomes is that it increases
the level of engagement learners have with the learning ma-
terial. Typically, these studies rely on either self-report or
reports from educators in order to estimate learners’ levels
of engagement (e.g., Henderson & Yeow, 2012; Milman,
Carlson-Bancroft, & Boogart, 2012) rather than objective,
quantitative measures. Further, and more problematically,
these studies do not directly test whether the increased lev-
els of engagement themselves yield better learning outcomes.

Based on this previous literature, we would expect that
self-directed learning should improve learning outcomes in
young children. However, no previous study has quantita-
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tively evaluated whether self-directed learning yields better
learning outcomes controlling for the content of the informa-
tion presented in children. In our study, we present the same
information to two groups of young children (3- and 4-year-
olds) and manipulate whether their learning is self-directed or
not. In other words, all children see the same total amount of
learning material, but half select which learning material they
would like to hear directly.

Experiment
The aim of this study was to determine whether self-direction
increased the retention of novel object-word pairings when
tested on a touchscreen tablet. Participants were trained in
one of two conditions: choice and no choice. The choice con-
dition allowed participants to tap directly on the toy object
while the participants in the no-choice condition could only
tap a button in the center of the screen (see Figure 2). The
button was present for both conditions to maintain visual con-
sistency; however, it was grayed out in the choice condition
to indicate it did nothing (see Figure 2 for difference). All
participants were tested without parents in the room to avoid
parental influence on children’s behavior.

Participants
We recruited 32 children (M = 3 years; 11 months, range
= 3;0 4;11) from the Rochester Baby Lab database. Chil-
dren were randomly assigned to either the choice condition or
the no-choice condition (N = 16 per condition). The groups
were matched in age and distribution of gender. All partic-
ipants had normal hearing and vision, according to parental
report, and heard at least 90% English in the home. Three
children were excluded from final analyses because they had
to leave the testing room unexpectedly (e.g., to use the bath-
room) midway through the study (N = 3).

Materials
The study was run on an 11.6” Samsung Tablet PC Model
XE700T1A running Ubuntu 14.04. The stimuli were photos
of 15 novel toy characters that were randomly paired with
novel two-syllable words that followed the phonotactic rules
of English (Figure 1). The words were chosen to be max-
imally distinguishable, with phonologically distinct onsets
and no repeated syllables. The toy characters were chosen
as objects to be maximally interesting and engaging to the
children. All stimuli were presented on the touchscreen us-
ing Kelpy, the Kid Experimental Library in Python, which is
available under the GNU Public License (Piantadosi, 2012).
Spoken sentences used in the experiment were recorded by
an adult female in a soundproof booth.

Procedure
The study contained four blocks, each with a training and test-
ing phase. The toy objects were presented during the training
phase, along with their lexical labels. Productive taps (toy
object in choice, button in no-choice) elicited a sentence con-
taining the label for the object at the end. Once tapped, the

Figure 1: Stimuli paired with their novel names.

Table 1: Sentences recorded for the experiment.

Training sentences
(1) ”Look it’s a .”
(2) ”Look at the .”
(3) ”Say hello to the .”

Memory test prompt
(4) ”Can you find the ?”

toy-to-be-labeled expanded in size to draw the participants
attention to the correct referrent (see Figure 2). Each time a
toy object was tapped, a sentence—from Sentences 1-3 (see
Table 1)—labeled the toy until it had been tapped 6 times
in total. After the sixth tap and labeling sentence, the toy
changed to grayscale to indicate that it could not be tapped or
presented again (as shown for the “kogay” in the bottom two
panels of Figure 2). The training phase ended when all toy
objects on the screen had been tapped/labeled 6 times in total
and were all grayscale.

The testing phase followed the training phase. All 15 toys
were presented on the screen at once. Children were asked
to find each toy that was presented during the training phase
after the appropriate verbal prompt (e.g., “Can you find the
kogay?”, sentence 4 in Table 1). The locations and presen-
tation order of the 15 toys were randomized across trials and
participants. After a guess was made, the next verbal prompt
would be asked. No feedback was given to the participant
after a guess was entered; there were no changes in the ap-
pearance or behavior of toys during this phase. It is important
to note here that chance performance on this task was thus
very low; if children touched toys randomly during the test
phase, their accuracy would be 1/15.

The experiment was structured so that each successive
block raised the difficulty by increasing the number of toys
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Choice No Choice
Figure 2: Example displays for 4-object training block for the choice condition (left) and the no-choice condition (right).

presented. The first training block presented a single toy, fol-
lowed by training blocks with 2, 4, and 8 toys, respectively.
The toys that were presented to children across the training
blocks were always different, such that each toy was trained
and tested in only one block, with no repetitions. Figure 2
includes examples of training screens for the 4-toy block in
both the choice and no-choice conditions. All children pro-
gressed through all blocks, regardless of their performance
on previous blocks. This design—with blocks of increas-
ing difficulty—ensured that participants would not perform
at ceiling in order to give us the best possible chance of ob-
serving an effect due to condition.

Analysis
The primary analysis investigated the effect of self-direction
on learning outcomes. We hypothesized that self-direction
would have a positive impact on learning, and that children
in the choice condition would be more accurate in the toy-
identification task than children in the no-choice condition.
To assess the effect of self-direction, we ran a generalized lin-
ear mixed effects regression predicting accuracy as a function
of condition (choice, no choice), block (1-, 2-, 4-, or 8-toy,
treated ordinally), age (scaled), interaction between condition
and block, and random intercepts by subject. Our primary
focus and expectation was a condition effect, with accuracy
significantly predicted by condition. Secondary expectations
included a block effect (accuracy decreasing as blocks per

toy increased), an age effect (accuracy increasing for older
children), and possibly an effect for the interaction between
condition and block.

A second analysis tested whether children across the two
conditions demonstrated different degrees of engagement
with the task as a function of the condition type (choice
or no choice. If self-direction causes learners to more
readily engage with learning material—as previous studies
based on subjective reports by educators and students have
suggested—we would expect children to be more engaged
during the choice condition than the no-choice condition. We
chose response times as an objective measure of task engage-
ment. We recorded children’s response time to each question
during the testing phase, starting from the onset of the tar-
get word (e.g., the beginning of the “k” sound in “kogay” in
the memory-task question “Can you find the kogay?”). We
chose this point because it was the earliest moment at which
children could potentially identify the target toy. We hy-
pothesized that participants would be more engaged during
self-directed learning, and would thus exhibit faster response
times in the choice condition due to increased interest and
attention to the task.

Outliers were removed from the data before it was entered
into the two analyses described above. Response-time out-
liers were defined as 2.5 standard deviations above the mean
(M=6.33 s, SD=13.35 s); thus, all trials with a time greater
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Figure 3: Accuracy on testing phase by block and condition
(choice, no choice).

than 39.69 s were excluded from further analysis (N=7, ad-
justed M=5.04 s, adjusted SD=4.18 s). The discarded outliers
were scattered across children and appeared approximately
equally distributed across the choice and no-choice condi-
tions.

Results
Accuracy
Testing phase accuracies per block and between conditions
are shown in Figure 3. Accuracy trends across condition
show that children perform better in the choice condition than
the no-choice condition on earlier blocks, but that there is no
difference on the later, more difficult testing blocks. Accu-
racy also decreases overall as the blocks progress and become
more difficult, as expected.

Table 2 details the results of the mixed-effect model. Chil-
dren performed significantly worse in the no-choice condi-
tion as compared to the choice condition (β=-2.52, z=-2.58,
p<0.01). Children also performed worse on later blocks—
which required remembering more word-object pairings—
than on earlier blocks (β=-1.67, z=-6.88, p<0.0001)1. Fi-
nally, there was a significant interaction between the no-
choice condition and block (β=0.80, z=2.74, p<0.006). This
significant interaction indicates that the improved perfor-
mance of the choice condition over the no-choice condi-
tion wanes in later blocks, when the memory task is made
more difficult by increased numbers of objects and children
progress further into the testing session. Age was not a sig-

1Block was ordinally ranked in this analysis, but we note that
numerically ranking instead does not change the pattern of results
that we report here.

Table 2: Generalized linear mixed model results.

Factor Coef. SE z p
Intercept 4.55 0.80 5.69 <1.3e-08 ***
NoChoice -2.52 0.98 -2.58 <0.01 **
Block -1.67 0.24 -6.88 <6.0e-12 ***
Age(scaled) 0.04 0.16 0.26 0.79
NoChoice:Block 0.80 0.29 2.74 <0.006 **

nificant predictor of performance in our sample of child par-
ticipants (β=0.04, z=0.26, p=0.79).

These results support the hypothesis that self-direction fa-
cilitates learning, as children in the choice condition exhibited
better overall learning than those in the no-choice condition.
However, as Figure 3 shows, this effect is driven by the early
blocks with fewer objects. This suggests that the effect ei-
ther only appears early in learning or for small numbers of
objects, which are indistinguishable given the current experi-
mental design.

Importantly, the fact that children perform better in the
choice than the no-choice condition suggests that the boost
in performance is likely related to differences in engagement
across the two conditions. In the single-object test block—in
which children were only learning the name for a single toy
object—the children did not differ in terms of the order in
which the information was selected. In both conditions, chil-
dren only heard the name of the single object on the screen.
The only factor that differed in this testing block was whether
children touched the object itself to hear its label (choice con-
dition) or whether they touched a button to hear the object’s
label (no-choice condition). It is somewhat surprising, then,
that this subtle difference detectably impacted children’s per-
formance in this block.

To further investigate the potential difference in engage-
ment across the conditions (as evident from the difference in
the first testing block), response times were analyzed.

Response times
Though the difference across conditions in the single-object
block suggests that children were differentially engaged with
the learning material, this difference had no detectable impact
on children’s reaction times across the two conditions. Chil-
dren made selections at approximately the same speed across
the choice condition (M=4.10 s) and the no-choice condition
(M=4.07 s). These means were not significantly different
from each other, according to a Wilcoxon signed-rank test
(W=22297, p=0.65).

Though differences in engagement did not appear in reac-
tion times, reaction time is just one of many ways differences
in engagement could be manifested. Other independent mea-
sures (e.g., visual fixation, physiological changes) may be
needed to test our interpretation of engagement as the most
likely mechanism underlying observed differences in perfor-
mance across conditions.
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Conclusion and Discussion
These results provide evidence that self-directed learning can
enhance short-term memory retention for novel object-word
pairings in children. The main effect of condition indicated
that self-direction positively affected accuracy on the mem-
ory task across conditions, though this effect was moderated
by block and, correspondingly, task difficulty. In the final
block—the one that required children to track and remem-
ber the most object-word pairings—children performed near
floor across both conditions. The observed difference across
conditions in the single-object block interestingly suggests
the boost in performance from self-selection is likely due
to differential degrees of engagement across conditions—not
the ability to select the order of incoming information.

A key aspect of this work is that it demonstrated the ben-
efits of self-directed learning in children in a controlled con-
text. Much of the previous research with children has taken
place in educational settings in which self-direction was con-
founded with other variables, such as the modality of infor-
mation presentation. Our study carefully controlled for as
many extraneous variables as possible—including the modal-
ity, content, and duration of the learning material—across the
choice and no-choice conditions. Both groups of children
saw and heard exactly the same materials, exactly the same
amount of time, but only the choice group had the ability to
select the information to be presented directly.

Further work will be required to determine how self-
direction interacts with other factors known to impact learn-
ing, such as task difficulty. These findings are in line with pre-
vious work that has reported better learning in self-directed
conditions with adults (e.g., Markant, DuBrow, Davachi, &
Gureckis, 2014). Broadly, these results demonstrate that the
ability to select information enhances learning for young chil-
dren, likely due to the increased engagement associated with
self-direction itself.
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Abstract 

An important goal in the study of higher-order cognition is to 
understand how relational categories are acquired and 
applied. Previous work has explored the potential of within-
category comparison opportunities to promote relational 
category learning and transfer. This follows from predictions 
of structure mapping theory (Gentner, 1983, 2003) that 
alignment leads to highlighting and abstraction of common 
relational structure. However, a straightforward merging of 
traditional classification learning with comparison (i.e., trials 
presenting two same-category items) has not been effective. 
We explore the hypothesis that classification and comparison 
have an unforeseen incompatibility. In a 3x2 between-
subjects design we tested three presentation conditions 
(unconstrained item pairs, category-matched items pairs, 
single items) in two supervised category learning modes: 
classification and observation. The major finding is an 
interaction driven by highly accurate categorization for the 
observational learners with same-category pairs. The 
introduction of the observational mode yielded the predicted, 
but elusive result of an advantage for within-category pairs 
over twice as many single-item trials. We conclude that 
within-category comparison can be an effective means to 
promote relational category learning and discuss the apparent 
impediment of the guess-and-correct cycle. 

Keywords: relational categories; structural alignment; 
comparison; classification learning; transfer; observational 
learning mode 

 
Introduction 

Categorization and comparison are two core mechanisms 
underlying human learning, comprehension, and knowledge 
use. Within the study of categorization, the bulk of the 
research attention has been devoted to object/entity 
categories – categories whose members belong based on 
sharing a set of intrinsic features. Though the learning and 
generalization of entity categories has been studied using 
different tasks, such as through inference of missing 
features (Markman & Ross, 2003) and category construction 
(Ahn & Medin, 1992), the traditional classification learning 
paradigm has remained the most prevalently used (Murphy, 
2003; Ross, Chin-Parker, & Diaz, 2005). In its most 
common form, the traditional classification learning 
paradigm operates as follows: a single stimulus is presented, 
the participant is asked to classify the item into one of two 
category options, a response is selected, and corrective 
feedback is given. The traditional, classification learning 
paradigm has yielded substantial knowledge and has offered 
a testing ground for formal models of categorization (e.g., 

ALCOVE, Kruschke, 1992; DIVA, Kurtz, 2007; SUSTAIN, 
Love, Medin, & Gureckis, 2004).   

However, not all categories lend themselves well to 
traditional accounts of category learning.  Though a sizable 
amount of knowledge can be captured through a feature-
based understanding of the world, features alone do not 
seem to capture the richness of what we know – the ways in 
which objects and attributes relate to one another reflect a 
critical facet of the concepts we hold.  In the categorization 
literature, an increasing emphasis has been placed on 
relational categories (Gentner & Kurtz, 2005; Markman & 
Stilwell, 2001) that are based on a common (perhaps rule-
like) relational structure as opposed to a set of intrinsic 
features (see Corral & Jones, 2014; Goldwater, Markman, & 
Stilwell, 2011; Higgins & Ross, 2011; Kurtz, Boukrina, & 
Gentner, 2013; Patterson & Kurtz, 2014; Smith & Gentner, 
2014; Weitnauer, Carvalho, Goldstone, & Ritter, 2014). As 
an example, take the relational noun bridge – something that 
connects two other things. A member of the category bridge 
might occupy the form of a concrete structure connecting 
two landmasses. Alternatively, a bridge might take the form 
of an ambassador connecting the geopolitical ideas of two 
countries. In terms of features, these two members of the 
category bridge are greatly disparate; a bridge does not have 
much in common with a diplomat. Nonetheless, both 
bridges are category members insofar as they relate to two 
other things in the same way. This qualitative difference 
between entity and relational categories translates to 
differences on the quantitative level as well, with relational 
categories exhibiting slower acquisition in children 
(Gentner, 2005). These differences expose an empirical 
need for the study of relational categories in order to further 
the understanding of human categorization.   

A pressing topic in the study of relational categories is 
how they are learned. Prior investigation has demonstrated 
benefits to the acquisition and transfer of relational 
categories through comparison (Kurtz, Boukrina, & 
Gentner, 2013; Patterson & Kurtz, 2014). The observed 
comparison benefits can be understood through the process 
of structural alignment (Gentner, 1983, 2003, 2010; Gentner 
& Markman, 1997). According to the structural alignment 
view, deep, relational similarity that exists between two 
cases is rendered salient by aligning their relational 
predicates during comparison, allowing for shared relational 
structure to be abstracted into a portable knowledge 
structure. It is predicted from this view that comparison 
advantages should be great when same-category items are 
compared, relative to single item learning and comparison 
using contrasting categories whose relational structures are 
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not alignable. Although same-category comparison during 
classification learning has been shown to confer benefits on 
near and far transfer of category knowledge (relative to 
twice as many trials of single item learning), the comparison 
advantage has only been found with the inclusion of some 
different-category pairs (Kurtz, Boukrina, & Gentner, 
2013). A fifty-fifty mix of same and different-category pairs 
led to comparison outperforming single item learning. One 
important characteristic of this format is that the learner 
cannot assume both items belong to the same category and 
is therefore encouraged to consider each of the items and 
their category assignment relative to one another. While a 
comparison advantage was found, it was not clear what 
specific aspect(s) of this methodology provided the causal 
power. To date, we know of no successful demonstration of 
a pure, same-category comparison advantage over single 
item learning – one successful attempt required twice as 
many stimulus exposures as the single item control (Kurtz 
& Gentner, 1998). In preliminary work to the current study, 
we attempted to boost the invitation to compare during 
same-category comparison trials. However, neither the use 
of similarity ratings nor the drawing of correspondence lines 
between compared items yielded differences between pure, 
same-category comparison and single item learning. In these 
cases it seemed clear that the comparison engine was 
effectively engaged but, perplexingly, no advantage 
accrued.  

An alternate account of these observed shortcomings is 
that the task acted in opposition to the benefits of same-
category comparison. Drawing on the machine learning and 
attribute-based categorization literatures, a continuum can 
be found between two different learning modes: 
discriminative and generative learning (Levering & Kurtz, 
2015; Ng & Jordan, 2001). Discriminative learning is 
characterized by learning the probability of a category given 
a set of features; the focus is on learning a minimalist way 
to predict a category given aspects of the stimulus. By 
contrast, a generative mode emphasizes learning the 
probability of a set of features given a category; in other 
words, the focus is on learning what stimulus aspects are 
common to a given category, resulting in a more positively 
defined, holistic representation. Consistent with this 
generative/discriminative distinction, previous work has 
shown the discriminative guess-and-correct cycle of 
classification to result in reduced holistic category 
knowledge compared to a more generative learning mode 
(Levering & Kurtz, 2015). Accordingly, the less holistic 
category representation encouraged by classification might 
be at odds with making productive comparisons. From a 
more general standpoint, a conflict may exist between 
performing classification and getting the most out of 
comparison – such that successfully coordinating and 
integrating the two components is not possible.    

An alternative to the traditional classification-learning 
paradigm is supervised observational learning. On each trial, 
items are simply presented with their correct category 
labels. While the two modes generally lead to similar 

performance outcomes (Estes, 1994; see also, Ashby, 
Maddox, & Bohil, 2002; Edmunds, Milton, & Wills, 2014), 
observational learning has been shown to result in richer 
category knowledge (Levering & Kurtz, 2015). Using 
unidimensional rule plus family resemblance categories, 
Levering and Kurtz (2015) found observational learners 
showed enriched knowledge of internal category structure 
(relative to classification learners), demonstrating enhanced 
ability to infer values on the partially diagnostic features 
when provided only the category. Further, typicality ratings 
revealed greater sensitivity to changes on partially 
diagnostic features for observational learners compared to 
classification learners. Applied to relational categories, the 
more holistic consideration encouraged by observational 
learning could provide benefits to comparison and relational 
discovery. 

Observational learning presents a viable task alternative 
to circumvent potential impediments associated with pure, 
same-category comparison learning under classification. 
The task allows the learner to jointly consider the co-
presented examples as members of a category without the 
distractions of the guess-and-correct cycle. It is expected 
that, through unhindered structural alignment, the greatest 
benefit at test and far transfer will be conferred to same-
category comparison in the observational mode, relative to 
mixed comparison (having half as many same-category 
comparison opportunities) or single item learning.  

Method  
The purpose of the experiment was to assess the impact of 
learning mode on the effectiveness of different kinds of 
comparison opportunities. To accomplish this, learning 
mode and presentation condition were varied orthogonally. 
 
Participants 
184 undergraduates from Binghamton University 
participated for partial course credit.   

 
Materials 
The training and testing phase stimuli consisted of 36 
unique, Stonehenge-like arrangements of rocks – examples 
can be seen in Figure 1. Rocks varied in their size, shape, 
and color. As in our previous studies, the stimuli comprised 
three relational categories (category labels in brackets): 
monotonicity [Besod] – defined by a monotonic decrease in 
height of the arrangement from left to right, support [Makif] 
– characterized by the presence of a rock being supported by 
two other rocks, forming a sort of bridge, and symmetry 
[Tolar] – captured by the presence of two same color rocks 
of similar size and shape, one stacked atop the other. Each 
arrangement belonged to only one of the three categories.  
Of the 36 stimuli, a subset of 24 was utilized as the training 
set (eight per category) and 12 were reserved for use at test 
(four per category). The subsets matched those used in 
Kurtz, Boukrina, and Gentner (2013) and subsets were held 
constant across participants. For comparison conditions, 
training stimuli were presented in pairs. Pairs were 
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randomly generated for each participant according to the 
condition – all same-category pairs (Same_ conditions) or a 
fifty-fifty blend of same- and different-category pairs (Mix_ 
conditions). 

To assess far transfer of category knowledge, a set of 15 
mobile-like stimuli (colorful, geometric objects connected 
with vertical lines, as if hanging down from a platform; see 
Figure 1) was used. Each mobile conformed to one of the 
three relational categories from training, five mobiles per 
category. Compared to the training and testing stimuli, the 
mobiles were dissimilar in their surface characteristics (in 
color and shape of objects) and the orientation of the 
category-defining core in each item was reflected over the 
X-axis. 

Procedure 
In a between-subjects design, participants were randomly 
assigned to one of six conditions. Four conditions employed 
comparison learning: same-category classification 
(SameClass, n = 30), mixed-category classification 
(MixClass, n = 31), same-category observational (SameObs, 
n = 31), and mixed-category observational (MixObs, n = 
32). Two conditions served as single item controls: single 
item classification (SingClass, n = 31) and single item 
observational (SingObs, n = 29). All participants received 
an archeological cover story and were given the following 
instructions: “Your overall goal is to figure out what makes 
a given rock arrangement belong to one of the three types: 
Besods, Makifs, or Tolars. You will be tested on your 
knowledge of each type later.” The following instructions 
were given to comparison conditions (and were stripped of 
dual-item and comparison language in the single item 
conditions): “On each learning trial, you will see two rock 
arrangements. [Obs: You will be shown the correct type for 
each arrangement to help you learn, Class: Try to figure out 
the correct type for each arrangement. Use the mouse to 
select your response. A box will appear around the 
arrangement that you should respond to.  You will be given 
feedback at the end of each trial to help you learn]. At first 
you will not understand what makes them belong to a type, 
but before long you should become quite good at 
recognizing the different types. Remember that there are 
three different styles for arranging the rocks into 
configurations. Looking at the two arrangements together 
can help you learn these types. Try your best to gain 
mastery of the names of each type and what makes an 
arrangement belong to those types. Learn as much as you 
can before the test!”  

Comparison Conditions – Training  
Training consisted of two cycles of 12 paired stimulus trials, 
totaling 48 stimulus exposures. At the beginning of each 
trial, two laterally offset stimuli were presented and 
remained visible until the trial was complete. In the 
classification conditions, a box appeared that randomly 
queried one of the arrangements. Participants were asked for 
the category of the queried item. They selected a response 

using the mouse and were then queried about the other item. 
Following both responses, participants were shown 
simultaneous feedback for each item indicating: (1) whether 
or not their response was correct, (2) the correct category of 
the item (in green), and (3) if incorrect, the category they 
responded with (in red). In the observational conditions, the 
correct category labels were provided with the presented 
items and remained on screen for the duration of the trial.  
When the participant finished studying an item pair they 
continued to the next trial with a mouse click.  Participants 
in both classification and observational conditions had as 
much time to engage each trial as they wished.  

 
Single Item Conditions – Training  
Training consisted of two cycles of 24 randomized, single 
item trials, totaling 48 stimulus exposures. A single stimulus 
was presented at the start of each trial and remained visible 
until the trial was complete. Classification and observational 
conditions closely followed their comparison counterparts.  
In the classification condition, participants were asked for 
the category of the item. Following their response, they 
were presented feedback identical in nature to the 
comparison classification conditions. In the observational 
condition, participants were presented with a single labeled 
item. As in the comparison conditions, single item 
conditions were permitted as much time as desired on each 
trial.  
 

 
 
Figure 1: Sample stimuli for each category in 
each phase. 

 
Assessment 
Following training, all conditions performed an identical 
assessment sequence. The sequence consisted of, first, a 
within-domain test and, second, a far transfer assessment.  
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The within-domain test randomly presented the 24 “old” 
rock arrangements from training and 12 new arrangements.  
 After the within-domain test, the 15 mobile stimuli were 
presented in random order for the far transfer phase. Both 
the test and transfer trials employed an endorsement format: 
on each trial a single item was presented, the participant was 
asked if the item belonged to a given category, and 
participants gave a yes/no response. This measure of 
categorization performance is similar to, but distinct from 
both the classification and observational learning tasks. The 
endorsement task minimizes any transfer appropriate 
processing advantages (Morris, Bransford, & Franks, 1977) 
that might result from a perfect task match between training 
and testing phases. As the primary interest was in how well 
knowledge could be extended from the learning phase, old 
test items were each presented once, while the new test and 
far transfer items were each presented twice – once each 
with accurate and inaccurate category labels. 

Results 
Given the absence of training accuracy data for 
observational conditions, the analyses for training data are 
omitted here. While our predictions primarily concern the 
extension of knowledge to new examples, we begin by 
considering performance on old test items.  
 
Test – Old Items 
In the absence of complete training data, old test data can 
give an estimation of late learning phase performance. The 
data were subjected to a two-way analysis of variance with 
two levels of task (classification and observational learning) 
and three levels of presentation format (same-category pairs, 
mixed-category pairs, and single item). The ANOVA 
revealed a significant effect of task, F(1, 178) = 7.71, p = 
.006, showing that observation learners (M = 0.84, SD = 
0.15) were more accurate in their endorsement decisions 
than were classification learners (M = 0.77, SD = 0.17).  No 
main effect was found for presentation format, F(2, 178) = 
0.72, p = .49, indicating that, collapsed across task, type of 
comparison did not have an effect. Consistent with our 
predictions however, a significant interaction showed that 
task differentially impacted the effectiveness of the type of 
comparison opportunity, F(2, 178) = 3.77, p = .025. The 
interaction was marked by a significant difference between 
observational (M = 0.88, SD = 0.13) and classification (M = 
0.74 SD = 0.19) learning modes for same-category pairs 
[t(59.36) = -3.42, p = .001, corrected for unequal variances], 
but only a marginal difference between observational (M = 
0.85, SD = 0.13) and classification (M = 0.79, SD = 0.14) 
learning modes for mixed-category pairs, t(61) = -1.91, p = 
.06. Task did not did not have an effect on single item 
learning (SingClass, M = 0.79, SD = 0.18; SingObs, M = 
0.78, SD = 0.18; p > .1).  
 
Single Item Control As a reminder, one of the primary 
goals of the experiment was to explore whether pure, same-
category comparison could lead to an advantage over single 

item learning. As predicted, same-category comparison in 
the observational mode was found to provide a significant 
benefit over its task-matched, single-item control using a t-
test comparison – the only comparison condition to do so,  
t(53.10) = 2.45, p = .02, corrected for unequal variances.  
 
Test – New Items  
Looking at the data for never-before-seen, within-domain 
items (see Figure 1, Figure 2), a 3x2 ANOVA denoted only 
a significant interaction, F(2, 178) = 4.85, p = .009. Follow 
up analyses indicated that a same-category observational 
performance advantage over its classification counterpart 
drove the interaction: while task led to significant 
differences in endorsement accuracy for same-category 
comparison conditions (SameClass, M = 0.69, SD = 0.17; 
SameObs, M = 0.83, SD = 0.13; t(53.90) = -3.70, p = .001, 
corrected for unequal variances), task did not lead to reliable 
differences between mixed-category comparison conditions 
or single item conditions.  These results emphasize the 
power of pure same-category comparison, but only under 
the appropriate task circumstances. 
 
Single Item Control As seen with the old-item test data, 
same-category learning in the observational mode was 
found to produce the predicted advantage over its task-
matched, single-item control on new test items [t(48.09) = 
3.22, p = .002, corrected for unequal variances]. By 
contrast, no other comparison condition was able to show an 
advantage over single item learning.  
 

 
 
Figure 2: New item test and far transfer 
endorsement accuracy by condition.  Error bars 
show +/- 1 SE.  

 
Far Transfer  
Of critical interest was the impact different learning 
conditions had on the ability to transfer category 
knowledge. To assess this, the far transfer accuracy data 
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were subjected to a 3x2 ANOVA that indicated a main 
effect of task: learners in observational learners (M = 0.77, 
SD = 0.17) showed enhanced transfer relative to 
classification learners (M = 0.68, SD = 0.19), F(1, 178) = 
4.22, p = .04. Consistent with both old and new test items, 
no main effect of presentation format was found on far 
transfer items. However, a marginally significant interaction 
between task and presentation format was found, F(2, 178) 
= 2.93, p = .056. Consistent with our predictions, the 
interaction showed that levels of task resulted in larger 
disparities between same-category comparison conditions 
(SameClass: M = 0.67, SD = 0.20; SameObs: M = 0.81, SD 
= 0.16; t(59) = -3.20, p = .002) than between mixed pair 
comparison conditions (MixClass: M = 0.70, SD = 0.18; 
MixObs: M = 0.72, SD = 0.17; t(61) = -0.56, p = .58). No 
differences were seen between single item learning 
conditions (SingClass: M = 0.70, SD = 0.20; SingObs: M = 
0.70, SD = 0.19; t(58) = -0.09, p = .93). 
 
Single Item Control Comparing same-category comparison 
in the observational mode against its single item, task-
controlled counterpart yielded the predicted advantage for 
comparison at far transfer, t(58) = 2.43, p = .02. No other 
comparison condition exhibited reliable differences over 
single item learning.  
 

Discussion 
The empirical goal of the present study was to further the 
understanding of how relational categories are best learned. 
The specific questions being asked were: (1) how does 
learning mode affect the acquisition of relational categories? 
and (2) how does learning mode influence the effectiveness 
of different types of comparison opportunities? The results 
show clearly that the observational mode has a positive 
influence on learning, increasing endorsement accuracy on 
within-domain members and enhancing far transfer to 
members across domain. While the type of comparison 
opportunity did not exhibit a direct impact on performance, 
exceptional performance in the same-category observational 
group drove an interaction at within-domain test and pushed 
an interaction near significance at far transfer. The 
interaction underscores that the type of learning task plays 
an important role in the effectiveness of certain kinds of 
comparison opportunities (same-category pairs), but not for 
others (mixed-category pairs). Further, same-category 
comparison in the observational mode was the only 
condition to display an advantage over single item learning 
– and did so across all testing phases. 

These results are compelling for a number of reasons. 
First, they represent the first time that observational learning 
has been shown to outperform feedback learning on a test of 
category membership knowledge. Though the effectiveness 
of observation as a learning vehicle has been sparsely 
explored, previous work has shown observational learning 
to be either equivalent or disadvantaged relative to 
classification when category membership is the target of 
assessment (Ashby, Maddox, & Bohil, 2002; Edmunds, 

Milton, & Wills, 2015; Estes, 1994; Levering & Kurtz, 
2015). It should be noted that most research employing 
observational learning has been conducted using feature-
based categories with single item presentation. Taken 
together, this poses the possibility that the type of category 
(feature-based or relational) may interact with task and 
presentation format; this is a topic for further research. 
Second, the findings clearly echo that learning mode can 
substantially impact acquired category knowledge 
(Markman & Ross, 2003). This highlights the need for 
future categorization research to study phenomena using a 
broader palette of learning methods. Third, this study 
demonstrates a pure, same-category comparison advantage 
over single item learning for the first time. This key finding 
fits nicely into the theoretical framework developed in the 
study of analogy (Gentner, 1983; Markman & Gentner, 
1997).  The success of same-category comparison under 
observation, relative to classification, suggests that 
classification is disruptive to fruitful comparison. Future 
work will seek to further specify and elaborate on this 
finding. 

The excellent level of mean performance in the same-
category observational condition is unprecedented in the 
study of relational category learning. Accordingly, 
understanding the basis for this success is paramount. A 
number of causal factors are worth exploring. One 
speculation is that observational learning encourages greater 
engagement than classification (despite being a less active 
task: there is no responding). Unlike classification, 
observational learning with same-category pairs does not 
involve the guess-and-correct cycle. As such, classification 
may promote discriminative goals that interfere with 
making the most of comparison opportunities. Classification 
learners may be more inclined to look for diagnostic 
features and less attuned to relational structure. Also, 
classification learners may be more focused on the 
performance factor of getting correct answers as opposed to 
the more global goal of category mastery.  
 
A Further Speculation  
One speculative factor that may serve to benefit engagement 
in the same-category observational case is symbolic 
juxtaposition (Gentner, 2010). By applying the same label to 
the presented items, it represents an invitation through 
language to compare and abstract commonalities that exist 
between them. Getting this invitation at the beginning of the 
trial (as opposed to the feedback period at the end of 
classification trials) might have emphasized comparison as 
the focus of the task and led to more engaged and effective 
comparisons.  
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Abstract 

Although negotiating joint action through dialogue can be 
difficult, dyads may be able to improve collaborative 
performance by managing communicative efficiency in 
language production, balancing effort (words per turn) with 
output (turn-level success). Comparing dyads with high, 
medium, and low levels of accuracy in communication, growth 
curve modeling revealed a negative relationship between 
success and excessive variability in levels of efficiency. Dyads 
performed better by maintaining moderately fluid efficiency 
(seen in high-success dyads) or minimizing efficiency 
variability (seen in medium-success dyads), rather than 
scrambling for efficiency only as needed (seen in low-success 
dyads). Balancing efficiency variability in language production 
may create flexible but relatively stable interaction structures, 
laying the groundwork for successful communication. 

Keywords: miscommunication; growth curve; production 
effort; interaction; joint action 

Introduction 
What makes some conversations flow successfully while 
others simply flounder? Numerous factors undoubtedly 
contribute to these outcomes, but the current paper focuses 
on one possible contributor: communicative efficiency of 
speech production. While we recognize that the term 
“efficiency” may have specific implications in some 
circles, we operationalize and situate it within the context 
of speech production as communicative success relative to 
the number of words used per turn in a corpus of turn-based 
dyadic interactions (i.e., Bloco® corpus; Paxton, Roche, 
Ibarra, & Tanenhaus, 2014; Roche, Paxton, Ibarra, & 
Tanenhaus, 2013). While interaction is a complex interplay 
between speakers and listeners, we focus here only on 
language production. Speakers’ efficiency–broadly defined 
for our purposes as the balancing of the costs and benefits 
of language planning and production–may be one factor 
contributing to communicative success. As we describe 
below, we argue that more successful dyads may maintain a 
relatively steady level of communicative efficiency in 

language production throughout an interaction—while less 
successful dyads may exhibit more variability in their 
communicative efficiency. 

Balancing the Cost of Communication 
One factor that guides conversational choices is the amount 
of effort required by both conversation partners (Grice, 
1976). Gricean principles hold that a speaker should put 
precisely enough effort into her utterances so that her 
listeners can navigate the communicative context with ease, 
with the intention that neither she nor her partner bears all 
the conversational burden (whether in production or 
comprehension; Grice, 1976). However, some interlocutors 
may be better than others at gauging this minimally 
sufficient production effort (e.g., through taking advantage 
of common ground; Clark & Brennan, 1991), and this 
ability may be an important difference between successful 
and unsuccessful communicators. 

Research suggests that speakers have the ability to 
manage communication costs across various levels of an 
interaction. For example, at a local level (e.g., the “word” 
level), speakers may achieve efficiency by uniformly 
distributing information across an utterance (Jaeger, 2011; 
Levy & Jaeger, 2008). At a global level (e.g., the 
“interaction” level), using too few words can save time, but 
it also increases the likelihood of a misunderstanding, 
which must be resolved—requiring the exertion of 
additional effort. Ideally, interlocutors should maintain 
consistency in information transmission at the global level 
to be more communicatively efficient. 

One way speakers may do this is by engaging automatic 
processes during on-the-fly production planning which can 
be fairly “cheap,” requiring fewer cognitive resources 
(Houde & Jordan, 1998; Pickering & Garrod, 2004; 
Tremblay, Shiller, & Ostry, 2003; Vogel, Fletcher, & 
Maruff, 2014). However, production planning required 
during crucial points in the conversation is a delicate 
balancing act, which may require more cognitively 
“expensive” processes (especially at the beginning of a 
conversation or during miscommunication resolution). * Paxton and Roche contributed equally to the preparation of 

this manuscript and share first author position.  
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If a speaker’s strategies are too “cheap,” the interaction is 
likely to flail or flounder during miscommunication or 
other difficulties. On the other hand, if a speaker’s 
strategies are too “expensive,” the interaction may suffer 
under heavy cognitive demands. Below, we present two 
types of cognitive “cost-saving” strategies along with more 
effortful ways that interlocutors may resort to when these 
techniques fail. Although exploring speakers’ strategies in 
depth is outside of the scope of the current paper, we build 
our hypotheses about overall language production using 
these specific strategies as guides. 
 
Omission and Repair One way in which a speaker may 
save effort when producing language is to omit words. This 
may reduce some of the constraints of planning a more 
complex coherent message (Bock, 1986; Branigan, 
Pickering, & Cleland, 2000; Ferreira, & Bock, 2006; Bard, 
Anderson, Chen, Nicholson, Harvard & Dazel-Job, 2007). 
These seemingly innocuous omissions, however, may 
increase the chance of miscommunication. When planning 
utterances, a speaker must weigh the cost of potential 
miscommunication with the benefit of reduced effort. If the 
effort-saving choice results in miscommunication, the 
speaker may be required to clarify, which would increase 
production effort.  

Omission, when used in moderation, may provide some 
of the benefits of reduced effort while minimizing the costs 
of miscommunication. However, a speaker who too often 
omits key words may, over time, increase her overall effort 
by repeatedly clarifying herself. This may be evident 
through high variability in language production, with the 
interlocutor seesawing between short and long utterances. 
 
Egocentric and Other-centric Perspectives Research 
suggests that interlocutors differ in perspective-taking style 
(egocentric or other-centric; Duran, Dale, & Kreuz, 2011). 
Engaging in one style over the other may be directly related 
to the anticipated cost of miscommunication relative to the 
production effort needed to avoid it. For example, if a 
speaker lacks information, she may adopt an egocentric 
perspective to quickly and easily obtain necessary 
information from her conversation partner. Effort is saved 
if her perspective is similar to her partner’s, reducing the 
need to mentally represent her partner’s perspective.  

Speakers may not always make conscious decisions 
about perspective taking. Ego- and other-centrism may not 
be a defining characteristic of the speaker but may instead 
be a defining characteristic of the context. Duran et al. 
(2011) maintain that individuals can switch perspective-
taking strategies if provided the appropriate cues, even if 
that perspective is more costly. Context appears to provide 
vital cues to guide perspective-taking choices. Without this 
information, it may be unclear which perspective would be 
most beneficial to a given situation—thus encouraging the 
interlocutor to sample various strategies to resolve 
communication breakdown and reducing communicative 
efficiency. 

Budgeting Production Costs Engaging effort-saving 
strategies not only makes conversation easier but also 
promotes adaptation and flexibility. Should the context 
require it, interlocutors can switch from cheaper 
mechanisms to more expensive ones to adapt to the 
language context (Horton & Keysar, 1996). At the local or 
short-term level, after realizing that there has been some 
miscommunication interlocutors may increase their 
production effort until the problem is resolved (e.g., 
repairing an omission). However, adjustment may also 
occur at the global or long-term level (e.g., altering 
perspective), turning attention to shared history to increase 
understanding across the interaction (e.g., Brennan & 
Clark, 1996; Clark & Brennan 1991). Speakers must 
approach new conversations with relative flexibility to 
adapt to constant changes in conversational demands.  

These cost-saving strategies may require initial 
investment in production effort, since establishing common 
ground and conceptual pacts (e.g., Brennan & Clark, 1996; 
Clark & Brennan, 1991) may require increased language 
production (e.g., during initial negotiations). However, over 
time, this investment should lead to “cheaper” production 
costs later, allowing speakers to use shared shorthand to 
convey even complex concepts. Finding a good method of 
responding early may promote communicative success, but 
the ability to adapt when something goes wrong may be 
just as beneficial. Active monitoring allows for the 
interlocutor to clear up miscommunication as needed while 
saving effort when possible (Keysar, 2007). However, 
conversation is not always so simple: If a speaker has 
difficulty communicating effectively (e.g., due to 
inexperience or lack of knowledge), she may take longer 
and sample many more strategies than others—or the 
conversation may simply fail.  

The Present Study 
We explore the context-dependence of communicative 
success from the perspective of speech production. 
Speakers must balance producing “cheap” (i.e., fewer 
words per turn) speech acts with more “costly” (i.e., higher 
words per turn) ones based on the needs of the listener and 
the current task goals. Effective communication, then, may 
perhaps be characterized by an ability to realize when these 
cheaper language production choices are useful and when 
they need to be abandoned for more resource-intensive 
ones. This ability may be evidenced in relatively stable 
levels of speech throughout an interaction  (cf. Jaeger, 
2010): Fewer troughs (i.e., very cheap speech acts) and 
peaks (i.e., very costly speech acts) may be a sign that 
interlocutors are exploiting context-appropriate strategies. 

We predict that—during a cooperative task with 
powerful external constraints—higher performance should 
be associated with a better ability to predict the necessary 
cost of speech acts. This should be evident by a more even 
level (i.e., lower variability) of language production 
throughout the interaction. Lower-performing dyads, on the 
other hand, are predicted to have higher variability during 
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language production throughout the interaction. These 
dyads may vary widely in the amount of speech they 
provide or solicit from their partners as they struggle to find 
appropriate strategies to complete their task. However, 
exploring these specific strategies is outside the scope of 
the present paper. 

In what follows, we investigate whether task success is 
affected by the efficiency of production effort over the 
course of a dyadic interaction. We use growth curve 
analysis to evaluate word production throughout the 
interaction for high-, medium-, and low-performing dyads. 
This allows us to look beyond measures of the overall 
interaction to explore turn-by-turn dynamics of 
performance and language production. 

Method 
The current project analyzed part of a larger corpus aimed 
at capturing the linguistic and behavioral dynamics of 
dyadic task performance without shared visual fields 
(Bloco® corpus; Paxton et al., 2014; Roche et al., 2013). In 
the present subset of the Bloco® corpus, participants 
worked together to build individual versions of an identical 
three-dimensional puzzle—either a grasshopper or lizard—
using a sequence of pictorial instruction cards, each 
depicting a single step in the building process.  

To create a sort of “turn-taking” director task, each 
participant was each given half of the total instruction cards 
required to completely build the figure. The instruction 
cards were divided so that the director and listener roles 
alternated with each step (i.e., instruction card): One 
participant would serve as director for all even-numbered 
steps, and their partner would serve as director for all odd-
numbered steps. Participants were unable to see their 
partner, their partner’s workspace, or their partner’s 
instruction cards during the interaction and were only able 
to coordinate building through spoken language exchanges. 

Each dyad received feedback about their construction 
only after completing all of the steps on the instruction 
cards. This allowed dyads to discover any instances of 
miscommunication, much as miscommunication occurs in 
the real world. That is, rather than having an external entity 
(e.g., experimenter) identify errors at each stage, 
miscommunication emerged naturally as a function of the 
building (e.g., inability to complete next step). All but one 
dyad correctly built the figure by the end of the interaction, 
with only a minor error in the final figure. 

Participants 
Twenty dyads of undergraduate students (N = 40; females = 
26; mean age = 19 years) from the University of Rochester 
participated in interactive communication task in return for 
$10. All participants were native speakers of American 
English, with normal to corrected vision and no diagnosed 
speech or hearing impairments. 

 

Measures 
The dyadic interactions were transcribed and annotated for 
various measures (see Table 1 for summary table). 
 
Word Count (WC) was assessed with LIWC (Linguistic 
Inquiry and Word Count; Pennebaker, Booth, & Francis, 
2007). No other LIWC category was considered in the 
present study. A total of 80,267 words were produced 
across the corpus, with an average of 9.45 words produced 
per turn (SD = 11.46).  
 
Turns were coded as soon as a participant began to speak. 
During interruptions or overlapping speech, we maintained 
the turn structure by first transcribing the speaker who held 
the floor at the time of the interruption, and the interrupter 
was transcribed second. There were a total 8,491 turns (M = 
413 turns; SD = 74.09) across all dyads. 
 
Table 1: Summary statistics for mean number of turns, 
accuracy, mean word count (WC) per turn, and 
communicative efficiency (CE) by performance group. 

 
 
Visual Congruence (VC) was a measure of task success. 
We chose VC because it acted as a direct consequence of 
the current linguistic context. Contrasting with other 
possible measures of miscommunication (e.g., repairs), VC 
provided a continuous measure of breakdown, regardless of 
whether or not miscommunication was recognized by the 
dyad at any given moment.  

VC was operationalized as whether the state of the 
interlocutors’ workspaces matched (Paxton et al., 2014). 
An undergraduate research assistant (RA) coded the dyads’ 
workspaces as either matching (VC+) or mismatching  
(VC-) on a turn-by-turn basis. As a toy example, a speaker 
(Ta) may have needed to describe an object’s spatial 
orientation to her partner (Tb). If Tb physically moved the 
object to the correct orientation (as intended by Ta based on 
by Ta’s workspace and instruction card), the current turn 
was marked as VC+. However, if Tb failed to put the object 
in the correct orientation, the turn was marked as VC-. For 
clarity, Figure 1 provides an example of what a VC- turn 
may look like. In this turn, Ta instructed Tb to orient the 
holes in an upward fashion, but the ambiguous use of “up” 
resulted in a VC- turn. 

Success 
Level 

Mean 
Turns 

Overall 
Accuracy 

Mean WC 
per Turn CE 

Low 
(n = 8) 

383.5 52.3% 9.65 0.32 

Medium  
(n = 8) 

498.1 69.9% 9.46 0.21 

High 
(n = 4) 

359.5 87.5% 8.89 0.42 
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VC was evaluated at each turn to better capture the 
nuances of task performance and communication. We 
checked reliability of the coding by having two additional 
blind coders (with no prior knowledge of the experiment) 
evaluate 5% (425 turns) of the original visual congruence 
determinations. The blind coders were asked to code 
agreement/disagreement with the original codes. These 
agree/disagree determinations were then subjected to an 
inter-rater reliability analysis, and we found high agreement 
with the primary coders (kappa = .96). Across the entire 
corpus, 5,491 trials were coded as VC+, indicating that 
miscommunication (VC-) occurred in 3,000 turns (35.5%) 
across the corpus. 

 

 
 

Figure 1: Visually incongruent (VC-) orientation for Ta’s 
instruction to Tb: “Put the holes facing up.” 
 
Accuracy and Accuracy Groups was calculated as a 
running proportion (at the turn level) of VC+ of the 
participants’ workspaces throughout the task. Using these 
data, dyads were separated into three groups, resulting in 
the following categories: High Accuracy (at or above +1 
SD accuracy), Low Accuracy (at or below -1 SD accuracy), 
and Medium Accuracy (from -1 to +1 SD accuracy). 
Evaluation of VC+ by the predictor (dyad) and moderator 
(turn) indicated that adding the interaction term resulted in 
significantly better fit (F = 4.93, p < .05). A test of simple 
slopes indicated that these groups did significantly differ 
from zero, t(17) = 559.94Low; 3809.59High (p < .01). 
 
Communicative Efficiency (CE) captured how well each 
dyad balanced communication goals with effort over the 
course of the interaction. To calculate this measure of 
efficiency, we calculated a running average of words per 
turn at each turn for each dyad. We then weighted this 
running average using the dyad’s raw running accuracy 
score until that same turn. Therefore, a higher CE was an 
indication of a more efficient dyad, producing relatively 
even numbers of words per turn throughout the interaction. 
These stable levels of production are taken as a sign that 
interlocutors are being effective at locally planning 
production (e.g., providing only as much information as 
needed) and globally tracking instructions and monitoring 
for miscommunication (e.g., catching mistakes quickly). 

Results 
As a preliminary analysis, we created a mixed-effects 
model to determine whether the accuracy groups 
significantly differed in relative efficiency across the course 
of the interaction. The model predicted CE with accuracy 
group (i.e., High, Medium, Low), a fully specified random 

effects structure using Accuracy group identity as a random 
slope and Dyad and Turn as random intercepts. Overall, as 
expected, the High Accuracy group was significantly more 
efficient than the Low (ß = .05, SE = 0.01, p < .001) and 
Medium Accuracy groups (ß = .03, SE = 0.01, p < .01). 

However, these overall differences across groups do not 
capture differences in the groups’ unfolding dynamics. 
Understanding the moment-to-moment changes in language 
production is required to answer questions about how 
communicative efficiency affects performance in time. To 
explore how time courses of the different dyads differ, the 
following analysis looks specifically at efficiency across 
the interaction. We used standardized (or normalized) turn 
as our measure of time. Using standardized turn instead of 
raw turn counts allowed us to compare the dyads despite 
the variability in total turns.  

 
Growth Curve Analysis was used to evaluate the patterns 
in communicative efficiency over the course of the 
interaction. Growth curve analyses afford a finer-grained 
evaluation of the progression over time than linear models 
because they allow the data to vary in shape and form over 
time. Specifically, growth curve models can evaluate data 
when it is not necessarily linear. An initial visual analysis 
of CE showed a clear nonlinear component to the variable 
(see Figure 2). Thus, evaluating the curvature of one’s data 
is often more informative than simply stating what the 
mean differences are between groups. 

We calculated orthogonal polynomials for standardized 
turn up to the 5th order, in order to best represent the 
conversation data1. Mirman, Dixon, and Magnuson (2008) 
explain that using orthogonal polynomials to represent the 
time-course data decouples the dependencies in the time 
variable, thus making them independent within the model. 
The orthogonals provide information about the intercept 
(grand mean), linear slope (1st orthogonal), symmetry of 
the curvature (2nd orthogonal), and the steepness of the 
inflection point (i.e., point of change in the curvature; 3rd+ 
orthogonal; Mirman et al., 2008).  

We then created a mixed-effects model that considered 
the effects of group performance on communicative 
efficiency (CE). Dyad was set as a random effect with fully 
specified random slope, and the random effect for dyad-by-
accuracy-group was included with slopes for only the 1st 
and 2nd order polynomials (as suggested by Mirman et al., 
2008).2 The results indicated significant main effects for 
the 2nd-5th orthogonals and significant interactions for the 
4th and 5th orthogonals for the Low and High Accuracy 
groups. 

                                                
1 Chosen based on the number of points of inflection in the Low 
Accuracy group. 
2 The random effects beyond the cubic orthogonal were excluded 
because they are computationally expensive and relatively less 
informative (cf. Mirman et al., 2008) 
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The main effect on the 2nd orthogonal indicates that as 
efficiency increases, so does the curvature symmetry (ß = 
.08, SE = 0.04, p < .05). This suggests that, overall, dyads 
peak in CE partway through the interaction and then 
decline in CE until the end. This may have been an effect of 
the task: As the dyad progresses towards completion and 
the object becomes more concrete, speakers may invest 
more effort, realizing that they need to re-establish shared 
perspectives and common ground to move forward.  
 

 
Figure 2: Communicative efficiency over standardized time 
for each group (High = red; Medium = green; Low = blue).  

 
The other significant main effects indicate a decrease in 

inflection points for the 3rd and 5th orthogonals (3rd 
orthogonal: ß = -.05, SE = 0.2, p < .01; 5th orthogonal: ß = -
.01, SE = 0.002, p < .01) but an increase in inflection points 
for the 4th orthogonal (ß = .02, SE = 0.004, p < .001). 
Taken together, these increased inflection points may 
functionally measure variability (i.e., increased peaks and 
troughs) in efficiency throughout the interaction.  

 Comparing other groups to the Medium Accuracy 
dyads, CE data were best fit by the fifth orthogonal for the 
Low Accuracy dyads (ß = .01, SE = 0.003, p < .01). We 
also see a trend towards significance of the 5th orthogonal 
in the High Accuracy dyads (ß = .01, SE = 0.005, p = .06) 
The results point to steeper and more variable curvature in 
effort exerted to produce an instruction throughout the 
interaction for both High and Low Accuracy dyads 
(relative to Medium).  

Discussion 
When individuals communicate with one another, 
numerous factors contribute to the success of the 
interaction—perspective taking, ability to repair, 
adaptation, and flexibility (to name a few). The present 
study examined just one possible factor: communicative 
efficiency in production. Specifically, we investigated 
whether dyads produce relatively stable amounts of words-

per-turn over an interaction. More stable performance may 
be an indication that the dyad is effectively balancing 
“cheap” and “costly” communication strategies (Houde & 
Jordan, 1998; Pickering & Garrod, 2004; Tremblay, Shiller, 
& Ostry, 2003; Vogel, Fletcher, & Maruff, 2014), while 
increased variability may be a sign that the dyad may have 
had difficulty choosing an appropriate strategy.  

We found partial support for our hypotheses. As 
predicted, we did find that lower-performing dyads 
exhibited significantly higher variability in language 
production than the medium-performing dyads. 
Interestingly—and contrary to our expectations—high-
performing dyads were also variable in their language 
production, although it did not quite reach the statistical 
significance seen in the low-performing dyads. The 
medium-performing dyads, on the other hand, showed the 
steady levels of efficiency that we expected from the high-
performing dyads. 

These results suggest that variability in language 
production in itself may be neither helpful nor harmful. 
Viewing this variability as a proxy for employing cheap or 
costly communication strategies, the present findings may 
suggest that high-performing dyads may simply be better at 
switching between cheap and costly strategies as needed. 
The low-performing dyads may be unable to settle on the 
strategy appropriate to current demands, instead sampling a 
wide variety of behaviors. The medium-performing dyads 
may have put just enough effort into the interaction to 
balance cheap and costly strategies, minimizing variability 
while performing adequately. The high-performing dyads’ 
relatively fluid levels of variability throughout their 
interactions may have given them the flexibility to adopt 
new strategies as needed. Further research is needed to 
examine this possibility. 

Beyond the aggregate differences across dyads’ 
interactions, it is important to note that the dyads also 
structured their interactions differently. Overall, the high-
performing dyads were more efficient overall than either 
the average or low-performing dyads. The high-performing 
dyads produced significantly fewer turns than the other 
groups, but growth curve analysis preserved the ebbs and 
flows of production effort employed by each group, 
highlighting the dynamics that characterize each group’s 
performance. 

Future Directions 
In the current study, we focused primarily on the amount 

of language produced in the interaction as an indication of 
production planning and effort but did not consider many of 
the other factors that could have influenced performance. 
Future analyses will examine how specific lexical choices 
(e.g., spatial terminology, disfluencies, repair) affect the 
dynamics of the interaction during both production and 
comprehension. This may help shed light on the specific 
strategies employed by speakers and listeners in 
maintaining communicative efficiency. 
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For example, previous analysis of lexical selection in the 
Bloco® corpus showed that groups differed in the numbers 
of spatial references used. Low-performers used spatial 
terminology more than high-performers, with low-
performers producing roughly 2,500 more spatial terms 
overall. Therefore, dyads’ lexical choices directly result in 
higher miscommunication and lower communicative 
efficiency (Roche et al., 2013). How dyads handle these 
breakdowns should mirror their ability to take perspective 
and to initiate repair. Understanding the role of multiple 
factors in miscommunication gets us one step closer to 
understanding why we miscommunicate and how we 
recover from it. Once we capture the behaviors leading to 
miscommunication, we may be better able to develop more 
controlled experiments to assess and address it. 

Conclusions 
Successful speakers balance cheaper language acts with 
more costly ones, investing just enough to achieve their 
goals. Although some pairs never found this equilibrium, 
even less-than-successful partners muddled through to 
complete their task after substantial time and effort. 
However, by being a little more flexible in adapting to the 
needs of the moment, speakers may be better able to work 
together, improving joint performance while conserving 
effort. 
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Abstract 

From an early age, people exhibit strong links between certain 
visual (e.g. size) and acoustic (e.g. duration) dimensions. Do 
people instinctively extend these crossmodal correspondences 
to vocalization? We examine the ability of congenitally deaf 
Chinese children and young adults (age M = 12.4 years, SD = 
3.7 years) to generate iconic vocalizations to distinguish items 
with contrasting magnitude (e.g., big vs. small ball). Both 
deaf and hearing (M = 10.1 years, SD = 0.83 years) 
participants produced longer, louder vocalizations for greater 
magnitude items. However, only hearing participants used 
pitch—higher pitch for greater magnitude – which counters 
the hypothesized, innate size “frequency code”, but fits with 
Mandarin language and culture. Thus our results show that 
the translation of visible magnitude into the duration and 
intensity of vocalization transcends auditory experience, 
whereas the use of pitch appears more malleable to linguistic 
and cultural influence. 

Keywords: crossmodal correspondence; deafness; iconicity; 
language evolution; magnitude; vocalization 

Introduction 
People tend to link certain auditory dimensions to certain 
visual dimensions (Spence, 2011). For example, they 
associate loudness with size and brightness (a loud sound is 
big and bright), pitch with size and elevation (a high pitched 
sound is small and high), and the temporal duration of a 
sound with length (a temporally extended sound is long)1. A 
large body of evidence indicates that some of these cross-
modal correspondences are highly robust, especially those 
involving prothetic dimensions that can be characterized in 
terms of more or less magnitude, such as loudness, quantity 
size, and duration (Walsh, 2003). These correspondences 
are detectable early in development, and can influence low-
level perceptual processes, as well as high-level processes 
like the use of linguistic metaphor (Winter, Marghetis, & 
Matlock, 2014). In this study, we examine whether certain 
cross-modal correspondences between sight and sound also 
extend to the production of iconic vocalizations. Do people 

                                                             
1 Dimensions like size and elevation may be primarily sensed 
through vision and are typically presented visually in experiments, 
but they can obviously be experienced through non-visual senses 
too. 

have a similarly instinctive sense of how to map visual 
dimensions of magnitude to qualities of their voice? To find  
 
out, we test whether people who are congenitally deaf are 
able to generate iconic vocalizations that reflect visual 
dimensions of magnitude. Such a result would indicate that 
size-vocalization correspondences can originate even in the 
absence of auditory experience. 

Origins of Cross-Modal Correspondences 
To understand the origins of cross-modal correspondences, 
scholars have focused on when these mappings arise in 
development. One possibility is that people learn through 
experience to associate auditory dimensions like pitch and 
loudness with visual dimensions like size because of their 
tight correlation in the environment. The physical laws of 
sound dictate that bigger objects tend to produce lower 
pitched and louder sounds, and research shows that listeners 
are sensitive to these properties when judging the size of 
falling objects (Grassi, 2005). Thus children might 
internalize the statistical correlations between size, pitch and 
loudness through their experience with colliding objects and 
other sound producing events (Spence, 2011). 

A second potential source of some crossmodal mappings 
is language (Marks, Hammeal, & Bornstein, 1987; Smith & 
Sera, 1992). For example, a child learning English will learn 
to use the words “long” and “short” to describe extension in 
both space and time.  Or a child learning Mandarin will 
learn that the word “gāo”, meaning ‘high’ or ‘tall’, also 
occurs in the word “gāoyīn”, which means ‘high pitch’, and 
in the word “gāoda” which can refer to someone or 
something that is big and tall. This association is also 
reinforced by many Chinese folk songs, in which the use of 
high pitch (i.e. gāoyīn) is used to express strength and 
power. Thus a Chinese child might learn to associate the 
concepts of tall, big, and high-pitched and their 
corresponding opposites. 

Finally, it is also possible that certain cross-modal 
mappings—particularly those relating to magnitude—are 
innate and arise from evolved sensory and neural 
physiology. For example, humans may be equipped with a 
generalized mental magnitude system that represents 
prothetic dimensions like loudness, size, and brightness 
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according to a common, amodal or multimodal magnitude 
representation (Walsh, 2003). Bigger objects, louder sounds, 
and brighter lights may correspond because they are 
instinctively at the “more” end. 

In support of claims for innateness, some crossmodal 
links have been observed in prelinguistic infants who have 
had just limited opportunity to learn associations between 
acoustic and visual events. For example, Srinivasan and 
Carey (2010) found that, like adults, nine-month-old infants 
are more likely to remember pairings of lines and tones 
when length and duration are positively correlated. Infants 
aged 3-4 months showed an association between pitch and 
both visual-spatial height and visual sharpness (Walker, et 
al., 2010). The earliest age for which there is evidence of 
crossmodal correspondence comes from a study by de Hevia 
et al. (2014), which tested neonates 7 to 94 hours old. 
Within just a few hours of birth, newborns showed 
sensitivity to cross-modal mappings between the prothetic 
domains of numerosity (number of spoken syllables), 
temporal sequences (duration of syllables), and spatial 
extent (visible line length).  

Cross-Modal Correspondence in Vocalization 
Substantial evidence indicates that, from an early age, 
people have a strong sense of correspondence between 
certain visual and auditory dimensions. Do they similarly 
possess a deeply ingrained sense of how these 
correspondences extend to vocalization? How readily can 
people generate iconic vocalizations that bear acoustic 
properties corresponding to visual dimensions of 
magnitude?  

Some scholars have proposed that at least one mapping – 
that between size and the pitch of vocalization – has an 
ancient evolutionary history, evolving in adaptation to the 
physiology of tetrapod vertebrate vocal tracts (Morton, 
1994). Large, threatening animals produce low-pitched 
vocalizations, and small, non-threatening animals produce 
high-pitched ones. Ohala (1994) suggests that this 
hypothetically innate size “frequency code” pervades 
spoken communication and underlies a number of important 
functions of intonation in speech, including the marking of 
questions and the expression of many affective qualities 
(e.g. deference, authority, submission, confidence).   

According to the frequency code proposal, humans are 
born with an instinctive sense of how to express magnitude 
through the pitch of their voice. In addition, given evidence 
of infants’ early sensitivity to correspondences between 
visual magnitude and auditory dimensions like duration and 
loudness, humans may also possess a strong sense of how to 
express magnitude through the duration and intensity of 
their voice. To assess these predictions, we examine 
whether congenitally deaf Chinese children and young 
adults, lacking auditory experience entirely, are nevertheless 
able to generate iconic vocalizations to communicate 
different visual dimensions of magnitude. We also test a 
comparison group of hearing Chinese children to further 

investigate the influence of language and culture in forming 
a sense of correspondence between magnitude and voice. 

Methods 

Participants 
The first group of participants included 19 Chinese children 
and young adults with congenital deafness resulting in 
severe to complete hearing loss. Their mean age was 12.4 
years (SD = 3.7 years). The second group consisted of 16 
Chinese, Mandarin speaking children with normal hearing. 
Their mean age was 10.1 years (SD = 0.83 years).  

Materials 
Participants communicated a set of 8 items contrasting 
along four dimensions of magnitude: a short vs. a long 
string (length), a small vs. a big ball (size), a little vs. a lot 
of rice (amount), and a few (2) vs. many (5) marbles 
(quantity). 

Procedure 
Deaf participants were tested at the special education 
boarding school they attended. The experiment was 
conducted by a native speaker of Mandarin Chinese, who 
was assisted by a bilingual teacher at the school who spoke 
Mandarin and Standard Chinese Sign Language (CSL). The 
teacher provided instructions in CSL. 

Participants were first introduced to the experiment as a 
group in their home classrooms. The assisting teacher 
placed the stimuli – the four contrasting pairs of items – on 
a desk in front of the class, with the two contrasting items of 
each pair placed next to each other. She noted that the 
objects in each pair were different, and asked the children to 
sign the difference. The children were generally able to 
identify each contrasting feature (e.g., “big” for the big ball 
and “small” for the small ball). After going through all the 
items, the teacher explained the basic procedure of the 
experiment. 

The children were told they would play a “guessing 
game” with their teacher and the experimenter. The 
experimenter would point to one of the two items of each 
pair, and the children would make a vocal sound to 
communicate the selected item to their teacher, whose back 
would be turned so that she could not see. They were told 
that they should not try to make a corresponding Mandarin 
Chinese word nor a random sound. Instead they should try 
to make a meaningful sound that they thought would help 
their teacher choose the right item. 

Participants were tested individually in a quiet office at 
the school immediately following the classroom 
introduction. The child was seated at a table beside the 
experimenter, and the teacher sat with her back to the table. 
All of the items were placed in a row in front of them, with 
paired items placed next to each other and extra space 
between pairs. The instructions were repeated by a signing 
assistant as necessary.  
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On each trial, the experimenter first announced in 
Mandarin the superordinate name of the pair of items that 
would be tested (e.g. ball) so that the guessing teacher knew 
which pair to select from. Then the participant produced a 
sound to communicate the selected item to the teacher. The 
teacher then turned toward the pair of items and pointed to 
indicate her guess of which one had been selected. No other 
feedback was provided.  

Each item was tested once during a session. One item of 
each pair was selected in the first block, and the remaining 
item was selected in the second block. The order of items 
was randomized between participants. The session was 
audio-recorded for analysis. 

This same basic procedure was also used with the hearing 
children who participated while attending their day school. 
The primary difference was that the instructions and 
experiment were conducted in Mandarin by the 
experimenter. 

Analysis 
Acoustic measurements Acoustic measurements were 
made with Praat phonetic analysis software (Boersma, 
2001). The onset and offset of each vocalization was 
marked in a textgrid without knowledge of its associated, 
and afterwards the intervals were labeled for analysis. 
Duration, intensity, and pitch were measured automatically.  

Statistical analyses Statistical analyses with mixed effects 
models were conducted using the lme4 package in R. 
Significance tests were calculated using chi-square tests that 
compared the improvement in fit of mixed-effect models 
with and without the factor of interest. Dimension (e.g. size) 
was included as a random effect in models collapsing across 
all items, and participant was included as a random effect in 
all models. 

Results 

Figure 1 shows the complete results for deaf and hearing 
participants.2 As can be seen, for many of the domains, both 
groups reliably used the duration and intensity of their voice 
to communicate greater magnitude. In contrast, only hearing 
participants reliably used pitch – specifically, higher pitch 
for greater magnitude. Below we first report the results with 
each of the items collapsed together into greater versus 
lesser magnitude, and then we report each domain of 
magnitude separately. 

Magnitude: Greater vs. Lesser (All Items) 
All participants together produced vocalizations with a 
mean duration of 690 ms for greater items and 590 ms for 
lesser items. Magnitude was a reliable predictor of duration, 

                                                             
2 In a few cases, our analyses revealed a reliable interaction 
between age and magnitude for deaf participants. Because of the 
limited space available here, we save report of these interactions 
for a future article. 

χ2(1) = 17.6, b = 0.10, 95% CI = [0.06, 0.15], p < .001. 
There was no interaction between magnitude and hearing 
ability, χ2(1) = 1.2, p = .27. Separately, hearing participants 
produced a mean duration of 650 ms for greater items and 
510 ms for lesser items, which was a reliable difference, 
χ2(1) = 10.4, p = .001, b = 0.14, 95% CI = [0.05, 0.22]. Deaf 
participants produced a mean duration of 730 ms for greater 
items and 650 ms for lesser items, which was also reliable, 
χ2(1) = 8.8, p = .003, b = 0.08, 95% CI = [0.03, 0.13].  

Overall, participants produced a mean intensity of 62.8 
dB for greater items and 58.9 dB for lesser items, which was 
a reliable difference, χ2(1) = 82.9, p < .001, b = 3.9, 95% CI 
= [3.1, 4.7]. There was a reliable interaction between 
magnitude and hearing ability, χ2(1) = 6.1, b = 1.9, 95% CI 
= [0.4, 3.5], p = .01. Hearing participants produced a mean 
intensity of 64.7 dB for greater items and 59.8 dB for lesser 
items, which was a reliable difference, χ2(1) = 63.9, p < 
.001, b = 4.99, 95% CI = [3.9,  6.0]. Deaf participants 
produced a mean intensity of 61.3 dB for greater items and 
58.2 dB for lesser items, which was also reliable χ2(1) = 
26.9, p < .001, b = 3.0, 95% CI = [1.9, 4.2].  

Overall, participants produced a mean pitch of 297 Hz for 
greater items and 285 Hz. for lesser items. Magnitude was a 
reliable predictor of pitch, χ2(1) = 4.5, p = .034, b = 11.6, 
95% CI = [0.9, 22.4]. There was a reliable interaction 
between magnitude and hearing ability, χ2(1) = 11.4, p < 
.001, b = 37.0, 95% CI = [15.7, 51.2]. Hearing participants 
produced a mean pitch of 300 Hz for greater items and 269 
Hz for lesser items, which was a reliable difference, χ2(1) = 
11.0, p < .001, b = 32.8, 95% CI = [13.8, 51.7]. Deaf 
participants produced a mean pitch of 295 Hz for greater 
items and 296 Hz for lesser items, which was not reliable, 
χ2(1) = 0.39, p = .53. 

In summary, both groups showed a strong inclination to 
produce longer and louder vocalizations to communicate the 
greater items compared to shorter, quieter vocalizations for 
the lesser items. Hearing participants, but not deaf 
participants, produced higher pitched vocalizations for 
greater magnitude items and lower pitched vocalizations for 
lesser items.  

Length: Long vs. Short 
Overall, participants produced a mean duration of 760 ms 

for the long string and 590 ms for the short string. Length 
was a reliable predictor of duration, 
χ2(1) = 11.1, p < .001, b = 0.18, 95% CI = [0.08, 0.28].  

There was a marginal interaction between length and 
hearing ability, χ2(1) = 3.1, p = .08, b = 0.17, 95% CI = [-
0.02, 0.36]. Hearing participants produced a mean duration 
of 840 ms for the long string and 570 ms for the short string, 
which was a reliable difference, χ2(1) = 6.6, p = .01, b = 
0.27, 95% CI = [0.07, 0.47]. Deaf participants produced a 
mean duration of 700 ms for the long string and 600 ms for 
the short string, which was also reliable, χ2(1) = 6.9, p = 
.009, b = 0.10, CI = [0.03, 0.17]. 

Overall, participants produced a mean intensity of 63.7 
dB for the long string and 58.9 dB for the short string. 
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Length was a reliable predictor of intensity, χ2(1) = 26.0, p 
< .001, b = 4.8, CI = [3.2, 6.3]. There was no interaction 
between hearing and length, χ2(1) = 0.81, p = .37. Hearing 
participants produced a mean intensity of 65.6 dB for the 
long string and 60.1 dB for the short string, which was a 

reliable difference, χ2(1) = 13.3, p < .001, b = 5.5, 95% CI = 
[3.0, 8.1]. Deaf participants produced a mean intensity of 
62.0 dB for the long string and 57.9 dB for the short string, 
which was also reliable, χ2(1) = 13.1, p < .001, b = 4.1, 95% 
CI = [2.2, 6.1]. 

  
Overall, participants produced a mean pitch of 287 Hz for 

the long string and 290 Hz for the short string, which was 
not a reliable difference, χ2(1) = 0.04, p = .85. There was no 
interaction between length and hearing ability, χ2(1) = 0.28, 
p = 0.60. In summary, both groups produced longer and 
louder vocalizations to refer to the long string, and shorter, 
softer vocalizations to refer to the short string. Neither 
group used pitch to distinguish between the lengths of 
string. 

Size: Big vs. Small 
Overall, participants produced a mean duration of 620 ms 
for the big ball and 570 ms for the small ball, which was not 
a reliable difference, χ2(1) = 1.98, p = .15. There was no 
reliable interaction between size and hearing ability, χ2(1) = 
0.37, p = .54. 

Overall, participants produced a mean intensity of 63.5 
dB for the big ball and 58.7 dB for the small ball. Size was a 
reliable predictor of intensity, χ2(1) = 26.2, p < .001, b = 4.8, 
95% CI = [3.2, 6.3]. There was no reliable interaction 
between size and hearing ability, χ2(1) = 2.23, p = .13. 
Hearing participants produced a mean intensity 65.0 dB for 
the big ball and 59.1 dB for the small ball, which was a 
reliable difference, χ2(1) = 20.7, p < .001, b = 6.0, 95% CI = 
[4.1, 7.9]. Deaf participants produced a mean intensity of 
62.2 dB for the big ball and 58.5 dB for the small ball, 

which was also reliable, χ2(1) = 8.76, p = .003, b = 3.7, 95% 
CI = [1.4, 6.0]. 

Overall, participants produced a mean pitch of 308 Hz for 
the big ball and 282 Hz for the small ball. Size was a 
reliable predictor of pitch, χ2(1) = 5.11, p = .024, b = 27.0, 
95% CI = [3.8, 50.1]. There was no reliable interaction 
between size and hearing ability, χ2(1) = 0.61, p = 0.43. 
Hearing participants produced a mean pitch of 299 Hz for 
the big ball and 263 Hz for the small ball, which was a 
marginally reliable difference, χ2(1) = 3.26, p = 0.071, b = 
36.9, 95% CI = [15.4, 76.9]. Deaf participants produced a 
mean pitch of 315 Hz for the big ball and 295 Hz for the 
small ball, which was not reliable, χ2(1) = 1.94, p = .16.  

In summary, both groups produced louder, but not longer, 
vocalizations to distinguish between the big and small ball. 
Both showed a trend of using higher pitch for the big ball; 
however, this tendency was only marginally reliable for 
hearing participants and not reliable for deaf participants.  

Amount: A Lot vs. A Little 
Overall, participants produced a mean duration of 690 ms 
for a lot of rice and 630 ms for a little rice. Amount was not 
a reliable predictor of duration, χ2(1) = 1.66, p = .20.  There 
was no reliable interaction between amount and hearing 
ability, χ2(1) = 0.05, p = 0.83. 

Overall, participants produced a mean intensity of 62.1 
dB for a lot of rice and 59.1 dB for a little rice. Amount was 

*** 

** 
** 

** 
* 

*** 

*** 
*** 

*** *** 

*** 

* ** 

** 

** 

Figure 1. Average differences in acoustic properties between contrasting items. Deaf participants are displayed on the left, hearing participants on the 
right. The x-axis shows the three acoustic properties, and the y-axis shows normalized values for comparison between the properties. Error bars represent 
the standard errors of the mean differences. Stars indicate level of significance: * p < .05, ** p < .01, *** p < .001. For example, deaf participants 
produced vocalizations that were ~ 0.4 SDs longer in duration for the long string compared to the short string. 
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a reliable predictor of intensity, χ2(1) = 9.19, p = .002, b = 
3.11, 95% CI = [1.18, 5.03]. There was a marginally reliable 
interaction between amount and hearing ability, χ2(1) = 
3.09, p = .079, b = 3.3, 95% CI = [-0.40, 6.96]. Hearing 
participants produced a mean intensity of 64.2 dB for a lot 
of rice and 59.6 dB for a little rice, which was a reliable 
difference, χ2(1) = 16.21, p < .001, b = 5.06, 95% CI = 
[3.16, 6.88]. Deaf participants produced a mean intensity of 
60.4 dB for a lot of rice and 58.7 dB for a little rice, which 
was not reliable, χ2(1) = 1.21, p = 0.27. 

Overall, participants produced a mean pitch of 294 Hz for 
a lot of rice and 272 Hz for a little rice. Amount was a 
reliable predictor of pitch, χ2(1) = 5.04, p = .024, b =, 95% 
CI = [3.3, 45.3]. There was a reliable interaction between 
amount and hearing ability, χ2(1) = 8.62, p = .003, b = 
57.90, 95% CI = [20.8, 94.8]. Hearing participants produced 
a mean pitch of 303 Hz for a lot of rice and 249 Hz for a 
little rice, which was a reliable difference, χ2(1) = 10.1, p = 
0.001, b = 57.84, 95% CI = [26.8, 88.1]. Deaf participants 
produced a mean pitch of 288 Hz for a lot of rice and 288 
Hz for a little rice, which was not reliable, χ2(1) = 0,  p = 
0.98.  

In summary, neither group distinguished a lot from a little 
with the duration of their vocalizations, although hearing 
participants reliably made this distinction by intensity. Deaf 
participants showed the same pattern, although it was not 
reliable. Hearing, but not deaf participants, distinguished a 
lot from a little with higher pitch. 

Quantity: Many vs. Few 
Overall, participants produced a mean duration of 690 ms 
for many marbles and 560 ms for a few marbles. Quantity 
was a reliable predictor of duration, χ2(1) = 6.07, p = 0.014, 
b = 0.12, 95% CI = [0.03, 0.22]. There was no reliable 
interaction between hearing and quantity, χ2(1) = 0.04, p = 
0.85. Hearing participants produced a mean duration of 610 
ms for many marbles and 470 ms for a few marbles, which 
was a reliable difference, χ2(1) = 3.92, p = 0.048, b = 0.13, 
95% CI = [0.10, 0.27]. Deaf participants produced a mean 
duration of 750 ms for many marbles and 640 ms for a few 
marbles, which was not reliable, χ2(1) = 2.61, p = 0.11. 

Overall, participants produced a mean intensity of 61.9 
dB for many marbles and 58.9 dB for a few marbles. 
Quantity was a reliable predictor of intensity, χ2(1) = 11.92, 
p < .001, b = 3.03, 95% CI = [1.41, 4.65]. There was no 
reliable interaction between quantity and hearing ability, 
χ2(1) = 0.24, p = 0.62. Hearing participants produced a mean 
intensity of 63.8 dB for many marbles and 60.4 dB for a few 
marbles, which was a reliable difference, χ2(1) = 7.40, p = 
0.007, b = 3.48, 95% CI = [1.13, 5.81]. Deaf participants 
produced a mean intensity of 60.5 dB for many marbles and 
57.8 dB for a few marbles, which was also reliable, χ2(1) = 
5.00, p = 0.025, b = 2.69, 95% CI = [0.37, 5.01].  

Overall, participants produced a mean pitch of 299 Hz for 
many marbles and 296 Hz for a few marbles. Quantity was 
not a reliable predictor of pitch, χ2(1) = 0.03, p = 0.85, b = -
2.19, 95% CI = [-25.86, 22.17]. There was a reliable 

interaction between quantity and hearing ability, χ2(1) = 
4.32, p = 0.038, b = 48.6, 95% CI = 2.94, 94.15]. Hearing 
participants produced a mean pitch of 310 Hz for many 
marbles and 279 Hz for a few marbles, which was not a 
reliable difference, χ2(1) = 1.93, p = 0.16. Deaf participants 
produced a mean pitch of 292 Hz for many marbles and 309 
Hz for a few marbles, which was marginally reliable, χ2(1) = 
3.56, p = 0.059, b = -23.03, 95% CI = [-46.53, 0.99]. 

In summary, both groups produced louder vocalizations 
for many compared to few marbles. Only hearing 
participants reliably produced longer vocalizations for 
many, although deaf participants showed the same numeric 
pattern. Hearing participants did not use pitch to distinguish 
amount, and deaf participants showed only a marginal trend 
to produce lower pitched vocalizations for many. 

Discussion 
From an early age, people show evidence of strong 
associations between certain visual and auditory 
dimensions, such as size, duration, and loudness. Do people 
possess a similarly robust sense of how to extend these 
cross-modal correspondences to the production of iconic 
vocalizations? We examined the ability of congenitally deaf 
Chinese children and young adults—who literally lack any 
auditory experience to speak of—to generate iconic 
vocalizations to communicate different visual dimensions of 
magnitude. Thus we investigated whether mappings 
between visual magnitude and different vocal qualities can 
originate even in the absence of auditory experience. 

Both deaf participants and a comparison group of hearing 
Chinese children reliably produced longer and louder 
vocalizations for greater magnitude items, compared to 
shorter, quieter vocalizations for items with lesser 
magnitude. Separate analysis of each domain suggests that 
both deaf and hearing participants also made more nuanced 
vocal distinctions between the different dimensions. For 
instance, both more consistently used the duration of their 
voice to distinguish length compared to other dimensions. 
Altogether, these results show that people share a strong 
sense of how to translate dimensions of visible magnitude 
into the duration and intensity of their vocalizations, and 
that this sense transcends auditory experience.  

Some scholars have postulated an innate size frequency 
code that humans have inherited in adaptive response to the 
physiology of tetrapod vertebrate vocal tracts (Ohala, 1994). 
However, we found that only hearing, and not deaf 
participants reliably used pitch to distinguish magnitude. 
One likely reason for this is the especially fine motor 
control required to modulate pitch (Fitch, 2010), at which 
our deaf participants are relatively unpracticed and 
disadvantaged given their lack of auditory feedback. The 
result also suggests that the association between pitch and 
size may depend on a functioning auditory system and 
learning. 

Further evidence in favor of learning comes from our 
results with hearing participants. Counter to the size 
frequency code, hearing Chinese children produced higher 
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pitched vocalizations for greater compared to lesser 
magnitude items. Notably, this pattern also differs from two 
previous studies using a vocal charades task with American 
undergraduates, who tended to produce high-pitched 
vocalizations for small and low-pitched vocalizations for big 
(Perlman & Cain, in press; Perlman, Dale, & Lupyan, under 
review). The hypothesis that associations between size and 
pitch are subject to learning is also supported by previous 
developmental studies. For example, whereas adults 
matched higher pitched tones with smaller lights, children 
did not make this association until 11 years of age (Marks, 
et al., 1987). 

There is good reason to consider that hearing participants’ 
use of high pitch for greater magnitude is shaped by their 
experience with Mandarin and Chinese culture. Previous 
work has found that the conventional metaphorical 
expressions a language uses to describe pitch—for example 
“high” and “low” in English or the equivalents of “thin” and 
“thick” in Farsi—influence the spatial dimensions by which 
pitch is conceptualized by speakers (Dolscheid, Shayan, 
Majid, & Casasanto, 2013). Similarly, we described above 
the use of the Mandarin root “gāo,” which, can be used to 
refer to a person who is big and tall in size, and also to a 
high pitched sound. This association is also displayed by 
other aspects of Chinese culture, such as the use of high 
pitch to express strength and power in folk songs. Thus it is 
likely that the hearing children in our study were influenced 
by these linguistic and cultural conventions. 

An additional explanation for the pitch-size 
correspondence produced by Chinese children may relate to 
the physiology of vocalization. According to the “effort 
code,” vocalizations involving higher effort and intensity 
tend to occur with a rise in pitch (Gussenhoven, 2002). Thus 
the production of higher pitch may have been a physical 
consequence of producing more intense vocalizations. 
However, while worth consideration, the disassociation 
between size and pitch with deaf participants weighs against 
this possibility. 

Conclusion 
Our findings highlight the human potential to generate novel 
vocalizations that are grounded in our conceptions of 
magnitude and space. While the association of size and 
pitch may be subject to linguistic and cultural influence, the 
association of size with vocal qualities of duration and 
intensity is quite robust. Even when people entirely lack 
auditory experience, they nevertheless share a strong sense 
of how to translate visual dimensions of magnitude into the 
duration and intensity of vocalization. The results show that 
cross-modal correspondences between dimensions of 
magnitude extend to the motor system and vocal tract, and 
they are instinctively incorporated into the production of 
iconic vocalizations. 

References 
Boersma, P. (2001). Praat, a system for doing phonetics by 

computer. Glot International, 5, 341-345. 

de Hevia, M. D., Izard, V., Coubart, A., Spelke, E. S., & 
Streri, A. (2014). Representations of space, time, and 
number in neonates. Proceedings of the National 
Academy of Science, 11, 4809-4813. 

Dolscheid, S., Shayan, S., Majid, A., & Casasanto, D. 
(2013). The thickness of musical pitch: Psychophysical 
evidence for linguistic relativity. Psychological Science, 
24, 613-621. 

Evans, K. K., & Treisman, A. (2010). Natural cross-modal 
mappings between visual and auditory features. Journal 
of Vision, 10, 6:1–12. 

Grassi, M. (2005). Do we hear size or sound? Balls dropped 
on plates. Perception & Psychophysics, 67, 274-284. 

Gussenhoven, C. (2002). Intonation and interpretation: 
phonetics and phonology. In B. Bel & I. Marlien (Eds.), 
Proceedings of the Speech Prosody 2002 Conference. 
Aix-en-Proence: ProSig and Université de Provence 
Laboratoire Parole et Language. 

Marks, L. E., Hammeal, R. J., & Bornstein, M. H. (1987). 
Perceiving similarity and comprehending metaphor. 
Monographs of the Society for Research in Child 
Development, 52, 1-102. 

Morton, E. S. (1994). Sound symbolism and its role in non-
human vertebrate communication. In L. Hinton, J. 
Nicholls, & J. J. Ohala (Eds.), Sound symbolism (pp. 348–
365). Cambridge: Cambridge University Press. 

Ohala, J. (1994). The frequency code underlies the sound-
symbolic use of voice pitch. In L. Hinton, J. Nichols, & J. 
Ohala (Eds.), Sound symbolism. (pp. 325-347). 
Cambridge, UK: Cambridge University Press. 

Perlman, M., & Cain, A. A. (in press). Iconicity in 
vocalization, comparisons with gesture, and implications 
for theories on the evolution of language. Gesture. 

Perlman, M., Dale, R., & Lupyan, G. (under review). 
Iconicity can ground the creation of a vocal symbol 
system. 

Smith, L. B., & Sera, M. D. (1992). A developmental 
analysis of the polar structure of dimensions. Cognitive 
Psychology, 24, 99–142. 

Spence, C. (2011). Crossmodal correspondence: A tutorial 
review. Attention, Perception, & Psychophysics, 73, 971-
995. 

Srinivasan, M., & Carey, S. (2010). The long and the short 
of it: on the nature and origin of functional overlap 
between representations of space and time. Cognition, 
116, 217-241. 

Walker, P., Bremner, J. G., Mason, U., Spring, J., Mattock, 
K., Slater, A., & Johnson, S. P. (2010). Preverbal infants’ 
sensitivity to synesthetic cross-modality correspondences. 
Psychological Science, 21, 21–25. 

Walsh, V. (2003). A theory of magnitude: Common cortical 
metrices of time, space, and quality. Trends in Cognitive 
Sciences, 7, 483-488. 

Winter, B., Marghetis, T., & Matlock, T. (2014). Of 
magnitudes and metaphors: Explaining cognitive 
interactions between space, time, and number. Cortex, 64,  
209-224. 

1858



Iconicity in English Vocabulary and its Relation to Toddlers’ Word Learning 
 

Lynn K. Perry (lkperry@wisc.edu) 
Marcus Perlman (mperlman@wisc.edu) 

Gary Lupyan (lupyan@wisc.edu) 
Department of Psychology, 1202 W. Johnson Street 

University of Wisconsin-Madison 
Madison, WI 53706 USA 

 
Abstract 

Scholars have documented substantial classes of iconic 
vocabulary in many non-Indo-European languages. In 
comparison, Indo-European languages like English are 
assumed to be arbitrary outside of a small number of 
onomatopoeic words. In three experiments, we asked English 
speakers to rate the iconicity of words from the MacArthur-
Bates Communicative Developmental Inventory. We found 
English—contrary to common belief—exhibits iconicity that 
correlates with age of acquisition and differs across lexical 
classes. Words judged as most iconic are learned earlier, in 
accord with findings that iconic words are easier to learn. We 
also find that adjectives and verbs are more iconic than nouns, 
supporting the idea that iconicity provides an extra cue in 
learning more difficult abstract meanings. Our results provide 
new evidence for a relationship between iconicity and word 
learning and suggest iconicity may be a more pervasive 
property of spoken languages than previously thought. 

Keywords: English, iconicity, sound symbolism, vocabulary, 
word learning 

Introduction 
A long-held assumption of linguistics is that languages are 
arbitrary by design (Saussure, 1983; C.F. Hockett, 1960), 
and that outside of marginal cases like onomatopoeia, the 
forms of words bear no resemblance to their meanings. As 
Pinker and Bloom observed, arbitrariness is “most obvious 
in the choice of individual words: there is no reason for you 
to call a dog dog rather than cat except for the fact that 
everyone else is doing it” (1990: p. 718).  

With the modern understanding that signed languages are 
bona fide languages, they became recognized as an 
exception to the principle of arbitrariness. Many signs are 
clearly iconic, exhibiting correspondence between form and 
meaning: For example, in British Sign Language (BSL), 
bringing a cupped hand close to the mouth to represent 
“drinking.” Yet, researchers have often argued signers 
ignore this iconicity during normal language use, and that it 
is irrelevant to the acquisition of signs (e.g., Klima & 
Bellugi, 1979; Orlansky & Bonvillian, 1984). Meanwhile, 
researchers have generally maintained the theory that 
spoken languages are essentially arbitrary. Indeed, some 
have proposed that because of intrinsic limitations of the 
vocal modality, spoken languages could simply be no other 
way (e.g., Hockett, 1978; Tomasello, 2008). 

However, linguists working outside of Indo-European 
languages have documented that many spoken languages 
feature a special lexical class of iconic vocabulary, often 
termed mimetics, ideophones, or expressives (Diffloth, 

1972; Voeltz & Kilian-Hatz, 2001). These words are 
grammatically and phonologically distinct from other 
lexical classes, and they serve adverbial or adjectival 
functions through the depiction of sensory and motor 
imagery (Dingemanse, 2012). For instance, in Japanese, the 
word ‘koron’ refers to a light object rolling once, ‘korokoro’ 
to a light object rolling repeatedly, and ‘gorogoro’ to a 
heavy object rolling repeatedly (Imai & Kita, 2014). Across 
languages, these iconic words express a wide variety of 
meanings spanning different modalities, including qualities 
like luminance and color, manner of movement and speed, 
shape, size, duration, texture, visual appearance, taste, 
temperature, and emotional and psychological states.  

The discovery that iconic lexical classes in non-Indo-
European languages are so widespread has led some 
researchers to propose that iconicity, as much as 
arbitrariness, is a design feature of all languages, signed and 
spoken (Perniss, Thompson, & Vigliocco, 2010; Perniss & 
Vigliocco, 2014). According to this idea, Indo-European 
languages, and especially English, are treated as exceptional 
because of their obviously high degree of arbitrariness. 
Vigliocco et al. (2014: p. 2) note: 

 
“Indeed, if we look at the lexicon of English (or that of other 
Indo-European languages), the idea that the relationship between 
a given word and its referent is defined by an arbitrary 
connection alone seems entirely reasonable. For example, there 
is nothing in the sequence of sounds in the English word ‘house’ 
that indicates its meaning of ‘a building for human habitation.’”  

Iconicity in Language Learning 
Along with documentation that iconicity exists in many 
spoken languages, mounting evidence indicates that it can 
facilitate word learning. The apparent speed and ease with 
which toddlers learn words has long seemed an incredible 
feat given the apparent difficulty of the task at hand—
selecting the correct referent of a word from a potentially 
infinite number of possibilities (Quine, 1960). Some 
researchers have proposed that iconic words, through their 
resemblance to meaning, could provide the learner with cues 
to constrain the referent (Imai & Kita, 2014; Perniss & 
Vigliocco, 2014). Iconicity could be an especially useful cue 
when the word’s referent is not present in the environment, 
or when its meaning is relatively abstract (e.g. verbs 
compared to nouns, Gentner, 1982).  

There is now evidence that iconicity does help learners to 
associate spoken words with their referents. For example, 
both Japanese- (Imai, Kita, Nagumo, & Okada, 2008) and 
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English-speaking toddlers (Kantartzis, Imai, & Kita, 2011) 
more accurately generalized novel sound-symbolic verbs 
than novel non-sound-symbolic verbs. Importantly, while 
the verbs in these studies were constructed based on existing 
Japanese sound-symbolic words both groups of toddlers 
benefitted from the iconicity, suggesting at least some level 
of universality of the sound-referent pairings. Not only are 
iconic words easier to learn, but when novel meanings are 
denoted by iconic words, the meanings themselves (the 
categories denoted by the words) have been shown to be 
learned more quickly (Lupyan & Casasanto, 2014). 

These findings show that iconicity can aid learning, but 
left unknown is whether it plays a significant role in actual 
learning. If so, languages ought to exhibit iconicity across 
their lexicon in predictable ways (Imai & Kita, 2014; 
Monaghan, Shillcock, Christiansen, & Kirby, 2014). 
Iconicity should be more prevalent among the earliest-
learned words and in words with referents that are most 
difficult to identify in the environment. Thus, the degree of 
iconicity in a lexicon should correlate with age of 
acquisition (AoA) such that words higher in iconicity are 
learned before words lower in iconicity. Additionally, words 
with abstract referents that are more difficult to identify, e.g. 
verbs, should be more iconic than words with concrete 
referents that are identified more easily, e.g., nouns. 

Recent studies of BSL provide some evidence for this 
theory in the case of signed languages. Native BSL signers 
rated the iconicity of common signs. Results showed that 
signs learned earlier in development tend to be more iconic 
(Vinson, Cormier, Denmark, Schembri, & Vigliocco, 2008; 
Thompson, Vinson, Woll, & Vigliocco, 2012). 

In spoken languages such as Japanese, with a rich iconic 
lexical class, caregivers may use these words more 
frequently with infants and toddlers to facilitate word 
learning. Observations of the infant directed speech of 
Japanese caregivers support this hypothesis (Imai & Kita, 
2014). Proponents of this view have suggested that spoken 
languages such as English, that do not have a special iconic 
lexical class, may compensate for the lack of iconicity in 
their lexicon by the use of co-speech iconic gestures and 
prosody to link form and meaning (Thompson et al.,  2012). 

Additionally, English may actually be iconic in ways that 
support word learning. To our knowledge, no one has ever 
conducted a systematic study of iconicity across the lexicon 
of a spoken language1. Here, we examine iconicity in 
English vocabulary by asking native speakers to rate the 
iconicity of 605 words from the MCDI. We assess whether 
rated iconicity correlates with AoA, and whether it is 
distributed differently across lexical classes.  

                                                             
1 But see discussion below of Monaghan, et al. (2014) and their 
study of systematicity in English. 

Experiment 1 

Methods 
Participants 442 native English speakers were recruited 
from Amazon Mechanical Turk and received $0.35 for their 
participation. 
 
Stimuli We used words from the MCDI Words and 
Sentences, a normed list of the early productive vocabulary 
of 16-30-month-old toddlers learning American English 
(Fenson et al., 1994). We removed compound and 
polysemous words leaving 592 of the 680 words. The words 
included nouns, verbs, adjectives, interjections (e.g., no), 
sound effects (e.g., quack), and function words. Function 
words comprised all closed class words including 
determiners, pronouns, question words, conjunctions, 
auxiliary verbs, prepositions and verb particles. The list did 
not include any open class adverbs, such as those conveying 
manner of motion (e.g., those productively derived from 
adjectives with the suffix –ly). For statistical analyses, we 
combined onomatopoeia and interjections into a single 
lexical category. Syntactically and phonologically, 
interjections behave similarly to onomatopoeia. Our 
measure of AoA is the proportion of toddlers producing a 
given word at 30 months as based on Dale & Fenson’s 
(1996) norms. 
 
Procedure To quantify the iconicity of English vocabulary, 
we relied on a measure comparable to that used in the study 
of signed languages: ratings by native speakers (Thompson 
et al., 2012; Vinson et al., 2008) (see General Discussion for 
a possible reservation with this procedure). Iconicity was 
defined through the following instructions:  

“Some English words sound like what they mean. For example, 
SLURP sounds like the noise made when you perform this kind 
of drinking action. An example that does not relate to the sound 
of an action is TEENY, which sounds like something very small 
(compared to HUGE which sounds big). These words are iconic. 
You might be able to guess these words’ meanings even if you 
did not know English. Words can also sound like the opposite of 
what they mean. For example, MICROORGANISM is a large 
word that means something very small. And WHALE is a small 
word that means something very large. And finally, many words 
are not iconic or opposite at all. For example there is nothing 
canine or feline sounding about the words DOG or CAT. These 
words are arbitrary. If you did not know English, you would not 
be able to guess the meanings of these words.” 2 

Participants then rated each word, one at a time, on a scale 
from -5 to 5 such that -5 indicated words that sound like the 
opposite of what they mean, 5 indicated words that sound 
like what they mean, and 0 indicated words that are 
arbitrary—do not sound like what they mean or the 
opposite. Each word was presented to the left of a slider 
scale that participants used to indicate their rating. 

                                                             
2 This example of anti-iconicity comes from Hockett (1960: 90): 
“’Whale’ is a small word for a large object; ‘microorganism’ is the 
reverse.” ‘Dog’ and ‘cat’ are commonly used as examples of 
arbitrariness, as in Pinker and Bloom (1990) above. 
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Participants were asked to say each word aloud before 
making their judgment. We collected at least 10 judgments 
for each word, with each participant rating 20 words. 

Analysis We examined the effect of iconicity on predicting 
Age of Acquisition using linear mixed effects regression 
models. Significance levels were calculated using chi-square 
tests that compared fit of mixed-effect models with and 
without the factor of interest (Baayen, Davidson, & Bates, 
2008). To eliminate alternative explanations for a 
relationship between our ratings and AoA, we regressed out 
the effects of other factors known to relate to AoA from our 
iconicity ratings. We then predicted the residual iconicity 
ratings from AoA. These factors included log frequency, 
concreteness, word length (as measured by number of 
phonemes and number of morphemes), and systematicity. 
Additionally, we collected ratings of the association of each 
word with babies (independent of AoA) from a separate 
group of participants, and we regressed these ratings out of 
iconicity ratings as well. 

Monaghan, et al. (2014) measured the systematicity of 
English words, or statistical regularity of sound-meaning 
pairings. They found that even after factoring out 
derivational and inflectional morphology and historical 
relatedness, there was a small but significant tendency for 
words with similar meanings to have similar forms. 
Moreover, they found earlier learned words were more 
systematic than later learned words. As Monaghan et al. 
note, this measure, sometimes called “relative iconicity,” is 
in theory orthogonal to resemblance between form and 
meaning—what we refer to here as iconicity. Systematicity 
measures were only available for half of our words. Thus, 
we first conducted analyses on the full set of words 
regressing out concreteness, log frequency, word length, and 
association to babies from iconicity ratings. We then 
conducted a second analysis on the subset to examine 
whether iconicity predicts AoA even after accounting for 
systematicity. 

Results and Discussion 
The average rating across all words was .75, (SD=.99, range 
= -2.10 - 4.36). Examples of words along the continuum are 
listed in Table 1. We next examined whether iconicity 
corresponds to AoA and lexical class. 
 
Age of Acquisition As shown in Figure 1a, iconicity 
correlated with AoA such that words rated as more iconic 
were more likely to be produced by toddlers. A regression 
analysis revealed that iconicity rating was a reliable 
predictor of AoA, b=.006, 95% CI [.003, .008], 
X2(1)=20.19, p≪.0001. This held for the reduced set of 
words for which we had the systematicity measure, 
b=.004, 95% CI [.0005, .008], X2(1)=4.87, p=.03. AoA 
was still a reliable predictor of iconicity after removing 
onomatopoeia and interjections, b=.003, 95% CI [.001, 
.006], X2(1)=7.50, p=.006. 
 

 
Lexical Class As shown in Figure 2a, iconicity varied by 
lexical class. Participants rated onomatopoeia, M=3.15, and 
interjections, M=2.70, as more iconic than all other lexical 
classes, p≪.0001. Adjectives, M=1.31, and verbs, M=1.15, 
were rated as more iconic than nouns, M=.51, and function 
words, M=.36, p≪.0001. Finally, iconicity was overall very 
negatively related to concreteness, X2(1)=663.93, p≪.0001, 
suggesting that iconicity is most needed for learning abstract 
words. 

 

Figure 1. Relationship between age of acquisition (as measured by 
proportion of children saying each word at 30 months of age) and 
A) iconicity ratings of written stimuli, B) iconicity ratings of 
spoken stimuli, and C) judgments of an alien’s accuracy in 
guessing a word’s meaning from its sound. Error bands represent 
standard error of linear model estimates. 
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Conclusions The results of the first experiment demonstrate 
that more iconic words are learned earlier than less iconic 
words. Critically, iconicity predicts AoA above and beyond 
other known predictors of AoA. Additionally, the 
differences between words of different lexical classes fits 
with the prediction that word classes like verbs and 
adjectives, with referents that are more difficult for toddlers 
to identify, may be especially iconic to facilitate learning. 
Together, these results suggest that not only is there 
iconicity in early English vocabulary, but also that this 
iconicity has consequences for language learning. 
 
Table 1. Examples of words with ratings from Experiment 1 from 
iconic (5) to opposite (-5) meanings. 

 
Word Lexical Class Average Rating 
Uh oh Onomatopoeia 4.36 
Hard Adjective 3.69 
No Interjection 2.81 

Stop Verb 2.50 
Jeans Noun 0.00 
Purse Noun -1.64 

Would Function Word -2.1 

Experiment 2 
In Experiment 2, we sought to replicate the results of 
Experiment 1 with spoken stimuli. Participants listened to 
the words rather than read them. We wondered whether 
hearing the words would enhance or otherwise alter 
participants’ sense of an iconic relationship between the 
word forms and their meanings. 

Methods 

Participants 343 native English speakers were recruited 
from Mechanical Turk and received $0.35 for participation.  

Stimuli Auditory recordings of each word from Experiment 
1 were made by a female native English speaker. 

Procedure The procedure was identical to that of 
Experiment 1 except that participants listened to an audio 
recording of each word on each trial before making their 
judgment. The written word was still presented to ensure 
that participants heard and interpreted the word accurately. 

Results and Discussion 
The average iconicity rating across all words was .78 (SD= 
.98, range = -2.18 - 4.64). This mean was not reliably 
different from that in Experiment 1, X2(1)=.31, p=.58 A 
correlation between the ratings obtained in Experiment 1 
and 2, r=.61, p<.0001, suggests a moderate degree of 
consistency in ratings regardless of modality.  
 
Age of Acquisition As shown in Figure 1b, iconicity 
correlated with AoA, such that words learned earlier 
tended to be more iconic, b=.005, 95% CI [.003, .007], 
X2(1)=17.93, p≪.0001. This effect held for the reduced 

set of words for which we had systematicity measures, 
b=.004, 95% CI [.00007, .008], X2(1)=3.98, p=.05. AoA 
was still a reliable predictor of iconicity after removing 
onomatopoeia and interjections, b=.003, 95% CI [.0007, 
.005], X2(1)=6.68, p=.01. 
 

 

Figure  2: Relationship between words’ lexical class and A) 
iconicity ratings based on written and spoken stimuli, B) 
participants’ judgments of an alien’s accuracy in guessing a word’s 
meaning from its sound. Error bars depict the standard error of the 
mean. 
 
Lexical Class As shown in Figure 2a, iconicity varied with 
lexical class similarly to Experiment 1. Onomatopoeia, 
M=3.39, and interjections, M=2.46 (combined), were again 
rated as most iconic, p≪.0001. Adjectives, M=1.14, and 
verbs, M=1.15 were rated as more iconic than nouns, 
M=.56, and function words, M=.42, p≪.0001. 

Conclusions Experiment 2 replicated Experiment 1, 
indicating more iconic words are learned earlier than less 
iconic words and iconicity relates to lexical class. These 
relationships remain after factoring out effects of other 
factors related to AoA. We found no evidence that listening 
to the word compared to saying it aloud oneself altered 
participants’ sense of iconicity.  

Experiment 3 
One potential concern about the results of Experiments 1-2 
is that, despite our instructions, participants might not have 
understood the concept of iconicity. In Experiment 3, we 
sought to measure iconicity in a more implicit task. 
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Methods 
Participants 415 native English speakers were recruited 
from Mechanical Turk and received $0.35 for participation. 

Stimuli The same words from Experiment 1 were used. 

Procedure Participants were told that a space alien who did 
not know any English was trying to translate English words 
into his own language. They were asked to judge how 
accurately the alien could guess each word’s meaning based 
only on its sound. They responded on a scale from 0 to 100 
with 0 indicating that the alien would likely guess the wrong 
meaning and 100 indicating that the alien would likely 
guess the correct meaning. Participants were asked to 
pronounce each word aloud before making their judgment. 

Results and Discussion 
The average judgment of accuracy across all words was 
37.06 (SD= 11.97, range = 8.64 - 74.67). There was a 
significant correlation between judgment of iconicity from 
Experiment 1 and judgments of alien accuracy from 
Experiment 3, r=.46, p<.0001, suggesting a moderate 
correspondence between ratings in a task explicitly 
measuring iconicity and one implicitly measuring iconicity.  
 
Age of Acquisition As shown in Figure 1c, participants’ 
judgments of the alien’s perceived guessing accuracy 
corresponded to human AoA of those words, b=.10, 95% CI 
[.08, .13], X2(1)=58.81, p≪.0001. The effect held for the 
reduced set of words for which we had systematicity 
measures, b=.12, 95% CI [.08, .16], X2(1)=37.17, p≪.0001. 
AoA was still a reliable predictor of alien accuracy after 
removing onomatopoeia and interjections, b=.08, 95% CI 
[.05, .10], X2(1)=35.35, p≪.0001. 
 
Lexical Class As shown in Figure 2b, judgments of alien 
accuracy varied with lexical class similar to the patterns 
found in Experiments 1 and 2. Onomatopoeia, M=56.55, 
and interjections, M=63.15 (combined), were rated as most 
likely to be guessed accurately, p≪.0001. Adjectives, 
M=41.48, and verbs, M=39.24, were rated as more likely to 
be guessed accurately than nouns, M= 35.62, and function 
words, M=33.33, all p<.05. 

 
Conclusions This more implicit measure of iconicity—
assessing people’s intuitions of sound/meaning 
correspondence without directly asking them to rate 
iconicity—replicates the findings of the first two 
experiments with respect to AoA and lexical class. 

General Discussion 
We conducted a systematic study of iconicity across the 
early-learned vocabulary of a spoken language. In three 
experiments we replicate the same pattern of results: 
English words that are rated as more iconic tend to be 
learned earlier than less iconic words. Although we cannot 
establish with certainty that iconicity plays a causal role in 

learnability, the strong relationship between iconicity and 
AoA after accounting for several other factors known to 
relate to word learning, including frequency, concreteness, 
word length, and Monaghan, et al.’s (2014) measure of 
systematicity (relative iconicity), is consistent with the 
possibility of a causal relationship. Moreover, by factoring 
out the degree to which the words were associated with 
babies, we can rule out the possibility that the relationship 
between iconicity and AoA is driven by participants 
strategically rating baby-like words as iconic. We 
additionally found that word classes like verbs and 
adjectives (with referents that are more difficult for toddlers 
to identify), exhibit more iconicity than nouns (which are 
typically more concrete). 

Both patterns are consistent with the proposal that 
iconicity in spoken languages serves to bootstrap word 
learning (Imai & Kita, 2014; Perniss & Vigliocco, 2014). 
Iconicity supports early language learning by helping 
young, inexperienced learners to identify a referent from the 
environment; iconicity is therefore expected to be more 
prevalent in the earliest-learned words. Similarly, as the 
referents of words like verbs and adjectives are typically 
more difficult to identify from the environment than nouns 
(cf. Gentner, 1982), these words are expected to be more 
iconic to provide the learner with extra help.   

Our findings also fit with recent accounts suggesting that 
languages exist in a dynamic balance between iconicity and 
arbitrariness (Gasser, 2004; Monaghan et al., 2014). 
Iconicity grounds language in our sensorimotor system, and 
helps learners connect word forms with meanings. However, 
it also constrains the phonological space of a word, and 
leads words with similar meanings to be less discriminable 
from each other. Consequently, iconicity tends to erode as 
lexicons become more densely populated in semantic space 
and discriminability becomes a more critical factor. As 
English has fewer verbs and adjectives than nouns, these 
classes may end up being more iconic than nouns. 

Altogether these results provide compelling new evidence 
that iconicity is alive and well within the English lexicon. It 
is strongest in onomatopoeia, but spreads across the 
vocabulary, concentrating in the earliest learned words, and 
especially in the abstract classes of adjectives and verbs. 
Compared to the distinct iconic lexical classes documented 
across many non-Indo-European languages, the iconicity 
found in early English vocabulary is subtle. It nevertheless 
may play an important role in word learning, raising the 
interesting question of whether languages with large iconic 
lexical classes also exhibit more distributed iconicity in 
early-learned vocabulary in the manner of English. 

One potential limitation of our findings it that they rely on 
the subjective ratings of English speakers. Unlike frequency 
or AoA, it is not possible to compute objective iconicity 
values of word forms. So, although there may be something 
about the word “sour” that makes it a better match to a sour 
taste than a bitter one, this can only be ascertained by 
studying people’s responses to the word-form. In this way, 
our iconicity measure is similar to other subjective ratings 
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commonly used in psycholinguistics such as concreteness. If 
subjective ratings provided by English speakers correlate 
with AoA because iconic words are related to meanings in a 
non-arbitrary way, then we expect those words rated by 
English speakers as most iconic (and whose meanings will 
be most accurately guessed by an alien), to correspond to 
words that are easier to guess/learn by people unfamiliar 
with English and related languages. Showing this 
correspondence is a natural next step.  

Ultimately, our findings suggest that iconicity may be a 
fundamental design feature of language (Imai & Kita, 2014; 
Perlman & Cain, in press; Perniss & Vigliocco, 2014), both 
signed and spoken. English, the linguistic poster child for 
arbitrary languages, may not be so arbitrary after all.  
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Abstract 

Interpreting sentences spoken in a second language can be 
demanding and plagued with uncertainty, especially for lower 
proficiency listeners. While native language listeners use 
numerous information sources to anticipate upcoming words 
accurately, the pattern of anticipation may be different for 
second language users. We explore this issue in bilinguals with 
varying English proficiency by recording anticipatory eye-
movements as participants listened to sentences (e.g., “The 
pirate chases the ship”) for which the object and three 
distractors (agent-related, action-related, unrelated) appeared 
in the concurrently presented images. Higher proficiency 
participants were faster than lower proficiency participants. 
Fixations to action-related distractors after onset of the action 
also varied by proficiency, with lower proficiency participants 
showing greater tendency to fixate this locally coherent action-
related distractor.  This final effect is supported by a trial level 
analysis, but appears to be unrelated to the effect of proficiency 
on anticipation speed. 

Keywords: Individual differences, Language processing, 
SLA, Eye-tracking, Visual-world paradigm, Prediction 

 

Introduction 

It has long been accepted that the integration of newly 

activated lexical information plays an important role in 

sentence processing, but only relatively recently has the 

central role of anticipatory lexical activation become 

apparent (Altmann & Kamide, 1999; DeLong, Troyer, & 

Kutas, 2014; Levy, 2008). Like many cognitive processes, 

the ability to anticipate varies as a function of numerous 

individual differences, including vocabulary size (Borovsky, 

Elman, & Fernald, 2012; Mani & Huettig, 2012), age 

(Borovsky et al., 2012; Borovsky, Sweeney, Elman, & 

Fernald, 2014; Wlotko, Federmeier, & Kutas, 2012) and 

verbal fluency (DeLong, Groppe, Urbach, & Kutas, 2012; 

Federmeier, McLennan, De Ochoa, & Kutas, 2002).  These 

and other related individual differences change dramatically 

over the course of not only native language (L1) acquisition, 

but also over the course of second language (L2) acquisition.  

Indeed, there is growing evidence that patterns of anticipatory 

lexical activation in sentence comprehension change as L2 

proficiency develops (Chambers & Cooke, 2009; Dussias et 

al., 2013; Hopp, 2013; Kaan, 2014).  Here we further 

investigate this issue by asking: How does L2 proficiency 

influence the timing and dynamics of lexical activation 

during spoken sentence comprehension? 

We explore this question using the Visual World Paradigm 

(VWP; Tannenhaus, Spivey-Knowlton, Eberhard, & Sedivy, 

1995), in which measurements of eye fixations to a scene or 

set of referents, made while listening to spoken language, are 

taken as an index of online processing.  We use an 

experimental design where participants listened to simple 

sentences of the form “The pirate chases the ship” while 

viewing a set of four images: the target object (SHIP), an 

agent-related distractor (TREASURE), an action-related 

distractor (CAT), and an unrelated distractor (BONE). The 

task is to select the image that “goes with the sentence.” On 

the assumption that visual attention reflects referential 

processing, we take proportion of looks to each image as an 

index of the amount of lexical activation of its referent. We 

take an increase in looks prior to the referent being named as 

an indication of anticipatory lexical activation. 

Returning to the question at hand, one possibility is that 

increased proficiency leads to faster and more robust 

anticipatory lexical activation.  This option is supported by 

(child and adult) L1 findings showing that vocabulary skill 

affects the timing of sentential prediction.  Adults as a group 

demonstrated faster anticipatory lexical activation than 

children, and participants with higher vocabularies were 

faster than those with lower vocabularies within their 

respective age groups (Borovsky et al., 2012). Differences 

between L1 and L2 users in speed of information integration 

are well known (e.g., Kilborn, 1992), yet to what extent 

differences in (L2) proficiency relate to speed of anticipatory 

processing has not been explored in detail. 

In addition to differences in speed, we also consider the 

possibility that proficiency may alter the dynamics of lexical 

activation for referents that are less likely given the 

cumulative evidence from the unfolding sentence at a given 

point, but which are locally coherent with the most recently 

encountered word. In the specific setup used in our 

experiment, locally coherent lexical activation takes the form 
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of increased looks to the action-related distractor after the 

onset of the verb (e.g., looks to CAT after hearing “The pirate 

chases”).  Looks to the action-related distractor are typically 

seen in native language processing regardless of the fact that 

the action-related distractor has already been disqualified as 

a likely target by the agent (Borovsky et al., 2012). While this 

pattern may seem less than optimal, locally coherent 

processing may play the important role of facilitating 

recovery in the face of uncertainty and unexpected outcomes 

(McClelland & Elman, 1986). Interestingly, this type of 

activation at a semantic/sentential level was found to be 

absent in children with SLI (Borovsky, Burns, Elman, & 

Evans, 2013), though it appears to be boosted at a 

phonological level in children with SLI (McMurray, 

Samuelson, Lee, Tomblin, 2010).  Together, these findings 

suggest that the timing and pattern lexical activation during 

sentence processing may vary according to individual 

differences in language proficiency and experience. Here we 

explore whether the degree of activation of locally coherent 

referents is similarly related to differences in proficiency in 

adult bilinguals. 

Method 

Participants 

Sixty-eight bilingual college students (mean age: 21.6 years, 

52 women), all with a first language other than English and a 

range English proficiency (from self-declared native speakers 

to second language learners who acquired English later in 

life) participated in return for course credit. The sample is 

highly heterogeneous, including simultaneous bilinguals who 

have multiple first languages, sequential bilinguals who 

learned another first language before learning English, and 

heritage speakers who no longer use their first language 

regularly.  For the purpose of this study, we simply refer to 

the language other than English as the 1st Language, and 

English as the L2. Participants reported normal hearing, 

normal or corrected-to-normal vision, and no history of 

diagnosis of mental illness or treatment for speech, language 

or cognitive issues.  One participant was excluded for 

receiving prior speech therapy. 

Stimuli 

The stimuli used in this experiment were the same as in 

Borovsky et al. (2012), for which eight sentence quartets 

were developed by mixing two agents, two actions, and four 

themes appropriate for each agent-action combination.  All 

sentences consisted of the standard structure: article, agent, 

action, article, theme.  An example quartet is: 

 

1. The pirate hides the treasure. 

2. The pirate chases the ship. 

3. The dog hides the bone. 

4. The dog chases the cat. 

 

Each quartet had an associated image that consisted of 

photo-realistic pictures of the four themes, each presented on 

a 400 × 400 pixel white square background in its own 

quadrant of a black screen.  Across the four image/sentence 

combinations each of the theme pictures corresponded 

variously to each of four conditions: target, agent-related 

distractor, action-related distractor, and unrelated distractor.  

Thus each word and image served as its own control across 

lists, balancing for differences in intrinsic saliency.  

Additionally, across all versions of the study each theme 

picture appeared with equal frequency in each quadrant, and 

in a given version the target image appeared with equal 

frequency in each quadrant. 

The sentences were presented as auditory stimuli that were 

recorded by a female native English speaker (A.B.) in a child-

directed voice, sampled at 44,100 Hz on a single channel.  

Word durations were normalized to the following values: 

Art1, 134 ms; agent, 768 ms; action, 626 ms; Art2, 141 ms; 

target, 630 ms.  For a given version of the study, participants 

saw each of the eight images twice, each with a different 

associated sentence, so that any one participant heard 16 of 

32 possible sentences. 

Procedure 

Experimental Task The stimuli were presented on a 17-inch 

LCD display using a PC computer running EyeLink 

Experiment Builder software (SR Research, Mississauga, 

Ontario, Canada).  Participants were told they would see sets 

of pictures while listening to sentences, and that they should 

click on the picture that “goes with the sentence.”  Before the 

experiment, the eye-tracker was focused and calibrated using 

a manual 5-point calibration and validation with a standard 

black-and-white 20-point bull’s-eye image.  Before each 

trial, participants were presented the same bull’s eye in the 

center of the screen, with the trial starting once they had 

fixated on it.  The images were presented for 2000 ms before 

sentence onset, and remained on the screen after sentence 

offset until participants clicked on an image with the mouse. 

 

Eye Movement Recording Eye movements were sampled at 

500 Hz using an EyeLink 2000 remote eye-tracker attached 

directly below the LCD display.  A remote arm configuration 

allowed for flexible adjustment of the camera and display so 

as to allow for reliable positioning within 580-620 mm from 

the participant’s (typically right) eye.  Head and eye-

movement were automatically tracked by the system via a 

sticker affixed to each participant’s forehead. 

For each trial, eye-movements were recorded from image 

onset until participants clicked on a picture with the mouse.  

The eye-tracking system automatically classified recorded 

eye-movements into saccades, fixations and blinks using 

default settings, and were then binned into 10 ms intervals for 

subsequent analyses. 

 

Offline Measurements Prior to the eye-tracking task 

participants completed a language history questionnaire. 

After the eye-tracking task they were administered two 

offline language measures: the Peabody Picture Vocabulary 

Test-Version 4 (PPVT; Dunn & Dunn, 2007) and the 
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Sentence Completion subtest of the Comprehensive 

Assessment of Spoken Language (CASL-SC; Carrow-

Woolfolk, 1999). 

 

Assignment to Proficiency Groups Placement in a given 

Proficiency Group was determined by participants’ answers 

to the question: “Do you consider yourself a native speaker 

of English?” Participants who answered "yes" were put in the 

Higher Proficiency group (n=32), whereas participants who 

said "no" were put in the Lower Proficiency group (n=35). 

While this criterion for group assignment is a relatively crude 

one, comparisons between the two subgroups for various 

offline measures of language ability support this grouping. 

The mean values for participants’ scores on the PPVT (age-

normed), CASL-SC (age-normed), and five answers from the 

language history questionnaire, by Proficiency Group, are 

shown in Table 1.  Proficiency in English and 1st language 

was measured by self-ratings on a scale from 1 to 10.  With 

the exception of age, t(57.21) = -.74, p = .46, d = .20, there 

were significant group differences for all other measures 

(comparisons assume unequal variances): PPVT, t(53.75) = 

4.19, p < .005, d = 1.14; CASL-SC, t(48.78) = 2.37, p < .05, 

d = .68; English proficiency, t(57.97) = 3.88, p < .005, d = 

1.02; English Age of Acquisition (AoA), t(62.05) = -6.16, p 

< .005, d = 1.56; English experience, t(49.53) = 5.33, p < 

.005, d = 1.51; 1st language proficiency, t(62.52) = -4.47, p < 

.005, d = 1.13. 

Overall, the results of the offline measures and 

questionnaire answers support the groupings, painting a 

picture in which participants in the Lower Proficiency group 

are significantly different from the self-declared native 

speakers in the Higher Proficiency group.  Using these 

groupings we are able to plot the time course of proportions 

of fixations to the target and distractors across trials and 

highlight group level differences, which we then explore 

further using a continuous measure of proficiency. 

 

Table 1: Mean values of offline measures and questionnaire 

answers by Proficiency Group 
 

Proficiency Group Higher Prof. 

n = 32 

Lower Prof. 

n = 35 

PPVT 

age-normed 

100.90 

(11.81) 

90.17  ** 

(8.47) 

CASL-SC 

age-normed 

96.17 

(13.43) 

89.15  * 

(9.25) 

Eng. Prof. 

self-rating 

9.42 

(0.72) 

8.51  ** 

(1.15) 

AoA (yrs) 

 

2.47 

(2.77) 

7.43  ** 

(3.75) 

Age (yrs) 

 

21.35 

(1.58) 

21.74 

(2.59) 

Eng. Exp. (yrs) 

 

19.42 

(2.98) 

13.03  ** 

(6.35) 

1st Lang. Prof. 

self-rating 

6.91 

(1.51) 

8.50  ** 

(1.38) 

Note.  Standard deviations are reported in parentheses.    

* p < .05. ** p < .005. 

Results 

Behavioral Accuracy 

The accuracy with which participants selected the correct 

target picture in the experimental task was checked in order 

to make certain that they understood the sentences and the 

task.  Accuracy was high, with only 8 incorrect responses 

(99.3% correct).  

Eye-movement Analyses 

Time Course by Proficiency Group: To explore 

anticipatory and locally coherent eye-movements during the 

incremental processing of the sentences, the timecourse of 

fixations was visualized by first calculating the mean 

proportion of time spent fixating the four target areas in each 

image (the target, agent-related, action-related, and unrelated 

pictures).  These means were then averaged across 

participants in each of two Proficiency Groups and plotted 

against time from sentence onset in Figure 1.   
 

            Higher Proficiency (n = 32) 

 

            Lower Proficiency (n = 35) 

 
         Time in ms from sentence onset 

 

Figure 1: Timecourse of fixations to each area of interest, in 

10-ms time bins (with SE bars). 
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In these time course plots, there are two very apparent 

visual patterns.  First, there is a rapid rise in fixations to the 

target that continues to the end of the trial.  This rise appears 

to begin near the border between the agent and action time 

windows for both groups, and is initially accompanied by an 

equal increase in fixations to the agent-related distractor.  

Second, there is a momentary increase in fixations to the 

action-related distractor.  This begins near the end of the 

action time window and subsides in the theme time window.   

We then carried out analyses that address two main issues, 

(1) does the timing of anticipatory fixations vary between 

high and low proficiency groups and (2) do patterns of 

fixations to the locally coherent referent vary as a function of 

proficiency? 

 

Analysis of Anticipatory Fixations There are two places in 

the sentences where anticipatory lexical activation seems to 

occur: (1) anticipation of the theme and agent-related 

distractor after onset of the agent, which takes the form of a 

divergence in the timecourse between both agent-related 

(theme and agent-related) and both non-agent-related (action-

related and unrelated) target areas (white arrows in Fig. 1)., 

and (2) anticipation of the theme after onset of the action, 

which takes the form of a divergence in the timecourse 

between the theme and the agent-related target areas (grey 

arrows in Fig.1).  Following the methodology of Borovsky et 

al. (2012), significant divergence is determined as the time 

point at which the relevant comparisons, conducted using 

point-by-point one-tailed t tests, are significant for a 

minimum of five subsequent and consecutive 10-ms bins.  

This minimizes the likelihood of spurious results that might 

arise from a single pointwise comparison.1 

For (1), comparisons were made between measures in 

which both agent-related and both unrelated target areas are 

collapsed, thus allowing for a single comparison to be made.  

Significant divergence occurs at 540 ms, t(62) = 2.09, p < .05, 

d = .53, for the Higher Proficiency group and at two points 

for the Lower Proficiency group, first ranging from 600 ms, 

t(68) = 2.22, p < .05, d = .54 to 720 ms, t(68) = 2.28, p < .05, 

d = .55, and again at 860 ms, t(68) = 2.12, p < .05, d = .57.   

For (2), significant divergence occurs at two points for the 

Higher Proficiency group, first ranging from 1080 ms, t(30) 

= 2.2, p < .05, d = .79 to 1230 ms, t(30) = 2.23, p < .05, d = 

.8, and again at 1260 ms2, t(30) = 2.21, p < .05, d = .79, while 

for the Lower Proficiency group it occurs at 1290 ms, t(33) = 

2.14, p < .05, d = .73. Although these descriptive statistics are 

suggestive of timing differences between the groups, our 

inferential statistics are not robust enough to allow for 

stronger claims. 

 

Analysis of Locally Coherent Fixations Consistent with 

prior work in native English speakers, we see locally coherent 

lexical activation for Higher and Lower proficiency groups 

                                                           
1 In the cases in which significant divergence as defined here 

happens twice, only the second is marked by an arrow in Figure 1. 
2 This later time is more in line with what is seen in monolingual 

adult native speakers (Borovsky et al., 2012). 

following the onset of the action.  This pattern is 

characterized by increased looks to the action-related target 

area relative to the unrelated target area.  Although this 

technically can also be considered anticipatory processing, it 

differs from the other instances of anticipatory processing in 

that it is not cumulative, ignoring what came earlier in the 

sentence, and resulting solely from information encoded in 

the action. 

The increase in looks to the action-related target area is 

clearly visible in the timecourse plots for both Proficiency 

Groups, but is noticeably larger for the Lower Proficiency 

group than the Higher Proficiency group.  In order to compare 

groups, we calculated the log-gaze probability ratio of 

percentages of looks to the action-related vs unrelated 

distractors in the time window going from action onset to 

theme onset following the methodology of Borovsky et al. 

(2014), so that:  

 

          Log– gaze = log (
𝑃(𝑙𝑜𝑜𝑘𝑠 𝑡𝑜 𝑎𝑐𝑡𝑖𝑜𝑛–𝑟𝑒𝑙𝑎𝑡𝑒𝑑)

𝑃(𝑙𝑜𝑜𝑘𝑠 𝑡𝑜 𝑢𝑛𝑟𝑒𝑙𝑎𝑡𝑒𝑑)
)           (1)3   

 

With the log-gaze measure, as with normal proportions, a 

score of zero indicates no bias, whereas a positive score 

indicates a bias to look at the action-related distractor.  The 

mean log-gaze ratio for the Higher Proficiency participants 

was .08 (SD = .95), and for the Lower Proficiency 

participants was .65 (SD = .55).  Based on a comparison 

assuming unequal variances the groups were significantly 

different, t(48.85) = -2.95, p < .005, d = .84. 

 

Exploring the Individual Measures that Contribute to 

Proficiency Effects The grouping factor of self-determined 

English native-speaker status could conceivably be driven by 

any of the measures presented in Table 1, so it would be 

useful to understand which factors are most important.  Is it 

overall years of experience?  AoA?  Vocabulary skill?  Some 

combination?  Knowing the answer to this question would 

give us theoretical insight into what drives the differences in 

locally coherent processing.  To answer these questions, we 

next carried out stepwise multiple regressions to determine 

which of the measures presented in Table 1 predict the log-

gaze probability ratio for any given individual participant.  

Forward selection and backwards deletion methods (both 

using a minimum Bayesian Information Criterion stopping 

rule) converged on a simple regression model containing only 

the age-normed PPVT score (grand mean centered).  To the 

simple model we added subjects as a random effect, r, and 

ran the following mixed model: 

 

Log-gazei = β0 + β1 * PPVTi + ri              (2) 

 

This resulted in β0 = 0.411, t(63) = 4.46, p < .001, β1 = -

.022, t(63) = -2.70, p = .009, with Pearson’s r = .32.  Thus, 

3 Log ratios are undefined for 0, so every 0 in either the numerator 

or denominator was replaced with 0.01.  
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out of the measures presented in Table 1, it seems that 

vocabulary, as measured by the PPVT, plays the most 

important role in driving the individual differences in the 

probability of fixations to the locally coherent referent. 

 

Exploring Proficiency Effects at the Trial Level The 

subject level findings suggest that delayed anticipation in 

lower proficiency participants has cascading effects on 

subsequent lexical activation, which are revealed by the 

proficiency related differences in mean probability of 

fixations to the locally coherent referent.  In other words, 

slower anticipation of the theme in lower proficiency 

participants appears to result in greater locally coherent 

lexical activation.  If these findings are connected, one might 

expect trial level relationships between fixations towards the 

action-related distractor and the timing of anticipatory eye-

movements to the target item.  We explore this potential 

connection using Hierarchical Linear Modeling (HLM; Bryk 

& Raudenbush, 1992). 

First, it is important to note that, as with the subject level 

log-gaze ratios, every 0 value for proportion of looks in the 

time window going from action onset to theme onset in either 

the numerator or denominator was replaced with 0.01 when 

calculating the trial level log-gaze ratios.  However, unlike 

with the subject level values where mean proportions across 

trials were rarely equal to 0, a large number of 0’s needed to 

be replaced when calculating the trial level values.  As a 

result, this process added far more noise to the data in 

comparison to the subject level ratios and resulted in an 

across the board reduction in values.  The mean log-gaze ratio 

calculated across all trials using the updated values was .03 

(SD = 1.05) for Higher Proficiency participants and .24 (SD 

= 1.05) for Lower Proficiency participants.  Given the large 

difference between the original mean values and those 

calculated after replacing the 0s, we first ran a trial level 

version of equation (2) with a new trial level random effect, 

e, as a check on the viability of the trial level log-gaze 

probability ratio. 

 

Log-gazeti = β00 + β01* PPVTi + r0i+ eti             (3) 

 

This resulted in β00 = 0.145, t(63) = 4.09, p < .001, and β01 

= -.009, t(63) = -3.298, p = .002.  Although the coefficients 

are smaller than in equation (2), the direction and size of the 

PPVT effect is nearly equivalent.  Thus, even with the added 

noise, it appears that trial level log-gaze values appear to act 

in a similar manner as the subject level values.   

In order to explore the hypothesis that anticipation speed 

and log-gaze probability ratio are related, the next step was 

to add the trial level time of the launch of the first saccade (1st 

Sac) that landed on and resulted in a fixation of the target in 

the anticipatory time window going from action onset to 

theme onset to equation (3).  Z scores were used to 

standardize PPVT and first saccade time effect scales to allow 

for comparison of the coefficients. 

                                                           
4 A subject level random effect for 1st Saccade was not included 

based on the result of a deviance test 

 

Log-gazeti = β00 + β01* PPVTi + β10* 1st Sacti + r0i+ eti  (4) 

 

This resulted in β00 = 0.122, t(63) = 2.291, p = .025, β01 = -

.152, t(63) = -2.907, p = .005, and β10 = -.200, t(63) = -3.705, 

p < .001.4  Interestingly, while there is indeed a significant 

effect of 1st saccade time on the log-gaze probability ratio, it 

is in the opposite direction of what was expected based on the 

subject level proficiency related results.  Instead, the effect 

seems to indicate that in trials where participants were slower 

to view the target item they were also less likely to view the 

action related distractor.  While this result does not 

necessarily rule out a relationship between the two 

proficiency related results, it does indicate that at the trial 

level this specific measure of target anticipation is connected 

to fixations to the action-related distractor via an effect that 

is unrelated to the subject level proficiency effects. 

 

Discussion 

In this study we set out to address the question: How does L2 

proficiency influence the timing and dynamics of lexical 

activation during spoken sentence comprehension? 

The first prediction was that more proficient participants 

would show patterns of fixations indexing anticipatory 

lexical activation occurring sooner and to a greater degree 

than participants with lower proficiency.  Although our 

inferential statistics are not strong enough to allow more 

robust claims, the descriptive results of the analysis of 

anticipatory fixations largely support this prediction, with the 

points of significant divergence between the relevant targets 

occurring sooner for more proficient participants. 

An additional prediction was that proficiency may alter the 

dynamics of lexical activation for less-likely, locally coherent 

options across the sentence.  Again, the results of the analysis 

of locally coherent fixations largely support this prediction, 

with the lower proficiency group showing a significantly 

greater bias to look at the action-related distractor.  In other 

words, participants with lower proficiency, who may 

experience considerable uncertainty in everyday language 

interpretation, appear to adaptively activate less-likely 

locally coherent referents.   

The effect of proficiency on locally coherent lexical 

activation holds not only at the subject level, but also at the 

trial level.  However, the picture is complicated by a trial 

level effect of anticipation speed in which later anticipation 

of the target actually results in less activation of the locally 

coherent referent.  While this effect indicates that there is 

indeed a relationship between speed of anticipation and the 

later dynamics of lexical activation, it is in the opposite 

direction of what would be expected based on the subject 

level proficiency results, namely that slower anticipation of 

the theme would result in greater locally coherent lexical 

activation. 
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Overall, the results seem to weigh in favor of the 

interpretation that two separate effects of proficiency on 

lexical activation are at play in the comprehension of simple 

sentences of the kind used in this experiment, with a separate 

relationship between anticipation speed and the degree of 

locally coherent lexical activation also playing an important 

role.   
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Abstract 

Navigating in a novel environment can serve as an applied 
insight problem solving task, since many people gain a 
sudden, clear understanding (Aha-moment) of the spatial 
relations after being lost. With a unique design, we 
transformed the city center of a medieval German city into a 
virtual maze. The aim of the study was to test whether a 
spatial decision making task simulating real navigation would 
be feasible for investigating insight problem solving. 
Participants learned two pathways which they subsequently 
had to restructure to find their way to the navigation targets. 
We found evidence for the restructuring of participants’ prior 
knowledge during the solution attempts. 73% of all problem 
solvers reported an Aha-moment and there was an error drop 
at the critical intersection by those who had insight. The slope 
of the learning curve was established as a measurement of 
insightful experiences.  

Keywords: navigation; insight; virtual reality; restructuring  

Introduction 

In wayfinding, some people perform well effortlessly, while 

other people struggle tremendously. For the ones that 

struggle, the navigation in a novel environment is an applied 

insight problem-solving task: although they possess the 

same information as their proficient peers, they still cannot 

find out how to establish an accurate mental representation 

of the spatial relations. The Representational Change 

Theory (RCT) (Ohlsson, 1984, 1992) explains how an 

abrupt realization about the right path may occur. Initially, 

navigators have a misleading or incomplete mental 

representation about the spatial relations, which is 

misleading and thereby obstructs their solution attempts (i.e. 

finding the navigation target). After taking detours, people 

feel stuck at the problem and lost in space. The state of 

impasse may be resolved by cognitive changes, which evoke 

the sudden appearance of a fully crystallized solution idea. 

This ‘Aha-moment’ is an "abrupt change in mental 

perspective that leads one to the solution of an otherwise 

intractable problem" (Luo, Niki, & Phillips, 2004, p. 2013). 

Most of the problems may be dealt with using trial-and-error 

strategy as well; however, insightful solutions alleviate the 

solving process as they are elegant and sparse. 

Critically, it must be understood how the cognitive 

change in the mental representation is achieved. Participants 

already possess the crucial information about the solution; 

nonetheless, the real difficulty lies in organizing the 

information in an efficient way, e.g. constructing an 

overarching map from separately learned routes. In the 

present study, an Aha-moment may occur while recognizing 

the spatial relationship of two trained routes and/or 

detecting a hidden rule for getting to the navigation targets. 

Experiencing an Aha-moment would mean that one has an 

understanding about the underlying structure, thus does not 

have to guess or contemplate about the answer anymore. If 

the participant has no or only minor insight, we predict the 

task to be rated subjectively difficult and a performance 

with high error rate. Whilst if participants reach a higher 

stage of understanding, their performance would peak, i.e. 

they would commit hardly any errors and they would rate 

the task being easy.  Thus we expect participants' error rates 

to drop to (almost) zero after an Aha-moment and also to 

have significantly lower reaction times in selecting the 

proper navigation direction than the non-Aha group. 

There are multiple ways of organizing the available 

information in a more advantageous form. One of them is 

restructuring, which helps to “see the problem in a new 

light” (Jung-Beeman, Bowden, Haberman, Frymiare, 

Arambel-Liu, Greenblatt, & Kounios, 2004, p. e97). 

Examples of restructuring include directing the attention to 

different knowledge segments as before, organizing the 

information in a different order, or stumbling upon new 

relations over the already established ones (Knoblich, 

Ohlsson, Haider, & Rhenius, 1999; Knoblich, Ohlsson, & 

Raney, 2001; Ohlsson, 1992). Applying the RCT to the 

spatial navigation domain, an Aha-moment may also occur 

if someone comes to an intersection that they know already 

from another angle. When they restructure and possibly 

extend their representation about the place, they realize that 

the two partial representations match and are fractions of the 

same view. This surprise can cause the reorganization of the 

spatial exploratory behavior. 

In spatial exploratory behavior, the way how people 

mentally represent the external world shapes how efficient 

they can find their way and what kind of knowledge they 
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form. They can memorize an algorithm of turns or 

landmarks to orient themselves, sometimes even establish a 

cognitive map filled with precise distance and direction 

estimations. Since pioneering work on cognitive maps 

(Tolman, 1948), which is an understanding of the spatial 

structure of the environment accessible from multiple 

orientations, a vast body of literature has been written on 

how spatial information is stored in the mind and what the 

neural background of navigation proficiency is. Navigation 

can be defined as coordinated and goal-directed movement 

through the environment, which consists of wayfinding and 

locomotion (Montello, 2005). In the present study, we 

controlled for locomotion in order to test wayfinding-related 

behavior and determine how it can be transformed into an 

insight task. 

Ohlsson (1992) defined an insight task as a problem 

which provokes the essential representation for solving it 

with a low probability. It is really hard to determine the 

threshold of low probability, since there are massive 

individual differences with regard to the perception and 

representation of a given problem. There have been a few 

attempts of dividing insight from non-insight problems 

(Gilhooly, & Murphy, 2005; Weisberg, 1995). This process 

moved towards spotting the necessary demarcation line; 

still, some “insight problems” are only justified to be of that 

kind by the personal judgment of the researcher using them 

(Bowden, & Jung-Beeman, 2007). Determining whether a 

problem can be considered as an insight task depends on 

both the researcher and the problem solver. As a rule of 

thumb, one must always ask for some kind of self-report 

about the actual Aha-moment, since an Aha-experience has 

no behavioral marker (Danek, Fraps, von Müller, Grothe, & 

Öllinger, 2014).  Luo & Knoblich (2007) defined several 

requirements for credible insight neuroimaging studies. 

Ideally, a good insight paradigm elicits restructuring and 

enables manipulations for hypothesis testing, the insight 

events can be iterated and are precisely time locked, and 

appropriate reference states can be defined to contrast the 

baseline and the target state, along with being able to test 

both internally and externally triggered insights. A paradigm 

which would satisfy all of these criteria is yet to be 

established. 

To the best of our knowledge, no paper has been 

previously published about using human mazes as insight 

problems. We wanted to model how complex mental 

representations about spatial information are developed and 

organized on a higher cognitive level. A new environment, 

regardless of being an artificial maze or an unknown city, 

qualifies well as an insight problem solving task: depending 

on its complexity, the likelihood to reach the goal state 

during navigation may be quite low. Limiting free 

exploration and determining which parts of the surroundings 

become known by the navigators are likely to trigger a state 

of impasse. There is a need to restructure their mental map 

and/or realize a hidden rule in turns at the decision points to 

perform the task successfully. We created an ill-defined 

problem where there are discoverable rules with varying 

degrees of difficulty. Solving such a task informs us about 

the interplay between navigational strategy use and the 

restructuring of spatial information. By extending and re-

interpreting the initially learned routes, one can see the 

relations in a new way and navigators can find an optimal 

solution to the task. 

Methods 

Participants 

28 individuals living in Munich, Germany participated for a 

monetary reward (25€). Participants were aged between 21 

and 27 years (M=24.66, SD=1.49, 12 females) with normal 

or corrected-to-normal visual acuity. The first 2 participants 

were excluded due to a change in the experimental 

paradigm. This resulted in an n=26 final sample size. All 

subjects were healthy and naive to the purpose of the 

experiment, 24 of them were right-handed. The study was 

approved by the Ethics Committee of the Ludwig-

Maximilians University and conducted in accordance with 

the principles described in the Declaration of Helsinki. All 

subjects gave their informed written consent prior to the 

study. 

The virtual environment 

A photorealistic replica of the medieval city center of 

Tuebingen, Germany, a place not known by our participants, 

was used as a maze. We modeled everyday navigation as 

naturally as possible. Although artificial mazes are more 

controllable, wayfinding in a real-world city has a larger 

ecological validity (e.g. Spiers & Maguire, 2006). 

Nevertheless, in a complex, realistic environment, spatial 

learning remains poorer in the virtual as compared to a real, 

open-air setting (Richardson et al., 1999). 

The virtual reality (VR) environment was created previously 

by Tobias Meilinger (Meilinger, Franz, & Bülthoff, 2008) 

with virtual reality modeling language. In the present study, 

it was implemented using Vizard 3.0 (Vizard Virtual Reality 

Software Toolkit, Worldviz, USA). The VR environment 

depicted the city center to the smallest details: streets, 

houses and intersections as well as shop signs, flower beds 

and the graffiti tags on the walls were all rendered into the 

model. Two main routes were configured (see Figure 1). 

Participants navigated on ground-level from route 

perspective (Tversky, 1991) with a first person view. 

However, we restricted free navigation (1) to avoid spatial 

anxiety induced by getting lost, (2) because time boundaries 

are needed for designing a functional magnetic resonance 

imaging (fMRI) paradigm and (3) to prevent participants 

from wandering without orientation cues or reaching 

familiar locations. Thus a “semi-free navigation” procedure 

was applied, which reduced the navigation task to its most 

essential element: choosing how to turn at the intersections. 

Navigators traversed passively on pre-recorded route 

segments and actively had to make a choice at each turning 

point. We did not let anyone get lost; participants were 

forced to move on a pre-assigned "optimal route". If they 
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did not select this optimal route, they did not move, but had 

to try again to make a better decision. Therefore, error rates 

and reaction times in the decision have been analyzed. 

 Since an actual city is only quasi-controllable as a maze, we 

specified the segregated routes according to the following 

criteria: (1) the two basic routes must be as parallel as 

possible (2) the connections between them (“bridges”) 

should only be 1-2 intersections away (3) a hidden rule must 

be fulfilled, i.e. participants should be able to recognize that 

their movement pattern on the optimal route is fixed, they 

are always traversing with a zigzag-like pattern from one 

route to the other. 

 

 
 

Figure 1 – structure of the maze; g and r stand for the 

respective stops of the two basic routes (green and red 

routes) and blue dashed lines sign the bridges. 

 

The basic routes are not perfectly straight but they fulfill the 

3 aforementioned criteria. 10 bridges were established (five 

connections, approached from two directions). 

During the main experiment, an optimal navigation route 

was followed, consisting of a fixed pattern of four 

consecutive intersections. Thus between the starting point 

and the navigation target, a recurring pattern of task-related 

activities were carried out. The first intersection was already 

known by the observers. Therefore, choosing how to 

proceed was a simple recall: they have already seen the 

same location from the same angle during the training. 

Subsequently, they traveled this one stop on the previously 

learned route and arrived to the second intersection. The 

second one was the critical intersection where we expected 

the Aha-moment, since participants here always had to 

alternate from the path and look for a novel passage. From 

this passage, a “bridge” opened between the green and the 

red routes, thus after this stop, participants arrived to a 

known yet unknown place – to a location which they have 

already learned but have only seen from a different angle 

before. Hence they could only realize, if it even occurred to 

them, during or after arriving to the final intersection (which 

is also an already known location) that they were in fact 

coming from a stop of an already known route. 

Apparatus 

The present experiment is part of a bigger study 

investigating both navigation strategies and insightful 

moments linked to mental restructuring. Although we 

recorded the data in an fMRI scanner, we only expected to 

observe the neural correlates of spatial navigation strategies, 

memory recollection and the processing of contradicting 

information. There is no agreement yet on the neural 

correlate of insight (see Dietrich, & Kanso, 2010 for a 

review), therefore we did not hypothesized about neural 

correlates of insight at this stage of developing a new 

paradigm.  We relied on verbal reports to verify that the task 

elicits Aha-moments and used neuroimaging to investigate 

spatial orienting and decision making behavior. From this 

perspective, the study is a behavioral experiment recorded in 

supine position. 

Due to length restrictions, we only report the results 

regarding our insight problem solving paradigm and omit 

the technical details of the fMRI equipment. Visual stimuli 

were projected via a LCD display projector (Christie Digital 

Systems, Germany) and responses were collected by 2 two-

button Lumina Response Pads (MR-compatible LU400-

PAIR by Cedrus Corporation, USA). System times, as well 

as the selected path, reaction times and error numbers from 

the answers were recorded in a virtual log file. 

Procedure 

The procedure followed a within-subject design. Trials were 

randomized to control for sequence effects. Before 

attempting any of the tasks, subjects had to rate themselves 

on the Way-Finding Strategy Scale and the Spatial Anxiety 

Scale, both constructed by Lawton (1994). 

Training Two basic routes were trained. Participants 

were explicitly instructed to establish a mental map of the 

environment. The routes did not cross or intersect. Each 

route consisted of 10 intersections, i.e. subjects had to make 

decisions how to turn 8 times when walking along the path. 

Each route was learned separately. First, the subjects were 

passively guided throughout the relevant part of the 

environment once. Locomotion was constant (running 

speed). They had to observe the path carefully in order to 

reproduce the steps themselves afterwards. During the 

reproduction phase, they were asked at each intersection 

which direction they need to go to continue along the route. 

It was possible to turn left, right or go straight, but not 

backwards. If they selected the right direction, they were 

passively moved to the next intersection. If they did not 

select the correct turn, they received a short feedback 

message stating “It’s not the optimal route!” and they could 

try again. They went through both routes until making no 

errors.  

Main experiment Participants had to search for 10 

objects (non-native animals in the city) in the VR 

environment while lying in supine position. The arbitrarily 

selected animals were free online models loaded into the 

virtual city; they floated above the streets and revolved 

around their own vertical axis to enhance their saliency 

(Figure 2). Subjects had to collect each animal 3 times 

across 30 trials (20+10), which were separated by an 

anatomical scan. They were navigating via responding to 

direction questions appearing on the screen. Each 
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presentation of an intersection question was jittered between 

1 and 2.25 s with a step of 0.25 s. 

 

 
 

Figure 2 - A typical navigation target: an animal (giraffe) 

floating above the street, turning around its own center. 
 

Participants started out at any intersection along the 

learned routes and were asked to find an animal using the 

optimal route. Unlike in the training, participants have not 

seen what the optimal route is but they had to figure out by 

themselves. The animal always appeared at the end of the 

route, at a stable position. We were interested in (1) how 

many attempts participants needed to find the bridges 

between the pre-defined routes and (2) whether they would 

realize the hidden rule of the pathway. To obtain an 

indication about the participants' current orientation, each 

trial began with two questions: “Do you know where you 

are?” and “Do you know which direction you would go to 

continue along the learned route?”. We assumed that the 

answers may differ to these two questions, and also 

expected to get more yes answers with increasing the 

familiarity with the city. 

Following these two questions, participants attempted 

locating the animal announced on the screen by choosing a 

direction at each intersection. Through trial-and-error, they 

learned the location of each animal. After having known the 

animal locations, we provided a limited number of choices 

in finding the correct direction to avoid guessing. If 

navigators made more than one error per intersection, they 

were informed on the screen they have exceeded the error 

limit and had to repeat the trial. The repetition aided the 

consolidation of the correct route, as well as it deterred from 

guessing because of the tediousness of repetitions. 

Participants could not see the animal earlier than their last 

movement decision. Finally, they had to respond to the 

exact same two questions as at the beginning of the trial in 

order to register whether they noticed that they switched to 

the other route. Once the desired object was found, they 

proceeded to the next trial and were teleported to a new 

location. Circa 50 minutes were spent in the scanner. 

After participants finished the experiment, we interviewed 

them shortly to learn more about their insight experience 

and the navigation strategies they used. We examined their 

route knowledge by asking to describe the spatial relations 

between the pre-learned routes, as well as to draw the routes 

on an outline map of the city center. 

Results 

Evaluation of the paradigm 

First, we looked at the subjective difficulty of our paradigm. 

Participants rated the task to be rather easy (M=4.87, 

SD=2.26 on a 10-point Likert scale, where 1 stands for 

extremely easy and 10 for impossible).  A Pearson-

correlation between the average numbers of errors 

committed at intersections (M=0.68, SD=0.32) and the self-

report difficulty ratings were not related significantly (r=.34, 

ns.). 

Insight 

To see whether participants had a sudden, explicit 

realization of any hidden rule, we looked at their reaction 

times and error rates by each trial repetition. In addition, we 

asked people whether they had any Aha-moment during the 

completion of the task, and prompted to freely recall what 

they realized. In a different question, we asked them to 

indicate if they identified any hidden rules. 

We split our participants into two groups: one group 

consisted of the people who experienced any kind of 

insights (n=19) and the other contained those who did not (n 

=7). Then we looked at the differences in reaction times and 

error rates of the two groups. 

 

Reaction times After the outlier correction (n=5; cut-off 

value=20s), a 3 (trial repetition) x 2 (insight) one-way 

repeated-measures ANOVA was conducted. It revealed a 

main effect of repetition [F(2,46)=63.2, p<.001, 

η2
partial=.733], as there was a large drop in the reaction times 

(shown in Figure 3). It is a general learning effect, since the 

difference between those who declared to have insight 

(n=19) and those who did not report any Aha-moment (n=7) 

was non-significant [F(1,23)=.052, ns.]. 

 

 
Figure 3 - average reaction times (in seconds) at each 

repetition of a trial. Error bars express the standard error of 

the mean. Aha: participants who have experienced Aha-

moment(s); non-Aha: participants who have not reported 

any Aha-moment. 

 

Error rates A 3 (repetition) x 3 (intersection) repeated-

measure ANOVA with a between-subjects factor (reporting 

1874



Aha-moment) was conducted to assess the overall effect of 

the experimental manipulations in the error rates. The values 

are Greenhouse-Geisser corrected. We obtained main effects 

by the factor repetition [F(1.95, 445.6) = 27.66, p < .001, 

η2
partial = .108] and intersection [F(1.9, 439.1) = 36.84, p < 

.001, η2partial = .139], as well as by the interaction of 

repetition and intersection [F(3.4, 779) = 16.51, p < .001, 

η2partial = .067], thus the error rates have indeed dropped 

significantly (see Figure 4). What is more, experiencing 

insight yielded a tendency for showing significant difference 

F(1,229)=3.6, p=0.59, η2
partial=.015].  

 

 

 
 

Figure 4 – average error rates by each intersection at each 

repetition of a trial. The upper panel illustrates participants 

who have experienced an Aha-moment, while the lower 

panel shows data of those who have not reported any Aha-

moment. Error bars depict the standard error of the mean. 

 

A significant difference was found in the error rates between 

the first and the second repetition [t(24)=7.32, p<.001, CI 

95% [0.15, 0.26]], likewise between the first and the third 

repetition [t(23)=8.1, p<.001, CI 95% [0.19, 0.33]]. Besides, 

significant differences were observed among all of the 

intersections [t1-2(24)=-11.9, p<.001, CI 95% [-0.64, -0.45]; 

t1-3(24)=-10.8, p<.001, CI 95% [-0.82, -0.56]; t2-3(24)=-3.8, 

p<.001, CI 95% [-0.23, -0.07]]. 

The second intersection was the critical one for the 

insight. An independent sample T-test showed a significant 

difference between the Aha and non-Aha third repetition 

errors at this intersection [t(88.4)=2.47, p=.016, Cohen's 

d=0.53, CI 95% [0.03, 0.34]]. 

Discussion 

The aim of this study was to test whether a spatial decision 

making task simulating real navigation would be feasible for 

an insight problem solving paradigm. We designed a 

navigation task in a complex, naturalistic VR environment 

and manipulated participants’ understanding about the 

spatial relations. They were encouraged to restructure the 

information available to them, e.g. convert the route 

perspective into survey perspective, and thereby experience 

an insight while getting to the navigation target. Participants 

had to colligate segments of two routes into a new pathway 

by discovering connections between them. 

More than 70% of our participants reported to have 

experienced insight during the course of the experiment. 

Although we have not obtained a significant difference in 

the reaction times between the two groups (people with and 

without an Aha-moment), we have found a difference in 

error rates in favor of the Aha-group. To avoid a floor effect 

in task difficulty, we could increase the complexity of our 

task. Enhancing the working memory load by introducing 

more target objects or prolonging the optimal route with an 

extra intersection would require more chance to get 

disorientated while building the corresponding mental map.  

In each trial, the second intersection was the stop where 

participants had to leave the learned pathway and look for a 

new direction in order to find the navigation target. There 

has been a drop in error rates from the first to the second 

repetition of the trial due to general learning effects. 

However, by those who declared an Aha-moment, a further 

decrease was noted in the error rates: the average number of 

errors was reduced to zero or very close to zero. Moreover, 

the error rates have increased from the second to the third 

repetition by the group whose members have not 

restructured their knowledge.  

Notably, a disadvantage of the current design is that 

participants cannot report their Aha-moments already in the 

scanner. Any indication incorporated to the paradigm (e.g. a 

button press) would only give an approximate measure, 

since such reports are always delayed. However, we are 

searching for tools to correct this delay. Here, we relied on 

self-reports instead of any kind of online measurements to 

discern the insightful incidents. Although Jäkel & Schreiber 

(2013) argue for the importance of introspection data in 

cognitive processes, we are not sure how much we can trust 

the acquired self-reports. An online and direct measurement 

of “Aha” would be desirable but hard to establish. 

Since there are only very few problems which are 

exclusively solvable with insight, if participants do not 

report their experience, insightful and non-insightful 

solutions get mixed together, which reduces the power of 

the effects (Bowden, & Jung-Beeman, 2007). We 

hypothesize that if the groups with and without Aha-

moments would not be determined on a participant but on a 

trial basis, the effects would get even more pronounced. 

This is why we are developing the paradigm further to fulfill 

all of the criteria outlined by Luo & Knoblich (2007). In 

terms of restructuring, which was in the focus of our study, 
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the task proved to be successful. It was absolutely necessary 

to build new relations (the bridges) between the elements of 

the problem, to re-interpret the learned segments of the 

route and to assemble novel pathways from them (Ohlsson, 

1992). The re-combination of the parts gave meaning to a 

new “whole” (Wertheimer, 1959). 

During the task, it was possible to experience multiple 

insight events, but the number of Aha-moments is not 

specified. The controlling for accurate onset times was the 

weakest aspect of the paradigm. We could not secure the 

occurrence of an insight.  

In terms of hypothesis testing, we are confident that our 

task can be modified in numerous ways to enable a more 

fine-grained analysis of the involved brain regions as well 

as to experimentally manipulate various factors and thereby 

inform the underlying theories. What is more, when it 

comes to the problem of reference states, it is favorable that 

our task can be solved both with and without insight. If we 

could segregate the insightful events accurately, we could 

easily contrast them with the non-insightful solutions and 

sort out the arising differences. 

The paradigm models a natural way of obtaining insight. 

Thus, it does well in internally provoking Aha-moments. 

Nevertheless, in order to control for the exact onset time of 

such a moment, we could complement our design with 

external solution cues pointing to the relevant part of 

recognition participants should make to achieve a deeper 

understanding of the task. 

All in all, in the present study the research fields of spatial 

navigation and problem solving were connected to 

demonstrate that simulating navigation behavior in a virtual 

environment is an appropriate scanner task for investigating 

insight problem solving. Inspecting wayfinding in a novel 

city leads to both a more profound knowledge about the 

interplay of spatial navigation strategies and their mental 

representation and can contribute to the quest for the neural 

correlate of insight.  
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Abstract

Systematicity commonly means that having certain cognitive
capacities entails having certain other cognitive capacities.
Learning is a cognitive capacity central to cognitive science,
but systematic learning of cognitive capacities—second-order
systematicity—has received little investigation. We proposed
associative learning as an instance of second-order systematic-
ity that poses a paradox for classical theory, because this form
of systematicity involves the kinds of associative constructions
that were explicitly rejected by the classical explanation. In
fact, both first and second-order forms of systematicity can
be derived from the formal, category-theoretic concept of uni-
versal morphisms to address this problem. In this paper, we
derived a model of systematic associative learning based on
(co)recursion, which is another kind of universal construction.
This result increases the extent to which category theory pro-
vides a foundation for cognitive architecture.
Keywords: cognitive architecture; systematicity; composi-
tionality; learning; category theory; coalgebra

Introduction
The problem of systematicity for theories of cognitive sci-
ence is to explain why certain cognitive capacities typically
co-exist (Fodor & Pylyshyn, 1988); why, for example, having
the ability to identify square as the top object in a scene con-
sisting of a square above a triangle implies having the ability
to identify triangle as the top object in a scene consisting of
a triangle above a square. More formally, an instance of sys-
tematicity occurs when one has cognitive capacity c1 if and
only if c2 (McLaughlin, 2009): thus, systematicity is the par-
titioning of cognitive capacities into equivalence classes. The
problem is to provide an explanation for systematicity that
does not rely on ad hoc assumptions: i.e., auxiliary assump-
tions that are motivated only to fit the data, cannot be verified
independently of verifying the theory, and are unconnected to
the theory’s core principles (Aizawa, 2003).

Learning is another cognitive capacity. Hence, using the
characterization of systematicity as equivalence classes of
cognitive capacities (McLaughlin, 2009), we have another
form of systematicity: i.e., the capacity to learn cognitive ca-
pacity c1 if and only if the capacity to learn cognitive capac-
ity c2, which is sometimes referred to as second-order sys-
tematicity (Aizawa, 2003). Aizawa (2003), citing Chomsky
(1980), provides an example from language: a person has the
capacity to learn one natural language (say, Chinese) if they
have the capacity to learn another (say, German). Importantly,
the learned capacities need not be systematically related to

each other. An example that is pertinent to the classical ex-
planation is the learning (or memorization) of arbitrary asso-
ciations. For instance, if one has the capacity to learn (mem-
orize) that the first day of the Japanese financial year is April
1st, then one also has the capacity to learn (memorize) that
the atomic number of carbon is 6. This example is a legiti-
mate instance of systematicity (at the second level) given that
systematicity has been characterized as equivalence classes
of cognitive capacities (McLaughlin, 2009).

Elsewhere (Phillips & Wilson, submitted), we argue that
associative learning is problematic for classical theory, be-
cause it involves the kinds of associative constructions that
were explicitly rejected by the classical explanation. Our
category theoretic explanation of systematicity resolves this
problem, because both first and second-order forms of sys-
tematicity are derived from the same categorical construction:
universal morphisms. Here, we derive a model of systematic
associative learning based on (co)recursion, which is another
kind of universal construction.

Outline of paper
The remaining four sections of this paper are outlined as fol-
lows. The second section provides the basic category theory
definitions and motivating examples needed for our model.
The third section provides concrete examples of anamor-
phisms (corecursion) as a conceptual guide to the model given
in the fourth section. Discussion of this work is in the last
section. Readers already familiar with the category theory ap-
proach to corecursion may prefer to skip straight to the fourth
section, since the category theory employed here is already
well known, with the possible exception of the recently de-
veloped adjoint extensions (Hinze, 2013). Readers not famil-
iar with a category theory approach may prefer to skip to the
third section for simple concrete examples as a way of orient-
ing themselves for the model that follows. The second sec-
tion, then, provides points of reference for technical details
and motivating examples when needed.

Basic category theory
In this section, we provide the basic category theory needed
for our model. In the interests of brevity and clarity, we only
provide definitions and examples directly pertaining to the
model, omitting the (albeit, well known) theorems and lem-
mas that justify statements. Deeper and broader introductions
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to category theory and categorical treatments of (co)recursion
can be found in many textbooks on the topic (e.g., Mac Lane,
1998; Bird & de Moor, 1997). In the context of systematic-
ity, this paper builds upon our earlier work (see Phillips &
Wilson, 2010), and particularly in the context of recursive ca-
pacities (Phillips & Wilson, 2012), where the theoretical prin-
ciples of first-order systematicity and other technical details
can be found.

Definition 1 (Category). A category C consists of:

• a collection of objects (A, B, ...);

• a collection of morphisms ( f , g, ...), written f : A → B
to indicate that A and B are respectively the domain and
codomain of f , including an identity morphism, denoted
1A : A → A, for each object A in C; and

• a composition operation that sends a pair of compatible
morphisms f : A → B and g : B → C, i.e., where the
codomain of f equals the domain of g, to their composite
morphism, denoted g◦ f : A →C,

that satisfy the axioms of: associativity—h◦(g◦ f ) = (h◦g)◦
f ; and identity— f ◦1A = f = 1B ◦ f for each f in C.

Example 1 (Set). The category Set has sets for objects, func-
tions between sets for morphisms, and composition is compo-
sition of functions.

Definition 2 (Terminal object). In a category C, a terminal
object is an object, denoted 1, such that for every object Z
there exists a unique morphism u : Z → 1.

Remark. In Set, a singleton set is a terminal object, whose
only element is denoted ∗ when its identity is not required.
Other categories may have terminal objects with further inter-
nal structure, as we shall see for categories of (co)algebras.

Definition 3 (Isomorphism). An isomorphism is a morphism
f : A → B such that their exists a morphism g : B → A sat-
isfying f ◦ g = 1B and g ◦ f = 1A. Morphism g is called the
inverse of f , and denoted f−1.

Remark. In a category C, the collection of morphisms with
domain object A and codomain object B is called a hom-set,
denoted HomC(A,B). As we shall see, hom-sets play an im-
portant role in category theory.

Definition 4 (Functor). A functor F from a category C to a
category D is a structure-preserving map, written F : C → D,
that maps each object A in C to the object F(A) in D and each
morphism f : A → B in C to the arrow F( f ) : F(A)→ F(B)
in D such that the following axioms are satisfied:

• identity: F(1A) = 1F(A) for each object A in C; and

• compositionality: F(g ◦C f ) = F(g) ◦D F( f ) for each pair
of compatible morphism ( f ,g).

Remark. An endofunctor is a functor F : C → C, i.e., the
domain and codomain are the same category C. Endofunctors
are used to model (co)recursion.

Example 2 (Right product functor). The right product func-
tor ΠB : Set → Set sends each set X to the Cartesian product
X ×B and each function f : X →Y to the product of functions
f ×1B : X ×B → Y ×B,(x,b) 7→ ( f (x),b), i.e., f ×1B maps
(x,b) to ( f (x),b).

Example 3 (Right exponential functor). The right exponen-
tial functor ΛB : Set → Set sends each set X to the function
set XB, which is the set of functions { f : B → X}, and each
function g : X →Y to the function Λ(g) : XB →Y B, f 7→ g◦ f .

Example 4 (List). List-related constructions built from a set
of elements A are obtained from an endofunctor on the cate-
gory Set: i.e., FA : X 7→ 1+A×X , f 7→ 11 +1A × f , where 1
corresponds to the empty list, and + and × are (respectively)
the disjoint union and Cartesian product of sets or functions.

Definition 5 (Natural transformation). A natural transforma-
tion η from a functor F : C → D to a functor G : C → D, writ-
ten η : F .→ G, is a family of D-morphisms {ηA : F(A) →
G(A)|A is an object in C} such that for each morphism f :
A→B in C we have G( f )◦ηA =ηB◦F( f ), i.e., the following
diagram is commutative (equational):

F(A)
ηA //

F( f )
��

G(A)

G( f )
��

F(B) ηB
// G(B)

(1)

Definition 6 (Final morphism). A final morphism from a
functor F : C → D to an object X in D is a pair (A,ϕ) con-
sisting of an object A in C and an morphism ϕ : F(A) → X
in D such that for every object Z in Z and every morphism
f : F(Z)→ X in C there exists a unique morphism u : Z → A
such that f = ϕ◦F(u), as indicated by the following commu-
tative diagram (dashed arrows indicate unique existence):

Z

u

���
�
� F(Z)

f

  B
BB

BB
BB

B

F(u)
���
�
�

A F(A)
ϕ

// X

(2)

Remark. The dual of final morphism is initial morphism,
whose definition is obtained by reversing the directions of the
morphisms in the definition of final morphism. A universal
morphism is either a final morphism or an initial morphism.
In general, category theory concepts are dualized by reversing
all the arrows in the definition of the original concept.

Definition 7 (Adjunction). An adjunction from a category C
to a category D is a triple, written (F,G,ε) : C⇀D, consisting
of a functor F : C → D, a functor G : D → C and a natural
transformation ε : F ◦G .→ 1D such that for each object Y in
D, the pair (G(Y ),εY ) is a final morphism from F to Y , as
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indicated by the following commutative diagram:

X

f
���
�
� F(X)

F( f )
��

g

##F
FF

FF
FF

FF

G(Y ) F ◦G(Y ) εY
// Y

(3)

Remark. The functor F is called the left adjoint of functor G,
and G is called the right adjoint of F . The relationship be-
tween F and G is called an adjoint situation, denoted F ⊣ G.
The morphism εY is the component of the natural transforma-
tion ε at object Y . Definition 7 emphasizes the natural trans-
formation and universal morphism aspects of adjunctions, cf.
diagrams 3 and 2.

Example 5 (Product-exponential). The right product functor
is left adjoint to the right exponential functor, ΠB ⊣ ΛB, see
examples 2 and 3, is indicated by commutative diagram

A

f̃
���
�
� A×B

f̃×1B
��

f

""E
EE

EE
EE

EE

CB CB ×B
eval

// C

(4)

where f̃ is called the exponential transpose of f , and eval is
the evaluation of each function f̃ in CB at each b in B.

Remark. An equivalent definition of adjunction emphasizes
the relationship between hom-sets: an adjunction is a bi-
jection (i.e., one-to-one correspondence) between hom-sets
HomC(X ,G(Y )) and HomD(F(X),Y ) that is natural (in the
natural transformation sense) in variables X and Y , written
HomD(F(X),Y )∼= HomC(X ,G(Y )), as indicated by diagram

X

f
��

� F // F(X)

g

��
G(Y ) Y�

G
oo

(5)

Hence, one can think of an adjunction as a kind of isomor-
phism that is local to hom-sets, but not necessarily global to
categories. This aspect will be useful when considering ad-
junctions in the context of corecursion.

Example 6 (Curry-uncurry). The product-exponential ad-
joint is familiar in functional programming in the form of
the curry-uncurry operator, which converts an n-ary function
(i.e., a function of n arguments) to a unary function (i.e., a
function of one argument). For instance, the curry of ad-
dition, written as the binary function add : N×N → N, is
the unary function addN : N→ NN, which takes a number x
and returns the addx function: e.g., addN : 1 7→ add1, where
add1 : n 7→ n+1. Uncurry is the inverse of curry. These two
operators are either sides of the bijection HomSet(N×N,N)∼=
HomSet(N,NN) obtained from the product-exponential ad-
joint. Similarly, a state transition function is a binary func-
tion τ : A× S → S from inputs, a ∈ A, and states, s ∈ S, to

states, or equivalently a unary function τS : A → SS from an
input to function between states, as given by the bijection
HomSet(A×S,S)∼= HomSet(A,SS). We make use of this uni-
versal construction in our associative learning model.

Definition 8 (F-coalgebra). An F-coalgebra on an endofunc-
tor F : C → C is a pair (A,α) consisting of an object A and an
morphism α : A → F(A) in C.

Definition 9 (F-coalgebra homomorphism). An F-coalgebra
homomorphism from a coalgebra (B,β) to a coalgebra (A,α)
is a morphism h : (B,β)→ (A,α) such that F(h)◦β = α◦h.

Definition 10 (Category of F-coalgebras). Suppose an end-
ofunctor F : C → C. A category of F-coalgebras, denoted
CoAlg(F), has F-coalgebras for objects and F-coalgebra ho-
momorphisms for morphisms. Composition is composition
of F-coalgebra homomorphisms.

Definition 11 (Final F-coalgebra). Suppose we have a cate-
gory of F-coalgebras, CoAlg(F). A final F-coalgebra is an
F-coalgebra, denoted (A,fin), such that for every F-coalgebra
(B,β) in CoAlg(F) there exists a unique F-coalgebra homo-
morphism h : (B,β)→ (A,fin).

Definition 12 (Anamorphism). An anamorphism is an F-
coalgebra homomorphism to a final F-coalgebra homomor-
phism, as indicated by the following commutative diagram:

B
β //

h
���
�
� F(B)

F(h)
���
�
�

A
fin

// F(A)

(6)

Remark. Anamorphism h is denoted [(β)], using lens brackets
(Meijer, Fokkinga, & Paterson, 1991), since h is completely
determined by β. Anamorphism is also called unfold.

Definition 13 (Conditional function). A conditional function
is a function consisting of a predicate p? : A → {False,True}
and two alternative functions f : A→ B and g : A→C, written
(p? → f ,g) : A → B+C, that is defined as:

(p? → f ,g) : a 7→

{
f (a) ¬p?(a);
g(a) otherwise.

That is, a function that applies alternative f to argument a if
p?(a) is false, otherwise alternative g. Recall that B+C is the
disjoint union of sets B and C.

Example 7 (List anamorphism). For list-related construc-
tions built from elements in a set A, we have a category of
coalgebras on the endofunctor FA : X → 1+A×X . It can be
shown that a final coalgebra for this category consists of con-
ditional function (empty? → I∗,⟨head, tail⟩) : L → 1+A×L,
where L is the set of lists constructed from elements of a
set A, predicate empty? tests for empty list, constant function
I∗ : L → 1 returns unnamed element ∗, and product function
⟨head, tail⟩ : L → A×L returns a pair consisting of the head
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and the tail of the given list. Every anamorphism to this final
coalgebra is given by commutative diagram

X
(p?→I∗,⟨ f ,g⟩) //

[(p?→I∗,⟨ f ,g⟩)]
���
�
� 1+A×X

1+1A×[(p?→I∗,⟨ f ,g⟩)]
���
�
�

L
(empty?→I∗,⟨head,tail⟩)

// 1+A×L

(7)
Since (empty? → I∗,⟨head, tail⟩) is an isomorphism, travers-
ing diagram 7 from X to L clockwise yields the definition:

[(p? → I∗,⟨ f ,g⟩)] : x 7→

{
[ ] ¬p?(x);
f (x) · [(· · ·)](g(x)) otherwise.

We also write [(p? → I∗,⟨ f ,g⟩)] as unfold(p? → I∗,⟨ f ,g⟩).
Remark. The preceding definitions pertaining to coalgebras
have duals, which are obtained by reversing morphisms. For
comparison, a catamorphism k : (A, in)→ (B,β) from initial
F-algebra (A, in) to F-algebra (B,β) as indicated by

F(A) in //

F(k)
���
�
�

A

k
���
�
�

F(B)
β

// B

(8)

Catamorphism k is denoted (|β|), by banana brackets (Meijer
et al., 1991), since k is determined by β. Catamorphism is also
called fold. For lists built from elements of A, catamorphisms
are given by

1+A×L
[empty,cons] //

1+1A×(|Iv, f |)
���
�
� L

(|Iv, f |)
���
�
�

1+A×X
[Iv, f ]

// X

(9)

where empty : ∗ 7→ [ ] returns the empty list, cons : (h, t) 7→ h ·t
returns the list with (head) element h prepended to (tail) list t,
and Iv assigns the value v to the empty list. An initial algebra
is an isomorphism. Thus, traversing diagram 9 from L to X
counterclockwise yields the following definition:

(|Iv, f |) :

{
[ ] 7→ v;
h · t 7→ f (h,(|Iv, f |)(t)).

We also write (|Iv, f |) as fold(Iv, f ).

Example 8 (Counting). Counting list elements is computed
by the catamorphism, fold(0, inc) : L → N, where the first ar-
gument, 0, assigns the result of zero to the empty list, and the
second argument, inc, ignores the head (first element) of the
list and increments the count of the tail (remaining elements)
of the list (cf. diagram 9). In other words, the count of a list

is either 0, for the empty list, or one plus the count of the rest
(tail) of the list. For instance,

fold(0, inc)[a,b,c]

= 1+ fold(0, inc)[b,c]

= 1+(1+ fold(0, inc)[c]

= 1+(1+(1+ fold(0, inc)[ ]))

= 1+(1+(1+0))
= 3.

Remark. Every list is entirely deconstructed before folding
into a result. This approach is unrealistic as a cognitive model
of learning, since it requires having seen all examples before
any learning can take place. Nonetheless, list catamorphisms
provide an important step in that they are closely related to the
dual construction that affords a model of (on-line) learning at
each input presentation, which we turn to next.

Corecursion for lists
Category theory provides a systematic treatment of corecur-
sion in the form of anamorphisms, which is the basis for our
categorical model of associative learning. Several simple ex-
amples of anamorphisms provide a guide to our model.

Repeating an item n number of times is realized as the
anamorphism, unfold(0? → I∗,⟨1,dec⟩) : N → L, where 0?
tests whether a number is zero, 1 is the constant function re-
turning 1, and dec decrements a number by 1 (cf. diagram 7).
For instance,

unfold(0? → I∗,⟨1,dec⟩)(3)
= 1 ·unfold(0? → I∗,⟨1,dec⟩)(2)
= 1 ·1 ·unfold(0? → I∗,⟨1,dec⟩)(1)
= 1 ·1 ·1 ·unfold(0? → I∗,⟨1,dec⟩)(0)
= 1 ·1 ·1 · [ ]
= [1,1,1].

Notice that the anamorphism just given is a state-less (or,
memory-less) computation. To count list items, we need to
maintain a state for the number of previously counted items.
For example, unfold(e? → I∗,⟨incl, tailr⟩) : N× LX → LN
takes the number of items counted so far, n ∈ N, and a list
l ∈ LX of elements from X , and returns the progressive count
of list items c ∈ LN. In this example, the conditional e?
tests for an empty list (at the second component of a given
pair), i.e., no more items to be counted, effectively terminat-
ing the count when the list of remaining items is empty, via
I∗, or incrementing the count and removing the counted item
from the list, via product function ⟨incl, tailr⟩. The function
incl : (n, l) 7→ n+ 1 increments the counter (left component)
and ignores the list; the function tailr : (n,h · t) 7→ (n+ 1, t)
maintains the new count and removes the counted item from
the list of items to be counted. Compare diagram 7: object A
is now the set of natural numbers N, and X is the Cartesian
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product N×LX of the natural numbers with the set of lists of
elements from a set X . For instance,

unfold(e? → I∗,⟨incl, tailr⟩)(0, [a,b,c])
= 1 ·unfold(e? → I∗,⟨incl, tailr⟩)(1, [b,c])
= 1 ·2 ·unfold(e? → I∗,⟨incl, tailr⟩)(2, [c])
= 1 ·2 ·3 ·unfold(e? → I∗,⟨incl, tailr⟩)(3, [ ])
= 1 ·2 ·3 · [ ]
= [1,2,3].

Notice, further, that this count anamorphism returns a list
of counts, not a single count. The elements of such output
(likewise, input) lists are commonly interpreted as being in-
dexed by steps in time for corecursive models of data streams,
i.e., infinite lists (Rutten, 2000). We invoke a similar temporal
interpretation of lists for our learning model.

Categorical (corecursion) model
We develop our model in two steps for expository purposes.
The first step treats the association network as an explicit in-
put. This approach is simpler, but unrealistic since memory
is treated as external input. The second step treats memory as
internal using adjoint anamorphisms (adjoint unfolds).

Network state as external input
The capacity for learning associations is modeled as a func-
tion from a list of pairs (associates) to an association network.
Recall, from the counting example, that a simple anamor-
phism does not maintain a state, and so does not suffice as
an associative learning model, since previous associations are
lost. A memory is maintained by passing the results of earlier
items as an explicit input to the model. Accordingly, associa-
tive learning is modeled as a function from a list of pairs and
an association network to an updated association network.
The anamorphism (model) is indicated by the diagram

P×G
(e?→I∗,⟨µ,ν⟩)//

[(e?→I∗,⟨µ,ν⟩)]
���
�
� 1+G× (P×G)

1+1A×[(e?→I∗,⟨µ,ν⟩)]
���
�
�

L
(pempty→I∗,⟨head,tail⟩)

// 1+G×L

(10)
where:

• P is a list of pairs of associated items;

• G is the set of (labeled) directed graphs (association net-
works), where each graph g ∈ G is a pair (E,V ) consisting
of a set of edges E and a set of vertices V , and each edge
is a triple (s,σ, t), where s and t are the source and target
vertices and σ is the strength of association; hence

• L is the set of lists of association networks;

• e? tests whether the list of associates is empty;

• µ : P×G → G is a function that merges the current pair of
associated elements with the current association network,
returning an association network; and

• ν : P×G → P×G is the next state function that returns
the list of remaining pairs, and the merged association net-
work: i.e., ν = ⟨τ,µ⟩, where τ : P×G → P returns the tail
of the pairs list, which ignores the association network.

An example illustrates the mechanism. The anamorphism
given by diagram 10 is relabeled mext, the model with exter-
nal memory. Suppose the initial list of pairs: [(bread, butter),
(knife, fork), (knife, butter)]. The initial state of the associ-
ation network is set to the empty graph e. We denote pair
and network lists at time t as pt and gt , respectively. Hence,
the initial pair list p0 contains three pairs, and the inital net-
work g0 = e. One time step is the mapping mext : (p0,g0) 7→
g1 ·mext(p1,g1), where g1 is the association network contain-
ing the single edge σ1 : bread → butter (i.e., an association
from bread to butter with strength of association σ1), and p1 is
the pairs list [(knife, fork), (knife, butter)]. This process con-
tinues corecursively until we obtain g1 · g2 · g3 ·mext(p3,g3)
at which point the model returns the empty list (of networks)
and terminates with the list [g1,g2,g3]. That is the evolution
of association networks over time steps, with g3 being the fi-
nal network state indicated by the following diagram:

bread
σ1 // butter

knife
σ2 //

σ3

::uuuuuuuuu
fork

(11)

An important feature of the anamorphism approach, in con-
tast to a catamorphism approach, is that the computation at
each (time) step proceeds independently of the remaining
steps. For example, the first item of the list g1 ·mext(p1,g1),
i.e., g1, is not affected by the computation of the rest of the
list. This property of anamorphisms justifies the temporal in-
terpretation of lists. Effectively, then, there is only one associ-
ation graph produced by the model, whose state is indexed by
time step t: i.e., the network gt in the list g0 · · ·gt ·mext(pt ,gt).

Network state as internal memory
The previous model depends on treating network state as
a kind of external memory. The theory of adjoint cata-
morphisms and anamorphisms—adjoint folds and unfolds
(Hinze, 2013) allows us to treat network state as internal to
the model. We make use of the product-exponential adjoint
introduced earlier. Recall that this construction effectively
provides a universal means of transforming the external state
map into an internal state map, as indicated by the following
diagram (highlighting the bijection aspect of this adjunction):

P � ΠG //

˜[(e?→I∗,⟨µ,ν⟩)] ���
�
� P×G

[(e?→I∗,⟨µ,ν⟩)]
���
�
�

LG L�
ΛG

oo

(12)
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The internal model, which we denote mint, is the exponential
transpose of the external model mext. That is, mint = m̃ext.

A final algebra is a universal construction. Thus, we have
shown that the (second-order) systematicity of associative
learning follows from the same category theoretical princi-
ples as other (first-order) forms of systematicity.

Discussion
The advantage of a category theory approach is that it pro-
vides a principled approach to (co)recursive cognitive capac-
ities. Symbol systems admit arbitrary recursion, but not ev-
ery recursive formulation is systematic, in the sense of being
well-defined over all possible inputs. Well-definedness, cate-
gorically, depends only on the well-definedness of the given
F-(co)algebra, since the (unique) existence of an anamor-
phism (or, catamorphism) is guaranteed by the universal
property. Existence and uniqueness were motivations for tak-
ing a category theory approach to recursion in the first place
(see, e.g., Bird & de Moor, 1997).

The anamorphic (corecursion) explanation for second-
order systematicity of learning is quite general. Moreover,
extensions to other forms of learning and associated models
are straightforward. For instance, in the case of supervised
learning, P is a list of pairs of input-target representations,
and G is a set of neural (feedforward, error backprogagation)
networks. Supervised learning proceeds in the same corecur-
sive manner as already described, except that we replace the
coalgebra updating associative networks with one for updat-
ing (feedforward) neural networks. Unsupervised learning,
which omits the target, is similarly straightforward.

The generality of anamorphisms may leave some people
wondering whether it is too general. In particular, since many
species have the capacity for simple associative learning, why
then do they not also have the capacity for more advanced
forms of learning, such as learning via analogy? Recall that
the systematicity problem is at the level of the complex en-
tities, not at the level of their components. For example, the
capacity to understand that John loves cricket implies the ca-
pacity to understand John loves baseball given that one un-
derstands that John refers to a person, and that cricket and
baseball refer to games. The capacity to understand that John
loves cricket does not imply the capacity to understand John
loves hanafuda when one does not understand the meaning of
hanafuda—a Japanese card game. Likewise, we don’t expect
a capacity for learning associations to imply a capacity for
learning by analogy, because association and analogy involve
different kinds of underlying structures (Halford, Wilson, An-
drews, & Phillips, 2014); categorically, they involve the exis-
tence of different objects. Rather, we expect that if a subject
has the capacity for the underlying structures, then a capacity
for learning with respect to one kind of structure implies a ca-
pacity for learning with respect to the other kind of structure,
because they both involve the same form of (co)recursion.

To test such claims of systematicity empirically, we need
three things: (1) a test for the base capacities, analogous to a

test for the understanding of John and Mary, (2) a test for the
understanding of a complex entity case, analogous to a test
for the understanding of John loves Mary, and (3) a test of the
prediction for another complex entity belonging to the same
equivalence class, analogous to a test for the understanding of
Mary loves John. Failure to exhibit capacity to other members
of the equivalence class counts against the theory of system-
aticity that predicts that class. Hence, the category theory ex-
planation that we have put forward is testable, and amenable
to further empirical work.
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Abstract

There are often multiple explanations for someone’s behavior,
but people generally find some behavior explanations more sat-
isfying than others. We hypothesized that people prefer be-
havior explanations that are simple and rational. We present
a computational account of behavior explanation that captures
these two principles. Our computational account is based on
decision networks. Decision networks allow us to formally
capture what it means for an explanation to be simple and ra-
tional. We tested our account by asking people to rate how sat-
isfying several behavior explanations were (Experiment 1) or
to generate their own explanations (Experiment 2). We found
that people’s responses were well predicted by our account.
Keywords: behavior explanation; social cognition; decision
networks

Every day, we generate explanations for other people’s be-
havior. For example, suppose that you observe Bob as he
arrives to a meeting. When he arrives, there are three people
already seated at a table, one at the far left of the table, one
in the middle, and one at the far right. Bob takes the seat
closest to the person on the left. Why did Bob choose to sit
there? Perhaps he likes the person on the left, or he dislikes
the person on the right, or perhaps he dislikes another per-
son who he knows will later sit on the right. Often, there are
many possible explanations for people’s behavior. Neverthe-
less, some behavior explanations are intuitively more satisfy-
ing than others. For example, you are likely to find any one
of the above explanations more satisfying than all of the ex-
planations combined: namely, that he likes the person on the
far left, and dislikes the person already seated on the far right
and dislikes the person he knew would also sit on the right.

What makes some behavior explanations more satisfying
than others? The example above suggests that simpler expla-
nations are more satisfying. However, a simple explanation
must first qualify as a valid explanation in order to be satis-
fying. In other words, the explanation must provide rational
support for the behavior. For example, it would not make
sense to explain that Bob sat where he did because he does
not like the person he sat next to. Such an “explanation” is
not satisfying because a rational actor who dislikes someone
will generally avoid that person and therefore Bob’s behavior
is left unexplained. This example suggests that there are two
principles that underlie people’s behavior explanations. We
will refer to these principles as simplicity and rationality.

The importance of simplicity and rationality in behavior
explanation is supported by previous research. When explain-
ing causal events, people prefer explanations that posit fewer
causal relationships (Lombrozo, 2007). And when people
generate explanations for intentional behaviors, their expla-
nations tend to refer to implicit beliefs and desires that pro-

vide rational support for the behaviors (Malle, 1999, 2004).
Additionally, research has suggested that, when reasoning
about other people’s mental states, people expect others to
behave generally rationally (e.g., Baker, Saxe, & Tenenbaum,
2009; Ullman et al., 2009; Jern & Kemp, 2011). Dennett
(1987) has called this expectation the intentional stance.

Behavior explanation is closely related to what social psy-
chologists call interpersonal attribution, the problem of at-
tributing someone’s behavior to either dispositional or situ-
ational causes. However, the literature on interpersonal at-
tribution has focused primarily on cognitive processes rather
than computational principles (Anderson, Krull, & Weiner,
1996; Gilbert, 1998). Similarly, although previous research
on explanation generation suggests that people rely on sim-
plicity and rationality when explaining other people’s behav-
ior, these principles have not been formally defined and uni-
fied in a computational framework (see, e.g., Keil, 2006).
As a result, it is difficult to predict how the two principles
will each influence people’s judgments when people consider
explanations that vary in both simplicity and rationality (see
Pacer, Williams, Chen, Lombrozo, & Griffiths, 2013).

In this paper, we present a computational account of be-
havior explanation that formally characterizes what it means
for an explanation to be simple and rational. Our account
is based on the graphical modeling framework of decision
networks1 (Howard & Matheson, 2005). Decision networks
have been used previously to account for people’s inferences
about other people’s mental states (Jern & Kemp, 2011) but
have not been used to account for people’s behavior explana-
tions. As we show later, because decision networks can be
ordered by network complexity, they can be used to provide
a formal definition of simplicity. And because decision net-
works incorporate a notion of choice utility, they can be used
to provide a formal definition of rationality.

We begin by describing the basic properties of decision net-
works and explain how we use decision networks to define
simplicity and rationality. We then test the predictions of our
decision network account in two experiments in which people
judged or generated explanations of someone else’s behavior.

Explaining behavior with decision networks
We will briefly introduce decision nets (short for decision
networks) using the example situation described at the be-
ginning of this paper. This situation can be represented by
the decision net in Figure 1a, where Bob has been replaced
with X. X’s seat choice is represented by the rectangular

1Decision networks are sometimes called influence diagrams.
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Figure 1: Decision networks. (a) A decision network repre-
senting a choice in which only A’s location affects X’s choice.
(b) The set of decision network explanations we considered
in our experiments. The networks differed in which of the
dashed edges were present.

choice node labeled “X’s Seat Location”. In this example,
X’s choice might depend on where Persons A, B, and C are
already seated. Their seat locations are represented by the
oval nodes. The edges leading from the oval nodes to X’s
choice node indicate that X knows the values of these vari-
ables before choosing where to sit. X’s utility is represented
by the diamond utility node. The edges leading to the utility
node indicate which variables affect X’s utility. In Figure 1a,
there are edges leading to the utility node from A’s location
and X’s choice. This structure is consistent with X wanting to
sit near A and not caring about how close he is to B and C. A
fully parameterized decision net would also include a utility
function that specifies exactly how X’s utility depends on his
seat and A’s seat, as well as conditional probability tables for
any probabilistic variables.

Decision nets assume that choices are taken to increase
utility. In Figure 1a, X’s utility depends on his choice and
A’s location. If we suppose that X would like to sit near A,
X’s utility will be higher for seats that are located closer to A.

The decision net in Figure 1a assumes that X only cares
about A’s seat location when choosing where to sit. Suppose,
however, that you don’t know what motivated X’s choice, but
you observed where he sat and want to explain his choice of
seat. This problem is analogous to observing the value of a
choice node in a decision net and determining the network
structure that best explains the choice. Accordingly, we pro-
pose that behavior explanations can be represented by deci-
sion nets. We assume that each potential explanation for a
behavior corresponds to a fully parameterized decision net in
which the value of the choice node has been observed. We
now show how, with this assumption, decision nets can cap-
ture the principles of simplicity and rationality and can be
used to make probabilistic judgments about which potential
explanations better explain a given behavior.

Simplicity
Because decision nets are networks, we may quantify how
simple a decision net explanation is using standard methods
of measuring network complexity. Intuitively, simpler ex-

planations will have fewer nodes, edges, and possible node
values. This intuition can be captured using a definition of
simplicity based on minimum description length (MDL; Ris-
sanen, 1978). MDL has been used previously to account for
aspects of reasoning (Fass & Feldman, 2002). For example,
people find it easier to learn concepts that can be described
by shorter codes (Feldman, 2000).

Let S(N) be the simplicity of decision net N. We define
S(N) as the inverse of a standard MDL-based definition of
network complexity (De Campos, 2006):

S(N) =
1

∑i(xi ·qi)
, (1)

where xi is the number of values that node i can take on, and
qi is number of values that the parents of i can take on. Ac-
cording to this definition, simplicity increases as the number
of nodes decreases, as the number of edges decreases, and as
the number of possible values of each node decreases.

Rationality
Because decision nets assume that choices are taken to in-
crease utility, it is straightforward to capture the principle of
rationality. Namely, a decision net explanation provides more
rational support for a choice if that choice results in more util-
ity for the actor. A decision net explanation will provide com-
plete rational support for a choice if the choice results in the
maximum possible utility for that decision net.

Comparing explanations
We will treat the problem of judging which explanations are
better than others as a model selection problem in which the
models under consideration are fully parameterized decision
nets corresponding to the different explanations. Specifically,
we compute the probability that each decision net N is the
explanation for choice c:

P(N|c) ∝ P(c|N) ·P(N). (2)

In order to compute the likelihood function, P(c|N), we make
use of the decision net assumption that actors are likely to
make choices that increase their utility. We will consider two
ways of instantiating this assumption: by assuming that ac-
tors make choices to maximize expected utility, or by making
choices probabilistically in proportion to expected utilities.
We define the prior probability, P(N), to be proportional to
the simplicity of the decision net: P(N) ∝ S(N).

Equation 2 shows how decision nets can be used to in-
corporate formal definitions of simplicity and rationality into
computations about which behavior explanations are better
than others. Earlier, we suggested that formal definitions of
simplicity and rationality allow for predictions to be made
about how these two principles will collectively influence
people’s judgments about behavior explanations. We tested
the predictions of our decision net account in an experiment
in which people observed someone’s choice and judged ex-
planations of the choice that varied in both simplicity and ra-
tionality.
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One Person Two People Three People
Near A Near A and B Near A and B, Far from C
Near B Near A, Far from B Near A, Far from B and C
Far from A Near A, Far from C
Far from B Near B, Far from C
Far from C Far from A and C

Far from B and C

Table 1: The set of possible explanations in Experiment 1.

Experiment 1
In Experiment 1, participants read about a choice someone
made and then rated how satisfying several explanations for
the choice were. Specifically, participants read about a meet-
ing in which three people, A, B and C, had already arrived
and selected seats. Person X arrived last and chose a seat.
Participants were told that X likes some people, dislikes some
people, and is indifferent toward some people. Accordingly,
all of the explanations were expressed as combinations of de-
sires to sit near to, or far from, certain people. Table 1 shows
the complete set of explanations shown to participants. For
example, the second explanation in the second column of Ta-
ble 1 identified as “Near A, Far from B” was presented to
participants as ”X wanted to sit near A and far from B.”

Model
All of the explanations in Table 1 can be represented by
variations of the decision net in Figure 1b. The differences
between the explanations can be captured by differences in
which edges lead to the utility node (depicted by dashed lines
in the figure). For example, in the decision net corresponding
to the “Near A, Far from B” explanation, only the “A’s loca-
tion” and “B’s location” nodes would have edges leading to
the utility node.

Additionally, differences in explanations with identical
network structures, such as the “Near A” and “Far from A”
explanations, can be captured by differences in their utility
functions. We assumed that the total utility U(s) that X as-
signed to each seat s depended on the seat’s proximity to the
people X wanted to sit near to and far from. Specifically, let
ui(s) be the utility X derives from seat s’s proximity to Person
i. We defined ui(s) as follows:

ui(s) =


e−kd if X wants to sit near i
1− e−kd if X wants to sit far from i
0 otherwise

(3)

In this equation, d is the distance, in number of seats, from
Person i’s seat, and k is a free parameter. Equation 3 has the
property that there is a larger difference in utility between the
more desirable seats than between the less desirable seats. We
then made a standard assumption that utilities are additive.
That is, X’s total utility U(s) = ∑i ui(s). Finally, we assumed
that X would choose seats in proportion to utility. That is,

P(c = s j) =
U(s j)

∑k U(sk)
. (4)

We made this assumption because we hypothesized that, in
our low-stakes seating story, participants would not expect
people to behave completely rationally. However, we con-
sidered an alternative model that did assume that people are
completely rational.

Alternative models
We compared our decision net model to several alternative
models that were designed to test the importance of our as-
sumptions.

Utility-maximizing model The utility-maximizing model
tested whether people only consider an explanation to be sat-
isfying if it provides complete rational support for a choice.
This model is identical to our decision net model but as-
sumes that people are completely rational. In other words,
this model follows Equation 2 but uses a likelihood function
that is equal to 1 if an observed choice results in the maximum
utility under a given explanation, and is equal to 0 otherwise.

Simplicity model The simplicity model tested whether the
rationality principle is necessary to account for people’s judg-
ments. This model is identical to our decision net model but
does not take into account how probable an observed choice
was under each explanation. In other words, this model fol-
lows Equation 2 but sets P(c|N) = 1.

Utility-only model The simplicity model tested whether
the simplicity principle is necessary to account for people’s
judgments. This model is identical to our decision net model
but does not take into account how simple explanations are.
In other words, this model follows Equation 2 but sets P(N)=
1.

Method
Participants 125 Amazon Mechanical Turk users com-
pleted the experiment. 20 were omitted for failing a manipu-
lation check described below. All were compensated.

Design and Procedure Participants were randomly as-
signed to one of three conditions. The conditions are depicted
in the diagrams above the plots in Figure 2. The diagrams
show where Persons A, B, C, and X chose to sit in a row of
seats at a meeting.

Participants saw one of these diagrams and were instructed
to “Rate how satisfying the following explanations are for
why X chose to sit there.” They were then shown the 13 ex-
planations from Table 1 and rated them on a scale from 1
(“very bad explanation”) to 7 (“very good explanation”). The
set of 13 explanations included any explanation that would
provide complete rational support for X’s seat choice in any
of the three conditions, as well as several explanations, such
as “Far from A” that do not provide strong rational support in
any condition.

The order of the explanations was randomized for each par-
ticipant. Additionally, half of participants in each condition
saw a “mirror image” of the diagrams in Figure 2. For ex-
ample, in the condition in the center of Figure 2, X would be
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Figure 2: Comparison of decision net model predictions to people’s judgments for all explanations in all conditions of Experi-
ment 1.

shown seated closest to C instead of A. For these participants,
the set of explanations was adjusted to reflect the different
seating location (e.g., “Near A” would be replaced with “Near
C”). To ensure that the participants read directions carefully,
we included a manipulation check at the end of the experi-
ment. The manipulation check consisted of a second page
that appeared identical to the first, but instructed participants
to leave all answers blank. 20 participants failed the manipu-
lation check and were therefore omitted from analysis.

Results

Model predictions were generated by computing P(N|c) ac-
cording to Equation 2 for each explanation and normalizing
the results to sum to 1. When computing S(N) using Equa-
tion 1, we assumed that the utility node of each decision net
could only take on a finite number of values equal to the
number of available seats. Parameter k in Equation 3 was
fit to the data for each model (best-fitting k for decision net
model: 0.249; utility-maximizing model: 0.245; simplicity
model: 0.249, utility-only model: 0.253). Comparisons be-
tween model predictions and people’s judgments for all 13
explanations across all conditions are shown in Figure 3.

As shown in Figure 3a, our decision net model predicts
people’s judgments quite well (r = 0.84). By contrast, as
shown in Figure 3b, the utility-maximizing model performs
poorly (r = 0.53). The utility-maximizing model assigns a
probability of 0 to many explanations that people assigned
high ratings to. For example, in the rightmost condition in
Figure 2, both participants and our decision net model judged
“Far from C” to be one of the top 3 most satisfying explana-
tions. However, the utility-maximizing model assigned “Far
from C” a value of 0 because X’s seat in that condition is not
the optimal seat for being far from C. The poor performance
of the utility-maximizing model suggests that people can find
behavior explanations satisfying even if they do not provide

complete rational support for the behavior.
The predictions of the simplicity and utility-only models

are shown in Figures 3c and 3d. Figure 3c shows clearly
that people did not base their judgments on simplicity alone
(r = 0.02). This makes sense when you consider, for exam-
ple, that the decision nets corresponding to the “Near A” and
“Far from A” explanations have identical structure, and are
therefore equally simple. However, in most cases, at most
one of these two explanations will be reasonable. The utility-
only model performs better (r = 0.34), but not nearly as well
as the decision net model. The poor performance of these two
alternative models supports our hypothesis that people rely on
both simplicity and rationality when explaining behavior.

Figure 2 compares the decision net model predictions to
people’s judgments for all 13 explanations in each condition.
Overall, the model accounts well for the qualitative patterns
in people’s judgments. However, there are a few predictions
the model gets wrong. For example, in the condition where
X sat next to A (left plot), people judged the “Far from A”
explanation to be about as satisfying as the “Far from A and
C” explanation, while the decision net model predicted that
“Far from A and C” is more probable than “Far from A”. The
model’s prediction in this case is a consequence of the fact
that it treats utilities as additive. According to the model, un-
der the “Far from A and C” explanation, X’s seat provides lit-
tle utility for being near A, but it provides considerable utility
for being far from C. The sum of these two utilities is higher
than the seat’s utility under the “Far from A” explanation, so
the model assigns a higher probability to the former explana-
tion. The fact that people did not do this suggests that they
may have considered negative utilities, or that people may not
always think of utilities as additive. Perhaps if one part of an
explanation is poor, people may judge the whole explanation
to be poor.

Although the decision net model accounted well overall for
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(a) Decision net model
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(b) Utility-maximizing model
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(c) Simplicity model
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(d) Utility-only model

Figure 3: Comparison of model predictions and human judgments in Experiment 1.

people’s judgments about explanations that we provided, it is
possible that our participants may have considered additional
explanations not in Table 1. Therefore, we conducted a sec-
ond experiment in which participants generated their own be-
havior explanations.

Experiment 2
Experiment 2 allowed us to test whether people considered
any alternative explanations in Experiment 1 that our model
did not account for.

Method
Participants 45 Amazon Mechanical Turk users completed
the experiment and were compensated for participation.

Design and Procedure The design and procedure were
identical to Experiment 1 except that participants generated
their own explanations rather than rate a list of provided ex-
planations. Participants saw one of the three cases in Fig-
ure 2 and were asked to provide their best explanation for
why person X chose the seat. Participants were told that X
liked some of the people at the meeting, disliked some, and

was indifferent toward some. However, no guidance or con-
straints were placed on participants’ responses. Participants
also completed the manipulation check from Experiment 1.
All participants passed the check, so no participants were
omitted from analysis.

Results

All generated explanations were coded as one of the 13 expla-
nations in Table 1 or as “other”. For example, the response “X
doesn’t like C’ was coded as “Far from C”, while the response
“X doesn’t like anyone” was coded as “other”. We (the two
authors) coded independently with 96% agreement (Cohen’s
κ = 0.95). We disagreed on two responses and resolved the
disagreement by coding both responses as “other” in order to
be as uncharitable to our model as possible. As shown in Fig-
ure 4, the decision net model’s top six explanations in each
condition accounted for at least 70% of participants’ gener-
ated explanations. Overall, only 6 of the 45 generated expla-
nations were coded as “other”. These results suggest that the
our list of explanations in Table 1 encompasses the vast ma-
jority of explanations that participants naturally considered.
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Figure 4: The proportion of generated explanations in Ex-
periment 2 included in the decision net model’s top predicted
explanations. Conditions 1, 2, and 3 refer to the left, middle,
and right conditions in Figure 2.

Conclusion
Our goal was to identify the computational principles that
make some behavior explanations more satisfying than oth-
ers. Overall, our results support the hypothesis that people
rely on both simplicity and rationality when judging and gen-
erating explanations of other people’s behavior and that both
of these principles can be formally characterized using deci-
sion nets.

Although we considered only a narrow space of possible
explanations that differed in utility functions, decision nets
can be easily adapted to account for at least one other type
of explanation. Recall that some edges in decision nets (such
as the edges leading to the rectangular node in Figure 1b)
represent what a person knew before making a choice. Con-
sequently, the presence or absence of these edges can be used
to represent explanations that differ in what someone did or
did not know.

The decision net account in this paper does not provide
an account of the cognitive processes involved in explain-
ing behavior, but it may help to motivate future research on
cognitive processes. For example, our models assumed that
the potential explanations, represented as decision nets, were
already constructed and available for comparison. One im-
portant question is how those explanations are constructed to
begin with. As another example, consider the fact that our
definition of simplicity takes into account each decision net’s
structure. In our experiments, the decision nets had relatively
simple structures that could likely be fully stored in working
memory. For more complex decision nets, however, people
may be limited by working memory capacity. Consequently,
people may be unable to fully compare different explanations
and will cease to show a simplicity preference.

Overall, our results suggest that decision nets provide a
useful formal framework for exploring how people explain
behavior. Decision nets provide a formal language for captur-

ing existing ideas from the literature on social cognition and
explanation, and present new questions for future research.

Acknowledgments This work was supported by the Rose-
Hulman Independent Projects / Research Opportunities Pro-
gram and ArcelorMittal.

References
Anderson, C. A., Krull, D. S., & Weiner, B. (1996). Ex-

planations: Processes and consequences. In E. T. Higgins
& A. Kruglanski (Eds.), Social psychology: Handbook of
basic principles. New York, NY: Guilford.

Baker, C. L., Saxe, R., & Tenenbaum, J. B. (2009). Action
understanding as inverse planning. Cognition, 113(3), 329–
349.

De Campos, L. M. (2006). A scoring function for learning
bayesian networks based on mutual information and condi-
tional independence tests. The Journal of Machine Learn-
ing Research, 7, 2149–2187.

Dennett, D. C. (1987). The intentional stance. Cambridge,
MA: MIT Press.

Fass, D., & Feldman, J. (2002). Categorization under com-
plexity: A unified MDL account of human learning of reg-
ular and irregular categories. In Advances in Neural Infor-
mation Processing Systems 15.

Feldman, J. (2000). Minimization of boolean complexity in
human concept learning. Nature, 407(6804), 630–633.

Gilbert, D. T. (1998). Ordinary personology. In D. T. Gilbert,
S. T. Fiske, & G. Lindzey (Eds.), The handbook of social
psychology (Vol. 1). New York, NY: Oxford University
Press.

Howard, R. A., & Matheson, J. E. (2005). Influence dia-
grams. Decision Analysis, 2(3), 127–143.

Jern, A., & Kemp, C. (2011). Capturing mental state reason-
ing with influence diagrams. In Proceedings of the 33rd
Annual Meeting of the Cognitive Science Society.

Keil, F. C. (2006). Explanation and understanding. Annual
Review of Psychology, 57, 227–254.

Lombrozo, T. (2007). Simplicity and probability in causal
explanation. Cognitive Psychology, 55(3), 232–257.

Malle, B. F. (1999). How people explain behavior: A new
theoretical framework. Personality and social psychology
review, 3(1), 23–48.

Malle, B. F. (2004). How the mind explains behavior: Folk
explanations, meaning, and social interaction. The MIT
Press.

Pacer, M., Williams, J., Chen, X., Lombrozo, T., & Griffiths,
T. L. (2013). Evaluating computational models of expla-
nation using human judgments. In Proceedings of the 29th
Conference on Uncertainty in Artificial Intelligence.

Rissanen, J. (1978). Modeling by shortest data description.
Automatica, 14(5), 465–471.

Ullman, T. D., Baker, C. L., Macindoe, O., Evans, O., Good-
man, N. D., & Tenenbaum, J. B. (2009). Help or hinder:
Bayesian models of social goal inference. In Advances in
Neural Information Processing Systems 22.

1888



 Speaker-specific generalization of pragmatic inferences based on prenominal 
adjectives 

 
Amanda Pogue, Chigusa Kurumada, Michael K. Tanenhaus  

{apogue, ckurumada, mtan}@mail.bcs.rochester.edu 
Department of Brain and Cognitive Sciences, University of Rochester 

 
 

Abstract 

To navigate many-to-many mappings between referents and 
linguistic expressions, listeners need to calibrate likelihood 
estimates for different referential expressions taking into 
account both the context and speaker-specific variation. 
Focusing on speaker variation, we present three experiments. 
Experiment 1 establishes that listeners generalize speaker-
specific patterns of pre-nominal modification use across 
different adjective types. Experiment 2 examined a) the 
dimension of generalization (form-based or informativity-
based); b) effects of the strength of the evidence (implicit or 
explicit); and c) individual differences in dimensions of 
generalization. Experiment 3 asked parallel questions for 
exposure to over-specified utterances; we predicted more 
conservative generalizations because in spontaneous 
utterances, speakers are more likely to over-modify than 
under-modify.  
Keywords: sentence processing; adaptation; generalization; 
pragmatics; informativity; referential expressions 

Introduction 
A key feature of human language is that there are many-to-
many mappings between referents and linguistic 
expressions. A pet dog can be referred to by many 
expressions (e.g., the dog, Charlie, he, or my friend) 
whereas the expression the dog can be used to refer to a real 
dog, a toy dog, or a contemptible person. Referential 
expressions can also be made arbitrarily long (e.g., the big 
dog, the big brown dog, the big brown furry dog). One long-
standing issue in psycholinguistic research is how language 
users identify an intended referent at the rate of speed and 
accuracy evidenced in our real time language use (Brown-
Schmidt & Hanna, 2011).  

Listeners seem to deal with this variability by capitalizing 
on the belief that speakers behave rationally, formulating 
their utterances to be as economical as possible while 
conveying all necessary information (Grice, 1975). For 
example, a rational speaker is more likely to use a pre-
nominal scalar adjective (e.g., the big dog) when there is a 
complement set of referents of the same semantic type (e.g., 
a big and one or more small dogs) in the same context. By 
assuming a rational model of the speaker, listeners can 
choose the referent that maximizes the informativeness of a 
linguistic element – the amount of uncertainty reduced by 
the element – given an array of possible referents (Frank & 
Goodman, 2012; 2014).  

An important, but less explored, question is how the 
listener copes with variability in referential expressions that 

is not easily predictable based on the rational speaker 
model. In fact, a number of studies report that spontaneous 
utterances often contain prenominal modifiers that would be 
deemed unnecessary for singling out a unique referent in a 
given context (Belke, 2006; Deutsch & Pechmann, 1982; 
Engelhardt, Bailey, & Ferreira, 2006; Pechmann, 1989; 
Sonnenschein, 1984). For instance, 30% of speakers used 
superfluous adjectives in a production study in Englehardt et 
al., (2006) and 50% in Nadig & Sedivy (2002). Some of the 
variability stems from factors such as the speakers’ 
inattentiveness or speech production difficulties, but much 
of it is due to differences in speaking styles, goals of the 
conversation, and their certainty about the likelihood of 
getting their intended message across.  

We propose a framework in which listeners navigate the 
variability by adapting their referential expectations in a 
speaker-specific manner. In this framework, as predicted by 
the rational-speaker model, we expect listeners to make 
inferences about how a particular referent would be referred 
to in a given (postulated) referential domain. When the 
actual input deviates from the expected signal, listeners 
update their likelihood estimates for referential expressions, 
by updating their assumptions either about the context or 
about the speaker, so as to better predict the future input 
from the same speaker.  

As a first step in developing this approach we focus on 
simple situations in which the input from one of two 
speakers deviates from what is expected based on the 
rational speaker model. Specifically, that speaker does or 
does not use a scalar adjective (e.g., big/small) that would 
be necessary for singling out a referent, or if used, would 
provide redundant information (under- and over-modifying 
speakers given the rational model). We then examine how 
listeners generalize the information to new stimuli, which 
allows us to extrapolate if and how the listener’s 
expectations were adapted for the two speakers.  

While speaker-specific adaptation has not thus far been 
studied extensively with respect to reference resolution (but 
see Grodner & Sedivy, 2011), its importance is increasingly 
appreciated in other domains of language processing 
involving rational inference under uncertainty (e.g., 
phonetic adaptation (see Kraljic & Samuel; 2007; 
Kleinschmidt & Jaeger, 2015)). One important insight 
coming from this literature is that rational listeners can 
evaluate evidence according to its reliability. In the current 
task, we expect that listeners should adapt their referential 
expectations for a particular speaker differently depending 
on the types of evidence. 
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Likewise, to generalize meaningfully from limited 
instances of exposure, rational listeners integrate their prior 
knowledge about the statistical structure of the linguistic 
input with the data at hand (Xu & Tenenbaum, 2007). Given 
the prevalent over-modification observed in natural 
discourse, a single instance of a redundant adjective use 
provides less reliable evidence that the speaker would be 
non-optimal in other domains of pragmatic language use 
compared to an instance of under-modification. Integration 
of prior likelihoods would result in more conservative 
generalization (at the speaker-level) from evidence of over-
modification compared to evidence of under-modification. 

In the current paper we first establish that speakers will 
generalize information from a single pair of adjectives to 
unseen adjectives in a speaker-specific manner (Experiment 
1).  Focusing first on exposure to underspecified utterances, 
Experiment 2 examines: a) the dimension of generalization; 
b) effects of the strength of the evidence (implicit or 
explicit); and c) individual differences in dimensions of 
generalization.  Experiment 3 then asks parallel questions 
for exposure to over-specified utterances, where we predict 
more conservative generalization. 

Experiment 1 
We first asked whether listeners would generalize 
information from observed to unobserved (new) adjectives 
in a speaker-specific manner. Listeners were introduced to 
two speakers and tasked with estimating which of four 
objects a speaker was likely to be talking about. The two 
speakers varied in their descriptions: only one speaker used 
adjectives to pick out a unique referent (modifying speaker). 
We then asked listeners to guess which speaker likely 
uttered transcribed instructions that were either modified 
(with novel, or previously used adjectives) or unmodified. If 
listeners generalize their assumptions about the speaker’s 
adjective use, they should attribute both the familiar and 
novel modified instructions to the modifying speaker, and 
the unmodified instructions to the other speaker. 

Methods 
Thirty-two English speaking adults residing in the USA 
were recruited online using Amazon Mechanical Turk. 
Participants were naïve to the design of the experiment, and 
were compensated $1.00 for completing the task. 

In Exposure Phase, participants listened to verbal 
instructions of the form “Click on the ___.” and selected a 
referent from a 2 x 2 grid with an image in each of the four 
grid squares (Figure 1A). Instructions were recorded by two 
speakers (one male and one female). In this Exposure Phase, 
two of the items in the display contrasted in size. On half of 
the trials one of the speakers would make a request using a 
prenominal adjective such as, “Click on the big/small cake.” 
On the remaining trials the other (under-informative) 
speaker would produce unmodified instructions (e.g., “Click 
on the cake”). There were 20 Exposure Phase trials (10 per 
speaker) presented in a randomized order. Location of the 
target object, adjective, and which speaker modified were 

counterbalanced across participants. Participants were 
instructed to make their best guess when they thought the 
speaker was unclear, or if they were uncertain. Participants 
were not given any feedback on their responses. 

In the Generalization Phase, participants read instructions 
that they were told had been transcribed and were asked to 
guess which of the two speakers most likely uttered each 
instruction. On half of the trials the instruction contained a 
modifying adjective. One third of the modified trials 
contained the same adjectives as in the Exposure Phase; the 
remaining two thirds contained new scalar adjective pairs 
(skinny/wide, tall/short). On the remaining trials the written 
instructions were unmodified. There were 24 trials 
presented in a randomized order. Participants clicked on an 
image of a male or female avatar that represented which 
speaker they thought uttered the written instructions. An 
example of the design of the Generalization Phase can be 
seen in Figure 1D (In this version the transcription read, 
“Click on the wide bottle.”). 

Results and Discussion 
Choices in the Generalization Phase are plotted in Figure 2. 
Participants selected the modifying-speaker, who used 
big/small in the exposure phase, for the sentences that 
include big/small (83%), and the non-modifying (under-
informative) speaker in the unmodified trials (80%). Choice 
patterns for new adjectives were almost identical to those 
for exposure adjectives: 84% and 84% for skinny/wide, and 
83% and 84% for tall/short. We constructed a mixed-model 
logistical regression of the responses given for the 
modifying speaker in the Generalization Phase with 
Adjective Type (big/small, tall/short, skinny/wide), and Test 
Trial Type (modified or non-modified) as the fixed effects, 
and subject as a random effect. As predicted, Test Trial 
Type was the only significant predictor of whether 
participants would choose the modifying speaker (β = 2.988, 
p < .001), confirming that listeners track speaker-specific 

Figure 1: Four image display in the Exposure Phase of 
Experiment 1-2 (A); Experiment 3 Original & Explicit 

Instruction Conditions (B), Explicit Evidence Condition 
(C); Generalization Phase display (D) 
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differences in adjective use, and generalize to unseen 
adjectives.  

Experiment 2 
We now examine the dimension of generalization. We ask 
whether participants generalized based on utterance length 
(form-based), or inferred that one of the speakers was more 
or less informative (informativity-based). To this end, we 
replaced bare noun instructions in the Generalization Phase 
of Experiment 1 with orthogonal color adjectives (e.g., Click 
on the green car when both cars in the scene are green). If 
generalizations are form-based (i.e., based solely on whether 
or not a speaker had used an adjective), participants should 
select the modifying speaker on both the color-adjective 
trials and the scalar adjective trials. On the other hand, if 
generalization is based on informativity, participants should 
select the previously non-modifying (under-informative) 
speaker. Finally, participants could be conservative in their 
generalizations, treating the classes of adjectives differently. 
Listeners do not treat all adjectives as equal cues for 
contrast (Sedivy, 2003).  Thus participants might be hesitant 
to generalize to a new class of adjectives. If this were the 
case, participants would evenly choose between the 
speakers for the color trials, because they contained a new 
type of adjective (conservative evidence-based 
generalizations).  

We also asked whether the strength of the evidence might 
affect the dimension of generalization. While explicit cues 
are not always necessary for listeners to make inferences 
about a speaker’s pragmatic incompetence (Kurumada et al., 
2014), Grodner & Sedivy (2011) found that explicit 
instructions enhanced speaker-specific pragmatic 
adaptation. They suggested that the explicit cue called 
attention to the low-level redundancy in the signal. 
Therefore, in a separate condition we included instructions 
that explicitly asked listeners to pay close attention to 
potential speaker differences in clarity and appropriateness. 
This provided an explicit top-down cue that emphasized the 
task of tracking differences between speakers in terms of 

clarity. We hypothesized that while participants might pick 
up on these speaker differences implicitly, the addition of an 
explicit cue might increase informativity-based 
generalizations by highlighting these low-level ambiguities 
in the signal. If that is the case, then adaptation is modulated 
both by the signal and by the listeners’ task. 

Methods 
Sixty-five English speaking adults residing in the USA who 
had not previously participated in a study in this series, and 
were naïve about the design, were compensated $1.00 for 
completing the task on Mechanical Turk. 

Half of the participants (n=33) read the same instructions 
as in Experiment 1 with no special focus on speaker 
differences (Original Instructions). The remaining 
participants (n=32) were instructed to pay attention to 
differences between speakers in terms of clarity and 
naturalness, and report any oddities at the end of the task 
(Explicit Instructions).  

The Exposure Phase was identical to Experiment 1. The 
Generalization Phase was modified such that the bare noun 
instructions were replaced with instructions containing color 
adjectives. On these trials the contrastive item pair differed 
in size along the same dimensions as the scalar adjectives 
used in the scalar modified trials, but did not differ in color. 
Thus, instructions such as, “Click on the big bottle” (in 
Figure 1D) would pick out a unique referent, whereas 
instructions such as, “Click on the green bottle” would not. 
Thus, all transcribed utterances in the Generalization Phase 
contained either a scalar or a color adjective. 

Results and Discussion 
In the Original Instructions Condition, participants’ 
responses on scalar-modified trials were similar to those in 
Experiment 1. For both seen and unseen adjective types, 
they primarily picked the modifying speaker (81%). For the 
color-modified trials, they exhibited a trend towards the 
informativity-based generalization, preferring the non-
modifying (under-informative) speaker (68%). When 
explicit attention was called to the clarity of the two 
speaker’s utterances (Explicit Instructions conditions), 
responses showed more pronounced trends towards the 
informativity-based generalization. Participants selected the 
speaker who previously used no adjective in the exposure 
phase in the (under-informative) color-modified trials 88% 
of the time. We conducted a mixed-effects logistic 
regression analysis with Instruction Condition, Adjective 
Type, and Test Trial Type as fixed effects, and subject as a 
random effect.  Instruction Condition (β = -1.297, p <.01), 
an interaction of Instruction Condition by Test Trial Type (β 
= 3.827, p <.001), an interaction of Adjective Type by Test 
Trial Type (β = 2.152, p <.05), and a three-way interaction 
between the fixed effects (β = -1.950, p <.05) were 
significant predictors of whether participants chose the 
modifying speaker. These results are consistent with the 
hypothesis that explicit instructions biased participants to 
generalize more on informativity. With explicit instructions 
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modifying speaker on the different test trials by adjective 

types in Experiment 1 
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fewer listeners attributed the color-modified instructions to 
the modifying speaker, and attributed more of the scalar-
modified instructions to the modifying speaker (see Figure 
3). 

One interesting possibility is that listeners differ in the 
degree to which they make form-based and informativity-
based generalizations. We tested for different patterns of 
generalization across participants by fitting multivariate 
mixture models to the data. Separate models were fit for 
each Trial Type in each of the conditions for 1-6 
components using the mixtools package (Benaglia, 
Chaveau, Hunter, & Young, 2009) in R, which uses 
expectation maximization (EM) to estimate the optimal 
parameter values.   
     In scalar-modified trials, listeners primarily attributed 
these instructions to the modifying speaker, and more so in 
the Explicit Instructions condition. In the Original 
Instructions condition our mixture model analysis found that 
the majority (73%) of the participants selected the 
modifying speaker for the scalar adjective trials on average 
98.2% of the time, and the remaining 27% of participants 
selected the modifying speaker on average 35% of the time. 
In the Explicit Instructions condition the model found that 
the majority (88%) of the participants selected the 

modifying speaker for the scalar adjectives on average 
98.2% of the time. The remaining 12% of the participants 
selected the modifying speaker on average 59% of the time. 

For color-modified trials a three-component model fit the 
data significantly better than the one-component model 
(χ2(6) = 373.2, p <.001) or the two-component model (χ2(3) 
= 18.8, p <.001) in the Original Instructions condition. 
Individual participants appear to be responding in three 
different ways, with 12% of the participants selecting the 
modifying speaker for these trials 98% of the time (evidence 
for form-based generalizations), 30% selecting the 
modifying speaker 57% of the time (evidence for 
conservative evidence-based generalizations), and the 
remaining 58% of the participants picking the modifying 
speaker only 5% of the time (evidence for informativity 
based generalizations). However, in the Explicit Instructions 
condition a two-component model fit the data significantly 
better than the one-component model (χ2(3) = 305.1, p 
<.001) or the three-component model (χ2(3) = 0.14, p = 1). 
This finding indicates that individual participants are 
responding in two different ways, with only 18.8% of the 
participants selecting the modifying speaker for these trials 
75% of the time (evidence for form-based generalizations), 
and the remaining 81.2% of the participants picking the 
modifying speaker only 5% of the time (evidence for 
informativity-based generalizations).  

This analysis reveals that there is more variability in 
responses in the Original Instructions condition, than in 
responses in the Explicit Instructions condition. This is 
evident in the tighter clustering pattern towards the top left 
corner for the Explicit Instructions condition in Figure 4. In 
this figure, if listeners generalizations are informativity-
based, we expect results to cluster in the top left, whereas if 
they were form-based we should expect clustering in the top 
right corner (where the proportion of responses for the 
modifying speaker is near to 1 for both test trial types). In 
sum, calling explicit attention to the quality of the 
instructions made listeners more willing to infer that the 
non-modifying speaker would be less pragmatically optimal 
overall and therefore more likely to use an under-
informative color-adjective. 

Experiment 3 
Speakers rarely under-modify (except in highly 
collaborative tasks; Brown-Schmidt & Tanenhaus (2008)).  
In contrast, in tasks like the ones used here, speakers 
frequently over-modify and listeners are less likely to 
penalize over-informative utterances than under-informative 
utterances (Engelhardt et al., 2006). Therefore a rational 
listener should be less likely to generalize from over-
informative input than from under-informative input.  We 
tested this prediction by repeating Experiment 1 with scenes 
that no longer contained a size contrast in the Exposure 
Phase, making the modified instructions (e.g., Click on the 
big cake) over-informative. As in Experiment 2, we 
manipulated whether or not the instructions explicitly called 
attention to potential differences in clarity and naturalness. 
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0.00

0.25

0.50

0.75

1.00

Color−Modified Scalar−Modified Color−Modified Scalar−Modified
Test Trial Type

Pr
op

or
tio

n 
of

 R
es

po
ns

es
 G

iv
en

 fo
r t

he
 M

od
ify

in
g 

Sp
ea

ke
r

Big/Small
Skinny/Wide
Tall/Short

Experiment 2

Figure 3: The proportion of the responses given for the 
modifying speaker on the different test trials by adjective 

types in Experiment 2 
 

0.5

0.7

0.9

0.00 0.25 0.50 0.75 1.00
Color−Modified Trials

Sc
al

ar
−M

od
ifi

ed
 T

ria
ls

Explicit Instructions

0.00

0.25

0.50

0.75

1.00

0.00 0.25 0.50 0.75 1.00
Color−Modified Trials

Sc
al

ar
−M

od
ifi

ed
 T

ria
ls

Big/Small
Skinny/Wide
Tall/Short

Original Instructions

0.5

0.7

0.9

0.00 0.25 0.50 0.75 1.00
Color−Modified Trials

Sc
al

ar
−M

od
ifi

ed
 T

ria
ls

Explicit Instructions

Figure 4: Proportion of responses given for the modifying 
speaker for color- by scalar-modified trials for each 

individual subject in Experiment 2 

1892



Finally we also conducted a modified version of Experiment 
3 (3b) with ambiguous (truncated) instructions to create a 
stronger manipulation highlighting the redundancy of the 
over-modified statements.   

The Generalization Phase was analogous to that of 
Experiment 2. If participants infer that speakers differ with 
respect to informativity they should expect that the 
previously modifying (over-informative) speaker would be 
more likely to produce over-modified statements (e.g., Click 
on the wide green bottle), whereas the non-modifying 
speaker should be more likely to utter the concisely-
modified instructions (e.g., Click on the wide bottle.). 
However, we  predict that because of prior knowledge that 
speakers often over-modify, listeners will be conservative 
and therefore hesitant to make informativity-based 
generalizations based on exposure to over-informative 
utterances. Therefore they should generalize more narrowly, 
making only form-based generalizations. 

Methods 
One hundred and five English speaking adults residing in 
the USA were recruited online and compensated $1.00 for 
completing the task on Mechanical Turk. Eight participants 
were excluded for: 1) having previously participated in a 
study in this series (n=6), 2) giving no response in the 
Exposure Phase (n=1), and 3) technical difficulties (n=1). 
Remaining participants had not previously participated in a 
study in this series, and were naïve about the design. 

Experiment 3A: In the Original Condition (n=31) the 
Exposure Phase contained four singleton items (see: Figure 
1B). Under these circumstances, the use of a scalar modifier 
is over-informative. The Explicit Instructions Condition 
(n=33) was identical to the Original Condition, except 
participants were explicitly instructed to pay attention to 
speaker differences as in Experiment 2. Both the Original 
Condition and the Explicit Instructions Conditions used the 
same Generalization Phase trials as in Experiment 1. 

Experiment 3B Explicit Evidence (n=34): the Exposure 
Phase contained a mix of trials with four singletons, or 
including a contrast pair (see: Figures 1B-C). Crucially the 
instructions made by both speakers never referred to an item 
from the contrasting pair. To highlight the pragmatic non-
optimality of the over-informative instructions, we truncated 
audio stimuli for the Exposure Phase, resulting in referential 
ambiguity for the modifying-speaker’s utterances (e.g., 
“Click on the sma-” when there is more than one small 
referent) but not for the non-modifying speaker’s utterances 
(e.g., “Click on the ca-” when a target is a “camera” and 
there is no onset overlap across referents). At the end of 
each trial participants were told to select the referent. 
Generalization Phase trials contained a scalar adjective, and 
half of the trials also contained a redundant color adjective 
(e.g., Click on the wide green bottle).  

Results and Discussion 
Experiment 3A: Participants’ responses to the Original and 
Explicit Instructions Conditions were solely form-based: 

participants preferred to select the non-modifying speaker 
for the non-modified generalization trials (86%) and the 
modifying speaker for the modified generalization trials 
(85%), even when we added instructions to pay attention to 
quality. A mixed regression analysis with Condition 
(Original, Explicit Instruction), Test Trial Type, and Scalar 
Dimension as random effects and subject as a fixed effect 
showed that only Test Trial Type was a highly significant 
predictor (β = 3.997, p < .001), Condition, Scalar 
Dimension, and the interactions were not significant 
predictors (ps >.1).  

Experiment 3B: Participants neither reliably selected the 
non-modifying speaker for the concisely-modified trials 
(45%), nor the modifying speaker for the over-modified 
trials (57%). There were no significant predictors in the 
Explicit Evidence Condition (ps > 1)1. Response patterns in 
for both experiments are plotted in Figure 5. 

In contrast to Experiments 1 and 2, participants made only 
form-based generalizations in Experiment 3A. In 
Experiment 3B listeners did not show evidence for having a 
speaker preference for either type of test trial. Despite 
explicit evidence of communicative non-optimality of over-
informative utterances, participants were still unwilling to 
consider the possibility that one speaker would be more 
likely to be over-informative at test. This result stands in 
contrast with those from Experiment 2, suggesting that 
participants weigh under-informative utterances and over-
informative utterances differently as evidence for 
informativity-based generalization.  

                                                
1 One may suspect that the truncated stimuli may be too noisy to 
evidence any speaker-specific information. However, post-hoc 
tests suggest that participants were more likely to pick the over-
modifying speaker for over-modified test utterances that contained 
Exposure Phase adjectives (62%, p < .01), and trended towards the 
same pattern for the concisely modified trials (p = .06), but not for 
any other test trial type (ps > .1). This indicates that listeners had at 
least registered the over-modifying speaker’s adjective uses.  
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Figure 5: The proportion of the responses given for the 
modifying speaker on the different test trials by adjective 

types in Experiment 3A and 3B 
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General Discussion 
We examined whether listeners track speaker-specific 
information about referential expressions and adapt their 
expectations according to the input. Results from the three 
sets of experiments suggest that listeners generalize 
information at the speaker level and adapt their referential 
expectations for unseen items. This approach can close the 
gap in the literature by providing a framework for how 
rational listeners can make effective use of the variable 
input that is commonly observed in spontaneous speech 
production.  

Importantly, we predicted that listeners condition their 
adaptation on their prior beliefs about the statistical 
structure of the data to avoid under- or over-generalization. 
In our data, the effect of prior beliefs is evidenced by a clear 
asymmetry that emerged between how listeners made 
speaker-specific generalizations. Participants generalized 
from a speaker’s use of under-modified expressions, which 
are generally less common, and hence a reliable indicator of 
the speaker being under-informative. On the other hand, 
informativity-based generalization was not observed for the 
more common over-modified expressions, even when they 
resulted in difficulties in referential resolution in the current 
communicative context. These patterns of generalization are 
broadly compatible with the assumptions of rational 
inference under uncertainty: listeners seem to optimize 
inferences by combining their prior expectations and newly 
observed data. 

Finally, the effects of explicit instructions in Experiment 
2 suggest that speaker-specific expectations for referential 
expressions can be further calibrated according to the 
listener’s construal of the task and context. In future 
research we plan to investigate how listeners evaluate 
speaker-, task- and context-specific information to optimize 
interpretation of referential expectations.  
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       Abstract 
In language-mediated visual search, memory and attentional re-
sources must be allocated to simultaneously process verbal instruc-
tions while navigating a visual scene to locate linguistically speci-
fied targets. We investigate when and how listeners use object 
names in visual-search strategies across three visual world experi-
ments, varying the presence and location of an added visual 
memory demand. The results suggest that as long as objects in the 
display can be visually inspected throughout the trial, participants 
do not linguistically encode those objects. We suggest that instead 
they use the visual environment as an external memory, mapping 
the spoken word onto potential referents and using perceptual vis-
ual routines automatically triggered by the spoken word. The re-
sults are discussed in terms of flexible and efficient allocation of 
memory resources in natural tasks that combine language and vi-
sion.  

Keywords: visual search, spoken-word recognition, memory 

      Introduction 
Flexible use of memory and attentional resources is a 

hallmark of performance in natural tasks. For example, in a 
classic set of studies, Ballard, Hayhoe and Pelz (1995) mon-
itored eye movements in a block-copying task. Participants 
used Duplo™ blocks from a resource area to duplicate a 
pattern from a model area in an adjacent workspace. The 
only task constraint was that only one block could be moved 
at a time. The striking result was that participants typically 
fixated twice on each block in the model prior to a block 
move. The first fixation identified the color of the block, 
which was then picked up from the resource area. Position 
was encoded on a second fixation to the block in the model 
area. Ballard et al. argued that this pattern reflects a trade-
off between the resources needed to encode and maintain 
the model block in memory and those involved in making 
multiple eye movements. Using the display as an “external 
memory” was less resource-demanding than encoding and 
binding two dimensions (color and position) and holding 
them in working memory. When eye movements were made 
more “expensive” by increasing the distance between the 
workspace and model areas, participants made fewer fixa-
tions and relied on richer memory representations. 

Interlocutors face similar resource allocation tradeoffs 
when they use language to converse about a co-present vis-
ual world. Consider for example a task in which participants 
follow verbal instructions to select a co-present referent, as 
in typical “visual world” studies of spoken-word recogni-

tion: Four or more pictures of objects with common names 
are shown in a display, as in Figure 1, and participants are 
instructed to click on one of the objects. This setup com-
bines two tasks that could flexibly draw upon different re-
sources: processing spoken language and searching a co-
present visual display. Participants could linguistically en-
code the displayed pictures, allowing them to match the 
unfolding speech against these sound-based representations 
(Huettig & McQueen, 2007). Alternatively, participants 
could rely on perceptual/visual routines triggered by the 
unfolding speech (Dahan & Tanenhaus, 2005; Salverda, 
Brown & Tanenhaus, 2011) to guide eye movements to po-
tential search targets in the scene.  If these routines were 
automated (cf. Salverda & Altmann, 2011), participants 
would be able to use the co-present display as an external 
memory, thereby avoiding interference between processing 
the unfolding speech and maintaining a phonological repre-
sentation of the picture names (cf. Brooks, 1968). 

In order to detect the use of phonological encoding of ob-
jects in a visual display under different conditions, we se-
lected pictures with two names that are judged to be appro-
priate (e.g., couch/sofa), while ensuring that one of the 
names is strongly preferred. Phonological encoding of such 
a picture would typically result in the retrieval of its domi-
nant name but not its subordinate name (as in overt picture 
naming). In Experiment 1, the name of the target picture 
overlapped phonologically with either the dominant or sub-
ordinate name associated with the competitor (e.g., cow or 
soda, respectively). We observed clear competition effects, 
as indexed by looks to the competitor, with no difference in 
looks to the competitor as a function of whether the target 
overlapped with its dominant or subordinate name, suggest-
ing that visual search was not mediated by encoded picture 
names. 

Building on classic work on the role of linguistic (i.e., 
sound-based) coding for temporarily maintaining visual 
stimuli in memory (Posner & Mitchell, 1967; Posner, 1978; 
Conrad, 1964), in a second study we encouraged name en-
coding of one picture in the display by masking it before the 
spoken instruction began. When the synonym picture was 
masked (Experiment 2a), strong name-typicality effects 
emerged, suggesting that participants had retrieved the dom-
inant name of the picture and used it to guide visual search.  
When an unrelated distractor was masked (Experiment 2b), 
we did not see typicality effects for the synonym picture.  
We discuss these results in terms of resource allocation in 
tasks combining language and vision. 
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Methods 

Materials 
Forty workers on Amazon Mechanical Turk provided a 
name for each of 45 images with multiple names. We then 
selected images for which the two most frequently provided 
names were chosen by at least 75% of the participants, and 
the ratio between the first and second most frequently cho-
sen names was between .65 and .95. We use this ratio as a 
metric of name typicality, referring to the more frequently 
chosen name as the dominant name (e.g. couch), and the 
less frequently chosen name as the subordinate name (e.g. 
sofa). We refer to these items as synonym competitors1. 

We then collected picture-name agreement ratings for the 
entire set of pictures. Participants saw 45 image-name pairs.  
Items were counterbalanced so that each subject saw a par-
ticular image with either its dominant or subordinate name 
and saw an approximately equal number of dominant and 
subordinate picture-name pairs. Each trial started with the 
presentation of a written name for 1500 ms, followed by a 
button which, when clicked, displayed the associated image. 
Participants were then asked, “How good is this name for 
the object?”, and they provided a rating on a scale ranging 
from 1 (“Very bad”) to 7 (“Very good”). 

We selected a subset of 14 images for use as synonym 
competitors in our experiments. We chose pictures with 
average picture-name agreement ratings higher than 5 and 
the most similar ratings for the dominant and subordinate 
name. Mean ratings were 6.19 for dominant names and 5.90 
for subordinate names.2  

We then selected images representing a phonological co-
hort of each of the two names associated with a synonym 
competitor (e.g., cow for couch and soda for sofa). These 
pictures were search targets on critical trials in our experi-
ments. 

A native speaker of American English recorded two spo-
ken instructions for each of the 14 critical trials and one 
instruction for 48 additional filler trials. The name of each 
target (e.g. The cow) was recorded separately and the audio 
was spliced in front of the sentence frame “is the target.” 
There was some variation in the degree of phonological 
overlap between the names associated with a synonym ob-
ject (e.g. couch/sofa) and their dominant and subordinate 
cohorts (cow and soda). In order to quantify the expected 
point of disambiguation between associated cohort pairs we 

                                                
1 We note that not all of the items are actually synonyms. 
2 We were unable to find a set of items with perfectly balanced 

picture-name agreement ratings. A paired t test showed that there 
was a statistically significant difference across conditions in aver-
age picture-name agreement ratings (t(13) = 3.43, p = 0.0022).  We 
note that the significantly higher ratings for the dominant names 
introduce a slight bias in favor of the dominant names.  A bias in 
the other direction would have complicated interpretation of the 
absence of a name typicality effect: looks to the subordinate name 
might then be inflated because they were a better fit to the picture 
than the dominant name. 

conducted a gating study on Amazon Mechanical Turk. For-
ty subjects heard each of the target words in fragments of 
increasing duration. Each fragment started at the onset of 
the determiner, and subsequent fragments increased in dura-
tion by 40 ms. Following each presentation, the name of the 
target (e.g., cow) and the name of its associated synonym 
competitor (couch) appeared on the screen. Participants in-
dicated which of the two words the fragment corresponded 
to and rated their confidence on a 9-point scale, with an op-
tion to select “Absolutely certain” which ended the trial.  
For each target word, we operationalized the point of dis-
ambiguation as the first gate at which participants provided 
a confidence rating of at least 7 for a correct response and 
continued to do so in subsequent fragments. The mean point 
of disambiguation across all subjects was 299 ms for the 
dominant targets, and 300 ms for the subordinate targets.   

Experiment 1 
Participants. Forty-eight students from the University of 
Rochester participated in each experiment, receiving $10 as 
compensation. Each participant was a native speaker of 
American English with normal or corrected-to-normal vi-
sion and normal hearing. 
 
Design. In addition to our 14 critical trials we included 48 
filler trials to balance the presentation of our stimuli. Six-
teen filler trials included an object with two possible names 
from our norming study that had not been selected as a syn-
onym competitor, and in half of those trials, this object was 
the target. This ensured that when a synonym competitor 
was present in a trial, it was roughly equally as likely to be 
the target (8 out of 30 (i.e., 16 fillers + 14 critical) trials) as 
any of other pictures. On half of those 16 fillers, a phono-
logical competitor of one of the object’s names was includ-
ed in the display. On an additional 12 filler trials, a phono-
logical cohort pair was presented along with two unrelated 
objects. This ensured that when the display included a co-
hort pair, a cohort was nearly as likely to be the target as the 
other two pictures (18 out of 34 (i.e., 12 + 8 + 14) trials). In 
the remaining 20 filler trials, all four items were unrelated. 
Target and visual mask locations in the filler trials were 
balanced so that the masked object was roughly equally 
likely to be the target than any of the other objects. 
Each participant saw 14 critical trials, split between the 
dominant and subordinate condition. In 7 trials, the target 
(e.g. cow) phonologically overlapped with the dominant 
name associated with the synonym competitor (couch), and 
in 7 trials, the target (e.g. soda) overlapped with the subor-
dinate name associated with the synonym competitor (sofa). 
Two counterbalanced trial lists varied, for each critical trial, 
which of the two possible targets was mentioned in the spo-
ken instruction. The trial order and location of the objects in 
the visual display were randomized for each participant. All 
lists began with 5 non-critical trials to familiarize partici-
pants with the task and procedure. 
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Procedure On each trial, participants saw a display with 
four pictures (see Figure 1a). After a short delay, a spoken 
instruction of the form The X is the target was presented 
over headphones. Eye movements were monitored using an 
EyeLink II head-mounted eye-tracking system, sampling at 
250 Hz. A drift correction was performed every five trials. 
The trial ended when a participant clicked on one of the 
pictures in the visual display. 

 

 
Figure 1. Panel A shows a schematic of a critical trial with 
the synonym picture (couch/sofa), dominant target (cow), 
subordinate target (soda) and unrelated distractor (whistle). 
In Experiment 1, pictures were displayed for 3 s before on-
set of the instruction, remaining on the screen throughout 
the trial.  In contrast, in Experiment 2, one picture was 
masked: a red box appeared around the picture at trial onset 
(panel B), and after 1500 ms that picture was replaced by a 
mask (panel C). On critical trials in Experiment 2a, the syn-
onym picture was highlighted and masked; on critical trials 
in Experiment 2b, the unrelated distractor was masked. 

Results Trials with incorrect responses (1.3 % of the data) 
were excluded from analysis. Figure 2 presents the propor-
tion of fixations over time to the target, synonym competitor 
and the distractors in the dominant and subordinate condi-
tion. 

 

 
Figure 2. Proportion of fixations to the target, synonym 

competitor and distractors in Experiment 1. 
 

In both conditions, shortly after 200 ms following the on-
set of the target word, fixations to the target and synonym 
competitor increased relative to those to the distractors. Tar-
get fixations continued to rise as the target word unfolded, 
while synonym competitor fixations merged with distractors 
around 700 ms after target word onset—roughly corre-
sponding to 200 ms after the offset of the target word 
(whose average duration was 460 ms). 
 
Analysis For each trial, we computed the mean proportion 
of fixations to the synonym competitor during a time win-
dow corresponding to the unfolding of the target word, off-
set by 200 ms (taking into account an estimate of the earliest 
linguistically-mediated saccades; see Salverda et al., 2014). 

We analyzed the data using a linear mixed-effects regres-
sion model (LMEM) which predicted the empirical logit 
transform (Cox & Snell, 1970) of the ratio of proportions of 
fixations to the synonym competitor to the sum of the pro-
portion of fixations to the synonym competitor and a dis-
tractor. This competitor preference ratio was taken to reflect 
the degree to which the synonym competitor was considered 
as a potential referent during the unfolding of the target 
word. 

The model included fixed effects for name typicality 
(dominant vs. subordinate), the phonological overlap meas-
ure established by our gating study (in order to account for 
differences in phonological overlap across items), their in-
teraction, and random intercepts by participant and item 
(i.e., synonym competitor) as well as random slopes for 
condition by participant and by item. This was the maximal 
random-effects structure motivated by our design which 
resulted in a converging model (Barr et. al, 2013). Model 
syntax was as follows, using the lmer function in the lme4 
package (version 1.1-7; Bates et al., 2011) in R. 
 
Competitor Preference ~ Typicality * Overlap 
+ (1 + Typicality | Item)  
+ (1 + Typicality | Subject) 
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Crucially, the regression model showed no significant ef-
fect of name typicality (β = 0.023, se = 0.131, χ2(1) = 0.032, 
p = 0.858)3, phonological overlap (β = 0.010, se = 0.059, 
χ2(1) = 0.0319, p = 0.858), nor their interaction (β = 0.130, 
se = 0.119, χ2(1) = 1.257, p = 0.262). 
 
Discussion The presence of competitor effects along with 
the absence of a name typicality effect is inconsistent with 
the idea that phonological representations of the pictures 
played a primary role in mapping spoken target words onto 
their referents. We suggest instead that participants used the 
visual display as an external memory and that perceptual 
representations or routines triggered by processing the un-
folding word mediated identification of the referent (cf. Da-
han & Tanenhaus, 2005; Salverda et al., 2011). 

If generation of name-based codes is strategic, and if such 
phonological codes can be used to map a spoken target word 
onto a picture in a visual display, typicality effects should 
emerge when memory demands encourage linguistic coding 
of the synonym picture. Experiments 2a and 2b examined 
this hypothesis. 

Experiment 2 
We created memory demands by masking one of the pic-

tures in the display, using a red box to signal which picture 
would be masked upon display onset but prior to the presen-
tation of the spoken instruction (see Figure 1). In addition, 
there was a time limit for each trial.  Two seconds after the 
offset of the target word, the experiment automatically ad-
vanced to the next trial.  Participants were therefore in-
structed to respond quickly to the spoken instruction. We 
hypothesized that participants would linguistically encode 
(name) the to-be-masked picture to maintain it in memory, 
and that this would typically result in the retrieval of its 
dominant name. 

In Experiment 2a, the synonym competitor picture was 
masked on critical trials. We predicted that this would result 
in more looks to the synonym object in the dominant condi-
tion, where the name of the target overlapped with the most 
accessible name associated with the synonym competitor, 
compared to the subordinate condition, where the name of 
the target overlapped with the synonym competitor's less 
accessible name. Thus, a typicality effect should emerge 
under these conditions. 

In Experiment 2b we masked an unrelated picture, creat-
ing the same processing and memory demands in the task 
while leaving the synonym picture in the visual display. We 
predicted that we should again see the same pattern of re-
sults as in Experiment 1, that is, no difference between 
competitor effects in the dominant and subordinate condi-
tions. This result would argue against an alternative expla-
nation that potential typicality effects in Experiment 2a 

                                                
3 P-values were computed by performing a likelihood ratio test, 

using R's ANOVA function, between the model with and without 
the particular fixed effect being ascertained. 

would be due to increased task difficulty and memory load 
associated with the presence of the visual mask rather than 
specific effects of linguistic encoding of the synonym pic-
ture. 

Procedure The auditory and visual stimuli were identical to 
Experiment 1. Aside from the addition of the time limit 
(each trial automatically ended two seconds after word off-
set), the timing of the trials was also the same, with the on-
set of the instruction occurring three seconds after display 
onset. On each trial, one of the pictures was marked by a red 
outline at the onset of the visual display. Participants were 
instructed that marked pictures would be masked. After 
1500 ms, a visual mask appeared on top of the object. On 
half of the trials, the mask was fully opaque.  On the other 
half, it was partially transparent, making the masked object 
difficult to identify. This introduced a visual memory de-
mand, intended to encourage a name encoding strategy (cf. 
Posner et al., 1996). On critical trials, the mask was always 
fully opaque. Filler trials were constructed so that the 
masked picture was the target on 16 trials and the location 
of the mask did not predict the location of the target. 

Experiment 2a 

Results Trials with incorrect responses (0.7% of the data) 
were excluded from analysis. Figure 3 plots the proportion 
of fixations over time to the target, the synonym competitor 
and the unrelated distractors. In the dominant condition, 
fixations to the synonym competitor increased around 200 
ms and merged with distractor fixations at around 600 ms. 
In contrast, in the subordinate condition, fixations to the 
synonym competitor did not increase substantially during 
the processing of the target word. 

 

 
Figure 3. Proportion of fixations to the target, synonym 

competitor and distractors in Experiment 2a. 
 
Analysis We conducted analyses that parallel those con-
ducted for Experiment 1 using the time window between 
200 ms after word onset to 200 ms after word offset. A 
LMEM predicted the same outcome measure and used the 
same fixed effects and random-effects structure as that used 
to analyze the data of Experiment 1. 
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Competitor Preference ~ Typicality * Overlap 
+ (1 + Typicality | Item)  
+ (1 + Typicality | Subject) 
 
There was a significant main effect of name typicality (β 

= -0.309, se = 0.148, χ2(1) = 4.282, p = 0.038), showing that 
participants were more likely to fixate the synonym compet-
itor relative to a distractor in the dominant condition than in 
the subordinate condition. There was neither a significant 
effect of phonological overlap (β = 0.046, se = 0.066, χ2(1) 
= 0.562, p = 0.453) nor a significant interaction between 
typicality and overlap (β = 0.071, se = 0.132, χ2(1) = 0.322, 
p = 0.57). 

Experiment 2b 
In Experiment 2b, an unrelated distractor object was masked 
on critical trials. We constructed filler trials so that through-
out the experiment, it was not predictable whether a syno-
nym object would be masked. The same logic from Experi-
ment 2a predicts that participants should phonologically 
encode the distractor object. Importantly, we predicted that 
this encoding should not affect fixations to the synonym 
competitor, since this object remains on the screen through-
out the trial. If participants do not linguistically encode the 
synonym competitor, we expect that there will be no differ-
ence in fixations to that competitor as a function of name 
typicality—i.e., whether the target overlaps with the syno-
nym competitor’s dominant or subordinate name.  

Results Trials with incorrect responses (2.1% of the data) 
were excluded from the analysis. Figure 4 plots the propor-
tion of fixations over time to the target, synonym competitor 
and the unrelated distractors. Fixations to the synonym 
competitor showed a similar pattern to that observed in Ex-
periment 1. Between 200 and 700 ms after word onset, there 
were more fixations to the competitor relative to the un-
masked distractor in both the dominant and subordinate 
condition. Fixations to the masked distractor dropped sharp-
ly from 200 ms after word onset.  

 
Figure 4. Proportion of fixations to the target, synonym 

competitor and distractors in Experiment 2b. 
 

Analysis As in the previous experiments, our analysis was 
conducted on the time window from 200 ms after word on-

set to 200 ms after word offset. A LMEM predicted syno-
nym competitor preference using name typicality (dominant 
vs. subordinate), phonological overlap and their interaction 
as predictors, and random intercepts by participant and item 
(the maximal converging random effects structure). 

 
Competitor Preference ~ Typicality * Overlap 
+ (1 | Item)  
+ (1 | Subject) 
 

There was no significant effect of typicality (β  = -0.043, se 
= 0.096, χ2(1) = 0.201, p = 0.654), suggesting that partici-
pants fixated the synonym competitor as often in the subor-
dinate condition as they did in the dominant condition.  
There was also no significant effect of phonological overlap 
(β = -0.025, se = 0.056, χ2(1) = 0.178, p = 0.673) or the in-
teraction between typicality and overlap (β = 0.033, se = 
0.110, χ2(1) = 0.067, p = 0.796). 

Discussion  
In Experiment 2a, the masked synonym competitor was a 
strong competitor when the target word was associated with 
its dominant name, but not when the target word was asso-
ciated with its subordinate name. This suggests that because 
participants knew that the picture would not be available for 
use as an external memory source, they linguistically encod-
ed it. In Experiment 2b, overall memory demands due to 
masking were similar but it was a distractor that needed to 
be maintained in memory. Under these conditions, we repli-
cated the pattern observed in Experiment 1, namely, equiva-
lent competition effects for dominant and subordinate syno-
nym competitors. 
 

General Discussion 
We demonstrated that name typicality does not affect ref-

erence resolution unless participants encode the name of the 
picture in order to maintain it in memory. This suggests that 
the mapping of a spoken word onto a visually co-present 
referent was mediated by visual representations or routines, 
triggered as the spoken word unfolded, rather than pre-
encoded object names. We argue that this result can be situ-
ated within the broader issue of resource allocation in natu-
ral tasks, specifically those involving language and vision. 

We noted that linguistically encoding a co-present visual 
display might interfere with processing the spoken lan-
guage. In contrast, activating visual routines would draw 
attention to relevant objects when interlocutors are talking 
about the co-present world. Much of joint language behav-
ior, however, is not about co-present entities and events. 
What role then might visual routines play? We hypothesize 
that automatic visual/perceptual routines form a substrate 
for perceptually-based (non-linguistic) internal models that 
support comprehension without interfering with processing 
the ongoing language. 

Similarly, a number of theorists have suggested that there 
might be a close link between production and comprehen-
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sion, with the production system generating predictions 
about likely upcoming signals (Dell & Chang, 2013; Picker-
ing & Garrod, 2013). If that is the case, then the listener’s 
production system would be focused on generating expecta-
tions about what the speaker might say. Given the uncertain-
ty about what the speaker might say in the current situation 
(e.g., any the four pictures could be the target, and pictures 
in general can often be referred to by different names), mak-
ing specific predictions might be inefficient. However, if the 
speaker had already used a particular name to refer to a pic-
ture, she would likely use the same name to refer to it again. 
Under these circumstances, and if repeated reference to a 
picture is likely, encoding the name of that picture may con-
fer a processing advantage—a hypotheses we are exploring 
in ongoing research.  

By comparison, in Experiment 2a, looks to the dominant 
synonym competitor rise quickly at the onset of the spoken 
word and return to baseline quickly compared to Experi-
ment 1. This suggests that having a phonological code could 
facilitate not only linking predictable words to visual refer-
ents, but also efficiently removing hypothesized referents 
from the search space following a signal-prediction mis-
match. Indeed, we see hints of such an effect in a rapid drop 
of looks to the masked (unrelated) picture in Experiment 2b. 

We also note that in an interactive conversation, inter-
locutors are simultaneously both speakers and listeners. If 
we view the production system as a limited, shared resource, 
we might expect a tradeoff between generating a name for a 
visual referent and predicting the other interlocutor’s utter-
ances. If both interlocutors are likely to refer to the same 
referents, efficiently aligned referential expressions would 
leave the production system available for generating predic-
tions for comprehension. This offers a slightly different per-
spective on the importance of negotiating common referring 
expressions (conceptual pacts) under conditions of uncer-
tainty. While these ideas are speculative, we believe that 
extensions of the present paradigm will provide a method 
for empirically examining questions about resource alloca-
tion in situations involving combined use of language and 
vision. 
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Introduction 
 
 The acuity of individuals’ approximate number 
system (ANS) is measured using a non-symbolic numerical 
discrimination task (e.g., Halberda & Feigenson, 2008) 
which is encapsulated by the Weber Fraction measure 
(Piazza & Dehaene, 2004). Children’s performance on this 
task is linked to symbolic arithmetic skills, standardized test 
scores and other long-term outcomes (e.g., Beddington et 
al., 2008; Libertus, Odic, & Halberda, 2012; Parsons & 
Bynner, 1997). To complete this task individuals must 
perceive relative quantity of non-symbolic numerosity and 
indicate their relative values. Numerosity is typically 
presented visually as sets of objects, though other modalities 
such as sound have been used (e.g., Jordan & Brannon, 
2006). Discriminability of numerical stimuli is thought to 
depend solely on the ratio-difference between values being 
compared if other perceptual factors are controlled for. Thus 
comparison of the same ratio difference, such as 20:25 and 
40:50 are equally discriminable and absolute value is not 
relevant. Thus individual performance on numerical 
discrimination in terms of accuracy and reaction time varies 
with the ratio differences and is independent of absolute 
value. This has been shown in a range of behavioral and 
neural data with adults (e.g., Barth, Kanwisher, & Spelke, 
2003), children (e.g., Barth, Mont, Lipton, & Spelke, 2005) 
and non-human primates (e.g., Nieder & Miller, 2004).  
 Research with adults contradicts the account that 
ratio is the sole predictor of discriminability in number 
comparison task. Though absolute value does not predict 
discriminability, the interaction of ratio difference and 
absolute value does (Prather, 2014). The interaction between 
absolute value is not typically reported because data 
including comparisons with small ratio differences and 
variations in absolute value are needed to clearly show the 
effect.  
 Though there is initial evidence of the effect of 
absolute value on numerical discrimination it is unclear if 
such an effect would be present with children, and if the 
effect varies across development. The consequences of such 
an effect in children are directly relevant to measures of 
numerical acuity. Measures of numerical acuity are used to 
evaluate a correlation to performance on symbolic, and 
other educational outcomes. If children’s performance 
varies across absolute value, which is not typically 
accounted for, then it is unclear the reported numerical 

acuity is the “true” measure of participants’ accuracy. 
Inclusion of varying absolute values may change the degree 
to which non-symbolic discrimination predicts other 
outcomes. 
 The current study employs behavioral 
experimentation and computational modeling to address the 
following questions: 1) is children’s numerical 
discrimination solely dependent on ratio difference or also 
an interaction between ratio difference and absolute value, 
2) do the factors contributing to children’s numerical 
discrimination difficulty change with development, 3) how 
might the neural coding involved numerical perception 
account for these behavioral effects? 

Experiment 1 

Method  
 
Participants 
Participants were children (n = 51) between ages of 5:5 and 
8:11  (median 7:5). A small group (n = 4) of participants 
were not included in the analysis due to selection bias on the 
numerical comparison task, indicated by selection of one 
side (left or right) on >80% of trials. Participants completed 
two tasks, a non-symbolic numerical discrimination task and 
a symbolic number-line estimation task.  Task order was 
counter-balanced across participants. The experiment 
comprised of a single laboratory session of approximately 
30 minutes. Experimental design was approved through the 
Indiana University Internal Review Board. 
 
Non-symbolic numerical comparison. 
 Each participant completed 51 trials of a forced choice 
comparison between pairs of sets of shapes presented 
simultaneously. The sets were comprised of squares that 
varied in area such that the two sets were matched in overall 
area, area of largest shape and area of smallest shape. 
Stimuli were presented to participants on laminated cards 
(8.5 x 11inches). Participants were not given a time limit but 
were instructed to answer as quickly as they could. Stimuli 
were presented in a randomized order. Stimuli were 
comprised of 17 ratio differences from 1.03 to 1.18, and 3 
absolute value sizes for each ratio difference. For example 
for the ratio 1.04 the comparisons 25:26, 50:52 and 75:78 
would be used. The location (left or right) of the larger 
value was counter balanced. Participants responded by 
pointing to which set they thought had a larger number of 
objects. 
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Results 
 Overall participants’ performance on the numerical 
discrimination task was M = 60%. We evaluated 
participants’ performance on the numerical comparison task 
using a series of logistic regression analyses. The 
correctness of each trial was predicted by the trial ratio 
difference, absolute value and their interaction. In each 
analysis we evaluate which set of factors best predict trial 
correctness. All regression analyses included participant 
identity and participant age as random factors. Each 
regression analysis includes 51 data points per subject. 
 
All Participants 
 Frist we examined which factors predicted 
performance on the numerical discrimination task for all 
participants as a group. Regression analysis 1 included only 
ratio difference as a predictor of trial correctness. Ratio 
difference was a significant predictor (b = 3.10, z = 3.19, p 
= 0.001). As expected larger ratio differences were 
associated with increased likelihood of a correct response. 
Regression analysis 2 included ratio difference and absolute 
value as predictors of trial correctness. Ratio difference (b = 
3.12, z = 3.20, p = 0.001) was a significant predictor while 
absolute value (b = -0.0002, z = 0.29, p = 0.76) was not. A 
comparison of regression analyses indicated that analysis 2 
did not account for more variance than analysis 1, X2 = 0.08, 
p = 0.76. 
 Regression analysis 3 included ratio difference, 
absolute value and their interaction as predictors. Ratio 
difference (b = 9.08, Z = 3.54, p < 0.001), absolute value (b 
= 0.049, Z = 2.51, p = 0.012) and their interaction (b = -
0.045, Z = 2.52, p = 0.011) were significant predictors of 
trial correctness. A comparison of regression analyses 
indicated that analysis 3 accounted for more variance than 
both analysis 1, X2 = 6.44, p = 0.001 and analysis 2 X2 = 
6.35, p = 0.01. Thus for the total set of participants 
performance is best described by the regression analysis that 
includes ratio difference, absolute value, and their 
interaction as significant predictors.  
 
Participants grouped by numerical discrimination 
performance 
 We then evaluated how predictors of participants’ 
numerical comparison score may vary based on their 
numerical discrimination score. Participants were split into 
three groups based on their overall numerical discrimination 
score, best performers, middle performers and worst 
performers. Participant age was positively correlated with 
numerical comparison performance, r = .49, t(45) = 3.77 p < 
0.001. Thus participants in the best scoring tertile tended to 
be older than those in the middle and worst tertiles. We use 
discrimination task score to evaluate the effect of 
development, as it is a more theoretically motivated 
selection variable than age per se.  
 For participants in the best performing tertile (n = 
16, median age = 8:1 years, 816 total trials) overall 
performance on the numerical comparison task was M = 

68.7%. Regression analysis 1 included only ratio difference 
as a predictor. Ratio difference was a significant predictor (b 
= 5.76, z = 3.30, p < 0.001) or trial correctness. Regression 
analysis 2 included ratio difference and absolute value as 
predictors of trial correctness. Ratio difference (b = 5.67, z 
= 3.24, p = 0.001) was a significant predictor while absolute 
value (b = 0.001, z = 1.06, p = 0.28) was not. A regression 
analysis comparison indicated that analysis 2 did not 
account for more variance than analysis 1, X2 = 1.14, p = 
0.28. 
 Regression analysis 3 included ratio difference, 
absolute value and their interaction as predictors of trial 
correctness. Ratio difference (b = 12.86, z = 2.80, p = 0.005) 
was the only significant predictor. Absolute value (b = 0.06, 
Z = 1.74, p = 0.082) and the interaction of ratio difference 
and absolute value (b = -0.05, Z = 1.70, p = 0.087) were not 
significant predictors. A regression comparison indicated 
that analysis 3 did not account for more variance than 
analysis 2 (X2 = 2.92, p = 0.08) or analysis 1 (X2 = 4.06, p = 
0.13).  
 For participants in the middle tertile (n = 15, 
median age 7:7 years, 765 total trials) overall performance 
on the numerical comparison task was M = 61.2%. 
Regression Analysis 1 included only ratio difference as a 
predictor. Ratio difference was not a significant predictor (b 
= 0.64 z = 0.37, p = 0.70). Regression analysis 2 included 
ratio difference and absolute value. Neither ratio difference 
(b = 0.68, z = 0.40, p = 0.69) nor absolute value (b = -
0.0006, z = 0.52, p = 0.60) were significant predictors of 
trial correctness. A regression analysis comparison indicated 
that analysis 2 did not account for significantly more 
variation than analysis 1, X2 = 0.27 p = 0.60. 
 Regression analysis 3 included ratio difference, 
absolute value and their interaction as predictors of trial 
correctness. Ratio difference (b = 9.38, z = 2.08, p = 0.03) 
absolute value (b = 0.07, Z = 2.06, p = 0.039) and their 
interaction (b = -0.06, Z = 2.08, p = 0.037) were significant 
predictors.  A regression analysis comparison indicated that 
analysis 3 accounted for significantly more variance that 
analysis 2, X2 = 4.36 p = 0.03 but not analysis 1 X2 = 4.63 p 
= 0.09. 
 For participants in the worst performing tertile (n = 
16, median = 6:5 years, 816 total trials) overall performance 
on the numerical comparison task was M = 50.6%. 
Regression Analysis 1 included only ratio difference as a 
predictor. Ratio difference was not a significant predictor of 
trial correctness (b = 3.05, z = 1.86, p = 0.06). Regression 
analysis 2 included ratio difference and absolute value as 
predictors. Ratio difference (b = 3.14, z = 1.91, p = 0.05) 
was a significant predictor while absolute value (b = 0.07, z 
= 0.99, p = 0.32) was not. A regression analysis comparison 
indicated that analysis 2 did not account for more variance 
than analysis 1, X2 = 0.98, p = 0.32. 
 Regression analysis 3 included ratio difference, 
absolute value and their interaction as predictors of trial 
correctness. Neither ratio difference (b = 3.10, Z = 1.88, p = 
0.48), absolute value (b = 0.95, Z = 0.51, p = 0.61) or their 
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interaction (b = -0.09, Z = 0.54, p = 0.58) were significant 
predictors1. A regression analysis comparison indicated that 
analysis 3 did not account for more variance than analysis 2 
X2 = 0.29, p = 0.58 or analysis 1 X2 = 1.28, p = 0.52. The 
lack of significant effect of ratio difference is due to the 
relatively low scores of this group of participants. Many of 
these participants were at or near chance. For the regression 
analysis it is important to note that an interaction between 
the two variables does not depend on either reaching 
significance independently. 

Experiment 1 Discussion 
 The significant contribution of ratio difference in 
predicting children’s numerical discrimination performance 
is consistent with prior research; larger ratio differences 
tend to be easier to discriminate. We also find that overall, 
participant performance is predicted by the interaction of 
ratio difference and absolute size. Regression analyses that 
include the interaction of ratio difference and absolute value 
account for more variance in participants’ data than other 
analyses. Simply, the results suggest that for numerical 
discrimination tasks ratio difference is not the sole predictor 
of performance, similar to recent findings with adult 
participants (Prather, 2014). 
 We also examined how the interaction between 
ratio difference and absolute value varies with development 
by reevaluating participant data when grouped by 
performance. Participants in this experiment were a 
heterogeneous group, with ages ranging from 5:5 to 8:11 
and discrimination scores ranging from chance to over 75%. 
We use a tertile spilt in performance to balance having 
sufficient data points in each analysis and also evaluating 
participant groups that performed differently. The results 
suggest that the predictors of numerical comparison scores 
vary with participants’ skill level. Participants in the best 
and worst performing tertiles did not show a significant 
interaction between ratio difference and absolute value. 
Only participants in the middle group showed a significant 
effect of the interaction of ratio difference and absolute 
value.  
 The conclusion from these results is that there is a 
behaviorally measurable effect of absolute value in 
numerical discrimination, which is present when 
considering all participants, is not present for all participant 
groups. The current results we suggest that the influence of 
absolute value varies across development, roughly following 
a U-shaped curve. This is demonstrated by the presence of 
the interaction effect in the middle tertile group but not best 
or worst tertiles. To examine if there is a principled reason 
to expect this effect we consider developmental change in 
the neural mechanisms involved in numerical perception in 
experiment 2.  
 

Experiment 2 
 

 The following series of computational models 
demonstrate how developmental changes in the neural 
coding of number is the underlying mechanism of the 
behavioral effects reported in Experiment 1. Behavioral data 
shows the predictors of numerical discrimination scores 
vary with participants’ numerical discrimination skill. The 
interaction of absolute value and ratio difference was a 
significant predictor of numerical discrimination only for 
participants in the middle tertile. We demonstrate here that 
known characteristics of the neural coding of numerical 
perception, and how it changes with development, lead to 
this exact prediction. 
 The logic of these computational models is that 
behavioral errors, and neural coding “errors” are associated 
(Nieder & Merten, 2007). This is not to suggest that 
participants’ behavior is solely dependent on variations in 
these neural populations, but that it forms the basis for the 
patterns of behavior. A range of behavioral phenomena have 
been shown to be predicted by neural coding including the 
ratio distance effect, number-line estimation and operational 
momentum effects (Nieder & Dehaene, 2009; Prather, 
2012). 
 The characteristics of the neural coding of 
numerical perception have been described via both human 
neuroimaging studies and non-human primate direct 
recording (e.g., Nieder & Dehaene, 2009; Nieder & Merten, 
2007). The important characteristic for the current model is 
the “noise” associated with neural coding. Neural activity is 
typically reported through the mean spiking rate across 
some amount of time. For any neural population in addition 
to mean spiking rates that may be associated with numerical 
stimuli there is also variation in spiking rate. A neural 
population that fires at an average of 50Hz has an associated 
variation in the moment-to-moment firing rate. This noise 
around a given mean firing rate is illustrated by the 
coefficient of variation: standard deviation / mean. The 
coefficient of variation (CoV) for the neural populations that 
code for number varies with firing rate (Pearson, Roitman, 
Brannon, Platt, & Raghavachari, 2010; Roitman, Brannon, 
& Platt, 2007). Thus, the neural coding for larger numbers 
tends to have less “noise” than those for smaller numbers. 
The following computational investigation evaluates how 
neural coding of number with either a constant or changing 
CV may predict the behavioral results reported in 
experiment 1. 

Method 
 Computational model versions included 
experimental and control conditions each with three 
instantiations corresponding to the participant tertiles in 
experiment 1 for a total of 6 separate models. The model 
simulated neural coding associated with numerical stimuli 
using probabilistic tuning curves that were then applied to 
the numerical discrimination task. The model evaluated the 
same stimuli as seen by participants in experiment 1. 
Developmental change was modeled through the coefficient 
corresponding to the relative width of the neural tuning 
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curves. Narrow tuning curves have been shown to be 
necessary for accurate coding of number (Diester & Nieder, 
2008). Narrowing of the tuning curves increases precision 
and is generally associated with neurocognitive 
development. This has been illustrated in computational 
work in which narrowing of tuning functions of neurons 
contributes to modeling developmental changes in cognition 
(Schutte, Spencer, & Schöner, 2011; Simmering, Schutte, & 
Spencer, 2007).  

 
Modeling specifications 
 Simulations were evaluated using MATLAB 
(Mathworks) software. Neural tuning curves vectors were 
calculated for number values identical stimuli in the 
behavioral experiment. The initial vectors can be interpreted 
as idealized activation patterns to which some noise is added 
to determine the model output vectors. The index of the 
maximum value corresponded to the perceived number 
value. Variation in spiking rate, e.g. noise, is calculated as a 
change in the vector values by some percent taken from a 
random distribution, where the mean noise is zero. The 
range of noise distribution is equivalent to the coefficient of 
variation. The noise range varies with the mean spiking rate 
and the coefficient of variation (standard deviation/mean) 
also varies. Model instantiations used a coefficient of 
variation that was either constant or increased with firing 
rate. Neural data with non-human primates shows that the 
coefficient of variation increases with firing rate (Pearson et 
al 2010; Roitman et al., 2007). After the application of noise 
the vector output values were calculated, where the index of 
the maximum value of the vector equaled the output. The 
entire process of the application of random noise to the set 
of tuning functions was repeated 1000 times per model 
instantiation.  
 Simulations used vectors to represent spiking rates 
for neural populations that comprise the neural tuning 
functions. Each item in the vectors represents the relative 
activation level, in terms of spiking rate for a population of 
cortical neurons. Each simulation included one vector for 
each of the number magnitudes to be estimated. The values 
in each vector represent the relative activation (spiking 
rates) of number selective neurons. For example, the 
numerical value A was represented by the vector A(n1, n2, 
…n250), where the value for nx is the spiking rate for the 
neurons selective for the number magnitude A. For 
example, the activation value at index 5 corresponds to the 
mean spiking rate the neural population that respond 
maximally to visual display of 5 items.  

f (x) = he
−(x−m)2

2s2

 
 Activation values for each vector were calculated 
using a modified Gaussian distribution function that varies 
in height similar to a Poisson distribution. The maximum 
vale of the tuning curve h, varies with the numerical value 

(y), such that h = (121 – y). The relative width of the 
calculated curves varied with the value of S. The mean of 
the distribution, m is a constant set to 0. The distance 
between the target numerical value (T) and the current 
vector index (V) is defined as X = log20T – log20V. The 
method of defining X by logarithmic differences results in 
Gaussian functions that are symmetric on a log scale and of 
identical width. On a linear scale the functions vary in width 
and positive skew (skew merely refers to the fact that the 
function is not symmetric about the mean). Smaller values 
are both narrower and more skewed. The maximum spiking 
rate for large numbers is lower than for smaller numbers 
(e.g. Nieder & Dehaene, 2009). Similar equations have been 
used in prior computational work (Dehaene, 2007; Prather, 
2012).  
 The model instantiation with broad tuning curves 
(S = 1.5) corresponded to the low scoring numerical 
discrimination participant group. The model instantiation 
with medium tuning curves (S = 0.5) corresponded to the 
high scoring numerical discrimination participant group. 
The model instantiation with narrow tuning curves (S = 0.3) 
corresponded to the high scoring numerical discrimination 
participant group. Each model instantiation result is based 
on 1000 independent run-throughs of the model 
 

Results 
 
Model versions with varying coefficient of variation 
 For the narrow tuning curve model numerical 
discrimination performance was M = 83%. Performance 
was evaluated with a linear regression using ratio difference 
and absolute value as predictors for the percent correct for 
each trial (51 in total). Regression analysis 1 included ratio 
difference as a predictor. Ratio difference was a significant 
predictor of model performance, b = 3.33, t = 7.59, p < 
0.001. Regression analysis 2 included ratio difference and 
absolute value as predictors of model performance. Both 
ratio difference, b = 2.92, t = 20.05, p < .001 and absolute 
value b = 0.002 t = 20.19, p < 0.001 were significant 
predictors of model performance. Regression analysis 2 
accounted for more variance than model 1, F(1,48) = 
407.73, p < 0.001. Regression analysis 3 included ratio 
difference, absolute value and their interaction as predictors. 
Model performance was significantly predicted by ratio 
difference (b = 2.33 , t = 6.42 , p < .001), but not by 
absolute value (B = -0.002, t = 0.98 , p = 0.33) or their 
interaction (b = 0.004 , t = 1.76 , p = 0.084). Regression 
analysis 3 accounted for more variance than analysis 1 F 
(1,47) = 214.39 p < 0.001 but not analysis 2 F(1,47) = 7.59, 
p = 0.084. 
 The medium tuning curve model overall 
performance was M = 74%.  Regression analysis 1 included 
ratio difference as a predictor. Ratio difference was a 
significant predictor of model performance, b = 2.52, t = 
7.41, p < 0.001. Regression analysis 2 included ratio 
difference and absolute value as predictors of model 
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performance. Both ratio difference, b = 2.21, t = 15.40, p < 
.001 and absolute value b = 0.001 t = 15.24, p < 0.001 were 
significant predictors of model performance. Regression 
analysis 2 accounted for more variance than model 1, 
F(1,48) = 232.38, p < 0.001. Regression analysis 3 included 
ratio difference, absolute value and their interaction as 
predictors. Model performance was significantly predicted 
by ratio difference (b = 1.07 , t = 3.32 , p < .001), absolute 
value (b = -0.007, t = 3.18 , p = 0.002) or their interaction (b 
= 0.007 , t = 3.83 , p < 0.001). Regression analysis 3 
accounted for more variance than both analysis 2 F(1,47) = 
14.71, p < 0.001 and analysis 1 F(1,47) = 156.75, p = 0.001. 
 The broad tuning curve model overall performance 
was M = 60% (Figure 3). Regression analysis 1 included 
ratio difference as a predictor. Ratio difference was a 
significant predictor of model performance, b = 0.86, t = 
7.46, p < 0.001. Regression analysis 2 included ratio 
difference and absolute value as predictors of model 
performance. Both ratio difference, b = 0.77, t = 9.86, p < 
.001 and absolute value b = 0.0004 t = 7.74, p < 0.001 were 
significant predictors of model performance. Regression 
analysis 2 accounted for more variance than model 1, 
F(1,48) = 59.89, p < 0.001. Regression analysis 3 included 
ratio difference, absolute value and their interaction as 
predictors. Model performance was significantly predicted 
by ratio difference (b = 0.057 , t = 2.85 , p = .006), but not 
absolute value (b = -0.001, t = 0.82 , p = 0.41) or their 
interaction (B = 0.001 , t = 1.12 , p = 0.26). Regression 
analysis 3 accounted for more variance than analysis 1 
F(1,47) = 30.73, p < 0.001 but not analysis 1 F(1,47) = 1.25, 
p = 0.26. 
 For the computational model instantiations with 
varying coefficient of variation results demonstrate that the 
significant interaction between ratio difference and absolute 
value is only present of the middle-performing model. The 
best and worst performing model initiations do not show 
significant interactions.  
  
Model versions with constant coefficient of variation 
 For the narrow tuning curve model numerical 
discrimination performance was M = 80% (Figure 4-A). 
Performance was evaluated with a linear regression using 
ratio difference and absolute value as predictors for the 
percent correct for each trial (51 in total). Regression 
analysis 1 included ratio difference as a predictor. Ratio 
difference was a significant predictor of model performance, 
b = 2.99, t = 25.62, p < 0.001. Regression analysis 2 
included ratio difference and absolute value as predictors of 
model performance. Both ratio difference, b = 2.91, t = 
36.12, p < .001 and absolute value b = 0.0004 t = 7.57, p < 
0.001 were significant predictors of model performance. 
Regression analysis 2 accounted for more variance than 
model 1, F(1,48) = 57.38, p < 0.001. Regression analysis 3 
included ratio difference, absolute value and their 
interaction as predictors. Model performance was 
significantly predicted by ratio difference (b = 3.00 , t = 
14.53 , p < .001), but not by absolute value (b = 0.001, t = 

0.79 , p = 0.43) or their interaction (b = 0.0006 , t = 0.51 , p 
= 0.61). Regression analysis 3 accounted for more variance 
than analysis 1 F (1,48) = 28.38 p < 0.001 but not analysis 2 
F(1,47) = 0.26, p = 0.61. 
 The medium tuning curve model performance was 
M = 71% (Figure 4-B).  Regression analysis 1 included ratio 
difference as a predictor. Ratio difference was a significant 
predictor of model performance, b = 2.01, t = 24.79, p < 
0.001. Regression analysis 2 included ratio difference and 
absolute value as predictors of model performance. Both 
ratio difference, b = 1.97, t = 26.18, p < .001 and absolute 
value b = 0.0001 t = 3.11, p = 0.003 were significant 
predictors of model performance. Regression analysis 2 
accounted for more variance than model 1, F(1,48) = 9.69, p 
= 0.003. Regression analysis 3 included ratio difference, 
absolute value and their interaction as predictors. Model 
performance was significantly predicted by ratio difference 
(b = 2.03 , t = 10.46 , p < .001), but not absolute value (b = 
0.0005, t = 0.42 , p = 0.67) or their interaction (B = -0.0003 
, t = 0.31 , p = 0.75). Regression analysis 3 accounted for 
more variance than analysis 1 F (1,47) = 4.80, p = 0.01 but 
not analysis 2 F(1,47) = 0.09, p = 0.75. 
 The broad tuning curve model performance was M 
= 58% (Figure 4-C). Regression analysis 1 included ratio 
difference as a predictor. Ratio difference was a significant 
predictor of model performance, b = 0.77, t = 9.93, p < 
0.001. Regression analysis 2 included ratio difference and 
absolute value as predictors of model performance. Ratio 
difference, b = 0.76, t = 9.70, p < .001 was a significant 
predictor while absolute value b = 0.0005 t = 1.08, p =0.28 
was not. Regression analysis 2 did not account for more 
variance than model 1, F(1,48) = 1.18, p = 0.28. Regression 
analysis 3 included ratio difference, absolute value and their 
interaction as predictors. Model performance was 
significantly predicted by ratio difference (b = 0.85, t = 4.20 
, p = .001), but not absolute value (b = 0.0007, t = 0.50 , p = 
0.61) or their interaction (b = -0.0006 , t = 0.46 , p = 0.64). 
Regression analysis 3 did not account for more variance 
than analysis 1 F(1,47) = 0.69, p =0.50 or analysis 1 F(1,47) 
= 0.21, p = 0.64. 
 For the computational model instantiations with 
constant coefficient of variation results do not show 
significant interaction between absolute value and ratio 
difference for any of the model versions. Model tuning 
curve width and performance was not associated with a 
change in significant predictors of performance. For each 
model instantiation ratio difference was the sole predictor of 
performance. 
  
Experiment 2 Discussion 
 When the coefficient of variation (CoV) in neural 
firing increases with mean firing rate matches neural data 
computational results match the behavioral results in 
Experiment 1. For the changing CoV model a significant 
interaction of ratio difference and absolute value is present 
for the “middle tertile” instantiation and not the best or 
worst performing instantiations. The constant CoV models 
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performance were predicted by ratio difference only in all 
cases. These results suggest that the coefficient of variation 
in neural firing is a key aspect of the mechanism underling 
the interaction of absolute value and ratio difference. The 
characteristics of the neural tuning curves for the model 
version that best fits the behavioral data is consistent prior 
neural data (Pearson et al, 2010; Roitman et al., 2007) and 
consistent with recent adult data showing that increasing 
CoV models better account for performance on numerical 
discrimination task (Prather, in review). In sum, if we take 
into account all of the known characteristics of the neural 
coding of numerical perception the effects reported in 
experiment 1 are a logical consequence. Additionally both 
model versions demonstrate that narrower neural tuning 
curves are associated with better numerical discrimination 
as expect based on prior work (e.g., Nieder & Dehaene, 
2009; Prather, 2012). This suggests that the differences in 
behavior between participant tertiles may be due to 
differences in neural tuning curves.  

General Discussion 
 We show using a series of computational models 
that the changing precision of neural tuning curves and 
neural firing variation predicts the pattern of results reported 
in the behavioral data. Simply, if we assume neural coding 
that is consistent with neural data (Pearson et al., 2010; 
Roitman et al., 2007) the behavioral effects reported in 
experiment 1 or a logical consequence. Though the 
cognitive representation metaphors may be consistent with 
behavior, evaluation of underlying neural mechanisms is 
necessary for a full characterization of behavioral 
phenomena. We show here that using a computational 
model of known neural coding characteristic may lead us 
predictions of behavior beyond the scope of representational 
metaphors.  
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Abstract

People look at emptied spatial locations where information has
been presented during encoding. There is evidence that this so-
called ‘looking at nothing’ behaviour plays a functional role in
memory retrieval of visuospatial and verbal information. How-
ever, it is unclear whether this effect is caused by the oculomo-
tor movement of the eyes per se or if covertly shifting atten-
tion is sufficient to cause the observed differences in retrieval
performance. In an experimental study (N = 26), participants
were manipulated in being able to shift either their eyes or their
focus of attention to a blank spatial location whilst retrieving
verbal information that was associated with the location dur-
ing a preceding encoding phase. Results indicate that it is not
the oculomotor movement of the eyes that causes the facilita-
tion while retrieving verbal materials, but rather covert shifts
of attention are sufficient to promote differences in retrieval
performance.
Keywords: memory retrieval; eye movements; visuospatial
attention; memory representation; encoding-retrieval relation-
ship

Introduction
We encode the stimulus location regardless of the task (e.g.,
Andrade & Meudell, 1993). When we attempt to retrieve
the information, we automatically recall the location of the
stimulus, even if the stimulus is no longer present. Recent
research has shown that people even look at emptied spatial
locations where information was presented during encoding
when retrieving information that is associated with this lo-
cation (e.g., Altmann, 2004; Jahn & Braatz, 2014; Richard-
son & Kirkham, 2004; Richardson & Spivey, 2000; Scholz,
Helversen, & Rieskamp, 2015). There is evidence that this
so-called ‘looking at nothing’ behaviour plays a functional
role in memory retrieval of visuospatial (e.g., Johansson &
Johansson, 2014) and verbal information (Scholz, Mehlhorn,
& Krems, 2014). In the study by Scholz et al. (2014), par-
ticipants had to retrieve pieces of auditorily presented infor-
mation that were associated with a spatial location on a com-
puter screen during a preceding encoding phase. Retrieval
performance was higher when participants fixated on the area
associated with the to-be-retrieved information than when fix-
ating on another area. This result shows a facilitatory effect
of memory retrieval that can be explained by an overlap be-

tween processes engaged in the encoding and retrieval of ver-
bal information from memory. It remains unclear however
which exact mechanisms drive this facilitatory effect. Two
likely candidates are the oculomoter movement of the eyes or
covert shifts of attention (e.g., Richardson & Spivey, 2000;
Thomas & Lleras, 2009).

Guérard and Tremblay (2011) suggest that presented infor-
mation is automatically encoded in an internal memory repre-
sentation, (a common map) independently of whether it needs
to be remembered or can be ignored. We thus encode the lo-
cation of information even if it is irrelevant to the task. ‘Spa-
tial indexes’are assumed to function the role of linking ele-
ments in the internal memory representation with the exter-
nal world (e.g., Pylyshyn, 2002; Laeng, Bloem, D’Ascenzo,
& Tommasi, 2014). The spatial index is stored as part of
the internal representation and drives the eyes back to associ-
ated spatial locations (Richardson & Kirkham, 2004). Con-
sequently, in order to explain the facilitatory effect of the
looking at nothing behaviour, addressing the spatial index
by shifting attention to associated but emptied spatial loca-
tions could be sufficient to elicit enhanced retrieval perfor-
mance. Several findings support this assumption. Godijn and
Theeuwes (2004) demonstrated that attention is focused at
the saccade target location just prior to the saccade being exe-
cuted. Furthermore, attention influences what is remembered
between eye movements; it selects objects for visual pro-
cessing, guides motor action, and facilitates storage in work-
ing memory (e.g., Deubel & Schneider, 1996; Theeuwes,
Kramer, & Irwin, 2010).

Although attention usually precedes eye movements
(Deubel & Schneider, 1996), attention and eye movements
are still distinguishable processes that can be separated
(Theeuwes, Belopolsky, & Olivers, 2009; Thomas & Lleras,
2009). Thomas and Lleras (2009) for instance showed that
insight problem solving can be enhanced by covert shifts of
attention independent of eye movements. They asked partic-
ipants to solve Duncker’s radiation problem and instructed
them to simultaneously track random digits which appeared
in an order representing the solution of the problem. The two

1907



groups either tracked the digits with their eyes or with their
attention whilst keeping their eyes at the centre of the screen.
Both groups solved the problem faster than a group which
observed digits appearing only at the centre of the screen.
This experiment illustrates two things; firstly when partici-
pants separated eye movements and shifts of attention, they
performed equally, and secondly, attention shifts appear to
be sufficient to guide insight. Another study carried out by
Richardson and Spivey (2000) showed that looking at noth-
ing behaviour exists even when participants do not execute
eye movements during the encoding phase. During encoding
in an initial step, participants observed a grey matrix with four
quadrants. A mask window then closed into the centre of the
screen. The matrix moved behind the mask window to bring
each quadrant to the centre of the window, and subsequently
an auditory sentence was presented. After the presentation of
four sentences, the window expanded outwards. During re-
trieval, participants saw the empty matrix and were probed to
retrieve one of the sentences. The experiment demonstrated
that people looked at a blank region on a screen during re-
trieval, even when it was unnecessary to move their eyes dur-
ing encoding. These results may suggest that it is not the
oculomotor movement of the eyes but covert shifts of atten-
tion that lead to enhanced memory retrieval when looking at
nothing.

In order to test this assumption, an eye tracking experiment
was conducted. Similarly to Richardson and Spivey (2000),
participants listened to four sentences in each trial. Each sen-
tence was associated with a spatial area henceforth called ‘rel-
evant quadrant’of a grey two by two matrix on the computer
screen. In a retrieval phase, participants judged a statement
regarding one of the before heard sentences to be true or false.
Simultaneous to this task, participants were asked to solve a
tracking task (see Thomas & Lleras, 2009), undertaken to ma-
nipulate participants’ eye movement behaviour/shifts of at-
tention. Given previous findings (Johansson & Johansson,
2014; Scholz et al., 2014), firstly, it was assumed that partici-
pants would reach higher response accuracy scores when be-
ing guided to the quadrant where the to-be-retrieved informa-
tion was presented during encoding (match condition). When
participants’ eye movements or their attention was guided
away from the location associated with the to-be-retrieved
information, the study expected to find no facilitation effect
resulting in lower response accuracy (mismatch condition).
When participants looked at the centre of the screen (central
condition), response accuracy was expected to fall in between
the match and mismatch conditions. This is due to the partici-
pants’ gaze or attention being located at a relatively short dis-
tance away from the relevant quadrant (i.e., shorter than 15oof
visual angle as suggested by results on the so-called ‘useful
field of view’, for an overview see Irwin, 2004). Secondly,
this study assumes that eye movements do not have advan-
tages over attention shifts for rehearsing verbal information
in working memory. It is expected therefore that response ac-
curacy should not differ between the attention shift and eye

movement conditions.

Method
Participants
Twenty-six students (21 female, 24 years, ranging from 20-32
years) enrolled at the Technische Universität Chemnitz volun-
teered in the experiment in exchange for student course credit
or monetary compensation. All participants had normal or
corrected to normal vision and were native German speakers.

Apparatus and Stimuli
The study recorded gaze data using a binocular IViewX RED
eye-tracking-system from SensoMotric Instruments with a
sampling rate of 120 Hz. Data was analyzed with BeGaze
3.0, Microsoft Excel 2007 and IBM Statistics 19 (SPSS).

Stimuli was presented on a 22 inch computer screen us-
ing EPrime 2.0 software and with a resolution of 1680 ×
1050pixels. All subjects were seated at a distance of 600 mm
in front of the screen. Visual stimuli consisted of grey two
by two matrixes with quadrants sized at a height of 14.25◦

of visual angle and a width of 15.97◦ visual angle (Figure 1).
During encoding, participants observed a white circle with
a speaker symbol located in the centre of the spatial areas
or quadrants. During retrieval, participants viewed a circle
with random digits appearing in one of five locations, alter-
nating with an empty matrix in a randomized order and with
a frequency 1 Hz (tracking task, see Thomas & Lleras, 2009).
Within each trial the digit always appeared in the same circle.
Circles with speaker symbols or digits were of equal size with
a visual angle of 2.4◦. Digits had a size of approximately 1.2◦

visual angle. The distance between the centre of the screen
and the circles in the quadrants was 9.5◦ visual angle.

The auditory material was presented using Sinnheiser
HD270 headphones. Four facts were presented during each
encoding phase. One of these facts was tested during the
subsequent retrieval phase. Material for the encoding phases
consisted of 32 sentences involving fictitious scenes with a
name of an artificial city and four attributes (e.g., ‘In Rinteln
you can find a main station, a video store, a silver mine and a
television tower.’). Auditory materials for the retrieval phases
consisted of eight statements. Each statement was a true or
a false version referred to in one of the attributes of one of
the sentences presented during the encoding phase (e.g., ‘In
Rinteln you can find a main station.’ true, attribute 1).

Design and Procedure
After the instructions and a calibration phase, the experiment
began with two practice trials which adhered to the same pro-
cedure carried out in the test trials. Subsequently eight ex-
perimental trials were undertaken. Each trial followed the
same procedure and was divided into an encoding and a re-
trieval phase (see Figure 2). During the encoding phase, par-
ticipants heard four sentences, with each sentence being as-
sociated with one quadrant on the screen. Participants were
instructed to listen carefully and memorize the sentences to
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Figure 1: Example of visual stimulus material during encod-
ing (left side) and retrieval (right side)

the best of their ability. After the presentation of a fixation
cross, the retrieval phase was initiated. Participants heard one
test statement and were instructed to judge whether this state-
ment was true or false by selecting a blue (true) or red (false)
button on the keyboard. While providing the answer, partici-
pants were instructed to react to the digits of the tracking task
by pressing the space bar on the keyboard. The digits of the
tracking task either appeared in the relevant quadrant (match
condition, two trials), in one of the adjacent quadrants (adja-
cent condition, two trials), in the diagonal quadrant (diagonal
condition, two trials) or in the centre of the screen (central
condition, two trials). Trials with the digits in the adjacent
and diagonal quadrants were combined to a mismatch con-
dition because this study did not expect differences to exist
between these trials. The tracking task was designed to en-
able or disable looking at nothing behaviour by guiding par-
ticipants’ eyes either to the relevant quadrant or away from it
(eye movement condition).1 In a second experimental group,
participants were asked to fixate on the centre of the screen
and to react to the digits by covertly shifting their attention
towards them (attention shift condition). The study consisted
of a 3× 2 design. Whereby the variable tracking task was
varied within participants (match, mismatch, central) and the
variable gaze instruction (attention shift vs. eye movement)
was manipulated between participants.

Analysis
To analyze whether covert shifts of attention or eye move-
ments lead to differences in retrieval performance, gaze pat-
terns and performance in the tracking task were initially
tested to ensure that the manipulation had been successful.

In order to analyze gaze patterns, five Areas of Interest
(AOIs) were defined by positioning circles around the speaker
symbols or digits on the quadrants as opposed to the centre of
the screen. Fixations were defined by a dispersion thresh-
old of 100 pixel and a duration threshold of 100 ms. Mean
fixation times were aggregated over the trials and for the par-
ticipants in each AOI.

To analyze the performance of the tracking task, two mea-
sures were compared (see Thomas & Lleras, 2009). Firstly,

1Eye movements have also been called ‘overt shifts of
attention’(Theeuwes et al., 2009). In this study, we label the con-
dition ‘eye movement’to emphasize that this condition includes an
oculomotoric movement of the eyes.

the average reaction time between the onset of a digit featur-
ing on the screen to the reaction of a participant in press-
ing the space bar was recorded. Reaction times were ex-
pected to be similar over all the conditions, because tasks
were equal for both groups excluding the gaze instruction.
The second measure used in the comparison was the digit
identification accuracy (DIA) between the count of digits a
participant reacted to and the count of digits a participant ob-
served until they selected the response button. Again, no dif-
ferences were expected between the two experimental groups.
The dependent measure was the retrieval performance, which
was assessed as the mean percentage of correct answers for
each condition. All trials were aggregated for each condition
(match, mismatch, central) for all participants.

Results

Manipulation check

It was necessary to exclude four participants (one partici-
pant in the eye movement condition and three participants
in the attention shift condition) because more than 50 % of
their fixation time fell at the centre of the screen and less
than 25 % was located in the quadrant with the speaker
symbol during all the trials of the encoding phase. As
shown in the upper part of Table 1, the remaining partic-
ipants fixated for the majority of the time the quadrant in
which the speaker symbol was presented (attention shift con-
dition: F(4,40) = 17.43, p < .001;η2

p = .64; Bonferroni
pairwise comparisons all ps < .001; eye movement condi-
tion: F(4,60) = 29.07, p < .001;η2

p = .66; Bonferroni pair-
wise comparisons all ps < .001). During the retrieval phase
(middle part of Table 1), participants in the attention shift
condition followed the instruction and fixated at the centre
of the screen for a longer duration than on any quadrant
(F(4,37) = 12.38, p < .001;η2

p = .57; all ps < .001). In
the eye movement condition, participants followed the dig-
its with their eyes and fixated on the field showing the digit
significantly longer than on any other quadrant (F(4,59) =
6.93, p < .001;η2

p = .32; Bonferroni pairwise comparisons
all ps < .01). The difference however in fixation duration
between the quadrant featuring the digit and the centre of
the screen is not significant (p = 1.0). Nevertheless with a
mean fixation duration of 3326 ms, participants looked on
average approximately 47.26 % of the time at the quadrant
featuring the digit, which is well above the chance level of
20%. A one sample t-test supports this statistic (t(12) =
6.84, p < .001,g = 1.98). Participants of both groups per-
formed comparably well in the tracking task (lower part of
Table 1). Calculating a two sample t-test this study did not
find any significant differences in the reaction times to the
digits (t(20) = 1.04, p = .31) or the digit identification ac-
curacy (t(20) = −0.70, p = .50) between the attention shift
condition and the eye movement condition.
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Figure 2: Example trial for the encoding phase (left side) and the retrieval phase with the tracking task (right side). Original
materials in German.

Response accuracy
This study assumed superior retrieval performance in the
match compared to the mismatch condition and that the re-
trieval performance in the central condition could fall in be-
tween the performance of the match and mismatch condi-
tions. Furthermore, concerning the gaze instruction, no dif-
ferences were assumed between the attention shift and the
eye movement conditions. Figure 3 shows the results of the
gaze instruction and tracking task manipulations on response
accuracy. To test our hypotheses, we calculated a contrast
analysis for comparing hypotheses (see Rosenthal, Rosnow,
& Rubin, 2000). We chose this analysis, because it allows
testing more precise hypothesis and with a higher statisti-
cal power than a standard analysis of variance (ANOVA).2

Generally, in contrast analyses, the fit between a model (con-
veyed by contrast weights) and the data for a given partic-
ipant is expressed in a single value, most commonly an L-
value (Rosenthal et al., 2000, p. 128-130). In our case, L-
values for two different models are calculated as the product
of the weights of the models and the corresponding response
accuracies (Model A: Eye movements do not have an advan-
tage over shifts of attention. Participants in both conditions
show the highest response accuracy in the match trials and
lowest response accuracy in the mismatch trials.; Model B:
Eye movements drive the facilitation effect in the looking at
nothing paradigm and only participants in the eye movement
group show higher response accuracies in the match trials.).
Higher L-values indicate better fits between a model as speci-
fied by its contrast weights and the data. An univariate F-test
tests which of the two models better fits with the data. If
Model A better fits with the data than model B, the differ-
ence of the L-values (Model A − Model B) should lead to
a positive F-value. The p and η2

p values indicate the signifi-
cance and effect size of the observed difference. To reflect our
Model A, we assigned the match trials in both gaze instruc-
tion conditions with a contrast weight of +1, the central trials

2Furthermore, when the sample size is small like in this study,
non-significant results of a ANOVA can be hard to interpret.

Figure 3: Mean response accuracy for the three conditions of
the tracking task (match, mismatch, central), between the two
conditions of the gaze instruction (attention shift, eye move-
ment). Error bars represent standard errors.

with 0 and the mismatch trials with −1. To reflect our Model
B, we assigned contrasts similar to Model A but only for the
eye movement condition and 0 for all trials in the attention
shift condition. The results reveal a positive F-value which
is highly significant (F(5,60) = 50.28, p < .001;η2

p = 0.81)
giving strong support to our Model A that assumed differ-
ences in the conditions of the tracking task, but no differ-
ences in the variable gaze instruction. To further show that
no meaningful differences between the gaze instruction con-
ditions exist we calculated a two samples t-test comparing
response accuracy for the match condition between the eye
movement and the attention shift conditions. The test indi-
cates no significant difference between gaze instructions in
the match condition (t(20) = 1.42, p = .17,d = 0.65). There-
fore our results suggest that the mere shift of attention facil-
itates memory retrieval in the looking at nothing paradigm
and that eye movements to nothing have no advantages over
attention shifts (Figure 3).
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Table 1: Means (SDs) of fixation times and of performance in the tracking task.

Gaze instruction
Eye movement condition Attention shift condition

Mean fixation times to speaker symbol 2015 ms (685) 4555 ms (2031)
Encoding Mean fixation times to other quadrants 526 ms (400) 465 ms (499)

Mean fixation times to centre 408 ms (232) 2864 ms (1619)

Mean fixation times to digit 3326 ms (1752) 3028 ms (1445)
Retrieval Mean fixation times other quadrants 1233 ms (1295) 1939 ms (2106)

Mean fixation times to centre 2416 ms (1601) 4861 ms (2555)

Tracking Reaction times 661 ms (224) 585 ms (129)
Task Digit identification accuracy .74 (.22) .80 (.16)

Discussion
The aim of the present study was to test whether the oculomo-
tor movement of the eyes or covert shifts of attention are nec-
essary to facilitate memory retrieval in the looking at nothing
paradigm. To this purpose, this study manipulated whether
participants looked at or shifted their attention covertly to the
spatial area where the to-be-retrieved information was pre-
sented during encoding. A tracking task was carried out in
which a digit either appeared in the spatial area associated
with the probed information, or alternatively in the central
area of a screen or in one of the adjacent or diagonal areas.
Additionally, half the participants were instructed to look at a
tracking task whereas the other half was instructed to merely
shift their attention. Results show that the manipulation was
successful. During encoding, participants looked the longest
at the speaker symbol associating the auditorily presented in-
formation with the quadrant of the screen. Based on previous
research on the looking at nothing paradigm, it can therefore
be concluded that participants spatially indexed the location
where the fact was presented (Richardson & Spivey, 2000;
Richardson & Kirkham, 2004). During retrieval, participants
were also successful in following the instructions. Most of the
time, they looked at the digits in the eye movement condition.
In the attention shift condition participants fixated the centre
of the screen. Results do not show any significant differences
in reactions to the digits presented in the tracking task. Peo-
ple needed equally long to react to the digits on the screen
and reacted to about the same amount of digits. The fact that
about 20 % to 25 % of the digits were missed in both gaze
instruction conditions shows that the tracking task and the
retrieval task challenged our participants and were not easy.
The somewhat better results for the tracking task in the atten-
tion shift condition might be an indicator that participants in
this condition stuck more precisely to our instructions. Taken
together, participants in both conditions of the gaze instruc-
tion performed equally well. Although the key results are
reported here the manipulation check leaves much room for
further research and more precise examinations.

We expected participants to show higher retrieval accu-

racy when being guided towards a relevant quadrant dur-
ing retrieval of verbal information than when being guided
away from such a location. This manipulation was intended
to replicate previous findings of a facilitation effect when
looking at nothing behavior is executed with verbal material
(Scholz et al., 2014). Furthermore, we did not expect dif-
ferences in retrieval accuracy between participants that were
covertly attending and participants that were moving their
eyes to associated spatial locations. This was based on the
assumption that attention shift is sufficient to aid memory re-
trieval and that eye movements to the relevant spatial area do
not have benefits over covert shifts of attention. Our results
confirm both hypotheses. Participants in the eye movement
condition, as well as participants in the attention shift con-
dition demonstrated increased retrieval accuracy when look-
ing at/shifting attention to the relevant quadrant in compar-
ison to any irrelevant quadrant. This study therefore con-
cludes that it is not the oculomotor movement of the eyes
per se that facilitates memory retrieval whilst looking at re-
membered locations, but rather it is the covert shift of atten-
tion that facilitates retrieval. Facilitation does not appear to
be a consequence of mere oculomotor activity. It is impor-
tant to recognize however that the wording ‘facilitation effect’
has to be used with care since we cannot present direct evi-
dence that participants show improved retrieval performance
when looking at or shifting attention to indexed location in
comparison to freely looking at nothing. Nevertheless, if the
results of the central condition in this study are interpreted
as a control condition (due to no information being associ-
ated with the centre, and the centre always remaining at the
same spatial distance to the speaker symbols), the data of the
current study suggests a faciliatory effect when participants
looked at the relevant quadrant, as well as an impaired effect
when participants’ eye movements or focus of attention was
guided away. The current study reports evidence supporting
the close relationship between eye movements, memory and
attention (e.g., Belopolsky & Theeuwes, 2011). People build
a mental representation consisting of information they are
processing. This representation contains features like shapes
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and forms of objects, and it contains information concerning
spatial locations. What exactly enters the mental represen-
tation is fundamentally influenced by attention (Theeuwes et
al., 2009), and objects that are attended to are easier to pro-
cess (Posner, 1980). Accordingly, the retrieval of informa-
tion from memory is affected by shifts of attention to infor-
mation held in memory. Simultaneously, a motor response
is executed, leading the eyes to associated spatial locations.
This process facilitates memory retrieval even if we do not
execute the programmed eye movements. A reason for this
might be that attention already shifts to the locations that have
been associated with the to-be-retrieved information during
the preceding encoding phase. Attention is the mechanism
which integrates different forms of information (visual, audi-
tory) together to form a multimodal memory representation
(Theeuwes et al., 2010), and it is used to access this represen-
tation by orienting to the relevant information (Theeuwes et
al., 2009).

In conclusion, to access parts of our mental representation,
we direct our attention to certain features which activate the
programming of corresponding eye movements. Since the
programming of eye movements is highly connected to covert
shifts of attention, this study concludes that it is not ‘looking’
at nothing which facilitates memory retrieval but rather it is
an ‘attention shift’ to nothing.
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Abstract

In Dung’s abstract argumentation, arguments are either accept-
able or unacceptable, given a chosen notion of acceptability.
This gives a coarse way to compare arguments. In this paper,
we propose a counting approach for a more fine-gained assess-
ment to arguments by counting the number of their respective
attackers and defenders based on argument graph and argu-
ment game. An argument is more acceptable if the proponent
puts forward more number of defenders for it and the opponent
puts forward less number of attackers against it. We show that
our counting model has two well-behaved properties: normal-
ization and convergence. Then, we define a counting semantics
based on this model, and investigate some general properties of
the semantics.
Keywords: abstract argumentation; argument graph; argu-
ment game; graded assessment; counting semantics

Introduction
Argumentation is an important cognitive process for dealing
with conflicting knowledge based on the construction and e-
valuation of interacting arguments [1]. It has been applied
in various domains and applications such as decision making
and e-participation. The most popularly used framework to
talk about general issues of argumentation is that of Dung’s
abstract argumentation [2], which consists of a set of argu-
ments and a binary relation that represents the conflicting ar-
guments. A number of argumentation semantics for abstrac-
t argumentation frameworks have been proposed that high-
light different aspects of argumentation [3], such as admissi-
ble sets, preferred extension, and grounded extension. How-
ever, these semantics provide a rather rough way to evaluate
arguments and may result in some undesired results [4]. A
common case is that a semantics may give an empty answer.
Conversely, several answers may be provided, with nothing
to distinguish between them.

In order to overcome these difficulties, there is a trend to-
wards considering and exploring the possibility of discrimi-
nating between arguments by employing a larger number of
categories or continuous numerical scales [5–9]. One of the
main advantages of these works is that it allows for a more
fine-grained assessment on arguments than is provided by the
traditional extensions-based approaches. We aim at follow-
ing these works by evaluating the strength of arguments on a
scale of numerical values from 0 to 1 so as to finely compare
and rank arguments from the most acceptable to the weak-
est one(s). This fits well with recent interest in quantitative
measures for the ranking analysis of argumentation [10, 11].

In this paper, our fundamental idea used to formalise ar-
gument strength is essentially the same as those found in ab-
stract argumentation theory: argument x is more acceptable

1This work was supported by the Funds NSFC 61171121.

than argument y iff x has a better defence (for it) and a lower
attack (against it). In order to assess the strength of arguments
in an argumentation framework, we will consider their evalu-
ation procedures as dialogue games [12], where two fictitious
agents—one PRO (the proponent) and the other OPP (the
opponent)—take part in. A dialogue game begin with PRO
putting forward an initial argument, and then PRO and OPP
take turns in a sequence of moves called a dispute, in which
each agent makes an argument that attacks its counterpart’s
last move. In general, the counterpart can try a different line
of attack and create a new dispute. This leads to a dispute
tree structure that represents the dialogue game. Nodes in a
dispute tree are labelled by arguments and are assigned the
status of defender node and attacker node of the root argu-
ment, depending upon the argument at that node is made by
the proponent or by the opponent, or depending upon whether
the walk length between the current node and the root node is
even or odd. We claim that an argument is more acceptable
if PRO puts forward more number of defender nodes for it
and OPP puts forward less number of attacker nodes against
it. We will thus introduce a graded approach to assess the
strength of each argument based on its dispute tree by count-
ing its defender nodes and attacker nodes.

The rest of this paper is organized as follows. In Section 2
we briefly recall some background on Dung’s abstract argu-
mentation and argument game. We present the attacker and
defender counting semantics in Section 3. Some properties
of the semantics are investigated in Section 4. Section 5 dis-
cusses related work and concludes.

Preliminaries
Abstract argumentation framework
We consider the basic concepts and insights of Dung’s ab-
stract argumentation framework, in which both arguments
and attacks are assumed to be abstract entities [2].

Definition 1 (Argumentation framework) An argumenta-
tion framework (or AF, in short) is a pair AF = 〈X ,R〉 where
X is a set of arguments and R ⊆ X × X is a binary re-
lation called attack relation. For two arguments x, y ∈ X ,
(x, y) ∈ R or xRy means that x attacks y.

We denote by R−(x) (respectively, R+(x)) the subset of
X containing those arguments that attack (respectively, are
attacked by) the argument x ∈ X , extending this notation
in the natural way to sets of arguments, so that for S ⊆ X ,
R−(S) , {x ∈ X : ∃y ∈ S such that xRy} and R+(S) ,
{x ∈ X : ∃y ∈ S such that yRx}.

To define the solutions of an AF, we mean selecting a
set of arguments that satisfy some acceptable criteria. Dung
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presents several of these properties, called extensions or se-
mantics, which produce zero, one, or several sets of accepted
arguments. These semantics are based on two important con-
cepts: conflict-freeness and defence.

Definition 2 (Conflict-free, Defense) Let AF = 〈X ,R〉 be
an argumentation framework, let S ⊆ X and x ∈ X .
• S is conflict-free iff @x, y ∈ S such that xRy.
• S defends argument x iff ∀y ∈ X if yRx then ∃z ∈ S such

that zRy. It is also said that argument x is acceptable with
respect to S.

Using the notions of conflict-freeness and defence, we can de-
fine a number of argumentation semantics, each embodying a
particular rationality criterion.

Definition 3 (Acceptability semantics) Let S ⊆ X be
conflict-free, and let F : 2X 7→ 2X be a function such that
F(S) , {x ∈ X : S defends x}.
• S is admissible iff S ⊆ F(S).
• S is a preferred extension iff it is a maximal (w.r.t ⊆) ad-

missible set.
• S is a stable extension iff it attacks all arguments in X\S.
• S is a complete extension iff S = F(S).
• S is a grounded extension iff it is the minimal (w.r.t ⊆)

complete extension.

Example 1 Consider an AF = 〈X ,R〉, described in
Figure 1a, in which X = {x1, x2, x3, x4} and R =
{(x2, x1), (x3, x2), (x2, x3), (x3, x3), (x4, x2)}. For this ex-
ample, AF has three admissible sets: ∅, {x4} and {x1, x4}.
{x1, x4} is the only preferred extension of AF, and it is also
complete and grounded. AF has no stable extension.

Argument graph and argument game
An argumentation framework can be represented as a digraph,
called argument graph, in which vertices are arguments and
directed arcs characterise attack relations between arguments.

Definition 4 Let G be the argument graph associated to the
argumentation framework 〈X ,R〉:
• A walk from x to y is a sequence of arguments S =
〈x′0, x′1, · · · , x′m〉 such that x′0 = x, x′m = y and x′t−1Rx′t
for all t ∈ {1, 2, · · · ,m}. The length of this walk, denoted
by `S , is the number of edges used in the walk. We denote
the set of all walks from x to y of length ` by S(x, y, `).

• A cycle is a walk S =
〈
x′0, x

′
1, · · · , x′m−1, x′0

〉
. A cycle is

an elementary cycle iff for any i, j ∈ {1, 2, · · · ,m − 1}
such that if i 6= j then x′i 6= x′j .

• G is acyclic iff there are no cycles in G.

In this paper, we assess the strengths of arguments based
on abstract argument games without regard to the specific in-
ternal structure of the arguments [12]. These games typically
assume the presence of two fictitious agents, PRO (for “pro-
ponent”) and OPP (for “opponent”). Each game start with
PRO asserting an initial argument to be tested. OPP and
PRO then take turns in moving arguments that successive-
ly attack each other’s last move. A sequence of moves in

x1

x2 x3x4

(a)

PRO

OPP

PRO

OPP

OPP

x(0)
1

x(1)
2

x(2)
4 x(2)

3

x(3)
2 x(3)

3

x(4)
4 x(4)

3 x(4)
2 x(4)

3

(b)
Figure 1: Argumentation framework and dispute tree. (a)
shows an argumentation framework, (b) shows the dispute
tree induced in x1.

which each agent moves against its counterpart’s last move
is referred to as a dispute. Generally, however, an agent can
backtrack to a counterpart’s previous move and initiate a new
dispute. Thus, the data structure of an argument game can be
represented by an argument graph’s induced dispute tree, in
which each branch from root to leaf is a dispute:

Definition 5 (Dispute tree) Let AF = 〈X ,R〉 be an argu-
mentation framework, and let x ∈ X . The dispute tree in-
duced by x in AF is a tree T of arguments, such that the root
of T is x, and for any y, z ∈ X , y is a child of z in T iff yRz.

Nodes in a dispute tree are labelled by arguments and are
assigned the status of defender node or attacker node of the
root argument, depending upon whether the walk length from
the current node to the root node is even or odd, or depend-
ing upon whether the argument at that node is made by PRO
or by OPP. Consider two agents arguing the argumentation
framework shown in Figure 1a, and the dispute tree induced
by x1 is shown Figure 1b. Note that this dispute tree is in-
finite, since both agents are able to repeat counterarguments
due to the presence of cycles in the argument graph. In this
dispute tree, the blue solid nodes, put forward by PRO, are
defender nodes of x1, whereas, the red dotted nodes, made by
OPP, are attacker nodes of x1. Each node is also assigned a
superscript, which denotes the length of the move sequence
from the current node to the root node. Obviously, if a node
has a even-numbered superscript then it is a defender node,
otherwise it is an attacker node. Note that the root node is
also a defender node of x1 since each argument has a walk
with length 0 to itself.

In this paper, we define the argument within a defender
(respectively, attacker) node is a defender (respectively, at-
tacker) of the argument within the root node. An argument x
is a defender or an attacker of argument y depending on the
length of the walk between them. Now, let us define attacker
and defender based on argument graph:

Definition 6 (Attacker and Defender) Let 〈X ,R〉 be an
AF, and G be its argument graph. Let arguments x, y ∈ X .
• x is an attacker of y if there exists a walk S from x to y

such that `S = 2t+ 1 with t = 0, 1, 2, · · · . Then, x is said
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to be a `S -length attacker of y.
• x is an defender of y if there exists a walk S from x to y

such that `S = 2t with t = 0, 1, 2, · · · . Then, we call x is
said to be a `S -length defender of y.

Note that an defender can also be a attacker (e.g., an de-
fender node and an attacker node are labelled by the same
argument). In the same way, two defenders can be the same
argument (e.g., two different lengths of defender nodes are
labelled by the same argument) and the same thing may oc-
cur for the attackers. In [5], the authors distinguish attackers
(respectively, defenders) by direct and indirect. In this pa-
per, instead, we distinguish them by different walk and walk
length. Accordingly, if there exists m number of `-length
walks from argument x to argument y, i.e. |S(x, y, `)| = m,
then we consider that x is the m number of different `-length
attackers or defenders of y.

Example 2 Consider the argumentation graph depicted in
Figure 1. It can be easily see that there are two elemen-
tary cycles 〈x2, x3, x2〉 and 〈x3, x3〉. Since S(x2, x1, 1) =
{〈x2, x1〉} and S(x2, x1, 3) = {〈x2, x3, x2, x1〉}, thus x2
is a 1-length and 3-length attacker of x1 (corresponding
to the attacker nodes x

(1)
2 and x

(3)
2 in the dispute tree).

Note that x2 is also a defender of x1 due to the 4-length
walk 〈x2, x3, x3, x2, x1〉 (corresponding to the defender node
x
(4)
2 ). There exist two walks from x3 to x1 of length 4, i.e.,
S(x3, x1, 4) = {〈x3, x3, x3, x2, x1〉 , 〈x3, x2, x3, x2, x1〉}
(corresponding to two defender nodes x(4)3 ), thus x3 is two
different 4-length defenders of x1.

Attacker and Defender Counting Semantics
In classical abstract argumentation, arguments are either ac-
ceptable or unacceptable, given a chosen notion of accept-
ability. This gives a rather coarse way to compare arguments.
In this paper, we intend to provide a more fine-grained eval-
uation of arguments based on the graph structure of the ar-
gument system. Our basic starting point is that argument x
is more acceptable than argument y iff PRO makes more de-
fenders for x and OPP makes less attackers against x.

Towards such an idea, our approach is to count the num-
ber of all attackers and defenders for each argument. The
less the attackers and the more defenders an argument has,
the more acceptable the argument. In this approach, the main
constraint is that we must be able to identify all attackers and
defenders for each argument. This is quite easy in the case
of argument graphs without cycles. In this section, we will
introduce first a matrix approach to record and track all at-
tackers and defenders of different lengths for every argument
regardless of whether the argument graph is acyclic or cyclic.
Then, counting models are established to assess the strengths
of arguments, and a counting semantics is defined. The prop-
erties of this semantics are studied in the next section.

Finding attackers and defenders
In this subsection, we will use a series of matrices to memo-
rise the number of all walks with different lengths between

any two arguments, and will present a matrix product ap-
proach to compute these matrices.

Let AF = 〈X ,R〉 be an argumentation framework with
X = {x1, x2, · · · , xn}. We use a n× n matrix A(`) = [a

(`)
ij ]

to memorise the number of `-length walks between any pair
of arguments, which is defined as

a
(`)
ij = |S(xj , xi, `)|

Intuitively, A(0) = I where I is the identity matrix. Now let
us define another n×nmatrix A = [aij ], called attack matrix,
where entry aij is 1 iff xjRxi; otherwise 0. Obviously, A is
the transpose of the adjacency matrix of the attack graph of
AF. Then, it is easy to see that A(1) = A, and further we
have the following result:

Lemma 1 A(`) = A` for each ` = 0, 1, 2, · · · .
This lemma is common in graph theory. We introduce it

here since it provides us a way to represent and compute the
number of all walks with different lengths between any two
arguments. It implies that by this approach we can find all at-
tackers or defenders of various lengths of an argument. From
now on, we will use A` to substitute for A(`) for brevity.

Proposition 1 Let G be the argument graph of AF = 〈X ,R〉
and its attack matrix be A.
[P1] If there exists a cycle in AF, then for any positive integer

` it holds that A` 6= 0. 2

[P2] If G is acyclic, then there exists a positive integer r such
that A` 6= 0 for any positive integer ` ≤ r, and A` = 0
for any integer ` ≥ r + 1. Moreover, r is the length of
the longest walk in G.

This proposition reveals that if the attack graph of an argu-
mentation framework is acyclic, the attackers and defenders
of each argument is finite; otherwise, an argument in a cyclic
graph may have infinite attackers and defenders.

The counting models for argumentation framework
Now, we will concern on establishing the counting model for
the evaluation of arguments.

The simple counting model The basic idea behind the sim-
ple counting model is: for each argument x, for each walk
length `, to count the number of `-attackers or `-defenders
for x. We positively count all defenders and negatively count
all attackers. This is easy to understand since an argumen-
t is always weakened by its attackers and is “reinstated” by
its defenders. Therefore, in any case, the greater the number
computed, the more acceptable the argument x.

Cycles in argument graphs are expensive as the attackers
and defenders of an argument may be infinite. Here we firstly
consider the approach to count attackers and defenders under
a given maximum walk length, denoted by k, which will be
used in order to capture finite attackers and defenders. Let
AF = 〈X ,R〉 with X = {x1, x2, · · · , xn} and let v be the

2A matrix M 6= 0 means that there exists some entry in M is
non-zero. On the contrary, M = 0 means that all entries in M are
zeros.
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n-dimensional column vector over X . Given the maximum
walk length k, we define the simple counting model as

v(k) =

k∑
`=0

(−1)`A`e (1)

where e is the column vector consisting of all ones. Note
that here (−1)` encodes the consideration of positively and
negatively counting since (−1)` is −1 for odd ` and 1 for
even `. The item A`e means counting the number of all `-
length attackers or defenders of each argument. As k goes to
∞, then v(k) is the evaluation on arguments.

However, there are two problems with this simple count-
ing model. The first is that for an attack graph with cycles,
when k goes to ∞, then some arguments may have infinite
number of attackers and defenders, which may cause v(k) go
to ∞. Considering the attack graph in Figure 1a, for exam-
ple, there are 3.54 × 1020 different walks from x3 to x2 of
length 100. As the representation and processing of the in-
finite case is difficult, the simple counting model is not con-
ducive to comparison and practical application. For example,
if the counting values of two arguments are both infinite, we
can not compare them.

The second problem is that the simple counting model does
not distinguish different lengths of attackers and defender-
s. Different lengths of attackers or defenders of an argument
may have different effects on the argument. The simple mod-
el just simply counting them together and does not consider
which is more important and which is less important. In this
paper, shorter attackers and defenders are preferred, which
can effectively drive the agents to make only relevant moves,
and thus we assume that a shorter attacker (respectively, de-
fender) of an argument has more effect than a longer one on
the argument [13]. More concretely, considering the move
sequence x(4)3 → x

(3)
3 → x

(2)
3 → x

(1)
2 → x

(0)
1 in Figure 1b,

where x(0)1 , x(2)3 and x(4)3 are three defender nodes of x1, and
x
(1)
2 and x(3)3 are two attacker nodes of x1. Here, we consid-

er x(0)1 has more (defence) effect than x(2)3 on x1 since x(2)3

has a longer walk to x1. Similar viewpoint gives that x(2)3 has
more (defence) effect than x(4)5 on x1, and that x(1)2 has more
(attack) effect than x(3)3 on x1.

The improved counting model To remedy these two prob-
lems, we firstly define a normalization factor, which can en-
sure that the argument strength scale is bounded, and second-
ly we define a damping factor on walk length, which allows
a more refined treatment on different length of attacker and
defenders. Then, we write the improved counting model as

v(k) =

k∑
`=0

(−1)`α`Ã`e (2)

in which α ∈ (0, 1) is the damping factor and Ã is the nor-
malized attack matrix defined as Ã = A/N where the scalar
N is the normalization factor. Now, we can see that the damp-
ing factor α provides a graded treatment of attackers and de-
fenders of various lengths since the longer the walk length `,
the smaller the α`.

To ensure bounded v(k), the underlying principle to select
the normalization factor N should satisfy the spectral radius
of Ã no more than 1 [14, Chapter. 5]. In this paper, we select
N as the matrix infinite norm of A, defined for A by

N = ‖A‖∞ = max
1≤i≤n

n∑
j=1

|aij |

since it provides two well-behaved properties as follows:

Theorem 1 (Normalization) For any non-negative integer
k, the improved counting model v(k) defined in Equation 2
is such that 0 ≤ v(k) ≤ e.

For any argumentation system, the improved counting model
can range the strength value of each argument into the interval
[0, 1], as it uses a dynamic normalization factor N , in other
words, the norm of an attack matrix used here represents the
“size” of its corresponding argumentation framework. With
this normalization property, all arguments can be easily com-
pared. We must note that here the strength values of argu-
ments are relative and not the real number of their attackers
and defenders, hence, they do not make sense when they are
not compared with each other.

Another property is called convergence, which states that
as k goes to∞, the improve counting model will converge.

Theorem 2 (Convergence) The sequence {v(k)}∞k=0 defined
by Equation 2 necessarily converges.

The proof this theorem needs to consider two cases, i.e., at-
tack graph G contains cycle(s) or not. We can prove that for
both cases, the improved counting model always converges to
a unique solution.

The counting semantics for AF
We now define the attacker and defender counting semantics
for an argumentation framework as the limit of {v(k)}∞k=0.

Definition 7 Let AF = 〈X ,R〉 be an argumentation frame-
work with X = {x1, x2, · · · , xn}. The attacker and defender
counting semantics for such AF is, for all arguments X ,

v = lim
k→∞

v(k)

The strength value of each argument xi is denoted as v(xi).

To obtain this counting semantics, one basic idea is to com-
pute v(0),v(1), · · · until either v(k) = v(k−1) or the approx-
imation is considered adequate. If directly utilizing Equa-
tion 2, this may incur prohibitively expensive computational
cost since for each k we need to recompute all attackers and
defenders for every argument. By Equation 2, however, we
can easily derive the following iteration approach:

v(k) = e− αÃv(k−1) (3)
Then, the next valuation can be computed by the outputs of
the previous iteration. With the initial valuation v(0) = e,
we can approximate the unique solution by iteration. This
iterative approach is done by using Algorithm 1. On line 2
we substitute Â for αÃ to reduce the calculation, and on line
6 the change δ is computed. In line 7 the iteration terminates
when the change δ is under a given tolerance ε. It can be
proved that the convergence speed of this iteration algorithm
is linear and no more than α.
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Algorithm 1: An Iteration Approach for Attacker and
Defender Counting Semantics

Input: α: damping factor; A: attack matrix;
ε: prescribed tolerance;

Output: v(k): the approximate counting semantics
1 k ←− 0; v(0) ←− e;
2 Â←− αA/‖A‖∞;
3 repeat
4 k ←− k + 1;
5 v(k) ←− e− Â · v(k−1);
6 δ = ‖v(k) − v(k−1)‖;
7 until δ 6 ε;
8 return v(k);

Example 3 Consider again the argumentation framework in
Example 1. Let α = 0.98 and ε = 10−3. Then, the valuation
sequence of the attacker and defender counting model, cal-
culated by Algorithm 1, is shown in Figure 2. The valuation
sequence reflects how the strength value of each argument
changes with various maximum walk length k. After finitely
many iterations, the valuation sequence gradually tends to be
stable and converges to the approximative counting seman-
tics v = [0.89, 0.22, 0.60, 1.00]T within a tolerable range.
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Figure 2: Valuation sequence of the attacker and defender
counting model for Example 1.

Some Properties of Counting Semantics
In this section, we will give some general properties about the
attacker and defender counting semantics.

Abstraction
The first fundamental property is called abstraction, which
corresponds to the fact that the counting semantics only de-
pends on the attack relation between arguments while it is
thoroughly independent of any characteristic of arguments at
the underlying language level [10]. Formally, this property
corresponds to the fact that argumentation frameworks which

are isomorphic have the “same” (modulo the isomorphism)
counting semantics, as stated by the following definitions:

Definition 8 (Isomorphism) Two argumentation frame-
works AF1 = 〈X1,R1〉 and AF2 = 〈X2,R2〉 are isomorphic
iff there exists a bijective function τ : X1 7→ X2 such that for
any x, y ∈ X1, xR1y iff τ(x)R2 τ(y).

Theorem 3 Let vAF1
α and vAF2

α be the attacker and defend-
er counting semantics of AF1 and AF2 respectively, under a
given damping factor α. For any isomorphism τ from AF1 to
AF2 and for any x ∈ X1, it holds that vAF1

α (x) = vAF2
α (τ(x)).

With this result, we have the following corollary about the
argumentation framework whose argument graph is an ele-
mentary cycle:

Corollary 1 If the argument graph G of an AF = 〈X ,R〉 is
an elementary cycle, then for any arguments x, y ∈ X , we
have vα(x) = vα(y).

We have stated that the strength values of arguments are
relative and do not make sense when they are not compared
with each other. Actually, in most applications, we merely
concern the ranking (ordering) over arguments induced by the
counting semantics. Given the damping factor α, the ranking
�α on the set of arguments X derived from the counting se-
mantics vα is defined by: for any x, y ∈ X , x �α y iff
vα(x) ≥ vα(y). Intuitively, �α is total (i.e., ∀x, y ∈ X ,
x �α y or y �α x) and transitive (i.e., ∀x, y, z ∈ X , if
x �α y and y �α z, then x �α z). Note that here x �α y
means that argument x is at least as acceptable as argument y
w.r.t. α. Formally, we define x 'α y if and only if x �α y
and y �α x, which means x and y are equally acceptable
w.r.t. α. Moreover, x �α y, meaning x is strictly more ac-
ceptable than y w.r.t. α, if and only if x �α y but not y �α x.

Corollary 2 Assume AF1 = 〈X1,R1〉 and AF2 = 〈X2,R2〉
be isomorphic w.r.t. τ , for a given damping factor α, then we
have ∀x, y ∈ X1, x �AF1

α y iff τ(x) �AF2
α τ(y).

Actually, this corollary is equivalent to Theorem 3, and s-
tates that two isomorphic argument graphs give rise to two
equivalent rankings on arguments.

Damping-independent ranking
Different damping factor α may affect the results of the
counting semantics, and thus may give the different ranking
on arguments. More specifically, for an argumentation frame-
work 〈X ,R〉, for two different damping factors α and α′, and
for two arguments x, y ∈ X , the counting semantics vα may
give that vα(x) ≥ vα(y), i.e. x �α y, while the seman-
tics vα′ may give the opposite result vα′(y) ≥ vα′(x), i.e.
y �α′ x. To investigate how different α influence the ranking
on arguments is a quite complex thing, and we will discuss it
in our future works. In this paper, we mainly concern on the
properties which always hold for any damping factor α.

Proposition 2 Let xi, xj ∈ X . For any damping factor α ∈
(0, 1), the ranking �α induced by the counting semantics vα
satisfies:
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[P1] IfR−(xi) = ∅ andR−(xj) 6= ∅, then xi �α xj .
[P2] IfR−(xi) = R−(xj), then xi 'α xj ,
[P3] IfR−(xi) ⊂ R−(xj), then xi �α xj .

Property [P1] states that non-attacked arguments are al-
ways the most acceptable and attacked arguments always
have non-maximal valuation. This property is common in
many proposals [5,6,11]. Property [P2] shows that two argu-
ments with the same 1-length attackers always have the same
valuation (and thus are always equally acceptable). Proper-
ty [P3] reveals that an argument xi, whose 1-length attackers
pertain to the set of 1-length attackers of argument xj , is al-
ways more acceptable than xj . Using these properties, we can
easily identify some rankings between arguments regardless
of the damping factor α.

Example 4 Consider again the argument graph shown in
Figure 1a where R−(x1) = {x2}, R−(x2) = {x3, x4},
R−(x3) = {x2, x3} and R−(x4) = ∅. Obviously, x4 has
the highest rank; x1 � x3 since R−(x1) ⊂ R−(x3). Then,
we have the rankings: x4 � x1 � x3 and x4 � x2.

One strong result generalizes Proposition 2 in two ways:
first it considers arbitrary number of 1-length attackers and
second, it considers various strengths of arguments. This in-
volves a relation that compares sets of arguments, i.e. set
comparison: Let vα be a ranking on set X of arguments
with respect to α and let S1, S2 ⊆ X , S1 vα S2 iff there
is an injective mapping λ from S1 to S2 such that for all
x ∈ S1, λ(x) �α x. Obviously, if S1 vα S2, there must
be |S1| ≤ |S2| and for any x ∈ S1, there exists an argument
y in S2 such that y �α x.

Theorem 4 Let vα be an attacker and defender counting se-
mantics w.r.t the damping factor α. For any xi, xj ∈ X , if
R−(xi) vα R−(xj), then it holds that xi �α xj .

This theorem tells us that argument xi is at least as acceptable
as argument xj , when the 1-length attackers of xj at least
as numerous and well-ranked as those of xi. The relation
of set comparison between S1 and S2 is strong, denoted by
S1 <α S2, iff it satisfies two conditions: (1) S1 vα S2; (2)
|S1| < |S2| or for some x ∈ S1 such that λ(x) �α x and
λ(x) 6'α x. Then, we have the strong version of Theorem 4:

Theorem 5 Let vα be a counting semantics w.r.t the damping
factor α. For any xi, xj ∈ X , ifR−(xi) <α R−(xj), then it
holds that xi �α xj .

Example 4 (Continued) Now, let us compare arguments x2
and x3. Intuitively, |R−(x2)| = |R−(x3)|. We de-
fine the injective mapping λ from R−(x3) to R−(x2) as:
λ(x3|R−(x3)) = x3|R−(x2) and λ(x2|R−(x3)) = x4|R−(x2),
where x|S means the element x in set S. Based on the pre-
vious rankings: x3|R−(x2) ' x3|R−(x3) and x4|R−(x2) �
x2|R−(x3), we have R−(x3) < R−(x2), and by Theorem 5,
we have x3 � x2. Then, we can conclude the ranking on all
arguments in Figure 1a: x4 � x1 � x3 � x2, which are
consistent with the results in Example 3.

Related Work and Conclusion
This paper mainly focuses on evaluating arguments by as-
signing a strength to each argument. In this regard, there ex-
ists numerous works [5–8,11], etc. However the most related
works may be the gradual approach in [5] and the equation-
al approach in [8] since both these two approaches and our
counting approach can be seen as interaction-based approach-
es, i.e., evaluating arguments based on the graph structure of
the argumentation framework. Our model can be seen as a
linear model and has significant computational advantages.

In the short term, future work mainly aim to the following
aspects. First, the damping factor plays an important role in
our counting semantics. How the damping factor influences
the results and how to decide it are two urgent problems. Sec-
ond, argumentation has become social activities by Web 2.0
in our daily life 3. How to extend our work to evaluate argu-
ments in social context is another research point.
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Abstract

To adapt in an ever-changing world, people infer what basic
units should be used to form concepts and guide generaliza-
tions. While recent computational models of human repre-
sentation learning have successfully predicted how people dis-
cover features from high-dimensional input in a number of do-
mains (Austerweil & Griffiths, 2013), the learned features are
assumed to be additive. However, this assumption is not al-
ways true in the real world. Sometimes a basic unit is substitu-
tive (Garner, 1978), which means it can only be one value out
of a set of discrete values. For example, a cat is either furry
or hairless, but not both. In this paper, we explore how people
form representations for substitutive features, and what com-
putational principles guide such behavior. In a behavioral ex-
periment, we show that not only are people capable of forming
substitutive feature representations, but they also infer whether
a feature should be additive or substitutive depending on the
observed input. This learning behavior is predicted by our
novel extension to the Austerweil and Griffiths (2011, 2013)’s
feature construction framework, but not their original model.
Our work contributes to the continuing effort to understand
how people form representations of the world.
Keywords: learning; additive features; substitutive features;
Bayesian nonparametric modeling; feature learning

Introduction
People have the remarkable capability of forming concepts
that enable them to generalize beyond what they have en-
countered so as to guide their behavior. To form these con-
cepts, one must deal with uncertainty, not only of what ob-
jects are present, but also of what the basic units of objects are
– or “features” – that represent the objects. Most theoretical
frameworks of concept learning treat these basic units as im-
mediately available to learners. However, there are an infinite
array of properties that could be used as features to encode
objects (Goodman, 1972), raising the question of whether
people infer these basic units from their observations of the
world, and if so, how. Recently, Austerweil and Griffiths
(2011, 2013) presented a computational framework for ex-
plaining how people construct feature representations from
raw sensory input. Their framework captures several theo-
retical aspects of human feature construction (e.g., arbitrary
number of features and context sensitivity), as well as em-
pirical studies of human feature construction. Their findings
synthesize and complement previous research in the literature
that shows people are able to infer features of objects from
their environment (Schyns, Goldstone, & Thibaut, 1998).

Computational models of feature learning typically as-
sume that features are independent and additive (Austerweil
& Griffiths, 2013; Goldstone, Greganov, Landy, & Roberts,
2008). That is, given a set of features inferred from objects
of the same concept, a novel object exhibiting a combination
of those features should also be an instance of that concept

as well. For instance, if we are given a group of cats and in-
fer “having whiskers”, “making meow sounds”, “furry”, and
“hairless” as the features for the concept “cat”, then a novel
animal which both meows and looks furry is most likely a cat.
However, this additive assumption can be problematic when
features are substitutive (Garner, 1978). For example, a cat is
either furry or hairless, but it cannot be both furry and hair-
less – they are two values of a “hair” feature. When learning
features from raw sensory input, people are not told whether
a feature is additive or substitutive, but must infer this while
constructing features. How do people infer whether a newly
constructed feature is additive or substitutive?

Previous work has identified psychological consequences
of features being additive or substitutive (Garner, 1978; Gati
& Tversky, 1982; Kemp, 2012). For example, Kemp (2012)
found that some categories are easier to learn when they are
defined as substitutive rather than additive features. In these
studies, participants knew whether a feature was additive or
substitutive based on prior knowledge. However, how do
people learn whether a newly constructed feature is additive
or substitutive in the first place (in which case, it might be-
come prior knowledge in the future)? Building on the work
of Austerweil and Griffiths (2011, 2013), we present a novel
computational model for capturing how people construct fea-
tures from raw sensory input, while learning whether those
features should be additive or substitutive. The new model
predicts a bias towards learning substitutive features when
parts of objects are negatively correlated in the input, and we
find support for this tendency in a behavioral experiment.

The outline of the paper is as follows. First, we review
Austerweil and Griffiths (2013)’s feature construction frame-
work. Next, we develop a novel Bayesian nonparametric
model that constructs features while learning whether each
of those features should be substitutive or additive. Then,
we present a behavioral experiment testing a prediction of
the proposed model and demonstrate that it explains human
behavior better than the original model from Austerweil and
Griffiths (2011). Finally, we discuss the implications of our
results and some directions for future research.

Modeling Feature Learning
Inferring latent features in binary images
Viewing feature learning as Bayesian nonparametric infer-
ence is one proposed explanation of how people discover
the features of objects (Austerweil & Griffiths, 2013). For
the particular problem of feature learning with binary im-
ages, the Indian Buffet Process (IBP; Griffiths & Ghahra-
mani, 2011) with a noisy-or likelihood function (the IBP
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noisy-or model; Wood, Griffiths, & Ghahramani, 2006) is
typically used (Austerweil & Griffiths, 2013). According to
this model, the learning problem is formalized as finding the
most probable assignment of features to objects Z and feature
images Y given the raw sensory input of a set of objects X.
X, Y, and Z are all defined to be binary matrices (see Figure
1). X is the data matrix, where each row corresponds to the
image of an object, and each column contains the pixel values
at that location for all objects. So, Xnd = 1, indicates that the
dth pixel of the nth object is “turned on” (i.e., it is non-blank).
Y is the feature image matrix where each row is the image of
its corresponding feature, and each column indexes the pixel
locations. So, Ykd = 1, indicates that the dth pixel of an object
should be “on” if that object has feature k (subject to the noise
introduced by the model; more details below). Finally, Z is
the feature ownership matrix, where each row corresponds
to an object, and each column corresponds to a feature. So,
Znk = 1, indicates that object n has feature k, which in turn
suggests that the pixels that feature k can turn on are likely to
be present in object n.

Figure 1: A schematic illustration of the Z,Y,X matrices in
the IBP noisy-or model. Figure reprinted from Austerweil
and Griffiths (2011) with permission.

One challenge in learning a latent feature representation
under this model is that one does not know a priori the num-
ber of latent features that best accounts for the collection of
objects X. Instead, that number needs to be inferred from the
data as well. The inference problem is also highly undercon-
strained because only X is observed, while both Y and Z need
to be inferred from X. In terms of Bayesian inference, this
means that the joint posterior distribution of Y and Z needs
to be estimated solely based on the observed data X:

p(Y,Z|X) ∝ p(X|Z,Y)p(Y)p(Z) (1)

Using Bayes’ rule, Equation (1) shows how the inference of
p(Y,Z|X) can be decomposed into two subtasks: to find the
most likely Y and Z matrices, one should maximize the like-
lihood p(X|Z,Y), corresponding to how well our feature rep-
resentation captures the observations, and the prior probabili-
ties p(Y) and p(Z). In the IBP noisy-or model, the prior distri-
bution on Z is the IBP, which allows an infinite number of fea-
tures to be inferred, but includes a penalty for overly complex
representations. Details on how the IBP prior achieves this
goal, including the culinary metaphor that provides the intu-
ition of IBP can be found in Austerweil, Gershman, Tenen-

baum, and Griffiths (2015). Here we describe the genera-
tive process definition. First, the probability of the nth object
having a pre-existing feature k is proportional to number of
objects that already have feature k (i.e., mk in Equation 2),
divided by the number of objects observed so far (i.e., n):

p(Znk = 1|Z−nk) ∝
mk

n
(2)

where Z−nk is the feature assignments without Znk.
The nth object also can take on novel features as well. The

probability that the nth has f novel features, which have not
been observed in the first n− 1 objects, is ppoisson( f ; α/n).
That is, this probability is evaluated as the chance of obtain-
ing the sample f from a Poisson distribution with a mean of
α/n. Here, α is a free parameter of the model, which we set to
1 for models throughout this paper. The IBP noisy-or model
defines the prior distribution on Y by treating elements in Y
as independent and identically distributed, each with a prior
probability of θ to take the value 1 (Ykd ∼ Bernoulli(θ)).
The value of θ is set to 0.02 here, constraining the model to
prefer Y with empty feature images (i.e., values set to 0) un-
less the feature images describe X well.

The likelihood function p(X|Y,Z) is defined with respect
to the chance of generating the observed data X given a spe-
cific configuration of Y and Z. In the IBP noisy-or model, the
matrix product of Z and Y is first computed. This product is a
matrix of the same dimensions as X, whose elements can be
interpreted as “weights” that indicate the total strength pos-
sessed by the current latent feature representation (i.e., Z and
Y) to turn on various pixels of observed objects. Intuitively,
if the weights are large where elements in X are in fact 1,
and the weights are small where elements in X are 0, then the
corresponding Z and Y may be close to the optimal feature
representation. Formally, the likelihood function is

p(X|Y,Z) = ∏
n,d
|xnd− (1− ε)(1−λ)znyd |, (3)

where λ (set to 0.95) is the probability that a feature whose
image has the current pixel on and is being used to represent
the current object whose image succeeds to turn that pixel
on in the current object, ε is the probability that a pixel in
an image is on by chance (set to 0.05). As a result of jointly
maximizing the likelihood function and the prior probabilities
of Y and Z, the IBP noisy-or model trades off keeping the
feature representation as simple as possible with the model’s
ability to explain the data X.

The additive nature of the IBP noisy-or model
Although the IBP noisy-or model has been shown to capture
how the distribution of parts affects the feature representa-
tions people form (Austerweil & Griffiths, 2011), the features
found by the model are always additive. For example, con-
sider a scenario where half of the objects X have part A but
not part B, the other half have part B but not part A, and no
object has both part A and part B. The IBP noisy-or model
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will correctly discover these features and, through the learn-
ing of the feature image matrix Y, encode the information
that both feature A and feature B are valid features for this
group of objects. With this representation, the model will not
only assign a high probability to any new object with either
feature A or feature B, it will also regard a novel test object
with both feature A and feature B as highly probable. The
model considers feature A and feature B to be additive, be-
cause features are assumed to be independent of each other.
The negative correlation between feature A and feature B is
ignored by the model.1

A substitutive variation of the IBP noisy-or model
To add the capability of inferring substitutive features to the
IBP noisy-or model, we propose a simple extension to the
original model. Instead of there being only one feature im-
age matrix Y, the new model has two Y matrices: Y1 and Y2.
Therefore, a single feature has two alternative feature images
(i.e., the two values the feature can take), each represented by
the corresponding row vector in Y1 and that in Y2. Addition-
ally, we used a new indexing matrix F that is the same size
as Z and whose elements encode which image matrix should
be used if an object takes a feature. The elements of F take
on the value of 0 when the corresponding value in Z is also
0, and the value of 1 or 2 when the corresponding value in
Z is 1. That is, for features that are present in an object, as
indicated by Z, the values in F indicate which of the two Y
matrices (1 or 2) is its value.

The feature learning problem is then to infer Y, Z and F
from the observed X. Similar to Equation (1), we use Bayes’
rule to decompose the posterior into simpler terms:

p(Y,Z,F|X) ∝ p(X|Y,Z,F)p(F|Z)p(Y)p(Z) (4)

The prior distribution on Z is the same IBP prior as in the
original IBP noisy-or model. Conditioned on object n taking
feature k (Znk = 1), Fnk is equally likely to be 1 or 2. If object
n does not take feature k (Znk = 0), then Fnk = 0 with proba-
bility 1. So, its value for the infinite number of features that
are not assigned to any object is 0. The prior on each Y is the
same as in the original model. The calculation of the likeli-
hood p(X|Y,Z,F) is also similar to the case of the original
model, except that feature images are retrieved conditioned
on the values of F and Z rather than on Z alone.

Crucially, this new model is capable of representing a sub-
stitutive feature, because the elements in the F matrix are ei-
ther 1 or 2, but not both. For example, if a pair of parts, A and
B, are negatively correlated across objects in the input (mean-
ing that they almost never occur together), this new model
will strongly favor a representation of a single feature with
two alternative features images, one corresponding to Part A

1Existing connectionist feature learning methods (e.g., CPLUS;
Goldstone et al., 2008) would also struggle learning substitutive fea-
tures. One way to extend them to learn substitutive features would
be to use a gating mechanism (Frank, Loughry, & O’Reilly, 2001).

and the other corresponding to Part B. The model favors this
representation over one with two additive features because
the IBP prior favors feature representations with fewer fea-
tures. Given this representation, test objects with either Part
A or Part B will be regarded as highly probable, because the
learned representation is exactly “one feature”, in the form of
A or B. Test objects with both parts will however be consid-
ered rather improbable, because the model lacks the neces-
sary representation (which would be a two-feature represen-
tation) to account for those two parts simultaneously. Note
that additive features can also be learned by the model when
it is appropriate. This occurs when the pixels are all off for
one of a feature’s images. Thus, in some sense, it is a gener-
alization of the original additive IBP noisy-or model.

The inherently additive IBP noisy-or model and our newly
proposed model are two hypotheses for how people learn fea-
ture representations. The question of interest is, in what cir-
cumstances, if any, do people form substitutive representa-
tions of negatively correlated parts in objects? Our behavioral
experiment aims to find an answer to this question.

Behavioral Experiment: Learning Additive or
Substitutive Features in Vertical Bar Images

The goal of this experiment is to investigate whether people
form additive or substitutive feature representations given 1)
the co-occurrence patterns of parts within each image and 2)
the way that parts are distributed across observed images. Ac-
cording to our model, the prediction is that people should
prefer an additive representation for parts that occur inde-
pendently. People are expected to prefer a substitutive fea-
ture representation for negatively correlated parts – that is,
those that are never observed together in the same image,
even when they have been observed separately in the set of all
training images. Correspondingly, this experiment consists of
two conditions - an additive condition and a substitutive con-
dition - which test these two predictions respectively.

Methods
Participants Forty Amazon Mechanical Turk workers par-
ticipated in this experiment (20 in each condition). Each was
paid $0.20 for about 90 seconds of work.

Stimuli We designed artificial stimuli in the form of images
containing vertical bars within a square box. Each box had 4
slots where vertical bars can appear. In both conditions, par-
ticipants were exposed to a total of six stimuli (i.e., six square
boxes with vertical bars in them). Four of the six stimuli were
shared between the two conditions (see Figure 2). These four
images are selected so that the locations of bars are counter-
balanced and images with 1, 2, and 3 bars were all observed.

The crucial difference between the additive condition and
the substitutive condition is the two additional images.2 In the

2We also ran a baseline condition, which consisted of only the 4
training images shown in Figure 2. The results were identical to the
substitutive condition reported here. This suggests people are biased
towards the substitutive interpretation of features.
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Figure 2: Four training stimuli were shared between the ad-
ditive condition and the substitutive condition.

(a) Additive condition (b) Substitutive condition

Figure 3: Two additional training stimuli were different be-
tween conditions. In the substitutive condition, the second
and third vertical bars were perfectly negatively correlated.

additive condition, as shown in Figure 3a, these additional im-
ages demonstrate that all vertical bars can co-occur in a stim-
ulus, most evidently shown by the image where all four bars
appeared together. In the substitutive condition, as shown in
Figure 3b, these additional images are consistent with a pat-
tern that is already in the four shared images: the second and
third vertical bars are never observed together.

(a) co-occurring (b) single (c) non-occurring

Figure 4: Test stimuli were grouped into three types depend-
ing on the configuration of the second and third bars.

In both conditions, participants rated the likelihood of ob-
serving the four novel test stimuli while the training stimuli
remained visible (more details in the procedure section be-
low). Because the crucial difference between the additive
and substitutive conditions is whether the second and third
bars co-occurred in the training set, these test stimuli were
grouped into 3 different groups defined by the arrangement
of those two bars for evaluating participant ratings: a “co-
occurring” groups where both the second and third bars are in
a test stimulus, which included the two stimuli in Figure 4a;
a “single-occurring” group where either the second or third
bar is in a test stimulus (see 4b), and a “non-occurring” group
where neither of the two bars is in a test stimulus (see 4c).

Procedure The procedure is identical in both conditions
(they only differed in which two extra images were given).
At the beginning of an experiment, participants were pre-
sented with the 6 training images appropriate to their con-
ditions along with the following cover story:

Recently a group of archaeologists found a cave with a

collection of different images on its walls. The archae-
ologists believe the images could have been left by a
prehistoric civilization. The images are shown below.
Please take a few moments to investigate the images.
You’ll be asked questions about these images later.

Participants had to spend at least 30 seconds studying the
training images before they were able to continue (although
they could study the images for as long as they wanted). Af-
terwards, they were given the following test instructions:

It looks like there are many more images on the cave
wall that the archaeologists have not yet had a chance
to record. If the archaeologists explored the cave wall
further, which images do you think they would be likely
to see?

You will be presented with a few images, and your task
is to rate how likely you believe it is that each image will
be discovered in that cave, based on the images that you
just studied.

Each test trial presented one test stimulus, and to minimize
memory effects, training images were also shown alongside
the test stimulus. For each test stimulus, participants were
asked “How likely do you believe this image will be discov-
ered in the cave?” and instructed to rate the likelihood using
a scale ranging from 1 to 5. They were clearly instructed that
1 meant least likely and 5 meant most likely. Once partici-
pants committed to a rating, the experiment was programmed
in such a way that they could not go back to previous test
trials to modify their ratings.

Results and Discussion
Figure 5 shows the average ratings of participants for each
group of test stimuli in both conditions. In the additive condi-
tion (see Figure 5a), participants rated the test stimuli from all
three groups equally large (F(2,77) = 1.60, p > 0.2), regard-
less of whether the second and third bars were in the same
image (the co-occurring group), only one of the two bars was
in an image (the single group), or neither of the two bars was
in an image (the non-occurring group). Crucially, there was
no difference in the ratings between test co-occuring and sin-
gle test stimuli (mean difference = -0.075, post-hoc Tukey
test p > 0.5), indicating that participants treated the second
and third bars as additive features, allowing them to appear in
the same image. Participants did not distinguish between sin-
gle and non-occurring stimuli either (mean difference = -0.5,
post-hoc Tukey test p > 0.3).

In contrast, participants in the substitutive condition gave
significantly different ratings to the test stimuli of the three
different groups (F(2,77) = 3.29, p < 0.05; see Figure 5b).
In particular, stimuli of the co-occurring group present re-
ceived a much lower rating than stimuli of the single group
(mean difference = -0.88, post-hoc Tukey test p< 0.05). This
difference in rating suggests that participants formed a sub-
stitutive feature representation for the second and third bars –
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Figure 5: Subjects in the additive condition rated images with
both the second and third bars as high as images without only
one of those bars. Meanwhile, subjects in the substitutive
condition gave images with both the second and third bars a
significantly lower rating.

only one of them can be in an image at a time. No significant
difference was found between the ratings of the co-occurring
and non-occurring groups (mean difference = -0.53, post-hoc
Tukey test p > 0.3), or between the single and non-occurring
groups (mean difference = 0.35, p > 0.5).

Comparison to Model Predictions Overall, the results
suggest that people can infer a substitutive feature represen-
tation for parts that are consistently negatively correlated in
the input. They can also infer an additive feature representa-
tion when it is appropriate. Qualitatively, this contrasts with
the prediction of the original IBP noisy-or model, which only
forms additive representation of features regardless of the
distribution of parts within and across objects. To examine
the extent to which the original IBP noisy-or model and our
proposed substitutive extension can describe human feature
learning, we compared participant ratings to the predictions
of these two models. To simplify the computational work-
load, the training images were downsampled to a resolution of
4 by 4 pixels without affecting the distributional information
in these images. A Gibbs sampler was implemented for each
model and run for 2000 iterations, where the 1001-2000th
posterior samples were extracted as hypotheses of latent rep-
resentations inferred by the models. We then searched among
the 1000 hypotheses and extracted the one that maximized the
generative probability of the test stimulus t:

p(t|training stimuli) = max p(t|inferred feature reps) (5)

where a “feature rep” is the inferred Z and Y matrices in the
original IBP noisy-or model, and Z, F, and two Y matrices in
our substitutive extension to the IBP noisy-or model. These
probabilities were then normalized to a 1-5 scale so that the
results are comparable to participant ratings.

Unsurprisingly, model predictions were more extreme and
did not show as much variation as in participant ratings. How-
ever, we can still assess the qualitative similarity between the
model ratings as shown in Figure 6 and participant ratings

shown in Figure 5. As expected, the original IBP noisy-
or model (Figure 6a) rated co-occurring, single, and non-
occurring stimuli equally high regardless of whether the train-
ing condition was additive or substitutive. This is because the
original IBP noisy-or model inferred four independent fea-
tures, each of which represented a vertical bar at one of the
four possible locations in a stimulus. Although such an addi-
tive representation correctly predicted the average rating be-
havior of participants in the additive condition (R2 = 0.99), it
failed to explain the lower ratings for the co-occurring stimuli
in the substitutive condition (R2 = 0.44).

The substitutive IBP noisy-or model, successfully pre-
dicted participant ratings in both conditions (Figure 6b).
Given the substitutive images, it rated co-occurring stimuli
much lower than the other two types of test stimuli (R2 =
0.83), because it represented the negatively correlated parts
(i.e., the second and third bars in the training images) as two
alternative, but never co-occurring, values of a single feature.
At the same time, it also predicted behavior relatively well in
the additive condition (R2 = 0.86). The R2 value is slightly
lower for the additive condition, which is most likely due to
its built-in tendency towards substitutivity by having two Y
matrices hardcoded in the model. However, it still qualita-
tively captured human performance in the additive condition.
Thus, our newly proposed model described the overall pat-
tern of human feature learning in our experiment better than
the original IBP noisy-or model.

Conclusions and Future Directions
In this paper, we explored how people learn additive or sub-
stitutive features depending on the distribution of parts over
objects using computational models and a behavioral exper-
iment. In the experiment, one group of participants received
images without negatively correlated parts (i.e., the additive
condition), and the other group received images where two
parts were never seen together (i.e., the substitutive condi-
tion). Our results demonstrated that the latter group readily
treated the negative correlated parts as substitutive features:
novel images with both those parts present were given a sig-
nificantly lower rating than novel images with only one of
those parts. However, what computational principles do peo-
ple use to form substitutive feature representations? To an-
swer this question, we proposed an extension to the original
IBP noisy-or model (Austerweil & Griffiths, 2011), which
allows a single feature to be realized in two alternative, but
never co-occurring forms. The resulting substitutive IBP
noisy-or model successfully captured the rating pattern of
participants in the substitutive condition, improving upon the
original IBP noisy-or model that failed to do so.

Building upon the behavioral paradigm and computational
framework introduced in this paper, we plan to further investi-
gate the issue of substitutive representation in human feature
learning. First, we will test the generality of the results by
using more natural perceptual and conceptual stimuli. This
should also help address the potential confound of there be-
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Figure 6: The both the original IBP noisy-or model and our model captured the additive condition reasonably well, but only
our model predicted subjects’ ratings in the substitutive condition.

ing more bars in the substitutive condition than additive con-
dition (this can also be addressed by having six possible bars
and equating the number of bars in each image across condi-
tions). We will also pursue how well the substitutive model
explains human performance while parametrically manipu-
lating the negative correlation of the parts. In the substitutive
condition of the current experiment, the parts of interest are
perfectly negatively correlated. However, presumably, such a
strong correlation is rare in the real world, and people should
adjust their representation between extreme additivity and ex-
treme substitutivity based on the observed correlation. Fur-
ther, we will generalize the substitutive IBP noisy-or model
to learn substitutive features with more than two values (e.g.,
line styles can be “solid”, “dashed”, or “dotted”), as previ-
ous work has demonstrated people can learn categories with
three-valued features (Aitkin & Feldman, 2006). One poten-
tial way to address this limitation is to generate a set of fea-
ture image matrices from a Dirichlet Process (DP; Ferguson,
1973). This results in the number of feature image matrices
also being inferred, which will enable the model to represent
multi-valued substitutive features, thus extending the current
model’s assumption that substitutive features can only have
two possible values. Together with the current findings, fu-
ture work will further illuminate how people construct repre-
sentations beyond the simple case of binary additive features.
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Abstract 

Readers misinterpret garden-path sentences such as While the 
man hunted the deer that was brown and graceful ran into the 
woods as meaning The man hunted the deer that was brown 
and graceful and the deer ran into the woods. The “Good-
enough” processing account proposes that misinterpretation 
occurs when readers are satisfied with the interpretation 
derived from the first-pass parse, and thus do not bother to 
fully reanalyze the sentence (Ferreira et al., 2001; 
Christianson et al., 2001). Such an account predicts that there 
should be more evidence of reanalysis at the disambiguating 
verb (ran) on trials with correct responses to the question Did 
the man hunt the deer?, than on those with incorrect 
responses. The present study tested this prediction using 
separate self-paced reading and event-related brain potential 
(ERP) experiments. Results from Experiment 1 (self-paced 
reading) showed no difference in the reading time at the 
disambiguating verb between trials that were answered 
correctly and those that were answered incorrectly. 
Experiment 2 (ERP) corroborated this finding by showing no 
difference in the amplitude of the P600 component elicited by 
the disambiguating verb in trials with correct responses and 
those with incorrect responses. However, results from a 
norming experiment showed that plausibility information 
significantly predicted question accuracy in both experiments. 
Overall, these results suggest that responses to questions 
intended to probe whether garden-path sentences are fully 
reanalyzed do not always answer that question, but can 
instead be determined primarily by the plausibility of the 
events described in that question.  

Keywords: lingering misinterpretation; reanalysis, good-
enough processing; ERPs, P600 

Introduction 
It has been well established that when reading sentences like 
(1), readers slow down at the main clause verb ran, because 
they have initially interpreted the noun phrase the deer that 
was brown and graceful as the object of the subordinate 
clause verb hunted. At the main clause verb ran, the parser 
realizes that ran lacks a subject and triggers reanalysis. This 
is termed the garden-path effect. Successful reanalysis 
would lead to the noun phrase being deleted from the object 
role of the subordinate clause verb hunted and attached to 
the main clause verb ran as its subject.  
 
(1) While the man hunted the deer that was brown and 

graceful ran into the woods. 
(2) Did the man hunt the deer? 
(3) Did the deer run into the woods? 

 
Traditional accounts of sentence processing, regardless of 
whether they are serial or parallel, assume that readers 
ultimately reach the correct interpretation after reading 
garden-path sentences such as (1). However, several studies 
have shown that readers do not always arrive at the correct 
interpretation (Christianson, Hollingworth, Halliwell, & 
Ferreira, 2001; Christianson, Williams, Zacks, & Ferreira, 
2006; Ferreira, Christianson, & Hollingworth, 2001). 
Rather, they tend to misinterpret the sentence as meaning 
that The man hunted the deer that was brown and graceful 
and the deer ran into the woods, as evidenced by a high rate 
of erroneous “yes” responses to (2), although the correct 
interpretation licensed by syntax should be The man hunted 
something unspecified and the deer that was brown and 
graceful ran into the woods. Such misinterpretation arises 
because the initial misinterpretation derived from first-pass 
analysis (the man hunted the deer) persists. 

One criticism of this interpretation of incorrect responses 
to questions like (2) after sentences like (1) concerns the 
possibility that misinterpretations may not entirely result 
from garden-pathing. In Ferreira et al. (2001), readers 
answered “yes” erroneously to (2) 73% of the time after 
reading (1) and 52% of the time after reading the comma-
disambiguated version of (1): While the man hunted, the 
deer that was brown and graceful ran into the woods. 
Although the difference in question accuracy between 
ambiguous and unambiguous versions of (1) could be 
ascribed to garden-pathing, the fact that the error rate was 
still quite high for unambiguous sentences suggests that at 
least a portion of the misinterpretations did not result from 
garden-pathing. Readers may have answered questions 
based in part on inferences they made after reading this type 
of sentence: when a deer runs into the woods while a man is 
hunting, it seems highly likely that what the man is hunting 
is the deer that is mentioned.  

To reduce the likelihood that readers would answer 
questions based on such inferences, Christianson et al. 
(2001) used sentences and questions such as (4) and (5).  
 
(4) While Anna dressed the baby who was cute and small 

spit up on the bed. 
(5) Did Anna dress the baby? 
 
Unlike in (1), the subordinate clause verb dressed in (4) is a 
Reflexive Absolute Verb (RAT), which takes its subject as 
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its object if no object is explicitly mentioned. Therefore, 
whereas in (1), correct reanalysis would result in the object 
of the subordinate verb (hunted) being unspecified and lead 
to the interpretation that the man hunted something that is 
unknown, correct reanalysis of (4) would result in the 
interpretation that Anna dressed herself, rather than 
somebody unknown. Christianson et al. showed that 
erroneous “yes” responses to (5) after reading comma-
disambiguated version of (4) was much lower than after 
reading the ambiguous version (ambiguous: 57%; 
unambiguous: 12%). Taken together, readers’ incorrect 
answers to comprehension questions after reading sentences 
like (1) and (4) indicates that the initial misinterpretation 
derived from first-pass analysis persists to the end of the 
sentence. 

Several types of accounts have been proposed to explain 
lingering initial misinterpretations. Perhaps the parser builds 
a shallow (Clahsen & Felser, 2006; Frisson, 2009) or 
underspecified (Ferreira, Bailey, & Ferraro, 2002; Sanford 
& Sturt, 2002; Swets, Desmet, Clifton, & Ferreira, 2008) 
linguistic representation. Other accounts posit that memory 
traces of the initial misparse (Kaschak & Glenberg, 2004) or 
shallow semantic processing (Barton & Sanford, 1993) are 
responsible.  

The major processing account that explains lingering 
misinterpretation is the Good-Enough Account, which 
proposes that reanalysis is not an “All-or-Nothing” process 
(see Fodor & Inoue, 1998; Lau & Ferreira, 2005, for similar 
explanations). Two possibilities could lead to lingering 
misinterpretation. The first is that when initial interpretation 
is semantically sensible, readers do not bother to fully 
reanalyze the syntactic structure of the sentence even though 
later information turns out to be incompatible with the 
structure that has already been built. The fact that readers 
answer “yes” correctly most of the time to questions like (3) 
that probed comprehension of the matrix sentence after 
reading (1) indicated that reanalysis started and was carried 
out to such an extent that the ambiguous noun (the deer) 
was successfully attached to the matrix clause verb. 
However, reanalysis was not completed, so the noun phrase 
was not successfully detached from the object role of the 
subordinate clause (Christianson et al., 2001; Ferreira et al., 
2001). The second possibility is that reanalysis of the 
syntactic structure is completed, but interpretations from 
both the first-pass analysis and reanalysis linger. Both 
possibilities could lead readers to incorrectly answer “yes, 
the man hunted the deer”. The present study aims to test the 
first possibility, i.e., lingering misinterpretation results from 
incomplete reanalysis. 

Such an account predicts more evidence of reanalysis in 
trials that are interpreted correctly than those that are 
interpreted incorrectly. We seek to test this prediction by 
comparing reading times and the amplitude of the P600 
ERP component at the disambiguating verb (ran) in 
sentences like (1) between correctly and incorrectly 
answered trials. Since more reanalysis effort should result in 
more time spent on the disambiguating verb, slower reading 

times for trials with correct responses than for those with 
incorrect responses would support the idea that incomplete 
reanalysis leads to lingering misinterpretation. The P600 
ERP component, which is a positive-going deflection 
occurring 600-900 ms after the onset of the word that 
triggers it, has been found to be associated with reanalysis 
(Osterhout, Holcomb, & Swinney, 1994), so the prediction 
here was that P600 amplitude in response to the 
disambiguating verb should be larger in trials with correct 
responses than in those with incorrect responses, indicating 
more reanalysis leading to more correct responses..  

Previous studies also showed that readers misinterpreted 
the sentence more often when the ambiguous noun was 
modified by post-nominal modification (the deer that was 
brown and graceful) than by pre-nominal or no modification 
(the brown and graceful deer/deer) (Ferreira & Henderson, 
1991, 1998). The present study used post-nominal 
modification, because such sentences promote garden-
pathing, maximize ambiguity effects at the disambiguating 
verb, making it more likely that reading times and P600 
amplitude will show differences between correctly-
answered and incorrectly-answered trials.  

Experiment 1 

Participants 
Thirty-two native speakers of English (12 males; mean age 
18.5; range 18-21), who were undergraduate students at the 
University of Illinois at Urbana-Champaign, participated for 
course credit. All had normal or corrected-to-normal vision 
and gave written informed consent. 

Materials and Design 
Forty sets of sentences such as (1) (repeated here as 6) were 
taken from Christianson et al. (2001), with each set 
containing an ambiguous and a comma-disambiguated 
version. Ambiguous nouns were followed by a post-nominal 
relative clause containing two adjectives. 
 
(6) While the man hunted(,) the deer that was brown and 

graceful ran into the woods. 
 
Experimental sentences were distributed over two lists using 
a Latin Square design, so that each participant saw equal 
numbers of items in each condition and only one version of 
each item. Each sentence was followed by a comprehension 
question that probed the comprehension of the subordinate 
clause (e.g., Did the man hunt the deer?).  

One hundred and sixteen distractor sentences were added 
to each list for a total of 156 trials/list. There were three 
types of distractors: (1) unambiguous sentences with 
subordinate-matrix clause order (e.g., While Jennifer held 
the cigar that was aged and expensive she told bad jokes., 
40 sentences); (2) unambiguous sentences with matrix-
subordinate clause order (e.g., The mother comforted the 
toddler who was chubby and scared while the clown handed 
him a balloon., 40 sentences); and (3) items from a separate 
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experiment with ambiguous and unambiguous sentences 
distributed over two lists (e.g., As Jane and Mary met(,) the 
men from Florida drove past them, 12 items; While Anna 
dressed the baby(,) who was cute and small spit up on the 
bed, 24 items). All distractors were followed by a 
comprehension question that targeted various parts of the 
sentences (except that questions to items from the separate 
experiment targeted comprehension of the subordinate 
clause). Answers to true distractors were half “yes” half 
“no” across the experiment.  

Procedure 
Participants sat in a dimly lit and sound-attenuated booth 

in front of a 23-inch LCD monitor. To make presentation 
mode comparable with the ERP experiment (Experiment 2), 
sentences were presented one word at a time in white font 
on a black background in the center of the screen. Each trial 
began with a “Ready” sign that stayed on the screen for one 
second. Each time participants pressed a button on a 
Cedrus-830 response box, the next word appeared to replace 
the previous word. Following each sentence, a 
comprehension question was presented and participants 
pressed one of two buttons to indicate their answers. 
Feedback about question accuracy was not given. However, 
a “Too Slow” feedback message was presented if 
participants did not make a response within four seconds. 
The entire experiment took approximately forty minutes to 
complete.  

Results 
Comprehension Accuracy All participants were above 
80% in comprehension accuracy to distractor items (range: 
80%-97%, mean: 90%), suggesting that they were paying 
attention to the sentences.  

Comprehension accuracy to experimental sentences was 
analyzed using logistic regression to see whether ambiguity 
predicted response accuracy. Results showed that readers 
made significantly more erroneous “yes” responses 
following ambiguous sentences compared to unambiguous 
sentences (β=1.0, z=5.0, p<.001), as shown in Table 1. 

 
Table 1: Percentage of incorrect responses to 
comprehension questions in Experiment 1. 

 
Condition Error Rate 
Ambiguous 67% 
Unambiguous 51% 

 
Reading Times Prior to data analysis, word-by-word 
reading times that were faster than 100 millisecond (ms) or 
slower than 2000 ms were excluded, leading to a loss of 
0.5% of data. Reading times above or below 2.5 standard 
deviations from each participant’s mean were replaced by 
the cut-off value for that participant (Sturt, Pickering, & 
Crocker, 1999), and word-by-word reading times for 
sentences that participants failed to make response to the 
comprehension question were excluded from further 

analysis. To remove individual differences in reading speed, 
results presented below were based on length-corrected 
residual reading times computed separately for each 
participant by entering their reading times for each word in 
all sentences (including distractors) into a regression 
equation that took reading time as the dependent variable 
and word length as the independent variable, and then 
subtracted the predicted reading times from the actual 
reading times (Ferreira & Clifton, 1986; Trueswell, 
Tanenhaus, & Garnsey, 1994). Residual reading times were 
then analyzed using mixed-effect models that included 
ambiguity and reading time as fixed effects, and participant 
and item as random effects. Random effects structure was 
further determined using a forward-selection approach. 
Random slopes for each participant and each item that 
significantly improved the model fit in the likelihood ratio 
test (p<.05) were included in the model.  

Results at the disambiguating region, which contained the 
disambiguating verb and the word immediately following it 
(e.g., ran into) showed a significant main effect of 
ambiguity (β=31.1, t=4.95, p<.001), with the ambiguous 
condition being read slower than the unambiguous condition 
(ambiguous: mean 449 ms; mean unambiguous: 419 ms), as 
illustrated below in Figure 1.  

 

 
 

Figure 1: Reading time at the disambiguating region in 
Experiment 1, collapsing over question accuracy. 

 

There was also a significant interaction between ambiguity 
and question accuracy (β=27.2, t=2.1, p<.05), which 
resulted because the disambiguating region was read more 
slowly in ambiguous sentences that were answered correctly 
than in those that were answered incorrectly (mean 
ambiguous correct: 455 ms; mean ambiguous incorrect: 445 
ms), and this pattern was reversed in unambiguous 
sentences (mean unambiguous correct 409 ms; mean 
unambiguous incorrect 430 ms), as shown below in Figure 
2. Pairwise comparisons showed that the differences in 
reading times between trials with correct answers and those 
with incorrect answers did not reach significance within 
either ambiguous or unambiguous conditions (ts<1, ps>.3). 
Analysis done for the region after the disambiguating verb 
showed similar results: there was no difference in the 
reading time between trials that were answered correctly 
and those that were answered incorrectly.  

Overall, Experiment 1 did not show that slower reading 
time at the disambiguating region was associated with more 

300

350

400

450

500

Ambiguous Unambiguous

Mean RT at the Disambiguation

1927



correct responses in ambiguous sentences. Therefore, there 
was no evidence that more reanalysis effort was associated 
with more correct question responses, contrary to the 
hypothesis that lingering misinterpretation was resulted 
from incomplete reanalysis.  

 

 
 

Figure 2: Reading time at the disambiguating region in 
Experiment 1, separately by response accuracy. 

 

Experiment 2 
Experiment 2 used event-related brain potentials (ERPs) to 
compare the amplitude of P600 evoked by the 
disambiguating verb in trials with correct responses and 
those with incorrect responses, since the P600 component 
has been found to be associated with revision processes in 
garden-path sentences (e.g., Osterhout et al. 1994), among 
other things. If trials with larger P600 amplitude at the 
disambiguating verb are associated with more correct 
responses, such a result will support that more reanalysis 
leads to less lingering misinterpretation.  

Participants 
Participants were fifty-five native speakers of English (26 
males; mean age 19.2, range 18-22) who were 
undergraduate students at the University of Illinois at 
Urbana-Champaign. All were strongly right-handed as 
assessed by the Edinburgh inventory (Oldfield, 1971), had 
normal or corrected-to-normal vision and no neurological or 
psychiatric disorder. All gave written informed consent and 
received course credits or payment for taking part. Data 
from seven participants were excluded from analysis due to 
low comprehension accuracy to distractors.  

Materials 
Critical sentences in Experiment 2 were exactly the same as 
Experiment 1. There were 144 distractors, sixty-four of 
which were experimental sentences of an unrelated 
experiment that examined sentences with direct 
object/sentential complement ambiguity (e.g., The bus 
driver warned the passengers would get too rowdy.). As in 
Experiment 1, a comprehension question was asked after 
each sentence.  

Procedure 
Participants were seated comfortably in a dimly lit and 
sound-attenuating booth in front of a 23-inch LCD monitor. 
Each trial began with a fixation point, which stayed in the 
center of the screen for 500 milliseconds. Because eye 
movements cause artifacts that contaminate the EEG signal, 
sentences were presented word-by-word at the center of the 
screen in 26-point white Arial font on a black background, 
at a rate of 400 ms per word (300 ms text, 100 ms blank 
screen).  

At the end of each sentence, a comprehension question 
was presented and participants responded by pressing one of 
two buttons on a Cedrus RB-830 response box. No feedback 
was given regarding question accuracy. A total of 184 trials 
were divided into four blocks, each beginning with four 
distractor items. Participants took a short break after each 
block and they were instructed to minimize blinking and 
body movement while the sentences were being presented. 
They were encouraged to blink between trials when 
necessary. A practice block with five sentences was given at 
the beginning. The recording session took about 40 minutes 
and the entire session lasted approximately 2 hours.  

EEG Recording and Data Analysis 
Continuous EEG was recorded from 27 Ag/AgCl sintered 

electrodes placed in an elastic cap (EasyCap, 10-10 system; 
Chatrian, 1985), referenced online to the left mastoid and re-
referenced offline to the average of left and right mastoids: 
midline: Fz, Cz, Pz; lateral: AF3/4, F3/4, F7/8, FT7/8, 
FC3/4, C3/4, T3/4, CP3/4, T5/T6, P3/4, P5/6, PO7/8. Blinks 
and eye movements were detected with electrodes above 
and beneath the right eye and at the outer canthi of both 
eyes. EEG and EOG recordings were amplified by a Grass 
Model 12 amplifier and sampled at a frequency of 200 Hz. 
A 0.01-30 Hz analog bandpass filter was applied during 
online recording and a 0.1 Hz high-pass digital filter was 
applied offline. Impedances were maintained below 5kΩ. 

Epochs were extracted from the continuous waveforms 
from 100 ms before the onset of the disambiguating verb 
through 1200 ms later. Epochs contaminated with artifacts 
were discarded, affecting 11% trials.  

ERPs time-locked to the onset of the disambiguating verb 
relative to a 100 ms baseline immediately preceding it were 
obtained for each channel in each condition for each 
participant. The conventional time window of 600-900 ms 
after the onset of the disambiguating verb was chosen to 
capture effects on the P600 component. Window mean 
amplitudes were submitted to separate repeated-measures 
analyses of variance. One set of analyses included all lateral 
electrodes and another included just midline electrodes. The 
ANOVA including all lateral electrodes had four within-
subject factors: two levels of ambiguity (Ambiguous, 
Unambiguous), two levels of question accuracy (Correct, 
Incorrect), three levels of electrode site anteriority (Frontal, 
Central, Posterior) and two levels of electrode site laterality 
(Left, Right). The ANOVA including just midline 
electrodes (Fz, Cz, Pz) consisted of the same three within-
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subject factors except that there was no laterality factor. The 
Greenhouse-Geisser correction was applied wherever 
necessary to correct for violations of sphericity (Greenhouse 
& Geisser, 1959). Corrected p-values and original degrees 
of freedom are reported. Grand average ERPs were digitally 
low-pass filtered at 10 Hz to smooth the waveforms for 
display, but analyses were performed before such filtering 
was applied. 

Results 
Comprehension accuracy Comprehension accuracy to 
distractor items was analyzed to evaluate whether or not 
participants were paying attention to the sentences. Similar 
to Experiment 1, average accuracy to distractors was 89%. 
Data from seven participants whose comprehension 
accuracy was below 80% were excluded from further 
analyses, leaving data from forty-eight participants. 

Comprehension question accuracy for experimental 
sentences was analyzed using logistic regression. Results 
showed that, consistent with Experiment 1, readers made 
significantly more erroneous “yes” responses following 
ambiguous than unambiguous sentences (β=0.6, z=3.8, 
p<.01), as shown in Table 2 below.  

 

Table 2: Percentage of incorrect responses to 
comprehension questions in Experiment 2. 

 
Condition Error Rate 
Ambiguous 57% 
Unambiguous 46% 

 
ERP results Visual inspection revealed that responses to 

the disambiguating verb in the ambiguous condition were 
more positive than in the unambiguous condition at central-
posterior sites, showing the usual scalp distribution of P600 
effects, as shown in Figure 3.  

However, there was no difference in the amplitude of the 
P600 between trials that were answered correctly and those 
that were answered incorrectly, as shown in Figure 4. These 
observations were confirmed by statistical analyses. 
ANOVA over all lateral electrodes showed a significant 
interaction between ambiguity and anteriority, F(2,94)=4.7, 
p<.05, which resulted because the ambiguity effect was 
significant at posterior electrodes, marginally significant at 
central electrodes, but not significant at frontal electrodes 
(Frontal: F(1,47)=.1, p=.8; Central: F(1,47)=3.5, p=.07; 
Posterior: F(1,47)=7.4, p<.01). There was no main effect or 
any interaction involving the accuracy factor in lateral 
electrodes. Midline analysis did not show main effects of 
either ambiguity or accuracy, nor was there interaction 
between ambiguity and accuracy.  

These results indicated that the disambiguating verb (e.g., 
ran) triggered more syntactic reanalysis in ambiguous than 
unambiguous sentences, but that P600 amplitude was not 
associated with question accuracy, which is again contrary 
to  one of the predictions of  the good-enough processing 
account. 

 

 
Figure 3: Grand average ERPs of the disambiguating verb 

at midline electrodes in Ambiguous and Unambiguous 
conditions in Experiment 2, baselined on 100 ms before the 
onset of the disambiguating verb.  

 

 
 

Figure 4: Mean amplitude of the P600 component 
averaging across all centro-parietal electrodes, separately by 
response accuracy.  

Experiment 3 
Experiment 3 aimed to examine whether or not properties of 
the events described in the sentences and comprehension 
questions (Did the man hunt the deer?) might affect how 
likely participants were to incorrectly respond “yes” to 
them.  

Method 
Twenty-six native speakers of English (14 males; mean age 
19.9; range 18-22) were asked to provide a percentage 
rating to questions like How likely is it that the man hunted 
the deer?, after reading sentences like While the man 
hunted(,) the deer that was brown and graceful ran into the 
woods. Materials were ambiguous and unambiguous 
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versions of the forty items used in Experiments 1 and 2, and 
were distributed over two lists. Twenty-four fillers, which 
were ambiguous and unambiguous versions of sentences 
like While Anna dressed(,) the baby who was cute and small 
spit up on the bed, were added to each list. Lists were 
randomized for each participant. Item-by-item plausibility 
rating was obtained by averaging across participants.  

Results 
The average likelihood rating across all items was 71%. 
Questions following ambiguous sentences were rated 
significantly more likely than those following unambiguous 
sentences (mean ambiguous: 78%; mean unambiguous: 
65%; t=3.9, p<.001).  

After entering likelihood information into the multi-level 
models as an independent variable to examine its effect on 
comprehension accuracy, results of both Experiment 1 and 
Experiment 2 showed a main effect of likelihood 
(Experiment 1: β=0.02, z=3.0, p<.01; Experiment 2: β=0.02, 
z=3.7, p<.001), suggesting that the likelihood of the events 
described in the sentences and comprehension questions 
reliably predicted question responses. Questions describing 
more likely events led to more incorrect “yes” responses. 
The main effect of ambiguity remained significant in 
Experiment 1 (β=0.39, z=3.2, p<.01) and marginally 
significant in Experiment 2 (β=0.34, z=1.8, p=.07), showing 
that likelihood had separable effects on question accuracy.  

Taken together, these findings suggest that response 
accuracy to comprehension questions following garden-path 
sentences such as (1) in Experiments 1 and 2 was 
determined in part by the likelihood of the events described 
in those questions. Therefore, responses to such questions 
does not seem to provide good evidence about whether 
readers reanalyzed initial misinterpretation in garden-path 
sentences.  

Conclusion 
Experiments 1 and 2 converged on showing that there was 
no evidence of more reanalysis during trials with correct 
question responses than during those with incorrect question 
responses. In Experiment 1, readers did not spend more time 
reading the disambiguating verb and in Experiment 2 P600 
amplitude was not larger at the disambiguating verb on trials 
with correctly answered questions. These results are not 
consistent with one prediction of the good-enough 
processing account, i.e., lingering misinterpretation is 
resulted from incomplete reanalysis and therefore there 
should be more evidence of reanalysis for trials that were 
answered correctly. However, our results do not rule out the 
Good-Enough Processing Account, as we did not test the 
second possibility: reanalysis is completed, but 
interpretations from both initial analysis and reanalysis 
linger. 

The likelihood judgments obtained in Experiment 3 and 
the results of including them in re-analyses of Experiments 
1 and 2 suggest that accuracy to comprehension questions 
following garden-path sentences may not provide a good 

indicator of whether or not people fully revise an initial 
misinterpretation of a garden-path sentence. Instead, 
responses to such questions seem to be strongly influenced 
by the likelihood of the events described in the sentence and 
its question.  
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Abstract

There is growing support for Temporal Difference (TD) Learn-
ing as a formal account of the role of the midbrain dopamine
system and the basal ganglia in learning from reinforcement.
This account is challenged, however, by the fact that realistic
implementations of TD Learning have been shown to fail on
some fairly simple learning tasks — tasks well within the ca-
pabilities of humans and non-human animals. We hypothesize
that such failures do not arise from natural learning systems
because of the ubiquitous appearance of lateral inhibition in
the cortex, producing sparse conjunctive internal representa-
tions that support the learning of predictions of future reward.
We provide support for this conjecture through computational
simulations that compare TD Learning systems with and with-
out lateral inhibition, demonstrating the benefits of sparse con-
junctive codes for reinforcement learning.
Keywords: reinforcement learning; lateral inhibition; sparse
conjunctive codes; computational cognitive neuroscience

Introduction
Humans and non-human animals are capable of learning
highly complex skills by reinforcing appropriate behaviors
with reward. The midbrain dopamine system has long been
implicated in reward-based learning (Schultz, Apicella, &
Ljungberg, 1993), and the information processing role of
dopamine in learning has been well described by a class
of reinforcement learning algorithms called Temporal Differ-
ence (TD) Learning (Montague, Dayan, & Sejnowski, 1996;
Schultz, Dayan, & Montague, 1997). While TD Learning, by
itself, certainly does not explain all observed reinforcement
learning phenomena, increasing evidence suggests that it is
key to the brain’s adaptive nature (Dayan & Niv, 2008).

Beyond empirical support for the TD Learning account of
biological reinforcement learning, the power of this learn-
ing method suggests that it may be capable of explaining the
neural basis of the successful learning of even fairly com-
plex tasks (Sutton & Barto, 1998). This algorithm can learn
elaborate decision making skills, such as playing the game
of Backgammon at the Grand Master level (Tesauro, 1995).
There are even proofs that TD Learning will converge to op-
timal performance, given enough experience (Dayan, 1992).

Despite these strengths, a mystery remains. There are some
relatively simple reinforcement learning problems for which
TD Learning has been shown to fail (Boyan & Moore, 1995).
These problems arise when the space of possible sensory
states of the learning agent is so large that it is intractable
to store the agent’s learned assessment of the value or qual-
ity of each state (i.e., its expectation of future reward, given
that it is in that state) in a large look-up table. In these cases,

it is necessary to encode the agent’s learned value function,
mapping from sensory state features to an expectation of fu-
ture reward, using some form of function approximator. For-
mally, this function approximator is a parameterized equa-
tion that maps from state to value, where the parameters can
be constructively optimized based on the experiences of the
agent. One common function approximator is an artificial
neural network, with the parameters being the connection
weights in the network. Such a network, adapted using the
backpropagation of error learning method (Rumelhart, Hin-
ton, & Williams, 1986), was used in the previously mentioned
Backgammon playing program (Tesauro, 1995). As illus-
trated by this program, TD Learning with an artificial neural
network approximating the value function, can solve appar-
ently complex tasks. Using a function approximator to learn
the value function has the added benefit of potentially sup-
porting generalization by including a bias toward mapping
similar sensory states to similar predictions of future reward.

Surprisingly, some tasks that superficially appear very sim-
ple cannot be perfectly mastered using this method. For ex-
ample, learning to navigate to a goal location in a simple
two-dimensional space in which there are obstacles has been
shown to pose a substantial challenge to TD Learning using
a backpropagation neural network (Boyan & Moore, 1995).
Note that the proofs of convergence to optimal performance
depend on the agent maintaining a potentially highly discon-
tinuous value function in the form of a large look-up table, so
the use of a function approximator for the value function vio-
lates the assumptions of those formal analyses. Still, it seems
unusual that this approach to learning can succeed at some
difficult tasks but fail at some fairly easy tasks.

The power of TD Learning to explain biological reinforce-
ment learning is greatly reduced by this observation. If TD
Learning fails at simple tasks that are well within the reach
of humans and non-human animals, then it cannot be used to
explain how the dopamine system supports such learning.

In this paper, we demonstrate how incorporating a ubiqui-
tous feature of biological neural networks into the artificial
neural networks used to approximate the value function can
allow TD Learning to succeed at simple tasks that have pre-
viously challenged it. Specifically, we show that the incorpo-
ration of lateral inhibition, producing competition between
neurons so as to produce sparse conjunctive representations,
can produce success in learning to approximate the value
function using an artificial neural network, where only fail-
ure had been previously found. Thus, through computational
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simulation, we provide preliminary evidence that lateral in-
hibition in the brain may help compensate for a weakness of
TD Learning, further buttressing the TD Learning account of
dopamine-based reinforcement learning.

In the remainder of this paper, we initially provide some
background concerning the reported failure of TD Learning
on fairly simple problems. We then provide details concern-
ing our computational simulations of TD Learning with lat-
eral inhibition included. The results of these simulations,
comparing the performance of our approach to previously ex-
amined methods, are then described. We close with a discus-
sion of these results and ideas for future work.

Background
Consider a very simple two-dimensional “grid world” envi-
ronment that remains static over time. A reinforcement learn-
ing agent in this environment may be faced with the choice, at
each time step, to move a fixed distance either North, South,
East, or West. On each time step, the agent receives mild
negative reinforcement, until it moves to a goal location in
the Northeast corner of the space, at which point the agent
is relieved of negative reinforcement. Further, imagine that
this environment contains “puddles” through which the agent
can move, but moving into puddle locations produces ex-
tremely strong negative reinforcement. Finally, consider the
case in which the agent can perfectly sense its location in the
grid environment (i.e., its Cartesian coordinates), but it oth-
erwise has no senses. This situation is illustrated in Figure 1.
Equipped with TD Learning, using a function approximator
to learn the value function, could such an agent learn to avoid
the puddles and move rapidly to the goal location, after sub-
stantial experience in the environment?
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Puddle world task

Figure 1: The agent receives −1 reward on each time step
until it reaches the goal in the Northeast corner. The agent
moves a distance of 0.05 either North, South, East, or West
on each time step. Entering a puddle produces a reward of
(−400 × d), where d is the shortest distance to a puddle edge.

Boyan and Moore (1995) provided simulation evidence
suggesting that such learning is impossible. They tried a va-

riety of different value function approximators, including a
backpropagation network with a single hidden layer, but none
of them converged on a good solution to the problem. Indeed,
as the agent continued to explore the environment, the esti-
mate of future reward for locations kept changing, failing to
settle down to a fixed value function.

This observation suggests that the difficulty in learning this
problem arises from a specific feature of reinforcement learn-
ing. In particular, the value function that the function ap-
proximator is trying to learn is, in a way, a moving target.
Early in training, when the agent is unlikely to make it to
the goal location, the expected future reward for a given lo-
cation might be quite low. Later, if the agent has had some
successes, the value for the same location might be higher.
If the value function is stored in a large look-up table, then
adjusting the value of one location has no influence on the
values associated with other locations, allowing for small in-
cremental changes in the value function. When using a func-
tion approximator, however, adjusting parameters (e.g., back-
propagation network connection weights) for one location
will likely change the value assigned to many other locations,
potentially causing the un-learning of appropriate values for
those other locations. This is a reasonable hypothesis for the
observed lack of convergence.

In the following year, Sutton (1996) showed that this task
could be learned by a TD Learning agent by hard-wiring the
hidden layer units of the backpropagation network used to
learn the value function to implement a fixed sparse conjunc-
tive (coarse) code of the agent’s location. The specific encod-
ing used was one that had been previously proposed in the
CMAC model of the cerebellum (Albus, 1975). Each hid-
den unit would become active only when the agent was in a
location within a particular range of x values and within a
particular range of y values. The conjoining of conditions on
both coordinates is what made this code “conjunctive” in na-
ture. Also, for any given location, only a small fraction of
the hidden units displayed non-zero activity. This is what it
means for the hidden representation to be a “sparse” code.
Locations that were close to each other in the environment
produced more overlap in the hidden units that were active
than locations that were separated by a large distance. By en-
suring that most hidden units had zero activity when connec-
tion weights were changed, this approach kept changes to the
value function in one location from having a broad impact on
the expected future reward at distant locations. (In the back-
propagation of error learning algorithm, a connection weight
is changed in proportion to the activity on the sending side of
that connection, so there is no change if there is no activity
being sent.) By engineering the hidden layer representation,
this reinforcement learning problem was solved.

This is not a general solution, however. If the same ap-
proach was taken for another reinforcement learning problem,
it is quite possible that the CMAC representation would not
be appropriate. Thus, the method proposed by Sutton (1996)
does not help us understand how TD Learning might flexi-
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bly learn a variety of reinforcement learning tasks. This ap-
proach requires prior knowledge of the kinds of internal rep-
resentations of sensory state that are easily associated with
expected future reward, and there are simple learning prob-
lems for which such prior knowledge is unavailable.

We hypothesize that the key feature of the Sutton (1996)
approach is that it produces a sparse conjunctive code of the
sensory state. Representations of this kind need not be fixed,
however, but might be learned at the hidden layers of neu-
ral networks. Computational cognitive neuroscience models
have shown that a combination of feedforward and feedback
inhibition naturally produces sparse conjunctive codes over
a collection of excitatory neurons (O’Reilly & Munakata,
2001). Such patterns of lateral inhibition are ubiquitous in the
mammalian cortex (Kandel, Schwartz, Jessell, Siegelbaum,
& Hudspeth, 2012). Importantly, networks containing such
lateral inhibition can still learn to represent input information
in different ways for different tasks (O’Reilly & Munakata,
2001), retaining flexibility while producing the kind of sparse
conjunctive codes that may support reinforcement learning.

Simulation Methods
In order to assess our hypothesis that biasing a neural network
toward learning sparse conjunctive codes for sensory state in-
puts will improve TD Learning when using a value function
approximator, we constructed a variant of a backpropagation
network with a single hidden layer in which the number of
hidden units that could be highly active at any one time was
restricted. Like some computational cognitive neuroscience
models of lateral inhibition (O’Reilly & Munakata, 2001),
we implemented this through a k-Winners-Take-All (kWTA)
mechanism akin to pooled lateral inhibition. After calculat-
ing the net input values of hidden units based on the network
inputs (i.e., the weighted sum of the inputs), we identified a
single scalar amount of inhibition (i.e., negatively weighted
input) that, when added to all of the hidden unit net input val-
ues, would result in the k hidden units with the highest net in-
put values to have adjusted net input values that were positive,
while all hidden units with lower net input values would be
adjusted to become negative. These adjusted net input values
were transformed into unit activation values using a logistic
sigmoid activation function (gain of 1, offset of −1), resulting
in hidden unit activation values in the range between 0.0 and
1.0, with the top k units having activations above 0.27 (due
to the −1 offset) and the “losing” hidden units having activa-
tions below that value. The k parameter controlled the degree
of sparseness of the hidden layer activation patterns, with low
values producing more sparsity (i.e., fewer hidden units with
high activations). In the simulations reported here, we set k
to be 10% of the total number of hidden units.

In addition to encouraging sparse representations, this
kWTA mechanism has two properties that are worthy of note.
First, introducing this mechanism violates some of the as-
sumptions needed to formally relate the backpropagation of
error procedure to gradient descent in error. Thus, the con-

nection weight changes recommended by the backpropaga-
tion procedure may slightly deviate from those which would
lead to local error minimization in this network. We opted to
ignore this discrepancy, however, trusting that a sufficiently
small learning rate would keep these deviations small. Sec-
ond, it is worth noting that this particular kWTA mechanism
allows for a distributed pattern of activity over the hidden
units. This provides the learning algorithm with some flex-
ibility, allowing for a graded range of activation levels when
doing so reduces network error. As connection weights from
the inputs to the hidden units grow in magnitude, however,
this mechanism will drive the activation of the top k hidden
units closer to 1 and the others closer to 0. Indeed, an exam-
ination of the hidden layer activation patterns in the kWTA-
equipped networks used in this study revealed that the k win-
ning units consistently had activity levels close to the maxi-
mum possible value, once the learning process was complete.

Our reinforcement learning agent used this neural network,
with kWTA, as an adaptive value function approximator. We
used a version of TD Learning called SARSA (Sutton &
Barto, 1998), which calculates a separate prediction of ex-
pected future reward for each action that might be taken from
the current state. Thus, the value function can be formalized
as Q(s,a), where s is the current sensory state (i.e., the loca-
tion of the agent expressed as an < x , y > coordinate pair), and
a is a considered next action (i.e., one of North, South, East,
and West). The value of Q(s,a) is then the expected future
reward at state s when a will be the next action, and future ac-
tions will be those, at each future state, that maximize the ex-
pected future reward at that state (i.e., argmaxa Q(s,a)). The
expected future reward value is discounted, so that rewards
that are received soon are weighted more heavily than rewards
that are received in the distant future. The amount of dis-
counting is controlled by a discounting parameter, γ ∈ (0,1],
such that the expected future reward at time t is:

m∑
k=0

γk r(t + k)

Here, r(t) is the instantaneous reward received at time t (see
below for specific values), and m is either the number of time
steps remaining until the goal is reached or, if the goal is not
reached, a time step maximum (such that t +m = 80; about
twice the time needed to get from any point in the environ-
ment to any other). For these simulations, temporally dis-
tal rewards were fairly highly weighted by using a value of
γ = 0.99. The backpropagation network was expected to learn
an approximation of the Q(s,a) function, Q̂(s,a), where the
state, s, is provided as input to the network, and there is one
output for each action, a, specifying Q̂(s,a) for the pair.

For the puddle world task, the x-coordinate and the y-
coordinate of the current state, s, were presented to the neural
network over two separate pools of input units. Note that
these coordinate values were in the range [0,1], as shown in
Figure 1. Each pool of input units consisted of 21 units, with
each unit corresponding to a coordinate location between 0
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and 1, inclusive, in increments of 0.05. To encode a coor-
dinate value for input to the network, a Gaussian distribu-
tion with a peak value of 1, a standard deviation of 0.05, and
a mean equal to the given continuous coordinate value was
used to calculate the activity of each of the 21 input units.
For example, for a coordinate value of 0.15, the input unit
corresponding to this value was set to a maximum activation
of 1 and input units corresponding to coordinate values above
and below 0.15 were set to activity levels that decreased with
distance from 0.15 according to the Gaussian function.

The network had four output units, each corresponding to
one of the four directions of motion. Between the 42 in-
put units and the 4 output units was a layer of 220 hidden
units. The hidden layer was subject to the previously de-
scribed kWTA mechanism, parameterized so as to allow 10%,
or 22, of the hidden units to be highly active. The hidden units
used a logistic sigmoid activation function on net input values
that were adjusted to allow only 22 units to be highly active
at any one time. The output units used a linear activation
function (i.e., their activation was equal to their net input).
There was complete connectivity between the input units and
the hidden units and between the hidden units and the out-
put units, with all connection weights initialized to uniformly
sampled random values in the range [−0.05,0.05].

Following the SARSA version of TD Learning, the rein-
forcement agent was controlled in the following way. The
current location of the agent, s, was provided as input to the
neural network, producing four output activation values. With
a small exploration probability, ε , these values were ignored,
and an action was selected uniformly at random from the four
cardinal directions. (The value of ε is discussed further, be-
low.) Otherwise, the output unit with the highest activation
level determined the action, a, to be taken. The agent then
moved a distance of 0.05 in the direction specified by the se-
lected action, placing it in a new state, s′.

At this point, the agent received a reward signal, r , based
on its current location, s′. This value was −1 for most of the
environment, but it had a higher value, 0, at the goal location
in the Northeast corner. If the agent was currently located
in a puddle, the reward signal was calculated as (−400 × d),
where d is the shortest distance from the current location to
the edge of the puddle. Finally, the agent received a reward
signal of −2 if it had just attempted to leave the square envi-
ronment. Thus, the agent was “punished” for being anywhere
except the goal location, and it was severely “punished” for
entering a puddle. This pattern of reinforcement was selected
to parallel that used in Sutton (1996).

The action selection process was then repeated at location
s′, determining a subsequent action, a′. Before this action
was taken, however, the neural network value function ap-
proximator had its connection weights updated according to
the SARSA Temporal Difference (TD) Error:

δ =
(
r + γ Q̂(s′ ,a′)

)
− Q̂(s,a)

The TD Error, δ, was used to construct an error signal for the

backpropagation network implementing the value function.
The network was given the input corresponding to s, and ac-
tivation was propagated through the network. Each output
unit then received an error value. This error was set to zero
for all output units except for the unit corresponding to the
action that was taken, a. The selected action unit received an
error signal equal to the TD Error, δ. These error values were
then backpropagated through the network, using the standard
backpropagation of error algorithm (Rumelhart et al., 1986),
and connection weights were updated (with a low learning
rate, α, of 0.005). This process was then begun again, start-
ing at location s′ and taking action a′.

The agent explored the puddle world environment in
episodes. Each episode began with the agent being placed
at a location within the environment sampled uniformly at
random. Actions were then taken, and connection weights
updated, as described above. The episode ended when the
agent reached the goal location or after the maximum of 80
actions had been taken. At the beginning of a simulation, the
exploration probability, ε , was set to a relatively high value
of 0.1, and it remained at this value for much of the learning
process. Once the average magnitude of δ over an episode
fell below 0.2, the value of ε was reduced by 0.1% each time
the goal location was reached. Thus, as the agent became
increasingly successful at reaching the goal location, the ex-
ploration probability, ε , approached zero. (Annealing the ex-
ploration probability is commonly done in systems using TD
Learning.) The agent continued to explore the environment,
one episode after another, until the average absolute value
of δ was below 0.01 and the goal location was consistently
reached, or a maximum of 44,100 episodes had been com-
pleted. (This value was heuristically selected as a function of
the size of the environment: (21 × 21) × 100 = 44,100.)

When this reinforcement learning process was complete,
we examined both the behavior of the agent and the degree
to which its value function approximations, Q̂(s,a), matched
the correct values, Q(s,a), where the correct values were de-
termined by running SARSA to convergence while using a
large look-up table to capture the value function.

Simulation Results
We compared the performance of our kWTA neural network
with that produced by using a standard backpropagation net-
work with identical parameters. We also examined the per-
formance of a “linear” network, which had no hidden units
but only complete connections from all input units directly to
the four output units. Twenty simulations were conducted for
each of these three neural network architectures.

Figure 3 shows the value function (plotted as maxa Q̂(s,a)
for each location, s) for representative networks of each kind.
Also displayed are selected actions at a grid of locations. Fi-
nally, we show learning curves displaying the episode average
value of the TD Error, δ, over episodes.

In general, the linear network did not consistently learn to
solve this problem, sometimes failing to reach the goal or
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choosing paths through puddles. The backpropagation net-
work performed much better, but its value function approxi-
mation still contained sufficient error to produce a few poor
action choices. The kWTA network, in comparison, consis-
tently converged on good approximations of the value func-
tion, almost always resulting in optimal paths to the goal.
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Figure 2: Averaged over 20 simulations of each network type,
these columns display the mean squared deviation of accu-
mulated reward from that of optimal performance. Error bars
show one standard error of the mean.

For each network, we assessed the quality of the paths pro-
duced. For each simulation, we froze the connection weights,
and we produced an episode for each possible starting loca-
tion, except for locations inside of the puddles. The reward
accumulated over each episode was recorded, and, for each
episode that ended at the goal location, we calculated the sum
squared deviation of these accumulated reward values from
that produced by an optimal agent (constructed using SARSA
with a look-up table for the value function). The mean of this
error measure, over all successful episodes, was recorded for
each of the 20 simulations run for each of the 3 network types.
Figure 2 shows the means of these values, over 20 simula-
tions. The backpropagation network had significantly less er-
ror than the linear network (t(38)= 4.692; p < 0.001), and the
kWTA network had significantly less error than the standard
backpropagation network (t(38) = 7.314; p < 0.001). On av-
erage, the kWTA network deviated from optimal performance
by less than one reward point.

We also recorded the fraction of episodes which succeeded
at reaching the goal for each simulation run. The mean rate
of goal attainment, across all non-puddle starting locations,
for the linear network, the backpropagation network, and the
kWTA network were 93.3%, 99.0%, and 99.9%, respectively.
Despite these consistently high success rates, the linear net-
work exhibited significantly more failures than the backprop-
agation network (t(38) = 2.306; p < 0.05), and the backprop-
agation network exhibited significantly more failures than the
kWTA network (t(38) = 2.138; p < 0.05).

Conclusions, Discussion, & Future Work
These simulation results demonstrate that a mechanism for
learning sparse conjunctive codes for the agent’s sensory state
can help overcome learning problems observed when using
TD Learning with a value function approximator. Artifi-
cial neural networks can be biased toward producing such

sparse codes over their hidden units by including a process
akin to the sort of pooled lateral inhibition that is ubiqui-
tous in the cerebral cortex.1 In this way, these simulation re-
sults lend preliminary support to the hypothesis that the mid-
brain dopamine system does, indeed, implement a form of
TD Learning, and the observed problems with TD Learning
do not arise in the brain due to the encoding of sensory state
information in circuits that make use of lateral inhibition.

This work was prompted by the failures of TD Learning
on some simple machine learning tasks, reported by Boyan
and Moore (1995). It is interesting to note that our standard
backpropagation network performance results are much bet-
ter than the analogous results reported by those researchers.
It is not clear if this discrepancy involves subtle differences
in learning parameters, arises from our scheme for encoding
coordinate values as inputs to the neural networks, or was
caused by some other unknown factor. While our simulations
demonstrate clear benefits from using the kWTA mechanism,
the performance of our backpropagation networks was not as
bad as what was previously reported in the literature.

We are currently extending this work in two primary di-
rections. First, we are applying our kWTA value function
approximator to other reinforcement learning problems that
have posed difficulties for TD Learning. The first of these is
the “mountain car” control problem, which involves a value
function with difficult non-linearities (Sutton & Barto, 1998).
Second, while the work reported here focuses on improv-
ing machine learning methods, we are also interested in ap-
proaches that more closely match computational cognitive
neuroscience models of feedforward and feedback inhibition
in the brain, as well as more biologically plausible learning
procedures (O’Reilly & Munakata, 2001).
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Abstract

Interpreting causal relations plays an important role in every-
day life, for example in scientific inquiries and text compre-
hension. Errors in causal reasoning can be a recipe for disaster.
Despite vast literature on the psychology of human causal rea-
soning, there are few investigations into preferred inferences
in relational three-term problems. Based on a previous formal
investigation about relevant causal relations we develop a cog-
nitive modeling approach with mental models. The key prin-
ciple for this approach proves to be the prediction of preferred
inferences by model operations and the process of sub model
integration. Subsequent experiments test preferred inferences,
the number of model operations, and if concrete or generic
problems make a difference in causal reasoning performance.
Implications of the model are discussed.

Introduction
Causal reasoning has often been studied in both Artificial In-
telligence and with human reasoners (e.g., Russell & Norvig,
2003). How we, as humans, reason and draw inferences is
quite different from classical AI approaches. Nevertheless,
being able to correctly interpret causal relations is an impor-
tant everyday skill. For example, a production manager must
be able to understand the complex interdependencies of sup-
ply chains in order to identify delivery bottlenecks in time.
This way solutions can be found before serious supply prob-
lems occur in the production process. Consider another ex-
ample: A clear stream flows through green countryside, its
route is winding going this way and that, even splitting even-
tually into two creeks, as shown in Figure 1.

F

E

D

C

GB

A

Figure 1: A river flow example.

One day people begin to notice dying cattails and reeds
while picnicking at the park (point D). Downstream a farmer
whose pasture (point F) is divided by the stream notices that
several of his cows are sick. Something has polluted the wa-
ter. There is much speculation about the culprit: A new fac-

tory (point B), the old tannery (point A), something even far-
ther upstream? How can the townspeople determine what is
polluting their stream? What areas should the townspeople
investigate to glean the most information? If the new tannery
(at A) caused the pollution at the park (point D), then it prob-
ably also caused the duck family to leave their home (at point
C). However, the pollution is probably not to blame for the
sheep missing from the green (point G, downstream from the
factory). Why? If you walk upstream from the park or the
ducks’ home, you’ll eventually get to the same point. Walk-
ing upstream from the green, will get you somewhere else.

When reasoning about causes and effects, elements can
have various relationships to one another. One element may
cause another (point A comes before point D in the river ex-
ample; represented by ≺); conversely, one element may be
caused by another (point D comes after point A; represented
by �) – these are called dependent relations. Another type of
dependency, like we saw with points D and C, is also think-
able; we call this relationship in which two elements share
a common ancestor or cause fork (and represent it with f).
Two elements can also be independent of each other (like
points B and D in the example, represented by �). There are
cases in which not all dependencies are known. For example
we can imagine a fishing hole some ways distant from our
stream and ask if the fishing hole is connected to the stream
by water flowing underground? In these instances imprecise
knowledge is described by unions of basic relations (in our
example the fishing hole is � or � of the tannery). Depen-
dencies of probabilities (when observations depend on each
other, as with our stream) are often described by a Bayesian
network (Pearl, 2000). Looking at the structure of the net-
work can reveal to us whether two random variables are in-
dependent. Orders (relationships between elements) may re-
main partly unspecified between elements when it does not
matter. For example, we may not know whether the fishing
hole is downstream, upstream or not at all connected to the
park, but it doesn’t really matter to us either.

In other cases the specific order is vital and is necessary to
deduce the hidden truth. Causal networks are not just impor-
tant for deducing sources of pollution, complex dependencies
also play a role in identifying delivery bottlenecks in supply
chain networks, minimizing delays in railways systems, and
in inhibiting the spread of diseases. This last example pro-
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Table 1: Relations of causal reasoning and their partial order definitions (cf. Ragni and Scivos, 2005).

Relation Name Partial Order
X ≺ V X causes V X ≤V and not V ≤ X
X � V X depends on V X ≤V and not V ≤ X
X fV X and V have only a common cause ∃C C ≤V ∧C ≤ X and neither X ≤V nor V ≤ X
X �V X and V are independent neither ∃C C ≤V ∧C ≤ X nor X ≤V nor V ≤ X

Note. The relation “has a common cause” requires the introduction of an additional variable which we call C.

vides a situation in which specific orders are important: To
stop a contagious disease it is desirable to identify a patient
zero (the origin of the disease) and also know whether pa-
tients have had contact with one another. However, this is not
always clear. Reasoning based on known dependencies can
help detect formerly unknown causes or rule out possibilities,
thus limiting their number.

While causal reasoning has often been examined with the
assumption of base rates or probabilities, these are not always
given; in the example above the townspeople do not know
how probable it is that their stream will become poisoned, that
cows will get sick because of pollution, etc. Syllogistic and
relational reasoning have often been studied using three term
series problems. This paradigm can be extended to causal rea-
soning. Consider the problem that emerges looking at some
of the facts the townspeople have (the letters representing the
facts are used here for the sake of simplicity):

G and C are independent of each other.
C and D have a common cause.

May we assume that G and D are independent of each
other? The answer(s) to this problem, and how the average
townsperson might solve it are explained in depth in the next
section. Before moving on, let us consider an AI approach
to the problem. In order for reasoning to be automated, a
calculus that expresses the relation between a pair of nodes
is needed to help distinguish between possibly affected areas
and those that are unaffected. Do such efficient algorithms
exist that can detect causes and implications, discover depen-
dencies and find an order compliant with a given specification
(i.e., was it actually necessary for the townspeople to invest so
much time in investigation, or could a computer have solved
their problem for them)? One such calculus, the dependency-
calculus has been formally investigated. It can represent
and deduce knowledge about dependencies and causal rea-
soning and can be formally grounded by extending the lan-
guage of partial ordering. The calculus is NP-complete and
all tractable subclasses have been identified (Ragni & Scivos,
2005). This calculus is useful in various applications deal-
ing with reasoning about spatial, temporal, spatio-temporal,
topological, competitive, and causal relations. In the next
section we will review the theory of partial orders and de-
fine causal relations based on them. We will also extend the
Theory of Mental Models to deal with preferred inferences.
To more thoroughly investigate the theory and its extension,
we present two experiments on human reasoning with causal

relations and identify preferences in the next section. We will
conclude by summarizing our results and raise questions left
open.

Causal reasoning, partial orders, and theories
Causal relations can be formally described by an extension
of a partial order: A partial order is a relation ≤ that satisfies
the following three properties for any x,v,z: reflexivity (x≤ x),
antisymmetry (if x≤ v and v≤ x, then x = v), and transitivity
(if x≤ v and v≤ z, then x≤ z).1

We can base our interpretation of causal relations on the
notion of partial order relations. We consider four basic re-
lations, which we denote by ≺,�,f,�. If x, v are points
in a partial order 〈T,≤〉, then we define these relations in
terms of the partial order as follows: Semantically, a con-
straint v1 R v2 holds in a partial order (T,≤) that complies
with this definition. All relations between nodes in Fig. 1
can be described by these basic relations. To describe trees,
the relations {≺,�,f} are sufficient. Therefore, whenever
the relation � occurs, the graph cannot be a tree and requires
separate representations.

It is possible to show that reasoning with such causal rela-
tions {≺,�,f,�} forms a relation algebra (Ladkin & Reine-
feld, 1992), i.e., it contains all unions, intersections, and com-
plements of a set of basic relations, and composition and in-
verse operations (Ragni & Scivos, 2005).

Transitive inferences are represented by applying the com-
position operator on two premises for the four causal relations
≺,�,f,� and the associated composition as shown in Table
2. An interesting question is whether the relation “indepen-
dent” (�) provides additional complexity in comparison to
classical partial orders.

A computational model
The graphical representation of causal relations (e.g., Fig-
ure 1) is not sufficient to explain preferred inferences in hu-
man reasoning. A systematic approach to representing causal
reasoning by mental models was introduced by Goldvarg and
Johnson-Laird (2001). They developed mental models for the
four causal relations: causes, allows, prevents, and does not
allow. To accommodate a few more relations (like those we
saw above), we propose the following extension found in Ta-
ble 3:

1Note that a total order is a partial order that satisfies a fourth
property: Comparability (for any x,v, either x≤ v or v≤ x).
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Table 2: The formal composition table for transitive inferences with causal relations.

P1/P2 ≺ � � f
≺ ≺ ≺,�,�,f � ≺,f,�
� ≺,�,f � �,�, f �,f
� ≺,�,f � ≺,�,�,f ≺,�,f
f ≺,f �,�,f �,�,f ≺,�,�,f

Note. The leftmost column represents the relation of the first premise (abbreviated by P1, e.g., X ≺ V) and the upmost row the
relation of the second premise (abbreviated by P2, e.g., V � Z). Each intersecting cell contains all possible relations for the
given premises (e.g., X � Z). The relation are: ≺ (causes), � (caused by), � (independent), f (have a common cause).

Table 3: Causal relations and possible mental models.

Relation Name Model
X ≺ V X causes V X V
X � V X is caused by V V X
X � V X and V are independent X

V
X f V X and V have a common cause C X

C V

Please note that for the relation “have a common cause”
we assume2 reasoners may use an additional place holder, a
variable such as ‘C’ to represent this internally (recall that a
common cause was something like the tannery which polluted
water both at the pasture and at the park) .

(P) Premise 1: X and V are independent
Premise 2: V and Z have a common cause
Conclusion: X and Z are independent

The words in italics are only given here for representational
purposes – they do not typically appear in an experiment.
After reading the first premise, a reasoner might construct a
mental representation of the form:

X
V

which represents that X and V are independent by having
them in no horizontal order (cf. Table 3). According to the
representation above, a model for the second premise might
look like:

C V
C Z

In a second phase – the premise integration phase – the two
representations are combined and form a greater model. The
operations of the integration process are relevant and we hy-
pothesize that reasoners try to match identical objects (in the

2Note that formally it is a base relation, i.e., it excludes that ad-
ditionally any other relation such as causes can hold at the same
time. However, in Experiment 2 we found that when causes was the
preferred conclusion, participants also considered “have a common
cause” true significantly more often than not (W = 22, p < .001).

sense of substituting them) in both sub models (in this case
the “V”). The goal is to generate a minimal model represen-
tation, e.g., to reduce working memory load. We call this
integration principle sub model integration. This operation
leads to the following model (*), which we call the preferred
model:

(*) X
C V
C Z

In this integrated representation the putative conclusion “X
and Z are independent” holds (cf. Table 3). X and Z are not
in a horizontal linear order (this would imply that Z, if it is
to the right of X, is caused by X). Instead they are in vertical
order; this implies that they are independent of one another.

From a logical perspective, however, there are other pos-
sible conclusions from the premises: “X is cause of Z” and
“X and Z have a common cause” (cf. Table 2) are both as
possible as “X and Z are independent.” These conclusions do
not hold in the preferred model and so should be less likely
chosen by participants.

What precisely is a preferred model? Given a reasoning
problem like the one above, a preferred model is reached by
submodel integration. It is the easiest model to build, thus
reasoners prefer it over models that take more effort to build
(more on how other models may be built below). A preferred
conclusion may be read from the model, in this case, that
X and Z are independent. Practically, this means that we ex-
pect participants in experiments to most often choose this pre-
ferred conclusion.

As previously mentioned, reasoners can reach non-
preferred conclusions. To this end a model revision process
might take place, i.e., the participants may try to accommo-
date the new conclusion in the model by operations. Consider
the first conclusion: “X is cause of Z”. For this the reasoner
would need to revise their preferred model representation (*)
such that they can now “read” this conclusion from it. Two
operations are necessary (delete the entry X in the first row
and add the entry X to the third row):

C V
C X Z

If we consider the alternative conclusion “X and Z have a
common cause,” we again need two operations (delete the
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entry X in the first row; add the entry X to the row with V).
C V X
C Z

Model operations and manipulations cost time and can in-
crease reasoning difficulty. In this case both alternatives
should be rather neglected, and we can predict preferences.
We hypothesize that there are two reasons for preferences:
How a reasoner integrates the sub models and the number of
operations necessary to construct a model for the conclusion.
The preferred model is generated by the fewest model oper-
ations. Model representations give us an interesting advan-
tage: We can derive reasoning difficulty based on the model
operations necessary to construct them. If we construct mod-
els then, as outlined, the costs to integrate this information
should reflect – at least to some extent – the reasoning diffi-
culty which is a deterministic process (cp. Frosch & Johnson-
Laird, 2011). In other words, we can derive from the model
theory a principle of sub model integration. A hypothesis is
that participants construct a linear ordering of the elements
only when this is the only possibility. However, once the
premises allow for separate entities (cp. Problem 1 above),
they are kept separately and this property is inherited to con-
nected sub models. In the next section we present a study
designed to test this hypothesis.

Research Questions
• RQ 1: Do participants show a preference for linear over

non-linear orders (i.e., ≺,� over f,�) or vice versa?

• RQ 2: Can reasoning performance be explained by the con-
struction of a preferred model and associated mental costs?

• RQ 3: Do generic or content problems have an effect on
reasoning performance?

Empirical Study 1
Participants
We tested seventy-five participants (age: M = 32.67; SD =
10.51) on an online website (Amazon’s Mechanical Turk).
They received a nominal fee for their participation.

Material, Design, and Procedure
Participants were randomly assigned to four conditions in a
2× 2 design: Type of text (with vs. without explicit causal
relations) × order of tasks (generic vs. concrete tasks first).
Participants read about the effects of the Asian ladybug in
vineyards and the effects of the Horse-chestnut leafminer on
chestnut trees. One version of the texts included explicit
causal relations identical to the ones later given in the con-
crete tasks while the other included all of the content infor-
mation without explicit causal relations. Each problem con-
sisted of two premises and a putative conclusion. Each prob-
lem in the abstract version used the letters X, V, and Z and
in each premise and conclusion we systematically varied the
relations: cause of, caused by, is independent of, have a com-
mon cause based on a former formal analysis (cf. Ragni &

Scivos, 2005). All possible combinations of these four causal
relations (for two premises and one conclusion) allow for 64
different problems. Of the 64 problems 41 (64%) are correct
conclusions (they can be found in the composition table), and
for 23 problems the conclusion is incorrect (36 %, these are
all relations left out in each associated cell in Table 2). Each
participant was presented with 64 problems (whereby half of
the problems were generic and half were concrete) consisting
of two premises and one conclusion. The participants’ task
was to determine if, given the premises, the conclusion was
possible.

Sentences were sequentially presented one by one: Par-
ticipants first received premise 1; after pressing the space-
bar the first premise disappeared and the second premise ap-
peared. After pressing the spacebar again participants re-
ceived the putative conclusion. The reason for this sequen-
tial order presentation was to require participants to store the
information in working memory. This follows the separate-
stage-paradigm (Potts & Scholz, 1975). Each problem re-
flected different possible causal relations and had the form of
problem P above. For each problem participants were asked
to decide if the putative conclusion was possible (correct) or
impossible by pressing the keys “C” (correct) or “N” (not
correct). Participants were asked to keep their forefingers on
these keys.

Results

Research Questions 1 and 2 dealt with the overall preference
effect. The derived conclusions and their acceptance rate for
each three-term series problem can be found in the composi-
tion table (Table 4). Based on how often participants judged
each conclusion to be correct, our results indicate that par-
ticipants seem to prefer the independent relation (�) and the
fork relation (f) over the linear relations ≺, � (RQ1). Fur-
thermore, the overall correctness was higher for a conclusion
‘independent’ (�) vs. all other relations (65.3% vs. 52%,
Wilcoxon, W = 168, p < .05). This is precisely what the
Mental Model Theory predicts (the principle of sub model
integration and more precisely the number of operations to
transform the initial model of the first two premises into one
which fits the conclusion). It yields a significant correlation
with the accuracy data (Spearman’s rho ρ= .801, S= 20,000,
p < .000001).

Further support comes from a central prediction of the
Mental Model Theory – namely that reasoners are better in
single model cases (80.25%) than in multiple model cases
(48.25%, Wilcoxon, p < .01). In addition to overall prefer-
ence effects RQ 3 dealt with the influence of content and task
order: There was a significant main effect of the order of tasks
on reasoning difficulty assessed by accuracy on generic prob-
lems (F(3,71) = 9.00, p = .004; η2 = .114) but not for con-
crete problems (F(3, 71) = 2.00, p = .162). That is, generic
problems were perceived as significantly more difficult when
generic problems were solved first.
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Table 4: Composition table with human data (accuracy in percentage) for Exp 1. Relations predicted by our model are in bold.

Premise1 / 2 ≺ � � f
≺ ≺: 73≺: 73≺: 73 ≺: 60≺: 60≺: 60,�: 34,f : 49,�: 58�: 58�: 58 �: 79�: 79�: 79 ≺: 59,f : 75f : 75f : 75,�: 56
� ≺≺≺: 50�: 50�: 50�: 50,f : 30 �: 77�: 77�: 77 �: 40,�: 80�: 80�: 80, f : 16 �: 18,f : 50f : 50f : 50
� ≺: 29,�: 74�: 74�: 74,f : 49 �: 92�: 92�: 92 ≺: 28,�: 71�: 71�: 71,f : 23,�: 23 ≺: 27,�: 74�: 74�: 74,f : 31
f ≺: 50,f : 80f : 80f : 80 �: 53,�: 31,f : 55f : 55f : 55 �: 28,�: 69�: 69�: 69,f : 43 ≺: 49,�: 64�: 64�: 64,f : 68,�: 39

Note. The leftmost column represents the relation of the first premise (abbreviated by P1, e.g., X ≺ V) and the upmost row the
relation of the second premise (abbreviated by P2, e.g., V � Z). Each intersecting cell contains all possible relations for the
given premises (e.g., X � Z) and accuracy in percentage.

Empirical Study 2
An additional important aspect in causal reasoning is that
some events can prevent others (for example, the stream be-
ing polluted will prevent the annual River Festival from tak-
ing place). We conducted a second experiment to include this
relation and assume the following mental model representa-
tion for X prevents V:

Relation Model
X prevents V X ¬ V

Participants

30 participants were recruited and tested on Amazon’s Me-
chanical Turk. Before analysis, four datasets were eliminated
because participants took an average of less than 2s per prob-
lem, so that data from 26 participants was analyzed (19 fe-
male; mean age 41 years, SD = 12.5 years).

Material, Design, and Procedure

This experiment worked with the four causal relations:
causes, prevents, have a common cause, and independent.
Problems were presented as questions of consistency. Three
(abstract) assertions were given:

X causes V
V prevents Z
X causes Z

And followed by the question: Can all three assertions be true
at the same time? As in Study 1, all 64 combinations of the
four relations were presented to participants in a randomized
order, in this study, however, only in abstract form (with X,
V, and Z). Before beginning the experiment, participants were
given two example problems. As previously, the three asser-
tions and the question were given individually and self-paced
such that participants had to press the space-bar to receive the
next assertion. To answer the questions, participants clicked
“Y” for “yes, all three assertions can be true at the same time”
and “N” for “no, the three assertions cannot all be true at the
same time.” At the end of the experiment participants were
asked several open-ended questions about the difficulty of the
problems and what they interpreted the four relations to mean.

Results
Results from this second experiment offer some further sup-
port for the patterns identified in Study 1 with regard to pref-
erence effects (RQ 1). Problems in which X and Z are inde-
pendent was the third assertion were given answers of “yes”
significantly more often than any other sort of problem (in
82.2% of cases; Wilcoxon: W = 588, p < .001). The second
most popular relation in this experiment, however, proved
to be prevents which was accepted significantly more often
than causes or have a common cause (in 64.9% of cases;
Wilcoxon: W = 644, p = .046). Unlike above, there were
no significant differences regarding preferences for common
cause and causes (58.2% and 58.7% respectively). A sec-
ond aspect of analysis dealt with preferences wrt. integration
strategies (of the first two premises). Where the sub model
integration strategy was possible (nine sets of the first two
premises), results showed a clear preference for this strategy
(84.6% correct) over others (63.1% correct; Wilcoxon: W =
178, p < .001). How participants react to the presence of
both a term and its negation in one model is an interesting
question that arises from the use of prevents. Two possibili-
ties seemed particularly likely: 1) Reasoners would consider
the term and its negation to be independent or 2) They would
perform a full negation, that is, if X prevents V and V causes
Z, then X prevents Z. Neither of these two scenarios could
be confirmed or discarded – an almost equal number of prob-
lems supported each and this is an interesting matter to con-
sider in future research. The third area of interest was the
assessment of the difficulty of the problems. Acceptance of
a set of assertions as true (RQ 3) did indeed prove to cor-
relate significantly with the number of operations necessary
(non-parametric bootstrapping with 2000 resamples [r = -.58,
95 % CI = (-.82,-.36)]). Closer analysis furthermore revealed
that problems that required a modification of the initial model
rather than the building of a completely new model, were
answered correctly significantly more often (59% vs. 45%;
Wilcoxon: W = 30, p = .036). No other significant differ-
ences between the model operations were found.

General Discussion
When reading and interpreting texts and when solving logi-
cal problems people form mental models by merging infor-
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mation at hand with prior knowledge (Graesser, Singer, &
Trabasso, 1994). In text comprehension these mental models
are often referred to as situation models (Kintsch, 1998). Hu-
mans draw inferences and reason about causes and effects on
a daily basis; how we go about this is different from classi-
cal approaches in AI. Expanding on classical Mental Model
Theory, we analyzed three-term series problems of five causal
relations, namely causes, depends on, have a common cause,
prevents, and independent. The computational complexity of
the associated satisfiability problem is NP-complete (Ragni
& Scivos, 2005). This means, in general, the problem of
checking if there is a network that satisfies certain conditions
is rather difficult. In many cases though, there are polyno-
mial algorithms. Computational complexity is, however, an
asymptotic measure, i.e., it makes no testable predictions for
three-term series problems and especially does not make any
predictions about differences in the preferred causal relations.

How do humans draw inferences for classical three-term-
series problems if they use causal relations? We derived a
prediction from the way model representations for the causal
relations are built: The principle of sub model integration.
Recall that sub model integration refers to a sort of “match-
ing” of same elements to build a minimal representation.
Whenever the relation “independent” appeared in a prob-
lem it seemed to trump the other relations. Participants then
avoided constructing minimal representations, that is total or-
ders, although they were possible. In all other cases they
tended to perform a model integration leading to preferred
answers. The introduced computational model based on the
number of operations is a good predictor of reasoning diffi-
culty. This computational model is an adaption of PRISM
(Ragni & Knauff, 2013) that proved useful in explaining rea-
soning difficulty in spatial relational reasoning.

At a first glance, there is an alternative interpretation
of the findings based on the surface or the form of the
premise, namely the classical atmosphere hypothesis effect
(Woodworth & Sells, 1935; Chapman & Chapman, 1959).
This effect, however, does not explain the predominance of
the two relations independent and have a common cause over
linear relations in all but one case. From a modeling per-
spective models can be differentiated by their compactness,
i.e., if an order is partial or total. Although a total order
has a higher degree of informativity, as it allows a compar-
ison of the relations between all nodes, it is rarely chosen.
This is a consequence that requires further analysis. Perfor-
mance on interpreting causal relations is also influenced by
content: If the content supports the correct conclusion it fa-
cilitates performance, but it may also suggest an incorrect
conclusion thereby impeding performance (Beller & Spada,
2003). Against the background of these potentially negative
content effects and also considering cognitive load principles
it seems reasonable to train learners on generic instantiations
first before having them solve concrete tasks. An interest-
ing consideration, perhaps especially in the case of content,
is what cognitive processes underly model operations. When

participants add an element to a model representation they
may think about alternative causes for events derived from
the context and content. Similarly they may derive further
possible elements that prevent events. All these mental opera-
tions, however, may cause additional costs within our compu-
tational model and may explain reasoning difficulty and why
some answers are strongly preferred over others.
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Abstract 

Hyperdimensional computing (HDC) refers to the 
representation and manipulation of data in a very high 
dimensional space using random vectors. Due to the high 
dimensionality, vectors of the space can code large amounts 
of information in a distributed manner, are robust to variation, 
and are easily distinguished from random noise. More 
importantly, HDC can be used to represent compositional and 
hierarchical relationships and recursive operations between 
entities using fixed-size representations, making it intriguing 
from a cognitive modeling point of view. However, the 
majority of the existing work in this area has focused on 
modeling discrete categorical data. This paper presents a new 
method for mapping continuous-valued multivariate data into 
hypervectors, enabling construction of compositional 
representations from non-categorical data. The mapping is 
studied in a word classification task, showing how rich 
distributed representations of spoken words can be encoded 
using HDC-based representations. 

Keywords: hyperdimensional computing; distributed 
representations; speech recognition; memory 

Introduction 
Hyperdimensional computing (HDC) was first introduced  
by Kanerva (1988) in the context of his neurally inspired 
memory model called sparse distributed memory (SDM). 
HDC is based on the idea that the distances between 
concepts in our minds correspond to distances between 
points in a very high-dimensional space (Kanerva, 2009). 
Since its introduction, HDC has been used successfully in 
modeling of analogical processing (Plate, 1995; see also 
Eliasmith & Thagard, 2001), latent semantic analysis 
(Kanerva et al., 2000), multimodal data fusion and 
prediction (Räsänen & Kakouros, 2014), robotics (Jockel, 
2010), and, e.g., cognitive architectures (Rachkovskij et al., 
2013; see also Levy & Gayler, 2008; Kelly & West, 2012) 
as it successfully bridges the gap between symbolic 
processing and connectionist systems.  

In typical systems using HDC, discrete entities wi (e.g., 
symbols, states or words) are represented with randomly 
generated binary, ternary, or continuous-valued vectors yi of 
huge dimensionality h, typically counted in thousands (e.g., 
Kanerva, 1988; Kanerva et al., 2000). These vectors can 
have only a small number of non-zero elements (as in 
SDM), or they can be fully dense. In all cases, the large 
dimensionality of such vectors leads to a number of 
interesting properties (see Gallant & Okaywe, 2013, for a 
recent overview). Firstly, the representations are highly 

robust against distortions, noise, and degradation due to the 
distribution of information across numerous dimensions.  

Secondly, the distribution of the mutual distances 
between all possible random vectors is tightly packed 
around the mean of the distances. In the case of random 
hypervectors with zero mean, the pair-wise linear 
correlation ρ(ya,yb) ∈ [-1, 1] between almost any two 
randomly drawn vectors ya and yb is very close to zero 
(Kanerva, 2009). This quasi-orthogonality of random 
vectors leads to the practical property that a set of unrelated 
items can be represented as the sum of the hypervectors 
corresponding to the items in the set. For example, a set 
{w1, w2, w3} can be coded as yset = y1+y2+y3, and this 
process is usually referred to as chunking. The obtained 
representation yset is much more similar to its components 
than any unrelated vectors in the hyperspace, and therefore 
the individual items can still be recovered from the holistic 
representation if the codes of all possible items are known 
(see Gallant & Okaywe, 2013, for a capacity analysis). In 
addition, HDC can overcome the superposition catastrophe 
of distributed representations by using invertible vector 
operations such as circular convolution to bind vectors 
together (Plate, 1995). For instance, correct attribute 
encoding of a sentence “black cats and red balls” could be 
represented with y = yblack⊗ycats+ yred⊗yballs + yand if each 
unique word is assigned with a random vector and where ⊗ 
denotes the binding operation. Importantly, the dimension 
of the representations always stays fixed during the 
chunking and binding operations, ensuring that distance 
metrics between representations of different granularity and 
combinatorial complexity are always defined. 

However, a major challenge in applying HDC to many 
real world problems has been that the world, as sensed by a 
number of senses (or sensors), does not give rise to 
inherently categorical (discrete) representations before some 
learning takes place. The idea of using random vectors for 
different inputs is only applicable after the data has been 
clustered or quantized into a finite number of representative 
states or receptive fields. Given the theoretically interesting 
properties of HDC, it would be useful to be able to represent 
non-categorical multivariate inputs such as speech in a 
HDC-compatible form without imposing hard quantization 
on the input features before further processing.  

In order to address this issue, the present paper describes 
a method for transforming continuous multivariate data into 
quasi-orthogonal random vectors. The transformation 
maintains local distance metrics of the original feature 
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space, allowing generalization across similar tokens, while 
simultaneously mapping more distant inputs into nearly 
orthogonal random vectors that is a requirement for the 
efficient use of chunking and binding operations. In 
comparison to the previously suggested scatter code 
(Stanford & Smith, 1994), the present method is not limited 
to binary vectors, enabling higher representational capacity 
in vector spaces of the same dimension. The proposed 
method is evaluated in a spoken word classification task 
using a simple prototype memory for acoustic modeling. 

S-WARP mapping for multivariate data  
The core of the mapping problem is that many types of data 
such as spectral features of speech do not come in discrete 
and mutually exclusive categories wi ≠ wj  (i ≠ j) that can be 
assigned with unique random vectors but as multivariate 
observations xt with varying degrees of similarity 
(correlation) between the vectors. The correlation is a 
problem because it significantly affects the coding capacity 
of the hyperspace as the entire idea of HDC is to operate on 
quasi-orthogonal representations. However, in order to 
generalize between different tokens of the same category, 
the correlation between the original features should be also 
reflected in the derived hyperdimensional representations, 
and therefore arbitrarily small differences in the input 
cannot lead to orthogonal codes in the hyperspace.  

Given this, the minimal set of desired properties in the 
mapping y = f(x) from a low-dimensional space F to a high-
dimensional space H  can be listed as follows:  

1) Local similarities between input vectors must be 
approximately maintained, enabling generalization 
towards new input tokens. 

2) Distant inputs should be coded with quasi-orthogonal 
vectors, maximizing coding capacity of the 
hyperspace. 

3) A continuous distance metric between original vectors 
should be also continuous and smooth in the 
hyperspace. 

4) The local/distant trade-off in the requirements in 1) 
and 2) should be controllable. 

The desired properties are illustrated in Fig. 1. 
In order to approach a solution to the mapping problem, 

let x denote a feature vector of dimension d = |x| with 
feature values xi, i = [1, 2, …, d] from the feature space F. 
In addition, let M denote a mapping matrix of size h x d 
where h is the dimension of the hyperspace H (h >> d). In 
the case of a trivial random mapping from F to H, one can 
initialize M as a randomly generated binary matrix (all 
values randomly set to +1 or -1) and then linearly expand 
the original feature vector x as: 

  

€ 

y = Mx      (1) 
This type of random mapping approximately preserves the 
relative distances in F (the Johnson-Lindenstrauss Lemma). 
However, this only makes use of a subspace S ∈ H of the 
entire hyperspace due to the fixed mapping from each xi to a 
set of yj, j ∈ [1, h]. In other words, M acts as a single basis 
in H, and the distance metrics are linearly preserved. In  

 
Fig. 1.  An example of desired hyperspace mapping 
properties in terms of distance metrics. The x-axis shows the 
correlation ρ(xa,xb) ∈ [-1, 1] between two data points in the 
low-dimensional input space and the y-axis shows the cross-
correlation ρ(ya,yb) between the corresponding 
hypervectors. Ideally, local similarity (high ρ) is carried 
over to the hyperspace while the hypervectors of distant 
inputs are independent of each other. Preservation of anti-
correlations (ρ ≈ -1) can also be beneficial for some tasks. 
 
order to achieve orthogonalization between distant inputs, 
different mapping matrices Ma and Mb should be used for 
feature vectors xa and xb that are far apart in the original 
feature space. Simultaneously, the same mapping matrix 
Mcd should be used for two vectors xc and xd that are similar 
to each other in F in order to maintain similarity in H also. 
The problem then is the selection of the best possible 
mapping matrix Mi for each input vector xi. In addition, the 
transition between matrices Mi and Mj should be smooth so 
that the mapping does not introduce points of discontinuity 
in the distance metrics between inputs xi and xj. 

We propose that a deterministic mapping with efficient 
use of the entire hyperspace can be achieved as a linear 
combination of individual mappings. More specifically, let 
us define Mi (i = [1, 2, …, v]) as a set of v random mapping 
matrices. Then the mapping x à y can be written as 

      

€ 

y = λiMix
i=1

v
∑     (2) 

Since each individual mapping with a random matrix Mi 
approximately preserves the distance metrics in a linear 
manner, the weights λi can be used to control the rate of 
change from one basis to another (Fig. 2). From now on, we 
will refer to the formulation in Eq. (2) as Weighted 
Accumulation of Random Projections (WARP). In the 
absence of any external knowledge of the input, the weights 
λi of each single mapping are determined by the input vector 
itself:  

      

€ 

λi = f (x)      (3) 
In other words, the hypervector is a result of v random 

mappings i = [1, 2, …, v] into the hyperspace H with each 
individual mapping i weighted by a value that is derived 
from the vector itself that is being mapped. We will refer to 
this self-regulated mapping as S-WARP. 
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Fig. 2.  A schematic view of the mapping in Eq. (2) utilizing 
a linear combination of multiple individual mappings. Each 
individual mapping matrix Mi acts as a pointer to a sub-
space of H, and pairs of data points ending up in different 
sub-spaces become quasi-orthogonal with a high 
probability. Smooth transitions between sub-spaces are 
ensured by a weighting function that is a continuous 
function of the input itself.   

 
Possibly the simplest way to implement S-WARP would 

be to use the elements of the input vector x directly as the 
weighting coefficients but then the mapping would be 
indifferent to the sign of the input vector, i.e., y =f(x) = f(-
x). This problem can be avoided by using the absolute value 
of the coefficients instead: 

λi = ( xi
α / x j

j
∑

α
)    (4) 

The additional parameter α in Eq. (4) controls the amount of 
orthogonalization by controlling the rate at which the 
hyperspace basis matrices Mi change when values of x 
change. When α has a high value, two vectors have to be 
very close in the original space F in order to end up close in 
the hyperspace whereas more distant vectors tend towards 
quasi-orthogonal representations (cf. Fig 1).  

When the weights of Eq. (4) are used in the mapping 
described in Eq. (2), all previously listed requirements are 
satisfied. The mapping is also scale invariant with respect to 
the resulting hypervector direction, i.e., ρ(f(xa),f(xb)) = 
ρ(f(αxa),f(βxb)), where f(x) denotes the mapping operation 
and α and β are constants, while the magnitude of the 
resulting hypervector will be affected. This is not the case 
for the previously introduced scatter code (Stanford & 
Smith, 1994) where the direction of the vector changes if the 
input vector is multiplied by a constant. 

However, the weighting scheme in Eq. (4) still has a 
shortcoming. Consider two vectors xa and xb with possibly 
different signs and scale but similar relative order of 
magnitudes within the set of largest elements. After 
applying Eq. (4), the weights λi become similar for the two 
vectors, and they are mapped using a similar set of mapping 
matrices M. Since the non-linearity of the distances in the 
hyperspace is caused by the use of different weights for 
different vectors, the distance between the two different 
vectors xa and xb using the similar weights λ  becomes 
linearized. With large values of α, the mapping becomes  

 
Fig. 3.  Correlation ρ(xa,xb) of  random vectors in the 
original space F (x axis) and the corresponding correlation 
ρ(ya,yb) in the hyperspace H (y axis) as a function of α in 
Eq. (6) (columns) and dimension d of the input vectors 
(rows). 
 
dependent only on the largest magnitude elements in the 
input and thus the probability of linearization increases. In 
practice, this phenomenon limits the maximum value of α 
that still leads to a consistent mapping with a sufficiently 
high probability. The risk of linearization is also dependent 
on the dimension d of the original vectors.  

The effects of α and d on the mapping of Eq. (2) and (4) 
are illustrated in Fig. 3, where correlations between pairs of 
randomly generated original low-dimensional vectors and 
the corresponding hypervectors are plotted. As can be 
observed, α successfully controls the non-linearity of the 
distances in the hyperspace, but the non-linearity breaks 
down for a large ratio of α/d. For increasing α, increasingly 
many vector pairs maintain linear or near-linear mutual 
distance across the mapping. 

As the largest useful non-linearity factor α of a single 
hyperspace mapping is determined by the dimension d of 
the input vectors, the problem can be easily solved by 
simply first expanding the original d-dimensional input data 
into a higher dimension h1 > d using linear random mapping 
in Eq. (1) before applying S-WARP in Eq. (2). Another 
option is to recursively apply S-WARP mapping with a 
smaller value of α, in which case the non-linearity will 
gradually increase towards a desired level.  

The linear expansion approach is demonstrated in Fig. 4, 
where random x of original dimension d = 10 are first 
mapped into a 300-dimensional space with a randomly 
generated fully dense expansion matrix E (all elements +1 
or -1) according to y´ = Ex, and then the resulting y’ are 
mapped into hypervectors y according to Eq. (2) with 
weights according to Eq. (4). As can be observed, the 
linearization problem is now absent, confirming that the 
linear expansion is sufficient for avoiding the linearization 
artifacts occurring with small d and/or large α. In general, 
the method is successful at generating quasi-orthogonal 
representations for weakly-correlated inputs.  

Spoken word classification with HDC 
S-WARP was studied in word recognition from speech. 
Since the current goal was to study hypervectors’ capability 
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to code structural information of time-varying signals, the 
experiment was limited to the classification of a small 
vocabulary of words that had been segmented from 
continuous speech using the available word-level annotation 
of the data.  

Data 
The speech data consisted of 2397 utterances from the four 
main talkers of the CAREGIVER Y2 UK corpus (Altosaar 
et al., 2010). The material consists of child directed speech 
with an overall vocabulary size of 79 unique words (silences 
excluded). Each signal corresponding to an utterance was 
segmented into individual words using the associated word-
level annotation. Separate training and testing sets were 
created for each of the four talkers by choosing 80% of the 
first words as the training samples (N = 10423 ±4.6 for each 
talker) and the remaining 20% as the test samples (N = 2606 
±1.1) in the order of appearance in the corpus. A total of 79 
unique words occurred in the training data of which 71 also 
occurred in the test set. All models were always trained on 
the full set of 79 words.  

Experimental setup 
The entire word classification architecture is based on 
learning a hypervector prototype mw for each word w in the 
training data, where the prototype is constructed 
incrementally from the short-term spectral features extracted 
from the acoustic realizations of the word (Fig. 5).  

The audio signal corresponding to a spoken word is first 
fed to a pre-processing block where standard Mel-frequency 
cepstral coefficient (MFCC) features, including delta and 
delta-delta, are extracted using a 32-ms Hamming window 
with a step size of 10 ms (a total of 39 coefficients including 
energy). Each MFCC vector xt is then used as an input to 
the hyperdimensional mapping processs (S-WARP or 
scatter code), yielding a hypervector yt for the 
corresponding time frame. The temporal structure of the 
words is encoded with the binding operation by computing 
pair-wise circular convolutions zt,k = yt⊗yt-k

P between all 
vectors within 250 ms from each other (k ∈ [1, 2, …, 25]) 
(cf., Plate, 1995). In the convolution, the preceding vector is 
always permuted with a fixed permutation (denoted with yP) 
in order to encode temporal order information, since 
otherwise yt⊗yt-k = yt-k⊗yt, i.e., making the representation 
invariant with respect to the direction of time.  

Finally, all the obtained hypervectors yt and zt,k are 
additively combined to form a single hypervector yinput for 
the current input, and the result is summed to the existing 
hypervector model mw for the word w in order to have an 
updated model m´w.  

 
yinput = zt,k +

t,k
∑ yt

t
∑

"mw ←mw + yinput
   (7)  

As a result of processing the training data, a word model mw 
is the sum of all word w realizations, where each realization 
is the sum of all frame-based hypervectors and their pair- 

 

Fig. 4.  Examples of cross-correlation plots for a two-stage 
process where the low-dimensional input vectors are first 
expanded to a larger dimension with a linear random 
mapping and then used as an input to the non-linear 
mapping in Eq. (2). Results for three different values of 
non-linearity, namely α = 1, 3, and 9, are shown from left to 
right, respectively.   
 

 
Fig. 5.  A schematic view of the word recognition system 
used in the current experiment (training stage).  
 
wise circular convolutions (note that the model is of same 
dimension as each individual feature frame or each 
individual realization of the word). During the training, the 
word identity w is always known due to labeling, and the 
word models mw for all W unique words are accumulated as 
row vectors of a memory matrix H of size W x h. During the 
recognition, the input segment is again coded into yinput and 
the most likely word label w is obtained by computing the 
activation distribution p with 

p = 〈H〉yinput      (8) 
where 〈H〉 denotes H with each row normalized into a unit 
vector. The hypothesis wi for the current input is determined 
by finding the pi (i ∈ [1, W]) with the largest value.  

The experiment was conducted using both binary scatter 
code and the continuous-valued S-WARP proposed in the 
current paper. The test was repeated for different values of 
the non-linearity parameter s of the scatter code, for 
different values of α in the present S-WARP formulation, 
and with and without the linear expansion layer before the 
non-linear mapping. Based on preliminary tests, the size of 
the linear expansion layer in S-WARP was always fixed to 
dE = 300 in order to ensure that no linearization occurs for 
the studied values of α.  
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Fig. 6.  Word classification accuracies (UAR %) with talker specific models (mean and one standard deviation of the results 
across the four talkers). Left: Scatter code (red dashed line) as a function of the non-linearity parameter s and the reference 
HMM systems with diagonal and full covariance matrices (“diag” and “fullcov”, respectively). Center: Performance of the S-
WARP with and without the linear expansion layer as a function of the α parameter and with dE = 300. Right: S-WARP 
performance as a function of the linear expansion layer size dE with fixed α = 1.5. Hyperspace dimensionality is always set to 
h = 4000. 
 
In the scatter code, the integer values of each dimension of 
the input space F are first sorted into numerical order and 
one of the integers is mapped into a randomly generated 
binary vector of dimension h. Then a code for a neighboring 
integer is generated by randomly choosing b locations of the 
first hypervector and flipping the corresponding bits. The 
new vector is then used as a starting point for the next 
integer, and the random flipping process is repeated until the 
entire range of the input space is covered. In this manner, 
the expected Hamming distance of two codes in the 
hyperspace is equal to h/2*(1-(1-2/h)*(b*t/h)), where h is 
the dimension of the hyperspace and t is the distance in the 
original space, i.e., the rate of orthogonalization is 
controlled by the proportion s = b/h of flipped bits per 
iteration  (Smith & Stanford, 1990). After the process is 
repeated for each input dimension separately, the resulting 
hypervectors are combined with the XOR operation 
(Stanford & Smith, 1994) in order to obtain the final 
hypervector describing the entire multivariate input vector. 

Two other reference systems were also used. The basic 
reference was exactly the same setup as the system in Fig. 5 
except that the hypervectors y were replaced with the 
original low-dimensional MFCC feature vectors x before the 
convolution and accumulation. This provides a test for the 
benefits of hyperdimensionality in comparison to operating 
in low-dimensional spaces. The second reference system 
was a standard Gaussian mixture -based continuous-density 
hidden-Markov model (GMM-HMM), one HMM trained 
for each word. For benchmarking purposes, the number of 
states and Gaussians in the HMMs were optimized directly 
on the test data, leading to Q = 3 states for all words and M 
= 3 Gaussians per mixture. The Gaussians were initialized 
using the k-means algorithm, and parameters were estimated 
using the Baum-Welch algorithm with four iterations, as 
this was found to perform best on the test set.  

Classification performance was evaluated in terms of 
unweighted average recall (UAR) computed across the 
words occurring at least once in the test data (the mean of 
word-specific classification accuracies). 

Results 

 
Fig. 7. The effect of hyperspace dimensionality h on the 
classification accuracy for linear (Eq. 1) and S-WARP (Eq. 
2) mappings. 
 
Fig. 6 shows the average results for the speaker-dependent 
models across all four speakers. The S-WARP template 
system performs at a level comparable with the HMM 
system using full covariance matrices, with S-WARP 
achieving an UAR of 97.2% (α = 1, dE = 300, h = 4000) 
while the HMM reaches on average an UAR of 97.1%. 
Without the linear expansion layer, S-WARP achieves an 
UAR of 96.6%. The scatter code achieves best performance 
of 92.3% correct recognitions at s = 0.00175 (h = 4000)  

The word recognition accuracy using the original MFCCs 
is 67.9% with convolutional encoding of temporal 
dependencies. If only the sum of the individual MFCC 
vectors xt is used as a model for each word (i.e., no temporal 
convolution), the performance drops to 31.4%. This means 
that the S-WARP and scatter code -based HDC 
representations are able to maintain information about not 
only the average spectrum of a word, but also the evolution 
of the spectrum across the word duration and a typical 
variability of this trajectory across different realizations of 
the word. The latter aspects are lost in a low-dimensional 
average MFCC template. 

The results also reveal that the degree of distance metric 
non-linearity in the mapping has an effect on the overall 
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results. This is revealed by the scatter code results (Fig. 6, 
left) and in the effects of α and dE that control the 
orthogonalization in S-WARP (Fig. 6 middle and right). 
Note that the use of Eq. (2) with α = 1 and the original data 
dimensionality of d = 39 (the MFCC coefficients) already 
leads to a relatively large degree of non-linearity, and 
therefore the performance of S-WARP without the linear 
expansion layer is already optimal at α = 1. However, if α is 
fixed and dE is gradually decreased from the default value 
of, the performance drops significantly (Fig. 6, right). 

Finally, Fig. 7 shows the effect of hyperspace 
dimensionality on the results when using standard non-
orthogonalizing random mapping and the proposed S-
WARP mapping. As can be observed, the S-WARP 
outperforms the linear mapping with a clear margin but both 
benefit from an increasing hypervector dimensionality. This 
is expected as the chunking and binding operations assume 
that the data lies in a sufficiently high dimensional space. 

Conclusions 
The current work describes a new method for converting 
multivariate inputs into continuous-valued hyper-
dimensional random vectors. The method attempts to solve 
the conflicting requirements of similarity preservation and 
decorrelation by performing recursive application of self-
modulated random mappings. This leads to 
orthogonalization of the input data in a manner that still 
allows detection of the degree of similarity in the inputs. 
This is a highly relevant property for any cognitive system 
utilizing distributed representations, since no learning can 
occur without a consistent mapping from sensory input to 
internal representations in the memory and without the 
ability to measure similarity between the representations. In 
contrast to standard (deep) neural networks, the proposed 
approach does not involve learning and therefore the quality 
of the distributed representations is not dependent on the 
amount of training data available for training of the mapping 
network. On the other hand, S-WARP does not learn 
abstracted features from the data, but simply makes non-
categorical data available for use in HDC –based systems. 

The present work also shows that both S-WARP and 
scatter code –based HDC representations can be used to 
encode the complex time-frequency structure of spoken 
words by utilizing the chunking and binding operations of 
HDC systems. However, a more systematical approach to 
encoding temporally evolving multivariate inputs should be 
investigated in future work. In addition, it should be noted 
that despite its mathematical simplicity, the large number of 
vector operations in S-WARP makes its computational 
complexity non-trivial for large-scale experiments. 
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Abstract 

Existing models of infant word learning have mainly 
assumed that the learner is capable of segmenting words from 
speech before grounding them to their referential meaning, 
while segmentation itself has been treated relatively 
independently of meaning acquisition. In this paper, we argue 
that situated cues such as visually perceived concrete objects 
or actions are not just important for word-to-meaning 
mapping, but that they are useful in pre-linguistic word 
segmentation, thereby helping the learner to bootstrap the 
language learning process. We present a model where joint 
acquisition of proto-lexical segments and their meanings 
maximizes the referential quality of the lexicon, and where 
learning can occur without any a priori knowledge of the 
language or its linguistically relevant units. We investigate the 
behavior of the model using a computational implementation 
of statistical learning, showing successful word segmentation 
under varying degrees of referential uncertainty.  

Keywords: word learning; segmentation; meaning 
acquisition; computational modeling; synergies in word 
learning; language acquisition 

Introduction 
One of the largest challenges faced by language learning 

infants is the problem of word learning. From a linguistic 
point of view, the problem is often posed as the question of 
1) how to segment the incoming speech input into words 
and 2) how to associate the segmented words to their correct 
referents in the surrounding environment in order to acquire 
meaning of the words. In this paper, we describe how these 
two tasks can be approached as a single learning problem. 

Several behavioral and computational studies have 
addressed the segmentation problem and it is now known 
that infants may utilize different cues, such as statistical 
regularities (Saffran, Aslin & Newport, 1996), prosody 
(Cutler & Norris, 1988; Thiessen & Saffran, 2003), or other 
properties of infant directed speech (Thiessen, Hill & 
Saffran, 2005), in order to find word-like units from speech. 
Similarly, computational modeling studies show that 
segmentation into recurring word-like units is possible at 
varying levels of language representation (e.g., Brent, 1999; 
Frank, Goldwater, Griffiths & Tenenbaum, 2010; Pearl, 
Goldwater & Steyvers, 2010; Räsänen, 2011). However, the 
main problem with these models is that they either require 
strong constraints or heuristics to drive the segmentation, or 
they assume representations of language such as phonetic 

transcriptions that are not available for an infant trying to 
bootstrap the language acquisition process.  

Likewise, the problem of associating segmented words to 
their referents has been widely addressed in earlier research. 
One of the prominent mechanisms in this area is the so-
called cross-situational learning (XSL; Pinker, 1989; 
Gleitman, 1990). According to the XSL hypothesis, infants 
learn meanings of words by accumulating statistical 
information on the co-occurrences of spoken words and the 
possible word referents (e.g., objects and events) across 
multiple communicative contexts. While each individual 
communicative situation may be referentially ambiguous, 
the ambiguity is gradually resolved as the learner integrates 
co-occurrence statistics over multiple such scenarios. A 
large body of evidence shows that infants and adults are 
sensitive to cross-situational statistics between auditory 
words and visual referents (see, e.g., Yu & Smith, 2012 for 
a recent overview) and that these statistics are accumulated 
and used incrementally across subsequent exposures to the 
word-referent co-occurrences (e.g., Yu, Zhong & Fricker, 
2012).  

In this work, we argue that, instead of looking at the early 
word segmentation and meaning acquisition separately, the 
two problems should be approached as one. Then the 
learning problem can be formulated as how to segment 
speech into meaningful units? When defined this way, there 
is no longer the implication that successful segmentation 
precedes meaning acquisition; rather, segment 
meaningfulness as such should be the main criterion for 
speech segmentation (for similar ideas, see ten Bosch et al., 
2009; Johnson, Demuth, Frank & Jones, 2010 and Fourtassi 
& Dupoux, 2014). Since word meanings are acquired 
through grounding of word forms to their referents, it would 
be natural to utilize the statistical regularities in the 
referential domain also in the acquisition of word forms 
themselves. 

We base our argument on the idea that the role of 
language is to describe the external world as accurately as 
possible, making all speech potentially referential. In this 
context, an effective learner is the one that finds maximally 
informative mapping from the initially ambiguous acoustic 
speech stream to the word referents that consistently co-
occur with the speech contents. Solving this mapping 
problem simultaneously solves the acquisition of word 
meanings (speech-to-referents associations) and word 
segmentation (mutually exclusive segments of speech). This 
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provides the basis for a functional proto-lexicon (Nazzi & 
Bertoncini, 2003) that has functional significance to a 
language learner that does not yet master the phonological 
structure of the language, and upon which more 
sophisticated language processing and parsing can build. 

 Learning word segments through cross-
situational learning 

The idea of learning word segments and their referential 
meanings simultaneously is not new. Several computational 
models have made use of joint inference at both levels with 
(Roy & Pentland, 2002; Yu & Ballard; 2004) and without 
(ten Bosch et al. 2009; Aimetti, 2009; Räsänen, Laine & 
Altosaar, 2008; van Hamme, 2008) assuming phonemic 
representation of speech. Recent behavioral evidence also 
shows that consistent visual cues help in word segmentation 
(Thiessen, 2010; Glicksohn and Cohen, 2013; Shukla, 
White & Aslin, 2011). The goal here is to formalize the 
joint-problem from referential point of view and to show 
with concrete simulations how this leads to successful word 
segmentation under varying degrees of referential 
uncertainty.  

We will start by defining the referential quality of a 
lexicon. By making a simplifying assumption that there is 
no grammar (i.e., all words are independent of each other), 
the referential quality (or information value) of the lexicon 
can be measured using mutual information: 

Q = P(w,c)log2
P(w,c)
P(w)P(c)w,c∑ / max{log|C|, log|W |}   (1) 

In the equation, w ∈ W are the words known by the learner 
and c ∈ C are discrete referents (states of the world) that the 
language attempts to describe. P(w,c) is the probability of 
observing word w and referent c in the same context while 
P(w) and P(c) are the probabilities of observing them 
individually.  

What Q quantifies is that, given a set of words (e.g., an 
utterance), how much information we know about the state 
of the world. Q achieves its maximum value of one when 
each word w co-occurs only with one referent c, i.e., there is 
no referential ambiguity at all and all referents have been 
named, each word having deterministic consequence to the 
state of the world. On the other hand, Q approaches zero 
when words of the lexicon W occur independently of the 
referents, i.e., there is no coupling between the lexical 
system and the surrounding world. The max{}-term 
normalizes the base of the logarithm, ensuring that Q 
decreases if the number of words is larger than the number 
of referents and vice versa, indicating ambiguity or 
redundancy in referential capability of the vocabulary.  

From learning point of view, a referentially optimal 
language learner wants to discover a vocabulary of words 
W that maximizes Eq. (1), i.e., considering those speech 
patterns as words that are maximally coupled to the 
concurrent environment in each communicative situation.  

Let us assume that speech input to the learner is 
represented as a sequence of observations X = [x1, x2, …, 

xN]  (e.g., short-term spectra of speech or neural firing 
patterns of the auditory nerve) with subscripts denoting time 
indices. These observations can be uni- or multivariate, or 
they can also be discrete, but here we will use vectors xt for 
the purpose of generality. Moreover, each observation xt is 
paired with a set ct describing the present communicative 
context attended by the learner. In this case, the goal of an 
referentially optimal learner is to map X into a sequence of 
words f(X) à [w1, w2, …, wM] so that the Q in Eq. (1) 
becomes maximized. This can be seen as a segmentation 
and classification problem: how to find sequences of 
acoustic observations that consistently co-occur in specific 
communicative contexts.  

The first step in solving the optimization problem is to 
consider the direct coupling of the speech X with the 
referential context c through their joint distribution P(X, c). 
Importantly, unlike a generative latent lexicon W that would 
be responsible for generating sequences of words, and each 
word generating an acoustic realization, the distribution 
P(X, c) is directly observable to the learner. The challenge is 
to model the signal X so that it compactly and 
discriminatively captures the acoustic and temporal 
characteristics of speech in different referential contexts c.  

From Eq. (1) we can infer that, in order to maximize Q, 
the co-occurrence matrix P(w,c) should be a sorted diagonal 
matrix, i.e., there would be one word for each unique 
referent and they only occur with each other as this 
minimizes the referential uncertainty. The easiest way to 
ensure that the size of vocabulary equals to the number of 
referents (|W| = |C|) is to have a separate model for speech X 
occurring in the context of each possible referent c, 
capturing the cross-modal statistical dependencies between 
the two.  Formally, an acoustic model with parameters θc is 
introduced for each referent c,  
P(c | X)∝P(X | c,θc )P(c) ,    (2) 

capturing the probability of observing referent c given 
speech input X and therefore constituting the meaning part 
of the model. This model θc can be any algorithm or rule 
that maps from X to c, but the overall quality of the lexicon 
will depend on the accuracy and consistency of these 
mappings. Learning of the words is then a parameter 
estimation problem with the aim of finding the set of 
acoustic model parameters θ* that maximize the joint 
probability of the concurrent referents across all speech X:  
θ*= argθ max{P(X | c,θ )P(c) |∀X,c}
= argθ max{P(c | X,θ )P(X) |∀X,c}

  (3) 

From referential quality point of view, by replacing the 
discrete words w with the probabilistic models θc of referent 
c during speech X, i.e., setting P(w,c) = P(c | X,θc )P(X) , we 
get 
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Q = P(c | X,θc )P(X)log|C|
P(c | X,θc )P(X)

P(X)P(c)X,c∑

= P(c | X,θc )P(X)log|C|
P(c | X,θc )

P(c)X,c∑

= P(X | c,θc )P(c)log|C|
P(X | c,θc )
P(X)X,c∑

 (4) 

where P(X) replaces P(w), being the probability of 
observing the speech-signal state X. Now, since P(X) and 
P(c) are independent of the model parameters θ, optimizing 
the solution for Eq. (3) will also optimize the referential 
value of the lexicon. Informally put, the overall quality of 
the lexicon depends on how well the model θc discriminates 
different referents c in different speech inputs X, giving 
more importance to referents occurring more often.  

As for the segmentation, the major consequence of the 
above formulation is that word segmentation emerges as a 
side product of learning of the acoustic models P(X | c, θc) 
for the referents. The relative probability (or familiarity) of 
word w occurring at time t in the speech input is given 
simply by the corresponding acoustic model θc: 
P(w, t) = P(c, t | x0,...,xt )∝P(c, t | x0,...,xt,θc )  (5) 

where x0, …,xt refer to speech observations up to time t. 
Input can be parsed into contiguous word segments by either 
1) assigning each time frame of analysis into one of the 
known referents (proto-words) with word boundaries 
corresponding to points in time where the most likely 
referent changes, or 2) thresholding the probabilities in 
order to make a decision whether a known word is present 
in the input at the given time or not.  

Note that the learner never explicitly attempts to segment 
the incoming speech into words as a separate stage from 
meaning acquisition. Instead, the learner simply performs 
maximum-likelihood decoding of referential meaning from 
the input, and this dynamically leads to the emergence of 
word boundaries in time. 

In contrast, if the processes of segmentation and word-
referent mapping are to take place independently of each 
other, the ultimate referential quality of the lexicon cannot 
recover from potential errors in the segmentation without 
further corrective mechanisms. Also, the “pre-segmented” 
vocabulary W is of no practical value before meaning is 
attached to the words, making at least explicit attempts to 
solve the segmentation problem alone questionable for an 
infant that doesn’t even know what kind of entities words 
are. Language has functional value only when the words 
carry some significance with respect to the states of the 
world as perceived by the language user. 

Approximating the ideal model with TPs 
In order to demonstrate the feasibility of the joint model 

of segmentation and meaning acquisition, a simple 
computational implementation of the model was created by 
utilizing the idea of using transition probabilities (TPs) to 
perform statistical learning on language input (c.f., e.g., 
Saffran et al., 1996), but now conditioned on the referential 

context. This is not to suggest that humans would actually 
utilize TPs over discrete representations of speech. Instead, 
the discrete domain analysis should be simply seen as a 
practical tool for analyzing statistical regularities of speech 
that, in the general case, reside in a much more complex 
multidimensional acoustic or perceptual space. 

Let us start by assuming that speech input X is represented 
as a sequence of discrete acoustic events X = [a1, a2, …, aL], 
where each event a belongs to a finite alphabet A (a ∈ A). 
These events can be any descriptions of a speech signal that 
can be derived in an unsupervised manner, and they are 
assumed to be shorter in time than any meaningful patterns 
of the language. Eq. (4) states that the quality of the lexicon 
is proportional to the probability that speech X is observed 
during referent c. By substituting X with the discrete 
sequence representation, the maximum likelihood estimate 
for P(c | X, θc) is given as 

P(c | X,θ ) = P(c | a1,...,aN ,θ ) =
F(a1,a2,...,aN | c)
F(a1,a2,...,aN | c)c∑

 (6) 

where F(a1, a2, …, aN | c) is the frequency of observing the 
corresponding sequence a1, a2, …, aN concurrently with 
referential context c. In the general case, this solution is 
infeasible since the distribution P(a1, …, aN | c) cannot be 
reliably estimated from any finite data for N >> 0 in the 
presence of variability characteristic to normal speech. 
However, Eq. (6) can be approximated as a mixture of TPs 
between adjacent and non-adjacent states (see Räsänen & 
Laine, 2012, for details): 

P(c, t | X)∝
P(at | at−k,c)k∑
P(at | at−k,c)c,k∑

=
F(at,at−k,c)k∑
F(at,at−k,c)

at∈A
∑

c,k
∑

 (7) 

Eq. (7) also makes a further simplifying assumption that 
P(c) is a non-informative uniform distribution. Note that 
with k = 1, c = constant, and A being the set of syllables in 
the language, this model becomes equal to the basic TP-
model used by Saffran et al. (1996). 

In order to decode model information in terms of 
contiguous patterns instead of doing it frame-by-frame, the 
activation A(c,t) of a referent (word) c at time t is given as 

A(c | Xt1,...,Xt2 ) ≈
1

t2 − t1 +1

P(at | at−k,c)k∑
P(at | at−k,c)c,k∑t=t1

t2
∑
$

%

&
&

'

(

)
)

 (8) 

i.e., by simply integrating the context-dependent TPs over 
the time-window of analysis from t1 to t2 (see also Räsänen 
& Laine, 2012). Once the activation curves for referents 
have been computed, temporally contiguous above-chance 
activation of a referent c can be seen as a candidate word 
segment, or cluster, that is both familiar to the learner and 
that spans across both auditory and referential 
representational domains. In the experiments of the current 
paper, decoding in Eq. (8) is always performed in a sliding 
window of 250 ms. TPs are always estimated from lags k  = 
{1, 2, …, 25}, corresponding to temporal distances of 10-
250 ms, as this time-scale captures the statistical regularities 
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of speech available at the low-level acoustic features (see 
Räsänen & Laine, 2012). 

Simulations 

Data and evaluation 
The model was tested on pre-recorded continuous speech 

by using the Caregiver UK Y2 corpus (Altosaar et al., 
2010). The material contains spoken utterances paired with 
visual tags denoting the concurrent presence of visual 
referents for the “keywords” (nouns, verbs, adjectives) in 
each sentence. In addition to the 1–4 referential keywords 
per utterance (mean 2.9), the utterances also contain 
additional words, such as function words (e.g., “a woman 
takes the yellow cookie”, referential keywords emphasized), 
leading to an average utterance length of 5.4 words. The 
main section of the corpus contains 2397 utterances for each 
talker, spoken in enacted, child-directed speaking style. 
There are a total of 50 unique keywords and corresponding 
visual referents in the corpus.  

For each run of the simulation, half of the corpus (N = 
1199 utterances) from Talker-01 was randomly assigned as 
the training data while the remaining half (N = 1198) was 
used to test the word-referent recognition performance of 
the model. The experiment was performed separately with 
the original referential information and with varying degrees 
of additional referential uncertainty by randomizing 20%, 
40%, or 80% of the original visual referents to any of the 50 
referents in the data. During the training stage, referents of 
the spoken keywords were always shown to the algorithm.  

For each test utterance, the M words with the highest non-
concurrent maxima in activation (Eq. 8) were chosen as the 
referent hypotheses, where M is the true number of referents 
associated with the utterance. The overall recognition 
performance was measured as the proportion of correct 
hypotheses across all test utterances and across five 
independent runs of the simulation. 

Speech pre-processing 
In order to represent speech in terms of short-term 

discrete events, Mel-frequency cepstral coefficients 
(MFCCs) representing the short-term spectrum of the 
speech were first computed from the speech signals using 
25-ms sliding window with 10-ms steps. 10,000 randomly 
chosen MFCC-vectors were then clustered into 64 unique 
categories in an unsupervised manner using the standard k-
means algorithm. Finally, each MFCC vector was assigned 
to the nearest cluster, leading to a discrete sequential 
representation of X = [a1, a2, …, aN] with a ∈ [1, 64] with 
one element at occurring every 10 ms (see, e.g., Räsänen, 
2011 for more details). 

Results 
Fig. 1 shows an example of the model output for an 

early stage of the learning and after processing of the full 
training set and without added referential noise. As can be 
observed from the middle panel, the activation of each 

referent, given the audio, is relatively noisy after observing 
only 60 utterances (recall that there are 50 different referents 
and 1–4 referents per utterance in the dataset). In the bottom 
panel, the words “small” and “tree” have been successfully 
associated to their corresponding referents after training,  

 
Figure 1: An example of the basic model output for the 
sentence “Do you have a small tree?” (keywords with visual 
referents emphasized). Top: The original waveform. 
Middle: The model output after exposure to 60 sentences. 
Bottom: The model output after exposure to 1199 sentences. 
The different colored curves represent probabilities of 
different visual referents. The vertical lines show the true 
word boundaries extracted from the corpus annotation.  
 
leading to clear activations that approximately correspond to 
the temporal extent of the underlying linguistic word forms, 
thereby also leading to segmentation of the input into word-
like units. On the other hand, words without a visual 
referent (e.g., “a”) do not have distinct activation segments. 
Also, activation of the referent {to have} extends to across 
the entire phrase “do you have” as it almost always occurs 
within this phrase in the corpus. 

Top panel in Fig. 2 shows the word-referent recognition 
performance as a function of the number of utterances 
perceived by the learner. The result is shown for the original 
referential information where referents always correspond to 
the keywords in the spoken utterances. In addition, results 
with 20%, 40% and 80% of the original referents 
randomized are also shown in order to analyze model 
behavior under varying degrees of referential uncertainty. 
As can be seen from the results, the basic model 
successfully learns the word-referent mappings from the 
continuous utterances, achieving a mean referent 
recognition rate as high as M = 89.5% (SD = 0.4%) across 
all 50 keywords in the data. The final results for the three 
noise levels are M0.2 = 89.1% (SD0.2 = 0.8%), M0.4 = 88.3% 
(SD0.4 = 0.5%), and M0.8 = 59.4% (SD0.8 = 1.9%) in the 
order of increasing uncertainty. This shows that the model 
copes well with referential uncertainty since nearly 90% of 
the word tokens are associated to their correct referents even 
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when almost half (40%) of the attended referents are not 
related to the speech contents during learning. Even in the 
case of only 20% of referents being related to the words in 
the utterances, the performance is still 59.4% and would 
likely keep increasing with more training data. 

 
Figure 2: Top: Word-referent recognition performance as a 
function of the number of sentences with which the model is 
trained and for different levels of referential noise. Middle 
panel: The mean distance from annotated word boundaries 
to the model-generated boundaries (points where the 
winning referent changes) as a function of word recognition 
performance. Bottom panel: The mean duration of the 
model-generated and correctly associated word segments as 
a function of word-recognition performance. The black, red, 
blue, and magenta colored lines show the results with 
referential noise of 0%, 20%, 40%, or 80% of the original 
referent labels randomized to any of the 50 possible 
referents, respectively. The horizontal dashed line shows the 
chance level performance in the top panel and the true mean 
word length in the bottom panel. The error bars correspond 
to ±1 SE.  
 

Middle panel in Fig. 2 shows the corresponding 
segmentation accuracy for all hypothesized word segments 
with respect to underlying word-level annotation and the 
bottom panel shows the segment length for correctly 
recognized words as a function of word-referent recognition 
performance. In all noise conditions, the model shows 
improvement in segmentation accuracy as more training 

data is observed and the final error of approximately 60 ms 
is small in comparison to the typical word durations.  

Finally, bottom panel in Fig. 3 shows the mean segment 
length that approaches the true mean keyword length of 
~400 ms as the recognition performance improves. In 
addition, the segment lengths of the correctly learned words 
are nearly identical at all referential uncertainty levels. This 
suggests that the learner first starts to discriminate different 
referential contexts based on short snippets of speech that 
are acoustically prominent in these contexts and then 
gradually learns the overall extent of the word-like units as 
more evidence is accumulated. In all, the model 
distinguishes different referents based on segments that are 
distinct in different referential contexts, ultimately 
converging to words or phrases that have referential 
meaning (also seen in Fig. 1). 

Discussion and conclusions 
In the present paper, we argued that language learners could 
utilize referential cues in communicative contexts by 
segmenting speech into units that are guaranteed to have 
referential significance. We provided a mathematical 
framework for joint-model of word segmentation and 
meaning acquisition by connecting referential value of the 
learned lexicon to the segmentation task. We tested the 
model in a word-learning simulation, showing that the 
model can successfully learn words from continuous speech. 

The present results converge with earlier modeling studies 
using visual referential information for perceptual 
grounding of acoustic patterns (e.g., Räsänen et al., 2008; 
van Hamme, 2008; Aimetti, 2009; ten Bosch et al., 2009). 
All these models exhibit successful word learning after 
sufficient exposure to the language without any a priori 
linguistic knowledge, and the present mathematical 
framework explicates why this is the case, i.e., why the 
cross-modal strategy is valid for early word learning.  

The idea of learning a referentially meaningful proto-
lexicon without any phonological decoding of speech 
converges with the definition of proto-lexicon by Nazzi and 
Bertoncini (2003). Also, according to PRIMIR framework 
of language acquisition (Werker & Curtin, 2005) and recent 
work on learning of phonological categories (Feldman et al., 
2013), it is likely that language learners have to acquire 
lexical knowledge before or in parallel with phonological 
representations instead of learning the sound system of the 
language before word learning. The present model provides 
one possible approach for bootstrapping the learning process 
by starting from proto-lexical learning that already results in 
meaningful representations of the language and thereby 
enables (receptive) language use before more sophisticated 
language skills emerge.  

From a machine learning point of view, the present model 
can be characterized as weakly-supervised learning. The 
referential context provides labeling for the speech input, 
but the labels are noisy and inaccurate due to the referential 
ambiguity in each communicative situation. Efficiency of 
the learning is dominated by the learner’s ability to limit the 
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number of possible referents in each communicative 
situation, possibly driven by attentional and social cues in 
case of real infants.  

In general, it is likely that learners use a number of 
different strategies to bootstrap their word learning. This 
also involves the use of purely bottom-up cues to words and 
word boundaries (see the introduction). However, the 
essence of language is in the word meanings. An optimal 
language learner will therefore take the meanings of 
potential word segments into account when trying to make 
sense of the auditory world. 
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Abstract 

Human infants learn meanings for words in interaction with 
their environment. Individual learning scenarios can be 
ambiguous due to the presence of several words and possible 
meanings. One possible way to overcome ambiguity is called 
cross-situational learning (XSL), where information is 
gathered over several learning trials. Experimental studies of 
human XSL have shown that cognitive constraints, such as 
attention and memory limitations, decrease human 
performance when compared to computer models that can 
store all available information. In this paper, we approach 
modeling of human performance with a novel computational 
XSL algorithm, FAMM (Familiarity preference, Associative 
learning, Mutual exclusivity, Memory decay), equipped with 
the four main components motivated by experimental 
research. The model is evaluated based on a number of earlier 
XSL experiments that probe different aspects of  learning. 
FAMM is shown to provide a better fit to the behavioral data 
than the earlier proposed model of Kachergis et al. (2012). 

Keywords: cross-situational learning, mutual exclusivity, 
memory, computational model, familiarity preference 

Introduction 
Human infants learn their native language in complex 
interaction within their environment. One important part of 
language learning is vocabulary acquisition, i.e. learning 
words and their meanings as they occur in speech spoken by 
others. This process contains several difficulties that have to 
be overcome by infants in order to learn to recognize 
acoustic patterns for words and their corresponding real-
world meanings. In this work, we focus on the acquisition of 
word meanings, assuming that the learner has already solved 
the word segmentation and lexical decoding problems.  

The prevalent view is that infants learn meanings of 
words by associating acoustic representations of words to 
some real-life objects or entities (“referents”). A good 
opportunity for forming such associations is during 
interaction with an adult, e.g., an adult reading a picture 
book, where some words in the adult’s speech relate directly 
to some objects or pictures in the shared attentional space 
between the learner and the adult. However, learning 
scenarios like this are usually ambiguous, consisting of 
several words and meanings, where possibly only a few of 
all possible combinations are correct word-referent pairs.  

One way to overcome ambiguity in learning situations is 
to accumulate evidence over several individually ambiguous 
situations. This approach is often referred to as cross-

situational learning (XSL) (Pinker, 1989). Yu and Smith 
(2007) have shown that adults use cross-situational statistics 
to learn word-referent mappings across individually 
ambiguous learning trials. The findings have also been 
confirmed for infants (Smith and Yu, 2008) and for children 
(Suanda, Mugwanya & Namy, 2014). 

In laboratory settings it has been shown that human XSL 
performance is notably below ideal observer performance 
(see e.g., Yu & Smith, 2012). These limitations may be due 
to attentional, memory, or other cognitive constraints and a 
number of behavioral studies paired with computational 
modeling have been used to investigate the more subtle 
aspects of the XSL learning process (Yu & Smith, 2012; 
Kachergis, Yu & Shiffrin, 2012). Although the earlier work 
has been successful in modeling the behavioral data, 
parameters of the existing models have been separately fit to 
each experimental setting (Kachergis et al., 2012), leaving 
some room for ambiguity concerning whether the data could 
also be explained with other learning strategies, modeled 
using similar degrees of freedom.  

In this paper, we focus on modeling human XSL 
performance across a number of tasks involving variation in 
the number of concurrent tokens, number of repetitions per 
token, and also variation in whether the spoken words map 
to one or more visual referents. The first task modeled, that 
of Yu & Smith (2007) (from here on YU07), alters the 
difficulty of the learning by varying trial ambiguity and the 
number of repetitions of words and objects. The other 
experiment modeled, that of Yurovsky, Yu & Smith (2013) 
(YUR13), shows a detailed change in the learning results by 
simple reordering of learning trials, that is presumably 
caused by more detailed attentive or competitive processes 
in human learners, whose effects may not be observed in 
more general learning tasks. Importantly, we present a novel 
computational model of XSL that attempts to explain all 
these experimental conditions using a fixed set of model 
parameters without task-specific fine-tuning.  

The present model is compared against an earlier model 
proposed by Kachergis et al. (2012). The results show that 
our novel model is capable of accounting for the previously 
observed effects across fourteen behavioral test conditions, 
including the detailed ordering effect of Yurovsky et al. 
(2013), without requiring separate parameter optimization 
for the different experimental conditions.  
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Findings from human experiments of XSL 
In experimental studies of XSL, human participants are 
usually presented with a sequence of learning trials, each 
trial typically consisting of two to four visual objects and 
the same number of spoken words. The goal of the learner is 
to acquire correct word-referent mappings during the 
training trials. The ambiguity across learning trials can be 
varied in several ways. Each of the displayed referents may 
correspond to one of the simultaneously presented words, or 
there may be words that do not have a correct referent. 
Some studies may include homonymous words (words with 
several meanings) or synonymous words (several words for 
one meaning). In addition, the difficulty can be varied by 
varying the total number of word-object pairs or the number 
of words and objects present within each trial.  

Several learning mechanisms may be present in human 
XSL and explain the findings in related experiments. Yu 
and Smith (2012) showed that two competing, seemingly 
disparate, theories of XSL (hypothesis testing and 
associative learning) can both replicate findings in human 
XSL experiments if parameters related to cognitive 
processes such as information selection and decision 
strategies are adjusted correspondingly. 

Mutual exclusivity (ME) refers to a learner’s bias to learn 
one-to-one mappings between words and meanings. For 
example, if a learner is presented with a novel word and a 
novel and a familiar object (the word associated with the 
familiar object has been already learned), the learner tends 
to associate the novel word to the novel object (e.g. 
Markman & Wachtel, 1988). At least 15 to 17 month old 
infants seem to have developed a bias for ME (Markman, 
Wasow & Hansen, 2003). However, as humans are able to 
learn synonyms and homonyms, the strict ME constraint can 
be violated (e.g. Clark, 1987; Nelson 1988). The gradual 
violation of the ME rule can also be clearly seen in the 
experiments of Kachergis et al. (2012). 

In XSL, it is crucial that learners can retrieve information 
from past occurrences of words and referents. Learners’ 
memory can place limitations on how much information 
from past trials can be remembered. Vlach & Johnson 
(2013) have studied infants’ memory constraints in an XSL 
task. The findings indicate that 16-month-old infants learn 
word-referent mappings better if the words and referents are 
presented in immediate succession (massed) than when they 
are distributed across time (interleaved). 20-month-olds 
learn mappings equally well in both conditions, suggesting 
that the older infants may have had more memory capability 
to retrieve information over interleaved trials. In this work, 
we implement a memory constraint that may also explain 
the findings of several XSL experiments performed by 
adults. 

Existing computational models of XSL  
Although it is straightforward to implement XSL if one has 
unlimited accuracy and memory capacity, the challenge of 
building a cognitively plausible model is to implement the 
limitations of human learning correctly. Several 

computational XSL models have been previously 
introduced. For example probabilistic models by Frank, 
Goodman and Tenenbaum (2007) and Fazly, Alishahi and 
Stevenson (2010) can infer word-to-referent mappings using 
XSL and can reproduce some general phenomena of human 
learning, such as fast mapping, but direct comparison to 
experimental data is not extensively performed.  

A recently proposed computational model by Kachergis, 
Yu & Shiffrin (2012), has shown good fit to data acquired 
from human experiments in a number of different XSL tasks 
(Kachergis et al. 2012; Kachergis, Yu & Shifftin, 2013). In 
their model, attention for familiar word-object pairings 
competes with attention for uncertain pairings that occur for 
example when novel words and objects appear. With correct 
adjustment of the three parameters (balance between 
familiarity and novelty, total amount of attention and a 
forgetting factor) to each task, the algorithm matches well 
with the experimental data (Kachergis et al., 2012). 
However, the fit over a number of experimental conditions 
without changing the parameters and thereby the model 
behavior has not been systematically investigated. 

In the novel computational XSL model presented in this 
paper, we combine a familiarity preference, associative 
learning, mutual exclusivity and memory decay into one 
compact model. The model’s parameters are optimized to fit 
the experimental results of YU07 and YUR13 and the 
model behavior is compared against the Kachergis et al. 
(2012) model. In addition to analyzing the models’ 
capabilities to explain experiment-specific findings, their 
fits to the overall pattern of results across all experiments 
while using a fixed set of parameters are investigated. 

The two modeled experiments 
Here the two experimental setups whose results we aim to 
model are described. In both YU07 and YUR13 adult 
participants faced a task where they were presented with 
pictures of uncommon objects and heard a sequence of 
synthetically generated pseudowords. The participants were 
asked to learn which words were associated with which 
pictures across the trials.  

In YU07 the conditions of the experiments were varied in 
terms of number of concurrent words and referents, the 
overall number of unique words and referents, and the 
number of repetitions per each word-referent pair. In each 
trial, a word and its correct referent were always shown 
together with additional such pairs. The five experimental 
conditions consisted of the following: E1) 2 words and 2 
referents shown concurrently from a set of 18 unique 
words/referents, each pair occurring a total of six times (2x2 
/ 18 words / 6 repetitions), E2) 3x3 / 18 / 6, E3) 4x4 / 18 / 6, 
E4) 4x4 / 9 / 8 and E5) 4x4 / 9 / 12. In the test phase, 
participants were presented with one word and four pictures 
familiar from the training phase and were asked to point out 
the correct referent among these. 

YUR13 training. Here we investigate the first three 
experimental conditions of Yurovsky et al. (2013)  (E6, E7 
and E8 from here on) as the fourth one simply used a 
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different methodology to probe human performance trial-
by-trial in the third condition. All their experiments 
consisted of four objects and words per trial, but not all 
object-word pairs had a correct one-to-one correspondence. 
More specifically, there were single words with only one 
correct referent, double words with two correct referents 
(i.e. homonyms), and noise words with no associated 
referents. Single words occurred six times with their correct 
referents and double words occurred six times with each of 
their correct referents. Each experiment consisted of 27 
trials in total. 

In E6 single words always co-occurred with their correct 
referent, double words always co-occurred with both of their 
referents, and noise words were randomly used to complete 
the four-word sequence when double words were present. 

In E7 there were no noise words and within each trial, 
single words always co-occurred with their correct referent, 
and double words always co-occurred with only one of their 
correct referents. The ordering of trials was randomized - at 
every trial it was equally likely to have a double word 
occurring with its first or second referent. E8 was equal to 
E7 except that the ordering of the trials was changed so that 
double words always occurred with their first referent on the 
first half of the trials (early referents) and with their second 
referent on the second half of the trials (late referents).  

YUR13 testing, participants were tested for their 
knowledge of correct pairings by letting them hear each of 
the single and double words, and rank four presented objects 
in order of likelihood of being the correct referent for the 
heard word. Importantly, both correct referents were present 
for double words and the only correct referent for single 
words, in addition to foil referents. The participants were 
considered to know the correct referent for a single word if 
the correct referent was ranked the first (single condition). 
They were considered to know one of the two referents for a 
double word if either of them was ranked the first (either 
condition), and both of the two referents if both of the 
correct referents were ranked in positions one or two (both 
condition). 

In E6 and E7 Yurovsky et al. (2013) found that 
participants were significantly less likely to learn both 
referents of double words than the only referent of single 
words, indicating that the two referents of double words 
seem to inhibit each other somehow across trials through 
global competition. Surprisingly, the learning of double 
words was greatly enhanced in E8 due to simple ordering of 
the stimuli and the participants were no longer more likely 
to learn one referent of a single word than both referents of 
a double word. Yurovsky et al. offered an explanation that 
as global competition should inhibit the learning of late 
referents, perhaps the smaller ambiguity during the first half 
of training leads to strong learning of single word referents, 
and competition within a trial (local competition) supports 
late referent learning as the already learned pairings can be 
excluded from the set of potential new associations. In this 
paper we offer an alternative explanation for the finding, 
supported by our computational learning model. 

The new FAMM model of XSL 
In order to build an XSL model that would fit experimental 
data without the need to optimize parameters separately to 
each individual learning task, we have investigated a 
compact model consisting of hypothesized learning 
components that might explain the findings of YUR13 (but 
also YU07). The present model is constructed taking into 
account the most important findings from human 
experiments as explained above. The four main components 
of the FAMM model are: 
Familiarity preference. We hypothesize that in XLS 

learning there exists a strong familiarity preference towards 
already seen word-meaning associations. If the learner 
remembers that a word and an object have co-occurred in a 
previous trial, and they co-occur again, the learner 
substantially strengthens the association between the two. 
Associative learning. The associative learning 

component associates every object to every word within a 
trial with a relatively small weight. This sort of component 
is needed to loosen the ME rule in order to learn 
homonymous or synonymous mappings within a trial (see 
introduction above). 
Mutual exclusivity. Based on experimental evidence (see 

introduction), the learning model should include an ME 
component so that the learner has a bias to create one-to-one 
mappings between words and their meanings. In FAMM, 
this bias works within each trial so that if any word 
(referent) within a trial is already associated with any 
referent (word), no further associations are made except for 
a small random value induced by the associative learning 
component 
Memory decay. We hypothesize that the learner cannot 

remember the previous training trials perfectly and that 
detailed information on the trials is lost rather rapidly. 
Intuitively, it would seem that on the second trial, if the 
learners hear a word or see an object that were present also 
on the first trial, they seem familiar, and they thus certainly 
have co-occurred previously, because only one training trial 
has been seen this far. When more trials appear, 
remembering if seen objects or heard words have co-
occurred within any previous trial should become difficult, 
even though individual words or objects might seem 
familiar. The effect of memory decay is also supported by 
the findings of Vlach & Johnson (2013), where memory 
capacity has been offered as an explanation for the 
difference in performance between 16 and 20 month olds in 
cross-situational word-object learning task. 

Model implementation 
The task of the learner is to learn an association matrix A 

between the referents and the words presented during the 
trials. The rows of A correspond to the seen visual objects 
(=referents) and the columns to the heard words. A is 
initialized with zeros (no associations), and it is updated on 
every trial based on the heard words, seen objects, and the 
previous values of A. 
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Associations between the observed words and objects are 
generally strengthened by a constant value depending on a 
parameter α. Mutual exclusivity can however inhibit the 
strengthening of certain pairs. A small random component 
depending on a parameter β is also added to all pairs to 
account for associative learning. Non-linear memory decay 
depends on the third parameter γ. 

Training. On current trial t, where a total of NO objects 
{o1, o2, …, oNo} and NW words {w1, w2, …, wNw } are 
present, their association scores are updated to matrix A as 
follows  

 Aoi ,wj

t = D ⋅ Aoi ,wj

t−1 +F +M + R( ) ,  (1) 

where D, F, M and R refer to memory decay, familiarity, 
mutual exclusivity and random components for each 
association correspondingly. The familiarity component 
adds a value of 1 to the association between oi and wj if it is 
remembered that they have co-occurred on any previous 
trial: 

F =
1, if Aoi ,wj

t−1 > 0

0, otherwise

"
#
$

%$

   (2) 

The mutual exclusivity component M makes sure that the 
objects and words in the current trial that are remembered to 
have been associated in some previous trial, will not be 
associated to any other words or objects within the current 
trial. They are thus considered to be a confirmed pair. 

M =
0, if Aoi ,w

t−1 > 0 or Ao,wj

t−1 > 0
o=o1

oNo

∑
w=w1

wNw

∑

α / Nc, otherwise

#

$
%%

&
%
%

    (3) 

where Nc refers to the number of possible combinations of 
word-object pairs in a trial, leading to the assumption that 
when a trial has less words and objects, the learner is able to 
pay more attention to the possible combinations.  

The random component R ~ U(-β/2, β/2) assigns a random 
association value between every object and every referent. 
This models the noise present in learning situations, 
attention and brain processes. It also helps to bring variety 
to the forgetting process. Because of the non-varying 
memory decay component, without any kind of noise, all 
object-word pairs in the memory with equal association 
values would be forgotten equally fast. 

After the update phase, the non-linear memory decay 
factor takes place before the next trial is presented, and is 
implemented using a formula 
D = tanh γ ⋅ 20 ⋅ At−1(oi,wj )+F +M + R( )−10( )( )+1( ) 2.01  (4) 

The function based on hyperbolic tangent expresses the 
decay factor with which the current association values are 
multiplied. The decay factor depends on the association 
values after the update phase, so that strong associations 
decay less rapidly than weak associations. Figure 1 shows 
the updated association values as a function of the old 
association values (values before the decay function) when γ 
is 0.1, 0.3 and 0.5. Note that the division by 2.01 in equation 
(4) makes sure that even large association values are 

decayed minimally – the largest decay factor for association 
values over one is 0.995. In the end of each trial, values of 
A below 0.01 are set to zero to model complete forgetting.  

Testing. When tested for word-referent associations in the 
YU07 experiments, FAMM always selects the most strongly 
activated referent, given the test word..In YUR13, the model 
ranks the associated referents as in the original experiment. 
The choices for each test trial are chosen equally to the 
original experiments, but in YUR13 we test each single and 
double word six times to account for variability caused by 
the randomization of the foils in each test trial. After all 
training trials, before the testing phase, a small amount of 
noise (U(0, 0.01)) is added to A in order to randomize the 
selected referent for the test word in case several cells of A 
have the same value.  
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Figure 1. The effect of the memory decay function. x-axis = 
the original value in association matrix A. y-axis = the value 
after memory decay. Values γ = 0.1, 0.3 and 0.5 are shown. 

Experiments 

Experimental setup 
In this paper, computational modeling of the experimental 
setups of YU07 and YUR13 is presented. The reason for 
choosing these two studies is that the former investigates the 
basic properties of XSL under varying degrees of concurrent 
words, referents and the overall number of trials while the 
latter study reveals interesting details about competition 
between associations during learning.  

Modeling details 
The performance of the new XSL model is compared to the 
performance of the XSL model by Kachergis et al. (2012). 
Both of the models are fitted to the experimental data of Yu 
& Smith (2007) and Yurovsky et al. (2013) by performing a 
grid-search for optimal parameter values. Both models have 
three hyperparameters that have notable impact on the 
model performance and therefore the search is performed 
across the relevant range of all these parameters.  

In the testing phases of the experiments, Kachergis et al.’s 
algorithm makes hypotheses for words’ referents 
proportionally to their association values (Luce’s choice 
rule) as described in Kachergis et al. (2012). 

The optimization is performed at two levels: 1) 
individually for each of the eight simulated behavioral 

γ=0.1 
γ=0.5 
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experiment conditions (five conditions from YU07, and 
three conditions from YUR13), and 2) at a global level by 
finding a single set of optimal parameters across all fourteen 
data points (note that each condition in YUR13 has results 
for three different token types, yielding 3 x 3 = 9 data 
points). In both cases, the optimization criterion is the 
RMSE between the average model output and the means of 
the reported behavioral data. 

The search grid we used for the Kachergis et al. (2012) 
algorithm (see parameter descriptions in the original paper) 
was α = [0.7, 1] (step-size = 0.02), χ = [0.1, 8] (ss = 0.2) and 
λ = [0.1, 8] (ss = 0.2). For FAMM α =  [1, 3.4] (ss = 0.2), β 
= [0.1, 0.36] (ss = 0.02) and γ = [0.1, 0.5] (ss = 0.05). With 
each set of parameter values, the experiments were run 15 
times, and the RMSE between the averaged results and the 
experimental data point means was stored. After the 
optimization, accounting for the variance over several runs 
of the algorithm and in order to get a comparable result to 
the experimental data, the results are averaged across P 
runs, where P represents the average number of participants 
in the eight original experimental conditions of YU07 and 
YUR13 (P = 38). The RMSE between the 14 data points of 
the experimental data average and the model average is 
calculated after every run. This comparison is repeated 20 
times in order to obtain means and deviations of the models’ 
performances. 

Results 
As a result of optimizing across all eight experiments, the 
optimal hyperparameter values for Kachergis et al. 
algorithm were α = 1, χ = 0.1 and λ = 6.5, and for the 
FAMM model α = 2.60, β = 0.16 and γ = 0.25. The 
experiment specific and global fits between the two models 
and all eight experimental conditions (14 data points) are 
shown in Table 1 and the means and standard errors of all 
760 runs pooled in Figure 2.  

The overall finding is that both models fit nearly 
perfectly to almost all individual experiments when the 
parameters are optimized specifically for each condition. 
However, differences are seen when the parameters are not 
allowed to change between the tasks. More specifically, 
FAMM leads to a significantly better overall fit (Wilcoxon 
rank-sum test, W = 210, p << 0.001) with almost half of the 
global error of the Kachergis et al. (2012) model. 

In addition to that, the FAMM is capable of following the 
pattern in double word learning across E7 and E8 with 
notably enhanced learning of both meanings of double 
words in E8 (over 760 runs, E7: Mdn = 25.00, E8: Mdn = 

36.11, W = 480000, p << 0.001). In contrast, double word 
learning for Kachergis et al. model is significantly better in 
E7 than in E8 (E7: Mdn = 30.56, E8: Mdn = 27.78, W = 
599000, p = 0.013).  

If the hyperbolic tangent decay function of FAMM is 
replaced with a simple linear decay factor D = γ, where γ is 
optimized in range [0.1, 1], a global RMSE error of 64.77 is 
achieved (when γ = 0.2, i.e. fast memory decay). Double-
words are not learned better in E8 than in E7 anymore (1000 
runs, E7: Mdn = 22.22, E8: Mdn = 22.22, W = 1006741, p = 
0.63). The familiarity and hypothesis testing components 
thus do not seem to suffice to explain the increase in 
learning both referents of double words in E8. Replicating 
the effect seems to require stronger memory decay for weak 
associations. We hypothesize that the early referents of 
double words are learned better in E8 because their co-
occurrences are packed closer together on the first half of 
the trials making it more likely that an early referent pair is 
remembered on its new occurrence, when the familiarity 
principle strongly stores the association into memory. 

Conclusions 
Existing computational models of cross-situational learning 
have generally replicated some general patterns in human 
learning without extensive comparison to experimental data 
(Fazly et al., 2010; Frank et al., 2007), or their parameters 
have been adjusted to individual experimental conditions 
with a risk of overfitting to data (Kachergis et al. 2012; 
Kachergis, Yu & Shifftin, 2013). We have investigated what 
learning components should be included in a computational 
model of XSL in order to match experimental data more 
globally, i.e. optimizing one set of parameters to a larger 
amount of experimental data. 

We presented a novel computational XSL algorithm, 
FAMM, that can replicate experimental results of Smith & 

Table 1. Errors and correlations between the two models 
and the experimental data. 

 Measure Global fit (SD) Experiment-
specific fit 

FAMM 
RMSE 

Lin. corr. r 
Rank corr. ρ 

22.81 (2.75) 
0.96 (0.01) 
0.96 (0.02) 

4.30 
1.00 
1.00 

Kachergis 
et al. 

(2012) 

RMSE 
Lin. corr. r 

Rank corr. ρ 

41.24 (0.73) 
0.83 (0.01)  
0.74 (0.03)  

5.68 
1.00 
1.00 
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Figure 2. Modeled experimental data for all experimental 
conditions. The blue left-most bars indicate the model fit 
with parameters optimized for each experimental condition 
individually. The green middle bar indicates the model fit 
with one set of globally optimal parameters. The red bar on 
the right shows the results of YUR13. Standard error bars 
are shown with red, and chance level performance with 
horizontal lines. 
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Yu (2007) and Yurovsky et al. (2013) better than a 
comparable model (Kachergis et al., 2012). Essential 
components of the algorithm are a nonlinearly decaying 
memory trace of associations, a strong familiarity 
preference, mutual exclusivity component and a small 
random association component for all word-referent pairs. 
The strong familiarity preference “confirms” remembered 
associations and the nonlinear memory decay makes sure 
that strong associations, formed with the help of the strong 
familiarity preference, stay in the memory longer than weak 
associations that are more likely to be made with chance and 
are thus more likely to be incorrect. 

Special attention was paid to a finding of Yurovsky et al. 
(2013), where both referents of double words were learned 
more reliably when the first referent was presented only 
during the first half of the training trials, and the second 
referent only during the second half (see the experimental 
setup section). Only the FAMM algorithm was able to 
replicate the finding. Yurovsky et al. (2013) offered a 
possible explanation that mutual exclusivity may lead to the 
difference between the two conditions. This is because the 
learner has learned single words more strongly due to 
reduced ambiguity during the first half of the experiment, 
and can therefore exclude single words during the second 
half and pay more attention to the new double words and 
their referents. The present simulations indicate that 
incorporating mutual exclusivity alone may not be enough 
to replicate the experimental findings. Instead, the study 
with FAMM suggests that the relatively large boost 
observed in learning of double words in E8 is caused by the 
following mechanism: Since the frequency of double words 
co-occurring with their first referent is about twice as big in 
E7 than E8 (experiments 2 and 3 in the original paper) 
during the first half of the learning trials, the early word-
referent pairs are more likely to get “consolidated” due to 
the strong familiarity preference before their co-occurrences 
during the previous trials become forgotten. The learner 
simply remembers more of the early pairs during the second 
half of learning. In contrast, the memory decay has more 
severe consequences in the interleaved conditions (E6-7). 

The most important component of the FAMM model 
when compared to the Kachergis et al. model seems to be 
the nonlinear memory decay component that leads to the 
detailed finding of Yurovsky et al. (2013) considering E8. 
Without this component the model does not reach Kachergis 
et al. model’s performance as is shown in the results section. 
The effect of the memory component also suggests that 
participants in XSL experiments forget seen associations 
rapidly, and in order to remember certain word-referent 
pairs, they should be repeated in nearby trials. Also in 
FAMM, the strength of the association update on each trial 
depends on the number of possible combinations between 
the presented words and referents (see eq. (3)), making the 
model more flexible towards different XSL conditions, 
whereas in Kachergis et al. model the parameters are 
independent of the trial difficulty.  
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Abstract 

When children encounter objects, design constrains and 
affords action and cognition. An observational study in the 
wild revealed how manipulable objects afforded greater 
complexity of cognitive outcomes, including testing cause-
and-effect and expressing abstract ideas about phenomena in 
the natural world. Evidence comes from video analysis of 
children’s speech, gesture, and action when using a wide 
range of natural history exhibits. In the museum—an 
environment expressly designed for learning—children 
sought information with their moving bodies, eyes and hands. 
They explored sensorimotor contingencies, looking while 
touching, pushing, and pulling; they probed the perceptual 
affordances of different types of museum media, including 
graphic panels, specimens, models, and interactive exhibits. 
Children spoke more about the museum’s content when they 
touched the exhibits, but the content of their speech changed 
depending on the object’s affordances for interaction. With 
static specimens and models, children most often referred to 
objects’ concrete properties. With interactive exhibits, 
children’s speech involved references to dynamic relations 
among exhibit elements. Use of abstract speech and iconic 
gestures also suggests that they perceived interactive exhibits 
as representations of objects and phenomena beyond the here-
and-now. In summary, when children used interactive 
exhibits, the content of their speech was relational, 
representational, and at times, both representational and 
relational; they employed modes of conceptualization not 
seen when using non-interactive exhibits.  

Keywords: Distributed cognition; embodied cognition; 
situated cognition; interactivity; perceptual and cognitive 
affordances; representation; design; learning; museums 

 

Introduction 
What kinds of thinking does interaction make possible? 

This observational study takes a deep dive into one thin 
slice of everyday cognition—outside the laboratory, in the 
wild—in a natural history museum. While contributing to a 
compendium of human cognitive accomplishments in the 
wild, describing cognitive consequences of interactivity can 
inform design of learning technologies. 

Museum professionals call manipulable exhibits 
“interactive.” Interactive exhibits allow for reciprocity; 
when a user takes action, the exhibit responds in some 
perceivable way (McLean, 1996).  

To understand the cognitive nature of interactivity 
requires examination of the cognitive ecosystem, and what 
people, objects, and social and cultural practices all 
contribute to accomplishing a cognitive task. 

From the perspective of distributed cognition, the 
organization of mind—both in development and in 
operation—is an emergent property of interactions among 
internal and external resources. In this view, the human body 
and the material world take on central rather than peripheral 
roles. (Hollan, Hutchins & Kirsh, 2000).  

Cognitive resources internal to individuals include the 
functions enabled by human bodies, broadly speaking, 
perception, action, and other forms of cognition 
accomplished by brains (e.g. object recognition, memory, 
imagination). Cognitive resources external to individuals 
include artifacts, constructed environments, other people’s 
actions, social organizations, norms, and cultural practices 
which shape behavior and thought (Ibid; Clark, 2010; 
Hutchins, 2000). We look for organization of intelligent 
activity in the coordination of internal and external 
resources (Ibid).  

Touch is a primary mode for interaction with the physical 
world. The complexity of the human tactile system, in 
tandem with proprioception, allows for rich uptake of 
information. Touching enables knowing about object 
properties—in gestalt and in details—such as size, shape, 
texture, material, spatial location and adjacencies (Hatwell, 
2003). Perception informs action, e.g. sight of a hand tool 
activates premotor regions in the brain, readying the body 
for action (Grafton, Fadiga, Arbib, Rizzolatti, 1997). Action 
serves perception,  e.g. eyes and hands move over objects to 
drive sensory input. The structures of human sensorimotor 
systems—evolved for survival in a material world and tuned 
through lived experience—subserve the functions of action-
perception loops. In museums and elsewhere, we use these 
biological endowments for aesthetic enjoyment, 
conceptualization, learning, and more. 

Grounded cognition theories assert that embodied 
experience and situated action provide the building blocks 
for modal simulation and the perceptual symbol systems, 
proposed as underlying all cognition (Barsalou 2008; 
Barsalou, 1998).  During infancy, interaction with objects in 
space may enable the development of abstract image 
schemas, which act as conceptual primitives that provide the 
foundation for categorization and abstract thought (Mandler, 
2004). For crawling babies and pilots in their cockpits, 
interaction with objects changes what is available for 
perception, with consequences for memory, problem 
solving, and action (Hutchins, 1995b). Through the 
placement and arrangement of objects in space, humans can 
create conceptual relationships among categories of objects 
and organize their world for preferred types of action 
(Kirsh, 1995; Tversky, 2011.) 
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People use “epistemic action” when they manipulate 
objects to produce knowledge in order to solve problems; 
they don’t just solve problems “in their heads” (Kirsh & 
Maglio, 1994). Objects in the environment can provide 
structure for thought by serving as material anchors for 
conceptualization, e.g. the systematic arrangement of 
numbers and moving hands on a clock face supports the 
conception of episodes and passages of time (Hutchins, 
2005). Tools change the composition of functional cognitive 
systems and the nature of cognitive tasks by changing the 
distribution of cognitive labor (Cole & Griffin, 1980; 
Hutchins, 1995a,b). As an example, compare mental 
multiplication of two very large numbers to computing the 
product with pencil and paper, or with a calculator.  

Museum exhibits can serve as tools for exploring and 
representing ideas. External representations permit inference 
making by sharing the cognitive load with sensory systems 
(Kirsh & Maglio, 1994). They can provide a substrate on 
which one might “project” imagined structure (Kirsh, 2009), 
as when eyes trace a path on a map. Additionally, when 
objects can be manipulated, their representational potential 
expands by changing what is available for both perception 
and imaginary projection. Alignment of structure between 
aspects of perceptual experience and mental content may 
provide the basis for analogical reasoning and conceptual 
understanding (Gentner, 2010).  Research has shown how 
interaction with external representations—in particular, 
diagrams and gesture—serves critical functions in achieving 
insight through processes that engage perception, 
juxtaposition of elements, imagination, and representation 
through abstraction  (Nersessian, 2012; Bechtel, 2013; 
Becvar, Hollan & Hutchins, 2005; Hutchins & Palen, 1998).  

Learning scientists and educational researchers have 
stated the need to more deeply explore the cognitive 
constraints and affordances of interactive museum exhibits 
(Rennie, Feher, Dierking & Falk, 2003). Some researchers 
have articulated strategies for designers to focus users’ 
attention, limit sensory overload and frustration, and 
promote understanding (Allen, 2004; Allen & Gutwill, 
2004). Indeed, museum exhibits can be powerful tools to 
promote learning and to study how learning happens (Feher, 
1990). Researchers working in the realm of embodied 
mathematics learning are exploring exhibits as mathematical 
“instruments” for the development of perceptuomotor 
attunement, fueling mathematical imagination, merging 
action and conceptualization (Nemirovsky, Kelton, & 
Rhodehamel, 2013). There is widespread acknowledgement 
that interaction with objects provides the means for 
important cognitive work in learning enviornments (Bell, 
Lewenstein, Shouse & Feder, 2009). A growing research 
community conducts microanalytic ethnographies of 
interaction in environments designed for learning (Norris, 
2004), yet we have not exhaustively documented the 
cognitive consequences of interactivity. 

Methods and Analysis 
Observing individuals and groups engaged with social 

and physical environments, we see how sequences of action 
enact and embody trains of thought (Alac & Hutchins, 
2004). Translating distributed cognition theory into 
methods, we use cognitive ethnography (Williams, 2006), 
an evolving methodology that bounds units of analysis 
based on cognitive tasks (Hollan, Hutchins & Kirsh, 2000). 
Cognitive ethnography focuses on interaction among 
elements in cognitive ecosystems, both human and 
environmental. Qualitative and quantitative methods used 
are multimodal, multiparty, multiscalar (Johnson, 2010).  

For this research, primary data were comprised of video 
recordings of six bilingual fourth-grade children, each 
spending approximately 40 minutes in a natural history 
exhibition focused on geology and paleontology. Video 
recordings involved hand-held cameras following children 
as they moved through the museum. In addition, head-
mounted cameras worn by children captured their literal 
point of view in an attempt to get inside the activity, 
deliberately taking an endogenous perspective (Stevens, 
2010). Qualitative, descriptive analyses derive from the 
video recordings. Coding and annotation of the video 
generated secondary data, used for quantitative analyses 
related to abundance, diversity, distribution, sequences, and 
co-occurrences of cognitive events. The coding scheme, 
developed during the exploratory phases of this study, 
involved codes informed by theories of Distributed and 
Embodied Cognition, as well as emergent codes in the 
tradition of Grounded Theory related to the consequences of 
action and cognitive function (Charmaz, 2000).  

Children’s behaviors determined the parsing of activity in 
the museum. The video was annotated to mark engagement 
of perceptual and expressive modalities, i.e. when children 
looked, touched, talked, and gestured with exhibits. The 
coding scheme also specified how behaviors were coupled 
with the environment, as different targets of touch have 
different qualities and affordances (e.g. they touched 
smooth graphic panels, irregularly-shaped and textured 
touchable specimens, and manipulable interactive exhibits). 
Speech was coded in multiple ways, related to the presence 
or absence of the referent, and to differentiate exhibit-
related from non-exhibit-related speech. Coding enabled 
categorization of utterances as exhibit-related and concrete, 
abstract, or a blend of concrete and abstract (Figure 1). In 
addition, use of parts of speech referring to objects and 
actions supported interpretations of the cognitive functions 
of speech (to name, describe, evaluate, direct attention, ask a 
question, etc.). The gesture codes simultaneously indicate 
form and function (indexical and iconic).   

This study draws from video data of six children’s 
activity in four of six galleries, totaling 166 minutes, 
including 194 events defined by a participant’s sustained 
visual attention on an exhibit, with some of that time in 
proximity close enough to touch. The video data has 30 
frames per second; a frame-by-frame analysis allows for 
coding of behavior at a resolution of 33 milliseconds.  

1962



With training and a great deal of patience, research 
assistants coded video, focusing on observable behaviors 
such as: Look, Touch, Manipulate, Talk, Gesture, Read. 
Definitions of behaviors in an ethogram and a decision tree 
for types of talk (Figure 1) guided their judgments. Studying 
the complexity of cognition in the wild requires perception 
tuned by knowledge and experience, what Goodwin calls 
“professional vision” (Goodwin, 1994). Consequently, the 
lead researcher confirmed the accuracy of the coding done 
by assistants.  

The cognitive ethnography approach aligns with 
Multimodal Interaction Analysis, informed by strategies and 
orientations from Conversational Analysis, Multimodal 
Discourse Analysis, and Interaction Analysis  (Norris, 
2004). The cognitive task defines the unit of analysis in 
cognitive ethnography. In this case, the cognitive task for 
the children was to make sense of the novel museum 
environment, so the analysis involved the children and 
objects in the environment. The video and annotation data 
allow purchase on the question: What are cognitive 
consequences of interactivity for children in a museum? 

Study participants attended a special museum immersion 
program. One girl and one boy from each of three classes 
were purposefully selected by the researcher with no prior 
knowledge of their personal or academic history. Results 
from this study derive from six participants, all bilingual, (5 
English/Spanish bilinguals, 1 English/Vietnamese), during 
fall of their fourth-grade year. This study sits within a larger 
research agenda with the goal to describe a unique cognitive 
ecosystem at the intersection of formal and informal 
education in a natural history museum. The larger 
ethnography included observations and recordings of the 
three classes, attending adults, interviews with teachers and 
museum educators, subsequent museum observations, and 
classroom conversations.    

Results 
Allocation of attention influences other forms of 

cognition. Actions of the eyes and hands serve as a proxy 
for attention. When in the museum galleries, children 
looked at exhibits 90-95% of the total time, and touched 
exhibits 25-60% of the total time. Among the 194 events 
defined by sustained visual attention on a singular exhibit 

within arm’s reach, the vast majority (79%) involved 
touching. Forms of touch differed with the targets for touch 
and their affordances for engagement. Children touched the 
smooth surfaces of exhibit cases and graphic panels in 53% 
of all manual events (384 total across six children); they 
touched irregularly shaped specimens and models in 25% of 
manual events; they manipulated exhibits in 22% of manual 
events. The percentages of look-only, touchable, and 
manipulable exhibits, relative to the overall number of 
exhibits, is equivalent. However the amount of time spent at 
interactive exhibits, relative to overall time, is greater than 
the percentage of interactive exhibits relative all exhibits. 
Children often watched others while waiting in line to take 
their turn with an interactive exhibit. 

Of all the speech events uttered by children while in the 
galleries (n=496), 69% related to exhibit content (e.g. 
“That’s a starfish”); the remaining 31% involved social 
coordination, such as “I’m going to take you over here,” and 
“We gotta go.” Touch and talk tend to co-occur. When 
children touched exhibits, they simultaneously talked about 
half the time. When children talked about exhibits, they 
simultaneously touched 70% of the time.  

The content of children’s speech changed depending on 
the object’s affordances for interaction. Children commonly 
used speech related to concrete objects on display and 
concrete actions (67% of all exhibit-related speech events). 
With static specimens and models, children most often 
referred to concrete objects’ properties, naming, describing, 
and evaluating, using nouns, pronouns, adjectives, and 
indexical gestures.  

 

Children infrequently talked about representational 
content; 19% of multimodal utterances were coded as 
representational, i.e. they made reference to a museum 
object that was present and perceivable and also something 
physically absent, blending abstract and concrete speech. 
Examples include when a child pointed to a dynamic world 
map with moving continents and said “That’s where we are” 
(Figure 2) or pointed to a geologic model, saying “That’s 
lava.” Although representational utterances were less 
common overall, when the children engaged with interactive 
exhibits, they were much more likely to use 
concrete/abstract representational speech. Two-thirds of 55 

Figure 1. Coding scheme for exhibit-
related speech.  

Figure 2. “That’s where we are,” 
representational speech with indexical gesture. 
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instances of concrete/abstract representational speech 
occurred while children manipulated or watched another 
child manipulate an interactive exhibit. Concrete speech is 
three times more abundant than representational speech. 
Yet, speech describing relations among exhibit elements 
was three times more abundant in representational than 
concrete speech, always occurring with interactive exhibits. 
Referring to dynamic cause-and-effect relations among 
exhibit elements, the children used verbs, adverbs, and 
prepositions in addition to other parts of speech. Their use 
of abstract speech and iconic gestures suggests that they 
perceived interactive exhibits as representations of objects 
and phenomena beyond the here-and-now. 

Discussion 
When museum exhibits afford interaction, they yield 

consequences for attention and conceptualization. When 
children manipulated interactive exhibits in the museum—
opportunities that they actively sought—they achieved feats 
of cognitive complexity. With non-interactive exhibits, 
children tended to focus on questions related to concrete 
objects. With interactive exhibits, they went beyond naming 
the concrete objects. They explored opportunities for taking 
action and expressed representational meanings of museum 
objects in speech and gesture. Additionally, interactive 
exhibits seem to attract and hold the attention of children for 
longer time periods, a finding consistent with many museum 
studies (Serrell, 1998). This longer “stay time” may 
influence outcomes for speech and cognition.   

Various lines of research assert that language use can 
bootstrap cognitive development (Spaepen, Coppola, 
Spelke, Carey, Goldin-Meadow, 2011; Balcomb, 
Newcombe, Ferrara, 2011; Carey, 2011). At multiple levels, 
whether behavioral associations or purported neural 
connections, talking about experience can form and 
strengthen linkages between percepts and concepts (Gentner 
& Boroditsky, 2001; Ayoub & Fischer, 2006). Different 
forms of talk involve different cognitive functions. Naming 
a concrete object involves perception, recognition, and 
mental linkage with a verbal label. Naming that which an 
object represents involves both seeing the object, and seeing 
as, invoking the imagination to form a representation 
(Goodwin & Goodwin, 1996; Alac & Hutchins, 2004). This 
seeing as, marked by the use of representational speech and 
gesture, happened more frequently with exhibits that had 
opportunities for interaction. 

Especially when interactive, the exhibits served as tools, 
as pivots for the imagination (Vygotsky, 1934), and as 
material anchors for conceptual blends (Hutchins, 2005), a 
purported process by which humans weave together ideas 
from two distinct yet related mental spaces (Fauconnier, 
1994). As material anchors for conceptual blends, museum 
exhibits instantiate a physical analogy for a set of concepts. 
The imagination links what is present with what is not 
present, creating representational relationships. When 
children used concrete/abstract speech and iconic gesture as 
vehicles of expression, they made these representational 

relationships available for observation, for themselves and 
others. 

With exhibits as tools, children can give form to their 
imaginations. Among the children, iconic representational 
gestures were rare and not evenly distributed throughout the 
exhibition. The majority of iconic gestures occurred at a 
plate tectonics exhibit, designed to represent a subduction 
zone. The design of the exhibit strongly evoked 
representation of volcanoes among the children, yet the 
physical design left out a critical conceptual component—
the eruption of lava from the Earth’s surface. With iconic 
gestures, the children gave form to imagination and, with 
their hands accompanied by sound effects, they filled a gap 
in the physical design by enacting eruptions and explosions 
(Figure 3).  

 

Children expressed the representational potential of 
exhibits by coordinating their resources for action-
perception-cognition with the material resources of the 
exhibits, asynchronously collaborating with the designers 
who deployed strategies of visual-spatial abstraction and 
temporal-spatial compression. Interactive exhibits can 
instantiate analogies for phenomena, objects, and processes, 
but people create representations, sometime observable in 
speech and gesture.  

When children manipulated exhibits, they experienced 
contingent relationships between the actions of their hands 
and changes in their visual field. Speech and gesture that 
accompanied manipulation served specific cognitive 
functions, i.e. making reference to analogical and dynamic 
relations using abstract nouns, verbs, prepositions, and 
representational gestures, resulting in greater cognitive 
complexity. Talk that accompanied touching static objects, 
not involving manipulation, had simpler cognitive 
outcomes: naming, describing, evaluating, using concrete 
nouns, adjectives, the verb “to be,” and indexical pointing 
gestures. 

When exhibits can be manipulated, this seems to motivate 
their inclusion in a category endemic to museums, a 
category of objects that are supposed to be representational. 
A child expressed this expectation of representation when 
he approached an interactive model and asked, not the most 

Figure 3. Enacting a volcanic gesture 
coupled with subduction exhibit. 
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common question “What is it?,” rather “What’s this 
supposed to be?”   

The richness of this cognitive accomplishment—using 
exhibits to create representations, personally meaningful 
and publicly shared—involves a distribution and integration 
of cognitive labor. A child’s eyes focus on an exhibit, 
supporting visual perception while the line of sight can 
serve as a pointer for others’ attention. The hands 
manipulate an interactive exhibit, creating movement that 
changes the visual field, highlighting how the elements 
relate to each other and demonstrating how action causes 
effects. Speech can label the objects and express how they 
relate, and gesture can locate those objects in space and 
express dynamics of phenomena in concrete and/or abstract 
terms. And multiple parties can get involved, watching, 
moving, talking, gesturing—collaborating to create 
representations in the museum.  

When opportunities for multimodal and multiparty 
engagement expand the potential for cognitive complexity, 
coherence or confusion can result. To increase the 
probability of perceptual-conceptual coherence and reduce 
the probability of confusion, the results of this research 
suggest implications for design.  

To accomplish the cognitive achievement of perceiving 
and expressing representational content, museum exhibits 
should instantiate a direct isomorphic mapping between 
concrete objects and abstract concepts—“structural 
alignment” (Gentner, 2010) enhances the probability of 
achieving intersubjective agreement on the representational 
content. If multiple conceptual steps are required to achieve 
correspondence between the object and concept, intellectual 
scaffolding (ideally in material form) must support making 
those steps, and sufficiently hold attention to complete the 
conceptual journey. 

Physical aspects of exhibits channel attention and focus 
perception. With interactive displays, manipulation of an 
exhibit changes what is available for perception, and 
movement highlights specific features. Interactive exhibits 
instantiate dynamic relationships of cause-and-effect, and 
through analogical reasoning, can represent abstract, more 
generalizable, relationships. With affordances of 
manipulation and interaction, exhibits can serve as 
technologies for exploration and imagination, rather than 
solely as media for transmitting information.  

Hands—these uniquely human, extraordinarily flexible 
tools—can be put to good use in museums, schools, and 
other learning environments. Children will touch whatever 
is available. In many museums, the most abundant 
touchable resources—graphic panels—offer the least tactile 
information. The least abundant resources—interactive 
exhibits—offer the most multisensory information and 
potential for cognitive complexity. Touching and 
manipulating objects compels the allocation of both 
individual and joint attention, influencing what and how 
children see, and the ideas they activate through speech and 
gesture. Educators and designers may take stock of their 
investment in these different learning resources and assess 

their potential for engagement involving perception/action/ 
cognition.  

Interactive exhibits enhance the potential for 
conceptualization that is relational, representational, and a 
combination of relational and representational. When 
children engage multiple perceptual and expressive 
modalities, interacting with objects and coordinating with 
the actions of others, an opportunistic distribution of 
cognitive labor results, offering great potential for cognitive 
complexity and richness of meaning-making.  

Acknowledgments 
This paper results from dissertation research conducted 
under the supervision of Edwin Hutchins, with advice from 
James Hollan, Michael Cole, Christine Johnson, David 
Kirsh, Marta Kutas, and Jay Lemke, with funding from the 
University of California San Diego Predoctoral Humanities 
Fellowship. Special thanks to Tyler Marghetis, Hugh 
Mehan, Alba Basurto, Gina Bello, Richard Caballero, 
Jordan Davison, Divya Krishnakumar, Mandy Wong, and 
the San Diego Natural History Museum. 

 

References  
Alac, M., Hutchins, E. (2004). I see what you are saying: 

Action as cognition in fMRI brain mapping practice. Journal 
of Cognition and Culture, 4.3. 

Allen, S. (2004). Designs for Learning: Studying Science 
Museum Exhibits That Do More Than Entertain. Published 
online in Wiley InterScience (www.interscience.wiley.com).  

Allen, S., Gutwill, J. (2004). Designing with multiple 
interactives: Five common pitfalls. Curator 47(2): 199–212. 

Ayoub, C. C., & Fischer, K. W. (2006). Developmental 
pathways and intersections among domains of development. 
In K. McCartney & D. Phillips (Eds.), Handbook of Early 
Child Development, 62–82. Oxford, U.K.: Blackwell. 

Balcomb, F., Newcombe, N.S., Ferrara, K. (2011). Finding 
where and saying where: Developmental relationships 
between place learning and language in the second 
year. Journal of Cognition and Development, Vol. 12, No. 3: 
315–331.	  	  

Barsalou, L. (1999). Perceptual symbol systems. Brain and 
Behavioral Sciences, 22: 577–660. 

Barsalou, L. (2008). Grounded cognition. The Annual Review 
of Psychology, 59:617–45. 

Bechtel, W. (2013). Understanding biological mechanisms: 
Using illustrations from circadian rhythm research. In 
Kampourakis, K. (Ed.) Philosophical issues in biology 
education. New York, NY: Springer. 

Becvar, L.A., Hollan, J., Hutchins, E. (2005). Hands as 
molecules: Representational gestures as cognitive artifacts 
for developing theory in a scientific laboratory. Semiotica, 
156-1/4: 89–112. 

Bell, P., Lewenstein, B., Shouse, A., Feder, M. (2009). 
Learning Science in Informal Environments: People, Places, 
and Pursuits. Committee on Learning Science in Informal 
Environments, National Research Council. Washington, DC: 
The National Academies Press. 

1965



Carey, S. (2011). The Origin of Concepts: A précis. Behavioral 
and Brain Sciences, 34, 113–167. 

Charmaz, K. (2000). Grounded theory: Objectivist and 
constructivist methods. In N.K. Denzin & Y.S. Lincoln 
(Eds.), Handbook of qualitative research (2nd ed., pp. 509–
535). Thousand Oaks, CA: Sage. 

Clark, A. (2011). Supersizing the Mind: Embodiment, Action, 
and Cognitive Extension. New York, NY: Oxford University 
Press. 

Cole, M., Griffin, P. (1980).  Cultural amplifiers reconsidered.  
In D. Olson (Ed.), Social Foundations of Language and 
Thought. New York: W. W. Norton.  

Fauconnier, G. (1994). Mental Spaces: Aspects of Meaning 
Construction in Natural Language. New York, NY: 
Cambridge University Press. 

Feher, E. (1990). Interactive museum exhibits as tools for 
learning: explorations with light. International Journal of 
Science Education,12(1):35-49.  

Gentner, D. (2010). Bootstrapping the mind: Analogical 
processes and symbol systems. Cognitive Science, 34: 752–
775. 

Gentner, D., Boroditsky, L. (2001). Individuation, relativity 
and early word learning. In M. Bowerman & S. Levinson 
(Eds.), Language Acquisition and Conceptual Development, 
215–256. Cambridge, UK: Cambridge University Press. 

Goodwin, C. (1994). Professional vision. American 
Anthropologist, 96(3): 606–633. 

Goodwin, C., Goodwin, M.H. (1996). Seeing as a Situated 
Activity: Formulating Planes. In Yrjö Engeström and David 
Middleton (Eds.) Cognition and Communication at Work, 
61–95. Cambridge, MA: Cambridge University Press. 

Grafton, S.T., Fadiga, L., Arbib, M.A., Rizzolatti, G. (1997). 
Premotor cortex activation during observation and naming of 
familiar tools. NeuroImage, Volume 6, Issue 4, 231-236. 

Hatwell, Y. (2003). Touch and cognition. In Y. Hatwell, A. 
Streri, E. Gentaz (Eds.) Touching for Knowing: Cognitive 
Pyschology of Haptic Manual Perception. Philadephia, PA: 
John Benjamins. 

Hollan, J., Hutchins, E. & Kirsh, D. (2000). Distributed 
cognition: Toward a new foundation for human-computer 
interaction research. ACM Transations on Computer-Human 
Interaction, 7(2), pp. 174–196.  

Hutchins, E. (1995a). Cognition in the Wild. Cambridge, MA: 
The MIT Press. 

Hutchins E. (1995b). How a cockpit remembers its speeds. 
Cognitive Science, 19, 265-288. 

Hutchins, E. (2000). Distributed Cognition. IESBS Distributed 
Cognition. San Diego, CA: University of California, San 
Diego. 

Hutchins, E. (2005). Material anchors for conceptual blends. 
Journal of Pragmatics, 37: 1555–1577. 

Hutchins, E., Palen, L. (1998). Constructing meaning from 
space, gesture and speech. In L. B. Resnick, R. Saljo, C. 
Pontecorvo, and B. Burge (Eds.) Discourse, Tools, and 
Reasoning: Situated Cognition and Technologically 
Supported Environments. Verlag, Germany: Springer. 

Johnson, C. (2010). Observing cognitive complexity in 
primates and cetaceans. International Journal of 
Comparative Psychology, 23: 587-624.  

Kirsh D. (1995). The intelligent use of space. Artificial 
Intelligence 73:31-68.  

Kirsh, D. (2009). Interaction, external representations and sense 
making. In N. A. Taatgen & H. van Rijn (Eds.), Proceedings 
of the 31st Annual Conference of the Cognitive Science 
Society (1103-1108). Amsterdam: Cognitive Science 
Society. 

Kirsh, D. and Maglio, P. (1994). On distinguishing epistemic 
from pragmatic action. Cognitive Science, 18: 513–549. 

Mandler, J.M. (2004). The Foundations of Mind: The Origins 
of Conceptual Thought. New York, NY: Oxford University 
Press.  

McLean, K. (1993). Planning for People in Museum 
Exhibitions. Washington DC: Association of Science & 
Technology Centers. 

Nemirovsky, R., Kelton, M., Rhodehamel, B. (2013). Playing 
mathematical instruments: Perceptuomotor integration with 
an interactive mathematics exhibit. Journal for Research in 
Mathematics Education. 44(2):372-415. 

Nersessian, N. J. (2012): Modeling practices in conceptual 
innovation: An ethnographic study of a neural engineering 
research laboratory. In U. Feest & F. Steinle (Eds.) Scientific 
Concepts and Investigative Practice, 245–269. Berlin, 
Germany: DeGruyter.  

Norris, S. (2011). Discourse in Action: Introducing Mediated 
Discourse Analysis. Studies in Multimodality : Multimodality 
in Practice : Investigating Theory-in-Practice-through-
Methodology. Florence, KY: Routledge. 

Rennie, L., Feher, E., Dierking, L., Falk, J. (2002). Toward an 
agenda for advancing research on science learning in out-of-
school settings. Journal of Research in Science Teaching. 
40(2): 112–120. 

Serrell, B. (1998). Paying Attention: Visitors and Museum 
Exhibitions. Washington DC: American Association of 
Museums.  

Spaepen, E., Coppola, M., Spelke, E.S., Carey, S.E., Goldin-
Meadow, S. (2011). Number without a language model. 
PNAS, Vol. 108, N. 8, 3163–3168.  

Stevens, R. (2010). Learning as a members’ phenomenon, in 
National Society for the Study of Education, Volume 109, 
Issue 1, (82–97). New York, NY: National Society for the 
Study of Education, Columbia University. 

Tversky, B. (2011). Visualizing thought. Topics in Cognitive 
Science, Volume 3, Issue 3, 499–535.	  	  

Vygotsky, L.S. (1934/1986). Thought and Language. Kozulin 
(Ed.), Hanfmann & Vakar (Trans.). Cambridge, MA: The 
MIT Press. 

Williams, R. (2006). Using cognitive ethnography to study 
instruction. Proceedings of the 7th international conference 
on learning sciences, 838–844. 

 
 
 
 

1966



Eye Movements Reveal Sensitivity to Sound Symbolism  

Early and Late in Word Learning 
 

Kate Pirog Revill (krevill@emory.edu) 
Facility for Education and Research in Neuroscience, 36 Eagle Row 

Atlanta, GA 30322 USA 

 

Laura L. Namy (lnamy@emory.edu) 
Department of Psychology, 36 Eagle Row 

Atlanta, GA 30322 USA 

 

Lynne C. Nygaard (lnygaar@emory.edu)  
Department of Psychology, 36 Eagle Row 

Atlanta, GA 30322 USA 

 

 

 

Abstract 

Although the relationship between sound and meaning in 
language is arbitrary, reliable correspondences between sound 
and meaning have been found in natural language. These 
sound symbolic relationships affect word learning, but less is 
known about how sound symbolism affects online processing 
during learning or for well-learned stimuli. We use the visual 
world paradigm and an artificial lexicon featuring carefully 
controlled sound symbolic correspondences to examine the 
effects of sound symbolism on the online processing of novel 
and well-learned stimuli. Initially, participants chose novel 
shapes matching the sound symbolic properties of the word 
above chance, reliably fixating consistent shapes around word 
offset. As learning approached ceiling, accuracy and reaction 
time differences between matching and mismatching stimuli 
disappeared but a disadvantage in the online processing of 
mismatching stimuli persisted in the form of lagging target 
fixations. This suggests that sound symbolism affects the 
online processing of spoken stimuli even for well-learned 
words. 

Keywords: sound symbolism; eyetracking; visual world 
paradigm; artificial lexicon 

Introduction 

Despite the apparent arbitrariness of the relationship 

between words and their meanings, both historical and 

recent evidence suggests that non-arbitrary correspondences 

between linguistic structure and categories of meaning exist 

in natural language, and that language users are sensitive to 

these correspondences (Köhler, 1947; Maurer et al., 2006; 

Nygaard et al, 2009; Ramachandran & Hubbard, 2001; 

Revill et al., 2014; Sapir, 1929). For example, Maurer, 

Pathman, and Mondlock (2006) found that both adults and 

children (2.5-year-olds) readily associated nonwords such as 

‘maluma’ and ‘bouba’ with round, amoeboid shapes and 

words such as ‘kiki’ and ‘takete’ with sharp, spiky shapes 

(see also Köhler, 1947; Ramachandran & Hubbard, 2001). 

Similarly, Sapir’s (1929) classic study demonstrated that 

adults reliably judged the nonword ‘mal’ to refer to large 

objects and the nonword ‘mil’ to refer to small objects. 

These sound-to-shape biases have been demonstrated across 

many languages and cultures (Bremner et al., 2013) and 

across development (Maurer et al., 2006). These types of 

reliable correspondences between sound and meaning have 

been dubbed sound symbolism. 

Correspondences between phonological form and 

grammatical or semantic class have been shown to facilitate 

spoken sentence and word processing (Farmer, Christiansen 

& Monaghan, 2006; Reilly et al, 2012). These 

correspondences have also been found to benefit learning. 

For example, Nygaard et al. (2009) taught native English 

speakers the Japanese translations of English antonyms. 

Learners responded more quickly and accurately when the 

Japanese words were paired with their true English 

equivalents during training than when they had been paired 

with a mismatched meaning. However, to date, little work 

has examined the consequences of sound-to-meaning 

correspondences for online processing during word learning 

or for the subsequent lexical access of well-learned words. 

To address this question, we use the visual world paradigm 

in which fixation duration and latency on the visual referent 

of a word and its competitors can be used as implicit 

measures of real-time lexical processing (Creel, Tanenhaus, 

& Aslin, 2006; Revill, Tanenhaus, & Aslin, 2008).  

If sound symbolism facilitates online lexical and semantic 

processing, listeners should more rapidly fixate potential 

referents when the objects possess visual characteristics 

consistent with the sound symbolic auditory features of the 

words. This study investigates the extent to which visual 

orienting to objects is influenced by the sound symbolic 

characteristics of novel labels, both at initial presentation 

and as learning approaches ceiling. More specifically, we 

investigated the effects of sound symbolic mappings when 

sound properties match (e.g., round labels paired with 

rounded objects) or mismatch (e.g., round labels paired with 

pointy objects) listeners’ off-line judgments. We used an 

artificial lexicon paradigm in which language users acquired 

a novel lexicon by learning label-object pairings over the 

course of a brief training session (e.g., Revill et al., 2008). 

An artificial lexicon allows us to precisely manipulate the 
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correspondence between the auditory or linguistic properties 

of object labels and the visual properties of object referents 

in order to evaluate the role of sound to meaning 

correspondences in processing.   

 

Materials & Methods 

Participants 

Twenty four members of the Emory University community 

took part in the study (8M/16F, age 21.7±3.5). Data from 

two participants were excluded due to failure to comply 

with task instructions, and eyetracker malfunction resulted 

in the loss of eyetracking data from one additional 

participant, leaving N=22 for accuracy and reaction time 

analyses and N=21 for eyetracking analyses. All participants 

were native English speakers (n=17) or early bilingual (n=4) 

English speakers for whom English is the dominant 

language (the pattern of results reported here did not differ 

reliably when these 4 participants' data were removed). All 

participants had normal hearing and normal or corrected-to-

normal vision and no history of language or learning 

disabilities.  

  
 

Figure 1. Screen layouts for the (A) 2AFC pretest 

 and (B) 4AFC test blocks. 

Materials 

During training, participants learned to pair 24 novel CVCV 

word forms with 24 unfamiliar shapes. Both the verbal and 

visual stimuli were drawn from a larger set of stimuli 

previously normed by a separate group of participants (List, 

2014; McCormick et al., 2015). All pseudowords were 

recorded by a female speaker of American English and were 

edited into separate files and amplitude normalized for 

presentation. From this set, we selected eight novel words 

that had been previously rated as highly ‘rounded’ (on 

average, 9.8% of 34 norming participants selected ‘pointy’ 

in a 2AFC task), eight that were highly ‘pointy’ (92.4% 

selected ‘pointy’), and eight showing no evidence of sound 

symbolism (50.0% selected ‘pointy’). Although ‘bouba’ and 

‘kiki’ were not among the stimuli, we refer to the words 

rated to sound highly rounded as ‘boubas’ and the words 

rated as pointy-sounding as ‘kikis’ since these words are 

canonically associated with the sound-to-shape matching 

paradigm. Words that lacked a strong shape selection bias 

are termed ‘nonsymbolic’. Phonemic transcriptions of the 

full list of pseudoword stimuli appear in Table 1. Average 

word duration was 558ms and did not differ among bouba, 

kiki, and nonsymbolic categories (F(2, 21) = 2.14, p > .1). 

Shape stimuli consisted of 24 line drawings of abstract 

rounded and angular shapes with 4-6 protuberances drawn 

from a larger set of abstract shapes previously rated for 

roundedness/pointiness by a separate group of 34 

participants. Twelve of the shapes had previously been rated 

as highly rounded (mean rating 2.1 on a Likert scale where 

1 = very rounded and 7 = very pointy) and twelve as highly 

pointy (mean rating 5.7). Four of each of the shape stimuli 

were paired with words that had a matching sound symbolic 

bias (rounded shapes  bouba words, pointy shapes  kiki 

words), four with mismatching words (rounded shapes  

kiki words, pointy shapes  bouba words), and four of each 

with nonsymbolic words, for a total of eight match, eight 

mismatch, and eight nonsymbolic stimuli. To control for 

possible learnability biases, six different stimulus lists were 

created with different word-shape pairings, with individual 

words and shapes rotating through conditions. 

 

 

Table 1: Word Stimuli 

 

Round-Biased 

“boubas” 

Pointy-Biased 

“kikis” 

Nonsymbolic 

bubo kɛte bɛde 

gubu piki sefi 

lʊlu tɛpi dʒuzo 

mʊnu fItʃe tʃufo 

bugu kiti tʃɛse 

lomu pIke leni 

mumo teki gɛgi 

nʊlo tite sotʃu 
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Procedure 

Participants were seated comfortably in front of the display 

screen with their chins in a chinrest at a viewing distance of 

60cm. Stimulus presentation was controlled by E-Prime 2.0. 

Visual shape stimuli subtended 5.5 degrees of visual angle. 

Spoken stimuli were presented over Sennheiser HD280 Pro 

headphones at a comfortable listening volume. Eye 

movements were monitored using a table-mounted Eyelink 

1000 eyetracker (SR Research). A nine-point calibration 

was performed before beginning the experiment and drift 

correction was performed before the start of each eyetracked 

test block. See Figure 1 for examples of the stimulus 

displays during the pretest and test blocks.  

 

Pretest Following eyetracker calibration, participants 

completed 24 trials in a 2AFC pretest. Participants clicked 

on a central fixation cross to begin each trial. Two shape 

stimuli (one round, one pointy) appeared on the screen. 

After 250ms, participants heard the name of one of the 

displayed shapes and used the mouse to click on the shape 

that they thought had been named, which ended the trial. No 

feedback was provided during the pretest block. Participants 

were instructed that guessing was fine and that they should 

just listen to the word and decide which shape they thought 

it named.  

Participants heard each word once during the pretest. The 

“correct” shape, i.e., the shape that would be paired with the 

word during training, was one of the two shape options 

available; the other item was pseudorandomly drawn from 

the opposite shape category so that one round and one 

pointy shape was present on each trial and each shape 

appeared onscreen twice during the pretest block (once as 

the target and once as a distracter stimulus.) 

 

Training Following the pretest, participants completed 

sixteen interleaved blocks of training and testing. Each of 

the eight training blocks consisted of 48 2AFC trials. On 

each trial, two shapes were displayed on the screen. After 

250ms, participants heard the name of one of the displayed 

shapes and used the mouse to click on the shape that they 

thought had been named. Regardless of whether they 

selected the correct or incorrect choice, the incorrect shape 

disappeared and the correct shape remained on screen for 

1000ms while its name was repeated.  

Participants heard each word twice during each training 

block. Each shape was presented four times during each 

training block, twice as the target stimulus and twice as a 

distracter stimulus. Unlike the pretest block, there was no 

requirement that both a rounded and a pointy shape appear 

on each trial so participants had to decide between two 

rounded or two pointy shapes half the time to make the 

visual discrimination more challenging.  

 

Testing A test block occurred immediately after each of the 

eight training blocks. Each of the eight testing blocks 

consisted of 24 4AFC trials. Four shapes appeared on each 

trial: the target shape, one distracter from the same shape 

category as the target, and two distracters from the opposite 

shape category, so that two rounded and two pointy shapes 

were onscreen during every trial. After 250ms, participants 

heard the name of one of the displayed shapes and used the 

mouse to click on the shape that they thought had been 

named. No trial-by-trial feedback was given during test 

blocks, though participants were given a score (e.g. 18/24 

correct) at the end of each test block. Each word was 

presented once per test block, and each shape appeared four 

times per test block; once as the target, once as a same-

shape distracter, and twice as an opposite shape distracter.   

Results 

Full analysis of the data from the training and initial testing 

blocks is beyond the scope of this report; here we focus on 

data from the pretest and final two test blocks. Linear and 

logistic mixed effects models were used to analyze reaction 

time and choice/accuracy data respectively (Jaeger, 2008) 

using R (v3.1.1) and lme4 (v1.1-7). Maximal random effects 

(random effects of subject on the intercept and slope) were 

included in all models. Fixations and saccades were 

automatically detected by the Eyelink software and 

combined into gazes starting from the beginning of a 

saccade to the end of the subsequent fixation. Only signal-

driven fixations (i.e., gazes beginning 200ms after the onset 

of the spoken word to account for eye movement planning) 

are shown. 

Pretest 

Participants showed clear sensitivity to the sound symbolic 

properties of the pseudowords during the initial pretest. 

Shape choice was strongly associated with the sound 

symbolic properties of the word, with participants choosing 

round shapes after hearing a ‘bouba’ word 69% of the time 

and choosing a pointy shape 73% of the time after a ‘kiki’ 

word. These tendencies mean that prior to any training, 

participants chose the ‘target’ shape that would be learned 

during training on 73% of match trials, 31% of mismatch 

trials, and 52% of nonsymbolic trials. Including a fixed 

effect of word category (match/mismatch/nonsymbolic) in 

the model significantly improved the model fit (χ
2
 (2) = 

19.2, p < .001) over the baseline model which contained 

only a fixed effect of intercept and had random effects of 

subject on the intercept and category slope term. Reaction 

times during the pretest were not significantly affected by 

word category whether sorted by eventual match status 

(RTmatch = 1350ms, RTmismatch = 1384ms, RTnonsymbolic = 

1419ms, χ
2
 (2) = 0.71, p > .1) or sound structure (RTbouba = 

1357ms, RTkiki = 1367ms, RTnonsymbolic = 1419ms, χ
2
 (2) = 

0.35, p > .1). Thus the best fitting reaction time model 

contained only an intercept term in the fixed effects along 

with random effects of subject on both the intercept and 

slope (category or match) term. 

Participants’ eye movements during pretest were also 

affected by the sound symbolic properties of the word. The 

difference in fixation proportions between the target and the 

distracter  shape  was  calculated  for  match, mismatch,  and  

1969



 
 

Figure 2. Pretest fixation proportion difference curves 

(target – distracter). Mean word offset is 558ms; mean RT 

~1400ms. For display purposes, data has been binned into 

100ms windows. Error bars indicate SEM. 

 

nonsymbolic words without regard to the final click 

decision; all trials were included, whether they ended in the 

participant correctly guessing the target stimulus or clicking 

on the distracter shape, since the participant had no basis for 

knowing which were the correct pairings during the pretest 

block. Mean fixation proportions were calculated across the 

time window extending from 200ms after word onset (the 

first signal-driven fixations) to 1400ms (the average RT 

across conditions). Single sample t-tests were used to 

determine whether the difference in fixation proportions 

between the target and distracter significantly differed from 

zero; i.e., if participants showed a significant bias in looking 

to either target or distracter shapes. As seen in Figure 2, 

participants showed a strong bias to fixate shapes consistent 

with the sound symbolic properties of the spoken word. In 

the match condition, participants fixated the sound 

symbolically consistent target shape more than the distracter 

shape (Mmatch_difference = 0.15, t(22) = 5.28, p < .01). They 

also preferred the shape consistent with the sound symbolic 

properties of the word in the mismatch condition, fixating 

the sound symbolically consistent distracter shape more than 

the target (Mmismatch_difference = -0.14, t(22) = -3.19, p < .01). 

Importantly, the difference in fixations between target and 

distracter items was not significant for the nonsymbolic 

stimuli (Mnonsymbolic_difference = 0.07, t(22) = 1.51, p > .1). 

 

Final Test 

By the final two test blocks, participants were approaching 

ceiling performance on the 4AFC task with high accuracy in 

all conditions (Mmatch = 91%, Mmismatch = 87%, Mnonsymbolic = 

93%). However, inclusion of word category in the accuracy 

model marginally improved model fit (χ
2
 (2) = 4.9, p = .09) 

over a baseline model which contained only a fixed effect of 

intercept and had random effects of subject on the intercept 

and category slope term. Contrast analysis suggests that this 

effect is carried by a slight accuracy advantage for the 

nonsymbolic items over the mismatch items (b = -0.063, SE 

= 0.023, pnorm_approx = .024), with match items intermediate 

and not significantly different from either. 

Analysis of reaction times also suggested an advantage 

for nonsymbolic items (1699ms) relative to match (1971ms) 

and mismatch items (2018ms), with inclusion of word 

category as a regressor significantly improving model fit 

(χ
2
(2) = 6.2, p < .05) over a baseline model which contained 

only a fixed effect of intercept and had random effects of 

subject on the intercept and category slope term and contrast 

analysis showing faster reaction times for nonsymbolic 

items relative to both match (b = 271.4, SE = 128.4, 

pnorm_approx = .034) and mismatch items (b = 318.4, SE = 

159.0, pnorm_approx = .045). Importantly, reaction times for 

matching and mismatching items did not differ (b = 47.0, SE 

= 178.5, pnorm_approx = .8).  

Although participants’ behavioral responses to match and 

mismatch items no longer differed by the end of training, a 

disadvantage for mismatching word/shape pairings is still 

apparent in the eye movement data. Figure 3 shows target 

fixation proportions beginning 200ms after the onset of the 

word for matching, mismatching, and nonsymbolic stimuli. 

Only data from trials where the participant ultimately 

selected the correct shape are shown. We fit a four-

parameter logistic function to each subject’s average 

fixation proportion curve for the match, mismatch, and 

nonsymbolic conditions following methods described by 

McMurray & colleagues (McMurray et al., 2010; Farris-

Trimble et al., 2014). The four parameters include lower and 

upper asymptotes (representing baseline and peak fixations), 

the crossover point (the timepoint where the function’s rate 

of change is maximal), and the slope at that timepoint. The 

resulting parameter estimates for each combination of 

subject and condition were analyzed in separate ANOVAs. 

   

 
 

Figure 3. Fixations to target items in final 4AFC test block 

for correct trials only. For display purposes, data has been 

binned into 100ms windows. Error bars indicate SEM.  
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We found a significant main effect of condition on the 

function’s slope parameter (F(2, 40) = 4.83, p < .05). 

Pairwise comparisons show a lower slope (slower rate of 

increase in fixations to the target) for the mismatch 

condition relative to both the match (t(20) = 3.1, p < .01) 

and nonsymbolic (t(20) = 2.92, p < .01) conditions, which 

do not differ from each other (t(20) = 0.01, p > .1). The 

upper asymptote and the crossover point parameters were 

not significantly affected by condition. The lower asymptote 

was artificially constrained to be zero by the choice to 

include only signal driven fixations and was therefore not 

analyzed.  

Discussion 

As expected, participants encountering novel words for the 

first time showed a consistent bias in pairing unfamiliar 

sound symbolic stimuli with novel shapes, matching bouba-

like words to shapes with curved contours and kiki-like 

words to shapes with sharp edges at above-chance rates. 

This effect was apparent in the pretest block both in 

participants’ choices and in their eye movements. A clear 

bias to fixate shapes consistent with the sound symbolic 

properties of the words began to emerge approximately 

700ms after word onset. Given the mean duration of the 

word stimuli and the roughly 200ms it takes to plan and 

launch a saccade, this suggests that these effects emerge 

rapidly, near word offset and several hundred milliseconds 

before participants give an overt behavioral response.  

Words without sound symbolic properties were not 

associated with particular types of shapes, with participants’ 

overt responses at chance and no significant bias evident in 

their eye movements. 

These findings are consistent with past studies in our lab 

and others' and provide a mechanism by which sound 

symbolic properties of a word affect word learning. 

Prepotent biases to associate particular sounds with 

particular meanings increased the likelihood of a learner 

making the correct word-to-meaning mappings in these 

cases, and words with more sound-to-meaning systematicity 

appear to have an earlier age of acquisition (Monaghan et 

al., 2014). However, there has been little evidence that 

sound symbolism continues to impact lexical processing of 

words that are well-learned (Kunihira, 1971; Nygaard et al., 

2009). One possibility is that behavioral measures like 

accuracy and reaction time are not sensitive enough to 

detect subtler effects that might occur during online 

processing of the well-learned stimuli. Indeed, by the end of 

training in the current study, participants achieved around 

90% accuracy across all conditions with little evidence that 

whether the sound symbolic properties of the word matched 

or mismatched the physical properties of the referent 

affected either accuracy or reaction time, despite the fact 

that at pretest, learners had exhibited a strong bias to choose 

shapes with matching properties. However, participants’ eye 

movements exhibited a persistent processing disadvantage 

for mismatching stimuli, with a significantly slower latency 

to fixate targets that mismatched the sound symbolic  

  
Figure 4. Reaction time and accuracy data for all 4AFC test 

blocks. Only results of Q4 block are reported in detail here. 

Error bars indicate SEM.  

 

properties of the word relative to both matching and 

nonsymbolic stimuli. This suggests the sound symbolic 

properties of the word were still affecting online processing 

of well-learned stimuli. That this effect manifested as a 

disadvantage for mismatching word-shape pairings rather 

than an advantage for matching pairings at the end of 

training suggests that concordance between sound and 

meaning may facilitate early but not later stages of learning 

whereas interference from discordant sound to meaning 

mappings persists. Indeed, examination of accuracy and 

reaction time data from earlier testing blocks (Figure 4) 

suggests that participants are initially slower and less 

accurate in pairing shapes that mismatch the sound symbolic 

properties of the word, though further exploration of sound 

symbolic effects over the entire timecourse of learning is 

beyond the scope of this report. Future experiments will be 

needed to determine whether these effects persist 

indefinitely with overlearned stimuli or whether the eye 

movement effects are learning-specific and are only present 

because accuracy, while high, may not yet have reached 

asymptote for all participants.   

One unexpected result that emerges from the final testing 

blocks is the advantage for nonsymbolic stimuli over 

matching and mismatching stimuli in both accuracy and 

reaction times late in learning. This was unexpected given 

previous research showing a learning advantage for sound 

symbolic stimuli. However, a closer examination of the 

word materials in Table 1 suggests that the nonsymbolic 

stimuli in this experiment may be more phonologically 

distinct from each other than items within the ‘bouba’ or 

‘kiki’ stimulus groups, as the eight nonsymbolic stimuli 

contained combinations of 10 consonants and 5 vowels 

while each of the groups of sound symbolic stimuli drew 

from a set of only 5 consonants and 3 or 4 vowels. Words 

with sparser phonological neighborhoods are recognized 

faster and more accurately than words from denser 

1971



neighborhoods (Luce & Pisoni, 1998), which may explain 

the nonsymbolic advantage seen here. Future work will need 

to control for the phonological makeup of the nonsymbolic 

stimuli as well as the symbolic stimuli to ensure 

approximately equal neighborhood densities. Nevertheless, 

initial exposure to the nonsymbolic stimuli during the 

pretest confirms that there were no sound symbolic biases 

facilitating learning from the words designated as 

nonsymbolic, and examination of Figure 4 suggests that this 

effect emerges late in learning, with no advantage for 

nonsymbolic words in the first half of training. Further, 

direct comparison of the match and mismatch stimuli late in 

learning reveal an effect of congruence of sound and 

meaning on visual fixation independent of performance on 

the nonsymbolic items.  

Non-arbitrary correspondences between the sound of a 

novel word and the shape of a potential referent appear to 

promote an initial pairing between the word and referent 

that may speed the learning process. Here we demonstrate 

that this initial bias can also be seen in participants’ eye 

movements, a rapid and implicit measure of online 

processing. Furthermore, eye movements show evidence for 

a continued cost when there is a mismatch between sound 

and shape late in learning, even when the effect is no longer 

evident in accuracy or reaction time measures. This effect 

appears to emerge during or immediately following the 

presentation of the spoken word and is resolved by the time 

an overt behavioral response is made, emphasizing the 

importance of the availability of online, continuous 

measures of processing. This technique may therefore prove 

useful for examining the subtler effects of sound symbolism 

in natural or well-learned language stimuli and in situations 

where an explicit judgment from the participant may be 

difficult to obtain due to task, strategy, or participant age.  
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Abstract

People often make repeated decisions from experience. In such
scenarios, persistent biases of choice can develop, most no-
tably the “hot stove effect” (Denrell & March, 2001) in which
a prospect that is mistakenly believed to be negative is avoided
and thus belief-correcting information is never obtained. In
the existing literature, the hot stove effect is generally thought
of as developing through interaction with a single, stochastic
prospect. Here, we show how a similar bias can develop due to
people’s tendency to selectively attend to a subset of features
during categorization. We first explore the bias through model
simulation, then report on an experiment in which we find evi-
dence of a decisional bias linked to selective attention. Finally,
we use these computational models to design novel interven-
tions to “de-bias” decision-makers, some of which may have
practical application.

Keywords Decision-making, categorization, selective atten-
tion, approach-avoid behavior, biases, learning traps

People often choose actions based not on full information
about the possible outcomes, but rather on their own past ex-
periences (Hertwig et al., 2004; Hertwig & Erev, 2009). Mak-
ing decisions from experience is necessary in an uncertain
and changing environment, but it can cause persistent biases
because current beliefs and choices can prevent the collec-
tion of information that would improve future choices. One
of the most fundamental biases of experience-based decision-
making is what Denrell & March (2001) called the “hot stove
effect,” in which a negative experience with a prospect causes
an agent to avoid that prospect in the future, preventing fur-
ther belief revision (Denrell & March, 2001; Denrell, 2007).
For example, suppose you attend a weekly lecture series for
the first time and, while the series is usually good, you happen
to attend a boring talk. This negative experience might stop
you from attending the series in the future, and as a result you
might persistently believe the lecture series is boring and not
attend. This type of false belief can’t as easily develop in the
positive domain; if a lecture series is usually boring but you
happen to attend a stand-out talk, you’re likely to keep attend-
ing future talks and will soon learn the truth. This potential
to form false but persistent negative beliefs about stochastic
prospects, and thus avoid them, has been proposed as a possi-
ble explanation of risk- and novelty-aversion by people, ani-
mals, and organizations in a wide variety of contexts (Denrell,
2007, 2005; Niv et al., 2002).

The hot stove effect is a learning trap—a robust sub-
optimality which follows as a consequence of the incremen-
tal nature of belief revision (Erev, 2014). In the current pa-
per, we describe how the process of selective attention during
category learning can exacerbate this learning trap, present
experimental evidence of this bias, and finally propose inter-
ventions that may help decision makers escape it.

Attention and the Hot Stove Effect
Past work has focused on the hot stove effect as a prob-
lem emerging from experience-based decisions about a sin-
gle stochastic prospect which sometimes yields negative out-
comes. But real-world environments are more richly struc-
tured, with a wide variety of prospects related in complex
ways. Rather than mitigate choice biases, such complexity
may make them worse in ways not considered in past work.
We theorize that in a complex environment, a pronounced “at-
tentional” hot stove effect can emerge, even if outcomes are
completely deterministic, due to people’s tendency to catego-
rize the environment based on a low number of dimensions or
features.

Most major theories of categorization (e.g., Nosofsky,
1986; Love et al., 2004) posit that people learn to selectively
allocate their attention to features that best discriminate cate-
gory members. This conjecture is supported by findings that
category structures with fewer relevant features are easier to
learn (Shepard et al., 1961; Nosofsky et al., 1994) and that
people tend to make eye movements only to relevant features
(Rehder & Hoffman, 2005). In most cases, selective attention
supports optimal performance by magnifying differences be-
tween categories. But interestingly, it can also slow learning
in some cases, particularly when a person learns to not at-
tend to a certain dimension that may be useful later. This has
been observed in studies of blocking and backwards block-
ing (Mackintosh, 1975; Kruschke & Blair, 2000), as well as
experiments in which subjects were first trained on one cate-
gory structure and then tasked with learning a second which
involved previously-irrelevant dimensions (Kruschke, 1996).

To see how selective attention can “trap” learners into a
persistent false belief, consider an environment where an
agent encounters different prospects that possess or lack each
of several features. Prospects that are approached yield a de-
terministic positive or negative reward but no outcome is ex-
perienced when a prospect is avoided. The agent’s problem
now is not just of estimating whether a single prospect’s value
is positive but also of categorization—that is, of determining
which combinations of features signify that a prospect should
be approached, and which signify it should be avoided.

Suppose that two features, Feature 1 and Feature 2, are
relevant to a prospect’s value, and only prospects with both
features are negative, as shown schematically in Figure 1a.
As the agent begins to gain experience approaching negative
prospects (Figure 1b), it will likely learn that prospects with
certain exact combinations of features are negative and should
be avoided. But interestingly, it might also try to learn which
of the features was relevant to it being negative. If experience
suggests Feature 1 is relevant, for example, it may hypothe-
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Figure 1: a: An deterministic environment containing prospects
with two binary features, where only prospects possessing both
features are negative. By attending to both features, a decision-
maker can avoid all negative prospects while exploiting all positive
prospects. b: Early experience happens to highlight the relevance of
Feature 1. c: The agent begins to attend only Feature 1, and ignore
Feature 2, making items with and without Feature 2 appear equiva-
lent. Items without Feature 1 are positive, while the value of items
with Feature 1 appear stochastic. d: The agent now avoids items
with Feature 1, since some are negative. This prevents the agent
from gaining feedback which would cause it to change its behavior.

size that Feature 1 is the sole relevant feature and attend more
strongly to whether a prospect has Feature 1 in the future.
If this tendency is extreme, the agent may ignore Feature 2
almost completely (Figure 1c).

If only one dimension is attended, a situation quite like
the traditional hot stove effect develops. All prospects with
Feature 1 are avoided, including those that lack Feature 2,
even though the agent had no negative experience with such
prospects. What’s more, the bias away from these prospects
is persistent, since avoidance of prospects with Feature 1 pre-
vents the agent from collecting the information which would
cause it to modify its current hypothesis, as shown in Fig-
ure 1d. The agent may indefinitely avoid positive regions of
the environment, as well as hold false beliefs about how the
environment may be divided into meaningful categories.

Model simulation
To quantitatively verify that biases of the kind described
above could develop, and their connection to selective atten-
tion, we conducted several simulations using a version of the
ALCOVE model of categorization (Kruschke, 1992), modi-
fied for a reinforcement learning setting in which feedback is
action-dependent (see Jones & Cañas, 2010). We tested the
model on a four-feature category structure, where approach-
ing prospects with both Features 1 and 2 yielded a payoff of
−5 and approaching any other prospect yielded a payoff of
1. This environment matches the structure depicted in Fig-
ure 1, but with two added irrelevant features. Simulations

were run with a specificity constant c = 6, a temperature pa-
rameter φ = 15, an output-weight learning rate λw = 0.1, and
an attention learning rate λα = 0.1.

We ran the model for 15 blocks of 16 trials each, across
five simulation conditions. In the contingent, att condition,
the model only received feedback on the value of a prospect
when it approached. In the full-info, att condition, the model
received feedback on the value of all prospects irrespective of
approach decisions. The contingent, no-att and full-info, no-
att conditions mirrored the first two conditions but with the
attention-learning parameter was set to zero. Finally, in the
random-info, att condition the model was yoked to receive
feedback on the same proportion of trials as the contingent
model, but the feedback trials were randomly selected and
independent of the model’s choices. The results of these sim-
ulations are plotted in Figure 2.

As depicted in the left-most panel, agents in the contingent
condition fell into the learning trap and developed a persis-
tent bias, failing to reach perfect performance. In contrast,
agents in the full-info condition quickly reached peak perfor-
mance of 12 points per block. The p(approach|good) and
p(approach|bad) plots (middle and right panel, respectively)
show that the lower performance of the contingent condi-
tion was not due to continued approach of negative, costly
prospects, but rather due to the persistent avoidance of some
positive prospects.

When attention learning is removed, the persistent bias
disappears and the model reaches near-peak performance by
the last block, though it is slower to learn to avoid negative
prospects. This should not be interpreted simply as evidence
that selective attention is generally harmful in this environ-
ment. On the contrary, with full information, selective at-
tention leads to better performance; the full-info, no-att con-
dition performs poorly, overgeneralizing from the negative
prospects. It is only when feedback is dependent on current
belief and action that selective attention becomes a disadvan-
tage.

It is also not the case that the contingent condition is biased
due to a general lack of information. In the random-info con-
dition, where the model is given the same number of feedback
experiences as the contingent condition but distributed evenly
over the space of prospects, no bias develops. Thus, the atten-
tional hot stove effect occurs due not to an overall poverty of
information but to a specific pattern of behavior which pre-
vents information from being gained about prospects which
could correct the model’s misallocated attention.

Finally, it is worth noting that in our simulations we assume
that nothing is encoded in the absence of feedback. However,
recent experiments have suggested that people might employ
constructivist coding in the absence of feedback, essentially
storing the exemplar as though the expected outcome had
occurred and reinforcing existing beliefs (Henriksson et al.,
2010). With this coding scheme, we would expect the atten-
tional hot stove effect exhibited by ALCOVE to be even more
pronounced.
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Figure 2: ALCOVE model simulations of approach-avoid decision-making in five attentional/informational conditions. Left: average score
per block of 16 trials; Center: proportion of positive prospects approached; Right: proportion of negative prospects approached. A persistent
learning bias develops only when the model received action-dependent feedback and is endowed with selective attention. All conditions were
simulated for 1000 model runs.

Experiment
To test the degree to which people are susceptible to the at-
tentional hot stove effect, we performed a simple experiment
similar to the category-learning task described above.

Method
Participants. One hundred one participants were recruited
via Amazon Mechanical Turk. Participants received $1.25
for participation and received a performance-based bonus that
ranged up to $1.80.

Stimuli. Stimuli were computer-generated cartoon bees
that varied on four binary dimensions; they had two or six
legs, a striped or spotted body, single or double wings, and
antennae or no antennae, for a total of 16 unique stimuli (Fig-
ure 3). Two of the four dimensions were chosen as rele-
vant, counterbalanced across participants. Of the four possi-
ble combinations of values on these two dimensions, one was
chosen at random; stimuli with this combination of values
were “dangerous,” and the remaining stimuli were “friendly.”

Procedure. Participants played the role of a beekeeper col-
lecting honey from several beehives. They were told that each
hive contained a single variety of bees, and that while most
hives contained friendly bees that would give them honey,
some hives had been invaded by dangerous bees, which
would sting them if they tried to harvest.

In the learning phase, participants encountered each of the
16 bee varieties 4 times, for a total of 64 trials. They were in-
formed of the number of trials, and a the number of remaining
trails was displayed throughout learning. Stimuli were or-
dered such that every eight stimuli contained two dangerous
and six friendly bee varieties, and were otherwise random.
On each trial, participants visited a new beehive, and were
shown one of the bees in the hive. Based on the bee’s ap-
pearance, they then had to choose either to attempt to harvest
honey from the bee variety in that hive or to avoid the hive.
When participants chose to harvest, they received honey and
added $0.02 to their bonus if the bee variety was friendly, but
were stung and lost $0.10 from their bonus if it was danger-

ous. When participants chose to avoid a hive, they gained
$0.00. Participants started the game with a bonus of $0.40.

Participants were split into two conditions, which differed
in the feedback received upon avoiding a beehive. In the con-
tingent condition, no feedback was provided when a partici-
pant avoided a hive. In the full-info condition, participants
still gained $0.00 when they avoided a hive, but were in-
formed of whether the bee variety was friendly or dangerous
and of what their payoff would have been had they harvested.

The learning phase was followed by a surprise test phase.
During the test phase, participants encountered each variety
twice and chose to harvest or avoid hives as before, but re-
ceived no feedback about the outcomes of their actions and
were not able to see changes to their bonus. This phase pro-
vided a comparison of learning under equivalent conditions.

After the test phase, participants were informed of their to-
tal bonus, and were asked two final questions: “About what
percentage of beehives do you think contained dangerous
bees?” and “Which features do you think were useful in de-
ciding whether a bee variety was friendly or dangerous?”. For
the first question, participants entered a percentage between
0 and 100, and for the second question participants could
choose any combination of the four features using check-
boxes.

Figure 3: Example stimuli with opposite values on all four binary
dimensions.
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Results and Discussion
Learning
Learning performance averaged in 16-trial blocks is shown in
Figure 4, left, separated by positive and negative prospects. In
the first block of learning, participants in the contingent con-
dition approached all prospects more than those in the full-
info condition, p < .001.1 This suggests participants valued
the information which was gained by approaching in this con-
dition, in line with the results of other recent studies which
find that people are information-seeking in simple decision-
making tasks (Speekenbrink & Konstantinidis, 2014; Rich &
Gureckis, 2014; Wilson et al., 2014).

By the last block of learning participants in both conditions
rarely approached bad prospects, with no difference between
the conditions, p > .25. Participants in the full-info condi-
tion learned to approach good prospects at a higher rate by
the end of learning (p < .001), while participants in the con-
tingent condition approached good prospects less frequently
(p = .011), such that by the final block participants in the
full-info condition were significantly more likely to approach
a positive prospect than in the contingent condition, p= .017.

Test performance
Performance in the test phase is plotted in Figure 4, right,
which shows each participant’s proportion of approaching
good and bad prospects. Participants in the full-info condition
were significantly more accurate at the test phase, p = .017,
choosing the correct action on 81.5% of trials versus 71.5%
for the contingent condition. Interestingly, they did not gain
significantly more points on average (p > .250), though the
difference in median number of points scored approached sig-
nificance (p = .106). This lack of difference in score is due
in part to a small subset of participants in the full-info condi-
tion who approached all stimuli at a high rate, thus incurring
a large cost from the bad prospects.

The higher accuracy of participants in the full-info condi-
tion shows that they better followed the true, 2-feature rule.
However, it does not show whether contingent condition par-
ticipants were less accurate because they followed a uni-
dimensional rule, or simply because they were more noisy.
To determine the extent to which participants in each condi-
tion followed a one-feature rule, we calculated a “1-feature
rule score” for each participant. This score was determined
by calculating the proportion of trials on which each partic-
ipant followed each of the two relevant 1-feature rules, and
then taking the maximum over these two proportions. Partic-
ipants in the full-info condition had an average 1-feature rule
score of 0.74, while those in the contingent condition had a
significantly higher score of 0.83, p = .004. Thus, the dif-
ference in accuracy between the full-info and contingent con-
dition participants does not appear to be simply a product of
noise due to the latter group’s restricted information. Rather,

1All p values are calculated via two-sided permutation test unless
otherwise specified.

it seems that participants in the contingent condition system-
atically attended to only one of the two relevant dimensions,
thus avoiding a consistent subset of rewarding beehives.

Post-test questions
Participants in the contingent condition responded on average
that 35.8% of prospects were bad, while participants in the
full-info condition responded that only 28.2%, a marginally
significant difference (p = .055). The true proportion was
25%. This supports the conjecture that action-dependent
feedback can affect a person’s beliefs about the environment,
and is consistent with the findings of Fazio et al. (2004) that
approach-avoid learning lead to belief that the environment
was more negative than reality. In addition, while only 22.9%
of participants in the contingent condition identified the right
combination of relevant features, 40.4% of participants in the
full-info condition did, a marginally significant difference by
Fisher’s exact test (p = .054).

In summary, we have provided empirical and computa-
tional evidence of an attentional learning trap wherein avoid-
ance behavior promotes the persistence of false negative be-
liefs via attentional learning. While the overall effect we re-
port is rather intuitive, it is important to point out that the
vast majority of categorization studies have ignored the im-
pact of choice-contingency on learning (essentially focusing
exclusive on the “full info” conditions in our experiment). In
addition, even the traditional, single prospect version of the
hot stove effect has proven surprisingly difficult to produce in
laboratory settings (e.g., Biele et al., 2009; Rich & Gureckis,
2014).

Using cognitive models to meliorate the hot
stove effect

Thinking about choice-contingent learning traps in the con-
text of category learning carries several real-world implica-
tions. For instance, screening job applicants usually involves
a stream of encounters with many different prospects that
possess a variety of attributes. The challenge for a firm is
to determine which combinations of attributes tend to signal
a good worker. As in our experiment, it is clear there is a
strong potential for biased hiring rules that screen out many
good candidates due to the selective utilization of certain ap-
plication features.

Given these societal concerns, it is interesting to consider
if insight from computational models of learning can provide
guidance on how best to limit this bias. When the hot stove
effect is caused by true stochasticity, it is difficult to prevent
(Denrell, 2007), though considering the future value of infor-
mation can limit its severity (Rich & Gureckis, 2014). But in
cases where the learning trap is primarily attentional, we hy-
pothesize that changes to the environment which disrupt the
narrowing of attention may significantly reduce biases. In the
following section, we explore this issue computationally by
asking which manipulations to the learning environment help
ALCOVE “avoid the trap.”
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Figure 4: Left: Proportion of negative and positive prospects approached by learning block for the full-info and contingent conditions. Error
bars are standard error of the mean. right: Performance in the test phase for participants in each condition, plotted as proportion of positive
prospects approached against proportion of negative prospects approached and jittered slightly to increase visibility of overlapping points.
The point (1,0) represents perfect performance, while the black line denotes chance performance.

Debiasing interventions
In this section, we present two interventions we hypothesized
would mitigate the attentional hot stove effect. We first de-
scribe the intuitions behind the interventions and then provide
a modeling analysis testing the effectiveness of each.

Individuating prospects. One possible way to limit the at-
tentional hot stove effect is to make stimuli increasingly dis-
tinct and idiosyncratic. When stimuli are more distinctive,
people tend to treat them more as individuals and show in-
creased ability to learn identification compared to categoriza-
tion. While identification learning is more difficult than cate-
gorization with generic artificial stimuli (Shepard et al., 1961;
Love et al., 2004), Medin et al. (1983) found that people were
more easily able to pair unique first names than categorical
last names with photographs of women’s faces. Love et al.
(2004) found that this phenomenon could be accounted for
with the SUSTAIN model of categorization by assuming that
the women’s faces had many distinctive features beyond those
manipulated by the experimenters, which decreased the sim-
ilarity among stimuli and thus increasing the odds of repre-
senting each stimulus individually.

In an approach-avoid decision-making task, increased indi-
viduation of stimuli should make a person less likely to gener-
alize information gained from experience with one prospect
to decisions about another. Attention paid to idiosyncratic
features will slow the biasing of attention towards a single
dimension, giving the person more opportunity to explore a
variety of stimuli and learn the true structure of the environ-
ment. Essentially, increased individuation of prospects shifts
the task away from category-learning, and towards learning
about whether to approach individual prospects. In addition,
it may be easier for people to track the history of past rewards
with more individually memorable stimuli.

Occluding feature information. A second approach to de-
creasing the attentional hot stove effect may be, paradox-

ically, to restrict information by randomly occluding some
features of a prospect such that the decision-maker can’t ob-
serve their values. While this intervention could of course im-
pair a person’s decision-making ability, it could actually im-
prove performance in the long run by causing a greater spread
of attention. Taylor & Ross (2009) found that participants
learned more about non-diagnostic features in a category-
learning task when features were randomly occluded, and
hypothesized that feature-occlusion discourages narrowly se-
lective attention and promotes a broader attentional strategy.
In the context of approach decisions, if a person is attend-
ing strongly to a dimension which is obscured, he or she may
try using other features, which may lead to the discovery that
they are relevant. Even when the favored features is not oc-
cluded, the possibility of their future absence may cause peo-
ple to be less quick to look solely at those features (Rehder &
Hoffman, 2005).
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Figure 5: Average performance of ALCOVE model in a test block
after four or twenty learning blocks, in the contingent and full-info
condition and after two attentional interventions. All conditions sim-
ulated for 1000 runs of the model.
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Modeling debiasing interventions
To test the possible efficacy of these interventions, we per-
formed model simulations comparing them to the contingent
and full-info conditions. To modify the model for the individ-
uation condition, we added an extra dimension with 16 nom-
inal values representing idiosyncratic features of each stimu-
lus (following Love et al., 2004). For the occluded-dimension
condition, on 1

4 of trials a randomly chosen dimension was
masked such that it did not contribute to the model’s network
activation and its attention weight was not updated.

The models were simulated for learning phases of two dif-
ferent lengths, 4 blocks and 20 blocks, followed by a one
block test phase with no feedback, where no dimensions were
masked in the occluded-dimension condition and the individ-
uating dimension was masked in the individuation condition.
Performance of the models at test is reported in Figure 5.

With only 4 blocks of learning, as in our experiment, the
efficacy of the interventions is low. The addition of idiosyn-
cratic features aids learning only slightly, and occluding di-
mensions actually hurts performance, as the decrease in in-
formation from missing dimensions hurts learning more than
increasing the spread of attention improves it.

After a more substantial 20 blocks of learning, the inter-
ventions are more effective. Performance in the individuation
condition approached that of the full information condition,
and performance in the occluded-dimension condition sur-
passes that of the contingent condition. Future work will aim
to evaluate these interventions with human participants, and
to develop methods that might speed up their effectiveness
such as maximizing the salience of individuating features.

Conclusion
Making decisions from experience is an essential part of
adaptive cognition, yet such decisions can produce biases
in action and belief. Here, we considered one mechanism
through which such biases might develop, which we term the
attentional hot stove effect. This effect is a natural conse-
quence of popular category learning models but has so far
been largely ignored. To the extent that such biases are caused
by misallocation of attention, rather than irreducible stochas-
ticity in the environment, it may be possible to alter decision-
making patterns or the environment itself to facilitate better
learning and choice.
Acknowledgments This work was supported by grant number BCS-
1255538 from the National Science Foundation, and a John S. Mc-
Donnell Foundation Scholar Award to TMG. Thanks to Julie Holli-
field for the bug illustrations.
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Abstract

Listeners draw on their knowledge of phonetic categories when
identifying speech sounds, extracting meaningful structural
features from auditory cues. We use a Bayesian model to
investigate the extent to which their perceptions of linguistic
content incorporate their full knowledge of the phonetic cate-
gory structure, or only certain aspects of this knowledge. Sim-
ulations show that listeners are best modeled as attending pri-
marily to the most salient phonetic feature of a category when
interpreting a cue, possibly attending to other features only in
cases of high ambiguity. These results support the conclusion
that listeners ignore potentially informative correlations in fa-
vor of efficient communication.
Keywords: speech perception; categorization; voice onset
time; speaking rate

Introduction
Identifying a category presumes a structural knowledge of the
category, i.e., of the perceptual cues associated with the cat-
egory and of how these perceptual cues relate to its more ab-
stract features. In the domain of speech sounds, the phonetic
category is a latent, linguistic variable explaining the observ-
able variation in the signal. Knowing the structure of pho-
netic categories enables listeners to extract a message from
the speech they hear. These categories are thought to be struc-
tured in terms of features, such as voicing, place, or manner,
which facilitate generalization (e.g., Cristià & Seidl, 2008;
Maye, Weiss, & Aslin, 2008). This paper explores the way in
which listeners use phonetic features during perception.

We probe listeners’ categorization of English stop con-
sonants, which are typically characterized by their voicing
and place features. Voiced stops /b,d,g/ differ from voice-
less stops /p,t,k/ in the voicing feature,1 whereas labials /b,p/,
alveolars /d,t/, and velars /g,k/ differ in the place feature. Cat-
egorical perception has been found along acoustic dimensions
relevant to both voicing and place (Liberman, Harris, Hoff-
man, & Griffith, 1957; Wood, 1976), suggesting that both
types of features contribute to the intrinsic identity of a cat-
egory. Knowing a stop consonant category entails knowing
both its voicing and its place.

We employ a computational model to assess the explana-
tory power of different possible category encodings of these
features during a perception task. Our focus is on perception
of a durational cue, voice onset time (VOT), that is widely at-
tested cross-linguistically as a cue to voicing contrasts in ini-

1We refer to these categories as voiced and voiceless, despite the
fact that word-initially, they are better characterized phonetically as
being voiceless unaspirated and aspirated stops, respectively.

tial stop consonants (Lisker & Abramson, 1964). VOT is de-
fined as the amount of time between the release of a stop con-
sonant and the onset of glottal phonation. In voiceless stops,
phonation substantially lags the release, whereas in voiced
stops, phonation closely follows the release.

Although VOT serves primarily as a cue to voicing, it
varies as a result of other factors as well. For example, place
of articulation affects the distribution of VOT: Consonants ar-
ticulated at the back of the mouth (e.g. velars) have signifi-
cantly longer VOTs, whereas consonants articulated in the
front of the mouth (e.g. labials) have shorter VOTs. This
pattern is largely owed to phonetic universals, but there is
enough cross-linguistic variation to require language-specific
components in a complete account (Cho & Ladefoged, 1999).

Speaking rate also affects the distribution of VOT, as it af-
fects all durational cues. However, unlike place of articula-
tion and voicing, speech rate is not an intrinsic cue to category
membership. Previous analyses have shown that listeners’ ad-
justments to speech rate variation are robust when measured
at different scales, with variation in both target syllable rate
and target sentence rate contributing to changes in internal
category structure (Wayland, Miller, & Volaitis, 1994).

We test three models of category encoding on their ability
to predict listeners’ perception of stop consonant categories
from a single acoustic cue. In the first model, All Available
Features (AAF), the likelihood function is generated from
Gaussians jointly conditioned on both place and voicing fea-
tures. The second model encodes categories as a distribu-
tion conditioned on a single feature: Voicing Only (VO). The
third model is designed for Effective Ambiguity Resolution
(EAR), and conditions recruitment of the place feature on the
amount of uncertainty that remains after taking account of
the voicing feature. Simulations show that listeners’ behav-
ior is better fit by a model that defines phonetic categories
according to a single feature: voicing, with possible recruit-
ment of the place feature when the distribution of cues de-
fined by voicing is maximally uninformative. We argue that
this behavior is consistent with that of an optimal listener who
partitions perceptual space to maximize their ability to com-
municate efficiently.

We begin by reviewing data from Volaitis and Miller
(1992) showing that differences in VOT distributions arise
from variation not only in voicing, but also in speaking rate
and place of articulation. The following section introduces
our category encoding models. We then present simula-
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Figure 1: Digitized plot of selected production study data
from Volaitis and Miller (1992)

tions showing that, excepting near the category boundary, the
model that attends preferentially to the voicing feature pro-
vides a better account of listeners’ perceptual behavior. We
conclude by summarizing our findings and discussing impli-
cations for theories of speech perception.

Volaitis and Miller’s Experiments
Volaitis and Miller (1992) investigated whether internal cat-
egory structure could be considered context independent, ex-
ploring the effect of syllabic speaking rate on category struc-
ture in two experiments.

In a production experiment, participants were recorded
speaking six syllables: three beginning with voiced stop con-
sonants, /b,d,g/ and three beginning with their voiceless coun-
terparts /p,t,k/. All ended with the vowel /i/. Each participant
produced six instances of each syllable in the order /bi/, /pi/,
/gi/, /ki/, /di/, /ti/ at eight different speech rates. This was
repeated four times for each participant. To examine the ef-
fect of rate categorically, the syllables were then divided into
three duration categories: 100-299 ms, 300-499 ms, and 500-
799 ms. Volaitis and Miller found that VOT systematically
increased with syllable duration for all three places of artic-
ulation. All speakers showed the same pattern of increasing
VOT with increasing syllable duration. In addition, all speak-
ers showed a pattern of increased VOT for stops articulated
farther back in the mouth. Aggregated data for these four
speakers from eight of these conditions are shown in Figure 1.

Volaitis and Miller then conducted a perception experiment
to investigate how listeners adjust to this apparent systematic
variation in VOT. A new group of participants was presented
with a forced-choice categorization task. Participants were
tested on four synthetically generated series of consonants

along the voicing continuum. These continua were synthe-
sized to have identical onsets but overall durations of 125 ms
and 325 ms: a fast and slow condition, respectively. Two of
the continua were synthesized as velar stop consonants, /gi/
and /ki/, while the other two were synthesized as labial stop
consonants, /bi/ and /pi/. Participants were given options of
identifying the stimuli as either /gi/ and /ki/ (for velar con-
tinua) or /bi/ and /pi/ (for labial continua),2 and were asked
to identify the sound they heard. Results confirmed a large
and reliable effect of syllable duration on the location of the
category boundary, with longer syllables more often evoking
voiceless responses.

Volaitis and Miller conclude from this evidence that the
perceptual mapping between acoustic structure and phonetic
category is comprehensively altered with changes in speech
rate. However, they did not ask whether differences in place
of articulation alter the perceptual mapping between VOT and
phonetic category identity in the same way. If place of artic-
ulation and speaking rate behave similarly, we would expect
that examining listeners’ behavior with respect to changes in
place of articulation would reveal the same changes in listen-
ers’ internal category structures as were found in response to
changes in speaking rate. On the other hand, if extrinsic fac-
tors such as speaking rate behave differently from intrinsic
features such as place of articulation, we might expect differ-
ent patterns of behavior in each case.

Our simulations of these data test three hypotheses. Our
first hypothesis is that to complete the forced choice listening
task, listeners recruit all available information. In this case,
they should jointly infer both available features to stop con-
sonant identity: place of articulation and voicing, and inter-
pret the cue with respect to both at all places along the VOT
continuum. Our second hypothesis is that we can more ac-
curately describe listeners as preferentially inferring only the
single most salient feature in this task. Listeners’ responses
are uniformly voiced for VOT below a threshold of about 35
ms, and universally voiceless for those above 80 ms. The
place feature may therefore only be useful in categorizing
stimuli between these values. Our third simulation tests the
hypothesis that listeners use information adaptively, inferring
the featural knowledge that will best help them solve the task
effectively and efficiently, depending on the position in the
VOT continuum.

Toscano and McMurray (2010) investigated a similar ques-
tion using a learning model to categorize word-initial stop
consonants. They found that discrepancies between produc-
tion and perception data can be described as resulting from
preferential down-weighting of cues which are less informa-
tive at a given position in the voicing continuum. Here we
investigate a more abstract characterization of listeners’ be-
havior, investigating categorization using a single cue with

2Participants were presented with three options: they could la-
bel the sound as the voiced category, the voiceless category, or a
third unnatural voiceless category with an extremely long VOT. In
our analysis we have collapsed the natural and unnatural voiceless
categories, counting both as corresponding to a voiceless response.
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multiple possible abstract featural specifications.

Model of Sound Categorization
Our model adopts a framework introduced by Nearey and
Hogan (1986) and used in several recent models of speech
perception (e.g., Clayards, Tanenhaus, Aslin, & Jacobs, 2008;
Feldman, Griffiths, & Morgan, 2009; Kleinschmidt & Jaeger,
2015; Sonderegger & Yu, 2010). The model characterizes
perception of speech sounds as a statistical inference prob-
lem. The goal of listeners, in perceiving a speech sound, is
to infer the category of the sound using the information avail-
able to them from the speech signal and their prior knowledge
of phonetic categories.

Following previous literature, we define phonetic cate-
gories as Gaussian distributions. In producing a VOT, speak-
ers first select a stop consonant category and a speech rate,
then articulate a production. If, at rate r, phonetic category c
has mean µcr and variance σ2

cr, speakers generate production
x from that phonetic category with probability

x|c,r ∼N (µcr,σ
2
cr) (1)

Inverting production data to produce perception data, we
apply Bayes’ rule. The posterior probability of perceiving a
particular speech sound category from a given VOT at a par-
ticular rate is equal to the probability that the VOT was pro-
duced by that category and rate, weighted by the prior proba-
bility of that category occurring, normalized according to the
probability of that VOT occurring,

p(c|x,r) = p(x|c,r)p(c)
p(x)

(2)

We begin by contrasting the All Available Features (AAF)
model, which defines a phonetic category as a Gaussian dis-
tributions over equally weighted voicing and place features,
with the Voicing Only (VO) model, which defines categories
using only the voicing cue. The difference in the number of
features affects the likelihood function given in Equation 1,
which becomes

x|v, p,r ∼N (µvpr,σ
2
vpr) (3)

for AAF and

x|v,r ∼N (µvr,σ
2
vr) (4)

for VO.
For VOTs far from the categorical boundary, judgments are

uniformly either voiced or voiceless. We investigated the pos-
sibility that for such values, a listener can be described as
relying on the voicing feature alone, recruiting the less reli-
able place feature only when necessary to resolve a significant
level of ambiguity between categories. Accordingly, our third
model, Efficient Ambiguity Resolution (EAR) is an interpo-
lation the AAF and VO models. EAR uses the uncertainty
in the posterior distribution from the VO model to gate the
recruitment of the AAF place-specific category knowledge.

To apply our model to the Volaitis and Miller experimen-
tal data, we estimate Gaussian distributions for each category
from their production data. Given the heights of bars in their
histograms, h, and the VOT values corresponding to those
bars, x, we can compute maximum likelihood values for the
mean and variance of a category as

µ̂cr =

∑
i

xi×hi,

∑
i

hi
(5)

σ̂
2
cr =

∑
i
(xi− µ̂cr)

2×hi,

∑
i

hi
(6)

where i ranges over all productions at a given speaking rate
and a given voicing value and, in AAF, a given place of ar-
ticulation. We then compute the posterior distribution over
category labels for each stimulus according to Equation 2 and
compare it to the data from their perception experiment.

Simulations
We apply the models outlined above to the data from the
Volaitis and Miller experiments. Data from different speaking
rates are modeled separately, based on previous data that lis-
teners compensate perceptually for changes in speaking rate.

We are primarily interested in the effect of differences in
category structure on our model’s ability to accurately por-
tray the relationship between production and perception. The
model which best preserves this relationship can be consid-
ered the better representation of listeners’ phonetic cue pro-
cessing.

Simulation 1: Joint Contributions of Place and
Voicing
Our first hypothesis is that variation in VOT caused by both
place of articulation and voicing will make significant con-
tributions to listeners’ inferences about linguistic content. To
test this hypothesis, we use the AAF model.

Results are shown in Figures 2A and 2B. Dashed lines
give the empirical data, and solid lines give the model pre-
dictions. The overall effects of speech rate and of place of
articulation are evident in both model and data, with slower
speech rates more often eliciting voiced category responses.
However, the model predicts a much larger effect of place
of articulation than is evinced in the perception data, with
widely divergent category boundary predictions for the labial
and velar sounds. For labials, the model predicts the category
boundary at a shorter VOT than evinced by the behavioral ex-
periments, whereas for velars, it predicts the category to be at
a larger VOT. This may also be true of rate, which is predicted
to have a larger effect than actually occurs in the perception
data. However, the speaking rates in the perception experi-
ment were far to one end of the range of speaking rates in
the production data, and this prevents us from drawing strong
conclusions about listeners’ use of rate information.
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Figure 2: Empirical data and predictions of models evaluated with labial, velar data: AAF = A,B VO = C,D EAR = E,F

Simulation 2: Generalizing across Places
Our second hypothesis is that one feature, voicing, is over-
whelmingly more informative to listeners, and that they pri-
marily define their categories in terms of this feature when
performing the forced choice task. To test this hypothesis, we
use the VO model. Under this model, listeners are able to
generalize with respect to the place feature, recruiting infor-
mation about VOT variation at all other places of articulation
to solve the inference problem.

Results are shown in Figures 2C and 2D. Dashed lines
give the empirical data, and solid lines give the model pre-
dictions. Because the model’s predictions are independent of
place of articulation, it predicts the same identification func-
tion for both labials and velars. The solid black line shows
the model’s estimate of the empirical data for faster sounds,
while the red line gives the model predictions for the slower
sounds.

Omitting place as a relevant feature predicts that the shift
due to rate will be uniform across places of articulation. This
is borne out in the empirical data and model results, though
the model predicts a substantially larger difference between
rates than is seen empirically. The model also underestimates
the slope of the categorical boundary, likely due to the in-
creased variance of the likelihood functions that were esti-
mated from combined labial and velar data. Nevertheless,
our quantitative comparison will show that the VO model pro-

vides a better fit to the empirical data.

Simulation 3: Efficiently Resolving Ambiguity

Although listeners’ inferences about linguistic content are
generally dominated by voicing, variation in VOT caused by
place of articulation makes a significant contribution which
is most apparent near the category boundary. We hypothe-
size that the degree of recruitment of place features can be
best described in terms of uncertainty about category identity.
This strategy would facilitate efficient communication, allow-
ing the listener to preferentially process less ambiguous cues
using a simpler representation than required for more am-
biguous cues. Such an account is compatible with theoretical
accounts of listeners only recruiting additional information
regarding category membership, including lexical status and
visemes, as necessary to resolve ambiguous members (Green
& Miller, 1985) and models of online perception of phonemes
as underspecified lexical forms (e.g., Lahiri & Reetz, 2002).
To test this hypothesis, we use a blend of the AAF and VO
models. For each step along the continuum, we calculate the
entropy of the category distribution as defined only by voic-
ing. If the entropy in this distribution is below a specified
threshold, then the categorization task is performed using the
voicing distribution (VO). If the entropy is above that thresh-
old, then results are calculated using a joint distribution on
voicing and place (AAF).
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Results for the threshold which produced the best fit to the
perception data (0.68 bits) are shown in Figures 2E and 2F.
Dashed lines give the empirical data, and solid lines show
the model predictions. While the model relies exclusively
on voicing for the slower continuua, for faster sounds in the
40-50 ms VOT range, the place-specific model provides a
slightly better fit. This improvement, however, is entirely
owed to a change in a single point in this part of the VOT
continuum, for voiced sounds only. This change is enough to
effect a change in boundary slope, successfully portraying a
reduced effect of the place cue near the boundary compared
to what would be predicted on the basis of speakers’ produc-
tions.

Quantitative comparison
We compare the success of the models using cross entropy.
Entropy is a measure of information: as the model more suc-
cessfully predicts listeners’ perceptions from production data,
fewer bits will be required to encode the perception data us-
ing an optimal code derived from the production data. We
thus hold the category encoding which produces the lower
cross entropy to be a closer match to the way in which human
listeners perform the perceptual task.

Cross entropy is computed as

H(p̂) =−1
n ∑

i
∑
c

pdata(c|vi) log pmodel(c|vi) (7)

where i ranges over VOT values, c ranges over the voiced
and voiceless categories, and n is the number of steps in the
continuum.

For each model, our definition of c will vary according
to our hypothesis concerning the internal category structure.
The AAF model posits a joint distribution conditioned on
voicing and place features, while the VO model represents
the category as a distribution conditioned on the voicing fea-
ture alone.

Labial Velar
Fast Slow Fast Slow

AAF 0.061 0.023 0.014 0.044
VO 0.012 0.018 0.014 0.012

EAR 0.010 0.018 0.013 0.012

Table 1: Average Cross Entropy of Perception Data by Model

Results are given in Table 1. The average cross entropy for
AAF is 0.035 bits and for VO it is 0.014. Thus, on average,
we find that VO is about 60% more efficient than AAF, requir-
ing an average of 0.021 fewer bits to encode the distribution in
the perception data. The model thereby captures the observa-
tion that participants’ performance is fairly homogenous be-
tween places of articulation, with place information appear-
ing to only play a significant role in processing for sounds
near the category boundary. This pattern emerges despite the
existence of potentially useful invariant auditory cues distin-
guishing place of articulation (Stevens & Blumstein, 1978).

Using the mixed strategy of EAR reduces the average cross
entropy of our model to 0.013 bits, a roughly 6% reduction
over the voicing-only strategy.

Although we do not have access to the raw data that would
enable us to compute the log likelihood of these models di-
rectly, note that the cross entropy for a binomial distribution
is closely related to its log likelihood, with the negative log
likelihood being equal to the cross entropy in nats multiplied
by the number of trials in the participants’ data. Thus, the dif-
ferences in cross entropy between AAF and VO found here
are likely to translate into non-negligible changes in log like-
lihood when taking into account the fact that each point in
each of the four continua represents responses across 15 tri-
als for each of 12 participants.

Discussion
This paper used a Bayesian model to explore the relation-
ship between categorical effects and the weighting of intrinsic
phonetic category features in the context of stop consonants.
Using production data to model perception of voicing con-
trasts at different speech rates, we compared three hypothe-
ses as to the relationship of the linguistic features. The first
simulation, attributing equal explanatory power to distinct in-
trinsic features, predicted an exaggerated effect of place. The
second simulation, although it entirely omits place of articu-
lation, provides a more accurate description of the relative ef-
fect of rate changes on the location of the category boundary.
The third simulation provided the most accurate account, with
listeners relying solely on the voicing feature for most stim-
uli, but recruiting the place feature to disambiguate sounds
near the category boundary.

The VO model substantially outperforms the place-
dependent AAF, yet completely fails to account for listeners’
ability to discriminate stop consonants with different places
of articulation. The EAR model provides a first attempt at
balancing the efficacy of generalizing across similar cate-
gories, with the acuity of a model that recruits all available
structural information in interpreting the available cue. Fu-
ture work should explore whether combining these models
using a different mechanism, such as weighted averaging,
could produce a more accurate description of the categorical
listener’s behavior.

Our simulations suggest that overall, listeners exhibit a
preferential treatment of the voicing feature when perform-
ing the forced choice task, ignoring the place feature for most
stimuli, despite the apparently meaningful variation in cate-
gories it reflects. Rather than than ignoring specific cues, or
physical aspects of the speech signal, listeners appear to be
systematically ignoring specific abstract structural aspects of
the categories whose identities they are inferring.

This work inherits a limitation of the previous study:
Volaitis and Miller presented participants with a forced choice
between two sounds both belonging to the same place of
articulation. Therefore, cues specific to place, while avail-
able, could be deemed irrelevant to the task compared to cues
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which distinguish VOT across places. However, the results
of Simulation 3 suggest that listeners may not be ignoring
this irrelevant dimension entirely, but rather interpreting vari-
ation in VOT due to place of articulation for a specific range
of stimuli. To further test whether these perceptual patterns
extend to situations in which there ambiguity as to the place
of articulation, we could design a new behavioral study re-
quiring participants to make judgments between sounds with
different place features. Given a task which directed the lis-
tener’s attention to both place and voicing during identifica-
tion, listeners may be forced to rely on a smaller, more spe-
cialized set of exemplars in their decision process, resulting
in more interaction between these two features. Nevertheless,
our findings suggest that listeners are able to privilege some
features while ignoring others in perceptual tasks, providing
support for featural representations. This type of representa-
tion could also benefit listeners by allowing them to recognize
underlying phonation categories in the absence of significant
cues, creating a perceptual system which retains robust recog-
nition even in severe noise.

Although it appears that listeners are actually making use
of less information than they have available to them, perhaps
by treating the categorization task as less specialized, and re-
lying on exemplars from multiple places of articulation, they
are actually increasing the amount of information available
to them in the decision task. Generalizing – attributing ob-
served variation to as few features as possible – allows the
listener to posit that the preferred feature is not only most in-
formative, but on its own, informative enough. This powerful
assumption would not only endow the perceptual system with
the ability to withstand noisy input, but to effectively encode
ambiguity. Effective resolution of ambiguity is a key prop-
erty of linguistic processing systems, reflecting an optimiza-
tion of cue interpretation in accordance with communicative
pressures.
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Abstract 
We compared types of transfer facilitated by instructions to 
engage in analogical comparison or self-explanation. 
Participants received learning materials and worked examples 
with prompts supporting analogical comparison, self-
explanation, or instructional explanation study. Learners also 
self-reported their use of analogical comparison and self-
explanation on a series of questionnaires. We evaluated 
condition effects on self-reports and transfer, and the relations 
between self-reports and transfer. Receiving materials with 
analogical-comparison support and reporting greater levels of 
analogical comparison were both associated with worse 
transfer performance, while reporting greater levels of self-
explanation was associated with better performance. 
Learners’ self-reports of analogical comparison and self-
explanation were not related to condition assignment, 
suggesting that the questionnaires did not measure the same 
processes promoted by the intervention, or that individual 
differences are robust even when learners are instructed to 
engage in analogical comparison or self-explanation. 
Keywords: analogical comparison; self-explanation; learning; 
transfer 

Introduction 
One goal of cognitive science is to examine the instructional 
techniques that support learning and transfer, or the 
application of knowledge to a new situation or problem. 
Analogical comparison and self-explanation are 
hypothesized to be two constructive, sense-making 
techniques for acquiring knowledge that transfers (Chi, 
2009; Koedinger, Booth, & Klahr, 2013; Richey & Nokes-
Malach, 2015), and both have shown consistent benefits for 
learning in the laboratory as well as the classroom. While 
they appear to rely on some of the same mechanisms (e.g., 
inference generation), they may also involve different 
mechanisms (e.g., mental model revision versus relational 
abstraction), and the exact nature of the knowledge acquired 
through each is not clear. Understanding differences in 
knowledge outcomes associated with each process has 
important implications for cognitive theory and instructional 
practice, particularly if there are instructional scenarios to 
which one approach is better suited than the other. 

Little work has systematically compared the knowledge 
acquired through analogical comparison and self-
explanation (cf. Edwards, 2014; Gadgil, Nokes-Malach, & 
Chi, 2012; Nokes-Malach, VanLehn, Belenky, Lichtenstein, 

& Cox, 2013), and the wide variety of tasks, scaffolding, 
and measurement employed in prior work make it difficult 
to compare experiments examining each process separately. 
Consequently, there is little evidence to suggest which 
process is most appropriate based on instructional goals 
(e.g., near or far transfer). We directly compare the two 
processes to identify differences, if any, in the knowledge 
representations acquired through each process. 

It is also possible that instructions to engage in either 
analogical comparison or self-explanation promote use of 
both processes (Edwards, 2014). For example, comparisons 
often involve explicit explanations of features and their 
relations within examples, and explanation invites 
comparisons between prior knowledge and new information 
or different pieces of information. Thus, it is interesting to 
explore the degree to which students report engaging in both 
processes after receiving prompts for either self-explanation 
or analogical comparison. We investigate the relationship 
between instructional prompts, knowledge outcomes, and a 
new questionnaire measure targeting learners’ self-reported 
use of self-explanation and analogical comparison. 

Analogical comparison 
Analogical comparison is an instructional technique in 
which learners receive multiple exemplars and engage in 
mapping features and relations between them, which leads 
to better encoding of abstract relations that can be applied to 
novel cases (Gentner, Loewenstein, & Thompson, 2003; 
Gick & Holyoak, 1983). Much prior research has shown that 
analogical comparison of examples can lead to generating 
inferences and encoding abstract information, which may 
make analogical comparison especially well-suited for 
supporting far transfer (Alfieri, Nokes-Malach, & Schunn, 
2013). Because it emphasizes abstraction across examples 
and minimizes surface features, some evidence suggests it 
may not be as beneficial as other instruction, including self-
explanation and worked-example study, for facilitating 
knowledge of specific problem-solving procedures (Nokes-
Malach et al., 2013). Research has also shown a great deal 
of individual variability in the extent to which learners 
engage in analogical comparison, and learners sometimes 
fail to make fruitful comparisons across cases even when 
instructed to do so (Gick & Holyoak, 1983). Carefully 
selecting cases to highlight critical features and scaffolding 
comparison can improve outcomes (Gentner et al., 2003). 
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Developing an unobtrusive measure of analogical 
comparison suitable for use across a variety of academic 
settings could improve understanding of how frequently 
learners engage in it, and it could help explain why some 
students learn and transfer deep concepts more successfully 
than others. Prior work has assessed analogy use through 
verbal protocols (e.g., Richland, Holyoak, & Stigler, 2004) 
and experimental manipulations (e.g., Gick & Holyoak, 
1983), but to our knowledge no work has related a multi-
item questionnaire assessing students’ use of analogical 
comparison to the effects of an instructional intervention. 

Self-explanation 
Self-explanation is another constructive instructional 
technique. Although it can take a variety of forms, two of 
the most fruitful types of self-explanation focus on filling in 
knowledge gaps through inference generation and revising 
errors in prior knowledge (Nokes, Hausmann, VanLehn, & 
Gershman, 2011). Self-explanation typically focuses on one 
example at a time and may better support encoding concrete 
problem features, which could result in better declarative 
memory of procedures. Self-explanation can support deep 
learning, conceptual change, and transfer, but like 
analogical comparison, there is much variability in volume 
and quality of self-explanations, whether they are 
spontaneous (Chi, Bassok, Lewis, Reimann, & Glaser, 
1989) or prompted (Chi, Slotta, & de Leeuw, 1994). 
Additionally, the knowledge derived from self-explanation 
depends on both the content being explained and the types 
of explanations the learner generates, making self-
explanation potentially more flexible than analogical 
comparison but perhaps also less structured.  

Most studies of self-explanation involve extensive 
analysis of written or verbal protocols, constraining research 
to environments or tasks developed for the purpose of 
collecting protocols. A self-explanation questionnaire could 
be deployed more easily in a variety of academic settings 
and, similar to an analogical-comparison questionnaire, 
might improve understanding of why some students are 
more successful in acquiring concepts and revising 
misconceptions than others. Again, no work that we know 
of has attempted to relate an instructional intervention 
targeting self-explanation to self-reports on a multi-item 
self-explanation questionnaire.  

The Present Study 
Although analogical comparison and self-explanation are 
often studied separately, some recent work has compared 
the two (Edwards, 2014; Gadgil et al., 2012; Nokes-Malach 
et al., 2013). Gadgil et al. (2012) found that learners with 
misconceptions about the circulatory system were more 
likely to undergo conceptual change when they compared 
flawed mental models to an expert model, rather than self-
explaining the expert model alone. This suggests analogical 
comparison can facilitate conceptual change, but it is not 
clear whether change was driven by analogical comparison 
or by drawing learners’ attention to flawed mental models, 

which were not targeted for self-explanation. Nokes-Malach 
et al. (2013) compared self-explanation and analogical 
comparison of worked examples against worked examples 
with instructional explanations and found that analogical 
comparison led to less robust near-transfer performance than 
self-explanation or instructional explanations. Participants 
performed equally well on intermediate-transfer measures, 
and self-explanation and analogical comparison prompts led 
to greater far transfer than instructional explanations. 

The present study aimed to compare the types of transfer 
supported by self-explanation and analogical comparison 
prompts, while exploring questionnaires as an alternative for 
quantifying the degree to which learners engage in self-
explanation and analogical comparison. For both 
techniques, learning depends on the design of the materials 
including the amount of scaffolding to support analogical 
comparison (Gentner et al., 2003) or the focus of the self-
explanation prompts (Nokes et al., 2011). We aimed to 
control factors such as the amount of scaffolding provided 
(introduction to the process, modeling, and prompting) and 
the target of the prompts (worked examples). Controlling 
these factors should provide clearer evidence about types of 
knowledge each technique supports.  

We conducted an experiment in which learners studied 
text about electricity and electric circuits; received worked 
examples illustrating relevant concepts with prompts to self-
explain, engage in analogical comparison, or study 
instructional explanations; and solved practice problems. All 
participants self-reported their use of self-explanation and 
analogical comparison after the conclusion of the learning 
phase, and they completed a test with items targeting near, 
intermediate, and far transfer, as well as preparation for 
future learning (PFL) transfer, which examines how well 
participants were prepared to learn from a new instructional 
resource about a related topic (Bransford & Schwartz, 
1999). Specifically, we tested the following hypotheses:  

(H1) Prompts to self-explain or compare worked 
examples will lead to greater far and PFL transfer than 
prompts to study instructional explanations, as both self-
explanation and analogical comparison support the 
generation of abstract, flexible knowledge that transfers to 
new situations. By minimizing surface features, analogical 
comparison may reduce near transfer. 

(H2): Prompts to self-explain and compare will lead to 
greater self-reports of self-explanation and analogical 
comparison, respectively. 

(H3) Self-reports of self-explanation and analogical 
comparison will predict transfer beyond the differences 
explained by condition assignment. Self-reported analogical 
comparison and self-explanation will be associated with 
more far and PFL transfer, while self-reported analogical 
comparison may also be associated with less near transfer. 

Methods 
The experiment had a between-subjects design with 
participants randomly assigned to one of three conditions: 
self-explanation, analogical comparison, or instructional 
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explanation. Participants received the same questionnaires, 
tests, and basic learning materials. We describe differences 
across the conditions below.  

Participants 
One hundred and one students enrolled in an introductory 
psychology course at the University of Pittsburgh took part 
in the study. Participants received credits toward a research 
participation requirement associated with the course.  

Materials 
Questionnaires Drawing from theory and prior research, 

we identified critical features of analogical comparison and 
self-explanation to develop questionnaires asking students 
about their use of these processes. Ten items targeted self-
explanation, e.g., “During the activity, as I solved a problem 
I would explain to myself what concepts were being applied 
and why,” and 11 items examined analogical comparison, 
e.g., “During the activity, I compared the different problems 
to one another to improve my understanding of how to solve 
them.” All items were framed at the task level, and 
participants rated how much they agreed or disagreed with 
each item on a 7-point Likert scale from 1 (strongly 
disagree) to 7 (strongly agree). Zepeda and Nokes-Malach 
(2015) examined the validity of these questionnaires and 
found that seven self-explanation items loaded onto one 
factor (CFI = .924, α = 0.81) and six analogical comparison 
items load onto one factor (CFI = .987, α = 0.89). 
Therefore, we examine only those items.   
 

Learning materials Four booklets of instructional 
materials were adapted from a prior study by Richey and 
Nokes-Malach (2013) and covered concepts related to 
electricity and electric circuits. Most college students have 
had prior exposure to these concepts yet still hold a number 
of misconceptions about the topic (Slotta & Chi, 2006). The 
topic was well suited for examining types of transfer and 
included concepts and relations that could be identified 
through analogical comparison or self-explanation.  

Each booklet contained several pages of instructional text 
followed by worked examples and practice problems related 
to the preceding text. Booklets differed across conditions in 
the instructions participants received while studying worked 
examples and solving problems. The analogical comparison 
condition was instructed to compare worked examples 
(“What is similar across problems? What is different? What 
do the similarities and differences tell you about the 
concepts involved?”); the self-explanation condition was 
instructed to generate explanations of worked examples 
(“Self-explain the reasoning or justification for this solution. 
Write out words to describe any symbols, and provide 
conceptual justifications and principled reasoning to explain 
the solution”); and the instructional explanations condition 
was instructed to study the examples (“Remember to take 
your time and study each worked example carefully”).  

Participants in the self-explanation and analogical 
comparison conditions studied and elaborated on a modeled 

response to the prompt after the first worked example in the 
first booklet. For example, in the self-explanation condition, 
participants read examples of elaboration, monitoring, and 
bridging statements and wrote statements of their own. 
Modeling self-explanation has been shown to improve the 
quality and effectiveness of responses (McNamara, 2004). 

Worked examples were created in pairs with surface 
dissimilarities (e.g., different values, cover stories) and 
either the same or contrasting relations. Each pair of worked 
examples also had a corresponding practice problem with 
surface dissimilarities but the same relations. Worked 
example pairs were presented side-by-side on the same page 
in the analogical comparison condition. To suppress 
spontaneous comparison, they were presented on sequential 
pages in the self-explanation and instructional explanation 
conditions. Instructional explanations focused on concepts 
related to each example step and were similar to elaborative 
explanations participants in the self-explanation condition 
were expected to generate on their own (Schworm & Renkl, 
2006). They were included to suppress spontaneous self-
explanation in the instructional explanation condition and 
control the amount of information reviewed across 
conditions while manipulating the processes (reading, self-
explaining, comparing). 
Figure 1 shows a worked example from the instructional 
explanations condition; the self-explanation and analogical 
comparison conditions saw the same example with the step-
by-step solution (right column) but without the instructional 
explanations (left column). The analogical comparison 
condition saw the example side-by-side with the next 
example, which asked the same question and included a 
diagram of a series circuit with two 3-ohm light bulbs. This 
example corresponded to several test problems, including a 
near-transfer question asking about current in a two-loop  
 

 

 
Figure 1. Worked example with instructional explanations. 
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parallel circuit with new values for resistance; an 
intermediate-transfer question asking about resistance in a 
three-loop parallel circuit; and a far-transfer question asking 
how total current changes in a parallel circuit when 
additional branches are added. 
 

Test materials A five-item pretest and 36-item posttest 
measured knowledge and transfer. The posttest included 
multiple-choice and short-answer questions, with 13 near-
transfer items (α = .33), 17 intermediate-transfer items (α = 
.61), 12 far-transfer items (α = .44), and nine PFL transfer 
items (α = .53). A learning resource about power was 
embedded in the test and provided information for all PFL 
questions. Two independent coders coded all short-answer 
items using a rubric, discussed any differences, and reached 
100 percent agreement for all items. 

Procedure 
Participants completed the experiment individually in 
sessions of three to five students at a time. After completing 
a brief pretest, participants worked through the self-paced 
learning booklets. Participants were notified of a time limit 
for each booklet (15 minutes for the first, 20 for the second, 
25 for the third, and 30 for the fourth) and booklets were 
distributed one at a time. While participants could flip back 
or ahead within each booklet, they could not go back to a 
previous booklet and could not move ahead until everyone 
in the room had finished the current materials. Upon 
completing the learning booklets, participants responded to 
the questionnaires, as well as metacognition and task-
framed achievement goal questionnaires. Participants then 
were given 55 minutes to complete the posttest, followed by 
domain-framed achievement goals and demographic 
questionnaires. Given space constraints, we do not discuss 
the metacognition, achievement goal, or demographic 
questionnaires further. Most sessions used the majority of 
the time allotted, and there were no effects of condition on 
learning time, F(2, 98) = 1.40, p = .25, ηp

2 = .028, or test 
time, F(2, 98) = .25, p = .78, ηp

2 = .005. 

Results 
Analyses focused on testing the effects of learning condition 
on each type of posttest transfer and on questionnaire 
responses. We also examined relations between participants’ 
questionnaire responses and posttest performance. Posttest 
transfer is reported as the number of correct items out of the 
total number of items for each type of transfer. Post hoc 
comparisons were conducted using the Tukey HSD test. 

H1: Condition effects on learning  
We conducted a series of one-way analyses of variance 
(ANOVAs) to assess the effect of condition on the pretest 
and type of transfer the posttest (Figure 2). There was no 
effect of condition on pretest accuracy, F(2, 98) = .64, p 
=.53, np

2 = .013, so we did not control for pretest in the 
posttest analyses. A one-way ANOVA revealed a marginal 

 
Figure 2. Learning condition effect on posttest accuracy. * 
indicates p < .05, † indicates p < .10. 
 
effect of condition on near transfer, F(2, 98) = 2.91, p = 
.059, ηp

2 = .056. Post hoc comparisons indicated that the 
mean score for the instructional explanation condition (M = 
.75, SD = .12) was marginally different from the self-
explanation condition (M = .68, SD = .14; p = .051). The 
analogical comparison condition (M = .70, SD = .12) did not 
differ from the instructional explanation (p = .26) or self-
explanation conditions (p = .70).  

There was a marginal effect of condition on intermediate 
transfer, F(2, 98) = 2.89, p = .060, ηp

2 = .056. Post hoc 
comparisons indicated that the mean score for the analogical 
comparison condition (M = .60, SD = .16) was marginally 
different from the self-explanation condition (M = .68, SD = 
.12; p = .081). The instructional explanation condition (M = 
.67, SD = .15) did not differ from the self-explanation (p = 
.98) or analogical comparison conditions (p = .12). There 
was no effect of condition on far transfer, F(2, 98) = 0.83, p 
= .44, ηp

2 = .017.  
There was a medium effect of condition on PFL transfer, 

F(2, 98) = 3.34, p = .039, ηp
2 = .064. Post hoc comparisons 

indicated that the mean score for the instructional 
explanation condition (M = .69, SD = .20) was significantly 
different from the analogical comparison condition (M = 
.57, SD = .22: p = .040). However, the self-explanation 
condition (M = .66, SD = .18) did not differ from the 
instructional explanation (p = .81) or analogical comparison 
conditions (p = .15). 

H2: Condition effects on processing 
Next, we conducted ANOVAs to test the effect of condition 
on participants’ self-reported use of self-explanation and 
analogical comparison (Figure 3). There was no effect of 
condition on self-reported self-explanation, F(2, 98) = .77, p 
= .47, np

2 = .015, or on self-reported analogical comparison, 
F(2, 98) = 0.35, p = .71, np

2 = .007. 
 

Figure 3. Results of learning condition effect on self-
reported use of self-explanation and analogical comparison. 

0
0.2
0.4
0.6
0.8

1

Near Intermediate Far PFL

Self-
explanation
Analogical
comparison
Instructional
explanation

1
2
3
4
5
6
7

Explanation
questionnaire

Comparison
questionnaire

Self-
explanation
Analogical
comparison
Instructional
explanation

* † † 

1988



H3: Strategy use and learning 
To test the amount of variance in posttest performance 
explained by self-reported self-explanation and analogical 
comparison, variance due to the condition assignment was 
removed using hierarchical multiple regression. Condition 
was dummy-coded with the worked examples-only 
condition as the reference group. Self-reported levels of 
self-explanation and analogical comparison were entered in  
a step-wise fashion into the second model with the first 
model containing the condition assignment variables.  

The model predicting near transfer explained 14.7% of 
the variance as indexed by the adjusted R2 statistic, F(4, 96) 
= 5.32, p = .001. Within the model, there was an effect of 
self-reported analogical comparison, β = -.38, t = 3.39, p = 
.001, and of self-reported self-explanation, β = .38, t = 3.40, 
p = .001, independent of condition assignment. Controlling 
for self-reported processing, there was an effect of self-
explanation condition, β = -.22, t = 2.06, p = .043, and a 
marginal effect of analogical comparison condition, β = -
.19, t = 1.77, p = .080. The model predicting intermediate 
transfer explained 12.3% of the variance as indexed by the 
adjusted R2 statistic, F(4, 96) = 4.51, p = .002. Within the 
model, there was an effect of self-reported analogical 
comparison, β = -.23, t = 2.05, p = .044, and of self-reported 
self-explanation, β = .39, t = 3.41, p = .001, independent of 
condition assignment. Controlling for self-reported 
processing, there was an effect of analogical-comparison 
condition, β = -.22, t = 2.03, p = .045, and no effect of self-
explanation condition, β = .072, t = 0.66, p = .51. The model 
predicting far transfer explained 2.8% of the variance as 
indexed by the adjusted R2 statistic, F(4, 96) = 1.71, p = .15. 
The model predicting PFL transfer explained 7.0% of the 
variance as indexed by the adjusted R2 statistic, F(4, 96) = 
2.88, p = .027. Within the model, there was an effect of self-
reported analogical comparison, β = -.25, t = 2.13, p = .036, 
and no effect of self-reported self-explanation, β = .18, t = 
1.52, p = .13, independent of condition assignment. 
Controlling for self-reported processing, there was an effect 
of analogical-comparison condition, β = -.29, t = 2.60, p = 
.011, and no effect of self-explanation condition, β = -.048, t 
= 0.43, p = .67. 

Discussion 
In summary, instructing participants to study worked 
examples with instructional explanations led to greater PFL 
transfer compared to instructions to compare worked 
examples. There was no relation between learning condition 
and self-reported levels of self-explanation and analogical 
comparison. However, participants’ self-reports of 
analogical comparison were significant, negative predictors 
of near, intermediate, and PFL transfer on the posttest. Self-
reports of self-explanation were significant, positive 
predictors of near and intermediate transfer and a marginal, 
positive predictor of PFL transfer. Finally, when controlling 
for participants’ self-reported behaviors, condition effects 
emerged such that self-explanation predicted marginally less 
near transfer compared to instructional explanations, and 

analogical comparison predicted marginally less 
intermediate transfer and significantly less PFL transfer 
compared to the instructional explanation condition. 

These results raise several important questions. First, why 
was there no relationship between instructional condition 
and self-reported levels of self-explanation and analogical 
comparison? Prior work has shown that self-explanation and 
analogical comparison are effortful and subject to much 
individual variation, even when explicit instructions are 
given to engage in these processes (e.g., Chi et al., 1994; 
Gick & Holyoak, 1983). It is possible that individuals’ 
spontaneous strategy-use tendencies and study preferences 
guided their learning processes more than condition 
assignment. This is supported by evidence showing that 
self-reported use of analogical comparison and self-
explanation predicted performance, suggesting these 
measures were meaningful. However, the lack of any 
relationship between condition assignment and self-reported 
explanation and comparison behaviors suggests either a 
problem with the manipulation (e.g., that the prompts and 
modeled responses were not specific enough to guide 
participants’ behaviors as intended) or the questionnaire 
(e.g., some items may have been misaligned to the task). 
Many students have poor awareness of their own cognitive 
strategy use and may have struggled to report what they 
actually did during the learning phase (Metcalfe, Eich, & 
Castel, 2010). Prior research also shows that not all self-
explanations or analogical comparisons lead to robust 
knowledge. The questionnaire focused on frequency but not 
quality of self-explanations or analogical comparisons. 
Analysis of participants’ responses to the prompts in the 
learning booklets could clarify these possible explanations. 

Second, why did analogical comparison lead to worse 
performance, regardless of whether it was assigned (through 
condition) or spontaneous (as reflected in self-reported 
levels)? Some prior work has reported similar results on 
certain types of tasks. Nokes-Malach et al. (2013) found that 
analogical comparison of physics problems led to worse 
near-transfer performance compared to self-explanation and 
studying instructional explanations, although the 
disadvantage did not persist on intermediate- or far-transfer 
items. Edwards (2014) found that instructions to compare 
exemplars in a group were less effective for category 
learning than instructions to explain because the comparison 
prompts constrained the types of comparison learners made. 
More broadly, prior work has shown that adding scaffolding 
that identifies key features leads to greater learning from 
analogical comparison, as learners may struggle to align 
structural features without guidance (Gentner et al., 2003). 
Thus, one possible explanation for the negative relationship 
between analogical comparison and performance could be 
that neither the experimental manipulation to support 
analogical comparison nor the learners’ spontaneous 
comparisons consistently targeted structural relations. 

Edwards (2014) also found that participants instructed to 
engage in explanation reported greater levels of explanation 
and comparison when asked to rate their behaviors on a 
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single-item scale. Although these results differ from our 
findings that neither condition reported greater levels of 
explanation or comparison, they are similar in showing that 
participants’ self-reported behaviors differed from the 
processes the experimental manipulations were intended to 
support. These results suggest that instructions to compare 
or explain likely alter learners’ behaviors in a broader range 
of ways and encourage changes (or perceived changes) in 
multiple cognitive processes. Materials were designed to 
suppress spontaneous comparison or explanation outside the 
targeted conditions, but it is possible students still engaged 
in analogical comparison across pages or elaborated on 
worked examples. Self-explanation and analogical 
comparison prompts may have led to more variation in what 
learners did while studying the worked examples. If learners 
in the instructional explanation condition more consistently 
attended to the information in the examples, they might 
have better learned the basic content. 

Future work should continue to investigate how 
analogical comparison and self-explanation operate and 
interact to promote transfer. Questionnaires capturing 
specific sub-processes of analogical comparison and self-
explanation might improve understanding of how each 
facilitates learning. By improving understanding of 
differences between analogical comparison and self-
explanation, we hope to learn when and how instructors can 
support each process based on their instructional goals. 
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Abstract 

Holistic processing (HP) and hemispheric lateralization are 
both expertise markers of object recognition. For example, 
expertise in face and sub-ordinate object perception is shown 
to be associated with HP and stronger right hemispheric 
lateralization. However, HP is modulated by experiences of 
selective attention to parts such as writing experiences of 
Chinese characters (Tso, Au, & Hsiao, 2014) and drawing 
experiences of faces (Zhou et al., 2011). Meanwhile, 
hemispheric lateralization is associated with the decoding 
strategy employed in object recognition, such as left 
hemispheric lateralization for reading alphabetic scripts and 
right hemispheric lateralization for reading logographic 
scripts. This study aims at training participants to recognize 
the same sets of artificially-created scripts using either whole-
word (Logographic) or grapheme-to-phoneme (Alphabetic) 
approaches. We found that both approaches induced strong 
HP, though the alphabetic approach induced stronger left 
hemisphere advantage than the logographic approach. This 
training study demonstrates that HP and hemispheric 
lateralization are separate processes that are associated with 
different perceptual mechanisms.  

Keywords: Perceptual expertise, holistic processing, 
hemispheric asymmetry, reading, writing,  

Background 

The concept of holistic processing (HP) is derived from 

Gestalt psychology, which refers to the tendency to integrate 

separate features of an object and perceive them as a single 

unit that is qualitatively different from the sum of its parts 

(Köhler, 1929). HP is a perceptual marker of visual 

expertise in subordinate-level object recognition. It is a 

perceptual phenomenon commonly observed in face 

perception in which all facial parts are integrated and 

viewed as a whole (Bukach et al., 2006; though it was 

suggested to be an expertise marker limited to face 

recognition, c.f. Mckone, Kanwisher, & Duchaine). For 

example, training participants to recognize novel artificial 

symmetric objects (“Greebles”), Gauthier and colleagues 

(1998) found a positive correlation between HP and 

expertise in within-category object recognition. 

Consistently, Wong, Palmeri and Gauthier (2009) showed 

that participants had an increase in HP when trained to 

individualize an artificial object type (“Ziggerins”).  

To demonstrate HP for faces, the composite face illusion 

can be induced with the composite paradigm: when the 

bottom halves of two faces are from different faces, the two 

identical top halves of the faces are judged as different 

(Rossion, 2013 for a review). This illusion suggests an 

obligatory attention to all facial parts and results in failure 

of selectively attending to parts (Richler, Wong, & Gauthier, 

2011). The composite paradigm demonstrates one type of 

configural processing according to Maurer et al. (2002; or 

processing objects as a Gestalt, Pomerantz & Portillo, 

2011). Using the complete composite paradigm, Tso, Au, 

and Hsiao (2014) revealed an inverted U-shape pattern in 

HP in learning to read Chinese characters: they showed that 

compared with novice, expert readers with limited writing 

experiences showed increased HP, while expert readers with 

writing experiences showed a reduced holistic effect. This 

difference in HP between Chinese readers with and without 

writing experiences could mainly be explained by writing 

performance, given that reading performance variables had 

been statistically controlled. These findings hint at an 

increase in HP of Chinese character recognition at the initial 

stages of learning, with subsequent writing experiences 

reducing the HP. Consistently, artists with face-drawing 

experiences also had reduced holistic face processing 

compared with ordinary people (Zhou et al., 2012). These 

effects thus suggest that HP is modulated by 

drawing/writing experiences in which local components are 

selectively attended. 

Hemispheric asymmetry may be another expertise marker 

for object recognition. Neuroimaging studies generally 

showed stronger activation in the right occipitotemporal 

area for face recognition (Rossion,  Hanseeuw, & Dricot, 

2012). Complementing this finding, Gauthier and colleagues 

(1998) found that as participants were trained to 

individualize Greebles, they showed stronger activation in 

the right occipitotemporal regions (fusiform face areas). 

EEG/ERP studies also showed reliable hemispheric 

asymmetries of visual expertise in object perception such as 

words/characters (see Hsiao, Shillcock, & Lee, 2007) and 

faces, particularly in the ERP components N170  (e.g., 

Maurer et al., 2005; Scott & Nelson, 2007). While 

alphabetic word recognition was shown to be more left-

lateralized, the Chinese language—a logographic script—

was found to induce either a strong bilateral or right-

lateralized activation in the brain (Tan et al, 2001; Hsiao, 

Shillcock, & Lee, 2007). The above neuroimaging findings 

are consistent with behavioural data of a left visual field 

(LVF) (i.e., right hemisphere, RH) advantage in recognizing 
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Chinese characters and faces, and a right visual field (RVF) 

(left hemisphere, LH) advantage for alphabetic word 

recognition (Hsiao & Lam, 2013). Consistent with this 

lateralization effect, in eye movement studies, viewers also 

have a tendency to look at the left side of a face more often 

than the right side when processing faces (Leonards & 

Scott-Samuel, 2005; Mertens, Siegmund, & Crusser, 1993), 

and the left side of a Chinese character more than the right 

side when processing Chinese characters (Hsiao & Cottrell, 

2009). Moreover, a LVF/RH advantage has been 

consistently observed when processing upright faces (e.g., 

Hsiao & Liu, 2012; Leehey et al., 1978; Young, 1984) as 

well as for Chinese characters (Tzeng et al., 1979; Cheng & 

Yang, 1989).  These effects all suggest the involvement of 

the RH in face and character recognition (Hsiao, Shieh, & 

Cottrell, 2008; Burt & Perrett, 1997). This difference 

between alphabetic and logographic script processing 

suggests that hemispheric lateralization may depend on the 

decoding strategy employed in object recognition. 

It remains unclear why Chinese character recognition 

differs from the recognition of words in alphabetic 

languages in terms of hemisphere lateralization particularly 

in the visual system. One account is that this LH advantage 

in alphabetic languages is due to the LH lateralization in 

phonological processing (Rumsey et al., 1997), or more 

specifically, the grapheme-to-phoneme mapping (i.e. 

mapping each letter onto a sound) that is heavily involved in 

alphabetic word decoding (Voyer, 1996; Maurer and 

McCandliss, 2007). Though reading Chinese characters also 

involves mapping each character to its pronunciation at the 

syllable level, the grapheme-to-phoneme mapping 

requirement is less pronounced in reading Chinese script 

(Hsiao & Lam, 2013).  

Indeed, fMRI studies showed that English readers recruit 

brain areas different from those of Chinese readers during 

reading processes (e.g., Perfetti et al., 2007), and that 

dyslexia in an alphabetic language and in the Chinese script 

are marked by different brain abnormalities (e.g. Siok et al., 

2005). Hsiao and Lam (2013) simulated this asymmetry by 

applying a hemispheric processing model of face 

recognition to visual word recognition; the model 

implements a theory of hemispheric asymmetry in 

perception that hypothesizes low spatial frequency biases in 

the RH and high spatial frequency biases in the LH (Ivry & 

Robertson, 1998). They found that the requirement to 

decompose words into graphemes for grapheme-phoneme 

mapping requires more high spatial frequency/LH 

processing than logographic reading. They also found that 

stronger left-lateralization correlates with increase lexical 

visual similarity. This model provides a computational 

explanation for the difference in lateralization between 

English and Chinese orthographic processing. 

An inverted U-shape development pattern in HP was 

discovered for Chinese characters (Tso et al., 2014), but it 

remains unclear for alphabetic languages. Since alphabetic 

reading involves decomposing a word into graphemes 

(Hsiao & Lam, 2013) for grapheme-phoneme mapping, this 

decomposition may require more local attention to parts, 

and thus may have similar effects as writing experience does 

to reduce HP. However, prior studies of real life object 

recognition relied on perception of objects with distinctive 

shapes and features (e.g., English words of a linear shape in 

contrast to Chinese characters of a square configuration), 

which were confounding factors to drawing conclusions on 

perceptual differences between the recognition of different 

objects. Hence, this study aims at training participants to 

recognize the same sets of artificially-created characters to 

investigate the perceptual changes after learning the 

characters. Participants learned the scripts using either 

whole-word (logographic) or grapheme-to-phoneme 

(alphabetic) approach. If perceptual and hemispheric 

lateralization changes occur after the training, the effect 

should mainly come from learning the decoding methods 

(logographic vs. alphabetic). This is the first of similar 

training studies to investigate HP and its association with 

hemispheric lateralization of reading alphabetic and 

logographic language script. 

Methods 
Materials 
Artificial Korean-like Characters A total of 30 components 

were created, all of which were used to make 80 Artificial 

Korean-like Characters (AKC). The AKCs were of a top-

bottom configuration with two top components and one 

bottom component in each character—this arrangement 

simulated the top-heavy configuration of faces. In the 

Alphabetic condition, each component in an AKC 

corresponded to a phoneme. Each AKC mapped onto a 

syllable with its combination of components following a 

consonant-vowel-consonant (CVC) phonological rule. In the 

Logographic condition, each AKC was randomly assigned a 

syllable pronunciation that appeared in the Alphabetic 

condition. If a component appeared in one position, it would 

not appear in other positions in an AKC (i.e., the 

components in the AKCs were position-specific; see Fig. 1). 

a  

b  
Fig. 1 Examples of (a) AKC components and (b) an 

AKC 

 

Participants 
6 Cantonese-speaking Chinese participants aged 18 to 23 

from the University of Hong Kong were recruited. All 

participants had no prior knowledge to Korean hanguls. 

They were right-handed according to the Edinburgh 

Handedness Inventory with normal or corrected to normal 

vision. Half of them were assigned to the logographic 

condition while half of them were assigned to the alphabetic 

condition. 

Procedures 

Training Phase Each participant learned all 80 AKCs 

during 3 learning sessions in 3 consecutive days. Each 
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learning session consisted of two blocks with 40 AKCs 

learned in each block. Two learning blocks in each learning 

session allowed participants to be exposed to all 80 AKCs 

per day. 

3 Participants were randomly assigned to the Logographic 

and 3 to the Alphabetic conditions. In the logographic 

condition, each AKC was shown as a whole character for 

four times in each trial, accompanying a pronunciation for 

that specific AKC in each display on the computer screen. 

The first three screens were displayed for 500ms and the last 

display in each trial stayed on the screen for the participants 

to familiarize with for 5 seconds until the start of the next 

trial for the next AKC. 

In the alphabetic condition, each AKC was also shown as 

a whole character for four times in each trial. A different 

component was highlighted in each of the first 3 displays, 

accompanied by the pronunciation of the component in each 

display, for 500ms. The last display of the AKC is 

accompanied by the pronunciation of the whole AKC and 

stayed on the screen for the participants to familiarize with 

for 5 seconds until the start of the next trial for the next 

AKC.  

Forced-Choice Quiz. To test for learning progress, after 

each learning session, participants completed a Forced-

Choice Quiz. In each trial, two AKCs were displayed on the 

screen accompanied by a syllable sound—the sound 

matched one of the AKCs. Participants chose the AKC that 

matched the sound by pressing the corresponding buttons on 

a response box. There were a total number of 160 trials with 

each AKC-sound pair appearing twice.  A feedback on the 

correctness with the accumulated percentage of correct 

responses was given immediately after making a judgment 

before the start of the next trial. 

Pretest and Post-test 1) Complete Composite Task: To 

measure HP of AKCs, procedures were adopted from Tso et 

al. (2014). In each trial, we presented participants with two 

AKCs and instructed them to attend to only half (either top 

or bottom) of each AKC and judge whether they were the 

same or different. In each of the four conditions—same in 

congruent trials, different in congruent trials, same in 

incongruent trials, and different in incongruent trials—

twenty pairs were presented. We adopted the complete 

composite paradigm so that in congruent trials, both 

attended and irrelevant halves corresponded to the same 

response while in incongruent trials, the attended and 

irrelevant halves corresponded to different responses 

(Gauthier & Bukach, 2007). The performance difference 

between the congruent and incongruent trials measured HP, 

reflecting the extent of interference of the irrelevant parts on 

the attended parts. This paradigm reduces the influence of 

response biases in assessing the HP effect, in contrast to the 

partial composite design,in which the irrelevant halves are 

always different (Richler, Cheung, & Gauthier, 2011; see 

Fig. 2a) 

Each trial started with a 1,000 ms of central fixation.  A 

pair of AKCs was then displayed simultaneously, with one 

above and one below the initial fixation point.  

During the 500 ms presentation time, participants looked 

at each AKC once and responded as quickly and accurately 

as possible by pressing corresponding buttons to judge if the 

character parts were the same or different. There were 2 

blocks; participants were instructed to either attend to the 

top halves or the bottom halves of each AKC pairs in each 

block. We measured the response time difference between 

incongruent trials and congruent trials (i.e., Holistic RT); a 

stronger HP effect is marked by a more positive value (Fig. 

2b). 

 
Fig. 2. (a) Illustration of stimulus pairs in the 

complete composite paradigm; the attended 

components are circled in red. (b) Trial sequences.  

2) Divided Visual Field Sequential Matching Task: Each 

trial started with a 500 ms fixation. Then participants were 

presented with an AKC briefly for 150 ms at the center. The 

screen then turn blank for another 400 ms until a second 

AKC was presented either in the participant’s left visual 

field or right visual field, at 1.5° of visual angle away from 

the center (with each stimuli subtending a visual angle of 

1.5°). Participants judged whether the two stimuli were the 

same or different by pressing a button on the response box. 

The stimuli presented were the AKCs that appeared in the 

training sessions. There were a total of 160 trials, half of 

which the pairs of AKCs were different. The response time 

was recorded for the judgment of each stimulus. A faster 

response time for characters presenting in the left visual 

field than the right visual field indicates a right-hemisphere 

advantage, and vice versa for a left hemisphere advantage 

(See Fig. 3). 

 
Fig. 3. The test sequence in the Divided Visual Field 

Sequential Matching Task 

Post-test only 1) Forced-Choice Quiz. To test for 

recognition accuracy after training, participants completed a 

Forced-Choice Quiz identical to the one completed after 

each training session. No feedbacks were given. 

2) Lexical decision task. After a 500 ms fixation, 

participants were presented with an AKC and judged 
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whether it was a valid character or not by pressing buttons. 

We used 40 AKC appeared in the training sessions (real 

AKCs), 40 AKC consisted of learned components appearing 

at correct locations in the AKC, but of a novel combination 

(Pseudo-AKCs), and 40 AKC consisted of components 

appearing at locations that had not appeared in AKCs in the 

training sessions (Non-AKCs). This task is to test for 

participants’ orthographic awareness: the more participants 

judged ‘yes’ for Pseudo-AKCs compared with non-AKCs, 

the stronger the awareness of the orthographic structures of 

the AKCs. 

Results 
Holistic Processing 
Repeated-measures ANOVA was used to investigate HP 

effects measured in the Complete Composite Task 

(congruency: congruent vs. incongruent x condition: 

Logographic vs. Alphabetic). For holistic RT in the pretest, 

there was no main effect of congruency, F(1, 4) = 2.359, p = 

.199,  no main effect of condition, F(1, 4) = .646, p = .466, 

and no interaction between congruency and condition, F(1, 

4) = .562, p = .495. For holistic RT in the post-test, there 

was a main effect of congruency, F(1, 4) = 20.87, p = .01,  

but no main effect of condition, F(1, 4) = .090, p = .779, and 

no interaction between congruency and condition, F(1, 4) = 

.175, p = .697. Post-hoc pair-wise comparison showed that 

participants responded significantly more slowly in 

incongruent trials (M = 464.6ms) than in congruent trials (M 

= 426.9ms) in the post-test, t(5) = 4.999, p = .004. This 

suggested that participants in both the logographic and 

alphabetic conditions perceived AKCs more holistically in 

the post-test compared with the pretest (See Fig. 4). 

 
Fig.4. Response time in congruent and incongruent 

trials of the HP task in Pretest (left) and Post-test 

(right; **p < .05). 

Hemispheric lateralization 
Repeated-measures ANOVA was used to investigate 

hemispheric lateralization measured in the Divided Visual 

Field Sequential Matching Task (Visual field: left vs right x 

condition: Logographic vs Alphabetic). In the pretest, no 

main effect was observed for visual field F(1, 4) = .155, p = 

.71, no main effect in condition, F(1, 4) = .161, p = .709, 

nor an interaction effect between visual field and condition, 

F(1, 4) = .114, p = .753. In the post-test, a significant main 

effect was found in visual field, F(1, 4) = 16.398, p = .015, 

while a marginal effect was found in condition, F(1,4) = 

7.393, p = .053. There was a significant interaction effect 

between visual field and condition, F(1, 4) = 26.729, p = 

.007. Post-hoc pair-wise comparisons showed a right visual 

field advantage in the alphabetic condition in post-test, t(2) 

= 5.747, p = .029, while no significant difference in 

response time between the left and right visual fields was 

found in the logographic condition, t(2) = .938, p = .447 

(See Fig. 5).  

 
Fig.5. Response time LVF and RVF trials of the 

Divided Visual Field Sequential Matching Task in  

Pretest (left) and Post-test (right; *p < .05). 

Naming Accuracy and Orthographic Awareness 
Participants in both the alphabetic and logographic 

condition had an AKC naming accuracy over 80%, though 

the accuracy was marginally higher in the alphabetic than in 

the logographic condition, t(5) = 2.667, p = .056.  

In the lexical decision task, Repeated-measures ANOVA 

(character type: real vs pseudo vs non-AKCs x condition: 

logographic vs alphabetic) revealed a significant main effect 

in character type, F(2, 5) = 236, p = .000086, but no main 

effect was found in condition F(2, 5) = 1.195, p = .336, and 

no interaction effect was found between character type and 

condition, F(2, 5) = .015, p = .909. 

Post-hoc pairwise t-tests showed that non-AKCs were 

more likely rejected than real, t(5) = 17.53, p = .000011, and 

pseudo-AKCs, t(5) = 14.60, p = .000027. Participants could 

identify both real and pseudo-AKCS as valid AKCs with 

similar accuracies, t(5) = 2.030, p = .098. This suggests that 

participants in both logographic and alphabetic conditions 

have similar orthographic awareness (See Fig. 6). 

 
Fig.6. (a) Probability of acceptance of AKC as valid 

in the Lexical Decision task, and (b) accuracy in the 

AKC naming task (*p < .05). 

Discussions 

This paper investigated how different learning strategies 

modulated two perceptual expertise effects: holistic 
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processing (HP) and hemispheric lateralization. More 

specifically, we examined how learning a set of artificially 

created characters (the AKCs) with either a grapheme-

phoneme (alphabetic) approach or a whole-word 

(logographic) approach modulated these effects. Consistent 

with the expertise hypothesis based on face/object 

perception research, participants in the alphabetic and 

logographic conditions perceived AKCs more holistically 

after training. HP thus seems to be a consistent expertise 

marker independent of the decoding strategies employed by 

participants to recognize AKCs. This is consistent with Tso, 

Au and Hsiao’s (2014) finding that HP is an immediate 

perceptual expertise marker. Perhaps learning to recognize 

words at the initial stage requires HP to process both 

featural and configural information. The results of Tso et al. 

(2014) suggest that perhaps HP will then decrease as 

participants become experienced in AKCs, especially with 

writing experience. The perceptual effect of writing AKCs 

can be further investigated. Note, however, that learning to 

read AKCs in the grapheme-phoneme approach led to a 

marginally higher naming accuracy than in the whole word 

approach. This effect is consistent with the beneficial effects 

of orthographic transparency: regularity in orthographic 

patterns facilitates learning of the script (Ellis et al., 2004). 

Nevertheless, participants in both the Alphabetic and 

Logographic conditions could identify real and pseudo-

AKCs as legitimate AKCs and rejected non-AKCs with 

similar accuracy. This similarity in orthographic awareness 

in participants under both conditions suggested a mental 

categorical representation of AKCs despite learning under 

different decoding strategies. The enhanced knowledge of 

orthography in AKCs is analogous to the own-race 

advantage in face perception. Since participants in both 

Alphabetic and Logographic conditions showed similar HP 

after training, perhaps the increase in HP is associated with 

an enhanced categorical representation of visual objects. 

This speculation is consistent with studies of face 

processing showing that a stronger HP is associated with 

own-race face recognition (Tanaka, Kiefer, Bukach, 2004). 

Participants in the alphabetic condition showed an 

increase in LH/RVF advantage after the training session, 

while participants in the Logographic condition did not 

show significant changes in the lateralization pattern. 

Increase in HP in object recognition was suggested to 

correlate with RH lateralization (Gauthier & Tarr, 2002). 

However, although the Alphabetic approach increased HP, it 

induced a LH lateralization—a stronger phonological 

involvement in object recognition led to a stronger left-

lateralization.  

Thus, in contrast to a prior belief that HP and RH 

lateralization are associated (Gauthier et al, 1998; Gauthier 

et al, 1999), it seems that they may be two distinctive 

processes involving different perceptual mechanisms: HP is 

modulated by experiences in selectively attending to parts 

and features while hemispheric asymmetry is associated 

with the decoding strategy in object recognition. Through 

computational modeling, Galmar and Hsiao (2013) showed 

that when a face recognition task depended only on featural 

information, HP and RH lateralization correlated negatively. 

In contrast, when face recognition relied solely on 

configural information, there was a positive correlation both 

HP and RH lateralization. AKCs learned using the 

alphabetic approach may depend more on featural 

information than in the logographic approach due to the 

requirement of letter identification. According to Galmar 

and Hsiao (2013), this may lead to a negative correlation 

between HP and RH lateralization, consistent with the 

current finding that the alphabetic group showed increased 

HP and a RVF/LH advantage. Similarly, Hsiao and Cottrell 

(2009) showed that Chinese character expertise is associated 

with reduced HP and increased left side bias/RH 

lateralization; Tso et al. (2014) showed that writing 

experience modulates HP effects but not left side bias/RH 

lateralization. Together with these findings, our results 

suggested that RH lateralization and HP are separate 

processes that coincide with each other, as one becomes an 

expert in the recognition of most object types such as faces 

or Chinese characters. 
This is the first training study to report on the changes in 

both HP and hemispheric lateralization in learning to read 

an artificial script under different decoding methods (i.e., 

logographic vs. alphabetic). The hemispheric lateralization 

effect of learning scripts using a whole-word, logographic 

approach is more bilateral, whereas learning a script using a 

grapheme-to-phoneme correspondence approach induced a 

stronger RVF advantage/LH lateralization. Nevertheless, 

both learning approaches induced a similar level of HP 

effects, suggesting that HP may be an initial expertise 

marker for visual recognition at an early learning stage 

regardless of the decoding method involved. This study 

suggests that HP and RH lateralization are not always 

associated. HP may be induced by a categorical 

representation of objects and can be modulated by 

sensorimotor experience/online attentional mechanisms, 

while hemispheric lateralization may be related to 

perceptual representations developed through experience 

and thus can be modulated by the decoding method used for 

recognition. This study offers a window onto how the nature 

of learning experiences may modulate major markers of 

expertise in complex object recognition.  
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Abstract 
Previous research has revealed that the behavioral dynamics 

of joint-action can naturally emerge from the physical and 
informational constraints that define a shared task-goal. The 
emergence of complementary actions or functional differences 
in control also appear to be a natural part of such behavior, and 
are often an inherent aspect of robust and highly flexible joint-
action performance. The aim of the current study was to explore 
these latter aspects of joint-action behavior. More specifically, 
we examined the interpersonal coordination and control that 
emerged between two individuals performing a virtual labyrinth 
ball-control game. Key manipulations involved whether control 
was symmetrical (i.e. both individuals had full control of the 
board tilt), asymmetrical (i.e. one with control of the x-axis of 
tilt and the other with control of the y-axis of tilt), or unbalanced 
(i.e. one joystick had full control of the y-axis of tilt, but only ½ 
the gain control of the x-axis of tilt, and vice versa). Data on a 
solo individual two-handed version of the task was also 
collected for comparison purposes. Our results revealed that the 
patterns of synergistic coordination that emerged were the same 
for pairs and individuals, and that both pairs and individuals 
maintain task success by mutually adapting the coordination and 
control dynamics across the different task manipulations.  
 
Key words: interpersonal coordination; joint-action; recurrence 
analysis; motor-control. 

 
Introduction 

Social movement coordination is a fundamental part of 
everyday interaction, from navigating a crowded sidewalk, 
to playing a game of pat-a-cake, to clearing a dinner table 
with friends and family. It should come as no surprise, 
therefore, that a great deal of previous research has 
demonstrated how individuals are able to expertly 
coordinate their movements and actions with those of other 
individuals (for reviews see Bekkering et al., 2009; Sebanz 
& Knoblich, 2009; Marsh, Richardson & Schmidt, 2009; 
Schmidt & Richardson, 2008; Shockley & Riley, 2015).  

Previous research on joint-action and social movement 
coordination has predominately focused on the incidental or 
non-goal directed movement coordination that 
spontaneously occurs between co-present or interacting 
individuals (e.g., the spontaneous entrainment that occurs 
between two people sitting side-by-side in rocking chairs or 
the full body coordination that occurs during conversation; 
e.g., Richardson, et al., 2007; Shockley, Santana & Fowler, 
2003; Schmidt, Nie, Franco, & Richardson., 2014). 
However, many everyday joint action tasks involve goal 
directed activities that require that co-actors explicitly co-
control external events or environmental objects (e.g., 
moving a table or passing a football). In many instances, 
these tasks also involve complementary actions or 
movement control and are characterized by a strong level of 
mutual adaptation, anticipation and reciprocal compensation 
(Knoblich & Jordan, 2003; Richardson, Harrison, Kallen, 
Walton, Eiler, & Schmidt, in press; Vesper & Richardson, 
2014). In these instances, the coordinated behavior of co-
actors can be considered synergistic (Turvey & Fonseca, 
2009; Riley, Richardson, Shockley, & Ramenzoni, 2011). 

The term synergy refers to a functional grouping of 
structural elements that are temporarily constrained to act as 
a single coordinated unit (Kelso, 2009; Turvey & Fonseca, 
2009). Historically, the term synergy has been used to refer 
to flexible and adaptive intrapersonal systems of 
coordination and control (i.e., the interlimb coordination 
that occurs between an individual’s two hands when 
carrying an object). However, there is now a growing body 
of evidence indicating that the behavioral coordination that 
occurs during many joint-action tasks meets the technical 
definition of a synergy (Riley, et al., 2011; Romero, Kallen, 
Riley, & Richardson, in press), such that the coordinated 
movements of co-acting individuals should be understood to 
be a single unified behavioral system.  
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The goal of the current study was to further explore the 
synergistic nature of joint-action behavior and, in particular, 
the degree to which the coordinated control of co-acting 
individuals naturally and spontaneously adapts to changing 
task constraints. To do this, individual participants and pairs 
of cooperating participants were required to play a virtual 
labyrinth ball-control game, in which the rotation of the 
virtual table was controlled using two joysticks. The aim of 
the game was to use the two joysticks to move a virtual 
marble from a start location to a target location while 
avoiding a set of obstacles. Unbeknownst to the participants, 
the degree to which the two joysticks controlled the x- (left-
right) and/or y- (forward-back) axes of table rotation was 
manipulated. Of particular interest was the degree to which 
individuals and pairs spontaneously and mutually adapted to 
these changes in table control and, moreover, whether the 
same synergistic reorganization was observed for 
individuals and pairs. 

Method 
Participants 

Twenty-seven students at the University of Cincinnati 
participated in the experiment. All participants were over 18 
years of age. Nine participants were randomly assigned to 
the individual condition and eighteen participants were 
randomly assigned to the joint (pair/two person) condition.  
Task and Materials 

Participants in both the individual and joint action 
conditions were instructed to tilt a virtual game board using 
two joysticks in order to move a virtual marble from a start 
location to a green target location. The goal of the game was 
to move the marble from the start location to the target 
location as quickly and efficiently as possible without 
hitting (i) the barrier positioned around the edge of the game 
board or (ii) any of the 10 obstacles (small vertically 
oriented cylindrical pegs) positioned at various locations 
around the game board. Once the target was successfully 
reached, a new target would appear at a new location on the 
virtual board (see Figure 1. left), with each game (trial) 
involving 20 target locations. During the course of a single 
game the location of the 10 obstacle pegs (i.e., the obstacle 
map) remained fixed, however, these locations changed 
across games (see below for more details). 

 

 
Figure 1. (left) An example of the task stimulus. The marble is in 
the top left corner and the current target is in the middle-right 
region of the display. The obstacle pegs are represented by the 
brown dots position throughout the map. (middle) An example of a 

single participant individually controlling the game board with 
both joysticks. (right) An example of two participants controlling 
the game board together, with each member of the pair using only 
one joystick. 

 
Individuals and pairs completed the task under three 

different control conditions: symmetrical control, 
asymmetrical control, and unbalanced control. In the 
symmetrical condition, both joysticks had control of both 
the x and y rotation axes of the virtual game board with 
equal gain. In the asymmetrical condition, one joystick 
controlled the game board’s y-axis of table rotation (with no 
influence/control over the game board’s x-axis), while the 
second joystick controlled the game board’s x-axis of table 
rotation (but had no control over the game board’s y-axis). 
In the unbalanced condition, one joystick had full control of 
the y-axis of table rotation, but only 50%-gain control of the 
x-axis of table rotation, while the second joystick had full 
control of the x-axis of table rotation, but only 50%-gain 
control of the y-axis of table rotation. Note that 50%-gain 
control refers to the fact that the mapping between the 
movements of board rotation was ½ of that of the joystick 
that had full (i.e., 100%-gain) control. Joystick movement 
was recorded at 30Hz. 

In the individual condition, participants controlled the two 
joysticks using their right and left hands respectively (see 
Figure 1. center). In the joint action condition each member 
of a pair controlled only one joystick (see Figure 1. right). 
To be consistent with the individual control condition one 
participant in a pair controlled the ‘right’ joystick with their 
right hand, while the other participant controlled the ‘left’ 
joystick with their left hand. For the remainder of this paper 
we refer to the two joysticks as the right-hand (RH) and left-
hand (LH) joysticks respectively. Each member of a joint 
action pair was randomly assigned to the LH and RH 
joystick, with joystick assignment kept constant across all 
trials and sessions.  
Procedure 

Both individuals and pairs performed three separate game 
sessions, one session for each control condition (order of 
control condition was counterbalanced across individuals 
and pairs. In each session, participants performed four 
practice games before performing two test games (each 
game consisting of 20 target locations). Different obstacle 
maps were employed for each practice game. For the test 
games, however, the same obstacle maps were used across 
participants and sessions for comparison purposes.  

Results & Discussion 
Only data from the two test games (trials) was analyzed to 

determine the effects of the different control conditions and 
the comparative task performance of individuals and pairs. 
For each of the analyses presented below, data was averaged 
across the two test games. 
Inter-Target Movement Time. The mean and SD of the 
inter-target movement time was relatively consistent across 
all conditions for both individuals and pairs (Fig. 2). This 
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was confirmed using 2 (group: individual, joint) × 3 
(condition: symmetric, asymmetric, unbalanced) mixed 
design analyses of variance (ANOVA), which only revealed 
a significant and marginally significant main effect of 
condition for the mean, F(2, 30) = 6.08, p < .01, 𝜂!! = .29, 
and SD, F(2, 30) = 3.09, p < .06, 𝜂!! = .17, of inter-target 
movement time, respectively (all other Fs < 1.0). With 
regard to the significant main effect of condition for mean 
inter-target movement time, a post hoc t-test revealed that 
this was due to the modest difference between the 
asymmetric and unbalanced conditions (p < .025). No other 
differences were found to be significant (all p > .10). In 
these and all subsequently reported post hoc analyses, a 
Bonferroni correction was applied to control Type-I error 
rates. 
 

 
Figure 2. Mean (upper graph) and SD (lower graph) of inter-target 
movement time (in seconds) for individual and joint (pair) joystick 
control as a function of condition. 
 
Peg and Wall Collisions. Individuals collided with more 
pegs and the game board boundary (wall) than pairs, 
suggesting that individual action was slightly worse overall 
compared to pairs (Fig. 3). However, a 2 (group: individual, 
joint) × 3 (condition: symmetric, asymmetric, unbalanced) 

mixed design ANOVA did not result in a significant effect 
of group, F(1, 15) = 3.06, p = .10, 𝜂!! = .17.  
Joystick Movement. To determine whether the symmetry 
manipulations of joystick axis control influenced the 
manner by which participants moved and controlled the 
joystick, the difference between x and y mean change in 
position over the course of a trial was calculated (calculated 
as the xmean - ymean of the joystick positional time-series). In 
short, this measure indexes the difference in amount of 
movement between the x and y dimensions of a joystick. 
Thus, positive values correspond to a greater magnitude of 
positional movement in the x dimension of joystick control; 
zero corresponds to equal amounts of positional movement 
in the x and y dimension of joystick control; and negative 
values corresponded to greater positional movement in the y 
dimension of joystick control. 
 

 
Figure 3. Mean number of pegs and walls hit for individual and 
joint (pair) joystick control as a function of condition. 
 

A 2 (group: individual, joint) × 2 (Joystick: LH, RH) × 3 
(condition: symmetric, asymmetric, unbalanced) mixed 
ANOVA performed on this measure resulted in a significant 
main effect of joystick, F(1, 15) = 26.55, p < .01, 𝜂!! = .64, 
and a significant two way interaction between joystick and 
condition, F(2, 30) = 14.53, p < .01, 𝜂!! = .49. There were no 
other significant effects, including no effects for group, 
indicating that the differences in movement change between 
the x and y dimensions of joystick control were comparable 
for individuals and pairs. As can be seen from an inspection 
of Figure 4, results revealed that the amount of movement 
change exhibited in the x and y joystick axes were consistent 
with the control manipulations. This was most notable in the 
asymmetric condition, in which participants tended to 
exhibit more joystick movement with regard to the 
dimension that actually influenced the rotation of the table. 
Not surprisingly, this difference was present but much less 
pronounced in the unbalanced condition and non-existent in 
the symmetric condition. 

To further verify this result, a simple effects analysis of 
condition was performed for both RH and LH joysticks. For 
the RH joystick, although this analysis revealed a significant 
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effect of condition, F(2, 32) = 3.46, p < .05, 𝜂!! = .18, with 
more y-axis control in the asymmetric and unbalanced 
condition compared to the symmetric condition (as 
expected), post hoc t-tests revealed that these differences 
were not statistically significant (all p > .12). For the LH 
joystick, the simple effects analysis also resulted in a 
significant effect of condition, F(2, 32) = 15.10, p < .01, 𝜂!! 
= .49. Furthermore, a post hoc t-test revealed that the x-y 
movement change in the asymmetric condition was 
significantly different from that observed in both the 
symmetric and unbalanced conditions (both p < .01). There 
was no difference between the symmetric and unbalanced 
conditions (p > .5). Finally, for the LH joystick, the x-y 
movement change for the symmetric, asymmetric and 
unbalanced conditions were all found to be significantly 
different from zero (all t(16) > 3.64, p < .01). In contrast, for 
the RH joystick, the x-y movement change for all three 
conditions were not significantly different from zero (all 
t(16) < 3.32, p > .11). 

 

 
Figure 4. Mean x-y change or amount of positional movement 
control as a function of joystick and condition. 

 
Cross-Recurrence Quantification Analysis (CRQA). The 
coordination that occurred between the LH and RH joystick 
movements was indexed using cross-recurrence analysis. 
CRQA is a nonlinear time-series analysis that determines 
the degree of recurrent structure between two time-series in 
reconstructed phase space. The advantage of CRQA over 
linear forms of bivariate time-series analysis (e.g., cross 
correlation, relative phase analysis) is the fact that it does 
not require any a priori assumptions about data structure or 
stationarity. Accordingly, it has previously been employed 
to index the occurrence and stability of interpersonal 
movement coordination across a number of joint-action 
settings (e.g., Shockley et al., 2003; Richardson & Dale, 
2005; Richardson, et al., 2005).  

CRQA provides a set of dependent metric, each 
characterizing a different aspect of the dynamics that 
underlie the recurrent structure of two time-series. Of most 
relevance to the current study are the CRQA metrics %REC 
and MaxLine. In short, %REC captures the amount of 
recurrent activity that occurs between the two time-series or, 

with regard to the current task, the degree of movement 
similarity. Maxline corresponds to the longest line or 
sequence of recurrent states and in this context, can be 
thought to index the overall strength of the coordination that 
occurs between two behavioral time-series (see Richardson, 
et al., 2007, 2008 for more details).  

Here, we compared the x-axis movements of the RH 
joystick to the x-axis movements of the LH joystick and y-
axis movements of the RH joystick to the y-axis movements 
of the LH joystick. The CRQA parameters employed were 
as follows: time-lag = 20 samples; embedding dimension = 
6; radius = 10 percent of the maximum distance between 
points (see e.g., Marwan 2008; Webber & Zbilut 2004; for 
more details about these parameters and how they are 
chosen). All time-series data was z-score normalized prior to 
performing CRQA. 

 

 
Figure 5. Mean %REC (upper graph) and mean MaxLine (lower 
graph) for individual and joint (pair) joystick movement averaged 
over the X and Y direction as a function of condition 

 
A preliminary analysis of the resulting %REC and 

Maxline values revealed a similar pattern of results for the 
x-axis and y-axis comparisons. Accordingly, the %REC and 
MaxLine data were averaged across the two movement 
planes (i.e., x-to-x and y-to-y) prior to statistical analysis. 
Both %REC and MaxLine were then analyzed using a 2 
(control: individual, joint) × 3 (condition: symmetric, 
asymmetric, unbalanced) mixed design ANOVA. 

For %REC, this analysis revealed a significant main 
effect of condition, F(2, 30) = 8.492, p < .01, 𝜂!! = .36, with 
post hoc t-tests finding significantly less recurrence in the 
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asymmetric condition (M = 2.22, SD = 1.42) compared to 
both the symmetric (M = 4.70, SD = 3.31, p < .01) and the 
unbalanced conditions (M = 3.31, SD = 1.58; p < .01; see 
Figure 5). There were no other significant effects (all p > 
.14).  

For MaxLine, the ANOVA also revealed a main effect for 
condition, F(2, 30) = 5.83, p = .01, 𝜂!! = .28. Post hoc t-tests 
revealed that this was due to mean MaxLine being 
significantly longer in the symmetric condition (M = 254.63, 
SD = 102.97) compared to the asymmetric condition (M = 
178.98, SD = 81.33, p < .01; see Figure 5). The unbalanced 
condition (M = 222.82, SD = 95.55) was only marginally 
different from the symmetric and asymmetric conditions 
(both p < .1).  

Conclusion 
The current study examined the effects of control 

symmetry on the movement coordination and performance 
dynamics exhibited by individuals and pairs completing a 
virtual labyrinth type ball moving game, with the task goal 
of moving a virtual marble from a start location to a target 
location while avoiding obstacles. For both individuals and 
pairs, the rotation of the virtual table board was controlled 
using two joysticks, so that three different control 
manipulations were included: a symmetrical control 
condition, where both joysticks had control of both the x 
and y rotation axes of the virtual game board with equal 
gain; an asymmetric control condition, where one joystick 
controlled the game board’s y-axis of table rotation, while 
the second joystick controlled the game board’s x-axis of 
table rotation; and an unbalanced control condition,  where 
one joystick had full control of the y-axis of table rotation, 
but only 50%-gain control of the x-axis of table rotation, 
while the second joystick had full control of the x-axis of 
table rotation, but only 50%-gain control of the y-axis of 
table rotation. 

Overall, the results revealed that the control dynamics of 
individuals and pairs was more or less equivalent and that 
pairs performed as well, if not slightly better, than 
individuals with regard to task errors (i.e., obstacle 
collisions). In other words, joint control did not seem to 
reduce task performance compared to individual 
performance, nor did it result in different patterns of inter-
joystick control. This suggests that individual and joint task 
success was defined by the same behavioral dynamics and 
that both individuals and pairs were able to converge upon 
these dynamics during practice (also see Knoblich & Jordan, 
2003; Schmidt & Richardson, 2008). Although the firm 
constraints inherent to the task surely narrowed the possible 
behavioral space that individuals and pairs could adopt to 
achieve task success, this does not change the fact that the 
apparent similitude of individual and joint-action 
performance provides evidence that the interpersonal 
coordination exhibited by pairs was as synergistic and 
mutually responsive as the interlimb coordination exhibited 
by individuals.   

The synergistic and mutually adaptive organization of the 
behavioral control exhibited by pairs and individuals was 
apparent from the differences in the inter-joystick 
movement dynamics that occurred for the different control 
conditions. The most notable differences arose when 
comparing the asymmetric condition to the symmetric and 
unbalanced conditions. In general, participants tended to 
move their joysticks more in the directional axis/axes that 
the corresponding hand had control over, even though they 
were not informed of the difference in control. This was 
most pronounced in the asymmetric condition in which each 
joystick had complete control of only one of the two 
rotation axes. As expected, for this condition both 
individuals and pairs spontaneously organized the 
directional magnitude of joystick control in response to the 
differential control. A similar, yet less pronounced 
differential organization was observed for unbalanced 
condition.  

It is worth noting that a funnel debriefing was conducted 
at the end of the experiment and only 1 pair suspected that 
the symmetry of joystick control was being manipulated 
across sessions. In contrast, most individuals indicated that 
they either suspected or came to realize that the symmetry 
of joystick control was being manipulated over the course of 
the experiment. This implies that knowledge of differential 
control is not necessarily required for individuals to 
converge upon complementary task solutions during joint-
action behavior. Indeed, the fact that in the current task pairs 
and individuals performed in a similar manner and were 
similarly affected by the control manipulations, indicates 
that being aware (or not aware) of the task constraints 
played little to no role in shaping the coordination and 
control strategies adopted. Rather, individual and team 
performance appeared to be determined by the physical and 
informational properties of the task and task context. In 
other words, task success for both individuals and pairs was 
constrained by the same behavioral dynamics (Warren, 
2006), with these dynamics defining the set of task control 
laws that were independent of whether the effectors 
employed were from a single nervous systems or two 
visually coupled nervous systems. 

Finally, CRQA was employed to examine the stability of 
the inter-hand coordination exhibited by individuals and 
pairs across the different control conditions, with the 
asymmetric condition resulting in weaker coordination (i.e., 
lower Maxline) and less recurrent movement dynamics 
(%REC) compared to the symmetric and unbalanced 
conditions. This is consistent with the movement control 
exerted on the LH and RH joysticks being more independent 
(i.e. less coupled), and is yet further evidence that 
individuals and pairs were sensitive (unintentionally in the 
case of pairs) to the asymmetry of control and 
spontaneously adapted their behavioral coordination 
accordingly. Although not significant, the overall lower 
%REC and Maxline scores for pairs compared to 
individuals is also likely to be a result of the weaker inter-
hand coupling for pairs compared to individuals. An 
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interesting possibility for future research is whether this 
reduced inter-hand coupling is the reason why pairs 
exhibited fewer errors and obstacle collisions compared to 
individuals (although not significantly fewer errors). Indeed, 
it is possible that for some tasks a weaker and less tightly 
coupled control system may actually result in more robust 
and adaptive control dynamics than a stronger and more 
tightly coupled control system, and hence lead to greater 
task success (e.g., Strang, Funke, Dukes, & Middendorf, 
2014). If true, joint-action control may in some instances be 
preferable over individual control. 
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Abstract
Categorization, the process of grouping distinguishable enti-
ties into equivalence classes, is an essential component of hu-
man cognition. Although it has been often argued that selective
attention is an important component of categorization, organ-
ism with immature selective attention (such as human infants
or young children) exhibit the ability to learn categories. This
research addresses this apparent paradox by examining atten-
tion allocation in the course of category learning across devel-
opment. Results suggest that while some young children are
able to attend selectively, adults more flexibly deploy selective
attention according to task demands.
Keywords: cognitive development; attention optimization;
category learning; categorization; conceptual development

Introduction
Categorization, the ability to group distinguishable objects
and ideas that share some important commonalities, is an es-
sential component of cognition that supports the expansion
of knowledge through generalization, inference, and com-
munication. Given the importance of this ability, it is im-
portant to understand the mechanisms that support it and the
way these mechanisms develop. Mechanisms of categoriza-
tion involve an interesting paradox. On the one hand, the
ability to learn categories exhibits early onset (i.e., infants
as young as three months of age exhibit the ability to learn
categories (Oakes, Madole, & Cohen, 1991; Quinn, Eimas,
& Tarr, 2001). On the other hand, many models of catego-
rization posit that selective attention plays a central role in
category learning (Kruschke, 1992). If this is the case, how
do organisms whose selective attention is immature (such as
human infants or young children) learn categories?

Adult-like categorization is thought to rely on selective at-
tention, focusing on some aspects of the stimuli (presumably
the category-relevant ones) and ignoring others (presumably
irrelevant ones). At the same time, selective attention exhibits
protracted development (Plude, Enns, & Brodeur, 1994),
which perhaps is related to the slow development of the
brain structures sub-serving selective attention (Huttenlocher
& Dabholkar, 1997; Bunge & Zelazo, 2006). The slower de-
velopment of those structures coupled with childrens ability
to learn categories, suggests that early category learning may
not depend on selective attention: children learn category
statistics as long as there is enough statistical structure in the
input and fail otherwise. This implies that during infancy and
childhood, the types of categories that can be learned will be
limited by the maturity of selective attention and by category
structure.

One hallmark of selective attention as a mechanism of ma-
ture categorization that is central to this investigation is at-
tention optimization. Namely, as adults learn categories hav-
ing a distinguishing characteristic, they will direct their at-
tention more toward that feature and ignore the other features
(Hoffman & Rehder, 2010). In contrast, if young children
do not attend selectively when learning categories, then they
should exhibit reduced attention optimization compared to
adults. We tested this hypothesis with a supervised category
learning task, in which children and adults learned categories
while their gaze was tracked with an eye tracker. Since gaze is
linked to visual attention, eye tracking allowed us to measure
attention while participants learned novel visual categories.

A key issue alluded to above is that learning and attention
may be affected by category structure. For example, the cate-
gory of living things contains quite varied members, and clas-
sifying something as living or non-living requires looking be-
yond one or two highly varying surface features (such as color
and shape) and focusing on key characteristics (reproduction,
energy consumption). In contrast, the category of dogs con-
tains members with many strongly correlated features. There-
fore, it may be the case that attention optimization will de-
pend on the category structure. To address this question, we
systematically manipulated the category structure in our task
to investigate what role, if any, category structure plays in
modulating attention.

In summary, a growing body of literature has implicated
selective attention as a key mechanism of human categoriza-
tion. We hypothesize that early categorization does not rely
strongly on selective attention, since executive function con-
tinues maturing through childhood. To foreshadow, our re-
sults suggest that while some children do exhibit selective at-
tention, adults show a greater reliance on selective attention
for more difficult categorization tasks.

Method
Participants
Fifty-seven five-year-olds ( twenty-four female and thirty-
three male, M = 5.26 years, SD = .44 years) participated in
this study. Children completed either the standard (N = 31) or
gaze contingent (N = 26) condition. Children were recruited
through local daycares or preschools located in Columbus,
Ohio, and public birth records. Ninety-nine adults (48 fe-
male and 51 male) participated in the study for course credit
through The Ohio State University research experience pro-
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Figure 1: Some exemplars used in the study. The top-left
feature corresponds to position one, with positions increas-
ing clockwise. Deterministic features for the High-Sep, Low-
Sep, and High-Sep+Var categories were distinct in color and
shape, and located at the top-left, right, and bottom-left posi-
tions, respectively.

gram. Adults completed either the standard (N = 69) or gaze
contingent (N = 30) condition. The majority of child and
adult participants were Caucasian.

Stimuli
Categories were artificial tree-like objects with six spatially
separated branches that differed along the dimensions of color
and shape, as shown in Figure 1. This resulted in twelve fea-
tures over 6 locations. We varied the feature values to con-
struct six category types that were grouped into three pairs
having category structures that complemented each other.
The pairs were (1) highly separable (HS), (2) less separable
(LS), or (3) highly separable with high variance (HS+V).

Every category had a deterministic color and shape at a sin-
gle position that perfectly determined category membership,
and ten less informative probabilistic color and shape features
over five positions. The position of the deterministic feature
varied between blocks so that participants would have to re-
learn the deterministic feature on subsequent blocks. In the
HS conditions, 2 of the 10 probabilistic features took values
from the contrasting category. In the LS condition, 4 of the
10 probabilistic features took values from the contrasting cat-
egories. In the high variance condition, probabilistic features
could take 2 possible values within each category, increasing
within category variance. Some example structures are shown
in Table 1.

Experimental Paradigm
Non Gaze Contingent (Non-GC) Experiment Adult par-
ticipants conducted a classification procedure while their gaze
was monitored with an EyeLink 1000 hydraulic-arm eye-
tracker at 500Hz (SR research, Ontario, Canada). Adult and

Table 1: Example category structures used in the study. H-
Sep, L-Sep, and Var correspond to highly separable, less sep-
arable, and high variance categories, respectively. C1 and S1
correspond to color and shape at position one, respectively. In
the highly and less separable conditions, each feature could
take on one of two values, denoted by 0 or 1. Category A was
primarily associated with feature 0, while category B was as-
sociated with feature 1. For variable categories, all features
except the deterministic took on four values, denoted by 0,1,2
or 3. Category A was primarily associated features 0 and 1,
while category B was associated with features 2 and 3. De-
terministic features are in bold.

C1 S1 C2 S2 C3 S3 C4 S4 C5 S5 C6 S6
H-Sep (A) 0 0 0 0 0 0 0 0 1 0 0 1

0 0 0 0 0 0 1 0 0 1 0 0
0 0 0 0 1 0 0 1 0 0 0 0

H-Sep (B) 1 1 1 1 1 1 1 1 0 1 1 0
1 1 1 1 1 1 0 1 1 0 1 1
1 1 1 1 0 1 1 0 1 1 1 1

L-Sep (A) 1 0 1 0 0 0 0 0 0 1 0 1
0 1 0 1 0 0 0 0 1 0 1 0
0 0 1 0 0 0 1 1 0 1 0 0

L-Sep (B) 0 1 0 1 1 1 1 1 1 0 1 0
1 0 1 0 1 1 1 1 0 1 0 1
1 1 0 1 1 1 0 0 1 0 1 1

H-Sep + Var (A) 2 2 1 0 1 0 0 0 0 0 0 0
1 0 2 2 1 0 0 0 0 0 0 0
0 0 0 0 2 2 1 0 0 0 1 0

H-Sep + Var (B) 0 0 3 2 3 2 2 2 2 2 2 2
3 2 0 0 3 2 2 2 2 2 2 2
2 2 2 2 0 0 3 2 2 2 3 2

child participants sat approximately 60cm from the 17” dis-
play within a quiet testing room. Adults sat alone, with
an experimenter in an adjacent room controlling the exper-
iment and communicating with the participant via micro-
phone. Children had an additional experimenter sit beside
them in the testing room to keep them on task and encourage
them throughout the study.

On each block, participants were told that they would see
a sequence of objects from two new categories. They were
asked to look at the object, then categorize it as fast and ac-
curately as possible to obtain the most points. The categories
were associated with a target (small light or dark house) on
either the left or right side of the display. Each trial began
with a central fixation point. Once that orienting target was
fixated, an experimenter initiated the presentation of a central
category exemplar from one of the two groups that subtended
approximately 19× 19 degrees of visual angle, and two tar-
gets on either side of the target. Participants had no time limit,
and made their classification decision by looking at the target
on the left or right side of the display that was associated with
the category. Corrective feedback was immediately given in
the form of a centrally displayed smiling face for correct an-
swers, and a neutral face for incorrect answers. Participants
could look at the feedback screen as long as they wanted to,
and engaged the next trial by fixating the bottom of the dis-
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play. There were 50 trials in each of the three blocks.
Children conducted a similar procedure, with slight mod-

ifications for their age. Namely, they were told that the two
different types of creatures needed help finding their home
(either the light house or dark house). Instead of making their
decision by looking at the corresponding target, they were
asked to yell out ”light house” or ”dark house” to indicate
where the stimulus went, and the experimenter recorded the
response. In addition, the feedback screen for incorrect tri-
als showed the exemplar beside the correct target without a
neutral face. Correct trials ended with the exemplar near the
correct target in addition to a central smiling face. There were
20 trials in each of the three blocks.

Gaze Contingent (GC) Experiment Although eye-
tracking offers a measure of attention over learning, it has
drawbacks. Namely, it is possible for participants to attend
covertly during a task. Indeed, as we will show, adults in
the standard task performed expertly without fixating any
category defining features on about half of the trials. This
demonstrates that adults were, at least sometimes, attending
peripherally. To address this, we created a gaze contingent
version of the study where features were occluded until
fixated.

On each trial for adult participants, the six areas containing
the category features were covered in black except for central
white dots. Participants were told that the objects were oc-
cluded, and that they could look at the white dots to uncover
the objects. During the experiment, a 300ms fixation within
a box bounding a feature caused the feature to appear and
remain visible for the remainder of the trail.

In the child version, the features were occluded by blue
clouds that disappeared to show the covered feature when fix-
ated. In addition, we increased the number of trials from
twenty to thirty and eliminated the HS+V categorization
block for children. As we will show in the next section, chil-
dren had a difficult time learning the high variance categories.
Eliminating that structure reduced fuss-out in children, and
increased the proportion of participants who achieved the
learning criterion.

Results
It was important to ensure that participants were engaged in
and understood the task, so we only analyzed data for par-
ticipants who reached a learning criterion of 10 correct tri-
als within 11 consecutive trials within a block. For 20 tri-
als (the child condition), this corresponds to p = 0.054 (
binomial(10,N = 11,θ = 0.5) ∗ 10 ). Since each block con-
tained different category structures, we considered each block
separately according to the category type. We break down
the number of participants who achieved the criterion out of
the number that completed the minimum trials required to
achieve the learning criterion by category and age group in
Table 2. Mean trials to criterion are summarized in Table 3.
We show the percentage of trials with no fixations at the cat-
egory features (missing gaze trials) in Table 4.

Table 2: Number who obtained learning criterion over the
number who completed minimum trials to achieve criterion.

H-Sep L-Sep H-Sep+Var
Adult (Non GC) 65/68 63/69 66/68
Child (Non GC) 11/26 10/21 5/17

Adult (GC) 27/29 26/30 26/29
Child (GC) 17/26 15/25

Accuracy

We first consider overall trends in accuracy and learning rates
as a function of category type. We plot the normalized distri-
butions of trials to learning criterion, and the mean participant
accuracy for the first 20 trials in Figures 2 A and B, respec-
tively. The first 20 trials are considered since this was the
maximum trials encountered by children for each category
type in the Non-GC condition. Figure 2 shows that while
most participants who learned did so within the first five tri-
als, some children (and adults) required at least 19 trials to
achieve the learning criterion. Therefore, more children in
the GC versus Non-GC condition met the learning criterion
because of the additional 10 trials in that condition.

We then investigated whether there were systematic differ-
ences in accuracy, as a function of age group, category type,
and experiment condition. Given the amount of participants
who did not achieve the learning criterion for all category
types, analysis was conducted using mixed-effect modeling
which has the advantage of dealing with missing values, as
opposed to repeated measures ANOVA. Accuracies were ex-
ponential transformed to be closer to Normally distributed.
We first considered overall differences in accuracy between
the age groups. Specifically, we modeled transformed accu-
racy as having a main factor of age group (Adult/Child) and a
random factor of participant, and found no significant differ-
ence (B = 0.016,SE = 0.046, t(165.74) = 0.36, p = 0.72).

We then looked within age groups to find differences in
accuracy as a function of category type. We modeled the
transformed adult accuracy as having main factors and inter-
actions of category type (HS/LS/HS+V) and condition (Non-
GC/GC) and a random factor of participant. We found no
significant main effect of condition, but a significant interac-
tion between condition and the category type. We compared
this model (BIC: 165.49) to a simpler model (BIC: 154.41)
with only a main factor of category type and random factor of
participant, and found no improvement with the more com-
plex model (χ2 = 5.75(3), p = 0.12). Therefore we used the
simpler model in the analysis. We found a significant differ-
ence for HS versus LS (B =−0.098,SE = .044, t(172.51) =
−2.25, p = .026), indicating a reduced accuracy for the LS
category versus the HS. We found no other significant differ-
ences (all ps > 0.14).

We modeled child transformed accuracies similarly to
adults, with main factors and interactions for category type
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Table 3: Trials to learning criterion (M ± SD).
H-Sep L-Sep H-Sep+Var

Adult (Non GC) 5.4±6.7 5.8±6.5 6.9±7.7
Child (Non GC) 4.4±3.6 3.0±3.2 2.8±1.1

Adult (GC) 4.8±7.4 9.0±9.2 6.8±6.8
Child (GC) 7.1±6.8 4.6±5.2

Table 4: Percentage of trials with no fixations at AOIs.
H-Sep L-Sep H-Sep+Var

Adult (non GC) 56.98% 48.95% 47.45%
Child (non GC) 5.91% 3.59% 3.00%

Adult (GC) 5.19% 2.15% 4.62%
Child (GC) 1.43% 0%

and condition, and a random factor for participant. We found
no significant main effect or interaction with condition (all
ps > .07), so we used a simpler model that included category
as a main factor and participant as a random factor. We found
a significant main effect of HS versus LS (B = 0.14,SE =
.062, t(21.31) = 2.20, p = .039), indicating an increased ac-
curacy for the LS versus HS category. We found no other
significant differences (all ps > 0.31).

Overall, children and adults performed equally well. How-
ever, there was an interesting developmental difference,
where adults were more accurate for the HS categories versus
the LS categories while children showed the reverse trend.
Adults had the expected trend, given the the relative ease of
categorizing the HS categories with either the deterministic
or probabilistic features. We propose two possibilities for
the unexpected child result. First, it is possible that there
was a sampling bias, where more children completed and
learned the HS categories, but a smaller set of skilled cate-
gory learners completed the LS task. The results of Table
2 do not give much support for this, since there were equal
proportions of children who learned HS and LS categories
(χ2 = 0.0011(1), p = 0.97). Another possibility is that chil-
dren may have learned the LS categories faster. We ruled
this out by finding no significant effect of category type when
modeling the trial to learning criterion with main factor of
category type and random factor of participant (all ps > .14).
We will return to this issue after considering attention during
learning.

Attention Optimization
Recall that our goals are to investigate (1) whether children
would optimize attention in the course of category learn-
ing, and (2) if category structure modulates attention. Cat-
egories were defined by the twelve feature values at the six
positions, so our areas of interest (AOI) were six circular
non-overlapping regions centered at the feature positions that
completely contained the category defining features. Given a

Figure 2: Figure A shows normalized histograms of the trials
to learning criterion. The y-axis denotes the proportion of
participants who learned by a given number of trials, while
the x-axis denotes the number of trials required to achieve
the learning criterion. Figure B shows the mean proportion
correct trials ( accuracy) for the first 20 trials.

category structure with two deterministic features at a single
AOI that are perfectly associated with the category type, the
optimal strategy is to look at just the deterministic features in
order to categorize the object perfectly on every trial. Thus,
our measure of attention optimization was the proportion of
fixations to the deterministic features as a function of trial
number.

Fixation positions were recorded online by the EyeLink
system, then processed offline using custom MATLAB and
Python software. Proportion of fixations to the determinis-
tic feature was calculated as the number of fixations within
the deterministic AOI divided by the total number of fixa-
tions within all AOIs. Fixations outside of the six AOIs were
omitted from all analyses, trials without fixations at any AOIs
were treated as missing data for the optimization analyses,
and only accuracy information on those trials was used.

To determine the extent of attention optimization for each
category type as a function of trial number, it was crucial
to align participants with respect to the trial in which they
learned the categories. This accounts for differences in learn-
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ing rates and allows us a better measure of group optimiza-
tion behavior. We denote the first trial in the sequence where
participants reach the learning criterion as T 0, and aligned
participants with respect to this trial to create optimization
curves. Optimization curves are shown in Figure 3.

For the Non-GC condition, the interpolated mean plot
shows some increase in the proportion of fixations at the de-
terministic feature for the LS and HS categories for both chil-
dren and adults. Recall that the LS categories contain less
reliable probabilistic features, so more looks toward the deter-
ministic feature would be advantageous. The HS categories,
on the other hand, show a slight decrease from the initial pro-
portion of deterministic fixations by the end of the task.

For the GC condition, the interpolated mean plots show an
increasing proportion of fixations at the deterministic AOI,
beginning slightly before T 0 and persisting for several trials,
for all category types and age groups. This means that on av-
erage, participants more frequently fixated the deterministic
features than probabilistic features as they gained experience
categorizing the objects - an indicator of attention optimiza-
tion. The peak in deterministic looks occurred several trials
after T 0, indicating that attention optimization occurs after
participants learn the category and replicating a trend found
in another eye tracking categorization study (Rehder & Hoff-
man, 2005). These results, taken together, suggest that at least
some adults and children optimized attention during the task.
Of interest, however, is: (1) whether there are developmental
differences in the proportion who optimize, and (2) the role
of category structure.

To analyze individual differences in attention optimization
behavior, for each participant we determined the change in
the average proportion of deterministic AOI looks before to
after T 0. Positive values denote an average increase in the
proportion of looking at the deterministic feature after T 0,
indicating attention optimization. We plot those results in
Figure 4 to compare trends across age groups and category
types.

For adults in Non-GC condition, trends shows increased
attention optimization for the two more difficult categories
(LS and HS+V), and there was a marginally significant ef-
fect of category type on the proportion who increased deter-
ministic looks ( χ2 = 5.75(2), p = 0.056 ). Further investiga-
tion showed that the effect was driven by difference between
the HS and other groups: HS versus LS (χ2 = 4.76(1), p =
0.029), HS versus HS+V (χ2 = 5.31(1), p = 0.021), LS ver-
sus HS+V (χ2 = 0.026(1), p = 0.87). For the children in
Non-GC condition, there was no significant difference in the
proportion or participants who increased deterministic looks
between categories (χ2 = 0.098(2), p = 0.95). For adults
in the GC condition, Figure 4 shows an advantage for the
LS categories, but we found no significant differences be-
tween the proportion who increased deterministic looking
(χ2 = 2.72(2), p = 0.26). For children in the GC condi-
tion, there was no significant difference between HS and LS
groups (χ2 = 0.11(1), p = 0.74).

Non Gaze Contingent

Gaze Contingent

Figure 3: Optimization curves with respect to T 0. The y-axis
denotes the proportion of fixations at the deterministic area
on each trial. The trials have been aligned with respect to T 0,
the first correct trial in a sequence where the learning criterion
occurred. Blue dots indicate individual participants, while the
green line shows the average, and the red line shows a cubic
spline interpolation of the average.

We checked for developmental differences, and did not find
significant differences between adults and children within any
of the category groups when considering the experiment con-
ditions separately. To increase power, we pooled the GC
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Non Gaze Contingent

Gaze Contingent

Figure 4: Change in deterministic looks (DL) before to af-
ter learning criterion, T 0. Individual points denote individual
participants, and positive values denote an increase in pro-
portion of fixations to the deterministic area following T 0.
Participants with T 0 at the first trial of the block were not
considered.

and Non-GC conditions, then compared the proportion who
increased deterministic fixations in the adult versus child
groups. For the HS category, there was a significantly larger
proportion in the child group who increased deterministic fix-
ations (χ2 = 4.45(1), p = 0.035). We found no significant
difference for the LS category.

Taken together, these results suggest that when probabilis-
tic features were less reliable (LS/HS+V), adults optimized
attention to a greater extent. When a time cost was introduced
for viewing features (GC), the differential effect diminished
and adults optimized attention across category type. Chil-
dren also exhibited attention optimization that exceeded that
of adults for the easily separable categories - perhaps explain-
ing their improved accuracy for the LS versus HS categories.
However, the proportion of optimizers was not affected by
category structure or by the experiment condition.

General Discussion
From these results we can point to two key findings. First,
adults are excellent at attending covertly, and did not fixate
any AOIs on about half of trials in the Non-GC condition.
Children, on the other hand, were much more consistent in
fixating AOIs in the Non-GC condition, but the reason is un-
clear. More importantly, we found a developmental change
in selective attention, where children about 5 years old did
not optimize attention according to the category structure -
instead exhibiting a kind of baseline attentional pattern. Un-
like with children, adult attention optimization depended on
category structure. Namely, shifting to perfectly determinis-
tic category features increased as other probabilistic features
became less reliable. These results taken together imply a
clear reliance on selective attention in adult categorization

- especially when category structure consists of few deter-
ministic dimensions. Children, although sometimes attending
like adults, did not optimize attention with respect to category
structure.

Conclusion
Categorization exhibits early onset, and is central to intelli-
gent behavior. However, it is not clear whether the mech-
anisms of category learning undergo developmental change.
Specific to our investigation was whether children rely on se-
lective attention when learning categories, and how attention
is modulated by category structure. We found evidence that
selective attention plays a diminished role in child category
learning versus adults. Specifically, while children learned
categories as well as adults (no difference in accuracy), un-
like adults, children showed no change in attention profiles as
probabilistic category features became less reliable for speci-
fying category membership - instead showing a baseline level
of attention optimization. We hypothesize that these differ-
ences stem from immature executive functioning in children.
Overall, the study gives new insight into category learning
and discrimination in childhood, and the role of selective at-
tention in early categorization.
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Abstract 
Under some situations sensory modalities compete for 
attention, with one modality attenuating processing in a second 
modality. Almost forty years of research with adults has shown 
that this competition is typically won by the visual modality. 
Using a discrimination task on an eye tracker, the current 
research provides novel support for auditory dominance, with 
words and nonlinguistic sounds slowing down visual 
processing. At the same time, there was no evidence suggesting 
that visual input slowed down auditory processing. Several eye 
tracking variables correlated with behavioral responses. Of 
particular interest is the finding that adults’ first fixations were 
delayed when images were paired with auditory input, 
especially nonlinguistic sounds. This finding is consistent with 
neurophysiological findings and also consistent with a 
potential mechanism underlying auditory dominance effects. 

Keywords: Sensory Dominance, Cross-modal Processing, 
Attention  

Introduction 
Most of our experiences are multisensory in nature; however, 
historically most research has examined processing in a 
single sensory modality. Over the last forty years there has 
been a growing body of research examining how sensory 
modalities interact while processing multisensory 
information (e.g., sounds and pictures paired together). 
Under some conditions, presenting information to multiple 
sensory modalities facilitates processing; whereas, under 
other conditions, multisensory presentation hinders 
processing. For example, amodal information such as rate, 
tempo, etc., can be expressed in multiple sensory modalities 
(e.g., rate of a hammer tapping can be seen and heard). When 
processing amodal information, multisensory presentation 
often speeds up responses and facilitates learning (Fort, 
Delpuech, Pernier, & Giard, 2002; Giard & Peronnet, 1999; 
see also Bahrick, Lickliter, & Flom, 2004 for a review). 

However, there are many situations where the additional 
sensory information is arbitrary in nature. For example, tasks 
such as driving (visual) and talking on the phone (auditory) 
require people to divide their attention across sensory 
modalities. Furthermore, due to the arbitrary nature of the 

input, stimuli in one modality provide little to no details about 
information presented to another modality (e.g., a phone 
conversation provides no information about upcoming traffic 
lights, location of pedestrians, etc.). Research examining 
processing of arbitrary information often shows that stimuli 
presented to one modality often interferes with processing in 
a second modality (see Robinson & Sloutsky, 2010a; Sinnett, 
Spence, & Soto-Faraco, 2007; Spence, 2009 for reviews). 
The current paper is primarily interested in these cross-modal 
interference effects, or modality dominance effects. 

There is a clear pattern within the adult literature. When 
presented with arbitrary, auditory and visual information, 
visual input often wins the competition (Colavita, 1974; 
Posner, Nissen, & Klein, 1976; Sinnett, Spence, & Soto-
Faraco, 2007). For example, in a typical Colavita task, 
participants are instructed to press one button when they see 
a light and press a different button when they hear a tone 
(Colavita, 1974). The majority of trials are unimodal (only 
light or sound); however, some trials are cross-modal (light 
and sound are paired together). On these cross-modal trials, 
participants often respond incorrectly by only pressing the 
visual button, as opposed to pressing both buttons or a third 
button associated with cross-modal stimuli. Over the last 
forty years visual dominance has been extended to different 
tasks with a variety of attentional manipulations failing to 
reverse the visual dominance effect (Ngo, Sinnett, Soto-
Faraco, & Spence, 2010; see also Spence, 2009 for a review). 

Interestingly, a different pattern can be found in the 
developmental literature, with auditory information often 
attenuating processing of visual input (Robinson & Sloutsky, 
2004; Sloutsky & Napolitano, 2003). For example, after 
familiarizing or habituating infants to auditory-visual 
pairings, infants increase looking when the auditory 
component changes at test (AUDnewVISold) but often fail to 
increase looking when only the visual component changes at 
test (AUDoldVISnew). This finding is noteworthy because 
infants discriminate the same visual images when presented 
in silence; therefore, it was concluded that the auditory input 
overshadowed or attenuated processing of the visual input. 
Auditory dominance effects are not limited to infants. When 
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presented with two auditory-visual pairings in a matching 
game, four-year olds often report that the two pairs are the 
same when only the visual component changes (AUD1VIS1 
→ AUD1VIS2). In contrast, adults correctly report that the 
two pairs are different (Napolitano & Sloutsky, 2004; 
Sloutsky & Napolitano, 2003).  

These findings led researchers to posit that auditory input 
overshadows visual input early in development (Robinson & 
Sloutsky, 2004; Sloutsky & Napolitano, 2003). According to 
this account, sensory modalities share the same pool of 
attentional resources and compete for these resources (see 
Robinson & Sloutsky, 2010a for a review). Because auditory 
stimuli are dynamic and transient in nature and are processed 
faster than visual input (Green & von Gierke, 1984), attention 
may automatically be directed to this information. 
Furthermore, due to competition for resources, processing 
details of a visual stimulus may not start until the auditory 
modality releases attention. While this account has received 
some support in the developmental literature (Robinson & 
Sloutsky, 2007; 2010b; Sloutsky & Robinson, 2008), there is 
little support for auditory dominance in adult populations. 

How do modality dominance effects change across 
development? Increased resource capacity and faster 
processing speed in adults (c.f., Kail & Salthouse, 1994) can 
explain why under the same stimulus presentation times 
children only process information in one modality; whereas, 
adults have ample time to process stimuli in both modalities. 
However, it is unclear how to reconcile the auditory 
dominance account with a reversal to visual dominance. One 
possibility is that the mechanism basically remains 
unchanged; however, across development, visual stimuli 
become more salient, automatically engage attention, and 
attenuate encoding of auditory input. For example, it is well 
established that the auditory modality develops before the 
visual modality, with hearing beginning in the third trimester 
of pregnancy and vision being relatively poor for the first few 
months of life. It is possible that it might take several years 
for the visual modality to “catch up” to the auditory modality. 
Alternatively, it is possible that visual input is less likely to 
engage attention than auditory input, and adults strategically 
bias their responses in favor of visual input to compensate for 
the poor alerting abilities of this class of stimuli (Posner, 
Nissen, & Klein, 1976). In other words, visual dominance 
may reflect a response bias rather than visual input 
attenuating encoding of auditory input (Spence, 2009).  
Following up on this idea, it is possible that auditory 
dominance in children (auditory input disrupting visual 
encoding) and visual dominance in adults (visual response 
bias) co-exist (Chandra, Robinson, & Sinnett, 2011) and are 
driven by different mechanisms, with many studies 
overlooking auditory dominance because adults strategically 
bias their responses in favor of visual input. The goal of the 
current study is to test the hypothesis that auditory dominance 
is still present in adult populations and to test assumptions 
underlying auditory dominance. 

Adults in the current study participated in immediate 
recognition tasks where they had to determine if two auditory 

stimuli, two visual stimuli, or two AV pairs were identical or 
different. In contrast to previous research (Napolitano & 
Sloutsky, 2004; Robinson & Sloutsky, 2004; Sloutsky & 
Napolitano, 2003), images were presented on an eye tracker 
so we could examine patterns of fixations while participants 
were discriminating images. Second, rather than examining 
accuracies, the current study compared response times in the 
unimodal and cross-modal conditions. Based on previous 
research and on a proposed mechanism underlying auditory 
dominance (Robinson, Ahmar, & Sloutsky, 2010; Robinson 
& Sloutsky, 2010a), it was hypothesized that pairing the 
pictures with words (Experiment 1) or sounds (Experiment 2) 
would slow down processing of the visual stimulus and have 
no negative effect on auditory processing. Furthermore, it 
was expected that eye tracking variables such as latency of 
first fixation and mean fixation durations may also account 
for slower response times in cross-modal conditions.   

Experiment 1 
Method    

Participants Thirty-eight undergraduate students (M = 19.52 
years, 20 Females) who were enrolled in an Introductory 
Psychology course at The Ohio State University at Newark 
participated in this experiment. Completion of the study 
granted participants with credit that served to fulfill a course 
requirement. All participants provided informed consent, had 
normal hearing and vision (self-reported), and were debriefed 
after completion of the study. 
 
Apparatus Participants were centrally positioned and seated 
approximately 60 cm in front of an Eye Link 1000 Plus eye 
tracker with desktop mount and remote camera. The eye 
tracker computed eye movements at a rate of 500 Hz, and 
Experiment Builder 1.10.165 controlled the timing of 
stimulus presentations. Visual stimuli were presented on a 
BenQ XL2420 24” monitor and auditory stimuli were 
presented via Kensington 33137 headphones. Eye tracking 
data were collected and stored on a Dell Optiplex 7010 
computer.  Gaze fixation positions and durations were 
identified by the Eye Link system online during the 
experiment and recorded for offline analysis.  The eye 
tracker, stimulus presentation computer, and eye tracking 
computer were stationed in a quiet testing room in the High-
Tech lab at The Ohio State University at Newark. A trained 
experimenter oversaw the entire duration of each 
participant’s study and they manually started each trial when 
the participants fixated on a central stimulus.   
 
Stimuli Visual stimuli consisted of four pairs of images 
which were digitally constructed in Microsoft PowerPoint 
and exported as 600 x 600 bmp files (approximate size), see 
Figure 1 for examples of visual stimuli and Areas Of Interest 
(AOI). The stimuli resembled the following real-world 
objects: cone of cotton candy, tree, globe, and rabbit, and 
each stimulus pair differed by two or four features. For 
example, as can be seen in Figure 1, the diamond and circle 
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could be used to differentiate the two trees; thus, these two 
features/AOIs were considered to be relevant. The heart and 
star were considered irrelevant because both trees shared 
these two features and therefore cannot be used to 
differentiate the trees. Within an individual trial, one of the 
items from the pair (i.e., Target) was presented for 1 s, with 
a 1 s Inter-Stimulus Interval (ISI). The second item (Test) was 
presented until the participant made a response. Each item in 
the pair was equally likely to be the Target or Test item. 
 
 
 

 
 
 
 
 
 
Figure 1: Example of two visual pairs used in Experiments 1 
and 2. The circles around each feature denote the AOIs and 
were not visible during the actual experiment.  

 
As with visual stimuli, auditory stimuli consisted of four 

word pairs. The auditory stimuli used were one-syllable 
nonsense words (e.g., paf vs. dax and ket vs. yun) and two-
syllable nonsense words (e.g., lapo vs. vika and kuna vs. 
whonae). Each word was individually spoken by a female 
experimenter and recorded using Cool Edit 2000. Audio files 
were saved as 44.1 kHz wav files and presented to 
participants via headphones at approximately 65-68 dB. Each 
item in the pair was equally likely to be the Target or the Test 
item. Stimuli in the cross-modal condition were created by 
presenting images and words at the same time. 
 
Design Each participant completed three conditions: 
Unimodal Auditory (UA), Unimodal Visual (UV), and 
Cross-Modal (CM) conditions. In the UA and UV conditions, 
participants were either presented with two words or two 
images, respectively, and they had to determine if the stimuli 
were exactly the same or different. In the CM condition they 
had to discriminate the same words and pictures; however, 
the auditory and visual information were presented at the 
same time. Discrimination in the cross-modal condition was 
compared to respective baselines. Visual dominance would 
be inferred if cross-modal presentation only slows down 
auditory processing (compared to UA baseline), and auditory 
dominance would be inferred if cross-modal presentation 
only slows down visual processing (compared to UV 
baseline). Increased response times in both modalities in the 
cross-modal condition would suggest increased task demands 
with no evidence that one modality dominated the other 
modality. 

 
Procedure Participants were positioned to face the eye 
tracker centrally with an approximate viewing distance of 60 
cm. At the right side of each participant was the 
experimenter; s/he began the experiment by calibrating 

participants’ eye measurements, a process that included a 9-
point sequence of fixations, which was followed by a 9-point 
validation. The initial calibration/validation process lasted 
approximately 1-5 minutes.  After calibration, participants 
were presented with a screen that discussed the experimental 
instructions. In the unimodal auditory and visual conditions 
they were told that they would hear two words or see two 
pictures and they had to press 1 if the stimuli were exactly the 
same and press 3 if they were different. They were also told 
to respond as quickly and as accurately as possible. There 
were 60 trials in each condition, half same trials and half 
different trials, and each trial began with drift correction (i.e., 
central fixation stimulus). In the cross-modal condition, 
participants were told that they would see two picture-word 
pairs and they were instructed to press 1 if both the pictures 
and words were exactly the same (Aud1Vis1 → Aud1Vis1). 
They were told to press 3 if the word changed (Aud1Vis1 → 
Aud2Vis1), the picture changed (Aud1Vis1 → Aud1Vis2), or if 
both components changed (Aud1Vis1 → Aud2Vis2). There 
were 60 trials in the cross-modal condition, 15 of each of the 
trial types listed above, and each trial began with drift 
correction. Order of condition (auditory, visual, and cross-
modal) was randomized for each participant, and as in the 
unimodal conditions, they were instructed to respond quickly 
and accurately. 

Results and Discussion  
Overall, participants exhibited high accuracy throughout the 
procedure (M = .96, SD = .19); therefore, primary analyses 
focused on participants’ response times on correct trials. In 
particular, we were primarily interested in how cross-modal 
presentation affected auditory and visual processing, so we 
focused on two comparisons. To quantify effects of visual 
input on auditory processing we compared how quickly 
participants discriminated words in the cross-modal 
condition (Aud1Vis1 → Aud2Vis1) with discrimination of the 
same words in the unimodal condition (Aud1 → Aud2).   To 
quantify effects of auditory input on visual processing we 
compared how quickly participants discriminated visual 
images in the cross-modal condition (Aud1Vis1 → Aud1Vis2) 
with discrimination of the same images in the unimodal 
condition (Vis1 → Vis2).   The Means and Standard Errors are 
presented in Figure 2. Log transformed means were 
submitted to a 2 Modality (Auditory vs. Visual) x 2 
Presentation (Unimodal vs. Cross-modal) ANOVA with both 
factors manipulated within subjects. The ANOVA revealed a 
main effect of Modality, F (1,37) = 76.89, p < .001, a main 
effect of Presentation, F (1,37) = 13.97, p < .001, and the 
predicted Modality x Presentation interaction was also 
significant, F (1,37) = 10.47, p < .005. How does cross-modal 
presentation affect processing of visual and auditory input? 
Paired t-tests with a Bonferonni adjustment (p < .025) 
showed slower visual response times in the cross-modal 
condition than in the unimodal condition, t (37) = 4.74, p < 
.001. The slowdown in the auditory modality was less 
pronounced, as indicated by the Modality x Presentation 
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interaction, and did not reach significance when adjusting for 
multiple comparisons, t (37) = 2.20, p = .034. 

 
Figure 2: Mean response times and Standard Errors in 
Experiment 1. 
 

The same visual pairs were used across the whole 
experiment; thus, it is possible that adults eventually learned 
to pay attention to the relevant features. However, note that 
the auditory dominance account (Robinson & Sloutsky, 
2010a) argues that auditory input automatically engages 
attention; therefore, knowledge of the relevant visual features 
and top-down attentional control should have little effect on 
how attention is automatically deployed to cross-modal 
stimuli. To examine if participants could override auditory 
dominance we focused on visual discrimination in the last 
half of the cross-modal condition (Trials 31-60). Participants’ 
log transformed visual response times in the cross-modal 
condition were faster in the last 30 trials compared to the first 
30 trials, t (37) = 4.04, p < .001, suggesting that some learning 
occurred. However, despite this learning, the auditory stimuli 
continued to slow down responses to visual stimuli, t (37) = 
3.26, p < .005; whereas, visual input had no negative effect 
on auditory processing in the last half of the study, t (37) = 
1.44, p = .16. 

According to the proposed mechanism underlying 
auditory dominance (Robinson & Sloutsky, 2010a), auditory 
input should slow down or delay the onset of visual 
processing. Preliminary support for this hypothesis comes 
from a passive ERP oddball procedure where cross-modal 
presentation sped up auditory P300s and slowed down visual 
P300s (Robinson, Ahmar, & Sloutsky, 2010). To further 
examine this proposal, we directly compared patterns of 
fixations while participants were discriminating visual 
stimuli in the unimodal and cross-modal conditions. More 
specifically, we focused on variables that could potentially 
account for this slowdown. For example, given increased 
latency of visual P300 (Robinson, Ahmar, & Sloutsky, 2010), 
it is possible that latency of first fixation and/or latency of 
first fixation to a relevant AOI could be delayed. If learning 
of visual input is disrupted, it is possible there will be 
relatively less looking to relevant AOIs.  We also examined 
mean fixation times with the assumption that disrupting 
visual processing would result in longer individual fixations. 

Finally, given short presentation times, increased fixation 
durations should be associated with fewer fixations. Latency 
of fixations, fixation durations, and number of fixations were 
derived offline from fixations identified by the Eye Link 
system with custom MATLAB and Python software 
developed by the third author.  Fixations initiated before the 
stimulus presentation or after responses were excluded.  
Latencies were defined as the fixation start time relative to 
the visual stimulus onset time.  Relevant fixations were those 
that occurred within either of the relevant AOIs, as depicted 
in Figure 1. As can be seen in the Table 1, latencies (delayed) 
and fixation durations (longer) were in the predicted 
direction; however, these effects did not reach significance 
when using a Bonferonni adjustment (p <.01).  
 
Table 1: Means, (Standard Errors), Paired t’s, and p’s across 
the unimodal and cross-modal conditions in Experiment 1.  
 
 
 
 
 
 
 

 
 
 
 
We also looked at correlations between eye tracking 

variables and costs of auditory input on individual response 
times. To quantify the cost of auditory input on visual 
processing we calculated a difference score for each 
participant (Log transformed RT in cross-modal condition 
minus Log transformed RT in unimodal condition). Values 
greater than zero suggest that the words slowed down visual 
processing and values less than zero indicate that the words 
sped up response times. We then looked at the correlations 
between the eye tracking variables reported in Table 1 with 
this difference score.  
 
Table 2: Correlations between eye tracking variables and 
Difference score (Diff = RTs for discriminating visual stimuli 
in cross-modal condition minus RTs in unimodal condition). 
Note: “*” p < .05, “**” p < .01. 
 

 
 

As can be seen in Table 2, the number of fixations was 
negatively correlated with the difference score, suggesting 
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that adults who responded more slowly to changes in visual 
images made fewer fixations.  

The behavioral findings from Experiment 1 are 
consistent with auditory dominance, with cross-modal 
presentation being more likely to slow down visual 
processing than auditory processing. Is it possible that the 
effects are specific to human speech, a familiar class of 
stimuli for adults? To address this issue, we replaced the 
words with nonlinguistic sounds in Experiment 2. 

Experiment 2 
Method    

Participants, Stimuli, and Procedure Twenty-nine 
undergraduate students (M = 20.15 years, 21 Females) 
participated in this study in exchange for course credit. The 
visual stimuli and the procedure were similar to Experiment 
1; however, the images in the current experiment were paired 
with non-linguistic sounds. Four pairs of sounds were created 
using Audacity software (e.g., tones differing by 200 Hz). As 
in Experiment 1, the nonlinguistic sounds were one second in 
duration and the timing and duration of auditory, visual, and 
cross-modal stimuli were identical to Experiment 1. In 
contrast to Experiment 1, we focused exclusively on the 
visual and cross-modal conditions because there were no 
images to look at in the unimodal auditory condition. Thus, 
eye tracking data from the auditory condition would have 
provided no eye tracking information. The nonlinguistic 
sounds and images used in Experiment 2 have been tested 
without an eye tracker and cross-modal presentation slowed 
down visual processing and had no negative effect on 
auditory processing (Dunifon & Robinson, 2015). 

Results and Discussion 

As in Experiment 1, we compared how quickly participants 
discriminated two images when presented in silence with 
discrimination of the same two images when paired with the 
same sound. As in Experiment 1, participants were slower at 
discriminating the images in the cross-modal condition (M = 
871 ms) than in the unimodal condition (M = 752 ms), paired 
t test with log transformed RTs, t (28) = 4.44, p < .001. 

We also examined patterns of fixations while 
participants discriminated pictures in the unimodal and cross-
modal conditions.  See Table 3 for statistics. Adults in the 
cross-modal condition were slower to make their first 
fixations, mean fixation durations were longer, and latency of 
first look to relevant AOIs were also delayed compared to the 
unimodal baseline.  

Do patterns of fixations predict which adults were most 
affected by the auditory stimulus? To address this issue we 
calculated a difference score (Log transformed RT in cross-
modal condition minus log transformed RT in unimodal 
condition) and examined how eye tracking variables 
correlated with this difference score. See Table 4 for 
statistics. As can be seen in the Table 4, individuals who were 
slower at making visual responses in the cross-modal 
condition made more frequent and longer fixations and were 

slower to initially fixate on the relevant AOIs; however, these 
effects were only marginally significant when adjusting for 
multiple comparisons. 
 
Table 3: Means, (Standard Errors), Paired t’s, and p’s across 
the unimodal and cross-modal conditions in Experiment 2. 
Note: “*” denotes that p < .015. 
 

 
 

 

 

 

 
Table 4: Correlations between eye tracking variables and 
Difference score (Diff = RTs for discriminating visual stimuli 
in cross-modal condition minus RTs in unimodal condition). 
Note: “*” p < .05, “**” p < .01. 
 
 

 
 
 
 
 
 

Discussion 
The current study examined how quickly adults could 
discriminate two pictures that were presented in silence or 
paired with words or sounds. While the adult literature 
consistently points to visual dominance (see Sinnett, Spence, 
& Soto-Faraco, 2007; Spence, 2009 for reviews), the current 
study found novel evidence that words and sounds both 
slowed down visual discriminations. At the same time, under 
similar testing conditions, the visual images did not slow 
down auditory discrimination (Experiment 1; Dunifon & 
Robinson, 2015). This asymmetric cost in adults is a novel 
finding and is consistent with auditory dominance effects 
reported in the developmental literature (Sloutsky & 
Napolitano, 2003; Sloutsky & Robinson, 2008). 

Nonsense words and nonlinguistic sounds both slowed 
down behavioral responses; however, eye tracking variables 
were more predictive in the nonlinguistic sound experiment. 
In particular, adults who saw images paired with 
nonlinguistic sounds were slower to make their first fixation, 
slower to make their first fixation to a relevant AOI, and 
fixated for longer durations than in the unimodal condition. 
These findings are consistent with neurophysiological 
findings where auditory input delayed visual P300s 
(Robinson, Ahmar, & Sloutsky, 2010) and are consistent with 
the claim that auditory input slows down or delays visual 
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encoding. Furthermore, consistent with previous research, 
auditory interference effects are often more pronounced 
when using unfamiliar auditory stimuli than when using 
familiar stimuli or a familiar class of auditory stimuli such as 
human speech (Robinson & Sloutsky, 2010b; Sloutsky & 
Robinson, 2008, but see Napolitano & Sloutsky, 2004). The 
underlying idea is that novel auditory stimuli consume more 
attentional resources, which results in a greater cost on visual 
processing. 

The current study provides support for auditory 
dominance in adult populations, but two issues need to be 
addressed in future research. First, slower visual response 
times in Experiment 1 were associated with fewer fixations, 
whereas slower responses in Experiment 2 were associated 
with more fixations (see Tables 2 and 4). One possible 
explanation is that adults treat words differently than other 
sounds/features (c.f., Yamauchi & Markman, 2000), and the 
sounds and words had different effects on visual attention.  
Second, why was auditory dominance found in this study 
while other studies show visual dominance effects? We 
believe one key factor is that we eliminated a potential 
mechanism underlying visual dominance (i.e., response bias). 
In contrast to most of the adult studies, auditory and visual 
discrimination was assessed by making the same response; 
thus, participants could not bias their response in favor of 
visual input. Furthermore, using a similar change detection 
task but requiring separate responses for auditory and visual 
discrimination resulted in visual dominance (Chandra, 
Robinson, & Sinnett, 2011). 

While much of the adult literature suggests that visual 
input dominates auditory processing, the current study 
provides novel support for auditory dominance, with words 
and sounds slowing down responding to visual input. 
Furthermore, sounds also delayed the latency of first fixations 
and increased fixation durations. These findings have 
implications on a variety of tasks that hinge on the processing 
of multisensory input. 
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Abstract 

Social motor coordination remains a relatively overlooked 

dimension of social behavior in children with ASD. One 

reason for the lack of research is that the motion tracking 

equipment historically used for recording body movements of 

children during social interaction has been very costly, as well 

as cumbersome and impractical. Here we examined whether 

two low-cost motion-tracking options can be employed to 

investigate social motor coordination in children with ASD. 

Of particular interest was the degree to which these low-cost 

methods of motion tracking could be used to capture and 

index the coordination dynamics that occurred between a 

child and an experimenter in comparison to a much more 

expensive, laboratory grade, motion tracking system. Overall, 

the results found the expensive system to be better than the 

low-cost methods, but that the latter two are still able to index 

differences in social motor coordination between typically 

developing and ASD children. 

Keywords: Cognitive science, Psychology, action, motor 

control. 
 

Introduction 
Given the importance of social motor coordination for 

effective social interaction, several researchers have 

hypothesized that deficits in social movement coordination 

may play an important role in the interpersonal and social 

cognitive deficits that characterize autism spectrum disorder 

(ASD; Fitzpatrick et al., 2013; Marsh et al., 2009). Social 

motor coordination, however, remains a relatively 

overlooked dimension of social behavior in children with 

ASD (as well as for children with developmental delays in 

general). One reason for the lack of research is that, 

historically, the motion tracking equipment required to 

record and objectively measure the limb and body 

movements of children (or even adults) during social 

interaction has been very costly, as well as cumbersome and 

impractical within a non-clinical or non-laboratory setting.  

Thankfully, over the last 5 years an increasing number of 

low-cost motion-tracking systems (e.g., Microsoft Kinect, 

Microsoft LTD), or alternative video-based methods (e.g., 

pixel change analysis) of motion capture have become 

available to researchers and clinicians interested in 

investigating the behavioral dynamics of human motor 

control and social motor coordination. In addition to costing 

only a fraction of the price of their high-end laboratory 

standard counterparts, these systems are easy to replace, 

highly portable and can be used almost anywhere (i.e., in 

both clinical/laboratory and non-clinical/non-laboratory 

settings). Furthermore, they typically come with companion 

open-source software or software development kits that 

enable researchers to develop software applications, testing 

protocols, and data analysis systems that meet the specific 

needs of the researcher or research population in question.  

The degree to which these systems are able to replace 

more expensive laboratory grade motion tracking systems 

for research on social motor coordination in children and 

adult populations, including research on social motor 

coordination in children with ASD, is therefore an important 

question that needs to be addressed. To explicate the 

viability of these low-cost systems for investigating social 

motor coordination in children with ASD, we conducted a 

study comparing social motor control in typically 

developing children and children with ASD using three 

methods of motion capture: (1) a high-end laboratory grade 

Polhemus Latus magnetic motion tracking system, (2) the 

Microsoft Kinect motion tracking sensor, which is a low-

cost optical tracking system; and (3) a video recording 

based pixel change method of motion extraction. Below, we 

provide a brief description of these different methods and a 

detailed comparison of how these methods of motion 

capture faired with respect to determining the stability and 

patterning of the social coordination that occurred across a 

range of interpersonal motor tasks. Of particular interest was 

how well the low-cost Microsoft Kinect and video pixel 
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change methods performed in comparison to the more 

expensive, laboratory grade, Polhemus Latus system. 

Polhemus Liberty Latus Wireless System. This motion 

tracking system is a high-end, laboratory-grade wireless 

motion tracking system developed by Polhemus LTD 

(Vermont, USA) that uses an electromagnetic field to map 

the position (Euclidian x, y and z coordinates) and rotation 

(pitch, yaw, roll) of 1 to 12 small 79.4 gram 

sensors/markers. The system tracks these 6-Degrees-Of-

Freedom sensors within an electromagnetic capture volume 

that is defined by a map of 1 to 16 receptors. Each receptor 

has an optimal diametric capture volume of 6 feet and 

multiple sensors can be aligned by the user 

(experimenter/clinician) to meet the spatial demands of the 

behavior(s) performed or recording volume required. The 

reliability and resolution of this equipment is excellent, with 

a sampling rate of 188 Hz or 94 Hz (i.e., samples per 

second) and a positional and rotational resolution of 

approximately 0.25 cm and 0.5° (if a marker/sensor is no 

more than 4 feet from a receptor). The system is easy to use 

with multiple participants and unlike optical tracking 

systems, the Polhemus Latus is not susceptible to occlusion 

and can therefore be used for almost any motor task and in 

almost any environment. The system costs approximately 

$12,500.00 USD for a 1 marker/1 receptor system and 

$60,000.00 USD for a 12 marker/16 receptor system. 

Microsoft Kinect. The Kinect sensor (version 1)
1
 combines 

a specialized video camera and an infrared depth sensing 

emitter to optically track the Euclidian x, y and z location 

(in coordinates relative to sensor placement) of up to 21 

skeletal/body joints (i.e., head, left/right shoulders, elbows, 

wrists, the spine, left/right hips, knees, feet, etc.). The 

device was originally developed by Microsoft for their 

Xbox gaming console, but can also be purchased for use on 

any PC or laptop computer running a Windows 7 operating 

system or above. The research version costs approximately 

$225.00 USD and is capable of capturing skeletal/joint data 

and color BMP/video images at a maximum rate of 30 Hz 

(i.e., 30 frames per second), with a resolution of 1280x960 

pixels. A free C/C++ and C# SDK is available directly from 

Microsoft and can be used to develop non-commercial 

applications and recording software. Because it is an optical 

based motion tracking system, it is completely wireless, and 

does not require any sensors to be placed on the body of the 

individual being tracked (which makes it especially useful 

when collecting data from children with ASD). However, 

since the skeletal data is based on a combined infrared/video 

process of depth and a machine learning algorithm trained 

extensively with the use of synthetic depth images for its 

                                                           
1 Since completing this study, Microsoft released a new version of 

the Kinect Sensor (i.e., version 2). Although this new version has 

improved voice and person recognition features, the temporal and 

spatial resolution of skeletal (motion capture) tracking has 

remained the same. Thus the current results should generalize to 

the Kinect Sensor Version 2.      

inference of motion tracking (Shotton et al., 2011) it 

requires a constant line of sight of the limbs/bodies being 

tracked and is especially susceptible to occlusion. It also has 

a high noise to signal ratio (relative to the Polhemus Latus 

system for example), such that it is typically unable to 

reliably capture small or subtle changes in limb or body 

position, especially when participants are wearing loose 

clothing or the system is used in a high UV lighted 

environment. 

Video Pixel change Motion Extraction. This method of 

motion analysis involves calculating the amount of pixel 

change between adjacent video frames, which can be taken 

to index the amount of activity of a participant if they are 

the only source of movement in that part of the frame 

(Kupper et al. 2010; Paxton & Dale, 2013; Schmidt et al., 

2012). This calculation process can be automated using 

simple video analysis routines written in Matlab 

(Mathworks, Inc., Natick, MA) or similar data analysis and 

scripting software, and can even be employed to extract the 

global movement of two (or more) individuals so long as 

their movements or activity are within the same recorded 

frame. That is, video frames can be cropped to include the 

movements of only one person (i.e., the left half or right half 

of the screen) and also the absolute difference of pixel 

change between the adjacent frames of the video when 

calculated to form an image-change time series for each 

participant in the interaction. 
 

Materials and Method 
Participants 

Thirty eight children (7 female) between the ages of 6 and 

10 were recruited to participate in the study. Nineteen 

typically developing children and nineteen children who had 

previously been diagnosed with ASD took part in the study.  

Equipment Setup 
The study was conducted in a 10 x 12 foot laboratory 

room at Cincinnati Children’s Hospital Medical Center 

(University of Cincinnati, Cincinnati, OH). Children came 

into the laboratory room and were asked to sit at a 2 foot 

wide x 4 foot long x 2 foot high table next to the seated 

experimenter. Four Polhemus Latus receptors were attached 

to the underside of the table top, one in each corner, to 

create a 10 x 12 x 8 foot capture volume around the table. 

As soon as the child was seated, the four Polhemus Liberty 

Latus wireless markers/sensors were placed in wristbands 

and slipped over the child’s and experimenter’s wrists (one 

marker on each wrist of the child and experimenter). The 

motion of the Polhemus sensors was recorded at 94 Hz on a 

PC computer using a custom software application written by 

the authors using the Polhemus Latus C/C++ SDK Library.   

The Microsoft Kinect sensor was placed at a height of 1.5 

m, 3 m away from corner of the table top closest to the 

participant and experimenter at approximately a 45 degree 

angle. A custom software application (www.xkiwilabs.com) 

using the free Windows Kinect SDK version 1.5 (Microsoft 

LTD) was used to record video images and the head, spine 
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and upper body skeletal data (11 skeletal points in total; no 

hip, leg or foot data was recorded) of the seated child and 

experimenter at a sample rate of 30 Hz.  

Coordination Tasks 
The data presented here was part of a bigger project, in 

which participants performed a large range of motor, social 

and cognitive tasks. Here, we selected three social motor 

coordination tasks that were performed by all of the 

children. The first coordination task was a sequence of 

tapping movements, which involved children using a finger 

from one hand to tap/hit three drum-like cylinders from left 

to right in synchrony with the experimenter. Children 

repeated this left-to right drumming sequence six times with 

the experimenter in a continuous manner. The second task 

involved a sequence of pointing movements, in which 

children were required to point at approximately shoulder 

height to the right, center and left of their body midline in 

synchrony with the experimenter. Again, children repeated 

this pointing sequence six times with the experimenter in a 

continuous manner. The third task was an interpersonal 

hand clapping game (pat-a-cake), in which children 

completed a simple repetitive sequence of clapping their 

hands together and then with the experimenter. The hand 

clapping game was completed twice, with each sequence 

involving six consecutive intrapersonal and interpersonal 

clapping movements. The data presented here is only the 

second hand clapping trial. All participants were asked to do 

these three tasks in synchrony with the seated experimenter.  

Motion Data Reduction 
All the data extraction and analysis methods presented 

below were completed using custom MATLAB 

(Mathworks, Inc., Natick, MA) applications developed by 

the authors (download from www.xkiwilabs.com). 

Polhmeus Latus. The x-plane (left-right), y-plane (forward-

back) and z-plane (up-down) positional coordinates of the 

sensors placed on the wrists of the experimenter and child 

were recorded for each task. To best determine the stability 

and pattering of the behavioral coordination that occurred 

between the child and experimenter we first isolated the 

primary plane of motion for each task. Since the primary 

plane of motion for the tapping and pointing tasks was in 

the left-right plane, the x-plane movement time-series were 

used to assess the behavioral coordination that occurred for 

these two tasks. For the hand clapping game, the largest 

amplitude of movement was in the up-down, z-plane, with 

the intrapersonal clapping events occurring at a lower height 

than the interpersonal clap events. Accordingly, this plane 

of motion was employed to assess the behavioral 

coordination that occurred for this task
2
.  

Microsoft Kinect. The data recorded form the Kinect was 

extracted for analysis using two different methods. The first 

method was comparable to the method used for the 

Polhemus Latus system described in the preceding section. 

                                                           
2 An analysis of secondary planes of motion produced results that 

were consistent with those reported here. 

That is, the child’s and experimenter’s forearm movements 

in the x-, y-, and z-planes were extracted from the skeletal 

tracker for the tapping, pointing, and hand clapping tasks, 

and an additive time-series was created.  

The second method involved creating a unified 1-

dimensional movement time-series for both the child and 

experimenter from the x-, y-, and z-plane motion of all of the 

upper-body joints recorded by the Kinect sensor (i.e., the 

spine, head, and the left and right shoulder, elbow, hand, 

and wrist). This was achieved by simply creating a vector 

based on the sum of the values of each movement/joint 

dimension at each time-step. This method of normalization 

was chosen in order to produce a ‘collective’ whole body 

motion time-series for the child and experimenter that 

would be similar to the collective motion time-series 

obtained from the pixel change method. 

Pixel change Motion Time-series. Recall that the amount 

of pixel change within a video frame can be taken to index 

the amount of activity of a participant if they are the only 

source of movement in that part of the frame. To calculate 

the absolute difference of pixel change between adjacent 

video frames for both the child and the experimenter, we 

first split all of the video images recorded using the Kinect 

sensor down the middle into a child half and an 

experimenter half and then extracted image change time-

series from these separate video frame series. 

Data Analyses 
Prior to analyzing all of the pre- and post- non-task 

relevant movement transient periods were cropped from the 

time-series. These final motion time-series were then low-

passed filtered using 10Hz 4
th

 order Butterworth filter.  

To determine the stability of the social motor coordination 

that occurred for each task and condition, two standard 

measures of interpersonal coordination were employed: 

cross-spectral coherence and distribution of relative phase 

(see Schmidt & Richardson, 2008 for a review).  

Cross-spectral coherence. This measure, commonly 

referred to as coherence, evaluated the coordination that 

occurred between the child and experimenter by estimating 

the correlation between their movements at their peak 

frequencies. Coherence measures the degree of coordination 

between two movement time-series on a scale from 0 to 1. 

A coherence of 1 reflects perfect correlation of the 

movements (perfect coordination/synchrony) and 0 reflects 

no correlation (no coordination/synchrony).  

Distribution of relative phase angles (DRP). This measure 

evaluated the concentration of relative phase angles between 

the movements of the child and experimenter (i.e., the 

relative space-time angular location of the movements of the 

child and experimenter) across nine 20° regions of relative 

phase (0–20°, 21–40°, 41–60°, 61–80°, 81–100°, 101–120°, 

121–140°, 141–160°, 161–180°). To determine these 

distributions we computed the continuous relative phase of 

the two time-series between -180° and 180° using the 

Hilbert transform (Pikovsky, Rosenblum, & Kurths, 2001). 

We then computed the percentage of occurrence of the 
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absolute value of the relative phase angles across the nine 

20° regions of relative phase from 0° to 180°. Previous 

research has demonstrated that stable social motor 

coordination is characterized by a concentration of relative 

phase angles around 0° and 180° (Schmidt & Richardson, 

2008). 

Results 

Object tapping task 
Wrist movement. A one-way ANOVA performed on 

coherence for the Polhemus Latus data showed that the TD 

children had significantly higher measures of coherence (M 

= 0.81, SD = 0.11) than the children with ASD (M = 0.65, 

SD = 0.25; F(1, 36) = 5.97, p = .02; see Figure 1a). 

Additionally, the 9 x 2 mixed ANOVA conducted on the 

DRP revealed a significant main effect of phase region (F(8, 

288) = 237.36, p < .01) and a significant phase region x 

diagnosis interaction (F(8, 288) = 6.67, p < .01). Simple 

effects revealed that TD children had a significantly higher 

mean occurrence at 0̊ (M = 50.6, SD = 11.01) than children 

with ASD (M = 37.92, SD = 15.38; t(36) = -2.92, p < .01; 

see Figure 1b). As expected, both groups of children spent 

the majority of the trial in the 0̊ phase region, also referred 

to as in-phase. On the other hand, the analysis of the Kinect 

forearm time-series showed no significant differences in 

coherence between the TD and ASD groups (F(1, 36) = 

0.13, p = .72; see Figure 1a), nor any effects for  DRP (see 

Figure 1c).  

 
Figure 1. (a) Mean coherence as a function of motion capture 

system and group for the object tapping task. Distribution of 

relative phase for the (b) Polhemus Latus, (c) Kinect: forearm 

movement, (d) Kinect whole body vector, and (e) video methods. 

Error bars are standard errors. 

 

Whole body movement. The one way ANOVA performed 

on the Kinect whole body vector movement time-series also 

revealed no significant differences in mean coherence 

between the groups (F(1, 36) = 0.9, p = .33; see Figure 1a). 

However, the 9 x 2 mixed ANOVA performed on DRP did 

reveal a significant main effect of phase region (F(8, 288) = 

11.76, p < .01). Planned t-tests showed that participants 

spent significantly more time in the 180̊ phase region (M = 

14.23, SD = 7.49) than in 0̊ phase region (M = 6.83, SD = 

4.50; t(37) = -4.17, p < .01; see Figure 1d). The analysis of 

the Pixel change motion time-series showed no significant 

differences in coherence between the TD and ASD groups 

(F(1, 36) = 2.11, p = .16; see Figure 1a). The analysis of 

DRP, however, did reveal a significant main effect of phase 

region (F(8, 288) = 51.30, p < .01) and a significant phase 

region x diagnosis interaction (F(8, 288) = 5.96, p < .01). 

Simple effects revealed that TD children had a significantly 

higher mean occurrence at 0̊ (M = 19.17, SD = 5.65) than 

children with ASD (M = 5.22, SD = 15.38; t(36) = -2.17, p = 

.04; see Figure 1e). As expected, both groups of children 

spent the majority of the trial in the 0̊ phase region, also 

referred to as in-phase.  

Pointing task 
Wrist movement. The analysis of the Polhemus Latus data 

revealed a significant difference in coherence between the 

ASD and TD groups (F(1, 36) = 4.18, p = .05), such that 

children with ASD showed significantly less cross-

correlation coherence (M = 0.78, SD = 0.21) than the TD 

children (M = 0.89, SD = 0.13; see Figure 2a). With regard 

to the analysis of DRP, there was a significant main effect 

of phase region distribution (F(8, 288) = 235.43, p < .01) 

and a significant phase region by diagnosis interaction (F(8, 

288) = 5.14, p < .01). Simple effect analyses showed that 

the mean occurrence of a 0̊ relative phase was significantly 

higher for the children in the TD group (M = 63.82, SD = 

18.88) than the ASD group (M = 49.69, SD = 16.51; t(36) = 

-2.46, p = .02; see Figure 2b). The analysis of Kinect 

forearm data, however, revealed no significant differences 

in mean coherence between the groups (F(1, 36) = 0.09, p = 

.77; see Figure 2a). There was, however, a significant main 

effect of phase region (F(8, 288) = 6.68, p < .01). Planned t-

tests showed that participants spent significantly more time 

in the 0̊ phase region (M = 15.08, SD = 8.22) than the 180̊ 

phase region (M = 8.26, SD = 4.79; t(37) = 3.53, p < .01; see 

Figure 2c).  

Whole body movements. The analysis of the Kinect whole 

body vector movement time-series revealed a significant 

difference in coherence between the ASD and TD groups 

(F(1, 36) = 4.35, p = .04), such that children with ASD 

showed significantly less cross-correlation coherence (M = 

0.33, SD = 0.19) than the TD children (M = 0.48, SD = 0.25; 

see Figure 2a). The analysis of DRP revealed a significant 
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main effect of phase region (F(8, 288) = 18.02, p < .01). 

Planned t-tests showed that participants spent significantly 

more time in the 0̊ phase region (M = 15.66, SD = 6.85) than 

the 180 ̊phase region (M = 7.33, SD = 3.43; t(37) = 5.63, p < 

.01; see Figure 2d). On the other hand, the analysis 

performed on the Pixel change motion time-series showed 

no significant differences in coherence between the TD and 

ASD groups (F(1, 36) = 0.03, p = .86; see Figure 2a). 

However, there was a significant main effect of phase 

region (F(8, 288) = 143.94, p < .01.) Planned t-tests showed 

that participants spent significantly more time in the 0̊ phase 

region (M = 25.57, SD = 7.32) than the 180̊ phase region (M 

= 3.71, SD = 2.18; t(37) = 15.48, p < .01; see Figure 2e).  

 Figure 2. (a) Mean coherence as a function of motion capture 

system and group for the pointing task.  Distribution of relative 

phase for the (b) Polhemus Latus, (c) Kinect: forearm movement, 

(d) Kinect whole body vector, and (e) video methods. Error bars 

are standard errors of the mean. 

 

Interpersonal Hand Clapping Game 
Wrist movement. Analysis of the Polhemus Latus time-

series data showed that participants in the ASD group had 

significantly lower cross-spectral coherence (M = 0.86, SD 

= 0.13) than those in the TD group (M = 0.93, SD = 0.03; 

F(1, 35) = 6.18, p = .02; see Figure 3a). There was also a 

significant main effect of phase region (F(8, 280) = 210.92, 

p < .01) and a significant phase region x diagnosis 

interaction (F(8, 280) = 12.79, p < .01). Simple effects 

analyses showed a significantly lower occurrence of 

coordination for TD children in the 0̊ region (M = 0.06, SD 

= 0.18) than children in the ASD group (M = 0.96, SD = 

1.61; t(35) = 2.36, p =.02). Additionally, the children in the 

TD group had a higher mean occurrence in the 180̊ phase 

region (M = 59.79, SD = 13.03) than those in the ASD 

group (M = 39.08, SD = 18.12; t(35) = -3.97, p < .01; see 

Figure 3b). The analysis performed on the Kinect forearm 

time-series also revealed a significant difference in 

coherence between the ASD and TD groups (F(1, 32) = 

13.37, p < .01), such that children with ASD showed 

significantly less cross-correlation coherence (M = 0.40, SD 

= 0.28) than the TD children (M = 0.71, SD = 0.20; see 

Figure 3a). There was also a significant main effect of phase 

region (F(8, 256) = 40.96, p < .01) and a significant phase 

region by diagnosis interaction (F(8, 256) = 12.06, p < .01). 

Simple effects analyses showed a significantly lower 

occurrence for TD children in the 0̊ region (M = 3.00, SD = 

2.91) than children in the ASD group (M = 7.85, SD = 5.31; 

t(32) = 3.29, p < .01). Additionally, the children in the TD 

group had a higher mean occurrence in the 180̊ phase region 

(M = 27.76, SD = 12.16) than those in the ASD group (M = 

15.37, SD = 9.32; t(32) = -3.34, p < .01; see Figure 3c).  

 
Figure 3. (a) Mean coherence as a function of motion capture 

system and group for the hand clapping game. Distribution of 

relative phase for the (b) Polhemus Latus, (c) Kinect: forearm 

movement, and (d) Kinect whole body vector methods. Error bars 

represent standard errors of the mean. 
 

Whole body movement. The analysis performed on the 

Kinect whole body vector time-series for the hand clapping 

game revealed a significant difference in coherence between 

the ASD and TD groups (F(1, 33) = 18.22, p < .01), such 

that children with ASD showed significantly less cross-

correlation coherence (M = 0.46, SD = 0.25) than the TD 

children (M = 0.78, SD = 0.19; see Figure 3a). There was 

also a significant main effect of phase region (F(8, 264) = 

31.52, p < .01) and a significant phase region by diagnosis 

interaction (F(8, 264) = 10.07, p < .01). Simple effects 

analyses showed a significantly lower occurrence for TD 

children in the 0̊ region (M = 3.51, SD = 4.57) than children 

in the ASD group (M = 9.14, SD = 7.22; t(33) = 2.74, p = 
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.01). Additionally, the children in the TD group had a higher 

mean occurrence in the 180̊ phase region (M = 27.72, SD = 

11.39) than those in the ASD group (M = 16.61, SD = 27.72; 

t(33) = -3.16, p < .01; see Figure 3d). The video pixel 

change analysis could not be performed in this task because 

the movements of the participant and experimenter no 

longer remained in separate sections of the frame 

throughout the trial.  
 

Discussion 
 The goal of the current paper was to explicate the viability 

of employing low-cost motion tracking systems for 

investigating social motor coordination in general and in 

children with ASD specifically. Of particular interest was 

how well the low-cost Microsoft Kinect and video pixel 

change methods performed in comparison to the Polhemus 

Latus system and the degree to which these differing 

methods could be employed to differentiate the coordination 

that occurred for TD and ASD participants. 

As expected and consistent with other recent findings 

(Fitzpatrick et al, 2013; Marsh et al., 2009), ASD 

participants exhibited a less stable pattern of social motor 

coordination than TD participants. This difference was 

apparent in all three social motor tasks, but perhaps most 

pronounced for the interpersonal hand clapping game. With 

regard to the questions of whether the different motion 

capture systems were able to capture data that revealed this 

difference, the current findings demonstrated that the 

Polhemus Latus system did in fact provide a finer-grained 

measure of limb movement than the Kinect and video-based 

methods and was more robust in differentiating the groups 

in patterning and stability of the coordination. This suggests 

that the Polhemus Latus system may be superior for tasks 

that predominantly involve limb effector movements. The 

Kinect wrist movement analysis did, however, differentiate 

the groups in the hand clapping game. One limitation of the 

Polhemus is that the wireless sensors must be attached to the 

limbs, which can be problematic for certain participants. In 

addition, the system’s reliance on magnetic signals makes 

its use incompatible with some other systems (e.g., EEG).  
An analysis of the whole body movements using the 

Kinect and pixel change indicated these methods were able 

to differentiate the stability of TD and ASD coordination in 

some instances. For example, the pixel change data did 

reveal a significant difference in the distribution of relative 

phase for the tapping and pointing tasks. The whole-body 

Kinect analysis revealed significant group differences in 

coherence and the distribution of relative phase for both the 

pointing and hand clapping tasks. However, due to the 

reliance on the machine learning algorithm built into the 

Kinect system, the results presented currently are 

preliminary. A more rigorous test would be to record 

participants’ movements with the Kinect while recording 

their movement with Polhemus sensors that correspond to 

the same skeletal markers in the Kinect in order to measure 

if the differences observed here are due to errors in the 

skeletal reconstruction or simple occlusion.   
What is apparent, however, is that when employing these 

low-cost motion-tracking methods, particular care needs to 

be taken when designing the laboratory environment and the 

interaction tasks to be employed. In general the current 

results demonstrate that for both the Kinect sensor and pixel 

change methods tasks with larger scale movements provide 

the most accurate and reliable results. Of particular 

importance when using the Kinect is to choose tasks that 

have minimal occlusion issues, for example when the arms 

are not placed in front of the torso and when no props are 

used. When using the pixel change method the movements 

of the two people have to be in separate parts of the video 

frame and may be best-suited to tasks involving less 

stereotyped movement. More generally, the current study 

also validates previous research (Fitzpatrick et al., 2013) by 

demonstrating that children diagnosed with ASD show 

different social motor coordination patterns when compared 

to their TD counterparts. The low-cost and completely 

wireless motion capture systems compared here can 

therefore provide researchers with new tools to explore 

social motor coordination and the role it plays not only in 

ASD, but also in other developmental delays disorders and 

social functioning pathologies (i.e., schizophrenia).   
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Abstract 
The human perceptual-motor system is tightly coupled to the 

physical and informational dynamics of a task environment and 

these dynamics operate to constrain the high-dimensional order of 

the human movement system into low-dimensional, task-specific 

synergies. The aim of the current study was to determine whether 

synergistic processes constrain and organize the behavior of co-

acting individuals. Participants sat next to each other and each used 

one arm to complete a pointer-to-target task. Using the 

uncontrolled manifold, the structure of joint-angle variance was 

examined to determine whether there was synergistic organization 

at the interpersonal or intrapersonal levels. The results revealed the 

motor actions performed were synergistically organized at both the 

interpersonal and intrapersonal levels. More importantly, the 

interpersonal synergy was found to be significantly stronger than 

the intrapersonal synergies. Accordingly, the results provide clear 

evidence that the action dynamics of co-acting individuals can 

become temporarily organized to form single synergistic two-

person systems. 

 

Keywords: joint-action, interpersonal coordination, motor 

synergies, motor control, uncontrolled manifold 
 

Introduction 
Individuals frequently perform social behavioral 

coordination in a robust and flexible manner, with 

seemingly little or no effort. Despite it being well known 

that performing social motor activities is a fundamental 

property of ongoing human behavior (e.g. Schmidt & 

Richardson, 2008) our scientific understanding of how co-

actors are able to carry out joint motor acts remains lacking. 

One challenge to understanding how coordinated social 

motor behaviors are realized relates to the complexity of the 

human movement system. Determining how the human 

perceptual-motor system is able to organize and control its 

degrees-of-freedom (DoF)—the so called DoF problem 

(Bernstein, 1967)—is therefore an important question for 

cognitive scientists who study motor control and perception-

action.  

Contemporary theorists have argued that the DoF problem 

is greatly reduced when one considers that the human 

perceptual-motor system is tightly coupled to the physical 

and informational dynamics of a task environment and that 

these dynamics operate to constrain the high-dimensional 

order of the human movement system into low-dimensional, 

task-specific synergies (Turvey & Fonseca, 2009; Kelso, 

2009). Here the term synergy is used to refer to a functional 

grouping of structural elements (neurons, muscles, limbs, 

individuals, etc.) that are temporarily constrained to act as a 

single coordinated unit. Evidence that the human movement 

system is organized synergistically has been demonstrated 

in a wide range of individual (i.e., non-social) motor tasks 

(e.g. Jacquier-Bret et al., 2009; Scholz et al., 2000). In each 

case, the movement DoF required for task performance are 

found to be temporarily coupled, such that the control or 

modulation of any one DoF functionally constrains and 

regulates the activity of the other DoFs, thereby reducing 

the dimensionality of the system as a whole. 

Research demonstrating that rhythmic interpersonal 

coordination exhibits the same behavioral dynamics as 

intrapersonal, interlimb coordination (see Schmidt & 

Richardson, 2008; for a review) and that individuals appear 

to stabilize movement fluctuations during an interpersonal 

rhythmic movement task at a collective level (Black et al., 

2007), has provided initial support for the interpersonal 

synergy hypothesis. More recently, Ramenzoni and 

colleagues (2011) provided evidence for interpersonal 

synergies by demonstrating that the behavioral control 

exhibited by a pair of individuals performing a continuous, 

interpersonal, postural targeting task also appears to be 

modulated in a collective or synergistic manner.  More 

empirical work is still required to verify this hypothesis, 

however, especially with respect to goal-directed joint 

action tasks. Indeed, there have been no research studies that 

have investigated whether discrete joint-action movement 

tasks, such as when two individuals shake hands or pass an 

object, are synergistic. 

Experimentally Investigating Synergies and the 

Uncontrolled Manifold 
To be considered synergistic, a multi-limbed or multi-

component action should exhibit two key characteristics: 

dimensional compression (DC) and reciprocal 

compensation (RC) (Riley et al., 2011). DC refers to the 

reduction of effective DoF or overall system dimensionality 

by coupling the relevant DoFs together, where the 

movement of one motor DoF is connected to or dependent 

on the movement of others. DC, coupled with the motor 

abundance characteristic of the human movement system 

(Latash, 2012) brings about RC, which refers to the 
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processes that allow the system to adaptively react to 

movement noise or unexpected changes in the task 

environment—a change in one DoF will be compensated by 

activity of other DoF to preserve the overall movement goal. 

Together, these complementary processes reduce motor 

system dimensionality, thereby simplifying control, while 

ensuring the system’s flexibility to resist and overcome 

unexpected situational constraints or perturbations via non-

local component adaptations (Riley et al., 2011).  

The uncontrolled manifold (UCM) method was first 

introduced by Scholz and Schöner (1999), and enables one 

to analyze data and test hypotheses about RC and DC. This 

method is widely used, theory-neutral and useful in simple 

tasks in which successful completion can be clearly 

measured. An excellent example of how this can be 

achieved was provided by Domkin and colleagues (2002) 

who devised an experimental task in which a single 

participant bent both his/her arms from a lateral, 

outstretched position to the forward frontal position such 

that a pointer located on the right hand was connected with a 

target located on the left hand. They asked their participants 

to repeat this movement several times and looked at the 

effects of repetitive performance by comparing the 

configuration of the joint angles at the beginning of the 

experiment to that at the end. They were particularly 

interested in whether the control employed to ensure the 

meeting of the pointer and target was manifested at each 

arm separately, or if the two arms were controlled together 

as a synergy.  

To determine whether task control was organized at the 

unimanual or bimanual level, Domkin et al. (2002) 

employed the UCM method. Successful completion of the 

task employed by Domkin et al. is achieved by bringing the 

tip of the pointer to the intended target. For such tasks, a 

task space of all possible end-effector positions can be 

created in which a sub-space or manifold (typically a line or 

a plane) within the task space specifies all of the joint-angle 

configurations (i.e., between elbows, wrists, shoulders) that 

result in successful task completion (Scholz & Schöner, 

1999). Variation along this manifold results in task 

completion and is referred to as compensatory or 

uncontrolled (i.e., tolerated) variation. Variation that is 

perpendicular or orthogonal to the manifold is considered 

uncompensated since it corresponds to variation that 

negatively affects the ability to bring the pointer to the 

target in a given trial. A synergy is thought to be present 

when the ratio of uncontrolled variation to orthogonal 

variation is above one.  

By determining the ratio of uncontrolled to orthogonal 

variation, the UCM method can therefore be used to index 

DC and RC in a potentially synergistic action. RC is 

represented in the UCM method through the sub-space of 

successful completion of the task along which uncontrolled 

variation falls. When comparing different DoF configuration 

hypotheses at different organizational levels (i.e. 

interpersonal vs. intrapersonal) against each other DC can 

be measured. If the interpersonal joint configuration is the 

strongest synergy identified via the ratio of uncontrolled to 

orthogonal variation, then this would show the presence of 

DC at an interpersonal level.   

By employing the UCM method to measure RC and DC 

across 315 trials completed over four days, Domkin et al. 

(2002) were able to test three competing hypotheses: The 

target and pointer position are stabilized by a joint 

interaction of both arms; the target position is stabilized by 

controlling the joints in the left arm; or the pointer is 

stabilized by controlling the joints in the right arm. They 

found that a bimanual synergy was formed in order to 

complete the task effectively, and that this bimanual synergy 

was stronger than each of the unimanual synergies. In other 

words, the two-arm-system was controlled as a unitary 

system and worked as a whole to bring about successful 

completion of the task. 

Current Study 
The objective of this study was to use the UCM method to 

directly examine whether synergistic processes constrain 

and organize behavior in a simple, discrete, joint-action 

task. Given the qualitative similarity to the simple joint-

action of shaking hands with another person, a two-

participant version of a Domkin et al. (2002) target-pointing 

task was employed, in which pairs of participants sat next to 

each other and each person used one arm to complete the 

two-dimensional pointer-to-target task together (see Figure 

1). By determining the UCM ratio of compensated-to-

uncompensated variation at the interpersonal and 

intrapersonal arm-system levels, the study centered on 

testing the hypothesis (H1) that successful task completion 

is stabilized by the collective and non-additive interaction of 

each participant’s arm (i.e., participants form an 

interpersonal synergy) against the hypotheses (H2 & H3) 

that successful task completion is stabilized by participants 

individually and independently controlling the joints in their 

respective arm (i.e. intrapersonal left and intrapersonal 

right) in a coordinated, yet additive manner (i.e., the 

coordinated interpersonal action is not a synergy). 
 

Method 
Participants 

Thirty students (15 pairs) from the University of 

Cincinnati were recruited to participate in the experiment. 

Participants were both male (N = 13) and female (N = 17) 

and ranged in age from 19 to 34 years. All participants were 

right-handed, had healthy motor function, and had normal or 

corrected-to-normal vision. Participants were matched 

within pairs by height. 

Apparatus 
Participant pairs sat in rigid chairs that were constructed 

in the laboratory to accommodate adjustable shoulder straps. 

The chairs were positioned side-by-side in front of a 74 cm 

high table. The participant seated to the left (participant 1) 

held a plastic semi-circle (11.1 cm in diameter) in her/his 

left hand, which was referred to as the target. The target was 

taped to the participant’s left index finger and thumb. The 

participant located to the right (participant 2) held a pointer 
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on her/his right hand. This pointer was a 23 cm long 

wooden stick that was taped to her/his right index finger.  

An optical, marker-based Optotrak Certus motion-

tracking system (Northern Digital Inc.) was employed to 

track the 3D position of arm joints. Markers were placed on 

the standard bony landmarks that correspond to participants’ 

shoulder (the acromion), elbow (lateral epicondyle), and 

wrist (between the radius and ulnar bones) (Domkin et al., 

2002, p. 14). Additionally, markers were placed at the tip of 

the pointer and the center of the target. Finally, a marker 

was placed between the two chairs at the level of the 

participants’ shoulders so that the position of all other 

markers could be re-scaled for analysis (see below for more 

details). Position data for each marker was recorded at a 

frequency of 100 Hz and filtered using a second order 

Butterworth IIR filter with a cutoff of 10 Hz.  

 
Figure 1. Bird’s-eye view of the experimental set-up with 

participant 1 sitting on the left side using his or her left arm to hold 

the target and participant 2 using his or her right hand to hold the 

pointer at (a) the initial and (b) objective position. Black dots 

represent markers placed on the participants and on the back of the 

chairs. 
 

Procedure 
Upon entering the experimental room, participants were 

asked to sit side-by-side in the chairs and their shoulders 

were strapped securely in place. The table was then placed 

in front of them and the motion tracking markers were 

attached to each participant. The participants were informed 

that the objective of their task was to bring the pointer to the 

center of the target as fast and as accurately as possible. 

They were informed that the straps were placed on their 

shoulder to prevent the use of their torso during the 

movement. Additionally, they were instructed to perform 

the task movement parallel to the table (so as to prevent 

movement in the vertical plane). Participants were 

instructed to open their arms until they were flush with the 

end of the table (thereby enabling full arm extension) and to 

wait for a verbal command to perform the movement 

quickly and accurately. They were then allowed to practice 

the movement two times, so the experimenter could verify 

that they were in fact limiting their movements to the 

sagittal and coronal planes (see Figure 1).  

Pairs completed 300 trials across two separate sessions, 

with both sessions performed within the span of a single 

week. For the first session, pairs completed two sequences 

of 100 trials each, with a pause of at least 5 minutes between 

each sequence. They were also allowed breaks every 25 

trials if they deemed it necessary. For the second session, 

pairs completed another 100 trials. Although position data 

were collected for every trial, in replication of Domkin et al. 

(2002) only the first and last 15 successfully completed 

trials were used for analysis. More specifically, the first 15 

successfully completed trials from the first 30 trials of the 

first 100 trial sequence (pre-test) and last 15 successfully 

completed trials within the last 30 trials of the third 100 trial 

sequence (post-test) were used in the analyses
1
.  

Measures 
The same measures and UCM model calculations 

employed by Domkin and colleagues (2002) were used for 

the current analyses
2
.  

Kinematic variables. The kinematic measures detailed 

below were calculated as preliminary measures, both to 

assess whether the shoulder straps had the intended 

consequence of reducing the movement of the torso and as 

preparation for the UCM calculations. Movement time was 

based on the calculated initiation and termination time. The 

initiation time was calculated as the moment where the 

velocity of the target and pointer sensors exceeded 10% of 

the maximum velocity over the whole trial. The movement 

termination time was determined as the point at which the 

velocity fell below 10% of its maximum. Both initiation and 

termination times were calculated for both arms and when 

these times were different the earliest initiation time and the 

latest termination time were adopted as respective trial 

beginning and end markers. All measures reported below 

were calculated with respect to these movement period 

markers.  

The final movement position was considered to be 100 ms 

after the termination time of the movement (Domkin et al., 

2002). It was at this final movement position that the 

constant and variable errors were calculated as a function of 

the target and pointer positions in the x (coronal) and y 

(saggital) planes. Constant errors were calculated for each 

plane separately and were determined as the spatial 

separation between the pointer and target at the final 

movement position. These measures quantified successful 

completion and variability of placement at the termination 

of the movement. The variable error, on the other hand, was 

the SD of the constant error in individual trials with respect 

to the mean position of the pointer sensor in each plane. 

This measure provided a measure of variability at the 

meeting point in each trial compared to the other trials.  

The two-dimensional (x,y) meeting point position (where 

the pointer and the target sensors actually met in the final 

movement position) was also examined within the 

movement plane. Since there was inherent variance in how 

participants performed the task from trial-to-trial (even 

when they completed it successfully), it was necessary to 

assess how scattered the meeting point was within the 

movement plane. The variability of this meeting point was 

                                                 
1 Trials where sensors were lost due to occlusion problems had to 

be discarded. Due to these technological issues the pre-test block 

for two of the pairs consisted of 11 trials instead of 15.  
2 Prior to conducting the current study, a single-person pilot 

experiment (N=5) was conducted using the same procedure and 

methodology presented here. The results of this pilot study 

replicated those of Domkin et al. 
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calculated as the difference in planar distance of the meeting 

points in the individual trials from the averaged planar 

distance across the 15 trials of the respective trial block. 

This provided a measure of variance of this meeting point 

for both the initial and final trial blocks.   

The average shoulder displacement of participants was 

only 1.59 cm. This is consistent with the 1 cm displacement 

found by Domkin et al. (2002) and indicates that the 

shoulder straps on the chairs did stop participants from 

using their torsos much during the task. Thus, only the three 

arm joints (shoulder, elbow and wrist) for each participant 

needed to be considered. The contribution of each joint to 

the movement was first determined by calculating the range 

of motion of each joint. This range of motion was calculated 

as the difference between the biggest and the smallest joint 

angle during each movement (i.e., between the initial and 

final movement markers defined above). As was the case in 

Domkin et al.’s study, these joint angles were calculated 

using the approximations of arm segment lengths, obtained 

by calculating the Euclidian distance between the markers at 

the joints. 

Total joint variance of joint configuration. Since trials 

varied in duration, angular trajectories were time-

normalized using a cubic spline interpolation within the pre- 

and the post-test blocks. The movement time in each trial 

was divided into ten even time bins. This normalization 

made direct comparison between trials possible.  

The mean joint configuration was then computed for each 

time bin and also across the whole trial. This measure 

indexed how much each joint moved and contributed to the 

overall completion of different parts of the trial. 

Furthermore, the joint variance was the variable considered 

to be stabilized in the formation of the synergy and was 

therefore the main variable used for the UCM analysis 

detailed below. Finally, the deviation of the mean 

configuration of each time bin (Δk(t)) from the mean for the 

whole trial was calculated. This deviation was then divided 

by the number of trials in the block (i.e., 15) and the number 

of degrees of freedom available (six when considering both 

arms simultaneously and three when considering each arm 

separately), to obtain the total variance per DoF of joint 

configuration (VTOT) for each trial. VTOT quantifies the degree 

of variability present in each trial when compared to the 

other trials in the block. Since it is dependent on the DoF 

used, it can be calculated at both the interpersonal (H1) and 

intrapersonal (H2 & H3) levels.  

Control hypotheses and task variables. Following 

Domkin et al. (2002), three stabilization hypotheses were 

tested. The first hypothesis (H1) to be tested was whether 

the necessary joint stabilization needed to complete the task 

was distributed across both arms (interpersonal or bimanual 

hypothesis). In contrast, the second hypothesis (H2) was 

that the control focused on stabilizing the target and, 

therefore, that the joint configuration of the left arm of 

Participant 1 was central to task performance (intrapersonal 

or unimanual left). The third hypothesis (H3) was that the 

right arm pointer (Participant 2) stabilization was the focus 

of control (intrapersonal or unimanual right).    

VTOT was partitioned into the variance that occurred along 

the uncontrolled manifold (VUCM) subspace—which is 

considered to be compensated variance—and the variance 

occurring orthogonal (VORT) to this subspace—which is 

considered uncompensated. The VUCM and VORT were 

calculated for each time bin of each trial in the pre- and 

post-test blocks for each pair for each hypothesis level. 

Finally, the ratio of VUCM to VORT was calculated for each 

hypothesis (by averaging VUCM and VORT across pairs and 

time bins). If the variance along the UCM was found to be 

higher than that found along the orthogonal task-space 

dimensions (numbers higher than 1 in the ratio), the 

organization of the movement DoF would be considered 

synergistic. Accordingly, if this ratio is higher in H1 

compared to H2 and H3 analyses, then the interpersonal 

movement system would not only be considered synergistic, 

but would be the strongest synergy and the one that best 

characterizes the organization of the task-directed 

movement system.  In other words, the stabilization 

necessary to complete the task would be found to be 

dependent on the movements of both participants (as one 

single interpersonal synergistic system) as opposed to the 

separate stabilization of each arm (two synergistic [arm] 

systems interacting).   
 

Results 
Due to equipment malfunction and marker occlusion 

issues, data from two pairs could not be analyzed. Thus, the 

following analysis and results include data from only 

thirteen of the fifteen pairs recruited (i.e., N = 13).  

Movement Kinematics 
A paired samples one-tailed t-test comparison revealed an 

expected significant decrease in mean movement time from 

pre-test to post-test (Mpre-test = 1.36 sec; Mpost-test = 1.20 sec; 

t(12) = 1.91, p = .04).  

Paired samples t-test analyses of the constant errors in the 

final position in the x and y plane and as a function of test 

block revealed no significant differences for these 

dependent measures (all t(12) < 1.71, p > .11). The variable 

error of this meeting point as a function of test was also 

calculated, but there was no significant difference between 

pre- and post-test, t(12) = 1.78, p = .19, indicating that the 

meeting point was achieved successfully for all trials and 

remained relatively constant across pairs and test blocks. 

With respect to range of joint angles, even though 

Domkin et al. (2002) found differences of joint range by 

arm, indicating a handedness effect, this was not the case in 

the current results. Repeated measures 2 (side: left vs. right) 

 2 (test: pre vs. post) ANOVAs for each major joint 

showed only a significant main effect of test for the 

shoulder range of motion, which was significantly reduced 

with practice. All other main effects and interactions were 

not significant (all F(1,8) < 3.58, p > .08), which suggests 

that participants contributed equally during the actualization 

of the movement across all trials and sessions. 
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Figure 2. Mean joint angle configuration time series of the pre- 

(top) and post-test (bottom row) blocks by arm in a representative 

pair. The error bars depict standard deviation. The x-axis depicts 

the mean time it took to complete the trial. 
 

Joint-Angle Variance 
Figure 2 provides a prototypical example of the mean 

joint angle trajectory exhibited by the arms of participants 

during pre- and post-test trials. The standard deviation, 

depicted in the error bars, shows a general decrease in the 

overall variance from pre- to post-test. To test whether this 

decrease was significant we analyzed, the total variance per 

DoF (VTOT), depicted in Figure 3left, averaged across pairs 

and time bins.  Since the interpersonal VTOT is the result of 

the addition between the value of the two intrapersonal 

hypotheses, a 2 (side: left vs. right)  2 (test: pre vs. post) 

ANOVA was conducted. As expected, this analysis resulted 

in a significant main effect of test, F(1, 12) = 14.83, p < .01, 

ηp
2
 = .55, with VTOT being significantly lower in the post-test 

(M = 0.005) compared to the pre-test (M = 0.01). That is,  

participants showed significantly less variability in the post-

test than the pre-test trials (i.e., their task performance 

improved with time). No other significant effects were 

obtained for the analysis of VTOT (all p > .51). 

 
Figure 3. (left) Total variance per degree of freedom (VTOT) 

averaged across the pairs and time bins presented by synergy and 

(right) mean ratio of UCM variance to ORT variance by hypothesis 

and test. Error bars represent standard error of the mean.  
 

Figure 4 shows the mean VUCM and VORT for both pre- and 

post-test for each stabilization hypothesis across the ten 

normalized time bins. All possible synergy configurations—

intrapersonal (arm) and interpersonal synergy 

configurations—show higher VUCM than VORT, both for pre- 

and post-test, indicating that the system at either level can 

be considered to be synergistically organized. Consistent 

with the VTOT results reported above, the UCM and ORT 

variance for all level configurations (i.e., interpersonal, left-

arm-participant, right-arm participant) also decreased from 

pre- to post-test.  

 
Figure 4. VUCM (represented by diamonds) and VORT (represented 

by circles) averaged across pairs by time bins for the three control 

configurations (interpersonal at the top, intrapersonal left in the 

middle and intrapersonal right at the bottom). The variances are 

also separated by test (pre-test being the unfilled and post-test 

being the filled symbols). Error bars represent standard error of the 

mean.  
 

To assess the relative strength of the interpersonal 

synergy and the two intrapersonal synergies, the ratio of 

UCM variance over ORT variance (average across pairs and 

time bins) was calculated for each possible synergy 

configuration. As can be seen in Figure 3right, all the VUCM 

to VORT ratios obtained were higher than one, indicating that 

the DoF used for this task were synergistically organized at 

all levels (interpersonal and intrapersonal). More 

importantly, a 2 (test)  3 (hypothesis: bimanual, left and 

right) ANOVA showed a significant main effect of synergy 

configuration, F(2, 24) = 7.13, p = .01, ηp
2
 = .37, with LSD 

post-hoc analyses revealing that the interpersonal synergy 

was significantly stronger (M = 3.79) than the intrapersonal 
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left (M = 1.32; p = .01) and also significantly stronger than 

the intrapersonal right (M = 1.97; p = .04). No other 

OMNIBUS effects were significant (all p > .20). 
 

Discussion 
As expected, task performance improved over the course 

of the study, as demonstrated by the reduction of VTOT 

observed from the pre- to the post-test blocks. The 

significant decrease in mean movement time also pointed to 

an increase in task efficiency. Since a certain level of 

variance is expected and even considered beneficial for 

motor task completion (Bernstein, 1967; Black et al., 2007), 

of greater relevance to the three hypotheses being examined 

here was the nature of the variance (compensated vs. 

uncompensated). Therefore, a VUCM to VORT ratio was 

calculated for each of the three stabilization hypotheses 

(with a variance ratio higher than one representing 

synergistic organization at that level). The ratio of variance 

analysis revealed two key findings.  

The first finding was that the behavior was synergistic at 

both the interpersonal and intrapersonal levels from the start 

of the study (pre-test) and remained synergistic until the end 

(post-test). This finding corroborates previous evidence 

indicating that synergistic organization is prototypical of 

human perceptual-motor behavior in general (e.g. Domkin 

et al., 2002; Jacquier-Bret et al., 2009; Scholz & Schöner, 

1999; Scholz et al., 2000). Moreover, it validates the 

hypothesis that co-actors can spontaneously form a two-

person synergistic system in order to carry out a joint action 

task. Related to the latter point, the second key finding was 

that the strongest synergistic organization observed in the 

task was at the interpersonal level. This finding suggests 

that the movements of co-acting individuals were 

temporarily constrained and organized to form a single 

synergistic two-person system (Riley et al., 2011).  

The findings of the current project extend our previous 

knowledge of interpersonal synergies in several ways. First, 

the current study provides the first definitive evidence that 

interpersonal synergistic organization can characterize 

discrete joint action tasks (Black et al., 2007). Second, by 

using UCM the results of the current study show that joint-

action behavior can possess both of the key characteristics 

of synergistic behavior—RC and DC. While the use of PCA 

had previously demonstrated DC across participants in a 

supra-postural targeting task (Ramenzoni et al., 2011) it 

failed to test the presence of RC. The presence of these two 

key characteristics in the organization of DoF in a discrete 

joint motor task therefore provides definitive support for the 

emergence of interpersonal synergies.  

Finding that the action dynamics of individuals 

performing a joint-action task can become temporarily 

organized to form a single synergistic two-person system 

implies that social interactions in general may need to be 

investigated from a synergistic perspective. In other words, 

future research should be directed towards identifying the 

reciprocal and functionally defined couplings that 

constructively constrain the DoFs of co-actors. 

Distinguishing such synergistic processes will likely impact 

our understanding of other joint-action and social motor 

coordination phenomena (e.g. interpersonal passing 

behaviors, team sports), as well as the dynamics of social 

action and interaction in general.  
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Abstract 

Making judgments by relying on beliefs about causal relations 
is a fundamental aspect of everyday cognition. Recent 
research has identified two ways that human reasoning seems 
to diverge from optimal standards; people appear to violate 
the Markov Assumption, and do not to “explain away” 
adequately. However, these habits have rarely been tested in 
the situation that presumably would promote accurate 
reasoning – after experiencing the multivariate distribution of 
the variables through trial-by-trial learning, even though this 
is a standard paradigm. Two studies test whether these habits 
persist 1) despite adequate learning experience, 2) despite 
incentives, and 3) whether they also extend to situations with 
continuous variables. 

Keywords: Causal Reasoning, Markov Assumption, 
Explaining Away 

Introduction 
In the last decade there has been a surge of interest in causal 
reasoning, particularly whether people reason in line with 
Causal Bayesian Networks. One question is how people 
learn causal structures (Steyvers, Tenenbaum, 
Wagenmakers, & Blum, 2003). Another questions is, once 
one has knowledge of a causal network, how well can he or 
she make inferences. For example, What are my chances of 
developing Sickle Cell disease given that my mother and 
grandmother have it; the causal structure is [Grandmother 
→ Mother → Daughter]? Or what are my chances of getting 
an A on an exam if I study for 2 more hours but get 2 fewer 
hour of sleep; [Study Time → Exam Grade ← Sleep]?  

Though people are often accurate at making probabilistic 
causal inferences, two habits deviate from rationality 
(Rottman & Hastie, 2014). First, people often use cues that 
are statistically irrelevant for a given inference, a violation 
of the “Markov Condition.” Second, when there are two 
causes of one effect, people often have difficulty correctly 
inferring the probability of one cause given knowledge of 
the other two variables, known as “explaining away.” 

However, these habits have rarely been tested under 
circumstances in which participants receive all the 
information required to perform optimally. Making a 
quantitative probabilistic judgment requires having 
knowledge of the statistical covariation between the 
variables. For example, without knowledge of the precise 
statistical relations, a reasoner could predict that exam grade 
will increase with study time and decrease with less sleep, 

but would not be able to predict how exam grade would 
change with 2 hours more study time and 2 hours less sleep.  

Giving participants knowledge of the covariation between 
variables through trial-by-trial learning is a common 
paradigm for studying causal reasoning and is known to 
improve judgment compared to verbal descriptions 
(Christensen-Szalanski & Beach, 1982). But surprisingly, 
these two reasoning habits have rarely been tested in 
situations when participants have knowledge of this 
covariation. Thus, the goal of the current studies is to test 
whether these habits persist despite experience. This 
research also provides the first systematic test of causal 
reasoning with Gaussian as opposed to binary variables. 

The Markov Condition 
Consider estimating the probability that a daughter will have 
sickle cell disease given that her mother has it. Because 
sickle cell is a simple autosomal recessive disease, whether 
the grandmother has sickle cell disease has no influence on 
whether the daughter has it above and beyond that her 
mother has it, which can be summarized with the following 
causal structure [Grandmother → Mother → Daughter]. 
The mother is a perfect mediator.  

More generally, for chain [X→Y→Z] and common cause 
structures [X←Y→Z], the Markov condition asserts that 
when inferring the state of X, the state of Z is irrelevant if 
the state of Y is known. This implies, for example, that 
P(z=1|y=1,x=1) equals P(z=1|y=1,x=0). However, people 
tend to violate this assumption. In situations in which all 
variables are presented as binary (1 or 0), people tend to 
infer that P(x=1|y=1,z=1) >  P(x=1|y=1,z=0). The Markov 
condition can also be applied with continuous rather than 
binary variables (e.g., daughter’s height is independent of 
grandmother’s height given knowledge of mother’s height).  

A number of theorists have proposed different 
explanations for this effect (Park & Sloman, 2013; Rehder, 
2014a), and we believe it is likely that multiple explanations 
apply, likely in unison. However, only one study has tested 
violations of the Markov assumption after participants 
experienced the covariation between all three variables 
(Park & Sloman, 2013 Experiment 3). All the other studies 
told participants about the causal relations verbally.  

However, a problem with verbal descriptions is that it is 
likely not clear to participants whether a description like “X 
causes Y, which causes Z” implies that X has no indirect link 
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on Z. Giving participants trial-by-trial experience would 
allow them, to examine whether there is any effect of X on Z 
above and beyond Y. The current study serves to replicate 
this single experiment testing whether people still violate 
the Markov assumption after obtaining multivariate 
experience, and extend the results from binary variables to 
learning about Gaussian-distributed variables. 

Explaining Away on Common Effect Structures 
The second non-rational inference habit is a violation of 
“explaining away”. Explaining away has long been viewed 
as an underlying principle in social attribution (Kelley, 
1972), legal exoneration, and medical diagnosis.1 For 
example, consider two diseases, flu and asthma, both of 
which can cause a cough [flu→ cough ← asthma]. A patient 
presents with a cough and has a history of asthma; because 
of the history of asthma, it is unnecessary to infer that the 
patient also has the flu to explain the cough, so 
P(flu=1|cough=1,asthma=1) should be fairly low. However, 
if it is unknown whether the patient has asthma 
P(flu=1|cough=1), then flu becomes more likely, and if it is 
known that the patient does not have asthma 
P(flu=1|cough=1,asthma=0), flu becomes even more likely. 
More generally, in common effect structures [X→Y←Z], the 
normative pattern of reasoning is P(X=1|Y=1,Z=1) < 
P(X=1|Y=1) < P(X=1|Y=1,Z=0). 

A similar pattern of reasoning should occur with 
continuous variables. Consider if X represents the IQ of a 
father, Z represents the IQ of a mother, and Y represents the 
IQ of their child. Further, suppose that Y is the average of X 
and Z. (In reality Y is not a perfect average because there is 
noise involved, but even with noise the same basic pattern 
demonstrated here occurs.) Knowing the IQ of the mother 
(Z=120) does not help us infer the IQ of the father (X). 
However, suppose that it is known that Z=120 and Y=100. 
We can easily calculate that X=80. That is, once the value of 
Y is known, X and Z become negatively dependent; the 
higher Z is holding Y constant, the lower X must be.  

The most thorough exploration of these judgments had 
participants make forced choice decisions of which would 
be higher, P(X=1|Y=1,Z=0) vs. P(X=1|Y=1)  and P(X=1|Y=1)  
vs.   P(X=1|Y=1,Z=1) (Rehder, 2014a). These studies 
revealed a tendency in the opposite direction of explaining 
away, P(X=1|Y=1,Z=0) < P(X=1|Y=1) < P(X=1|Y=1,Z=1), or 
ambivalent; there was not a robust explaining away pattern. 
This study implemented a number of novel 

                                                             
1 We use the term “explaining away” because an alternate label, 

“discounting”, has many informal meanings and has been used in 
psychology to refer to other phenomena. In particular, 
“discounting” has often been used to refer to lowering one’s 
estimate of the strength of one cause when one learns of a second 
cause that is strong, which is related to both rational and irrational 
forms of “cue competition,” “blocking,” and “conditioning.” The 
judgments assessed here are probability estimates, not causal 
strength judgments.	  

counterbalancing and control features, and presents the 
strongest evidence to date on explaining away.  

However, like the few others before it, this study did not 
present participants with experience by which they could 
actually learn the correlations between the variables; the 
reasoning was solely based upon a verbal description of the 
causal structure. The problem with just a verbal description 
of the structure (“X and Z both cause Y”) is that it does not 
convey the strength of the causal relations. If in fact X and Z 
are both weak causes of Y, then the normative amount of 
explaining away is quite small. Additionally, explaining 
away normatively varies by exactly how the two causes 
combine to produce the effect. Explaining away should 
occur if either cause is sufficient to produce the effect (e.g., 
flu and asthma for cough), but not when both causes are 
necessary (e.g., spark and oxygen for fire) (Rehder, 2014b), 
which may not be fully conveyed verbally.  

Thus, in the current studies we gave participants 
experience that instantiates the multivariate distribution 
among the three variables, from which normatively correct 
inferences can be calculated. This also allows us to test not 
just the qualitative predictions but also whether the 
judgments are quantitatively on target. We also test the 
explaining away habit with both binary and Gaussian 
variables. One other study examined explaining away with 
continuous variables (Sussman, Abigail & Oppenheimer, 
2011), and found insufficient explaining away; however, in 
that task participants again did not have experience or 
knowledge quantifying the strength of the causal relations. 

Study 1: Binary Variables 
In Study 1 participants learned about three causal structures, 
with binary variables. Afterwards they made a judgments 
predicting the state of one variable given knowledge of one 
or two of the other variables to test whether their judgments 
violated or upheld the Markov condition and whether they 
demonstrated explaining away appropriately. 

Methods 
Participants Fifty-one undergraduates at the University of 
Chicago were paid $12 per hour to participate; the study 
lasted 17 minutes on average. For further motivation they 
were also paid 8 cents for each correct inference. 
Stimuli and Design Participants reasoned about three 
scenarios involving a chain [X→Y→Z], a common cause 
[X←Y→Z], and a common effect [X→Y←Z] structure. The 
variables (X, Y, and Z) were framed as physiological 
variables in the human body that could be either high 
(represented as + or 1) or low (represented as – or 0). There 
were three cover stories, one about neurotransmitters 
(amounts of Serotonin, Epinephrine, and Dopamine), 
another about how the digestive tract absorbs chemicals 
from food (amounts of Water, Protein, and Fructose 
Absorption), the last one about components of blood (Red 
Blood Cell, White Blood Cell, and Platelet Concentration). 
These variables were chosen so that they could plausibly be 
causally related to one another probabilistically in any 
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possible combination, but participants would be unlikely to 
have prior beliefs about how they were causally related. The 
order of the three causal structures, the cover-stories, the 
assignments of the three labels to variables (X, Y and Z), the 
position of the three variables on the computer screen, and 
the order of the learning trials were all randomized.  

The sets of learning trials (Table 1) were generated in the 
following way: For the chain and common cause structure, 
the chosen parameters produced identical sets of learning 
trials. When a cause was present it produced its effect with a  
probability of .75. When a cause was absent its effect still 
occurred with a probability of .25. The base rates of 
exogenous causes were .50. For the common effect 
structure, the base rates of the two causes, P(x=1) and 
P(z=1) were also .50. The two causes combined through a 
Noisy-OR gate with strengths of .50, and thus 
P(y=1|x=0,z=0) = 0, P(y=1|x=1,z=0) = P(y=1|x=0,z=1) = .50, 
and P(y=1|x=1, z=1)=.75.  

The normative point estimate inferences can be computed 
directly from Table 1. For example, P(X=1|Y=1,Z=1) can be 
computed by dividing the sum of all the rows in which X=1, 
Y=1, and Z=1 by the sum in all the rows in which Y=1 and 
Z=1 (e.g., [6]/[6+4] = .60 for the common effect). 
Alternatively, if people learn the parameters of the causal 
model from experience the normative inferences can be 
derived from the parameters (Rottman & Hastie, 2014). 
 

Table 1: Learning Trials in Experiment 1. 
 

X Y Z Chain and  
Common Cause 

Common  
Effect 

1 1 1 9 6 
1 1 0 3 4 
1 0 1 1 2 
1 0 0 3 4 
0 1 1 3 4 
0 1 0 1 0 
0 0 1 3 4 
0 0 0 9 8 

 
Procedures The general procedure followed a standard 
trial-by-trial, case-by-case causal learning paradigm in 
which participants were first told a causal cover-story, then 
learned the probabilistic relations between the variables 
from experience, and finally made a series of inferences. 
Participants were asked to pretend that they were 
physiologists studying biological processes in the human 
body. They were told that they would perform studies in 
which they would bring healthy people into a laboratory and 
would measure three physiological variables. They were 
told how to interpret pictures like the ones in Figure 1, 
where arrows represented causal relations between the three 
physiological variables and pointed from causes to effects. 
A “+” sign signified a high amount of the variable and “–” a 
low amount of the variable. Participants were also told not 
to use any prior knowledge about physiology and to assume 

that these three variables are the only ones that mattered 
within this biological system.  

Next, participants completed a learning phase for each of 
the three causal scenarios in a randomized order, involving a 
chain, common cause, and common effect. Participants were 
shown a graphical representation of the causal relationships 
and they observed whether each of the variables was high or 
low in a sample of 32 cases (“healthy people”). The cases 
were presented in a sequential trial-by-trial format (Figure 
1a) in a randomized order and the positions of the three 
variables, X, Y, and Z on the screen were randomized. 

After the learning phase participants made a series of 
inferences; the order of the questions was randomized. 
Participants made inferences about each variable, given that 
the states of the other two variables were high, low, or 
unknown. Figure 1b shows one of the inferences involved in 
explaining away. The questions were presented to 
participants using both a visual diagram and corresponding 
text. When the state of a variable was unknown it was 
denoted visually with an X and participants were told that 
the machine used to test for that variable was broken. 

Underneath the variable to be inferred was a gray box that 
participants used to input their estimates. Following the 
practice of Waldmann and Hagmayer (2005), we used a 
frequency format (number of people out of 20) for the 
question rather than a probability format.  

At the end of the study, participants were paid for their 
time and a bonus for the number of questions that they 
answered correctly; an answer on the 21-point scale was 
considered correct if it was the closest response to the 
normative calculation. Participants were not given feedback 
during the experiment. 
 

 
 
Figure 1: Example Stimuli in Experiment 1 for the Common 
Effect Structure. Note. Panel A shows an example of one 
trial in the learning phase. Panel B shows an example of the 
judgment P(water=1 | fructose=1). 
 
Analyses 
All responses were converted to a probability scale of 0-1. 
Because a common cause [X←Y→Z] is symmetric, 
inferences like P(z=1|y=1,x=1) and P(x=1|y=1,z=1) are 
essentially duplicates or repeated measures. For the chain 
[X→Y→Z], we looked and did not find systematic 

Water
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Protein
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Fructose
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Water
Absorption

Protein
Absorption

Fructose
Absorption

Suppose that 20 new people come into your laboratory 
all of whom have a high amount of Fructose Absorption 
and an unknown amount of Protein Absorption. How 
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differences for the inferences going down versus up the 
chain, thus we treat inferences like P(z=1|y=1,x=1) and 
P(x=1|y=1,z=1) as repeated measures. Additionally, on the 
chain and common cause the normative value for 
P(z=1|y=1,x=1)=.75 and the normative value for 
P(z=1|y=0,x=0)=.25. These inferences showed the same 
patterns regardless of whether Y=1 or Y=0, so we converted 
inferences in the bottom half of the scale to the top half so 
they could be analyzed together.  

Results and Discussion 
The Markov Assumption The Markov Assumption implies 
that pairs of inferences such as P(x=1|y=1,z=1) and 
P(x=1|y=1,z=0) on the chain and common cause should be 
equivalent. To test whether the average judgments were 
reliably different for the P(x=1|y=1, z=0) vs. P(x=1|y=1, 
z=1) judgments, we used mixed linear regressions. When 
appropriate, we used a negative square root transformation 
on the dependent variable to transform the data to rough 
normality. All confidence intervals reported were back-
transformed so that they can be interpreted on the 
probability scale. 2 For one participant in Experiment 1a the 
participant’s responses were very similar within a scenario, 
likely reflecting disengagement from the task. Thus, we 
threw out those observations. 
 

Table 2. Markov Assumption Results in Study 1. 
 

Inference Norm. X→Y→Z X←Y→Z 
P(x=1|y=1,z=1) .75 .78 .77 
P(x=1|y=1,z=0) .75 .59 .65 
95% CI of Difference 0 [.13, .22] [.07, .16] 

 
We ran three mixed effects regressions for the three 

structures, to test whether the inferences were higher when 
the screened-off variable (z in Table 2) was 1 instead of 0. 
By-subject random effects were included for the intercept 
and for the slope (the difference between the two 
inferences). See Table 2 for 95% confidence intervals on the 
size of the Markov violation. There were significant 
violations of the Markov assumption for both the chain and 
common cause.  

The Markov Assumption also has a role in the common 
effect [X→Y←Z] structure; X and Z are independent of each 

                                                             
2 Because it was not always possible to transform the data to 

normal distributions, all analyses were also run using mixed effect 
logistic regressions using median splits. For example to compare 
the inferences P(x=1|y=1,z=1) and P(x=1|y=1,z=0), we took the 
median judgment across both types of inference, recoded 
inferences above the median as 1, below as 0, and then used a 
logistic regression with the same random effects structure as above 
to test whether P(x=1|y=1,z=1) was more likely than 
P(x=1|y=1,z=0) to have 1s. These two methods produced very 
similar results, if anything the median split analysis tended to 
produce cleaner results. However, we report the normal regressions 
because they can be back-transformed onto the probability scale 
which aids interpretability. 

other when the state of Y is not known, which means that 
P(x=1|z=1) = P(x=1|z=0). In this study, both of these two 
judgments should be .50, and indeed they were very close; 
the mean for  P(x=1|z=1) was .52, and for P(x=1|z=0) was 
.51, 95% CI of difference = [-.02, .05]  

We also assessed whether a small minority of participants 
were responsible for the Markov violations, or whether 
violating the Markov Assumption was a common habit. 
Each participant made 12 inferences relevant to the Markov 
Assumption (across the three structures, the symmetrical 
judgments, and when y=1 vs. y=0 for the chain and common 
cause). For each participant we conducted a t-test comparing 
the 6 inferences when the irrelevant variable was 1 against 
the six inferences when the irrelevant variable was 0. Out of 
a total of 51 participants, 44 gave higher inferences when 
the irrelevant variable was 1 than 0, and for 19 participants 
this effect was significant (despite the fact that each t-test 
was computed with only 12 judgments). If there really is no 
overall tendency to violate the Markov Assumption, given a 
bidirectional α=.05, with 51 subjects only 1 or 2 participants 
should have a significant positive Markov violation merely 
due to chance. Only 7 had averages that went in the opposite 
direction, and none of those were significant. In sum, the 
habit to violate the Markov assumption is common. 
Explaining Away The left side of Table 3 shows the 
normative calculations and empirical means for the three 
inferences pertinent to explaining away. The right side 
shows confidence intervals of the difference between the 
two inferences such as P(x=1|y=1,z=0) - P(x=1|y=1,z=1)  
that provide the crucial tests of explaining away. The 
confidence intervals were calculated using mixed linear 
regressions with by-subject random effects on the intercept 
and the slope (the difference between the two judgments) to 
account for repeated measures. The lower bound of the 
confidence interval identifies whether the amount of 
explaining away is significantly higher than zero and the 
upper bound identifies whether the amount of explaining 
away is significantly lower than the normative amount.  

The inferences for P(x=1|y=1) were on average lower 
than the inferences for P(x=1|y=1,z=1), not higher as 
implied by the normative model. The inferences for 
P(x=1|y=1,z=0) and P(x=1|y=1,z=1) were not significantly 
different; normatively P(x=1|y=1,z=0) should be higher. 

 
Table 3. Explaining Away Results in Study 1. 

 
 Raw 

Inferences 
Explaining Away 

Comparisons 
Inference Norm. Empi- 

rical 
Norm 95%CI of 

Difference 
P(x=1|y=1,z=1) .60 .70 - - 
P(x=1|y=1) .71 .59 .11 [-.16, -.06] 
P(x=1|y=1,z=0) 1 .69 .40 [-.08,  .06] 
 

In summary, Study 1 found that even when participants 
experience learning data that instantiates the statistical 
relations among the variables, people still commit violations 
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of the Markov assumption and still do not show a tendency 
towards explaining away. We have also run another version 
of this study with more extreme parameters, which shows 
that people are sensitive to the parameters (they are paying 
attention to the learning data), yet they still show violations 
of the Markov assumption and they show better but still 
suboptimal explaining away. 

Study 2: Continuous Variables 
The purpose of Study 2 is to test the same phenomena but 

with Gaussian-distributed variables. Very little research on 
causal inference has investigated variables on an ordinal, 
interval, or ratio scale generally. The normative model we 
use is linear regression. 

It is not possible to directly compare reasoning with 
binary vs. Gaussian data because the multivariate 
distributions imply different inferences. However, one study 
that allowed for close comparisons revealed a shift from 
exemplar memory (binary) to cue abstraction (continuous) 
(Juslin, Olsson, & Olsson, 2003). In our studies, both for 
binary and continuous variables, both exemplar and cue 
abstraction processes lead normative inferences. Still, 
evidence of different reasoning processes raises the 
possibility that the Markov violations and insufficient 
explaining away may not generalize to Gaussian variables. 
Markov Assumption  One reason people might violate the 
Markov Assumption is because they believe that the 
variables are not perfectly observed when they are presented 
in a “coarse” binary manner (Rehder & Burnett, 2005, 
called this the “uncertainty model”). Consider the chain X→
Y→Z. Suppose you are told that Y is present but Z is absent 
and you are asked to infer X. Suppose further that you 
believe that X, Y, and Z can actually assume any state from 
0-100, and “present” refers to a value greater than or equal 
to 50 and “absent” refers to a value less than 50. Given that 
the binary states of Y and Z conflict (y=present, but 
z=absent), one might presume that both Y and Z are close to 
50. In that case one might infer that X is also fairly close to 
50. However, if you are told that y=present and z=present, 
you might assume that they are both strongly present (e.g., 
maybe somewhere near 75), and then infer that X is strongly 
present. In summary, if people view binary variables as 
coarse simplifications of variables that are actually 
magnitudes, one plausible hypothesis is that people will be 
more likely to respect the Markov Assumption when 
reasoning about magnitude variables.  
Explaining Away  It is possible that explaining away might 
be easier to understand with Gaussian variables. Going back 
to the example in the introduction in which Y is the average 
of X and Z, it should be fairly obvious that X and Z must be 
on opposite sides of Y. This heuristic that X and Z tend to be 
on the opposite sides of Y captures the basic idea that X and 
Z are negatively dependent given Y.3 In fact, Nisbett and 
Ross suggested that a simple “hydraulic heuristic” was 

                                                             
3 This heuristic would not produce perfect responses in our 

study, but would capture the fundamental idea of explaining away. 

relied on in some circumstances, “as if causal candidates 
competed with one another in a zero-sum game” (1980, p. 
128), though this was not empirically tested. In sum, 
explaining away might be easier with Gaussian variables. 

Methods 
Participants Fifty undergraduates were paid $12 per hour; 
the study lasted 32 minutes on average. They were also paid 
10 cents for each judgment accurate within 3 points on 
either side of the correct response. 
Stimuli and Design and Procedure. Study 2 was similar to 
Study 1 except in the following ways. The learning data 
comprised 32 trials, but the three variables were integers on 
the scale [0-100]. The three variables were normally 
distributed with a mean of 50 and a standard deviation of 20 
(constrained such that the minimum and maximum were 0 
and 100). For all three causal structures rXY = rYZ = 2/3.  

During the test phase the values of the known variables 
were chosen randomly from a multivariate normal 
distribution with the same parameters as in the learning 
phase. Participants entered in a response on a scale 0-100. 
The parameters in the learning data mean that for the chain 
and common cause, a linear regression X~Y+Z on the 
learning data would produce a regression weight of  2/3 for 
Y and 0 for Z (due to the Markov assumption). For the 
common effect structure, a linear regression X~Y+Z would 
produce regression weights of 6/5 for Y, and -4/5 for Z (the 
negative captures the explaining away). These regression 
weights are taken as the normative answers. 

Results 
Markov Assumption For the chain and common cause, the 
Markov Assumption was tested by running regressions to 
test whether Z had any effect on the inference of X when the 
state of Y is known E(X|Y=y,Z=z). The regression was fit 
with by-subject random effects on the intercept and random 
effects on the slopes of Y and Z to account for the repeated 
measures within subjects. Table 3 shows the 95% CIs for Y 
and Z. Even though the regression weight for Z should have 
been 0 – it should have had no influence at all above and 
beyond Y, it had a positive influence for the common cause. 
The influence of Y was trending in the positive direction but 
was not significant for the chain. For the common effect 
structure, a regression was used to test whether Z had any 
influence on X when the state of Y was not known, and it did 
have a significantly positive effect. 

 
Table 4. Regression Weights for Markov Assumption in 

Study 2. 
 

Weight Norm. X→Y→Z X←Y→Z X→Y←Z 
Y 0.66 [.48, .75] [.32, .61] - 
Z 0.00 [-.06, .20] [.06, .31] [.23, .48] 

 
Explaining Away Explaining away was tested with a 

linear regression with the cues Y and Z as predictors of X for 
the common effect. The 95% confidence intervals were 
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[0.87, 1.20] for Y,  and [-0.42,-0.14] for Z. The fact that the 
confidence interval for Z is entirely less than zero implies 
that there was a significant explaining away effect. 
However, the lower end of the confidence interval, -0.42, is 
only about half as low as the normative value of -0.80.  

Figure 9 shows a histogram of coefficients for Z when 
separate regressions are run for each participant. There is 
considerable variance and skew, but the distribution 
supports a more optimistic view of participants’ adherence 
to normative explaining away principle than the overall 
regression with random effects on the slope. That is, the 
mode of the distribution is around -0.50 and the median was 
-.44. Still, only 5 out of the 50 participants had regression 
weights less than the normative value of -0.80, though the 
coefficients should be centered on -0.80 if participants were 
following the normative principle. 

 
Figure 2. Explaining Away in Study 2. The vertical bar is 

the normative regression weight and the horizonal bar is the 
95% confidence interval. 

General Discussion 
Two experiments tested whether people could ignore 
statistically irrelevant variables when making causal 
predictions (Markov assumption) and whether they could 
accurately predict the state of one cause given knowledge of 
its effect and an alternative cause (explaining away). These 
experiments are unique in that they 1) gave participants 
learning data that instantiated the statistical relations, 2) 
incentivized participants for correct responding with 
monetary rewards, and 3) tested both binary and Gaussian 
variables. Additionally, even though trial-by-trial learning is 
one the most common paradigms for studying causal 
reasoning, it has only been used once previously to examine 
Markov violations with binary variables (Park & Sloman, 
2013 Experiment 3), not for Gaussian variables or 
explaining away. For the most part, our participants 
continued to violate the Markov assumption and did not 
explain away sufficiently, if at all. 

Despite the insufficient explaining away observed here, 
explaining away may occur in other situations. First, it may 
appear when reasoning about very rare and or very strong 
causes, parameters not tested here. Second, it might be 
facilitated by reasoning about concrete mechanisms (Ahn & 
Bailenson, 1996). Third, it may arise due to domain-specific 

heuristics. For example, a doctor might conceptualize two 
rare diseases as essentially mutually exclusive.  

These studies imply that even with experience with the 
multivariate distribution people still have difficulties 
making accurate judgments. In the future it will be 
important to identify ways to facilitate normative inference. 
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Abstract 

When testing which of multiple causes (e.g., medicines) 
works the best, the testing sequence has important 
implications for the validity of the final judgment. Trying one 
cause for a period of time is important if the cause has 
tolerance, sensitization, delay, or carryover effects (TSDC). 
Alternating between the causes is important in autocorrelated 
environments – when the outcome naturally comes and goes 
in waves. Across two studies, participants’ beliefs about 
TSDC influenced the amount of alternating; however, their 
beliefs about autocorrelation had a very modest effect on the 
testing strategy. This research helps chart how well people 
adapt to various environments in order to optimize learning, 
and it suggests that in situations with no TSDC effects and 
high autocorrelation, people may not alternate enough. 

Keywords: causal reasoning, information search, dynamic 
environments 

Introduction 
Information Gathering and Hypothesis Testing in a 
Causal Environment 
How do people choose which of two causes produces the 
most desirable outcome by repeatedly testing the two 
causes? Information gathering and hypothesis testing have 
been studied extensively in other fields. One particularly 
close example is how people choose which of two gambles 
produces the highest reward on average by repeatedly trying 
the two gambles (Hills & Hertwig, 2010). However, testing 
causes introduces a variety of complexities that need to be 
considered in the testing process. 

For concreteness, imagine that a patient has chronic back 
pain and a doctor gives the patient two medicines to try. 
Each day the patient can try one of the two medicines, and 
at the end of 14 days he makes a choice about which 
medicine is better so the doctor write a prescription for the 
indefinite future. The question of interest is how the patient 
chooses between the two medicines on each of the 14 days. 

One critical feature of causal search is that different 
causes have different temporal mechanisms. Tolerance is 
when a cause generally, or a medicine in particular, initially 
works but has weaker effectiveness with repeated use (e.g., 
caffeine). Sensitization is when a cause requires repeated 
use to become effective (e.g., antidepressants). Delay, 
somewhat similar to sensitization, is when a cause takes 
time before working. Lastly, carryover is when a cause 
continues to work even after the cause is stopped.  

In the back pain scenario, if the patient believes that the 
medicines could have tolerance, sensitization, delay, or 
carryover (hereafter TSDC) effects, it would make sense to 
perseverate, to try Medicine 1 for a while and then switch to 

Medicine 2 for a while, rather than alternating between the 
two. For tolerance and sensitization, perseveration is 
necessary to see if the effectiveness changes over time. For 
delay and carryover, switching quickly between the 
medicines will make it difficult to determine whether the 
current medicine is responsible for the current level of back 
pain, whether the previous medicine is having an influence 
(carryover), or whether the current medicine has not started 
to work (delay). Trying each medicine for a period of time 
will give a clearer picture of which medicine is better 
(Laska, Meisner, & Kushner, 1983).  

Another critical feature of the environment is the temporal 
pattern of the outcome variable (e.g., back pain) over time. 
In some environments the outcome is autocorrelated. For 
example, presumably an individual’s back pain comes and 
goes in waves (autocorrelated). In other environments the 
outcome variable is random from one observation to the 
next. Though it is theoretically possible for an individual 
patient’s back pain to be random from day to day, more 
obvious situations of independent and identically distributed 
(iid, or low autocorrelation) data involve a doctor trying the 
medicines on 14 separate patients such as in a between-
subjects randomized controlled trial.  

If the outcome is IID, the order in which the two 
medicines are tested does not matter. However, in 
autocorrelated environments, it is problematic to try Cause 1 
for a long period of time before trying Cause 2 for a long 
period of time. Consider trying Medicine 1 for 7 days, and 
then Medicine 2 for 7 days, and the pain generally decreases 
over the 14 days. It is not possible to know if the decrease is 
due to the change in medicine or due to an underlying 
temporal trend because they are confounded. Instead, 
alternating between the medicines would distinguish the 
medicines and the underlying trend, leading to more 
accurate inference.  

In sum, increased plausibility of TSDC effects should 
lead a learner to perseverate more. Believing that the 
baseline trend comes and goes in waves (is autocorrelated) 
should lead a learner to alternate more. There is existing 
evidence that people are able to detect more vs. less 
autocorrelation (Lopes & Oden, 1987), detect whether a 
causal mechanism is exhibiting tolerance or sensitization 
(Rottman & Ahn, 2009), and use knowledge about delay 
when interpreting time-series data for making causal 
inferences (e.g., Hagmayer & Waldmann, 2002). However, 
it is not known whether people are able to make use of 
knowledge about TSDC and autocorrelation when planning 
a testing strategy to optimize learning rather than just 
interpreting pre-existing data. 
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Motivation of Current Experiments 
A previous set of studies using the medicine for back pain 

scenario found that most participants tended to perseverate, 
though about 7% of participants alternated consistently 
(Rottman, 2014). In this task the underlying back pain 
function was autocorrelated, which caused participants who 
perseverated to have very high error rates, grossly over or 
underestimating the actual difference in the effectiveness of 
the two medicines. For example, if the baseline pain trend 
increased over time, participants often concluded that the 
first medicine worked much better than the second. 
Participants who alternated, either by choice or by 
instruction, were much more accurate. Furthermore, 
perseveration vs. alternation did not make a difference when 
the underlying function was random from day to day. 

Given that perseveration caused worse performance, why 
did most participants perseverate? One potential reason is 
that they were worried about TSDC effects and wanted to 
give each medicine enough time to exhibit these effects. A 
second reason is that they thought that back pain was 
random from day to day, in which case alternation would 
not be necessary. The current studies test whether people 
have the foresight to choose appropriate search strategies 
based on their beliefs about autocorrelation and TSDC. 

There are at least two other factors that may influence this 
search task. If participants really imagine themselves as the 
patient in the scenario, they might try to test the medicine 
that they think is currently working the best (“exploiting”). 
This could lead to just a couple switches between the 
medicine rather than frequent alternating. A very similar 
strategy to exploiting is some sort of positive test strategy – 
to keep on testing the medicine that one thinks is working 
better because one erroneously thinks that testing this 
medicine is the best way to figure out which of the two 
medicines actually works best. Exploiting and positive 
testing are hard to empirically disentangle.  

The following two studies test whether people are able to 
use their beliefs about autocorrelation and TSDC effects to 
choose more optimal search strategies. In Study 1, I 
approached this question by creating cover stories for which 
participants had different pre-existing beliefs about 
autocorrelation and TSDC to see if they are able to make 
use of these beliefs. In Study 2, I directly manipulated 
participants’ beliefs about TSDC and autocorrelation. Both 
of these studies have strengths and weaknesses. The strength 
of Study 2 is that it has a high degree control. However, the 
weakness is that by manipulating people’s beliefs explicitly 
it cannot assess how people behave in situations for which 
their beliefs about TSDC and autocorrelation are internally 
generated. In addition, Experiment 2 used 15 different cover 
stories to examine information search across a variety of 
situations for external validity.  

Study 1 
The purpose of Study 1 was to test whether background 
information that participants have about TSDC effects and 
autocorrelation influences their information search patterns.  

Methods 
Participants There were 300 participants from MTurk, 
about 20 participants per cover story. They were paid $1 for 
about 6-8 minutes, with the possibility of a bonus. 
 
Stimuli and Design There were three conditions and five 
cover stories per condition (Table 1). Condition A was the 
base case with high autocorrelation and low TSDC. A 
prototypical cover story is choosing which of two gas 
stations has cheaper prices after visiting one or the other for 
14 weeks. Presumably participants would realize that gas 
prices fluctuate in waves over time. However, going to one 
gas station on a given week should have no effect on the gas 
prices the next week (no opportunity for TSDC effects). 

Condition B had stories with high autocorrelation and 
high TSDC. A prototypical example is testing two 
medicines on their effects on back pain within one patient 
over 14 days. Here TSDC effects are plausible, and back 
pain is likely to come and go in waves even without taking 
any medicine. Comparing Conditions A and B tests whether 
beliefs about TSDC have an influence on search strategy 
 

Table 1: Summary of Cover Stories in Study 1. 
 

Condition A – TSDC Low, Autocorrelation High: This is 
the base case to which the other two conditions can be 
directly compared. The stories are 1) choosing which gas 
station has cheaper prices after visiting one or the other for 
14 weeks, 2) determining which grocery store has cheaper 
blueberry prices after going to one or the other for 14 
weeks, 3) deciding which location to install a solar panel by 
testing how much electricity it generates in one or the other 
location over 14 days, 4) deciding on a new deodorant by 
trying one or the other for 14 days, 5) choosing the faster 
route to work by trying one or the other for 14 days. 
Condition B – TSDC High Autocorrelation High: 
Participants tested two treatments on one patient over 14 
consecutive days to figure out which treatment worked 
better. The causes could potentially have TSDC effects. The 
scenarios involve testing which of two medicines works 
better to relieve 1) back pain or 2) allergies, 3) testing two 
brands of vitamin supplement to increase vitamin D, 4) 
testing psychological reward vs. punishment to reduce 
thumb sucking in a child, and 5) testing  yoga vs. meditation 
to improve mood.  
Condition C - TSDC Low, Autocorrelation Low: Each of 
the 14 observations should be viewed as independent of the 
prior observation. The scenarios involve 1) choosing 
between two instant lottery games on 14 consecutive days to 
figure out which one has the higher payoff, 2) having 14 
consecutive restaurant customers judge one of two teas 
before deciding which tea to buy for future customers  3) 
choosing which of two pain medicines works better by 
testing them on 14 different patients, 4) choosing whether 
reward vs. punishment works better to reduce thumb 
sucking in 14 children, 5) choosing whether yoga vs. 
meditation improves mood more in 14 separate patients. 
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Condition C had stories with low autocorrelation and low 

TSDC effects. A prototypical example is a doctor testing 
two back pain medicines on 14 sequential patients (each 
patient gets only one medicine once). There should be no 
autocorrelation or TSDC effects across 14 patients because 
there is no plausible way that one patient’s pain level or 
medicine should influence another patient’s pain level. 
Comparing Conditions A and C tests for an influence of 
autocorrelation beliefs on the testing strategy. 

There is no fourth condition because it is difficult to 
conceive of situations in which each observation is 
independent from the previous one (low autocorrelation) yet 
an intervention at one time could have some TSDC effect at 
a later time. It is not that such a case is impossible (see 
Experiment 2), but that it would be hard to devise a natural 
situation that participants would confidently interpret as 
having low autocorrelation and high TSDC effects.  

There were 3 reasons for having 5 stories per condition. 
First, if only one story was used per condition, any 
differences between condition could be due to the different 
story. Thus I took the approach of sampling from a broader 
range. Second, using a variety of stories introduces 
variability in the cover stories within and across conditions 
(e.g., degree of belief in autocorrelation), which is useful for 
correlational analyses. Third, the cover stories allow for a 
degree of external validity not typically afforded to many 
reasoning studies. 
 
Procedures and Manipulation Checks Participants were 
randomly assigned to one of the 15 cover stories. After 
reading the story they answered two questions about 
whether the outcome (e.g., pain, mood) was autocorrelated 
or not. Two measures were used because there are no 
validated instruments about autocorrelation beliefs, and 
autocorrelation beliefs can be queried multiple ways. 
Question 1 asked whether the outcome scores were closely 
related (9) to the prior observation or not (1). Question 2 
showed participants a graph with low, medium, and high 
autocorrelation and participants judged which graph 
reflected their beliefs about the outcome on a 1-9 scale. 
Even though the two measures were not strongly correlated, 
r=.27, p<.001, they behave similarly for all the analyses, so 
they are averaged for simplicity. The manipulation worked 
as intended. Participants believed that autocorrelation was 
higher in Condition A (M=5.4, SD=1.8) than C (M=3.5, 
SD=2.0), t(202)=7.01, p<.001, d=.98, and there was no 
difference between A and B (M=5.6, SD=1.7), t(197)<1. 

Then, participants in Condition B were asked to rate 
whether the causes would have TSDC effects. These four 
questions were not asked in Conditions A and C. For 
example, it does not make sense how one patient’s medicine 
would have a tolerance or carryover effect on another 
patient’s back pain (Condition C). Asking participants to 
make such a judgment could encourage unintended beliefs 
about the scenario to accommodate the question. The only 
exception was that these questions were asked of the 

deodorant story in Condition A; this story was included in 
Condition A instead of B because it was guessed that 
deodorant would be viewed to have low TSDC effects. 

Beliefs about tolerance, sensitization, delay, and 
carryover were all significantly (p<=.01) but weakly (rs in 
the range of .23-.27) correlated; the only exception was that 
tolerance and delay were uncorrelated, r=-.06, p=.53). Even 
though they were weakly associated, they are all expected to 
have the same influence on alternation (and indeed they all 
show the same pattern when analyzed separately), so for 
conceptual convenience they were averaged. Participants 
were worried about the possibility of TSDC effects within 
Condition B; the average rating was 5.12, right at the middle 
of the 9-point scale, “somewhat likely”. Average ratings for 
individual scenarios ranged from 4.62 to 5.78. The 
deodorant story had an average rating of 3.35, verifying that 
it did belong in Condition A. 

Next, participants were tasked with figuring out which of 
the two options produced a better outcome. Participants 
received 14 sequential choices between the two options. 
After they chose one option they saw the outcome score 
(e.g., pain, mood, etc.). When they were ready they made 
the next choice. 

The outcome score after each choice was determined in 
the following way. There was a baseline function that 
participants did not know about. One of the options 
increased the score of the baseline function by exactly 5 
points whenever it was chosen, and the other did not change 
the score from the baseline function. So, at any given 
choice, one option always worked exactly 5 points better 
than the other, but participants could not directly experience 
the 5 point difference because they had to choose between 
the two options. The outcome scores were given 
numerically, and disappeared when the next choice was 
made; they did not see a graphical plot over time. 

In Conditions A and B, the baseline function was a 
compilation of three sine waves with different amplitudes 
and frequencies. This function is highly autocorrelated and 
gradually fluctuates in unpredictable waves. In Condition C, 
14 observations from the function were sampled, but then 
randomized so that the data would support the interpretation 
that the observations were independent, not autocorrelated. 

After making the 14 choices participants were instructed 
to identify the better option (e.g., the higher option for the 
Vitamin D scenario and the lower option for the back pain 
scenario). They also rated how much better it was; 5 points 
was the correct answer counterfactually. Participants knew 
in advance that they would earn a 20, 15, 10, or 5 cent 
bonus for a judgment within 2, 4, 6, or 8 points on either 
side of the correct answer, respectively. 

Finally, participants rated the extent to which they 
exploited and used a positive test strategy. They were asked: 
“When I thought that one medicine was working better than 
the other, I would continue to use that medicine”…“in order 
to reduce my pain during the 14 days” (exploitation) and “in 
order to figure out whether it really works better or not to 
choose the best medicine for the future” (positive testing). 
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Exploitation and Positive Testing had a correlation of .70, 
and were averaged to create one composite measure (EPT). 
The reason for asking these questions was to understand 
why certain participants perseverated. However, there is a 
challenge in interpreting these sorts of questions in which 
subjects introspect about their reasons for behaving in a 
particular way; it is possible that they use the questions to 
justify their behavior even if it was not actually the cause of 
the behavior. Participants had higher ratings for exploiting 
and positive testing in Condition B (M=5.3, SD=2.4) than A 
(M=4.1, SD=2.8), t(197)=3.3, p=.001, and C (M=3.9, 
SD=2.6), t(195)=4.1, p<.001, and no difference between A 
and C, t(202)<1. This difference could be interpreted two 
ways. First, it could be interpreted as a confound, that there 
was some inherent difference in Condition B that lead to 
exploiting and positive testing. Another interpretation is that 
participants perseverated more in Condition B, and 
consequently rated these questions higher as justification. 
The analyses will account for both of these possibilities. 

 

 
Figure 1: Histograms of Alternation in Study 1. 

Results 
The dependent variable of interest was the number of times 
that participants alternated between the two choices. Given 
that there were 14 choices, there were 13 opportunities to 
alternate; 9 participants are ignored in future analyses for 
alternating zero times suggesting disengagement in the task. 

Figure 1 shows histograms of the number of alternations. 
In Condition B, almost all participants alternated less than 
chance (7 out of 13 possibilities), and there were almost no 
participants who consistently alternated. The most common 
strategy was to try one option (often for exactly 7 days), and 
then try another option.  

In contrast, Conditions A and C have trimodal 
distributions suggesting three strategies: alternating exactly 
once, exactly 13 times, or something in the middle – 
alternating roughly randomly or every 2 to 3 observations. 
Because of the three distinct strategies, some of the 
following analyses use multinomial regression with three 
outcome categories: 1, 2-12, and 13. 

 

Accuracy The prior research already demonstrated that 
alternating reduces error in participants’ judgments of which 
option is better and by how much. This finding was 
replicated. Within the autocorrelation high conditions (A 
and B), more alternation is associated with less absolute 
(logged) error, b=-.11, p<.001, r2=.15, but within the 
autocorrelation low condition (C), the number of 
alternations had no influence on the amount of error, b=-.01, 
p=.48, and the interaction is significant b=.09, p=.002. This 
finding highlights the importance of alternating in 
autocorrelated environments. 

 
Autocorrelation Beliefs Conditions A and C provide the 
minimal pair to test the influence of autocorrelation beliefs, 
so only these two conditions are analyzed here. The critical 
question is whether participants who believed that the 
outcome was more likely to be autocorrelated alternated 
more. In Figure 1 there is no obvious difference between 
Conditions A vs. C. A multinomial logistic regression 
assessed whether autocorrelation beliefs were associated 
with different distributions across the three basic strategies 
(1 vs. 2-12 vs. 13 alternations). The 2-12 strategy was set as 
the reference, so the regression tests whether autocorrelation 
beliefs are associated with a change in the ratio of 1 vs. 2-12 
alternations, and in the ratio of 13 vs. 2-12 alternations. The 
regression did not find any influence of participants’ beliefs 
about autocorrelation on alternation: b=.04, p= .73 for 1 vs. 
2-12, b=.02 p=.85 for 13 vs. 2-12. To investigate whether 
the autocorrelation beliefs had an influence on the amount 
of alternations within the range of 2-12 (n=127), a Gaussian 
regression was run within this subset of data. There was a 
marginal positive effect of beliefs about autocorrelation on 
number of alternations, b=.17, p=.10; if there is any effect of 
autocorrelation beliefs is very small, r2=.02. 
 
TSDC beliefs There is a large difference in the pattern of 
alternations between Conditions A and B (Figure 1). As 
already explained, when comparing Conditions A and B 
there is a possible confound of exploiting and positive 
testing (EPT). This possible confound was accounted for 
two ways. 

First, multinomial regression was run to predict number 
of alternations in Condition A vs. B while statistically 
controlling for EPT. Higher scores on EPT where associated 
with a higher ratio of 2-12 vs. 1 alternation, b=.39, p<.001. 
The reason for this increase is that EPT often requires trying 
Option 1, then trying Option 2, and sometimes switching 
back to Option 1 if it is judged to be more beneficial; in 
contrast, a common strategy that does not involve exploiting 
is trying Option 1 for (roughly) 7 days and then Option 2 for 
7 days. EPT was also associated with a higher ratio of 2-12 
alternations relative to 13 alternations, b=1.02, p<.001; 
alternating at every opportunity necessarily means not 
exploiting. Above and beyond EPT, Condition B (relative to 
Condition A) was associated with a higher ratio of 1 
alternation relative to 2-12, b=.94, p=.03, and was also 
associated with a higher ratio of 2-12 alternations than 13, 
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b=1.64, p=.05. In sum, this analysis suggests that 
participants alternated less in Condition B even after 
controlling for EPT beliefs; a likely reason is the possibility 
of TSDC effects. 

The second way to test of an effect of TSDC beliefs but 
removing the possible confound of EPT between Conditions 
A and B, involved testing whether TSDC beliefs were 
correlated with the amount of alternation only within 
Condition B (and also including the deodorant story), for a 
total of 118 participants. Because the distribution for 
Condition B in Figure 1 does not show the characteristic tri-
modal distribution of the other two conditions, a Poisson 
regression was run (due to the skew). This regression a did 
not reveal an effect of TSDC, b=.02, p=.47. These findings 
do not change if both TSDC and autocorrelation beliefs are 
simultaneously used as predictors. In sum, there is mixed 
evidence as to whether TSDC beliefs influence the amount 
of alternation.  

Discussion 
Study 1 assessed whether beliefs about autocorrelation and 
TSDC that participants have going into the search influence 
the search pattern. It would make sense for high 
autocorrelation beliefs to lead to many alternations, and for 
high TSDC beliefs to lead to low alternation.  

This study successfully activated beliefs of high vs. low 
autocorrelation for different scenarios, yet these beliefs had 
minimal if any influence on participants’ alternation 
patterns. There is mixed evidence on whether TSDC effects 
had an influence on the testing strategy. There was a 
significant difference in the search patterns between the 
high vs. low  TSDC stories, even after accounting for a 
possible confound of exploitation and positive testing. 
However, beliefs about TSDC within the high TSDC 
condition had no influence on search strategy.  

The strength of Study 1 was that it assessed the influence 
of participants’ own beliefs about TSDC and autocorrelation 
in a variety of learning challenges, but the weakness is 
lower control. Study 2 attempted a more controlled and 
stronger manipulation of TSDC and autocorrelation beliefs 
to see whether people can use this knowledge, when made 
more explicit, to choose appropriate search strategies. 

Study 2 

Methods 
Participants There were 201 participants from MTurk, and 
they were again paid $1 with a bonus of up to 20 cents.  
 
Stimuli and Design For increased control, only the back 
pain cover story was used. The design was a 2 (TSDC: high 
vs. low) x 2 (Autocorrelation: high vs. low). 
 
Procedures The procedures were very similar to Study 1 
except for the following differences. Beliefs about 
autocorrelation were manipulated by presenting participants 
with 14 days of pain scores sequentially before starting to 

test the 2 medicines for another 14 days. The pain scores 
(both in the initial 14 days and during the 14 days of testing) 
were either autocorrelated using the same wave-like 
function from Study 1, or they were from the same function 
but randomized across the 28 days just like in the 
autocorrelation low condition from Study 1. Participants 
then judged the amount of autocorrelation in the back pain 
level using the same two measures from Study 1. The two 
measures were moderately correlated, r=.49, p<.001, and 
both received significantly higher scores in the high 
condition: Question 1, M=5.8 vs. 4.0, t(196.07)=6.71, 
p<.001, d=.95; Question 2, M=7.0 vs. 3.0 t(198.96)=12.89, 
p<.001, d=1.82. 

After experiencing the initial 14 days, participants were 
told that they visit a doctor who tells them about the two 
medicines that they can test for 14 days. The doctor conveys 
information about the medicines that manipulates whether 
TSDC beliefs were high or low. Participants were told that 
the medicines start to work in 30 minutes (low) vs. 1-2 days 
(high), that they continue to work for 12 hours (low) vs. 1-2 
days (high), and that they either do not (low) vs. may start to 
work better or worse after repeated use (high). In order to 
move forward with the study they had to correctly answer 
three questions about TSDC to verify that participants had 
read these instructions. The 14 days of testing proceeded the 
same way as in Study 1. 

 
Figure 2: Histograms of Alternation in Study 2. 

Results 
TSDC and Autocorrelation Beliefs Figure 2 shows 
histograms of the number of alterations by condition. Casual 
inspection reveals that 1) most participants across all 
conditions alternated fairly little, 2) there appears to be 
considerably more alternation in the low than high TSDC 
condition, and 3) it is less evident whether the 
autocorrelation manipulation influenced the test strategy. 

A multinomial regression predicting alternation pattern (1 
vs. 2-12 vs. 13) was run with autocorrelation and TSDC 
conditions as predictors. Increasing TSDC beliefs increased 
the ratio of 1 vs. 2-12 alternations, b=1.35, p<.001, and 
(marginally) increased the ratio of 2-12 vs. 13 alternations, 
b=1.86, p=.08. Increasing beliefs about the amount of 
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autocorrelation increased the ratio of 2-12 vs. 1 alternation, 
b=.95, p=.003, but it did not have an influence on ratio of 2-
12 vs. 13 alternations, b=.26, p=.67.  

For the sake of robustness, a Poisson regression was also 
run to model the entire distribution rather than just the three 
categories of alternation. Higher TSDC beliefs caused less 
alternation, b=-.97, z=10.80, p<.001. Higher autocorrelation 
beliefs caused a marginally higher amount of alternation, 
b=.15, z=1.88, p=.06.  

General Discussion 
Two studies found that people use knowledge of tolerance, 
sensitization, delay, and carryover effects (TSDC), 
particularly when information about such effects was 
provided explicitly instead of implicitly, for deciding how to 
test which of two causes produces a better outcome. In 
contrast, the studies found minimal use of beliefs about 
autocorrelation in the environment for deciding how to test 
the causes.  

Performance in the TSDC low autocorrelation high 
condition in Study 2 is especially problematic. In this 
condition participants have all the information they need 
that would warrant frequent switching (they know that 
TSDC effects are not plausible and they know that the pain 
function has waves), yet there was still no consistent pattern 
of alternating, which would have produced more accurate 
judgments and higher payoffs. Two likely culprits are a 
desire to exploit, and positive testing, though it is very 
difficult to empirically distinguish these two strategies. 
Indeed, out of participants in Study 2 who eventually said 
that one medicine was better than the other (not equal), 40% 
tested both medicines exactly 7 times, 47% tested the 
medicine they eventually thought worked better more than 7 
times, and only 13% tested the medicine that they 
eventually thought worked better less than 7 times. 
Whenever one tests one option more than the other 
(exploitation) it inherently limits the number of possible 
alternations. One direction for future research is to examine 
how people test two causes in a situation for which there is 
no possibility of exploiting or the possible outcomes are 
equally desirable.  

How will these results, particularly the low rates of 
alternation, translate into the real world? One plausible 
hypothesis is in the real world people would want to exploit 
even more, which could further reduce the probability of 
choosing the correct medicine. On this topic, it will be 
important to further probe whether implicit vs. explicit 
beliefs moderate the extent to which knowledge about 
TSDC and autocorrelation is used. In Study 2, knowledge 
about TSDC and autocorrelation were made more explicit, 
but in many contexts in the real world it would not be so 
explicit (Study 1). 

How do people test two causes when they also have the 
possibility of trying neither? In the current study 
participants were forced to try one or the other. Abstaining 
from either cause, if used appropriately, could help 

participants distinguish increasing and decreasing trends 
from TSDC effects. 

Another direction for future study is separately examining 
beliefs about tolerance, sensitization, delay, and carryover 
effects on the testing strategy. In the current research they 
were grouped together because they should all have the 
same influence on the amount of alternation. Additionally, 
even if they are in fact separable, they are interrelated. For 
example, sensitization is similar to delay, the difference 
being that delay is the time of onset after a single dose or 
intervention, whereas sensitization is an accumulation 
across doses or interventions. Furthermore, in many 
situations a learner may have a belief that TSDC effects are 
plausible, but not have specific beliefs about any of them. 
Thus, as a first investigation it seemed sensible to group 
them together. But it will also be important to investigate 
how people reason about combinations of them. 

Lastly, an optimal learner model of autocorrelation and 
TSDC would help clarify exactly how one should test two 
causes. However, such a model will be challenging to build 
because of the many possible functional forms of TSDC. 

More broadly, most research on causal learning has 
investigated situations with low autocorrelation and for 
which TSDC effects are implausible. Yet, in many causal 
decisions autocorrelation is high and TSDC effects are 
plausible. Understanding how people reason in these 
complex environments is critical for predicting human 
behavior and providing support or training where people 
have suboptimal habits, such as physicians and patients 
working together to identify the optimal medicine. 
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Abstract 

Like scientists, children and adults learn by asking questions 
and making interventions. How does this ability develop? We 
investigate how children (7- and 10-year-olds) and adults 
search for information to learn which kinds of objects share a 
novel causal property. In particular, we consider whether 
children ask questions and select interventions that are as 
informative as those of adults, and whether they recognize 
when to stop searching for information to provide a solution. 
We find an anticipated developmental improvement in 
information search efficiency. We also present a formal 
analysis that allows us to identify the basis for children’s 
inefficiency. In our 20-questions-style task, children initially 
ask questions and make interventions no less efficiently than 
adults do, but continue to search for information past the point 
at which they have narrowed their hypothesis space to a 
single option. In other words, the performance change from 
age seven to adulthood is due largely to a change in 
implementing a “stopping rule”; when considering only the 
minimum number of queries participants would have needed 
to identify the correct hypothesis, age differences disappear.  

Keywords: information search, active learning, 20-questions 
game, cognitive development. 

Introduction 
How should one seek evidence to test a hypothesis? This 

question has been discussed extensively within the 
philosophy of science (e.g., Crupi, 2014), and also describes 
a basic challenge faced by learners of any age (e.g., Markant 
& Gureckis, 2012; McKenzie & Mikkelsen, 2000; Oaksford 
& Chater, 1994): deciding which piece of evidence is most 
valuable to obtain, be it by questioning knowledgeable 
informants or directly intervening on the world. Here we 
explore how children (7- and 10-year-olds) and adults seek 
information in the context of a hierarchical causal inference 
task, with the aim of identifying the nature and source of 
variation in the efficiency of search across development. 

Causal inference often requires categorizing objects and 
determining the level at which a given causal property 
applies. For example, most exemplars of the basic-level 
category lamp produce light, but not all pieces of furniture, 
the superordinate-level category, do. Using a 20-question-
style task, we consider whether children are able to ask 
questions and select interventions that are as informative as 
those of adults, and whether they are able to recognize when 
to stop searching for information to provide a solution. 

Previous research investigating children’s information 
search has used variants of the “20-questions game,” where 
the task is to identify an unknown target object by asking as 
few yes-or-no questions as possible, either generating the 
questions from scratch (e.g., Chouniard, 2007; Legare et al., 
2013; Mosher & Hornsby, 1966; Ruggeri & Lombrozo, 
2015) or selecting them from a list of provided alternatives 
(Nelson et al., 2013). These studies compared different age 
groups and found that the ability to ask effective questions 
undergoes a large developmental change from age 4 to 11.  

In the current paper, we go beyond previous work in three 
ways. First, we adopt a quantitative approach, formalizing 
the efficiency of information search across development 
from age 7 to adulthood. This formal approach allows us to 
disentangle two components, or building blocks (Gigerenzer 
et al., 1999), required for performance: (1) an information 
search component, which involves the ability to select the 
most efficient information search path (e.g., to ask the most 
informative question at each time point), and (2) a stopping 
rule, which establishes when enough information has been 
collected. Our analysis aims at identifying which of these 
components accounts for developmental differences in 
information search. One intriguing possibility is that 
children are just as efficient as adults in their information 
search, but differ with respect to their stopping rule: they 
continue to seek information even when it is no longer 
needed to constrain their search. Beyond developmental 
comparisons, our formal approach allows us to measure the 
efficiency of children’s information search strategies in 
absolute terms, by comparing their strategies to optimal or 
chance models (see Nelson et al., 2013). 

Second, we compare two ways in which information can 
be sought: by asking yes-or-no questions (question asking) 
or by selecting single objects to test sequentially 
(intervention). These two paradigms present different 
challenges for the learner. The question-asking paradigm 
involves an explicit, verbal component, but also allows 
children to target entire categories directly. For instance, a 
child in the question-asking condition can ask whether “all 
lamps” have a given property, but a child in the intervention 
condition would have to test this hypothesis by selecting 
individual lamps and non-lamps one at a time. These 
conditions potentially correspond to how information search 
might unfold when learning from a knowledgeable 
informant versus directly from the world. 
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Third, we consider the role of hierarchical structure in 
information search. In our 20-questions-style task the 
objects are hierarchically organized and the possible 
solutions correspond to the levels of this structure. Using a 
hierarchical structure allows us to investigate how children 
search for information in a more complex and realistic 
environment, as opposed to the traditional scenario where 
one has to search for a single, arbitrarily-chosen object. This 
structure also allows us to consider whether children treat 
more abstract hypotheses preferentially, for instance by 
using them to initiate their search, and if so, whether they 
are only able to do so when asking questions (which can 
target higher levels in the hierarchy directly) versus making 
interventions. Higher-order hypotheses might be especially 
important not only in guiding efficient search, but in 
constraining induction more generally (Goodman, 1955). 

 
Table 1. Materials and scenarios used in Study 1 and 2.  

 

Scenario Superordinate  
category 

Basic-level 
category 

Subordinate  
category 

Planet Apres 

Animals 
Fish Goldfish 

Clownfish 

Birds Parrots 
Owls 

Plants 
Trees Apple trees 

Pine trees 

Flowers Tulips 
Daisies 

Machine 

Clothes 
Shirts Long sleeves 

Short sleeves 

Shoes Flip-flops 
Boots 

Furniture 
Tables Dining tables 

Desk 

Chairs Rocking chair 
High chair 

Magic-box 

Vehicles 
Cars Vans 

Sportcars 

Planes Planes 
Helicopters 

Fruit 
Apples Yellow apples 

Green apples 

Berries Raspberries 
Blueberries 

 
The Hierarchical 20-Questions Task. We designed a new 
task to investigate the role of hierarchical structure in 
information search, modeled after 20-questions tasks that 
have been used with children in prior research (see Mosher 
& Hornsby, 1966; Ruggeri & Lombrozo, 2015). In each of 
three trials, participants were presented with 16 objects on 
an iPad screen (in a random arrangement) and had to find 
out which set of objects shared a novel causal property. For 
example, they had to find out what kind of objects would 
turn on a machine. In Study 1 (question asking), they did so 
by asking yes-or-no questions, whereas in Study 2 
(intervention), they selected and received feedback about 
individual objects by touching them on the screen. The 16 
objects were organized hierarchically, with three levels (see 
Table 1): there were two sets of eight objects (superordinate 

level), each containing two sets of four objects (basic level), 
each containing two sets of two objects (subordinate level). 
We manipulated the category level of the objects 
constituting the solution across the three trials, which were 
presented to the participants in random order. Each trial was 
randomly assigned to one of three different scenarios. After 
each question asked or object touched, participants received 
feedback from the experimenter with a response of “yes,” 
“no,” or (in Study 1) “some.” They were prompted to put a 
red (“no” feedback) or green (“yes” feedback) frame around 
the object/s to which their question referred, thus reducing 
memory demands. After receiving feedback, participants 
could choose whether to ask one more question (or select 
one more object) or to guess the solution. Participants could 
ask as many questions (or select as many objects) and guess 
the solution as many times as they wanted to, but were told 
to find the solution with as few questions (or selecting as 
few objects) as possible. At the end of the three trials 
constituting the experimental session, participants 
performed a sorting task to determine whether they 
appreciated the hierarchical structure and were able to 
verbally label categories at each level.  
 
The Bayesian Framework. Our models and analyses are 
based on a Bayesian framework for concept learning and 
generalization (Tenenbaum & Griffiths, 2001). The 
learner’s hypothesis space is the set of hypotheses about 
which category of objects has the target causal property 
(e.g., turning on the machine). In our case, the hypothesis 
space consists of 14 alternative hypotheses, corresponding 
to all the object categories at any hierarchical level. We do 
not consider single-object hypotheses (e.g., only the yellow 
desk) because participants are explicitly told that the causal 
property applies to more than one object. Moreover, we do 
not consider disjunctive hypotheses, i.e., the combinations 
of objects across categories, such as “a boot or a desk can 
turn on the machine.” Such hypotheses were never provided 
by participants as possible solutions. Because participants 
were told that all categories, at any level, were equally 
likely to be true, we assume that participants initially 
expected all hypotheses to be equally likely, regardless of 
their level in the hierarchy.  

To update their beliefs, we assume that after each 
observation x, participants evaluate all candidate hypotheses  
(i.e., those that are compatible with all observations X 
collected until that point) according to Bayes’ rule: 
computing their posterior probability p(h|X), which is 
proportional to the product of their prior probabilities p(h) 
and likelihoods p(X|h): 
 

𝑝(ℎ|𝑋)   =     
𝑝 𝑋 ℎ 𝑝(ℎ)
𝑝(𝑋|ℎ′)𝑝(ℎ!)!"

  

  
The prior p(h) represents participants’ expectations about 

how likely the candidate hypotheses are. The likelihood 
p(X|h) represents how likely it is that X would be observed 
if h is true. Here we make the simplifying assumption that 
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for each observation x, p(x|h) is 1 if the observation is 
compatible with h and 0 otherwise, and that observations are 
independent conditioned on h, so p(X|h) is just the product 
of p(x|h) for each observation x. The posterior p(h|X) is thus 
a function of the observations X and prior knowledge about 
the likelihood of the candidate hypothesis considered. 
 
Information gain. Within the Bayesian framework it is 
possible to compute how informative each search option 
(question or object) is in terms of the expected information 
gain (e.g., Oaksford & Chater, 1994).  

At each step of the search process, the participant 
evaluates all the possible actions in terms of their 
information gain, computed by subtracting the predicted 
posterior entropy from the prior entropy: 

 
𝐼 = 𝐻!"#$" −   𝐻!"#$%&'"& . 

The entropy H embodies the uncertainty as to which, 
among the candidate hypotheses, is true. Its computation is 
based on the probabilities of each of the candidate 
hypotheses:  

 

𝐻!"#$" =   −    𝑝 ℎ   log!  𝑝(ℎ)
!

   

The prior entropy Hprior defines the status of uncertainty 
preceding every action. The predictive posterior entropy 
Hposterior refers to the predicted status of uncertainty after the 
action is chosen and the correspondent feedback is 
observed. The predictive posterior entropy is measured as 
the sum of the entropies corresponding to each possible 
future scenario weighted according to the probability of that 
scenario: 

 
𝐻!"#$%&'"& = 𝑝 𝑥!|𝑋 𝐻 𝑥! +   …   + 𝑝 𝑥!|𝑋 𝐻(𝑥!) 

where xi is a possible observation, p(xi|X) is the probability 
of that observation resulting from taking the candidate 
action given all the information from previous observations, 
and H(xi) is the entropy of the posterior distribution over 
hypotheses after observing xi.. More formally,  
 

𝑝 𝑥! 𝑋 = 𝑝 𝑥! ℎ 𝑝 ℎ 𝑋
!

 

𝐻 𝑥! =   − 𝑝 ℎ 𝑋, 𝑥! log! 𝑝(ℎ|𝑋, 𝑥!)
!

 

Study 1: Question-asking 

Participants. Participants were 24 children in second grade 
(10 female, Mage = 90.5 months; SD = 5.56 months), and 23 
children in fifth grade (8 female, Mage = 119.4 months; SD = 
12.7 months), recruited from a primary school and a local 
children’s museum, as well as 23 university students (15 
female, Mage = 21.1 years; SD = 2.6 years). 

Results 
Results were analyzed by running repeated-measures 
ANOVAs with age group (3 levels: 7-year-olds, 10-year-
olds, adults) as a between-subjects variable and trial number 
(3 levels: 1, 2, 3), solution condition (3 levels: subordinate-
level, basic-level, superordinate-level) or scenario (3 levels: 
Magic box, Machine, Planet) as within-subjects variables. 
All main effects and interactions were tested; we report only 
significant effects.  
 
Descriptive analysis. We analyzed the questions asked 
prior to reaching the correct solution (which we refer to as 
the “complete path”). We found a main effect of age group 
on the number of questions asked prior to giving the 
solution, F(2, 67) = 5.29, p = .007, η2 = .136. A Bonferroni 
corrected multiple comparisons analysis confirmed that 7-
year-olds (M7-year-olds = 4.92, SE = .34) asked more questions 
than adults (Madults = 3.36, SE = .35, p = .006). We did not 
find any difference between the number of questions asked 
between 7- and 10-year-olds (M10-year-olds = 4.38, SE = .35, p 
= .807), or between 10-year-olds and adults (p = .126). We 
did not find any within-subject effect of scenario or trial 
number, but we did find an effect of condition, F(2, 67) = 
20.02, p < .001, η2 = .320. A Bonferroni corrected multiple 
comparisons analysis showed that participants needed fewer 
questions in the superordinate condition (Msuperordinate = 3.37, 
SE = .26) than in the basic condition (Mbasic = 4.08, SE = 
.24, p = .038), and in the basic condition than in the 
subordinate condition (Msubordinate = 5.21, SE = .31, p < .001). 

 

     
Figure 1. Study 1: Average information gain of the 

questions asked before giving the solution (complete path) 
or before having narrowed down the hypothesis space to one 
hypothesis (shortest path). Error bars represent one SEM in 
each direction. 

 
The analysis also showed a main effect of age group on 

the average information gain of the questions asked prior to 
giving the solution, F(2, 67) = 5.27, p = .007, η2 = .136 (see 
Figure 1). A Bonferroni corrected multiple comparisons 
analysis confirmed that the average information gain of the 
questions asked by 7-year-olds (M7-year-olds = .74, SE = .04) 
was lower than the average information gain of the 
questions asked by adults (Madults = .92, SE = .04, p = .006). 
There were no differences between 7- and 10-year-olds 
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(M10-year-olds = .85, SE = .04, p = .185) nor between 10-year-
olds and adults (p = .123).  

 
Level of the first question asked. Across the three trials, 
adults asked a larger number of first questions at the 
superordinate level (Madults = 1.87, SE = .16) than did older 
children (M10-year-olds = 1.13, SE = .20), t(162) = -3.33, p = 
.001, who in turn asked a larger number of such questions 
than did younger children (M7-year-olds = .41, SE = .16), t(145) 
= -3.02, p = .003. Symmetrically, adults asked fewer first 
questions at the subordinate level (Madults = .13, SE = .06) 
than did older children (M10-year-olds = .29, SE = .10), t(162) = 
-3.14, p = .002, who in turn asked fewer such questions than 
did younger children (M7-year-olds = .69, SE = .17), t(145) = -
2.14, p = .034. The number of initial questions at the basic 
level did not vary significantly across age groups (ps > .05): 
M7-year-olds = .79, SE = .18, M10-year-olds = .92, SE = .17, Madults 
= .55, SE = .12. 

 
Figure 2. Study 1: Average information gain, displayed by 
order of questions asked and age group (minimum number 
of participants per data point displayed = 2). Error bars 
represent one SEM in each direction. 

 
Analysis of the shortest path. To disentangle participants’ 
information search from their stopping rules, we considered 
the number and efficiency of the questions asked prior to 
obtaining enough information to identify the solution, 
whether or not the participant went on to ask additional 
(uninformative) questions. In other words, we considered 
participants’ information search had they stopped asking 
questions and stated the solution the moment a single 
hypothesis remained. We refer to this as the “shortest path.” 
Surprisingly, we did not find a main effect of age group on 
the number of questions asked in the shortest path (p = 
.122). We did not find any within-subject effect of scenario 
or trial, but we did find an effect of the level of the solution, 
F(2, 67) = 28.31, p < .001, η2 = .300. A Bonferroni 
corrected multiple comparisons analysis showed that 
participants needed fewer questions in the superordinate 
condition (Msuperordinate = 2.64, SE = .16) than in the basic 
condition (Mbasic = 3.61, SE = .15, p < .001) or in the 
subordinate condition (Msubordinate = 4.09, SE = .19, p < .001) 
prior to obtaining enough information to isolate a single 
hypothesis. There was no significant difference in the 
number of questions across the basic and subordinate 

conditions. Most interestingly, the analysis did not show a 
main effect of age group on the average information gain of 
the questions asked in the shortest path (p = .134; see Figure 
1). Thus, despite the developmental trend, the average 
information gain of the questions asked in the shortest path 
by 7-year-olds (M7-year-olds = .91, SE = .04), 10-year-olds 
(M10-year-olds = .96, SE = .04) and adults (Madults = 1.02, SE = 
.04) did not differ, suggesting that children were just as 
efficient as adults in narrowing down the hypothesis space.  

In sum, these analyses suggest that the developmental 
differences that we observed in overall efficiency were 
driven largely by children’s tendency to ask questions 
beyond the point at which a single hypothesis remained (see 
Figure 2). Eighty-three percent of the 7-year-olds (n = 20), 
70% of the 10-year-olds (n = 16), and only 52% of the 
adults (n = 12) asked, in at least one trial, more questions 
than strictly necessary to identify a single hypothesis. A 
repeated-measures ANOVA showed an age group effect on 
the number of questions asked beyond the point at which a 
single hypothesis remained, F(2, 67) = 4.50, p = .015, η2 = 
.118. A Bonferroni corrected multiple comparisons analysis 
confirmed that the 7- and 10-year-olds asked on average 
more additional questions (M7-year-olds = 1.28, SE = .22; M10-

year-olds = .81, SE = .23) than adults (Madults = .32, SE = .23, p 
= .011).  
 
Difference between an optimal model, a random model, 
and participants’ information search. We compared 
participants’ information search against an optimal model 
and a random model. The optimal model follows the best 
possible information search path – that is, it selects at each 
step the question that has the highest information gain, 
considering the current hypothesis space. The random 
model selects an option at random. This random selection is 
repeated ten times at each step, with replacement, and we 
consider the average information gain of the ten randomly 
selected options. A repeated-measures ANOVA showed that 
participants’ average information gain (Mparticipants = .83, SE 
= .02) was higher than the information gain resulting from a 
random selection (Mrandom = .50, SE = .01), but lower than 
the one resulting from the optimal model (Moptimal = 1.06, SE 
= .02), F(2, 134) = 697.97, p < .001, η2 = .91. The analysis 
revealed no main effect of age group nor interactions.  

Study 2: Intervention 

Participants. Participants were 22 children in second grade 
(7 female, Mage = 90.0 months; SD = 6.2 months) and 23 
children in fifth grade (11 female, Mage = 119.6 months; SD 
= 11.7 months), recruited from a primary school and a local 
children’s museum, as well as 22 university students (16 
female, Mage = 23.8 years; SD = 5.7 years). 

Results 
Descriptive analysis. Did the efficiency of information 
search vary across age groups or solution types when 
children selected objects, as opposed to asking questions? 
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We found a main effect of age group, F(2, 64) = 21.16, p < 
.001, η2 = .398, with fewer objects tested with increasing 
age. A Bonferroni corrected multiple comparisons analysis 
confirmed that 7-year-olds selected more objects (M7-year-olds 
= 7.79, SE = .44) than 10-year-olds (M10-year-olds = 5.96, SE = 
.43, p = .013), and 10-year-olds more than adults (Madults = 
4.11, SE = .44, p = .012). We did not find any within-subject 
effect of condition, scenario, or trial. A parallel analysis also 
revealed a main effect of age group on the average 
information gain of the objects selected prior to stating the 
solution, F(2, 64) = 11.91, p < .001, η2 = .274 (see Figure 
3). A Bonferroni corrected multiple comparisons analysis 
confirmed that the average information gain of the objects 
selected by 7-year-olds (M7-year-olds = .49, SE = .027) was 
lower than the average information gain of the objects 
selected by 10-year-olds (M10-year-olds = .60, SE = .027, p = 
.022) and adults (Madults = .68, SE = .027, p < .001). 
However, the difference between 10-year-olds and adults 
was not significant (p = .123). We did not find any within-
subject effect of condition, scenario, or trial. 

 

Figure 3. Study 2: Average information gain of the objects 
selected before giving the solution (complete path) or before 
having narrowed down the hypothesis space to one 
hypothesis (shortest path). Error bars represent one SEM in 
each direction. 
 
Analysis of the shortest path. We analyzed participants’ 
performance for the “shortest path”: the number of objects 
selected, and their associated information gain, had they 
given the solution the moment they had enough information 
to isolate a single hypothesis. The analysis revealed a main 
effect of age group on the number of objects selected prior 
to narrowing down the hypothesis space to one hypothesis, 
F(2, 64) = 9.03, p < .001, η2 = .220. A Bonferroni corrected 
multiple comparisons analysis confirmed that 7-year-olds 
selected more objects (M7-year-olds = 5.73, SE = .29) than 
adults (Madults = 4.02, SE = .29, p < .001). However, we did 
not find any differences between the number of objects 
selected by 7-year-olds and 10-year-olds (M10-year-olds = 4.77, 
SE = .28, p = .058), or 10-year-olds and adults (p = .192). 
Note that these age group effects were weaker than those 
found when analyzing all objects selected prior to giving the 
solution. We did not find any within-subject effect of 
condition, scenario or trial. 

Most interestingly, the analysis did not show a main 
effect of age group on the average information gain of the 
objects selected prior to narrowing the hypothesis-space 
down to one hypothesis (p = .060; see Figure 2), although 
there was a developmental trend from 7-year-olds (M7-year-

olds = .61, SE = .02) to 10-year-olds (M10-year-olds = .68, SE = 
.02) to adults (Madults = .69, SE = .02). Again, we did not 
find any within-subject effect of condition, scenario, or trial.   

As in Study 1, this suggests that what changes over 
development is not (only) the ability to select an efficient 
information path, but the stopping rule (see Figure 4). 
Eighty-six percent of the 7-year-olds (n = 19), 87% of the 
10-year-olds (n = 20), and only 48% of the adults (n = 10) 
selected, in at least one trial, more objects prior to giving the 
solution than they would have needed. A repeated-measures 
ANOVA showed an age group effect on the number of 
objects selected beyond the point at which a single 
hypothesis remained, F(2, 64) = 10.61, p < .001, η2 = .249. 
A Bonferroni corrected multiple comparisons analysis 
confirmed that the 7- and 10-year-olds tested on average 
more additional objects (M7-year-olds = 2.23, SE = .33; M10-year-

olds = 1.17, SE = .32) than the adults did (Madults = .09, SE = 
.33, p < .001).  

 
Figure 4. Study 2: Average information gain, displayed by 
selection number and age group (minimum number of 
participants per data point displayed = 2). Error bars 
represent one SEM in each direction. 

 
Difference between an optimal model, a random model, 
and participants’ information search. The analysis 
showed that participants’ average information gain 
(Mparticipants = .60, SE = .02) was higher than the information 
gain resulting from a random selection (Mrandom = .45, SE = 
.01), but lower than that resulting from the optimal model 
(Moptimal = .76, SE = .01), F(2, 128) = 429.49, p < .001, η2 = 
.87 The analysis revealed a main effect of age group, F(2, 
64) = 12.74, p < .001, η2 = .29, but no interactions.  

Discussion 
Across two studies involving different kinds of 

information search (asking questions versus testing objects), 
we investigated the efficiency of information search across 
development. Our task allowed us to address several related 
questions.  
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First, we adopted a quantitative approach to consider the 
role of hierarchical structure in two distinct forms of search: 
asking questions versus testing objects (interventions). We 
found that performance in the question-asking task was 
better than in the intervention task (for all age groups), as 
predicted by the optimal model. We also showed, for the 
first time, that the information search strategies of 7- and 
10-year-olds are more efficient than random strategies, both 
in a question-asking and in an intervention paradigm. We 
were also able to analyze whether children and adults are 
able to exploit hierarchical structure when searching for 
information, by approaching the task top-down. We found 
that this was the case when asking questions, as reflected in 
a more efficient solution path when the solution involves a 
higher-level category; for the intervention task, however, the 
advantage for higher levels disappeared, 

Second, our formal analysis allowed us to home in on the 
sources of developmental differences in information search. 
We found developmental trends in efficiency, with older 
participants taking fewer and more efficient steps in their 
search. These results replicate prior research (see Davidson, 
1991a; 1991b; Mosher & Hornsby, 1966), which suggest 
that children are less efficient. This inefficiency is usually 
explained in terms of immature strategic abilities or inability 
to focus on the most relevant pieces of information. Instead, 
we find that children’s inefficiency stems largely from a 
tendency to ask questions or test objects beyond the point at 
which only one hypothesis remains. Specifically, our 
analysis allows us to disentangle the role of children’s 
information search from their stopping rule, suggesting that 
children’s initial search is no less efficient than adults’. 
However, whereas adults stop searching once they obtain 
enough information to solve the task, children continue. 

There are two plausible interpretations for these results, 
not mutually exclusive. First, children might entertain more 
hypotheses than those considered in our model’s hypothesis 
space. For example, they might consider disjunctive 
hypotheses (e.g., a desk OR a high chair will produce the 
effect). This possibility deserves further study, but it is 
notable that children never spontaneously offered such 
hypotheses. Second, children’s stopping rule itself might 
differ from that of adults. In particular, they may seek 
confirming evidence even when it’s not strictly 
“informative,” according to our analysis. This interpretation 
is supported by some children’s comments accompanying 
the selection of additional objects (e.g., “I think I know, but 
let me try just one more question, to be sure”). Although 
these results are surprising in light of previous research 
showing that children of this age tend to be overconfident 
(e.g., Finn & Metcalfe, 2013; Salles et al., 2015), they are 
also consistent with research on children’s decision making, 
which finds that younger children tend to be more 
exhaustive in their search than older children (Davidson, 
1991a; 1991b).  

Looking for confirming evidence is also a strategy that 
could make sense if there’s uncertainty about the hypothesis 
space, the feedback one has received, or the stability of what 

is being learned. As novice learners in a noisy world, 
children might do well to err on the side of obtaining extra 
feedback. Many questions remain open, but our task and 
analyses provide first steps in a more formal approach to 
understanding testing and confirmation throughout the 
lifespan.  
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Abstract 

Knowledge work is frequently interrupted. Interruptions ena-
ble collaboration and bring timely information, but they dis-
rupt the fragile context of ongoing activities. Computers, now 
ubiquitous in knowledge work, have improved in their ability 
to track and restore digital context (documents and files), but 
they do a poor job of helping users restore mental context: the 
ideas, intentions, and motivations behind their work. Thumb-
nail images are an efficient way to help computer users re-
find documents; we ask if they can also be used to restore 
mental context. We tested how three manipulations to thumb-
nails of personal computer screenshots impact their ability to 
help viewers recognize past activities and recall accurate and 
detailed context. In a 2-week study we found that thumbnails 
of portions of the screen need to be larger than thumbnails of 
the entire screen for successful activity recognition and that 
static screenshots prompted more accurate contextual recall 
than animations. 

Keywords: interruptions; memory; thumbnails; activity-
based computing 

Introduction 
Knowledge work is frequently interrupted. One 13-month 
study found that knowledge workers switch activities once 
every 12 minutes (e.g. from writing a report to calling a 
customer) and that the majority of these activities (57%) are 
interrupted (Mark, Gonzalez & Harris, 2005). This fragmen-
tation is not necessarily bad. Interruptions bring timely in-
formation, foster collaboration, and direct attention to inter-
esting or urgent work. But resuming interrupted activities 
takes time and energy. Early research estimated that pro-
grammers spend 15 minutes after each interruption “regain-
ing concentration” (Solingen, Berghout & Latum 1998). 
Another field study by Iqbal and Horvitz (2007) confirmed 
that people spend a significant amount of time restoring 
their mental state after re-finding relevant papers and docu-
ments. Likewise, knowledge workers find it harder to restart 
interrupted tasks than to start new ones (Czerwinski, Horvitz 
& Wilhite, 2004). 

Resuming knowledge work, which is characterized by 
manipulating information in external artifacts and internal 
memory to solve non-routine problems, takes cognitive ef-
fort. While interruptions can make artifacts hard to find, 
physically or digitally obscuring them under the artifacts of 
intervening tasks, they are particularly disruptive to the con-
tents of working memory. These memories get harder to 
reactivate the longer an interruption lasts (Altmann & Traf-

ton, 2002) and their retrieval can be "blocked" if the inter-
rupting activity is sufficiently similar to the suspended one 
(Gillie & Broadbent, 1989). We refer to these memories as 
an activity’s mental context. This context can be quite com-
plex, especially for dynamic, creative, and non-linear activi-
ties like data analysis, programming, and writing. It often 
includes information that is ephemeral or difficult to repre-
sent externally such as intentions (“I’ll call Bill next”), mo-
tivations (“this letter needs to sound more professional”), 
and ideas (“this graph may look better on a log scale”).  

Activity-Based Computing 
Knowledge work increasingly involves computers, but 
computers have historically done a poor job supporting in-
terrupted and interleaved work (Bannon et al., 1983). In the 
realm of restoring artifacts, switching tasks on a computer 
can take a flurry of finding, opening, and rearranging win-
dows. Activity-Based Computing has attempted to address 
this issue by making it easier to manipulate groups of doc-
uments (Bardram, Bunde-Pedersen & Soegaard, 2006). The 
paradigm can trace its roots back to Henderson and Card’s 
Rooms work in 1986 and has seen a resurgence of interest in 
recent years (Dumais et al., 2003; Kaptelinin 2003; Karger 
et al., 2005; Rattenbury & Canny 2007) but has yet to have 
a significant presence in mainstream operating systems. 
Regardless, this research only addresses half the problem. 
Computers provide even less support for what is often the 
harder part of restarting an interrupted activity: restoring 
mental context (Iqbal & Horvitz, 2007).  

Visual Memory 
One promising approach to restoring mental context was 
demonstrated by Cangiano et al. (2009) who found that 
people who watched screen-recordings of past work were 
able to remember contextual details such as why they were 
working on a particular project or who they were talking to 
at the time. Humans have excellent visual memory. Partici-
pants shown 2560 images for 10 seconds each were able to 
correctly select which of two images they had seen before 
90% of the time when tested two days later (Standing et al., 
1970). A more recent study found that subjects were able to 
correctly identify the image they had seen before 87% of the 
time when the only difference between the images was the 
pose of an object, such as the arrangement of beads on an 
abacus (Brady et al., 2008). 
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Cangiano et al. demonstrated that humans can do more 
than discriminate; they can also attach complex meaning to 
images, even passively taken ones. Sellen et al. (2007) con-
firmed this result, finding that images taken automatically 
by a wearable camera cued as detailed of episodic memories 
as images taken by actively pressing a button. Passively 
recording and then visualizing knowledge work may ease 
the burden of resuming interrupted activities by helping 
people restore mental context that was never externalized in 
artifacts.  

Thumbnails 
Research on visualizing and recognizing computer activity 
has focused on website thumbnails. Kaasten, Greenberg & 
Edwards (2002) showed that people could reliably (80% of 
the time) identify a website domain they had previously 
visited (e.g. www.cnn.com) using a 132 x 132px thumbnail 
image of that website and could identify its exact topic (e.g. 
a CNN article on the 2008 election) with a 208 x 208px 
thumbnail. Moreover, Teevan et al. (2009) found that peo-
ple were able to re-find previously visited websites more 
quickly using thumbnails than page titles. 

But, these studies are limited to web-browsers and the 
recognition of well-defined pages. While useful, they do not 
address the complex nature of real-world work that typically 
involves not only multiple applications but also dynamic, 
creative, and non-linear activities. Our work expands on this 
research by asking if thumbnails can be used to represent 
not only documents, but also whole activities and their men-
tal context. 

Research Question & Hypotheses 
Q: How do the cropping, animation and rehearsal of a 
thumbnail showing a computer desktop impact its ability to 
help people recognize past activities and recall accurate and 
detailed context. 

Cropping 
Small thumbnails that show a full desktop can be ambigu-
ous; windows are tiny, text is unreadable, and it is hard to 
see the user’s cursor. Keeping the thumbnail the same size 
but having it show only a small portion of the screen, such 
as the area around a user’s cursor, may support better activi-
ty identification as users see one region in detail and may be 
able to mentally “fill in” the rest from memory (Figure 1). 
  

 
Figure 1: Cropped thumbnails (B) can be the same size as 

full-screen thumbnails (A) but show less of the screen 
 

H1: People will recognize activities with smaller thumb-
nails if those thumbnails show a cropped portion of the 
screen. By forcing people to “fill-in” screen content, 
cropped thumbnails will cue less accurate but more detailed 
memories than full-screen thumbnails as people search 
memory for context rather than read it off the thumbnail. 

Animation 
By displaying activity over time, animations provide more 
information than individual screenshots, potentially helping 
users distinguish similar activities and retrieve more specific 
memories. However, making sense of animations takes fo-
cus and may cause viewers to neglect context held in 
memory (Tversky, Morrison, & Betrancourt 2002). 

H2: Animations will cue more accurate but less detailed 
memories than screenshots. 

Rehearsal 
Rehearsing memories makes them easier to recall, but can 
also change their contents (Hupbach et al., 2008). Asking 
people to reflect on particular moments may make those 
moments easier to recall, but can also restrict the number of 
details they remember about them.  

H3: Memories for moments that have been rehearsed will 
be more accurate but less detailed than those for unre-
hearsed moments. 

Methods 

Participants and Materials 
Six graduate students (4 female, ages 23-29) recorded their 
workday (Mon-Fri) computer activity for two weeks using a 
modified version of Selfspy1, an open-source key-logger. 
The computers used for recording included stand-alone lap-
tops, laptops connected to an external monitor, and all-in-
one desktops. The tool took a screenshot every time a partic-
ipant clicked or typed, and every 30 seconds while their 
computer was awake but idle. All screenshots were stored 
on an SD card. Participants received $50 in gift cards. 

Procedure - Recording 
Participants could pause the recording at any time and were 
instructed to do so whenever they used their computer to 
communicate with someone outside the study. Every 30 
minutes, Selfspy showed the participant a recent screenshot 
and asked them “What are you doing?” Participants could 
ignore these experience samples, but were encouraged to fill 
out as many as possible. At the end of each day, participants 
were asked to provide additional detail on up to five sam-
ples from earlier that day. While viewing each sample’s 
screenshot and textual description participants answered the 
following questions: 

 
1. What do you remember about this moment?  

                                                             
1 https://github.com/activityhistory/selfspy 
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2. How do you know these details? (I remember this 
moment exactly, I know from experience, or I’m 
guessing) 

3. How well does this image represent what you were 
doing? (Very well, Somewhat, or Not at all) 

 
These responses gave us a detailed baseline description of 
what participants were doing at the time of the sample. 
Work by Brandt, Weiss and Klemmer (2007) has shown that 
asking users to write short descriptions in the moment and 
fill in details later reduces the impact of experience sam-
pling interruptions but maintains response quality. 

Procedure - Testing thumbnails 
Participants attended a one-hour lab session at the end of 
each week to review up to 40 thumbnails representing mo-
ments from the prior week. 

The thumbnails varied along three conditions, meaning 
we tested 8 variations in a 2x2x2 design: 

 
A. Screenshot or animation 
B. Full screen or cropped 
C. Rehearsed moment (e.g. described in detail at the 

end of a day earlier that week) or unrehearsed 
moment (randomly selected) 

 
We tested the four types of screenshot thumbnail during the 
first week’s review (i.e. screenshot condition with BxC). 
Similar to Kaasten et al. (2002), when the participant 
pressed a start button, a 20px high thumbnail would appear. 
(The width of the thumbnail depended on the recording 
computer’s screen ratio). Every two seconds the thumbnail 
grew 20px taller and proportionately wider until the partici-
pant recognized the represented activity and pressed a but-
ton to stop the growth. Full screenshots showed the partici-
pant’s entire screen whereas cropped screenshots showed an 
expanding area around the user’s mouse. Participants then 
answered the three questions used in the end-of-day debriefs 
and moved on to the next thumbnail. 

We tested the four types of animation thumbnail in the se-
cond week. Each animation showed a time-lapse of five 
minutes of computer activity played at 5x normal speed. 
Full animations showed the participant's full screen at the 
native resolution of the recording computer, while cropped 
animations showed a 520px high area around the partici-
pant’s cursor location at the time of recording. (520px was 
the height at which our first four participants could recog-
nize 80% of the activities in their week 1 cropped screen-
shots). Participants pressed a button to start each animation, 
pressed a second button once they recognized the represent-
ed activity, and then filled out the debrief questions before 
moving on to the next thumbnail. 

Two participants had too few debriefed experience sam-
ples in the second week to include their data. In total, we 
collected 145 responses to screenshots and 70 to animations. 

Measures 
We measured participant’s responses in six ways: 

 
1. Thumbnail size (for static thumbnails) or duration 

(for animations) at the point of activity recognition  
2. Self-rated Memory Strength and Thumbnail Ap-

propriateness 
3. Memory Accuracy 
4. Episodic Detail 
5. Event Specificity 
6. Time Discussed 

 
We coded each response for measures 3-6. Memory Accu-
racy was coded on a scale of how well the activity described 
in the review matched the activity described in the end-of-
day debrief. The levels included 0) no match, 1) partial 
match, and 2) mostly matches. Accuracy could only be cod-
ed for rehearsed thumbnails since unrehearsed thumbnails 
had no end-of-day debrief responses for comparison. For 
Episodic Detail, we recorded the number of contextual de-
tails shared about an activity including who, what, where, 
when, why and feeling information. For Event Specificity, 
we recorded the number of events described in the response 
at the Action (i.e. “copy and pasting”), Activity (“editing 
this discussion slide”), or Project (“working on my presenta-
tion”) level. Lastly, we coded whether the text mentioned 
events that took place in the Past, Present, or Future relative 
to the time the thumbnail was taken. 

Two authors (AR and KB) coded the responses to the 
end-of-day debriefs for the first week of the study and iter-
ated the coding rubric until they achieved a Cohen’s Kappa 
of >0.60 for each category. They then separately coded the 
thumbnail responses. 

Results 
We fit a mixed linear model to each measure, using anima-
tion, cropping, and rehearsal as our predictor variables. Sig-
nificant effects were detected by removing individual pre-
dictors from each model and using a one-way ANOVA to 
test for differences between the full and reduced models. 

Size of Screenshot Thumbnails 
Participants reliably (80% of the time) recognized their ac-
tivity when full screenshots thumbnails were 320px tall (x̄ 
=240px, σ=154px) and when cropped screenshot thumbnails 
were 460px tall (x̄ =370px, σ =210px). For our participants, 
these heights corresponded to thumbnails that were 30% and 
45% the height of their screen, respectively. This difference 
was significant (χ2=23.50, df=2, p<0.001). Rehearsing, 
however, did not have an effect on the required thumbnail 
size (x̄r=306px, x̄u=305px, χ2=1.79, df=2, p>0.05). 

Duration of Animation Thumbnails 
Participants reliably (80% of the time) recognized their ac-
tivity before the 9.5 second mark of full-screen animations 
(x̄=8.0s, σ=4.1s) and the 14.5 second mark of cropped ani-

2047



mations (x̄=8.1s, σ=5.3s). This difference was not signifi-
cant (χ2=1.79, df=2, p>0.05) nor was the difference between 
rehearsed and unrehearsed thumbnails (x̄r=8.2s, x̄u=7.9s, 
χ2=1.91, df=2, p>0.05). 

Memory Strength, Thumbnail Appropriateness, 
and Accuracy 
Participants tended to rate memories cued by animations as 
stronger than those cued by screenshots (x̄a=1.53, x̄s=1.26, 
max=2, χ2=8.87, df=4, p=0.064) but gave similar ratings 
across the cropping and rehearsal conditions. Thumbnails 
were given similar ratings of appropriateness across all con-
ditions. However, memories were more accurate when cued 
by screenshots than animations (x̄s=1.70, x̄a=1.27, max=2, 
χ2=11.628, df=2, p<0.01). 

Episodic Detail 
Participants were remarkably consistent across conditions in 
the number and type of details they shared in their respons-
es. While responses to animations were significantly shorter 
(x̄a=34.1 words, x̄s=61.0 words χ2=16.68, df=4, p<0.01), 
they were equally likely to include each of the six types of 
contextual information we tracked. Figure 2 shows the fre-
quency of each type of contextual information across all 
conditions. 

 
Figure 2: Participants recalled why, who, and when context 

in a large proportion of responses 

Event Specificity 
Participants were consistent across conditions in the ab-
stractness of events they described. Of those cases where 
participants mentioned multiple levels of events, such as 
talking about an activity and then describing the individual 
actions that made up that activity, they were much more 
likely to start with high-level events and then describe low-
er-level ones (as happened 71% of the time) than to go from 
describing low-level events to high-level ones (28% of the 
time) (χ2=21.6, df=1, p<0.001). Thus statements of the form 
“Here I was trying to find car insurance again [high], trying 
to get a quote from a different company [low]” were more 
common that those of the form “I'm copying labels in the 
dictionary [low] so that I can make a count of how many 
certain types of signs there are in the sign language and 
handshake dictionary [high]”.  

Time Discussed 
Participants were also consistent across conditions in how 
often they discussed past events (29% of responses) or fu-
ture events (24%). Nearly half (47%) of responses included 
a reference to either past or future events. Of those cases 
where multiple time periods were mentioned, participants 
were equally likely to move forward or backward in time 
(χ2=0.096, df=1, p=0.757).  

Discussion 

Cropping 
Cropped thumbnails had to be larger than full-screen 
thumbnails to cue recognition of past computer activity, but 
there was no difference in the accuracy or detail of the 
memories they cued. This evidence does not support H1. 

Looking at how participants used thumbnails helps ex-
plain why. In some cases a small cue such as a unique photo 
brought back a set of memories. For example, upon seeing a 
160px high cropped screenshot showing part of a gorilla, 
one participant recognized that they were “watching a 
webpage to look up some information about Koko the goril-
la and his vocalization abilities.” But more often, partici-
pants pieced together what they were doing from multiple, 
distributed cues. For example, in the following response, the 
participant uses the fact that two windows were open simul-
taneously to remember a past meeting, why they had that 
meeting, and what they planned to do afterwards. “Here I 
have the Github page for DIVY open and I also have the 
Terminal window open so this is when I was meeting with 
John… so I could try out some of my data clustering with 
this code to see if it works for me and then we could show it 
to the Smith lab.” The cropped screenshot thumbnail that 
cued this response had to expand to be 640px high before 
the participant recognized their activity. 

We also found that the mouse is not a good measure of at-
tention. Often the mouse was over a blank or unremarkable 
portion of the screen so participants had to wait a long time 
before the cropped thumbnail included relevant information. 

Animation 
Participants tended to be more confident of memories 
prompted by animations but these memories were surpris-
ingly less accurate. Animations prompted shorter responses 
but these included as much contextual information 
(who/what/where/when/why/feeling) as responses prompted 
by static screenshots. This evidence does not support H2. 

One cause of this mismatch between perceived and actual 
accuracy was that in several cases participants simply de-
scribed what was happening in an animation and ignored 
mental context. For example, compare the following end-of-
day debrief and review text cued by an animation. 

Debrief: “So I released a batch of twenty participants 
through Mechanical Turk this morning at 9am and for some 
reason the traffic was very slow today. So until 2pm I think I 
had only gotten about ten people. But then I didn't want to 
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wait until I get all twenty so I went ahead and analyzed the 
data just to see the pattern and saw that it wasn't in the di-
rection that I wanted.” 

Review: “So I was making a pivot table and I was trying 
to see if I saw any pattern from my data, but I'm not sure if 
it was before I got all my data or after.” 

The debrief focuses on motivating events and talks about 
the activity abstractly, “analyzed the data”, whereas the re-
view text is much more specific, “making a pivot table”, but 
fails to mention the larger context. 

Rehearsal 
We found no difference in the memories cued by rehearsed 
and unrehearsed thumbnails. Several factors could have led 
to this result. First, there may have been too much time be-
tween debriefing and reviewing. Whatever memory benefit 
the rehearsal provided may have dissipated by the time of 
review. Alternatively, our participants, all graduate students, 
may have been working on too few projects for rehearsing 
to have a targeted effect. Since graduate students usually 
work on a few large projects, letting them rehearse five 
memories from the day may have effectively let them reflect 
on most of their projects. This evidence does not support 
H3. 

Content of Memories 
A large proportion of responses described why an activity 
was taking place (47%), who was involved (40%) and when 
it occurred (38%). Some explanations of why an activity 
occurred were quite complex, describing multiple, conflict-
ing motivations or a sequence of actions that depended on 
the current action. Descriptions of when an activity took 
place were often relative such as “before starting my day” or 
“during lab meeting.” Absolute time (e.g., 3pm) was rarely 
mentioned, though participants did use the computer clock 
in thumbnails to distinguish similar activities or confirm 
guesses, such as “Oh, yep. Tuesday morning. That would 
make sense.” 

To check if these contextual details were recalled from 
memory or could have been read directly from the thumb-
nail we conducted a post-hoc analysis. On average, respons-
es included 4.47 (σ =1.89) episodic details and of these, 
1.95 (σ =1.60) seemed to be reconstructed from memory. 
Specifically, the majority of feeling information (98%), why 
(81%), and where (78%) information seemed to be recon-
structed from memory whereas when (47%), who (41%) and 
what (34%) information were more likely to have been rep-
resented directly in the thumbnail. 

Participants mentioned activities in most of their respons-
es (86%) such as “going through and finding references 
from other references” or “trying to find pictures of my two 
advisors”. They also mentioned actions in most responses 
(56%), but these were often just descriptions of what was on 
the screen, “I see that I was sending an email to someone”. 

Participants also frequently mentioned events leading up 
to or after the thumbnail (47% of responses). Many of the 
past events were motivation, and while many of the future 

events included motivations, a number were outcomes “this 
isn't the way I ended up solving [this problem].” 

Limitations 
Given privacy concerns with recording computer activity, 
we only recruited 6 participants, who provided 215 respons-
es. These participants were graduate students whose work 
often involves a small number of projects. Other working 
styles could have produced different results. We also did not 
balance presentation of screenshots and animations across 
the two weeks of our study, so the differences between 
screenshots and animations may be an artifact of having an 
extra week to practice giving responses. 

Implications for Design 

Thumbnails of full-screen images 
Without a better predictor of users’ attention than the mouse 
(e.g. gaze), full-screen thumbnails can be smaller than 
cropped thumbnails and covey as detailed of memories. 

Our results also suggest that thumbnails still work for 
recognizing cross-application activities, but need to be larg-
er (320px high for 80% recognition) than those used for 
recognizing website (208px high according to Kaasten et al. 
(2002)). This result is encouraging since a website thumb-
nail is a summary of one window, but a desktop thumbnail 
contain more content (overlapping windows, toolbars, etc.). 
This size increase may also be an artifact of computer moni-
tors increasing in pixel density over the last decade. 

Animations are less effective than expected 
We found that animations, at least 5x time-lapses, cue less 
accurate memories than screenshots and found no evidence 
that they produce memories that are any more detailed. 
Showing activity over time may be better accomplished 
with small-multiples or thumbnails that allow scrubbing. 

No need for rehearsing 
We did not find evidence that random experience sampling 
and rehearsing improved memory in our tasks. This is in 
line with Sellen et al.’s (2007) finding that passively taken 
images were as good of triggers for remembering past 
events as actively taken images. This does not diminish the 
value of bookmarking past events to create landmarks for 
future reviewing, but one should not expect these events to 
be more memorable than others. 

Conclusion 
Existing computer systems do a poor job of helping users 
restore the mental context of interrupted activities. This res-
toration is particularly challenging for dynamic, creative, 
and non-linear activities that span multiple applications. 
Given humans’ excellent visual memory, we investigated 
how visual thumbnails of computer desktops could help 
restore the memories that make up this context. Our work 
extends the scope of previous thumbnail research from rep-
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resenting previously visited websites to representing cross-
application activities and their context. 

Our two-week field study of six graduate students con-
firmed that thumbnails cue a significant amount of contex-
tual information. We compared eight types of thumbnails: 
full screenshots, cropped screenshots, full animations, and 
cropped animations (each with or without rehearsal). Across 
conditions, a non-trivial proportion of thumbnail responses 
included information about what activity was taking place 
(99%), why it was happening (47%), who was involved 
(40%), and when it happened (38%). Between conditions, 
we found that 80% of activities could be recognized with 
full screenshot thumbnails that were 320px high, whereas 
thumbnails cropped around a region of interest (cropped 
screenshots) needed to be 460px high. Animations cued 
more targeted but less accurate memories than screenshots, 
which is surprising as we expected that seeing the activity 
unfold would lead to more accurate memories. Rehearsal 
had no discernable impact on the accuracy or detail of re-
called context. 

There is a rich design space to be explored in future re-
search. For example, we plan to explore composing activity-
specific thumbnails from snippets of multiple application 
events (e.g., a series of movements between applications 
related to accomplishing a specific activity) rather than fo-
cusing exclusively on thumbnails of a specific screen loca-
tion at a specific moment in time. Animations may be more 
useful in showing these tightly coupled sequences. Another 
important next step will be to document how the contextual 
information cued by thumbnails is actually used to restart 
interrupted activities, as the use of this information will in-
form how it should be represented. 

Our findings support the notion that visual cues can be 
used to recall the detailed context of complex activities. 
This finding is important because recovering context is a 
key first step towards restarting interrupted activities. 
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Abstract
Conventional models of exemplar or rule-based concept learn-
ing tend to focus on the acquisition of one concept at a time.
They often underemphasize the fact that we learn many con-
cepts as part of large systems rather than as isolated individu-
als. In such cases, the challenge of learning is not so much in
providing stand-alone definitions, but in describing the richly
structured relations between concepts. The natural numbers
are one of the first such abstract conceptual systems children
learn, serving as a serious case study in concept representa-
tion and acquisition (Carey, 2009; Fuson, 1988; Gallistel
& Gelman, 2005). Even so, models of natural number learn-
ing focused on single-concept acquisition have largely ignored
two challenges related to natural number’s status as a system
of concepts: 1) there is an unbounded set of exact number
concepts, each with distinct semantic content; and 2) people
can reason flexibly about any of these concepts (even fictitious
ones like eighteen-gazillion). To succeed, models must instead
learn the structure of the entire infinite set of number concepts,
focusing on how relationships between numbers support refer-
ence and generalization. Here, we suggest that the latent pred-
icate network (LPN) – a probabilistic context-sensitive gram-
mar formalism – facilitates tractable learning and reasoning
for natural number concepts (Dechter, Rule, & Tenenbaum,
2015). We show how to express several key numerical rela-
tionships in our framework, and how a Bayesian learning al-
gorithm for LPNs can model key phenomena observed in chil-
dren learning to count. These results suggest that LPNs might
serve as a computational mechanism by which children learn
abstract numerical knowledge from utterances about number.
Keywords: child development; concept learning; number;
generalization; computational model; grammar induction

Introduction
Humans seldom learn concepts in isolation. We learn about
left by comparing and contrasting it with up, down, and right,
and about red by noting its similarities and differences with
green and blue. The natural numbers (1, 2, 3, . . .) are no
exception: to understand a number such as one, we must not
only ground it in terms of concepts and percepts we already
know, but we must also relate it to other number concepts
we are still in the process of acquiring. The natural numbers
are particularly interesting in this respect. Because they are
infinite, there is no way to learn all the individual concepts
without learning a compositional structure for the system.

A great deal of empirical work has focused on the first part
of this problem, on how initial number concepts are grounded
in counting routines and the core systems of approximate
magnitude and parallel object individuation (Carey, 2009;
Dehaene, 2011; Feigenson, Dehaene, & Spelke, 2004). Re-
cent studies have also proposed computational mechanisms to
explain several key behavioral changes during early number
learning (Piantadosi, Goodman, & Tenenbaum, 2012).

Far fewer studies have focused on the second half of the
problem, on how numbers are learned as a system and par-
tially defined with respect to each other. While the problems

of how children link physical sets with the counting routine
and develop their first number concepts are crucial, we direct
our attention elsewhere in this paper. We focus on this sec-
ond problem, on how children might acquire knowledge of
an infinite number system, particularly for numbers they hear
discussed but are unlikely to ever see counted out explicitly.

We ground our learning proposal in a new framework for
representing number as a conceptual system, which on its
own has presented a non-trivial challenge met in different
ways by linguists and developmentalists. For example, Hur-
ford (1975) proposed a single system differentiating primitive
and compound number concepts, while Siegler and Robinson
(1982) proposed a system with several stages of development,
each containing minimal internal structure.

Our approach to representation and learning is in part in-
spired by, and shares much in common with, the recent fam-
ily of Rational Rules models (Goodman, Tenenbaum, Feld-
man, & Griffiths, 2008; Piantadosi et al., 2012; Ullman,
Goodman, & Tenenbaum, 2012), exploring concept learning
through Bayesian induction of compositional representations
using sparse evidence. We agree that this framework is fun-
damental to understanding concept learning.

The major difference is in how our models represent con-
cepts. In Rational Rules models, each concept is a sin-
gle stand-alone rule supported by its own evidence. These
rules are generated from a static grammar which defines the
hypothesis space. Learning is determining which concepts
(which rules) are supported by the evidence. In the model
we present here, concepts are not stand-alone rules, but net-
works of possible relations generated according to a grammar.
The hypothesis space is thus not over stand-alone rules gen-
erated by a prespecified grammar, but over millions of possi-
ble grammars, each defining a different network of relations.
Learning is determining which grammar, which sets of rela-
tions, are supported by the evidence.

We begin by discussing how to represent the infinite con-
ceptual system of natural number, and show how a particular
formalism – the Probabilistic Range Concatenation Grammar
(PRCG) – can represent number concepts this way (Boullier,
2005). We then show how a portion of this grammar can
be learned using Bayesian inference in an LPN, a learning
framework for PRCGs (Dechter et al., 2015).

A Grammar Representing Number Knowledge
Three challenges make learning systems of number concepts
particularly difficult and interesting. First, very few number
concepts are perceptually grounded. When, for example, did
you last count exactly 254 objects? The problem only inten-
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sifies as we begin applying numbers to events, time periods,
sets of objects, and eventually even other numbers. Second,
the fact that there are infinitely many number concepts means
that, much like in natural language sentences, the meanings of
the numbers are compositional. The meaning of four-hundred
fifty-two, for example, depends on but goes significantly be-
yond the meanings of four and hundred. Third, to under-
stand numbers is also to understand the relations in which
numbers participate. We are often interested in a number not
for its cardinality but for some more complex property, such
as whether it is more or less than another number or how it
changes through addition or division. This diverse range of
uses makes it impossible to fully describe three without ref-
erencing two, four, and eventually all other numbers.

How can we hope to represent systems of concepts which
are: 1) learnable without direct perceptual grounding; 2)
compositionally constructed; and 3) relationally defined?
Happily, these properties are similar to those linguists face
in studying natural language syntax. Grammars can be in-
duced directly from a stream of utterances, are highly com-
positional, and define their constituents based on their rela-
tionships to each other rather than as discrete objects.

Motivated by this insight, we now present a grammar of
number knowledge we have constructed to capture five key
number relations learned during childhood and carried into
adulthood: Number, capturing the distinction between valid
and invalid number words; Succ and Pred, the successor and
predecessor relations, respectively; and More and Less, the
more-than and less-than relations, respectively. While seem-
ingly basic tasks, children require years to master them (Fu-
son, Richards, & Briars, 1982). Whereas most work in natu-
ral language syntax uses context-free grammars, our focus on
capturing structural relationships between concepts demands
that we use a context-sensitive grammar. We specifically
use PRCGs because they are expressive and context-sensitive
while remaining relatively tractable (Boullier, 2005).

Capturing these relations with an RCG is not only possi-
ble but can be done quite compactly. Our grammar for the
concepts of Number, Succ, Pred, Less, and More covers all
numbers between zero and one-quadrillion, exclusive, and re-
quires only 218 rules. Even considering just Number, Succ,
and Pred, these 218 rules cover more than 1024 true relations.
Figure 1 shows a schematic of the rules concerned with de-
termining valid and invalid numbers, while the rest, due to
space constraints, can be found online (https://git.io/
ruleEtAl2015CogSci).

Three clarifications: first, our grammar never produces nor
parses full English sentences. We model the structure of con-
cepts, not the structure of language. When attempting to
parse something like Succ(ninety nine, one hundred), we as-
sume another system more directly involved in language pre-
processes utterances into predicates which are then checked
against the knowledge encoded in our conceptual grammar.
Second, this grammar has not been optimized for compact-
ness or efficiency. We focus on providing a grammar that is

correct, human-readable, and fits a prefix-base-suffix under-
standing of number, as discussed below. We do not claim this
particular grammar is used by children or adults but rather
that this framework, regardless of the specific grammar given,
captures important aspects of concept learning, such as the
rich and systematic relations between concepts, that are un-
deremphasized in other models. Third, while the natural
numbers form an infinite set, many numbers do not have con-
venient names. Our choice to examine what can be learned
from conventional number names analyzed as words, rather
than as morphemes or phonemes, means we examine only a
finite subset of the natural numbers.

Intuitively, a number word like six-hundred thirty-seven
is valid because we have six units of one hundred each and
thirty-seven remaining units of one each. That is, we have
some base unit (hundred) and we track both how many of
them we have (six), and how many of the next smallest
base unit (one) we have (thirty-seven). We denote the sum
of these (six-hundred + thirty-seven) simply by concatenat-
ing the two terms from largest to smallest base (six-hundred
thirty-seven). This structure is recursive. Nine-thousand
seven-hundred sixteen is created by taking nine thousands
units and tacking on a remainder, which is seven hundreds
plus its remainder of sixteen ones: nine × thousand + (seven
× hundred + (sixteen × one)). Note that there is no explicit
mention of the base one in a valid number word - it is implied
and marked by appending ∅, the empty string, instead of one.

Our grammar similarly uses a prefix-base-suffix system,
and Figure 2 shows the concepts involved in deciding that
six-hundred thirty-seven is a valid number word. As in our
example above, we must show that six is a valid prefix for
hundred and thirty-seven is a valid suffix or remainder:

Number(six hundred thirty seven)← (1)
Prefix(six,hundred), Suffix(hundred, thirty seven).

Six is a valid prefix for hundred because it is a number word
representing a ones number, a number between one and nine.
It would be incorrect for hundred to have no prefix, and it
would also be incorrect to use a prefix larger than nine:

Prefix(six,hundred)← Ones(six). (2)

Thirty-seven is a valid suffix because it is a valid number for
a previous base, in this case ∅, the ones base:

Suffix(hundred, thirty seven)← (3)
LargerBase(hundred,∅), Number(thirty seven).

LargerBase(hundred,∅)← PrevBase(hundred,∅). (4)

Thirty-seven is one of these numbers because it is merely the
concatenation of a decade word and a ones word:

Number(thirty seven)← (5)
Prefix(thirty seven,∅), Suffix(∅,∅).

Prefix(thirty seven,∅)← (6)
Decades(thirty), Ones(seven).
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Ones(one).
· · ·
Ones(nine).

Teens(ten).
· · ·
Teens(nineteen).

Decades(twenty).
· · ·
Decades(ninety).

(1, 5)

(2)

(3)

(4)
(6)

Number(PBS)← Prefix(P,B),Suffix(B,S).
Number(PB)← Prefix(P,B).

LargerBase(X,Z)← LargerBase(X,Y), LargerBase(Y,Z).
LargerBase(X,Y )← PrevBase(X,Y ).

PrevBase(million, thousand).
PrevBase(thousand,hundred).
PrevBase(hundred,∅).

Prefix(P,B)← LargerBase(B, hundred),NormalPrefix(P ).
Prefix(P,hundred)← Ones(P ).
Prefix(X,∅)← Ones(X).
Prefix(X,∅)← Teens(X).
Prefix(X,∅)← Decades(X).
Prefix(XY,∅)← Decades(X),Ones(Y ).

NormalPrefix(S)← Suffix(thousand, S).

Suffix(B,PCS)← LargerBase(B,C),Number(PCS).
Suffix(∅,∅).

Figure 1: An RCG whose strings are valid number words. Numbered rules correspond to Figure 2.

(1) Number(six hundred thirty seven)

(2) Prefix(six, hundred) (3) Suffix(hundred, thirty seven)

Ones(six). (4) LargerBase(hundred, ∅). (5) Number(thirty seven)

Suffix(∅, ∅).(6) Prefix(thirty seven, ∅)

Decades(thirty). Ones(seven).

PrevBase(hundred, ∅).

Succ(one hundred ninety nine, two hundred)

PrevBase(hundred, ∅). MaxForBase(ninety nine, ∅)

MaxDecades(ninety). MaxOnes(nine).

Succ(one,two)

Succ1(one,two).

Prefix(two, hundred)

Ones(two).

Figure 2: Example RCG parses for Number (Blue) and Succ (Red) relations.

The compositional use of simple predicates thus helps us ana-
lyze the structure of a complex phrase like six-hundred thirty-
seven and show that while it is a valid number word, hun-
dred six seven thirty is not. Succ can similarly be encoded
(Figure 2) as can More (not shown), while Pred and Less
can be encoded quite simply as Less(X ,Y )←More(Y,X) and
Pred(X ,Y )← Succ(Y,X).

Learning Number Knowledge
How might children learn the number knowledge captured in
the representation above? In this section, we present a com-
putational model of learning PRCGs and take a first step to-
ward evaluating this model against the learning trajectories
and patterns of error reported in the literature on counting.

To match the literature’s focus on counting, we restrict our
experiments here to the successor relation, and, in particular,
to learning to count from one to one-hundred. Several stud-
ies track children’s learning trajectories and patterns of er-
rors when acquiring the count sequence (Fuson et al., 1982;
Miller & Stigler, 1987), making count sequence learning
an interesting domain for evaluating our model of learning
PRCGs against empirical data.

Latent Predicate Networks Latent Predicate Networks
(LPNs) are PRCGs with three types of predicates connected
in a layered fashion. Observed predicates are relations di-
rectly present in the data (e.g. Succ is observed if the data
includes Succ relations). Observed predicates are defined in
terms of layers of latent predicates. These relations are not
directly observable in the data and their meanings are deter-
mined through learning. For example, the Decade predicate,
which is true for “ten”, “twenty”, etc., might correspond to
one of the latent predicates after the model is trained on pairs
of successive number words. Each layer of latent predicates
is defined in terms of the latent predicate layer beneath it,

and the lowest layer of latent predicates is defined in terms
of a collection of lexicon predicates, each of which is a unary
predicate that is true of the atomic units (the words) of the
system. The rules of the LPN consist of all definitions possi-
ble within the network architecture (for details see Dechter et
al. (2015)). The parameters of the network are the probabili-
ties of the rules.

Our model learns a distribution over the parameters of the
LPN given the available data using hierarchical Bayesian in-
ference: the model assumes that there is a prior distribution
over the parameters of the LPN and, using Bayes’ rule, infers
a distribution over parameter values that balances the fit of
the observations against the prior. We use a sparsity-inducing
prior to formalize the intuition that latent predicates and rules
should be shared in order to learn grammars that can general-
ize beyond the observed data.

Since exact inference in probabilistic grammars is compu-
tationally intractable, our model is simulated using the Vari-
ational Bayes EM approximate inference algorithm as imple-
mented in the PRISM programming language (Sato, Kameya,
& Kurihara, 2008).

All the simulations below were run on an LPN with three
layers of five predicates each. The learning algorithm was
run for a single iteration with a concentration parameter of
α = 0.1, and a convergence criterion of ε = 1e− 4. We will
refer to each separate simulation below as a simulated child.

Acquiring the count sequence Fuson et al. (1982) de-
scribes qualitative phenomena of count sequence acquisition
and elaboration based on several surveys in which the authors
asked American children between three and five years of age
to count (either while counting a collection of objects or just
reciting the count word sequence). The learning trajectories
and error patterns they describe have inspired computational
modeling efforts using connectionist networks; for example,
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Figure 3: Our model compared with children’s counting data
a) Data from Fuson et al. (1982). The x-axis shows the high-
est number correctly reached when children were asked to
count starting at “one.” Boxes correspond to the standard de-
viation, central bands to the means, and whiskers to the range.
b) Model performance, averaged over ten runs at four stages
of increasing data quantity.

Ma and Hirai (1989) use an associative network to model the
errors that young children typically make when learning the
count sequence up to twenty or thirty. But, to our knowledge,
such models have not been used to study how children acquire
the count sequence beyond thirty.

Figure 3a shows the highest number correctly reached by
children of various ages when tested by Fuson et al. The au-
thors hypothesize that the large jump in range between the
young three-year-olds and the four-year-olds and five-year-
olds is due to the older children partially solving what they
term “the decade problem” – i.e. recognizing both that there
is a pattern that repeats across decades greater than twenty
and that there is a particular sequence to the decade words.

We asked whether our model goes through a similar tran-
sition. To simulate learning, we generated data sets consist-
ing of successor pairs between one and one-hundred, with the
number of examples N of each pair Succ(i, i+ 1) following
the power law N = K

i , where K determines the overall size of
the data set. To explore the effect of evidence quantity, and
to simulate the effect that overall quantity of evidence has on
a child’s acquisition of the count list, we generated data sets
for K = 10,100,1000,10000, which we denote stages 1-4,
respectively. The resulting histograms of data are shown in
Figure 4a-d (the y-axes are logarithmically scaled).

For each of these data sets we ran our learning algorithm
ten times, generating ten simulated children at each stage (the
simulations differ due to different random parameter initial-
izations). In Figure 4a-d, each line corresponds to one of the
simulated children and shows the probability that the child
will correctly count to the corresponding number on the x-
axis. To generate this data, we asked the model for the dis-
tribution of successors for a given number and used a simple
softmax decision procedure to determine the probability of
the simulated child reporting each word. Specifically, if the
simulated child believes x follows a with probability pa(x),
then it says x after a with probability proportional to pa(x)2.

The stage 1 simulations are variable in performance, with
some of simulated children unable to count further than the
first few words and a few having a relatively high chance
of reaching “twenty.” The sharp drops in performance at
“twenty,” “thirty” and “forty” in stage 2, and the horizon-
tal lines between them, indicate that here the simulation has
learned the within-decade structure of the count list but is un-
certain about the transitions between decades. In stages 3
and 4, nearly all simulated children master the numbers up to
“twenty nine” but are unable to transition from “twenty nine”
to “thirty.” Only in stage 4 do we see any children making the
transition from this state of knowledge to one in which they
can reach “ninety nine.”

The simulations in these first four stages suggest that even
with large increases in the quantity of data, our model is un-
likely to progress beyond “twenty nine.” We hypothesized
that this is due to a lack of evidence for the decade transi-
tions. Mastering the decade transitions requires both learning
that there is a special rule for the successor of numbers ending
in “nine,” and learning the order of the decade words. This
adds considerable complexity to the grammar, and our simu-
lations favor a more parsimonious explanation of the heavily
weighted smaller numbers. Children, however, do not learn
to count to a hundred by unsupervised exposure to naturally
occurring count words; they are actively taught to do so. Al-
though we know of no study of the pedagogical language used
in teaching children to count, some kindergarten teaching
blogs (e.g. http://www.heidisongs.com/blog/2012/05/
teaching-kids-to-count-to-100.html) mention empha-
sizing decade transitions as useful in helping struggling stu-
dents to learn the count sequence.

To confirm that increased emphasis on decade transitions
can facilitate the transition to mastering counting up to a hun-
dred, we created two additional data sets, stages 3∗ and 4∗,
that contain the same data as stages 3 and 4, respectively, but
have an additional 10% of the data evenly distributed across
the decade transitions (twenty nine, thirty; thirty nine, forty;
...; eighty nine, ninety). The simulated data for these stages is
shown in Figure 4e-f. In both simulations, we observe a sharp
increase in the number of simulated children who transition
to counting to a hundred (from 0 to 4 children in stage 3∗, and
2 to 6 children in stage 4∗).

Figure 3b summarizes the simulation data for stages 1,2,3∗

and 4∗ for comparison against the Fuson et al. data in Fig-
ure 3a. For each stage and each simulated child, we computed
the probability that the highest number reached by counting,
starting from “one,” would be x for x = 1, . . . ,99. We aver-
aged these values across simulated children within a stage and
used the resulting densities to calculate the means, standard
deviations, and 10th and 90th percentiles for each stage (these
percentiles were chosen to be comparable with the empirical
ranges described by Fuson et al.).

In addition to examining the learning trajectories of our
model, we also examined its mistakes. One interesting pat-
tern of mistakes that young English-speaking children make
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Figure 4: Our model’s performance correctly reciting the count sequence. Each colored curve corresponds to a single run of
the learning algorithm given the distribution of data in the histogram directly above it. For each number, N, along the x-axis,
the y-axis corresponds to the probability that the model correctly counts from one up to N. The y-axes on the data histograms
are shown on a logarithmic scale. The stages refer to the distributions of data available to the model (see text for details).
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Figure 5: Top ten invented number words in children’s count-
ing. a) Data from Fuson et al. b) A simulated child at stage 2.

when reciting the count sequence is that they invent number
words. Fuson et al. report that children invent such words
both by combining morphological components of number
words (such as “fiveteen” and “eleventy”) and by combin-
ing decade words with incorrect digit-place words (such as
“twenty-eleven” and “twenty-twenty”). In particular, they re-
port that appending teen words to decade words is most com-
mon, creating sequences like “twenty-ten”, “twenty-eleven”,
“twenty-twelve”, etc. In Figure 5a we show the most common
invented words that Fuson et al. report and the mean number
of times a child used the word.

Since we do not model in this work how number word mor-
phemes are composed to construct number words, our model
cannot account for morphologically-based errors. We asked,
however, to what extent it can model the other invented word
errors that Fuson et al. report; the most common invented
words are shown in Figure 5a. To compare these data to our
model, we asked a stage 2 simulated child for the top ten
non-number words that could appear as successor to a num-
ber word or non-number word (because this was a computa-
tionally expensive procedure, we restrict our analysis here to
a single randomly selected simulation). The marginal proba-
bilities of those non-number words is shown in Figure 5b.

Discussion

In this work, we have shown how exact number concepts and
the relations among them can be represented using probabilis-
tic context-sensitive grammars. We have also given a model
for how children might learn such representations based on
hierarchical Bayesian inference. Our simulations suggest this
model captures several behavioral phenomena children ex-
hibit while learning the count sequence – a critical and dif-
ficult prerequisite to adult-like numerical knowledge.

An interesting aspect of this process is the seemingly
sudden transition from counting only through the first few
decades to counting all the way to a hundred. Our model ex-
plains this transition as an inductive leap: for small amounts
of data, learning is slow and incremental – adding a decade
at a time – because the increased complexity of the concep-
tual knowledge is large compared to the gains in explanatory
power. Eventually, however, enough evidence accumulates to
warrant a more complex and more general grammar, resulting
in a kind of phase transition between states of knowledge.

In many ways this phenomenon is analogous to the Car-
dinal Principle (CP) transition, in which younger children
learning the relationship between small numbers and set sizes
make slow and incremental progress when learning to count
out sets matching the first three or four number words but then
suddenly expand their ability to every other memorized num-
ber word. The theory that this rapid transition is due to what
Carey (2009) refers to as Quinian bootstrapping has been for-
malized by Piantadosi et al. (2012) as probabilistic inference
over a space of recursive programs defined by a grammar. As
we do here, they explain the inductive leap of the CP tran-
sition as a result of the tension between program complexity
and fit to the available data. Whereas Piantadosi et al. place a
distribution over programs using a probabilistic context-free
grammar, however, our model is learning a complete gram-
mar, one that can accommodate many different concepts and

2055



relations and that can be seen as a probabilistic and declara-
tive knowledge base.

Another difference is that our simulations require a peda-
gogical emphasis on critical evidence – the decade transitions
– to master the count sequence robustly, suggesting that peda-
gogy may play an important role in facilitating these kinds of
inductive leaps. Focusing on concept acquisition in slightly
older children allows us to explore the relationship between
computational level considerations driving inductive reason-
ing and the pedagogical factors enabling it in practice.

An important goal for future work is to apply our model
to learning systems of number concepts in other languages
besides English. In preliminary work we have applied our
model to learning the Chinese number system and shown that
it both learns the adult system with relative ease and explains
why Chinese children generally make different patterns of
mistakes than English-speaking children – in particular, why
they are much less likely to invent number words like “twenty
eleven” even though Chinese uses the same words to refer to
both decade and ones values (e.g., “twenty one” is “two ten
one”) (Miller & Stigler, 1987).

Another important future step for this research will be to
relate our model to those, like Piantadosi et al. (2012) for
counting and Dehaene (2011) for the approximate magni-
tude system, that attempt to explain how abstract number
knowledge becomes grounded in the perceptual and procedu-
ral primitives through which children learn about the world.
The model we presented here does not attempt to explain how
children come to understand that number words refer to car-
dinalities, though this is crucial to understanding number.

That said, we see no fundamental incompatibility between
the model presented here and extensions to include approx-
imate magnitude, object tracking, set manipulation, more
complex morphology (e.g. the meaning of -illion or -teen), or
different counting strategies (e.g. as used in Turkish, French,
or Mandarin) as would be needed for a more comprehensive
model of number learning. In fact, a key next step for us is to
model the link between the relatively small set of named num-
bers (as modeled here) and the infinite set of numbers through
more complex morphology and word invention (i.e. the -illion
system, including gazillion or bajillion) or systems like Ara-
bic or tally notation, where the infinite sequence is easier
to express. We see our work here as a first demonstration
of LPN’s suitability for capturing a broad range of concepts
in number and other semantic domains including space, kin-
ship, and natural kinds. Whether these more general mod-
els are best approached by working strictly within the LPN
formalism or by using it as one module within a more com-
plex framework is an open question. Certainly, the human
mind is more powerful than an RCG and is at least Turing-
complete. RCGs provide a tractable way, however, to explore
a restricted subclass of problems. The strategies and solutions
we discover here are also available in Turing-complete sys-
tems, and are in fact implemented in one (PRISM Prolog), so
our findings easily generalize to more expressive grammars.

More broadly, we see this paper as growing out of the hy-
pothesis that much of human learning, including the explo-
sion of knowledge during development, can be understood as
inducing, from sparse and noisy data, a library of bits of con-
ceptual knowledge, written in something like a programming
language of thought. This vision of the child-as-hacker draws
on and extends the notion of the child-as-scientist (Gopnik,
1996); not only are children forming theories about the world,
but they are simultaneously developing the very conceptual
language they use to formulate those theories.
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Abstract 

When initially confronted with the Monty Hall dilemma 
(MHD), people show a very strong tendency to stick with 
their initial choice, although switching maximizes winning 
chances. Previous research demonstrated that certain 
interventions helped participants to discover and apply the 
optimal strategy, but generally failed to increase participants’ 
understanding of the MHD solution. An exception on the 
latter finding is DiBattista’s (2011) digital learning 
environment study, reporting that the majority of participants 
who used the learning environment learned to understand the 
MHD solution. However, a major shortcoming was 
DiBattista’s (2011) methodology, which did not allow to infer 
causal relations and to conclude which (combination of) 
manipulation(s) was most important for participants’ 
understanding of the MHD solution. The aim of the present 
study was to fill this research gap by conducting a controlled 
randomized experiment with an analogous digital learning 
environment. Participants were high-school students between 
16 and 19 years old. The results showed that receiving 
explanation about the MHD solution was the most important 
manipulation to improve understanding. Implications for 
education in (posterior) probability are discussed. 

Keywords: Monty Hall dilemma; probability; posterior 
probability; digital learning environment; experience-based 
learning; traditional learning 

Introduction 

The Monty Hall dilemma (MHD) was adapted from the 

popular TV game show Let’s Make a Deal and is known as 

one of the most counterintuitive posterior probability 

problems (Friedman, 1998). In the classic version of the 

MHD, a guest is confronted with three identical doors. One 

door conceals a valuable prize, usually a car. The two 

remaining doors conceal worthless prizes such as goats. 

After the guest initially chooses one door, the host, who is 

aware of the location of the prize, opens a non-chosen door 

to show that there is a worthless prize behind it. Next, the 

guest faces a dilemma when the host asks him to either stay 

with his initial choice, or to switch to the other unopened 

door. By applying Bayes’ Theorem with the correct prior 

and marginal likelihoods, it can be derived that switching is 

the strategy that maximizes the probability to win the 

valuable prize. More specifically, switching yields a 

posterior winning probability of 2/3, whereas staying only 

yields a 1/3 posterior winning probability. 

Previous research on the MHD has provided strong 

evidence for the following four findings. First, there exists a 

strong sticking tendency: When first confronted with the 

dilemma, the vast majority of participants choose to stay 

with the initial choice (Burns & Wieth, 2004; Friedman, 

1998; Granberg & Brown, 1995; Granberg & Dorr, 1998). 

Cross-cultural research revealed that staying percentages 

range between 79% and 87% (Granberg, 1999). These high 

percentages indicate how extremely counterintuitive the 

MHD solution is. 

Second, participants have a strong belief that their choice 

– either staying or switching – does not matter, because they 

consider both posterior probabilities as being equal (Franco-

Watkins, Derks, & Dougherty, 2003; Granberg & Brown, 

1995; Stibel, Dror, & Ben-Zeev, 2009). Participants’ 

preference to stay with their initial choice, despite the fact 

that they judge winning probabilities for staying and 

switching as equally large, can be explained by the larger 

amount of regret participants anticipate to experience after a 

loss due to switching compared with a loss due to staying 

(Stibel et al., 2009). 

Third, previous research has shown that many factors can 

alter participants’ sticking tendency. For example, switching 

behavior is more likely to occur when more alternatives are 

included in the problem compared with only three 

alternatives in the classic MHD (Burns & Wieth, 2004; 

Franco-Watkins et al., 2003; Saenen, Heyvaert, Grosemans, 

Van Dooren, & Onghena, 2014; Stibel et al., 2009). Also 

repeated experience with the problem has a strong impact: 

When participants are given a series of MHD trials, 

switching rates increase across trials, showing that people 

adjust their behavior to increase the gain (e.g., Franco-

Watkins et al., 2003; Petrocelli, 2013; Petrocelli & Harris, 

2011; Saenen, Van Dooren, & Onghena, 2015a). 

Importantly, none of these studies, containing the repeated 

experience with the dilemma, led participants to consistently 

switch on all trials. Thus, optimal behavioral performance 

was not observed.  

Fourth, there exists a dissociation between participants’ 

behavioral MHD performance and their understanding of 

the problem’s solution. Some studies did not only examine 

participants’ behavioral MHD performance, but also asked 

participants to estimate the posterior probabilities in order to 

investigate their MHD understanding (Burns & Wieth, 

2003, 2004; DiBattista, 2011; Franco-Watkins et al., 2003; 

2057



Saenen et al., 2014, 2015a; Saenen, Heyvaert, Van Dooren, 

& Onghena, 2015b; Stibel et al., 2009). The results showed 

that although behavioral performance was easily improved 

by adding particular interventions, correct posterior 

probability estimates ranged from 0% to 50%. Thus, overall, 

participants still failed to understand the MHD and its 

underlying probabilities (Burns & Wieth, 2003, 2004; 

Franco-Watkins et al., 2003; Saenen et al., 2014, 2015a, 

2015b; Stibel et al., 2009). 

DiBattista (2011) developed a digital learning 

environment aimed at tackling people’s general inability to 

understand to MHD solution. Its characteristics were 

specially designed to increase people’s understanding of the 

MHD solution and can be described as follows. First, in the 

‘playing’ part, one could complete as many trials as one 

wanted of both a 3-door and 20-door MHD. After each trial, 

feedback about the number of trials one had won and lost, 

conditional on the behavior (i.e., staying or switching), was 

updated. Second, in the ‘simulation’ part, one could ask the 

computer to generate N trials of both a 3-door and 20-door 

MHD and choose the desired type of behavior (i.e., always 

staying, always switching, or alternating between staying 

and switching). In this part, constantly updated feedback 

was also provided. Third, in the ‘explanation’ part, one 

could access explanations for both the 3-door and 20-door 

MHD solution. 

In DiBattista’s (2011) study, participants solved the 

classic MHD in paper-and-pencil format as a pretest 

measure. Participants were asked to indicate the optimal 

behavioral response in order to win the prize (staying, 

switches, or it makes no difference) and to explain in detail 

their reasoning behind their chosen response. Next, the 

participants were motivated to use the digital learning 

environment with unlimited access for a period of five 

weeks. Hereafter, the participants completed a 6-door 

variant of the MHD as a posttest measure. Another four 

weeks later (i.e., nine weeks after the pretest), participants 

again completed the classic MHD – identical to the pretest – 

as a follow-up measure. The results of DiBattista’s (2011) 

pretest-posttest study revealed that at the pretest, only 4.5% 

of the participants correctly indicated switching as the 

optimal behavioral response and none of them could give a 

satisfactory explanation for why switching was beneficial. 

For the posttest and follow-up measure, the answers of 

participants who accessed the digital learning environment 

at least once were compared with the answers of those who 

never accessed it. The results were impressive: At the 

posttest, participants who accessed the digital learning 

environment gave the optimal behavioral response and a 

satisfactory explanation statistically significantly more often 

compared with participants who never accessed it (77.5% 

and 61.2% vs. 41.4% and 13.8% respectively). At the 

follow-up, no statistically significant difference was found 

on how often the optimal behavioral response was given 

between participants who accessed the digital learning 

environment and those who never accessed it (89.4% and 

87.5% respectively). However, participants who accessed 

the digital learning environment statistically significantly 

more often gave a satisfactory explanation for why 

switching was beneficial, compared to those who never 

accessed it (62.7% and 6.2% respectively). No other 

empirical study so far ever reported percentages of 

participants understanding the MHD solution as high as 

61.2% and 62.7%. 

A major shortcoming to DiBattista’s (2011) study is that 

the characteristics that were designed to promote the 

understanding of the MHD solution were not systematically 

manipulated between (or within) participants. Next, the 

study was not conducted in a controlled environment, and 

its use was not experimentally manipulated. Moreover, 

participants’ use of the digital learning environment was 

self-selected and thus not randomly assigned. Thus, it is 

impossible to infer causal relations and to conclude which 

(combination of) manipulation(s) was most important to 

improve participants’ understanding of the MHD solution. 

To investigate that question, we developed our own MHD 

digital learning environment, analogous to the one 

developed by DiBattista (2011), and conducted various 

controlled randomized experiments. This paper presents the 

results of our first experiment, in which we examined the 

effects of both repeated experience with the MHD and 

explanation. The choice for the inclusion of repeated 

experience was made because there is already a lot of 

research literature available on this manipulation (e.g., 

Franco-Watkins et al., 2003; Petrocelli, 2013; Petrocelli & 

Harris, 2011; Saenen et al., 2015a), which makes it easy to 

compare our results. The choice for the inclusion of 

explanation about the MHD solution as a manipulation was 

made because of the practical relevance for education (see 

discussion section). 

Methods 

Participants and Design 

Two-hundred and thirteen Flemish high-school students 

participated in the experiment. Seventy-eight of them were 

excluded from the data analyses because of prior familiarity 

with the MHD. As a result, our final sample consisted of 

135 participants (80 females, 55 males; age range: 16-19 

years, Mage = 16.92, SDage = 0.54). 

Participants were randomly assigned to one of four 

conditions, created by a 2 × 2 between-subjects design. The 

first independent variable was ‘Explanation’ and indicated 

whether or not participants could access the ‘explanation 

part’ of the MHD game. The second independent variable 

was ‘Playing’ and indicated whether or not participants 

could access the ‘playing part’ of the MHD game. This led 

to the following four conditions: control condition (neither 

explanation nor playing), ‘playing only’ condition (playing, 

but no explanation), ‘explanation only’ condition 

(explanation, but no playing), ‘playing and explanation’ 

condition (both playing and explanation). Data of 

respectively 28, 38, 34, and 35 participants were included in 

the analyses. 
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The study protocol was approved by the Ethical 

Committee of the KU Leuven − University of Leuven. 

Materials 

The following materials were used in the study: a paper-

and-pencil questionnaire operating as the pretest measure, 

another paper-and-pencil questionnaire operating as the 

posttest measure, and a digital learning environment. 

Our pretest questionnaire included the classic MHD, as in 

DiBattista’s (2011) study. Participants were asked to answer 

three questions. First, participants were asked to indicate the 

optimal behavioral response (i.e., question 1) by choosing 

between one of three options: staying, switching, or it does 

not matter. This behavioral response question was the same 

as in DiBattista’s (2011) study. Unlike DiBattista (2011), 

we operationalized understanding of the MHD solution by 

asking participants to estimate the posterior winning 

probability for both staying (i.e., question 2) and switching 

(i.e., question 3), instead of letting them explain their 

reasoning behind the behavioral response answer they gave 

on question 1. 

In our posttest questionnaire, we included the items that 

DiBattista (2011) used for his posttest and follow-up 

measure. Thus, our own posttest questionnaire included two 

items. The first item was a 6-door MHD variant with one 

prize (cf. DiBattista’s (2011) posttest), in which the 

participant initially selected two doors, the host then opened 

three other non-winning doors, and the participant then was 

faced with the dilemma to either stay with his two initially 

selected doors (winning the prize when located behind one 

of those two doors), or to switch to the one remaining 

unopened door. Note that the posterior probabilities of this 

6-door MHD variant are equal to the posterior probabilities 

of the classic MHD: Staying leads to winning the prize in 

1/3 of the cases, while switching yields a 2/3 winning 

probability. The second item of our posttest questionnaire 

was the classic MHD (cf. DiBattista’s (2011) follow-up 

measure), completely identical to the item of the pretest 

questionnaire. For both items of our posttest questionnaire, 

participants were asked to complete the same three 

questions as in our pretest questionnaire. Summarized, for 

all MHD items there were three dependent variables. The 

first dependent variable was the behavioral response, the 

second one was the posterior winning probability for 

staying, and the third one was the posterior winning 

probability for switching. 

The MHD digital learning environment we created
1
 was 

analogous to the one developed by DiBattista (2011) and 

contained the same three major parts: a ‘playing’ part, a 

‘simulation’ part, and an ‘explanation’ part. In the ‘playing’ 

and ‘simulation’ parts, feedback about the number of trials 

one had won or lost, conditional on the behavior (i.e., 

staying or switching), was constantly updated and provided. 

In the ‘explanation’ part, the MHD solution was explained 

                                                           
1 Researchers interested in using our digital learning environment 

for research and/or educational purposes can contact the authors. 

stepwise by providing little information at a time on each 

screen. Both forward and backward navigation was possible 

in the ‘explanation’ part. 

When opening the digital learning environment, a 

description of the classic MHD was always presented first 

in which all necessary elements were mentioned: the host, 

the three doors, the random location of the prize, the 

participant’s initial choice, followed by the host opening 

another door than the one chosen by the participant showing 

it did not contain the prize, and ultimately the participant’s 

final choice. Next, the same description was given for a 20-

door MHD variant in which the host, after the participant 

made an initial choice, opened 18 other doors that did not 

contain the prize. After navigating through the descriptions 

of both the classic MHD and the 20-door MHD variant, the 

participant got to see a menu bar that listed the specific parts 

of the digital learning environment the participant could use. 

Which parts were listed in the menu bar depended on the 

condition a participant was assigned to. For example, a 

participant assigned to the ‘playing only’ condition only saw 

the ‘playing: 3 doors’ and the ‘playing: 20 doors’ parts 

listed in the menu bar, whereas a participant assigned to the 

‘explanation only’ condition only saw the ‘explanation: 3 

doors’ and the ‘explanation: 20 doors’ parts. Thus, in 

contrast to DiBattista’s (2011), in our digital learning 

environment, it was possible to limit participants’ access to 

particular parts of the learning environment. Also in contrast 

with DiBattista (2011), it was possible to set time 

limitations on the use of our digital learning environment. 

These adaptions were made in order to conduct controlled 

randomized experiments. 

Procedure 

Participants came to the laboratory in groups of eight for the 

experiment. Before the start of each experimental session, 

the experimenter placed an informed consent form and a 

laptop on eight separate tables. Tables and seats were placed 

so that no interaction was possible between participants. 

Upon arriving, the experimenter asked the participants to 

take place at one of the eight tables on which there was an 

informed consent form. Participants were randomly 

assigned to the experimental conditions, with the limitation 

that in each experimental session two participants were 

assigned to each of the four different conditions. After 

completing the informed consent form, participants received 

the pretest questionnaire. Next, the six participants that were 

assigned to an experimental condition (i.e., ‘playing only’ 

condition, ‘explanation only’ condition, or ‘playing and 

explanation’ condition) were asked to use the digital 

learning environment for a duration of 20 minutes. 

 How the participants exactly spent and divided those 20 

minutes between the different parts of the digital learning 

environment that were made available, was up to the 

participants themselves. After 20 minutes, the digital 

learning environment automatically stopped working. Next, 

the participants received the posttest questionnaire from the 

experimenter. During the 20 minutes that the six 
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participants assigned to an experimental condition used the 

digital learning environment, the two participants assigned 

to the control condition immediately completed the posttest 

questionnaire. Afterwards, they were asked to use the digital 

learning environment as well (with unlimited access) so that 

they would keep quiet during the remaining time of the 

experimental session. An entire experimental session lasted 

approximately 50 minutes. 

Statistical Analysis 

To investigate participants’ behavioral responses and 

understanding of the underlying posterior probabilities of 

the MHD, we performed a logistic regression analysis with 

‘Explanation’, ‘Playing’, and the interaction between 

‘Explanation’ and ‘Playing’ as predictors. The significance 

level was set at α = .05. To follow up on statistically 

significant effects, post-hoc pairwise comparisons were 

performed using a Tukey-Kramer (HSD) correction. 

Results 

Pretest: Classic MHD 

For each dependent variable and each of the four conditions, 

percentages correct answers are presented in Table 1. As 

can be derived from Table 1, participants performed poorly 

on both the behavioral response question and the posterior 

probability estimate questions during the pretest. 

The results of the logistic regression analyses (see  

Table 2) showed no statistically significant differences 

between the conditions before the intervention started, 

which is consistent with our random assignment scheme.  

 

Table 1: Percentages correct answers given on the items  

of both the pretest and posttest questionnaire. 
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Pretest: Classic MHD     

Optimal behavior 25.0 26.5 10.5 20.0 

P (win | stay) 17.9 11.8 10.5 11.4 

P (win | switch) 10.7 11.8 7.9 5.7 

Posttest: Classic MHD     

Optimal behavior 25.0 88.2 68.4 94.3 

P (win | stay) 17.9 84.8 39.5 79.4 

P (win | switch) 10.7 81.8 21.1 61.8 

Posttest: 6-door MHD     

Optimal behavior 28.6 76.5 39.5 62.9 

P (win | stay) 28.6 70.6 43.2 66.7 

P (win | switch) 46.4 73.5 18.9 54.5 

 

Table 2: Logistic regression analysis results for variables 

predicting outcomes on the classic MHD pretest questions. 

 β SE β OR 95% Wald 

CI 

Wald 

χ²(1) 

Optimal behavior     

Play 0.37   0.57 1.44 [-0.76; 1.49] 0.40 

Explain -0.75 0.68 0.47 [-2.08; 0.57] 1.24 

Play*Explain 0.68 0.89 1.97 [-1.08; 2.43] 0.57 

P (win | stay)      

Play -0.03 0.75 0.97 [-1.51; 1.44] 0.00 

Explain 0.09 0.75 1.10 [-1.38; 1.56] 0.02 

Play*Explain -0.58 1.04 0.56 [-2.63; 1.46] 0.31 

P (win | switch)      

Play -0.73 0.90 0.48 [-2.50; 1.04] 0.65 

Explain -0.28 0.95 0.75 [-2.14; 1.57] 0.09 

Play*Explain 0.39 1.25 1.48 [-2.05; 2.83] 0.10 

Note. β = unstandardized β coefficients; SE = standard error; OR = 

odds ratio; CI = confidence interval. 

Posttest: Classic MHD 

For the 3-door MHD in the posttest Table 1 clearly shows 

that in all experimental conditions participants performed 

better compared with participants assigned to the control 

condition. Participants assigned to the ‘playing and 

explanation’ condition performed best on the optimal 

behavioral response question, whereas participants assigned 

to the ‘explanation only’ condition performed best on both 

posterior probability questions.  

First, the results of the logistic regression analyses (see  

Table 3) showed a statistically significant main effect of 

Explanation on behavioral response, Wald χ²(1) = 6.32, p = 

.012. The odds ratio equaled 7.61, meaning that it is 7.6 

times more probable that a participant indicates switching as 

the optimal behavioral response when assigned to a 

condition with explanation compared to a condition without 

explanation. Second, there were also statistically significant 

main effects of Explanation on the posterior winning 

probability when staying and when switching questions, 

Wald χ²(1) = 10.89, p = .001, OR = 5.91, and Wald χ²(1) = 

11.47, p = .001, OR = 6.06, respectively. Those odds ratios 

mean that it is approximately 6 times more probable that a 

participant gives a correct posterior winning probability 

estimation for both staying and switching when assigned to 

a condition with explanation compared to a condition 

without explanation. Finally, there was a statistically 

significant interaction effect on the posterior winning 

probability when switching question, Wald χ²(1) = 3.87, p = 

.049, OR = 6.19. To follow up on this interaction effect, 

post-hoc pairwise comparisons (HSD) revealed that the 

following comparisons reached statistical significance. 

Participants in the ‘explanation only’ condition more often 

gave the correct answer on the posterior winning probability 

when switching question compared with participants 

assigned to the ‘playing only’ condition, p < .001, OR = 

11.905, and compared with participants assigned to the 

control condition, p < .001, OR = 3.205. In addition, 

participants in the ‘playing and explanation’ condition more 

often correctly answered the posterior winning probability 
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when switching question compared with participants 

assigned to the ‘playing only’ condition, p < .001, OR = 

5.143, and compared with participants assigned to the 

control condition, p < .001, OR = 1.385. 

Posttest: 6-door MHD 

For the 6-door MHD variant in the posttest Table 1 

demonstrates that especially participants assigned to the 

‘playing and explanation’ condition and the ‘explanation 

only’ condition performed better compared with the control 

condition. Participants assigned to the ‘explanation only’ 

condition performed best on all three questions. 

The logistic regression analyses (see Table 4) indicated 

statistically significant main effects of Explanation on 

behavioral response, Wald χ²(1) = 3.91, p = .048, OR = 

2.60, and on the posterior winning probability for switching 

question, Wald χ²(1) = 8.99, p = .003, OR = 5.14. Thus, it  

is  respectively  2.6  and  5.1  times  more  probable  that  a 

 

Table 3: Logistic regression analysis results for variables 

predicting outcomes on the classic MHD posttest questions. 

 β SE β OR 95% Wald 

CI 

Wald 

χ²(1) 

Optimal behavior     

Play 0.79   0.90 2.20 [-0.98; 2.56] 0.76 

Explain 2.03 0.81 7.61  [0.45; 3.61]  6.32
*
 

Play*Explain 1.08 1.06 2.95 [-1.00; 3.16] 1.04 

P (win | stay)      

Play -0.37 0.64 0.69 [-1.64; 0.89] 0.33 

Explain 1.78 0.54 5.91  [0.72; 2.83]  10.89
**

 

Play*Explain 1.47 0.88 4.35 [-0.25; 3.19] 2.82 

P (win | switch)      

Play -1.03 0.57 0.36 [-2.15; 0.10] 3.20 

Explain 1.80 0.53 6.06  [0.76; 2.84]  11.47
**

 

Play*Explain 1.82 0.93 6.19  [0.01; 3.64]   3.87
*
 

Note. β = unstandardized β coefficients; SE = standard error; OR = 

odds ratio; CI = confidence interval. 
*
p < .05. 

**
p < .01. 

Table 4: Logistic regression analysis results for variables 

predicting outcomes on the 6-door MHD posttest questions. 

 β SE β OR 95% Wald 

CI 

Wald 

χ²(1) 

Optimal behavior     

Play -0.65   0.53 0.52 [-1.70; 0.40] 1.49 

Explain 0.95 0.48 2.60 [0.01; 1.90]  3.91
*
 

Play*Explain 1.14 0.76 3.13 [-0.34; 2.62] 2.28 

P (win | stay)      

Play -0.18 0.53 0.83 [-1.22; 0.85] 0.12 

Explain 0.97 0.50 2.62 [-0.01; 1.94]  3.78 

Play*Explain 0.83 0.75 2.29 [-0.64; 2.30] 1.21 

P (win | switch)      

Play -0.84 0.52 0.43 [-1.86; 0.19] 2.58 

Explain 1.64 0.55 5.14  [0.57; 2.71]    8.99
**

 

Play*Explain -0.47 0.77 0.62 [-1.98; 1.04]  0.38 

Note. β = unstandardized β coefficients; SE = standard error; OR = 

odds ratio; CI = confidence interval. 
*
p < .05. 

**
p < .01. 

participant indicates switching as the optimal behavioral 

response and gives the correct answer on the posterior 

winning probability when switching question when assigned 

to a condition with explanation compared to a condition 

without explanation. 

Discussion 

Previous research on the MHD demonstrated that although 

participants’ behavioral performance could be enhanced by 

particular interventions, participants’ understanding of the 

MHD solution did not improve very much (Burns & Wieth, 

2003, 2004; Franco-Watkins et al., 2003; Saenen et al., 

2014, 2015a, 2015b; Stibel et al., 2009). So far, only 

DiBattista’s (2011) study showed a major increase in 

participants’ understanding of the MHD solution. In his 

study, participants used an MHD digital learning 

environment, developed to improve participants’ 

understanding of the problem’s solution. The problem with 

DiBattista’s (2011) study, however, is that it could not 

answer the question which (combination of) manipulation(s) 

of the digital learning environment exactly was most helpful 

to increase participants’ understanding of the MHD 

solution. This is because his study was not conducted in a 

controlled environment, the several characteristics of the 

digital learning environment were not experimentally 

manipulated, and there was no random assignment of his 

participants.  

With the present study, we aimed to fill (part of) this 

research gap and to extend DiBattista’s (2011) research. To 

this end, we developed our own digital learning 

environment – analogous to the one developed by DiBattista 

(2011) – in which it was possible to limit participants’ 

access to particular parts of the learning environment so that 

it would be possible to conduct controlled randomized 

experiments and next, to infer causal relations. The current 

paper reports on the first experiment we carried out, in 

which we focused on two out of the three major parts of the 

digital learning environment: repeated experience with the 

MHD and explanation about the MHD solution. 

First, the results of our experiment are consistent with 

previous research on the MHD. At the pretest measure, 

participants in all conditions massively failed to indicate the 

optimal behavioral response (see Burns & Wieth, 2004; 

Friedman, 1998; Granberg, 1999; Granberg & Brown, 1995; 

Granberg & Dorr, 1998) and to give correct posterior 

winning probability estimates (see Burns & Wieth, 2003, 

2004; Franco-Watkins et al., 2003; Saenen et al., 2014, 

2015a, 2015b; Stibel et al., 2009). Next, the results of our 

posttest measure showed that when participants completed a 

series of MHD trials without receiving further explanation 

about the MHD solution (i.e., ‘playing only’ condition), 

their behavioral response improved, but the majority of 

participants still did not grasp the underlying posterior 

probabilities of the problem (see Franco-Watkins et al., 

2003; Saenen et al., 2015b). 

Second and most important, our study showed which 

specific manipulation helped participants most in 
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understanding the MHD solution. The results provide strong 

evidence for the effect of receiving explanation about the 

MHD solution. Interestingly, being able to experience 

multiple MHD trials – besides having access to explanation 

about the MHD solution – did not further increase 

participants’ MHD understanding nor did it affect their 

understanding in a negative way. This finding is of practical 

importance for (posterior) probability education. Although 

experience-based learning may occur in many areas, it 

appears that repeated experience with the MHD is not 

enough to help participants reflect about and understand the 

solution. Explanation about the MHD solution, however, 

which parallels much more the traditional learning 

environment (cf. teacher controlled), seems to be more 

appropriate for teaching students the difficult concept of 

posterior probabilities. 

However, this conclusion should be considered very 

carefully for several reasons. First, general implications 

about the use of digital learning environments for (posterior) 

probability learning are hard to make given the narrow 

nature of our study and research paradigm. Second, there is 

a crucial limitation in both DiBattista’s (2011) and our own 

performed study. More specifically, the operationalization 

of understanding the MHD solution may have been 

inadequate in both studies. In DiBattista’s (2011) study, 

participants’ explanation for why they indicated a particular 

behavioral response as the optimal one were interpreted as 

(no) understanding of the MHD solution. Which criteria 

were used to interpret participants’ explanation as either 

correct or incorrect, is however unclear. Therefore, we 

operationalized understanding the MHD solution as being 

able to give correct posterior probability estimates. 

However, these do not necessarily reflect understanding: 

Participants might give correct probability judgments 

accidentally by guessing. Furthermore, the 6-door MHD 

variant – which we included in order to be able to compare 

our results with the results of DiBattista (2011) – has the 

same underlying posterior probabilities as the classic MHD. 

Therefore, it is impossible to determine whether 

participants’ – who were assigned to a condition in which 

they received explanation about the solution – correct 

posterior probability estimates were the result of 

understanding the MHD solution, or only showed that they 

had copied the probabilities they just had been reading but 

still did not understand these posterior probabilities and the 

problem’s solution. Future research could clarify this by 

including MHD variants in the posttest questionnaire with 

other optimal behavioral responses (e.g., staying) and other 

underlying posterior probabilities. 
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Abstract 

Communication in the media about climate change in the 
United States is complicated by the intensely ideologically 
polarized state of the debate surrounding the issue; moral 
rhetoric is an important dimension of how ideology is 
communicated. In this study we examined how moral rhetoric 
regarding this issue differs on the basis of a publication's 
perceived ideological lean. To address the question, we built a 
corpus from a diverse group of online news media that were 
rated for their perceived ideological lean. Using Latent 
Semantic Analysis we calculated the average loading for the 
five moral domains identified in Haidt's Moral Foundations 
Theory (Haidt & Joseph, 2004) on the terms "climate change" 
and "global warming." We found that there were higher moral 
loadings overall for "climate change" with a greater difference 
seen among the more progressive media. 

Keywords: Climate Change; Moral Rhetoric; Climate 
Communication; Latent Semantic Analysis 

Introduction 

Morality is a building block of modern society. It underlies 

our reasoning and decision making, and guides many of our 

everyday actions. In this paper we examine the moral stance 

taken by the popular media with respect to a topic that has 

been the subject of vigorous debate for decades: climate 

change. In doing so, we use a new computational approach to 

identify the types of moral reasoning exhibited in the media 

when discussing this topic and how they vary based on 

ideology, and over time. 

We base our analysis of moral reasoning on Moral 

Foundations Theory (Graham et al., 2013; Haidt & Joseph, 

2004), which identifies five different types of moral intuitions 

or concerns: Harm, Fairness, Loyalty, Authority, and Purity. 

Each of these moral concerns accounts for a different style of 

reasoning about moral dilemmas. For instance, consider a 

person who believes that climate change is a problem because 

it endangers the lives of people and animals. This person is 

primarily concerned with the harm that climate change could 

cause to living beings. In contrast, another person might 

argue that climate change is problematic because of its 

complexity and global reach, making it the obligation of 

nations to adhere to guidelines set by international treaties. 

That person is using a type of argument that emerges from 

reasoning about authority. Critically, when analyzing any 

argument, it is important to remember that such moral 

concerns are not exclusive, and that a single argument can 

exhibit traits from several different concerns. 

Research based on Moral Foundations Theory has 

demonstrated that sensitivity to the different moral concerns 

varies across cultures (Graham, Haidt, & Nosek, 2009), as 

well as based ideological beliefs (Graham et al., 2009; 

Koleva, Graham, Iyer, Ditto, & Haidt, 2012). In this paper, 

we are interested in how U.S. progressive and conservative 

media differ in the moral concerns they highlight in 

discussing climate change, and how the moral rhetoric they 

employ changes over time. 

Climate Change in the Media 

Media coverage of climate change has a strong influence 

on public opinion (e.g., Brulle, Carmichael, & Jenkins, 2012; 

Hart, Nisbet, & Myers, 2015). It is possible that the moral 

stance taken by the media is important not only because it is 

a reflection of public opinion, but also because it may help 

shape it. This is especially true when media serve as a conduit 

that summarizes and explains complex scientific research 

that is difficult to understand with little or no relevant 

knowledge. In debates around climate change, the public 

often relies on reporters to provide them with a reliable 

analysis of the subject matter. For instance, Brulle et al. 

(2012) found that media coverage was a major factor that 

affected the level of public concern about the climate change. 

Moreover, Hart et al. (2015) find that exposure to media 

coverage affects liberals and conservatives opinions on 

climate change differently, especially where perceptions of 

harm are concerned. Because of this, the moral stance taken 

by the media on the topic has the potential to greatly influence 

the type of arguments and reasoning that the public employs 

when considering climate change. 

There is much research on how the media covers events 

that have a prominent impact on the climate change debate, 

and what effects coverage has on public opinion. 

“Climategate”, which came to light in late 2009, is a good 

example. This well publicized event, which involved emails 

obtained through the hacking of a server at the Climatic 

Research Unit at the University of East Anglia, cast doubt on 

the integrity of climate scientists. It had a deleterious effect 
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on public trust in climate science (Leiserowitz, Maibach, 

Roser-Renouf, Smith, & Dawson, 2013), and was followed 

by a greater incidence of searches on the world wide web 

associated with climate skepticism (Anderegg & Goldsmith, 

2014). There was also an increase in pejorative religious 

metaphor in blog entries in the period following the scandal 

(Nerlich, 2010). 

In addition to media coverage, ideology and the position of 

political elites are important predictors of public attitudes 

toward climate change (Brulle et al., 2012). The influence of 

partisan politics also has grown markedly since the turn of 

the century (McCright & Dunlap, 2011). Ideology also 

strongly influences how people interpret media related to 

climate change; for example, the loss of trust in climate 

scientists seen in Leiserowitz et al. (2013) was most marked 

amongst conservatives. A content analysis by Painter and 

Ashe (2012) found that ideology has a strong association with 

the kinds of articles published in certain news outlets, with 

more unchallenged skepticism appearing in more 

conservative media. There is also an ideological effect on the 

terminology as used in partisan media, with ‘climate change’ 

and ‘global warming’ showing different degrees of 

synonymity (greater for progressives) and semantic 

neighbors, depending on the ideological lean of the 

publications they appear in (Gann & Matlock, 2014). 

However, the analysis in that study did not examine the use 

of moral language in particular. 

In addition to an increase in web searches, as seen in 

Anderegg and Goldsmith (2014), there is evidence of changes 

to the climate change discourse following major events such 

as Climategate. In examining the public response to news 

media, Koteyko, Jaspal, and Nerlich (2013) analyzed 

comments attached to articles regarding climate change in a 

British tabloid both before and after Climategate, using 

keyword comparisons, collocations, and concordance 

analysis, and found a greater incidence of pejorative 

references to science, and an emphasis on uncertainty, after 

Climategate.  

Predictions 

In this paper, we investigate two main hypotheses. First, 

following the results of Gann and Matlock (2014), we 

hypothesize that the terms climate change and global 

warming are used somewhat differently. In particular, 

progressives, more than conservatives, are likely to use 

climate change. Feinberg and Willer (2013) showed that 

progressives were more sensitive to moral frames when 

discussing the environment. Thus, we predict that if 

particular moral concerns are emphasized in the media, such 

emphasis will be greater for progressives than conservatives. 

However, they also demonstrated that conservatives were 

responsive to appeals based on the purity concern, and that 

may be reflected in articles appearing in conservative 

publications. 

Second, we hypothesize that the rhetoric surrounding these 

terms will be sensitive to the geo-political climate and 

affected by relevant events. In particular, as discussed above, 

we expect that the Climategate scandal will affect the level of 

authority exhibited in the use of the terms. Because the 

scandal introduced more skepticism into the discussion, we 

predict that rhetoric on authority will decrease in response to 

the event rather than increase. That is, the use moral rhetoric 

that evokes the authority concern should be more prevalent 

prior to Climategate (i.e., in 2009 and earlier) than after it. 

Method 

The Corpus 

Our corpus consists of 18,906 articles drawn from 23 online 

news sites chosen based on popularity, as measured by their 

Alexa rank, or on their potential for ideological lean. To be 

included in the corpus articles had to have at least 200 words, 

and have at least one instance of “climate change” or “global 

warming.” All articles were published between January 1st, 

2008 and December 31st, 2013. 

To get a sense of the ideological lean of these publications, 

we surveyed 200 native English speakers on Amazon 

 

Figure 1: Mean rating of ideology for each of the media sites 

in the corpus. Error bars represent standard error of the mean. 
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Mechanical Turk. The first page of the survey asked 

participants to rate how familiar they are with each 

publication. The second page asked them to rate each 

publication on ideological lean, ranging from 1 (very 

conservative) to 7 (very progressive). Only publications that 

a given rater had said they were familiar with on the first page 

appeared for them on the second. Figure 1 shows the list of 

publications and average ideological lean ratings. We 

identified the twelve most progressive publications as 

representing the progressive media and the remaining eleven 

publications as representing the conservative media. 

Measuring Moral Rhetoric 

We based our measure of moral rhetoric on the method 

described in Sagi and Dehghani (2014), which is built around 

the assumption that word co-occurrence patterns provide a 

rough approximation of their intended meaning. That is, the 

distribution of words in language is not random, and words 

that relate to similar topics tend to occur in proximity to one 

another. 

Methods such as Latent Semantic Analysis capitalize on 

this assumption by analyzing these patterns and using them 

to identify words that convey similar meanings (LSA; 

Deerwester, Dumais, Furnas, Landauer, & Harshman, 1990; 

Landauer & Dumais, 1997). Following the Wordspace 

paradigm (Schütze, 1998; Takayama, Flournoy, Kaufmann, 

& Peters, 1998), we constructed a matrix in which the rows 

and columns represented words and each cell contained the 

count of the co-occurrence of the corresponding row and 

column words within the corpus. We then calculated a 

singular value decomposition of this matrix to construct a 

semantic vector space. In this space, each word is represented 

by a vector, and the distance between two word vectors is 

inversely related to the probability that the words will co-

                                                           
1 See Appendix A for a sample of terms from the dictionary. 

occur in the text. The similarity of meaning between words is 

thus related to the cosine of their angle, which, for normalized 

vectors, is equivalent to the correlation between the vectors. 

Furthermore, these patterns of co-occurrence are not random. 

Words that relate to similar topics tend to occur together more 

frequently than unrelated words (e.g., moon and earth occur 

with each other more frequently than either tends to occur 

with gun). 

Likewise, these vectors can be aggregated using vector 

summation to produce a representation of a phrase, sentence, 

or even paragraph. In our analysis we computed the context 

vector for each occurrence of a term by summing the vectors 

of words that occur within a ±15 word window around the 

term. 

We calculated the cosines in this space between vectors 

representing the contexts of our terms of interest (global 

warming and climate change) and those representing a set of 

terms associated with the domain of each particular moral 

concern, as identified in the Moral Foundations Dictionary 

(Graham et al., 2009)1. These cosines provide us with a 

profile of the moral rhetoric associated with each occurrence 

of the terms. Specifically, for each document we calculated 

the average loading of each moral domain separately for the 

two terms. 

Results 

We calculated the average loading on the five moral domains 

for each occurrence of the terms climate change and global 

warming. For our analysis, we averaged these loadings on a 

per-article basis. Out of 4,925 articles taken from the 

conservative media, there were 3,487 conservative that 

mentioned climate change and 2,907 that mentioned global 

warming. The progressive media part of the corpus 

comprised of 13,981 articles in which we found 11,164 

 
Figure 2: Mean loadings on the five moral domains, by source ideology and term. Error bars represent standard error. 
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articles with mentions of climate change and 8,461 articles 

with mentions of global warming. Figure 2 shows the overall 

mean loadings in the corpus for each moral domain, by 

ideology and term. A small sample of sentences in which 

climate change and global warming appear is provided in 

Appendix B.2 

To get a better sense of the difference in the overall use of 

rhetoric between conservatives and progressives we 

computed a mixed model in which the mean loading of the 

five domains was the dependent variable and the ideological 

position and term were the independent variables. The 

article’s source was a random factor in this analysis. This 

analysis revealed that there was more moral rhetoric 

associated with climate change than global warming (F(1, 

24672) = 122.44, p < .0001). Moreover, a significant 

interaction indicated that while both groups had similar levels 

of moral rhetoric associated with global warming, 

progressives used significantly more morally loaded rhetoric 

when referring to climate change than conservatives (F(1, 

24672) = 7.70, p < .01; simple effects: climate change F(1, 

13926) = 5.08, p < .05; global warming F(1, 10726) = 2.87, 

n.s.). 

Next, we explored differences in the moral rhetoric 

associated with the two terms separately for conservative and 

progressive media. For this analysis we conducted a mixed 

model for each of the five moral domains with the term as an 

independent variable. As before, the source of each article 

was included as a random variable. Because this analysis 

involved multiple comparisons, we applied a Bonferroni 

correction when interpreting the results. Conservative media 

used rhetoric that was similar across the two terms on fairness 

and purity. However, they used a higher level of rhetoric for 

climate change with respect to the moral domains of 

authority (F(1, 4302) = 8.52, p < .005), harm (F(1, 4706) = 

11.85, p < .001), and loyalty (F(1, 5125) = 56.01, p < .0001)3. 

In contrast, progressive media rhetoric regarding climate 

change demonstrated a higher level of moral rhetoric on all 

five domains. The smallest of these differences was for the 

domain of fairness (F(1, 5766) = 16.12, p < .0001). 

These results are in accordance with our hypothesis that 

progressives, moreso than conservatives, endorse the term 

climate change over the term global warming and associate 

it with greater levels of moral rhetoric. Nevertheless, it 

appears that the overall pattern of moral rhetoric is similar 

between the terms and ideologies, with the domains of harm 

and loyalty showing the most loading while fairness is the 

least loaded domain. 

Following our second hypothesis, we were also interested 

in the influence of events on the rhetoric associated with the 

terms. In particular, we were interested in the effect of the 

Climategate scandal on the perception of authority with 

                                                           
2 We provide sentences rather than contexts because the contexts 

are cut off arbitrarily and can therefore be difficult to read. However, 

the sentences provided substantially overlap with these contexts and 

can be considered as representing them in a more readable form. 
3 In these and the following results, the reported df depends on 

both whether the term was referred to in the article, and whether 

relation to the terms. Since Climategate unfolded mostly 

during 2010 and the months immediately before and after, we 

compared the loadings of the 5 moral dimensions for each 

term during the years 2008-2009 to their loadings from 2011 

and onwards. After applying the Bonferroni corrections, 

there were only two statistically significant changes in 

rhetoric – Following the scandal, progressive media’s use of 

moral rhetoric when referring to climate change shows a 

lesser degree of concern for authority (F(1, 4450) = 9.22, p < 

.005) and an increased concern for purity (F(1, 2497) = 9.70, 

p < .005).  

The first is in accordance with our prediction that the 

concern of authority will bear the brunt of the repercussions 

from the scandal. However, the second result is unexpected 

and might bear more scrutiny. One possible interpretation is 

that the media associated the scandal with cheating and 

impure motives on the part of the researchers, and these 

associations colored the debate. Interestingly, the scandal 

appeared to have only affected progressive media’s use of 

climate change. In particular, the analyses of these domains 

for the term global warming or conservative media sources 

were all highly insignificant (F < 1 in all cases). This suggests 

that the effect of the scandal was highly localized to the 

progressive media. 

To gain further insights into this result, we sampled the text 

from articles that fit this change in the rhetoric used by the 

progressive media. Based on this sample, it is possible that 

the progressive media shifted its focus from reporting on 

legislation to reporting on the science and implications of 

climate change. For example, in 2009, we see frequent 

references to legislative efforts, including phrases such as “… 

impose meaningful limits on the nation’s contribution to 

climate change” (The New York Time, January 26th, 2009) 

and “Chances for a climate change bill being enacted …” 

(Reuters, March 31st, 2009). In contrast, after 2010 we find 

skeptical attitudes expressed more frequently, towards the 

underlying science as well as its political interpretation (e.g., 

“… a philosophy that has long cast climate change as 

primarily a conventional pollution problem, not a technology 

problem”, The New York Times, April 25th, 2011). Likewise, 

we also identified an increased focus on the challenges 

involved in dealing with climate change. For example, a 

report from Reuters quotes the representatives from an 

alliance of insurers stating “… we are conscious of the long 

term risks that climate change poses to society” (July 7th, 

2012). While these types of differences are not obviously 

linked to the Climategate scandal, they can plausibly be 

interpreted as its repercussions, for instance, increased 

scrutiny of the science, its conclusions, and its predictions 

both in the academic sphere and the political arena. 

words from the appropriate dimension were mentioned. We only 

calculated the distances between contexts within each article 

because we feel that this more accurately reflects how the terms 

were used by the author. 
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Discussion 

In this paper we examined the moral rhetoric used in media 

coverage of climate change issues. We found that both 

conservative and progressive media show a greater moral 

loading on all dimensions when using the term climate 

change than when using the term global warming. This 

difference was greater for progressive media sources than for 

conservative ones, showing the preference of progressive 

media for the term “climate change.” Moreover, the data 

suggests that harm and loyalty are the primary moral 

concerns evident in these discussions.  

These results also accord with those of Feinberg and Willer 

(2013), who found that progressives show more overall moral 

concern than conservatives, and that progressive media show 

the most concern for harm. However, in our corpus the 

concern of loyalty also seems to be prevalent. At first this 

might appear odd, but deeper examination of the terms 

suggests that this could relate to the frequent reference to 

national and international aspects of the issue. In particular, 

the moral concern of loyalty is primarily about forming 

coalitions and a sense of community. This aspect of the 

concern is germane to climate change, especially given that 

the media coverage is focused on national and global policy 

and conflicts surrounding them. For example, in a 2011 

article about the Kyoto Protocol in Think Progress we find 

“… further hurt the international community’s endeavor to 

cope with climate change …” (November 1st, 2011). 

   Interestingly, our results do not show the same trends as 

some recent findings on public perceptions of climate change. 

In particular, Anderegg and Goldsmith (2014) analyze data 

from Google Trends and report that public interest in the 

Climategate scandal was short lived. Furthermore, they 

observe an increase in climate skepticism, but it was short 

lived and declined back to its baseline level in less than a 

month. While we found longer lasting effects of the scandal, 

they were confined to the progressive media’s use of the term 

climate change. This suggests that the lasting impact of the 

scandal on the rhetoric used in the media was limited in 

scope. Anderegg and Goldsmith’s study also observed a 

higher frequency of queries on global warming than climate 

change. In contrast, in our corpus climate change is more 

frequent than global warming and a similar pattern is also 

found in the google books corpus. This discrepancy, together 

with our different findings about the possible repercussions 

of Climategate, suggest that there are important differences 

between the public’s perceptions of an issue and the media’s 

reporting of it. 
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Appendix A – Samples terms from the Moral 

Foundations Dictionary 

 

Moral Concern / Domain Terms 

Authority 

command; control; 

disobedience; duties; 

permit; protest 

Fairness 

balanced; discrimination; 

disproportionate; honesty; 

injustice; preference 

Harm 

abuses; care;  

damage; defend;  

protection; violent 

Loyalty 

ally; enemy;  

group; insider;  

national; united 

Purity 

cleanup; dirty;  

exploitation; innocent; 

integrity; pristine 

 

Appendix B – Samples from the corpus 

Text 

Source and 

Mean Loading 

 In the national debate on health care, it 

is imperative that the international 

community and our lawmakers at home 

not ignore the value of preventing the 

damage that climate change will cause 

to both the environment and human 

health. 

Think 

Progressive 

(12/7/2011) 

 

 

0.65 

 

 The good news is that there is a 

growing consensus among corporate 

leaders and institutional investors that 

today’s major sustainability 

challenges, such as climate change 

and water scarcity, present major risks 

and opportunities for businesses, and 

that managing those risks and seizing 

those opportunities will be a key to 

success in the 21st century economy. 

Forbes 

Magazine 

(2/21/2012) 

 

0.53 

 

 US Ambassador to the United Nations 

Susan Rice this week issued a 

blistering rebuke of Russia, China and 

other countries that blocked the 

Security Council from adopting a 

statement linking the threat of climate 

change to international peace and 

security. 

Fox News 

(7/21/2011) 

 

0.52 

 The Copenhagen Accord was bogged 

down for hours by protests from 

delegates, who felt they were excluded 

from the process or said the deal didn’t 

go far enough in cutting the greenhouse 

gas emissions that cause global 

warming. 

Fox News 

(12/19/2009) 

 

0.51 

 

 He concluded that, in his view, “global 

warming was the greatest and most 

successful pseudoscientific fraud I 

have seen in my long life as a 

physicist.” 

The New 

York Times 

(10/15/2010) 

 

0.40 

 Obama and Calderón said their 

discussions ranged from working 

together to combat global climate 

change, to efforts at comprehensive 

immigration reform. 

CNN 

(4/17/2009) 

 

0.23 

 A severe drought in the Southwest is 

devastating crops and farm 

communities -- and sending a warning 

about climate change. 

The Nation 

(3/16/2011) 

 

0.01 
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Abstract 

Human beings do assess probabilities. Their judgments are 
however sometimes at odds with probability theory. One 
possibility is that human cognition is imperfect or flawed in the 
probability domain, showing biases and errors. Another 
possibility, that we explore here, is that human probability 
judgments do not rely on a weak version of probability 
calculus, but rather on complexity computations. This 
hypothesis is worth exploring, not only because it predicts some 
of the probability ‘biases’, but also because it explains human 
judgments of uncertainty in cases where probability calculus 
cannot be applied. We designed such a case in which the use of 
complexity when judging uncertainty is almost transparent.  

Keywords: Probability, Kolmogorov complexity, simplicity, 
unexpectedness. 

Introduction  
Human beings have a natural intuition of ‘probability’. They 
use it, not only to anticipate risks, but much more often 
when they get the point of narratives based on unexpected 
events (Dessalles, 2008a). For instance, people are very 
good at noticing all factors that control unexpectedness in 
coincidences (Griffiths & Tenenbaum, 2001 ; Dessalles, 
2008b) and in near-miss experiences (Teigen, 2005; 
Dessalles, 2010). Even if unexpectedness does not always 
match the presence of low probability (Teigen & Keren, 
2003; Maguire & Maguire, 2009), the two notions are 
strongly linked, in a way that will be explored here. 

This definite and consistent ability to assess probability 
appears quite mysterious in the light of the many apparent 
‘biases’ that have been revealed in the past decades. For 
instance, people wrongly assign low probability to non-
representative sequences of similar events (Kahneman & 
Tversky, 1972; Tenenbaum & Griffiths, 2001). Let’s 
mention some other errors of judgments: the gambler’s 
fallacy (Terrell, 1994), the base-rate fallacy (Bar-Hillel, 
1980), the conjunction fallacy (Tversky & Kahneman, 
1983) or the simplicity bias in causal explanations 
(Lombrozo, 2007). What kind of computation can be so 
wrong that it fails on basic tests and yet is so precise when it 
comes to judging uncertainty for everyday purposes? 

This issue, quite surprisingly, has not been considered a 
priority. In many psychology experiments, for instance in 
decision theory, probabilities are provided as input to 
participants, with the tacit hypothesis that they are able to 
process them directly. Could it be that judgments of 
uncertainty are spontaneously achieved through a 
fundamentally different form of computation? Could it be 
that probability is no more than a mathematical notion with 
no cognitive counterpart? The purpose of this paper is not to 

solve these issues, but to show that complexity should not be 
ruled out as a candidate to account for uncertainty 
judgments, and that contrary to a common opinion, it is 
cognitively plausible, perhaps no less than probability itself. 

We will first consider the notion of complexity and show 
how it can be turned into a cognitive notion. Then we will 
see how notions like condition, independence and subjective 
probability are reformulated in the framework of Simplicity 
Theory. We will use an example, a story of plagiarism, to 
show that individuals are sensitive to complexity. Lastly, a 
small experiment based on this example will be presented. 
Its purpose is to test some predictions of the theory. 

Cognitive Complexity 
The mathematical notion of complexity, known as 
Kolmogorov complexity, emerged in the last fifty years to 
deal with issues such as randomness, induction in learning 
and computability. The complexity of a situation is the size of 
its shortest summary. Or, in other words, its size when it has 
been maximally compressed. This definition can be made 
formal by coding situations as binary strings and by finding 
computer programs that generate them. The complexity C(s) 
of s is the length of the shortest program that outputs s. 

The transposition to cognitive science seems straightforward 
(Chater, 1999). It is indeed known since Gestalt Theory that 
human individuals are sensitive to simplicity. The use of 
complexity in cognitive science has however been hindered by 
an obvious objection: it is not computable. It is easy to prove 
that no program can output C(s) when s is given as input. Ideal 
compression is well-defined, but cannot be computed. This 
observation led to the conclusion that human minds have no 
access to complexity. Some authors decided to abandon it 
altogether in favour of statistical inference (Griffiths & 
Tenenbaum, 2003), while others attempted to consider 
computable alternative measures of complexity, such as pattern 
complexity or Boolean complexity (Simon, 1972; Feldman, 
2004). We just need, however, to consider a bounded-resource 
version of complexity (Chater, 1999). Human beings do have 
computational power that allows them to detect, for instance, 
pattern repetition. They are therefore able to perform some 
compression on perceived situations. For instance, anyone who 
knows about numbers can detect a pattern in the series 
122333444455555, namely “n repeated n times”, which leads 
to significant compression.1 More generally, any detection of 

                                                           
1 Using concatenation, the series can be written nn, n < 5. This 

is much more compact than the independent specification of 15 
numbers: two instructions (loop and repeat) and an upper limit on 
the one hand, 15log2(10) = 50 bits on the other hand. If we spare 
three bits to designate each instruction in the number sequence 
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structure achieves a compression. Let’s call Ci,t(s) the size of 
the best compression that an individual i has been able to 
produce within time t. This notion is, by definition, computable 
as soon as a computable cognitive model is available. In what 
follows, C(s) will be used to designate Ci,t(s). In this sense, C(s) 
is computable. 

Description vs. Generation 
Links between complexity and probability have been 
noticed from the outset (Solomonoff, 1964). The basic idea 
is that simpler patterns are more probable. Algorithmic 
Information Theory (AIT) offers several definitions of 
algorithmic probability, including p(s) = 2C(s), which 
amounts to converting each complexity bit into the flip of a 
fair coin.2 This definition matches the subjective uncertainty 
attached to explanatory scenarios: complicated explanations 
involving many choice points are perceived as less likely. 

This definition cannot be the answer, however, as 
subjective probability sometimes functions the other way 
around. Lottery draws such as 1-2-3-4-5-6 or 5-10-15-20-
25-30 are intuitively felt as much more improbable than 17-
19-24-35-38-43, not because the former are more complex, 
but on the contrary because they are less complex 
(Dessalles, 2006; Maguire et al., 2013). AIT accounts for 
this effect by introducing a new notion, randomness 
deficiency (Li & Vitányi, 1994). Within the framework of 
Simplicity Theory (ST), randomness deficiency is a special 
case of complexity drop (Dessalles, 2008a).  

Why is improbability sometimes attached to complexity 
(as for causal explanation) and sometimes to simplicity (as 
for lottery draws)? According to ST, unexpectedness does 
not correspond to one measure of complexity, but to the 
difference between two measures of complexity: generation 
complexity and description complexity. The latter matches 
the usual definition of C(s). Note that each individual is 
regarded as a different computing ‘machine’: if a lottery 
draw matches an individual’s telephone number, it will be 
very simple for her, but not for other people. 

Generation complexity, on the other hand, is defined as 
the simplest causal scenario that the individual can figure 
out to explain a situation. In a lottery, all numbers are 
believed to be generated by equally complex causal 
processes. Generation complexity Cw(s) can be measured by 
the number of choice points and the number of options in 
the minimal scenario that generates s. For instance, most 
individuals consider that the presence of a famous actor in 
their kitchen would require a complex causal scenario.3 

                                                                                                  
context, the first code would need only 23+log2(5) < 9 bits.  

2 This definition is sometimes regarded as problematic. If we code 
situations s as numbers ns, then for most situations, C(s)  log2(ns), 
and p(s) =  instead of 1. This problem is avoided, either by 
considering prefix-free codes, or by regarding numbers like 297 and 
2971 as non exclusive (as the latter contains the former). 

3 See www.simplicitytheory.org for further details. The site 
answers some frequently asked questions about ST, including why 
a situation that is the most complex in its class turns out to be 
simple for that reason; or the converse: why a standard object, like 

Note that this definition of generation complexity provides a 
simple notion of independence. Two situations s1 and s2 are 
independent iff Cw(s1&s2) = Cw(s1) + Cw(s2). 

ST defines unexpectedness U(s) as the difference between 
generation and description complexity. 

 U(s) = Cw(s)  C(s). (1) 

This definition is congruent with Teigen and Keren’s 
observation that surprise corresponds to contrasts between 
actual outcomes and expectations (Teigen & Keren, 2003; 
Saillenfest & Dessalles, 2014). Here, expectations correspond 
to Cw(s) and outcomes to C(s). The above definition of 
unexpectedness aims at capturing exactly what people regard 
as surprising, as unlikely, as ‘improbable’ (in the naïve 
sense). The correspondence with probability is explored now. 

Simplicity Theory and Probability ‘Biases’ 
The main hypothesis explored in this paper is that human 
beings, in many judgments about uncertainty, rely on 
unexpectedness rather that on probability. Let’s consider the 
above mentioned ‘fallacies’ in turn to see if they are 
compatible with this hypothesis.  

In the gambler’s fallacy (Terrell, 1994), people are reluctant 
to bet on recently drawn numbers. This behavior is deviant in 
the eyes of Probability Theory (PT). Why would a memory-
less lottery avoid recent numbers? If 571 was drawn four 
weeks ago in a weekly lottery, people behave as if they 
considered the probability that 571 be drawn, not twice at a 
four week distance, but twice within a four week interval. PT 
explains neither the phenomenon nor the ‘within’ hypothesis 
required to account for its fading with time. According to ST, 
gamblers bet on the least unexpected outcome. If 571 was 
recently drawn, it is much simpler to describe than log2(1000)  
10, which is the number of bits required to distinguish among 
the 1000 options in the lottery studied by Terrell. The simplest 
description of 571 now amounts to 2 bits, as it consists in giv-
ing its rank in the list of past winning numbers. The gambler’s 
fallacy results from a decrease in C(s), while Cw(s) remains 
constant. This makes recent winning numbers too unexpected 
to be bet on. The effect lasts as long as the complexity of 
locating 571 in the winning list remains small enough. 

As observed by H. Simon (1972), simplicity accounts for 
biases of representativeness as well. People would consider 
a series of eight births like GGGGBBBB, where four girls 
and then four boys are born in the family, as less ‘probable’ 
than a more complex pattern like GGBGBBGB. Here also, 
Cw(s) is kept constant while C(s) varies. The effect is a 
mystery for PT, but it is again predicted by ST if we 
suppose that individuals are sensitive to unexpectedness. As 
(1) shows, simple structures make U(s) larger, hence the 
feeling of improbability. This simplicity effect can be 
quantified and matches experimental results (Simon, 1972). 
For the same reason, remarkable lottery draws like 1-2-3-4-
5-6 are regarded as virtually impossible by most people 

                                                                                                  
a common window, turns out to be complex, as it requires a 
lengthy description to be distinguished from all other windows. 
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(Dessalles, 2006). Note that contrary to PT, ST does not 
invoke here any ad hoc notion such as representativeness. 

In the conjunction fallacy (Tversky & Kahneman, 1983), 
people find it less probable that Paul, a former Green 
activist, would drive a big SUV rather than if he drived a 
big SUV functioning with LPG (SUV are known to waste 
more energy than standard cars and LPG is known to be less 
polluting than gasoline). Within the set-theoretic framework 
of PT, this seems absurd, as the set of SUV drivers includes 
the set of LPG-SUV drivers. How does ST account for this 
phenomenon? By noticing that the causal generation of the 
SUV case is more complex than for the LPG-SUV case. 

The two situations: Paul driving a SUV (s1) and Paul 
driving a LPG-SUV (s2), differ both by their description and 
their generation. Assuming that Paul is already in the 
context, situation s1 can be described using the concept of 
green activist (G) and the concept of SUV (f1).  

 C(s1) = C(G) + C(f1|G).  

The vertical bar in C(a|b) denotes conditionality. It means 
that b is available to describe a. For instance, C(a|a) = 0. s2 
requires an additional feature f2 = ‘LPG’ to be described. 

 C(s2) = C(G) + C(f1|G) + C(f2|G, f1). 

(we ignored other features, such as ‘drive’, that are 
common to s1 and s2). Here, concepts4 are prototypical 
situations evoked by words. Considering prototypes instead 
of sets is presented as a human flaw by Tversky and 
Kahneman (1983). But the hypothesis that words be 
associated with sets rather than prototypes is a constraint 
imposed by PT and has little cognitive support.5  

If we abandon PT’s extensional constraint, we can compute 
how s1 and s2 differ on the generation side. s1 evokes a typical 
situation, i.e. a gasoline SUV. Since LPG is supposed to be 
more Green-friendly than standard gasoline, the contradiction 
with Paul’s past as Green activist is less flagrant in s2 than in 
s1. This means that the minimal causal scenario explaining s2 
is less complex than the minimal causal scenario leading to s1. 
In other words: Cw(s2) < Cw(s1). We get: 

 U(s1)  U(s2) = Cw(s1)  Cw(s2) + C(f2|G, f1) > 0.  (2) 

ST correctly predicts that s1 will appear more unexpected, 
and therefore less probable, than s2. This prediction matches 
the so-called ‘conjunction fallacy’. Note that this account, 
derived from ST, is not unrelated to Maguire et al.’s (2013) 
explanation. These authors introduce different ‘models’, 
which correspond to the causal scenarios underlying Cw(s1) 
and Cw(s2). Though adopting a complexity-based approach, 
their description is expressed in terms of probability 

                                                           
4 For any concept x, C(x) can be approximated as C(x)  log2(r), 

where r is the rank of a word expressing x in a list of words sorted 
by frequency of occurrence in a corpus. Assuming Zipf’s law, r 
can also be the frequency itself, or the relative number of hits on a 
Web search engine (Cilibrasi & Vitányi, 2007). A specific corpus 
can be used to refine estimates for given individuals. 

5 The set of all SUVs is a mathematical abstraction which is not 
computable, either objectively or cognitively. 

distributions. (2) shows that the phenomenon can be 
parsimoniously analyzed in terms of complexity 
exclusively. The detour through probability is unnecessary. 

If individuals judge uncertainty based on complexity 
rather than on probability, several other ‘fallacies’ are no 
longer problematic. Simplicity bias in causal explanations 
(Lombrozo, 2007) and base-rate neglect (Bar-Hillel, 1980) 
rely on experiments in which probabilities are provided as 
numbers (percentages) to participants. While educated 
individuals may be able to translate unexpectedness into 
probability estimates, it is a too strong assumption to 
suppose that the converse might be true. 

Unexpectedness and Subjective Probability 
ST has been developed to account for the human ability to 
assess the unexpectedness of events after they have 
occurred. Ex post probability6 is defined as:  

 p(s) = 2U(s). (3) 

Formula (3) explains why a simple sequence like 1-2-3-4-
5-6 is felt as much more improbable than a complex one 
like 17-19-24-35-38-43. It also explains why events that are 
rare, unique or extreme according to a simple criterion are 
perceived as improbable when they occur; it explains why 
rare events (like a fire) are regarded as less probable when 
they occur in the vicinity; it explains recency effects in the 
news; it also explains why coincidences are exaggeratedly 
perceived as improbable (Falk, 1983) (see 
simplicitytheory.org for a review). In all these examples, 
probability judgments are performed ex-post, after the fact. 

In all the above mentioned classical studies on probability 
bias, individuals were asked whether a situation was more 
‘probable’ than another. This corresponds to an ex-ante 
judgment. Ideally, from the ex-ante perspective, s is already 
determined: C(s) = 0, and ex-ante unexpectedness is Ua(s) = 
Cw(s). The central thesis of this paper is that people translate 
the word ‘probable’ by considering both Ua(s) and U(s). In 
our lottery examples, Ua(s) is constant and only U(s) varies. 
In the SUV example, Ua(s) and U(s) vary in the same 
direction. But only for a relevant feature like LPG. 

ST predicts that individuals’ behavior will be different if 
f2 is a neutral feature such as ‘the SUV was red’. Suppose 
there are 16 possible SUV colors. One needs C(f2|f1) = 4 bits 
to designate the actual color. On the generation side, 4 
additional bits are also required in a causal scenario to orient 
the choice among the 16 colors: Cw(s2) = Cw(s1) + 4. We get: 
U(s2) = U(s1), and s2 will be judged no more unexpected 
than s1. In a narrative like: “Remember Paul, the former 
Green activist?”, the two mentions “I saw him driving a big 
SUV” and “I saw him driving a big red SUV” offer exactly 
the same unexpectedness. The detail about the color is 
irrelevant,7 if relevance is defined as: ‘contributing to 

                                                           
6 Technically, ex-post probability p(s) as defined by (3) 

corresponds to Prob(happens(s) | s). It is not itself a probability 
measure: the sum of p(si) for different events si may exceed 1.  

7 Unless it is used to emphasize that the story is true. 
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unexpectedness’ (Dessalles, 2013). However, Ua(s2) is 
larger than Ua(s1) by 4 bits. This may lead most people to 
regard ‘red-SUV’ as less probable than mere ‘SUV’, thus 
respecting the conjunction axiom this time. Note that PT is 
unable to take the relevance of the feature into account. 

The Plagiarism Story 
To make the case of complexity even stronger, we searched 
for a situation in which individuals make a definite 
judgment of uncertainty that cannot be explained by 
probability calculus. Consider the following story. 

Story 1: Ms S. is accusing Mr D. of having stolen her manuscript 
and of having published it under his name. Fortunately, she hid 
her name in the book. Her name is (option n1: Sami); (option n2: 
Schildget). It can be retrieved by taking (option r1: the first letter 
of each chapter); (option r2: the first or the second letter of each 
chapter, depending on the chapter’s parity). 

We could not find anyone, in informal inquiries among 
students, who chose options other than n2 and r1 when asked 
to maximize Ms S.’s chances to win her case. Why do the 
more complex name and the simpler retrieving algorithm 
make plagiarism so obviously more likely in this story? 

PT would merely predict that a shorter name is more 
likely to ‘occur’ by chance in the book, without any 
precision about what ‘occur’ means. It is unable to account 
for the role of the algorithm used to retrieve the name. 

ST’s explanation is straightforward: plagiarism is 
probable if the co-occurrence by chance of Ms S.’s name 
(N) and Mr D.’s book (B) is highly unexpected, i.e. if 
U(N & B) is large. ‘By chance’ here means that N and B are 
supposed to be independent. By definition of independence, 
Cw(N & B) = Cw(N) + Cw(B). On the description side, 
C(N & B) < C(B) + C(N|B). The algorithm A provided by 
Ms S. to retrieve her name in the book gives an upper bound 
of C(N|B): C(N|B) < C(A). If we assume that neither B nor N 
is unexpected by itself, we get by applying (1): 

 U(N & B) > C(N)  C(A). (4) 

ST thus explains why a complex (i.e. long) name and a 
simple algorithm make plagiarism more probable in story 1. 
The complexity of the retrieving algorithm, A, is directly 
understood to play a crucial role. A probability-based model 
could not account for this effect without many ad hoc 
assumptions. It is more parsimonious to consider that 
individuals have direct access to complexity assessments. 

We designed a small experiment as a first attempt to 
explore the Plagiarism story in more details and try to test 
finer grain phenomena. This time, we introduce new var-
iables, such as the size of the book. Here is the second story. 

Story 2: Ms Schmidt is accusing Mr Durand of having 
plagiarized in his book B2 a passage T2 of size S that is almost 
identical to a passage T1 from her book B1. The sizes of the two 
books are S1 and S2. T1 is located at page p1 of B1 and T2 at 
page p2 in B2. T2 is found in one piece (option 1) / in three 
pieces distributed over three paragraphs in p2 (option 2).  

Can we predict how parameters S, S1, S2, p1, p2 and the two 
options influence plagiarism probability? PT has something 
to say about this. It will predict that the probability of T1 
appearing in B2 by chance would decrease with S and increase 
with S1 and S2. But in the absence of any specific knowledge 
about the borrowing mechanism, it would assume uniform 
probability for p1 and p2, and their value would be irrelevant. 
Comparing options 1 and 2 would be somewhat tedious. One 
would need to imagine all ways of splitting T1 into several 
pieces to determine the probability that T1 would end up in 
three, instead of one, two or more than three pieces. 

In the ST framework, plagiarism is blatant when the 
coincidence between the content of B1 and of B2 is too 
unexpected. There is coincidence if these contents are 
supposed to be independent: 

 Cw(B1&B2) = Cw(B1) + Cw(B2).  (5) 

On the description side: 

 C(B1&B2) < C(B1) + C(B2|B1).  (6) 

Following (1), the unexpectedness of the coincidence, 
U(B1&B2), corresponds to the complexity drop between 
generation (5) and description (6). Assuming that neither B1 
nor B2, as sequence of words, is unexpected by itself8 
(Cw(Bi) = C(Bi)), we get: 

 U(B1&B2) > C(B2)  C(B2|B1).  (7) 

The right-hand side of (7) is the compression of B2 allowed 
by the knowledge of B1. This compression is due to the 
resemblance between T1 and T2. Ideally, C(T2) could be 
spared in the description of B2. There is a tax to pay, however, 
which is the complexity of the procedure needed to get T2 
from B1. To compute a lower bound of the compression, we 
may compute the complexity of the following procedure: 
locate T1 in B1; use algorithm A to transform T1 into T2; 
determine target location in B2; insert T2. From (7), we get: 

 U(B1&B2) > C(T2)  (C(l1) + C(A) + C(l2)).  (8) 

l1 and l2 designate the precise locations of T1 and T2 in B1 
and B2. If there are about n words in a page, then: 

 U(B1&B2) > C(T2)  (C(p1) + C(A) + C(p2) + 2 log2(n)). (9) 

In option 1, if texts are strictly identical, then A1 is a mere 
copy and C(A1) = 0. In option 2, C(A2) has a definite value, as 
it requires at least four numbers: two cut points in T1 to make 
the three pieces, and the size of two gaps to specify how to 
insert the pieces in the target text. To make things concrete, 
we may say that C(A2) ~ 4 log2(n). Formula (9) allows us to 
draw the following predictions. Plagiarism is more likely if: 

[1] T2 is a long excerpt, making C(T2) large 
[2] A is simple   
[3] Sizes Si are small, as C(pi) < log2(Si), while n is not too 

large. 

                                                           
8 One way to be unexpected in this way would be to be more 

compressible than exepected, as Georges Perec’s Grand palindrome. 
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Figure 1: Answers for each alternative of the 6 propositions in Story 2 

[4] pi is small (while n is not too large), as in this case 
C(pi) ~ log2(pi) < log2(Si). 

If B1 is not known in advance, C(B1) is augmented by the 
determination of Ms Schmidt and by the determination of B1 
in her works. We could then add the two following 
predictions: 

[5] Ms Schmidt is a famous author 
[6] She has written few books. 

Note that prediction [1] has a massive effect, as compared 
with predictions [2]-[4]. Each word in T2 contributes by 
log2(N) bits to unexpectedness, where N is the size of the 
lexicon (if one compares text creation to a uniform lottery 
among words). In comparison, [4] may spare 6 bits only if 
p1 = 3 and S1 = 250. The following small experiment is an 
attempt to put predictions [1]-[4] to the test. 

Experiment  
Participants were presented Story 2 (in French) with the 
following options: 

o Ms Schmidt’s book is a 154/654 -page book.  
o Mr Durand’s novel is a 162/443 -page book.  
o The passage mentioned by Ms Schmidt is located page 

number 3/43 in her collection of short stories.  
o The passage mentioned by Ms Schmidt is 9/19 lines long.  
o The passage mentioned by Ms Schmidt can be found in 

one part / spread over 3 paragraphs in Mr Durand’s novel.  
o The passage mentioned by Ms Schmidt can be located 

page number 5 / 122 in Mr Durand’s novel book. 
A total of 352 individuals (aged from 16 to 63, mean 28.64 
(std. dev. 6.66), 276 females, 91 males, 15 unknown gender) 
participated to the test online. Participants were recruited via 
social networks and billposting. We manually checked the 
answer files for individuals who provided incomplete results 
or whose response time was less than 30 seconds. 

Results and discussion  
Percentages of answers for each alternative proposed are 
presented in Figure 1. We tested for significance using 

binomial tests. Results indicate a significant effect (p < 
0.05) for the number of pages of the books, the size of the 
passage, its location in Mr Durand’s book and the 
complexity of the algorithm that leads from one text to 
another. The location of the passage in Ms Schmidt’s book 
did not lead to a significant effect (p  0.11). These results 
agree with our predictions [1], [2], [3] and [4]. Note that a 
probabilistic model would predict [1] and [3], perhaps [2], 
but not [4]. 

The non-significant result for the localization in Ms 
Schmidt’s book is due in part to its small expected 
contribution in comparison with [1]. Moreover, an informal 
inquiry among additional participants suggests that some 
individuals may have performed second-order reasoning: 
borrowing a passage from Ms Schmidt’s first pages would 
be too conspicuous and would make plagiarism not rational 
and therefore less likely. Due to its design that did not 
anticipate this reaction, Story 2 turns out to be less 
convincing than Story 1. 

In further work, we plan to test predictions [5] and [6], as 
the contribution is larger (~ log2(A) where A is the number 
of authors), and also because probability calculus would not 
naturally take the author’s celebrity into account. 

Conclusion 
The first aim of this paper is to question the human ability to 
process probability as such. Despite the existence of 
numerous human ‘biases’, the fact that uncertainty 
judgments rely on some form of probability calculus is often 
taken for granted without questioning its cognitive 
plausibility.  

Our second aim is to put forward the possibility that 
complexity can be directly assessed by individuals. 
Complexity has not been sufficiently considered as a good 
candidate to explain judgments of uncertainty, due to 
prejudices concerning its non-computability, to 
misconceptions about how it should be computed (see 
note 3), and to the (wrong) belief that probability itself is 
always computable (see note 5). Notions which are quite 
intricate when expressed in probabilistic terms are more 
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intuitively defined in terms of complexity: independence 
and causal indeterminism are captured by generation 
complexity; conditionality and simplicity come naturally 
with description complexity. 

We hypothesized that unexpectedness, as defined in 
Simplicity Theory as the difference between generation and 
description complexity, is used by individuals to judge 
about uncertainty. This hypothesis has two advantages. (1) 
It offers new and parsimonious accounts of the various 
cognitive ‘biases’; (2) It accounts for situations in which 
probability theory would be partially silent. We designed 
two versions of the Plagiarism story to make up cases in 
which judgments of uncertainty seem to rely on complexity 
rather than on probability.  

Simplicity Theory has been designed in an unrelated 
context: to account for interest and relevance in narratives 
(Dessalles, 2008; Saillenfest & Dessalles, 2014). Quite 
remarkably, as we showed here, it can be successfully 
applied with no modification to judgments of uncertainty. 
No ad hoc hypotheses, such as recency avoidance, 
representativeness or randomness deficiency, have been 
introduced. This invites us to consider complexity as a 
plausible dimension of cognitive processing. 
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Abstract 

Many studies of causal judgments have dealt with the relation 
between the presence and the absence of a cause and an effect. 
However, little is known about causal learning with a 
continuous outcome. The present study adopted Cohen’s d as 
an objective standard for effect size in situations where a 
binary cause influenced a continuous effect and investigated 
how people use means and standard deviations in the 
estimation of effect sizes. The experimental task was to read a 
scenario where the performance of two groups was compared 
and to infer the causal effect. Whereas means were 
manipulated while holding standard deviations constant in the 
mean difference group, standard deviations were varied with 
holding means constant in the standard deviation difference 
group. The results demonstrate that participants could respond 
appropriately to the difference in two means, and that they 
gave a higher estimate of effect size in large standard 
deviation situations than in small standard deviation situations. 
Judgments about standard deviations are in contrast to 
Cohen’s d, indicating disproportionate attention to different 
kinds of data samples. 

Keywords: causal learning; causal reasoning; intuitive 
statistics; effect size; continuous variable. 

Introduction 

Knowledge of causality is essential to explain past events, to 

control the present environment, and to predict future 

outcomes. Decision making based on causal knowledge 

enables us to achieve desired outcomes and avoid undesired 

consequences. In order to acquire precise knowledge of 

causal relations, we need to consider not only whether the 

causal relation exists, but also how much influence the 

cause has. When a teacher develops a new instruction 

method, for example, he or she has to examine whether the 

new instruction method has more educational effect than the 

previous one and how much improvement occurs. Scientists 

are accomplished at designing experiments and performing 

statistical analysis of the results. However, how do 

nonscientists estimate the influence of a cause on its effects, 

especially when outcomes are continuous values? The 

present study sheds light on this question. 

The problem has been extensively investigated in the 

causal learning literature (Gopnik & Schulz, 2007; Shanks, 

Holyoak, & Medin, 1996; see also Holyoak & Cheng, 2011 

for a review). Hume (1739/2000) argued that causal 

relations are not observable, and therefore must be induced 

from observable events; indeed, covariation among events 

serves as a fundamental cue for learning causal relations. 

Covariation is formally represented as a joint probability 

distribution for continuous variables and is specifically 

explained as the combination of presence and absence for 

binary variables. In a typical experimental situation, 

participants are asked to observe the states of the cause and 

its effect and then to judge the strength of the causal relation 

(e.g., Buehner, Cheng, & Clifford, 2003). It has been shown 

that both children and adults are quite sensitive to 

covariation information (e.g., Shultz & Mendelson, 1975; 

Wasserman, Elek, Chatlosh, & Baker, 1993). A classical 

and representative model is the ΔP rule (Jenkins & Ward, 

1965). The ΔP rule is defined by subtracting the probability 

of the effect occurring when the cause is absent from the 

probability of the effect occurring when the cause is present 

(i.e., ΔP = P(effect|cause) – P(effect|¬cause)). Positive ΔP 

values indicate a generative causal relation; negative ΔP 

values indicate a preventive causal relation. However, 

several studies have pointed out that covariation does not 

imply causation (Cheng, 1997) and that causal judgments do 

not always correspond to ΔP (e.g., Buehner et al., 2003; 

Shanks, 1985). Many models have been proposed, focusing 

on how people extract causal strength estimates from 

combinations of the presence and absence of cause and 

effect (Hattori & Oaksford, 2007; Perales & Shanks, 2007). 

In contrast to the many empirical and theoretical studies 

using binary variables, little is known about causal learning 

with continuous variables (e.g., White, 2001; Young & Cole, 

2012). Early studies have shown the difference in judgments 

between binary and multilevel variables. For instance, 

White (2001) examined causal learning from three level 

variables and revealed that causal judgment differed from 

correlational judgment in terms of sensitivity to 

confounding. In addition, White (2013) reported that cause-

absent information carried greater weight than cause-present 

information, indicating that causal judgments about 

multilevel variables differed from those about binary 

variables. It has also been demonstrated that the 

interpretation of ambiguous values of a variable was 

depended on participants’ hypothesis about the causal 

relation (Marsh & Ahn, 2009). Only a few studies have 

focused on causal learning from continuous variables. For 

example, Young and Cole (2012) showed participants were 

sensitive to the strength of the causal relation between two 

continuous variables in a video game task. Furthermore, 

Rashid and Buehner (2013) investigated whether people 

consider the base rate of the effect in situations where a 

binary cause produced a magnitude change on a continuous 

outcome. The results demonstrated that participants took the 

base rate of the effect into account in preventive scenarios, 

but not in generative scenarios. These findings differ from 

those obtained in previous studies using binary variables. 

A crucial difference between binary variables and 

continuous variables is the distribution of data samples. In 
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order to estimate the effect of a binary cause on a 

continuous outcome precisely, one needs to consider not 

only the difference in the means, but also their distributions. 

One basic statistical measure appropriate for use in this 

situation is Cohen’s d (Cohen, 1962, 1988), where one of 

the means from the two distributions is subtracted from the 

other and the result is divided by the pooled standard 

deviation for the variables: 

 

𝑑 =
𝑀𝐸 −𝑀𝐶

𝑆𝐷𝑝𝑜𝑜𝑙𝑒𝑑
  (1) 

 

In this equation, ME and MC are experimental (E) and 

control (C) means and SD refers to the pooled standard 

deviation. According to this index, the effect size becomes 

larger as the difference in two means become large and as 

the standard deviations became small. Cohen’s d is widely 

used in the psychology literature (Cumming, 2014; Fritz, 

Morris, & Richler, 2012). 

The purpose of the present study was to investigate how 

people use means and standard deviations in the estimation 

of effect sizes. The experimental task was to read a scenario 

comparing the performance of two groups, and to infer the 

causal effect size. Means and standard deviations were 

systematically manipulated. If participants evaluate effect 

sizes in a manner consistent with calculating Cohen’s d, 

their estimations should increase as the difference in means 

becomes large and as the standard deviations become small. 

Method 

Participants and design 

A total of 42 undergraduates in an introductory psychology 

class participated in the experiment and received course 

credit. They were randomly assigned to either the mean 

difference group or the standard deviation difference group. 

In the mean difference group, means were manipulated 

while holding standard deviations constant. In contrast, 

standard deviations were varied while holding means 

constant in the standard deviation difference group. In 

addition, the effect sizes (Cohen’s d = 0.5, 1.0, 2.0, 4.0) 

were manipulated within-participants. Each participant 

completed four causal learning tasks with different data sets. 

Procedure 

The participants’ task was to respond to questions in a 10-

page booklet written in Japanese. The first page outlined the 

experiment and asked for age and gender. On the second 

page, participants received the following instructions: 

 

Imagine that you are a teacher who tries to find a 

better way of teaching Japanese (English, Math, or 

Science) in a school. In order to improve students’ 

academic performance, you developed a new 

instruction method that was different from a previous 

method, and investigated its effect. Students were 

divided into two homogeneous classes according to 

their academic ability. Whereas students in one class 

took lessons with the previous method, students in the 

other class took lessons with the new instruction 

method. Your task is to estimate the effect of the new 

instruction method on students’ academic 

performance. 

 

The academic subjects (e.g., science) were designed to 

distinguish each effect size condition. 

Following the instructions, participants were informed 

about the detailed results of students’ academic achievement. 

The information consisted of 40 exam scores. Half of the 

scores were obtained from students experiencing the 

previous instruction method (i.e., the control group in the 

cover story), and the other half of the scores were from 

students who had experienced the new instruction method 

(i.e., the experimental group in the cover story). 

Examination scores could vary from 0 to 100. Participants 

were required to look at the listed results thinking whether 

the new instruction method had an influence on the 

improvement in academic performance. 

Table 1 depicts the data sets in each effect size condition. 

The different conditions were d = 0.5, d = 1.0, d = 2.0, and d 

= 4.0, resulting from the manipulation of means and 

standard deviations. As shown in Equation 1, Cohen’s d is 

calculated by dividing the difference between two means by 

the pooled standard deviation. In the mean difference group, 

differences between means of the two groups were 

manipulated (Mexperimental − Mcontrol = 5, 10, 20, 40) while 

keeping the standard deviations constant (all SD = 10). The 

larger the differences between two means were, the larger 

the effect sizes were. In the standard deviation difference 

group, in contrast, standard deviations of the two groups 

 

Table 1 

Data sets for each effect size condition by group 

Group Control Experimental Control Experimental Control Experimental Control Experimental

M 40 45 40 50 40 60 40 80

SD 10 10 10 10 10 10 10 10

M 40 50 40 50 40 50 40 50

SD 20 20 10 10 5 5 2.5 2.5

Standard deviation

difference

d  = 0.5 d  = 1.0 d  = 2.0 d  = 4.0

Effect size condition

Mean difference
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were manipulated (SDexperimental = SDcontrol = 20, 10, 5, 2.5) 

while holding differences between the two means constant 

(Mexperimental − Mcontrol = 10). The smaller the standard 

deviations were, the larger the effect sizes were. The 

examination scores in each condition were designed to be 

normally distributed. Due to the constraints of natural 

numbers, sample size, and normal distribution, the 

calculated effect sizes in the standard deviation difference 

group were slightly different from those of the mean 

difference group (e.g., d = 1.99, 4.05 in the standard 

deviation difference group; d = 2.00, 4.00 in the mean 

difference group). These effect size conditions enabled me 

to investigate whether people were sensitive to means and 

standard deviations in estimating effect size. 

On the third page of the task booklet, participants were 

asked to infer the effect of the new instruction method on 

students’ academic performance. Specifically, the question 

was “To what extent does the new instruction method have 

an influence on the improvement of the academic 

performance in Japanese (English, Math, or Science)?” A 

rating was made on a scale from 0 (the new instruction 

method does not cause an improvement at all) to 100 (the 

new instruction method causes a great improvement). In 

addition to estimating effect size, participants reported their 

confidence in the judgment with a scale ranging from 0 (not 

confident at all) to 100 (extremely confident). Then, 

participants completed the next effect size condition in a 

similar procedure. The order of the effect size conditions 

was counterbalanced across participants using a Graeco-

Latin square design. 

The last page of the booklet consisted of questions about 

statistical knowledge. In particular, the instructions stated 

statistical terms and asked participants to choose one of four 

options about each term: (1) don’t know it, (2) have heard of 

it, (3) have learned it, and (4) can calculate it. The statistical 

terms included mean, variance, standard deviation, and 

effect size. These questions were added for exploratory 

reasons. 

Results 

Responses to questions about statistical knowledge revealed 

that none of the participants could calculate effect size. 

Figure 1 (left panel) shows the mean ratings of effect size in 

each condition. In the mean difference group, higher 

estimations were obtained as the effect size became large. In 

contrast, there was a small reduction in the estimations of 

the standard deviation difference group. A two-way mixed 

ANOVA with type of statistic (mean difference, standard 

deviation difference) as a between-participants factor and 

effect size condition (0.5, 1.0, 2.0, 4.0) as a within-

participants factor yielded significant main effects of type of 

statistic, F(1, 40) = 6.44, MSE = 1035.96, p = .015, η
 2

 G 

= .091, and effect size condition, F(3, 120) = 3.14, MSE = 

208.52, p = .028, η
 2

 G = .029. The interaction between type of 

statistic and effect size condition was also significant, F(3, 

120) = 15.21, MSE = 208.52, p < .001, η
 2

 G  = .125. 

Subsequent tests of the simple main effects of effect size 

condition were significant for both the mean difference, F(3, 

60) = 17.47, MSE = 164.48, p < .001, η
 2

 G  = .242, and 

standard deviation difference groups, F(3, 60) = 3.77, MSE 

= 252.55, p = .015, η
 2

 G = .068. In the mean difference group, 

individual comparisons showed ratings in the d = 0.5 

condition to be significantly greater than those in the d = 4.0 

condition (p < .001 with a Shaffer correction). However, the 

opposite pattern occurred in the standard deviation  
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Figure 1. Mean judgment of effect size (left panel) and confidence (right panel) in each effect size condition. The error bars 

represent standard errors of the mean. 

2077



difference group (p = .035 with a Shaffer correction). 

Participants estimated higher effect sizes as the difference 

between two means became larger, but not as the standard 

deviations became smaller. 

The mean confidence ratings for each condition are 

presented in the right panel of Figure 1. There was a small 

increase in confidence as a function of effect size in the 

mean difference group. A 2 (type of statistic) × 4 (effect 

size condition) mixed ANOVA was performed, with type of 

statistic as a between-participants factor and effect size 

condition as a within-participants factor. A main effect of 

effect size condition was found, F(3, 120) = 2.96, MSE = 

122.68, p = .035, η
 2

 G = .012. The interaction between type of 

statistic and effect size condition was also significant, F(3, 

120) = 3.29, MSE = 122.68, p = .023, η
 2

 G  = .013. 

Subsequent tests for the simple main effects of effect size 

condition were significant within the mean difference group, 

F(3, 60) = 5.78, MSE = 117.96, p = .002, η
 2

 G = .033, but not 

in the standard deviation difference group, F(3, 60) = 0.66, 

MSE = 127.41, p = .579, η
 2

 G  = .009, showing that 

participants were more sensitive to the means than to the 

standard deviations. 

In summary, participants could respond appropriately to 

the difference in two means. However, they gave a higher 

estimate of effect size in large standard deviation situations 

than in small standard deviation situations. The results of 

the confidence ratings revealed that participants were 

confident in the evaluation of effect size when two means 

differed greatly from each other. 

 

 

Discussion 

The present study adopted Cohen’s d as an objective 

standard for effect size in situations where a binary cause 

influenced a continuous effect, and investigated how people 

use means and standard deviations in the estimation of 

effect sizes. The results show that participants judged 

greater effect sizes as the difference between two means 

became large, and smaller effect sizes as the standard 

deviations became small. Although the rank order of the 

estimates corresponded to the order of Cohen’s d in the 

mean difference group, the opposite pattern was obtained in 

the standard deviation difference group. One possible 

explanation for this pattern of the results is differential 

weighting for each data sample. That is, people pay more 

attention to information consistent with their hypothesis and 

less attention to disconfirming evidence. When standard 

deviations of two groups are large, some data samples in 

one group are much higher than the average of the other 

group. Judgments based on these samples result in a higher 

estimation of effect size. When both groups have a small 

standard deviation, in contrast, data samples are not 

overlapping and are spaced closely within the group. 

Therefore, each sample would be weighted similarly. 

Indeed, many studies about causal learning with binary 

variables have pointed out that each type of information has 

differential weighting in judgments (e.g., Kao & 

Wasserman, 1993; Mandel & Vartanian, 2009). For 

example, Kao and Wasserman (1993) reported that 

information about the presence of both cause and effect is 

given more weight than other type of information. 

The present study adopted continuous variables that were 

normally distributed, and investigated the effect of mean 

difference on the estimation of effect sizes. One 

methodological limitation of the current experiment is that 

we cannot discriminate whether participants responded to 

mean, median, or mode. This is because these indices are 

equal in normal distributions. Since people are limited in 

their memory capacity, they need to summarize data 

samples in some way. An intriguing question for future 

study is to investigate how people summarize continuous 

values. Using skewed distributions would enable us to 

differentiate mean, median, and mode. Peterson and Miller 

(1964) demonstrated that participants were sensitive to 

median and mode, but not to mean, when probability 

distributions were highly skewed. 

Another key question to be addressed is the role of 

sample size and experimental design. Effect sizes are 

indices unaffected by sample size. However, evidence from 

studies about causal learning with binary variables indicates 

that causal judgments become greater as the number of 

samples increases (Clément, Mercier, & Pastò, 2002; 

Shanks, 1985). Furthermore, studies of correlation 

judgments suggest that the detection of correlation becomes 

easier as sample size increases (Anderson & Doherty, 2007), 

except for very specific situations (Kareev, 1995). These 

extensions will provide converging evidence to investigate 

the effect of sample size on the estimation of effect sizes in 

situations where a binary cause influences a continuous 

effect. In addition, it is also valuable to examine the 

difference between within-subjects and between-subjects 

designs. Since previous studies about causal learning have 

relied heavily on the situations with independent samples, 

little is known about causal judgments for repeated 

measurements (cf. Rottman & Keil, 2012). These 

investigations will shed more light on the question of how 

people estimate effect sizes. 
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Abstract 

The present study investigated how children learn the meanings 

of basic color words and are immersed into the language-specific 

system of the color lexicon. The study examined how children 

discover the boundaries of color names by having 3-, 4-, and 5-

year-old children produce names for 93 color patches. We found 

that even 3-year-olds children can map color words to its typical 

referents. At the same time, they struggle to delineate the 

boundaries between neighboring color words. The results indicated 

that, in learning color words, children continuously restructure the 

entire semantic domain by discovering and adjusting the linguistic 

boundaries between the neighboring words.  

Keywords: lexical acquisition; color word; reorganization 
process of word meaning 

Introduction 

The meaning of a word is not determined in isolation from 

other words: the boundary of the category denoted by the 

word is determined in relation to other words belonging to 

the same semantic domain. For example, the meanings of 

the color words such as “red”, “orange”, “yellow”, “green”, 

“blue” and “purple” are established based on the knowledge 

of how the meaning of each word differs from the meanings 

of the others. This means that, to acquire adult-like word 

meanings, children need to learn a cluster of words in the 

same semantic domain and delineate the boundaries among 

them. Previous studies have documented that it requires 

many years to attain adult-like representation of the entire 

semantic domain. Ameel, Malt, & Storms (2008) studied 

how Dutch-speaking children aged 5-14 years and adults 

named various kinds of containers, and compared their 

naming patterns. Saji et al. (2011) examined the process in 

which Chinese children acquire representation of 13 

Chinese verbs that all denote actions that are named as 

“carrying/holding” in English. Both studies found that 

children's pattern of labeling objects or actions evolved 

gradually over years, during which the semantic domain is 

repeatedly restructured.   

Thus, to acquire the adult-like representation of the 

meaning of a word, children need to know how the word 

differs from other words that surround it. This is particularly 

critical for color words, as compared to object names, 

because the continuous visible color spectrum does not have 

natural partitions. Although there has been debates as to 

whether universal focal colors exist (Davidoff, 2001; Regier, 

Kay, & Cook, 2005), boundaries for referents of color 

words are hardly available in the environment. As a 

consequence, languages differ widely in the way in which 

they divide the continuous visible spectrum by color names 

(e.g., Berlin & Kay, 1969; Cook, Kay, & Regier, 2005). 

Even among languages that seem to have highly comparable 

color vocabulary withthe same number of words and the 

corresponding color categories, the boundaries can still vary 

considerably. For example, although English and Japanese 

both have “brown” (chairo) and “orange” (orenjiiro), the 

range covered by the English word “orange” is much wider 

than orenjiiro in Japanese. Consequently, the range covered 

by chairo is substantially broader than the range English 

word “brown” refers to. Given this, children cannot learn a 

color name from individual word-to-world mappings alone; 

they have to discover the conventional manner in which the 

perceptually continuous color spectrum is divided by a set 

of words in the particular language they are learning. Here, 

however, if the meaning of a color name cannot be learned 

without knowing the boundary of the neighboring words, 

how can children who know few color words ever get off 

from the merry-go-round of not being able to learn a new 

color word?  

Difficulty in learning color words has long been noted by 

developmental psychologists. Bornstein (1985a; 1985b) 

suggested that color words were not reliably acquired until 

around four to seven years old, which is much slower than 

object names or names of other semantic properties such as 

shape. Developmental psychologists have proposed that the 

color names are difficult because the concept of color is 

difficult to understand (e.g., Kowalski & Zimiles, 2006). To 

understand the conventional meaning of a color term, 

children must understand that the term refers to a property 

that is abstracted out from diverse kinds of objects that 

differ in other properties such as shape, size, and functions.  
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Wagner, Dobkins, & Barner (2013) have proposed a 

different account. They argue that children have abstracted 

the concept of color by the time they begin using color 

terms, but they have difficulty in discovering how color 

boundaries are marked by the specific language they are 

learning. To establish this argument, these authors asked 3-

year-olds to label 11 pieces of colored pasteboard. By and 

large, children’s performance did not conform to adults’ 

convention, but it was not random, either: The children 

consistently overextended the color words to proximal hues 

(see also Braisby & Dockrell, 1999). Although Wagner et 

al.’s work shed new light on the process of color name 

acquisition, it is not yet known how children learn to carve 

up the entire visible color spectrum by a set of words 

according to the convention of the child’s ambient language.  

The Present Study 

In this study, we attempt to uncover how children’s initial 

representation of the color lexicon is like, and how it 

evolves to the mature representation possessed by adults. 

Our approach to these questions is different from Wagner et 

al.’s study in one important respect. Wagner et al. (2013) 

tested children’s knowledge of color words using only 

typical referents (i.e., focal colors). In the everyday 

situations, however, children see a wide range of colors, and 

have to learn how to label them. The real boundaries of 

color categories should exist around these non-focal colors 

rather than focal colors; to be able to map a color word to its 

typical referent does not guarantee that the child understand 

the correct (adult-like) range of colors the word refers to. 

To investigate how children divide the entire spectrums 

into color name categories, we used a total of 93 color 

patches that covers the entire spectrum of visible colors, 

including not only typical referents but also those in the 

periphery of the 11 basic color names. We asked Japanese-

speaking children of three age groups (3-, 4-, and 5-year-

olds) and adults to label the 93 color patches. Japanese is 

considered to have 11 basic color words: shiro (‘white’), 

kuro (‘black’), haiiro (‘gray’), aka (‘red’), kiiro (‘yellow’), 

midori (‘green’), ao (‘blue’), chairo (‘brown’), orenjiiro 

(‘orange’), pinku (‘pink’), murasaki (‘purple’) (Uchikawa & 

Boynton, 1987). We attempted to capture the process of 

color word learning in two steps. We first examined whether 

Japanese-speaking children can map the basic color words 

to their typical referents, as was done in earlier studies. We 

then explored how children establish lexical boundaries 

among neighboring color words. These two steps allowed 

us to see the developmental process through which children 

gradually acquire both the center and boundaries of color 

word meanings. 

Experiment 

Method 

Participants. 

A total of 72 native Japanese speaking children and adults 

participated in the experiment. The production data was 

collected from 20 3-year-olds, 18 4-year-olds, 19 5-year-

olds, and 15 adults. Children were recruited from several 

preschools in located in the Tokyo Metropolitan area. Adult 

subjects were undergraduate and graduate students at Keio 

University.  

Stimuli. 

Ninety-three colors were selected from Practical Color Co-

ordinate System (PCCS) developed by Japan Color 

Research Institute, which is widely used for organizing 

color for industry and education in Japan. PCCS consist of 

14 “tone” categories, each of which has 24 hues. Tone is a 

compound concept of lightness and metric chroma (see 

http://www.diccolor.com/knowledge/images/pccs06_l.jpg; 

also see Nayatani, 2003).  

We used colors from seven tones (“light”, “bright”, “soft”, 

“vivid”, “dull”, “deep”, and “dark”) out of the 14 tones, 

which varied in lightness and chroma, so that the stimulus 

colors covered the entire color spectrum. Only half of the 24 

hues (with every other even number) in each tone were used 

to reduce the number of stimuli. In addition to these 84 

chromatic colors (7 tones x 12 hues), we included nine 

achromatic colors (black, white, and five different grays 

varied in lightness). Each of the 93 colors was presented as 

a 2.5cm square patch, which was created by cutting 

colored pasteboard distributed by Japan Color Research 

Institute. See Figure 1 for the complete stimulus set.  

To identify the 11 typical referents for the basic color 

words in the current stimuli set, we conducted a pre-study 

with 20 adults who did not participate in the main 

experiment. In the pre-study, we presented the 93 colors at 

once and asked them to choose colors which they thought 

were the best referent for each of the 11 basic color words. 

We then determined the most frequently selected color as 

the typical referent of each basic color word for Japanese 

speakers (see Table 1 for 11 selected colors selected).  

Procedure. 

Children received warm-up trials before the main test. 

Children were presented with six pictures of three different 

cats, two different dogs and one rabbit, and were asked to 

name each picture. This process also allowed us to check 

whether the child understood that they could say the same 

name more than once across different trials. 

In the main experiment, participants were presented with 

Figure 1: The 93 color patches for stimuli. Those with 

white circles are the typical referents for the 11 basic color 

names, which were determined by a pre-test with adults. 
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the 93 color patches one by one in a random order, and were 

asked “kono (this) iro (color) wa (particle) nani (what) iro 

(color)”? (“what color is this?”) by the experimenter. Each 

color patch was presented only once. Participants observed 

the color patches under a standardized lighting condition 

that simulated natural daylight (D55) by using Solax XC-

100AF (Seric Ltd.) on a gray background.  

Results 

Analysis 1: Were children able to produce appropriate 

basic color terms to their typical referents? 

We first counted the number of word types produced by 

each participant. Compound color names such as aka-cha 

(‘red-brown’), or loan words as howaito (‘white’) were 

counted as different word types from the basic color words. 

Adults on average produced 19.4 different color words, 

including ones other than 11 basic color names, such as 

giniro (‘silver’), hadairo (‘skin color’) or shuiro 

(‘vermilion’). The mean numbers of produced word types 

by children were 9.5, 12.1, and 13.6 for 3-, 4-, 5-year-olds, 

respectively. Four-year-olds produced more word types than 

3-year-olds (p<.02, Bonferroni corrected), but there was no 

difference between 4- and 5-year-olds. Although children 

produced significantly less color terms than adults (ps <.01, 

Bonferroni corrected), they “knew” most of the 11 basic 

color names by the age of 3 years.  

 

Table.1: The proportion of children who named colors 

with appropriate (i.e., adult-like) basic color words. 
Basic color word Sample 3-years 4-years 5-years 

shiro (‘white’)  .80 .89 1.00   

kuro (‘black’)  .80 .78 1.00   

aka (‘red’)  .95 .61 1.00   

kiiro (‘yellow’)  .80 .78 .95   

midori (‘green’)  .65 .56 .84   

ao (‘blue’)  .70 .67 .84   

chairo (‘brown’)  .50 .78 .74   

orenjiiro (‘orange’)  .40 .78 .63   

pinku (‘pink’)  .80 .89 .89   

murasaki (‘purple’)  .55 .78 .79   

haiiro (‘gray’)  .00 .11 .05   

 

Next we examined whether children could apply the 11 

basic color words for the corresponding typical referents. 

Table 1 shows the proportion of children who produced the 

appropriate basic color words to the correct referents 

determined by the pre-study. In all age groups, children 

correctly applied most of the basic color words to the typical 

referents except haiiro (‘gray’)  significantly above chance 

(binomial test, ps< .01). Consistent with the previous studies, 

children had a stronger grasp of kuro(‘black’), 

shiro(‘white’), pinku(‘pink’) and aka(‘red’) than the other 

words as murasaki(‘purple’) or orengiiro(‘orange’), while 

they rarely produced haiiro in the experiment (See 

Roberson, Davidoff, Davies & Shapiro, 2004;  Pitchford & 

Mullen, 2002 for similar results).  

Analysis 2: How did children’s pattern of color naming 

converge with the adults’ pattern? 

Analysis 1 showed that even 3-year-old children knew the 

central meaning (i.e. typical referent) of the 11 basic color 

words in an adult-like manner. However, how did they 

delineate the boundaries of the meanings? To examine the 

question, we adopted the Multi-Dimensional Scaling (MDS) 

solutions as in Malt & Sloman (1999). MDS provides a 

geometrical representation of patterns of similarity on 

dimensions that are extracted to maximize goodness of fit in 

such a way that inter-point distances on the 

multidimensional space correspond to dissimilarities 

between objects. We first created a similarity matrix for 

each age group. In each matrix, there were 93 rows and 93 

columns each representing the 93 stimulus colors. Each cell 

contained the number of times the given two color patches 

were named with the same color word (Malt, Ameel, Imai, 

Gennari, Saji & Majid, 2014).  

We first conducted the MDS analysis separately for the 

four age groups using the 93X93 matrices. The detected 

dimensions mainly divided the chromatic and achromatic 

color patches only. This means that the participants rarely 

confused their naming for achromatic color patches with 

that for chromatic color patches, and this distinction was 

over-weighted. Because our main interest here is to examine 

how children and adults categorize continuous color 

spectrum by names, we carried out a second MDS analysis 

with the naming data of 84 chromatic patches, again 

separately for the four age groups (Figure 2). We adopted 2-

dimensional solutions for each age group, because the stress 

values were considered to be acceptable (s = .20, .17, .20, 

and .07 for 3-, 4-, 5-year-olds and adults, respectively). 

Each point in Figure 2 represents each color patch, and the 

distances among every two points reflect the similarity of 

the two colors in terms of naming. The label for each point 

shows the most dominantly produced color name for the 

patch. For ease of viewing, the points and labels were 

shown in the color of the original stimuli patches. Color 

patches labeled with the same dominant color names are 

grouped by solid colored lines. The configurations of the 

data points were largely different across the four age groups. 

To capture this trend quantitatively, we calculated the 

Euclidian distances between all possible pairs of the data 

points (i.e., color patches) in each MDS space, and 

calculated the correlation between the adult group and each 

of the three child groups. The correlation values 

were .31, .43 and .53 for 3-, 4-, and 5-year-olds, respectively. 

This indicates that children’s color naming behavior steadily 

develops but only slowly, and it takes a long time for 

children to become able to name colors in the same way 

adults do.  
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Analysis 3: How did children discover the boundaries of 

different color words? 

We next examined how children find boundaries among 

neighboring color words. In the adult group (Figure 2D), the 

colors with the same dominant names were grouped in 

cohesive clusters, and colors with different dominant names 

were separated from one another. This suggests that the 

adults named the patches highly consistently across 

individuals, and boundaries among different color names 

were clearly delineated. This was not the case with children, 

3-year-olds in particular. In the 3-year-olds’ MDS 

configuration (Figure 2A), the areas covered by different 

dominant names heavily overlapped one another, indicating 

that 3-year-olds applied each color name to color patches 

that were outside the range in the adults’ convention and 

that the pattern of naming was highly inconsistent across 

individuals. It should be noted, however, that they tended to 

overextend the words to neighboring colors, supporting 

Wagner et al (2013)’s view. The 4- and 5-year-olds were in 

intermediate stages between the 3-years-olds and the adults 

(Figure 2B and 2C). To evaluate this observation 

quantitatively, we quantified how exclusively each of the 

dominant chromatic color words was used for color patches 

against other color words, as given below:  

 

𝐸𝑥𝑐(𝐶1, 𝐶2) =  
𝐷 (𝐶𝑒𝑛𝑡𝐶1,𝐶𝑒𝑛𝑡𝐶2)

∑ 𝐷(𝐶𝑒𝑛𝑡𝐶1,𝐶1𝑘 )/𝑘𝑘
1 +∑ 𝐷(𝐶𝑒𝑛𝑡𝐶2,𝐶2𝑙)/𝑙𝑙

1
. 

 

C1 and C2 represent the two clusters to be compared, and 

k and l are the numbers of the points in the clusters. The 

numerator calculates the distance between the centroid of 

the two clusters; the denominator takes the summation of 

the two average distances between the centroid and each 

point in the two clusters. So the more the two clusters 

overlap, the smaller the ratio becomes; in contrast, the more 

ak = aka (‘red’), ao = ao (‘blue’), ch = chairo (‘brown’), h = hadairo (‘skin color’), kii = kiiro (‘yellow’), kim = kimidori (‘yellowish green’), 

mid = midori (‘green’), miz = mizuiro (‘light blue’), mur = murasaki (‘purple’), o = orenjiiro (‘orange’), p = pinku (‘pink’) 

Figure 2: Multi-Dimensional Scaling solutions for children and adults 
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the two clusters were distinguished, the larger the value 

becomes. We averaged the degree of boundary (non-) 

overlap among the dominant color names for each age group 

(Figure 3). The values were 1.02, 1.92, 3.16 and 2.86 for 3-, 

4-, 5-year-olds and adults, respectively. The averages are 

significantly higher in 5-year-olds and adults than in 3- and 

4-year-olds (ps <.01), suggesting that boundary overlap was 

more prominent in 3- and 4-year-olds than in 5-year-olds.  

Table 2 and 3 show the degree of boundary (non-)overlap 

among eight color names for adults and 3-year-olds, 

calculated by the equation above. The distinction between 

aka (‘red’) and ao (‘blue’), and that between kiiro (‘yellow’) 

and ao (‘blue’) were both evident in adults, as seen in Table 

2. However, these distinctions were not so clear in 3-year-

olds; they made relatively clear distinctions between midori 

(‘green’) vs. chairo (‘brown’) or ao (‘blue’) vs. pinku 

(‘pink’), but the distinctions between midori (‘green’) vs. ao 

(‘blue’) and aka (‘red’) and chairo (‘brown’) were very 

blurred. The matrices of 3-year-olds and adults are not 

correlated (r= .04), indicating that the boundaries of words 

that are most clearly delineated in adults were not always 

clear for children. It is also important to note that, in the 3-

year-olds MDS configuration, while the boundary between 

ao (‘blue’) and midori (‘green’) were largely overlapping 

(the degree of boundary overlap between ao and midori 

was .12), these two words were distinctively separated from 

other basic colors (the degree of boundary overlap between 

the two colors and other colors 1.2 on average. See also the 

blue and green colored lines in Figure 2). This may suggest 

that children first form separate islands of blue/green vs. 

others, relying on salient perceptual distinction between 

cool and warm colors (see Kay & Maffi, 1999).  

 

Table.2: The degree of boundary (non-)overlap among the 

dominant names in adults. 

 
orenjiiro 
(orange) 

pinku 
(pink) 

midori 
(green) 

kiiro 
(yellow) 

murasaki 
(purple) 

ao 
(blue) 

aka 
(red) 

pink 2.01 
      

midori 2.07 3.00 
     

kiiro 1.82 3.07 1.68 
    

murasaki 3.53 1.33 4.01 5.06 
   

ao 3.55 3.01 3.06 5.37 3.15 
  

aka 4.20 1.67 4.44 5.28 3.53 6.76 
 

chairo 

(brown) 
2.18 1.66 2.73 2.30 3.24 4.56 1.39 

Table.3: The degree of boundary (non-)overlap among the 

dominant names in 3-years-old. 

 
orangeiro 

(orange) 
pinku 

(pink) 
midori 
(green) 

kiiro 
(yellow) 

murasaki 
(purple) 

ao 
(blue) 

aka 
(red) 

pink 1.07 
      

midori 1.81 2.48 
     

kiiro 0.40 0.96 0.90 
    

murasaki 1.46 1.32 1.37 0.84 
   

ao 1.41 1.84 0.12 0.75 0.94 
  

aka 0.41 0.42 1.34 0.42 0.82 1.08 
 

chairo 
(brown) 

0.86 0.68 1.87 0.59 0.84 1.35 0.27 

 

Analysis 4: What guides the adjustment of color name 

boundaries? 

Analysis 2 and 3 showed that an adult-like lexical system 

gradually emerges with development. What guides the 
delineation of the color name boundaries? It has been shown 

that children are able to distinguish different colors 

perceptually long before they initiate word learning 

(Bornstein, Kessen, & Weiskopf, 1976). However, it is not 

known how their non-linguistic perception of color words 

affects acquisition of color names. To address this issue, we 

correlated the Euclidean distance between every two color 

patches in the naming MDS space with the Euclidean 

distance between the corresponding two color patches in the 

CIE L*a*b* color space, which was designed such that 

mathematical differences in all color ranges correspond to 

perceived color differences (Kaatsch, Stadler, & Nietert, 

1993). The correlation is high if perceptually similar colors 

are named similarly.  

The correlation coefficients were .43, .56, .75 and .57 for 

3-, 4-, 5-year-old children and adults, respectively, which 

were significantly different between each pair of age groups 

(z =13.6 ps <.001). The result showed that the impact of 

non-linguistic perceptual similarity/distance among color 

patches on the naming pattern increases from three to five 

years of age and then declines as they further advances in 

lexical development. The results may suggest an interesting 

possibility: Children first map each of the basic words to the 

color construed as the most typical referent by the adults. 

They then attempt to find linguistic boundaries among these 

words by relying on perceptual distance of the given two 

typical colors: after they tentatively sort out the boundaries 

by perceptual similarity, they continue to restructure the 

semantic domain, and are slowly immersed into the adults’ 

way of division of the spectrum, which is to some degree 

arbitrarily made due to various coincidental forces through 

the history of the language (cf. Ameel et al., 2008).  

 

Discussion 

The present study experimentally examined how children 

learn the meanings of basic color words and how they are 

immersed into the language-specific system of the color 

lexicon.  Consistent with previous studies (e.g., Wagner et 

al., 2013), we found that 3-years old children produced most 

of the basic color words correctly when the color patch was 
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a typical referent for the name. Furthermore, our findings 

clearly showed that acquisition of color words continues 

after 3 years old; even 4- and 5-year-old children still 

struggled to find adult-like boundaries of color names (see 

Ameel, et al., 2008 and Ameel, Malt & Storms, 2014 for 

similar discussion).  

Our results uncovered the developmental trajectory of this 

process, and what underlies it.  By 3 years of age, children 

“have learned” most basic color names in the sense that they 

know these words are names of different colors. In their 

attempt to organize the color semantic domain, children first 

attempt to locate each color word roughly along the 

undivided spectrum. Three-year olds are able to map most 

basic color names to their typical colors, but categories are 

largely overlapping and their boundaries are overextended. 

With development, the overextended category boundaries 

are gradually narrowed down as the boundaries among 

neighboring words are delineated. Importantly, we observed 

that the process of boundary delineation occurs 

simultaneously across different color words, which suggests 

that development of color words takes place as a 

consequence of continuous restructuring of the entire color 

lexicon rather than a local adjustment of a single word.  
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Abstract 

Human beings get a lot of information from a picture based on 
what we see and our background knowledge. However, many 
computer vision researches are heavily dependent on the use of 
image features and have paid little attention to background 
knowledge we use in texture processing. The present study 
explores the degree to which onomatopoeia evoked by visual 
images is affected by the multimodal experience-based 
knowledge such as tactile experience. In Experiment 1 
participants saw original complete images of Flickr Material 
Database (FMD) and answered onomatopoeia for expressing 
their textures and in Experiment 2 participants saw cut out 
images and answered onomatopoeia for expressing their 
textures. We obtained 17487 onomatopoeic words (1827 types) 
from experiment 1 and 30138 onomatopoeic words (2442 types) 
from experiment 2. We counted the number of types of 
onomatopoeia evoked by each image. Result showed that 
original image evoked significantly more variety of 
onomatopoeia than cut-off image. This result suggests that 
human texture evaluations based on the original complete 
images of FMD are affected more easily by experience-based 
knowledge about the material. Furthermore, we showed that 
image whose material category is relatively easy to recognize 
evokes significantly frequently tactile onomatopoeia than image 
whose material category is hard to recognize.  
Keywords: Visual image; Texture; Tactile experience; 
Onomatopoeia 
 

Introduction 

We human beings get a lot of information from a picture 

based on what we see and our background knowledge. 

However, many researches are dedicated to letting the 

computer extract efficient and effective visual features and 

building models from them rather than human background 

knowledge. The most common visual features include color, 

texture and shape, etc. and many image annotation and 

retrieval systems have been constructed based on these 

features (As a review for the recent researches of computer 

vision, see Tian, 2013). These researches are heavily 

dependent on the use of image features and have paid little 

attention to background knowledge we use in texture 

processing.  

In recent years, there has been a growing interest in 

material perception that requires multimodal information 

(Bergmann & Kappers, 2007; Gaissert & Wallraven, 2012). 

Interplay between visual and tactile senses is sometimes 

required for precise material perception (Baumgartner et al., 

2013). Bergman and Kappers (2007) reports that 

participants were able to retrieve similar information 

through visual and tactile modalities for surface roughness. 

As for visual and tactile representation of material 

properties, some studies point out material properties 

obtained with the tactile modality (i.e., hardness and 

roughness) are crucial (Klatzky & Lederman, 1987). On the 

other hand, visual dominance in assessing building 

materials was reported (Wastiels et al. 2013). Abe et al. 

(2012) also argues that humans appear to be able to fairly 

accurately sense the surface quality only from visual inputs, 

although it is the most closely related to tactile sensations, 

and proposes a method for estimating the quantitative 

values of some attributes associated with surface qualities 

of an object, such as glossiness and transparence, from its 

image. Baumgartner et al. (2013) overviews that, whereas a 

great deal of research has been conducted to investigate 

both uni- and bimodal shape perception, the perception of 

materials and material qualities has only recently received 

more attention in vision research (Fleming et al., 2003; 

Motoyoshi, 2010; Motoyoshi et al., 2007). Furthermore, 

very little attention has been paid to the multimodal 

experience-based knowledge which might affect the 

perception of materials and material qualities in vision 

research. The present study explores whether human texture 

evaluations based on visual images are affected by the 

multimodal experience-based knowledge. 

 Humans categorize sensory inputs using words, and 

words are an important index in investigating what they 

perceived sensory inputs. Japanese language has a word 

class called “onomatopoeia” or “mimetics” that has been 

used to express vivid sensations in everyday life (e.g., 

“sara-sara” represents a dry and smooth sensation, and 

“zara-zara” represents a dry and rough sensation). Japanese 

onomatopoeia has a strong and systematic association with 
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sensations (Hamano, 1998), although the existence of sound 

symbolic words has been demonstrated in many languages 

of the world (e.g., Jespersen, 1922; Köhler, 1929; Newman, 

1933; Sapir, 1929; Taylor, 1963; Werner & Wapner, 1952; 

Wertheimer, 1958, for early studies) and, to varying extent 

in a wide variety of  languages (e.g., Brown, Black, & 

Horowitz, 1955; Davis, 1961; Emeneau, 1969; Hinton, 

Nichols, & Ohala, 1994; Klank, Huang, & Johnson, 1971; 

Nuckrolls, 1999; Voeltz & Kilian-Hatz, 2001). Since 

Japanese, compared to other languages, has a large number 

of onomatopoeia for expressing texture sensations, the 

relationship between onomatopoeia and tactile or visual 

sensations has been studied. Watanabe et al. (2012) 

investigated tactile sensations by analyzing onomatopoeia 

used to expressing tactile sensations and subjective 

evaluations of comfort/discomfort for touched objects. 

Yoshino et al. (2013a, b) investigated the metal texture 

design by analyzing onomatopoeia used to express visual 

sensations. Through psychological experiments where 

participants were asked to look at a pair of imitation and 

real materials without touching them and answer sound 

symbolic words associated with them, Yoshino et al. 

(2013a) showed that real materials were significantly more 

easily associated with onomatopoeia than imitation 

materials. Yoshino et al. (2013a) also showed that non-

experts tend to respond tactile onomatopoeic words 

significantly more frequently than by experts. This result 

suggests that although experts engaged in metal texture 

design focus on visual design of metal surface, non-experts, 

namely people in general, perceive material properties 

recalling experiences through touch. Since Japanese 

onomatopoeia can be used to express tactile sensation as 

well as visual sensations, the present study focuses on 

onomatopoeia to explore whether human texture 

evaluations based on visual images are affected by the 

multimodal experience-based knowledge such as tactile 

experience. 

Method 

In this study we use Flickr Material Database (FMD) 

(http://people.csail.mit.edu/celiu/CVPR2010/FMD/) 

(Sharan et al. 2014), that is one of major dataset frequently 

used in vision researches. The FMD consists of color 

photographs of surfaces belonging to one of ten common 

material categories: fabric, foliage, glass, leather, metal, 

paper, plastic, stone, water, and wood. There are 100 

images in each category, 50 close-ups and 50 regular views. 

Each image contains surfaces belonging to a single material 

category in the foreground and was selected manually from 

approximately 50 candidates to ensure a variety of 

illumination conditions, compositions, colors, textures, 

surface shapes, material sub-types, and object associations. 

Since FMD was constructed with the specific goal of 

capturing the natural range of material appearances, it is 

clear, for example, that surfaces belong to the specific 

material category and not any of the others. We hypothesize, 

therefore, that human texture evaluations based on visual 

images of FMD, which are used in previous vision 

researches, are affected by the multimodal experience-based 

knowledge and evoke onomatopoeia related not only to 

vision but also tactile sensation. We hypothesize that the 

onomatopoeic words evoked by original FMD images are 

different from those evoked by a visual image cut out from 

original complete image because the influence of the 

multimodal experience-based knowledge is expected to be 

reduced in the cut out image.   

For the purpose described in the above, we performed two 

psychophysical experiments. In Experiment 1 participants 

saw complete images of FMD and answered onomatopoeia 

for expressing their textures and in Experiment 2 

participants saw cut-off images and answered 

onomatopoeia for expressing their textures. Experiment 1 

and 2 were approved by the Ethics Committee of the 

University of Electro-Communications, Tokyo, Japan.  

Experiment 1 

Participants 100 people participated (25 women and 75 

men, mean age 22.08). The participants were not informed 

of the purpose of the experiment, and they had no known 

abnormalities in speech or in vision. They visited a 

laboratory at the University of Electro-Communications. 

All participants provided written informed consent prior to 

the experiments. Documents about the experimental 

procedures and written informed consents were presented to 

the ethics committee.  

 

Materials 1000 FMD images were classified into 10 

material groups. Each group of materials consisted of 100 

samples (10 materials were selected from each 10 material 

categories of FMD. 100 participants were classified into 10 

groups. As a result, 100 materials were presented to each 

participant.  

 

Procedure The experiment was conducted in an isolated 

test room at the university under controlled lighting 

conditions. Participants were kept at a distance of about 50 

cm from the touch panel display showing the materials. The 

materials were presented vertically at eye-height by the 

slideshow function of Microsoft office powerpoint 2010 in 

a random order. 

During the test, participants were asked to answer one to 

six onomatopoeic words expressing the texture of each 

material. At the same time, they were asked to circle the 

part of the image material shown on the touch panel display 

which they focused on to express the texture of the material. 

They were allowed to mark as many as they like. An 

answer sample is shown in Figure 1. The onomatopoeia 

input into the left cell is ‘zara-zara,’ which means dry and 

rough texture. The onomatopoeia input in the middle cell is 

‘gotsu-gotsu’, which means stiff and harsh texture. 
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Figure 1:  An answer sample of an image material 

 

Another answer sample is shown in Figure 2. The 

onomatopoeia input into the left cell is ‘mosa-mosa,’ which 

means hairy and thickly texture. The onomatopoeia input in 

the middle cell is ‘husa-husa’, which means bushy and thick 

texture. 

 

 
Figure 2:  Another answer sample of an image material 

Experiment 2 

Participants 100 people participated (25 women and 75 

men, mean age 20.59). The participants had not participated 

for experiment 1 and were not informed of the purpose of 

the experiment. They had no known abnormalities in speech 

or in vision. They visited a laboratory at the University of 

Electro-Communications. All participants provided written 

informed consent prior to the experiments. Documents 

about the experimental procedures and written informed 

consents were presented to the ethics committee.  

 

Materials We cut out the part that more than 3 participants 

marked from the complete image material used in 

experiment 1 as exemplified in Figure 2. Since the average 

size of marked part was about a few 100 pixels, we cut the 

square image in 150 x 150 pixels. 1946 image samples were 

classified into 10 groups. Since we cut out one to three parts 

from the complete image material, each group of image 

materials consisted of 160 to 200 samples. 100 participants 

were classified into 10 groups. As a result, 160 to 200 

image materials were presented to each participant. In 

Figure 3, the left is the cut-out image of the complete 

material shown in Figure 1 and the right is the cut-out 

image of the complete material shown in Figure 2. 

 

  
Figure 3: examples of cut-out image 

Procedure The experiment was conducted in an isolated 

test room at the university under controlled lighting 

conditions. Participants were kept at a distance of about 50 

cm from the touch panel display showing the materials. The 

materials were presented vertically at eye-height by the 

slideshow function of Microsoft office powerpoint 2010 in 

a random order. 

During the test, participants were asked to answer one to 

six onomatopoeic words expressing the texture of each 

material. The answer sample is shown in Figure 4. The left 

onomatopoeia input into the left cell is ‘gowa-gowa,’ which 

means coarse and stiff texture. The onomatopoeia input in 

the middle cell is ‘zara-zara’, which means stiff and harsh 

texture.

 Figure 4:  An answer sample of an image material 

 

Results and Discussion 

We obtained 17487 onomatopoeic word tokens (1827 

onomatopoeic word types) from experiment 1 and 30138 

onomatopoeic word tokens (2442 onomatopoeic word 

types) from experiment 2. By analyzing the data obtained 

from the two experiments, we testified our hypothesis that 

the onomatopoeic words are different between those evoked 

by a visual image cut out from a whole and those evoked by 

its original complete image because the influence of the 

multimodal experience-based knowledge is expected to be 

reduced in the cut-off image. We also testify the hypothesis 

that human texture evaluations based on the original 

complete images are affected by the multimodal 
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experience-based knowledge and evoke onomatopoeia 

related not only to vision but also tactile sensation. 

Difference between onomatopoeia evoked by an 

original image and that evoked by a cut-off image 

We compared the type of onomatopoeia associated with 

original images and that associated with image cut out from 

the original images. Table 1 shows onomatopoeia 

associated with original image No. 1, which is given in 

Figure 2 and onomatopoeia associated with image cut off 

from the original image No. 1, which is given in Figure 3.  

 

Table 1: Onomatopoeia associated with original image No. 

1 and onomatopoeia associated with image cut off from it. 

 

Onomatopoeia from original 

image No.1 

Onomatopoeia from cut-off  

image of No.1 

Gasa-gasa Gowa-gowa 

Gishi-gishi Mohu-mohu 

Gowa-gowa Mosa-mosa 

Gyuu-gyuu Tiku-tiku 

Husa-husa Zara-zara 

Huwa-huwa Zowa-zowa 

Keba-keba  

Mishi-mishi  

Moko-moko  

Mosa-mosa  

Tiku-tiku  

Toge-toge  

Zara-zara  

 

In experiment 1, participants circled the part of the image 

material which they focused on to express the texture of the 

material and in experiment 2, participants answered 

onomatopoeia expressing the texture of the part of the 

material cut off from original image. It means that 

participants answered onomatopoeia expressing the texture 

of the same part of material. However, Table 1 shows that 

onomatopoeic words evoked by original image are different 

from those evoked by cut-off image. It indicates that 

onomatopoeia answered by participants has the more 

variety for original image than for cut-off image. We 

counted the number of types of onomatopoeia evoked by 

each image. Result showed that the average number of       

types of onomatopoeia evoked by original image was 11.60, 

while the average number of types of onomatopoeia evoked 

by cut-off image was 10.84. T-test (two-tailed, the alpha 

level .05) showed that original image evoked significantly 

more variety of onomatopoeia than cut-off image. This 

result suggests that human texture evaluations based on the 

original complete images of FMD are affected more easily 

by experience-based knowledge about the material. As we 

see from Figure 5 showing Fabric samples of FMD, we can 

recognize material category of images. The original FMD 

image, which is easy to recognize material category such as 

fabric, glass, paper, and so on, evoked more variety of 

onomatopoeic words than the cut-off image, which shows 

only a part of material, its texture and is hard to recognize 

material category. We believe that this is because 

participants unconsciously used the knowledge about the 

material and remembered multi-modal experiences about 

the material. Practically, onomatopoeia evoked from 

original image listed in Table 1 includes those based on 

multimodal experience. For example, ‘Gasa-gasa’ is used to 

describe a dry and rough skin (tactile sensation) or a 

rustling sound (auditory sensation). ‘Gishi-gishi’  is used to 

describe a dry and hard uncomfortable skin (tactile 

sensation) or creaking sound (auditory sensation). ‘ 

Tactile experiences are evoked by visual image 

Although very little attention has been paid to the 

multimodal experience-based knowledge which might 

affect the perception of materials and material qualities in 

vision research, some researches on visual perception of 

texture mention the importance of memories about textiles 

derived from experiences of viewing, touching, and wearing 

them. Lee and Sato (2001), for example, investigated the 

mechanism of texture perception and pointed out that past 

visual and tactile experiences and memories influenced 

significantly texture perception although participants used 

only the sense of sight to evaluate the surface of a textile. 

We, therefore, focus on influence of the tactile experience 

in the evaluation of visual image texture. We hypothesized 

that the original FMD image, which was easy to recognize 

material category such as fabric, glass, paper, and so on, 

would evoke tactile onomatopoeia than the cut-off image, 

where material category was hard to recognize. 

We analyzed how much tactile onomatopoeia was evoked 

from the complete image of material compared to cut-off 

image showing only the texture of material. Since, as 

described in Introduction, Japanese onomatopoeic words 

Figure 5: Fabric samples of FMD (Sharan et al., 2014) 
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Table 2: list of tactile onomatopoeia 

Onomatopoeia Explanations (examples) Onomatopoeia Explanations(examples) 

sara-sara dry and smooth  pasa-pasa dry and powdery  

tsuru-tsuru slippery and smooth  huni-huni soft and limp 

sube-sube smooth, silky, velvet hand puri-puri springy and soft 

huwa-huwa soft, light, and fluffy kishi-kishi creak ex. hair creaks. 

zara-zara texture of coarse paper husa-husa bushy and rich ex. feather 

gowa-gowa coarse and stiff sheets chiku-chiku ex. the undershirt scratches 

gotsu-gotsu rugged and scraggy rock mohu-mohu fluffy, warm ex. blanket 

mochi-mochi skin like a rich cake howa-howa fluff of clouds 

poko-poko texture like bubbling 

water 

puru-puru soft and elastic 

beta-beta grisly and sticky shari-shari crunch crunch 

moko-moko lumpy and fluffy surface peta-peta pasty 

huka-huka soft and fluffy gishi-gishi strongly creaking 

gasa-gasa dry and rough skin beto-beto sticky and greasy 

nuru-nuru slimy jori-jori ex. mustache 

suru-suru smooth nume-nume smooth, slimy and shining 

kasa-kasa desiccated skin tsubu-tsubu dots on the surface 

shaka-shaka mixture of smooth and 

rough textures 

zaku-zaku crunch through the snow 

gunya-gunya limp and soft shori-shori crispy and light 

puni-puni squishy, but comfortable sawa-sawa rustling 

kori-kori crunchy mosa-mosa sluggish 

butsu-butsu pimples on the surface hunya-hunya soft, flaccid and weak 

boko-boko uneven and nubby   

 

are sound-symbolic, we made onomatopoeic words by 

combining all Japanese syllables (105 syllables). We 

created onomatopoeic words in two-syllables-repeated form 

(e.g., /saka-saka/, /saki-saki/, /saku-saku/, /sake-sake/, 

/sako-sako/, and /sakari-sakari/), and added some special 

phonemes used in Japanese onomatopoeic words. Finally 

we got 14,584 onomatopoeic words. From the considerably 

large number of words, three Japanese native speakers 

selected 307 words (including novel words) that can be 

acceptable as tactile onomatopoeic words. 307 

onomatopoeic words combined with the word “touch” were 

tested by using Google search queries. As a result, top 43 

search results given in Table 2 were selected as frequently 

used tactile onomatopoeia.  

We counted the number of tactile onomatopoeia included 

in onomatopoeia evoked by complete FMD image and cut-

off image showing only a part of material. The result is 

given in Table 3.  

 

Table 3: Number of tactile onomatopoeia obtained from 

experiment 1 and 2 

 

Onomatopoeia Experiment 1 Experiment 

2 

Sum 

Tactile 

onomatopoeia 

8125 13310 21435 

Others 9362 16828 26190 

Sum 17487 30138 47625 

 

The result of Chi-square tests showed that image that is 

relatively easy to recognize material category evokes 

significantly frequently tactile onomatopoeia than image 
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that is hard to recognize material category, χ2(1)=3.28, 

p<.01. This result suggests that past tactile experiences and 

memories are thought to significantly influence texture 

perception when participants evaluate the texture of 

material whose category is easy to recognize despite using 

only the sense of sight.  

Conclusion 

Many researches have been dedicated to letting the 

computer extract efficient and effective visual features and 

building models from them rather than human background 

knowledge. FMD is one of the most frequently used dataset 

by such researches. Our study, however, showed that past 

tactile experiences and memories significantly influence 

texture perception when participants evaluate the texture of 

material appearing in original FMD image. This finding 

suggests that future vision research using material image 

should consider influences of past tactile experiences on 

texture perception. 
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Abstract 
Experiments have shown that prescriptive norms often influence 
causal inferences. The reason for this effect is still not clear. One 
problem of the studies is that the term ‘cause’ in the test questions 
is ambiguous and can refer to both the causal mechanism and the 
agent’s accountability. Possibly subjects interpreted the causal test 
question as a request to assess accountability rather than causality. 
Scenarios that put more stress on the causal mechanism should 
therefore yield no norm effect. Consequently, Experiment 1 
demonstrates that norms no longer influence causal judgments 
when the causal information is presented in a trial-by-trial learning 
task. Furthermore, Experiment 2 shows that norm effects are only 
obtained when the test question asks about a (potentially 
accountable) person but not when asked about a component of the 
causal mechanism. Both findings demonstrate that norms cease to 
influence causal judgments when the task settings highlight causal 
relations.  

Keywords: causal reasoning; moral judgment; causal selection; 
norms 

Introduction 
Recent findings in the philosophical and psychological 
literature have challenged the traditional view about the 
relationship between causality and morality: it is not only 
the case that causal inferences influence moral evaluations 
but also, in reverse, that causal inferences are influenced by 
moral assessments (Alicke, 1992; Alicke, Rose, & Bloom, 
2011; Hitchcock & Knobe, 2009; Knobe & Fraser, 2008; 
Kominsky et al., 2015). In situations in which two causal 
factors jointly cause an effect and one of them violates a 
prescriptive norm, participants tend to select this norm-
violating factor over the other one as “the cause.”  

The pen vignette created by Knobe and Fraser (2008) 
illustrates this norm effect: “In a philosophy department, 
administrative assistants are allowed to take pens from the 
desk of the receptionist, whereas the faculty members are 
not allowed to do so. However, everyone takes pens 
regularly. When Professor Smith, a faculty member, and an 
administrative assistant simultaneously take pens one 
morning, a problem arises: there are no pens left.” When the 
participants of the study were asked about who has “caused 
the problem” later, they tended to name Professor Smith 
rather than the administrative assistant although both agents 
took a pen, and therefore equally contributed to the problem. 
Since both agents merely differ in terms of their normative 
status (i.e., whether their behavior was right or wrong), 
examples like this are interpreted as showing that 
prescriptive norm violations can influence causal inferences. 

These findings have motivated researchers to investigate 
the boundary conditions of this effect and to find an 
explanation. One important boundary condition of the norm 
effect seems to be that it is limited to causal selection 
judgments, that is, the selection of one primary cause in 
cases in which the combination of two causes is necessary 
for the target effect (conjunctive causal structure; see 
Kominsky et al., 2015). Interestingly, prescriptive norms do 
not influence intuitions about the structure or strength of the 
underlying causal model (Danks, Rose, & Machery, 2014; 
Samland & Waldmann, 2014). Other details and the 
explanation of the norm effect are still disputed. Whereas 
Hitchcock and Knobe (2009) assume that norm-violating 
causal factors are selected over norm-conforming ones 
because they provoke counterfactual thinking and serve as a 
better target of intervention, Alicke et al. (2011) ascribe the 
norm effect to a desire to blame a norm-violating agent 
which leads to an exaggeration of the agent’s causal 
contribution to the outcome. Apart from these differences, 
most accounts agree that it is the causal judgment that is 
influenced by normative evaluations. There is, however, 
reason to doubt that the judgment in question is always a 
genuinely causal one. 

The Accountability Hypothesis 
What has been neglected in most discussions of the norm 
effect is the ambiguity of the term “cause.” Depending on 
the context, the word “cause” can both refer to the question 
whether a mechanism underlying a causal relation is present 
and to the question whether an agent can be held 
accountable for an outcome. As Deigh (2008) points out, 
already Hart and Honoré (1959) have argued “(…) that the 
statement that someone has caused harm either means no 
more than that the harm would not have happened without 
(‘but for’) his action or (…) it is a disguised way of 
asserting the ‘normative judgment’ that he is responsible in 
the first sense, i.e., that it is proper or just to blame or 
punish him or make him pay” (pp. 61). 

Both meanings of the term are inherent in the scenarios 
supporting the norm effect and can be represented as two 
hierarchically ordered layers of description of the presented 
causal relationship. The causality layer lies at the bottom 
and refers to the causal mechanisms connecting actions and 
outcomes in the scenarios. For example, in the pen vignette 
both agents initiate behaviors that lead to the removal of 
pens. The causality layer is a subset of the morally charged 
second layer, the accountability layer. Accountability 
assessments presuppose causality; people are only held 
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accountable for outcomes they have actually caused. 
However, additional components are required to assess 
accountability. In moral blame judgments, for example, the 
outcome needs to be negative (e.g., shortage of pens), and 
the agent needs to know the moral rule that forbids the act. 
Moreover, accountability increases (at least in Western 
societies) with intent. 

The hierarchical structuring of the two layers of 
description of an action is crucial to the assumption that 
subjects often choose an accountability interpretation of the 
cause question over a merely causal one. Typically the 
causal mechanism described in the scenarios is trivial (e.g., 
taking pens). Moreover, all the additional features required 
for an accountability interpretation are explicitly or 
implicitly mentioned. Under these circumstances subjects 
might consider the accountability interpretation to be the 
intended meaning of the test question. Thus, a possible 
alternative explanation of the findings suggesting that causal 
inferences are influenced by norms might just be that 
subjects interpreted the test questions as a request to assess 
moral accountability. 

Highlighting the Causal Meaning of Causal 
Test Questions 

The accountability hypothesis assumes that subjects know 
that both agents cause the outcome. In accordance with this 
assumption, Samland and Waldmann (2014, Experiment 1) 
have shown that subjects do not differentiate between a 
norm-violating and a norm-conforming agent when a 
counterfactual test question is used that measures intuitions 
about causal strength. Both agents were considered to be 
equally causal according to this measure. However, norms 
could also affect causal selection. People may tend to 
choose one among many causes of an outcome based on 
pragmatic considerations, even if they are aware that all 
causes are equally important components of the mechanism. 
For example, the lighting of a match is typically picked as a 
cause of a fire in a forest, although most people know that 
oxygen also needs to be present (see Cheng & Novick, 
1991). Accordingly, Hitchcock and Knobe (2009) have 
proposed that moral abnormality may highlight the 
counterfactual that the norm-violating agent might as well 
have behaved normally, which in turn triggers the intuition 
that this agent is the main cause. No such counterfactual is 
triggered for the norm-conforming agent, according to this 
theory. 

While Hitchcock and Knobe’s (2009) theory predicts that 
norm-violating agents who caused the outcome should be 
generally picked as the cause when contrasted with a norm-
conforming co-agent, the accountability hypothesis predicts 
that pragmatic factors highlighting the accountability 
meaning of the test question are the main culprit. What are 
possible candidates for such pragmatic factors?  

Studies supporting the influence of norms on causal 
selection typically share a specific structure: (i) the relevant 
causal information is described in a summarized 
presentation, and (ii) the potential causes are presented in a 

personalized way, that is, the question asks whether a 
specific person (e.g., Professor Smith) is the cause. 
Interestingly, each of these two features places emphasis on 
the accountability rather than only on the causality layer.  

First, the transparent description of the causal setup is 
likely to create the impression that the causal component is 
a rather trivial part of the scenarios. That taking a pen 
removes a pen is of course known by all subjects so that 
they may conclude that the request to name the causes must 
refer to something different, namely accountability. 
Accordingly, Waldmann and Samland (2014, Experiment 2) 
could show that the norm-violating factor was no longer 
selected when the causal mechanism in the scenario was 
more complicated so that the causal component of the cover 
story became more salient than the accountability aspect. 
There was an alternative explanation of the findings, 
though. It could not be ruled out that subjects were more 
uncertain about the presented setup in the more complicated 
condition, and therefore did not differentiate between the 
two causes.  

A better way to stress a causal understanding of the test 
question is therefore tested in the following Experiment 1: 
the presentation of the causal relationship in an experience-
based manner. It is known that decisions that follow from 
descriptions can differ from decisions based on experience 
(e.g., Hertwig & Erev, 2009). In the judgment and decision-
making literature, description-based decisions are based on 
summarized presentations of probabilities and outcomes 
(e.g., a 30% chance to win 5 $). By contrast, experience-
based decisions are triggered by a series of individual 
learning trials in which information about individual 
instances (e.g., individual bets) is conveyed. Danks et al. 
(2014) have applied this distinction to norm-violation 
scenarios and have stated that “(…) people who learn from 
description typically engage in explicit, high-level reasoning 
that is slow, error-prone, and subject to outside influences. 
In contrast, those who learn from experience use other 
reasoning processes (…)” (p. 258). Consequently, outside 
influences like normative evaluations might be more likely 
to find their way into judgments based on descriptions. By 
contrast, trial-by-trial learning tasks in which subjects learn 
about a causal relation emphasize the relevance of the 
presented contingency. This should increase the tendency to 
interpret the test question as a causal one.  

Second, most studies investigating the interaction of 
norms and causal judgments ask subjects to assess the 
causal relationship between a named agent and the outcome 
(e.g. “Professor Smith caused the problem.”), although there 
are many elements in the causal chain between the agent 
and the outcome that constitute the causal process or 
mechanism. Each element could be the focus of a causal test 
question. For the accountability interpretation, however, the 
person is indeed the relevant factor since it is people who 
are held accountable for outcomes. Thus, it seems plausible 
that asking whether a person is a cause may suggest an 
accountability interpretation of the test question. This 
hypothesis is tested in Experiment 2 which demonstrates an 
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alternative way of how the interpretation of the test question 
can be shifted. 

Experiment 1 
Most experiments supporting an influence of norms on 
causal judgments have used the description format when 
presenting the scenarios. Since causal mechanisms are often 
trivial components of these scenarios, we hypothesized that 
subjects tend to interpret the test question as an attempt to 
assess accountability. One way to emphasize the causal 
mechanism is to use a trial-by-trial experience-based format 
to present the causal relation.  

Danks et al. (2014) have tested the influence of moral 
norms on causal judgments in experience-based scenarios - 
but only for a causal relation with one single potential cause. 
The sequence of presented cases either exhibited a 
generative, a preventive or no causal relation and the 
potential cause was either a morally reprehensible or a 
neutral activity. Danks and colleagues could show that 
learners proved sensitive to the direction of the contingency 
but the morality of the causal factors did not influence the 
ratings. Since they did not present scenarios with two causal 
factors that are jointly responsible for the outcome (which is 
a prerequisite for the norm effect; see Kominsky et al., 
2015), these results are only of limited use for our central 
focus on causal selection. A further shortcoming of the 
design of Danks et al. is that a control condition is missing 
in the reported experiment that demonstrates a norm effect 
in a described version of the chosen cover story.  

In Experiment 1 we therefore contrasted a condition in 
which the causal relationship was described with a condition 
in which it was learned in a trial-by-trial learning phase. In 
both conditions, the same cover story was used in which 
two agents conjunctively caused a negative outcome. Our 
key question was whether a norm effect can be found 
irrespective of the condition, or whether it is restricted to the 
described scenario. 

Theories that predict that the abnormality of the cause 
leads to a preferential selection (e.g., counterfactual theory; 
blame theory) should expect that the norm-violating cause 
should be selected regardless of the learning condition. 
Whether the causal structure is described or experienced 
should not make any difference. By contrast, the 
accountability hypothesis predicts that conveying the causal 
structure through a trial-by-trial contingency learning 
procedure would highlight the causality layer, whereas in 
the description condition the causality layer would be 
backgrounded. Thus, a norm effect is expected in the 
description but not in the contingency learning condition. 

Method 
Participants 86 undergraduates took part in the computer-
based experiment that was run in a computer lab of the 
University of Göttingen. 14 subjects were excluded from the 
analysis because they failed to correctly answer a control 
question that checked whether the normative status of the 
two causes was understood properly. Thus, 72 subjects 

(84%) were included in the reported analyses (37 in the 
learning condition). The experiment was part of a battery of 
experiments; subjects earned 5 € for their participation. 
 
Design The design of the experiment was based on a 2 
(setting: learning vs. description) × 2 (normality: norm-
violating vs. norm-conforming) structure with the last factor 
being manipulated within subject. Participants were 
randomly assigned to one of two conditions: a trial-by-trial 
contingency learning and a description condition.  

Participants in both conditions were presented with a 
story about Tom who employs two gardeners, Alex and 
Benni. To foster growth, the gardeners have two chemicals 
at their disposal that can be used to protect plants against 
slugs and worms, A X200® and BOTANIX®. Since Tom has 
read that using the two different chemicals simultaneously 
can cause damage to the plants, he forbids the use of one of 
them (BOTANIX®). However, Benni, one of the gardeners, 
continues to use BOTANIX®. One day, Tom realizes that 
some of his plants are dried up which makes him feel 
miserable.  

In the description condition, participants were then told 
that the plants that were harmed had grown in flower beds in 
which both gardeners had spread their chemicals: Alex had 
used the allowed chemical, whereas Benni had used the 
forbidden one.  

In the learning condition, participants were given the 
same initial instruction as in the description condition but 
then were told that Tom would like to investigate the 
relationship between the use of the chemicals and the 
shriveled plants by conducting an empirical study. Subjects 
were then presented with a trial-by-trial learning phase in 
which they learned about the causal relationship between 
chemicals and plant growth. Subjects observed 10 slides in 
randomized order in which both chemicals were used and 
the plants were dried up, 20 slides in which only one of the 
two chemicals was applied (10 trials each) and the plants 
grew healthily, and 10 slides in which no chemical was 
sprayed so that no plant grew. Thus, the learning trials 
conveyed a conjunctive causal structure in which for healthy 
growth it was necessary that one of the causes was present, 
but not both. 

Subsequently, participants in both conditions answered 
two causal questions about the chemicals (“How strongly 
did A X200®/BOTANIX® cause the plants’ drying up?”). 
They expressed their judgment using an 11-point Likert-
scale ranging from 0 (not at all) to 100 (completely). We 
used this test question and the rating scale because it is 
applicable to both learning conditions and our previous 
research has shown that subjects tended to give stronger 
ratings for the abnormal than the normal cause in a 
description condition (Samland & Waldmann, 2014).  

Next, participants were asked the control question 
whether Alex and Benni had been allowed to use their 
chemical. Subjects who did not give the right answer were 
excluded from further analyses. On a last slide, we checked 
whether the conjunctive causal structure of the scenario was 
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understood. On a scale ranging from 0 to 100, participants 
were asked to specify the percentage of flower beds in 
which the plants were dried up when both, none, or one of 
the two chemicals were utilized. In the description 
condition, these four questions were introduced as 
hypotheticals because subjects in this condition did not see 
any data. 

Results  
Initially we checked whether subjects correctly understood 
the conjunctive causal model. Generally the level of 
understanding was very good. All participants in the 
learning condition correctly stated that shriveling occurred 
in 100 percent of the flower beds in which both chemicals 
had been applied and in 0 percent of those in which only 
one chemical had been used. Also the vast majority of 
subjects understood that the growth is absent when no 
chemical had been applied: the mean estimated percentage 
is close to 0 percent (M = 5.41, SD = 22.92). The ratings of 
participants in the description condition likewise indicated 
an understanding of the conjunctive causal model: the 
percentage of flower beds in which the plants dried up was 
estimated to be significantly higher if both chemicals had 
been used (M = 82.0, SD = 24.59) compared to cases in 
which only A X200® (M = 16.29, SD = 25.33), only 
BOTANIX® (M = 17.43, SD = 27.15) or no chemical (M = 
19.14, SD = 26.61) had been applied. 

The most important results concern the responses to the 
causal test questions (see Fig. 1). In the description 
condition, the forbidden chemical was given higher causal 
ratings compared to the chemical whose use had been 
allowed by Tom, t(34) = 2.66, p = .01. However, no 
significant difference between the ratings of the two 
chemicals was obtained in the learning condition in which 
the causal relationship between the two causes and the effect 
was presented in a trial-by-trial learning phase, t(36) = 1.0, 
p = .32.  

 
 

Figure 1: Results of Experiment 1. Error bars represent 
standard errors of means (SE). 
 

An ANOVA yielded a main effect for normality, F (1, 70) = 
6.79, p = .01, ηp² = 0.09, a main effect for setting, F (1, 70) 
= 18.02, p < .001, ηp² = 0.20, and, as predicted, a significant 
interaction between normality and setting, F (1, 70) = 7.98, 
p = .006, ηp² = 0.10. 

Discussion 
The experiment shows that the mode of presentation of 
causal information moderated the norm effect. Only in the 
description condition, which used the standard way of 
presenting the scenario, an effect of abnormality was 
observed. In this condition, the norm-violating cause was 
seen as more causal than the norm-conforming cause. 
However, this effect disappeared when, along with an initial 
description, learning trials were presented. This pattern is 
inconsistent with all theories that claim that abnormality 
determines causal selection regardless of the way causal 
information is presented. It is consistent with a pragmatic 
account that attributes the norm effect to a differential 
understanding of the test question. According to the 
accountability hypothesis, the low salience of the causal 
information and the emphasis on norms in the description 
condition may lead subjects to interpret the test question as 
a request to assess moral accountability of the agent. In the 
learning condition, on the other hand, the learning phase 
highlights the causal component of the scenario which may 
have led to the finding that the majority of subjects chose a 
causal interpretation of the test question. 

One notable observation is that the norm effect in the 
description condition was relatively weak compared to 
previous studies. Samland and Waldmann (2014), for 
instance, presented their participants with three popular 
scenarios and used a similar test question with a scale 
ranging from 0 to 100 but the causal ratings for the norm-
violating agent were, on average, higher than those in the 
present experiment. In previous experiments, the test 
question referred to the agents, for example, Professor 
Smith in the pen vignette. By contrast, in Experiment 1 we 
asked about chemicals. Although it is clear that chemicals 
by themselves do not generate harm but have to be applied 
by an agent, the role of the agent is still backgrounded. 
Given that people but not objects are typically held 
accountable, asking about the chemicals may have placed 
more emphasis on the causality layer and therefore 
contributed to the smaller effect. This hunch was explicitly 
tested in Experiment 2.  

Experiment 2 
Experiment 1 indicated that the understanding of the test 
question can be altered depending on whether the causal 
information was presented in a description or an experience 
format. Based on the findings of this experiment, we 
hypothesized that an additional factor that might influence 
the interpretation of the test question is the type of cause to 
which the question refers. Asking whether one of two 
persons is the cause should highlight the accountability 
interpretation because it is people not objects that are 
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typically blamed for aversive outcomes. By contrast, asking 
about the objects used in the actions might direct attention 
to the causal mechanism, and therefore emphasize the 
causality layer. 

The scenario used in Experiment 2 is an adapted version 
of the pen vignette which we changed in three ways: First, 
we added an element in the causal chain from agent to 
outcome so that the agents could clearly be distinguished 
from the causal processes they initiate. In the present 
version the agents needed to press a colored button to get 
the requested office utensil. Since each button was only 
used by a single agent, the causal relation is the same, 
independent of whether we ask the causal test question 
about the person or the button. Nevertheless, we suspected 
that asking about a person would lead to a preference for an 
accountability interpretation, whereas asking about the 
button should emphasize the causal mechanism. Second, a 
third agent was introduced who did not contribute to the 
outcome and did not violate a norm. We introduced this 
agent to offer a candidate who is clearly non-causal. This 
should reduce the demand characteristic to differentiate 
between two equally causal agents, which might also 
contribute to a shift towards an accountability interpretation 
in the pen vignette. Third, we used a causal test question 
with categorical answer options instead of a rating scale to 
better capture the idea of causal selection. We allowed 
subjects to choose several agents as causal to avoid the 
demand characteristic that only one cause should be picked. 

Method 
Participants 213 subjects participated in the experiment 
that was run online in the U.K. 19 more people read the 
initial instructions but were not allowed to proceed in the 
experiment because they had failed a simple attention check. 
We excluded 74 (34.7%) participants who did not correctly 
remember which agent or button was norm-conforming or 
norm-violating. From the remaining set of 139 participants 
we excluded 41 (29.5%) additional subjects who did not 
correctly remember the causal relations described in the 
story.1 We thus analyzed the data of 98 participants (57 in 
the person condition). Subjects were reimbursed with 50 
British pence. 
 
Design The design of the experiment was a 2 (question-
type: person vs. mechanism) × 2 (normality: norm-violating 
vs. norm-conforming) structure with the last factor being 
manipulated within subject.  

All participants were presented with a story about two 
departments in a philosophical faculty in which a chute 
system had been implemented so that office supplies can be 
delivered automatically into the offices of the employees. 
On each writing desk there are three differently colored 
buttons with which office supplies, such as pens or rubbers, 
                                                           
1 In our experience, drop out and exclusion rates depend on the 
online site. Typically, these numbers are lower in experiments run 
in the M-Turk community, which is not accessible to researchers 
outside the United States. 

can be ordered. The buttons are, however, not assigned to a 
specific product: each employee can individually program 
the assignment between color and office product. 
Participants then read that, due to a budget decision, only 
employees from department B are allowed to use the chute 
system to order office supplies. In contrast, employees from 
department A are no longer allowed to press the buttons 
located on their desks. Despite these new regulations, 
however, both departments continue ordering office 
supplies, which is frequently criticized by the receptionist. 
After these instructions, two attention questions were given 
asking how many buttons there are on each desk, and 
whether it is standardized which button leads to which 
office supply. Subjects who gave correct answers were 
presented with the following scenario: 
 

“One morning, by chance, Mrs. Smith from Department 
A, Mrs. Cooper from Department B and Mr. Wall from 
Department B press a button in their offices at the exact 
same time [09:26 a.m.]: 
- Mrs. Smith presses her green button and a pen is 

delivered to her office. 
- Mrs. Cooper presses her blue button and a pen is 

delivered to her office. 
- Mr. Wall presses his yellow button and a rubber is 

delivered to his office. 
A few minutes later [09:31 a.m.], the receptionist needs a 
pen and presses her pen button… but there are no pens 
left in the office supply store.” 

 
On the bottom of the page, the causal test question was 
shown: “What is the cause of the absence of pens in the 
office supply store?”  

Participants were then randomly assigned to one of two 
conditions that differed only in the answer options 
describing the potential causes. In the person condition, 
participants answered the test question by ticking one or 
more of the following options: Mrs. Smith, Mrs. Cooper and 
Mr. Wall. The third agent, Mr. Wall, served as a control 
since he did not order any pens and he worked in the 
department that was allowed to order office supplies.  In the 
mechanism condition, participants were presented with the 
test question and were offered the three options: green 
button, blue button and yellow button.  

The causal judgment was followed by six comprehension 
and memory questions in which subjects were asked for 
each employee whether he or she was permitted to order 
office supplies by pressing a button (norm information) and 
what type of office supply he or she had ordered (causal 
structure information). Subjects who did not correctly 
answer the six comprehension questions were excluded 
from further analyses. 

Results and Discussion 
The results of the experiment are shown in Fig. 2. Overall, 
the distribution in the person condition is significantly 
different from the one in the mechanism condition, χ2 (5, N 
= 98) = 14.52, p = .01. In the person condition, the norm-
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violating cause 1 (Mrs. Smith) was selected significantly 
more often as the single cause than the corresponding norm-
violating cause 1 (green button) in the mechanism condition, 
χ2 (1, N = 98) = 11.02, p < .001. Only in the person 
condition, the norm-violating cause 1 was selected 
significantly more frequently than the norm-conforming 
cause 2, χ2 (1, N = 41) = 8.81, p = .003. No such effect was 
found in the mechanism condition, χ2 (1, N = 17) = 0.06, p = 
.81. Furthermore, both causes together were selected more 
often in the mechanism condition than in the person 
condition, χ2 (1, N = 98) = 4.91, p = .03.  
 

 
Figure 2: Results of Experiment 2. In the person condition, 
the two causes cause 1 and cause 2 refer to the story’s 
agents Mrs. Smith and Mrs. Cooper, the non-causal factor to 
Mr. Wall. In the mechanism condition, cause 1 and cause 2 
refer to the green and the blue button, whereas the yellow 
button is non-causal. 
 
Thus, in the condition in which subjects chose among 
people as causes, a clear norm effect was replicated – the 
norm-violating cause 1 was selected over the norm-
conforming cause 2. By contrast, no norm effect was found 
in the mechanism condition. Here the button corresponding 
to norm violation was selected equally often as the button 
corresponding to norm-conforming behavior and the 
dominant response was that both buttons are causal. These 
results support the hypothesis that in experiments in which 
subjects assess the causal status of people, the causal 
question is understood as a request to assess accountability. 
By contrast, buttons are not directly viewed as morally 
accountable and only indirectly refer to actions, which 
seems to foster a causal mechanism interpretation.   

General Discussion 
 
The present findings add to the evidence presented by 
Samland and Waldmann (2014) and further support the 
accountability hypothesis over alternative views (e.g., 
Alicke et al., 2011; Hitchcock & Knobe, 2009; Knobe & 
Fraser, 2008). Given the ambiguity of causal queries, we 

hypothesized that the influence of norms on causal 
judgments depends on aspects of the task that highlight an 
accountability interpretation rather than a causal 
understanding of the test question. This hypothesis was 
confirmed in two studies in which we manipulated the 
presentation mode of the causal information (description vs. 
contingency learning; Experiment 1) or varied whether the 
causal test question referred to a person or an object 
(Experiment 2).  

Although our results indicate that norm effects in 
scenarios like the pen vignette are based on an 
accountability interpretation of the test question, it may still 
be that other factors, such as abnormality or covariation 
within the focal set, are motivating causal selection in other 
contexts (Cheng & Novick, 1991; Hitchcock & Knobe, 
2009; Kominsky et al., 2015). Future research will have to 
test the boundary conditions of different possible 
mechanisms of causal selection. 
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Abstract 

In a response time experiment dealing with action language 
comprehension, we investigated the question of whether the 
execution of a hand-response would interfere with or facilitate 
hand-related action sentence processing. We analyzed res-
ponse times on concrete action, abstract action, and abstract 
control stimuli, given by hand or with the foot respectively. 
Beside the well-known concreteness effect, we found that res-
ponses by hand on concrete action sentences were relatively 
prolonged in relation to responses with the foot. Thus, there is 
a decisive interdependency between the effector-reference of 
the action verb and the effector used for response detection. 
We suggest that this has to be taken into account when ana-
lyzing action language comprehension and that response 
effectors should be chosen in accordance with the action lan-
guage stimuli used. 

Keywords: action verb, abstract and concrete language, mo-
tor interference and facilitation, embodiment, response times 

Introduction 
The activation of sensory-motor areas during language 
processing is an effect that has frequently been replicated in 
numerous studies (e.g. Aziz-Zadeh et al., 2006; Desai et al., 
2010; Hauk, Johnsrude, & Pulvermüller, 2004; Hauk & 
Pulvermüller, 2004; Moreno, de Vega, & León, 2013; 
Pulvermüller, Härle, & Hummel, 2001; Pulvermüller, 
Shtyrov, & Ilmoniemi, 2005; Tettamanti et al., 2005; van 
Elk et al., 2010). Against the background of these findings, 
compatibility and interference effects between action lan-
guage processing and motor performance have been one of 
the topics focused in related research projects. As early as in 
1989, Klatzky et al. described facilitation of a sensibility 
decision if a congruous movement was primed before the 
judgment. In each trial, they primed the representation of a 
previously trained hand shape before participants were 
asked whether a subsequently presented object-action target 
phrase referring to respective hand and finger movements 
was sensible. In a series of four experiments, Klatzky et al. 
(1989) reported that any handshape regardless of its precise 
structure facilitated comprehension of the target phrase in 
comparison to a neutral priming condition. This result gives 
rise to the assumption that – as long as the same effector is 
involved – the detailed representation of a motor action is 
indecisive for its priming effect. Glenberg and Kaschak 

(2002) summarized their results of related experiments in 
defining the action-sentence compatibility effect (ACE). It 
describes that congruency between a direction implied in a 
sentence and the direction in which the response was to be 
done lead to shorter response times (RTs) than in incon-
gruent trials. In their stimuli, participants acted as first-
person referents. Bergen and Wheeler (2005) were able to 
replicate the ACE for third-person referents and additionally 
claimed that action execution is primed by action language 
processing at a detailed motor level. Responses on sentences 
expressing open palm vs. closed fist actions were faster if 
participants responded with an open palm movement and 
vice versa. This contradicts the findings by Klatzky et al. 
(1989) but was further confirmed by an EEG-study conduct-
ed by Aravena et al. (2010), in which a more negative 
N400-component was found for incompatible compared to 
compatible trials in an ACE-paradigm. 

In contrast to these observations of compatibility, match-
ing action and language targets might also yield interference 
effects. Bergen, Narayan, and Feldman (2003) visually pre-
sented comic-like line drawings of motor-actions prior to an 
action verb. The verb either matched the action that was 
depicted in the picture or did not match. If it did not match, 
it either referred to an action done with the same or with a 
different effector. Participants were asked to decide whether 
pictures matched the verb or not. The authors report a signi-
ficant difference in RTs between the match vs. the non-
matching same effector condition. They give the explanation 
that there might be a circumscribed group of mirror neurons 
coding a very specific gesture. If a participant was confront-
ed with a gesture, then mirror circuits encoding very similar 
gestures would be inhibited, which would lead to interfe-
rence effects when rejecting compatibility of picture and 
verb in the same effector condition (Bergen et al., 2003). 
Narayan, Bergen, and Weinberg (2004) replicated the effect 
for verb – verb instead of picture – verb combinations. 

Reporting the results of these and other studies, Bergen 
(2007) concluded that compatibility effects could be observ-
ed whenever two matching motor or perception processes 
do not occur simultaneously and the verbal stimulus pre-
cedes the image. Interference, in contrast, would arise when-
ever the two matching processes occur simultaneously or 
the verbal stimulus follows the image. However, the argu-
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ment of the sequence of events as being decisive is rather 
weak, since in the studies cited in Bergen (2007) inter-
ference effects have been shown for both the sequence 
image – verb and verb – image. 

To our knowledge, none of the studies investigating com-
patibility vs. interference effects by means of behavioral 
measures took into account the circumstance that most of 
the time RTs are indicated by hand, which requires an 
arm/hand/finger movement. Although the processing of 
hand action words or movements in a certain direction 
might prime the actual execution of a respective motor 
program, the required finger movement might still positive-
ly or negatively influence RTs. After all, results concerning 
the need for detailed vs. undetailed motor representations in 
order to obtain a priming effect are controversial (Bergen & 
Wheeler, 2005; Klatzky et al., 1989). This might be a minor 
question if stimuli address only one effector but it becomes 
a major question if more than one effector is addressed and 
RTs are compared between the different modalities. In a 
combined behavioral and EEG study, Pulvermüller et al. 
(2001) presented arm-, face-, and leg-related action verbs in 
a lexical decision task. They aimed at investigating RTs in 
order to see whether wider cortical networks (as for leg-
related verbs) would lead to longer RTs than more narrow 
networks (as for face-related verbs). They found that res-
ponses on face-related verbs were significantly shorter than 
on arm-related verbs and those on arm-related verbs were 
significantly shorter than on leg-related verbs. However, the 
RT difference between face- and arm-related verbs was only 
about 10 ms. If one takes into account that there might have 
been interference effects between the processing of arm-
related verbs and the hand response, RTs might have been 
the same for face- and arm-related verbs. Romero Lauro et 
al. (2013) conducted an fMRI study to investigate the 
activation of sensory-motor areas during literal, fictive, 
metaphorical, and idiomatic action sentences. Action verbs 
were either hand- or foot-related. The task for participants 
was to decide whether a specific task sentence was congru-
ent or incongruent to its preceding target sentence and to 
respond by a button-press. The authors report that the inter-
action between sentence type and effector approached sig-
nificance. However, if an interference effect occurred for 
hand-related action sentences because of these stimuli being 
judged by a button-press, RTs in these cases might actually 
have been faster and the interaction might have come out 
significant, which could have indicated some interesting 
impact of effector on sentence type. 

The current study addressed this issue in order to avoid 
mistakes concerning significant RT differences in future 
studies investigating questions of action language process-
ing. We specifically addressed the following questions: Will 
RTs on hand-related action sentences differ if they are 
measured by means of a hand vs. a foot response? Will there 
be any interference effect at all, since the hand response 
does not share a detailed motor representation with the ac-
tion described by the verb? Our hypotheses were that if 
general movements of the hand (mouse-click) influence RTs 

on hand-related action verbs, then we should detect differ-
ences between RTs measured by hand vs. with the foot. 
Instead, no difference in RTs would suggest that unrelated 
movements – no matter if executed by the same or a dif-
ferent effector – do not have any influence on RTs. A 
further question in the current study was whether similar 
effects could be found for abstract action sentences, which 
is why we included these stimuli in the analysis. 

Material and Method 
We subsequently conducted two experiments with equal sti-
muli and very similar procedures. That is why in the Partici-
pants, the Procedure, and the Results section we report ex-
periment 1 and 2 partially separate, while in the Stimuli 
section, we do not differentiate between the two groups. 

Written informed consent was obtained from all partici-
pants for publication of this study. All subjects declared that 
they were neither under strong medication nor did they 
suffer from auditory or motor diseases or other restrictions 
that might have had an influence on RTs. 

Participants 

Experiment 1 Participants of the first experiment will be 
referred to as group H (hand response). 22 monolingual 
German students (13 females) of Bielefeld University aged 
21 – 32 years (M = 24.9, SD = 2.8) participated in the first 
RT-experiment. Subjects were right-handed with a mean 
lateralization quotient of 92 (SD = 10.6) according to a 
modified version of the Edinburgh Handedness Inventory 
(Oldfield, 1971).  

Experiment 2 Participants of the second experiment will be 
referred to as group F (foot response). 16 different mono-
lingual German students (8 females) of Bielefeld University 
aged 20 – 36 years (M = 25, SD = 4.6) participated in the 
second RT-experiment. Subjects were right-handed with a 
mean lateralization quotient of 93 (SD = 10.9) according to 
a modified version of the Edinburgh Handedness Inventory 
(Oldfield, 1971). About 85 % of participants had a prefer-
ence for the right foot as well. 

Stimuli 
197 sentences were used as stimuli, 50 of which were non-
sense fillers. In a preparatory test, 27 different subjects rated 
the stimuli on a scale ranging from 1 (nonsense) to 5 (sen-
sible). A two-tailed independent samples t-test corrected for 
inhomogenity of variances revealed that sensible stimuli 
were rated significantly more plausible (M = 4.39, 
SD = 0.45) than nonsense stimuli (M = 1.29, SD = 0.28), 
t(74.25) = 42.26, p = .000. 147 sentences were crucial and 
originated from the three categories concrete action (CA), 
abstract action (AA) and abstract (A). Stimuli were set up 
as triplets with one sentence out of each category. The cate-
gory CA contained sentences like “Ich habe die Handbrem-
se gezogen” (“I have pulled the hand break”), in which an 
arm-/hand-related action verb was embedded in a literal 
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context. In the AA category, the action verb was presented 
in an abstract context, like in “Ich habe die Konsequenz 
gezogen” (“I have drawn the consequence”). The third cate-
gory (A) contained abstract control sentences, like “Ich habe 
die Konsequenz gefordert” (“I have demanded the conse-
quence”). Sentence structure was the same for every item so 
that the target verb was always positioned at the end. 

The mean length of verbs was 734.9 ms (SD = 129.2 ms). 
In the preparatory test, subjects not only rated the stimuli as 
sensible or nonsense but also rated sensible stimuli as 
concrete or abstract on a scale ranging from 1 (abstract) to 5 
(concrete). A repeated measures ANOVA showed a signifi-
cant influence of the type of sentence on rating values, F(2, 
52) = 196.59, p = .000. Pairwise comparisons revealed that 
sentences in category CA were rated significantly more con-
crete (M = 4.62, SD = 0.32) than sentences in the categories 
AA (M = 2.38, SD = 0.50) and A (M = 2.51, SD = 0.55). 
There was no significant difference between the two cate-
gories containing abstract sentences. Stimuli of each triplet 
were matched according to gender of nouns, number of 
noun-syllables and number of verb-syllables. Stimuli of 
each category were matched according to word frequency of 
nouns and verbs and co-occurrence of nouns with verbs. 

Sentences were recorded with a semi-professional speaker 
in a sound-attenuated booth. 

Procedure 

Experiment 1 After instruction, participants of group H 
were seated in an upright position one meter in front of a 
computer screen in a sound-attenuated booth. A computer 
mouse used for response detection was placed to their right 
on a small platform at about the height of the subjects’ 
knees so that it was easy to reach. 

The experiment was presented via a customized presenta-
tion software running under Ubuntu (vers. 8.04.2) detecting 
responses with an accuracy of about 3 ms. A picture of the 
mouse used for response detection signaled the beginning of 
a new trial to participants. It stayed on the screen for 1.5 s 
and then disappeared shortly before the sentence started. 
Sentences were presented auditorily. Subjects were asked to 
do a sensibility judgment in a Go-/No-Go-paradigm, so that 
they would only have to respond if the sentence made sense. 
They were instructed to respond as fast and as accurate as 
possible as soon as they understood the sentence’s meaning. 
Responses were given with the forefinger of the right hand. 
Stimuli were fully randomized for each subject. 

Experiment 2 The procedure was very similar to the one in 
experiment 1, with the exception that participants in group F 
responded by stepping on a foot-pedal with their big toe of 
the right foot. They were asked to take off their shoe before 
starting the experiment. Applying this method, accidental 
responses due to the weight of the foot could be avoided. 
The pedal was placed in front of subjects’ right foot. They 
were asked to adjust its position themselves so that they 
would feel comfortable during the experimental session and 

would not suffer from any hardening in foot muscles or 
joints. 

Due to other research questions, we presented a picture of 
a person sitting still on a chair as an alertness signal in this 
experiment. It stayed on the screen for the whole length of 
the subsequent stimulus. The method of presentation, the 
presentation soft- and hardware and the task were the same 
as for group H. 

Results 
The statistical analyses were conducted via SPSS 22 on Mac 
OS X (vers. 10.8.5). RTs were measured from verb onset. 
We corrected for outliers by means of boxplot analyses for 
each sentence type in both groups. 

Experiment 1 Mean accuracy for the semantic judgment 
was 93.2 %. Three single responses were excluded due to 
the outcomes of the boxplot analyses, which was about 
0.1 % of all valid responses on sensible stimuli. However, 
12 items had to be removed due to their error rates exceed-
ing the mean error rate by two standard deviations. A re-
peated measures ANOVA with the within-subject factor 
sentence type revealed a significant effect, F(2, 42) = 51.62, 
p = .000. Responses on all three sentence types differed sig-
nificantly, with subjects responding faster on CA than on 
AA and A sentences and on AA sentences than on A items 
(see figure 1a). 

Experiment 2 Mean accuracy for the semantic judgment 
was 93.4 %. Four single responses were excluded as out-
liers, which was about 0.2 % of all valid responses on sen-
sible stimuli. The same 12 items as in experiment 1 had to 
be removed. The repeated measures ANOVA revealed a sig-
nificant effect. As Mauchly’s test indicated a violation of 
the assumption of sphericity (χ2(2) = 11.21, p = .004), 
degrees of freedom were corrected using Greenhouse-
Geisser estimates of sphericity (ε = .65). The effect of 
sentence type then was F(2, 30) = 29.02, p = .000. As for 
group H, responses on all three stimulus types differed sig-
nificantly (see figure 1b). 

Comparison Data of the two experiments were analyzed in 
a repeated measures ANOVA with the within-subject factor 
sentence type (CA, AA, A) and the between-subject factor 
effector (hand vs. foot). Mauchly’s test indicated a violation 
of the assumption of sphericity, χ2(2) = 10.22, p = .006. 
Degrees of freedom were therefore corrected using Huynh-
Feldt estimates of sphericity (ε = .80). Results show a signi-
ficant main effect of sentence type, F(1.71, 61.37) = 76.01, 
p = .000, but no significant interaction between sentence 
type and effector, F(1.71, 61.37) = 2.03, p = .147. Univari-
ate pairwise comparisons of the between-subject factor re-
vealed a marginally significant effect of effector, F(1, 
36) = 3.97, p = .054, with participants responding faster by 
hand (M = 946.9 ms) than by foot (M = 1057.5 ms). 

To further compare the relation of RTs on the different 
sentence stimuli between the two groups, we calculated 
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mean difference values (DVs) for each category. As a basis 
for the mean DVs, we subtracted the mean RT given by 
hand (RThand) from the mean RT given with the foot (RTfoot) 
for every single item resulting in a DV for every item. The 
mean DVs for the conditions CA, AA, and A were then ana-
lyzed in a one-way between-subjects ANOVA to compare 
the effect of sentence type on DVs in the two groups. 
Abstract sentences did not contain an action verb and 
therefore served as the reference category. Since the 
assumption of homogenity of variance was violated, the 
Welch F-ratio is reported. There was a significant effect of 
sentence type on DVs, F(2, 86.20) = 6.70, p = .002. Games-
Howell post-hoc comparisons revealed significant differenc-
es between DVs on CA in comparison to AA and A stimuli, 
but no significant difference between AA and A items. 
Results are displayed in figure 1c. 

Discussion 
The aim of the current project was to find possible com-
patibility or interference effects between hand-related ac-
tion sentence processing and a hand response. Participants 
listened to sentences containing hand-related action verbs 
and were asked to do a sensibility judgment. Responses 
were given by hand in group H and with the foot in group F. 

Overall, participants were slower to respond with the foot 
than by hand. This effect was marginally significant and can 
simply be explained by the greater distance motor potentials 

have to cover when spreading to foot in comparison to hand 
muscles. Further, in everyday life, much more actions are 
performed with the hand than with the foot, which makes it 
much easier to respond with the hand. We also found a 
concreteness effect in both group H and F. Participants res-
ponded significantly faster on CA sentences than on AA 
stimuli and on AA stimuli than on A items in both con-
ditions. This is a well-known effect and is thought to go 
back on the activation of a larger neural network in concrete 
language processing. Accordant evidence has been found in 
EEG studies, in which higher coherence effects between 
electrodes for concrete than for abstract words could be 
observed (Weiss & Müller, 2003; Weiss & Müller, 2013; 
Weiss & Rappelsberger, 1998). Further, fMRI studies 
support the assumption of stronger visual imagery processes 
and demands on more different domains (visual, auditory, 
tactile, etc.) to occur during concrete than during abstract 
language processing (Ghio & Tettamanti, 2010; Jessen et al. 
2000; Weiss et al., 2011). The difference between the AA 
and the non-action A stimuli indicate a processing advan-
tage for the abstract stimuli containing a motion verb. Since 
both sentence types only differed with regard to the action 
verb, this effect has to go back on processing differences 
induced by that verb. Consequently, we suggest an acti-
vation of motor areas during action verb processing in both 
concrete and abstract contexts, which support the process of 
meaning constitution. 

 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 

 

Figure 1: Mean response times in ms for A the hand and B the foot condition. Figure C displays the mean difference values 
in ms defined as DVfoot - DVhand. Significant differences are marked by asterisks with ✻ = p ≤ .05 and ✻✻✻ = p ≤ .001. CA = 
concrete action, AA = abstract action, A = abstract control 
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The repeated measures ANOVA conducted in order to 
find a possible interaction between effector and sentence 
type did not reveal any effects. However, calculating mean 
DVs for RTs in each condition and testing those on 
significant differences between the three sentence types in 
groups H and F showed that RTs on CA stimuli in group H 
were prolonged relative to RTs in group F. Abstract control 
sentences served as a baseline. Here, RTs should not be 
influenced by the type of effector since these sentences did 
not contain any action verbs. The mean DV for control 
sentences was 127 ms. If there was no influence of type of 
effector on the other two sentence types, then their mean 
DVs should not differ significantly from the control 
condition. We found that this was true for the AA items but 
not for the CA stimuli. The mean DV for concrete sentences 
containing a hand-related action verb was significantly low-
er than for the two abstract sentence types. This might be 
either due to RTs on concrete sentences being shorter in the 
F group or to RTs on concrete sentences being longer in the 
H group. The distance between the RTs for the different 
sentence types in the two groups suggests that the latter is 
the case. In group F, participants responded 100 ms faster 
on the AA than on the A stimuli. This is comparable to the 
relation in group H, in which participants responded 113 ms 
faster on the AA than the A sentences. The distance between 
RTs on CA and AA stimuli in group F was 105 ms. In group 
H, this distance was as low as 48 ms. It thus becomes clear 
that the low mean DV for the CA stimuli is due to RTs 
being prolonged when the response is measured by hand. 
This finding leads us to conclude that the hand movement 
executed as a response to hand-related action sentences in-
terferes with processing the hand-related action verb. We 
observed this effect for the CA stimuli only. Thus, although 
there might be processing advantages for abstract sentences 
containing an action verb due to an involvement of motor 
cortices, this involvement might not be as strong and not as 
definite as in concrete action language (Schaller, Weiss, & 
Müller, in prep.). 

On a neurobiological level, findings of both compatibility 
and interference can be explained by the activation of motor 
areas during action language processing. Hauk et al. (2004) 
presented results of an fMRI study, showing the activation 
of motor and premotor areas for both the execution of face, 
arm, and legmovements and respective action word proc-
essing. Crucially, arm words activated premotor areas in the 
middle frontal gyrus bilaterally and in the motor cortex of 
the left hemisphere, whereas leg-related words elicited acti-
vation in left and midline areas of pre- and postcentral gyri 
as well as dorsal midline premotor cortex (Hauk et al., 
2004). Quite similar findings were reported by Hauk and 
Pulvermüller (2004). For action sentence processing these 
results were replicated by Tettamanti et al. (2005) and Desai 
et al. (2010). According to these outcomes, a pre-activation 
of motor areas induced by a language stimulus might lead to 
facilitation effects when a subsequent motor command has 
to be executed and vice versa. However, as Bergen et al. 
(2003) claimed, this will only be the case if the motor re-

presentation activated by the first stimulus and that needed 
for processing the second stimulus are the same. The activa-
tion of neurons responsible for coding a certain motor repre-
sentation is thought to inhibit motor representations which 
are very similar. According to this view, a stimulus which is 
only similar but not equal to a second stimulus will lead to 
its inhibition (Bergen et al., 2003). This might be the case 
whenever interference effects can be observed. In studies 
reporting an ACE, the motor representation evoked by the 
sentence (e.g. movement away from the body) was the same 
as the motor representation needed to accurately solve the 
task demands (movement away from the body). Interference 
effects have been reported if the two stimuli were only simi-
lar but not equal, e.g. sharing the same effector. 

The results of our study support these assumptions. We 
primed a certain hand movement, which is done with the 
same effector as the hand movement needed for the res-
ponse but the actual motor representation is not equal. This 
evoked an interference effect. The button-press itself is a 
motor response that may facilitate comprehension if there 
are sentences about button-presses but it may also interfere 
with comprehension processes concerning every other hand-
related action verb. We did not observe an interference 
effect if participants responded with the foot because the 
hand-related action verb and the foot response do not share 
many neuronal resources.  

Conclusion 
We suggest that the level of similarity between a language 
and a motor action is decisive for whether the parallel proc-
essing of two respective stimuli yields facilitation or inter-
ference effects. If the two actions are the same, that is, 
referring to the same semantic content, then compatibility 
occurs and the ACE can be observed. If, instead, the two 
actions do not share the same semantic content but only the 
same effector, interference occurs due to inhibition proc-
esses as suggested by Bergen et al. (2003). 

This has important implications for research in the action 
language domain since in behavioral studies, RTs are most 
of the time measured by a hand response. However, a but-
ton-press might itself interfere with hand-/arm-related action 
language, which might pose a problem whenever different 
effectors are compared. Therefore, when analyzing effector-
specific action language, a response method unrelated to the 
effector-reference needs to be used. Alternatively or addi-
tionally, RTs should be analyzed against a non-motor base-
line, so as to adjust for interference effects elicited by the 
response method. 
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Abstract

Infant eye gaze is frequently studied because of its rel-
evance as an indicator of early attention and learning.
However, the coupling of eye gaze with an individual’s
head motion is often overlooked. This paper analyzes
how head motion develops within a social interaction
context. To measure this interaction, we developed an
approach that can estimate infant head motion from
ego perspective recordings as they are typically provided
by eye-tracking systems. Our method is able to quan-
tify infant head motion from existing social interaction
recordings even if the head was not explicitly tracked.
Therefore, data from longitudinal studies that has been
collected over the years can be reanalyzed in more detail.
We applied our method to an existing longitudinal study
of parent infant interaction and found that infants’ head
motion in response to social interaction shows a devel-
opmental trend. Furthermore, our results indicate that
this trend is less visible within gaze data alone. This
suggests that head motion is an important element for
understanding and measuring infants’ behavior during
parent-child interactions.

Keywords: head motion; gaze; computational analysis;
parent infant interaction

Introduction

Head control is important developmental milestone for
human infants. We move our head when we track ob-
jects and must be able to coordinate it with our body
when reaching and grasping. The development of such
capabilities can be seen in the first few months of in-
fancy where infants’ head movement patterns change
and become more controlled around 3 months of age (de
Lima-Alvarez, Tudella, van der Kamp, & Savelsbergh,
2014). When 6-month old infants follow a target, on
average their head moves nearly as much as the object
does (Jonsson & Von Hofsten, 2003). Furthermore, head
control is an important factor in the development of
reaching to provide a stable support for gazing at the
target (Bertenthal & von Hofsten, 1998).

Head movements are also relevant for social communi-
cation. For children it is crucial to be able to follow their
caretaker’s social references. This ability does not only
require following objects by eye movements alone, but

Figure 1: Visualization tool displaying a history of frames
with corrected horizontal and vertical camera motion.

also performing large shifts in head orientation in a short
amount of time. For example, during gaze switching be-
tween the caretaker’s face and an object. Eye gaze alone
is not sufficient to reach this flexibility in all situations.
What we do not yet know is how social interactions be-
tween the parent and infant play a role in facilitating
the development of head movements. In this paper, we
investigate how the development of these kinds of head
movements emerges from specific social referencing con-
texts of parents naming and acting on objects. We use a
corpus that was a part of a lager project conducted by
Yoshida and Burling (2013). Infants from 6 to 24 months
of age play with their mother who shows toys and objects
from a predefined set. This allows analyzing infant head
motion while differentiating interaction conditions—for
example, when the parent is holding the object.

Like a number of observation studies aiming to track
children’s attention, this data set includes measurements
of infants’ gaze by using a head-mounted eye-tracking sys-
tem, but does not contain instrumentation for detecting
head position. The present study specifically considers
this limitation. A trivial solution would be to conduct
another study and include additional sensors or a track-
ing system to record the infants head pose. However,
longitudinal studies are time and resource intensive. Fur-
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Figure 2: Debug visualization of the vid.stab library
(Martius, 2014) showing blocks with sufficient contrast
and estimated vectors.

thermore, some tracking systems can induce additional
difficulties in conducting a study, as they might distract
infants. A common option to solve this problem is to
rely on third person view recordings of the infant and
to apply video-based tracking methods (Delaherche et
al., 2012). However, third person view recordings, if not
taken from an ideal perspective, can contain segments
where the tracking target is occluded. Another problem
is that low resolution and the absence of markers can pose
difficulties for accurate head tracking. Therefore, we will
propose a method that is able to directly extract head
movements from a head mounted eye-tracking system.
The current approach also enables previously collected
data to be reanalyzed using this new method. Usually,
head mounted eye-tracking systems record an ego per-
spective video which is subsequently used to overlay the
tracking data, so it can be understood where the person
was looking. Head movements can be estimated from a
head mounted camera by using optical flow to find shifts
between subsequent frames. Similar techniques have
already been applied in analyzing differences between
parent and infant visual experiences (Raudies, Gilmore,
Kretch, Franchak, & Adolph, 2012). We will demonstrate
how open source video stabilization software can be used
to estimate head motion from ego perspective recordings.

In summary, this paper will address the following ques-
tions. Does infant head motion change over the course of
development under different interaction conditions? Can
this trend also be found on gaze data alone? How can we
measure head motion from ego perspective recordings?

Head Motion Extraction Based on Video
Stabilization Techniques

In the following sections, we describe our method of
estimating children’s head motion from head-mounted
camera recordings. The process is depicted in Figure 3.

Cropping and Calibration Before the videos were
processed we cropped and calibrated the video data to
remove black borders and lens distortion using standard

Global Motion Vectors

Smoothing and Selection
of Frames for Each Condition

Interaction Condition
Annotation

Average Head
Activity

Average Gaze
Activity

Global Motion
Estimation

(ffmpeg + vidstab)

Visualization

Head Camera
Video Data

Cropping and
Calibration

Eye-Tracking
Data

Head Motion Extraction

Gaze and Head
Motion Processing

Figure 3: Process of estimating head motion and calcu-
lating the average head and gaze activity.

OpenCV methods (Bradski, 2000). The calibration infor-
mation is obtained from a separately recorded calibration
pattern.

Global Motion Estimation The child centered view
recorded by the eye-tracking device reflects head motion
during infant head rotations. Assuming an infant does not
change location, the global motion from frame to frame
provides an estimation of the horizontal and vertical shift
due to head rotation. Stabilizing a shaky video requires
frame-by-frame estimation of global motion to shift each
frame to compensate the shaking motion accordingly.
Open-source software can be used for solving this problem.
We used the vid.stab library (Martius, 2014) that can be
used by FFmpeg (FFmpeg , 2014) to motion compensate
shaky video. Usually the main task of the library is to
estimate global motion transformations in a first pass
and then apply them in a second pass to render a new
deshaked video. For our purpose, we use the library’s
debug output to retrieve the global motion vectors. The
advantage of using a video stabilization library is that
the implementation is already tuned to the task of global
motion estimation. The vid.stab library uses several
heuristics to minimize noise due to low contrast areas
and moving elements in the video. The basic approach
relies on block matching. First, a coarse-grained motion
search using a large block size is performed. Subsequently,
the search is refined towards local motion by using smaller
blocks (see Figure 2). The global motion is estimated by
finding a transformation that minimizes the error to the
local motion fields. Outliers that potentially correspond
to moving objects are excluded. A possible limitation

2105



Figure 4: Exemplary third person view of the experimen-
tal setting.

of this approach is the limited search width. Thus, very
fast head rotations cannot be captured. Another problem
can be local object movement that covers most of the
camera’s viewing angle. In this case, object motion might
be incorrectly registered as global motion.

Visualization To verify that the head motions were
correctly estimated, we developed our own visualization
and analysis tool which projects each video frame into an
egocentric view using the estimated global motion infor-
mation (see Figure 1). In contrast to the standard video
deshaking approach, we specifically aimed to project a
low-resolution frame onto a larger surface to maintain the
frame’s original resolution. Thus, the tool reads video
frames and displaces them according to their global mo-
tion into a high-resolution frame. Rotations are ignored
due to their relatively low accuracy. Furthermore, the
tool integrates the gaze data into this view. With this
tool, we verified if the head motions were correctly es-
timated. The accuracy is locally sufficient to render a
scene as in Figure 1 which extends the camera’s field
of view by overlaying the current frame over the past
renderings. Since the approach cannot measure the ab-
solute head position, small errors accumulate over time.
Therefore, this method is more useful to analyze head
motion dynamics instead of absolute positions. A more
detailed quantitative evaluation will be an important
step to further develop the method but is omitted at this
point.

Gaze and Head Motion Processing

In this part we use the head motion vectors (~m) that were
extracted in the previous step and calculate the average
head activity. The average gaze activity is calculated
based on gaze vectors (~g) from the eye tracking data.
Furthermore, an annotation is used to select frames that
belong to different interaction conditions (see Figure 3).
Both head motion and eye-tracking data is smoothed
by fitting cubic splines to suppress high-frequency noise
using the R software (R Development Core Team, 2011).
The gaze coordinates are converted to relative gaze shift

m
x

m
y

g
x

g
y

Figure 5: Schematic visualization of gaze and motion
vector components.

vectors by taking the first derivative before smoothing. To
measure the development of infant’s head motion activity
we define a measurement that will be used to summarize
each trial under the different annotated conditions. We
use the Euclidean norm to calculate the magnitude of each
motion vector ~m per frame at time step t (see Figure 5).
The average head motion activity (HMA) per trial is the
mean of these magnitudes:

HMA =
1

N

N∑
t=1

√
mx (t)

2
+ my (t)

2
(1)

Each infant’s average gaze activity (GA) is measured
analogously based on the gaze shift vector ~g (see Fig-
ure 5):

GA =
1

N

N∑
t=1

√
gx (t)

2
+ gy (t)

2
(2)

If the number of frames matching a certain condition is
below 100 the corresponding average activity is excluded
from the analysis due to lack of sufficient samples.

Corpus

We used 21 sessions from data collected by Yoshida and
Burling (2013). Infants from 6 to 24 months of age play
with their mother with the goal of learning the names
of objects (see Figure 4). The mother has access to a
predefined set of objects where she uses toys of her choice
based on the current word to be learned by the children,
which is given by audio instruction. The mother is free to
choose any of the objects at any point during the session,
and is instructed to interact as naturally as possible. The
child is wearing a Positive Science eye tracker, which
records eye gaze and a video from the child’s perspective.
The method described in this paper operates on this
video data. Furthermore, the corpus is annotated frame-
by-frame providing a coding of the ongoing action. In
this work, we focus on frames falling under the following
conditions, which we define as social conditions: (1) the
infant is looking at the mothers face; (2) the mother is
holding a toy; (3) the mother is naming a toy.
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Table 1: Regression analysis results for the relationship
between head activity and age

Condition R2 F p

Parent Holding Toy 0.32 F(1,19)=8.92 0.01 **

Parent Not Holding Toy 0.01 F(1,19)=0.28 0.60

Child Gazing at Parent 0.24 F(1,17)=5.28 0.03 *

Child Not Gazing at Parent 0.05 F(1,19)=1.01 0.33

Parent Naming Toy 0.26 F(1,16)=5.72 0.03 *

Parent Not Naming Toys 0.01 F(1,19)=0.24 0.63

Table 2: Regression analysis results for the relationship
between gaze motion and age

Condition R2 F p

Parent Holding Toy 0.16 F(1,19)=3.57 0.07

Parent Not Holding Toy 0.15 F(1,19)=3.45 0.08

Child Gazing at Parent 0.14 F(1,17)=2.71 0.12

Child Not Gazing at Parent 0.09 F(1,19)=1.90 0.18

Parent Naming Toy 0.34 F(1,16)=8.25 0.01 *

Parent Not Naming Toys 0.05 F(1,19)=0.96 0.34

For each condition the complementary non-matching
condition is named non-social condition. The non-social
conditions include frames where the mother is not inter-
acting with the child (e.g., putting a toy away).

Regression Analysis Results

To test for a developmental trend in head activity, linear
models for the infant’s age were estimated for each social
and non-social condition (see Table 1). The individual
models are visualized in Figure 6. In this figure each chart
displays the relationship of age and average head activity
per subject on frames within a given condition. The gray
area indicates a 95% confidence interval of the regression
line. All three conditions show significant correlations
suggesting that head activity plays an increasing role in
social interactions as infants develop. For the conditions
that children look at the mothers face and the mother is
naming a toy the correlations were significant. A strongly
significant correlation was found for the condition that
infants look at the toy. A comparison of each model’s
R2 value (see Figure 7) shows that given parents hold a
toy, the relation between age and activity can be best
explained by a linear model. We were unable to show
a significant linear relationship between age and head
activity for the non-social conditions. This suggests that
this developmental trend depends on social interaction
contexts, which supports our initial hypothesis.

To test for a developmental trend in gaze activity, lin-
ear models for the infant’s age were estimated given each
condition, including models for the non-social conditions
(see Table 2). The individual models are visualized in
Figure 8 along with the average gaze activity per subject.

The only significant correlation can be found for the con-
dition that the parent is naming a toy. The linear model
for the condition that parents are not naming a toy was
not significant. To further analyze the estimated linear
models, we use the R2 statistic to compare how much of
the variance of the underlying data is expressed by each
linear model. A large difference in the goodness of fit
was found when comparing the R2 values (see Figure 9),
suggesting that this developmental trend depends on the
social interaction condition. This difference is not visi-
ble for when the parent-holding-toy condition and the
child-gazing-at-parent condition.

In general, several outliers are visible (see Figure 8).
Although, a minimum number of 100 frames matching
the condition is required for the mean activity to be
included in each linear model these outliers are caused to
a relatively low number of frames matching the condition.
In the child is gazing at the parent condition, the larger
gaze activity values can be caused by children only quickly
looking to the mother and back.

In Figure 6, a difference in head activity, if parents are
holding a toy, is visible for very young infants around 6
months of age. The head activity is lower compared to
the condition where parents are not holding a toy. We
interpret this is due to scaffolding that parents perform
by holding the object directly in front of the child. This
effect is not visible for gaze activity (see Figure 8).

Discussion

In the present work, we used developmental data con-
cerning children’s visual experiences. We proposed a new
alternative method using video stabilization techniques
to extract commonly missing information such as head
movement from this data. New methods for studying
development using head-mounted eye-tracking have been
gradually emerging over time (Franchak, Kretch, Soska,
& Adolph, 2011; Kretch & Adolph, 2014). Our method
can provide additional detail and new ways of analyzing
these data. An important use-case is the reanalysis of
existing longitudinal studies where repeating the study is
costly. Our visualization module can also contribute to
the analysis of eye gaze, since it helps to determine gaze
locations outside the currently recorded frame. Further-
more, our approach is flexible, since it does not depend
on the availability of unoccluded third person perspective
recordings. The current limitations are the estimation
of rapid head rotations and visual field covering object
movements without enough peripheral view. However,
their practical impact is minor.

The regression analysis of head motions and eye gaze
linked to social interaction conditions revealed significant
developmental trends for both head activity and gaze.
Head motions and eye gaze for non-social conditions did
not exhibit any significant developmental trends. This
supports our hypothesis that both gaze and head activity
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Figure 6: Relationship of age and average head activity
per subject on frames falling under the given conditions.
The gray area indicates a 95% confidence interval of the
regression line.
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Match = yes / no indicates the result for frames matching
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Figure 8: Relationship of age and average gaze activity
per subject on frames falling under the given conditions.
The gray area indicates a 95% confidence interval of the
regression line.
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Figure 9: Comparison of R2 for all gaze activity models.
Match = yes/no indicates the result for frames matching
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undergo developmental changes during social interactions.
However, eye gaze activity only shows a significant and
social context specific trend when the parent was naming
an object, an event that is relatively short. In contrast,
the most significant trend for head activity was found
when parents hold an object, which is a comparably longer
event. This suggests that eye gaze is coupled with social
contexts when they require immediate attention. Head
activity is required when children want to attend to a
wider visual space. Parents might adapt to the children’s
increased motor capabilities and expand the space they
use for their interplay. Thus, head activity reflects a
property that is present for longer durations in social
interactions. These differences in the development of
head and gaze activity highlight that gaze analysis alone
is incomplete in reflecting infants’ developing response to
social referencing contexts.

Furthermore, different attention shift patterns can be
found in parent-child social interactions. For example,
parents initiative in moving an object might create a
bottom-up visual cue the child reacts to. In contrast,
child’s initiative might originate from intentional playing
with toys and thus result in top-down attention shifts.
Doshi and Trivedi (2012) showed that bottom-up vi-
sual cues result in different eye-head movement latencies
compared to top-down initiated attention shifts. Thus,
additional analysis of head movements has the potential
to identify different types of social interaction patterns
automatically. Gaze analysis alone might not be sufficient
to analyze these patterns.

The present attempt not only indicates the potential
early psychological significance of head motion, but it
may also provide a new insight into how early head
motion can offer systematic cues for caregivers. Parents
tend to respond to infants’ attention, gesture, and facial
affect, in timely manner. Responses to these cues can
foster early learning but we know little how parents do so.
Thus, further developing and applying this new approach
to the domain of development of social cognition could
help to understand the underlying mechanism of parental
responsiveness within parent-infant interactions.

Using our new analysis method, we were successfully
able to extract head motion and to measure head activity.
Based on the results we showed that head activity in
addition to gaze activity robustly reflects important de-
velopmental trends that indicate possible links to social
cognition.
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Abstract

A child’s first word is an important step towards language. Ag-
gregated across children, the distribution of these first produc-
tive uses of language can act as a window into early cogni-
tive and linguistic development. We investigate both the vari-
ability and predictability in children’s first words across four
new datasets. We find, first, that children’s first words tend to
emerge earlier than previously estimated: more than 75 percent
of children produce their first word before their first birthday.
Second, we find a high degree of consistency in the types of
things children name in their first words, independent of the
age at which they are produced. Finally, we show that the par-
ticular words that children produce first are predictable from
two linguistic factors: input frequency and phonological com-
plexity. Together, our results suggest a degree of independence
between early conceptual and linguistic development.
Keywords: Language acquisition, word learning, cognitive
development

Introduction
Over the course of their first years, children rapidly go from
speechless infants to toddlers producing and learning lan-
guage at an astounding rate (Fenson et al., 1994). Marking
the beginning of productive language, a child’s first word is
an important and measurable insight into what a child is will-
ing and able to talk about at that point in development. Yet, in
contrast to later behaviors, children’s first words often emerge
during intimate moments between children and caregivers,
and are difficult for external observers to record or measure.
Here we leverage large-scale data from parental reports to
ask what children’s first words reveal about two key issues
in early language learning: the time-course of the emergence
of language, and the relation between conceptual and linguis-
tic development. In three sets of analyses, we explore when
a first word is likely to emerge, the semantic category dis-
tributions of these words, and some factors that predict first
words.

Infants begin to show an aptitude for language from a very
early point in development. By 1-month, infants already
prefer to listen to child-directed speech over adult-directed
speech (Cooper & Aslin, 1990). Over their first year, infants
are learning to recognize and segment the distinctive sounds
and word forms of their native language (Kuhl, 2004; Werker
& Curtin, 2005). Additionally, by 6–9 months, many infants
already show a tendency to look to named targets when they
hear common nouns, suggesting early beginnings for form-
meaning mapping as well (Tincoff & Jusczyk, 2012; Bergel-
son & Swingley, 2012). Infants’ abilities to comprehend lan-
guage thus appear to be reasonably well-developed prior to

12 months. Furthermore, as early as 12 weeks, children also
begin producing the sounds of their native language in babble,
suggesting an early beginning to linguistic production (Kuhl,
2004). However, developmental norms suggest that the typ-
ical child will produce their first word at 12 months. Is this
early lag between comprehension and production real, or only
apparent?

What is the relationship between children’s linguistic and
conceptual development? Typically-developing monolingual
children show correlations between some cognitive achieve-
ments and their language production; for example, acquisi-
tion of words about disappearance is correlated with compre-
hension of object permanence (Gopnik & Meltzoff, 1986).
But at a larger scale, conceptual development appears to
play a more limited role: 2–5-year-old international adoptees
learning English for the first time show the same gross pat-
terns of development in vocabulary composition as mono-
lingual infants. (Snedeker, Geren, & Shafto, 2007). There
are also striking convergences in early words across very
different cultural contexts (Tardif, 2007). Do patterns of
first word productions—and their distribution across semantic
categories—suggest any broader relationships between lan-
guage acquisition and cognitive development?

Because very early language is difficult to observe in the
lab, in this study we leverage parent reports to learn about
children’s first words, and what they can reveal about the re-
lationship between early conceptual and linguistic develop-
ment. A child’s first word is highly memorable for parents,
and many parents record this milestone in baby books. We
define a true “first word” as the consistent use of a form to
communicate a particular meaning, whether or not that form
matches the adult target form. While recognizing that par-
ents may not share this definition, intuitively, we believe this
is what parents tend to think they are reporting when they re-
port first words, and found support for this across our datasets
in reports of first words as a phonological approximations of
adult targets.

Parent report has both substantial disadvantages and real
advantages as a scientific measurement. One issue with
any self-report measure is that there is no way to validate
participants’ responses. Another complication is that par-
ents may be biased observers, and interpret word-like bab-
ble as productive communication. Additionally, the recol-
lection of a first word may be subject to errors in memory
recall, or other retrospective biases. Nevertheless, parent re-
port is widely used as a measure of early child language, e.g.
in the MacArthur-Bates Communicative Development Inven-
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tory (CDI), a vocabulary checklist that is both a reliable and
valid measure of early vocabulary (Fenson et al., 1994, 2007,
although the reliability of the earliest ages of the CDI has
been questioned; Feldman et al., 2000). Additionally, self-
reports are very easy to collect, making them ideal for large-
scale investigations like the present study.

To address issues of bias in self-report, we gathered data
from four sources. The first dataset was a survey filled out
by parents who were members of a local children’s mu-
seum. These parents were an ethnically diverse population
with a higher education level than the general population and
a demonstrated interest in their child’s development, likely
leading to a high level of engagement in their children’s early
language. Our second dataset was the Amazon Mechanical
Turk parent population; this community is more diverse in
terms of age, gender, education level, and socio-economic
status (SES). Our third dataset came from parents in the psy-
cholinguistic research community. We selected this popula-
tion for its familiarity with the subject and because this com-
munity was most likely to have written records about first
words. The data we received from all three of these sur-
veys was generally very consistent, both within and across
datasets, leading us to believe at the very least that any bias
in one was likely in operation across all three.

Our final dataset was drawn from Wordbank, a large, open
repository of CDI form data that aggregates across several
samples including the updated CDI norming sample (Fenson
et al., 2007). We chose this dataset because the CDI form
asks a parent to report their child’s current productive vocab-
ulary, and thus is free from any retrospective reporting biases
that may skew our other surveys. Because the CDI contains
a fixed set of words, it constrains the space of possible first
words but also facilitates comparative analyses by reducing
the space to a small, representative set.

Drawing on these datasets, we investigate the time-course
of the emergence of productive language and potential factors
that might lead to individual differences in linguistic devel-
opment. First, we analyze variability in the age of first word
onset, finding that 75% of children are reported as produc-
ing a word prior to 12 months. Second, we ask whether the
range of of first words varies with children’s chronological
age, allowing us to ask about the relationship between linguis-
tic and conceptual development. This analysis yields no mea-
surable differences, indicating that linguistic factors—rather
than conceptual ones—likely constrain the set of first words.
Finally, we show that two specific linguistic factors, input fre-
quency and phonetic complexity, both predict the words that
children are likely to say first.

General Methods
Data for the study come from four datasets. Three of the four
were surveys specifically designed for this study.

Dataset 1: Museum Member Survey
Participants We sent out a very brief survey on children’s
first words to subscribed members of a large local children’s
museum. We received responses for 502 children (215 fe-
male, 285 male, and 2 with no reported sex; M age = 11 mo.,
median = 10 mo.). Several responses were translated into En-
glish where possible; one response could not be translated
and was excluded from further analysis.

Method Parents completed a web-based survey. The sur-
vey asked parents to report their child’s first word (excluding
“mama” and “dada”), the word referent, a description of the
situation surrounding the first word, the child’s age at time of
utterance (10 mo. or younger, 11 mo., 12 mo., 13 mo., 14
mo.), the child’s current age, and sex. Parents answered for
only one child in this survey. We standardized responses and
corrected obvious spelling errors. When the meaning of the
word was not immediately apparent, we relied on the parent’s
description of the circumstances surrounding the word and/or
the parent’s classification of the word type.
Exclusion of “mama” and “dada” While many parents re-
ported that their child’s first word was “mama” or “dada” (or
some equivalent or variant), we excluded these children from
our analyses. First, parents may be motivated to hear these
words very early in babble, even when the word is not being
used in a meaningful or consistent way. Second, we were in-
terested in the range of concepts represented in the words we
analyzed. Therefore, we stressed in our surveys that parents
were to report their children’s first word other than “mama”
or “dada” to avoid this possibility and to detect a larger range
of conceptual types. Additionally in the MTurk dataset, we
included a question asking whether the child’s first word was
“mama”, “dada,” or another first word. In total, 1107/1650
(67%) of children were reported to produce “mama” (N =
618) or “dada” (N = 489) first rather than another word (N =
543).

Dataset 2: Amazon Mechanical Turk

Participants We recruited 1000 parents from Amazon Me-
chanical Turk (MTurk) to complete an in-depth survey on
their children’s first words. We restricted the survey to parents
in the United States. This survey allowed parents to answer
for multiple children. We received responses for 1671 chil-
dren (813 female, 858 male; M age = 10 mo., median = 10
mo.). Responses from 20 children were excluded from sub-
sequent analyses because they had not yet spoken (M age =
2.7 mo., median = 2 mo.). Responses in other languages were
translated into English where possible; one response was ex-
cluded. After exclusions, this dataset contained responses
from 996 parents and 1650 children’s first words. Caregiver
education levels were highly diverse (Elementary = 3; Some
high school = 15; High school = 166; Some college = 309;
College = 346; Some graduate school = 26; Graduate school
= 131; N = 996).
Method This survey was an extended version of the Mu-
seum survey, allowing for input for multiple children, and
asking the respondent to list their highest level of education,
child’s birth order, sex, first word (excluding “mama” and
“dada”), word type, addressee of the first word, age at time
of the word (0–24+ months), current age (0–18+ years), and
both the languages of the first word and typically spoken at
home.

Data were handled as in Dataset 1. Due to the larger sam-
ple size, more phonological and morphological variations ap-
peared in parents’ reports of children’s productions. A final
standardized form was selected, and the various original first
word forms were recoded as that standardized form. For ex-
ample, “Dog dog,” “Doggy,” “Doggie,” and “Dogie” were all
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MTurk Museum Psycholinguists Wordbank
Dog Ball Up Baa Baa
No Hi More Uh–Oh

Ball Dog Hi Yum Yum
Bottle Uh–Oh Cat Woof Woof

Hi Duck Bye Hi
Bye Car Vroom
Kitty No This
Baba Cat Meow
Cat Bye Bottle
Milk Up, More Ball

Table 1: Top ten first words (excluding “mama” and “dada”) from
each of the four datasets we examined. Words repeated across more
than 2 datasets are bolded. Included are only words with more than
1 instance.

coded as “Dog.” When necessary, we relied on the parent’s
description of the situation in this coding process.

Dataset 3: Psycholinguists
Participants We sent out a brief survey on children’s first
words to subscribed members of a Psycholinguistics listserv.
We received 52 responses from this survey (26 female, 26
male; M age = 11.16 mo., median 11 mo.).

Method Questions included on the survey were: The ap-
proximate phonological form of the first word, the age of
utterance, when the parent recorded the word (if at all), the
child’s sex, the target word, the child’s birth order (first or
later born), and the child’s current age. Data were handled
similarly to Datasets 1 and 2.

Dataset 4: Wordbank
Participants At the time of our analysis, the Wordbank
database contained 8889 unique CDI Words and Gestures
administrations. From these, we selected the 76 English-
speaking children whose parents reported that they produced
exactly one word (31 female, 45 male, M age = 10.63 mo.,
median = 11 mo.). Caregiver education levels were fairly di-
verse (Some high school = 4; High school = 24; Some col-
lege = 21; College = 17; Some graduate school = 1; Graduate
school = 9).

Data preparation As responses were taken directly from
the CDI, no data preparation was necessary.

Analyses
Table 1 shows the top ten words from each dataset. Overall,
there is substantial consistency across the four datasets, with
“Hi” appearing in all four, and “Bye”, “Ball”, “Dog”/“Woof
Woof”, and “Cat” appearing in three.

Below we report three primary analyses. Analysis 1 ex-
amines the age of first production, Analysis 2 describes the
semantic categories of these words, and Analysis 3 predicts
which words tend to be produced on the basis of phonological
complexity and input frequency.

Analysis 1: Age of First Word
Despite evidence for very early word comprehension (Tincoff
& Jusczyk, 2012; Bergelson & Swingley, 2012), conventional
wisdom holds that the first word emerges around 12 months.
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Figure 1: Cumulative probability of a child having produced her
first word across development. In all datasets, more than 75% per-
cent of children had produced their first word by their first birth-
day and more than half had produced their first word by 10 months.
Shaded regions show 95% confidence intervals computed by non-
parametric bootstrap.

However, a child’s first word is almost exclusively heard by
a parent or other caretaker. Is this reported lag between com-
prehension and production real or apparent?

Using data from a total of 2,279 children we plotted the
cumulative probability of a child having produced a first word
as a function of their age and dataset (Figure 1). Prior to
12 months, approximately 75% of children had produced a
first word, across all four datasets. This result was strikingly
consistent across datasets, despite significant variance in the
tails.

Data from the Museum survey were truncated due to a “ten
months or earlier” response option and showed the least age
variability, with respondents modally choosing the earliest
option. Data from Wordbank were also truncated due to the 8
month cutoff for the use of the CDI (as well as data sparsity
in the oldest ages); nevertheless, Wordbank data showed the
earliest word productions. One possibility is this may reflect
a bias towards reporting at least one word, given the process
of going through the entire CDI checklist; another possibility
is that seeing the checklist allows parents to more thoroughly
consider their child’s early productions.

Data from the MTurk survey showed a broader distribution
of ages, perhaps due to the greater diversity (as well as larger
size) of this sample. Some children were reported to be pro-
ducing words implausibly early (e.g., 4 months). These re-
sponses are very likely (though not, to be fair, with absolute
certainty) the result of reporting errors or biases. To estimate
retrospective reporting biases, we regressed the mean age of
first words against the time since the event in our largest
dataset (MTurk, which had the most fine-grained age data),
but did not find a significant relationship, suggesting no bi-
ases of this type that we could measure. On the other end
of the spectrum, some respondents reported first words ap-
pearing after 18 months, a timeline which might raise clinical
concerns. Indeed, in a population as large as this one, there
are almost certainly some children with speech-language de-
lays or other developmental disorders. Thus, this dataset is
potentially valuable for estimating the right tail of the distri-
bution in a diverse population.
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Finally, the Psycholinguist dataset shows a relatively later
and steeper onset of word production than the other three
(though it still reaches 75% around 11 months). Given the
high level of education of the respondents, it is likely that
these children would have large early vocabularies (e.g. Hart
& Risley, 1995, et seq.). On the other hand, the majority
of these respondents recorded their child’s first word at the
time of production, decreasing concerns about retrospective
report. Additionally, these respondents had training in psy-
cholinguistics and were more likely to apply a more stringent
standard (we shared our definition of a first word with re-
spondents in the survey instructions). Thus we view the lack
of very early respondents as prima facie evidence that first
words before 9 months are rarer than our other surveys might
lead us to believe.

In sum, we see some evidence for over-optimism (estimat-
ing first words earlier than we might expect) in a number of
our datasets. It must be noted that, as our surveys were de-
signed exclusively to ask about a child’s first word, parents of
later producers who had not spoken a first word yet may have
been unwilling to take the survey, potentially skewing the age
of production earlier. However, across the Museum, MTurk,
and Psycholinguist datasets, more than 50% of the children
were currently older than 2 years, so it is possible that later-
producers are included in these datasets. Additionally, we
saw no evidence of retrospective reporting biases. A plau-
sible account of this pattern is that first words—whether de-
tected optimistically or realistically—are a memorable event
whose date and context are recalled well. In addition, despite
differences in the tails, there was a striking convergence be-
tween datasets in suggesting that most children in our sample
produced a first word prior to their first birthday.

Analysis 2: Independence of Age and First Word
The variability in children’s age of first production gives us
a natural tool for asking about the relationship between con-
ceptual and linguistic development. All things being equal
between age groups, younger children should be less con-
ceptually sophisticated and hence might produce words for a
more restricted range of concepts.1 Alternatively, if the con-
cepts that children most want to talk about are present early
(Snedeker et al., 2007; Snedeker, Geren, & Shafto, 2012;
Gleitman, 1990), we should predict no difference in the dis-
tribution of first words for older and younger children.

We ask here whether older children show a different dis-
tribution of first words. We assigned words to the categories
that appear on the CDI instrument (e.g., animals, games and
routines, toys, people, etc.) and conducted our analysis over
the category distribution of words (a loose proxy for their
semantic distribution). We assigned CDI categories consis-
tently across datasets for words that did not appear on the
CDI word list. Ninety-one children were excluded because
their first word could not be categorized.

Figure 2 shows the frequencies of the CDI categories split
by age (<12 mo., >12 mo.) and grouped by dataset. Espe-
cially in the two larger datasets, the distribution across cate-
gories was virtually indistinguishable. Animals, Games and

1Of course, younger producers might be on average more con-
ceptually sophisticated than older producers, but the current analysis
assumes that other developmental factors (e.g. phonological devel-
opment, language experience, etc.) also vary.

Data Set CDI Category First Word
MTurk (-0.22, 0.04) (-0.31, 0.13)

Museum (-0.25, 0.28) (-0.12, 0.52)
Psycholinguists (0.00, 1.33) (0.00, 1.11)

Wordbank (-0.76, 0.84) (-0.59, 0.69)

Table 2: 95% confidence intervals on differences in the entropy
of First CDI Category and First Word between older and younger
children.

Routines, Toys, and People were all frequent first word cat-
egories, and all seemed equally compelling as a first word
for both early and later producers. Data for later speakers in
Wordbank was sparse, because children were selected for this
analysis when they were producing exactly one word, accord-
ing to parental report on the CDI, and only 27 children met
this criterion.

To quantify differences in variability across age, we asked
whether the entropy of children’s word or category distri-
butions were different for our older and younger children
(Shannon, 1948). Differences in entropy would signal differ-
ences in the breadth of the distribution across words or cate-
gories. Because entropy is sensitive to sample size, for each
dataset we split children into older and younger groups, and
then down-sampled the larger group to the size of the smaller
one. We then computed the difference in entropy for children
in the older group as compared to the younger group at both
the word and category level. For each dataset and for both
words and CDI categories, we used non-parametric bootstrap
resampling to identify whether the observed difference in en-
tropy was significant at the p = .05 level. For all datasets
and measures, the 95% confidence interval for entropy differ-
ences included 0, indicating no significant difference in en-
tropy across ages (Table2).

In our exploration of the data, we found one word that was
both highly frequent and potentially linked to conceptual de-
velopment: “no.” Negation is a complex construct, and var-
ious functions of negation (denial, refusal, nonexistence) are
posited to emerge at different points in a child’s development
(Pea, 1982). We coded instances of “no” (in the MTurk data,
where the majority of instances were reported) based on par-
ent descriptions of the situation surrounding the first word.
Of 108 children producing “no” as a first word, 40% did so
as a refusal; there were no instances of “no” being used as
denial, which is acquired later (Pea, 1982).

In sum, despite producing a first word during different
points in their conceptual development, both early and later
producers in our sample chose to talk about the same seman-
tic categories, and in many cases, the same things (see Ta-
ble 1), although we are not able to capture whether there are
changes across development in the meaning of these words in
our dataset (Bates et al., 1976). However, the similar distribu-
tions of semantic categories in early and later speakers sug-
gests that first words tend to reflect concepts that are available
early. Why then do children consistently pick certain words
to talk about? In the next analysis, we examine the role of
input frequency and phonological complexity in determining
which words are predicted.
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Figure 2: Proportion of children’s first words falling into each CDI category. The datasets showed a high degree of consistency, with most first
words referring to animals or games and routines. These distributions were highly consistent between older and younger children, suggesting
that first words are driven by linguistic rather than conceptual factors. The dashed line shows the baseline distribution of CDI categories.

Analysis 3: Predicting First Words
The goal of our analysis is to determine both why some first
words were produced more frequently than others (e.g. “dog”
vs. “asleep”), and also why some words were never first
words at all (e.g. “animal”). Because the set of words that
were never produced is infinite, we needed to constrain our
set of candidate first words to a small, representative, finite
set. For this reason, and to ensure fair comparison across
datasets, we restricted our set of words to the 385 words that
appear on the CDI Words and Gestures form.

To estimate the approximate frequency with which chil-
dren hear each of these words, we tabulated the number of
times each appears in CHILDES (a large corpus of parent-
child interactions; MacWhinney, 2000). To ensure a rep-
resentative sample, we counted the number of appearances
of each word in a child’s mother’s speech across all of the
corpora in the North American subset. These frequencies
were then log-transformed. To estimate phonetic complex-
ity, we chose a simple, theory-independent measure: num-
ber of phonemes. For each of this same subset of words, we
queried the MRC Psycholinguistic Database (Wilson, 1988).
Number of phonemes is an imperfect measure of phonetic
complexity—it misses differences in articulatory complexity
that contribute to the relative difficulty of producing different
words (e.g. “truck” vs. “bunny”)—but it does capture some
of the variability among the CDI words.

To predict the number of observations of each of a set of
a categorical outcomes, the standard statistical model is Pois-
son regression, but this method behaves poorly when distribu-
tions violate its assumptions through high variance (overdis-
persion) and too many zeros. To adjust for these violations,
we used a hurdle model (Mullahy, 1986). This model pre-
dicts the number of observed counts through a combination
of two processes: a binomial threshold (hurdle) that first de-
termines whether a count is zero or greater, and then a second
component which determines the size of the count if it is non-
zero. Because the datasets were of such different sizes, we fit
a separate hurdle model to each and examined consistency in
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Figure 3: Parameter estimates for hurdle models predicting chil-
dren’s first words. Models showed a high degree of consistency
across datasets: first words tend to be higher frequency and have
fewer phonemes. Error bars represent 95% confidence intervals. In-
tercepts are omitted for clarity.

the estimated parameters across datasets.
Across datasets, input frequency and phonetic complexity

consistently predicted the number of children who produced
each word as their first word. As we hypothesized, in almost
all cases candidate words were more likely to be first words if
they were higher frequency in children’s input, and if they had
fewer phonemes (Figure 3). In conjunction with the analyses
above, these results suggest a high degree of consistency in
children’s first productions, independent of conceptual devel-
opment, and dependent instead on linguistic input and speech
production fluency.

General Discussion
What can children’s first words reveal about their concep-
tual and linguistic development? Using parent report data,
we presented three analyses, touching on the timing of pro-
ductive language emergence, the distribution of conceptual
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categories across developmentally early and late first words,
and factors that play a role in predicting which words are pro-
duced first. More than three quarters of children produced a
first word prior to their first birthday, but the particular con-
cepts these words named did not vary across age. Instead,
two non-conceptual factors—input frequency and phonetic
complexity—predicted the number of children who produced
a particular word first.

A child’s first word is a highly salient moment whose mem-
orability to caregivers also makes it ideally suited for use in
parent-report measures. Nonetheless, even when analyzed at
this scale, parent report is always limited by observer bias.
Although we found no evidence of retrospective biases in
parents of older children over-reporting early first words, we
must remain aware that there are potential issues with mem-
ory recall or other parental biases, as in any self-report mea-
sure. We dealt with these issues in several ways, including by
seeking converging evidence across multiple, distinct datasets
and by testing explicitly for retrospective biases. Never-
theless, the possibility of bias is present, and future studies
should consider the possibility of prospective report or dense
recording techniques to extend and validate our findings.

We began by asking about the lag between comprehension
and production in early language. One possible explanation
for this lag is that there is a period during early infancy in
which word knowledge consists of associations between au-
ditory and visual stimuli and so there is no drive to commu-
nicate through production. In contrast to this hypothesis, our
data suggest that many children are striving to communicate
even quite early on. Consistent with other studies of early
vocabulary (Tardif, 2007), the productions that parents re-
ported also included functional and communicative items—
“hi,” “more,” and “no”—as well as common nouns. In sum,
our work suggests that studying the very first emergence of
productive speech is a rich method for adding to our under-
standing of language development.
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Abstract

How do we perceive the predictability of functions? We
derive a rational measure of a function’s predictabil-
ity based on Gaussian process learning curves. Using
this measure, we show that the smoothness of a func-
tion can be more important to predictability judgments
than the variance of additive noise or the number of
samples. These patterns can be captured well by the
learning curve for Gaussian process regression, which in
turn crucially depends on the eigenvalue spectrum of
the covariance function. Using approximate bounds on
the learning curve, we model participants’ predictabil-
ity judgments about sampled functions and find that
smoothness is indeed a better predictor for perceived
predictability than both the variance and the sample
size. This means that it can sometimes be preferable
to learn about noisy but smooth functions instead of
deterministic complex ones.

Keywords: Function learning, predictability, smooth-
ness, Gaussian processes

Introduction
Learning about functions from noisy observations is a
ubiquitous task. How much food should I cook to sat-
isfy every guest at a party? How much do I have to turn
the faucet handle in order to get the right temperature?
An important problem facing a learner in the real world
is choosing what functions to learn. While the number
of functional relations between variables is virtually lim-
itless, only predictable functions are worth learning. For
example, one might attempt to learn a function relat-
ing gas prices to batting averages, but this function is
unlikely to be predictable in the sense that the learned
function can generalize accurately to new inputs. In this
paper, we provide a formal framework for predictability,
and study its implications for human function learning.

To appreciate why judging predictability is difficult,
consider two kinds of functions: one that is complex
(non-smooth) but nearly deterministic, and another that
is simple (smooth) but noisy. Which function is more
predictable? The answer is not obvious, but we show
experimentally that human judgments exhibit a system-
atic preference in accordance with our theoretical analy-
sis. Specifically, we find that—both theoretically and
empirically—smoothness is a stronger determinant of
predictability than noisiness.

To arrive at this result, we adopt a rational theory
of function learning based on Gaussian process (GP) re-
gression (Rasmussen & Williams, 2006). This theory
unifies a number of earlier accounts (Koh & Meyer, 1991;
DeLosh et al., 1997; McDaniel & Busemeyer, 2005), and

provides a good fit to human function learning data
(Griffiths et al., 2009). GP regression also lends itself
to mathematical analysis, which we utilize in our mod-
eling of predictability.

Background

Most previous research on human function learning has
focused on interpolation and extrapolation (see Mc-
Daniel & Busemeyer, 2005, for a review). In an interpo-
lation task, participants are presented with input-output
pairs and then asked to make predictions about the out-
puts for test inputs that are between the training inputs.
An extrapolation task is similar, but uses test inputs that
are outside the convex hull of training inputs. Studies
using these tasks have revealed what kinds of functions
are easier to learn, and what kinds of inductive biases
guide predictive judgments. For example, linear func-
tions are usually easier to learn than non-linear func-
tions, and non-monotonic functions are easier to learn
than monotonic functions (Brehmer, 1974). People tend
to exhibit a bias towards functions with positive linear
slopes and an intercept of zero (Kwantes & Neal, 2006;
Kalish et al., 2007). Other studies have shown that peo-
ple are able to partition the input space into multiple
distinct functions (Kalish et al., 2004).

A number of models have been proposed to account
for these phenomena. Early theories posited the use
of explicit rule-based functions (Brehmer, 1974; Carroll,
1963; Koh & Meyer, 1991), but these theories have trou-
ble accounting for order-of-difficulty effects in interpola-
tion tasks (McDaniel & Busemeyer, 2005), fail to pre-
dict extrapolation performance (DeLosh et al., 1997),
and are unable to learn a partitioning of the input space
(Kalish et al., 2004). Later theories used connectionist
networks to capture many of these phenomena (DeLosh
et al., 1997; Kalish et al., 2004; McDaniel & Busemeyer,
2005). In some cases (e.g., Kalish et al., 2004; McDaniel
& Busemeyer, 2005) these networks incorporated rule-
based functions into a hybrid architecture. One limita-
tion of these theories is that they lack an obvious way
to compute predictability. In the next section, we de-
scribe the GP theory of function learning (Griffiths et al.,
2009), which offers a probabilistic perspective on pre-
dictability.

2116



Gaussian process regression
Instead of assuming a parametric function class (as in
early theories of function learning; Brehmer, 1974; Car-
roll, 1963; Koh & Meyer, 1991), GP regression places a
prior distribution (namely, a GP) directly over the space
of functions and carries out Bayesian inference in func-
tion space (Rasmussen & Williams, 2006). Let f(x) be
a function mapping an input x to an output y. A GP
defines a distribution p(f) over such functions. A GP is
parametrized by a mean function m(x) and a covariance
function (or “kernel”) k(x, x′):

m(x) = E [f(x)] (1)

k(x, x′) = E [(f(x)−m(x))(f(x′)−m(x′))] (2)

Suppose we have observed n input-output pairs, (x,y),
where x = [x1, . . . , xn]> and y = [y1, . . . , yn]>. We as-
sume an additive noise model:

y = f(x) + ε, ε ∼ N (0, σ2), (3)

where σ2 is the noise variance. Given a GP prior on the
functions, f ∼ GP(m, k), the posterior distribution over
f(x′) given input x′ is Gaussian with mean and variance
given by:

E[f(x′)|x,y] = k>(K + σ2I)−1y (4)

V[f(x′)|x,y] = k(x′, x′)− k>(K + σ2I)−1k (5)

where k = [k(x1, x
′), . . . , k(xn, x

′)]> and K is the pos-
itive definite kernel matrix of covariances evaluated at
the training inputs: Kij = k(xi, xj). The GP theory
of function learning assumes that participants report
E[f(x′)] when asked to interpolate or extrapolate a func-
tion (Griffiths et al., 2009).

The covariance function encodes assumptions about
what sorts of functions are probable a priori (i.e., it pro-
vides a form of inductive bias). Typically, this inductive
bias corresponds to assumptions about the smoothness
of functions over the input space, but assumptions about
periodicity, linearity, and non-stationarity can also be
encoded in the covariance function. These assumptions
have important implications for learning and predictabil-
ity, as we explore in the next section.

Learning curves
Theoretical learning curves relate the expected general-
ization error of a model to the amount of training data
(Opper & Vivarelli, 1999; Williams & Vivarelli, 2000;
Sollich & Halees, 2002). They can be seen as a math-
ematical expression of a function’s predictability, given
assumptions about the prior over functions, the noise
process, and the distribution of inputs. Intuitively, a
function exhibits a higher predictability if it is easier to
predict new input points that are randomly chosen from
the input space. If points are easier to predict, then

the generalization error is lower as predictions will be
closer to the underlying truth of the the actual function.
Therefore, these two things, predictability and the gen-
eralization error, are two sides of the same coin (Goerg,
2013). The learning curves for GP regression can be
used to derive a priori predictions about how different
properties of functions such as smoothness, variance, and
sample size influence perceived predictability. In partic-
ular, factors that increase the generalization error should
lead to lower predictability judgments.

Given a dataset x and an error function L(·, ·) which
measures the difference between the predicted and true
function values, the data-dependent generalization er-
ror is defined as the expected error on a test input x′,
marginalizing over the latent function:

E(x) =

∫
f

p(f)

∫
x′
L(f(x′), f̄(x′)) dx′ df, (6)

where f̄(x) = E[f(x′)|x,y]. It is called the data-
dependent error as it still depends on the position of
the observed input points. The data-independent gener-
alization error is defined as the expectation of E(x) with
respect to a density p(x) on inputs with sample size n:

E(n) =

∫
x

p(x)E(x) dx. (7)

It is called the data-independent error as it does not de-
pend on the observations per se, but rather provides an
a priori expectation of the error after n sample point
have been observed. A learning curve is constructed
by calculating the data-independent generalization er-
ror as a function of the sample size. While the learning
curve is not analytically tractable (except for a few spe-
cial cases), it is possible to derive a lower bound using
the eigenfunction expansion of the covariance function:
k(x, x′) =

∑
i λiφi(x)φi(x), where {λi} is the spectrum

of eigenvalues (decreasing as a function of i) and {φi(x)}
are the eigenfunctions.

As shown by Opper & Vivarelli (1999), the generaliza-
tion error for the squared-loss error function, L(y, ŷ) =
|y − ŷ|2, can be lower-bounded by:

E(n) ≥ σ2
N∑
i=1

λi
σ2 + nλi

, (8)

where N is the number of non-zero eigenvalues. Loosely
speaking, the eigenvalue spectrum summarizes how the
correlation between the function values of two points
changes as a function of their input distance. Smoother
functions have eigenvalues that decay more slowly across
the spectrum. Smooth functions have long-distance cor-
relations, which makes it easier to learn and therefore
leads to smaller generalization errors.

The theoretical predictions of learning curves can be
seen even more clearly when we look at covariance func-
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tions with power-law spectral decay1 (Sollich & Halees,
2002): λi ∝ i−r. Asymptotically (E(n)� σ2), the learn-
ing curve scales as

E(n) ∝
(
σ2

n

)− r−1
r

. (9)

This analysis tells us that the most important factor
influencing a GP’s learning curve is the smoothness of
the covariance function (parametrized in terms of the
spectral decay rate r). The generalization error de-
pends polynomially on the variance but exponentially on
smoothness. The implication is that noisy, smooth func-
tions are more predictable than deterministic, complex
functions. This is intuitive, because smooth functions
allow data to be more strongly aggregated across differ-
ent input points, whereas anything one can learn about
a complex function is very local.

Parametrizing smoothness

To create functions with different levels of smoothness,
we can employ a flexible class of stationary covariance
functions constructed from the modified Bessel function
(Rasmussen & Williams, 2006). Letting τ = |x−x′|, the
Matérn class of covariance function is given by:

ks(τ) =
21−ν

Γ(ν)

(√
2ντ

γ

)ν
Kν

(√
2ντ

γ

)
, (10)

where γ > 0 is a length-scale parameter, Kν(·) is the
modified Bessel function of order ν = s−1/2 for integral
s, and Γ(·) is the gamma function. We will refer to s as
the order of the Gaussian process.

When s = 1, Eq. 10 corresponds to the Ornstein-
Uhlenbeck covariance function, which generates a pro-
cess that is not mean square differentiable (see Ras-
mussen & Williams, 2006). This means that sampled
functions will produce very rough outputs. When s > 1,
the process is s−1 times mean square differentiable, be-
coming smoother with increasing s. In the limit s→∞,
it is equivalent to a squared exponential covariance func-
tion. We used Matérn functions of order up to 3 here as
it is empirically hard to distinguish between functions of
higher order. Figure 1 shows several sampled functions
from Matérn covariance functions of different orders. It
can clearly be seen how a higher s produces smoother
functions.2

In the simple one-dimensional cases used here we can
also easily simulate learning curves. This will provide us
with a sanity check of the approximated learning curves
derived above. Figure 2 shows the learning curves for

1The one-dimensional Ornstein-Uhlenbeck covariance
function described in the next section has this property, with
r = 2.

2Further examples of functions are available at http://
bit.ly/1CtXfMA.
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Figure 1: Samples from GPs with Matérn covari-
ance functions of different orders.

two different covariance functions with two different de-
grees of added noise. The learning curves were derived
by averaging 10,000 learning trials over 100 sequentially
provided and evenly distributed input points.

Again, we can see that smoothness matters more than
noise variance. However, there is a trade-off at the end of
the scale as the added noise naturally defines the asymp-
tote of the learning curves (if there is noise, one will
always be a bit wrong). With these theoretical and sim-
ulation results in hand, we now turn to an experimental
exploration of our formal account.

Experiment
We asked participants to judge the predictability of func-
tions (displayed as a scatter plot), while manipulating
the smoothness, noisiness and sample size. This allowed
us to quantitatively measure the influence of these dif-
ferent factors on perceived predictability. Based on the
analysis learning curves described in the previous sec-
tion, we postulated the following 3 hypotheses:

1. Sample size and smoothness will correlate positively
with perceived predictability, whereas noise variance
will correlate negatively.

2. The effect of smoothness will be bigger than the effects
of noise and sample size.

3. The approximate learning curve given a sample will
be the most important factor influencing participants’
predictability judgments overall.
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Figure 2: Simulated learning curves. Generalization
error as a function of sample size for different levels of
noisiness (σ2) and smoothness (s).

Participants

47 participants were recruited via prolificacademic.co.uk
and received £1 for their participation. 27 participants
were female and the overall age had a mean of 24 with
a standard deviation of 5.

Task

Participants were told that they had to assess how well
they could potentially predict different functions on a
scale from 0 (not at all) to 100 (certainly). It was ex-
plained to them that prediction means to assess a new in-
put point uniformly sampled from the input range. They
were sequentially shown 50 different samples of func-
tions and had to indicate how well they thought they
could predict a newly sampled point of that function.
The functions were created online using Javascript.3 A
screenshot of the experiment is shown in Figure 3.

Design

Participants saw 50 trials where points were sampled
equidistantly from different GPs with the Matérn co-
variance function. The parameters for the smoothness
s = [1, 2, 3], the variance σ2 = [0, 0.05, 0.1, 0.15, 0.2],
and sample size n = [10, 20, 30, 40, 50] were randomly
selected on each trial. As GP samples were created on
the spot, no participant saw the same function; only the

3Code available at github.com/ericschulz/gpsmooth.

Figure 3: Screenshot of experiment.

different characteristics governing the generating process
were manipulated. The length-scale of the covariance
function was fixed at γ = 1.

Results

Figure 4 shows the relationship between different GP
parameters and perceived predictability. Increasing
smoothness resulted in higher perceived predictability,
and increasing noise variance reduced perceived pre-
dictability. The overall effect of an increasing sample
size on the perceived predictability was negligible. This
finding has at least two potential explanations: (1) It
might be the case that participants overestimate the pre-
dictability with small sample sizes as they tend to infer
smoother functions than the ones they actually see; (2)
the equidistantly spaced inputs we presented to partic-
ipants might permit easier prediction, since they cover
more space overall.

Estimate SD t-value Pr(>|t|)
Intercept 41.70 1.82 22.93 0.00

n 0.79 1.02 0.77 0.44
s 8.00 0.72 11.11 0.00
σ2 -5.21 0.66 -7.90 0.00

n× s 1.48 0.38 3.90 0.00
n× σ2 -1.42 0.38 -3.73 0.00
s× σ2 -2.12 0.38 -5.54 0.00

Table 1: Parameter estimates from mixed-effects
regression analysis.

We quantitatively assessed the influence of the dif-
ferent factors by performing a mixed-effects regression.
The parameter estimates are summarized in Table 1. In
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Figure 4: Perceived predictability.

agreement with our qualitative characterization, both
smoothness and noise variance had a significant effect
on predictability. The effect of sample size, on the other
hand, was not significant. Nonetheless, sample size in-
teracted significantly with both of the other variables:
increasing sample size reduced the effects of smoothness
and noise variance. Thus, sample size does appear to
be a modulator of perceived predictability. Therefore,
hypotheses 1 could be partially confirmed.

Next, we calculated the correlations between each of
the different factors and the predictability judgments for
each participant individually and found that the aver-
aged correlation between smoothness and perceived pre-
dictability (r = 0.36, p < 0.01) was indeed greater than
the correlation between noise and perceived predictabil-
ity (r = −0.24, p < 0.01) and between sample size and
perceived predictability (r = 0.06, p > 0.05). There-
fore, the second hypothesis could be confirmed. Finally,
we examined whether the theoretical learning curve pro-
vides an accurate quantitative model of perceived pre-
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Figure 5: Perceived predictability as a function of
theoretical generalization error.

dictability. As shown in Figure 5, the theoretical gen-
eralization error is a modest but significant predictor
of perceived predictability (r = −34, p < 0.01). Note
that we used the data-independent generalization error
(Eq. 7) for this analysis. However, it is more likely
that participants are basing their judgments on the data-
dependent generalization error (Eq. 6). Surprisingly, the
data-dependent generalization error produced a slightly
lower correlation (r = −0.31, p < 0.01). This suggests
that we are not yet capturing some of the essential deter-
minants of predictability perception. Therefore, the last
hypothesis could only be confirmed within constraints.

Discussion
We have shown that the GP model of function learn-
ing provides a framework for understanding the per-
ception of predictability. The model captures qualita-
tive effects of a function’s smoothness, noise variance,
and sample size on the generalization error (a measure
of unpredictability). The smoothness of a function ex-
erts a stronger influence on predictability than noise
or sample size, consistent with both theoretical learn-
ing curves and our experimental data. This means that
a smooth but noisy function is perceived as more pre-
dictable than a complex but near-deterministic function.
We also showed that the model could quantitatively cap-
ture participants’ predictability judgments, although it
still leaves a fair amount of variance unexplained.

One reason for the relatively low correlation between
generalization error and predictability might be because
our analysis assumed that the covariance function is
known. If participants are using a different covariance
function, this will change the form of the learning curves
(although the qualitative predictions of the results re-
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ported here would remain the same; Sollich, 2005). In
future work, we will explore models that learn the co-
variance function parameters.

The answer to the question of how we perceive the
predictability of a function is probably more nuanced
than our account suggests. Statistically speaking, our
ability to learn a function of a given complexity improves
with increasing sample size, and thus for a given level
of complexity there is a sample size at which we would
find the function highly predictable. This means that,
for example, using the same levels of complexity that
we explored here but at much large samples sizes, the
effect of smoothness on predictability might be relatively
weaker than what we report here. At different levels of
complexity and sample size, the human perception of the
predictability of functions, as well as which factors drive
that predictability, may vary.

While we have considered a fairly simple family of co-
variance functions, evidence suggests that people have
richer representations; for example, a single function
may be partitioned into several different sub-functions
(Kalish et al., 2004). We can take this one step further
and ask whether functional knowledge is compositional,
building complex functions out of simpler building blocks
using a ‘function grammar’ (Duvenaud et al., 2013). An
interesting question for future research is whether people
can learn complex functions more easily when they are
consistent with an intuitive function grammar, similarly
to how schemas facilitate the rapid acquisition of causal
knowledge (Goodman et al., 2011).

Another way to explore intuitive theories of pre-
dictability is to place priors directly over the spectral
density representation of a covariance function (Wilson
& Adams, 2013). Because theoretical predictability can
be directly related to the entropy of the spectral den-
sity (Goerg, 2013), we predict that different spectral
density shapes will systematically change predictability
judgments.

A different direction for future research is manipulat-
ing the way in which input points are sampled. For ex-
ample, learning curves change as a function of whether
inputs are sampled randomly or using directed explo-
ration (Ritter, 2000). We intend to further validate our
measure of predictability by letting participants choose
between different functions and then ask them to gen-
erate predictions for newly observed points directly in a
follow-up experiment. This will bring our novel approach
even closer to traditional approaches of experiments on
human function learning (DeLosh et al., 1997).

Unlike previous work on function learning, which
has focused on interpolation and extrapolation perfor-
mance, our work explored a relatively novel facet—
predictability. We expect that this simple assay will pro-
vide a rich source of information about function knowl-
edge.
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Abstract

Contextual Multi-Armed Bandit (CMAB) tasks are a
novel framework to assess decision making in uncertain
environments. In a CMAB task, participants are presented
with multiple options (arms) which are characterized by
a number of features (context) related to the reward as-
sociated with the arms. By choosing arms repeatedly
and observing the reward, participants can learn about
the relation between context and reward and improve
their decision strategy. We present two studies on how
people behave in CMAB tasks. Within a stationary en-
vironment, we find that participants are best described
by Thompson Sampling-based Gaussian Process mod-
els. This decision rule incorporates probability match-
ing to the expected outcomes derived from a rational
model of the task and it is especially well-adapted to
non-stationary environments. In a dynamic CMAB task
we again find that participants are best described by
probability matching of Gaussian Process expectations.
Our findings imply that behavior previously referred to
as “irrational” can actually be seen as a well-adapted
strategy based on powerful inference algorithms.
Keywords: Decision Making, Learning, Exploration-
Exploitation, Contextual Multi-Armed Bandits

Introduction
Multi-armed bandit tasks have proven a useful frame-
work to study learning and decision making (e.g.,
Steyvers et al., 2009). In a multi-armed bandit task,
participants repeatedly choose between multiple options
(arms) which have an associated reward and only the re-
ward of the chosen option can be observed. Performing
well in these tasks requires a fine balance between explo-
ration (choosing arms in order to learn about their asso-
ciated rewards) and exploitation (choosing arms which
are thought to provide the maximum reward). In stan-
dard multi-armed bandit tasks, there is no additional in-
formation about the rewards that can be expected from
an arm. In real life, such information is often present.
For instance, when choosing a restaurant to eat in, there
are various cues to the quality of the food on offer, such
as the number of customers, the price of the dishes, the
location of the restaurant, etc. These features provide
contextual information that allows people to form expec-
tations about the satisfaction the restaurant will provide.
Contextual multi-armed bandits (Li et al., 2010) are a
natural extension of classic multi-armed bandits and it
is surprising that not much is known about learning and
decision making in these tasks.

In what follows, we will introduce the Contextual
Multi-Armed Bandit (CMAB) task and assess how par-
ticipants perform in two different versions thereof. The
experimental tasks can be approached as both a con-

textual bandit as well as a restless bandit (in which the
average rewards associated with the arms vary over time)
by ignoring contextual information, but are designed
such that only taking the context into account will lead
to above-chance performance. We will show that hu-
mans are able to learn well within the CMAB and are best
described by sensitive exploration-exploitation behavior
based on probability matching of choices to the predic-
tions of non-parametric Bayesian models (Srinivas et al.,
2009). These models do not try and learn one particu-
lar parametric structure, but rather a distribution over
different generating mechanisms in a particular environ-
ment (see Gershman & Blei, 2012). Thompson sampling,
a form of probability matching, offers a simple yet pow-
erful way to balance exploration and exploitation, espe-
cially in non-stationary environments (Agrawal & Goyal,
2012; Speekenbrink & Konstantinidis, 2015). Our sec-
ond experiment shows that the evidence for our model is
even more pronounced in a dynamic environment where
participants’ choices influence future outcomes.

Contextual multi-armed bandits

A CMAB task can be seen as a game in which in each round
t = 1, . . . , T , an agent observes a context st ∈ S from a
set S of possible contexts and has to choose an action
at ∈ A from a set A of possible actions. Afterwards, she
receives a reward yt = f(st, at) + εt and it is her task to
take those actions that produce the highest reward. The
expected reward depends on the context, such that the
agent has to learn the underlying function f ; sometimes,
this may require the agent to choose an action which is
not expected to give the highest reward, but one that
might provide useful information about f , thus choosing
to explore rather than exploit.

For an agent who ignores the context st, the task
would appear as a restless bandit task, as the rewards
associated with an arm will vary over time due to the
changing context. Learning the function f will make
these changes in reward predictable and choosing the
optimal arm easier. As it is not given that participants
will learn the function, we will compare models of their
behavior which are either context-blind and only learn
based on direct feedback of the chosen arms, or contex-
tual and learn the function relating context to reward.
All models are based on inferring a predictive distribu-
tion of the reward yk,t+1 on trial t+1 associated with arm
k from the previous rewards y1:t = (y1, . . . , yt), chosen
arms a1:t, and contexts c1:(t+1). For all models consid-
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ered here, this predictive distribution is a normal distri-
bution

p(yt+1|y1:t, a1:t, c1:(t+1)) = N (Mt+1, Vt+1) (1)

but the models differ in how they compute the mean
Mt+1 and variance Vt+1.

Learning

Context-blind learning Context-blind models only
respond to the observed outcomes over time thereby ig-
noring the context completely.

µ-tracking The first context-blind model is based on
tracking the mean µk reward associated to each arm k.
The Bayesian µ-tracking model computes, on each trial,
the posterior distribution of the mean and was imple-
mented by a mean-stable version of the Kalman filter
described next (by setting σ2

ζ = 0).

Kalman filter Unlike the model above, the Kalman
filter is a suitable model for tracking a time-varying
mean. It is based on the following structural model

µk,t = µk,t−1 + ζk,t ζk,t ∼ N (0, σζ)

yk,t = µk,t + εk,t εk,t ∼ N (0, σε)

The mean of the predictive reward distribution of an arm
k is computed as

Mk,t = Mk,t−1 + δk,tKk,t[yt −Mk,t−1] (2)

where δk,t = 1 if arm k was chosen on trial t, and 0
otherwise. The “Kalman gain” term is computed as

Kk,t =
Sk,t−1 + σ2

ζ

Sk,t−1 + σ2
ζ + σ2

ε

where Sk,t is the variance of the posterior distribution of
the mean reward, computed as

Sk,t = [1− δk,tKk,t][Sk,t−1 + σ2
ζ ] (3)

The variance of the predictive distribution is

Vt = St + σ2
ζ + σ2

ε (4)

When fitting the model to participants’ behavior, prior
means and variances were initialized to Mk,0 = 0 and
Sj(0) = 1000, while σζ and σε were estimated by maxi-
mum likelihood.

Contextual learning The contextual models learn
the functions fk that map the context to the rewards.
We will consider two contextual models: linear and
Gaussian Process regression.

Bayesian linear regression Linear regression as-
sumes the expected reward of an arm is an addi-
tive function of the m attributes of the context st =
(s1,t, . . . , sm,t):

ykt = fk(st) + εk,t = β0 +

m∑
i=1

βisi,t + εk,t

Bayesian linear regression starts with a prior distribu-
tion on the parameters βi, i = 0, . . . ,m and, from the
contexts s1:t and rewards y1:t infers the posterior distri-
bution over these parameters. These can then be used
to compute the predictive reward distribution (1), with
mean

Mk,t =
1

σ2
st+1

>A−1Sy (5)

and variance

Vk,t = st+1
>A−1st+1 (6)

where A = σ−2SS> + Σ−1, with S being the context
and y the outcomes observed so far.

Gaussian Process regression The second class of
used models is non-parametric. Instead of postulating a
specific parametric form, Bayesian non-parametric mod-
els implicitly assume that the function can be repre-
sented by an infinite number of parameters and let the
data speak directly by the means of Bayesian inference.
One example of a non-parametric model in the functional
domain is a Gaussian Process (Rasmussen, 2006).

A Gaussian Process (henceforth GP) is a collection of
random variables from which every finite marginal dis-
tribution is multivariate Gaussian. A Gaussian Process
can be expressed as

f(s) ∼ GP
(
m(s), k(s, s′)

)
. (7)

where m(s) = E[f(s)] is the mean function and k(s, s′) =
E[(f(s)−m(s))(f(s′)−m(s′))] the covariance function.
We assumed a squared exponential kernel

k(s, s′) = exp

(
− (s− s′)2

2λ2

)
(8)

as covariance function with the lengthscale parameter λ.
The predictive reward distribution (1) has mean

Mk,t = K(st+1, S)[K(S, S) + σI]−1y (9)

and variance

Vt = K(st+1, st+1)

−K(st+1, S)[K(S, S) + σI]−1K(S, st+1) (10)

where K is the covariance matrix, S is the context seen
so far, and σ is the noise level.
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Decision strategies

We will consider two strategies to make decisions in a
CMAB based on the expected outcomes according to the
above learning models: the Upper Confidence Bound
strategy and Thompson Sampling.

Upper Confidence Bounds (UCB) The upper con-
fidence bound (UCB) algorithm, which has been shown
to perform well in many real world tasks (Krause &
Ong, 2011), balances the current expected value and the
variance per arm and chooses the arm with the high-
est upper confidence bound. The UCB-algorithm can
be described as a selection strategy with an exploration
bonus, where the bonus depends on the 95% confidence
interval of the estimated mean reward. As the UCB-
algorithm is essentially deterministic while participants’
decisions are expected to be more noisy, the following
Softmax-transformation was used when fitting the strat-
egy to participants’ behavior

p(at = k) =
exp{γ(Mk,t + 1.96

√
Vk,t)}∑n

i=1 exp{γ(Mi,t + 1.96
√
Vi,t)}

(11)

The temperature parameter γ governs how consistent
participants choose according to the values generated
by the different models and was estimated by maximum
likelihood.

Thompson Sampling Thompson sampling chooses
each arm according to the probability that it provides
the highest reward out of all arms in a particular con-
text (May et al., 2012). This is a form of probability
matching. The algorithm can be implemented by sam-
pling for each arm a reward from the predictive reward
distribution (1) and choose the arm with the highest
sampled reward. Even though this model seems rela-
tively simplistic, it can describe human choices in (non-
contextual) restless bandit tasks well (Speekenbrink &
Konstantinidis, 2015). Whereas psychology has gener-
ally viewed probability matching as an inferior decision
strategy, Thompson Sampling has been shown to per-
form well in bandit tasks and can easily adapt to chang-
ing environments as it keeps on exploring other options
over time.

The probability of an arm to be chosen can be ex-
pressed as

p(at = k) = p(∀j 6= k : yk,t ≥ yj,t) (12)

and computation from the predictive reward distribu-
tions is straightforward (see Speekenbrink & Konstan-
tinidis, 2015).

Hypotheses

We conducted two experiments to test the following 3
hypotheses:

H1: Participants will manage to learn within the intro-
duced CMAB-setting and therefore be better described
by contextual than by context-blind models.

H2: Participants will approach contextual learning in a
non-parametric fashion, allowing them to potentially
learn different types of functions. Therefore, partici-
pants will be better described by the Gaussian Process
than by the linear regression model.

H3: Instead of maximizing output by a deliberate mean-
variance trade-off, participants approach dynamic de-
cision making problems using a probability match-
ing heuristic. Thus, they will be best described by
Thompson sampling.

Whereas H1 is based on the assumption that partici-
pants can learn the true functions in the CMAB setting,
H2 follows recent successful attempts to describe func-
tion learning as non-parametric by Gaussian Process re-
gression (Griffiths et al., 2009). That participants are
better described by probability matching expected out-
comes instead of a mean-variance trade-off (H3) has been
shown by Speekenbrink & Konstantinidis (2015) in a
large model comparison study within the restless ban-
dit setting.

Experiment 1 : Stationary CMAB

The first experiment was designed to test if participants
can learn the functions in a stationary contextual bandit
task.

Task

In the task, there were four different arms that could
be played. In addition, three binary variables, sj,t,
j = 1, 2, 3, were introduced as the general context. These
variables could either be on (+) or off (-). The outcomes
of the four arms were dependent on the context as fol-
lows:

y1,t = 50 + 15× s1,t − 15× s2,t + ε1,t

y2,t = 50 + 15× s2,t − 15× s3,t + ε2,t

y3,t = 50 + 15× s3,t − 15× s1,t + ε3,t

y4,t = 50 + ε4,t

with εk,t ∼ N (0, 5). Thus, the reward was a different
linear function fk(st) of the context st = (s1,t, s2,t, s3,t),
producing an outcome fk(st) + εk,t.

On each trial, the probability that a context feature
was on was set to p(sj,t = +) = 0.5. The functions fk
were deliberately designed such that the expected reward
over all possible contexts are identical with E[yk,t] = 50
in order to avoid first order stochastic dominance of
context-blind choices. This means that the only way to
gain higher rewards than the average of 50 is by learn-
ing how the context features influence the rewards. The
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Figure 1: Screenshot of Experiment.

context-blind strategies therefore would not perform bet-
ter than chance. Moreover, introducing an arm that only
returns the overall mean with some added noise (Arm 4)
helps us to distinguish even further between contextual
and context-blind models. As context blind models only
take the outcome into account, they should prefer Arm
4 as it produces the same mean over time, but exhibits
less variance and therefore second-order dominates all
the other arms. Contextual models on the other hand
should tend to never select Arm 4 as taking the context
into account will generally lead to outcomes which are
better than the overall mean.

Participants

47 participants (26 males, age: M = 31.9, SD = 8.2)
were recruited via Amazon Mechanical Turk and re-
ceived $0.3 plus a performance-dependent bonus of up
to $0.5 as a reward.

Procedure

Participants were told that they had to mine for “Emer-
alds” on different planets. Moreover, it was explained
that at each time of mining the galaxy was described
by 3 different environmental factors, “Mercury”, “Kryp-
ton”, and “Nobelium”, that could either be on (+) or off
(-) and had different effects on different planets. Partic-
ipants were told that they had to maximize the overall
production of Emeralds over time by learning how the
different elements influence the planets and then pick-
ing the planet they thought would produce the highest
outcome, given the currently available elements. It was
explicitly noted that different planets can react differ-
ently to different elements. There were a total of 150
trials and which planet corresponded to which reward
function fk was determined randomly at the start of the
experiment.

Results

The average score per round was 66.78 (SD=13.02) and
most participants (38 out of 47) performed better than
chance (an average score of higher than 50) as is con-

Figure 2: Distribution of obtained rewards (score) over
participants by trial in Experiment 1.

Table 1: Average AIC, standard deviations, and the
number of participants best fit by the different models.

Model AICmean AICSD #best
Random 415.9 0 1
µ-track-UCB 392.1 39 2
µ-track-Thompson 388.1 56 3
Kalman-UCB 390.9 33 2
Kalman-Thompson 375.5∗ 50 11
Linear-UCB 387.8 34 3
Linear-Thompson 383.0 46 10
GP-UCB 389.4 34 4
GP-Thompson 381.6 42 12∗

firmed by a simple t-test against µ = 50, t(46) = 7.17,
p < 0.01. That participants actually do learn over time
while also sticking to some exploratory behavior can be
see in Figure 2, where the density for higher scores in-
creases and the density for lower scores decreases over
trials.

The overall performance of all models is shown in Ta-
ble 1. In addition to the aforementioned models, we also
included a Random baseline model, which assumes par-
ticipants decided by random uniform guessing. It can
be seen that the contextual models described partici-
pants behavior better than the two context-blind mod-
els. Altogether, 17 participants were best described by
the context-blind models, whereas 29 participants were
best described by the contextual models.

Even though the Kalman-Thompson model resulted in
the lowest average AIC-value overall, the Gaussian Pro-
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cess models described more participants best (16), more
than the linear regression models (13) or the Kalman
filter (13). The good performance of the Kalman filter
might be due to the fact that some people did mostly
try to learn on which planet they should mine, which is
also indicated by the relative large variance of the two
Kalman models. Even though there is only a small dif-
ference between the Gaussian Processes and the linear
model, it is evermore surprising as the linear model here
would be the best description of the underlying system
a priori – the task is a linear system after all. What this
tells us is that instead of approaching the problem with
a fixed parametric representation in mind, participants
might indeed apply a learning strategy that is more eas-
ily adaptable to other scenarios than a linear one.

Lastly, more people were described best by Thompson
sampling than by the UCB strategy (36 vs. 10). This
indicates that participants seem to apply this probability
matching heuristic.

Intermediate Conclusion
Within a newly introduced task called the Contextual
Multi-Armed Bandit task, we have found that partic-
ipants can best be described by probability matching
outcomes of a (close to) rational non-parametric func-
tion learning engine. Probability matching used to be re-
ferred to as “biased” or “irrational” (Stanovich & West,
2008), but can actually constitute a very sensible strat-
egy, especially in dynamically changing environments
(Agrawal & Goyal, 2012). Therefore, one would expect
that participants should still be able to perform well even
in a dynamically changing environment. The second ex-
periment was designed to test this.

Experiment 2: Dynamic Contextual
Multi-Armed Bandit

The second experiment used a similar task as before.
However, this time the reward of a given arm (planet)
was dependent on how often the particular arm had or
had not been chosen previously. The rewards were de-
termined according to the following functions

y1,t = 50 + 15× s1,t − 15× s2,t + ε1,t + ζ1(t)

y2,t = 50 + 15× s2,t − 15× s3,t + ε2,t + ζ2(t)

y3,t = 50 + 15× s3,t − 15× s1,t + ε3,t + ζ3(t)

y4,t = 50 + ε4,t + ζ4(t),

where

ζj(t) =

{
−1, if at−1 = j
1
3 , otherwise

(13)

This means that every time an arm is chosen its mean
reward decreases by 1 point while the means of the un-
chosen arms increase by 1

3 , thereby creating a dynamic
environment in which past choices directly influence fu-
ture outcomes.

Participants

47 participants (30 males, age: M = 29.1, SD = 8.6)
were recruited via Amazon Mechanical Turk and re-
ceived $0.3 plus a performance-dependent bonus of up
to $0.5 as a reward.

Procedure

The procedure was as in Experiment 1, but participants
were told that their choices could influence future out-
comes.

Results

On average, participants obtained rewards of 59.84 (SD
= 9.41). Even though this task was deliberately set up to
be more difficult, participants’ overall average score was
again above chance, t(46) = 7.17, p < 0.01. In total, 41
out 47 participants performed better than chance. Fig-
ure 3 indicates that the evidence of learning was some-
what weaker than before.

Figure 3: Distribution of obtained rewards (score) over
participants by trial in Experiment 1.

While scores tended to increase over trials, this was not
as pronounced as in Experiment 1. This might be due
to the increase in difficulty of the task, as participants
had to both learn a function and take the dynamics of
their actions into account.

The overall performance of all models is shown in Ta-
ble 2. Again, the contextual models described more
people best than the context-blind models (14 vs. 30).
Thus, even in this more complicated scenario, people
seem able to learn about the relation between the con-
text and rewards. The non-parametric models again de-
scribed more people best than the linear regression mod-
els (19 vs. 12) or the Kalman filter (19 vs. 12). Finally,
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Table 2: Average AIC, standard deviations, and the
number of participants best fit by the different models.

Model AICmean AICSD #best
Random 415.9 0 2
µ-tracking-UCB 414.5 10 0
µ-tracking-Thompson 416.8 5 0
Kalman-UCB 385.1 44 5
Kalman-Thompson 387.8 39 9
Linear-UCB 331.0 88 3
Linear-Thompson 321.1 99 9
GP-UCB 349.5 72 3
GP-Thompson 316.9∗ 104 16∗

the Thompson-sampling based strategies described more
people best than the UCB strategy (34 vs 11). Overall,
the Thompson sampling GP-model described most peo-
ple best (16) reaching a mean AIC of 316.9.

Discussion and Conclusion
We have introduced the Contextual Multi-Armed Ban-
dit (CMAB) task as a paradigm to investigate decision
making in situations where one has to learn contextual
functions and simultaneously make decisions according
to the predictions of those functions. The CMAB-task here
can be seen as a natural extension of past experiments
on learning in traditional multi-armed bandit tasks.

In both a stationary and a dynamic task, we found
that participants mostly performed above chance and
were best described as probability matching to expected
outcomes according to a rational Gaussian process func-
tion learning model. The above-chance performance
shows that participants were able to learn the relation
between context and rewards. The good performance
of the GP model opens up the field of decision making
to a powerful class of general purpose non-parametric
learning models. The good performance of the Thomp-
son sampler replicates the results of Speekenbrink &
Konstantinidis (2015) in a non-contextual restless ban-
dit task. It shows that probability matching, a behav-
ior often frowned upon as irrational, provides a sensi-
tive strategy that people might actually apply to solve
the exploration-exploitation dilemma in a range of sit-
uations. This is also what we have confirmed in our
second experiment, where participants were even bet-
ter described by a Thompson sampling algorithm in a
more dynamic scenario, where rewards depended on past
choices. In conclusion, all of our three main hypotheses
were confirmed.

This paper is only a first step into research on CMAB

problems. Future studies could try to assess how peo-
ple behave in scenarios where more context is provided
either by creating a multi-context environment (for ex-
ample, one context per planet) or by providing continu-
ous context variables (for example, values between 0 and

10). Another simple modification could be to check dif-
ferent parameterizations of the underlying functions to
differentiate even further between the different candidate
models.

Finally, we have only introduced a comparison be-
tween a linear model and a Gaussian process in what
can be described as an active learning task. In future
experiments we aim to try and compare even more elab-
orate models within this context. Using an exploration-
exploitation domain as a platform to compare models
against each other might be a useful additional approach
to decide among models from a list of many potential
candidates (Schulz et al., 2014).
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Abstract 
Biological swarms are collections of many independent 
agents who are motivated to remain clustered in a large group. 
The motion of swarms, then, is complex, with the influence if 
independent members within a coherent structure of the 
group.  We investigated whether human perception of 
biological swarms was sensitive to this internal complexity of 
the group motion, as has been observed for biological motion 
of single objects, such as the limbs of a walking person. In 
two experiments, we tested motion detection and 
discrimination of biological swarm motion compared with 
scrambled, unstructured spiral and rigidly-structured 
rotational motion. The results showed that discrimination of 
swarms was superior to perception of scrambled swarms that 
contained no structure, but was worse than discrimination of 
the motion of rigid structures. These results suggest that 
perception of swarms does not engage a specialized 
mechanism for detecting internal structure, as is found with 
other types of biological motion, but instead reflects the 
properties of perception of a coherent global motion. These 
results have implications for the design of human-machine 
interfaces. The majority of existing human-robot swarm 
interaction visualizations presents the human user with each 
individual swarm member. The presented results imply that 
an abstract visualization representing the general swarm 
structure will perform as well, or better than visualizations of 
each individual. 

Keywords: Cognitive Science; Vision; Perception; 
Experimental research with adult humans; motion perception;  
biological motion; structure from motion; swarm 

Introduction 
Biological swarms are a distinctive phenomenon created 

by the common needs and desires of a collection of 
individuals who associate with one another. Be they flocks 
of birds, schools of fish or herds of cattle, swarms have 
characteristic motions based on each individual’s desire to 
remain with the group combined with their basic needs, 
such as finding food and avoiding predators (Attanasi et al. 

2014; Couzin & Krause, 2003; Couzin, 2009; Sumpter, 
2010). Self-organizing principles bring about the emergence 
of global motions that have distinct patterns, even while 
each individual member of the swarm retains independence 
(Couzin et al, 2002; Wood & Ackland, 2007; Cavagna & 
Giardina, 2010). The motion of swarms can be defined as a 
type of biological motion, because swarms have 
characteristic patterns of motion that are defined by living 
organisms in locomotion (Johansson, 1973; Hiris, 2007). 

Biological motion has been considered a special category 
of motion in perception research. The motion of living 
organisms, including people, animals, insects and even 
novel creatures, is perceived readily, even with sparse cues 
(Blake & Shiffrar, 2007; Mather & West, 1993; Pyles, 
Garcia, Hoffman & Grossman, 2007; Gold et al., 2008).  
Johansson (1973) discovered that a minimalist display 
showing only moving white dots was able to convey to an 
observer the accurate understanding of a person walking, as 
long as the dots reflected the location of the person’s 
primary joints, such as elbows, shoulders, knees, and hips. 
Research has demonstrated that perception of human 
walking is effortless and automatic (Thornton & Vuong, 
2004; Thornton, Rensink & Shiffrar, 2002), is possible by 
newborn babies (Simion, Regolin & Bulf, 2008) and 
activates specialized brain areas that are responsible for 
biological motion perception (Grossman et al, 2000; 
Grossman et al., 2005). Specialized perception to the motion 
of the human figure may reflect the fact that one of the most 
prevalent moving objects in our natural environment is other 
people. 

The vast majority of research on biological motion has 
used motion of subparts of a single object, such as limbs of 
the body or features of the face (Blake & Shiffrar, 2007).  
Given the constraints of bone and joints, motion of subparts 
reflects a bounded set of possibilities that reliably reflect the 
underlying form. As such, it is perhaps not surprising that 
normal perception of biological motion seems to depend on 
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both the motion detection system and the form recognition 
system (Thurman, Giese & Grossman, 2010).  In fact, the 
superior recognition of biological motion over perception of 
other categories of motion has been attributed to the 
contribution of the form (Hiris, 2007; Gold et al., 2008).   

The motion of swarms is a type of biological motion, 
because it is defined and constrained by the structure of 
biological entities. However, unlike biological motion of the 
human body, swarm motion has no underlying form that 
rigidly determines the relationship between parts.  
Individuals in a swarm behave similarly, but retain their 
independence creating a motion that is uniquely organized 
and free.  At the same time, swarm motion is biological, 
based on the interactions between living organisms 
following basic rules of association that produce a coherent 
global motion that seems readily recognizable. This work 
investigated whether perception of swarm motion showed 
the sensitivity to the structure of moving swarms and 
whether this sensitivity was similar to the specialized 
system of biological motion perception of the walking 
human form. Developing a clear understanding of how 
humans perceive biological swarms directly impacts not 
only our understanding of human motion perception, but 
also can impact the design of swarm visualizations.        

Experiment 1: Discrimination of Swarm 
motion vs Scrambled Swarm motion 

To start our investigation of the perception of swarm 
motion, this experiment measured motion discriminability 
thresholds.  If there is a specialized mechanism for detecting 
swarm motion, then observers should have lower threshold 
for discriminating swarm motions from one another than 
discriminating the same local motions with the global 
pattern of motion destroyed.  Swarm motions were short 
movie clips (200 frames) of a school of 256 fish that were 
randomly selected from an extensive recording (over 10,000 
frames) of fish schooling behavior (Couzin and colleagues, 
pers. comm).  Scrambled control clips were made by 
randomly displacing each fish slightly, enough to destroy 
the global coherency of motion that is typical for biological 
swarms.  In each block of eight trials, participants were 
asked to memorize one randomly-selected clip and 
discriminate it from another random clip in the subsequent 
trials across increases of motion noise. Swarm and 
scrambled motion were tested in separate blocks.  This 
experiment tests the basic concept that organized motion of 
swarming fish is easily remembered and recognized by 
human observers. 

Method 
Following the traditional approach of cognitive science, this 
experiment tested several individuals in a repeated measures 
design testing the discrimination of swarm motion 
compared to the discrimination of scrambled motion. 
 
Participants: Seventeen volunteers were recruited from the 
population of Vanderbilt University undergraduate students.  

Each participated for one hour in exchange for partial course 
credit or $12 payment. Data from one participant was 
removed prior to analysis because the participant was 
unable to complete the session due to a schedule conflict. 
The protocol for this and all subsequently presented 
experiments was approved by the Institutional Review 
Board at Vanderbilt University and follows the Declaration 
of Helsinki and APA Ethics Code standards for the 
Protection of Human Participants in research. 
 
Materials and Stimuli: Visual displays were constructed 
with Matlab and the Psychophysics Toolbox library 
(Brainard, 1997; Pelli, 1997) on an Mac mini with OSX 
10.7.2 driving a DELL 1704FPT 17” flat screen monitor at a 
resolution of 1024X768 pixel and a refresh rate of 60 Hz. 
Participants viewed the stimuli from a distance of 
approximately 57 cm, such that stimuli subtending 1 cm on 
the screen were approximately 1 degree of visual angle.  

The visual displays provided movie clips (200 frames) of 
white dots (0.25 cm diameter) inside a square white frame 
(22 cm X 22 cm) moving on a black background. The dots 
moved as a swarm in half of the clips. The motion of each 
dot was determined from an extensive recording (10,296 
frames) of a school of 256 fish performing schooling 
behavior provided by Dr. Iain Couzin, Professor of Ecology 
and Evolutionary Biology at Princeton University (Couzin, 
2009).  Positions of each fish were extracted from the video 
recordings and rendered in the 2D visual displays as dots. 
Short clips were randomly selected without replacement 
from the recording.  Scrambled control clips were generated 
by randomly displacing each dot. Displacements in both 
horizontal and vertical position were determined by adding 
or subtracting a random value between zero and one-quarter 
of the width of the display (5.5 cm). Displacements were 
enough to destroy the global coherency of motion that is 
typical for biological swarms, but maintained the motion 
path and speed of each dot. The fish motion throughout the 
school is variable, thus the speed of each dot varied widely 
with a mean speed of approximately 18 degrees per second 
(dps) (12.5 pixels per frame) and a standard deviation of 26 
dps. Typically, dots near the center of the swarm, often near 
the center of the screen, moved slowly (0-2 dps), while 
those at the edges moved more quickly (30-50 dps).  This 
pattern was not preserved in the scrambled condition, 
because each dot retained its trajectory, but was randomly 
displaced.  

The swarm and scrambled motions were tested in separate 
blocks. At the beginning of each block of eight trials, 
participants memorized one randomly-selected clip and 
discriminated it from other random clips in each trial in a 
two-alternative temporal forced choice procedure (2ATFC). 
The trials varied by the number of randomly moving dots 
that were also present in the display – the motion noise. 
Noise dots replaced some subset of the moving dots at 
different proportions across trials. Noise was either 100%, 
87%, 74%, 61% 48%, 35% 23% or 10% of the dots. Signal 
level was 100% minus noise level. Each noise dot moved in 

2129



a random direction along a straight path at 1.5 dps, with a 
limited lifetime of 10 frames (0.167 sec), after which each 
was randomly displaced and moved in a new random 
direction. As such, the noise was dissimilar in speed, 
trajectory or lifetime to the moving dots. 
 
Procedure: After providing informed consent, participants 
were shown a demonstration of the visual displays, 
including two swarm motions and two scrambled motions 
with no visual noise. After the task was explained, 
participants completed eight practice trials with either the 
swarm or the scrambled motion, counter-balanced across 
participants. The main experimental trials consisted of 18 
blocks of eight trials. The blocks alternated between swarm 
motion and scrambled motion (counter-balanced across 
participants), so participants were always comparing swarm 
motion to swarm motion and scrambled motion to 
scrambled motion. Each block started with the exposition of 
one motion clip that was the standard motion to be 
memorized for that block of trials. Participants could press a 
key on the keyboard to repeat the video clip and see the 
standard multiple times, if they chose to do so. The 
subsequent eight trials each consisted of two motion clips, 
one presentation of the standard and one comparison clip 
with a 0.1 second blank screen between clips. Which clip 
appeared first was randomly determined for each trial. The 
comparison clip was chosen randomly on each trial. Both 
clips were presented at the same level of noise. All eight 
levels of noise were shown in a block of trials in random 
order. At the end of each trial, participants pressed one of 
two keys on the keyboard to indicate whether the standard 
was first or second in the trial. Feedback was immediately 
provided after the key press and the next trial advanced 
automatically after 1 second. Feedback was also given at the 
end of each block as a percentage of correct trials per block. 

Results and Discussion 
The percentage of correct responses across the motion types 
(Swarm and Scrambled) and the eight levels of motion noise 
for 16 participants were submitted to an ANOVA. Both 
main effects were statistically significant, showing that 
swarm motion was discriminated better than scrambled 
motion on average (Swarm M=89.3%; Scrambled 
M=80.5%, F(1,15) = 56.1, p<.001), and that higher noise 
produced worse discrimination performance than lower 
noise (F(7,105)=44.36, p<.001). The interaction was not 
statistically significant. These analyses indicate that 
participants were better able to discriminate swarm 
biological motion than their scrambled counterparts overall, 
but do not clearly indicate of how performance with the two 
motion types varied across levels of noise. Results are 
shown in Figure 1. 

Discrimination thresholds for each participant were 
estimated separately in order to describe discrimination 
differences between motion types more clearly. The 
thresholds were set at the 75% correct discrimination level 
by fitting a 3rd-order polynomial to the accuracy data across 

 
Figure 1: Proportion correct motion discrimination for 

swarm and scrambled swarm displays across signal level, 
averaged over participants. 

 
noise levels for each motion type. The average threshold for 
the swarm motion was significantly lower than for the 
scrambled motion (t(15)= -3.465, p<.005).  Interpolating 
from the fit functions, the results show that the swarm 
motion was discriminated at threshold with only 7% signal 
dots (93% noise), while scrambled motion was 
discriminated at threshold with 18% signal dots (82% 
noise). These analyses indicate that participants were able to 
discriminate swarm biological motion at higher levels of 
noise than the scrambled counterparts. 

The results support the conclusion that the perception of 
motion of swarming biological agents is, as a whole, greater 
than the sum of its parts. As with previous research on the 
perception of biological motion of human figures (Thurman, 
Giese & Grossman, 2010), perception of biological swarms 
benefits from the coherent organization of the parts relative 
to the whole. These results are consistent with the subjective 
impression, expressed by the participants, that the swarm 
motion is a coherent, global motion with some deviant 
members, while the scrambled motion was much less 
coherent. Even though this experiment does not indicate 
whether or not perception of the swarm is achieved with a 
privileged mechanism, it indicates that people easily 
recognize swarm motion, even with substantial visual noise. 

Experiment 2: Discrimination of Swarm 
motion vs Rigid and non-rigid rotation 

Experiment 1 demonstrated that perception of swarm 
motion benefits from the presence of the spatial relationship 
between swarm members. Experiment 2 was designed to 
assess the extent of this benefit.  Previous research has 
shown that the discrimination of biological motion, of a 
human walking figure, is better than discrimination of 
random motion (Hiris, 2007). This benefit to perception 
seems due, for the most part, to the internal structure of the 
biological form (Beintema & Lappe, 2002) as evidenced by 
the similar discrimination thresholds from walking figures 
and rotating geometric shapes (Hiris, 2007). If perceiving 
swarm motion is accomplished with a mechanism that 
readily detects structure, then observers will perform better 
when discriminating the direction of a swarm’s motion as 
compared to a random arrangement of dots. Also, if swarm 
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perception is similar to biological motion perception, then 
observers will perform just as well with swarms as with 
highly-structured figure motion. This experiment tests the 
notion that organized motion of swarming fish has structure 
that is readily perceived. 

Method 
Following the traditional approach of psychophysics, this 
experiment tested a few experienced individuals in an 
extensive measurement of motion discrimination thresholds. 
Motion discrimination thresholds were estimated for swarm 
motion, unstructured spiral motion and rigidly-structured 
rotation of a square.  

 
Participants: Four experienced psychophysical observers 
were recruited from the Vanderbilt Vision Research Center.  
Each participated in 3-6 one-hour sessions of testing over a 
period of one week. Two observers (AES and MM) were 
collaborators and/or authors of this work. The other two 
observers (DM and YQ) were naïve participants who 
received partial course credit or payment. 

 
Materials and Stimuli: Visual displays were constructed 
with the same materials as Experiment 1. There were three 
types of displays in this experiment: swarms, spirals and 
squares. Swarm displays were a subset of the same short 
movie clips of white dots. The selected subset of movies 
were based on the overall swarm’s motion in the clip.  Clips 
with distinct rotational or translational motion were selected 
and those with mixed or shearing motion were discarded. 
Spiral displays contained randomly-placed dots that moved 
on a spiral path. The position, speed and direction of the 
spiral was randomly varied across trials to span the same 
range of positions, speeds and directions as the swarm 
motions. Square displays contained dots that moved such 
that the arrangement of dots created a square that rotated 
about its center. The direction of the squares’ rotation was 
randomly determined as clockwise or counter-clockwise for 
each trial. The position and speed of the square was 
randomly varied across trials to span the same range of 
speeds and positions as the swarm motions. Each dot in all 
displays has a limited lifetime (approx. 0.167 sec) before it 
disappeared and was replaced by another dot in a different 
location. 
 
Procedure: After providing informed consent, participants 
were shown a demonstration of the visual displays, with no 
visual noise. Different display types were tested in separate 
blocks. The participants were asked to discriminate the 
direction of motion in each block of 24 trials. The 
participants responded with a key press on the number pad 
indicating counter-clockwise or leftward motion with the ‘1’ 
key and clockwise or rightward motion with the ‘2’ key. 
The trials within a block varied by the number of randomly 
moving dots that were also present in the display – the 
motion noise. The noise dots replaced some subset of the 
moving dots at different proportions across trials, which 

differed by participant. Each noise dot moved in a random 
direction along a straight path at 1.5 dps, with a limited 
lifetime of 10 frames (0.167 sec), after which each was 
randomly displaced and moved in a new random direction. 
Each participant completed 18-36 blocks of trials, or 6-12 
blocks of each display type. Participants completed different 
numbers of trials, because the participants differed in the 
variability of their discrimination. Feedback was 
immediately provided after the key press and the next trial 
advanced automatically after 1 second. Feedback was also 
given at the end of each block as the percentage of correct 
trials for that block. 

Results and Discussion 
Discrimination performance for each participant was 
analyzed separately in order to describe discrimination 
differences between motion types more clearly. Figure 2 
shows the accuracy of three participants for each condition 
across signal level.  For every participant, swarm motion 
(blue curve) was discriminated at a level that was similar to 
discrimination of the spiraling random array of dots (red 
curve) and was not discriminated as well as the structured 
motion of dots moving as a square (green curve). 

 
 
 
 
 
 
 
 
 
 
 
 
 

   
Figure 2: Proportion correct motion discrimination for 

swarm, spiral and square displays across signal level, shown 
separately for each participant (AES, DM, MM & YQ). 

 
Discrimination thresholds were set at the 75% correct 

discrimination level by fitting a 3rd-order polynomial to the 
accuracy data across noise levels for each motion type and 
for each observer. The threshold for the Square motion was 
lower than for the Swarm motion for every participant.  
Interpolating from the fit functions, the results show that the 
rotating square motion was discriminated at threshold with 
only 6% signal dots (94% noise), while biological swarm 
was discriminated at threshold with 12% signal dots (88% 
noise). Spiral motion was discriminated at 14% signal dots 
(86% noise). These analyses indicate that participants were 
able to discriminate highly structured motion of the square 
at lower levels of noise than the unstructured spiral or the 
biological swarm. 

These results do not support the hypothesis that swarm 
motion is perceived with support from an underlying form, 
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similarly to the rotating square. Instead, these results 
indicate that swarm perception is perceived similarly to 
perceiving organized, but unstructured motion, such as 
spiral motion.  Mechanisms of motion perception sensitive 
to complex global patterns (Freeman & Harris, 1992; Burr, 
Morrone & Vania, 1998; Barraza & Grzywacz, 2005) seem 
sufficient to explain the perception of biological swarms. 

General Discussion 
We investigated motion perception of biological swarms 

to determine whether the inherent structure of swarm 
motion was perceptible and specialized.  Previous research 
has found that motion perception of biological agents, when 
defined as subparts of a body, is buttressed by the 
recognition of the underlying form.  Having no rigid form, 
yet still conforming to some global regularities, swarm 
motion is a unique case of biological motion.  Results of 
two experiments demonstrated that the spatial relations 
between members of the swarm are perceived in support of 
motion recognition, and, swarm motion is perceived 
similarly to unstructured global motions without the benefit 
of the perception of an underlying structure.  These results 
suggest that motion perception of swarms is supported by a 
global motion system that is not specialized for the 
biological nature of the individual agents and their 
interaction, but instead, capitalize on the motion redundancy 
from multiple individuals to code the overall pattern. 

Implications for Biological Motion Literature 
This study has investigated the human perception of swarm 
motion to measure human sensitivity to the organized 
motion of a biological swarm. Although previous studies 
have investigated motion perception of biological groups, 
these have mainly focused on crowd perception in which the 
observer’s viewpoint is from within the group, rather than as 
a distant vantage point (Sweeney, Haroz & Whitney, 2013;  
Gallup, et al., 2012).  Here we investigated the perception of 
swarm motion where the observer oversees a display in 
which each individual is a single point moving amongst the 
others. Similar rendering of biological motion of the parts of 
a single human figure have been used to demonstrate that 
people are surprisingly good at seeing biological motion, 
likely because of the well-learned underlying form (Hiris, 
2007; Gold et al., 2008; Thurman, Giese & Grossman, 
2010).  Swarm motion offers a unique opportunity to test 
motion that is biological, yet completely non-rigid, with 
freedom of each individual, and, at the same time, organized 
based on principles of group dynamics.  Our conclusion that 
swarm motion is perceived similarly to other global motion 
patterns, without the benefit of an underlying form, 
indicates that biological motion as a category can be divided 
into form-based and non-form based.  Form-based 
biological motion reaps the benefits of form perception 
supporting superior performance and surprisingly effortless 
perception.  Non-form based biological motion, however, 
may be supported by mechanisms sensitive to complex 
global motions created from redundant local motions 

making a symmetrical pattern, as in optic flow (Koenderink, 
1986; Freeman & Harris, 1992; Cavanagh, 1993). Future 
research on this topic is warranted to determine whether 
other types of swarms besides the fish used here, other types 
of tasks besides motion discrimination, or other display 
types might yield different results.  

Implications for Human-Swarm Interaction 
Perception of biological swarm motion has implications for 
the design of human-machine interfaces (e.g. computer 
displays), used when human operators are asked to direct 
robotic swarms. Biological swarms (e.g., fish (Couzin, 
2009) and starlings (Attanasi et al., 2014)) consist of very 
large numbers of individual entities with limited intelligence 
and capabilities, but the collective demonstrates intelligent, 
complex behaviors. One promising direction in the design 
of robotic swarms is to create collectively intelligent groups 
by emulating their biological counterparts. Humans will be 
required to supervise such a swarm of robots, even while it 
is not within direct line of sight and while they are executing 
tasks for long durations, 8+ hours or days. The human 
supervisors (Scholtz, 2003) for these robotic swarm 
missions will be unable to continuously monitor the swarm 
and maintain vigilance levels. Additionally, it is highly 
probable that these human supervisors will be tasked with 
other duties, unrelated to their swarm supervision 
responsibilities that will diminish their attentional focus on 
the swarm. A known limitation of human-robotic interaction 
is limited number of individual robots that a single human 
can supervise, the human-robot ratio problem (Yanco & 
Drury, 2004). These constraints complicate the development 
of methods for human-swarm interaction.  

Much of the current human-swarm interaction literature, 
related to the human supervising the swarm from a different 
location than the swarm’s environment, focuses on 
providing a visualization of each individual robot. This 
rather basic visualization typically presents the robots as 
miniaturized robots (McLurken et al, 2006; Humphrey, 
Gordon & Adams, 2006), arrows (Kolling, Nunnally, & 
Lewis 2012), or circles (Nunnally et al. 2013). Though these 
displays do usually show additional information, like 
communication links (Kolling, Nunnally, & Lewis 2012) or 
influence vectors (Pajorová, Hluchý, & Masár 2013), they 
are relatively difficult to understand quickly. Occasionally, 
other visualizations are used, such as groupings of a small 
number of robots that do not show individual robots or show 
linkages between robots (Humphrey, Gordon & Adams, 
2006). Thus, alternative visualizations are necessary to 
support the number of entities associated with swarms.  

The presented research provides important insights in the 
human perception of biological swarms, which directly 
informs the design of robotic swarm visualizations. The 
results indicate that humans perceive the global motion of 
the swarm. If the movement of the individual swarm 
members can be abstracted to a single global motion 
visualization of the swarm, it may be easier for the human 
supervisor to monitor the overall swarm. It will reduce the 
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complexity of the visualization, while allowing a single 
human to supervise a significantly large number of 
individual robots. Further, the results imply that such an 
abstract visualization, which is less computationally 
demanding than displaying individual robots, may be 
sufficient because perception of swarms occurs primarily at 
the level of global motion. This work is part of an ongoing 
investigation of several different visualizations and tasks 
which are being implemented and tested on observers to 
develop optimal human-swarm interaction. 
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Abstract

In task switching, the n-2 repetition cost (informally, the ele-
vation in RT associated with performing a recently abandoned
task) is an indicator of residual task-set inhibition. One sug-
gestion is that such inhibition is triggered by conflict between
task-set elements. We present a novel computational model
instantiating this proposal, by adding task-conflict monitoring
units to an existing, interactive activation model of task switch-
ing. The model produces the empirical pattern, n-1 switch
costs and n-2 repetition costs, as an intrinsic property of its
architecture, but dependent on the inhibition of task demand
units by the conflict detection mechanism. In a further simula-
tion, we make predictions about n-2 repetition costs for asym-
metric tasks, and show that one functional benefit of such a
conflict-based, task inhibition mechanism is to facilitate top-
down control of tasks by automatically reducing cross-task in-
terference.

Keywords: backward inhibition; conflict monitoring; interac-
tive activation model; task inhibition; task switching

Introduction
When switching task, switch costs, in terms of increased re-
action time (RT) and errors, are robustly observed when com-
pared with successive performance of the same tasks (Kiesel
et al., 2010). Much debate has focused on whether switch
costs reflect the operation of executive processes specific to
switch trials, such as reconfiguring the cognitive system ap-
propriate to the new task, or facilitation and interference due
to residual activation and/or inhibition from the preceding
trial. Recent consensus is that switch costs reflect an interplay
of both control and interference (Vandierendonck, Liefooghe,
& Verbruggen, 2010).

In order to more conclusively ascertain whether task in-
hibition occurs, one approach is to see if a cost is associated
with re-activating a recently abandoned task. Mayr and Keele
(2000) devised an experiment involving three tasks (A,B,C)
in which repeating a recently switched-away-from task (e.g.,
the final trial in the sequence ABA, henceforth n-2 repeats)
are contrasted against tasks abandoned less recently (e.g.,
CBA n-2 switches). They hypothesized that if task-set inhibi-
tion occurs when abandoning a task, assuming that inhibition
dissipates slowly, there should be a cost associated with n-2
repeats compared to n-2 switches. In fact, this is typically
observed in human participants, and is taken as evidence for
a cognitive task inhibition mechanism. In contrast to the (n-
1) switch cost, these n-2 repetition costs have, to date, been
resistent to non-inhibitory explanations.

As yet, however, there is no agreed-upon mechanistic ex-
planation of task inhibition. In one proposal, Grange, Juvina,
and Houghton (2013) presented a computational model based
in the ACT-R architecture. Task activation and inhibition
were simulated using a modified form of the equation used to
model the activation of items in declarative memory, in which
the activation initially increases (simulating the decay of in-
hibition), peaks, and decays. This form of task inhibition is
sufficient to produce n-2 repetition costs, with its absence pre-
dicting n-2 facilitation. The authors argue that lateral inhibi-
tion between task-sets, alone, is not a sufficient mechanism to
produce persistent effects lasting more than one trial. Instead,
task sets self-inhibit following their execution. A limitation of
this model in its current form, therefore, is that it predicts n-
1 switch facilitation rather than costs. Overall, whether self-
inhibition represents a viable theoretical proposal remains un-
der debate (Koch, Gade, Schuch, & Philipp, 2010, offer a
critical review).

Moreover, a second line of behavioural research suggests
that task inhibition is variably recruited by conflict gener-
ated during task processing. For example, increasing con-
flict during various stages of task processing, including re-
sponse generation (e.g., by manipulating overlap of response
sets) has been found to affect n-2 repetition costs, suggesting
that task inhibition may occur in response to conflicting ele-
ments of multiple task-sets (Koch et al., 2010). Any complete
model of task switching should parsimoniously explain both
behavioural effects (i.e, n-1 switch costs and n-2 repetition
costs) and their modulation by conflict between task-sets.

This paper presents a cognitive computational model of
switching between three tasks, by adding a novel task inhibi-
tion mechanism, triggered by task conflict, to an earlier model
of two-task switching (Gilbert & Shallice, 2002). We present
two simulations in which the model reproduces the main em-
pirical effects, namely costs for both n-1 switches and n-2 re-
peats. Importantly, the model demonstrates that lateral inhibi-
tion alone is not sufficient to produce these effects. Moreover,
the model makes specific predictions regarding the asymme-
try of n-2 repetition costs given tasks of different difficulty.
In addition, the simulations suggest that a conflict/task-set in-
hibition mechanism provides benefits in a multitask environ-
ment, by smoothing performance during task switches, and
by shielding task processing from residual activation that can
occur following highly controlled tasks.
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Behavioural and computational studies of
mechanisms in task switching

The basis for our model is the phenomenon of asymmetric
switch costs, which has been studied and modelled in the two-
task switching literature. When two tasks are of different dif-
ficulties, such as word reading and colour naming of Stroop-
type stimuli, asymmetric switch costs are frequently reported.
Although the colour naming task is slower than word reading,
counterintuitively the switch cost is smaller when switching
to it than to word reading (e.g., Allport, Styles, & Hsieh,
1994; Yeung & Monsell, 2003). This asymemtry has been
attributed to between-task interference. For example, Allport
et al. (1994) proposed that performance of the weaker task
requires inhibiting the stronger task to prevent it being per-
formed inadvertently. If residual inhibition affected pro-
cessing on the next trial, on switch trials it would interfere
more with switching to the stronger task than the weaker
task. While an inhibition-based account is appealing, similar
activation-only accounts are possible, such as the mathemat-
ical model of Yeung and Monsell (2003), in which separate
task processing pathways compete in terms of activation, and
are influenced by residual activation from previous trials, top-
down control, and intrinsic task strength. Similar levels of
task activation create interference, and thus longer response
times.

Gilbert and Shallice (2002) present an interactive activa-
tion model of task switching in which switch costs have a sim-
ilar explanation. Processing in two task pathways is affected
by the current activation state of task demand (TD) units, or
task representations. These units receive top-down (control)
input, and unlike other units in the model, a proportion of
their activation is carried over from trial to trial. Common
to this class of model, units have lateral inhibitory connec-
tions to other units at the same level. Switch costs occur due
to residual TD unit activation favouring the repeat task. The
switch cost asymmetry occurs because activating the weaker
pathway (i.e., colour naming) in the face of strong irrelevant-
task (word reading) interference, takes longer to produce a re-
sponse, by which time the relevant TD unit tends to be more
highly active at the end of the trial, than vice versa. A por-
tion of this activation is carried forward to the next, switch
trial, where TD unit activation of the previous (now irrele-
vant) task causes interference in the early stages of task pro-
cessing, which is therefore greater for word reading trials than
colour naming trials.

From the models of Yeung and Monsell (2003) and Gilbert
and Shallice (2002), we note: a) switch cost asymmetries are
an intrinsic result of an interplay between task strength and
cross-task interference from a residually active, alternative
task. b) a dedicated, explicit task inhibition mechanism is not
required. In extending these findings into the current line of
research, we assume that cross-task interference is a form of
task conflict. Similar to these previous explanations of switch
costs, our model aims to explain a complex pattern of be-
havioural effects in terms of a relatively simple task inhibition

Conflict MonitoringConflict MonitoringConflict MonitoringConflict MonitoringConflict MonitoringConflict MonitoringConflict MonitoringConflict MonitoringConflict Monitoring

Task DemandTask DemandTask DemandTask DemandTask DemandTask DemandTask DemandTask DemandTask Demand
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ControlControlControlControlControlControlControlControlControl
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Figure 1: Architecture of the model. Excitatory connections
in black (sharp arrows), inhibitory in red (circular arrows).
Arrowheads show the direction of the connection. Not shown
are within-module connections (e.g., lateral inhibition).

mechanism, triggered by between-task conflict/interference.
Little systematic attention has been paid to n-2 repetition

costs for asymmetric tasks. One exception is the study of
Arbuthnott (2008), which examined switching between three
digit judgement tasks: participants judged whether a given
digit was odd or even (easy), greater or less than 5 (easy), or
prime or non-prime (hard). In two experiments, involving ei-
ther separate or overlapping response sets respectively, asym-
metric n-2 repetition costs were observed, with greater costs
for easy-hard-easy triplets than hard-easy-hard triplets. That
is, the n-2 task received greater backward inhibition when it
was easy than when it was hard. However, the effect on RTs
was not robust, and only reached statistical significance for
one pairing of tasks, and then for non-overlapping response
sets only. Additionally, unexpected effects occurred, such as
the reversal of direction of the switch cost asymmetry for one
pairing of tasks, in both experiments (i.e., greater cost when
switching to the more difficult task) — a result which it is dif-
ficult to fully predict using only a verbal model. Therefore,
one useful role of modelling is the integration and explanation
of these disparate effects.

A conflict-based model of task-set inhibition
Our model architecture is illustrated in figure 1. The lower
portion of the figure is equivalent to the model of Gilbert
and Shallice (2002) applied to three tasks. The upper level
corresponds to conflict monitoring units, similar to that of
Botvinick, Braver, Barch, Carter, and Cohen (2001). The in-
put to these units is somewhat different to elsewhere in the
model. Each monitors the conflict (i.e., simultaneous acti-
vation) between two Task Demand (TD) units, by taking the
product of the TD activations as an input1, multiplied by a
gain parameter. Thus, if two TD units have activation greater

1The range of TD activations are linearly rescaled from (-1,1) to
(0,1) for this calculation only.
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than zero, one conflict unit will receive a positive input. Con-
flict units also receive a constant, negative bias input, hence
activation decreases in the absence of positive input. Un-
like the model of Botvinick et al. (2001), conflict units bias
model processing interactively, via inhibitory connections to
both respective task demand units, multiplied by a weight pa-
rameter.2 Unless otherwise specified, connection weights are
fixed and take the default values used by Gilbert and Shallice
(2002).

Simulations were run on blocks of three trials. On the first
trial of each block, all units are initialised with zero activa-
tion. On subsequent trials, TD units, which carry over 20% of
their final, previous-trial activation (as in the original model)
and conflict units, which carry over 50% of their activation,
modelling the effects of residual task inhibition. All other
units are initialised as for the first trial. In a simulated trial,
one input unit in each task pathway (representing a trivalent
stimulus), and a top-down control unit (representing the cur-
rently cued task) are set to 1. Activation then iteratively pro-
pogates throughout the model. A response is made when the
most active output unit exceeds that of the next most active,
non-congruent output unit by a response threshold of 0.15,
and the number of cycles taken for this to occur is the simu-
lated response time (RT). In sum, the model instantiates a the-
oretical position similar to the proposal by Koch et al. (2010),
i.e., that task inhibition is recruited by conflict generated dur-
ing task processing.

General simulation methods
The model was tested using an analog of the paradigm of
Arbuthnott (2008). Blocks of three tasks are classified ac-
cording to the number and type of task switches, with the
dependent variable being the RT of the final trial. The n-
1 switch cost is the difference between 1-switch (1SW) and
0-switch blocks (0SW), in which the final trial is a task
switch (e.g., AAB) or a repeat (ABB), respectively. The n-
2 repetition cost is the difference between final trial RT on
alternating-switch (ALT) blocks (ABA), and 2-switch (2SW)
blocks (CBA), If no response is made within 500 cycles, the
trial is classified as an error. RTs are only analysed from
blocks with no errors.

Running the model requires a number of parameter values
to be specified. In addition to those shared with the model
of Gilbert and Shallice (2002), which took default values,
an additional parameter controls the amount of residual con-
flict activation (50% for all simulations). As described above,
three further parameters are required for the conflict monitor-
ing layer: gain, bias, and weight. One approach to parame-
ter setting would simply be to fit the model to the empirical
data pattern. However, it might be that with an alternative
set of parameters, the model could fit any arbitrary pattern of

2Given that unit activation varies between -1 and 1, only above-
zero conflict unit activations are allowed to inhibit task demand units
to prevent negative activation from exciting task demand units (due
to the negatively weighted connection).

behaviour (Roberts & Pashler, 2000). It is important, there-
fore, to show what behaviour is predicted across a wide range
of possible parameter values, and examine whether a spe-
cific behaviour is intrinsic to the model’s theoretical content,
or dependent on specific parameter values. Accordingly, we
pursue a methodology similar to parameter space partitioning
(Pitt, Kim, Navarro, & Myung, 2006). By varying three pa-
rameters across a wide range, dependent variables were gen-
erated and compared for each region (voxel) of a 3D grid.

Simulation 1
Simulation 1 tests the hypothesis that n-2 repetition costs are
dependent on a conflict-driven task-inhibition mechanism.

Method
This simulation varied three parameters of the conflict sys-
tem: gain, (0 to 100); bias (-40 to 0); and weight (-30 to 0).
Gain and bias both affect the rate at which conflict unit ac-
tivation builds up, and decays, respectively. Weight affects
the amount of biasing that conflict units exert on TD units. A
weight of zero is functionally equivalent to a model with no
conflict mechanism (thus, only lateral inhibition of TD units).
The effects that the task inhibition/conflict mechanism has on
behaviour is assessed by comparing stronger levels of weight
with this baseline.

Mean switch costs and n-2 repetition costs, in model cy-
cles, were calculated for 3000 blocks for each voxel of param-
eter space, for each condition (0SW, 1SW, 2SW, ALT). DV’s
were compared for each voxel using a Welch two-samples
t-test, and the resulting effect sizes (r) for were plotted in
figure 2. The intersection of both empirical effects (figure 2
lower panel) was taking the geometric mean of both effect
sizes, for voxels with both effects in the correct direction.

Results and discussion
Figure 2 (upper panel) shows RT switch costs are robustly
predicted over a wide region of the model’s parameter space,
except for a small region in the upper right of the plot for
stronger weight values. Here, a high gain and weak bias
means that activation of conflict units increases irrespective
of the degree of actual conflict. Conversely, behaviour in
the bottom left of each plot (i.e., strong bias and low gain) is
relatively uniform, because these settings mean conflict unit
activation decreases irrespective of input, thus no biasing of
model processing occurs.

N-2 repetition costs (figure 2, centre panel), in contrast, are
less robust than switch costs, partly because the difference in
sequences (occurring on the n-2 trial) must affect processing
even after one intervening trial. Nevertheless, systematic ef-
fects did occur. The model did not produce N-2 repetition
costs for near zero weight values, demonstrating that lateral
inhibition between TD units, alone, is insufficient to produce
n- 2 repetition costs. However, for stronger weight values,
inhibition of TD units by the conflict units was sufficient to
produce the effect for a contiguous region of parameter space.
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Figure 2: Simulation 1, visualisation of parameter space.
Horizontal panels show levels of the weight parameter, with
zero (baseline) at far right. Upper: switch cost effect size
(r) of switch cost. Central: n2-repetition cost effect size (r).
Lower: geometric mean of switch cost and n-2 repetition cost
effect sizes for voxels with positive costs only.

The main region of parameter space (below a top left - bot-
tom right diagonal) predicts n-2 facilitation, rather than costs.
Here, the combination of strong bias and low gain means that
conflict decays too quickly, with the units insufficiently sen-
sitive to their inputs to produce residual conflict effects. In
the region above this diagonal, where bias is weaker and/or
gain stronger, n-2 repetition costs are consistently predicted
for non-zero weight values.

The two empirical phenomena, costs for n-1 switches and
n-2 repetitions (figure 2 lower panel) co-occur in a well-
defined region for non-zero weight values. Informally, this
behavioural pattern is obtained with the constraints that the
activation of conflict units must increase or decrease, given
conflict or lack of conflict, respectively. Outside these re-
gions, other behaviour (e.g., switch costs but n-2 repetition
facilitation) may be understood either in terms of implemen-
tational failure of the model (the parameters are inappropri-
ate for the functioning of conflict units) or in terms consistent
with theory (TD unit processing must be biased by inhibitory
connnections from conflict units). In conclusion, the empiri-
cal pattern is a feature of the model architecture, and not of a
specific set of parameter values.

Simulation 2
While simulation 1 tests whether or not the model can re-
produce empirically observed phenomena, simulation 2 ex-
amines two questions. Firstly, why does a conflict/task-
inhibition mechanism affects performance in this way? More
specifically, do n-2 repetition costs reflect a performance im-
provement for n-2 switches, or an impairment of n-2 repeats,
compared to a system lacking such a mechanism? Secondly,

while conflict detection might beneficially be used to regulate
performance by trading off speed and accuraccy (Botvinick
et al., 2001), what functional advantages are provided by
task inhibition triggered on this basis? Simulation 2 manipu-
lates the between-trial conflict by using two tasks of identical,
fixed, intermediate difficulty, while varying the difficulty of
the third task.

Method
In the model of Gilbert and Shallice (2002), task difficulty
is specified by two parameters — stimulus input strength
(SIS), representing the automatic, bottom-up activation of a
response by a stimulus (greater for stronger tasks), and top-
down control strength (TDCS), specifying the control needed
to ensure the task is performed (greater for weaker tasks).
As top-down control provides a constant positive input to the
cued task demand unit, a variable TDCS is a confounding fac-
tor, in that the same degree of task inhibition has a stronger
influence on the processing of units with a low TDCS (i.e.,
easier tasks). Thus, rather than using a single weight value
for all inhibitory conflict-TD connections (as in simulation
1), the weight parameter in simulation 2 was multiplied by
TDCS for each task demand unit. The bias and gain parame-
ters were fixed, at -10.0 and 75.0 respectively.

This simulation varies the weight, SIS and TDCS param-
eters to create a three-dimensional space. The task parame-
ters (TDCS, SIS) of task A were manipulated, while B and
C were left at default. For asymmetric tasks, each task se-
quence (e.g., 0SW) has various permutations — (e.g., ABB,
BAA and BCC). Here, we considered only switches from task
A (variable SIS and TDCS) to task B (fixed). Hence, 0SW se-
quences are all ABB, 1SW are AAB, 2SW are CAB and ALT
are BAB, with only the n-1 task being of variable difficulty
(except for the 0SW condition). By varying the parameters
of task A, we test the effect on behaviour for both hard-easy-
hard (HEH) and easy-hard-easy (EHE) switches.

By varying SIS and TDCS of task A factorially, such that
either may be greater or less than that for task B, the resulting
two-dimensional parameter space is divided into four quad-
rants. The upper-left represents the region in which task A
is stronger, but less controlled, than task B, as in a stronger
task (e.g., word reading). In the lower-right, A is weaker, but
more controlled than task B, indicating a weaker task (e.g.,
colour naming). In the upper-right both the input and con-
trol strength are greater for task A, hence the task has more
control than is needed to perform the task. Finally, in the
lower-left a weak task is coupled with insufficient control.

Results and discussion
To determine the effect of the conflict/task-inhibition mecha-
nism on performance, figure 3 plots switch costs (panel 1) and
n-2 repetition costs (panel 2) and RTs (panels 3 to 6) relative
to a baseline of weight = zero.

The plot of relative switch costs (figure 3, panel 1) suggests
that stronger weight values produce smaller switch costs, es-
pecially for HEH switches (upper quadrants). The effect is
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Figure 3: Simulation 2. Horizontal panels show parameter
space for successive values of weight, from strong (left) to
weak (right) biasing. All values are relative to a baseline
where weight equals zero. (1) switch costs (i.e., 1SW - 0SW),
(2) n-2 repetition costs (i.e., ALT - 2SW), (3 - 6) RTs for in-
dividual 0SW, 1SW, 2SW and ALT condititons respectively.

qualitatively modulated by the strength of inhibitory biasing:
for the weakest weight, the effect is minimal. The reduction
in switch costs is most pronounced when the A task is over-
controlled (top right quadrant). In this case, higher levels of
control on the trial preceding the switch produce greater task
demand activation, leading to more residual conflict on the
subsequent (switch) trial. Interestingly, this selective reduc-
tion in switch costs exaggerates the switch cost asymmetry
(i.e., it reduces costs more for EH than HE switches) suggest-
ing that in a task-switching system with such a mechanism, a
component of the switch cost asymmetry may be attributable
to task inhibition. In contrast, for n-2 repetition costs (fig-
ure 3, panel 2), stronger weight values produce larger costs.
However, increased costs are also modulated by input con-

trol strength, with a greater increase in n-2 repetition cost for
HEH switches (i.e., upper quadrants). To understand why, we
next consider each sequence individually.

In the 0SW condition (figure 3, panel 3), intermediate or
stronger values of weight predominantly produce longer RTs.
The figure suggests topdown control strength modulates this
increase — the greatest increase occurs during switches from
a less controlled task of a similar difficulty (centre left). In
the 1SW condition (panel 4), lower weight levels produce
RT facilitation, particularly for HE switches (lower right).
This is due to residual task inhibition helping to overcome
the residual task activation which contributes to the asymmet-
ric switch cost. At higher weight values, slowing occurs for
switches from undercontrolled tasks (left centre), with some
effect on easy-hard switches (upper left). This occurs due to
conflict on the undercontrolled (n-1) trial, and thus inhibition
of the non-relevant task demand unit, which becomes the rel-
evant task demand unit on the switch trial. Taken together,
the reduction in switch cost, greater for EH switches, occurs
for two reasons: firstly, 1SW trial facilitation, particularly for
switches from more controlled tasks (including HE switches);
secondly, 0SW trial interference, particularly for switches
from less controlled tasks (including EH switches). Over-
all, the switch cost is reduced for both HE and EH switches,
but the effect is greater for EH switches, exaggerating the
switch cost asymmetry. In general, weak weight values pro-
duce more generalised effects, with effects becoming more
specific to task asymmetries for higher weight values.

In the 2SW condition (figure 3 panel 5), mild weight val-
ues produce generalised facilitation. Interestingly, this ex-
tends to switches from under-controlled tasks (bottom left).
For strongest weights, the effect on RTs is highly modulated
by top-down control, with interference and facilitation caused
by low-control and high-control n-1 trials, respectively, with
the effects most exaggerated for under- and over-controlled
trials. That facilitation dominates irrespective of SIS or TDCS
for all but the highest weight values, suggests one benefit of
this mechanism is to reduce the amount of control required
to achieve good performance when switching. In the ALT
condition (panel 6), the effect is modulated by n-1 task dif-
ficulty. For low weight values, conflict units facilitate per-
formance. For intermediate and stronger values, they cause
interference — greatest for EH switches, but also for HE
switches. In general, the interference effect is modulated by
both SIS and TDCS of the n-1 task. Together, these results ex-
plain the larger n-2 repetition costs observed in HEH alterna-
tions — it is a composite of stronger facilitation for switches
from easier/more controlled tasks in the 2SW condition, and
greater interference when switching from those same tasks in
the ALT condition.

General discussion
N-2 repetition costs are typically attributed to residual task in-
hibition. Here, task demand units receive both inhibitory and
excitatory inputs, hence ‘task inhibition’ may be too simplis-
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tic. However, consistent with the original hypothesis, con-
flict units effectively smooth performance in switch trials, at
the cost of interference when resuming a recently abandoned
task. The reduction in switch cost had a side-effect of con-
tributing to the switch cost asymmetry, suggesting that one
component of the switch cost may be due to task inhibition,
modulated by inter-task conflict.

A beneficial effect of the proposed mechanism is facilita-
tion of performance following under-controlled tasks, seen
in the 2SW condition of simulation 2. This suggests that
conflict units insulate switching performance against dete-
rioration when top-down control is lower than ideal, such
as in the case of distraction or divided attention. However,
the trade-off is weaker performance when repeating the same
task. Thus, conflict units might serve the function of an in-
termediate control layer — ‘dumb’ units that are unselec-
tive/uncontrolled as to the target of inhibition, but effectively
facilitating performance in contexts requiring control, such
as task switching. Such units might provide an automatic,
low-level control layer, reserving top-down attentional bias-
ing for the ‘heavy lifting’. Additionally, the effect of con-
flict units is heavily modulated by top-down control. Specif-
ically, in switching conditions (1SW, 2SW) it protects per-
formance following a highly controlled task (such as a sim-
ple task with a high cost of failure — imagine carrying an
antique vase across a polished floor), effectively protecting
subsequent tasks against distracted attention.

Three issues remain. Firstly, while the simulations explore
the effect of various weight values, it remains an empirical
question whether this parameter models something fixed or
variable in a human cognitive system. Does the conflict sys-
tem exert more or less biasing on task representations in dif-
ferent contexts? The sensitivity of the n-2 repetition cost to
task parameters suggests that it may.

A second issue concerns that fact that the model predicts
that in response to asymmetric task difficulties, n-2 repetition
costs should be greater for hard-easy-hard switches than easy-
hard-easy switches. This is the opposite direction to that ob-
served in the only empirical data available, that of Arbuthnott
(2008), although as previously noted, the switch cost asym-
metry found in that study was not robustly observed. One
difference between the model and that study concerns the
overlap of response sets: in the model, response sets are
mutually connected, that is, compatible responses are mutu-
ally excitatory while incompatible responses are inhibitory.
Arbuthnott (2008) found a statistically significant n-2 repeti-
tion cost asymmetry only when response sets did not overlap,
perhaps suggesting that any effect is modulated by response
conflict. The status of the present model and simulations is
considered a tentative hypothesis, therefore, to be empirically
tested as a priority.

Finally, in theoretical terms, the model only considers con-
flict between task representations, as a trigger for task inhi-
bition. However, some evidence suggests response processes
have a critical role. Accomodation of these findings within

the current model would seem to require an elaboration of
the model’s response processes, at least. Alternatively, these
phenomena may be better explained by a model in which task
inhibition is triggered by response, not task, conflict. Devel-
opment of such a model, and detailed behavioural compar-
isons on a range of simulated experimental paradigms, eluci-
dating the role of response or task conflict in task inhibition,
is a goal for future research.
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Abstract 

Foraging is an embodied cognitive process which balances the 
search constraints of exploration versus exploitation. As such, 
foraging strategies and mechanisms offer useful insight into 
abstract forms of search such as visual search, problem solving, 
and semantic recall. We performed a series of simulations 
using artificial neural networks to relate metastable neuronal 
dynamics to observed foraging behaviors. We show that the 
velocity and tortuosity of the foraging paths are influenced by 
metastable neuronal activity, while resource collection is 
unaffected. These initial results indicate that neuronal 
metastability may contribute to foraging behaviors but 
additional mechanisms are needed to optimally exploit 
environmental resources. 
Keywords: foraging; neural networks; critical branching 

Introduction 

Foraging is an embodied cognitive process. Animals move 

continuously through physical space searching for food, 

mates, or other resources. Increasingly, evidence indicates 

that common neurophysiological mechanisms support a 

broad range of search behaviors. Thus, cognitive search tasks 

such as visual search, problem solving, and semantic recall 

share many of the mechanisms and constraints of foraging 

(Hills, Todd, Lazer, Redish, & Couzin, 2014). 

Much of the prior work on foraging has analyzed it as a 

statistical process rather than the product of embedded, 

interactive systems. This approach has produced effective 

descriptive accounts of movement patterns but neglects the 

roles of perceptual, motor, and neural mechanisms. Statistical 

models have successfully characterized aspects of foraging 

such as population dispersal and perseveration. Some of these 

models can produce qualitatively similar patterns of 

movement to those found in animal foraging data: clustered, 

local movements separated by longer, straighter segments 

(Codling, Plank, & Benhamou, 2008). In contrast, area-

restricted search (ARS) describes the emergence of 

heterogeneity in movements as arising from direct interaction 

with the resources in the environment. See Figure 1 for an 

example of ARS in human behavioral data. ARS is adaptive 

in the sense offered by the marginal-value theorem, which 

holds that foraging is optimal when the forager transitions 

between resource patches as a function of the rate of success 

in the current patch (Charnov, 1976). ARS can explain how 

foraging animals with minimal cognitive capabilities can 

approximate the marginal-value theorem by modulating the 

rate of reorienting (Hills, 2006). 

There is much debate and disagreement over which 

foraging data and which aspects of search agents and 

environments are more or less important for theories and 

models (e.g. Viswanathan, 1999; Edwards, 2011; Planck, 

Auger-Méthé, & Codling, 2013). Additionally, prior models 

leave the cognitive and neural bases underlying the search 

process unspecified. These shortcomings make it currently 

unclear which results from the foraging literature are most 

relevant to cognitive search processes. 

 

 
 

Figure 1: An example area-restricted search produced by a 

human participant foraging (blue) in a virtual environment 

containing a patchy distribution of resources (black). 

Reproduced from Hills, Kalff, & Wiener (2013) Figure 1C. 

 

In the current study, we focus on the relationship between 

neural dynamics and the exploratory paths agents take as they 

forage. Exploration refers to patterns of movement in search 

of patches of high resource density in the environment. We 

hypothesize that the exploratory paths taken will be more 

realistic when the neural model exhibits metastable 

dynamics. Metastability is a property of dynamical systems 

which attract toward synchronous or stable states but 

regularly produce phase transitions between these states 

(Kello, Anderson, Holden, & Van Orden, 2008; Tognoli & 

Kelso, 2014). These dynamics facilitate propagation of 

information through the system and support fluctuations in 

activity across a wide range of scales, i.e. many small-scale 

fluctuations interspersed with less common but much larger-
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scale fluctuations (Kozma, Puljic, Balister, Bollobás, & 

Freeman, 2005). Metastable neural activity has been 

proposed as a substrate around which adaptive behaviors can 

be organized. To successfully account for the spatial 

movement patterns of foragers, metastable neural activity 

must be capable of producing complex behavioral dynamics. 

 

Objective 
Our objective was to develop a framework with which to 

explore neural network models of foraging. While prior work 

has explored various foraging models in detail, we know of 

no attempt to relate metastable neural activity to observed 

foraging behaviors. We focused on the hypothesis that 

metastable patterns of activity produced by critical branching 

networks would support movement patterns like those found 

in nature. More generally, we initiate work on relating neural 

processes to foraging behaviors, and provide code for doing 

so. 

Methods 

We developed simulation software in which an artificial 

agent forages for resources. The agent is composed of an 

input model, a neural network, and an output model. The 

agent is situated in a bounded two-dimensional environment 

containing clusters of resources. Two groups of simulations 

were conducted, one in which a critical branching process 

tuned network connectivity to produce metastable neural 

activity (CB) and one in which connectivity was static 

(NonCB) for comparison. Neural spike times and rates, 

movement paths, and resource collections were recorded and 

compared between groups. 

The simulation software was developed using Java SE 

SDK (8u31) and the Apache Commons for statistical 

functions and file processing. The software and instructions 

for replicating our results can be accessed at 

cogmech.ucmerced.edu/downloads.html. 

Critical Branching Neural Network 
Artificial neural networks can achieve metastability through 

critical branching (Beggs & Plenz, 2003), which is an 

objective for regulating spike propagation and maximizing 

information transmission through networks. Kello (2013) 

formulated a mechanism, local to spiking neurons and their 

synapses, which produces critical branching at the network 

level. The mechanism probabilistically assigns credit to 

individual neurons for causing action potentials. The credit is 

used to enable or disable synapses and achieve an average 

ratio of one spike propagated for each spike produced. The 

resulting homeostasis is metastable rather than stable because 

ongoing synaptic switching drives the network from one 

transient state to the next. 

The neural network contains three layers of leaky 

integrate-and-fire neurons, referred to as the source, the 

reservoir, and the sink (Kello, 2013). The neuron model is 

updated at fixed intervals (1 ms). The source layer contains 

100 excitatory neurons. Each source neuron receives input 

directly from the input model and projects synapses to the 

reservoir. The reservoir contains 1,000 neurons (80% 

excitatory) which project recurrent synapses within the 

reservoir and feedforward synapses to the sink. The sink 

contains 100 excitatory neurons and its activity drives the 

update of the output model—sink neurons are required to 

absorb propagated spikes during critical branching to avoid 

saturation. The probability of a synapse between any pair of 

projecting and receiving neurons for all pathways is 0.1. 

The critical branching mechanism described by Kello 

(2013) was modified for clock-based updating, but the 

essence of the algorithm remained unchanged. Spikes 

probabilistically (ρ = 0.05) enable axonal synapses and 

disable dendritic synapses causing the local branching 

ratio—the ratio of upstream to downstream spikes—to 

approach 1.0. This process self-organizes across the network 

to reach approximately equal mean spiking rates at the source 

 

Figure 2: Continuous visualization of neural activity in the simulation software. (Left) Spike counts per ms for each layer of 

the network (Center) Mean local branching ratio for the reservoir (Right) Spike raster plot depicting spike times in the 

reservoir for the previous 500 ms 
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and sink. See Kello (2013) for a complete description of the 

critical branching algorithm and the resulting network 

dynamics. 

 

Foraging Environment 
The input model generated incoming stimulation for the 

neural network. The model described here was a random 

spike generator which caused an action potential with a fixed 

probability at each source neuron for each update cycle. The 

mean firing rate in the network was equal to the product of 

this probability and the number of neurons. We also tested a 

sequential spike train input model, which did not 

substantially affect network activity (not reported). 

The output model transduced the spiking activity of the 

sink to move the foraging agent. During each update, the 

model counted the number of spikes in four equally-sized 

subgroups of the sink. These values were then treated as the 

two-dimensional velocity (positive x, positive y, negative x, 

and negative y) of the agent in the subsequent interval. A 

concern in many types of foraging analyses is temporal 

binning which in some cases can skew movement 

distributions to support models that would not be supported 

by the unbinned data (Newman, 2005). Nevertheless, 

movements generated on the scale of milliseconds would not 

be relevant to foraging behaviors. Unless otherwise specified, 

binning was performed by averaging values over 100 ms 

windows to preserve the time course of the data while 

removing excessive high-frequency noise. 

 

 
 

Figure 3: Continuous visualization of a foraging path with 

clustered resources and path statistics. 

 

The foraging environment was a square with sides of 

length 20,000 units. Movements which would end outside of 

these boundaries were clipped. Within the environment, 500 

resource patches were uniformly distributed. The number of 

resources in each patch was sampled from a geometric 

distribution with mean 10, to yield approximately 5,000 

resources total. Resources within 10 units of the forager were 

automatically collected. 

Thus, the forager was unidirectionally coupled with its 

environment. The lack of sensory information related to 

position or resources is a limitation, but it was necessary to 

directly explore the movement distributions produced by the 

intrinsic metastable dynamics of the network. Figure 3 

depicts a sample path produced with these models. 

 

Foraging Metrics Many models of foraging are derived from 

physical equations governing particle diffusion, so-called 

random walks. Codling, Plank, and Benhamou (2008) 

consolidates these models, providing derivations and a 

variety of useful metrics. Relevant aspects of the work are 

summarized below. 

The probability density function for the position of a 

random walk is used to derive the mean displacement and 

mean squared displacement (MSD). MSD is particularly 

useful as a measure of dispersal, since it assesses the degree 

to which a forager has explored its environment. To calculate 

the MSD for an empirical distribution, we use the following: 

 

(1) 𝑚𝑠𝑑(𝑇) =  
∑ [𝑥(𝑡)−𝑥(0)]2𝑇

𝑡=1

𝑇
 

 

Where x(t) is the position of the forager at time t and T is 

the total number of time steps observed. 

Importantly, in simple random walks, steps are 

independent and identically distributed, such that the 

subsequent position of a forager depends only on the prior 

position, not on the path of arrival. The addition of memory 

to the diffusion model introduces directional correlation 

between subsequent steps. Thus, correlated random walks 

(CRW) tend to exhibit directional persistence, better fitting 

movement data from animals, which generally prefer forward 

movement to perfectly random reorientation. The directional 

bias can be quantified for a foraging path consisting of a 

series of discrete steps using the mean sine and mean cosine 

of the turning angle. More valuable for the present work, 

metrics for the rate of turning within a given path length—

the tortuosity of the path—can be derived from the series of 

turning angles. Straightness-Index is one measure of 

tortuosity, the ratio of gross displacement to path length. 

Another metric, sinuosity, has also been applied. The 

sinuosity, S, of a sequence of movements is given by: 

 

(2) 𝑆 = 2 [𝐸(𝐿) (
1+𝑐

1−𝑐
+ 𝑏2)]

−1/2
 

 

Where E(L) is the mean step length, c is the mean cosine 

of the turning angle, and b is the coefficient of variation of 

step lengths (Codling et al., 2008). In the present study, we 

calculated MSD, straightness-index, and sinuosity of 

foraging paths. 

A Lèvy flight is a random walk in which step lengths 

exhibit power-law scaling. This kind of foraging model was 

first described empirically by Viswanathan, Afanasyev, 

Buldyrev, Murphy, Prince, and Stanley using data from 

albatrosses (1996). In practice, it has proven difficult to 
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distinguish between power-law scaling and other 

distributions. Clauset, Shalizi, and Newman (2009) describes 

a framework for estimating power-law model parameters and 

assessing the goodness-of-fit relative to alternative 

hypotheses. They apply the framework to evaluate biases in 

commonly used alternatives, such as simple linear regression, 

and demonstrate its benefits. As a preliminary analysis, we 

applied the graphical method for evaluating power-law 

scaling, in which the cumulative probability distribution of a 

dataset is plotted in log-log coordinates. A linear tail across 

at least two orders of magnitude would be considered to 

support power-law scaling (Newman, 2005). 

Viswanathan (1999) presents a formal analysis and 

evidence from numerical simulations that Lèvy flights are 

optimal foraging strategies when resources are sparse and 

randomly distributed. Alternatively, when resources are 

patchy and therefore the mean resource density within and 

between patches can be learned, the marginal-value theorem 

predicts transitions between behavioral regimes (Charnov, 

1976). To test whether different neural models lead to 

different rates of resource collection, we record a resource 

collection event whenever a foraging agent gets within a 

fixed spatial distance from a point resource. That resource is 

subsequently removed from the environment. 

Results 

Network Activity 
Spiking activity at the sink (M = 1.69, SD = 0.78) was 73% 

of the source (M = 2.32, SD = 0.0048) across all simulations 

(N = 16). The branching ratio of the reservoir approached 1.0 

in both groups during the connectivity stabilization period. 

After this period, the CB mechanism was disengaged for the 

NonCB group (M = 0.927, SD = 0.063) which subsequently 

exhibited greater variance (M = 0.946,    SD = 0.0059) as 

shown in Figure 4. 

 

 
 

Figure 4: Local Branching Ratio for the CB group (red) and 

the NonCB group (green). 

 

Interspike intervals (ISIs) for representative neurons in the 

reservoir are shown in Figure 5. Note that Kello (2013) 

predicts that ISIs should follow a heavy-tailed distribution. 

This was graphically assessed by plotting the cumulative 

probability distribution in log-log coordinates (Newman, 

2005). Of note is the greatly increased variability in the 

distribution of ISIs for the NonCB group. 

 

 
 

Figure 5: Interspike interval distributions of neurons (# 0, 

100, 200, 300) from the CB (red) and NonCB (green) 

groups. 

 

Foraging Path 
Qualitatively, the critical branching foragers produced paths 

that were more tortuous, included path crossings, and seemed 

to exhibit no directional bias (Fig. 7). The non-critical 

branching foragers tended to perseverate along a narrow 

range of headings eliminating path crossings, minimizing 

tortuosity, and introducing an apparent directional bias. 

 

Velocity We did not find a significant difference in mean 

velocity between groups (MCB = 46.89, MNonCB = 50.05) but 

did find unequal variance of velocity (SDCB = 1.63, SDNonCB 

= 20.3, F(7) = 0.0065, p < 0.001). Velocity distributions were 

qualitatively similar, and we found no evidence of power law 

scaling in step size in either group by visual inspection (see 

Figure 6). This indicates that for our output model, metastable 

neural activity alone is not sufficient to produce the power 

law scaling of step sizes found in some empirical data. 

 

Dispersal Group dispersal of the foraging paths are shown in 

Figure 7. Mean-squared displacement (MSD) was 

significantly greater for the NonCB group (M = 2.54x107,   

SD = 2.54x107) than for the CB group (M = 8.32x105,            

SD = 5.40x105), t(7.0) = -2.74, p = 0.029. Because the mean 

velocity is not significantly different between groups, this can 

only be caused by the increased turning rate in the critical 

branching group. 
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Figure 6: Velocity Histogram for CB Simulation #1 (Green) 

and Non-CB Simulation #1 (Red). 

 

 Tortuosity The non-critical branching group produced 

significantly straighter paths (t(7.28) = -5.17, p = 0.001) as 

indexed by the ratio of displacement to path length 

(Benhamou, 2004) but we did not find a significant difference 

in sinuosity between groups (t(7.26) = -0.093, p = 0.93). 

Because this measure may be more sensitive to high 

frequency noise, this could be a result of insufficient binning. 

 

Resource Collection We performed a paired, 2-tailed t-test 

on number of resources collected and did not find a 

significant difference between groups (MCB = 2.0,           

MNonCB = 2.5, p = 0.66). While our hypothesis did not 

specifically make a prediction regarding resource collection, 

prior models have found relationships between straightness 

of a random walk and foraging success. 

Discussion 

The goal of this study was to make initial progress into 

relating neural activity to patterns of movement observed in 

animal foraging. We compared two groups of spiking neural 

networks, one in which a homeostatic critical branching 

mechanism was present and a control group in which critical 

branching was disabled but other aspects of the model were 

the same. 

The recorded network activity agreed with results 

presented by Kello (2013), in that the critical branching group 

exhibited metastability at the level of neural activity. This did 

indeed translate to differences in foraging paths, though not 

in exactly the ways we hypothesized. The resulting effect on 

foraging paths was significantly greater variation in the 

direction of movement in the CB simulations. We believe the 

reason for the observed increase in tortuosity is that there is a 

constant shift in which neurons in the sink receive the greatest 

degree of activation from the reservoir. As synapses in the 

pathway from reservoir to sink are switched on or off, a new 

set of neurons becomes dominant, changing the foraging 

direction. 

We did not identify an effect of critical branching on the 

distribution of step sizes. Thus our results failed to support a 

 

Figure 7: Group dispersal for 100 s. The non-critical branching networks exhibit little directional variability (left) resulting in 

much wider dispersal but little coverage. The critical branching networks (right) demonstrate more tortuous paths which 

include backtracking and clustered movements. The path of each forager is translated to the origin for easier interpretation. 
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connection between power law scaling in neural activity and 

Lèvy flights. Given that aggregated neural activity can lead 

to power laws (Kello, 2013), the present results indicate that 

not all aggregations will preserve this structure. This suggests 

that consideration of other factors affecting spatial search or 

other models of neural control will be important for 

understanding the relationship between neural activity and 

Lèvy foraging. 

Although the foraging literature makes a variety of 

predictions about the relationship between tortuosity and 

optimality, we did not find any significant difference in 

resource collection rate in our simulations. We attribute this 

to the fact that the agents were unable to learn anything about 

the resource distribution in the present study. Despite prior 

literature associating random processes with optimality, we 

contend that optimal foraging will require adaptive 

mechanisms. 

There are several promising future directions for this 

research. First, qualitative pilot comparisons with several 

output models demonstrated that binning the path, i.e. 

summing activity over an interval to produce motion on an 

ecologically plausible timescale, and applying physical 

constraints (momentum, friction) significantly alter the shape 

of the path. A comprehensive investigation of these factors in 

the computational framework we developed could provide 

insight into ongoing methodological debates. 

Second, in foraging animals, tight coupling of perception 

and action require immediate, implicit, and continuous 

decision-making. The present study did not explore this 

coupling between perception and action, and in particular did 

not address how discovering a resource could be expected, 

through evolved mechanisms or learning, to bias subsequent 

movements. Making the foraging model sensitive to the 

history of resources collected is essential to adaptive foraging 

and may be responsible for some of the patterns that are 

observed in animal search paths. Encoding this information 

as input to the neural network would be a first step to 

addressing this limitation. 

Finally, foraging processes offer a valuable perspective 

with which to conceptualize diverse cognitive phenomena. 

For this perspective to be profitable, more work should be 

done on the common neural mechanisms of search-like 

processes and how to map these to complex neural dynamics. 
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Abstract 

Bilingual language production is widely believed to be a 
competitive process. Bilinguals may manage this competition 
by relying on inhibiting one language while speaking in the 
other. However, it remains unclear if this process relies on 
domain general inhibitory mechanisms, and, if so, when and 
where during language production inhibitory control is 
applied. The current study investigates these issues by 
experimentally manipulating demand on inhibitory control 
using a picture word interference task during a language 
switching paradigm. Switching costs were not exacerbated 
when inhibitory control was taxed; in fact language switching 
was less costly during inhibition-demanding trials. These 
findings do not support the idea that inhibitory control 
mechanisms underlie language switching and suggest that 
language switching and the resolution of within-language 
lexical competition do not share inhibitory resources. 

Keywords: bilingualism; inhibitory control; word production; 
language switching 

Introduction 
By most models of word production (e.g., Levelt, Roelofs, 
& Meyer, 1999), word production starts with a concept, 
from which activation spreads to an array of lexical items 
(lemmas), which carry semantic and syntactic information 
without word-form information. As activation spreads to the 
target lemma and those sharing semantic properties with the 
target, lexical selection must overcome the influence of 
competing lemmas; accordingly, selection is generally 
agreed to be a competitive process (Ferreira, 2010).  

For bilinguals, lexical selection not only requires 
overcoming lexical competition from semantically similar 
items, but also from semantically identical items in another 
language. Cross language facilitation and interference 
effects show that bilinguals’ multiple languages are active at 
the point of selection (e.g., Kroll, Bobb & Wodniecka, 
2006), and thus bilinguals must overcome both within- and 
between-language competition (e.g., Gollan & Silverberg, 
2001).  

This additional competition from the non-target language 
presumably needs to be resolved in order to successfully 
produce a target lexical item. How speakers do this is still 
unsettled, however, an influential model proposes that 
bilinguals use domain-general inhibitory control 

mechanisms to suppress the non-target language (Green, 
1998). 

Much of the experimental evidence that inhibitory control 
is involved in bilingual language control comes from 
language-switching tasks that require a speaker to switch 
between languages while naming items as indicated by a 
cue. Thus trials involve both staying within a language (stay 
trials), and switching from one language to the other (switch 
trials). The costs associated with switching (increased 
reaction time on switch vs. stay trials; cf. switching costs 
outside of the linguistic domain; Monsell, 2003) are, 
counter-intuitively, often larger when switching from L2 to 
L1 than from L1 to L2 (e.g., Meuter & Allport, 1999), 
which may reflect having to overcome residual inhibition of 
the more dominant L1. Note, however, these asymmetries 
are not always found and it is unclear how much about the 
underlying switching processes can be gleaned from such 
asymmetries alone (e.g., Bobb & Wodnieka, 2013)  

Furthermore, not all bilinguals show such asymmetric 
switch costs, leading to claims that inhibition is not 
necessarily required for language control. For instance, 
Costa and Santesteban (2004) demonstrate that while 
bilinguals with a dominant L1 show asymmetrical switch 
costs, balanced bilinguals (who are equally proficient in L1 
and L2) fail to show switch cost asymmetries, even when 
switching between their dominant L1 and a third language 
(L3) in which they are relatively unskilled. This fits with 
other evidence suggesting that bilingual lexical selection is 
not a competitive process. For example, Costa, Miozzo, and 
Caramazza (1999) found that in a picture word interference 
task, the expected effects of the distractor word on target 
picture naming (i.e., semantic interference and phonological 
facilitation) occurred when the word was presented in the 
target language, but also in the non-target language. These 
findings suggest that while both languages are in fact 
activated, they do not necessarily compete for selection. 

 Bloem and La Heij (2003) take this even further, 
suggesting a language specific account of lexical access 
without competition at the lexical level. Based on findings 
that related words hindered naming in a translation task, but 
related pictures facilitated translation, they propose that 
competition is resolved at the earliest stage of production 
(the conceptual level), that only the target concept is 
lexicalized, and therefore lexical competition, as has been 

2146



discussed, does not occur. (Note that their theory does 
account for the effect of semantic interference in PWI tasks, 
proposing that interference occurs due to spreading 
activation from target to related items as a by-product of the 
lexicalization process.) 

On the other hand, other findings do support an important 
role of inhibitory control in bilingual switching. Much of 
this comes from correlation between language switching 
costs and performance on other inhibitory control tasks. 
That is, bilinguals with higher scores on domain-general 
inhibitory control tasks tend to perform better on language 
switching tasks (e.g. Linck, Schwieter, & Sunderman, 
2012). Another type of, albeit controversial, support for the 
role of domain-general inhibitory control in bilingual 
language production comes from findings that bilinguals’ 
lifetime of practicing inhibitory control in guiding language 
use may transfer to improved performance in domain-
general attention and inhibitory control tasks (“the bilingual 
advantage,” e.g., Abutalebi et al., 2012; Bialystok, 1999; but 
see Papp & Greenberg, 2013). 

As such, the support for both cross-language lexical 
competition and for the role of inhibitory control in 
resolving this competition is mixed, and often based on 
correlational evidence, which is subject to alternative 
explanations (e.g. differences in education, motivation, etc.). 
The goal of the current study is thus to clarify the role of 
inhibitory control in bilingual language production by 
experimentally manipulating the availability of inhibitory 
control (via lexical competition) during a bilingual 
production task. If bilingual production does in fact require 
the same inhibitory control mechanisms involved in 
resolving lexical competition, it should be subject to the 
limited capacity of these resources. That is, a concurrent 
task that shares resources with language selection should 
interact with a bilingual production task by reducing the 
ability to deal with the language conflict. Though this effect 
should occur on all production trials, it should be 
particularly pronounced on a language switch (i.e. over-
additive) if additional control is, in fact, needed in order to 
switch into the new language. If, however, these tasks do 
not rely on shared resources, there should be no interaction. 

Current Experiment 
The current study manipulated inhibitory control during a 
language switch task using the well-studied picture word 
interference (PWI) paradigm, which manipulates the level 
of competition in picture naming by adjusting the 
relationship between target pictures and concurrently 
presented distractors. Specifically, picture naming is slowed 
when distractor words (presented either aurally or 
superimposed in print) are semantically related to the 
pictured item (Aristei & Rahman, 2013; Schriefers, Meyer 
& Levelt, 1990). Because a lexical concept activates not 
only its own lemma but also semantically similar lemmas, a 
semantically similar distractor that adds additional 
activation to a competing lemma can increase lexical 
competition and the need for inhibitory control. This 

semantic interference only occurs when the distractor is 
timed to appear at or just before the picture onset, 
suggesting that semantic interference occurs early in the 
process of production, that is, during lemma selection. In the 
current study, the relation of the distractor word to the target 
picture (related, unrelated, or neutral) was manipulated 
during a language-switching paradigm to vary demand on 
inhibitory control during language switching.  

The aim of the current study is to examine the role of 
domain-general control mechanisms on language switching. 
The PWI paradigm involves control of linguistic 
representations, and therefore might be taken to reflect 
language-specific, rather than domain-general mechanisms. 
However, while both tasks do rely on lexical selection and 
likely involve some shared processes, note that the PWI task 
appears to involve general inhibitory control mechanisms; 
for example, semantic interference in PWI involves brain 
regions classically associated with conflict/cognitive control 
across domains (see de Zubricaray Wilson, McMahon & 
Muthiah, 2001). Thus, interactions of language switching 
with PWI interference would likely reflect shared reliance 
on domain general cognitive control mechanisms.  

Method 
Participants Thirty-two native English-speaking adults 
with intermediate proficiency in Spanish (currently or 
recently having taken intermediate to upper level college 
Spanish courses) were recruited from the University of 
Maryland and paid $10 for their participation. These 
qualifications were assessed with a shortened version of 
Language Experience and Proficiency Questionnaire 
(LEAP-Q; Marian, Blumenfeld, & Kaushanskaya, 2007). 
One participant was excluded from analysis for not meeting 
the requirement of being a native English speaker. 
 
Materials The target pictures, sixteen black and white 
drawn images from the International Picture Naming Project 
(IPNP) database (Szekely et al., 2004), were chosen to be 
commonly known to intermediate Spanish learners, to avoid 
cognate names in Spanish and English, and to meet the 
requirements of the distractor words, as described below. 

Trials were set up in triads by language (L1 and L2), with 
a switch into the language (switch), a stay trial following the 
switch (stay1) and a second stay (stay2). Lists were created 
so that each picture showed up equally in each language, 
and equally in the related and unrelated distractor conditions 
(described below). Additionally, each picture showed up 
equally in each of the switch, stay1, and stay2 positions in 
each language, and each switch trial was followed equally 
often by a related or unrelated stay trial. Finally, to reduce 
repetition-priming effects, a picture in a switch trial was 
never repeated in the following stay1 trial. Note that all 
trials were pseudo-randomized, with the above constraints, 
per participant, as to reduce order effects. 

All distractor strings were presented in capital letters, in 
red size 24 Helvetica font, in the center of the picture 
stimuli to make the string highly visible. Related distractor 

2147



words were selected from the online WordNet database 
(Miller, 1995), to be a non-cognate sister term of the target 
picture item- that is, sharing a hypernym (e.g., “pet” for 
“cat” and “dog”) with the target item (Schriefers et al., 
1990) and to have high frequency, as to ensure familiarity 
for participants. Unrelated distractor words were chosen to 
be non-cognates, matched in frequency and number of 
syllables in both Spanish and English, and to be minimally 
related to the target (e.g., Target: “COW” / “VACA”, 
Related: “HORSE” / “CABALLO”, Unrelated: “RING” / 
“ANILLO”). Neutral “distractors” appeared during the 
second stay trials (stay2 trials) and acted as a resetting trial 
before the switch. These neutral “distractors” were a string 
of “#”’s, which matched the number of characters of the 
unrelated distractor in the target language to match in terms 
of visual distraction, but remove potential for any lexical 
competition with the target word. For example, the neutral 
distractor for “VACA” (“ANILLO”) was “######”. 
 
Procedure The experiment was administered using 
PsyScope X (Build 57; Bonatti, n.d.), and vocal responses 
and voice onset times were digitally recorded with a head-
mounted microphone connected to an IOlab response box. 
The microphone sensitivity was calibrated for each 
participant at the start of the session.  

 A set of practice trials preceded the full experiment to 
ensure comfort with each component before completing the 
combined task. To begin, participants were presented with 
the 32 distractor items in a pre-determined randomized 
order for translation from Spanish to English. Each item was 
presented in capital letters, in size 24 black Helvetica font 
for translation into English. Upon response the correct 
response appeared below the picture as feedback before the 
participant could move on to the next trial. The list appeared 
two times in the same order, to ensure the participant was 
comfortable with the distractor words and their meanings. 
Participants were informed that they would be tested on 
these words at the end of the experiment and encouraged to 
learn any words they did not yet know. If they received 
below 75% accuracy, they went through the translation 
process in the same order a second time.  At this point all 
participants successfully were able to translate with at least 
75% accuracy; as such each participant translated each item 
a maximum of four times. 

Participants then practiced naming the 16 pictures, first in 
English, and then in Spanish, in the same pre-randomized 
order for both language blocks, to ensure name agreement. 
In the English block, each picture appeared with a square 
around the picture, as a cue to name the item in English 
while in the Spanish block the pictures appeared with a 
circle around the picture. Again, upon response, the correct 
item name appeared below the picture as feedback before 
the participant could move on to the next trial. 

Each participant practiced switching between naming 
three items in Spanish followed by three items in English, 
each picture appearing with its corresponding language cue. 
These items were randomly selected from the complete list 

of items for a total of 12 trials. Before each trial, a fixation-
cross appeared in the center of the screen for 1000ms, and 
the onset of each picture was delayed 500ms after the 
fixation disappeared. This ISI was chosen to give ample 
time between trials to reduce interference from errors made 
on previous trials. The participant practiced naming the 
pictures in the cued language, which disappeared when their 
naming response was detected.  

Participants then had 12 randomly selected practice trials 
with the complete task; switching between languages with 
the same parameters as the switch-only trials, but with a 
distractor word superimposed on the center of the pictured 
item. Participants were instructed to name the pictures and 
to ignore the distractor word. Finally, participants began the 
experimental portion of the combined task, which consisted 
of 384 trials with a scheduled, self-timed break halfway 
through. See Figure 1 for a schematic of the task design. 

After completion of the task, the participants were given 
an untimed vocabulary test where all 32 Spanish distractor 
items were listed, in a pre-determined randomized order, for 
translation into English. Finally, the participants completed 
the shortened LEAP-Q (Marian et al., 2007). 

SOCK%

ROCK%

####%

Switch:%L1%
(unrelated)%

Switch:%L1%
(related)%

####%

CRAYON%

IRON%

Stay%1:%L1%
(related)%

Stay%1:%L1%
(unrelated)%

Stay%2:%L1%
(neutral)%

LOBO%

LECHE%
Switch:%L2%
(unrelated)%

Switch:%L2%
(related)%

Stay%2:%L2%
(neutral)%

 
 
Figure 1: Task schematic of the PWI-language switch 
paradigm. Language cues are represented by square (L1) 
and circle (L2) around items. Example distractor words are 
shown in red. 
 

Design and Analysis Voice key response times were log 
transformed and analyzed using mixed effects models 
implemented with the lme4 package (version 1.1-7 Bates, 
Maechler, Bolker & Walker, 2014) in the statistical software 
R version 3.1.1 (R Core Team, 2014).  

 Note that stay2 trials–the neutral fillers–were excluded 
from analyses, therefore all further discussion of stay trials 
refers to stay1; correspondingly, distractor conditions are 
either related or unrelated, as neutral distractors only 
occurred on stay2 trials. Switch condition (switch or stay 
language trial) and distractor relatedness (related or 
unrelated) were entered as fixed effects using orthogonal 
contrast coding. For response time analyses, the maximal 
random effects structure was included for both participants 
and items (pictures), however only the fixed effects will be 
reported here, as these were the effects of theoretical 
interest. Because the lmer function does not calculate p-
value for models with random-effect slopes, in part due to 
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difficulty calculating degrees of freedom, t-values with an 
absolute value greater than 2 were considered to indicate a 
significant effect (Gelman & Hill, 2007). The primary effect 
of interest was also evaluated with a chi-square test, based 
on a single degree of freedom model comparison.  

All trials with naming errors (349, 2.9% of trials) and all 
voice key errors (57, 0.5% of all trials) were removed from 
the response time data analysis. Additionally, for each 
participant, any trials in either English or Spanish for which 
the distractor item was not accurately translated on the 
vocabulary quiz was removed from analysis (621 trials, 
5.4% of accurate naming trials). The most extreme 3% of 
values (trials with RTs above the 98.5 percentile and below 
the 1.5 percentile) from the accurate dataset were excluded. 
Following this, RTs greater than 2 standard deviations from 
each subject’s mean (530 trials, 5.04%) were removed from 
analysis. In total, these criteria led to the exclusion of 1062 
trials (8.9% of total trials). 

Accuracy data were analyzed over all trials (removing 
only those items that had not been accurately translated on 
the vocabulary quiz) using logistic mixed effects models. 
Because the accuracy data included very few errors, the 
fully specified random effects models were unable to 
converge.  Therefore for the accuracy analyses the random 
intercept models are reported. 

Results 
As shown in Figure 2, naming was slower in switch than 
stay trials (a main effect of switch condition: b = 0.075, SE 
= 0.010, t = 7.89), showing the expected language switching 
cost. Additionally, naming was slower when pictures 
appeared with a related distractor word compared with an 
unrelated word (a main effect of relatedness: b = 0.025, SE 
= 0.007, t = 3.38), showing an expected PWI semantic 
interference effect. Language (L1/L2) did not participate in 
any interactions, however switch condition and relatedness 
did interact. Surprisingly, this interaction was under-
additive (b = -0.027, SE = 0.013, t = -2.18); that is, the 
effect of a language switch was smaller when the switch 
trial appeared with a related distractor compared with an 
unrelated distractor. These findings clearly do not support 
the original predictions of an over-additive interaction. This 
switching by relatedness interaction was further assessed by 
comparing an interactive 2x2 model (switch condition by 
relatedness) with a reduced model that included only 
additive fixed-effects. A likelihood ratio test confirmed a 
better fit for the interactive model (χ²(1) = .42,  p < .05). 

Error rates showed a similar pattern of results, with 
naming responses on switch trials being 2.54% less accurate 
than on stay trials (b = 1.27, SE = 0.027, z = -4.68) and 
1.48% less accurate when paired with related compared to 
unrelated distractors (b = -0.75, SE = 0.029, z = -2.58). 
While there was an additional interaction between switch 
condition and language, with increased errors on L1 
switches (b = 1.01, SE = 0.45, z = 2.26), reflecting a 
tendency to incorrectly remain in the L2 rather than switch, 

there was no interaction between switch condition and 
relatedness (b = 0.39, SE = 0.34, z = 1.15).   
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Figure 2:  Picture naming RT (ms), as a function of the 
language switch condition (stay or switch) and the picture-
word relatedness in the concurrent PWI task (unrelated or 
related). Plotted data are means of subject means. Error bars 
indicate standard error of the mean. 

Discussion 
This study sought to more precisely define the role of 
inhibitory control in resolving competition in bilingual 
lexical access. This was investigated within a limited-
resource framework by manipulating the demands on 
inhibitory control via semantic relatedness in a picture-word 
interference (PWI) paradigm during bilingual language 
switching. According to the inhibitory control model 
(Green, 1998), bilingual speech production requires 
inhibition to overcome competition from the non-target 
language and produce the target language. Therefore, in a 
switch trial, where this inhibitory control is required, a 
competition-inducing distractor word should tax inhibitory 
control and therefore interfere with successful inhibition of 
the non-target language. That is, the model predicts that 
PWI-induced conflict should increase switch costs. The 
results show a main effect of switching (switch cost) and 
main effect of distractor relatedness (PWI effect). While 
there was, in fact, an interaction between switch condition 
and relatedness, the interaction was under-additive, wherein 
switch costs were smaller during related trials than unrelated 
trials. As such, the prediction of increased switch costs 
during related trials was clearly not supported.  

The strongest interpretation of these results is that 
language switching does not rely on inhibitory control, at 
least as is required to overcome semantic interference in the 
PWI paradigm. That is, these results might suggest that this 
specific type of lexical inhibition is not required for the 
language switch task, and that the inhibitory control model 
as it stands is not supported. These findings are congruent 
with other models of bilingual production that focus on 
activation, rather than inhibition, to promote the appropriate 
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lexical item. For example, “persistent activation” (e.g. 
Philipp & Koch, 2009) suggests that strong activation of the 
weaker task (i.e., the L2) persists, making the upcoming 
switch into a dominant task (L1) more difficult. Thus, rather 
than dealing with overcoming previous inhibition, persistent 
activation is more concerned with current level of activation 
and is rooted in the task set inertia hypothesis from the 
classic task switch literature (e.g., Wylie & Allport, 2000).  

Additional support for a central role of activation, rather 
than inhibition, has been demonstrated in task switching by 
evidence of a “stay benefit” rather than a switch cost. For 
example, De Baene and colleagues (2012) found that 
response times were reduced over a number of stay trials, 
but not over a number of switch trials, showing a benefit of 
staying within a task. Additionally, over a series of stay 
trials, a model of activation, rather than recruitment of 
additional control processes, better explained neural 
activation levels.  

Of course, these data do not rule out any role of inhibition 
in language switching, but rather question its role in the 
scope of a language switching task. In the current findings, 
it is possible that taxing inhibitory control may have 
disrupted the adaptation over stay trials, thereby reducing 
the stay benefit (which, without a baseline to determine 
directionality of the effect, would be indistinguishable from 
a reduced switch cost). 

Another interpretation of these results is to posit that 
bilingual language switching does rely on inhibitory control, 
but of a type fundamentally different from that required to 
overcome interference induced by PWI. Some support for 
this interpretation comes from evidence that non-linguistic 
cognitive control is unrelated to lexical selection in 
monolinguals (Alario, Ziegler, Massol, & deCara, 2012), 
which contrasts with significant relationships between 
cognitive control and language switching in bilinguals (as 
discussed in the introduction). This finding belies the 
assumed link between cognitive control and language 
control more generally, and corresponds with the under-
additive effects of language switching and semantic 
interference found in the current experiment.  

Although these findings are inconsistent with the 
straightforward prediction of a domain-general inhibitory 
control model of language switching, it is nevertheless 
possible that PWI and language switching do involve the 
same underlying inhibitory control processes. One way that 
shared processes could lead to the apparently independent 
effects in the current study is if the inhibitory control 
demands of the two tasks did not overlap in time. That is, 
these findings could be explained in terms of a bottleneck in 
dual processes (e.g., Ferreira & Pashler, 2002; Pashler, 
1989) whereby some, but not all aspects of a given task 
require domain general, capacity-limited resources. When 
capacity-demanding tasks are presented simultaneously, 
they reach a bottleneck, and must be performed in sequence. 
Aspects of processing that do not require these resources are 
automatically processed and therefore do not contribute to, 
and are not affected by, the bottleneck. In the context of the 

PWI paradigm, Kleinman (2013) proposed that picture 
naming is subject to this attentional bottleneck, however 
word reading is automatically processed and so is 
unaffected. Thus, in PWI tasks, the distractor word and the 
naming task can become separated in time, reducing the 
PWI effect. By this account, the language switch trials in the 
present experiment might have effectively delayed picture 
naming while allowing the PWI distractor word to be read, 
processed, and to no longer be sufficiently active as to 
induce interference at the point of lexical selection. On the 
other hand, picture naming should not be significantly 
delayed during stay trials, when there is no additional 
conflict; in these trials, both picture naming and distractor 
words may be processed at the same time, where the 
interference is readily available to take its toll. 

This account fits with our findings of reduced costs 
during switch trials, where ostensibly the interfering word 
has had ample time to decay according to a bottleneck 
account. A bottleneck account would not, however, predict 
the observed main effect of distractor relatedness, which 
shows that, regardless of the switch condition, a 
semantically related distractor word did interfere with 
lexical selection. Nevertheless, the bottleneck theory may 
still apply if the delay caused by the switch condition was 
enough to reduce, rather than remove, activation from the 
distractor word relative to a stay trial. If this is the case, the 
current study’s results may yet be consistent with shared 
resources underlying language switching and interference 
resolution in the PWI task. Future experiments are necessary 
to decipher if these findings are in fact due to the bottleneck 
processes, if they reflect a more specific type of inhibitory 
control which does not share resources with the PWI task, or 
if the lack of over-additive interaction between these tasks 
truly reveals that domain general inhibitory control is not 
required, at least as it is typically discussed, in bilingual 
language switching. In any respect, these data lend 
important constraints to the role of inhibitory control in 
bilingual lexical access, and suggest revising current models 
of bilingual production. 
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Abstract 

  This study investigated the longitudinal process of practice 
by an expert dancer in breakdance. We examined the ability 
of the concept of “deliberate practice” (Ericsson, Krampe, & 
Tesch-Römer, 1993) to provide a full account of the practice 
process of an expert dancer. We conducted a fieldwork study 
to observe the practice of expert dancers under natural 
conditions, and analyzed data gathered from video and 
interviews for the progress of a dancer’s proficiency at a 
particular skill with respect to the following three points: 
number of rotations in the skill, contents of the skill, and 
purposes of the skill practices. Results indicated that the 
practice process involved not only refining the quality of the 
skill, but also two other activities: the exploration of new and 
original skills utilizing the characteristics of that skill, and 
choreographing that skill so that it could fit into his full 
performance. The practice process of experts is a complicated 
and creative one, which cannot be sufficiently explained by 
the concept of “deliberate practice” alone.  
 
Keywords: breakdance; deliberate practice; skill acquisition 
and learning; creativity; fieldwork 

Introduction 

Deliberate practice 
 How do experts in domains of physical expression, such as 
dance, develop original and outstanding performance? Many 
studies in cognitive science have focused on practice in 
various domains like chess, music, and sports, and identified 
processes important to developing expertise (Ericsson, 
Krampe, & Tesch-Römer, 1993; Oura, 1996; Schön, 1983). 
Among the identified processes, “deliberate practice” has 
been identified as the most important to improving one’s 
skills (Ericsson, Krampe, & Tesch-Römer, 1993). Ericsson 
and Lehman (1996) pointed out that, often alongside 
immediate feedback from coaches or teachers, people 
gradually develop expertise through engaging in many years 
of practice that is carefully structured with the aim of 
progressively mastering appropriate tasks. They named this 
“deliberate practice”. Many researchers have studied 
deliberate practice in various domains such as games, sports, 
education, and piloting (Macnamara, Hambrick, & Oswald, 
2014). For example, using multiple regression analysis, 
some studies have shown that deliberate practice has high 

accountability with respect to predicting the grades or ranks 
of learners (e.g., Charness, Tuffiash, Krampe, Reingold, & 
Vasyukova, 2005)． 
  On the other hand, only a few studies cast doubt upon this 
concept regarding its generality. For example, Macnamara, 
Hambrick, and Oswald (2014) classified various domains 
treated in studies of deliberate practice based on 
predictability of the environment surrounding the task and 
investigated the accountability of deliberate practice. The 
study showed that in domains of low predictability (like 
team sports and piloting), deliberate practice poorly 
accounted for performance, with limited effect size. In 
addition, as discussed by Oura (1996) and Schön (1983), 
experts tend to acquire flexibility and adaptability in skill 
usage by reflecting and monitoring their practice as well as 
by gathering feedback to revise their solutions in 
environments with highly variable task demands requiring 
creative solutions. These studies suggested that in domains 
that have low predictability and need creative solutions, 
deliberate practice does not completely account for the 
process of developing expertise. As such, there seems to be 
different types of practice involved in low-predictability and 
creative domains.  

Goal of This Study 
In order to capture such a process, we investigated the 
practice of expert dancers in the domain of breakdance, in 
which low predictability and the need for creative solutions 
are core features, using a longitudinal fieldwork method.  
  Breakdance is very popular in many countries these days. 
In breakdance, dancers need to perform impromptu, taking 
into consideration many uncertain factors such as co-
dancers, audience, judges, and music played and changed by 
DJs (Shimizu & Okada, 2013a). Furthermore, criteria for 
evaluation are highly subjective and in competition settings 
are left in the judges’ hands. Under such dynamic conditions, 
expert dancers need to create original and fascinating 
performances.  
 To capture such dynamic practice processes, we used a 
fieldwork method, involving participant observation and 
interview, especially focusing on the process of the 
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development of a particular skill. Although laboratory 
experiments would certainly be advantageous for 
controlling the conditions of observation, we thought that 
the laboratory setting was not suited to our goal. To account 
for the flexible and creative nature of expert practice in 
breakdance, we needed to observe expert practice sessions 
in a highly natural setting.    

Methods 

Participant observation 
We conducted participant observation from July to 
November 2011 (14 practice sessions were observed 
resulting in about 40 hours of observation). The subjects of 
observation were three dancers who have won 1st to 4th prize 
in a breakdance battle tournament in Japan, each having 
about eight to nine years of experience in breakdance. Their 
practice sessions were recorded by two video cameras and 
an IC recorder (see Fig.1). In this study, we focused on 
footage of Expert-A, who practiced a particular skill many 
times (a total of 197 times). 

Interview of Expert-A 
We also conducted a follow-up structured interview with 
Expert-A in March 2014 over about three hours. In the 
interview, Expert-A watched 197 video records of his 
practice of the particular skill and answered two questions in 
response to each records; one referred to the contents of 
each skill performance, and the other referred to the 
purposes of each skill practice. We recorded his interview 
with video cameras and an IC recorder. 

Coding by Expert-B 
Furthermore, to code the content of the observational data of 
the skills of Expert-A, we asked another expert dancer 
(Expert-B) to view the video records for about three hours 
in May 2014. Like the interview of Expert-A, Expert-B 
watched the 197 video records of the practice of Expert-A, 
and identified the contents of the skill each time it was 
performed. We recorded his coding with video cameras and 
an IC recorder. 

Explanation of the skill 
The skill we focused on in this study is called “Inside 
Ninety” (abbreviated “I.N.” in this study, see Fig. 2). In 
this skill, established in the late 20th century, a dancer 
rotates their body in a one-handed handstand. Expert-A 
described that he was confident about his proficiency in 
this skill, especially in terms of ability to perform the 
number of rotations desired. 

Analyses 
In this study, we analyze the process of skill practice from 

three points of view to investigate the flexible and creative 
nature of expert practice: 1) number of rotations in the skill, 
2) contents of the skill performance, and 3) purpose of the 
skill practice. Some studies regarding skill practice 
emphasize that to fully capture the varied and complicated 
process of skill acquisition, indicators concerning only 
proficiency or smoothness of the skill are not sufficient (e.g., 
Haibach, Daniels, & Newell, 2005). We think that by 
analyzing the contents and purposes of the skill 
performances, the creative nature of expert practice can be 
uncovered. 
 
Number of rotations in the skill We counted the number 
of rotations performed as part of the skill in each of the 
197 video records as an indicator of the degree of skill 
acquisition. The first author, who has ten years of 
experience in breakdance, coded the number of rotations 
in each of the 197 videos with half-rotations as the 
minimum unit. 
 
Contents of the skill performances Next, we 
investigated the contents of the skill in each trial to 
analyze its variations and development. Our previous 
study on breakdance skill practice (Shimizu & Okada, 
2013b) showed that another dancer practicing a particular 
skill as part of a full performance tried to change various 
aspects of the skill, such as the preparation, main, and 
terminal parts of the skill. Based on these findings, we 
divided the I.N. into three parts (the point before the 
rotation, the point of rotation, and the point after the 
rotation), and identified the contents of each part. Firstly, 
the first author checked all 197 videos of Expert-A’s 
practices and coded the contents of each performance of 
the skill. Then, he compared that data with the coding of  

note:&	&shows&the&direc.on&of&dancers'&eyes,&& shows&the&direc.on&of&video&
cameras.
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Expert-B to confirm coding consistency (consistency rate 
of 97.5%). Thus, we were able to capture the contents  
of the skill performances objectively. We then integrated 
similar categories and generated 19 coding categories (see 
Table 1). 
 

Purposes of the skill practices We analyzed the purposes 
of Expert-A’s skill practices to identify the intentions 
directing the practice. Similar purposes gathered from the 
interview data of Expert-A were integrated, generating 
five coding categories (see Table 2). We checked the 
reliability of our coding by asking a graduate student who 

 
Table 1. Categories for the contents of the skill performances 

 

Number Names The contents before the rotation 
The contents while 

rotating 
The contents after the rotation 

Number of 

practices 

1 Basic style 1 Footworka⇒New Yorka I.N. Landing⇒Droppinga⇒Footwork 25 

2 
Variation before 

rotation 1 

Footwork⇒Jumping to the 

side⇒Closing both feet 
I.N. Landing 1 

3 Basic style 2 Toprocka⇒New York I.N. Landing 102 

4 
Variation after rotation 

1 
Toprock⇒New York I.N. 

Landing on left 

elbow⇒Windmilla 
6 

5 
Variation after rotation 

2 
Toprock⇒New York I.N. Sliding right hand⇒Air babya 1 

6 
Variation after rotation 

3 
Toprock⇒New York I.N. 

Freeze with hand attached to 

back of feeta 
3 

7 
Variation after rotation 

4 
Toprock⇒New York I.N. 

Landing on left 

elbow⇒Windmill⇒Shoulder 

spina 

3 

8 
Variation after rotation 

5 
Toprock⇒New York I.N. 

Jumping on both 

hands⇒Landingb 
4 

9 
Variation after rotation 

6 
Toprock⇒New York I.N. 

Jumping on both 

hands⇒Maxa⇒Landing 
6 

10 
Variation while rotating 

1 
Toprock⇒New York 

I .N.⇒I.N. while 

jumping on one hand 
Landing 6 

11 
Variation before 

rotation 2 

Footwork⇒Jumping to the 

side⇒Landing on right 

elbow⇒Jumping up⇒Closing 

both feet 

I.N. Landing 4 

12 
Variation while rotating 

2 
Toprock⇒New York 

I .N. whi le bending 

both feet⇒I.N. whi le 

passing through left 

foot 

Landing 14 

13 
Variation while rotating 

3 
Toprock⇒New York 

I .N. whi le bending 

both feet 
Landing 9 

14 
Variation while rotating 

4 
Toprock⇒New York 

I .N. whi le extending 

both feet 
Landing 3 

15 
Variation while rotating 

and after rotation 1 
Toprock⇒New York 

I .N.⇒I.N. while 

bending both legs 

Jumping on both 

hands⇒Max⇒Landing 
1 

16 
Variation after rotation 

7 
Footwork⇒New York I.N. 

Freeze while extending both 

legs 
1 

17 
Variation while rotating 

and after rotation 2 
Toprock⇒New York 

I .N.⇒I.N. while 

bending both legs 

Jumping on one 

hand⇒Landing 
1 

18 
Variation before 

rotation 3 
Donkeya⇒New York I.N. Landing 5 

19 
Variation before 

rotation 4 

Footwork⇒New York⇒Rotating 

by jumping⇒Closing both feet 
I.N. Landing 2 

a: Names of various movements in breakdance. As with number 4, 5, 7, 9 and 18, Expert-A actively combined I.N. and other movements in practice. 
b: Bold and underlined items are contents with a  close relationship with each other. 
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did not know the purpose of this study to code the data. 
The κ coefficient was 0.88 (consistency rate of 92.1%  
between the first author and the graduate student). 
However, the validity of this data is somewhat limited 
because the interview for Expert-A was conducted only 
after much time had passed since participant observation. 
Therefore, we mainly focused on the analysis of the 
contents of the skill performance, while trying to show the 
validity of this analysis by checking for consistency 
between the contents and the purpose of the skill 
performance. 

Results and Discussion 

Number of rotations in the skill 
The maximum number of rotations improved gradually. For 
example, while only achieving 1 and 0.5 rotations in the 1st  

 
Table 2. Categories for the purpose of the skill 

practices 
 

Number Names of categories Number of practices 

1 Refinement of the quality of I.N. 51 

2 Creating  variations of I.N. 92 

3 Confirming variations of I.N. 12 

4 
Choreographing I.N. to fit into the full 

performance 
30 

5 Both Category 1 and Category 2  6 

6 Other 6 

and 2nd practice respectively, Expert-A achieved 2.5 
rotations in the 35th practice and 3 rotations in the 133rd 
practice. This shows that Expert-A indeed developed 
proficiency at this skill 

Contents of the skill performances 
We show the coding categories of the contents of the skill 
performances in Table 11. This table shows that Expert-A 
conducted 17 variations of the skill. Furthermore, Expert-A 
changed various aspects of the skill, such as the point of 
rotation, and the specific contents before and after rotations  
 (see Fig. 3). These results indicate that Expert-A conducted 
divergent and explorative practices to create many 
variations utilizing the established skill, “I.N.”. 
  Fig. 4 shows the number of times the skill was practiced 
(i.e., over time) on the horizontal axis (1st-197th) and the  
number of categories of the contents of each skill 
performance on the vertical axis2. This figure tells us that  

                                                             
1 Expert-A stated that number 1 and number 3 were his basic (i.e. 

default) styles of the skill. 

!
Figure!4.!Longitudinal!plot!of!the!number!of!categories!of!the!contents!each!8me!the!target!skill!was!prac8ced.!The!
categories!highlighted!in!gray!indicate!basic!style!1!and!basic!style!3.!The!do?ed!lines!drawn!parallel!to!the!ver8cal!axis!
indicate!the!day!number!out!of!the!total!days!of!observa8on!(1stC7th).!The!7th!day!and!11th!day!!are!indicated!at!the!top.!!
The!bold!circles!contain!prac8ces!where!ExpertCA!ac8vely!made!reference!to!previous!varia8ons.!
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Expert-A gradually created many types of variations while 
simultaneously refining the basic style. 
  Furthermore, with respect to the chronology of the practice 
sessions, Expert-A started to make more variations after the 
7th day. Also, as Expert-A engaged in further practice (see 
the 7th day and 11th day), he created many variations with 
reference to the variations he generated during preceding 
practices (see circled items in Fig. 4 and bold items in Table 
1). These results indicated that Expert-A started to create 
many variations only after having sufficiently practiced the 
skill (in his case, after 7 days), and he created the new 
variations actively referring to previous variations. 

Purposes of the skill practices 
We show the coding categories of the purposes of the skill 
practice in Table 2. Expert-A had multiple purposes 
intended for each practice, such as divergent practice 
(creating many variations utilizing the characteristics of the 
skill), convergent practice (refining the quality of the skill), 
and integrative practice (arranging the skill to fit into his full 
performance). This result is consistent with the results from 

                                                                                                       
2 We adapted the Problem Behavior Graph (PBG) in Newell & 

Simon (1972) to create Fig. 4. 

the observations regarding skill content in the previous 
section, which indicated that Expert-A created many 
variations of the skill.  

Relationship between the contents of the skill 
performances and the purposes of the skill practice 
As shown in Table 3, the data suggested that when Expert-A 
intended to refine the quality of the skill (convergent 
practice), he used basic style 2, whereas when his purpose 
was to integrate the skill into his full performance, he used 
basic style 1. When Expert-A sought to create many 
variations, he conducted 15 kinds of variations (see 
variations in the contents in Table 3). These results showed 
that the purposes and contents of the skill practices were 
related. 

General Discussion 
This study investigated the practice process of an expert in a 
domain that has low predictability and requires creative 
solutions. We selected breakdance as the domain of study, 
and conducted longitudinal fieldwork. Based on our results, 
we uncovered two points. 

 
Table 3. Relationships between the contents of the skill performances and the purposes of the skill practices  

 

                      Purposes       

 

Contents 

Refinement of 

the quality of 

I.N. 

Creating 

variations of I.N. 

Confirming 

variations of 

I.N. 

Choreographing I.N. 

to fit into the full 

performance 

Both of 

Category 1 and 

Category 2 

Other 

Basic style 1a 1 1 0 22  0 1 

Variation before rotation 1 0 0 1 0 0 0 

Basic style 2 48  40 2 2 5 5 

Variation  after rotation 1 0 6 0 0 0 0 

Variation after rotation 2 1 0 0 0 0 0 

Variation after rotation 3 0 1 1 0 1 0 

Variation after rotation 4 0 3 0 0 0 0 

Variation after rotation 5 0 4 0 0 0 0 

Variation after rotation 6 1 5 0 0 0 0 

Variation while rotating 1 0 4 2 0 0 0 

Variation before rotation 2 0 0 0 4 0 0 

Variation while rotating 2 0 14 0 0 0 0 

Variation while rotating 3 0 3 6 0 0 0 

Variation while rotating 4 0 3 0 0 0 0 

Variation while rotating and after 

rotation 1 

0 1 0 0 0 0 

Variation after rotation 7 0 0 0 1 0 0 

Variation while rotating and after 

rotation 2 

0 1 0 0 0 0 

Variation before rotation 3 0 4 0 1 0 0 

Variation before rotation 4 0 2 0 0 0 0 

Total numbers of practices 51 92 12 30 6 6 

Total numbers of variations in the 

contents 

4 15  5 5 2 2 

a: The categories highlighted in gray are basic style 1 and basic style 2. 
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1: First, the expert engaged in not only convergent practice 
to refine the quality of the skill, but also divergent practice 
to create many variations utilizing the characteristics of the  
skill, and integrative practice to choreograph the skill to fit 
into his full performance. 
2: Second, divergent practice was started only after 
prolonged practice. Furthermore, when the expert conducted 
divergent practice, he actively referred to and utilized the 
previous variations he had created. 
  These findings tell us that in a domain with low 
predictability and a need for creative solutions, the expert 
dancer engaged in fairly complicated and creative practices. 
He not only repeated and refined the existing skill, but also 
paid attention to the relationships between that skill, his  
knowledge, and other skills, allowing him to create new 
skills. This practice process cannot be fully accounted for by 
the concept of “deliberate practice”, which emphasizes 
repetitive practices that are carefully structured and often 
provided by teachers or coaches. Since exploration of new 
ideas and new skills is essential in expert practices in 
creative domains, deliberately structured practices cannot be 
prepared in advance. An expert’s practice in such a creative 
domain needs to be personally developed in situ with an 
explorative approach in order to generate a creative 
performance. This point of view is consistent with the 
discussion of Kapur (2008), which emphasizes the 
importance of explorative attempts and variability of 
contents in the practice process to become an adaptive 
expert explained by Hatano & Inagaki (1986). The 
importance of variability in the contents of practice is also 
supported by a constraints-led approach, which accounts for 
the skill acquisition process in various domains from a 
dynamical systems model (e.g., Chow, Davids, Hristovski, 
Araújo, & Passos, 2011). Further research is needed to 
generalize and integrate our findings with those in related 
domains. 
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Abstract 
Models of spoken word recognition in monolingual, native 
listeners account for the dynamics of lexical activation of 
intended words and their phonologically similar 
“competitors,” in terms of continuous, cascaded processing 
dynamics. Here we explore how the dynamics of spoken word 
recognition differ for second language listeners. Groups of 
native Korean speakers (KL1) and native English speakers 
(EL1) listened to recordings of words in three conditions: 
phonological overlap at the beginnings of the words (cohort), 
at the ends of the words (rhyme), or without phonological 
overlap (unrelated), and used a computer mouse to select the 
matching stimulus from an array of two pictures. There are 
many reasons to predict that KL1 participants would differ 
from EL1 participants; for example, participants with non-
native speech sound perception might strategically reduce the 
contribution of anticipatory processes to avoid committing to 
an incorrect response and thus demonstrate smaller effects of 
anticipatory competition (cohort effect). Instead, the results 
did not reveal any interactions between language background 
and performance across the cohort, rhyme and unrelated 
conditions. Nor were effects of similarity related to overall 
performance on independent tests of speech sound 
categorization or vocabulary. The results suggest that the 
cohort and rhyme effects are robust features of proficient 
second language spoken word recognition, despite 
demonstrable differences in speech sound recognition.  

Keywords: speech perception; lexical processing; word 
recognition 

Introduction 
Anticipatory processes have long been understood to play a 
central role in spoken word recognition. For example, the 
Cohort model characterized word recognition as a process 
of serially eliminating lexical candidates based on gradually 
accumulating evidence (Marslen-Wilson, 1989). Most — if 
not all — contemporary and later models such as TRACE, 
MERGE and Shortlist (McClelland & Elman, 1986; Norris, 
1994; Norris et al., 2000) incorporate anticipatory processes, 
despite differing from Cohort (and from one another) in 
many theoretically important ways. 

In these interactive activation models, anticipatory effects 
emerge naturally from activation dynamics in a network of 
connected nodes representing different levels of description. 
For example, lexical nodes are modeled as receiving 
activation from their constituent phonemes in a cascaded 
manner — that is, as each phoneme becomes active, this 

activity is instantaneously passed to the words that contain 
it. In this way, words consistent with the input can become 
activated based on early, partial input. When multiple words 
are equally consistent with the input, this creates 
competition among candidate words, resulting in slower 
recognition times. 

When a "visual world” is presented in which pictures with 
overlapping names (such as a “beaker” and a “beetle”) are 
present, eye-movements during response planning 
(Allopenna et al., 1998) and arm movements during 
response execution i.e., using a “mouse tracking” paradigm 
(Spivey et al., 2005), can reveal this competition at work in 
real time. For example, arm movement trajectories to a 
“beaker” when a “beetle” is present have a greater arc than 
trajectories when a “speaker” is present. Trajectories when a 
rhyme competitor like “speaker” is present, in turn, have a 
greater arc than trials on which an item with a 
phonologically unrelated name is present, indicating that 
phonological similarity influences processing after 
anticipatory processes could, in principle, have resolved the 
stimulus ambiguity entirely. These data are well accounted 
for in the TRACE model, in just the terms we have 
described so far. Here we ask how the dynamics of spoken 
word recognition differ for second language (L2) listeners in 
this same task. 

It is well documented that late L2 learners’ ability to 
categorize speech sounds is not native-like, and is best 
understood as involving transfer of L1 categorization 
abilities, (Best & Tyler, 2007; Flege, 1999; Kuhl, 2004). 
Thus, we might imagine that spoken word recognition in L2 
would have similar dynamics to what is observed in 
individuals with relatively poor phonological processing 
abilities. For example, Desroches et al. (2008) compared 
dyslexic children to typically developing controls, and 
found differences in competition with rhyme, but not cohort 
competitors. In contrast, McMurray et al. (2010) examined 
individual differences in an adolescent population with 
substantial variability in phonological processing abilities 
(including participants with language impairment), and 
found that poorer scores on language tests were associated 
with higher levels of late-occurring competition for both 
cohort and rhyme distractors. To the extent that L2 listeners’ 
speech sound categorization is less efficient than typical 
native listeners’, we may expect their lexical processing to 
resemble these populations.  

2158



There are also reasons to suspect that differences in how 
the lexicon is organized may influence second language 
word recognition. Many studies have demonstrated 
interference effects from interlingual homographs (Dijkstra 
et al 1999) and homophones (Schulpen et al 2003; Lagrou et 
al. 2011), indicating that words in multiple languages can be 
activated by the same input. Thus, the dynamics of lexical 
activation in L2 learners may reflect contributions from a 
much larger lexicon, with many more potential "neighbors" 
for every word. This could have the effect of diluting any 
competition effects, or at least generally slowing down 
lexical activation by introducing greater competition to all 
conditions.  

Cross-language interference effects have been used to 
argue that bilinguals cannot selectively inhibit the entire 
lexicon of the irrelevant language (Kroll & Dussais, 2004). 
But other aspects of lexical processing may be under 
strategic control. For example, if second language learners 
are aware that they experience greater ambiguity in 
processing speech sounds in their second language, they 
may strategically reduce the contribution of anticipatory 
processes to avoid committing to an incorrect response, 
waiting longer before acting on incoming information. 
Because the mouse-tracking approach we are applying here 
measures the dynamics of response execution, smaller 
effects of cohort competition might be expected to arise 
either as evidence accumulates for the eventual target of arm 
movement, or as the a graded decision process is used to 
continuously guide motor movements (Spivey et al. 2005). 
Under this scenario, we might expect L2 listeners to 
produce a smaller cohort effect, but the same or larger 
rhyme effect compared to native listeners.  

Thus, differences in lexical processing arising at multiple 
levels of description — due to either strategic or constitutive 
differences in processing dynamics — could plausibly 
contribute to distinct patterns of performance between 
second language learners and native listeners in the current 
task.  

 
Methods 

 

Participants  
 

Twenty-five monolingual native-English speaking (EL1) 
adults, mean age 22.50 years (SD = 4.46) and 58 native-
Korean speaking (KL1) adults with a minimum of five years 
English language experience,  and mean age of 22.90 years 
(SD = 5.87) participated in this study.  For the KL1 
participants, the average Age of Arrival (AoA) to the United 
States was 9.40 years of age (SD = 4.33) and mean Length 
of Residence (LoR) in the United States was 13.5 years (SD 
= 6.47).  

In order to provide estimates of language proficiency, the 
participants completed a phonetic discrimination task, a 
category fluency task, and the synonym, antonym and 
picture vocabulary subtests of the Woodcock-Johnson Tests 
of Cognitive Abilities, Third Edition (W-J III).  For the 
phonetic discrimination task, participants completed a 
categorical AXB task for three English phonetic contrasts, 

/ba/ - / va/, /da/ -  /ða/, and /fu/ - /θu/, and for three series of 
Korean phonetic contrasts difficult for native English 
speakers (tense, plain, and aspirated stops),  /p*/ - /p/, /th/ - 
/t*/, and /t/ - /th/.  For the category fluency task, participants 
were given 45 seconds to list as many items as they could in 
a given category (e.g. fruits, clothing items). The EL1 
participants performed the task in English only and the KL1 
participants performed the task in both English and Korean. 
These measures were collected in the same session as the 
spoken word recognition experiment. Analysis using two-
sample t-test revealed significant differences between 
groups, with poorer performance in the KL1 group for all 
but the Korean Phonetic Discrimination (AXB) task (see 
Table 1). 

 
Table 1: Monolingual and Bilingual Performance  

Across Language Measures 
 

Task EL1 KL1 ∆ 
Vocab 15.92  

(0.23) 
13.95 
(0.27) 

1.97** 

Fluency 15.36  
(0.69) 

13.03 
(0.40) 

2.33** 

English AXB^  0.97  
(0.01) 

0.92 
(0.01) 

0.04* 

Korean AXB^  0.88  
(0.01) 

0.94 
(0.01) 

-0.06** 

 
Scores are presented as means with standard error in parentheses; 
Vocab: Mean of all three vocabulary measures; ^Mean of all 
three contrasts; * p < 0.05, ** p < 0.01. 
 
Stimuli   

Stimuli and other major aspects of the experimental design 
were taken directly from Allopenna et al. (1998). Each 
stimulus word was two syllables. Stimuli had a mean 
duration of 0.578 seconds. The words were recorded in 
isolation and presented without any carrier phrase using 
Praat software (Version 5.4.04). Each stimulus was saved in 
a monaural 44,100 Hz WAV file with 10 ms silence before 
and after the word. Images for the twenty-four visual 
stimuli, adapted from Allopenna et al. (1998), were prepared 
from public domain images found on the internet and 
resized to 275 x 300 (pixels) in Microsoft Paint.  
 
Procedure 
  

The experiment was controlled using Paradigm (Perception 
Research Systems, Lawrence, KS) on the Windows 7 
operating system. The display resolution was set to 1024 x 
768. Mouse movements were recorded at a sampling rate of 
125 Hz.  

The visual display consisted of one target and one 
distractor, as seen in Figure 1. Appearance of the target on 
the top left or top right corner was counterbalanced so the 
target appeared on each side equally often. Presentation of 
visual stimuli was randomized with a 500 ms delay between 
trials.  
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Figure 1. Visual stimulus display during the spoken word 
recognition task for “pickle” and “nickel”. 

 
Familiarization  
 

Participants began with a familiarization phase in which 
they learned the correspondences between the specific 
pictures used in the experiment and their (written) names, 
and practiced moving the mouse continuously throughout 
the trial as instructed by the experimenter. Familiarization 
occurred with visual stimuli only, so as not to interfere with 
the speech perception focus of the task. The goal was to 
neutralize any potential ambiguity with regard to the visual 
complexity of stimulus images used.  

First, all the stimuli were presented one at a time on the 
screen, with the corresponding names printed under them. 
Next, participants were shown two pictures at a time with 
the corresponding name of the image printed under both 
pictures. (Presentation parameters were matched to those of 
the actual experiment, except that the same object was 
pictured in both locations for these familiarization trials.) 
Finally, to verify that participants correctly identified the 
pictures, each picture was presented individually at the 
center of the screen with three words beneath it and 
participants were instructed to select the word 
corresponding to the picture. 

 
Experimental Trials 
  

Participants began each experimental trial by clicking on a 
“START” box at the bottom center of the display. They 
were encouraged to keep the mouse moving continuously 
once the cursor entered the start box and instructed to move 
the cursor upward through a white rectangular box, which 
cued the audio stimulus to play midflight. Once they heard 
the spoken word, their task was to make a selection by 
clicking on one of the two images presented on screen in the 
top left and top right corners and thus end the trail 

If the spoken word they heard was “beaker”, their task 
was to click the target image of the beaker. The distractor 
image might be a cohort competitor (e.g., “beetle”), a rhyme 
competitor (e.g., “speaker”) or an unrelated control (e.g., 
“carriage”). 

Each participant completed an experimental block of 35 
trials total, which was composed of 8 cohort competitor 
trials, 8 rhyme competitor trials, 8 unrelated competitor 
trials, and 11 filler trials. Thus the eight target words, taken 

from the eight referent sets used in Allopenna et al. (1998), 
appeared in each of the three conditions. Filler trials were 
included in order to prevent participants from developing 
clues regarding the purpose of the study. 
 
Analysis  
 

Mouse movement trajectory recordings began once 
participants clicked on the Start button and ended when the 
target image was clicked. The data collected for each of the 
trials included the x, y coordinates of the computer mouse 
along with time in ms. Error trials in which participants had 
failed to click the target image were excluded from further 
analyses. All remaining trajectories were visually inspected 
for cross-overs and obvious sporadic movement (loops, 
stops, etc.). Such sporadic trajectories were also excluded 
from further analyses. 

All analyzable trajectories were time-normalized to 100 
time-steps to account for the potential for trial duration 
variability following a procedure originally described in 
Spivey et al. (2005). All trajectories were aligned so that 
their first observation point corresponded to (0,0) and right-
branching trajectories were reflected in the y-axis.  

Maximum deviation was calculated as the furthest 
deviation of the mouse from a straight line connecting the 
“Start” box to the target image.  Reaction time was defined 
as the amount of time elapsed between clicking the Start 
button and clicking the target. 

Mouse tracking data were analyzed by subject using 
repeated measures ANOVA with Group (EL1, KL1) as a 
between-subjects factor and Condition (cohort, rhyme, 
unrelated control) as a within-subject factor and Subject 
nested in Group as the error term. Tukey post hoc tests were 
used to examine pairwise contrasts when significant main 
effects or interactions were detected. Linear regression 
analysis was used to explore the relationships between the 
subject variables (language proficiency, AoA) and the 
mouse tracking data. A p level of less than 0.05 was 
considered significant for all analyses. 

 
Results 

 

Accuracy and Reaction Time   
 

Accuracy for both groups was extremely high (greater than 
97% for all conditions, see Table 2).  Inferential tests for 
condition or group differences in accuracy were not 
informative due to perfect performance in half of the cells. 
Mean reaction times were also similar between groups, but 
varied significantly by Condition, F(2,162) = 18.98, p < 
0.05. Tukey post-hoc analysis revealed that reaction times 
were significantly longer for both the cohort condition and 
the rhyme condition compared to the Unrelated condition. 
The effect of Group was not significant, nor was there any 
interaction between Group and Condition.   
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Figure 2. Mean Trajectories for the Rhyme, Cohort  
and Unrelated Conditions 

 
Table 2: Mean Accuracy & Reaction Times 

 
Group Cond Accuracy  RT  

Unrel 1.00 (0.00) 996 (32) 
Coh  0.98 (0.01) 1082 (40) 

 
EL1 

 Rhy 1.00 (0.00) 1031 (34) 
Unrel 1.00 (0.00) 1002 (32) 
Coh 0.97 (0.01) 1090 (32) 

 
KL1 

 Rhy 0.99 (0.00) 1053 (33) 
 
Condition means with standard error in parentheses.  
RT = Reaction Time (ms); Unrel = Unrelated;  
Coh = Cohort; Rhy = Rhyme. 
 

 

Maximum Deviation 
  

Maximum deviations along with the 95% confidence 
intervals are plotted by Condition in Figure 3 for the EL1 
and KL1 groups. In general, it was observed that large 
deviations were seen in the cohort condition for both 
groups. Following ANOVA analysis, a significant main 
effect of Condition was observed, F(2,162) = 27.27, p < 
0.05. Tukey post-hoc analysis revealed that maximum 
deviations were significantly larger for the cohort condition 
than both the unrelated and the rhyme conditions. In 
addition, the maximum deviation for the rhyme condition 
was significantly greater than for the unrelated condition. 
The effect of Group was not significant, nor was there any 
interaction between Group and Condition (all F < 1). 
 

 
 
Figure 3. Maximum mouse deviation by Condition for 
both the EL1 group and KL1 group.  Bars indicate 95% 
confidence intervals. 

 
In light of the above findings, two new difference variables 
were created to examine relationships between phonetic and 
vocabulary abilities as well as AoA and LoR with different 
aspects of performance in the mouse-tracking task.  The first 
was the “cohort effect” which was calculated as the 
difference between the maximum deviation for the cohort 
condition and the unrelated condition.  The second was the 
“rhyme effect” which was calculated as the difference 
between the maximum deviation for the rhyme condition 
and the unrelated condition. In serial simple linear 
regression analyses of data from KL1 participants, 
individual differences in vocabulary, fluency, and phonetic 
discrimination had no significant correlation with the 
strength of either the cohort effect or the rhyme effect. AoA 
and LoR also showed no significant correlation with the 
cohort or rhyme effect, all r2 < 0.01, all F < 1. 
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Discussion 
 

The most striking feature of the results reported here is the 
robustness of the cohort and rhyme effects in second-
language listeners. Consideration of both the functional 
architecture of lexical processing, and the strategies 
deployed to resolve ambiguity led us to predict differences 
in the relative size of one or both of these effects in listeners 
with non-native-like speech sound categorization and 
vocabulary abilities. Nonetheless, the dynamics of lexical 
activation showed sensitivity to anticipatory information 
and to overall similarity that was robust to differences 
between L1 and L2 groups; further, we found no evidence 
for continuous relationships between measures of English 
speech sound categorization, vocabulary or verbal fluency 
and the size of these effects.  

The bilingual participants in our study performed well 
below native levels in a task directly testing their phonetic 
categorization abilities. Other populations with such 
difficulties, such as individuals with reading disability 
(Desroches, et al., 2008) and varying levels of language 
impairment (McMurray, et al., 2010) have distinct patterns 
of performance in tasks that tap the lexical-phonetic 
interface. The current data constrain the interpretation of 
those previous findings, by demonstrating that differences in 
the dynamics of lexical activation may not result from 
atypical activation of appropriate phonetic constituents of 
words, when this is the result of performing the task in an 
L2. This is consistent with McMurray et al.’s TRACE 
simulations, in which differences in lexical decay – rather 
than activation parameters related to phoneme activation -- 
were found to best fit the impact of language deficits on 
relative levels of competition in this same task. 

Our sample size was sufficient to explore continuous 
associations between the dynamics of lexical activation in 
this task and a range of biographical data and proficiency 
measures. None of these variables were correlated with the 
magnitude of the cohort or rhyme effect. Thus, these effects 
may be robust features of proficient spoken word 
recognition that do not depend on native-like phonological 
or lexical processing, or on learning one’s second language 
during a particular sensitive period. 

We had also tentatively predicted that the cohort effect 
would be smaller for non-native listeners based on strategic 
considerations. If non-native listeners are aware that they 
experience greater ambiguity as spoken words unfold over 
time, they may accumulate more information (i.e., wait 
longer) before committing to one or another response. This 
waiting strategy may have impacted either reaction time or 
maximum deviation in the mouse-tracking measure.  

There was no evidence for this hypothesis, but it would be 
premature to rule out strategic differences in task 
performance entirely. The visual world paradigm is 
designed to provide data about lexical processing in a 
communicative context, and to provide evidence for the 
relative activation of competing words during word 
recognition. In order to do this, however, it provides a very 
specific context — especially when adapted to mouse 

tracking, in which only two choices are presented — that 
can be strategically used to reduce the inherent vagueness of 
the spoken stimulus to mere ambiguity between two options 
that are known in advance. If, as we have speculated, second 
language listeners are particularly adept at using contextual 
information to overcome particular difficulties that arise for 
them due to their non-native phonological and lexical 
inventories, processing differences may arise in a less direct 
test of competition among cohort and rhyme neighbors. 
That is, the similarity between L2 and native listeners in this 
task may be the result of L2 listeners’ ability to take 
advantage of the limited response set.  

Much of the literature on word recognition in second 
language learners and bilinguals has focused on whether 
there is competition between lexical representations for 
different languages, and how this competition is managed 
(Weber & Cutler, 2004; Marian, Blumenfeld, & Boukrina, 
2008). These studies have largely focused on the inter-
lingual cohort effect, in which similar-sounding words in L1 
appear to be transiently activated, even in a monolingual test 
run in L2 (Spivey & Marian, 1999).  

In this study, we focused on competition effects within a 
single target language using a mouse-tracking paradigm, 
and found, quite surprisingly, that the dynamics of lexical 
activation in a second language are essentially identical to 
what is found in a population of monolingual native 
listeners. In a prior study, Canseco-Gonzalez et al (2010) 
found subtle differences in the timing of the cohort effect 
between Spanish-English Bilinguals who differed in 
whether their L1 was Spanish or English. In contrast, we 
found no difference in the size of the cohort effect between 
native and non-native English speakers, despite gross 
differences in proficiency on a number of language 
measures. Importantly, the group differences observed by 
Canseco-Gonzalez et al. were based on real time analyses -- 
the cohort effect emerged later for Spanish L1 than English 
L1 bilinguals. In our study, there was no difference in a 
spatial measure of lexical competition -- maximum 
deviation of the mouse trajectories. This suggests that the 
relative time course of activations for competitors is 
substantially the same as in L1 speakers, although it is 
possible that finer-grained analyses of response dynamics 
might reveal temporal differences in processing. How L2 
listeners accomplish native-like performance in spoken 
word recognition despite lacking native-like speech sound 
categorization presents a puzzle for models that assume a 
strictly hierarchical organization — as all current models of 
spoken word recognition do. 

This experiment was designed as a two-alternative forced 
choice between two similar-sounding options. This task 
affords different strategies than a “free field” word 
identification task. Further, the relevant theory (TRACE) is 
about activation of lexical competitors, and it is possible 
that the trial preview period artificially activates words that 
may not otherwise be activated for the L2 speakers before 
the audio stimuli is presented. 
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It will be important in future research to study the lexical-
phonetic interface under a wider range of task conditions. In 
particular, exploring the role of the communicative context 
in shaping L2 listeners’ use of anticipatory information. For 
example, Magnuson et al. (2007) studied the influence of 
neighborhood structure on the activation of target words in a 
visual world paradigm in which only unrelated items were 
present. By examining the activation dynamics of words 
with different numbers of cohort and rhyme neighbors in 
this way, they were able to identify effects traceable to 
patterns of phonetic similarity and lexical activation that 
may more directly reflect the functional architecture of 
lexical processing. An adaptation of this paradigm for the 
current population could include a further manipulation 
based on lexical overlap in the bilingual participants’ first 
language, to explore the generality of inter-language 
interference effects observed by, e.g., Marian et al. 
(2008). Nonetheless, the findings in the current study 
suggest that, at least under some circumstances, the 
dynamics of lexical activation are surprisingly native-like in 
L2 learners, despite gross differences from native listeners 
in both phonetic inventory and lexicon size.  
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Abstract 

Beginning with Fitch and Hauser (2004), a number of studies 
have used the Artificial Grammar Learning task to investigate 
learning rules generating hierarchical structural relations 
among sequences of elements that are characteristic of the 
grammar of human languages. Studies that have examined the 
learning of a center-embedding rule (AnBn rule) exemplified 
by the sentence, The dogs the girl the boys like feeds bark 
incessantly have provided mixed results. We present the 
results of three experiments that demonstrate learning when 
training occurs incrementally (e.g., Lai & Poletiek, 2011) and 
requires feedback when testing with a grammaticality 
judgment task. We also use a novel completion task, which 
demonstrated learning both with and without feedback. In all 
cases, not all participants learned the rule. 

Keywords: Artificial grammar learning task, center-
embedding  

Introduction 
Over the past decades, the Artificial Grammar Learning 

(AGL) paradigm has been an important methodology for 
investigating children and adults' ability to learn 
grammatical rules that underlie the hierarchical embedding 
of natural language. The AGL paradigm uses a set of rules 
to generate meaningless sequences of letters, syllables, or 
other elements. The sequences are presented to participants 
during a training phase, and, then learning is tested typically 
with novel sequences presented for grammaticality 
judgments. The participants' ability to both accept 
grammatical sequences and reject ungrammatical ones is 
considered evidence of learning the underlying rule. 

Following several previous AGL studies the, the current 
experiments examined adults' learning a recursive center-
embedding rule with the notation AnBn. It creates 
hierarchical dependencies like in the sentence, The dogs the 
girl the boys like feeds bark incessantly. AGL studies have 
yielded mixed findings concerning adults' ability to learn the 
AnBn rule when it requires what we refer to as subcategory 
dependencies. That is, A and B refer to two different 
categories and the superscripted numbers refer to dependent 
A and B subcategories (e.g., the occurrence of an element 
from subcategory A1 requires the occurrence of an element 
from subcategory B1). 

Fitch and Hauser (2004) were among the first to test 
learning of the AnBn rule by humans as well as primates. 
Their A and B categories were recordings of 16 different 
CV syllables, with 8 A category syllables recorded in a 
female voice and 8 B category syllables recorded in a male 
voice. Grammatical sequences simply had an equal number 
of A and B syllables (n = 2 or 3) and no repetitions of token 

syllables. Participants listened to a recording of 30 
grammatical sequences without any explicit learning 
instructions. Afterwards, they performed a same-different 
judgment task (without feedback) consisting of novel 
grammatical sequences with n = 2, 3, or 4 (the latter testing 
generalization). The ungrammatical sequences reversed the 
order of the AB categories or had alternating AB syllables. 
The human participants (but not the primates) readily 
distinguished the grammatical and ungrammatical sequences 
(89% correct) as well as judged 84% of grammatical 
sequences with n = 4 as being "same".  

However, a study by Perruchet and Rey (2005) failed to 
find evidence that humans learn the AnBn rule when it 
creates sequences with non-adjacent dependencies thereby 
reflecting a hierarchical structure.  Like Fitch and Hauser, 
their A and B categories consisted of synthesized recordings 
of 16 different CV syllables, with the 8 A category 
recordings having higher pitch than the 8 B category 
recordings. Unlike Fitch and Hauser, each A category 
syllable was matched to a B category syllable creating AB 
item dependencies. Thus, given a dependency between ba 
(A category) and lo (B category), if ba occurred first in a 
sequence then lo occurred last.  The sequences had  1- or 2-
embeddings (n = 2 or 3), with no repetitions of token 
syllables. Participants listened to 32 sequences during an 
exposure period without explicit learning instructions. 
Afterwards, they were given a same-different judgment task 
(with no feedback) consisting of novel grammatical 
sequences and ungrammatical sequences created by 
scrambling the order of the B syllables (thereby violating 
AB item dependencies). In addition, half of both the 
grammatical and ungrammatical sequences had alternating 
high-low pitch thereby violating the pitch pattern. The 
results showed that the participants' same-different 
responses were based on whether the test sequences' pitch 
pattern was consistent with the exposure sequences and not 
on whether the order of the B category syllables reflected 
the center-embedded dependency.  

A number of subsequent AGL studies with only human 
participants have provided mixed evidence of learning the 
AnBn rule (Bahlmann, Gunter, & Friederici, 2006; 
Bahlmann, Schubotz, & Friederici, 2008; de Vries, 
Monaghan, Knecht, & Zwitserlood, 2008; Lai & Poletiek, 
2011). Most studies used the syllables shown in Table 1 in 
which the A and B categories were distinguished by the 
syllables' vowels and the three AB dependent subcategories 
were based on the initial consonants.    

Unlike Perruchet and Rey (2005) the subsequent studies 
presented the AnBn sequences visually, with each syllable 
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presented one at a time for a duration ranging from 300 ms 
to 800 ms across studies and with an interstimulus interval 
ranging from 0 ms to 200 ms. The studies also differ from 
Perruchet and Rey (2005) in several other important ways: 
(1) Participants were explicitly instructed to try to learn the 
rule underlying the grammatical sequences, (2) the training 
sequences were presented in a series of blocks each ending 
with a grammaticality judgment test, and (3) participants 
received feedback on their grammaticality judgments. 

Although the subsequent studies differ from each other in 
a number of ways, the mixed findings appear to be due to 
two differences: the nature of the ungrammatical test 
sequences and whether training was incremental. In the case 
of the ungrammatical test sequences, as shown in Table 2, 
the violation involved a subcategory dependency, in which a 
B-category syllable was replaced with a syllable from 
another subcategory (Bahlmann et al. 2006; Bahlmann et al., 
2008; Lai & Poletiek, 2011) and/or it involved scrambling 
the order of the of the dependent B category syllables (de 
Vries, et al., 2008; Perruchet & Rey, 2005). de Vries et al. 
argued that scrambled sequences are necessary to test 
participants' learning of the hierarchical center-embedding 
structure because they contrast with grammatical sequences 
specifically with respect to that structure. Ungrammatical 
sequences with a subcategory dependency violation can be 
rejected using a counting strategy, namely, for every 
syllable in the first half of a sequence that begins with b-, d-, 
or g-, there must be a syllable in the second half that begins 
with p-, t-, or k- respectively. This strategy would correctly 
reject the ungrammatical sequence bedegikopopu because 
the de requires either to or tu in the last three syllables. 
However, the strategy would incorrectly accept the 
scrambled sequence bedegikopotu. 

 
Table 1: Syllables representing the A and B categories 

and subcategory dependencies in de Vries et al. (2008 
Experiment 2), Bahlman et al. (2008), Lai & Poletiek 
(2011), and Experiments 1-3. 

 
A Category (-e, -i) B Category (-o, -u) 

A-B Dependent Subcategories 
A1 be, bi B1 po, pu 
A2 de, di B2  to, tu 
A3 ge, gi B3 ko, ku 

 
Of the subsequent studies using the same or similar 

materials shown in Table 1, only de Vries et al. (2008) used 
scrambled test sequences, and doing so showed no evidence 
of learning the AnBn rule. Bahlman et al. (2008) as well as 
Lai and Poletiek (2011) used test sequences with a 
subcategory violation which were reliably distinguished 
from grammatical sequences. In addition, unlike de Vries et 
al., both Bahlman et al. (2008) and Lai and Poletiek (2011) 
employed incremental training that began with 0-embedding 
sequences. In fact, Lai and Poletiek found no evidence of 
learning the AnBn rule with random training or with 
incremental training that began with 1-embedding 

sequences. Thus, learning the AnBn rule appears to require 
first learning the subcategory dependencies, which is 
facilitated by exclusive initial training with the 0-embedding 
sequences. Once the subcategory dependencies are learned, 
they provide a scaffolding for learning the structural 
dependency (e.g., Elman, 1993). Learning the subcategory 
dependencies is more difficult with random training, 
especially if it does not include 0-embedding sequences, as 
in the case of de Vries et al. (2008). The aim of Experiment 
1 was to verify the importance of incremental training and 
presented scrambled ungrammatical test sequences. 

 
Table 2: Examples of grammatical & ungrammatical test 

sequences with 0-, 1-, or 2-embedding levels (LVL) 
presented in various studies. Ungrammatical sequences with 
a subcategory violation were used in Bahlmann et al. (2008) 
and Lai & Poletiek (2001). Scrambled sequences were used 
in de Vries et al. (2008) and Experiment 1. Violations are 
indicated by bold. 

 

LVL Grammatical 
Ungrammatical 

Subcategory Violation 
0 A1B1  bepo A1B3  beko 

 Subcategory 
Violation 

 
Scrambled 

1 A1A3B3B1 
begekupu 

A1A3B3B2 

bigikotu 
A1A3B1B3 

bigipuko 
2 A1A2A3B3B2B1 

bedigikotopu 
A1A2A3B3B1B1 
bedegikopopu 

A1A2A3B3B1B2 
bedegikopotu 

Experiment 1 
Experiment 1 was a replication of Lai and Poletiek's (2011) 
incremental and random training conditions, each consisting 
of 12 blocks. For both training conditions, the 
grammaticality judgment task at the end of each block 
included either Lai and Poletiek's ungrammatical test 
sequences with a subcategory violation or scrambled 
ungrammatical test sequences. If learning occurs in the 
Incremental condition with scrambled test sequences then it 
would provide evidence that participants learned the AnBn 
rule rather than a counting strategy. A final test block with 
3- and 4-embedding sequences also was presented to assess 
participants' ability to generalize the rule (e.g., Fitch & 
Friederici, 2012). Incremental training that begins 
exclusively with the 0-embedding level should facilitate 
learning the AB subcategory dependencies, which, in turn, 
should enable learning the AnBn rule. Once the rule is 
learned, there should be consistently high accuracy on the 
grammaticality judgment task at the end of each block. 
Therefore, we examined the individual participants' 
performance on the grammaticality judgment task across the 
blocks to assess whether those who learned the AB 
subcategory dependencies also subsequently learned the 
AnBn rule. We also had participants provide written 
descriptions of the rule at the end of the experiment. 
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Method 
Participants Sixty-four undergraduate students enrolled in  
Psychology courses participated and received course credit. 
All were native English speakers. 

 
Materials and Design The materials consisted of the six A 
Category and six B Category syllables, and subcategory 
dependencies shown in Table 1. The 144 training sequences 
created from the syllables by Lai and Poletiek (2011) were 
used and consisted of an equal number of 0-, 1-, and 2-
embedding sequences, with two, four, and six syllables, 
respectively. Across the entire training set, each syllable 
occurred with an equal frequency. 

The training sequences were presented in 12 blocks with 
12 sequences per block. In the Incremental training 
condition, the 0-, 1-, and 2-embedding sequences were 
presented in three stages each with four blocks. In the 
Random training condition, each block had an equal number 
of 0-, 1-, and 2-embedding sequences in a random order.  

In both the Incremental and Random training conditions, 
each block ended with a test block. The test blocks consisted 
of 12 sequences, four for each level of embedding (two 
grammatical and two ungrammatical). The grammatical 
sequences were novel except for the 0-embedding sequences 
because all possible combinations were presented during 
training. The type of training condition was crossed with 
type of ungrammatical test sequence (subcategory violation 
or scrambled) yielding four conditions. The same 
grammatical test sequences were presented in all four 
conditions. The ungrammatical sequences in the 
subcategory violation condition were the same as Lai and 
Poletiek's (2011). Their 0-embedding ungrammatical 
sequences with a B subcategory violation were also 
presented in the Scrambled test condition. However, the 
ungrammatical 1- and 2-embedding test sequences were 
created by correcting the subcategory dependency violation 
in Lai and Poletiek's ungrammatical sequences and then 
reversing the order of the last two B category syllables (see 
Table 2). 

The final generalization test block, consisted of 12 3-
embedding and 12 4-embedding sequences, half of which 
were ungrammatical. The longer sequences necessitated 
having two A-category syllables from the same subcategory; 
however, there were no repetitions of the same token. The 
ungrammatical test sequences representing the Subcategory 
Violation and the Scrambled conditions were created in the 
same manner as the shorter ungrammatical test sequences 
representing these conditions. 

 
Procedure Participants were randomly assigned to one of 
the four experimental conditions and tested individually in a 
small room. They sat in front of a monitor and a keyboard 
with two keys labeled "Y" and "N". They were told that they 
would see sequences of syllables that were generated by a 
rule and that their task was to try to learn the rule. They 
were informed that the sequences would be presented in 12 
training blocks each ending with a test block presenting 

sequences that were generated by the rule and sequences 
that were not. They were instructed to press the "Y" or "N" 
key after each test sequence to indicate whether it was 
generated by the rule. 

As in Lai and Poletiek's (2011) experiment, each training 
sequence was preceded by a fixation cross displayed for 500 
ms in the center of the computer screen. Then each syllable 
of a sequence was displayed one at a time in the center of 
the screen for 800 ms with no delay between syllables. The 
last syllable was immediately followed by the fixation cross.  

Each training block ended with a message instructing the 
participant to press the spacebar to begin the test block. The 
test sequences were presented in the same manner as the 
training sequences, except that the last syllable of a 
sequence was followed by the question "Does the sequence 
conform to the rule that generated the training sequences?" 
Following the participants' "Y" or "N" key response, 
feedback was presented in the form of "Correct" or 
"Incorrect" displayed for 500 ms.  

The test blocks ended with a message instructing the 
participant to press the spacebar to begin the next training 
block, or in the case of the last test block, a message 
instructing the participant to press the spacebar to begin a 
final test block (the generalization test). After the 
experiment, the participants completed a survey that asked 
them to describe the rule that generated the training 
sequences. The survey also included 10-point rating scales 
for indicating their level of effort and questions about 
handedness and left-familial handedness. The entire 
experimental session lasted about 30 minutes. 

Results and Discussion 
The accuracy of each participant's responses to the 

grammatical and ungrammatical test sequences was 
measured by calculating A' using Stanislaw and Todorov's 
(1999) equation. A' is a nonparametric version of d' that is 
calculated from the hit and false alarm rates to take into 
account a "yes" or "no" response bias. Unlike d', A' can be 
calculated when a participant's hit or false alarm rates are 1 
or 0. An A' value of 1.0 corresponds to perfect accuracy and 
a value of 0.5 corresponds to chance. 

Mean A' values in the four conditions were calculated 
from the participants' responses to all 168 test and 
generalization sequences. The mean A' values in the two 
Incremental training conditions were .66 (Subcategory 
Violation) and .67 (Scrambled) and were higher than the 
mean A' in the two Random training conditions, which were 
.56 (Subcategory Violation) and .55 (Scrambled). The mean 
A' values were submitted to a 2X2 randomized ANOVA 
with type of ungrammatical sequences (Subcategory 
Violation or Scrambled) and type of Training (Incremental 
or Random) as between-subjects variables. Only the main 
effect of Training was significant (F(1,60)= 10.98), 
reflecting higher accuracy in the Incremental condition than 
in the Random condition. One-sample t-tests comparing the 
participants' overall A' against the chance value of 0.50 were 
significant in all conditions for the 0-embedding sequences 
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but the overall A' values for the 1- and 2-embedding 
sequences were significantly greater than chance only in the 
Incremental conditions (A' range .61 - .65), consistent with 
Lai and Poletiek's original findings. 

The similar results in the two Incremental conditions 
provides evidence that participants learned the AnBn rule 
rather than a counting strategy. Additional evidence comes 
from the Incremental conditions' higher A' for the 3- and 4-
embedding sequences in the final generalization test. Both 
A' values in the Scrambled condition were significantly 
greater than chance (A'= .72, t(15)= 3.94 for 3-embedding  
and A'= .65, t(15)= 2.23 for 4-embedding). Only the A' for 
the 3-embedding sequences was above chance in the 
Subcategory Violation condition (A'= .74, t(15)= 4.92, and 
A'= .54, t< 1 for 4-embedding). The mean A' for the 
generalization sequences in the two Random conditions 
ranged from .55 to .58 and were not greater than chance. 

 

 
Figure 1: Mean A' for each level of embedding (LVL) in 

each test block averaged over participants in the Incremental 
condition in Experiment 1. Figure (a) means of the 9 

participants who achieved a A' =1.00 for the 0-embedding 
items by block 6, and (b) the other 23 participants' means. 

 
None of the participants in the Random conditions 

accurately described the rule. Six participants in the 
Incremental conditions accurately described the rule and 
tthree others provided the correct AB subcategory 
dependencies, though they did not elaborate on the 
embedding relation. Four of these participants were in the 
Incremental-Subcategory Violation condition and five were 
in the Incremental-Scrambled condition. All nine had an A' 
greater than .90 for the 24 test sequences in the last three 
blocks, and all had an A' greater than .80 for the 24 
generalization sequences. Figure 1a shows the mean A' for 

these nine participants for each test block and for each level 
of embedding. These participants' had a mean A' = 1.00 for 
the 0-embedding sequences by the 6th block and mean A' = 
.95 for the 1- and 2-embedding sequence by the 9th block, 
providing evidence that learning the AB subcategory 
dependencies facilitated learning the AnBn rule. For 
comparison, Figure 1b shows the mean A' values for the 
other 23 participants in the Incremental conditions. There 
mean A' for the 0-embedding test sequences peaked at .67 in 
block 3. 

Experiment 2 
A limitation of the AGL paradigm for investigating the 

learning of the AnBn rule is that much of the learning may 
occur in the test blocks when both positive and negative 
examples of the rule are presented with feedback on the 
participants' judgment. In addition, the sequential 
presentation of individual syllables of the test sequences 
required participants to retain them in working memory to 
make judgments. Thus, inaccurate judgments may be due in 
part to memory errors. Experiments 2 and 3 addressed these 
limitations by replacing the grammaticality judgment test 
with a production test that required participants to provide 
completions to sequences consisting of just the A-category 
syllables. Specifically, test sequences consisting of one, 
two, or three A-category syllables representing the first half 
of sequences with 0-, 1-, or 2-embeddings, respectively, 
were displayed with underscores indicating the number of 
B-category syllables that were to be entered for a 
completion response. Participants entered their completions 
by pressing keys that were labeled with the complete set of 
A- and B-category syllables, even though correct responses 
required only B-category syllables. The A-category 
syllables in the 1- and 2-embedding test items were from 
different subcategories. Thus, correct completions required 
providing B syllables from the dependent subcategories and 
in the correct order. Like Experiment 1, the final test block 
included 3- and 4-embedding items to assess generalization 
of the rule. Each test sequence was displayed until the 
participant finished entering a completion for it, thereby 
eliminating the need to maintain the sequence in memory. 
The participants also were asked to describe the rule at the 
end of the experiment. The training blocks were identical to 
the Incremental conditions in Experiment 1.  

Method 
Participants Sixteen undergraduate students enrolled in 
Psychology courses participated and received course credit 
in exchange. All were native English speakers. 

 
Materials and Design The training materials were identical 
to Experiment 1. However, the testing materials were 
different. Each test block had 12 sequences, four with one, 
two, and three A category syllables, corresponding to the 
first half of 0-, 1-, and 2-embedding sequences, respectively. 
The final test block had 24 additional sequences, 12 with 
four A category syllables and 12 with five A category 
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syllables, testing generalization to 3- and 4-embeddings, 
respectively. The test sequences representing 1- and 2-
embeddings contained A-category syllables from different 
subcategories (e.g., gibide). The test sequences in the final 
block representing the 3- and 4-embeddings consisted of at 
least one A syllable from each subcategory, but no more 
than two from the same subcategory, which were different 
tokens (e.g., bedegegibi). Each A-category syllable occurred 
equally frequently across the entire set of test sequences. 
The organization and order of presentation of the training 
and testing materials were identical to Experiment 1's 
Incremental-Scrambled condition. 

 
Procedure The same procedure as Experiment 1 was used 
except for the test at the end of each block. Participants 
were told that it was a sequence-completion task in which 
the first half of syllable sequences would be presented, and 
they were to type the second half by selecting from the 
labeled keys on the keyboard. On each test trial, a whole test 
sequence was displayed in the center of the screen with 
underscores indicating the number of syllables that were to 
be typed for a completion (e.g., de __, bidige __ __ __). The 
test sequence remained visible until the participant typed the 
required number of syllables by pressing labeled keys on the 
keyboard and the return key after the last syllable. Then, 
feedback was displayed for 500 ms. The same survey as 
Experiment 1 was given at the end of the experiment, which 
asked participants to describe the rule. 

 
Scoring Completions to 0-embedding test items were 
scored as Match if they had a correct B subcategory 
syllable. Completions to the 1-, 2-, 3-, and 4-embedding 
items were scored as Correct if both the dependent B 
subcategory syllables and their order were correct. They 
were scored as Match if only the dependent B subcategory 
syllables were correct. 

Results and Discussion 
For each participant, the proportion of Match and Correct 

completions were calculated for the 0- 1-, and 2-embedding 
sequences over the four test blocks corresponding to the 
three incremental training stages. A 3X2 repeated measures 
ANOVA on the Correct proportions with Stage and 
Embedding (1 or 2) as factors yielded a significant main 
effect of Stage (F(2,30)= 10.50, p< .001), reflecting an 
increase in the Correct proportions across each stage (.10, 
.30, and .45). Neither the main effect of Embedding nor the 
interaction was significant (Fs< 1.00). 

Consistent with Experiment 1, the individual participants' 
performance (Figure 2) showed that learning the AnBn rule 
depended on learning the AB subcategory dependencies. Six 
participants' Correct proportions for 1- and 2-embedding 
items in the last three test blocks was above .80 as well as 
their Correct proportions for the 3- and 4-embedding 
generalization items. Five accurately described the AnBn 
rule. Figure 2a shows that these 6 participants' mean Match 
proportion for the 0-embedding items was .92 by the 3rd 

block and 1.00 by the 7th block. The decrease in their Match 
proportions for the 1- and 2-embedding items coincides with 
an increase in their Correct proportions, reflecting their 
learning the correct ordering of the B syllables. In contrast, 
Figure 2b shows that the other 10 participants' mean Match 
proportion for 0-embedding items peaked at .67 in the 4th 
block (the last 0-embedding training block) and no increase 
in their mean Correct proportions for the 1- and 2-
embeddings across any blocks. 

 

 

 
Figure 2: Mean proportions of Correct completions (correct 

B syllable dependency & order) and Match completions 
(correct B syllable dependency only) in each test block and 
for each embedding level (LVL) in Experiment 2. Figure (a) 

mean proportions of the 6 participants who achieved a 0-
LVL Match proportion of 1.00, and (b) mean proportions 

for the other 10 participants. 

Experiment 3 
Experiment 3 investigated the effect of feedback in the 

test blocks on learning the AnBn rule by eliminating it. There 
were two conditions that contrasted the type of test: 
grammaticality judgment (identical to Experiment 1's 
Incremental-Scrambled condition) or completion (identical 
to Experiment 2). 

Method 
Participants The participants were 32 students enrolled in 
Psychology courses who received a course credit. All were 
native speakers of English. 

 
Materials and Design The training and test sequences for 
the Grammaticality Judgment condition were the same as in 
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Experiment 1's Incremental-Scrambled condition. The 
training and test sequences for the Completion condition 
was the same as in Experiment 2. 

 
Procedure The procedure for the Grammaticality Judgment 
condition was the same as Experiment 1's Incremental-
Scrambled condition, except that participants' response to 
the test sequences was followed by a 500 ms blank screen 
instead of feedback. Likewise, the procedure for the 
Completion condition was the same as Experiment 2 except 
there was a 500 ms delay after the participant pressed the 
return/enter key. 

Results and Discussion 
Grammaticality Judgment Condition In contrast to 
Experiment 1, no learning of the AnBn rule occurred. The 
overall mean A' for 0-embedding test sequences was greater 
than chance (t(15) = 2.41, p< .05, two-tailed), but not the 
mean A' for the 1- and 2-embedding test sequences nor the 
3- and 4- embedding generalization sequences (t < 1.0). The 
highest mean A' (.64) was for the 0-embedding test 
sequences in the first training stage, which decreased to 
chance level in the subsequent two stages. One participant 
had an A' > .80 for the 1- and 2-embedding test sequences in 
the last 3 blocks and for the generalization sequences, but 
did not accurately describe the rule. 

 
Completion Task Condition The participants' Correct 
proportions were analyzed with a 3X2 repeated measures 
ANOVA with Stage and Embedding (1 or 2) as within-
subject factors. There was a main effect of Stage (F(2,30)= 
5.70, p= .008), with higher proportions in stage 3 (.29) than 
stages 1 and 2 (.03 and .23, respectively). Neither the main 
effect of Embedding nor the interaction was significant (Fs< 
1). Four participants (25%) showed evidence of learning the 
AnBn rule, with a mean Correct proportion of .97 for the 1- 
and 2-embedding items in the last three blocks and for the 3- 
and 4-embedding generalization items. They also accurately 
described the rule. Similar to the 6 participants in 
Experiment 2, their average Match proportion for the 0-
embedding items was 1.00 by the 7th block at which point 
there mean Correct proportion for the 1- and 2-embeddings 
was .96. 

General Discussion 
The current set of experiments provides additional 

support for Lai and Poletiek's (2011) finding that learning 
the AnBn rule in AGL studies is facilitated by incremental 
training that begins with 0-embedding sequences, which 
support learning the AB subcategory dependencies. This 
learning, in turn, allows individuals to determine the center-
embedding structure. The current study also eliminated the 
use of a counting strategy by presenting scrambled 
sequences as ungrammatical items.  

Presenting a grammaticality judgment task at the end of 
each training block allows one to track the course of 
learning, but it also is a primary source of the learning when 

feedback is provided. When feedback is eliminated, as in 
Experiment 3, no learning of the AnBn rule occurred despite 
incremental training.  

Experiment 2 and 3's completion tasks revealed that once 
the AB subcategory dependencies were learned, individuals 
hypothesized a symmetrical structural rule (i.e., cross-
dependency, as in A1A2B1B2) as reflected in an increase in 
their Match proportions for the 1- and 2- embeddings during 
the first training stage. Receiving feedback on the 
completion responses in Experiment 2 facilitated learning 
the correct center-embedding structure. However, 25% of 
the participants in Experiment 3 managed to learn this 
structure without feedback. 

Across the 3 experiments, the percentage of participants 
who showed evidence of learning the rule ranged from 25% 
to 38%, indicating individual differences in explicitly 
learning structural dependencies. The differences may be 
related to those observed in implicit statistical learning (e.g., 
Kaufman et al., 2010). 

In conclusion the current study provides additional 
evidence for the conditions that support learning the abstract 
hierarchical structural relations generated by a center-
embedding rule. 
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Abstract

Causal reasoning under ambiguity requires subjects to estimate
and evaluate ambiguous observations. This paper proposes a
hierarchical model that accounts for the uncertainty of both the
distribution of the functional form selection and distribution of
the ambiguity treatment selection. The posterior distribution of
the causal estimates is determined by both the functional form
and the ambiguity processing strategy adopted by the reasoner.
A model is tested in a simulation study for its ability to recover
the strategy and functional form adopted by subjects across a
range of hypothetical conditions. The model is further applied
to the results of an experimental study.
Keywords: Causal reasoning; Ambiguity; Uncertainty

Introduction
A number of models have been proposed in previous several
decades to characterize the mechanisms of causal reasoning
from covariation information (Lagnado, Waldmann,
Hagmayer, & Sloman, 2007). The goals of these models
are to account for peoples’ inferences about the causal
strength between a candidate cause and an effect. These
computational and rule-based models assume that subjects
observe only unambiguous discrete observations during
causal reasoning (e.g., Cheng, 1997; Lu, Yuille, Liljeholm,
Cheng, & Holyoak, 2008; Griffiths & Tenenbaum, 2005).

Problems can arise when the observed causal evidence
is ambiguous. In the present paper, we define ambiguous
causal evidence as observations where the occurrence of
cause and/or effect is unclear; each observation has two
possible interpretations: either the cause/effect is present
or absent(Pushkarskaya, Liu, Smithson, & Joseph, 2010).
Ambiguous observations can result in imprecise probabilistic
information which models of rule-based causal reasoning
cannot account for.

The way in which the reasoner treats these ambiguous
observations could influence the reasoner’s judgment on the
causal association between the cause and the effect. For
example, one reasoner may treat all ambiguous outcomes
with the presence of the cause as if they do not have the effect,
while another reasoner may treat these outcomes as if they
have the effect. The former would have a lower estimate of
the causal association than the latter as perceiving there is less
evidence supporting that the cause can generate the effect.

Detecting how reasoners treat ambiguous observations,
however, can be complicated by the uncertainty in the
functional form they adopt to parameterize the causal
association. The functional form refers to the way in
which the different causes combine in the causal structure
(Tenenbaum, Griffiths, & Kemp, 2006; Lucas & Griffiths,
2010). Reasoners hold different assumptions about how the

Table 1: Covariance Information
Cause Present c+ Cause Absent c−

Effect Present e+ n(e+,c+) n(e+,c−)
Effect Absent e− n(e−,c+) n(e−,c−)

alternative causes may interact with the candidate cause in
influencing the effect. The assumption of the functional form
held by the reasoner determines how subjects will estimate
the strength of the causal links between the different causes
and the effect.

The goal of this paper is to propose a model of causal
reasoning with ambiguous observations, that accounts for
the two types of uncertainty: the uncertainty in functional
form selection and the uncertainty in the choice of a strategy
for processing ambiguous observations. We apply Bayesian
inference techniques and the cognitive toolbox approach
proposed by Scheibehenne, Rieskamp, and Wagenmakers
(2013) to unify the two processes in a single model
framework. We first review several computational models
of causal reasoning, and explain the connection between
these models and functional form learning. We then
introduce several possible strategies of ambiguity processing.
Subsequently, we propose the model that integrates these two
cognitive processes. Next, we perform a simulation study to
examine the properties of the model. Finally, we apply the
model to empirical data.

Normative Models of Causal reasoning
In the current study, we focus on the elemental causal
reasoning, which has only one candidate-cause and one effect
(Griffiths & Tenenbaum, 2009). The goal of subjects is to
estimate the causal link between the candidate cause and
the effect in presence of some background causes. The
observations are covariational information outlined in Table
1. We adopt the causal graphical model to illustrate the
possible functional forms introduced below. As shown in
Figure 1, the background cause (b), candidate cause(c) and
the effect (e) are connected by hypothetical causal links. The
parameters of the links (w0 and w1) indicate the statistical
dependencies between b, c and e. Given that there is a link
between c and e, three structures can be generated depending
on how the three node are combined.

Linear Model The classical model of causal reasoning
is ∆P proposed by Jenkins and Ward in 1965. ∆P is
defined by ∆P = P(e+|c+)− P(e+|c−), where P(e+|c+) is
the probability of the occurrence of the effect when the cause
is present, and P(e+|c−) is the probability of the occurrence
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Figure 1: Graphical representation of the functional forms
Notes. The background cause (b), candidate cause(c) and
effect (e) are connected by hypothetical causal links. The
links with arrows indicate the dependencies between the

nodes.

of the effect when the cause is absent. As illustrated in the
first graph in figure 1, ∆P suggests the background cause and
the candidate cause linearly combine to generate the effect
(Griffiths & Tenenbaum, 2005), :

P(e+|w0,w1,b,c) = w0b+w1c (1)

where b and c are binary indicator variables of the
occurrence of the background cause and the candidate cause,
w0 and w1 are parameters quantifying the strength the links
between b and e and between c and e. The causal strength of
the candidate cause c is:

w1,LIN = P(e+|c+)−P(e+|c−) (2)

Noisy OR: Power PC Model A second way to
parameterize the candidate causal structure was logic
Noisy OR function proposed by Cheng (1997). A noisy-OR
logic function is applied to estimate a generative causal
relationship:

P(e+|b,c;w0,w1) = w0b+w1c−w0w1bc (3)

The generative causal power or w1 for a generative causal
link is the contribution of the candidate cause independent
from the background cause, and is defined by:

w1,NOR =
P(e+|c+)−P(e+|c−)

1−P(e+|c−)
(4)

Single Cause-Full Mediation The last functional form is
the one in which subject attributes all effect to the candidate
cause: P(e+|w1,c) = w1c. One way to interpret this
parametrization is that subjects perceive the candidate cause
can fully mediate the effect of the background cause, given
that the candidate cause occurs after the background cause.
The causal strength between the candidate cause and the
effect, by fully mediating the effect of other causes, therefore
is defined by:

w1,MED = P(e+|c+) (5)

Strategies of Ambiguity Treatment
The two types of reasoners mentioned previously are
examples of how two simple strategies may be adopted. We

shall name the two strategies as positive imputation (treating
all ambiguous observations as if the effect is present) and
negative imputation (treating all ambiguous observations as
if the effect is absent). The possibility that people may
treat the incomplete information as negative or positive has
also been documented in past research (Garcia-Retamero &
Rieskamp, 2008; Lim & Kim, 1992). A third strategy, we
name uniform imputation, is to treat ambiguous observations
as equally likely to have the effect present or absent. This
strategy is similar to a ”rational” strategy for resolving an
interval estimate of a probability by taking the midpoint of
the interval.

Mixture Model of Elemental Causal Reasoning
Detecting the strategies adopted by subjects requires
distinguishing among the functional forms that subjects
may apply in causal reasoning. A relatively low causal
rating provided by subjects might be a result of using a
linear function in causal reasoning, or applying a negative
imputation strategy in treating ambiguous information.
Accounting for the functional form could help accurately
recover the strategies people use to treat ambiguous
information.

We propose a two-step Bayesian hierarchal model to
account for both the strategy choice and the function
preference. Figure 2 provides a graphical representation.
Suppose the ith individual is reasoning about the causal
strength yi j of the jth reasoning trial. The individual
has observed a j ambiguous instances, and nj unambiguous
observations that includes the four types of observations:
n j(e+, c+), n j(e−, c+), n j(e−, c−) and n j(e−, c+).

yij

µij

φj

wij

fi ξ

nj

aj n̂ij πi Si ψ

Π

i = 1, . . . , N
j = 1, . . . , J

yij ∼ Norm(µij , φj)

µij ← wij · fi

fi ∼ Multinomial(ξ, 1)

wij ←







NOR(n̂ij)
LIN(n̂ij)
MED(n̂ij)

n̂ij ←
{

nj(e
+, c) + aj|c · πi

nj(e
−, c) + aj|c · (1− πi)

πi ← Π · Si

Π← {0, 1, 0.5}

Si ∼ Multinomial(ψ, 1)

φj ∼ Gamma(0.1, 0.1)

ψ ∼ Dirichlet(1)

ξ ∼ Dirichlet(1)

Figure 2: Graphical representation of the model
Note. The shaded nodes represent observed variables,
while the unshaded nodes represent unobserved variables.
The square nodes represent discrete variables while
the round nodes represent continuous variables. The
double-edged nodes represent deterministic variables while
the single-edged nodes represent stochastic variables.
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Model Stage 1: Processing the Ambiguous Information
Ambiguous observations influence causal judgments
by influencing the estimations of the four covariance
frequencies, which in turn influences the estimations of the
relevant conditional probabilities. The reasoner processes
and transforms ambiguous observations, into the forms that
can be used for causal judgments

n̂i j

{
n̂i j(e+,c) = n j(e+,c)+a j ·πi
n̂i j(e−,c) = n j(e−,c)+a j · (1−πi)

Where πi is a strategy selected by the reasoner from the
strategy pool Π to impute ambiguous observations. The
strategies can be positive imputation (π1 = 1), negative
imputation (π2 = 0) or uniform imputation (π3 = 0.5). The
choice of the strategy follows Si ∼ Multinomial(ψ,1) and ψ
is the vector parameter that determines the probabilities of
which the strategies would be selected.

Model Stage 2: Causal reasoning The estimated causal
strength of each subject µi j on the jth judgment occasion, is
determined by the estimated evidence n̂ij and the preferred
functional form fi. We assume each of subjects adopts
one of the three functions outlined previously, µi j = Wfi,i j.
Where W1:3,i j represents the three types of formulation in
Equation 1, 2 and 3. The selected function fi follow fi ∼
Multinomial(ξξξ,1), where ξξξ is the vector that determines the
probabilities for each functional form being adopted.

Simulation Study
We first explored the properties of the model via model
recovery studies using simulated data. The simulated subject
groups differed in the distributions of the preferred functional
forms/ambiguity strategy, and the level of rating variability.
We examined to what extent the model could successfully
recover the strategy or functional form applied by subjects
in various conditions.

In this study, we assumed that subjects apply the same
function and the same strategy for ambiguity treatment over
time. It is reasonable to assume that subjects are consistent
over a short time in an actual experiment. Second, to
maximize the distinction between different strategies after
being combined with different functional forms, we started
from the three simplest strategies.

Simulation Conditions
The simulation study had a factorial design with nine
functional form distributions, nine ambiguity strategy
distributions, nine levels of variability and two sources of
variability. The details of each factor are described below.

Functional form and Ambiguity strategy distributions.
The parameter vector ξ that determines the proportions of
the functional forms among the simulated subjects had nine
different configurations, including three levels of function
dominance (80%, 60% and 40%) by the three types of
the functional forms (Linear, NOR and Mediation). For

example, a condition with the dominance level of 80% where
the linear function is the dominant function results in ξ =
[0.8,0.1,0.1]. That is, 80% of the subjects adopt the linear
function, while 10% of the subjects adopt each of the other
non-dominant functions. The proportions of the strategy
adoption determined by ψ also had nine configurations, i.e.,
three levels of dominance crossed with the three strategies.

Between-subject Variability. The first source of response
variability is the between-subject variability. There are
individual differences in setting up a base-line of responses,
and in the ability to reason about causal relationships. We set
up the subject-level error term ui ∼ Normal(0,τ−1/2), where
τ is the precision parameter. The lower τ indicates the higher
variability of ui, and the higher dispersion of ratings among
subjects. The nine levels of between-subject variability
τ−1/2 varied from 0 to 0.2, because the between-functional
form variance at different causal covariance levels in the
current study ranged from 0.008 to 0.09. To enhance
the discrimination between different functional forms, we
constrained the between-subject variability to be smaller than
the between-function variability.

Within-subject Variability. A second source of variability
is the within-subject variability, which indicates the degree of
inconsistency of an individual in providing causal judgments.
This variability can be regarded as some non-systematic
errors when people are judging each trial within the
same condition. We define the within-subject error term
εi j ∼ Normal(0,λ−1/2). We manipulated the levels of
within-individual variability by varying λ−1/2. The higher
λ−1/2 indicates the higher variability of εi j, and more
inconsistence of subjects in providing judgments. For the
same reason as mentioned in previous above, we set up the
nine levels of within-subject variability λ−1/2 to range from
0 to 0.2.

Data generation
For each simulation condition, 20 subjects were simulated,
and each of the simulated subject completes 10 causal
judgments trials, with different levels of causal strength in the
observations. The composition of these observations is shown
in Table 2. We chose the covariance levels to ensure (1) the
values of P(e+|c+) are greater than zero, and are different
depending on the strategy of ambiguity treatment, and (2)
P(e+|c+) will not be smaller than P(e+|c−) to keep the causal
direction as generative.

First, the estimated contingency cell frequencies were
generated by combining the observed evidence and the
ambiguity strategy selected by an individual. Next, the
aggregated covariance information was passed on to the
causal reasoning model component. For the error-free
situation, the simulated responses were generated by
combining the functional forms (see Equation 2, 4, and 5) and
the estimated evidence in each reasoning trial. For conditions
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with the between subject variability, w′
i j = wi j + ui. For the

within-subject variability conditions, w′
i j = wi j + εi j.

Estimations and Evaluations
Estimation was performed in JAGS. For each simulated
dataset, Markov chain Monte Carlo (MCMC) two-chain
processes were run. For each chain, 10000 representative
samples were drawn from the posterior distributions, with
the first 5000 steps being discarded. The summarized results
are based on the 5000 samples, and averaged over the two
chains. The summary of the key nodes was obtained.
The performance of the model was evaluated by assessing
the accuracy of the strategies predicted by the model.
Additionally, Bayes factors were calculated to compare the
mixture model against a model which assumes all subjects
use one single functional form.

Results and Discussion
Figure 3 (upper panel) shows Bayes factors comparing
mixture function model against models based on a single
function form. For each of the nine functional form
distributions and the nine levels of variability, the Bayes
factors were averaged over the nine ambiguity distribution
conditions. For conditions where a single function form was
strongly dominant in the data, the data equally supported
the mixture model and the single function form model. The
preference for the mixture model over the single functional
form model by the Bayes factors increased the preference
with the decrease of the dominance of the single function.

Figure 3 (lower panel) displays the accuracies of the model
in predicting the ambiguity strategies. For each of the
nine ambiguity strategy distributions and the nine levels of
variability, the accuracies of ambiguity strategy prediction
were averaged over the nine functional form distribution
conditions. The proportions of those who correctly recovered
the strategy selections were above chance in all conditions.
The accuracy of prediction decreased with the increase in the
variability in the data.

Experimental Study
We conducted an experimental study and applied the model
to predict the strategies used by subjects. We fixed the
functional form adopted by subjects by training the subjects
to learn a certain type of function form. They were required to
apply the given functional form when doing causal reasoning
with ambiguous observations.

Method
Participants A total of 77 subjects (42 females, Mean age
= 36.44 , SD =11.2) were recruited via on-line crowdsourcing
platform CrowdFlower. They were paid 80 American cents
for their participation. Subjects were randomly assigned to
one of the functional form conditions (N=25 in the linear
function condition, N=26 in the NOR function condition, and
N=26 in the mediation function condition).

Materials Subjects were asked to pretend to be employees
in a neurovirology research institution, and their task was to
evaluate the effects of a range of chemicals on certain types
of viruses which cause neurological diseases. They observed
stimuli that indicated the status of the virus and the presence
or absence of the chemical, and judged whether the chemical
was an activator or inhibitor of the virus.

In each experimental block, subjects were shown two sets
of virus samples, each of which had 10 virus samples. The
status of a sample virus was either activated or inactivated.
They were told that one set had not been exposed to the
testing chemical (i.e., the effect status in absence of the
cause), and another had been exposed to the testing chemical
(i.e., the effect status in presence of the cause).

Their task was to estimate how likely it was that the
chemical activated the virus. At the beginning of the task,
subjects were instructed according to the functional form
condition they were assigned to. Subjects were told about the
functional form in the scene, i.e., how the chemical influences
the viruses in combination with the background causes. They
were instructed how to do causal reasoning1.

Subjects first went through 10 trials without ambiguous
observations. The composition of the covariation frequencies
are shown in Table 2. After the 10 trials, they began another
10 trials, in each which one observation in n j(e+,c+) and
one observation in n j(e−,c+) were replaced by ambiguous
observations, of which the outcome virus was represented
by a grayed image with a question mark in the center.
The instruction before the ambiguous condition was ”In the
following several laboratory results, for some reason, the
status of some viruses were not clear, they were represented
by the grayed picture with a question mark on it as shown
in the legend. It does not matter which strategy you select
to deal with the unclear viruses, however, it is very essential
that you use one strategy consistently through all judgments.”
At the end of the study, subjects were asked to indicate
the strategy that best described their way to process the
ambiguous observations.

They were asked to select one of the following choices:
(a) regarding the ambiguous virus samples as inactive
viruses; (b) regarding the ambiguous virus samples as active
viruses;(c) regarding the ambiguous virus samples as half
active viruses and half inactive viruses; (d) estimating the
ambiguous observations depending on the probability of
unambiguous active viruses in presence of the chemical; (e)
estimating the ambiguous observations depending on causal
link between the unambiguous viruses and the chemical; (f)
ignoring the ambiguous viruses; and (g) others.

Results
The proportions of the self-reported strategy among subjects
were 45.46% for the negative imputation (N = 35), 19.48%
for the positive imputation (N = 15), 22.08% for the uniform

1The instructions of the rules are available in the online
supplemental materials at http://goo.gl/PdJWMy
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Figure 3: Bayes Factors for Comparing the Mixture Model against Single Function Models(upper panel) and Accuracy of the
Model in Predicting Ambiguity strategies across Simulation Conditions(lower panel)
Note. The annotated proportion indicates the level of dominance of a strategy/functional form adopted in the data. The dashed
horizontal line in the lower panel is the chance level (0.33).

Table 2: Covariance information in the experiment
n j(e+,c+) n j(e−,c+) n j(e+,c−) n j(e−,c−)

C1 5 5 2 8
C2 7 3 5 5
C3 7 3 2 8
C4 8 2 3 7
C5 3 7 2 8
C6 6 4 4 6
C7 9 1 6 4
C8 3 7 1 9
C9 6 4 2 8

C10 9 1 3 7

imputation (N = 17), and 12.99% for all other strategies
(N=2 for applying the unambiguous observations, and N=7
for others). We implemented the mixture model to estimate
the functional forms and ambiguity strategy simultaneously.
The functional forms predicted by the model matched all
those assigned to subjects. The ambiguity strategies predicted
by the model agreed with 72.7% of the subjects’ self-report
strategies, Cohens kappa = 0.60 (83.58 % of the 67 subjects
who reported the first three strategies, Cohens kappa = 0.74).

We then fit the model to the entire data. The estimation
results of the ξ and ψ were displayed in Table 3. The
estimated proportion of the strategy selection generally
matched the self-reported strategy. We compared the
mixture model against each of the single strategy model with
controlling the functional forms. Bayes factors were 2.3 for
the mixture model over the negative-imputation-only model,
9.9 over the positive-imputation-only model, and 3.35 over
the uniform-imputation-only model, respectively.

Table 3: Parameter Estimation for Experimental Data
Model SE 2.5% 97.5% Self-Report

ξLinear 0.32 0.05 0.22 0.43 0.32
ξNOR 0.34 0.05 0.24 0.44 0.34
ξMed 0.34 0.05 0.24 0.45 0.34

ψNegative 0.48 0.06 0.37 0.59 0.45
ψPositive 0.16 0.04 0.09 0.25 0.19

ψUni f orm 0.36 0.05 0.26 0.47 0.22

Note. The self-reported of the strategy selection was out of
the entire data including subjects who reported strategies

other than the three main strategies.
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Discussion
Treating ambiguous observations as the negative cues (i.e.,
the effect was absent) was most preferred by the subjects,
followed by the uniform imputation strategy and positive
imputation. The results are in line with some studies of
missing data treatment in which people were more likely to
treat the missing information as negative cues in decision
making (Lim & Kim, 1992). The findings can also be related
to studies of ambiguity aversion, where people generally
disprefer an a gamble when the probability is ambiguous,
and are pessimistic about the probability of a reward from
such a gamble. This suggests that processing ambiguous
observations in causal reasoning may share mechanisms with
processing ambiguous and missing information in decision
making.

General Discussion and Future Extension
We applied Bayesian hierarchical modelling approach to
account for individual differences in applying functional
forms to reasoning about causal relationships and adopting
strategies for processing ambiguous observations. This
current model can distinguish a case where a subject applies
the mediation function and is pessimistic about the outcome
probability of the ambiguous observations, from a case where
a subject applies a linear function and is optimistic about
the outcome probability of the ambiguous observations. The
risk of misidentifying strategy of ambiguity processing can
be reduced.

The current model can be readily extended in several
ways. First, the collection of the strategies can be
expanded to include more strategies. The three strategies
illustrated in this paper do not require the integration of the
observed evidence when treating the ambiguous information,
and are independent from the unambiguous observations.
Other possible strategies, as noted by Garcia-Retamero
and Rieskampm (2008), may include ignoring ambiguous
observations and averaging the unambiguous observations to
estimate the probability of the effect occurring in ambiguous
observations.

Second, the model can incorporate more functional
forms, such as Noisy-AND-NOT function in reasoning the
preventive causal link (Lu et al., 2008). The inclusion of
functional forms especially for preventive causal reasoning
may also need to take into account interactions between the
functional form and strategy selection.

Furthermore, we assume subjects applied the same strategy
or functional form through the time of course. Future study
may consider the possibility that subjects may be inconsistent
in applying for strategies and investigate the factors that may
contribute to the inconsistency.

Finally, a parameter that represents how subjects may
weigh ambiguous observations may be considered. It is
possible that subjects perceive the ambiguous observations
as weak evidence in comparison to the unambiguous
observations, especially when the proportion of observations

that are ambiguous is small.
The current model provides a framework to explain

causal reasoning with ambiguous observations. The model
can be applied to improve understanding of how different
factors such as the available cognitive resources, distribution
of ambiguous observations, and prior knowledge about
the reasoning scenario influence subjects’ treatment of
ambiguous observations.
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Abstract 

Previous studies found that the likelihood of subjects to 
choose a deontological judgment (e.g., allowing harm) 
or a consequentialist judgment (e.g., doing harm) varied 
across different moral dilemmas. The present paper 
explored if the variation can be explained by the 
differentiation of the perceived outcome probabilities. 
We generated moral dilemmas that were similar to the 
classical trolley and footbridge dilemmas, and 
investigated the extent to which subjects were sensitive 
to the outcome probabilities. Results indicated that the 
majority of subjects, including both those who initially 
chose a deontological decision and those who initially 
chose a consequentialist decision could be sensitive to 
outcome probabilities. The likelihood of being sensitive 
to the probabilities was invariant across different 
dilemmas. The variation of the choice behaviors across 
different dilemmas might be associated with the 
variation of the estimated outcome probabilities. 

Keywords: probability judgment; moral reasoning; 
moral dilemma 

 

Introduction 

Moral reasoning has been under long-term intellectual 

scrutiny.  Recent psychological investigations of moral 

reasoning frequently employ moral dilemmas that render 

conflicts between moral requirements (Crockett, 2013). 

Moral dilemmas commonly engender conflict between two 

major type of moral reasoning: deontological and 

consequentialist moral reasoning. A deontological moral 

judgment primarily concerns the actions per se, that is, 

whether it is consistent with moral principles, rules or duties. 

On the other hand, a consequentialist judgment primarily 

concerns the outcome of each possible action and aims to 

choose the one with the best outcome.   

The trolley dilemma requires people to decide between 

killing an innocent individual and allowing five innocent to 

be killed. The former is often considered as a consequentialist 

decision, under which the loss is minimized. In contrast, 

allowing five to die is taken as deontological decision under 

which the action of killing is regarded as a deontological 

violation. Crockett (2013) associated consequentialist 

reasoning with a model based system, in which the reasoner 

starts from the current action, searches through the decision 

tree and evaluates the best outcome of the action. In contrast, 

the deontological reasoning is associated with the model-free 

evaluation, where the current action and forward searching 

are not activated.  

Recent research suggests that the types of moral reasoning 

may be  shaped by the interaction and competition between 

two distinct psychological systems: an automatic emotion 

process and a controlled conscious reasoning process 

(Greene, Sommerville, Nystrom, Darley, & Cohen, 2001; 

Paxton, Ungar, & Greene, 2012). Greene et al.(2001) argued 

that a deontological decision might be driven by emotional 

arousal, while consequentialist reasoning is the result of the 

controlled reasoning process.  

Numerous studies have shown that the majority of people 

perceive the consequentialist choice as morally preferred 

option in the trolley dilemma (Crockett, 2013). However, 

controversial findings rose in different variants of moral 

dilemmas. For instance, the footbridge dilemma—in which 

one needs to decide between pushing a fat man over bridge 

and allowing five people to die—yielded  distinctive decision 

patterns (Lerner, Li, Valdesolo, & Kassam, 2014; Valdesolo 

& DeSteno, 2006). The proportion of subjects who preferred 

the consequentialist choice over the deontological choice can 

vary case by case (Cummins & Cummins, 2012). These 

studies suggest that some case–relevant features might 

influence the decision making process.  

Greene made a distinction between a personal dilemma like 

the trolley dilemma and an impersonal dilemma like the 

footbridge dilemma. The personal dilemma triggers the 

negative response to a harmful act which treats an agent as 

the only means to an end, whereas the impersonal dilemma 

fails to trigger negative response to a harmful act which is 

only a side effect (Greene, Nystrom, Engell, Darley, & 

Cohen, 2004). It has been systematically found that personal 

dilemmas commonly produce more deontological judgments 

among subjects, while impersonal dilemmas commonly 

produce consequentialist judgments (Cummins & Cummins, 

2012; Moll & de Oliveira-Souza, 2007).The personal 

dilemmas, featuring the involvement of the physical contact, 

may trigger higher emotional arousal, which in turn result in 

the higher likelihood among subjects to choose  

deontological-like judgments.  

Greene et al (2001) presented neuroimaging evidence and 

showed that the footbridge dilemma was associated with 

greater activity in emotion associated brain areas such as the 

posterior cingulate gyrus (Brodmann Area 23/31) and 

bilateral angular gyrus (Brodmann Area 39). Greene (2009) 

implied that the physical contact may induce emotional 

arousal, which promotes subjects to be more likely to engage 

2176



in deontological reasoning. In fact these two brain areas are 

not restricted to emotion relevant processes. For example, the 

posterior cingulate gyrus was also found to be associated with 

the cognitive process involved in the evaluation of the values 

of choices (Rushworth & Behrens, 2008), while the bilateral 

angular gyrus was found to be activated during decision 

making under uncertainty  (d’Acremont, Fornari, & 

Bossaerts, 2013).  

An alternative explanation for the higher likelihood of 

subjects’ preferences for allowing harm in personal dilemmas 

like the footbridge case can be that the decision of allowing 

harm can be a result of either endorsing deontological 

reasoning or endorsing consequentialist reasoning. The 

consequentialist reasoning recruits the model-based 

evaluation while the deontological reasoning recruits the 

model-free evaluation. To avoid confusion, we distinguish 

the two reasoning types from the two choices observed in a 

moral dilemma.  We name the choice of “doing harm” as 

consequentialism-like choice (CLC), and the choice of 

“allowing harm” as the deontology-like choice (DLC). The 

DLC that allows five people to die can be perceived as 

justifiable via either types of reasoning. A reasoner who 

adopts consequentialist reasoning can make a DLC when the 

perceived utility of doing harm is lower than the utility of 

allowing harm. The perceived utility can be altered by the 

reasoner’s probability estimates of the outcomes given the 

two choices.   

Most previous studies did not explicitly indicate how likely 

the outcomes would occur given that each action had been 

taken when presenting the moral dilemmas. Subjects may 

estimate the outcome probabilities based on their prior 

knowledge or experience with the scenario in a dilemma. 

Subjects may be more likely to make a DLC when they 

perceive the positive outcome given doing harm as less likely 

compared to the one given allowing harm. For instance, in the 

footbridge vignette, subjects may perceive the probability 

that the fat man being pushed over the bridge can stop the 

trolley and thereby five people will be saved being much 

lower than 100%. The concept of “doing harm” aversion (i.e.,  

prefer a choice of avoiding doing harm to a choice of doing 

harm ) in the footbridge vignette is analogy to the concept of 

risk aversion (prefer a choice with certainty to a choice with 

risk) (Rogers, Viding, & Chamorro-Premuzic, 2013).  

In a preliminary investigation (Song & Shou, 2014), we 

used the classical trolley dilemma and footbridge dilemma, 

and asked subjects for their preference between the CLC and 

DLC in each dilemma. Depending on their preference, 

subjects were then asked if they would change their decisions 

if the outcome probability of their previous decision was not 

100%. About 40% subjects, including those who initially 

chose CLC and those who chose DLC, altered their 

preferences. In addition, subjects who initially chose CLC 

were more likely to alter their preference than those who 

initially chose DLC.  It was also found that the proportion of 

subjects who chose to switch the choices was similar between 

the trolley dilemma and footbridge dilemma.  

Being sensitive to the outcome probability is a substantial 

feature of a consequentialist reasoning, as it is in accordance 

with the basic principle of consequentialism---maximizing 

the expected utility of outcomes (Harsanyi, 1980; Hooker, 

2000; Peterson, 2009). The results in Song and Shou (2014) 

implied that consequentialist reasoning may be applied to 

generate both CLC and DLC. The equal proportions of 

subjects who were sensitive to outcome probability across 

two dilemmas suggest that the proportion of subjects who 

initiated consequentialist reasoning and subjects who 

initiated deontological reasoning can be independent from the 

type of dilemma. Instead, it is a matter of outcome 

probability. 

In the current study, we focused on the impact of outcome 

probabilities on subjects’ moral decisions. We argued that the 

moral decisions can be influenced by the outcome 

probabilities, which may offer a new perspective for 

rethinking the differences in moral decision across different 

moral dilemma. We used three moral dilemmas that differed 

in term of the extent to which they are like the personal or the 

impersonal dilemma. We first assessed subjects’ moral 

judgments without providing any probabilistic information 

about the outcomes. We hypothesized that like the previous 

studies, subjects are more likely to choose DLC in a personal 

dilemma than when presented with an impersonal dilemma.  

We then measured subjects’ sensitivity to outcome 

probabilities. Subjects were presented with several paired 

choices, each of which had the outcome probabilities 

specified in two choices. If a subject adopts consequentialist 

reasoning and evaluates the utility of the outcomes, his or her 

decision should eventually shift to the alternative when the 

expected outcome utility of their previsions decision (the 

utility of an outcome discounted by its likelihood) becomes 

lower than the expected outcome utility of its alternative.  

In contrast, if a subject evaluates the action itself rather 

than its outcome, then he or she should be insensitive to the 

change of probabilities in the outcomes. We hypothesized 

that subjects who applied consequentialist reasoning could 

also make the DLC when there was no probability 

information. That is, there would be subjects who chose DLC 

initially without probability information shifting their 

decisions when probability information was provided. 

Subjects who initially selected CLC were more likely to 

change the decision than those who initially selected DLC.  

In addition, we argue that whether consequentialist or 

deontological reasoning is applied does not depend on the 

types of the dilemma. It is a matter of the judgmental model 

a subject usually adopts. The proportion of subjects who are 

applying the consequentialist reasoning and are sensitive 

should be similar across different moral dilemmas. We 

hypothesized that the proportions of consequentialist 

reasoning based subjects who eventually shifted their 

decisions should be independent from the types of moral 

dilemma.  
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Method 

Participants and Procedure 

A total of 161 subjects (109 females) were recruited via 

online crowd-sourcing service CrowdFlower. Subjects aged 

between 20 and 74, with a mean age of 39.47 years (SD = 

11.73). Subjects were randomly assigned to one of the three 

moral dilemmas vignettes described below. They read the 

consent information, completed the demographical 

questionnaire, the moral judgment task and the subsequent 

pairwise choice comparison task in order.  

Materials 

There were three moral dilemma vignettes. The detailed 

vignettes were available in online appendix. The first 

vignette—flood vignette was an impersonal dilemma that was 

similar to the trolley vignette. The CLC was to initiate the 

explosion to sacrifice one person to prevent five people from 

being flooded, while the DLC was to do nothing and allow 

the five people to be flooded. The decision maker did not 

have physical contact with the victims and the decisions 

influence the victims remotely.   

The second vignette – truck vignette was also an 

impersonal dilemma. The CLC was about turning the truck 

into one bystander in order to protect five people in a car, 

while the DLC was about allowing five people to be hit 

instead of sacrificing one person. In comparison to the flood 

case, the truck case had greater distance between the decision 

maker and the victims in the dilemma.  

The final vignette—hostage vignette was a personal 

dilemma and was similar to the footbridge case, where the 

decision maker needed to physically contact the victim. The 

CLC was to push a person over the cliff to prevent five 

hostages from being killed by the gangster, while the DLC 

was to do nothing and allow five hostages to be killed1. 

The description of the vignette did not contain any 

probabilistic information. After reading the vignette, subjects 

were asked to judge “Which action do you think is morally 

better?” The question asks subjects to compare two choices 

in aspects of morality. The question, unlike other common 

moral judgment questions that ask about “permitted” or 

“wrong”, can draw subjects’ attention to morality per se from 

law or convention (Baron, 2014). To engage subjects with the 

dilemmas, black and white illustrations for each dilemma 

were presented on screen throughout the whole task.  

Next, we specified the probabilities for the outcomes of the 

two actions and asked subjects to judge which action is more 

morally correct. For example, the first comparison for the 

flood dilemma was that “Now suppose we know that the 

outcomes of your choices may not be 100% sure. Suppose if 

you choose do nothing, it is 80% sure that the five miners will 

die. On the other hand, if you choose to explode the 

floodwall, it is 100% sure that the individual miner will die. 

                                                           
1  The details of materials as well as example illustrations are 

available in online supplemental materials at http://goo.gl/hknhMJ 

Given this new information, if you are asked to re-do the 

judgment, which action do you think is morally better?” 

We choose to specify the probability of this type of loss 

(i.e., how likely the victims would die) for the following 

reasons. First, we avoided the expression that “the victim 

would be killed’ because “kill” implied an action that is not 

morally neural, and may bias subjects’ decisions. Second, we 

avoided using negative wording (i.e., how likely the victims 

would not die) as subjects may have difficulty in judging the 

probabilities for the negatively worded statement (Peterson, 

2009).  Finally, we avoid using vague outcomes such as “how 

likely the victims would be alive” as the degree of harm 

relating to being alive is more ambiguous than death.  

We changed the probabilities until subjects changed their 

mind to prefer the alternative choice. Figure 1 illustrates the 

paired judgments process.  The probability-attached choice 

questions started by a comparison of a DLC with 80% chance 

of loss against a CLC with 100% chance of loss (the red 

circle).  If a subject chooses CLC, which means that the 

subject perceives 80% chance of that five people die is 

morally worse than 100% chance of that one person dies, then 

he or she proceeds to the second question, in which the 

probability of the loss in DLC decreased to 20%. If the 

subject altered the choice and preferred DLC, the third 

question would increase the probability of the loss in DLC to 

50%. After this question, we also narrowed down the possible 

equivalence of the two choices to the subject. If the subject 

chose DLC in the third question, then the subject perceives 

the 100% chance of one death in DLC is morally equivalent 

to 20% - 50% chance of five deaths in CLC. On the other 

hand, if the subject chose CLC in the third question, then the 

subject perceives 100% chance of one death in DLC is 

morally equivalent to 50% - 80% chance of five deaths in 

CLC. 

Likewise, if a subject chooses DLC in the initial 

comparison, which means that the subject perceive 100% 

chance of one death is morally worse than the 80% chance of 

5 deaths, then he or she proceeds to the next question, in 

which the probability of the loss in CLC further decreased. 

There are eight resultant categories of this decision task as 

shown in Figure 1, the moral equivalence of the outcomes are 

summarized in Table 1.  

Subjects who stopped in category 1 are those who insisted 

DLC regardless how low the chance that one individual 

would die. Stopping in category 8 suggests the subject 

insisted CLC as the morally better choice even when the 

expected utility of the two choices are indistinguishable.  
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Table 1: Types of subjects based on the paired comparison 

where subjects shifted their decisions 

 Outcome probability 

Category DLC (5 deaths) CLC (1 death) 

1 100%    [0%, 20%]  

2 100%    [20%, 50%]  

3 100%    [50%, 80%]  

4 100%    [80%, 100%]  

5 [80%, 100%]  100%    

6 [50%, 80%]  100%    

7 [20%, 50%] 100%    

8 [0%, 20%] 100%    

 

Results 

Moral Decisions 

Table 2 displays the frequencies and percentages of the 

moral decisions across different dilemmas. Logistic 

regression was conducted to model the choices in different 

dilemmas by using the CLC as the baseline choice. The type 

of the moral dilemmas had substantial contribution to the 

regression model, χ2 = 33.54, p < .001, indicating subjects’ 

initial moral decisions were significantly different across 

different dilemmas.  Subjects in the hostage dilemma were 

slightly less likely to choose CLC than DLC, b = -0.51, p = 

.064 2 . In support of our first hypothesis, subjects in the 

hostage dilemma were significantly less likely to choose CLC 

than subjects who were in the other two dilemma, b =-1.74, p 

                                                           
2 We change the dummy coding scheme to obtain the coefficient 

estimate. The results of the comparisons across the different 

dilemmas were obtained by conducting three versions of logistic 

< .001 in compared to the truck dilemma, and b = -2.37, p < 

.001 in compared to the flood dilemma. 

Subjects in the truck and flood dilemma were more likely 

to choose CLC than DLC, b = 1.23, p <.001, odds ratio = 3.4 

for truck dilemma, and b = 1.86, p <.001, odds ratio = 6.4 for 

flood dilemma. The likelihood of choosing CLC among 

subjects in the flood dilemma was not significantly different 

from those in the truck dilemma, b = 0.63, p = .226. 

 

Table 2: Frequencies and percentages of the moral decisions 

across different dilemmas 

Vignette DLC CLC Total 

Truck 12 (22.6%) 41 (77.4%) 53 

Flood 7 (13.5%) 45 (86.5%) 52 

Hostage 35 (62.5%) 21 (37.5%) 56 

 

Sensitivity to Probability Information 

Subjects who were finally in category 1 (insisting DLC) 

and category 8 (insisting CLC) were regarded as those who 

were insensitive to probabilistic information. The numbers 

and proportions of those subjects are displayed in Table 3.  

On average, the majority of subject (79.2%) were influenced 

by the change of the probabilities of the outcomes and finally 

shifted their choices.  

  

regression; each of each treats one of the dilemma as the base 

comparison group.  

Figure 1. Illustration of the logic flow in probability-attached decision making questions 
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Table 3: Frequencies and proportion of subjects who did not 

switch the choice due to the change of probability 

information 

Dilemma DLC CLC Total 

Truck 
5/12 

(41.67%) 

3/41 

(0.07%) 

8/53 

(15.1%) 

Flood 
2/7 

(28.57% 

10/45 

(22.22%) 

12/52 

(23.1%) 

Hostage 
13/35 

(37.14%) 

0/21 

(0%) 

13/56 

(23.2%) 

Total 
20/52 

(38.46%) 

13/107 

(12.15%) 

38/161 

(20.5%) 

 

A logistic regression model was conducted on the 

likelihood of subjects being sensitive to the different 

probabilities, predicted by the type of dilemmas and their 

initial choices. The likelihood of shifting choices was 

significantly different between subjects who initially chose 

DLC and those who initially chose CLC, χ2= 12.98, p <.001. 

As expected by the second hypothesis, subjects who chose 

CLC were significantly more likely to be influenced by the 

probabilistic information and changed their choice than those 

who chose DLC, b = 1.84, p <.001, odds ratio = 6.2. 

Furthermore, in support to the third hypothesis, the type of 

dilemmas did not have significant contribution to the model 

fit, χ2= 1.47, p =.479, suggesting the proportion of subjects 

who was sensitive to the probabilities was similar across the 

three dilemmas.  

Discussion 

In the current study, we used three moral dilemmas with 

similar attributes as the personal/impersonal cases (i.e., 

trolley case and the footbridge case.) The results were similar 

to previous studies, where subjects were substantially more 

likely to choose the consequentialism-like choice (CLC) in 

the impersonal dilemma (flood and car) than the personal 

dilemma (hostage). When being provided the probabilistic 

information about outcomes, about eighty percent of subjects 

eventually changed their decision on which was a morally 

better choice. Being influenced by the outcome probability 

indicated that those subjects might be employing 

consequentialist reasoning. Subjects who initially chose CLC 

were more likely to change their choice with the change in 

probabilistic information, indicating that subjects who chose 

CLC were more likely to engage in consequentialist 

reasoning than those who initially chose DLC. This result 

implied that most people may apply model-based evolution 

associated with probabilities in moral reasoning. The 

resultant decisions from the reasoning algorithm are not 

restricted to a deontology-like decision.  

It was also found that the proportions of subjects who were 

sensitive to the probabilities were similar across the three 

dilemmas. This suggests that the likelihood of subjects to be 

engaged in consequentialist reasoning in moral judgments 

might be independent from the type of moral dilemmas. The 

large proportion of choice shift in the hostage case among 

subjects who chose DLC initially, further suggests that the 

higher likelihood of choosing DLC in the personal dilemmas 

can be associated with the perceived probabilities of outcome 

being different from those in the impersonal dilemmas. As 

indicated by Crockett (2013) evaluation of the consequences 

in model-based moral reasoning can be influenced by the 

prior experience of subjects in associated with the event in 

the dilemma. The different levels of experience across 

different events contribute to the different evaluations for the 

doing harm and allowing harm across different dilemmas.  

Interestingly, several subjects who initially chose CLC did 

not change their choices even when the expected utility of the 

CLC (the one person has 100% chance to die) was lower than 

the DLC (the five people have 20% chance to die). One 

possible explanation is that a subject who chose CLC may 

also adopt a decision heuristics in system 1, which involve 

fast and intuitive processes (Evans, 2003).  Those subjects 

made their decisions by comparing the number of loss in each 

case without evaluating the relative weight of outcomes. We 

may call them outcome probability insensitive 

consequentialist reasoner. The other explanation is that, to 

those subjects, the aggregated utility of five peoples’ life can 

be greater than the single person’s life, result in the perceived 

utility of 20% chance of five people dying as greater than the 

utility of 100% chance of one person dying.  

Another interesting finding was that many subjects 

changed their decision as soon as the outcome probability of 

the previous one option had an outcome probability lower 

than 100%.  The majority of subjects stopped at the category 

where they perceived the consequence of 50% to 80% of the 

loss (five people would die) in CLC as being equivalent to 

the 100% of the loss in DLC (one person would die One 

possible explanation is that, subjects were risk seeking (i.e., 

preferred a choice whose outcome is between 0% and 100% 

over a choice whose outcome is 0% or 100%) in the loss 

domain even in moral reasoning. Risk seeking behaviors as a 

result of loss aversion was well documented in decision 

making literature (d’Acremont et al., 2013). Subjects in the 

present study might prefer a choice whose probability of loss 

(five deaths) was lower than 100%, over the alternative 

choice whose outcome (i.e., one death) probability was 

100%. 

An alternative explanation is that the outcome utility 

calculation may also involve the evaluation of action cost.  

The action of killing may yield action costs associated with 

social conventions, moral responsibilities and law 

obligations. That may be the reason why the outcome utility 

of one death with 100% certainty in CLC is greater than the 

five deaths with 20% certainty.  Both explanations may need 

further investigation in future studies. 

Limitations and Conclusion 

The current experiment demonstrates that most subjects 

were evaluating consequences in moral reasoning when the 

probabilistic information was provided. One may argue that, 

the explicit probability information may induce the adoption 

of consequentialist reasoning, as consequentialist reasoning, 

in contrast to deontological reasoning, is a cost-benefit 
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calculation with probability. This may not be the direct 

evidence for what people did naturally and intuitively.  Future 

studies in moral dilemmas may assess subjects’ prior belief 

on the probabilities for both the positive outcomes and the 

negative outcomes to better understand how the probabilistic 

factor could influence people’s moral reasoning.   

In conclusion, the results indicate that choosing a DLC 

does not entail that people engage in consequentialist 

reasoning, whereas choosing a CLC does not entail that 

people engage in consequentialist reasoning. The differences 

across different moral dilemmas are very likely due to the fact 

that subjects perceive the outcome probability as insufficient 

for one to choose the alternative choice. 
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Abstract 

The challenge of predicting meme success has gained attention 
from researchers, largely due to the increased availability of 

social media data. Many models focus on structural features of 
online social networks as predictors of meme success. The 

current work takes a different approach, predicting meme 
success from linguistic features. We propose predictive power 

is gained by grounding memes in theories of working memory, 
emotion, memory, and psycholinguistics. The linguistic 

content of several memes were analyzed with linguistic 
analysis tools.  These features were then trained with a 

multilayer supervised backpropagation network. A set of new 
memes was used to test the generalization of the network. 

Results indicated the network was able to generalize the 
linguistic features in order to predict success at greater than 

chance levels (80% accuracy). Linguistic features appear to be 
enough to predict meme transmission success without any 

information about social network structure. 

Keywords: meme prediction; psycholinguistics; neural 
networks 

Introduction 

The term “meme” was originally coined by Richard 
Dawkins in his book, The Selfish Gene. Dawkins, an 

evolutionary biologist, describes “meme” as a unit for 
carrying cultural ideas or behavior, similar to how genes 

carry genetic information from one generation to the next. 
Just as genes propagate from organism to organism, memes 
propagate from mind to mind by way of communication and 

social learning (Dawkins, 1989). Under this lens, memes are 
also subject to mutations, where each mutation either 
strengthens or weakens the meme’s fitness. Blackmore 

(1998) argues for maintaining the original definition of 
meme, one that emphasizes imitation as the means of meme 

transmission. Blackmore (1998) goes on to explain that a 
meme is first internalized in the receiver and can then be 
reproduced. Heintz and Claidière (2014) argue that memes, 

or replicators, compete with one another for an individual’s 
limited cognitive resources for the chance to replicate again. 
Thus, some memes will fall into obscurity where others will 

flourish. With this in mind, successful memes should be those 
that are easily memorable. Analyzing the properties and 

features of memes that may influence their fitness has proven 
to be a challenging endeavor, especially prior to the 
establishment of various online social networks. 

The internet, and more specifically social media, provides 
researchers interested in the study of information diffusion, 
meme propagation, and cultural transmission a means to 

observe these concepts in an ecologically valid setting and on 

a massive scale. Our understanding of meme propagation 
runs parallel with our understanding of human culture; the 
more we understand about memes and their mutations, their 

origins, and how quickly these are accepted by other 
individuals, the more we will understand cultural trends that 

may have been previously considered bewilderingly 
anomalous. The challenge then becomes for researchers to 
develop robust and valid methods for detecting memes, 

tracking their mutations, and predicting their success. The 
current model attempts to develop a method for predicting 
meme success by analyzing its linguistic and resultant 

features. Features such as length, concreteness, and 
orthographic features such as misspellings may all contribute 

to cognitive and emotional factors that would predict 
transmission of a meme to some degree.  

The challenge of detecting and tracking memes has been 

approached in a variety of ways, with varying success. The 
broad and encompassing nature of the definition for meme 
has resulted in the term being operationalized differently 

from study to study. In addition to the changing operational 
definitions, the domains of meme studies also vary. For 

example, some studies focus on visual or video content such 
as YouTube memes (Shifman, 2012; Xie, Nastev, Kender, 
Hill & Smith, 2011), and others on textual memes, like 

quoted text in the news cycle (Simmons, Adamic, & Adar, 
2011; Leskovec, Backstrom, & Kleinberg, 2009). Other 
research has focused on microblogging memes in social 

networks such as Twitter or Yahoo! Meme (Ratkiewicz et al., 
2010; Adamic, Lento, Adar & Ng, 2014; Tsur & Rappoport, 

2012; Ienco, Bonchi, & Castillo, 2010). For our purposes 
here, we will focus on popular text-based memes, of which 
some have visual components that were not included in the 

model, and others simply contain text.  
Another recent study set out with the goal of predicting 

meme success by observing the meme’s early spreading 

patterns within Twitter (Weng, Menczer &, Ahn, 2014). The 
authors chose to focus on the structure of the meme’s 

environment because previous research has shown that the 
structure of underlying networks impacts the spreading 
process of information (Daley & Kendall 1964; Barrat, 

Barthelemy, & Vespignani, 2008). Design features of the 
website itself (i.e., user voting feature on Digg) can also be 
used to improve meme prediction (Hogg & Lerman, 2012). 

Weng et al. (2014) operationalize meme success by observing 
the meme’s overall popularity, relative to the other memes in 

their dataset. They operationalize “meme” as any hashtag 
observed in their dataset. Hashtags are strings of text 
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following a “#” users insert into their tweets (i.e., short user 
submitted posts within Twitter) for labeling purposes. 

Popular hashtags are tracked by Twitter and said to be 
“trending”. Here, the definition of a successful meme is 
determined by the frequency of usage and overall popularity 

of that meme.  
Weng et al. (2014) found that using topographic, or 

structural, features of the network enabled their model to 
accurately predict a meme’s popularity up to two months in 
advance. These topographical features included “community 

size”, where a community is a set of nodes (i.e., individual 
users) who are followers of one another, and “network 
surface” (i.e., neighbors of the audience of users).The model 

used by Weng et al. (2014) is similar to other studies that 
include user influence in understanding information diffusion 

(see Romero, Meeder, & Kleinberg, 2011). 
Unfortunately, studies that include user influence (i.e., 

number of followers a given user has, number of those 

followers’ followers, etc.) as a key component of their meme 
predicting model add little to our understanding of why 
certain memes are selected and become popular, and why 

other memes are unsuccessful. We argue that an important 
question remains unanswered: are there linguistic features 

and aspects of cognition that can predict the ultimate success 
of a meme, outside of the characteristics of the social 
network? 

Tsur and Rappoport (2012) attempt to answer that question 
by taking a closer look at the content of Twitter hashtags in 
order to predict their popularity. Their study places emphasis 

on the content features of a meme in determining its 
popularity, something that prior to their 2012 study, has been 

largely ignored. Secondly, by stepping away from the costly 
graph based algorithms, used in the studies mentioned above, 
Tsur and Rappoport (2012) provide a simple and more global 

approach for modeling meme acceptance and popularity. The 
content features that were examined included: hashtag length 
(number of characters and words), hashtag orthography, 

emotional content and linguistic cognitive features taken 
from the Linguistic Inquiry and Word Count Tool, or LIWC. 

LIWC (http://www.liwc.net/) is a linguistic tool that counts 
the number of words in various categories that have been 
built upon relevant communicative dimensions (Tausczik & 

Pennebaker, 2010). The categories of the program are the 
essential feature, as they contain a collection of words that fit 
into 80 validated word categories, ranging from emotion 

word categories to deception word categories. Using a 
regression model, with the above mentioned features, they 

found that the cognitive category of words from LIWC was 
positively correlated with the hashtag’s popularity, when the 
hashtag’s content was also taken into account. For example, 

the word “think”, a cognitive process, would predict 
increased popularity compared to a non-cognitive word, like 
“ball”. They also found that lengthier hashtags were not as 

popular as shorter hashtags. They attributed this finding to 
cognitive load theory and physical constraints for tweets (i.e., 

140 character limit per tweet). Cognitive load theory posits 
that during an instance of complex learning, an individual 

may be underloaded or overloaded with information, due to 
the working memory limitations. While these findings are 

promising, Tsur and Rappoport (2012) point out that future 
studies using the content of memes to predict success should 
delve deeper into the psycholinguistic aspects of the content 

and the cognitive constraints of the receiver of the meme. 
These models often posit the relevant connections of meme 

transmission are between people, but this neglects what 
happens within an individual’s mind when a meme is 
encountered. Further, language is context sensitive, and at 

least partially grounded in perceptual-motor features that 
enrich complex linguistic representations (Huette & 
Anderson, 2012). The factors contributing to whether the 

meme is transmitted, or not transmitted, is most likely the 
product of an interaction of an individual with their 

environment, thus cognitive factors contribute as well as 
social factors. However, if the person decides to not transmit 
the meme further, the number of connections to the user no 

longer matter and thus are of primary concern to 
understanding meme transmission. The current work is at the 
cognitive level of analysis, where connections constitute an 

information space inside of an individual, and success is 
determined by whether or not the individual is likely to 

engage in further transmission of the meme. 
The advantage of neural networks over rule-based systems 

is they are able to solve more complex problems and carve up 

the solution’s space in unanticipated ways. For example, 
cognitive process words may somewhat predict meme 
success, but a combination of cognitive process words, 

emotion words, concreteness, etc. might be interacting in 
non-intuitive ways that contribute to transmission or non-

transmission of the meme. To demonstrate this, we predicted 
a binary logistic regression would not yield as much 
predictive power as the neural network model. Neural 

networks are able to come up with solutions that do not rely 
on linear or singular relationships or causality, allowing for 
complex interactions which are well known to be 

commonplace in thinking, communication, and behavior. 
Performance of a binary logistic regression will be compared 

to neural network performance to test this prediction. 

Model 

Meme Corpus 
Memes were collected from the meme wiki-style website, 

knowyourmeme.com, and were represented as 15 input nodes 
with binary values. Each element of the input vector 
represented a linguistic or cognitive variable of the meme that 

was theoretically and empirically motivated to have an 
impact on the meme’s popularity. The target outputs 

consisted of two binary winner-takes-all nodes, where one 
represented “successful” and the other represented 
“unsuccessful”. Meme success was determined by using the 

number of Google search results of a meme phrase, verbatim. 
This was similar to the way that hashtag searches were used 
in the aforementioned Twitter meme studies. 

In order to reduce noise in the number of inaccurate result 
hits, a time range filter was placed on each meme search, 
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based on the month the meme search queries first spiked. This 
was determined by using Google Trends, which allows users 

to show how often a particular search term is entered in 
Google search, over time. If a meme’s search queries first 
began to spike in October of 2009, then the search was 

limited to October 2009 to the present date. After determining 
the total number of search results provided for each 

individual meme, a median split was applied to the data to 
separate successful memes from unsuccessful memes. For 
this particular data set, memes that had 37,400 or more search 

results were considered successful, and any memes below 
that threshold were considered unsuccessful. Of course all 
memes were retransmitted to some degree, so this label might 

be something more akin to “more popular” and “less popular” 
when discussing memes as a whole.  Importantly, the 

distribution of popularity was exponential, with successful 
memes being exponentially more popular than unsuccessful 
memes. 

Training set. The dataset used to train the network consisted 

of 268 established memes collected from 
knowyourmeme.com, a meme encyclopedia, which uses the 
wiki web application to collect and categorize various 

internet memes. The memes included in our corpus contain 
hashtag memes (e.g., #YOLO), copy-and-paste memes (e.g., 
Repost this if you're a big black woman who don't need no 

man), as well as lesser known memes commonly used in 
smaller online communities (e.g., burst into treats). The 

average meme word length was roughly four words per 
meme, with the longest meme having 31 words. Copy-and-
paste memes were divided into smaller chunks of text, each 

chunk having at most one complete sentence. In general, the 
memes used for the current study are phenotypic memes, 
meaning their raw text contains the best estimate of the 

“original” meme. Variants of these phenotypic memes were 
not included. If it could not be clearly determined which 

meme came first, then both memes were included separately 
in the dataset. The linguistic and cognitive properties of the 
meme text were broken down into 15 binary features that can 

be categorized as: psycholinguistic features, physical 
features, orthographical features and meme type.  These 
features were chosen on the basis of sentence processing and 

memory literature. 

Psycholinguistic Features. Eight psycholinguistic features 

were chosen as meme features. These features were selected 
based on current cognitive psychology and psycholinguistic 

theories centered on sentence recall, working memory, and 
how emotion and arousal affect memory.  

Mean word concreteness was determined through the use 
of Coh-Metrix, (http://cohmetrix.com/) a validated linguistic 
analysis tool that is able to automatically analyze text for 

features such as text cohesion, parts of speech, word 
frequency, lexical diversity, and syntactic complexity 
(McNamara, Kulikowich, & Graesser, 2011). Concreteness 

was chosen as a psycholinguistic feature for the current 
model because previous research has shown that concrete 

words are easier to recall than abstract words during a short-

term serial recall task (Walker & Hulme, 1999). Memes that 
are easier to recall and more concrete should have a distinct 

advantage over memes that are more difficult to recall. If a 
given meme had more concrete terms than abstract terms then 
it was coded as concrete (1), if it contained no concrete terms, 

or more abstract terms, then it was coded as abstract (0). 
The overall emotional arousal of a meme was determined 

through the use of the LIWC (Linguistic Analysis and Word 
Count; Pennebaker, Francis, & Booth, 2001). LIWC’s affect 
dictionaries were based on the emotion rating scales 

developed by Watson, Clark, and Tellegen (1988). For this 
feature, if a meme included an emotional word, either 
positive or negative, it was considered an emotional meme 

(1), and if the meme contained no emotion words then it was 
considered a non-emotion meme (0). The emotional arousal 

feature was included in the current model because previous 
research has shown emotional arousal, in general, has an 
impact on long term declarative memory (Cahill & 

McGaugh, 1998).  
Four other finer-grained emotional features were also 

recorded for each meme. These features were used to 

determine 1) whether or not positive emotion was present, 2) 
whether or not negative emotion was present, 3) whether 

there was more positive emotion than negative emotion and, 
4) whether there was more negative emotion than positive 
emotion. Negative emotion has been found to enhance 

memory accuracy for specific details during a recall task 
(Kensinger, 2007). However, the broaden-and-build 
hypothesis posits that positive moods broaden an individual’s 

scope of attention and thought-action repertoires, whereas 
negative moods tend to narrow an individual’s scope of 

attention and associations between thoughts and actions  
(Fredrickson & Branigan, 2005). 

In their study, Tsur & Rappoport (2012) chose to include 

LIWC’s “cognitive” categories. They hypothesized that this 
category should contain words that prompt or encourage 
specific behaviors (e.g., cause, know, ought). However, 

overall Tsur & Rappoport found that the more general 
cognitive category only marginally improved the MSE over 

the baseline. For the current study we chose to include the 
more specific “CogMech” LIWC category (i.e., cognitive 
mechanism) with the hope of improving the overall model.  

The last psycholinguistic feature included involves the 
presence (1) or absence (0) of curse words, or taboo words, 
in the meme. LIWC was used to determine the presence of 

curse words in the set memes. LIWC’s swear word category 
includes a set of socially proscribed derogatory or profane 

words. A slew of previous research has shown that 
emotionally arousing words, particularly taboo words, are 
remembered better than neutral or nonarousing words (see 

Kensinger, 2007 for a review). Memes with curse words 
should have a distinct advantage over memes without curse 
words, in terms of the meme’s ability to be recalled. 

Physical & Orthographical Features. Two physical 

features of the meme text were also recorded. Intuitively, 
memory span is inversely related to word length, and words 
that take longer to read or speak are more difficult to recall in 
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simple recall tasks (Baddeley, Thomson, & Buchanan, 1975). 
Memes that contained less than four words were considered 

short (1) and memes that contained four or more words were 
considered long (0). Additionally, memes that contained 
words that all had less than three syllables were considered 

short (1), and memes that contained a word with 3 or more 
syllables were considered long (0). Shorter and less complex 

memes should be easier to recall, improving their fitness and 
overall success. 

Two orthographical features were included based on the 

intuition that slang terms, purposeful word misspellings, or 
purposeful incorrect grammar usage should set some memes 
apart from others. Words with incorrect spelling, or novel 

words and phrases should stand out more than correct word 
spellings and established words and phrasings. If memes are 

competing for attention, then memes with novel words or 
phrases should tend to be more popular or successful than 
memes using traditional spelling and phrasing. 

Meme Type. Finally, three meme type features were coded. 

The three meme types consist of template memes, copy-and-
paste memes, and game memes. These were three different 
features all mutually exclusive and determined during the 

search process. Examples of game meme are “The object to 
your left will be your only weapon during a zombie 
apocalypse” or “You are now manually breathing”. An 

example of a template meme is provided in Figure 1.  
 

 
 

Figure 1: An example of a template meme. The text varies 
from iteration to iteration, but the image remains static. Text 

here emphasizes awkward social behaviors. 

Network Structure  

The current model used a 4-layer backpropagation network 

that was designed to take linguistic features as inputs and 
classify them as either successful or unsuccessful. The neural 
network used to predict meme success consists of four layers: 

an input layer with 15 nodes encoded in a binary manner, two 
hidden layers with 20 nodes each, and an output layer with 

two nodes that represent the probability of success of the 
meme. The targets for the output nodes were mutually 
exclusive, however it is possible that the network could 

generate either high or low probabilities for both successful 
and unsuccessful nodes. There were a total of 268 memes 

used to train the network. Network weights were trained on 
each meme 3000 times in a randomized order, and weights 
were modified after each learning instance using the delta 

rule. If the popularity of the meme was high, the “successful” 
node was set to 1 and “unsuccessful” to 0, and vice versa for 

unpopular memes. This value was determined by using a 
median split on the popularity of the meme, where highly 
transmitted memes were considered successful, and more 

infrequent memes were less likely to be retransmitted. 
Learning rate was set to .001, and the momentum term was 
set to 0.2.  These were determined based on the observation 

the network learned very quickly, and were used to prevent 
over-fitting. The network reached an average Mean Squared 

Error of .228. Matlab coding of the network is available from 
the first author upon request. 

Results 

In order to test the accuracy of the network, a random 
subset of 25 coded memes was left out of the training set to 

test generalization to new items using a fully trained set of 
connection weights. This is a test of the network’s predictive 
power and generalization to new memes. The resulting output 

activation values were compared to the expected target 
values. If the meme’s output activation on the “successful” 
output node was greater than the output activation on the 

“unsuccessful” output node then the classification was 
considered accurate. If the meme’s output activation on the 

“unsuccessful” output node was greater than the output 
activation on the “successful” output node then the 
classification was considered inaccurate. The network 

achieved 80% prediction accuracy, or 20% higher than 
chance. Specifically, the network was able to accurately 
predict a successful meme to be successful with 73% 

accuracy, and was able to accurately predict an unsuccessful 
meme to be unsuccessful with 90% accuracy.  

 
Regression analysis. In addition, a binary logistic regression 
was performed. The target values (successful or 

unsuccessful) were considered the dependent variable and 
each input node was considered an independent variable. 
Because all data is binary, binary logistic regression is 

appropriate for analyzing the factors that contribute to 
predicted success of a meme. The overall logistic regression 

model was statistically significant, X2(14) = 48.893, p < 
.0005. The model explained 22.3% (Nagelkerke R2) of the 
variance in meme success and correctly classified 54.1% of 

the successful memes as successful and 80.6% of the 
unsuccessful memes as unsuccessful. Overall the binary 
logistic regression model had a prediction accuracy of 67.4%. 

Three predictor variables were statistically significant. First, 
shorter memes were significant (p <.005), and 2.802 times 

more likely to contribute to success. Memes that contained a 
swear word were .177 times less likely to be successful than 
unsuccessful (p <.05), a small but significant contribution. 
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Finally, template memes were 2.223 times more likely to be 
successful than unsuccessful (p <.05). 

Discussion 

The results of the current study demonstrate the utility of 

using linguistic information as a means of predicting 
successful transmission of a meme. These preliminary results 
warrant more in depth analyses, particularly a sensitivity 

analysis that would detail which features contribute most to 
the outcome. Clearly, linguistic information contributes a 
rich source of information that could be used in models that 

incorporate multiple domains of information (user-level, 
visual feature, social structure, etc.). Some of the features in 

the network may have contributed more or less to the 
prediction of success in the network, and as with other neural 
networks it is difficult to see what is driving these results. 

However, comparing the network’s results with a binary 
logistic regression helped to provide some insight. Meme 
length, whether or not a meme is a template meme, and the 

presence or absence of swear words within the meme 
contributed significantly to predicting success in the logistic 

model. However, the logistic model did not have prediction 
accuracy as high as the neural network model, pointing to the 
potential contribution of other variables that on their own are 

not predictive in a regression, but in an interactive context 
like a neural network, or perhaps other non-linear models, 
have some predictive power. 

The neural network model presented here has several 
major limitations. The first limitation is the operationalized 

definition of success. Google search results offer a quick 
rough grained estimate for overall meme usage, but searching 
for specific phrases can still sometimes include inaccurate 

search results. Without extensive and computationally 
expensive web-crawlers, determining meme context from 
Google search results may be extremely difficult. Memes that 

can be used in multiple domains can be considered “flexible 
memes”, a quality that is likely related to overall meme 

fitness. Another limitation to the current study is the input set 
and test set are relatively small. Many studies attempting to 
predict meme success have access to millions of memes, 

albeit with a broader operational definition. If the success of 
textual memes is largely dependent on the average person’s 
ability to remember them, then many more cognitive 

variables can and should be included. 

Conclusion 

The ability to detect and track memes and predicting their 
success is essential in order to improve our understanding 
cultural evolution. Observing textual memes in particular 

offers unique insights into the evolution of language. Social 
media provides a petri dish environment for rapid meme 

generation and mutation. The current study categorized 
meme content based on 12 features grounded on cognitive 
theories of memory, emotion, and working memory 

limitations. This experiment helped support the idea that 
meme content should be considered when attempting to 
predict meme success. Future studies on meme prediction 

should benefit from a more robust operational definition of 
success. This can likely be achieved by limiting the scope 

from a global internet search to a specific social network. If a 
feed-forward backpropagation neural network can achieve 
relative success in predicting meme popularity, then a more 

robust network that takes into account working memory 
limitations should provide more accurate results. 

This model demonstrates that it is not only possible to 
predict overall success of a meme at greater than chance 
levels, but also argues for there being important parameters 

at the level of what other models typically neglect: whether 
or not the node transmits the information further. Other 
models of meme transmission typically only take into 

account the change of the meme over time (evolution), the 
rates of transmission (viral) or the number of connections 

(small world networks). By incorporating cognitive 
processes into models that also include information about the 
network at large, greater levels of prediction could be 

achieved in future instantiations of meme transmission 
models. 
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Abstract
What can a machine learning simulation tell us about human
performance in a complex, real-time task such as Tetris™?
Although Tetris is often used as a research tool (Mayer,
2014), the strategies and methods used by Tetris players have
seldom been the explicit focus of study. In Study 1, we use
cross-entropy reinforcement learning (CERL) (Szita & Lor-
incz, 2006; Thiery & Scherrer, 2009) to explore (a) the util-
ity of high-level strategies (goals or objective functions) for
maximizing performance and (b) a variety of features and
feature-weights (methods) for optimizing a low-level, one-
zoid optimization strategy. Two of these optimization strate-
gies quickly rise to performance plateaus, whereas two oth-
ers continued towards higher but more jagged (i.e., variable)
plateaus. In Study 2, we compare the zoid (i.e., Tetris piece)
placement decisions made by our best CERL models with
those made by the full spectrum of novice-to-expert human
Tetris players. Across 370,131 episodes collected from 67 hu-
man players, the ability of two CERL strategies to classify hu-
man zoid placements varied with player expertise from 43%
for our lowest scoring novice to around 65% for our three
highest scoring experts.

Keywords: Tetris, human expertise, strategies, methods,
cross-entropy reinforcement learning

Introduction

Tetris™ is one of the most played games in the world
(Stuart, 2010), one of the games most used for psycholog-
ical studies (Lindstedt & Gray, 2015; Mayer, 2014), and a
favorite challenge for the machine learning community (Fa-
hey, 2013; Gabillon, Ghavamzadeh, & Scherrer, 2013; Szita
& Lorincz, 2006). The latter became interested in Tetris as a
challenging machine learning problem. The former has seen
Tetris as potentially important for its presumed side effects
for things as diverse as ameliorating sex differences in spa-
tial skills (Linn & Petersen, 1985; Okagaki & Frensch, 1994;
Sims, 2011; Terlecki, Newcombe, & Little, 2008), relief
from “flashbacks for trauma” (Holmes, James, Coode-Bate,
& Deeprose, 2009), and improving the abilities of engineer-
ing students (Martin-Gutierrez, Luis Saorin, Martin-Dorta, &
Contero, 2009). The world’s many game players, presumably,
enjoy Tetris simply because it provides an enjoyable and en-

tertaining challenge.
Within cognitive science, Tetris has been used to develop

(Kirsh & Maglio, 1994; Maglio, Wenger, & Copeland, 2008)
and refine (Destefano, Lindstedt, & Gray, 2011) the construct
of Epistemic (or Complementary) Action. This use of Tetris
is qualitatively different from other uses as the researchers
were interested in the detailed interactions among cognition,
perception, and action that forms the basis of interactive be-
havior in Tetris. The scientific arguments relied on a deep
analysis of the instance by instance interactions of humans-
with-zoid (i.e., the Tetris pieces), the tradeoffs made between
cognition in-the-head and cognition in-the-world, and how
those tradeoffs changed as a function of expertise with Tetris.

The current work is well within this cognitive science tra-
dition. In Study 1, we build 8 cross-entropy reinforcement
learning (CERL) controllers that attempt to optimize Tetris
performance using four different strategies (objective func-
tions) crossed with two different sets of features such as the
landing height of the last zoid added, pits (the number of
empty cells that are covered by other zoids), and many more.
Similar to genetic algorithms, each CERL model optimizes
performance by adjusting the weight given each feature in the
feature set over several generations. In Study 2, the two best
of these 8 controllers are used to classify each of 370,131
episodes collected from 67 human Tetris players.

Following Newell’s (1973) injunction to “accept a single
complex task and do all of it” this work is part of a larger
effort that seeks to understand the acquisition of extreme ex-
pertise in Tetris (Gray, Hope, Lindstedt, & Destefano, 2014).

Playing Tetris

Players use the keyboard or special game controllers to ro-
tate zoids, as they are falling, into an accumulating pile of
zoids at the bottom of the screen. When a player fills an en-
tire row, the row vanishes, and the score increases. Since it
is not always possible to clear rows, the pile gradually rises.
The game ends when the pile rises above the top row in the
board. (A game in progress is shown in Figure 1.) Despite
Tetris’ widespread appeal, it is unwinnable. If you play it long
enough, you will lose (Baccherini & Merlini, 2008; Kendall,
Parkes, & Spoerer, 2008; Fahey, 2013)!
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The standard Tetris board is 10 squares wide by 20 squares
high. At the beginning of the game the zoids fall at the rate of
1.25 rows per s and would take 25 s to fall from the top to the
bottom row. This drop speed increases with the game level,
and at level 9 the pieces fall at 10 rows per s or 2 s to fall from
the top to the bottom row. Mastering decision-making and
physical placement at these rates is a significant challenge for
human players.

Figure 1. Tetris board, with a falling I-Beam-zoid, the pile at
the bottom, and a new I-Beam-zoid in the Preview Box on the
right.

When people play Tetris, we somehow consider both the
current move and some number of future moves to deter-
mine where to place a zoid to maximize points and minimize
height. Data from our best human players suggest that they
have a web of contingency plans that span the current zoid,
the next zoid (which is shown in the Preview box in Figure
1), and several unknown future zoids.

In contrast, our CERL models are one-zoid optimizers
which make move decisions by evaluating all potential zoid
placements using sets of weighted features and selecting the
highest scoring move. As Table 1 shows, these features are
metrics such as the total height of the pile, the number of
unfilled squares, or pits, and the number of lines that will be
cleared by the given placement. For any given game board
configuration, the feature values will differ slightly for each
possible placement. Ties among the highest rated zoid place-
ments are decided randomly.

Study One

The first study explored the performance of our four dif-
ferent objective functions on two different feature sets. We
consider each objective function as one goal or strategy that
a human player could choose to optimize. In terms of fea-
ture sets, we adopted the Dellacherie set (Fahey, 2013) of 6
features that has been widely used in the machine learning
literature (Szita & Lorincz, 2006; Thiery & Scherrer, 2009,
2009) (See Table 1). We also created our own set of 48 fea-
tures. This set is composed of features developed in our prior
work (Lindstedt & Gray, 2013; Lindstedt, 2013) combined

Table 1
Useful Tetris Features Proposed by Dellacherie

Feature Description
Landing height Height where the last zoid is added

Eroded zoid cells # of cells of the current zoid eliminated
due to line clears

Row transitions # of full to empty or empty to full, row
transitions between cells on the board

Col transitions Same as above for vertical transitions

Pits # of empty cells covered by at least one
full cell

Wells
A series of empty cells in a column such
that their left cells and right cells are both
occupied

with the 6 Dellacherie features as well as other features de-
scribed in the machine learning literature. Unlike the machine
learners, who were interested in claiming bragging rights as
to which approach cleared the most lines, we are interested
in human level results. Hence, for this purpose we ran each
model on each generation until it died or until it completed
506 Tetris episodes (i.e., where each episode is the placement
of one zoid), as 506 episodes is the longest game played by
any player in our laboratory.

Cross Entropy Reinforcement Learning

Four things are required to train the CERLs: an objective
function, a set of features, an assignment of weights to those
features, and patience. Patience is required as each controller
is trained for 80 generations where each generation consists
of 100 controllers completing one game of Tetris each.

For the first generation, the starting controller sets all fac-
tor weights to zero and the standard deviation for each factor
to 100. Hence, the first 100 models for this first generation
form a cloud around the zero starting point, with a standard
deviation of 100. Each successive generation begins with a
new starting controller defined by the mean values of the best
performing 10 models from the prior generation. To avoid
early convergence, a constant noise factor of 4 was introduced
in each generation, meaning that for the first generation, the
standard deviation was 104. This noise factor remains con-
stant throughout the generations, while the standard deviation
to which it is added is adjusted and potentially converges on
an optimal feature value. As for the first generation, the new
starting controller is used to spawn one hundred new con-
trollers that form a cloud around this new starting point. This
procedure is followed until 80 generations of controllers have
played Tetris, resulting in a highly optimized controller.

Of course, within each run of 80 games, the definition
of “best controller” depends on the objective function being
optimized. For our studies these objective functions were
(a) Score, (b) total number of Lines cleared, (c) highest Level
reached, and (d) the number of episodes in which four lines
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Table 2
Feature Weights of the Lines and Score Objective Functions for
the Dellacherie Features Set

Feature Lines Score
Landing height −0.45 −0.29
Eroded zoid cells +0.32 −0.81
Row transitions −0.26 −0.34
Col transitions −0.64 −1
Pits −1 −0.61
Wells −0.13 −0.05

(4Lines) were cleared at once. The first three objective func-
tions are typically displayed to human players during the
game (as shown by the right-middle portion of Figure 1).
However, in all of our human games, humans were told to
optimize the first; namely, Score. The fourth objective func-
tion, clearing four lines with one zoid, rewards 13.3 times as
many points as does using four zoids to each clear one line.
Note that clearing four lines at once is called a “Tetris” and
gives the game its name. Human experts often report that the
setting up and execution of these "Tetris" moves composes a
large part of their game strategy.

At the end of each generation, before the next set of 100
controllers was generated, the new starting controller played
30 test games, consisting of 3 games each of 10 preselected
game seeds (the game seeds produce different randomizations
of the sequence of zoids). The average score of these 30
games was used to track the learning of the model over each
generation. The mean scores for these 30 games is plotted,
for each of the 8 objective functions, in Figure 2.

Results

Learning Feature Weights. Table 2 shows the final
weights (normalized) of the six Dellacherie features for the
Lines and Score models. Key differences between the strate-
gies employed by each model can be observed within these
numbers. For example, “eroded zoid cells” is clearly favored
by the Lines model’s moderately positive weight of +0.32,
but less emphasized by the Score model’s strongly negative
weight of −0.81. These different weightings are character-
ized by behavioral differences between the models in that the
Lines model seeks to clear as many lines as possible (thus
eroding the zoid cells), whereas clearing lines is not as em-
phasized in the Score model, allowing it instead to build up to
higher score payoffs.

Controller Performance. As Figure 2 shows, the
biggest effect on skilled performance came from the choice
of objective function. Models optimized for Lines and Level
quickly reached a score threshold of a little under 100,000,
and then performed consistently at that threshold. Models
optimized for Score and 4Lines took longer to reach a score
threshold, and that threshold, while higher than those opti-
mized for Lines and Level, was much more variable.

To put the CERL results into a human context, we can com-
pare their performance with the mean of each human’s four
highest scoring games. The second to fourth best humans
averaged scores of 93,000, 73,000, and 53,000, respectively.
Our very best human’s average score was 174,000.

Our Human High Score, shown in Figure 2, was con-
tributed by one very determined human. As, for each move,
the model was allowed as much decision time as it needed
and as the time for the model to move a piece into position
was essentially instantaneous, our representative of humanity
was allowed to play with gravity turned off ; that is, unless
the human held down the drop key, the zoids did not drop.
This enabled our champion to score 246,186 points (see the
red line towards the top of each panel in Figure 2).

Human High Score -- 246,186

Human High Score -- 246,186
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Figure 2. Learning curve of models. (See text for discussion
of the Human High Score.)

Discussion

Study One tells us that machine learning models that focus
on 1-zoid or 1-step optimization do pretty well compared to
humans who presumably are attempting to optimize place-
ments of two successive zoids (i.e., the current zoid and the
zoid shown in the Preview Box) while planning for longer se-
quences, such as deliberately arranging the pile so as to clear
off four rows with one I-Beam zoid. Likewise, the better
human players also work deliberately over many successive
zoids to prepare the playing board for high scoring opportu-
nities while preventing disasterous buildups (of course, the
CERLs do some of these things as well, see Table 1, Feature
1, Landing Height).

Of course, our humans are working under more constraints
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than our CERLs. Unlike humans, once a decision is made, the
CERLs instantianeously rotate, move, and place the current
zoid into the desired location. Hence, it may be easy for hu-
mans to match CERL performance when the game is at level
one and it takes a zoid 25 s to drop from top to bottom, but
not nearly as easy when the game is at level 9 and a zoid takes
only 2 s to fall the same distance!

These observations raise the question as to how much of
human performance could be accounted for by 1-step opti-
mizations and whether or when such optimizations need to be
superseded by other human strategies.

Study Two

In Study Two, we used each of the 8 trained controllers
from Study One (two sets of factors by four objective func-
tions), to classify nearly 370,131 episodes of Tetris (all
episodes from each of our 67 human players) as to whether
the location where the human placed the zoid, matched the
location that the controller would have placed the same zoid
on the same board configuration.

Methods

Human Gameplay. All human Tetris games were col-
lected in session one of a four session, 6-hr Tetris study.
Session one was “free play” as the scores obtained in ses-
sion one were used to assign players to Tetris conditions
for the remaining three sessions of the study. All humans
used the Meta-T (Lindstedt & Gray, 2015) experimental
task environment to play Tetris and which also collected all
keystrokes, eye data, and system events with millisecond ac-
curacy. Hence, these games can be considered as normal
play, uninfluenced by experimental manipulations, albeit un-
der laboratory conditions.

Matching Humans to Models. For each episode in the
human dataset, the board configuration and current zoid were
given to each of the 8 final models from Study One. Each
model evaluated a move score for all available moves, and
returned the highest scoring move. The model’s chosen move
was compared to the move made by the human, and was con-
sidered to have matched the human if the model chose the
same move as the human.

A move was also counted as a match under two additional
conditions. First, it is often the case that the model will
equally rank two or more moves. In this case, the model
breaks its tie by random choice. Therefore, in cases where
the human’s move was equally ranked with the model’s, we
considered that the model’s move, matched human choice.
(These sitations occurred 1.39% of the time.) Second, hu-
mans were capable of making one move that the models could
not; namely, humans could slide a zoid under an overhang
left by another zoid (see Figure 3). Our current search algo-
rithm considers these overhangs as inaccessible pits, but ex-
perienced human players recognize these moves quickly and

tend to use them whenever available. Given the desirability
of closing such pits whenever possible, we ranked the human
use of a slide as equivalent to the best move considered by the
model. (Overhang moves were made by humans 0.74% of the
time.)

Figure 3. An overhang maneuver entails placing all or part of
a zoid underneath parts of the pile. In the example, the player
wishes to place the falling zoid where the shadow zoid is.

Results

Our 8 models were derived by crossing the four objective
functions (Lines, Levels, Score, and 4Lines) with our two sets
of features (ALL 48 and DELL 6). Applying these models to
classifying human performance produces 8 statistical models
of human performance. In this section, we seek to identify
the best statistical model where best is defined both in terms
of the model’s success at classifying human moves and by
parsimony; that is, the ALL 48 and DELL 8 feature sets vary
in size and a trivial prediction would be that the larger feature
set fits the data better than the smaller set. Hence, as we move
from the realm of purely machine learning considerations, to
models that help explain human performance, we want to be
sure that the models we settle on have the fewest assumptions
that are reasonable.

In winnowing out our 8 models we rely on the results of
Multiple Regression modeling and the Akaike Information
Criterion (AIC). Crawley (2013), describes AIC as “penal-
ized log-likelihood” as it weighs the fit of a model against the
number of parameters used; the more parameters, the more
the model is penalized, and a better fit is required if the model
is to be seriously considered.

Eliminating Two Objective Functions: Lines and Lev-
els. We begin by collapsing over feature sets to compute
four regression models of the form, lm(percent_match ∼
f eature_set), and computing one AIC for each model. This
yields AICs for Lines and Levels of -401 and -398 and AICs
for Score and 4Lines of -446 and -452. As for AICs, smaller
is better, we conclude that there are sufficient differences
among our Objective Functions to justify eliminating models
with Lines and Levels from further consideration.
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Eliminating the All Features Models. We now com-
pare the remaining 48 feature, ALL models with the 6 fea-
ture, DELL ones. Following Crawley (p. 416), we find
that R’s AIC function, e.g., AIC(Feature.ALL.OF.S core)
produces the same result as the loglinear model −2 ∗
logLik(data.ALL.score) + 2 ∗ (3). Hence, we modify the log-
linear model by adding the number of features into the final
df term with the following results:
−2 ∗ logLik(model.DELL.S core) + 2 ∗ (3 + 6) for an AIC of -237
−2 ∗ logLik(model.DELL.4Lines) + 2 ∗ (3 + 6) for an AIC of -236
−2 ∗ logLik(model.ALL.S core) + 2 ∗ (3 + 48) for an AIC of -152
−2 ∗ logLik(model.ALL.4Lines) + 2 ∗ (3 + 48) for an AIC of -165

As lower is better for an AIC score, these comparisons led us to
conclude that the simpler Dellacherie models provide the better fit
and to drop the remaining All Features models from further consid-
eration.
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Figure 4. Proportion of moves classified for each of our 67
human player for the best feature set (Dellacherie) and the
two best matching Objective Functions – Highest Score and
Number of 4Lines. Each data point in the figure represents
the model’s ability to predict the move that the human would
make. The x-axis shows human performance in terms of the
log of each human’s highest game score.

Fit of CERL Models to Human Data. So far we have
been more concerned with reducing our set of models than we
have been with what they suggest to us about the human data.
Both of the remaining two models, the Dellacherie versions of the

Score and 4Lines models, provide significant fits to the data (both
p′s < .00001) with the Multiple R-Sq for Score accounting for 0.33
of the variance and that for 4Lines accounting for 0.32. However,
a clearer picture can be gained by looking at Figure 4 which plots
the proportion matched for each of the 67 Tetris Players based on
the log of their criterion score (i.e., the mean of their highest 4 game
scores).

Discussion

When we began the modeling work, we entertained the hypoth-
esis that the models would do better at predicting novice than ex-
pert performance, as we believed that novices tended to think only
one zoid ahead whereas experts constantly planned for Tetrises and
other manuevers. To our surprise, as Figure 4 shows, models match
human performance from about 45 to 65 percent of the time with the
by-player match increasing linearly from the poorest to best players.

Of course, a reasonable question to ask is always, “what is
chance?” Although we are not quite sure how to calculate chance for
a zoid placement, with 10 columns in which a zoid can be dropped
and 1 orientation for the Square, 2 each for the I-Beam, S, and Z,
and 4 each for the T, L and J, we believe that a conservative estimate
of chance is around 5%. Hence, we are somewhat surprised at how
good of a job these machine learning models are doing at classifying
human behavior.

Finally, we are intrigued by the two right-most points in both
halves of Figure 4. These are our two very best human players and
they seem to be showing a prediction plateau. Do these points rep-
resent the limits of prediction for models based on one-zoid opti-
mization? Or would our data show a continued upward slope if our
dataset included more and stronger human Tetris players?

Conclusion

We see four directions forward for this line of Tetris research.
First is the question as to how the objective functions of Score and
4Lines vary. It is clear for humans that clearing four lines increases
score tremendously (13.3 times more points for clearing four lines
with one zoid than than clearing one line with each of four zoids).
Are these two really separable or does their similiarity in matching
human choice imply they are measuring the same thing? Second,
we want to revisit our All Factors set to determine if some of the
potential power from the additional factors was wasted as subsets of
different factors were calculating the same outcome in some situa-
tions but different outcomes in other situations. This might result in
two subsets of predictors that were competing with each other rather
than cooperating. Third, we are very intrigued with the increasing
success of CERL classifications with increasing human expertise.
Tutoring complex perceptual-motor-cognitive skills in real-time is
very difficult and seldom done well. We wonder whether our CERL
models could be effectively used to provide immediate feedback to
novice or intermediate human Tetris players. Fourth, it is intrigu-
ing to ponder whether the two left-most points in Figure 4 represent
a flattening of CERL powers of classification at the higher levels
of human expertise or whether the slope would continue upward if
more and stronger human players were found. Perhaps the appar-
ent flattening reflects the limits of one-zoid optimization for Tetris
and the beginning of a role for human strategies requiring extreme
expertise?
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Abstract 

Human learners ask questions, manipulate objects, and 
perform interventions on their environment. These behaviors 
are true of adults, but even more so for young children. 
Recent studies have demonstrated that adults learn better 
under conditions of selection learning, where they can make 
decisions about the information they wish to acquire, as 
compared to reception learning, where they merely observe 
data that happens to be available to them. Yet to date, it 
remains unclear whether this advantage is available to 
children, and if so, does it arise because children can gather 
data in a non-random way? In the current study, we show that 
7-year-old children show superior learning under conditions 
of selection in a category-learning task, and that their 
information gathering is systematically driven by uncertainty.  

Keywords: self-directed learning; active learning; education 

Introduction 

“You’re speaking too loudly! No, that’s too soft; you have 

to speak up!” What volume do these adults mean exactly? 

As a young child, learning how to modulate our speaking 

volume is an important aspect of learning how to socialize 

with others. However, instructions that adults give can be 

quite opaque at times. What is a child to do?  

One solution might simply be to observe what others are 

doing; taking note of the volumes that they are speaking at. 

Or one might choose to actually collect the necessary data: 

try a variety of different volumes (hopefully spread out 

across time!), and observe how mommy responds.  

Children probably use a mix of strategies to learn the right 

volume to speak with, but as can be seen from the above 

example, there are at least two modes of learning that people 

engage in to refine their knowledge about the world: 

reception learning, in which learners merely observe data 

that happens to be available and attempt to find structure 

within them; and selection learning, in which learners are 

allowed to make decisions about the information they wish 

to acquire (Bruner, Goodnow, & Austin, 1956; Bruner, 

1961). 

Much of cognitive research has focused on the former 

mode of learning. Researchers study category and concept 

learning in experiments where they tightly control the 

exemplars that are presented to the participants (e.g. Medin 

& Schaffer, 1978; Shepard, Hovland, & Jenkins, 1961). 

Language learning has also traditionally been examined in 

the laboratory by presenting infants and young children with 

repetitive sentences, speech streams, or word-object pairings 

(e.g. Saffran, Aslin, & Newport, 1996; Waxman & Gelman, 

2009; Xu & Tenenbaum, 2007). 

Selection learning, in contrast, has found its niche mostly 

in the domain of causal learning, because certain causal 

networks can only be distinguished with data gained from 

intervention, rather than mere observation. In other words, 

the data generated by intervention simply cannot be 

acquired through observation. In such cases, researchers 

have empirically shown that se lection learning has distinct 

advantages over reception learning (Sobel & Kushnir, 2006; 

Steyvers, Tenenbaum, Wagenmakers, & Blum, 2003). For 

example, Sobel and Kushnir (2006) demonstrated that when 

learners observed the data that they generated themselves, 

they were better at learning the underlying causal structure 

than learners who observed data that others generated.  

Recent cognitive research with adults has gone on to 

study this advantage in domains outside of causal learning, 

especially in domains where it is possible to generate the 

same information from both selection and reception learning 

(Gureckis & Markant, 2012). Studies by Castro et al. (2008) 

and Markant and Gureckis (2013) have successfully shown 

that learners benefit from selection in category learning as 

well. In Castro et al. (2008), adults were presented with 

novel 3D shapes that varied continuously only in how spiky 

their edges were. They were told that these shapes were 

alien eggs: spiky eggs would most likely hatch into alien 

snakes, while smooth eggs would most likely hatch into 

alien birds. The task for each participant was therefore to 

find out the precise egg shape (category boundary) for 

which eggs that were any spikier would hatch into snakes, 

while eggs that were any smoother would hatch into birds. 

Critically, participants in a selection condition were allowed 

to choose which eggs they wanted to learn about, while 

participants in a reception condition were presented with 

randomly generated egg shapes. Both groups observed 

whether each egg hatched into a snake or a bird after each 

selection or presentation.  

The results of this study were striking. Participants who 

were allowed to actively select samples to learn about had 

more accurate guesses about the category boundary as 

compared to participants who could only observe samples 

that were randomly generated for them. This result was 

successfully replicated in Markant and Gureckis (2013) 

using a slightly modified procedure. However, these results 

do come with some caveats: the selection advantage is only 

present at low noise levels, i.e. when the spiky and smooth 

eggs reliably hatched into snakes and birds respectively 
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(Castro et al., 2008), and in low complexity tasks, e.g. when 

the classification rule is based on only one dimension (e.g. 

spikiness only), rather than multiple dimensions (e.g. a 

combination of spikiness and size). 

The same authors also performed a comprehensive 

analysis aimed at uncovering the psychological processes 

underlying the found selection advantage, concluding that 

learners benefit from selection learning because they can 

gather data in a “non-random, useful way” that maximizes 

their own future learning (Markant & Gureckis, 2013). 

Do these results naturally extend to young children? It is 

indubitable that young children often engage in some forms 

of selection learning; one only needs to recall their incessant 

questions, or their mucking around the house and whatnot. 

Does this effortful form of learning where children have to 

both generate and learn from the data benefit them, as 

compared to the less demanding form of learning where 

they simply observe data that happens to be available to 

them? If so, are the psychological processes underlying the 

selection advantage similar between children and adults? 

When given the opportunity, do children gather data in a 

“non-random, useful way”? Addressing these questions 

would provide insights into the developmental origins of 

selection learning and its underlying mechanisms. 

However, these questions remain mostly unaddressed in 

the literature. At this point, there is still a lack of empirical 

evidence demonstrating that children actually benefit from 

selection, relative to reception. What we do know, though, 

is that young children may be able to gather data in non-

random manner (Cook, Goodman, & Schulz, 2011; Kidd, 

Piantadosi, & Aslin, 2012; Legare, Mills, & Souza, 2013; 

Nelson, Divjak, Gudmundsdottir, Martignon, & Meder, 

2014; Ruggeri & Lombrozo, under review; Schulz & 

Bonawitz, 2007; Sim & Xu, 2014). For example, Schulz and 

Bonawitz (2007) showed that preschoolers prefer to explore 

a toy for which the causal structure remained ambiguous to 

them, over a completely novel toy. Nelson et al. (2014) also 

demonstrated that 10-year-old German children had good 

intuitions about how useful various questions would be in 

sequential search tasks that resembled games such as 

“Guess Who?” Children were also able to search adaptively, 

varying their questions according to the statistical structure 

of the environment they were presented with (e.g. when the 

population in a “Guess Who?” game was modified such that 

asking about gender first would no longer be quite as useful, 

children were less likely to ask about it at the beginning). 

But such evidence does not necessarily imply that 

children will benefit from selection over reception when it 

comes to refining their beliefs about the world. Indeed, it 

would be quite a leap to make the claim that just because 

children are exploring in a systematic way, they are learning 

from that form of exploration.  

Furthermore, although Castro et al. (2008) provides a 

formal proof for the advantage of selection learning over 

reception learning in deterministic (noise = 0) environments, 

there is currently no evidence that children are optimal in 

their information gathering either. Without this evidence, it 

is difficult to support a theoretical argument that selection is 

necessarily more efficient than reception for learning. 

To begin examining selection learning in children, at 

minimum, we need to establish three points within the very 

same task: (1) children can learn successfully under 

conditions of selection, (2) they can gather data in a 

systematic manner, and (3) selection learning has distinct 

advantages over reception learning. We address these points 

in the current study by examining whether children perform 

better at a category-learning task when they can select the 

information they wish to acquire, as compared to when they 

are merely presented with randomly generated data. 

In an experimental design inspired by Castro et al. (2008) 

and Markant and Gureckis (2013), 7-year-old children were 

presented with a row of identical worms that were ascending 

in size, and told that the worms live in either a green house 

or a blue house. The house that each worm lives in 

depended on its size, so the goal of the game was to figure 

out the category boundary as quickly as possible in order to 

bring them home before a thunderstorm arrives. Each child 

was randomly assigned to one of two conditions: selection, 

where they could choose sequentially which worms to learn 

about, or reception, where they were presented with 

randomly generated worms one after the other. There were 4 

test blocks, and within each block, children learned about 2 

worms and then were given a classification task. The design 

of this task allowed us to examine the children’s learning 

performance and their information gathering strategy (for 

example, were children taking advantage of feedback 

generated by previously selected worms?) when they are 

given the opportunity to actively make decisions about the 

information they wish to acquire. 

Method 

Participants 

Sixty-four English-speaking 7-year-olds (23 boys and 42 

girls) with a mean age of 88.4 months (range = 74.6 to 

104.3 months) were tested. All were recruited from schools 

and museums in Berkeley, California, and its surrounding 

communities. An additional 8 children were tested but 

excluded due to difficulties in following task instructions 

(e.g. indicating that a worm, which had a little blue reminder 

house beneath it, lived in the green house; N = 6), technical 

error (N = 1), and experimenter error (N = 1). Each child 

was randomly assigned to a Selection condition or a 

Reception condition. 

Materials 

The experiment was presented in the form of an interactive 

PowerPoint presentation. Each presentation sequentially 

showed 3 sets of animals, with each set consisting of 13 

identical animal images that varied only in their size, i.e. 

their heights and widths. 

These animals were arranged from smallest to largest (left 

to right). The animals lived in either a green house or a blue 

house, and these houses were represented by colored images 
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placed on the top left and top right of the screen respectively 

(Figure 1). When an animal image was clicked on, it would 

move across the screen towards its designated house, 

disappearing upon arrival. A “reminder house,” which is a 

scaled down version of its house, would then appear in the 

space below where the animal was located previously. 

 

 

 
 

Figure 1: Thirteen worms that can be categorized into the 

green house or the blue house. 

Procedure 

Children were tested individually in our laboratory, a quiet 

room in their elementary school, or in a quiet area at a 

museum. An experimenter sat next to the child to control the 

slide show. The procedure for both the Selection and 

Reception conditions consisted of a demonstration phase, 

and 4 test blocks (each with 2 sampling trials). Each block 

consisted of a sampling phase, followed by a classification 

phase. The experiment lasted about 10 minutes. 

 

Demonstration Phase The demonstration phase consisted 

of two practice trials. These practice trials were to establish 

to the child that (1) the displayed animals lived in one of the 

two houses, (2) the house that each animal lived in was 

determined by an invisible category boundary that divided 

the animals into two groups, and (3) that the boundary 

location was different for each set of animals. 

In the first practice trial, the participant was shown a row 

of 13 spiders that increased in size, together with a green 

house and a blue house placed at the top corners of the 

screen. When the experimenter clicked on each house, a 

flashing box surrounding the spiders that lived in the 

selected house appeared. The experimenter subsequently 

pointed at two spiders, one at a time, asking the child “Does 

this spider live in the green house or the blue house?” The 

experimenter praised the child if he/she answered accurately 

(“Good job!”), and corrected the child otherwise (“No, that 

spider actually lives in the green house!”). 

The second practice trial that followed was identical to 

the first, except that we used a row of frogs instead, and a 

new category boundary. 

 

Test Block: Sampling Phase Children were presented with 

a row of 13 worms. 12 category boundaries were possible, 

but only the 3rd through the 10th boundary were used in this 

experiment. This step was taken to ensure that there was at 

least a small number of worms that lived in each house. For 

each participant, a boundary location was randomly 

generated, and this location was used for all test blocks. 

To begin the sampling phase, the experimenter informed 

the child that she would be asked to figure out which house 

each worm lived in. The experimenter then clicked on the 1
st
 

and 13
th

 worm, showing that they lived in the green house 

and the blue house respectively. As mentioned above, an 

appropriately colored “reminder house” subsequently 

appeared below the worm that had just been selected. 

An image of a storm then appeared. In the Selection 

condition, the experimenter told the child that there was 

only time left to tap on one worm, and asked the child to 

choose one worm to “figure out which worms live in the 

green house, and which worms live in the blue house”. The 

experimenter clicked on the chosen worm, which moved to 

its given house as determined by the category boundary. 

The child was then told that the storm had not arrived yet, 

so there was still time to learn about another worm. After 

the child made this second selection, the experimenter 

clicked on the worm to show where it lived. Reminder 

houses appeared after each worm was selected. The key 

feature in the Selection condition was thus that the child was 

allowed to independently generate data about the worms in 

order to learn about their category structure. 

In the Reception condition, a program was ran such that 

one worm would be randomly selected at appropriate time 

points. Based on information obtained about children’s 

choices during pilot testing of the Selection condition, the 

script was constrained such that 1) a single worm cannot be 

selected twice within each critical block, and 2) a previously 

selected worm can be reselected in a later critical block. 

Within each test block, two worms were randomly selected 

one after another. Upon being selected, the worm wiggled to 

attract the child’s attention before moving to the house that 

it lived in. Again, reminder houses appeared to provide a 

visual memory aid of where the selected worms lived. The 

key feature in the Reception condition was therefore that the 

child could only observe, but not generate, data about the 

worms to learn about their category structure. 

 

Test Block: Classification Phase After the sampling phase, 

the experimenter informed the child that the storm was 

almost here, so they had to take the rest of the worms home. 

The child was asked to point to all the worms that lived in 

the green house, as well as all the worms that lived in the 

blue house. If the child skipped the classification of some 

worms, the experimenter pointed to each of these skipped 

worms and asked, “Which house does this worm live in?” 

The children’s answers allowed us to determine where they 

believed the boundary was located. After all the worms had 

been classified, they disappeared and the experimenter told 

the child, “Phew, all the worms are safe! But we don’t know 

if they went to their correct houses.” 
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The test blocks were repeated until the child had 

classified all the worms correctly, or when the child had 

engaged in 4 test blocks (i.e. viewed a maximum of 8 

worms), whichever occurred first. 

Coding 

In the Selection condition, we recorded the worms that each 

child selected during the sampling phase. We then measured 

the sampling distance, i.e. the distance between each of their 

selections and the true category boundary. For example, if 

the child selected a worm that was adjacent to the category 

boundary (left and right), the sampling distance was 0. The 

sampling distances allowed us to examine how children 

were sampling across time. This measure was recorded in 

the Reception condition as well, although note that these 

“selected” worms were randomly generated. 

For each child, we also obtained a classification accuracy 

score for all test blocks. Each correctly classified worm was 

scored as 1 point, so the maximum score in each block was 

13. The children’s scores were then converted into a 

percentage of classification accuracy. 

Results 

An alpha level of 0.05 was used in all statistical analyses. 

Preliminary analyses found no effects of gender or location 

of boundary on children’s accuracy on classification trials. 

Subsequent analyses were collapsed over these variables. 

 

 

 
 

Figure 2: Sampling distance from the category boundary in 

the two conditions. Dashed line indicates average sampling 

distance expected by a random-sampling strategy.  

Error bars show standard error. 

Information Sampling 

After learners have acquired some data in a category 

learning task, they would easily classify items that are far 

from the true category boundary, but are more uncertain 

about items that are near the boundary. Following the 

analyses in Markant & Gureckis (2013), we thus examined 

children’s sampling distances, i.e. the distance between the 

children’s selections and the true category boundary, as a 

general measure of uncertainty-driven information selection. 

As Figure 2 indicates, children in the Selection condition 

were sampling closer to the true category boundary over 

time. Using the children’s average sampling distance for 

each test block, we performed a 2x4 repeated measures 

analysis of variance (ANOVA) with Condition (Selection 

vs. Reception) as a between-subjects factor and Test Block 

(1–4) as a within-subjects factor. There were significant 

main effects of Condition, F(1, 62) = 15.2, p < .001, η2
 
= 

.197, and Test Block, F(3, 60) = 10.77, p < .001, η2
 
= .350. 

There was also a significant interaction between the two 

factors, F(3, 61) = 8.58, p < .001, η2
 
= .30. 

Planned comparisons showed that average sampling 

distance in the Selection condition was significantly smaller 

than expected by a random-sampling strategy by the second 

test block, t(31) = 2.34, p = .026, d = .413, while the average 

sampling distance of the randomly generated data points in 

the Reception condition never differed from chance, e.g. in 

the fourth test block, t(31) = .684, p = .50, d = .121.  

 
 

Figure 3: Classification accuracy in the Selection and 

Reception conditions. Error bars show standard error. 

Classification 

Using children’s average classification accuracy across the 

four blocks, we then performed a 2x4 repeated measures 

analysis of variance (ANOVA) with Condition (Selection 

vs. Reception) as a between-subjects factor and Test Block 

(1–4) as a within-subjects factor. There was only a main 

effect of Test Block, F(3, 60) = 14.5, p < .001, η2
 
= .42. No 

other main effects or interaction was found. 

Planned comparisons revealed that the overall 

classification accuracy for children in both the Selection (M 

= .935, SD = .064) and Reception conditions (M = .924, SD 

= .059) was significantly different from chance (0.689). For 

the Selection condition, t(31) = 21.8, p < 0.01, d = 3.85. For 

the Reception condition, t(31) = 22.7, p < 0.01, d = 4.01. 

Although children’s classification accuracy did increase 

steadily in both conditions, their classification accuracy 

diverged over time. By the final block, children in the 

Selection condition were significantly more likely to 

classify the worms correctly (M = .986, SD = .046) than 
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children in the Reception condition (M = .954, SD = .064), 

t(62) = 2.24, p = .029, d = .574.  

Discussion 

The present study examined whether 7-year-old children 

had the capacity to engage in and benefit from selection 

learning. Using a category learning task, we demonstrate 

that young children can learn successfully under conditions 

of selection, that they can gather data in a systematic 

manner, and that selection learning has distinct advantages 

over reception learning. 

First, our results indicate that children can learn 

successfully when they are allowed to make decisions about 

what information they wish to gather. The overall 

classification accuracy in the Selection condition was very 

high, suggesting that children are perfectly capable of 

learning from the data they generate by themselves. Their 

performance was comparable to that of children in the 

Reception condition, the latter of which should not be 

surprising given previous research showing that children are 

proficient at learning categories using randomly-generated 

exemplars when the classification rule is based only on a 

single dimension (i.e. rule-based category structure) similar 

to that used in our experiment (Huang-Pollock, Maddox, & 

Karalunas, 2011; Minda, Desroches, & Church, 2008).  It 

should also be noted that the task may have been too easy 

for children, resulting in near-ceiling performance in both 

conditions. Ongoing work improves the current design by 

increasing the number of classification items and removing 

the “reminder houses.” 

Second, 7-year-olds are able to gather data in a systematic 

way. As our results show, children sampled closer to the 

true category boundary over time. This result suggests that 

the children’s information gathering was informed by 

uncertainty and previous feedback, leading them to sample 

items that were near the true category boundary. Such a 

strategy would allow children to avoid generating redundant 

information, and focus on collecting data that is expected to 

help them learn effectively and efficiently.  

Third, and most importantly, children showed better 

learning under conditions of selection as compared to 

reception over time. By the final block, the classification 

accuracy obtained by children in the Selection condition 

was reliably higher than that of children in the Reception 

condition. Given the extremely small amount of information 

observed by the children over four blocks (as compared to 

previous adult studies), we found this measure to be more 

revealing of children’s learning under different modes of 

information gathering than that of average classification 

accuracy, which unduly weighs children’s early guesses. 

Establishing these findings within a single task suggests 

that children benefit from selection learning over reception 

learning partly because they are able to gather data in a 

systematic, non-random fashion. Researchers have 

previously examined the systematicity and optimality of 

children’s exploration strategies, but few have shown that 

these strategies have consequences on children’s learning. 

The current study thus adds an important piece to the puzzle 

by demonstrating that when given the opportunity, children 

can gather data in a systematic manner, and this uncertainty-

driven data generation is associated with superior 

performance during category learning. 

One notable difference between the selection and the 

reception conditions is that the learners observed different 

data points.  Thus, to further establish the advantages of 

self-directed data generation, ongoing work in our lab 

examines how children perform in a “yoked” condition 

(Gureckis & Markant, 2012). In such a condition, each child 

will be presented with the same sequence of worms that was 

generated by another child in the Selection condition. If the 

learners in the Selection and the Yoked condition perform 

differently despite having observed the same data, this result 

would provide additional evidence that being able to gather 

data that systematically addresses one’s own regions of 

uncertainty is crucial for selection to result in more effective 

and more efficient learning (Markant & Gureckis, 2013). 

Our discussion above offers a cognitive explanation for 

the selection advantage. Children performed better under 

conditions of selection because they generated data that was 

informative for them. However, the present results cannot 

speak directly to other psychological processes that may 

also drive the advantage found for selection learning. A 

variety of different psychological factors have been posited 

to account for such an advantage: enhanced memory 

encoding (Metcalfe & Kornell, 2005); deeper processing of 

the problem structure (Sobel & Kushnir, 2006); attention 

and motivation (Corno & Mandinach, 1983; Kersh, 1962), 

etc. Given the design of our experiment in which children in 

both conditions were provided with visual reminders of the 

house that each worm lives in, we are inclined to believe 

that the advantage found for selection over reception 

learning cannot be attributed to enhanced encoding of the 

presented information. As for other psychological factors, 

we do not think that they run contrary to our arguments – 

after all, those processes could have certainly been recruited 

when children were deciding which items to learn about. 

Another important note is that even though we have 

demonstrated that children learn better in the Selection 

condition as compared to the Reception condition, it is 

highly unlikely that the children’s information gathering 

was normatively optimal. In this two-category learning task, 

the optimal strategy is to engage in a binary search, such 

that the learner should always sample the item that is in the 

middle of the region of uncertainty (e.g. the space between 

the worm that one is certain lives in the green house, and the 

worm that one is certain lives in the blue house). By using 

such a strategy, the learner’s error in estimating the category 

boundary should exponentially converge (Castro et al., 

2008). In our task, optimal learners need to sequentially 

sample at least 3 worms, but at most 4 worms, to discover 

the category boundary. However, most of the children in the 

Selection condition did not appear to have used such a 

strategy, as only 7 out of 32 children successfully classified 

all the worms in Test Block 2 (having sampled 4 worms). 
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Thus, like adults (Castro et al. 2008), children were not able 

to take full advantage of being able to select their own data.    

Self-directed learning has been a hugely influential and 

long-standing debate in education. While educators have 

consistently encouraged their young students to engage in 

hypothesis testing and self-directed exploration in order to 

boost learning, there has been a relative dearth of empirical 

evidence supporting such a belief. Our results provide 

strong evidence that in a simple two-category learning task, 

children do perform better under conditions of selection, 

and this phenomenon stems from them being able to gather 

information in a systematic, non-random way. That being 

said, we believe that self-directed learning might not 

necessarily be beneficial at all developmental levels, or in 

all situations (Castro et al., 2008; Markant & Gureckis, 

2013). More research is thus necessary to plug these gaps 

before work in this field can properly guide educators.  
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Abstract 

Can children of all age groups engage in self-directed 
learning? While active learning has been widely advocated in 
education, it remains unclear whether its benefits apply to 
children at all developmental levels. In the present study, we 
demonstrate that 19-month-old toddlers acquire higher-order 
generalizations in the causal domain only when their play is 
facilitated by an adult experimenter or a parent, and not when 
they are provided with full instruction or complete free play. 
These findings stand in contrast with earlier findings that 36-
month-old children can learn effectively from data they 
generate by themselves under conditions of complete free 
play. This difference suggests that the ability to engage in 
self-directed learning may develop over early childhood.    

Keywords: free play; facilitated play; self-directed learning 

Introduction 

In The origins of intelligence in children, Piaget (1952) 

describes his infant son: 

Laurent… grasps in succession a celluloid swan, a box, 

etc., stretches out his arm and lets them fall. He distinctly 

varies the position of the fall. When the object falls in a 

new position (for example, on his pillow), he lets it fall 

two or three more times on the same place, as though to 

study the spatial relation (pp. 268-269). 

To Piaget, his infant appears to be somewhat of a little 

scientist, one who carefully varies his behaviors in a bid to 

construct knowledge about his world. This observation, 

together with many others like it depicting his own children, 

led Piaget to theorize that children are constructivists, or 

active learners, in that much of their development is driven 

by their own activities and experiences. He believed that 

like scientists, children generate hypotheses, perform 

experiments, and make inferences about the world based on 

their own observations. 

While Piaget’s theory of cognitive development was not 

explicitly related to teaching practices, his characterization 

of children had lasting impacts on education: till today, 

teachers continue to encourage their students to engage in 

hypothesis testing and self-directed exploration in order to 

boost their own learning (Berlyne, 1966; Bransford, Brown, 

& Cocking, 1999; Bruner, 1961; Papert, 1980).  

Recent empirical work have demonstrated the utility of 

such active learning approaches for adults (e.g. learning 

through participating in activities or discussion; engaging in 

problem-solving; emphasizing higher-order thinking related 

to analysis, synthesis and evaluation; Bonwell & Eison, 

1991; Castro et al., 2008; Freeman et al., 2014; Markant & 

Gureckis, 2013). For example, a recent large-scale meta-

analysis revealed that in the context of undergraduate 

courses, instructors who employed active learning teaching 

practices were more effective at raising their students’ 

performance, as compared to instructors that used traditional 

lecturing methods (Freeman et al., 2014). 

Advocates of active learning, however, have not been 

specific about whether this form of learning is suitable at all 

developmental levels. More specifically, do children of all 

age groups benefit from such self-directed learning? In the 

discussion that follows, we take the lead of Gureckis and 

Markant (2012) and will focus on examining self-directed 

learning only in contexts that involve allowing learners to 

make decisions about the information that they experience. 

Previous work suggests that 36-month-olds can acquire 

higher-order generalizations effectively when placed in such 

active learning contexts (Sim & Xu, 2014). In this study, 

children were provided with either training, in which an 

experimenter demonstrated the activations of three different 

categories of machines (Training condition), or a play 

opportunity, in which children could freely interact with the 

machines for five minutes (Free Play condition). Then, 

children were asked to choose among a novel set of blocks 

to activate a familiar machine (first-order generalization 

test) and a novel machine (second-order generalization test). 

The children’s performance in the Free Play condition was 

remarkable despite having had to generate their own data for 

learning – they were able to choose accurately in both tests. 

Their performance also did not differ from that of children 

in the Training condition, who had received well-calibrated 

and helpful experimenter-generated data. These results 

provide evidence that at 36 months, children can learn 

effectively under conditions of self-directed learning. 

We thus examined if these results may be replicated with 

19-month-old toddlers. If so, the ability to engage in self-

directed learning may be present early on in development. 

However, in our pilot testing, we found a radically different 

picture: 11 toddlers trained with experimenter-generated 

data produced chance performance at test (31.8% accuracy), 

while another 11 toddlers given the free play opportunity 

activated the machines far fewer times as compared to the 

36-month-olds, and their overall generalization performance 

was found to be far below chance (13.6% accuracy). These 

results suggest that 19-month-olds do not learn effectively 

in such a causal learning task when given direct training, but 

this remained the case even when they were given the 

opportunity to make decisions about the information they 

wanted to experience! Therefore, placing 19-month-old 

toddlers in self-directed learning contexts may not 

necessarily be beneficial for their learning.  
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In that case, which learning contexts would actually boost 

the learning of 19-month-olds? In the present study, we take 

the first step towards addressing this question by examining 

the conditions under which 19-month-old toddlers may be 

able to succeed in our causal learning task. We hypothesize 

that one such context may be when children engage in 

collaborative play with adults, such that their spontaneous 

exploration is supported by adult facilitation and instruction 

(Rogoff, 1990; Vygotsky, 1978). 

To test this hypothesis, we designed two causal learning 

experiments based on a modified procedure of Sim and Xu 

(2014). In Experiment 1, children’s play was guided by an 

experimenter, such that the 19-month-olds observed both 

experimenter-generated and self-generated evidence, while 

in Experiment 2, children’s play was guided by their own 

parents, who were told to play with their child just as they 

would do at home. We then examined the toddlers’ learning 

in two generalization tests where they were asked to activate 

a familiar and a novel machine.  

Experiment 1 

In Experiment 1, we investigated whether 19-month-olds 

can learn effectively when their play is facilitated by an 

adult experimenter. Through such collaborative play, the 

toddlers observed both experimenter-generated and self-

generated evidence.  

Method 

Participants Forty English-speaking toddlers (20 boys) 

with a mean age of 19.0 months (range = 17.7 to 20.0 

months) were tested. All were recruited from Berkeley, 

California, and its surrounding communities. 6 additional 

toddlers were tested but excluded due to refusal to make a 

choice at test (N=2), and parental interference (N=4). Each 

toddler was assigned to a Shape or a Color condition. 

 

Materials Four categories of toy machines were used in this 

experiment, with two identical machines in each category. 

The categories differed in shape and color, i.e. machines in 

Category 1 were blue and rectangular; machines in Category 

2 were red and triangular; machines in Category 3 were 

green and circular; and machines in Category 4 were orange 

and L-shaped (each about 30 cm x 10 cm x 5 cm). Each set 

of machines produced a unique sound when activated. 

A variety of small blocks (about 4 cm x 2 cm x 1 cm) 

with different shapes and colors were used to activate these 

machines. Some blocks matched the machines in shape but 

not color (shape-match blocks), some matched the machines 

in color but not shape (color-match blocks), and others did 

not match the machines in shape or color (distracter blocks).  

The machines were placed in three transparent boxes 

(covered with an opaque lid), with each box containing one 

category of machines and its activator block. In the Shape 

condition, the machines and the block in the same box 

shared the same shape but differed in color, and in the Color 

condition, the machines and the block in the same box 

shared the same color but differed in shape. 

Procedure Toddlers were tested in the laboratory, with their 

parents present in the testing room. Before starting, parents 

were requested to encourage their toddlers to play during the 

experiment by giving general instructions without additional 

descriptors (e.g. “Put the block on the toy!”) and only when 

they appear unresponsive to the experimenter’s prompting. 

Parents were also reminded not to influence their toddlers’ 

responses during the test phase. 

During the experiment, toddlers were introduced to the 

machines and blocks under the pretext of the experimenter 

showing them her toys. In the Shape condition, children 

were presented with machines that were activated using a 

shape rule: a shape-match block had to be used to activate 

the machine’s effect. In the Color condition, children were 

instead presented with machines that were activated using a 

color rule: a color-match block had to be used to activate the 

machine’s effect. The procedure consisted of two phases: an 

interaction phase and a test phase. 

 

 
 

 
 

Figure 1: Schematic diagram of materials and procedure for 

both experiments. Note that only the Shape condition is 

shown for the interaction phase. Dotted lines indicate that 

boxes were used only in Experiment 1. 

 

Interaction Phase Upon entering the testing room, 

toddlers saw three covered boxes containing the machines 

laid out on the ground (Figure 1). They were given about 1 

minute to familiarize themselves with the testing room.  

The experiment began when the toddler reached towards 

one of the boxes and attempted to open it. At that point, the 

experimenter encouraged the toddler to return to his/her 

parent’s lap, and opened the box revealing a set of toy 

machines and its activator block. One of the machines was 

then taken out of the box, and the experimenter activated 

this machine by placing the available block on top of the 
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machine. The experimenter drew attention to the activation 

event by saying, “Look! The block made the machine go; it 

made it go!” She then offered the block to the toddler, 

encouraging him/her to make the machine go. The toddler 

was now free to activate the machine as many times as 

he/she wants, but the experimenter ensured that the toddler 

saw each machine being activated at least twice, either by 

the experimenter or the toddler him/herself.  

When the toddler lost interest in the first machine, the 

experimenter pointed to the other identical machine and 

said, “I have another one over here! Let’s see what this one 

does.” The second machine was then retrieved from the box, 

and the toddler was again free to play with this machine for 

as long as he/she wants. The experimenter only activated the 

second machine if the toddler did not initiate play with it. 

When the toddler lost interest in the second machine, the 

experimenter then drew his/her attention to the remaining 

boxes, and said, “Let’s see what I have in those boxes over 

there!” The first set of machines and block were returned to 

their box, and put away. This procedure was repeated with 

the other two sets of machines, activating them with the 

shape-match or color-match block available in each box. 

After the toddler had played with all three categories of 

machine, the experimenter put all the items away. 

 

Test Phase The test phase followed, and it consisted of a 

first-order or a second-order generalization test. In other 

words, half of the toddlers received a first-order test, while 

the other half received a second-order test. This step was 

taken because pilot testing revealed that most toddlers were 

unable to complete a second test trial, i.e. they were not 

willing to hand the experimenter a second block, regardless 

of whether it was a first- or second-order generalization test.  

In the first-order test, each toddler was presented with 3 

novel choice blocks: a shape-match block, which is similar 

to the test machine in shape but not color, a color-match 

block, which is similar to the test machine in color but not 

shape, and a distracter block, which differed from the test 

machine in both color and shape. The blocks were spatially 

separated, and the toddlers were given about 1 minute to 

familiarize themselves with them. The experimenter then 

presented a familiar test machine, which is a machine that 

was previously presented in the interaction phase. The 

toddler was asked to make the test machine go. 

In the second-order test, each toddler was also presented 

with 3 novel choice blocks: a shape-match block, a color-

match block, and a distracter block. After approximately 1 

minute of exploration with the test blocks, the toddler was 

then asked to choose among these blocks to activate a novel 

test machine, which is a machine that was not previously 

presented in the interaction phase (See Sim & Xu, 2014). 

 

Coding The toddlers’ responses in the test trials were 

scored for accuracy according to the condition they were 

assigned to. For the children who were exposed to the shape 

rule, choosing a shape-match block was scored as 1 point. 

Correspondingly, for children exposed to the color rule, 

choosing a color-match block was scored as 1 point. The 

toddlers’ scores were converted into percentage of accuracy. 

A second coder recoded all of the children’s responses, and 

the level of agreement between the coders was 100%. 

Two coders also coded all videos for the number of 

activations for each machine by the child, the parent and the 

experimenter, and the duration of each interaction phase. 

 

 
 

Figure 2: Percentage accuracy for two generalization trials 

in Experiment 1. Dashed line represents chance 

performance. Error bars represent standard error. 

Results 

An alpha level of 0.05 was used in all statistical analyses. 

Preliminary analyses found no effects of gender or median 

age-split on children’s accuracy at test. Subsequent analyses 

were collapsed over these variables. 

Due to the free play nature of the interaction phase, 

several parameters of the experiment varied across toddlers: 

the number of activations for each machine (M = 6.49, SD = 

2.80), the number of times the child activated each machine 

(M = 3.92, SD = 2.60), the number of times the parent 

modeled the activation of each machine (M = 0.18, SD = 

.53), and the duration of the interaction phase (M = 8.22 

minutes, SD = 2.57 minutes). Regression analyses did not 

reveal any effects on test trials related to these parameters. 

As Figure 2 indicates, most of the toddlers performed 

accurately during the test trials, selecting the correct 

activator block according to the condition they were 

assigned to. A logistic regression model is used to estimate 

the factors which influence children’s accuracy at test, 

revealing no effects of Condition (Shape vs. Color), p = .37, 

or Generalization (first-order generalization vs. second-

order generalization), p = .37. There was also no interaction 

between the two factors, p = .33.    

Critically, we were interested in the effect of the 

collaborative play on toddler’s accuracy on the test trials. A 

binomial test indicated that the toddlers were significantly 

more likely to choose the correct activator block in the first-
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order generalization test (proportion = .60) than chance 

(0.33), p = .012. Their performance in the second-order 

generalization test (proportion = .65) was also significantly 

greater than chance by a binomial test, p = .0034. 

Discussion 

When their play was facilitated by an adult experimenter, 

19-month-old toddlers successfully acquired higher-order 

generalizations about the causal structure of the novel toy 

machines. This finding stands in contrast to the results 

obtained from our pilot testing, in which under conditions of 

both training and complete free play, the toddlers performed 

at chance levels in the same generalization tests. 

 

Experiment 2 

In Experiment 2, we examined whether the 19-month-olds’ 

successful learning could be replicated when their parents 

were the ones who were facilitating their play instead.  

Method 

Participants Twenty-four English-speaking toddlers (15 

boys) with a mean age of 19.0 months (range = 18.3 to 20.0 

months) were tested. All were recruited from Berkeley, 

California, and its surrounding communities. 5 additional 

toddlers were tested but excluded due to refusal to make a 

choice at test (N=2), and experimenter error (N=3). Each 

toddler was assigned to a Shape or a Color condition. 

 

Materials The toy machines and blocks in Experiment 1 

were reused in Experiment 2. An additional cross-shaped 

yellow machine was used in this experiment; it was 

activated by a cross-shaped yellow block. 

 

Procedure The toddlers were tested in the laboratory, with 

their parents present in the testing room. Before starting, the 

experimenter asked that during the experiment, the parents 

play with their toddlers in a natural way, just as they would 

play with them at home. The toddlers began the experiment 

while seated on the lap of their parent. 

As in Experiment 1, half of the toddlers were presented 

with machines that were activated by a shape-rule (Shape 

condition), while the other half were presented with 

machines activated by a color-rule (Color condition). The 

procedure in Experiment 2 consisted of three phases: a 

familiarization phase, an interaction phase, and a test phase. 

 

Familiarization Phase To begin this phase, the 

experimenter presented the child with a cross-shaped yellow 

machine, together with its activator block. This block 

matched the machine both in shape and color. The 

familiarization phase served to introduce the child and the 

parent to the sound-making function of these new machines. 

This phase was not necessary in Experiment 1 since the 

experimenter was directly introducing the machines’ 

function during the interaction phase. The experimenter 

activated the cross-shaped yellow machine, drawing 

attention to the event by saying, “Look! The block made the 

machine go; it made it go!” Either the child or the parent 

was then given the activator block, and they were allowed to 

activate the machine freely, for as long as they wanted to. 

The experimenter ensured that each child saw at least six 

activations of this familiarization machine: two by the child, 

two by the parent, and two by the experimenter.  

When the toddler lost interest in the familiarization 

machine, the experimenter put the machine and activator 

block away. She then presented the toddler with three new 

activator blocks that differed in shape and color. The toddler 

was free to play with these blocks for 1 minute. After this 

exploration, the blocks were removed. The experimenter 

then exclaimed, “Oh no! I just remembered that I have some 

work to do. While I’m doing my work, you can play with 

some of my toys together with mommy/daddy!” 

 

Interaction Phase The experimenter then requested that 

the parent holds on to the toddler while she laid out the three 

activator blocks from before, as well as the three sets of toy 

machines. These items were laid out such that each activator 

block was placed directly in front of its corresponding 

category of machines (Figure 1). 

After the blocks and toys had been laid, the experimenter 

moved to a chair at the corner of the room and pretended to 

work. She then told the parents and toddler, “You can go 

ahead and play!” Each parent-child pair was given 10 

minutes to play freely with the machines and blocks. After 

10 minutes, the experimenter announced that she was done 

with her work and it was time to put the toys away. 

 

Test Phase Before beginning the test phase, the parent 

was reminded not to influence their toddler’s responses. The 

test phase of Experiment 2 was similar to that of Experiment 

1, except that each toddler was presented with both the first-

order and the second-order generalization test. Unlike 

Experiment 1, the toddlers in Experiment 2 were able to 

respond to two test trials. This difference could be due to a 

variety of reasons related to the parents being the ones who 

played with their toddlers in the interaction phase: 1) the 

toddlers may have been more comfortable in a situation that 

reflected play time in their own homes; 2) the toddlers may 

have had more experience handing blocks back and forth in 

this context due to the prior play with parents, etc. 

 

Coding The coding was identical to that of Experiment 1. A 

second coder recoded all of the children’s responses, and the 

level of agreement between the coders was 100%. Two 

coders also recoded all videos for the number of activations 

by the child, the parent and the experimenter, as well as the 

duration of each interaction phase. 

Results 

An alpha level of 0.05 was used in all statistical analyses. 

Preliminary analyses found no effects of gender, median 

age-split, or the presentation order of generalization tests 

(e.g. whether the first-order test was performed first or 
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second) on children’s accuracy on the test trials. Subsequent 

analyses were collapsed over these variables. 

Once again, several parameters of the interaction phase 

varied across toddlers: the total number of attempts to 

activate each machine (M = 7.97, SD = 4.10), the number of 

times the child attempted to activate each machine (M = 

5.86, SD = 3.85), the number of times the parent attempted 

to activate each machine (M = 2.12, SD = 1.62), the number 

of times the child successfully activated each machine (M = 

3.57, SD = 2.40), the number of times the parent 

successfully activated each machine (M = 1.78, SD = 1.34), 

and the duration of the interaction phase (M = 6.89 minutes, 

SD = 2.04 minutes). As in Experiment 1, regression 

analyses did not reveal any effects on the test trials related 

to these parameters. 

92% of the children and 70% of the parents activated 

every category of machines presented during the interaction 

phase, and the number of times that each toddler activated 

each machine was not significantly different between the 

experiments, t(54) = .515, p = .61, d = 0.14. 

 

 
 

Figure 2: Percentage accuracy for two generalization trials 

in Experiment 2. Dashed line represents chance 

performance. Error bars represent standard error. 

 

A 2x2 repeated measures analysis of variance (ANOVA) 

with Condition (Shape vs. Color) as a between-subjects 

factor and Type of Generalization (first-order generalization 

vs. second-order generalization) as a within-subjects factor 

revealed neither a main effect of Condition, F(1, 22) = .13, 

p = .72, η2 = .006, nor Type of Generalization, F(1, 22) = 

.055, p = .82, η2 = .003, and there was also no interaction 

between the two factors, F(1, 22) = .50, p = .49, η2 = .022. 

Planned comparisons were performed to evaluate the 

effect of collaborative play on the toddlers’ accuracy in the 

generalization tests. The comparisons indicated that the 

toddlers’ overall accuracy across two test trials was 

significantly greater than chance (0.33), t(23) = 3.40, p = 

.002, d = .69. A binomial test indicated that the toddlers 

were marginally more likely to choose the correct activator 

block in the first-order generalization test (proportion = .50) 

than chance (0.33), p = .063. Their performance in the 

second-order generalization test (proportion = .54) was 

significantly greater than chance by a binomial test, p = 

.023. 

Discussion 

Overall, the 19-month-old toddlers formed the appropriate 

higher-order generalizations when they played with the 

novel toy machines and blocks together with their parents. 

However, the somewhat weaker performance of toddlers in 

Experiment 2 may suggest that the evidence that the parents 

generated for learning was not as effective as that of the 

experimenter in Experiment 1.  

General Discussion 

The present study examined whether 19-month-old toddlers 

can successfully acquire higher-order generalizations when 

they engage in play that is facilitated by either an adult 

experimenter or their own parent. Results from two 

experiments indicate that the toddlers can do so – after a 

short interaction phase where they either played with the 

novel toys together with an experimenter or a parent, the 19-

month-olds formed first- and second-order generalizations 

about how the blocks and toy machines interacted with one 

another, and they extended these generalizations when 

asked to activate a new machine. The current findings stand 

in striking contrast to earlier results from our pilot study 

demonstrating that 19-month-olds fail to form the same 

generalizations under conditions of training or free play. 

There thus appears to be a developmental difference 

between 19-month-olds and 36-month-olds with regards to 

their respective ability to engage in self-directed learning. 

While the 36-month-olds learned effectively and efficiently 

when they were allowed to independently generate data for 

their own learning, the 19-month-olds failed to do so in our 

pilot work. In fact, given the learning success of the 19-

month-old toddlers when their play was facilitated by an 

adult, it appears that their learning was actually impeded 

when they were placed in conditions of complete free play. 

Work is currently underway to increase the number of 19-

month-old children tested in training and free play 

conditions. We speculate that situations for optimal learning 

for children in this age group reside in the middle zone 

between full instruction and complete free play, where their 

spontaneous exploration is being supported by parental or 

experimenter facilitation. 

It remains puzzling why the 19-month-olds failed to form 

the appropriate generalizations under conditions of direct 

training, despite being provided with the same data set as 

that provided to 36-month-olds in Sim and Xu (2014). One 

possibility is that although the data was informative, the 

number of demonstrations during training was inadequate 

for the toddlers to learn 1) the causal relationship between 

the blocks and machines, and 2) the right way to generate 

data in order to learn about the causal system. This reason 

2204



may also account for why, despite being shown how to 

activate the familiarization machine, the 19-month-olds 

generated far less data in the pilot free play version.  

The current results also seem to contradict previous 

studies showing that even young learners are able to allocate 

their attention in ways that reflect active learning. For 

example, researchers found that 8-month-old infants prefer 

looking at stimuli that provide the greatest information gain 

(Kidd, Piantadosi, & Aslin, 2010), while others have 

demonstrated that 17-month-olds devote more attention to 

aspects of their environment that are learnable, rather than 

unlearnable (Gerken, Balcomb, & Minton, 2011). Begus, 

Gliga and Southgate (2014) also found that 16-month-olds 

were able to point to an object of interest, and that their 

subsequent learning was superior if a new label was 

provided for this object as opposed to an alternative object.   

But there is a critical difference between these 

experiments and ours: in these infant studies, the active 

learning that infants partake in involve selectively focusing 

their attention on a subset of data that is already available in 

their environment, while in our studies with the 19- and 36-

month-olds, children had to generate the evidence necessary 

for their own learning. Although both senses of active 

learning involve making decisions about the information 

that one wishes to experience, only the latter requires the 

child to independently generate data. And to date, there is 

no evidence that children younger than 36 months are able 

to learn under such conditions. 

These different findings in the developmental literature 

raise an important question: How do children go from being 

able to engage in active learning only in the sense of 

focusing their attention on a subset of available data in early 

infancy, to being able to engage in active learning that 

requires them to generate their own data in toddlerhood?  

We speculate that conditions where a child’s free play is 

facilitated by adults might hold the key to this puzzle. In the 

course of such collaborative play, not only is the learning 

about the task at hand boosted (as our results indicate), 

children are also provided with an opportunity to observe 

and pick up on appropriate strategies for generating the 

evidence necessary to support one’s own learning. This 

knowledge would prepare them well to reap the benefits of 

self-directed learning later on in development (Bruner, 

1961; Castro et al., 2008; Markant & Gureckis, 2013; Sim 

& Xu, 2014). Future research should closely examine the 

developmental trajectory of active learning, as well as 

identify the specific features of such facilitated play that 

may build up children’s ability to engage in self-directed 

learning. 

An emphasis on self-directed learning in education was a 

consequence of Piaget and Vygotsky’s legacy. While it may 

be effective, it should not be applied indiscriminately, as 

conditions of self-directed learning may not be beneficial to 

children at all developmental levels. Just as Piaget and 

Vygotsky highlighted the importance of assessing children’s 

readiness for the learning of certain concepts, educators 

should also begin considering the readiness for learning 

within active learning contexts.  
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Abstract

Many theories of memory propose some type of short-
term store limited in capacity to a small number of in-
formation chunks. However, although short-term ver-
bal memory is generally considered to be a crucial
component of language processing, the relevant infor-
mation chunk level that may define capacity limits in
ecologically-valid spoken language has never been inves-
tigated. The Intonation Unit (IU), an intermediate-level
prosodic phrase, has been theorized to be a fundamental
unit of spoken language, the focus of a speaker’s mental
processing. This suggests that IUs might play a role as
the relevant unit representing “chunks” of spoken lan-
guage. We report the results of an experiment investi-
gating the role of IUs in short-term memory in a serial
recall task. We found a significant non-linear effect of
stimulus size in IUs, but not clauses. We conclude that
Intonation Units are the primary linguistic unit used for
chunking spoken language input in memory.

Keywords: short-term memory; working memory ca-
pacity; information chunks; memory capacity; serial re-
call; verbal recall; sentence processing; prosody; atten-
tion

Introduction

Short-term memory is generally acknowledged to be a
crucial part of processing verbal information (e.g. Miller,
1956; Baddeley & Hitch, 1974; McElree, 2000; Lewis,
Vasishth, & Van Dyke, 2006). However, memory for
spoken language naturally produced in context, the only
type of language primary to development and universal
across cultures, has gone virtually unstudied. Theories
of short-term memory that propose a form of capacity-
limited short-term storage (e.g. Miller, 1956; Broad-
bent, 1975; Mandler, 1985; Cowan, 2000, 2008; Badde-
ley, 2000; McElree, 2000; Jonides et al., 2008) acknowl-
edge that in continuous complex input such as spoken
language, capacity limits would be attested in terms of
chunks of highly-associated items, but the nature of such
chunks in natural spoken language has not yet been in-
vestigated.

The Intonation Unit (IU), an intermediate-level
prosodic phrase defined by Chafe (1979, 1994) and
DuBois, Cumming, Schuetze-Coburn, and Paolino
(1992), is a strong candidate for a linguistic unit
that may correspond to the relevant chunk level for a
capacity-limited memory. The IU has been theorized to

be a fundamental unit of spoken language, that repre-
sents the content of a speaker’s focus of consciousness at
the moment of verbalization, is restricted to representing
one piece of new information, and is usually limited to
a small number of words, about three or four in English
(Chafe, 1994). This definition would seem to equate the
IU to the spoken-language instantiation of a capacity-
limited short-term store, but this claim has never been
directly tested.

IUs represent coherent intonational contours, defined
by a complex of prosodic cues. The major cues to IU
boundaries include: changes in speech rate, certain types
of abrupt pitch change, and pauses. The IU is compara-
ble to the intermediate prosodic phrase in the hierarchy
defined by Pierrehumbert and Beckman (1988). A sam-
ple transcript sentence, with IU boundaries indicated by
line breaks with punctuation, is provided below.

Anyway,
this girl must only weigh like,
a hundred and ten pounds.

Psycholinguistic accounts of memory have focused pri-
marily on syntactic structure and written language, and
as such have often implicitly assumed that the clause or
sentence unit is the important higher-level unit in mem-
ory for connected discourse (e.g., Sachs, 1967; Bransford
& Franks, 1971). However, sentence processing research
has provided evidence that prosodic grouping can affect
syntactic processing (e.g., Pynte & Prieur, 1996; Schafer,
1997; Kjelgaard & Speer, 1999). In addition, the few
memory studies that have investigated both syntactic
and prosodic grouping have found effects of both clauses
and prosodic phrases on recall performance (Jarvalla,
1979; Marslen-Wilson & Tyler, 1976).

Jarvalla (1979) summarizes a set of experiments test-
ing recall for portions of recorded readings of written
passages. Each tested portion ended in two seven-word
clauses, and the final clause either stood alone as a sen-
tence or formed a sentence with the previous clause.
When the passages were presented with normal prosody,
the final clause was recalled nearly perfectly (96% by-
word average recall) regardless of its sentence status,
but the previous clause was recalled much better if it was
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part of the same sentence (81% vs. 49%). When prosodic
information was removed through a reading done in a
monotone and controlled pace, the sentence boundary ef-
fect was weakened considerably, with the previous clause
recall in both conditions at around 50%, but the average
recall of the final clause remained high (88-91% vs. 96%).
Therefore, it seems the effect of the sentence boundary
was largely dependent on prosodic information, as would
be expected due to its status as a combination of syn-
tactic and prosodic information (Chafe, 1994), but there
was a strong effect of the clause unit both with and with-
out prosodic information.

In contrast, Marslen-Wilson and Tyler (1976) showed
that the effect of prosodic boundary remained even in the
absence of syntactic information. They presented stimuli
ending in two eight-word clauses, with three conditions:
normal prose, a semantically-degraded condition, and a
syntactically-degraded condition. In the semantically-
degraded condition, the words in the passage were re-
placed with randomly-chosen frequency-matched ones
from the same word class. In the syntactically-degraded
condition, the passage used in the first condition was
further scrambled through random re-ordering of the
words. The stimuli in these two conditions were read
with prosody matched to the normal prose condition.
The degraded conditions had lower overall recall perfor-
mance, with average recall in the final eight-word group
at 86%, 75%, and 68%, for the normal, semantic, and
syntactic conditions, respectively; but the most dramatic
effect was the reduction in recall for the prior eight-word
group, with performance at 79%, 43%, and 6%. This
indicates that prosodic information was relied upon to
group the stimuli into smaller chunks when other sources
of information were not available.

There is also evidence for the influence of prosodic
grouping on memory from more traditional short-term
memory tasks such as serial recall of digits (Frankish,
1995; Saito, 1998). Frankish (1995) found that pitch
patterns mimicking natural prosodic grouping contours
significantly improved recall of nine-digit lists, but pitch
contours taken from familiar melodic structures did not
facilitate recall.

The results of prior research suggest important roles
for both clause-level chunks and their prosodic analogues
in memory for spoken language. However, none of these
studies directly compared the effects of syntactic and
prosodic grouping of the same stimuli, even though there
is a wealth of evidence that language exhibits complex
hierarchical prosodic organization that is not isomorphic
to syntax (Beckman, 1996; Shattuck-Hufnagel & Turk,
1996; Cutler, Dahan, & van Donselaar, 1997). IUs often
match up with clause boundaries, about 60% of the time
in the conversational English speech analyzed by Chafe
(1994), so they are likely to be the closest analogue to
clauses in prosodic organization, but they are clearly dif-

ferent from clauses. For example, the sample transcript
sentence provided above contains three IUs, but only a
single clause.

We conducted an experiment which addresses this
issue by directly comparing number of words, IUs,
and clauses as predictors of recall performance using
naturally-produced spoken language stimuli. We assume
that the complexity and unpredictable length of these
stimuli made sub-vocal rehearsal during stimulus pre-
sentation improbable, and thus, following Cowan (2000,
2008), a ’pure’ capacity limit should be observable as a
discontinuity in verbatim recall performance at a certain
number of chunks. This discontinuity may appear either
as a recency effect or effect of total stimulus size, but
the recency effect may not be reliable due to interfer-
ence from recall of the earlier portions of the stimulus.

The experiment methodology is described below, fol-
lowed by a discussion of the algorithm used to score par-
ticipant responses, and finally the statistical modeling
results and discussion. The results will shed light on the
role of IUs and clauses in memory, and will provide a
new source of evidence for the debate over short-term
memory capacity limits.

Experiment

Methods

Materials Stimuli consisted of 54 audio clips selected
from the Santa Barbara Corpus of Spoken American En-
glish (SBCSAE) (DuBois et al., 2000-2005). The SBC-
SAE corpus contains audio files of naturally-produced
spoken English with accompanying detailed transcrip-
tions. The Stanford Parser (version 3.2.0 1) was used to
automatically derive syntactic parses for the transcripts
of the SBCSAE corpus. The transcripts and their parses
were then automatically processed using R scripts to ex-
tract IU, clause, and word counts for each continuous
portion of uninterrupted speech from a single speaker.
Clause counts were derived from the number of S nodes
in the parse for that portion. IU counts were derived
from the Intonation Unit boundaries provided in the
SBCSAE corpus. This information was used to select 54
stimuli, which were intended to represent a low, medium,
and high range for number of IUs, clauses, and words,
with two examples per combination. The number of IUs
was used as a starting point, and the low, medium, and
high ranges of clauses and words were selected from the
available potential stimuli within that IU range. Other
considerations, such as the general clarity of the stim-
ulus, also constrained stimulus choice. Table 1 below
shows stimulus length ranges for each of the three lin-
guistic units.

1http://nlp.stanford.edu/software/lex-parser.shtml, ac-
cessed 06/20/2013
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Table 1: Stimulus length ranges

Low IU Med IU High IU
(n=18) (n=18) (n=18)

IUs 2-4 5-10 14-17
Clauses 1-8 2-7 8-28
Words 4-40 10-44 49-99

Participants 113 undergraduates recruited from in-
troductory linguistics courses participated in the exper-
iment. Students received extra credit in their courses as
compensation for their participation.

Procedure Stimuli were presented on a desktop com-
puter over high-quality over-ear headphones. OpenS-
esame (Mathôt, Schreij, & Theeuwes, 2012) was used to
create the experiment interface. Participants were given
verbal and written instructions explaining that their task
would be to listen to a series of audio clips on a computer,
and after each one, to transcribe what they remembered
hearing into a text file. The instructions explicitly asked
them to include everything that they remembered hear-
ing, even if they thought it did not make sense or they
weren’t sure how to spell something. The text file used
for transcription was separate from the experiment in-
terface to allow full word processor-style manipulation of
the text, which was not possible in the experiment design
software used. Participants were explicitly instructed to
minimize the transcription text file window while the
clip was playing, so that they would not be tempted to
start transcribing while listening to the clip. The 54 test
stimuli were presented in random order, preceded by one
audio clip used as a training phase.

The participant was instructed to alert the experi-
menter or research assistant of any confusion or issues
with the task after the training clip. This clip was the
same for all participants and it was not included in the
analysis.

Results

Participants’ transcripts were reviewed by a research as-
sistant to fix formatting errors and unambiguous mis-
spellings (e.g. “taht” instead of “that”). Transcripts
were then processed automatically to extract the tran-
script for each clip and link it to trial order information
taken from the experiment interface. Problems with pro-
cessing the text files due to remaining formatting errors
or missing information led to exclusion of data from 12
of the participants, so the total number of transcripts
used in the analysis was 101.

Scoring

A script was created using the Python programming lan-
guage to automate comparison of participant transcripts
to the gold standard (GS) transcript, the original tran-

script from the SBCSAE corpus representing the writ-
ten equivalent of the audio stimulus. Scoring against
the GS transcript was designed to be an exact serial re-
call measure. On the first pass, any word with no exact
match in the GS was scored as incorrect. All indices
of exact-string-matched words in the GS were identified
and stored. In the second pass, for each transcript word
in order, the GS word with the lowest serial position
was taken to be the correct match, and then was re-
moved from the list of indices. This would ensure that,
for example, if there were three instances of the in the
GS and in the participant’s transcript, they would be
matched to the GS in the same relative order. On the
third pass, the algorithm reviewed relative position or-
der information for matches. Each match was compared
to the most recent previous match (if any), and scored
as incorrect either if the previous match had a higher GS
word position, or if the previous match was more than
20 positions lower, unless the following match was also
greater than 20 positions ahead, indicating that the par-
ticipant omitted a large portion of the stimulus but is
now correctly recalling a later portion. This third pass
accounted for errors where the participant correctly re-
called part of the clip but in a displaced order, and scor-
ing errors where a match was attributed incorrectly (e.g.
if the word the was used instead of a in a particular
noun phrase, it would be quite likely to have a string
match to another instance of the from another part of
the transcript, requiring two sequential string matches
to validate a jump in position match helps to minimize
this type of error). The performance of this algorithm is
very good as a measure of ordered exact word matches,
based on spot-checking of the output by the author.

Analysis

A generalized additive mixed-effects logistic regression
was used to predict the likelihood of retrieval for each
word in the stimulus based on its length in Words, IUs,
and Clauses. The dependent variable was a binary value
for each stimulus word for each participant, indicating
whether that participant correctly recalled that word in
their transcript. Serial word position (i.e. number in-
dicating it was the n-th word in stimulus) was included
to control for primacy and recency effects on recall. IU
position was not included in the final model due to high
levels of collinearity. Clause position was not included
due to the difficulty of defining clause membership for
fragments (e.g. “When h- when he in fact”), discourse
markers, (e.g. y’know) and filled pauses, (e.g. um).

The effects for length of stimulus in words and IUs,
as well as the positional effects for word were found to
be significant. The effect of length of the stimulus in
clauses was nonsignificant, as the 95% point-wise confi-
dence intervals computed by the model included 0 for all
values of clause count. The random effects for subject
and stimulus were found to have a normal distribution.
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The significant non-parametric fixed effects from the
model are plotted in Figure 1. The y-axis indicates the
strength of the effect of that variable on by-word recall,
values above 0 indicate a significant positive effect, and
values below 0 indicate a significant negative effect.

Panel (a) of Figure 1 shows the size of the smoothed
effect of IU count on by-word recall as a function of IU
count values. There is one significant positive portion
of the effect curve at IU counts of less than 3-6, with
the rest of the IU count values having 95% confidence
intervals that cover the 0 line. This indicates that hav-
ing a low-IU stimulus has significant positive effect on
recall, but after the first 3-6 IUs, adding more IUs to the
stimulus does not have a significant effect on recall.

Panel (b) shows the size of the smoothed effect of word
count on by-word recall as a function of word count val-
ues. The effect for word count appears to be significant
but linear, with high positive effect on recall for low word
counts and high negative effects on recall for high word
counts.

Panel (c) shows the size of the smoothed effect of word
position on by-word recall as a function of word position
values. Word position exhibited a strong recency effect,
as shown by the positive values for its effect on recall
for words at the end of the stimulus (low word position
values), with a fairly flat function after that, until the
highest word position values. The significant negative
effect at high word position values would indicate an
anti-primacy effect, where the words at the beginning
of the stimulus were less likely to be recalled. However,
it should be noted that serial position was computed
on raw positional values, and since the stimuli were of
different lengths, this is probably due to relatively poor
recall for the beginning of very long stimuli as compared
to medium or low stimuli.

Discussion

The results indicate that Intonation Units play an impor-
tant role in the short-term retention of verbal informa-
tion in spoken language. The number of IUs was found
to have a significant positive effect on recall performance
when there are a small number of IUs in the stimulus, but
to have no significant effect for stimuli with more than
3-6 IUs. This result fits well with accounts of short-term
memory capacity that assume a limit in terms of a small
number of chunks, such as the 3-5 item limit in Cowan
(2000).

Clauses do not appear to play a significant role in re-
call of naturally-produced spoken language, with no sig-
nificant effect found for number of clauses in the stim-
ulus. Previous findings of significant effects of clause
boundaries on recall (e.g. Marslen-Wilson & Tyler, 1976;
Jarvalla, 1979) may be a side-effect of the overlap be-
tween clause and IU boundaries in written-style lan-
guage.

The word level findings were generally in line with
findings from other serial recall studies. The shape of
the word position function resembles the usual logarith-
mic function found for classic short-term memory tasks
(Rubin & Wenzel, 1996), with a strong recency effect lev-
eling off at around 7-10 words, the classic ‘magic number’
from (Miller, 1956) oft-cited as an estimate of short-term
memory capacity. Since the current stimuli are expected
to have strong associations above the word level, this ef-
fect is expected to represent what (Cowan, 2000) terms
‘compound STM’, a short-term memory containing mul-
tiple chunks of information, rather than a pure capacity
limit estimate. In line with this assumption, the find-
ing of a linear effect for word count indicates no such
discontinuity in memory capacity in terms of stimulus
size.

This linearity of the word count effect suggests that
the negative effect from adding more words to the stim-
ulus is due to factors such as intra-stimulus interference,
rather than a privileged short-term capacity defined at
the word level. Since the lowest word count included was
4 it is possible a discontinuity could be observed at lower
word counts, but as discussed earlier, capacity limit the-
ories would predict that items in short-term memory
would consist of higher-level chunks in connected dis-
course.

The findings in the current study provide evidence,
for the first time, that the IU plays a significant role in
the memory representation of spoken language, and that
the clause does not play a significant role. The results
are most consistent with an explanation for short-term
memory based on a capacity-limited focus of attention
(e.g. Cowan, 2000), where IUs would serve as the unit of
information defining that capacity, though they do not
rule out interference-based explanations (e.g. Nairne,
1988, 2002) that have been used to account for perfor-
mance discontinuities at the word level. The finding
that prosodic grouping is significantly more important
than syntactic grouping in predicting natural spoken lan-
guage recall calls for a reassessment of the importance
of prosody in language processing.
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Figure 1: Plot of significant non-parametric estimated effects on recall including 80% and 95% point-wise confidence
intervals for (a) Effect of size of stimulus in IUs, (b) Effect of size of stimulus in words, (c) Effect of word position
in the stimulus (0 = most recent)
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Abstract 

Statistical or sequential learning (SL) involves 
comprehending environmental patterns in which some items 
precede other items with a given likelihood. SL is thought to 
occur without attention or consciousness (or explicit 
knowledge) of the learned patterns and thus is sometimes 
considered to be implicit learning. However, this assumption 
is still debatable (Daltrozzo & Conway, 2014). We examined 
the role of selective attention and pattern consciousness (PC) 
in SL using event-related potentials (ERP) with healthy 
adults. Thirty-four participants (27 females, 18-49 years) 
performed a Flanker task to assess their level of selective 
attention, followed by a visual SL task while ERPs were 
recorded. Participants’ level of PC was assessed via a 
questionnaire. In the SL task, participants viewed a sequence 
of different stimuli on the screen and were instructed to press 
a button as fast as possible, when they saw a target stimulus. 
They were unaware that: 1.) two predictor items were 
embedded in the sequence and 2.) the items predicted target 
occurrence with high or low probability. ERPs were time-
locked to predictor onsets. The mean ERP between 200 and 
700ms post-predictor onset revealed an interaction between 
target occurrence probability, PC, attention, and two scalp 
topographic factors. Post-hoc tests indicated that higher 
attention was related to a more rostral left lateralized effect 
under high PC and a left lateralization of SL ERP effects 
under low PC. These neural findings suggest that both 
attention and PC modulate SL. 

Keywords: Implicit; explicit; left lateralization; statistical 
learning; language; automatic; controlled; sequence learning 

Introduction 
Sequential Learning (SL) is a process that enables people to 
perceive and learn statistically structured sequences in the 
environment (Lashley, 1951; Saffran, Aslan, Newport, 
1996). For example, in spoken language, linguistic units 
such as phonemes, syllables, and words follow each other in 
a non-random sequence according to the language’s 
phonology, phonotactics, semantics, and syntax. 

 
Although SL has sometimes been regarded as a form of 

implicit learning (Perruchet & Pacton, 2006), there is also 
evidence that it may involve explicit processing (Daltrozzo 
& Conway, 2014; Turk-Browne, Junge, & Scholl, 2005; 
Wessel, Haider & Rose, 2012). An issue that is often skirted 
is whether SL should simply be dissected into attentional 
levels, stemming from the classic definition of implicit and 
explicit mechanisms (Shiffrin & Schneider, 1977) or 
whether this definition should be updated to involve PC. It 
might be advantageous to evaluate SL based on both 
attention and PC levels. PC is a dimension that has been 
explored in previous SL research, but not simultaneously 
with the attentional dimension (e.g., Daltrozzo & Conway, 
2014). Even though PC and attention are known to affect 
the perception of structural regularities, their effect on SL 
may not be strictly identical. Attention to patterns may be 
necessary for SL to occur but attention alone may be 
insufficient without a certain level of PC. Thus, in SL tasks, 
the effect of attention and PC on SL may to some extent act 
independently of one another. In fact, a recent study 
attempting to dissociate between selective attention and PC 
for temporal order of visual events, demonstrated that 
attention and PC are functionally distinguishable constructs 
(Eimer & Grubert, 2015). 

The Current Study 
The purpose of the present study was to simultaneously 
explore the individual effects of attention and PC on SL. To 
this aim, we measured SL with a visual event-related 
potential (ERP) paradigm based on that used by Jost et al., 
(2015). The task involved the presentation of a series of 
visual stimuli wherein target stimuli could be predicted with 
varying levels of probability by the preceding stimulus. 
ERPs to two different predictors, reflecting high and low 
probability of being followed by the target, were compared 
across two levels of attention and two levels of PC. 

According to recent research, SL shares mechanisms with 
language processing (Christiansen, Conway, & Onnis, 2012;
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Conway et al., 2010; Uddén & Bahlmann, 2012). Assuming 
that language mechanisms are predominantly lateralized and 
that some of the shared mechanisms between language 
processing and SL are explicit, we predicted that increased 
attention would result in a higher activation of these explicit 
SL mechanisms, leading to a left-lateralization of SL ERP 
effects. 

We further predicted that increased attention in 
conjunction with increased PC would correlate with more 
rostral SL ERP effects in the left hemisphere. This second 
prediction is in line with Uddén and Bahlmann (2012) who 
proposed a rostro-caudal organization of SL mechanisms in 
the left hemisphere in which greater sequence complexity 
and attentional load is associated with more rostral activity. 

Method 

Participants 
A total of 34 participants (27 females, M = 22.4 years, SD= 
6.3, 18-49 years) without any language, neurological, or 
psychological deficits from Georgia State University 
participated in the study for class credit. All participants 
were right handed according to the Edinburg Handedness 
Inventory (Oldfield, 1971) except seven (3 left-handed and 
4 ambidextrous). All participants were native English 
speakers. None of them spoke, wrote, read, or understood 
Chinese. Participants were recruited from a local University 
online recruiting system and provided written informed 
consent to participate. The study was conducted in 
accordance with the guidelines of the Institutional Review 
Board of Georgia State University. 

Procedure  
Before the SL task (Figure 1), we assessed the participants’ 
level of selective attention with the Flanker task (Eriksen & 
Eriksen, 1974). This task is commonly used to test response 
inhibition and selective attention (Fenske & Eastwood, 
2003, Lavie et al., 2004). It measures a person’s ability to 
detect relevant from irrelevant information. It is comprised 
of a central target (having a directional response-left/right) 
flanked by non-target stimuli whose direction matches that 
of the target (congruent) or is in the opposite direction of the 
target (incongruent). In the present study participants were 
required to provide the correct direction of a central target 
arrow while ignoring congruent (e.g., <<<<<) or 
incongruent (e.g., >><>>) flanker arrows. Typically, 
response times (RTs) for flanker incongruent trials are 
longer than for congruent trials – a difference known as the 
‘flanker effect’ (Eriksen and Eriksen 1974). After the SL 
task, participants completed a questionnaire regarding their 
level of PC (Appendix). PC levels were obtained from an 
inter-rater agreement amongst three scorers from the 
participants’ responses of the PC questionnaire (Inter-rater 
reliability: Cronbach’s alpha = 0.965). Participants were 
each ranked as high or low (median split) based on their 
levels of attention and PC (Table 1). Thus each participant 

belonged to one of four groups: high PC and high attention 
(HCHA), high PC and low attention (HCLA), low PC and 
high attention (LCHA), and low PC and low attention 
(LCLA). Attention differed significantly between groups for 
each level of PC (Table1). 

 
Table 1: Mean (SD) attention scores as measured by the 

Flanker task for attention and PC groups. 
 

 
Attention measured by the mean response time (RT) 

difference between incongruent and congruent Flanker task 
conditions differed significantly between groups for each 

level of PC. [Two-tailed Mann-Whitney tests] 

Stimuli 

 
Figure 1: Visual SL task layout. [high probability, HP; low 

probability, LP; standard, S; target, T] 
 
In the SL task, a sequence of visual items was presented on 
each trial (Figure 1). The sequence included a series of 
‘standard’ stimuli (S) followed by a ‘predictor’ stimulus, 
and a ‘target’ (T) or standard stimulus. The target followed 
either a high probability predictor (HP) on 90% of trials or a 
low probability predictor (LP) on 20% of trials. For each 
participant, HP, LP, and S were pseudo-randomly assigned 
to 3 different Chinese characters from the 6 displayed on the 
top panel of figure 1, whereas T was pseudo-randomly 
assigned to one of the two smiley faces, to ensure target 
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saliency. The participants’ task was to indicate as fast as 
possible when the target occurred by pressing a button. Note 
that participants were given no prior knowledge of the 
predictor-target statistical contingencies, or even that there 
was a distinction among the different stimulus types. 
Instead, as was observed by Jost et al. (2015), the participant 
was expected to learn the predictor - target relationship 
(hereafter referred to as SL). 

Each predictor condition (HP and LP) was presented 50 
times. All sequence trials were continuous and randomly 
ordered across the two probability conditions, so that 
participants could not distinguish the onset or offset of one 
trial from another. Each participant was presented with a 
total of 100 trials (5 blocks of 20 trials each). A break of 30 
seconds was given between each block. 

We expected the Chinese characters to be perceived as 
abstract shapes by participants because they were unfamiliar 
with the Chinese language. By presenting items most likely 
perceived as abstract shapes, we expected to discourage any 
mental labeling of stimuli, shifting participants' reliance to a 
more implicit type of pattern learning. 

Stimuli were presented electronically using E-Prime 
2.0.8.90 software (Psychology Software Tools, Pittsburgh, 
PA), on a Dell Optiplex 755 computer. Every trial started 
with the presentation of a white fixation cross in the center 
of the screen over a dark background. Each visual stimulus 
was presented in white at the center of the screen on top of a 
dark background, displayed for 500ms with a stimulus onset 
asynchrony of 1000ms. A dark screen was displayed during 
the interstimulus interval of 500ms. 

Electroencephalography Acquisition 
Electroencephalography (EEG) was acquired from 256 
scalp sites using an Electrical Geodesic Inc. sensor net 
(Figure 2) and was pre-processed using Net Station Version 
4.3.1 with subsequent processing using custom scripts 
written in Matlab (version R2012b 8.0.0783, The 
MathWorks) and the EEGLAB toolbox (version 10.2.2.2.4a; 
Delorme & Makeig, 2004). Electrode impedances were kept 
below 50 kΩ. The EEG was acquired with a 0.1 to 100 Hz 
band-pass at 250 Hz and then low-pass filtered at 30 Hz. 
The continuous EEG was segmented into epochs -200ms to 
+1000ms with respect to the predictor onset. ERPs were 
baseline-corrected with the 200ms prestimulus data and 
averaged-referenced. Individual ERPs were computed for 
each participant, probability condition, and electrode. All 
experimental sessions were conducted in a 132 square foot 
double-walled, soundproof acoustic chamber. 
 

 
 

Figure 2: 256 sensors EEG net with the highlighted nine 
regions of interest. 

Statistical Analysis  
Statistical calculations were performed on the individual 
mean amplitude ERPs within 4 time-windows of interest 
(200-700ms, 400-800ms, 600-1000ms, and 800-1000ms) 
selected by comparing grand averages over each of the four 
participant groups (HCHA, HCLA, LCHA, and LCLA) to 
identify the main ERP variations due to the level of PC and 
the level of attention.1 An unbalanced design due to the two 
between-participants factors (PC and attention) warranted 
the use of a linear mixed model (LMM) approach, which is 
suitable to analyze such data designs (West, Welch, Galecki, 
2014). 

To analyze the effect of cortical topography, nine regions 
of interest (ROIs, Figure 2) were defined: left (LAn), middle 
(FRz), and right anterior (RAn); left (LCn), middle (CNz), 
and right central (RCn); and left (LPo), middle (POz), and 
right posterior (RPo) regions. These ROIs defined the 3 
levels of two topographic factors: Anteroposteriority 
(anterior, central, posterior ROIs) and Laterality (left, 
medial, right ROIs). For each of these 4 time-windows of 
interest (see previous footnote) a LMM was applied with: 
(1) fixed effects: probability condition (2 levels: HP and 
LP), probability condition X PC (2 levels: “high” and “low” 
PC), probability condition X Attention (2 levels: “high” and 
“low” attention), probability condition X PC X Attention, 
probability condition X PC X Attention X 
Anteroposteriority (3 levels: anterior, central, and posterior 
ROIs), probability condition X PC X Attention X Laterality 
(3 levels: left, medial, and right ROIs), and probability 
condition X PC X Attention X Anteroposteriority X 

                                                
Results obtained from the analyses of 400-800ms, 600-1000ms, 
and 800-1000ms time windows were similar to those obtained 
from the 200-700ms window. Therefore, we report only the results 
obtained with the 200-700ms window 
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Laterality; (2) random effects: PC and Attention. Pairwise 
comparisons were Šidák corrected for multiple comparisons. 

 
LCHA 

LCLA 

HCHA 

HCLA 

 
 
 

Figure 3: Grand average ERPs over the 4 groups: LCHA, 
LCLA, HCHA and HCLA. All are in response to the high 

probability condition (HP, red solid line) and low 
probability condition (LP, blue dotted line) (vertical axis: 

electric potential in µV, positivity upward; horizontal 
axis: time in seconds). Schematic heads: crosses indicate 

the corresponding ROIs. 
 
 

 
 
 
 
 

 
Figure 4: Means with standard error bars of ERPs in the 

200-700ms time window for each ROI in each subgroup of 
participants [high probability condition (HP, uniform red 

bar); low probability condition (LP, dotted blue bar). 
Vertical scale displayed in the center of the figure: electric 
potential in µV, positivity upward, **=p <.01; * = p <.05]. 

 
Behavioral analyses were conducted across all four 

groups to assess influence of PC and attention. Similar to 
the ERP data analyses, RTs were analyzed with a LMM 
applied with: (1) fixed effects: probability condition (2 
levels: HP and LP), probability condition X PC (2 levels), 
probability condition X attention (2 levels), probability 
condition X PC X attention and (2) random effects: PC and 
attention. Pairwise comparisons were Šidák corrected for 
multiple compare 

 
Figure 5. RT across the four performance groups for the 
high (uniform red) and low probability condition (dotted 

blue); [* = p <.05]. 

Results 
Figure 3 displays the grand average ERPs across LCHA and 
LCLA participants for each probability condition, within the 
200-700ms range. Visual inspection indicates that the 
difference between the ERP to HP and LP conditions (i.e. 
the SL ERP effect) shifts from a right central effect in the 
low attention group (LCLA) to a left and medial effect in 
the higher attention group (LCHA). 
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Figure 3 also displays the grand average ERPs across 
HCHA and HCLA participants for each predictor condition, 
within the 200-700ms range. Visual inspection indicates that 
the SL ERP effect shifts from a more caudal - centro-
posterior - effect in the low attention group (HCLA) to a 
more rostral – fronto-central - effect in the higher attention 
group (HCHA). 

A LMM performed on mean ERPs within the 200-700ms 
window indicated an interaction between probability 
condition, attention, PC, and the two topographic factors 
(Anteroposteriority and Laterality) [F(32, 1466.81) = 4.23, 
p < .001]. Posthoc tests revealed significant SL ERP effects 
in a subset of the 9 ROIs that varied across groups (Figure 
4). A LMM performed on RTs indicated faster responses to 
HP (M = 406ms) than to LP (M = 441ms) demonstrating SL 
in the HCHA group [F(1,34) = 5.18, p = 0.029] (Figure 5). 
Trends in other groups suggested SL decreases as attention 
and PC decreased.  

Grand averaged ERPs in Figure 3 indicate variations in 
ERP effects according to the lateral dimension (LCLA vs 
LCHA) and the rostro-caudal dimension (HCLA vs. HCHA) 
some of which are significant as indicated in Figure 4. 

Discussion 
We explored the effects of attention and PC on the neural 
correlates of visual SL using ERP. Our main findings are 
that: (1) under low PC, increased attention resulted in a left 
lateralization of the SL ERP effects; and (2) under high PC, 
increased attention induced more rostral left-lateralized SL 
ERP effects. 

The left-lateralization of SL ERP effects with increased 
attention suggests that shared mechanisms between SL and 
language processing (Christiansen et al., 2012; Conway et 
al., 2010; Uddén & Bahlmann, 2012) are likely to be partly 
explicit. Thus, the larger left-lateralized SL ERP effects 
with increased attention could be a correlate of a greater 
activation of these explicit mechanisms that are shared with 
left-lateralized language processes. 

Alternatively this left lateralization of SL ERP effects 
with attention could be due to left-lateralized attentional 
mechanisms that engage in temporal processing. Emerson, 
Daltrozzo and Conway (2014), reported larger left 
lateralized SL ERP effects with higher musical expertise 
using a SL ERP paradigm similar to ours. Several studies 
have suggested that variation in cognitive processing of 
temporal structures with higher musical expertise may not 
be due to musical expertise alone but possibly due to a 
higher ability in musicians to focus their attention on 
temporal patterns, compared to non-musicians (Parbery-
Clark et al., 2011; Strait et al., 2010). Thus, left 
lateralization of our SL ERP effects with attention could be 
due to higher attention to the temporal sequence activating 
SL mechanisms that are common between SL and music 
processing. 

In addition to an overall increased left lateralization with 
higher attention, we also found more rostral left lateralized 
SL ERP effects with higher attention in participants with 
high PC. Udden and Bahlmann (2012) proposed that the left 
inferior frontal gyrus is part of a general rostro-caudal 
abstraction gradient in the left pre-frontal cortex, in which 
complex sequences such as sentences are predominantly 
processed by more rostral mechanisms, while simpler 
sequences such as syllables that consist of single words 
would be more caudally distributed. Importantly, this 
dimension of complexity is partially expected to correspond 
with the level of attention, at least in the language domain 
with sentence-level processing recruiting more attentional 
resources than word-level processing (Daltrozzo, Wioland, 
& Kotchoubey, 2012). Taken together, our results seem to 
confirm the rostro-caudal model of SL, by Uddén and 
Bahlmann (2012), if we assume that their dimension of 
sequence complexity is related to attentional capacity and 
cognitive control. 

Furthermore, current RT data indicated that the high PC-
high attention group was better at learning the predictor-
target rules than the low PC-low attention group, 
demonstrating that some unique combination of PC and 
attention, shape SL. Also, the present quasi-experimental 
study is essentially correlational, as we compare groups of 
participants with varying attention and PC. Hence, we can 
only account for relationships between SL ERP effect of 
cortical topography, attention, and PC without attributing 
cause-effect relationships between these variables. 

In conclusion, our findings suggest that the cortical 
organization underlying SL depends heavily on two separate 
cognitive dimensions that have often been confounded in 
previous SL research (Daltrozzo & Conway, 2014), or at 
least have not been tested independently, namely the levels 
of attention and of PC. Currently, it is unclear why attention 
modulates SL differently across levels of PC. This likely 
pertains to a more general issue, that which highlights the 
exact relationship between attention and PC and their 
influence on the cortical assembly underlying SL and 
language.  
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Appendix 

Questionnaire assessing the level of PC: 
1. Think about the task with Chinese characters you did. Did you 

notice anything about the Chinese characters? Tell me about 
your perception of the task. [Verbatim record] 
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2. Do you think the Chinese characters were occurring randomly? 
[If the participant says no, ask to explain how the characters 
were non-randomly displayed.] 

3. Was there a pattern or anything regular in the order that the 
Chinese characters were presented? 

4. Was there a Chinese character that usually came before the target 
(the smiley face you were looking for)? 

5. If you noticed a pattern, at what point did you notice it? Before 
1st break, after 1st break, after 2nd break, after 3rd break, after 
4th break? 

6. Did you get tired during the task? At what point did you start 
getting tired? 

7. Was the task too long? 
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Abstract 

Much research has documented learners’ ability to segment 
auditory and visual input into its component units. Two types 
of models have been designed to account for this phenomena: 
statistical models, in which learners represent statistical 
relations between elements, and chunking models, in which 
learners represent statistically coherent units of information. 
In a series of three experiments, we investigated how adults’ 
performance on a visual sequence-learning task aligned with 
the predictions of these two types of models. Experiments 1 
and 2 examined learning of embedded items and Experiment 
3 examined learning of illusory items. The pattern of results 
obtained was most consistent with the competitive chunking 
model of Servan-Schreiber and Anderson (1990). 
Implications for theories and models of statistical learning are 
discussed. 

Keywords: statistical learning; transitional probability; 
chunking; implicit learning 

Introduction 
The means by which humans acquire and represent 
knowledge is fundamental to cognitive science. One 
important mechanism shown to support learning across 
domains is learners’ ability to detect statistical associations 
among elements in a sensory array (e.g., Fiser & Aslin, 
2001, 2002; Saffran, Newport, & Aslin, 1996a). Notably, 
this statistical learning (SL) ability has been demonstrated 
across the lifespan (e.g., Saffran, Aslin, & Newport, 1996b) 
and even across species (e.g., Toro & Trobalón, 2005).  

Despite the scope of SL, the processes underlying SL 
remain unclear. Traditionally, SL has been conceptualized 
as sensitivity to statistical relations among elements. For 
instance, in their seminal studies of statistical word 
segmentation, Saffran et al. (1996a,b) exposed participants 
to a continuous stream of speech in an artificial language. 
After very limited exposure, participants showed evidence 
of segmenting the stream into its component words. Saffran 
et al. proposed that this ability might have resulted from 
computation of transitional probabilities (TPs) between 
syllables in the stream. Transitional probability (TP) is 
defined as the probability of event Y given event X, and is a 
measure of the strength with which X predicts Y. Saffran et 
al. hypothesized that learners could track TPs between 
adjacent syllables, using peaks in TP to group syllables into 
words, and dips in TP to identify breaks between words.  

The view that SL occurs via computations has prevailed 

in literatures on auditory artificial language learning (e.g. 
Saffran et al., 1996a,b) and visual sequence (e.g., Fiser & 
Aslin, 2002) and scene learning (e.g., Fiser & Aslin, 2001). 
Models instantiating such computational approaches to 
segmentation are typically SRNs (e.g., Elman, 1990), which 
learn and represent statistical relations between elements, 
but do not represent the units they segment.  

Recently, there have been attempts to account for word 
segmentation with a different type of model: chunking 
models (e.g., Frank, Goldwater, Griffiths, & Tenenbaum, 
2010; Orbán, Fiser, Aslin, & Lengyel, 2008; Perruchet & 
Vinter, 1998), which propose that learners do represent the 
statistically coherent “chunks” of information from the 
input. Perruchet and Vinter’s (1998) PARSER model, for 
instance, assumes that elements perceived within one 
attentional focus are “chunked” into a new, larger 
representation. Representations of chunks presented 
repeatedly are strengthened in memory; chunks presented 
rarely are forgotten. Applied to Saffran et al.’s (1996a,b) 
task, PARSER claims that representations of chunks within 
words are strengthened (because they are repeated more 
frequently), while chunks spanning word boundaries are 
forgotten. Thus, chunking models like PARSER predict that 
segmentation operates according to very different means 
(representing units) than those proposed by statistical 
models (representing statistical relations, not units).  

It is unclear which type of model best accords with how 
learners process and represent information. Recent studies 
have been designed to distinguish between these models by 
examining situations in which chunking and statistical 
models make contrasting predictions. These studies examine 
learning of (1) embedded items and (2) illusory items.  

Embedded items are features that occur only within larger 
features (Fiser & Aslin, 2005). Statistical models assume 
learners represent statistical relations between all pairs of 
adjacent elements such that, as learners become familiar 
with a unit, distinguishing components embedded in that 
unit improves relative to random configurations of elements 
(see Giroux & Rey, 2009). Many chunking models, in 
contrast, assume that as learners become familiar with a 
unit, they become less able to distinguish components 
embedded in that unit from random configurations of 
elements (see Giroux & Rey, 2009). That is, representations 
of embedded items and their larger units compete in 
memory. Over time, memory for the unit gets strengthened 
while competing representations of embedded items vanish. 
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These contrasting predictions concerning embedded items 
have been empirically tested with adults in auditory 
artificial language learning tasks (Giroux & Rey, 2009) and 
in visual scene learning tasks (Fiser & Aslin, 2005). Results 
from both studies align with the predictions of chunking 
models: while learners distinguish units (e.g., words) from 
random configurations of sounds or shapes, they are unable 
to distinguish embedded units from random configurations.  

Illusory items are items that are never presented to 
participants, but have the same statistical structure as other 
items that are presented. For example, if tazepi, mizeru, and 
tanoru,are words presented in a speech stream, and TPs are 
.50 between syllables within these words (e.g., between ta 
and ze and between ze and ru), a statistically matched 
illusory word would be tazeru (Endress & Mehler, 2009). If 
learners only represent statistical relations between 
elements, words and illusory words should be 
indistinguishable. If learners chunk and represent entire 
words, however, they should fail to recognize illusory 
words. In an auditory artificial language learning task 
Endress and Mehler (2009) found that, while participants 
distinguished words from lower-TP “part-sequences,” they 
did not distinguish words from illusory words, suggesting 
that they represented statistical relations, rather than chunks. 

Thus, studies of embedded and illusory items have 
yielded conflicting evidence regarding whether learners 
represent statistical relations or chunks. However, these 
studies employed widely varying methods, making it 
difficult to determine whether differences in performance 
across tasks were due to different underlying processes, or 
simply to methodological differences between studies.  

The goal of the present series of experiments was to 
overcome this limitation and to extend previous work by 
investigating learning of both embedded (Experiments 1 and 
2) and illusory (Experiment 3) items in a visual sequence-
learning (VSL) task. There are three main contributions of 
this work: (1) we contribute a variety of new human data 
about VSL under a range of experimental conditions; (2) we 
examine learning of both embedded and illusory items using 
highly comparable methods across tasks; and (3) we 
consider how the data fit with a variety of statistical and 
chunking models. 

Experiment 1 

Method 
Participants Thirty-six undergraduate students were 
recruited from Psychology classes at the University of 
California, Los Angeles. Participants were randomly 
assigned to participate in either a 10-minute (N = 18; 15 
females; M age 20.2 years; range = 18.6 to 21.9) or 20-
minute (N = 18; 14 females; M age 20.9 years; range = 18.5 
to 29.1) familiarization condition. Data from an additional 
16 participants were excluded from the final sample due to 
poor calibration or insufficient eye tracking data (n = 10), 
eye tracker failure (n = 1), or sleepiness (n = 5). All 
participants earned course credit for their participation. 

Apparatus and Stimuli An Eyelink 1000 eye tracker with a 
55.9-cm color monitor displayed stimuli and collected eye-
tracking data. A PC computer running Experiment Builder 
software controlled stimulus presentation and sent markers 
stored with eye tracker data, allowing us to coordinate 
participants’ eye movements with the stimuli. The eye-
tracking system recorded point-of-gaze (POG) coordinates 
(spatial resolution within 1.0° visual angle) at 500 Hz.  

Stimuli were 10 colored shapes on a black background 
(Figure 1). Each shape loomed for 750 ms within one of 10 
grid locations on the monitor. Shapes were randomly 
organized for each participant into four units: two triplets 
and two pairs (e.g. triplet 1: star, diamond, square; triplet 2: 
hourglass, circle, heart; pair 1: plus, arrow; pair 2: triangle, 
banner). For simplicity, the 10 shapes will be referred to by 
the letters ABCDEFGHIJ, where ‘ABC’ and ‘DEF’ are the 
two triplets and ‘GH’ and ‘IJ’ are the two pairs. Shape-
location pairings were randomized across participants, but 
consistent throughout the experiment for each participant.  

 

 
 

Figure 1: Sample stimulus array used in Experiment 1. Only 
one shape appeared on the screen at a time. 

 
The familiarization stimulus was a continuous sequence 

of pseudo-randomly ordered shape units. Units could not 
repeat and there were no breaks or delays between shapes or 
units such that TPs were 1.0 between shapes within units 
and .33 between shapes spanning unit boundaries. 

Test stimuli were 10, 2-shape sequences. Two sequences 
were pairs from the familiarization sequence (GH, IJ), two 
were embedded pairs (BC from ‘ABC’, EF from ‘DEF’), 
and six were part-sequences composed of the last shape of 
one unit and the first shape of a different unit (e.g., FA).  
 
Procedure Participants sat 60 cm from the computer 
monitor. POG was calibrated using Experiment Builder 
software. Participants viewed the familiarization sequence 
for either 10 (80 repetitions of each unit presented) or 20 
(160 repetitions of each unit) minutes, depending on their 
assigned condition. Participants were not given instructions 
other than to watch what appeared on the screen. 

Following familiarization, participants completed a brief 
training session to familiarize them with a two-alternative 
forced-choice (2AFC) task. The training session consisted 
of 4 trials and employed the same procedure as the test 
phase, except that letters were presented rather than shapes.  

The test phase consisted of 12, 2AFC trials. In each trial, 
participants viewed two 2-shape sequences presented 
successively with a 750 ms pause between sequences. 
Participants were instructed to choose which was more 
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familiar by clicking one of two corresponding mouse 
buttons. Half the test trials were “part vs. pair” trials that 
contrasted a part-sequence with a pair, and half were “part 
vs. embedded” trials that contrasted a part-sequence with an 
embedded pair. Part-sequences had no shapes in common 
with the pairs and embedded pairs against which they were 
contrasted. We presented test types in alternation, 
randomizing which we presented first and counterbalancing 
whether the part-sequence appeared first or second across 
trials. Table 1 provides a full example of the test sequences.  

 
Table 1: Sample test sequences contrasted in Expt. 1.  

 
Part vs. Pair Contrasts Part vs. Embedded Contrasts 
Part-Sequence Pair Part-Sequence Embedded Pair 

FA GH FA BC 
JD GH JD BC 
FI GH FI BC 

CD IJ CD EF 
HA IJ HA EF 
CG IJ CG EF 

Results and Discussion 
Saccade Latencies Saccade latencies during familiarization 
were analyzed to assess implicit learning of sequence 
structure. Latencies were calculated as the time from shape 
onset until the initiation of the first eye movement that 
resulted in a fixation to that shape. Learning can be inferred 
if mean saccade latency to the first shapes of units – whose 
locations are not predictable from preceding shapes – are 
greater than mean saccade latency to the latter shapes of 
units (second shape of pairs, second and third shapes of 
triplets) – whose locations are predictable.  
 

 
 

Figure 2. Mean saccade latency to the first and latter shapes 
of units in Expts 1 (A) and 2 (B) by familiarization duration, 

and in Expt 3 (C). Error bars represent standard error. 
 

A 2 (familiarization duration: 10 vs. 20 mins.) x 2 (unit 
type: pair vs. triplet) x 2 (shape number: first vs. latter) 
repeated-measures ANOVA revealed only a main effect of 
shape number: F(1,34) = 15.25, p < .001, partial η2 = .31; 
see Figure 2A. Saccade latencies were significantly greater 
to the first shapes, relative to the latter shapes, of units, 
suggesting that participants were sensitive to the unit 
structure of the sequence in both familiarization conditions.  
Button Responses: Predictions Both statistical and 

chunking models predict that successful VSL should be 
indicated by participants’ choosing pairs as more familiar 
than part-sequences on part vs. pair trials. Statistical models 
also predict that participants should choose (high TP) 
embedded pairs as more familiar than (low TP) part-
sequences in part vs. embedded trials. In contrast, chunking 
models predict that participants may initially form chunks of 
all 2-shape sequences, but that representations of pairs and 
triplets will be strengthened as familiarization increases, 
even as representations of part-sequences and embedded 
pairs within triplets are weakened due to competition with 
units. Thus, chunking models predict that participants 
should fail to distinguish between embedded pairs and part-
sequences, particularly after the longer (20 minute) 
familiarization (see Giroux & Rey, 2009). 

 
Button Responses: Results Mean percentage of pair 
selections on part vs. pair trials, and embedded pair 
selections on part vs. embedded trials, were computed for 
the two familiarization conditions (Figure 3A). A 2 (test 
type) x 2 (familiarization duration) ANOVA revealed only a 
main effect of test type (F[1,34] = 8.61, p < .01, partial η2 = 
.20). Participants chose pairs as more familiar than part-
sequences more often then they chose embedded pairs as 
more familiar than part-sequences, regardless of 
familiarization condition. This finding may suggest that 
participants represented pairs more strongly than embedded 
pairs, as predicted by chunking models. Nevertheless, one-
sample t-tests (this and all other t-tests reported were two-
tailed) revealed that participants chose both pairs (t[35] = 
9.21, p < .0001) and embedded pairs (t[35] = 4.93, p < 
.0001) as more familiar than part-pairs significantly more 
often than chance (50%), as predicted by statistical models. 

Together these results do not clearly support either 
statistical or chunking models. However, because pairs and 
embedded pairs were not directly contrasted, it is difficult to 
draw strong conclusions about whether or not these 
sequences were represented differently. Experiment 2 was 
designed to address this issue. Test trials in Experiment 2 
contrasted pairs and part-sequences as in Experiment 1, but 
also directly contrasted embedded pairs and pairs. If 
participants are equally familiar with pairs and embedded 
pairs, this suggests they primarily represent statistical 
relations between shapes. However, if participants choose 
pairs as more familiar than embedded pairs, this suggests 
participants represent some combination of both chunks and 
statistical relations (as embedded pairs were chosen as more 
familiar than part-sequences in Experiment 1).  

Experiment 2 

Method  
Participants Thirty-six undergraduate students were 
recruited and randomly assigned to a 10-minute  (N = 18; 16 
females; M age 20.6 years; range = 18.6 to 24.1) or 20-
minute (N = 18; 13 females; M age 20.3 years; range = 19.0 
to 22.2) familiarization condition, as in Experiment 1. Data 
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Figure 3. Mean percentage of button responses for the various test types in Experiments 1 (A) and 2 (B) by familiarization 
duration condition, and in Expt. 3 (C). Error bars represent standard error. The dashed line indicates chance performance. 
 

from an additional 5 participants were excluded from the 
final sample due to sleepiness (n = 4) or failure to complete 
the experiment (n = 1). 

 
Apparatus, Stimuli, and Procedure The apparatus, 
stimuli, and procedure were identical to that of Experiment 
1, with the following exceptions: (1) only two part-
sequences were used: FA and CD, and (2) the test phase 
consisted of only 8, 2AFC trials. Half were “part vs. pair” 
trials, and half were “pair vs. embedded” trials (Table 2).  
 

Table 2: Sample test sequences contrasted in Expt. 2.  
 

Part vs. Pair Contrasts Pair vs. Embedded Contrasts 
Part-Sequence Pair Pair Embedded Pair 

FA GH GH BC 
CD GH GH EF 
FA IJ IJ BC 
CD IJ IJ EF 

Results and Discussion 
Saccade Latencies A 2 (familiarization duration) x 2 (unit 
type) x 2 (shape number) ANOVA revealed a main effect of 
shape number (F[1,34] = 9.63, p < .01, partial η2 = .22), and  
interaction of shape number and exposure duration (F[1,34] 
= 4.54, p < .05, partial η2 = .12); see Figure 2B. There were 
no other significant main effects or interactions. Post-hoc t-
tests revealed that saccade latencies were significantly 
greater to the first shape of units in the 20-minute (t[17] = 
3.43, p < .01), but not in the 10-minute (t[17] = 0.75, p = 
.46)  familiarization condition. Saccade latencies to the first 
and latter shapes of units were not significantly different in 
the 10- and 20-minute conditions (ts[34] < 1.71, ps > .05).  

These data suggest that participants were sensitive to the 
unit structure of the familiarization sequence after 20 
minutes, but not 10 minutes, of exposure. It is unclear why 
this was the case, given that the familiarization phase was 
identical to that of Experiment 1, in which participants did 
show evidence of sensitivity to sequence structure after only 
10 minutes. It could be that there was a ceiling effect among 
the participants in the 10-minute condition of Experiment 2. 
Previous research suggests that it typically takes a minimum 

of 150 ms for an adult to program an eye movement 
(Fischer, Biscaldi, & Gezeck, 1997). Participants may have 
already been near ceiling, with saccade latencies to the first 
shapes of units being only 169 ms on average (see Figure 
2B), such that they were unable to show significantly 
reduced saccade latencies to the latter shapes. 
 
Button Responses Figure 3B shows the mean percentage of 
pair selections on part vs. pair and pair vs. embedded trials. 
A 2 (test type) x 2 (familiarization duration) ANOVA 
revealed only a main effect of test type (F[1,34] = 10.53, p 
< .01, partial η2 = .23). Participants chose pairs as more 
familiar on significantly more trials when contrasted with 
part-sequences compared to when contrasted with 
embedded pairs, regardless of familiarization condition. 
Moreover, one-sample t-tests revealed that participants 
chose pairs as more familiar than part-sequences 
significantly more often than chance (t[35] = 5.02, p < 
.0001), but did not choose pairs as more familiar than 
embedded pairs significantly more often than chance (t[35] 
= 0.68, p = .50). These findings suggest participants 
represented pairs and embedded pairs similarly, as predicted 
by the statistical approach. 

Overall, the results of Experiments 1 and 2 investigating 
adults’ representation of embedded pairs in visual sequences 
suggest that participants represented statistical relations 
between items rather than chunks, a finding that contrasts 
with previous studies of embedded items conducted with 
auditory sequences (Giroux & Rey, 2009) and visual scenes 
(Fiser & Aslin, 2005). This difference is all the more 
striking given that our VSL task was designed to be as 
similar as possible to Giroux and Rey’s auditory SL task.  

It may be that learners represent both statistical relations 
and chunks (even proponents of the statistical approach 
argue that SL produces some kind of psychological units; 
e.g., Saffran, 2001), raising questions as to the relation 
between statistical and chunking processes (see Perruchet & 
Pacton, 2006). Another possibility, however, is that the 
assumption made by some chunking models – that higher-
order chunks always compete with and replace lower-order 
chunks – may be incorrect. If learners were able under 
certain circumstances to maintain representations of various 

10-min. familiarization 

20-min. familiarization 
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orders of chunks simultaneously, such as chunks and the 
smaller embedded chunks they contain, this might help to 
explain participants’ performance in Experiments 1 and 2.  

Servan-Schreiber and Anderson’s (1990) ‘competitive 
chunking’ model proposes that (1) learners may be able to 
represent both lower-order chunks and the higher-order 
chunks that contain them, and (2) the familiarity of a 
sequence depends on the number of stored chunks needed to 
describe it. Thus, when participants viewed pairs and 
embedded pairs at test in Experiment 2, these sequences 
may have seemed equally familiar because pairs and 
embedded pairs were each represented by a single chunk, 
not because participants represented their underlying TPs. 
Similarly, when participants viewed part-sequences and 
embedded pairs in Experiment 1, embedded pairs may have 
seemed more familiar because they were represented by a 
single chunk whereas part-sequences were not, since their 
component shapes did not occur together consistently. The 
data from Experiments 1 and 2 cannot distinguish between 
these two interpretations – that learners represented 
statistical relations, or represented both embedded chunks 
and their larger (triplet) chunks.  

Thus, Experiment 3 employed an illusory sequence design 
to: (1) examine how adults represent illusory visual 
sequences, and (2) distinguish between the statistical and 
competitive chunking explanations of Experiments 1 and 2. 
An illusory design can achieve this second aim because 
statistical and competitive chunking models make different 
predictions concerning the fate of illusory items.  

Experiment 3 

Method 
Participants Eighteen undergraduate students (N = 18; 14 
females; M age 19.6 years; range = 15.6 to 28.5) were 
recruited as in Experiments 1 and 2. Data from an additional 
4 participants were excluded from the final sample due to 
poor calibration (n = 1), eye tracker failure (n = 1), or 
sleepiness (n = 2).  

 
Stimuli Stimuli were 9 colored shapes that each loomed 
within one of 9 grid locations. Shapes were organized into 
six triplets, with each shape appearing in two triplets. The 
familiarization stimulus was a continuous sequence of 
pseudo-randomly ordered triplets. Triplets could repeat such 
that TPs were .50 between shapes within triplets and .33 
between shapes spanning triplet boundaries. Triplets were 
organized such that two illusory triplets were created that 
had the same TP structure as triplets, but were never 
presented during familiarization (Figure 4). Hereafter, the 9 
shapes will be referred to by the letters ABCDEFGHI, 
where the six triplets are ABF, DBC, AEC, GHF, DHI, GEI,  
and the two illusory triplets are ABC and GHI.  

Test stimuli were 10, 3-shape sequences. Six sequences 
were triplets, two were illusory triplets, and two were part-
sequences composed of the last shape of one triplet and the 
first shape of a different triplet. 

 
 

Figure 4. Sample triplets and illusory triplets used in Expt. 
3. Numbers above arrows indicate TPs between shapes.  

 
Apparatus and Procedure The apparatus and procedure 
were identical to Experiments 1 and 2, with the following 
exceptions: (1) participants viewed the familiarization 
sequence for 18 minutes  (80 repetitions of each triplet 
presented), and (2) half of the test trials were “triplet vs. 
part,” and half were “triplet vs. illusory” trials (Table 3).  

 
Table 3: Sample test sequences contrasted in Expt. 3.  

 
Triplet vs. Part Contrasts Triplet vs. Illusory Contrasts 
Triplet Part-Sequence Triplet Illusory Triplet 
ABF IAE ABF ABC 
DBC FDH DBC ABC 
AEC IAE AEC ABC 
GHF FDH GHF GHI 
DHI FDH DHI GHI 
GEI IAE GEI GHI 

Results and Discussion 
Saccade Latencies Saccade latencies to the first and latter 
shapes of triplets were not significantly different: t[17] = 
0.94, p = .36 (see Figure 2C). Thus, participants showed no 
oculomotor evidence of implicit learning of sequence 
structure. This was likely due to TPs between shapes within 
units being .50 in Experiment 3 (compared to 1.0 in 
Experiments 2 and 3), such that the latter shapes of units 
were not completely predictable from the previous shape, 
even if the triplet structure had been learned.  
 
Button Responses: Predictions Both statistical and 
chunking models predict that successful VSL should results 
in triplets being more familiar than part-sequences. 
Statistical models also predict that triplets and statistically-
matched illusory triplets should seem equally familiar, 
whereas chunking models predict that triplets should seem 
more familiar because they are represented by a single 
higher-order chunk (e.g., ‘ABF’), whereas illusory triplets 
are represented by two lower-order chunks (e.g., ‘AB’, 
‘BC’; Servan-Schreiber & Anderson, 1990) or no chunks at 
all (e.g., Fiser & Aslin, 2005). Even if illusory triplets are 
represented by two lower-order chunks, illusory triplets 
should seem relatively unfamiliar simply because a greater 
number of stored chunks are needed to describe them 
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(Servan-Schreiber & Anderson, 1990). 
 
Button Responses: Results A paired- samples t-test 
revealed that the percentage of trials on which participants 
chose triplets as more familiar (see Figure 3C) did not differ 
significantly when triplets were contrasted with illusory 
triplets versus part-sequences (t[17] = 0.24, p = .81). 
Moreover, one-sample t-tests revealed that participants 
chose triplets as more familiar than both part-sequences and 
illusory triplets significantly more often than chance: ts(17) 
> 2.81, ps < .02. These findings suggest that learners 
represent visual sequences in terms other than statistical 
relations between items, as predicted by chunking models. 

General Discussion 
The present series of experiments investigated processes of 
VSL. Specifically, we examined whether adults represent 
sequences in terms of chunks or statistical relations. We 
used highly comparable methods to examine performance 
on embedded and illusory item tasks that, in previous 
research, have suggested different underlying mechanisms. 

Participants in Experiments 1 and 2 provided evidence of 
representing embedded pairs, contrary to the predictions of 
typical chunking models (e.g., Orbán et al., 2008), but 
consistent with both statistical and competitive chunking 
models. Experiment 3 examined participants’ endorsement 
of illusory items to distinguish between statistical and 
competitive chunking explanations. Participants 
distinguished triplets from statistically-matched illusory 
triplets, suggesting that they represented sequences in terms 
of chunks rather than statistics. Only the Servan-Schreiber 
and Anderson (1990) competitive chunking model is able to 
account for the data obtained across all three experiments.  

Yet, the present data contrast with findings from previous 
studies of embedded (Fiser & Aslin, 2005; Giroux & Rey, 
2009) and illusory (Endress & Mehler, 2009) items. This 
may mean that current models of SL are inadequate, as no 
single model can account for performance across tasks and 
domains. However, it is also possible that the 
representations resulting from SL are task-dependent such 
that representations vary depending on characteristics of the 
information to be learned. Adults may, for instance, 
represent units and their embedded chunks when the 
quantity of information or complexity of the task is 
relatively low (e.g., Experiments 1 and 2), but may represent 
only the highest order of chunks when a greater quantity or 
complexity of information puts additional demands on 
attention and memory systems (e.g., Fiser & Aslin, 2005). 
Further research is needed to examine these possibilities.  

Regardless, the present experiments have important 
implications for theories and models of SL. Studies of 
chunking have a long history in the implicit learning 
literature, but have only recently been introduced to 
statistical learning research (Perruchet & Pacton, 2006). The 
present data suggest that our understanding of SL will profit 
from researchers continuing to consider the role chunking, 
particularly competitive chunking, may play in SL. 
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Abstract
The paper investigates how speakers understand constructions 
with deverbal nominals, i.e. nominals such as destruction that 
are morphologically related to verbs. Specifically,  given the 
expression  the  enemy’s destruction,  how  do  the  speakers 
decide  whether  the  possessive  argument  is  the  entity  that 
initiates  the  action  (agent)  or  the  entity  that  is  causally 
affected by the event (patient)? The results of an experimental 
study  show  that  this  choice  is  dependent  on  the  lexical 
semantics of the nominal. The theoretical implication is that 
deverbal  nominals  are  similar  to  verbs  in  that  they  have 
argument  structure. By studying comprehension of deverbal 
nominals  the  current  study  extends  the  scope  of  previous 
experimental  work  on  lexical  semantics  that  has  been 
primarily concerned with verbs. 

Keywords: lexical  semantics;  argument  structure;  thematic 
roles; deverbal nominals.

Introduction
Language comprehension crucially depends on the listener’s 
ability to identify the type of event denoted by a sentence 
and the roles of event participants in the event. For example, 
in the sentence  The enemy destroyed the city,  the enemy is 
the  actor,  whose  actions  causally  affect  the  city.  This 
information is encoded in the lexical semantics of the verb, 
its event and argument structure. The event structure of the 
causal verb  destroy consists of two subevents and encodes 
two event participants (Dowty, 1979; Jackendoff, 1990): 

destroy: x CAUSE (BECOME (y be-destroyed))

The  argument  structure  of  the  verb  destroy encodes  the 
relation  between  the  verb  and  its  arguments  and  their 
thematic roles:1

    destroy: (xagent, ypatient)

Linking  rules  determine  how arguments  are  mapped  into 
syntactic structure. In active sentences, the agent is mapped 
to the subject position, and the patient – to the direct object 
position. In passive sentences the mapping is reversed.  

Lexical  semantic  properties  of  verbs  have  been  studied 
experimentally,  and the processing correlates or event and 
argument  structure  are  relatively  well  understood.  For 
example,  McKoon and McFarland  (2000,  2002)  provided 
experimental support for the theoretical claim in Levin and 

1 The status of thematic roles is not uncontroversial, and many 
authors  do  not  consider  them  to  be  theoretical  primitives  (cf.  
Dowty 1989). 

Rappaport  Hovav  (1995),  according  to  which  change-of-
state verbs belong to two classes, externally and internally 
caused. McKoon and McFarland showed that constructions 
with externally caused verbs, such as  break, take longer to 
process compared to sentences with internally caused verbs, 
such as  bloom. These processing differences are attributed 
to  the  differences  in  event  structure.  Externally  caused 
change-of-state  verbs  lexically  encode  two subevents  and 
have two participants associated with these subevents, the 
agent  and  the patient,  while  internally  caused  verbs  have 
only  one  subevent  and  one  participant.  These  findings 
suggest  that  lexical  semantic  templates,  event  structure, 
specifically,  are  directly  involved  in  sentence 
comprehension.

Mauner,  Tanenhaus,  and  Carlson  (1995)  examined 
constructions with implicit agent arguments,  such as short 
passives (The game show’s wheel was spun). The authors 
showed that the processing cost of rationale clauses, such as 
…  to win a prize and lots of cash, was the same when it 
appeared after short passives, after full passives, and after 
active  sentences.  The  fact  that  implicit  and  explicit 
arguments have the same processing cost can be interpreted 
as evidence that lexical semantic information, specifically, 
the information that  a transitive event  involves two event 
participants,  agent  and  patient,  is  activated  during 
processing,  even  in  constructions  with  syntactically 
unexpressed participants. In a follow-up study, Mauner and 
Koenig  (2000)  showed  that  processing  of  implicit 
arguments  is  due  to  the  activation  of  argument  structure 
rather than to world knowledge about the event denoted by 
the verb. 

In  another  line  of  research,  Hartshorne  et  al.  (2010) 
examined linking rules of psych predicates in English and 
Japanese, and showed that the duration of the state denoted 
by a psych predicate affects the choice of linking rules. For 
long-lived  psychological  states  (cf.  Mary  loves  John)  the 
mapping  of  the  experiencer  to  the  subject  position  is 
preferred,  while  for  short-lived  states  (cf.  Mary frightens 
John) the mapping to the object position is favored. 

Compared to the impressive body of experimental work 
on verbs,  lexical semantic properties of deverbal nominals 
–  nouns  derived  from verbs,  such  as  destruction,  –  have 
hardly received any attention in psycholinguistic literature. 
This oversight is surprising, since deverbal nominals, while 
similar  to  verbs,  differ  from them in  several  respects.  A 
study  of  how  speakers  comprehend  constructions  with 
deverbal nominals can contribute to a better understanding 
of the role of lexical semantics in language comprehension. 
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To  address  this  question,  the  current  paper  studies  how 
arguments  of  deverbal  nominals  are  interpreted.  In  what 
follows,  I  first  discuss  the  properties  of  deverbal 
constructions,  and review the  theoretical  literature.  I  then 
present  the results of an experimental  study and conclude 
the paper with the discussion of theoretical implications.

Deverbal Nominals
Similarly  to  verbs,  deverbal  nominals  denote  events  or 
states.  However,  there  are  several  important  differences 
between these two lexical classes. First, arguments seem to 
be  optional  in  nominal  constructions.  Thus,  while  the 
omission of the agent argument in active sentences leads to 
ungrammaticality  (cf.  *Destroyed  the  city),  the  agent 
argument  of deverbal  nominals can be unexpressed,  as in 
The  city’s  destruction  was  horrible  to  watch.  This 
observation  might  suggest  that  deverbal  nominals  lack 
argument  structure.  An  alternative  explanation  is  that 
deverbal  nominals  have  argument  structure  but  that  the 
mapping rules are more flexible in the nominal domain.

Second, in nominal constructions both the agent and the 
patient  can  appear  in  the  same  syntactic  position.  For 
example,  in  the  enemy’s  destruction the  prenominal 
possessive argument is usually interpreted as patient but in 
the enemy’s invasion, the possessive argument receives an 
agentive  interpretation.  On  the  first  sight  the  ability  of 
different arguments to appear in the same syntactic position 
seems to parallel the difference between active and passive 
verbal constructions: the subject position is occupied by the 
agent in active constructions (The enemy destroyed the city) 
but  by  the  patient  in  passive  sentences  (The  city  was 
destroyed  by  the  enemy).  However,  these  similarities  are 
superficial:  while  in  the  verbal  domain  the  mapping  is 
marked morphologically on the verb and thus can serve as a 
cue  to  argument  interpretation,  there  is  no  equivalent  of 
passive  morphology  in  the  nominal  domain.  These 
observations  suggest  that  the  syntactic  position  is  not  a 
reliable  cue  for  argument  interpretation  in  deverbal 
nominals. In the absence of any reliable morphological and 
syntactic  cues,  how  do  the  listeners  decide  whether  the 
prenominal possessive argument in the enemy’s destruction 
is an agent or a patient?2 Before addressing this question, I 
discuss current linguistic theories of deverbal nominals. 

Theoretical Background
Apparent optionality of arguments in nominal constructions 
led some authors to believe that deverbal nominals do not 
have  argument  structure  (Dowty,  1989;  Higginbotham, 
1983).  This  position  was  most  notably  challenged  by 
Grimshaw  (1990),  who  showed  that  certain  classes  of 
nominals – Argument Structure (AS) nominals – have the 
properties  associated  with  the  corresponding  verbs:  they 

2 In  nominal  constructions  with  two  expressed  arguments 
morpho-syntax  is  a  reliable  cue  for  argument  interpretation.  In 
such cases the prenominal argument is interpreted as agent, and the 
argument realized with the preposition of is interpreted as patient, 
as in the enemy’s destruction of the city.  

denote  events  or  processes  and  obligatorily  realize  their 
patient  arguments.  Thus,  the  nominal  destruction in  the 
enemy’s  destruction  of  the  city is  an  AS-nominal.  The 
nominal chair, as in John’s chair, is not an AS-nominal: it 
refers to an object rather than to an event and does not have 
associated  arguments.  Interestingly,  under  Grimshaw’s 
analysis, the nominal  invasion, as in  the enemy’s invasion, 
would be analyzed  as a  non AS-nominal.  Even though it 
refers  to  an  event,  it  lacks  the  patient  argument.  The 
distinction  between  AS-nominals  and  non  AS-nominals 
proposed by Grimshaw became a foundational assumption 
for many linguistic theories of deverbal nominals. In what 
follows,  I  discuss  two  alternative  approaches  to  how 
prenominal  possessive arguments  are interpreted,  one that 
adopts the proposed classification of nominals as AS and 
non AS, and another that does not. 

Syntax and World Knowledge Approach 
Many  authors  assume  that  constructions  with  a  single 
possessive  argument  in  the  prenominal  position,  the  so-
called passive nominals such as  the city’s destruction,  are 
AS-nominals (Alexiadou, 2001; Doron & Rappaport Hovav, 
1991).  According to Doron and Rappaport  Hovav (1991), 
the  lexical  semantic  representation  of  these  nominals 
involves one subevent and one event participant. Thus, these 
nominal  constructions  differ  in  complexity  from  the 
corresponding verbs (cf. the representation of destroy in the 
Introduction section). 

destruction: (BECOME (y be-destroyed))
destruction: (ypatient)

The assignment of thematic roles also differs from that in 
the  verbal  domain.  According  to  Alexiadou  (2001),  the 
single argument in passive nominals is directly merged in 
the  prenominal  possessive  position  (Spec,DP).  This 
syntactic  position  is  not  associated  with  a  particular 
thematic role. As observed by Alexiadou, Anagnostopoulou, 
and  Schäfer  (2009),  the  interpretation  of  the  prenominal 
possessive argument “is rather free, and is mainly dependent 
on the concept expressed by the possessee […] In the case 
of object nouns that lack argument structure, the possessor 
can be interpreted as owner or author, [cf. John’s book]. In 
the case of  destruction, the possessor can be interpreted as 
agent/cause,  based on our encyclopaedic knowledge about 
destroy.” According to this approach, the speakers interpret 
the  prenominal  possessive  argument  in  the  enemy’s 
destruction of the city as agent or cause,  since they know 
that events of destruction usually involve a cause. However, 
since the interpretation of the possessive argument is free, in 
the  construction  the  city’s  destruction the  prenominal 
argument  can  receive  a  patient  interpretation.  Under  this 
approach, it is difficult to see what would guarantee that the 
prenominal argument in the latter construction receives the 
patient interpretation. One can argue that if an AS-nominal, 
such as  the city’s destruction, realizes one argument only, 
this argument would receive a patient interpretation, since 
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AS-nominals  by  definition  must  realize  their  patient 
arguments. 

Non AS-nominals, such as John’s analysis or the enemy’s 
invasion are assumed to lack event and argument structure. 
Their  lexical  semantic  templates  do  not  encode  any 
information  about  event  participants  or  their  roles  in  the 
event: 

invasion: ()

Prenominal  arguments  in  non AS-nominals  are  treated  as 
adjuncts,  and  their  semantic  interpretation  is  “free-
thematic”.  As  discussed  by  Doron  and  Rappaport  Hovav 
(1991), in a non AS-nominal, such as John’s analysis, John 
can  be  either  agent  (John analyzed  something)  or  patient 
(someone  analyzed  John).  This  suggests  that  world 
knowledge would play a role in how prenominal arguments 
of non AS-nominals are interpreted. 

To  summarize,  under  the  approach  discussed  in  this 
section, the interpretation of the argument in the prenominal 
possessive position is to a large extent determined by world 
knowledge.  World  knowledge  supplies  information  about 
the number of participants compatible with a given event 
and  their  roles  in  this  event.  I  refer  to  this  approach  as 
Syntax and World Knowledge because the world knowledge 
interpretation  kicks  in  when  the  argument  appears  in  a 
particular syntactic position, the prenominal possessive. 

Lexical Semantics Approach 
An  alternative  approach  developed  in  Smirnova  (2015) 
assumes that argument interpretation in deverbal nominals is 
based not on encyclopedic or world knowledge but depends 
on the lexical  semantics  of  the nominal.  In  this approach 
classification  of  nominals  as  AS  and  non  AS  becomes 
irrelevant, since all deverbal nominals are assumed to have 
argument structure.  

Smirnova (2015) classifies nominals into Agent-dominant 
and Patient-dominant groups, depending on how their single 
possessive argument is interpreted. The nominal admiration 
belongs to the former group, since its prenominal argument 
is obligatorily interpreted as agent, as in John’s admiration. 
On  the  other  hand,  destruction is  a  Patient-dominant 
nominal,  since  its  prenominal  argument  is  interpreted  as 
patient, as in  the enemy’s destruction.  The membership in 
Agent-  and Patient-dominant  groups  is  determined by the 
behavior of the corresponding verbs, specifically,  the type 
of  alternations that the verbs show, as discussed in Levin 
(1993). If a verb participates in argument alternations that 
favor one argument over the other so that the argument is 
realized  in  a  syntactically  more  prominent  position,  the 
same mapping preferences are found in the corresponding 
nominal. From this perspective, argument mapping patterns 
in  nominals  are  viewed  as  reflecting  the  same  lexical 
principles that determine argument alternation in the verbal 
domain.

Patient-dominant  nominals  are  nominals  whose 
corresponding verbs participate in alternations that favor the 

patient  argument.  Verbal  counterparts  of  these  nominals 
participate  in  Causative  alternation,  Instrumental  Subject 
alternation, etc., and are members of the following Levin’s 
classes: Change of State, Murder, Destroy, and others.  The 
Causative  alternation  (The  government  escalated  the  
conflict / The conflict escalated) favors the patient argument 
in a sense that this argument is unaffected by the alternation, 
while the agent argument is deleted. Another example is the 
Instrumental Subject alternation: The builders destroyed the  
warehouse with explosives /  The explosives  destroyed the  
warehouse (from Levin, 1993). In this alternation the agent 
is replaced with an instrument, but the patient is unaffected. 
The  Lexical  Semantics  approach  specifies  that  if  a  verb 
participates in alternations that favor the patient argument, 
the corresponding nominal favors patients as well. Thus, in 
the  nominal  domain  the  builders’ destruction  of  the  
warehouse alternates with the warehouse’s destruction  (the 
patient is preserved, the agent is absent) rather than with the 
builder’s destruction (the agent is preserved, the patient is 
absent).  Under  this  approach,  the  possessive  argument 
receives  a  patient  interpretation  because  of  the  lexical 
semantic properties of the head nominal. 

Agent-dominant  nominals  are  deverbal  nouns  whose 
corresponding  verbs  participate  in  alternations  that 
consistently  favor  the  agent  argument,  such  as  the 
Unspecified  Object  alternation,  the  Possessor  Object 
alternation,  and others.  The verbal  counterparts  of Agent-
dominant nominals are members of such Levin’s classes as 
Admire, Avoid, Inherently Directed Motion, and others. The 
Unspecified Object alternation –  John attacked the library / 
John attacked – favors the agent argument, since the agent 
argument is obligatorily present in both constructions, while 
the  mapping  of  the  patient  is  optional.  Similarly,  in  the 
Possessor  Object  alternation  the  patient  argument  is 
absorbed  into  the  argument  that  expresses  the  attribute, 
while  the  agent  is  unaffected,  as  in  John  admired  the  
volunteers  for  their  dedication /  John  admired  the  
volunteers’ dedication (adapted  from  Levin,  1993).  The 
corresponding  nominals  show  the  same  pattern:  the 
prenominal  argument  of  admiration receives  the  agent 
rather than the patient interpretation.

To  summarize,  the  Lexical  Semantics  approach  makes 
clear  predictions  about  argument  interpretation:  nominals 
derived from verbs that are members of  Change of State, 
Murder,  and  Destroy classes  are  nominals  whose  single 
possessive  argument  would  be  interpreted  as  a  patient. 
Nominals derived from verbs belonging to Admire, Avoid, 
and Inherently Directed Motion classes are Agent-dominant 
nouns.  Their  single  prenominal  argument  would  be 
interpreted  as  an  agent.  In  what  follows,  we  check  the 
predictions of this approach  experimentally.

Experiment 

Participants
Thirty  participants  were  recruited  through  Amazon 
Mechanical Turk web service. They were compensated with 
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$3 for their time. All participants were native speakers of 
English.  67% of  participants  were  males,  and  33% were 
females.  The  average  age  was  33,  with  the  youngest 
participant being 21 and the oldest 55 years old.

Stimuli
I constructed two lists of nominals, representative of Agent-
dominant  and  Patient-dominant  classes,  using  the  criteria 
identified  in  Smirnova  (2015).  Specifically,  using  Levin 
(1993) as a source,  I  first  constructed a list of verbs.  For 
Agent-dominant group, I used verbs that were members of 
Admire, Avoid, and Inherently Directed Motion classes. For 
Patient-dominant  group,  I  selected  members  of  Destroy, 
Murder,  and Change of  State classes.3 Next,  I  considered 
whether the verb can plausibly appear with the same word 
as subject and object. Verbs that impose different animacy 
requirements  on  their  subject  and  object  arguments  were 
removed.  For  each  of  the  remaining  lexical  items,  three 
sentences  were  constructed.  The  first  two  sentences 
involved  a  verb,  and  the  third  sentence  contained  the 
corresponding  nominal.  The  stimuli  for  assassinate/  
assassination looked as follows:

The killer assassinated the victim. (1)
The gang assassinated the killer. (2)
The killer’s assassination was recorded on camera. (3)

Zero-derived  nominals  and  their  corresponding  verbs, 
such  as  love,  as  well  as  nominals  with  -ing suffix,  were 
discarded at this stage. The sentence with the corresponding 
nominal was constructed in such a way so that it does not 
bias the interpretation towards the event reported in either of 
the previous two sentences. 

These  sentences  were  read  by  2  native  speakers  of 
English, and were judged as natural or unnatural. Unnatural 
sentences  were  removed  from  the  list.  Using  this 
methodology, I arrived at 16  items for the Agent-dominant 
group, and 28 items for the Patient-dominant group. In order 
to  control  for  group  sizes,  I  randomly selected  14  items 
from the latter. Thus, the final list of stimuli consisted of 30 
items. Full list of the items can be found in the appendix. 

Design
The study consisted of two parts. In the first part I asked 
participants to judge the naturalness of sentences. Each verb 

3 Certain  classes  were  excluded  for  syntactic  and  semantic 
reasons.  For  example,  the  class  of  Correspond  verbs  (Agent-
dominant  group)  was  not  included  because  these  verbs  either 
require  a  plural  subject  (The  trucks  collided)  or  a  complement 
introduced by  with  (The truck collided with the lamppost). Since 
both constructions are syntactically different from plain transitive 
constructions used in the experiment, this class was not included. 
Amuse verbs (Patient-dominant group) were not included because 
the group is not homogeneous: some of these verbs, such as amuse, 
allow their subject arguments to receive an agentive interpretation, 
while  others,  such  as  concern,  do  not  (Levin,  1993).  Since  the 
availability  of  an  agentive  interpretation  is  crucial  to  the  study 
design, Amuse verbs were not included in the experiment. 

was paired with a particular noun, so that in one sentence 
the  noun  appeared  as  the  verb’s  subject,  and  in  another 
sentence  the  noun  appeared  as  the  verb’s  object.  For 
example,  the noun  killer paired with the verb  assassinate 
resulted in the following two sentences:

Subject form: The killer assassinated the victim. (1)
Object form: The gang assassinated the killer. (2)

Since each  of  the original  30 verbs was used twice,  as 
shown  above  for  assassinate,  there  were  a  total  of  60 
sentences.  I expected that all of these sentences would be 
judged  natural,  which  can  potentially  make  the  task 
monotonous and boring. To control for this, I also included 
40 filler items, which were deliberately constructed to sound 
unnatural  (The lamp chased  the mouse).  The  order  of  all 
sentences  was  randomized.  The  naturalness  task  was 
included  as  a  control  to  ensure  that  any  observed 
experimental effects are not due to unnatural language use. 

 In  the  second  part  the  participants  had  to  choose  a 
continuation of a story. The pairs of sentences with the same 
verb  were  presented  as  the  beginnings  of  two  different 
stories, i.e. (1) above as the beginning of Story 1, and (2) as 
the beginning of Story 2. After reading the two beginnings, 
the participants were presented with a new sentence.  The 
new  sentence  contained  a  deverbal  nominal  with  the 
prenominal  possessive,  as  in  (3)  above.  The  prenominal 
possessive has previously appeared as the subject  (1) and 
the  object (2) in the verbal constructions. 

The participants were asked if the new sentence continued 
the first or the second story. Based on Smirnova (2015), I 
expected that the new sentences will be more likely to be 
paired with the object form in the Patient-dominant group 
compared to the Agent-dominant group. For example, since 
assassination is a Patient-dominant nominal, (3) should be 
judged as  a  continuation of  sentence  (2)  more often than 
sentence (6) is judged as continuation of sentence (5), since 
the latter has a nominal from the Agent-dominant group. 

Subject form: The magician admired the singer. (4)
Object form: The child admired the magician. (5)
New sentence: The magician’s admiration became an 

obsession. (6)

The  answers  to  the  continuation  judgments  task  were 
marked on an 11 point Likert scale, from 1.0 to 2.0 with one 
decimal  point  interval  between  alternatives.  The  answers 
between 1.0 and 1.4 indicated preference for Story 1, the 
answers between 1.6 and 2.0 indicated preference for Story 
2,  and  1.5  indicated  that  the  new  sentence  could  be  a 
continuation of either story. 

Procedure 
After  reading  the  instructions  the  participants  were 
presented  with 60  experimental  items and  40  filler  items 
from the naturalness judgments task. In the second part of 
the experiment, participants were presented with 30 paired 
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stories from the continuation judgments task. The study was 
conducted on-line, using the Quartics survey software, and 
for most participants it took between 15 and 20 minutes to 
complete the study.

Results 
First I checked if the target sentences in the naturalness task 
were judged acceptable.  If  a sentence was judged natural, 
the answer was coded as 1, and if it was judged unnatural, 
the  answer  was  coded  as  2.  Collapsing  across  individual 
verbs,  there  was  a  strong  pattern  for  judging  the  target 
sentences as acceptable, for the Patient-dominant (M=1.08, 
SD=0.05)  and  for  the  Agent-dominant  groups  (M=1.06, 
SD=0.05), while the filler sentences were judged unnatural 
(M=1.99,  SD=0.01).  There was a significant  trend for  the 
Agent-dominant sentences to be judged more natural than 
the  Patient-dominant  sentences  (t(29)=2.30,  p=0.03,  two-
tailed),  yet  both  types  of  target  sentences  were 
overwhelmingly  judged  natural.  The  observed  pattern  is 
illustrated in the top panel of Figure 1.

Figure 1: Naturalness and continuation judgments

    Knowing that both types of target sentences are perceived 
as  natural  allowed  me  to  proceed  to  testing  my  main 
hypothesis,  namely,  that  sentences  with  Patient-dominant 
nominals  will  prompt  object-based  inferences  more  than 
sentences  with  Agent-dominant  nominals.  The  answers 
from the continuation task were used to compute preference 

for  the  object  versus  the  subject  form,  where  1.0  was 
absolute  preference  for  the  object,  and  2.0  was  absolute 
preference for the subject. For the Agent-domain group, the 
mean was  M=1.20,  SD=0.13,  indicating strong preference 
for subject-based continuation (the mean was significantly 
different from the chance level at 1.5,  t(29)=13.08, p<.001, 
one  sample  one-tailed  test).  The  mean  for  the  Patient-
dominant  group  was  M=1.55,  SD=0.14,  which  showed  a 
weak but statistically significant preference for object-based 
continuation (t(29)=2.02, p=.03, one sample one-tailed test). 
The pattern is  presented in the bottom panel of Figure 1. 
Most importantly,  confirming my hypothesis,  there  was a 
strong  difference  between  the  Agent-dominant  and  the 
Patient-dominant  groups  (t(29)=10.15,  p<.001,  one-tailed 
paired  t-test),  suggesting  that  subject-based  continuations 
were  more  likely  for  the  Agent-dominant  verbs,  while 
object-based continuations were more likely for the Patient-
dominant group. 

Taken  together,  the  observed  results  suggest  that 
deverbal  nominals  reflect  the  semantic  properties  of  the 
verbs from which they are derived, and that such differences 
cannot  be  simply  explained  by  the  effect  of  world 
knowledge.

General Discussion 
Language comprehension crucially depends on the listener’s 
ability to understand what roles participants have in a given 
event.  While  previous  experimental  studies  have  focused 
primarily  on  representation  and  processing  of  lexical 
semantic  information  in  verbs,  I  presented  the  results  of 
what  I  believe  is  the  first  experimental  study  on  the 
interpretation  of  arguments  in  deverbal  nominals.  The 
results  have  a  number  of  theoretical  implications.  First,  I 
showed that argument interpretation in nominals is sensitive 
to  the  type  of  the  corresponding  verb.  Nominals  whose 
corresponding verbs participate in alternations that favor the 
agent  argument  are  nominals  whose  single  prenominal 
argument tends to receive the agent interpretation. Nominals 
whose  corresponding  verbs  participate  in  alternations  that 
favor  the  patient  argument  are  nominals  whose  single 
prenominal argument  tends to be perceived as patient. The 
observed  results  provide  empirical  support  for  the 
generalizations presented in Smirnova (2015).

Second, the observed  correspondences between verbs and 
nominals  can  be  explained  if  we  assume  that  nominals 
inherit argument structure of the corresponding verbs. These 
results are incompatible with the assumption that nominals 
lack  argument  structure  altogether  (cf.  Dowty,  1989; 
Higginbotham, 1983). 

Third, the results of this study contribute to the discussion 
about  the  assumed  ontological  distinction  between  AS-
nominals,  i.e.  nominals  that  have  verbal  properties  and 
obligatorily  realize  the  patient  argument,  and  non  AS-
nominals,  i.e.  nominals  that  surface  without  expressed 
patient arguments. A general consensus in the literature is 
that non AS-nominals, such as  the magician’s admiration, 
lack argument structure, and that the interpretation of their 
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prenominal argument is “free-thematic” – it depends on the 
speakers’ world knowledge about the type of the event or 
state  denoted  by  the  nominal.  The  results  of  the 
experimental  study  reported  here  show  that  the 
interpretation of prenominal arguments in the so-called non 
AS-nominals is not free: these nominals strongly favor the 
agent interpretation. Importantly,  this preference cannot be 
explained  in  terms of  world knowledge,  since each  event 
had  two  plausible  event  participants,  as  naturalness 
judgments  indicated,  yet  the  choices  of  the  interpretation 
differed from chance. These results challenge the analysis of 
these nominals as lacking argument structure, and invite us 
to reconsider the motivation for grouping constructions such 
as  John’s  admiration together  with  nominals  referring  to 
objects, such as John’s book. 

Acknowledgments
This  research  was  supported  by Language  Learning  fund 
from  the  Department  of  Linguistics  at  the  University  of 
Michigan.  I  thank  Ray  Jackendoff  for  comments  on  the 
theoretical  proposal  on  which  the  experimental  work 
presented here is based.

Appendix

Patient-dominant Group 
1. enlarge / enlargement
2. escalate / escalation
3. compress / compression
4. democratize / democratization
5. devastate / devastation
6. magnetize / magnetization
7. demolish / demolition
8. assassinate / assassination
9. harmonize / harmonization
10. eliminate / elimination
11. expand / expansion
12. decentralize / decentralization
13. levitate / levitation
14. improve / improvement   

Agent-dominant Group
1. admire / admiration
2. tolerate /  tolerance
3. appreciate / appreciation
4. depart / departure
5. enjoy / enjoyment
6. hate / hatred
7. venerate / veneration
8. exalt / exaltation
9. avoid / avoidance
10. revere / reverence
11. lament / lamentation
12. idolize / idolization
13. evade / evasion
14. resent / resentment

15. enter / entrance
16. adore / adoration 
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Abstract 

Recent research has suggested that people make physical 
predictions based on extrapolation from a noisy representation 
of the world, which gives rise to a probabilistic distribution 
over possible future worlds. But can people use the 
uncertainty of their predictions to inform their decisions, or 
can people access only a single possible future? Here we 
demonstrate that confidence-sensitive decisions about the 
future track the amount of uncertainty expected from 
probabilistic forward extrapolations. Participants were asked 
to make predictions about where a ball would go and indicate 
an expected range around that prediction. This range was well 
correlated with two measures of uncertainty: variability in 
predictions across participants and the amount of uncertainty 
expected by a model of physical prediction. This suggests that 
people form a probabilistic distribution over possible futures 
in the course of physical prediction and base their decisions 
about the future on this range. 

Keywords: prediction; uncertainty; physical reasoning; noisy 
Newton physics 

Introduction 
Imagine you are playing pool, and the game is coming to the 
end. You have a straight shot to win the game: the most 
likely outcome of the shot you are planning is for the cue 
ball to hit the 8-ball and knock it into the pocket, winning 
the game. But what if you are wrong? If you accidentally hit 
the cue ball differently (e.g., too hard or with too little 
English), it may also go into the pocket and you will instead 
lose. Thus if you consider alternative possibilities, you 
might think that your planned shot is too risky. For many 
real-world situations, it is imperative to not only consider 
the most likely outcome of a physical event, but also less 
likely possibilities (Kording, 2007). But do we actually take 
the range of possible futures into account when we make 
such predictions? 

Recent research has suggested that people accomplish 
physical prediction tasks by extrapolating the future state of 
the world using accurate laws of Newtonian mechanics, but 
also incorporate uncertainty about the current state of the 
world – termed the “noisy Newton” theory of physical 
reasoning (Battaglia, Hamrick, & Tenenbaum, 2013; 
Sanborn, Mansinghka, & Griffiths, 2013; Smith & Vul, 
2013). In this framework, it is assumed that people start 
with a model of the current state of the world that includes 
uncertainty about the locations, attributes, and motions of 
objects due to unobservable properties (e.g., friction 
coefficients) and noisy perceptual estimates. People then use 

an “intuitive physics engine” to propagate the world forward 
given this uncertainty and obtain probabilistic estimates 
about the objects’ future locations and motions, drawing on 
these probabilistic predictions to make relevant decisions 
(Battaglia et al., 2013; Smith, Dechter, Tenenbaum, & Vul, 
2013; Smith & Vul, 2013). 

However, while prior work has assumed that that people 
develop a probability distribution over possible future 
physical states, this theory has not been directly tested. 
Although prior physical models explain behavior across 
people and scenarios, it is possible that aggregate 
probabilistic behavior can arise from individuals who each 
only consider a single future outcome (Daw & Courville, 
2008) and who would thus be incapable of considering the 
dispersion of possible outcomes. In this case, prior models 
would not describe how individuals behave, but would only 
constrain behavior averaged over large numbers of people 
or scenarios. Therefore, we aim to investigate the richness 
of individuals’ representations about the future: do we 
consider a distribution of possible physical outcomes, or just 
a single sampled outcome? 

Prior studies of decisions under uncertainty in sensory-
motor tasks have shown that people behave as if they have 
access to a full probability distribution, or at least the first 
few moments (e.g., mean and variance). For instance, we 
can integrate haptic and visual information in a way that is 
sensitive to the variance of the noise in each of the 
modalities (Ernst & Banks, 2002), we behave as if we are 
inferring the expected value over a probabilistic distribution 
of outcomes in visual (Whiteley & Sahani, 2008) and motor 
(Trommershäuser, Landy, & Maloney, 2006) gambles, and 
we can make rational tradeoffs between our visual and 
motor uncertainty (Battaglia & Schrater, 2007). Similarly, 
we are sensitive to probability distributions over more 
abstract outcomes; our conditional predictions about 
quantities like the total baking time of a cake reflect an 
appreciation of not only the mean and variance, but also the 
shape of the distribution of cake baking times (Griffiths & 
Tenenbaum, 2006). Yet most of these tasks require 
reasoning about a probability distribution over the current 
state of the world, or internal noise that might be learned 
from experience (e.g., motor uncertainty). Thus it is not 
clear whether this knowledge of uncertainty would extend to 
tasks in which the uncertainty arises from stochastic 
extrapolation of the physical world. 
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Here we first present an experiment in which participants 
made predictions about a range of outcomes where an object 
would end up after moving under occlusion, and find that 
participants’ predicted range widths are correlated with the 
amount of variability across participants, suggesting people 
know when their predictions will be more variable. We then 
show the breadths of these predictions are consistent with 
the uncertainty arising from forward predictions in a prior 
noisy Newton model of human physical extrapolation 
(Smith & Vul, 2013). Together, these results suggest that 
people can, and do, use the prospective uncertainty of their 
physical predictions to inform their judgments. 

Experiment 
To measure subjective uncertainty in human physical 
predictions, we showed participants a ball bouncing around 
a rectangular table on a computer screen and asked them to 
predict where the ball would end up after a period of 
occlusion by adjusting the vertical position and size of a 
paddle. 

Methods 
Fifty UCSD undergraduate students participated in this 
experiment for course credit. All participants had normal or 
corrected to normal vision. Of these participants, seven were 
excluded from analysis because we did not capture a full set 
of data (either due to participants leaving early or data 
recording errors), leaving 43 participants’ data for review. 

Participants viewed a 40cm x 32cm computer monitor 
from a distance of 60cm. The screen depicted a “table” 
(31.25cm x 28.125cm) that a computerized ball would move 
around, bouncing off of the table walls according to 
idealized Newtonian physics, implemented in the Chipmunk 
2D physics engine (Lembcke, 2011). The ball always 
moved at a constant velocity of 15.625cm/s. Participants 
controlled a paddle at one end of the table: they could move 
the paddle vertically (but not horizontally) with the mouse, 
and could change the size of the paddle with the mouse 

scroll wheel. Paddle size was constrained such that the 
smallest size was 0.78cm, and the largest was 7.8cm. The 
paddle size always started at 3.1cm, but participants were 
required to adjust the size at least once to discourage them 
from simply using the default setting. 

Participants observed the motion of the ball for 500ms 
(Figure 1, left), and then a portion of the screen would be 
occluded. Participants were then asked to position the 
paddle so that it would catch the ball if the ball continued on 
its trajectory (Figure 1, center). Time was not limited, so 
participants could spend as long as they liked positioning 
and resizing the paddle before clicking the mouse to register 
their response. Participants earned points if they caught the 
ball. Feedback was provided by showing the path of the 
ball, starting from the point where it was occluded and 
traveling until it reached the plane of the paddle. Finally, a 
notification appeared if the participants had caught the ball 
and earned points (Figure 1, right). 

To motivate participants to use paddle sizes other than the 
largest, the number of points earned for a catch was 
inversely proportional to the size of the paddle. Thus we 
expected that when participants were more certain, they 
would confidently choose a smaller paddle size to earn more 
points (and vice versa when they were less certain). Points 
were used as an intrinsic motivation but did not otherwise 
affect credit or compensation for participants.  

Each participant was provided with the same 450 trials 
(differing in the observed motion of the ball and horizontal 
location of the paddle) in a randomized order. There were 
50 trials in each of nine conditions that varied how the ball 
would move while occluded: the distance the ball travelled 
(short: 18.75cm, medium: 25cm, long: 31.25cm) crossed 
with the number of times the ball bounced off of the sides of 
the table (0, 1, or 2) before it reached the plane of the 
paddle.1 To ensure the ball would travel a fixed distance, the 

                                                             
1 Two of the trials from the short, 2 bounce condition were 

excluded from analysis due to an error that led to different 
observations across participants. 

Figure 1: Diagram of a trial. Left: Participants observe a ball in motion for 500ms (dotted line is not shown). Center: The path 
of the ball becomes occluded and participants must move the paddle and change its size to catch the ball when it would cross 
the plane of the paddle. A ‘Wager’ is shown that grows larger with smaller paddles, and vice versa. Right: After a response is 

registered, the continued path of the ball is shown and participants earn points if the ball is caught. 
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horizontal position of the paddle varied across trials. 
For each trial, we obtained two measurements from each 

participant: the center point of the paddle to indicate their 
best guess about where the ball would go, and the size of the 
paddle to indicate their confidence in that prediction. On 
each trial, we also determined where the ball actually 
crossed the plane of the paddle according to computerized 
Newtonian mechanics, and we will call this location 
“ground truth.” 

Participants were given five practice trials with no 
occlusion to ensure that they understood the ball would 
move with Newtonian mechanics and then eight further 
practice trials with occluded movement to ensure they were 
comfortable with the task and controls. 

Results 
Because idealized Newtonian mechanics is deterministic, 
the ground truth outcomes from the computer physics 
engine have no variability, and thus we cannot compare 
participants’ internal measures of uncertainty against 
“ground truth variability” in the trial outcomes based on 
computer physics. Instead, we measured whether people 
have an internal measure of variability that accurately 
reflects the variability in behavior across people, which can 
be used as a proxy for the amount of variability in any 
individual’s predictions. We aggregated across people 
within each trial to calculate two measures of uncertainty: 
(1) across-subject variability in behavior was measured as 
the standard deviation of participants’ predictions for each 
trial, and (2) within-subject uncertainty was measured as the 
average paddle length used for each trial. Because these 
measures were determined from separate response 
dimensions, any relationships between the two measures 
must be modulated solely by participants’ own conception 
of their prediction uncertainty. 

 
Uncertainty across conditions We initially tested whether 
our measures of across-subject variability and within-
subject uncertainty followed our qualitative predictions 
across conditions: as the difficulty increased with greater 
distance or more bounces, would both variability and 
uncertainty increase? Prior work suggests that variability 
across participants should increase as both distance and 
number of bounces increase (Smith & Vul, 2013), so if 
people have an accurate representation of their own 
uncertainty, they should make the paddle larger in the more 
difficult conditions as well. 

Consistent with prior work, we find that the standard 
deviation of predictions across participants increases with 
distance (F(2,439)=51, p<0.001) and number of bounces 
(F(2,439)=77, p<0.001), and is somewhat modulated by the 
interaction of the two (F(4,439)=2.7, p=0.030; see Figure 2, 
top), which suggests that the difference between distances 
becomes smaller with more bounces. Post-hoc analyses 
using a Tukey Range Test suggest that both the short and 
medium no-bounce conditions are significantly less variable 
than all other groups, and the long and medium one and two 

bounce groups are significantly more variable than all other 
groups.  

A similar pattern is seen in the average length of the 
paddles: participants use larger paddles as the distance 
(F(2,439)=30, p<0.001) and number of bounces 
(F(2,439)=19, p<0.001)  increase, though again there is an 
interaction (F(4,439)=7.0, p<0.001; see Figure 2, bottom), 
again due to smaller differences between distance conditions 
with 1 or 2 bounces. Post-hoc analysis suggests that this was 
more driven by the short, no bounce condition, for which 
people used significantly shorter paddles than all other 
conditions, and the medium, no-bounce condition, which 
had significantly smaller paddles than any of the long 
conditions. All analysis was performed on aggregate trial 
data, so each trial contributed a single data point to the 
analysis. 

While it is encouraging that both across-subject 
variability and within-subject uncertainty varied 
systematically across conditions, there is considerable 
variation in both measures across trials within each 
condition; for instance, some trials in the easiest (short, no 
bounce) condition yielded greater uncertainty than some 
trials in the hardest (long, two bounce) condition. 
Furthermore, participants cannot know the distance the ball 
will travel or the number of bounces it will take without first 
extrapolating the motion of the ball, so the trial condition is 
only meaningful to subjects insofar as it maps onto their 

Figure 2: Top: Across-subject variation (standard deviation 
of paddle center across participants [cm]). Bottom: Within-
subject uncertainty (average paddle size across participants 

[cm]). Each point represents a single trial, grouped by 
condition, with a boxplot representing the interquartile 

range across trials for that condition. Uncertainty, 
represented by greater variability and paddle lengths, 

increased with more bounces and greater distance. 
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own extrapolation. We therefore next ask whether 
variability and uncertainty differ systematically across trials 
regardless of condition. 

 
Meta-knowledge of uncertainty by trial In order to test 
whether people have accurate access to prediction 
uncertainty beyond gross trial categories, we can ask 
whether the measures of within-subject uncertainty (paddle 
sizing) correlate with across-subject variability across trials. 

The standard deviation of predictions across participants 
correlated significantly with the average paddle length for 
each trial (r=0.45, 95% CI: [0.37, 0.51], see Figure 3). This 
correlation remains significant even when variability due to 
trial condition (number of bounces and distance) is factored 
out (rpartial=0.23, 95% CI: [0.14, 0.31]), indicating that 
people discern their uncertainty for specific trials based on 
subtle differences in observations. 

 
Individual differences in certainty While we demonstrated 
that there is an aggregate relationship between within-
subject uncertainty as measured by mean paddle size and 
across-subject variability of paddle placement, there was 
also a large amount of individual variability in the risk 
participants were willing to take – some generally used 
smaller paddles, and some were more risk averse and almost 
always used as large a paddle as possible. The average 
paddle size used varied across participants from 1.9cm (25% 
of the maximum paddle size) to 7.6cm (98% of the 
maximum size). 

Furthermore, participants were remarkably consistent in 
their relative paddle sizing. We calculated how each 
participant’s paddle size differed from the average for each 
trial. The split-half correlation of this difference (averaged 

across two sets of trials, within participants) was extremely 
high: (r=0.998, 95% CI: [0.996, 0.999]), suggesting that 
some participants in general are simply more or less risk 
averse. However, this risk aversion was not driven by some 
participants knowing they are more accurate – there was no 
appreciable correlation between average paddle sizing and 
individual average prediction errors (r=0.04, 95% CI: 
[-0.26, 0.34]). 

Despite the range in riskiness, we can ask whether there is 
evidence that individual participants had access to internal 
measures of uncertainty. Though the standard deviation of 
predictions for a given trial is necessarily an across-
participant measure, we treat this as an approximate 
measure of each individual participant’s internal 
uncertainty. We therefore tested whether an individual’s 
paddle sizing correlated with the across-participant 
variability across all trials.  

Because there is more noise in individual paddle sizes 
than average paddle sizes, the individual correlations are 
lower and extremely variable (mean r: 0.10, sd: 0.11, see 
Figure 4). Nonetheless, there is evidence that participants on 
average modulate their paddle sizes by how variable across-
participant predictions are (t(42)=6.1, p<0.001), and we 
found positive correlations for 74% of participants (32 of 
43). This suggests that most individuals informed their 
paddle sizes by an assessment of prospective uncertainty.  

 
Learning over time Participants received feedback after 
each trial, which could allow for learning non-physical 
contingencies between the initial ball motion and where the 
ball crossed the plane of the paddle. If participants were 
learning in this way, it is possible that the relationship 
between variability and paddle size might have arisen from 
mechanisms other than physical extrapolation.  

However, there was evidence of only small improvement 
in prediction over time. Controlling for subject and trial 
effects, we find that prediction error (average paddle 

Figure 3: Within-subject uncertainty (average paddle 
length) is well explained by across-subject variability 
(standard deviation of paddle center; r=0.45). Each 

point represents a separate trial. 
 Figure 4: Histogram of correlations between standard 

deviation of predictions across participants and individual 
paddle sizes across trials. Most participants had a positive 
correlation, suggesting individual access to probabilistic 

distributions over potential future states of the world. 
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distance from the ground truth) only decreased by 6.4*10-4 
cm/trial (95% CI: [3.1*10-4, 9.8*10-4]), which would 
suggest an improvement of 0.29 cm over the experiment, or 
about 6.8% of the average error.  

In addition, there was no evidence that participants 
changed their paddle sizing strategy over the experiment: 
controlling for subject and trial effects, there was only a size 
increase of 8.0*10-5 cm/trial (95% CI: [-4.7*10-5, 20.6*10-

5]), which would be equivalent to an increase of 0.04 cm, or 
0.8% of the average paddle length over the entire 
experiment. Nor was there evidence that the average 
participant’s scores improved over the experiment: there 
was only an estimated score improvement of 0.0036 points 
per trial (95% CI: [-0.0006, 0.0078]), which would be an 
average improvement of only 1.6 points from the initial to 
final trials. 

Because there was little change in participants’ 
performance on the task over the course of the experiment, 
we can be confident that we are not studying strategies 
learned during the experiment, but rather physical intuitions 
that were formed previously. 

Forming a representation of uncertainty 
Although an individual’s uncertainty tracks with the amount 
of variability across people, we might wonder how that 
representation of uncertainty is formed. For this we turn to a 
prior model of physical prediction from Smith and Vul 
(2013). We show that the amount of uncertainty expected by 
this physical prediction process explains participants’ 
individual uncertainty, even above and beyond the 
expectations from across-participant variability in 
predictions. 

Physical prediction model 
Smith and Vul (2013) used a task similar to the current 
experiment to elicit physical predictions.2 In this study we 
found that predictions of ball motions were well captured by 
assuming that people used a noisy Newton model with two 
general sources of uncertainty: perceptual uncertainty about 
the initial location and trajectory of the ball at the moment 
its motion was occluded, and dynamic uncertainty 
accounting for accumulated noise as the ball traveled along 
its path (e.g., it might not travel in a perfectly straight line 
due to a rough floor or imperfections in the ball). We also 
found that people had a prior belief that the ball would 
travel towards the center of the screen, and that their 
predictions were a combination of motion extrapolation with 
this prior belief. 

The uncertainty and prior parameters for this model were 
fit based on aggregate participants’ predictions, as described 
in Smith and Vul (2013). Crucially, no information about 
paddle size was used to parameterize the model, which 
allows for a clean comparison between the uncertainty in 

                                                             
2 The main differences in that study were that participants used a 

paddle with a fixed length and had a limited time to “catch” the 
ball. 

predictions expected by the model and the individual 
uncertainty expressed by participants via paddle sizing. 

Accuracy of physical model 
As observed in similar work (Hamrick, Smith, Griffiths, & 
Vul, 2015; Smith, Dechter, Tenenbaum, & Vul, 2014; Smith 
& Vul, 2013), participants’ predictions are well explained 
by the physical model. Participants’ average predictions for 
each trial were correlated with the ground truth position 
where the ball crossed the plane of the paddle (r=0.87, 95% 
CI: [0.85, 0.89]), but participants were systematically 
biased to predict the ball would cross closer to the middle of 
the screen. Nonetheless, the physical prediction model could 
account for these systematic biases; this model made similar 
errors (deviations from ground truth) to participants on each 
trial (r=0.80, 95% CI: [0.77,0.83]). This suggests that we 
are capturing the process participants are using to make 
physical predictions. 

Measures of uncertainty 
Because this physical model produces probabilistic 
predictions for each trial, we can treat the variability in these 
predictions as a representation of the uncertainty that 
participants’ would be expected to hold for each trial. We 
can therefore investigate whether participants adjust paddle 
size based on this prospective uncertainty about possible 
futures. 

The average paddle size for each trial was well correlated 
with the uncertainty expected under the noisy Newton 
model (r=0.45, 95% CI: [0.37, 0.52], see Figure 5), which 
provides evidence that participants were drawing on 
information from a probability distribution over possible 
outcomes to decide how confident they are.  

Figure 3: Within-participant average paddle length 
is well explained by the uncertainty in the noisy 
Newton model (r=0.45). Each point represents a 

separate trial.  
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However, the uncertainty expected by the noisy Newton 
model also correlated well with the standard deviation of 
participants’ predictions (r=0.51, 95% CI = [0.43, 0.57]). 
Thus we must ask whether the uncertainty in the model is 
capturing any internal psychological mechanisms, or simply 
correlating with paddle sizing because it is explaining the 
variability in participants’ predictions. To test this we can 
ask whether the model uncertainty has any explanatory 
power beyond the measure of across-participant standard 
deviation. We find that with across-participant variability 
partialed out, there is still a relationship between noisy 
Newton uncertainty and paddle length (rpartial=0.28, 95% 
CI: [0.20,0.37]). Conversely, we find that across-participant 
standard deviation can explain the uncertainty produced 
with paddle sizing, even above and beyond the uncertainty 
from the noisy Newton model (rpartial=0.29, 95% CI: 
[0.20,0.37]). This pattern of partial correlations indicates 
that both across-subject variability and noisy forward 
physical simulations are capturing partially independent 
aspects of the uncertainty that individuals use when 
determining their confidence to adjust the size of a paddle. 

Discussion 
In this paper we show that people have access to an internal 
representation of uncertainty over potential future world 
states, which can be used in decisions of how much risk to 
take on in a particular situation. Across trials, participants 
shrank their paddle to catch the ball when there was less 
variability in possible futures and used larger paddles when 
there was more variability. 

Uncertainty in the future was measured in two ways: as 
the variability of point predictions across participants and as 
the uncertainty estimated with a probabilistic model of 
physical reasoning. Both estimates of uncertainty were 
related, but each separately explained how people use 
uncertainty to set the size of the paddle. This may be 
because both are noisy estimates of the same mechanism: 
across-subject variability in paddle placement will reflect 
more than the average participant uncertainty, while the 
average participant uncertainty may not be perfectly 
captured by our simple physical model. Nonetheless, each 
measure seems to capture part of the internal representation 
of uncertainty that people hold. 

These results provide further insight into the mechanisms 
underlying physical prediction, demonstrating that people 
do hold a probabilistic representation of future physical 
outcomes, as suggested by the noisy Newton theory. This 
leads to the question of how this sort of uncertainty arises in 
the brain. Determining the posterior predictive distribution 
of where the ball will cross the plane of the paddle is a 
computationally taxing task, and similar distributions can 
only be achieved in noisy Newton models through sampling 
a number of possible futures. Concurrent research suggests 
that this method might be shared by the mind – we appear to 
make judgments about physical events based on a limited 
number of samples of future world states (Hamrick et al., 
2015), since a limited number of samples may be enough to 

make efficient predictions (Vul, Goodman, Griffiths, & 
Tenenbaum, 2014). While it is possible to get some sense of 
the spread of predictions based on just a few samples, it 
remains an open question how people exploit a sampling 
process to estimate their prospective uncertainty and inform 
their judgments. 
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Abstract 

To study the cognitive role that tangible objects play in design 
thinking, we gave 17 architects and novice students a set of 
blocks and asked them to design their dream house. Although 
the blocks seem simple they are filled with perceptual 
surprises. We regard manipulating blocks as a form of 
physical thinking because through interaction designers 
increase the dimensionality of their design space. This 
happens because a) perceptual ambiguity leads to multiple  
semantics - multiple ways of identifying what shapes are  out 
there, and b) kinesthetic and other forms of non-visual 
interaction enables designers to feel inertia, mass, force and 
gravity and thereby encounter blocks and their relations in 
additional ways. The effects of tangibility and enactive forms 
of perception is that the design space expands, often leading 
architects to more divergent thinking. Physical interaction 
broadens the basis of creativity.  

Keywords: multimodal interaction; extended cognition; 
architectural design; blocks world; design thinking; creativity 

Introduction 

Much research has been done on how designers think by 

sketching on paper or tablet (Suwa and Tversky, 1997; 

Bilda and Demirkan, 2003); considerably less has been done 

on how they think with physical objects (Kim and Maher 

2008; Maher et al, 2014), either when making a model of a 

nearly completed structure or in the early conceptual phases 

of design. Our goal in this qualitative study is to understand 

how architects make use of physical blocks to arrive at an 

early conception of a building design. Seventeen subjects 

were positioned in front of a 4’ x 4’ wooden model of a 

generic building site (Figure 1). Their task was to design 

their dream house from 3D printed blocks scattered on the 

site. We report here on how the blocks were used to 

facilitate creative design thinking. We found trends that 

suggest more experienced designers exhibit physical 

behaviors that distinguish them from novices. In addition, 

we argue that these interactive strategies enable forms of 

thought that would be hard if not impossible to reach 

otherwise.  

Background 

Architects make many types of physical models including 

massing models, concept models, detail models, section 

models and many more. They use materials like paper, 

wood, plastic, and rockite (a casting material) to construct 

complex assemblies by performing operations like folding, 

joining, pouring, cutting, and layering using tools as 

different as knives, laser cutters, hammers, jigs, clamps, and 

3D printers. In our study we abstract from the making 

process and reduce architectural model making to picking 

and placing physical blocks. This limits the range of 

possible forms but highlights the nature of tangible 

interaction as designers move blocks against each other, 

drag them over the site, build assemblies and so on. 

When architects make physical models – especially when 

exploring design possibilities – we believe they are literally 

thinking with those objects. They are not just manipulating 

objects and inducing internal representations, as if only by 

working with those inner elements can we think. Our view, 

like Andy Clark’s (2013), is that cognition extends beyond 

the brain to include physical manipulations and 

transformations. Sometimes brains drive thinking forward 

and sometimes the events happening around us drive 

thinking forward. If our coupling is tight enough the 

simplest explanation of why thought unfolds as it does will 

inevitably include our manipulation of epistemically 

 

 

Figure 1: Architectural model-making as block assembly 
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charged objects. Such manipulations have been called 

epistemic to differentiate them from actions that are 

performed on things that satisfy pragmatic goals such as 

eating, running from danger, driving to work, etc. (Kirsh 

Maglio, 1994). Our work here is a baby step toward 

understanding how a few blocks can be used to think 

creatively about architectural design solutions. 

Design Task Experiment Setup 

In Figure 2 we show the site on which the subjects were to 

build their structure and the blocks provided. Subjects were 

given up to 15 minutes to complete the task of designing 

their dream house with the blocks. They were informed that 

they could use as many or as few of the blocks provided, 

and as much or as little of the site as needed. Nothing 

specific was said about what would constitute a completed 

structure, or how the product would be judged, however, we 

informed each subject at the beginning that they were to 

describe their design verbally at the end of the task.  

Why Parallelepiped Blocks 

Instead of using simple cube shaped blocks, we gave the 

subjects parallelepipeds. These shapes are close enough to 

cubes to look familiar and be useful in a construction task, 

but different enough to offer surprises and allow for a 

variety of spatial relationships, an important aspect of 

architectural design. This is achieved through the 

asymmetrical nature of the parallelepiped. When a 

parallelepiped is rotated 90 degrees, or when a subject 

repositions him or herself, the shapes that are in view are all 

different. This contrasts with a cube, where because of its 48 

symmetries, each 90° rotation, whether in the X, Y, Z or 

diagonal axes, yields the same shapes and appearance 

(Figure 3).  

 

 
 

Figure 2: The design task site and block type counts 

 

 
 

Figure 3: Shading changes unpredictably along with face 

shapes on the parallelepiped under rotations while it remains 

constant on the cube under the same rotations. 

Practice Phase with the Blocks 

Before the dream house design task subjects were given an 

opportunity to familiarize themselves with the blocks 

through a series of manipulation tasks (See Figure 4).  It 

was noteworthy that even expert subjects did not find these 

tasks easy, often taking several minutes and over 25% not 

completing the task correctly. 

Figure 4: Practice tasks for familiarizing the subjects  

with the blocks.  
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Method 

We used video-based protocol analysis and concurrent voice 

out loud methods to codify the subjects’ interactions over 

time and relate them to general thoughts expressed by the 

subjects as they completed the task. Such methods are used 

in design research to identify different types of expertise; to 

establish criteria for measuring creativity; and to provide 

empirical support for developing new design tools (Gero 

and McNeill, 1998). Each video was watched and manually 

coded following the completion of all of the experiments. 

 

Participants 6 experts, 6 novice students, and 5 non-

architecture students were selected for participation. The 

expert group included 4 men and 2 women with a mean age 

of 36. All experts were professionally trained practicing 

architects with 4-8 years of teaching experience at the 

college and graduate level.  

The novices were either sophomores or juniors all 

enrolled in the same architectural design department. The 

novice group included 5 women and 1 man with a mean age 

of 20.  

The non-architectural design students were all 

undergraduates enrolled at the same university as the novice 

students, however they were from different departments. 

This group included 2 women and 3 men with a mean age of 

20. 

 

Coding Scheme As this is a novel analysis of the physical 

interactions exhibited by architectural designers in early 

stage design, a vital first step is to establish a coding scheme 

that captures behaviors at a broad enough level to be 

applicable to related research and future studies, and yet 

specific enough to identify behaviors and strategies unique 

to architectural design. Our scheme in Table 1 creates a 

framework that establishes ten interaction types that occur 

between different parts of the body (hands, head, and full 

body), the blocks, and the site. The illustrations in Figure 5 

convey three different interactions visually.  

The ten interaction types are grouped within three 

categories: inspectional, exploratory, and transitional.  

Inspectional interactions do not directly support the 

assembly of a configuration of blocks. For example, as seen 

in Figure 5A, Ins.B, is an interaction type in which the 

subject picks up a block off the surface of the site and 

manipulates it in space. In this case, the subject is focused 

only on the block’s properties such as its shape, shading, or 

weight. This can be distinguished from an exploratory 

interaction such as Ex.B.H (Figure 5B) in which the subject 

is building a configuration of blocks on the site while also 

reorienting his head. In this situation, relationships between 

multiple blocks and the site are being explored. Both of 

these categories can be distinguished from transitional 

interactions. For example, with Tran.B the subject is 

holding a block but is neither constructing a configuration 

nor inspecting it through manipulation (Figure 5C). Rather 

he may be looking for what to do next with the block in 

hand. Variations within the interaction types may exist 

however we have not broken down the coding scheme 

further. 

 

Table 1: Coding scheme for physical interactions in the 

dream house design task. 

 

Inspectional 

Interactions 

Exploratory 

Interactions 

Transitional 

Interactions 

Ins.B  

Manipulates 

block(s) in space 

Exp.B.site 
Organizes blocks 

in relation to site 

Trans.B 

Holding block(s) 

between moves 

Ins.H  
Reorients 

head in relation to 
site  

Exp.BB.site 
Manipulates 
blocks in relation 

to each other on 

site 

Trans.H  

Reorients head 

while holding 
block(s) 

Ins.FB  

Repositions full 

body in relation to 

site  

Exp.BH 
Manipulates 

blocks on site 
while reorients 

head 

Trans.F.Bo  

Repositions full 

body while holding 

block(s) 

 

Exp.B.FB 
Manipulates 

blocks on site 
while repositions 

full body 

 

 

 
 

Figure 5: Illustrations of interaction types from the coding 

scheme. (A) Ins.B subject manipulates block in space; (B) 

Ex.B.H subject manipulates blocks on site while reorienting 

head; and (C) Tran.B subject holds blocks between moves. 
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Initial Results 

We cannot make statistical claims from our small sample 

size; however, we can present some qualitative findings that 

suggest differences in how experts and novices approached 

the dream house design task. Figure 6 includes renderings of 

the final design solutions produced by three experts, three 

novices, and three non-architecture students.  

For example, one novice designer described her process 

as one of finding blocks to represent typical house-hold 

features: “I’m using this [block] as the entrance…and I’m 

going to use these [blocks] as the grass and flowers…and 

these [wireframe blocks] will be windows” (See 1-N in 

Figure 6). 

 

 
Figure 6: Subset of final solutions for dream house design 

task. E=expert; N=novice; O=non-designer 

 

Experienced architects had a slightly different approach. 

Experts commented on the effect of moving shapes around 

to explore relationships between multiple blocks and the 

site. For example, one expert remarked, “I didn’t 

intermingle the blocks because I like the way the red ones fit 

together. It’s more controlled for me. I still really like the 

ability to make a single figure that has a lot of 

interior/exterior spaces. I can’t go through it and say what’s 

my bedroom, what’s my living room…but as a plain figure I 

like it and can imagine it occupied in many ways” (See 9-E 

in Figure 6). 

The key difference is the generative approach taken by 

the expert and the representational approach taken by the 

novice architecture student. Manipulation for the expert is 

more like visual-kinesthetic experimentation rather than 

executing a preconceived idea. This difference may also be 

highlighted in the interaction protocols of the novice and 

expert discussed above. Table 2 shows results of their time 

spent on different interaction types as a percentage of total 

Table 2: Interaction times for a novice and an expert. Not all 

interaction types are shown so total will not equal 100%. 

 

 Ins.B Ins.H Ex.BB.site Ex.BH 

Novice 1 - N  
( %  o f  t o t a l  

t i m e ) 

16 0 62 8 

Expert 9-E 
(% of total 

time) 

2 17 47 26 

 

time spent interacting during the dream house task. What is 

interesting to note is the difference between time spent on 

interactions that either directly support the assembly of a 

configuration or involve inspection of a single block vs. 

time spent on interactions that may provide multiple 

viewpoints such as Ins.H and Ex.BH. 

Discussion: Multiple Semantics 

Advanced architects use terms such as negative space, 

symmetry, groupings, inside-outside relations, figure-

ground, and more to characterize how they visually see 

connections between shapes. Because of this large variety of 

ways of seeing, they inevitably resort to sketches and 

physical models to help them envisage and constrain what a 

structure will look like from different vantage points, and 

how inhabitants engaged in different types of activities will 

move in and around a space, seeing it this way and that. 

This process of envisioning through interacting with 

models is central to architectural thinking. Many of the tools 

that architects use exist primarily to help them see and 

understand the spatial, perceptual and functional properties 

of shapes. These stimulate ideas and reveal possibilities. 

When a visualization supports interaction – i.e. where it 

is possible to change viewing angle, or zoom up close, or 

put more blocks on site – more things can be seen and so 

there are more opportunities for discovery (Pike et al, 2009). 

Our study supports this claim as we found that our expert 

subjects moved themselves and blocks frequently to see 

possibilities and to pick up design ideas. 

One provocative explanation of the power of physical 

exploration is that it facilitates perceptual plurality. 

According to Stiny (2006) every shape is relentlessly 

ambiguous. A cube sitting motionlessly on a surface that is 

seen as a cube one moment the next may be seen as 

something with 3 visible square faces; looking more closely 

the faces may be seen as trapezoidal, or even as shapes 

containing triangles. We are free to change what we see 

almost at will. See Figure 7. Motive, interest, attention 

and nuance leads to seeings of all sorts. The psychological 

basis for such differences in phenomenal experience 

presumably lies in saccadic change, altered expectations, 

and on-going thoughts. Regardless of cause, though, the 

implication is that what is there to be seen is not driven by a 

single semantics. There are as many versions of what is 

there as there are ways of seeing. According to 
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Goodman, “There are many ways the world is, each true 

description captures one of them” (1960). 

One way to understand this diversity of appearances is to 

think of blocks world as supporting indefinitely many 

semantics. A semantics maps syntactical elements onto an 

interpretation. In one semantics, the focus may be the 2D 

shapes visible from volumes. In another, vertices may be an 

entity that carries meaning. In architectural massing 

models the structure in its broadest strokes is the focus. 

Blocks already are representations at the massing level 

but when put together they can merge to form a new mass. 

So there is a massing semantics. In yet other semantics, the 

elements that are attended to and assigned interpretation 

may be the lines and planes between structures – a 

negative space semantics. The power of multiple 

semantics is that the same collection of stuff on a table 

may be perceived and interpreted multiply, thereby 

throwing up hints that are hard to anticipate. It also suggests 

that accounts of creativity that rely only on heuristic or even 

stochastic search in a design space may miss the wildcard 

that comes with perceptual richness and unlimited 

ambiguity. Perceptual diversity means we can change the 

search space, blend it, and redefine it. 

 

 
 

Figure 7: Shapes are relentlessly ambiguous. What is Shape 

composed of? Is it 3 X’s (A); 3 clipped hexagons (B); or 1 

triangle and 3 small V’s (C)? (Adapted from Stiny, 2006). 

Value of Multimodal Interaction 

Another value of physically working with blocks is that we 

can probe emerging structures tactilely and 

kinesthetically. The object of visual exploration is the 

visible; the object of manual exploration is the tangible and 

movable. Sometimes these complement each other. For 

instance, when playing with blocks it is natural to bring two 

faces together and translate one over the other. When the 

edges meet it is natural to consider rotating them as if on 

hinges. We might spin a block on its vertex on the surface of 

another. Each of these physical operations has a nice 

counterpart in the formal theory of shapes and volumes 

(Stiny, 1980). We can see these relations visually and so we 

might not need the benefits of touching our models to 

wonder whether they might give us design ideas, though the 

complementarity is helpful. 

But sometimes it may be easier to stumble on generative 

ideas by working with things physically. Consider limits. A 

standard heuristic in solving problems is to examine the 

behavior of a system at its limits. When we make blocks 

touch as completely as they can, or when they touch only on 

an edge or a point, we are exploring limits. When we start 

with two blocks behaving as if hinged on a shared edge and 

then we rotate them around that edge from one extreme to 

the other – like a door opening wide and closing shut – we 

are exploring limits. Exploring forces in the world naturally 

leads one to explore limits. Keep pushing until you can’t 

anymore. At first this may seem just a vision 

complementary action. But such a world highlights 

compliance and inertia, and compliance and inertia are not 

visual concepts. 

Accordingly, they may give rise to thoughts we might not 

consider when thinking visually (Martin and Schwartz, 

2005). For instance, when a block becomes unstable there is 

a discontinuity that is immediately felt. Given the 

interaction between shape, center of mass, and world, these 

discontinuities—which may be visually beautiful because 

we may sense a tension—are nonetheless virtually 

impossible to locate visually. We need to find them 

haptically first and then we see them. 

The Role of Mediating Structures in Thought 

Playing with blocks is about working with external objects 

that can mediate thought. For Vygotsky the “rational, 

intentional conveying of experience and thought to others 

requires a mediating system, the prototype of which is 

human speech” (Vygotsky, 1962, p. 6). Vygotsky also held 

that “works of art; writing; schemas; diagrams; maps and 

mechanical drawings” (Vygotsky, 1981, p. 137) are 

semiotic systems that can mediate thought too. What is used 

outside can be internalized for use inside. Hence visual 

mental images in addition to auditory images can mediate 

inner thought. Yet why stop there? Why not talk about 

physical objects, such as blocks or shapes as mediators in 

spatial or manipulative cognition? Presumably these too 

give rise to inner kinesthetic mediators that function when 

we are thinking about spatial and manipulative activities. 

Our conjecture is Vygotskian in spirit with a distributed 

twist: when people work with an object mechanically they 

operate as a joint system to cognitively probe a domain. 

Blocks are tools of thought, much like writing and working 

with maps are tools, but blocks are absorbed into the bodies 

of their users so that a) the block deforms the user’s body 

schema, (Kirsh, 2013) and b) body and block become 

as cognitively active as gesture. If humans can think with 

gesture they can think with blocks or many of the other 

objects they might hold. 

Conclusion 

By creating a playground for architects to develop design 

ideas about a dream house we hoped to learn something 

about the cognitive role that tangible objects play in design 

thinking. The stakes are high. Beyond the value that pure 

inquiry holds for science, technologists want to understand 

what ‘cognitive extra’ comes from manipulating physical 

things, especially for creative cognition. They want to 

incorporate these factors into digital systems for architects 

to work with. Architects want new technical systems to 

expand design potential in terms of novel processes and 
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products. 

We found that even relatively simple volumes have a 

visual complexity that surpasses what most architects can 

anticipate and that manipulating objects is essential to see 

the shapes that emerge. Manipulation is vital in cases where 

balance and tension is important. As so many others have 

said, design ideas come from exploration and opportunistic 

discovery. Because of the relentless ambiguity of shapes 

opportunistic discovery of an unanticipated shape or relation 

can lead to reframing ideas about the space of possible 

shapes and relations, which in turn can lead to new design 

ideas. 

Our experience with blocks highlights some key 

drawbacks of working with non-tangible things. Chiefly 

these have to do with thinking about load, resistance, 

balance, force and inertia. We found that even with 3D 

objects it can be hard to build block towers out of 

parallelepipeds – not because the shapes are especially 

complicated but because it is hard to predict the center of 

mass and the effects of putting one more block on the pile. It 

is important to feel the give and take, the sense that the pile 

might soon fall. See Stack in Figure 4. With fingers and 

hands it is easy to find nuanced ways to nudge a block or 

shift several together. Subjects seem to be able to think 

about stability intuitively. 

By contrast, when building a tower of blocks in 3D 

modeling software it is hard to predict stability and even 

hard to find the actions to put blocks in the right 

orientation. Most of the manipulations that our subjects do 

with real blocks – rotating, flipping, aligning faces, edges 

and corners—is clumsy and disorienting in software. That 

affects train of thought. Moreover, architects regularly move 

their body and head position to look at structures while 

simultaneously manipulating shapes. This is a key 

interactive strategy that helps develop one’s sense of space 

that is unavailable in visualization software. 

For these and other reasons we think that using 

tangible objects to think with is a central part of 

architectural creativity that should be expanded 

(Brillhart, 2011). The way to augment architectural 

thought is through physical computation: using robots, 

environmental sensors and integrated electronics to 

increase our manipulative power. With new bodies we 

will have new thoughts. 
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Abstract

Does the habitual reading and writing direction (RWD) affect
the  aesthetic  appreciation  of  visual  art?  Pérez  González
(2012)  showed  that  19th  century  Iranian  and  Spanish
professional  photographers  manifest  lateral  biases  linked to
RWD in their compositions. The present study aimed to test
whether the general public shows similar biases,  and under
what  conditions.  Photographies  with left-to-right  (L-R) and
right-to-left  (R-L)  directionality  were  selected  from  Pérez
González's collections and presented in both the original and
mirror reversed forms to Spanish (L-R readers) and Moroccan
(R-L readers) participants. In Experiment 1, participants rated
each  picture  as  to  how  aesthetically  pleasing  it  was.  The
results showed no interactions with RWD. In Experiment 2,
we presented each picture and its mirror version and asked the
participants to choose which one they liked better. Now, clear
biases  linked  to  RWD  arose.  RWD  does  affect  aesthetic
impressions of photography in the general  public,  but only
when  people  are  paying  attention  to  the  lateral  spatial
dimension of the pictures. 

Keywords: aesthetics, reading and writing direction, spatial
biases, left-right, photography, fluency.

Introduction
Can the aesthetic  appreciation of a  piece  of  visual  art  be
affected  by  reading  and  writing  directional  habits?  Many
spatial  dimensions  are  relevant  to  aesthetics  in  visual  art
(Gaffron,  1956),  and  people  show  clear  biases  on  some
spatial  choices.  A  dimension  which  has  received  much
empirical attention is the lateral organization of an image:
its left-to-right (L-R) or (R-L) directionality. In a seminal
paper,  McManus  and  Humphrey  (1973)  showed  that
European  portrait  painters  have  more  often  preferred  to
paint the left cheek (the person turns slightly toward the left
side of the viewer, what we will here call a “leftward pose”)
than  the  right  cheek.  Since  then,  it  has  been  shown that
artists,  posers,  and  the  public  assign  different  emotional
value to  a  leftward than a rightward pose (see  McManus

(2005), Suitner and McManus (2012), and Lindell, 2013, for
reviews and discussions of possible mechanisms). 

Different factors have been suggested as causes of lateral
biases,  including brain lateralization and handedness  (see,
e.g.,  Levy,  1976).  One  of  them  is  reading  and  writing
direction  (RWD).  As  reading  and  writing  are  highly
practiced  skills  with  a  very  systematic  directionality,  it
makes intuitive sense that the direction of the script should
bias  aesthetic  lateral  preferences.  RWD  has  indeed  been
shown to induce lateral spatial biases that affect how people
draw  (Vaid,  Singh,  Sakhuja,  &  Gupta,  2002),  visually
explore (Abed, 1991), pay attention (Pérez, García, Valdés-
Sosa,  &  Jaśkowski,  2011) comprehend  descriptions  of
events (Maass & Russo, 2003) and static scenes (Román, El
Fathi, & Santiago, 2013), and how they mentally represent
time (Ouellet, Santiago, Israeli, & Gabay, 2010) and number
(Zebian,  2005).  Some  studies  (reviewed  below)  have
explored RWD effects on aesthetic preferences for simple
drawings and motion clips, but its effect on art creation and
contemplation  has  not  received  much  attention  in  the
literature. 

Most  studies  using  simple  line  drawings  have  adopted
similar  strategies:  one  image  and  its  mirror  version  are
presented (either side by side or one of top of the other) and
participants  are  asked  to  indicate  which  one  they  prefer.
These  images  are  presented  to  users  of  a  L-R  or  a  R-L
script. Chokron and De Agostini (2000) compared drawings
of objects  which can move (e.g.,  a truck or a  fish facing
toward one side), static objects (e.g., a statue with an arm
extended to one side), and landscapes (e.g., a beach with a
salient  object  located  on  one  side).  They  observed  clear
lateral preferences congruent with script direction in French
and  Hebrew  participants,  for  both  moving  and  stationary
objects,  but  not  for  landscapes  (see  also  De  Agostini,
Kazandjian,  Cavezian,  Lellouch,  &  Chokron,  2010,  for
mediating factors such as sex and handedness; Ishii, Okubo,
Nicholls,  &  Imai,  2011,  for  a  replication  with  Japanese
readers; and Heath, Mahmasanni, Rouhana, & Nassif, 2005,
for  an  exploration  of  spatial  dimensions  specific  to
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landscapes).  Nachshon,  Argaman,  and  Luria  (1999)  used
only profile  drawings of  people (which correspond to the
category of objects with potential motion) and found similar
results: L-R readers preferred profiles oriented to the right,
and  R-L  readers  preferred  profiles  oriented  leftwards.
Friedrich, Harms, and Elias (2014) used drawings of objects
that  can  move and actual  clips  with moving objects,  and
observed an overall preference for L-R directionality, which
was  much  reduced  or  even  null  in  users  of  R-L scripts.
Movies  showed  stronger  biases  than  drawings.  Only  one
study,  to  our  knowledge,  has  presented  materials
individually, one by one. Maass, Pagani, and Berta (2007)
showed  movie  clips  of  lateral  actions,  and  asked  their
participants to rate each one on three Likert scales: strength,
speed,  and  beauty.  L-R  readers  rated  L-R  actions  as
stronger, faster, and more beautiful  than R-L actions.  R-L
readers showed a perfect reversal in their ratings. All in all,
this literature suggests that readers of L-R and R-L scripts
differ  in  their  directional  preferences  when  judging  how
aesthetically  pleasing  is  a  simple  line  drawing,  with  L-R
readers  showing a  clear  preference  for  drawings  oriented
rightwards, and R-L readers showing either a much reduced
rightward bias, no bias, or the opposite leftward bias.

Only one study so far has assessed the influence of RWD
on visual art. Pérez González (2012) analyzed two corpora
of 19th-century studio photographs, one from Spain (where
the language is written L-R) and another from Iran (where
the writing is R-L). She analyzed five kinds of compositions
which directionality can be ascertained: Linear orderings (a
group of more than two people, often siblings, arranged by
their height), Couples (one person standing and one sitting),
Chairs (a  single person standing and resting an arm on a
chair), Tables (a single person sitting and resting one arm on
a table),  and Portraits  (a  single person portraited  with no
props).  Her  results  showed  clear  effects  of  RWD  on  the
number of photographs with a L-R and R-L directionality in
each  condition.  The  proportions  of  L-R  and  R-L  Linear
orderings  and  Couples  was  perfectly  predicted  by  RWD.
Chairs,  Tables,  and  Portraits  showed clear  modulation by
RWD together with an overall  bias toward the left. These
data  support  that  professional  photographers,  when
designing  their  compositions,  are  sensitive  to  the  lateral
spatial  dimension and are  affected  by biases  that  arise  in
their habitual RWD. 

Photography, both professional and amateur, poses many
problems for the understanding of aesthetics (McManus and
Stöver,  2014),  but  also  allows  opportunities  for  testing
hypotheses (e.g., McManus, Stöver & Kim, 2011). In this
study  we  asked  whether  members  of  the  general  public
show similar RWD-linked lateral biases when appreciating
professionally produced photographs from different cultural
backgrounds? In order to answer this question, we selected
an  equal  number  of  L-R  and  R-L  Spanish  and  Iranian
photographs  from Pérez  González's  digitalized  collections
and  presented  them  both  in  their  original  and  mirror-
reversed forms to young adults from Spain (users of a L-R
script) and Morocco (R-L script). Participants, who were not

expert  photographers,  were  asked  to  report  their  aesthetic
impressions.

Experiment 1
In  Experiment  1,  the  photographs  were  presented  one by
one, and the participants were asked to rate them in a Likert
scale as to how aesthetically pleasing the photograph was.
We expected  to  find  opposite  effects  in  the  groups:  the
Spanish  group  should  prefer  photographs  with  L-R
directionality, whereas the Moroccan group should prefer R-
L directionality. In order to assure a perfect match between
L-R and R-L photographs in all variables  that  may affect
their aesthetic appreciation (beauty of the characters, image
quality, and so on), we did not include in the design whether
the  picture  was  original  or  mirror-reversed  (half  L-R
pictures were originals and half were mirror-reversed R-L
pictures). Thus, our prediction of an interaction between the
habitual RWD of the participant and the directionality of the
photograph in their aesthetic rating could not be attributed to
factors other than the theoretically relevant ones. Trying to
avoid  participants  to  focus  only  on  salient  aspects  of  the
pictures, such as the physical beauty of the characters, the
instructions  framed  the  study  as  selecting  items  for  an
exhibition of antique photographs.

Methods
Participants. Eighty university students, 40 from Spain (16
males,  3  left-handers,  mean  age  23.8  years)  and  40  (20
males, 2 left-handed, mean age 21.6 years) from Morocco.
The Spanish participants were psychology students from the
University of Granada who received course credit in return
for  their  collaboration.  The  Moroccan  participants
volunteered  to  participate  without  compensation.  Most  of
them were university students from the National School of
Business  and  Management  or  the  Abdelmalek  Esaadi
University, both at Tangier. 

Materials. Pérez  González's  personal  collection  of
digitalized  19th-century  Iranian  and  Spanish  photography
was used to select the materials for this study. A total of 167
pictures  were  selected,  belonging  to  different  types  of
compositions,  as  described  below.  In  each  type  half  the
stimuli had L-R and the other half had R-L directionality;
half  were  of  Iranian  origin,  half  of  Spanish origin.  Some
composition types were further subdivided in subgroups. We
aimed  to  have  the  same  number  of  items  in  each  cell,
although this  was  not  always  possible.  Because  men and
women  differ  strongly  in  their  stereotypical  agency,  and
Maass and Russo (2003) reported that agency interacts with
RWD, we included pictures that varied in the arrangement
of the sexes in those categories where it was possible. 

Photographs  with  four  different  compositions  were
selected (see examples in Figure 1) because a) we were able
to find enough examples with L-R and R-L directionality of
each origin (Spanish vs. Iranian); and b) their directionality
could be clearly ascertained: 
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1.  Linear orderings: A group of  more  than two people
(most often siblings) arranged by their height.

2. Couples: A couple, either of the same or different sex.
3.  Sittings: Couples where one person is sitting and the

other standing, also of the same or different sex. In different
sex couples, either the man or the woman could be standing.

4. Portraits: A single person is portrayed, either a man or
a woman.

The directionality of Linear orderings was established as
flowing from the location of the more active component of
the  scene  (the  tallest  person  in  Linear  orderings  and
Couples, the standing person in Sittings), and the direction
of the face in Portraits. 

From  the  original  167  photographs,  a  second  set  was
derived  by  mirror  reversing  them  horizontally.  Two  lists
were created containing only one version of each picture,
such that one half of the list was in original form and the
other  half  was  mirror-reversed.  Half  the  participants  saw
one list and half saw the other. All pictures were adjusted to
have the same vertical size (500 pixels), while the horizontal
size  varied  freely. They were  presented  centered  on a 16
inches computer monitor with a grey background. 

Procedure. Each group was tested in their own country by
the same experimenter  (S.Ch.) and using the same laptop
computer. All interactions with the experimenter took place
in the local native language (Spanish in Spain, and Darija,
the local Arabic dialect, in Morocco). 

Figure  1:  Examples  of  photographs  used  in  the
experiments. All of them are in their original version. Upper
row:  Iranian  pictures.  Lower  row:  Spanish  pictures.
Columns  from  left  to  right:  Linear  orderings,  Couples,
Sittings,  and  Portraits.  Specific  coding  of  each  example
(from  left  to  right  and  top  to  bottom):  1)  Iran,  Linear
ordering, L-R; 2) Iran, Couple, R-L, Different sex; 3) Iran,
Sitting,  R-L,  Different  sex,  Woman  standing;  4)  Iran,
Portrait,  L-R,  Man;  5)  Spain,  Linear  ordering,  R-L;  6)
Spain, Couple, L-R, Same sex, 7) Spain, Sitting, R-L, Same
sex, Women; 8) Spain, Portrait, R-L, Woman.

The experiment was programmed and run using E-prime.
In each session, the participant received the following oral
instructions in their native language: 

“Thank you for taking part  in this study. Next,  we will
show you a series of antique photographs of people. We are
preparing  an  exhibition  about  19th-century  Spanish  and
Iranian  photographers,  and  we  want  to  ask  your  help  to
select the most attractive works. There are many factors that
make  a  photograph  to  be  beautiful  as  a  photograph,  and
while  the  person  in  the  picture  is  part  of  them,  the
composition,  organization,  context,  and  technical  aspects,
all help to give some pictures a special quality that makes
them  particularly  attractive.  Remember  that  they  are  all
antique pictures so please do not take too much into account
the quality of the image. Follow your intuition and evaluate
each picture in a scale that goes from 1 (horrible picture, I
would never select it) until 9 (very beautiful, I would select
it for sure). Try to use all values in the scale”. 

After  clarifying  any  questions,  the  167  pictures  were
presented,  one  by  one  in  random  order.  In  each  trial,  a
fixation point was presented first during 500 ms, followed
by  the  picture,  and  then  the  participant  gave  his  or  her
aesthetic judgement by pronouncing aloud a number from 1
to 9. The experimenter sat behind the participant out of sight
and  entered  the  responses  by  means  of  the  computer
keyboard. Both the use of oral  instructions as well as the
response  collection  procedure  were  meant  to  avoid  the
presentation of any visual stimulus with left-right directional
characteristics (such as text or numbers). 

After  the  experimental  block  was  finished,  participants
answered the Edinburgh Handedness Inventory and a final
debriefing  sheet  which  included  questions  about  the
hypotheses  of  the study as  well  as  an  evaluation  of  how
much they liked and practiced  photography in a  4  points
scale (from 1, not aficionado at all, to 4, expert). 

Design.  Photograph ratings were analyzed by means of  a
factorial ANOVA with Country of the picture (Spain, Iran),
Type  of  composition  (Linear  ordering,  Couple,  Sitting,
Portraits),  and  Directionality  (L-R,  R-L)  as  within-
participant  factors,  and  RWD  of  the  participant  (L-R
Spanish, R-L Arabic) as between-participant factor. 

Results
As  handedness  may  affect  lateral  biases  in  aesthetic
experience (De Agostini et al., 2010), only data from right-
handed participants were analyzed (which left 37 Spaniards
and 38  Moroccans).  Their  self-rated  level  of  expertise  in
photography was 1.13 (SD = 0.79, range 0-3, with only 6
participants rating themselves with a 3, and 11 with a 2).
Spaniards  and  Moroccans  did  not  differ  on  this  variable
(F<1). 

The analysis revealed differences in the aesthetic ratings
given to different  kinds of  compositions (F(3,219)=79.78,
p<.001):  photographs  of  Linear  orderings  were  the  most
appreciated,  followed  in  descending  order  by  Couples,
Sittings,  and  Profiles.  Additionally,  Spanish  photographs
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were  preferred  over  Iranian  photographs  (F(1,73)=149.12,
p<.001). There were no other main effects nor interactions
(all p>.24). Therefore, the directionality of the photograph,
the habitual RWD of the participant, and their interaction,
all failed to have any influence on aesthetic ratings. 

Discussion
Experiment  1  showed  very  clear  results:  RWD  did  not
interact  with  photograph  directionality  on  the  aesthetic
appreciation of photographs. This occurred even when the
instructions  emphasized  that  participants  should  pay
attention  to  all  aspects  of  the  photograph  which  make  it
aesthetically pleasing, including its composition. 

However,  before  concluding that  RWD affects  only the
decisions made by professional photographers but it fails to
be appreciated by the general public, we decided to test our
hypothesis under conditions that facilitate paying attention
to the spatial aspects of the composition, while matching the
influence of any other factors: in Experiment 2 participants
were  asked  to  directly  compare  each  photograph  and  its
mirror-reversed  version  and  choose  which one  they  liked
better. 

Experiment 2
In this study, the same set of materials was presented, but
each  participant  saw  both  the  original  and  the  mirror-
reversed version of each photograph and chose the one that
he  or  she  preferred.  However,  we  wanted  to  avoid
presenting both pictures side by side or on top of each other.
Firstly,  because  this  may  bring  about  rather  artificial
viewing conditions;  and  secondly, because  it  may induce
configurational  effects  (such  as  a  preference  for  pictures
which are inward-looking versus outward-looking, pictures
on  upper  versus  lower  locations,  and  so  on)  that  may
increase  noise  in  the  data.  Therefore,  we  opted  for
presenting individually each version of each photograph, but
letting  the  participant  to  switch  between  them at  will  (a
technique  used  in  a  previous  study  of  photography;
McManus et al, 2012). After viewing each one of them as
many times as desired, the participant would press a key to
indicate  his  or  her  preference  for  the  currently  displayed
picture and move on to the next pair. 

If  RWD  interacts  with  the  directionality  of  the
photograph,  we  expected  that  Spanish  participants  would
prefer the original version of L-R pictures, and the mirror-
reversed  version  of  R-L  pictures,  whereas  Moroccan
participants would show the opposite preferences.

Methods
Participants.  Two new groups were drawn from the same
populations  as  in  Experiment  1:  there  were  40  Spanish
participants (10 males, 6 left-handed, mean age 20.0 years)
and  39  Moroccan  participants  (21  males,  5  left-handed,
mean  age  24.9  years).  Spaniards  were  compensated  with
credit  course,  and  Moroccans  participated  without
compensation. 

Materials.  The same set  of  materials  as  in Experiment  1
was  used.  Each  participant  saw  all  photographs,  both
original and mirror-reversed. 

Procedure.  As in Experiment 1, Spanish participants were
tested in Spain in Spanish, and Moroccan participants were
tested in Morocco in Darija, using the same laptop computer
(but not the same experimenter:  A.F. tested Spaniards and
S.Ch. tested Moroccans).

The  pictures  were  presented  in  pairs  formed  by  the
original and the mirror-reversed version. Each trial started
with the presentation of a single picture on the screen. The
participant could then press the down-arrow key to move to
the next member of the pair, and then she could press the
up-arrow  to  return  to  the  prior  member.  There  were  no
restrictions on the number of times that the participant could
switch between pictures  nor any time pressure  to  decide.
Once she felt that she knew which one was the preferred
picture, and having that picture on the screen, she pressed a
key (the “l” key) that was covered with a yellow sticker. The
program then started the next trial. 

Half the participants saw first the original version of half
of the pictures and the mirror-reversed version of the other
half.  The  remaining  participants  saw  first  the  mirror-
reversed  version  of  the  former  set  of  pictures,  and  the
original  version of the latter  set  of pictures.  The order  of
presentation  of  the  pairs  was  randomized  for  each
participant. 

The  instructions  were  given  orally  in  the  participant's
native  and  local  language.  They  informed  the  participant
that two mirror versions of each picture would be presented,
and that her task was just to choose the one she liked best.
They also explained  how to switch  between pictures  and
make  her  choice,  and  remarked  that  there  was  no  time
pressure at all. 

Design. The proportion of choice of the L-R version of each
photograph  (be  it  either  original  or  mirror-reversed)  was
computed and averaged over the items in each composition
category. Those proportions were submitted to an ANOVA
including  Country  of  the  picture  (Spain,  Iran),  Type  of
composition  (Linear  ordering,  Couple,  Sitting,  Portraits),
and Picture Directionality (L-R, R-L) as within-participant
factors,  and  RWD  of  the  participant  (L-R  Spanish,  R-L
Arabic) as between-participant factor. 

Results
As  in  the  previous  study, data  were  only  analysed  from
right-handed participants, of whom  34 were Spanish and 34
Moroccan.  s.  The main result  of the ANOVA was a main
effect  of  RWD:  there  was  a  clear  difference  in  the
proportion  of  L-R  choices  between  Spaniards  and
Moroccans  (F(1,66)=9.61,  p<.01;  see  fig.  2).  Spaniards
chose the L-R version of the experimental  photographs in
58.4%  of  cases,  which  was  significantly  above  the  50%
chance level (t(33)=2.81, p<.01). Moroccans chose the L-R
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version  on  44.1%  of  cases,  which  was  not  significantly
below chance (t(33)=-1.67, p=.10).

 RWD  only  interacted  with  Picture  Directionality
(F(1,66)=4.08, p<.05): Spaniards chose the L-R version of
the originally L-R photographs in 3.4% more cases than the
originally R-L photographs, whereas Moroccans chose the
former in 3% less cases than the latter. In other words, the
original directionality of the pictures modulated, slightly but
significantly,  the  opposite  directional  preferences  of
Spaniards and Moroccans. RWD-induced lateral biases did
not  interact  with  Type  of  composition  or  Country  of  the
picture (all p>.11). 

The  only  other  significant  result  was  the  interaction
between Country of the picture, Picture Directionality, and
Type  of  composition  (F(3,198)=3.19,  p<.05).  This
interaction was due to a clearer preference for the original
version of L-R Iranian Linear orderings and Couples over
their mirror-reversed R-L versions. Some additional effects
and interactions  approached reliability:  the main effect  of
picture  Directionality  (F(1,66)=2.96,  p=.09),  and  the
interaction  between  Country  and  Picture  Directionality
(F(1,66)=3.05, p=.09). All of them were independent from
the  RWD  of  the  participants,  and  therefore,  are  of  no
relevance to the present hypotheses. 

Figure 2: Average proportion of choice of the L-R version
of the photographs in the groups of Spaniards (L-R readers)

and Moroccans (R-L readers). Chance level (50%) is
indicated by the dotted line. Error bars show Standard Error

of the Mean.

Discussion
Experiment  2  asked  participants  to  directly  compare  the
original  and  mirror-reversed  versions  of  the  same
photograph, and thereby forced them to pay attention to the
only difference between them: their composition along the
left-right  axis.  Under  these  conditions,  clear  directional
preferences linked to RWD arose: Spaniards chose more L-
R versions  of  the  photographs  than  Moroccans.  The L-R
preference of Spaniards was significantly above the chance
level, showing a proper L-R bias, whereas the Moroccans
numerical  preference  for  R-L  photographs  was  not
significantly  different  from  50%  and  should  be
characterized as the absence of a directional bias.

General Discussion
Do members  of  the  general  public  have  lateral  biases  in
their appreciation of photography which are linked to their
habitual RWD? The present study provides a positive, but
qualified, answer to this question. Spanish readers do show
an aesthetic preference for studio photographs which flow
from left  to  right  over those that  flow from right  to  left.
Arabic  readers  differ  from Spanish  readers  in  showing a
statistically null lateral bias. This pattern of findings was the
same for different types of compositions. The finding of L-R
biases in L-R readers and null or smaller R-L biases in R-L
readers  is  consistent with some prior studies (Friedrich et
al., 2014).

However, these RWD-linked lateral biases only occurred
when participants directly compared the original and mirror-
reversed version of each photograph, thereby focusing their
attention on this particular aspect of the composition. When
they  were  assessing  how  aesthetically  pleasing  a  single
photograph is, the lateral dimension was shadowed by the
many other dimensions which are relevant to the aesthetic
appreciation of a piece of visual art. It is also important that
although the effect  was statistically significant it was also
not particularly large. That suggests that participants had not
merely guessed at the purposes of the experiment and thence
merely choosing a particular directionality on an automatic
basis. The judgements were indeed aesthetic, and depended
on the individual photographs.

This  null  finding  when  photographs  were  individually
rated contrasts with prior results by Maass et al. (2007) for
movies  with lateral  motion,  which  also  were  individually
rated and still showed effects of RWD. A possible way to
reconcile  them  is  suggested  by  Friedrich  et  al.'s  (2014)
study. They  compared  drawings  of  objects  with  potential
motion and movie clips that  actually showed motion, and
observed that movies generated stronger effects. As motion
automatically  captures  attention (Jonides,  1981),  it  makes
sense  that  clips  with  sideways  motion  are  very  effective
stimuli  at  attracting  attention  to  the  directionality  of  that
motion,  and  thereby,  opening  the  door  to  influences  of
habitual  RWD  on  the  appreciation  of  the  stimulus.  In
contrast, the lateral directionality of the static compositions
studied here must be much less salient. This account also
explains why the professional photographers that generated
the materials of Pérez González (2012) were biased by their
RWD: both their expertise and the fact that they had to take
decisions  about  what  would  be  the  most  beautiful
arrangement of the elements in the composition made them
to pay close attention to the lateral dimension.

Why should RWD affect aesthetic preferences? A possible
mechanism  is  fluency  (Reber,  Schwarz,  &  Winkielman,
2004).  Several  studies  have  shown  that  the  feeling  of
cognitive  fluency  (the  easiness  at  performing  a  cognitive
task)  is  associated  with  an  enhanced  preference  for  the
materials and contents of the task (see review in Reber et al.,
2004; see also Forster, Leder, & Ansorge, 2013, for recent
evidence). When attention is paid to the lateral dimension of
space,  this  dimension  is  more  fluently  processed  when it
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affords actions, scanning patterns, and configurations which
are congruent with highly practiced habits arising from the
experience of reading and writing. 

To conclude,  members  of  the  general  public  show  an
influence  of  their  habitual  RWD  when  aesthetically
appreciating visual art. However, this effect depends on the
deployment of attention to the lateral spatial dimension. The
present  study thus emphasizes the importance of studying
how attention modulates the influence of factors that affect
the aesthetic experience.
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Abstract

In data-driven gender identification, it has been so far largely
assumed that the same types of (mostly content-oriented) data
features can be used to differentiate between male and female
authors. In most cases, this distinction is done in a monolin-
gual scenario. In this work, we discuss a set of features that
distinguish between genders in six different datasets of blog
data in English, Spanish, French, German, Italian and Catalan
with accuracies that range from 77% to 88%. Using a reduced
set of language-independent structural features in a multilin-
gual scenario we first identify the gender and then the gender
and language of the author, achieving accuracies higher than
74%.

Keywords: Natural Language Processing; Text Categoriza-
tion; Author Profiling; Gender Identification

Introduction
Identification of the gender of the author of a written (or spo-
ken) discourse has become a popular research topic in empiri-
cal computational linguistics. This research presupposes that
men and women think, talk and write differently. But how
differently? Does the language background also influence the
difference of how men and women write? It is known that an
average English sentence has a less complex syntactic struc-
ture than a German sentence. Does the assumed difference in
the complexity of the syntactic structures in English and Ger-
man lead to idiosyncrasies in gender identification in English
and German?

The vast majority of approaches to data-driven gender
identification have been so far on English; rather few are on
other languages; see, e.g., (Estival, Gaustad, Pham, Radford,
& Hutchinson, 2007) on Arabic, (Rangel & Rosso, 2013) on
Spanish, (Kucukyilmaz, Cambazoglu, Aykanat, & Can, 2006)
on Turkish and (Pham, Tran, & Pham, 2009) on Vietnamese,
and there are practically no systematic language-contrastive
experiments. In author profiling research, some works at-
tempt to recognize the native language of English learners.
This is usually done by error analysis of the writings of learn-
ers with the goal to find parallelisms between the errors and
the characteristics of another language. If such a parallelism
is identified, the language in question is hypothesized to be
the native language of the writer (Koppel, Schler, & Zig-
don, 2005; Wong & Dras, 2009). However, the restriction
to learner texts and the use of idiosyncratic mistakes as fea-
tures limit the value of these works for general language back-
ground studies in the context of author profiling.

In order to shed some light on the above questions, we car-
ried out three experiments on blog post corpora in Catalan,
English, French, German, Italian and Spanish, interpreting
the problem of gender and language identification as a super-
vised classification problem: (i) classification of blog posts in
each of these languages with respect to the gender of their au-
thors (man vs. woman); (ii) classification of all posts joined
into one multilingual data set with respect to the gender of
the writers; and (iii) classification of all posts with respect to
gender and language of the author at the same time (as, e.g.,
‘male English’, ‘female Spanish’, etc.).1

For the first experiment, we use a series of structural fea-
tures (including grammatical function features of the kind
‘subject’, ‘direct.object’, etc., which reflect language-specific
grammatical tags). For experiments (ii) and (iii), we use
strictly language-independent, universal features, such that
the classification procedure does not have any explicit lan-
guage clues. In none of the experiments, content-oriented fea-
tures (as, e.g., the most common words or n-grams) are used,
since content-oriented features let gender identification heav-
ily depend on the training dataset and make it hardly com-
parable across languages. This makes our proposal differ-
ent from the vast majority of the state-of-the-art approaches
to gender identification, which all heavily draw on content-
oriented features.

In the next section, the features that are used in the experi-
ments are presented. Then, we describe the experiments and
discuss their outcome. A brief summarization of the related
work in the area of gender identification and author profiling
precedes some conclusions from the presented work and the
outline of the future work we plan in this area.

Feature set
The overwhelming majority of the approaches to data-
driven gender recognition and author profiling usually use
large quantities of content-oriented features: function words,
most frequent words, triples and/or pairs of frequently co-
occurring words, part of speech (PoS) n-grams, punctuation
marks, etc. Some approaches additionally use syntactic fea-

1We are aware that gender is not necessarily binary; see, e.g.,
(Lorber, 2011) and other numerous studies in sociolinguistics. Still,
in the experiments presented in this paper, we will work with the
gender binary assumption. In the future, we plan to explore gender
as spectrum in the context of author profiling.
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tures. For cross-language language background studies, as
in our case, these features are not appropriate. What we
need, are features that are entirely or at least to a certain ex-
tent (as, e.g., grammatical functions) language and content-
independent. These are structural features. For our work, we
use four different types of mostly content-independent fea-
tures: (i) character-based features, (ii) word-based features,
(iii) sentence-based features, and (iv) syntactic features. Ta-
ble 1 displays a summary of the number of features of each
type that were used.

Table 1: Feature number overview

Type # Features
Character-based Features 15
Word-based Features 14
Sentence-based Features 2
Syntactic Features 22–65

Character-based features consist of the ratios of

• comma, • dot, • colon, • semicolon, • exclamation
mark, • question mark, • opening/ closing parenthesis,
• opening/closing bracket, • quotation mark, • plus sign,
• minus sign, • hyphen, • percentage sign, • dollar sign,
and • numerals

per post (i.e., the frequency of their occurrence in a post di-
vided by the total number of characters in this post).

Word-based features consist of the ratios of

• interjections, • affirmation and negation words, • first
person singular and first person plural pronouns, • stop
words, • proper nouns, • acronyms, • words with less
than five characters, • five or more characters per post,
and • different words (vocabulary richness)

per post as well as • the average number of characters per
word, and • total number of words in a post.

Sentence-based features are composed by two features
only: • the total number of sentences in a post and • the av-
erage number of words per sentence in a post.

Syntactic features constitute the largest group of our fea-
tures. They consist of the frequencies of individual depen-
dency relations in the dependency trees of the sentences in
the post as well as the mean width and depth of the depen-
dency trees. The depth of the trees is defined as the longest
path between the root and one of the leaves. The width is
the maximum number of siblings at any of the depths of the
tree. The depth and width of dependency trees can be inter-
preted as a measure of the complexity of the structure of the
corresponding sentences.

To obtain the dependency trees, (Bohnet, 2010)’ statistical
dependency parser is used. The dependency tag sets differ

from language to language and are also of different granu-
larity (from 22 for French to 65 for English). As a result,
the number of syntactic features differs from language to lan-
guage.

Experimental Setup
For the supervised classification experiments, we use Weka’s
Bagging classifier with Random Forests as base classifier.2

The features are captured in a file in which all blog posts
are represented in terms of multi-dimensional vectors, with
each feature as a separate dimension and one of the values
of a feature as instantiation of its dimension. To obtain more
reliable performance figures, we use 10-fold cross validation,
such that the outcome of the classification does not depend on
which part of the dataset has been used for training and which
part for testing.

Data sets
As already mentioned, we experiment with Catalan, English,
French, German, Italian and Spanish texts. For the compila-
tion of the data sets, the same methodology was used for all
six languages. We searched for blogs in which the authors
were known, such that their gender could be deduced for val-
idation of the performance of our algorithm. For this purpose,
we looked for blog sections of online newspapers and maga-
zines listed in Table 2.

The blog posts were crawled, cleaned from html-tags, and
tagged manually with a gender (man vs. woman) and lan-
guage tag. To avoid distortion, in all six data sets, the distri-
bution between male and female authors has been balanced
(50%). The topics of the blogs are quite diverse, ranging
from politics to sports, even about television, theater, fash-
ion and many other topics. All posts are well structured and
well written and most of the times an opinion is expressed.
Table 3 summarizes the number of texts per dataset that were
crawled.

Experiments and their results
As outlined in the Introduction, we carried out three different
experiments, taking as baseline in all three random classifica-
tion.

In the first experiment, we carried out gender identification
for each language dataset separately. Table 4 displays the per-
formance of our classifier in this experiment.

For the second and third experiments, the six datasets
were merged, such that the resulting dataset is composed of
29117 texts by male and female authors in Catalan, English,
French, German, Italian and Spanish. Furthermore, the set
of features has been reduced to 27 language-independent fea-
tures: all punctuation features, the frequency of the usage of
acronyms, the frequency of the usage of first person singu-
lar/plural pronouns, the frequency of the usage of stop words,
the mean number of words per sentence, characters per word,

2Weka is University of Waikato’s a public machine learning plat-
form that offers a great variety of different classification algorithms
for data mining (Hall et al., 2009).
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Table 2: Data set sources

Catalan El Punt, Avui, Ara, Mes, Directe
English Sun, Times, New York Daily
French L’Express, Le Monde
German Die Welt, Süddeutsche Zeitung, Frankfurter Allgemeine Zeitung, Compact, taz
Italian Corriere della Sera, Il Messaggero, Il Post
Spanish Publico, El Mundo, La Vanguardia, 20minutos, ABC, El Periódico

Table 3: Overview of the data sets

English Spanish German French Catalan Italian
Number of Posts 7148 5794 3564 4310 4078 4265
Number of Authors 51 101 127 18 33 43
Mean length (words) 348.64 612.02 500.77 364.11 404.31 263.45

Table 4: Performance of the monolingual gender identifica-
tion classifier (‘Acc’ stands for “accuracy of our algorithm”,
‘BS’ for “baseline accuracy” and ‘#Feat’ for “number of fea-
tures”)

Eng Sp Ger Fr Cat It
Acc 0.80 0.88 0.77 0.83 0.88 0.86
BS 0.50 0.50 0.50 0.50 0.50 0.50
#Feat 96 83 73 52 79 52

the percentage of words that are more (and less) than 5
characters and the percentage of words that start/end with
vowel/consonant.3. They are language-independent in the
sense that they appear in all of the languages we consider—
although they are, obviously, instantiated differently. But
since we count only their appearance, not their concrete in-
stantiations, they can indeed be considered universal.

In order to avoid the influence of idiosyncratic character-
istics of a language4 on these features, the feature values are
normalized: each value is divided by the value of the corre-
sponding reference feature obtained from a reference corpus
of the language in question. As a consequence, we obtain for
each text a feature profile that reflects the author’s personal
writing style rather than a language-inherent bias. Table 5
lists the used reference corpora.

In order to be able to normalize features during the exper-
iments, i.e., when we classify a test dataset (and thus do not
know the language of a text), we implemented a language pre-
diction procedure. The procedure is based on the similarity
of the feature values to each of the corresponding reference
feature values: the more similar the values, the more likely

3Syntactic features cannot be used here because the dependency
relation tag sets are language-specific.

4For instance, in German punctuation is much more grammati-
calized than in English, where it is highly style-driven. This leads
to a higher relative frequency of, e.g., commas and semicolons in
German. The same occurs with capitalization: in German, nouns
are capitalized.

Table 5: Reference Corpora

Language Corpus
Catalan Cess cat
English Brown
French Baf
German Tiger
Italian Turin university treebank
Spanish Cess esp

the language of the reference features is to be used for nor-
malization.

In the second experiment, the texts in the merged dataset
have been classified with respect to the gender of the authors
of the texts. The difference between this experiment and the
first one is that in this case the classification is carried out with
language-independent features only, on a multilingual dataset
using feature normalization as described above. The results
of this experiment can be seen in Table 6.

Table 6: Results of multilingual gender identification

Merged Dataset
Accuracy 77.01%
Baseline 50.19%

In the third experiment, the texts in the merged
dataset were classified with respect to twelve different
classes: ‘catalan male’, ‘catalan female’, ‘english male’,
‘english female’, . . . . The purpose of this experiment has
been to assess to what extent we can identify the gender and
language of an author in one single dataset analyzing only the
writing style of the authors. If this is feasible (again, with-
out any dictionaries or language-dependent features), it can
be feasible to identify the native language of an author not
only in language learner texts, but also in well-written texts.
The results of this experiment are displayed in Table 7. The
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baseline is low because the number classes that are used in
this classification process is rather large (recall that we use
random classification as baseline).

Table 7: Performance of the joint gender and language iden-
tification experiment

Merged Dataset
Accuracy 74.67%
Baseline 12.26%

Discussion
The results of the first experiment show that a set of features
that captures mainly the syntactic structure and writing style
of an author (rather than the vocabulary and thus content, as
does the majority of the state-of-the-art proposals) achieves
state-of-the-art accuracy not only, e.g., for English, where
such features are more freely used, but also for French, Ger-
man, etc., where punctuation is much more regularized (such
that gender identification is a priori more difficult). The fact
that the same features worked very well for all languages can
be seen as clear evidence that there are common patterns that
distinguish the writing style of both genders for all six lan-
guages considered.

The performance figures of the second and third experi-
ments show that a small number of structural features can
be used for gender identification with a competitive outcome,
and that the writings of the authors of different genders show
idiosyncratic patterns of language-independent features that
allow for the identification of the language in which they are
written. Due to the fact that the use of these patterns by an
author is, as a rule, subconscious, it can be hypothesized that
it is realistic to assume that it is feasible to identify the gen-
der and native tongue of the author when he or she writes in
a foreign language. The hypothesis would be that the writ-
ers carry over their writing style from their native language to
their writings in a foreign tongue.

Figures 1 and 2 show the contribution of the individual
features to the writing style of both genders in our six lan-
guages. Each axis represents the normalized mean value of a
feature for men and women. Figure 1 shows the contribution
of the punctuation features, while Figure 2 captures the word-
oriented features. Remember that the normalized features are
calculated as the ratio between actual feature values and the
reference feature values. Both graphs have the mean values
of the features represented in a logarithmic scale.

Both figures reveal there are several differences between
languages at a punctuation and word level, and these differ-
ences are what makes both gender and gender and language
identification possible. In Figure 1, the main differences are
observed in the use of quotation marks of German writers rel-
atively to the other languages. There are also some deviations
in the writings of Italian men and women with respect to the
use of exclamation marks.

In Figure 1, it is revealing to compare Spanish and Cata-

lan. Even though these two languages are quite similar, we
see that the way men and women deviate from the reference
features in both languages is different. The deviation in the
usage of quotation marks, semicolons, question marks and
dots is quite different if we compare the writings of the op-
posed genders. It can be also observed that French women
deviate more than men in all punctuation features.

The style of German authors deviates most from the style
of the other authors: the values of the features of German au-
thors are smaller than in the other languages in both cases.
This means that the deviation from the reference features in
German authors is smaller than in the other languages. We
can hypothesize that this could be due to the cultural influ-
ences. The lack of space prevents us from entering into more
details here.

We also observe that the difference between genders is
larger in the first figure than in the second one. Punctuation
features can be considered highly stylistic features that are
used in a subconscious way and as a result, the difference be-
tween the values of these features and the reference features
is larger than in the case of word-oriented features.

Some interesting language-contrastive observations of the
distribution of features can also be extracted. Thus, the dis-
tribution of word-oriented features in all Romance languages
that we considered in our experiments is rather similar. Since
we eliminated the linguistic bias by normalization, we can
hypothesize that this similarity is again due to cultural influ-
ences.

Related Work
The problem of author profiling has been addressed in several
works. See, for instance, (Estival et al., 2007; Koppel et al.,
2005; Argamon, Koppel, Pennebaker, & Schler, 2009; Pham
et al., 2009). (Estival et al., 2007) deal with gender, age, na-
tive language, country of origin and psychometric traits iden-
tification of email authors—similar to (Argamon et al., 2009),
who do gender, age, native language and personality identifi-
cation. In (Pham et al., 2009), the age, gender, geographic ori-
gin, and occupation of the authors of blogs in Vietnamese is
worked on, while (Argamon & Shimoni, 2003) seek to iden-
tify the gender of the authors and the genre of their writing
(fiction vs. non-fiction).

In particular two parameters in author profiles attracted
so far the attention of the field: age and gender. Cf., e.g.,
(Rosenthal & McKeown, 2011), who focus on the age of the
authors of blog posts and (Zhang & Zhang, 2010; Cheng,
Chen, Chandramouli, & Subbalakshmi, 2009; Burger, Hen-
derson, Kim, & Zarrella, 2011; Kucukyilmaz et al., 2006;
Mukherjee & Liu, 2012), who focus on gender of the authors.
(Schler, Koppel, Argamon, & Pennebaker, 2006) and (Rangel
& Rosso, 2013) deal with both gender and age identification
of blog authors. In the case of (Zhang & Zhang, 2010), the
texts are informal blog posts; (Cheng et al., 2009) work on
emails, (Burger et al., 2011) on tweets, and (Kucukyilmaz et
al., 2006) on chat logs.
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Figure 1: Distribution of punctuation features in the posts of men and women across languages;
solid line (male), dotted line (female)

Figure 2: Distribution of word-oriented features in the posts of men and women across languages;
solid line (male), dotted line (female); where the dotted line does not show, it overlaps with the solid one

All of these works draw upon a large number of features,
including Part-of-Speech (PoS) tags, dictionaries, term fre-
quencies, stylistic markers, etc. For instance, (Zhang &
Zhang, 2010) achieve an accuracy of >70% with PoS tags
and dictionaries; (Kucukyilmaz et al., 2006) achieve an accu-
racy of 84.2% with term- and style-based features. (Rosenthal
& McKeown, 2011)’s approach is most similar to ours in that
they also use syntactic dependencies as features—as we do;
the accuracy they achieve is of 81.57%. However, as in other
approaches, they also use a large quantity of further language-
dependent features.

(Groom & Pennebaker, 2005) classifiy authors of online
personal advertisements by their gender and sexual orienta-
tion. They analyze if the miss-classified instances match ex-

isting social stereotypes: are homosexual men confused by
heterosexual women? This is an issue that to the best of our
knowledge is addressed only in this work. Given its rele-
vance, we plan to explore it in the future as well.

Few works consider in one way or the other the question of
language background of authors. For instance, (Koppel et al.,
2005) and (Wong & Dras, 2009) work with English learner
texts, using idiosyncratic errors in these texts to determine the
native tongue of their authors. However, none of them under-
takes cross-language studies of the kind we did that would
allow for an analysis of language-specific differences in the
writings of the different genders. The recent and upcoming
shared tasks organized in the field have and will hopefully
continue to contribute to a change of this state of affairs; see,
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e.g., the PAN 2014 challenge, in which the participants had
to address the task of author gender and age identification in
English and Spanish texts (Rangel et al., 2014).

Conclusions and Future Work
We used a set of language- and content-independent fea-
tures that were normalized in order to avoid a bias result-
ing from the idiosyncratic syntactic, punctuation and writing
style characteristics of a language. Compared to state-of-the-
art proposals in the field, our set of features is very small.
Nonetheless, the results are very competitive.

The conclusion that can be drawn from our work is that it is
feasible to use the same set of features to determine the gen-
der of the authors of texts written in different languages with
high accuracy. The setup of the experiments that we carried
out and their outcome make us furthermore hypothesize that
if a set of language- and content-independent features could
profile the writing of authors effectively, it might be possible
to detect the native language of an author writing in a foreign
language.

In the future, we also plan to explore how unsupervised or
semi-supervised approaches can be used in author profiling
problems. This possibility seems to be of high relevance in
particular in forensic applications, where no training data of
sufficient size as needed for supervised learning is available.

As already pointed out above, we also plan to compile a
dataset tagged by gender and sexual orientation in order to
explore not only automatic classification of texts by the sex-
ual orientation of the authors, but also to analyze the mis-
classifications along the lines done in (Groom & Pennebaker,
2005).
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Abstract 

Much research on elemental causal learning has focused on 
how causal strength is learned from the states of variables. In 
longitudinal contexts, the way a cause and effect change over 
time can be informative of the underlying causal relationship. 
We propose a framework for inferring the causal strength 
from different observed transitions, and compare the 
predictions to existing models of causal induction. Subjects 
observe a cause and effect over time, updating their 
judgments of causal strength after observing different 
transitions. The results show that some transitions have an 
effect on causal strength judgments over and above states. 

Keywords: causal learning; causal reasoning; time 

Introduction 
Elemental causal learning is the process of learning whether 
a single potential cause has an influence on an effect. It is an 
ubiquitous mental process that helps us navigate and 
manipulate the world (e.g., Does premium gas get my car 
better mileage? Does doing a colleague a favor make them 
more friendly? Does watering my plant twice a week make 
it healthier than watering it once a week?) Consider the 
following extended example: a patient suffering from 
chronic fatigue tries a new drug that claims to boost energy 
levels. Over the next week, she takes the drug on three days 
(drug = 1, no drug = 0), keeping track of whether she has 
high (1) or low (0) energy. Figure 1 shows two possible 
patterns of experience with the drug, which we contrast. 

 
Day Tue Wed Thu Fri Sat Sun Mon 

Drug 0 0 1 0 1 0 1 
Energy 1 0 1 0 1 0 0 
        
Drug 0 0 0 0 1 1 1 
Energy 1 0 0 0 1 1 0 

 
Figure 1: Example Longitudinal Data Sets 

 
From the experience in Figure 1a, how might the patient 

infer the drug’s causal strength? Consider Wed-Sun. 
Between each of these days, stopping and starting the drug 
is accompanied by corresponding changes in energy, 
suggesting a strong positive causal relationship between the 
drug and energy. There are other days (Tuesday and 
Monday) that do not fit with this pattern, so the drug does 
not always work and it is not always needed. However, 
given the pattern from Wed-Sun, it is hard to explain the 
consistent pattern without inferring that the drug worked.  It 
seems less likely that the drug has no influence on energy, 

but by some coincidence some unknown factors changed the 
patient’s energy at the same times (and in the same 
direction) that the patient happened to take the drug. 

Contrast Figure 1a with Figure 1b. In Figure 1b, the three 
days that the patient took the medicine are all grouped 
together. Now it is much less convincing that the medicine 
works. Because they are grouped together it is more likely 
that the pattern is due to a coincidence; perhaps the patient 
had more energy on Saturday and Sunday because it is the 
weekend, or because she just got over a cold, or her kids are 
behaving, etc. There are practically unlimited numbers of 
possible alternative causes, and when the trials are grouped 
together as in Figure 1b it is more likely that the pattern is 
merely a coincidence. This example illustrates how the 
transitions, i.e. the change in the cause and effect from one 
observation to the next convey meaningful information for 
learning causal strength (e.g., Rottman & Keil, 2012; Soo & 
Rottman, 2014).  

Learning from States vs. Transitions 
Instead of reasoning about transitions, an alternative 
strategy to learn whether the medicine works is to keep 
track of the distribution of states experienced. Table 1 
summarizes the states in the data from Figure 1a or Figure 
1b; both contain the same 7 states just in a different order. 
By convention, the states are labeled [A], [B], [C] and [D]. 
 
Table 1: Frequencies of states in data from Figure 1. Labels 

for states are shown beside counts in [square brackets].  
 

 Energy = 1 Energy = 0 
Drug = 1 2 [A] 1 [B] 
Drug = 0 1 [C] 3 [D] 

Note. The drug is the cause and energy is the effect. 
 

From Table 1, there are more [A]/[D] states relative to 
[B]/[C] states, suggesting a positive contingency between 
the cause and effect (a positive causal relationship). Many 
models of elemental causal induction compute causal 
strength from the state frequencies (Table 1). Hattori & 
Oaksford (2007) documented 41 models of elementary 
causal induction that use only the state frequencies. These 
models are intended for “cross-sectional” situations where 
each observation is independent of the prior one – e.g. 
observing 7 patients, where three have taken the medicine 
and four have not. In cross-sectional situations the 
transitions do not convey meaningful information. 

In the current study we are interested in causal learning in 
longitudinal situations (e.g., tracking one person over time). 
Because most of the focus within the causal learning 

(a) 

(b) 
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literature has been on cross-sectional rather than 
longitudinal situations, there is not an existing theory of 
how people may interpret transitions. In the section below 
we propose one framework for how learners might interpret 
transitions and how different types of transitions could 
influence beliefs about causal strength. We then compare 
the predictions from this framework to existing models of 
causal induction. Finally, we present behavioral data from 
an experiment showing people are sensitive to transitions 
over and above states, in patterns generally consistent with 
the transition-based learning framework. 

Transition-based learning 
With a binary cause and effect there are four possible states 
at any given time point. Thus, there are 4 × 4 = 16 possible 
transitions that can occur between two adjacent time points 
in a time series. Table 2 categorizes all transitions into 
different types depending on how consistent they are with a 
positive causal relationship, a negative one, or no 
relationship. A transition is consistent with a causal 
relationship if the transition is likely to be generated by that 
relationship. In general, with positive causal relationships, 
changes in the cause (X) are accompanied by changes in the 
effect (Y) in the same direction (e.g. α transitions). With 
negative causal relationships, changes in X lead to changes 
in Y in the opposite direction (e.g. β transitions). If there is 
no relationship, changes in X are not associated with 
changes in Y. From this logic, one can reason backwards to 
consider how observing a particular transition should 
influence one’s belief concerning the causal relation. 
 

Table 2: Predictions of Transition-Based Learning.  
 

Transitions Consistent with  
___ relation? ∆ 

States Type X0 Y0 X1 Y1 P+ 0 N- 
A to D α 1 1 0 0 ✓ ✗ ✗ ++ 
D to A α 0 0 1 1 ✓ ✗ ✗ ++ 
B to D δ 1 0 0 0 ✓ ✓ ✗ + 
C to A δ 0 1 1 1 ✓ ✓ ✗ + 
B to C β 1 0 0 1 ✗ ✗ ✓ -- 
C to B β 0 1 1 0 ✗ ✗ ✓ -- 
D to B γ 0 0 1 0 ✗ ✓ ✓ - 
A to C γ 1 1 0 1 ✗ ✓ ✓ - 
A to B ε 1 1 1 0 ✓ ✓ ✓ 0 
B to A ε 1 0 1 1 ✓ ✓ ✓ 0 
C to D ε 0 1 0 0 ✓ ✓ ✓ 0 
D to C ε 0 0 0 1 ✓ ✓ ✓ 0 
A to A ζ 1 1 1 1 ✓ ✓ ✓ 0 
B to B ζ 1 0 1 0 ✓ ✓ ✓ 0 
C to C ζ 0 1 0 1 ✓ ✓ ✓ 0 
D to D ζ 0 0 0 0 ✓ ✓ ✓ 0 

Note. Each transition is shown to be consistent (✓) or inconsistent (✗) with 
a positive (P+), negative (N-) or no (0) causal relation. ∆ is the predicted 
change in causal strength judgment due to the transition. ++ and -- are large 
changes to causal strength in the positive vs. negative directions, whereas + 
and – are smaller changes. 0 is no change to causal strength. 

Consider α transitions – increases in X accompanied by 
increases in Y ([D to A] transitions), or decreases in X 
accompanied by decreases in Y ([A to D] transitions).  
These are transitions that would be generated by a positive 
causal relationship. Such transitions are unlikely if there 
were no causal relationship or a negative one – one would 
need to posit a coincidental hidden cause that influenced Y 
at the same time that X changed (Figure 1a). Since such 
transitions are most consistent with a positive relation (not 
neutral or negative), this framework predicts large positive 
increases in causal strength judgments after α transitions. 

Next, consider δ transitions such as [C to A] – X increases 
(0 to 1) but Y stays at 1. This transition is consistent with a 
positive causal relationship with a ceiling effect for Y; it 
cannot increase any further. A [B to D] transition could be 
interpreted in the same way but with a floor effect. 
However, these transitions are also consistent with there 
being no causal relationship, because a change in X is not 
accompanied by a change in Y. Because α transitions are 
only consistent with a positive causal relationship while δ 
transitions are also consistent with no relation, observing α 
should lead to a larger increase in causal strength judgments 
than observing δ (though both should lead to an increase). 
ε transitions are when only the effect (Y) changes, while 

X stays the same. When Y changes, there is no reason to 
expect X to change regardless of the causal relation. Our 
framework does not predict change to the causal strength 
judgment for ε transitions. In ζ transitions, neither X nor Y 
change. Repeated observations of the same state could be 
due to the continued causal influence of X, or both X and Y 
coincidentally remaining in the same state (Figure 1). We 
predict no change in judgments for ζ transitions. 

This logic can be extended to transitions consistent with 
negative causal relationships. β transitions (only consistent 
with a negative relation) should lead to larger decreases 
than γ transitions (consistent with a negative relation with a 
floor/ceiling effect, and also with no relation). Observing β 
should also lead to a larger decrease than observing ε or ζ 
transitions. 

In sum, the most crucial prediction made by this theory is 
that α and β transitions will lead to more change (in the 
positive and negative direction respectively) than the other 
types of transitions. 

Models of causal induction 
We compare the predictions of our framework in Table 2 
(the rightmost column) with several existing models of 
causal strength learning: We briefly present their predictions 
for longitudinal causal learning in Table 3, with predictions 
for our transition-based learning (TBL) framework. Many of 
the models are entirely or largely influenced by the states, so 
Table 3 groups together the four transitions that end in the 
same state (gray vs. white). Within each of the four groups 
in Table 3, the first row are α or β transitions (both variables 
change), the second are δ or γ (ceiling and floor effects), the 
third are ε transitions (effect changes by itself), and the 
fourth are ζ transitions (neither variable changes). 
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Table 3: Model predictions for 16 transitions. 
 

Transition ∆P / PowerPC RW TD TBL 
D to A ++ ++ + α ++ 
C to A ++ ++ + δ + 
B to A ++ ++ ++ ε 0 
A to A ++ ++ ++ ζ 0 
A to D ++ 0 * α ++ 
B to D ++ 0 * δ + 
C to D ++ 0 0 ε 0 
D to D ++ 0 0 ζ 0 
C to B -- -- - β -- 
D to B -- -- - γ - 
A to B -- -- -- ε 0 
B to B -- -- -- ζ 0 
B to C -- 0 * β -- 
A to C -- 0 * γ - 
D to C -- 0 0 ε 0 
C to C -- 0 0 ζ 0 

Note. ++ and -- denote a predicted increase or decrease that is larger 
relative to + and – within the same model. 0 denotes no predicted change. 
*These cases depend upon too many factors so no generalized predictions 
can be made. 

 
∆P (Jenkins & Ward, 1965) and Power-PC (Cheng, 
1997) These are two examples of models that are calculated 
simply from the contingency table (e.g., Table 1). They both 
produce a causal strength rating from -1 to 1, and can be 
calculated with the following equations: ∆P = a/(a+b) – 
c/(c+d), and powPC (for a positive causal strength) = 
∆P/[d/(c+d)]. If these models are used to calculate causal 
strength repeatedly after each new observation, then after an 
A or D observation the causal strength judgment will go up, 
and after a B or C observation the judgment will go down.  

These models are not sensitive to transitions. For 
example, consider four sequences of data all ending in A: 
[A,B,C,D,A], [D,A,B,C,A], [C,D,A,B,A], and [B,C,D,A,A]. 
In all four of these sequences the causal strength ratings 
from ∆P and Power PC would be exactly zero after the 4th 
trial. Then, after the 5th trial, the causal strength rating 
would increase. However, it would increase exactly the 
same amount under all four sequences. The causal strength 
would be 1/6 for ∆P and 1/3 for Power PC.  
RW (Rescorla & Wagner, 1972; Wagner & Rescorla, 
1972) The Rescorla-Wagner model is a model of associative 
learning that has also been proposed of human causal 
learning (Shanks & Dickinson, 1987). RW is a trial-by-trial 
model of learning that updates weights representing the 
strength of the association between a cue (cause) and 
outcome (effect) after each observation. RW was created to 
model change in associative strength within a single animal 
over time, so unlike the models mentioned above it is meant 
to handle time series data. 

RW was created to model many temporal phenomena in 
how associative strengths get updated over time such as 
acquisition curves and blocking, so unlike the models above 
it is exquisitely sensitive to the order of the data. Still, RW 

works by updating the associative strength after each 
sequential state observation, [A], [B], [C], or [D]. At any 
point in time, the change in the associative strength is 
calculated based on the difference in the error prediction of 
the outcome (effect) from summing the associative strengths 
of the present cues (causes). Thus, it does not matter what 
the immediately previous trial was, the only thing that 
matters is the current associative strength rating. 

One reason why the current associative strength rating 
matters is that if the current associative strength is zero and 
an [A] trial occurs, there will be a relatively large increase 
to the associative strength, but if the current associative 
strength is .75 and an [A] trial occurs there will be a smaller 
increase in the associative weight (because the error is 
smaller). For this reason, we use the prior causal strength 
rating as an interaction term in all analyses. 

Provided that the associative strength is not already at 
asymptote (+1 or -1), the strength will always increase on an 
[A] trial and decrease on a [B] trial. Changes to the strength 
only occur when the cue is present, so no changes occur 
after [C] and [D] trials; though Van Hamme & Wasserman  
(1994) have proposed that the strengths be updated even 
when the cue is absent. 

In sum, even though RW is sensitive to many aspects of 
the order of the observations, the specific prior observation 
does not have any impact above and beyond the current 
associative weight. This means that there should be the 
same amount of change after an [A] trial regardless of the 
prior state, accounting for the current associative weight. 
TD Temporal difference (TD) learning is a form of 
reinforcement learning. Here we discuss a particular 
instantiation of TD learning that models classical 
conditioning (Sutton & Barto, 1987). Even though TD is 
heavily based on RW and it has been widely applied in other 
areas of psychology (cf. Seymour et al., 2004), as far as we 
know TD has never been proposed or analyzed as a model 
of human causal learning. Here we discuss some of the most 
important differences between RW and TD. 

First, whereas RW seeks weights that minimize the 
prediction of the unconditioned stimulus (effect) at a given 
instant, TD predicts a sum of future values of the effect 
signal discounted such that the near future is weighted more 
than the distant future. Second, learning (or changes to the 
associative strength) occurs repeatedly moment-to-moment 
within a trial as opposed to just once at the end of the trial. 
Third, whereas RW only updates weights for the cause 
when the cause is present, TD updates weights for the cause 
in proportion to the strength of an “eligibility” trace (similar 
to a memory/salience trace) of the cause. If the cause has 
been present for a while, learning is fast. But if it was 
recently absent, learning is slow until it is more eligible. 
Even after the cause disappears some learning can occur to 
the extent that the trace persists. Fourth, the weights for the 
cues are not bounded; we just focus on whether the weights 
change in the positive or negative direction. 

The dynamics of all of these features plus others means 
that (unlike the other models discussed so far) TD actually 
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makes predictions about transitions between specific states 
(Table 3). First, TD predicts a greater increase for [A to A] 
and [B to A] than [C to A] or [D to A] transitions. In the 
latter two transitions the trace of the cause is initially zero, 
and it takes time to become activated, slowing down 
learning. In the former two transitions the cause is already 
present from the previous trial so the eligibility trace is 
initially higher, speeding up learning. The difference 
between [B to B] and [A to B] vs. [C to B] and [D to B] is 
also due to the eligibility trace, just in the negative direction.  

In the transitions [C to C], [C to D], [D to C], and [D to 
D], the cause is never present so its eligibility is always zero 
and its weight is not updated. This is similar to how RW 
does not update strength when the cue is absent. 

The transitions [A to B], [D to B], [B to C], and [A to C] 
are all extremely dynamic and depend on the prior weight 
(above vs. below zero) and the prior weight of the 
unobserved cue (above vs. below zero). Because of the 
extreme level of the dynamics we cannot make a 
generalized characterization of how the weights get updated 
for these transitions.  
Comparisons Between Models Predictions for the 
transition-based learning (TBL) framework are included in 
the right column in Table 3 (compare to Table 2). There are 
several comparisons that shed light on the similarities and 
differences between the models. 

First, there is some consistency in the models. 
Transitions ending in A and D are viewed as positive (or 
neutral) evidence for all models, whereas those ending in B 
and C are negative (or neutral) evidence for all models. 
Second, ∆P, Power PC and RW make the same predictions 
for all transitions ending in the same state. In contrast, TD 
and TBL make different predictions for transitions that end 
in the same state. Third, even though both TD and TBL are 
sensitive to transitions, the predictions are nearly opposites. 
Consider the transitions ending in A. TD predicts larger 
increases for [B to A] and [A to A] than [D to A] and [C to 
A]. TBL makes the exact opposite predictions. Most 
importantly, TBL predicts the largest increase for [D to A]. 
This same basic pattern also plays out in the transitions 
ending in B. Here we are ignoring the transitions ending in 
C and D because TD does not make general predictions. The 
goal of our experiment was to test which of these models 
predicts the trial-by-trial changes in causal strength 
judgments the best. 

Experiment 
Subjects observed sets of longitudinal data and made causal 
strength judgments after each trial. We were focused on 
whether the changes in causal strength judgments from trial 
to trial were influenced by the immediately-prior trial. 

Methods 
Subjects 100 subjects were recruited through Amazon 
Mechanical Turk (MTurk) and paid $1.75 for completing 
the experiment. The experiment was conducted online and 
took roughly 15-20 minutes to complete. Because some 

subjects began the study but stopped midway, we actually 
collected data from 177 subjects though some of their data 
was partial (i.e. less than the full number of scenarios). 
Design and stimuli Subjects were presented with sets of 
data consisting of a binary cause and effect. Each subject 
viewed 15 sets of data, and each set (one scenario) consisted 
of 8 trials. For each participant five data sets had ∆P = 0 (2 
observations of each state), another five had ∆P = -0.5 (1 
observation each of [A] and [D], 3 observations each of [B] 
and [C]), and another five had ∆P = 0.5 (3 observations each 
of [A] and [D], 1 observation each of [B] and [C]). The 
trials within a data set were randomly ordered. The reason 
for having data sets with positive, negative, and neutral 
contingencies was to have a sampling of all the transitions. 
For example, β transitions are very rare in the ∆P = 0.5 data 
sets. Each data set had 8 states, and thus 7 transitions. 
Procedure Subjects were told to imagine they were 
researchers studying the effects of drugs on chemicals in the 
blood of monkeys. Each scenario involved testing one drug 
on one chemical in one monkey, with a new drug, chemical, 
and monkey for each of the 15 scenarios. 

Each trial within a scenario involved the drug either being 
administered or not (using an intravenous drip), and then 
participants were told that one hour later a blood test is 
conducted to reveal whether the chemical is high or low. 
After seeing the blood test participants estimated the causal 
strength of the drug on the target chemical using a slider 
with the following anchors: -99 = ‘When the drug is on, the 
chemical is usually low. When the drug is off, the chemical 
is usually high’, 0 = ‘There is no relationship between 
whether the drug is on or off and the level of the chemical’, 
and 99 = ‘When the drug is on, the chemical is usually high. 
When the drug is off, the chemical is usually low’. The 
slider stayed at the same value from the participant’s 
judgment after the prior trial; after each trial participants 
could either move the slider to update their judgment or  a 
check-box to keep the same judgment from before. After 
making the judgment participant saw the next trial (whether 
the drug was administered or not, and the blood test) until 
they were finished with the 8 trials. Subjects completed a 
practice scenario and 15 actual scenarios (5 from each 
contingency); the order of the 15 scenarios was random. 

Results 
36 subjects were excluded from the analysis because their 
responses indicated a misinterpretation of the scale – on [D] 
states; they always reduced their causal strength judgments. 
Further investigation revealed that these subjects’ judgments 
tracked the occurrence of the effect; they increased 
judgments when the effect was present (even on [C] trials), 
and decreased them when it was absent. This interpretation 
occurred despite our best efforts at defining a positive vs. 
negative relation (see methods section). We did not want to 
further train subjects on the use of the scale by providing 
feedback because we did not want to imply that there was 
one right answer and wanted to preserve their natural use of 
the scale as much as possible. However, this interpretation 

2257



of the scale is not explainable by any of the models of 
causal induction. Thus, we eliminated from the analysis 
subjects who increased at least half their judgments on [A to 
C] and [B to C] transitions and decreased at least half of 
them on [A to D] and [B to D] transitions. 

We analyzed the change in causal strength judgments (the 
difference between the judgment at the present and prior 
trials) for each of the 16 types of transitions. We ran four 
regressions, one for each group of transitions ending in the 
same state (shaded rows in Table 4). The α and β transitions 
(top row within each of the 4 sets in Table 4) were treated as 
the reference transition, because the most important 
hypothesis was whether the α and β transitions produced 
larger changes than the other transition types. A by-subject 
random intercept and a random slope on transition type were 
included to account for the fact that each individual made 
multiple judgments for each transition type.  

One challenge in analyzing change scores is that the 
causal strength judgment at the prior trial can constrain the 
amount of change.  For example, for transitions expected to 
lead to an increase, a very high starting point would 
constrain the amount of possible increase. It is also possible 
that different transition types would produce different 
amounts of change at different prior strength levels, so an 
interaction between prior strength and transition type was 
included in the regression. (These interactions are not 
discussed further in the current manuscript.) 

Table 4 displays the results of the four regressions. Within 
the four transitions ending in a given state, the other three 
transitions were all compared against the top transition. In 
typical regression tables the difference between levels is 
reported. But for ease of interpretation we translate the 
differences to their own group means (e.g. [C to A] 
transitions produced an average increase of 14 points). The 
rightmost column in Table 4 summarizes which of the three 
transitions are significantly different in size compared to the 
top transition (+ is a significant smaller increase than ++). 

The first impression of this table is that all the transitions 
ending in A and D produced increases in causal strength, 
whereas those ending in B and C produced decreases. This 
finding is most consistent with Power PC and ∆P. 

The second striking finding is that the α and β transitions 
always produced more extreme changes compared to ζ 
transitions (forth row of each set). This finding is uniquely 
predicted by TBL; it is not predicted by the other models 
and is even the opposite prediction made by TD.  

Third, the other predictions made by TBL, that α and β 
would be stronger than δ and γ (ceiling and floor effects), 
and ε (when the effect changes by itself) were not supported 
(except one instance of δ). The following paragraphs go 
through the results in more detail. 

Amongst transitions ending in [A], all four transitions 
lead to increases. [D to A] transitions led to the largest 
increase, an average increase of 21. Compared to [D to A], 
[C to A] transitions and [A to A] transitions led to 
significantly smaller increases. The significance can be seen 
by examining whether the 95% CI includes the mean change 

for [D to A]. For example, 95% CI for [C to A], [8, 19] is 
entirely lower than the mean for [D to A], 21. [A to A] also 
produced a significantly smaller increase than [D to A], but 
[B to A] was not significantly different.  

Among the transitions ending in [D], the α transition was 
significantly stronger than ζ. It was not significantly 
different than δ, and it actually was weaker than ε (which is 
not predicted by any model). 

Among the transitions ending in [B] and [C], the β 
transitions were more extreme than the ζ transitions, but the 
β transitions were the same size as the γ and ε transitions. 

In summary, the results show some patterns consistent 
with Power PC and ∆P, as well as one consistent pattern 
uniquely predicted by TBL, that α and β transitions resulted 
in larger changes to causal strength than ζ transitions. 

 
Table 4: Regression results for effect of transitions. Separate 

models for each group of transitions by end-state. 
 

Transition Type Mean 
Change 

95% CI of 
Change Summary 

Lower Upper 
D to A α 21 18 24 ++ 
C to A δ 14 8 19 + 
B to A ε 19 13 25 ++ 
A to A ζ 10 7 14 + 
A to D α 11 8 14 ++ 
B to D δ 10 4 15 ++ 
C to D ε 17 11 24 +++ 
D to D ζ 7 3 9 + 
C to B β -16 -19 -14 -- 
D to B γ  -15 -21 -9 -- 
A to B ε -19 -25 -12 -- 
B to B ζ -12 -15 -8 - 
B to C β -15 -18 -13 -- 
A to C γ -13 -18 -7 -- 
D to C ε -14 -21 -10 -- 
C to C ζ -11 -14 -7 - 

Note. The Change column indicates the relative increase or decrease of a 
particular transition relative to the top row in the same group of transitions. 

General Discussion 
Previous work studying elemental causal learning has 
focused on how causal strength is learned from states – [A], 
[B], [C] and [D]. In the current article we proposed an 
extreme version of an elemental causal learning theory that 
focuses exclusively on transitions. The proposal we put 
forth was intended to be provocative – to theorize how 
different transitions could be interpreted completely 
independently of states. In reality, we are not proposing that 
people exclusively rely upon transitions and indeed the 
results suggest a combination of strategies. 

The main finding in support of the transition-based 
learning theory was that when both the cause and effect 
changed (α and β) people changed their causal strength 
judgments more than when the same state was repeated (ζ), 
controlling for the prior causal strength judgment. Another 

2258



way to think about these findings is that when the same state 
is repeated (ζ) there actually is no “transition”; the repeat of 
the state could be viewed as redundant (i.e. repeated 
observations of a state can be collapsed into a single 
extended data point). This finding was the basic 
phenomenon from the example involving Figure 1. 

The TBL framework made two predictions that were not 
supported. We review these predictions because they reveal 
some interesting reasoning habits. The first prediction 
involved δ and γ transitions. One example is when the cause 
changes from 0 to 1 but the effect stays at 1. We predicted 
that this transition could be viewed as consistent with a 
positive causal relation (a ceiling effect), however it could 
also be consistent with no relation – the cause turns on but 
since the effect is already on the cause was not responsible 
for the effect. Out of the four δ and γ transitions one was 
weaker than the α and β transitions, but the other three were 
not significantly different. This suggests that the participants 
were attributing the state of the effect to the cause even 
though the state of the effect was present before the cause.  

The second disconfirmed prediction made by TBL was 
that transitions when the effect changes on its own would 
not result in changes to the causal strength (e.g., if the cause 
stays at 1, and the effect changes from 0 to 1). The 
reasoning was that it is always possible that the effect could 
change on its own due to some unobserved factor, but this 
change should be attributed to the unobserved factor, not the 
target cause. Another interpretation is that there really is a 
positive causal relation, but at the initial state there was a 
temporary unobserved inhibitory factor. 

From the discussion above, it is evident that transitions 
can be interpreted in multiple ways. There is some 
interesting research on how observed states can be 
interpreted differently given different prior knowledge – in 
some instances even [A] can be interpreted as negative 
evidence (Luhmann & Ahn, 2011). When reasoning about 
states, beliefs about unobserved factors drive the different 
interpretations. And as seen in the paragraphs above, we 
also hypothesize that beliefs about unobserved factors could 
be responsible for different interpretations. More fully 
developing a transition-based theory of causal induction will 
require clarifying the interpretations of the transitions, 
which could be facilitated by eliciting verbal explanations of 
the interpretation of a given transition. 

The current results suggest that elemental causal learning 
in longitudinal contexts involves a combination of transition 
and state-based reasoning. One important goal for future 
research is to better capture how these two types of 
reasoning get used – do they get used simultaneously, are 
there individual differences, or does a single learner 
sometimes focus on one interpretation and other times focus 
on another? Future research will investigate the factors that 
promote the use of one reasoning pattern over another. This 
will ultimately result in a more complete theory of real-
world elemental causal learning that (unlike most existing 
theories) makes the distinction between data in cross-
sectional and longitudinal contexts. 
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Abstract

Bare numerals (e.g. two) seem to be ambiguous between two
readings: the exactly and the at least reading. We present an
ERP study that explores this issue. We show that the pattern
of the ERPs elicited by critical nouns in sentences with un-
embedded bare numerals depends on the participant’s choice
of the reading of the numeral. For those responders who con-
sistently apply the exactly reading in their truth-value judge-
ment, sentences that are true only under the at least reading
are associated with a sustained negativity effect compared to
sentences that are true also under the exactly reading. How-
ever, no such effect is evident for the responders who apply
the at least interpretation. We argue that this result falsifies
the exactly-theory of numerals and speaks in favor of the am-
biguity account. Keywords: bare numerals; at least reading;
exactly reading; truth-value judgment; N400 effect; sustained
anterior negativity

Introduction
One might think that no linguistic expressions are more pre-
cise than numerical expressions. For instance, saying that

(1) Two roses are red.

should leave no doubts regarding the number of red roses.
Yet, such sentences as (1), where a bare numeral (two) occurs
as a part of the quantifier phrase, seem to be ambiguous be-
tween various readings. Consider having a bouquet of five red
roses. Is then sentence (1) true or false? If two is interpreted
as exactly two (exactly reading), then (1) will be considered
false in the given scenario. However, two may be interpreted
as at least two (at least reading), in which case (1) will be
considered true if there are more than two red roses. Since
the at least reading implies only the lower bound for numer-
als, whereas the exactly reading implies both the lower and
the upper bound, the first one is often referred to as the weak
or one-sided reading and the latter is referred to as the strong
or two-sided reading.

The choice between these two readings seems to be also de-
pendent on complex interactions between contextual factors
and linguistic structure. For instance, the preferred interpre-
tation of sentence (2a) is that Anna has exactly two daughters,
not more. In contrast, the common understanding of (2b) is
that at least two essays are a condition for passing the course.

(2) a. Anna has two daughters.

b. To pass the course one needs to write two essays.

c. If you have two children, you do not qualify for a
tax refund.

Moreover, there are contexts in which numerals invite so-
called at most readings. Thus, (2c) is usually interpreted that
if you have no more than two children, you do not qualify
for a tax refund. Yet, since it is questionable whether the at
most readings are at all available in unembedded contexts, in
our current study we only consider the exactly and at least
readings.

Up to date there is no agreement regarding the right se-
mantic theory of bare numerals. According to the classical,
neogricean view the at least reading constitutes the basic and
literal meaning for numerals, whereas the exactly reading re-
sults from pragmatic strengthening by means of scalar im-
plicature (Horn, 1992; Levinson, 2000; Schulz & Van Rooij,
2006). This strengthening is then similar as in the case of
the quantifier some, whose semantic existential meaning is
strengthened to some but not all. In short, the neogricean
approach assumes that numerals are scalar terms and can
be ordered on a linguistic scale according to their semantic
strength: 〈one, two, three, etc.〉. Thus, sentence (1) liter-
ally means that there are at least two red roses, however, if
the speaker knew that there were more than two red roses
(e.g. three), then she should have provided a more informa-
tive statement with an appropriate stronger numeral (Maxim
of Quantity). Based on such reasoning, (1) is taken to imply
that there are not more than two red roses.

This standard view has been questioned on various
grounds. First, numerals allow the strong reading in syntac-
tic environments in which scalar implicatures are generally
considered unavailable (e.g. downward entailing contexts)
(Horn, 1992; Breheny, 2008). Second, developmental data
suggest that children acquire the exactly reading of numerals
earlier that the standard scalar implicatures (Noveck, 2001;
Papafragou & Musolino, 2003; Hurewitz et al., 2006). Third,
whereas the cognitive load in computing the scalar implica-
ture of some is larger than in computing the existential mean-
ing (Bott & Noveck, 2004; Bott et al., 2012), the exactly read-
ing of numerals seems to be less demanding compared to the
at least reading (Marty et al., 2013, 2014).

In the light of the shortcomings of the traditional view,
various other approaches have been proposed. According to
Carston (1988, 1998), numerals are underspecified and can be
interpreted under either the exactly, at least or at most read-
ing, and the interpretation of a particular occurrence of a nu-
meral is fully determined by context. Breheny (2008) argues
that the literal meaning of numerals is constituted by the ex-
actly reading, whereas both the at least and at most readings
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are results of pragmatic processes. Accordingly, example
(2b) means that one needs to write exactly two essays to pass
the course but we arrive at the at least interpretation based on
additional contextual assumptions, e.g. that the usual require-
ments for passing a course presuppose only a minimum num-
ber of essays and do not put any constraints on the maximum
number. In a similar manner the at most interpretation of (2c)
is based on the interaction of the exactly meaning of two and
our knowledge of how the tax system works (Breheny, 2008;
Spector, 2013). Finally, according to this exactly-theory, the
at least reading in the case of unembedded numerals such
as (1) is a result of a pragmatic weakening mechanisms of the
strong reading: The domain of the quantifier can be implicitly
restricted, which means that (1) can be interpreted as Exactly
two roses that are P are red (where P is some contextually
assumed property), therefore, (1) turns out true if there are
three red roses.

In contrast, Geurts (2006) proposes, that numerals, when
used as quantifiers, are lexically ambiguous between two dis-
tinct lexical entries corresponding to the at least and exactly
readings. In this approach the exactly reading is still more
basic, whereas the at least lexical entry can be obtained by
a number of type-shifting operations. A different version of
the ambiguity account has been offered by Spector (2013).
Building on the grammatical account of scalar implicatures
by Chierchia et al. (2012), Spector argues that albeit numer-
als are not lexically ambiguous, they give rise to ambiguities
by means of interaction between the lexical entry and other
operators, such as the exhaustification operator (exh). Yet,
in unembedded contexts numerals are also argued to have a
strong preference for being in the scope of exh, thus inviting
the exactly reading.

In our study we tried to shed more light on this debate by
investigating the processing of sentences with bare numer-
als with event-related brain potentials. We tested which of
the two readings is more silent in unembedded contexts, such
as Two pictures contain stars, and how the choice of read-
ing (measured by the intuitive truth-value judgments given by
the participants) modulates the ERPs evoked by critical nouns
downstream the quantifier phrase, when the choice of a par-
ticular reading of the numeral makes those nouns more or less
expected. We used a sentence-picture verification paradigm
and asked our subjects to evaluate sentences with bare nu-
merals in scenarios in which they were true according to the
exactly reading, true according to the at least reading (but
false under the exactly reading), or false under both readings.
Based on the existing literature we expected that the criti-
cal at least cases should receive mixed truth-value judgments
(Marty et al., 2013, 2014), where their evaluation as false in-
dicates the exactly interpretation, whereas the accepting re-
sponse indicates the at least interpretation.

Experimental design
The experiment was conducted in German and had a form of
a sentence-picture verification task. Participants were asked

whether sentences of form (3) were true with respect to visual
scenarios consisting of sets of six pictures and depicting two
categories of objects (Xs and Ys) in different quantities.

(3) N pictures contain X.

As the numeral N we used either three (drei) or four
(vier) in all experimental sentences. In each trial, subjects
(i) were first presented with the phrase containing the nu-
meral Three/four pictures contain (Drei/Vier Bilder enthal-
ten); (ii) next they saw a scenario; and (iii) finally they saw the
critical noun X (Figure (1)). They were asked to respond at
the end of each trial (after the final word disappeared) whether
the sentence was true with respect to the presented scenario.
ERPs were measured on the onset of the critical noun X.

Figure 1: Time-course of experimental trials.

There were six experimental conditions, determined by the
number of Xs presented in the scenario, i.e. the number of
objects that were mentioned at the end of the trial, and the
number of the non-mentioned objects (Ys). The number of
Xs determined the evaluation condition of the sentence and
was either smaller than the numeral N occurring in the sen-
tence (FALSE condition), exactly N (EXACTLY condition),
or larger than N (AT LEAST condition). However, the non-
mentioned alternative was also represented in the exactly, at
least or false way with respect to the numeral N and created
a context scenario for the sentence evaluation. For instance,
in condition EXACTLY-false the number of the mentioned ob-
jects X was exactly N and the number of the non-mentioned
objects Y was smaller then N. In total there are 3× 3 pos-
sible combinations, however, we eliminated those conditions
in which both X and Y fell under the same evaluation. In the
end there were (i) two EXACTLY conditions: EXACTLY-at
least and EXACTLY-false; (ii) two AT LEAST conditions: AT
LEAST-exactly and AT LEAST-false; and (iii) two FALSE con-
ditions FALSE-exactly and FALSE-at least. However, there
was no EXACTLY-exactly, AT LEAST-at least or FALSE-false
condition. Figure (2) presents all six conditions as combina-
tions of scenario types and critical words: Two conditions are
always associated with one scenario type that is determined
by the combination of the mode (at least/exact/false) in which
both X and Y are represented in a picture with respect to given
numeral.

Our planned comparisons primarily involved contrasting
the respective evaluation conditions for the same scenario
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Figure 2: Six conditions as combinations of the numeral, scenario types and critical
words.

types: EXACTLY-at least with AT LEAST-exactly, AT LEAST-
false with FALSE-at least and EXACTLY-false with FALSE-
exactly. In this way we could reciprocally contrast the evalua-
tion conditions while the context proceeding the critical noun
onset, i.e. the initial sentence phrase plus the scenario type,
was identical.

A conservative interpretation of the exactly-theory pre-
dicts that the ERPs for the AT LEAST-exactly cases should
be more negative in the N400 time-window compared to the
EXACTLY-at least cases across the tested population. Admit-
tedly, one could argue that some participants might apply the
at least reading in their truth-value judgment due to the pos-
sibility of the pragmatic weakening mechanism. However,
even for those participants the AT LEAST-exactly condition
should be associated with a larger N400 than the EXACTLY-at
least condition, or at least we should observe some other ERP
effect (e.g. P600) indicating the relevant pragmatic processes
taking place. In contrast, if the at least reading is the literal
interpretation, as predicted by the neogricean approach, the
N400 ERPs for critical nouns in the AT LEAST-exactly and
EXACTLY-at least conditions should not differ, since from a
semantic point of view in both cases the evaluated sentences
are equally true. Yet, it is a known result that people tend
to base their truth-value judgments not only on the literal se-
mantic meaning but often integrate the implicature into the
sentence’s truth-conditional content. Spychalska et al. (2014)
show that for such pragmatic responders N400 ERPs asso-
ciated with underinformative some-sentences are larger than
those associated with informative sentences. However, this
result can be in fact taken as evidence against the traditional
gricean view on scalar implicatures and in favor of those theo-
ries in which scalar implicatures can be computed in par with
the compositional content of the sentence (e.g. Chierchia et
al., 2012). A similar result in the case of numerals, i.e. a
correlation between the behavioral truth-value judgments and
the ERP patterns, would not support neogricean approach, but
rather the lexical ambiguity view or the grammatical account
in which ambiguity is a result of the exhaustification operator.

The predictions of the ambiguity view are the following: If
numerals are ambiguous between the two readings, then the
participants’ choice of the reading of the numeral (reflected
in the truth-value judgments for the critical AT LEAST cases)
should correlate with the ERP patterns. This means that the

choice of the exactly reading should trigger a larger negativity
for the AT LEAST-exactly compared to the EXACTLY-at least
condition, whereas the choice of the at least reading should
result in a larger negativity for the FALSE-at least compared
to the AT LEAST-false cases.

Since in both versions of the ambiguity view the exactly
reading is still considered to be the preferred reading in unem-
bedded contexts, one could argue that this preference should
leave a mark in the ERP pattern. Therefore, it makes it per-
haps difficult to contrast the ambiguity view and the exactly-
theory. However, one should note that under the bilateral
exactly-theory the at least reading is not a genuine reading.
Thus, one could argue that the exactly-theory has the follow-
ing prediction: For those subjects for whom no pragmatic
weakening is evident (who respond according to the exactly
reading), we expect that the processing of the AT LEAST-false
and FALSE-at least cases should be alike. However, if the at
least reading is a genuine, just less preferred reading—as pre-
dicted by the ambiguity view, we should be able to observe
a mark in the ERPs indicating that the AT LEAST cases con-
stitute a weaker violation than the FALSE cases also for the
“exact” responders.

Materials
We used 240 unique German nouns to construct two different
lists of 120 ordered pairs 〈n1,n2〉. All words were used in
their plural form, were two-syllabic and had a length of 4 to
9 characters; compound nouns were excluded. The word fre-
quency value was checked in the Wortschatz Leipzig corpus
(http://wortschatz.uni-leipzig.de/)1, and was kept between 8
and 17 (moderate frequent words). All nouns denoted con-
crete objects, that are easy to identify in a picture and are
well-known to an average German speaker. The two lists
were fully exclusive with respect to the word-pairs. Thus,
each word occurred exactly once in each list (so twice in to-
tal), but was combined in each of the lists with a different
word. Within each pair the words were matched with re-
spect to their length (maximal character difference was 4)
and frequency (maximal value difference was 4), as well
as for their semantic similarity value (LSA) (Landauer et
al., 1998). We estimated the LSA value based on the En-
glish translations of the singular German nouns by using the
http://lsa.colorado.edu/ server. The words were matched so
that the LSA values for all pairs did not exceed 0.3. In order
to eliminate heavy outliers we computed the standardized val-
ues (z-scores) and recombined the words in such a way that
at the end the z-scores for both lists were between −2.5 and
2.5.

A picture of a corresponding object was created for each
noun and for each pair of nouns using free clipart images as
well as Adobe Photosphop. For presenting the stimuli we
used NBS PresentationrSoftware. For each participant the
program generated a unique stimuli list in a pseudo-random

1The frequency value v of a word w is equal to log2 of the quo-
tient of the frequency of the word “der” and the frequency of the
word w in corpus
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manner from the predefined conditions list, the two lists of
noun pairs and pictures database. There were 240 experimen-
tal trails (40 per condition) and 96 filler trials. The filler trails
used quantifiers all (alle), no (keine), two (zwei) or five (fünf )
and were created based on a set of 48 nouns, which were less
strictly controlled for frequency or length than the nouns used
in the experimental trails.

Participants
Forty-five (twenty-five woman) members of the Ruhr-
University Bochum were recruited for the experiment (age:
18-42, mean: 24.8 SD: 5.4). They were reimbursed for
their participation. All participants were monolingual Ger-
man native speakers, had at least a secondary degree (Ger-
man Abitur), normal or corrected to normal vision, no history
of psychological or neurological problems, and were right-
handed. Two people were excluded from the EEG analysis
due to excessive noise in their EEG data.

Procedure
Upon arrival all our participants signed a written consent of
participation including a statement concerning their vision,
medication, neurological or psychiatric history. They filled in
the Edinburgh Handedness Inventory test and were screened
using the WAIS test for logic fluid intelligence, the digit span
working memory test and the AQ Questionnaire. Addition-
ally they were also tested using a modified version of the
Reading Span Memory Test, German version (Noort et al.,
2008). The measurement was conducted in a dim, electri-
cally and acoustically isolated cabin. Subjects were seated
in front of a computer screen and a response pad with two
designated buttons. The experiment started with a short in-
struction followed by an exercise session consisting of five
example trials. No feedback was given throughout the exper-
iment and subjects were asked to follow their intuition in the
truth-value judgment task. The time-course of experimental
trials is presented in Figure (1).

EEG recording and data processing
EEG was recorded from 64 active electrodes held on the scalp
by an elastic cap, with a BrainAmp acticap EEG recording
system. AFz served as the ground electrode and FCz—as the
physical reference. Four electrodes (FT9, FT10, P09, PO10)
were reprogrammed and used for controlling both vertical
(above and below the right eye) and horizontal (on the right
and left temple) eye-movements (EOG electrodes). The EEG
was recorded with a sampling rate of 500 Hz and a low cut-off
filter of 0.01. Impedance was kept below 5kΩ.

The EEG data were processed using Brain Vision Ana-
lyzer 2.0 software. We applied an off-line high cut-off fil-
ter at 30 Hz, 12 dB/oct. Automatic raw data inspection re-
jected all trials with the absolute amplitude difference over
200µV/200ms, or with the activity lower than 0.5µV in in-
tervals of at least 100ms. The maximum voltage step al-
lowed was 50µV/ms. Eye blinks were corrected using an

independent component analysis. The data was off-line re-
referenced to the average of linked mastoids comprising of
TP9 and TP10. Segments from 200ms pre-target onset until
1000ms post-onset were separately extracted and averaged for
every subject and every condition. Baseline correction used
the 200ms interval preceding the onset of the stimulus. All
segments with any remaining physical artifacts (including the
amplitude lower than −90µV or higher than 90µV ) were ex-
cluded before averaging. The minimum number of segments
that was preserved in each condition was 23 out of 40.

Results
Behavioral results
The analysis of truth-value judgements indicated that, for
both critical AT LEAST cases, i.e. AT LEAST-exactly and AT
LEAST-false, our participants were consistent in their choice
of either the exactly or the at least reading. Based on the
mean of the proportion of the exactly/at least readings in both
AT LEAST conditions, we divided our participants into two
groups of responders. Most participants (N = 30, 66.7%; two
were later excluded from the analysis due to noise in their
EEG) consistently said “false” to the AT LEAST cases, i.e.
applied the exactly reading of the numeral, and are hence-
forth referred to as strong readers (the proportion of exactly
readings varied between 88.46% and 100% in all AT LEAST
trails). The remaining responders (N = 15, 33.3%), who con-
sistently said “true” to the AT LEAST cases, are called weak
readers (between 88.75% and 100% of the at least readings).
Accordingly, we defined accuracy for the AT LEAST cases
based on the response profile: the rejecting response was cor-
rect for the strong readers and the accepting response was
correct for the weak readers. The accuracy in all remaining
conditions was at the ceiling level. There were no significant
differences between the two groups in any of the measured
cognitive or personality tests.

EEG results
The visual inspection of grand averages allowed us to con-
clude that strong and weak readers obtained a different pat-
tern of the ERP waveform. For the statistical analysis of the
EEG data we used the Matlab Fieldtrip package. We per-
formed a non-parametric statistical procedure called cluster-
based permutation test (Maris & Oostenveld, 2007). For each
subject the ERPs were averaged across trials in the compared
conditions, in the epoch of 0− 1000 ms post-onset and for
all channels. The data-points (time × channel) between the
sets were compared by a two-tailed dependent t-test. The sig-
nificantly different (α = 0.025) data-points were then clus-
tered according to the time-spatial adjacency. The cluster-
level statistics were calculated by taking the sum over the t-
values for each cluster. The cluster-level p-values were eval-
uated with a Monte Carlo simulation: For each subject the
ERP averages were randomly swapped between the two con-
ditions. The cluster-level statistics were computed again and
the maximum of the cluster-level statistics was taken as the
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Figure 3: The comparison of grand averages of all conditions, for weak readers (WR) and strong readers (SR). Topographical maps of the effects (difference curves of the compared
conditions) in all three comparisons in the time-windows of 350-450 ms and 550-750 ms. Each column presents one comparison.

test statistics. This procedure was repeated 10000 times and
the p-values of the observed cluster-level statistics were es-
timated as the proportion of permutations that resulted in a
higher test-statistics than the observed one.

For both groups the control comparison between falsity and
unambiguous truth, i.e. FALSE-exactly and EXACTLY-false
conditions, resulted in significant negativity effects. For the
strong readers the effect had a form of a sustained negativ-
ity lasting from around 282 till 788 ms post-onset2, which
had first global and later frontal topographical distribution.
For the weak readers the negativity effect was only signif-
icant around the N400 time-window (286− 438 ms), had a
global distribution and was followed by a marginally signifi-
cant posteriorly distributed P600 (524−712 ms). (See Table
1 for the time-windows and p-values of all the observed sig-
nificant clusters).

The main comparison between the experimental conditions
AT LEAST-exactly and EXACTLY-at least resulted in a sus-
tained negativity effect for the strong readers (162− 610
ms)—the effect was global around the N400 time-window
and extended as a sustained anterior negativity. For the weak
readers there were no significant effects for this contrast. A
contrastive result was obtained for the comparison between
FALSE-at least and AT LEAST-false conditions: Whereas the

2The time window indicates the maximal latency of the respec-
tive cluster.

weak readers showed a significant (centro-posterior) N400
effect (362− 446 ms), for the strong readers the observed
N400 cluster (400−492 ms) was only marginally significant
(p < .066).

To statistically explore the interaction between the applied
reading and the observed ERP effects, we calculated the dif-
ference curves for both groups in each of the comparisons.
These difference were averaged for each channel in time-bins
of 100 ms starting from 200 ms post-stimulus onset until 800
ms. We compared the averages in each 100 ms time-bin be-
tween the two groups with a cluster-based permutation test
that used an independent t-test and 10000 permutations for
the estimation of a p-value. For each 100 ms the analysis
produced as an output a cluster of channels where one group
had a more negative/positive effect in the given comparison
than the other one. The analysis revealed that the differ-
ence between the AT LEAST-exactly and EXACTLY-at least
conditions was more negative for the strong readers in three
consecutive time-windows: 200−300 ms (p = .024, cluster-
ing mainly on frontal and central channels), 300− 400 ms
(p < .0001, globally), 400− 500 ms (p = .009, most pro-
nounced on fronto-central channels). However, there was no
significant between-group difference in the effect observed in
the comparison FALSE-at least and AT LEAST-false in any
of the time-windows. It is also interesting that the difference
between conditions FALSE-exactly and EXACTLY-false was

2264



Table 1: The positive and negative clusters for all comparisons, for weak and strong
readers. Marginally significant clusters are also reported. The empty spaces indicate the
lack of significant clusters. Additionally, the results of the permutation tests performed
on the whole group of subjects. (Abbreviations: at=at least, e=exactly, f=false.)

AL-e vs. E-al F-e vs. E-f F-al vs. AL-f
Strong Neg. clusters time (ms) 162−610 282−788 400−492
Readers sig. p < .0002 p < .0001 p < .066

region global global centro-posterior
sust. anterior sust. anterior

Weak Neg. clusters time (ms) 286−438 362−446
Readers sig. p < .016 p < .049

region global centro-posterior
Pos. clusters time(ms) 524−712

sig. p < .051
region posterior

Both Neg. clusters time (ms) 188−570. 230−808 334−516
sig. < .0005 p < .0001 p < .0125

region global global centro-posterior
sust. frontal

Pos. clusters time(ms) 516−790
sig. p < .0442

region posterior

more negative for the strong readers in the time-window of
400− 500 ms on centro-parietal channels (p = .004), and
on the parietal sites in the time window of 500− 600 ms
(p = .013).

Discussion
The results of our experiment support the ambiguity account
of bare numerals and speak against the exactly-theory. We
have shown that the pattern of the ERPs elicited by critical
nouns in sentences with unembedded bare numerals depends
on the participant’s choice of the reading of the numeral. In
the identical scenario type critical nouns in the AT LEAST
condition elicited a large N400 effect extending into a sus-
tained anterior negativity when compared to critical nouns in
the EXACTLY condition only for those subjects who applied
the exactly reading in their truth-value judgement. In contrast,
those responders who applied the at least reading in their
truth-value judgment, there were no ERP differences in this
comparison. This result speaks against the bilateral exactly
semantics of numerals. If the literal meaning was constituted
by the exactly reading, we would expect some ERP effect for
the AT LEAST-exactly vs. EXACTLY-at least comparison also
for those participants who responded according to the at least
reading, signalling the necessary pragmatic weakening mech-
anisms.

The result for the FALSE-at least vs. AT LEAST-false com-
parison can be also taken in favor of the ambiguity view and
against the bilateral exactly semantics. The exactly-theory
does not predict why the strong readers should show any
N400 effect in this case—it does not explain why the strong
readers’ expectations for critical nouns in the AT LEAST
cases should differ with respect to the unambiguously FALSE
cases. However, we have observed that even for the strong
readers there was a marginally significant N400 effect. More-
over, there were no significant differences between the strong
and weak readers in the size of the effect in this comparison
in any of the consecutive 100 ms time-windows. Thus, inde-
pendently of the applied reading the AT LEAST cases elicited
smaller N400 ERPs than the FALSE cases.

Our experiment provides evidence that in spite of the pre-
dominant character of the exactly reading in unembedded
cases, the at least reading cannot be considered only a re-
sult of a pragmatic process. This is an important empirical

result for the debate regarding the semantics of numerals.
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Abstract

We present a computational model of multiple object track-
ing that makes trial-level predictions about the allocation of
visual attention and the resulting performance. This model
follows the intuition of allocated resources modulating spatial
resolution, but it implements it in a specific way that leads to
accurate predictions in multiple task manipulations. Experi-
ments on human subjects, guided by the model’s predictions,
demonstrate that observers tracking multiple objects use low-
level computations of target confusability to adjust the spatial
resolution at which the target needs to be tracked, and that the
resulting allocation closely approximates the rational solution.
Whereas earlier models of multiple object tracking have pre-
dicted the big picture relationship between stimulus complex-
ity and response accuracy, our approach makes accurate pre-
dictions of both the aggregate effect of target number and ve-
locity and of the variations in difficulty across individual trials
and targets arising from the idiosyncratic within-trial interac-
tions of targets and distractors.
Keywords: multiple object tracking; visual cognition; atten-
tion; hierarchical Bayesian models

Introduction
A wealth of multiple object tracking (Z. Pylyshyn & Storm,
1988) experiments have documented a rich set of phenom-
ena that have yet to be explained in a unified manner. Many
behavioral patterns of object tracking arise when the load
(the number of targets to be tracked) is constant: objects
are harder to track when they move faster (Alvarez & Fran-
coneri, 2007), are closer together (Franconeri, Lin, Pylyshyn,
Fisher, & Enns, 2008), have less reliable identifying features
(Makovski & Jiang, 2009), are intermixed among more dis-
tracters (Feria, 2012), or must be tracked for longer periods
of time. These effects can be explained by a simple ideal
observer model solving the tracking correspondence problem
under uncertainty (Vul, Frank, Alvarez, & Tenenbaum, 2009),
and reflect the information available for the task, rather than
the limitations of human cognitive resources. However, such
ideal observer models cannot account for a second class of
phenomena that arise when varying the number of targets to
be tracked: under fixed conditions, participants can only track
a small number of objects (Z. Pylyshyn & Storm, 1988), but
more can be tracked when they move slower (Alvarez & Fran-
coneri, 2007). These effects provide a glimpse at the limita-
tions and tradeoffs imposed by the cognitive machinery that
humans employ to track objects, and theories designed to cap-
ture these phenomena postulate either a limited pool of point-
ers to tracked objects (“slot” models (Luck & Vogel, 1997))
or a finite pool of resources that is spread thin when too many
objects must be tracked (Alvarez & Cavanagh, 2004) (“re-
source” models). To date, these models have been largely
descriptive and do not engage with the phenomena that arise
from the difficulty of solving the correspondence problem

under uncertainty. Our aim in this paper is to unify ideal
observer models of object tracking with cognitive resource
limitations and allocation to capture both classes of object
tracking phenomena, and more generally, to generate insights
about how cognitive constraints and low-level uncertainty are
coupled in human cognition.

We propose a hierarchical model of human performance
on the MOT task that uses recursive Bayesian estimation of
position coordinates to model the consequences of perceptual
uncertainty, and controls the effective length scales on which
these estimators work as a function of the amount of atten-
tion resource allocated to them by a higher-level controller.
Our model follows the phenomenological intuition that hu-
mans are able to make finer-grained judgments of relative po-
sition when they attend more to a particular location, and that
such targeted covert attention is a scarce resource - resolution
gain in the attended patch is bought at the expense of coarser-
grained resolution elsewhere. We demonstrate that adding a
hierarchical controller that assigns spatial resolution to each
of the lower-level trackers out of a common pool of attention
resource permits us to model MOT phenomena that reflect
flexible cognitive resources, e.g. the number of objects that
can be tracked, and the profile of most common errors made
by subjects. Furthermore, we show that people track differ-
ent targets with variable spatial precision over time, following
our models’ predictions of strategic and dynamic allocation
of cognitive resources, and that our model distinguishes be-
tween “dropping” and “swapping” errors (Drew, Horowitz, &
Vogel, 2013) in a novel behavioral characterization.

Overview of flexible-resolution spatial tracking
We work within the framework of rational analysis, wherein
models are strongly characterized by their computational
goals. Thus, our tracking model is based on a low-level con-
troller that iteratively solves the correspondence problem of
observed objects across the movie, and a higher-level con-
troller that allocates a finite resource that improves localiza-
tion precision. The overall outline of the model we use is
shown in graphical form in Figure 1b.

The computational goal of the lower-level controllers is to
estimate individual object positions with statistical optimal-
ity given the noise/uncertainty of localizing objects in indi-
vidual frames (Vul et al., 2009). This assumption is entirely
in line with existing ideas in Bayesian studies of visual per-
ception (Knill & Richards, 1996) and simply suggests that
the low-level controllers behave as ideal Bayesian observers.
We supplement this low-level controller with a finite resource
the allocation of which modulates the behavior of the ideal
observer by changing localization uncertainty.
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The finite “resource” in our model is based on the as-
sumption that humans can actively control the spatial resolu-
tion/uncertainty of individual percepts. Intuitively, if we want
to be able to make finer discriminations of spatial position for
an object, we will ‘attend’ to it more than if we were sim-
ply concerned with coarse estimates of its position relative to
other objects. We incorporate this intuition into a hierarchical
model of inference (as illustrated in Figure 1(b)), where low-
level percept-tracking controllers learn the dynamics of in-
dividual objects and emits bottom-up signals identifying the
likelihood of their tracking labels being lost, and a high-level
meta-cognitive module uses these signals to rationally allo-
cate attention to these controllers from a limited global pool,
with the constraint that greater attention allocation permits
finer spatial resolution. The top-down attention allocation, in
turn, determines the uncertainty associated with lower-level
position measurements.

The computational goal of the higher-level controller is to
greedily reduce correspondence uncertainty, constrained by
the total amount of attention resource available. While this is
certainly not the only possible goal for metacognitive atten-
tion dynamics, constrained greedy optimization is rational in
the context of dynamic resource allocation when the underly-
ing demand distribution is non-stationary.

Bayesian object tracking

We model individual object tracking as an ideal Bayesian ob-
server learning a linear dynamical system. Given a state equa-
tion,

xt+1 = Hxt +N (0,Q), (1)

and a measurement equation,

zt =Cxt +N (0,R), (2)

where Q is process noise, and R is measurement noise, we
implemented a Kalman filter that learns {H,C,Q,R} at ev-
ery time step using expectation-maximization based param-
eter estimation (Ghahramani & Hinton, 1996). This filter
serves as our perceptual ideal Bayesian observer for a sin-
gle moving object. It takes the two dimensional coordinates
as the state observation {x,y}, predicts the future value of the
latent state variable s, and thus generates predictions about
future coordinates x,y.

A model completely faithful to the computational require-
ments of the MOT task would explicitly solve the correspon-
dence problem: which observation should be associated with
which filter, as in (Vul et al., 2009). However, to account
for human behavior, a simplification is possible: rather than
solving the correspondence problem at every time step, we
can simply predict the ambiguity of correspondence at each
time-step, and swap labels accordingly. This approach per-
mits us to treat particle-filter bindings as known, instead of
unknown, by default at every iteration, which greatly reduces
the computational complexity of the model.

Rational attention allocation

The top-level attention model assumes that subjects possess a
fixed amount of total attention, which can be represented as
the scalar integer A. Following indexing-based ideas of object
tracking (Z. Pylyshyn, 1989), the model assigns indices p to
all objects on the screen; and the amount of attention assigned
to each object location at time t is a function at(p), where
∑

P
p at(p) = A.
In every iteration, the model first determines the list of

targets for which it will preferentially allocate attention1 by
propagating the list of particles marked as targets (henceforth,
the “target list”) forward across time.

At every time step, the model evaluates the potential con-
fusability of all targets based on the object states the low-level
Kalman filters. We approximate the probability of confusion
as a logistic sigmoid decreasing with the distance between
the target and its nearest distracter, but critically, this dis-
tance is scaled by the spatial resolution that each tracker’s
allocated attention resource permits it to have. These conver-
gent desiderata inform our formal definition of confusability
as,

c(p) = exp(−K×at−1(p)×d∗t (p)), (3)

where, K is a scaling parameter, and d∗t (p) = mindt(p), and
dt(p) is the estimated distance at model iteration t between p
and all distracters if p is a target or between p and all targets
if p is a distracter.

If a target is easily confusable with a distracter and vice
versa, the two will swap target/distracter labels with a prob-
ability determined by the magnitude of their confusability.
Once all possible swaps have been resolved, the particle pos-
sesses a new list of targets (which could be the same as the
old list if no swaps occurred).

Since the model’s current top-level attention allocation to
all trackers is based on the previous iteration’s distance esti-
mates, it now determines a new attention allocation for each
of A ‘units’ of attention. Each unit is assigned to an object
p by sampling an object index from a mixture model: With
probability τ an object index is sampled from a distribution
obtained by normalizing the confusability of all objects, and
with probability 1−τ an object index is sampled from the tar-
gets with probability proportional to their confusability. The
parameter τ controls the extent of inhibition of distracter par-
ticles. A value of 1 would mean that the model treats targets
and distracters equally while dividing up attention. A value
of 0 would mean that the model ignores all distracters and
attends only to the targets2.

1While earlier indexing-based models of MOT have tried to re-
tain the individual identities of each of the target particles, empirical
results (Z. Pylyshyn, 2004) show that humans find it much easier to
track target/non-target compared to tracking numbered target iden-
tities across the same trial duration. In light of this observation, we
use a binary target/non-target identification for all particles.

2A very rough grid search in parameter space suggested that
a useful value of τ would be 0.4; this is the value we have used
throughout our experiments.
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Figure 1: (a) Schematic representation of a typical multiple object tracking (MOT) task. (b) Graphical description of a hier-
archical model for tracking N objects simultaneously. The lower level state estimate s is computed using a bank of Kalman
filters which predict particle locations with an accuracy that is influenced by their spatial resolution. (c) The scale of spatial
resolution for a filter at any time step is determined by the attention allocated to it by the top-level model of attention dynamics.
This model obtains information about the confusability of tracking targets from the filter predictions and rationally allocates
attention to minimize overall confusability constrained by its attention budget.

Finally, reflecting sensitivity to cognitive processing costs,
we assumed the model would possess some degree of inertia
to changing its attention allocation, so that,

at(p) = λat−1(p)+(1−λ)ât(p), (4)

where ât is the allocation computed for the present iteration
as above.

Experiment design

The basic MOT task is illustrated in Figure 1a. After initial
presentation of 12 objects, k of which were red (targets) and
the rest (distracters) blue at the beginning of each trial, the
subject presses a key to set them in motion. The objects all
turn blue and move on the screen following the dynamics out-
lined in Equation 5. After 5 seconds, the objects stop moving
and one of them, sampled from among the set of targets and
set of distracters with equal probability, turns red. The sub-
ject must indicate, by pressing ‘y’ or ‘n’, if the red object was
red at the beginning of the trial too.

Participants were allowed to practice the task they were to
perform until they verified that they understood the objective
and were accustomed to the keyboard controls. Practice data
was discarded from subsequent analysis in all cases. All ex-
periments were IRB-approved and 50 undergraduate students
volunteered as subjects for course credit. Participants viewed
the MOT display on a 17-inch PC monitor, and used mouse
and keyboard for inputs.

Position and velocity for x and y of each object evolve in-
dependently according to an Ornstein-Uhlenbeck process:

xt = xt−1 + vt ,

vt = λvt−1− kxt−1 +wt ,

wt ∼ N(0,σw)

(5)

where x and v are the position and velocity at time t; λ is a
friction parameter constrained to be between 0 and 1; k is a
spring constant which pulls the particles mildly to the center
of the screen; and wt is random acceleration noise added at
each time point which is distributed as a zero-mean Gaussian
with standard deviation σw.

In two dimensions, this stochastic process describes a ran-
domly moving cloud of objects; the spring constant assures
that the objects will not drift off to infinity, and the friction pa-
rameter assures that they will not accelerate to infinity. Within
the range of parameters we consider, this process converges
to a stable distribution of positions and velocities.

Results
More targets become harder to track
We replicate the finding that object tracking becomes harder
both with increasing velocity of the particle swarm, and with
increasing number of targets (Alvarez & Franconeri, 2007).
Unlike the original experiment, where subjects were allowed
to adjust their own speed to what they felt was subjectively
comfortable, we used a 3-up-1-down staircase, varying the
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parameter σw from Equation 5 in steps of 0.5, thereby objec-
tively measuring a∼ 79% accuracy threshold for participants.
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Figure 2: The speed at which observers can maintain a partic-
ular accuracy threshold decreases as the number of objects to
be tracked increases both for Left: 14 human subjects tested
using a 3 up-1 down staircase experiment varying object ve-
locity and Right: simulations of our model performing the
same staircase task.

Results for 14 subjects are shown in Figure 2a and qualita-
tively match those from (Alvarez & Franconeri, 2007). An in
silico replication of this experiment using a same-sized agent
pool yields identical results, shown in figure 2b, demonstrat-
ing that our model replicates aggregate human performance
limitations arising out of both increasing velocity and target
count. This overall pattern of behavior cannot be captured by
a simple ideal observer without a constrained resource.

Predicting individual trial errors
While replicating aggregate predictions forms a useful base-
line for assessing model validity, our model provides perfor-
mance predictions for individual MOT trials, thereby provid-
ing a way to examine the limitations that humans face in do-
ing this task at a much finer resolution. Pursuant to our in-
terest in limitations to MOT performance, we are interested
more in examining if our model gets the same trials wrong
as humans. An algorithm that has difficulty solving the same
MOT trials that humans find difficult to solve is more interest-
ing from a scientific standpoint than one that merely captures
overall performance trends.

We conducted this analysis in the form of a binary classi-
fication study - using multiple (N=11) simulations of model
performance on an individual trial as a predictor for human
performance. Perfect correlation between human and model
predictions would equivalent to perfect binary classification
of human errors/non-errors using model predictions. As il-
lustrated in Figure 3, our model outperforms a static spatial
tracking model on two comprehensive criteria of classifica-
tion performance: F-measure and area under the ROC curve.
We obtained the ROC for our analysis by varying the thresh-
old count of number of times the model got a trial correct (out
of N) for us to label it positive between 1 and 11. The F-score
reported is from the middle of the ROC, corresponding to a
threshold count of 6.

In a separate experiment, we asked 22 students to perform
the MOT task on 150 pre-set trials, with object velocity set
at the average of our earlier sample. We then used classifi-
cation with 20-fold cross-validation to calculate how well the
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Figure 3: Treating model performance (correct/incorrect) per
trial as a binary classifier of human performance shows that
attention-gated spatial tracking predicts trial-level human ac-
curacy better than static spatial interference based models, (a)
with a considerably greater F-measure and (b) higher area un-
der the ROC curve. Not only does our model make mistakes
on the same trials as humans do, it also makes substantially
the same mistakes that humans do, both for (c) trials where
humans mistakenly identify a distractor is a target and (d) tri-
als where they mistakenly identify a target as a distractor.

performance of half the subjects on a trial predicted that of
the other half, thereby obtaining a theoretical upper bound
on classification performance (illustrated in Figure 3a). This
upper bound places the extent of improvement in within-trial
prediction performance engendered by our model in proper
perspective - our model is clearly a considerable improve-
ment over the static case.

Finally, since our model simulates objects movements
throughout the trial, it generates predictions for which ob-
jects it considers to be targets at the end of each simulation
run. By measuring the congruence of these final target sets
predicted by the model with the frequency with which hu-
mans made mistakes on probed objects, we can get a sense
for whether the model makes the same mistakes the humans
did, not just mistakes on the same trials the humans did. Pan-
els (c)-(d) in Figure 3 present quantitative evidence for con-
gruence between human and model errors. In both figures,
the x-axis plots the probability rank with which the model as-
signs a probed object to the target set, measured across 11
simulation runs; the y-axis counts the number of times the
probed object occurred in all error trials across 30 subjects.
For false negative trials, where humans, when probed with a
target, said that it wasn’t, panel (c) shows that the targets that
humans mistook for distractors were less likely to be mem-
bers of the model’s target set. For false positive trials, where
humans, when probed with a distractor, said it was a target,
panel (d) shows that such distractors were more likely to be
members of the target set in our simulation runs.
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Assessing meta-cognitive attention control

The model we have proposed augments flexibility in spa-
tial resolution to existing Bayesian accounts of multiple ob-
ject tracking, and our simulation experiments show that it
does indeed improve trial-level predictions. Here we further
test some more specific predictions of the strategic-allocation
MOT model: does precision of tracking follow the predic-
tions our model makes about allocated resources? and does
the model distinguish between qualitatively different types of
target-identification errors?

Crowded locations are tracked better The key non-trivial
prediction of our strategic allocation model of multiple object
tracking is that subjects will localize easily confusable objects
with greater precision, because they will selectively attend to
them more to resolve the possible ambiguity. In contrast, a
bottom-up theory of tracking would predict no relationship
between crowding and localization error - location errors in
such models would reflect either constant perceptual uncer-
tainty or might even increase for more confusable objects due
to crowding (Whitney & Levi, 2011).

We directly tested this prediction by making a simple ma-
nipulation to the basic design. We interleaved trials probing
the identity of one of 4 targets with ones wherein, once the
dots stop moving, one of them disappears, and participants
were prompted to click on its latest position using a mouse.
Participants were instructed to focus on getting the probe tri-
als correct, and respond on the location trials as best they
could. This was done to ensure that subjects did not stop
attending to targets in order to focus more generally on the
entire viewing area to better minimize location errors. We fur-
ther expect that the randomly interleaved presentation of both
types of trials (controlled by a Bernoulli parameter p = 0.5)
also dissuaded such task switching.

Unlike in the other experiments, where trials were gen-
erated de novo for each participant, all 29 participants
saw the same 150 pre-selected trials in this experiment.
These trials were selected to hold the distance between the
probed/disappearing particle and its nearest neighbor fixed at
five separate values, 30 trials per distance value.

While the data are noisy, the results in Figure 4a, plotting
the localization error (in pixels) that subjects make against
the category of trial (sorted by distance to nearest neighbor),
show a clear trend favoring our hypothesis (ρ = 0.91, p =
0.03), and supporting related observations from (Iordanescu,
Grabowecky, & Suzuki, 2009). Objects that disappeared in
crowded locations were localized with greater precision than
objects in less crowded locations. This empirical result sup-
ports our work’s basic assumption - that rational attention al-
location influences MOT performance via flexibility in spatial
resolution.

Drop/swap predictions People do not always track all of
the objects they were asked to, with errors arising from
swapped labels between targets and distracters, instead, they
sometimes simply drop a target and stop tracking it (Drew et

15 35 55 75 95
20

25

30

35

40

45

**

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

C
ri

ti
ca

l c
o

n
fu

sa
b

ili
ty

Human response

L
o

ca
liz

at
io

n
 e

rr
o

r 
(p

x)

DIstance to nearest neighbor (px)
Swaps Drops

Figure 4: Indirect measurements supporting the role of
metacognitive attention dynamics in the MOT task. Left:
Subjects were more precise in localizing objects that were in
crowded locations than those that were more isolated. Right:
The model’s overall confusability load was significantly (p =
0.0017) higher at peak confusability in ‘drop’ trials than in
‘swap’ trials as measured behaviorally, suggesting that ‘drop-
ping’ could be a rational response in such situations. All error
bars represent ±1 s.e.m.

al., 2013). For our purposes, swaps are erroneous identifi-
cations of target-distracter labels, as uncovered in the probe
trials. Drops are erroneous identifications that participants
knew would likely be erroneous before responding because
they knew they had dropped a target. Therefore, we can es-
timate whether a given error was a swap or a drop by asking
participants if they were surprised by the error. When an error
arises from a participant swapping the probed target for a dis-
tracter, or vice versa, they would be surprised when told that
they are wrong. Conversely, participants who knew that they
had dropped one or more targets would express little surprise
at being wrong.

We attempted to elicit precisely this information in a third
experiment. The protocol for this study followed the same
staircase design used in the first experiment; we collected data
only for 14 subjects and with trials involving 4 targets amidst
8 distracters. Also, every time a subject responded incorrectly
to the probed particle, they were required to indicate with a
keypress whether they were surprised at being wrong before
proceeding to the next trial.

Even though our model does not include an explicit mecha-
nism for dropping targets, it is possible to construct hypothe-
ses about situations within trials that would promote drops,
and operationalize them testably. In particular, we expect that
subjects would drop objects from the target list if their atten-
tion resources were over-stretched, causing irreducible con-
fusability among objects. In our model the overall demand
for attention might exceed capacity if there are many poten-
tially confusable targets. Therefore, sensitivity to the drop-
swap distinction in our model would predict that the cumula-
tive confusability of all the targets would be larger at critical
points in the trial for instances where errors would occur due
to drops than for instances where errors would occur due to
swaps. This prediction is borne out in our data, as shown in
Figure 4b, where we show that the critical3 confusability for

3Since errors in MOT happen at critical junctures, and cannot be
characterized by statistics averaged across the trial, we have used the
largest value of confusability obtained within a trial as our definition
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trials labeled as ‘drop’ errors from our behavioral characteri-
zation is consistently higher than for trials labeled as ‘swap’
errors.

Discussion

Patterns of aggregate behavior in multiple object tracking as
a function of the average speed and spacing of objects, the
duration of tracking, and the number of distractors can be
explained by an ideal observer iteratively solving the corre-
spondence problem (Vul et al., 2009). However, such ideal
observers cannot capture the critical effects of tracking load –
how many targets must be tracked – indicating that some sort
of cognitive resource constraints limit human performance.
We combined these two features to model human object
tracking performance as Bayesian ideal tracking with a re-
source constraint, and showed that such an agent exhibits the
same tradeoffs between speed and number of targets tracked
as people. We go further to show that this limited resource
is not allocated to targets according to a fixed, static divi-
sion, but is instead allocated strategically depending on the
prospective costs and benefits of possible allocations.

Strategic, dynamic allocation of cognitive resources can
better predict across-trial variation in performance. Further-
more, such strategic meta-cognitive allocation accounts for
differences between trials when targets are dropped from con-
sideration, rather than merely mis-associated and swapped
with distracters, differences that we were able to behaviorally
elicit using a novel experimental manipulation. Finally, the
specific combination of our presumed resource (spatial reso-
lution – potentially mediated by attention), and our dynamic
allocation policy, predicts that variation in the precision of
position estimates for individual targets (localization errors
increase for less crowded objects), and we show that this
holds for human observers. Together, these results represent
proof-of-concept for how we can capture the interaction be-
tween bottom-up uncertainty and human cognitive resources
using task-sensitive meta-cognitive policies: in multiple ob-
ject tracking, spatial resolution is allocated to reduce uncer-
tainty for the correspondence problem.

Since our computational model is strongly predicated upon
the ability of observers to consistently index objects, it fails in
the same directions as indexing theory, e.g. it cannot explain
why humans find it easier to differentiate targets from distrac-
tors than to identify which target is which (Z. W. Pylyshyn,
2006). Future work could replace our indexing assumption
with more realistic models of generating attention foci given
visual stimulus (Trommershäuser, Maloney, & Landy, 2003)
to accommodate these results.
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Abstract

This paper examines the psychological differences between
hedonic and utilitarian patterns of preference behavior. In-
stead of using latent variables like self-control and emotion
to explain these differences, we show that they emerge as nat-
ural consequences of solving two different, but related prob-
lems within an inductive framework of preference learning.
We show that hedonic decisions involve tracking the variabil-
ity of a binary variable, whereas utilitarian decisions require
the maintenance of a distribution over a vector of object labels.
Computational experiments show that this difference in cogni-
tive representation ensures that hedonic decisions have a lower
cognitive sampling cost, which makes them less effortful. Fur-
ther experiments reveal differences in error rates as a function
of deliberative effort between the two paradigms. Deliberative
effort benefits utilitarian choices, but not hedonic ones. Over-
all, our work demonstrates the critical role of cognitive rep-
resentations in extracting strikingly different behavior patterns
from simple models of information processing.

Keywords: consumer choice; preference formation; cognitive
modeling; agent-based modeling

Introduction
Consumer research has identified separate patterns of con-
sumption for items that people ostensibly judge useful and
those that they consider pleasurable. For instance, buy-
ing a bar of soap can be considered a utilitarian choice,
whereas buying an oil painting would be considered a hedo-
nic choice (Alba & Williams, 2013). Naturally, such labeling
is not rigorous: it is perfectly possible for the purchase of an
expensive brand of soap to be a hedonic decision, whereas
the bulk purchase of oil paintings for an interior decoration
company would be a utilitarian decision. Despite the lack
of a clear delineation between hedonic and utilitarian goods,
the psychological difference between hedonic and utilitarian
modes of purchase and consumption is intuitive.

The distinction between hedonic and utilitarian decisions
has been of considerable practical interest in the field of mar-
keting, and has motivated theoretical and empirical scrutiny
by psychologists. In psychology, this distinction has been at-
tributed to two “systems” of choice: the implicit System 1
that automatically and instinctually makes quick decisions,
and the explicit System 2 that slowly, but deliberatively ar-
rives at a more thoughtful answer. The psychological dis-
tinction between hedonic (System 1) and utilitarian (System
2) has been characterized primarily by two empirical distinc-
tions. First, hedonic decisions are easier to make while util-
itarian decisions are more effortful and deliberate. Second,
hedonic judgments tend to be more error-prone than utilitar-
ian ones (Kahneman, 2011). Although a view of two systems
with these decision properties is appealing, such an account

does not offer a formal characterization of how prior experi-
ence is used to inform either kind of decision, nor does it offer
a predictive account of which situations will encourage one
or another system, and what judgments those systems might
prefer in consumer decisions.

In contrast to psychology, marketing research has been less
concerned with characterizing the difference between hedo-
nic and utilitarian decisions, but rather with encouraging he-
donic consumption. The general substance of this research
is that, because short-term pleasure is the appeal of a hedo-
nic product, those aspects of a choice that increase the influ-
ence of emotions or urges on decision making and decrease
self-control will increase hedonic behavior (Keinan & Kivetz,
2008). However, this view remains underspecified: What is
self-control, why does it apply to hedonic decisions and util-
itarian decisions differently, and how can emotions and urges
be operationalized meaningfully in formal treatments?

Our general goal in this paper is to develop a formal ac-
count of what it means to make hedonic and utilitarian de-
cisions that can explain how the same same set of prior ex-
periences can yield such discrepant patterns of behavior and
preference when subject to different decision rules.

Our contribution
We adapt a recently developed a computational account of
preference formation (Srivastava & Schrater, 2012). By aug-
menting this computation with simple algorithmic specifica-
tions we clarify the difference between hedonic and utilitar-
ian preferences while simultaneously explaining many effects
described in consumer research and social psychology.

Our primary contribution is the demonstration that hedonic
decisions require agents to make stochastic decisions about a
binary variable (“do I want this?”), whereas utilitarian deci-
sions require them to make such decisions about a more com-
plex value distribution (“how much do I value this?”). This
computational difference immediately forces utilitarian deci-
sions to have greater sample complexity, with interesting and
wide-ranging consequences. Further, very general algorith-
mic methods for computing both types of decisions suffer va-
rieties of regret that are congruent with the ‘hot’ and ‘cold’
regret distinctions outlined by (Keinan & Kivetz, 2008).

The fit between our theory and a diverse set of research
findings suggest that it captures fundamental features of the
distinction between hedonic and utilitarian decisions, which
makes it a useful tool for deriving policy insights for influ-
encing decisions in one direction or another. Our results also
formalize an intuitive link between the hedonic/utilitarian di-
vide in consumer research and fast/slow dual-process cogni-
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tive theories.

A cognitive account of consumer preferences
It is widely acknowledged that consumers are not economi-
cally rational in expressing their preferences. The most pre-
dictive thing we can say about consumption preferences is
that they are arbitrary, but coherent (Ariely, Loewenstein, &
Prelec, 2003). A researcher cannot know what preference
a subject will express for a particular object in a particular
choice context, but ceteris paribus, they can be reasonably
sure that if the subject has expressed preference for one ob-
ject over another once, they will do so again.

The existence of idiosyncratic but consistent preferences
seems to suggest that they are dynamically constructed, an
idea that has been expressed prominently in the heuris-
tics literature that has proceeded from Tversky’s EBA the-
ory (Tversky, 1972). However, process theories of changing
preferences have not historically been very predictive, rely-
ing on large numbers of latent parameters to describe, but not
predict data (Busemeyer & Townsend, 1993; Brown & Heath-
cote, 2008). We believe that this stems, in large part, because
such theories are predicated on a psychophysical value rep-
resentation (often termed ‘subjective utility’). If we assume
that a person assigns some psychophysical ‘utile’ to various
objects, then we have two problems in constructing a learning
theory of preferences, (i) how to develop a scale for compar-
ing utiles of two different options, and (ii) how to determine
the normalization constant that tells us how much to credit
each new experience for changing the underlying ‘utile’ state.
These problems have made such ‘subjective utility’ learning
accounts struggle with the idiosyncratic non-transitivity of
preferences.

Our own recent work (Srivastava & Schrater, 2012) has of-
fered a solution by showing how option desirability can be
learned from experience without using option-specific sub-
jective utilities, and how doing so solves both the value rep-
resentation and credit assignment problems endemic to older
solutions. All that is needed is to let go of the assumption
that people track hedonic value on some internal scale, and
to postulate that they track multiple samples of a single bi-
nary ‘like/don’t like’ variable instead. In this paper, we build
upon this theoretical base to make specific predictions about
consumer preferences, which explains, as we shall see, the
principal differences between hedonic vs utilitarian choice.
Our account hinges on the crucial representational distinc-
tion between binary hedonic decisions, and high-dimensional
utilitarian ones which typically consider costs, benefits, and
tradeoffs associated with a choice. We begin with a Marrian
specification of our model at both the computational and al-
gorithmic levels.

Computational specification
We model preference formation as a Bayesian observer di-
rectly learning which option among the ones offered is ‘best’
from memories of previous decisions: what was chosen and

what were the options. This learning is bootstrapped by infer-
ring the situational context of the underlying choice from the
set of options available, thus allowing for some generalization
across option sets.

Computing magnitude of desire. How desirable a par-
ticular option is takes on a probabilistic interpretation in this
account, formally expressed as p(r|x,o), where r is a binary
variable indicating preference (‘this option was chosen/best’),
x is the option, and o is the current observation (primarily the
set of options available right now). Our theory predicts that
this quantity is obtained by marginalizing over evidence con-
tained in the set of latent contexts C ,

D(x) = p(r|x,o) = ∑
C
c p(r|x,c)p(x|c)p(c|o)

∑
C
c p(x|c)p(c|o)

, (1)

where it is understood that the context probability p(c|o) =
p(c|{o1,o2, · · · ,ot−1}) is a distribution on the set of all pos-
sible contexts incrementally inferred from the agent’s obser-
vation history. Here, p(r|x,c) encodes the probability that
the item x was preferred to all other items present in choice
instances linked with the context c, p(x|c) encodes the prob-
ability that the item x was present in choice sets indexed by
the context c and p(c) encodes the frequency with which the
observer encounters these contexts.

The observer also continually updates p(c|o) via recursive
Bayesian estimation,

p(c(t)|o(1:t)) =
p(o(t)|c)p(c|o(1:t−1))

∑
C
c p(o(t)|c)p(c|o(1:t−1))

, (2)

reflecting adaptations in situational frequencies as a function
of movement through the world.

But how can such a theory account for economic decisions,
where objects are not abstract, but have concrete monetary
values associated with them? In (Srivastava, Vul, & Schrater,
2014), we show how augmenting the framework above with a
set of categorical labels m ∈M denoting money magnitudes
yields a workable theory of money-minded economic deci-
sions without committing to psychophysical evaluation of the
hedonic worth of money. In this extended account, following
a similar probabilistic calculus as in Equation 1, the inferred
value of x becomes p(r|x) can be calculated as,

p(r|x,o) = ∑
M
m ∑C p(r|x,m,c)p(x|m)p(m|c)p(c|o)

∑
M
m ∑C p(x|m)p(m|c)p(c|o)

, (3)

with the difference from the earlier expression arising from an
additional summation over the set M of monetary labels that
the agent has experience with. Natural interpretations for the
computations involved in this theory are visually schematized
in Figure 1.

Computing what to pay. Asking how much someone de-
sires an option, the quintessential hedonic question, is differ-
ent from asking if they would be willing to buy it at a partic-
ular price, which is the typical framing of a utilitarian deci-
sion. The former corresponds to the term p(r|x), as we define
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Figure 1: An illustration of the interplay between the stochastic components of our model of preference formation.

above. We suggest that the latter corresponds to assessing
p(m|r = 1,x), a probability distribution on the set of money
labels M conditioned on prior experience with having seen
successful transactions (r = 1) of the option x. Since the con-
tribution of all terms where r = 0, i.e. the transaction is not
completed, is identically zero this term can be computed as,

p(m|r,x) = ∑C p(x|m,c)p(m|c)p(r|c)p(c)

∑
M
m ∑C p(x|m)p(m|c)p(c)

, (4)

where p(m|c,r) = p(m|c) because the distribution of money
labels in a context has no causal relationship with subject
preferences and p(x|m,r,c) = p(x|m,c) because the prior his-
tory of purchases is contingent on r being 1 in all relevant
cases.

This quantity corresponds to a stochastic representation of
the willingness to pay (WTP) various amounts of money m
to purchase an object x. Since utilitarian decisions are made
keeping cost considerations up front, it is reasonable to be-
lieve that this quantity is more salient in making them.

Algorithmic specification
The computational goals of preference formation we have de-
scribed above require accumulation of evidence associated
with all previous contexts at the time a new decision is to
be made. Clearly, this is not realistic - it is more likely that
animals sample evidence from a subset of previous experi-
ence. Which samples are recalled and which aren’t is best
specified at the algorithmic level of description, in the shape
of a rudimentary memory model.

A simple memory model.The basic mechanism of ev-
idence accumulation influences the shape of the distribu-
tion p(c|o) via memory sampling. Following our own prior

work (Srivastava & Schrater, 2014), we model the process of
memory recall as the activation of a subset Q of decision-
relevant memory particles. Using this notation, a general be-
lief formation model could be expressed as,

p(c) = ∑
q∈Q

p(c|q)p(q), (5)

where c ∈ C are the latent contexts available in memory and
q ∈ Q are memory particles corresponding to past choice se-
lections. Here, the probability distribution p(q) - which we
call the memory prior - encodes the likelihood of recalling
the memory of experience q, while the distribution p(c|q) en-
codes beliefs about outcomes learned during the experience
corresponding to the memory particle q. For our purposes,
we assume a trivial bijective mapping between c and q - each
memory particle is assumed to be associated with a unique
context.

This memory-sampling variant of p(c|o) plugs directly as
the prior in the Bayesian context probability update for p(c|o)
in Equation 2, which then itself plugs into the two computa-
tions in Equations 1 and 4 that we are interested in analyzing.
Note, though, that we are able to use the memory model so
easily because of one additional assumption: that the context-
specific memories recalled are episodic, and therefore con-
vey all context-relevant information once the context itself
has been activated in memory1.

1This assumption simplifies our analysis by ignoring the memory
dependence of our other intermediate probability terms. While it is
likely that such dependence exists, its effects will work in the same
direction as the basic results of our approach, since it would further
impoverish the preference representation we are already imposing
sampling constraints on.
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Specifying an endogenous decision rule. The final step
in our algorithmic specification involves specifying the de-
cision rules that agents forming preferences via our account
would use to make decisions. One strategy would be to use a
race-to-threshold approach, wherein evidence in favor of var-
ious alternatives accumulates until the most likely candidate
reaches a threshold, at which point it is emitted as the choice.
This basic intuition is shared by several existing computa-
tional models of the choice process, but because thresholds
and differential evidence accumulation rates are usually free
parameters, such an approach would reduce our ability to ob-
tain model predictions.

Instead, we adopt a volatility-sensitive decision rule. Since
our account proposes that preferences are dynamically gen-
erated at the time of a decision, choosing to stop accumu-
lating evidence when the currently accumulated preference
has stabilized is a rational strategy. For the case where we
are considering simply whether we want an option or not
p(r|x), measuring this volatility is simply a question of track-
ing ∆p(r|x)/∆k, the rate of change of desirability as a func-
tion of sample count. For decisions about a suitable price to
pay for an option, we can measure volatilty as the KL diver-
gence between successive p(m|x) values.
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Figure 2: Hedonic decisions require fewer memory samples than
utilitarian decisions, based on the set of computations defined by our
theory. This explains the phenomenology of easy hedonic decisions,
and effortful utilitarian ones.

Finally, even these criteria ultimately require thresholds.
We use the large-sample (n = 1000) volatility of both these
measures to endogenously estimate thresholds δ for our
volatility estimates. Since the large-sample estimate is ex-
pected to converge to the true posterior distribution, we can
assume that the minimal volatility δmin seen in this regime is
simply noise, and so can be generalized across multiple deci-
sions. On the other hand, volatility seen in the first 5 samples
can be taken as an upper bound δmax for either measure. Then,
we define the volatility threshold to be δmin +ν(δmax−δmin).
Setting ν to aggressively low values will yield highly con-
servative agents, while setting it high will yield much more

impulsive ones.

Experiments
Having set up our decision model, we now turn to opera-
tionalizing the specific questions we want to ask it. As we
anticipated in the introduction, two questions stand out: (i)
why are hedonic decisions fast/easy and utilitarian decisions
slow/difficult? (ii) why are hedonic decisions more error
prone?. We probe these questions using two separate com-
putational experiments.

Decision complexity as a function of sample size
In our framework, the effortfulness of decisions is related to
the number of memory samples needed to make them. Thus,
we can directly compare the number of samples necessary for
a hedonic how much do I want this? decision with that needed
for a utilitarian how much should I pay for this? decision.

Figure 2 shows the result of a simulation experiment we
conducted to make this comparison2. We randomly3 ini-
tialized the input probability distributions for our model to
construct 1000 different agent histories associated with pref-
erences in a world with 5 unique contexts and 5 unique
money labels, and calculated the minimum number of sam-
ples needed for the corresponding output distributions to trig-
ger our decision rules.

It is immediately obvious that our model replicates the ba-
sic phenomenology of decisions involving the hedonic p(r|x)
being easier, and utilitarian p(m|r,x) decisions being effort-
ful. This conclusion holds across a wide range of values for
the parameter ν (see inset in Figure 2) and across a large
randomized repertoire of agent histories. A possible concern
here could be the fact that we are using two different decision
rules for both decision categories, using a first order deriva-
tive to compute volatility for the hedonic decision, and a KL
divergence for the utilitarian one. In the absence of a com-
mon quantitative scale, how can we possibly compare results
across two separate measurement instruments? We agree that
it would have been nicer if there could have been a single
quantitative basis for measuring volatility in both cases, but
note that we have been careful in designing both stopping
rules as functions of the range of the individual measures
themselves, obviating the need for a common measurement
scale. Thus, these empirical results are valid and, in emerg-
ing from the operation of a general parameter-free preference
formation model, render transparent the previously opaque
distinction between the two classes of consumption decisions
we are studying.

2y-axis is artificially truncated at 100 to show details of the sam-
ple distribution; the first bar in the original figure rises as high as
600, reflecting the need for very few samples to reach stable desir-
ability inferences.

3The context probability p(c) was generated via 5 draws from
a U(0,1) distribution, followed by normalization; the money distri-
bution p(m|c) was initialized similarly, and normalized across con-
texts; the price distribution p(x|m,c) was first initialized as a 5× 5
matrix that was identically 0.1 and then randomly seeded with a sin-
gle high value in each column, then normalized; the prior choice
distribution p(r|x,m,c) was initialized similarly.
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Figure 3 further clarifies the mechanism responsible for
this difference. It should be intuitively evident that dynamic
accumulation of choice information will create a series of in-
termediate probability densities that do not reflect the asymp-
totic ‘true’ distributions that people would arrive at given in-
finite time and infallible memory (see panel A for an illustra-
tion of a run through one such sampling trial). Deviations
from true intermediate distributions will lead inevitably to
distortions in the preference formation process. In the ex-
ample shown in panel B, the blue line plots the time course
of the hedonic p(r|x) distribution. Because the accumulation
process for this distribution tracks only the volatility of a bi-
nary variable, it has fewer ways of failing to converge than
the process for the utilitarian p(m|r,x) distribution, which re-
quires an entire vector of stochastic variables to behave nicely
for a useful decision to emerge. Thus, in a nutshell, we pro-
pose that utilitarian decisions are harder because the measure
of the stochastic cognitive representation that people use to
make them has a much greater cardinality than the one they
use for making hedonic decisions.

Error-proneness as a function of impulsivity

The second computational experiment we conducted ana-
lyzed patterns for errors in both classes of decisions. To do
this, we first had to operationalize errors in our framework.
For the utilitarian case, this was simple: we compared the
mode of the p(m|x) distribution at the stopping point with that
in the large sample limit, and counted all situations wherein
they did not match up. For the hedonic case, we sampled a
binary choose/don’t choose outcome from both the stopping
point desirability and the large sample limit, and counted all
situations where they did not match up.

In both classes of decisions, errors would cause regret that
was either of the ‘miss’ variety, viz. ‘I wish I had chosen this’
or of the ‘guilt’ variety, viz. ‘I wish I hadn’t chosen this’,
reflected symmetrically in the relationship between the small
and large sample predictions. Further, the error fraction, the
fraction of simulations in which error of any of these four
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Figure 4: Greater impulsivity leads to more errors in utilitarian cal-
culations, but not in hedonic ones. However, the base rate for error in
hedonic calculations remains higher than in utilitarian calculations.

varieties was seen, is expected to depend on the impulsivity
parameter ν; more impulsive decisions should be more error-
prone.

In a further series of 1000×9 randomized simulations, we
assessed the frequency with which these errors occur in our
sample for 9 evenly spaced values of ν using the endogenous
stopping rules as before. Our simulations results follow a
pattern previously observed empirically by (Frederick, 2005).
As illustrated in Figure 4, we find that (i) hedonic judgments
are more error-prone, but (ii) this error-proneness does not
reduce with greater deliberative effort (measured as the in-
verse of the impulsivity parameter ν). In contrast, (iii) util-
itarian judgments are less error-prone overall, and (iv) grow
less error-prone with greater deliberative effort.

This overall pattern of results is also congruent with our
earlier finding that the informational sample complexity of
hedonic decisions being extremely low, which makes them
more sensitive to sample bias, and also indifferent to the avail-
ability of greater cognitive resources. Once somebody’s mind
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is made up about the hedonic aspects of a consumption deci-
sion, further thinking won’t budge them. In contrast, utilitar-
ian decisions, due to their greater sample complexity, benefit
through greater opportunity for deliberation.

Finally, a speculative point: if someone is implicitly aware
of the differential sensitivity to deliberative effort in the two
paradigms, regret caused by failing to compute utilitarian
calculations correctly will be ‘hot’, since they will perceive
this to be a personal failure, while that experienced by an-
hedonia will be ‘cold’, since no amount of extra effort could
have made things better. This distinction tracks the varieties
of counterfactual regret previously outlined by (Kahneman,
1995).

Discussion
Thanks in part to Kahneman’s lucid book (Kahneman, 2011),
it has become fashionable to describe cognition as consisting
of two systems: one quick, automatic, and habitual, and one
slow, deliberate and cogitative. Remarkably, our results are
generally convergent with such two system descriptions, but
derive the differences in the two systems from task-relevant
information-processing requirements within the same overall
cognitive model. Thus, these results, while presented here
specifically in the context of preference formation, also sup-
port a more general view that the two system description
is not ontologically deep - it describes phenomena that can
equally well be encompassed by single-process theories.

Our analysis also ties into a body of consumer and social
psychology research that tracks adaptations in impulse regu-
lation when people face series of decisions (Keinan & Kivetz,
2008). Theories of self-control have chiefly revolved around
the observations that when people feel that they have been
too prudent, they experience ‘miss’ regret and subsequently
choose to indulge themselves, and when they think they have
been too indulgent, they experience ‘hot’ guilt and become
more calculating (Baumeister, 2002).

While our current model does not directly address these be-
haviors, it could do so if we posit that people can over-ride the
endogenous volatility-based threshold we used. For instance,
somebody who is stressed for time will make a quick decision
that he may immediately afterward try to change, suggesting
that his decision was made while the underlying preference
was still volatile. In such an extended account, the volatility
criterion would serve as the default controller, but could be
adjusted or over-ridden by executive control to account for
other task requirements. In such a setting, Bayesian learn-
ing of the threshold itself, working on top of the model we
have defined, would accommodate the self-regulatory behav-
iors outlined above by increasing the desirability threshold to
account for misses and decreasing the WTP threshold to ac-
count for guilt.

Multiple other tangential findings from the consumer re-
search literature can also be accommodated within our the-
ory. For instance, the facts that consumers placed under cog-
nitive load make more hedonic decisions (Shiv & Fedorikhin,

1999), and that they do so when choices are temporally proxi-
mal (Milkman, Rogers, & Bazerman, 2010) are explained di-
rectly via the differential sample complexity of the two types
of choices: Given limited time, people will rationally pre-
fer the low complexity choice strategy. A more intriguing
phenomenon is that subjects are less likely to make hedonic
choices under simultaneous presentation of options than se-
quential (Read, Loewenstein, & Kalyanaraman, 1999). Un-
der our account, since simultaneous choice expands the size
of the sample space required to make a desirability compu-
tation, it increases the sample complexity of the hedonic ap-
proach, thus making people less likely to use it.

To conclude, in this work, we show that differences in he-
donic vs utilitarian preference patterns can be explained sim-
ply by differences in how evidence for both classes of deci-
sions accumulates via sequential memory sampling.
Acknowledgments: NS was funded by the Institute of New
Economic Thinking; NS and EV were funded NSF CPS Grant
#1239323.
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Abstract 

Most students profit from the easy accessibility of online 

information, but specific competencies for successful reading on 

the internet are seldom taught during class. Therefore, students 

might not be able to choose credible information autonomously. 

Empirical evidence suggests that high school students hardly 

evaluate the credibility of sources (“sourcing”) when reading 

multiple documents. Consequently, effective interventions which 

foster sourcing skills are needed. This study evaluates the effects 

of a written instruction designed to augment sourcing activities in a 

multiple document reading task by inducing epistemic vigilance. 

The written instruction introduces the concept of the division of 

cognitive labor and informs about low editorial control on the 

internet. In comparison to a control group, students receiving the 

instruction prior to completing an internet research task showed 

more attention to, evaluation of, and memory for sources. 

Keywords: learning from multiple documents; instructional 
design; source evaluation, division of cognitive labor 

Introduction 

The internet offers a unique opportunity for accessing a 

virtually infinite amount of information in a short period of 

time. Learning from online information offers various 

conveniences. All over Europe 85% of 9 to 16 year old 

students draw on the internet for school related tasks 

(Haddon, Livingston & the EU kids Online network, 2012). 

Learning from online sources increases with age 

(Medienpädagogischer Forschungsverband Südwest, 2014) 

so that students in middle-school often face the task of 

choosing their information independently, without teachers 

providing preselected materials. Besides many advantages, 

reading online may also pose certain difficulties for readers. 

The freedom in online publication leaves the internet as a 

melting pot of information. Until now, online content does 

not mostly have to overcome the hurdles of editorial control. 

Therefore, the information spectrum on the web provides 

undisputed knowledge as well as controversial debates and 

information that is outright false. Similarly, information on 

the internet largely differs in term of its credibility, since not 

every author online is an expert on the topic or has the 

intention to give unbiased information. Therefore, strategies 

for evaluating source credibility should be a topic 

specifically addressed in class. Providing teachers with 

feasible teaching techniques dealing with students’ source 

evaluation skills is an important step to address the gap 

between students’ intense use of online information and the 

low amount of instruction for critical online reading.   

 

Theoretical background 

Sourcing as a Strategy for Validity Judgments 

The variable quality of online information suggests that 

internet users frequently encounter conflicting propositions. 

According to the content-source-integration (CSI) model 

(Stadtler & Bromme, 2014) readers undergo three 

processing steps when confronted with conflicting 

information: detecting the conflict, regulating their 

understanding of the conflict, and finally resolving the 

conflict by evaluating the validity of competing claims. 

Regarding the final step, Bromme, Kienhues and Porsch 

(2010) distinguish between two strategies for successful 

validity evaluation: first-hand (“what to believe”) and 

second-hand evaluations (“whom to believe?”). For first-

hand evaluations, readers evaluate arguments based on their 

prior knowledge, and for second-hand evaluations, they 

process source features rather than the content itself. 

However, when researching information on complex 

scientific issues (e.g., medical information), the complexity 

of the content may soon exceed the readers’ capabilities, 

suggesting that first-hand evaluations may be of limited 

value in the case of low prior knowledge. Readers might 
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then be well advised to defer to experts and engage in 

second-hand evaluations instead.  

Two factors that have been found to influence whether 

individuals trust a source are its perceived expertise and its 

perceived benevolence (Mayer, Davis & Schoorman, 1995). 

The crucial role of expertise is rooted in the division of 

cognitive labor, meaning that knowledge is distributed 

unevenly among the members of our society (Keil, Stein, 

Webb, Billings, & Rozenblit, 2008). Since the whole extent 

of world knowledge exceeds the capacities of a single 

person, individuals stay laypersons in many domains, but 

may gain expertise (e.g., by academic training) in selected 

fields. Consequently, each individual can only arrive at a 

bounded understanding in most domains and needs to 

identify competent sources when it comes to knowledge 

beyond his or her areas of expertise (Bromme & Goldman, 

2014). This may be done by reflecting on source parameters 

while reading online, such as the author’s affiliation or 

professional background. 

The importance of benevolence is rooted in the manifold 

functions of the internet, which serves as a platform for 

information, entertainment, communication and commerce. 

Therefore, authors pursue various goals, such as informing, 

entertaining, convincing and selling. Consequently, not 

every author is benevolent (i.e. has the reader’s interest in 

mind), but he or she may present information in a way that 

supports his or her own vested interests. Again, readers may 

scrutinize source parameters, such as the author’s affiliation 

to make inferences about the level of benevolence. 

Do Students Use Sourcing Strategies while 

Searching the Internet? 

Despite the importance of sourcing, empirical studies find 

that readers at varying age levels hardly pay attention to 

source features and often do not construct source-content-

links (e.g., Britt & Aglinskas, 2002; Stadtler & Bromme, 

2007; 2008). Even when the topic’s complexity exceeds 

students’ prior knowledge and when the information across 

sources is conflicting, they hardly cite or highlight source 

parameters (Kobayashi, 2014). For example, Stadtler, 

Babiel, Rouet, and Bromme (2014) found that students 

hardly visit imprint pages (i.e. pages containing source 

information) while reading a series of web documents. This 

lack of sourcing behavior seems especially striking when 

compared with small children’s early sourcing 

competencies. In face-to-face situations, children do not 

blindly trust an informant, but evaluate an informant’s 

expertise and benevolence when deciding whom to trust 

(Harris, 2012). In a similar vein, Stadtler et al. (2014) 

demonstrated that when reading short texts and receiving 

explicit instructions, ninth graders show good sourcing 

skills, such as identifying sources, rating authors’ expertise 

and intentions and choosing appropriate links. These 

findings suggest that students do not lack crucial 

competencies for sourcing, but might have problems to put 

their competencies into action spontaneously. A similar 

conclusion could be drawn from intervention studies, which 

improve sourcing activities short term, but do not lead to 

significant transfer (Walraven, Brand-Gruwel, & Boshuizen, 

2013). Furthermore, past attempts to improve students’ 

sourcing skills often focused on prompts to evaluate sources 

(Stadtler & Bromme, 2007; 2008), instead of explaining the 

general scope of the importance of sourcing. 

The present research examines whether the missing link 

between adolescents’ fundamental sourcing skills and their 

spontaneous application might lie in the motivation to be 

epistemically vigilant (Sperber, Clément, Heintz, Mascaro, 

Mercier, & Origgi, 2010). Readers might not put their 

sourcing competencies into action unless they do not have 

good reasons to believe that they run the risk of receiving 

invalid information. That said, introducing secondary-school 

students to the division of cognitive labor and the 

publication principles on the internet might raise epistemic 

vigilance.  

The Present Study 

This study sets out to evaluate the effect of a written 

instruction, providing students with reasons for why they 

should be epistemically vigilant whilst answering a question 

based on online information. More precisely, we 

investigated if the students’ choice of evaluation strategies 

(“what to believe” vs. “whom to believe”) in the final stage 

of processing conflicting information (i.e. conflict 

resolution) can be influenced by a written instruction 

elaborating on the division of cognitive labor and the low 

editorial control on the internet (hereafter referred to as 

“vigilance instruction”). We hypothesized that the vigilance 

instruction would lead the students to question the validity 

of the content, as well as their own capability of evaluating 

the arguments based solely on their prior knowledge. 

Therefore, the intervention group, receiving the vigilance 

instruction, should show more sourcing activities when 

evaluating the validity of the information compared to a 

control group. This use of sources should be reflected in 

three outcomes. 

First (H1), we assumed that a vigilance instruction 

increases students’ attention to sources. Consequently, 

students in the intervention group should show more 

attention to sources during a multiple document reading 

task. This should be reflected in more visits of and longer 

dwell times on imprint pages containing source information. 

Additionally, students in the intervention group should 

spend less time on content pages. 

Secondly (H2), we hypothesized that the vigilance 

instruction augments students’ consideration of sources in 

an argumentative essay that requires students to take a 

stance on the topic. Therefore, we expected students who 

receive a vigilance instruction to cite more sources and to 

make more evaluative comments on sources when justifying 

their decisions. In addition, we expected students in the 

intervention group to be more likely to adapt the stance of a 

source high in expertise and benevolence.  

Finally (H3), we assumed that students in the intervention 

group would construct more source-content-links (Perfetti, 
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Rouet & Britt, 1999), indicated by better memory for 

sources. 

Method 

 

Participants and Design  

The study was conducted using a between-participant 

design. Participants were randomly assigned to a control or 

an intervention group. A total of 120 middle school students 

from a German “Gymnasium” (i.e., a school track in the 

German educational system leading to graduation which 

qualifies for university access) participated in this study. 

Due to technical error, the data from eight students had to be 

excluded. This left us with 112 participants (70% female; 

mean age = 14.73 years, SD = .54). 48,2% of the students 

reported using the internet at least several times a week or 

more for searching information for school, which is 

comparable to a representative German sample (48% of 12-

19 year-olds) (Medienpädagogischer Forschungsverband 

Südwest, 2013). 

Materials 

Reading Instruction Both groups received an instruction to 

conduct an internet search on a controversial medical topic. 

This instruction asked students to imagine that their school’s 

cafeteria sold drinks containing aspartame and that lately 

many discussions about the potential negative side effects of 

aspartame had arisen. Students were tasked to find out 

whether the consumption of the artificial sweetener 

aspartame has adverse health effects. 

The intervention group received an additional text (221 

words) on the same page, explaining the uneven distribution 

of knowledge in the society and the phenomenon of low 

editorial control on the internet (“Besides experts who are 

knowledgeable about aspartame, also authors who hardly 

know anything about aspartame comment on the topic.”). 

It was explained how these two factors make readers 

dependent on the sources’ competence and good intentions 

(“…it is possible that information about aspartame is 

presented one-sided or in a biased way”). It was argued that 

evaluating source information can protect readers from 

being misinformed (“… it is not sufficient to understand 

what the text says. You additionally have to find out who 

provides the information.”). Finally, students were advised 

to check for source information on every website they visit 

(“Ask yourself on every website: Does the author have 

enough expertise about the topic?”). 

 

Reading Materials Readers were presented with six 

websites providing information about the topic aspartame 

(M = 144.7 words, SD = 25.4). These were accessible via a 

link list that resembled a standard search engine result page. 

Three articles provided arguments supporting the claim that 

aspartame is not health damaging, whereas three sources 

claimed the opposite. Each argument was only provided 

once, so that arguments found in the students’ 

argumentative essays could be traced back to its respective 

source. Text difficulty and argument credibility were held 

constant so that processing the content alone did not offer a 

clear-cut conclusion about the harmfulness of aspartame. 

Source information was presented on imprint pages that 

could be accessed via hyperlinks starting from the 

respective content page. Authors differed in expertise and 

intention, which could be inferred from their occupations 

and affiliations. For instance, a benevolent expert source 

was the spokesman of an independent governmental 

organization, the European Food Safety Authority (EFSA) 

providing information on an official website. An example of 

a malevolent lay-source was the website of a farmer, who 

has a vested interest in pronouncing the hazardous effects of 

aspartame as his business sells aspartame-free sodas. 

 Source information was designed to lead students to the 

conclusion that aspartame is not harmful (e.g., claimed by 

the benevolent expert-source and contradicted by the 

malevolent lay-source). Students who process source 

information therefore should arrive at the conclusion that 

aspartame is not health damaging.  

Covariates 

Several covariates
1
 were included in order to control for 

their respective influence on the dependent variables.  

 

Self-reported Prior Knowledge and Topic Interest Self-

reported prior knowledge was measured with three items 

(e.g., “I know a lot about aspartame”). Topic interest was 

measured with two items (e.g., “I am interested in the topic 

of food ingredients”). Students rated all items on 1 to 5 

point Likert-scales and mean value for prior knowledge and 

interest were calculated. 

 

General Reading Capabilities Students’ general reading 

capability was measured using a standardized test inventory 

in German language (LGVT 6-12; Schneider, Schlagmüller, 

& Ennemoser, 2007). Students have four minutes to read a 

text of 1,727 words. The text follows a cloze procedure 

which repeatedly requires students to choose the correct 

word from a list of three options. The individual coefficients 

of reading speed and reading comprehension are calculated 

from the number of words read within the given time limit 

and the number of words correctly selected. 

Dependent Measures 

Attention to Sources For measuring students’ attention to 

sources, their navigation patterns were recorded and two 

main measures were extracted: number of visits to imprint 

and content pages and dwell times on imprint and content 

pages (in seconds). 

 

                                                           
1 Please note that we collected further data on individual 

differences in source identification and source evaluation skills in 

the present sample. Because this data falls out of the scope of the 

present contribution, it is not reported in this paper. 
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Consideration of Sources when Justifying an Own 

Stance After reading, students were tasked to express their 

own stance on the controversy and provide reasons for their 

decision in a written essay. The students’ essays were 

content-analyzed in terms of their consideration of sources. 

More precisely, we analyzed (1) the number of source 

references, (2) the number of evaluative statements about 

sources and (3) the sources of the arguments provided by 

the students. As (1) source references, we counted all 

references that made clear which source was being referred 

to (e.g. names, affiliations, occupations). (2) Evaluative 

statements were coded if students’ answers referred in any 

way to the benevolence, expertise or general credibility of a 

specific source (e.g., knowledge about the topic, financial 

interest, trustworthiness). As an indirect measure of 

sourcing, argument use (3) was coded: arguments were 

traced back to their sources in order to analyze which 

sources the students relied on when justifying their decision. 

Additionally, students were asked to indicate their decision 

by marking their choice (“aspartame is health damaging” vs. 

“aspartame is not health damaging”). Two independent 

raters coded 40 essays. Inter-rater reliability was medium to 

high, Cohen’s Kappa ranging from .79 to 1.  

 

Memory for Sources To measure the memory for sources, 

students were presented six paraphrases of arguments that 

were used in the texts. Using a multiple-choice format, 

students had to indicate the correct source for each 

statement from a list of six options. To prevent students 

from guessing, they could also select a “don’t know”-

option. A score of correct answers (0 to 6) was calculated 

from students’ answers (Cronbach’s α = .64).  

Procedure 

First, all students completed the items measuring self-

reported prior knowledge and topic interest. Next, students 

were divided randomly into group A and group B due to a 

limited number of available computers. Group A completed 

the LGVT and questionnaires measuring the covariates, 

whereas group B started to work on the reading task. 

Students completed the task individually and were not 

allowed to take notes. Reading time was limited to ten 

minutes.  

In the following, group A and group B switched rooms 

and tasks. Finally, students were thanked, debriefed and 

rewarded with sweets. The whole session lasted 

approximately 90 minutes (= 2 lessons). 

Results 

Means and standard deviations of the dependent variables 

are listed in Table 1. 

Covariates 

Self-reported Prior Knowledge and Topic Interest 
Students’ self-reported knowledge on aspartame was rather 

low (M = 1.09, SD = .34) and their self-reported personal 

relevance moderate (M = 2.85, SD = 1.00). Both groups did 

not differ in their prior knowledge, F(1,110) = .21, ns) or 

topic interest, F(1,110) = .14, ns) concerning aspartame. 

Furthermore, the two variables did not show significant 

bivariate correlations with the dependent measures and 

therefore were not included as covariates in the following 

analyses. 

 

General Reading Capabilities Students demonstrated 

average reading comprehension (T- Values: M = 49.63, SD= 

9.10) and reading speed scores (T- Values: M = 50.12, SD = 

8.52). Intervention and control group did not differ in 

reading comprehension, F(1, 110) = 2.13, ns, or reading 

speed, F(1, 110) = 2.20, ns. Reading speed scores showed a 

significant negative bivariate correlation with dwell times 

on content pages (r = -.315, p < .001) and reading 

comprehension was correlated negatively (r = -.251, p = 

.008) with the number of different sources students drew 

arguments from. Therefore, reading speed and 

comprehension were included as covariates in the 

corresponding analyses. For the other dependent variables, 

no significant bivariate correlations were found. 

Dependent Measures 

Attention to Sources In line with H1, students in 

intervention group visited more imprint pages than students 

in the control group, F(1,110) = 31.23, p < .001, ɳ² = .221. 

Regarding dwell times on imprint pages, students in the 

intervention group spent more time on imprint pages than 

students in the control group, F(1,110) = 36.81, p < .001,  ɳ² 

= .251. An ANCOVA including reading speed as a covariate 

showed that students in the control group spent more time 

on content pages than students in the control group, 

F(2,109) = 6.04, p = .016, ɳ² = .052. In sum, log file data 

suggest that the vigilance instruction increased students’ 

attention to sources and averted their attention from the 

content itself. 

 

Table 1: Means and standard deviations (in parentheses) of 

the collected dependent measures for control group (CG) 

and intervention group (IG). 

 

 condition 

 CG IG 

Attention to 

sources 

  

Visits IP  .71 (1.82) 3.30 (2.95) 

Time on CP (sec.) 441.48 (80.93) 411.80 (91.25) 

Time on IP (sec.) 7.14 (19.90)  51.31 (50.71) 

Consideration of 

sources 

References 

Evaluations 

Arguments 

 

 

.09 (.48)  

.09 (.48) 

2.5 (1.40) 

 

 

.79 (1.22)  

.59 (1.11)  

2.04 (1.53) 

Source memory 1.89 (1.56) 2.66 (1.72) 
IP = imprint pages; CP = content pages 
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Consideration of Sources Students in the intervention 

group cited significantly more sources, F(1,110) = 16.00, p 

< .001, ɳ² = .126, and included more evaluative comments 

on sources, F(1,110) = 9.61, p = .002, ɳ² = .080 than 

students in the control group.  An ANCOVA controlling for 

reading comprehension revealed that the essays of students 

in the control group contained arguments from a higher 

number of different sources than students in the intervention 

group F(2,109) = 4.58, p = .035, ɳ² = .040. The overall 

stronger consideration of sources was also reflected in the 

students’ decisions on the controversy. Students in the 

intervention group were more likely to adopt the stance 

proposed by the benevolent expert-source, that aspartame is 

not health damaging (χ² = 10.54, p = .001).  

 

Memory for Sources Regarding memory for source-

content links, students in the intervention group showed a 

better memory performance than students in the control 

group, F(1,109) = 6.14, p  = .015, ɳ² = .053. In line with H3, 

results suggest that the vigilance instruction supported the 

construction of source-content-links. 

Discussion 

This study evaluated the effects of a written instruction 

aiming to increase readers’ epistemic vigilance on attention 

to, consideration of and memory for sources in a multiple 

document reading task. In line with our expectations, 

students receiving written input on the division of cognitive 

labor and on the lack of editorial control on the internet 

engaged more frequently in sourcing strategies in order to 

determine the validity of the provided information, than 

students not receiving any input. Students in the intervention 

group visited imprint pages more frequently and spent more 

time on these pages (H1). They also cited more sources in 

an argumentative essay, commented more often on source 

credibility and were more likely to adopt the stance of the 

benevolent expert-source. Analysis of student statements 

also revealed that students in the control group borrowed 

arguments from a larger variety of available sources, 

whereas students in the intervention group seemed to select 

their arguments more thoroughly. The latter do not mention 

arguments from many different sources, but justify their 

decisions with fewer arguments chose to underpin their 

decisions with source information (H2). In doing so, 

students from the intervention group drew on their memory 

for source information, which proved to be better than 

among students from the control group (H3). 

Interestingly, general reading abilities were not associated 

with students’ sourcing behavior. From this we derive that 

sourcing might not be a facet of general reading ability and 

is not automatically applied by good readers. On the 

contrary, sourcing needs to be motivated with the help of 

explicit instructions. Our study suggests that a written 

instruction inducing epistemic vigilance is a potential tool 

for improving students’ sourcing activities in a multiple 

document task containing conflicting information.  

Since our intervention did not teach any technical 

sourcing skills (e.g., how to rate expertise and intentions) 

our results support the findings by Stadtler et al. (2014), 

who claim that students do not lack general sourcing skills 

per se, but may not be aware of when the application of their 

skills is needed. Therefore, an instruction raising their 

epistemic vigilance during online research enables them to 

put their sourcing competencies into action.  Our results also 

offer an explanation why intervention studies promoting 

sourcing often fail to promote transfer (Walraven et al., 

2013). If students are not aware of the fact that every search 

on the internet holds a high risk of being misinformed they 

do not apply their newly acquired skills autonomously to 

every online activity, but may exclusively apply them when 

requested to do so. 

As an educational implication we suggest that informing 

students about the division of cognitive labor in society 

combined with explications about publication mechanisms 

on the web will raise students’ considerations of sources 

during their internet research. We suggest that sourcing 

should be taught as an additional approach to judging 

validity of information and the need to evaluate both, 

arguments and sources, should be promoted during class. 

A limitation of this study lies in the instruction’s 

combination of informing students about online publication 

principles and prompting them to source at the same time. 

Currently, we cannot rule out the possibility that students’ 

enhanced sourcing can be attributed to their obedience to the 

sourcing request instead of their deeper understanding of the 

reasons for sourcing. However, previous research showed 

that simple instructions to attend to sources did not raise the 

level of source attention to a notable extent (e.g., Britt & 

Aglinskas, 2002; Gerjets, Kammerer & Werner, 2011). 

Nevertheless, future studies need to disentangle the effects 

of prompting and providing reasons for sourcing. To this 

end, we shall conduct a slightly modified replication of our 

study, which adds a “prompting-only” condition to the 

experimental design. In addition, data on transfer of the 

acquired skills is needed to determine whether students are 

able to apply their sourcing skills spontaneously and in a 

variety of tasks and reading contexts. Additionally, in order 

to examine actual learning, transfer should be measured in 

long-term studies, revealing if the intervention’s effects on 

sourcing are maintained over time. Only if transfer over task 

and time is achieved, students will be able to apply their 

skills when they are searching for information without 

guidance, as for example at home for schoolwork.  

Future intervention studies could build on the present 

findings and teach knowledge about the division of 

cognitive labor and editorial control on the web. If a short 

written instruction leads to enhanced sourcing, a more 

elaborate lesson and practice might yield even greater 

success and prove as an effective tool to close the gap 

between students’ autonomous search for information and 

their autonomous sourcing behavior. 
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Abstract 
The present study assesses the innovative concept of empathic 
accuracy within a crew-aircraft-system in a realistic approach 
scenario. Empathy, one of the key skills of social situation 
awareness (SSA), was found to be altered in stressful 
situations. Challenging and surprising events lead to a 
decrease in empathic accuracy in both pilot flying and pilot 
monitoring. Stress therefore significantly impacts SSA and 
modifications in training, procedures and system design could 
help crews better manage their workload during surprising 
and challenging situations, leading to increased empathic 
accuracy and better crew interaction. 

Keywords: situation awareness; social situation awareness; 
empathy; stress; control; socio-technical system 

Introduction 
The setting of a socio-technical system, such as an aircraft 

cockpit and its crew and environment, requires several 
competencies from the flight crew (International Civil 
Aviation Organization, 2013). Situation awareness (SA) 
(Endsley, 1995, Endsley, 2012) is one of these 
competencies. SA in aviation is defined as the recurrent and 
continuous perceiving, comprehending and projecting of the 
following components and states: (1) the aircraft and its 
systems, (2) spatial location of the aircraft, (3) time and fuel 
states, (4) possible threats to the safety of the aircraft, (5) 
development of what-if scenarios for contingencies, and (6) 
the awareness of people and their states involved in the 
operation including passengers (International Civil Aviation 
Organization, 2013). The last point is also called social 
situation awareness (SSA) or social cognition. As a myriad 
of cultural, organizational, human and technical 

interrelationships are involved in a crew-aircraft system, 
being aware of the colleague’s state within a cockpit is 
therefore of relevance. In order to have sufficient SSA, 
several social skills are required, one of which is empathy 
(Singer & Lamm, 2009, Singer & Tusche, 2014). Empathy 
is the ability to share the perceptual, emotional and 
cognitive states of the other (Singer & Lamm, 2009). 
Another crucial skill for gaining SSA next to empathy is 
communication competency. Both skills, empathy and 
communication, have an influence on the concept of shared 
mental models (SMM) (Burtscher & Manser, 2012, Evans, 
Harper, & Jentsch, 2004) which should be achieved so that a 
pilot can maintain SSA and be able to quickly adapt to the 
system, the task, and the colleague’s demands. In aviation, 
there are examples where the combination of insufficient 
communication (Howard, 2008, Glavin, 2011, Molesworth 
& Estival, 2015), stress in various forms, e.g. social-
evaluative threat (Andrews et al., 2007, Dickerson, Gable, 
Irwin, Aziz, & Kemeny, 2009, Denson, Creswell, & 
Granville-Smith, 2012, Hughes & Beer, 2013), and related 
human factors were found to have a significant influence on 
crew performance and were contributing factors in fatal 
incidents and accidents. Some examples are the following: 
mid-air collision above Zagreb (1976), Tenerife disaster 
(1977), Air Florida Flight 90 (1982), Avianca Flight 52 
(1990), One-Two-Go-Airlines 269 (2007), Aeroflot 211 
(2008), and Asiana Airlines 214 (2013). Evidence for the 
large impact of social aspects combined with stress comes 
not only from Accident Investigation Authorities but also 
from findings from prior research in laboratory settings that 
has shown that stress can influence social cognition 
(Tomova, 2014, Smeets 2009). However, there is still a gap 
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of knowledge regarding how stress and social skills such as 
empathic accuracy impact each other in highly trained 
socio-technical environments such as a crew-aircraft system 
and whether stress lowers empathic accuracy in well trained 
crews as it has been shown to in the general population in 
laboratory settings (ibid.). Thus, a flight simulator study was 
carried out and the following hypothesis was tested: SSA 
with a focus on empathic accuracy in highly trained aircraft 
crew is decreased for both pilots during stressful events. 

Definition of Terms 
Stress 

Stress represents the response of an organism when a 
demand exceeds the regulatory capacities (Dickerson & 
Kemeny, 2004). In general, stress is known to trigger 
adaptive responses in two bodily systems: the fast-reacting 
sympathetic adrenomedullary system (SAM-system), and 
the slower hypothalamus pituitary adrenal axis (HPA-axis), 
both of which originate in the hypothalamus. Stress effects 
are particularly prevalent in attention (e.g., Vedhara, Hyde, 
Gilchrist, Tytherleigh, & Plummer, 2000, Elling et al., 
2011), memory (e.g., Vedhara et al., 2000, Wolf, 2009), and 
decision making (e.g., Starcke & Brand, 2012). 
Furthermore, there is evidence that social cognition is 
altered under stress (Smeets, Dziobek, & Wolf, 2009, 
Tomova, von Dawans, Heinrichs, Silani, & Lamm, 2014). 
Thus, stress exhibits a strong impact on individual cognitive 
and affective functions which influence our team skills and 
may therefore influence our social interactions and 
relationships. In a meta-analysis performed by Dickerson 
and Kemeny (2004), uncontrollability and social-evaluative 
threat were determined as the core components of stress 
(Dickerson and Kemeny 2004). Especially in critical 
situations during a flight, where the system is not reacting in 
a way that the crew expects it to react, the experience of 
uncontrollability is very likely to occur. Thus, surprising 
and unpredictable responses of the aircraft might very likely 
induce feelings of uncontrollability in pilots which then 
might trigger a stress response. Additionally, not being able 
to control the airplane in a way the crew is expected to 
might lead to feelings of insufficiency which then might 
induce the fear of being judged negatively by other 
members of the cockpit crew. Thus, social evaluative threat 
might represent a contributing component to the stress 
response in surprising situations acting as a reinforcing 
factor together with feelings of uncontrollability. Therefore, 
critical situations during a flight might in fact trigger both 
core components of stress as defined by Dickerson and 
Kemeny. The impact this has on the crew’s abilities to 
control an aircraft represents an important issue in the 
analysis of SA. 
Empathy 

Empathy – especially its cognitive processes such as 
perspective taking – represents a basic requirement for SSA 
and SMM. Empathy describes the isomorphic sharing and, 
ultimately, understanding of the emotional state of another 
person, but with full awareness that the source of the shared 

feelings is the other person. Empathy can result from 
directly perceiving, imagining or inferring the emotions of 
others (Singer & Lamm, 2009). As such it represents a basic 
cornerstone of successful human interaction. It enables us to 
have a vivid and rich representation of the cognitive and 
emotional states of others, helping us to understand them 
and therefore enabling a smoother social interaction. In this 
understanding, empathy represents a multi-faceted construct 
which includes different key components, such as 
perspective taking, mimicry, emotional contagion, self-other 
distinction, and the flexible use of executive functions to 
trigger and regulate vicarious responses (e.g., Singer & 
Lamm, 2009, Lamm, Meltzoff, & Decety, 2010). Recent 
evidence from social neuroscience indicates that empathic 
responses are initiated by an interplay of two core 
components, which are bottom-up and top-down processes 
(e.g., Lamm et al., 2010, Fan, Duncan, de Greck, & 
Northoff, 2011). The first component is comprised of low-
level, sensory-driven (“bottom-up”) and mostly automatic 
affective and perceptual responses. Key processes related to 
this component are emotion contagion and mimicry, which 
enable the individual to automatically match the affective 
and motor states of others without conscious deliberation 
(Singer & Lamm, 2009). While this component was the 
center of attention in early neuroscientific empathy research 
(for a review, see Preston & De Waal, 2002) accumulating 
evidence suggests that the experience of empathy not only 
relies on these affective mirroring components, but rather 
seems to be a flexible phenomenon that can be modulated 
and regulated by motivational, situational and dispositional 
factors (e.g., Lamm, Meltzoff et al. 2010). Therefore, the 
second core component which is intrinsically intertwined 
with the lower-level component is comprised of high-level 
(“top-down”) controlled cognitive and evaluative processes 
– such as perspective taking, cognitive control, and emotion 
regulation.  

Methods 

Experimental Settings & Procedure 
Simulator Environments 

The experiments were carried out in research simulators 
(AVES, GRACE), which reproduced realistic Airbus 320 
(A320) and Boeing 747 (B747) environments. The 
advantage of such research simulators is the possibility to 
adapt the cockpit according to the research requirements. 

A simulator briefing was carried out to describe the safety 
aspects of the simulator as well as to introduce the 
functional limitations and differences that the simulator has 
in comparison to a full-flight training simulator and to the 
real aircraft. 
Procedure 

Ahead of the start of the experiment, a familiarization 
scenario was flown to allow familiarization with the 
operation, environment, control response and motion of the 
simulator. Each crew member was asked to fly a manual 
approach to landing. The manual landing included an 
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instrument landing system (ILS) intercept. Thereafter each 
pilot flew steep turns to get used to possible differences in 
the stick forces of the pitch axis and control law dynamics. 
Finally, each crew member received a short introduction to 
the differences in flight plan handling using the Master 
Control Display Unit (MCDU).  

After the familiarization with the simulator, an 
operational briefing was held in the briefing room which 
was carried out like a real airline briefing. The briefing 
materials the crew received for the operational briefing 
included weather forecasts for the destination and alternate 
airports in the form of Aircraft Communications Addressing 
and Reporting System (ACARS) printouts. Additionally, 
two iPads were handed out to the crew with Jeppesen 
Mobile FliteDeck for electronic charts and the Quick 
Reference Handbook (QRH) as a text document. 
Furthermore, the pilots were informed regarding the starting 
point of the simulation and of the flight plan, the fuel 
calculations and about system limitations. Finally, the crews 
were asked to behave like they do in actual flights and were 
not allowed to communicate with the instructor /observer on 
the jump seat.  

Experimental Scenario 
The experimental scenario was subdivided into five flight 

phases (initial approach [INI], instrument landing approach 
[ILS], go-around [GA], bird strike [BIRD], and final 
approach and landing [LAND]). It was based on a regularly 
scheduled flight from a European departure to destination 
airport. The start of the simulation was initiated 
approximately 15 to 20 minutes away from the destination 
airport.  

The scenario was designed to include variability in 
workload, ambiguous, surprising as well as challenging 
situations and also forced a manual take-over of the aircraft. 
The challenging and surprising events were weather 
conditions at minimum height that required a go-around, a 
heading failure, wind-change and bird strike. 

Participants 
We conducted the experiments with full airline crews. All 

crews consisted of a captain and a first officer of the same 
airline, as far as possible. In total 20 crews volunteered. 
However, for the analysis we had to exclude one A320 crew 
because of a simulation error and one B747 crew due to a 
different type rating of the FO. Thus, we evaluated 18 crews 
(36 pilots), namely seven A320 crews (14 pilots [7 captains, 
7 first officers]) and eleven B747 crews (22 pilots [12 
captains, 10 first officers]). Of the 36 pilots participating 31 
(2 female, 29 male) agreed to fill out a demographic 
questionnaire. All other questionnaires were filled out by all 
18 crews (36 pilots) evaluated, unless mentioned otherwise. 
The pilots’ average age was 43 years (SD = 10.4) with an 
average flying experience of 2,405.50 hours (SD = 
1,886.61).  

Both crew members held a current type rating at the time 
of the experiments for the aircraft to be simulated. The roles 

of pilot flying (PF) or pilot monitoring (PM) during the 
experimental scenario were assigned by the crew 
themselves.  

Measurements 
Given the hypothesis, scenario and testing environment, we 
used several kinds of measures. These included methods 
that are already well established in aviation research, such 
as expert observations, de-brief interviews and 
questionnaires like the NASA TLX and SART. 
Additionally, we performed a behavioral content analysis 
from video observation and applied new approaches such as 
the SSA-VAS questionnaire. Due to space limitations, in 
this paper we will mainly focus on our analysis of empathic 
accuracy in the aircraft cockpit using the SSA-VAS. 

SSA-VAS Questionnaire 
After completion of the scenario, each participant filled 

out the newly developed SSA-VAS questionnaire. The 
SSA-VAS was used to evaluate how each crew member 
perceived their own stress and control of the situation as 
well as how each crew member perceived their colleague’s 
stress and control of the situation. In order to avoid mis-
understanding, the participants were informed that being in 
control does not derive from being the PF or PM but rather 
from confidently understanding the current situation, 
knowing what one is doing, knowing what the team member 
is doing, and knowing what upcoming actions will follow in 
regard to oneself and the team member. 

The SSA-VAS questionnaire has two extreme poles, like 
the NASA TLX (Hart & Staveland, 2005, Hart, 2006) and 
SART (Taylor, 1990), ranging from 0 (cm; low) to 10 (cm; 
high) and is presented as a visual analog scale. Such a 
measurement instrument is applied for values that cannot be 
easily measured directly (Crichton, 2001). The 
questionnaire consists of four questions which in this case 
were related and referred to each flight phase separately. 
The questions in their basic form are the following: 

1. How much were you in control of the situation? 
2. How much was your colleague in control of the 

situation? 
3. How stressed did you feel in the situation? 
4. How stressed did your colleague feel in the 

situation? 
Empathic Accuracy 

Empathic accuracy was measured by comparing the 
control and stress ratings during each flight phase that each 
pilot gave to themselves (i.e., How much were you in 
control of the situation? / How stressed did you feel in the 
situation?) versus the ratings their colleague gave them (i.e., 
How much was your colleague in control of the situation? / 
How stressed did your colleague feel in the situation?) (see 
Equation 1 and Equation 2 below– examples are given for 
calculations of empathic accuracy of PF). This enabled us to 
have a direct measure of empathic accuracy of both pilots, 
i.e., PF and PM. This method represents an adapted version 
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of the empathic accuracy paradigm by Ickes et al. (Ickes, 
1993). 

 
EAC= 10 - |PFRControl-Other – PMRControl-Self| 
Equation 1: Calculation of empathic accuracy (EA) for 

control. Example for calculation of EAc for PF. 
 

EAS= 10 - |PFRStress-Other – PMRStress-Self| 
Equation 2: Calculation of empathic accuracy (EA) for 

stress. Example for calculation of EAs for PF. 

Results 
A mixed model analysis of variance (ANOVA) with the 

within-subject factors flight phase (INI, ILS, GA, BIRD and 
LAND) and rating (self vs. other) and the between-subject 
factor role (PF vs. PM) was implemented for perceived 
stress and control. We implemented the same method to 
evaluate empathic accuracy however using the within-
subject factors flight phase (INI, ILS, GA, BIRD and 
LAND) and type of assessment (control vs. stress) and the 
between-subject factor role (PF vs. PM). 

Perceived Stress 
We found a significant main effect of flight phase 

(F(3.24,110.09) = 20.498, p < .001) and a significant 
interaction of phase, rating and role (F(1.55,52.56) = 5.473, 
p = .012).  

For a closer investigation of the main effect of flight 
phase, we computed Bonferroni corrected post-hoc 
comparisons of the stress ratings (mean across both roles 
and both ratings). The post-hoc comparisons showed a 
significant difference between flight phase INI and GA, 
BIRD and LAND (all p-values ≤ .001) as well as flight 
phase ILS and GA, BIRD and LAND (all p-values < .001) 
while INI and ILS were not significantly different from each 
other (p > .999). Ratings for GA, BIRD and LAND were 
also not significantly different from each other (all p-values 
> .100). Thus, ratings show that GA, BIRD and LAND were 
rated as more stressful than INI and ILS (see Figure 1, 
Figure 2). 

 

 
Figure 1: Mean ratings of stress for each flight phase – self 

ratings. 

 
Figure 2: Mean ratings of stress for each flight phase – 

colleague ratings. 

Perceived Control  
There was a significant main effect of flight phase 

(F(2.83,96.35) = 7.478, p < .001) and a trend significant 
effect of rating (F(1,36) = 3.784, p = .061). We did not find 
a significant main effect of role or any interactions of role 
with other factors (all p-values > .08).  

Again we computed Bonferroni corrected post-hoc 
comparisons of the control ratings for each phase (mean 
across both pilots and both ratings), for a closer 
investigation of the main effect of flight phase. The post-hoc 
comparisons showed a significant difference between flight 
phase INI and BIRD (p = .029) as well as flight phase ILS 
and GA (p = .002), BIRD (p < .001) and LAND (p = .010) 
while INI and ILS were not significantly different from each 
other (p > .999). Ratings for GA were not significantly 
different from INI, BIRD and LAND (all p-values > .47) but 
ratings for BIRD and LAND differed significantly (p = 
.031) (see Figure 3, Figure 4). 

 
Figure 3: Mean values for perceived control of the situation 

for each flight phase – self ratings. 

 
Figure 4: Mean values for perceived control of the situation 

for each flight phase – colleague ratings. 
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Empathic Accuracy 
Due to the missing of one rating, the N for this analysis 

was 34 instead of 36.  
We found significant main effects of flight phase 

(F(2.91,93.07) = 4.341, p = .007) and assessment (F(1,32) = 
7.724, p = .009). Role and its interactions were not 
significant (all p-values > .36).  

For a closer investigation of the main effects of flight 
phase and assessment, we computed Bonferroni corrected 
post-hoc comparisons of empathic accuracy for each flight 
phase (mean across both roles) for both assessments 
separately. For control assessments, the post-hoc 
comparisons showed a significant difference between flight 
phase INI and BIRD (p = .049) with higher empathic 
accuracy during INI (mean difference ± SD = .941± .311). 
For stress assessments, the post-hoc comparisons showed a 
significant difference between flight phase ILS and GA (p = 
.002) with higher empathic accuracy during ILS (mean 
difference ± SD = 1.406 ± .329) (see Figure 5, Figure 6). 

 

 
Figure 5: Empathic accuracy for the assessment of stress for 

each flight phase. 

 
Figure 6: Empathic accuracy for the assessment of control 

for each flight phase. 

Discussion 
We found an effect of flight phase on the stress and 

control ratings of pilots, both on self-ratings and on the 
ratings pilots assigned to their colleagues. We can conclude 
from these ratings that the flight phases GA, BIRD, and 
LAND were most stressful for the pilots. Thus, there is 
evidence that the experimental scenario triggered the 
intended effects and that crews were immersed into their 
tasks. Furthermore, we found a significant effect of flight 
phase, on the empathic accuracy of pilots. Based on self-
ratings of stressfulness of each flight phase, we were able to 

determine which flight phases were stressful and thus 
compare empathic accuracy between stressful and non-
stressful flight phases. More specifically, empathic accuracy 
was lowest during the stressful flight events BIRD (for 
control ratings) and GA (for stress ratings). This effect was 
present for both crew members, the PF and PM. This 
implies that crews were uncertain regarding their 
colleague’s stress level. Under less stressful conditions, 
pilots were better able to accurately assess the state their 
colleague is in. When stress levels were higher, pilots’ 
empathic accuracy decreased and they were less able to 
judge how stressful their colleagues perceived the situation 
to be. This is likely exacerbated by the fact that flight crews 
do not usually work in fixed pairings, decreasing the time 
individual pilots fly with one another, and the fact that 
surprising and challenging situations are rare due to good 
trainings and reliable systems. To increase pilots’ empathic 
accuracy regarding stress, it may be useful to have crews fly 
together more often.  

The BIRD phase of the scenario was the most stressful 
according to the self-ratings. During this flight phase pilots 
had the worst empathic accuracy regarding their colleagues’ 
perceived level of control. When pilots cannot accurately 
judge how much control their colleagues feel, competencies 
such as leadership, communication, decision making, 
monitoring, and SA can be negatively impacted. As a result, 
pilots may be less able to sufficiently guide their colleagues 
through challenging situations, carry out effective 
communication, and make adequate decisions. In order to 
increase pilots’ empathic accuracy regarding perceived level 
of control, trainings, procedures, and system design could be 
modified to support crews even better in surprising and 
challenging situations. 

Taken together, in the present SSA-VAS analysis, we 
were able to confirm the hypothesis that stress, i.e., 
challenging and surprising situations during flight, leads to 
altered social cognition. We found that empathic accuracy 
between pilots was decreased during stressful situations in a 
challenging approach scenario.  
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Abstract
In real-life decision environments people learn from their di-
rect experience with alternative courses of action. Yet they
can accelerate their learning by using functional knowledge
about the features characterizing the alternatives. We designed
a novel contextual multi-armed bandit task where decision
makers chose repeatedly between multiple alternatives char-
acterized by two informative features. We compared human
behavior in this contextual task with a classic multi-armed
bandit task without feature information. Behavioral analysis
showed that participants in the contextual bandit task used the
feature information to direct their exploration of promising
alternatives. Ex post, we tested participants’ acquired func-
tional knowledge in one-shot multi-feature choice trilemmas.
We compared a novel function-learning-based reinforcement
learning model to a classic reinforcement learning. Although
reinforcement learning models predicted behavior better in the
learning phase, the new models did better in predicting the
trilemma choices.
Keywords: decision making; reinforcement learning;
exploration–exploitation trade-off; contextual multi-armed
bandits; function learning

Introduction
George, an early-career American academic, has just ac-
cepted a new position at a European university. Somewhat
of a culinary fanatic, he is determined to enjoy the local cui-
sine as much as possible. As there are over 1,000 restaurants
in the area, he is spoiled for choice. George soon starts to
try out different restaurants, sometimes leaving ecstatic and
sometimes close to nauseous. Keen to avoid the latter, he no-
tices that the quality of the food on offer is related to various
pieces of information, such as the facade of the restaurant,
the number of patrons, and the distance to the local market.
Using this knowledge, George manages to eat out every day,
never leaving disappointed.

George’s story captures the essential characteristics of
numerous widely encountered decision-making problems,
where (a) individuals repeatedly face a choice between a
large number of uncertain options, the value of which can
be learned through experience, and (b) there are various cues
such that they can form an expectation about the value of an
option without having tried it previously. These two charac-
teristics are related to two learning problems that have been
explored extensively in psychology and cognitive science, yet
mostly in isolation. These are how people learn to make deci-
sions from experience (Barron & Erev, 2003; Hertwig et al.,
2004) and how they learn to make predictions from multiple
noisy cues (Nosofsky, 1984; Speekenbrink & Shanks, 2010).
The structure of “decisions from experience” problems can be
formally represented in a multi-armed bandit (MAB) frame-
work (Sutton & Barto, 1998). MAB problems involve a fine

balance between taking the action that is currently believed to
be the most rewarding (“exploitation”) and taking potentially
less rewarding actions to gain knowledge about the expected
rewards of other alternatives (“exploration”). MAB problems
have proven to be a useful framework to study how people
tackle this exploration–exploitation trade-off (e.g. Barron &
Erev, 2003; Cohen et al., 2007; Speekenbrink & Konstantini-
dis, 2015; Steyvers et al., 2009).

Decision situations in real life typically contain more in-
formation than classic MAB problems, as alternatives usu-
ally have many features that are potentially related to their
value. In other words, there is a function relating features
of the alternatives to their value, and we assume people can
learn this function. In our example, after enough visits to
various restaurants, George has learned the function and with
one look at the restaurant’s features can estimate the qual-
ity of the food. Strictly speaking, feature information is not
needed to make good decisions. People who try an alterna-
tive many, many times have no need to engage in function
learning to estimate its value. However, function learning can
be very useful. There might not be time to try out alterna-
tives many times, especially when the number of alternatives
is large or the choice sets change frequently. Also, choosing
a previously untried alternative might cost the decision maker
dearly. In such situations it becomes important to be able to
appraise an alternative’s worth without actually trying it.

More subtle questions arise in a MAB problem with func-
tion learning. For example, exploration choices can now be
made with the goal to learn more about the function, not
just to estimate the value of a particular alternative. Indeed,
choosing an alternative that is believed to be particularly bad
may improve one’s knowledge of the function to such an ex-
tent that the future benefit of being able to better predict the
value of alternatives outweighs the current loss.

Decision-making problems that include both function
learning and direct experiential learning can be captured for-
mally in the theoretical framework of contextual multi-armed
bandits (CMABs). This paradigm has received a lot of at-
tention recently in the domain of machine learning due to
the numerous applications in autonomous machine decision
making (e.g. Li et al., 2010; Agrawal & Goyal, 2012). Al-
though the optimal decision policy for CMAB problems is
generally intractable, several heuristic strategies, such as up-
per confidence bounding (Auer, 2003), have been developed
to tackle the problem in a reasonable manner, balancing the
search for new high-quality alternatives (exploration) and the
use of the most promising alternative discovered so far (ex-
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ploitation). While these algorithms give reasonable results
in practice, they rely on extensive memory and processing
capacity, and their performance is often evaluated under the
assumption of an infinite or very distant time horizon, which
makes their applicability to human decision making in these
problems unclear.

In the present study we aimed to shed light on how hu-
man decision makers allocate decisions among alternatives in
contexts involving both function learning and direct experi-
ential learning. Although theoretically not necessary to make
decisions in a given situation, because of its usefulness for
generalizing to new situations we expect that people never-
theless engage in function learning. Moreover, we developed
a new function-based reinforcement learning model that of-
fers novel predictions on how people tackle the exploration–
exploitation trade-off in CMAB problems. We tested these
predictions in an experiment where people made choices be-
tween a relatively large number of alternatives. By showing
only some participants informative cues to the value of the al-
ternatives, we were able to assess the relative benefit of con-
textual information in decision making in MAB problems. In
a later test phase, we also assessed how people generalize
their contextual knowledge to decisions between new alter-
natives.

Methods
We investigated the influence of function learning on decision
making in a stationary MAB task. There were three versions
of the task: (1) a classic MAB task where feature values were
not visually displayed (we refer to this as the classic con-
dition), (2) a CMAB task where feature values were visible
and participants were instructed that features might be use-
ful for their choices (explicit contextual condition), and (3) a
CMAB task where feature values were visible but participants
were not informed about the relation between features and the
value of alternatives (implicit contextual condition). The con-
textual conditions had an additional test phase with new alter-
natives, where we examined whether participants had learned
the function and could use the acquired knowledge to make
better choices when facing new alternatives.

Participants
In total, 193 participants (94 female), aged 18–73 years (M =
32.5 years, SD = 11.4), took part in this study on a volun-
tary basis. Participants were recruited via Amazon’s Mechan-
ical Turk (mturk.com) and were required to be based in the
United States and have an approval rate of 95% or above.1

Participants in the experiments earned a fixed payment of
US$0.30 and a performance-dependent bonus of US$0.50 on
average. Participants were randomly assigned to one of the
three experimental groups: the classic (N = 66), explicit con-
textual (N = 64), and implicit contextual (N = 63) conditions.

As Amazon’s Mechanical Turk is an online environment
that offers less control than laboratory experiments, we ex-

1This means that in at least 95% of cases they were paid for the
work they had done—a rough measure of the quality of the work
done on Mechanical Turk.

Figure 1: Screenshots from the experiment. A. Alternatives in the
classic multi-armed bandit (MAB) task were presented as simple red
boxes without features. B. Alternatives in the CMAB tasks were pre-
sented as the same red boxes but now with lengths of horizontal and
vertical yellow lines to represent features. Here we have illustrated
only 2 alternatives; participants actually faced 20 in the training and
3 in the test phase.

cluded participants who did not pay due attention to the ex-
perimental task. At the end of the instructions, participants
answered four questions to check whether they recalled ba-
sic information from the instructions. Excluding participants
who failed to answer all four questions correctly would have
left us with too small a sample, so we excluded participants
who failed to answer at least two of these correctly. Impor-
tantly, this exclusion was done before we looked at further
results. In total, 47 participants were excluded from the anal-
ysis.

Task
Training phase The task consisted of a training and a test
phase. The training phase comprised 100 trials and in each
trial participants were presented with the same 20 alternatives
(bandit arms) and asked to choose one. After making a choice
in trial t, they were informed of the payoff R(t) associated
with their choice. For each arm j = 1, ...,20, the payoffs R j(t)
on trial t were computed according to the following equation:

R j(t) = w1x1, j +w2x2, j + ε j(t).

The two feature values, x1, j and x2, j, of each alternative j
were drawn from a uniform distribution U(0.1,0.9), for each
participant at the beginning of the training phase. Weights
were set to w1 = 2 and w2 = 1 for all participants. The error
term, ε j(t), was drawn randomly from a normal distribution
N(0,1), independently for each arm. The difference between
conditions was that the feature values, x1, j and x2, j, were vi-
sually displayed in the contextual conditions but not in the
classic condition, as illustrated in Figure 1.

Test phase The structure of the task was similar in the test
phase, but now participants were presented with three new al-
ternatives with randomly drawn feature values on each trial.
Weights of the function were kept the same, w = (2,1). As
participants faced a new decision problem on each trial in the
test phase, there was no longer an exploration–exploitation
trade-off, and participants were expected to always choose
the alternative they deemed best. There were five types of
trials, specifically designed so that participants would exhibit
whether they had learned the functional form and the weights,
w1 and w2. Two of the types were easy and difficult interpo-
lation trials, where feature values were drawn from the same
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interval, U(0.1,0.9), as in the training phase. Two others
were easy and difficult extrapolation trials, with feature val-
ues drawn from U(0,0.1) and U(0.9,1). Trials consisted of
a dominating, a middle, and a dominated alternative. In easy
trials the difference in function values between the alterna-
tives was larger than in the difficult trials. The fifth type of
trial was designed so we could examine whether participants
learned which feature had the greater weight. Here a trial
consisted of one alternative that had a large value on a feature
with higher weight and a small value on the other feature, one
alternative with the opposite pattern, and one alternative that
was clearly dominated. There were 70 trials in the test phase.
Only participants in the contextual conditions completed this
phase.

Procedure2

After providing informed consent, participants started the ex-
periment by reading the instructions and completing a brief
sociodemographic questionnaire, followed by comprehension
questions with which we checked how much attention they
paid to the instructions. Participants were told that they would
be presented with 20 alternatives, that their task was to se-
lect between them, and that for each choice they would re-
ceive experimental points that would at the end be converted
to money, with an exchange rate of US$1.00 for 400 exper-
imental points. The goal of the game was to win as many
experimental points as possible. Participants were informed
that they would see the same alternatives in every round but
that the rewards associated with each alternative might vary
from round to round.

After reading the instructions and completing the question-
naires, participants started the experimental task. On each
trial, they were presented with 20 alternatives in the form of
simple square-shaped buttons. They selected an alternative
via a mouse click. The number of points won or lost was then
displayed below the alternative until they pressed the ENTER
key, which would display the next trial. Buttons in the clas-
sic condition were empty, while in the contextual conditions
feature values were displayed on each button in the form of
one horizontal and one vertical line, both starting from the
lower left corner of the square. We randomized whether a
certain feature was represented as a vertical or a horizontal
line across participants. Throughout the task, a counter dis-
played the total points received thus far, the number of the
current trial, and the total number of trials in the phase. In
the training phase, participants completed only a single MAB
problem. After finishing it, participants in the contextual con-
ditions read the instructions for the test phase. We told them
they would face new alternatives in every trial, would not see
any feedback in the second phase, and would no longer see
the running total but that their payoff would still be affected
by their choices.

2Readers can try out the experiment at the following
URL: experimentnext.com/CMABvsMABexp1. Raw data
from the experiments are also publicly available on Figshare:
http://dx.doi.org/10.6084/m9.figshare.1314099

Behavioral Results
Training phase

Performance in the training phase is illustrated in Figure 2.
Over the course of the training phase participants in both the
classic and contextual MAB conditions were able to improve
their performance by choosing more promising alternatives.
This is evident in the downward slopes of linear fits of the av-
erage rankings of the chosen options as a function of trial. As
the training phase progressed, participants discovered alter-
natives that yielded higher earnings on average, and the aver-
age ranking of the alternatives they had chosen decreased as
a result. Although the increase in returns was similarly steep,
the participants in the CMAB conditions had a head start and
identified better alternatives already in the first rounds. This
seems to have been the case especially for the explicit con-
textual condition where participants were instructed that the
features could be used to improve their decisions. Such an
increase early on may have been due to a strong prior expec-
tation for positive linear relationships, as often found in the
function learning literature (Busemeyer et al., 1997).

We analyzed choice performance with a generalized linear
mixed-effects model. Trials were aggregated into four blocks
of 25 trials each. We included experimental condition and
block as fixed effects and subject-specific random intercepts.
The main effect of condition was significant, χ2(2) = 10.91,
p = 0.004, where differences stem from the classic condition,
for which the intercept estimate was significantly higher, in-
dicating worse performance overall. The main effect of block
was also significant, χ2(3) = 91.34, p < 0.001, reflecting a
general decrease in average ranking of selected alternatives
from the first to the fourth block. Thus, participants learned
to make better choices and the choice performance improved
over time in all three conditions. The interaction between
condition and block was not significant. The same conclusion
was reached when we analysed expected earnings instead of
rankings of the chosen alternative. We report the results for
the rankings because, due to the random selection of feature
values, potential earnings differed between participants.

To get a sense of the improvement made possible by the
presence of features, it is instructive to examine the over-
all earnings. The range of possible expected earnings was
from 0.3 to 2.7 experimental points per trial. Empirically,
the lowest ranking arm had a value of 0.6 points on average,
while the highest ranking alternative had the average value of
2.4 points. Participants in contextual conditions earned more
on average per trial (M = 1.8 points, SD = 0.52, both con-
textual conditions combined) than participants in the classic
condition (M = 1.64 points, SD = 0.54), t(123.9) = 3.896,
p < 0.001, 95% CI [0.08, 0.23]. The possibility to use func-
tion learning enabled the participants to reach about 10%
higher earnings.

In terms of exploration, participants in the contextual con-
ditions tried 10.4 alternatives, and in the classic condition
they tried 11.2 alternatives on average. For the remaining
analyses we decided to pool the results for the two contextual
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Figure 2: Average ranking of the chosen alternative in the training
phase as a function of trial. Averages are across the participants and
the lines were obtained by linear regression. Shaded areas are 95%
confidence intervals.

conditions, since the performance in them was very similar.

Test phase
While behavior in the training phase showed evidence of
function learning, the true test of function learning is perfor-
mance on new, previously unseen items. If participants in the
contextual conditions did not learn the function, we would
expect that participants would choose randomly between the
new sets of three alternatives. Results are presented in Ta-
ble 1. On easy trials, participants selected the alternative with
the higher expected value almost 50% of the time, while the
middle and dominated alternatives were selected much less
frequently (approximately 25% of the time each). On dif-
ficult trials, in contrast, participants selected the dominating
and the middle alternative equally often, approximately 37%
of the time. The dominated alternative was still selected ap-
proximately 25% of the time. Extrapolation trials are crucial
for establishing the extent of function learning (Busemeyer et
al., 1997). In our case, performance in interpolation and ex-
trapolation trials was similar, indicating that participants ex-
trapolated relatively well. Performance on the “weight test”
trials gives a clue as to why they chose the middle alterna-
tives as often as they did—on average, participants seem not
to have learned the feature weights correctly, which may have
been because of the level of noise in the alternative values (the
error term ε j(t) in the function value). Participants seem to
have learned that both feature weights were positive, but not
that they differed.

Modeling
In addition to the behavioral results, we used computational
modeling to further assess whether participants based their
decisions on knowledge of the functional relationship be-

Table 1: Choice allocation between alternatives with high, medium,
or low expected earnings in the test phase. Each row of the table
corresponds to a different type of trial. The high, medium, and low
columns refer to the dominating, middle, and dominated items, re-
spectively.

Type of trial # Trials High Medium Low
Easy interpolation 15 0.47 0.28 0.25
Difficult interpolation 25 0.38 0.37 0.25
Easy extrapolation 10 0.49 0.27 0.24
Difficult extrapolation 10 0.39 0.35 0.26
Weights test 10 0.36 0.37 0.27

tween the feature values and the alternative value. To explain
the behavior in CMAB problems, we developed a new re-
inforcement learning model based on function learning and
pitted it against reward-only reinforcement learning models
employed to explain behavior in MAB problems.

Reward-only reinforcement learning models do not take
into account the feature values and update the expected value
of an alternative only on the basis of rewards received after
making a choice. We call this type of learning mean learn-
ing. In our novel feature-based model, a participant observes
the feature values and uses the knowledge of the functional
relationship between features and value to compute the ex-
pected value of a particular alternative. Instead of updating
the expected value of an alternative directly, participants up-
date the parameters of the functional relationship. We call
this type of learning function learning. To provide the clean-
est comparison, we used the same choice rules in both types
of models. The main difference was in whether the expected
values were computed by mean learning or function learn-
ing and then passed as inputs to the choice rules. Overall, we
evaluated a factorial combination of 4 Learning rules (2 mean
learning + 2 function learning) × 2 Choice probability rules,
producing a total of eight models. The models were assessed
in two ways. First we examined how the models fit the train-
ing data; second, we used the parameters from the training
phase and let the models predict the choices in the test phase.

Mean learning
We assumed that after receiving a reward R j(t) on trial t for a
chosen alternative j, participants would update the expected
value E j(t + 1) of choosing alternative j on trial t + 1. We
considered two learning mechanisms: the delta rule and the
decay rule.

Delta learning The delta rule is a popular model-free learn-
ing rule:

E j(t) = E j(t−1)+δ j(t)η[R j(t)−E j(t−1)],

where δ j(t) is an indicator variable, being 1 if alternative j
was chosen on trial t, and 0 otherwise. We opted for a simple
fixed learning rate, η≥ 0.

Decay learning The decay rule (e.g. Ahn et al., 2008) is
another popular model-free learning rule, according to which
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expected values of the unchosen alternatives decay toward 0:

E j(t) = ηE j(t−1)+δ j(t)R j(t),

with decay parameter 0≤ η≤ 1.

Function learning
Least mean squares network model The least mean
squares (LMS) network model (e.g. Speekenbrink & Shanks,
2010) is essentially a linear regression model that updates the
weights from trial to trial. Feature values x j are inputs, and
the expected value of an alternative is the function output,
E j(t) = x jŵ(t), where ŵ(t) is a vector of estimated connec-
tion weights (identical for each alternative). Weights are up-
dated through the delta rule

ŵ(t +1) = ŵ(t)+δ j(t)η(R j(t)−E j(t))xT
j ,

where η is a vector of feature-specific learning rate parame-
ters. Starting weights were initialized to ŵ(0) = (0,0)T . We
considered two versions of the LMS model: one with an in-
tercept (LMSi) and without it (LMS).

Choice rules
ε-greedy A heuristic rule for balancing exploitation and ex-
ploration (e.g. Sutton & Barto, 1998) exploits the alterna-
tive with the maximum expected value with probability 1−ε,
and with probability ε chooses randomly from the remaining
arms:

P(C(t) = j) =

{
(1− ε)/Kmax if E j(t)> Ek(t), ∀k 6= j
ε/(K−Kmax) otherwise

where K is the number of arms and Kmax is the number of
arms with the same maximum value. If all the values are the
same, P(C(t) = j) = 1/K.

Softmax The “softmax” choice rule varies gradually be-
tween pure exploitation and pure exploration through a tem-
perature parameter θ≥ 0:

P(C(t) = j) =
exp(θE j(t))

∑
K
k=1 exp(θEk(t))

Model estimation and inference
We estimated the model parameters for each participant by
maximum likelihood using the Nelder–Mead simplex algo-
rithm implemented in the optim function in R. For model
selection purposes in the training phase, we computed the
Bayesian information criterion (BIC), reported as difference
scores between a baseline model3 and the model of inter-
est, ∆(BIC). For these difference scores, negative values of
∆(BIC) indicate that the model fitted worse than the baseline
model, while increasing positive values indicate better fit. We

3The baseline model was a parameter-free random choice model
with probability of choosing an alternative equal to 1/K.

also reported BIC weights, w(BIC) that approximate the pos-
terior probability of the models assuming equal prior proba-
bility (Wagenmakers & Farrell, 2004). To model the behavior
in the test phase, we used models with parameters estimated
on the training data to predict choices in the test phase. For
model selection we used Mean absolute deviation (MAD) of
choices from model predictions.

Modeling results
We fitted the models to the training data of the contextual
conditions. Because the behavioral and modeling results were
similar for explicit and implicit contextual conditions, we col-
lapsed the results into a single contextual condition. Table 2
shows the fit measures. The BIC scores show, contrary to our
expectation, that the best fitting models are reward-only rein-
forcement learning models. This holds in terms of both aver-
age ∆BIC, BIC weights and number of participants best fitted
by the models. Decay learning with the softmax choice rule
is a clear winner. Participants often repeated their previous
choices, and the decay rule is able to capture that tendency
better (Ahn et al., 2008). Among function learning models,
LMSi version with the intercept is able to learn the average
earning in the task so this model can be thought of as a hybrid
between mean and function learning. However, LMSi did not
fare much better than the version without intercept. The soft-
max rule also worked much better than ε-greedy—people’s
response probabilities were obviously sensitive to expected
values and the softmax choice rule captures this aspect better.

The modeling results thus contrast with the behavioral re-
sults, which showed evidence of function learning. One rea-
son for this discrepancy might be that the LMS model is not
the appropriate function learning model. Hence, in future
work there is scope for examining more complex associative
function learning models (Busemeyer et al., 1997) and gen-
eralized context models (Nosofsky, 1984). Another reason
might be that the LMS model learns too well, that is, weights
learned by the LMS model tend to the objective weights too
fast. Participants were not giving their predictions on values
of chosen alternatives and without them it is difficult to prop-
erly calibrate the function learning part of the model. Hence,
obtained weights might not reflect participants’ actual beliefs
about feature weights. Indeed, results from the test phase,
shown in Table 1, indicated that participants on average did
not learn which feature had a larger weight.

Even though LMS models did not fit the training phase
best, the true value of function learning should become ob-
vious when new alternatives appear in the choice set. This
was the logic behind having the test phase with new alter-
natives. Importantly, the reward-only models cannot predict
anything other than random choice. Test trials were single-
shot decisions and reward-only models have no means of es-
timating the expected values of arms without sampling them
first. In the test phase, the only way to distinguish the alter-
natives was through their feature values. We used the LMS
models with parameters fitted in the training phase to predict
choices in the test phase. Table 3 shows that the LMS mod-
els indeed did better than the reward-only models, which here
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Table 2: Modeling results of the training phase. Values of ∆(BIC)
and w(BIC) are averages and the standard deviation is given in
parentheses. Values of N are the total number of participants best
fit by the corresponding model according to the BIC.

Learning Choice N ∆(BIC) w(BIC)
Decay Softmax 42 127.56 (150.35) 0.36 (0.45)
Delta Softmax 22 106.85 (139.47) 0.19 (0.36)
Decay ε-greedy 12 100.86 (140.72) 0.06 (0.19)
Delta ε-greedy 9 80.34 (120.52) 0.02 (0.08)
LMSi Softmax 11 56.73 (80.05) 0.11 (0.23)
LMS Softmax 10 55.78 (80.51) 0.08 (0.18)
LMS ε-greedy 8 19.49 (53.94) 0.03 (0.14)
Note. BIC, Bayesian information criterion; LMSi, least
mean squares with intercept; LMS, least mean squares
without intercept.

would perform as well as the baseline random choice model.
On average LMS models predicted the choices of the partic-
ipants with 50%. According to the MAD criterion, the ma-
jority of participants were best predicted by one of the LMS
softmax models, 13 participants were best predicted by a ran-
dom choice model and 19 by ε-greedy LMS model.

Table 3: Modeling results of the test phase. Values of MAD are
averages and the standard deviation is given in parentheses. Values
of N are the total number of participants best fit by the corresponding
model according to the MAD.

Learning Choice N MAD
LMSi Softmax 54 0.50 (0.14)
LMS Softmax 44 0.54 (0.13)
LMS ε-greedy 19 0.65 (0.02)
RCM 13 0.67 (0)
Note. MAD, mean absolute deviation; LMSi, least mean
squares with intercept; LMS, least mean squares without
intercept; RCM, random choice model.

Discussion and Conclusion
We developed a novel experimental paradigm that can be the-
oretically framed as a CMAB problem. In contextual con-
ditions in our experiment each alternative had two features
that were linearly related to the value of the alternative. In
reward-only reinforcement learning models contextual infor-
mation is ignored—mean returns are estimated directly from
the sequence of past rewards without a demanding function-
learning mechanism. We argued that in decision-making
problems encountered in everyday life, people cannot afford
to sample alternatives enough times to get reliable estimates.
Moreover, choice sets change often, and estimating the value
of new alternatives without trying them is a useful ability. Un-
der these circumstances function learning seems to be an in-
dispensable mechanism, even if unnecessary or prohibitively
expensive in a single decision situation.

In the experiment we compared contextual and classic ban-
dit problems, with feature information presented and not pre-
sented, respectively. We showed that with a large enough
choice set, people engage in function learning—participants

in the contextual conditions performed better even in the
training phase. More importantly, function learning enabled
them to generalize their knowledge in the test phase, where
they faced one-shot trilemmas with new alternatives. We
also developed a novel function-learning-based reinforce-
ment learning model. Our simple model did not work as well
as expected in the training phase, but it performed better in
terms of predicting choices in the test phase where reward-
based reinforcement learning models cannot do better than
chance level. Other, more complex function-learning model-
ing approaches are left for future work.

Acknowledgments
We would like to thank Robin Hogarth and Gael Le Mens
for comments and Doug Markant for practical advice with
implementing the experiment on Amazon’s Mechanical Turk.

References
Agrawal, S., & Goyal, N. (2012). Thompson sampling for contex-

tual bandits with linear payoffs. arXiv preprint arXiv:1209.3352.
Ahn, W.-K., Busemeyer, J. R., Wagenmakers, E.-J., & Stout, J. C.

(2008). Comparison of decision learning models using the gen-
eralization criterion method. Cognitive Science, 32(8), 1376–
1402.

Auer, P. (2003). Using confidence bounds for exploitation-
exploration trade-offs. The Journal of Machine Learning Re-
search, 3, 397–422.

Barron, G., & Erev, I. (2003). Small feedback-based decisions
and their limited correspondence to description-based decisions.
Journal of Behavioral Decision Making, 16(3), 215–233.

Busemeyer, J. R., Byun, E., Delosh, E. L., & McDaniel, M. A.
(1997). Learning functional relations based on experience with
input-output pairs by humans and artificial neural networks. In
K. Lamberts & D. R. Shanks (Eds.), Knowledge, concepts and
categories. studies in cognition. (pp. 408–437). Cambridge, MA,
US: MIT Press.

Cohen, J. D., McClure, S. M., & Yu, A. J. (2007). Should I stay
or should I go? How the human brain manages the trade-off be-
tween exploitation and exploration. Philosophical Transactions
of the Royal Society of London. Series B, Biological sciences,
362(1481), 933–942.

Hertwig, R., Barron, G., Weber, E. U., & Erev, I. (2004). Decisions
from experience and the effect of rare events in risky choice. Psy-
chological Science, 15(8), 534–539.

Li, L., Chu, W., Langford, J., & Schapire, R. E. (2010). A
contextual-bandit approach to personalized news article recom-
mendation. In Proceedings of the 19th international conference
on world wide web (pp. 661–670).

Nosofsky, R. M. (1984). Choice, similarity, and the context theory
of classification. Journal of Experimental Psychology: Learning,
Memory, and Cognition, 10(1), 104–114.

Speekenbrink, M., & Konstantinidis, E. (2015). Uncertainty and
Exploration in a Restless Bandit Problem. Topics in Cognitive
Science, 1–17.

Speekenbrink, M., & Shanks, D. R. (2010). Learning in a chang-
ing environment. Journal of Experimental Psychology: General,
139(2), 266–298.

Steyvers, M., Lee, M. D., & Wagenmakers, E.-J. (2009). A Bayesian
analysis of human decision-making on bandit problems. Journal
of Mathematical Psychology, 53(3), 168–179.

Sutton, R. S., & Barto, A. G. (1998). Reinforcement learning: An
introduction. Cambridge, MA, US: MIT Press.

Wagenmakers, E.-J., & Farrell, S. (2004). AIC model selection
using Akaike weights. Psychonomic Bulletin & Review, 11(1),
192–196.

2295



Toddlers Always Get the Last Word: Recency biases in early verbal behavior
Emily Sumner? (esumner@u.rochester.edu)

Erika DeAngelis? (erikadeangelis97@gmail.com)
Mara Hyatt? (hyattm@bc.edu)

Noah Goodman� (ngoodman@stanford.edu)
Celeste Kidd?,× (ckidd@bcs.rochester.edu)

? Department of Brain & Cognitive Sciences, University of Rochester, Meliora Hall, Rochester, NY 14627-0268
� Department of Psychology, Stanford University, Jordan Hall, Stanford, CA, 94305

× Center for Visual Science, University of Rochester, Meliora Hall, Rochester, NY 14627-0270

Abstract

A popular conception about language development is that com-
prehension precedes production. Although this is certainly
true during the earliest stages of phonological development,
once a child possesses the basic articulatory skills required for
imitation, it need not necessarily be the case. A child could
produce a word without possessing the fully formed lexical
representation through imitation. In some cases, such as in
response to questions containing fixed choices, this behavior
could be mistaken for a deeper understanding of the words’
semantic content. In this paper, we present evidence that 2-
to 3-year-old children exhibit a robust recency bias when ver-
bally responding to two-alternative choice questions (i.e., they
select the second, most recently mentioned option), possibly
due to the availability of the second word in phonological
memory. We find further evidence of this effect outside of
a laboratory setting in naturalistic conversational contexts in
CHILDES (MacWhinney, 2000), a large corpus of transcribed
child-adult interactions.

Keywords: Decision making; cognitive development; devel-
opmental experimentation; language acquisition; learning.

Comprehension Need Not Precede Production

Modern studies of language development commonly use
measurements of children’s early lexical productions as a
proxy for their lexical knowledge. This practice seems rea-
sonable given the common view that language comprehen-
sion precedes language production. At first glance, this as-
sumption seems justified in light of language comprehension
studies that demonstrate that infants can visually and man-
ually locate the appropriate referents of spoken words be-
fore they can actually articulate those words themselves (e.g.,
Bergelson & Swingley, 2012). At such a young age, children
have not overcome many of the rudimentary obstacles re-
quired for comprehensible speech production (e.g., they lack
the fine-motor skills required for delicate speech articulation,
in addition to teeth). Thus, the ordering of these early lan-
guage milestones—comprehension before production—must
necessarily be true for children’s earliest lexical acquisitions.

However, once children have the physical and cognitive
fundamentals required for speech production in place, speech
production could theoretically precede comprehension. The
current study examines the degree to which children’s early
verbal responses are prompted by their knowledge that a re-
sponse is required (e.g., from high-level knowledge about the

discourse context) more than their desire to communicate a
semantically specific message. For example, consider the fol-
lowing exchange between a mother and her toddler from the
Providence corpus in CHILDES (Demuth, Culbertson, & Al-
ter, 2006; MacWhinney, 2000):

MOT: Would you like some cereal or a bagel?
CHI (2;1): Bagel.

In this exchange, the child responds in a manner consistent
with understanding the word “bagel” (and maybe also “ce-
real”, since her mother’s question pressed her to weigh the
value of the two options against each other before responding
with the preferred choice). However, the child could also ac-
complish the same exchange while understanding far less. In
order to answer her mother’s question, the child only needs
to: (1) recognize that a question was asked, which is easily
accomplished on the basis of prosodic cues, (2) know that
questions require a verbal response, and (3) know that “or”
marks the onset of a response option. In other words, the
child could simply detect that a response was being requested
and answer with the most readily available response—the last
word of the question.

Prosody is one of the earliest features of language to which
children have access, starting during the third-trimester when
they are still in the womb (e.g., Camras et al. 1992, 1998;
Mehler et al. 1988). Further, previous literature has suggested
that children combine their early detection of prosodic cues
with a rudimentary understanding of the linguistic contexts in
order to detect and interpret questions for different types (e.g.,
yes/no questions, wh-questions) (Cruttenden, 1981). Taken
together with the fact that children’s early vocabulary is ex-
tremely limited (McMurray, 2007), it is likely that children
pass through a phase of language development in which they
can detect that a speaker is asking a question that requires
some verbal response without fully understanding the ques-
tion itself. Though the phrase “I don’t know” would be a
useful one for toddlers, a quick search in CHILDES reveals
that it is not used until much later in language development.

With this point in mind, consider the following exchange
between a mother and her child from the Brown corpus in
CHILDES (Brown, 1973):
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Figure 1: Static-cling stickers used in the experiment, along with verbally presented questions. Children were asked a series of
questions about each bear—first in one order (e.g., choices in blue on the left) and later in the opposite order (e.g., choices in
red on the right). Children were only shown the stickers after they responded to the question verbally or after two repetitions.

MOT: Do I want coffee or tea?
CHI (3;1): Tea.

The mother seemed to be asking this question aloud of her-
self in a rhetorical manner, but the child answered her ques-
tion directly. Though it is not possible to ascertain the rea-
son for the child’s unexpected response, one possibility is
that the child recognized the mother’s utterance as a question
and knew that questions are typically requests for a verbal re-
sponse. The child may simply have responded with “tea” be-
cause he recognized it as a possible response. Further,“tea”
would have been more easily accessible than other possible
responses (e.g., “coffee”) due to its temporal recency.

It is also important to consider that children often use
words even before they have a complete, adult-like seman-
tic understanding of those words. Research has shown that
children may view words as prototypical, not necessarily def-
initional (e.g., Keil, 1992). Additionally, 2- and 3-year-olds
sometimes acquire multi-word phrases (e.g.,“want to play”)
in advance of the meanings of the individual words that they
contain (e.g., Bannard & Matthews, 2008).

The current paper examines whether children exhibit sys-
tematic recency biases in their early verbal behavior, first
through a behavioral study and then with a corpus analysis
using CHILDES. In both studies, we present evidence that
children exhibit recency biases when responding to questions
verbally. We argue that this strategy could be very useful in
enabling toddlers to engage in verbal exchanges even before
they possess fully developed semantic representations for the
words that they are using.

Experimental Data
Methods
Participants Twenty-four children (mean=24.29, age
range=21.2 - 27.0 months) were tested for this study. The
children were recruited from the database of the Rochester
Baby Lab, which includes volunteer families from the greater
Rochester, NY area. All participants had normal vision and
hearing, according to parental report. They were also from
home environments where they were exposed to at least 90%
English. Families were compensated $10 and a child-sized
t-shirt for their participation in the study. An additional 6
children were tested in the study, but were excluded from
the final analysis because of failure to complete at least
half of the total number of trials in the study (mean=24.84,
range=21.1 - 26.0).

Procedure Children were run in a quiet testing room at the
Rochester Baby Lab at the University of Rochester. Upon ar-
rival at the lab, the researcher running the study began play-
ing with them in the waiting room to give the child time to
become comfortable with the researcher and the lab space.
A second researcher described the study to the parent or
guardian and obtained the appropriate consent paperwork be-
fore the experiment began. Children were tested without their
parents present in order to prevent parental influence on chil-
dren’s responses. Parents remotely monitored their children
(without the children’s knowledge) throughout the study via
a webcam in the testing room. The testing sessions were
recorded so that coding could be completed by two coders
after the testing sessions were over.

The testing room contained a small, child-sized table with
a 17”x14” double-sided whiteboard easel. Each child par-
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Table 1: Scale for rating verbal skills.

Rating Criteria
1 Utterances are always a single word or phrase; no word-sequence combinations (sentences), even simple ones;

may have some memorized phrases (e.g., “go bye-bye”); estimated mean length of utterance (MLU) = 1.0 - 1.5
2 Utterances contain some short (mostly 2-word) word-sequence combinations (e.g., “baby cry”); no longer or com-

plex word-sequence combinations; estimated MLU = 1.5 - 2
3 Utterances contain a combination of short and some longer word-sequence combinations (e.g., “Malachai want

cookie”), but with lots of agrammaticality and a moderate level of complexity; estimated MLU = 2 - 3
4 Utterances contain many full sentences that are fairly grammatical, with many novel word-sequence combinations;

estimated MLU = 3+

ticipant was invited to sit on one side of the table, opposite
the researcher on the other side. The researcher explained
that they were going to play a sticker game together. The
researcher introduced the child to a bear character (named ei-
ther Rori, a polar bear, or Quinn, a grizzly bear) whose image
was printed on a static-cling sticker and placed on the easel
in front of the child. The researcher explained that the child
was going to help Rori/Quinn make some choices and that for
each answer, the child would get a “sticker” (i.e., static-cling)
to place on the board (Figure 1).

The researcher then asked the child a set of questions about
items for the bear character (e.g., “Is Rori’s shirt red or yel-
low?”). The questions were asked verbally, in the absence of
any visual cues as to the question’s meaning. The static-cling
stickers were kept inside a book that the researcher held be-
hind the easel so that children could not peek and see what
sticker options were available. When children gave an an-
swer, they were given a static-cling sticker that depicted their
choice to stick on the board. If the child did not make a
choice after the question was asked the first time, the question
was repeated up to two times. If the child still did not make
a choice verbally, the researcher visually presented the two
static-cling stickers that corresponded to the choices in the
question and repeated the question up to two more times. The
two static-cling stickers were presented in a randomized left-
right configuration, each equidistant from the child. Children
either responded to this final question verbally or by pointing,
and were given the appropriate static-cling sticker to place on
the board. This design allowed them to get a sticker to place
on the board for each trial, regardless of their ability to make
a verbal choice.

Once the child ran through the first set of choice questions,
the child was asked to make the same choices for a different
bear character (either polar bear Rori or grizzly bear Quinn,
depending upon who they were introduced to in the first part
of the experiment). Children were asked the same set of ques-
tions for the new bear character with the choices presented in
the opposite order. For example, if they were asked if Rori’s
shirt was “red or yellow” during the first part of the experi-
ment, they were asked if Quinn’s shirt was “yellow or red”
during the second part (Figure 1). The bear characters and or-
der of the question sets was randomized across participants.

If children appeared restless midway through the experiment,
they were offered a brief free-play break.

Stimuli The stimuli consisted of two sets of 20 questions,
each containing two choices. The second set of questions
was identical to the first except that choices were presented in
the opposite order. Question choices varied in terms of their
commonality and frequency in child-directed speech. Some
words were highly familiar to most 2-year-olds (e.g., red, cat)
and some were likely to be unfamiliar (e.g., ganache, khaki).
Questions also varied in terms of where the choices appeared
within them. Some questions contained choices at the end
(e.g., “Does Rori like to eat apples or bananas?”) and some
contained choices earlier (e.g., “Should Rori bring a backpack
or a lunchbox to school”).

Coding Two researchers coded each child’s responses from
the video recording of the testing session. Additionally, the
child’s verbal skills were ranked on a scale of 1 to 4 inde-
pendently by two researchers who observed the participant
in the waiting room in advance of the study, according to a
predetermined set of rating criteria (detailed in Table 1). The
two coders assigned the same verbal-skill rating to children
70.83% of the time and differed by one 29.17% of the time.
When coders differed by one, the two verbal-skill rating val-
ues for that child were averaged. Child participants had a
median verbal-skill rating of 2 (mean=2.1, range=1-4).

Analysis Our primary analysis examined the proportion of
second-choice responses children made when verbally re-
sponding to the questions. This analysis allowed us to de-
termine if children have a bias to respond with the most eas-
ily accessible choice option—a recency bias. We used a
Wilcoxon signed-rank test in order to compare this proportion
to the proportion we would expect by chance—mu=0.5. We
also compared the proportion of second-choice responses that
children made verbally to those that they made non-verbally.
If, in fact, children exhibit a recency bias because recent lin-
guistic material is more readily available in their phonologi-
cal loop, we would expect to see an effect only for verbally
answered questions.

We also used a generalized linear mixed model with ran-
dom intercepts for items and subjects in order to eval-
uate the influence of whether the response was verbal—
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Figure 2: Proportion of second choices made for verbal re-
sponses (red) and nonverbal responses (blue). Dotted line
indicates chance. Error bars represent 95% confidence in-
tervals.

along with other factors (age, verbal skills, choice familiar-
ity/frequency, and whether or not the choices occurred at the
end of the question)—on children’s likelihood of respond-
ing with the second choice. Age (in months) was scaled be-
fore it was entered into the regression analysis. Frequency
of the choice words—which was estimated using the Google
Books NGram corpus for English (Michel et al., 2010)1—was
logged and then scaled before it was entered.

Results
Recency bias in verbal responses Participants responded
verbally 78.7% of the time. Across all responses (verbal
and nonverbal), we found that children were more likely to
pick the second choice during this task. On average, par-
ticipants chose the second option 69.93% of the time. A
Wilcoxon signed-rank test showed that this was significantly
above chance (V=803.5, p<0.0001). A comparison of verbal
to nonverbal responses suggests that this bias is limited to the
verbal domain (Figure 2).

For verbal responses only, participants chose the second
choice 88.9% of the time—a value that a Wilcoxon signed-
rank test confirmed to be significantly above chance (V=231,
p<0.0001). For nonverbal responses, participants chose the
second choice only 51.6% of the time, which was not signifi-
cantly different from chance (V=102, p = 0.79). The propor-

1Though children’s familiarity with words is more traditionally
estimated with child-specific resources such as the MacArthur-Bates
Communicative Development Inventories (Fenson et al., 2007), we
opted instead to use the much larger Google Books NGram corpus
because the low-frequency words in our stimuli could not be accu-
rately estimated with smaller corpora.

Table 2: Generalized linear mixed model results.

Factor Coef. SE z p
Intercept -0.30 0.44 -0.69 0.49
VerbalResponse 2.18 0.26 8.22 <2e-16 ***
scale(AgeMo) -0.31 0.15 -2.07 <0.04 *
scale(log(Freq)) -0.10 0.14 -0.74 0.46
Trial 0.00 0.01 0.12 0.90
VerbalSkill -0.04 0.15 -0.26 0.80
EndChoiceLoc 0.31 0.29 1.07 0.28

tion of second choices was significantly higher for verbal than
non-verbal responses (W = 384.5, p<0.0001).2 Further, 22 of
the 24 subjects showed significantly more second-choice re-
sponses in an analysis of individual subjects (Figure 3).

Effects of verbal response-type and age A generalized
linear mixed model with random intercepts for items and sub-
jects revealed that verbal responses and age were significant
predictors of second-choice responses (Table 2). Consistent
with the results reported above, verbal responses generated
more second-choice responses (β=2.18, z=8.22, p<0.0001).
Older children also made fewer second-choice responses than
younger children, as revealed by the significantly negative co-
efficient for age in the regression results (β=-0.31, z=-2.074,
p<0.04). No other factors—verbal skills, choice familiar-
ity/frequency, and choice position in the question—reached
significance.

More repetitions for choice-medial questions Though
there was no effect of the location of the choices on the
likelihood of second-choice responses in the mixed-model
analysis, the question structure did impact how many rep-
etitions were necessary before children answered the ques-
tions. Fewer repetitions were required when choices were at
the end of the sentence (mean=0.499) than when the choices
were embedded earlier in the question (mean=0.979). This
result suggests that children struggled more with comprehen-
sion and response formulation when the choices were earlier
in the question rather than at the end.

CHILDES Data
We performed an analysis using CHILDES (MacWhinney,
2000), a large corpus of transcribed caretaker-child interac-
tions, in order to test whether the second-choice bias we ob-
served existed in more naturalistic conversational contexts in-
volving children and adults. We also sought to determine un-
til what age the observed bias persisted, following up on the
significant coefficient for age in the mixed-model analysis.
The mixed-model results suggested that children make fewer
second-choice responses as they age, which is consistent with
the idea that the behavior is a heuristic which is convenient in

2In this within-subject analysis, three participants responded ver-
bally 100% of the time so they were excluded from this particular
analysis.
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Figure 3: Each dot represents an individual’s proportion of second choices during trials in which they responded verbally. The
error bars depict 95% confidence intervals. The dotted line represents chance. Twenty-two of the twenty-four participants
exhibited significantly more second-choice responses than would be predicted by chance.

the earliest stages of language acquisition that becomes un-
necessary as the child ages and gains more language knowl-
edge. Presumably, children must reach an age and point in
language development at which they no longer depend on
simple heuristics for responding to questions. Though re-
cency biases have been attested in adults, so have primacy bi-
ases and other serial position effects (e.g., Deese & Kaufman,
1957; Greene, 1986; Murdock, 1962; Neath & Knoedler,
1994). We expected that, if such questions occurred in natu-
ralistic contexts in CHILDES, the strength of the bias should
decrease with age.

Methods

We limited our analysis to CHILDES transcript files that in-
volved only two participants—one adult and one child—and
that included the age of the child. This way, we could in-
sure that questions we extracted from adult speech were most
likely directed to a child of a known age (as opposed to a
sibling or other adult). From this predefined subset, we ex-
tracted 534 two-alternative choice questions. The questions

were posed to children ranging in age from 0.74 to 4.54 years
of age (mean = 2.51). We then coded children’s responses to
the question for whether they chose the first option, the sec-
ond option, or neither option (e.g., by failing to respond, or
responding with an irrelevant verbal response).

Results

Out of all of the two-choice questions adults asked children
in CHILDES, children responded with the first or second op-
tion 58.17% of the time. The proportion of first and second-
choice responses they gave binned by age appears in Figure
4. As evident from the plot, binned responses from 2-year-
olds are significantly more biased towards the second-choice
option, as compared to chance. This bias is no longer signifi-
cant in the 3- and 4-year-olds, who are equally likely to select
the first and second choice. Figure 5 shows the raw data (dis-
played as circles at the top and bottom of the plot to represent
the 1’s and 0’s encoding whether each response was for the
second-choice option), as well as a LOESS curve fitted to the
data. The smoothed fit to the data suggests that young chil-
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Figure 4: Proportion of second-choice responses in
CHILDES binned by age of the children in years.

0.00

0.25

0.50

0.75

1.00

1.5 2.0 2.5 3.0 3.5 4.0
Age (years)

P
ro

po
rti

on
 o

f S
ec

on
d 

C
ho

ic
es

Figure 5: A smoothed LOESS curve fitted to the raw data
from CHILDES (empty dots).
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dren exhibit a strong second-choice bias, but that choices are
at chance starting at between 2.5 and 3 years of age. The data
suggests that recency biases persist until around the third year
of life.

Conclusion and Discussion

In both our experimental data and CHILDES analysis, we
found that young children exhibit a strong recency bias
when responding to questions that present two choices. The
CHILDES analysis confirms that this effect exists outside of
a laboratory setting, and that it persists until around the third
year of life.

We often view language production as an indicator of a
child’s comprehension and language knowledge. Our find-
ings have demonstrated that this is not always the case. Our
results show how children may begin engaging in conversa-
tion even without a complete semantic understanding of what
they are saying (e.g., Skinner, 1957). These findings also have
obvious and direct implications for the field of developmen-
tal psychology, especially work with children younger than
3 years of age. Researchers of language development should
be especially careful in how they phrase questions, and en-
sure that questions that pose two-alternatives are appropri-
ately counterbalanced. More importantly, however, produc-
tion measures in language acquisition research may strongly
reflect factors relating to memory and processing rather than
true knowledge of language.

Though we have demonstrated here that this bias is ro-
bust across young children, we have not yet tested the causal
mechanism underlying it. While we mentioned the possibil-
ity that children simply lack sufficient language knowledge
in order to make a choice based on a genuine value compari-
son, this bias could be considerably more general. It could be
that this bias appears in the face of a cognitive overload gen-
erally (either because of limited understanding of the words,
or because of some other factor that limits processing speed
and capacity, such as exhaustion). Limited cognitive process-
ing resources (e.g., memory) could mean that adults could
show this same bias under high cognitive load (when sleep
deprived or choosing between long, low-frequency options).
The second option is likely to be far more accessible in these
circumstances due to its availability in the phonological loop
(e.g., Baddeley, Gathercole, & Papagno, 1998).
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Abstract
A cornerstone of human statistical learning is the ability to
extract abstract regularities from sequential events. Here we
present a unique method to derive the generating functions for
the waiting time of sequential patterns, then compare these
functions with the neural mechanisms for learning sequential
structures. We show that the way the neocortex integrates infor-
mation over time bears a striking resemblance to the way these
normative functions operate. They both operate by organizing
combinatorial objects into meaningful groups then compressing
the representations by discarding irrelevant information. As a
result, discrete-time signals are converted into frequency sig-
nals, and similarity-based structures are converted into abstract
relational structures. Our analyses not only reveal surprisingly
rich statistical structures embedded in the seemingly random
sequences, but also offer an explanation for how higher-order
cognitive biases may have emerged as a consequence of tempo-
ral integration.
Keywords: generating function; waiting time; statistical learn-
ing; temporal integration; compressed representation.

Introduction
The human mind has a unique capacity to find order in chaos
(Gazzaniga, 2008). From betting cards in casinos to investing
money in stocks, people constantly attempt to extract regulari-
ties from the seemingly random sequences. For theories deal-
ing with human statistical learning, there are always two types
of challenges: How is the implicit learning without instruc-
tion is connected with the explicitly structured rule learning?
How can heuristics and biases deviate systematically from
normative rules?

Consider the following situation. A fair coin is flipped
repeatedly in independent Bernoulli trials. Which of the two
patterns, two heads in a row (HH), or a head followed by a tail
(HT), is more likely to happen? To measure the frequency of a
pattern, let E[T ] denote the pattern’s mean time, which is the
expected number of coin flips between any two consecutive
occurrences of the pattern,

E[THH] = E[THT] = (1/2)−2 = 4,

which means that on average, HH and HT are equally likely,
each occurring once in every 4 flips.

This answer may sound simple. However, it appears to be
at odds with a gambler’s intuition. In a game of roulette at
the Monte Carlo casino in 1913, black repeated a record 26
times, people began extreme betting on red after about 15
repetitions (Huff, 1959). The gambler’s fallacy, which is often
attributed to the representativeness bias, reflects the belief that
chance is a self-correcting process such that it is more likely
to produce alternating patterns than repeating ones (Tversky
& Kahneman, 1974).

Now we take a different measure. Let E[T ∗] denote the
pattern’s waiting time, which is the expected number of flips
since the beginning of the process until the first occurrence of
the pattern, then,

E[T ∗HH] = (1/2)−1 +(1/2)−2 = 6,
E[T ∗HT] = (1/2)−1 +(1/2)−1 = 4.

That is, it actually takes longer to see the first HH (a repetition)
than the first HT (an alternation).

The example of coin flipping demonstrates some intricate
relations between our intuition about random sequences and
the normative predictions of probability theory. In terms of
statistical learning, implicit learning without instruction can be
rapid and robust, but it does not always agree with explicit and
structured rule learning (Aslin & Newport, 2012). Aiming at
possible reconciliations, many theories propose that the eval-
uation of the biases in human randomness perception should
consider other factors beyond a single normative measure,
for example, the difficulty of encoding complexity (Falk &
Konold, 1997), the limited short-term memory capacity (Hahn
& Warren, 2009; Kareev, 2000), and inferences with com-
peting generating processes (Nickerson, 2002; Tenenbaum,
Kemp, Griffiths, & Goodman, 2011). Based on the waiting
time statistics, we have argued that the alternation bias in
the gambler’s fallacy can be understood as a consequence of
time in that repeating patterns are “delayed” than alternating
patterns (Sun, Tweney, & Wang, 2010; Sun & Wang, 2010a,
2010b, 2012). However, these theories have been limited at the
behavioral level where one could only align the overall human
behavior with a certain normative measure in its abstract form.
It remains to be answered where the alternation bias has origi-
nated, and more critically, how the abstract representations in
the human mind have taken shape from the beginning.

In the present paper, we present a unique method to derive
the generating functions for the waiting time statistics of se-
quential patterns. This method was first introduced by Graham,
Knuth, and Patashnik (1994). Here we extend this method
and elaborate on the procedures where combinatorial objects
are perceptually organized then compressed into abstract and
closed-form representations. We then discuss a neural network
model that can actually capture the waiting time statistics with
unsupervised learning (Sun et al., 2015). By comparing the
generating functions with the neural learning mechanisms, we
offer an explanation for how human randomness perception
can take shape through mere exposure to the input stimuli
without instruction, and how object representation can lead to
probability induction.
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Generating Functions for Waiting Times
Following the notations by Graham et al. (1994), a generating
function, A(z), is the sum of a power series that “organizes” an
infinite sequence 〈a0,a1,a2, . . .〉 with an auxiliary variable z,

A(z) = a0 +a1z+a2z2 + · · ·= ∑
k>0

akzk , (1)

and, a probability generating function, GX (z), where X is a
random variable that takes only nonnegative integer values, is
the sum of the probability distribution,

GX (z) = ∑
k>0

Pr(X = k)zk . (2)

The coefficients of GX (z) sum to 1, which can be written as
GX (1) = ∑k>0 Pr(X = k) = 1. The function GX (z) contains
the information of all cumulants in the distribution of X . For
example, the first and the second cumulants, namely, the mean
and variance, are given by

E[X ] = G′X (1),

Var(X) = G′′X (1)+G′X (1)−G′X (1)
2.

(3)

In the following, we use these definitions to derive the wait-
ing time for patterns in binary sequences. We first introduce
the solution by Graham et al. (1994) to the pattern HH’s wait-
ing time in independent Bernoulli trials. Then, we extend the
method to the pattern HT and the waiting time in first-order
dependent Markov trials.

Waiting Time in Bernoulli Trials
Assuming that a coin, with probability of heads, p, and proba-
bility of tails, q = 1− p, is flipped repeatedly in independent
Bernoulli trials. In waiting for the pattern HH, we consider the
probability space consisting of all sequences that end with the
first occurrence of HH:

Ω = {HH,THH,TTHH,HTHH,TTTHH,THTHH, · · ·}.

Letting SHH be the generating function that sums up all mem-
bers of Ω:

SHH = HH+THH+TTHH+HTHH+TTTHH+THTHH+ · · · ,

and by the expansion of the power series,

1+ z+ z2 + z3 + · · ·= ∑
n>0

zn =
1

1− z
,

we can write SHH in a “closed-form”:

SHH = ∑
n>0

(T+HT)nHH =
HH

1− (T+HT)
. (4)

We can then obtain the probability generating function for
the waiting time of HH by replacing each H with pz and each T
with qz:

GHH(z) =
p2z2

1−qz− pqz2 . (5)

Letting z = 1, we have GHH(1) = 1, which means that the
pattern HH eventually will happen with probability 1.

Then, from Equation 3, the pattern HH’s waiting time is:

E[T ∗HH] =
1
p
+

1
p2 . (6)

For example, at p = 1/2, we have E[T ∗HH] = 6. (Hereafter we
omit the calculation of the variance.)

Without losing any mathematical rigor, this method of de-
riving generating functions is remarkably simple. To recapture
the critical steps, first of all, the generating function SHH in
Equation 4 partitions the probability space Ω with a “juxtapo-
sition” (i.e., multiplication) of two terms: the binomial term
(T+HT)n and the pattern HH itself. The binomial term orga-
nizes all possible sequences where the pattern HH has failed
to occur (such that the waiting has to start all over), into the
power groups by the number of failures, n. For example, the
sequence TTHT belongs to the group (T+ HT)3, since it is
obtained by stacking either T or HT 3 times. Then, the right-
hand side of Equation 4 is simply the sum of a power series.
Next, in Equation 5, the z-transformation from SHH to GHH(z)
compresses the representation further by discarding the exact
order of H’s and T’s. As a result, GHH(z) only preserves the
exact number of flips in each sequence, which is indexed by
the power of z. Finally, averaging all sequence lengths with
G′HH(z = 1), which effectively removes the index z, we have
the waiting time for the pattern HH.

What is even more remarkable about this method is that it
may also shed light on how human randomness perception
might have taken shape in a similar fashion. Particularly, this
method directly operates on object representations. It illus-
trates how combinatorial objects, namely, sequences unfolding
over time, can be organized into meaningful groups then com-
pressed into an abstract and closed-form representation. We
will elaborate further on this point in the next section.

Partitioning by Auxiliary Sum
The example above shows one way to partition the probability
space. It should be noted that the way to organize the com-
binatorial objects can be rather flexible. One simple method
is to use an auxiliary sum, which is the sum of all sequences
that do not contain any occurrences of the expected pattern.
In the following, we use this method to derive the generating
functions for the pattern HT’s waiting time in Bernoulli trials.

In waiting for the first occurrence of HT, we consider two
sets of sequences: SHT represents the sum of all sequences that
end with the first HT, and M represents the auxiliary sum of all
sequences that do not contain any HT.1 We can then write two
linear equations:

SHT +M = M(H+T)+H+T,

SHT = MHT+HT,

1Note that different from the method by (Graham et al., 1994),
our auxiliary sum here does not include the empty sequence. This
is to emphasize the idea that all members in the sum are directly
observable.
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where the first equation partitions the entire probability space
into either SHT or M, and the second equation states that any
member of SHT is obtained either by extending a member of
M with HT at the end or directly from the first two coin flips.

Solving for SHT, we have

SHT =
HT

(H−1)(T−1)
.

Replace each H with pz and each T with qz, we have the
probability generating function for the pattern HT’s waiting
time in Bernoulli trials:

GHT(z) =
pqz2

(pz−1)(qz−1)
.

Then, from Equation 3, we have

E[T ∗HT] =
1
p
+

1
1− p

, (7)

For example, at p = 1/2, we have E[T ∗HT] = 4, which is 2 flips
short of the HH’s waiting time (cf., Equation 6).

First-order Dependent Markov Trials
In studies on human randomness perception, another widely
used model is the first-order dependent Markov trials, parame-
terized by the probability of alternation between consecutive
trials (e.g., Budescu, 1987; Falk & Konold, 1997; Lopes &
Oden, 1987; Nickerson, 2002; Oskarsson, Van Boven, McClel-
land, & Hastie, 2009; Sun & Wang, 2012). In the following,
we derive the generating functions for both patterns HH and HT
in such a process.

We first assume that the process is H-T symmetrical (i.e.,
exchangeable) with stationary probabilities,

πH = πT = 1/2,

which means that in the long run, heads and tails are equally
likely. Then, we use the probability of alternation, pA, to
simplify the transition probabilities,

pA = pH,T = pT,H = 1− pH,H = 1− pT,T .

In waiting for the pattern HH, we first consider the sum SHH
for all sequences that end with the first occurrence of HH. We
then split the auxiliary sequences that do not contain the pat-
tern into two parts, MH for all sequences that end with H and MT
for all sequences that end with T. This partitioning is plotted
as a Markov chain in Figure 1A, which shows that extending
any member of MH with a repetition (R) produces a member
of SHH, extending any member of MH with an alternation (A)
produces a member of MT, and so on.

According to Figure 1A, we can write three equations,

MH = H+MTA ,

MT = T+MTR+MHA ,

SHH = MHR .

∅

MH

MT

SHH
H

T

R

AA

R

A

∅

MH

MT

SHT
H

T

A

R

A

R

B

Figure 1: Markov chains for generating the first occurrence of
the patterns HH (figure A) and HT (figure B). States SHH and SHT
represent all sequences that end with the first occurrence of the
expected pattern. States MH and MT represent all sequences
that end with either an H or a T but do not contain the expected
pattern. After the first transition out of the initial empty state
(∅), later transitions are characterized by either a repetition
(R) or an alternation (A).

Solving for SHH, we have the generating function

SHH = HR+
T+HA

1−R−AA
AR .

Replacing each H and each T with z/2 (since πH = πT = 1/2),
each R with (1− pA)z, and each A with pAz, we have the
probability generating function for the pattern HH’s waiting
time,

GHH(z) =
(pA−1)(2pAz− z+1)z2

2(p2
Az2− pAz+ z−1)

.

Therefore, from Equation 3,

E[T ∗HH] = 1+
1

2pA
+

2
1− pA

. (8)

For example, when pA = 1/2, we have E[T ∗HH] = 6, which is
the same result from Equation 6. When pA = 1/3, we have
E[T ∗HH] = 5.5.

Similarly, according to Figure 1B, the waiting time for the
pattern HT can be solved from the following equations:

MH = H+MHR+MTA ,

MT = T+MTR ,

SHT = MHA ,

resulting in the generating function,

SHT =
HA−HRA+TAA

(1−R)2 ,

and the probability generating function,

GHT(z) =
pA(2pAz− z+1)z2

2(pAz− z+1)2 .

Therefore,

E[T ∗HT] = 1+
1

2pA
+

1
pA

. (9)

For example, when pA = 1/2, we have E[T ∗HT] = 4, which is
the same result from Equation 7. When pA = 1/3, we have
E[T ∗HT] = E[T ∗HH] = 5.5. That is, alternations have to be this
much less frequent than repetitions to make the patterns HH
and HT have the same waiting time.
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Asymmetry in the Additional Time
The Markov chains in Figure 1 depict a structural asymmetry
in the trajectories of different patterns. This asymmetry can
be more obvious if we only look at a portion of the waiting
time. Whereas the waiting time E[T ∗] is always counted from
the beginning of the process (i.e., the initial state ∅ is empty),
we can define the additional time, denoted by E[Tj|i], as the
expected number of transitions from any initial state i until
the first arrival of the state j. For example, E[T ∗HH] and E[T ∗HT]
in Equations 8 and 9 share the same component E[T ∗H ] =
E[TH|∅] = 1+ 1/2pA. Cancelling the common terms, we have

E[THH|H] =
2

1− pA
, E[THT|H] =

1
pA

. (10)

The difference between E[THH|H] and E[THT|H] is illustrated in
Figure 1. Before reaching SHH, an alternation after state MH
leads the process to state MT thus “delays” the transition to
the destination. In contrast, before reaching SHT, a repetition
after state MH makes the process stay in the same state thus
the distance to the destination is unchanged. Together, when
repetitions and alternations are equally likely, pA = 1/2, the
temporal distance from MH to SHH is greater than that from MH
to SHT: E[THH|H] = 4, and E[THT|H] = 2.

Similarly for independent Bernoulli trials, canceling the
common terms in Equations 6 and 7, we have

E[THH|H] =
1
p2 , E[THT|H] =

1
1− p

.

By extending Figure 1 to longer sequences, we can show that
the difference increases exponentially as the pattern length
increases. When p = 1/2, given an existing streak of k heads,
despite that the next flip can be equally likely a head or a tail,
the additional time until a streak of (k + 1) heads is much
longer than that for the pattern of k heads followed by a tail:

E[T(k+1)H|kH] =
1

pk+1 , E[TkHT|kH] =
1

1− p
.

Neural Learning of Sequential Structures
The generating functions reveal a great deal about the rich sta-
tistical structures embedded in random sequences. A question
that immediately follows then is whether these structures can
be implicitly captured by the human mind. We have argued
before that at the behavioral level, people’s preference for
alternating patterns (e.g., HT) over repeating ones (e.g., HH)
appears to be driven by the patterns’ waiting time statistics
(Sun & Wang, 2010a, 2010b, 2012). Considering the way the
generating functions for waiting times are derived, here we
argue that the alternation bias might have actually emerged at
the neural level.

In particular, the way these generating functions operate
is to organize combinatorial objects into smaller groups then
compress the representation into a closed form where irrele-
vant information is discarded. By doing so, discrete-time sig-
nals (e.g., sequences encountered over time) are transformed

into frequency signals (e.g., as a power series), and similarity-
based structures (e.g., sequences that end with the same ele-
ments) are transformed into abstract relational structures (e.g.,
given an H, the first HT arrives earlier than the first HH). Such
transformations bear a striking resemblance to the currently
proposed learning mechanisms in the human brain, for exam-
ple, perceptual processing (Marr, 1982), temporal integration
(Elman, 1990; O’Reilly, Munakata, Frank, Hazy, & Contribu-
tors, 2012; O’Reilly, Wyatte, & Rohrlich, 2014), neural pop-
ulation encoding (Pouget, Beck, Ma, & Latham, 2013), and
Bayesian abstraction (Tenenbaum et al., 2011). Then, it would
be a plausible conjecture that processes similar to these gener-
ating functions may also take place in the human brain. That is,
by merely observing random sequences unfolding over time,
the mind should be able to naturally capture abstract structures
summarized by the waiting time statistics.

Indeed, we have recently reported a biologically-motivated
neural model that did just that (Sun et al., 2015). In the light of
the generating functions developed above, here we recapture
some of the major findings from the model.
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Figure 2: A neural network model of temporal integration
(figures adopted from Sun et al., 2015). A. Architecture of the
neural model. A single input layer scans a sequence of binary
digits one digit at a time (input at time t−1 is for illustration
only). An internal prediction layer, with its temporal context
representation, attempts to predict the next input. B. Neural
model behavior depicted by the ratio between the numbers of
repetition and alternation detectors in response to the actual
probability of alternation (pA) in the input sequence. Error bars
(±SEM) represent the variability of model predictions. The
dotted line is the squared total time ratio between alternation
and repetition patterns (Equation 11).

A Neural Model of Temporal Integration

Our neural model is extremely simple (Figure 2A). It employs
a recently-developed neural algorithm for temporal integra-
tion (O’Reilly et al., 2014). At the sensory level, a 2-unit
input layer scans non-overlapping signals of heads (H) versus
tails (T) one digit at a time from sequences generated by the
first-order dependent Markov trials. Then, a 100-unit internal
prediction layer attempts to predict the next input, with the
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benefit of a prior temporal context representation. The bidi-
rectional activation dynamics between the input layer and the
internal prediction layer allow us to use a single input layer
for both providing inputs and receiving predictions.

By unsupervised learning, the model was trained with bi-
nary sequences generated at various levels of probability of
alternation (pA), each sequence consisting of 10,000 trials.
After training, the model was tested with a sequence of 1,000
trials generated at the same pA level. Through an activation-
based receptive field analysis, we decoded the representations
on the internal prediction layer and classified its units as either
repetition detectors (sensitive to either HH or TT) or alternation
detectors (sensitive to either HT or TH). We then counted the
numbers of detectors and used the ratio (R/A, repetition over
alternation) to measure the model’s performance (Figure 2B).

We found that the model’s behavior can be mostly replicated
by a simple equation that averages the effects of the mean time
and waiting time statistics (the dotted line in Figure 2B):

R
A
≈
(

E[TA]+E[T ∗A ]
E[TR]+E[T ∗R ]

)2

, (11)

where E[T ] is the mean time, E[T ∗] is the waiting time,
and subscripts R and A represent repetition (either HH or TT)
and alternation (either HT or TH), respectively. For example,
at pA = 3/7, E[THH] +E[T ∗HH] = E[THT] + E[T ∗HT], the model
showed about the same numbers of repetition and alternation
detectors, R/A≈ 1.

Most interestingly, at pA = 1/2 (i.e., flipping a fair coin
independently), despite the same training frequency of the pat-
terns (e.g., E[THH] = E[THT] but E[T ∗HH] > E[T ∗HT]), the model
consistently produced fewer repetition detectors than alter-
nation detectors at a ratio of R/A ≈ .70. We then used this
R/A ratio to compute the subjective probability of alterna-
tion, p′A, as the model’s internal representation of its actually
experienced pA,

p′A =
A

R+A
=

1
1+R/A

≈ 0.59.

This p′A value was consistent with the value from empirical
findings. From a comprehensive review of previous studies
(Falk & Konold, 1997), a unanimous finding was that people
perceived or generated random sequences with a p′A value
around 0.58∼ 0.63 .

Generating Functions in the Human Brain
It should be noted that our neural model was not specifically
tasked to capture the waiting time statistics. Rather, it was
built on the well-established sensitivity in the neural learning
of sequential structures (Elman, 1990) and implemented with
biologically realistic algorithms that aim to explain the neu-
ral basis of cognition in a wide range of different domains
(O’Reilly et al., 2012, 2014). Nevertheless, given that the neu-
ral model’s behavior was systematically biased by sequential
patterns’ waiting time, here we offer an interpretation through
the lens of the generating functions.

First of all, we argue that the alternation bias in human
randomness perception is the consequence of temporally dis-
tributed learning. While neurons in the neocortex integrates in-
formation over time through different contributions of the deep
versus superficial layers (e.g., layers 5b and 6, see, O’Reilly et
al., 2014), they act in the same way as the generating functions
by transforming discrete-time signals into representations of
frequency. For example, Figure 1 and Equation 10 show that
at pA = 1/2, the additional time travelling from MH to SHT is
shorter than that from MH to SHH. This means that the neu-
rons monitoring the (H→ HT) transitions are more likely to
sustain their activations over time than those monitoring the
(H→ HH) transitions. By the principles of self-organizing
learning (Hebb, 1949), more neurons would be tuned to tem-
porally associating an existing H with a future HT instead of
a future HH. In a certain sense, in the process of maximiz-
ing the temporal correlation, these neurons have incidentally
committed themselves to the gambler’s fallacy.

Second, as we have seen in the generating functions, a
critical step towards a compressed representation is to discard
irrelevant information (e.g., in the z-transformation). Then,
the structures based on perceptual similarity are transformed
into the abstract and relational structures. In the same way,
for neurons to maximize the correlation between temporally
adjacent events, information such as the exact order of the
past events has to be discarded. There are many reasons to
believe that a primary function of the cortical processing is to
actively discard massive amounts of information so that only
the most relevant signals are retained and processed further
(for a review, see, O’Reilly et al., 2014). For neurons that
can only monitor sequential events unfolding over time, what
is relevant in the past is determined by what happens in the
future (i.e., following the arrow of time, see Figure 1).

Third, the generating functions we derived above are not
meant to predict random sequences. Rather, they are built to
capture the statistical structures embedded in time. Likewise,
our neural model would generally fail to predict each coin flip.
The predictions made by the model are rather implicit than
explicit. This feature relieves the network from the burden of
predicting every last detail of the input, and merely requires
that the internal network state learn to be compatible with the
new inputs. As a result, learning is distributed across popula-
tions of neurons and spanned over time, therefore allows the
network to be more adaptive to the statistical structures of the
learning environment.

Lastly, the generating functions can operate from both direc-
tions as either the summation of discrete-time objects or the
expansion of a closed form (e.g., Equation 4). Mapped onto
the bidirectional activation dynamics in our neural model, this
corresponds to the integration of sensory inputs (bottom-up)
and the prediction from more abstract internal representations
(top-down). Different from a standard simple recurrent net-
work that implements separate input and output layers (Elman,
1990), the bidirectional activation dynamics in our model al-
low flexible encoding and inferring of relational structures,
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thus provide a more natural mechanism for predictive learning
in the brain (George & Hawkins, 2009).

Conclusion
The generating functions presented in this paper provide a nor-
mative measure for the sequential structures embedded in time.
By organizing combinatorial objects with a simple “juxtapo-
sition” arithmetic, they break down the process of extracting
statistical regularities into a set of summation and multiplica-
tion operations. In this aspect, these functions may help us
understand the neural learning mechanisms in the process of
extracting sequential relational structures, by revealing how
object representations can build up to a compressed probabilis-
tic representation, and vice versa, how a learned structure may
bias predictions on discrete-time events. Overall, these func-
tions can be a powerful tool to bridge the gap between implicit
statistical learning without instruction and explicitly structured
rule learning, and to reconcile the deviation of heuristics and
biases from normative rules.
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Abstract 

The present study investigated how learners use feedback 
information on their test results. We also examined the effects 
of the type of feedback and learners’ achievement goals on 
the manner in which feedback information was reviewed. In 
an experimental study (N = 42 undergraduate and graduate 
students), we tracked eye movements of the participants while 
they took a critical thinking test and received their test results. 
The results showed that most participants checked feedback 
for incorrectly-answered questions but not for correctly-
answered questions. This suggests that learners do not use 
feedback information to judge the adequacy of the process of 
solving. In addition, these tendencies were not different 
between feedback conditions. Furthermore, participants’ 
achievement goals predicted learners’ review activities. 
Specifically, learners with higher mastery goals tended to 
check feedback for correctly-answered questions. Therefore, 
fostering the pursuit of mastery goals may prompt learners to 
use feedback information to enhance their comprehension.  

Keywords: achievement test; feedback; eye movements; 
achievement goals 

Introduction 
The information provided in feedback is a critical 
component of learning because it enables learners to correct 
errors and judge the adequacy of the process of solving 
problems (Butler, Godbole, & Marsh, 2013). Previous 
studies have shown the efficacy of feedback (e.g., Hattie & 
Timperley, 2007; Kluger & DeNisi, 1996). For example, 
Nakano (1986) showed that students who corrected and 
elaborated upon their responses after receiving feedback 
information achieved higher performance levels. In addition, 
learners can monitor the effectiveness of their learning 
strategies and react to feedback by altering strategies 
employed during studying (Zimmerman, 1990). Therefore, 
learners are encouraged to use feedback information to 
enhance their comprehension and monitor the effectiveness 
of their learning strategies after they receive feedback on 
their performance (Dansereau et al., 1979). 

However, do learners spontaneously use feedback 
information to enhance their performance? Some studies 
(e.g., Maclellan, 2001) posit that many learners do not 
regard feedback as useful or as an opportunity to review and 
improve their learning. If learners do not use feedback 
information effectively, ample information in the feedback 
message is rendered useless. Unfortunately, previous studies 
have not examined learners’ spontaneous use of feedback 

information. Thus, the present study investigates how 
learners use feedback information while they are checking 
feedback information through the analysis of their eye 
movements. The eye tracking method has been used to 
study cognitive processes during information processing 
(Lai et al., 2013; Rayner, 1998). This method is capable of 
recording online cognitive activities, and therefore it is a 
promising tool for investigating cognitive process.  

In addition, it is important to identify factors that affect 
learners’ review activities such as correcting errors or 
judging the adequacy of the process of solving in order to 
obtain implications for educational practice. Consequently, 
our intent was to investigate what external and internal 
factors affect learners’ use of feedback information. 
Specifically, we focused on the type of feedback received as 
external factors and on learners’ achievement goals as 
internal factors.  

The type of feedback  
A primary objective of a feedback study is to determine 
what information should be provided to learners for the 
feedback to be effective (Butler et al., 2013). On the basis of 
past studies, Butler et al. (2013) indicate that feedback must 
contain correct answers and information on the accuracy of 
learners’ responses. In contrast, previous studies have 
shown that social comparative information undermines 
subsequent performance and interest compared to self-
referenced feedback and written verbal comment (Butler, 
1987; Shih & Alexander, 2000). Particularly notable is 
Butler’s (1988) finding that learners who received task-
involving comments continued to express high interest and 
performance, whereas learners who received numerical 
grades or both grades and comments exhibited decreased 
interest and performance. Butler (1988) interpreted that 
grades were perceived primarily as salient extrinsic 
incentives. If social comparative information is salient and 
draws learners’ attention, then learners’ review activities 
such as checking correct answers may be impaired. 
Therefore, we focused on social comparative information 
and investigated its effects on review activities. 

Achievement goals  
Achievement goals are defined as specific orientations that 
represent the desire to pursue an achievement task and are 
important factors that relate to intrinsic motivation and the 
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use of learning strategies (e.g., Ames, 1992; Elliot, 1999). 
Traditionally, two types of achievement goals have been 
distinguished: mastery goals and performance goals. They 
differ with respect to the reason why students are pursuing 
an achievement task. Mastery goals orient learners toward 
self-improvement and task mastery, whereas performance 
goals orient learners toward the demonstration of 
competence relative to others. Recent studies (e.g., Elliot & 
McGregor, 2001; Elliot & Murayama, 2008) suggest a 2 × 2 
achievement goal framework in which an approach–
avoidance dimension that contrasts the desire of 
approaching positive outcomes to that of avoiding negative 
outcomes is integrated (for further extension of this 
framework, see Elliot, Murayama, & Pekrun, 2011). 
However, there are few studies that utilize a 2 × 2 
achievement goal framework. Thus, we focused on a 
trichotomous goal model that included the goals most 
commonly endorsed by learners, namely mastery goals, 
performance-approach goals, and performance-avoidance 
goals (Elliot & Church, 1997).  

Mastery goals are positively related to deep-processing 
strategies that involve semantic understanding of study 
materials or solutions, persistence, and effort during 
studying (Elliot, McGregor, & Gable, 1999). It is predicted 
that learners with higher mastery goals will devote attention 
to information about self-improvement. Performance-
approach goals, which focus on the attainment of 
competence relative to others, are viewed as similar to 
mastery goals in that they focus on potential positive 
outcomes (Elliot et al., 1999). However, performance-
approach goals differ from mastery goals in that they focus 
on an extrinsic achievement outcome. In fact, performance-
approach goals are not linked with deep-processing 
strategies. Therefore, it is predicted that learners with higher 
performance-approach goals tend to devote attention to 
information on performance rather than self-improvement. 
Performance-avoidance goals, which focus on the avoidance 
of incompetence relative to others, are negatively correlated 
with deep-processing strategies and task enjoyment (Elliot 
& Harackiewicz, 1996; Elliot et al., 1999). So, it is 
predicted that learners with higher performance-avoidance 
goals will avoid checking the feedback information. 

Method 

Participants and design 
Forty-two Japanese undergraduate and graduate students (18 
males and 24 females) participated in return for payment. 
The participants were randomly assigned to the control 
condition (n = 21) or the normative feedback condition (n = 
21). In both groups, participants received post-test 
information on their correct and incorrect responses on an 
item by item basis, a total score, and a description of the 
skill measured by the test. In the normative feedback 
condition, participants were additionally provided with an 
average undergraduate score and a relative ranking. Relative 
ranking information indicates the rank of a participant with 

respect to the others: it signifies if the total score of the 
participants was among the highest 5%, 20%, 35% or 50%, 
or the lowest 35%, 20% or 5%.  

Figure 1 presents the example of feedback in the 
normative feedback condition: (a) the participant’s own 
total score; (b) average score of undergraduate students; (c) 
relative ranking; (d) description of the skill measured by the 
test; (e) the participant’s own correct and incorrect response 
on an item by item basis (“○” denotes a correct response and 
“×” denotes an incorrect response). Additionally, correct 
answers and explanations of how to solve questions were 
hyperlinked corresponding to the number for each item; and 
(f) a quit button. Note that, in the control condition, (b) 
average score of undergraduate students and (c) relative 
ranking were not provided. 

Apparatus 
Eye movements were recorded using a Tobii TX300 (screen 
size: 23”; screen resolution: 1920 × 1080). Participants sat 
60 cm from the screen and their head movements were 
minimized via use of a chin rest.  

Two eye tracking indicators were employed on the basis 
of two areas of interest (AOIs), each of which corresponded 
to information on performance and correctness (see Figure 
1). The type and size of the chosen AOIs were the same for 
the two conditions. We used two types of data in analysis: 
total fixation duration and fixation count. The Tobii I-VT 
Fixation Filter’s default values (Tobii Technology, 2012) 
were used to filter fixation. 

Materials 
The critical thinking test used in this study was developed 
by Kusumi et al. (2010). Critical thinking is defined as 
“reasonable reflection about what we believe and do” (Ennis, 
1987), and central in most definitions of 21st century skills. 
It seems to be increasingly important for undergraduates to 
acquire critical thinking ability as the Organization for 
Economic Co-operation and Development (OECD) began 
the Assessment of Higher Education Learning Outcomes 
(AHELO) in 2010. We employed a critical thinking test 
because participants seem to not seriously check feedback 
information if they did not consider their test performance 
as important. Our thinking was that many participants 
should value their critical thinking skills more than their 
knowledge of subject material in a domain they are not 
invested in. 

The test was originally developed by referring to the 
theoretical frameworks of previous studies on critical 
thinking (e.g., Ennis, 1987). The test comprised 23 items 
measuring three major skills: (1) five items for 
understanding of structure (e.g., identifying opinion and 
conclusions, stipulating meaning, and clarifying reasons), 
(2) 13 items for reasoning based on passages (e.g., 
analyzing implicit assumptions and analogies, as well as 
strengthening/weakening the argument), and (3) five items 
for scientific argument (e.g., analyzing and evaluating the 
design of experiment/study, and 2 × 2 contingency tables).  
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(a) (b) (c)

(d)

(e)

Eye tracking area of 
interest: Performance

Eye tracking area of 
interest : Correctness

(f)  
 

Figure 1: An example of feedback in the normative feedback condition: (a) the participant’s own total 
score; (b) average score of undergraduate students; (c) relative ranking; (d) description of the skill 
measured by the test; (e) the participant’s own correct and incorrect response on an item by item basis. 
Correct answers and explanations of how to solve questions were hyperlinked corresponding to the number 
for each item; and (f) a quit button.  

 
In order to select the items for this study, we used the 

data obtained by Kusumi et al. (2010). The data consisted of 
301 undergraduate students (135 males and 166 females, 
mean age 19.9 years) from 81 different universities in a 
metropolitan area in Japan. In this study, three items for 
reasoning based on passages and three items for scientific 
argument were selected such that the average correct 
response rate across all items in the set was about 50% (i.e., 
average score of six items was about 3.0). Average correct 
response rates of each item ranged from 18% (difficult item) 
to 89% (easy item) (from Kusumi at al., 2000). The items 
had a mean length of 456 characters (SD = 90, range: 297–
565). All items were multiple-choice with five choices. 

Procedure 
The experiment was conducted on an individual basis with 
participants seated at the computer. Participants were 
instructed to take the critical thinking test. To motivate the 
participants to take the test and check the feedback 
information, the experimenter explained the importance of 
acquiring critical thinking ability. The experimenters 
informed participants that they would receive feedback on 
their performance; however, they did not explain specific 
details of the information. In addition, participants were 
informed that they could quit checking the feedback 
information at any time by clicking a quit button at the 
bottom of the screen.   

Participants completed a nine-item questionnaire on 
achievement goals before taking the test. Then, eye fixations 

and saccades were calibrated for each participant using the 
device’s calibration tool. No time limit was placed on taking 
the test. The participants were asked to take a short break 
each time they completed two questions. Eye fixations and 
saccades were re-calibrated after the break. Feedback 
information on his or her test result was provided on the 
screen after each participant completed the sixth question. 

Questionnaire 
Participants’ achievement goals were assessed using 
adapted versions of the items developed by Tanaka and 
Yamauchi (2000). To assess participants’ goals related to 
the upcoming test, a reference to the test was added to the 
items: mastery goals (comprised of three items including 
statements such as “I want to understand the content of this 
test as thoroughly as possible”; α = .57), performance-
approach goals (comprised of three items including 
statements such as “I want to perform well on this test 
relative to other students”; α = .80), performance-avoidance 
goals (comprised of three items including statements such as 
“I want to avoid doing worse in this test than other 
students”; α = .85). The participants responded to each item 
on a scale from 1 (disagree) to 5 (agree). 

Results 

Descriptive statistics and correlations 
Table 1 presents the mean values and standard deviations of 
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the achievement goals and test score. The means of test 
score in both conditions were higher than the average score 
(i.e., 3.0) obtained by Kusumi et al. (2010). Independent 
sample t-tests revealed that no significant differences 
existed in achievement goals and test score between the two 
conditions. 

Table 2 presents the correlations between achievement 
goals and test score. Achievement goals were not related to 
test score. Mastery goals did not correlate with performance 
goals, whereas correlation between performance-approach 
goals and performance-avoidance goals was highly positive.  

Table 3 presents the frequency distribution of the rate of 
checking of correct answers. Most participants checked all 
correct answers on incorrectly-answered questions (17 in the 
control and 16 in the normative feedback condition), 
whereas half of the participants never checked correct 
answer on correctly-answered questions (10 in the control 
and 12 in the normative feedback condition). In addition, 
Table 4 presents the number of participants who checked 
correct answers and the correct way to solve the question, 
and the time spent checking them. 

The effects of the type of feedback and achievement 
goals 
We used a generalized linear model to examine the effects 
of the type of feedback and achievement goals on the rate of 
checking of correct answers. To assess the effects of the 
feedback condition, a dummy variable was included; the 
normative feedback condition was coded 1 and the control 
feedback condition was coded 0. The analysis for 
incorrectly-answered questions showed that none of the 
factors affected the rate of checking of correct answers. The 

 
Table 1: Achievement goals and test score in the control 
and normative feedback conditions: means, standard 
deviations, and t-test. 

 

  
Control Normative 

feedback t (40) d 
Mean SD Mean SD 

Mastery goals 4.07 0.68 4.05 0.70 0.83 0.26
Performance-
approach goals 2.51 1.07 2.76 0.79 0.09 0.03

Performance-
avoidance goals 2.87 1.12 3.16 1.09 -0.87 -0.28

Test score 3.95 1.12 3.67 1.11 -0.84 -0.27
 

Table 2: Correlations between achievement goals and test 
score. 

 
    1 2 3 
1. Mastery goals 

2. Performance-approach goals .15 

3. Performance-avoidance goals .04 .79 **

4. Test score -.01  .12  -.02  

Note. ** p < .01 

analysis for correctly-answered questions showed that 
mastery goals affected the frequency of checking of correct 
answers (b = 1.49, odds ratio = 4.44, p < .01); however, 
other factors had no effect. 

Furthermore, we used a generalized linear model to 
examine the effects of the type of feedback and achievement 
goals on eye movements. Table 5 presents the means and 
standard deviations of total fixation duration and the 
fixation count. To reduce complexity, only fixation count 
was used as dependent variables. The analysis for fixation 
count on performance (Table 6) revealed that the feedback 
condition had a positive effect. Thus, the fixation count was 
greater in the normative feedback condition than in the 
control condition. In addition, performance-approach goals 
had a positive effect and performance-avoidance goals had a 
negative effect. The analysis for fixation count on 
correctness revealed that test score had a negative effect and 
mastery goals had a positive effect. 

Discussion 
This study examined how learners use feedback information. 
Results showed that most learners checked correct answers 
and explanations regarding the right way to solve questions  
 

Table 3: Frequency distribution of the rate of checking 
of correct answers. 

 

Rate of 
checking (%)

Control  Normative feedback

Correct Incorrect  Correct Incorrect

0     10    3     12    3    
20     1    0     0    0    
33     1    0     0    0    
50     1    0     0    1    
67     1    0     0    1    
80     1    0     0    0    

100     6    17     9    16    
Note. Total number of participants in the control condition 
for incorrectly-answered was 20 because one participant 
provided correct responses for all questions 

 

Table 4: Number of participants and amount of time 
spent checking the correct answers and explanations 
regarding the ideal way to solve questions. 
 

Control Normative feedback

n 
Mean
(sec)

SD  n 
Mean
(sec)

SD 

Question 1 12 27.92 19.69 12 49.03 51.89

Question 2 15 37.65 20.80 17 63.96 82.41

Question 3 12 19.34 19.43 11 27.68 37.65

Question 4 12 13.61 23.68 10 19.53 14.47

Question 5 8 25.66 27.30 12 34.00 26.13

Question 6 9 20.72 29.62  12 25.76 16.75
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Table 5: The mean values and standard deviations of 
total fixation duration and fixation count in the 
control and normative feedback conditions. 
 

AOIs 
Control  

Normative 
feedback 

Mean SD  Mean SD 

Duration (sec) 
  Performance 1.22  1.68  4.41  3.29 
  Correctness 9.84  4.71  10.63  5.93 
Count 
  Performance 5.00  6.27  20.38  14.67 
  Correctness 33.15  15.45   35.95  18.86 

 

Table 6: Parameter estimates of the feedback condition, 
test score, and achievement goals on fixation count. 

 
Performance Correctness 

  Estimate SE  Estimate SE

Feedback condition 1.33 ** 0.11 0.10 0.06

Test score -0.07  0.04 -0.07 ** 0.02

Mastery goals -0.06  0.07 0.23 ** 0.04
Performance-
approach goals 0.40 ** 0.10 

 
-0.05  0.05

Performance-
avoidance goals -0.20 ** 0.07  -0.07   0.04

Note.  ** p < .01 
 
they answered incorrectly, whereas about half did not 
check them for questions they answered correctly. These 
findings suggest that learners tend to correct errors, but 
they do not judge the adequacy of the process of solving 
these problems, nor do they think of better solutions. 

With regard to the influence of the type of feedback, 
fixation count on performance was greater in the normative 
feedback condition than in the control condition. Because 
the amount of information on performance in the normative 
feedback condition is more than in the control condition, 
these results do not necessarily mean that social 
comparative feedback draws learners’ attention. In addition, 
the type of feedback had no effect on checking of correct 
answers and being fixated on correctness. These findings 
imply that social comparative feedback does not necessarily 
impair learners’ review activities.  

One possible explanation for the null effect of social 
comparative information could be the high achievements of 
participants on the test. Butler (1988) found that low 
achievers who received numerical grades notably exhibited 
reduced interest and performance. Therefore, we speculate 
that the effect of social comparative information is not 
found because most participants in the present study 
received a higher than average score. In addition, the effects 
of feedback may be mediated by other factors. For example, 
recent studies have investigated learners’ perspectives of 
tests and feedback and showed that the effects of tests and 

feedback depend on the students’ perceptions of them (e.g., 
Rakoczy et al., 2013; Suzuki, 2011). Rakoczy et al. (2013) 
showed that there were no significant direct effects of 
feedback on interest and achievement development, but 
there were significant indirect effects on interest and 
achievement via perceived competence support and 
usefulness. This shows that further study is necessary to 
clarify the effects of providing social comparative 
information.  

With regard to the effects of achievement goals, the 
hypotheses received some support. Performance-approach 
goals, which orient learners toward the demonstration of 
competence relative to others, had a positive effect on 
fixation count on performance. In contrast, performance-
avoidance goals, which orient learners toward the avoidance 
of negative outcomes, had a negative effect on fixation 
count on performance. In addition, mastery goals, which 
orient learners toward task mastery, had a positive effect on 
checking of sample answers and a fixation on correctness. 
The fixation count increases with checking of correct 
answers and ways to solve questions. Thus, learners with 
higher mastery goals tend to review and understand the 
feedback content as thoroughly as possible so that they may 
enhance their comprehension. These findings imply that 
increasing learners’ mastery goals may contribute to review 
activities such as correcting mistakes or judging adequacy 
of the process of solving after taking tests. For example, the 
anticipation of temporal evaluation enhances the adoption of 
mastery goals (e.g., Butler, 2006; Pekrun et al., 2014).  

Our study has several limitations. First, this study was 
conducted in a laboratory context rather than in an 
ecologically valid setting. Thus, further experiments need to 
be conducted in an ecologically valid setting such as an 
actual classroom. Second, the study did not consider the 
influence of feedback information on subsequent 
performance. Achievement feedback is known as one of the 
most powerful influences on learning (Hattie, 2009). Future 
studies would examine the relation between eye movements 
during the checking of feedback information and subsequent 
learners’ performance. Finally, our findings pertain to 
undergraduates and graduates. We should examine the 
generalizability of this study to different age groups and 
cultures. In addition, other types of feedback such as 
feedback using absolute standards or self-referenced 
feedback could be employed.  
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Abstract 

Conflict detection in dual process contexts is a widely studied 
phenomenon. However, only a small portion of the 
investigations has studied the role of individual differences in 
a typical conflict detection paradigm. In this study, 
participants completed a modified base-rate neglect task, as 
well as the Cognitive Reflection Task (CRT), and two 
Thinking Disposition Questionnaires. Results support an 
individual differences hypothesis in which the CRT prediction 
of accuracy on the base-rate conflict problems is mediated by 
the dispositional tendency to engage in flexible thinking.  

Keywords: conflict detection, dual process, flexible thinking, 
individual differences 

Introduction 
A classic task in the biases and heuristics program begun by 
Tversky and Kahneman (1974) asks participants to make a 
judgment about group membership. A typical problem 
would look something like this (as appears in De Neys & 
Glumicic, 2008): 

 
In a study 1000 people were tested. Among the 

participants there were 5 men and 995 women. Jo is a 
randomly chosen participant of this study. 

 
Jo is 23 years old and is finishing a degree in 

engineering. On Friday nights, Jo likes to go out cruising 
with friends while listening to loud music and drinking 
beer. 

 
What is most likely? 
a. Jo is a man 
b. Jo is a woman 

 
In this example, the description of the individual is skewed 
heavily toward the stereotype associated with a man, even 
though in this sample, women drastically outnumber men. 
Due to the mismatch in cued responses (one response cued 
by the base-rates and another cued by the stereotypic 
description), the above problem represents a typical conflict 
problem. If the base-rates were flipped and the description 
remained the same, the same answer would be cued by both 
sources of information, and there would be no conflict (a 
nonconflict problem). This task is called the base-rate 
neglect task (Tversky & Kahneman, 1974). 
Overwhelmingly, people choose the stereotype answer when 

faced with a conflict problem, which is a result of applying 
the representativeness heuristic. In nonconflict problems, it 
doesn’t matter what the reason for the choice is, since both 
the stereotype and base-rates are congruent (Tversky & 
Kahneman, 1974). Thus, error decisions made on this task 
are classified as a heuristic answer, since stereotypes fall 
within the “shortcut”/heuristic route when accessing stored 
information and making a decision. More recently, these 
findings and others have been explained by a group of 
theories called Dual Process Theories (DPT). 

Dual process theories have a long and varied history in 
psychology (Frankish & Evans, 2009) with a common 
theme that human reasoning is characterized by a fast, 
automatic heuristic process (Type 1, or T1) and a slow, 
deliberate, analytic processing (Type 2, or T2) (e.g., De 
Neys, 2012; Evans & Stanovich, 2013; Frankish & Evans, 
2009). And in the realm of normative logical reasoning, 
heuristic tends to be a pejorative term, usually indicating 
that a person has gotten the reasoning problem wrong, or 
anti-T2. Note, however, that a reasoner can also arrive at an 
incorrect answer using T2 processing (Evans, 2012; 
Stanovich, 2011; Thompson, Prowse Turner, & Pennycook, 
2011). Due to the automaticity of T1 processing, it is argued 
to be the “default” state, and T2 is only engaged when it is 
needed (Evans, 2007). 

De Neys and Glumicic (2008) have shown that the 
heuristics described by Tversky and Kahneman (1974) are 
consistently present and the data fit the DPT models well. 
Typically, the base-rates (or stereotypes) are chosen on 
nonconflict problems, but accuracy on conflict problems 
(choosing the base-rate) is dismally low. People prefer to 
choose the stereotype answer, and are usually slower on 
conflict problems when making this decision because it is 
regarded that the conflict within T1 (stereotype vs. base-
rate) is detected and dealt with by engaging T2 to inhibit the 
stereotype answer (Pennycook & Thompson, 2012). In the 
latter situation, people are even slower when they get these 
conflict problems correct (Pennycook, Fugelsang, & 
Koehler, 2012).  

Conflict Detection and Resolution in Dual Process 
Thinking 
There are many models and theories proffered within the 
dual process approach and each describes the way a person 
might switch back and forth between T1 and T2 thinking. 
Clarification has been offered by the addition of two 
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concepts: conflict detection, in which the reasoner identifies 
that there is a conflict between heuristic and logical 
processing, and resolution, in which the reasoner decides 
which processes to apply (Evans, 2007).  

The operation of the mechanisms of conflict detection and 
subsequent (or not) resolution is the open question in the 
DPT literature. Conflict arises when a solution to a given 
problem is found by T1, but T2 has found a different 
solution upon further reflection (De Neys, 2012, 2014). 
Represented this way, it appears that T2 only enters the 
equation when T1 has made an error. The reason for the 
error could be due to numerous apparent “shortcomings” of 
T1 processing, such as errant heuristics that do not apply to 
a given situation, processing that was too fast or incomplete 
to fully address the situation, overconfidence, or when an 
intuitive solution is patently false (De Neys & Glumicic, 
2008; Evans & Curtis-Holmes, 2005; Thompson et al., 
2011). 

Recent evidence (De Neys & Franssens, 2009; De Neys & 
Glumicic, 2008; Pennycook & Thompson, 2012; Pennycook 
et al., 2012) points to the mechanism of conflict 
detection/resolution errors as a result of an inhibition 
failure. De Neys and Glumicic’s (2008) findings were the 
first to support the inhibition failure hypothesis, wherein the 
stereotype answer is not inhibited on the conflict problems, 
and additional processing time is needed in order to fully 
inhibit the intuitive answer and achieve the “correct” answer 
(choose the base-rate answer). 

Individual Differences in Conflict Detection and 
Resolution 
Many of the previous studies discussed above (e.g., De 
Neys & Glumicic, 2008; Pennycook et al., 2012) 
investigated the conflict detection and resolution mechanism 
at the group level, describing what the average reasoner 
might do in a situation of T1/T2 conflict. While individual 
differences have not been fully neglected (e.g., Mevel et al., 
2014; Pennycook et al., 2014), it is still an unresolved issue 
within DPT. While the mechanism of conflict detection and 
resolution might be universal, it is unclear which failures 
plague different types of reasoners. It may be fruitful to 
consider shifting to an individual-level analysis, where the 
behavior and processes of an individual are cast within the 
larger scope of DPT (De Neys, 2014). 

In addition, individual differences are key to any good 
reasoning theory. Processes such as cognitive style, 
cognitive ability, and reasoning performance each 
potentially have something to add to the discussion of dual 
processing. It is possible that even the most proficient 
reasoners fail to choose the correct answer to a reasoning 
problem in a systematic way (Svedholm-Häkkinen, 2015)—
why would that be? To answer this question a causal model 
of individual differences needs to be developed and tested. 
We note that performance on the Cognitive Reflection Test 
(CRT; Frederick, 2005), is positively correlated with 
performance on the conflict base-rate neglect problems. 
Both are direct behavioral measures of conflict detection 

and possible resolution. However, the CRT was designed to 
immediately measure inhibitory processes and behaviors. 
One of the classic problems is as follows: “A bat and a ball 
together cost $1.10. The bat costs $1.00 more than the ball. 
How much does the ball cost?” The intuitive answer that is 
cued in the wording of the problem would be 10 cents, but 
this answer would be incorrect because of the “more than” 
phrasing. The correct answer, upon further reflection, is five 
cents. We contend that the inhibition failure hypothesis is 
the likely reason why people are biased on base-rate neglect 
problems (as opposed to conflict monitoring failures or 
storage failures). Thus, we argue that performance on the 
CRT is directly related to the propensity for choosing the 
base-rate. That is, the ability to inhibit the prepotent 
(intuitive) response on CRT word problems is the same 
ability that is needed to inhibit the salient stereotype 
information in the base-rate neglect problems. 

We propose that it may take a specific type of thinking 
disposition (or cognitive style) to facilitate the inhibitory 
response described above. Although guessing on the CRT 
problems or mentally flipping a coin on the base-rate 
neglect problems can work to achieve the correct answer 
some of the time, performing well on these two tasks 
requires a desire on the part of the individual to engage T2 
thinking and put forth the effort to correctly solve the 
problems. Two scales have been used widely in the DPT 
literature to assess these dispositions. The first is the Need 
for Cognition scale (NFC; Cacioppo, Petty, & Kao, 1984) 
that was designed to get a sense of how much an individual 
enjoys analytic thinking and engaging in difficult problem-
solving. It would make sense that a person who desires 
engagement in thinking would use T2 processing to get a 
stronger score on the CRT and base-rate neglect tasks. The 
second commonly used thinking disposition scale in the 
DPT literature is the Actively Open-minded Thinking scale 
(AOT; Stanovich & West, 1997). This scale was created 
from a set of various related subscales. It was designed to 
measure a participant’s sense of how open-minded they 
think they are (conversely, how cognitively rigid they are). 
More open-minded individuals tend to think about problems 
in a more flexible way, with an assumption that this is 
accompanied by T2 processing. These scales measure 
different aspects of the propensity to engage in effortful 
thinking, though they do correlate positively (Pennycook et 
al., 2014). A benefit of these two subjective measures is that 
they are independent of the inhibitory processes measured in 
the CRT and the base-rate neglect tasks. 

Present Study 
The present experiment was conducted to examine 
individual differences in conflict detection and resolution 
using established methodology. Specifically, a multiple 
mediation model was tested. 

Base-rate neglect has been studied extensively in the last 
decade in the conflict detection realm of DPT. However, the 
methodology rarely has participants complete more than 20 
base-rate problems. In this study, we expose participants to 
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50 trials of base-rate neglect problems in order to observe 
large-scale patterns. It is unknown whether the established 
methodology in DPT conflict detection and resolution can 
be replicated under conditions where participants are 
exposed to more than 20 base-rate problems. Since 
individual differences is the vehicle we are using to test the 
role of conflict detection in DPT, one way to test the 
reliability of a person’s approach to the base-rate neglect 
problem is to expose them to a large amount of trials. In 
addition, repeated trials increase the sensitivity of the 
multiple mediation model. 

The predictions for this experiment are as follows: (1) 
Performance of participants on conflict problems will be 
less accurate than performance on nonconflict problems, 
where the “correct answer” is choosing the base-rate on 
each problem, replicating recent base-rate neglect 
investigations (De Neys & Glumicic, 2008; Pennycook et 
al., 2012). (2a) Response times will be slower on conflict 
problems than on nonconflict problems, signaling the 
deliberation process of T2 engagement (De Neys & 
Glumicic, 2008). (2b) Response times on correctly 
answered conflict problems will be slower than on 
incorrectly answered conflict problems, indicating support 
for inhibition failure (De Neys & Bonnefon, 2013). These 
two behavioral predictions test the inhibition failure 
hypothesis. 

 
 

Figure 1: The proposed multiple mediation model. The 
dashed line in the second grouping indicates the reduced 

direct effect of CRT accuracy on conflict problem accuracy. 
 

(3) The multiple mediation model tests an individual 
differences hypothesis: performance/accuracy on the CRT 
will positively predict performance on conflict problems. 
This is because both types of tasks require the participant to 
inhibit prepotent (intuitive) response. Moreover, this 
relationship is mediated by the disposition of the individual 
to engage in analytic and flexible thinking, which is 
correlated with engagement of T2 thinking. The two scales 
will be entered into a multiple mediation model as 
competing mediators to see if both, one, or neither scale 
mediates conflict problem performance. Put simply, CRT 

accuracy will predict accuracy on the conflict problems, and 
this relationship will be mediated by a higher disposition to 
engage in analytic and flexible thinking (see Figure 1 
above). 

Method 
Seventy-six psychology undergraduate students (74% 
female), with a Mage = 18.54 years (SD = 1.01) participated 
in this study for partial course credit.  

Each student was introduced to the study and told that 
there were four stages to the entire session. Participants first 
solved the three problems of the CRT. The CRT is a 
behavioral measure that tests a person’s ability to inhibit an 
intuitive response on a word problem (Frederick, 2005). In 
addition to the bat-and-ball problem described earlier, there 
are two other word problems that have careful phrasing to 
elicit an intuitive answer that a person would have to inhibit 
in order to arrive at the correct answer. Using this 
behavioral method allows for an unbiased observation of 
cognitive reflectivity not achieved by some subjective 
measures. 

Next, participants completed the base-rate neglect task. 
These were adapted from De Neys and Glumicic (2008). 
Participants answered 50 total base-rate problems, with 25 
conflict problems and 25 nonconflict problems. The neutral 
condition from De Neys and Glumicic was not included to 
maximize the contrast in problems type (neutral problems 
do not offer stereotypic information).1 

In addition to the congruency of the base-rate information 
and the stereotype information, there were three expressions 
of extreme base-rates (997 to 3, 996 to 4, and 995 to 5). This 
was done to vary the presentation of the problems, as well 
as to force reading of the base-rate information (it could be 
argued that if this information was the same that it would be 
ignored).2 Previous research using this methodology has 
shown that the extreme base-rates are needed for a strong 
contrast between the conflict and nonconflict problems (De 
Neys & Glumicic, 2008; Pennycook et al., 2012). The order 
of these problems was fully randomized. Additionally, the 
answer was randomized, and it was either presented as the 
first option or second option (approximately 50% of the 
problems for each choice and for each problem type). Once 
the participant finished with those problems, they were 
given an opportunity to rest for 30 seconds. 

Participants were then given the two thinking disposition 
questionnaires. These consisted of 18 items from the NFC 
scale (Cacioppo et al., 1984) and 41 items from the AOT 
scale (Stanovich & West, 1997). The NFC asked questions 

                                                             
1 See De Neys and Glumicic (2008) for pretesting information 
regarding strength of stereotype for the problems tested. 
Stereotypes tested varied in content: age, gender, race, job-related 
groups, and stereotypical characteristics. 
2 De Neys and Glumicic (2008) performed pretesting on the 
extreme base-rate values to counter this argument and to vary the 
numbers in order to draw attention to differences between 
problems. Post-hoc analysis in their study showed that the small 
variation did not change performance. 
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to gauge the propensity of the participant to engage in 
effortful thinking (T2), such as “I prefer complex to simple 
problems.” Participants rated their agreement with the 
statements on a five-point Likert scale, where larger values 
represented a characteristic quality of the individual and 
smaller values represented an uncharacteristic quality of the 
individual. The AOT was a composite questionnaire that 
gauged the cognitive flexibility of a person. In other words, 
it measures how willing an individual is to engage in 
effortful processing with information that has the potential 
to modify existing beliefs or evaluations. An example of a 
question from the AOT: “Difficulties can usually be 
overcome by thinking about the problem, rather than 
through waiting for good fortune.” Participants rated their 
agreement on a six-point Likert scale, where larger values 
represented stronger agreement with the statement and 
smaller values represented stronger disagreement with the 
statement. Each scale had negatively-worded statements that 
were then reverse-coded (to prevent response acquiescence). 
Each question for each scale was randomized and the 
numerical scale appeared below each question. 

Finally, a cognitive ability measure was gathered from 
participants. Used frequently in the cognitive literature (e.g., 
Stanovich & West, 2000), participants provided their most 
recent Scholastic Achievement Test (SAT) score (out of 
2400). The majority of the undergraduates who participated 
in the study were from the western United States, so this is 
the likely standardized test taken prior to coming to college. 
Individual scores for subsections of the SAT were not 
sought. 

Results 
Table 1: Means for accuracy (proportion of base-rate 

answer) and response time (sec) for current experiment and 
for two related experiments with similar methodology.3 

 
  Accuracy Response Time 
Experiment Con Noncon Con Noncon 
Present Study 0.48 0.90 12.5 11 
De Neys & 
Glumicic (2008), 
Exps. 1 & 2 

0.19 0.94 21 13 

Pennycook et al. 
(2012), Exp. 3 0.59 0.95 14.1 11.5 

 
Behavioral analyses were performed to corroborate previous 
research and replicate findings related to materials used (De 
Neys & Glumicic, 2008; Pennycook et al., 2012). Two main 
predictions were tested: (1) conflict problems would have 
lower accuracy scores (not choosing the base-rates) than 
nonconflict problems, and (2a and 2b) conflict problems 
would have slower response latencies than nonconflict 
problems, and correct conflict problems would have slower 

                                                             
3 RT values taken from Figure 3, De Neys & Glumicic (2008). 
They are approximate values. 

response latencies than incorrect conflict problems, 
reflecting the engagement of T2 thinking, or at least some 
deliberation (inhibition failure hypothesis). 

Table 1 shows that Prediction 1 was supported: 
Participants chose the base-rate answer on conflict problems 
(M = .48, SD = .32) less often than on the nonconflict 
problems (M = .90, SD = .08), t(75) = -13.56, p < .001, 
Cohen’s d = 1.40, which represents a departure from 
accurate responding (larger proportions here represent 
choosing the base-rate when it is the correct answer). Table 
1 compares these findings to previous investigations of 
conflict detection in the base-rate neglect task, corroborating 
the presence of the conflict problem effect. 

Again, Table 1 shows that Prediction 2a was supported. 
Participants took significantly longer to answer conflict 
problems (M = 12.5 s, SD = 4.27) than nonconflict problems 
(M = 11.0 s, SD = 3.47), t(75) = 5.98, p < .001, d = .36. 
However, Prediction 2b was not supported. When correct 
judgments of conflict problems were compared with 
incorrect judgments, correct judgments had slightly longer 
(M = 14.3 s, SD = 5.2) RTs than incorrect judgments (M = 
13.9 s, SD = 4.8), but this difference was not reliable (t(67) 
= .44, p = .33, d = .44, one-tailed; see Figure 2).4 These 
results suggest that the conflict within these problems was 
detected, and deliberation did occur, but it is unclear 
whether inhibition failure was the culprit in errors on 
conflict problems, which is clearer in previous literature 
(e.g., De Neys & Glumicic, 2008). 
 

 
 

Figure 2: Response times for nonconflict problems and 
conflict problems, with conflict problems separated into 

whether the response was correct or incorrect. 
 

Prior to testing the individual differences hypothesis 
(Prediction 3), inter-item reliability on the two thinking 
dispositions scales was performed. Both scales had good 
internal consistency: Cronbach’s α = .84 for the NFC and 
.86 for the AOT. These values are similar to those found by 
Pennycook et al. (2014). Additionally, these two scales had 
a moderate positive correlation, r(74) = .25, p = .03. 

The individual differences hypothesis stated that better 

                                                             
4 Eight participants were removed from this analysis because they 
had no incorrect conflict problem judgments. 
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performers on the CRT would opt to choose the base-rate 
more often on conflict problems. Also predicted was that 
this relationship would be mediated by the propensity to 
engage in analytic and flexible thinking, measured by the 
NFC and AOT scales. To test these hypotheses directly, we 
applied the Preacher and Hayes (2008) guidelines for 
bootstrapping in a multiple mediational regression analysis. 

In the first equation, we regressed conflict problem 
accuracy on CRT accuracy. As predicted, better performers 
on the CRT tended to select the base-rate answer (the 
correct answer) on conflict problems (β = .48, p < .001). In 
the second equation, we regressed the thinking disposition 
scale scores as competing mediators on CRT accuracy. Both 
relationships were significant, whereby better performers on 
the CRT predicted the propensity to engage in general 
analytic thinking (NFC: β = .36, p = .002), as well as 
flexible thinking (AOT: β = .32, p = .005). In the third 
equation, conflict problem accuracy was regressed on CRT 
accuracy and the thinking disposition scales simultaneously. 
The model revealed that while flexible thinking, described 
by the AOT, was a significant predictor of the base-rate 
choice on conflict problems (β = .27, p = .01), a general 
propensity to engage in analytic thinking, measured by the 
NFC, was not a significant predictor on conflict problems (β 
= .13, p = .24). Moreover, the relationship between CRT 
accuracy and conflict problem accuracy was reduced from 
the first regression equation (β = .35, p = .002). A Sobel test 
was conducted to determine if the amount of mediation was 
significant; the indirect effect was significant (z = 2.29, p = 
.02). Bootstrapping (at 2000 resamples with replacement; 
Preacher & Hayes, 2008) confirmed the Sobel test with a 
95% CI [.034, .131]. Since the direct path from CRT 
accuracy to conflict problem accuracy remained significant, 
we conclude that that this relationship is only partially 
mediated by flexible thinking. Figure 3 illustrates the 
mediation model with beta weights for each path. 

 

 
 

Figure 3: Mediation model displaying the causal paths for 
each of the variables. Paths are notated by their beta 

weights. ***p < .001, **p < .01. 
 

Taken together, these findings are consistent with the 
hypothesis that the ability to inhibit the prepotent heuristic 
response on the CRT is similar to inhibitory processing in 
the base-rate neglect paradigm, and that this relationship in 
processing occurs because of the disposition of the 
individual to be a flexible thinker when presented with a 
judgment problem, but not a product of a general propensity 
to think analytically. Furthermore, these effects also suggest 
support for the inhibition failure hypothesis in conflict 
detection, wherein an individual who is a more flexible 
thinker can suppress the intuitive response on both the CRT 
and the base-rate neglect task. 

Discussion 
The goal of the present study was to replicate and extend the 
current literature of conflict detection and resolution using 
the base-rate neglect paradigm and to add a new causal 
model to the individual differences aspect in DPT 
investigations (see Figure 3). 

In a small modification of the existing methodology of the 
base-rate neglect task, similar behavioral performance was 
observed (Table 1), increasing the validity of the overall 
findings. In addition, some support for the inhibition failure 
account through response latencies was observed. Though 
the time difference between correct conflict problems and 
incorrect conflict problems was not reliable, the medium 
effect size is promising for future studies. Perhaps response 
times decreased as a function of trials, since participants 
were exposed to many problems. Additional data analysis 
will be performed to investigate this possibility. The results 
show that processing times increase when there is an 
informational conflict within the problem. Furthermore, 
even more time is needed to properly deliberate and engage 
T2 thinking in order to choose the correct answer. As Table 
1 suggests, incorrect responses are the result of a failure to 
inhibit the salience of the stereotype answer, and the longer 
response latency associated with this is indicative of the 
overall conflict detection (cf. De Neys & Glumicic, 2008). 

A multiple mediation model was tested, adding a causal 
account to the discussion of individual differences and 
support for the inhibition failure hypothesis. Accuracy on 
the CRT predicts subsequent accuracy on conflict base-rate 
problems and this relationship is partially mediated by a 
flexible thinking disposition. Similarly, Pennycook et al. 
(2014) argued that the AOT is a better indicator of 
willingness to engage in analytic thinking (flexibility) and 
that the NFC is merely a broadly-defined tendency to think 
analytically in the realm of conflict detection. The results of 
our mediational analysis support the idea that the AOT and 
NFC measure two separate aspects of analytic thinking, as 
the AOT predicted performance on conflict problems 
whereas the NFC did not (cf. Svedholm and Lindeman, 
2013).  

While this individual differences model shows a 
meaningful relationship between accuracy on the CRT, 
accuracy on the conflict problems, and a flexible thinking 
disposition, it is important to interpret these conclusions 
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with caution. Individual difference measures are difficult to 
separate from other intrinsic motivations a person might 
have, but the use of two related but separate scales was an 
attempt to overcome this limitation and be more 
comprehensive. However, other factors should not be 
ignored. For example, cognitive ability has been shown to 
be a strong measure of performance in dual process 
literature (Stanovich & West, 2000). Stanovich (2011) 
argues that T2 thinking is the center for general intelligence 
and cognitive ability, and people with higher cognitive 
ability have an easier time operating in T2. SAT scores were 
gathered for this study, but were not included in the main 
analyses or mediation model because initial correlations 
indicated that SAT scores were only marginally related to 
accuracy on conflict problems (r(72) = .22, p < .10). 
Additional measures of cognitive ability are needed to form 
a better picture of its relationship to conflict detection and 
resolution.  
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Abstract 

Researchers developed Iteration-1 of a digital tablet tutor-
game exploring the impact of narratives (strong (S) vs. weak 
(W)) and gestural mechanics (conceptual (C) vs. deictic (D)) 
on players’ understanding of mathematical fractions.  In a 
two-by-two factorial design, 3rd, 4th, and 5th grade elementary 
students at an afterschool program in Harlem, NYC 
(NTTL=72; x̄AGE=10.31 years [1.64], 67% female) were 
randomly assigned to play one of the four tutor-game 
environments (SC, SD, WC, WD).  Pre/post scores on formal 
fractions assessments showed significant learning for all 
groups.  Tutor-log data revealed that students using 
conceptual gestures were significantly more accurate at 
estimating and denominating fractions than students using 
deictic gestures. Observational notes, student exit surveys and 
clinical interviews corroborated that many students used the 
tutors’ gestures in their explanations of fractions.  This 
collection of data is used to discuss the impact of gesture and 
narrative on learning fractions and digital-tutor design.  

Keywords: mathematics; fractions; embodiment; gestures; 
situated; narrative; ludology; gaming; design-based research; 
DBR; data-mining; digital; tablet; tutor. 

Introduction 
     How can cognitive scientist turn ideas into learning 
opportunities on digital tablets? With many of the tenets of 
contemporary education emphasizing learning in our 
experiential cohorts (Dewey, 1938/1963), society 
(Vygotsky, 1934/1978) and culture (Bruner, 1966), digital 
tablet simulations are opportunities to situate learners in an 
environment (Lave, 1988) and utilize the gestural interface 
as a means for grounding cognition (Barsalou, 2008).  
Moreover, combining familiar experiences and augmenting 
them with fantastical ones can motivate learners to explore 
unknown problems spaces and allow them to consider the 
choices in their own learning (Cordova & Lepper, 1996; 
Schwartz & Arena, 2009).  
     For years, a vast selection of educational titles amounted 
to little more than interactive worksheets, drills or quizzes, 
without leveraging cognitive principles and superficially 
inserting content onto an arbitrary narrative with arbitrary 
game mechanics that fail to motivate users much less help 
them learn mathematics (Riconscente, 2011). Fortunately, 
newer games-like tutors supported by research like Motion 
Math (motionmathgames.com) and Math Glow 

(igeneration.com) are designing activities that leverage the 
gestural interface of digital tablets.   
     In the current study, we developed a tutor-game for a 
digital tablet to investigate how gestures and narratives 
impact performance and learning of mathematical fractions.  
First, will embodying the procedural actions for fracturing 
objects using different gestures, hence “FrActions”, impact 
students’ explicit, implicit and tacit learning and knowledge 
(Broaders, Cook, Mitchell & Goldin-Meadow, 2007)? 
Second, can a strong narrative (based on the Emmy award 
winning PBS Television series, Cyberchase) engage 
learners by helping contextualize the problem space 
(Graesser, Hauft-Smith, Cohen, & Pyles, 1980) better than a 
sparsely weak narrative?   
     Of course, capturing learning is not just about 
performance.  Soderstrom & Bjork (2015) recently 
addressed how performance assessments often fail to 
capture student learning.   Education, as an applied field, 
can only capturing student learning if it is sensitive to the 
context in which it was learned (Brown, 1992).  If we take 
learning as “co-constituted” with the environment (Barab 
and Squire, 2004), then evaluations of the students, who sit, 
headphones on, playing a tutor-game on a digital tablet, 
must come from multiple sources of data. Thus, the current 
study integrated formal assessments, tutor-data logs, 
observations, exit surveys and clinical interviews to evaluate 
4 versions of a digital tablet math tutor-game: Mobile 
Movement Mathematics: Iteration 1 (M3:i1). 

Theoretical Background  
     Tutor-games provide learners with dynamic experiences 
that channel their visual, aural and haptic perceptions into 
their cognitions (Baddeley, 1986; Ricker, AuBuschon & 
Cowan, 2010).  Digital tablets are portals that educators can 
use to situate learning in contexts for connecting concepts 
(Barab et al., 2007; Brown, Collins & Duguid, 1989; Lave, 
1988; Schwartz & Bransford, 1999) and the gesturally 
haptic interface is an opportunity to embody their conceptual 
development (Barsalou, 1999; Glenberg, 1999; Lakoff & 
Johnson, 1980).  The affordances (Gibson, 1977) of a 
tablet’s digital ecology enable researchers to craft 
experiences that have yet their own affordances, giving 
students freedom to explore while their learning is guided 
by scaffolding and feedback (Dewey, 1938/1963).    
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 Developing Fractions Tutor-Game (Iteration-1) 
     Fractions begin with the actions of fracturing. 
Mathematical thinking is grounded in real-world actions 
(Lakoff & Núñez, 2001) like sharing an apple. The abilities 
to search, find, pick the good one,	  and split it in two equal 
parts are the roots of humans’ Number Sense (Dahaene, 
1997).  They include natural abilities to estimate the 
magnitude of an object, apportion it and compare it –all 
skills essential for fracturing.  Figure 1 illustrates the 
grounded metaphorical schemas of mathematical thinking 
that contour the situatively embodied curriculum for M3:i1. 

The tutor-game consists of 5 levels with 5 fractions each. In 
Part 1, players use gestures to estimate, denominate and 
numerate fractions by manipulating an enerchi bar (Fig. 2, 
left), a hybrid of a rectangular area model and a number line 
(Siegler et al., 2010).  In Part 2, players determine 
equivalence between the fractions by ordering them from 
least to greatest along a horizontal axis, left to right, then 
verifying their height vertically from bottom to top (Fig. 2). 

Developing Gestural Mechanics. Gestures are integral 
components of communication across languages and 
cultures and species.  They represent a robust a means for 
educators to help learners reactivate (simulate) the 
perceptual states associated with underlying concepts and 
any strategies that elucidate understanding (Goldin-
Meadow, 1999). For example, Goldin-Meadow, Cook and 
Mitchell (2009) demonstrated that a pairing gesture (i.e., 
two fingers to identify two numbers as a pairing) facilitated 
elementary students strategies for arithmetic problems and 

demonstrates how gestures as abstractions are still rooted in 
relation to the body.  Alibali and Nathan (2012) documented 
gestures representing structure, orientation, action and 
correspondence. For M3:i1, we hope the tactile gestural 
interface of the tablet bridges action and conceptualization. 
     The gestures used in the current study come from Swart 
et al., (2014) and are based on McNeills’ (1992) taxonomy. 
Echoing Hostetter’s and Alibali’s  (2008) Gestures as 
Simulated Action, the tutor compares deictic gestures (i.e., 
pointing) that index the environment, to conceptual gestures 
(metaphorical / enactive / symbolic) that embody simulated 
actions for fractions (Fig. 3). Habgood and Ainsworth 
(2011) reported better learning when there was an intrinsic 
link between learning content and a game’s mechanics. We 
hypothesize that conceptual gesturers that embody the 
process of fractions will show better performance and 
learning than deictic gestures. 

Developing Narrative. Developing an effective narrative 
invests the audience in the continuity of the characters, 
locations, objects, actions and themes and invests them into 
the plot’s trajectory (Graesser, Singer & Trabasso, 1994).  
The integration between the microstructure (details) and the 
macrostructure (abstractions) is especially important when 
building an interactive narrative.   If the details are points of 
entry to the concepts, then designers must situate players in 
problem spaces that foster mental model constructions 
(Johnson-Laird, 1980).  Narrative has been shown to help 
learners formulate coherent scripts into schemas and chunk 
them into coherent mental models (Black, Turner & Bower, 
1979). The players’ investment in the narrative will 
hopefully motivate exploration of the problem space and 
encourage practicing the procedures for creating and 
comparing fractions along with opportunities for discovery 
(Brown, Collins & Duguid, 1989).  
    Figure 4 shows the two narratives for comparison: (1) a 
strong narrative based on the television series Cyberchase, 
Fix the Climatron, in which we embark with Jackie to 
Penguia to activate the HERObots by fracturing engerchi 
bars and defeating the villain Hacker, or (2) weak narrative, 
Fractioneers!, the same tutor-game but without characters, 
settings, story or explicit context.  We characterize it as 
“weak” in lieu of “no” narrative to account for researchers 

 
Figure 1. Embodied Experiences of Mathematical Fractions  

 
Figure 3. Conceptual Gestures and Deictic Gestures. 

 
Figure 2. Assets and Gameplay for Part 1- Object Fracturing 
“Enerchi Bar” (Left) and Part 2 - Ordering Fractions (5 
Enerchi Bars) (Right)  
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inability to control for students who might devise their own 
internal narrative for the tutor-game.  We hypothesize that a 
strong narrative will improve student performance by 
engaging students motivations and contextualizing the 
process of fractioning better than a weak narrative. 

Study 1 (M3:i1) 
We devised, designed and developed the gestures, 

narratives, curriculum, assets, instructions, feedback, and 
scaffolding for the tutor-game.  Four versions of Iteration-1 
vary along two dimensions: (1) gestures (Conceptual vs. 
Deictic) and (2) narrative (Strong vs. Weak), resulting in the 
four conditions SC, SD, WC, and WD. Our research goal is 
not just to determine if gesture and or narrative improve 
learning, but “why” and “how” they do.   

Methods 
Participants. 

Seventy-two students from grades 3 (n = 24), 4 (n=22) & 
5 (n=26) grades (NTTL=72; x̄AGE=10.31 years [1.64], 67% 
female) at an afterschool program in Harlem, New York 
City obtained parental consent and assented to participate in 
the program. 
 
Procedure. 
     Researchers formally tested a total of 72 students in a 
specially designated classroom proctored by researchers and 
after-school instructors.  In a 2x2 factorial with repeated 
measures, students were randomly assigned to play one of 
the 4 tutor environments  (SC, n=17), (SD, n=18), (WC 
n=19), (WD, n=18).  Each student completed a total of 3 
one-hour sessions that included pre-tests, tutor play, post-
tests and exit surveys.  Students were run in groups of 20 
over the course of 3/4 days in a week (5 students per 
condition) and the program extended over multiple weeks.  
Portions of tutor play were video recorded, as were 
students’ clinical interviews.  
 
Materials 

Direct Pre/Post Test: Parallel Forms A & B (12 items; 
Cronbach’s α = .93) of fraction problems directly from the 
tutor-game curriculum.  Representations of fractions were 
similar images used in the tutor, and activities included 
estimation, denomination, numeration and determining 
equivalence between fractions. 
 
Transfer Pre/Post Test: Parallel Forms A & B (30 items; 
Cronbach’s α = .91) of general fraction assessment that 

included problems using objects, collections of objects, 
number lines, numerical fractions in standard contexts, 
arithmetic, and word problems.  Questions included items 
asking students to estimate, denominate, numerate and 
determine equivalence between fractions as well as perform 
arithmetic with fractions. 
 
Exit-Survey: A written form administered to participants 
upon completion of tutor play and testing.  Items included 
manipulation checks (narratives, gestures), comprehension 
check, self-efficacy, motivation, engagement, persistence, 
opinion/preferences and concept learning (15 items; 9 likert; 
6 free response) 
 
Clinical-Interview Script: Four multipart questions 
designed to probe players thoughts on the tutor, the 
narrative, impact of gesture and concept learning (4 items) 
 
iPad Air & Sony MDR-ZX100 Headphones: Ten sets. 
 
Flip Video UltraHD Camcorder: 2 camcorders w/ Tripods 
for video recording tutor play and clinical interviews. 

Results 
Formal Assessments. 
     Initial pre-tests revealed no significant differences 
between groups on any either the direct or transfer 
assessments.  Repeated measures ANOVA revealed that the 
tutor-game overall is effective at improving learners 
understanding of fractions with significant learning gains 
across all conditions for both the direct assessment (F(1, 71) = 
48.9, p<. 001, ηp

2 = .408 as well as the transfer assessment 
(F(1,71) = 57.51, p<. 001, ηp

2 = .448).  Moreover, a significant 
positive correlation between the direct content and transfer 
assessments (r = .774, n=38, p< .01) show a strong 
relationship between the tutor content and more general 
fractions concepts and principles.  

Tutor-Game Data Log.  
     Tutor-game log data revealed significant effects of 
gesture on tutor play.  However, it is important to disclose 
that the data sets suffered from an imbalance (i.e., number 
of students per condition) due to a back-end programming 
error that resulted in a stratified truncation of the data-log. 
Thus, analysis of the following data sets was done using the 
non-parametric tests Mann-Whitney U and Wilcoxon-W1 to 
determine significant difference between independent 
groups. 

Estimation.  Estimation error was lower for conceptual 
gestures than for deictic users across strong and weak 
narrative. Means for groups C and D were 23.04 and 24.1; 
the distributions in the two groups differed significantly 
(Mann–Whitney U = 248, Wilcoxon W= 477, nC =26, nD = 
20, p < 0.08).  A look at the raw means (Fig. 5) also reveals 

                                                             
1 Means for MW-U and W-W statistical tests are transformations 

of the original means which additionally provided in figures 

 
Figure 4. Strong (Left) and Weak (Right) Narratives. 
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a possible interaction between gestures and narrative 
requiring further study. 

     For unit fractions, estimation errors were lower for 
conceptual gestures than deictic gestures and approaching 
significance, x̄C = 23.04 and x̄D = 24.1, Mann–Whitney U = 
231, Wilcoxon W= 462, nC =21, nD = 29, p < 0.15.  Figure 
6 shows a similar trend towards interaction between 
narrative and gesture.   

     Figure 7 shows error rates for estimation (averaged by 
group) across the entire curriculum (Levels 1 – 5) spike for 
the fractions (3/3) and (10/10) across the curriculum.  Error 
rates were also higher for fractions (4/5) and (7/8).  Looking 
at trends in the data help pinpoint aspects of the tutor worth 
further investigation.  The increased error rate on these 
problems could signify content difficulty, usability or 
conceptual development.  

Denomination.  Student performances denominating 
wholes into parts were significantly more accurate for 
conceptual gestures than for deictic gestures. For levels 1 – 
3, students using conceptual gestures denominated (i.e., 
correct number of divisions) with significantly less error 
than students using deictic gestures x̄C = 18.66 and x̄D = 
25.24, Mann–Whitney U = 164.5, Wilcoxon W= 345.5, nC 
=19, nD = 25, p < 0.10.   

     Figure 8 graphs the number of denominations students 
made in error (i.e., 3 slices of the bar, 4 parts, for a 
denominator of 3).   Visible is the recurring trend for a 
significant interaction between gesture and narrative. 
Students were also significantly more accurate 
denominating unit fractions using conceptual gestures than 
deictic gestures; x̄C = 17.95  and x̄D = 30.97, Mann–Whitney 
U = 146, Wilcoxon W= 377, nC =21, nD = 29, p< 0. 01. 

Denomination Scaffolding.  After 3 attempts to 
denominate the bar into equal parts, students received 
automated scaffolding that provided dashed-lines for them 
to either slice (conceptual) or tap (deictic). For levels 1-3, 
students using conceptual gestures required significantly 
less scaffolding (i.e., the tutor-game presented an interactive 
solution to the user after 3 unsuccessful attempts at 
denomination) than students using deictic gestures; means 

 
Figure 7. Estimation Error across entire curriculum. 

 
Figure 8. Raw Denomination Cuts: Levels 1-3 

 
Figure 6. Raw Estimation Error: Unit Fraction 

 
Figure 5. Raw Estimation Error: Levels 1-3 
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x̄C = 18.71 and x̄D = 30.97, Mann–Whitney U = 165.5, 
Wilcoxon W= 355.5, nC =19, nD = 25, p<0.09. 
     Similarly, for unit fractions, students used less 
scaffolding (i.e., the tutor-game presented an interactive 
solution to the user after 3 unsuccessful attempts at 
denomination) than students using deictic gestures; means 
for groups x̄C = 21.76 and x̄D = 28.21; Mann–Whitney U = 
226, Wilcoxon W= 457, nC =21, nD = 29, p < 0.117. 
Numeration.  There were no significant differences 
between conditions numerating the fractions.  
 
Interview Data.  
Motivation Survey Likert Items.  5-point likert scale items 
found strong indications that students across all conditions 
were highly motivated to play (x ̄M = 4.62 [.72], enjoyed 
playing (x ̄E = 4.59 [.67]) and would persist in playing more 
levels (x ̄P = 4.62 [.70]).  Student’s indicated that they liked 
learning math on the iPad (x ̄LM = 4.44 [1.00]) even though 
they found the game moderately difficult (x ̄D = 3.79 [1.11]) 
with a significant medium sized correlation (r = .442, N=71, 
p < .01). Also interesting is the significant moderate 
correlation between students’ self-efficacy judgments (x ̄SF = 
3.90 [.94]) and difficulty (r = .422, N =71, p < .01).   

 
Clinical Interviews.  Clinical interviews found students 
gesturing during their explanations of fractions.  Figures 9-
11 are comparing gestures made by students from 
conditions SC, SD, WD. Each figure overlays multiple 
frames from the 
video recordings and 
adds photo-
illustrations in green 
highlighting the paths 
and directions of the 
gestures.   

In Figure 9, 
Student SC explains 
how to get the 
denominator of a 
fraction by splitting it 
with an enactive 
metaphorical gesture 
while the Student 
WD in Figure 10 
uses a deictic gesture 
to divide the fraction. 
However, Figure 11 
shows Student SD 
using conceptual 
gestures to enact the 
process of dividing a 
fraction despite 
having used deictic 
gestures in the tutor-
game. While students 
in the deictic 
condition used both 

deictic and conceptual gestures in their explanations, this 
crossover was not symmetrical, that is, no students from the 
conceptual gesture condition employed any deictic gestures 
in their explanations of fractions.  We discuss how these 
findings might qualify the empirical evidence that supports 
the usage of conceptual gestures for learning. 

Discussion 
     The empirical evidence supports our hypothesis that 
conceptual gestures (Segal, Tversky, Black, 2014) help 
students perform better at estimating and denominating 
fractions than deictic gestures.  This is not surprising since 
both estimation and denomination conceptually are 
grounded in the continuous processes of measurement 
(Siegler, Thompson and Schneider, 2011) and the deictic 
gestures are both static and more abstract.  The larger 
question is whether or not students’ accurate performances 
are actually transforming into to a more robust conceptual 
understanding?   
     Although deictic gestures can metaphorically represent 
both the indexing of an object or the enacting of a procedure 
(Kang, Tversky & Black, 2015), students from the deictic 
condition consistently employed both deictic and conceptual 
gestures in their explanations.  If we take their gestures as 
indicators of their implicit knowledge or mental models of 
fractioning (Broaders, Cook, Mitchell & Goldin-Meadow, 
2007), their interviews suggest that the natural 
conceptualizations of the fracturing process is an embodied 
one, hence students produce gestures that are enactive and 
metaphorical.  For cognitive scientist interested in learning, 
this supports the existing research demonstrating the 
influence and efficacy of using gesture in pedagogy 
(Goldin-Meadow, et al., 2009; Alibali et al, 2012).    
     For narrative, empirical evidence revealed no significant 
impact of adding settings, characters or plot to the game-
tutor.  That few students integrated any elements of the 
strong narrative into their survey responses or clinical 
interview explanations of fractions suggests a few 
possibilities: (1) the narrative was not strong enough to 
invest users, (2) it could be a seductive detail (Harp & 
Mayer, 1998), (3) it may interact with gesture and users 
such that its effectiveness differentiates between users and 
conditions and requires more study.    Nonetheless, the 
possibility also exists that situating the tasks for 
constructing fractions into a scaffolded interactive digital 
environment with feedback was equally impactful for all 
students (Lesh, 1985; Barab et al., 2007), thus the digital 
tablet itself outweighed any further impact of 
contextualizing fractions into a narrative arc.   
     In M3:i2, researchers hope to re-design the narrative, 
gestures and scaffolds in order to address these issues and 
clarify their impacts on conceptualization of fractions.  
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Figure 9. Student SC divides by 
swiping down repeatedly.  

 
Figure 10. Student WD divides from 
left to right with successive points.  

 
Figure 11. Student SD slices down 
explaining how to denominate (2/5).  
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Abstract

Search is a ubiquitous behavior for a variety of species. Con-
verging evidence from several domains suggests that there may
be common principles that apply to search processes regard-
less of the species, or contexts, in which they are observed.
Theories of cognitive or memory search have been motivated
by findings in the animal foraging literature, and have recently
been the subject of increased attention (see Hills et al., 2015;
Hills, Jones, & Todd, 2012, for example). This approach has
been quite successful in terms of applying the principles of
spatial search to cognitive search, but here we add additional
justification by grounding cognitive search in spatial measures.
We asked subjects to perform a semantic fluency task, recall-
ing items from the category of cities in California, so we could
use physical, geographic coordinates to characterize cognitive
search. Our findings support the notion that cognitive search is
similar to spatial search.
Keywords: Spatial Cognition; Spatial Search; Cognitive
Search; Memory; Memory Search; Categorical Recall; Col-
laborative Recall; Collaborative Dynamics

Introduction
A common metaphor for remembering is “a stroll down mem-
ory lane.” This suggests that the cognitive act of remembering
is like a traversal through some landscape, where the land-
scape is made of memories, knowledge, or information.

The nature of this landscape, of how information is orga-
nized and searched, is a fundamental question in the cogni-
tive, psychological, and philosophical sciences. Implied by
the “memory as landscape” metaphor is the idea that memory
structure is semantic in nature, such that recalling the concept
birthday cake may make you think of a semantically related
concept such as birthday candle. Indeed, semantically related
items have long been shown to prime one another (Meyer &
Schvaneveldt, 1971). By this metaphor, then, as we stroll to
the location in memory space that codes for birthday cakes,
we are already close by, and might pop in on, the location
for candles. There are, however, different accounts of what
characterizes a “location” in memory space. Many of these
accounts are from the domain of word learning (e.g. Osgood,
1952). These include representations of semantic meaning as
networks of connected nodes (e.g. Collins & Loftus, 1975),
as feature lists (e.g., Smith, Shoben, & Rips, 1974), and as
high-dimensional spaces learned through, for example, sta-
tistical co-occurrences of words, such as in LSA and BEA-
GLE (see Deerwester, Dumais, Furnas, Landauer, & Harsh-
man, 1990; Jones & Mewhort, 2007).

While lexical accounts of semantics may be intuitively ap-
pealing with respect to concepts such as birthday cakes and
candles, a relatively small amount of research has investi-
gated the organization of geographic and spatial information

in cognitive space (but see Montello & Freundschuh, 1995).
That is, spatial knowledge is often acquired through means
such as experience (navigation and locomotion) and visual-
izations (maps and other images), which are less easily fit
into existing linguistic accounts of semantic memory. Still,
Louwerse and Zwaan (2009) showed that language encodes
quite a bit of geographic and spatial information, suggesting
that spatial knowledge may not be qualitatively different from
other semantic knowledge.

Spatial and semantic information is only useful for an
agent, of course, when it can be retrieved and used. Spatial
search has long been a topic of investigation in fields such
as ecology, where animal foraging behaviors are examined
(Pyke, 1984; Charnov, 1976), but more recently it has been
noted that investigations of search problems in diverse do-
mains are increasingly converging on similar solutions (e.g.
Hills et al., 2012). Although a review of the posited search
strategies is beyond the scope of this paper, we refer the
reader Hills et al. (2015) for a review of search in a number
of domains. The point we wish to make here is that research
on cognitive search is increasingly being motivated by spa-
tial search. The focus of the present paper, then, is to explore
the “memory as landscape” metaphor as it relates to spatial
search, and add to the conversation on whether the dynamics
of cognitive information foraging are similar to the dynamics
of spatial geographic foraging.

Other work relating physical space with cognitive pro-
cesses has found that similarity and time are often understood
in terms of space and spatial metaphors (Winter & Matlock,
2013; Boroditsky, 2000). In visual search, Kosslyn, Ball,
and Reiser (1978) found that distances between sequentially
foveated objects was related to scanning time, even when the
material between the objects was manipulated. In another
study, participants were asked to spatially organize a set of
items which were produced previously, by other participants,
in a categorical recall task. The spatial distances were found
to correlate with the temporal distances observed in the pre-
ceding recall task (Montez, Thompson, & Kello, in press).

Similar to Montez and colleagues’ study, here we seek to
construct a spatial representation of recall behaviors. Using
an extended version of the semantic fluency task (Bousfield
& Sedgewick, 1944), subjects are asked to spend twenty min-
utes recalling locations in their home state of California. This
task gives us coordinates for objectively calculating distance
and associating spatial locations with cognitive processes. We
also show that this task can be used to explore more complex
cognitive search processes, such as interactive, collaborative
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search.
Specifically, we explore three main questions as they relate

to the category of locations in California. The questions, and
their associated hypotheses, are as follows:

Q1 : Are items retrieved in an order consistent with their
geographic coordinates? H1 : Yes, and if so, randomizing
the order of recall events in a dataset will cause the recall
trajectory to span a significantly larger distance.

Q2 : Do temporal dynamics reflect geographic distances?
H2 : Yes, and if so, there will be a correlation between the
temporal and spatial distances for pairs of consecutive recall
items.

Q3 : Is the spatial coordination of a dyad related to that
dyad’s task success? H3 : Yes, and if so, there will be a cor-
relation between the quality of a dyad’s interaction and the
dyad’s task performance. Since a precise quantification of co-
ordination dynamics, both in search and in general, is beyond
the scope of this paper, we adjust our hypothesis to touch on
one small part of coordination that may reflect coordination
dynamics: The distances, over time, between partners’ recall
items. Thus, our adjusted H3b will be that distances between
dyads’ partners will be correlated with dyads’ task successes.

Below we describe the experiment we used to address our
research questions. Results significantly support H1 and H2,
but are inconclusive (although show interesting patterns) with
respect to H3b. We conclude by discussing how these results
contribute to the “memory as landscape” metaphor and the
cognitive search literature.

Methods
Participants were recruited from a subject pool of University
of California, Merced undergraduate students who partici-
pated for course credit (5 male, 26 female; mean age = 19.77
years, SD = 1.56 years). All participants reported having
lived in California for the majority of their lives (mean time of
residency in California = 19.16 years, SD = 2.41 years), and
reported being native or proficient English speakers. Twenty
subjects were randomly assigned to collaborating dyads, for
a total of ten dyads, and eleven subjects worked individually.
None of the dyads reported knowing each other before the ex-
periment, so the dyads were given five minutes to introduce
themselves to each other before the task began. The brief
familiarization period was intended to enhance comfort and
performance on the task 1. Subjects were comfortably seated
across the table from each other in a small experiment room,
and wore Shure microphone headsets. Speech was collected
using an M-Audio MobilePre recording interface and Audac-
ity software.

Procedure
Dyads completed two sets of recall tasks, each of which lasted
for twenty minutes (adapted from Rhodes & Turvey, 2007).

1Previous work, from ourselves and others, has shown that more
familiar groups tend to perform better on memory tasks (Barnier,
Sutton, Harris, & Wilson, 2008; Szary & Dale, 2014).

The recall tasks included recalling from the category of ani-
mals, or the category of cities and towns in California. The
order of the recall task categories was counterbalanced across
dyads. Before receiving information about the category, sub-
jects were given the following instructions: “In a moment,
I’ll give you the name of a category for the first session. Your
goal will be to work together to think of as many items from
that category as you can. When you think of an item, just
say it out loud. You can be as specific or as general as you
wish. For example, if the category were Food you could say
‘Fruit’, and you could also say ‘Orange’ or ‘Mandarin Or-
ange’. But keep in mind that your goal is to recall as many
different items as possible. If you are unsure if an item does
or does not belong to the category, just say it anyhow, don’t
spend time worrying about whether something counts or not,”
(adapted from Rhodes & Turvey, 2007). In order to minimize
task constraints and make the task feel slightly more natural,
we indicated to participants that extraneous conversation was
allowed during the task, but that they should stay focused on
the category, and keep attempting to recall additional items
throughout the twenty minutes. After taking any questions,
the category was assigned and the experimenter left the room
for the duration of the task. Between recall rounds, subjects
were given a 2-3 minute break. At the start of the second
round, they were again reminded to keep trying to recall new
items for the duration of the task.

Data Analysis

For the purposes of the present paper, we discuss only results
from the category of cities and towns in California.
Audio Transcription The speech recordings were loaded
into Praat audio analysis software for annotation. Subjects
were recorded onto unique channels, so their utterances could
be considered individually. Onsets of recalled item utterances
were marked, excluding any extraneous conversation. That is,
“Oh, we can’t forget ‘Merced’,” would be marked at the on-
set of the recalled item ‘Merced’. All submitted items were
transcribed, but consecutive repeats were removed. Incor-
rect items (“Reno”, which is in Nevada, not California), ge-
ographic landmarks (“Monterey Bay” bay, “Sierra Nevadas”
mountains), and non-specific areas (”Bay Area”, which refers
to several locations around the San Francisco Bay) were re-
moved. Pronunciation errors (“Rancho Cucamongo” instead
of the correct “Rancho Cucamonga”) and common abbrevi-
ations (“L.A.” instead of the official “Los Angeles”) were
corrected. Districts, neighborhoods, planned communities
and census-designated areas with names recognized by the
U.S. Geological Survey (e.g. “Hollywood”, “Downieville”;
http://geonames.usgs.gov, 2014) were retained.

After transcription, location names were matched with
latitude and longitude coordinates in decimal degrees
using databases retrieved from GeoNames and Wiki-
media’s GeoHack tool (http://www.geonames.org, 2014;
https://wmflabs.org, 2015).
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Table 1: Datasets used in the analysis. Notations, given
in parentheses, indicate condition with I (independent) or C
(collaborative), with a subscript 1 or 2 to indicate the number
of participants included in each level of analysis (individual
or group, respectively). See text for details.

Condition: Levels of Analysis:
Individual Group

Independent Solo (I1) Nominal (I2)
Collaborative Extraction (C1) Dyad (C2)

Scoring We use a two-by-two scheme where we consider
two participation conditions (independent or collaborative)
on two levels of analysis (individual or group). See Table 1
for a depiction of this scheme, and a description of the nota-
tions (I1, I2, C1, and C2) used herein. We refer to individuals
participating alone as simply solos, or I1. Datasets from mul-
tiple individuals who participated independently were later
combined and analyzed at the group level, which is an ap-
proximation of a nominal comparison2, noted as I2. For par-
ticipants in the collaborative condition, we can extract from
the group level each individual’s datasets, which we refer to
as extractions, or C1. Finally, group level datasets from in-
dividuals who were performing the task collaboratively are
dyads, noted as C2.

For group level datasets (I2 and C2), the instantaneous on-
set times for each participant’s recalled items and their cor-
responding location coordinates are merged into one dataset.
For each dataset, scores are computed as the unique num-
ber of locations recalled (that is, repeats are excluded). Inter-
retrieval intervals (IRIs) are measured as the amount of time
(in milliseconds) between consecutive recall events. Ge-
ographic distances (GDs) are measured as the number of
miles between consecutive recalled locations. GDs are cal-
culated using the Haversine formula, which gives the great-
circle distance between two points on an sphere (Sinnott,
1984). Finally, the distance between partners in the group-
level datasets (inter-partner distance, IPD) is calculated using
the Haversine formula, where points are each partner’s most
recently recalled locations over time.

Results
Scores
Outliers were defined as data points falling outside +/− 1
standard deviation from the mean of each condition and re-
moved. Mean remaining scores are shown in Figure 1.
Dyads outperformed solos, recalling 86.7 (N = 7, SE =
3.25) and 65.7 (N = 9, SE = 5.10) locations, respectively,
t(14) = 3.25, p < 0.001. Unsurprisingly, nominal pairs re-

2These nominal pairings, which included all possible (unique)
combinations of individual participants, allow us to (roughly) ad-
dress whether any observed group-level differences are truly related
to the interaction between two participants, or simply because there
are two participants instead of one.
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Figure 1: Mean number of locations recalled for each condi-
tion and level of analysis. Error bars show +/− SE for the
remaining data.

called 110.8 (N = 38, SE = 2.27), which is significantly
more than dyads, t(43) = 4.40, p < 0.0005, and is consis-
tent with the literature on collaborative inhibition (Basden,
Basden, Bryner, & III, 1997). Extracted datasets were sig-
nificantly worse than the next best (solo), recalling only 47.9
(N = 13, SE = 2.58), t(20) =−3.39, p < 0.005.

Recall Dynamics
Inter-Retrieval Intervals The distribution of IRIs was fit
to several different candidate models using the multi-model
inference method and Akaike’s Information Criterion, as de-
scribed in Rhodes (2013). Candidate models included nor-
mal, exponential, lognormal, Pareto, and gamma distribu-
tions. The best fitting model for 1/11 solos was the lognormal
distribution, and for 10/11 it was the Pareto distribution. For
dyads, 6/10 were best fit by the lognormal distribution, and
4/10 were best fit by the Pareto distribution. For extracted
datasets, 12/20 were best fit by the lognormal distribution,
1/20 was best fit by the exponential distribution, and 7/10
were best fit by the Pareto distribution. For nominal datasets,
49/55 were best fit by the lognormal distribution, 3/55 were
best fit by the exponential distribution, and 3/55 were best
fit by the gamma distribution. The finding that most IRIs
(and, in fact all actual datasets, including I1 and C2) were
fit by either Pareto or lognormal distributions is consistent
with the IRI distributions exhibited in other categorical recall
tasks (e.g., Rhodes, 2013; Szary, Dale, Kello, & Rhodes, in
preparation)3.

Geographic Distances Figure 2 illustrates the series of re-
called items as travel trajectories on a map of California for
each of the ten collaborating dyads. Across consecutive re-
call events in each condition, we tested for correlations be-

3Best fitting distributions are noted here simply to relate our find-
ings to those using the more familiar category of animals, but we will
not go any further into the analysis or discussion of these distribu-
tions. For further information on these distributions and ideas about
their relevance, see Rhodes, 2013; Szary et al., in preparation).
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Figure 2: Each panel illustrates the recall trajectory of a collaborating dyad transposed on a map of California. For each dyad,
one participant’s recall events and paths are shown in blue, and the other in red. The overall score for each dyad is shown in the
top right of each panel in parentheses. Maps were generated using https://www.mapbox.com, 2015.

tween GD and the log of IRIs4. The correlation was sub-
tle but significantly positive for dyads, r(1106) = .16, solos,
r(955) = .26, and extracted datasets, r(1119) = .28, (all with
p < 0.0001). For nominal datasets there was no significant
relationship between GD and IRI. Figure 3 plots GD against
IRI for each condition and level of analysis.

The sequence of locations recalled by dyads and solos was
shuffled (within each dataset), and new GDs were calculated.
As illustrated in Figure 4, the mean of all GDs for each of the
two conditions was significantly higher when sequences were
in a random order compared to their original order. For dyads,
mean GD in the original order was 135.12 (SE = 4.03), and
in the shuffled order was 174.79 (SE = 4.00), t(2214) =
6.99, p < 0.0001. For solos, mean GD for the original or-
der was 11.27 (SE = 4.07), while in the shuffled order it was
169.35 (SE = 4.30), t(1912) = 9.82, p < 0.0001.

Inter-Partner Distances For group level datasets we com-
puted IPD as described above. Although nominal pairs (I2)
did not actually work together, IPDs were computed using the
simulated pairings of individuals’ time series. Thus, I2 IPDs
do not actually measure any kind of interaction or collabora-
tion dynamics. Instead, these IPDs might reflect differences
in the composition of dyads with different hometowns and ar-
eas of expertise. For C2, further research will need to tease
apart whether different IPDs reflect this type of composition
difference, or whether they capture collaboration dynamics.

Mean IPDs did not differ significantly by condition (for
dyads, mean IPD = 189.63, SE = 12.38; for nominal pairs,

4To accommodate different scales of magnitude in the timeseries,
IRIs were logged to show the effect, as in (Montez et al., in press).
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Figure 3: Each panel shows a scatter plot of geographic dis-
tance, in miles, plotted against the log of IRI times (in log
seconds) for each pair of consecutive recall events in each of
the four conditions. Rho, in the top left corner of each panel,
shows Pearson’s linear correlation coefficient and its signifi-
cance, p.
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fled and original datasets in the dyad and solo conditions. Er-
ror bars show +/− SE.
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Figure 5: Data points represent average IPDs between part-
ners for each dyad (blue) and nominal pair (red) across
the entire task. Lines show quadratic fits to dyads (red;
y = −0.006x2 + 2.6x − 150) and nominal sets (blue; y =
−0.003x2 +0.95x+22).

mean IPD = 204.25, SE = 5.45). Figure 5 shows scores for
each data set as a function of mean IPDs. Quadratic fits sug-
gest a nonlinear relationship, where a certain IPD may be a
somewhat “optimal” point for enhancing dyadic search. In-
terestingly, the optimal IPD may be smaller for collaborating
dyads as compared to the simulated nominal groups. The ef-
fects are admittedly negligible, here, but we present them as
a precursor to our computational modeling work on this same
topic (in preparation).

General Discussion
Here, we discuss results only from the category of cities and
towns in California. Future work will compare collaborative
performance dynamics in the different (spatial versus seman-
tic) task spaces, but here we simply note that the same gen-
eral patterns are exhibited in the timeseries and score from
the condition where participants recalled animals.

In the spatial domain, our results showed that simulated
nominal pairs recalled significantly more items, on average,
than interacting dyads, even though dyads recalled signifi-
cantly more than individuals (or extracted dyad members; see
Figure 1). This is unsurprising, as it is consistent with the
existing literature on collaborative inhibition (Basden et al.,
1997). However, we were more interested in investigating
the dynamics of recall. Our next results showed that most
inter-retrieval intervals were either power-law or lognormally
distributed, which relates our categorical recall task using lo-
cations in California to the results of other recall tasks using
animals (Rhodes, 2013; Szary et al., in preparation). Next, we
correlated the sequence of inter-retrieval intervals to the se-
quence of inter-retrieval geographic distances and found sub-
tle but reliably positive correlations. That is, cities that are
closer together tended to be recalled closely in time, while
cities farther from each other tended to be recalled with larger
delays. This correlation held for all datasets except nomi-
nal pairs, in which two non-related datasets are merged into
one (see Figure 3). It is interesting, although not altogether
surprising, that the relationship between spatial and temporal
dynamics is broken in this kind of artificial dyad. To further
investigate the apparent spatial clustering in the sequence of
recall events, we shuffled the order of recalled items within
each dyad and nominal dataset. As further support of spatial
clustering, shuffled datasets (in both conditions) had reliably
larger average geographic distances (see Figure 4).

Finally, we used inter-partner distances (IPDs) as a coarse
measure of collaboration. Overall, the mean distances were
smaller for interacting dyads as compared to simulated nom-
inal pairs, but this difference did not reach significance. This
suggests that interacting dyads did not, on average, stay any
closer to one another (in terms of their recall spaces) than
would be predicted for noninteracting individuals foraging
the same space, although we suspect that a more rigorous
analysis with more data points might produce interesting re-
sults. As an example, quadratic fits suggest the possibility
that a median IPD is related to better recall performance as
compared to very small or very large IPDs. Median IPDs
might reflect situations in which partners forage more-or-less
in together (globally), but maintain a slight distance (locally)
so as not to overlap with one another. This type of strategy has
implications for research on coordination and alignment as
well as optimal foraging theories, but further work is needed
to explore it (and other) collaborative foraging strategies. As
noted above, it is still unclear whether our IPD measure really
taps into interaction dynamics, or whether it reflects some-
thing more basic, such as differences in group composition.

Conclusion

Overall, our results provide clear support for our H1 and H2:
Items seem to be recorded in an order consistent with their
geographic coordinates, and the temporal dynamics of their
retrieval is reflected in geographic distances. Although H3
could not be directly tested, H3b was tested and gave mixed
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results: distances between partners during collaborative for-
aging are not linearly correlated with score, as hypothesized,
but there may be an interesting nonlinear relationship for fur-
ther research to explore.

These results add justification for the growing notion, pop-
ular in both intuitive and scientific accounts, that remember-
ing can be likened to and investigated as a spatial search pro-
cess. Rather than making any claims about the structure or
nature of memory itself, we suggest that these results support
the notion that search can be investigated as a general cogni-
tive phenomenon, independent of the domain in which it is
performed.
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Abstract 

The process of formation by an artist of an art concept for the 
production of a new series of artwork has not yet been 
empirically elucidated. The goal of this study is to describe 
the process of art concept formation by a contemporary artist 
through quantitative analyses of a text corpus based on 
interviews with the artist. From an analysis of the frequency 
of occurrence of items of vocabulary in the interview data and 
the TF-IDF (term frequency–inverse document frequency), 
we find that the second of three phases in the artist's creative 
process was the most critical for the formation of the art 
concept, as also shown in our previous qualitative study. 
Further, based on an analysis of co-occurrence frequencies of 
words, the structure of the art concept is deduced from the 
importance of co-occurring vocabulary. By means of 
visualizing the network of co-occurrence analysis, it is 
clarified that the feature words "The Large Glass" functioned 
in the first phase as the medium for dividing the structure of 
the concept into two parts. In the second phase, these two 
parts of the structure became integrated into one. In the last 
phase, the structure of the concept was elaborated on with the 
revived feature words, "White Noise" and "Duchamp".  

Keywords: artistic creation, art concept, contemporary artist, 
quantitative analyses, interview data, case study 

1. Introduction 
In the field of contemporary art, the artistic creation process 
often results in the formation of a new art concept. Such an 
art concept plays an important role in contemporary art (e.g., 
Godfrey, 1998). This study aims to capture the processes of 
formation of an art concept quantitatively. 

By describing the change in drawings during the creation 
of Picasso's Guernica, Weisberg (1986, 2006) claimed that 
creative problem-solving in the domain of art progresses 
gradually with ordinary thought processes. Through a field 
study, Yokochi and Okada (2005) also discovered that the 
images of artworks were gradually formed in the creative 

process of a Chinese ink painter. By analyzing the changes 
in the visual characteristics of artifacts in the creation 
process of Cubism by Picasso and Braque, Stokes (2005) 
proposed that paired constraints, which preclude successful 
responses and promote novel surprising ones, facilitate 
artistic creation.  Through an interview study, Mace & Ward 
(2002) showed there are four stages in the creative activities 
of artists, and their processes are completed by moving back 
and forth between these stages. From these studies, it is 
clear that an artwork is created gradually through activities 
that change some of the features of the existing work, 
externalize new ideas, or collect information from the 
external environment, rather than that a new idea or an 
artwork emerges instantly. However, the detailed process of 
how expert artists gradually generate a new art concept in a 
real art creation setting needs to be studied more thoroughly. 
The process of formation of art concepts can be captured by 
analyzing interviews in which artists talk about their own 
creative processes (e.g., Mace & Ward, 2002; Okada, 
Yokochi, Ishibashi & Ueda, 2009). Okada et al. focused on 
the long-term span of art making activities, using 
retrospective interview data with artists. Though this case 
study pointed out the importance of analogical process in 
artistic creation, the detailed process of formation of a new 
art concept was still not clearly revealed. Takagi, Okada and 
Yokochi (2013) interviewed a contemporary artist every 
three weeks for about ten months, asking him to describe art 
making activities using his idea sketches, and photographs 
that he had taken in the preceding three weeks of work. 
Takagi et al. used qualitative analyses of a part of the 
interview data and uncovered some important aspects such 
as constraint modification and the use of analogy in the 
generation process of art concepts. However, since the data 
that they analyzed covered only a part of the ten-months 
process, a study of the whole ten-month process is still 
needed to capture the entire process of concept formation.  
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Quantitative analyses such as text mining of massive 
language data acquired from interviews can shed new light 
on the concept formation process. Some studies have used 
quantitative analyses of language data, such as biographies 
of creators, including Picasso, to uncover various factors 
involved in creators’ success (e.g., Simonton, 2010). Basov 
& Nenko (2013) also presented a case study using semantic 
network analysis to focus on the knowledge structures 
underlying the creative practices of artistic communities in 
Spain. However, the former used rather coarse biography 
data and the latter was based on short-term interviews with 
multiple artists. In order to fully capture the concept 
formation process of individual artists in real art creation, 
we need further study focusing on a finer grain size of 
process data. The methods and purpose of quantitative 
analysis are diverse (Hearst, 1999; Feldman & Sanger, 
2007). By using the quantitative analyses of a corpus of the 
text data acquired from interviews with an artist (Takagi et 
al., 2013), our study aims to reveal the change in concept 
through the entire process of artistic concept formation. 

2. Method 

2.1 Outline of the case study 
The participant in this study is a male contemporary artist, 
Takeshi Shinohara, who studied art in Japan and in the USA 
and has been actively producing highly reputed artworks. 
He was in his late 50s at the time of the data collection. 
Interviews were conducted 13 times from December 2007 to 
September 2008 at a frequency of approximately once per 
three weeks (see Table 1). 

The following cooperation was requested at the initial 
interview: (1) to create new artworks, using ideas inspired 
by the replica of Marcel Duchamp’s The Large Glass (The 
Bride Stripped Bare by Her Bachelors, Even) (1923), in 
Komaba Museum at the University of Tokyo, (2) to take as 
many notes as possible of the ideas or images during the 
creation process, and to take photographs of hints of ideas, 
(3) to give regular interviews. In the first interview, he was 
asked about his impressions when he saw The Large Glass. 
In the second and subsequent interviews, he was asked to 
explain the work that had been produced since the previous 
interview. The questions related to, e.g.: descriptions of the 
contents and intentions of each drawing, sketch, note or 
photo; descriptions of work in production; descriptions of 
ideas and thoughts about the art project at the time; future 
plans (Takagi, et al., 2013). 

2.2 Outline of generating an art concept 
Shinohara generated an art concept, White Noise (detailed in 
Takagi et al., 2013), which served as the core concept of his 
new series of artworks, and on which he based numerous 
artworks. During the period of this research, in order to 
develop his art concept, he first drew his ideas on paper 
(Drawing phase) and then took photographs to collect visual 
information (Photography phase). After these two phases, he 
began the hands-on creation of the artworks (Hands-on 
phase). By including the Photography phase, he discovered 
the core part of his new art concept.  

2.3 Procedure of quantitative analysis 
Shinohara’s utterances in all 13 interviews were divided into 
text units that were separated by the turn-taking of the 
speakers. Table 1 shows the number of text units in each 
phase. This study includes a co-occurrence analysis and 
discussion of vocabulary frequency as a quantitative 
analysis. More specifically, the study was conducted 
through a morphological analysis of the scripted protocol 
data. This was then followed by a word frequency analysis, 
co-occurrence analysis, and network centrality analysis of 
the extracted lexical terms. In the morphological analysis, 
the MeCab version 0.993 (Kudo, 2012) was adopted, and 
the analysis dictionary employed was the modern language 
version UniDic2.0.1  (Den, Ogiso, Ogura, Yamada, 
Minematsu, Uchimoto, Koiso, 2007). In addition, before the 
analysis, words related to the art concept White Noise 
("White Noise", "Duchamp", "The Large Glass") and its 
subordinate concept ("word balloon") were registered 
manually for the analysis dictionary.  

2.3.1 Word frequency analysis Firstly, in order to 
observe the time series variation of the art concept, which 
corresponds to artistic creation, we analyzed the feature 
words in all the interviews and in the three phases, in 
descending order of frequency. These feature words are the 
keywords in the art concept formation, namely: (1) "White 
Noise", the name of the art concept itself; (2) "The Large 
Glass", the requested theme for the new artworks, as 
explained in section 2.1; (3) Duchamp, the artist of The 
Large Glass. Additionally, we quantitatively analyzed 
feature words of subordinate concepts of "White Noise", 
shown in Table 2 (Takagi et al., 2013). As an analytical 
procedure, we compared the frequencies of word class 
occurrences in each interview and phase, focusing on nouns, 
the substantives that function as the name of a specific thing, 
and then extracted frequently appearing words by 

Table 1: Number of text units and file size in each interview 
 

Interview No. 1 2 3 4 5 6 7 8 9 10 11 12 13 
Phase Drawing Photography Hands-on 
Number of 
text units 160 346 280 282 185 143 76 270 124 83 255 67 13 

File size (MB) 0.68  1.40  1.20  1.20  0.76  0.59  0.31  1.10  0.53  0.34  1.00  0.28  0.07  
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calculating the TF-IDF index within all speech data. TF-IDF, 
the product of TF (term frequency) and IDF (inverse 
document frequency), is a weighted statistics that is used to 
list keywords in information retrieval and corpus analysis.  

2.3.2 Network centrality analysis Based on the results 
of the co-occurrence analysis, we described a co-occurrence 
network of the top 30 terms in each phase, and applied 
network analysis techniques in order to numerically grasp 
the differences among the networks. More specifically, we 
used several networking algorithms based on the concept of 
centrality. Centrality refers to indicators that identify the 
most important nodes within a network. Here, we calculated 
three measures, which have been used in a number of 
applications: degree centrality, flow centrality, and 
Bonacich’s centrality. Degree centrality is simply the 
number of edges of the nodes. Flow centrality measures the 
betweenness of the overall network or the broker role of the 
structure. Bonacich’s centrality is a calculation based on the 
eigenvectors, in which a node’s centrality is weighted by the 
centralities of its connections to other nodes (Kawase, Murai 
& Tokosumi, 2009). 

3. Results and discussion 

3.1 Word frequency analysis 
Firstly, we analyzed which word class was the most basic 
attribute of Shinohara’s utterances. Then five types of 

utterances, representing nouns (including pronouns), verbs, 
adjectives, adverbs and auxiliary verbs in Japanese, were 
extracted and the frequency of each was counted. 
Subsequently, we analyzed the frequency and the ratio of 
the feature words in each phase. In the word frequency 
analysis for the three feature terms "Duchamp", "The Large 
glass", and "White Noise", it appeared that the frequency of 
"Duchamp" and "The Large Glass" were higher in the 
Drawing phase, and declined in the Photography phase (see 
Table 3). "White Noise" did not appear in the Drawing 
phase, but it appeared at a rate exceeding the other two 
terms early in the Photography phase. In the Hands-on 
phase, the frequency of "White Noise" increased further. 
“Duchamp” occurred more frequently than “White Noise”. 
These results suggest that, firstly, the artist, who had been 
inspired by The Large Glass by Duchamp, thought about it 
in the Drawing phase. Having formed his new art concept, 
White Noise, in the Photography phase, he further proceeded 
to elaborate on his new art concept in the Hands-on phase. 
Thus, the quantitative analysis shows that the Photography 
phase was the most important phase in generating the new 
art concept. This finding is consistent with the results in our 
previous research (Takagi et al., 2013). An analysis of the 
frequencies of the subordinate concepts of "White Noise" in 
each phase reveals that the numbers of occurrences of all 
four middle categories were

 
Table 2: Keywords for subordinate concepts of "White Noise" (excerpt) 

 
Super-

ordinate Middle Subordinate    Keywords   

Border 

Characteristics 
of 
border 

Boundary boundary border barrier wall fence 
 over there front/back up/down inside/outside left/right 
Net lattice stitch paling net grid/square 
Slit/Gap 
Keyhole slit keyhole    

Function 
of 
border 

Passage pass drop pass through see through  
Caught/ 
Protruding fix pushing out protrusion   

Noise/ 
Signal noise gravel frosted glass filter 

sandstorm（on 
TV） 

Light light penetrate reflection shadow transparent 

Object 

Relationship  
between objects 

Medium medium relation intervention midway/ 
between  

Pull pulling each 
other rice cake word balloon gravitation surface tension 

White hole 
Black hole white hole black hole entrance exit overflow/draining 

Instability 
of 
objects 

Ambiguity virtual image ambiguity blur unclear  
Flotation float air    
Transition 
in time span collapse disappear fall after-image 

phenomenon transfiguration 
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elevated in the Photography phase (see Tables 4 and 2, for 
specific categories (Takagi et al., 2013)). The increasing 
frequency of subordinate categories suggests that the 
attributes of visual features that were used in searching for 
the art concept in the Drawing phase were continually used 
in the Photography phase to form the new art concept,	 
"White Noise", which is a higher order concept in making 
the artwork. It is also critical that the subordinate concepts 
of "White Noise" had already been generated in the artist's 
early process of concept search, before "White Noise" was 
discovered. 

In order to extract frequent word occurrences, all the 
interviews were divided into 30 instances of turn-taking for 
each file, which created a total of 108 documents (mean 
capacity 178.85 KB, standard deviation 53.6). From these 
108 documents, using TF-IDF, we aggregated the top 25 
items of vocabulary from each of the documents. The top 30 
of these terms are listed in Table 5. Table 5 shows that the 
three feature terms, "Duchamp", "White Noise" and "The 
Large Glass", ranked 7th, 15th, 22nd respectively. This means 
that the artist talked about these terms throughout the entire 

creation process. 

3.2 Network centrality analysis 
In order to explore the transition of the structure of the key 
concepts in each phase, we describe a co-occurrence 
network (Fig. 1) of the top 30 terms in each phase based on 
the results of the co-occurrence analysis. In order to reflect 
the influences of the frequent vocabulary network, the 
lengths of the edges (links) are drawn in inverse proportion 
to the co-occurrence frequency.  In the Drawing phase (see 
Fig. 1), two morphological structures are depicted, centered 
on "image" (ranked 3rd in degree, 8th in flow, 3rd in 
Bonacich's centrality) and "Duchamp" (2nd, 14th, 2nd), 
respectively. "The Large Glass" (8th, 3rd, 8th) connects the 
two structures. In addition, in the Photography phase, the 
morphological structure seems to be embedded in one 
structure centered on "image" (4th, 3rd, 4th), "relation" (2nd, 
4th, 2nd), and "meaning" (3rd, 2nd, 3rd). In the Hands-on phase, 
"Duchamp" (11th, 10th, 11th) reappears in a structure 
centered on "image" (2nd, 2nd, 2nd), and it is characteristic 

Table 3: Frequency, proportion (%), and rank of the feature words in each phase 
 

Phase Duchamp The Large Glass White Noise 
Drawing 176 (1.39), 7 176 (1.39), 7 0 (0.00), - 

Photo 24 (0.21), 68 6 (0.05), 174 36 (0.33), 40 
Hands-on 149 (0.51), 19 59 (0.20), 63 116 (0.40), 27 

 
Table 4: Frequency of the middle category of subordinate concepts of "White Noise" in each phase 

 

Middle category Characteristics of 
border 

Function of 
border 

Relationship between 
objects 

Instability of  
objects 

Drawing 97 (0.76%) 113 (0.89%) 66 (0.52%) 14 (0.11%) 
Photography 213 (1.89%) 173 (1.54%) 145 (1.29%) 27 (0.24%) 
Hands-on 268 (0.92%) 225 (0.77%) 208 (0.71%) 65 (0.22%) 
 

Table 5: Frequency of occurrence in all interviews (top 30 terms), excluding common words  
 

Rank Term 

Number 
of docu-
ments / 
108 

Frequency Rank Term 

Number 
of docu-
ments / 
108 

Frequency 

1 consciousness 58 1244 16 real/fact 18 213 
2 man 45 413 17 spirit/mind 17 232 
3 feeling 41 348 18 real 17 156 
4 self 40 322 19 shadow 16 147 
5 image 37 641 20 relation 16 370 
6 form 34 291 21 head 16 227 
7 Duchamp 32 349 22 The Large Glass 15 162 
8 representation 27 511 23 stairs 14 130 
9 meaning 25 590 24 completion/finish 14 246 
10 edge 25 246 25 plain 14 128 
11 condition 21 233 26 back 13 180 
12 inside 21 220 27 light 13 166 
13 front 20 190 28 dimension 13 151 
14 wall 20 197 29 color 13 164 
15 White Noise 18 153 30 first 12 142 

 

2335



that "White Noise" (24th, 24th, 24th) appears co-occurring 
with "meaning" (3rd, 3rd, 3rd), "image", and "representation" 
(4th, 4th, 4th). In the Drawing phase, the upper level of 
vocabulary shows that "consciousness" (1st, 13th, 1st), 
"Duchamp", "image", "representation" (4th, 1st, 4th) and "art" 
(5th, 2nd, 5th) are central concepts. Similarly, in the 
Photography phase, "consciousness" (1st, 1st, 1st), "relation", 
"meaning", "image", and "representation" (6th, 6th, 6th) 
appear in the upper level. "Consciousness" (1st, 1st, 1st), 
"image", "meaning", "representation" (4th, 4th, 4th), and 
"self" (7th, 7th, 7th) are the central concepts in the Hands-on 
phase. Among these items of vocabulary, "consciousness", 
"image", and "representation" are common throughout the 
phases in descending order of value of network centrality. 
However, with the higher-order terms, different items of 
vocabulary are central to the network in each phase. These 
are "Duchamp" and "The Large Glass" in the Drawing 
phase, "relation", "photograph" (5th, 5th, 5th) and "shadow" 
(8th, 8th, 8th) in the Photography phase, and  "feeling" (6th, 6th, 
6th) and "condition" (8th, 8th, 8th) in the Hands-on phase. 
These results show that the artist started to explore his new 
art concept from the external objects "Duchamp" and "The 
Large Glass", associating these with "art" and "image" in the 
Drawing phase. The subsequent Photography phase suggests 
that the artist connected "meaning" and "relation" to 
"shadow", which is one of the subordinate concepts of 
"White Noise", using "photograph". In the Hands-on phase, 
the results show that the artist worked on the internal 
representation through terms such as "image" and "feeling", 
while being objectively aware of his own cognitive state, 
taking into account the influence of the environment. 

Thus, by means of visualizing the network of co-
occurrence analysis, it is clarified that the feature words 
"The Large Glass" functioned in the first phase as the 
medium for dividing the structure of the concept into two 
parts. In the second phase, these two parts of the structure 
became integrated into one. In the last phase, the structure 
of the concept was elaborated on with the revived feature 
words, "White Noise" and "Duchamp". 

4. General discussion 
In this study, we have applied quantitative analysis to 
interview data on the formation of an art concept. The 
visualization of our analysis suggests that the process of 
formation of the art concept was influenced by feedback 
from the externalization of his ideas and by actual making 
of his artworks. The network centrality analysis suggests 
that the central words of the network changed as the artistic 
activity progressed and the relationship between keywords 
in the concepts gradually changed. These results suggest 
that quantitative analyses are useful methods for 
understanding the formation process of art concepts. We 
also conducted egocentric network analysis of the art 
concept White Noise with each set of interview data, 
focusing on the detailed changes of meaning involved in the 
art concept. However, this will have to be presented in a 

future publication due to the limitations of space in the 
current work. 

Previous studies of artistic creation have suggested that art 
concept formation is influenced by drawing and by using 
external information to develop artistic ideas (Mace & Ward, 
2002). The major contribution of our study is to 
quantitatively demonstrate that such processes are involved 
in the formation of an art concept. Because our continuous 
ten-months interviews with an artist provide a very rich data 
set, quantitative analysis was a useful measure for an 
objective and comprehensive understanding of the process 
of artistic creation.  

The findings of this study have a certain consistency with 
the results of the studies in the domain of art, as mentioned 
above, and also in the domain of engineering and design. 
Examples of this are the analysis of the protocols and 
sketches produced by architects focusing on the role of the 
externalization of ideas (Suwa & Tversky, 1997), and the 
study of the design process on a design course, presenting 
the co-evolution of design problems and solutions, and the 
use of analogy (Helms & Goel, 2012). To generalize our 
findings, further studies of multiple cases and/or different 
domains will be needed. 

Acknowledgments 
This study was supported by Ishibashi Foundation. We 
thank Takeshi Shinohara for his cooperation. 

References 
Basov, N., & Nenko, A. (2013). Artistic Community 

Knowledge Structure Revealed: A Semantic Network 
Analysis of ‘La Escocesa’, Barcelona. Centre for German 
and European Studies, 3-32. 

Den, Y., Ogiso, T., Ogura, H., Yamada, A., Minematsu, N., 
Uchimoto, K., & Koiso, H. (2007). The Development of 
an Electronic Dictionary for Morphological Analysis and 
its Application to Japanese Corpus Linguistics. (In 
Japanese) Japanese Linguistics,  22, 101-123. 

Feldman, R., & Sanger, J. (2007). The Text Mining 
Handbook: Advanced Approaches in Analyzing 
Unstructured Data. Cambridge: Cambridge University 
Press.  

Godfrey, T. (1998). Conceptual Art (Art and Ideas). 
London: Phaidon Press. 

Hearst, M. A. (1999). Untangling Text Data Mining. The 
37th Annual Meeting of The Association for 
Computational Linguistics, University of Maryland, June, 
20-26, 1999, 3-10. 

Helms, M., & Goel, A. (2012) Analogical Problem 
Evolution in Biologically Inspired Design. Fifth 
International Conference on Design Computing and 
Cognition, College Station, Texas, U.S.A. 

Kawase, A., Murai, H., & Tokosumi, A. (2009). Conceptual 
Transitions in Papers of Music Criticism Extracting 
Musical Concepts based on Network Centrality. Journal 
of Japanese Society of Information and Knowledge, 19, 
138-143. 

2336



relation

representation

representation

representation

human

story
drawing box spirit

art

concept

Duchamp

head visual
art

self
light

real
inside

inside

inside

color

image
wind day

spot

The Large
 Glass 

relation

man

meaning

form

after all

reason

times

since

fact

feeling

existence
impression

work

wall
time

rotation

edge
first

next

front

back

condition

up

work

light

wind

drawing

tree

edge

color

fact

form
existence

shadowphotograph time

spot

back
over 
therewall

meaning

feeling 

image

man

self

human natureplanespirit

sense

head
part

way

awareness
3-dimensional

element

meaning

man

condition
fact

relation
line

wind

spirit self

stairs

Duchamp

edge

front

next

form

time

White
Noise

existence head

image

dimension

spot

worldchange

way

back

feeling

wallall

real

laddercomplession

B  Photography  Phase   C  Hands-on  Phase  

A    Drawing  Phase
Fearture  words  “Duchamp”  “The  Large  Glass””White  Noise”

White  Noise  subordinate  concept    

Motif  of  artworks

  
 

Kudo, Y. (2012). MeCab: Yet Another Part-of-Speech and 
Morphological Analyzer, https://code.google.com/ 
(accessed 2015-01-22) 

Mace, M. A., & Ward, T. (2002). Modeling the Creative 
Process: A grounded theory analysis of creativity in the 
domain of art making. Creativity Research Journal, 14, 
179-192. 

Okada, T., Yokochi, S., Ishibashi, K., & Ueda, K. (2009). 
Analogical modification in the creation of contemporary 
art. Cognitive Systems Research, 10, 189-203. 

Simonton, D. K. (2010). Creativity in Highly Eminent 
Individuals. In J.C. Kaufman, R.J. Sternberg (Ed.), The 
Cambridge Handbook of Creativity. Cambridge: 
Cambridge University Press. 

Stokes, P. D. (2005). Creativity from Constraints: The 
Psychology of Breakthrough. New York: Springer 
Publishing Company. 

Suwa, M., & Tversky, B. (1997). What do architects and 
students perceive in their design sketches? A protocol  

analysis. Design Studies, 18, 385-403. 
Takagi, K., Okada, T., & Yokochi, S. (2013). Formation of 

an art concept: How is visual information from 
photography utilized by the artist in concept formation? 
Cognitive Studies, 20 (1), 59-78. 

Weisberg, R. W. (1986). Creativity: Genius and other myths, 
Oxford: Freeman. 

Weisberg, R. W. (2006). Creativity: Understanding 
Innovation in Problem Solving, Science, Invention, and 
the Arts.  New Jersey: Wiley. 

Yokochi, S., & Okada, T. (2005). Creative Cognitive 
Process of Art Making: A Field Study of a Traditional  
Chinese Ink Painter. Creativity Research Journal, 17, 
 241–255. 

 
 
 
 
 

 
 
 
 

Figure 1: Network of co-occurrence in each phase (excerpts from top 30 terms) 

2337



Memory Processes of Sequential Action Selection

Franklin P. Tamborello, II (franklin.tamborello.ctr@nrl.navy.mil)
National Research Council Postdoctoral Research Associate

Washington, DC, USA

J. Gregory Trafton (greg.trafton@nrl.navy.mil)
U. S. Naval Research Laboratory, 4555 Overlook Ave SW

Washington, DC 20032 USA

Erik M. Altmann (ema@msu.edu)
Michigan State University, 316 Physics Rd, Rm 298A

East Lansing, MI 48824 USA

Abstract
We have devised a unified framework with which we 
can make predictions about several types of human 
error—omissions, perseverations, and PCE—across 
multiple tasks with data collected from multiple labs. 
Previously we have demonstrated this model for PCE 
from two tasks (Tamborello & Trafton, 2013). Now we 
demonstrate it for omissions and perseverations in 
Altmann, Trafton and Hambrick’s (Altmann, Trafton, & 
Hambrick, 2014) UNRAVEL task.
Keywords: memory; architecture; cognitive model; 
action selection; error

Introduction
Error is a common occurrence in everyday and in working 
life. Studying human error is important not only for what it 
reveals about the normal operation of cognitive mechanisms 
but also because with increasing capability and complexity 
of our technological systems (e.g., transportation, power 
generation) the amount of damage that can result from error 
is magnified. But studying human error is difficult because 
of the variability of error behavior. Furthermore, error often 
arises from the dynamic interactions of several cognitive 
processes that normally perform very reliably.

We have devised a unified framework which explains 
multiple types of human error—omissions, perseverations, 
and postcompletion error (PCE)—across multiple tasks with 
data collected from multiple labs. A unified framework is 
important because one cognitive system, i.e. the human 
mind,  produces all error types. Obtaining the correct 
explanation for one error type then acts as a constraint for 
explaining other error types. Furthermore, if we are to 
predict error in complex task environments then multiple 
error types must fall naturally out of the theory. This model 
mainly draws upon two previous works, the working 
memory hypothesis of Byrne and Bovair (Byrne & Bovair, 
1997) and Memory for Goals (Altmann & Trafton, 2002). 

Our model predicts error to occur as a combination of a 
limited-capacity to spread activation from working memory 
to long term memory as well as goal decay. Previously we 
have demonstrated this model for PCE from two tasks 
(Tamborello & Trafton, 2013). Now we demonstrate it for 

omissions and perseverations in Altmann, Trafton, and 
Hambrick’s (2014, 2015) UNRAVEL task.

The UNRAVEL task is a sequential memory task in which 
subjects perform a two-choice decision regarding features of 
a simple alphanumeric display.  UNRAVEL is an acronym 
for the stimuli features subjects must respond to, such as 
that one item is Underlined or italicized, the letter is Near to 
or far from the beginning of the alphabet, etc. It is in several 
ways an ideal tool for studying sequential behavior because:

• Subjects must adhere to the prescribed sequence,
• Each decision has only two options,
• Each of the fourteen potential responses is indicated by a 

unique letter of the alphabet so that intended but incorrect 
actions are easily inferred,

• The interface provides no cues that may aid subjects’ 
recall of their current position within that sequence,

• It is well-suited to frequent interruptions.

Interruptions
The context we focus on is post-interruption resumption 

of a task. With the rapid rise of communication technologies 
that keep people accessible at all times, issues of 
interruptions and multitasking have become mainstream 
concerns.  For example,  Time magazine (Wallis, 2006) and 
the New York Times (Thompson, 2005) both reported 
stories about interruptions and multitasking and how they 
affect performance.  The information technology research 
firm Basex issued a report on the economic impact of 
interruptions, which they estimated to be around $588 
billion a year (Spira, 2005). Given the prevalence of 
interruptions, building systems that can help remind an 
individual what they were doing or where they were in a 
task can have a large impact on productivity. 

Being interrupted also greatly increases the number of 
errors (Trafton, Altmann, & Ratwani, 2011). People will 
frequently repeat a step that has already been performed or 
skip a step that needs to be performed after an interruption. 
Sometimes these errors are irritating (e.g., ruining a meal by 
leaving out a crucial ingredient), but sometimes they can 
have disastrous consequences (e.g., taking medicine twice or 
not configuring the flaps for airplane takeoff).
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Theories of Action Selection and Error
Working Memory Capacity Patterns of error types 

constrain explanations of memory processes involved in 
action selection, and a few computational theories of 
memory have attempted to explain specific error types. 
Byrne and Bovair (Byrne & Bovair, 1997) explained 
postcompletion error as a function of limited-capacity 
working memory. They addressed high and low working 
memory demand as well as individuals’  high and low 
working memory capacities.  Their model assumed a 
hierarchical goal representational structure. This was based 
on a GOMS (Card, Moran,  & Newell, 1983) analysis of an 
experiment task also reported in their study. Their CAPS 
model (Just & Carpenter, 1992) propagated activation 
necessary for retrieval of step representations downward 
from the task supergoal to subgoals to individual steps. 
Subgoals had to have their activations maintained above a 
certain threshold in order for them to remain accessible. 
Crucially,  the main goal of the procedure would be satisfied 
before it was time to perform the postcompletion step. The 
presence of other information to maintain in an active state, 
in this case a three-back memory task, taxed the system to 
capacity such that it failed to maintain the postcompletion 
subgoal above threshold.

Memory for Goals Another account of systematic error, 
Memory for Goals (Altmann & Trafton, 2002),  posits that 
we encode episodic traces of our goals as we complete 
tasks. Each goal is encapsulated in an episodic memory, 
which sparsely represents a behavioral context at the time of 
its encoding. The strength of these memories decay over 
time such that it may be difficult to remember the correct 
point at which we resume a task after an interruption. 
Memory for Goals provides a process-level theory for why 
certain types of errors are made during a well-learned task 
as a consequence of retrospective, episodic memory 
(Altmann & Trafton, 2007; Ratwani & Trafton, 2010; 
Trafton, Altmann, & Ratwani, 2009). Memory for Goals 
implies that people are able to retrieve suspended goals 
successfully if and only if there are cues that prime them 
(Altmann & Trafton, 2002). 

The Remember-Advance Model Altmann et al. 
developed a formal model of the UNRAVEL task describing 
it as a two-phase retrieval process. The model carried over 
no task context from step to step in any sort of buffers or 
working memory. Instead, at the beginning of each step it 
retrieved an episodic encoding of the last action it 
performed. It then used that memory as the cue for an 
associative retrieval from long-term memory of the action to 
perform for the current step of the task. Perseverations 
occurred due to interference in the retrieval of the episodic 
codes during the first retrieval phase. Omissions were a 
consequence of associative interference during the 
prospective phase of retrieval.

ACT-R Process Model We developed our computational 
process model using the ACT-R 6 cognitive architecture 
(Anderson, 2007; Anderson et al.,  2004). ACT-R is a hybrid 
symbolic and subsymbolic computational cognitive 
architecture that takes as inputs knowledge (both procedural 
and declarative about how to do the task of interest) and a 
simulated environment in which to run. It posits several 

modules, each of which perform some aspect of cognition 
(e.g., long-term declarative memory, vision). Each module 
has a buffer into which it can place a symbolic 
representation that is made available to the other modules. 
ACT-R contains a variety of computational mechanisms and 
the ultimate output of the model is a time stamped series of 
behaviors including individual attention shifts, speech 
output, button presses, and the like. It can operate 
stochastically and so models may be non-deterministic. 

Like the Remember-Advance Model, ours uses a two-
phase retrieval process. Unlike the Remember-Advance 
Model, it only uses the retrospective phase for resumption of 
an interrupted task. Prospective retrieval is accomplished by 
storing a task state representation as the contents of a set of 
buffers as a working memory capacity. Associative 
activation spreading from those buffers to long-term 
declarative memory retrieves the next step in the sequence.

One of the benefits of embodying a theory in a 
computational architecture,  such as ACT-R, is that it allows 
researchers to develop and test concrete,  quantitative 
hypotheses and it forces the theorist to make virtually all 
assumptions explicit.  To the extent that the model is able to 
simulate human-like performance the model provides a 
sufficiency proof of the theory. Furthermore, the constraints 
on model development imposed by the cognitive 
architecture are critical for building a cumulative science, an 
enterprise not traditionally one of cognitive science’s strong 
suits (Anderson, 2002; Newell, 1973).

The UNRAVEL Task

Method
Participants Three hundred Michigan State University 
undergraduates participated for credit toward course 
requirements or payment of $10. Participants were randomly 
assigned to one of three interruption duration conditions.
Design and Materials Figure 1 illustrates two example 
stimuli from the UNRAVEL task. Stimuli always consisted 
of one letter and one numeral, always with one inside a box 
in the center of the display and the other either above or 
below, one item was always either italicized or underlined, 
and one item in red or yellow. Aside from those constraints, 
items were presented in random order.
Procedure The experiment presented a display such as in 
Figure 1. Subjects were to remember which step of the 
UNRAVEL sequence they were currently on and to respond 
to the stimulus appropriately.  As soon as subjects pressed a 
key indicating one of the fourteen potential responses, the 
experiment advanced to the next trial.

The experiment did not indicate to subjects when they 
erred.  Sequence errors were coded with respect to the 
previous step. For example, if steps U, R, and A were 
performed in succession, R would be a +1 sequence error, 
because N was skipped,  but A would be correct, because A 
follows R in the UNRAVEL sequence.

Participants worked in one of three between-subjects 
conditions according to duration of the interruption: one, 
two, or three consecutive interruption task trials. On 
average, the interruptions lasted 13, 22, or 32 seconds, 
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respectively, depending upon how quickly subjects 
completed the interrupting transcription typing task.

The experiment entailed 4 trial blocks with 10 
interruptions each, averaging 6 trials between each 
interruption. Results appear together with the model results.

Model
The model works by incorporating and coordinating two 
distinct systems underlying prospective and retrospective 
memory. Those systems are associative spreading activation 
(Anderson et al., 2004) and functional decay (Altmann, 
2002), respectively.

Correct Behavior
A task like UNRAVEL requires prospective memory to 

remember what comes next and retrospective memory to 
remember what was done last. Our model uses these two 
memory processes during the two phases of the UNRAVEL 
task, selecting the next step and remembering where it left 
off (Figure 2).  Both processes are activation-based, though 
they differ in how they use memory activation.

Selecting the next step Most trials function using 
prospective memory to remember what step comes next. We 
assume that action selection is a prospective memory task. 
We use ACT-R’s spreading activation mechanism to 
implement prospective memory. Furthermore,  activation 
propagates from active buffer contents to long-term memory 
according to what we assume to be learned association from 
each context to its subsequent action (Botvinick & Plaut, 
2004). During selection, the current step serves as a context 
which cues subsequent steps.

Resuming post-interruption With a task like 
UNRAVEL, wherein participants must resume after having 
been interrupted, it is necessary to remember the last action 
performed and then to use that memory to continue task 
execution. Resumption trials, that is,  those trials 
immediately following an interruption,  require the 
retrospective retrieval of the last step of the UNRAVEL 
sequence that was performed. Of course, subjects in the 
UNRAVEL task are instructed to expect interruptions 
frequently.

Our model constructs a sort of breadcrumb trail as it 
executes the UNRAVEL task. Upon completion of each 
step, the model creates a memory uniquely encoding that 
one instance of the trial event. Using ACT-R’s concept of 

base level activation, that memory has high activation at the 
time that it is encoded. As time passes, that memory’s 
strength decays and this decay serves a function. This allows 
old episodic memories to decay to unretrievability so that 
they do not interfere with the retrieval of new memories. As 
the model continues task execution and time passes, newer 
episodic memories are encoded. Newer memories with 
strong activations keep getting stored in memory while old 
memories’ activation strengths decay gradually until those 
memories can no longer be reliably retrieved. But decay 
occurs gradually so that relatively recent episodes still have 
some small chance of interfering with the most recently 
encoded episode.

When the model is interrupted, it immediately tries to 
remember the last UNRAVEL step it executed, which is 
encoded in one of these episodes. The model tries to retrieve 
one of these breadcrumb memories. Retrieval provides a 
renewal of activation to the retrieved memory, effectively 
resetting its decay process. Because the model has limited 
capacity within its buffers, it must dedicate those buffers to 
the interrupting task. However, it can to some extent 
interleave operations for two separate tasks, in this case the 
interrupting task and rehearsal (Salvucci & Taatgen,  2008). 
Throughout the interruption, the model performs this 
threading of rehearsal with the interrupting task as an 
explicit rehearsal strategy. The model diverts just sufficient 
cognitive resources from the interrupting task to keep the 
episodic memory of the primary task active enough to 
provide a good chance of its retrieval at resumption.

The model uses rehearsal as a means to preserve reference 
to a particular piece of information across time. Each time it 
retrieves a memory, that memory’s activation is 
strengthened (Altmann & Trafton,  2002; Anderson, 2007; 
Anderson et al., 2004). Meanwhile, other memories not used 
during rehearsal decay. This decay serves a function, which 
is to limit retrospective interference caused by other 
memories.

By threading rehearsal (Salvucci & Taatgen, 2008), the 
model can maintain easy access to a memory despite its 
need to apply the limited resources of its buffers to the 
interruption task. When the interrupting task ends,  the model 
no longer requires its limited buffer resources be dedicated 
to that task, and so it can again put them to use on the main 
UNRAVEL task. To resume the UNRAVEL task, the model 
again retrieves its episodic memory. Having done so, it uses 
the reference to a step of UNRAVEL contained within the 
episodic memory—the last UNRAVEL step performed—to 
start the next cycle of that task’s execution. 

Error Behavior
Errors arise out of the interaction of transient activation 

noise—an architectural feature of ACT-R—with the 
processes of normal task execution. Each of the two 
processes functions differently, and so the effects of their 
combinations with retrieval activation noise produces the 
two different sequence error types, omissions and 
perseverations.

Omission  We assume that association is somewhat 
imprecise in that there is not a clean one-to-one mapping of 
cue to target. Instead, some association “bleeds” over from 
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Figure 1:  (a) Two sample stimuli for the UNRAVEL task (the 9 is red and the X is yellow).   

(b) Response mappings for the UNRAVEL task, and responses for the two sample stimuli in (a).  

(c) Sample stimulus for the interrupting task, after four letters have been typed.  

Stimulus 1  Stimulus 2  

(a) Sample stimuli for UNRAVEL task: 

(b) Choice rules and candidate responses for UNRAVEL task, and responses to the stimuli in (a): 

(c) Sample stimulus for interrupting task: 
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Figure 1. Left: The underlined numeral “9” is displayed in 
red in this example experiment display. Right: The italicized 
letter “X,” is yellow in this example.
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the target to a handful of subsequent items, with each 
subsequent item receiving less association than the one 
coming before it in sequence. The model may omit a step 
when transient noise is such that it simultaneously 
suppresses activation of the correct next step and enhances 
activation of one of these subsequent items.

Furthermore, we assume that the model retains some 
representation of its task context in active buffers during its 
task execution. We assume, as Altmann and Trafton (2007) 
have shown that people must rebuild such representations 
gradually at resumption. For the model this means that it has 
less retrieval activation available to spread for its first 
prospective retrieval attempt after the interruption. With the 
relative amount of activation provided by noise larger in this 
case, the model is more likely than normally to retrieve the 
representation for an action that should come one or two 
more steps in the future.

Perseveration The most recently performed step has the 
highest base level activation because it was referenced most 
recently.  However, the next most recently referenced step 
still has a high, albeit less so, base level activation level. 
Noise can temporarily make the next-most-recently 
performed step more active than the most recently 
performed step. Typically this happens at interruption onset, 
when the model begins its rehearsal. It then rehearses an 
incorrect, but near action (i.e. from one or two steps back).

Model Results
We used our model to simulate data from 1,000 subjects. 
This large number of model runs allowed effects to 
converge on the model’s true predictions. The model’s 
means closely matched those of the participants, R2 = .87, 
F(1, 34) = 227, p < .001. Figure 3 plots the model’s means 
against the participants’  means and 95% confidence 
intervals.

Discussion
The combination of single-phase associative prospective 
retrieval for normal task execution and dual-phase 
functional decay retrospective retrieval with the prospective 
retrieval explained the pattern of omissions and 
perseverations quite nicely. Furthermore, because this is the 
same model we used to explain PCE in Byrne and Bovair’s 
working memory capacity task and Ratwani et al.’s 
interruption task, it means that PCE is functionally identical 
to the omissions in this task with the exception that those 
steps happen to be functionally isolated within their tasks.

Normal Task Execution
Perseverations Subjects appear not to have perseverated 
reliably during normal task execution. This is consistent 
with the process model’s single-phase  prospective retrieval 
mechanism for action selection.

Omissions UNRAVEL subjects exhibited at 1% rate of 
omission errors, even when the experiment did not interrupt 
them. Our process model explains this effect as a product of 
a relatively high ratio of associative spreading activation to 
retrieval noise during normal task execution. In this 
condition, the model operates with a representation of the 
current task context in two of its active buffers.  These 
representations serve as the cues to prime associative 
retrieval. Two buffers supply more retrieval activation to the 
memory most associated to the current context than does 
one buffer alone.

Interruption and Resumption
Perseverations The model uses decay to mitigate 
retrospective interference. However, decay takes time, and 
so the most recent one or two episodic codes may, with 
transient noise, have enough activation to interfere with the 
memory of the current task context. For this reason, the 
error-triggering interference tends to occur at the onset of 
rehearsal. The interruption occurs, the model retrieves an 
episodic code but because of interference that code is from 
one or two steps prior. Now that that older code has been 
strengthened by a retrieval instance it is the most active 
episodic code and so it is retrieved in each subsequent 
rehearsal cycle and at resumption.

Omissions For the process model, we assume that gradual 
rebuilding of task context representation (Altmann & 
Trafton, 2007) means that during resumption the model 
operates with less associative activation to spread than 
during normal task execution. The process model does this 
at resumption by copying the contents of the retrieved 
episode to only one of its active buffers. Then the model 
attempts prospective retrieval of the next step. However, 

Figure 2. Associative spreading activation is the prospective 
memory process underlying selection of correct actions. 
When transient activation noise,  a fundamental property of 
human memory, spikes during prospective retrieval it can 
lead to an omission. Likewise, the model implemented 
retrospective memory by an explicit rehearsal strategy that it 
threaded with the interrupting task. Spikes in transient 
activation noise during retrospective retrieval sometimes 
caused perseverations.
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with only one buffer providing associative activation, the 
ratio of activation spreading to long-term memory versus 
noise is lower than it is during normal task execution. This 
means that spikes in noise are more likely to make other, 
slightly less-associated memories more active than the 
memory encoding the correct next step. When the model 
retrieves one of these other memories, it then omits the next 
correct step.

Comparison with Remember-Advance 
The Remember-Advance model claims that for normal task 
execution people perform the same two-phase retrieval that 
they use for resumption. This means that for each step 
people must recall what they did last step. The implication 
here is that people do not retain a current task context 
representation in any sort of working memory-like buffer.

The process model somewhat simplifies assumptions 
underlying task execution relative to the Remember-
Advance model. The process model uses two-phase retrieval 
sparingly because, time-wise, it is expensive,  and even 
small-scale time costs matter (Gray & Boehm-Davis, 2000). 
Instead, for normal task execution it is a simpler explanation 
and provides for more efficient task execution for the model 
to retain some task context representation in an available 
working memory capacity. This arrangement is congruent 
with the body of research supporting ACT-R, including Gray 
and Boehm-Davis’ finding that milliseconds matter.

Explicit Rehearsal Strategies
But it incurs this expense because of a necessity brought 
about by two factors: 1) it must persist state information 

over a longer duration than what decay would allow, and 2) 
it does not have the working memory capacity to retain this 
information and accomplish its interrupting task. One 
solution is to at interruption onset pack away task state 
information into a form that can be retrieved later (an 
episodic memory), use just a little bit of cognitive resources 
to rehearse throughout the interruption, and at resumption 
retrieve that episode and use it to reload the task context 
information to the active buffers.

Theories like ACT-R and Threaded Cognition are useful 
tools for exploring topics such as rehearsal in a busy task 
environment.  With those two theories, we were able to 
constrain the space of possible rehearsal strategies to the one 
used by the model: immediate retrieval followed by 
subsequent retrievals at .52 second intervals. 

Interruption duration impacts resumption performance 
because with every rehearsal iteration,  there is a chance that 
an incorrect episodic memory could be retrieved. By ACT-
R’s base-level learning mechanism, every time a memory is 
retrieved,  its activation is strengthened. Typically this 
manifested in the model’s behavior when the model would, 
at rehearsal onset,  retrieve by mistake an episodic memory 
from one or two trials ago rather than from the just-
completed trial. Although this would often lead to the model 
rehearsing the wrong memory from the outset, a mistaken 
rehearsal later on could also lead to error.
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Abstract 

In a typical brainstorming method, criticism must be withheld 
for creative ideation. We envisage a web-based system that is 
designed to avoid possible negative influences of, and make 
good use of, critical thinking to generate creative ideas. To 
investigate its plausibility, we developed a system in which 
people participate collectively in a sequence of processes 
including generating, criticizing, modifying, and evaluating 
creative ideas. Here we report the results from conducting an 
experiment with 238 participants to compare the critical 
thinking (CT) design with a criticizing phase against the 
brainstorming (BS) design without it. The main finding was 
that the CT design resulted in the generation of higher quality 
ideas than the BS design without sacrificing fluency with 
respect to response time and the number of characters. 

Keywords: critical thinking; creativity; idea generation; 
computer-mediated communication (CMC). 

Introduction 
Creative thinking has been sometimes contrasted to 

critical thinking. The former is expansive, innovative, and 
unconstrained, while the latter is focused, logical, and 
constrained.  

Osborn (1953), who proposed the famous rules of 
brainstorming to generate creative ideas, included the rule to 
prohibit making critical comments during a brainstorming 
session. As for the reason why he adopted this rule, he 
mentions, “if you try to criticize and create at the same time, 
you can’t turn on either cold enough criticism or hot enough 
ideas.” That is, the two processes interfere with each other. 

On the other hand, some approaches to creativity consider 
critical thinking as playing an important role in creativity 
(De Bono, 1985; Runco & Chand, 1995; Treffinger, 1995). 
For example, De Bono (1985)’s Six Thinking Hat includes 
both Green Hat for creative thinking and Black Hat for 
critical thinking. Similarly, Isaksen, Dorval, & Treffinger 
(2011) emphasize the use of both creative and critical 
thinking to solve a problem.  

These previous studies imply both negative and positive 
influences of critical thinking on creativity. On the one hand, 

critical thinking can negatively influence performance 
because it interferes with creative thinking and it facilitates 
negative evaluation, which can cause productivity loss 
(Diehl & Stroebe, 1987). On the other hand, critical thinking 
can positively influence output because it involves analysis 
and evaluation processes. However, little is known about 
how to make good use of critical thinking while avoiding its 
negative influences.  

The work reported in the current paper examined how 
critical thinking influences creative ideation in an 
environment designed to curb its negative influences. To 
avoid the negative influences of and capitalize on critical 
thinking, we developed a web-based system for creative 
ideation with two main features:  crowdsourcing and 
anonymity.  

Crowdsourcing is a coined word, which combines “crowd” 
and “outsourcing” (Howe, 2006). It is a mechanism where a 
large number of people collectively collaborate through 
information communication technologies. Since 
crowdsourcing makes people take a small part of task to 
accomplish a large task collectively, each individual does 
not have to think both creatively and critically. Thus, the 
interference problem, which Osborn worried about, would 
not occur. In a crowdsourcing environment, some people 
carry out critical thinking, while other people carry out 
creative thinking. In this way, we can avoid the negative 
influence he suggested.  

In addition, crowdsourcing is expected to increase the 
chance to have diverse participants. Diversity is an 
important factor for creative ideation (Fleming, 2004; 
Nijstad, Stroebe, & Lodewijkx, 2002). Crowdsourcing has 
been applied as a tool to collect creative ideas (Kittur et al., 
2013; Sakamoto & Bao, 2011). 

The other feature we adopted is anonymity. In a typical 
brainstorming procedure, participants are instructed not to 
hesitate to generate unusual ideas and any ideas are 
welcomed (Osborn, 1953). However, past studies showed 
that some participants experienced the fear of negative 
evaluation from other group members (Camacho & Paulus, 
1995; Collaros & Anderson, 1969; Shepperd, 1993). This is 
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called evaluation apprehension. For example, Collaros & 
Anderson (1969) demonstrated that perceived expertise of 
other members discouraged participants from generating 
ideas.  

One solution to mitigate the negative effect of evaluation 
apprehension is to adopt anonymity. An anonymous 
environment can reduce the threat of being negatively 
evaluated by others (Michinov & Primois, 2005) and lead to 
a greater ease in sharing one’s opinion and critical feedback, 
relative to an non-anonymous environment (Jessup, 
Connolly, & Galegher, 1990). 

Considering crowdsourcing and anonymity, we conducted 
a pilot experiment in a laboratory using an offline computer 
and some designed excel spreadsheets as a substitute tool of 
a system (Tanaka, Sakamoto, & Kusumi, 2011). The results 
showed that the design in which critical thinking and 
creative thinking were carried out collectively with 
anonymity had a potential for creative ideation.  

However, this study was conducted in a laboratory setting 
with a limited sample of students from a university. The 
task assignment process was not automated by computers 
but instead was manual by the experimenter, inconsistently 
with the spirit of crowdsourcing. In addition, there was a 
problem with the reliability of the evaluation method that 
required participants to evaluate a large number of ideas, 
which also went against the norm of crowdsourcing.  

To overcome these problems, we developed a web-based 
system, in which people generated creative ideas and 
criticized them collectively with anonymity. We also 
changed the load of the evaluation task to be smaller than in 
the pilot study, keeping in line with typical crowdsourcing. 
We also measured the response time each participant spent 
on producing an output as an indication of the fluency of 
creative ideation.  

In the current study, we used this system to examine how 
critical thinking might influence creative ideation. The 
hypothesis of this study is that critical thinking does not 
give negative effects on creative ideation in an environment 
that adopts crowdsourcing and anonymity. We measure the 
effects of critical thinking in terms of the fluency of creative 
ideation, defined by response time and the number of 
characters, and the quality of idea, defined by novelty and 
practicality. 

Method 

Participants 
In total, 238 people (141 men, 97 women) participated in 
this experiment through the Internet from different locations 
across Japan, with the mean age of 23.7 (SD = 6.94). Each 
participant received a gift card in the amount of 500 
Japanese yen (about five USD).  

System design 
Based on the design of the pilot study that was conducted in 
a laboratory (Tanaka et al., 2011), we developed a web-
based system called CONSIDER: Crowdsourced ONline 

System for IDEa Radiation. It consists of four different 
subtasks; idea generation, critical thinking, idea 
improvement, and idea evaluation. Through all the phases, 
the system considers creative solutions for an ill-defined 
social problem. As an example, in this experiment, the 
following social problem was considered: “There is diverse 
information on the Internet, including wrong information, 
deceptive information, and information that has no evidence. 
What can we do to avoid or reduce the negative influences 
of misinformation on Internet users?” 

All participants tried to complete their own task referring 
to this social problem. This problem was always shown in 
text on computer screen. Each participant was assigned to 
one of the following crowds (phases). 
Crowd 1 (Idea generation) 
Crowd 1 took part in a phase to collect original seed ideas. 
For each idea, a participant filled in the following three 
blanks; “One way to avoid or reduce the negative influences 
of misinformation on Internet users is to [blank 1]. An 
example is to [blank 2]. The advantage of this is that [blank 
3]”. Each participant was asked to generate three different 
ideas. In total, 21 people participated in Crowd 1, resulting 
in 63 seed ideas. 
Crowd 2 (Critical thinking) 
Crowd 2 participated in a phase to point out problem of idea 
logically. Each participant was shown three different ideas 
generated in Crowd 1, one by one, and asked to criticize 
each idea by filling the following blank; “The problem of 
this idea is that [blank]. Therefore, it is difficult to avoid or 
reduce the negative influences of misinformation”. It was 
important for this structure to emphasize, first, that 
participants were not urged to criticize the person who 
generated this idea, but to point out problem of the idea 
itself. Second, participants were supposed to do so logically 
because the blank was followed by “therefore”. This 
structure was designed with the aim that participants refrain 
from unessential criticisms such as nitpicking.  
Crowd 3 (Idea improvement) 
Crowd 3 completed a phase to modify and improve the 
original seed ideas of Crowd 1 with the help of critical 
thinking of Crowd 2. In this phase, each seed idea was 
paired with its corresponding criticism. Three pairs of these 
two ideas were shown, one at a time, to participants in this 
phase. Each participant was asked to generate a new idea 
from each pair by filling the identical blanks to those of 
Crowd 1 and to repeat the same procedure three times with 
three different pairs.  
Crowd 4 (Idea evaluation) 
One of the main differences of this system from the design 
in the previous laboratory study (Tanaka et al., 2011) is the 
evaluation phase. The previous study asked participants to 
evaluate 179 ideas. This design likely made participants 
tired, and, consequently, made the evaluation less reliable. 
In the new system, as people take part in this phase through 
the Internet from their convenient location at their 
convenient time, unlike in a laboratory experiment, 
participants could easily discontinue their task. With this 
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risk in mind, we reduced the number of ideas to give each 
participant from 179 in the previous study to 15. 

Fifteen ideas were randomly selected from all the ideas 
generated in Crowd 3, and shown to each participant one by 
one. Each idea was evaluated in terms of novelty and 
practicality by using 7-point scales ranging from 1 (Not at 
all) to 7 (Highly). Novelty and practicality are common 
measures for evaluating creativity (Gallupe & Dennis, 1992; 
Sternberg, 2006; Thagard & Stewart, 2011; Ward, 2004).  

To avoid the effect of individual differences in evaluation 
tendency, and to make the evaluation values given by 
different participants comparable, we used the following 
idea as a reference for the evaluation: “Educate students so 
that they develop an awareness that wrong information, 
deceptive information, and information that does not based 
on the fact exist on the Internet, the ability to check the truth 
of such information, and the skill to judge and criticize 
whether the information is useful for solving the problem at 
hand.” Participants were instructed to evaluate each idea 
supposing that this reference idea was moderately novel and 
practical: the ratings of 4 for both novelty and practicality.  

System requirements 
The system was written in PHP and required every 

participant to join through the Internet, ideally from a laptop 
or a desktop computer instead of a mobile phone. The 
system has been tested in Internet Explorer 10, FireFox, and 
Chrome on Windows and Mac OS. 

Experiment 
To examine the effect of the system design that included the 

critical thinking crowd for creative ideation (CT design), we 
included a control design into the experiment. The control 
design did not include the critical thinking crowds in Crowd 
2. Instead, the task of Crowd 2 was replaced by idea 
generation task, which was identical to Crowd 1. Further, 
the task of Crowd 3 was to combine two randomly selected 
ideas from Crowd 1 and 2. Since this task followed the 
procedure of brainstorming, which recommends combining 
several ideas into another idea (Osborn, 1953), we called 
this the BS design. The CT design and the BS design share 
Crowd 1 and Crowd 4. That is, both designs started from the 
same seed ideas generated in Crowd 1, and ended with 
evaluation by the same participants in Crowd 4. Figure 1 
summarizes the experimental design. In Crowd 4, all the 
ideas generated in Crowd 3 from both designs were mixed 
and randomly shown to the participants so that they 
evaluated each idea without knowing in which design the 
idea was generated.  

The dependent measures were two dimensions of 
creativity: the fluency of ideation and the quality of idea. 
Fluency is the productivity with respect to ideas. It is often 
measured by counting the number of ideas in the previous 
studies (Almeida, Prieto, Ferrando, Oliveira, & Ferrándiz, 
2008). However, since the number of ideas that each 
participant was asked to generate was fixed at three, we 
used, instead, response time and the number of characters to 
measure fluency in the current study. We assumed that the 
fluency of ideation was high when an idea was generated in 
a short period of time or in a large number of characters. For 
quality, we used novelty and practicality values that were 
evaluated by Crowd 4 as mentioned previously. 

 
Figure 1. Experimental design 
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Participants were assigned to one of the four crowds in 
the order received their application, and then randomly 
assigned to one of the two designs. We instructed all 
participants to complete all the assigned tasks in 30 minutes. 
In addition, the participants whose tasks were to generate 
ideas were instructed to generate ideas that were as creative 
as possible and that creativity would be evaluated with 
respect to novelty and practicality. 

Results 
In Crowd 3, the CT design resulted in 141 ideas by 50 
participants, and the BS design resulted in 171 ideas by 59 
participants. The number of ideas differed because of the 
assignment of participants. In both designs, each participant 
was asked to generate three ideas, and, thus, the number of 
ideas does not reflect fluency.  

Considering the procedure in which participants were 
asked to generate three ideas in 30 minutes, we excluded an 
idea from analysis when its response time was over 30 
minutes. We also excluded an idea whose response time was 
less than one minute. After removal, 138 ideas in the CT 
design and 159 ideas in the BS design remained for further 
analyses.  

Fluency of ideation 
We measured the fluency of ideation in terms of response 
time and the number of characters, and examined the 
differences between the CT design and the BS design. 
Response time was calculated by taking the difference in the 
timestamps recorded by the system when participant was 
shown a task to generate an idea and he/she submitted the 
idea. In the case that a participant once submitted an idea, 
came back later, and modified the idea, we used total 
response time. 

As an overall tendency, participants spent 9.21 (SD = 
5.65) minutes to generate an idea. It was a reasonable 
duration for completing the task to generate three ideas in 
the given time limitation of 30 minutes. To examine the 
difference between the two designs, we conducted a one-
way analysis of variance (ANOVA) on response time. The 
result showed no significant difference between the two 
designs (Table 1).  

To measure fluency, we also counted the number of 
characters per idea in Japanese. The average number of 
characters per idea was 174 (SD = 80.42). The result of a 
one-way ANOVA showed no significant difference between 
the two designs (Table 1). 

Quality of idea 
To examine the difference in the quality of idea generated in 
Crowd 3 between the CT design and BS design, we 
calculated novelty and practicality for each idea based on 
the evaluation values in Crowd 4. As each idea was 
evaluated by three or four participants, we used the average 
rating as a representative value. Each idea had two quality 
scores, novelty and practicality. We used these scores as 
dependent measures to examine the difference in the quality 
of idea between the CT design and BS design. Table 1 
shows the means and standard deviations for novelty and 
practicality as well as the response time and the number of 
characters in each design. 

We conducted a one-way ANOVA on novelty and 
practicality. As for novelty, the result showed no significant 
difference between the two designs. On the other hand, a 
one-way ANOVA on practicality, F (1, 312) = 7.47, p < .01, 
η2 = .02, demonstrated statistically significant difference 
between the two groups. The practicality of ideas generated 
in the CT design (M = 4.39, SD = 0.92) was higher than that 
of the BS design (M = 4.04, SD = 1.23). 

Discussion 
The current study investigated whether or not criticism 

interferes with creative ideation. We compared two designs; 
the CT design, in which the seed ideas were criticized and 
then a separate set of participants used the criticisms to 
improve the seed ideas, allowing participants to be free from 
the risk of being directly criticized, against the BS design, 
which did not include the criticism phase. We measured the 
fluency of ideation and the quality of idea as dependent 
variables. We expected that if criticism disturbed creative 
ideation, both the fluency of ideation and the quality of 
ideas would be lower in the CT design than the BS design. 

 

 
Table 1 Means, standard deviations, and ranges for the quality of idea, response time, and the number of characters 

 
 CT design (n =138a)  BS design  (n = 159a)    

 M SD Range  M SD Range  F p 
Fluency           
- Response time (min) 8.75 5.56 1.90-27.65  9.60 5.62 1.23-28.13  1.65 .200 ** 

- Number of characters b 165.63 79.49 44-456  181.26 80.77 46-545  2.81 .095 ** 
Quality of idea           
 - Novelty 3.97 0.95 1.67-6.00  4.08 1.14 1.67-6.67  0.87 .353 ** 
 - Practicality 4.39 0.92 2.00-7.00  4.04 1.23 1.33-7.00  7.47 .007** 

Note. ** p < .01. a) n = the number of ideas generated in Crowd 3.  b) Number of characters was counted in Japanese. 
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On the other hand, if criticism did not disturb creative 
ideation, we would find no statistical differences or an 
opposite pattern of differences between the two designs. 

First, we examined the differences in the fluency of 
ideation. The results did not show any significant 
differences in neither response time nor the number of 
characters between the two designs. That is, the criticism 
phase did not make creative ideation process takes longer or 
the length of each idea shorter. Consequently, the results 
showed that criticism had no negative influence on the 
fluency of creative ideation. 

Next, we examined the differences in the quality of idea 
generated through the two designs. The result showed no 
significant difference in novelty. This result implies that 
including criticism phase into creative ideation process does 
not have a negative influence on the novelty of ideas.  

These results may seem contradictory to the Osborn’s rule 
for brainstorming that asks for participants to withhold 
criticism during sessions (Osborn, 1953). However, in the 
current system, a single individual did not criticize and 
create at the same time. These two tasks were completed by 
separate crowds. Thus, the rule for refraining from criticism 
did not apply to our system.  

Considering the number of original seed ideas, the 
novelty of ideas in the BS design should be higher because 
the ideas of crowd 3 in the BS design originated from the 
ideas generated from Crowd 1 and Crowd 2. That is, the BS 
design had about twice as many seed ideas than the CT 
design. Thus, the chance of having novel ideas should be 
higher in the BS design than the CT design. In this sense, it 
was unexpected that the CT design, with fewer ideas 
generated, and resulted in ideas that were as novel as the BS 
design. Accordingly, if the procedure is well designed for 
people to think critically and creatively separately, criticism 
could generate ideas as novel as brainstorming. 

Our most noteworthy finding was that more practical 
ideas were generated in the CT design, not in the BS design. 
Considering that psychological models of creativity, which 
assume that the process of finding problems plays an 
important role in problems solving (Runco & Chand, 1995; 
Treffinger, 1995; Treffinger, Selby, & Isaksen, 2008), it 
makes sense why the CT design contributed to producing 
highly practical ideas. It included the phase, which 
concentrated on finding and pointing out the problems of 
generated ideas, while the BS design did not have such a 
phase. Each participant in Crowd 3 in the CT design was 
given a seed idea and a corresponding criticism, and asked 
to produce a new creative idea from them. Naturally, it 
would be difficult for the participant to ignore the problem 
that the criticism pointed out, and, thus, he/she was drove to 
consider how to overcome the problem. This overcoming 
process presumably made the ideas of Crowd 3 in the CT 
design more practical.  

It is also important to emphasize that the participants in 
the CT design did not have to worry about being criticized 
by others; the participants who generated seed ideas 
completed their task when they submitted their ideas, they 

did not see their ideas being criticized. Instead, the CT 
design makes good use of the essence of criticism. 
Consequently, the presence of the critical crowd resulted in 
higher quality ideas at least with respect to practicality. 

Limitation and future step 
The current study is not the one that examines the difference 
between an electronic method and a face-to-face method. 
According to previous studies in brainstorming, where some 
showed that the former would be better (Michinov & 
Primois, 2005; Michinov, 2012), others cast doubt upon the 
superiority of electronic brainstorming (Pinsonneault, Barki, 
Gallupe, & Hoppen, 1999). Thus, it is unclear whether or 
not the proposed CT design of CONSIDER works better 
than a face-to-face brainstorming. One possible next step is 
to compare the outputs between the current system and face-
to-face brainstorming. 

Concluding remarks 
Worried about thinking critically and creatively at the same 
time, the founder of brainstorming adopted the rule that 
criticism must be withheld during a brainstorming session 
(Osborn, 1953). However, more than a half-century later, 
advances in technologies now allow us to join creative 
ideation process collectively through a web-based system. 
Relying on such a system, we proposed a critical thinking 
design, in which some people take creative part and others 
take critical part. The results showed that this design 
resulted in more practical ideas than a brainstorming design, 
which was in line with Osborn’s brainstorming rules. We 
conclude that, in a well-designed environment, it is 
promising to capitalize on the critical thinking of crowds for 
creative ideation. 
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Abstract 

Recent research suggests that combining adaptive learning 
algorithms with perceptual learning (PL) methods can 
accelerate perceptual classification learning in complex 
domains (e.g., Mettler & Kellman, 2014). We hypothesized 
that passive presentation of category exemplars might act 
synergistically with active adaptive learning to further 
enhance PL. Passive presentation and active adaptive methods 
were applied to PL and transfer in a complex real-world 
domain. Undergraduates learned to interpret real 
electrocardiogram (ECG) tracings by either: (1) making active 
classifications and receiving feedback, (2) studying passive 
presentations of correct classifications, or (3) learning with a 
combination of initial passive presentations followed by 
active classification. All conditions showed strong transfer to 
novel ECGs at posttest and after a one-week delay. Most 
notably, the combined passive-active condition proved the 
most effective, efficient, and enjoyable. These results help 
illuminate the processes by which PL advances and have 
direct implications for perceptual and adaptive learning 
technology. 

Keywords: perceptual learning; educational technology; 
active learning; passive learning; medical education 

Introduction 
Experts in many domains differ from novices in their ability 
to see patterns at a glance (Gibson, 1969).	  A radiologist can 
quickly recognize a tumor in an x-ray (Lesgold et al., 1988). 
A chess master can, at a glance, spot an impending 
checkmate multiple moves in advance (c.f., Chase & Simon, 
1973). These important patterns –	   including relations that 
are quite abstract –	  are often invisible to novices; yet experts 
can recognize them rapidly and automatically. Such fluent 
pattern recognition characterizes experts in many domains 
of human expertise and largely develops from perceptual 
learning, defined by Gibson (1969) as experience-induced 
improvements in the extraction of information. 	  

Until recently, perceptual learning (PL) has received little 
attention in instruction. Both familiarity with PL and 
suitable instructional methods have been lacking. Under 
unsystematic learning conditions, attaining expert pattern 
recognition may require many years of practice. 	  

Recent research, however, has shown that PL can be 
systematically accelerated in real world learning domains 
(e.g., Goldstone, Landy, & Son, 2008; Kellman & Massey, 
2013; Kellman, Massey & Son, 2009). In our work, PL 
methods are realized in perceptual and adaptive learning 
modules (PALMs). PALMs combine PL techniques with 

adaptive learning technology that uses both accuracy and 
speed to optimally sequence categories, determine mastery, 
and focus learning where it is most needed (e.g., Mettler & 
Kellman, 2014). These methods advance students’ grasp of 
crucial structures and relations, develop fluency, and support 
transfer in mathematics (e.g., Kellman et al., 2009), medical 
learning (e.g., Krasne et al., 2013) and other domains 
(Mettler & Kellman, 2014). 

Much is unknown about the cognitive components of 
adaptive PL and how these might be integrated to optimize 
the development of expertise in real-world settings. PALMs 
typically employ active classification practice, but does 
active classification better support PL than passive 
exposures to appropriate classifications? The little research 
done on this topic is not conclusive.  

Active classification refers to learning tasks where the 
learners select a category label for a presented example and 
receive feedback that informs their perceptual, attentional 
and decision processes. Passive learning provides the same 
category membership information, but learners study the 
example and the category label without engaging in the 
choose-and-correct cycle.  

Benefits of active retrieval have been well studied  in the 
memory literature. The testing effect (Roediger & Karpicke, 
2006) refers to the idea that when learners actively engage 
with the learning material by answering test questions, 
memory is improved. The improvement usually exceeds  
learning gains obtained from repeated passive study of the 
same information (e.g., Roediger & Karpicke, 2006). Most 
research on the testing effect has involved declarative 
memory, but similar principles may apply to PL.  

Ordinary experience suggest that passive exposure alone 
can lead to discovery of relevant features and relations in 
PL. Children learn to tell dogs from cats by seeing a number 
of instances of dogs and cats. Novice wine drinkers can 
learn to discriminate between wines without any instruction 
(Hughson & Boakes, 2009). People can learn to recognize 
the styles of artists in new paintings by passive viewing of 
multiple samples of each artist (Kornell & Bjork, 2008).  

In some cases, passive presentations may actually be 
better than active presentations. Passive presentation in the 
form of worked examples is the preferred mode of learning 
for novices (e.g., Recker & Pirolli, 1995), and is an effective 
instructional alternative to solving problems in a variety of 
domains. Paas and van Merrienboer (1994) studied student 
learning of geometrical problem solving skills and found 
that when students studied worked examples of problems 
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(passive), they attained better accuracy on solving new 
problems than those who had to solve problems from scratch 
(active). Paas and van Merrienboer postulated that a 
considerable part of the mental effort in the active condition 
was allocated to processes that were irrelevant for learning. 
Those in the passive condition, on the other hand, could 
focus on the relevant aspects of problem structure and 
solutions, thus requiring less training time and less mental 
effort. Passive learning trials also offer error-free exposures 
to the classifications to be learned, eliminating residual 
effects of incorrect guesses that may occur in active 
learning. Conversely, Bodemer & Faust (2006) found that 
when asking students to make active connections between 
multiple representations of fractions, they were better able to 
understand the underlying structures of fractions than when 
they passively observed the correspondences. 

Research on category learning suggests that passive and 
active processes have complementary benefits. An active 
task tends to encourage learners to focus on information that 
distinguishes categories, while a passive task tends to 
engage them with finding within-category regularities (e.g., 
Markman & Ross, 2003; Carvalho & Goldstone, 2014). In a 
recent article, Levering and Kurtz (2015) compared the 
category knowledge produced by an active classification 
task and a passive observational learning task. They trained 
participants to discriminate between two artificially created 
categories, each with 5 stimuli, in which a single feature 
determined category membership and other features 
correlated but did not perfectly predict category 
membership. They found that the active learning task biased 
learners toward more discriminative learning compared to 
the passive learning task. However, passive learning allowed 
for enhanced sensitivity to the features that were not 
perfectly predictive.  

It is possible that combining passive and active learning 
may be most beneficial. This hypothesis accords with 
research on skill acquisition by Renkl, Atkinson, and 
colleagues under the ACT-R framework (e.g., Atkinson, 
Derry, Renkl, & Worthham, 2000; Renkl, Atkinson & 
Grobe, 2004), in which passive study of examples is 
valuable early in training. Much of this work focused on 
procedural problem solving domains, for which a smooth 
transition (fading) from study of worked-out examples to 
problem solving may be ideal. Initial passive presentations 
can reduce cognitive load early in training when it is highest 
by not having to engage in decision-making processes, 
resulting in fewer unproductive learning events (Renkl et al., 
2004). Active learning, in contrast, forces guessing at the 
start, which might lead to cognitive overload. Wrong 
guesses or hypotheses may also tend to linger and impede 
later learning. In addition, being forced to produce responses 
without knowing much may be frustrating, undercutting 
motivation in some learners.  

Most potential advantages of passive exposure can be 
realized by using passive trials only at the start of learning. 
Initial passive study in PL might focus learners’ attention on 
specific features that define each category and in turn 
support the acquisition of the category representation. As the 

learning progresses, active learning can support 
discriminative processes needed for correct classification. 
Active learning after an initial stage may be especially 
valuable in an adaptive framework. We sought to test this 
hypothesis in a real-world, complex PL domain. 

We trained undergraduates to classify seven diagnostic 
patterns in electrocardiography. The 12-lead 
electrocardiogram (ECG) is one of the oldest and most 
informative cardiac assessments available. Visual 
interpretation of ECGs, however, requires superior 
perceptual recognition skills ordinarily attainable only 
through years of practice (Wood, Batt, Appelboam, Harris & 
Wilson, 2013). One difficulty is discriminating relevant 
from irrelevant information in ECGs. For any category, 
some locations contain relevant information while some do 
not. Each category involves patterns of diagnostic features, 
but the features are variable across the ECG traces. Salient 
features of an ECG trace do not necessarily indicate an 
abnormality, and waveforms that indicate normality at one 
location may not be normal at another. Thus, learners have 
to know not only what to look for but also where to look. 

 We created three versions of an ECG PALM involving: 
(1) only active classification of ECGs for the underlying 
diagnostic pattern, (2) only passive presentations of the 
correct interpretations, (3) initial passive presentations 
followed by active classifications (passive-active condition). 
The active and passive-active conditions involved 
classification with feedback and were adaptive to the 
learner’s performance, and the passive training involved 
study of the correct interpretations and was not adaptive. To 
compare learning across conditions, we examined 
participants’ ability to correctly and quickly classify novel 
ECG traces into trained categories of diagnostic patterns. All 
active trials used an adaptive learning system – the ARTS 
(Adaptive Response-time-Based Sequencing) system 
(Mettler & Kellman, 2014).  

Method 
Participants  
87 undergraduates from University of California, Los 
Angeles without any prior knowledge of ECG interpretation 
participated in the experiment for course credit.  

Materials  
The materials consisted of 250 unique 12-lead ECG traces 
from real patients, with 26 - 46 unique traces for each of 
seven categorical diagnostic patterns. The seven patterns 
were: Normal, Acute Anterior ST Segment Elevation 
Myocardial Infarction, Acute Inferior ST Segment Elevation 
Myocardial Infarction, Right Bundle Branch Block, Left 
Axis Deviation, Right Axis Deviation, Old Inferior 
Myocardial Infarction. 

The training consisted of two phases: a brief primer on 
ECG interpretation (same for all conditions) and the PALM 
phase with either active, passive, or passive-active task 
formats. The primer was a PowerPoint slideshow consisting 
of a brief explanation of the ECG, how to measure widths 
and heights on the ECG grid, and one example of a typical 
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ECG trace for each diagnostic pattern. In each example, the 
relevant features were marked and described, similar to 
samples provided in textbooks. No other information about 
the heart anatomy, physiology, or other basics of ECG 
interpretation was provided in the primer.  
 In the active PALM, on each trial, participants chose 
among seven choices the diagnostic category for a given 
ECG trace. Figure 1a shows an example trial. Accuracy and 
speed were continually tracked; trial feedback was given 
after each response and block feedback was given after 
every 12 trials. The trial feedback played a sound 
corresponding to the correctness of the response, and 
displayed the correct answer, and response time when 
correct. It also marked relevant features on the ECG, along 
with a brief description of those features as seen in the 
primer. Block feedback provided average accuracy and 
speed by block and percentage of categories completed. 
Feedback screens were not timed. Figure 1b shows an 
example feedback screen following an incorrect response. 
Categories were adaptively sequenced based on both 
accuracy and response times as according to the ARTS 
sequencing algorithm (see Mettler & Kellman, 2014). 
Categories were dropped (retired) from the training set after 
reaching learning criteria (i.e., correctly identified 
consecutively in 4 out of 4 presentations, each in under 15 
seconds). Participants completed the module when they had 
retired all 7 categories.  

In the passive PALM, each trial was the same as the 
correct trial feedback screen for the active group (similar to 
Figure 1b). The correct label, the relevant features and their 
descriptions were provided, and participants were asked to 
pay attention and to study each correct diagnosis. The 
passive condition thus did not have classification feedback 
and was not adaptive. To equate the total number of trials 
across two groups, we yoked each participant in the passive 
training condition to the total number of trials seen by 
another participant in the active training condition. To 
determine how many items per category to show, we used 
the average proportions of trials per category that a pilot 
group of active participants needed to complete the module. 
These proportions were similar across active participants, so 
we used the same proportions for all passive participants. 
The duration of each passive trial was 13 seconds, 

determined from the average amount of time it took pilot 
participants in the active group to respond and view the trial 
feedback. After 13 seconds, the screen cleared. To keep the 
participants engaged and to equate the existence of a motor 
response with the active condition, participants had to click 
on a Next button to see the next trial, and there was a sound 
played to signal the beginning of each trial. There was an 
untimed break every 12 trials. 

In the passive-active PALM, participants viewed a set of 
14 passive trials (two examples from each category) as in 
the passive condition, in random order, before moving on to 
the adaptive active classification trials for which participants 
received the same feedback and learning criteria as those in 
the active classification condition. All three PALMs used 
the same pool of ECGs. 

Three assessments, each consisting of 14 new ECG’s (two 
from each category), were used in counterbalanced order as 
pretest, posttest, and delayed-posttest. None of the ECGs 
used in the assessments appeared in the PALM. Each 
assessment trial presented an ECG and seven answer 
choices (Figure 1a). No feedback was given after each trial. 

Procedure and Design 
Participants were given 20 minutes to study the primer 
followed by a quiz on which they were asked to match the 
descriptions of the diagnostic features to each of the seven 
heart patterns shown on the primer. This was to ensure that 
participants were familiar with the diagnostic features of 
each heart pattern. They checked their answers afterward.  

After the quiz, participants took the pretest and were 
randomly assigned to learn with either the active, passive, or 
passive-active PALM. When participants finished the 
module (or after the 2-hour time allotted), they completed 
the posttest and a survey. The survey asked about their prior 
knowledge of ECG reading, amount of sleep they had the 
night before, and demographic information (age, gender, 
English fluency). Because passive and active training may 
differ not only in cognitive aspects of learning, but also in 
the motivational and engagement aspects, we asked 
participants to report their levels of engagement and 
enjoyment of the training experience, and to provide a 
judgment of learning and memory for the delayed test. 
Participants returned for the delayed-posttest one week later. 

Figure 1.  
(a) Sample 
active 
classification 
trial;  
(b) feedback 
provided 
when 
incorrect.  
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Dependent Measures, Data Analyses and Hypotheses 
Based on prior work, we expected all PALMs to produce 
robust improvements in classification, and the passive-active 
group to produce the best results. Because we used learning 
to criterion, our primary measure was learning efficiency, 
defined as accuracy gain from pretest to posttest divided by 
minutes invested in the training. We expected the active 
group to have greater improvements in accuracy and/or 
response time (for correct answers -- RTc) than the passive 
group. We used analysis of covariance (ANCOVA) in 
analyzing differences among the groups in accuracy gain, 
RTc change, and Efficiency because of possible differences 
in pretest mean values between groups.1 Participants in the 
active group on average retired 87.3% and the passive-active 
89.9% of the categories. To compare the effectiveness of the 
training conditions, we report results from participants who 
completed the assigned modules (N = 23 per condition). The 
same patterns of results were found with all participants (N 
= 27 per condition). Yoking by number of trials was not 
perfect for 5 pairs of participants; however, we retained 
them in the analyses because (1) removing them did not 
change the results, and (2) total trials and training times 
were similar between the active and passive groups. The 
three groups did not differ on quiz performance or any other 
measures not reported here. Because we sought to compare 
differences across training conditions, we conducted 
planned comparisons across conditions. All statistical tests 
were two-tailed, with a 95% confidence level.2  

Results and Discussion 
Figure 2 shows the average accuracy, RTc at each test 
phase, and efficiency scores by condition. As expected, 
participants showed substantial learning gains from pretest 
to posttest and retained much of their learning at delayed 

                                                
1 Assumptions for ANCOVA were met for all dependent variables, 
F’s < 1, p’s > .05.  
2 Due to small sample size, we followed the recommendations of 
Nakagawa (2004) and provided effect size estimates to evaluate the 
strength and direction of each relationship in our multiple tests.  

posttest, regardless of condition. Participants were able to 
interpret ECGs they had never seen before and to do so with 
improved speed. The passive-active condition produced the 
greatest learning gain with the fewest training trials. The 
active condition also produced greater learning gains than 
the passive condition. Table 1 contains the descriptive 
statistics from the training for each condition.  

Accuracy  
 Accuracy Gain. We analyzed accuracy gain (posttest 

minus pretest) in a 2 phase (pre-post, pre-delayed) x 3 
condition (active, passive, passive-active) repeated-
measures ANCOVA with pretest accuracy as the covariate. 
The covariate, pretest accuracy, was significantly related to 
the posttest gains, F(1,65)  = 48.89, p < .001, η2 = .43. 
Indeed, better pretests predicted less improvement at 
posttest, r = -.43, p < .001, and delayed test, r = -.55, p < 
.001, suggesting that pretest variations were largely due to 
chance. After controlling for the effect of the pretest, there 
was a reliable effect of condition, F(2, 65) = 6.00, p < .01, η2 

= .16. The active and passive-active conditions produced 
higher gains than the passive condition, t(44) = 2.18, p < 
.05, d = .64; t(44) = 2.41, p < .05, d = .71, respectively. 
There were no reliable differences in accuracy gains 
between the passive-active and active conditions, t(44) = 
.68, p > .05, and no significant interactions (p’s > .05).  

There was a statistically significant main effect of phase, 
F(1, 65) = 5.54, p < .05, η2 = .08. The pre-post accuracy 

  Condition 
Total Trials 
Completed 

Minutes on 
Training 

Training 
Accuracy  

Active 167.52 (11.82) 43.96 (3.37) .49 (.02) 

Passive-Active 137.78 (6.69) 37.70 (2.68) .57 (.02) 

Passive 159.74 (8.64) 47.91 (2.40) -- 

Figure 2. (a) Accuracy, (b) Response times on correct answers, (c) Training efficiency across conditions. Error bars ± 1SE. 
 

Table 1. Average training performance across the three 
experimental groups (Standard errors in parentheses). Both 
passive and active trials were included in total trials 
completed for the passive-active condition.  
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gain was reliably higher than the pre-delayed gain (34% vs. 
16%, respectively, d = .81).  

  Raw Accuracy. We also compared raw accuracy across 
groups. A 3 phase (pre, post, delayed test) x 3 condition 
ANOVA confirmed a main effect of condition, F(2,66) = 
4.61, p < .05, η2 = .12. The passive-active condition 
outperformed both the active, t(44) = 2.15, p < .05, d = .62, 
and passive conditions, t(44) = 2.64, p < .05, d = .78, on 
overall accuracy. Active and passive did not differ reliably, 
t(44) = 1.23, p = .22. There was a marginally significant 
phase x condition interaction, F(4,132) = 1.99, p < .10, η2 = 
.06. There were no condition differences at pretest (p > .10), 
but the passive-active group outperformed the passive group 
at both posttest, t(44) = 2.37, p < .05, d = .70, and delayed 
test (50% vs. 39%), t(44) = 2.75, p < .01, d = .82. The active 
group also had a marginally higher delayed test accuracy 
than the passive group, t(44) = 1.73, p < .10, d = .51. There 
were no other differences among conditions. 

Response Times  
Generally, participants became faster at arriving at the 
correct answers at posttest and delayed test. However, there 
were no reliable effects of condition or phase (pre-post vs. 
pre-delayed post), p’s > .05.  

Efficiency  
After controlling for the effect of pretest accuracy, there was 
a reliable main effect of condition, F(2, 77) = 6.10, p < .01, 
η2 = .14. There were no reliable differences between active 
and passive-active groups in the average efficiency (p = 
.11), but both of the active and passive-active groups had 
better efficiency than the passive group, t(44) = 2.34, p < 
.05, d = .69, and t(44) = 4.41, p < .001, d = 1.01.  

Since there were no condition differences in pretest 
accuracy, we also analyzed efficiency uncorrected for 
pretest variation (assuming that differences seen in pretest, 
before any experimental treatments, were random). Passive-
active outperformed active at delayed test, t(44) = 2.14, p = 
.04, d = .63, and marginally at immediate posttest, t(44) = 
1.87, p = .07, d = .56. Passive-active and active also had 
higher efficiencies than passive at both immediate and 
delayed posttest, t(44) > 2, p < .03, d = .67 to 1.31. 

Progression of Learning 
Figure 3 shows the average accuracy over the first 17 
training blocks for the active and passive-active conditions. 
The passive-active group performed consistently better than 
the active group, t(44) = 3.84, p <.001, d = 1.13, after 3 
blocks, t(44) = 2.79, p < .01, d = .82. This result suggests 
that initial passive exposure speeds learning relative to 
starting with active classification, despite the similar number 
of learning trials in the passive portion and the first active 
trial block. In the first few blocks, the abrupt change from 
passive to active introduced similar error rates as those in 
the active condition. However, after the first few blocks, as 
we expected, those in the passive-active group made fewer 
errors. These gains appear to be preserved through the 
course of learning and in posttests. 

  

Self-Report Ratings  
On the survey, participants differed marginally in how they 
responded to “How enjoyable was the training as a whole, 
on a scale from 1-6 (1 = not at all enjoyable, 6 = very 
enjoyable)”,3 F(2,61) = 2.51, p < .10. The passive-active 
PALM was reliably more enjoyable (M = 4.55, SD = 1.23) 
than the passive PALM (M = 3.76, SD = 1.22), t(47) = 2.01, 
p = .05, d = .64, and marginally more enjoyable than the 
active PALM (M = 3.90, SD = 1.14), t(46) = 1.74, p < .10, d 
= .55. Participants in the passive-active training condition 
also self-reported to be more highly motivated and engaged 
during the module (on a scale from 1-6, 1 = not at all, 6 = 
very much, M = 4.90, SD = .72) than the active (M = 4.38, 
SD = 1.02) and the passive groups (M = 3.95, SD = 1.36), 
t(39) = 1.87, p = .07, d = .59, and t(39) = 2.77, p < .01, d = 
.87. We found no differences in the reported level of 
engagement and motivation between the active and the 
passive condition, p > .05. There were no condition 
differences on the other self-report measures. 

Conclusion 
The passive-active condition in this study, consisting of 
initial passive exposure, followed by active adaptive 
learning, produced durable learning that was faster, more 
accurate, efficient, and enjoyable than passive learning for 
the same amount of time in this complex pattern recognition 
domain. Passive-active also outperformed active adaptive 
learning on some measures, especially comparisons during 
the course of learning (Figure 3), as well as in accuracies 
and efficiencies uncorrected for what were likely random 
pretest variations across groups. Effect sizes for learning 
differences between passive-active and active ranged from 
around .6 to .8, which are medium to large effect sizes. The 
active condition in this experiment, as well as the active part 
of the passive-active condition, utilized the ARTS adaptive 
learning algorithm previously found to be highly effective in 
earlier work. The passive-active condition here appears to 
markedly enhance a learning approach that has been 

                                                
3 The survey was implemented shortly after data collection began, 
so we did not have responses from the first 8 participants. 

Figure 3. Average accuracy across training blocks. The 
passive-active group received 14 passive trials at block 1. 
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previously shown to outperform classic adaptive learning 
systems and a number of presentation schemes in adaptive 
PL (Mettler & Kellman, 2014). 

The advantages of passive-active learning may have 
several explanations. Consistent with work on cognitive 
load and worked examples (e.g., Renkl et al., 2004), initial 
familiarization with category exemplars may allow relevant 
structure to be learned without imposing the additional task 
demands of active responding. Moreover, passive and active 
learning may complement each other in focusing attention 
on within-category similarities and between-category 
contrasts respectively (e.g., Carvalho & Goldstone, 2014). 
Specific advantages of passive exposure at the start of 
learning may include avoiding initial errors and persistence 
of incorrect guesses, as well as averting frustration that may 
arise in active learning from having to guess initially. 

This work has clear practical implications. Incorporating 
passive-active training is an easily implemented technique 
that is likely to improve learning technology. The primer 
used in this study, modeled after textbook instruction, 
prepared undergraduates to benefit from the ECG PALMs, 
but it was clearly not sufficient for producing highly 
accurate or fluent interpretation of heart patterns (e.g., 
accuracy levels after the primer averaged around 30% 
(pretest scores in Figure 2A). Thus, the present results 
confirm the importance of PL interventions as a valuable 
complement to declarative and procedural components of 
instruction (Kellman & Massey, 2013). Our results also 
raise a number of new research questions. For example, does 
the combination of passive and active classification produce 
similar learning gains and efficiency in other domains, 
particular in those where the learner already has more prior 
knowledge? How many passive exposures are optimal, and 
what is the relationship between the optimal number of 
exposures and the complexity of the learning domain? 
Additional research will be needed to further understand and 
optimally utilize the passive-active synergy.  
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Abstract

Strengthening semantic and orthographic associations among
words in a lexicon may help to improve memory processes
related to fluent organizing and retrieval of language. In the
present study, we examined how training in several differ-
ent word games impacts later retrieval access for the words.
Games included a word-stem completion task (orthographic),
a free association task (semantic), and a crossword paradigm
task (orthographic+semantic). A within-subject experiment
was used to compare the relative effectiveness of these three
training methods on a lexical association task performed prior
to and following training. Results showed that the games were
able to improve participants’ decision times, and the increased
fluency in the lexical association task due to the free associ-
ation task was greater than the other games. We will further
apply and examine this study with non-native English speak-
ers.
Keywords: Crossword Paradigm; Lexical Memory Access;
Word-Stem Completion; Free Association

Lexical Memory Access as a Recognitional
Decision Process

Previous research on lexical memory has often focused on
how information is stored and organized in long-term mem-
ory (Atkinson & Shiffrin, 1969), as well as on aspects
of memory retrieval, search, and forgetting (e.g. McGeoch,
1932; Underwood, 1957). When considering language as
a domain of expertise (Ericsson & Kintsch, 1995), it is per-
haps unmatched in terms of its size and complexity, contain-
ing thousands of words, rules, grammatical forms, and asso-
ciations used for communication (Miller, 1972; Nickerson,
1977). Although most traditional studies of recognition and
recall (e.g. Anderson & Bower, 1972; Brown & McNeill,
1966; Shiffrin, 1970) use linguistic material to assess perfor-
mance, they typically have not examined linguistic memory
from the context of expert knowledge retrieval, and so may
miss important similarities in these domains.

Research on expertise is another approach to understand
linguistic memory processes. Mueller and Thanasuan (2013)
studied crossword experts’ puzzle-solving abilities and de-
veloped the computational models based on the Recognition-
Primed Decision (RPD) models (Klein, 1993; Klein, Calder-
wood, & Clinton-Cirocco, 1986) and the Bayesian Recog-
nitional Decision Making (BRDM) model (Mueller, 2009),
which itself was adapted from the REM models of human
episodic memory (Shiffrin & Steyvers, 1997). These models
were able to explain aspects of decision making and problem

solving based on simple lexical memory representations of
the clues and answers found in past puzzles. Subsequently,
Thanasuan and Mueller (2014) examined the strategic con-
tributors to expert crossword play by adapting the model
to actually solve complete puzzles with abilities similar to
crossword experts. Consequently, this research has demon-
strated strong connections between theories of memory, prob-
lem solving, and expert decision making.

Cognitive Word Games as Language Training
As a consequence of this research, we have begun examining
how word games might be used to improve lexical memory
access, as well as to establish evidence for effective train-
ing strategies. Word games offer potential benefits, as they
are engaging, they allow repetition, and they may be able to
strengthen memory access routes that are not used in more
traditional methods. Crossword and other similar word games
are frequently used as language and vocabulary building ex-
ercises, both in second-language classrooms and in specific
disciplines requiring a specialized vocabulary. Furthermore,
Read (1998) has used similar tasks as a validated test for non-
native English speakers, and found the tasks were good for
assessing depth of vocabulary knowledge.

We hypothesize that lexical memory access may be en-
hanced by increasing either (or both) semantic and ortho-
graphic associations among words in a lexicon (see Figure
1). Different word games may selectively enhance different
associations (see Figure 2), and better overall fluency may be
promoted using games that enhance both routes.

To test this hypothesis, we selected three word games: a
word-stem completion task; a free association task; and a
crossword task. As an outcome measure, we developed task
assessing lexical associations, which was assessed both prior
to and following practice. In addition, we also collected some
baseline data on cognitive abilities (in the form of a reading
span task and a matrix reasoning task), to assess how general
cognitive skills were related to performance.

Experiment
Participants
Sixty-one undergraduate students were recruited from the
MTU subject pool. Only 55 students completed all tasks
(Mean age = 20.38 ± 4.54 yrs). Participants included 54
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Figure 2: Training game strategies: a line indicates that a
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native English speakers and one non-native English speaker
with 8 years of English. The experiment was reviewed and
approved by the Michigan Technological University Institu-
tional Review Board (IRB).

Design, Materials and Stimuli

Forty English words were selected from the book “Words
for Students of English: A Vocabulary Series for ESL Vol.
1-7” (Pitt Series in English As a Second Language), strati-
fied across seven different levels from beginning to advanced
learners. The words were randomly assigned into one of
four groups (10 words per group) and these four word groups
(1,2,3 and 4) were assigned to the four training conditions via
a Latin Square, as shown in Table 1. Participants were ran-
domly assigned to one of the four training groups, so that each
participant experienced every training condition. The condi-
tions were composed of a control group (no learning), a word-
stem completion task, a free association task, and a crossword
paradigm task. The task details are shown in the following
sections. Software from the Psychology Experiment Build-
ing Language (PEBL) test battery (Mueller & Piper, 2014)
was used to collect data from the survey, matrix reasoning,
and reading span tasks. The remaining tasks were conducted
via a web browser.

Table 1: Training groups

Participant Word training conditions
group WSC1 FA2 Cross.3 Control

A 1 2 3 4
B 2 3 4 1
C 3 4 1 2
D 4 1 2 3

Note: 1WSC = Word-Stem Completion task; 2FA= Free Association
task; 3Cross.= Crossword Paradigm task

Baseline Tasks

Participants were asked to perform the reading span task and
the reasoning task at the beginning of the study. The reading
span task was used to measure participants’ working memory
span and their reading ability. The reasoning task was used to
assess intelligence and reasoning ability.

Reading Span Task The reading span task that we used in
this study was originally conducted by Daneman and Carpen-
ter (1980) and adapted by Unsworth, Redick, Heitz, Broad-
way, and Engle (2009). The goal of this task was to recall a
set of unrelated letters, consisting of F, H, J, K, L, N, P, Q,
R, S, T and Y. Participants were required to read a sentence,
validate whether it is logical and memorize a letter presented
after the judgment. The letter appeared for 1000 ms. The par-
ticipants had to recall letters in a correct order. There were
three trials of each set size between three to seven letters, for
a maximum possible total of 75 letters to be recalled. The
score was computed based on the number of correct letters in
the correct positions and orders. This task took 15 minutes.

Reasoning Task A novel matrix reasoning task based on
Raven’s Raven and Court (1998) progressive matrices was
used to measure participant reasoning ability in this study.
This version used stimuli developed and discussed by Matzen
et al. (2010). The types of shape transformations include
shape change, shading change, orientation change, size
change and number change. One, two or three types of shape
combinations were given to participants in each trial. Their
task was to identify the missing patterned shape that com-
pleted the matrix pattern. There was a total of 43 test prob-
lems and two practices at the beginning of the test. Partici-
pants had 15 minutes to complete all problems.

Lexical Association Task

The lexical association task was completed both prior to and
following word game training. It was used to assess mem-
ory access process. On each trial, participants saw a target
word along with four possibly related choice words. Their
task was to determine which one of these cues was meaning-
fully related or strongly associated to the target word. All
cues except the correct answer were selected at random from
the Brown corpus (Kuĉera & Francis, 1967) and the Free As-
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sociation Norms (Nelson, McEvoy, & Schreiber, 1998). The
test was comprised of 40 problems that took ten minutes to
complete. The target word and the correct answer were the
same for the pre-test and post-test, but the other word cues
and positions were changed randomly. The example of this
task is shown in Figure 3.

Figure 3: The example of Lexical Association Task

Treatment Tasks
Participants were asked to perform the training tasks twice.
All tasks are described below. We hypothesized that the train-
ing intervention would differently assist participants’ mem-
ory process on target words.

Word-Stem Completion Task The word-stem completion
task was adapted from Mueller and Thanasuan (2014). In
each trial, participants were given a word-stem with the first
two letters filled and a blank space, such as “ST ”. Their
task was to complete words by typing the remaining letters in
the blank. They needed to generate as many unique words as
they could in 30 seconds. When the time was up, the software
showed some possible answers of the stem for four seconds.
A screen shot from the task is shown in Figure 4.

Figure 4: The example of Word-Stem Completion Task

Crossword Paradigm Task The crossword paradigm task
was originally conducted by Goldblum and Frost (1988), and
was adapted by Mueller and Thanasuan (2013). In this task,
we gave each participant limited time (30 seconds per prob-
lem) to solve a series of crossword puzzle problems. Partic-
ipants were shown a crossword clue and a word-pattern with
two letters filled in as shown in Figure 5. They then entered a
guess answer in the blank spaces. If the answer was incorrect,
the software randomly generated one more letter to provide
additional constraints. A total of 10 problems were given to

participants. The crossword clue-answer pairs in this study
were from the same database as in Mueller and Thanasuan
(2013) and Thanasuan and Mueller (2014).

Figure 5: The example of Crossword Paradigm Task

Free Association Task In this task, participants were given
a target word for each trial as shown in Figure 6. Their goal
was to generate and type words that came to their mind, and
were meaningfully related or strongly associated to the pre-
sented word. For example, if the given word was “BOOK”,
they might answer “READ, NOVEL, WRITE”. They had 30
seconds for each trial to give as many answers as possible.
There were a total of 10 problems in this task. After the time
was up, some sample answers taken from the Nelson et al.
(1998) Free Association Norm were shown in the screen for
four seconds.

Figure 6: The example of Free Association Task

Task Sequence
Participants first read and signed the consent form. They were
assigned to one of these four groups (A, B, C or D) as are
shown in Table 1. They completed the survey, the reading
span task, the reasoning task, and the lexical association task
as a pre-test. Then, they performed the word-stem task, the
free association task and the crossword paradigm task twice.
Finally, they were asked to retake the lexical association task
as a post-test. The entire experiment approximately took 1.5
hours to complete, but the average time spent for each partic-
ipant was 56.8 ± 7.5 minutes.

Results
Data from 55 participants were analyzed in this study (15, 14,
12 and 14 in Groups A through D, respectively). The average
scores of the reasoning and reading span tasks were 32.65 ±
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Table 2: Training results: Mean and standard deviation of
training tasks on first and second administration of test

Task 1st Test 2nd Test t(54) =
FA1: 5.61 (1.48) 6.39 (1.79) −6.38*Legal words
WSC2: 6.05 (1.63) 6.64 (2.02) −3.75 *Legal words
Crossword:3

Accuracy 9 (1.02) 9.9 (0.29) 6.97 *
RT(s) 6.41 (2.73) 3.54 (1.48) 9.93 *
Letter cues 2.32 (0.35) 2.08 (0.17) 6.32 *
Cue Prop. 0.38 (0.05) 0.33 (0.03) 6.95*

Note: 1WS= Word-Stem Completion task; 2FA= Free Association
task; 3Cross.= Crossword Paradigm task; * p-value < .0001

4.61 and 59.89 ± 8.90, respectively. The correlation between
the number of recognized letters and the accuracy of sentence
distractions in the reading span task was 0.31 with t(52)=2.34,
p= .02, whereas the correlation between the reading span task
and the reasoning task was 0.24 (t(52)=1.81, p = .08). There
was no significant correlation between the reasoning or read-
ing span task with the other tasks’ performance. Table 2
shows results from the training games. A Microsoft Excel
2013 main dictionary was used as a spell checker for scor-
ing answer words that were generated from the word-stem
completion task and the free association task. We conducted
paired t-tests to compare both iterations of the games. Re-
sults showed significant improvements in each game in: the
number of legal answers from the free association task ( p
< .0001) and the word-stem completion task ( p < .0001)
as well as response times, the number of letter cues ( p <
.0001) and cue proportion (computed by the number of let-
ter cues and length in the crossword paradigm task) ( p <
.0001). Moreover, the average unique words generated per a
target word from the free association task and the word-stem
completion task were 64 ± 9.48 and 66.25 ± 21, respectively.

Accuracy of the pre-post tests of the lexical association
task significantly increased from 37.98 ± 1.64 to 38.45 ±
1.91 (t(54) = -1.95, p = .05), whereas response times of these
tests decreased from 3.56 ± 0.93 seconds to 2.67 ± 0.67 sec-
onds (t(54) = 10.98, p < .0001). Response times of each
game condition are shown in Figure 7. The figure indicates
that all training conditions (including the control condition)
were able to improve participants’ performance. We com-
puted post-pre difference scores on response time (Figure 8)
which shows that most participants improved between tests,
but a greater proportion of participants improved in their re-
sponse speed for the free association task than for the others.
Moreover, the response time improvement for each partici-
pant’s group is shown in Figure 9, which also supports that the
free association task was able to reduce memory time across
the groups.

A regression analysis between the response time differ-
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Figure 7: Lexical Association Task: Response time for each
game condition

Table 3: Regression results: Training effects

Training Coefficient (β) Std. Error t-value
FA1 -1108 106.0 -10.45*

Cross.2 -869.8 106.0 -8.2*
Control -886.6 106.0 -8.37*
WSC3 -749.8 106.0 -7.07*

Note: 1FA= Free Association; 2Cross.= Crossword Paradigm;
3WSC = Word-Stem Completion, * p-value < .0001

ence and the game conditions was conducted to compare
which game was the most effective training and it showed
that all games reliably influenced the response time improve-
ment (with R2 = .57, F(4,216) = 74.16 , p < .0001 ), and
participants improved the response times of the words stud-
ied in the free association task greater than the words they
had done in the other tasks (see Table 3). The coefficient (β)
represents the intercept of response time difference between
the pre-post tests, which means that the free association task
was able to decrease response times in the post-test approx-
imately a second from the pre-test. There was no evidence
that word-stem completion had any advantage over the con-
trol condition as well as the crossword paradigm task. We
also compared the response time improvement of each game
group to the improvement of the control group using paired-
samples t-tests, and the results indicated that the time differ-
ence between the free association group and control groups
was significant (t(54) = -2.07, p = .02). However, there was
no significant difference between the control group and the
crossword paradigm task (t(54) = .16, p= .56) or the word-
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between the pre-post tests

stem completion task (t(54) = 1.36, p = .92). It suggests that
the free association training (i.e. semantic association) was
able to enhance memory access effectively and better than
other training conditions or no training group.

Discussion
This experiment was proposed to study the short-term learn-
ing effects of the word training games, including word-stem
completion, free association and crossword paradigm on lex-
ical memory access. The results showed reliable progress
from the pre-test to the post-test for all word games, and with
lexical access, the most improved performance in compari-
son to the control group occurred with the free association
task. We hypothesize that this advantage occurred because
the testing method involves accessing exactly the same types
of associations to the target word that participants generated
during training. Moreover, they spent more time performing
this task than the crossword paradigm task—less than three
seconds on average for solving each problem in the cross-
word paradigm task for one answer, versus 30 seconds with
multiple generated words for the free association task. Thus,
this training was more efficient than the others.

One of our hypotheses was not supported by this study—
that training in the crossword paradigm, which strengthens
both orthographic and semantic routes, would provide addi-
tional benefit. Instead, our results essentially showed that se-
mantic association training (from the free association task)
is effective, but orthographic training (through crossword or
word-stem) is not. However, orthographic-level training may
show benefits for fluent retrieval tasks that are more focused
on the surface features, and these may be especially help-
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Figure 9: Lexical Association Task: Response time difference
between the pre-post tests for each participant’s group

ful for non-native English learners, whose orthographic and
phonological associations to words are weaker.

Another critical issue is that the repetition effects of the
lexical association task were shown clearly in the control con-
dition. Although in this task, the cues besides the answers
were randomly selected, the answers corresponding to the
given words were the same for both pre-post tests. We think
that this may cause the effects in all game conditions, still the
free association effect was greater than the others. To solve
this problem, we may give two different answers for the pre-
post tests of the same target words.

Consequently, this research provides a basis for under-
standing the use of word games to promote second language
(L2) learning. According to Revised Hierarchical Model
(Kroll & Stewart, 1994), L2 word learning in early stage is
heavily relied on connections between learner’s first language
words and L2 words. After that, he may be able to learn new
words via a concept mediation. Implicit word learning such
as the games in this study may be another approach to estab-
lish or strengthen associations among new L2 words. Addi-
tionally, if learner plays the games iteratively, it may help to
improve his long-term lexical memory.

There are many studies supporting that word games sim-
ilar to the crossword word paradigm task were able to as-
sist second language learners to boost their vocabulary skills
(Anugerah & Silitonga, 2013; Keshta & Al-Faleet, 2013;
Njoroge, Ndungu, & Gathigia, 2013; Ropal & Abu, 2014)
such as spelling and semantic associations. The studies also
showed that the word games were able to increase enjoy-
ment and motivate L2 learners in the classroom (Njoroge et
al., 2013). Moreover, another potential implication of the
research is to help persons with reading disorders to develop
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their literacy skills.
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Abstract 

Is income inequality more of a blemish or a failing organ in 
our economy? Both metaphors capture something about 
wealth disparities, but only failing organ seems to emphasize 
the fact that our economy is a complex system where activity 
in one region may lead to a cascade of problems in other parts 
of the system. In the present study, we introduce a novel 
method for classifying such “systemic” metaphors, which 
reveals that people can reliably identify the extent to which a 
metaphor highlights the complex causal structure of a target 
domain. In a second experiment, we asked whether exposing 
people to more systemic metaphors would induce a systems 
thinking mindset and influence reasoning on a seemingly 
unrelated task. We found that participants who were primed 
with systemic metaphors scored higher on subsequent tasks 
that measured relational and holistic thinking, supporting the 
view that these metaphors can promote systems thinking.   

Keywords: systems thinking; metaphors; intervention, 
framing; decision making 

Introduction 
The greatest challenges humans currently face – climate 
change, poverty, epidemics, financial meltdowns – involve 
enormously complex systems. To facilitate effective 
decision making in these critical areas, scholars from 
diverse fields have emphasized a need to promote a systems 
thinking mindset among policy experts and the lay public 
(e.g., Checkland, 1972; Davis & Stroink, 2015; Maani & 
Maharaj, 2004; Richmond, 1993; Rozenblit & Keil, 2002).  

There are three core components of systems thinking. 
First, it requires people to move away from reductionist 
modes of inquiry (explaining a system in terms of the 
behavior of individual components) and towards holistic 
modes of thinking (explaining a system in terms of the 
dynamic interrelationships between constituent elements; 
e.g., Richmond, 1993). Second, it requires a broader 
conception of causality because outcomes in systems are 
determined by a complex set of frequently non-linear, direct 
and indirect causes (e.g., Capra, 1985). And third, it requires 
an appreciation that systems are in constant, but patterned, 
flux (e.g., Sweeny & Sterman, 2007). Here, we offer 
theoretical and empirical support for designing metaphor-
based interventions to promote systems thinking.  

Metaphors are powerful tools for conceptual and 
behavioral change (Dweck, 2006; Hauser & Schwarz, 2014; 

Lakoff & Johnson, 1980; Landau, Sullivan, & Greenberg, 
2009; Thibodeau & Boroditsky, 2011; 2013). Hauser and 
Schwarz (2014), for instance, have found that describing 
cancer using war metaphors, as an enemy that must be 
fought, increases general support for cancer research but 
decreases individual propensities to engage in healthy 
preventative behaviors. Dweck (2006) has similarly shown 
that metaphor-based interventions can fundamentally 
change children’s epistemic beliefs. By comparing the brain 
to a muscle, she and her colleagues induced a growth 
mindset for intelligence, which led students to engage more 
deeply and deliberately in their coursework.  

Metaphors influence our thought most strongly in areas 
where direct experiential or perceptual knowledge is 
limited, as is the case with complex systems. Many scholars 
have argued that the concept of time, for instance, requires 
metaphoric thinking – a reliance on our conception of space 
– because we cannot experience time in a direct and tangible 
way (e.g., Boroditsky, Fuhrman, & McCormick, 2010; 
Clark, 1973; Traugott, 1978). Although people have some 
direct experience with complex systems like the 
environment and the economy, the full scope and dynamics 
of systems cannot be experienced all at once and are 
difficult to conceptualize on their own. 

Implicit in several findings on the role of metaphor in 
reasoning is an appeal to a distinct class of systemic 
metaphors that invite people to build a richer, more nuanced 
representation of the target domain that includes multiple 
causal entailments. Consider the complex domain of crime. 
Thibodeau and Boroditsky (2011; 2013) found that 
describing crime as a beast led people to support direct 
crime-fighting measures like hiring more police officers. 
Framing crime as a virus, on the other hand, led to support 
for reform-based measures like increasing education and 
investigating the origins of crime in the community.  One 
way of characterizing the difference between virus and 
beast metaphors for crime is that the virus metaphor invites 
people to build a deeper causal structure of the problem, so 
people think more about the root causes of crime and try to 
address them (i.e. the virus metaphor is more systemic). 

In this paper we first describe a method for identifying the 
degree to which metaphors are systemic (Experiment 1). 
This dimension is similar to a distinction that is commonly 
made in the analogy literature between attributional (e.g., 
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“The sun is an orange”) and relational (e.g., “The atom is a 
solar system”) comparison (Gentner, 1983; Lakoff, 2002; 
Wolff & Gentner, 2011). Relational analogies and 
metaphors highlight complex structural relationships (e.g., a 
national park is the backbone of the park system because it 
provides support and structure to the whole system, without 
which the system would not function properly) whereas 
attributional analogies and metaphors focus on relatively 
superficial, feature-level correspondences between domains 
(e.g., a national park is the pearl of the park system since it 
is particularly beautiful).  

In a second experiment, we exposed participants to more 
or less systemic metaphors (based on results from 
Experiment 1) before they completed a set of tasks that have 
been used to measure holistic (Maddux & Yuki, 2006) and 
relational reasoning (Rottman, Gentner, & Goldwater, 
2012). We predicted that exposing people to systemic 
metaphors would help induce a systems thinking mindset 
that would transfer to seemingly unrelated tasks, thus 
leading to enhanced holistic and relational reasoning.  

Experiment 1 

Methods 
Participants We recruited and paid 600 participants 
through Amazon’s Mechanical Turk. We used Turk’s 
exclusion capabilities to ensure that participants lived in the 
US and had a good performance record on pervious tasks. 
At the end of the survey participants were given a random 
completion code. Data from 18 participants were excluded 
because they did not provide an accurate completion code, 
leaving data from 582 participants for analysis.   

This sample included an equal number of males (50%) as 
females. The average age of participants was 32.8 (sd = 
11.46). Most (84%) had completed at least some college. 
The political affiliation of participants was skewed liberal, 
with 43%, 43% and 14% identifying as Democrat, 
Independent, and Republican, respectively.  
 
Materials & Procedure We created three pairs of 
metaphors in which one was thought to be more systemic 
than the other (based on author intuitions and prior 
research). Each pair was used to frame one of three 
important socio-political domains: crime, education, and the 
economy. 

To control for the valence, arousal, and additional 
linguistic associations of the metaphors, each pair of 
metaphors was developed from the same source domain. For 
instance, the two metaphors that were used to describe the 
economy both represented the financial system as a body. 
One, however, focused on a relatively superficial and 
isolated feature of a body by comparing income inequality 
to a blemish. The other highlighted the body as a holistic 
system by comparing income inequality to a failing organ. 
Body-related metaphors were also used to describe crime: 
the more systemic frame compared crime to a virus; the less 
systemic frame compared crime to a broken bone. Plant 

metaphors were used to describe the educational system: the 
more systemic frame compared education to a garden, while 
the less systemic frame compared education to a flower.  

Participants were randomly assigned to one of six 
between-subjects metaphor conditions in this experiment, 
and completed a set of three tasks for just one of the 
metaphors described above.  

First, participants were presented with one of the six 
metaphors and were asked to provide an interpretation. For 
instance, “How is income inequality like a failing organ?” 

Next, they were asked to rate the metaphor using an 
adapted version of Davis and Stroink’s (2015) Systems 
Thinking Scale. There were six items on this scale that 
asked people to rate the extent to which, for instance, 
talking about income inequality as a failing organ captures 
the idea that… 

 
1. …everything in the universe is somehow related to each 

other. 
2. …nothing is unrelated. 
3. …everything in the world is intertwined in a causal 

relationship. 
4. …even a small change in any element of the universe 

can have significant consequences. 
5. …any phenomenon has numerous causes, although 

some of the causes are not known. 
6. …any phenomenon entails numerous consequences, 

although some of them may not be known. 
 

Participants indicated their response using a five-point 
Likert scale that ranged from, 1, “Strongly Disagree”, to 5, 
“Strongly Agree”. 

For the first two tasks, participants only saw one 
metaphor for a given issue. In the third task, they were 
presented with both metaphors for that issue at the same 
time (e.g., income inequality can be described as a blemish 
or a failing organ). They were then asked to make five 
judgments about the pair of metaphors: 

 
1. Which seems to situate the issue in broader context? 
2. Which seems to make the issue seem more complex? 
3. Which seems to make the issue seem more simple? 
4. Which seems to make the issue seem more involved – 

something you can really influence and change? 
5. Which do you find more appropriate? 
 
After completing these three tasks, participants completed 

Davis and Stroink’s (2015) Systems Thinking Scale, a 15-
item questionnaire designed to measure “the tendency to 
perceive and understand relevant phenomena as emergent 
from complex, dynamic, and nested systems.” Then they 
were asked a set of background demographic questions 
including their age, sex, first language, educational 
background, geographic location, and political affiliation. 
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Results and Discussion 
Metaphor Interpretations We used the Linguistic Inquiry 
and Word Count software (LIWC; Pennebaker, Chung, 
Ireland, Gonzales, & Booth, 2007) to analyze participants’ 
interpretations of the metaphors. We predicted that people 
would write longer and more intricate interpretations for the 
metaphors that we considered relatively systemic. We also 
predicted that people who were high in systems thinking 
would write longer and more intricate interpretations. 
Accordingly, we fit an ANCOVA with main effects for 
issue, metaphor type (systemic or not), and systems 
thinking. We also included an interaction term between 
metaphor type and systems thinking.  

We found a significant main effect for issue, F[2, 574]= 
10.439, p<.001: people wrote more about the economy (M = 
33.55, sd=31.49) than crime, t[296.79; variances not 
assumed to be equal]=3.29, p=.001, (M=24.30, sd=21.59) or 
education, t[264.81] = 3.94, p<.001, (M=22.92, sd=17.73). 
There was no difference between the crime and education 
stories in terms of length, t[398.57]=.71, p=.481. 

In addition, we found a significant main effect of systems 
thinking, F[1, 576]=9.673, p=.002. People who were higher 
in systems thinking wrote more, B=.774, SE=.219, p<.001. 
We also found an interaction between systems thinking and 
metaphor type, F[1, 574]=4.4390, p=.037. In general, 
people wrote more in response to systemic metaphors 
(M=27.33, sd=23.51 compared to nonsystemic metaphors 
M=25.74, sd=25.21), B=43.31, SE=20.08, p=.031. At the 
same time, however, people who were high in systems 
thinking wrote slightly less about systemic metaphors than 
people who were low in systems thinking, B=-.619, SE=295, 
p=.036. In other words, people who were high in systems 
thinking wrote longer responses regardless of metaphor 
type, but people who were lower in systems thinking wrote 
more in response to systemic metaphors. There was no 
interaction between issue and metaphor type, F[2, 
574]=.070, p=.932. 

 
Ratings of Systemic-ness We fit the ratings data to an 
ANCOVA with the same terms for main effects and 
interactions (i.e. main effects for issue, metaphor type, and 
systems thinking; interactions between issue, metaphor type, 
and systems thinking). In this case, we found main effects of 
issue, (F[2, 574]=3.28, p=.038), systems thinking (F[1, 
574]= 15.538, p<.001), and metaphor type (F[1, 
574]=5.331, p=.021). People considered the economy 
(M=21.36, sd=4.56) to be more systemic than crime 
(M=20.16, sd=4.56) or education (M=20.27, sd=4.77), 
t[381.323; variances not assumed to be equal]=2.25, p=.017 
and t[367.44] = 2.25, p = .025, respectively. There was no 
difference in ratings between crime and education, t[405.31] 
=.22, p=.824.  

People who were higher in systems thinking considered 
the metaphors more systemic overall, B=0.116, SE=.030, 
p<.001, and systemic metaphors were rated as more 
systemic (M=20.99, sd=4.88, compared to nonsystemic 
metaphors, M=20.05, sd=4.92), t[565.45]=2.304, p=.022. 

There were no interactions between systems thinking and 
metaphor type, F[1, 574]=1.643, p=.200, or between story 
and metaphor type, F[2, 574]=1.977, p=.140.  

 
Metaphor Comparison Participants viewed the systemic 
metaphors as situating the target problems in a broader 
context, χ2[1]=208.08, p<.001, as more complex, 
χ2[1]=220.21, p<.001, and as less simple χ2[1]=163.00, 
p<.001. They also thought that the systemic metaphors 
made the target problems seem more involved but tractable, 
χ2[1]=43.99, p<.001, and more appropriate, χ2[1]=165.12, 
p<.001 (see Table 1).  
 

Table 1 Proportions of participants who judged the systemic 
metaphor as a better answer to the five comparison questions. 

 Context Complex Simple Involved Appropriate 

Crime 
(n = 210) 0.89 0.771 0.271 0.562 0.848 

Education 
(n = 198) 0.879 0.753 0.293 0.768 0.823 

Economy 
(n = 174) 0.598 0.914 0.126 0.58 0.603 

 
 
The results of Experiment 1 suggest that metaphors can 

be quantified in terms of the degree to which they highlight 
systems. As predicted, people wrote more in response to 
systemic metaphors, rated them as more systemic, and 
viewed them as more systemic in a comparison task.  

Experiment 2 
In Experiment 2 we tested whether exposing people to a pair 
of systemic metaphors could induce a systems thinking 
mindset. There were four between-subjects conditions in the 
metaphor exposure task: people read one of two types of 
metaphors (systemic or not) and made one of two kinds of 
judgments about the domains that the metaphors framed (an 
evaluation or an explanation). Half of the participants were 
asked to rate the degree to which a policy proposal would 
address the target problem, while the other half were asked 
to explain how and why a policy would address the target 
problem.  

The policy proposals were designed to be consistent with 
the distinction between the metaphor frames. After reading a 
more systemic metaphor, people were asked to evaluate or 
explain a more systemic intervention; after reading a less 
systemic metaphor, people were asked to evaluate or 
explain a less systemic intervention. For instance, people in 
the more systemic condition were asked whether “reforming 
educational programs” would be likely to reduce a crime 
virus. In contrast people in the less systemic condition were 
asked whether “increasing street patrols” would be likely to 
reduce crime when it was framed as a broken bone. 

We chose to pair policies with matching metaphors (i.e. 
relatively systemic policies with relatively systemic 
metaphors and less systemic policies with less systemic 
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metaphors) to facilitate the influence of the metaphor 
frames. For instance, evaluating a systemic policy (e.g., 
reforming educational practices) after reading a less 
systemic metaphor might disrupt the mindset induced by the 
metaphor frame1.  

After completing the metaphor exposure task, participants 
completed two follow-up tasks that were designed to 
measure their tendency to engage in systems thinking. As 
the conceptual foundation of systems thinking relates to 
constructs like holistic thinking and relational thinking, one 
of the follow-up tasks was adapted from studies of holistic 
thinking (Maddux & Yuki, 2006) and the other was adapted 
from studies of relational thinking (Rottman, Gentner, & 
Goldwater, 2012). 

Our hypothesis was that people who were exposed to 
systemic metaphors would be more likely to show patterns 
of behavior consistent with holistic and relational thinking. 
We also predicted that the effect might be strongest in the 
explanation conditions, as these conditions would seem to 
require that participants think more deeply about the target 
domains.  
 
Method 
Participants We recruited and paid 450 people through 
Mechanical Turk, using the same exclusion criteria as in 
Experiment 1. Data from 42 participants were excluded 
because they either did not provide an accurate completion 
code or because they had also participated in Experiment 1.  

There were slightly fewer male participants (39%) than 
female. The average age of participants was 36.47 (sd = 
12.99). Most (86%) had completed at least some college. 
The political ideology of the participants was skewed 
slightly liberal: 38%, 32% and 22% identified as a 
Democrat, Independent, Republican, respectively; 9% 
identified as “other”.  

In line with prior work on relational reasoning (Rottman, 
Gentner, & Goldwater, 2012), we asked participants to 
report their level of mathematical and scientific training on 
a 4-point scale: 6%, 37%, 45%, and 11% of participants 
identified as having no background, not much background, 
some background, and a lot of background in math and 
science, respectively. The sample also included participants 
with a range of scores on the Systems Thinking Scale (M = 
68.14, sd = 6.95; median = 68). 
 

                                                             
1 There is, however, a drawback to this method in that it introduces 
another variable into the design: if people in the systemic condition 
show an increased propensity to engage in relational reasoning, it 
may be because they read two systemic metaphors or it may be 
because they thought about two systemic policy approaches. In 
future work, we plan to include additional conditions in which the 
policies are incongruent with the metaphor frames (i.e. some 
people evaluate a less systemic policy approach to a systemic 
framing of the issues and vice versa). As this represents a novel 
exploration in cognitive science, we designed the experiment to 
maximize our chances of seeing an effect. 

Materials and Design Before completing the experimental 
tasks, participants completed the Systems Thinking Scale 
(Davis & Stroink, 2015). This measure was presented at the 
beginning of the study so that the manipulation would not 
influence participants’ responses on the scale. 

Then participants completed a metaphor exposure task. 
They read two metaphors that did or did not emphasize a 
holistic system. We used the crime and economy metaphors 
from Experiment 1 because they showed a clear dichotomy 
on the systemic dimension and because both conceptualized 
the target domain as a body. In the more systemic condition, 
participants read reports that framed crime as a virus and 
income inequality as a failing organ. In the less systemic 
condition, participants read reports that framed crime as a 
broken bone and income inequality as a blemish.  

Next, participants were presented with a policy 
intervention for each issue. The policies, like the metaphors, 
were designed to differ in the degree to which they 
emphasized a system. People in the systemic condition were 
presented with systemic policies (for crime: reforming 
educational practices; for income inequality: forgiving 
student loan debt). People the non-systemic condition were 
presented with less systemic policies (for crime: increasing 
street patrols that look for criminals; for income inequality: 
raising the minimum wage).  

Half of the participants evaluated the policy proposals on 
a 5-point Likert scale (1 = “Very unlikely to improve the 
{crime / income inequality} situation”; 5 = “Very likely”). 
The other half of participants were asked to describe “why 
this course of action is likely to improve the crime / income 
equality situation.” 

After completing the metaphor task, participants 
completed measures of holistic and relational thinking 
(randomly ordered across participants). As a measure of 
holistic thinking (Maddux & Yuki, 2006), people read a 
story about a student who had caused an accident on the 
freeway and evaluated the student’s responsibility for five 
outcomes. The outcomes were increasingly distally related 
to the accident, rated on a 4-point scale that ranged from 
“Not responsible at all” to “Completely responsible.” These 
questions read:  

 
If you were the student, how responsible would you feel 
for… 
1.  …damaging your own car. 
2.  …the driver you hit. 
3.  …missing a meeting that you were rushing to attend. 
4.  …delaying other commuters in traffic. 
5. …causing an accident that occurred further back in 

traffic. 
 
Prior work has shown that people attribute less 

responsibility to the student as the outcomes become more 
distally related to the accident. However, holistic thinkers 
have been shown to be more likely to attribute responsibility 
to the student for distally related outcomes (Maddux & 
Yuki, 2006). 
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As a measure of relational thinking, participants read and 
made judgments about verbal descriptions of causal systems 
(Rottman, Gentner, & Goldwater, 2012). In the original 
version of this task, participants were given descriptions of 
25 systems – five particular kinds of causal systems from 
five target domains – and asked to sort them into groups. It 
was found that participants with a scientific background 
were more likely to categorize the descriptions by causal 
structure than content domain. 

We adapted this study so that it could be more easily 
included in a web-based experiment by making it a “match 
to sample” task. The “sample” described a particular kind of 
system (e.g., positive feedback loop, negative feedback 
loop, causal chain) in a target domain (environmental, 
economic, biological). There were two potential matches: 
one that described a similar causal system and one that 
described a similar content domain. There were five trials of 
this task, presented in a randomized order.  

After completing the three experimental tasks, 
participants were asked their sex, first language, educational 
history, “general math and science ability,” geographic 
location, and political affiliation.  
 
Results and Discussion 
Holistic Thinking Ratings of responsibility for outcomes 
related to the car accident were subjected to a repeated-
measures ANCOVA with condition (systemic or not) and 
task (evaluation or generation) as between-subjects 
predictors, and outcome (coded continuously from most 
proximal to most distal) as a within-subjects predictor. We 
also included systems thinking as a covariate.  
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Figure 1. Attributions of responsibility to proximally (left) 
and distally (right) related outcomes by metaphor condition. 
Error bars reflect standard errors of the means. 
 

Consistent with prior research, people attributed less 
blame to the student as the outcomes became more distally 
related to the car accident, F[1, 1627] = 578.63, p < .001. 
However, we found an interaction between condition 

(systemic or not) and outcome, F[1, 1627] = 4.02, p = .045 
(see Figure 1). People who were exposed to systemic 
metaphors were more likely to attribute blame to the student 
for distally related outcomes, B = .056, SE = .028, p = .022. 
There was no interaction between task (evaluation or 
generation) and outcome, F[1, 1627] = 1.30, p = .255, nor 
was there a three way interaction between metaphor, task, 
and outcome, F[1, 1627] = .933, p = .334.  

There were also no main effects of condition or task, nor 
was there an interaction between metaphor and exposure 
task (all Fs < 1). There was, however, a main effect of 
systems thinking, F[1, 424] = 24.80, p < .001, and an 
interaction between systems thinking and outcome, F[1, 
1627] = 13.71, p < .001. Systems thinkers were more likely 
to attribute blame to the student overall (i.e. for all of the 
outcomes), B = .041, SE = .006, p < .001. However, as the 
outcomes became more distally related to the accident 
systems thinkers attributed less blame to the student, B = - 
.005, SE = .001, p < .001. This interaction came as a 
surprise to us and warrants further research. 

 
Relational Thinking Two analyses revealed the effect of 
metaphors on relational thinking. In the first, participants 
were characterized as relational thinkers if at least four (out 
of five) of their responses matched the causal structure of 
the sample description. A logistic regression with predictors 
for metaphor type (systemic or not), initial task (evaluation 
or generation), and scientific/mathematical background was 
fit to the data. The model revealed significant effects of 
metaphor type, B = .916, SE = .381, p = .016, and 
mathematical training, B = .507, SE = .191, p = .008. It did 
not reveal an effect of the initial task or an interaction 
between metaphor type and the initial task, ps > .2. People 
who read the systemic metaphors were more likely to judge 
similarity on the basis of causal structure, as were people 
with more mathematical training. 
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Figure 2. The proportion of structure-based similarity 
choices in the relational match to sample task. Error bars 
reflect the standard errors of the proportions.  
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In a second analysis, individual responses on the 
relational thinking task were subjected to a repeated 
measures logistic regression. Predictors for this model 
included metaphor type (systemic or not), initial task 
(evaluation or generation), and scientific or mathematical 
training, as well as an interaction between metaphor type 
and initial task. Here, too, we found a main effect of 
metaphor type, B = .278, SE = .140, p = .048 (see Figure 2). 
People exposed to the systemic metaphors were more likely 
to match descriptions that described similar causal systems. 
In this case there was a marginal main effect of 
mathematical training, B = .110, SE = .066, p = .097. There 
was no main effect of initial task or interaction between 
initial task and metaphor type, ps > .2.  

General Discussion 
This study offers three important advances in research on 
the relationship between metaphor and thought. First, it 
identifies a dimension of metaphors that has been 
underappreciated in previous work on metaphor framing: a 
distinction between metaphors that highlight the dynamic 
nature of complex systems and metaphors that highlight 
relatively superficial features of systems (i.e. a distinction 
between metaphors that emphasize the complexity of target 
domains versus metaphors that simplify target domains).  

Second, we have presented a method for operationalizing 
and quantifying this dimension for metaphors. We found 
that, as predicted, people wrote longer and more intricate 
descriptions in response to systemic metaphors, that they 
explicitly rated these metaphors as more systemic, and that 
they viewed systemic metaphors as more complex in a 
comparison task. 

Third, we have found support for the hypothesis that 
exposing people to systemic metaphors can induce a 
transferable systems thinking mindset. People who were 
exposed to two highly systemic metaphors showed higher 
levels of holistic and relational reasoning than people who 
were exposed to two less systemic metaphors.  

In addition to these important theoretical advances, this 
work has promising practical value. Metaphors are simple 
and scalable tools for increasing systems thinking and 
enhancing decision-making: tools that may help people 
approach some of the most difficult and complex problems 
that we face today. 
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Abstract 

Metaphors pervade discussions of sociopolitical issues and 
influence the way we think. One challenge facing researchers, 
however, is that it can be difficult to make principled 
predictions about exactly how metaphors will influence 
thought. Here, we use an explicit comparison task to quantify 
the persuasive capacity of metaphors. In Experiment 1, people 
were given two metaphors and two policy responses. They 
were asked to match one policy to each metaphor. In 
Experiment 2, people read metaphorically framed issues and 
chose between policy responses. We found that data from the 
explicit comparison task predicted behavior from another 
group of participants on the metaphor framing task; a measure 
of linguistic association from LSA did not predict behavior on 
the framing task. These results suggest a relationship between 
explicit analogical comparison and more implicit natural 
language metaphor processing. It also provides a method for 
measuring the conceptual entailments of metaphors. 

Keywords: metaphor; analogy; relational reasoning; 
comparison; framing; decision making 

Introduction 
Metaphors pervade discussions of social and political issues 
and powerfully influence the way we think and act. At a 
mechanistic level, metaphors can shape thought in a variety 
of ways. For instance, metaphors can explicitly influence 
how people process information. Deliberately invoked, 
instructive metaphors can make novel concepts seem more 
familiar and encourage elaboration (Ottati, Rhoads, & 
Graesser, 1999). However, metaphors can also play a more 
implicit role in how people process information by shaping 
the way people build representations of complex problems 
(e.g., Thibodeau & Boroditsky, 2011, 2013). In this way, 
metaphors are especially powerful tools for persuasion (cf. 
Petty & Cacioppo, 1986). 

A fundamental premise of this work is that metaphors 
provide structure (Lakoff & Johnson, 1980). They 
encapsulate systems of entailments from a source domain in 
the form of relations between attributes that facilitate 
thinking about a target domain (Gentner, 1983). Indeed, 
some have argued that metaphorical mappings from 
embodied domains like SPACE are fundamental for 
thinking about abstract ideas like TIME (e.g., Boroditsky, 
Fuhrman, & McCormick, 2010; Clark, 1973; Traugott, 
1978). 

Prior work has revealed that relational structure conveyed 
though metaphor frames can systematically affect patterns 
of inference (e.g., Hauser & Schwarz, 2014; Landau, 
Sullivan, & Greenberg, 2009; Thibodeau & Boroditsky, 
2011, 2013). For instance, in one study, people who read 
that crime was a virus were 18% more likely to suggest 

reducing crime by instituting social reform programs than 
people who had read that crime was a beast. Those who 
read the beast version were more likely to suggest reducing 
crime through increased law enforcement and prison 
sentences. 

A Challenge for Research on Conceptual Metaphor 
One challenge facing researchers who study the role of 
metaphor in reasoning is that it can be difficult to quantify 
the entailments of metaphors. That is, is there a way to 
make principled predictions about how metaphors will 
influence the way people think about the domains they 
describe? 

The most common approach has been to use intuition--
either the researcher’s own intuitions or intuitions based on 
detailed linguistic analyses (e.g., Hauser & Schwarz, 2014; 
Hauser & Schwarz, 2014; Landau, Sullivan, & Greenberg, 
2009; Thibodeau & Boroditsky, 2011, 2013). For instance, 
it seems like describing the economy as a stalled vehicle 
should make people more likely to infer that the economy is 
in need of large-scale financial stimulus – a metaphorical 
jumpstart; it seems like describing the economy as a stunted 
plant should make people more likely to think about 
sustainable economic practices – metaphorical sunlight, 
water, and nutrients.  

However, using intuition as a foundation for prediction 
can be problematic because people have limited access to 
higher order cognitive processes (cf. Nisbett & Wilson, 
1977). Different people may have different intuitions about 
the inferences that a given metaphor should support (Keysar 
& Bly, 1995). Further, it can be difficult to predict the 
extent to which metaphors encourage particular inferences.  

In the current paper, we offer a method for making 
principled predictions about the persuasive capacity of 
metaphor frames, using an explicit metaphor comparison 
task. We present the results of two experiments. In the first, 
people compared two metaphors for a target domain like the 
educational system (e.g., schools are factories, molding or 
gardens, nurturing young minds) and two policy responses 
(e.g., underperforming schools should “adopt a common 
curriculum” or “increase opportunities for extracurricular 
activities like music and athletics”). Participants were asked 
to match one of the policies to one metaphor and the other 
policy to the other metaphor. 

In the second experiment, a separate group of participants 
made judgments about metaphorically framed issues. In this 
case, a single metaphor was embedded in the description of 
the issue (e.g., an underperforming school was framed as a 
factory or a garden). Participants were asked to choose 
which of two policy responses (e.g., “adopting a common 

2368



curriculum” or “increasing opportunities for extracurricular 
activities”), in their opinion, would lead to a better outcome.  

Our hypothesis was that judgments from the first 
experiment – the explicit comparison task – would predict 
the persuasive influence of the metaphors in the second 
experiment – the metaphor framing task. Such a finding 
would be valuable for key theoretical and practical reasons.  

On theoretical grounds, the finding would suggest a 
relationship between explicit analogical comparison and 
relatively implicit metaphor processing (Bowdle & Gentner, 
2005; Kurtz & Gentner, 2013). Indeed, one alternative 
hypothesis was that we would not find a relationship 
between patterns of behavior on the two experiments 
because processing metaphors in natural language engages 
different mechanisms than deliberate comparison (Keysar, 
Shen, Glucksberg, & Horton, 2000; but see Thibodeau & 
Durgin, 2008). Reading conventional metaphors in natural 
language may not sufficiently evoke the conceptual 
entailments of the frames.  

This method also allows us to test the possibility that 
metaphors influence thought because of their linguistic 
associations rather than conceptual entailments (McGlone, 
2011). To predict behavior on the metaphor framing task, 
we pit judgments from the metaphor comparison task 
against a measure of semantic association, gathered from 
Latent Semantic Analysis (LSA; Landauer, Foltz, & Laham, 
1998). We predicted that patterns of behavior from the 
explicit comparison task would be more strongly related to 
patterns of behavior on the metaphor framing task because 
natural language metaphors are more than linguistic primes 
(Thibodeau & Boroditsky, 2011, 2013). On this view, 
metaphors instantiate conceptual structure, which influences 
how people build representations of target issues.  

There are also several practical advantages to quantifying 
the persuasive capacity of metaphor frames with an explicit 
comparison task. For instance, this method avoids 
idiosyncratic biases that may be associated with any 
individual conducting a linguistic analysis. It also provides a 
means of quantifying the degree to which a metaphor frame 
lends support for a target issue. Larger differences between 
the metaphors on the explicit comparison task should 
indicate more persuasive metaphor frames.  

Methods 
Participants 

We sampled 600 participants in the first experiment and 
1,200 participants in the second experiment. Roughly 100 
participants were exposed to each stimulus item in each 
experiment. We recruited and paid people $1.00 in 
exchange for participation through Mechanical Turk. We 
used Turk’s exclusion criteria to ensure that participants 
lived in the United States and had a good performance 
record (at least 90% approval on previous tasks). We also 
required that participants be at least 18 years old. 

In Experiment 1, data from 3 participants were excluded 
because an incorrect completion code was submitted. In 
Experiment 2, data from 125 participants were excluded 

because an incorrect completion code was submitted or 
because they had participated in Experiment 1. 

In both experiments our samples included slightly more 
males (56% and 51%) than females. The average age of 
participants was 34.4 (sd = 12.2) in Experiment 1 and 32.4 
(sd = 10.3) in Experiment 2.  
 
Materials & Design 
Ten descriptions of socio-political issues were created for 
the two experiments. For each issue, we designed two 
metaphor frames and four policy responses. The two 
metaphor frames seemed to have different conceptual 
entailments. The four policies for each issue were chosen to 
reflect real world proposals; some were constructed to be 
more consistent with the entailments of one of the 
metaphors and others were constructed to be more 
consistent with the entailments of the other (e.g., “adopting 
a common curriculum” seemed to be more consistent with a 
factory metaphor for education, whereas “increasing 
opportunities for extracurricular activities like music and 
athletics” seemed to be more consistent with a garden 
metaphor). 

In Experiment 1, participants read each issue and matched 
policy proposals to metaphors in an explicit comparison 
task. In Experiment 2, participants read each issue and were 
asked to judge which of the policies seemed best (in their 
opinion). In Experiment 2, unlike Experiment 1, a single 
metaphor frame was embedded in the description of the 
issue. Participants in this experiment were only exposed to 
one of the two metaphors for each domain. We used data 
from the first experiment to predict behavior on the second 
experiment.  

The order of the stories and response options were 
randomized between participants in both experiments. The 
full instructions for the two experiments and example 
stimuli are shown below. 

 
Experiment 1: The Comparison Task In the comparison 
task (Experiment 1), people were presented with a 
description of an issue (e.g., education) and a pair of 
metaphor frames (e.g., factory and garden). The description 
of the education issue read: 

 
Norwalk is a city with an education problem. 
Historically, the schools have been excellent. 
Unfortunately, in recent years, there have been cuts to 
the budget, which have forced the city to fire teachers 
and eliminate extracurricular activities. Each year a 
smaller and smaller number of students have graduated 
who meet the standards that city officials hope to 
achieve. A recent assessment found that a minority of 
students were able to read at their grade level and that 
more and more are dropping out. 
 
Participants were told that different metaphors were being 

used to support different policy interventions. For instance: 
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The city's officials know that they have to change 
certain policies in response to the problem, but they 
aren't sure which policies to change or how much to 
change them. Two of the city’s officials are leading this 
debate and they tend to talk about the problem in 
different ways. 
 
One argues that “Schools are factories, attempting to 
mold young minds.” 
 
The other argues that “Schools are gardens, attempting 
to nurture young minds.” 
 
The participant’s task was to match an intervention to 

each metaphor. The instructions for this part read:  
 

What should officials emphasize to improve school 
performance? Pick the item that you think is most 
consistent with the factory expression, then drag and 
drop that item into the ‘Factory’ box. Do the same with 
the proposal that is most consistent with the garden 
expression and drag and drop it into the ‘Garden’ box. 

 
We designed four policy responses for each issue. For 

example, the following four options were adapted from 
current real-world policy proposals for education: 

 
1. Increase extracurricular opportunities like music and 

athletics 
2. Increase the diversity of the student-body 
3. Adopt a common curriculum 
4. Conduct more rigorous teacher assessments 
 
Participants in the comparison task were presented with a 

subset of two of the four possible response options. This 
created six versions of each stimulus item. Each participant 
read one version per domain (i.e. everyone read and 
responded to 10 issues). 

 
Experiment 2: The Metaphor Framing Task The 
metaphor framing task (Experiment 2) was a between-
subjects test of the persuasive capacity of the metaphors. 
Participants in this experiment read issues with metaphor 
frames embedded in the text. The metaphor was not 
highlighted in Experiment 2, nor were participants 
instructed to choose responses that they thought were 
consistent with the metaphors they were given. For instance, 
the education story read: 

 
Schools are {factories/gardens}, attempting to 
{mold/nurture} young minds.  Norwalk is a city with an 
education problem. Historically, the schools have been 
excellent. Unfortunately, in recent years, there have 
been cuts to the budget, which have forced the city to 

fire teachers and eliminate extracurricular activities. 
Each year a smaller and smaller number of students 
have graduated who meet the standards that city 
officials hope to achieve. A recent assessment found 
that a minority of students were able to read at their 
grade level and that more and more are dropping out. 

 
The city’s officials know they must make policy 
changes in response to the problem.  Which of the 
following should officials emphasize to improve school 
performance? 
 
Participants were asked to choose between two 

interventions. There were 12 versions of each stimulus item 
in the metaphor framing task (six for each metaphor frame). 
Each participant read one version of each stimulus item (i.e. 
everyone read and responded to 10 issues). 

 
Using LSA to Measure Lexical Association We used LSA 
to measure the lexical association between the metaphor 
frames and response options.  We did this three ways, 
computing the relationship between: 
 

1.  The metaphoric words and policy descriptions. 
2. The sentence that contained the metaphor(s) and policy 

descriptions. 
3. The entire metaphorically framed report and policy 

descriptions. 
 
The three methods for quantifying semantic association 

were significantly correlated with each other (r[78] = .740, 
between methods 1 and 2; r[78] = .423, between methods 1 
and 3; r[78] = .779, between methods 2 and 3; all ps < 
.001). Here, we report analyses using the first method 
because it maximized the variability of the scores between 
metaphor conditions. The results were similar when we used 
methods 2 and 3. 

Results 
The results of Experiment 1 revealed substantial variability 
in the degree to which policy interventions were associated 
with metaphors. On average, there was a 39.803 percentage 
point difference in the associations between metaphors and 
policies (sd = 21.895; range: 4.4 to 81.6). In some cases, 
there was overwhelming agreement in how the responses 
should be paired with the metaphors. For instance, almost 
all participants (84.6%) thought that “adopting a common 
curriculum” was a better fit to a factory metaphor for the 
educational system and that “increasing extracurricular 
opportunities for students” was a better fit to a garden 
metaphor; only 15.4% of participants thought that “adopting  
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a common curriculum” was better fit to the garden 
metaphor and that “increasing extracurricular opportunities”  
was a better fit to the factory metaphor1 (a difference of 69.2 
percentage points; 84.6 – 15.4).  

In other cases, there was less agreement as to how the 
response options paired with the metaphors. For instance, a 
small majority of participants (62.0%) thought that 
“increasing the diversity of the student body” was a better 
fit to a factory metaphor and that “increasing extracurricular 
opportunities” for students was a better fit to a garden 
metaphor for the educational system (a difference of 24.0 
percentage points; 62.0 – 38.0) (see Table 1).   

Similarly, the results of Experiment 2 revealed substantial 
variability in the degree to which the metaphors influenced 
people’s policy preferences. On average, changing the 
metaphor frame led to a 7.112 (sd = 6.223) percentage point 
shift in policy preference (range: 0.1 to 34.1). For instance, 
those who read that the educational system was a factory 
were almost equally likely to think that schools should 
“increase extracurricular opportunities for students” (49.0%) 
as to think that schools should “adopt a common 
curriculum”. However, people who read that the educational 
system was a garden were more likely to think that schools 
should “increase extracurricular opportunities for students” 
(59.3%) over “adopting a common curriculum”. In this case, 
changing the metaphorical frame for the educational system 
from factory to garden led to a shift in 10.3 points (or 21%) 
in participants’ preference for these two policies (see Table 
1).  

However, changing the metaphor for the school system 
did not seem to affect whether people preferred “increasing 
the diversity of the student body” compared to “increasing 
extracurricular opportunities for students”. When the 
educational system was framed as a factory, 87.9% of 
participants thought the schools should “increase 
extracurricular opportunities for students”; when the 
educational system was framed as a garden, 87.1% of  

 

                                                             
1 Because there are two metaphors and two response options in this 
task, the percentage of responses that matched the first intervention 
to the first metaphor is equal to the percentage of responses that 
matched the second intervention to the second metaphor (i.e. in 
this case, 84.6% of people matched “common curriculum” to 
factory and matched “extracurricular opportunities” to garden; in 
contrast, 15.4% of people matched “extracurricular opportunities” 
to factory and “common curriculum” to garden).  

 
participants thought the schools should “increase 
extracurricular opportunities for students.” In this case 
changing the metaphor for the educational system from 
factory to garden led to a shift in .8 points (less than 1%) in 
participants’ preference. 

We used the difference scores from the two experiments 
to compute a correlation between patterns of behavior on the 
two tasks. For instance, people were 69.2 percentage points 
more likely to think that “increasing extracurricular 
opportunities” (compared to “adopting a common 
curriculum”) was a better fit to the garden than factory 
metaphor in the comparison task; a separate group of people 
were 10.3 percentage points more likely to endorse this 
policy response for an underperforming school that was 
framed as a garden compared to when the underperforming 
school was framed as a factory (see the “Diff” columns of 
Table 1). 

Consistent with our hypothesis, the results of the two 
experiments were significantly correlated, r[58] = .290, p = 
.025. That is, the metaphor frames showed a larger effect on 
policy preferences in Experiment 2 when they were judged 
as better fits to a given metaphor in Experiment 1 (see 
Figure 1). 
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Figure 1. Scatterplot of the relationship between difference 
scores from the Comparison and Framing Tasks 
(Experiment 1 and Experiment 2).  
 

For some issues, the correlation between the results of the 
two experiments was particularly strong. For instance, 
descriptions of a relatively mundane story about pool 

Intervention 1: Intervention 2: Comparison Task Framing Task 
Garden Factory Diff Garden Factory Diff 

Extracurricular 
opportunities 

Common 
curriculum .846 .154 .692 .593 .490 .103 

Extracurricular 
opportunities  Student diversity .620 .380 .24 .871 .879 -.008 

Table 1. The proportions of participants who chose Intervention 1 (“Increase extracurricular opportunities like 
music and athletics”) over Intervention 2 in the Comparison Task (Experiment 1) and the Framing Task 
(Experiment 2). Correlations were run on the difference scores from the two experiments. 
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players showed a remarkably high correlation across 
experiments, r[4] = .651, p = .161. In contrast, the 
relationship between the results of the two experiments was 
virtually zero for the stories relating to the educational 
system, r[4] = .018, p = .974. 

One explanation for this variability is that people were 
more persuaded by the metaphors for relatively mundane 
issues (e.g., pool: in which a billiards player was compared 
to a sniper or detective; science: in which conducting 
research was compared to climbing a mountain or solving a 
puzzle) and less persuaded by the metaphors for relatively 
important real world issues (e.g., education, crime, cheating: 
in which an administrator was compared to a boxer fighting 
for or a goalkeeper defending the integrity of tests like the 
SAT). 

Another possibility is that some of the metaphors may 
have been more apt (Jones & Estes, 2006) or conventional 
(Bowdle & Gentner, 2005) than others (or more clearly 
related to the policy responses), leading people to be better 
able to access the conceptual entailments of the frames.  

 
 

Issue Comparison LSA 
Cheating 0.084 -0.426 
Clinic -0.206 0.205 
Crime 0.235 0.066 
Education 0.018 -0.798 
Income inequality 0.563 -0.843 
Nature 0.494 -0.736 
Real estate 0.517 -0.780 
Politics 0.701 -0.131 
Pool 0.651 0.694 
Science 0.459 0.057 

Table 2. The first column shows correlations between the 
data from the comparison and metaphor framing tasks by 
issue; the second column shows correlations between the 
measure of semantic association from LSA and behavior on 
the metaphor framing task by issue.  

 
Although the correlations are positive for nine of the 10 

issues, we did find a negative correlation between data from 
the two tasks for one issue: a description of a health clinic. 
We think this may be because the words used to represent 
the metaphors for that issue in Experiment 1 may have 
misled participants. In that case, the clinic was described as 
a manufacturing plant or ecosystem that had a breakdown in 
the assembly line or network. We used the words assembly 
line and network rather than manufacturing plant and 
ecosystem to reference the two metaphors in the comparison 
task (i.e. “Pick the item that you think is most consistent 
with the assembly line / network”). For each of the other 
issues we used the first word or phrase that instantiated the 
metaphors, which, in this case would have been 
manufacturing plant and ecosystem. In addition to being the 

first words that instantiate the two metaphors, these words 
seem to better reflect the underlying conceptual metaphors 
that were instantiated for this issue (e.g., the word network 
seems like it could reference a manufacturing plant or an 
ecosystem). When data from this item are excluded, the 
correlation between data from the two tasks increases to 
r[52] = .468, p < .001. 

 
Lexical Association 
We also used a measure of semantic association from LSA 
to predict behavior on the metaphor framing task. This 
allowed us to test the possibility that the metaphors 
influence patterns of behavior on Experiment 2 because of 
low-level lexical associations between the frames and 
policies. For instance, the word factory may be more 
semantically related to “common curriculum” and the word 
garden may be more semantically related to “extracurricular 
actives.” If this were the case, then the persuasive capacity 
of the metaphors may be grounded in a spreading activation 
mechanism (e.g., McGlone, 2011) rather than the deeper 
conceptual entailments of the metaphors.  

We tested this possibility by computing the difference in 
semantic associations between the metaphor frames and 
each pair of policy responses. For instance, the factory 
metaphor for education was .28 LSA units more associated 
with “adopting common curriculums” (.52) than “increasing 
extracurricular opportunities” (.24). In contrast, the garden 
metaphor for education was .32 LSA units more associated 
with “adopting a common curriculum” (.61) than 
“increasing extracurricular opportunities” (.29). Then we 
computed the difference between the degree to which the 
metaphor frames were associated with the policies. In this 
case the LSA scores predicted that people would be more 
likely to select “adopting a common curriculum” (over 
“increasing educational opportunities”) after reading the 
garden metaphor by .04 LSA units (.32 - .28). Across the 
full range of stimuli, this measure ranged from 0 to .18 (M = 
.041, sd = .038). 

We found that there was no relationship between this 
measure of semantic association and behavior on the 
metaphor framing task, r[58] = .076, p = .562 (see Table 2 
for correlations between this measure and behavior on the 
metaphor framing task by issue).  

When both measures – data from the comparison task and 
scores from LSA – were included as predictors in a linear 
regression model to predict behavior on the metaphor 
framing task, we only saw an effect of data from the 
comparison task. Patterns of behavior from the comparison 
task were predictive of patterns of behavior on the framing 
task, β = .333, SE = .131, p = .014. Scores from LSA were 
not predictive of patterns of behavior on the framing task, β 
= .155, SE = .132, p = .247. There was no interaction 
between these measures, β = .071, SE = .134, p = .599. 

In other words, variability on the metaphor framing task 
was positively predicted by judgments from the explicit 
comparison task while the measure of semantic association 
was not predictive of behavior on the metaphor framing 
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task. This suggests that the conceptual entailments of 
metaphors, and not their low-level linguistic associations, 
influence the way people think about the target issues. 

General Discussion 
To study how metaphors influence thought, we ran two 
experiments: an explicit comparison task and a metaphor 
framing experiment. We also collected data on the lexical 
association between metaphors and policy interventions. 

We found that the degree to which the metaphors were 
viewed as supporting a particular policy response (in 
contrast to another), predicted the extent to which they were 
persuasive in the metaphor framing task. This relationship 
was particularly strong for more mundane issues, although 
future work will aim to measure other important variables 
that may also play a role (e.g., the aptness and 
conventionality of the metaphors).  

We found that a measure of lexical association was not 
related to the persuasive capacity of the metaphors. 
Together, these findings suggest a relationship between 
explicit analogical comparison and relatively implicit 
metaphor processing (Bowdle & Gentner, 2005; Kurtz & 
Gentner, 2013). Reading conventional metaphors in natural 
language seems to evoke the conceptual entailments of the 
frames and influence the way that people build 
representations of the target domain, although people may 
not be aware of this process (Thibodeau & Boroditsky, 
2011, 2013).  

Along with the theoretical implications of the work, the 
method that we have presented offers a practical technique 
for making principled predictions about the persuasive 
influence of metaphor frames. Importantly, gathering 
intuitions from the sample population about the entailments 
of metaphors in a comparison task avoids idiosyncratic 
biases that may be associated with any individual 
conducting a linguistic analysis. It also provides a means of 
quantifying the degree to which a metaphor frame lends 
support for a target issue. Larger differences between the 
metaphors on the explicit comparison task suggest more 
persuasive metaphor frames.  

This work also represents an important step toward 
building a broader and more representative stimulus base for 
work on metaphor and inference.  
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Abstract 

Metaphors pervade discussions of critical issues, making up 
as much as 10-20% of natural discourse. Recent work has 
suggested that these conventional and systematic metaphors 
influence the way people reason about the issues they 
describe. For instance, Thibodeau & Boroditsky (2011, 2013) 
found that people were more likely to want to fight back 
against a crime beast by increasing the police force but more 
likely to want to diagnose and treat a crime virus through 
social reform. Here, we report two norming studies and two 
experiments that reveal a shift in the overall landscape of 
opinion on the topic of crime. Importantly, we find that the 
metaphors continue to have an influence on people’s 
reasoning about crime. Our results and analyses highlight the 
importance of up-to-date opinion norms and carefully 
controlled materials in metaphor research. 

Keywords: metaphor; analogy; framing; reasoning 

Introduction 
Metaphors pervade discussions of critical issues, making up 
as much as 10-20% of natural discourse (Steen et al., 2010). 
Many metaphors are conventional and systematic (Lakoff & 
Johnson, 1980). For example, we commonly use terms that 
are associated with disease to talk about crime, as in “Crime 
plagues and infects cities.” Further, most complex social 
issues are talked about using more than one system of 
metaphors. For example, in addition to disease metaphors 
we can also talk about crime as a beast or wild animal, as in 
“Crime attacks and preys on cities.”  

Recent work (e.g., Hauser & Schwarz, 2014; Landau, 
Sullivan, & Greenberg, 2009; Thibodeau & Boroditsky, 
2011, 2013) has suggested that these metaphors are more 
than simply colorful ways of talking. Using different 
metaphors leads people to reason differently about social 
issues and follow different paths of inference. For example, 
when people saw a report that described crime as a beast, 
they were more likely to want to fight back by increasing 
the police force. When they read that crime was a virus they 
preferred diagnosing and treating the problem through social 
reform (Thibodeau & Boroditsky, 2011, 2013).   

Of course, metaphors about social issues exist in a 
dynamic public discourse. As topics gain and lose 
popularity, get reframed in the news cycle, and are 
reconsidered in light of new events, public opinion and 
public engagement on different issues can shift.  In this 

paper, we revisit earlier studies (conducted from 2008 to 
2011), replicate the results and compare our new data with 
both the older data sets and with other recently collected 
samples (Steen, Reijnierse, & Burgers, 2014).  

We find that while the overall landscape of opinion on the 
topic of crime has shifted, metaphorical frames continue to 
have an influence on people’s reasoning about crime. In two 
experiments and two norming studies we examine some of 
the methodological considerations for research on metaphor 
as it exists in the dynamic landscape of public discourse. We 
address some common misunderstandings and review some 
inferential limitations of the available methods. Our results 
and analyses highlight the importance of up-to-date opinion 
norms and carefully controlled materials in metaphor 
research. 

Experiment 1 

Participants 
Data from 650 participants were collected on Mechanical 
Turk using three exclusion criteria: we restricted our sample 
to participants living in the US, who were at least 18 years 
old, with a performance rating of at least 90%. We paid 
participants $1.00.  

Data from 84 (13%) participants were excluded because 
they submitted an incorrect completion code or because they 
reported having completed a similar study in the past. We 
also excluded data from participants who reported that 
English was not their first language, from participants who 
reported that they did not live in the US, and from 
participants who responded extremely quickly or slowly (i.e. 
faster than 10 seconds or slower than 300 seconds). This left 
data from 526 participants for analysis.  

The average age of participants was 32.2 (sd = 10.3). 
Slightly more than half were male (56%), and 38%, 46%, 
and 16% identified as Democrat, Independent, and 
Republican, respectively. 

Materials & Design 
Participants were randomly assigned to one of two framing 
conditions. In one, crime was described as a virus ravaging 
a city; in the other crime was described as a beast ravaging a 
city. The remainder of the report was identical across 
conditions.  
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Crime is a {beast/virus} ravaging the city of Addison. 
Five years ago Addison was in good shape, with no 
obvious vulnerabilities. Unfortunately, in the past five 
years the city’s defense systems have weakened, and 
the city has succumbed to crime. Today, there are more 
than 55,000 criminal incidents a year - up by more than 
10,000 per year. There is a worry that if the city does 
not regain its strength soon, even more serious 
problems may start to develop. 
 

After reading the report participants were asked what they 
thought Addison should do to address the problem by rank 
ordering the response options listed below.  
 

1. Increase street patrols that look for criminals. 
2. Increase prison sentences for convicted offenders. 
3. Reform education practices and create after school 

programs. 
4. Expand economic welfare programs and create jobs. 
5. Develop neighborhood watch programs and do more 

community outreach. 
 
The amount of time that participants spent reading and 
ranking the responses was recorded. Participants were also 
asked a set of background demographic questions, including 
their age, sex, educational background, first language, 
geographic location, and political affiliation.  

Norming Study: Participants, Materials & Design 
A separate group of 250 participants were asked to complete 
two tasks1. In one, they were asked to rate the degree to 
which each of the five policy responses emphasized 
enforcement versus reform using a 101-point scale (-50 = 
completely reform-oriented; 50 = completely enforcement-
oriented).  

Participants were also asked to match policy approaches 
to metaphors. They were told that two politicians were using 
different metaphors (i.e. virus or beast) to support different 
policy interventions for a crime problem. Participants were 
presented with the five policies listed above and asked to 
match each one to virus or to beast.  

The order of the policy options in both of the norming 
tasks was randomized. The matching task always preceded 
the rating task. 

Norming Results 
Ratings Analyses in prior work (Steen et al., 2014; 
Thibodeau & Boroditsky, 2011, 2013), coded the policy 
responses into two categories: those that were enforcement-
oriented and those that were reform-oriented. To establish 
an empirical basis for this coding Thibodeau & Boroditsky 
(2013) collected ratings of the five policy approaches along 
a dimension of enforcement versus reform. In that study, the 

                                                             
1 Data from 8 participants were excluded because they submitted 
an incorrect completion code. 

“patrols” (M = 87.21, sd = 13.5), “prison” (M = 85.11, sd = 
22.37), and “neighborhood watch” (M = 58.69, sd = 25.77) 
options were viewed as enforcement-oriented (i.e. above the 
midpoint, 50, of a scale that ranged from 0, very reform 
oriented to 100, very enforcement-oriented). The other two 
response options – “education” (M = 17.14, sd = 27.13) and 
“economy” (M = 20.82, sd = 30.93) – were, on the other 
hand, viewed as reform-oriented. However, Thibodeau & 
Boroditsky (2013) noted that the “neighborhood watch” 
“option was not rated as extreme as ‘street patrols’ or 
‘prison sentences’ suggest[ing] that it may represent a more 
balanced approach” (p. 4). 

There are several important differences in the 
sociopolitical context today (i.e. in 2014) relative to when 
the initial experiments and norming studies were conducted 
(i.e. between 2008 and 2011). For instance, an economic 
crisis was at its peak when the initial samples were 
collected. In addition, the initial studies pre-dated salient 
incidents related to race, policing, and social justice that 
were major news issues in 2013 and 2014. Have people’s 
interpretations of the issues and stimuli changed? 

We found that the options that had been rated as strongly 
enforcement-oriented in the past were rated as strongly 
enforcement-oriented by the current sample: “patrols” (M = 
86.901, sd = 14.965), and “prison” (M = 87.479, sd = 
18.351). We also found that the options that had been rated 
as strongly reform-oriented in the past were rated as 
strongly reform-oriented by the current sample: “economy” 
(M = 14.752, sd = 21.522) and “education” (M = 15.372, sd 
= 21.578).  

The “neighborhood watch” option, however, was rated as 
more reform-oriented (M = 36.736, sd = 28.556) in the 
current study, significantly below the midpoint of the scale, 
t[241] = 7.226, p < .001, and significantly different from 
how it was rated in earlier studies, t[46.936; variances not 
assumed to be equal; n1 = 35, n2 = 242] = 4.643, p < .001. 
Note that ratings for the other four policy options did not 
change significantly over this time (all ps > .2). 
 
Matching Although the distinction between enforcement 
and reform is an important one, it may not be the best way 
to think about the relationship between the metaphors and 
interventions. As we have argued, our theory is that the 
frames should make people more likely to select policies 
that are congruent with the entailments of the metaphors.  

Figure 1 illustrates how participants viewed the 
relationships between the policies and metaphors in the 
current study2. Five separate repeated measure logistic 
regressions revealed that participants were more likely to 
match the “economy”, χ2(1) = 38.666, p < .001 (B = -1.694, 
SE = .304, p < .001), “education”, χ2(1) = 27.07, p < .001 (B 
= -1.469, SE = .308, p < .001), and “neighborhood watch”, 
χ2(1) = 22.429, p < .001 (B = -1.262, SE = .284, p < .001) 

                                                             
2 Note that a similar norming study was reported by Thibodeau & 
Boroditsky (2013); however, the “neighborhood watch” option was 
not included in the response set because we had not included it as a 
response option in most of our experiments. 
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policies to the virus frame; participants were more likely to 
match policies that emphasized “patrols”, χ2(1) = 37.085, p 
< .001 (B = 1.269, SE = .217, p < .001), and “prison” 
sentences, χ2(1) = 48.529, p < .001 (B = 1.562, SE = .241, p 
< .001) to the beast frame.  

This analysis suggests that policies that address the 
economy, educational system, and neighborhood watches 
are viewed not only as more reform-oriented but should be 
coded as congruent with the virus frame. In contrast, 
policies that emphasize increasing police patrols and 
extending prison sentences should be coded as congruent 
with the beast frame. 

In several analyses below, we report the results of two 
methods for coding the policies: one that is consistent with 
the older set of norms (collected in 2011, reported in 
Thibodeau & Boroditsky, 2013), in which the 
“neighborhood watch” option is categorized as consistent 
with the beast metaphor; and one that is consistent with the 
results of the more recent norming study, in which the 
“neighborhood watch option” is categorized as consistent 
with the virus metaphor. 
 

 
Figure 1. The proportion of policy responses that were 
matched to the beast and virus metaphors. Error bars reflect 
95% confidence intervals.  

Reanalyzing Previously Published Data 
In addition to the new data collected in Experiment 1, we 
also analyzed data from a very similar study conducted by 
another laboratory in 2014 (Steen et al.  2014; Experiment 
43). These data were collected close in time to our new 
sample and norming studies (i.e. these data were collected in 
August of 2014; the norming study and current experiments 
were conducted in December of 2014). 

Modeling Data 
Many of the analyses that we report involve fitting logistic 
regression models with several predictors. The primary 
benefit of fitting logistic regression models is that we can 
include demographic characteristics as covariates. This is 
important as Thibodeau & Boroditsky (2011, 2013) found 

                                                             
3 Experiment 4 was the only study with a sufficiently large sample 
to be able to detect an effect of metaphorical frame. 

that people with, for instance, different political affiliations 
tended to think differently about crime and were affected 
differently by the frames. To find the best models for the 
data, we utilized a stepwise model selection algorithm from 
the MASS library in R (Ripley et al., 2014). This algorithm 
takes a maximally parameterized model and tests 
alternatives that include subsets of predictor variables by 
comparing AIC values (by both pairing down from the 
maximally parameterized one and working up from the 
minimally parameterized one; Jaeger, 2008; Venables & 
Ripley, 2002). 

For consistency, we fit the same maximally parameterized 
model in every analysis, which included tests of main 
effects by frame (beast or virus), time spent reading the 
report, political affiliation (Democrat, Republican, 
Independent), age, sex, and education and interactions 
between the frame and covariates (e.g., the frame and 
political affiliation). As a result, in most cases the initial 
model included 14 parameters. We report the best fitting 
model with an index of fit (AIC) as well as the AIC for the 
maximally and minimally parameterized models.  

Results 
We first present analyses based on the full distribution of 
responses. We then analyze the data as dichotomously 
coded according to old opinion norms (collected in 2011), 
and new opinion norms (collected in 2014). 
 
The Full Distribution of Responses We found that the 
metaphor frames affected peoples’ responses on data pooled 
from Experiment 4 of Steen et al.,(2014) and data from the 
current Experiment 1, χ2(4, N=876) = 16.346,  p = .003, 
Cohen’s w = .14. Analyzed separately, we found a marginal 
effect in Experiment 4, χ2(4, N=350) = 8.609, p = .072, 
Cohen’s w = .16,  and a significant effect in our Experiment 
1, χ2(4, N=526) = 13.075, p = .011, Cohen’s w = .16 (see 
Figure 2). 

To determine which response option(s) drove the omnibus 
effect, we conducted five post-hoc chi-square tests of 
independence (α = .01): one for each response option by 
constructing five separate 2 (frame: virus or beast) by 2 
(option chosen: yes or no) frequency tables. This analysis 
revealed that the effect was driven by the “neighborhood 
watch” option, χ2(1, N=526) = 13.728, p < .001. 

That is, people who read that crime was a virus were more 
likely to endorse the proposal to “Develop neighborhood 
watch programs and do more community outreach,” than 
people who read that crime was a beast. Although the 
“neighborhood watch” option was coded as enforcement-
oriented in prior work, and therefore congruent with the 
beast frame, as we described above, it is currently viewed as 
more reform-oriented and consistent with the virus frame. 

In our earlier samples that included the “neighborhood 
watch” option (i.e. Thibodeau & Boroditsky, 2013, 
Experiments 3 and 4), the overall distribution of choices 
differed from that of the more recent samples (see Figure 2), 
χ2(4, N = 1,400) = 61.281, p < .001. Bonferroni-corrected (α 
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= .01) post-hoc tests revealed that, in the past, people were 
more likely to endorse policies that emphasized the 
“economy” (32.3% vs. 21.1%), χ2(1) = 24.626, p < .001, 
and “prison sentences” (13.5% vs. 6.9%), χ2(1) = 19.255, p 
< .001; they were less likely to endorse policy approaches 
that emphasized “neighborhood watches” (15.8% vs. 
26.2%), χ2(1) = 21.646, p < .001. There was not a 
significant difference in the proportion of people who 
endorsed “education” (17.7% vs. 19.5%), χ2(1) = .645, p = 
.422, or “street patrols” (20.6% vs. 26.3%), χ2(1) = 6.194, p 
= .013. 

 

 
Figure 2. The distribution of policy choices by metaphor 
frame for three samples: a. Experiment 4 of Steen et al. 
(2014); b. the current Experiment 1; and c. data pooled from 
Thibodeau & Boroditsky (2013) Experiments 3 and 4. Error 
bars denote 95% confidence intervals. 
 

This difference suggests that there may have been a 
cultural shift in how people conceptualize aspects of crime 
(including neighborhood watch programs, prison, and 
policing), the economy, and education over the past six 
years. 

To understand how these cultural shifts may have affected 
the interpretation of results reported in Steen et al.,  (2014) 

as either enforcement- or reform-oriented we dichotomized 
the responses according to both sets of opinion norms. 

 
Coded Responses When data from Steen et al., (2014) and 
our Experiment 1 were coded according to 2011 opinion 
norms, with the “neighborhood watch” option categorized 
as enforcement-oriented and consistent with the beast 
metaphor, we did not find the predicted effect of the 
metaphor frame (AIC = 1164.2; AICMax = 1192.6; AICMin = 
1194.6).  

 In fact, on this coding scheme, people who read that 
crime was a virus appear more enforcement-oriented (B = 
1.031, SE = .478, p = .031), as do older participants (B = 
0.042, SE = .011, p < .001), and Republicans (who appear 
more enforcement-oriented than Democrats, B = .791, SE = 
.220, p < .001, and Independents, B = .537, SE = .218, p = 
.014). 

That is, the apparent effect of the metaphor frame was 
exactly the reverse of what we found in prior work.  To 
examine whether this apparent discrepancy was due to an 
outdated coding scheme, we examined the same data but 
this time coding the responses according to new norming 
data (AIC = 1060.9; AICMax = 1074.0; AICMin 1096.7). 

This model revealed an effect of the metaphor frame in 
the predicted direction. People who read that crime was a 
virus were more likely to prefer a policy response that was 
consistent with the virus metaphor (i.e. to be more reform-
oriented), B = -.474, SE = 231, p = .041: 34.0% of 
participants who read that crime was a beast chose an 
enforcement-oriented response compared to 29.6% of 
participants who read that crime was a virus. Participants 
were 4.9 and 5.1 percentage points more likely to choose an 
enforcement-oriented response in Steen et al., (2014)’s 
Experiment 4 and our Experiment 1, respectively. 

In addition, Republicans were more likely to be 
enforcement-oriented than Independents, B = .888, SE .208, 
p < .001, and Democrats, B = 1.008, SE = .213, p < .001. On 
average, Republicans choose an enforcement-oriented 
response 50.7% of the time; Independents and Democrats 
choose an enforcement-oriented response 29.6% and 26.6% 
of the time, respectively.  

Separate analyses on the data from Experiment 4 of Steen 
et al., (2014) and the current Experiment 1 reveal consistent 
results. Both data sets show the predicted effect of 
metaphorical frame on people’s policy preferences, 
replicating prior findings (Thibodeau & Boroditsky, 2013). 
The apparent discrepancy reported in Steen et al., (2014) 
was introduced because the coding scheme relied on 
outdated opinion norms.  

Experiment 2 
To further investigate the reliability of the framing effect 
and to ensure that it could be elicited in the absence of the 
relatively ambiguous “neighborhood watch” option, we 
conducted a follow-up experiment in which participants 
were asked to choose between two policy approaches. 
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Participants 
Data from 650 participants were collected on Mechanical 
Turk, using the same exclusion criteria as in Experiment 1. 
Data from 109 participants were excluded for one of the 
reasons listed in Experiment 1, leaving data from 521 
participants for analysis.  

The average age of participants was 32.6 (sd = 10.9). 
Slightly more than half were male (53%), and 41%, 43%, 
and 16% identified as Democrat, Independent, and 
Republican, respectively. 

Materials & Design 
The materials and design for Experiment 2 were identical to 
those of Experiment 1, except that participants were asked 
to choose between two policy responses: “patrols” and 
“education”. We chose these two policy options because 
they clearly differed along the two relevant dimensions: the 
“patrols” option was viewed as more consistent with the 
beast frame and more enforcement-oriented; the 
“education” option was viewed as more consistent with the 
virus frame and more reform-oriented. In addition, both of 
these response options were widely endorsed in previous 
experiments, unlike, for instance, the “prison” option. 

Results 
In this case, we found that 54.4% of policy preferences were 
congruent with the metaphor frame (i.e. on coding the 
“patrols” option as congruent with the beast metaphor and 
the “education” option as congruent with virus), χ2(1, N = 
521) = 4.240, p = .039, w = .09. Republicans were more 
enforcement-oriented than Democrats, B = .921, SE = .282, 
p = .001, and Independents were more enforcement-oriented 
than Democrats, B = .538, SE = .197, p = .006 (AIC = 
702.5; AICMax = 714.0 AICMin = 712.2).  

That is, 61.0% of participants who read that crime was a 
beast preferred a policy that emphasized increasing 
“patrols” over reforming “education.” In contrast, 53.4% of 
participants who read that crime was a virus preferred the 
enforcement-oriented policy. For context, 70.7% of 
Republicans, 61.1% of Independents, and 48.8% of 
Democrats preferred the enforcement-oriented approach.  

General Discussion 
In summary, these analyses reveal a reliable effect of a 
metaphor frame on a policy judgment: on both coded and 
raw (i.e. uncoded) data. In Experiment 1 people who read 
that crime was a virus were more likely to view the 
“neighborhood watch” option as the most effective policy 
approach compared to people who read that crime was a 
beast. In Experiment 2, we found that the metaphor framing 
effect did not rely solely on the presence of this response 
option.  

One additional conclusion that can be drawn from these 
experiments is that it can difficult to study framing in a 
dynamic real-world context. The issue of crime is 
consistently a focal issue in the media, although the way it is 

covered changes in predictable and unpredictable ways 
depending on the media outlet and as a result of salient 
events and political cycles (e.g., Barak, 1995). These 
variables can have profound effects on the way people think 
about crime (e.g., Iyengar, 1994). As a result, it is important 
to consider the possibility that variability in the cultural 
context may affect the way that metaphors influence 
reasoning for real-world issues by, for instance, using 
within-sample norming studies to gauge the degree to which 
people view policies as consistent with frames.  

Can we tell which of the two metaphors (or both) 
are doing the work? 
The results so far inform us that there is a psychological 
difference between the two metaphorical frames. However 
they do not tell us how the metaphors are shaping people’s 
views relative to what they would have thought without a 
metaphor.  Are both metaphors equally contributing to the 
separation of opinion in the two conditions, or is just one of 
the metaphors doing all the work?  It is also possible, for 
example, that both beast and virus metaphors make people 
more enforcement-oriented than they would have been 
without the metaphors, but the effect of the beast metaphor 
is stronger. Likewise, it is possible that both the beast and 
virus metaphors make people more reform-oriented than 
they would have been without the metaphors, but the effect 
of the virus metaphor is stronger. 

These questions raise an interesting conundrum. What is 
an appropriate baseline that we can use to measure against? 
One possibility is to ask people for a policy preference 
before exposing them to the manipulation (i.e. to include a 
pre-test; e.g., as in Steen et al., 2014’s Experiments 1 and 2).  
There are several problems with this approach. For instance, 
if the pre- and post-test measures are taken close to each 
other in time, with participants being asked the same 
questions twice, the design becomes vulnerable to strategic 
decisions on the part of the participants (i.e. participants 
may feel anchored to their initial judgment or pressured to 
change their preference).  

A second possible approach to gauging a baseline is to 
compare the metaphor framing conditions to a “neutral” or 
“non-metaphorical” framing condition. However, this path 
too is problematic: How would one establish that any 
alternative framing is indeed “neutral” with respect to the 
two metaphorical conditions?   

For example, suppose we replace “Crime is a beast/virus 
ravaging the city of Addison” with “Crime is a problem 
ravaging the city of Addison” (as in Steen et al., 2014). 
There are two concerns.  

1) How do we know that problem is not in fact more 
similar to one of the two metaphors?  For example, if we 
were to find that responses to the beast frame are the same 
as to the problem frame, are we licensed to conclude that it 
is the virus frame that affects people’s thinking? Clearly not. 
All we would know is that the beast frame and the problem 
frame are similar, and that the virus frame is different from 
both of them. Since there is no external standard by which 
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we could judge the problem frame as neutral, comparing it 
to the other two conditions doesn’t get us any closer to 
answering which of the frames may or may not have more 
of an effect on reasoning. 

2) Linguistic stimuli are complex and people’s responses 
to linguistic stimuli depend strongly on many properties 
such as frequency, vividness, conventionality, emotional 
valence, arousal and so on. Replacing beast or virus with 
problem introduces a host of uncontrolled changes along 
these dimensions.  The same issue holds if one simply 
removes the words beast or virus to make “Crime is 
ravaging the city of Addison.” That is, replacing or 
removing the key metaphorical nouns does not make a 
neutral stimulus, it makes a different stimulus. 

To illustrate the difficulty of constructing an appropriate 
“neutral” comparison frame, we collected data in a second 
norming study. Participants in this task (N = 248) were 
asked to judge the severity, conventionality, and 
metaphoricity of three “Crime is a …” frames: virus, beast, 
and problem.  

We found that people rated the problem frame not only as 
less metaphorical than the virus or beast frames (paired 
sample t-tests revealed differences between the metaphor 
and problem frames, ps < .001), but also as connoting a less 
severe crime problem (ps < .001) and differing in 
conventionality (ps < .001) (see Table 1).  
 

Table 1 Mean ratings of three “Crime is a …” frames (sd) 
 Severity Metaphoricity Conventionality 

Beast 79.6 (17.0) 88.7 (13.9) 33.4 (24.1) 
Virus 78.0 (15.9) 86.6 (16.0) 40.1 (26.1) 
Problem 58.1 (26.8) 22.2 (25.5) 88.4 (15.3) 

 
These ratings suggest that a problem frame differs from 

the virus and beast frames in a variety of ways. It is not only 
less metaphorical than the other two. But it connotes a less 
severe instance of crime and is viewed as a more 
conventional expression. 

In contrast, the beast and virus frames are rated as 
connoting a similarly severe instance of crime, and are 
viewed as similarly conventional expressions.  

As a result, we can be confident that differences in 
participants’ policy preferences elicited by the virus and 
beast frames do not stem from differences in the degree to 
which the frames are metaphorical or connote a severe 
instance of crime. However, a problem frame fails to control 
for these important linguistic variables. 

Conclusion 
With two norming studies and two experiments, we further 
explored a metaphor framing effect in an important and 
dynamic real world context: crime. The two norming studies 
highlight critical factors for researchers to keep in mind 
when conducting framing studies in real world contexts. The 
first reveals the importance of using up-to-date norming 
data; the second illustrates limitations of comparing 
metaphorical to non-metaphorical frames. 

The two experiments replicate prior work (Thibodeau & 
Boroditsky, 2011, 2013) and pinpoint the cause of a 
reported null effect (Steen et al., 2014). The first experiment 
shows that people are more likely to pursue enforcement-
oriented policy interventions when crime is framed as a 
beast compared to when crime is framed as a virus. 
However, this experiment included a relatively ambiguous 
policy option – “neighborhood watches.” In a follow-up 
experiment that excluded this option, we again found a 
reliable metaphor framing effect, showing that the effect of 
the metaphors did not depend on the presence of an 
ambiguous policy response. 

In sum, the results confirm that natural language 
metaphors can affect the way we reason about complex 
problems.  
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Abstract 

The current study sought to investigate the relationship 
between attention, perception and memory in the perception 
and recall of attended and unattended properties of objects. 
Two experiments tested whether the intention to perceive 
maximum overhead reaching height with the use of handheld 
rods with different mass and rotational inertia yielded 
information for participants to remember the rods’ heaviness 
after they were removed from view. Participants remembered 
the difference in heaviness of rods but only when haptic 
information was solely available during the earlier perception 
of overhead reaching height and vision was occluded. The 
results support an ecological approach to perception, attention 
and memory, and suggest that information detected for 
perception can be later used to remember other object 
properties that have a correlated informational basis.  

Keywords: remembered affordances, direct perception, 
ecological psychology, information, attention 

 

The ecological approach defines attention as an active 

process of detecting goal-relevant information about the 

environment (E. J. Gibson, 1969; E. J. Gibson & Pick, 2000; 

J. J. Gibson, 1966, 1979). Michaels and Carello (1981) 

consider attention as the control of information detection, 

which proposes that an organism’s intention is a driving 

force of attention and subsequent information detection 

(e.g., Arzamarski, Isenhower, Kay, Turvey, and Michaels, 

2010; Carello & Turvey, 2004; Michaels & Isenhower, 

2011; Riley, Wagman, Santana, Carello, & Turvey, 2002; 

Stephen, Arzamarski, & Michaels, 2010).  

Consonant with this explication, Michaels, Weier, and 

Harrison (2007) found that when participants perceived the 

affordances (action capabilities) of multiple tools in a 

number of different behavioral tasks, perception of tool 

suitability was accomplished by attending to task-specific 

properties of the tools and information about each tool was 

generated by differential exploratory movement patterns for 

different tools and tasks. Participants tended to rely on 

visual information when it was available, even when 

concurrently available dynamic touch information could 

have supported the perception of affordances. Information 

that specified the environmental property necessary to fulfill 

the task was attended, detected, and constrained the 

perception of tool suitability. 

The ecological approach also suggests that information 

within ambient energy arrays lawfully specifies (i.e., relates 

in a 1:1 fashion to) intentionally perceived properties of the 

environment (J. J. Gibson, 1966, 1979). However, a number 

of studies suggest that individuals can use variables that 

correlate with specifying variables—nonspecifying  

variables (Gilden & Proffitt, 1994; Jacobs & Michaels, 

2001; Jacobs, Runeson, & Michaels, 2001; Runeson & 

Vedelar, 1993) to perceive properties of the environment. 

The degree of perceptual accuracy with the use of 

nonspecifying variables depends on the magnitude of the 

correlation between the nonspecifying variable and the 

property in question. If a perceiver intends to perceive a 

certain property, such as the length of a handheld rod, then 

the perceiver might have incidentally obtained 

nonspecifying information of properties that merely 

correlate with the information detected about length.  

Research on dynamic touch has provided an 

understanding of the different informational variables used 

to perceive both the length and heaviness of handheld rods. 

Perceived length is a power function of the rods’ first 

moment of inertia (I1) raised to a positive value and the third 

moment of inertia (I3) raised to a negative value (Fitzpatrick, 

Carello, & Turvey, 1994). Perceived heaviness is a function 

of the object’s mass, inertia ellipsoid volume, and inertia 

ellipsoid symmetry (Shockley, Grocki, Carello, & Turvey, 

2001). For a review on dynamic touch see Carello & 

Turvey, 2000) The variables I1 and I3 influence both the 

perceived length and heaviness of a wielded object. If 

perceivers detect information that expresses the influence of 

those mechanical quantities, then the intention to perceive 

the length of an unseen rod by dynamic touch might 

incidentally enable rod heaviness perception. In other 

words, the correlated informational bases of perceived 

length and heaviness by dynamic touch might permit people 

to incidentally perceive one by detecting the other.  

We hypothesized that the intention to perceive a property 

will partially support the memory of properties that share an 

informational basis with the intended property. Other 

informational variables that do not correlate with that of the 

intended property should not be remembered. We tested this 

hypothesis using the remembered affordance paradigm 

(Wagman, Thomas, Day, & McBride, 2013), which has 

previously been used to uncover specific aspects of the 
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environment that people detect (Thomas & Riley, 2014). It 

is possible that individuals can incidentally remember object 

properties that differ from the properties they initially 

intended to perceive if the informational variable detected 

correlates with the “unintended” object property (i.e., if the 

detected information acts as a nonspecifying  variable). This 

should, however, depend on the salience and availability of 

the type of information available to the perceiver. We 

therefore manipulated the availability of different perceptual 

modalities during the task.  

Experiment 1 

In Experiment 1, visual and dynamic touch information 

were available concurrently to participants while they 

reported their maximum ability to reach overhead with a 

rod. We predicted that perceived reach-ability would not 

differ between the two wielded rods, since they differed in 

weight but not length. Participants should use geometric 

visual information in this context, consistent with Michaels 

et al. (2007). We also expected that participants would not 

report differences in heaviness between the two rods once 

the rods had been removed from view, even though one of 

the rods had more mass than the other. We expected this 

because the visual information detected to perceive reach-

ability does not correlate with rod heaviness information. 

Method 

Participants  
Thirty-seven undergraduates from the University of 

Cincinnati participated in this experiment for course credit. 

Written informed consent was obtained prior to data 

collection. Given the height constraints of the laboratory 

and apparatus, participants were required to be no taller than 

173 cm. The average height of participants was 164.4 cm 

(SD = 5.1 cm). The sample consisted of 32 females and 5 

males, and their average age was 20.0 yrs (SD = 3.9 yrs). 

Materials & Apparatus  
When providing reaching height reports, participants 

instructed an experimenter to use a pulley and string to raise 

or lower a marker consisting of 11 stacked washers (11 g 

mass, 3 cm diameter, 2 cm tall) until they felt it was at their 

maximum reaching height. The marker was suspended via 

the pulley system attached to the top of a planar surface 

(264 cm tall × 165 cm wide). To create a uniform 

background behind the marker, grey sheets were draped 

over the surface. A tape measure affixed to the back of the 

vertical surface was used to measure the height of the 

suspended marker once participants finalized their 

perceptual reports. The tape measure was not visible to 

participants.  

Two 46 cm long aluminum rods were used. Both rods had 

a 50 g circular weight (5.2 cm diameter and 1.9 cm tall) 

attached 13.9 cm from the bottom. The rod’s “handle” was 

the length of the rod that extended below this weight 

resulting in an effective rod length of 32.1 cm (i.e., given 

the length of the handle, the rod could have extended reach 

by a maximum of 32.1 cm). Brown construction paper was 

wrapped around the distal portion of rod, covering it from 

the top of the handle to the end of the rod, and red duct tape 

covered the distal end of the rod. In addition to the 50 g 

weight at the top of the handle, which was attached to rods, 

the heavy rod had an additional 50 g weight attached to the 

distal end. The properties of the rod set are listed in Table 1. 

 

Table 1: Metric rod properties for Experiments 1 and 2. 

 

Property Light  

Rod 

Heavy 

rod 

 Standard 

rod  

  

Length 46 cm 46 cm  46 cm   

Mass 111.4 g 163.1 g  50.5 g   

I1 (g × cm2) 36,766 126,657  28,971   

I2 (g × cm2) 

I3 (g × cm2) 

35,739 

1,780 

125,183 

2,945 

 28,401 

604 

  

 

Procedure  
Each participant stood 285 cm from the vertical surface in 

a viewing area (50  50 cm) that was centered relative to the 

vertical surface. In each perceptual report condition, 

participants completed three ascending trials (in which the 

marker was initially set at its lowest position and then raised 

during reporting) and three descending trials (in which the 

marker was initially set at its highest position and then 

lowered during reporting). Ascending and descending trials 

alternated.  

All participants completed the conditions in blocked 

fashion in the same order (rod present trials must 

necessarily precede rod absent trials). There were two sets 

of trial blocks. Each set began with a block of reach-with-

rod-present trials. Half of the participants wielded the light 

rod in this block, and half wielded the heavy rod. 

Participants held out their right arm so that it was parallel to 

their body and the rod was placed in their hand, aligned with 

the distal end of the handle. Participants were instructed to 

wield the rod comfortably in their hand about their wrist, 

elbow, or shoulder as long as they did not explicitly practice 

reaching upward with the rod or raise their elbow above 

shoulder height. Participants reported the maximum height 

they would be able reach if they were to walk over to the 

front of the vertical surface and use the rod to reach for the 

marker. The reports were provided by instructing the 

experimenter to raise or lower the marker until it was at the 

maximum height that the participant believed he or she 

could reach. The experimenter adjusted the height of the 

marker from behind the vertical surface and was not visible 

to the participant. Participants were able to fine-tune the 

height of the marker on a given trial until they were satisfied 

with the report. After each trial, participants were asked to 

close their eyes while the marker was set for the next trial. 

At the conclusion of this condition, participants closed 

their eyes and the rod was placed behind the vertical surface 

and out of view. They then performed the reach-with-hand 
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condition, in which participants reported the maximum 

height they could reach if they were to walk over to the 

front of the vertical surface and reach up with the fingertips 

of their right hand1.  

Next, in the reach-with-rod-absent conditions, 

participants performed the same perceptual task as in the 

reach-with-rod-present conditions except the rod remained 

out of view. Participants were instructed to imagine that 

they were still holding the rod and report the maximum 

height they would be able to reach if they were to walk over 

to the vertical surface, and use it to reach for the marker. 

The order of conditions resulted in a delay of a few minutes 

(i.e., the duration of the trial block for the reach-with-hand 

condition) between the reach-with-rod-present and the 

reach-with-rod-absent conditions. 

In the heaviness conditions, a magnitude estimation 

strategy was used to obtain reports in which the participant 

was handed the standard rod in their right hand and told that 

they would refer to it to report the heaviness of the rod that 

they wielded in the first block of trials. The participant was 

told that the standard rod was assigned a value of 100 that 

did not correspond to any actual units of heaviness, and that 

if they thought the rod held earlier was twice as heavy as the 

standard, to give it a value of 200 or a value of 50 if they 

thought it was half as heavy. However, they were told that 

they could give the rod any value. Prior to this point in the 

experiment, participants had no knowledge that they were to 

report the heaviness of the rod.  

Participants then repeated those four conditions in the 

second set of trial blocks. Participants made reach-ability 

and heaviness reports with the other rod in the second set of 

trial blocks2. The second set continued with reach-with-rod-

absent, reach-with-hand, reach-with-rod-absent, and 

heaviness blocks. The experimental design is schematized in 

Figure 1. After completing the first set of trial blocks, it is 

likely that participants expected to be instructed to report 

heaviness in the second set of trial blocks, and thus may 

have attended explicitly to rod heaviness. Our primary 

hypothesis about whether attending to rod length would 

support perception of rod heaviness was most appropriately 

evaluated using the data from the first set of trial blocks. For 

these reasons we included the set as a factor in analyses of 

heaviness reports. There were six trials per condition, 

yielding a total of 48 trials in the experiment (not including 

the two heaviness reports in sets 1 and 2).  

After the completion of all trials, the experimenter 

measured participants’ standing height and maximum 

reaching heights when reaching with their right hand and 

when reaching with the heavy and light rods held in their 

right hand. At no prior point in the experiment did any 

participant approach the surface or attempt to reach for the 

marker. 

                                                           
1 The reach-with-hand condition was included to introduce a 

delay between rod present and absent conditions and to replicate 

the method of Thomas and Riley (2014).  
2 Participants made reports for the heavy rod in set 2 if they 

reported on the light rod in set 1 and vice versa. 

 

 

Figure 1: A schematic of the experimental design and 

procedure for Experiments 1 and 2.  

Results & Discussion 

Each participant’s perceptual reports were averaged 

across the six trials per condition. Those data were screened 

for outliers that were 2.5 SD less or greater than the median. 

One outlier was found and that participant’s data were 

excluded from any further analyses. The significance of the 

main effects and interaction did not change by removing 

this participant. 

Mean perceived maximum reaching height reports were 

compared in a two-way, repeated-measures analysis of 

variance (ANOVA) with the factors of rod (light and heavy) 

and condition (reach-with-rod-present, reach-with-hand, and 

reach-with-rod-absent). There was a significant effect of 

condition, F(1, 66) = 243.8, p < .001, 
2

p  = .88. According 

to Bonferroni-corrected post-hoc t-tests, the reach-with-rod-

present (M = 219.0 cm) and reach-with-rod-absent (M = 

219.8 cm) conditions did not significantly differ (p = .972), 

but both were significantly greater than the reach-with-hand 

condition (M = 201.9 cm), both p < .001. The main effect of 

rod (F(1, 66) = 0.014, p = .906, 
2

p  = .01) and rod × 

condition interaction (F(2, 66) = 2.14, p = .216, 
2

p  = .06) 

were not significant. There was no difference between the 

mean reach-with-hand reports when participants reported 

the reach-ability of the light rod (M = 201.5) compared to 

the heavy rod (M = 202.2), t(33) = 0.62, p = .542 (see Figure 

2). 
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Figure 2: Mean perceptual reports (cm) for the reach-

with-rod-present, reach-with-hand, and reach-with-rod-

absent conditions × heavy and light rods in Experiment 1. 

Error bars represent within-subjects standard errors. 

Because of the carryover effects that were anticipated 

when participants reported the heaviness of the rod in the set 

2, we compared mean heaviness reports in a two-way 

ANOVA with a between-subjects factor of rod (light and 

heavy) and a within-subjects factor of set (set 1 and set 2). 

There was a significant main effect of rod F(1, 32) = 10.08, 

p = .003, 
2

p  = .24, with the heavy rod (M = 201.3) eliciting 

greater reports than the light rod (M = 142.5). There was a 

significant main effect of set, F(1, 32) = 6.39, p = .017, 
2

p  

= .17, with greater reports in set 2 (M = 187.6) than set 1 (M 

= 156.2). There was also a significant interaction, F(1, 32) = 

7.23, p = .017, 
2

p  = .18. A simple-effects test revealed that 

the set 1 heavy condition (M = 168.8) did not differ from the 

set 1 light condition (M = 143.5), p = .263. However, the set 

2 heavy condition (M = 233.8) significantly differed from 

the set 2 light condition (M = 141.5), p < .001. A second set 

of simple effects tests revealed that the set 1 heavy rod 

condition differed from the set 2 heavy rod condition, p = 

.001. The set 1 light rod condition did not differ from the set 

2 light rod condition, p = .910 (see Figure 3). 

 

 

Figure 3: Mean magnitude estimated heaviness reports for 

set 1 and set 2 × heavy and light rods in Experiment 1. Error 

bars represent within-subjects (set) and between-subjects 

(rod) standard errors. 

There was no difference in perceived reach-ability 

between the light and heavy rods, and the reach-with-rod-

present and -absent conditions were different from the 

reach-with-hand condition. Participants did not detect the 

available dynamic touch information about the rods’ length, 

even though participants actively wielded the rods. There 

was no difference in remembered heaviness between the 

light and heavy rods when participants reported the rods’ 

heaviness in set 1. Though, participants were sensitive to the 

rods’ difference in mass and rotational inertia in set 2 once 

they became aware that they would be asked to report 

heaviness.  

Experiment 2 

In Experiment 2, the rods were occluded from view in the 

reach-with-rod-present conditions. We expected participants 

to perceive that they could reach higher with the heavy rod 

because of its difference in mass and mass distribution. We 

also expected that attention to dynamic touch information 

about length would support accurate discrimination of the 

two rods’ heaviness in set 1. 

Method 

Participants  
Thirty-nine undergraduates from the University of 

Cincinnati participated in this experiment for course credit. 

Written informed consent was obtained prior to data 

collection. Participants were required to be no taller than 

173 cm for the same reasons as Experiment 1. The average 

height of participants was 166.4 cm (SD = 6.4 cm). The 

sample consisted of 38 females and 1 male, and their 

average age was 19.9 yrs (SD = 4.3 yrs). 

Materials, Apparatus, & Procedure  
The materials and apparatus from Experiment 1 were 

reused in Experiment 2. A grey curtain that fully occluded 

the wielded rods was also utilized. The curtain was hung 

from the ceiling and had a slit that participants put their 

hand through. 

The procedure was the same as Experiment 1, except for 

in the reach-with-rod-present conditions, in which 

participants put their hand through the slit in the curtain. 

The rod was placed in the participant’s hand so that the 

distal end of the handle was even with the bottom of the 

hand.  

Results & Discussion 

Mean perceived maximum reaching height reports were 

compared in a two-way, repeated-measures ANOVA with 

the factors of rod (light and heavy) and condition (reach-

with-rod-present, reach-with-hand, and reach-with-rod-

absent). There was a main effect of rod, F(1, 41) = 18.36, p 

< .001, 
2

p  = .31; heavy rod reports (M = 209.5 cm) were 

greater than the light rod reports (M = 205.1 cm). There was 

a significant effect of condition, F(2, 82) = 108.98, p < .001, 
2

p  = .73. According to Bonferroni-corrected post-hoc t-

tests, all conditions significantly differed. The reach-with-
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rod-absent condition (M = 214.2 cm) was greater than the 

reach-with-rod-present condition (M = 210.2 cm), and both 

of those were greater than the reach-with-hand condition (M 

= 197.5 cm), all p < .001. There was a significant rod × 

condition interaction, F(2, 82) = 5.24, p = .007, 
2

p  = .11 

(see Figure 4). Post-hoc simple-effects tests revealed that 

the light and heavy rod conditions differed in the reach-

with-present and -absent conditions (all p < .003), but the 

rod conditions did not differ in the reach-with-hand 

conditions (p = .276); this was expected because the rod 

variable was essentially undefined during reach-with-hand 

reports). 

 

Figure 4: Mean perceptual reports (cm) for the reach-

with-rod-present, reach-with-hand, and reach-with-rod-

absent conditions × heavy and light rods in Experiment 2. 

Error bars represent within-subjects standard errors. 

Mean heaviness reports were compared in a two-way 

ANOVA, with the between-subjects factor of rod (heavy 

and light) and the within-subjects factor of set (set 1 and set 

2). There was a significant main effect of rod F(1, 40) = 

25.67, p < .001, 
2

p  = .39, with greater heavy rod reports 

(M = 239.9) than light rod reports (M = 158.9). Neither the 

main effect of set, F(1, 40) = .69, p = .412, 
2

p  = .02 or the 

set × rod interaction were significant, F(1, 40) = 2.22, p = 

.144, 
2

p  = .05 (see Figure 5). 

 

Figure 5: Mean magnitude estimated heaviness reports for 

set 1 and set 2 × heavy and light rods in Experiment 2. Error 

bars represent within-subjects (set) and between-subjects 

(rod) standard errors. 

Reach-ability reports with the heavy rod were greater than 

reports with the light rod in both the present and absent 

conditions. Both present and absent reach-ability reports 

with the rod were greater than reports in the reach-with-

hand condition. Also, reports of remembered heaviness were 

significantly greater for the heavy than the light rod in both 

set 1 and set 2. The set 1 heaviness results indicate that 

perceived reach-ability with the rods by dynamic touch 

supported the memory of the rods’ heaviness by dynamic 

touch, because of the correlation in the variables that 

determine both perceived heaviness and perceived reach-

ability.  

General Discussion 

In Experiment 1, we predicted that participants would 

detect visual, geometric information when perceiving reach-

ability and that reports would not be affected by the 

difference in mass and mass distribution of the two rods, 

consistent with Michaels et al. (2007). In Experiment 2, 

when vision was occluded, we predicted that participants 

would detect dynamic touch information when perceiving 

reach-ability and that reports would be constrained by the 

specification of length based on the rods’ rotational inertia, 

with greater reports for the heavy rod than the light rod. 

Both of these hypotheses were confirmed.  

We also predicted that the detection of information to 

perceive reach-ability would support the memory of 

heaviness when the information detected about rod length 

correlates with that of heaviness. We expected this would be 

the case in Experiment 2, since the informational bases of 

perceived length and heaviness by dynamic touch correlate, 

which was the only information about the rods available to 

participants. However, we expected that the intention to 

perceive reach-ability would not support the memory of 

heaviness when the informational bases were uncorrelated 

as they were in Experiment 1 (where participants attended to 

visual, geometric information about rod length). Both of 

these hypotheses were also confirmed. The results suggest 

that nonspecifying informational variables can be used to 

remember properties of objects that are not intentionally 

perceived while the object is present. 

The results are consistent with Craik’s (2002) claim that 

retrieval is largely determined by the nature of processing 

during encoding and the relationship between the retrieval 

cue and the encoded stimulus. While we do not invoke 

processing depth or elaboration during encoding in our 

explanation, our results also suggest that the informational 

variables detected during perception are a constraint on 

remembering. The results of the current study also 

contribute to the concept of implicit learning or implicit 

knowledge. A. Reber (2003) defines implicit learning as 

situation-neutral processing of stimuli beyond a person’s 

awareness of the process or acquisition of the knowledge 

obtained (for a review of implicit learning see Kihlstrom, 

Dorfman, & Park, 2007; P. Reber, 2013). The results of the 

current study add to this literature and suggest that implicit 

perception and memory of object properties are constrained 
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by the information detected to fulfill perception-action goals 

while the object is present.  

The current study highlights the constraints imposed on 

experience by a perceiver-actors intention and the 

information detected for fulfilling that intention. The current 

study also demonstrates the potential utility of 

nonspecifying variables for understanding the attention to, 

and perception and memory of object properties. Future 

investigations into the relationship between information 

detected for perceiving and remembering might prove 

insightful in understanding attention, perception, and 

memory. 
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Abstract 

Associative learning is an important part of human cognition, 
and is thought to play key role in list learning.  We present here 
an account of associative learning that learns asymmetric item-
to-item associations, strengthening or weakening associations 
over time with repeated exposures.  This account, combined 
with an existing account of activation strengthening and decay, 
predicts the complicated results of a multi-trial free and serial 
recall task, including asymmetric contiguity effects that 
strengthen over time (Klein, Addis, & Kahana, 2005). 

Keywords: associative learning; priming; cognitive models; 
list memory 

Introduction 
Associative learning is an essential component of human 

cognition, thought to be part of many mental phenomena such 

as classical conditioning (Rescorla & Wagner, 1972), 

expectation-driven learning (Lukes, Thompson, & Werbos, 

1990), similarity judgments (Hiatt & Trafton, 2013), and 

managing sequential tasks (Hiatt & Trafton, 2015).  Despite 

its ubiquity, it is hard to model directly due to its entangled 

ties to other aspects of cognition (e.g., memory decay). 

List learning is one task in which associative learning is 

increasingly thought to play a role and, because it involves 

fairly simple tasks, can be helpful in isolating and 

understanding any underlying associative mechanisms that 

may be at play (Howard & Kahana, 1999; Kahana, 1996).  

These tasks typically involve being shown a list of simple 

words or numbers, and being asked to recall them as 

accurately as possible. 

One recent experiment studied list learning under both free 

recall (recalling list items in any order), and serial recall 

(recalling list items in the same order as they were presented), 

including an examination of how recall patterns change over 

several presentations of the list (i.e., multi-presentation 

recall) (Klein et al., 2005). In addition to serial position (SP), 

which shows each list item’s recall accuracy, the study also 

considers conditional response probabilities as a function of 

lag (CRPs), which measures the distribution of successive 

recalls as a function of item distance from the current item.  

These two measures help to distinguish between effects 

arising from primacy and recency of items, and effects arising 

from the close temporal proximity of items to one another in 

the list (e.g., contiguity effects).  The detailed results of this 

study, which show how these measures change over multiple 

list presentations, present a challenge for other theories of 

memory (e.g., Henson, 1998; Brown, Neath, & Chater, 2007; 

Polyn, Norman, & Kahana, 2009), which generally match 

some, but not all, of the data. 

We present here a theory of memory recall that heavily 

emphasizes the role of associative learning.  This theory 

stems from the ACT-R architecture, which has been shown 

to perform very well on more limited list recall tasks in the 

past (Anderson, Bothell, Lebiere & Matessa, 1998).  Since 

ACT-R is a general theory of cognition, and is not limited to 

memory, our use of ACT-R also connects this work with a 

plethora of literature across many different domains 

(Thomson, Lebiere, Anderson, & Staszewski, 2014; Hiatt & 

Trafton, 2013; Pyke, West, & Lefevre, 2007).  While very 

promising, ACT-R’s account of associative learning, 

however, is insufficient to capture data in list memory; 

specifically, it does not strengthen associations with repeated 

exposures in a manner that effectively accumulates over time, 

making it difficult for this account to predict the multi-

presentation recall data we consider here. 

In this paper, then, we heavily expand and improve the 

notion of associative learning in ACT-R.  While we still keep 

many of its basic features – namely, spreading activation over 

asymmetric, item-to-item associations -- we developed a 

mechanism for associations to be learned, and strengthened, 

as new or repeated items are presented over time.  We then 

combine activation via associative learning with ACT-R’s 

second, and well supported, source of learning, activation 

strengthening (Anderson et al., 1998; Schneider & Anderson, 

2011), which favors items that were recently or frequently in 

memory.  Activation strengthening then serves to predict the 

exhibited primacy and recency effects, while associative 

learning predicts the shown contiguity effects.  Overall, our 

account provides a good account for the data from Klein et 

al. (2005), showing primacy, recency, and asymmetric 

contiguity effects that strengthen over time. 

The contributions of this paper are thus two-fold: a new, 

richer account of associative learning; and an overall theory 

of memory recall that combines this with an existing account 

of activation strengthening and decay.  In the next section, we 

describe the list memory task we model in more detail.  Then, 

we relate these results to other theories of list memory and 
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memory recall, and qualitatively distinguish our approach 

from these other theories.  Then, we discuss our theory in 

more detail, present results, and end with a discussion of the 

implications of our theory. 

Previous Experimental Results:             

Multiple-Presentation List Recall 

To evaluate our theory of memory recall, we modeled the 

multi-presentation list recall task from Klein et al. (2005).  A 

trial consisted of 5 separate presentations of a list of words. 

Each list consisted of 19 non-repeating words that were 

presented verbally, with a word presented every 1500ms.  

The words did not rhyme, and appear with similar 

frequencies in the English language.  Each time the full list 

was presented, a tone and visual instructions then cued 

participants to recall the list by speaking the list items aloud.  

The experiment included three conditions of presentation 

and recall.  In the free-varied condition, list items were 

randomized between list presentations and participants were 

instructed to recall the list in any order (e.g., free recall).  In 

the free-constant condition, list items were in the same 

position between list presentations and participants were 

instructed to recall the list in any order (e.g., free recall).  

Finally, in the serial-constant condition, list items were in the 

same position between list presentations and participants 

were instructed to recall the list in the order it was perceived 

(e.g., serial recall). Twelve participants completed 21 test 

trials each for each condition across several sessions. In each 

session, participants completed a set of trials from only one 

condition. 

As mentioned earlier, participant responses were scored 

according to serial position (SP), and conditional response 

probability (CRP) as a function of lag. Serial position 

measures recall accuracy as a function of an item’s position 

in the list; that is, for each list position (1st, 2nd, 3rd, etc.), the 

probability that participants report the corresponding item 

during recall. Typically recall is best for items in early 

positions (primacy) and late positions (recency). The 

conditional response probability as a function of lag measures 

the distribution of successive recalls as a function of item 

distance from the current item in the presentation of the list.  

Mathematically, it shows the probability of recalling item 

i+lag after recalling item i (see Kahana, 1996 for more 

details).  Typically, as per the contiguity effect, after recalling 

item i, learners are most likely to next recall the successive 

item (i+1) from the list presentation.  Participants were also 

scored according to item score, which measures how many 

total list items were successfully recalled for each 

presentation regardless of order. 

In accordance with prior findings (Howard & Kahana, 

1999; Kahana, 1996), this study showed several noteworthy 

effects.  First, the serial position measure (shown with our 

model results in Figure 2) indicated strong primacy and 

recency effects, where participants are biased towards 

recalling items at the beginning and end of the list.  In both 

free recall conditions, the recency effect is generally favored, 

whereas in serial recall, the primacy effect dominates and the 

recency effect is significantly lower.  These effects are 

attenuated across learning, however, as subsequent 

presentations increase the accuracy rate overall.  

Second, the conditional response probability measure 

(shown with our model results in Figure 3) indicated a clear 

contiguity effect, where participants are biased towards 

recalling neighbors of the item they just recalled.  For all 

three conditions, this effect was also significantly 

asymmetric, where participants favored subsequent items as 

opposed to preceding items.  Multiple significant interactions 

between presentation, transition direction and condition show 

that the asymmetry shows different characterizations for each 

condition over time.  Specifically, the asymmetric effect was 

stronger in the serial-constant condition than the others, and 

for both it and the free-constant condition, the effect 

increased with the number of presentations.  While the effect 

size in the free-varied condition was comparable to the free-

constant condition after the first presentation, however, it 

decreased with further presentations until, after the fifth 

presentation, it was virtually absent.  

The measure of item score showed a significant increase in 

accuracy over time.  Although we correctly predict this 

increase, since this does not shed much additional light on 

distinguishing between the different theories of list recall, we 

do not focus on it much in this paper. 

The study’s authors interpret these results as being 

supportive of an associative account of list learning, as do we.  

To preview our approach, we explain the primacy effects via 

mental rehearsal, and we explain the recency effects via the 

decaying nature of activation strengthening, where more 

recent items in memory are more likely to be recalled.  The 

asymmetric contiguity effect, and how it changes over time, 

is explained by asymmetries in associative learning.  We go 

into this in more detail in the following section. 

Associative Learning in Memory Recall 

Our account of associative learning, as we have said, is 

situated in the cognitive architecture ACT-R/E (Adaptive 

Character of Thought-Rational / Embodied; Trafton et al., 

2013), an embodied version of the cognitive architecture 

ACT-R (Anderson et al., 2004).  ACT-R is an integrated 

theory of human cognition in which a “production system 

operates on a declarative memory” (Anderson et al., 1998).  

Key to this paper, in ACT-R, item recall depends on three 

main components: activation strengthening, activation noise, 

and associative activation.  These three values are summed 

together to represent an item’s total activation.  When a recall 

is requested, the item with the highest total activation is 

retrieved, subject to a retrieval threshold; if no item’s 

activation is above the threshold, the retrieval is said to fail 

and no item is recalled.  We next discuss each of these 

components in turn, focusing on associative activation, which 

is the main contribution of this work.  

Activation Strengthening 

ACT-R’s well-established theory of activation strengthening 

has been shown to be a very good predictor of human 
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declarative memory (Anderson et al., 1998; Anderson, 2007; 

Schneider & Anderson, 2011). Intuitively, activation 

strengthening depends on how frequently and recently a 

memory has been relevant in the past. It is designed to 

represent the activation of a memory over longer periods of 

time and, generally, is highest right after the memory has 

been accessed in working memory, slowly decaying as time 

passes.  Working memory represents the items that are 

currently the model’s focus of attention.  Activation 

strengthening, As, is calculated as: 

 𝐴𝑠(𝑖) = ln (∑ 𝑡𝑗
−𝑑

𝑛

𝑗=1

) 

where n is the number of times an item i has been accessed in 

the past, tj is the time that has passed since the jth access, and 

d is the strengthening learning parameter, specifying items’ 

rate of decay, and which defaults to 0.5.  Importantly, this 

equation predicts that items that have occurred recently, or 

have been rehearsed more, are more likely to be recalled than 

those that have not. 

Activation Noise 

The activation noise of a memory is drawn from a logistic 

distribution with mean 0 and standard deviation the 

parameter σc. It is a transient value that changes each time it 

is used, and models the neuronal noise found in the human 

brain. This parameter’s default value was 0.25, a common 

value for this parameter across models. 

Associative Activation 

While associations are not new to the ACT-R framework 

(e.g., Anderson, 1983), we adopt a new account of associative 

learning as part of our approach (Thomson & Lebiere, 

2013a).  Like in the original version, a third contributor to the 

activation of items in memory is associative activation, which 

sources from the contents of working memory.  Activation 

then spread along associations to items or memories related 

to those in working memory.  Here, we describe this new 

account qualitatively, for the purposes of clarity; more 

technical details, formulations, and justifications of its 

mechanisms can be found in previous work (Thomson & 

Lebiere, 2013a; 2013b; Thomson, Bennati & Lebiere, 2014). 

Important to this paper are that associative strengths are 

learned, strengthened, and weakened over time, as new or 

repeat items are encountered.  Additionally, as in the original 

version, associations are directional; an association can be 

stronger from an item i to an item j, for example, than the 

association from item j to item i (or, there could be no 

association from item j to item i at all). 

Associations are learned between items that are relevant in 

working memory in temporal proximity to one another, and 

lead from earlier items to later items.  The strength of the 

association (or how strongly it is increased) is determined by 

the amount of time that passes between when the items were 

each in working memory. If one item is immediately 

followed by another in working memory, they will be very 

strongly associated; on the other hand, if an item has been out 

of working memory for a while before another is added, they 

will be only weakly associated. 

In this way, rich associations are formed that point forward 

in time, relating past items to current ones. Unlike explicit 

chaining models (e.g., Lee & Estes, 1977) that form only 

direct item-item chains between immediately adjacent 

neighboring items (i.e., between the last item and the current 

item entering working memory), we form multiple item-item 

associations between all items recently in working memory 

and newly added items. 

There are two other substantial differences between ACT-

R’s original associative learning mechanisms and our new 

account’s that are not relevant to this model, but that we 

mention here for completeness.  First, our associative 

learning mechanism is based on Hebbian, not Bayesian 

learning; recently, we have argued that this is better suited to 

the types of large, complicated tasks that human memory is 

able to handle (Thomson & Lebiere, 2013a).  Additionally, 

our mechanism includes buffer-specific associations that 

create a rich context for memory recall; again, however, that 

is outside the scope of this experiment. 

Modeling Multi-Presentation List Recall 

We wrote a model in ACT-R/E that completes both free and 

serial multi-presentation recall tasks, as were in Klein et al. 

(2005).  We begin by assuming that, before a task begins, the 

model has a “start” concept in working memory that tells it 

to wait for the stimuli to start being presented; we also assume 

that the model has no a priori knowledge of these words (i.e., 

the words are not already associated with other items or 

concepts). Upon hearing a stimulus, the model initially 

encodes the stimulus as a word.  The rapid pace of the 

experiment leaves little time for rehearsal; therefore, the 

model rehearses the first stimulus, but forgoes rehearsal after 

that due to the tight time constraints. 

Once the full list has been presented, the model then 

attempts to recall each element of the list; at any given time, 

the item with the highest total activation is recalled.  

Retrievals proceed until the complete list has been recalled or 

until a recall request fails, at which point the presentation is 

considered complete.  

The only difference between how the model performs the 

free and serial recall tasks is that, when beginning to recall a 

list in the serial recall task, the model first retrieves the “start” 

concept in an attempt to start at the beginning of the list. It 

forgoes this step in the free recall task. 

When the model looks at a new item, the previous item 

immediately precedes the new item in working memory.  

Thus, a strong positive association is formed (or 

strengthened) from the preceding item to the new item.  

Additionally, associations from more distant items to the new 

item are also formed or strengthened, attenuated by their 

temporal distance to the new item.  Figure 1 shows an 

example of what the associations look like after three items 

of a list have been presented. 
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With respect to parameters, all ACT-R/E parameters were set 

at their default values. The three associative learning 

parameters (learning rate, interference rate, and residual 

activation decay rate; see Thomson, Lebiere, & Bennati, 

2014) were set to represent a fairly moderate pace of 

associative learning (set at 1.5, .25, and .5, respectively). 

Note that these parameters were the same for both the serial 

and recall tasks and, thus, for all three conditions of the 

experiment we are modeling. 

Model Explanations 

The model explains the data according to both activation 

strengthening and associative activation. First, the decaying 

nature of activation strengthening implies that more recently 

presented stimuli will be more likely to be recalled, creating 

a recency effect among all conditions.  Primacy is primarily 

explained by the rehearsal of the first few items.  Primacy is 

relatively stronger in serial recall because the model makes 

the effort to retrieve the “start” concept before beginning list 

recall, which activates the beginning items of the list.  On the 

other hand, the lower primacy effect in free recall implies that 

it will have a stronger recency effect.  This is because the 

beginning items of the list will provide less competition to 

the items at the end of the list, leading to an increased bias 

towards those ending items. 

The forward asymmetry of the associative structure created 

as the model learns the list clearly explains the forward 

asymmetry effects shown by the conditional response 

probability measure.  When an item is in working memory, 

the subsequent item receives a strong amount of associative 

activation; the item after that, in turn, receives a much 

smaller, but still positive, amount.  This boosts the probability 

that items in the forward direction will be recalled at any 

given time.  The model also indicates that this asymmetry will 

only increase across multiple presentations of both free-

constant and serial-constant conditions as the forward-

leaning associations are strengthened.  For the free-varied 

condition, the model explains why the asymmetry contiguity 

effect diminishes over multiple presentations: it is because, 

in this condition, associations are created and strengthened in 

various directions across various items.  

Our model also explains why the serial-constant condition 

has a stronger contiguity effect than the free-constant 

condition.  This is due to how the model learns during both 

the learning and recall phases of the experiment.  In the serial-

constant condition, because the model attempts to report the 

items in order, the forward-facing associations are 

strengthened during the recall phase; in the free-constant 

condition, since items are not reported as serially, the 

forward-facing associations are strengthened to a lesser 

extent.  This different in associative strength ultimately 

predicts that the serial-constant condition will exhibit 

stronger continuity effects than the free-constant condition. 

Model Results  

To collect results, the model performed all three conditions 

of the Klein et al. (2005) experiment, performing the serial 

recall or free recall task as appropriate.  All stimuli were 

presented at the same rate as they were to the human 

participants, and the same words were used as stimuli. The 

model was run for the same number of trials (252) per 

condition as all human participants (252 trials); we assume 

that the model begins each trial with no knowledge of any of 

the items.  

As predicted, the model strongly predicts serial position 

curves in serial-constant condition (r2 = .92; see Figure 2). 

The results of the serial position curve in the free-varied and 

free-constant, while acceptable, were not as strong (r2 = .71 

and 0.67, respectively).  An in-depth look at the data suggests 

that this lower-quality fit is due to us not accounting for 

primacy effects strongly enough in later presentations; we 

Figure 2. Serial Position curves, showing the overall recall 

probability for each list item, across serial-constant, free-

constant, and free-varied conditions for both human and 

model. Paneled from left to right are the results for 

presentations 1, 3, and 5, respectively. As seen, the model 

captures the broad primacy and recency effects in the first 

presentation, but not later ones; we believe this is due to a 

higher emphasis on rehearsal than we assume here. 

 

0"START' 1"MANNER' 2"WORKER' 3"SENATE'
0.91' 0.91' 0.91'

0.61' 0.61'

0.29'

Figure 1. A sample associative structure, including 

associative strengths, after three items of a list have been 

viewed.  Of note is that association strengths weaken as items 

become farther removed in time, as well as the asymmetric 

structure of the associations.  Note that, for clarity, we omit 

here associations not relevant to our discussion. 
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believe this is due to participants putting more emphasis on 

rehearsal than we assume, and plan to investigate this further. 

As seen in Figure 3, our model strongly matches the 

contiguity affects across all three conditions (r2 = .89 for free-

varied; r2 = .96 for free-constant; and r2 = .99 for serial-

constant). As predicted, the asymmetric contiguity effect 

increases across presentations in the serial-constant condition 

and, to a lesser extent, in the free-constant condition, while it 

is reduced in the free-varied condition. The model slightly 

over-predicts contiguity in the free-constant condition while 

slightly under-predicting contiguity in the serial-constant 

condition. We argue that this is because the model learns no 

strategy while performing the task. Humans performed each 

condition in a block, and we argue, were able to adapt their 

encoding/recall strategies based on their task instructions. To 

avoid overfitting, all three of our models used the same 

encoding strategy. Our goal was to show the amount of 

variance that could be captured by a low-level, automatic, and 

stimulus-driven mechanism such as associative learning. 

As a minor note, our model also correctly predicts 

increases in item score across presentations for all three 

conditions, with r2 = .96. Our model predicts this due to 

increased associativity and activation strengthening over 

multiple presentations. 

Alternate Accounts of List Learning 

The detailed results from Klein et al. (2005) present a 

challenge for many of the current theories of memory that 

explain serial and free recall of lists, which have modeled 

only a subset of its results.  The temporal context model 

(TCM, also called the context maintenance and retrieval 

model, CMR) (Polyn, Norman, & Kahana, 2009) for 

example, associates items with contextual states; when an 

item is recalled, so is its contextual state, which drives the 

recall of other temporally similar items.  They use this 

construct to account for both recency and asymmetric 

contiguity (Howard & Kahana, 2001). While they 

qualitatively describe how their model extends to serial 

recall, they do not explicitly model it, so it is unclear how 

good of a match it can achieve.  More importantly, they also 

do not model how these curves change over multiple 

presentations.  In contrast, the cornerstone of our theory of 

associative learning is explicitly modeling how associative 

strengths change with repeated exposure to items, allowing 

us to account for the multi-presentation recall data we discuss 

here. 

The start-end model (SEM) (Henson, 1998) relies upon 

implicit start and end markers of the list sequence, as well as 

tokens for spatiotemporal markers for each item, to make its 

predictions.  While these constructs allow it to successfully 

match data showing primacy and recency in single-trial serial 

recall, it does not explain serial recall’s contiguity effects.  It 

also does not model free recall, and the author also makes no 

predictions about how it would perform in a multi-trial 

setting. 

SIMPLE (Brown, Neath, & Chater, 2007) models both 

serial and free recall tasks.  Its predictions are generally based 

on the temporal distinctiveness of items in memory; it can 

also include other measures of distinctiveness (e.g., semantic 

distinctiveness).  More importantly, it has been matched 

against only data showing primacy and recency effects, and 

it does not appear to correctly predict asymmetric contiguity 

effects, nor how these effects change across multiple list 

presentations.  Like SIMPLE, we include a time-based 

component in the form of activation strengthening; our 

analog of their semantic distinctiveness, however, is our 

theory of associative learning, which more naturally explains 

the asymmetry that arises in conjunction with contiguity 

effects. 

Anderson et al. (1998) models both free and serial recall 

tasks, as well.  It also includes a simple conceptualization of 

item-item associations, and so it seems to predict contiguity 

effects after a single trial.  It does not, however, seem to 

predict how contiguity effects would increase over time.  This 

is because its associations, once learned, do not strengthen 

over time, they only potentially weaken as more and more 

items are encountered.  As we indicated earlier, however, 

overall we view this approach as one of the most promising 

both because of its close capture of SP and CRP curves, and 

because of its strong foundation in general cognition; that is 

why we have expanded upon it in this paper by adding in a 

richer notion of associative learning. 

Discussion 

In this paper we presented a theory of memory recall that 

includes a rich account of how associations are learned and 

Figure 3. Conditional Response Probability curves, showing 

the probability of recalling item i+lag after item i, across 

serial-constant, free-constant, and free-varied conditions for 

both human and model. Paneled from left to right are the 

results for presentations 1, 3, and 5, respectively. As seen, the 

model accurately captures not only the amount of asymmetric 

contiguity effect per condition, but also the change in the 

effect across multiple presentations. 
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strengthened over time.  We described how a single model 

with fixed parameters presented an excellent fit to human 

data across both free and serial multi-presentation list recall 

tasks, including modeling asymmetric contiguity effects than 

change over time. 

One criticism of other models of both free and serial recall 

has been that they do not well account for two notable effects 

that have been shown to differentiate between the two 

conditions (Murdock, 2008).  First, similarity between list 

items seem to facilitate performance on free recall tasks, but 

hinder performance on serial recall tasks.  Our model predicts 

this because of the nature of our associations, where similar 

items naturally become associated in memory; in fact, there 

is some evidence that similarity itself is based on associative 

learning (Hiatt & Trafton, 2013). This similarity would 

facilitate performance on a free recall task because 

remembering one item would activate similar items, boosting 

their recall probability.  For the same reason, it would hinder 

serial recall accuracy since similar items that appear out of 

order would hinder the recall of items in the correct order. 

Second, longer presentation rates have been shown to 

improve performance in free recall tasks, but do not affect 

performance on probe-digit experiments (a simplified version 

of serial recall).  We predict this because longer presentation 

rates, as opposed to the rapid presentation rate in this 

experiment, promote rehearsal; rehearsal, in turn, increases 

activation strengthening for list items. While this intuitively 

helps recall performance for free recall tasks, the serial 

effects of the items’ forward associations shield the probe-

digit experiment from any negative (or positive) implications 

of the higher activation strengthening. 

While associative learning account relies on item-item 

associations, these associations do not fall prey to the general 

criticisms against chaining models (Lee & Estes, 1977; see 

Henson, 1998 for critique). Specifically, since associations 

are formed between all items recently in working memory 

and a newly added item (i.e., what Henson (1998) refers to as 

compound-chaining) we avoid the brittleness of typical 

chaining theories, where a broken ‘link’ in the chain can 

cause cascading errors and leads to trouble matching 

behavioral data.  Instead, our approach can recover from such 

problems due to its richer association structure. 
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Abstract 

How do representations of the future shape behavior? Prior 
research has shown that people’s willingness to wait for a 
future reward decreases with increases in time. At the same 
time, this research has also shown that such effects can 
depend on the vividness of the future reward, as well as, on 
individual differences. The present research offers a potential 
explanation for these additional effects in demonstrating how 
representations of the future can depend not only on objective 
distances in time, but also on how distances in time are 
construed. In a series of three experiments using a delay 
discounting paradigm, we show that participants who 
represent the future as close to the present are more likely to 
wait for future rewards than those who represent the future as 
far, even when the objective distances are held constant. 
Applications are discussed to public policy issues such as 
global warming, and to episodic future thinking. 

Keywords: psychological distance; delay discounting; 
episodic future thinking. 

Introduction 

How do representations of the future shape behavior? 

Consider a long-term public policy issue such as global 

warming, whose solution requires foregoing smaller short-

term gains for a larger long-term reward. President Obama 

has recently emphasized that one reason global warming 

does not receive sufficient attention is psychological 

distance: the American public is insufficiently motivated by 

threats of global warming because the consequences are 

construed as distant from the present (Warrick, 2013). This 

possibility suggests that in addition to objective temporal 

distance, the psychological distance with which individuals 

construe the future might affect its motivating value for 

behavior. 

Recent work in economics offers support for the 

possibility that behavior depends on how people think about 

the future. According to Chen’s (2013) linguistic savings 

hypothesis, many behaviors depend on whether the future is 

construed as being a part of the present or as separate from 

the present. If the future is viewed as part of the present, 

then it may be construed as psychologically close, whereas 

if the future is viewed as beyond the present, then it may be 

construed as psychologically distant. Interestingly, 

languages can differ in their grammar with respect to 

whether the future must explicitly marked. In particular, 

some languages require linguistic markers that distinguish 

future from present (strong future-time reference (FTR) 

languages), whereas other languages do not require 

distinguishing the future from the present. For example, in 

English, if it is going to rain, a future marker like will is 

usually included in the sentence, “it will rain tomorrow.” In 

contrast, in a language like German, present and future do 

not need to be distinguished. For example, to say that it is 

going to rain, it is perfectly acceptable to say “it rains 

tomorrow.” Chen (2013) shows that speakers of languages 

that do not require explicit future markers (and hence 

conflate the future with the present) tend to engage in more 

monetary and health-related future behaviors than speakers 

of languages that do require that the future be distinguished 

from the present. 

Why do explicit linguistic markers affect behavior? 

Chen’s research is conducted using survey data at the level 

of large groups and, as a consequence, he is not able to test 

hypotheses about psychological mechanisms. One 

possibility is that Chen’s result is a linguistic manifestation 

of a more general psychological phenomenon: that 

representational distance affects behavior. This view – what 

one might call a representational distance view – argues 

that the future is more motivating when it is construed as 

close to the present than when it is construed as distant from 

the present. On this account, speakers of low-FTR 

languages behave in future-oriented ways because the lack 

of explicit future markers leads to construals of the future as 

closer to the present. 

Intriguingly, one might have predicted a nearly opposite 

pattern of results. It seems equally intuitive that speakers of 

languages that require that the future be distinguished from 

the present would tend to be more aware of the future, and 

possibility, then, more likely to engage in behaviors that 

have positive future consequences. According to what we 

might call the a future priming view, future oriented 

behaviors like saving money and eating should be more 

likely to occur for those who speak languages that require 

that the future be distinguished from the present than not.  

We therefore set out to directly test between the future 

priming and psychological distance accounts using a well-

understood laboratory task of future behavior: delay 

discounting. In a delay discounting paradigm, participants 

are asked to choose between large future rewards and 

smaller present rewards. A standard finding is that 

preference for future rewards declines hyperbolically with 

increasing delay, although there are substantial individual 

differences (Peters & Buchel, 2011; Bickel, Odum, & 

Madden, 1999, Alessi & Petri, 2003).  

Individual differences in delay discounting represent a 

case where at the same interval of objective time, the 

subjective value of a reward differs between participants. 
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What might explain these individual differences? Recent 

work has shown that participants asked to vividly imagine 

the future show an increased willingness to wait for future 

rewards (Peters & Büchel, 2010; Benoit, Gilbert, & 

Burgess, 2011). We suggest that an important cause of 

individual differences in delay discounting is how 

individuals represent the future – specifically, the 

representational distance (near or far) with which 

participants view a given amount of objective time.  

Experiment 1 

In Experiment 1 we examined whether individuals who 

think more about the future than the past are more likely to 

wait for future rewards. The future priming account predicts 

that individuals who tend to think about the future will be 

more likely to wait for future rewards, because a tendency to 

think about the future should increase its salience. We also 

examined whether specific aspects of individuals’ 

representations of the future, such as whether they represent 

the future as distant from the present, affect their preference 

for future rewards. The psychological distance hypothesis 

predicts that individuals who represent the future as close to 

the present will be more likely to wait for delayed rewards. 

The psychological distance hypothesis also predicts that 

there will be no effect of future priming: that participants 

who tend to think about the future more than the past will 

not differ in their preference for future rewards.  

The study had two parts. In the first, participants 

completed a mind wandering task where they were asked to 

report the contents of their most recent mind wandering 

episode. Analysis of the content of mind wanderings 

provides a measure of participants’ spontaneous tendency to 

think about the future versus the past (future orientation). In 

order to ensure task engagement, data were excluded if 

participants provided only a single-sentence mind-

wandering, the reasoning being that if the participants wrote 

down only a single sentence, then they were probably not 

especially engaged in the task. Participants also rated their 

mind wanderings in terms of temporal orientation and rated 

other characteristics of their representation, including how 

distantly they represent the mind wandering from the 

present. In the second part of the study, participants 

completed a computerized delay discounting task, where 

they made a series of 175 choices between hypothetical 

small immediate and larger delayed rewards.  

Methods 

Participants. 249 participants were recruited for pay via 

Amazon Mechanical Turk. Participants represented diverse 

age (M=35 years, range=19-62), gender (58% female) and 

educational backgrounds (61% have a bachelor’s degree).  

36 participants were excluded for providing a single-

sentence mind-wandering; 67 participants were excluded for 

failing to provide an accurate confirmation code confirming 

that they completed both experimental tasks.   

Materials. Delay discounting questions were composed by 

fully crossing 7 delay amounts (1 day, 2 days 1 week, 2 

weeks, 1 month, 6 months, 2 years) with 25 present reward 

amounts (rewards ranged from $9.90 to $0.10) for a total of 

175 experimental trials. 5 practice trials were also created 

using random delays and present reward amounts. 

Procedure. The experiment consisted of two phases. In the 

first phase, participants were asked to describe the last time 

they were “thinking about something other than what you 

were currently doing.” Participants rated whether the mind 

wandering was about the past, present, and future (1-to-7 

Likert scales). Finally, participants rated various 

characteristics of the mind wandering, including a distance 

rating (completed by the last 119 participants), or the extent 

to which these thoughts were “about events that were close 

in time to or far in time from the present” on a 1-to-7 Likert 

scale. 

In the second phase, participants completed a 

computerized version of the delay discounting task. 

Participants used the arrow keys to choose between $10 at 

the delay interval and the present reward amount “today.” 

Discounting trials were presented in random order. 

Results and Discussion 

Delay discounting data were analyzed by computing a 

participant’s choice index, or the percentage of times a 

participant chose to wait for the larger future reward 

(Benoit, Gilbert, & Burgess, 2011). Participants’ future 

orientation was analyzed by subtracting participants’ self-

rating of the extent to which the mind wandering was about 

the past from their self-rating of the extent to which the 

mind wandering was about the future. 

In order to evaluate the effectiveness of the delay 

discounting manipulation, we analyzed the influence of 

objective temporal distance on participants’ choices. As in 

previous studies and as shown in Figure 1, participants were 

more likely to choose the future reward for shorter intervals 

Figure 1. Percent future choices as a function of 

objective temporal distance in Experiment 1. 

Participants’ preference for future rewards declined 

with increasing delay. 
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(e.g., 7 days) than longer intervals (e.g., 2 years). This was 

indicated by ANOVA: choice index declined with increases 

in time, F(6,145) = 15.97, p < 0.001.    

According to the future priming hypothesis, participants 

who tend to think about the future should be more likely to 

wait for future rewards. In order to analyze this hypothesis, 

a Pearson correlation was conducted for future orientation 

and delay discounting (choice index). There was no relation 

between future orientation and delay discounting r = -0.01, 

p = 0.92, suggesting that a simple tendency to think about 

the future does not affect the motivating value of future 

rewards. This result provides evidence against the future 

priming hypothesis, because if the requirement to explicitly 

mark the future motivates future-oriented behavior by 

increasing the salience of the future, then individuals who 

tend to think about the future should have been more likely 

to wait for future rewards 

By contrast, according to the psychological distance 

hypothesis, what is important is not a tendency to think 

about the future versus the past, but how participants 

construe an interval of time. We therefore examined 

whether individual differences in delay discounting at the 

same intervals of objective time were affected by the 

distance with which participants represent the future. 

Participants were divided into two groups: those who were 

future-oriented (future orientation > 0), and those who were 

past-oriented (future orientation < 0). Separate Pearson 

correlations were conducted for each group between 

representational distance and delay discounting. As 

mentioned before, representational distance was based on 

participants’ estimate of how distantly they represent the 

mind wandering from the present.  For participants who 

were future-oriented, distance scores were negatively related 

to choice index, r = -0.39, p < 0.01, which was significant 

assuming a Bonferroni-corrected pairwise α = 0.025 (see 

Figure 2). Thus, for participants who were future-oriented, 

willingness to wait for a future reward was related to how 

distantly they viewed the future. This result held even when 

excluding two participants who provided especially long 

distance ratings (representational distance = 7); r = -0.43, p 

< 0.01, see the two points on the far right of Figure 2. This 

result supports the psychological distance hypothesis 

because within participants who think about the future, 

those who represent the future as close to the present were 

most likely to wait for future rewards.  

Experiment 1 replicated the standard delay discounting 

finding that reward preference decreases as a function of 

objective time. In addition, Experiment 1 provided evidence 

for the psychological distance hypothesis by showing that 

participants who represent the future, but not the past, as 

close to the present are more likely to wait for future 

rewards. This suggests a possible cause for individual 

differences in delay discounting is in how distance to the 

future is construed: participants who construe the same 

intervals of objective time as close to the present are more 

likely to wait for future rewards.  

An advantage of the mind wandering paradigm is that the 

effects emerged spontaneously from people’s naturally 

occurring descriptions. However, a potential limitation of 

this paradigm is that mind wanderings could not be 

controlled for objective temporal distance. It is therefore 

possible that mind wanderings rated as distant differed both 

in psychological distance and objective temporal distance: 

that is, mind wanderings rated as distant might have been 

about events that occurred more days in the future than 

events rated as close. If this is the case, it is possible that our 

effects are driven by individual’s tendency to think about 

dates that are far in the future, rather than their tendency to 

Figure 3. Percent future choices and representational 

distance for past-oriented participants in Experiment 

3. There was no relationship between choice and 

representational distance for past-oriented 

participants. 

Figure 2. Percent future choices and representational 

distance for future-oriented participants in 

Experiment 1. Participants who rated future mind-

wanderings as close to the present were more likely to 

wait for future rewards. 
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represent the same dates in the future more or less distantly 

from the present. Experiment 2 aimed to provide additional 

evidence for the psychological distance hypothesis using a 

trial-by-trial probe for representational distance. This 

paradigm allows investigation of the effects of 

representational distance, controlling for objective temporal 

distance. If psychological distance reduces the motivating 

value of the future, then for each discounting decision, 

participants should be more likely to choose the future 

reward when they rate the delay interval as close to the 

present.   

Experiment 2 

In Experiment 2, participants completed a shortened 

version of the delay discounting task. Before each 

discounting trial, participants indicated whether they 

represent the delay interval as distant from the present. The 

psychological distance hypothesis predicts that, at each 

delay interval, participants will be more likely to choose the 

future reward if they represent the delay as close to the 

present. The future priming hypothesis predicts that there 

will be no effect of representational distance. 

Methods 

Participants. 95 participants were recruited for pay via 

Amazon Mechanical Turk. While no demographic 

information was collected for Experiments 2 and 3, 

participants were recruited in the same manner as 

Experiment 1 and probably represent diverse age, gender, 

and educational backgrounds. 

Materials. Delay discounting questions were composed by 

fully crossing 5 delay amounts (1 day, 1 week, 1 month, 6 

months, 2 years) with 12 immediate reward amounts ($9.50-

$4, in  intervals of $0.50) for a total of 60 discounting trials.  

Procedure. On a single trial, participants were shown the 

delay interval and were asked to indicate whether they think 

this is a “long time” from the present. Participants then 

indicated on a separate screen their preference for the 

immediate versus delayed reward. Participants completed 

60 trials in random order.  

Results and Discussion 

Participants were more likely to choose future rewards at 

shorter delay intervals, consistent with the expected finding 

that participants’ preferences for future rewards declines 

with increasing delay. This result was confirmed by a 

repeated-measures ANOVA for reward choice as a function 

of delay (1 day, 1 week, etc.), F(4,376) = 242.38, p < 0.001. 

Importantly, there was a strong effect of construals on 

reward preference. As shown in Figure 4, participants were 

more likely to choose the future reward when they construed 

a given interval of objective time as close to the present than 

when they construed the same interval as distant from the 

present. This result was confirmed by calculating the 

conditional probability of participants’ choosing the future 

reward at each delay interval, as a function of whether they 

represented the interval as close to or far from the present. A 

paired-sample t-test on the resulting group mean conditional 

probabilities showed an effect of construal on reward 

preference, t(4) = 4.55, p = 0.01. 

Experiment 2 provided strong evidence for the 

psychological distance hypothesis by demonstrating that 

participants were substantially more likely to choose the 

future reward at delay intervals which they represent as 

close to the present. This effect was obtained while 

controlling for delay, indicating that for the same amount of 

objective time, participants’ decisions were influenced by 

representational distance.  

A potential worry about Experiment 2 is that participants 

might have suspected a relationship between the temporal 

distance and delay discounting tasks. While it is unclear 

how this would predict a relationship between close 

representational distance and future-oriented decisions, in 

Experiment 3, we sought to test for effects of expectations 

using a blocked design. In Experiment 3, participants 

completed the delay discounting task and representational 

distance task in separate blocks, counterbalanced for order. 

If the effect of representational distance on delay 

discounting is due to participants’ expectations, participants 

who complete the representational distance task first should 

show a stronger relationship between distance and delay 

discounting than participants who complete the delay 

discounting task first. By contrast, the psychological 

distance hypothesis predicts that participants who represent 

the future as close to the present will be more likely to 

choose future rewards, and that the magnitude of this 

relationship will not depend on task order.  

Figure 4. Percent future choices in Experiment 2 as a 

function of representational distance and delay. Error 

bars +/- 1 SEM. 
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Experiment 3 

In Experiment 3, representational distance was assessed 

by asking participants to rate a list of time intervals as close 

to or distant from the present. Participants also completed 

the full-length delay discounting task from Experiment 1. 

Task order was counterbalanced between participants. The 

psychological distance hypothesis predicts that participants 

who represent the future as close to the present will be more 

likely to wait for future rewards, and that there will be no 

effect of task order on delay discounting. 

Methods 

Participants. 79 participants were recruited for pay via 

Amazon Mechanical Turk. 6 participants were excluded for 

failing to provide an accurate confirmation code confirming 

that they completed both experimental tasks; 2 additional 

participants were excluded due to data recording errors. 

Materials. The delay discounting task was identical to the 

task in Experiment 1. The representational distance task was 

composed of 7 time intervals (1 day, 2 days, 1 week, 2 

weeks, 1 month, 6 months, and 2 years).  

Procedure. Participants completed two blocks in 

counterbalanced order. In the discounting block, participants 

completed the delay discounting task in the same manner as 

Experiment 1. In the representational distance block, 

participants rated whether they think each time interval is a 

“long time” from the present.  

Results and Discussion 

Participants were more likely to wait for future rewards 

when they indicated that they represent the future as close to 

the present. Representational distance responses were scored 

by computing the smallest interval that participants 

represented as distant from the present. Participants were 

divided into a close future group (distance > 1 month) and a 

far future group (distance <= 1 month). A large distance 

score indicates a close future representation because a 

greater number of time intervals were represented as close 

to the present. As seen in Figure 5, there was a main effect 

of group, F(1,78) = 6.74, p = 0.01, indicating that 

participants who represent the future as close to the present 

were more likely to choose the future reward. This result 

provides converging evidence for the psychological distance 

hypothesis using a blocked design.  

Importantly, there was no effect of participants’ 

expectations about the relationship between the delay 

discounting and representational distance tasks. An 

ANOVA found no effect of block order on delay 

discounting, F(1,78) = 0.55, p = 0.46, indicating that the 

effect of representational distance was not due to 

participants’ expectations about a relationship between the 

representational distance and delay discounting tasks.  

 

 
Figure 5. Representational distance and delay discounting 

in Experiment 3. Participants who represented the future as 

close to the present were more likely to wait for future 

rewards. Error bars +/- 1 SEM. 

 

General Discussion 

Chen (2013) has shown that speakers of languages which 

require explicit markers of the future show fewer future-

oriented health and savings behaviors. Our studies suggest 

this is a linguistic manifestation of a more general 

psychological phenomenon: that representational distance 

affects the motivating value of the future. Experiment 1 

demonstrated that individuals who represent future but not 

past mind wanderings as close to the present are more likely 

to wait for future rewards. Experiment 2 demonstrated that 

for individual discounting decisions, participants who 

represent the same interval of objective time as close to the 

present were more likely to wait for future rewards. 

Experiment 3 confirmed that representational distance in 

general affects delay discounting, even when participants 

are not asked to consider representational distance before 

making discounting decisions. 

Recent work has shown that vividly imagining the future 

increases willingness to wait for future rewards in healthy 

adults (Peters & Büchel, 2010; Benoit, Gilbert, & Burgess, 

2011) and obese adults (Daniel, Stanton, & Epstein, 2013). 

For example, Benoit, Gilbert, & Burgess asked participants 

to vividly imagine a specific episode of spending £35 in 180 

days at a pub, or merely to estimate what could be bought 

with it. Participants asked to vividly imagine spending the 

money were more likely to choose to wait for the future 

reward. Our results suggest that representational distance is 

a potential mechanism for these effects. Participants asked 

to vividly imagine spending £35 in 180 days at a pub might 

be more likely to represent the delay between the present 

and this event as part of the near future, and therefore would 

be more motivated to wait for future rewards. Further 

research should examine the relationship between episodic 

future thinking and representational distance, as well as 
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whether this relationship moderates the effect of episodic 

future thinking on delay discounting. 

Our results also have implications for framing effects on 

delay discounting. In the date/delay effect (Read, Frederick, 

Orsel, & Rahman, 2005), participants are more likely to 

choose a future reward if the delay interval is expressed as a 

numerical date (e.g. 08/01/2015) than as a delay (e.g. in 6 

months). One explanation advanced for the date/delay effect 

is “differential time estimation” – that participants 

underestimate the objective length of a date, failing to 

realize how much time is contained between the present and 

that date. Our results suggest a different but related 

explanation. Delay intervals may induce a distant 

representation of the future by employing explicit linguistic 

markers – “in 6 months” – to demarcate the future from the 

present. Instead of underestimating the length of a delay, it 

may be that phrasing time intervals as delays induces a more 

distant representation of the future, and that as a 

consequence participants are less motivated to wait for 

future rewards.  

Previous work has explored the effect of distance on 

choices in terms of “perceived different selves” (Bartels & 

Rips, 2010; Hershfield, 2011). On this account, one reason 

people discount future rewards is because they view their 

future selves as distant from their present selves, and are 

less motivated to save for distant future selves. The present 

work provides converging evidence for this view by 

demonstrating that distance affects future choices. However, 

an interesting question for future research is the extent to 

which representational distance might be a more general 

mechanism than future self-distance. Subsequent 

experiments could directly test whether our effects depend 

on participants representing their self as distant in the future, 

or whether representational distance is a more general 

construct encompassing aspects of the future other than the 

self.   

Finally, our results have applications to public policy 

issues such as global warming, as well as to personal 

finance decisions such as retirement savings. Our results 

suggest that one reason important future issues such as 

global warming receive insufficient attention is that 

participants represent their effects as occurring in the distant 

future. Relatedly, one reason individuals may fail to 

adequately save for retirement is that they represent 

retirement as occurring in the distant future. Our results 

suggest that encouraging individuals to represent future 

problems like global warming, and future life events like 

retirement, as part of their near future, should increase the 

motivating value of these events. 
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Abstract 

When reasoning about sequences of events, English-speaking 
adults often invoke a “mental timeline,” stretching from left 
(past) to right (future). Although the direction of the timeline 
varies across cultures, linear representations of time are 
argued to be ubiquitous and primitive. On this hypothesis, we 
might predict that children should spontaneously invoke a 
timeline when reasoning about time. However, little is known 
about how the mental timeline develops. Here, we use a 
sticker placement task to test whether 3- to 6-year-olds 
spontaneously produce linear, spatial representations of time. 
We find that, while English-speakers under age five rarely 
adopt such representations spontaneously, a spatial prime 
increases the percentage of 4-year-olds producing linear, 
ordered representations from 36% to 76%, indicating that by 
this age, children can readily align the domains of space and 
time. Nevertheless, these representations often do not take on 
the conventionalized left-to-right orientation until age 5 or 6.  

Keywords: time; space; metaphor; word learning; spatial 
representation  

Introduction 
What is the role of spatial metaphor in the formation of 

abstract concepts, like time? Understanding the nature of 
mental representations for time is one of the most 
historically challenging problems in western philosophy, 
and is now a contentious area of debate in modern cognitive 
psychology (e.g., Bottini & Casasanto, 2013). Most adults 
display strong a linear, spatial component in their 
conceptual understanding of time, often referred to as a 
“mental timeline”  (for a review, Bonato et al., 2012). While 
some have argued that spatial representations of time are 
universal, the specifics of these associations vary 
considerably across cultures. This variability indicates that 
the formation of the mature mental timeline relies at least in 
part on learning and cultural transmission. However, the 
extent to which spatial representations of time are malleable 
– and the precise effects that cultural practices and spatial 
artifacts play in shaping them – is difficult to pin down in 
adult populations. For this reason, we sought here to test 
how children initially use space to represent time, before 
they have extensive exposure to cultural practices linking 
space and time in conventionalized ways. To do so, we ask 
3- and 6-year-old children to perform a simple spatial task 
in which they graphically represent the temporal relations 
among familiar events (meals) and abstract temporal 
concepts (yesterday, today, and tomorrow).  

In adult speakers of languages that are written from left-
to-right, there is a strong association between leftward space 
and earlier or past events and between rightward space and 
later or future events, which has been taken as evidence for 
a “representation [of time] that is spatial in nature” (Bonato 
et al., 2012). However, the direction in which time is 
thought to “flow” varies across cultures, depending on the 
ways in which time and space are conveyed in language 
particular space-time metaphors, and on reading and writing 
direction (e.g., Bergen & Chan Lau, 2012; Boroditsky & 
Gaby, 2010). Furthermore, more variability in space-time 
mappings is seen along individuals who are illiterate or  
have less exposure to spatial artifacts for time (Bergen & 
Chan Lau, 2012). All of these findings indicate that learning 
temporal language, to read and write, and to use calendars 
have important effects on our spatial representations of time. 

However, despite the cross-cultural variability in the 
direction of adults’ space-time mappings, other features of 
the mental timeline seem to be pervasive, leading some 
researchers to posit that they may be innate. In particular, 
linearity is argued to be both ubiquitous. While some 
cultures have multiple spatial models of time, including, 
e.g., both linear and circular ones, it is extremely rare for 
any culture to lack any linear metaphor, and the few attested 
examples remain controversial (e.g., Sinha et al., 2011). 
Furthermore, infant studies suggest that at least one feature 
of the mental timeline – an association between spatial 
length and temporal duration – is present pre-linguistically 
(e.g., Casasanto et al, 2010; Srinivasan & Carey, 2010).  

Current theoretical accounts of the relation between time 
and space have struggled to account for all of these findings 
(Winter et al., 2015). Particularly, it is unclear how and 
when more complex linear models of sequential and deictic 
(past/future) temporal relations emerge. Despite the cross-
cultural variation, some have claimed that a single 
representational system accounts for both the infant length-
duration association and the adult mapping of temporal 
sequence to spatial location, suggesting that linear 
representations of temporal structure may also be available 
from infancy (Bueti & Walsh, 2008). However, the 
evidence for a length-duration association does not alone 
prove that children have a spatial model of temporal 
sequence or deictic time. Strikingly little is known about the 
development of spatial representations for time between 
infancy and adulthood – the precise period over which most 
of the cultural tools posited to shape space-time 
representations are acquired by most English-speakers. 
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Here, we ask, first, if linear representations of temporal 
structure are present in early childhood, particularly in the 
years before children receive extensive exposure to cultural 
practices linking time and space in conventionalized ways, 
If so, we next ask whether those representations are like 
those of adults (e.g., left-to-right) and what role learning the 
formal calendar system plays in the acquisition of and 
developmental change in those representations.  

The development of temporal cognition in early 
childhood is complex and prolonged (for a review, see 
McCormack, 2014). If, at one extreme, all reasoning about 
time automatically invokes a spatial model of temporal 
structure, we might expect to see evidence of spontaneous 
linear associations between temporal events and spatial 
locations in all children who can represent and recall 
sequences of events or differentiate events in the past or 
future. These abilities arise long before children enter 
school, whereas, skills like reading and writing, knowledge 
of formal time-related language, and the ability to use 
calendars are acquired arduously over many years. Thus, if 
formation of the mental timeline depends entirely upon 
these latter factors, we may not expect to observe it in 
children until much later, likely after they enter school.  

It is possible that children possess spatial representations 
of time that differ from those of adults. In adults, linear 
models of temporal structure are detailed, culture-specific, 
and spontaneously deployed. One hypothesis is that children 
initially possess a spatial model of time that is linear but 
does not yet have a specific, culture-dependent 
directionality. In this case, we might expect to see more 
variability and malleability in the spatial representations 
adopted by younger children than in those of older children 
and adults. A further possibility is that, even if children are 
able to make mappings between time and space early in 
development, they may not do so spontaneously, instead 
requiring external prompting to do so, until relevant cultural 
conventions are internalized. 

While prior studies have investigated children’s 
associations between space and time, each line of work is 
limited in its ability to resolve these questions. For example,  
children demonstrate a rudimentary ability to differentiate 
the times of past autobiographical events on an external, 
adult-specified spatial timeline around the age of 3 (Busby 
Grant & Suddendorf, 2009). The ability to differentiate 
future events spatially emerges later, but can still be 
observed in children as young as 4. Children’s early 
competence with such tasks suggests that, at a minimum, 
their representations of time and space are readily aligned. 
Critically, however, while success on such tasks shows that, 
with adequate instruction, children can map time to space, it 
does not indicate that they do so by default. Furthermore, 
because the timelines are provided to children, these tasks 
do not allow assessment of variability in their spatial 
representations. 

 The most convincing demonstration that children may 
spontaneously represent time linearly, in the same direction 
in which their language is read and written, comes from a 

study by Barbara Tversky and colleagues (1991). The task 
was simple, and did not require children to interpret any 
preexisting spatial timeline or scale. Children simply placed 
stickers on paper to represent the relative positions of three 
temporal events. For example, the experimenter placed a 
sticker in the center of the page to represent “lunch,” and the 
child placed two other stickers to represent “breakfast” and 
“dinner.” Critically, children could place the stickers 
anywhere they chose: no spatial template was given and 
they were not told that the stickers should be arranged in an 
ordered line. Yet, remarkably, over 80% of kindergarteners, 
the youngest group in the study, placed the stickers in an 
ordered line. Beyond this, 70% of English-speakers between 
kindergarten and grade 5 placed the stickers in order from 
left-to-right, while only 30% of Hebrew-speakers (who read 
from right to left) did so.  

While the study by Tversky et al. (1991) provides the 
strongest evidence thus far for the existence of a stable, 
conventionalized mental timeline in children, it has several 
limitations. First, because the youngest children in the study 
were already producing linear representations at a high rate, 
the questions of when and how this tendency develops, and 
particularly whether it depends on formal schooling and 
fluency with the calendar system, are left open. Secondly, 
although overt instructions on the task were not given, 
children always performed a spatial “warm-up” task with 
physical objects prior to the temporal tasks, which may have 
primed them to adopt horizontal spatial representations of 
time they might not have otherwise used. Finally, because 
all the items in this task were highly familiar daily events, it 
is unclear whether children’s ability produce spatial 
representations of temporal relationships also extends to 
deictic time and/or to more abstract temporal concepts. 

To investigate these questions, we conducted two 
experiments. In Experiment 1, we employed the Tversky et 
al. (1991) sticker task with a few variations. We tested a 
younger sample of children, beginning at age 3, both with 
and without a spatial “warm-up.” Further, to test whether 
children can use space to represent the relationships among 
more abstract temporal concepts, we asked children to 
perform a version of the sticker task using deictic time 
words – yesterday, today, and tomorrow. Finally, to explore 
whether adopting adult-like left-to-right (LTR) spatial 
representations is related to overt knowledge of cultural 
conventions for timekeeping, we asked non-spatial 
questions to assess children’s fluency with the calendar 
system, and, in Experiment 2, compared performance on the 
open-ended sticker task with one in which a calendar-like 
template was provided.  

Methods 
Participants  

For Experiment 1, 181 children from the San Diego area 
were recruited, including 50 3-year-olds, 53 4-year-olds, 54 
5-year-olds, and 24 6-year olds. In Experiment 2, 92 
children have participated, including 27 3-year-olds, 25 4-
year-olds, 24 5-year-olds, and 12 6-year-olds. Data 
collection is ongoing. An additional 12 children participated 
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but were excluded from analysis due to failure to complete 
the task (7), being outside the age range of interest (3), 
experimenter error (1), and not speaking English as a 
primary language (1). Testing was conducted in local 
daycares, preschools, and museums. Consent was obtained 
from parents, and children received a small gift. 
Procedure, Experiment 1  

Calendar pre-test. Before the sticker task, all children 
answered several questions to assess their level of fluency 
with the calendar system: “This day is today, does 
[yesterday/tomorrow] come before today or after today?”; 
“Do you know the days of the week? Can you say them for 
me?”; “What day of the week is/was 
[today/tomorrow/yesterday]?” If children failed to list more 
than 3 days of the week, they were prompted, “The first day 
is Monday, do you know what comes next?” and so on, until 
failing to produce two consecutive days. If the child did not 
correctly name today’s day of the week, they were told the 
the correct answer before being asked about tomorrow and 
yesterday. The order of each pair of yesterday and tomorrow 
questions was counterbalanced.   

Sticker tasks. The sticker tasks used here were modeled 
on the task designed by Tversky et al. (1991). Half the 
children were assigned to a No prime condition and half to 
the Prime condition. First, a blank white (7x5 in) index card 
was placed in front of the child (C). In the No-prime 
condition, the experimenter (E) recited the following 
vignette: “Let’s start! I want you to think about the times of 
the day we eat meals: breakfast, lunch, and dinner. I’m 
going to put a sticker down for lunch time, and I want you 
to put stickers down for dinner time and breakfast time. 
Here’s where I’m putting the sticker for lunch time.” E 
placed a red star sticker in the middle of the card. “Now you 
put a sticker down for dinner time…” E handed C a green 
sticker and paused while C placed it on the card. “…and 
another sticker down for breakfast time..” E handed C a 
blue sticker. After C placed the second sticker, E took the 
completed card and replaced it with a new blank card. For 
the second task, E began, “Great job! Now, I want you to 
think about the times when different days happen: 
yesterday, today, and tomorrow,” and the task proceeded 
identically to the first, but  used different colored  stickers. 

Prior to the first temporal task, children in the Prime 
condition also completed a spatial task, in which E placed 
three toy blocks – red, green, and yellow – in a horizontal 
line parallel to the top edge of the index card. E pointed to 
each block and asked: “What color is this?”, C responded, 
and E proceeded to say “Good job! I’m going to put down a 
sticker down on the paper in the place of the green block, 
then I want you to put stickers down in the places of the red 
and yellow blocks,” The task proceeded in the same manner 
as the others. The blocks were removed after the priming 
task was completed, and the next task began. The three tasks 
were always completed in the same order: Prime (if 
present), Meals, Days. The order in which the two stimuli 
were prompted in each task was counterbalanced.  

 
 
Figure 1. Example sticker arrangements from Experiment 1. 
See text for complete coding criteria. Protractors, not present 
during testing, show the angle, 140 deg, that must be 
exceeded for a child’s sticker arrangement to qualify as 
“linear.” Only one example per coding designation is shown, 
but many are possible under every designation but LTR.  
 
Coding, Experiment 1.  

During testing, the experimenter drew a small arrow on 
the back of each index card to indicate its orientation. 
Offline, the children’s sticker arrangements were coded in 
three ways. The stickers were coded as Linear if the largest 
angle that they created that was under 180 deg. was at least 
140 deg. (see Fig. 1). Stickers were coded as Ordered if, in 
addition to being linear, the child’s two stickers were on 
opposite sides of the central (Experimenter’s) sticker, 
creating a logical temporal sequence along any axis. 
Stickers were coded as LTR if, in addition to being linear 
and ordered, the axis of increase was left to right. 
Arrangements not reaching criteria for linearity were 
considered Disorganized. To index performance on the 
temporal tasks, children were awarded 0 points for 
Disorganized, 1 point for Linear, 2 points for Ordered, and 3 
points for LTR arrangements, totaling 6 points across tasks.   

Using responses to interview questions, we calculated an 
index of calendar knowledge for each child, in which she 
received 1 point for each correctly answered “What day is..” 
question and 1 point for each day of the week named in the 
correct sequence, for a total of 10 possible points. 
Procedure, Experiment 2 

Children in Experiment 2 answered a similar set of 
calendar questions as those in Experiment 1, but placed 
stickers on a pre-made, calendar-like template. The first 
questions were: “This day is today. Which day comes 
[before/after] today: tomorrow or yesterday?” The child was 
asked to recite the days of the week, then E placed a piece 
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of paper with a horizontal sequence of 7 squares printed on 
it in front of the child. E said, “Look, these boxes are for the 
days of the week.” E pointed to each box and said the 
associated day, following C’s ordering (Sun-Sat or Mon-
Sun). E then had C name each box, correcting if necessary. 
Next, E asked what day today was, and, after correcting C if 
necessary, asked her to point to “the box for today.” If C 
was incorrect, E said “Nope, that box is for [day C picked]. 
Today is [correct day]. Can you find the box for [correct 
day]?” Regardless of whether C was correct, E then said 
“Look, I’m going to put a sticker in the box for today!” and 
placed a blue star in the correct box. C was then asked to put 
stickers in the boxes for tomorrow and yesterday. Finally, 
she was asked what day of the week each day was. The 
order of each pair of yesterday and tomorrow questions was 
counterbalanced.  To the extent possible, testing was 
conducted on Tuesday-Friday, to avoid situations where 
“today” fell on the first or last box in the sequence.  

Coding, Experiment 2. All arrangements in Exp. 2 were 
necessarily linear, but for the purposes of comparison to 
Exp. 1, were coded as Ordered for right-to-left orderings 
and LTR for left-to-right orderings.  

 
Results  

Experiment 1: Sticker arrangements, with and without 
spatial priming 

To determine how frequently children adopted adult-like 
spatial representations of time, we calculated the proportion 
of children in each age group who arranged the stickers in 
accordance with criteria for Disorganized, Linear, Ordered, 
or Left-to-Right (LTR) arrangements (see Methods for 
criteria). A mixed-effects ANOVA of overall sticker task 
performance, including age group as the between-subjects 
variable and condition (prime vs. no prime) and item type 
(meals vs. days) as within-subjects variables, revealed main 
effects of age group and condition (F’s>10, p’s <0.001), and 
interactions between age and condition and between age and 
item type (F’s > 3, p’s < 0.05). Surprisingly, no main effect 
of item type (meals vs. days) was found. Here, except where 
noted, we report the results for days (yesterday, today, 
tomorrow). Proportions of children whose arrangements fell 
under each criterion are shown in Figure 2. Adult-like 
behavior increased dramatically over this time period, with a 
4-fold change in the proportion of children producing LTR 
arrangements in the no-prime condition between age 3 
(17%) and age 6 (73%). 

To assess the impact of the spatial prime, we examined 
the interaction between age group and condition. Follow-up  
analyses on each age group in the days task revealed no 
effect of condition on the proportion of responses that were 
linear, ordered, or LTR in the 3-, 5-, or 6-year-olds. 
However, the prime dramatically increased the percentage 
of 4-year-old children who produced arrangements that were 
linear, from 56% to 95%; ordered, from 36% to 76%; and 
LTR, from 12% to 43% (t’s>2.4, all p’s < 0.05).  
In order to assess the variability of children’s spatial 
representations of time, we next analyzed the directionality  

 
Figure 2. Sticker arrangements for days. Percentage of 
children in the prime and no prime conditions of Exp. 1 who 
arranged stickers representing “yesterday,” “today”, and 
“tomorrow” according to each criterion. Disorg.= 
disorganized, Lin.= linear, Ord. = ordered, L-R = left-to-right.  
 
of children’s ordered responses in the no-prime condition. 
Due to the small number of ordered arrangements by 3-year-
olds, we combined the 3- and 4-year-old groups. 
Interestingly, without a prime, this younger group of 
children was equally likely to produce right-to-left (RTL) as 
LTR arrangements (47% each). In contrast, among children 
who produced ordered arrangements, 5-year-olds produced 
LTR arrangements 67% of the time, as compared with 27% 
RTL, and the 6-year-olds produced LTR arrangements 80% 
of the time, with 20% RTL. Notably, use of the vertical axis 
was extremely rare in all age groups.  
Experiment 1: Calendar knowledge questions.  

As shown in Figure 3, we calculated the proportion of 
children in each age group who correctly answered the 
questions “What day is today/yesterday/tomorrow]?” and 
the proportion of children who listed all seven days of the 
week in order (with or without prompting). As expected, on 
each question, a significant improvement in performance 
with increasing age was observed. It is interesting to note, 
however, that only 65% of 6-year-olds correctly identified 
the current day of the week.  

Finally, we found that indices of overall sticker-task 
performance and calendar knowledge (see Methods) were 
moderately correlated, R=0.32. After centering and scaling 
each index, and also including condition and interactions in 
models of sticker task performance for each age group, 
linear regression analyses revealed no effect of calendar 
knowledge (t’s<1.3, p’s>0.07). 

Experiment 2, sticker task with calendar template. In 
Experiment 2, children performed the yesterday/tomorrow 
sticker task on an adult-designated linear calendar template. 
To assess the effectiveness of this template, we calculated  

the proportion of children who adopted Ordered and Left-
to-right arrangements for yesterday, today, and tomorrow 
(Fig. 4). Again, we observed a significant effect of age on 
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Figure 3. Calendar knowledge. Proportion of children who 
correctly named: all 7 days of the week in order, today’s day  
of the week, tomorrow’s and yesterday’s days of the week 
(given today’s).  
 
performance. Next, we compared the performance of 
children in Exp. 2 with those in Exp. 1 (see Fig 4). As in 
Exp. 1, we saw no effect in the 3-year-old group, who were 
unlikely to produce ordered arrangements, or the 6-year-old 
group, who usually made adult-like LTR arrangements in 
every case, all t’s<1, p’s>0.3. The 4-year-old group 
performed significantly better with the calendar prime than 
those without a prime in Exp. 1, t(38)=2.2, p=0.03, but no 
differently from those who received the block prime in Exp. 
1, t(42)=-0.2, p=0.8. 5-year-olds, however, performed 
significantly better with the calendar prime in Exp. 2 than 
with the block prime in Exp. 1 (t(33)=4.0, p<0.001. 
 

Discussion 
The purpose of this study was to investigate children’s 

initial spatial representations of time. We focused this 
investigation on several questions. First, are linear 
representations of time produced spontaneously by children, 
in the years before they have extensive exposure to cultural 
practices linking space and time in conventionalized ways? 
Second,  if linear representations are of time are produced 
by children, are they like those of adults (e.g., left-to-right 
for English-speakers)? Lastly, what role does knowledge of 
the formal calendar system play in guiding adult-like spatial 
representations of time? 

In Experiment 1, 3- to 6-year-old children placed 
stickers representing mealtimes (breakfast, lunch, dinner) 
and days (yesterday, today, tomorrow) on blank index cards. 
We found that, without any instruction on what type of 
spatial arrangement they should use and no spatial priming, 
only 26% of English-speaking 3-year-olds and 36% of 4-
year-olds produced ordered, linear representations of time. 
In contrast, a much higher proportion of 5-year-olds, 70%, 

Figure 4. Proportion of children who arranged stickers 
representing ‘yesterday’, ‘today’, and ‘tomorrow’ in an 
ordered line from left to right. In the Prime condition, prior to 
completing the temporal items, children first used stickers to 
represent the spatial positions of physical objects. In the 
Calendar condition (Exp 2), children placed their stickers on 
linear template representing the days of the week.  
 
spontaneously represented temporal order linearly, and 83%  
of six-year-olds did so. These findings suggest that 
“automatic” activation of a linear schema for time does not 
arise in most children until at least age 5.  

Experiment 1 also revealed that inducing younger 
children to adopt spatial representations of time can be 
remarkably simple, indicating that many children can 
readily make mappings between these domains before they 
begin to do so spontaneously. Prior to completing the 
temporal representation tasks, children in a spatial priming 
condition also used stickers to represent the spatial positions 
of three physical objects arranged in a horizontal line. After 
experiencing this spatial prime, the number of 4-year-olds 
who produced linear, ordered, and left-to-right 
representations of time increased dramatically, with 76% 
adopting ordered arrangements. However, despite the 
remarkable efficacy of spatial priming in 4-year-olds, this 
type of priming was of no benefit to children who were 
younger or older. Three-year-olds rarely produced linear 
representations of time in either condition, and, though such 
representations became increasingly common in 5- and 6-
year-olds, these children were just as likely to produce them 
without a prime, also indicating that it is around this point in 
development that children begin to internalize spatial 
models of temporal sequence. 

These findings confirm and extend previous work 
showing that kindergarteners produce spatial representations 
of time that are consistent with their reading and writing 
direction (Tversky et al., 1991). While, in that study, 
participants always performed a spatial “warm-up” task 
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directly prior to the temporal tasks, here we show that, in 
their age group, the ability to spatialize sequential time does 
not depend on spatial priming. Furthermore, by expanding 
this line of work to include preschoolers, we were able to 
better characterize the developmental trajectory of this 
phenomenon, showing that children who have no yet 
entered school are much less likely to produce conventional 
spatial representations of time. While Tversky and 
colleagues examined only children’s ability to depict the 
relations among highly familiar events, we show that 
children are also able to spatially represent the relations 
among abstract deictic time words. Surprisingly, despite 
other evidence that preschoolers’ use of terms like yesterday 
and tomorrow is often inaccurate (Grant & Suddendorf, 
2011), we found no evidence that children’s ability to 
represent the relations between these concepts spatially is 
less developed than their ability to do so with events.  This 
suggests that knowledge of the relative ordering of deictic 
time words may precede acquisition of their fully adult-like 
meanings –  a pattern that has also been observed for 
duration words (Tillman & Barner, 2015). 

Beyond the age-related increase in the frequency of 
children’s linear representations of time, we also observed 
developmental changes in the types of linear representations 
children produced. Unlike older children, the majority of 
whom produced adult-like left-to-right arrangements, 
younger children were no more likely to depict time as 
proceeding from left-to-right as from right-to-left. This early 
variability aligns with the results of cross-cultural studies of 
adults showing that illiteracy and lack of exposure to spatial 
artifacts for timekeeping are associated with higher 
variability in space-time associations. Moreover, the 
presence of linear and logical but writing-direction-
inconsistent time-space mappings in children is consistent 
with the hypothesis that a more generalized spatial model of 
time may be in place before children have fully internalized 
cultural conventions. Notably, however, even the youngest 
children used the horizontal axis nearly exclusively. The 
extent of children’s bias toward arranging items horizontally 
is being examined in more detail in ongoing studies 
attempting to prime children to use the vertical axis instead.   

When the effect of age was controlled for, children who 
displayed higher semantic knowledge of the calendar system 
outside a spatial context (e.g., those who could recite the 
days of the week without error) were no more likely to 
produce adult-like spatial representations of time. However, 
when children were provided an explicit calendar-like 
template on which to perform the sticker task in Experiment 
2, we saw a large increase in adult-like behavior among 5-
year-olds. This suggests that the use of such spatial artifacts 
may play a role in solidifying left-to-right representations 
among children of this age. This structural scaffolding 
conferred no particular benefit outside of this developmental 
window, however. It had no impact on the low performance 
of 3-year-olds or on the high performance of 6-year-olds, 
and it was no more effective than simple spatial priming for 
4-year-olds. Though rote knowledge of the calendar system 

alone does not lead to conventionalized space-time 
mappings, a baseline level of semantic knowledge is likely 
required to render spatial artifacts like calendars 
comprehensible to children.    

In conclusion, our findings suggest that, while 
preschoolers do not often spontaneously produce linear 
representations of time, many are able to map temporal 
sequence to linear space, and can be easily primed to do so 
as early as age 4.  The refinement and conventionalization 
of children’s spatial representations of time, however, 
continues into the school years.  
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Abstract 

According to the dominant view in cognitive science, 
language processing requires perceptual simulation of 
symbols. Various experiments have shown that words that 
share a perceptual relationship are processed faster. We have 
proposed an alternative view in which perceptual cues are 
encoded in language. However, experiments supporting 
perceptual simulation or language statistics have focused on 
concept words. It remains therefore unclear whether the 
evidence found for language statistics might actually just be 
evidence for perceptual simulations. We presented subjects 
with lexical items as well as stimuli unlikely to be represented 
in the perceptual world: grammatical items. Results showed 
that response times to lexical items could be explained by a 
statistical linguistic approach and a perceptual simulation 
approach, supporting both perceptual and symbolic accounts. 
Results for the responses to grammatical items were 
explained by statistical linguistic information but not by a 
perceptual simulation account, raising questions about the 
principle of parsimony.  

 

Keywords: Language statistics; Embodied cognition; 
Perceptual simulation. 

 

Introduction 

Over the last two decades a large body of literature has 

accumulated that argues that language processing is 

fundamentally embodied (Barsalou, 1999; 2008; Glenberg, 

1997; Semin & Smith, 2008). That is, words only gain 

meaning through their referents to objects or persons in the 

world or in the perceptual experiences of the comprehender. 

Consequently, when understanding a word, comprehenders 

are actually mentally reenacting all prior physical and 

perceptual experiences with the referent (Barsalou, 1999; 

Barsalou, Santos, Simmons, & Wilson, 2008; Glenberg, 

1997). Experimental evidence supports this embodied 

cognition account with words being processed faster when 

relationships to their real world locations, features, and 

attributes are emphasized. For example, sentences 

describing objects are processed faster when a primed image 

of the word matches the orientation described in the 

sentence (Stanfield & Zwaan, 2001). Similarly, facilitative 

processing effects were found when words were presented 

when words presented in a vertical configuration matched 

their expected locations (e.g., attic above basement; Zwaan 

& Yaxley, 2003). Similarly, when words referring to flying 

animals were presented at the top of the screen, they were 

processed faster than when they were presented at the 

bottom of the screen (Pecher, van Dantzig, Boot, Zanolie, & 

Huber, 2010; Šetić & Domijan, 2007). The same pattern 

holds true for up/down metaphors (Meier & Robinson, 

2001; Schubert, 2005). Neurological evidence also shows 

support for such an embodied cognition account, with 

participants activating the same neural mechanisms for 

language processing that are active when actually 

experiencing or performing the sentence described (Hauk, 

Johnsrude, & Pulvermüller, 2004; Tettamanti et al., 2004). 

These type of findings have led many to emphasize the 

necessity of embodied cognition during language 

processing. Indeed, sensorimotor activation has been found 

to contribute to language processing in a number of studies 

(Rizzolatti & Craighero, 2004). Strong accounts like these 

suggest that language processing is mental simulation of 

sensory and motor systems.  

The embodied cognition account is a response to what has 

been described as a symbolic account that dominated the 

cognitive sciences in the 1970s and 1980s. Symbolic 

accounts suggest that meaning is derived from abstract 

relationships that words share with other words (Fodor, 

1975) which can be found using statistical linguistic 

frequencies. In essence, within this framework language 

processing is not strictly embodied in nature and does not 

necessarily share a direct relation to biomechanical states. 

Instead, meaning can also be derived from a linguistic 

context where the co-occurrence frequencies of words 

contribute to language meaning. These linguistic 

connections are (also) relied upon during language 

processing.  

More recently, the argument has been made that rather 

than pitching cognitive processes as either embodied or 

symbolic, cognitive processes are likely to be symbolic and 

embodied. For instance, the Symbol Interdependency 

Hypothesis proposed that language processing can be 

explained by both symbolic and embodied mechanisms, 

2404



because language encodes perceptual information 

(Louwerse, 2007; 2008; 2010; Louwerse & Jeuniaux, 2010). 

When we encounter a word, we create good-enough 

representations using language statistics and perceptually 

simulate its physical and somatosensory features depending 

on the time course of processing, the cognitive task, the 

nature of the stimuli, and individual differences (Louwerse 

& Connell, 2011; Louwerse & Hutchinson, 2012; Louwerse 

& Jeuniaux, 2010). For instance, Louwerse and Jeuniaux 

(2010) asked participants to process concept pairs such as 

monitor - keyboard placed in a vertical configuration, one 

above the other. An embodied cognition account would 

argue that these concept pairs are processed by perceptually 

simulating that monitors are placed higher than keyboards. 

However, linguistic frequencies also show word pairs 

monitor-keyboard to be more frequent than keyboard-

monitor, which suggests that language encodes perceptual 

information (Louwerse, 2008). Louwerse and Jeuniaux 

(2010) found that subjects rely on linguistic versus 

perceptual information depending on cognitive task and 

stimulus. When a concept was presented as a word, 

linguistic frequencies better explained response times, but 

when concepts were presented as pictures, perceptual 

information was the better explanation. Similarly, when 

participants performed a semantic judgment task linguistic 

frequencies best explained response times, but when 

participants performed a perceptual simulation task, 

perceptual information better explained response times than 

linguistic frequencies. Louwerse and Connell (2010) 

extended these findings to demonstrate that linguistic 

information is relatively more important during early 

processing whereas perceptual information becomes 

relatively more important later. In other words, we rely on 

linguistic information when quickly processing language but 

perceptual information is used during more deliberate 

language processing (Louwerse & Hutchinson, 2012).  

However, given that language encodes perceptual 

information, and given the evidence that language 

processing seems to rely on both language statistics and 

perceptual simulation, the question needs to be raised how a 

language statistics account relates to a perceptual simulation 

account. The dominant view suggests that language might 

encode perceptual simulation, but there is no role for 

language statistics in cognitive processing. Perceptual 

simulation is quick (Hauk, Shtyrov, & Pulvermüller, 2008) 

and complete (Glenberg, 1997) leaving little to no room for 

processing effects that could be attributed to language 

statistics. In this scenario statistical linguistic information 

does not play a role during processing (Van Dantzig, 

Pecher, Zeelenberg, & Barsalou, 2008).  

Despite studies demonstrating evidence for a language 

statistics account complementary to a perceptual simulation 

account (Louwerse, 2008; Louwerse & Jeuniaux, 2010), this 

option cannot be ruled out, because the evidence for 

language statistics is also evidence for perceptual simulation 

(but see Louwerse, Hutchinson, Tillman, & Recchia, 2014). 

To solve this problem we should look at word combinations 

that are easy to explain according to a language statistics 

account, but are difficult to explain using an embodied 

cognition account. For instance, eagle can be perceptually 

simulated (e.g., a creature flying in the sky). However, for 

abstract words such as anything, perceptual simulation is 

considerably harder, if not impossible.  

Abstract words can provide a litmus test on whether a 

language statistics account should at least be considered in 

cognition experiments. If 1) processing of abstract words 

(e.g., grammatical items) can be explained by a language 

statistics account, but not by a perceptual simulation 

account, but 2) processing of concrete words, such as lexical 

items, can be explained by both a language statistics account 

as well as a perceptual simulation account, Occam’s razor 

would dictate that embodied cognition experiments should 

at least include language statistics as a covariate. We 

conducted an experiment that included stimuli that are 

fundamentally non-perceptual, namely grammatical items, 

such as the, a, and ought. If language indeed encodes 

perceptual information, and effects for statistical linguistic 

frequencies (Louwerse, 2008; Louwerse & Connell, 2011; 

Louwerse & Jeuniaux, 2010) cannot simply be attributed to 

perceptual simulation, then grammatical items should be 

able to be explained through linguistic frequencies despite 

their lack of perceptual information. On the other hand, if 

language instead must always refer to perceptual 

experiences to gain meaning, then linguistic frequencies 

should be unable to explain RTs to grammatical items 

because such items lack perceptual referents.  

 We predicted that processing times for perceptual lexical 

words would be explained by language statistics, and that 

the same would be true for non-perceptual grammatical 

items, following the principle of parsimony. 

 

Methods 

In a response time (RT) experiment we presented subjects 

with pairs of grammatical words (several – both) and pairs 

of lexical words (blouse – socks). Items were vertically 

presented following Zwaan and Yaxley (2003).  

Participants 

One hundred and one undergraduate native English speakers 

at the University of Memphis participated for extra credit in 

a Psychology course.  

Materials 

The experiment consisted of 20 pairs of grammatical words 

(see Table 1). Grammatical words were matched on 

syntactic category (i.e., auxiliary, conjunction, determiner, 

preposition, pronoun, and quantifier). Because grammatical 

items of different categories tend to occur in particular 

sequences (Finch and Chater, 1992), we wanted to avoid a 

grammatical effect (e.g., of the versus the of). Same part-of-

speech word pairs with the greatest difference in frequency 

of a-b versus b-a orders were selected for inclusion in the 
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experiment. We represent the more frequent order of the 

grammatical items (i.e., a-b) as similar to the iconic 

relationship of the lexical items. See Table 1.  

 

Table 1. Critical items (grammatical). 

 

Word pair Order 1 Order 2 

by - at 18.28 16.22 

anything - everything 13.89 11.57 

his - her 16.65 14.80 

it - me 17.16 16.27 

more - enough 13.55 11.95 

a - my 16.71 16.60 

need - dare 7.78 6.82 

no - any 15.56 13.45 

in - of 20.49 20.17 

could - ought 8.02 6.85 

per - for 15.57 15.01 

several - both 10.68 9.59 

shall - had 10.64 9.09 

some - most 15.23 12.26 

the - our 17.65 17.29 

what - this 17.51 16.06 

to - with 19.64 18.86 

would - should 12.29 11.80 

we - you 17.75 16.18 

an - your 16.50 15.53 

 

 

To verify these grammatical items were not experienced 

through perceptual simulation, but rather through linguistic 

experience we obtained perceptual ratings for each word, by 

using imagability, concreteness, and meaningfulness scores. 

The MRC Psycholinguistic database (Coltheart, 1981) 

provides information on different linguistic properties of 

words, including properties like imagability, concreteness, 

and meaningfulness on a scale of 100-700 for each property 

(Gilhooly & Logie, 1980; Paivio, Yuille, & Madigan, 1968; 

Toglia & Battig, 1978). Grammatical items included in this 

experiment scored low on imagability ratings, M = 272.21 

SD = 67.53, concreteness ratings, M = 288.43, SD = 69.36, 

and meaningfulness ratings, M = 339.12, SD = 88.51. 

An additional 110 lexical items were included in order to 

reduce the likelihood of participants’ developing 

expectations about the experiment and to demonstrate the 

applicability of perceptual simulation during language 

processing. Lexical items consisted of semantically related 

and unrelated word pairs. See Table 2. Also included were 

those word pairs with iconic orientation, extracted from 

previous research (Louwerse, 2008; Louwerse & Jeuniaux, 

2010; Zwaan & Yaxley, 2003). As the task was to determine 

semantic relatedness, lexical words included pairs with high 

(cos = .55) versus low (cos = .21) semantic association as 

determined by Latent Semantic Analysis (Landauer, 

McNamara, Dennis, & Kintsch, 2007). In addition to 

semantically related pairs, half of those pairs also shared an 

iconic relationship whereby pairs were presented vertically 

 Table 2. Filler items (lexical). 

on the screen in the same order they would appear in the 

world (i.e., sky appears above ground). See Table 2. 

Likewise, the other half of pairs appeared with a reverse-

iconic relationship in an order opposoite of that which 

would be expected in the world (i.e., ground appears above 

sky). These lexical pairs were included in order to replicate 

embodiment effects of prior research (Louwerse, 2008; 

Louwerse & Jeuniaux, 2010; Zwaan & Yaxley, 2003), as 

meaningful lexical items share a perceptual relation.  

 

 

aisle – slope ham – surf 

bank – money helmet – bike* 

bar – nail herb – limb 

blossom – tulip horn – drum 

bolt – cent insect – ant 

bone – skull jet – plane 

bowl – basket lamb – chicken 

cable – platter milk – cow 

cake – duck moth – butterfly 

camera – film palace – crow 

canoe – river* paper – desk* 

car – road* pen – calf 

carrot – lunch porch – roof* 

chair – emerald rain – umbrella* 

cheese – wine ram – prince 

chocolate – cream scissors – pencil 

clarinet – violin shirt – coat 

clover – grass socks – bath 

crocodile – snake spinach – rib 

dancer – witch sword – queen 

doctor – stair tail – owl 

eagle – bird toad – frog 

electricity – coal tooth – dentist 

elephant – monkey triangle – circle 

engine – palace trout – fish 

flag – priest veil – bush 

 flute – nest walnut – blade 

fruit – apple walrus – weed 

gown – blouse zipper – button 

hall – couch 

   * indicates iconic relationship (i.e., in the vertical orientation the first 

word would normally occur above the second word). 
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All items were counterbalanced such that all participants 

saw all word pairs, but no participant saw the same word 

pair in both orders. 

Procedure 

After signing the requisite consent form, subjects were 

presented with grammatical items in the same manner that 

Zwaan & Yaxley (2003) presented subjects with meaningful 

stimuli. Participants were asked to judge the semantic 

relatedness of word pairs presented on an 800x600 

computer screen. Words were presented one above another 

in a vertical configuration. 

Upon presentation of a word pair, participants were asked 

to indicate whether the word pair was related in meaning by 

pressing designated and counterbalanced yes or no keys. 

Subjects were not instructed as to whether grammatical item 

pairs should be considered semantically related. All word 

pairs were randomly ordered for each participant to negate 

any order effects and each trial was separated by a ‘+’ 

fixation symbol. 

 

Results and Discussion 

Twenty-two participants were removed from the analysis 

because >30% of their answers to filler items (i.e., 

semantically related items) were incorrect. As it is difficult 

to justify why grammatical items should or should not be 

judged as semantically related, all responses to grammatical 

items were judged to be correct responses. After all, 

grammatical items in this experiment were low on 

concreteness, imagability, and meaningfulness, but at the 

same time they were potentially statistically, conceptually, 

or even grammatically related.  

All error trials for lexical items were removed. Outliers 

were identified as those correct responses greater than 2.5 

standard deviations from the mean per subject per item. 

Outlier removal resulted in a loss of 3.12% of the data. 

Mean RT for lexical items was 1,922ms (SD = 1,186) and 

the mean RT for grammatical items was 1,873ms (SD = 

1,147).  

As in previous studies (Louwerse, 2008; 2011) we 

operationalized the bigram linguistic frequencies as the log 

frequency of a-b (e.g., a-the) or b-a (e.g., the-a) order of 

word pairs. The order frequency of all word pairs within 3-5 

word grams was obtained using the large Web 1T 5-gram 

corpus (Brants & Franz, 2006).  

Lexical Items 

In order to determine first whether participants performed 

the task as expected, we first analyzed the effect of semantic 

relatedness as measured by LSA. Indeed, semantically 

related lexical items were processed faster when they were 

related than when they were unrelated, F(1, 5351) = 6.65, p 

< .01. 

However the primary objective with using lexical items 

was to demonstrate that iconic presentation of lexical pairs 

would be processed faster than those presented in a reverse 

iconic orientation. Such findings would lend support to an 

embodied cognition account. To check for an iconicity 

effect (Louwerse, 2008), we conducted a mixed models 

analysis on those filler pairs sharing an iconic relationship. 

We specified orientation (either iconic orientation or reverse 

iconic orientation) and statistical linguistic frequencies as 

fixed factors and participants and items as random factors 

(Baayen, Davidson, & Bates, 2008).  

The model was fitted using the restricted maximum 

likelihood estimation (REML) for the continuous variable 

(RT). F-test denominator degrees of freedom were estimated 

using the Kenward-Roger’s degrees of freedom adjustment 

to reduce the chances of Type I error (Littell, Stroup, & 

Freund, 2002). Orientation was marginally significant, F(1, 

705) = 3.40, p = .06, with those pairs in an iconic orientation 

being processed faster than those pairs in a reverse iconic 

orientation. These findings suggest that an embodied 

cognition account could explain response times such that 

when items are in an expected iconic orientation, they are 

processed faster than when they are in an unexpected iconic 

orientation. These findings for lexical items indicate that 

subjects rely on perceptual information when processing 

these words.  

Importantly, statistical linguistic frequencies also 

explained RTs to lexical items, F(1, 795) = 5.63, p = .02, 

with higher frequencies yielding lower RTs. These findings 

replicate previous embodied cognition research (Louwerse, 

2008; Louwerse & Jeuniaux, 2010), indicating that subjects 

are relying on both perceptual and linguistic information 

during language processing. No interactions were found. 

See Figure 1. 

Differences in RTs to iconic and reverse-iconic word 

pairs can be further accounted for by language in that, in the 

Web 1T 5-gram corpus (Brants & Franz, 2006), iconic word 

pairs are more frequent than reverse iconic word pairs 

(Louwerse, 2008). These findings indicate that these iconic  

(and reverse-iconic) relations are indeed encoded in 
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language, such that iconic relations are more frequent, and 

easier to process.  

 

Grammatical Items 
The language statistics (i.e., statistical linguistic 

frequencies) findings for the lexical items, however, might 

in fact have to be attributed to perceptual simulation, 

because language encodes perceptual information. The 

question is whether a statistical linguistic frequency effect 

can be found for word pairs that cannot be perceptually 

simulated. 
 In order to isolate and examine the effects of language, a 

mixed-effect regression analysis was conducted on RTs to 

grammatical items with the bigram frequency as a fixed 

factor and participants and items as random factors (Baayen 

et al., 2008). For these non-perceptual grammatical words, 

the statistical linguistic frequencies again explained RTs, 

F(1, 1528) = 5.69, p = .02, with ordered pairs with higher 

frequencies yielding lower RTs (see Figure 2). In other 

words, the frequency of two grammatical words in a given 

(frequent) order was processed faster than the same two 

words in the reverse order. These findings demonstrate that 

statistical linguistic frequencies can account for RTs that 

cannot be explained by embodied perceptual account alone.  

 

General Discussion 

In the current study, our objective was to address the claim 

that because language encodes perceptual simulation, 

evidence for language statistics might actually just be 

evidence for perceptual simulation. In one experiment, we 

asked subjects to make semantic judgments about word 

pairs presented vertically on a screen. We included both 

perceptual word pairs (sky – ground) and non-perceptual (a 

– the) grammatical word pairs. By including items that are 

devoid of perceptual information (grammatical words) we 

determined that in fact language statistics are not simply 

further evidence supporting perceptual information, as 

language statistics explain RTs to grammatical word pairs 

alone, just as these same language statistics explain RTs to 

iconic and reverse iconic word pairs that are grounded in the 

perceptual context around them. Results showed the pattern 

of an iconicity effect (i.e., iconic items were processed 

faster than reverse-iconic items). Statistical linguistic 

frequencies explained RTs as well, with higher frequencies 

yielding lower RTs. Importantly, the same effect was 

obtained for those words pairs for which a perceptual 

explanation does not exist: grammatical words. 

 The findings of the current experiment support the 

Symbol Interdependency Hypothesis which states that 

language encodes perceptual information, such as their 

usual orientation or position, and that statistical linguistic 

frequencies explain language processing. In other words, 

linguistic information, such as statistical frequency, does not 

only refer back to those relevant encoded perceptual 

experiences, but in some cases is the driving factor in and of 

itself for how we encode language. Grammatical items 

provide evidence for linguistic processing that is distinct 

and distinguishable from perceptual simulation. At the same 

time, as meaningful stimuli are explained by both perceptual 

and linguistic factors, it seems likely that language statistics 

cannot account for these findings alone either. Rather, to 

explain language processing, both language statistics and 

perceptual simulation work together. 
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Abstract 

Information about audiences influence how speakers produce 
messages, biasing speakers’ own later recall (Higgins & Rholes, 
1978), contingent on the creation of a shared reality between 
interlocutors (Echterhoff, Higgins, & Rholes, 2005). We tested for 
a similar effect within third party dialogue comprehension, in 
which overheard addressees displayed evaluative backchannel 
responses. Participants observed an interaction containing valence-
ambiguous personal information, and were later asked to recall the 
information and make related judgments. Addressees either 
responded positively or negatively to the speaker’s description. 
Across three experiments, we found that addressee responses 
biased recall when the responses were cues to a shared perspective, 
either due to the collaborative construction of the talk or prior 
shared knowledge between speaker and addressee. Addressee 
responses as cues to the addressee’s stance alone did not bias 
overhearer recall. These findings support the argument that 
perception of a shared reality is a central component of dialogue 
comprehension. 

Keywords: Dialogue; Comprehension; Backchannels; 
Overhearers; Audience Tuning; Memory 

Introduction 
Picture being an audience member at a political debate. 

The candidates present arguments in favor of particular 
positions while deriding their opponents’ positions in a 
strict, turn-by-turn fashion with a set amount of time to 
speak. When not speaking, however, the other candidates 
are not simply passive or invisible, but instead may act as 
addressees, actively responding to the current speaker’s talk. 
They would likely display their own stance, either positive 
responses such as smiles and nods, or negative responses 
such as frowns, side-to-side head shaking, and grabbing 
podiums in shock. The audience of the debate not only hears 
the candidates’ arguments but also takes on the role of 
overhearers of a dialogue, taking in both the current 
speaker’s talk and any backchannel responses by the other 
active participants present in the interaction.  

A variety of research within the collaborative paradigm, 
in which meanings are achieved through joint negotiation 
(Brennan, Galati, & Kuhlen, 2010; Clark & Wilkes-Gibbs, 
1986), has shown that addressee backchannels are critical in 
the production and development of dialogue. Numerous 
studies have demonstrated how speakers adjust their talk in 
relation to the informational and evaluative stance of their 
audience (Bell, 1984; Clark & Murphy, 1982; Clark & 
Schaefer, 1989). In spontaneously produced dialogue, 
speakers systematically incorporate backchannels into their 
talk  (Norrick, 2010; Tolins & Fox Tree, 2014).  Addressees 
use backchannels to actively ground the joint activity of the 

dialogue, and the degree to which the addressee displays 
understanding and acceptance influences how the speaker’s 
subsequent talk is produced  (Bangerter & Clark, 2003; 
Bavelas, Coates, & Johnson, 2000; Beukeboom, 2009; 
Tolins & Fox Tree, 2014).  

Speakers’ talk is also influenced by other factors, such as 
knowledge of addressees’ attitudes. When told to describe 
someone to an addressee who feels favorable or unfavorable 
towards the descriptee, speakers will adjust their talk 
depending on what they believe their audiences’ attitudes 
are. This adjustment affects speakers’ later recall such that 
they are more likely to recall addressee-congruent 
information, but only when they’ve actually produced their 
description rather than merely possessed knowledge of their 
addressee’s stance (hence the phenomenon’s label, the 
saying-is-believing effect; Higgins & Rholes, 1978). The 
memory effect is also only present when there is a shared 
reality between the speaker and audience (Higgins, 1992) 
When the audience is a member of an out-group, or when 
speakers are lead to distrust their audience’s perspectives, 
speakers still produce messages tuned to their addressees, 
but they do not display later memory biases in the direction 
of their previously produced messages (Echterhoff, Higgins, 
& Groll, 2005).  

The importance of shared reality has been demonstrated 
with written messages that were intended as messages 
between a speaker and an addressee. Is shared reality also 
important for people listening in on an interaction between 
others? Does the existence of a shared reality between 
interlocutors influence the recall of people watching the two 
people interact, and if so, to what degree is this driven by 
addressee backchannels?  

Backchannels and Third-Party Comprehension 
In addition to their role in the co-construction of 
conversation, backchannels may also affect third-party 
comprehension. We will refer to people listening in on or 
watching others’ interactions without actively participating 
in the interaction overhearers. Earlier studies have shown 
that overhearers have some access to the common ground 
created between interlocutors. Overhearers comprehend talk 
better when they begin listening earlier in the development 
of the conversation rather than later, when the entrained 
expressions have already been established (Schober & 
Clark, 1989). Similarly, speakers produce talk directed 
towards former overhearers differently depending on their 
prior participation status, suggesting that interlocutors are 
also sensitive to overhearers’ ability to understand the 
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development of common ground in the observed interaction 
(Wilkes-Gibbs & Clark, 1992).  

 Previous work on third party dialogue comprehension has 
demonstrated that overhearers do have expectations about 
how speakers will continue after different types of addressee 
responses (Tolins & Fox Tree, 2014). Overhearers were 
asked to read dialogue transcripts up to either a context 
generic backchannel, such as mhm or uh huh, or a context 
specific backchannel, such as oh or really. After specific 
backchannels, overhearers, or overreaders in this paradigm, 
were more likely to contribute a discourse elaboration, 
providing additional information about the same event, in 
their next speaker turn. After generic backchannels they 
were more likely to contribute discourse continuations, 
moving on to some next event. Importantly, sensitivity to 
this predictive relation across interlocutor contributions was 
visible not only when overhearers took on the role of 
speaker and suggested what would likely be said next 
(production; Tolins & Fox Tree, 2014), but also when 
overhearers listened to narratives (comprehension; Tolins & 
Fox Tree, in press). These findings support a view of 
dialogue comprehension as a task involving the 
comprehension of the interaction as a coordinated whole, 
capitalizing on predictive relations across interlocutors.  

In the current studies, we investigated how assessment 
backchannels affect judgments and recall of a descriptee’s 
behavior and personality. Assessment backchannels display 
the producer’s evaluative stance towards the content of the 
talk. To return to the opening example, the audience of a 
political debate can be seen as engaged in the task of 
dialogue comprehension (albeit highly institutionalized) 
while taking into account both the current speaker as well as 
any responses, positive or negative, from the other 
candidates acting as active addressees. The audience 
members may be influenced by the other candidates’ 
concurrent responses, changing how they interpret the 
current speaker’s political stance.  

The Current Investigation 
Given that the expression of memories in dialogic activity 
influences subsequent memory for both listeners and 
speakers (Cuc, Koppel, & Hirst, 2007; Pasupathi et al., 
1998, Hirst & Echterhoff, 2008; 2012), and that 
interlocutors actively steer narrative retellings in systematic 
directions through audience tuning (on the part of speakers) 
and the production of backchannels and expressive behavior 
(on the part of listeners; Bavelas et al., 2001; Beukeboom, 
2009; Higgins & Rholes, 1978; Tolins & Fox Tree, 2014), 
the current study explores the role addressee responses play 
in shaping overhearers’ memory and judgment of talk 
produced in dialogue. Do addressee backchannel displays 
influence overhearers’ later memory for the content of the 
dialogue?  

We propose two possible hypotheses, with two differing 
outcomes. The simple cueing hypothesis is that 
backchannels are cues that bias overhearer comprehension 
in the direction of their affective content. Positive 

backchannels encourage overhearers to recall positive 
information, and negative backchannels encourage 
overhearers to recall negative information. The 
contextualized cueing hypothesis is that backchannels bias 
overhearer comprehension in the direction of affective 
content, but only when a contextualized picture can be 
constructed of a shared reality between speakers and 
addressees. As in earlier studies where the saying-is-
believing effect is only present when there is a shared 
reality, and where biased memory only occurs when there is 
a shared reality, we predict that overhearers’ biased memory 
will only manifest when the addressee backchannels are 
indicative of a shared reality.  

To distinguish these hypotheses, we manipulated video 
recordings of a dialogue in order to present the same 
speaker talk with distinct addressee behaviors. The 
addressee behaviors were backchannels displaying either 
positive or negative assessments. Across experiments, we 
varied the degree to which the two overheard interlocutors 
were viewed as establishing a shared perspective, either 
through active collaboration or previously developed 
common knowledge. In Experiment 1 addressee responses 
included both nonverbal and verbal responses, which were 
responded to with simple speaker uptake (next turn initial 
yeahs). As such, the overheard conversation involved active 
collaboration in the creation of a shared perspective. 
Experiment 2 removed the active coordination of stance 
across speakers. Only nonverbal backchannels were 
displayed and the observed interaction was designed such 
that no speaker uptake was possible. Instead, participants 
were told that the addressee had prior knowledge of the 
topic of the speaker’s talk. Experiment 3 replicated the non-
interactive format of Experiment 2, with the epistemic status 
of the addressee reduced to that of an unknowledgeable 
stranger. Across experiments, participants were sensitive to 
the stance displayed by the addressee responses. These 
responses only influenced later memory of the talk when 
they were taken to be indicative of a shared perspective, 
(Experiments 1 and 2), but did not bias later memory when 
they were taken to display just the addressee’s stance 
(Experiment 3). Together, these studies demonstrate both 
that addressees influence third party comprehension and that 
when listening to talk spoken in a dialogic context, 
overhearers integrate information across the active 
participants.  

Experiment 1  
We tested overhearer recall and judgment of the content of a 
speaker’s talk following the third party observation of a 
collaborative interaction.  

Method 
Participants. Sixty students from the University of 

California, Santa Cruz, participated in exchange for course 
credit.  

Materials. The construction of the speaker’s script was 
based on the communication game (Higgins & Rholes, 
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1978). The script consisted of a description of the speaker’s 
friend, Katie, along eight distinct personality traits. These 
traits included dimensions such as stingy/thrifty, 
stubborn/persistent, and witty/sarcastic. Each trait 
description contained valence-ambiguous information; that 
is, each description could be interpreted either negatively or 
positively. The script as a whole and each individual trait 
description have been pretested in prior experiments to 
ensure that the descriptions evoke positive and negative 
impressions with approximately equal likelihood (Higgins 
& Rholes, 1978; Echterhoff et al., 2008; Sedikides, 1990; 
Todorov, 2002). In contrast to the typical format of the 
communication game paradigm, in which the description is 
presented as a written essay, for the present experiment a 
confederate speaker memorized the script and was then 
recorded reciting the script as though describing a friend in 
a naturalistic conversation. This recording was done alone 
so as to not impose any influence of addressee responses on 
the speaker during the creation of the stimulus. The speaker 
sat in front of a computer and wore headphones while 
reciting the description. 

The addressee response videos were created through the 
use of a confederate who filmed himself responding the 
speaker’s description in a similar format. This allowed for 
the same speaker talk to be used across both addressee 
response conditions. In the positive affective response 
condition, the confederate addressee provided positive 
nonverbal backchannel responses including smiles and nods 
in response to the descriptions. He similarly responded to 
the presentation of each individual trait with verbal 
responses. This included non-evaluative responses to the 
more negative portions of the descriptions, and evaluative 
backchannels such as really and oh wow with positively-
valenced prosody to the positive portions. In the negative 
affective response condition, the addressee responded to the 
speaker’s talk with frowns, furrowed brows, and eye rolls 
(see Beukeboom, 2009 for a similar contrast in confederate 
responses). The verbal backchannels were reversed from the 
positive condition, such that non-evaluative responses were 
provided to the positive portions of the description, and 
negative verbal assessments, this time with negatively-
valenced prosody and words, were provided following the 
negative descriptions. Piloting of the study revealed that 
when told they were observing a spontaneously produced 
interaction, overhearers found the interaction highly 
unnatural in the absence of speaker uptake of the verbal 
backchannels, and so the speaker script was adjusted to 
include turn-initial uptake, in the form of yeah after both 
evaluative and non-evaluative backchannels.  

These recordings were then combined in a split screen 
format with each video stream presented against a black 
background (Figure 1). This resulted in two videos in which 
the speaker was exactly the same while the addressee 
responses varied in the presentation of affective nonverbal 
responsive behaviors, as well as the presentation and 
location of verbal backchannels, including especially 
evaluative responses.  

 

 
a.  

 
b.  

Figure 1: Screenshots demonstrating the format of the 
observed conversation. Screenshot a. illustrates a positive 
addressee response, while b. illustrates negative addressee 
response displays. The same speaker video was used across 
addressee conditions.  

 
Procedure. Participants were told that they were 

participating in a study in how language is used to describe 
personality. They were informed they would be listening in 
to a conversation collected during a previous experiment run 
in the lab, in which prior participants were asked to describe 
friends to each other. After watching the interaction, 
participants were asked to rate their perception of how well-
liked the target person being described is by both the 
speaker and hearer, as well as their own liking of the target, 
along 7-point Likert scales. After answering these questions, 
participants engaged in a unrelated, 10-15 minute filler task, 
before being asked to recall the overheard description of the 
target person. The recall prompt asked participants to be as 
accurate and detailed as possible in remembering the 
description of the target. After the free recall, the 
participants were asked to fill out an 8-question 
questionnaire, which provided each of the 8 traits in the 
description individually. Each trait was presented on a 7-
point Likert scale with 1 representing the negative 
interpretation of the trait (e.g. stingy, sarcastic, or stubborn) 
and 7 the positive interpretation of the trait (e.g. thrifty, 
witty, or persistent). The scores from these eight questions 
were combined into a single, composite judgment score. 
Both memory bias and judgment bias were tested because 
previous work on audience tuning effects suggested that the 
two mechanisms may be dissociable, with judgment biases 
being more easily corrected when participants were made 
aware of the bias (Todorov, 2002). Results indicating an 
effect of addressee responses on both memory and judgment 
would suggest that overhearers do not vigilantly correct 
against addressee influence.  

Coding. Two judges, blind to experimental condition as 
well as the experimental paradigm in general, separately 
scored the participants’ recall of the description of Katie on 
an eleven-point scale ranging from -5 (extremely negative 
description) to +5 (extremely positive description). The 
correlation between their scoring was lower than in prior 
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studies, r = 0.59, p < .001, and so the judges were asked to 
resolve differences in scores through discussion to jointly 
produce a final coding for each recalled description. 

Results 
Liking Ratings. Participants rated the addressee as liking 

the target more in the positive condition, M = 4.45, SD = 
1.29, than in the negative condition, M = 2.72, SD = 1.03, 
MDiff = 1.73, t(58) = 5.71, p < .001, 95% CI [1.12, 2.33]. 
Participants also rated the speaker as liking the target more 
in the positive condition, M = 5.10, SD = 1.45, than in the 
negative condition, M = 4.21, SD = 1.29, MDiff = .89, t(58) 
= 52.65 p = .02, 95% CI [.18, 1.6]. The participants’ own 
liking did not differ significantly across conditions, p = .34. 

Judgment and Recall. Participants in the positive 
condition judged the target as having a more positive 
personality, as measured by the composite personality 
judgment score, M = 33.0, SD = 6.4, compared to 
participants in the negative condition, M = 29.0, SD = 6.5, 
MDiff = 4.0, t(58) = 2.39, p = .02, 95% CI [.66, 7.34].  

Recalled descriptions were judged as being significantly 
more positive when the participants had observed the 
positive addressee response condition, M = 1.16, SD = 2.04, 
than the negative addressee response condition, M = .10, SD 
= 2.04, MDiff = 1.06, t(58) = 2.29, p = .025, 95% CI [.13, 
1.98].  

Discussion 
The manipulation of addressee responses successfully lead 
overhearers to believe that the addressee liked the target 
being described less in the negative response condition than 
in the positive response condition, indicating that 
overhearers were aware of and sensitive to the addressee’s 
verbal and nonverbal displays of stance throughout the 
speaker’s talk. Addressee responses also influenced 
overhearers’ ratings of the speaker’s opinion about the 
friend she was describing, despite the same video being 
used across conditions. This suggests that backchannels 
were not simply cues for how to interpret a speaker’s talk, 
but instead provided evidence of a shared perspective. The 
current stimuli included speaker uptake of addressee 
responses, in the form of turn initial yeahs, and so mimicked 
speaker uptake of addressee talk present in collaborative 
dialogue (Norrick, 2010; Tolins & Fox Tree, 2014).  

Participants’ later recall of the content of the talk 
produced in the observed dialogue was biased in the 
direction of the addressee responses – that is, biased in the 
direction of the perceived joint stance of the speaker and 
addressee. These effects are the first to demonstrate that 
addressee affective/evaluative backchannels in an overheard 
dialogue influence overhearer comprehension and memory 
of the content of the speaker’s talk.   

It is possible that overhearers were not making use of the 
addressee responses as cues to a shared perspective, but 
were rather interpreting the speaker uptake as indications of 
the speaker’s stance, making the speaker’s opinion of Katie 
less ambiguous than the words of the script suggested. The 

experimental stimuli also leave open the possibility that it is 
not necessarily a shared perspective that matters for 
overhearer bias but simply that both speaker and addressee 
were demonstrating a stance in the same direction towards 
the target being described. To address this, we ran an 
additional experiment in which speaker uptake was 
removed.  

Experiment 2  
In Experiment 1, participants attributed the positive or 
negative evaluation of the target to both the addressee and 
the speaker, despite the same speaker video being used 
across the two conditions. This suggests that overhearers 
view dialogue as an activity involving the coordination and 
alignment of perspective across participants.  In order to 
further test the role of a shared perspective in dialogue 
comprehension, we conducted a second experiment in 
which the format of the dialogue prevented the speaker from 
perceiving or acknowledging the addressee responses. We 
maintained high epistemic status of the addressee by 
providing information suggesting that the speaker and the 
addressee both had prior knowledge of the target individual 
being described. If the bias effect on memory and judgment 
in the first experiment were driven by explicit interpretation 
of the speaker uptake as indicating stance, rather than on 
any mechanism involving the perception of a shared reality 
between the two interlocutors, then the bias should not be 
present when uptake is prevented. If it is indeed the shared 
perspective that drives the effect, then information about 
previously established shared knowledge between speaker 
and addressee should be enough to allow overhearers to 
perceive a shared reality, resulting in a similar bias as found 
previously.   

Method 
Participants. Seventy students from UC, Santa Cruz 

participated in exchange for course credit.  
Materials. The same valence-ambiguous script from 

Experiment 1 was used here, without the addition of the turn 
initial acknowledgment tokens. The confederate speaker and 
addressee were also the same as in Experiment 1. The 
addressee was filmed providing only nonverbal responses to 
the speaker’s talk. In the positive condition this included 
smiles, nods, raised eyebrows, and an open body position. 
In the negative condition responses included frowns, head 
shakes, eye rolls, and crossed arms.  

Design. The design was the same as Experiment 1. 
Procedure. The same procedure as in Experiment 1 was 

used. In order to explain the lack of uptake from the 
speaker, participants were informed that the listener’s 
microphone and camera had been disconnected to keep the 
listener from being able to influence the speaker’s 
description. Participants believed they were participating in 
a study on how people describe the same person to friends 
or strangers, and that in the current conversation used for the 
stimuli in this experiment the speaker believed the other 
individual was a stranger, but the participants were made 
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aware that this listener actually knew the target being 
described.  

Coding. Coding the bias of the recalled descriptions was 
conducted in the same manner as in Experiment 1.  Coders’ 
independent judgments, r(70) = .59, p < .001, were resolved 
jointly. 

Results 
Ratings. Participants believed that the addressee liked the 

target more in the positive addressee response condition, M 
= 4.83, SD = 1.29, than in the negative condition, M = 2.89, 
SD = 1.55, MDiff = 1.94, t(68) = 5.70, p < .001, 95% CI 
[1.26, 2.62]. The same pattern was found in the participants’ 
judgment of the speaker’s liking of the target, with 
participants rating the speaker as liking the target more in 
the positive addressee response condition, M = 5.43, SD = 
1.20, than in the negative condition, M = 4.80, SD = 1.26, 
MDiff = .63, t(68) = 2.15, p = .036, 95% CI [.04, 1.21].  
Participants’ own rating was not quite more positive in the 
positive addressee response condition, M = 4.46, SD = 1.40, 
than in the negative condition, M = 3.89, SD = .96, MDiff = 
.57, t(60.28) = 1.99,  p  = .051 (df adjusted for non-equal 
variance, Levene’s F = 8.54, p = .005).  

 
Judgment and Recall. Participants in the positive 

condition judged the target as having a more positive 
personality, as measured by the composite personality 
judgment score, M = 34.9, SD = 5.5, compared to 
participants in the negative condition, M = 30.1, SD = 6.6, 
MDiff = 4.8, t(68) = 3.27, p = .002, 95% CI [1.9, 7.6].  

Participants’ recalled descriptions were judged as being 
more positive in the positive addressee response condition, 
M = 1.08, SD = 1.8, than in the negative addressee response 
condition, M = .06, SD = 2.4, MDiff = 1.02, t(68) =  2.02, p 
= .047, 95% CI [.01, 2.04]. 

Discussion 
Participants’ later memory of the content of the speaker’s 
talk was biased in the direction of the addressee’s nonverbal 
responses. Similarly, their judgment of the personality of the 
target was biased to align with the stance displayed by the 
addressee in the observed dialogue.  

Addressee nonverbal backchannels alone, without the 
possibility of speaker uptake, were enough to perceive the 
addressee’s particular stance towards the target description. 
As with Experiment 1, they also attributed differing stance 
to the speaker across condition, with the speaker in the 
negative addressee response condition viewed as having a 
less favorable view of the person she was describing. Thus, 
the current experiment replicated all of the effects of the 
first, despite the reduction of the interactivity. This suggests 
that the assumption of shared knowledge between addressee 
and speaker can serve as the basis for a perceived shared 
reality, and as such bias overhearer comprehension.  

Experiment 3   
In Experiment 2, while participants were aware that the 
speaker could not see or hear the addressee, and so no 
shared stance could be created through the interaction, they 
were provided with information suggesting that both the 
speaker and the addressee had shared knowledge: each 
knew the target person being described. In Experiment 3, 
speakers and addressees shared nothing. The speaker and 
addressee could not establish a shared perspective through 
the interaction (Experiment 1), nor could they be thought to 
have shared prior knowledge (Experiment 2). 

Method 
Participants. 72 students from UC, Santa Cruz 

participated in exchange for course credit.  
Materials. The same stimuli from Experiment 2 were 

used.  
Design. The design was the same as for the prior 

experiments. 
Procedure. The same procedure as in Experiment 2 was 

used. However, unlike Experiment 2, here participants were 
informed that the addressee was a stranger, and that the 
previous experiment from which the video stimuli were 
collected required that the addressee not be able to influence 
the speaker’s talk, and so their microphone and camera were 
turned off.  

Coding. Coding the bias of the recalled descriptions was 
conducted in the same manner as in Experiment 1. Coders’ 
independent judgments, r(72) = .57, p < .001 , were 
resolved jointly. 

Results 
Ratings. Participants believed that the addressee liked the 

target more in the positive addressee response condition, M 
= 4.30, SD = 1.08, than in the negative condition, M = 2.09, 
SD = 1.20, MDiff = 2.12, t(70) = 8.25, p < .001, 95% CI 
[1.68, 2.75]. Participants’ judgment of the speaker’s liking 
of the target did not significantly differ across the positive 
addressee response condition, M = 5.38, SD = 1.28, and the 
negative condition, M = 5.0, SD = 1.43, MDiff = .38, t(70) = 
1.18, p = .24.  Participants own rating did not significantly 
differ across the positive addressee response condition, M = 
3.94, SD = 1.53, and the negative condition, M = 4.16, SD 
= 1.38, MDiff = -.22, t(70) = -.64,  p  = .53.  

 
Judgment and Recall. Composite personality judgment 

scores for participants in the positive addressee response 
condition, M = 30.8, SD = 7.1, were similar to those in the 
negative addressee response condition, M = 30.4, SD = 6.5, 
MDiff = .4, t(70) = .24, p = .81.  

Participants’ recalled descriptions were judged as being 
slightly more positive in the positive addressee response 
condition, M = .76, SD = 3.0, than in the negative response 
condition, M = .54, SD = 3.7, but this difference was not 
statistically significant, MDiff = .22, t(70) = .27, p = .79. 
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Discussion 
Participants perceived the addressee’s nonverbal responses 
as demonstrating his stance towards the content of the 
speaker’s talk. Despite perceiving the backchannels as 
indicative of the addressee’s opinion of the person being 
described, there was no later bias in the recall and judgment 
measures.  

In contrast to Experiments 1 and 2, participants did not 
rate the speaker as liking the friend she was describing 
differently across conditions. The status of the addressee in 
the present experiment is one of an unknowledgeable side-
participant. The addressee in the observed dialogue was a 
stranger, and so did not did not have knowledge equivalent 
to that of the speaker, and the backchannel responses were 
not available to the speaker, and so did not play a role in the 
collaborative production of the talk.   

General Discussion 
We found evidence that listeners’ specific backchannels 
affected how overhearers comprehended talk produced in 
dialogue. By constraining the interactivity and the shared 
knowledge between speaker and addressee, we showed that 
backchannels do not simply act as cues for overhearer 
comprehension. The pattern of findings suggests that third 
party dialogue comprehension involves the detection of a 
shared stance between the two overheard conversational 
partners, with the addressee backchannels’ influencing later 
memory only when there was evidence of a shared stance.  

Future studies will be needed to further test the theory of 
dialogue comprehension as listening to a shared perspective.  

Other extensions would be an overhearing paradigm in 
which active collaboration is present, but in which the two 
interlocutors have contrasting perspectives and motivation 
to maintain them, as in the case of an argument or 
disagreement. In such a context, the backchannel responses 
of one interlocutor clearly would not be indicative of a 
shared perspective, and so would likely not influence how 
the speaker’s talk is remembered. In addition, the effect may 
work differently when overhears have their own opinions 
about the topic under discussion. While the overhears in the 
current experiments have no reason to have an opinion 
about the speaker’s friend Katie, they may have an opinion 
about the topic of a political debate and these opinions may 
affect the phenomenon. 
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Abstract 
This study aims to further investigate the Unconscious 
Thought Theory (UTT, Dijksterhuis & Nordgren, 2006), 
namely whether individual differences account for differences 
in choice made after either deliberation (conscious thought, 
CT) or distraction (unconscious thought, UT). Also, 
subjective weighting was considered and choice options were 
constructed following individual preferences, hence avoiding 
choices biased by differences in preferences. The main effect 
was replicated with a big sample (N=120, CT: 50.8%, UT: 
70.5% chose the best alternative), using four different 
dependent measures. The results show further that the main 
effect is driven by underperformance of women in the CT 
condition. Stereotype threat is discussed as a possible 
explanation.  

Keywords: unconscious thought theory; rational decision 
making; gender differences 

Introduction 
“All decisions share several common features: They are 
conscious. They are voluntary. They are intended to bring 
about outcomes the decision maker prefers over other 
outcomes.” (Yates, 1990, p. 3). All decisions are conscious. 
But is that true? 

Normative Theory 
According to normative theories of decision making (e.g. 

Baron, 2004), people evaluate all options and choose the 
option with the highest (expected) subjective utility. The 
goal of every decision is to maximise the expected return 
and the way to get to this decision is made in rational, hence 
predictable and consistent, steps (e.g., LeBoeuf, & Shafir, 
2005). Expected-utility theory (EUT), for example, states 
that the expected utility is calculated by multiplying the 
utility of each possible outcome by its probability and 
summing across all outcomes (Baron, 2004). Thus, the best 
decision is the one that yields best consequences over all 
possible outcomes. However, human subjects show 
violations from predictions of normative theory. 

Violations of Normative Theory 
Lichtenstein and Slovic (1971) and Lindman (1971), for 
example, found a preference-reversal according to two 
conditions (choice and pricing of two bids, respectively), 
thus violating the invariance principle. Another example of 
violation is the framing effect: the same set of information 

presented differently leads to different decisions (e.g., 
Tversky & Kahneman, 1981). 

Prospect theory (Kahneman & Tversky, 1979; later also 
cumulative prospect theory, Tversky & Kahneman, 1992), a 
descriptive model of human decision-making, takes these 
violations into account. Central to the theory is that utility is 
measured against a reference point (the current state, and 
not the sum of all experienced events), thus explaining why 
behavior changes as the reference point changes. It can also 
explain loss aversion, i.e., a higher sensitivity to potential 
losses than to potential gains, which normative theories 
cannot. In addition, subjects weight the outcomes not by an 
alternative’s objective probability, but by transformed 
probabilities. 

In addition, subjects are bound by several external (e.g. 
time, information) and internal (e.g. attention, memory 
capacity) factors (Simon, 1955), thus leading to bounded 
rationality (Simon, 1956). Especially restrictions in working 
memory (even more so under time pressure) challenge 
rationality. In contrast to single-process models (Osman, 
2004), dual-process models accommodate for these 
limitations by treating reason and intuition as two different 
cognitive modes that lead to different results (e.g. Chaiken 
& Trope, 1999). Commonly understood, reason (also 
referred to as “System 2”) is effortful and requires conscious 
evaluation, whereas intuition (“System 1”) responds quickly 
using mental shortcuts (i.e. heuristics, Gigerenzer, 2004). 
Hence, deliberation is part of reason, while intuition is 
prone to systematic biases and errors. Ideally, System 2 
monitors System 1’s decisions and intervenes if necessary. 

In multi-attribute decision making–the focus of this 
study–common heuristics are described as either 
compensatory or non-compensatory. Compensatory 
heuristics rely on weighting all attributes (e.g., as a sum of 
values, choosing the highest; Dawes, 1979), whereas non-
compensatory heuristics rely on differences in relation to 
single cues.  

Unconscious Thought Theory (UTT) 
The theory of decision-making as presented above, suggests 
that anything other than dedicated deliberation is an inferior 
strategy used in limited environments (e.g., time pressure, 
limited access to information). Deliberation, however does 
not always lead to the expected best outcome. Wilson and 
Schooler (1991) found that the rating of a set of jams by 
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non-experts was closer to that of experts when done 
intuitively than after deliberating the reasons for the rating.  

Dijksterhuis and Nordgren (2006), based on earlier 
findings (Dijksterhuis, 2004; but see also: Dijksterhuis, Bos, 
Nordgren, & van Baaren, 2006; Dijksterhuis & van Olden, 
2006), proposed the Unconscious Thought Theory (UTT). 
UTT states that complex decisions made unconsciously (i.e. 
when distracted from conscious thought) are more accurate 
than decisions made consciously (i.e. with effortful thinking 
about the task at hand). What they describe as unconscious 
thought is neither ‘System 1’ nor ‘System 2’ but lies 
somewhere in between. Thus, they suggest a ‘triad-process 
model’ described as “an effortless route that involves no 
thought at all, an unconscious route that takes time but is 
relatively effortless, and a conscious route that is effortful” 
(Dijksterhuis & Nordgren, 2006, p. 104). 

The standard paradigm of the UTT is as follows: In 
Dijksterhuis (2004), participants were asked to evaluate 
three or four options (e.g. apartments, room mates; each 
described with 12-15 features so that one was 
predominantly positive, one predominantly negative and 
one or two neutral). One group did so immediately after 
they had read the descriptions (immediate condition), one 
after three minutes of conscious thought (deliberation 
condition) and a third after three minutes of distraction 
(unconscious thought, distraction condition). The last, 
Dijksterhuis (2004) argued, was not only distracted but also 
engaged in unconscious thought, i.e. thinking without 
attention. The surprising findings showed that those 
participants engaging in ‘unconscious thought’ made not 
only better, i.e. more rational, decisions than those in the 
immediate condition, but also better decisions than those in 
the conscious condition (significant difference in 
Experiments 2 & 3; not significant in Experiment 1).  

Critique and Meta-Analysis 
The UTT itself is debated in the literature (e.g. González-
Vallejo, Lassiter, Bellezza, & Lindberg, 2008; Newell & 
Shanks, 2014; Payne, Samper, Bettman, & Luce, 2008; 
Waroquier, et al., 2009). Four meta-analyses have been 
published so far (Acker, 2008; Nieuwenstein, & van Rijn, 
2012; Nieuwenstein, et al., 2015; Strick et al., 2011), with 
the most recent comprising 61 experiments from 31 studies, 
showing a small but significant UT effect.1 

In summary, results of the meta-analyses showed at best a 
modest benefit for UT. The mechanisms behind the UTT 
effect, however, are still not sufficiently explained. Several 
explanations are possible, of which memory effects, 
weighting and gender differences are part of the current 
study. 

Role of Weighting 
Generally, weighting in human judgment is seen as mostly 
unreliable and highly susceptible to basic manipulations 

                                                           
1 The effect disappeared when a trim-and-fill procedure was 

used, as a publication bias was assumed. 

(Shafir & LeBoeuf, 2004), and attribute weights often 
change systematically despite the normative assumptions 
that preferences should remain stable (LeBoeuf & Shafir, 
2005). Thus, linear models are often seen as normatively 
better predictions (Dawes, 1979; Dawes, Faust, & Meehl, 
1989). Nevertheless, in the fourth principle of UTT, 
Dijksterhuis and Nordgren (2006) state that in most cases 
(i.e. when no arithmetic rules have to be followed) UT 
outperforms CT in consistency and accuracy in accordance 
with subjective utility.  

In most studies, weighting has not been targeted and, 
where it has, has been done in a pilot study or after the 
decision task. Dijksterhuis (2004, experiment 3), for 
example, evaluated the most important attributes in a pilot 
study and asked participants to rate the attributes according 
to their individual preference after the decision and a four 
minutes distractor task. A preference score was calculated 
for each participant and then correlated with the difference 
score of attitude in choice with a high correlation showing 
that the participant chose according to their own weighting. 
A significant correlation was found for UT (r[41] = .48, p = 
.002) but not for CT (r[47] = .21, p = .17). 

However, studies that obtained subjective weighting after 
the main task comment that rating before the task could 
possibly increase “the potential for all participants to 
approach the experiment in a more ‘analytic’ (conscious) 
frame of mind, thus […] hampering unconscious thought” 
(Newell et al., 2009, p. 728). In Aczel, Lukacs, Komlos, and 
Aitken (2011), however, weighting was done by half of the 
participants before the main task and again by all 
participants after the task. In contrast to the Dijksterhuis 
(2004) findings, they found a significant correlation for CT 
(r[24] = .364, p = .040 [one-tailed] but not for UT (r[24] = 
.254, p = .116 [one-tailed]).2  

Gender differences 
Amongst the explanations for the variability of the UTT 
effect, personal differences in general and gender in 
particular are discussed (Acker, 2008; Nieuwenstein, & van 
Rijn, 2012). Most commonly, female participants show little 
or no variation among the UT, CT and immediate conditions 
(Dijksterhuis 2004, exp. 1 & 3, Thornsteinson and Withrow, 
2009, exp. 2). Although significant gender differences have 
repeatedly been observed, no clear pattern has been found 
(Nieuwenstein & van Rijn, 2012). 

Method 

Participants 
120 volunteers (Age M = 27.9, SD = 9.10, 42 male, 

57.5% English natives, 82.5% students, the majority in 
undergraduate Psychology courses) from the University of 
London, Birkbeck College, participated in the experiment. 

                                                           
2 Unfortunately, they did not report if there were any differences 

in choices made by those who rated attributes before and after the 
task or afterwards only. 
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Participants received either course credits or a monetary 
reward (£5). Ten participants reported some form of 
impairment3 at the start of the experiment, but did not report 
any problems during the trial. The main effect did not 
change when these participants were excluded (if anything, 
exclusion favoured the UT effect). Thus, it was decided not 
to exclude those participants, but, where relevant, results are 
presented including and excluding those ten participants. 

Design 
Participants were randomly assigned to one of six 
conditions in the 2 x 3 factorial design4. 

Material 
The attributes used for the experiment were aspects that 
were deemed relevant when applying for a university. From 
a total of 58 different attributes acquired in a pilot study, the 
20 most frequently reported were chosen for the experiment. 
Four universities were constructed with 12 attributes each, 
differing in number of positive and negative attributes, as 
defined by the participant. A was the most positive with 8 
positive and 4 negative attributes, D was the reversed and B 
and C both had 6 positive and 6 negative attributes, with B 
taking the top 6 as positive attributes and C taking the top 6 
as negative attributes. 

Procedure 
All participants were tested individually in the testing room. 
At the start of the experiment, the purpose of the study was 
explained and written informed consent obtained. A short 
questionnaire about demographics was filled in by 
experimenter and participant together. 

The actual experiment was divided into two parts with 
three distractor tasks in between. In the first part, the 
participants were asked to rank-order the 20 attributes 
describing general aspects of universities from most to least 
important, according to their own judgment. The order was 
the basis for the second part and entered into the computer 
while participants were occupied by the third distractor 
task.5 All three distractor tasks are highly demanding, thus 

                                                           
3 i.e., Dyslexia, migraine, epilepsy, hearing impairment. 
4 A memory manipulation was included, but due to space 

limitations results are not reported here. Therefore, only 
differences between UT and CT groups are considered in the 
remainder (N =120). 

5 The first distractor task was the Animal Fluency Task, a 
variation of the Verbal Fluency Task (Bousfield & Sedgewick, 
1944). For 120 seconds participants had to name as many animals 
as possible. The second task was a Random Number Generation 
task (Wagenaar, 1972). Here, participants had to say digits from 1 
to 10 in random order, one a second for 100 seconds in pace with a 
metronome. The third task was a sheet with 24 reasoning puzzles 
assessing verbal problem solving ability. Participants had to find 
one of three or four objects with a certain attribute (e.g. “Jamie ate 
less than Susan, but Neal ate more than Susan. Who ate the 
least?”). The time limit was set at five minutes and the instruction 
was to do as many puzzles as possible. 

suitable as distractor tasks. Including instructions, they took 
up only about ten to 15 minutes and hence did not tire the 
participants. 

In the second part of the experiment, participants were 
made familiar with the names of four fictional universities. 
They were instructed that each university would be 
described by 12 attributes, appearing one by one on the 
screen in random order. The instruction was to memorise 
the attributes as well as possible, so as to make a good 
decision later on. The attributes were then presented on 
screen, for 4s each with 0.5 seconds interval in between (4 x 
12 x 4.5 sec = 3 min and 36 seconds in total). Then, the 
participants either had three minutes to think about the 
attributes (deliberation condition), or had to come up within 
three minutes with as many answers as possible to the 
question “What could you do if you were invisible?” 
(distraction condition). Finally, participants were asked to 
order the universities from best to worst choice. 

Statistical Analysis 
The chosen order of the universities is recorded for 
rationality of choice. Hence, the percentage of participants 
choosing the best option as the first (and the worst as the 
last) can be reported. χ2-tests and binominal tests are 
performed to assess group differences and chance level 
(two-tailed). Furthermore, the steps necessary to get from 
the participants choice to the optimal choice (A-B-C-D; e.g. 
6 steps for D-C-B-A and 3 steps for C-B-A-D, respectively) 
as well as the number of positive attributes for the first 
choice can be calculated and represent measures of 
rationality. T-tests as well as ANOVA and post-hoc t-tests 
(Bonferroni correction) are performed. 

Regarding weighting, the percentage of participants 
choosing option B over option C is reported. This measure 
is regardless of option B being the first, second or third 
choice, as long as it comes before C. χ2-tests are performed 
to assess group differences. 

Results 

UTT Effect 
Best Option as First Choice 
The percentage of participants choosing the best option as 
the first (A=1st Choice) is 50.8% for CT and 70.5% for UT. 
This difference is significant for the whole sample (χ2[1, 
120] = 4.858, p = .028) and stronger with participants with 
impairment excluded (χ2[1, 110] = 6.571, p = .010). 
Number of Positive Attributes of the First Choice 
The first choice made by participants in the UT group had 
on average more positive attributes than in the CT group 
(M=6.78, SD=1.390 and M=7.34, SD=1.078, respectively; 
p=.015).  
Choice order 
Participants needed on average M=1.38 (SD=1.445) moves 
to get to the optimal order A-B-C-D. In total, one third 
(30.0%) of the participants found the rational order of A-B-
C-D, another third (35.8%) needed one move to get to this 
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order, the remaining needed two or more moves. Of those 
needing one move, the order B-A-C-D was the most 
common (41.9%), followed by A-B-D-C (37.2%). 

Participants in the CT group were on average more moves 
away from the rational order of universities than participants 
in the UT group (M=1.63, SD=1.553 and M=1.15, 
SD=1.302); this difference is significant when participants 
with impairments are excluded (t[94] = 2.241, p = .027; 
M=1.60, SD=1.594 and M=1.02, SD=1.080, respectively). 
Choice according to subjective utility 
In the CT condition, participants chose according to their 
own weighting preferences (78.0% chose B over C) not 
differently than in the UT condition (77.0% chose B over C; 
χ2[1, 120] = 0.014, p =.904). There are no significant 
differences between those participants who made the best 
choice (A=1st Choice; CT: 73.3%, UT: 79.1%) and those 
who made an inferior choice (χ2[1,120] = 0.066, p = .797). 
Chance level 
All four measures in both groups were significantly 
different from the chance levels (all binomial and t-tests p < 
.01). 

Individual Differences 
Of all individual differences (age, first language, 
student/employment, course [if applicable], ethnicity, 
handedness), only gender showed an effect and is discussed 
in the following. 
Gender 
There was a tendency for male participants to decide more 
rationally (71.4% vs. 55.1%). This is, however, not 
significant (χ2[1]=3.044, p=.081). In detail it can be seen, 
that (1) female participants did better in the UT than in the 
CT condition regarding A=1st choice (70.0% vs. 39.5%, 
χ2[1,120] = 7.341, p = .007), number of positive attributes 
(M = 7.30, SD = 1.159 vs. M = 6.53, SD = 1.370, t[76] = 
2.685, p = .009) and necessary moves (M = 1.05, SD = 
1.037 vs. M = 1.74, SD = 1.622, p = .03), but not regarding 
B before C; (2) Male participants did equally well in both 
thought conditions (both 71.4%). Thus, the UTT effect is 
solely driven by female participants. In the UT condition, 
men were at chance in choosing B over C, but required 
fewer moves to get to the correct order. 

Discussion 
This study replicated the UT effect in a large sample where 
each participant weighted attributes individually, ensuring 
options were the best or worst according to both objective 
and subjective standards. Gender had an effect on the 
rationality of decision-making. 

UT effect 
In this study, a significant UT advantage was found on all 
three measurements used (but there was no difference in 
choice according to subjective utility). This result is 
remarkable insofar as Nieuwenstein and van Rijn (2012) in 
their meta-analysis only found an effect when CT was at 

chance level. Here, however, both conditions are above 
chance level and significant on more than one measure.  

 
Figure 1. Results across all groups and gender. Within-

gender UT effects are indicated by the comparison lines. 
“ns” indicates that the group is not different from the 

horizontal chance level. 
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Also, attributes match the subjective preferences, which 
undermines previous critiques that results were distorted by 
differences in individual and objective choice. 
One possible explanation for this discrepancy is that long 
deliberation time might enhance interference in the CT 
group and that Nieuwenstein and van Rijn (2012) did not 
find an effect because of their short deliberation time. 

Weighting 
Thought (77.0% vs. 78%) had no effect on choice according 
to subjective utility. However, a pattern in the number of 
necessary moves can be found linked to subjective utility: 
participants who needed only one move (a third), most often 
switched between A and B (B-A-C-D, 41.9%) and C and D 
(A-B-D-C, 37.2%). This indicates that it was harder to 
distinguish between A and B, and between C and D, 
respectively, than between B and C where the only 
difference was the subjective preference. Although research 
shows that consistency and variability of preference change 
when participants think about their attitudes (Levine, 
Halberstadt, Goldstone, 1996; Wilson, Dunn, Kraft, Lisle, 
1989), taking subjective weighting into account reduces the 
risk of a distorted choice. 

Gender 
In this study, the basic UT effect can be attributed to the 
effect of gender, i.e. male participants did not show a 
difference between conscious and unconscious thought 
(both 71.4%), whereas female participants responded 
strongly to the thought manipulation (CT: 39.5%, UT: 
70.0%), with CT not different from chance level. This is in 
stark contrast to previous findings (Dijksterhuis, 2004; 
Thornsteinson & Withrow, 2009, Nieuwenstein & van Rijn, 
2012), where male participants showed more variable 
results and females performed consistently well. 

Women in the CT group also chose an option with fewer 
positive attributes than women in the UT group. It appears 
that women in the CT group underperformed, while there 
were no differences amongst the other groups. One possible 
explanation is that women’s performance was impaired by a 
phenomenon called stereotype threat. Stereotype threat 
states that if for a specific group a negative stereotype exists 
and is triggered, it leads to underperformance of this group 
due to anxiety that one might confirm the stereotype (Steele, 
1997). It has been observed for women and the negative 
stereotype that they are less gifted in mathematics (Spencer, 
Steele, & Quinn, 1999). Here, stereotype threat might have 
been triggered by asking for a rational choice (study 
advertising and instructions) with the background of women 
being seen as ‘irrational’ deciders, i.e. as following intuition 
at the cost of rationality. Stereotype threat was long believed 
to impair working memory. Recent research, however, 
suggests that mere effort accounts for the difference in 
performance, i.e. the participant under threat tries harder and 
thus relies on effortful mental processes rather than learning 
alternative, more efficient strategies (Jamieson & Harkins, 

2007; Rydell, Shiffrin, Coucher, Van Loo, & Rydell, 2010). 
Making a decision based on all 48 attributes presented is a 
keen but virtually impossible task and hence heuristics are a 
more efficient alternative (Gigerenzer, 2004) that women in 
the CT group were presumably not willing to take due to 
stereotype threat. For further research it is suggested that the 
focus turn to the exact strategies participants use to come to 
a decision and how these interact with individual 
differences. 

Although women in the CT seem to underperform, men in 
the UT group were insensitive to the subjective weighting, 
suggesting that gender and distraction influence the type of 
decision-making strategy. 

Strengths and Limitations 
One limitation of this study is that assessing subjective 
preferences before the task, despite the distractor tasks, 
might have changed the mind-set of participants. As 
discussed above, alternatives are possible and should be 
considered for further investigation. Under the present 
circumstances, however, this approach addressed the 
importance of subjective weighting with the least 
interference.  

The strength of this study is a replication of the main 
effect with a bigger sample using several measures. Also, 
construction of the four options according to individual 
weighting should have lead to less biased results. Based on 
the findings here, further research should focus on (1) 
whether the UT effect shows under certain circumstances, 
(2) what the mental steps are on which the choices are 
based, e.g. which heuristics are used during encoding, and 
(3) how decision making interacts with individual 
differences. 
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Abstract 

Violations of the maxims of Quantity occur when utterances 
provide more (over-specified) or less (under-specified) 
information than strictly required for referent identification. 
While behavioural data suggest that under-specified 
expressions lead to comprehension difficulty and 
communicative failure, there is no consensus as to whether 
over-specified expressions are also detrimental to 
comprehension. In this study we shed light on this debate, 
providing neurophysiological evidence supporting the view 
that extra information facilitates comprehension. We further 
present novel evidence that referential failure due to under-
specification is qualitatively different from explicit cases of 
referential failure, when no matching referential candidate is 
available in the context.  

Keywords: informativity; over-specification; under-
specification; referential processing; ERPs 

Introduction 
The gricean maxims of Quantity stipulate that speakers 
should provide no less (first maxim) and no more (second 
maxim) information than required for the purposes of the 
exchange. In visually situated communication, violations of 
these maxims occur through the use of referring expressions 
that provide less (under-specified) or more (over-specified) 
information than strictly required (minimally-specified) for 
the identification of the target referent. For example, the use 
of the expression “the yellow bowl” is over-specified in a 
context with only one bowl present (the colour modifier is 
superfluous), under-specified in a context with two yellow 
bowls (the modifier does not disambiguate between the two 
objects), while it is minimally-specified when a second bowl 
that differs in colour is co-present (the colour adjective is 
necessary and sufficient for identification).  

Although it has not yet become clear why speakers may 
choose to include excessive information in their referring 
descriptions, empirical data demonstrate that they do so 
quite frequently, while they very rarely provide less 
information than necessary (Deutsch & Pechmann, 1982; 
Engelhardt, Bailey, & Ferreira 2006; Ferreira, Slevc, & 
Rogers, 2005; Nadig & Sedivy, 2002; Pechmann, 1989, 
inter alia), suggesting that speakers are not (fully) gricean. 
On the other hand, there is no clear evidence regarding the 
online sensitivity of listeners to the gricean maxims, that is, 
whether or not violations of the maxims of Quantity on 
behalf of the speaker result in processing difficulty for the 
listener. While some offline studies provide support to the 
intuition that under-specification impairs comprehension 
(Davies & Katsos, 2013, experiments 1 & 2; Engelhardt et 
al., 2006, experiment 2), there is no conclusive evidence as 

to how, if at all, over-specification affects processing. A 
number of studies suggest that, if not beneficial to 
comprehension, the inclusion of extra information is at least 
as good as minimal specification (Arts, Maes, Noordman, & 
Jansen, 2011; Arts, Maes, & Noordman, 2004), while others 
advocate that over-specification leads to impairments in 
comprehension (Engelhardt et al., 2006, experiment 3; 
Engelhardt, Demiral, & Ferreira, 2011; Davies & Katsos, 
2013). 

In an ERP experiment, Engelhardt, Demiral and Ferreira 
(2011) used the referential processing task to present 
participants with two-object visual displays concurrent with 
audio instructions to look at the target. In one display, 
objects were either of the same type, e.g. two stars –
rendering modification of the noun necessary for target 
identification – or of different types, e.g. a star and a circle –
when the mention of only the head noun would be 
sufficient. The experiment used a 2x2 design crossing 
display (same/different) and modifier (colour/size). An 
N400-like effect was found for the adjective in response to 
over-specified relative to minimally-specified expressions, 
while behavioural data suggested that it took longer for 
participants to identify the target object upon hearing an 
over-specified description (different-object display). The 
findings were interpreted as an indication that the inclusion 
of additional information in referring expressions is harmful 
for comprehension. However, we believe that this might be 
a too strong conclusion, especially since over-specified 
instructions always accompanied different-object displays, 
possibly raising a confound, namely that any effect might 
simply be due to the (slightly more complex) display type, 
and not to the inclusion of extra information in the 
instruction. What is more, these results might merely reflect 
that extra information is strikingly redundant when visual 
context is highly simplified (as the two-object scenes used 
here), while different processes may be at play in the 
presence of more demanding visual settings. Furthermore, 
one might expect any effects of over-specification – 
beneficial or detrimental – to occur (also) at the noun, and it 
is not clear why Engelhardt and colleagues only focused on 
the adjective region.  

In this paper we present an ERP study that tested the 
effects of over- and under-specification on language 
comprehension in visually-situated settings. We employed a 
referential processing task similar to the one in Engelhardt 
et al. (2011), but, crucially, with visual scenes that were 
more complex and accommodated all conditions. 
Furthermore, we tested the intuition that under-specification 
is detrimental to language understanding – as it leads to 
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referential failure – by comparing it to explicit cases of 
referential failure when no matching referential candidate is 
available in the visual context.  

Experiment 
In an ERP experiment participants listened to instructions 
like “Find the yellow bowl” in German, paired with four 
visual contexts such as the ones in Figure 1. We contrasted 
“the yellow bowl” in B, where the noun alone is sufficient 
for target identification (OS), and C, where the adjective 
does not help disambiguate (US), to A, where the adjective 
is necessary and sufficient (minimally-specified, MS). A 
mismatch (MM) condition served as a case of explicit 
referential failure, where the adjective and noun were both 
represented in the display but by different objects (D).  

Given that over-specification is ubiquitous in language 
use, we hypothesised that OS would be facilitatory, or at 
least as good as MS, as speakers would unlikely use 
redundant information if this hindered comprehension for 
their listeners. As for US, our hypothesis was that it would 
be detrimental to comprehension, but possibly yielding a 
qualitatively different effect than MM, since US leads to an 
unresolved ambiguity, while MM raises a question as to the 
validity of the information provided by the adjective and 
noun.  

Method 
Participants Thirty-three Saarland University students 
(mean age 25, 11 male) participated in the experiment and 
were monetarily compensated for their participation. They 
were all right-handed native speakers of German with 
normal or corrected-to-normal vision and no problems with 
colour perception.  
 
Materials For creating the visual stimuli we used pictures 
of 30 everyday objects that differed along the dimensions of 
type (e.g., bowls, mugs, etc.), colour (red, blue, green, 
yellow) and pattern (dotted, striped, checkered). We opted 
for colour and pattern as distinguishing features, since they 
are both intrinsic to the objects (therefore, not requiring 
comparison, as in the case of relative features, such as size). 
Colour hue and brightness were adjusted using GIMP 
(Version 2.8.10). In order to make sure that not only objects 
were identifiable in all colours and patterns, but also that the 
descriptions to be used in the experiment would not diverge 
from participants’ naming preferences, we conducted an 
offline picture naming study. We presented 24 independent 
participants with the object images in all colours and 
patterns (distributed over 8 lists), and asked them to name 
the objects including a colour and pattern term. Only objects 
with naming agreement above 80% were used to create the 
visual stimuli. 

A set of 128 items was created. Each item comprised one 
spoken instruction (containing either a colour or a pattern 
description) and four displays (essentially four versions of 
the same display counterbalancing the target position within 
the item, and the colours and patterns per object type 

throughout the experiment). Crucially, experimental 
displays were constructed so as to accommodate all four 
types of descriptions, so that the display would not reveal 
the condition. To this end, six objects were necessary per 
display: Two same-object pairs for the MS and US 
conditions, and two unique objects for OS and MM. The 
objects were arranged in an oval-shaped array, as shown in 
Figure 1. Because the determiner in German is marked for 
gender, visual displays employed only same-gender objects, 
in order to assure that the target referent would not be 
revealed before the adjective.  It was also taken care that 
none of the nouns represented in a display would begin with 
the same phoneme, so as to make sure that disambiguation 
would always occur at noun onset.  

In total, 640 visual displays were created, of which 512 
were experimental (128 x 4 versions), 128 were fillers and 
another 12 were for practice. Half of the displays were 
designed to combine with colour descriptions and the other 
half with pattern descriptions. In the colour displays (cf. 
Fig.1) the MS pair (the two bowls in A) shared pattern, but 
differed in colour. The OS referent (the bowl in B) was of 
unique colour, but not unique pattern. The US objects (the 
two bowls in C) shared colour, but differed in pattern, and 
the MM target (the bowl in D) was of unique pattern, but 
not colour. Pattern displays were created following the same 
set-up, only objects that shared colour in the colour displays 
would now share pattern, and so on. 

This resulted in an apparent inconsistency between colour 
and pattern displays; i.e., there were 4 colours in the first, 
while only 3 in the latter. We counterbalanced that in the 
fillers, by coupling the 3-colour displays with colour 
instructions and the 4-colour displays with pattern 
instructions. The target position was also counterbalanced in 
the fillers, where the target could occupy any of the 6 
positions. What is more, it was taken care that across all 
displays – experimental and filler – the target objects 
occupied each of the 6 positions an equal number of times.  

The visual displays were paired with German instructions 
like “Finde die gelbe Schüssel” (Find the yellow bowl) for 
the displays in Figure 1. All instructions started with the 
same two words “Finde den/die/das…”, continued with a 
colour or pattern pre-nominal adjective and finished with 
the head noun. Filler instructions differed in that they 
contained one, two or zero modifiers, thus rendering all 
filler descriptions minimally-specified. Audio stimuli were 
recorded with neutral intonation by a young, female speaker 
of German, in a sound-proof recording booth using Cubase 
AI 5. As speech was continuous (there was no attempt to 
insert pauses in between words), recordings were then 
annotated for adjective and noun onsets using Praat 
(Version 5.3). The mean duration of the adjective was 
481.3ms (SD = 32ms), and that of the noun was 557.2ms 
(SD = 75.7ms). 

Four lists were created using the Latin square design. 
Lists were pseudo-randomized so that no more than two 
experimental items were consecutive at any point in the list, 
and that, even when a filler intervened, there would not be  
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two items of the same condition in a row. Stimuli were 
presented in 8 blocks of 32 trials each, and block 
presentation order was also counterbalanced. An additional 
block of 12 filler trials was used for practice.  

Based on the findings by Engelhardt et al. (2011), we 
predicted that over-specification would modulate an N400-
like component, with OS being less negative than MS, since 
the adjective renders the noun predictable. For US compared 
to MS we expected a component related to processing 
difficulty that might differ qualitatively from that yielded in 
MM, due to the differing nature of referential failure in the 
two conditions. 

 
Procedure The experiment was implemented and run using 
the E-prime software (Psychology Software Tools, Inc.). 
Participants were seated alone in a sound-isolated and 
electromagnetically shielded cabin. Displays were presented 
on a 1680 x 1050 resolution monitor.  

Following a 3s preview, a cross appeared in the middle of 
the screen that participants had to fixate, and 500ms later the 
audio instructions were played. The display remained on the 
screen without the fixation cross for another 500ms after the 
instructions. Next, participants were prompted to carry out 
the task, which was to indicate which side of the display the 
target object appeared on (MS and OS conditions), or  

 
whether such a decision was not possible (US and MM 
conditions) by pressing the corresponding button on a 
button box in front of them as quickly and accurately as 
possible. 

The EEG was recorded from 26 Ag/AgCl electrodes 
placed on the scalp according to the standard 10-20 system 
and the signal was amplified by a BrainAmps DC amplifier 
(Brain Products). Eye movements and blinks were 
monitored by electrodes placed on the outer canthus of each 
eye, and above and below the right eye.  Impedances were 
kept below 5kΩ. The EEG signal was digitized at a 
sampling rate of 500Hz and re-referenced offline to the 
average of both mastoid electrodes.  
 
Analysis The EEG signal was filtered offline (30Hz high 
cut-off). Single-participant averages were then computed in 
a 1000ms window per condition relative to the onset of the 
adjective (“yellow”) and head noun (“bowl”), and aligned to 
a 200ms pre-stimulus baseline. Trials were semi-
automatically screened offline for eye movements, blinks, 
electrode drifts, and amplifier blocking. After artefact 
rejection 8 participants with less than 18 trials left were 
excluded from analyses. Only artefact-free ERP averages 
time-locked to the onset of the critical regions entered the 
analyses. We performed omnibus repeated measures  

Figure 1. Sample displays for a colour item. All four displays are paired with the instruction “Find the yellow bowl”, 
resulting in the four conditions: Minimally-specified (MS) in A, over-specified (OS) in B, under-specified (US) in C, and 
mismatch (MM) in D.  

B 

D 

A 

C 
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ANOVAs on mean amplitudes crossing Informativity (4 
levels) with an Electrode factor (17 levels). Any effects and 
interactions were followed up with separate pairwise 
comparisons (OS, US, MM vs. MS, and US vs. MM). 

Results 
Reaction time analyses revealed that participants were faster 
(p < .01) to identify the target in the OS (439ms, SD = 
250.45), and slower (p < .01) in the MM (540ms, SD = 
348.84) compared to the MS (480ms, SD = 306.37) 
condition. Interestingly, the comparison between the US 
(482ms, SD = 357ms) and MS conditions did not result in a 
significant difference (p > .05). Response accuracy was high 
overall; participants pressed the correct button over 90% of 
the time in the OS, MS and MM conditions and 86.80% of 
the time in the US condition.  

Visual inspection of the ERP waveforms time-locked to 
the adjective (Fig.2) shows a larger positivity for US 
compared to MS starting after 200ms and reaching 
maximum after 400ms. The omnibus ANOVA between 
400-600ms yielded a significant interaction of Informativity 
x Electrode  (F(48,1200) = 1.57, p = .008). This effect was 
further explored with pairwise comparisons. The 
comparison between US and MS revealed a marginal effect 
of Informativity (F(1,25) = 3.14, p = .088). As shown in 
Figure 3A the effect was broadly distributed and slightly 
more pronounced on the right electrode sites. The  

 
comparison between US and MM yielded a significant 
Informativity x Electrode interaction (F(16,400) = 2.88, p < 
.001) and Figure 3B displays the distribution of this effect. 
None of the other comparisons reached significance. These 
results indicate that something fundamentally different is 
going on in US compared to any of the other conditions, 
crucially also compared to the explicit case of referential 
failure (MM). This is possibly the fact that it is only in the 
US condition that participants are able to identify the target 
category (e.g., the bowl) already by hearing the adjective 
(“yellow”) as the instruction unfolds, but, crucially, also fail 
to pin down the target object. We will return to this point in 
the discussion.  

The ERPs time-locked to the noun (Fig. 4) show a graded 
negativity peaking around 400ms, with MM being the most 
negative and OS the least negative. The omnibus ANOVA 
in the 300-500ms time-window revealed a main effect of 
Informativity (F(3,75) = 6.23, p < .001) and an 
Informativity x Electrode interaction (F(48,1200) = 2.66, p 
< .001). Pairwise comparisons for MM vs. MS yielded an 
interaction of Informativity x Electrode (F(16,400) = 5.08, p 
< .001). As shown in Figure 3C the distribution of the effect 
is centro-parietal, which is the typical distribution of the 
N400 effect. The comparison between OS and MS in the 
same time-window revealed a main effect of Informativity 
(F(1,25) = 8.26, p = .008), and again a centro-parietal 
distribution (Fig. 3D). The timing and topographic  
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Figure 2. Averaged ERPs for the four conditions time-
locked to the adjective onset (vertical line) at electrode Pz.  

Figure 4. Averaged ERPs for the four conditions time-
locked to the noun onset (vertical line) at electrode Pz.  

Figure 3. Topographic maps showing the effects of US minus MS (A) and US minus MM (B) in the 400-600ms time-window 
post-adjective onset. C is showing the effect of MM minus MS in the 300-500ms time-window post-noun onset, and D the 
effect of MS minus OS in the 300-500ms time-window post-noun onset. 
. 
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distribution of the two effects indicates that Informativity at 
the noun modulates the N400 component. While the 
comparison between US and MS in the 300-500ms time-
window did not reach significance,1 the US vs. MM 
comparison revealed a main effect of Informativity (F(1,25) 
= 10.53, p = .003) and an Informativity x Electrode 
interaction (F(16,400) = 3.19, p < .001). While this finding 
seems to corroborate the view that referential failure due to 
under-specification is different from referential failure due 
to mismatch, we refrain from drawing strong conclusions 
from the effects (or lack thereof) elicited by the US 
condition in the noun region (see Footnote 1). 

General Discussion 
In this study we investigated the influence of over- and 
under-specified expressions on visually-situated referential 
processing. The results that we report offer two important 
insights: Firstly, we provide evidence that over-specification 
is beneficial rather than detrimental to language 
comprehension, as indexed by the decreased negativity 
elicited for the OS relative to the MS condition. Secondly, 
we tested the intuition that under-specification impairs 
comprehension as it leads to referential failure, by 
contrasting it, not only to minimal-specification, but, 
importantly, to cases of explicit referential failure 
(mismatch), and showed that the two processes result in 
qualitatively different effects.  

Specifically, while at the adjective region there were no 
differences between the MM, OS and MS conditions, we 
found a graded centro-parietal negativity peaking around 
400ms after the onset of the noun for MM, MS, and OS, 
where MM was the most and OS the least negative. We 
interpret this N400-like effect as reflecting the predictability 
of the noun,2 as determined by the visual context in 
combination with the information provided by the adjective. 
That is, while in the MS condition the adjective provides 
enough information to help narrow down the referential 
space to two objects (cf. the yellow bowl and the watering-
can in Fig.1A), with the noun disambiguating, then, between 
the two, in both the OS and MM conditions the adjective 
(“yellow”) can already single out the target referent (the 
bowl and mug, in Fig.1B and 1D, respectively), thereby 
raising specific expectations for the noun. When these 
expectations are disconfirmed (MM condition), the N400 
elicited by the noun is higher than it is in the MS condition, 
while when they are confirmed (OS condition), the N400 
amplitude is lowest. This last finding is at odds with the 
results of Engelhardt et al. (2011), as it suggests that not 
only is over-specification not detrimental to comprehension, 

                                                             
1 Note, however, that the pre-stimulus baseline correction was 

performed on an interval displaying a significant difference 
between US and MS (the last 200ms of the adjective). This may 
have artificially pulled the two waveforms together, thereby 
masking any potential effect of US vs. MS in the noun region.   

2 Cf. Kutas and Federmeier (2011) for a review on the N400 as 
indicator of predictability (even though the literature so far does 
not extend to situated language processing). 

but that it is in fact beneficial, at least when in presence of a 
complex visual context. Such an interpretation is 
corroborated by the reaction time data, which were faster in 
the OS, while slower in the MM, in comparison with the MS 
condition.  

As for the cases when the information given is less than 
minimally required for target identification, the pattern of 
results first and foremost reveals that referential failure due 
to US is qualitatively different than that in MM. While the 
ERPs for the OS, MS and MM conditions overlap 
throughout the adjective region and start diverging only at 
300ms after the noun onset, there was a significant positive 
deflection for US compared to MS already at the adjective 
region (cf. Fig. 2). What is so unique about the US condition 
that is reflected in these findings? Crucially, while in both 
the US and MS conditions the adjective picks out two out of 
the six objects, in the MS condition these are of a different 
type (cf. yellow bowl and watering-can in Fig.1A), and the 
noun is still required for disambiguation. In other words, in 
the MS condition, both the adjective and the noun are 
necessary to fully disambiguate the target, and each of them 
provides information that incrementally restricts referential 
space. By contrast, in the US condition the adjective 
identifies exactly two objects that are of the same type (cf. 
the two yellow bowls in Fig.1C), rendering the adjective 
redundant. What is more, processing of the adjective in the 
US condition is different than in the OS and MM conditions, 
as well: Even though the adjective in OS and MM is also 
redundant, it does however help single out the target 
referent already before any information about its type comes 
in, giving rise to predictions about the head noun,3 and 
potentially making processing easier and faster (OS 
condition). In the US condition, on the other hand, the 
adjective is not only redundant, but it is also unhelpful, 
since the two objects it pins down are of the same type, 
giving away the head noun, but at the same time having 
listeners await for more information, as they discover that 
the upcoming noun is not going to help disambiguate. We 
believe that it is exactly this realisation that is reflected in 
this positivity.  

The influence of providing less information than 
communicatively necessary on listeners’ brain responses 
during comprehension is, to our knowledge, under-
investigated. One study that touches on this issue, however, 
provides results consistent with our current findings. Hoeks, 
Stowe, Hendriks, and Brouwer (2013) investigated the 
processing of partial answers to questions. They had 
participants read short dialogues that comprised questions 
like “What did the mayor and the alderman do”, and 
responses that only answered half the question and left 
information about the other half pending (“The mayor 
praised the councilor”), as their brain responses were 
measured. Relative to a neutral condition where the question 
was general (“What happened”) – and the answer was, 

                                                             
3 Although these predictions turn out to be inaccurate in the MM 

condition, they are incrementally received as helpful (cf. the 
discussion about the graded negativity, above).  
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therefore, complete – partial answers resulted in a broadly-
distributed positivity, which started around 350ms after the 
onset of the critical word (“councilor”) and lasted through 
the 600-900ms time-window. The authors interpret this 
positivity as reflecting increased effort in updating or 
reorganising a representation of what is being 
communicated. Analogously, the positivity elicited by US 
compared to MS at the adjective possibly reflects, on the 
one hand, the realisation that this information is not helpful 
– since it picks out two objects of the same type – and, on 
the other, some process of updating the mental model of 
what is being said. This update can amount to the general 
expectancy for disambiguating information to come in 
before the noun (which is already predicted), or even the 
formulation of specific predictions as to what the next 
adjective should be, given information so far (cf. “dotted” or 
“checkered” in Fig.1C). 

Future work is necessary to interpret the effect of under-
specification and determine whether this positivity indeed 
reflects processes of updating the listener’s mental 
representation. For example, under this account, if a third 
object of the same type but different colour was introduced 
in the visual context (e.g., a red bowl in Fig.1C), one should 
not expect a positive deflection after “yellow”, since the 
adjective now rules out one object and helps narrow down 
the referential space.  

Conclusions 
Our findings demonstrate that ERPs index the full spectrum 
of situated referential processes, offering two important 
insights. Firstly, we observed N400 sensitivity to the 
(visually-determined) predictability of the noun in the MM, 
MS and OS conditions, suggesting that over-specification is 
not detrimental, but rather beneficial to language 
comprehension. Secondly, we show that listeners rapidly 
identify unhelpful information: The adjective in the US 
condition fails to distinguish between the two objects of the 
same type, resulting in a positive deflection relative to both 
the MS and MM conditions. This effect indicates that 
referential failure due to under-specification is qualitatively 
different from explicit cases of referential failure 
(mismatch).  
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Abstract 

Childhood socioeconomic status (SES) has a broad impact 
on cognitive development including nearly every aspect of 
language ability. In infancy, lower SES is associated with 
delays in real-time language processing skills, but it is not 
known whether or how this relationship carries into 
adulthood. We explore these questions by assessing the 
timecourse of anticipatory sentence interpretation in a 
visual-world eye-tracking task in college-aged adults from 
higher and lower SES backgrounds. While there were only 
subtle SES-related timing differences in anticipation of a 
sentence-final target noun, we found SES-related differences 
in looks to competitor items on the screen. Particularly, 
individuals from higher SES backgrounds showed relatively 
more looks to action-related competitors just prior to onset 
of the target noun. These findings suggest that early SES 
influences the dynamics of lexical activation during sentence 
processing even in adulthood and highlight the importance 
of early lexical input and experience for adult language skill.  

Keywords: sentence comprehension, language processing, 
eye movements, socioeconomic status, individual 
differences, language acquisition 

Introduction 
Understanding spoken language involves rapid and flexible 
deployment of expectations about speech, shaped at least 
in part by real-time activation of event and semantic 
knowledge (e.g., Metusalem et. al 2012) which can vary 
tremendously according to individual experience. In 
children, real-time language processing is influenced by 
individual differences in linguistic experience tied to the 
quantity of parental input (Weisleder & Fernald, 2013). In 
addition, differences in the amount of child-directed speech 
may vary according to household socio-economic status 
(SES; Hart & Risley, 1995), which may drive differences 
in language processing even in infancy (Fernald, 
Marchman, & Weisleder, 2012). However, it is not yet 
known whether or how these SES-related influences on 
language processing persist into adulthood. We 
investigated this question by measuring real-time language 
processing performance as a function of childhood SES in 
college-aged adults. 

Socioeconomic status is a construct defined by a number 
of factors related to income and environment, with higher 
SES generally indicating greater occupational, educational, 
and economic prestige (Krieger, Williams, & Moss, 1997). 
Importantly, children in lower-SES households are at 
greater risk than higher-SES peers for physical, emotional, 

or mental health issues and are less likely to succeed in 
school or at work (Duncan, Yeung, Brooks-Gunn, & 
Smith, 1998; Tracy et al., 2008). Socio-economic status is 
also correlated with measures of cognitive development, 
including selective attention, short- and long-term memory, 
and, in particular, executive function and language skill 
(Hackman & Farah, 2009; Neville et al., 2013). 

Children from lower-SES backgrounds have different 
experiences from those of their higher-SES peers starting 
in the womb (Stiles, 2008). They are less likely to 
experience cognitively stimulating environments (e.g., 
access to books, toys, etc.; Bradley et al., 2001; Farah et al. 
2008). In addition, the quantity and quality of speech to 
children varies tremendously as a function of SES (Hart & 
Risley, 1995; Hoff, 2003), such that children from lower-
SES backgrounds hear fewer words and less complex 
speech than those from higher-SES backgrounds. 

SES-related differences in language skills emerge in 
infancy (Halle et al., 2009), and these differences have 
important consequences for the development of speech 
processing skills. Fernald and colleagues (2012) assessed 
the vocabulary and lexical processing skills of children 
from diverse socioeconomic backgrounds between the ages 
of 18-24 months. Strikingly, they found that differences in 
both measures as a function of SES appeared even at 18 
months. Consequently, long-range language learning 
trajectories associated with SES in childhood seem to be 
initially predicted by differences in the development of 
basic language processing skills from infancy. 

Importantly, real-time language processing skills predict 
individual differences in both language and other cognitive 
abilities across childhood. In infancy, the speed and 
accuracy of lexical recognition are linked with current and 
future vocabulary skills and are associated with later 
cognitive outcomes at age 8 (Fernald, Perfors & 
Marchman, 2006; Marchman & Fernald, 2008). These 
associations scale up to more complex sentence processing 
tasks in toddlerhood (Mani & Huettig, 2012) and into 
childhood and adulthood (Borovsky, Elman, & Fernald, 
2012; Borovsky & Creel, 2014). Reading and other 
receptive language skills are also associated with language 
processing abilities in school-age children (Nation, 
Marshall, & Altmann, 2003; McMurray, Munson & 
Tomblin, 2014). Therefore, an individual’s ability to 
recognize and interpret information from spoken language 
is likely both dependent on his or her early language 
environment and crucial for other skills that have far-
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reaching consequences for academic and professional 
success. 

In adults, evidence from behavioral measures like 
eyetracking (e.g., Kamide, Altmann, & Haywood, 2003) 
and electrophysiological measures like event-related 
potentials (e.g., Delong, Urbach, & Kutas, 2005) suggests 
that language processing continually involves pre-
activation of likely upcoming linguistic material (see 
DeLong, Troyer, & Kutas (2014) for a recent review). 
Fluent listeners do not passively wait to receive 
information from the unfolding speech stream to begin 
comprehension. Instead, information from previous context 
allows listeners to generate predictions and pre-activate 
content prior to directly encountering it (e.g., Kamide et 
al., 2003). The visual world eye-tracking paradigm (VWP; 
Tanenhaus, Spivey-Knowlton, Eberhard, & Sedivy, 1995) 
is one of several methods that have been particularly 
productive in elucidating the predictive nature of language 
interpretation. The VWP has also differentiated between 
individual differences in adolescent and adult language 
processing in several groups, including healthy children 
and adults as well as adolescents with specific language 
impairment (SLI) (Borovsky et al., 2012; Borovsky, Burns, 
Elman, & Evans, 2013; Mani & Huettig, 2014; McMurray 
et al., 2014). 

Here, we use the VWP to investigate differences in how 
adults from a range of SES backgrounds use context to 
anticipate upcoming linguistic content. Although prior 
work (reviewed above) indicates that SES has an impact on 
language-processing skills in infancy, little is known 
regarding whether this relationship continues into 
adulthood. One possibility is that young adults from lower 
SES backgrounds continue to show relative slowing in 
real-time language comprehension. Such a finding would 
indicate that the slowed language processing may 
contribute to the lifelong risks for other negative 
consequences associated with lower SES. It is also possible 
that SES-related differences in the pace of language 
processing disappear in adulthood, only to shift to 
difficulties in other, perhaps more subtle aspects of 
language processing. For example, adolescents with SLI do 
not differ from typically-developing peers in the speed or 
accuracy of anticipatory processing during sentence 
comprehension. Instead, they fail to activate less-likely 
sentence completions as the sentence unfolds, suggesting 
differences in real-time dynamics of lexical activation  
(Borovsky et. al, 2013). Similarly, differences in the 
quantity of lifetime language experiences between higher 
and lower SES groups (Hart & Risley, 1995; Hoff, 2003) 
may shift the degree to which listeners activate uncertain 
or unexpected outcomes during linguistic processing. 

We explore these issues by measuring the relationship 
between childhood SES and language processing skills in 
college-aged adults. Specifically, we compare performance 
on an eyetracking task that has previously highlighted 
differences in anticipatory speed and lexical activation 
during sentence processing (Borovsky et al., 2012, 2013). 

Methods 
Participants 
145 college students from UCSD (N=50) and Florida State 
University (FSU) (N=95) participated for course credit. 
Participants were excluded from analysis if they reported a 
current or prior hearing or speech disorder or exposure to 
languages other than English during early childhood, 
leaving a total of 108 participants in the combined sample.  

Stimuli and design 
Linguistic materials were eight sentence quartets created 
by crossing two agents and two actions. All sentences had 
the same syntactic form: ‘The NOUN VERBs the NOUN.’ 
These sets were paired with four images related to the 
content of the sentences. Participants saw the four images 
concurrently as they heard each sentence unfold. Each 
image served a different purpose for each sentence in the 
quartet. For the sentence, ‘The pirate chases the ship,’ the 
Target item was the ship. Three distractors were the 
treasure (Agent-related; e.g., related to the agent noun 
pirate), the cat (Action-Related; e.g., a potential patient of 
the action verb chases), and the bones (Unrelated). Each 
image appeared once in each condition and was therefore 
able to serve as its own control (see Figure 1; all sentence 
materials are provided in Borovsky et al., 2012). 

Each participant heard 16 out of the total 32 sentences, 
and two sentences per quartet were heard by an individual 
participant so that each participant saw each image twice. 
Across participants, each object was presented an equal 
number of times in each condition and screen quadrant, 
and spoken sentences were constructed so that each word 
had the same length. (see Borovsky et al., 2012, for more 
information about the images and spoken sentence stimuli). 
 

 
Figure 1: Sample images and sentences 
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Procedure 
Participants were seated in front of a 17-inch LCD display. 
A standard 5-point calibration procedure was conducted 
and stimuli were presented using the EyeLink Experiment 
Builder software. Participants were instructed to view the 
images and to click the picture that “goes with the 
sentence.” As in previous work, we expected participants 
to click on the sentence-final noun, which was the Target. 
Participants completed one practice trial before beginning 
the experiment. 

Before each trial, a bullseye fixation appeared which 
checked for excessive drift. The four-array image then 
appeared on the screen for 2000 ms before the sentence 
began. The images remained on the screen through the 
duration of the sentence until the participant clicked on a 
picture. 

Eye movement recording 
We used an EyeLink 2000 eye-tracker with remote arm 
configuration at 500 Hz for the data collected at UCSD and 
an Eyelink 1000+ remote eye-tracker with identical camera 
and data sampling configuration at FSU. We recorded eye 
movements for each trial beginning at the appearance of 
the image and ending with the mouse click. Data were 
binned offline into 50-ms intervals for further analysis. 

Offline measurements of SES 
We assessed maternal and paternal occupation and 
education using the Barratt Simplified Measure of Social 
Status (BSMSS; Barratt, 2006), an updated version of the 
four-factor Hollingshead (1975) SES measure. Because 
this score reflects parental measures of SES, we took this 
as a measure of an individual’s childhood SES. 

Because SES scores for UCSD (M = 47.97, SD = 12.54, 
Range = 25-66) and FSU (M = 48.90, SD  = 10.31, Range 
= 21-66) were similar, W = 1237.5, p = .88, r = -.014, we 
pooled the data from both groups (N=108). Median splits 
determined Higher and Lower SES group membership. 
This led to the exclusion of three participants who scored 
exactly the median (resulting N=105). 

Results 
Accuracy 
Correct responses were coded as trials where participants 
selected the picture that matched the sentence-final theme. 
Accuracy on the task was very high (99.3%), with 12 total 
errors out of 1717 recorded trials. Due to a computer error, 
an additional 9 responses were not recorded. 

Eye-tracking timecourse characterization 
Our first goal was to characterize the timecourse of 
fixations towards the target and distractor objects across 
the entire sentence for each SES group before carrying out 
statistical comparisons of looks towards the target in time 
windows of interest. We therefore calculated the mean 
proportion of time spent fixating to the Target, the Agent-
Related distractor, the Action-Related distractor, and the 
Unrelated distractor in 50 ms bins from sentence onset to 
offset for Higher-SES and Lower-SES groups (Figure 2). 

As in previous work, we observed a rapid anticipatory 
shift in looks to the Target following the onset of the verb. 
In addition, there was an increase in looks to the Action-
Related distractor shortly after the onset of the verb as well 
as an increase in looks to the Agent-Related distractor 
following the onset of the subject noun. All of these 
tendencies replicate patterns found in previous work using 
these materials (Borovsky et al., 2012; 2013).  

Our first analytic goal was to determine the time points 
when fixations towards the Target significantly exceeded 
those to the Agent-Related distractor for each of the 
Higher- and Lower-SES groups. For instance, given the 
sentence, ‘The pirate chases the ship,’ we were interested 
in identifying the moment when looks first diverged 
between the Target image (SHIP) and the Agent-Related 
distractor, (CHEST). As the sentence-initial agent (‘The 
pirate’) is spoken, there should be no reason to prefer one 
of these alternatives over the other, but as the sentential 
action is spoken (‘chases’), participants begin to make use 
of additional information available from the action to 
anticipate the Target completion (SHIP). To determine 
whether there were differences between SES groups in the 

Figure 2: Timecourse of fixations to the Target and Distractor conditions by SES group. 
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timing of looks to the target compared to competitors, we 
performed two separate analyses. First, we computed one-
tailed t-tests over 50 ms bins on raw proportion data to 
determine the first point at which individuals reliably 
looked to the Target compared to the Agent-Related 
competitor. To meet this criterion, all subsequent bins over 
the sentential period needed to show the same pattern 
(more looks to Target than Agent-Related competitor). 
This analysis revealed that the Higher-SES group began to 
reliably look to the Target by 1150 ms post sentence onset 
(about 250 ms post action onset; t(51) = 1.85, p < .05, d = 
.32) whereas the Lower-SES group did not look reliably to 
the Target until 50 ms later, at 1200 ms post sentence onset 
(300 ms post action onset; t(51) = 2.14, p < .05, d = .44). 

The second analysis was a more statistically rigorous 
direct comparison of SES differences in timing of looks 
towards the Target. We first transformed differences in raw 
proportion between looks to the Target and each of the 
distractors, respectively, to log-gaze probability ratios. 
Unlike raw proportion measures which are bounded 
between 0 and 1, this transformation defines the bias of 
looking to the Target relative to each of the other 
distractors and provides the benefit of allowing the 
dependent variable to range in value between positive and 
negative infinity (for further explanation and similar 
approaches, see Arai, van Gompel, & Scheepers, 2007). 
Next, we asked whether group differences in looks towards 
the Target relative to each type of distractor emerged by 
computing t-tests on log-gaze probability ratios between 
Higher- and Lower-SES groups in each 50 ms bin. There 
were no significant differences between groups at any time 
window when comparing total SES scores. There was a 
marginal effect of SES looks to the Target vs. Agent-
Related distractor in the time window between 1100-1150 
ms, t(99.70) = 1.429, p = .08, d = .280. This time period is 
just prior to the point at which the High-SES group began 
to converge on looking to the Target. Thus, both analyses 
suggest only modest timing differences between Higher- 
and Lower-SES groups. 

Eye-tracking effects in periods of interest 
Next, we asked whether the magnitude of fixations to each 
condition varied according to SES over two longer 
anticipatory time windows during (1) the action verb and 
(2) the following article. In these time periods, participants 
have encountered the information necessary to generate a 
prediction for the Target but have not yet heard the final 
noun. We calculated relative looking times in these time 
periods with log-gaze probability ratios of looks to the 
Target vs. Agent-Related distractor, Target vs. Action-
Related distractor, Target vs. Unrelated distractor. We 
compare differences across Higher- and Lower-SES groups 
using two-way t-tests in both time windows.  

During the action region, there were no significant 
differences among SES groups in Target vs. Agent-Related 
or Target vs. Unrelated log-gaze probabilities, ps > .05. 
However, there was a significant effect of SES group on 

the Target vs. Action-Related comparison: the Higher-SES 
group looked relatively more than the Lower-SES group 
toward the Action-Related distractor than toward the 
Target, t(100.47) = -2.55, p < .05, d = -0.50. 

Results were similar during the article region. There 
were no significant effects of SES group on either Target 
vs. Agent-Related or Target vs. Unrelated comparisons, 
ps > .05. Again, SES group had a significant effect on the 
Target vs. Action-Related comparison: the Higher-SES 
group looked more than the Lower-SES group toward the 
Action-Related distractor compared to the Target, 
t(91.56) = -3.08, p < .01, d = -0.60.  

We also computed correlations between the composite 
SES score and each of the dependent measures defined 
previously: log-gaze probability ratios of looks to the 
Target vs. Agent-Related distractor, Target vs. Action-
Related distractor, and Target vs. Unrelated distractor. 

During the action time period, there was a significant 
negative relationship between SES and looks to the Target 
vs. Action-Related distractor, r = -.24, p < .05, indicating 
that individuals with higher SES scores were more likely to 
look toward the Action-Related distractor than individuals 
in the Lower-SES group. During the article time period, 
there was a significant negative relationship between SES 
and looks to the Target vs. Action-Related distractor, 
r = -.26, p < .05, indicating that individuals with higher 
SES scores were more likely to look toward the Action-
Related item. There were no other significant correlations 
between SES and looking time comparisons in either time 
period. To illustrate the difference between looking times 
to the Action-Related vs. Unrelated distractor (as a 
baseline) for the Higher- and Lower-SES groups, we re-
plot raw looking times to these two interest areas over the 
entire timecourse, including both groups on the same plot 
(Figure 3). 

Discussion 
This study investigated whether childhood SES 
background may manifest in language processing 
differences in adulthood using an eye-tracked sentence 
comprehension task. We initially outlined two potential 
hypotheses: (1) that SES may be linked with processing 
speed (as in infancy) or (2) that lexical dynamics/activation 
may vary according to SES (as in SLI). Our findings lend 
minimal support to the first hypothesis and strongly 
support the second. 

Figure 3: Timecourse of fixations to the Action-Related and 
Unrelated distractors by SES group. 
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We see relatively small differences in the timing of 
anticipatory looks to the target; however, the differences 
that do exist are in the expected direction. Participants 
from higher-SES backgrounds were only slightly faster 
than those from lower-SES backgrounds to look at the 
Target. This finding indicates that SES-related differences 
in the linguistic processing speed that exist in infancy 
extend into adulthood, but this effect is relatively small. 
Individuals from lower-SES backgrounds appear to “catch 
up” in terms of speed, at least in this relatively simple task. 

Instead, our findings lend greater support for a lexical 
activation account.  We found that individuals from higher- 
(vs. lower-) SES backgrounds showed relatively more 
robust looks to unexpected but potentially plausible 
endings that cohere with the local semantic content.  
Although this finding is somewhat unexpected, it is 
consistent with prior findings that adolescents with SLI are 
less likely than typically-developing peers to look toward 
action-related competitors in an identical task (Borovsky 
et. al, 2013). 

One possibility for the spike in looks to action-related 
competitors is that individuals may temporarily entertain 
locally coherent but globally unexpected linguistic 
information as a safeguard in case of encountering 
unexpected information in sentence comprehension. This 
explanation is consistent with connectionist models like 
TRACE (McClelland & Elman, 1986) that allow for 
temporary activation of items consistent with local context 
but inconsistent with prior information.  

Language comprehension involves the dynamic 
activation of words and concepts in response to a 
constantly changing speech stream, and the shape of this 
activation is modulated by individuals’ knowledge and 
experience. Therefore, SES-related variability in the 
quantity and quality of early language experience may 
affect the breadth of lexical items likely to be activated at 
any given point during language comprehension. Because 
individuals from lower-SES backgrounds have likely been 
exposed to fewer words relative to higher SES peers, they 
may be less likely to pre-activate multiple lexical items for 
that context. This possibility has to do with the 
probabilistic distribution of lexical items in a given context 
and not with total vocabulary per se. For instance, 
following a sentence beginning, The boy is reading the…, 
an individual experiencing a wealth of linguistic input 
might hear words like book, magazine, novel, poem, story, 
and so on whereas an individual experiencing a relatively 
lower level of linguistic input might only encounter book 
in this context. It may therefore make sense for the former 
individual to “hedge their bets” and entertain less likely 
outcomes whereas an optimal strategy for the latter 
individual would be to stick with the most likely option 
(e.g., book). 

Our speculation that adults from lower-SES backgrounds 
(pre-)activate fewer lexical items in language 
comprehension leads to the prediction that these adults will 
be impaired in situations where less-likely or novel 

information occurs. For instance, interpretation of so-called 
“garden-path” sentences or other ambiguous content in 
language may be more difficult for individuals who are 
less likely to maintain multiple lexical (or syntactic) 
representations at once. We hope to investigate these 
hypotheses in future research. 

While our findings do suggest that childhood SES 
continues to exert an influence on adult language 
processing skills, we should note some important 
limitations regarding our sample. First, although we 
attempted to recruit a large and diverse sample at two 
geographically distinct public institutions across the United 
States, we should note that our participants are 
nevertheless attending selective college institutions and 
gained entry partially by achieving requisite language 
scores on major standardized college entrance 
examinations. It is likely that recruiting a community 
sample of adults of similar ages would increase the range 
of socio-economic background of our participants as well 
as variability in real-time language processing performance 
on this task. It is nevertheless notable that, despite this 
restriction in SES variability in our sample, we still find 
SES-related differences in language processing skills.  

A secondary limitation is that we are using a relatively 
simple task that was designed to be easily understood even 
by preschool participants. It is possible that we will find 
more robust differences in timing with a more challenging 
language task that uses more advanced vocabulary or 
grammatical structures.  

Despite these limitations, our findings highlight at least 
one way in which social inequities in childhood may 
impact adult language function. Early SES-related 
differences in the language experiences of children clearly 
have an impact in how adults navigate real-time language 
and develop expectations for speech. These changes in the 
dynamics of lexical activation may have important 
consequences for how early SES may affect older child 
and adult learners when they encounter novel or 
unexpected information, although further work is needed to 
understand precisely how this may occur. A greater 
implication of our findings is that early intervention in 
language skills is likely to have important positive 
implications even into adulthood for outcomes in the lives 
of children from lower-SES backgrounds. 
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Abstract

How do children identify promising hypotheses worth testing?
Many studies have shown that preschoolers can use patterns of
covariation together with prior knowledge to learn causal rela-
tionships. However, covariation data are not always available
and myriad hypotheses may be commensurate with substantive
knowledge about content domains. We propose that children
can identify high-level abstract features common to effects and
their candidate causes and use these to guide their search. We
investigate children’s sensitivity to two such high-level fea-
tures — proportion and dynamics, and show that preschoolers
can use these to link effects and candidate causes, even in the
absence of other disambiguating information.
Keywords: Causal learning; intuitive theories; information
search; analogy.

Introduction
The last fifteen years have produced a spate of research high-
lighting the kinds of epistemic practices that allow children
to effectively navigate their complex world (see Gopnik &
Wellman, 2012; Schulz, 2012b; Tenenbaum et al., 2011, for
reviews.). Children rationally infer causal relationships from
statistical evidence (e.g., Gopnik et al., 2004), selectively ex-
plore when evidence is confounded or surprising (Schulz &
Bonawitz, 2007; Bonawitz et al., 2012), evaluate the relation-
ship between samples and populations (Denison & Xu, 2010;
Gweon et al., 2010; Xu & Denison, 2009), infer the existence
of unobserved variables to explain anomalous data (Schulz
et al., 2008), isolate candidate causes in order to distinguish
between competing hypotheses (Cook et al., 2011; van Schi-
jndel et al., 2015), and effectively search through hypothesis
spaces for information (Nelson et al., 2014). These prac-
tices combine to enable the formation of intuitive theories
— abstract, coherent, causal, ontologically-committed frame-
works that guide prediction, explanation, and action (Gopnik
& Meltzoff, 1997; Carey, 1985; Murphy & Medin, 1985).

Powerful as these kinds of epistemic practices are, they
do not speak to how children might identify plausible hy-
potheses in the first place. Given that children do not always
see a cause covary with an effect, and that there is an infi-
nite space of hypotheses consistent with the learner’s prior
knowledge, children must have a method for constraining hy-
pothesis spaces before engaging in (often costly) hypothesis-
testing.

Langley et al. (1987) framed the process of scientific dis-
covery as one of means-ends problem-solving, focusing on
the value of heuristics that could enable scientists to reach a
satisfying theory without exploring all possible alternative in-
termediate states. We suspect that child learners are guided by
analogous heuristics for constraining their hypothesis spaces;

here we focus on whether children can use such heuristics to
select between different hypotheses.

One recent proposal suggests that the problems considered
by learners contain, in their abstract form, information about
the abstract forms of their solutions (Schulz, 2012a; Magid et
al., 2014). For instance, answers to “Where” questions are
likely to involve two- or three-dimensional maps; answers
to “When?” questions might involve timelines; answers to
“Why” questions might involve chains or tree structures. In
this sense, a well-posed problem already contains elements of
its solution. “1917” might be the right or wrong answer with
respect to when the Russian revolution took place, but with
respect to the question of why it took place, it is not even in
the space of possible answers.

Abstract information about the structural form of a solution
may be especially important in the setting of causal learning.
You may know, for instance, that you are trying to identify
a causal mechanism responsible for something that blinks on
and off. If you have a choice between a mechanism like a
doorbell or a mechanism like a pulley, you might favor the
former; given an effect whose outcome space is discrete, a
candidate cause with discrete outcomes may seem preferable
to one that has continuous outcomes. Of course, nothing
guarantees that this inference is correct, but in the absence
of other information, it is a reasonable strategy for narrowing
down the hypothesis space. An initial test of this general idea
showed that four- and five-year-olds were sensitive to abstract
properties relating the form of candidate causes and effects.
In a series of experiments, children successfully mapped dis-
crete causes to discrete effects and continuous causes to con-
tinuous effects (Magid et al., 2014).

If priors about causal processes enable learners to select
good hypotheses in the absence of covariation data or content-
specific prior knowledge, what form should these priors take?
If they are to be effective across a variety of problems, these
priors cannot be about lower-level cognitive features such as
color, height, pitch, and malleability, since causal relations
do not often preserve these. That is, color changes are not
usually caused by other colors; pitch changes are not caused
by other pitch changes. More importantly, the space of possi-
ble mappings between specific low-level features is too large
for such an approach to be efficient. However, certain higher-
level amodal features such as extent, rate, arity (the number of
states that a variable can take), distributional properties, and
dynamics, are invariant to the lower-level features, allowing
for more relevant and more efficient comparisons. We pro-
pose that children are sensitive to these higher-level features
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and can use them to match effects with their causes. In this
paper we focus on two: distributional properties and dynam-
ics.

Experiment 1: Distributional Properties

As long as objects in two (or more) sets can be grouped
into types, the relative proportions of those types across sets
can be evaluated. This holds regardless of the features that
serve to establish object identity, making such operations
widely applicable. Even young infants have been shown to
understand proportion, as they map proportion to probability
of outcomes and can use proportion to guide their actions
(Xu & Garcia, 2008; Xu & Denison, 2009; Denison & Xu,
2010). Here we ask whether young children believe that
causal processes preserve proportion and if they can use this
information to select between candidate causal hypotheses
that cannot be distinguished by other means (e.g., covariation
data, surface features, or domain-specific prior knowledge).

Participants Sixteen preschoolers (mean1: 5 years, 1
month; range: 4 years, 3 months — 5 years, 7 months.) were
recruited from a local children’s museum.

Materials We used Paint Tool SAI to create four flowers,
two for each stimulus set. Within each stimulus set, the flow-
ers differed in shape but matched in color (yellow for one
stimulus set; blue for the other). For each stimulus set, there
was a warm-up picture displaying only the two kinds of flow-
ers and two test pictures: one test picture had 16 flowers of
each kind (1:1 proportions); the other flower had 28 flow-
ers of one kind and 4 of the other (7:1 proportions). We
also used four different kinds of seeds, two for each stimulus
set. Within each stimulus set, the seeds were near-identical to
each other in size and texture, but different in color both from
each other and the flowers (black and red seeds paired with
yellow flowers in the first stimulus set, and brown and orange
seeds paired with blue flowers in the second). The seeds were
combined either in 1:1 or 7:1 proportions and were presented
in containers, each containing approximately 100 seeds. See
Figure 1.

Procedure Children were tested individually in a private
room off the museum floor. The experimenter started the ex-
periment by placing the warm-up picture of two flowers on
the table in front of the child. He pointed to the two flowers
and said, “Look, we have two flowers. This is a daisy and this
is a lily. Now, you know how flowers are grown, right? With
seeds! You put seeds into the ground and you water them and
give them sun, and then flowers bloom! But seeds and flowers

1All children were 4 or 5 years old. Due to a data storage error,
the ages of 8 of the children were only recorded accurately to the
year; these children have been excluded from the estimated mean
and range.

(a) (b)

(c) (d)

Figure 1: Schematic of seeds and actual flower fields used.
Left: 1:1. right: 7:1.

are funny, because flowers end up not looking at all like the
seeds they came from; the seeds change in all kinds of ways:
they change in color, and size, and shape.” Two seeds were
placed on the table in front of the children, and introduced as
the seeds that were used to make the flowers. Children were
told, “These are the seeds we used to make the flowers. And
just like we just talked about, they look totally different from
the flowers, so we can’t tell which seeds made which flowers
just by looking at them.” Then children were then told, “Now,
we actually have whole fields of flowers, but before I show
you the fields, let me tell you about how they were made.”
The two capfuls were brought out and placed on the table,
next to each other (left-right randomized). “We had these two
capfuls. And what we did was we took a bunch of seeds from
this capful and threw them on one field, and we took a bunch
of seeds from this capful and threw them onto the other field.”
The experimenter made a grabbing and throwing motion from
each capful to the floor using alternating hands to illustrate.
The experimenter then said, “Now I’ll show you what the two
fields ended up looking like,” and brought out the two pictures
of the fields of flowers (one with the 1:1 proportions and the
other with the 7:1 proportions), placing them one above the
other on the table (top-bottom randomized). He pointed to
each field in turn and said, “Which capful do you think was
used to make this field?”.

After the child pointed to match each field with a capful,
the experimenter removed all the stimuli and then repeated
the procedure for a second trial with the second stimulus
set, transitioning by saying, “Now, let me show you some
more flowers.” Presentation order of the fields and of the
capfuls within stimulus set was randomized across and
within participants, as was stimulus-set order.

2
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Results There is no strict sense in which we can say that
the children responded ‘correctly’ or ‘incorrectly’ given that
there is no fact of the matter here. However, we can say
whether children, as predicted, used the abstract property of
proportionality to select one hypothesis over the other. Chil-
dren were counted as having succeeded on a trial if they
matched both capfuls in the trial to the correct fields. (The
two questions — one for each field — within a trial were
treated as non-independent because in introducing the cap-
fuls, the experimenter had said that one capful was used
for one field and one for the other. Thus the most con-
servative measure was to require a correct response to both
questions). The probability of succeeding on both trials by
chance is .25. Ten out of sixteen children responded at ceil-
ing, answering correctly on both trials. The probability of
success is .625; bootstrap-estimated 95% confidence interval:
[.354, .848]. p < .01 by two-tailed binomial test. Figure 2
shows the number of children who were correct on 0, 1, or
both trials.

Figure 2: Experiment 1 results (N=16): Mean trials correct
= 1.62. Probability of full success (2/2 trials) is .625; 95%
confidence interval: [.354, .848] (chance: .25). p < .01 by
two-tailed binomial test.

Thus, children showed a clear preference for the
proportion-preserving causal process, supporting our hypoth-
esis.

Experiment 2: Dynamic Properties
Experiment 1 suggests that children are sensitive to propor-
tionality in mapping causes to effects. However, if children
have a general ability to identify plausible hypotheses using
abstract amodal features, they should be sensitive to other
kinds of relationships, as well. In Experiment 2, we look
at children’s sensitivity to dynamic properties. Specifically,

we expect that, given data that saliently vary over time on
some dimension, children will infer the latent structure of the
variation and expect the cause of the data to possess similar
latent structure. Children could be sensitive to a variety of
dynamics. As a first pass, we investigate two: monotonicity
and periodicity.

Participants Thirty-two preschoolers (mean: 4 years, 9
months; range: 4 years, 0 months — 5 years, 9 months.)
were recruited from the local children’s museum.

Materials We used sixteen 2”x2” pieces of white card-
board to make two sets of eight cards. For one set, four
cards had a large red dot in the middle and four had a yellow
one; for the other set, the dots on each of eight cards varied
continuously from red through orange to yellow. These were
presented in groups of eight, and represented the lights in
two special rooms (See Figure 3). We also created four
separate two-minute videos (two per stimulus set) using
Adobe Flash and displayed them on the experimenter’s
laptop computer. Each video had ten identical ‘alien bugs’
moving around randomly. In two of these videos, the bugs
changed in their speed over the course of the video. In the
other two, the bugs grew spots on their back; the number
of these spots changed throughout the course of the video.
Each of these two features could change in two ways —
either periodically or monotonically. We generated videos
manifesting each of the four possible feature × dynamics
combinations and split them into two stimulus sets as follows:

Stimulus Set 1 In video 1, the bugs’ speed was gov-
erned by a periodic function — the bugs accelerated to a
noticeably high speed (4 inches/second) over the course
of 5 seconds, then decelerated to their original speed (.5
inches/second) over the course of 5 seconds, then re-
accelerated to the high speed, and so on. This oscillation
persisted throughout the two-minute video. In video 2, the
bugs maintained a constant speed (.5 inches/second), but they
grew black spots on their backs; the number of these spots
increased from 0-20 over the course of the two-minute movie.

Stimulus Set 2 In video 1, the periodically-governed
bugs moved at constant speed but varied in their number of
spots, which oscillated between 0-10 spots (each half-period
lasted 5 seconds, so that the fewest and most spots appeared
matched the time-points at which the bugs were going
slowest and fastest in stimulus set 1). In video 2, The
monotonically-varying bugs changed in speed, starting out
slowly and rising constantly throughout the video. See
Figure 4 for a schematic depiction of these videos.

Procedure Children were told that they would be shown
some alien bugs, but that before seeing the bugs, they would

3
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Figure 3: ‘Lights’ used for experiment 2. Top: periodic. Bot-
tom: monotonic.

learn about the rooms the bugs were in. These rooms were
described as identical except that they differed in their ‘spe-
cial lights’. The experimenter said, “The lights in the first
room start out looking like this. . . then after a while they look
like this. . . then after a while they look like this. . . ”, placing
a light on the table each time he said ‘this’. The lights were
placed one by one on the table, left-to-right facing the child.
Once the eight lights from the first set were placed, the ex-
perimenter said, “In the other room, the lights start out look-
ing like this. . . then after a while they look like this. . . ” and
placed the lights for that room in the same manner as for the
first. For one of the rooms the experimenter used the red and
yellow (periodic) lights in alternation; for the other the exper-
imenter used the continuously-varying red-to-yellow (mono-
tonic) lights. Room type (periodic or monotonic) was ran-
domized, as was whether the first light in each room was red
or yellow. The language used to describe both sets of lights
was identical. The first four lights in each set were placed on
the table approximately every 3 seconds; to keep the descrip-
tion conversational, each of the last four lights was placed
approximately every 1 second. This also ensured that there
was no way to map the rate of presentation of the cards to the
rate of change of either speed or spots in either display.

Following this, the children were invited to look at the
bugs. In the first stimulus set, for the periodic bugs, the chil-
dren were invited to attend to their speed: as the video played,
the researcher pointed out when the bugs sped up (“See, now
they’re getting faster”) and when they slowed down (“. . . and
now they’re getting slower”). For the monotonic bugs, the
video was played twice. The first time, the experimenter al-
lowed the children to observe the changing number of spots
on their own. After there were approximately 15 spots on
each bug, the experimenter restarted the movie, and this time
counted the number of spots on the bugs as these increased
in number, summarizing the change after there were 6 spots
(“They’re getting more and more spots.”).

For the second stimulus set, the procedure was identi-
cal, except that the language was modified appropriately
to describe the different changes in the bugs. The experi-
menter pointed out when the spots on the periodic bugs were
increasing or decreasing in number (“Now they’re getting
more/fewer spots”), and on the monotonic bugs, pointed out
the increasing speed (“Now they’re going faster. . . and now
the’re going faster. . . and now they’re going even faster. . . ”,

Figure 4: Periodic (green) and monotonic (purple) bugs from
stimulus set 2. The green bugs move at constant speed but
increase and decrease in number of spots; the purple bugs
increase speed monotonically, as indicated by the increasing
length of the vectors.

etc.).
Each child only saw one stimulus set — that is, one set of

periodic bugs and one set of monotonic bugs. Stimulus-set
assignment was counterbalanced.

After the children were familiarized with the stimuli, they
were shown the first bugs they had seen, asked to remember
how they changed, and then were told the following: “So,
we know that these guys are in one of these two rooms that
we talked about before. They can see the lights in the room
but we can’t. And what’s causing the speed to change is the
lights of the room they’re in. They could be in this room or
in this room. Do you know what room they’re in?” Children
were asked to point to the room they thought the bugs were
in. After this, they were shown the other bugs and the above
description and question were repeated verbatim, changing
only ‘speed’ to ‘spots’ (or vice-versa if the first-seen bugs
had varied in spots). It was emphasized that each of the bugs
could be in each of the two rooms.

4
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Results Due to the fact that each group of bugs was inde-
pendently described as being potentially in each room, the
two questions are independent; the probability of answering
both questions correctly by chance is .25. Children were sen-
sitive to the fact that bugs could have been in the same room,
as evidenced by the fact that six children placed both types
of bugs in the same room. Nineteen out of thirty-two chil-
dren were at ceiling, answering correctly on both trials. The
probability of success is: .594; bootstrap-estimated 95% con-
fidence interval: [.406, .763]. p< .001 by two-tailed binomial
test. Figure 5 shows the number of children who were correct
on 0, 1, or 2 trials. Performance across the two stimulus sets
was comparable: 10/16 children were at ceiling for the first
and 9/16 children were at ceiling for the second.

Figure 5: Experiment 1 results (N=32): Mean trials correct
= 1.375. Probability of full success (2/2 trials): .594, 95%
confidence interval: [.406, .763] (chance: .25). p < .001 by
two-tailed binomial test.

Discussion
In two experiments, we investigated whether children use
higher-level features of data to match causes to effects. In
Experiment 1, these features were static and distributional:
children showed a preference for a causal process that pre-
served distributional identity, matching 1:1 seeds to 1:1 flow-
ers and 7:1 seeds to 7:1 flowers irrespective of surface prop-
erties of the seeds and flowers (size, color, texture, etc.). In
Experiment 2, the higher-level features were dynamic: chil-
dren showed a preference for a causal process that preserved
dynamic form — periodic or monotonic — irrespective of
the lower-level features in which these dynamics were man-
ifested; periodically-varying lights were seen as the cause
of the spots on bugs or the speed of the bugs, depending
on which one varied periodically, and monotonically-varying

lights were seen as the cause of the monotonically-varying
feature of bugs. In both experiments, children received no in-
formation about how causes and effects covaried; inferences
were made based only on abstract properties of the stimuli.

The idea of using high-level features to match percepts has
been presented previously, in the literature on cross-modal
matching (see, e.g., Lewkowicz & Turkewitz, 1980; Spence,
2011). Cross-modal matching is often presented as a partial
solution to the binding problem and the focus is on mappings
between stimuli belonging to different perceptual modalities
(i.e., the sight and feel of a stimulus). We believe that it
is possible that the inferences children drew here and those
shown in studies on cross-modal matching may rely on the
same representational machinery; specifically, we believe that
both rely on the use of particularly powerful higher-level fea-
tures of the stimuli. However, the mechanisms we suggest are
applicable to a far wider array of problems than mere cross-
modal matching. The higher-level features we have exam-
ined, namely distributional properties and dynamics, are cal-
culable both within and across modes; in our case we have
examined their application within a perceptual modality and
have found them to apply both to naturalistic stimuli such as
seeds and flowers and to arbitrary stimuli, such as randomly-
moving animated alien bugs. In principle, the same kinds of
inferences could be used for problems entirely abstract in na-
ture (e.g., using the dynamics of the interest rate to map it
onto changes in the Gross Domestic Product).

Research on analogy (Gentner & Markman, 1997; Gen-
tner, 1977; Gick & Holyoak, 1980) has shown that children
and adults are able to bring distinct mental representations
into structural alignment and to use the relations that obtain
within one domain to reason about the other. We believe that
analogical reasoning is an elegant example of the more gen-
eral ability to use high-level features to constrain hypothesis
spaces. Note that here, however, we did not set up a situa-
tion where children could go from a known problem and so-
lution to a new problem and a new solution by setting up a
relational mapping between arguments (e.g., Christie & Gen-
tner, 2010). Rather, children had to infer the representation
that might connect the form of the effect to the form of the
candidate causes and use this representation to guide their re-
sponses. We emphasize this not to minimize the importance
of analogical reasoning, but because the general ability to rep-
resent these abstract high-level predicates may allow learners
to narrow the hypothesis space even when problems do not
present as analogies.

A variety of empirical questions remain: We have shown
that children are sensitive to high-level features like propor-
tionality and periodic or monotonic dynamics, and can use
these to infer causal relationships. Do children in fact use
these features to constrain hypothesis generation, or to con-
strain a large hypothesis space? When such features conflict
with lower-level features, such as color, texture, or size, how
do children resolve the conflict? Perhaps most interestingly,

5
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how do children learn these high-level predicates, and which
predicates are available to them at different times through-
out development? Given the prevalence of phenomena in the
world for which distributional properties and dynamics are
coherent and relevant, it may not be surprising that four- and
five-year-olds can use these; what about younger children and
what about other kinds of properties (e.g,. extent, other kinds
of dynamics, richer distributional information, or combina-
tions of these)? Much remains to be understood about how
children identify abstract features, and about what other kinds
of high-level features they can recognize; much also remains
to be understood about how we might computationally char-
acterize the ability to represent, learn, and use these higher-
level features. We hope to address these questions in future
work.
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Abstract 

We are highly tuned to each other’s visual attention. 
Perceiving the eye or hand movements of another person can 
influence the timing of a saccade or a reach of our own. 
However, it is not clear whether the effect of social cues is 
due to the appearance of the cue – a hand or an eye - or the 
belief that the cues are connected to another person. In two 
experiments we investigated this question using a spatial 
cueing paradigm and measuring the inhibition of return of 
visual attention. When participants believed that a cue 
stimulus – a red dot – reflected the attentional focus of 
another person via an eye tracker, they responded differently 
to when they believed its location was determined by a 
computer. Despite previous claims that they are ‘blind’ to 
such factors, when a cue was imbued with a social context it 
exerted a stronger influence over low-level visual attention. 

Keywords: attention; vision; social context; joint action 

Introduction 
Our eyes are in constant demand: turn signals, pointed 
glances, flashing banner ads, they all clamour for our visual 
attention. Some of these cues – glances, head turns, pointing 
fingers – are generated by other people; others – warning 
lights, traffic signals and signposts – are put there 
intentionally by other people as a signal. And others still – 
bright plumage on a bird, flashes of lighting, claps of 
thunder – are oblivious to our presence. 

Does the visual attention system respond equally to all 
these cues? Or do we give special weight to locations or 
objects in the world that are cued by other people since they 
might indicate their mental states or communicative 
intentions? Further, if social cues do interact with basic 
attention mechanisms, is this interaction a response to the 
social appearance of the cues (e.g. facial features or a 
finger) or a response to the belief that the cues are connected 
to other intentional beings with their own states of 
attention?  

Here, we address these questions by spatially cueing 
participants’ attention while manipulating their beliefs about 
the social or non-social origins of those cues. In this way, 
we are able to investigate how changes in beliefs about 
social context interact with low-level mechanisms of visual 
attention (Richardson & Gobel, 2015; von Zimmermann & 
Richardson, 2014). We made use of a robust feature of 
spatial attention, and placed it in a social context that could 
be experimentally manipulated. 

Inhibition Of Return (IOR)  
People are slower to return their attention back to a location 
that it has previously occupied. This inhibition of return 
(IOR) was first demonstrated with a spatial cueing paradigm 
(Posner, Rafal, Choate, & Vaughan, 1985). Visual attention 
was cued to one location on screen, and participants 
responded to a second stimulus that appeared either in the 
same location, or a different part of the screen. Response 
times were slower when the stimulus appeared in the same 
location. IOR might therefore play an adaptive role 
promoting efficient visual search by biasing attention away 
from previously attended objects or locations (Klein & 
MacInnes, 1999).  

Our central question is whether IOR can be influenced by 
beliefs about social context. Staudte & Crocker (2011) 
proposed that another attentional phenomenon, gaze cueing, 
could be explained either by a purely reflexive visual 
account, or by an intentional account, which makes 
reference to beliefs about the goals and intentions of other 
people. By extension, we review arguments below that IOR 
coud be best explained by a visual or an intentional account.   

Purely Visual Accounts Of IOR  
In gaze-cuing paradigms, it has been shown that the visual 
attention of others can reflexively direct our own attention. 
In such experiments, participants are typically shown a 
centrally presented drawing or picture of a face gazing in a 
certain direction, and instructed to respond as quickly as 
possible to targets appearing either congruent with the gaze 
direction or incongruent (e.g. Friesen & Kingstone, 1998). 
Despite gaze being non-predictive of targets it has 
repeatedly been shown that reactions times to congruently 
cued targets are facilitated, leading many to conclude that 
gaze cues induce rapid and involuntary shifts in attention 
(e.g. Friesen & Kingstone, 1998; Friesen, Ristic, & 
Kingstone, 2004). If the gaze of other people can act as a 
cue for an individual’s attention, then it seems plausible that 
social cues would also generate the same IOR effects. 

Indeed, a ‘social IOR’ effect has been demonstrated using 
reaching behaviour. Welsh et al. (2005) asked pairs of 
participants to sit at opposite ends of a table and respond 
with a left or right button press to targets. Each participant 
responded twice in a row.  There were longer reaction times 
to spatial locations that had previously been attended to, 
independent of whether attention was cued by the 
participants’ own action or their partners’. 
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Taylor and Therrien (2005) performed an IOR experiment 
in which the cue stimulus was either a high-pass filtered 
image of a human face or a scrambled version of the face. 
They found the standard IOR effect across both conditions, 
and the magnitude of the IOR effect did not differ 
significantly between them. This led the authors to describe 
IOR as a “blind mechanism”. Related studies using faces 
with differing emotional valance (e.g. Lange, Heuer, 
Reinecke, Becker, & Rinck, 2008; Stoyanova, Pratt & 
Anderson, 2007) found the same result that social and non-
social cues were equivalent. This echoes findings from the 
gaze cueing literature. Ristic, Friesen and Kingstone (2002) 
showed that under certain conditions non-social cues could 
indeed reflexively cue attention in a way that was 
behaviourally indistinguishable from social gaze cues (see 
also Hommel, Pratt, Colzato, & Godijn, 2001; Pratt & 
Hommel, 2003; Tipples, 2002). 

Intentional Accounts Of IOR 
The conclusion from the studies described above is that IOR 
effects can be triggered by social cues, but that the 
magnitude of the effect is indistinguishable from non-social 
cues. However, in other contexts, it has been shown that 
when participants interpret a cue as connected to another 
person, they respond to it quite differently. For example, if 
infants (Meltzoff, Brooks, Shon, & Rao, 2010) and adults 
(Staudte & Crocker, 2011) have experience with a robot 
looking in time with linguistic information, they start to 
follow its gaze as they would another human. Hegel, Krach, 
Kircher, Wrede, and Sagerer (2008) showed that 
participants in a prisoners dilemma respond differently to 
computer, robot or human opponents to the degree to which 
they anthropomorphize them. These results show that 
beliefs about the social context of a cue can change its 
effects on visual attention and cognition. 

There are good reasons to think that it would be adaptive 
for IOR mechanisms to be responsive to the intentions of 
others. If it is true that IOR is a mechanism to make search 
more efficient for an individual, then it could also make 
search more efficient for people working together. 
Individuals who are engaged in joint action (Sebanz, 
Bekkering & Knoblich, 2006) or joint perception 
(Richardson et al., 2012) are tuned to the cognitive 
representations and locus of their partner’s attention. 
Brennan, Chen, Dickinson, Neider, and Zelinsky (2008) for 
example, found that two individuals performing a visual 
search task were highly efficient when they could see each 
other’s gaze location.  

However, the current literature cannot say whether IOR is 
best explained by a purely visual or intentional account. Past 
experiments all operationalize a ‘social cue’ as something 
that is social in appearance – a face onscreen or a person sat 
opposite – and so conflate the two explanations. Therefore 
our central question remains unanswered – is the effect of 
social cues due to the appearance of the cues or the belief 
that the cues are connected to other intentional beings with 
their own states of attention? 

Experiment 1  
In our experiment, we adapted the standard IOR paradigm 
(Posner et al., 1985) and manipulated whether or not 
participants believed that a cue was generated by a 
computer, or reflected the gaze position of another person in 
the laboratory. Participants were run in pairs with a 
confederate, sat back to back in the lab, each looking at a 
screen and monitored by an eye tracker. In each trial, their 
attention was cued by the brief appearance of a red dot in 
one quadrant of a screen. Following the cue, a target 
appeared in a congruent or incongruent location.  

In one condition, participants were told that the position 
of the red cue was generated randomly, while in the other, 
they were told that it reflected the gaze position of the 
confederate. In reality the position of red dot was always 
random and computer generated. Our hypothesis was that 
the belief that the cue was connected to a real person would 
modulate the magnitude of the IOR effect. 

Methods 

Participants Thirty-one participants from the University 
College London subject pool volunteered to participate in 
exchange for a £6 payment. Five participants were 
excluded, one for guessing that the other participant was a 
confederate, two for falling asleep during the task and two 
for adverse emotional reactions to background pictures 
presented during the task. A total of twenty-six participants 
were analysed (mean age 23.0 years; 10 males, 16 females). 

Apparatus Participant and confederate were seated in 
reclining chairs at opposite corners of a 25m2 room such 
that they had their backs to each other and could not see 
each other’s screens or their partner’s actions. Participants 
faced an arm mounted 19” LCD screen positioned 
approximately 60cm away on which stimuli were presented. 
A custom-built remote eye tracker was positioned at the 
base of the screen. Participants wore headsets throughout 
the experiment through which they could hear a tone 
signifying the beginning of each trial. They were also 
provided with a wireless computer mouse that was used to 
register the button press target detection response. Though 
in reality it was not used, all equipment was replicated for 
the confederate as well as calibration and set-up procedures 
in order to maintain deception. An iMac computer presented 
stimuli and recorded RTs  

Design This was a 2x2 within subjects design with two 
factors, congruence and cue condition. Congruence had two 
levels (validly cued, invalidly cued) and cue condition had 
two levels (social, non-social).  

Validly cued trials were trials on which the blue box was 
presented in the same location as the red dot; invalidly cued 
trials were when the blue box was presented in one of three 
alternate positions. As per previous studies, to ensure the 
cue was not predictive of target the probability of a validly 
cued trial was at chance (1 in 4). Social trials were trials on 
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which participants believed the red dot’s position 
represented the gaze of the confederate; non-social trials 
were trials on which participants believed the red dot’s 
position was random.  

Trials employed a classic cue-target spatial cuing 
paradigm with four possible cue-target locations under overt 
orientating conditions (eye movements allowed). Each trial 
began with a 1200ms presentation of a set of four pictures. 
These images were set at 40% transparency and taken from 
a normed database (Lang, Bradley, & Cuthbert, 2005). Each 
set comprised of one negative photo (e.g. crying child), one 
positive photo (e.g. puppy) and two neutral photos with no 
strong valence (e.g. spoon). The purpose of the pictures was 
to provide a legitimate reason for participants to scan a 
scene adding to the believability that gaze direction 
information was real and being exchanged. Picture valence 
was not analysed as a factor in this study. After 1200ms, a 
red dot cue appeared for 300ms (1cm in diameter; salience 
was increased by a transient size increase from 1cm to 3cm 
diameter across the 300ms presentation) in the exact centre 
of one of the four pictures. This was followed immediately 
by a centrally (centre of screen) presented green star (1cm 
diameter; salience was increased by giving the star a 
rotating motion) presented for one of 300, 600, 900 or 
1200ms (randomized within block) before a blue box target 
(1cm2) was presented in the exact centre of one of the four 
pictures. Participants were required to press the left mouse 
button with the thumb of their dominant (writing) hand as 
quickly and as accurately as possible on seeing the blue box 
(target detection task). If no response was given after 
3000ms the trail ended and the next trial began. 

Participants completed a total of 288 trials during a single 
session comprising of four blocks (two social, two non-
social) of 72 trials. Social and non-social blocks were 
presented alternately with the first block type 
counterbalanced across sessions. Of the 72 trials per block 
on average 8 were catch trials during which no blue target 
was presented as means to maintain vigilance. The other 

trials were then split between the four different cue locations 
with an equal probability, such that on average 4 trials 
would be validly cued and 12 invalidly cued.  
 
Procedure A briefing was provided beforehand during 
which the paradigm was explained to the participant (and 
confederate) in some detail. During the briefing, participants 
were told that they would be performing a simple reaction 
time task. It was explained that each trial would begin with 
the presentation of a set of four images and that they were 
free to inspect these images. Following this, a series of 
shapes would appear on top of the pictures, these would be a 
red dot followed by a green star and then a blue box. They 
were instructed to fixate the red dot and green box and then 
respond only to the blue box with a single button press as 
quickly and accurately as possible.  

It was also explained that during the task eye trackers 
would monitor their eye movements and that on certain 
designated blocks of trials their eye tracker and that of the 
confederate would be ‘linked’ together so that they would 
both be able to see which picture their partner had just 
looked at. During these ‘social blocks’ this information 
would be conveyed by the location of the red dot that would 
act to highlight the picture their partner had just looked at. 
In this way participants believed they were engaged in a 
two-way exchange of information. During ‘non-social’ 
blocks participants were told the eye trackers were 
‘unlinked’ and the red dot’s location would be chosen at 
random by the computer and no other aspect of the design 
would change. However, at no point was any gaze direction 
information exchanged between confederate and participant 
and at all points the cue location was randomized and non-
predictive of the target. 

Following their initial briefing participants were taken 
through an eye tracker calibration sequence in order to 
demonstrate that the eye tracker worked and was capable of 
determining where they were looking on their screen. On 
completing calibration they were presented with an 
instruction screen that reiterated instructions given during 
the briefing and reminded them that for certain blocks their 
eye tracker would be ‘linked’ to the confederate’s. In 
addition, at the beginning of each block participants viewed 
an information screen, which informed them whether the 
eye trackers were ‘linked’ or ‘not linked’, a point the 
experimenter would also verbally reiterate. 

Results & Discussion 
Mean RTs (ms) were calculated for all trials, excluding 
catch trials and any RTs less than 100ms or greater than 3 
SD from the participants’ mean RT by block, in line with 
other studies (Taylor & Therrien, 2005). In total 1.8% of 
trials were excluded. 

A two-way repeated measures ANOVA was performed 
on the mean RTs by participant. The analysis revealed a 
significant main effect of congruence, F(1, 25) = 32.69, p < 
.01, with validly cued trials (M = 466.7, SD = 80.2) slower 
than invalidly cued trials (M = 446.8, SD = 77.7) consistent 
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with an overall IOR effect. There was also a main effect of 
condition, F(1, 25) = 5.17, p < .05, with participants 
significantly slower overall on social (M = 466.9, SD = 
92.7) compared to non-social trials (M = 446.6, SD = 69.0). 
Importantly, in combination with a main effect of 
congruence there was a significant interaction effect 
between congruence and condition, F(1, 25) = 4.84, p < .05, 
with IOR magnitude on social trials (M = 26.1, SD = 20.9) 
significantly greater than on non-social trials (M = 13.7, SD 
= 24.7). 

To our knowledge, these results demonstrate for the first 
time that the manipulation of beliefs about the social context 
of non-social cues can modulate IOR magnitude. Since no 
sensory characteristics of the stimuli were changed across 
conditions, IOR differences cannot be attributed to any low 
level sensory or perceptual effects. Instead differences must 
derive from high level interpretations made by the 
participants.  

One concern is that the use of background pictures in our 
design could have led to potential confounds, with some 
pictures attracting more attention than others by increased 
visual salience or emotional arousal. There are two main 
reasons though why we believe this is unlikely to be the 
case. Firstly, the picture locations were fully randomized 
across conditions so all permutations of cue, target, and 
picture location will have been sampled at each SOA. 
Secondly, a post-hoc analysis of the three-way interaction 
between cue picture type (positive, negative or neutral), 
condition (social, non-social) and congruence (valid, 
invalid) was non-significant, F(2, 52) = 0.40, p > .05 (i.e. 
the magnitude difference seen was the same irrespective of 
the type of picture behind the presentation of the cue). This 
provides confidence that the presence of the pictures was 
not associated with the change in IOR between conditions. 

Despite these reasons, the background pictures could still 
represent a mediating factor. Since a small number of the 
pictures contain social information such as faces, these 
could have triggered the effects we found. 

Experiment 2 
We sought to replicate our first experiment without the 
presence of background pictures. In addition, we decided to 
run participants in pairs rather than with a confederate. This 
served the obvious benefit of improving the rate of data 
collection (data from two participants collected in a single 
session) but also controlled for any potential confounds 
arising from the actions of one particular confederate. 

Method 
The experimental methods were identical to experiment 1, 
except for the details listed below.  

Participants Thirty-two volunteers recruited from the UCL 
psychology participant pool volunteered to participate in 
exchange for a £5 payment. No confederate was used 
therefore they all performed the experiment in randomly 
assigned pairs (acting, as it were, as each other’s 

confederate). Following initial introductions, subsequent 
interactions between participants were minimal. Four 
participants were excluded, three for falling asleep during 
the task and one for revealing prior knowledge of the task 
purpose. A total of twenty-eight participants were analysed 
(mean age 22.8 years; 12 males; 16 females). Each session 
lasted no more than fifty minutes. 

Apparatus, Design & Procedure Set up of the 
experimental apparatus was identical for participant 1 as for 
the single participant in experiment 1. Participant 2 sat in 
the same chair originally used by the confederate however 
data was now collected using exactly the same set up as 
participant 1. A second iMac was introduced to control 
stimuli and collect RT data for participant 2.  

The design was identical to experiment 1, except the 
background pictures were not displayed. The cue and target 
stimuli appeared on white backgrounds in a 2x2 grid.  

Results & Discussion 
Following experiment 1, mean RTs (ms) were calculated for 
non-catch trials; and any RTs that were less than 100ms or 
greater than 3 standard deviations from the participants’ 
mean RT excluded. In total 1.6% of trials were excluded. 

A two-way repeated measures ANOVA was performed 
on the mean RTs by participant. The analysis revealed a 
significant main effect of congruence, F(1, 27) = 44.28, p < 
.01, with validly cued trials (M = 404.2, SD = 68.5) slower 
than invalidly cued trials (M = 386.9, SD = 67.0) consistent 
with an overall IOR effect. There was also a main effect of 
condition, F(1, 27) = 6.89, p < .05, with participants 
significantly slower overall on social (M = 403.8, SD = 
72.1) compared to non-social trials (M = 387.4, SD = 66.7). 
Crucially, experiment 2 replicated experiment 1 and showed 
a significant interaction effect between congruence and 
condition, F(1, 27) = 4.91, p < .05 with IOR magnitude on 
social trials (M = 21.6, SD = 15.9) significantly greater than 
on non-social trials (M = 13.0, SD = 18.3). 
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This replication rejects the hypothesis that the original 
result was due to an interaction from background pictures or 
the use of a confederate. We therefore conclude that 
together these results demonstrate that IOR magnitude is 
influenced by the beliefs about the social context of non-
social cue events. 

General Discussion 
The attentional focus of another person can act as strong cue 
for our own attention, as elegantly demonstrated in the gaze 
cueing literature (e.g. Friesen & Kingstone, 1998; Friesen, 
et al., 2004). Someone else’s eye and hand movements can 
even trigger our own inhibition of return mechanisms (e.g. 
Skarratt, Cole, & Kingstone, 2010; Welsh et al., 2005). But 
in all of these experimental demonstrations, the social cue is 
visibly social: a face, a hand or a head turn. And in each 
case, researchers have shown that the attentional effect of a 
social cue is roughly equivalent to a non-social cue such as 
an arrow.  

Our results make two contributions to our understanding 
of attention and social context. They suggest that social cues 
can have a stronger effect upon IOR attention mechanisms 
than non-social cues, in the right circumstances. And they 
show that these differences in IOR effects do not depend on 
a social appearance, but can rest purely on a belief about the 
social context of a cue. In this way, a red dot that looks like 
any other can have a more significant influence on low-level 
visual attention when a participant believes that it is 
connected to someone else – an intentional account of IOR. 

Such an account goes against a purely visual account of 
IOR as a socially blind, bottom-up, stimulus-driven process 
(e.g. Taylor and Therrien, 2005). It highlights the 
importance of beliefs on low-level attention mechanisms 
and builds on similar results from the gaze cuing and joint 
attention literature. For example, gaze cue effects can be 
modulated by changes in beliefs about the gazer. Dalmaso, 
Pavan, Castelli and Galfano (2012) showed that a subject’s 
belief about the relative social status of gazers modulates 
their gaze-cuing effects. Participants were presented with a 
series of faces together with fictitious resumes that 
described the person as being of either high or low status. 
Subsequently, those faces associated with a higher social 
status produced greater gaze-cuing effects in participants 
than those with a lower social status. Furthermore, related 
studies have shown that in-group membership (Pavan, 
Dalmaso, Galfano, & Castelli, 2011) and shared political 
views (Liuzza et al., 2011) can all lead to increases in cuing 
effects, hinting that some top-down, social processes have 
an effect on low-level attention.  

Teufel, Alexis, Clayton, and Davis (2010) tested this 
directly by devising an experiment that allowed 
manipulation of observers’ beliefs about the gazer while 
keeping all cue stimuli the same across all conditions. They 
presented participants with pre-recorded video sequences of 
a real-life model turning his head to the left or to the right. 
Subjects were made to believe the video was live and that 
they were engaging with a real person. In the video the 

model wore mirrored goggles so that their eyes were 
occluded. Observers were told that the model would wear 
one of two types of goggles clearly indicated by their 
colour. They were informed that one pair was transparent 
from the perspective of the model (seeing condition) and the 
other pair opaque (non-seeing condition). It was found that a 
cuing effect was only present when the observer believed 
that the model could see. They concluded that the attribution 
of a mental state was critical for reflexive gaze following. 

Building on this idea, Wiese, Wykowska, Zwickel, and 
Müller (2012) measured gaze-cuing effects while 
manipulating observers’ beliefs about the capacity of the 
gazer to hold mental states, termed taking an “intentional 
stance”. In experiment 1 participants viewed gaze cues 
made by pictures of a real human face and that of a robot. In 
experiment 2 they viewed cues from the same human face 
or robot but were either informed that the robot was now 
controlled by a human being or that the human face was that 
of a realistic mannequin. They found that gaze cuing effects 
were only present for gaze cues originating from stimuli 
where an intentional stance was likely, human face or robot 
face controlled by a human. When an intentional stance was 
unlikely, mannequin face or robot face, then gaze cuing 
effects were significantly reduced.  

Even when people have no information about each other’s 
attentional state, research suggests that they try to follow 
(what they imagine to be) each other’s gaze. In a series of 
studies (Richardson et al., 2012), pairs of participants were 
instructed to look at sets of pictures, some with positive 
valence and some with negative valence. Half of the time, 
they believed that they were looking at the same images, 
and half of the time that they were looking at different 
images. This social context changed randomly on a trial-by-
trial basis, and participants reported that they mostly ignored 
the information about their partner’s condition. Despite this 
reported behavior, however, simply knowing that another 
person was attending to the same stimuli—even though they 
could not see each other or have any verbal interaction—
shifted participants’ attention. When participants believed 
that they were looking at the images together with another 
person, they tended to look towards the more negative 
images. 

In another experiment from that series (Richardson et al., 
2012), participants were told to either (a) search a set of 
pictures for an “X” or (b) memorize a set of pictures. Each 
participant was given one of these tasks and was told which 
of these tasks their partner would be doing as well. In this 
study, we again observed the powerful effects of social 
context and belief can have on lower-level behavior: 
believing their partner was experiencing the same stimuli 
but did not share the same task did not result in joint 
perception. Joint perception only occurred when participants 
believed that their partner was engaged in exactly the same 
task (Richardson et al., 2012). One explanation is that when 
the stimuli were believed to be shared, participants looked 
towards the images that they thought their partner would 
also be looking at. In other words, even with this minimal 
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social context of no interaction or visual information about 
each other, participants were seeking to coordinate their 
visual attention. 

Though many studies in visual perception take place in 
the solitary confinement of an experimental cubicle, people 
often use their perceptual faculties in a rich social 
environment, where findings may not easily generalise. 
Recent work on face perception, for example, has shown 
that people produce very different gaze patterns when 
looking at a live or pre-recorded video (Laidlaw, Foulsham, 
Kuhn & Kingstone, 2011), or whether or not they believe 
the person they are watching can look back at them (Gobel, 
Kim & Richardson, 2015). Thus, social context may shift 
and structure attentional mechanisms in ways that we do not 
fully appreciate in the laboratory. 
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Abstract 

Symbolic artifacts present a challenge to theories of 
neurocognitive processing due to their dual nature: they are 
both physical objects and vehicles of social meanings. While 
their physical properties can be read of the surface structure, 
the meaning of symbolic artifacts depends on their 
embeddedness in cultural practices. In this study, participants 
built models of LEGO bricks to illustrate their understanding 
of abstract concepts. Subsequently, they were scanned with 
fMRI while presented to photographs of their own and others’ 
models. When participants attended to the meaning of the 
models, we observed activations associated with social 
cognition and semantics. In contrast, when attending to the 
physical properties, we observed activations related to object 
recognition and manipulation. Furthermore, when contrasting 
own and others’ models, we found activations in areas 
associated with autobiographical memory and agency. Our 
findings support a view of symbolic artifacts as neuro-
cognitive trails of human social interactions. 

Keywords: symbolic artifacts; mPFC; TPJ; IFG; social 
cognition; cultural practice 

Introduction 
A central human characteristic is our profound engagement 
with material objects and technologies. Like no other 
species we actively shape, explore and exploit our material 
surroundings to construct cultural and cognitive niches 
(Clark, 2006; Laland, Odling-Smee, & Feldman, 2000). 
While our material inventions include sophisticated tools for 
instrumental and pragmatic engagement of the environment, 
another broad class, symbolic artifacts, does its work by 
virtue of meaning. Objects such as national flags, religious 
symbols, artworks, road signs, pictorial representations etc. 
are imbued with social significance as they are developed, 
negotiated and engaged in a variety of cultural practices. 
More than mere physical objects, we thus experience them 
as vehicles of social meaning: a red traffic light does not 

present any physical impediment to movement, and yet it 
(most often) stops us. This raises fundamental questions 
concerning the neuro-cognitive status of symbolic artifacts: 
which patterns of functional activations are related to the 
perception of social meaning in objects? 

Previous brain-imaging studies have focused on the 
distinction between social versus non-social, or animate 
versus inanimate stimuli, and report dissociable networks of 
brain areas in reaction to these categories (Caramazza & 
Shelton, 1998; Gobbini et al., 2011; Naselaris, Stansbury, & 
Gallant, 2012). For instance the dorso-medial prefrontal 
cortex has been suggested to activate only when participants 
make judgments about other people and not objects 
(Mitchell, Heatherton, & Macrae, 2002; Mitchell, Neil 
Macrae, & Banaji, 2005). The assumption behind these 
studies is that stimuli come in ontologically pre-defined 
categories - for instance all objects are considered non-
social, while people are social - and patterns of functional 
brain activations are interpreted according to these specific 
categories. 

However, as previously argued, symbolic artifacts 
constitute a challenge to this literature due to their double 
nature: they are simultaneously physical entities and 
vehicles of non-tangible cultural meanings (Clark, 2006; 
Hutchins, 2005), and this implies that they might give rise to 
distinctive patterns of functional brain activations according 
to how they are approached. Additionally, while their 
physical nature is easily appreciable, their social meaning is 
often not fully transparent to the casual newcomer, but 
critically depends on participation in cultural practices and 
trajectories of actual use in social interactions (Hutchins, 
2008; Tylén, Fusaroli, Bundgaard, & Østergaard, 2013).  

The complex social nature of symbolic artifacts motivates 
a different set of hypotheses concerning their neurocognitive 
bases: Functional brain activation will be modulated by i) 
the interpretive attitude by which we approach the objects 
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(as physical entities or as meaningful symbols), and ii) by 
our familiarity with the socio-cultural practices constituting 
the meaning of the objects. In other words, if socially 
symbolic dimensions are contextually actualized, we expect 
objects to evoke activity in the brain areas related to social 
cognition and semantics such as mPFC, TPJ and IFG 
(Tylén, Allen, Hunter, & Roepstorff, 2012; Tylén, 
Wallentin, & Roepstorff, 2009). Furthermore, we expect 
this activity to be modulated by participation in the social 
history of the object (Mano et al., 2011). In contrast, if the 
bare physical properties of the same artifacts are profiled, 
we expect them to activate areas related to object 
recognition and manipulation, such as ventral temporal and 
motor areas (Bar et al., 2001; Binkofski et al., 1999). To 
investigate these predictions we designed a two-part study 
in which participants were instructed to individually and 
collectively build their understanding of abstract concepts 
using LEGO blocks. On the following day participants were 
shown pictures of LEGO models built by themselves or 
others while they were scanned with fMRI. In the scanner 
they were given assignments that primed them to perceive 
the LEGO constructs either as bare physical structures or as 
vehicles of socially constituted meaning.      

Materials and Methods 
Participants 
30 participants (15 f, mean age 23.6, sd 2.6) were recruited 
among students of Aarhus University and received monetary 
compensation for their participation. All participants were 
right-handed, native speakers of Danish, with no history of 
neurological or mental problems. Informed consent was 
obtained in a manner approved by the local research ethical 
committee.   

Design and Procedure 
The experiment was carried out as a two-part study over two 
days. On the first day, participants were engaged in 
individual and collective LEGO construction activities. On 
the following day participants went through an fMRI brain 
scan in which they were subjected to photographic stimuli 
depicting the products of the preceding day’s individual and 
collective LEGO constructions.  
The LEGO construction activity The first day LEGO 
construction activity was organized as a two-condition 
within-group contrast: collective vs. individual. Participants 
were organized in mixed-gender groups of four to six. 
Group members did not know each other in advance. 
Participants of each group were organized around a table 
facing each other. Two simpler practice trials served to 
familiarize them with each other and the LEGO materials. 
After that, groups underwent an interleaved series of six 
individual and six collective LEGO construction tasks of 
each five minutes. In the construction tasks, participants 
were instructed to use LEGO blocks to illustrate their 
understanding of six abstract concepts: ‘responsibility’, 
‘collaboration’, ‘knowledge’, ‘justice’, ’safety’ and 
‘tolerance’. The concepts were selected to be challenging to 

build, yet sufficiently common in public discourse that 
participants would have an opinion about them. The LEGO 
materials were in all cases a LEGO Serious Play Starter Kit 
consisting of 214 mixed pieces (standards bricks in varying 
shapes and colors, wheels, LEGO people, etc.). In order to 
constrain variability of complexity and size of the models, 
participants were instructed to build their models within the 
limits of an A5 (5.8 x 8.3 inch) piece of cardboard.  

In individual trials, participants sat quietly and 
constructed their own models. In collective trials 
participants freely interacted to construct joint models. After 
each trial, participants were asked to briefly explain their 
model. The experiment was divided in two 3-concepts 
sessions separated by a 20 min. break. Two video cameras 
consecutively recorded the construction activities and after 
each construction trial the resulting LEGO models were 
photographically documented with a Canon digital camera.  
 
The fMRI study On the following day, participants came 
back to the lab individually for an fMRI brain scanning 
session. In the scanner, they were presented with 
photographic stimuli depicting resulting models from the 
LEGO construction activities. These belonged to four 
conditions making up a 2-by-2 factorial design with the 
factors collective/individual and own/other: 1) models that 
the participant made with her group, 2) models that the 
participant made individually, 3) models made by another 
group, and 4) models made by another individual (from 
another group). All corresponding LEGO models were 
presented twice from two different perspectives in a 
randomized order, each time accompanied by one of two 
rating tasks: a ‘meaning property’ and a ‘physical property’ 
task. The tasks were intended to modulate participants’ 
attitude to the stimuli, inspecting the models for either their 
meaning potentials, which critically depended on their 
complex social histories, or their bare physical appearance 
that did not - to the same extend – depend on memories of 
their creation.    

In the meaning related task, participants would first see a 
prompt (1.5 sec) indicating that they would be subjected to a 
meaning related task. Thereafter they would see one of the 
six target concepts (‘responsibility’, ‘safety’ etc.) written on 
the screen (2 sec) followed by an image of a LEGO models 
depicting this target concept (shown for 3 sec). Then they 
would be prompted to rate the model on a 6-point scale from 
“not well” to “very well” in response to the question “How 
well do you think this model represents the concept X?”       

In the physical property related task, participants would 
first be prompted that they would be subjected to a physical 
property task (1.5 sec). Then they would be presented with 
an image of one of the LEGO models from one of the four 
conditions (3 sec). After this they were prompted to rate the 
model on a 6 point scale from “fragile” to “robust” in 
response to the question “How fragile/robust do you find 
this model?”.  

In both types of rating tasks, participants performed their 
rating by moving a cursor to the desired place on the rating 
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scale by tapping a response box button with the right hand 
index finger and then submit the decision using the right-
hand middle finger. Participants were instructed to complete 
their rating within 5 sec after which a time-out would occur 
and the procedure would proceed to the next trial.   
 
fMRI acquisition parameters and analysis  
We used a 3T Siemens TIM Trio MRI system with a 12 
channel head coil to acquire the T2* weighted gradient 
echo, echo-planar images (EPI) with Blood Oxygenation 
Level-Dependent (BOLD) contrast using the following 
parameters: echo time (TE): 30 ms, repetition time (TR): 
3000 ms, and a flip angle of 90°. Whole-brain images were 
obtained over fifty-six sequential, interleaved 2.5 mm axial 
slices with a 3 x 3 mm resolution and a field of view of 192 
x 192 mm.  
All fMRI data analyses were conducted using SPM8 
(Statistical Parametric Mapping, Wellcome Department of 
Imaging Neuroscience, London) implemented in MATLAB 
using default settings unless otherwise specified. Images 
were spatially realigned, normalized to the MNI template 
and smoothed with an isotropic 8mm FWHM Gaussian 
kernel. Statistical analysis was conducted following a two-
level general linear model approach (Penny & Holmes, 
2007). On the first-level, single participant task-related 
BOLD responses were modeled for each subject by 
convolving condition onsets and durations with the standard 
hemodynamic response function and effects for each 
condition were estimated using a general linear model 
approach. The main contrast concerned perception of the 
LEGO models in the meaning-related versus the physical 
property-related task. Then, for the meaning related task, 
main and interaction effects of the four conditions were 
modeled. Besides the analysis included standard regressors 
for the six SPM8 motion parameters and a high-pass filter 
set to 128 s cut off. Contrast images from the first-level 
analysis went into a second-level RFX group analysis using 
the one-sample t-tests in SPM8. The significance threshold 
for all main effects was set to p < .05, FDR corrected for 
multiple comparisons, while selected interaction effects 
were explored also at uncorrected thresholds. Functional 
images were overlaid with the standard SPM8 single subject 
high resolution T1 image. 

Results  
Contrasting the ‘meaning’ > ‘physical property’ related task 
yielded patterns of activation in a bilateral network of brain 
areas comprising mainly the dorso-medial PFC, TPJ, and 
inferior frontal gyrus (see table 1A for peak voxels and stats 
and fig. 1A). The opposite contrast, ‘physical property’ > 
‘meaning’ related task, yielded activations in the right 
precentral gyrus, the fusiform gyrus bilaterally, and the 
primary occipital cortex bilaterally (table 1B and fig. 1B). 
The four factorial conditions were tested separately for the 
two tasks. 

 
 

Figure 1: graphical depiction of fMRI activation sites  
 

Table 1: coordinates and anatomical regions 
 
A  Meaning > Physical 
Anatomical site Left hemisphere Right hemisphere 

 Z-score MNI coordinates 
    x        y        z 

Z-score MNI coordinates 
   x         y         z 

Dorsal mPFC 8.04 -14 48 44 7.47 10 48 42 
TPJ 7.58 -46 -60 28 6.18 50 -68 36 
IFG 5.95 -52 28 -8 7.52 52 30 -12 
Postcentral gyrus 6.05 -34 -24 48 - - - - 
Temporal pole - - - - 4.32 42 5 -44 

B  Physical > Meaning 
Precentral gyrus - - - - 7.94 52 -14 58 
Fusiform gyrus 6.39 -24 -54 -14 6.67 28 -56 -12 
Paracentral lobule - - - - 4.40 2 -32 56 
Primary occipital 4.91 -14 -88 -10 3.79 18 -86 -8 

C  Participation > no participation (meaning related task) 
mPFC - - - - 7.69 10 56 4 
Anterior cingulate 6.99 4 32 10 - - - - 
TPJ 6.33 -44 -58 40 - - - - 
Precuneus 6.12 -8 -56 18 - - - - 

D  Participation x collective (meaning related task), p < .001, uncorrected 

Anterior cingulate 5.53 -2 38 2 - - - - 
IFG - - - - 4.73 50 12 8 
Insula 4.54 -35 12 -8 - - - - 

For the meaning related task, the contrast ‘participation’ > 
‘no participation’ activated the right medial prefrontal and 
anterior cingulate cortex, left TPJ and precuneus (see table 
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1C and fig. 1C). The opposite contrast, ‘no participation > 
participation’ and both main effects of collective/individual 
did not yield above threshold results, however the 
interaction ‘participation’ > ‘no participation’ * ‘collective’ 
> ‘individual’ activated a network comprising left anterior 
cingulate cortex, right inferior frontal gyrus and L insula 
(see table 1D and fig. 1D). No other contrasts were found to 
be significant. 

Discussion 
We found differential patterns of brain activation when 
participants were primed to perceive LEGO models as 
physical constructs (rating their fragility) and when they 
approached them as vehicles of socially constituted 
meaning. Rating the relative fragility of a model calls 
attention to the physical surface properties of the structure 
and might imply imagining to haptically manipulate it in 
order to make judgments. This activity was found to activate 
the fusiform gyrus bilaterally and areas of right pre-central 
gyrus were activated. Both sites have previously been found 
related to perception of physical objects (Shmuelof & 
Zohary, 2005). While the fusiform gyrus is mostly 
associated with object recognition and categorization (Bar et 
al., 2001; Chao, Haxby, & Martin, 1999; Gauthier, Tarr, 
Anderson, Skudlarski, & Gore, 1999; Grill-Spector, 2003), 
motor areas seem particularly sensitive to mental object 
manipulation (Vanrie, Beatse, Wagemans, Sunaert, & Van 
Hecke, 2002).  

In contrast, rating the expressive qualities of the models 
requires participants to pay special attention to the meaning 
potentials of the models, which might imply 1) recalling the 
particular social practices in which these meanings evolved, 
and 2) reading the models as communicative symbols (not 
unlike gestures, figurative signs or even words). This task 
was found to activate a bilateral network of areas 
comprising dorso-medial prefrontal cortex, TPJ and IFG 
was activated. The mPFC and TPJ are consistently found in 
studies of social cognition and interaction, and generally 
associated with mentalizing, agency, and ascription of 
intentionality (Amodio & Frith, 2006; Frith & Frith, 2006; 
Iacoboni et al., 2004; Van Overwalle, 2009). Interestingly, 
previous studies have claimed this area to only activate 
when participants made judgments about other people and 
not objects (Mitchell et al., 2002; Mitchell et al., 2005). We 
suggest that the activation of mPFC and TPJ reflects how 
meaning related rating task actualizes the particular social 
history constituting the meaning dimension of the stimulus 
LEGO models (Mano et al., 2011; Schaefer & Rotte, 2010). 
We also found activations of the IFG bilaterally. IFG, 
particularly in the left hemisphere, is traditionally 
considered a “language area” and consistently shows up in 
studies on verbal semantics (A. J. Newman, Pancheva, 
Ozawa, Neville, & Ullman, 2001; S. D. Newman, Just, 
Keller, Roth, & Carpenter, 2003; Rodd, Davis, & Johnsrude, 
2005). However, recent studies suggest generalizing the 
function of these areas to semantic aspects of other 
modalities of communication and expressivity as well. For 

instance, the IFG has been found in studies of hand gestures 
(Dick, Goldin-Meadow, Hasson, Skipper, & Small, 2009; 
Xu, Gannon, Emmorey, Smith, & Braun, 2009), facial 
expressions (Jabbi & Keysers, 2008), music (Vuust et al., 
2005), as well as studies on symbolic objects (Tylén et al., 
2009). It is often noticed that in case of non-verbal (or 
complex verbal) stimuli, bilateral activation patterns are 
more prevalent, suggesting higher processing demands due 
to differential levels of complexity, conventionalization or 
expertise (Tylén et al., 2009; Vuust et al., 2005; Yang, 
Edens, Simpson, & Krawczyk, 2009). We suggest that the 
activation of IFG in this experiment is related to the way 
participants explore the LEGO models as communicative 
signs not unlike verbal or gestural signals (Tylén, Bjørndahl, 
& Weed, 2011).  

Within the meaning-related condition, we found a strong 
main effect of participation - that is - watching models that 
the participant had constructed herself individually or with 
her group in contrast to models built by other 
individuals/groups. Making assessments of your own 
(known), collective and individual models could be 
expected to depend more on episodic memory traces: the 
participant’s judgments of the meaning related properties of 
the models rely in part on personal recollections of the 
preceding building activities and discussions and perhaps to 
a lesser extent on semantic memory and processing. 
Accordingly, this contrast yielded activation in social 
cognition areas such as mPFC, anterior cingulate and left 
TPJ. This seems to replicate findings from previous studies 
investigating the contrast between self-generated and other 
generated texts (Mano et al., 2011). Interestingly, we do not 
find the meaning-related pattern of IFG activation in this 
contrast, which suggests that IFG is involved in more 
general explorations of meaning across own and others’ 
models. However, we observed additional activations of left 
precuneus, an area consistently found in studies of 
autobiographical memory and experience of agency 
(Cavanna, 2006; Maddock, Garrett, & Buonocore, 2001).  

   Lastly, we found an interaction effect between our main 
factors: When participants made assessments of their own 
models from the collective condition (in contrast to 
other’s/individual), we found activation in the anterior 
cingulate, the right IFG and the left insula. The insula is 
interesting in this respect as it is often associated with social 
emotions (Phan, Wager, Taylor, & Liberzon, 2002) and 
empathy (Singer, 2006; Singer & Lamm, 2009). 
Furthermore, it has been suggested that the insula forms a 
network with the anterior cingulate cortex sensitive to the 
saliency of stimuli and events (Menon & Uddin, 2010). It 
seems likely that the more arousing character of collective 
building activities (in contrast to individual building 
activities) make these models more salient to the participant 
and thus evoke stronger insula and anterior cingulate 
activations. 
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Conclusions 
In this study we investigated the neurocognitive status of 

symbolic artifacts. Together our findings support the idea 
that symbolic artifacts are simultaneously physical objects 
and vehicles for non-tangible social meanings. Very 
different neurocognitive processes are involved in attending 
to physical features and social meanings, and in the latter 
case they are modulated by a history of social engagement 
of the object. Symbolic artifacts can thus be conceived as 
material and neuro-cognitive trails of social interactions and 
cultural meanings.  
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Abstract 

Cognitive scientists of religion argue that religious ideas are 
widespread because they are minimally counterintuitive.  
Traditional lab studies have found support for a better 
memory for minimally counterintuitive concepts.  This paper 
presents an in-depth case study of the spread of a 
counterintuitive religious idea in the real world.  It finds that 
counterintuitiveness alone is not sufficient to guarantee 
persistence of a religious belief.  Novel religious beliefs have 
to be painstakingly woven into the cultural fabric of a group’s 
shared social identity to ensure its survival. 

Keywords: memory for counterintuitive concepts, cognitive 
anthropology of new religious movements,  

Introduction 
According to a 2012 Pew Survey, 77% of South Asian 

Muslims believe in jinns (genies), 35% believe in witchcraft 
and 55% consult spiritual healers while 26% use talisman 
prescribe by such healers to cure or ward off different 
diseases or evil spirits (PewGlobal, 2012).  Another Pew 
Survey found that 29% Americans have felt that they were 
in touch with a dead person while 18% believe that they 
have seen a ghost (PewForum, 2012).  Why do people hold 
such counterintuitive religious beliefs? Cognitive scientists 
of religion argue that to explain spread of cultural ideas, we 
need to focus on transmission advantages that these ideas 
have over other types of ideas (Whitehouse & McCauley, 
2005).  Boyer (Boyer, 1994, 2001) hypothesized that ideas 
that are minimally counterintuitive i.e., concepts that violate 
only a small number of intuitive expectations (e.g., talking 
tree) for some people are remembered better than intuitive 
concepts (such as a green tree) and maximally 
counterintuitive concepts (such as a glowing tree that talks 
and disappears on Fridays) by those individuals.  A number 
of in-lab studies using, mostly artificially designed short 
stories (such as the story of an alien visiting an alien 
museum), have found that people better remember 
minimally counterintuitive ideas (J. Barrett & Nyhof, 2001; 
Boyer & Ramble, 2001; Gonce, Upal, Slone, & Tweney, 
2006; Upal, 2005; Upal, Gonce, Tweney, & Slone, 2007). 
On the basis of such evidence, cognitive scientists of 
religion have argued that counterintuitiveness can explain 
the spread of religious ideas (Whitehouse & McCauley, 
2005).  Some cultural anthropologists (Bloch, 2005) 
studying religious beliefs of real world groups have argued 
that counterintuitiveness, and the memorability advantages 
it confers, cannot fully explain differences in spread of 
religious ideas and that other contextual factors are needed 
to explain the spread of religious beliefs around the world.  

To date, there has been little work done to investigate the 
key contextual factors and their interactions with 
counterintuitivenes. This paper reports on a detailed case 
study carried out to investigate the spread of a 
counterintuitive religious idea in the real world to identify 
socio-cognitive variables and processes involved. 

Context & Counterintuitiveness 
Traditionally, some cognitive scientists of religion have 

argued that content of a concept alone determines whether a 
concept is counterintuitive and therefore memorable and 
that contextual factors can be ignored.  The idea being that 
this would allow the new cognitive approach to explain the 
success of religious concepts in a group regardless of the 
particular historical or social forces acting on that group.  
Thus speaking about “schemas and scripts” that are 
“culturally variable,” Barrett and Nyhoff (2001) argued that 
they “will not provide an explanation for cross-culturally 
prevalent classes of concepts.”  This conventional content-
based view (J. Barrett & Nyhof, 2001; J. L. Barrett, 2008) 
downplays the role played by context and assumes that for 
concepts relevant to cognitive science of religion, 
conceptual processing is invariant to different contextual 
conditions.  The context-based view (Upal, 2005, 2007a, 
2007b, 2009, 2011a, 2011b), on the other hand, argues that 
a concept can only be counterintuitive in a specific context 
for a specific individual at a specific time.  Upal defined the 
context for an individual as contents of the relevant parts of 
the semantic memory of the individual processing the 
concept, individual’s motivation for processing the concept, 
and resources (e.g., time, brain capacity) available to the 
individual when processing the concept. 

 Upal (2010; 2011) also argued that in order to explain the 
success of a concept in a group, we need to look at group 
contextual factors.  These include the shared mental 
representations of the group relevant to the concept.  Upal 
also defined socially counterintuitive ideas as those ideas 
that violate shared mental representations of a group and 
argued that ideas that are socially counterintuitive for a 
group should have transmission advantages in that group.  
Thus the notion of “a plane flying people through the air” 
may have been socially counterintuitive for Melanesian 
tribes in the early twentieth century.  Attempts at making 
sense of such counterintuitive ideas may have played a part 
in the formation of cargo cult ideologies in Melanesia 
(Whitehouse, 1995).  To date, little work has been done to 
understand how socially counterintuitive concepts interact 
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with other socio-cognitive factors in the real world.  
Understanding these interactions is crucial if we want to 
understand how religious ideas spread in the real world. 

Case Study of the Real World Spread of A 
Counterintuitive Religious Idea 

In order to understand the relative contributions of various 
sociocognitive factors to the spread of counterintuitive 
ideas, it would be nice if we had multiple versions of a 
counterintuitive idea that were planted in different groups 
with slightly different socio-cognitive characteristics with 
the idea spreading in some groups but not others.  Off 
course, finding such instances in the real world is extremely 
difficult.  For the case study reported here, we selected two 
different versions of an idea that was socially 
counterintuitive for nineteenth century South Asian 
Muslims.  A century and half later, one of these versions is 
deeply lodged in the minds of a large number of South 
Asian Muslims while the other version is barely 
remembered by a few.  We will carefully examine the two 
versions of the idea and the sociocognitive characteristics of 
their target population to identify factors that led to 
differences in their spread. 

A Socially Counterintuitive Idea for 19th 
Century South Asian Muslims 

The nineteenth century South Asian Muslims, similar to 
Muslims elsewhere in the world (then and now), did not 
believe in Jesus’s crucifixion.  Instead they believed that 
Jesus had been saved the disgrace of death-by-hanging by a 
last minute intervention by God.  God raised Jesus to the 
heavens and made someone else look like him.  Romans 
then hanged the lookalike taking him for real Jesus.  The 
real Jesus sits on the right hand of God awaiting his return at 
the end of times as a Muslim (Reynolds, 2009).  Thus 
Indian Muslims found the claims that Jesus had died a 
natural death and was not sitting on God’s right hand to be 
counterintuitive and surprising.  Such claims were made 
roughly around 1890 by two Indian Muslims Sir Syed 
Ahmad Khan (1817-1898) and Mirza Ghulam Ahmad 
(1835-1908). 

Sir Syed Ahmad Khan 
Syed Ahmad Khan (Metcalfe, 1982) was born into a 

Mughal family in Delhi, the seat of the Mughal empire that 
had ruled India since the sixteenth century.  At a young age 
of twenty five, he was awarded the highly sought after 
nobility titles of Javad-ud Daulah and Arif-Jang by the last 
Mughal King Bahadur Shah Zafar.  Recognizing the 
growing power of the British East India Company, he joined 
the company as a jurist and played a significant role in 
fighting the Indian Rebellion of 1857.  The British 
government recognized his services by awarding him the 
Order of the Star of India in 1868, and Knighthood in 1888.  
He was also awarded an honorary doctorate by Edinburgh 
University in 1890. 

Sir Syed Ahmad Khan felt that the main reason for the 
dominance of Western nations during the nineteenth century 
was rational thinking and resulting scientific and 
technological advances.  Khan became an advocate for 
incorporation of Western values of rationality and education 
into Indian Muslim thought.  He criticized traditional 
Muslim ulema for preaching Muslims against the adoption 
of Western values and education.  He raised funds to open 
school and colleges for Muslims throughout India where 
they would be taught traditional Islamic subjects as well as 
Western subjects of philosophy and science.  Khan opened 
the Mohamadan Anglo-Indian College in Aligarth in 1870 
and dreamed of making it the Oxford University of India. 

Khan also argued for reforming Islam to free it of 
irrational beliefs and practices such as the belief in 
supernatural miracles by arguing that God does not violate 
his own laws of nature.  In particular he argued that Jesus’ 
physical ascension to heaven violated God’s own law that 
human beings are not raised to heaven alive.  Thus he 
argued that the belief in Jesus’s physical ascension was not 
rational.  He said: 

The Quran makes mention of Jesus’ death in 
four places… Firstly in Sura Aal Imran, 
secondly in Sura Ma’ida, … thirdly in Sura 
Maryam… fourthly in Sura Nisa’. Jesus was 
not killed by the Jews, either by stoning or 
by crucifixion, but he died his natural death, 
and God raised him in rank and status… 
From the first three verses it is clear that 
Jesus died a natural death.”  

            (Khan 1880; p. 48) 
 
Khan was very well known in his day and he was 

successful in improving the relationship between Indian 
Muslims and the British government.  His educational 
achievements are remembered by Muslims throughout 
South Asia.  The MAO college founded by him in Aligarh 
grew into a thriving world class Aligarh University.  
However, other than a few scholars and historians, almost 
no one knows that he argued against Jesus’s physical 
ascension and that he claimed that Jesus had died a natural 
death here on earth. 

Mirza Ghulam Ahmad 
Similar to Sir Syed Ahmad Khan, Mirza Ghulam Ahmad 

was the son of a Mughal noble but of a much lesser rank 
(Friedman, 1992; Lavan, 1974).  Ahmad’s family lived far 
from the center of Mughal power in a small village of 
Qadian in Punjab (Dard, 1948).  To make matters worse, the 
family lost much of its feudal lands during the Sikh rule.  
While the East India Company’s defeat of the Sikhs in 1853 
was seen as a positive sign by Ahmad and his family, the 
growing activities of Christian missionaries were considered 
an unwelcome assault against Islam by Ahmad, his family, 
and indeed most Punjabi Muslims.  Ahmad never went to 
school and was home schooled in Islamic arts of Quran, 
Hadith, and Fiqah.  Besides a brief stunt as a clerk, he never 
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held a job and spent most of his life sequestered in the 
village mosque dependent on the charity of his older brother 
and friends.  

Unlike Khan, Ahmad argued that the reason for Muslim 
decline was that they had moved away from Islam and that 
in order to restore their lost glory, they needed to go back to 
following Islam more faithfully.  Ahmad was concerned 
with increasing number of Punjabi Muslim peasants who 
were converting to Christianity.  Ahmad argued that 
Christian missionaries were tricking simple Punjabi 
Muslims by reminding them that according to their own 
Islamic beliefs, Jesus was alive in the heavens above and 
Muhammad was buried six feet underground, thus proving 
Jesus’s superiority over Muhammad.  He said that the only 
way to blunt this argument was to change Muslims beliefs 
regarding Jesus to convince them that Jesus was also dead 
and buried.  Unlike Khan, who made Western notion of 
rationality as the reason for the change, Ahmad argued that 
Jesus had to die to restore Islam’s superiority over 
Christianity.  Ahmad said: 

To believe that Jesus is alive, is highly 
insulting and derogatory to the Holy 
Prophet. I cannot stand this sacrilege even 
for a moment. Everyone knows that the 
Holy Prophet passed away at the age of 
sixty-three and lies buried in his tomb at 
Medina, which millions of pilgrims visit 
every year. If it is disrespectful to believe 
in the death of Jesus or even to think of it, 
then I ask how can you permit this 
insolence and disrespect with regard to the 
Holy Prophet?  Indeed, you so brazenly 
announce his demine.  Your ceremonial 
singers recount the events preceding the 
demine of the Holy Prophet, and you 
readily admit even to the non-believers 
that he did die.  But I wonder what hits 
you so hard at the mere mention of the 
death of Jesus that it fills you with 
uncontrollable rage.  I would not have 
been so hurt if you had also shed tears at 
the death of the Holy Prophet.  But it is 
such as pity that you gladly accept the 
death of him who was the Seal of the 
prophets and the lord and master of us all, 
but consider Jesus to be alive who 
pronounced himself unworthy even to 
loosen the shoe-laces of the Holy 
Prophet?  In fact, it would be of little 
wonder if the Holy Prophet, peace be 
upon him, were still alive, as it was he 
who brought the Supreme Guidance, the 
equal of which is not to be found in the 
world. He demonstrated in his person all 
the possible spiritual excellences, the 
equal and like of which cannot been 
witnessed even if we trace history back to 

Adam. The truth of the matter is that the 
Muslims, as indeed the entire world, 
needed the Holy Prophet, peace be upon 
him, alive far more than it did Jesus… 
how can one claim to love and be a 
follower of the Holy Prophet if he accepts 
a superior status for Jesus by pronouncing 
him alive and the Holy Prophet dead?  

 (Ahmad, 1905) (p. 16-17) 
 
Furthermore, Ahmad argued that Muslims in Islam’s 

golden period had believed in Jesus’s death.  Afterwards, as 
Christian ideas slowly crept into Islam God withdrew his 
favors.  Note that this process of a heavenly message being 
slowly corrupted is precisely the same process through 
which Muslims believe that Jesus and Moses’ teachings had 
been corrupted by the Christians and Jews over time. 
Ahmed merely extended the same process to the Islamic 
belief regarding Jesus.  Ahmad argued that going back to 
our original beliefs would result in restoration of the past 
glory.  Social psychologists have found that this arcing 
pattern of narrative to be highly successful in causing social 
change especially among high ingroup identifiers who are 
usually resistant to all messages of social change. 

To really blunt the evangelical argument who pointed to 
Muhammad’s tomb as a proof of his lower status, Ahmed 
wanted a physical symbol of Jesus’ death, preferably a 
tomb. It appears that he turned to Christian sources 
regarding Jesus which mention a grave in the holy land 
where Jesus laid for three days before he was raised. Even 
though the exact location of the tomb was unclear to him, 
Ahmed used the existence of Jesus’ grave in the holy land as 
evidence supporting his conviction that Jesus had died a 
natural death in his arguments with Christians. Writing to 
respond to Siraj-ud-Din, the Christian, he wrote, “Off course 
it is true that Jesus died in Galilee but it is not true that his 
body was resurrected” (Ahmad, 1891). He later wrote to a 
Syrian acquaintance inquiring about the exact co-ordinates 
of the tomb. When told that it was nearby, he assumed that 
it was in Syria. He wrote, “the funny thing is that there is a 
tomb of Jesus in the country of Syria. For further clarity 
regarding this matter I quote the witness of brother Syed 
Muhammad Al-saeedi Tarablassi who lives in Tarablas, 
Syria... If you were to argue that the tomb is fake then you 
would have to prove your argument. You would also have 
to show when the fakery were invented? If Jesus’ tomb is 
proved fake we would also become suspicious about the 
tombs of other prophets and lose our belief in their 
authenticity. We would have to admit that perhaps those 
tombs are also fake3” (Ahmad, 1894). 

To demonstrate his credibility to those Muslims who 
doubted his intentions, Ahmad had to emphasize his love for 
Muhammad and the strength of his belief in Muhammad’s 
superiority over all other prophets.  Part of this strategy 
implied that when Muslims perceived a slight against the 
Holy Prophet by non-Muslims, Ahmad and his successors 
had to take the lead in expressing their disgust.  Upon 
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hearing of some perceived insult against Muhammad, 
Ahmad wrote,  

The hurtful words which these opponents 
have used against the best of creation, peace 
and blessings of Allah be upon him, has 
injured my heart. I swear by God that if all 
my children, and the children of my 
children, all of my friends, and all of my 
helpers were murdered before my eyes, and 
my hands and feet were cut off, and if my 
eyes were taken out, and if I was deprived of 
all my ambitions, and were to have lost all 
my happiness and comforts, in comparison 
to all these things, that grief is far greater to 
me when such filthy attacks are made 
against the pure person of the Holy Prophet.   

    (Ahmad, 1893)(p 15) 
 
What Ahmad lacked in formal education, a well paying 

government job, or urban connections, he made up through 
his passion for defending Islam in public debates with 
Christian evangelists and Hindu revivalist preachers that 
traveled throughout rural Punjab in the nineteenth century.  
Still, even at the peak of his career, he was never as well 
known or influential as Sir Syed Ahmad Khan.  Despite 
these shortcomings, which we know have an impact on the 
extent to which the message is spread, Ahmad was far more 
successful than Khan in propagating the idea of Jesus’s 
death among South Asian Muslims.  Today Ahmad’s 
adherents number in millions and many more South Asian 
Muslims associate the idea of Jesus dying a natural death 
with Ahmad than with Khan.  Why did that happen?  What 
sociocognitive factors made Ahmad’s message more 
powerful than Khan’s message? 

Comparison of the two version of the idea 
If we compare the messages denying Jesus’s physical 
ascension to heaven composed by Ahmad and Khan, we 
notice similarities and differences between the two 
messages.  Both authors invoked traditional Islamic sources 
of authority, namely, Quran and Hadith in support of their 
claims thus arguing that it had been the original Islamic 
belief.  Both wrote books and pamphlets in Urdu, the 
language spoken by many South Asian Muslims, especially 
in North and Central India, to justify their counterintuitive 
messages.  There were, however, also significant differences 
in the way the two constructed their justifications for why 
they were making the claims that violated shared beliefs of 
so many South Asian Muslims.  Khan explained that the 
beliefs about Jesus had to be changed because they violated 
God’s natural law and that it’s illogical to believe that God 
violates his own laws.  He argued that holding such illogical 
beliefs was holding Muslims back from making scientific 
and technological gains that would propel Muslims into the 
modern age.  Ahmad, on the other hand, argued that beliefs 
about Jesus were the cause of ingroup defeat at the hands of 
evangelical Christianity and that a change in belief will 

reverse the fortunes of ingroup members at the expense of 
the outgroup.   

South Asian Muslims may have been reluctant to accept 
Khan’s message because notions of logic and rationality 
were more closely associated with the outgroup in their 
minds.  Social identity theory tells us that social groups do 
not like to compare themselves with other groups on 
dimensions on which they do not look good.  Since, they did 
not believe that they could become more logical and rational 
than the British outgroup, Khan’s message did not appeal to 
them.  Ahmad’s narrative of “Muslims lost because they 
weren’t religious enough” was also supported by most other 
Muslims thinkers and that versions came to dominate 
Muslim thinking throughout twentieth century (Lewis, 
2003).  Muslims believed that they fare well when they 
compare themselves to the British on religiosity.  Therefore, 
a message based on religiosity had more appeal for them. 

Conclusions 
Traditional cognitive science of religion accounts have 
claimed that counterintuitiveness of an idea, regardless of 
the context, can explain cultural success of religious ideas.  
These notions have found some support in in-lab studies 
using artificially designed stories.  This paper presents an 
in-depth study of the spread of a counterintuitive religious 
idea.  Detailed case studies, such as above, are crucial if we 
want to understand the spread of religious ideas in the real 
word.  It shows that in order to achieve acceptance, 
counterintutiveness of an idea has to be justified by 
invoking the shared beliefs on the group in question.  Such 
justifications must resonate with their target audience in 
order to convince them to accept the new belief.  Thus 
counterintuitvenes of an idea may be helpful in gaining 
people’s attention but it is the manner of justifying the 
counterintuitiveness that plays a crucial role in deciding 
whether the concept becomes culturally accepted or not. 
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Abstract 

Outside the cognitive psychologist’s laboratory, problem 
solving is an activity that takes place in a rich web of 
interactions involving people and artifacts. Through this 
interactivity, a reasoner’s comprehension of the problem 
emerges from a coalition of internal and external 
resources. In the experiment presented here, interactivity 
was explored under laboratory conditions. Participants 
were invited to solve an insight problem, the so-called 
17 Animals problem. The solution to this problem 
involves the spatial arrangements of sets. The problem 
masquerades as an arithmetic problem, which creates a 
difficult impasse to overcome. Problem solving took 
place in two different ecosystems: in one, participants 
were given a stylus and an electronic tablet to sketch out 
a model of the solution; in a second, participants could 
interact with artifacts that corresponded to the problem’s 
physical constituent features to build a model of the 
solution. Participants in the sketch group were never 
able to break the impasse, that is to abandon their 
interpretation of the problem as one requiring an 
arithmetic solution. Participants in the model building 
group were more likely to break the impasse and 
discover a productive action trajectory that helped them 
identify a plausible solution. Video evidence revealed 
substantial differences in the manner with which 
participants ‘thought’ about the problem as a function of 
the type of interactivity afforded by the two cognitive 
ecosystems. Insight was enacted through model building 
activity. 

 
Keywords: Problem solving, insight, distributed 
cognition, enactivism 

Introduction 
Problem solving research as traditionally conducted under 
laboratory conditions is constrained and guided by a 
number of related methodological and theoretical 
commitments. Psychologists commonly couch their 

explanation in terms of mental representation: 
“representation occurs when a problem solver builds an 
internal mental representation of a problem” (Mayer, 
1995, p. 4). Research focuses on identifying and 
measuring the processes that modify these 
representations. An influential perspective on solving so-
called insight problems is Ohlsson’s (1992) 
representational change theory (or its more generic 
activation redistribution variant formulated in Ohlsson’s 
2011 Deep learning book). Insight results from breaking 
out of an initial impasse, which in turn reflects mental 
processes—elaboration, re-encoding, constraint 
relaxation—that transform the representation into one that 
more clearly anticipates the solution. Since this is a 
mentalist story, “representational change processes do not 
correspond to any particular overt behaviors” (Ohlsson, 
2011, p. 113).  

Fleck and Weisberg (2004; 2013) elaborated a 
framework to capture the different problem solving 
strategies triggered when participants repeatedly fail to 
solve an insight problem. In the early stages, a solution 
may be proposed through analysis of the problem 
elements. However a persistent impasse necessitates the 
restructuring of the problem representation: “insight 
typically results in solution after a restructuring of the 
problem, i.e., the solver changes the initial representation 
of the problem to a new one, in an attempt to develop a 
new method of solution” (Fleck & Weisberg, 2013, p. 
436). Verbal protocols are used as the primary window 
onto the nature of that representation and the problem 
solving strategies that are driven by that representation. 
As the science of problem solving research proceeds on 
the basis of a mental representation of the world, the 
world quickly becomes secondary. Under the auspices of 
this paradigm, the physical presentation of the problem—
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its perceptual features and materiality, and the behavioral 
interactions it affords—remains a peripheral, incidental 
detail of the experimental procedure.  

In Fleck and Weisberg (2013) participants worked 
through a series of problems. Some of these problems 
were text descriptions, for example The Socks problem 
read “if you have black socks and brown socks in your 
drawer, mixed in the ratio 4:5, how many socks will you 
have to take out to be sure of having a pair of the same 
color?” (p. 446). Others were descriptions supported by a 
set of objects that could be manipulated in working 
toward a solution, for example The Triangle of Coins 
problem: 10 actual coins configure a southern-pointing 
triangle and participants read “The triangle points to the 
bottom of the page. How can you move only three coins 
and make the triangle point to the top of the page” (p. 
447). This difference in presentation does not reflect an 
explicit manipulation of the experimental procedure; in 
fact it attracts no commentary from the researchers. The 
resulting difference in problem solving activity is never 
attributed to a difference in interactivity. Fleck and 
Weisberg (2013, Table 2, p. 456) report data that indicate 
that when participants are given artifacts and can interact 
with a physical presentation of the problem, evidence of 
restructuring as reflected in the verbal protocols, is much 
more likely (67%) than when they are not (18%). The 
authors also propose two types of restructuring, 
conceptually driven and data driven. The former is guided 
by analytic mental processes, whereas the latter reflects 
engagement with the world without intentionality. 
However the two verbal protocols cited in Fleck and 
Weisberg (2013)—both from participants interacting with 
artifacts incidentally—are not sufficiently detailed to 
permit the isolation and exact segmentation of planning 
and acting, but in both cases illustrate substantial changes 
to the physical model of the problem, narrated by the 
participants (for a more detailed discussion see Vallée-
Tourangeau, 2015). Unsurprisingly data-driven 
restructuring was recorded only with problems presented 
with manipulable objects (see Table 3, p. 451). These 
differences attract no reflection or analysis from Fleck 
and Weisberg.   

Cognitive Ecosystems 
We would argue that an important, albeit implicit, reason 
for failing to comment on the role of interactivity in 
problem solving is the methodological and theoretical 
commitment to formulating an explanation in terms of 
mental processes that transform a mental representation of 
the world. Solving problems, however, outside the 
cognitive psychologist’s laboratory first involves 
changing the world. That is, problem solutions are 
reflected in changes in the world; these physical changes 
are the evidence of a solution. Problem solving in the 
world involves tools, maps, models—some ready made 
models as those used in teaching organic chemistry 

(Toon, 2011), some reflecting constructions using 
artifacts at hands, like the table top model of a city’s 
landmarks described in Noë (2012)—and unfolds within a 
set of spatio-temporal coordinates. Solving problems in 
the world primarily involves action: To solve problems is 
to act in the word.  

The aim of the present experiment was to investigate 
problem solving enacted within different cognitive 
ecosystems populated with different artifacts that cued 
and afforded different actions (Hutchins, 2010). The 
ecosystem explored in the experiment described below is 
scaled down to fit laboratory conditions, but cashes in on 
a fundamental Gibsonian insight that psychology must 
proceed from a characterization of the organism-
environment coupling (Järvilehto, 1998). From the 
perspective of material engagement theory (Malafouris, 
2013), agency and intentionality emerge from interactions 
with artifacts, and different cognitive ecosystems may 
well lead reasoners along very different problem solving 
paths. Participants were filmed as they labored a solution. 
We chose a difficult problem, a so-called insight problem, 
which would cue a misleading interpretation. The 
problem selected was 17 animals, a version of the 27 
animals problem described in Metcalfe and Wiebe (1987): 
how to arrange 17 animals in 4 pens in such a manner that 
there is an odd number of animals in each pen (a “pure” 
insight problem according to Weisberg, 1995). This 
problem masquerades as one involving an arithmetic 
solution, but can only be solved by overlapping or 
embedding some of or all of the pens.  

Two different ecosystems were created. In the first, 
participants worked on the solution with a stylus and an 
electronic tablet. Essentially a traditional pen and paper 
environment, but with the tablet we could also record the 
exact sketching and erasing sequences. In the second, a 
different group of participants worked on the solution by 
building a model with artifacts (pipe cleaning pieces) to 
construct pens within which they placed animal figurines. 
No writing instrument were provided, no sketching or 
history of prior construction could be consulted.  

In the tablet system, people can draw, write, erase 
symbolic representations such as words and numbers. The 
system favours a more abstract contemplation of the 
problem and may perpetuate the arithmetic interpretation 
of the problem. Since the range of actions is limited, the 
overlapping insight may rarely be enacted. In addition, a 
written symbol or a drawn animal enclosure on an 
electronic tablet cannot be accidentally re-shaped or 
moved through serendipitous movements. In the 3D 
system, model building involves playing with props in a 
game of make believe (cf. Toon, 2011). Without pen and 
paper, stylus and tablet, participants may be less inclined 
to simulate moves in the world, to think in abstract terms. 
Activity is focused on the building of pens from the outset 
and engagement with the materiality of the stuff—flexible 
pipe cleaning pieces of various lengths—enacts specific 
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behavior that produces certain shapes and arrangements. 
Attention is more easily deflected away from an 
arithmetic contemplation of the problem represented and 
instantiated by numbers: rather the model is a 
representative of the world (Noë, 2012) and people 
directly act in the world. In addition, inexact or hesitant 
movements coupled with the relative lack of robustness of 
the material employed can unintentionally transform the 
world into one that more directly helps the reasoner see a 
solution. Thus problem restructuring, that is the physical 
restructuring of the elements that configure the problem, 
may be more easily enacted in the model building 
condition.  

Method 

Participants 
Fifty psychology undergraduate and postgraduate students 
(44 females) received course credits for their participation 
(Mage = 24.2, SD = 8.1): Participants were randomly 
allocated to either the Tablet condition (n = 24) or the 3D 
model condition (n = 26). 

Problem Solving Task 
Participants were invited to solve the following problem 
(the 17 animals problem or 17A henceforth): How do you 
put 17 animals in four enclosures in such a manner that 
there is an odd number of animals in each of the four pens? 
On the basis of pilot work we were confident that this 
problem encouraged an arithmetic strategy, that is, that 
participants would aim to solve the problem by dividing 17 
into 4 odd-numbered groups of animals. Figure 1 
illustrates possible solutions to this problem, which must 
involve some degree of overlap between sets. 
 

Figure 1: Possible solutions to the 17A problem. 
 

All participants were first presented with a pencil and a 
blank sheet of paper and given three minutes to sketch 
possible solutions to the problem. No participant knew the 
solution to the problem or sketched overlapping pens 
during that initial period. After an interval of 
approximately 25 minutes—during which they completed 
a series of unrelated memory tasks—participants were 
allocated to either the tablet or the 3D-model condition and 
were given 10 additional minutes to solve the 17A 
problem. Participants in both conditions worked on the 
17A problem on a table (118cm X 74cm) in an observation 
laboratory fitted with an overhead camera. 

Tablet. In this condition, participants were given a 
stylus and an electronic tablet (148mm X 197mm) with 
which to sketch a solution to the 17A problem; participants 
could draw and erase their workings with the stylus. The 
participants’ sketches were saved as MP4 video clips.  

3D Model. In this condition, participants were given 
approximately 20 pieces of pipe cleaners varying in length 
(short 20cm and long 30cm pieces) and 17 zebra paper 
clips (that could also stand on four legs). Participants did 
not have a pen or piece of paper with which to sketch their 
solution; rather they had to build a model of the solution.  
 
Table 1: The four features of the numbers, animals and 
pens dimensions in the tablet and 3D-model conditions. 
Screenshots taken every 30 seconds were coded for the 
presence or absence of these features. 

Coding 
The participants’ problem solving efforts were filmed with 
an overhead camera. Screenshots from the video data were 
taken at 30-second intervals and coded along three 
dimensions to capture the focus of the problem solving 
activity: (i) numbers; (ii) animals; (iii) pens. The numbers 
dimension captured the extent to which the screenshot 
reflected the manipulation of whole numbers (as opposed 
to treating animals as individuated and countable objects); 
the animals dimension coded features of the sketch or 
models where animals were moved and treated as 
individual objects; the pens dimension coded efforts to 
draw or build pens of different size, shape, number and 
spatial arrangement. Each dimension was defined in terms 
of four features (see Table 1), the presence or absence of 
which was coded with a 1 or 0, for a maximum score of 4. 
A 10-minute session was segmented into 20 screenshots; 
the first and fourth author coded each screenshot 
independently. The correlations between  the coders’ 
average score for each participant along each of the three 
dimensions in the tablet condition ranged between .838 to 
.972; for the screenshots in the 3D model condition, these 
correlations ranged between .860 and .952. There was thus 
substantial agreement between coders; subsequent 
discussions resolved the few cases of disagreement.

Feature Definition Feature Definition

1 Number listed Separate N listed outside P 1 Distinct grouping A grouped but not in a P

2 Number individuated Separate N outside P circled, underscored 2 Marked grouping Group of distinct A marked or moved

3 Number modified N struck off or transformed through arithmetic 3 Group held in hand More than one A held in hand

4 Number change New N added 4 Group change New group of A

1 Animals in pen A  as countable objects in a P 1 Animals in pen A deliberately placed in a P

2 Animals listed A as countable objects outside a P 2 Animals listed Unrgouped or stray A outside  P 

3 Animals individuated A as objects marked or moved 3 Animals individuated Single A pointed, touched, held, or moved

4 Animals change Different number of A in P 4 Animals change Different number of A in P

1 Pens present P drawn 1 Pens present P built

2 Pens shape change P shape different 2 Pens shape change P shape different

3 Pens number Number of P different 3 Pens number Number of P different

4 Pens overlapping P overlapping 4 Pens overlapping P overlapping

NUMBERS

ANIMALS

PENS

Tablet Condition 3D Model Condition
NUMBERS

ANIMALS

PENS

Note. Under Definition, N = Numbers, A = Animals, P = Pens 
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Figure 2: Screen captures using the Procreate app of participants' sketches in the tablet condition (left panels; green background added 
for contrast); end screenshots of participants' construction in the 3D model condition (right panels). 

 
 
The agreed coding scores were then averaged across the 
first 5 minutes of the problem session and across the last 5 
minutes to capture whether the focus of the problem 
solving efforts changed over time.  

Results 
None of the participants solved the problem during the 
initial three-minute period. All participants sketched 
answers that clearly illustrated an interpretation of the 
problem as requiring an arithmetic solution. After a 25-min 
interval, participants were given an additional 10 minutes 
to solve the problem. Of the 24 participants in the tablet 
condition, none solved the problem in the 10-minute period 
(see the left half of Fig. 2 for illustrations of the 
participants’ sketching). That is, participants worked for 
the entire 10-minute period on discovering how an odd 
number could be split into 4 odd quantities.  

Of the 26 participants in the 3D model condition, three 
systematically clipped the zebras onto the pipe cleaners 
during the 10-minute problem solving period. This was 
indeed an affordance of the artifacts employed in this 
condition, but an unforeseen one when the material was 
initially piloted. In effect, by clipping the zebras onto the 
pipe cleaners, these participants could never discover the 
solution to the problem, since an animal could not be 
placed into more than one pen simultaneously. This type of 
problem solving trajectory would not have been possible 
had we chosen any other type of non-clipping figurines to 
correspond to the ‘animals’ in the problems. As a result, 
we chose to remove these three participants from all 
subsequent analyses. Of the remaining 23 participants, 6 
solved the problem outright (see Fig. 2, right panels) and 4 
offered partial solutions—that is solutions with 
overlapping sets, but ones for which a set intersection is 
taken as a separate pen, and while there is an odd number 
of animals in each resulting enclosure, this results in a five-

pen solution. Of the 13 who did not solve the problem, 3 
worked with overlapping sets but were unable to arrange 
the animals in a correct manner, and 10 built enclosures 
that never overlapped. Thus 10 participants provided full 
or partial solutions to the problem in the 3D model 
condition, compared to none in the tablet condition, a 
significant difference, χ2(1, N = 47) = 13.26, p < .001, 
Cramer’s V = .531; a more conservative test including only 
the 6 solvers who provided perfect solutions was also 
significant, χ2(1, N = 47) = 7.18, p = .007, Cramer’s V = 
.391. In both cases, the size of the effect was large. 

Focus of Problem Solving Activity 
The focus of problem solving activity was measured along 
three dimensions during the 10-minute video-recorded 
session: Numbers, animals and pens. At the end of each 
30-sec segments, a screenshot of the participants’ sketch 
(in the tablet condition) or the participants’ model (in the 
3D model condition) was coded in terms of the features of 
these three dimensions (as defined in the Method section).  

We calculated the average mean scores along each of 
the three dimensions for the first five and the last five 
minutes of the 10-minute problem-solving period; these 
are plotted in Figure 3. A few observations: In the tablet 
condition, participants were more likely to list and modify 
numbers and change the number of animals in the pens 
than to sketch different types of pens, and these tendencies 
were more pronounced in the last 5 minutes of the problem 
solving session. In fact, for participants who drew pens, 
once they were drawn, the pens were generally not altered, 
and remained an invariant presence with which various 
calculations and animal permutations were attempted. In 
the 3D model condition, participants were more likely to 
change the shape and spatial arrangement of the pens and 
work out how animals fit into those arrangements, than to 
heap animals in groupings of various sizes outside the pens 

Solvers n = 6 Partial Solvers n = 4 

Overlappers n = 3 Non-solvers n = 10 
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to determine an arithmetic solution. Unlike in the tablet 
condition, the level of focus on the animals and pens was 
high from the start, whereas the focus on manipulating 
numbers, low in the first half of the session, decreased 
further in the second half, the reverse pattern to the one 
observed in the tablet condition. A 3 (dimensions) x 2 
(time block) x 2 (groups) mixed analysis of variance 
(ANOVA) revealed that the main effect of dimension was 
significant, F(2, 82) = 13.5, p < .001, ηp

2 = .248, the main 
effect of time was significant, F(1, 41) = 15.4, p < .001, ηp

2 
= .272 but the main effect of group was not, F < 1. The 
more interesting pattern is reflected in the significant 
dimension by group interaction, F(2, 82) = 20.2, p < .001, 
ηp

2 = .330, which explained the largest amount of variance 
in the data. This confirms that while numbers was a 
relatively important dimension in the tablet condition, it 
was not in the 3D model condition, while the reverse 
pattern was observed for the pens dimension.  

Figure 3: Average mean score for each of the three coding 
dimensions for the first five and the last five minutes in the tablet 
condition (left panel) and the 3D model condition (right panel). 

Error bars are standard errors. 
 

Arithmetic Focus Index. On the basis of the scores on 
the numbers and pens dimensions, an arithmetic focus 
index was calculated, for each participant, by taking the 
sum of the scores on the numbers dimension within a time 
block and dividing it by the total of the scores on the 
numbers and pens dimensions. The closer to zero the 
resulting ratio is, the weaker the focus on numbers relative 
to pens. Figure 4 plots the arithmetic focus index in the 
first five and last five minutes in the tablet and 3D model 
condition. The large group difference is not surprising 
since participants in the 3D model condition manipulated 
the objects given to them, namely pipe cleaners and 
animals, whereas those working with the tablet had a 
medium with which to list and modify numbers. What is 
more interesting in these data is the fact that the arithmetic 
focus index increased in the second half of the problem 
solving session in the tablet condition, but decreased in 
that time period in the 3D model condition. This pattern 
suggests that the arithmetic interpretation of the problem 
exerted a stronger influence on the participants’ thinking in 
the last five minutes of the session in the tablet condition, 
whereas it exerted a weaker influence on the participants’ 
problem solving activity in the 3D model condition. A 2 
(group) by 2 (time block) mixed ANOVA confirmed these 

impressions: the main effect of group was significant, F(1, 
41) = 21.3, p < .001, ηp

2 = .342, the main effect of time 
was not significant, F < 1, but the group by time 
interaction was significant, F(1, 41) = 7.20, p = .010, ηp

2 = 
.149. 

Figure 4: Mean arithmetic focus index in the tablet and 3D 
model groups for the first and last five minutes of problem 

solving activity. Error bars are standard errors. 

Discussion 
The role of interactivity in insight problem solving was 
explored in different cognitive ecosystems. Participants 
were invited to solve the 17A problem in a tablet 
condition—functionally equivalent to pen and paper—or 
were asked to build a model of the solution by constructing 
enclosures and manipulating animal tokens, and this 
without a writing instrument with which to sketch possible 
solutions. The 17A problem is a difficult problem. Every 
participant sought an arithmetic solution during an initial 
three-minute period. Participants subsequently assigned to 
the tablet condition persevered in their effort to evince an 
arithmetic solution. The quixotic focus is impressive in 
light of the rudimentary arithmetic obstacle. Yet, the 
university students who were assigned to this condition 
were unable to explore an alternative path to solution. In 
turn, 44% of the participants constructed models that 
produced full or partial solutions involving overlapping 
sets in the 3D model condition. The focus of the problem 
solving activity differed in the two groups. Participants in 
the tablet condition worked with numbers and varied the 
number of animals in four non-overlapping and relatively 
stable pen configurations. Furthermore, a focus on 
numbers increased in the last five minutes of the problem 
solving session. Participants in the 3D model condition 
built models. From the outset they were much more 
focused on the shape and arrangement of the pens. The 
thinking environment in the 3D model condition did not 
lend itself to the manipulation and transformation of 
numbers as symbols. 

At one level of analysis, participants solved the same 
problem in both conditions. But the cognitive ecologies 
were very different. The cognitive ecosystems 
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implemented in the tablet and 3D model conditions were 
populated with different tools, arrayed in a different 
physical space, prompted and cued a different range of 
actions. Participants enacted different hunches and 
explored different paths to solution in these different 
ecologies. The problem was more easily restructured when 
participants engaged in model building activity. The 
genesis of insight can be understood as an enacted 
phenomenon produced through the interactivity that 
couples an agent to the material world: Interactivity is an 
ontological substrate (Steffensen, 2013). A mentalist 
perspective focusing on internal processes that restructure 
a mental representation does not alert researchers to the 
importance of interactivity and the materiality of the 
artifacts that populate the ecosystem. While a mentalist 
perspective may acknowledge the role of the environment 
in shaping internal representations, the associated 
ontological and methodological commitments make it 
difficult to predict how problem-solving performance may 
differ in environments that support different types of 
interactivity.  

These findings have important implications for the 
psychology of problem solving. Understanding how people 
solve problems must proceed from an appreciation of the 
dynamic coupling between a reasoner and her 
environment. Fleck and Weisberg (2013) reported but did 
not comment on the fact that, in their data, restructuring 
was more likely to occur when participants could 
manipulate the physical elements of a problem. They 
probably did not comment on this feature of their findings 
because they did not assume it would make a difference: If 
cognition only takes place in the head, it should not. But 
the problem solving data reported here clearly show that it 
makes all the difference; the resulting cognitive ecosystem 
is not a mere implementation detail. How and why people 
solve a problem reflects a contingent spatio-temporal 
trajectory (Vallée-Tourangeau & Vallée-Tourangeau, 
2014) and different ecosystems may lead to different 
trajectories: To understand how people solve problems we 
need to understand how different systems with different 
properties and affordances may lead to different problem-
solving trajectories. More qualitative analyses reflecting a 
detailed coding of actions and the resulting dynamic 
configuration of the problem presentation—with its 
shifting topography of affordances—will likely offer a 
better explanation of how, why and when someone 
achieves insight. Methodologically this program of 
research can only proceed by ensuring that interaction with 
the physical constituents of a problem presentation is made 
possible.  

Acknowledgements 
We thank Erica Mundhal for her help in developing the 
material in one of the experimental conditions as well as 

Johanne Bjørndahl, Matthew Harvey and Miroslav Sirota 
for helpful comments on a previous version of this 
manuscript.  

References 
Fleck, J. I., & Weisberg, R. W. (2004). The use of verbal 

protocols as data: An analysis f insight in the Candle 
problem. Memory and Cognition, 32, 990-1006. 

Fleck, J. I., & Weisberg, R. W. (2013). Insight versus 
analysis: Evidence for diverse methods in problem 
solving. Journal of Cognitive Psychology, 25, 436-463. 

Hutchins, E. (2010). Cognitive ecology. Topics in 
Cognitive Science, 2, 705-715. 

Järvilehto, T. (1998). The theory of the organism-
environment system: I. Description of the theory. 
Integrative Physiological and Behavioral Science, 33, 
321-334. 

Malafouris, L. (2013). How things shape the mind: A 
theory of material engagement. London: MIT Press.  

Mayer, R. E. (1995). The search for insight: Grappling 
with Gestalt psychology’s unanswered questions. 
Insight and problem solving. In R. J. Sternberg and J. 
E. Davidson (Eds.), The nature of insight (pp. 3-32). 
Cambridge MA: MIT Press. 

Metcalfe, J., & Wiebe, D. (1987). Intuition in insight and 
noninsight problem solving. Memory & Cognition, 15, 
238-246. 

Noë, A. (2012). Varieties of presence. Cambridge, MA: 
Harvard University Press.  

Ohlsson, S. (1992). Information-processing explanations of 
insight and related phenomena. In M. T. Keane & K. J. 
Gilhooly (Eds.), Advances in the psychology of thinking 
(pp. 1- 44). Hemel Hempstead, UK: Harvester 
Wheatsheaf. 

Ohlsson, S. (2011).  Deep learning: How the mind 
overrides experience. New York: Cambridge 
University Press. 

Steffensen, S. V. (2013). Human interactivity: Problem-
solving, solution probing and verbal patterns in the 
wild. In S. J. Cowley, & F. Vallée-Tourangeau (Eds.), 
Cognition beyond the brain: Computation, interactivity 
and human artifice (pp. 195-221). London: Springer-
Verlag. 

Toon, A. (2011). Playing with molecules. Studies in 
History and Philosophy of Science, 42, 580-589. 

Vallée-Tourangeau, F. (2015). Insight, interactivity and 
materiality. Manuscript under review. 

Vallée-Tourangeau, G., & Vallée-Tourangeau, F. (2014). 
The spatio-temporal dynamics of systemic thinking. 
Cybernetics and Human Knowing, 21, 113-127. 

Weisberg, R. W. (1995). Prolegomena to theories of 
insight in problem solving: A taxonomy of problems. 
In R. J. Sternberg  & J. E. Davidson (Eds.), The Nature 
of Insight (pp. 157-196). Cambridge MA: MIT Press. 

 

2462



Predicting Lexical Norms Using a Word Association Corpus 
 

Hendrik Vankrunkelsven (hendrik.vankrunkelsven@student.kuleuven.be) 

Steven Verheyen (steven.verheyen@ppw.kuleuven.be) 

Simon De Deyne (simon.dedeyne@ppw.kuleuven.be) 

Gert Storms (gert.storms@ppw.kuleuven.be) 
Faculty of Psychology and Educational Sciences, University of Leuven 

Tiensestraat 102, B-3000 Leuven, Belgium 

 

 

Abstract 

Obtaining norm scores for subjective properties of words can 
be quite cumbersome as it requires a considerable investment 
proportional to the size of the word set. We present a method 
to predict norm scores for large word sets from a word 
association corpus. We use similarities between word pairs, 
derived from this corpus, to construct a semantic space. 
Starting from norm scores for a subset of the words, we 
retrieve the direction in the space that optimally reflects the 
norm data associated with the words. This direction is used to 
orthogonally project all the other words in the semantic space 
on, providing predictions of the words on the variable of 
interest. In this study, we predict valence, arousal, dominance, 
age of acquisition, and concreteness and show that the 
predictions correlate strongly with the judgments of human 
raters. Furthermore, we show that our predictions are superior 
to those derived using other methods. 

Keywords: Similarity; MDS; Valence; Arousal; Dominance; 
Age of acquisition; Concreteness 

Introduction 

Lexical norm data are often asked for in psychological and 

linguistic research. Word properties like valence, arousal, 

dominance, concreteness, and age of acquisition (AoA), can 

guide the selection of experimental materials for 

manipulation or control of these crucial dimensions. 

Research on priming, lexical decision, and L2 learning, for 

example, often depend on the incorporation of these 

variables, and others (e.g., De Groot & Keijzer, 2000; 

Hinojosa, Carretié, Méndez-Bértolo, Míguez, & Pozo, 

2009). Analysis of emotions also requires these norms in 

certain lines of research (e.g., Fossati et al., 2003). 

Obtaining norm data can be quite a challenge as they 

generally require multiple human judgments for each of the 

words in what are generally large sets of words. In practice, 

this leads to a considerable investment of both the 

researcher’s and participants’ time. The investment can be 

alleviated, however, if reliable estimates of the ratings can 

be obtained through different means. In this paper, we 

propose and test a method for arriving at reliable proxies for 

a number of basic semantic dimensions on the basis of 

relatively small sets of words. Before describing the method 

in more detail, we briefly discuss the semantic dimensions 

we consider in our test of the approach. 

Semantic dimensions  

Arguably the three most important affective ratings are 

valence, dominance, and arousal, each of which is strongly 

rooted in semantic space (Osgood, Suci, & Tannenbaum, 

1957). Valence, that is, the evaluation of pleasantness, is the 

affective variable most firmly present in semantic space 

(Osgood et al., 1957). Dominance, also labeled as potency, 

power, or control, is the second one. Arousal, an activity 

determinant, is the third. In three different analyses, using 

factor analysis, Osgood et. al. found that valence, 

dominance, and arousal explained a considerable proportion 

of the total variance of semantic meaning (valence 16% to 

34%, dominance 7% to 8%, and arousal 5% to 6%). 

Moreover, this finding has been shown to hold for semantic 

spaces across cultures (Osgood, 1975). 

Apart from the affective dimensions, we consider two 

other variables that have been shown to affect word 

processing and semantics: concreteness and age of 

acquisition (AoA). These variables are arguably the most 

essential non-affective variables based on subjective ratings 

(Brysbaert, Stevens, De Deyne, Voorspoels, & Storms, 

2014). Concreteness refers to how well a word can be 

experienced by the senses. Easy perceivable words will lean 

towards the concrete pole of this dimension and 

unperceivable words will result in a rating towards the 

abstract pole. Furthermore, concreteness has been shown to 

be influential in memory and word processing, resulting in 

the adoption of concreteness in Paivio’s dual-coding theory 

(Paivio, 1971, 2013) and the semantic theory of Vigliocco, 

Vinson, Lewis, and Garrett (2004). 

AoA refers to the age at which a word is acquired during 

the language acquisition process. AoA has been shown to be 

an important variable in the organization of the mental 

lexicon, explaining about 5% of the variance in lexical 

decision times when other confounding variables such as 

word frequency are partialled out (Kuperman, Stadthagen-

Gonzalez, & Brysbaert, 2012). 

Extrapolating ratings for semantic dimensions 

In light of the considerable investments required to arrive at 

ratings for a semantic dimension, researchers have recently 

attempted to predict lexical norm data from text corpora 

(Bestgen & Vincze, 2012; Recchia & Louwerse, 2014). In 

these studies, the co-occurrence of word pairs forms the 

basis from which the predictions are derived. Bestgen and 

2463



Vincze used the Touchstone Applied Science Associates 

(TASA) corpus, which consists of high-school text on a 

variety of academic topics. Recchia and Louwerse made use 

of the Google Web 1 T 5-gram corpus consisting of text 

from publicly accessible Web pages. These techniques 

typically yield promising correlations with subjective 

ratings, yet there is still room for improvement. For valence, 

for example, Bestgen and Vincze report a correlation of .71 

and Recchia and Louwerse report one of .82. In this article, 

we present a similar method to extrapolate lexical norm data 

from a smaller set of subjective ratings making use of a 

large word association corpus instead of co-occurrence data. 

Our method works as follows. First, a semantic space 

containing the words of interest is constructed using 

multidimensional scaling (MDS) with pairwise similarities 

between these words as input. The word similarities are not 

obtained from text corpora, but from a large-scale word 

association corpus. When a set of words with known values 

for a variable is included in the semantic space, it is possible 

to identify a direction in the semantic space that reflects this 

variable. This is done by property fitting (PROFIT) that is, 

regressing the norm scores on the coordinates of the 

corresponding words in the semantic space, allowing one to 

retrieve the direction in the geometric space that optimally 

matches the norm (Kruskal & Wish, 1978). This direction 

essentially is a line in the semantic space and can be used to 

project the rest of the words of interest on, providing an 

estimate for this variable for each of the words in the space. 

In this paper we test the quality of the described method 

by comparing predicted norm scores with human data from 

two large norm datasets. Furthermore, to evaluate the 

robustness and cost-effectivity of the method, we vary the 

size of the observed word samples on the basis of which the 

norm scores are predicted for the remaining words. In the 

next section, we provide more detail on the sources of data. 

Method 

Lexical Norms 

Norms for valence, arousal, dominance, and age of 

acquisition for Dutch words were obtained from data 

gathered by Moors et al. (2013). This dataset contains norms 

for 4,300 Dutch words that were collected from 224 

university students, using a 7-point Likert scale. Each 

participant rated the entire set of words for one variable 

resulting in a total of 32 raters per word for AoA and 64 

raters per word for the other variables. 

Norms for concreteness were taken from Brysbaert et. al. 

(2014). This dataset has norm scores for approximately 

30,000 Dutch words. Seventy-five university students rated 

one of five lists of 6,000 words, so every word was rated 15 

times. 

The reliability of the ratings of these variables was 

evaluated by applying the Spearman–Brown formula to the 

split-half correlations. All reliability indices were calculated 

on 10,000 different randomizations of the participants and 

the means of the different outcomes of these randomizations 

are the reliability coefficients we report here. The reliability 

coefficients for valence, arousal, dominance, and age of 

acquisition, from Moors et. al. (2013), are .99, .97, .96, and 

.97, respectively. The reliability coefficients of the 

concreteness ratings of Brysbaert et. al. (2014) for the five 

lists of 6,000 different words ranged from .91 to .93. 

Word Similarities 

Similarities between word pairs were obtained using the 

word association corpus reported in De Deyne, Navarro, and 

Storms (2013). 

The collection of word associations started in 2003 and 

the most extensive version of the dataset is described in De 

Deyne et al. (2013). We used associations for a set of 

12,566 cue words to obtain pairwise similarities between 

words. In line with our previous work, only responses that 

were part of the set of cues were retained, which 

transformed the cue x response matrix into a cue x cue 

matrix (De Deyne et. al., 2013). Starting from this square 

matrix with entries equal to the frequency with which the 

column word is given as a response to the row cue word, 

similarities were derived using the cosine measure (e.g., 

Landauer & Dumais, 1997) after applying a positive point-

wise mutual information weighting scheme to avoid over-

weighting high-frequency edges between words (e.g., De 

Deyne, Verheyen, & Storms, 2015). For the current study, 

similarities from 3,788 Dutch words were derived, that is, 

all the words that were both present in the word norms 

obtained by Moors et al. (2013), 4,300 in total, and in the 

word association corpus in the year 2012, that is 12,566 

words. The resulting similarities were used as input for the 

construction of the semantic space. From these 3,788 words 

in the semantic space, 3,766 had an overlap with the 

concreteness norm scores. 

Semantic Space 

Nonmetric MDS (Kruskal & Wish, 1978) was employed to 

configure the semantic space. This technique constructs a 

multidimensional space where the resulting Euclidean 

distance between word pairs is as close as possible, 

inversely related, to the original similarities. Highly similar 

words are thus located close together in the obtained 

configuration and dissimilar words are further apart. We 

used High-Throughput MDS (HiT-MDS; Strickert, 

Teichmann, Sreenivasulu, & Seiffert, 2005) for its fast 

processing, and we obtained configurations in 2 to 30 

dimensions (seeing that the predictions reach their maxima 

in 30 dimensions) to allow evaluation of an effect of 

dimensionality. 

The obtained semantic space can be expected to 

encompass valence, arousal, and dominance, as Van 

Rensbergen, Storms, and De Deyne (in press) have shown 

that these variables strongly affect which concepts people 

regard as related. For instance, when presented with a cue-

word of low arousal like ‘sleep’, people are more likely to 

give an association like ‘quiet’, which is also low in 

arousal/activity, than an association with high arousal like 
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‘working’. Yet, it has not yet been established whether 

concreteness and AoA are represented in the semantic 

space. 

Predicting the Norms 

To predict norm scores for the variables of interest, a 

random subset of the words present in both the norm set and 

the association norms was used to find the corresponding 

direction in the semantic space that optimally predicts the 

norms of this subset of words. This was done using PROFIT 

where multiple linear regression is used with the norms in 

question as criterion and the coordinates of the words in the 

semantic space as predictors (Kruskal & Wish, 1978). The 

remaining words can then be orthogonally projected on this 

optimal direction and the resulting values serve as predicted 

norms. 

As a quality measure of the prediction, the correlation 

between the predicted values and the corresponding human 

ratings was calculated for all available words, excluding 

those used to fit the optimal direction. For example, if 200 

words were used to determine the optimal direction of the 

variable in the semantic space, the remaining 3,588 words 

(or 3,566 in the case of concreteness) served to calculate the 

correlation. This cross-validation technique was repeated for 

200 random word samples. We report the mean of the 

correlation across these 200 random samples. 

The sample size we primarily focus on is 200 words, 

yielding a ratio of .0557 (i.e., 200/3588) for valence, 

arousal, dominance, and AoA, and .0561 (i.e., 200/3566) for 

concreteness, between the word sample and the set for 

which scores were extrapolated. To gauge the effect of the 

sample size on the quality of the prediction, we used sample 

sizes of 50 to 500, with a step size of fifty. 

Results 

Before looking at the results of the analysis, it is important 

to appreciate that the theoretical maxima of the correlations 

between the empirically gathered and the predicted norms 

are not equal to 1.0, but have an upper limit that is not only 

related to how well the semantic space captures the 

predicted variables and the limitations of the method used 

(MDS) to construct this semantic space, but also to how 

reliable the human norms scores are. These maxima can be 

calculated by running a multiple linear regression with all of 

the data at hand. That is, by regressing all available norm 

scores on the coordinates of the corresponding words 

instead of using a sample of words. The root of R² 

(coefficient of determination) of this regression analysis 

defines this theoretical maximum, that is, the optimized 

correlation of the optimal dimension and the human ratings 

when all available data is used. Table 1 shows these maxima 

(max r) and R²s for a 30 dimensional semantic space
1
. 

                                                           
1 We show these coefficients for a 30 dimensional space because 

this dimensionality provides good predictions as we will show 

later. The coefficients are typically smaller in lower dimensional 

spaces. 

Aspects of the stimulus words that did not guide the 

participants in the word association task can, of course, not 

be detected in the constructed semantic space, as they have 

not determined the input similarities used for the MDS. 

Hence, the R² when predicting variables that quantify these 

aspects should be zero. The adjusted R²s of the five criterion 

variables ranged from .52 to .82 (all p values < .001) in a 

solution with 30 underlying dimensions, illustrating their 

influence in the word association process, albeit some 

variables seem to have less of an influence on the 

association process than others and as a consequence, the 

semantic space derived from these associations does not 

fully capture these variables (e.g., AoA). 

 

Table 1: Adjusted coefficients of determination (R²) and 

correlation coefficients (max r) for a 30 dimensional 

solution. These values mark the theoretical maxima of what 

this method can achieve. 

 

# Dimensions  30 

  R² max r 

Valence  .82 .90 

Arousal  .63 .79 

Dominance  .64 .80 

AoA  .52 .72 

Concreteness  .70 .84 

 

Evidently, the dimensionality of the semantic space and 

the sample size employed in the prediction of the norm 

scores have an impact on how well the predicted scores 

correlate with the norm scores as well: the higher the chosen 

dimensionality and the larger the sample size, the better the 

prediction (see Figures 1 and 2). 

Figure 1 depicts the mean correlations of the predictions 

of 200 random samples of size 200 as a function of 

dimensionality. The variability in the correlations over the 

200 different samples is shown as 90% highest density 

intervals (HDI) with vertical bars. The HDI’s for the 

different variables indicate that the spread of these 

correlations is quite small, thus making the predictions from 

random samples fairly consistent. 

As can be seen in Figure 1, for variables with an R² higher 

than .60 (all except AoA), adding dimensions beyond 17 

does not benefit the quality of the prediction substantially. 

The prediction of AoA on the other hand does benefit from 

adding more dimensions and does not seem to converge as 

smoothly to its asymptote (The horizontal lines, next to 

dimension 30, give the theoretical maxima the correlations 

can reach for each variable. See Table 1). 

In the rest of this paper we present results based on a 

semantic space of 30 dimensions as the predictions are more 

valid in higher dimensional spaces. When the quality of the 

predictions cannot be assessed through comparison with 

existing norm scores, we propose running MDS multiple 

times using a different amount of dimensions (preferably 

over 20) and then choosing the dimensionality where the 

2465



adjusted R², from the linear regression used to determine a 

direction in the semantic space, converges to a maximum. 

However, when this R² is small, the variable under 

consideration is not captured by the semantic space, 

therefore, the predictions will not be trustworthy. 

 

 
 

Figure 1: Mean correlations of the predictions of 200 

random samples of size 200 as a function of dimensionality 

for valence, concreteness, and dominance (a) and arousal 

and AoA (b). The horizontal lines, next to dimension 30, 

give the maxima the correlations can reach for each variable 

in a 30 dimensional space. The vertical lines give the 90% 

highest density intervals from the sampled distribution. 

 
 

Figure 2: Mean correlations of the predictions of 200 

random samples of size 50 to 500 with steps of 50 in a 30 

dimensional space. 

 

In Figure 2 the effect of sample size on the prediction is 

illustrated for a semantic space with 30 dimensions. Clearly, 

the sample size used to predict the norms can be relatively 

small. Regardless of the norm variable that is predicted, the 

quality of the prediction improves a lot when the sample 

size increases from 50 to 100 words, but gains little beyond 

sample sizes of 200, signifying the limited amount of norm 

score data needed when employing this method. 

Correlations 

Table 2 lists the mean r between predicted scores and norm 

scores of 200 random samples with sample size 200, the 

means of the adjusted R²s (not of the full dataset but of the 

200 random samples), and the standard deviations of these 

adjusted R²s from the samples, for a 30 dimensional MDS 

space, alongside predictions using text corpora from other 

authors. 

Valence clearly has the highest prediction quality. It has a 

mean correlation of .89. Regardless of the method used for 

predicting norm scores, the upper limit of this correlation is 

confined to the reliability of the norm scores one is 

correlating them with. For valence the split-half reliability 

of the full dataset of Moors et al. (2013) is .99. The mean 

prediction of arousal is .76. The split-half reliability for 

arousal from the data of Moors et. al. is .97. Dominance 

reaches a mean correlation of .77 using our method. Moors 

et al. obtain a reliability of .96 for this variable. For AoA, 

the obtained correlation is .67, while AoA obtained by 

Moors et al. has a reliability of .97. Finally, concreteness 

measured by Brysbaert et al. (2014) has a split-half 

reliability of about .93 and a correlation of .81 is reported 

here. In all cases, these predictions correlated more with 

2466



human norms than comparable methods that use text 

corpora (see conclusion). 

Furthermore, instead of a semantic space with 3,788 

words used for prediction in the aforementioned results, we 

also used all the words both present in the concreteness 

norm data and the association corpus (11,547 words) to 

construct a 30 dimensional semantic space. The mean 

correlation for concreteness using this space, using samples 

of 200 words to predict the remaining 11,347 words, was 

.80. This prediction is on par with the correlation of .81 we 

obtained in predicting concreteness for 3566 words. 

 

Table 2: Mean correlations (mean r) between the predictions 

and human ratings based on 200 random samples of sample 

size 200, the adjusted mean R²s (mean R²) used to obtain the 

direction in the semantic space for the 200 samples, and the 

standard deviation (SD R²) of these adjusted  R²s using our 

method. Correlations of predicted norms with the ANEW 

norms and the Warriner norms from Bestgen and Vincze 

(2012; B&V), and Recchia and Louwerse (2014; R&L). 

(Val = Valence, Aro = Arousal, Dom = Dominance, AoA = 

Age of acquisition, Con = Concreteness) 

 

Method Measure Val Aro Dom AoA Con 

  mean r .89 .76 .77 .67 .81 

Our mean R² .81 .63 .64 .51 .70 

  SD R² .02 .04 .04 .05 .04 

B&V r ANEW .71 .56 .60 - .79 

R&L 
r ANEW .80 .62 .66 - - 

r Warr. .82 .64 .72 - - 

 

Conclusion 

We presented a method to estimate norm scores for 

variables that are incorporated in a semantic space derived 

from word association data. Using a relatively small set of 

words for which human norm scores are known, we derived 

an optimal direction in this space and by projecting the 

remaining words in the space on this direction, we obtained 

estimates. 

The extrapolation method presented in this article is 

shown to have a good validity for semantic variables that 

are well embedded in the semantic space. The quality of the 

estimates differs as a function of how well the semantic 

space captures the predicted variables. For variables that are 

well captured in the space, like valence, the obtained 

predictions reach very high correlations (.89) with human 

ratings, especially when considering that these predictions 

are also attenuated by the not-perfect reliability of the norms 

used to find the corresponding direction in space. For 

variables like AoA, the predictions are clearly of lower 

quality, but are stable from 21 dimensional solutions, and 

from a sample size of 200, onwards. 

Other techniques (see Table 2) to predict word norm 

scores have been described in the literature (Bestgen & 

Vincze, 2012; Recchia & Louwerse, 2014). These authors 

extracted a semantic space from English text corpora and 

predicted norms using the k nearest neighbors method. 

Using different English norm datasets (Bradley & Lang, 

1999; Warriner, Kuperman, & Brysbaert, 2013), Bestgen 

and Vincze reported correlations of .71, .56, and .60, for 

valence, arousal, and dominance, respectively, and Recchia 

and Louwerse reported correlations of .80 and .82 for 

valence, .62 and .64 for arousal, and .66 and .72 for 

dominance. The method described in the current article 

exceeds these alternative predictions, reaching correlations 

of about .89, .76, and .77 for valence, arousal, and 

dominance, respectively. Bestgen and Vincze also report 

predictions for concreteness that are on par with the 

predictions in this article: .79 (reported by Bestgen & 

Vincze) vs. .81 (reported here). 

The corpora Bestgen and Vincze (2012) and Recchia and 

Louwerse (2014) used are different from the association 

corpus we used here. First, they are English corpora and the 

one we used is Dutch. A word association corpus in English 

is available (http://www.smallworldofwords.com), with 

currently over one million association responses. A 

systematic comparison of the norm score predictions using 

the English and the Dutch word association corpus is 

planned. Second, the text corpora used by Bestgen and 

Vincze, and Recchia and Louwerse are a lot bigger than the 

corpus we used, making it possible to predict more words. 

However, the Dutch association corpus already consists of 

over 16,000 words and is constantly expanding, and similar 

studies in different languages are currently on their way. It 

will therefore be possible to predict norm scores for an even 

larger set of stimulus words as the word association corpus 

grows. Third, De Deyne, Verheyen, and Storms (2015) 

demonstrated that making use of associations to capture 

human judgments of similarity is superior to using text to 

capture similarity. The information captured in association 

corpora seems to consist of a wider array of semantic and 

lexical properties, enabling the prediction of even very weak 

semantic relations (De Deyne, Navarro, Perfors, & Storms, 

2012). Fourth, unlike text corpora, it is straightforward to 

use word association corpora to tailor norms to specific 

populations (men vs. women, young vs. old) when required 

(De Deyne & Storms, 2007). It suffices to employ only the 

associations from members of these populations to build a 

tailored semantic space. Aside from the different corpora 

used, the human norm scores used to compare the predicted 

norms with, were also different. 

The reported estimates can still be improved upon. In this 

paper we have shown how to extrapolate norm scores from 

a small sample of human ratings. But, larger datasets of 

human ratings are available and therefore it is possible to 

include these ratings to find a more reliable direction in 

semantic space used for prediction. Thus, when combining 

the word-similarities of the desired set and these of a large 

set of reliable norms, estimates can reach correlations that 

are almost the same as the theoretical maxima. For instance, 

when using 3588 of the 3788 words from Moors et. al. 

(2013) to obtain this direction in semantic space, the 
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remaining 200 words can be predicted with an accuracy of 

.90, .79, .80, and .72 for valence, arousal, dominance, and 

AoA, respectively. Predictions for concreteness using 3566 

words from the 3766, reach a correlation of .83
2
.  
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Abstract 
Do people evaluate the quality of explanations differently 
depending on their goals? In particular, are explanations of 
different kinds (formal, mechanistic, teleological) judged 
differently depending on the future judgments the evaluator 
anticipates making? We report two studies demonstrating that 
the perceived “goodness” of explanations depends on the 
evaluator’s current goals, with explanations receiving a 
relative boost when they are based on relationships that 
support anticipated judgments. These findings shed light on 
the functions of explanation and support pragmatic and 
pluralist approaches to explanation. 

Keywords: explanation, inference, goals, context, pragmatic 
factors 

 
Do people evaluate the quality of explanations differently 
depending on their goals? Suppose, for instance, that Ana 
and Bob are both interested in marsupials. Ana is studying 
marsupials because she hopes to diagnose their ailments; 
Bob is interested because he hopes to understand their 
biological adaptations. When it comes to explaining why 
kangaroos have tails, will Ana find mechanistic 
explanations (for instance, in terms of development or 
genes) more compelling than Bob? Will Bob find 
teleological explanations (for instance, that appeal to 
balance) more compelling than Ana? What if their goals are 
more transient and context-specific?  

On the one hand, accounts of explanation from 
psychology suggest that judgments of explanation quality 
should track a person’s goals. Lombrozo and Carey (2006), 
for instance, suggest that one function of explanation is to 
support future reasoning and behavior – including novel 
inferences – by highlighting generalizable or “exportable” 
relationships (see also Craik, 1943; Heider, 1958). Given 
that different kinds of inferences are differentially useful in 
the context of different goals, one might expect judgments 
about the quality of explanations (in a given context) to be 
similarly sensitive to goals (see also Leake, 1995, for a 
relevant discussion). More broadly, there’s increasing 
support for the idea that (many) mental representations are 
sensitive to context and goals (e.g., Barsalou, 1983; 
Markman & Ross, 2003), raising the possibility that 
constraints on explanations may be similarly flexible. 

On the other hand, mainstream accounts of explanation 
from philosophy have often set pragmatic and contextual 
considerations to the side, focusing instead on a 
specification of formal relationships or features that are 
constitutive of explanations, such as deductive arguments of 
a particular form (Hempel & Oppenheim, 1948) or causal 

processes that generate an effect (Salmon, 1984). On these 
views, pragmatic factors have a limited influence, perhaps 
in what one chooses to explain or in the level at which an 
explanation is pitched.  

Importantly, however, another family of accounts of 
explanation within philosophy, known as pragmatic 
accounts, allow for context effects not only in what is 
explained, but also in what counts as a (good) explanation. 
For example, van Fraassen (1980) proposes that context 
fixes the contrast class – that is, the implicit set of possible 
alternatives to the target observation that the explanation 
needs to account for  – and narrows down the range of 
relevance relationships that count as explanatory in that 
context. Such proposals raise the possibility that different 
contexts call for different kinds of explanations to account 
for one and the same observation. More concretely: Ana 
might be right, given her context and goals, to favor a 
mechanistic explanation for the kangaroo’s tail, and Bob 
might be right, given his context and goals, to favor a 
teleological explanation. 

Here we investigate whether a person’s goals have an 
impact on evaluations of explanation quality, and in 
particular, whether people evaluate different kinds of 
explanations differently depending on the kinds of 
judgments that they anticipate making. We report two 
experiments in which we experimentally manipulate 
participants’ goals (i.e., the kinds of judgments that they 
anticipate making) and have them evaluate explanations of 
different kinds: formal (which appeal to category 
membership; see Prasada & Dillingham, 2009), mechanistic 
(which appeal to proximate causes), and teleological (which 
appeal to goals or functions). In particular, the goals we 
specify call for generalizations based on the relations that 
underwrite each type of explanation – that is, between a 
property and category membership (formal), its proximate 
causes (mechanistic), or its function (teleological). If 
judgments of explanation quality are sensitive to 
contextually-defined goals, then explanations should receive 
higher ratings under congruent than incongruent goals. 

Experiment 1 
Participants evaluated formal, mechanistic, and teleological 
explanations in the context of one of three goals: category-, 
cause- or function-based generalization. As additional 
reference points, we included uninformative circular 
explanations and included a condition in which participants 
evaluated explanations in the absence of any explicitly-
specified goal. We predicted that ratings of explanation  
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Table 1. Sample instructions, explanations, and goal-reinforces used in Experiment 1. Text referring to artifacts appears in 
square brackets. Goal was manipulated between subjects; explanation type and domain were manipulated within subjects. 

 

1. Generalization instructions (Goal manipulation) 
(After evaluating each explanation) you will make a prediction about a new object or organism: 

Category-based goal: The new 
organism [object] will either be of 
the same species [kind] as each 
original that you read about or of a 
different species [kind]. 

Cause-based goal: The new organism [object] 
will either have the same internal 
characteristics [parts] and processes as each 
original that you read about or have different 
internal characteristics [parts] and processes. 

Function-based goal: The new 
organism [object] will either have the 
same needs [purpose] as each original 
that you read about or have different 
needs [purpose]. 

Based on this information you’ll have to guess whether the organism has the same properties as the original or different properties. 
2. Description 

Glenta are microorganisms in the ocean. Their motion is controlled by a set of light-seeking photoreceptors, 
which makes them rise towards the ocean’s surface during the day. Spending some time at the ocean’s surface 
helps them replenish their oxygen reserves. 

3. Explanation evaluation (each participant rates one explanation per item) 
Below is a picture of one particular specimen, ID-Zd89u0002, from a research facility.  

Why does this specimen rise to the ocean’s surface during the day? 
Formal explanation:   
Because it’s a glenta, and 
glentas rise to the ocean’s 
surface during the day.  

Mechanistic explanation:  
Because its motion is controlled by a 
set of light-seeking photoreceptors, 
which makes it rise to the ocean 
surface during the day. 

Teleological explanation: 
Because rising to the ocean 
surface during the day helps it 
replenish oxygen reserves. 

Circular  
explanation:  
Because some things can 
rise to the ocean’s surface. 
 

Very bad explanation (1) – Very good explanation (9) 
4. Goal reinforcer 

Behind this box there is a microorganism. Click HERE to find out… 
Category-based goal: 
...if it’s a glenta. 
(Text appears on click)  
Yes, it’s a glenta or  
No, it’s NOT a glenta. 
 

Cause-based goal: 
...if its motion is controlled by a set of light-seeking 
photoreceptors. (Text appears on click) Yes, its 
motion is controlled by a set of light-seeking 
photoreceptors or No, it its motion is NOT 
controlled by a set of light-seeking photoreceptors. 

Function-based goal: 
...if it needs to replenish oxygen 
reserves. (Text appears on click) Yes,  
it needs to replenish oxygen reserves or 
No, it does NOT need to replenish 
oxygen reserves. 

Do you think it rises to the ocean during the day? Definitely no (1) - Definitely yes (9) 

“goodness” would be affected by goals, with a boost for 
goal-congruent explanations. 

Method 
Participants Four-hundred-and-twelve participants were 
recruited on Amazon MTurk in exchange for $1.65; an 
additional 95 participants were excluded for failing a 
memory check. In both experiments, participation was 
restricted to workers with an IP address within the United 
States and with a HIT approval rating of 95% or higher from 
at least 50 previous HITs. 
 
Materials, Design and Procedure Participants were 
presented with descriptions of 16 fictional living things and 
artifacts1, each described with a label and three features 
organized into a causal chain (see Table 1). For each entity, 
participants evaluated one of four possible explanations for 
the middle feature in the causal chain (formal, mechanistic, 
teleological, or circular) using a 9-point scale anchored at 
“very bad explanation” (1) and “very good explanation” (9). 
Each participant evaluated four explanations of each type, 
with item-explanation pairings counterbalanced across  

                                                             
1 Domain was not a variable of central theoretical interest, and it 

did not interact with the effect of goal in either experiment; due to 
space limitations, we omit analyses of domain. 

 

participants.  

Crucially, participants rated explanations under one of 
four goal conditions: category-based, cause-based, function-
based, or no goal. In each goal-based condition, participants 
were informed that after evaluating explanations (as 
illustrated with two training trials), they would be making 
predictions about new objects and organisms, where the 
predictions involved categories, causes, or functions and 
served as the manipulation of goals.  

Participants completed 16 alternating trials: explanation-
evaluation, in which they rated the quality of an explanation, 
and (for participants in one of the three goal-based 
conditions) goal reinforcers, in which they were given 
information about an entity behind a black box and had to 
rate how likely it was that the target feature of the original 
item generalized to the obscured item. The information 
provided varied across goals: participants were told whether 
the obscured entity belonged to the same category as the 
original (category-based), whether it shared the same cause 
feature (cause-based), or whether it shared the same 
function (function-based).2 Importantly, as shown in Table 
1, for a given item the explanation evaluation always 
preceded the goal reinforcer. 

                                                             
2 The main purpose of this task was to maintain the goal focus. 

The data are not reported due to space limitations. 
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Table 2. Mean explanation goodness ratings as a function of explanation type and goal in Exp. 1 and 2 (SD in brackets).  
 

 Goal Formal Mechanistic Teleological Circular All 

Ex
pt

. 1
 Category-based  4.03 (1.95) 7.46 (1.41) 7.27 (1.52) 2.04 (1.31) 5.19 (0.96) 

Cause-based  3.64 (1.74) 7.44 (1.41) 6.57 (1.73) 1.85 (1.05) 4.88 (0.80) 
Function-based  3.52 (1.91) 6.64 (1.75) 7.49 (1.40) 1.97 (1.27) 4.91 (0.94) 
No goal 3.04 (1.47) 6.76 (1.55) 7.22 (1.43) 1.63 (0.98) 4.66 (0.73) 
All goal conditions 3.56 (2.43) 7.07 (1.58) 7.15 (1.55) 1.88 (1.17)  

Ex
pt

. 2
 Categorize 3.88 (2.43) 7.38 (1.69) 7.23 (1.70) 2.08 (1.62) 5.14 (1.07) 

Identify causal origin 3.8 (2.39) 7.29 (1.88) 6.90 (2.07) 2.13 (1.51) 5.03 (1.13) 
Identify function 3.43 (2.04) 6.19 (2.33) 7.52 (1.78) 1.99 (1.44) 4.78 (1.13) 
No goal 3.42 (2.05) 6.95 (2.04) 7.03 (1.99) 2.06 (1.27) 4.87 (1.03) 
All goal conditions 3.63 (2.23) 6.95 (2.08) 7.17 (1.90) 2.07 (1.46)  

Results and Discussion 
Explanation ratings were analyzed in an ANOVA with 
explanation  type as a within-subjects  factor  and  goal as a 
between-subject   factor.   This    revealed   significant  main 
effects of both explanation type, F(3,1224)=1365.60, 
p<.001, ηp

2=.770, and goal, F(3,408)=6.81, p<.001, 
ηp

2=.048. Overall, participants preferred mechanistic and 
teleological explanations over formal explanations, all of 
which were preferred over circular explanations, all 
p’s<.001 (see Table 2). Causal and teleological ratings did 
not differ, t(411)=.63, p=.531. Ratings were also higher 
under the categorical goal than the causal goal (Tukey HSD 
p=.039) and no goal (p<.001) conditions.  

Most importantly, we found a significant interaction 
between explanation type and goal, F(9,1224)=5.73, p<.001, 
ηp

2=.040. We analyzed the interaction with a series of 
planned contrasts motivated by our prediction that 
explanation ratings would be higher in the context of a 
congruent goal. Three separate contrasts compared ratings 
of formal, mechanistic, and teleological explanations in the 
context of the congruent goal versus the average of ratings 
for that explanation type in the other three goal conditions. 
As predicted, each of the explanation types was rated 
significantly better under the congruent goal compared to 
the rest of the goal conditions: formal F(1,408)=9.85, 
p=.002, ηp

2=.024; mechanistic F(1,408)= 7.36, p=.007, 
ηp

2=.018; teleological F(1,408)=7.23, p=.006, ηp
2=.019 (see 

Figure 1a). Circular explanations were not significantly 
influenced by goals, as revealed by a one-way ANOVA, 
F(3,408)=2.48, p=.061. 

As a further test of the relationship between explanatory 
preferences and goals, we classified participants based on 
the explanation type for which they gave the highest average 
ratings. Twenty ties (18 between causal and teleological 
explanations) were excluded. As shown in Figure 2a, the 
distribution of explanation preferences varied significantly 
across goals, χ2(9,N=392)=31.87, p<.001. Based on 
examination of standardized residuals, the effect was driven 
by participants being more likely to favor mechanistic and, 
marginally, teleological explanations under the 
corresponding congruent goals (standardized residuals 2.5, 
1.9), and less likely to favor these explanations under 
incongruent goals (standardized residuals -2.3, -2.4). This  

 
suggestive pattern of competition between cause- and 
function-based reasoning was additionally supported by a 
negative correlation between ratings of mechanistic and 
teleological explanations, r(410)= -.19, p<.001. No other 
pair of explanation ratings was significantly negatively 
correlated (ps > .05). 

 
a. 

 
 

 
 

 
 
 
 
 
 
 
 
 
 
 

 
 

b. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1: Explanation goodness ratings as a function of 
explanation type and goal in Experiments 1 (a) and 2 (b); 

error bars represent 1 SEM; stars indicate contrasts 
significant at < .05. 
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Figure 2: Explanation preferences as a function of goals in 
Experiments 1 (a) and 2 (b). 

 

In sum, we find that the kinds of inferences that one 
anticipates making influence the perceived quality of 
different kinds of explanations. Statements that explained an 
observation in terms of category membership, in terms of 
proximal causal mechanisms, or in terms of goals and 
purposes were perceived as better explanations in the 
context of goals that called for the information provided by 
these explanations. 

Experiment 2 
Experiment 2 had two main objectives: to replicate the 
interaction between goals and explanation types from 
Experiment 1 with a different set of goals, and to rule out 
the possibility that the effect of goals was due to changes in 
the implied contrast class of the questions. To address the 
first objective, we introduced a different goal manipulation: 
participants were given a task as an assistant to the director 
of a museum, where the task involved classification 
(grouping items), proximate causes (identifying how 
something came about), or functions (identifying functions). 
To address the second objective, we added a clarification to 
the explanation requests specifying the contrast class. 

Method 
Participants Four-hundred-and-ninety-six participants were 
recruited on Amazon MTurk in exchange for $1.65. An 
additional 317 participants were excluded for failing a 
memory check.   

 
Materials, Design and Procedure The materials, design 

and procedure were the same as in Experiment 1 with the 
following exceptions. First, we introduced a cover story that 
the participant was a museum assistant, and participants 
were told that they would need to figure out one of three 
things: how new objects or organisms should be grouped in 
the museum (categorization goal), how it is that objects or 
organisms come to possess certain properties (causal origin 
goal), or what functions the properties of objects or 
organisms serve (functional goal). The goal reinforcers were 
adapted accordingly (Table 3 illustrates all changes). As in 
Experiment 1, the no goal condition served as a baseline.  
Second, to rule out the possibility that effects of goals on 
explanation judgments were produced (only) by a shift in 
the implied contrast class of the questions, we added a 
clarification to the explanation probes specifying the 
contrast class, for instance: “Why does this specimen rise to 
the ocean’s surface during the day? (as opposed to not 
rising to the ocean’s surface during the day).” Finally, 
domain was manipulated between subjects.3 

Results and Discussion 
Explanation ratings were analyzed in an ANOVA with 
explanation type as a within-subjects factor and goal as a 
between-subjects factor. The main effect of explanation type 
was replicated, F(3,1476)=946.06, p<.001, ηp

2=.658: as 
shown in Table 2, participants preferred mechanistic and 
teleological explanations over formal explanations, which 
were all preferred over circular explanations, ps<.001. 
Mechanistic and teleological explanation ratings did not 
differ, t(495)=1.64, p=.102. The goal manipulation also 
produced a significant main effect, F(3,492)=2.71, p=.004, 
ηp

2=.016, driven by higher ratings under the categorical goal 
than the teleological goal (Tukey HSD p=.046, all 
remaining p’s≥.190).  

Most importantly, there was a significant interaction, 
F(9,1476)=4.00, p<.001, ηp

2=.024 (see Figure 1b). The 
planned contrasts showed that mechanistic and teleological 
explanations were rated significantly higher under the 
congruent goal compared to the rest of the goal conditions: 
mechanistic F(1,492)=4.49, p=.035, ηp

2=.009; teleological 
F(1,492)=5.59, p=.018, ηp

2=.011; however, the contrast did 
not reach significance for formal explanations, 
F(1,492)=1.97, p=.161. Circular explanations were not 
influenced by goals, as revealed by a one-way ANOVA 
F(3,492)=.20, p=.898. 

                                                             
3  Experiment 2 ended with an additional exploratory task that 

examined whether the effect of goals extends to judgments of an 
explanation’s probability in addition to its quality, as might be 
anticipated if an explanation’s “loveliness” is used as a cue to its 
“likeliness” (Lipton, 2004). At the end of the study participants were 
shown 16 additional living things and artifacts, each described by one 
feature, and asked the to evaluate the probability of a formal, 
mechanistic, teleological, or circular explanation for that feature. We 
found no evidence of a goal effect on evaluations of explanation 
probability, F(9,1440)=1.04, p=.407, ηp

2=.006. However, given that 
this task occurred at the end of the experiment, it is possible that the 
effects of the goal manipulation were too weak; we therefore hesitate 
to draw conclusions from this null result. 
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Table 3. Sample instructions and goal-reinforces used in Experiment 2. Text referring to artifacts appears in square brackets.  
 

Instructions (Goal manipulation): In this experiment, you will be the assistant to a museum director. The museum will present the 
public with little-known organisms and objects. Your job will be to figure out… 
Goal: Categorization:…how  
these organisms [objects] should 
be grouped with others in the 
museum. For example, zoos often 
group animals of the same kind 
together [stores often put objects 
of the same kind next to each 
other]. Your job will be to figure 
out how the organisms [objects] 
should be organized in the 
museum. 

Goal: Identify causal origin:…how it is that 
organisms [objects] come to have certain traits. 
For example, botanists and zoologists often try to 
figure out [when engineers encounter novel 
objects, they may need to “reverse-engineer” them 
to figure out] what produces some characteristic 
that they observed in a plant or animal [that 
object]. Your job at the museum will be to figure 
out what produces features of living organisms 
[objects]: how they do certain things, or come to 
have certain characteristics. 

Goal: Identify function: … what the 
biological traits (such as parts or behaviors) 
of each organism are for [what each object 
(or some feature of an object) is for]. For 
example, biologists often identify the 
functions of the biological traits of animals 
or plants that they are studying 
[archaeologists often identify the functions 
of the objects that they find]. Your job at the 
museum will be to identify the functions of 
exhibited organisms [objects]. 

 Goal reinforcer: Now you receive two completely new animal specimens [objects]:  
specimen [item] A and specimen [item] B. Each one may or may not be a glenta. Both of  
them rise to the ocean’s surface during the day.  
Goal: Categorization: Do you think 
specimens [items] A and B both be- 
long in the same part of the museum? 

Goal: Identify causal origin: Do you think the 
same factor produces this characteristic in both 
specimen [item] A and specimen [item] B? 

Goal: Identify function: Do you think this 
characteristic serves the same function for 
specimen [in item] A and specimen [item] B? 

Definitely no (1) - Definitely yes (9)  

As in Experiment 1, we also found that the distribution 
of explanation preferences varied significantly as a function 
of goal, χ2(6, N=433)=26.19, p<.001. (This analysis 
excluded 60 ties, 50 of which were between causal and 
teleological and evenly spread across conditions.) As shown 
in Figure 2b, the effect was driven by the functional goal 
condition, where fewer participants preferred mechanistic 
explanations and more participants preferred teleological 
explanations (standardized residuals -3.0 and 2.9). Under 
the causal goal, the differences were in the predicted 
direction but did not reach significance (standardized 
residuals 1.2, – 1.2). Once more, ratings of mechanistic and 
teleological explanations were negatively correlated, 
r(494)= -.19, p<.001. No other pair of explanation ratings 
was significantly negatively correlated (ps > .05). 

Taken together, these results indicate a pattern of 
interaction between goals and explanation type similar to 
that observed in Experiment 1. 

General Discussion 
Across two studies involving different manipulations of 
goals, we found that the judgments a person anticipates 
making influence the perceived quality of explanations of 
different kinds. In particular, we found evidence that people 
preferred explanations congruent with their goals: this was 
the case for formal, mechanistic, and teleological 
explanations in Experiment 1, and for mechanistic and 
teleological explanations in Experiment 2.  

Importantly, we found that goal context does not simply 
shift the explanandum (which was specified in Experiment 
2), but instead affects the relative ratings for different kinds 
of explanations, with goal-congruent explanations receiving 
a relative boost. This supports the idea that explanations are 
tailored to context by supplying information with high 
anticipated utility (Lombrozo & Carey, 2006). These 
findings also have implications for philosophical accounts 

of explanation. One of the main critiques of pragmatic 
accounts is the lack of constraint on the relation between 
candidate explanans and the explanandum (Kitcher & 
Salmon, 1987). Our work demonstrates that the goals of the 
explainer can systematically constrain that relation, which 
raises the possibility of a pragmatic approach that is 
sufficiently constrained and descriptively adequate as an 
account of human judgments. 

That said, our findings do not rule out more traditional 
accounts of explanation. For instance, accounts that allow 
for incomplete (Hempel & Oppenheim, 1948) or partial 
explanations (Railton, 1978; Kitcher, 1989) could 
accommodate our results if our manipulation impacted 
which parts of the underlying or ideal explanation were 
selected (but see Woodward, 2003). Alternatively, our 
results could be accommodated by allowing for pluralism in 
the patterns, covering laws, or other structures governing 
explanations. One possibility is that people represent both 
teleological and mechanistic explanatory patterns as 
subsuming a given phenomenon, and switch between the 
two depending on their goals.  

Our findings also provide potential evidence for 
competition between mechanistic and function-based 
reasoning (see also Heussen, 2010; Lombrozo & Gwynn, 
2014). In Experiment 1, teleological explanations were rated 
significantly lower under the cause-based goal compared to 
other conditions, and in Experiment 2, mechanistic 
explanations were rated significantly lower under the 
functional goal relative to other conditions, suggesting that 
in addition to boosting goal-congruent explanations, goals 
can also penalize goal-incongruent explanations. Notably, 
this pattern of competition was restricted to mechanistic 
versus function-based reasoning: only causal and functional 
goals produced suppression effects, and only ratings of 
mechanistic and teleological explanations were significantly 
negatively correlated. 

2473



Relationship to Prior Work Our findings are consistent 
with prior work suggesting a close relationship between 
explanation and inference. For example, Lombrozo and 
Gwynne (2014) and Vasilyeva and Coley (2013) found that 
different types of explanations predicted different patterns 
of property generalization (for similar effects in 
categorization, see Lombrozo, 2009; Ahn, 1998). These 
studies, however, did not investigate a relationship in the 
reverse direction, with (anticipated) inferences affecting 
explanation judgments.  

Prior work also suggests that the production of 
teleological and mechanistic explanations can depend on 
context. Hale and Barsalou (1995) had participants complete 
a task with an initial system-learning phase followed by a 
trouble-shooting phase. They found that the types of 
explanations generated varied across phases. However, their 
goal manipulation (system-learning vs. trouble-shooting) 
was confounded with several factors, including task order, 
changes in background knowledge, and task instructions 
(think aloud vs. explanation). Chin-Parker and Bradner 
(2010) also found that the frequency with which participants 
generated mechanistic and teleological explanations was 
influenced by changing background conditions, but they did 
not vary participants’ goals. To our knowledge, our studies 
provide the first demonstration that goals affect the 
perceived quality of explanations. 

Future Directions Our findings demonstrate that 
anticipated inferences can affect the perceived quality of 
different kinds of explanations, but further work is needed 
to specify the basis and limits of this effect. For example, do 
goals induce different stances (Dennett, 1987)? Are people 
responsive to the goals of others in generating explanations? 
Is the effect of goals restricted to anticipated inferences, or 
does it extend to other markers of utility, such as past 
inferences or even the salience of particular information in a 
given context? And finally, what are the psychological 
processes responsible for such changes? Although much 
work remains to be done, our studies take an important step 
towards developing a psychological account of explanation 
that recognizes the context-sensitive and flexible nature of 
human explanatory judgments. 
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Abstract 
We report four experiments demonstrating that judgments of 
explanatory goodness are sensitive both to covariation 
evidence and to mechanism information. Compared to 
judgments of causal strength, explanatory judgments tend to 
be more sensitive to mechanism and less sensitive to 
covariation. Judgments of understanding tracked covariation 
least closely. We discuss implications of our findings for 
theories of explanation, understanding and causal attribution. 

Keywords: explanation; covariation; mechanism; causal 
strength; understanding 

 
Suppose you work for an art museum, where you’re 

tasked with tracking museum statistics, including which 
visitors visit each gallery, and which visitors make optional 
donations to the museum in the extra donation box near the 
exit. In organizing your data, you stumble upon a 
correlation between two factors: museum visitors who visit 
the portrait gallery are much more likely to make an 
optional donation than those who do not. How do you make 
sense of this relationship? Does the visit to the portrait 
gallery explain why some visitors make donations? Are you 
persuaded there’s a strong causal relationship between 
visiting the portrait gallery and making a donation?  

In answering these questions, at least two pieces of 
additional information may be relevant. First, how strong is 
the correlation between visiting the portrait gallery and 
making a donation? If the covariation evidence suggests a 
perfect association you’ll likely respond differently from a 
case in which the association is weak. Second, is there a 
plausible mechanism linking the candidate cause to the 
effect? On the face of it the answer may be “no,” but 
suppose you learn of research in social psychology that 
exposure to faces (and particularly to eyes) triggers 
mechanisms associated with the maintenance of a pro-social 
reputation, increasing cooperative behavior (Bateson, 
Nettle, & Roberts, 2006). Would this alter your response? 

Decades of research on causal learning have pinpointed 
both covariation and mechanism information as relevant to 
causal claims (e.g., Cheng & Novick, 1990; Koslowski, 
1996; Park & Sloman, 2014), with some debate as to their 
relative contributions for different causal judgments (Ahn, 
Kalish, Medin & Gelman, 1995; Danks, 2005; Newsome, 
2003). However, little is known about how these factors 
influence judgments of how good an explanation is, or 
about whether and how explanatory and causal judgments 
diverge with respect to the relative influence of covariation 
versus mechanism information. Addressing these questions 
is of interest for several reasons. 

First, both philosophers and psychologists are interested 
in identifying “explanatory virtues” – characteristics that 
make for better explanations, such as simplicity, scope, and 
a specification of mechanism (e.g., Lipton, 2004). Research 
suggests that people find explanations more satisfying when 
they are simple and broad (for a review, see Lombrozo, 
2012), with additional evidence that explanations are more 
likely to be inferred when they are more strongly supported 
by probabilistic evidence (Lombrozo, 2007). However, it’s 
unknown whether explanations are also judged better when 
they are merely supported by stronger evidence, without 
some other explanatory relationship, such as a known causal 
mechanism, also in place. The influence of mechanisms on 
judgments of explanation “goodness” is also unknown, 
despite many suggestions that explanations and mechanisms 
are closely related (e.g., Ahn & Kalish, 2000; Bechtel & 
Abrahamsen, 2005; Machamer, Darden, & Craver, 2000). 

Second, it’s important to consider why mechanism 
information is valuable in the first place, whether for causal 
or explanatory judgments. For starters, mechanism 
information could affect the interpretation of covariation 
data, making people more confident that a correlation in fact 
supports the candidate causal relationship and is not, for 
example, the result of a common cause. Once a causal 
relationship is established, information about causal 
mechanisms will typically support predictions (Douglas, 
2009) and interventions (Woodward, 2000): we can predict 
who will make donations by knowing whether they visited 
the portrait gallery, and we can make people more likely to 
donate by increasing their visits to that part of the museum. 
Mechanism information can also support broader 
generalizations from one case to another. In learning the 
mechanism in our museum example, we become better able 
to predict whether visiting a sculpture garden will have the 
same effect (it should depend on whether the sculptures 
have eyes), and on whether the effect might extend to other 
museum transactions (such as recycling one’s museum 
badge versus buying a souvenir). According to accounts that 
link the function of explanation to generalization 
(Lombrozo & Carey, 2006), one might predict an especially 
strong effect of mechanism information on explanation 
judgments.  

Third, the relationship between causal explanations and 
bare statements of the causal relationship they presuppose is 
largely unknown. For instance, in explaining museum 
donations by appeal to the portrait gallery, are we committing 
to any more or less than the claim that visiting the portrait 

gallery causally contributes to museum donations? 
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Identifying factors that differentially influence “matched” 
explanation and causation claims is a good strategy for 
beginning to address this question. If explanation claims can 
be reduced to the corresponding causal claims, we might 
anticipate differences in the absolute value of ratings 
assigned to each claim, but ratings for the different claims 
should respond similarly to manipulations of covariation 
strength and the presence of a mechanism.  

For a similar reason, our experiments consider claims 
about understanding, e.g., how well people feel they 
understand the relationship between visiting the portrait 
gallery and making a museum donation. On some accounts, 
understanding amounts to a grasp of causes and/or 
explanations (e.g., Strevens, 2008), but empirical research 
has not considered how judgments of understanding relate 
to causal strength or explanation quality.  

To investigate these issues, the experiments that follow 
manipulate the strength of covariation evidence and the 
specification of a mechanism, and elicit judgments about 
explanation “goodness,” causal strength, and understanding. 
To preview our results, we find that judgments of causal 
strength are more responsive to covariation than either 
explanation or understanding judgments, while explanation 
judgments are more sensitive to the specification of a full 
mechanism than are causal judgments. In the general 
discussion we consider the implications of these results for 
the issues raised above.  

Experiment 1a 
Experiment 1 presented participants with two factors that 
were selected such that they would not suggest an obvious 
causal relationship. Participants received evidence about the 
covariation between these factors that suggested no 
relationship, a weak relationship, a moderate relationship, or 
a strong (deterministic) relationship. We also manipulated 
whether they received information about a possible 
mechanism. 

Method 
Participants Four-hundred-and-ninety-two participants 
were recruited on Amazon Mechanical Turk in exchange for 
$1.45. In all experiments, participation was restricted to 
users with an IP address within the United States and an 
approval rating of at least 95% based on at least 50 previous 
tasks. An additional 217 participants were excluded for 
failing a comprehension check for covariation tables (18), 
failing a memory check (199), or both (27). 
 

Materials, Design, and Procedure Participants first 
completed a practice session in which they  were  introduced 
 

Table 1. Sample covariation matrices from Experiments 1-2. 
Conditions correspond to ΔP = .04, .33, .64 and 1. 

 

 
 
 
 
  

 
 

       None (nearly)               Weak                 Moderate                Strong 

to covariation tables and received two problems that tested 
for comprehension. They were given feedback and requested 
to correct wrong responses. Participants who gave up on 
comprehension questions without providing the correct 
responses were excluded from further analysis. 

Next, participants were presented with eight cause-effect 
pairs, selected to minimize prior beliefs about their 
relationship. Half of the participants were provided with a 
hypothetical mechanism connecting the cause and the effect. 
Below is sample text from one item: 

160 cyclists participated in a large survey. The survey 
included many questions. Two of the questions asked: a. 
whether or not the cyclist is a woman b. whether or not 
the cyclist has ever been hit by a bus at an intersection. 
These two things may or may not be related. 

No mechanism: In fact, the researchers who designed the 
survey didn't have any particular hypotheses about their 
relationship. 

Full Mechanism: When designing the survey, the 
researchers thought that they would be related as follows: 
Women are encouraged to obey rules more than men, so 
they stop at intersections for red lights more frequently 
than men do. This puts them in bus drivers’ blind spot, so 
they get hit by buses more often than men. 
 

Each cause-effect pair was also accompanied by a 
covariation table showing nearly no covariation, weak 
covariation, moderate covariation, or strong covariation (see 
Table 1). Covariation levels rotated through cause-effect 
pairs across participants, and each participant saw two 
cause-effect pairs for each level of covariation. A small 
amount of noise was introduced into the covariation data in 
the second set of tables to avoid presenting participants with 
identical tables. 

Participants were assigned to one of the three judgment 
conditions: causal strength, explanatory goodness, or sense 
of understanding. Judgment questions were phrased either at 
the type or token level.1 Below are sample judgments for the 
cyclist item, with token wording in brackets: 
 

[One of the respondents to the survey was LP, who is a 
woman. LP was hit by a bus at an intersection.]  
Based on the information you have, … 

 

Causal strength: do you think there exists a causal 
relationship between [LP] being a woman and [LP] 
getting hit by a bus at an intersection? No causal 
relationship (1) – Very strong causal relationship (9) 
 

Explanatory goodness: please rate how good you think 

                                                             
1 In Experiment 1a, participants who were presented with 

judgments in the token format gave higher ratings (M=5.65) than 
those presented with the type format (M=5.19, F(1,480)=10.94, 
p=.001, ηp

2=.022); however, the effect of format was not 
significant in Experiment 1b (F(1, 470)=.611, p=.435), and it did 
not interact with any other variables in any experiment, so all 
reported analyses collapse across this factor. 
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the following explanation is: Why do some cyclists get hit 
by buses at intersections? Because they are women. [Why 
was LP hit by a bus at an intersection? Because LP is a 
woman.] Very bad explanation (1) – Very good 
explanation (9) 
 

Sense of understanding: do you feel you understand the 
relationship between [LP] being a woman and [LP] 
getting hit by a bus at an intersection? Very weak sense of 
understanding  (1) –  Very strong sense of understanding (9). 
 

The order of trials was randomized for each participant. 
Finally, as a memory check, participants sorted causes from 
distractors and matched them with effects; those who made 
one or more errors were excluded from further analyses.  

Results and Discussion 
Are explanation ratings sensitive to covariation and 
mechanism information? Explanatory goodness ratings 
were subjected to a 4 (covariation: none, weak, moderate, 
strong) x 2 (mechanism: none, full) mixed ANOVA. This 
revealed a main effect of covariation evidence, 
F(3,474)=118.16, p<.001, ηp

2=.428 (all repeated contrasts 
ps<.001), with stronger ratings the stronger the covariation: 
Mnone=3.01, Mweak=4.79, Mmoderate=5.56, Mstrong=6.43. There 
was also a main effect of mechanism, F(1,158)=7.62, 
p=.006, ηp

2=.046, with explanations rated as better when a 
full mechanism was provided (M=5.29 vs. M=4.61). In 
addition, this effect interacted with covariation, 
F(3,474)=3.26, p=.021, ηp

2=.020: a full mechanism 
significantly increased ratings when the covariation was 
absent (Mdiff=1.29, t(158)=4.56, p<.001), but at higher levels 
of covariation this effect did not reach significance (weak: 
Mdiff=.55, t(158)=1.74, p=.083; moderate: Mdiff=.75, 
t(158)=2.32, p=.022; strong: Mdiff=.13, t(158)=.315, p=.753, 
Bonferroni-corrected pcrit=.013). Because this interaction 
was not significant in subsequent experiments, we are 
inclined to attribute this effect in Experiment 1a to random 
variation in the data. 
 

Are explanation, causation, and understanding ratings 
differentially affected by covariation information? For 
each participant we calculated the slope of ratings as a 
function of increasing covariation strength, and we 
compared mean slopes across the three judgment types in a 
one-way ANOVA, revealing a significant effect, F(2,489) = 
16.92, p<.001, ηp

2 = .065. As shown in Figure 1, the mean 
slope of causal ratings (M=1.41) was higher than the slope 
of explanatory goodness ratings (M=1.10, Tukey HSD p= 
.010), which was in turn higher than the slope of 
understanding ratings (M=.80, p=.013).  
 

Are explanation, causation, and understanding ratings 
differentially affected by mechanism information? A 2 
(mechanism: none, full) x 3 (judgment: causal strength, 
explanatory goodness, sense of understanding) ANOVA on 
ratings revealed a main effect of mechanism, F(1,486)=25.57, 
p<.001, ηp

2=.050, with higher ratings for a full  mechanism 
(M=5.77)  than  no mechanism (M=5.07), as well as  a  main 

 
Figure 1: Mean covariation slopes as a function of 

judgment type in Experiments 1a, 1b and 2. Error bars: 1SE. 
 
effect of judgment, F(2,486)=32.10, p<.001, ηp

2=.117, with 
higher ratings for understanding (M=6.23; Tukey HSD 
ps<.001) than either causal strength (M=5.14) or 
explanation goodness (M=4.95), which did not differ from 
each other (p=.500). The interaction was not significant, 
F(2,486)=.24, p=.785.  

Experiment 1b 
Experiment 1a found that explanations were judged better 
the stronger the corresponding covariation evidence, and 
when a full mechanism was provided. We also found that 
explanation judgments were less sensitive to covariation 
evidence than were causal judgments, but more sensitive 
than understanding judgments. The effect of mechanism did 
not differ significantly across judgment types.  

In Experiment 1b we tested whether the specification of a 
full mechanism was necessary to observe a mechanism 
effect, or whether it would suffice to state that some 
mechanism connected the two factors. If people suffer from 
an “illusion of explanatory depth” (Rozenblit & Keil, 2002) 
and make do with quite skeletal mechanistic understanding 
(Keil, 2003), one might anticipate a boost in judgments 
from even a mechanism sketch or placeholder, and that this 
would be greater for explanation than causal judgments. We 
therefore duplicated the structure of Experiment 1a, but 
replacing detailed mechanism descriptions with a 
“mechanism pointer” - the statement that the factors in 
question are related via some unspecified mechanism.  

Method 
Participants Four-hundred-and-eighty-two participants 
were recruited on Amazon Mechanical Turk in exchange for 
$1.45. An additional 198 participants were excluded for 
failing a comprehension check for covariation tables (17), 
failing a memory check (181), or both (27). 
 

Materials, Design, and Procedure were the same as in 
Experiment 1a, with the exception of the mechanism 
statement: the full mechanism was replaced with a general 
statement that there exists some multi-step pathway 
connecting the cause to the effect, omitting all other details.  
 

Mechanism pointer: When designing the survey, the 
researchers thought they would be related by a multi-step 
pathway connecting being a woman to being hit by a bus 
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at an intersection: Women and men behave differently, 
and the differences in their behavior on the road result in 
a different probability of getting hit by a bus at an 
intersection. 

Results and Discussion 
Are explanation ratings sensitive to covariation and 
mechanism information? Explanatory goodness ratings 
were subjected to a 4 (covariation: none, weak, moderate, 
strong) x 2 (mechanism: none, pointer) mixed ANOVA. 
This revealed a main effect of covariation, 
F(3,516)=146.50, p<.001, ηp

2 = .460, with higher ratings the 
stronger the evidence: Mnone=2.43, Mweak=4.27, 
Mmoderate=4.91, Mstrong=6.01, all repeated contrasts ps<.001). 
The main effect of mechanism did not reach significance, 
F(1,172)=2.71, p=.102, although the difference was in the 
predicted direction: no mechanism M=4.33, mechanism 
pointer M=4.73. The interaction was not significant, 
F(3,516)=1.09, p=.352.  
 

Are explanation, causation, and understanding ratings 
differentially affected by covariation information? As in 
Experiment 1a, covariation slopes were analyzed as a 
function of judgment in a one-way ANOVA, revealing a 
significant effect, F(2,479)=20.41, p<.001, ηp

2=.079. As 
shown in Figure 1, the ordering of mean slopes mirrored 
Experiment 1a, but the difference between the slopes of 
causal (M=1.37) and explanatory (M=1.15) judgments did 
not reach significance (Tukey HSD p=.111). The slope for 
understanding ratings (M=.67) was significantly lower than 
that for causal or explanatory ratings (ps<.001).  
 

Are explanation, causation, and understanding ratings 
differentially affected by mechanism information? A 2 
(mechanism: none, pointer) x 3 (judgment: causal strength, 
explanatory goodness, sense of understanding) ANOVA on 
ratings revealed that providing a mechanism pointer did not 
significantly raise ratings, F(1,476)=1.82, p=.178: Mnone=5.03 
versus Mpointer=5.26, suggesting that a “skeletal” mechanism 
is insufficient to affect judgments. There was again a main 
effect of judgment, F(2,476)=32.86, p<.001, ηp

2=.121 
(Mcaus=5.06, Mexpl=4.52, and Mund=5.94, all different, Tukey 
HSD ps≤.007) and no interaction, F(2,476)=1.03, p=.360. 

Experiment 2 
Although providing detailed mechanisms in Experiment 1a 
boosted all ratings, the effect was weaker than we expected, 
which could have masked differences across judgments. In 
particular, it is possible that by presenting Experiments 1a 
and 1b as studies about the way people understand data 
tables, taking participants through an extensive practice 
session focusing on covariation tables, and manipulating 
covariation within subjects (while judgment and mechanism 
varied between subjects) we artificially drew attention to the 
covariation manipulation at the expense of the mechanism 
information. To address these concerns, we conducted 
Experiment 2, in which we minimized task features that 
drew attention to the covariation tables, hoping that it would 

set an “even playing field” for covariation and mechanism 
manipulations. We also combined the mechanism 
manipulations from Experiments 1a and 1b into a single 
variable with three levels (full mechanism, mechanism 
pointer, and no mechanism) and manipulated it within 
subjects, along with two levels of covariation (none, strong). 

Method 
Participants Two-hundred-and-fifty-one participants were 
recruited on Amazon Mechanical Turk in exchange for 
$1.55. An additional 81 participants were excluded for 
failing a memory check. 
 

Materials, Design and Procedure Mechanism information 
(none, pointer, full) and covariation strength (none, strong) 
were manipulated within subjects, and rotated through items 
across participants. The type of judgment (explanation 
goodness, causal strength, sense of understanding) was 
manipulated between subjects. 

The materials and procedure were the same as in 
Experiments 1a and 1b, with the following exceptions: the 
number of items (cause-effect pairs) was reduced to 6 and 
the practice session was shortened, as the comprehension 
questions about covariation tables were removed to avoid 
pragmatic cues that covariation evidence should be 
prioritized over mechanism information during the task. All 
questions were presented in the token format.  

Results and Discussion 
Are explanation ratings sensitive to covariation and 
mechanism information? Explanatory goodness ratings 
were subjected to a 2 (covariation: none, strong) x 3 
(mechanism: none, pointer, full) repeated-measures 
ANOVA. This revealed a main effect of covariation, 
F(1,85)=77.69, p<.001, ηp

2=.478, with higher ratings for 
strong covariation (M=5.74) than no covariation (M=2.76). 
There was also a main effect of mechanism, F(2,170) = 
15.71, p<.001, ηp

2=.156. Repeated contrasts indicated that 
ratings increased significantly from no mechanism 
(M=3.69) to a mechanism pointer (M=4.34) to a full 
mechanism (M=4.72), all ps<.05. The effects of mechanism 
and covariation did not interact, F(2,170)=.341, p=.712. 
 

Are explanation, causation, and understanding ratings 
differentially affected by covariation information? As in 
Experiment 1a, covariation slopes were analyzed as a 
function of judgment in a one-way ANOVA, revealing a 
significant effect, F(2,248)=21.27, p<.001, ηp

2=.146. As 
shown in Figure 1, the ordering of mean slopes was the 
same as in Experiments 1a and 1b. The covariation slope for 
causal strength ratings (M=4.87) was significantly higher 
than the slopes for explanatory goodness (M=2.97) and 
understanding ratings (M=2.12, Tukey HSD ps<.001); the 
difference between the latter two was not significant (p=.115).  
 

Are explanation, causation, and understanding ratings 
differentially affected by mechanism information? A  
3 (mechanism:  none,  pointer,  full)  x  3 (judgment:  causal 
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Figure 2: Mean ratings as a function of mechanism and 
judgment type in Experiment 2. Error bars: 1SE. 

 
strength, explanatory goodness, sense of understanding) 
mixed ANOVA on ratings showed a significant main effect 
of mechanism, F(2,496)=29.39, p<.001, ηp

2=.106. Repeated 
contrasts showed that ratings increased significantly from 
no mechanism (M=4.54) to a mechanism pointer (M=4.99, 
p<.001) to a full mechanism (M=5.34, p=.001). Ratings 
were also significantly affected by judgment, 
F(2,249)=18.67, p<.001, ηp

2=.131: all judgments were 
significantly different from each other (Mcaus=4.25, 
Mexpl=5.02, Mund=45.65, Tukey ps≤.022). Although the 
interaction did not reach significance, F(2,496)=1.64, 
p=.162, the pattern of means in Figure 2 suggested that 
providing the full mechanism had the most pronounced 
effect on explanation. This was confirmed by a significant 
ANOVA on full vs. no-mechanism difference scores, 
F(2,248)=3.22, p=.042, ηp

2=.025: a full mechanism 
produced a larger boost in explanation ratings than causal 
ratings (Mdiff 1.04 vs. .44, Tukey p=.043); understanding 
received an intermediate boost (Mdiff=.91, p’s≥.143). In 
contrast, the difference between the pointer and no-
mechanism did not vary across judgments, F(2,248)=1.35, 
p=.262. This pattern is also consistent with Experiment 3 
which finds that explanation goodness ratings are 
significantly more responsive to full mechanism information 
than causal strength ratings. 

Experiment 3 
Focusing on explanation ratings versus causal strength 
ratings and on the contrast between no mechanism and a full 
mechanism, Experiment 2 produced a double dissociation, 
with explanation ratings more sensitive than causal ratings 
when it came to mechanisms, and causal judgments more 
sensitive than explanation judgments when it came to 
covariation. While the differential effect of covariation was 
also found in Experiments 1a and 1b, the effect of 
mechanism information was not. We therefore sought to 
replicate the interactions between mechanism and judgment 
in Experiment 2 before drawing strong conclusions. We also 
tied the mechanism more closely to each judgment by 
embedding the mechanism information in the body of the 
explanation and causation statements themselves.  

Method 
Participants Ninety-one participants were recruited on 
Amazon Mechanical Turk in exchange for $1.00. An 
additional 16 participants were excluded for failing a 
memory check. 
 

Materials, Design and Procedure Experiment 3 included 
the following changes from Experiment 2: the mechanism 
information was included in the body of the explanation or 
causal statement (e.g., explanation with a mechanism 
pointer: “MP was hit by a bus at an intersection because MP 
is a woman, and there exists a multi-step pathway that 
connects being a woman to being hit by a bus: women and 
men behave differently, and the differences in their behavior 
on the road result in a different probability of getting hit by 
a bus at an intersection.”); the covariation variable was 
dropped; the understanding judgment was dropped; and 
both judgment type (causal strength, explanation goodness) 
and mechanism (none, pointer, full) were manipulated 
within subjects. Judgments were blocked, with the order of 
blocks randomized across participants. Prior to the second 
block, participants were invited to “pay attention to the 
changed rating scale.” Mechanism levels were randomized 
within each judgment block. Items rotated through 
conditions across participants.  

Results and Discussion 
A 3 (mechanism: none, pointer, full) x 2 (judgment: 
explanation goodness, causal strength) repeated-measures 
ANOVA revealed a significant main effect of mechanism, 
F(2,180)=48.71, p<.001, ηp

2=.351, with ratings increasing 
from no mechanism (M=1.71) to a mechanism pointer 
(M=2.20) to a full mechanism (M=3.43, repeated contrasts 
ps≤.001), and no main effect of judgment, F(1,90)=.99, 
p=.323. Critically, there was also a significant interaction 
between mechanism and judgment, F(2,180)=3.06, p=.049, 
ηp

2=.033. As shown in Figure 3, the differences across 
mechanism conditions were more pronounced  for  expla-
natory  than  causal  judgments. As in Experiment 2, this 
interaction was driven by the difference between the no 
mechanism and full mechanism conditions: the comparison 
of full minus no-mechanism difference for explanation vs. 
casual ratings was significant, t(90)=2.18, p=.032, but the 
pointer vs. no-mechanism difference did not vary across 
judgments (t(90)=.04, p=.971).  
 

 
Figure 3: Mean ratings as a function of mechanism and 

judgment type in Experiment 3. Error bars: 1SE. 
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General Discussion 
In four experiments we demonstrate that judgments of 
explanation “goodness” are sensitive to both covariation 
evidence and mechanism information. Comparing 
explanation to other judgments, we observed a consistent 
dissociation: explanation judgments were less responsive to 
the degree of covariation in the data than were causal 
judgments. In contrast, specifying a full mechanism had a 
stronger effect on explanations than on causal judgments in 
Experiments 2 and 3, which drew less attention to the 
covariation tables. Of the three judgment types, “sense of 
understanding” was least responsive to covariation. Overall, 
our results indicate that these three types of judgments differ 
systematically when it comes to the role of covariation data 
and the effects of specifying a full mechanism.  
 Returning to the issues raised in the introduction, our 
findings support some tentative conclusions and raise 
additional questions for further study. First, we find that 
explanations are judged better when supported by stronger 
covariation evidence or by the specification of a 
mechanism, and that the benefits of stronger evidence are 
not limited to cases in which a mechanism is also specified. 
It would be interesting to know whether these two factors 
affect explanation ratings for different reasons – for 
example, covariation might be valuable for purely evidential 
reasons, while the specification of a mechanism could be a 
genuine “virtue” in addition to having evidential import. 

Second, full mechanism information does appear to have 
a larger effect on explanation goodness ratings relative to 
causal strength ratings, as might be expected on the view 
that explanations are especially geared towards genera-
lization (Lombrozo & Carey, 2006), which full mechanism 
information supports. More speculatively, it could also be 
that reduced sensitivity to covariation emerges for a similar 
reason: a certain degree of resistance to over-fitting the data 
from a single sample could help achieve more reliable 
generalizations (and indeed, Williams, Lombrozo, & 
Rehder, 2013 show that explanation encourages a search for 
broad patterns despite inconsistent data). 

Third, our findings suggest that explanatory goodness 
cannot be reduced, in any straightforward way, to judgments 
of causal strength. Similarly, ratings of understanding 
diverge from those of either explanation or causation. Our 
findings thus call for caution when characterizing one of 
these judgments in terms of another, and also raise questions 
about the extent to which different kinds of explanatory and 
causal judgments could diverge. For instance, evaluating 
explanatory “goodness” could diverge from evaluations of 
explanation probability, and evaluations of causal structure 
could diverge from those of strength.  

In sum, we demonstrate that judgments of causal strength, 
explanatory goodness and, to some extent, understanding 
respond differently to covariation and full mechanism 
information. Explanations surpass causal judgments in their 
sensitivity to a full mechanism, and the pattern is reversed 
for covariation. Our results present a challenge for proposals 
that characterize explanations as identifying causes, and 

characterize understanding in terms of grasping causal 
relationships and/or explanations. More importantly, these 
patterns of divergence can begin to help us understand the 
different roles of these judgments in our cognitive lives. 
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Abstract 

Languages combine arbitrary and iconic signals. How do 
iconic signals emerge and when do they persist? We present 
an experimental study of the role of iconicity in the 
emergence of structure in an artificial language. Using an 
iterated communication game in which we control the 
signalling medium as well as the meaning space, we study the 
evolution of communicative signals in transmission chains. 
This sheds light on how affordances of the communication 
medium shape and constrain the mappability and 
transmissibility of form-meaning pairs. We find that iconic 
signals can form the building blocks for wider compositional 
patterns. 

Keywords: iconicity, language evolution, iterated learning, 
social coordination, cultural transmission, analogy. 

Introduction 
In the emergence of communicative signals, links are 
established between linguistic form and meaning. These 
links are usually thought to be arbitrary for the majority of 
meanings (De Saussure, 1916; Hockett, 1960). However, 
more recently the importance of non-arbitrary links in 
linguistic forms (Perniss, Thompson & Vigliocco, 2010) 
and language evolution (Ramachandran & Hubbard, 2001) 
has been getting more attention. Iconicity, in which there is 
a perceived resemblance between form and meaning, seems 
to play a larger role than was originally assumed (Perniss, 
Thompson & Vigliocco, 2010), especially when looking not 
only at spoken Indo-European languages. Sign languages, 
perhaps more obviously than spoken languages, are rich in 
iconic forms (Mandel, 1977; Taub, 2001; Meir, Padden, 
Aronoff & Sandler, 2013) and there are also many spoken 
languages that have large inventories of sound-symbolic 
words, known as mimetics (Kita, 1997), expressives 
(Diffloth, 1972) or, cross-linguistically, ideophones 
(Dingemanse, 2012). 

When does iconicity emerge and persist? 
We investigate experimentally what factors influence the 
emergence of iconic forms in language and when these 
forms are expected to persist. We focus on the mappability 
of aspects of meaning to aspects of the signalling medium, 

and on the transmissibility of iconic forms on the basis of 
transparency, structure and learnability. 
 
Mappability One factor that is relevant for the emergence 
of iconicity is how easy it is to map certain forms with 
certain meanings (Dingemanse, 2013). Not all meanings 
lend themselves well to forming iconic mappings in each 
communication medium. Spatial relations for instance are 
generally easier to map onto manual signals, while 
meanings related to sounds are easier to represent iconically 
with spoken signals. The affordances of the signalling 
medium influence the mappability of form-meaning pairs 
and this influences the iconic strategies that may be 
recruited in the emergence of languages. 
 
Transparency Iconic signals can be seen as more 
transparent than arbitrary signals because their form reveals 
something about their meaning. They may therefore be easy 
to interpret and remember, and it has been proposed that 
such forms may have played an important role in the 
bootstrapping and grounding of early linguistic forms in 
both development (Maurer et al. 2006, Imai et al. 2008) and 
language evolution (Ramachandran & Hubbard, 2001). 
However, there is also evidence suggesting that forms with 
some degree of iconicity are not always easier to learn than 
non-iconic signals (Ortega & Morgan, 2010) and that 
arbitrariness may provide a learning advantage too (Gasser, 
2004; Monaghan & Christiansen, 2006). 

Many different strategies can be used to represent a 
meaning iconically (Meir et al., 2013), and it is not in all 
cases trivial to predict which strategy or type would be the 
most preferred. Moreover, interpretation of iconicity highly 
relies on shared expectations and experiences outside of 
linguistic regularities, which may not be shared by all 
languages users and be less accessible to very young 
children acquiring their language (Tolar, Lederberg, Sonali 
& Tomasello, 2008). Thus, iconicity is not by itself a 
guarantee for learnability and transmissibility. 
 
Systematic iconicity Iconicity is rarely monolithic (Meir et 
al. 2013), and there are many different types. Simple one to 
one resemblances of words to meanings (familiar from 
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onomatopoeia like boom and moo) are relatively limited in 
natural languages. More prevalent uses of iconicity involve 
predictable and more or less productive patterns, where 
iconicity is a shared property among groups of signals, 
systematically related or productively applicable to word 
classes (Mandel, 1977; Meir et al., 2013; Padden, Meir, 
Hwang, Lepic & Seegers & Sampson, 2013; Padden, 
Hwang, Lepic & Seegers, 2014). An example of this in sign 
languages is lexical patterning (Padden et al., 2013; 2014), 
where word categories can be identified by a sign reflecting 
for instance what a tool looks like (noun) versus showing 
how it is used (verb), which are both iconic forms. In 
spoken language ideophones, related word forms often 
depict related meanings, as in Japanese goro 'a heavy object 
rolling', koro 'light object rolling' and korokoro 'many light 
objects rolling' (Vigliocco & Kita, 2006). We might expect 
patterns of this kind to be more transmissible, given their 
predictable and productive properties, which may in turn 
influence their persistence.  

Figure 1: The interface of the experiment, showing a 
meaning to be communicated and the signal bar. 

 
Pattern emergence Cultural transmission of linguistic 
structures can be studied experimentally. For instance, 
languages tend to become more regular and systematic over 
time when they are transmitted from generation to 
generation (Hare & Elman, 1995; Kirby, 2001; Kirby, 
Cornish & Smith, 2008; Kirby, Griffiths & Smith, 2014; 
Reali & Griffiths, 2009). Cultural transmission experiments 
that focused specifically on the role of iconicity and 
arbitrariness reveal that iconic forms sometimes become 
more abstract and arbitrary when they are transmitted and 
become part of emerging sub-lexical patterns. Santiago, 
Tamariz, Vigliocco & Vinson (2014) observed effects of 
biases for using iconic forms, but only when participants 
interacted communicatively. A transition from more 
iconicity to more arbitrariness was also demonstrated in 
social coordination experiments where novel 
communication systems emerge through interaction 
(Garrod, Fay, Lee, Oberlander, & MacLeod, 2007; Theisen, 
Oberlander & Kirby, 2010). Earlier studies did not focus on 
systematic iconicity, and did not systematically control both 
the signalling medium and the meaning space in the same 
experiment.   

Here we combine a social coordination task with a 
vertical transmission paradigm to study the emergence and 

evolution of communicative signals in artificial languages. 
We investigate both the initial emergence of iconic forms 
for mappable and less mappable meanings, and the 
systematic reuse of iconic strategies. Different from prior 
work (e.g. Garrod et al. 2010), we control both the set of 
meanings and the signalling medium, making it possible to 
study how signals differ in communicative success, 
learnability, and stability over time. 

Methods 
The experiment consists of dyadic interactions in which 
pairs of participants played guessing games together. They 
could only communicate using sound signals, resulting in 
artificial whistle-like languages, as in Verhoef (2012). At 
the end of a trial, a pair’s set of signals formed a new 
language, following the experimental design of Tamariz, 
Cornish, Roberts & Kirby (2012). The next pair was trained 
on that language before a new trial started. This created 
several parallel chains of transmission in which the artificial 
languages developed over time.  

Signals 
Participants communicated using a vertical bar on a touch 
screen, which could be used to create signals that vary in 
pitch over time. The pitch could be manipulated by sliding 
the finger up and down, where the top of the bar produced 
higher pitch and the bottom lower. Signals could be 
discontinuous (e.g. a series of short beeps), but were limited 
in overall length to 4 seconds. Figure 1 shows a screenshot 
of the interface with the signal bar on the right.  

Meanings 
The meaning space consisted of animal silhouettes facing in 
two directions. Some meanings were easy to encode 
iconically while others were more difficult given the 
medium of communication. For some meanings, both 
animal type and orientation are easy to express with one 
holistic, unanalysable signal. As shown in figure 2, an 
obvious signal for ‘eel’ just follows its diagonal shape and 
this immediately makes it clear1 which one of the two is 
referred to: high-to-low pitch for the one oriented top-left to 
bottom-right and low-to-high pitch for the one oriented 
bottom-left to top-right. Another strategy would be to 
follow the direction the animal is swimming in. For the eel 
swimming to the right, this would result in the exact same 
signal, moving down, but for the eel swimming to the left an 
iconic signal based on this property would be moving down 
instead of up, giving this meaning two obvious possible 
forms that fit well. For the less mappable meanings (the 
seahorses) there are no such obvious iconic solutions to 
encode animal type or orientation: a very large number of 
possible signals could be evaluated as equally fitting.  

                                                             
1 Assuming a bias for interpreting time as going from left to 

right, which is most probably the case for people who grew up 
reading from left to right and looking at left-to-right timelines. 
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Figure 2: The meanings: ‘hard to map’ seahorses and ‘easy 

to map’ eels, facing in different directions, with possible 
iconic signal productions for the eels. 

Interaction 
Participants played guessing games in which each person 
held a touch sensitive tablet, both were wearing headphones, 
and neither could see the other’s screen. The tablets were 
connected over a network and participants could send each 
other signals. In each round, one participant was the 
‘speaker’ while the other was the ‘listener’. The speaker was 
presented with a target meaning and produced a signal for it. 
The listener listened to the speaker’s signal and was 
presented with a panel showing all the possible meanings. 
The listener chose one of these meanings as their guess for 
what the speaker intended.  Both players were given 
feedback after each guess, showing the target meaning and 
what the listener guessed. Each meaning was presented as 
the target twice, in a random order, with participants 
alternating roles as speaker and listener after each 
presentation, so that each participant took the role of 
speaker for each meaning once.  

Training 
Except for each first pair of participants in a transmission 
chain, both participants were first trained on a language 
before interacting. In this training they were exposed to each 
meaning and the last signal used for that meaning by the 
previous pair. Participants only saw a random half of the 
previous meanings, and there were two training rounds in 
total, showing each training item twice. The first pair of 
each transmission chain started immediately with the 
interaction phase, thus negotiating their own signals for the 
meanings. 

Procedure 
Data for this experiment was collected as part of a science 
festival2. A total number of 202 visitors gave informed 
consent and participated, resulting in 10 transmission 
chains.  The complete data set has 6 chains with 10 
generations and 4 chains with between 3 and 5 generations 
(we control for these imbalances with the statistical methods 
below).   

                                                             
2 ‘De nacht van kunst en kennis’, Museum Boerhaave, Leiden, 

The Netherlands 

Results 
To explore the influence of mappability, learning and 
transmission on the emerging artificial languages, we 
analysed communicative success and the use of iconicity. 

Communicative success 
Communicative success (as measured by correct guesses) 
was higher for easy to map than for hard to map meanings. 
This is as hypothesized: the signalling medium affords the 
iconic expression of those meanings, leading to better 
communicative performance.  The mean correct score was 
3.7 out of 8. 

As shown in figure 3, meanings in which the animal was 
facing left were consistently harder to get correct than the 
ones facing right. This is consistent with the way in which 
the meaning space was constructed. As noted above, there 
are two possible iconic solutions for encoding the left-facing 
eel, whereas these two are conflated in the right-facing eel. 
The fact that this effect of facing direction occurs for the 
seahorses as well indicates an interesting connection 
between signals used for the two types of meanings. We 
will address this later.  

 

 
Figure 3: Proportion of correct guesses for each meaning 

(means and 95% confidence intervals). Expected 
performance at chance would be 25%. 

 
We analysed the results with a binomial mixed effects 

model predicting correct guesses by animal, facing direction 
and generation, while controlling for chain and participant 
pair.  Including animal significantly improved the fit of the 
model (model comparison χ2 = 5.31, df = 1,  p = 0.02), as 
did facing direction (model comparison χ2 = 7.0, df = 1, p = 
0.01), but generation did not (χ2 = 0.14, df = 1, p = 
0.70).  There were no significant interactions, and no 
inclusion of random slopes significantly improved the 
model.  That is, facing direction and animal had independent 
effects. 
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The model estimates for the probability of correct guesses 
are: left facing seahorse (35%), right facing seahorse (46%), 
left facing eel (44%) and right facing eel (56%). 

There was no overall effect of generation, although in 
many cases we can see the system break down after about 4 
generations. This could be due to a ceiling effect or other 
reasons we address in the discussion. Generation does 
marginally improve the model when looking at only the first 
4 generations of each chain (χ2 = 3.54, df = 1, p = 0.06).  

Iconic signals 
We have shown there were differences in communicative 
success between the different meanings. The pattern of 
differences fits the hypothesis that participants exploited the 
fact that some meanings were easier to map iconically given 
the signalling medium. Can we find evidence for iconicity 
in the signals? If we look at the mean signal, computed on 
the basis of all successful signals, we can clearly see the 
expected pattern for the mappable meanings (Figure 4). The 
eel swimming to the right has a diagonal shape from upper 
left to lower right corner and the signal is also 
predominantly going down in frequency. The opposite 
pattern is observed for the eel facing left. Again, in line with 
the fact that there are two competing iconic solutions for the 
left-facing eel, the effect is strongest for the right-facing eel. 
 

 
Figure 4: The black lines represent the moving average of 
signal values over normalised time (x axis) for mappable 

meanings (shown beneath the graph).  95% of signal 
segments fall within the vertical blue bars. 

 
We calculated the correlation between the signal 

trajectory and time. For monotonic, steadily changing tones, 
an increasing tone would receive a correlation of 1, while a 
decreasing tone would receive a correlation of -1. We ran a 
mixed effects model, predicting the correlation of the signal 
over time by mappability, facing direction and generation, 
controlling for participant pair and communication 
chain.  Stimuli facing right were more likely to have a 
negative correlation (est.= -0.20, t = 1.8, χ2 = 19.8, p < 
0.0001).  The effect for right-facing, mappable stimuli (the 
eel) was especially strong (est. = -0.43, t = 3.75, χ2 = 14.1, p 
= 0.0002), which can be attributed to the mapping for the 
right-facing eel being unambiguous. There was a weak 
effect for the interaction between direction and generation 
(right-facing signals became less correlated over time, est = 
0.04, t = 2.11, χ2= 4.47, p = 0.03). As expected there was no 

significant effect of mappability (since this test assessed the 
direction of the signal, est = 0.1, t= 1.4, p = 0.07).  Figure 5 
shows the correlation coefficient of the signals, for correct 
answers, for iconic and non-iconic stimuli. 

When the stimuli faces right, regardless of mappability, a 
correct guess is more likely when the signal has a more 
negative slope (adding signal direction x facing direction 
improves fit of the first model  χ2 = 4.81, t = 0.03, p =0.03). 

 
 

Figure 5: The mean correlation of the signal over time with 
95% confidence intervals for different meanings. 

Systematic reuse of iconic strategy 
Looking at individual languages that emerged across the 
chains, we observe the reuse and spread of iconic strategies, 
resulting in systematic patterns in which both animal and 
facing direction are encoded in a compositional and 
predictable manner. Often, it seems to be the case that the 
feature of the signal that encodes the facing direction has its 
origins in the iconic strategy for representing the eels only, 
and then got recruited for the seahorses using analogical 
reasoning. The eel that is positioned from top left to bottom 
right happens to be right-facing. The most obvious signal 
for that meaning follows the shape iconically with a 
decreasing pitch trajectory. This solution can be re-used for 
encoding the right-facing seahorse, resulting in a signal that 
is not directly iconic, but understood by analogy. Further 
extending the analogy, the opposite pattern can be used for 
the other seahorse. The (often) wobbly signals associated 
with the seahorses can also be seen as iconic, especially in a 
system where there is a clear contrast with the smooth 
signals for the eels. Figure 6 shows four examples of such 
systems, all from different transmission chains, in which the 
holistic iconic strategy that works for eel orientation is 
recruited for representing seahorse orientation.  

Figure 7 shows how such a system gradually develops 
over time as the language is transmitted from dyad to dyad. 
First, the signals seem to only distinguish the two animals, 
while making a contrast between the two facing directions, 
then the distinction in direction appears for eels, which is 
adopted to encode facing distinction in the seahorses as well 
one generation later.  
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Figure 6: Successful signal sets.  Each rounded box 

represents a separate generation.  Signals are plotted as pitch 
(vertical axis) over time (horizontal axis). 

 
Quantitative support for this mechanism is revealed by 

the data presented earlier. As shown in Figure 3, there is not 
only a difference in communicative success for the two eels 
(which we expect on the basis of their slight difference in 
mappability), but the right facing seahorse is also easier to 
guess than the left facing seahorse.  This can't be explained 
by iconic strategies for the seahorses in isolation – there is 
no theory that would predict that facing left would be harder 
to map than facing right for these meanings.  The difference 
must come from the signal transferring from the eel to the 
seahorse. In other words, participants re-use the iconic 
signals in a compositional way.  

 
Figure 7: The evolution of signals over generations for 

different pairs of participants (rows) in the same chain and 
different meanings (columns) Colour represents successful 

(green) and unsuccessful guesses (red). 
 

In the experiment above, the first generation did not 
receive training on a prior language.  In this case, iconic 
signals emerged.  However, if conventional signals were to 
emerge first, it is possible that iconic signals would not 
appear.  To test this, we ran two chains where the first 

generation was trained on an arbitrary, non-compositional 
language that we constructed.  Qualitatively, the signals 
evolve away from the starting languages towards the kinds 
of languages seen in the main experiment (smooth changes 
for eels, wobbles for the seahorses). We also observed all 
the statistical effects presented above with these new chains. 
Analysing all the data together, neither the proportion of 
correct guesses nor the signal correlation is significantly 
predicted by type of starting condition.  This suggests that 
the original arbitrary language is ‘washed out’ by use and 
transmission.  

Discussion 
We studied when iconicity emerges in communicative 
signals and what conditions allow iconic forms to persist. 
We carefully controlled the medium of communication and 
the mappability of meanings to this medium. The results 
show that iconic strategies were used to a great extent and 
were also reused and combined in a compositional way, 
resulting in the emergence of systematic iconic patterns. 

Where previous work focused on the possible competition 
between iconicity and (combinatorial) structure (e.g. 
Verhoef et al., 2013), here we show how iconicity actually 
shapes emerging structures. Iconicity is used often and 
iconic primitives become building blocks in compositional 
patterns. Affordances of the medium of communication 
direct this process. Our findings fit with the observation that 
there may be “competition between different types of 
iconicity that languages exploit in order to organize their 
grammars” (Meir et al., 2013). 

While communicative success improved over the first few 
chains, we found no overall effect of generation. Some 
generations solve the problem in the way we expected, but 
the system was not always transmitted faithfully. This could 
be caused by the setting of the experiment, the small size of 
the meaning space, or too little training. Also, the training 
language came from a random selection of both previous 
participants' signals, which may disrupt the transmission of 
the potential structure one of the two participants had 
internalized and expressed in their signals.  In one case, the 
participants reported not noticing that there was a distinction 
in facing direction because there was no distinction in the 
signals from the previous generation.  In general, although 
we designed the stimuli to have an obvious solution, we 
were surprised at the range of approaches adopted (e.g. 
iconically representing the animal's speed or size).  Some of 
these systems may be iconic and 'obvious' to their creators, 
but less easy to interpret by a communicative partner or next 
learner in the experiment. Our data collection setting limited 
the experiment to a short length, and therefore a small 
meaning space. Currently we are working on a laboratory 
follow-up with a larger variety of meanings and more time 
for interaction and learning.  

Both mappability and learnability influence the 
emergence and persistence of iconic signals, in our 
experiment as well as in natural languages. We have shown 
how iconic signals emerge, become systematised, and how 
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they may be reused as building blocks in compositional 
signals, in the process of interaction and transmission. 
Iterated communication games provide a promising 
approach towards unravelling the role of iconicity in 
representation, linguistic structure and language evolution.  
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Abstract 

I argue for a manipulationist-mechanistic 
framework for content-NCC research in the case of visual 
consciousness (Bechtel 2008; Neisser 2012). Reference to 
mechanisms is common in the NCC research. Furthermore, 
recent developments in non-invasive brain stimulation 
techniques (NIBS) lend support to a manipulationist 
standpoint. The crucial question is to understand what is 
changed after manipulation of a brain mechanism. In the 
second part of the paper I review the literature on 
intentionalism, and argue that intervention on the neural 
mechanism is likely to change the intentional content of 
consciousness. This urges us to shift from content-NCC to 
what I call “intentional mechanisms”. Such mechanisms, it 
is argued, should be understood as neural prerequisites of 
conscious visual experience.  

 

Keywords: Consciousness; Manipulationism; NCC; Visual 
Experience; Intentionalism; NIBS; Mechanisms; Explanation. 

Introduction 
In the last years, we have witnessed a spurt of progress in 

the search for the neural correlates of consciousness (NCC). 
The growing scientific literature seems to suggest that, in 
the next years, non-invasive brain stimulation techniques 
(NIBS) will play an important role in NCC research (e.g. de 
Graaf & Sack 2014).  

 In this paper I focus on the search for content-NCC, i.e. 
the neural correlates of a specific conscious experience, the 
content of consciousness. Specifically, I narrow down my 
attention to NCCs of the visual contents of consciousness. 
This set of experiences embraces, for example, seeing 
something red, seeing an object, and so on.  

Following the suggestion of Neisser (2012), I argue that 
NIBS urges us to rethink Chalmers’s received view on 
content-NCC. However, in contrast with Neisser who 
suggests adopting Craver’s (2007) account of explanation in 
neuroscience, I put forward Bechtel’s (2008) account of 
mental mechanisms.   

In the first section I outline the new frontier of NCC 
research through NIBS. In the second section I show how 
the received view should be changed, moving toward a 
manipulationist-mechanistic approach. This raises the 
challenge of understanding what is actually changed 
through manipulation of the neural machinery. I finally 
argue that what is changed is the intentional content of 
consciousness. Research on content-NCC does not target 

consciousness. The mechanisms behind the contents of 
visual consciousness should be understood as neural 
prerequisite of conscious vision. I call such systems 
“intentional mechanisms”. In the final section, I briefly 
draw attention to some implications for future researches. 

NIBS and NCC research 
In his account of explanation in neuroscience, Craver 

(2007) observes that neuroscience is mainly driven by two 
goals. The first goal is explanation. Under this goal we 
group researches about how the brain develops from infancy 
to adulthood, how memory is realized by the brain, and so 
on. The second goal is to control the brain. Under this goal 
we find the attempt to diagnose and treat neural diseases, for 
example.  

These two goals are also visible in neuroscience’s search 
for NCCs. One goal is to explain consciousness, whilst the 
other is to manipulate and control brain mechanisms that 
implement our conscious experience. Intervention on the 
NCCs might prove helpful not only for diagnostic purposes, 
but also in locating them (e.g. Koubeissi et al. 2014; Parivizi 
et al. 2012). Furthermore, manipulating brain mechanisms 
somehow related to conscious experience can help us 
moving from a mere correlation to causation (Koch 2004: 
100), thus helping us explaining consciousness. Finally, in a 
recent review paper, de Graaf & Sack (2014) highlight the 
role of NIBS techniques in disentangling neural 
prerequisite, substrates, and consequences of conscious 
experience (e.g. Aru et al. 2012; de Graaf et al. 2012).  

Among NIBS techniques we find transcranial magnetic 
stimulation (TMS), and transcranial electric stimulation 
(TES), which includes transcranial direct current stimulation 
(tDCS) as well as transcranial alternating current 
stimulation (tACS). In the search for NCCs, NIBS does not 
represent an alternative, but a valuable complement to 
refined neuroimaging techniques (e.g. Friston 2011). The 
reason is simple: whilst a regional BOLD response in fMRI 
cannot tell us whether the neural processing is «imperative 
for the task at hand» (de Graaf & Sack 2014: 6), 
manipulating a specific brain mechanism thanks to NIBS 
might change the corresponding conscious percept. If 
manipulation of a mechanism disrupts or elicits a conscious 
percept, than we have good reasons to infer that such a 
mechanism has some functional role for consciousness. 

 The use of NIBS techniques in NCC research is 
flourishing. A TMS pulse on the occipital lobe can, for 
example, generate a phosphene (e.g. Kammer 1999). 
Application of TMS pulse on the motion area MT/V5 
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(Fellman & Van Essen 1991) elicits moving phosphenes (de 
Graaf & Sack 2014: 6). Another example of application of 
TMS is the induction of virtual lesions in the parietal cortex 
in cases of experiments in bistable vision (e.g. Carmel et al. 
2010). 

Such experiments suggest that, in the next years, 
manipulation of brain mechanisms will be a valuable tool in 
finding out the NCCs. In addition, I believe that they 
suggest us to revise the current paradigm of content-NCC 
research and to carefully rethink our understanding of the 
NCC problem.  

Steps Towards a New Paradigm for NCC 
Research 

The Standard NCC approach 
The standard definition of content-NCC has been put 

forward by Chalmers: 
 

An NCC (for content) is a minimal neural representational 
system N such that representation of a content in N is 
sufficient, under conditions C, for representation of that 
content in consciousness. (Chalmers 2000: 31) 

 
There are three features I would like to highlight in this 

study. First, between the neural system N and conscious 
experience there is only a correlative relation. In this sense, 
the correlation is better understood as a statistically 
significant co-occurrence of a given conscious content and 
activation of the putative content-NCC. The correlation is 
meant to capture a “metaphysically” neutral stance on the 
issue that sidesteps the causal problem (Neisser 2012).  

The second feature is that the conscious experience at 
stake is a specific conscious state, what we in the 
philosophical jargon call a specific “content of 
consciousness” (e.g. Siegel 2010).  

Finally, the neural system N is constrained through the 
condition of minimal sufficiency. Chalmers (2000: 24-25) 
argues that this requirement is introduced in order to screen 
off redundant neural activity. If one takes a content-NCC to 
be a merely sufficient neural system, then the whole brain 
would count as NCC. But obviously, what we are looking 
for is a much more specific brain system that appears to be 
directly involved in conscious experience.  

Mechanisms and Manipulation 
Neisser (2012) points out that the supposedly neutral 

connection between N and a specific conscious content does 
not capture the scientific understanding of the issue. 
Furthermore, he argues that the requirement of minimal 
sufficiency is a logical condition that betrays a commitment 
with a classical paradigm of explanation: the search for 
covering laws, well represented by the deductive-
nomological (DN) model of explanation (Hempel & 
Oppenheim 1948). 

In contrast with this paradigm, Neisser puts forward an 
alternative framework: the manipulationist-mechanistic 
model of explanation articulated by Carl Craver (2007). 
However, the search for the visual content-NCC is better 
described as the search for mental mechanisms (Bechtel 
2008). Since “mechanisms” and “manipulation” are key 
concepts for the present analysis, we must first briefly dwell 
on their definitions.  

 
Mechanisms. Bechtel defines a mechanism as:   

 
…a structure performing a function in virtue of its 

component parts, component operations, and their 
organization. The orchestrated functioning of the 
mechanism is responsible for one or more phenomenon 
(Bechtel 2008: 13). 

 
The growing body of literature on mechanistic 

explanation often draws attention to the ubiquitous 
reference to mechanisms in psychology and the life sciences 
(Bechtel 2008; Bechtel & Richardson 1993; Darden 2006), 
and specifically in neuroscience (Craver 2007). Although 
very few philosophers have paid attention to this 
(exceptions are Hohwy 2009, Neisser 2012), reference to 
mechanisms is also ubiquitous in research on the NCCs. 
Consider only few examples: “Still wanted – the 
mechanisms of consciousness” (Aru & Bachmann 2015);  
«These [the NCC] are the smallest set of brain mechanisms 
[…] sufficient for some conscious feeling […]» (Koch 
2004: xv-xvi). Commenting on the problem of emergence, 
Francis Crick also seemed to suggest a mechanistic strategy 
in NCC research: «while the whole may not be the simple 
sum of the separate parts, its behavior can, at least in 
principle, be understood from the nature and behavior of its 
parts plus the knowledge of how all these parts interact» 
(1994: 11). Here we observe a typical mechanistic 
explanatory strategy: mechanistic decomposition (Bechtel & 
Richardson 1993; Kauffman 1971).  

Mechanistic decomposition is a key step toward a 
mechanistic explanation. In contrast with the DN model, 
mechanistic explanation does not rely on covering laws, but 
explains a phenomenon by showing how entities and 
activities produce the explanandum (Bechtel & Abrahamsen 
2005; Craver 2005). In short: a mechanistic explanation 
explains why a phenomenon occurred by exposing how it 
occurs.    
 
Manipulation. The other key concept is that of 
manipulation. I think that Neisser’s suggestion can receive 
substantial support precisely thanks to the recent 
developments in NIBS techniques that I outlined in the first 
section. 

Relying on Woodward (2003), Craver defines X as 
causally relevant to Y iff there is: 
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…an ideal intervention on X that changes the value of Y, 
or the probability distribution over the values of Y (Craver 
2007: 198).  

 
Conceptualizing the search for content-NCC according to 

the manipulationist (or “interventionist”) view means to 
intervene on the putative brain mechanism related to 
conscious content and observe the elicited change in visual 
phenomenology. In an experimental setting, this might 
involve screening off interfering factors that affects X in 
normal conditions (Campbell 2007 calls it “surgical” 
intervention).  

It should be stressed that whilst manipulation can help us 
sorting out different kinds of neural activity, its role within a 
mechanistic explanation is that of localizing operations 
within specific mechanistic parts (Bechtel & Richardson 
1993). This is likely to put additional constraints on the 
model, unveiling the mechanism’s structure. However, 
localization also requires understanding of what operations 
are carried out by the different functions. This suggests that 
localization is but only one step towards a mechanistic 
explanation (Bechtel 2008). 

Still, the manipulationist-mechanistic framework 
represents a promising conceptualization of the NCC 
problem. However, intervening on the brain mechanisms of 
the contents of consciousness demands to properly define 
the changed, altered, phenomenon. Understanding the 
function of such mechanism is of paramount importance in 
constructing a mechanistic explanation. Mechanisms are for 
a specific function (Glennan 1996). Circumscribing the 
function of the mechanisms of the contents of consciousness 
means to tackle the issue of what they actually do, which in 
turn enable us to put constraints in modeling a mechanism. 

The relevance of this question is obvious: if we can 
establish a causal (manipulative) relation between a neural 
mechanism and a specific conscious experience we could 
finally explain consciousness. Unfortunately, things are not 
so easy. In the next section I review the philosophical 
literature on intentionalism and show that intervention on 
brain mechanism only elicits a change in the intentional 
content.   

Manipulating the Intentional Content 
In the definition given above, Chalmers (2000) made 

explicit reference to the representational (or “intentional”) 
character of consciousness. As we know, intentionalism is 
the thesis according to which conscious experience has an 
intentional (i.e. representational) character. However, few, if 
any, philosophers contend that representing things to be 
thus-and-so exhausts what there is to say about 
consciousness. 

We commonly distinguish different philosophical groups 
regarding the relation between intentionality and 
consciousness (Chalmers 2004; Fish 2010; Staudacher 
2011). Here I adopt William Fish’s (2010) taxonomy, and 
identify three forms of intentionalism: strong 
phenomenology-first, strong content-first, and weak 

intentionalism. According to the first and third group 
conscious intentional content has phenomenal properties, 
whilst the second group maintains a reductive stance 
towards phenomenal properties. I will examine them in this 
order: the third, the first, and finally the second group. As I 
declared in the outset, the reader should bear in mind that I 
only focus on visual experiences.   

Weak Intentionalism 
According to weak intentionalism, phenomenal 

experiences always have intentional content (Chalmers 
2004; Peacocke 1983; Searle 1983). However, weak 
intentionalism allows that two distinct phenomenal 
experiences may have the same intentional content. 
Consider Block’s argument (1993). Suppose that you are 
travelling through a dark tunnel and you see a brightly lit 
scene at its end. According to Block, there would be a 
phenomenal difference if you keep both eyes open or you 
close one of them, even though the intentional content 
remains the same. Conscious experience, according to weak 
intentionalism, is partially independent from the intentional 
content. This poses two problems for the manipulationist 
approach. 

First, it is likely that the approach I have argued for does 
not actually target phenomenal properties. There is no 
compelling reason for thinking that manipulation of the 
neural mechanism should change conscious experience. 
Indeed, it is plausible to imagine the following scenario: a 
manipulation of the mechanism that does not produce a 
change in consciousness, but only in intentional content. 
Manipulating the neural mechanisms underlying the 
contents of visual consciousness therefore does not help us 
explaining why that content is conscious.  

The second problem concerns the surjective relation 
between intentional and phenomenal properties. We 
individuate the contents of consciousness precisely in virtue 
of their being conscious. But since two different experiences 
might have the same intentional content, we are left with the 
difficult task of explaining why and how this is possible.  

Strong Phenomenology-First Intentionalism 
A way to sidestep the latter problem is to hold that every 

variation in phenomenal character is mirrored by a variation 
in intentional content. Byrne argues that:  

 
For any two possible experiences e and e*, if they differ 

in phenomenal character, then they differ in [intentional] 
content. (Byrne 2001: 217).  

 
This is what Fish (2010) calls “strong phenomenology-

first intentionalism”. However, it should be clear that even 
this option does not solve the problem posed by weak 
intentionalism, since phenomenal properties are not 
identical with intentional properties.   
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Strong Content-First Intentionalism  
Another option is to deny the existence of any 

phenomenal property, or simply to show that they can be 
reduced to some functional requirement or additional 
process. Strong content-first intentionalists espouse 
precisely this thesis. However, philosophers disagree about 
the nature of such additional requirements.  

Higher order theories of consciousness (HOT) claim that 
a first-order intentional state is conscious only when it is 
object of a higher order state. The character of such higher 
order state is disputed. Lycan (1996) contends that the 
higher order state is a kind of internal scanner akin to a 
perceptual state, whilst Rosenthal (1990) claims that the 
higher order state is a belief, or thought.  

According to HOTs, the manipulationist-mechanist 
approach does not suffice to explain consciousness. In 
addition to mechanisms for the visual contents of 
consciousness, we should also postulate the existence of 
other higher-order mechanisms whose overall function is 
necessary to make the first order state conscious. 
Furthermore, HOTs may lead to some empirical problems. 
For example, one would have to disentangle first-order from 
higher-order mechanisms, since they presumably co-activate 
when a subject is consciously visually aware of a specific 
content.  

There is still another viable option. Some philosophers 
maintain that first-order intentional states suffice for 
consciousness if they have the right sort of content, and 
when it plays some functional role (Dretske 1995; Tye 
1995). Michael Tye ‘s PANIC theory is a paradigmatic 
example:  

 
Phenomenal content, I maintain, is content that is 

appropriately poised for use by the cognitive system, 
content that is abstract and nonconceptual (Tye 1995: 137). 

   
Specifically, the intentional content must be abstract and 

nonconceptual, and it must be functionally poised, i.e. must 
be available for other cognitive processes. (Hence the 
acronym: Poised Abstract Non-Conceptual Intentional 
Content). Can the manipulationist-mechanistic approach 
explain the contents of consciousness according to Tye’s 
PANIC theory?  

The answer should be a clear “no”. The fact is that, again, 
intentional content alone does not suffice for consciousness. 
Tye’s theory shows that in order to be conscious an 
intentional content must not only have some specific 
features – i.e. being abstract, and nonconceptual – but that it 
must also be functionally poised. This seems to imply that 
there is some additional functional requirement that can 
possibly be accounted for through additional mechanisms. 

Intentional Mechanisms 
The foregoing discussion makes clear that the 

manipulationist-mechanistic approach does not explain 
consciousness. However, it is entirely plausible to contend 
that the neural machinery can alter the intentional contents 

of consciousness. Indeed, there is no principal conceptual 
problem in linking functional and structural aspects of 
consciousness to the underlying brain mechanisms. The 
picture I am describing is perfectly compatible with the hard 
problem of consciousness (Chalmers 1996). Notice that this 
conclusion is convergent with recent debates on the nature 
of the NCCs (Bayne 2007; Howhy 2009; Searle 2004). 
Significantly, combining insights provided by the 
neurosciences and philosophy, I think that the framework 
that I have sketched out paves the way to some fruitful 
perspectives on the search for the NCCs. 

If the mechanistic-manipulationist framework for content-
NCC does not explain consciousness, nonetheless it can 
rightly be conceptualized as the search for visual intentional 
mechanisms. Following Bechtel’s definition of mechanism 
(see §2), an intentional mechanism could be defined as:  

 
A structure performing the proper function of fixing the 

visual intentional content in virtue of its component parts, 
component operations, and their organization. The 
orchestrated functioning of the mechanism is responsible for 
the intentional content of vision.  

Prerequisite Mechanisms and Matching Content 
Doctrine 
Prerequisites of Consciousness. What is the relation 
between intentional mechanisms and consciousness? Even if 
intentional mechanisms do not account for conscious 
experience, they can be regarded as neural prerequisite for it 
(De Graaf et al. 2012). A neural prerequisite for 
consciousness is a neural system – in our case, a neural 
mechanism – whose function is required by other neural 
mechanisms directly related to consciousness. Once the 
intentional content has been processed by an intentional 
mechanism, it can then become conscious thanks to some 
further neural processing.  

To see why, it is sufficient to reflect about intentionalism, 
which, as we have seen, is the thesis according to which 
consciousness has an intentional character. If consciousness 
– or at least visual consciousness – has an intentional 
content, it is entirely plausible to conceive the function of 
intentional mechanisms as a necessary prerequisite for 
conscious visual experience. One way to reject this 
conclusion is to reject intentionalism altogether, and simply 
deny that consciousness has any intentional content, or to 
(ideally, at least) disjoint conscious experience from any 
content1.  

Since intentional mechanisms are not directed at 
consciousness at all, the manipulationist view only fills in 
the causal gap between intentional content and brain 
mechanisms. Consequently, there still is a correlative 
relation between conscious experience and the underlying 
mechanism (see §2). It is obvious that understanding the 

                                                             
1 Although I pass this problem in silence here, the very idea of 

being conscious without being conscious of something strikes me 
as utterly mysterious, if not preposterous (see also Hohwy 2009).  
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relation between phenomenal and intentional character still 
preserve its priority over the explanatory problem.   

 
Revising the Matching Content Doctrine. An interesting 
aspect of standard content-NCC research is that the contents 
of consciousness should match, or correspond, to the neural 
content (Chalmers 2000: 35). The “matching content 
doctrine” (MCD) serves as a methodological guide to the 
search for content-NCC, and is expressed within the very 
idea of a correlation. Roughly stated, the idea is this: if a 
conscious content is “matched” by a specific neural 
population in a statistically significant number of cases, they 
are probably correlated. So far, criticism of the MCD has 
mainly been motivated on the basis of a phenomenological 
objection against the contents of consciousness (e.g. Noë & 
Thompson 2004; Neisser 2012). In this study, I merely 
observe that the intentional mechanisms standpoint 
conceptualizes the MCD as a function-to-mechanism 
relation. In other words: from a given content of 
consciousness (the function), one can (tentatively) infer the 
existence of a mechanism that produces it and test this 
hypothesis through empirical techniques. 

 

Spandrels of Vision? 
Before I conclude, I would like to mention a conceptual 

problem that follows from the final considerations on the 
MCD. Rigorous phenomenological descriptions might serve 
both the initial task of decomposing a mechanism (Bechtel 
& Richardson 1993; Darden 2006; Kauffman 1971) – thus 
leading us to look for a mechanism responsible for a 
specific kind of content – and the observation of the 
conscious percept elicited by NIBS techniques, which might 
help us refining and understanding the results.  

Yet, not every single feature of our conscious visual field 
needs to have a specific functionally related mechanism. For 
example, it seems plausible to me that some features of our 
visual phenomenology might actually turn out to be 
spandrels (Gould & Lewontin 1979), rather than direct 
products of a single intentional mechanism. This latter 
aspect, I think, should urge us to adopt an evolutionary 
perspective regarding the contents of visual consciousness. 

For reasons of space, I cannot elaborate on this suggestion 
here. However, I believe that the framework developed here 
offers us yet another reason, to think the mind-brain relation 
in evolutionary terms.  

Conclusion 
To sum up, I hope to have persuasively argued for a 

reconceptualization of the content-NCC problem. Recent 
work on NIBS techniques seems to support the 
manipulationist standpoint on the content-NCC problem. 
Although what I called “intentional mechanisms” cannot 
explain consciousness, they can clearly help us in the quest 
of finding out how the brain generates the intentional 
structure of our conscious experience.  
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Abstract 

Perceptual variables such as perceived distance contain 
information about future actions. Often our goals involve the 
integration of another’s goals, such as lifting heavy objects 
together.  The purpose of this study was to investigate how 
another’s actions might influence one’s own goal-oriented 
perceptions, specifically, verbal distance estimates.  Using a 
within-subject paradigm, we replicated a well-known finding 
that carrying a weighted backpack results in larger distance 
estimates relative to not carrying a backpack.  In a crucial 
second condition, this effect was reversed: distance estimates 
were significantly greater when not carrying a weighted 
backpack than when carrying a backpack. In this condition, 
participants provided distance estimates while wearing a 
weighted backpack during the first phase and then gave 
estimates while not wearing a backpack, but following an 
experimenter wearing a weighted backpack in the second 
phase. Three additional conditions systematically documented 
how the observations of another’s actions influenced distance 
estimates.  
 
Keywords: perception; memory; affordances; distance 
estimation; social interaction. 

Introduction 
Perceived distances are greater if one wears a weighted 
backpack while estimating distance (Proffitt, Stefanucci, 
Banton, & Epstein, 2003). In their now classic work, Proffitt 
and colleagues found that while standing, participants’ 
estimates to a target at a variety of distances are 
systematically greater when wearing a weighted backpack 
(see also Proffitt & Bhalla, 1999).  This difference increases 
as actual distance increases.  This effect also varies with a 
host of factors such as knowledge about the contents of 
one’s backpack (Durgin et al., 2009), blood glucose levels 
(Schnall, Zedra & Proffitt, 2010), and current action 
capabilities (see Witt, 2011 for review).  Often, findings 
such as these are accounted for via appeals to non-visual 
factors such as implied effort (Proffitt, 2006), action 
capabilities (Witt, 2011), and affordances (Gibson, 1979).  

Common to each of the above-listed frameworks is the 
notion that perception contains information about future 
action: how much energy one will have to expend to 
complete a future action (Proffitt, 2006), what types of 

actions one’s current skill set will allow one to complete in 
the immediate future (Witt, 2011), and what action options 
the current optic array affords one in the immediate future 
(Gibson, 1979). In each case, perceived future action is 
guided by information present within one’s environment 
(e.g., a steep hill or heavy backpack).  

Goal-driven Perception 
One explanation of why it is that our perceptions tend to be 
contextualized by future actions is the theory of event 
coding (TEC— Hommel, Müsseler, Aschersleben, & Prinz, 
2001).  TEC asserts that (1) actions are planned in terms of 
the distal events they are intended to produce, and (2) areas 
of the brain involved in action planning also are involved in 
perception. Neural support for TEC derives from a host of 
data which indicate that pre-motor centers involved in motor 
planning are also activated when one perceives objects that 
afford motor activity (Rizolatti, Fogassi, & Gallses, 2001). 
Such findings imply the following: (1) what is planned 
during an action is the distal goal (e.g., reach the top of a 
hill), not the movements one needs to achieve the goal (e.g., 
the leg movements required reach the top of the hill), and 
(2) due to the overlap of the neural dynamics involved in 
goal planning and perception, one’s perception of the event 
(e.g., the hill) will be contextualized by the factors one 
needs to incorporate into one’s plans (e.g., knowledge about 
the content of one’s backpack, blood glucose levels and 
current action capabilities). In light of these findings, it 
seems clear that our perceptions are inherently biased by our 
goals (Jordan, 2013).  

The Social Nature of Goal Driven Perception 
The overlap between action planning and perception not 
only gives rise to goal-driven perception, it also entails a 
social component. For example, expert dancers who observe 
the dancing of other expert dancers exhibit greater 
activation than novices in pre-motor areas known to be 
involved in action planning (Calvo-Merino, Glaser, Greźes, 
Passingham, & Haggard, 2005). Importantly, less motor-
cortical activation occurs when experts of different dance 
types observe dances that are not within their own expertise 
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(e.g., when an expert Capoeira dancer observes a Ballet 
dancer; Calvo-Merino et al., 2005). This can be taken as 
evidence that the observation of another’s actions engenders 
motor-cortical activation similar to that of acting oneself.   

The social aspect of goal-driven perception extends to 
observation of distal events controlled by another. When 
participants observe a computer stimulus whose movements 
are controlled by another actor, and the stimulus 
unexpectedly vanishes, the perceived vanishing point is 
displaced beyond the actual vanishing point, in the direction 
of motion (Jordan & Hunsinger 2008). Crucially, the size of 
this displacement is larger if the observer had previous 
experience controlling the stimulus. From the perspective of 
TEC, observing stimulus movements controlled by another 
activates the planning dynamics one would generate to 
control the stimulus oneself. And if memories of controlling 
the stimulus exist, these, too, are activated and alter 
perception even more.  

Furthermore, the notion of goal-driven perception finds 
support from more recent studies on how one’s own abilities 
and the abilities of others influence current perceptions. 
When playing a classic Pong game on a computer, 
participants perceive the speed of the virtual ball to be faster 
both when they miss the ball with their paddle and when 
they observe another miss the ball (Witt, Sugovic & Taylor, 
2012).  Additionally, participants who first played the game 
and then observed another play the game experienced the 
speed of the virtual ball in terms of the relationship between 
their abilities and those of the person they observed. 
Specifically, participants who were better than the person 
they observed perceived the ball to be slower while the 
other played (Witt, South, & Sugovic, 2014).  

Collectively, the studies of Calvo-Merino et al. (2005), 
Jordan and Hunsinger (2008), and Witt et al. (2012, 2014) 
indicate that observing the goals and actions of another puts 
one in the planning states for the very same goals and 
actions, depending, of course on one’s abilities (i.e., 
memories of having completed the task a particular way).   
In short, we perceive the goals and actions of others in terms 
of our own abilities (i.e., in terms of our action memories), 
as if we were doing the task ourselves.  

Current Study 
Given the inherently social, goal-directed, memory-rich 
nature of perception, the purpose of the present experiment 
was to systematically manipulate memories and goals to 
uncover under what conditions the observation of another’s 
actions influences current perceptions. Specifically, we 
hypothesized that the observation of another’s backpack-
carrying actions would influence the perception of distance 
in ways that would be constrained by (1) whether or not one 
has recent backpack carrying experience while observing 
the other, and (2) one’s action capabilities (i.e., wearing or 
not wearing a backpack) while observing the other.  

Method 
Sixty undergraduate students—12 participants in each of 
five conditions, replicating the sample size per condition 
from Proffitt et al. (2003)—were recruited through the 
participant sign-up system in the Department of Psychology 
at a large, Midwestern university.  All participants were at 
least 18 years of age with normal or corrected to normal 
vision. Participants weighed between 100 and 200 pounds 
and did not have current or chronic back problems.  
Participants received credit for psychology courses.   

Each session lasted approximately one half hour.  After 
providing informed consent, participants were asked to give 
their weight by standing on a scale.  Then, weights equal to 
20% of the participant’s body weight but no more than the 
maximum weight limit of 30 pounds were placed inside a 
backpack to be carried by the participant, replicating the 
experimental design from previous studies (Proffitt, et al., 
2003). The participant then put on the weighted backpack. If 
participants were not in a condition in which carrying a 
weighted backpack was necessary, this step was omitted.  
They were then given a ruler (.3 m) as a guide to making 
estimates of distance. Both the experimenter and participant 
exited the lab and walked side by side through the basement 
halls of the Psychology building along a predetermined 
route, stopping at specific locations in order for the 
participant to estimate their distance to a target.. 

We utilized a 5 (Condition) X 4 (Distance) X 2 (Phase) 
mixed design with Distance and Phase as within-subject 
variables, and Condition as a between-subjects variable.  
Each participant underwent two phases. During each phase, 
participants stopped and made distance estimates eight 
times. There were four unique target locations (i.e., pieces 
of paper taped to the wall with the word “Target” printed in 
large, bold letters), and participants made two distance 
estimates to each target during each phase, but from a 
different distance each time. Target distances were 8, 10, 12 
and 14 meters, replicating Proffitt et al., (2003). Thus, 
across both phases, participants made four distance 
estimates for each unique target location, with one of the 
four being made from each of the four distances for a total 
of 16 estimates. Target locations were randomized with 
target distances within and across phases. 

As can be seen in Figure 1, in Phase One participants 
estimated their distance while carrying a backpack 
(Conditions 1, 2, 3 & 5) or not (Condition 4). In Phase Two, 
participants either carried a weighted backpack (Condition 
5) or not (Conditions 1, 2, 3 & 4) while the experimenter 
walked in front of the participant while carrying a weighted 
backpack (Conditions 2, 4 & 5) or not (Condition 3) or 
simply walked next to the experimenter (Condition 1).  Each 
condition was designed to address a specific question 
regarding the circumstances under which (1) memories of 
previous action, and (2) one’s current action abilities, 
influence perceived distances while observing another. For 
this reason, the current design did not test the relationship 
between all possible combinations of participant 
backpack/no backpack, ‘other’ backpack/no backpack, and 
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phase. Rather, as will be seen, we only tested those 
conditions that were essential to determining the necessary 
and sufficient conditions for producing a difference between 
Conditions One and Two.   

Condition One was designed to replicate the results of 
previous studies (Proffitt, et al., 2003). Thus, we predicted 
that distances estimates in Phase One, in which participants 
made distance estimates while wearing a backpack, would 
be greater than distance estimates made in Phase 2, during 
which the participant did not wear a backpack and the 
experimenter simply walked next to the participant. 

Condition Two was exactly the same as Condition One, 
save for one crucial difference. Specifically, in Phase Two, 
when the participant made distance estimates while not 
wearing a backpack, s/he followed the experimenter who 
was, in fact, wearing a weighted backpack. We created this 
manipulation to see what would happen to the participants’ 
distance estimates in Phase Two when (1) their action 
memories of having carried a backpack in Phase One were 

activated by someone else carrying a weighted backpack, 
and (2) the participants’ current action capabilities in Phase 
Two were different from those of the other actor (i.e., the 
participant did not wear a weighted backpack in Phase Two, 
while the experimenter did). We liken our Phase Two 
participants in this condition to the Phase Two participants 
in Witt et al. (2014) who watched another play pong (during 
Phase Two) after having done so themselves (during Phase 
One). As was stated above, Witt et al. (2014) discovered 
that participants who were better at Pong than the person 
they observed perceived the ball to be slower while the 
other played. That is, participants experienced the velocity 
of the stimulus in terms of the relationship between their 
own abilities and those of the person they were observing. If 
one assumes the better participants experienced the Pong 
game as being “easier” than the worse participants 
experienced it to be, it might be the case that our Phase Two 
participants will experience the trek from target to target as 
being more difficult for the experimenter, particularly in 
relation to their own experiences carrying the backpack (i.e., 
backpack-carrying memories) and their current action 
abilities (i.e., not wearing a weighted backpack). As a result, 
our participants might actually give larger distance estimates 
in Phase Two than Phase One as their Phase Two 
perceptions come to be influenced by their action memories, 
the observed efforts of the experimenter, and the perceived 
discrepancy in the difficulty of the task. In short, we predict 
a reversal of the traditional backpack effect in Condition 
Two. 

Conditions Three through Five (see Figure 1) were 
designed to ensure that the predicted outcome of Condition 
Two, were it to occur, was clearly due to (1) the activation 
of action memories, and (2) the discrepancy in action 
capabilities between the participant and the experimenter in 
Phase Two of Condition Two. Thus, in Condition Three we 
tested the necessity of a discrepancy between the action 
capabilities of the participant and the experimenter in Phase 
Two by replicating Condition Two, but not allowing the 
experimenter to wear a backpack in Phase Two. If we find a 
reversal of the traditional backpack effect in Condition Two, 
and a discrepancy between the action capabilities of the 
participant and the experimenter during Phase Two is 
necessary to produce the reversal, then we should find no 
reversal in Condition Three. In short, we should once again 
replicate the traditional backpack effect. 

In Condition Four, we tested whether or not the activation 
of action memories during Phase Two is necessary to 
produce the reversal we anticipate in Condition Two. To test 
this idea, we replicated Condition Two except for the fact 
the participant did not wear a weighted backpack during 
Phase One. If the social activation of action memories is 
necessary to produce a reversal of the traditional backpack 
effect, then there should be no difference between Phase 
One and Phase Two distance estimates in Condition Four, as 
the participants will have no backpack action memories to 
be activated by the experimenter during Phase Two. And 
given the participants’ action capabilities will be basically 

Figure 1: Experiment Design. Each condition (left) 
contained two phases (top) where participants (white) 
either carried a backpack (black) or not.  In some 
conditions participants followed an experimenter (gray) in 
Phase two who carried a backpack or not.  

Experiment Design 
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the same in both phases (i.e., they wear a backpack in 
neither Phase One nor Phase Two), there should be no 
differences in distance estimates between the two phases. 

Finally, in Condition Five, we once again tested whether a 
reversal requires a discrepancy in the action capabilities of 
the participant and the experimenter during Phase Two. 
However, this time we equated the action capabilities of the 
participant and the experimenter in Phase Two by having 
the participant wear a weighted backpack, (versus having 
the experimenter wear no backpack during Phase Two, as 
we did in Condition Three). Again, if a Phase Two 
discrepancy in action capabilities is necessary for a reversal, 
then there should be no reversal in Condition Five.  

While a full model would have provided a more robust 
series of results, these five conditions were carefully chosen 
to address the subtleties of our assumptions that both (1) a 
memory of carrying a weighted backpack, and (2) the 
presence of an action-capability discrepancy between the 
participant and the experimenter would result in perceived 
distances that are greater when not carrying a weighted 
backpack than when carrying one.  

Results 
We report the difference between phases within each 
Condition (5) and Distance (4). That is, we first averaged 
the distance estimates for each distance in each phase. We 
then subtracted estimates in Phase One from estimates in 
Phase Two (Phase Two – Phase One), separately for each 
distance. A negative value for the resulting difference score 
reveals that distance estimates were larger in Phase One 
than in Phase Two.  Underestimations are typical of verbal 
distance estimates (Proffitt, et al., 2006). For this reason we 
do not consider accuracy a significant predictor of the 
effects of memory or social factors on perceived distances. 

Average difference scores were analyzed using a 4 
(Distance) X 5 (Condition) mixed ANOVA; p-values along 
with estimates of effect sizes—partial eta squared (𝜂!!) and 
Cohen’s d1, respectively—are reported. As predicted, there 
was a main effect of Condition, F(4,216) = 4.56, p = .001, 
𝜂!! = .077, and no main effect of distance or interaction 
between Distance and Condition (all Fs < 1). A pairwise 
simple effects test with Bonferroni correction revealed the 
main effect was driven by three significant differences 
between Conditions. Specifically, a highly significant 
difference occurred between Condition One and Condition 
Two (p < .001, d = 1.38). As can be seen in Figure 2, the 
traditional backpack effect was replicated in Condition One, 
and reversed in Condition Two. That is, difference scores 
were negative in Condition One (M = -2.97, SD = 4.42) and 
positive in Condition Two (M = 2.59, SD = 3.57). In 
addition, when treating each condition independently where 
each participant’s difference scores were averaged, one 
sample t-tests revealed difference scores were significantly 

                                                
1Cohen’s d for simple effects was determined by using the mean 

difference score for each participant, collapsed across distances.  

different from zero for both Condition one (t(11) = -2.33, p 
= .04, d = .67) and Two (t(11) = 2.51, p = .03, d = .72).   

As can be seen in Figure 2, carrying a weighted backpack 
in both phases lead to greater estimates in Phase two of 
Condition Five (M = 1.38, SD = 4.0). Condition Five scores 
were also significantly different from those in Condition 
One (p = .006, d = 1.03), as was the case with difference 
scores in Condition Two.  

 Difference scores in Condition Three (M = -2.67, SD = 
3.84) replicated the traditional backpack effect, like 
Condition One. Condition Three estimates were 
significantly different from Condition Two (p < .004, d = 
1.42) and marginally different from Condition Five (p = 
.063, d = 1.03).  However, given the estimated effect size is 
large, we speculate that a true effect may exist. Furthermore 
a one samples t-test revealed difference scores in Condition 
Three were significantly different than zero (t(11) = -2.41, p 
= .03, d = .70), as were difference scores in Condition Five 
(t(11) = 1.19, p = .26, d = .34).  

Condition Four was not significantly different from any 
other condition (M = -.49, SD = 8.4), or from zero (t(11) = -
0.20, p = .84, d = .06 ).   

Discussion 
Condition One replicates the well-known finding that 
distance estimates are larger when one wears a weighted 
backpack (Proffitt et al., 2003).  Condition Two reversed 
this traditional pattern; that is, distance estimates were larger 

Figure 2: Difference scores for estimates of distance by 
condition along with standard error bars of each 
condition are presented. Differences in phases one (left) 
and two (right) are represented by the experimenter, 
participant and backpack figures below each condition. 
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in Phase Two, while participants were not wearing a 
weighted backpack. The pattern of differences across 
Conditions Three through Five are consistent with the 
assertion that the reversal occurred in Condition Two 
because (1) the participants’ memories of carrying a 
backpack in Phase One were activated by the observation of 
the experimenter carrying a backpack during Phase Two, 
(Calvo-Merino et al., 2005), and (2) participants perceived 
Phase Two distances in terms of the action-capability 
discrepancy between themselves and the experimenter (i.e., 
lighter burden and heavier burden, respectively, Witt et al., 
2014) such that the heavier burden of the experimenter 
amplified the participants’ perceived distances beyond what 
they would be if the participant had no memory of carrying 
a backpack, and there were no action capability discrepancy. 
For the sake of brevity, we refer to this collection of 
arguments as the Socially Relative Action Capabilities 
(SRAC) account. 
   Condition Three supports the SRAC account because it 
shows that the reversal will not occur if the experimenter 
does not wear a weighted backpack during Phase Two. This 
reveals that the simple observation of another during Phase 
Two was not sufficient to generate the reversal. Rather, for 
the reversal to occur, there must be a discrepancy in the 
action capabilities of the participant and the observed other. 
In short, the lack of discrepancy in action capabilities 
between the participant and the experimenter led the 
participant to experience Phase Two distances in terms of 
his/her own action capabilities.  Given participants in this 
condition wore a backpack in Phase One, and did not wear 
one in Phase Two, their data simply replicated the 
traditional backpack/no backpack effect.  
   Condition Four supports the SRAC account because it 
reveals that the reversal requires the creation of backpack 
carrying memories in Phase One, even if there is an action-
capability discrepancy in Phase Two. This indicates that the 
Phase Two action-capability discrepancy in Condition Two 
produced the reversal because the backpack carrying 
dynamics of the experimenter activated the backpack 
carrying memories the participant had created during Phase 
One. This finding is akin to the Calvo-Merino et al. (2005) 
finding that the amount of pre-motor activation generated 
while one observes another dancing is contingent upon the 
amount and type of dance experience the observer has. In 
short, without a memory of carrying a weighted backpack, 
the participant was unable to experience the experimenter’s 
burden as if the participant were carrying the backpack 
his/herself. Given participants in this condition wore a 
backpack in neither Phase One nor Phase Two, there was no 
difference in distance estimates between the two phases. 
Another advantage of this lack of change across phases is 
that is demonstrates that all of the other phase differences in 
the other conditions were not due to simple repetition 
effects. 
   Finally, Condition Five’s relationship to the SRAC 
account seems unclear. At first glance it might seem 
inconsistent with the SRAC account because it looks as 

though we have replicated the outcome of Condition Two 
even though there was no action-capability discrepancy 
between the participant and the experimenter in Phase Two 
(i.e., both were wearing backpacks). In other words, 
Condition Five might be taken to imply one can reverse the 
traditional backpack effect without a Phase Two action-
capability discrepancy.   

One way to resolve this issue might be to compare 
Condition Five to Condition Three. In both conditions, 
participants developed backpack-carrying memories during 
Phase One, and there was no action-capability discrepancy 
between the participant and the experimenter during Phase 
Two. Given the results of the two conditions are so large 
(i.e., Condition Three gave rise to a negative phase 
difference, while Condition Five gave rise to a positive 
phase difference), yet their methods were so similar, it 
seems the differences in their results might be due to the 
different degrees of burden in Phase Two. In other words, 
given there were no action-capability discrepancies between 
the participants and the experimenters during Phase Two, 
participants perceived distances in terms of their own, 
current action capabilities. In Condition Three, this assertion 
implies that participants perceived distances in terms of not 
wearing a backpack, and, as a result, we replicated the 
traditional Proffitt et al. (2006) finding. In Condition Five, 
however, participants perceived distances, during Phase 
Two, in terms of wearing a backpack. Given this was the 
second phase in a row during which they were asked to 
carry the backpack, it may be the case participants were 
somewhat fatigued during Phase 2 and, thus, perceived 
distances in terms of the extra effort required to carry the 
backpack during Phase Two. In short, they perceived 
distances during Phase Two, as did those in Condition 
Three, in terms of their own, current action capabilities (i.e., 
more effort required than during Phase One). This account 
might also explain why the difference scores in Condition 
Five were not significantly different from zero, while the 
differences scores in Condition Two (i.e., the reversal 
condition) were. The positive difference scores in Condition 
Two actually constituted a reversal of the traditional 
backpack effect, while the positive difference scores in 
Condition Five were due to fatigue brought on by carrying 
the backpack during two consecutive phases. 

Collectively, the results of the present experiment are 
consistent with the findings of Calvo-Merino et al. (2005), 
Jordan and Hunsinger (2008), and Witt et al. (2014), 
supporting the assertion that when we perceive another 
control an event that we have previously controlled (e.g., 
complete a specific dance, control a stimulus on a computer 
screen, or make estimates of the distance to a target) our 
perceptions of the event are influenced by (1) our own 
remembered action capabilities, and (2) our current action 
capabilities in relation to those of the person we are 
observing. These factors influence the degree to which we 
experience the ‘other’ as if we were doing their task 
ourselves. 
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One might argue that our use of a within-subjects design 
may have introduced problems regarding confounding task 
demands that were less obvious in previous studies that 
utilized a between-subjects design. For example, researchers 
empirically (Durgin et al., 2009) and theoretically 
(Firestone, 2013; but see also Proffitt, 2013 for a response) 
argue that estimates of distances and hill slopes are 
influenced by the obvious nature of the task. Participants in 
backpack experiments may develop their own explanation 
of why they were wearing a backpack while indicating 
perceptual judgments, specifically, that the experimenter 
expects them to give larger estimates while wearing the 
backpack. To this point, at the end of the current 
experiment, participants were asked if they had any idea 
when the experimenter was going to ask them to stop and 
make their next distance estimate.  They were also asked if 
they thought any of the target distances were repeated, or if 
they simply felt similar. Further, participants were asked if 
they knew why the experimenter conducted the experiment 
or what they thought the experiment was about. In all 
conditions, participants did not report being aware of design 
features regarding distances and remained unaware of the 
specific hypotheses of each condition, including thinking 
that estimates of distance ought to be larger when observing 
another carry a weighted backpack. 

We utilized a within-subjects design because it is 
important to demonstrate changes in perception within 
individuals as opposed to between groups. By 
systematically controlling factors such as Phase One 
experience (i.e., backpack versus no backpack), and whether 
or not the experimenter wore a weighted backpack in Phase 
Two, we clearly demonstrated changes within individuals 
across the phases. And given the clear pattern of changes in 
difference scores across our different conditions, it seems 
difficult to sustain the assertion that it was inappropriate to 
utilize a within-subjects design. To be sure, we did predict 
that participants’ distance perceptions would be influenced 
by memory and action-capability discrepancies between the 
participant and the experimenter, which one might assert 
participants “picked up on” via demand characteristics. 
Given that not a single participant mentioned being aware of 
such issues during our post-experiment questioning, we 
believe this interpretation is highly unlikely. Rather, as 
stated by the SRAC account, we assert participants’ distance 
perceptions were influenced by memory and action-
capability discrepancies because (1) the overlap of brain 
dynamics involved in action-planning and perception 
renders perception inherently goal-directed, and (2) the 
goal-directed nature of perception extends to the perceptions 
of others.  
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Abstract 

In this paper, we present a cognitive model that simulates the 
processing of subject pronouns in Italian. The model is 
implemented in the cognitive architecture ACT-R and uses 
hierarchically ranked constraints to select the most likely 
referent of a pronoun. When this model is combined with a 
measure of accessibility in discourse and a processing time 
limit imposed by the speed of natural language production, the 
model accounts for novel empirical data of the interpretation 
of null as well as overt subject pronouns in Italian. The model 
generates concrete predictions on the basis of variations in 
cognitive capacities, which can be tested in subsequent 
experiments. 

 
Keywords: pronoun interpretation; cognitive modeling; null 
subjects; constraint-based modeling 

Introduction 
Anaphoric pronouns such as he and she are commonly used 
to refer to entities that were previously mentioned in the 
discourse. Such anaphoric expressions can range from 
multiple-word full noun phrases (NPs) to anaphoric 
pronouns without an overt form (null subjects). Anaphoric 
pronouns are potentially ambiguous and have to be resolved 
by the listener in order to be interpreted correctly. 
 Italian, like Spanish, is a null subject language. In null 
subject languages, a subject pronoun can be expressed 
overtly (e.g., "he runs"), or it can be omitted  (e.g., "runs"), 
resulting in a null subject. Compared to non-null subject 
languages such as English, Italian thus has an additional 
subject form. The availability of this additional subject form 
may influence the processing of an overt pronoun in these 
languages. When processing a sentence, the form of the 
subject provides information about what the intended 
referent of the subject is. For example, short forms tend to 
refer to referents that are highly salient in the discourse, 
whereas longer forms tend to refer to less salient referents. 
Since Italian allows for two different types of pronominal 
form in subject position, the use of one pronoun type over 
the other may inform a listener about the intended referent. 
Indeed, Carminati (2002) has found that null subjects 
generally refer to the discourse topic and overt subject 
pronouns generally refer to a non-topical antecedent. 

However, speakers are not always consistent in their 
interpretation of null and overt pronouns, and show a 
substantial amount of variation.  
 A satisfactory explanation for this variation in the 
interpretation of null and overt subject pronouns is still 
lacking, but interpretations have been shown to vary on the 
basis of several discourse factors, such as pragmatic 
plausibility (Carminati, 2002), implicit causality of the verb 
(Fedele & Kaiser, 2014), and recency of competitor 
antecedents (Sorace & Filiaci, 2006). So, the interpretation 
of Italian subject pronouns is influenced by discourse 
factors, but how these discourse factors interact and in what 
way they influence processing is not clear yet.  
 Most of the studies mentioned above investigated the 
effects of a single discourse factor on pronoun 
interpretation. In this study, we aim to provide an account of 
the interaction between different factors in pronoun 
processing. In addition, we wish to account for the observed 
variation in the interpretation of overt and null pronouns in 
Italian. We will do so through a combination of 
experimental investigation and cognitive modeling. In a 
cognitive model, predictions and assumptions about which 
factors influence pronoun processing are implemented 
computationally. This allows for the explicit testing of 
hypotheses and for the development of predictions that can 
be tested in future experiments. 
 In this paper, we present a cognitive model of the 
processing and interpretation of subject pronouns in Italian. 
The model builds on the earlier work by Hendriks, Van Rijn 
and Valkenier (2007) and Van Rij, Van Rijn and Hendriks, 
(2010), and is implemented in the cognitive architecture 
ACT-R (Anderson, 2007). The model uses linguistically 
motivated constraints to select the most likely referent of a 
pronoun. Different sources of variation in the interpretation 
of null as well as overt subject pronouns in Italian will be 
investigated using the model. The model is validated based 
on empirical data, which we will first discuss. 

Experimental data 
With a referent selection task, we examined how native 
Italian adults (n=40) interpret anaphoric expressions in 
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discourse. In a lab-based setting, participants were presented 
with 48 short auditory stories of three clauses each. The 
final clause of each story contained one of three anaphoric 
subject forms: A full NP such as the dog as an unambiguous 
baseline condition, a null subject, and the overt subject 
pronouns lui (‘he’) or lei (‘she’). Consider the following 
sample story: 
 
1. Il cane va a fare un viaggio in Germania.  

The dog is going on a trip to Germany. 
2. Ieri sera il cane ha invitato il gatto a viaggiare insieme,  

Last night the dog has invited the cat to travel together, 
3. mentre Ø/lui/il cane si lavava prima della partenza. 

while Ø/he/the dog washed himself before the departure. 
 
Participants’ interpretations of the anaphoric subject in the 
final sentence of the story were determined on the basis of 
referent selection questions such as ‘Who washed himself?’. 
Importantly, each story featured two characters that 
participants could select as the referent of the encountered 
anaphor. The first character, the dog, is the sentential subject 
in the first two sentences, is the first-mentioned character, 
and holds the same grammatical role as the anaphoric 
subject form in the final sentence. Therefore, this character 
is the most prominent character in the discourse and the 
discourse topic. The second character in the story, the cat, is 
introduced in the second clause of the story as a direct or 
indirect object, and is therefore less prominent than the dog 
(Ariel, 1990). This second character will be referred to as 
the non-topical antecedent.  
 
 
 
 
 
 
 
 
 
 
 
 
Figure 1: Experimental data on the interpretations of full 
NPs, null pronouns, and overt pronouns in subject position 
in Italian. 
 
The results of the experiment are plotted in Figure 1. We 
coded the results as the percentage of topic continuations, 
which is the percentage of answers in which the discourse 
topic was selected as the referent of the subject. The 
baseline condition with a full NP was answered correctly as 
referring to the topic in 99% of the cases. This is not 
surprising, as the NPs unambiguously referred to the topic 
(e.g., the dog in the sample story). Null subjects were often, 
but not always, interpreted as referring to the topic (86% of 
the cases). Overt subject pronouns were not interpreted 
consistently as referring to either the topic or the non-topical 

referent. Specifically, they were interpreted as referring to 
the topical referent in 39% of the cases, and to the non-
topical referent in 61% of the cases. 

Since full NPs were unambiguous in the experiment and 
were nearly always interpreted correctly, we will focus on 
pronouns in the cognitive model. Thus, the model will 
simulate the processing and interpretation of null pronouns 
and overt pronouns in subject position.  

A constraint-based approach 
A promising approach to study the interaction of various 
factors in pronoun interpretation is a constraint-based 
approach. The constraint-based linguistic framework 
Optimality Theory (OT; Prince & Smolensky (2004), see for 
earlier models based on this approach Hendriks et al. (2007) 
Misker & Anderson (2003), and Van Rij et al., (2010)) 
accounts for the interaction between linguistic factors in 
production and interpretation through its mechanism of 
optimization over potential forms or meanings. In addition, 
OT is able to account for speaker-listener coordination in 
language use by bidirectional optimization (Blutner, 2000), 
which can be seen as a formalization of the process of 
perspective-taking (Van Rij, Van Rijn, & Hendriks, 2013).    

In OT, the grammar consists of a set of hierarchically 
ranked constraints, with each constraint being either violated 
or not. In production, an input meaning is mapped onto 
potential forms for expressing that meaning. On the basis of 
the constraints, from the set of potential forms the optimal 
output form is determined that satisfies the constraints of the 
grammar best. Likewise, in interpretation the optimal output 
meaning for a given input form is the meaning that satisfies 
the constraints best. In the case of pronoun interpretation, a 
listener encountering a pronoun will generate potential 
interpretations for this pronoun. By applying constraints on 
pronoun interpretation, the listener will be able to determine 
the optimal interpretation of the pronoun. Crucially, 
constraints in OT may conflict. In case of a conflict, the 
higher-ranked constraint has priority over the lower-ranked 
constraint.  
 Observing that English-speaking children’s production of 
object pronouns seems to be ahead of their interpretation of 
the same pronouns, Hendriks and Spenader (2005/2006) 
argue that mapping the input form onto the optimal meaning 
by uni-directional optimization does not suffice for the 
correct interpretation of object pronouns. Rather, they argue 
that listeners must also consider the perspective of the 
speaker. In OT, this process of perspective-taking can be 
modeled as bi-directional optimization. Bi-directional 
optimization is thus conceptually related to Gricean 
reasoning, according to which language users are 
cooperative and assume the other to be cooperative as well 
(Grice, 1975). In a bi-directional approach to pronoun 
interpretation, listeners start with uni-directional 
optimization from their own perspective, determining the 
optimal interpretation for the encountered pronoun. In some 
cases, however, the constraints still allow for several 
meanings. In these cases a second, bi-directional 
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optimization step is necessary. In this step, the listener 
randomly selects one of the potential meanings and then 
takes the perspective of the speaker in order to determine if 
a speaker would indeed have used the encountered pronoun 
for the selected meaning. If the optimal form from the 
speaker’s perspective is identical to the encountered form, 
the selected meaning is bi-directionally optimal. If, on the 
other hand, the optimal form from the speaker’s perspective 
is different from the encountered form, the selected meaning 
is discarded and another meaning is selected. 
 A number of models have successfully implemented this 
constraint-based bi-directional approach to simulate, for 
example, the interpretation of subject pronouns in discourse 
(Van Rij et al., 2013) and the acquisition of object pronouns 
and reflexives (Hendriks, Van Rijn, & Valkenier, 2007; Van 
Rij et al., 2010).  

A cognitive model of subject pronoun 
processing in Italian 

We present a model of Italian subject pronoun processing1 
implemented in the cognitive architecture ACT-R 
(Anderson, 2007). This architecture is a useful tool to model 
and explain human behavior and cognition. It increases the 
psychological plausibility of models built in this framework 
as it is constructed to reflect assumptions about human 
cognition. Because it is a cognitive architecture, ACT-R 
allows for the investigation of specific cognitive capacities. 
On the basis of individual and situation-dependent variations 
in cognitive capacities, the model can generate predictions 
about performance in other tasks and by other populations. 
 The presented model is adapted from the object pronoun 
resolution model of Van Rij et al. (2010). Importantly, the 
underlying mechanisms of the current model are identical to 
the constraint-based approach and perspective-taking 
mechanism of Van Rij et al. (2010). Moreover, all 
constraints used in the model are based on previous 
research. 
 The task of the model is to determine the referent of a 

                                                             
1 The model code can be found at 
let.webhosting.rug.nl/~vogelzang/experiments.html 

pronoun presented to the model. The model uses the 
following, hierarchically ordered, linguistic constraints: 
 

[1] Null subjects refer to the topic 
[2] Avoid overt pronouns 

 
The first constraint restricts the use and interpretation of null 
subjects, stating that they must refer to the current discourse 
topic (adapted from Van Rij et al., 2013). No comparable 
constraint is used for overt pronouns, as we will assume that 
their interpretation is derived from the interpretation of null 
pronouns (see below). The second constraint is adopted 
from Hendriks and Spenader (2005/2006) and Van Rij et al. 
(2010) and is only relevant in production, when taking the 
perspective of the speaker. This constraint states that overt 
pronouns should be avoided. The constraint is based on 
referential economy principles (Burzio, 1998), and indicates 
that a speaker, when given the choice, would rather use a 
null subject than an overt subject pronoun, because a null 
subject is more economical to produce.  
 The processing of pronouns proceeds in four steps in the 
model, the last three of which are shown in Figure 2:  
 

(a)  Determining the discourse topic 
(b)  Interpretation (uni-directional optimization) 
(c)  Perspective-taking (bi-directional optimization) 
(d)  Evaluation 

 
Having heard the first two clauses of a story, the listener has 
already encountered the two different characters. To 
simplify the model, we did not model the processing of the 
first two clauses of the story. Rather, the model starts with 
two referents being available in memory, each with a set 
activation level. The activation of a character in memory 
represents the accessibility or saliency of that character in 
the discourse (Ariel, 1990; Givón, 1983). When determining 
the discourse topic, the character with the highest activation 
in memory is retrieved. This will generally be the topic the 

Figure 2: After the discourse topic is determined (a, not shown), the processing steps are shown of (b) interpreting the pronoun 
(uni-directional optimization), (c) perspective-taking (bi-directional optimization), and (d) evaluating the output by comparing 
the optimal output form in (c) with the input form in (b). Null subjects are interpreted correctly as referring to the topic already 
after interpretation step (b), whereas overt subject pronouns are still ambiguous at this point. To interpret overt subject 
pronouns, the perspective-taking step in (c) is therefore required in order to arrive at the correct interpretation: reference to a 
non-topic rather than the topic. In the diagram, the possible candidate forms or meanings are shown in boxes. A grey box 
indicates that the candidate violates the current constraint, and therefore it is not considered as an optimal candidate further. 
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dog in the sample story, since this character occurred more 
often than the other character and was also the sentential 
subject. However, when a character is retrieved from 
memory its activation is mediated by noise (see Anderson 
(2007) for more details and formulas), and so errors can 
occur. Specifically, the model retrieves the correct discourse 
topic about 90% of the time, and identifies the non-topical 
referent as the discourse topic about 10% of the time. 

Once the discourse topic has been determined, the model 
will start with interpreting the pronoun from the perspective 
of the listener (corresponding to step b in Figure 2). Either a 
null pronoun or an overt pronoun has been encountered and 
needs to be interpreted. In order to do this, both possible 
interpretations of the pronoun (in the model: the topic 
referent and the non-topic referent) are retrieved as possible 
meanings. These meanings are evaluated on the basis of the 
constraints listed above. If the input is a null subject, 
constraint [1] requires a null subject to refer to the topical 
antecedent, and thus the topic is selected as the optimal 
meaning. When a meaning has been selected, the model 
continues with the bi-directional optimization step in the 
model. Alternatively, if the input is an overt pronoun, the 
first constraint does not restrict its interpretation. In that 
case, the second constraint is used. This constraint, ‘Avoid 
overt pronouns’, does not distinguish between potential 
meanings for an overt pronoun. As a consequence, the overt 
pronoun remains ambiguous between reference to the topic 
and reference to a non-topical referent. The model will now 
randomly select one of these two meanings and continue 
with the next step of the resolution process. 

In the next step of the model (step c in Figure 2), the 
model takes the perspective of the speaker. The optimal 
meaning of the previous step is the input in this step. Now, 
the model will determine the optimal form for this input 
meaning. In other words, the model determines  whether the 
meaning selected by the listener would indeed be referred to 
by a speaker with the form encountered. The same 
constraints are used as in the first step and thus the first 
constraint to be retrieved is again constraint [1]. If the input 
is a topic, then this constraint does not restrict the use of a 
null or overt subject pronoun. In that case, constraint [2] is 
retrieved. This constraint states that a speaker prefers the use 
of a null pronoun to an overt pronoun. Thus, the optimal 
form to refer to the topic is a null pronoun. Alternatively, if 
the input is a non-topic, the first constraint disallows the use 
of a null pronoun. In that case, the optimal form for referring 
to a non-topic is an overt pronoun.  

So far, the uni-directional optimization step of pronoun 
interpretation provided the model with the optimal meaning 
for the input, and the bi-directional optimization step of 
pronoun production provided the model with the optimal 
form for the selected meaning. In the final step of the model 
(step d in Figure 2), the optimal form is compared to the 
original input. If the evaluation shows that the optimal form 
is equal to the original input, the model assumes that the 
selected optimal meaning is indeed the correct one. This is 
the case for null pronouns, where the optimal meaning is the 

topic and the optimal form is again a null pronoun. The 
model will then yield the discourse topic as the output. Note 
that which referent is the discourse topic is not determined 
by the processes of uni-directional and bi-directional 
optimization, but is determined in the first step. If, on the 
other hand, the evaluation shows that the optimal form is not 
equal to the original input, the selected meaning is revised.  

In the case of an overt subject pronoun, the optimal 
meaning was selected randomly after the uni-directional 
optimization step. If a non-topic was selected, this would be 
the correct choice, as the optimal form for expressing a non-
topic is an overt subject pronoun. On the other hand, if a 
topic is selected, the bi-directional optimization step will 
result in a null subject as the optimal form for referring to a 
topical referent. Since the original input was an overt 
pronoun, the evaluation will show that the original input 
differs from the optimal form. When this happens, the 
optimal meaning of the pronoun must be revised from the 
referent that is the discourse topic to the non-topical 
referent. After this final step has been completed, the model 
will yield as its output the referent that is selected as the 
optimal meaning in this final step. 

If the model would have unlimited time and resources, it 
would interpret a null pronoun as referring to the discourse 
topic, and an overt pronoun as referring to the non-topical 
referent. However, due to the speed of natural language 
production the model only has limited processing time, and 
therefore errors can occur (processing speed limit based on 
Van Rij et al., 2010). If the model does not have sufficient 
time to run all four processing steps within the available 
time, it will select the optimal meaning at that point in the 
process. If no optimal meaning has been found so far, the 
model will guess the answer. So if the model only had time 
to complete the uni-directional optimization step but not the 
bi-directional optimization step, the optimal meaning 
selected for a null pronoun will be correct, whereas the 
optimal meaning for an overt pronoun is incorrect roughly 
half of the time due to the model’s random selection of a 
meaning at the end of the uni-directional step.  
 
Results of the model 
The model was run for 40 simulations, simulating 40 
participants. No explicit individual differences were 
modeled, but small differences can occur between 
simulations. In each simulation, the model was presented 
with 1000 items (half presenting a null pronoun and half 
presenting an overt pronoun), of which the first 968 were 
used as practice items and the last 32 were used for the test 
phase. The practice items were included to provide the 
model with prior experience resolving pronouns.  
 By means of this experience, the model develops to 
perform the resolution process more efficiently. The 
processing speed of a simulated participant can increase 
through experience because of two mechanisms: activation 
and production compilation. When facts are retrieved from 
memory more often, their activation increases and this 
makes it easier and faster to retrieve these facts. Production 
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compilation is a mechanism that allows the model to 
combine multiple production rules (small decision steps in 
the model) into one, so that fewer steps have to be taken 
when performing a task that has been performed frequently 
before. Since every production rule takes a fixed amount of 
time in ACT-R, production compilation also speeds up the 
model.  
 In all practice and test items, participants were given 0.6 
seconds to process and interpret the encountered pronoun. 
This time limit was given to simulate reasonably slow 
speech of 100 words per minute (Wong, 2015). When the 
time limit was reached, the model was not allowed to 
execute any more processing steps.  
 The answers to the test items, and the comparison to the 
experimental data, are shown in Figure 3. The figure shows 
the mean percentage of responses indicating a discourse 
topic interpretation for null and overt subject pronouns as 
provided by the model, and as taken from the experimental 
data with real participants. As Figure 3 shows (given the 
limited number of data points, we have refrained from 
reporting explicit model comparison measures), the model 
accounts for the general trends in the data that were 
described earlier: null pronouns are often (but not always) 
interpreted as referring to the discourse topic, and overt 
pronouns vary in their interpretation, but are most often 
interpreted as referring to the non-topical referent. 

Figure 3: The experimental data and the model output of the 
interpretations of null pronouns and overt pronouns in 
subject position.  
 
Sources of variation 
In our explanation of the cognitive model, we mentioned 
several features that influence model’s responses. Here we 
will discuss these features and explain how they contribute 
to the variation in interpretations shown by the model.  

First of all, due to noise, the model makes mistakes when 
identifying the discourse topic. These topicality mistakes are 
also expected to occur in real life, where distractions or 
insufficient working memory capacity influence how well 
the discourse is recalled. In the model, most of the answers 
indicating reference of a null pronoun to the non-topical 
referent are made because of mistakes in identifying the 
topic. Such mistakes also occur when interpreting overt 
pronouns, but these are less visible because overt pronouns 

vary more in their interpretation. However, these types of 
mistakes do not account for the difference in the percentages 
of topical interpretations between null and overt pronouns. 

A second source of variation, one that applies differently 
to null and overt pronouns, has to do with time constraints 
on processing: if the model has not finished all processing 
steps within the allotted time, a meaning that has been found 
to be optimal in an intermediate processing step is taken as 
the optimal meaning. If no such meaning is available, the 
meaning is guessed by the model. This guessing behavior is 
not implausible, as the human participants in the experiment 
also had to choose between the two characters, even if they 
did not know the answer. The time constraint accounts for 
the difference in variation between null and overt subject 
pronouns: null pronouns do not require the bi-directional 
optimization step to arrive at the optimal meaning. 

Predictions of the model 
Based on the properties of the cognitive model a number of 
predictions can be formulated, which can be tested in 
subsequent experiments. The predictions of the model have 
to do with identifying the correct discourse topic and with 
speed of processing, which were argued to be sources of 
variation. A very general prediction concerns children, 
whose linguistic experience in pronoun interpretation 
(affecting processing speed) and working memory capacity 
(affecting discourse processing) are lower than that of 
adults. Therefore, children are expected to show more 
variation than adults when interpreting pronouns in 
discourse. However, this is not a very specific prediction. 

More specific and testable predictions can be made by 
looking at the interaction between the sources of variation in 
the model. One source of variation was the incorrect 
identification of the discourse topic. If the discourse topic is 
clearer (that is, much more prominent than the other 
referent), fewer mistakes will be made in the interpretation 
of null pronouns. However, because retrieval of the non-
topical referent is necessary for the interpretation of overt 
pronouns, and this retrieval becomes more difficult if the 
activation of that referent is lower, it is predicted that overt 
pronouns will also be interpreted more often as referring to 
the discourse topic when the activation of this topic is much 
higher than the activation of the non-topical referent. 

Additionally, the model predicts that when working 
memory is insufficient while processing speed is sufficient 
(for example, when carrying out a parallel, secondary task 
that places competing demands on working memory), more 
mistakes will be made when identifying the discourse topic. 
This would lead to a worse performance on null pronouns, 
whereas overt pronouns would be less affected.  

Related to processing speed, the model predicts that a 
lower processing speed will influence the interpretation of 
overt pronouns more than the interpretation of null 
pronouns. This is because null pronouns can be resolved 
already after the uni-directional processing step, whereas the 
interpretation of overt pronouns requires completion of the 
next step of bi-directional optimization. If this bi-directional 
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step cannot be completed, the model will resort to guessing. 
As a result, the percentage of topic continuation 
interpretations of overt pronouns will rise to about 50%. 

Discussion 
In this paper we presented a cognitive model of subject 
pronoun processing in Italian. The cognitive model uses, 
based on previous models, the principles of constraint-based 
optimization and perspective-taking. To account for the 
observed variation in the interpretation of subject pronouns, 
the notion of accessibility in discourse and a processing time 
limit imposed by the speed of natural language production 
were introduced to the model. The model shows a very good 
fit to the data, which suggests that the model of pronoun 
processing in Italian is cognitively plausible. However, as 
the experimental data was modeled rather than predicted and 
involved just two data points, it will have to be tested further 
by examining its predictions in future experiments.  

The cognitive model is an abstraction and simplification 
of reality, and therefore a number of assumptions have been 
made. First of all, the model does not actually process the 
first two clauses of each story, and therefore can not be used 
to test the influence of specific discourse factors such as 
pragmatic plausibility (Carminati, 2002). Our current model 
merely uses the general discourse factor of discourse 
prominence (accessibility).  

Moreover, the model only takes two anaphoric 
expressions into account (null subjects and overt subject 
pronouns). In natural speech, a speaker could also choose to 
use, for example, an NP instead of a pronoun. In the 
simulation however, this option was not provided and 
therefore the model is a simplification of natural language 
use.  

Finally, it was assumed that participants get just as much 
time to process a null subject as they get to process an overt 
subject pronoun. However, since null subjects are not 
overtly expressed in language and their occurrence has to be 
deduced from the discourse, it may be the case that listeners 
have less time to process a null subject than an overt subject 
pronoun. On the other hand, the time limit was based on the 
average time it takes to say a word, but the resolution of 
pronouns may well continue after this moment. For a full, 
complete model of pronoun processing in a null subject 
language such as Italian or Spanish, these aspects will have 
to be taken into consideration. 

Conclusion 
We have implemented a cognitive model that simulates the 
processing of subject pronouns in Italian. The model uses a 
constraint-based approach and a perspective-taking 
mechanism to select the most likely interpretation of an 
overt or null pronoun. Combining constraints from the 
cognitive architecture ACT-R and constraints on language 
processing, the model can plausibly simulate subject 
pronoun interpretation in Italian, and, most importantly, 
generates concrete predictions that can be tested in future 
experiments. 
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Abstract
Our beliefs about the world are generally not formed in isola-
tion: the inherently social nature of human beings means that
much of what we believe to know is based, at least in part, on
information gained from others. Consequently, human knowl-
edge and its acquisition cannot be fully understood by consid-
ering individuals alone. In this paper, we examine the belief
dynamics in a group of networked participants engaged in a
simple, factual estimation task. Specifically, we examine the
extent to which participants revise their own judgments in light
of others’ responses, and compare formal models of that pro-
cess.
Keywords: belief revision; social networks; feedback; judg-
ment; advice; social epistemology

Introduction
Social psychology has a long standing interest in group
performance and its relationship to the competence of the
group’s individual members (for reviews see Lorge, 1958;
Hill, 1982; Gigone & Hastie,1997). This line of research has
received renewed relevance in light of recent developments in
network science, which have showed, both through the analy-
sis of real world data and through simulation, how individual
behaviour is shaped by the structure of our social networks
(see e.g., Jackson 2010). In many contexts, knowing who
someone knows is the single best predictor of what they are
likely to do (see e.g., Pentland 2014). In keeping with this,
philosophers concerned with the nature of knowledge have
become increasingly interested in social epistemology (see
e.g., Goldman 1999).

It is clear that our social networks influence our behaviour
and beliefs, and that individual cognition cannot be fully un-
derstood without considering this social dimension. At the
same time, a full understanding of how social networks influ-
ence individuals cannot proceed without understanding how
people respond, at the individual level, to information and
cues provided by others. For example, recent simulations
suggest the importance of network structure for contagion
and diffusion (Kretzschmar & Morris, 1996; Watts, 1999;
Lazer & Friedman, 2007) (see Jackson 2010 for an introduc-
tion) including such processes as information dissemination
(e.g., Doer, Fouz & Friederich, 2012). However, such sim-
ulations rest on assumptions about the responses of individ-
ual agents. Unless these assumptions match, at least crudely,
those of actual people, the insights these models provide re-
main necessarily limited. Yet, in the cognitive psychologi-
cal literature on judgment there is remarkably little empirical

work on the procedures people use to revise their beliefs in
light of information from others in a group (network) setting.

A notable exception are the studies by Yaniv and col-
leagues (Yaniv, 2004b; Yaniv & Milyavsky, 2007); see also
Yaniv 2004a for a review) in the context of the literature
on advice. In these studies, participants were given general
knowledge questions such as “in what year was the Suez Cana
first opened for use?” (Yaniv & Milyavsky, 2007). Partic-
ipants provided an initial “best estimate” and then received
‘advice’ from several advisors (e.g., “the best estimate of ad-
visor #33 was 1905”). Participants were then asked to provide
a final “best estimate”. The main finding is that participants
overweight their own opinion relative to that of these (un-
known) others: when participants revise their estimates they
weight their own answer more strongly than they do the an-
swers of others. This is consistent with results from other
advice paradigms such as cue-learning (Harvey & Fischer,
1997), or forecasting (Lim & O’Connor, 1995). In contrast to
these other studies, however, Yaniv and Milyavsky also exam-
ined the effects of receiving multiple pieces of evidence, each
from a different agent. In their (2007) study, participants re-
ceived an estimate from either 2, 4 or 8 advisors (in actual fact
these advisor estimates were drawn randomly from a pool of
initial estimates provided by participants in an earlier study).
Participants’ accuracy improved in all conditions as a result of
incorporating such advice, but the benefits of additional esti-
mates seemed to decrease with number. Yaniv and Milyavsky
(2007) also examined a range of possible models of partici-
pant strategy in their study, finding evidence for discounting
of opinions that were too distant from the initial guess. In
general, participants seemed sensitive to both their own de-
gree of knowledge, and to how far other opinions were from
their own.

While Yaniv and Miyavsky (2007) make an important start
in seeking to pin down, on a process level, individual’s be-
lief revision in light of information from others, much work
remains to be done. For one, the scarcity of studies of this
kind makes a replication of interest in and of itself. How-
ever, it would also seem desirable to extend the paradigm in
a number of other ways. For one, the ’advisors’ in Yaniv and
Milyavsky’s experiments exist from the perspective of partic-
ipants simply as a minimal verbal label (’advisor #33’). It is
unclear to what extent participants consider these advisors to
be real people, and what intentions and properties they might
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attribute. This seems particularly important because one plau-
sible reason for the greater weight placed on participants’
own judgments could lie in considerations of source reliabil-
ity. Participants know a fair bit about themselves and nothing
about these other sources (including whether they even exist,
other than as an experimental manipulation), and information
received from less reliable sources normatively should (and
does) have less impact on beliefs (see also, Bovens & Hart-
mann, 2002; Bovens & Hartmann, 2003; Hahn, Harris &
Corner, 2009). It would therefore be interesting to conduct
such a study in a context where the advisors are clearly other
human beings, genuinely engaged in the task at hand. At the
same time, Yaniv and Milyavsky examined only one round
of advice and subsequent revision, but many social contexts
involve repeated exchanges, and hence dynamic interactions
whereby our opinions change the beliefs and opinions of oth-
ers and these influence us in return. We consequently sought
to examine behaviour in a general knowledge estimation task,
involving multiple, repeated rounds of information exchange
between real people.

Belief Revision
An experimental investigation along these lines needs a de-
sign in which participants can see that advice is coming from
others, yet that is as experimentally controlled as Yaniv and
Milyavsky’s study. In particular, the experimental context
should not introduce a wealth of other factors that might im-
pact the perceived reliability of these information sources.
We consequently made use of an experimental context in
which a group of participants is present in a room at the same
time, but interact only with a computer terminal in front of
them. After providing their initial answers, they see the an-
swers of some of the other participants on screen. Participants
do not, however, know which answers belong to which person
present in the room. Participants then have the opportunity to
revise their answers, and this procedure is repeated over sev-
eral rounds.

The data analysed in this paper come from such a study run
at Lund University, Sweden. Its primary aim was to examine
the impact of network topology (structure) on the accuracy of
participants’ beliefs, both individually and collectively. The
results of this are presented elsewhere (Jönsson, Hahn, &
Olsson, in press). Our interest, here, is in trying to under-
stand the algorithms by which individual participants revise
their beliefs. The original study involved gathering signifi-
cant numbers of trial by trial changes in participants’ answers,
which allows for detailed analysis of participant behaviour. In
the research reported here, we are interested in what strategies
people used to revise their behaviour and in testing specific
models of that behaviour.

For the purposes of this paper we focus on individual re-
vision statistics in only one of the conditions in the original
study. In this condition, participants see the responses of only
a subset of the other participants within the group. The in-
formation channels that this gives rise to have a small world

network structure (Watts & Strogatz, 1998). Small world net-
works are of interest in this context because many real-world
social networks have a small world structure (see also, Watts
1999). This network structure is characterised by short aver-
age path lengths between nodes in the network and a higher
degree of clustering than seen in the random graph model of
Erdos and Rényi (1959). It is a consequence of the partial
connectivity in such a network that feedback coming from
others is likely to continue to change over more consecu-
tive rounds, regardless of how responses are actually incor-
porated. By contrast, a complete network – where everyone
sees the responses of all other members of the group – would
lead to global convergence in a single step if individuals were
to adopt the mean of all judgments as their revised answer.
The more complex dynamics of small-world networks make
them particularly suitable to understanding opinion revision.

Method
Participants 38 undergraduate students (15 male and 23 fe-
male) at Lund University took part in the study. They were
paid a flat reward for participation (100 SEK), as well as a
performance bonus (300 SEK) to the person in each group
with the most accurate answers.

Materials & Procedure Participants signed up for one of
four sessions, resulting in groups of 9, 9, 7 and 13 participants
respectively. The testing conditions, procedure, materials and
instructions were the same across the four groups.

During the experiment, each member of a group was seated
at a computer and was given two sheets of paper with instruc-
tions. When everyone in a group stated that they had under-
stood the instructions, a NetLogo-based program was used to
send out questions to all participants. There was an initial
warm-up question, followed by ten questions. Each question
was repeated eight times over the course of eight consecu-
tive rounds. During the first round each participant answered
independently. In the subsequent seven rounds, participants,
without prompt, received information about what those they
were connected to had answered on the previous round and
were asked to revise their answer.

For each question, a small world network was randomly
generated (see figure 1). Participants could see the answers of
the participants corresponding to the nodes they were imme-
diately connected to. The structure of the network remained
the same for the duration of the question. A new network,
with new connections was generated for each question. Due
to the random nature of network generation, each participant
saw at least two, and no more than five answers.

Questions were drawn from a set of 21 questions derived
from reports by Statistics Sweden (‘Statistiska Centralbyrn’)
and included questions on Swedish demographics, agricul-
ture and geography. Except for the warm-up question, ques-
tions were presented in a random order. All questions asked
participants to provide a percentage. Example questions in-
clude: “What percent of the Swedes are 15-24 years?” and
“What percent of Sweden is covered by agricultural land?”
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Figure 1: Sample small-world network

All questions thus share a common scale. All groups saw the
same warm up question; Groups 1 and 2 saw the same ten
questions and Groups 3 and 4 both saw the other ten.

Results
Four scores were eliminated as likely errors before data-
analysis. Three were zero-answers that likely resulted from
the participant accidentally clicking submit before choosing
an estimate (which was done on a sliding bar next to the
submit-button); the fourth was a very large number in a se-
quence of identical low numbers which was also likely to be
due to a mis-click.

Rounds Rounds represent discrete time periods that formed
the basis for our analysis. Participants had to enter their first
answer independently, but were shown other answers in the
subsequent rounds. Therefore, belief revision as a result of
increased information could be observed in rounds 2 to 8.
During the seven rounds of change, participants had an op-
portunity to enter revised answers, observe others revise their
answers and so on.

We used two measures to determine the magnitude of
change by each participant: absolute change and percent
change. Absolute change refers to by how much each partic-
ipant changed his or her answer, while percent change refers
to the percentage of the change in the subsequent round com-
pared to the previous answer.

Most changes tended to occur in the first round, dropping
off sharply and stabilising in the later rounds. As Figure 2
demonstrates, some 35 percent of all change occurred in the
first round. This drops off to just under 20 percent in the
second round and remains at 10 percent for the later rounds.

This held true for three of the four groups. With respect
to the magnitude of change, there were two notable outliers.
In Group 4, player 3, revised their answer by 4700 percent
in round five, from 3 to 96 (with the correct answer being
96). In Group 3, player 1, changed their answer by 2010
percent, going from 3 to 63 in round two (with correct answer
being 55). These two instances are the only changes of this
magnitude across all rounds and players. Moreover, these
players did not exhibit similar behaviour on other questions.
We did not exclude these changes from the overall dataset;
however, including them in the graphs significantly distorts
the overall picture.

Figure 2: Percentage of Answer Changes by Round (Groups
1-3). Different lines represent different questions.

Percentage Change When we looked at the percentage of
change in the answers, we found great variability both for
individuals and questions. As an example, Figure 3 breaks
down the overall percentage change in answers across rounds
for Group 1. Some participants in this group changed their
answers by almost 160 percent from their initial value, how-
ever, many also did not change their answers at all. The mean
value of change was around 20 percent for this group. Fig-
ure 4 shows that these same participants also respond very
differently to different questions.

Figure 3: Percent Change of Answers by Round (Group 1)

We also looked at the absolute magnitude of change. In
this analysis we added individual changes (and non-changes)
for all participants. The histogram in Figure 5 shows that the
most prevalent behaviour was not to change the answer at all.
In the turns where changes were made, it was mostly by 1
or 2 points. This was true across all groups. As shown in
Table 1, the mean absolute change was between 1.1 and 2.3,
depending on group.
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Figure 4: Percent Change of Answers by Question (Group 1)

Figure 5: Magnitude of Change Count

Table 1: Mean Absolute Change for all Groups

Group Mean Change
Group 1 1.1 (SD 2.8)
Group 2 2.3 (SD 3.5)
Group 3 2.2 (SD 2.6)
Group 4 2.1 (SD 2.8)

Discussion
Predictive Models Several models of opinion revision have
been proposed. These models typically focus on the individ-
ual adopting some combination of the mean, or median val-
ues derived from the group. We next describe each of the
models we examined in turn. The weighted average model
predicts that an individual will adopt the group mean, but,
in calculating that mean, will weight their own answer more
heavily. In our model we set the weight at two: a participant
would ‘count’ her own answer twice, before averaging it with
the others. In the split the difference model, an individual
is assumed to take the mean of the others’ answers and then

average that with her own answer. The median model pre-
dicts that the participant will simply adopt the median value
of the available answers (including their own). The no change
model simply predicts that the answer in the next round will
be exactly the same as in the previous round. The remaining
two models are proposals by Yaniv and Milyavsky (2007) de-
signed to take into account the fact that participants in their
study seemed to be sensitive to both the degree of distance
of others’ opinions from their own, and, potentially, to the
variability within the groups’ judgments. The egocentric trim
model seeks to capture that participants will, ”weigh the opin-
ions that are close to their own, while ignoring those that are
distant from their own prior opinion.” (Yaniv & Milyavsky,
2007, p. 105) In this particular model, an individual will dis-
miss the value most distant from her own, and adopt the mean
value of all remaining answers (including her own). The con-
sensus trim model is similar, but here the individual will first
take the group mean and then discount the answer most dis-
tant from that mean. They will then take another group mean
and adopt that value as their own (Yaniv & Milyavsky, 2007).
Large distances from other opinions (whether one’s own, or
the group mean) may, intuitively be taken to reflect infor-
mation about source reliability, with ’outliers’ conjectured to
likely be less accurate. At the same time, variability within
the group may be taken to reflect group confidence. Both
these dimensions thus seem worth closer examination.

Yaniv and Milyavsky (2007) in their study tested similar
rules – except they tested a straight unweighted mean – in-
stead of our two weighted average rules (weighted average
and ’split the difference’); an unweighted mean would fare
even worse than the ones we examined, given the extent to
which people remained close to their initial opinions. The
rules that were the best predictors of behaviour in Yaniv and
Milyavsky’s study were the egocentric trim and the median
(the latter being the rule that would have also brought partici-
pants in their study the greatest gains in accuracy). Moreover,
in their study, median, mean, consensus and egocentric trim
were more accurate than a no change model.

Table 2 summarises the results for all models on our data.
The value shown in a given cell is the mean absolute error
per turn (i.e., the mean deviation between predicted value and
actual responses for an individual participant on a given round
of one question). Higher numbers indicate greater deviation
between predicted and observed behaviour.

We first examined the models’ performance on the initial
round of change, where comparison is most direct with Yaniv
and Milyavsky’s study (which gave participants only one set
of advice and thus sought only one revision). In marked con-
trast to Yaniv and Milyavsky’s results, the ’no change’ model
has the lowest predictive error for our data. This suggests a
very notable difference in how participants responded in our
study. Quite possibly, task demands in Yaniv and Milyavsky’s
(2007) study, where the pieces of advice were experimenter
provided, were somewhat higher. This emphasises the need
to examine social belief dynamics in a broader range of ex-
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Table 2: Model Performance

First Round of Revision Only Across All Rounds
Model Average Across Groups Group 1 Group 2 Group 3 Group 4 Average Across Groups
Weighted Average 7.31 6.39 7.79 8.74 7.61 7.63
Split the Difference 5.69 5.62 7.22 8.11 6.92 6.97
Median 8.23 5.21 7.77 8.66 6.04 6.92
No Change 5.11 4.03 6.41 6.92 6.06 5.85
Egocentric Trim 6.23 4.41 6.86 8.16 6.23 6.41
Consensus Trim 9.10 5.64 8.13 10.68 6.61 7.76

perimental paradigms. Secondly, the fact that the ’no change’
model is the best predictor suggests immediately that none of
the models are terribly good. There is significant, and sys-
tematic, change in participants’ responses, yet all the models
seeking to capture this change do less well.

Where our results do fit with Yaniv and Milyavsky’s find-
ings is in the rank order of the other three models they test
(median, egocentric trim, consensus trim). The consensus
trim model performs worst, with the median second, and
Yaniv and Milyavsky’s (2007) egocentric trim model is the
best in both their and our study (n.b. the relationship between
median and egocentric trim in their study varies as a function
of number of pieces of advice, so we considered the average
performance across their conditions, which is also appropri-
ate because participants in our small world network vary in
the number of others they are connected to.) Finally, our two
averaging models place fourth and fifth.

How then do these models fare in predicting repeated
rounds of revision in a dynamically changing environment,
where –due to the partial connectivity of the network– in-
formation only gradually propagates through the network?
Again, the ’no change’ model is the best predictor, followed
somewhat more closely by the egocentric trim model. Me-
dian and split the different are now virtually tied for third.
The consensus trim, again, comes last suggesting that it fails
to capture participants’ approach to opinion variability in a
meaningful way.

Where do the failures of the models lie? First, all models
(with the obvious exception of the no change model) over-
predict change for the first round of revision, that is, the
transition from participants initial answer to their second an-
swer. In other words, despite the fact that most change in
participants’ responses occurs in the first round of revision,
participants still change less than the models suggest they
should. This can be seen by comparing Figure 6 which dis-
plays round on round change for Group 1 participants with
Figures 7, 8, and 9. Even the best of the models, Yaniv and
Milyavsky’s egocentric trim model (Fig. 7), predicts notice-
ably more change in this round than actually occurs. How-
ever, the same models then under-predict change on the sec-
ond round of revision. It appears that repeated feedback en-
courages participants to take comparatively greater note of
other’s opinions on this second revision round. This is par-

ticularly clear in the comparison with the weighted average
model, Fig. 9, which predicts a sharp, monotonic, decrease in
round-on-round change.

In other words, there is some suggestion from these com-
parisons that ‘weights’ of other’s opinions are dynamic, as
opposed to unchanging, across the subsequent rounds. Seek-
ing to probe the nature of such dynamic changes further
seems imperative given that the most common models of be-
lief and opinion dynamics assume constant weights.

Figure 6: Actual Percentage Change by Round (Group 1)

Figure 7: Predicted Percentage Change by Round for Ego-
centric Trim Model (Group 1)

Conclusion
Although group behaviour has been much studied, individual
behaviour within a group remains poorly understood. The
fact that the ’no change’ model is the best predictor of partic-
ipants’ revision, when there are clearly considerable amounts
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Figure 8: Predicted Percentage Change by Round for Median
Model (Group 1)

Figure 9: Predicted Percentage Change by Round for
Weighted Average Model (Group 1)

of change in participants’ estimates, suggests that all the mod-
els examined here, and with that the main models suggested
by the experimental literature, are still well off the mark. At
the same time, there is some convergence with past results
in that the best of the models we considered is Yaniv and
Milyavsky’s (2007) ’egocentric trim’ model, which was also
the (overall) best performing model in their study. This sug-
gests that this model provides a good starting point for the
development of better models. At the same time, it remains
intuitive that people should be sensitive not just to the dis-
tance of other’s opinions to their own, but also to the vari-
ability among opinions. The consensus model of Yaniv and
Milyavsky (2007) was the only model tested that incorporated
sensitivity to variability, and it was by far the worst perform-
ing. This suggests that further exploration of people’s sen-
sitivity to variability, both experimentally and through mod-
elling, is an important avenue for further research.
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Abstract 
This paper analyzes probability judgments about properties 
that can take multiple values (i.e., monadic polytomous 
events). It extends previous work on pattern-based deviations 
from standard (extensional) probabilities. Pattern-probabilities 
are formalized in Bayesian Logic (BL) and should be 
applicable when testing the overall adequacy of alternative 
logical hypotheses while allowing for exceptions. BL 
systematically predicts ‘conjunction fallacies’ (CFs) and, 
more generally, ‘inclusion fallacies’ (IFs), when a subset is 
deemed more probable than its superset. BL formalizes a fit 
between data and explanatory noisy-logical patterns and was 
supported in previous experiments on dyadic logical 
connectives with two dichotomous events. Here BL is 
extended to monadic prediction with several subclasses. BL 
may for instance predict Ppattern(A) > Ppattern(non-A) even 
though f(A) < f(non-A), given that non-A has more subclasses 
than A. Two experiments using material from the Linda 
paradigm corroborate a pattern approach and rule out 
confirmation as an alternative explanation.  

Keywords: probability judgments; biases; conjunction 
fallacy; inclusion fallacy; inductive Bayesian logics; 
predication; strong sampling; categories; Lockean Thesis 
 

We cannot dispense with the idea of the rationality or irra-
tionality of judgments, even though defining their rationality 
may often be difficult. The most established and important 
norms of rationality are presumably basic norms of formal 
logics and probability theory. As early as over 2000 years 
ago, Aristotle’s Organon provided a systematization of log-
ics and also, albeit less refined, of inductive belief. The hi-
story of philosophy and mathematics in recent centuries led 
to canonical formulations of formal logics (Frege, Russell, 
Whitehead, Wittgenstein) and probability theory (e.g., Kol-
mogorov). Although modifications and more specialized sy-
stems continue to be developed in philosophy, mathematics 
and computer science (e.g., modal logics, multivalued log-
ics, non-monotonic logics, belief functions), psychology 
continues to focus almost exclusively on these basic norms. 
Their domain-general application molded Kahneman and 
Tversky’s heuristic-and-bias approach, taking these norms 
as given and concluding that homo sapiens sapiens is ulti-
mately irrational, even with regard to most basic laws of 
rationality (cf. Fiedler & von Sydow, 2005, evaluation of 
this fertile research program).  

Kahneman and Tversky studied for instance a scenario 
wherein Linda, L, is described by a story in a way that 
seems suggestive of her being a feminist. Participants were 
then asked whether P(L is a bank teller) or P(L is a bank 
teller and a feminist) is higher (Kahneman & Tversky, 
1982). Most participants judged P(B) < P(B & F), thus com-
mitting a conjunction fallacy (CF), since the (standard) pro-

bability of a logical conjunction can never be higher than of 
one of its conjuncts.—This bias-and-heuristic approach has 
been criticized, fiercely but eloquently, by Gigerenzer 
(1996). He criticized not only the alternative heuristics (in 
the above example, ‘representativeness’) as “one-word 
theories” almost void of any explanatory value, but also the 
“content-blind” application of “narrow norms” without 
accounting for their ecological context. Although my 
approach clearly differs from Gigerenzer’s explanation of 
the CF (von Sydow, 2011), I think he is right in stressing 
that rational norms are essentially contextual. However, I 
agree with Kahneman (1996) that criticizing ‘narrow norms’ 
risks the danger of normative agnosticism.  

This paper addresses the extensionality inherent in stan-
dard norms of logics and probability theory, by investigating 
probability judgments about several mutually exclusive 
classes. Standard probability is extensional since the pro-
bability of a monadic hypothesis (X are A) is defined by the 
relative frequency of confirmatory elements (its extension) 
relative to all elements in a universe of discourse. Exten-
sionality does not consider the number of subclasses (an 
essential aspect of intension), but rather the number of 
observed cases in a class. We here apply Bayesian Logic 
(von Sydow, 2011) to monadic predicates based on several 
explicitly represented subclasses, where the intension of the 
class matters. It also builds on the renaissance of Bayesian 
approaches in cognitive science (Oaksford & Chater, 2007). 
It also builds on the idea of strong sampling (Tenenbaum & 
Griffiths, 2001; cf. Navarro, Dry, & Lee, 2012), but BL can 
even assign higher probabilities to more specific hypotheses 
if there are known exceptions (von Sydow, 2011).  

In philosophy the Lockean Thesis refers to the controver-
sial idea that one can assign probabilities to logical proposi-
tions (Foley, 2009). The non-standard approach of BL may 
allow for rescuing common sense assumptions and a kind of 
Lockean Thesis—perhaps better called ‘Bayesian thesis’ 
here. 

Truth Table Logics and Probability Theory  
– Two Narrow Norms for Predication? 

Problem of sample size Given one has no prior knowledge 
about a group of animals, X, and has either observed one or 
one hundred confirming cases to be black, B, standard logics 
does not distinguish between these situations, and even 
relative frequencies assign a probability of 1 in either case. 
However, the use of probabilities about probabilities seems 
more reasonable. 

Problem of exceptions We believe “ravens are black”, 
even though we know that white ravens do exist. Should 
exceptions falsify nearly all our general predications? To 
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use standard probability instead of logics seems to resolve 
this problem, since the probability P(B|X) remains high. 

Problem of inclusion However, even if we have 
observed Xs being B a hundred times, and only a single case 
‘X is non-B’, P(B|X) would remain smaller than P(B ∨ non-
B|X). Taking probability as the criterion for adequate predi-
cation would in uncertain situations still force us always to 
prefer tautologies (such as “Ravens are black or not black”) 
over any other, more informative hypotheses.  

Hence, if an adequacy criterion of predication should 
describe the real contingent patterns found in the world, 
neither standard logics nor probability could serve as a 
suitable adequacy criterion (von Sydow, 2011). 

Bayesian Logic and One-Dimensional  
Pattern Probabilities of Several Subclasses 

Dyadic Bayesian Logic Von Sydow (2011, 2014) has 
argued that when one is concerned with alternative hypo-
theses about the interaction of two dichotomous attributes 
(as described by dyadic logic), and if people are concerned 
with predications describing an overall situation, pattern 
probabilities, specified by Bayesian Logic (BL), seems to 
provide a suitable alternative adequacy criterion. BL speci-
fies ideal logical explanatory patterns, adds noise, and then 
calculates posterior probabilities for these ideal noisy-lo-
gical explanations given some data. BL allows for assigning 
higher probabilities to more specific hypothesis even in the 
light of exceptions. A corresponding class of inclusion ‘fal-
lacies’ is thus interpreted as rational. The Linda scenario, for 
instance, with some plausible auxiliary assumptions may 
yield PP(A) > PP (A∧B) > PP(B). BL has been supported in 
several studies using precise frequency input and 
investigating a system of inclusion fallacies (e.g., von 
Sydow & Fiedler, 2013; von Sydow, 2014).  
One-dimensional (monadic) predication with several 
subclasses Most inclusion fallacy studies have focused on 
dyadic connectives such as “AND, EITHER OR, etc.”. In 
contrast, here we concentrate on probability 
judgments about predicates concerning a 
single dimension only. In logical parlance, 
we are concerned with monadic connec-
tives, such as: “X are A” (Affirmation), “X 
are non-A” (Negation), “X are A or Non-A” 
(Tautology) (cf. von Sydow, 2014). Here 
we focus on monadic predication involving 
more than two represented qualitative 
classes. For example, consider the (main) 
jobs of the graduates of a school: Indi-
vidually the outcomes (bank teller B, 
translator C, etc.) should be mutually ex-
clusive. For “pupils from the Linda schools 
become bank tellers or translators”, B ∨ T, 
standard probability judgments do not 
allow for P(B ∨ T) < P(B), whereas BL 
may, depending on data and assumed noise, 
rationally predict such IFs. Another aspect 
of BL is that it might predict P(A) > P(Non-

A) even if f(A) < f(non-A). Such findings exclude many but 
not all alternative models (Tentori et al., 2013; cf. von 
Sydow, 2011, Exp. 2).  

Monadic BL with several subclasses Subsequently BL 
is formalized for monadic predication with c qualitatvive 
subclasses. However, we will focus on c = 5: A, B, C, D, E 
(cf. the experiments for examples). Hypothesis ‘Xs are A’ 
[A] is thus nested in the hypotheses ‘Xs are A or B’ [AB], 
and in AC, or ABC. Therefore, standard (extensional) proba-
bilities require PE(A) ≤ PE(AB) ≤ PE(ABC) ≤ PE(ABCD).  

Step 0 only describes the input which should then be 
compared to the ideal patterns specified in Steps 1 and 2. 
BL may take frequencies as well as beliefs (about exten-
sional probabilities of cells) as input.  BL assumes a 
standard belief-update of cell probabilities for (pre-cate-
gorized) alternative c classes. A multinomial update results 
in beliefs modelled by a Dirichlet distribution, with priors 
and event frequencies for each class. Likewise, for instance 
memory-based, distortions of actual frequencies (which are 
not part of our model) may still be captured by the distribu-
tion, simply by using subjective rather than objective fre-
quencies. The Dirichlet distribution can be used to code 
beliefs in terms of frequencies. In sum, the model takes the 
subjective frequencies or beliefs in the cell frequencies (or 
cell probabilities) as input. This, however, does not resolve 
the problem of inclusion. The Dirichlet distribution flexibly 
formalizes actual belief (coherent with any subjective joint 
frequency distribution), yet it does not specify the belief in 
ideal explanatory patterns given such data. 

Step 1 treats hypotheses such as AC or ABCD as ideal ex-
planatory patterns that may have generated the data. 
Figure 1 shows 13 such patterns/hypotheses (e.g., H8 
ABCD, or H9 AC). The left panel for no noise (r = 0) 
models patterns without exception tolerance. A single coun-
terexample still falsifies a hypothesis (e.g., a single D obser-
vation falsifies H9). For ideal explanatory patterns we as-
sume equiprobability for confirming classes. The ideal cell 

probability for confirmatory cells is pconf = 
1/cconf, with cconf, being the number of con-
firmatory cells in a pattern (e.g., H7: pconf = 
.33; cf. Tenenbaum & Griffiths, 2001). This 
replaces (monadic) truth tables by ideal pro-
bability tables. The cell-probabilities are re-
presented in Figure 2 by shades of grayscale 
(white = 0; black = 1). 

In Step 2 further possible equidistant 
levels of noise r are added in the interval [0, 
1] (in Panel 2, e.g., r = .3). The disconfirma-
tory classes of a pattern here get ideal cell 
probabilities above zero: pdis = r/call. Corres-
pondingly, the confirmatory cell probabili-
ties have to be reduced: pconf = 1/ccon – 
r(1/ccon–1/call). This results in ideal noisy-lo-
gical probability tables, PTs, taken as 
possible (monadic) explanations given the 
data. Based on these patterns the following 
steps proceed in a fairly standard way. 

 
Figure 1: Thirteen hypotheses 
about five true/false classes as 
ideal-noisy patterns (or proba-
bility tables) at two levels of 
potential noise r = 0; .3. 

H1

H2

H3

H4

H5

H6

H7

H8

H9

H10

H11

H12

H13

r = 0 r = .3
A B C D E A B C D E
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Step 3 calculates the likelihood of the data δ given the 
ideal explanatory hypotheses. δ, in our polytomous monadic 
case, consists of a vector of length c, δ1,…,δc, (cf. Step 0). 
For a particular probability table PT (Step 2, 3) referring to 
a hypothesis j and a noise level i, we calculate the likelihood 
using the multinomial distribution. In our example (c = 5):  

 

𝑃�𝛿�𝑃𝑃𝑖,𝑗� = �
𝑛

𝛿1𝛿2𝛿3𝛿4𝛿5� 𝑝1
𝛿1𝑝2𝛿2𝑝3𝛿3𝑝4𝛿4𝑝5𝛿5 

 

In Step 4, Bayes’ theorem is used to turn the likelihoods 
into posterior probabilities:  

 

𝑃�𝑃𝑃𝑖,𝑗�𝛿� =
𝑃�𝛿�𝑃𝑃𝑖 ,𝑗�𝑃(𝑃𝑃𝑖 ,𝑗)

𝑃(𝛿)
 

 

Here P(PT) represents the prior for a PT (in line with the 
subjective frequencies defining our subjective belief distri-
bution; cf. Step 0). P(δ) is a normalizing constant (calcula-
ted by summing up all likelihoods weighted by their priors). 

In Step 5, the probability of a particular hypothesis i is 
determined by summing up over the PTs with its different 
noise levels j. (Here no further steps or weightings are 
needed; cf. von Sydow 2011.) The one-dimensional pattern-
probabilities differ considerably from standard extensional 
probabilities and from other measures suggested to model 
IFs. In the following, we start investigating monadic poly-
tomous BL and the predicted class of IFs empirically.   

Experiments 1 and 2 
Here I report only considerable parts of two simple experi-
ments concerning probability judgments single polytomous 
attribute dimensions. (monadic predication).   

The experiments investigate (monadic) inclusion fallacies 
(IFs) since the hypotheses are partially nested. The classes 
in this dimension, A, B, C, D, E, are framed as mutually 
exclusive, and one prediction of BL is that people judge 
P(A) > P(non-A) with P(non-A) = P(B) + P(C) + P(D) + 
P(E) even if f(A) < f(non-A). The predictions for pattern 
probabilities, PP, clearly differ from those based on standard 
extensional probabilities (relative frequencies), PE.  

The predictions of BL also differ, for instance, from a 
confirmation account of IFs that assumes that people 
misinterpret probability as confirmation, which should result 
in selecting the most strongly confirmed hypothesis when 
asked for the most probable one (cf. von Sydow, 2011).  

Although we focus on monadic IFs, we use attributes 
reminiscent of the original Linda task: In Experiment 1 we 
are concerned with job descriptions, in Experiment 2 with 
political attitudes. Additionally, in Experiment 1 we use 
either ordinary language “OR” or “AND” to sum several 
subclasses. Although the latter seems logically incorrect, we 
predicted that in a context of mutually exclusive events the 
meaning of these ‘connectives’ would not differ. Further-
more, in both experiments the order of labels of the classes 
was counterbalanced to control for content effects. Finally, 
in Phase 1 we investigated single samples of data and in 
Phase 2 a timed series of three samples to test for 
contrasting predictions of priors vs. confirmation.  

Method 
Materials and procedures Both experiments concern 
thirteen alternative statements about the graduates of 
different schools (Linda school, Humboldt school, Goethe 
school etc.). The experiments were run on a computer. 

On the introduction pages, participants were told that they 
would receive sample information about the distribution of 
graduates, and they were given two examples for sample 
distributions. In Experiment 1, the attribute-dimension con-
cerned five classes of graduates’ main jobs (A translator, B 
bank employee, C artist, D teacher, E physician). Experi-
ment 2 concerned five classes of main political attitude (A 
conservative, B social, C liberal, D ecological, E feminist), 
explicitly framed as alternative outcomes of a test that 
assigns people to one political group only. With regard to 
procedure and samples the experiments were identical.  

In Phase 1, fifteen schools with counterbalanced names 
were shown in random order. For each school they saw one 
sample of graduates: a table with category names and 
frequencies (numbers) showed which jobs the sample had 
chosen. Apart from the category order A, B, C, D, E, a 
second condition involved the label orders E, D, B, A, C 
(experimental factor 1 in both Experiments) to control for 
content effects/prior knowledge: Ecological analysis sug-
gested that if exogenous prior probabilities were considered, 
D and E should subjectively be expected the most probable. 
Likewise for Phase 1 and the first label order summing up 
all samples involved PE(A) = 13%, PE(B) = 24%, PE(C) = 
10%, PE(D) = 27%, PE(E) = 25% (since the frequencies are 
kept constant in the second condition, other labels had 
high/low values). BL should only be weakly influenced by 
such priors, since a strong transfer between different schools 
seems implausible, particularly if the present samples are 
large enough that it is clear they come from different 
populations. However, a confirmation approach may rely on 
these differences (cf. also Phase 2).  

Participants were asked: “Which statement appears most 
probably to be valid to you? [...] Answer intuitively.” The 
experiments concerned: “Pupils of this school…”. In Ex-
periment 1, the hypotheses concerned whether the pupils of 
the school become for example “S1 translators”, or “S8 
translators, bank tellers, artists or teachers”. Note that S1 
refers to a subset of S8. In Experiment 2, hypotheses 
likewise concerned nested attributes such as: “S1 …conser-
vative” or “S8 …conservative, social, liberal or feminist”.  

In addition to the logically correct OR-formulations, Ex-
periment 1 used AND-formulations (experimental factor 2): 
“S8 translators, bank tellers, artists and teachers”. If AND 
were here interpreted as logical conjunction, the intersection 
would be empty, but for alternative classes AND was 
expected to be used for adding as well.1  

Apart from the logical formulations and the varied labels, 
the thirteen hypotheses in both experiments referred to the 

                                                           
1 Experiment 2 did not pursue this issue, since the AND-interpretation as 

logical conjunction may become more plausible due to a non-exclusive 
interpretation of classes such as “conservative” and “feminist”. 
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same classes; as shown in Figure 2 in Phase 1 this is: S1 A; 
S2 B; S3 C; S4 D; S5 E; S6 AC; S7 ADE; S8 ABCD; S9 
BC; S10 BE; S11 BDE; S12 BCDE; S13 DE.  

Phase 2 of the experiments concerned ten further schools 
in random order. Participants now for each school were 
successively provided with samples from three surveys of 
differing dates, one twenty years earlier, another ten, and 
then with a recent survey. It was mentioned that the surveys 
might differ in size. Participants should select the hypothesis 
that appeared most probably valid with regard to the present 
school. The hypotheses in Phase 2 (cf. Figure 2, Panel 2, cf. 
the abscissa of the graphs), apart from the label and the 
formulation factor, did not differ in the experiments.  

Participants In Experiments 1 and 2, 57 and 36 par-
ticipants from the University of Heidelberg took part volun-
tarily, in exchange for course credits or money (8 Euros per 
hour). They were assigned randomly to the four conditions 
of Experiment 1 and the two conditions of Experiment 2. 

Results 
Figure 2 shows the proportion of selected hypotheses judged 
to be most probable in the six selected schools S inves-
tigated in Phase 1 (with a single sample per school), and the 
six selected schools in Phase 2 (three successive samples). 
We selected most informative examples (including the cases 
with most deviation between the two experiments: S3, S5). 
For simplicity, we conflate over the experimental conditions 
of label order and formulation type. But out of the 25 data 
patterns in overall six conditions (hence 150 charts), the 
main prediction of BL deviated from the predicted modal 
selection in two cases only. As predicted, it does not seem to 
matter whether the addition of classes was expressed by an 
OR or an AND in ordinary language. The high fit of the pre-
dictions of BL, however, suggests that people understood 
the relationship between language and logical meaning. 

Conflated over conditions, the modal selection in all 25 
schools (both phases) corresponded to the hypothesis 
predicted by BL. The mean correlation in the schools be-
tween selections and deterministic prediction were: Exp. 1, 
.98; Exp. 2, .96. In all schools, S, (both Experiments) the 
same modal values resulted—despite different content.  

Subsequently we discuss results for the example schools 
in Phase 1 and in Phase 2. In school S1, PE(A) is less exten-
sionally probable than its negation PE(B)+PE(C)+PE(D) 
+PE(E). Nevertheless the vast majority of participants, in 
line with BL, judged hypothesis A to be more probable than 
hypothesis ‘BCDE’ (with PP(A) < PP(BCDE)). This involves 
systematic inclusion fallacies (IFs) predicted by BL (since 
the hypotheses AC, ABE, ABCD have higher extensional 
probabilities). The difference between the experiments or 
corresponding two label conditions seemed week. Addition-
ally, for another school—not reported here—a exactly 
reverse order of frequencies led to highly analogous results. 

S2 excludes that people always select the modal answer 
(B), since people, as predicted by BL, mostly selected the 
BDE hypothesis. For a confirmation account, prior cell 
beliefs should have led to more varying selections in the two 

label order conditions. Likewise, confirmation cannot ex-
plain the results if one assumes flat prior beliefs, since it 
would be highest for the modal-frequency hypothesis (B).  

S3 corroborates that people select the inclusive BCDE 
hypothesis if predicted, although confirmation (for flat 
priors) would predict selection of E instead of BCDE.  

S4 excludes a possible simpler approximation of pattern 
probabilities by a ‘ratio heuristic’. The break-point between 
attributed and non-attributed classes might have been the 
largest ratio between classes. However, despite 6/1 > 29/6, 
the results corroborate the prediction of PP(DE) > PP(BDE). 

S5 investigates a situation in which BL’s prediction DE is 
less clear (see the second, minor prediction D). Participants 
in Exp. 2 (political attitude) selected more frequently the 
more specific hypothesis (D) over the main prediction (DE) 
– perhaps due to chance, or to greater noise-tolerance in the 
political scenario (cf. S3, S11), which could be accounted 
for within BL.—S6 led to the predicted dominant inclusive 
selection ADE,  not to the hypothesis referring to the modal 
frequency A. However, in at least one of the labeling 
conditions, A may have had lower prior expectations and 
hence a higher confirmation than classes D or E (and hence 
than the overall hypothesis ADE). Even if again we alter-
natively assume flat priors for the five classes, the standard 
extensional conceptualization of confirmation predicts the 
selection of the most specific hypothesis, here A. 

Panel 2 of Figure 2 shows the results for Phase 2 and 
which hypotheses are thought to hold most probable for a 
present school (t3), after showing two previous samples 
from earlier years (t1, t2). Although it is not clear to what 
extent previous data should be used for the judgment about 
t3, an inductive transfer parameter may rationally model the 
degree to which old data should be used in new situations. 
However, the directions of prior effects are clear and they 
can be contrasted with predictions of confirmation. For BL 
the influence of a prior should be mainly effective if one has 
small data samples in t3, otherwise the data may suggest 
that earlier samples come from different populations and 
should be ignored.—In S7 and S8 the small sample in t3 
according to BL does not favor DE very strongly over 
hypothesis E. As predicted, the selections (in both 
Experiments) varied in line with the t1 and t2 priors, 
favoring either E (S7) or DE (S8). In contrast the 
confirmation of D (as part of DE) in S8 is actually negative; 
thus no measure of confirmation (difference, ratio, etc.) 
would predict that D should be involved in the preferred 
hypothesis.—Similarly, in S9 and S10 the frequency in t3 
was identical; however, the selection of hypotheses was in 
line with priors and BL but not with a confirmation 
approach. In S9, the mostly selected B answer is not 
confirmed but actually disconfirmed in t3 (relative to t1 and 
t2) (67% relative to 79%), whereas A and C were confirmed. 
In contrast, in S10, with most ADE selections, B is actually 
confirmed and A and C disconfirmed. Thus confirmation 
seems unable to account for the data.—S11 corroborates that 
the most participants change hypotheses if a new pattern in 
t3 is clearly predicted (here E). However, some selected the 

2514



 
Figure 2: Proportions of selected hypotheses to be most probable in different schools (S) in Exp. 1 (jobs: dark) and Exp. 2 
(political attitude: grey). Arrows refer to the same main (and further minor) BL-predictions in both experiments.
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DE hypothesis, thus putting stronger emphasis on the prior 
than expected. This is even more at odds with confirmation, 
since D was disconfirmatory.—Finally, S12 corroborates the 
predicted hypothesis of BL (BDE), whereas classes D and E 
were actually disconfirmatory.  

General Discussion 
Overall, the results obtained in these first frequency-based 
experiments on monadic polytomous BL strongly corrobo-
rate BL’s predictions. People commit inclusion fallacies 
even within one dimension with many subclasses. We found 
only few or minor differences between (a) label conditions, 
(b) AND vs. OR formulations, and (c) the experiments with 
different content. The differences between the two experi-
ments—if not entirely due to chance—may be explained by 
differences in noise-tolerance, which can be modelled 
within BL. The results strongly support a pattern-approach 
of IFs and could not differ more clearly from extensional 
probability. Here non-A involved several subclasses and 
people judged P(A) > P(non-A) even if f(A) > f(non-A) was 
the case (dissociation with frequencies).  

To my knowledge, the present results cannot be explained 
by any of the many alternative accounts of conjunction fal-
lacy (see von Sydow, 2011; von Sydow & Fiedler, 2013). 
Tentori et al. (2011) correctly note that most approaches of 
CFs cannot account for a dissociation with frequencies. Al-
though a confirmation approach may do so, it cannot 
account for our results: in Phase 1, there was no ‘inverse’ 
influence of prior beliefs, as predicted by confirmation. If 
one alternatively assumes flat priors, since each situation is 
evaluated anew (as we assume), confirmation in contrast to 
the results would always predict the selection of very 
specific hypotheses (with modal frequencies). Moreover, 
Phase 2 explicitly addressed priors, by varying previous 
information about the schools. Although people as predicted 
preferred using newer evidence, they were influenced by the 
priors if the new evidence did not clearly show that one is 
concerned with a population that differs from the old one. 
Crucially, the effect of priors went in the direction predicted 
by our Bayesian pattern approach, not in the opposed dir-
ection of a confirmation approach. Although these results 
may shed light on previous findings (apparently favouring 
confirmation; Tentori et al., 2013), a disconfirmation of a 
confirmation account does not imply its falsification. Con-
firmation may nonetheless play a role to explain one class of 
CFs (even if one distinguishes it from pseudo-confirmation 
effects, such as scale construction effects, or relevance 
effects).  Generally, inclusion fallacies presumably have 
several different causes, including misunderstanding of 
terms (Hertwig, Benz, & Kraus, 2008; von Sydow, 2014), 
unclear sets (Sloman, Over, Slovak, & Stibel, 2003), con-
fusing confirmation with probability (Lagnado & Shanks, 
2003; Tentori et al., 2013), or using pattern probabilities 
where CFs cease to be fallacies (von Sydow, 2001, 2014). 
Confirmation of patterns may even play a role.  

The present results, in any case, corroborate a pattern-
probability account. The findings nonetheless suggest that 

standard dichotomous BL (von Sydow, 2001) only applies if 
one is concerned with two classes and dichotomous events. 
The results suggest that a proper formalization of pattern-
probabilities depends on the subjective representation of 
classes—the intension—, not only on the extension. If one is 
concerned with stories, as in the original Linda scenario, 
such representations may vary in an uncontrolled way. 
Formalizations of BL (and of heuristic approximations of 
pattern probabilities) should take subjective representations 
into account (for another aspect, see von Sydow, 2014).  

In conclusion, the present research corroborates BL in a 
new domain. It reveals new avenues of research and 
suggests that the role of representation in probability 
judgments is richer than previously assumed. Subsequent 
research is crucial to address such issues in more detail.   
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Abstract 

Social dilemmas specify situations in which (local) egoistic 
utility optimization prevents achieving the (global) common 
good of a group. Tragically, in such dilemmas local optimi-
zation also reduces the payoff for the individual optimizer.  
Although social dilemmas essentially reflect inter-individual 
contexts (conflicting interests, moral attitudes, etc.), inner-
individual dilemmas apparently share at least some structural 
aspects with them: individual behavior can concern more 
conflicting levels of optimization. For example, starting 
additional academic projects with potentially positive ‘payoff’ 
may assume ‘more is more’. However, exogenous effects may 
arise from optimizing local goals; further contributions may 
incrementally reduce the quality of other contributions and 
yield ‘more is less’. In three experiments we explore a one-
person investment game about building hotels, reflecting a 
social dilemma. The payoffs involve different optima for local 
and global optimization. Results show that people can be 
influenced by a default-strategy of ‘more is more’, even if it 
is irrational.  

Keywords: inner-individual dilemmas; social dilemmas; self-
regulation; ‘less is more’; sustainability; externalities; global 
vs. local optimization 

On Social and Inner-Individual Dilemmas  
Hardin (1968) has pointed out the inevitability of a de-
struction of public resources by ‘rationally’ acting selfish 
individuals. This ‘tragedy of the commons’ refers to self-
interested use of the commons, environmental pollution, and 
the destruction of beaches in Spain by competing hotel-
builders. Game theory conceptualizes social dilemmas; for 
instance, as prisoner dilemmas or public good games. 
Without changing the payoff structure of these games, the 
assumed individual (local) optimization will inevitably have 
to reduce the payoff/utility for all group members. Although 
such a description seems to share with neo-classical eco-
nomics some broad idea of individualism, the wide-spread 
game theoretical description seems to dispense with the neo-
classical optimism that assumes that—as by an invisible 
hand (Adam Smith)—individual optimization ultimately 
leads to a common good. 

Recent decades has also led to a lively discussion of se-
veral possible solutions of these perhaps not always inevi-
table tragedies (e.g., Ostrom et al., 1999). In this period, 
multi-level approaches in evolutionary biology have cast 
doubt on the strict egoism assumption (Sober & Wilson, 
1999; Wilson & Wilson, 2007; cf. von Sydow, 2011); and 
research in psychology and behavioural economics has 
eroded an explicit or tacit egoism assumption and explored 
ways people may sometimes resolve or mitigate social 
dilemmas (e.g., Fehr & Fischbacher, 2003, 2004). The so-
lution of social dilemmas, however, remains a theoretically 
and practically challenging topic of research. 

Analogous to the normal, two levels of optimization in 
‘public good games’, we investigate here inner-individual, 
partly analogous dilemmas with potential sacrifice of global 
optimization by optimizing the number of pursued local 
goals. Individuals aim to maximize their global utility by 
achieving several local goals, each with a positive payoff. 
Pursuing an additional local goal with positive utility, how-
ever, may sometimes reduce the global payoff by negatively 
affecting the achievement of other goals. That is, people 
may sometimes ignore interactions between goals. Thus we 
are concerned with the issue of disregarded external effects 
or externalities, not within a group (social dilemmas) but 
within an individual (individual dilemmas). People may per-
haps often follow a ‘more-is-more’ default strategy/ 
heuristic, ignoring externalities,even when this affects the 
successful achievement of other goals so negatively that  
individually local optimization yields overall negative 
outcomes.  

To illustrate this, we examine an investment game con-
cerned with building hotels. In the domain of social dilem-
mas, unsustainable hotel-development provides examples of 
‘local optimization beats global optimization’. There are 
cases—perhaps many—where building hotels may have 
successively transformed magnificent beaches, first into 
profitable hotel resorts but then into beaches without tourists 
but filled aesthetically displeasing hotels. Here inter-
individual factors loom large: competition, inadequate 
regulation, questionable moral behaviour, inadequate 
incentives, and poor co-ordination of group interests. And 
yet, could not similar dilemmas also occur within a single 
person?  

 
Figure 1: Average experienced payoffs for the more-is-

more and the less-is-more payoff conditions.  
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Tension between Local and Global 
Optimization in the Experiments 

This paper investigates individual dilemmas while set in the 
context of a social dilemma of hotel-building. The question 
is: when one individual owns the whole beach, will he or 
she keep building less and less profitable hotels and keep 
building hotels even when their number renders the overall 
beach less profitable?—We conducted three experiments, 
with participants explicitly playing a one-person investment 
game, exploring experience-based decision making where 
one individual player could build or remove hotels on a 
beautiful beach of his or her own.  

Payoff structures We investigated different interactions 
of payoff per hotel with the number of hotels built on that 
beach. Figure 1 shows the average payoffs (we added some 
random noise to prevent all hotels’ having exactly the same 
payoffs in a given round). On the local level (left side slides 
in Figure 1), the average payoffs shown for a single hotel in 
both types of payoff conditions were always largest when 
one owned three hotels. This formalizes the assumption that, 
on the one hand, the hypothetical target group likes some 
minimal touristic infrastructure (including, for instance, 
fellow tourists). On the other hand, it assumes a dislike of 
hotel-skyscraper cities. Additionally, we assume the beach’s 
owner had to pay basic land tax even when no hotel is built 
(see the resulting negative value when no hotel is built). 

Despite the similar aspects, the two local payoff structures 
fundamentally differed in their resultant global payoff (right 
side of Figure 1). In the more-is-more conditions, the 
negative external effects of hotel-building on the payoff 
from other hotels are relatively weak. Although the payoff is 
half as high with ten hotels as with three, the sum of all 
costs and gains continues to increase per number of hotels. 
In contrast, in the less-is-more condition, the reduction of 
payoff for each hotel is even greater when more hotels have 
been built. Although the profit on a single hotel remains 
positive even if the beach has ten hotels, the global payoff 
resulting from all cost and gains for all hotels is now 
reduced by well over a third (right upper slide of Figure 1).  

Predictions for the payoff structures What should one 
predict for experiments on one-person games with an inner-
individual dilemma structure (less-is-more condition)? What 
are the normative correct solutions and do they differ from 
‘normative’ standards in commonly assumed social dilem-
mas? This is relevant, if we are investigating whether 
participants succumb to irrational decision-strategies in one-
person games in a context reminiscent of social dilemmas.  

For social dilemmas, the standard interpretation of game 
theory suggests optimizing locally (the outcome of the 
individual) at the expense of global optimization (the 
outcome of others). This may be considered as a “context-
blind” “narrow norm” (Gigerenzer, 1996). At least in some 
contexts, ethical norms may appear more reasonable 
standards, and, sometimes, even more in accordance with 
actual behavior (Fehr & Fischbacher, 2004). Thus one 
option might be to replace a game theoretic account by 
another norm. Alternatively, one may retain the refined 

mathematical apparatus of rational choice theory and game 
theory, since its axioms do not require egoism in a 
psychological sense. Yet one would have to dismiss the 
indeed often implicit general egoism assumption pre-
dominant in traditional applications of game theory and 
formalize other preference structures and utility functions 
accounting for sometimes altruistic (in a way, non-local) 
optimization (Fehr & Schmidt, 1999; Fehr & Gächter, 
2002). It seems that in both cases these normatively most 
interesting questions cannot be derived aprior from the 
mathematical core of rational choice theory or game theory.   

By contrast, for inner-individual dilemmas, at least in 
cases where the goals are evaluated on commensurable 
scales, the normative issue appears clear: people should 
optimize their overall utility. In our example it can be 
rational not to optimize locally the number of hotels built, 
but one’s overall payoff from all one’s hotels.  

With respect to the two specified payoff structures, we in-
vestigate two potential deviations from optimization on the 
global level, both relating to a focus on the local level. First, 
the optimum at 3 hotels on the local level (left side of Figure 
1, both structures) may influence people to build fewer 
hotels than is globally optimal (6 in the less-is-more struc-
ture; 10 in the more-is-more). We call this a potential ‘local 
optimum strategy’. Second, local optimization may 
alternatively involve the process of focusing on a positive 
payoff for each hotel but ignoring existing (even sub-
stantive) negative externalities. In a less-is-more condition, 
participants may apply a ‘more-is-more’ default strategy, 
thinking more hotels is good, even though actually building 
new hotels reduces one’s global payoff. 

Experiment 1 

Design 
Experiment 1 has a two (payoff structure: less-is-more vs. 
more-is-more) by two (information presentation format: 
local-only vs. local-and-global payoff presentation), within-
subjects design.  Thus participants were randomly assigned 
one of four conditions:  
• C1: less-is-more pay-off, local-only information;  
• C2: more-is-more pay-off, local-only information;  
• C3: less-is-more pay-off, local and global information;  
• C4: more-is-more pay-off, local and global information. 

The factor “payoff structures” and corresponding 
predictions have been discussed above. 

The additional factor information presentation format 
varied the accessibility of information. In both cases all 
information was in principle available. In the Local-only 
format payoff information for each hotel was available only 
by clicking on the hotels. Moreover, the global payoff per 
round, even here, could be calculated by subtracting the 
previous payoff from the present one (although the 
experimental procedure did not encourage this). In the local-
and-global presentation format, one was additionally 
provided with explicit and salient global payoff information 
for each round. We thought that people in this situation 
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might act globally optimally, whereas they would not in the 
local-only conditions.   

Method 
Participants 119 students from the University of Göttingen 
voluntarily took part, in exchange for either course credits 
or money. We analyze here only the 104 participants who 
ended the game without being bankrupt. Additionally the 
players were informed that they could win money in a 
lottery proportionate to their success in the game (with only 
one player winning).  
Procedure and Material The experiment was a one-person 
investment game at a computer, in which participants could 
build and remove hotels.  

Participants were first given general rules of the game and 
the number of rounds of the game. First, one should imagine 
having bought a beautiful bay along a coast, to which this 
player has sole entitlement. Participants may build hotels in 
ten possible areas shown on a map (Figure 2). After clicking 
on each building-area/hotel, a screen represents the relative 
expenses and income for the place for the corresponding 
round. The player’s income is generated with reference to 
the payoff-conditions and the given number of built hotels. 
The expenses involve only a fixed land tax (−50,000 € per 
building ground/round). Additionally the overall payoff for 
the hotel was shown, followed by the action-options 
available—either building or removing a hotel. Building a 
hotel was shown to cost 400,000 €; removing a hotel 200 
000 € for the materials. (It was also mentioned, here and in 
the introduction, that at the end of the game participants 
may liquidate all their hotels into cash, to evaluate their 
overall success) 

 

 
Figure 2: Main screen of the one-person investment game, 

here with three existing hotels, one hotel to be built, and six 
other potential hotel-locations.  

 
   The explicit goal of the game was for players to increase 
their (overall) money (after 30 rounds). They started with 
1,000,000 € cash and 2,000,000 € credit. Apart from the 
cash ‘account’ they had a second account, whose balance 

could be negative (up to credit of 2,000,000 €) or positive 
(with money automatically transferred if cash was above 
1,200,000, as was shown in a pop-up window). In all condi-
tions, the balance of the accounts and the overall money 
(cash + bank account) were shown in each round on the 
main screen (map). The cash was limited to the building of 
hotels; only up to two hotels per round could be built.  

By clicking on a button, participants could decide to 
proceed to the next round by their own pace. Only then was 
the building or removing of hotels implemented. The hotel 
symbol shows a concrete high-rise building with palm. In 
the global-and-local conditions, an additional pop-up win-
dow prominently displayed the overall gain in the round. In 
the global-and-local conditions players were additionally 
informed about their overall income in each round. 

Results and Discussion 
Figure 3 shows the mean number of hotels built in all four 
conditions and rounds. The results in all conditions show a 
clear increase of the average number of hotels up to Round 
15, followed by slow increase or constancy up to about 
Round 27, and a final decline in the last rounds.  

The final decline relates to the possibility for participants 
to sell their hotels at the end of the game.  As expected, a 
higher number of participants in the local-only conditions 
were influenced by the idea of selling hotels in the final 
round to evaluate their overall success. This may be because 
people in the local-only conditions were reminded of this 
option more frequently— it was mentioned also on the local 
pages.  

 

 
Figure 3: For the four conditions, the mean number of hotels 

in the 30 rounds of the game. 
 
The main result of Figure 3 relates to the mean number of 

hotels. Although most people in the less-is-more condition 
in the later rounds had gone through phases with clearly 
higher local payoff (since for each round they could build 
two hotels at most), peoples’ decisions led to hotel numbers 
clearly above the optimal value of six. Moreover, in the 
local-only conditions there was to no significant difference 
between less-is-more and more-is-more conditions. Parti-
cipants in line with our second prediction (a more-is-more 
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strategy) in this condition seem unable to account for inter-
actions (mutual exogeneities) if provided with information 
on the local level only. Alternatively, they could have 
summarized/estimated the local information, or calculated it 
from differences of the overall money between rounds.  

Even in the global-and-local information condition, we 
obtained almost the same high average numbers of hotels 
built for the less-is-more condition (C2); even if provided 
with focal information about the global payoff, and having 
experienced a phase with notably higher payoffs (earlier 
rounds), the average number of hotels remained signifi-
cantly higher than the optimal six hotels. There was no large 
difference in the mean to the more-is-more condition 
(normative value of 10). 

  

 
Figure 4: Proportion of participants with a particular 

number of hotels for the 30 rounds in Experiment 1. 
 
Figure 4 investigates the results on the level of individual 

results instead of means. The figure shows the proportion of 
participants with different numbers of hotels in the 30 
rounds. Increasingly dark shades of blue represent an increa-
sing number of hotels in a round (0 to 10). Black indicates 

the maximum of 10 hotels (optimum for the more-is-more 
conditions); orange, the number of 6 hotels (optimal for the 
less-is-more conditions). 

The results of Figure 4 suggest four points. First, parti-
cipants do not seem to care for the local optimum of 3 hotels 
at all. This clearly disconfirms the first considered hypothe-
sis, the ‘local optimum strategy’ even for the local-only con-
ditions. Second, and in line with the second local strategy, 
the ‘more-is-more’ hypothesis, the high average hotel 
number for all conditions seems explainable to some extent 
by a high number of maximally allowed buildings (10) in all 
conditions. Third, the optimal proportion for the less-is-
more-condition (6 hotels) is only slightly higher in these 
conditions than in the more-is-more conditions (with an 
optimum of 10 hotels). Finally, in the local-and-global 
conditions there is a considerably higher number of 10-
hotels occurrences than in the corresponding more-is-more 
condition (at least in later rounds).  

Overall, the results of this experiment appear inconsistent 
with the first local strategy discussed (the local optimum 
strategy)—people appear not to be influenced by the highest 
payoff on the local level as long as the payoff is positive. 
However, the results deviate clearly from optimizing and are 
coherent with the second local strategy (the ‘more-is-more’ 
strategy). In line with the latter strategy, at least a part of the 
participants seems to ignore exogeneities; building more 
hotels appears positive to them, even if some hotels, each 
with a positive local payoff, clearly had considerably more 
detrimental than favorable overall affects.  

Experiment 2 
Experiment 2 was similar to Experiment 1 and investigated 
the same payoff conditions.  However, it involved 50 rounds 
instead of 30 to test further the temporal stability of the 
phenomenon. Second, in Experiment 2 storms were added 
to the program, which could destroy some hotels. Although 
previously the successive building of hotels (maximally two 
each round) forced people to go through the area of 
substantially higher global payoff (in a less-is-more 
condition) at least once, this may have prevented them from 
experiencing jumping between different hotel numbers. 
Storms led to a sudden reduction in hotel numbers. Thus 
participants who ultimately built 10 hotels repeatedly 
experienced that building involved going from higher to 
lower payoff zones. Third, Experiment 3 only concerns two 
conditions rather than four. We focused on the local-and-
global conditions (with global payoff), which had 
previously led to the best differentiation between the less-is-
more and more-is-more conditions. (We retain the 
numbering of these conditions as C3 and C4, despite 
skipping C1 and C2).  

Method 
Participants 77 participants from the University of 
Heidelberg voluntarily took part in the experiment and were 
randomly assigned to one of the two conditions. 66 ended 
the game without going bankrupt. Participants again 
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obtained either course credits or money, and they could 
participate in a lottery (cf. Experiment 1). 
Material and procedure Apart from the already cited 
differences in material and procedure, Experiment 2 was 
largely identical to Experiment 1. Storms occurring in 
rounds 25/26 and 38/39 normally destroyed three hotels, but 
if one only owned 1 to 3 hotels, only 1 hotel was destroyed. 
Participants got all money back they spend in the destroyed 
hotel (due to a insurance). Some minor changes were made, 
such as increasing the divisor for the gained fictive money 
to determine the price in the lottery (given the larger number 
of rounds, this kept the incentive more constant).  

Results and Discussion 
Figure 5 shows the proportion of hotels that had been built 
in the 50 rounds of Experiment 2.  

 
Figure 5: The proportion of hotel occurrences over the 50 

rounds for the two global-and-local conditions run in 
Experiment 2 only. 

 
Similar to Experiment 1, a surprisingly high proportion of 

10-hotel occurrences remains in both conditions. As 
predicted, however, there seem to be fewer 10-hotel occur-
rences in the less-is-more condition than in the more-is-
more condition. Nonetheless, there remains to be only a 
very low number of correct 6-hotel occurrences (or a similar 
number of occurrences) in the less-is-more condition.  

Thus, even after adding the storm manipulation, a 
substantial proportion of participants in the less-is-more 
condition built too many hotels even in late rounds (e.g., 
R47).1 Even with repeated experience that more hotels lead 
to lower payoff—and given clear global payoff 
information— it seems the more-is-more strategy stills plays 
a role in this less-is-more environment. Despite descriptive 
improvement between experiments, a relevant portion of 

                                                           
1 Due to an instruction error, according to which the overall number of 

rounds was at one point mentioned to be 30 instead of 50, this presumably 
caused some people (few) to sell several hotels at this time. As in Exper-
iment 1 this did not play a significant role for the local-and-global 
conditions.  

participants demonstrate problems detecting externalities, 
involving a clear reduction of payoffs.  

Experiment 3 
Experiment 3 was highly similar to Experiment 2, with two 
main differences. First, it is explicitly and saliently 
suggested in the introduction that the number of hotels 
might be positive or also negative. Second, we investigated 
the full set of four conditions (as in Experiment 1) but 
employed 50 rounds, with 2 storms (as in Experiment 2). 

Method 
Participants 137 from the University of Heidelberg volun-
tarily took part, with the same incentives as in Experiments 
1 and 2. 117 ended the game without going bankrupt. Again, 
we confine our analysis to these participants.  
Material and Procedure The material and procedure for 
Experiment 3 are largely identical to those for Experiment 
2. The instruction was aimed at increasing the plausibility of 
a potential interaction hypothesis between number of hotels 
and payoff. After mentioning the possibility of several 
influences on the payoff, the following was added:  “House 
building may for instance increase or also decrease the 
attractivity of the hotels […]”. The text was set in bold print 
(the only bold print in this paragraph).2  

Results and Discussion 
Figure 6, as with analogous figures in the previous Experi-
ments, provides detailed information about the relative 
frequency of hotels build in the conditions and phases.  

The results at least suggest the following. Over all 
conditions, the use of a partly unwarranted ‘more-is-more’ 
heuristic’ seems less frequent (here generally linked to 10-
hotel occurrences after hotels could be built up). 
Furthermore, the comparison of the two local-and-global 
information conditions (full information) shows testable 
differences between conditions, in a direction coherent with 
optimal decisions: in the less-is-more condition, particularly 
after the second storm, people favor about as many correct 
6-hotel occurrences as 10-hotel occurrences. This is clearly 
not the case in the more-is-more condition (if one for 
instance tests these frequencies against each other in one 
round, e.g. R48, this yields significant results, exact four-
field test, p < .01). People may have become increasingly in-
fluenced by the observed data. No such clear differentiation 
is found between the two local-only information conditions. 
Participants here do not seem to distinguish the local and the 
global payoff conditions. Nor do they seem clearly influ-
enced by the ‘local optimum strategy’, favoring 3 hotels. A 
mixture of strategies, however, cannot be ruled out. 

                                                           
2 Another minor change was that we did not mention the option of 

removing hotels in the introduction in connection with winning money in a 
real lottery, but only on the local pages of places were hotels were built. 

C3 less-is-more, local-and-global

C4 more-is-more, local-and-global
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Figure 5: The proportion of hotel occurrences over the 50 

rounds of Experiment 3 for all four conditions. 

General Discussion 
Overall, the results support the idea that there are inner-
individual dilemmas that lead to optimizing local goals at 
the expense of global optimization. People can have 
substantial difficulties seeing mutual externalities (syste-
matic negative side-effects of a class of positive effects) 
with regard to one’s own payoffs. Such individual dilemma 
situations were studied here using the example of hotel-
building, a context where analogous social dilemmas are 
well known; local optimization of over-building (whether 
too many or too high), can have detrimental effects on opti-
mization at a higher level (e.g., tourist income for a city). In 
the social context this has not only been discussed by the 
media but has even led to regulations in several countries. 
(In Bali, for instance, it is forbidden to build new hotels 
taller than palm trees.)  

For the inner-individual dilemmas studied here, Exper-
iment 1 suggested that participants tend to follow a more-is-
more strategy even in less-is-more situations. This was even 
the case when people were provided with salient infor-
mation about global payoffs. Furthermore, Experiment 1 

ruled out the adequacy of a different unwarranted local 
strategy, the local optimum strategy. Experiment 2 appears 
to show this even for more rounds and after repeatedly for-
cing participants to experience a negative relation between 
number of hotels and payoff. Experiment 3 added an 
explicit instruction, encouraging an externality hypothesis. 
Here finally the more-is-more strategy seems to play a 
smaller role, but this likewise only lead to a partial cure. 
Particularly, in conditions with only local feedback, people 
remain to have difficulties integrating their local knowledge.  

The present research is not conclusive and raises many 
further questions. Notably, beyond the need for some clarifi-
cation of some aspects of our results, the line of research 
opens up interesting new avenues. The formulation of inner-
individual dilemmas in a broad analogy to social dilemmas 
may inspire research that may connect game theory, self-re-
gulation (e.g., Baumeister & Vohs, 2004), causal decision 
making (e.g., Robinson, et al. 2010; Hagmayer & Meder, 
2013), and the learning of interactions (e.g., Novick & 
Cheng, 2004). 
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Abstract 

Metronomes, cells, neurons, fireflies, and human beings all 
fall into synchrony with each other, given the opportunity. 
Synchrony between people appears to generate social 
cohesion by increasing liking and feelings of togetherness. 
But the function of dancing, chanting and singing is not just to 
produce warm, affiliative feelings, anthropologists have 
speculated, but also to improve group action. The group that 
chants and dances together hunts well together. Direct 
evidence for this is sparse, as research so far has mainly 
focused on studies of pairs, the effects of bodily movement, 
and measured cooperation and affiliative decisions. In 
contrast, in our experiment, large groups of people were 
studied, the synchrony of their verbal behaviour alone was 
manipulated, and in addition to affiliation, we measured their 
performance on a memory task and on a group action task, 
playing a video game together. Our evidence suggests that the 
effects of synchrony are stable across modalities, and can be 
generalized to larger groups. 

Keywords: synchrony, action coordination, affiliation, 
groups, cooperation, joint action 

Introduction 
Most of us will have experienced the spontaneous 
synchronisation of steps when walking next to another 
person, audiences clapping in time with each other, 
demonstrators chanting together with one voice, or will have 
listened to the sound of crickets in perfect harmony. 
Synchrony can be found at every scale in the natural world. 
For example, cardiac cells fire in synchrony and fireflies 
flash in unison (Strogatz, 2003; Cabeza, Rubido, Kahan, & 
Marti, 2010); metronomes start to synchronise if put on a 
freely moving base (Pantaleone, 2002); neurons synchronise 
their activity to allow for coherent percepts and actions 
(Singer, 1993); and human beings coordinate their postural 
sway during conversation (Shockley, Richardson D.C., & 
Dale, 2009), and their movements during a pendulum 
swinging task, or while rocking in a chair when visually 
coupled (Richardson, Marsh, & Schmidt, 2005). This 
suggests that there is a compelling drive for systems to self-
organise in synchrony. 

Anthropologists and historians have argued for a long 
time that ‘keeping together in time’ induces emotional 
bonding among human groups with significant 
consequences for interaction and cooperation (McNeill, 
1995). Marching, dancing, singing, or playing music 
together and in unison has been part of human rituals across 
all cultures in the world (McNeill, 1995; Codrons, Bernardi, 

Vandoni, & Bernardi, 2014) and the idea has been put 
forward that coordinating our actions with others is 
fundamental and the basis for social connectedness (Marsh, 
Richardson, & Schmidt, 2009).  

Empirical evidence supports the idea that coordinated 
action can function as ‘social glue’ that binds people 
together and equips them with the ability to cooperate 
(Valdesolo, Ouyang, & DeSteno, 2010). Observing 
synchronous movement for example increases perceived 
rapport and interpersonal connectedness between people 
(Miles, Nind, & Macrae, 2009; Lakens & Stel, 2011); 
exposure to synchronous stimulation enhances the degree of 
self-other merging (Paladino, Mazzurega, Pavani, & 
Schubert, 2010); and active engagement in synchronised 
physical and verbal activities boosts actual liking and 
cooperation (Hove & Risen, 2009; Wiltermuth & Heath, 
2009; Reddish, Fischer, & Bulbulia, 2013).  

Most experimental demonstrations of coordinated 
behaviour focus on pairs of participants, or more commonly, 
a participant and a confederate who has been instructed to 
mimic body motions. Nevertheless, it is not hard to see that 
synchronous action often happens between many more than 
just two or a handful of people. For example, large numbers 
of soldiers have been marching in step with one another for 
thousands of years (McNeill, 1995).  

The impressive breadth and variety of studies 
investigating behavioural coordination masks the fact that 
there are several fundamental questions about the 
phenomena, which are currently unanswered. How do the 
effects of coordination scale up from pairs of people to 
small and then large groups? Does it matter which aspect of 
behaviour is coordinated – speech, posture or gesture – in 
order to produce particular psychological effects? Are the 
benefits of coordination restricted to social judgements – 
attitudes and opinions about other people – or does it also 
affect social action and cognition – the ability of people to 
perform a dynamic task together?  

We decided to focus on chanting, or joint speech, since it 
can be observed in every human culture, and as a means of 
storing and passing on information, it predates the written 
word (Cummins, 2013). It has been speculated that when a 
group sings or chants together, this will help to increase 
group affiliation and improve the group’s coordination 
(McNeill, 1995), and so we measured its effects on action 
coordination, affiliation and cognition. 
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 The majority of empirical measures of behavioural 
coordination are concerned with the positive feelings that an 
individual will have towards the person or group with whom 
they are coordinating. The effects are measured by ratings 
and judgements the individual makes about the joint 
performance or likeability of an interaction partner or group, 
the degree of similarity and closeness they feel towards 
them, or by decisions the individual makes about sharing 
resources or opting to cooperate with the group even if that 
means to personally sacrifice. 

In addition to social outcomes, it is possible that 
behavioural coordination leads directly to changes in 
cognition and action.  Discussions about the evolution of 
behavioural coordination often focus less on the advantages 
of liking and positive feelings in a group, and more on the 
adaptive value of being able to act as a coherent group, 
planning and executing a hunt, for example. Performance 
benefits from behavioural coordination are rarely studied, 
however. Although it makes perfect sense to believe that 
there is a synchrony-action link, there appears to be hardly 
any empirical evidence for the idea that moving together in 
time improves future action coordination (but see Valdesolo 
et al., 2010).  

Furthermore, even though there is some evidence that 
hand and arm movements performed in synchrony enhanced 
participant’s memories for an interaction partner’s 
utterances and facial appearance (Macrae, Duffy, Miles, & 
Lawrence, 2008), and decreased the typically observed 
memory advantage for self-related in comparison to other 
related information (Miles, Nind, Henderson, & Macrae, 
2010), the benefits of synchronised activity on memory are 
not well-established, yet. More specifically, the possible 
benefits of collective speech on memory seem to have been 
overlooked entirely. This is interesting since collective 
speech is employed in educational settings in which 
remembering the spoken word is important such as in 
schools or churches. On top of that, one could speculate that 
national anthems, songs sung at sport events, or slogans 

shouted during demonstrations are remembered not only 
because people are exposed to them frequently, or because 
they are memorable, but also because they are almost 
exclusively associated with collective vocalisation.  
In our experiment, groups of twenty to thirty participants 
either read a list of words out loud together or individually. 
Reading single words in unison is quite different to the 
coordinated, spontaneous joint speech that one finds during 
demonstrations or at a football game. However, it is a first 
approximation, and allowed a close comparison with an 
asynchronous speech condition in which people did not read 
the same words at the same time, but started at different 
places in the list of words that they were provided with. 

After reading for around two minutes, participants played 
a group video game in which they used audience response 
handsets to jointly control a tightrope walker and keep him 
upright (Richardson, Dale, Rogers, & Ireland, 2011). 
Following the game, participants were asked to recall as 
many words as possible from the list, and rate their feelings 
towards their group. Our hypotheses were that those in the 
synchronised reading condition would perform better as a 
group in the action task, they would remember more words 
from the list, and have increased feelings of group 
affiliation.  

Methods 

Participants  
215 participants from the undergraduates psychology 
programme at University College London participated in 
exchange for course credit. The participants were run in 8 
groups of between 23 and 34 people. 

Apparatus and design: the tightrope game 
Each participant was given a Turning Technologies 
audience response handset. Their button presses were sent to 
a USB receiver plugged into a Macbook. These responses 
were sent to the tightrope game, developed by Delosis. The 

The tightrope game
We developed a simple game that could be played by a large 
number of people simultaneously1. Participants saw on a 
projection screen a picture of a man holding a pole, 
balanced on rope (Figure 1). Each participant held a handset 
and pressed one of two buttons. A laptop computer collected 
the responses and controlled the movements of the tightrope 
walker. Each time one of the participants pressed a button, it 
immediately sent a very small nudge to the tightrope walker, 
sending him to the left or right. The movements of the 
tightrope walker were governed by a physics engine that 
accounted for the size and position of the figure and the pole 
and their momentum. A game ended when the tightrope 
walker fell off the rope.

The game was made harder by introducing random noise 
in the form of tomatoes. They were fired from the sides of 
the screen at random and knocked the tightrope walker to 
the left or right.  The frequency of these missiles could be 
varied to change the difficulty of the game. Additionally,  the 
tomatoes could be made invisible, so Bob’s balance would 
be perturbed unpredictably.

We ran a series of 18 games, systematically varying the 
degree and visibility of the tomatoes, and whether (without 
their knowledge) the tightrope walker was being controlled 
by all of the participants or only half of them. All button 
pressed were recorded for analysis. We quantified the 
success of each game in terms of its duration and the 
tightrope walkers average deviation from the vertical, and 
polled participants on their view of their individual 
performance and that of the group as a whole. This allowed 
us to investigate participants’ perception and evaluation of 
their own actions under different levels of difficulty, and 
develop models of how they performed the task and 
responded to each other.

Models: Agent Policies and Bob’s Survival
Knoblich and Jordan (2003) studied the dynamics of a 
simple game of coordination.  Pairs of participants saw a 
target dot move repeatedly across a screen. The participants 
task was to move a ring shape so that it hovered over the 
target.  Although the target immediately reversed its 
direction when it reached the edges of the screen, the ring 
could only be sped up or slowed down in increments, each 
time one of the participants pressed a key for or against the 
current direction of motion.  An optimal strategy was to 
anticipate when the ring would need to change direction, 
and begin pressing the key in the opposite direction before 
the turn had to be made. When one participant could use 
both keys, this strategy was followed.  When two 
participants acted together, each using a different key, they 
had difficulty performing the task. However, if they could 
hear a bleep each time that their partner pressed a key, then 
they had little difficultly learning the strategy of anticipatory 
control, and performing the task to the level of an individual 
acting alone.

We developed a simple group dynamics model that would 
explore whether strategies like anticipation, and response 
diversity (see below), can assist the group in sustaining 
Bob’s position on the tightrope. To do this, we simply 
defined a vector of button states, with as many elements as 
we had participants in the classroom:

v(t) = <a1, ..., a120>

Each of these “agents,” ai, can take on values 1, -1, or 0, 
depending on whether they are moving Bob to the right, left, 
or inactive, respectively. To initiate a simulation, we take 
Bob’s position as being an iterated function of the current 
state of v, and the previous state of Bob:

1 If this paper is presented as a talk at the Cognitive Science conference, then the audience will of course be invited to play the game

Figure 1. Screen capture from the tightrope walker game and (inset) the participants controlling him. 
On the right, the impact of a tomato causes the end of a gameFigure 1. The tightrope game (taken from Richardson, et al., 2011) 
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Macbook was connected to a projector, which displayed the 
game on a large screen that everyone could see. 

In the game, participants saw a man holding a pole, 
balancing on a rope (Figure 1). Each time one of the 
participants pressed either 1 or 3 on their handset, it sent a 
very small nudge to the tightrope walker, sending him to the 
left or right. The size of individual nudges depended on the 
number of people playing, such that the strength of all 
nudges added together would be the same across games with 
different numbers of people. The movements of the 
tightrope walker were governed by a physics engine that 
accounted for the size and position of the figure and the 
pole, as well as their momentum. A game ended when the 
tightrope walker fell off the rope, or participants 
successfully kept him upright for 30 seconds. 

The game was made harder by introducing random noise 
in the form of tomatoes. They were fired from the sides of 
the screen at random and knocked the tightrope walker to 
the left or right. The frequency of these missiles was varied 
to change the difficulty of the game.  

We quantified the success of each game in terms of its 
duration and the tightrope walkers average deviation from 
the vertical. This allowed us to investigate participants’ 
perception and evaluation of their own actions under 
different levels of difficulty, and develop models of how 
they performed the task and responded to each other. For 
more description of the game and typical participant 
performance, see Richardson, et al., 2011. 

Procedure 
Participants were randomly allocated to groups, and each 
group was assigned to a synchronous (sync) or 
asynchronous (async) speech condition. At the start of the 
session, participants were given a list of 54 words, split into 
three columns. They were told to read them out loud, 
completing 2 cycles of the entire list. In the sync condition, 
participants were instructed to start at the top of the page 
with the first word and read the words together. In the async 
condition, participants were told to start at the top of the 
first, second, or third column, and participants sat adjacent 
to each other always started in different places. They were 
told to read out the words at their own preferred speed. 

Participants then played the tightrope game. They were 
allowed a practice session with no tomatoes being fired as 
we explained how they could control the tightrope walker. 
Then they played five games with monotonically increasing 
rates of tomatoes being fired at them. If the tightrope walker 
fell off before 30 seconds, the game was restarted, until 
participants were able to complete a total of 30 seconds. 

After playing the game, participants were then asked to 
fill in a worksheet. In 60 seconds they wrote down as many 
of the words as they could remember from the list that they 
had read out previously. Then they responded on a 7 point 
Likert scale from ‘strongly disagree’ to ‘strongly agree’ to 
the following statements, designed to assess participants’ 
positive feelings towards their group, i.e. group affiliation: 

 

a) During the video game I felt that my group 
performed well.  

b) I enjoyed playing the video game together with my 
group. 

c) During the video game I experienced a feeling of 
togetherness with my fellow group members. 

d) I felt that my group acted like a team while we 
were playing the video game. 

Results and Discussion 
We analysed participants’ responses in the tightrope game, 
the memory test and their ratings of group affiliation, 
comparing participants in the synchronous with the 
asynchronous speech condition. 

Tightrope game 
We used two levels of analysis to understand performance 
on the tightrope game. Firstly, since the participants in each 
group were working together, controlling a single tightrope 
walker, we analysed the data with each group as a 
‘participant’, and the different games as trials. The goal of 
the game was to keep the tightrope walker as upright as 
possible upright for at least 30 seconds. For the large 
majority of the games, participants were successful at 
achieving this target duration, and so to discriminate 
between games our dependent variable was the average 
vertical distance, the angle between the tightrope walker 
and the vertical, either tilting to the right or the left. We 
computed the average vertical distance across all games and 
groups, for different levels of game difficulty and plotted 
them in figure 2A. Lower numbers on this measure indicate 
a greater success at the task. 

To test for differences between conditions, we used 
generalised logistic mixed effects models for the average 
vertical distances in each game. There were fixed effects for 
speech condition and game difficulty level. We specified 
random effects for the group with random intercepts. This 
full model was compared to a reduced model that did not 
include effects for speech condition. We found that the 
speech condition did not directly affect the average vertical 
angle ((χ2(1)= 0.7372 , p=0.39). Using the same technique, 
we found that there was a significant effect of the difficulty 
level ((χ2(2)= 9.49, p=0.009), and an interaction between 
condition and difficulty level that was not significant, but 
perhaps marginally so ((χ2(2)= 4.32, p=0.11). A similar 
pattern of significance was found deriving p values using 
Satterthwaite’s approximation for degrees of freedom. 

 Secondly, we analysed the behaviour of individual 
participants. For each participant, in each game, we 
calculated the average vertical distance of the tightrope 
walker from the vertical each time they made a button 
response. Figure 2B shows the distribution of average click 
distances for the two speech conditions. As before, we used 
generalized logistic mixed effects models to account for 
fixed effects of difficulty level and speech condition, as well 
as random effects from individuals being in different 
groups.  
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By comparing full and reduced models, we again found a 
significant effect of the difficulty level ((χ2(2)= 356, 
p<.0001), and a significant effect of the interaction between 
condition and difficulty level ((χ2(1)= 101.91, p<0.0001). 
Here, the effect of speech condition on its own was also 
significant ((χ2(1)= 2.7311 , p=0.098).  

In summary, there is evidence that reading out the list of 
words together had an effect on participants’ behaviour in a 
task of group coordination. There was an interaction with 
difficultly levels, such that the difference between speech 
conditions appeared to be greater in more difficult games. 
The evidence was weaker for this conclusion when the 
results were modelled at the level of games and groups, but 
stronger at the level of an individual’s responses. 

Word memory 
We scored each participant by the number of words that 
they correctly recalled minus the number that they 
incorrectly recalled. The distribution of scores between the 
synchronous and asynchronous speech conditions is plotted 
in Figure 2C. A t-test between the means of these 
distributions showed that the participants who read out their 
words in synchrony with each other correctly recalled more 
words (t (213)= 2.2039, p=0.029). 

Affiliation scores 
Participants’ ratings of the four affiliation statements were 
averaged. The distribution of these scores in the two 
conditions are plotted in Figure 2D. The mean of the four 
ratings for participants in the synchrony condition (M=8.0, 
SD=0.9) was higher than the mean in the asynchrony 
condition (M=7.2, SD=1.0). Since the participants were 
rating their groups, we needed to take account of the effect 
of being in different groups, and used generalized linear 
models following our analysis of the tightrope game. Our 
model had a fixed effect of condition, and a random effect 
of group. Comparing this to a simplified model that just 
accounted for group effects, we found that speaking together 
for a few minutes, later affected how group members felt 
about each other ((χ2(1)= 7.0367, p=0.008). Moreover, 
when the ratings for each question were analysed separately 
in the same way, all four showed a similar pattern of being 
significantly higher in the synchronous condition. Chanting 
together in synchrony seems to have similar effects to 
moving together in synchrony; people have more positive 
feelings towards their group after engaging in collective 
speech. 
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General Discussion 
With our experiment we wanted to expand on already 
existing synchrony and behavioural coordination literature 
in three ways. First, we wanted to see if the affiliative 
effects generally reported scale up to larger groups. We 
found that members of large groups indeed seemed to feel 
closer to each other after they had chanted together in 
synchrony. The finding that behavioural synchrony can lead 
to interpersonal liking and rapport seems to therefore hold 
true also for much larger groups than previously found. 

Second, we wanted to investigate if verbal synchrony 
alone is sufficient to induce the effects of behavioural 
coordination generally observed. Since our groups did not 
move together, but sat still during the chanting exercise, we 
are confident that verbal synchrony alone is enough to 
induce significant changes in participants. Individuals’ 
ratings of their groups, their affiliation, and their 
performance increased in the synchronous condition. Of 
course, from this study we are unable to identify exactly 
which aspect of synchronous speech was responsible for 
changing participants’ behaviour. It could be that chanting 
increases affiliation, and thereby improves group 
performance. Or perhaps chanting is in itself a pleasant 
activity, and so increases motivation, mood and attention to 
the tasks at hand. Conversely, speaking out of time with 
each other might be aversive, demotivating or simply more 
difficult, and as a consequence of differences in task 
performance, feelings of group affiliation change. In future 
work we hope to separate the different potential effects of 
chanting and to investigate their causal connections.  

Third, we were curious to see if synchronous behaviour 
would also affect action and cognition in addition to the 
social effects often observed. A diverse set of researchers 
have come to the realisation that perception, action and 
cognition cannot be fully understood by investigating single 
individuals (e.g., Barsalou, Breazeal & Smith, 2007; 
Robbins, & Aydede, 2008; Sebanz, Bekkering & Knoblich, 
2006). Studies of situated cognition show that cognition ‘in 
the wild’ is intimately linked not only to representations of 
the external world, but also to the cognitive processes of 
others. For example, Hutchins (1995) observed the ways in 
which navy navigators would distribute cognitive processes 
between themselves by using external tools and 
representations, such as maps and notations. Knoblich and 
Jordan (2003) gave a detailed analysis of the way that two 
people coordinate their actions: To be successful, 
participants had to anticipate both the movements of the 
objects in the game and the actions of their partner. More 
recently, experimental methods are starting to reveal the 
cognitive mechanisms involved in the joint activity of two 
people engaged in parallel tasks (Sebanz et al., 2006), 
talking to each other (Richardson, Dale & Kirkham, 2007), 
or just silently looking at pictures, changing their gaze 
patterns because of the knowledge that someone each other 
is looking at the same thing (Richardson, et al, 2012). 

We wanted to find empirical evidence for the hypothesis 
that there is a synchrony-action link, that group members 
who have previously synchronized with one another will be 
better coordinated in a subsequent task. Our evidence 
supports this idea. Groups overall seem to do better on more 
coordination tasks after their members have engaged in 
synchronous behaviour, at least at the harder levels of task 
difficulty. In future experiments we will tease apart how 
difficulty level interacts with group synchrony to produce 
differing group performance. In this study, however, not 
only did we find a synchrony-action link, but also a 
synchrony-cognition link: Participants who had chanted 
words collectively, rather than reading them out loud by 
themselves, remembered more of these words at the end of 
the experiment. As with the affiliation findings, this study 
does not provide insights into the mechanisms driving the 
memory effect. Although synchrony was found to improve 
memory performance, the results give no answer as to why 
this might be the case. To clearly attribute the effects found 
to synchrony and to understand in which ways it affects 
memory, will be the task of future studies. 

Behavioural coordination is often portrayed as something 
that binds people together, a type of ‘social glue’, which 
evokes positive and pro-social feelings towards interaction 
partners. However, there is more to coordinated joint action 
than hugs. For example while synchrony, like mimicry 
(Chartrand & Bargh, 1999) often increases rapport and 
cooperation, sometimes it has quite different results. In two 
studies, Wiltermuth showed that synchrony can lead to 
aggression and destructive obedience (2012a; 2012b). 
People who had just bonded with one another through 
synchronous action were more likely to comply with each 
other’s requests, even if those entailed to engage in 
aggressive behaviour towards others, such as administering 
a noise blast to another group of participants, or killing sow 
bugs at a leader’s request (Wiltermuth, 2012a; 2012b). 
These studies support the idea that physical synchrony 
cannot only lead to pro-social, but also to anti-social and 
destructive behaviour. There seems to be a dark side to the 
phenomenon, and verbal synchrony seems to have 
comparable effects. Spectators at a football game who had 
engaged in collective chanting during the game reported 
higher levels of aggression than those who had not chanted 
(Bensimon & Bodner, 2011).  

Anthropologists and historians have long argued that 
acting together in time influences group cohesion and group 
action. Large groups of people engaged in collective speech 
act better together, display improved cognitive functions 
and like each other more. Though we have explored the 
scope of behavioural coordination in this way, there is one 
significant question about the directionality of these effects 
we cannot answer with our findings. Does synchrony 
increase group affiliation and thereby improve cognition and 
action, or does synchrony increase group performance and 
this improvement increase the attraction of the group? 
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Abstract 

We investigate the hypothesis that Executive Functions 

(EFs) are implicated in the learning of science and 

mathematics by examining the relation between 

performance in two Science and Mathematics Conceptual 

Understanding and Conceptual Change (CU&C) tasks, 

and two Stroop-like Inhibition and Shifting EF tasks, in a 

group of 69 4
th

 and 6
th

 grader children. The results showed 

high correlations between accuracy performance in the 

CU&C and EF tasks even when Intelligence Ability (IA) 

and Age were partialed out. A path analytic model showed 

that performance in the CU&C tasks could be explained 

by performance in the EF and IA tasks, which were 

positively related to each other. Further analyses showed 

that accuracy of performance particularly in the CU&C 

tasks could be predicted by performance in the EF tasks, 

with high or medium EF scores being a prerequisite for 

placement in the group of high CU&C achievers.   

Keywords: Executive Functions, Conceptual Change, 
Science Learning and Teaching, Mathematics Learning 
and Teaching 

 

Executive Functions and Conceptual Change 

in Science and Mathematics Learning 

 
One of the main reasons why children find it hard to 

understand many concepts in science and mathematics is 

because these concepts are incompatible with their prior 

knowledge and require major conceptual changes to take 

place. For example, cognitive developmental research has 

shown that by the time systematic science instruction starts 

children have already constructed a naive physics, which is 

based on everyday experience and is very different from 

currently accepted science (Carey, 2009; Chi, 2008). 

Learning science requires considerable conceptual changes 

to take place in this naïve physics, such as the construction 

of new ontological categories, new representations, and new 

epistemological understandings. Similarly, the acquisition 

of more advanced concepts in mathematics also requires 

fundamental conceptual changes in the initial concept of 

number, which is based on natural number knowledge 

(Vosniadou & Verschaffel, 2004). Difficulties with 

fractions, for example, have been associated with students’ 

whole number knowledge (i.e. applying whole number 

knowledge in situations where this is not appropriate), a 

phenomenon known as the whole number bias (Ni & Zhou, 

2005). Natural numbers have a different symbolic 

representation than fractions, they are discrete and not 

dense, and have a different relationship to the unit. Children 
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do not understand the symbolic representation of fractions; 

they often treat fractions’ numerators and denominators as 

separate whole numbers (Stafylidou & Vosniadou, 2004), 

and do not understand the density and infinite divisibility of 

number. 

Research in the learning of science and more recently in 

the learning of mathematics suggests that initial concepts 

based on everyday experience are not replaced by scientific 

ones but continue to exist and to influence problem solving 

even when conceptual change has been achieved (DeWolf 

& Vosniadou, 2015; Dunbar, Fugelsang & Stein, 2007; 

Shtulman & Valcarcel, 2012). If it is true that initial 

concepts continue to exist alongside the more recently 

acquired scientific concepts and are easier and faster to 

activate, it then follows that access to scientific concepts 

may require the inhibition of initial concepts and the 

continuous shifting between initial and scientific concepts.  

If this is the case then the learning of science and 

mathematics would implicate the types of cognitive abilities 

known as Executive Functions (EFs) (e.g. Miyake et al., 

2000).  

 Executive Functions (EFs) are a set of processes 

responsible for the regulation and monitoring of complex 

cognitive tasks that require deliberate planning, impulse 

control, goal-directed behaviour, and flexible strategy 

employment (Miyake et al., 2000). Three EFs are 

considered as particularly important: inhibition, shifting, 

and updating. Inhibition refers to the ability to suppress 

dominant and automatic responses in favour of a more 

appropriate goal appropriate response; shifting is defined as 

the ability to switch between sets of tasks or strategies, and 

updating refers to the ability to update the content of 

working memory by replacing old items with new 

information. EF abilities develop rapidly during the 

preschool and school years (Davidson et al., 2006) and are 

highly associated with academic readiness and math and 

reading scores (Blair et al., 2007;  van de Sluis et al., 2007).  

The relationship between CU&C and EFs has not been 

systematically investigated so far except in the case of 

Theory of Mind (ToM) tasks. In ToM tasks children must 

understand that others may hold a belief different from what 

they know is true. Young children’s failure in false beliefs 

tasks has been explained on the grounds that young children 

lack the EF of inhibitory control (Hughes, 1998). Recently 

Zaitchik, Igbal and Carey (2013) examined relations 

between EF abilities and conceptual change in the domain 

of biology. They tested the hypothesis that the variance in 

the age at which children construct and deploy their first 

explicit theory of biology is due in part to individual 

differences in their EF abilities. Their results showed that in 

a group of 79 children ranging in age from 5 to 7 years, 

individuals’ EF scores significantly predicted their scores in 

a battery of tasks assessing knowledge in biology, even after 

controlling for age and verbal IQ.  

The relationship between EFs and conceptual change 

processes required in learning many science and 

mathematics concepts is interesting for a number of reasons.  

First, it would help to unify domain specific approaches to 

development and learning that focus on conceptual 

understanding and change and domain general approaches 

that focus on general mechanisms. EFs are domain general 

mechanisms that may be implicated in important ways in 

conceptual change processes.  Second, the implication of 

EFs may explain why conceptual change learning is 

difficult, why they are substantial individual differences in 

the acquisition of science and mathematics concepts that 

require conceptual change, and why conceptual change is 

absent in some adult populations such as individuals with 

Williams Syndrome and patients with Alzheimer’s who also 

have with impaired EFs (Zaitchik et al., 2013). 

The purpose of the present research was to investigate the 

relation that EFs have with conceptual understanding and 

conceptual change in elementary school students who had 

some exposure to systematic science and mathematics 

instruction. We hypothesized that EFs, and particularly the 

EFs of inhibition and shifting, play an important role in the 

construction and re-organization of knowledge and thus in 

the acquisition of new concepts required in learning science 

and mathematics. We also hypothesized that low EFs may 

explain in part the significant individual differences 

observed in students’ mathematics and science learning 

progressions and their abilities to profit from instruction.  

In order to investigate these hypotheses we designed two 

computer-based, reaction time conceptual understanding 

and change (CU&C) tasks, which investigate the conceptual 

understanding and conceptual changes that take place with 

development and the learning of science and mathematics, 

and which were administered to 4
th
 and 6

th
 grade students: 

The Re-Categorization (ReCat) task and the Sentence-

Picture Verification Task (SPV) task. The ReCat task 

investigates children’s abilities to categorize words/concepts 

in initial and scientific categories. The SPV task assesses 

individuals’ abilities to assess the truth or falsity of 

common-sense and scientific statements. Two additional 

computer-based, reaction time tasks were designed to test 

the EFs of Inhibition and Shifting. We predicted high 

correlations between performance in the EF and the CU&C 

tasks even when age and intellectual ability was partialed 

out. We also predicted that the children with low EFs would 

have particular difficulty with CU&C tasks and particularly 

with those requiring conceptual changes.  

 

Method 
Participants  
The participants were 69 (29 boys, 40 girls) elementary 

school students, 33 4th graders ranging in age from 8.7 to 

10.3 years (mean age: 9.7), and 36 6th graders ranging in 

age from 11.3 to 13.7 years (mean age: 11.8).  

 

Tasks 
The CU&C test battery consisted of two tasks: In the Re-

Categorization (ReCat) Task a concept/word appeared on 

the computer screen and the children were asked to decide 

to which of two categories it is a member of.  Three 
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representative members were used to denote each of the two 

categories. Each word/concept appeared twice during the 

task, in two different categorization conditions: In the 

Initial condition the participants had to decide between an 

initial category and an anomalous category. In the Scientific 

condition the participants had to decide between an initial 

category and a scientific category. For example, they had to 

decide whether the concept ‘force’ belongs with ‘bicycle, 

motorcycle, car’ or ‘strength, movement, push’ in the initial 

condition or with ‘gravity, friction, reaction’ or ‘strength, 

movement, push’ in the scientific condition. In both 

conditions, participants had to press the corresponding 

keyboard key for whichever category they thought that the 

target word was a member of. The items were 

counterbalanced for left/right responses. There were 4 

practice trials with feedback. The categorization task 

included 28 target concepts, which appeared twice, so there 

were a total of 56 trials. The concepts were representative 

from 5 subject domains: Physics, Chemistry, Astronomy, 

Biology, and Mathematics. 

In The Sentence-Picture Verification (SPV) Task the 

participants verified a total of 136 statements and pictorial 

representations. These stimuli provided 4 different 

explanations of 34 phenomena from five subject matter 

areas: Astronomy, Chemistry, Physics, Biology and 

Mathematics. Of the 4 different explanations, 2 were 

consistent with both initial and scientific views and 2 were 

inconsistent with one of them. For example, the participants 

were shown variations of the picture of a man and a spring 

(pulling, not pulling, stretching a lot or just touching and 

pulling the spring very little) and were asked to verify the 

sentences: The man exerts force when the spring is pulled 

(Consistent, True), The man exerts force even when the 

spring is not pulled (Consistent, False) The man exerts force 

only when the spring is stretched (Inconsistent, False), The 

man exerts force even when the spring is not stretched 

(Inconsistent, True). The participants were instructed to pay 

attention both to the verbal statement and to its pictorial 

representation. All initial and scientific alternatives were 

determined on the basis of existing research.  

The EF task battery consisted of two Stroop-like tasks 

designed to test Inhibition and Shifting with three different 

stimuli, namely words, numbers and shapes. The tasks were 

developed for the needs of the current study and were 

adapted and presented using the E-prime software for 

computer administration. When the stimuli were words, the 

participants were instructed to read the word aloud and 

press one of four buttons indicating the color in which the 

word was printed. In the consistent condition (Con), the 

color word and the color in which it was printed were the 

same (the word RED was printed in red) while in the 

incongruent condition (Incon) the color word and the color 

in which it was printed were different (the word RED was 

printed in blue). In the case of numbers, the stimuli 

represented one of 4 numbers (1, 2, 3, or 4) presented in 1 to 

4 repeated digits (for example, 2 could appear as 2, 22, 222, 

or 2222). The participants were instructed to read the 

number presented on the screen aloud but press one of four 

buttons indicating the number of digits. In the case of 

shapes, the stimuli presented a large shape consisting of 

smaller shapes.  For example a triangle could consist of 

small triangles (consistent) or small circles (inconsistent).  

There were a total of 4 shapes used (triangle, circle, square 

and diamond). The participants were asked to name the 

large shape but to press the response button indicating the 

smaller shape. Each inhibition tasks included a total 90 

trials - 45 for the congruent and 45 for the incongruent 

condition equally distributed between the three symbolic 

systems.  

The same stimuli where used in the Shifting task as in 

the Inhibition task with the exception that in the Inhibition 

task the participants had to follow one specific rule while in 

the case of Shifting they had to shift between two rules. For 

example, when the stimuli were words, the participants had 

to shift between pressing the button to indicate the color of 

the word vs. the color in which the word was printed, 

depending on the instructions appearing on the screen of the 

computer.  In the case of numbers they had to shift between 

naming the number or the number of digits in which the 

number was presented, and in the case of shapes they had to 

shift between naming the big geometrical shape or the small 

geometrical shapes from which the big geometrical shape 

was composed. Letters at the bottom of the screen indicated 

which rule was to be used. In the Con condition, participants 

had to respond to two consequent trials on the basis of the 

same rule, while in the Incon condition participants had to 

respond to two consequent trials on the basis of the different 

rule.  The shifting tasks included a total of 96 trials, 48 for 

each condition. To assess intelligence a non-verbal IQ test, 

the Standard Progressive Matrices (SPM, Raven, Court & 

Raven, 1985), was used.  

 

Procedure 
Testing took place in the school’s computer lab in a total of 

5 sessions, 30 minutes each. All tasks were presented using 

the E-Prime v2.0 software (Schneider et al., 2012) in a 

single block, in a pre-randomized order.  

 

Results 

In all the analyses the dependent measures used were the 

mean percent accurate responses (ACC) and the mean RTs, 

in the initial and scientific trials of the CU&C task, and the 

consistent and inconsistent trials of the EF tasks. Responses 

with reaction times slower than 400ms in the EF tasks and 

slower than1000ms for the CU&C tasks were eliminated 

from the dataset. Because the two CU&C tasks (ReCat and 

SVP) were highly correlated both in accuracy and RTs we 

combined their scores into four aggregate CU&C measures: 

CU&C initial ACC (α=.88), CU&C initial RT (α=.89), 

CU&C scientific ACC (α=.46), and CU&C scientific RT 

(α=.75).  
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Four separate Principle Component Analyses with 

varimax rotation were run on the inconsistent and consistent 

responses on the EF tests for ACC and RT.  All the analyses 

revealed one factor explaining (a) 55.87% of the total 

variance in the case of the EF inconsistent accuracy score 

(EFincon ACC, α = .83), (b) 42.00% of the total variance 

(α=.71) in the case of the EF inconsistent RT (EFincon RT),  

(c) 55.67% of the total variance (α=.811) in the case of the 

EF consistent accuracy (EFcon ACC), and (d) 41.46% of the 

total variance (α=.57) in the case of the EF consistent RT 

(EFcon RT). This allowed us to create four aggregate scores 

representing accuracy where the higher ACC scores indicate 

higher EFs, and where the lower RT scores indicate higher 

EFs. See Τable 1for the means and SD. 

 

Table 1: Mean percent accurate response and mean RTs for 

the aggregated CU&C and EF tasks. 

 

Task CU&C 

 Accuracy Reaction times 

 M SD M SD 

Initial 80.72 13.18 4400.16 1188.74 

Scientific 46.03 7.91 5276.98 1471.52 

Task EF 

 Accuracy Reaction times 

 M SD M SD 

Consistent 75.48 14.47 1884.98 419.39 

Inconsistent 42.92 7.80 2067.81 497.95 

 

Significant correlations were obtained between the 

aggregate CU&C and EF ACC and RT scores as predicted. 

The correlations remained significant even when the 

Intellectual Ability (IA) score, as this has been measured 

with the RAVEN matrices and Grade were partialed out 

(Table2). 

 

Table 2: Correlations between the CU&C and EF tasks 

when controlling for Grade and IA on ACC and on RT. 

 

Accuracy (ACC) 

 CU&Cin CU&Csc EFcon EFincon  

CU&Cin 1      

CU&Csc .382
**

 1     

EFcon .542
**

 .360
**

 1    

EFincon .539
**

 .348
**

 .876
**

 1   
**

Correlation is significant at 0.01 level 

 

Reaction Times (RT) 

 CU&Cin CU&Csc EFcon EFincon  

CU&Cin 1      

CU&Csc .873
**

 1     

EFcon .523
**

 .534
**

 1    

EFincon .551
**

 .605
**

  851
**

 1   
**

Correlation is significant at 0.01 level 

     Two path-analytic models were applied to test the 

dynamic relations between CU&C, EF, and IA (RAVEN’s 

score) using the structural equation modeling program 

EQSWIN (Bentler, 2003). In the first model, the EFincon 

ACC score was used as a measure of EF (i.e., the percentage 

of accurate scores on the inconsistent trials of the aggregate 

EF on the inhibition and shifting tasks). The target model 

specified direct relations of EFs and IA to CU&C initial 

ACC, and CU&C scientific ACC, while EF and IA allowed 

being correlated each other (see Figure 1). That is, the two 

types of conceptual understanding (demanding or not 

conceptual change) are regressed on the EFs as well as on 

IA, while the correlation between EFs and IA indicate their 

sharing common variance. The model demonstrated an 

acceptable fit, χ
2
 (1, N=69) = 9.018, p = .003, CFI = .901, 

RMSEA = .343, (90% CI = .163 - .560). Figure 1 shows the 

resulting path coefficients of the model for our participants 

and the correlations between the EFs and IA. IA was 

positively correlated with EFs (r=.49, p < .001). CU&C 

scientific ACC was explained by IA (β = .32, p < .001) and 

EF (β = .31; p< .001; R
2 

= .33). Additionally, CU&C initial 

ACC was explained by IA (β = .30, p < .001) and EF (β = 

.40; p< .001; R
2 
= .37). 

 

Figure 1: Executive Functions and Intelligence Ability as 

Predictors of CU&C. 

 
Note:  ** p < .001.  

 

In the second model the EFincon RT was used as a measure 

of EF, and the CU&C initial and CU&C scientific ACC 

scores as a measure of CU&C. This model had a weak fit on 

the data, χ
2
 (1, N=69) = 13.369, p < .001, CFI = .757, 

RMSEA = .426, (90% CI = .242 - .638). 

To examine the second hypothesis, namely whether the 

level of EFincon ACC could predict the level of CU&C 

initial and CU&C scientific ACC, a prediction analysis 

(Froman & Hubert, 1980) was applied on the data. 

Participants at the higher percentile of EFincon ACC or of 

CU&C scientific and CU&C initial ACC respectively were 

classified as high achievers in the given variable, those who 

were found on the lower percentile as low achievers, and the 

rest as medium achievers. We assumed high or medium 

EFincon ACC is necessary to achieve a similar level of 

conceptual change (see Table 3 below). The predictions 

tested are indicated in the first three columns of Table 3 
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(Predicted level of CU&C accuracy). Based on Froman and 

Hubert (1980), cells marked with 0 indicate that they are 

consistent with the predictions while cells marked with 1 are 

not consistent with the predictions. The mark of 0.5 

indicates that it is acceptable to find some participants in 

these cells. The observed distribution of participants is 

indicated in the remaining columns. 

 

Table 3: Bivariate Frequency Distribution between EFs and 

CU&C 
 

EF  

ACC 
Level 

 

Predicted level 

on CU&C ACC 

 Observed 

CU&C scientific 

ACC 

 Observed 

CU&C initial 

ACC 

L M H  L M H  L M H 

L 0 1 1  15 4 4  15 5 3 

M 0.5 0 1  5 13 5  7 8 9 

H 1 0.5 0  2 7 14  2 9 12 

Total   23 23 23  23 23 23 

 

The results showed that the level of EFincon ACC could 

predict 44% better the achievement on the CU&C scientific 

ACC than if we assumed independence (=. 44, U = .608, z 

= 6.625, z > 1.96, p >.005). EFincon ACC could predict 

only 29.2% better the achievement on the CU&C initial 

ACC (=. 292, U = .615, z = 8.22, z > 1.96, p >.005) than 

if we assumed independence. EFincon ACC predicted better 

the CU&C scientific ACC than the CU&C initial ACC 

performance, but the difference was not statistically 

significant (z = 1.14, z < 1.96).   

A similar prediction analysis using the EFincon RT as the 

level of EF did not produce a significant prediction on 

CU&C initial or CU&C scientific ACC. On the other hand, 

the analyses showed that the level of IA (scores on the 

RAVEN) could predict 29.7% better the achievement on the 

CU&C scientific than if we assumed independence (=. 

297, U = .604, z = 4.58, z > 1.96, p >.005), and 32% better 

the achievement on the CU&C initial (=. 320, U = .607, z 

= 8.00, z > 1.96, p >.005) than if we assumed independence. 

Although IA predicted better the CU&C initial than the 

CU&C scientific ACC performance, this difference was not 

statistically significant (z = .219, z <1.96).  

 

Discussion 
 

Τhe results demonstrated that performance in the EF and 

CU&C tasks is highly correlated, thus supporting the 

hypothesis that EFs are implicated in the conceptual 

understanding and conceptual change processes involved in 

science and mathematics learning.  The correlations 

obtained were between the accuracy scores of the aggregate 

CU&C and EF tasks as well as between their RTs.  

Accuracy scores on the EFs were interpreted to indicate 

that the participants could execute the inhibition and shifting 

tasks, and RTs to indicate how fast or easily they could do 

so. In many executive function studies, and particularly 

those used with adult participants, RTs are used as a 

measure of EFs because the tasks are very easy and there is 

little difference in accuracy between the consistent and 

inconsistent conditions The EF tasks that we employed, 

however, although relatively simple, were not very easy for 

the children. There were significant differences in accuracy 

between the consistent and the inconsistent aggregate EF 

scores (Table 1) that allowed us to use the accuracy scores 

as a good measure of EF (see also Davidson et al., 2006 for 

similar results with children). 

The CU&C tasks allowed us to measure not only 

accuracy but also RTs. In all the studies that we know of 

that investigate the relationship between academic 

performance or conceptual change and EFs (e.g., van de 

Sluis, de Jong, & van der Leij, 2007; Zaitchik, et al., 2013) 

only accuracy scores are used and compared to EF accuracy 

or speed. In contrast, in the present study it was possible to 

directly compare the CU&C accuracy scores with the EF 

accuracy scores and the CU&C RTs with the EF RTs.  

Accuracy scores on the CU&C tasks were interpreted to 

indicate the level of conceptual understanding and 

conceptual change the participants had achieved. More 

specifically, performance on the CU&C initial tasks was 

interpreted to indicate initial conceptual understanding, 

while performance on the CU&C scientific tasks to indicate 

the achievement of conceptual change. We interpreted the 

reaction time scores (RTs on accurate responses only), to 

indicate how fast the participants can recruit or express their 

initial or scientific understanding.   

The results of the correlation analysis showed that there 

were high correlations between performance in the CU&C 

and EF tasks both in accuracy as well as in RTs. Indeed, the  

CU&C tasks themselves seemed to function like Executive 

Function tasks. In other words, performance in the tasks 

consistent with initial understanding was more accurate and 

faster compared to performance in the tasks requiring 

conceptual change and scientific understanding (Table 1). 

These finding are consistent with the existing literature 

(Shtulman & Valcarcel, 2012; DeWolf & Vosniadou, 2014) 

and support the hypothesis that initial conceptions are not 

replaced by scientific ones but continue to exist and to 

inhibit access to scientific responses.   

     There were only low or non-significant correlations 

between the EFincon RT and CU&C accuracy. This finding 

was clarified better from the path models applied on the 

data. The path-analytic model that explained our data was 

the one that used the aggregated EFincon ACC score as a 

predictor of CU&C accuracy rather than the model where 

the aggregated EFincon RT score was used as an index of 

EF efficiency. Methodologically these findings indicate that 

the EF tasks were relatively difficult for the children and 

therefore accuracy was the best measure of EFs instead of 

RT. At the theoretical level, they probably show that 

EFincon ACC and EFincon RT should be treated as two 

distinct aspects of EF performance with the EFincon ACC 

score serving as the best indicator of EF across young 

participants, (see also Davidson & et al., 2006). No matter 

the case our data supply clear evidence for the crucial role 

of EF in conceptual change but also in conceptual 

understanding. 
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The results also supported the hypothesis that children 

with low EFs would have difficulty with the CU&C tasks, 

particularly those requiring conceptual change. The 

prediction analysis showed that children who are in the low 

EF group are much more likely to be low CU&C achievers 

than high or even medium CU&C achievers. The measures 

of EF were better predictors of performance in the CU&C 

scientific tasks, whereas the measures of IA were better 

predictors of performance in the CU&C initial tasks.  This 

finding suggests the greater involvement of EF compared to 

general IA in conceptual change processes, and point to the 

importance of EF in tasks that require abstraction, 

conceptual organization and particularly conceptual change. 

They are also important in explaining the significant 

individual differences we find in children’s abilities to profit 

from instruction when conceptual changes are required.  

This is a preliminary study and the results need to be 

replicated with a larger sample.  Although the path analysis 

was justified on the grounds that the number of participants 

was more than five times the number of parameters 

analyzed in the path model, the overall sample size does not 

meet the requirement for a minimum of 100 participants 

(Kline, 1998). Further research is also needed to investigate 

developmental changes in performance in the CU&C tasks 

with a sample involving different ages in order to examine 

whether EF RTs become more predictive of CU&C 

accuracy with older participants who would be expected to 

find the EF tasks much easier.  It would also be interesting 

to study the tradeoff between accuracy and RT with 

development. Preliminary results from the investigation of 

the developmental changes in our sample show that the 6th 

grade children were more accurate than the 4
th

 grade 

children in both the initial and scientific CU&C responses, 

but there were no developmental effects on the RTs. Finally, 

it is important to investigate in further studies with older 

participants whether CU&C scientific responses become as 

accurate and fast as initial ones with the acquisition of 

expertise. 

 

Acknowledgments 

 

This research has been co-financed by the European Union 

(European Social Fund – ESF) and Greek national funds 

through the Operational Program "Education and Lifelong 

Learning" of the National Strategic Reference Framework 

(NSRF) - Research Funding Program: THALIS –UOA. 

References  

Bentler, P. M. (2003). EQS Structural Equations Program for 

Windows (Version 6.1 Beta Build 70) [Computer 

software]. Encino, CA: Multivariate Software. 

Blair, C., & Razza, R. P. (2007). Relating effortful control, 

executive function, and false belief understanding to 

emerging math and literacy ability in kindergarten. Child 

development, 78(2), 647-663. 

Carey, S. (2009). The origin of concepts. New York: Oxford 

University Press. 

Chi, M. T. H. (2008). Three types of conceptual change: belief 

revision, mental model transformation, and categorical 

shift. In S. Vosniadou (Ed.), Handbook of research on 

conceptual change (pp. 61-82). Hillsdale, NJ: Erlbaum. 

Davidson, M. C., Amso, D., Anderson, L. C., & Diamond, A. 

(2006). Development of cognitive control and executive 

functions from 4 to 13 years: Evidence from manipulations 

of memory, inhibition, and task switching. 

Neuropsychologia, 44(11), 2037-2078. 

DeWolf, M., & Vosniadou, S. (2015). The representation of 

fraction magnitudes and the whole number bias 

reconsidered. Learning and Instruction, 37, 39-49 

Dunbar, K., Fugelsang, J., & Stein, C. (2007). Do naive theories 

ever go away? Using brain and behavior to understand 

changes in concepts. In M. Lovett & P. Shah (Eds.), 

Thinking with data (pp. 193–206). New York: Lawrence 

Erlbaum Associates. 

Froman, T., & Hubert, L.J. (1980). Application of prediction 

analysis to developmental priority. Psychological Bulletin, 

136-146. 

Hughes R. (1998). Considering the vignette technique and its 

application to a study of drug injecting and HIV risk and 

safer behaviour. Sociology of Health and Illness 20, 381–

400. 
Kline, R. B. (1998). Principles and practice of structural equation 

modeling. NY: Guilford Press.  

Miyake, A., Friedman, N. P., Emerson, M. J., Witzki, A. H., & 

Howerter, A. (2000). The unity and diversity of executive 

functions and their contribution to complex “frontal lobe” 

tasks: A latent variable analysis. Cognitive Psychology, 41, 

49–100.  

Ni, Y., & Zhou, Y-D. (2005). Teaching and learning fraction and 

rational numbers: The origins and implications of whole 

number bias. Educational Psychologist, 40(1), 27–52. 

Schneider, W., Eschman, A., and Zuccolotto, A. (2012). E-Prime 

User's Guide. Pittsburgh: Psychology Software Tools, Inc. 

Shtulman, A. & Valcarcel, J. (2012) Scientific knowledge 

suppresses but does not supplant earlier intuitions. 

Cognition, 124, 209-215. 

Stafylidou, S., & Vosniadou, S., (2004). The Development of 

Students’ Understanding of the Numerical Value of 

Fractions. In L. Verschaffel and S. Vosniadou (Guest 

Editors), Conceptual Change in Mathematics Learning and 

Teaching, Special Issue of Learning and Instruction. 14(5), 

pp. 503-518. 

Van de Sluis, S., De Jong, P.F., & Van der Leij, A. (2007). 

Executive functioning in children, and its relations with 

reasoning, reading, and arithmetic. Intelligence, 35 pp. 

427–449. 

Vosniadou, S., & Verschaffel, L., (2004). Extending the 

Conceptual Change Approach to Mathematics Learning 

and Teaching. In L., Verschaffel and S. Vosniadou (Guest 

Editors), Conceptual Change in Mathematics Learning and 

Teaching, Special Issue of Learning and Instruction, 14(5), 

pp. 445-451. 

Zaitchik, D., Iqbal, Y., & Carey, S. (2013). The effect of executive 

function on biological reasoning in young children: An 

individual differences study. Child Development, 00, 1–16. 

2534



Cross-Cultural Comparison of Peer Influence on Discovery Rate during Play 
 

Shirlene Wade (swade@bcs.rochester.edu) & Celeste Kidd (ckidd@bcs.rochester.edu) 
Department of Brain & Cognitive Sciences, Center for Visual Science 

University of Rochester, Meliora Hall, Rochester, NY 14627 USA 

 

Abstract 

Previous literature has explored how factors such as matura-
tion, attachment style, and security influence children’s free-
play behavior. The present study investigates a previously un-
explored factor: peer presence. This is an important consider-
ation because much of children’s play and early learning oc-
curs in a social context with siblings and friends. We tested 
children (ages 2 to 11) from two different cultural environ-
ments: the lowlands of Bolivia, the home of a group of Ama-
zonian farmer-foragers called the Tsimane’ (Experiment 1), 
and the United States (Experiment 2). We presented groups of 
children from both cultures with a set of toys hidden in enve-
lopes to explore and discover either with a familiar peer or 
without. Tsimane’ children discovered significantly more ob-
jects in the presence of a peer, over and above the effect that 
would be expected from simply having two children search 
the toys independently in parallel. Additionally, Tsimane’ 
children discovered more objects as a function of age. The 
United States children did not exhibit the same pattern of be-
havior. Peer presence facilitated exploration in younger chil-
dren but inhibited exploration in older children, relative to 
exploration rate without the peer. Taken together, peer pres-
ence facilitates exploration among young children across both 
cultures. However, among older U.S. children, peer presence 
inhibited exploration. We propose that the positive effect of 
peer presence on discovery rate may be driven by an increase 
in competition for resource control. The differences among 
older children across cultures may be an artifact due to expe-
rience with formal schooling.  

Keywords: Developmental psychology; developmental ex-
perimentation; cross-cultural analysis; exploration; discovery; 
learning; play; social development. 

Play in a Social Context 

Play and exploration are important for social development 

and learning in humans and mammals alike (Weisler & 

McCall, 1976). While there is a relatively large literature on 

how maternal presence and attachment style affect play be-

havior, relatively little research investigates the role of peer 

presence on play and exploration throughout childhood. The 

social framework in which play spontaneously occurs is 

important for scientific consideration because the majority 

of children interact with other children on a daily basis, in 

either their homes (e.g., siblings) or communities (e.g., 

nearby children, classmates). Furthermore, the majority of 

play occurs in a social context involving siblings, peers, or 

caretakers. This context is believed to be critical for the de-

velopment of social learning (e.g., Youniss, 1982; Sutton-

Smith & Rosenberg, 1970). 

Research about the effect of maternal presence on play 

behavior overwhelmingly demonstrates that social contexts 

do alter both the quality and quantity of play (e.g., Passman, 

1977; Adams & Passman, 1979). Two- to 4-year-old chil-

dren with visual or auditory access to their mothers increase 

exploratory play and duration of play relative to children 

who are provided with comparable access to an unfamiliar 

woman (e.g., Passman & Erck, 1978; Adams & Passman, 

1979; Passman & Longeway, 1982). Although ignored by 

the literature as an influence on play behavior, siblings offer 

a unique source of social learning—older siblings enhance 

younger siblings’ theory of mind (e.g., Perner, Ruffman, 

Leekam, 1994; Jenkins & Astington, 1996) and empathy 

(e.g., Tucker, Updegraff, McHale, & Crouter, 1999). It is 

less certain how the presence of siblings or familiar peers 

influences curiosity, exploration, and learning during play. 

Peer Influence Shifts during Development 

How does the presence of a peer influence children’s explo-

ration and learning during play? Some evidence suggests 

that children younger than 2 years of age inhibit their play 

behavior in the presence of peers (e.g., Turkheimer, Bake-

man, & Adamson, 1989).  In a study that assessed play be-

havior in 1-year-old infants across three different social con-

texts, infants were most unengaged with their toys in the 

presence of a familiar peer (57% of the time), in comparison 

to with their mothers (30%) or alone (45%) (Turkheimer et 

al., 1989). Turkheimer et al. (1989) also found that children 

engage in less complex play with peers than with mothers. 

They also engaged in less functional object play with a peer 

than alone. Similarly, Gunnar, Senior, and Hartup (1984) 

reported that 1.5-year-olds play less and get bored faster in 

the presence of a peer. 

Between 2 and 3 years, children appear to exhibit a shift 

in their response to peer presence. At 2.5 years, infants en-

gaged in more social play with an unfamiliar peer, as com-

pared to their behavior a year earlier (Gunnar et al., 1984).
1
 

In sum, the effect of peers on play interaction seems to shift 

from inhibitory to facilitative as children age.  

Children Interact with Peers in Social and Educa-

tion Contexts 

Due to a small literature with a limited developmental focus, 
it is unclear how peer presence may affect play behavior and 
exploration in children older than 2 years of age.  Explora-
tion is an important yet understudied behavior that provides 
new information about objects or environments. Ascertain-
ing the relationship between peer presence, learning, and 
exploration is critical because of how much learning occurs 
in a social context. By 3 or 4 years of age, learning with 

                                                           
1  Gunnar et al. (1984) only included unfamiliar peers in the 

study. To our knowledge, no equivalent study was conducted with 
familiar peers or siblings. Therefore it is unknown whether the 
same shift in the effect of peer presence between 18 and 30 months 
would be observed for familiar peers or siblings. 
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other children—particularly unrelated peers—becomes an 
integral part of a child’s daily life as children begin to attend 
daycare and preschool. Previous studies on speech content 
and pretend play dynamics for 4- and 5-year-olds suggest 
that play has benefits for literacy (e.g., Roskos & Christie, 
2004), mathematic development (e.g., Seo & Ginsburg, 
2004), social competence (e.g., Connolly & Doyle, 1984), 
and emotional self-regulation (e.g., Howes & Matheson, 
1992)—effects that may be causally linked to the social 
interactions common in peer play among children. However, 
there has been no research on how peer presence shapes 
exploration behaviors in school-aged children. Furthermore, 
while children from Western societies begin to attend pre-
school or kindergarten, children in other societies may begin 
to learn important life skills (e.g., hunting, cooking) with 
their peer group in an indigenous community setting. Since 
the majority of the literature focuses on children from West-
ern societies, it is uncertain whether the effects in the litera-
ture depend on particular cultural factors or if they extend 
more broadly across cultures. 

Experiment 1 evaluates the role of peer presence on ex-
ploration in Tsimane’ children between the ages of 2 and 11. 
The Tsimane’ children come from a farming and foraging 
society, comprised of small villages in the lowlands of Bo-
livia. Experiment 2 uses a similar paradigm to investigate 
peer presence on exploration in U.S. children between the 
ages of 2 and 9. By examining the impact of social context 
on exploration behavior across cultures and development, 
the study will provide new insights on how the nature of the 
social context modifies play behavior. If peer presence facil-
itates exploration across development, we expect to find that 
exploratory behavior increases when children play with an-
other peer relative to when they play alone. If exploration 
and discovery rate changes across development irrespective 
of peer presence, we expect that older children will discover 
more toys than younger ones across both play conditions.  

Experiment 1 

Methods 

Participants Seventy-five Tsimane’ children between the 
ages of 2 and 11 (M=5;10) were recruited from the villages 
of Cara Cara, Las Minas, Puerto Mayera, and Limoncito 
surrounding San Borja, Bolivia during the summer of 2014. 
Forty-eight children participated as pairs in the dyad condi-
tion (M=5;2, range=2-11) and 27 children participated in 
the solo condition (M=4;10, range=2-11). Three children 
were excluded from the study due to shyness (as determined 
by the criteria described in “Procedure” below). 
 
Conditions Children participated in one of two conditions: 
dyad or solo. Children in the dyad condition participated 
with a sibling or unrelated friend. Due to little demographic 
documentation from the participants, it was not always clear 
whether dyads were siblings or unrelated, familiar peers. 
However, the Tsimane’ social structure is community-
oriented compared to the nuclear family structure common 
in the United States. In the solo condition, children partici-
pated in the task by themselves. In both conditions, an ex-
perimenter was also present during the task. 

Procedure Participants in the villages of Cara Cara, Las 
Minas, and Limoncito were tested in schoolhouses. Prior to 
the study, the participants were encouraged to play in the 
space in which the experiment occurred. A large tent was 
used to isolate the participants from other children so that 
others would not be able to see the study. Participants were 
seated on the floor next to the experimenter. Eleven enve-
lopes were placed in a pile in front of the child(ren). Each 
envelope contained one toy from a set of toys that were se-
lected to appeal to children across a broad range of ages and 
cultural backgrounds (e.g., shakers, toy animals, wooden 
vehicles) in order to increase the likelihood that the toys 
would be of equivalent interest to both U.S. and Tsimane’ 
children. The experimenter only spoke English, a language 
that the Tsimane’ children did not understand, and thus re-
frained from speaking for the duration of the study after a 
translator introduced the child and the experimenter to each 
other. To begin, the experimenter held up one envelope, 
opened it to expose the toy inside, and offered the open en-
velope to the participant(s). The experimenter motioned at 
the participant(s) to take out the toy. Children who did not 
take the toy from the envelope offered by the experimenter 
were excluded from the experiment and the session was 
terminated. Participants were given two minutes to play 
with the toys, starting at the point they reached for their first 
closed envelope. If children hesitated, the free-play period 
started ten seconds before an envelope was moved towards 
the child by the experimenter. Discovery rate was opera-
tionally defined as the number of toys found within the two-
minute period from within the ten unopened envelopes at 
the start of the experiment. At the end of the play period, the 
experimenter and child(ren) put the toys back in the enve-
lopes.  

Results 

Figure 1 plots the results for Tsimane’ children. A linear 
regression with social condition (dyad, solo), age, and their 
interaction as predictors was used in order to evaluate the 
role of peer presence on Tsimane’ children’s exploration. 

Tsimane’ children discovered significantly more toys in 

the dyad condition (M=8.2±0.25) than in the solo condition 

(M=1.4±0.35)—ß=3.43, t(68)=15.88, p<0.001. This result 

supports the hypothesis that Tsimane’ children explored 

more in the presence of a peer than alone. Older children 

discovered significantly more toys than younger children, as 

revealed by the main effect of age (ß=0.33, t(68)=3.45, 

p<0.001). The regression also yielded a significant interac-

tion of age and condition (ß=0.22, t(68)=2.25, p<0.03), such 

that peer presence yielded an additional boost in discovery 

rate for older kids. Taken together, peer presence and age 

facilitate exploration and increase discovery rate. 

 

Table 1: Regression coefficients for Tsimane’ analysis 

 
Term Coef. SE t p< 

Intercept 3.05 0.55 5.52 0.001*** 

Age 0.33 0.10 3.45 0.001*** 

Condition 3.43 0.22 15.88 0.001*** 

Age*Cond 0.22 0.10 2.25 0.028* 
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Figure 1: Discovery rate for Tsimane’ children by age and 

condition. Linear regression lines plotted for dyad (red sol-

id) and solo conditions (blue dashed). 

Discussion 

Across all ages, Tsimane’ children playing with a peer 

consistently explored at a faster rate than children playing 

alone. These results indicate that peer presence facilitates 

exploration across development. One mechanism that may 

explain the relationship between peer presence and discov-

ery rate is resource competition. Two children discovering 

toys from the same source may increase each child’s aware-

ness of the possibility that more interesting toys exist. This 

may lead to an increase in the discovery rate as each child 

searches for a more interesting toy.  

In Experiment 2, we use the same paradigm as Experi-

ment 1 to investigate the effect of peer presence on discov-

ery rate in children from the United States. 

Experiment 2 

Methods 

Participants Fifty-three U.S. children between the ages of 2 

and 9 (M=4;7) recruited from the Rochester, NY area partic-

ipated in the study. Thirty-two children participated in the 

dyad condition (M=4;10, range=2-8) and 17 children partic-

ipated in the solo condition (M=4;5, range=2-9). Four addi-

tional children were excluded due to shyness (n=2), speak-

ing the non-English language of the experimenter (n=1), and 

session interruption (n=1). 
 

Conditions Similar to Experiment 1, children participated 

in the dyad condition or the solo condition. However, chil-

dren in the dyad condition always participated with a sib-

ling. In the solo condition, children participated in the task 

by themselves. Across all conditions, an experimenter was 

present during the task.  
 

Procedure The procedure was identical to Experiment 1. 

However, because the children in Experiment 2 spoke Eng-

lish, children were told that the experimenter spoke a lan-

guage other than English (that the child did not speak, ac-

cording to parental report) in order to keep the procedure 

similar to that in Experiment 1. After the experiment, chil-

dren were debriefed and told that the experimenter not only 

spoke a different language (either Spanish or German), but 

also spoke English.  
 

Results 

Figure 2 plots the discovery rate for U.S. children. Similar 

to Experiment 1, a linear regression predicting discovery 

rate was run with social condition (dyad, solo), age, and 

their interaction as predictors (Table 2). Among the U.S. 

children, age was not a significant predictor of discovery 

rate, but condition was marginally significant (ß=0.72, 

t(45)=1.88, p<0.07). U.S. children in the dyad condition had 

discovered more toys overall (M=3.91±0.45) as compared to 

children in the solo condition (M=2.46±0.62). There was 

also a significant interaction of age and condition (ß=-0.39, 

t(45)=-2.03, p= .048). Younger children in the dyad condi-

tion discovered more than younger children in the solo con-

dition, while older children in the dyad condition discovered 

less than older children in the solo condition. 
 

Table 2: Regression coefficients for U.S. analysis 

 
Term Coef. SE t  p< 

Intercept  4.20 0.98 4.29 0.001*** 

Age -0.21 0.19 -1.10 0.277 

Condition  0.72 0.38 1.88 0.066  

Age*Cond -0.39 0.19 -2.03 0.048* 

 

 
Figure 2: Discovery rate for U.S. children by age and 

condition. Linear regression lines plotted for dyad (red sol-

id) and solo conditions (blue dashed). 

Discussion 

In Experiment 2, the effect of peer presence on discovery 
rate was moderated by age. In young U.S. children, peer 
presence facilitated exploration and increased the discovery 
rate of toys. However, in older children, peer presence in-
hibited discovery rate. One explanation for the change in the 
effect of peer presence on exploration behavior is that chil-
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dren may engage in more social play as they get older. Sib-
lings in the dyad condition may focus on playing with a 
small set of toys within the context of a play narrative. If 
greater social play in the dyad condition accounts for the 
decline in the discovery rate in older children, this would 
explain why children’s play behavior in the solo condition 
was unaffected. 

Alternately, children may engage with the toys together 

rather than explore independently. For instance, children 

may be discovering toys at a slower rate because they are 

demonstrating and sharing toys with each other. By focus-

ing on a single toy together, it is possible that the children 

are exploring more properties of a single toy rather than 

discovering multiple toys. This form of exploratory behav-

ior may emerge with age in the presence of a peer and ex-

plains our pattern of results. Since Experiment 2 did not 

investigate exploration of toy functions and properties, this 

is an important topic for future research. 

A final possibility is that older children may have made 

inferences about the pedagogical context and nature of the 

task. Despite the fact that children were aware that the ex-

perimenter did not speak their language, the children may 

have made inferences about the task based on their experi-

ences in pedagogical contexts. For instance, if older children 

had thought that the task involved following the directions 

of the experimenter, they may have inferred that they should 

only play with toys that the experimenter offered to them. 

Therefore, pedagogical inferences about the task may have 

inhibited older children from discovering more toys. How-

ever, it is unclear why older children in the dyad condition 

discovered less toys than children in the solo condition. One 

explanation is that the presence of another child in a rela-

tively unfamiliar room more closely mimicked an educa-

tional setting. Since most children learn in classrooms with 

many other children, older children participating with a sib-

ling may have made a stronger inference that the task was 

about following directions. These inferences would result in 

less self-directed play among older children in the dyad 

condition. 

General Discussion 

Experiments 1 and 2 examined the effects of age and peer 

presence on exploratory behavior among Tsimane’ and U.S. 

children. Since the majority of the literature has focused on 

factors that affect play in the U.S. or Western societies, this 

is the first study to our knowledge that evaluates the influ-

ence of social context on play and discovery in children 

from a non-Western society. Across both cultures, peer 

presence facilitated exploration and discovery during play 

for younger children. Although older Tsimane’ children had 

a higher discovery rate when accompanied by a peer, older 

U.S. children explored less when in the presence of a peer.  

One possibility is that play dynamics differ when children 

played with a sibling relative to when they played with a 

familiar peer (e.g., Brody, Stoneman, & MacKinnon, 

1982).This may influence children’s degree of sharing or 

competition (e.g., sibling rivalry), which may in turn influ-

ence how children explore an environment. However, sib-

lings and peers in the Tsimane’ villages are raised in close 

proximity with unrelated children such that their relation-

ships with familiar peers may be more similar to U.S. chil-

dren’s relationships with their siblings.  

A more likely explanation for the differences in observed 

behavior across older children in Experiments 1 and 2 is the 

difference in levels of formal education across groups. Chil-

dren who have more experience in a formal educational 

setting may have strong perceptions about how they should 

behave in the presence of a peer and an unfamiliar adult in 

the context of the study. 

An alternative possibility is that the effect of peer pres-

ence on exploration could differ as a function of the age 

difference between peers. For example, the presence of an 

older peer may facilitate exploration more than a younger or 

same-aged peer. In our dyad sample, there is not enough 

variance in age to address this question. However, future 

studies should consider the contribution of a peer’s age on 

the influence of peer presence on exploration. 

Underlying Mechanisms Explaining the Role of 

Peer Presence on Rate of Discovery 

One mechanism that may explain the effect of peer presence 

on discovery rate is competition for resource control. The 

struggle between social and agentic resources has been 

largely discussed in the framework of game theory (e.g., 

von Neumann & Morgenstern, 1944). More recently, this 

conflict-in-needs has been used to analyze social aggressive 

behavior in children and adolescents (e.g., Vaughn & San-

tos, 2007), as well as bistrategic resource control and peer-

regard in preschoolers (Roseth et al., 2011). In the frame-

work of our free-play task, children in the solo condition 

had complete control over the set of toys in the task. In the 

dyad condition, two children played with toys belonging to 

the same set. The presence of another child may have 

heightened each child’s drive to discover toys in an effort to 

assert temporary control or dominance over a larger subset 

of toys from the available pool.  

If resource control is the underlying mechanism driving a 

high discovery rate in the presence of peers, it would seem 

that the drive for resource control increases with age for 

Tsimane’ children, but decreases with age for U.S. children.  

Influence of Learning Context 

A final consideration that may contribute to the results of 

Experiments 1 and 2 is the amount of experience children 

had in an educational context. While U.S. children begin 

formal schooling as early as 5 years of age, Tsimane’ chil-

dren begin at highly variable, generally older ages because 

the educational system is largely optional and unstandard-

ized. Thus, children of the same age possess varying degrees 

of education. Furthermore, the educational context and cur-

riculum is considerably different across societies. This dif-

ference could have contributed to the different patterns of 

results across the Tsimane’ and U.S. children if children 

made different inferences about the intentions of the exper-

imenter and the nature of the task. There is evidence that 
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children are able to use people’s knowledge states and ped-

agogical intentions to make inferences about what actions to 

imitate (e.g., Buchsbaum, Gopnik, Griffiths, & Shafto, 

2011; Butler & Markman, 2010; 2012; Schulz, 2012). At as 

young as 3 years of age, children can make inductive infer-

ences based on the perceived intentionality of an action by 

the experimenter (Butler & Markman, 2012). At 4 years old, 

U.S. children are sensitive to not only the intentionality of 

an action, but also whether the action was performed peda-

gogically for the child’s benefit. Children make weaker in-

ferences about the generalizability of the property when it 

was demonstrated intentionally compared to when it was 

demonstrated pedagogically. These studies reveal how older 

U.S. children may have different expectations about actions 

and learning environments, which may have affected their 

performance on our task.  

School-aged U.S. children in our study could be more 

sensitive to the perceived intentions of the experimenter and 

the overall context in which the experiment occurred rela-

tive to the Tsimane’ children. In the study, the experimenter 

showed participants an open envelope containing a toy 

which was offered to the participants. Participants could 

have made an inference that the experimenter was leading 

the interaction as an instructor. Because the experimenter 

did not open up any other envelopes, children may have 

inferred that they should only play with the toys offered to 

them. This may have resulted in older children solely play-

ing with the toys that the experimenter offered. Other enve-

lopes that were not touched by the experimenter may have 

been considered “out of bounds.” Therefore, greater experi-

ence with pedagogical contexts may have contributed to the 

low discovery rate in U.S. children. It is unclear why the 

discovery rate in older children was lower in the dyad con-

dition than the solo condition, but one possibility is that the 

presence of another child in the context of an unfamiliar 

room and adult may have heightened the similarity of the 

study to a school context. 

Conclusion 

Learning does not primarily occur in a “social vacuum” 

(Hay, 1981): Children play and learn in the context of social 

partners, such as parents, siblings, and peers. Therefore, it is 

important to understand the development of play and explo-

ration in a social context. The present study provides evi-

dence that peer presence facilitates discovery of new toys in 

young children across two cultures. In contrast, peer pres-

ence facilitated discovery in older Tsimane’ children but 

inhibited discovery in U.S. children. We propose that the 

effect of peer presence on discovery rate may be driven by 

an underlying drive for resource control. Furthermore, dif-

ferent social dynamics and relationships between peers and 

siblings may explain the different pattern of results in Ex-

periments 1 and 2. A further investigation of the difference 

in play dynamics among siblings and peers is warranted to 

fully understand how peer presence influences exploratory 

play. Finally, additional research should explore how expe-

rience with formal education modifies play behavior and 

discovery rate. 
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Abstract 

We investigated the developmental trajectory of number word 
learning in bilingual preschoolers to examine the relative 
contributions of two factors: (1) the construction of numerical 
concepts, and (2) the mapping of language-specific words 
onto these concepts. We found that children learn the 
meanings of small numbers independently in each language, 
indicating that the delay in the acquisition of small numbers is 
mainly due to language-specific processes of mapping words 
to concepts. In contrast, the logic and procedures of counting 
are learned simultaneously in both languages, indicating that 
these stages require the construction of numerical concepts 
that are not stored in a language-specific format. 

Keywords: number word learning; bilingual speakers; 
conceptual change 

Introduction 
Across a variety of languages and cultural groups, 

including Canada, the US, Japan, Russia, Bolivia, Slovenia, 
Taiwan, and Saudi Arabia, children learn number word 
meanings in distinct, protracted, stages (Almoammer, 
Sullivan, Donlan, Maruscic, Zaucer, O’Donnell, & Barner, 
2013; Barner, Libenson, Cheung, & Takasaki, 2009; Li, Le 
Corre, Shui, Jia, & Carey, 2003; Piantadosi, Jara-Ettinger, & 
Gibson, 2014; Sarnecka, Kamenskava, Yamana, Ogura, & 
Yudovina, 2007; Wynn, 1990). In the first stage, children 
learn to recite a partial count list (e.g., one, two, three, four, 
five, etc.), often pointing at objects as they count. Yet, these 
children actually have little understanding of how number 
words represent quantity, and as a result are often classified 
as “non-knowers.” Sometime later, they acquire an exact 
meaning for one, at which point they are called “1-
knowers”. Months later, they learn an exact meaning for two 
to become “2-knowers.” They then learn three (“3-
knowers”) and sometimes four (“4-knowers”). Up until this 
point, children are generally referred to as “subset-knowers” 
since they only know the meanings for a subset of their 
number words. However, at the next stage children appear 
to recognize that the counting procedure can be used to 
enumerate sets, and that the last word in a count routine 
labels the cardinality of the entire set (for discussion of 
knower levels, see Wynn, 1990; Lee & Sarnecka, 2011; Le 
Corre & Carey, 2007; Piantadosi, Tenenbaum, & Goodman, 
2012; Sarnecka & Carey, 2008; Davidson, Eng, & Barner, 
2012). At this stage, children are generally referred to as 
cardinal principle knowers (“CP-knowers”).  

Even after becoming CP-knowers, children still appear 
unsure of how the counting procedure represents number. 
According to some accounts (Sarnecka & Carey, 2008; 
Wynn, 1990), children become CP-knowers – and 

understand how counting represents number – by noticing 
an isomorphism between the structure of the count list and 
the cardinalities that they represent. In particular, on such 
accounts, children learn the successor principle – that every 
natural number n has a successor, defined as n+1. However, 
recent evidence suggests that many so-called CP-knowers 
do not have knowledge of this principle, and that instead 
they initially use a blind procedure for counting and giving 
correct amounts, with little insight into how this procedure 
works (Davidson, et al., 2012). When told that a box 
contains 4 objects and asked how many there are when one 
more is added, many CP-knowers are at chance.  

Although it remains controversial when children fully 
understand how counting represents number, the basic 
developmental trajectory is robust (Lee & Sarnecka, 2011; 
Piantadosi, et al., 2012). However, despite this consensus on 
the developmental facts, it remains unknown what causes 
transitions between the stages of number word learning. 

What we do know is that several sources indicate that the 
length of the delays between stages is highly malleable (e.g., 
Dowker, 2008; Klibanoff, Levine, Huttenlocher, Vasilyeva 
& Hedges, 2006). First, children who receive greater 
exposure to number words pass through knower level stages 
more quickly (Levine, Suriyakham, Rowe, Huttenlocher, & 
Gunderson, 2010; Gunderson & Levine, 2011). Second, 
children’s rate of number word learning appears to be 
affected by the structure of their language. Some languages, 
like English and Russian, have obligatory singular-plural 
marking, which might help children to identify that one 
refers to singleton sets, whereas two and larger numbers 
refer to sets of more than one (Carey, 2004, 2009). 
Consistent with this, children learning English and Russian 
become 1-knowers faster than children learning Japanese 
and Mandarin Chinese, which do not have obligatory 
singular and plural marking (Barner, et al., 2009; Li et al., 
2003; Sarnecka et al., 2007). Languages like Slovenian and 
Saudi Arabic not only have singular-plural marking, but 
also have dual marking, which refers to sets of precisely two 
(Corbett, 2000). Remarkably, children learning these 
languages are faster to learn one and two (but interestingly 
not three) than children from any other previously studied 
group, even though they appear to receive less training than 
children from other countries (Almoammer et al., 2013). 

These facts suggest that the transitions between knower 
level stages can be accelerated by the frequent and 
informative use of number words. However, they leave open 
why frequent and informative input matters, and thus why 
learning is so hard. Here we consider two, mutually 
compatible, possibilities. First, it is possible that the 
protracted transitions between the stages of number word 
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learning are affected by gradual processes of conceptual 
change: 1-knowers may take months to become 2-knowers 
because they do not yet have a concept of “exactly two” and 
must construct this as part of learning the word (Carey, 
2004, 2009; Sarnecka & Carey, 2008; Spelke & Tsivkin, 
2001). Consequently, hearing the word two used frequently 
and in supportive grammatical contexts may be important 
because it helps children construct the concept “two”. 
Similarly, becoming a CP-knower may involve a conceptual 
change that is speeded by frequent exposure to number 
words and the counting routine. Alternatively, the primary 
reason for the delays may not be conceptual, but due to the 
problem of identifying how words in a particular language 
map onto numerical concepts (whether these concepts are 
innate, constructed but easy to acquire, or difficult to 
acquire but constructed sometime before the onset of 
number word learning). Consider, for example, a scenario in 
which the concepts “one”, “two”, and “three” are innately 
specified in the child’s representational repertoire. In this 
case, the observed delays between knower level stages 
might be explained by the difficulty of identifying which 
words correspond to which set sizes. In the case of counting, 
a similar gradual, language-specific learning process might 
take place: learning the cardinal principle in English, for 
example, might not require conceptual change per se, but 
might instead involve a mapping of words onto innate 
concepts of cardinality (Leslie, Gelman, & Gallistel, 2008). 
This model, like the constructivist alternative, also predicts 
that frequency of input should affect rate of learning.  

These two possibilities are by no means mutually 
exclusive, but they do make predictions that can distinguish 
the relative role each factor plays in learning. In particular, 
they make different predictions for bilingual learners. 
Specifically, if the primary cause of delays between stages 
of number word learning is conceptual, then when children 
acquire knowledge in one language (e.g., English), this 
knowledge may readily transfer to their secondary language 
of instruction (e.g., Spanish) with little additional language-
specific learning required. However, if the primary 
challenge is the language specific problem of mapping 
words onto concepts, bilingual children may exhibit 
relatively independent learning trajectories in each of their 
two languages with little evidence of transfer. The best 
predictor of their number word knowledge, in this case, may 
be how much input they receive in a particular language, 
rather than what they know in another language. 

To explore these questions, we tested three groups of 
bilingual children in the U.S. who spoke either English and 
French or English and Spanish. Each child was tested with 
Wynn’s (1990) Give-a-Number task in order to establish 
their knower level in each language, and each child was 
asked to count as high as they could. In addition, we tested 
when bilingual children acquire the successor principle in 
each language, and whether it transfers between languages 
in a subset of the CP-knowers with a third task, called the 
Successor Task (see Sarnecka & Carey, 2008). 

Methods 

Participants 
One hundred and forty-seven bilingual speakers of either 
English and French (n = 20; M = 3;8; range = 2;11-5;0) or 
English and Spanish (n = 127; M = 4;6; range = 2;2-5;6) 
from the San Diego area participated. Eighty-five children 
were from predominately low socioeconomic (SES) 
Hispanic families at a local preschool that caters to English 
learners. The remaining 62 children were from primarily 
non-Hispanic Caucasian, upper-middle class families.  

Caregivers were asked to report their child’s primary 
language on the consent forms that were sent home by the 
preschools. As reported on the returned consent forms, 83 
children were primarily Spanish speakers, 3 were primarily 
French speakers, and 44 were primarily English speakers. 4 
children were equally proficient in English and Spanish and 
1 child was equally proficient in English and French. 
Twelve parents did not respond. To avoid decreasing our 
recruitment rate, parents were not asked any further 
questions about their child’s language abilities. Although 
parent report is often predictive of children’s overall verbal 
fluency, it is not necessarily a reliable indicator of children’s 
familiarity with numbers, since children may be instructed 
in a language other than their primary language. Therefore, 
we also directly measured children’s familiarity with 
numbers by assessing counting ability in each language. 
This was then used to determine each child’s “Primary 
Number Language” (NL1) and “Secondary Number 
Language” (NL2). 

Procedures 
Children completed four tasks, once in each language, in the 
following order: (1) Language Proficiency; (2) Give-a-
Number; (3) Highest Count; and (4) Successor Task. The 
Successor Task was added to the procedures midway 
through data collection. Thus, only CP-knowers from the 
Low SES Spanish-English Group completed this task. 

 
Give-A-Number Task This task, which was adapted from 
Wynn (1990), assessed children’s knowledge of number 
words. On each trial, the experimenter presented the child 
with a plate and ten plastic fish and asked the child to place 
a quantity on the plate, avoiding singular and plural marking 
by asking, “Can you put n on the plate? Put n on the plate 
and tell me when you’re all done.” Once the child 
responded, the experimenter then asked, “Is that n? Can you 
count and make sure?” If the child recognized an error, the 
experimenter allowed the child to fix it. Two versions of 
Give-a-Number were used. Children who participated in an 
earlier version of the study completed up to twenty-one 
quasi-randomized trials, consisting of three trials for each of 
the seven numbers tested (i.e., 1, 2, 3, 4, 5, 8, and 10; see 
Lee & Sarnecka, 2011 for discussion). Children who 
participated later were given a staircased version of the 
Give-a-Number task (as in Wynn, 1990, Experiment 3).  
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Children were defined as an n-knower (e.g., three-
knower) if they correctly provided n (e.g., 3 fish) on at least 
two out of the three trials that n was requested and, of those 
times that the child provided n, two-thirds of the times the 
child did so it was in response to a request for n. If n was 
five or higher, the child was classified as a CP-knower. 

 
Highest Count Task After the Give-a-Number task, the 
experimenter asked, “Can you count as high as you can?” 
The child’s Highest Count was defined as the largest 
number counted to before an error. For each child, “Primary 
Number Language” (i.e., NL1) was defined as the language 
in which she counted highest. The other language was 
labeled her “Secondary Number Language” (i.e., NL2). In 
cases where the Highest Count matched in both languages, 
the NL1 was defined according to parent report (n = 6).  

 
Successor Task This task was modeled after Sarnecka and 
Carey (2008) and was designed to assess children’s 
understanding of the successor principle, operationalized 
here as the knowledge that adding one object to a set (i.e., n) 
results in an increase of exactly one unit on the count list 
(i.e., n + 1). Children identified as CP-knowers were shown 
with an empty opaque box and a container filled with 
identical plastic toys (e.g. apples). To begin each trial, the 
experimenter directed the child’s attention to the box by 
exclaiming, “Look, there’s nothing in the box!” and 
permitted the child to look inside to confirm it was empty. 
The experimenter then held up the container of objects, 
stating that she had n items, poured the objects inside the 
box, and closed the lid (e.g., “I have fourteen apples. I’m 
putting fourteen apples in the box”). The experimenter then 
asked a memory-check question, e.g., “How many apples 
are in the box?” Once the child correctly answered the 
memory-check question, the child watched as the 
experimenter added one identical object to the box. The 
experimenter then asked whether there were n + 1 or n + 2 
objects, e.g., “Are there fifteen apples or sixteen apples in 
the box?” Children were tested on two small numbers (5 and 
8), three medium numbers (12, 14, and 16), and three large 
numbers (21, 23, and 27) in a counterbalanced order. 

Results 

Highest Count 
Highest count identified children’s NL1 and NL2. In the 
high SES French-English group (n = 20), the average 
Highest Count in French was 13.9 (SD = 7.0) and in English 
was 10.7 (SD = 4.0). Sixteen of these children counted 
higher in French, and 4 counted higher in English. In the 
high SES Spanish-English group (n = 42), the average 
Highest Count in Spanish was 12.3 (SD = 9.6) and in 
English was 20.9 (SD = 20). Eight children counted higher 
in Spanish, and 32 counted higher in English. Two children 
counted equally high in Spanish and English, and NL1 was 
classified by parent report (n = 1, English; n = 1, Spanish). 
In the low SES Spanish-English group (n = 85), the average 

Highest Count in Spanish was 17.7 (SD = 11.0) and in 
English was 10.4 (SD = 4.1). Sixty-eight children counted 
higher in Spanish, and 13 in English. Four additional 
children counted equally high in Spanish and English, and 
we classified their NL1 by parent report (n = 4, Spanish).  

Give-A-Number Task 
Across the three groups of bilingual children, there were a 
total of 33 non-knowers, 29 1-knowers, 34 2-knowers, 24 3-
knowers, 18 4-knowers, and 156 CP-knowers (where each 
child contributed two knower level classifications, since 
each spoke two languages).  
 
Predictors of NL2 Knower Level Our main question was 
whether children’s number knowledge in their NL1 
facilitated analogous learning in their NL2 via transfer. Our 
first analysis tested this idea in its simplest form. We asked 
whether children’s NL2 knower level increased as a 
function of their NL1 knower level. To examine this, we 
compared two ordinal logistic models with Age, NL1 and 
NL2 Highest Count as predictors of NL2 knower level. 
Model 2 also included NL1 knower level as a predictor.  

To compare these models, we computed their relative fits 
to the data using three sets of criteria. Model 1, which 
excluded NL1 knower level, had an overall misclassification 
rate of 0.33, a RMSE (root mean squared error) of 0.55 and 
an AICc (Akaike Information Criterion value) of 287. 
Adding NL1 knower level (as shown in Model 2) reduced 
the misclassification rate to 0.27, lowered the RMSE to 0.49 
and lowered the AICc to 245, suggesting that Model 2 was a 
better fit than Model 1. For Model 2, the effect likelihood 
ratio tests found that NL1 knower level, χ2(5) = 53.6, p < 
0.001, NL2 Highest Count, χ2(1) = 7.72, p = 0.006 and Age, 
χ2(1) = 4.35, p = 0.037, were significant predictors of NL2 
knower level, whereas NL1 Highest Count, χ2(1) = 0.208, p 
= 0.65, and Group, χ2(2) = 1.74, p = 0.42, were not.  

The results thus far indicate that NL1 knower level is an 
important predictor of NL2 knower level. However, 
different processes may drive children’s learning of small 
(1-4) and large (5+) number words. Consistent with this, 
parameter estimates from Model 2 showed that transfer only 
occurred at the CP-knower level (and perhaps 4-knower).  

To explore this, we conducted an ordinal logistic 
regression which excluded children who were CP-knowers 
in both languages, R2 = 0.196, χ2(9) = 37.7, p < .001. This 
analysis found no significant effect of transfer (despite 
finding other significant effects), suggesting that transfer at 
the CP-knower stage drove the effects that were described 
above. Specifically, effect likelihood ratio tests found that 
NL2 Highest Count, χ2(1) = 5.61, p = 0.018, and Age, χ2(1) 
= 3.93, p = 0.047, were significant predictors of NL2 
knower-level; however, NL1 knower level, χ2(4) = 7.40, p = 
0.12, NL1 Highest Count, χ2(1) = 0.231, p = 0.63, and 
Group, χ2(2) = 0.959, p = 0.62, were not. In contrast, an 
analysis that examined only transfer of CP-knower status 
found a relationship between NL1 and NL2 knower level. 
An ordinal logistic regression that coded children in each 
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language as either a CP-knower or subset-knower found that 
NL1 CP-knower status, χ2(1) = 33.4, p < 0.0001, NL2 
Highest Count, χ2(1) = 8.58, p = 0.003, and Age, χ2(1) = 
5.51, p = 0.019, but not Group, χ2(1) = 5.08, p = 0.08, 
predicted NL2 CP-knower status. Thus, we again found 
evidence of cross-linguistic transfer at the CP-knower stage. 

Successor Task 
Although our analyses thus far indicate that transfer 

occurs at the CP-knower stage, these analyses do not 
address what exactly transfers (e.g., knowledge of a 
procedure or knowledge of the logic of counting). To 
investigate this, we asked whether all CP-knowers 
understood the successor principle – i.e., that every natural 
number, n, has a successor defined as n + 1. Evidence that 
some CP-knowers do not have this knowledge would 
suggest that effects of CP-knower transfer reported above 
do not reflect transfer of this conceptual understanding.  

For each child, a trial was included in the analyses if the 
child’s Highest Count measure in the corresponding 
language was greater than the target number of the trial. For 
example, data from the “12” trial was only included if a 
child could count to at least 13 in the tested language. This 
ensures that the task measured children’s conceptual 
understanding of the successor principle, rather than their 
knowledge of the count list. Children who had fewer than 
two valid trials in either language (n = 5) were excluded 
from analyses, resulting in 41 children (M = 4;11, SD = 4.6 
months), who were included. On average, children 
contributed 5.4 trials (SD = 2.0 trials) for their NL1 and 2.6 
trials (SD = 1.1 trials) for their NL2.  

Overall, performance on the Successor Task was greater 
than chance (i.e., 0.50) in both NL1, M = 0.68, SD = 0.23; 
t(40) = 5.00, p < 0.001, and NL2, M = 0.61, SD = 0.33; t(40) 
= 2.17, p = 0.036, and there was no significant difference 
between NL1 and NL2, t(40) = 1.56, p = 0.13. Nevertheless, 
there were large individual differences between children. 
Specifically, 30% of children were at or below chance in 
their NL1 and 49% were at or below chance in their NL2. 

 
Transfer of Successor Principle from NL1 to NL2 Even 
if CP-knowers do not initially understand the successor 
principle, it remains possible that this knowledge transfers 
later in development. We therefore asked whether 
knowledge of the successor principle transferred across 
languages or if it is learned separately in each language.  

For this analysis, we will only compare performance on 
the small numbers (i.e. 5 and 8) because the majority of our 
participants could not count high enough to contribute valid 
data on the next highest number (i.e. 12). A standard least 
squares regression, F(4,36) = 3.3, p = 0.02, R2 = 0.27, 
revealed that knowledge of the successor principle in NL2 
small numbers was significantly predicted by NL1 
successor principle knowledge of small numbers, F(1,36) = 
10.4, p = 0.003, but not by NL2 Highest Count, F(1,36) = 
0.66, p = 0.42, NL1 Highest Count, F(1,36) = 0.69, p = 
0.41, or Age, F(1,36) = 0.05, p = 0.83. These results are 

consistent with the idea that knowledge of the successor 
principle in a child’s first language transfers to their second 
language, at least for some numbers.  

To further examine the effect of transfer of the successor 
principle knowledge, we asked if knowing the successor of 
a particular number in NL1 (e.g., cinco) predicted successor 
knowledge of the same number in NL2 (e.g., five). To test 
this, we examined what predicted children’s performance on 
the “5” and “8” trials independently. First, to predict 
children’s NL1 performance on the “5” trial, we 
implemented an ordinal logistic regression, R2 = 0.09, χ2(3) 
= 0.2, p = 0.2, using NL1 performance on “5”, NL1 
performance on “8”, and NL2 performance on “8”. Results 
showed that NL1 performance on “5”, χ2(1) = 4.6, p = 0.03, 
was the only significant predictor. Neither NL1 performance 
on “8”, χ2(1) = 0.18, p = 0.67, nor NL2 performance on “8”, 
χ2(1) = 0.007, p = 0.93, were significant. Likewise, we 
conducted another ordinal logistic regression, R2 = 0.18, 
χ2(3) = 10.1, p = 0.02, on NL2 performance on “8” and 
found that NL1 performance on “8”, χ2(1) = 6.1, p = 0.01, 
was the only significant predictor, but NL1 performance on 
“5”, χ2(1) = 2.8, p = 0.10, and NL2 performance on “5”, χ2 
(1) = 0.18, p = 0.67, were not.  

Discussion 
We investigated number word learning bilingual children to 
examine the causes of the long delays between stages. 
Specifically, we tested whether these delays are best 
explained by processes of gradual conceptual change or by 
language-specific processes of mapping words onto 
concepts. Our findings suggest that in the 1-knower, 2-
knower, and 3-knower stages of number word learning, 
knowledge is acquired independently in each language. In 
contrast, children’s classification as Cardinal Principle 
knowers in their NL2 was strongly predicted by being a CP-
knower in their NL1 (in addition to NL2 counting ability, 
but not NL1 counting ability). This result suggests that the 
scope of inference at this stage is not restricted to a 
particular language but may instead involve a moment of 
insight that applies to counting in general, independent of 
any particular language. Finally, we replicated previous 
findings that not all CP-knowers understand the successor 
principle, and thus that learning this principle does not 
likely drive children’s ability to use the counting procedure 
to label and generate sets. Instead, children likely learn 
about the successor principle gradually in both languages 
after they become competent users of the counting 
procedure, with some evidence of transfer.  

These results allow us to draw several important 
conclusions regarding the nature of number word learning, 
not only as it occurs in bilinguals, but also as it occurs in 
monolingual learners. First, our results support the intuition 
described in previous studies (i.e., Le Corre & Carey, 2007; 
Sarnecka & Lee, 2009; Wynn, 1990) that number word 
learning involves multiple, discontinuous stages of learning, 
such that small and large number words are acquired via 
different mechanisms. In our study, the rate at which 
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children learned labels for “one,” “two,” and “three” was 
best explained by their exposure to these words in a 
particular language and not by whether they had previously 
learned corresponding words in another language. This 
result strongly suggests that the delays between subset 
knower stages are not caused by difficulties in constructing 
new concepts, but instead are due to problems in identifying 
which concepts correspond to which words. The situation is 
different, however, when it comes to how children learn to 
count. Although learning the counting procedure requires 
substantial linguistic experience with number words, once 
knowledge of this procedure is acquired it becomes 
available to children in a format that transcends natural 
language.  

Second, given these basic conclusions, our data also speak 
to debates regarding the origin of numerical concepts. 
Although our findings cannot decide whether concepts like 
“one”, “two”, and “three” are innate, they do have important 
implications regarding this question. In recent years, the 
protracted, stage-like process of acquiring small number 
words like one, two, and three has been interpreted by some 
researchers as evidence for a constructivist theory of 
number word learning – on the assumption that delays 
between stages must be driven by the problem of 
constructing new concepts (see Le Corre & Carey, 2007, for 
one example). According to this reasoning, if such concepts 
were innate, we would expect children to quickly map 
words onto meanings once they are made available in their 
language input. However, the results of the current study 
bring this logic into question: number word learning 
requires not only the availability of relevant concepts but 
also the ability to identify how these concepts are expressed 
by a particular language. Our data suggest that this second 
problem is not trivial. Even on nativist views where the 
concepts “one”, “two”, and “three” are given innately, 
children may nevertheless struggle to identify how they are 
encoded by words in their language.  

A third important conclusion suggested by our study is 
that becoming a Cardinal Principle knower is much more 
complex than previously argued, possibly involving several 
distinct steps. Sarnecka and Carey (2008) argued that 
learning the successor principle allows children to become 
CP-knowers on the basis of data that showed that children 
classified as CP-knowers by Wynn’s Give-a-Number task 
were more likely than subset knowers to exhibit 
understanding of the successor principle. Although it may 
be true that CP-knowers are more likely than subset 
knowers to understand the successor principle, Davidson, 
Eng, and Barner (2012) note that CP-knowers are 
nevertheless highly heterogeneous in their knowledge, and 
that the least experienced counters among them often show 
no evidence of understanding the successor principle. These 
findings led them to conclude that learning the successor 
principle and generalizing it to all numbers cannot be what 
drives children to become CP-knowers. Instead, Davidson et 
al. argued that when children become CP-knowers, their 
initial knowledge is purely procedural in nature and may 

better be understood as “Counting Procedure” knowers, at 
least until they show evidence of understanding the logic of 
counting. Our results are consistent with this conclusion. 
Like Davidson et al. (2012), we found that children first 
learn the counting procedure before showing evidence of 
understanding the successor principle, even for very small 
numbers, and that even our most experienced counters were 
still far from having generalized the successor principle to 
all numbers in their count list.  

However, our findings add an additional wrinkle to the 
story reported by Davidson et al. First, consistent with the 
idea that learning the successor principle involves a type of 
epiphany or conceptual change, we found that if children 
were able to infer successors in one language, they were 
generally able to do so in their second language, too. 
However, curiously, we found that this transfer was 
remarkably restricted to specific numbers like the labels for 
“five” and “eight”. Because this result was not predicted, 
and has not yet been replicated, it remains possible that the 
degree of specificity we report is an anomaly. Still, it is 
clear that despite showing some evidence of transfer across 
languages, children did not generalize knowledge of the 
successor principle within languages. Although we are 
unable to explain precisely why this might be, given our 
current dataset, the result is consistent with two broad 
alternatives. First, one possibility is that children’s failure to 
generalize to larger numbers may be due to their relatively 
less fluid knowledge of the count sequence for larger 
numbers. Although children are sufficiently familiar with 
the list to allow them to name the successors of large words 
(Davidson et al., 2012), the additional problem of doing this 
while simultaneously tracking changes to the cardinality of 
a set may prove especially taxing for larger, less familiar, 
number sequences. Against this hypothesis, however, 
children’s ability to apply the successor function for a 
particular number in their NL2 was not predicted by their 
counting ability in this language. Instead, surprisingly, it 
was strongly predicted by their ability to apply the successor 
function for the same number in their NL1. This result is 
difficult to explain on the hypothesis that children’s 
familiarity with the counting procedure mediates their 
expression of the successor principle.  

Another possibility is that successor knowledge is item-
based both within a language and across languages. On this 
hypothesis, the mechanism that allows children to transfer 
knowledge of a blind counting procedure from NL1 to NL2 
– i.e., the procedure that makes them CP-knowers – may 
involve forming a type of structure mapping between the 
count lists of their two languages, such that knowledge 
about particular sequences within count lists is transferred. 
Children might know that five and cinco represent the same 
quantity, as do six and seis, such that when they learn that 
five plus one equals six they can readily infer that cinco and 
uno equal seis. If we take seriously the specificity of 
transfer we report, then such a hypothesis may be the most 
parsimonious explanation of children’s behavior. 

While the focus of this study was to explain delays 
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between knower levels, one additional result is also implicit 
in the data that we reported. Generally it is assumed that 
because children move through knower level stages one-by-
one in sequence, this sequence must therefore be necessary 
and by some accounts, universal (Piantadosi, Jara-Ettinger, 
& Gibson, 2014). Our study suggests that this need not be 
true, and that stages in principle can be skipped. Although 
we do not have longitudinal data to directly address this 
question, we found that when children were identified as 
CP-knowers in one language, they were very likely to also 
be CP-knowers in their second language. Because this was 
not true for lower knower levels, it would appear that a child 
who is a 3-knower in one language but only a 1- or 2-
knower in their other might become a CP-knower in both 
languages at once, thereby skipping several stages in their 
secondary number language. This is interesting because it 
suggests that, at least in principle, small number word 
meanings can be defined from the start by their role in the 
counting routine, rather than by associations between 
individual words and set sizes (as is presumably normally 
the case). This result does not necessarily mean that such a 
process occurs in monolingual children, but it does raise the 
possibility that stages could in principle be skipped given 
the appropriate training.  

To summarize, in a large sample of bilingual children, we 
found evidence that language-specific learning likely 
explains delays between early knower levels. However, 
once a child learns the counting procedure in either 
language, they are able to transfer this knowledge to their 
other language. After learning this counting procedure, 
children next learn the successor principle, which also 
transfers across languages, but in a curious, incremental, 
fashion. Overall, these data suggest that in bilinguals and 
monolinguals alike number word learning is importantly 
discontinuous and depends on different learning processes 
at different moments in development.  
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Abstract 

Others’ internal qualities (e.g. dispositions, attitudes) are 
not directly observable so we must infer them from 
behavior. Classic attribution theories agree that we consider 
both internal qualities and situational pressure when making 
these judgments. However, one of the most well known 
ideas in psychology is that social judgments are biased, and 
we tend to underestimate the pressure that situations exert 
and overestimate the influence of disposition (known as the 
Fundamental Attribution Error). We propose that the social 
judgments made in classic studies of attribution have been 
interpreted as biased only because they have been compared 
to an inappropriate benchmark of rationality predicated on 
the assumption of deterministic dispositions and situations. 
We show that these results are actually consistent with the 
behavior of a simple ideal Bayesian observer who must 
reason about uncertain and probabilistic influences of 
situations and dispositions.  

Keywords: Social Inference; Bayesian Inference; Attribution 
Theory; Fundamental Attribution Error  

Introduction 
To navigate our social world we must predict how others 

will behave, and how we should act around them. Since we 
cannot directly observe the internal qualities that motivate 
others, we must infer them from their behavior. Imagine you 
see someone drop money in a donation jar when entering a 
donation-funded museum. Do you conclude that she is a 
generous person or just succumbing to the pressure imposed 
by a watchful docent? In all such cases, it is not only 
internal qualities (generosity) – but also external 
circumstances (docent’s attention) – that influence behavior; 
thus attributing a behavior to a situational or a dispositional 
cause is an underdetermined problem.  

An extensive literature suggests that there are systematic 
discrepancies between the social inferences people should 
make, and the inferences they do make. A considerable 
number of behavioral experiments using rich social 
situations have concluded that we have a tendency to 
disregard circumstantial pressures, and instead overestimate 
the role of disposition. That is, when we witness someone 
drop money in the museum donation jar we are prone to 
think that she is a generous person, and not properly 
consider the external pressure the docent is exerting. This 
phenomenon, known as the Fundamental Attribution Error 
(FAE), is one of the most prominent concepts in social 
psychology, has spawned numerous theoretical explanations 
(for review see Gilbert & Malone, 1995), and referenced in 
popular culture (e.g. Gladwell, 2000). In the classic 
demonstration of the FAE, university students read an essay, 

ostensibly written by a classmate, which either favored or 
opposed Fidel Castro (Jones & Harris, 1967). Even when 
told that the opinion expressed in the essay had been 
randomly assigned by a course instructor, readers still 
thought that the author held the view expressed in the essay. 
A large number of studies have since produced similar 
results, yielding a net assessment in the literature that people 
are “lay dispositionalists” (Ross & Nisbett, 1991) wired to 
neglect the influence of situations and instead attribute 
actions to stable internal qualities.  

The inferences observers make in this and similar 
experimental paradigms typically are considered to be 
logically unwarranted. The classic normative models reason 
that when you witness an outcome, and then learn that it 
was caused by one event, it is inappropriate to also attribute 
it to a second event (e.g. Kelly, 1973; Jones & Davis, 1965). 
For example, if you plug your cell phone in and the battery 
doesn’t charge, there are two likely explanations: there is 
something wrong with your device, or the outlet doesn’t 
work. If you learn that the outlet is dead there is now no 
reason to worry that your phone is broken. According to this 
deterministic logic, if a course instructor tells someone they 
must write an essay in favor of Castro, it is irrational to take 
a pro-Castro essay as evidence that the author really favors 
Castro.  

Most isolated situations, however, are not so powerful 
that they completely constrain behavior. In daily life people 
rarely encounter situations that are so extreme that everyone 
acts uniformly within them. Even when society takes great 
care to make behavior as constrained by the situation as 
possible (e.g. locking someone in a jail cell), these situations 
are still not totally deterministic (people still escape from 
jail). Outside of such extremes, situational pressures are far 
from deterministic, but rather act in conjunction with 
internal qualities to produce behavior. Therefore, even when 
a situation is presumed to be influential, it is not reasonable 
for people to assume that its influence is so extreme that it is 
sufficient to determine behavior. Situations akin to those 
used in FAE tasks are certainly far from deterministic. For 
example, Sherman (1980) asked university students to write 
an essay supporting a controversial school policy and less 
than 70 percent of students complied. Since situations are 
rarely (if ever) entirely constraining, we should not expect 
subjects in the classic FAE studies to attribute cause as if 
they are. How can we reason about peoples’ dispositions in 
non-constraining situations? For this we turn to the 
formalism of causal attribution in probabilistic inference. 

Recent work suggests that human causal learning and 
inference can be explained within a rational probabilistic 
inference framework across a number of domains. This 
work proposes that we can form a causal model of the 
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world, and condition on our observations to determine what 
might have been true of the world to yield the observations 
we have seen. This reasoning framework can account for a 
wide range of the causal inductions made by humans 
(Holyoak & Cheng, 2011), including social inferences, such 
as inferring goals from the movement of simple animated 
agents (e.g. Baker, Saxe, & Tenenbaum, 2009). We propose 
that the social inferences made in classic FAE studies can 
also be accounted for within this framework, and that given 
uncertainty about the strength of situational variables, 
human tendencies to make dispositional inferences in these 
paradigms are quite sensible, and do not reflect a bias. 

In the past there have been scattered proposals that the 
social inference process could be accounted for in terms of 
Bayesian inference (Azjen & Fishbein, 1975; Morris & 
Larrick, 1995). However, these proposals predated modern 
computational statistical methods (Griffiths & Tenenbaum 
2005, 2009; Kemp & Tenenbaum 2009), and could offer 
only verbal descriptions of conceptual possibilities1 without 
being able to make concrete predictions about the variety of 
manipulations in the decades of established FAE literature.  

In this paper we first explain how a rational agent should 
make inferences about dispositions in non-constraining 
situations using Bayesian inference. We then apply this 
framework to the results of two classic studies of the FAE – 
Jones & Harris (1967) and Quattrone (1982) – to 
demonstrate that the patterns of behavior that have been 
used to argue that our social inferences are flawed can 
instead be explained by considering what people ought to do 
given their uncertainty about other people and the situation. 

A Rational Model of Social Inference 
Given the uncertainty inherent in reasoning about the causes 
of others’ behavior, we cannot expect the social inferences 
that people make to be errorless. The relevant question is 
not whether we make errors when reasoning socially, but 
rather if these errors consistent with the errors a rational 
observer would make, or if they are systematically biased? 
A simple causal inference account is sufficient to capture 
how an ideal, probabilistic observer would make 
dispositional and situational inferences in the classic FAE 
task. For instance, how would an ideal observer infer the 
generosity of a museum patron who makes a donation in the 
presence of a docent?  

We will assume that the influence of the situation and the 
influence of the person’s disposition will combine to yield 
the probability of an action. This can be expressed as a 
simple three-node graphical model (Figure 1; Pearl, 1988): 
Making a donation will be a function of the situation 
(pressure imposed by the docent to leave a donation) and the 
individual’s disposition (how generous the person is). 

                                                             
1 However, see Jennings (2010) for an alternate quantitative 

Bayesian conceptualization of the FAE and the Discussion for a 
comparison of his framework with the account proposed here. 

 
Figure 1: Graphical model of an action arising from two 

possible classes of causes: Situation and disposition influence the 
probability that an action will occur. Various attribution 
experiments amount to conditioning on (observing) two of the 
three nodes, and inquiring about the third.  
 

In this scenario and the scenarios considered in this paper 
behavior can be treated as a simple, binary action2: the 
museum patron either leaves a donation, or doesn’t. In such 
situations the resulting probability (q) is the chance that one 
of the two outcomes occurs, formalized as a draw from a 
Bernoulli distribution. For simplicity and convention, we 
will assume that the strength of the situational (s) and 
dispositional (d) influences on the action (a) is represented 
as additive in log-odds. Thus, they each take on real values 
from negative infinity to positive infinity: positive numbers 
reflect influences that favor a behavior (donating) and 
negative numbers favor the alternative (not donating).  
Therefore, the log-odds of an individual donating is the sum 
of the situational and dispositional influences expressed in 
this manner. The probability (q) of donating may be 
calculated by applying the logistic transformation to the log-
odds of behavior: 

q = 1
1+ e[−(s+d )]

 

 
A donation is therefore made with probability q, and is 

not made with probability 1-q: 

P(a | q,θ ) = 1
0

!
"
#

q
1− q

 

 
We can quantify both the strength of a person’s 

disposition and the situation based on how we expect people 
to act. A person with a disposition of d=0 is equally likely 
to take the chosen action or not in an unconstrained situation 
(e.g., will donate 50% of the time when not watched by the 
docent). People with positive disposition scores are more 
likely to take the chosen action in an unconstrained 

                                                             
2 Although the situations considered here lend themselves to 

binary outcomes and thus make the logistic model appropriate, this 
framework can be extended to continuous action spaces by 
considering alternate linking functions between actions and the 
sum of situational and dispositional influences. Indeed, we have 
expanded the model to accommodate graded actions, but due to 
space constraints this extension is not discussed here.  
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situation, and people with negative disposition scores are 
less likely. The situation strength then defines how much the 
situation changes this probability. We define an 
unconstraining situation to have the situation strength s=0, 
and so the probability of taking an action (e.g., donating) 
relies only on the actor’s disposition. Positive situation 
strengths represent conditions that encourage taking the 
chosen action (e.g., the docent watching), while negative 
situation strengths represent conditions that encouraging the 
alternative (e.g., you hear the museums’ board is skimming 
money). 

So, for example, you might expect 73% of people to 
donate to the museum with no docent, which would 
represent an average disposition of d=1, since 1/(1 +
𝑒! !!! ) = 0.73. If 92% of people donate when the docent 
is watching, this would be captured by a situation strength 
of s=1.5, since 1/(1 + 𝑒! !!!.! )   = 0.92. 

This only explains how situation and disposition might 
combine to determine the probability that a specific action 
did or did not occur. But in most cases, people know the 
situation and observe an action, but do not know 
disposition. Now we consider how people might reason 
backwards to disposition once they observe someone take 
an action in a known situation. 

This reasoning requires understanding how dispositions 
are distributed in the world – e.g., how many people are 
more generous or stingy than average? Given this prior 
distribution on dispositions, and the observation of an action 
a in a situation of some strength s, we can calculate the 
posterior probability of the generosity of the actor using 
Bayes rule: 

 

This provides a posterior distribution over the disposition 
that the actor might hold. We assume that when people are 
asked to make a point judgment about disposition 
afterwards, this judgment will be based on the expected 
value of this distribution. 

Some Situations are More Informative than Others  
With this inference framework, upon observing an actor 
take an action, that observer should always attribute some 
causal role to the actor’s disposition. However, the amount 
of attribution should depend on the strength of the situation. 

Imagine we are now in a world with somewhat more 
stingy museum patrons than before, where only 50% would 
donate with no outside influences (here represented by the 
prior 𝑑~𝒩 0,1 ). Now you observe that a visitor donates 
money with no docent watching (s=0). Based on the 
equation above, you should infer that the visitor is 
somewhat more generous than average 
(E[d|s=0,a=1])=0.39, Figure 2 point A). 

But what if there is strong pressure against donating? For 
instance, if a patron walks in and mentions that they are 

broke and choosing between donating or eating lunch (s=-3) 
yet donates anyway, you should infer even more strongly 
that they are generous (E[d|s=-3,a=1])=.75, Figure 2 point 
B). If the action occurred despite pressure against the action, 
it must have been motivated by attitude, and strong attitude 
inferences are made. 

Conversely, if a person donates when the docent is 
breathing down their neck and telling them the museum is 
about to go bankrupt because not enough people are 
donating (s=3), the ideal observer will infer something 
about the patron’s disposition (E[d|s=3,a=1])=.08, Figure 2 
point C), since a true Scrooge would simply ignore the 
docent and walk through. As long as situations are not 
deterministically strong, the ideal observer should make 
some dispositional attribution, but the strength of that 
attribution should be modulated by situation strength.  

 

 
Figure 2: The strength and direction of the attitude that the ideal 
observer infers depends on the situational pressure in combination 
with whether the action occurred. When there is stronger 
situational pressure toward an action and the actor performs the 
chosen action (+), the ideal observer makes weaker inferences 
about attitude. However, when there is stronger situational pressure 
against the action and an actor does it anyway, the ideal observer 
makes a much stronger inference about attitude. Symmetrically, 
not doing the action (l) is more informative when the situation 
was motivating the action, compared to when it was discouraging 
the action. Until the situation becomes deterministically strong, the 
ideal observer always infers an attitude that is consistent with an 
observed action. 

Inferring Attitude From Situationally 
Motivated Behavior (Jones & Harris, 1967) 

In the classic FAE experiment, Jones and Harris (1967) 
examined how we account for situational pressures when 
reasoning about other’s dispositions. Based on a 
deterministic (Boolean logic) view of such inferences, they 
reasoned that a behavior is evidence of a person’s 
disposition, but when there is a situational explanation for 
the behavior it no longer reveals anything about the actor’s 
disposition. They asked university students to read an essay 

P(d | a, s) = P(a | d, s)P(d)
P(a | d ', s)P(d ')

d '
∑

A 
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that either opposed or endorsed Castro. Participants were 
told that the essay was written by a classmate who was 
either instructed to argue for a particular position, or was 
free to choose whether to write a pro or a con essay. After 
reading the essay participants answered ten 7-point Likert 
scale questions (1: strongly anti to 7: strongly pro) about 
what they thought the author’s true attitude toward Castro 
had been; these ten responses were summed, yielding an 
overall scale from the strongest anti-Castro beliefs (10) to 
the strongest pro-Castro beliefs (70). If the essay position 
were freely chosen, then it obviously reveals the authors’ 
attitude; however, if instructions to write in support of one 
position or another would make any person — regardless of 
their disposition — produce a compelling essay for the 
instructed position, then Jones and Harris suggest that the 
essay content should not be informative of the authors’ 
attitude.  

As predicted, when readers were told the essay position 
was freely chosen they believed that the author had an 
attitude about Castro consistent with the views expressed in 
the essay. However, when the reader was told that the 
position had been assigned, readers continued to estimate 
the authors true attitude to be consistent with the essay’s 
position, albeit more weakly (original data re-plotted in 
Figure 3A). So, people do not behave logically according to 
Jones and Harris: people infer attitudes when they should 
explain behavior based on the situation.  

But what inferences should we expect from a rational 
observer who did not believe that instructions to write a 
particular essay was completely deterministic? We can 
characterize the behavior of such a rational observer via a 
Bayesian causal inference model: given the observation of 
either a pro or anti Castro essay (a binary action), and some 
assumption about the influence of instruction (situation 
strength) what might the actor’s attitude about Castro be 
(disposition)? From the logic captured in Figure 2, we 
would expect that such an observer would infer some 
attitude that is consistent with the essay even when the 
position had been assigned. If the instruction to write a pro-
Castro essay does not completely determine behavior, then 
those with vehemently anti-Castro views might still write an 
anti-Castro essay; therefore, seeing a pro-Castro essay still 
tells us something about the author’s attitude, namely that 
they are not so strongly against Castro that the instructions 
were insufficient to compel them to write a pro-Castro 
essay. So, qualitatively, a rational observer believing in soft 
(non-deterministic) influence of situations will still infer 
some disposition, but just how much depends on the 
observers’ assumptions about how compelling the situation 
is. What assumptions about the “strength of the situation” 
(of being assigned to write an essay supporting, or opposing 
Castro) would such an observer need to make to yield not 
just the qualitative, but also the quantitative pattern of 
participants’ judgments?  

To formalize this we must specify the “situation strength” 
of being assigned to write an essay supporting or opposing 
Castro, and those under free choice. Since the majority of 

reader-subjects reported being anti-Castro, we assumed that 
readers had strong prior belief that a majority of people 
(about 70%) were against Castro. We assume that a neutral 
person (not average, but split between positions) who 
chooses what to write would be equally likely to produce a 
pro or anti-Castro essay: this is equal to a neutral situation 
strength. Further, we assume that the assignment to write a 
pro- or anti-Castro essay have situation strengths that would 
compel a perfectly neutral person to write the assigned essay 
88% (s=2) of the time. Finally, we scaled posterior beliefs 
about disposition to the 10-70 point scale using a logistic 
transformation. 

Under these assumptions,3 an ideal observer infers the 
same pattern of dispositions as people do: when the 
situation does not exert any pressure (the “choice” 
conditions) the ideal observer treats the attitude expressed in 
the essay as very informative, and infers that the author’s 
true attitude roughly mirrors what was expressed in the 
essay. When the situation does exert pressure to take a 
particular position (the “no-choice” condition) both humans 
and the ideal observer treat the behavior as informative 
(though less so), and make correspondingly weaker 
dispositional attributions (Figure 3B). 
 

 
 

Figure 3: Inferred attitude as a function of essay position, and 
whether this position was chosen or assigned. A: People inferred 
that the position expressed in an essay was indicative of the 
author’s true attitude both when they chose their position, and 
when it was assigned (Jones & Harris, 1967). The attitude 
attributed to the author was stronger when the author chose his 
position (solid line), and weaker when assigned (dotted line). B: 
An ideal observer also infers that the essay is indicative of the 
author’s true attitude, but more informative when the position was 
chosen, and less informative when assigned (dotted line). 

                                                             
3 Prior beliefs about situations and attitudes, and interpretations 

of the strength of the particular situations (for Jones & Harris, 
1967) and attitude (for Quattrone, 1982) influences were not 
collected in the original studies. Therefore we chose plausible 
parameters to predict peoples’ inferences. Importantly, all 
reasonable parameter choices yield the same qualitative patterns.   

A: Human B: Ideal Observer 
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Inferring Situation when Attitude is Known: 
Inverting the FAE (Quattrone, 1982) 

The theory of the FAE suggests that people are prone to 
overestimate the influence of disposition and to 
underestimate the influence of situation. If people indeed 
have this tendency then we would not expect them to infer 
additional situational pressure when a known disposition 
has already accounted for an action. Yet there is a curious 
finding in the literature that suggests the opposite: when 
people know about an actor’s disposition, they are more 
likely to “over-attribute” the actor’s action to situational 
pressures. 

Quattrone (1982) asked subjects to read an essay favoring 
or opposing the legalization of marijuana, but rather than 
knowing if the essay position was chosen or assigned, 
subjects were told that the author was known to have either 
a neutral opinion about legalization, or an opinion consistent 
with the attitude expressed in their essay. Subjects were told 
that the purpose of the study was to determine if extraneous 
experimental factors (e.g. experimenter bias) might be 
influencing the opinions people expressed. After reading the 
essay, subjects were asked to estimate the likely situational 
pressure on a 30 point Likert scale (-15: pressure to oppose, 
15: pressure to favor). Even when subjects were told that the 
author held a pro-legalization view, they believed there was 
pressure to write a pro-legalization essay, and vice versa 
(original data re-plotted in Figure 5A).  

According to the logic of classic FAE studies, this could 
be considered an “over-attribution” of the situation, since 
the pre-experiment attitude is known to have caused 
behavior. This finding is inconsistent with typical 
explanations of the FAE and calls into question the 
theoretical accounts of the FAE that claim that we have a 
inclination to over-attribute behavior to dispositions, and not 
attribute enough to situations (e.g. Taylor & Fiske, 1978; 
Gilbert, Pelham & Krull, 1988).  

 

 
 
Figure 4: Graphical model show that situation and disposition 

influence the probability that an action will occur. Instead of 
conditioning on (observing) situation and the action, and inquiring 
about situation, here we condition on disposition and action, and 
inquire about the strength of the situation. 

 
A Bayesian Inference account, however, predicts this 

pattern of results. When someone behaves in a way that is 

motivated by their known disposition, it is still rational to 
infer that the situation was also motivating the action, given 
that probabilistic dispositions do not completely determine 
behavior. Assuming the same generative process as 
explained previously (Figure 1), inferring the unknown 
situation strength given a known disposition is symmetric to 
the inference process applied previously to the attitude-
attribution paradigm. Here, we observe an action and know 
the disposition but now must reason about the likely 
situation strength (Figure 4). Knowing the disposition and 
what action the agent chose, but having a prior distribution 
over types of situations people encounter, we can use Bayes 
formula to derive a posterior probability of the impact of the 
situation: 

 
 

This framework provides mirrored inferences to the 
framework used to reason about disposition: an ideal 
observer should always infer that the situation has some 
impact on an observed action. Just as the rational observer 
would infer that a museum patron who gives a donation is 
generous even when a docent is watching, it is also rational 
to infer that if a generous friend donates, there was some 
pressure for her to donate. And just as observing an action is 
more informative about an actor’s disposition in some 
situations compared to others, how much an action informs 
you about the situation also depends on the how strong that 
actor’s disposition is. But so long the actor’s disposition 
does not compel them to act identically in all situations, it is 
rational to infer that the situation had some impact.  

 

 
 
Figure 5: Inferred situation as a function of the essay and the 
known attitude. A: Subjects inferred that the position expressed in 
an essay was evidence for how much the situation was motivating 
behavior, both when they thought the author had a pre-existing 
attitude, and when the didn’t. The situation inferred was stronger 
when they thought the author had no pre-existing opinion. B: The 
ideal observer also infers that the situation was pressuring the 
essay position, but more so when the author had no existing 
opinion. 

P(s | a,d) = P(a | s,d)P(s)
P(a | s ',d)P(s ')

s '
∑

A: Human  B: Ideal Observer 
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In the Quattrone (1982) task, the ideal observer once 
again observes a binary action (either a Pro- or Anti-Castro 
Marijuana essay) but now they known the strength of the 
author’s true attitude and must infer the strength of the 
situation. To formalize the “no opinion” condition we 
assume that people would be equally likely to write a pro- 
or anti-legalization essay, and in the ”opinion” condition we 
specify that that the proclivity to write a pro- or anti-
legalization essay has a strength of 1 and -1, respectively 
(meaning that 73% of people would write an essay 
consistent with their attitude in a neutral situation). Just as 
before, we used a logistic transformation and rescaled the 
expected posterior situation strength to place it on the same 
scale as Quattrone (1982). 

Consistent with a Bayesian Inference account, and in 
contrast to what a FAE framework would predict, when the 
reader thought the author had a no opinion before the 
experiment they inferred that the experimental situation had 
exerted some force on the writer. When the reader thought 
the author had a pre-experiment opinion about marijuana 
legalization, they still inferred that the experimental 
situation exerted some pressure, just less than what readers 
in the “no opinion” condition inferred (Figure 5A). An ideal 
observer demonstrates the same pattern of results (Figure 
5B), suggesting we can explain why people will in some 
situations behave opposite to the predictions of the FAE.  
 

Discussion 
Our results show that human attribution of behavior to 
situational and dispositional causes – which has long been 
considered systematically biased – can be reconciled with 
the inferences made by a rational observer reasoning in a 
probabilistic world. We demonstrated how judgments in the 
prototypical Fundamental Attribution Error paradigm are 
not errors, but rather are the result of inferring internal 
qualities in a world where situations do not fully constrain 
behavior. Rational attitude attribution might be rendered 
consistent with human judgments merely by adding a biased 
prior about the strength of situations (i.e. by supposing that 
situational constraints are systematically underestimated); 
however this would amount to merely reframing the FAE in 
Bayesian jargon. For instance, Jennings (2010) assumed that 
reasoning about dispositions could be explained by 
Bayesian inference using a biased prior, and showed that 
people’s attributions could still be internally consistent. 
Critically, however, we show that a situation in which 
people behave inconsistently with the typical explanation of 
the FAE – over-attributing behavior to the situation when 
disposition is known – is also a natural consequence of 
rational probabilistic reasoning, and could not be explained 
simply by miscalibrated expectations about situations.  
     The mechanisms of our ideal observer model are not 
particularly sensitive to parameters: all parameter values 
capture the qualitative effects in the classic FAE studies, 
and a priori plausible values yield a good quantitative fit. 
Nonetheless, in future work we will empirically obtain 
observers’ expectations about situations and dispositions, as 

well as how they interpret the influence of specific 
situations, to compare parameter-free predictions of our 
model to human behavior.  
     In short, our work suggests that results from decades of 
attribution experiments, which have been classically 
interpreted as evidence that our social inferences are 
fundamentally flawed, might instead be the natural outcome 
of reasoning about a complex and uncertain world.  
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Abstract 

We explored the extent to which working memory 
underpins the processing of relational information 
in melodies. Using a between subjects design, one 
group of participants was primed with a melodic 
stream while performing a concurrent 2-back task 
while the other group was also primed with the 
melodic stream but did not perform a concurrent 
task. Participants were then given a melodic 
relational categorization task where relations 
(melodic contour and intervals) could either match 
or not match the primed melody. Reaction times on 
the categorization task for primed melodies tended 
to be faster than for non-primed melodies in the no-
task condition, suggesting that relational 
information in melodies could influence behavior 
more under conditions where working memory 
resources were not being used in concomitant 
tasks. Given the marginal results, more data should 
be collected to ascertain the full extent to which 
working memory is involved in the processing of 
relational melodic content. 

Introduction 
Melody is one of the most fundamental and salient 
aspects of music. Simple melodies consist of 
discrete units or notes, with each note 
characterized by a pitch, or fundamental frequency 
(i.e., Hertz value). Pitch is a property of sound 
related to the rate of vibration that produces the 
sound, and is characterized by descriptions such as 
“lowness” or “highness.” The two most common 
ways in which the pitch sequence of a melody can 
be encoded are absolute and relative pitch. 
Encoding a melody via absolute pitch involves 
storing the notes according to the fundamental 
frequencies (i.e., featural aspects) of each pitch, 
whereas encoding in terms of relative pitch 
involves storing the melody in terms of the 
relations or intervals (specific frequency 
differences) between each note.  

 Relative pitch encoding is considered to be the 
core strategy humans use to categorize and store 
familiar melodies (Attneave & Olson, 1971; Page, 
1994). For example, the song Happy Birthday is 
immediately recognizable due to the unique 
intervals between each of the notes regardless of 
whether or not the song starts on a low or high 
pitch relative to the key in which the song is 
traditionally played. There is much evidence on the 
use of relative pitch information in adults through 
both behavioral (Dowling, 1978, 1984, 1988) as 
well as neuroimaging studies (Fujioka, Trainor, 
Ross, Kakigi, & Pantev, 2004; Trainor, McDonald, 
& Alain, 2002). 
 In addition to relative pitch, the contour and the 
intervallic sequence are two other characteristics 
that can be used to categorize melodies. Contour 
refers to the general shape, or sequence of up and 
down frequency shifts, as the melody progresses 
from note to note, while the intervallic sequence 
refers to the tonal distance from one pitch to 
another. For example, a melody with an identical 
contour to Happy Birthday, but with a different 
intervallic sequence would be perceived as a 
completely different song though it would still 
have the same general “shape” (i.e., contour), or up 
and down pattern (compare A or B to C in Figure 
1). 
 Although the intervallic pattern may be the most 
overtly salient and representative feature of a 
melody to humans, studies have shown that, at 
least for a short duration after being exposed to a 
melody, human adults are also sensitive to 
absolute pitch and melodic contour, (Bartlett & 
Dowling, 1980; Dowling, 1978). Even though the 
intervallic and contour properties of melodies may 
characteristically differ in the type of information 
they carry, what is perhaps more important is that 
the nature of the information they carry is 
fundamentally relational. Meaning that this type of 
information depends on the relationship (whether 
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it is the precise intervallic distance or the general 
contour shape) between each pitch, and not on the 
actual pitch frequencies themselves. Thus, it is 
within this relational capacity that melodic 
perception can be said to share a cornerstone 
property with many other cognitive processes. 
 

 
 

Figure 1: First four notes of Happy Birthday in low 
(a) and high (b) pitches, and a different melody 

with similar contour (c). 
 

 The ability to explicitly and implicitly process 
relational properties in stimuli has been proposed 
as a fundamental mechanism underlying a wide 
range of cognitive phenomenon. This includes not 
only higher level reasoning skills such as analogy-
making (Gentner, 1983; Gick & Holyoak, 1980; 
Holyoak & Thagard, 1995), language (Kim, 
Pinker, Prince, & Prasada, 1991), and rule based 
learning (Lovett & Anderson, 2005), but also 
extends to perceptual processes such as the 
detection of similarities (Medin, Goldstone, & 
Gentner, 1993). For example, there is evidence to 
suggest that we recognize objects due to the 
specific relationships that exists between 
component shapes (Biederman, 1987). 
 Given that melodic processing appears to require 
extracting relational information from melodies, it 
is a reasonable and parsimonious starting point to 
propose that the same mechanisms used in other 
relational tasks could also operate when processing 
melodies. That is, the representation of melodies as 
relations between individual notes may be the 
common underlying mechanism to the approaches 
that humans employ to encode melodic 
information (e.g., intervallic and contour). Thus, 
the strength of relational reasoning lies in the 
ability to reason beyond the specific features of an 
object; it is the ability to extract the relationship 
that an object has with others. Similarly, the ability 

to recognize a melody (or its shape) rests on 
appreciating the relationship between the pitches, 
and not just the specific frequencies of each note. 
 Another unique and defining aspect of melodies 
is their inherent temporal and sequential nature. 
Given this sequential nature, the question remains: 
how are the elemental pitches within melodies 
bound together over time such that relationships 
can be extracted and processed in a listener’s 
mind? Different theories have put forward 
explanations for such a binding mechanism. Anne 
Treisman’s feature integration theory (Treisman, 
1998) posits that there are several different stages 
in the process. For example, in the initial stage an 
object’s features are processed separately and 
attention might be likened to a kind of “glue” that 
binds the various features together. Other 
researchers have proposed that working memory is 
responsible for this binding process, wherein the 
ability to simultaneously hold different features or 
objects in memory while they are being processed 
could be likened to a more integrative mechanism 
(Allen, Baddeley, & Hitch, 2006).  
 The role of working memory and its interaction 
with attention is a widely studied and debated 
phenomenon (e.g., Feng, Pratt, & Spence, 2012; 
Postle, 2006). Working memory is a dynamic form 
of memory that is manipulated quickly (in 
seconds) and used to temporarily store information 
for further analysis (Baddeley, 2003). In fact, 
working memory is often associated with objects 
in attention, and the two concepts are somewhat 
interconnected. For example, a functional 
magnetic resonance imaging (fMRI) study strongly 
implicated their overlap (LaBar, Gitelman, Parrish, 
& Mesulam, 1999). It should be noted that 
resolving these opposing theories is beyond the 
scope of this paper. However, the present study 
does utilize the conceptualization that working 
memory may operate as an integrative mechanism 
to facilitate the binding process when processing 
melodic information.  
 Research in the visual domain has shown that 
working memory may function as a binding 
mechanism for sequential visual events. Yet this 
binding mechanism may not be entirely 
impervious to cognitive strain, as experiments that 
place participants under dual task conditions with 
heavy memory (and attentional) demands have 
shown (Allen et al., 2006; Lavie, 2005). While in 
the auditory domain studies have looked at the 
binding of spatial and verbal features through 
sequential exposure (Maybery et al., 2009), to date 
no study has systematically and directly 
investigated the relationship between working 
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memory and binding mechanisms in the specific 
context of melodic perception.  
 By examining the extent to which melodic 
perception depends on working memory resources, 
the role of working memory in relational 
processing can be inferred. Whether working 
memory resources are used similarly across 
different types of sequential processing, or whether 
there may be a bias towards musical processing 
due to a predisposition for musical stimuli is also 
an open question. 
 In order to address these questions, participants 
listened to a melodic stream while either 
performing a concurrent 2-back task on a visually 
presented letter stream, or passively watching the 
letter stream. Following each task, participants 
were again presented with a melodic stream, but 
now were required to match the relational attribute 
(shape) of the melodies to one of two categories. 
 Thus it is hypothesized that if working memory 
resources are a prerequisite for relational 
processing, as some have suggested (Doumas, 
Hummel, & Sandhofer, 2008; Morrison, Doumas, 
& Richland, 2011; Morrison, Holyoak, & Truong, 
2001), then the ability to perceive melodic content 
should falter as these resources become depleted. 
That is, as relational processing falters, perception 
of the relational content of melodies should 
consequently suffer. 
 To minimize possible confounds, an indirect 
priming approach was used to measure relational 
processing1. During the testing phase the task was 
to listen to a three-note melody and to categorize 
the contour of the melody (as “Up-down” or 
“Down-up”). In this test, the melody could either 
match or not match the contour and intervallic 
pattern of the primed melody heard during the 
exposure phase (see Figure 3). We hypothesized 
that when the test melody had the same intervals 
and contour (relations) as the primed melody, 
reaction times on the categorization task should be 
faster compared to when the test melody did not 
have the same contour as the primed melody. This 
hypothesis is in itself a novel prediction; as to our 
awareness no previous studies have examined such 
priming effects on an orthogonal relational 
categorization task. 
                                                
1 A priming design was used instead of more direct 
approaches such as asking participants which of two 
choices sounded “the most familiar” to avoid possibly 
biasing participants’ responses. That is, the inherent 
subjectivity in how to interpret such test prompts may 
not ensure that relational processing of the exposed 
melody is in fact measured, and thus was avoided here. 

 Crucial to this study—and relevant to our 
proposal that working memory is required for both 
relational and melodic processing—we also 
hypothesized that under the 2-back condition, the 
priming effect would go away. That is, if working 
memory resources are required for the processing 
of relations, the depletion of these resources under 
the 2-back task should prevent relational priming. 

Methods 

Participants 
Sixty participants were recruited from the 
University of Hawaiʻi at Mānoa, for a total of 30 in 
the baseline condition (age 20.7 ± 3.1, 22 females) 
and 30 in the 2-back condition (age 20.8 ± 2.5, 19 
females). Participants’ musical experience (M = 4 
years, SD = 4) and self-reported perfect pitch 
abilities (6 participants) did not differ across the 
conditions (p > 0.1). All participants were naïve to 
the experiment and had normal or corrected to 
normal hearing and vision. 

 
Figure 2: Exposure phase stimuli consisting of 

auditory stream with interleaved melody. 
	  
 

 
Figure 3: Test phase stimuli. During the test phase 
participants were asked to categorize melodies as 

either “Up-down” or “Down-up”.  
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Stimuli 
The auditory pitch stream in the exposure phase 
was constructed using randomly determined 
pitches from a five-note whole-tone scale2. The 
pitch stream was assembled by a paradigm script 
using the following procedure: 1) first a random 
melody was constructed, 2) next, this melody was 
played and repeated, while 3) interspersing random 
notes of random quantities (between 0-2 notes) in 
between each repeated melody (see Figure 2). In 
addition, a visual letter stream was concurrently 
presented on a computer screen (participants were 
only required to respond to the letter stream in the 
2-back condition). This letter stream was 
constructed from randomly chosen non-repeated 
letters (from the following set: B, C, D, E, F, J, K, 
L, M, N, P, R, S, T, Y, X, Z). Each letter event was 
presented for 700 ms, with 16.7 ms of silence and 
a blank gray screen as separation between events. 
Each sound pitch was played for 500 ms. In the 2-
back condition the letters would repeat after one 
intervening letter (e.g., B-A-B) at randomly 
allocated positions. 
 The test phase consisted of eight two-
alternative-forced-choice (2AFC) questions asking 
participants to categorize the shape of each of the 
three-note melodies as either “down-up” or “up-
down” (see Figure 3). 

 
Figure 4: Exposure phase. 

                                                
2 The whole-tone scale was used to avoid the possibility 
of having any harmonic or scale related information 
within the melody and pitch stream as possible 
confounds. 

Procedure 
Both conditions consisted of two phases (with the 
extra addition of 2-back training prior to the 2-
back task). For the first exposure phase, 
participants listened to the pitch stream. 
Concurrent to the pitch stream was a visual letter 
stream that participants were required to monitor 
(see Figure 4). In the baseline condition 
participants were not required to respond to the 
visual stream. During the 2-back visual task 
participants responded with the spacebar each time 
a 2-back repetition occurred (e.g. A-B-A, G-Y-G, 
etc.). 
 The auditory pitch stream lasted for two minutes 
(the repeated melody was played approximately 
100 times during this period3). After the pitch 
stream ended, the letter stream continued for one 
minute. Following this exposure phase, 
participants were then presented with the test 
phase where they heard eight three-note melodies 
and were asked to categorize the shape of each 
melody as either “up-down” or “down-up.”  
 To ensure that participants were familiar with 
the tasks and could perform the 2-back task, 
participants in the 2-back group were trained on 
the 2-back test prior to the experiment. In order to 
acclimatize participants to the 2-back task, during 
the actual exposure phase, a lead-in period of 30 
seconds for the visual letter stream was used prior 
to the onset of the pitch stream (see Figure 4). 

Results 
For the 2-back condition, data from one participant 
was excluded due to accuracy on the exposure-
phase memory task being lower than 70%. 
Reaction times within and across the two 
conditions were analyzed using a 2x2 ANOVA 
containing within factors of priming status (primed 
vs non-primed) and between factors of exposure-
phase task (no task vs 2-back). 
 Due to the large proportion of trials discarded 
when using only correct trials (36% for no task, 
and 48% for 2-back), the ANOVA was conducted 
on two datasets consisting of 1) all trials and 2) 
correct trials only. 
Both correct and incorrect trials The main effect 
of priming status approached significance 
indicating that reaction times tended to be faster 
for primed melodies compared to non-primed 

                                                
3 Note that the melody in the exposure stream is not only 
priming general up or down relationships, but they are 
also priming specific relationship, (e.g. 5 whole steps up 
and 3 whole steps down, see Figure 2). 
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melodies, F(1, 57) = 3.8, p = 0.06. An interaction 
trend also suggests that the priming effect was 
stronger in the no-task condition compared to the 
2-back condition, F(1, 57) = 3.4, p = 0.07, (see 
Figure 5). 

 
Figure 5: Reaction times for both correct and 
incorrect trials on the relational categorization 

task. Error bars = 95% confidence interval. 
 
Correct trials only Although there were neither 
main effects of n-back task or priming status (p > 
0.1), the interaction did trend towards significance, 
indicating that for correct trials only the priming 
effect also tended to be stronger in the no-task 
condition compared to the 2-back condition, F(1, 
48) = 3.0, p = 0.09, (see Figure 6). 

 
Figure 6: Reaction times for correct trials on the 
relational categorization task. Error bars = 95% 

confidence interval. 

Discussion 
This exploratory study on the relationship between 
working memory and melodic perception yielded 
several insights. First, these findings contribute to 
existing research suggesting that working memory 
may play a role in relational learning (Morrison et 
al., 2011; Morrison et al., 2001). Second, under 
conditions in which working memory was not 
depleted, reaction times4 for categorizing melodies 

                                                
4 RTs were measured from the offset of last note in the 
melody. RTs were relatively higher since participants 
had to read the prompt, think about what was being 
 

that shared relational content with primed melodies 
tended to be faster compared to non-primed 
melodies. This implicit learning effect suggests 
that the underlying mechanism for processing 
melodic information may involve a relational 
component. However, it should be noted that this 
finding must be interpreted cautiously given that 
this marginal difference failed to be below a 
conventional alpha level of .05.  
 Importantly, under conditions of working 
memory taxation, such a priming trend on the 
relational processing of melodies was not 
observed. That is, participants were no longer 
faster to categorize primed melodies compared to 
non-primed melodies. This finding could mean 
that 1) working memory may serve as the 
integrative mechanism for encoding melodic 
information, 2) processing of relational content of 
melodies may not be automatic or impervious to 
the concomitant side effects of working memory 
taxation, and 3) available working memory may be 
a prerequisite for melodic perception and relational 
learning. Note however, that until more data are 
obtained for corroboration, and in light of the non-
significant trends, these conjectures are highly 
speculative.  
 A possible algorithmic level account for the 
linkage between working memory and relational 
learning exists in at least one neurally-plausible 
computational model, which defines working 
memory as dynamic binding operations occurring 
in the prefrontal cortex (Doumas et al., 2008). 
Thus, while researchers have suggested a link 
between relational learning and music, the three-
way linkage between working memory, relational 
learning, and melodic processing is a novel one. 
However, in light of the evidence presented here, 
we believe this notion warrants further exploration. 
This could include varying the extent to which 
working memory is taxed during the exposure 
stage in subsequent experiments. 
 Given that Baddeley’s formulation of working 
memory (Allen et al., 2006) contains multiple 
components (i.e., phonological loop, episodic 
buffer, visuo-spatial sketchpad, and central 
executive), the question remains as to which 
components are involved in melodic perception, 
and if some are more heavily used than others. For 
example, the n-back task may engage the 
phonological loop and episodic buffer more than 
other WM components, but which components 
does melodic perception itself engage? These are 
                                                                   
asked (they were not trained on this categorization task 
before hand), and also reflect back on the melody. 
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all important theoretical considerations, and ones 
that future experiments should explore. 
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Abstract 

We explore the developmental trajectory and underlying 
mechanisms of relational reasoning. We describe a surprising 
developmental pattern: Younger learners are better than older 
ones at inferring abstract relations. Walker and Gopnik (2014) 
demonstrated that toddlers are able to infer the relations 
“same” and “different” in a causal system. However, these 
findings appear to contrast with the literature suggesting that 
older children have difficulty inferring these relations. Here 
we manipulate the data and children’s search procedure to 
assess the influence of these factors. In Experiment 1, we find 
that while younger children have no difficulty learning these 
relational concepts, older children fail to draw this abstract 
inference. In Experiment 2, we demonstrate that older 
children have learned the hypothesis that individual kinds of 
objects lead to effects. Finally, Experiment 3 indicates that 
including an explanation prompt during learning also 
improves performance. Findings are discussed in light of 
computational theories of learning.  

Keywords: cognitive development, causal learning, relational 
reasoning, Bayesian inference. 

 
A growing literature indicates that children as young as 

16 months of age are able to learn specific causal properties 
from contingency information and can act on that 
knowledge to bring about novel effects in the world (e.g., 
Gopnik & Wellman, 2012). But when and how can children 
learn abstract principles about causal structure? Higher-
order generalizations, “framework theories” (Gopnik & 
Wellman, 1992), or “overhypotheses” (Goodman, 1955), 
provide the learner with information about the types of 
specific hypotheses that are likely to be true. Recent 
computational work suggests that these generalizations in 
turn might help children learn new specific causal 
relationships from perceptual data more quickly and 
accurately (e.g., Goodman, Ullman, & Tenenbaum, 2011). 
The ability to quickly learn abstract relations might explain 
how children acquire the impressive amount of causal 
knowledge evident in early “intuitive theories.”  

Here we explore the mechanisms underlying the ability to 
infer a particularly fundamental abstract relation – the 
‘sameness’ or ‘difference’ between objects. This type of 
reasoning is a particularly distinctive feature of human 
cognition – it has even been proposed to be a central 
dimension on which humans differ from other primates 

(Penn, Holyoak, & Povinelli, 2008). Intuitively, it might 
seem plausible that these abstract, relational hypotheses 
would be acquired later than lower-level, concrete ones 
based on specific features of objects. However, theoretical 
advances drawing on Bayesian accounts of the “blessing of 
abstraction” (Goodman et al., 2011) combined with 
empirical research on early learning (Dewar & Xu, 2010; 
Schulz, Goodman, Tenenbaum, & Jenkins, 2008) suggest 
that children’s ability to learn abstract principles does not 
necessarily depend on extensive prior experience. In fact, 
recent research suggests that in some cases, younger 
children may actually be better at learning new abstract 
causal relations than older children and adults (Lucas, 
Bridgers, Griffiths, & Gopnik, 2014).  

In the current paper, we examine children’s developing 
ability to infer an abstract causal principle – a relation 
between objects (i.e., “same” and “different”) causes an 
effect – from a limited set of observations. Walker and 
Gopnik (2014) demonstrated that toddlers (18-30-month-
olds) are surprisingly adept at learning and using the 
relational concepts “same” and “different” in a causal 
relational match-to-sample (RMTS) task. Children were 
randomly assigned to same or different conditions, and 
observed as four pairs of objects (two “same” pairs and two 
“different” pairs) were placed on a toy that played music. In 
the same condition, pairs of identical objects activated the 
toy while pairs of different objects did not. This pattern of 
activation was reversed for the different condition. During 
test, children were given a choice between two novel pairs: 
one pair of “same” and one pair of “different” objects, and 
asked to select the pair that would activate the toy. Children 
overwhelmingly selected the pair that was consistent with 
their training. These results suggest that the ability to reason 
about abstract relations is in place very early – emerging 
spontaneously only a few months after the first evidence of 
children’s ability to learn about specific causal properties.  

However, Walker and Gopnik’s (2014) results contrast 
with a large body of research and a long-standing theory 
that active and explicit relational reasoning is a late 
developing ability (e.g., Gentner, 2010). In particular, 
preschool-aged children appear to have difficulty inferring 
abstract relational principles, and instead consistently 
demonstrate a bias to attend to individual object kinds (e.g., 
Christie & Gentner, 2014; Gentner & Medina, 1998). These 
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robust findings have led some to conclude that reasoning 
about relations depends on direct instruction, language, and 
other social input (e.g., Gentner, Anggoro, & Klibanoff, 
2011). This type of experience has been proposed to explain 
the differences in relational reasoning abilities between 
human and non-human primates (e.g., Gentner, 2010).  

How might we interpret this contrast? First, it is possible 
that older children failed to engage in relational reasoning in 
previous studies because of methodological problems – the 
tasks were simply too difficult. The toddlers in Walker and 
Gopnik (2014) may have succeeded because the novel 
causal procedure simply made the task easier. In 
Experiment 1, we therefore used exactly the same reasoning 
task as Walker and Gopnik (2014). In addition to replicating 
the earlier study with 18-30-month-olds, we also assessed 
relational reasoning performance in older children (ranging 
from 30-48-month-olds) using the same task. If the toddlers 
in Walker and Gopnik (2014) succeeded because of the 
particular methodological features of the task, then we 
would expect that older children would succeed as well.  

There is at least one reason, however, why younger 
children might indeed genuinely outperform older children 
in learning these causal relational concepts. It may be that 3-
year-olds have difficulty inferring such relations because 
they have learned a different overhypothesis namely, that 
individual kinds of objects, rather than relations between 
them, have causal powers. According to probabilistic 
models of cognitive development, learners search through a 
space of potential hypotheses and test them against the data 
(e.g., Gopnik & Wellman, 2012). To do this, learners 
combine two probabilities: the “prior” – the probability of a 
particular hypothesis before any data are observed, and the 
“likelihood” – the probability of the data given the 
hypothesis. Combining the two probabilities with Bayes rule 
produces the “posterior” – the probability of the hypothesis 
given the data. A learner can then compare the posteriors of 
different hypotheses, settling on the ones with the highest 
probabilities. Therefore, if the prior probability of one 
hypothesis is high, it will take stronger data to overturn  it.   

Having an overhypothesis, or general principle, leads the 
learner to assign a higher prior probability to particular 
types of specific hypotheses. As a result, the learner would 
need more evidence for a competing hypothesis than if they 
began with no prior expectations and instead assigned all 
possible hypotheses an equal prior probability (i.e., a “flat” 
prior). In other words, with increasing knowledge, learners 
develop a set of expectations that constrain the hypotheses 
they consider. This makes it more difficult to learn new 
information that is inconsistent with the general principles 
learners have already inferred (see Lucas et al., 2014).  

A principle of simplicity such as the “Bayesian Occam’s 
razor” (Jefferys & Berger, 1992) would lead toddlers to 
prefer the relational hypothesis. The relational hypothesis 
proposes fewer causes to account for the data, and previous 
work demonstrates that young children show such 
simplicity preferences (Bonawitz & Lombrozo, 2012). 
However, if older children have learned the general 

principle that individual object kinds are more likely to be 
causal, this may serve to constrain their interpretation of the 
data, leading them to privilege individual properties over 
relational ones, in spite of simplicity considerations.  

In Experiment 2, we adapted the causal RMTS procedure 
to test the hypothesis that older children are able to reason 
about abstract relations, but have learned the overhypothesis 
that kinds of objects are more likely to be causal. 
Experiment 2 provided older children with explicit negative 
evidence that would lower the probability of an individual 
object kind hypothesis. By providing evidence against the 
individual cause hypothesis, these negative observations 
may prompt older children to override that hypothesis, even 
though it is more consistent with their prior knowledge, and 
instead consider the abstract relational principle.   

Finally, in Experiment 3, we aim to scaffold the relational 
inference using a different mechanism. Rather than 
changing the data, we change the way that children search 
through the hypothesis space. In particular, previous work 
has demonstrated that asking children to explain patterns of 
events imposes top-down constraints on their search 
procedure, leading them to privilege more general and 
inductively rich hypotheses (e.g., Lombrozo, 2012; Walker, 
Lombrozo, Legare, & Gopnik, 2014; Walker, Williams, 
Lombrozo, & Gopnik, 2012). If preschool-aged children are 
already able to reason about relational properties, but assign 
a higher probability to individual object kind hypotheses, 
then introducing a prompt to explain may lead children to 
privilege abstract properties instead.  

Across studies, we test the hypothesis that older 
children’s “failure” on traditional relational reasoning tasks 
is due to their increasing knowledge about the importance of 
individual object kinds, rather than to their inability to 
represent relations. 

Experiment 1 

Methods 
Participants A total of 141 children participated in 
Experiment 1, including 56 36-48-month-olds (M = 41.6 
months; range = 36.0 - 48.2 months), 40 30-36-month-olds 
(M = 33.6 months; range = 30.1 - 35.8 months), and 45 18-
30-month-olds (M = 25.1 months; range = 18.9 - 29.9 
months). Half of the children in each age group were 
randomly assigned to one of two between subject 
conditions: same and different. An additional 10 participants 
were tested but excluded due to experimenter error or failure 
to complete the study.  
 
Materials and Procedure The procedure for Experiment 1 
was an exact replication of the procedure used in 
Experiment 2 of Walker and Gopnik (2014) (see Figure 1). 
Children were tested individually in a small testing room, 
seated at a table across from the experimenter. During the 
training phase, children saw 4 pairs of painted wooden 
blocks (2 same and 2 different) placed on top of the toy. The 
toy consisted of a 10- x 6- x 4-in. opaque white box that 
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appeared to play music when certain blocks were placed on 
top. The box contained a wireless doorbell that was 
activated by surreptitiously depressing a button.  

In the same condition, the pairs that activated the toy 
consisted of two identical blocks, while in the different 
condition the pairs that activated the toy consisted of two 
blocks that differed in both shape and color. The 
experimenter started the training phase by introducing the 
toy to the child, saying, “This is my toy! Sometimes it plays 
music when I put blocks on top and other times it does not. 
Should we try some and see how it works?” The 
experimenter then took out two blocks, saying, “Let’s try 
these ones!” and placed both blocks simultaneously on the 
toy, and the toy played music. The experimenter responded 
to the effect by saying, “Music! My toy played music!” The 
experimenter then placed the two blocks on the toy one 
more time and said, “Music! These ones made my toy play 
music!” Next, the experimenter took out a second pair of 
blocks in the opposite relation as the first pair. The 
experimenter placed these two blocks simultaneously on the 
machine, and the toy did not activate. In response, the 
experimenter said, “No music! Do you hear anything? I 
don’t hear anything.”  The experimenter placed this pair on 
the machine again and said, “No music. These ones did not 
make my toy play music.” The experimenter then repeated 
this with two more pairs of blocks, one pair that activated 
the toy and one pair that did not.  

 

 
 

Figure 1: Schematic representation of training and test 
trials in the same and different conditions in Experiment 1. 

 
The test phase began after all 4 pairs of blocks had been 

demonstrated on the machine. In both conditions, the child 
was given a choice between a novel same pair and a novel 
different pair to activate the machine herself. None of the 
objects in the test pairs had been observed on the machine 
during the training phase. The pairs of blocks children 

observed on the machine and the pairs they were asked to 
choose between in the test phase were the same across 
conditions; the only difference between the two conditions 
was which relation activated the toy. The experimenter said, 
“Now that you’ve seen how my toy works, I need your 
helping finding the things that will make it play music. I 
have two choices for you.” The experimenter took out two 
trays, one supporting a novel same pair and one supporting 
a novel different pair, saying, “I have these” (holding up one 
tray) “and I have these” (holding up the other tray). Once 
the child looked at both trays, the experimenter continued, 
saying, “Only one of these trays has things that will make 
my toy play music. Can you point to the tray that has the 
things that will make it play?” The experimenter then placed 
both trays on opposite sides of the table just out of reach of 
the child, and prompted the child to point. The side of the 
correct pair was counterbalanced between children.   

Children’s first point or reach was recorded. Children 
received 1 point for selecting the pair of novel test blocks in 
the relation that matched their training (same or different) 
and 0 points for selecting the pair of test blocks in the 
opposite relation. 

Results and Discussion 
Replicating results reported by Walker and Gopnik 

(2014), 18-30-month-olds in Experiment 1 selected the test 
pair that was consistent with their training, in both same 
(78%), p = .005 (one-tailed binomial) and different (77%), p 
=.009 (one-tailed binomial) conditions. However, 3-year-
olds failed to select the correct test pair in either same 
(46%), p = .85 or different (43%), p = .57 conditions (see 
Figure 2), with 18-30-month-olds outperforming 3-year-olds 
in both cases (same: χ2(1) = 5.37, p = .02; different: χ2(1) = 
5.99, p = .02). The performance of 30-36-month-olds fell 
between these younger and older groups, selecting the 
correct test pair marginally above chance (70%) in the same 
condition, p = .06 (one-tailed binomial) and at chance (50%) 
in the different condition, p = 1.0.  

 

 
 

Figure 2: Proportion of correct relations selected for 3-
year-olds following the manipulations in Experiments 1-3. 
 
Results demonstrate a surprising decline with age on the 

causal RMTS task. To provide additional support for this 
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developmental trajectory, we combined children across age 
groups and conducted a logistic regression, treating age as a 
continuous factor and correct selection (collapsing across 
same and different) as the dependent variable. Results of the 
logistic regression show a significant decline between 18 
and 48 months, χ2(N = 141, df = 1) = 3.88 (Wald), p < .05 
 

Experiment 2 
Results of Experiment 1 replicate Walker and Gopnik’s 

(2014) findings that young children are already equipped 
with the capacity to infer relational properties, though older 
children fail. We hypothesized that older children may be 
expressing a learned bias to attend to individual object 
properties and ignore abstract relations between them. In an 
effort to assess this claim in Experiment 2, we manipulated 
the data that children observed to provide direct evidence 
against the individual object kind principle. In particular, 
Experiment 2 provided older children with explicit negative 
evidence that would lower the probability of an individual 
object kind hypothesis. To do so, 3-year-olds observed the 
same procedure described in Experiment 1, with one 
change: Before the experimenter placed the pairs of blocks 
on the toy simultaneously, she first placed each block on the 
toy one at a time, and children observed that the toy failed to 
activate.  

Methods 
Participants A total of 56 3-year-olds (M = 41.9 months; 
range = 35.9 - 49.9 months) were randomly assigned to one 
of two conditions (28 same, 28 different). An additional 4 
participants were excluded for failure to complete the study. 

 
Materials and Procedure Materials were identical to 
Experiment 1 and the procedure included the following 
changes. For each pair, the experimenter first placed each 
block on the machine sequentially, before placing them both 
on simultaneously (see Figure 3). Therefore, in addition to 
observing positive evidence that pairs of same or different 
blocks (depending upon the child’s condition) activated the 
toy together, children also observed negative evidence for 
the causal efficacy of individual blocks (i.e., each block 
failed to activate the toy on its own). This was followed by a 
test phase, which was identical to Experiment 1.              

Results and Discussion 
Three-year-olds who were provided with negative 

evidence for the individual object kind hypothesis selected 
the correct relation significantly more often than chance 
(64%), p = .045 (exact binomial) (see Figure 2). However, 
this overall effect was entirely due to the improved 
performance of children in the same condition, in which 
79% of children selected the correct pair, p = .005 (exact 
binomial). This performance was significantly better than 
children of the same age in the same condition in 
Experiment 1, χ2(1) = 6.17, p = .01, and no different than 
the 18-30-month-olds (78%). Children in the different 
condition did not differ from chance performance (50%), p 

= 1.0 (exact binomial), leading to a significant difference 
between same and different conditions, χ2(1) = 4.98, p = .03.  

How might we explain this emerging asymmetry between 
the “same” and “different” conditions in older children? If 
children 1) have developed the overhypothesis that 
individual kinds of objects are causal, 2) assume that the 
experimenter is randomly sampling blocks, and 3) assume 
that some fixed proportion of block types activate the toy, 
then the pattern of data that they observe in the “same” 
condition has a lower likelihood of occurring than the 
pattern of data in the “different” condition. Given 
assumptions 1-3, the probability that the toy will activate on 
any given trial should be higher when two different kinds of 
blocks are placed on the toy (i.e., when there are two 
potential activators), than when two of the same kinds of 
block are placed on the toy (i.e., when there is only one 
potential activator). In other words, given that there is only 
one kind of block presented in each positive evidence 
training trial in the “same” condition, these data offer 
stronger counterevidence to the individual object kind 
hypothesis than the data in the “different” condition.  We 
intend to test this hypothesis in future work. 

 

 
Figure 3: Schematic representation of two (of four) 

training trials in the same condition. 

Experiment 3 
In Experiment 3, we examined whether we could induce 

relational reasoning another way – by introducing a prompt 
to explain during training trials. Experiment 3 contrasted 
two conditions in which we asked 3- and 4-year-olds to 
either report whether the toy activated in each training trial 
or to explain why the toy did or did not activate in each case. 
We hypothesized that generating an explanation may 
motivate a different search procedure, increasing the chance 
that children will accept the relational hypothesis.  
 

Methods 
Participants Forty-eight 3- and 4-year-olds (M = 45.1 
months; range = 36.5 -58.9 months) were randomly 
assigned to one of two conditions (explain: n = 24, M = 45.9 
months, range = 37.0 – 58.9 months; report: n = 24, M = 
44.2 months, range = 37.2 – 58.5 months). Half of the 
children in each condition (12 per condition) observed 
evidence that was consistent with the same relation and the 
other half observed evidence that was consistent with the 
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different relation. An additional 3 participants were 
excluded for failing to complete the study. 
 
Materials and Procedure The procedure for Experiment 3 
was nearly identical to Experiment 1 (see Figure 1), except 
for the following changes. Children in the explain condition 
were prompted for an explanation after the second 
placement of each training pair on the toy, asking, “Why do 
you think these ones made/did not make my toy play 
music?” In the report condition, the experimenter asked, 
“What happened to my toy when I put these ones on it? Did 
it play music?” (prompting a yes/no response).  

Results and Discussion 
Three- and 4-year-olds who were prompted to explain 

during the training trials selected the correct relation 
significantly more often than chance (79%), p = .007 (exact 
binomial) (see Figure 2). Children in the report condition 
did not differ from chance (42%), p = .54, and there was a 
significant difference between explain and report 
conditions, p = .017. Unlike in Experiment 2, there was no 
significant overall difference between same (58%) and 
different (63%) relations, p = .76. There were also no 
differences found between same and different within each 
condition (explain: same = 75%, different = 83%; report: 
same = 42%, different = 42%). Comparing the overall 
pattern of responses of 3- and 4-year-olds who explained to 
the 18-30-month-olds in Experiment 1, reveals no 
significant difference, χ2(1) = 0.02, p = .88, while 3- and 4-
year-olds in the report condition performed significantly 
worse than the 18-30-month-olds, χ2(1) = 9.0, p = .003, and 
no differently from the 3-year-olds in Experiment 1, χ2(1) = 
0.06, p = .81, replicating the pattern in Experiment 1.  

General Discussion 
Across three experiments, we assessed the influence of 

both the data that children observed (Experiments 1 and 2), 
as well as their search procedure (Experiment 3) on their 
relational reasoning ability. In Experiment 1, we replicated 
the finding that 18-30-month-olds are able to infer the 
relations “same” and “different” from very little data in a 
causal task. We also contrasted toddlers’ performance with a 
group of 30-36-month-olds and a group of 3-year-olds. As 
in previous work, older children failed to learn the relation. 
Instead, we found evidence for a genuine decline in 
relational reasoning between 18 and 48 months of age.  

The findings of Experiment 2 help to further explain this 
decline. They suggest that children may learn to privilege 
individual kinds of objects: When provided with evidence 
against this hypothesis, 3-year-olds were able to infer the 
relation in the “same” condition. Finally, in Experiment 3, 
we demonstrated that prompting children to explain during 
learning leads 3- and 4-year-olds to privilege the abstract 
relational hypothesis in both the same and different 
conditions. This is consistent with previous work indicating 
that explaining prompts generalization in causal reasoning 
(e.g., Legare & Lombrozo, 2014; Walker et al., 2014). 

Discovering when and how children learn relational 
concepts is important for understanding the processes 
underlying early causal learning, but it is also important for 
understanding the development of relational reasoning. 
First, these results indicate that relational reasoning is not a 
late developing ability, as has been previously proposed 
(e.g., Christie & Gentner, 2010, 2014; Gentner, 2010). 
Instead, toddlers are able to infer the relational causal 
principles “same” and “different” from just a few pieces of 
evidence, and act based on this inference. These abilities are 
in place early – emerging spontaneously only a few months 
after the ability to learn specific causal properties. Although 
older children often fail to infer the relational hypothesis, 
this failure can be explained by appealing to the role of prior 
knowledge in constraining their judgments.  

The earlier literature invoked a “relational shift” in the 
preschool period and attributed this to a number of factors, 
including an increase in relational knowledge (Gentner & 
Ratterman, 1991), exposure to relational language (Christie 
& Gentner, 2014), and various maturational variables 
(Halford, 1992; Thibaut, French, & Vezneva, 2010). While 
we agree that relations are learned through experience, we 
propose that this learning occurs much earlier, and need not 
proceed from local properties to more abstract ones. Our 
results suggest that the developmental trajectory of 
relational reasoning may be better characterized as a “u-
shaped curve,” in which early reasoning abilities are 
overshadowed by children’s development of conflicting 
hypotheses (e.g., Karmiloff-Smith & Inhelder, 1974-1975).  

These findings are also relevant to the broader evolution 
of relational reasoning (Penn et al., 2008) and causal 
cognition in general. There is an ongoing debate in the 
comparative literature regarding whether differences in 
relational reasoning indicate a qualitative difference, or 
merely a quantitative gap (see Penn et al., 2008). The fact 
that very young human children already show the relational 
reasoning advantage, with no explicit prompting or cultural 
tutelage, may indicate that this is indeed a significant 
phylogenetic difference.  Although it is possible that the 
younger children’s success is due to the use of a perceptual 
heuristic, as has been suggested for nonhuman primates 
(e.g., Wasserman et al., 2001), several features of the study 
design weigh against this possibility: children saw pairs of 
objects (rather than multi-element displays), they observed 
only two positive and two negative trials, they never acted 
on an object, and their behavior was never reinforced. 
Indeed, no other species has come close 
to demonstrating the first-trial performance of these human 
children after so few observations (see Penn et al., 2008).  

Finally, these results are consistent with other cases in 
which younger children are more flexible learners than older 
ones (Defeyter & German, 2003; Lucas et al., 2014; Seiver 
et al., 2013). The very fact that children know less to begin 
with may, paradoxically, make them better (or at least more 
flexible) learners. In Bayesian terms, this flexibility results 
from a “flatter” initial prior. As we acquire abstract 
knowledge about causal structure, this experience provides a 
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set of inductive biases that are usually quite helpful, 
allowing the learner to draw quick conclusions when a new 
situation is consistent with their past experiences. However, 
experience can also be a double-edged sword – occasionally 
leading learners away from the correct hypothesis.  

However, this flexibility may also reflect different search 
procedures, as well as different kinds of prior knowledge. In 
Experiment 3, asking children to explain the data led to 
better performance. There may therefore be a general shift 
from broader to narrower search procedures as children 
grow older, independent of their specific knowledge. 
Developmental differences in both prior knowledge and 
search procedures may help to explain why very young 
children are such extraordinarily powerful learners. 
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Abstract 

When asked to find the referent of a novel label, children 
typically select an object that they cannot already name (the 
“disambiguation effect”; Merriman & Bowman, 1998). 
However, when the task required cross-modal extension of a 
label, children did not show this effect (Scofield, Hernandez-
Reif, & Keith, 2009). In Experiments 1 and 2, preschoolers 
learned a label for a visual object, then examined it and a 
novel object by touch. On the critical trials, children were 
asked to decide which tactile object was the referent of a 
novel label. Four-year-olds only showed the disambiguation 
effect if, prior to the label test, they had identified the tactile 
object that matched the visual training object. The results of 
Experiment 3 suggest that the 4-year-olds expected to be 
asked about the matching object, which interfered with their 
tendency to disambiguate. This discovery-based interference 
appears to attenuate the use of common word learning 
strategies. 

Keywords: word learning; novel word mapping; mutual 
exclusivity; cross-modal perception; language learning 
strategies; attention; discovery 

Introduction 

Infants as young as 16 months tend to map novel labels onto 

novel, unnamed objects (Halberda, 2003; Markman, 

Wasow, & Hansen, 2003; Mervis & Bertrand, 1994). For 

example, if shown a familiar object (e.g., a cup) and an 

unfamiliar object (e.g., a garlic press) and asked to pick the 

“zav”, children typically choose the unfamiliar object. This 

tendency, dubbed the “disambiguation” effect (Merriman & 

Bowman, 1998), is robust by 2.5 years and has been central 

for advancing our understanding of early word-learning 

(Evey & Merriman, 1998; Golinkoff, Hirsh-Pasek, Bailey, 

& Wenger, 1992; Markman & Wachtel, 1988).  

Interestingly, the disambiguation effect appears to be less 

robust when label extension is cross-modal. Scofield, 

Hernandez-Reif, and Keith (2009; Experiment 2) taught 2- 

to 5-year-olds a label for a visual object (e.g., “blicket”), 

which was then presented along with a novel object in the 

tactile modality (i.e., the objects could be touched but not 

seen). On some trials, children were asked which tactile 

object was the referent of the trained label (e.g., a “blicket”). 

On other trials, they were asked which tactile object was the 

referent of a novel label (e.g., a “tigg”). Previous research 

has demonstrated that even pre-linguistic infants were able 

to detect some visual-tactile shape matches (Hernandez-Reif 

& Bahrick, 2001; Gottfried, Rose, & Bridger, 1977; 

Meltzoff & Borton, 1979; see Scofield et al., 2009, for a 

review). Therefore, Scofield et al. (09) argued that 

preschoolers should have little difficulty disambiguating 

across sensory modalities.  

Children did not reliably select a novel tactile object, 

however. In fact, they selected the already-nameable tactile 

object more often than the novel one. This finding is 

surprising given the robust disambiguation effect in non-

cross-modal contexts suggesting that other factors may 

interfere with this common word-learning strategy.  

Some theories suggest that the disambiguation effect will 

only occur if a child retrieves a name for the familiar object 

and notes that it differs from the novel label he or she is 

asked to extend (Halberda, 2003, 2006; Grassmann, 

Schulze, & Tomasello, 2009; Markman & Wachtel, 1988; 

Merriman & Marazita, 1995). Thus, one explanation for not 

disambiguating in cross-modal contexts is that preschoolers 

failed to learn the initial object-label pairing.  

To rule out this alternative explanation, Experiment 1 

(modeled after Scofield et al., 2009; Experiment 2) 

incorporated stronger label training procedures and, in one 

condition, highly contrastive language to highlight the 

difference between the trained and novel labels. To 

foreshadow our results, children in Experiment 1 failed to 

show the disambiguation effect despite our manipulations. 

However, Experiment 1 yielded an unexpected finding that 

suggested an additional explanation for children’s 

performance. Some children selected the already-nameable 

tactile object even before they were asked to extend a label. 

This finding suggests that children may have anticipated 

being asked about this object.  

This observation led us to propose the discovery-based 

interference hypothesis. Discovery of the cross-modal match 

may have evoked a desire or expectation to talk about it. 

Even infants show a tendency to point out the presence of a 

previously shared object (Liebal, Carpenter, and Tomasello, 

2010; Moll, Richter, Carpenter, & Tomasello, 2008; Saylor 

& Ganea, 2007). Alternatively, discovery of the cross-modal 

match may have elicited a surprise reaction that interfered 

with children’s ability to follow the experimenter’s request. 

According to some theories, a common consequence of 

surprise is disruption of ongoing processes and reallocation 

of attention to the surprise-inducing stimulus (Roseman, 

2013; Reisenzein, 2000). Any of these factors could have 

disrupted the processes necessary for disambiguation.  The 

goal of Experiment 2 was to determine whether eliminating 
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discovery-based interference would improve performance. 

Finally, Experiment 3 provides further evidence that a 

strong expectation to be asked about the match may have 

attenuated children’s tendency to disambiguate across the 

senses.  

Experiment 1 

Participants 

The basic condition consisted of 11 3-year-olds (M = 43 

months, range = 36-47 months; five boys) and 13 4-year-

olds (M = 56 months, range = 52-59 months; seven boys). 

The contrastive condition consisted of 15 3-year-olds (M = 

43 months, range = 38-47 months; seven boys) and 17 4-

year-olds (M = 54 months, range = 48-58 months; nine 

boys). An additional seven children were excluded from 

data analysis due to failure to follow directions. All of the 

children were recruited from preschools in middle- to upper-

class regions of Northeast Ohio. Nearly all were Caucasian 

and all were monolingual speakers of English. Each child 

received a sticker for participating. 

Materials 

A white wooden box measuring 16 in X 17 in X 8.5 in was 

used. One side was open so the experimenter could transfer 

objects in and out of it, and the opposite side had two arm 

holes cut into it. These were 3 inches in diameter and had 

cotton sleeves attached to them. The side with the arm holes 

faced the child so he or she could put his or her arms inside 

the box without seeing inside (see Figure 1). 

A different set of three unfamiliar objects (two of which 

were identical to each other) was used on each of four trials. 

These objects were small, easy to manipulate, and had 

names the children did not know (e.g., a plastic t-joint). Six 

nonsense words (e.g. zav, cobe, ferp) were used as either a 

trained or novel label. None of these words was used on 

more than one trial, and the order of trial type and novel 

labels was counterbalanced across all children. 

 

 
 

Figure 1. Stimuli for the Cross-Modal Label Extension task 

in Experiments 1-3. 

 

Procedure 

The experimenter and child sat opposite of each other at a 

small table, and the experimental box was introduced. As a 

warm up, the child was asked to close his or her eyes while 

the experimenter placed a soft, foam ball inside the box. The 

child was then asked to place his or her arms through the 

arm holes, pick up the object, and answer three questions: 

“Is it hard or is it soft?”, “Is it big or is it small?”, and 

finally, “What is it?”  Each child was provided feedback and 

shown the object afterward. 

At the start of each of the four test trials, the experimenter 

showed the child a novel object and labeled it three times 

(e.g. “This is a zav.  It’s a zav.  You’re looking at a zav.”). 

The child was prompted to repeat the name out loud. To 

ensure that the child had learned the label for the object well 

enough to retrieve it later, a distractor task that lasted 

approximately 5 s followed. The object was removed from 

sight and the child was asked to state how many fingers the 

experimenter held up. The child did this for two finger 

displays. The experimenter then placed the object back on 

top of the box and asked the child what it was called. If the 

child did not recall the label correctly, the experimenter 

labeled it herself and then repeated the whole procedure 

(beginning with, for example, “This is a zav. It’s a zav. 

You’re looking at a zav”) until the child successfully 

recalled the label. If the child did not recall the label after 

three training and test cycles, the experimenter taught the 

name one more time and then proceeded to the cross-modal 

label test. Failure to meet this criterion was rare (10% of 

trials). 

Once the child demonstrated an ability to retrieve the 

trained label, the training object was placed on top of the 

box so that it remained visible to the child. The 

experimenter instructed the child to close his or her eyes 

while she placed two objects inside of the box. One was 

identical to the training object (i.e. another “zav”) while the 

other was a different object. The child was then instructed to 

open his or her eyes, place his or her hands through the 

sleeves, hold the objects that the experimenter placed in 

each hand, and then indicate which one was the referent of a 

label.   

In the basic condition, the label request took the form: 

“Do you know what a ___ is? One of these is a ___. Which 

one is the ___?” On the two trained label trials, the trained 

label filled the blanks in the form.  On the two novel label 

trials, a novel label filled these blanks. The form of the label 

request was nearly identical in the contrastive condition, 

except that on the two novel label trials, the first slot was 

filled by the trained label to highlight the contrast between it 

and the novel label (e.g., “Do you know what a zav is?  One 

of these is a tigg.  Which one is the tigg?”). In both 

conditions, the first and fourth trials involved trained label 

tests for half of the participants.  For the other participants, 

the first and fourth trials involved novel label tests. Children 

indicated their response to the test questions by shaking, 

lifting, or extending one of the objects toward the 

experimenter. The objects remained hidden until after 
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children made their selection. Some children also made a 

confirming statement (i.e., “this one”) while making their 

selection. Minimal feedback was provided (e.g., “Ok.”) 

Results 

Performance on the trained label trials was excellent (M 

correct = 1.77, SD = .54; max = 2) and exceeded chance 

levels, t(55) = 10.66, p = <.01. In contrast, performance on 

the novel label trials was at chance (M correct = 1.02, SD = 

.78; max = 2), p > .05. Because there were only three 

possible values for performance (0, 1, 2 correct), a log-

linear analysis was conducted. Performance did not vary by 

age, condition, or age x condition, ps > .10 (see Figure 2).  

 

 
Figure 2: Experiment 1 Performance by Age and Trial 

Type. 

 

Conclusions 

After learning a label for a visual object, 3- and 4-year-olds 

extended that label to its tactile counterpart rather than to a 

novel object. When tested on a novel label, however, 

children chose both objects equally. Although our 

participants did not show a preference for the cross-modal 

match on these trials (as they did in Scofield et al., 2009), 

they still failed to show the disambiguation effect. 

Interestingly, several 4-year-olds selected the cross-modal 

match before they were asked to extend a label. This finding 

suggests that older children may have wanted or expected to 

talk about this object, which may have interfered with 

processing the experimenter’s request on the novel label 

trials.  

In Experiment 2, this potential interference was 

eliminated by giving children an opportunity to inform the 

experimenter of their discovery of the cross-modal match. 

On every trial, children were asked to indicate which tactile 

object was the same as the visual object before they were 

asked to extend a label. The rest of the procedure was 

identical to Experiment 1. No 3-year-old spontaneously 

commented on the cross-modal match in Experiment 1. 

Therefore, only 4-year-olds were included in Experiment 2. 

Experiment 2 

Participants 

Twenty-four 4-year-olds (M = 54 months; range = 49-59 

months; 14 boys) were recruited from preschools similar to 

those sampled in Experiment 1. All of the children were 

monolingual speakers of English and nearly all were 

Caucasian. Each child received a sticker for participating.  

Materials 

The materials were identical to Experiment 1. 

 

Procedure 
The procedure was identical to Experiment 1 except every 

child was asked to identify the cross-modal match before 

being asked to select the referent of a label. That is, after 

recalling the visual training object’s label (e.g.,”zav”) and 

placing their hands inside of the box, children were asked, 

“Which one is the same as that one [gazing at the visual 

training object on top of the box]?”). One some trials, 

children were then asked to extend the trained label (i.e., 

“Do you know what a zav is? One of these is a zav. Which 

one is the zav?”). On others, children were asked to extend a 

novel label (i.e., “Do you know what a tigg is? One of those 

is a tigg. Which one is the tigg?”).  

Results 

Four-year-olds’ performance on the trained label trials was 

excellent (M = 1.71, SD = .62; max = 2), exceeded chance, 

t(23) = 5.56, p < .01, and comparable to that of Experiment 

1 (M for 4-year-olds = 1.80, SD = .48). Performance on the 

novel label trials also exceeded chance (M = 1.83, SD = .48; 

max = 2), t(23) = 8.48, p = < .01. This pattern differs 

considerably from what was observed in Experiment 1 (see 

Figure 1). A 2 (Experiment) X 3 (trials correct: 2, 1, 0) 

Fisher’s Exact Probability test revealed that this difference 

in performance is unlikely to occur by chance (p = .00068).  

Conclusions 

Our results support the discovery-based interference 

hypothesis. In contrast to Experiment 1, 4-year-olds showed 

a strong tendency to disambiguate on the novel label trials. 

The only procedural difference was that, before being asked 

to extend a label, children in the current experiment were 

asked to identify the cross-modal match. This procedure was 

intended to control for possible interference resulting from 

discovery of the familiar, previously shared object. All 

children discovered the cross-modal match and then had a 

chance to communicate this discovery before the label test. 

Although the results of Experiment 2 are consistent with 

the idea that 4-year-olds were influenced by discovery-

based interference, the data do not tell us whether this 

interference was due to an expectation or desire to talk 

about the cross-modal match or simply surprise at 

discovering it. The purpose of Experiment 3 was to assess 

the presence of an expectation. That is, upon discovering the 

cross-modal match, will preschoolers report an expectation 

to talk about it? A strong expectation may shift attention to 

this object, leaving fewer resources available to process the 

experimenter’s request. 

2567



In a similar paradigm as Experiment 1 and 2, 3- and 4-

year-olds were asked a series of questions about what they 

thought the experimenter might ask next. If children have an 

expectation to talk about the cross-modal match, they were 

expected to mention this object after at least one of the 

questions. 

Experiment 3 

Participants 

Twenty-six 3-year-olds (M = 42 months; range = 36-47 

months; 11 boys) and 26 4-year-olds (M = 53 months; range 

= 46-59 months; 16 boys) participated. All of the children 

were recruited from preschools in middle- to upper-class 

regions of Northeast Ohio. Nearly all were Caucasian and 

all were monolingual speakers of English. Each child 

received a sticker for participating.  

Materials 

The materials were identical to Experiment 1 except only 

one of the unfamiliar object sets was used. 

Procedure 

The procedure was identical to Experiment 1 except instead 

of asking children to indicate the referent of a label, children 

were given approximately 5 s to make any spontaneous 

comments about the objects. After these 5 s, children were 

asked a series of questions about what they thought the 

experiment might ask next. These questions proceeded from 

general to specific (see Table 1). Any comments or actions 

indicating one of the objects was recorded. 

Results 

Table 1 shows how often children referenced the cross- 

modal match after each question. On average, 4-year-olds 

mentioned the match more often than 3-year-olds (M = 1.81, 

SD = 1.13 and M = 1.04, SD = 1.00, respectively; max = 4), 

t(50) = -2.60, p = .01. This shows that the older children had 

a stronger expectation that they would be asked about the 

match compared to the younger children.  

 

Table 1: Number of Children Who Referenced the Cross-

Modal Match After Each Prompt. 

________________________________________________ 

Prompts  3-year-olds 4-year-olds 

Spontaneous comments           0             3 

 

“What do you think I’m           1             5 

going to ask you?” 

 

“Which one do you think          13           19 

I’m going to ask you to pick?” 

 

“Can you hand me one?”          13                        20 

 

Discussion 

An important question in language development is how 

children acquire new words. One common word-learning 

strategy is to assume that novel labels refer to novel, 

unnameable objects. This assumption helps children 

“disambiguate” in situations where the referent is 

ambiguous. However, children are less likely to use this 

otherwise robust strategy when extending object labels 

across sense modalities. We investigated the possibility that 

discovery-based interference, an expectation or desire to 

communicate their discovery of a previously shared object, 

disrupts disambiguation.  Our results provide two novel 

findings.  

First, strong label training procedures (i.e., training to 

production) increased the likelihood that children 

disambiguated. This finding is consistent with both the 

Mutual Exclusivity (Markman & Wachtel, 1988; Merriman 

& Bowman, 1989) and pragmatic accounts (Clark, 1990; 

Diesendruck & Markson, 2001; Gathercole, 1989) of word 

learning, which posit that children will only avoid mapping 

a novel label onto a familiar object if he or she can retrieve 

its known name. Preschoolers failed to disambiguate even 

with the stronger training procedures, however, suggesting 

that other factors influenced their behavior.  

The second, and perhaps most intriguing, finding is the 

presence of discovery-based interference. Experiment 2 

provided compelling evidence that the discovery of a cross-

modal match appeared to trigger an expectation to talk about 

it, at least in 4-year-olds. Experiment 3 demonstrated that 4-

year-olds, but not 3-year-olds, expected the Experimenter to 

ask them about the matching object rather than the novel 

one. To the best of our knowledge, the current studies are 

the first to demonstrate a task-specific expectation of this 

sort in young children.  

We argue that this expectation influenced children’s 

tendency to disambiguate by shifting their attention to the 

cross-modal match and away from the experimenter’s 

request. With fewer resources available to fully comprehend 

the request, children’s ability to carry out essential processes 

necessary for successful disambiguation (i.e., retrieving the 

familiar object’s label and noting it mismatches the novel 

label) was disrupted.  

Previous research has shown that infants will 

spontaneously inform an adult upon detecting an object that 

had been a focus of shared interest in a different context. In 

a study by Liebal, Carpenter, and Tomasello (2010), 18-

months-olds played with a set of toys with one experimenter 

and a different set of toys with a second experimenter. 

Later, one of the experimenters led the infants to a room 

where there was a picture of each type of toy. The majority 

of infants spontaneously pointed towards the toy that they 

and the accompanying experimenter had played with earlier 

(see also Moll, Richter, Carpenter & Tomasello, 2008; 

Saylor & Ganea, 2007). Similarly, Liszkowski, Carpenter, 

and Tomasello (2007) found that 12-month-olds pointed 

more towards an event that an experimenter had previously 
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expressed interest in, even if the experimenter was already 

aware that it was occurring.  

Based on the studies mentioned above, even infants show 

a tendency to point out the presence of a previously shared 

object. It is unclear, then, why the 4-year-olds reported a 

stronger expectation to talk about the cross-modal match in 

Experiment 3 than the 3-year-olds. Perhaps the 3-year-olds 

did not experience discovery-based interference because 

they lacked an expectation or desire to communicate about 

the match. They may have assumed that, because the 

experimenter had visual access to the tactile objects as well 

as the training object, she did not need to be informed of the 

cross-modal match.   

Perhaps only children with a more advanced theory of 

mind (i.e., the 4-year-olds) may realize that the 

experimenter does not know that they have made this 

discovery, and so only these children may desire or expect 

to communicate about it. Research on children’s 

understanding of teaching supports this possibility. For 

example, only after the fourth birthday do most children 

understand that teachers sometimes ask for information that 

they themselves already possess in order to determine if the 

learner also possesses it (Ziv, Solomon, & Frye, 2008). 

Perhaps 4-year-olds expected the experimenter to ask about 

the cross-modal match in order to determine whether the 

child had discovered it. 

This finding seems counterintuitive. The results of the 

current studies suggest that older children may fail to show 

the disambiguation effect, a sophisticated word-learning 

strategy, when the context involves making a discovery. 

Instead, based on a strong pragmatic expectation, these 

children may adopt a different strategy that is arguably even 

more sophisticated, yet detrimental to their performance. 

Future research should investigate which factor(s) influence 

this expectation and whether different types of discoveries 

promote this expectation more than others. 

It is important to note that typical tests of disambiguation 

(i.e., non-cross-modal ones) do not evoke discovery-based 

interference because children never make a discovery. For 

example, in some of these studies (e.g., Markman & 

Wachtel, 1989; Merriman & Bowman, 1989), no label was 

trained at the beginning of a trial; rather, an exemplar of a 

highly familiar label (e.g., a shoe) and a novel object were 

presented and the child was asked to select the referent of a 

novel label. So, at no point did participants discover that one 

of the choice objects matched the object they just learned a 

name for. In other studies (e.g., Diesendruck & Markson, 

2001; Suanda & Namy, 2013), a label was first trained for 

an unfamiliar object, then the child was asked to decide 

whether this object or a novel object was the referent of a 

novel label. However, the training object remained in view 

throughout the trial, and thus, was never discovered again. 

Our lab is currently investigating whether this 

interference is unique to a cross-modal context, or if it is 

more robust. For example, if children were to discover that 

one of two visual objects matches a visual object they just 

learned a name for, will this non cross-modal discovery 

undermine their tendency to disambiguate? This prediction 

may only be supported if the experimenter’s view of the 

choice objects is blocked.  Otherwise, children may assume 

that the experimenter knows they have made the discovery, 

and would thus have no reason to communicate or expect to 

be asked about it. Future research will need to determine 

whether discovery-based interference is unique to word-

learning, or if it affects performance on other types of tasks, 

as well. 

Overall, the current studies demonstrate the complexity of 

language learning. Both lexical and pragmatic cues help 

young children decipher the meaning of new words. When 

pitted against one another, however, children sometimes 

follow a pragmatic cue even when it leads to an inaccurate 

response (Grassmann & Tomasello, 2010). Thus, under 

some conditions, pragmatics may attenuate the use and 

effectiveness of other word learning strategies. We are the 

first to provide evidence that the disambiguation effect, a 

common word-learning strategy, can be disrupted by an 

expectation to communicate about the discovery of a 

previously shared object.  
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Abstract 

Fractions knowledge is essential to everyday life, yet many 
children and adults struggle to accurately represent fractions. 
This is the first study to investigate adults’ confidence 
judgments and eye fixations as they solved fractions number 
line estimation, magnitude comparison, and magnitude 
ordering tasks. Educational implications are discussed.  

Keywords: fractions, number line estimation, magnitude 
comparison, magnitude ordering, eye tracking, confidence 
judgments 

Children’s and Adults’ Difficulty Representing 

Fractions Magnitudes 

Fluency with rational numbers—fractions, decimals, and 

percentages—is important in the everyday lives of adults. 

For example, rational numbers are essential to knowing how 

to: double a recipe, determine the total interest paid on a 

mortgage, calculate the final cost of an item on sale for 75% 

off the original price, assess the likelihood of contracting a 

communicable disease, etc. Unfortunately, children and 

adults often struggle to accurately represent fractions (see 

Siegler, Fazio, Bailey, & Zhou, 2013 for a review). 

What makes it so difficult to correctly represent fractions? 

Students often mistakenly extend their knowledge about 

whole numbers to fractions (Ni & Zhou, 2005; Siegler, 

Thompson, & Schneider, 2011). What is true of whole 

numbers is not true of all numbers in general. For example, 

12 is larger than 9, but 1/12 is not larger than 1/9. The 

uniting factor, according to Siegler and colleagues’ 

integrated theory of whole numbers and fractions, is that the 

magnitudes of whole numbers and fractions can be 

represented on number lines.  

The Common Core State Standards recommend that 

fractions instruction begin in third grade with students 

representing fractions on number lines 

(http://www.corestandards.org/Math/Content/3/NF/). Even 

though fractions instruction begins early in elementary 

school, students continue to struggle well into adulthood to 

accurately represent fractions concepts—likely because it is 

quite difficult to inhibit the plethora of whole number 

knowledge that they have amassed. In one famous example 

(Carpenter et al., 1981), more eighth graders chose incorrect 

answers (19 or 21) to a simple fractions addition problem 

(12/13 + 7/8) than chose the correct answer (2). Only about 

half of sixth and eighth graders were able to correctly order 

fractions from smallest to largest magnitude (Mazzocco & 

Devlin, 2008; NCTM, 2007). Fifth graders often make 

errors when comparing decimal fractions (Rittle-Johnson, 

Siegler, & Alibali, 2001). Though it is true that all three-

digit whole numbers are larger than all two-digit whole 

numbers, a three-digit decimal is not necessarily larger than 

a two-digit decimal (e.g., .539 < .68). Fifth, sixth, and even 

eighth graders often use non-optimal strategies as they 

estimate fractions on number lines. For instance, some 

students verbally report attending only to the denominator 

when estimating the location of a fraction (e.g., a student 

marks 3/19 closer to the 1 than to the 0 on a 0-1 number line 

because he noted that 19 is a large number; Siegler & 

Thompson, 2014; Siegler et al., 2011).  

Problems representing fractions persist into high school 

and college. Eleventh graders failed to accurately translate 

between equivalent rational numbers (e.g., .029 = 29/1000, 

Kloosterman, 2010), and college students failed to 

accurately estimate the location of common numerator 

problems on number lines (e.g., 1/60 was placed closer to 

1/1 than to 1/1440; Opfer & DeVries, 2008). 

Fractions are integral to success in algebra, and success in 

algebra is related to access to higher education, graduation 

from college, and later earning capacity (National 

Mathematics Advisory Panel, 2008). A recent longitudinal 

analysis indicated that early fractions and division 

knowledge predicted success in algebra and overall 

mathematics achievement five or six years later, even after 

controlling for other types of mathematical knowledge, 

general intelligence, working memory, and family income 

and level of education (Siegler, et al., 2012). Accurate 

knowledge of fractions is crucial to later success in life. 

Confidence Judgments 
Confidence judgments are subjective evaluations of whether 

one has given a correct response to a specific problem 

(Dunlosky & Metcalfe, 2008). In general, judgments tend to 

be overconfident (i.e., judgments are higher than actual 
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performance) when evaluating performance across a variety 

of cognitive tasks (Shepperd, Klein, Waters, & Weinstein, 

2013). Confidence judgments are strongly influenced by the 

difficulty of the material being assessed in that more 

difficult material is associated with underconfidence (i.e., 

judgments lower than actual performance), while less 

difficult material is associated with overconfidence 

(Dunlosky & Metcalfe, 2008).  

Confidence judgments play an important role in self-

regulated learning in that confidence judgments influence 

the likelihood of correcting errors (Dunlosky & Rawson, 

2012). Increasing the accuracy of confidence judgments 

appears to be an effective non-cognitive factor in improving 

school performance (e.g., Stankov, Morony, & Lee, 2014). 

Confidence judgments yield unique benefits to learning 

mathematics. Adults with greater numeracy and more 

accurate approximate number sense (ANS) were more 

accurate in their confidence judgments than those with 

lower numeracy and less accurate ANS (Winman, Juslin, 

Lindskog, Nilsson, & Kerimi, 2014). Children with more 

accurate confidence judgments achieved greater gains in 

mathematics than those with less accurate confidence 

judgments (Rinne & Mazzocco, 2014).  

Eye Tracking 

Researchers have used the eye-tracking paradigm to 

investigate children and adults’ whole number knowledge. 

Schneider and colleagues (Schneider et al., 2008) 

investigated first through third graders’ eye fixations as they 

estimated the location of whole numbers in the 0-100 range. 

The children fixated their gaze at the endpoints (0 and 100) 

and the midpoint (50) of the number line. These eye-

tracking results corroborate with verbal reports that children 

subjectively impose reference points on number lines as 

they estimate the location of fractions (Siegler & Thompson, 

2014; Siegler et al., 2011) and results that response times 

are faster when the to-be-estimated number’s location is 

closer to subjective landmarks (Ashcraft & Moore, 2012). 

There may be a mismatch between children’s explicit 

understanding, as measured by behavioral responses and 

verbal reports, and implicit understanding, as measured by 

eye fixations (Heine et al., 2010). Though behavioral data 

indicated that first graders possessed a less accurate 

representation of numbers, their eye-tracking results were 

consistent with a more accurate representation. 

Adults’ eye movements on number line estimation tasks 

in the 0-1000 range were highly related to the correct 

location of the to-be-estimated numbers (Sullivan, Juhasz, 

Slattery, & Barth, 2011). These adults showed a preference 

for fixating near the midpoint (500) as compared to the 

regions around 250 and 750. Huber, Moller, and Nuerk 

(2014) reported eye-tracking evidence from adults as they 

compared fraction magnitudes and found that denominators 

were fixated upon more frequently than numerators.  

The Current Study 

The current study served as a first step to understanding the 

difference between adults’ and children’s understanding of 

fractions. College-aged adults completed three tasks: 1) 

position-to-number number line estimation, 2) magnitude 

comparison, and 3) magnitude ordering. After answering 

each problem, participants made a confidence judgment on a 

four-point scale ranging from not so sure to totally sure. 

Their eye fixations were tracked.  

 

Hypotheses. We expected that, on average, adults would be 

fairly accurate on our battery of tasks, but confidence 

judgments and eye fixations would serve as indicators of 

individual differences in performance. Our study 

investigated three main hypotheses. First, we expected to 

find an association between confidence judgments and 

overall performance, such that participants would report 

feeling more confident when their estimates, comparisons, 

and rank ordering of fractions were more accurate. Second, 

both confidence judgments and eye fixations were expected 

to vary by problem difficulty. For instance, we anticipated 

lower confidence judgments and longer eye fixations for 

more difficult problems. “Difficult” problems were assumed 

to be trials in which the participant is enticed to employ a 

heuristic that would lead to an incorrect answer. For the 

magnitude comparison and ordering tasks, a difficult 

problem may be one in which the larger fraction has both a 

smaller numerator and denominator (e.g., 3/4 vs. 5/16). 

Participants may decide that the larger fraction is not the 

correct response given that its component parts are smaller 

in value compared to the other fraction(s). Similarly, when 

the larger fraction has a larger denominator (e.g., 13/17 vs. 

11/15), participants may decide that the larger fraction is not 

the correct response based on the heuristic that all things 

being equal, large denominators indicate smaller fractional 

values. Another type of difficult problem may be one in 

which the fractions’ decimal equivalents are close in value.  

Participants are more accurate and respond quicker when 

the magnitudes are more distant (e.g., 1/9 vs. ½ = .11 vs. 

.50) as compared to closer (e.g., 5/6 vs. 7/8 = .83 vs. .88). 

This provides evidence for the distance effect in fractions 

(Dehaene, Dehaene-Lambertz, & Cohen, 1998; Siegler et 

al., 2011). Finally, for the number line estimation task, 

difficult problems were considered to be trials in which the 

hatch mark was located far away from an experimenter-

imposed landmark (0, 1) or a participant-imposed landmark 

(midpoint). Third, we hypothesized that adults’ fixations 

would suggest the types of strategies used during each task. 

For example, we expected the number of fixations on 

denominators to predict performance when comparing or 

ordering fractions with common numerators but not 

fractions with common denominators. Finally, for the 

number line estimation task, we expected participants would 

fixate more frequently on the hatch mark indicated on the 

number line when it was located further from a subjective 

(e.g., midpoint) or objective (e.g., endpoint) landmark 

(Siegler et al, (2011) and Schneider et al. (2008). 
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What is the Value Added by Confidence Judgments and 

Eye Tracking Paradigms? To our knowledge, no previous 

studies have assessed adults’ level of confidence as they 

completed fraction number line estimation, magnitude 

comparison, and magnitude ordering tasks in an eye-

tracking paradigm. Eye tracking and confidence judgments 

will provide converging supporting evidence for previously 

reported fractions results. For instance, analyses of 

children’s verbal reports (Siegler et al., 2011; Siegler & 

Thompson, 2014) have provided insights into the types of 

strategies that participants use to solve fractions problems, 

but sometimes participants find it difficult to explicitly 

express their thought processes. Implicit fractions 

understanding may outpace explicit performance (and 

verbal reports), and eye tracking and confidence judgments 

could provide some additional insights on the 

developmental progressions in fractions learning across the 

lifespan. Knowing where adults fixate when completing 

fractions magnitude tasks could indicate why they make the 

types of mistakes that they do. These insights could inform 

educational lessons. 

Method 

Participants 

Fourteen undergraduate students were recruited from an 

introductory psychology course at a large Midwestern 

university (M age = 20 years, SD = 1.58; range = 18-23 

years; 6 males; 78% Caucasian, 14% Asian, 7% African 

American). Participants received course credit.  

All participants completed the magnitude comparison task 

before the ordering task. However, some participants (N = 

8) received these tasks first followed by the number line 

estimation task. One participant’s number line estimation 

data was not recorded due to equipment failure.  

Procedure 

Participants were seated in front of a Tobii T-60XL eye-

tracker monitor. Participants were told that they would 

complete three tasks assessing their understanding of 

fractions and that their eye movements would be recorded 

throughout the study. They were also told that, after each 

trial, they would be asked to rate how confident they were in 

their performance. Confidence judgments were based on a 

4-point scale (1-not that sure, 2-kind of sure, 3-pretty sure, 

4-totally sure) and were reported either verbally (magnitude 

comparison, ordering) or electronically (number line 

estimation). Each participant completed a non-numerical 

eye-tracking calibration exercise before beginning. 

 

Position-to-Number Number Line Estimation 
Participants estimated the position of a hatch mark on a 

number line. Each number line had a left endpoint labeled 

“0”, a right end-point labeled “1”, and a blue hatch mark 

corresponding to the location of one of the following 

fractions: 1/19, 1/15, 1/12, 1/10, 1/8, 1/7, 1/6, 1/5, 2/9, 1/4, 

2/7, 3/10, 1/3, 3/8, 5/12, 4/9, 5/9, 3/5, 5/8, 2/3, 3/4, 4/5, 5/6, 

7/8, 10/11, 13/14. Twenty-six number lines were presented 

one at a time, and participants were instructed to estimate 

the fraction located at each hatch mark. They responded by 

typing the fraction into a text box displayed below the 

number line. After each trial, participants were prompted to 

rate how confident they were in their answer. Both the 

fraction estimates and confidence judgments were made 

electronically through Qualtrics online survey software. 

Number lines were presented on the eye-tracking monitor, 

and areas of interest were created using Tobii Studio 3.2.  

 

Magnitude Comparison Participants determined which of 

two fractions was larger. Forty fraction pairs (adopted from 

Fazio et al., 2014) were presented one at a time on the eye-

tracking monitor. Each pair came from one of four ratio bins 

(determined by dividing the larger fraction by the smaller 

fraction): 1.15-1.28, 1.28-1.43, 1.48-1.65, and 2.46-2.71. 

Additionally, each bin included five types of trials (two of 

each); relative to the smaller fraction, the larger fraction had 

either 1) a larger numerator and an equal denominator (e.g., 

7/10 and 6/10); 2) an equal numerator and a smaller 

denominator (e.g., 16/17 and 16/20); 3) a larger numerator 

and a larger denominator (e.g., 15/20 and 5/8); 4) a larger 

numerator and a smaller denominator (e.g., 13/14 and 

12/16); or 5) a smaller numerator and a smaller denominator 

(e.g., 7/11 and 10/20).  

Participants were encouraged to respond as quickly and 

accurately as possible. The fractions remained on the screen 

until the participant responded. After each trial, participants 

provided verbal confidence judgments.  

 
Magnitude Ordering Participants ordered sets of fractions 

from smallest to largest. On each of ten trials, participants 

saw three fractions on the eye-tracking monitor, each 

outlined with a colored rectangle. The fraction on the left 

was outlined in red, the middle fraction in green, and the 

fraction on the right in blue. Participants made verbal 

responses by specifying the color of the fraction (rather than 

the fraction itself) when ordering (e.g., “blue, red, green”).  

There were five types of trials (two of each); relative to 

the other two fractions, the larger fraction had either 1) an 

equal numerator and smaller denominator (e.g., 3/4, 3/15, 

and 3/6); 2) a larger numerator and an equal denominator 

(e.g., 8/9, 6/9, 3/9); 3) a larger numerator and a larger 

denominator (e.g., 13/17, 7/15, and 2/9); 4) a larger 

numerator and a smaller denominator (e.g., 10/15, 5/20, and 

1/19); or 5) a smaller numerator and a smaller denominator 

(e.g., 4/6, 5/20, and 7/17). The fractions remained on the 

screen until the participant ordered all three fractions. After 

each trial, participants provided verbal confidence 

judgments. The experimenter recorded all responses. For 

both the magnitude ordering and comparison tasks, 

confidence judgments were recorded, and areas of interest 

were created in Tobii Studio 3.2. 
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Results 

Hypothesis 1: Confidence & Accuracy 

Position-to-Number Number Line Estimation The 

accuracy of number line estimates were measured by 

percent absolute error (PAE): PAE = (|Participant’s 

Estimate – Correct Answer|)/Numerical Range. For 

example, if the location of a hatch mark corresponded to 3/4 

on a 0-1 scale, and a participant estimated its location to be 

2/5, the PAE would be 35% ([|.40-.75|]/1 * 100). Smaller 

PAEs indicate more accurate estimates. On average, 

participants were not very confident in their estimates (M = 

2.33, SD = .73), and these judgments were not associated 

with overall PAE (M = 5.31, SD = 1.84%), r = -.07, p >  

.05. Table 1 shows PAE and confidence judgments for each 

trial type; SDs are in parentheses in all Tables. 

 

Table 1: Number line estimation performance 

 

Location of Hatch Mark           PAE    Confidence 

       (max = 4) 

Close to “0”      11.11% (5.20%)      2.42 (.66) 

Close to midpoint  4.50% (4.17%)    2.42 (.75) 

Close to “1”      5.40% (4.76%)    2.35 (.65) 

Between landmarks  3.96% (1.90%)    2.23 (.64) 

 

 

Magnitude Comparison Confidence was high (M = 3.45, 

SD = .37) and associated with overall accuracy (M = 

89.68%, SD = 12.71%), r = .753, p < .01. Table 2 shows 

mean accuracy and confidence judgments for each bin. 

Confidence judgments and accuracy were correlated within 

Bins 1 (r = .64, p = .014), 2 (r = .72, p < .01), and 4 (r = .65, 

p = .012). Confidence judgments were also related to 

accuracy on trials with equal numerators (e.g., 16/17 vs. 

16/20), r = .80, p = < .01, when the larger fraction had both 

a larger numerator and denominator (e.g., 15/20 vs. 5/8), r = 

.57, p < .05, and when the larger fraction had both a smaller 

numerator and denominator (e.g., 7/16 vs. 8/21), r = .67, p = 

.01. 

 

Table 2: Magnitude comparison performance 

 

Fraction Magnitude  Accuracy Confidence 

Ratio     (max = 4) 

Bin 1 (1.15-1.28)  86% (15%) 3.39 (.34) 

Bin 2 (1.28-1.43)  87% (19%) 3.40 (.39) 

Bin 3 (1.48-1.65)  94% (10%) 3.44 (.39) 

Bin 4 (2.46-2.71)  91% (17%) 3.57 (.43) 

 

 

Magnitude Ordering Confidence judgments were high (M 

= 3.31, SD = .45) and associated with overall accuracy (M = 

80.24%, SD = 18.04), r = .73, p < .01. Confidence 

judgments were also related to accuracy on trials in which 

the fractions shared a common dominator, and the largest 

fraction had a larger numerator (e.g., 8/9 vs. 3/9 vs. 6/9), r = 

.82, p < .01, and when the largest fraction had a larger 

numerator and smaller denominator (e.g., 13/14 vs. 12/16 

vs. 7/18), r = .64, p = .01. Table 3 shows mean accuracy and 

confidence judgments for each type of trial. 

 

Table 3: Magnitude ordering performance by trial type 

 

Largest Fraction         Accuracy    Confidence 

Characteristics         (max = 3)         (max = 4) 

Larger Num/Equal Denom        93% (19%)     3.68 (.56) 

Equal Num/Smaller Denom      83% (25%)     3.57 (.51) 

Larger Num/Larger Denom       68% (33%)     2.82 (.64) 

Larger Num/Smaller Denom     88% (21%)          3.39 (.66) 

Smaller Num/Smaller Denom   62% (31%)          3.07 (.47) 

 

Hypothesis 2: Confidence, Fixations, & Problem 

Difficulty 

Position-to-Number Number Line Estimation As 

predicted, participants’ confidence judgments were lowest 

on trials in which the hatch mark was between landmarks 

(see Table 2). Moreover, participants were significantly 

more confident when the hatch mark was close to “0” 

compared to when it was not near a landmark, t(13) = 2.21, 

p = .045. Interestingly, confidence was highest for “close to 

0” trials even though participants were significantly less 

accurate on these trials compared to the other trial types (all 

ps < .05). 

Overall, participants fixated on the hatch mark (M = 2.15, 

SD = .69; range = 1.07-3.79) more often than both the 

endpoints, “0” (M = 1.24, SD = 1.18, range = 0-6.57), t(24) 

= -3.13, p < .01, and “1” (M = 1.24, SD = 1.73; range = .29-

5.36), t(24) = -2.85, p < .01. Contrary to our predictions, 

fixations on the hatch mark, midpoint, and endpoints did not 

vary by problem difficulty.  

 

Magnitude Comparison As predicted, participants were 

more confident on “easier” trials. Table 1 shows that 

confidence was highest on trials with the largest magnitude 

differences (i.e., bins 3 and 4). Consistent with the distance 

effect, Bin 4 confidence judgments were significantly higher 

than trials within Bin 1, t(13) = -2.56, p = .024, and Bin 2, 

t(13) = -2.92, p = .012. Contrary to our predictions, 

participants were more confident when the larger fraction 

had both a smaller numerator and denominator (M = 3.50, 

SD = .43) than when both fractions shared a common 

denominator (M = 3.31, SD = .56), t(13) = 2.40, p = .03. 

Confidence was also higher when the fractions shared a 

common numerator compared to denominator (M = 3.53 vs. 

3.31, respectively), t(13) = 2.58, p = .02.  

Fixations also varied by problem difficulty. On “easy” 

trials, participants tended to fixate longer on the larger, 

correct fraction while the reverse was found for more 

difficult trials (see Table 4). 
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Table 4: Average fixation duration to correct and 

incorrect fraction 

 

Largest Fraction         Correct          Incorrect 

Characteristics         Fraction         Fraction 

Larger Num/Equal Denom         .95 (.16) .81 (.18) 

Equal Num/Smaller Denom    1.00 (.30) .86 (.13) 

Larger Num/Larger Denom      .89 (.28) .89 (.30) 

Larger Num/Smaller Denom    .90 (.16)        .95 (.15) 

Smaller Num/Smaller Denom  .74 (.18)        .83 (.22) 

 

 

Magnitude Ordering As predicted, participants’ 

confidence judgments were significantly higher for “easy” 

trials (i.e., when the fractions shared a common numerator 

or denominator) compared to “difficult” trials (i.e., when the 

largest fraction had a larger denominator, or both a smaller 

numerator and denominator) (all ps < .05). Confidence was 

also significantly higher for trials in which the largest 

fraction had a larger numerator and smaller denominator 

compared to when it had both a larger numerator and 

denominator, t(13) = 3.89, p < .01. 

Hypothesis 3: Fixations & Strategy Use 

Position-to-Number Number Line Estimation As 

mentioned above, participants tended to fixate on the hatch 

mark more so than the endpoints or midpoint.  

 

Magnitude Comparison Consistent with Huber et al.’s 

(2014) results, participants tended to fixate more on 

denominators (M = 2.34, SD = .53) than numerators (M = 

1.78, SD = .74), t(39) = -5.58, p < .01. Contrary to our 

predictions, however, participants were no more likely to 

fixate on numerators when the denominators were equal (M 

= 1.64 and 2.37, respectively) or on denominators when the 

numerators were equal (M  = 2.27 and 1.82, respectively), 

ps > .05.  

 

Magnitude Ordering Participants tended to fixate more on 

numerators (M = 4.13, SD = 1.05) than denominators (M = 

3.44, SD = 1.28), t(29) = 3.15, p < .01. Note that this is a 

pattern that differed from the magnitude comparison task 

results. Although fixations on the numerators did not vary 

by trial type, fixations on the denominator did. Interestingly, 

participants looked at the denominators more on trials in 

which the numerators were more informative (e.g., 6/9, 3/9, 

8/9) compared to trials in which the denominators were 

more informative (e.g., 3/15, 3/4, 3/6), (M = 2.26, SD = .60, 

and M = 2.11, SD = 1.72, respectively), t(13) = 2.92, p < 

.01.  

Discussion 

Understanding fractions is difficult because prior knowledge 

about number, specifically knowledge about number 

magnitudes, often conflicts with correct fraction 

interpretation. For example, larger whole number integers 

indicate increasingly greater magnitudes (e.g., 20 is larger 

than 5), however, the same number presented as a 

denominator indicates a smaller magnitude (e.g., 1/20 is 

smaller than 1/5). The current study was the first to 

investigate attention to different features of fractions 

comparing objective, behavioral data (e.g., eye tracking) and 

self-reports (confidence judgments) across three different 

fraction tasks.  

Consistent with our first hypothesis, adults’ confidence 

judgments were associated with accuracy in both the 

fraction magnitude comparison and ordering tasks. This 

association was not found in the position-to-number line 

estimation task, however. Although the average PAE was 

fairly low, participants tended to report being less confident 

in their performance. It is possible that participants found 

the position-to-number version of the number line task to be 

particularly difficult and underestimated their performance. 

Moreover, accuracy on this task was not associated with 

accuracy on the other two tasks suggesting that this version 

of the number line estimation task may not tap the same 

kind of magnitude knowledge as the comparison and 

ordering tasks.  For example, participants could have solved 

the number line task simply by choosing a denominator, 

segmenting the line based on that number, and then 

counting up the line until they reached the hatch mark. 

Future work will need to determine whether this version of 

the number line estimation actually taps fraction magnitude 

knowledge.   

In line with our second hypothesis, confidence judgments 

varied by problem difficulty. “Easier” problems tended to 

receive higher confidence judgments. Fixation patterns also 

varied by task difficulty, but only for the magnitude 

comparison task. Participants tended to fixate longer on the 

larger fraction when it shared a common numerator or 

denominator with the comparison fraction, suggesting a link 

between strategy and accuracy. 

Contrary to our third hypothesis, participants tended to 

look at uninformative problem components (e.g., greater 

looking at the denominators in the comparison task even 

though they were equal). Moreover, during number line 

estimation, participants tended to fixate on the hatch mark 

regardless of its distance from the endpoints or midpoint. 

These findings suggest that even adults sometimes use poor 

strategies when assessing fraction magnitude. Interestingly, 

the magnitude comparison and ordering tasks promote 

different fixation patterns.  The latter task is inherently more 

difficult than the comparison task (i.e., three magnitude 

comparisons as compared to two). Perhaps this level of 

difficulty led participants to quickly default to an immature 

strategy (i.e., focusing only on numerators; see Siegler & 

Thompson, 2014 for a similar result). Future research will 

need to determine why two tasks that tap the same kind of 

knowledge promote different strategies (e.g., focusing on 

numerators vs. denominators). 

The current study has educational implications and was a 

first step to understanding how to help children who are just 

beginning to learn about fractions. Given that even adults 
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tend to focus on uninformative components when 

comparing fractions (e.g., common denominators), 

instructors should emphasize that looking at denominators, 

for example, is most informative when the numerators are 

equal. In addition, highlighting trials on which the student 

was confident, yet incorrect, may help learners more 

accurately calibrate their confidence level and more 

effectively allocate their resources for studying fractional 

values.    
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Abstract 

Developmental transitions, such as the onset of walking, are 
associated with changes in a broad range of domains, 
including language development and social interactions. This 
study used a full-day home observation recording to compare 
the language environment of age-matched crawling and 
walking infants. Central to the study was exploring how the 
language environment related to vocabulary development of 
each locomotor group. Adult words, infant vocalizations, and 
parent-child conversational turn-taking were positively 
associated with infant vocabulary development, but only for 
walking infants. These findings provide further evidence for 
the integrated nature of infant locomotion, language 
development, and the social and linguistic environment.   

Keywords: language development; motor development; 
social development; word learning; infant-adult interaction 

Introduction 
Research by Walle and Campos (2014) uncovered a 
previously undocumented finding: infant language 
development significantly increases following the 
acquisition of walking. This link has been replicated both 
cross-sectionally in the United States and cross-
linguistically with infants exposed to Mandarin-Chinese in 
China (He, Walle, & Campos, in press). While these 
findings lend support to a link between walking and 
language, further study is required to help explain this 
relation. Specifically, it is unlikely that walking per se 
results in infants learning more words. Rather, walking 
likely impacts other factors associated with language 
development, which in turn facilitate infant language 
learning. The present study sought to examine one likely 
contributor: the infant language environment.  

The acquisition of upright locomotion (i.e., walking) 
provides a number of distinct advantages to the infant over 
crawling in terms of motoric efficiency (Sparrow & Irizarry-
Lopez, 1987), perspective (Clearfield, Osborne, & Mullen, 
2008; Franchak, Kretch, Soska, & Adolph, 2011; Frank, 
Simmons, Yurovsky, & Pusiol, 2013), and exploration 
(Clearfield, 2011). In addition, the onset of infant walking 
has profound effects on the infant’s social world. 
Observational work indicates that parents direct similar 
numbers of vocalizations to walking and crawling infants, 
but walking infants engage in more frequent prohibitive 
activities (Green, Gustafson, & West, 1980) and display 
greater “testing of wills” in social interactions (Biringen, 
Emde, Campos, & Appelbaum, 1995). Walking infants have 

also been found to exhibit more vocalizations, gestures, and 
interactions with objects than crawling infants (Clearfield, 
2011; Karasik, Adolph, Tamis-LeMonda, & Zuckerman, 
2011), as well as to engage with distal objects and bid for 
adult attention, particularly while moving, more frequently 
and in different manners (Karasik, Tamis-LeMonda, & 
Adolph, 2011, 2014).  

Although the above studies did not explore how such 
changes in the infant’s social environment were associated 
with infant language development, the relation of adult-
infant social interaction and language learning has been 
widely studied (e.g., Goldfield, 1987; Hart & Risley, 1995; 
Jaffe, Beebe, Feldstein, Crown, & Jasnow, 2001; Tamis-
LeMonda, Bornstein, & Baumwell, 2001; Zimmerman et 
al., 2009; Greenwood, Thiemann-Bourque, Walker, 
Buzhardt, & Gilkerson, 2010; Weisleder & Fernald, 2013). 
Quantities of adult-child turn-taking, child-directed speech, 
and child vocalizations are all positively correlated with 
more advanced child language skills. 

Walle and Campos (2014) used naturalistic observations 
in a laboratory setting to examine the relation of crawling 
and walking infants’ social environments and language 
development. They found that language input, parent and 
infant movement, and infant location differentially predicted 
language development for each group. Specifically, the 
variables were significantly related to walking, but not 
crawling, infants’ language development. While 
informative, this study was limited in key ways. First, the 
observation was only 10-minutes in duration, making it 
unclear whether the data collected is representative of 
infants’ real-world environments. Second, the observation 
took place in a laboratory setting and parents were 
purposefully distracted with a questionnaire. These 
constraints may have affected both infant and parent social 
behaviors. Observational data in the infants’ natural 
environment and over a more extended period of time is 
required to lend validity to these previous findings. 
Information about the role of infant vocal behavior and 
infant-adult turn-taking in relation to locomotor 
development and language acquisition is also needed. 

The present investigation used day-long home audio 
recordings to explore how same-aged crawling and walking 
infants’ language input, vocal productions, and turn-taking 
were related to their receptive and expressive vocabulary 
development. We hypothesized that walking and crawling 
infants would hear similar amounts of adult speech, but 
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walking infants would produce more vocalizations and 
engage in more turn-taking bouts than crawling infants. 
Additionally, we predicted that these differences would be 
associated with differences in vocabulary size.  

Methods 

Participants 
Thirteen 12- to 13.5-month-old infants were included in the 
study. Crawling infants (n = 6; Mage = 12.68, SD = 0.45) had 
an average of 4.90 months of crawling experience. Walking 
infants (n = 7; Mage = 12.89, SD = 0.40) had an average of 
2.78 months (SD = 1.67) of walking experience. Walking 
infants all had at least 2 weeks of walking experience to (1) 
ensure proficiency of walking, and (2) because longitudinal 
findings from Walle and Campos (2014) indicate language 
gains following 2 weeks of walking experience. Average 
family income was approximately $50,000. Most caregivers 
had a high school diploma or college degree. Six additional 
infants were excluded for reasons described below.  

Measures 
Home Language Environment Infant language 
environments were audio recorded using the LENATM 
system. Small audio recorders were placed in pockets on the 
front of specially made vests. Each recorder captured up to 
16 hours of audio data. Parents were instructed to turn on 
the recorder when the infant awoke in the morning and 
leave it on all day. The audio recording was analyzed by the 
LENA software, which consists of an automatic speech 
recognition algorithm trained on human-transcribed LENA 
recordings to apply mutually exclusive sound source labels 
to the entire recording (Xu, Yapanel, & Gray, 2009; Xu et 
al., 2008). The sound source categories include child 
wearing the recording, adult female, adult male, other child, 
overlap, electronic sounds (e.g., TV), noise, and silence. 
Each sound source except for silence is also labeled as 
either being loud and clear or as being soft and muffled; 
only the former were used in this study. Within adult 
vocalizations, the number of words is estimated. Within 
child vocalizations, whether the vocalization contains 
speech-related material (e.g. speaking, babbling, singing, 
cooing) or only contains non-speech-related material (e.g. 
crying, laughing, burping) is also automatically determined. 
The software also identifies what it calls conversational 
turns, episodes where a child speech-related vocalization 
and an adult vocalization are separated by no more than 5s. 
In the present study we focused on adult words, child 
speech-related vocalizations, and conversational turn counts. 

Only infants with at least 10 recorded hours within a 
single day were included in the final sample. Two additional 
infants were excluded because the recording was less than 
10 hours. Adult word, child vocalization, and turn counts 
were normalized by dividing by the number of hours of the 
recording (Mduration = 15.23 hours, SD = 1.66). 
 

Receptive and Expressive Vocabulary Parents completed 
the MacArthur-Bates Communicative Development 
Inventory: Level 1 (MCDI) (Fenson et al., 1994). The 
MCDI contains a 396-item vocabulary checklist. Parents 
were instructed to mark words that their infant 
“understands” (i.e., receptive vocabulary) or “understands 
and says” (i.e. productive vocabulary). Extensive analyses 
of the internal validity and test-retest reliability for the 
English MCDI are reported by Fenson et al. (1994).  Four 
additional infants were excluded because their MCDI score 
deviated substantially from the norming data provided by 
Fenson et al. (1994) (too low, receptive < 30: n = 2; too 
high, receptive > 288 or productive > 65: n = 1).  
 
Locomotor Development Infant locomotor development 
was assessed using a motor development questionnaire (see 
Walle & Campos, 2014). The questionnaire asked if and 
when the infant had achieved specific motor transitions. 
Parents were instructed to refer to baby books or other 
records to assist in recalling the specific dates. Crawling 
was operationalized as the child self-locomoting a distance 
of at least twice his/her body length. Walking was 
operationalized as the child locomoting bipedally without 
support for at least 3 steps at a time.  

Procedures 
Parents were contacted from a database of families in 
Merced, CA and the neighboring Central Valley region who 
had expressed interest in participating in research. Families 
agreeing to take part were mailed a package containing 
consent documents, a demographic questionnaire, the MCDI 
questionnaire, the motor development questionnaire, the 
audio recorder, and two vests. Parents were contacted 4 days 
after the package was mailed to ensure receipt of the 
package, go over all procedures, and answer questions. 
Parents were instructed to complete the recording on a 
typical day for the child (e.g., no birthday parties, doctor 
appointments). The parent dressed the infant in the provided 
LENA-appropriate clothing and turned on the audio 
recorder at the start of the day. The infant wore the recorder 
throughout the day. Parents were permitted to pause the 
recording at any time during the observation, but asked to 
keep such pauses as minimal as possible. The parent was 
also instructed to complete MCDI and locomotor 
questionnaires on the same day as the audio recording. The  
parent returned all materials by mail. Participating families 
were offered the opportunity to review the recording from 
the DLP and erase specific portions that they did not wish to 
be included in the study, though no parent elected to do so.  

Results 

No significant age differences were found between the 
locomotor groups, t(13) = 0.88, p = .40. Walking infants had 
greater self-produced locomotor experience (M = 6.83 
months, SD = .77) than crawling infants (M = 4.90, SD = 
1.15), t(13) = 3.61, p = .004. However, total self-locomotor 
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experience was not related to either receptive (r = .22, p = 
.48) or productive (r = .16, p = .59) MCDI score.  

Infant Language Environment 
Crawling infants heard significantly more adult words (M = 
1497.07/hour, SD = 748.80) than did walking infants (M = 
711.90, SD = 440.60), t(13) = 2.35, p = .04, d = 1.28. Infant 
vocalizations did not significantly differ for crawling (M = 
84.83/hour, SD = 33.57) and walking (M = 120.00, SD = 
50.69) infants, t(13) = 1.45, p = .18, d = 0.82. Frequency of 
parent-infant turn-taking episodes also did not differ 
significantly between crawling (M = 27.33/hour, SD = 
15.35) and walking (M = 26.36, SD = 19.46) infants, t(13) = 
0.10, p = .92, d = 0.06.   

Infant Language Development 
Crawling and walking infants’ receptive and productive 
scores on the MCDI were compared. Walking infants had 
larger receptive vocabularies (M = 124.00, SD = 63.80) than 
crawling infants (M = 105.33, SD = 47.16), but this 
difference was not statistically significant, t(13) = 0.88, p = 
.40, d = 0.33. Similarly, walking infants also had larger 
productive vocabularies (M = 17.14, SD = 18.72) than 
crawling infants (M =6.33, SD = 6.59), but again this 
difference did not reach significance, t(13) = 1.34, p = .21, d 
= 0.77.  

Infant Language Environment and Language 
Development 
Six hierarchical multiple regressions were conducted to 
examine the relation of each language environment variable 
(Adult Words, Child Vocalizations, and Conversational 
Turns) to language development (Receptive and Productive 
MCDI scores) as a function of Locomotor Status (Table 1). 
All predictors were mean centered before being entered. The 
language environment variable and Locomotor Status were 
entered separately in Step 1; Step 2 included both variables 
and the interaction term. Regression equations 
demonstrating significant or trending interactions were 
graphed to examine the nature of the interaction (Figure 1).  
 
Adult Words. A significant main effect for Adult Words 
predicting Receptive Vocabulary was present in Step 1. This 
effect dropped out in Step 2, in which Locomotor Status and 
Adult Words x Locomotor Status were significant and 
trending, respectively (Fig. 1A). For Productive Vocabulary, 
neither main effect was significant in Step 1. In Step 2, both 
Locomotor Status and Adult Words x Locomotor Status 
were significant predictors of infant Productive Vocabulary. 
As shown in Fig. 1B, the interaction was such that for 
walkers but not crawlers, a high adult word count was 
associated with significantly larger infant Productive 
Vocabulary.  
 
Child Vocalizations. Child Vocalizations was significantly 
related to Receptive Vocabulary in Step 1, but none of the 
variables or their interaction were significant predictors in 

Step 2. For Productive vocabulary, Child Vocalizations was 
a significant predictor in Step 1. However, in Step 2 this 
effect disappeared and a significant Child Vocalizations x 
Locomotor Status interaction was present. Visual inspection 
of the interaction (Fig. 1C) indicated that vocalizing more 
was associated with larger productive vocabularies for 
walking but not crawling infants.  
 
Conversational Turns. Conversational Turns was a 
significant predictor of Receptive Vocabulary in Step 1, but 
was no longer significant in Step 2. Conversational Turns 
was a significant predictor of Productive Vocabulary in Step 
1. This effect dropped out in Step 2 and a significant effect 
of Locomotor Status was present, as well as a significant 
Conversational Turns x Locomotor Status interaction. 
Viewing the interaction (Fig. 1D) indicated that engaging in 
more conversational turn-taking was associated with larger 
productive vocabularies for walking but not crawling 
infants. 
 

Table 1: Multiple regressions predicting infant MCDI 
 

 Receptive 
MCDI 

Productive 
MCDI 

 β △R2 β △R2 

Adult Words 
Step 1  .40†  .22 
  Adult Words .74*  .34  
  Locomotor Status .60†  .57  
Step 2  .17†  .49** 
  Adult  
  Vocalizations .41  -.22  

  Locomotor Status .71*  .75**  
  Adult Words x  
  Locomotor Status .58†  .98**  

Child Vocalizations 
Step 1  .40†  .56* 
  Child  
  Vocalizations .66*  .71**  

  Locomotor Status -.09  .09  
Step 2  .08  .30** 
  Child  
  Vocalizations .15  -.28  

  Locomotor Status -.01  .24  
  Child  
  Vocalizations x  
  Locomotor Status 

.56  1.08**  

Conversational Turns 
Step 1  .60**  .50* 
  Conversational 
  Turns .75**  .60*  

  Locomotor Status .20  .39  
Step 2  .09  .39*** 
  Conversational 
  Turns .33  -.27  

  Locomotor Status .19  .38**  
  Conversational 
  Turns x  
  Locomotor Status 

.51  1.07***  

 
Notes. ß = standardized regression coefficient.  
† p ≤ .10, *p ≤ .05, **p ≤ .01, ***p ≤ .001. 
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Discussion 
The present study sheds further light on the relation of 
infant walking and language development. Surprisingly, 
crawling infants were exposed to more adult vocalizations 
than were walking infants. This may be in part because 
walking infants produced approximately 40% more 
vocalizations than did crawling infants (though this 
difference was not statistically significant). Also contrary to 
our predictions, conversational turn counts were similar 
across locomotor groups.  

A number of distinct relations were present linking the 
language environment with infant language development as 
a function of locomotor development. Greater number of 
adult words corresponded with increased receptive and 
expressive vocabulary size for the walking infants, but not 
for the crawling infants. Similarly, frequency of infant 
vocalizations and number of infant-adult conversational 
turns were related to infant expressive vocabulary size, but 
again only for the walking infants.  

This study replicates and extends previous research. The 
overall pattern of findings is similar to many of results 
reported by Walle and Campos (2014). However, the use of 
an extensive home observation provides increased 
confidence in possible qualitative differences in how the 
language environment corresponds with language 

development for crawling and walking infants. It also 
indicates that a number of different variables related to 
infants’ social and language experiences, namely adult word 
count, child vocalization count, and quantity of child-adult 
vocal turn taking show this pattern of relating to vocabulary 
scores for walking infants but not for crawling infants, 
suggesting the interaction among many and various 
linguistic, social, and motor factors in infant development.   

Future Considerations 
This data set is plentiful in opportunities for future study. 
In-depth analysis of the child-directed adult speech would 
help determine if there are qualitative differences in the 
language used toward crawling and walking infants that 
may account for the differential relations with infant 
language development. Analysis of the content of infant 
vocalizations could also help to confirm differences in 
infant productive language skill, as well as explore possible 
differences in phonetic and other features of infant babbling 
across this developmental transition. Additionally, the turn-
taking episodes represent a rich source for examining the 
underlying communicative nature of the infant language 
environment. Coding of who initiated the vocal interactions 
is amenable to automated analysis (Jaffe et al., 2001; 
Warlaumont, Richards, Gilkerson, & Oller, 2014) and 
would provide more specific information about how 
changes in infant-caregiver interaction dynamics may 

! !

! !

A B 

C D 

Figure 1: The graphs display infant MCDI score (indicated on the y-axis) and home language environment variables (indicated on the x-
axis)  at low (1 SD below the mean) or high (1 SD above the mean) levels for each variable as a function of infant locomotor status (i.e., 
crawling or walking). Numbers in parentheses are unstandardized simple slopes. *p ≤ .05, **p ≤ .01, ***p ≤ .001. 
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underlie the observed relationships between locomotor 
achievement and language development. 

While the data set is high in ecological validity, the 
number of infants observed limited our analyses. Many of 
the effect sizes were substantial, but not all reached 
significance, possibly signaling that the study was 
underpowered. For example, although walking infants 
vocalized nearly 25% more than did crawling infants, this 
finding did not reach significance. A similar explanation 
likely accounts for the non-significant differences in infant 
receptive and expressive vocabulary scores. Research on 
this relation has typically included 20-40 infants per group 
to account for the large variability of infant vocabulary 
scores (e.g., Walle & Campos, 2014; He et al., in press). A 
larger sample would also enable more sophisticated 
statistical models to explore how elements of the language 
environment may be interrelated with one another in 
predicting infant language.   

Second, measures of infant language and motor 
development relied on parental report. Although the MCDI 
is a commonly used measure of infant vocabulary 
development, an in-lab assessment of infant receptive and 
productive language to corroborate parental report would 
strengthen the findings. For the acquisition of walking, we 
encouraged parents to refer to a baby book or other records, 
as this milestone tends to be well remembered, and also 
used a relatively conservative estimate of proficiency (2+ 
weeks of walking experience) for inclusion in the walking 
group. However, confirmatory observational data of infant 
motoric development would be preferable.  

Third, and more broadly, additional research is needed to 
identify mechanisms responsible for the link between infant 
walking and language development. The findings suggest 
that the language environment plays some role in this 
association, but explanations accounting for the differential 
impact of the environment on language development remain 
to be studied. There are a plethora of psychological 
processes that may be affected by the onset of infant 
walking which may facilitate language development 
independently of, or in concert with, the language 
environment. For example, the onset of upright locomotion 
provides a clearer perspective and allows for more versatile 
interactions with the world (see Frank, et al., 2013; Karasik, 
et al., 2011; Kretch, Franchak, & Adolph, 2014). This 
perceptual advantage may result in changes in attentional 
allocation to and perceptual affordances of objects in the 
environment to facilitate word learning (e.g., Yu & Smith, 
2012). Onset of upright locomotion has also been shown to 
affect the ways in which infants bid to parents with objects, 
which in turn affects the types of verbal responses given by 
the parents (Karasik et al., 2014). Freeing of the hands may 
also correspond with increased use and appreciation of 
gestural communication to facilitate word learning (see 
Iverson & Goldin-Meadow, 2005; Goldin-Meadow, 
Goodrich, Sauer, & Iverson, 2007). Together, changes in 
perspective and gestural engagement may aid the 
development of joint attention skills critical for word 

learning (e.g., Brooks & Meltzoff, 2008). Postural changes 
may also affect physiological systems underlying infant 
vocalization to affect child speech production (Boliek, 
Hixon, Watson, & Morgan, 1996). Finally, it remains 
possible that the walkers are overall more developmentally 
advanced than the crawlers. Although previous research 
using a longitudinal design found an effect of walking 
independent of age (Walle & Campos, 2014) and a growing 
number of studies demonstrating differences between 
crawling and walking infants suggest a more complex 
picture, this research does not completely rule out a broad 
maturational explanation. Thus, developmental differences 
should continue to be addressed in future research. We 
predict that no one element of change in the system is 
accountable for the increase in language; rather, we think it 
likely that the interaction of multiple changing components 
in concert facilitates ongoing, dynamic change to the 
developmental system (see Thelen, 1995; Thelen & Smith, 
1994). Therefore, what is most called for is a longitudinal 
investigation incorporating convergent research operations 
across a broad range of related, yet distinct, developmental 
processes to identify the unique and interactive effects of 
potential mechanisms.  

In conjunction with previous research, the present study 
indicates: (1) a link between infant language development 
and the acquisition of walking, (2) infants’ social and 
linguistic environment differ as a function of locomotor 
quality, and (3) crawling and walking infants’ 
social/linguistic environments are differentially associated 
with their language development. Further research is needed 
to more closely examine the relationships identified in the 
present investigation, as well as explore mechanisms that 
may be related with the acquisition of walking and language 
development. Most importantly, such investigations are 
likely to prove most fruitful when these processes are 
conceptualized and studied in an integrated rather than 
isolated fashion.   
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Abstract 

The present study investigates the relation between the 
reading process and text comprehension during naturalistic 
text reading. To that end, participants read easy and difficult 
texts while their eye movements were recorded. After each 
reading, participants filled-in comprehension questionnaires. 
We investigated classical measures of the reading process 
related to comprehension (fixation duration, regressive eye 
movements), as well as power-law scaling in eye movements 
that are indicative of degree of cognitive coordination during 
reading. The results show that text difficulty led to longer 
fixation durations and stronger power-law scaling in eye 
movements. Moreover, the degree of power-law scaling in 
eye movements was predictive of text comprehension. In line 
with previous research on natural text reading that utilized the 
self-paced reading method, power-law scaling turned out to 
be a superior predictor of reading comprehension compared 
to standard measures, suggesting that it is an effective 
measure of cognitive performance in complex reading tasks. 

Keywords: naturalistic text reading; connected text reading; 
comprehension; power-law scaling; eye movements. 

Comprehension And The Temporal 
Coordination Of The Reading Process 

The perceptual process of reading (reflected in reaction 
times or eye movements, for example) and the cognitive 
outcomes of reading (i.e., text comprehension) have largely 
been studied separately. While most research on the reading 
process has been concerned with the (perceptual) front-end 
of the reading process, research on text comprehension has 
worked on ‘back-end’ problems, such as how readers 
remember texts or draw inferences based on textual 
information (Carpenter, Miyake, & Just, 1995). However, 
these ‘back-end’ studies usually do not incorporate ‘front-
end’ process measures of reading. Most models of reading 
seem to assume that the ‘early’ processes in reading (e.g., 
perceptual and lexical access processes) are fairly 

independent of ‘later’ comprehension processes (McNamara 
& Magliano, 2009 – but see Gough & Tunmer, 1986). 

Indeed, relating process aspects of reading to text 
comprehension has proven difficult: Research collecting 
measures of process and comprehension on readings of the 
same text is rare. The few studies that exist either do not 
report relations between process and comprehension 
measures (e.g., Zwaan, Magliano, & Graesser, 1995) or 
report null-effects between classical process measures – 
such as reading speed – and text comprehension (e.g., 
LeVasseur, Marcuso, & Shankweiler, 2008). 

One of the problems is that the popular single word or 
single sentence reading research paradigms are not readily 
applicable to reading of naturalistic, connected texts: For 
example, the effects of lexical variables play only a 
marginal role in the process of text reading that is highly 
non-stationary over the course of reading (Wallot, Hollis, & 
van Rooij, 2013). Similarly, situation model variables that 
affect comprehension in short snippets of texts do not 
exhibit the same effects in reading of long, connected texts 
(McNerney, Goodwin, & Radvansky, 2011). 

An alternative model proposes that the process of text 
reading is inherently different from situations where readers 
face unconnected snippets of text. During more complex 
cognitive tasks, idiosyncrasies (i.e., individual background 
knowledge, learning histories, strategy use, etc.) start to 
matter more, and even basic cognitive skills can assume 
different roles, and compensate for one another (Rasinski, 
2000). Hence, a complex cognitive task such as text reading 
might be better understood as a coordinative problem, that 
is, how reader idiosyncrasies and cognitive components 
coordinate with each other to yield an observed level of 
performance (Wallot & Van Orden, 2011). 

For the case of reading in particular, a well functioning 
reading process is a smoothly running process in which only 
few, small perturbations (e.g., extraordinary long reading 
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times, regressive eye movements, periods of increased 
volatility reading times etc.) occur and where the text 
generally exerts a regulating structure on reading behavior 
(Wallot, 2014), such as measures of reaction times or of eye 
movements. In particular, measures of power-law scaling in 
reading times that quantify the regularity of the reading 
process have recently been shown to make for superior 
predictors of text comprehension compared to standard 
measures such as reading speed (Wallot, O’Brien, 
Haussmann, Kloos, & Lyby, 2014). However, these findings 
were obtained in self-paced reading tasks in which readers 
press a response key to reveal each new word. Self-paced 
reading tasks show in general similar results compared to 
eye movements during reading (Rayner & Pollatsek, 1994). 
However, we seek now to expand the findings of Wallot et 
al. (2014) to a more generic framework by investigating eye 
movements during reading. Whereas Wallot et al. (2014) 
used times between key presses in self-paced reading, we 
used eye-tracking data for measures of the reading process. 

In the following sections, we will give a brief introduction 
of power-law scaling in the context of eye movements, then 
describe the rationale of the study and the selection of the 
dependent variables, and finally present results on the 
relation between the reading process (as viewed through eye 
movement measures) and reading comprehension. 

Scaling in eye movements 
The present work will deal with estimating power-law 
scaling from time-series of eye tracking data. Power-law 
scaling denotes a power-law relation between the size of 
changes in the measured variable and the frequency with 
which changes of that size occur.  

For the present research, we estimate scaling by detrended 
fluctuation analysis (DFA - Peng, Havlin, Stanley & 
Goldberger, 1995). DFA quantifies how variance of a time 
series changes with time scale. It segments a time series 
using nonoverlapping windows whose length indicates time 
scale, and estimates the average variance per window 
length. If the logarithm of the variance changes 
approximately linearly with the logarithm of window size, 
then the slope of this linear change estimates the Hurst 
exponent (H) defining the power-law scaling relationship. 
Figure 1 illustrates the analysis on a time series of reading 
times. 

If H ≈ 0.5, then the data points in the time series are 
relatively independent of each other, conforming to white 
noise and indicating the absence of temporal coordination in 
the reading process. If H ≠ 0.5, then this indicates that the 
time series exhibits power-law scaling properties that are 
indicative of interdependence of data points across many 
scales and reflective of the coordination of cognitive 
processes during a task (Van Orden, Holden, Turvey, 2003). 
Scaling manifests in behavioral (Coey, Wallot, Richardson, 
& Van Orden, 2012) and neurophysiological (Lowen, 
Ozaki, Kaplan, Saleh, & Teich, 2001) measures of eye 
movements. Variations of H in behavioral and 
neurophysiological measures indicate situational or habitual 

differences in cognitive coordination that are, for example, 
predictive of different kinds of occulomotor control 
processes (Shelhamer, & Joiner, 2003), or the ability of 
speeded visual search (Stephen & Anastas, 2011). 
 

 
 

Figure 1. Illustration of scaling relationships for time series 
with different power-law scaling exponents. The upper time 
series (pink noise, Figure 1a) exhibits a scaling exponent of 
H = 1.0, indicating power-law scaling and interdependence 
of values in the time series. The lower time series (white 
noise, Figure 1b) exhibits a scaling exponent of H = 0.5, 
indicating that the values of the time series are fairly 
independent. Figure 1c shows the associated scaling plots. 
 

Power-law scaling has been observed not only in eye 
movement components, such as fixations (Aks, Zelinsky, & 
Sprott, 2002) and saccades (Shelhamer, & Joiner, 2003), but 
also in the fluctuations of the raw eye movement record, the 
gaze step size (Stephen & Mirman, 2010), which 
incorporates both, fixational and saccadic eye movements. 
Figure 2 illustrates the computation of fixations and gaze 
step size from a horizontal snippet of gaze positions 
measured by an eye tracker during reading, exhibiting the 
famous staircase of eye movements during reading (Figure 
2a). Usually, fixations are extracted by applying a criterion 
that dissects the different steps into their vertical and 
horizontal components: saccades and fixations, respectively 
(Figure 2b). In contrast, to calculate the gaze step size of the 
eye movement record, the positions of the record are 
differenced (Figure 2c). 

Fixations are the main components of eye movements 
thought to reflect cognitive processing (Rayner, 1998). 
Hence, we would expect scaling in fixations time series 
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during reading to be informative about cognitive 
coordination related to reading comprehension. On the other 
hand, gaze steps have been shown to capture scaling 
properties of eye movements across fixations and 
fluctuations (Kelty-Stephen & Mirman, 2013; Stephen & 
Mirman, 2010; Wallot, Coey, & Richardson, 2015), and 
hence might capture a coordination of cognitive processes 
pervading throughout the components of eye movement 
behavior (Wallot & Kelty-Stephen, 2014). Hence, the 
present research will investigate scaling both at the level of 
fixations and at the level of gaze steps. 

 

 
 

Figure 2. Illustration of the calculation of fixation and gaze 
step size time series based on the raw eye movement record 
of positions. The horizontal gaze positions exhibit the 
staircase patters during reading (Figure 2a). In order to 
extract fixations, the steps are isolated according to some 
criterion and summed into fixation durations (Figure 2b). In 
contrast, the gaze step size is simple the differenced record 
of positions (Figure 2c). 

The Reading Study 
As noted above, standard metrics of the reading process, 
such as reading speed, have been unsuccessful at predicting 
reading comprehension (e.g., LeVasseur et al., 2008). 
However, eye movements allow a more fine-grained 
description of the reading process, such as the quantification 
of regressive eye movements. To investigate the role of 
scaling in eye movement with regard to reading 
comprehension at the  level of fixational eye movements, 
we reanalyzed the data from Wallot (2011) where 
participants read an easy and a difficult text while their eye 
movements were being recorded, and then filled-in 
comprehension questionnaires after each reading. 

To investigate the role of scaling properties of eye 
movements as predictors for the reading process, we 

calculated scaling exponents for fixations and for gaze step 
size (see Wallot & Kelty-Stephen, 2014). We also 
calculated eye-movement measures shown to reflect 
comprehension processes in reading (i.e., fixation duration, 
number of fixations, number of regressive eye movements – 
see Rayner, Chace, Slattery & Ashby, 2006). We sought to 
test whether eye movement components that have been 
associated with comprehension processes in such studies 
will transfer to connected text. In particular, we predicted 
that better comprehension should follow from reading with 
briefer fixation durations and faster overall reading times, 
fewer fixations, and fewer regressive eye movements 
(Rayner et al., 2006). 

Moreover, we sought the same effects in eye-movement 
measures that Wallot et al. (2014) had found in reading 
times during self-paced reading. That is, we predicted that 
better comprehension should follow from reading with 
greater independence amongst eye movements. We assessed 
power-law scaling in both, fixation durations and gaze-step 
series, the latter measure capturing coordination of the 
reading process that pervades its different components, such 
as fixations and saccades (Wallot & Kelty-Stephen, 2014). 

Method 

Participants 
Overall, n = 32 students participated in the study. Part of the 
sample (n = 24 participants) came from research that was 
part of a dissertation (Wallot, 2011). Twenty-eight were 
students of the University of Cincinnati, 4 were non-
students (average age: 27.52 years, ranging from 20 to 47 
years). Twelve (37.5%) were female. All were native 
speakers of English and all had normal or corrected-to-
normal vision. All participants read the easy and difficult 
texts on two separate occasions. Half (n = 16) read the text 
by pressing a response key to reveal each new sentence in a 
self-paced manner, the other half read the text screen-by-
screen.1 Participants’ eye movements were recorded during 
both conditions. 

The eye movement recordings of four participants had to 
be dropped from the analysis, because the records were 
highly erratic or the eye tracker had lost the corneal 
reflection too often during recording. 

Apparatus And Stimuli 
The texts used were the first five chapters of ‘The House 

Of The Scorpion’ by Nancy Farmer and the first two 
chapters of ‘Infinite Jest’ by David Foster Wallace. Both 
stories were fictional dystopias, hence belonging to the 
same genre. Furthermore, fictional stories were picked 
because this prevented readers form utilizing specific world 
knowledge during the reading of the text. Both texts had 
approximately the same length, but differed in aspects of 
text difficulty (see Table 1). 

                                                             
1 Preliminary analyses did not reveal significant effects of 
presentation mode. Hence, this factor was not further pursued. 
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The texts were presented in Courier New font (14 pt.) on 
a standard 13-inch computer monitor (1280 x 1024 px.). 
The program that controlled stimulus presentation was a 
MatLab© PsychophysicsToolbox (Brainard, 1997). 
Participants’ eye movements were recorded by an Applied 
Science Laboratory D6© remote eye-tracking system with a 
temporal resolution of 60Hz and a maximal spatial 
resolution of 0.5° visual angle. 
 

Table 1. Text characteristics. 
 
Text Characteristic House of the 

Scorpion Infinite Jest 
Number of Words 12,902 12,390 
Sentence Length M = 9.6 

(SD = 5.3) 
M = 20.7 

(SD = 20.2) 
FK Readability index 3.7 9.3 

Procedure 
To read each story, participants came to the laboratory two 
times on two different days (presentation order was 
counterbalanced across participants). During reading, 
participants sat in front of the computer monitor, app. 79 cm 
away from the screen. Experimenters instructed participants 
that the text would be displayed either sentence-by-sentence 
or screen-by-screen (this mode remained constant within 
each participant, so that each participant read both stories in 
the same way), and that the eye-tracker would record their 
eye movements during reading. 

Experimenters asked participants to read the text at their 
natural reading speed. After participants finished reading, 
experimenters asked participants to rate text difficulty, write 
a brief summary2, and to complete a comprehension 
questionnaire of which they had been forewarned. Each 
questionnaire consisted of 36 statements about the text that 
participants had to judge as being right or wrong. 

Data Analysis 
A total of 4.7% of the data were lost due to the eye tracker 
loosing the eyes during reading or participants looking away 
from the screen. 

An acceleration-based criterion extracted fixations during 
reading (Araujo, Kowler, & Pavel, 2001): Increases in 
acceleration of the eye-movement record indicated the onset 
of a saccade, while decreases in acceleration indicated the 
end of a saccade and the onset of a fixation. The algorithm 
that implemented the acceleration-criterion based separation 
procedure was taken from Hidalgo-Sotelo (i.e., Rich, Kunar, 
Van Wert, Hidalgo-Sotelo, Horowitz, & Wolfe, 2008) and 
operated in the following way: The time-series of eye-
movement positions was divided into overlapping windows 
of adjacent data points with a window size of 4 (equaling 68 
ms) and a step-size of 1. The acceleration threshold that 
marked the onset of a saccade was set to a change in 

                                                             
2  Analysis of the summaries has not yet been conducted. Hence, 
the are not currently incorporated into the comprehension measure. 

velocity of 2° of visual angle per second between two 
consecutive intervals (Abrams, Meyer, & Kornblum, 1989). 
Gaze step-size was calculated as the difference of positions 
in the eye movement record (Stephen & Mirman, 2010). 

Scaling exponents in eye movements on the levels of 
fixations, and gaze step size was determined using DFA 
(Peng, et al., 1995) with a minimum bin size of 4 and a 
maximum bin size of ¼ of the length of the respective time-
series (see also ‘Scaling In Eye Movements’). While the 
scaling functions of fixations where linear, the scaling 
functions of gaze steps revealed two distinct scaling regions, 
a steep one on faster time scales (between 15ms and 21sec) 
and a more shallow one on slower time scales (between 
30sec and 10min) (see Figure 3). Hence, scaling exponents 
were calculated separately for fast and slow time scales in 
gaze steps series, yielding two values for scaling in gaze 
step size per participant. 
 

 
 
Figure 3. Scaling function of gaze steps and associated 
standard error. The scaling function exhibits two distinct 
scaling regions on fast and slow time scales (black lines) 
that are divided by an inflection point (black arrow). 
 

Repeated measures t statistics tested for effects of text 
difficulty on the resulting measures. Multiple regression 
tested the effect of different eye movement characteristics as 
predictors of the outcome measure of comprehension scores. 

Results 

Effects of Text Difficulty 
Comprehension scores (i.e., the number of correct answers 
on the multiple-choice comprehension questionnaire) were 
higher for the easy text compared to the difficult text (Measy 
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= 28.35, Mdiff = 26.34; t(27) = 3.50, p = .002) and overall 
reading duration was shorter for the easy text compared to 
the difficult text (Measy = 48.07min, Mdiff = 52.70min; t(27) 
= -3.93, p = .001). 

Compared to easy text, difficult text elicited longer 
fixation durations (Measy = 202ms, Mdiff = 220ms; t(27) = -
3.34, p = .003), a marginally higher number of fixations 
(Measy = 6439, Mdiff = 6840; t(27) = -1.95, p = .063), but did 
not result in an increased number of regressive eye 
movements (t(27) = 0.19, p = .850). 

Furthermore, scaling in fixations increased significantly 
from easy text reading to difficult text reading (Measy = 0.55, 
Mdiff = 0.58; t(27) = -2.86, p = .008). Similarly, scaling in 
gaze step-size on slower time-scales increased significantly 
from easy text reading to difficult text reading (Measy = 0.01, 
Mdiff = 0.02; t(27) = 2.38, p = .025), but no effect was 
observed in scaling on faster time scales (t(27) = 0.85, p = 
423). Obviously, both scaling in fixations and scaling in 
gaze step-size are sensitive to the reading of different text 
difficulty levels. 

Prediction of Reading Comprehension 
All predictors were simultaneously entered into the 
regression model, which accounted for 31.0% (adjusted R2 = 
.207; F(7, 47) = 3.01, p = .011) of the variance in 
comprehension scores. Inspection of variance inflation 
suggested that multicollinearity between predictors was not 
problematic (all VIF < 5; O’Brien, 2007). 

Only the scaling exponents of fixations and scaling 
exponents of the gaze steps on slower time scales turned out 
to yield significant unique predictive power of 
comprehension scores (see Table 2).  

 
Table 2. Regression of comprehension scores onto 

properties of eye movements during reading. 
 

Predictor β t p 
Intercept  6.63 < .001 
Fixation Duration .204 0.66 = .513 
No. of Fixations -.222 -0.37 = .583 
Regressions -.182 -1.18 = .243 
Overall Duration .177 0.27 = .792 
Scaling Fixations -.289 -2.11 = .041 
Scaling Gaze Steps (Fast) .221 1.36 = .181 
Scaling Gaze Steps (Slow) -.359 -2.58 = .013 

Discussion 
The present findings on eye movements during natural text 
reading extend and corroborate previous research that used 
self-paced reading. First, they add to recent findings that 
investigate the role of reading process components in 
natural text reading and find that many of the aspects of 
reading that seem to be important in reading of single 
words, sentences, or short snippets of texts do not transfer to 
reading of natural, connected texts (McNerney et al., 2011; 
Wallot et al., 2013). In particular, the effects of text 
difficulty on number of fixations and regressive eye 

movements are greatly reduced when long, natural texts are 
read compared to shorter texts (cf. Rayner et al., 2006). 

Second, the present results extend findings on the relation 
between reading process and comprehension: Again, when 
natural texts are used, standard measures such as fixation 
duration, number of eye movements, regressive eye 
movements and overall reading speed do not substantially 
predict reading comprehension (cf. Levasseur et al., 2008). 

Both of these findings suggest that complex reading tasks 
work differently from simple reading tasks. As has been 
argued elsewhere (Wallot et al., 2014), the difference 
between simple and complex reading tasks might lie in the 
coordination of cognitive processes during reading, and that 
one needs to find adequate measures of this coordination in 
order to address questions such as how the reading process 
in complex reading tasks reflects text comprehension. 
Instead of asking how specific aspects of a text lead to 
specific effects in reading behavior, one can ask a broader 
question, which is to what extent does the text effect and 
structure reading behavior (Wallot, 2014). One measure that 
can address such questions is the degree of power-law 
scaling (Van Orden et al., 2003) that can be observed in 
time series of reading behavior, such as eye movements: 
Power-law scaling in eye movements during reading imply 
that the processes that drive eye movements during text 
reading are not just a result of the local information 
presented by the foveally fixated word, parafoveal and 
short-term semantic priming, but are coordinated across 
multiple time scales potentially spanning the whole text that 
has been read up to that point. 

Previous research on self-paced reading found that better 
comprehension goes along with weaker power-law structure 
in reading times (Wallot et al., 2014). Our results extend 
those findings by showing that weaker power-law structure 
in eye movements was also associated with better 
comprehension. Even though the theoretical significance of 
power-laws in reading is still not clear, shallower power-law 
structure close to white noise might indicate a more highly 
constrained reading process, which is driven primarily by 
properties of the text and not by voluntary eye movements 
(Kloos & Van Orden, 2010), which in turn seems to be an 
indicator of high levels of reading skill (Wallot et al., 2014). 
Moreover, changes in power-law scaling that relate to 
reading comprehension resided mostly on slower time 
scales, which fits with current theories of online 
comprehension during reading that assume comprehension 
processes to be slower than individual instances of word 
reading, for example (Donald, 2007). However, the fact that 
comprehension was reflected in eye movements by virtue of 
scaling properties suggests that comprehension might not be 
so much brought about by distinct cognitive components, 
but by the coordination processes of the cognitive system 
that integrate information across multiple time scales. 
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Abstract 

In multiple-cue probabilistic inference, people choose between 
alternatives based on several cues, each of which is differentially 
associated with an alternative’s overall value. Various strategies 
have been proposed for probabilistic inference. These include 
heuristics, simple strategies that ignore part of the available 
information to make decisions more quickly and with less effort. 
Heuristic models seek to explain the sequence of cognitive events 
that occur as people make decisions. Validating these models 
involves evaluating their predictions concerning both outcomes 
and process measures. In this study, we gathered verbal protocols 
from participants as they performed multiple-cue probabilistic 
inference. We find converging evidence across decisions, search 
behavior, and verbal reports that many participants use a 
simplifying heuristic, take-the-best. These results provide novel 
evidence for take-the-best as a process model of human decision 
behavior in multiple-cue probabilistic inference. 

Keywords: Multiple-cue probabilistic inference, verbal 
protocols, take-the-best, tally, weighted additive 

Introduction 
Traditional utility theories postulate a decision maker with 
unlimited time, unlimited mental resources, and complete 
information about the choice problem (von Neumann & 
Morgenstern, 1944). This idealization is overly optimistic. 
In reality, choices must be made quickly, with finite mental 
resources, and with incomplete information. One way to 
cope with these challenges is to use simple strategies, or 
heuristics, rather than complex analyses to decide (Simon, 
1955). Heuristics are fast because they use simple mental 
operations, they are frugal because they require little 
information to enact, and they are surprisingly accurate. 

Gigerenzer and colleagues have proposed that the mind 
contains an adaptive toolbox (2011). The toolbox is 
comprised of heuristics, their basic building blocks (e.g., 
search rules, stopping rules, and decision rules), and the 
cognitive capacities they exploit (e.g., associative memory). 
This view, though influential, is controversial (see Todd & 
Gigerenzer, 2000, open peer commentary). The questions of 
whether heuristics are fast, frugal, and accurate, are separate 
from the question of whether they adequately describe the 
sequence of psychological events that occur as people make 
decisions. In this paper, we examine the last question. We 
focus on one type of problem, multiple-cue probabilistic 
inference, and on one heuristic, take-the-best (TTB). Given 
the centrality of TTB to the adaptive toolbox theory it is 
important to ask, what is the empirical evidence for TTB as 
a process model of human decision making? 

Multiple-Cue Probabilistic Inference 
In multiple-cue probabilistic inference, people decide which 
of two alternatives has greater value based on multiple cues. 
Each cue is differentially associated with an alternative’s 
overall value. For example, an investor might consider 
multiple financial indicators before deciding which of two 
stocks to purchase. Multiple-cue probabilistic inference is 
complicated by the fact that no cue or combination of cues 
perfectly predicts the correct alternative. 

Various strategies have been proposed for probabilistic 
inference.1 These differ in how many cues they require to 
enact, and in how they weight each cue. Weighted-additive 
(WADD) computes the sum of cue values weighted by their 
importance, and selects the alternative with the greatest 
resulting value. Tally (TAL) simply selects the alternative 
with more positive cues. Lastly, take-the-best (TTB) 
searches cues in order of their validity, and selects an 
alternative based on the first discriminating cue. TTB is fast 
because it uses simple mental operations, and it is frugal 
because it requires little information to enact. Surprisingly, 
despite its simplicity, TTB often performs as well as – or 
better than – WADD (Gigerenzer & Gaissmaier, 2011). 

Experiment Motivation 
Although statistical analyses and computer simulations have 
demonstrated the feasibility of TTB, they do not establish 
that people actually use TTB. Doing so requires showing 
that (1) pre-decisional behavior and (2) choices are 
consistent with TTB. Empirical results that bear on these 
issues are mixed. Some studies find that people acquire 
information in the manner prescribed by TTB, but others do 
not (Mata, Schooler, & Rieskamp, 2007; Newell & Shanks, 
2003). Likewise, some, but not all studies find that the 
majority of people’s decisions are consistent with TTB 
(Bröder, 2000; Newell & Shanks, 2003). These findings 
hold even in environments that decidedly favor TTB. 

Though informative, the process and outcome measures 
used to study probabilistic inference have limitations. 
Search behavior shows what information people acquire and 
the order in which they do so, but not whether or how they 
use that information. Additionally, choices predicted by 
TTB, WADD, and TAL overlap considerably, rendering 
decisions inconclusive as evidence for process. 

To overcome these limitations, we used verbal protocols 

                                                             
1 These strategies assume that cue validities are known. 
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to study the cognitive processes underlying multiple-cue 
probabilistic inference. Central to protocol analysis is the 
idea that people can verbalize thoughts, and that mental 
operations can be inferred from verbalizations (Ericsson & 
Simon, 1993). Heuristics for probabilistic inference have 
been formalized as process models (Gigerenzer & 
Gaissmaier, 2011). These models predict the content of 
participants’ verbalizations and their overt behaviors.  
Although verbal protocols have not yet been used to study 
heuristics in multiple-cue probabilistic inference, they have 
been applied to other topics in judgment and decision 
making research (Ericsson & Simon, 1993). In the context 
of this task, verbal data can go beyond search and outcome 
measures by revealing how people use information they 
acquire to decide. As such, verbal protocol analysis is an 
appropriate and overdue methodology to incorporate into 
the scientific study of multiple-cue probabilistic inference. 

Experiment 
Nineteen people from the University of Dayton participated 
in a one-hour experiment for monetary compensation. They 
completed a simulated stock-market selection task that has 
been used before to study multiple-cue probabilistic 
inference (Newell, Weston, & Shanks, 2003). In each trial, 
participants chose between two hypothetical stocks. Each 
stock had four concealed indicators, which participants 
could reveal to help guide their decisions (Fig. 1). When the 
participant clicked an indicator for a stock, the value yes 
appeared (Yes, company IFH has financial reserves), or the 
value no appeared (No, company EUI does not have 
financial reserves). The value remained visible for the 

remainder of the trial. To choose a stock, the participant 
clicked the stock’s button below the grid. The name of the 
best stock and trial pay then appeared. 

Trial pay depended on two factors. First, participants 
received ten cents for selecting the winning stock and zero 
cents otherwise. Second, participants paid one cent to view 
each indicator. To maximize trial pay, they needed to view 
enough indicators to make informed decisions without 
spending too much acquiring information. Cue validities 
were freely visible throughout the experiment, and were 
identical to those used in other multiple-cue probabilistic 
inference experiments (Bröder, 2000; Newell, Weston, & 
Shanks, 2003). Assignment of cue validities to indicators 
and screen locations was constant throughout the 
experiment and varied across participants. The payoff 
structure of the task was explained to participants before the 
experiment, as was the meaning of cue validity. 

The experiment contained 120 trials. Cue configurations 
were created such that TTB and WADD predicted different 
choices from one another in 20 trials (16%), and that 
WADD and TAL predicted different choices from one 
another in 30 trials (25%). 

Participants were told to think aloud during the 
experiment. Prior to beginning the experiment, they 
received instruction about how to provide verbal reports, 
and they practiced verbalizing in three warm-up tasks that 
were not related to the main task (Ericsson & Simon, 1993; 
Fox, Ericsson, & Best 2011). Following training, 
participants received instruction about the experiment. If a 
participant was silent for longer than one trial, they were 
reminded to continue thinking aloud.  

Results 

Behavioral Outcomes 
On average, participants selected the correct stock on 73% 
(± 1 SE) of trials. They revealed 3.35 cues (± 0.24 SE) and 
earned 3.97 cents (± 0.18 SE) per trial. 

To characterize participants’ strategies, we compared 
their decisions to the predictions of three choice rules: TTB, 
WADD, and TAL. We used a maximum likelihood 
approach to calculate the probability of each participant’s 
decisions separately for the three strategies. The strategies 
prescribe deterministic selections for each trial. To allow for 
stochasticity, we incorporated application errors in the 
strategy models (Scheibehenne, Rieskamp, & 
Wagenmakers, 2013). The probability of the observed 
choice in trial t (Ot) using strategy i (Si) was 

𝑃 𝑂!|𝑆! , 𝜀! = 𝑃 𝑂!|𝑆! ∙ 1 − 𝜀! + 0.5 ∙ 𝜀! . 

Application error (εi) is the probability of applying a 
strategy incorrectly. Under the assumption that application 
errors result in random selection (i.e., “tremble errors”; 
Scheibehenne, Rieskamp, & Wagenmakers, 2013), the 
probability of the observed choice following an application 
error is 0.5. 

 
Figure 1. Experiment interface. Stock names appeared at the 
top of the screen, and indicator labels and cue validities were 
displayed along the left-hand side of the screen. Indicator 
values were concealed in the gray grid. 
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For each participant and strategy, we estimated the value 
of application error that maximized the sum of the log-
likelihood of the observed choices across the sequence of 
120 trials, 

𝐿𝐿𝐸! = 𝑙𝑛 𝑃 𝑂!|𝑆! , 𝜀! .
!!!:!"#

 

We converted the likelihoods into model weights (Liu & 
Smith, 2009). Weights add up to one across the three 
strategies for each participant. Values near zero indicate 
little evidence for that strategy, and values near one indicate 
substantial evidence for that strategy. 

Fig. 2 shows model weights for each participant. Weights 
provided greatest evidence for TTB in most participants (12 
total). For fewer participants, weights provided greatest 
evidence for WADD (2 total) or TAL (4 total). On average, 
participants adhered to the strategy that best fit their choices 
in 87% of trials. 

TTB is a non-compensatory strategy; cues with low 
validity cannot compensate for the value of a more valid 
cue. Conversely, WADD and TAL are both compensatory 
strategies; cues with low validity can compensate for the 
value of a more valid cue. For this reason, and because 
model weights only weakly distinguished between them, we 
combined WADD and TAL into a single category and 
classified each participant as using a non-compensatory 
strategy (TTB) or a compensatory strategy (WADD/TAL). 
Twelve participants used a non-compensatory strategy, six 
used a compensatory strategy, and one had identical weights 
for non-compensatory and compensatory strategies. 

We compared the performance of participants in the non-
compensatory and compensatory groups. Those who used a 
non-compensatory strategy selected the correct stock 
slightly more often (74% versus 72% of trials, t(16) = 0.75, 
n.s.) and revealed fewer cues (3.1 versus 3.8, t(16) = 1.29, p 
< .1). The net effect was that participants who used a non-
compensatory strategy earned significantly more per trial 
(4.2 cents versus 3.3 cents, t(16) = 2.60, p < .05). 

Search Process 
Besides specifying decisions, heuristics models predict the 
order in which information is acquired (search rules) and 

when search stops (stopping rules). Specifically, TTB 
searches cues in order of their validity and stops after 
finding one discriminating cue. To gather converging 
evidence for the outcome-based classifications, we 
examined participants’ searching and stopping behavior. 

People classified as using a non-compensatory strategy 
revealed the most-valid indicator first in 92% of trials, while 
those who used a compensatory strategy only did so in 41% 
of trials, t(16) = 6.07, p < .0001. Additionally, people 
classified as using a non-compensatory strategy stopped 
searching immediately after finding one discriminating cue 
in 85% of trials, while those who used a compensatory 
strategy only did so in 51% of trials, t(16) = 2.35, p < .05. 

Verbal Reports 
The experiment produced about 11 hours of verbal data, 
which were transcribed and segmented into 12,602 task-
related utterances. Each utterance was assigned to one of 
nine categories: (1) search, (2) encoding, (3) single-indicator 
elaboration, (4) multi-indicator elaboration, (5) unjustified 
decision, (6) single-indicator decision, (7) multi-indicator 
decision, (8) feedback evaluation, and (9) metacognitive. 
One investigator coded 100% of utterances, and a second 
investigator coded 10% of utterances. The mean inter-rater 
reliability, measured by Cohen’s kappa, was 0.97. 

Elaboration and decision statements are especially 
informative with respect to decision process. Single-
indicator elaboration statements compare one indicator 
between stocks, and single-indicator decision statements 
base choices on one indicator (Table 1). Conversely, multi-
indicator elaboration statements combine information across 
multiple indicators within a stock, and multi-indicator 
decision statements base choices on multiple indicators 
(Table 1). Because TTB involves comparing indicators 

 
Figure 2. Model weights of three strategies for each participant. Larger values denote greater support for that model. 

Table 1. Examples of Single- and Multi-Indicator 
Elaboration and Decision Statements 

 Single-Indicator Multi-Indicator 
Elaboration KRL is better on 

the top indicator 
I have two yesses 
and a no for RJB 

Decision Take TJM because 
of share trend 

Choose this since 
it’s a yes for both 
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between stocks and selecting a stock based on the first 
discriminating indicator, participants using TTB should 
make more single-indicator elaboration and decision 
statements. Alternatively, because WADD and TAL involve 
combining information across multiple indicators within 
stocks, participants using WADD and TAL should make 
more multi-indicator elaboration and decision statements. 

To test this hypothesis, we calculated the relative 
proportions of single-indicator elaboration and decision 
statements – that is the number of single-indicator 
statements divided by the total number of single- and multi-
indicator statements. We compared these proportions 
between participants who were classified as using a non-
compensatory (TTB) or compensatory (WADD/TAL) 
strategy based on their choices (Fig. 3). Relative to 
participants who used WADD or TAL, those who used TTB 
made more single-indicator elaboration (t(16) = 3.12, p < 
.01) and decision statements (t(16) = 4.39, p < .001). 

 

 

Figure 3. Proportion of single-indicator elaboration and 
decision statements for participants classified as using a 
non-compensatory strategy (TTB) or a compensatory 
strategy (WADD/TAL). 

Multi-Dimensional Classification 
In the previous sections, we classified participants based on 
their decisions, and we sought converging evidence in the 
form of search behavior and verbal reports. This is the 
predominant approach used in the literature. A potentially 
more powerful approach is to classify participants based 
jointly on their decisions, search behavior, and verbal 
reports – that is, a multi-modal approach (Schulte-
Mecklenbeck, Kühberger, & Ranyard, 2011). 

To combine information from these three sources, we 
performed a multi-dimensional classification. For each 
participant we recorded (1) the model weight assigned to 
TTB, (2) the probability of terminating search immediately 
after the first discriminating cue, and (3) the relative 
proportion of single-indicator statements. To place equal 
emphasis on the three dimensions, we normalized the values 
within each using z-scores. We then used a two-step k-
means cluster analysis to determine the number of clusters 
of participants and to assign each participant to a cluster. 

The analysis revealed two clusters with ten individuals 
and nine individuals (Fig. 4). Participants in black acted 
most consistently with a non-compensatory strategy: their 
decisions were consistent with TTB, they stopped searching 
after finding one discriminating cue, and they 
predominantly made single-indicator statements. 

Participants in red, though somewhat more variable, acted 
most consistently with a compensatory strategy: their 
decisions were consistent with WADD or TAL, they 
continued searching after finding one discriminating cue, 
and they predominantly made multi-indicator statements. 

The results of the multi-dimensional classification 
matched the outcome-based classification with the 
exception of the two participants depicted by red stars. 
These participants’ decisions were consistent with TTB, but 
they continued searching after finding a discriminating cue 
and they made many multi-indicator statements.  

Consistency of Verbal Reports 
One concern with verbal protocol analysis is that verbal 
reports may deviate from behavior (Nisbett & Wilson, 1977; 
Schooler, 2011). To address whether participants’ 
verbalizations were consistent with their choices, we 
examined a subset of trials that satisfied two criteria. First, 
the heuristics needed to predict different decisions based on 
the set of cue values (16% of trials). Second, the participant 
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Figure 4. Scatter plot of normalized search measure 
(termination), outcome measure (non-compensatory decision 
weight), and verbal measure (proportion of single-indicator 
elaboration and decision statements). Black circles denote 
participants who acted according to TTB and red squares 
denote participants who acted according to WADD or TAL. 
Red stars denote two participants classified differently by 
outcome-based and multi-dimensional approaches. 
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needed to make an elaboration or decision statement that 
was informative with respect to their decision process (33% 
of trials). The conjunction of these relatively low-frequency 
events limited our sample to a total of 92 trials across all 
participants. 

This occurred in 52 trials with elaboration statements, and 
in 41 trials with decision statements. In these trials, 
verbalizations were overwhelmingly consistent with choices 
(elaboration statements: 37/52; decision statements: 35/41). 
Elaboration statements were not as consistent with choices 
as decision statements (71% versus 85%), χ2 = 2.65, p = .05 
(one-tailed). 

In a total of 21 trials from 8 different participants, 
verbalizations and choices were inconsistent. We examined 
these trials to determine why the verbalizations and choices 
diverged. We found that most inconsistent trials could be 
assigned to three categories (Table 2). 

 
Table 2. Categorization of Inconsistent Trials  

 
Category Number of Trials 
Frugal WADD/TAL 8 
Separate Search and Decision 6 
Guessing 2 
Unclassified 5 

 
In eight inconsistent trials, participants appeared to apply 

WADD/TAL using only a subset of the cues (e.g., two of 
the cue pairs rather than all four). Because they did not 
reveal all of the cues, their decisions – which seemed to 
follow a compensatory process – ended up coinciding with 
TTB. Had they applied the same decision processes (i.e., 
counting the number of yesses for each stock) based on all 
four cues, they would have likely selected the other stock, as 
predicted by WADD/TAL. We labeled these trials frugal 
WADD/TAL. Seven of the eight trials in this category came 
from the two participants who were reclassified from TTB 
to WADD/TAL in the multi-dimensional classification. 

In six inconsistent trials, participants examined cues in the 
order prescribed by TTB, and they made elaboration 
statements consistent with that strategy. However, they did 
not terminate search after the first discriminating cue. 
Rather, they revealed additional cues and decided based on 
the majority of values for the two stocks. We labeled these 
trials separate search and decision. 

In two inconsistent trials, participants began by 
examining cues in order of their validity, but decided before 
revealing any discriminating cue. That is, they abandoned 
their strategy mid-trial and guessed rather than spending 
more to find a discriminating cue. In the remaining five 
unclassified trials, the reason for the inconsistency between 
decisions and reports was unclear. 

Conclusions 
The two main results of this study can be summarized 
simply. First, most participants’ decisions were consistent 
with TTB, although a large minority appeared to use 

WADD or TAL. Second, outcome measures, search 
behavior, and verbal reports converged. Together, these 
results strongly support the notion that many individuals 
adopt TTB in this type of task and environment. 

Heuristics models seek to explain the sequence of 
psychological events that occur as people make decisions. 
To adequately test these models, one must evaluate their 
predictions concerning both outcome measures and process 
measures (Schulte-Mecklenbeck, Kühberger, & Ranyard, 
2011). A priori, it was unknown whether verbal protocols, a 
high-density performance measure, would be consistent 
with the predictions of TTB. We found that they were in 
participants who decided in the manner prescribed by TTB. 
This provides novel evidence for TTB as a process model of 
multiple-cue probabilistic inference. 

Verbal Reports as a Source of Process Data 
A common concern with verbal protocols is that they may 
be inaccurate (Nisbett & Wilson, 1977; Schooler, 2011). In 
fact, verbal reports are less accurate when individuals must 
retrieve information from long-term memory, and when 
retrieval is difficult (Ericsson & Simon, 1993). This may be 
the case with retrospective reports. To avoid this problem, 
we gathered protocols concurrently with task performance. 
We observed substantial consistency across outcome 
measures, search behavior, and concurrent verbalizations. 
Participants whose decisions were most consistent with 
TTB also made more single-indicator elaboration and 
decision statements. The correspondence between verbal 
reports and decisions held at the level of single trials. When 
informative verbalizations accompanied diagnostic choices, 
reports were consistent with 77% of decisions (72/93). 

Inconsistent trials, though uncommon, were nonetheless 
informative. The finding that some participants applied a 
compensatory strategy to a subset of cues makes the point 
that variants of WADD and TAL can be used in conjunction 
with non-exhaustive information search (Schulte-
Mecklenbeck, Sohn, de Bellis, Martin & Hertwig, 2013). 
The majority of frugal WADD/TAL trials (seven out of 
eight) came from just two participants. These same 
participants were classified differently based on decisions 
alone, versus decisions along with search behavior and 
verbal reports. The reason why these participants were so 
difficult to classify is because their actual strategies likely 
fell somewhere between TTB and WADD/TAL, or what we 
identified above as frugal WADD/TAL. 

Some participants made non-compensatory elaboration 
statements but appeared to use a compensatory decision 
rule. Heuristics are comprised of three basic building 
blocks: search rules, stopping rules, and decision rules 
(Gigerenzer & Gaissmaier, 2011). Dissociations between 
elaboration statements, which occur during the search 
portion of the trial, and choices reflect the separability of the 
building blocks; the individual can examine cues in the 
manner prescribed by one heuristic, but decide according to 
another. This has led some researchers to question the utility 
of process measures that focus on search. Indeed, we found 
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that decision statements were more consistent with choices 
than elaboration statements. That fact notwithstanding, the 
majority of elaboration statements were consistent with 
choices as well. 

A second concern with protocol analysis is that thinking 
aloud may interfere with the cognitive processes under 
investigation (i.e. reactivity; Nisbett & Wilson, 1977; 
Schooler, 2011). To control for this possibility, we gathered 
data from additional participants in a silent, control 
condition. There were no differences between groups in 
terms of information acquisition or decision behavior. 

Limitations and Future Directions 
According to the adaptive toolbox theory, the mind contains 
a collection of heuristics, one of which is TTB (Gigerenzer 
& Gaissmaier, 2011). The adaptive toolbox theory predicts 
that people will only use TTB when it is adaptive to do so. 
For example, when cue validities are non-compensatory and 
when information is costly. These conditions were met in 
our experiment. Accordingly, more than half of participants 
used TTB. 

The adaptive toolbox theory also predicts that people will 
use other strategies like WADD and TAL when cues are 
compensatory and when information is free. Other studies 
have confirmed these predictions (Bröder, 2003). If we 
replicated our experiment under such conditions, we expect 
that more participants would decide according to WADD 
and TAL, and that the relative frequency of multi-indicator 
elaboration and decision statements would increase. 
Although these predictions remain to be tested, participants 
classified as using compensatory strategies did exhibit the 
expected verbalization patterns for elaboration and decision 
statements in this experiment. 

Simon (1992) stated that our methods for gathering data 
must fit the shapes of our theories. The primary innovation 
of this work is the application of verbal protocols to the 
study of heuristics in multiple-cue probabilistic inference. 
Participants’ verbalizations provided critical information 
about how they used the information they acquired to make 
decisions. Of course, people do not always take-the-best. 
The method used here, verbal protocol analysis, has 
considerable potential to enhance understanding of the 
strategies people use in different environments, for different 
types of problems, and in different tasks. 
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Abstract 
When jazz musicians perform an improvisational piece of 
music their behaviors are not fully prescribed in advance. 
Nonetheless their actions become so tightly coordinated and 
their decisions so seamlessly intertwined that the musicians 
behave as a single synergistic unit rather than a collection of 
individuals. A fundamental aspect of such musical 
improvisation is the bodily movement coordination that occurs 
among the performing musicians, with the embodied 
interaction of musicians both supporting and constraining 
musical creativity.  Here we consider the ability of pairs of 
piano players to improvise, to spontaneously coordinate their 
actions with co-performers. We demonstrate the ability of the 
time-evolving patterns of inter-musician movement 
coordination as revealed by the mathematical tools of non-
linear time series analyses to provide a new understanding of 
what potentiates the novelty of spontaneous musical action. 
Cross wavelet spectral analysis is applied to the musical 
movements of pairs of improvising pianists, a method that 
isolates the strength and patterning of the behavioral 
coordination across a range of nested time-scales. Additionally, 
cross-recurrence quantification analysis is applied to the series 
of notes produced by each musician to assess when and how 
often they visit the same musical states throughout the 
improvisation. Revealing the sophistication of the previously 
unexplored dynamics of movement coordination between 
improvising musicians is an important step towards 
understanding how creative musical expressions emerge from 
the spontaneous coordination of multiple musical bodies. 

 
Key words: Music improvisation, self-organization, movement 
coordination, complex dynamical systems, multi-scale analysis 

 
       Interpersonal coordination plays a key role in the 
dynamics and effective outcome of musical performance. 
This coordination requires that musicians demonstrate a kind 
of “precise flexibility” with respect to both auditory structure 
and the patterning of their body and limb movements. That 
is, musical competence demands the collective 
synchronization of both the auditory and kinesthetic 
dimensions, whereby the “music-making body and the sonic 
traces it leaves behind” are pivotal to this co-articulation 
(Iyer, 2004). The dynamics of movement and force in 
musical performance have been widely examined 
experimentally, (e.g., Keller, 2012; Loehr et al., 2011; 
Palmer, 2013), and are known to be a primary determinant of 
everything from musical genres, to structures of instruments, 
to the musician’s personal identities (Baily 1985, Dalla Bella 
& Palmer, 2011). These coordinative patterns are not only 
important with respect to musicians performing highly 
practiced and structured musical scores (Keller & Appel, 
2010; Loehr & Palmer, 2011; Ragert et al., 2013; Palmer & 
Loehr, 2013), but also with regard to improvised musical 
performance, despite the spontaneous, unplanned melodic 
and temporal exploration that characterizes an improvised 
exchange. Previous experimental investigations, however, 
have only focused on individual improvisers (e.g. Norgaard, 
2011; 2014; Keller et al., 2011). Yet the paradigmatic 
example of improvisation is a duet or jazz trio, where 
multiple musical bodies must spontaneously coordinate while 
simultaneously engaging in both musical perception and 
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action. In such situations, musicians are engaged in a 
continuous negotiation–anticipating and coordinating their 
playing behavior without the guide of musical notation. In 
other words, the improvised musical performance emerges 
within a context of social collaboration, where the ongoing 
inter-musician interactions operate to construct and constrain 
the flow of the performance from moment-to-moment 
(Sawyer, 2003).  
     Unfortunately, the complex dynamics of improvised 
musical coordination are not easily isolated into components, 
nor can be strictly defined by content or by a particular frame 
of time. Musician’s movements may at times involve explicit 
communicative signals such as a touch to the head that 
signals “back to the top”, or eye contact and nodding of the 
head before or after solos. But these are just a small part of a 
continuous flow of information about a co-performer that 
supports adaptive coordination and communication across the 
multiple time scales of an improvised musical performance. 
It is for this reason that the behavioral coordination that 
occurs between improvising musicians is best conceptualized 
as emergent, involving the synergistic self-organization of 
the reciprocally defined perception and action processes that 
support musical play (Demos et al., 2014; Keller and Appel, 
2010). The non-linear analysis time series methods of 
complex dynamical systems provide powerful methods for 
the investigation of both sonic and kinesthetic patterns at 
multiple time scales, and the continuous flow of information 
for musical perception and action. Recent applications of 
these methods to examine musical movements and musical 
structure include: fractal analysis (Demos et al., 2014; 
Beauvois, 2007; Hennig, 2014; Rankin et al., 2009; Ruiz et 
al., 2014) recurrence quantification analysis (Demos et al., 
2011; Serrà, et al., 2009) and sample or Shannon entropy 
(Glowinski et al., 2013; Keller, et al., 2011).  
      Nonlinear analysis methods are ideally suited for 
uncovering the dynamics of improvised musical performance 
(Walton et al., 2015); it is expected that observing how and 
when stable patterns in these dynamics emerge and evolve 
can provide new possibilities for exploring the skill of 
improvisation, as well what dynamics contribute to more 
successful musical performance.   
 

Method 
Participants 
    3 pairs of musicians with 9 to 30 years of training in piano 
performance (M = 14, SD = 6.9) and 4 to 17 years of 
experience in jazz improvisation (M = 9, SD = 4.7)  were 
recruited from the local music community as well as the 
University of Cincinnati’s College-Conservatory of Music 
(CCM). Participants ranged in age from 18 to 26 years (M = 
21, SD = 2.4).  
 
Procedure and Design 

Participants played standing with an Alesis Q88, 88-key 
semi-weighted USB/MIDI keyboard controller, directly 

facing one another while their movements were recorded 
using a Polhemus motion tracking system (at 96 samples per 
second). Participants were equipped with motion sensors 
attached to their forehead, and both their left and right 
forearms (positioned directly below the point where their 
wrist bends). Ableton Live 9.0.5 was used to record all of the 
MIDI key press commands and the resulting audio signal 
during the musical improvisation. Pairs were instructed to 
develop 2-minute improvised duets under visual and non-
visual conditions, over different backing tracks. The visual 
and non-visual manipulation simply involved placing a 
curtain between musicians for half of the performances. 
There were three different backing tracks: an ostinato, a 
swing and a drone backing track. The ostinato backing track 
was a short melodic phrase consisting of the four ascending 
chords (Cm11; BbM7/D, EbM7#11, Fadd4) that is looped 
every four seconds, in 7/8 time, as opposed to the more 
common 4/4 time signature. The swing backing track is the 
bass line of a jazz standard used by Keller, Weber and Engel 
(2011), titled: “There’s No Greater Love”. This track has a 
key and tempo, as well as a bass line (i.e., chord progression) 
designed to support improvisation. Finally, the drone backing 
track was a pair of pitches, D and A, that were played for the 
entire duration of the two minutes. This track has no key or 
tempo and requires the musicians negotiate these structural 
elements with each other. At the beginning of the experiment, 
the musicians first performed three warm-up trials, where 
they individually improvised over each backing track while 
the other sat outside the performance room. Then together 
they performed two improvised duets for each visual 
information by backing track condition (i.e., for a total of 12 
performances).  
 
Data Analysis 
    Cross-wavelet spectral analysis was used to assess levels 
of coordination in the musician’s body movements. More 
specifically, cross-wavelet analysis assesses coordination 
between two time series through spectral decomposition, and 
subsequent examination of the strength (coherence) and 
patterning (relative phase) of the coordination that occurs 
between participants across multiple time scales (see 
Grinsted et al., 2004; Issartel et al., 2006, for a more detailed 
introduction). The strength of coordination and the relative 
phase angle between two time series is assessed for shorter, 
½ second and second-to-second time-scales, as well as at 
longer 4, 8, 12 and 16 second time-scales. For example, in 
Figure 1 the level of coherence between the movements of 
the performers’ right arms over time is denoted by color (red 
for high coherence, dark blue for low to no coherence) and is 
displayed as a function of period (in units of seconds) on the 
y-axis. The arrows correspond to the relative phase of the 
coordination. Right arrows equal in-phase coordination (the 
two systems are visiting the same states in perfect synchrony) 
and left arrows equal anti-phase coordination (the phases at 
which the two system are visiting the same states are in  
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Figure 1. CRQA of the musician’s musical output (i.e., notes played). (A) Illustrates how the times series of the notes and 
groups of notes (i.e. Chords) played by each musician are mapped onto one another to quantify when they are visiting the 
same musical states (denoted by grey boxes) and the length of the trajectories of recurrent playing behavior (denoted by black 
diagonal lines). The average (B) %REC and (C) MaxLine observed as a function of the three different backing tracks and 
“No Vision” and “Vision” conditions. 
 
perfect opposition). This analysis was used to capture how 
the musician’s movement coordination relates to the shorter- 
and longer-term temporal structure and phrasing of the 
musical context, as well as how this coordination varies 
across different parts of the musician’s bodies, and the 
effects of the visual information manipulations. 
    Categorical cross recurrence quantification analysis 
(CRQA) was used to examine when throughout the time 
course of the improvised performances the musicians played 
the same series of notes, or visited the same musical states. 
CRQA is a non-linear analysis method that assesses whether 
the points in behavioral series visit the same states over time 
and then quantifies the dynamic patterns of these time-
evolving recurrences using a range of different statistics 
(Richardson, Dale & Marsh, 2014). Two common statistics 
include: Percent Recurrence (%REC), which measures the 
percentage of the plot covered by the instances (dot in the 
recurrence plot) in which time-steps overlap and is an index 
of the amount of coordination present between the two 
instances; and Maxline, which extracts the longest diagonal 
line in the recurrence plot. As demonstrated in Figure 1, the 
time series containing the notes or groups of notes played by 
each musician at each time point in the improvisation were 

mapped onto one another in order to quantify how often 
they visit the same musical states through %REC. 
 

Results 
The results of the CRQA performed on the MIDI data 

recorded from the improvised duets are displayed in Figure 
1. The note output from the MIDI controller provides the 
numbers of the keys played (from 1-88) at a rate of 96 
samples/second. First the unique keys or combinations of 
keys played by each musician was identified, and then 
assigned a random code number. This time series of code 
numbers was then submitted to CRQA- thus the results 
reflect when musicians are either playing the same key or 
combination of keys. Differences between %REC were 
observed for three different backing tracks, with the 
musicians visiting the same musical states (notes/chords and 
note/chord sequences) more often for the ostinato backing 
track compared to the swing and drone backing tracks. For 
all three backing tracks, %REC was also found to be greater 
for the no-vision condition compared to the vision 
condition. 

The results from a cross-wavelet analysis of the 
movement coordination that occurred between the lateral 
movements of the right forearms of two piano players 

2597



	  
	  

playing with the ostinato backing track is shown in Figure 
2. For comparison purposes, Figure 2(A) shows the results 
of the cross wavelet analysis when a pair was instructed to 
perform in synchrony with the backing track. There is much 
less coherence and stable in-phase behavior in Figure 2(B) 
which is a cross wavelet plot of the same the musicians 
improvising with one another over the ostinato track. Figure 
3(A) shows the coordination of the musicians up-and-down 
head-bobbing movements, while Figure 3(B) shows the 
coordination of musicians upward and downward 
movements of their right hands pressing keys while 
improvising with the swing backing track. The musicians’ 
head movements are more coordinated at the faster time 
scales between 0.25 and .5 seconds, where the right arm 
movements display coordination at the longer time scales of 
four seconds.  

The results displayed here represent a small data set, thus 
it does not allow for any test of statistical significance with 
respective to the experimental manipulations. Future studies 
will incorporate larger data sets in order to evaluate 
hypotheses related to how movement coordination dynamics 
chances with the structure of the musical context (backing 
track) and informational coupling (vision/no vision).  

 

 
Figure 2. Cross wavelet plots of the lateral movements of 
the musicians’ right forearms, displaying the coordination 
while the musicians improvise over the ostinato backing 
track (B) and when the two players played the exact same 
part, in synchrony with the ostinato backing track (A). 

 

 
Figure 3. Cross wavelet plots displaying the coordination 
between two the musician’s upward and downward head 
movements (A) and the coordination of the upward and 
downward movements of the musicians’ right hands (B) 
when improvising with the Swing backing track. 
 

Discussion 
   Three pairs of professional piano players improvised over 
three different backing tracks, half with visual information 
about their co-performer, half without, while their body 
movements and musical output was recorded.  
    For CRQA, differences between %REC and MaxLine 
were observed for three different backing tracks, with the 
musicians visiting the same musical states (notes/chords and 
note/chord sequences) more often for ostinato backing track 
compared to the swing and drone backing tracks. For all 
three backing tracks, %REC and MaxLine were also found 
to be greater for the no-vision condition compared to the 
vision condition, indicating that the dynamical structure of 
the playing behavior exhibited by musicians was less similar 
when they can see each other. This suggests that the 
improvised playing behavior of the musicians became less 
complex and more tightly coupled without vision in ensure 
a cohesive performance. In contrast, the behavioral “playing 
space” explored by the improvising musicians in the vision 
condition may have been much greater. 

   These results represent the power of cross-wavelet 
analysis with regard to determining how movement 
coordination relates to the shorter- and longer-term temporal 
structure and phrasing of the musical context. This is 
demonstrated through the comparison of cross-wavelet plots 
of the coordination that occurred between the lateral 
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movements of pianists’ right forearms when instructed to 
play along to the ostinato backing track together in 
synchrony versus improvise over the ostinato (Figure 2). 
Recall that the ostinato backing track contains a melodic 
phrase consisting of four ascending chords (Cm11; 
BbM7/D, EbM7#11, Fadd4) that is repeated every four 
seconds. Accordingly, the cross-wavelet plot reveals a high 
degree to coherence (i.e., red) and in-phase coordination 
(right pointing arrows) at the four-second interval. One can 
observe, however, that musicians still exhibit pockets of 
coordinated behavior, particularly at the spectral scale (y-
axis) of 8 to 16-second seconds. Because the 4-second 
melodic phrase in the ostinato track repeats four times (a 
total interval of sixteen seconds) this indicates that the 
musicians treated this as a meaningful unit-interval and 
transitioned to new musical phrases at divisions of this 
temporal unit. That is, the musicians moved their hands so 
they could play new keys currently out of reach at this time-
scale.  
   Uncovering the dynamics of these spontaneous 
coordinative behaviors provides a way of better 
understanding the exchanges between order and violations 
of order that potentiate the novelty that characterizes 
improvisatory expression. Without the guide of notation, 
improvising musicians must be engaged in a continuous 
negotiation, anticipating and coordinating with changes in 
different aspects of each other’s musical expression. This 
anticipatory coordination can result in dramatic transitions 
towards unexpected trajectories when musicians act upon 
information about their co-performer, as well as adapt their 
playing in order to re-contextualize and even take advantage 
of musical errors or “noise”. Movement coordination is an 
important part of the information that can initiate these 
transitions to novel modes of expression: saxophonist Evan 
Parker claims “sometimes the body leads the imagination” 
(Borgo, 2005). Quantifying these spatiotemporal patterns 
can provide an understanding of what kinds of dynamics 
make possible this spontaneous emergence of previously 
unimagined forms of order. This not only has implications 
for understanding musical improvisation, but also can 
provide insight into the coordination dynamics at play in 
other creative social interactions such as joke-telling 
(Schmidt et al., 2014) and dancing (Washburn et al., 2014). 
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Abstract

To recognize objects, the human visual system processes in-
formation through a network of hierarchically organized brain
regions. Many neurocomputational models have modeled this
hierarchical structure, but they have often used hand-crafted
features to model early visual areas. According to the linear ef-
ficient coding hypothesis, the goal of the early visual pathway
is to capture the statistical structure of sensory stimuli, remov-
ing redundancy, and factoring the input into independent fea-
tures. In this work, we use a hierarchical Independent Compo-
nents Analysis (ICA) algorithm to automatically learn the vi-
sual features that account for early visual cortex. We then con-
tinue modeling the object recognition pathway using Gnostic
Fields, a theory for how the brain does object categorization, in
which brain regions devoted to classifying mutually-exclusive
categories exist near the top of sensory processing hierarchies.
The whole biologically-inspired model not only allows us to
develop representations similar to those in primary visual cor-
tex, but also to perform well on standard computer vision ob-
ject recognition benchmarks.
Keywords: object recognition; Independent Component Anal-
ysis; Gnostic Fields; deep model

Introduction
Over the years, researchers have built many models of ob-
ject recognition that are informed by findings in neuro-
science. Four of the best known models are the O’Reilly
and Munakata model (OReilly & Munakata, 2000), HMAX
(Riesenhuber & Poggio, 1999), VisNet (Wallis & Rolls,
1996), and The Model (”TM”, Dailey and Cottrell (1999)). In
O’Reilly and Munakata, the visual input is first transformed
by a center-surround transformation, followed by the pro-
cessing of V1, V2, V4 and PFC, with realistic neural con-
straints and increasingly large receptive fields. The HMAX
model uses a hierarchical structure with alternating layers
of units that are selective for complex features (S units) and
units that have increasing tolerance to position and scale (C
units), with the top layer of the hierarchy containing view-
tuned and task-related units that correspond to processing
done by IT and PFC. VisNet shares a similar structure with
HMAX, but the input is filtered by Differential of Gaussian
(DoG) filters before feeding into the 4 hierarchical competi-
tive network that correspond to V2, V4, PIT and AIT, and the
synapse weights are learned using Hebbian learning rule. TM

is aimed to model cognitive phenomena such as the develop-
ment of hemispheric lateralization (Wang & Cottrell, 2013)
and experience moderation effect of face and object recog-
nition (Wang, Gauthier, & Cottrell, 2014), and the input is
processed by a Gabor-PCA system, which is used as input to
a multi-layer perceptron neural network.

One limitation of these models is that they all use hand-
crafted features to simulate visual processing done by the
retina, LGN, or primary visual cortex: DoG filters in Vis-
Net, Gabor filters in TM and S1 units of HMAX, and the pre-
set parameter of S2 units in HMAX. In mammals, this is not
how the early visual system develops its representations. It
develops visual features as visual experience is acquired, and
these visual representations are likely learned in a mostly un-
supervised manner, since these features are universal across
visual tasks. In this paper, we describe a model that uses hi-
erarchical Independent Components Analysis (ICA) to learn
a hierarchy of visual filters that can extract diagnostic visual
features from images. To recognize objects, we combine the
learned ICA filters with gnostic fields, which simulates IT.

The ICA algorithm is an implementation of Barlow’s linear
efficient encoding hypothesis (Barlow, 1961), which hypoth-
esizes that the goal of early vision is to reduce the redundancy
of the input, from which the statistical structure can be cap-
tured. One-layer ICA has been used to explain the very first
layer of information processing in the visual cortex (Bell &
Sejnowski, 1997; Olshausen & Field, 1996). More recently,
Shan, Zhang, and Cottrell (2006) proposed a recursive im-
plementation of ICA, which captures the higher order struc-
ture. Our hierarchical model adopts the basic idea of recur-
sive ICA, but with different implementation.

ICA is not sufficient for the system to output labels for each
category; supervised learning is needed. To do this, we use
Gnostic Fields, a state-of-the-art algorithm for object recog-
nition (Kanan, 2013a, 2014). Gnostic Fields are based on
based on Konorski’s theory (Konorski, 1967) for how the
brain recognizes objects. In this theory, Gnostic Fields are
brain regions that exist near the top of the sensory informa-
tion processing hierarchy, and they are responsible for object
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recognition. A gnostic field is composed of competing gnos-
tic sets, with each set representing one category. Each gnostic
set contains multiple gnostic neurons, and they encode par-
ticular properties of an object while maintaining a degree of
invariance to scale, location, or appearance. fMRI studies
suggest that the brain does develop regions that are especially
active during object recognition tasks, such as the fusiform
face area (FFA) for face recognition (Kanwisher, McDermott,
& Chun, 1997) and the visual word form area for recognizing
words (McCandliss, Cohen, & Dehaene, 2003).

In the next sections, we give implementation details for our
model, an analysis of visual filters learned by the model, re-
sults on benchmark computer vision datasets, and we discuss
future directions for the model.

Methods
Figure 1 depicts the structure of our model, which consists
of image pre-processing inspired by the retina, visual filters
learned using hierarchical ICA, and then a gnostic field that
performs object classification.

Image Preprocessing
While most object recognition systems start from modeling
with V1, we begin with pre-cortical processing done by the
retina. We first resize the input image so that its smallest di-
mension is 128 pixels, with the other dimension resized to
preserve the aspect ratio. Subsequently, we convert the image
from standard RGB (sRGB) color space to LMS colorspace
(Fairchild, 2013), which simulates the retina’s long, medium,
and short wavelength cone photoreceptors’ responses. We
then apply a cone-like nonlinearity to the LMS pixels, which
helps the model deal with changes in brightness (Caywood,
Willmore, & Tolhurst, 2004). The formula we use is

I
′
C(z) = max

(
log(θ+1)− log(IC(z)+θ)

(log(θ+1)− log(θ))(θ−1)
+1,0

)
, (1)

where IC(z) is the image for LMS channel C at location z. θ

controls the normalization strength and θ = 0.01 in all of our
experiments.

Hierarchical ICA
The two central assumptions of hierarchical ICA are: 1) dif-
ferent brain regions share similar anatomical structures and
work under similar computational principles; 2) the input
should follow generalized Gaussian distribution in order to
let the statistical structure of the system be captured. In the
formulation of ICA, the observed data X is assumed to be
generated by underlying neural signal source S:

X = AS+ ε, (2)

where A is the ICA basis matrix and ε is the Gaussian noise
term.

In the first layer of ICA, in order to form a Gaussian-like
input, the stimulus X has to be whitened. In the visual sys-
tem, the input is whitened in retina and LGN before trans-
mission to V1. Here we use whitened PCA (WPCA) (Bell &

Sejnowski, 1997) to decorrelate the stimulus and normalize
the variance. This transformation can be written as:

WC = (Dc +δI)−
1
2 Φ

T
c , (3)

where Φc contains the eigenvectors of the covariance matrix
of the input stimulus, Dc is the diagonal eigenvalue matrix,
and I is the identity matrix. The regularization parameter δ is
set to be 0.01 in all experiments.

As the neural signal S is assumed to be sparse and indepen-
dent, the filter response, which is the input for next layer’s
ICA, is not Gaussian. As suggested by Shan et al. (2006)
and Kanan (2013a), we take the absolute value of the fil-
ter response and apply the cumulative distribution function
(CDF) of the exponential distribution to the response to effi-
ciently increase the discriminative power of ICA filters. We
then whiten the filter response again to form the input for the
second layer ICA.

The above process is repeated again for the second layer
ICA. This two-layer hierarchical structure can efficiently cap-
ture the statistical property of the input stimulus. As the fea-
tures are learned gradually from the images, this process can
simulate the formation of the early visual areas in our brain,
which is believed to develop and mature in our early life and
are shared components in the entire visual pathway.

Gnostic Fields
In our model, the unsupervised hierarchical ICA algorithm
simulates the early visual pathway. In order to model the
full object recognition pathway, supervision is needed as we
need information to distinguish between different object cat-
egories. We use Gnostic Fields to model the higher visual
pathway. Below is a brief review of the necessary informa-
tion to implement a gnostic field. Please see Kanan (2013b)
and Kanan (2014) for additional details.

The feature response vector for a given ICA layer (chan-
nel) c and location t is gc,t . We then augment this descriptor
by adding a vector that contains the feature’s spatial infor-
mation: lc,t = [xt ,yt ,x2

t ,y
2
t ,1]

T , where (xt ,yt) is the location
of gc,t normalized by the dimension of the input image. lc,t
is then also normalized, and the appended new vector ĝc,t is
whitened by Wc, which is learned by a collection of training
images of the task. This whitening step can also be served
as dimensionality reduction, and the whitened feature vectors
are made unit length. The final whitened and normalized fea-
ture vector fc,t is given by

fc,t =
Wcĝc,t

‖Wcĝc,t ‖
. (4)

In our model, a gnostic field for channel c is composed of
K gnostic sets, and each set represents one object category.
Each gnostic set contains a different number of gnostic units
mk,c, which is given by

m(k,c) = min(db(log(nk,c)+1)2e,nk,c), (5)
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Figure 1: A high-level description of our model. Hierarchical ICA learns features of lower visual areas, and the visual infor-
mation projects to gnostic sets, with units in the target gnostic set responding strongest. The competitive normalization step
suppresses non-relevant set responses, and the information for each feature adds to the model’s beliefs. The linear classifier
makes the final prediction using information from all categories and layers.

where nk,c is the total number of feature vectors from category
k and channel c, and b regulates how many units learned in
the category (here b = 10 in all experiments). Since the num-
ber of feature vectors is directly proportional to the number
of examples, the number of gnostic units increases logarith-
mically in the number of training examples.

A gnostic set measures how similar the input feature vector
fc,1, ..., fc,T is to the previous examples (memory) of that cat-
egory. The output vector of the given category is generated
by:

ac,k,t = max j(vc,k, j · fc,t), (6)

where vc,k, j denotes the weight vector for each gnostic unit
j in category k, and is learned by spherical k-means unsu-
pervised clustering algorithm for unit length data (Dhillon &
Modha, 2001). The max operation is taken across all units in
the category, so we can treat it like a max pooling step, which
enables the gnostic set to activate strongly to any stimuli that
matches previous observations of that category.

The above ”max pooling” step is performed on every gnos-
tic set in the whole gnostic field. Subsequently, inhibitive
competition is used to suppress the response of least active
gnostic sets. To implement this on all K sets of channel c,
their outputs are first attenuated by half-way rectification, i.e.,

qc,k,t = max(ac,k,t −θc,t ,0), (7)

where θc,t =
1
K ∑k′ ac,k′,t . The non-zero responses are then

normalized using

βc,k,t = νc,t ·qc,k,t , (8)

where

νc,t =
∑k′ qc,k′,t

(K−1 +∑k′ q2
c,k′,t)

3/2 , (9)

which acts as a form of divisive normalization and has been
reported crucial in obtaining good object recognition accu-
racy in Kanan (2013b).

The next step is categorical evidence accumulation, which
simply sums the activation of βc,k,t across all time steps or
locations of the input:

ψc,k =
T

∑
t=1

βc,k,t , (10)

and the evidence accumulated from all category and channels
of the gnostic field forms the vector Ψ, which is made mean
zero and unit length.

Finally, a linear multi-category classifier is used to decode
the activity of all units and deal with confused categories. The
model’s predicted category is given by k̃ = argmaxkwk ·Ψ,
where wk is the weighting vector of category k. In our ex-
periments, the weights were learned with the LIBLINEAR
toolbox (Fan, Chang, Hsieh, Wang, & Lin, 2008) using multi-
class Support Vector Machine (SVM) formulation by Cram-
mer and Singer (Crammer & Singer, 2001), and the SVM cost
parameter was set to be 0.0001.

In our model, the gnostic field sits on top of the low-level
visual information processing produced by hierarchical ICA,
simulating the fact that the gnostic sets sit near top of a sen-
sory processing hierarchy (vision in our model), as hypoth-
esized in Konorski’s Gnostic Fields theory. In general, our
biological-inspired hierarchical model not only develops the
low-level visual features, but also possesses the capability of
learning categorical information necessary to perform well in
the high-level object recognition task. We show the results in
the next section.

Experiments
In this section, we will first analyze the ICA filters learned by
hierarchical ICA, and then show the object recognition ex-
periment results on computer vision datasets using the whole
model.
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Figure 2: The 600 basis function learned from first layer ICA.
The learned Gabor-like filters share the three color opponency
characteristics (dark-light, yellow-blue, and red-green) of V1
neurons.

Feature Learning using Hierarchical ICA
Just like the early visual cortex matures by gradually per-
ceiving the surrounding environment, our model develops its
representation for unsupervised feature learning by using the
natural image dataset. We learned the ICA filters from 625
images from the Mcgill color image dataset (Olmos et al.,
2003). Each image was preprocessed using the method de-
scribed in the previous section. For each image, 300 patches
were randomly selected for 25×25 patch size. Prior to ICA,
all patches were whitened using WPCA and the dimensional-
ity was reduced to 600, which preserves about 98.86% of the
total variance. Next, we learned the filters using the Efficient
Fast ICA algorithm (Koldovsky, Tichavsky, & Oja, 2006).
The learned matrix A = [a1, ...,an]

T consists of ICA basis row
vector ai, and the learned filters are shown in Figure 2.

From Figure 2, we can see a population of filters that re-
spond to both chromatic and achromatic features. All features
are Gabor-like, and they share all three color opponency char-
acteristics of V1 neurons: dark-light, blue-yellow and red-
green (Caywood et al., 2004; Lee, Wachtler, & Sejnowski,
2002).

In the second layer of ICA, the filter responses were first
processed by a 2× 2 max pooling operation, which enables
the system to gain invariance for small translation. The patch
size at this layer is 7× 7, which make the visual feature
learned in this layer account for a larger receptive field. Next,
the filter responses were processed through the non-linearity
and the dimensionality was reduced to 300 by WPCA. To vi-
sualize this layer’s features, we obtained the row vector for
each ICA basis that can be reshaped to a 49× 600 matrix,
then ranked each column of the matrix based on the entropy
of the learned filters. Examples of the learned second layer
ICA filters are shown in Figure 3.

From Figure 3, we can see that the second layer filters pri-

Figure 3: Visualization of 6 randomly selected examples of
second-layer ICA filters. Each sub-figure shows a filter with
the dimensions of top 6× 6 entropy values. Dimension for
each patch is 7×7.

marily respond to edges with different frequencies and ori-
entations (a,c and f), and they show some degree of spatial
invariance (same filter pattern appears at different location of
the patch), like V1 complex cells. In addition, there are also
filters that correspond to contours (b and d), like the cells in
V2 do. In general, the second-layer ICA features are good
representation for higher layers of early visual cortex.

Object Recognition Using Gnostic Fields

Given the feature learned by Hierarchical ICA, we assessed
the performance of our object recognition system using two
major computer vision datasets: Caltech-101 (Li, Fergus, &
Perona, 2007) and Caltech-256 (Griffin, Holub, & Perona,
2007). Caltech-101 dataset contains 9146 images of 101 dis-
tinct object categories (and one background). Caltech-256
dataset is the successor of Caltech-101, and it contains a
broader number (256) of object categories and more varied
images, so the task is more difficult. All results below are re-
ported as the mean-class accuracy over five cross-validation
runs.

On Caltech-101 dataset, we analyzed the contribution of
each component in our model to the overall performance
of object recognition task. Specifically, we aim to explore
whether we will benefit from the hierarchical structure, and
how much performance will boost using the gnostic field. The
results are shown in Figure 4.

As can be seen from Figure 4, the recognition accuracy
benefits a lot from adding the gnostic field. This is because if
learning only involves unsupervised approach, ICA features
themselves are not very discriminative, just like we cannot
recognize objects relying only on V1 and V2. On the other
hand, the performance of using two-layer ICA is better than
using only one-layer ICA. This indicates that a hierarchical
system not only better models the early visual cortex, but also
generates the feature that is more discriminative than that a
single-layer model, although both are unsupervised. Consid-
ering the “deep” models, no matter unsupervised (Le, 2013)
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Figure 4: Mean per-class accuracy on Caltech-101 dataset
using different model structures. Left: Recognition accuracy
as a function of number of training instances. Right: Com-
parison of using only one-layer ICA and two-layer ICA, with
different model structure: 1) ICA: gather the filter reponse for
each image, downsample to uniform size, vectorize and apply
SVM as classifier; 2) ICA+GF: Apply gnostic field on top of
ICA, use the naive argmax classifier; 3) ICA+GF+SVM: re-
place argmax by SVM.

or fully supervised (Krizhevsky, Sutskever, & Hinton, 2012),
they all benefit from the rich representation that the inter-
mediate layer could develop, which helps the model reach
very good object recognition performance. Finally, we can
observe that combining information of both ICA layers and
adding linear classifier generates the best performance, which
predicts that the categorizer in IT or PFC may need the in-
formation from all previous visual layers to make the more
reliable decision.

On Caltech-256 dataset, using the same settings on
Caltech-101 dataset, we measured the mean per-class accu-
racy of up to 50 test images using 15, 30, 45, 60 training
images, respectively. The results, as well as the comparison
with other methods, are shown in Figure 5.

From Figure 5, we can see that our model’s performance is
very competitive when compared with other methods from
computer vision. Our model achieves the recognition ac-
curacy of 51.8% when using 60 training images, and out-
performs all other methods mentioned in the figure. The
closest performance is achieved by Kanan (2013a), but they
used manually-designed CSIFT feature, as opposed to our
biologically-inspired learned ICA features. One thing to note
is that for deep convolutional neural network, using a pre-
trained network on big dataset usually yields a better perfor-
mance than training on Caltech-256 alone. This suggests that
our hierarchical model is more competent on learning from a
medium-sized dataset.

Discussion
In this paper, we proposed a biologically-inspired deep hier-
archical model for visual object recognition. We combined
unsupervised feature learning (hierarchical ICA) and a super-
vised learning algorithm (Gnostic Fields) to account for the
processing of early visual cortex and higher visual pathways,

Figure 5: Mean per-class accuracy of Caltech-256 dataset
as a function of number of training images. Griffin et al.
(2007) provides baseline results. Deep convolutional neural
networks do not perform well when trained solely on Caltech-
256, because they overfit without additional training on sig-
nificantly larger datasets, e.g., ImageNet (Zeiler & Fergus,
2014). Sohn et al. (2011) used features learned from a convo-
lutional RBM. Kanan (2013a) used CSIFT features and multi-
channel gnostic fields, and we achieved almost the same ac-
curacy. Chance is 0.0039.

respectively. We learned V1 and V2-like filters automatically
from natural images using a hierarchical ICA algorithm, that
simulates the development and maturation of early visual cor-
tex. With Gnostic fields, we achieve good performance on
two object recognition tasks. We suggest that the Gnostic
field models the categorization process in areas IT and PFC.
Overall, our biologically-inspired model provides an end-to-
end model of the human object recognition pathway.

Recently, deep convolutional neural networks (CNNs)
have emerged as a powerful machine learning tool for ob-
ject classification, particularly when millions of labeled im-
ages are available (Krizhevsky et al., 2012). A deep CNN has
multiple convolutional layers followed by multiple fully con-
nected layers. In our model, ICA layers are stacked twice, and
the Gnostic Fields serve as the classification layer. One no-
table difference between our model and deep networks is that
our model is composed of both unsupervised and supervised
learning, while state-of-the-art CNNs are fully supervised.

One question is whether more layers of ICA will help or
not. The learning method is highly computationally inten-
sive, so we were unable to add a third layer of ICA process-
ing. It is possible that more invariance would arise in a deeper
unsupervised network. The question is whether the loss of in-
formation through dropping the sign and spatial pooling will
lead to beneficial invariants being learned. Also, it is possi-
bly the case that deeper layers, which are closer to the tem-
poral pole, receive more category information, so that using
strictly unsupervised learning might not be appropriate. In
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future work, we would like to apply this model to video to in-
vestigate whether it can learn useful spatiotemporal features
and achieve good performance in tracking and activity recog-
nition.
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Abstract                                                
The phenomenon of syntactic priming is well studied in the 
literature, but the mechanisms behind it are still under debate. 
In this study, we trained English-speaking participants in 
artificial language sequences with dependencies that are either 
adjacent or non-adjacent. The participants then wrote 
completions to relative clause (RC) fragments. We found that 
participants who learn non-adjacent dependencies in the 
artificial language, exhibit a bias to write high-attachment 
(non-adjacent) continuations for RCs, when compared to 
participants in a control condition who exhibit low-attachment 
(adjacent) biases in RCs. The implications for theories of 
syntactic priming and its relations to implicit learning are 
discussed.  

Keywords: implicit learning; syntactic priming; relative 
clause attachment bias; non-adjacent dependencies 

Introduction 
Although the phenomenon of syntactic priming has been 
very well studied in the literature, the exact processes 
behind priming are still unclear. We build on insights from 
research in child language development and adult sentence 
processing regarding the representation of abstract 
dependencies in language and other cognitive domains (e.g. 
Gomez, 2002; Scheepers, Sturt, Martin, Myachykov, 
Teevan & Vizkupova, 2011). We explore whether an 
abstract relation represented through word-level statistical 
regularities in an artificial language can prime the 
attachment biases of relative clauses. Specifically, we 
explore the question whether adjacent and non-adjacent 
structures derived from statistics can prime the low versus 
high attachment preferences during the production of 
English relative clauses. 
 
Structural priming 
Structural priming refers to the observation that people are 
more likely to reuse syntactic structures that they have 
already used (e.g. Bock, 1986; Bock, 1989). Researchers 
have demonstrated structural priming with different 
syntactic structures, including verb phrase structures 
(Pickering & Branigan, 1998) and relative clause attachment 
(Mitchell, Cuetos, Corley & Brysbaert, 1995; Scheepers, 
2003). In the classic paradigm (Bock, 1986), participants 
read sentences and were asked to describe semantically 
unrelated pictures. The question is whether their structural 
choices in the descriptions are influenced by the structure of 
the sentences they had previously read. For example, if 
participants have read a sentence like “The teacher sent the 
girl a letter” (recipient girl mentioned before direct object 

letter) and then are asked to describe a picture where a 
soccer player is giving a ball to a boy, they are more likely 
to say The soccer player gave the boy a ball rather than The 
soccer player gave a ball to the boy. In general, reading or 
producing sentences of one type can prime the production 
and comprehension of sentences with the same structure. 
Structural priming occurs even if the lexical items in the 
prime sentence and the target sentence are different, and 
thus cannot be attributed to lexical repetition (e.g., Corley & 
Scheepers, 2002; Pickering & Branigan, 1998; Branigan, 
Pickering & Cleland, 2000). 

There are two theoretical accounts for structural priming: 
the Lingering Activation account and the Implicit Learning 
account. The “lingering activation” account (Pickering & 
Branigan, 1998) suggests that people are using the same 
structures repeatedly because the activation for the 
structures lingers in the language production system. This 
account predicts that when structures leave activations 
lingering, these activations are more likely to be reused. 
Furthermore, since there is also lingering activation of 
lexical items, priming with the same lexical item with the 
same syntactic structure will yield stronger priming (‘lexical 
boost’). Crucially, because activation – of lexical items as 
well as syntactic structures – is assumed to decay over time, 
this account predicts priming effects should diminish 
relatively rapidly with time. The “implicit learning account” 
(Bock & Griffin, 2000; Chang, Dell & Bock, 2006) suggest 
that syntactic priming does not require (and usually does not 
involve) any explicit awareness on the part of the 
participants that they are reusing structures. In the classic 
structural priming paradigm, exposure to the structures of 
interest is covert in that participants are not aware that 
certain sentences are primes while others are fillers. As a 
whole, these observations suggest that adapting to the 
structures in question is not a conscious choice, i.e. priming 
is an implicit process.  

Hartsuiker, Bernolet, Schoonbaert, Speybroeck & 
Vanderelst (2008) suggest that both the “implicit learning” 
and “lingering activation” accounts are partially right. 
Hartsuiker et al. monitored the timing course of syntactic 
priming, using stimuli triggering priming from the same 
verb or different verbs. Between trials, the timing between 
the exposure to a structure (prime) and the production of the 
target sentence was varied. Hartsuiker et al. discovered that 
there is indeed a larger priming effect when both prime and 
target use the same verb (“lexical boost”). Furthermore, this 
effect decays with time, consistent with the predictions of 
the “lingering activation” account. Given that our design did 
not use any English verbs to achieve the priming effect, our 
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results validates the implicit learning account for the 
phenomenon when syntactic structures get reused without 
having the same lexical items. However, it does not speak to 
the lingering activation account. We agree with Hartsuiker 
et al. that these two accounts are not mutually exclusive. 

 
Artificial language paradigm 
To study syntactic priming without the influence from 
lexical items, we decided to use an artificial language 
paradigm. Artificial language can provide adjacent and non-
adjacent dependencies, which are structural and can be 
learned.  

In order to demonstrate implicit learning, researchers have 
used the artificial language paradigm (e.g., Saffran, Newport 
& Aslin, 1996; Gomez, 2002). In an artificial language, 
people can learn statistical patterns in nonsense words (e.g. 
voy glaik fex, choon glaik jub). Participants can readily learn 
these structures, in the absence of any semantic information. 
Constructed with nonsense words, these linguistic materials 
only convey distributional patterns. Furthermore, statistical 
learning goes beyond the specific items (words or syllables) 
being learned (Thiessen, Kronstein & Hufnagle, 2013; 
Mintz, Wang & Li, 2014). According to Thiessen et al. 
2013, statistical learning initially gathers statistics about the 
input presented to learner and uses this information to learn 
and infer patterns. Under this view, the representations that 
learners generate from artificial language input have been 
argued to be abstract and structural. 
 
Adjacency and non-adjacency 
Two key concepts relevant for structural representations are 
the notions of adjacency and non-adjacency. Starting with 
the seminal study of Saffran, Newport & Aslin (1996), there 
is a large body of work showing that adults and children can 
learn adjacent relations from continuous streams of 
syllables. More recent artificial language work (Gomez 
2002; Maye & Gomez, 2005) demonstrated that adults and 
children are also able to learn non-adjacent dependencies 
between words. 

 
Relative clauses 
The notions of adjacency and non-adjacency are also 
relevant in the domain of syntax, for example in the 
representation of relative clauses. In English sentences with 
the structure NP1 of NP2 who (e.g., Jessica visited the 
doctors of the supermodel who), the following relative 
clause completions (eg. who lived in Los Angeles) can 
potentially attach to either one of the NPs. In high 
attachment completions, the following relative clause 
attaches back to the higher NP1 (eg. the doctors lived in Los 
Angeles). In the low attachment completions, the relative 
clause attaches back to the lower NP2 (eg. the supermodel 
lived in Los Angeles).  

In our experiment, participants are asked to complete 
sentence fragments ending in ‘who’. Thus, they can 
complete the sentence fragment modifying either the 
immediately adjacent noun (NP2), or the non-adjacent noun 

(NP1). If there are more high-attachment sentences 
produced, we call this a high-attachment bias, and vice 
versa. The high attachment completions are instances of 
non-adjacency whereas the low attachment completions are 
adjacency. In English, the default preference for attachment 
completions is low attachment, i.e. participants tend to 
attach ambiguous relative clauses to the lower NP (e.g. 
Cuetos and Mitchell, 1988).  

As pointed out by Scheepers (2003), the distinction 
between high and low in relative clause attachment bias has 
to do with syntactic sequencing. The syntactic rules used to 
generate these representations are the same, and the only 
exception is that in low attachment, the relative clause is 
modifying the noun immediately preceding it, whereas in 
high attachment, the relative clause is modifying the noun 
non-adjacently preceding it. In our opinion, this provides a 
striking analogy to artificial language dependencies, because 
artificial language provides combinatorial properties where 
words are corresponding to other words, according to some 
combinatorial pattern. The only potential issue is the grain 
size of sequencing (word vs. phrase level). However, there 
is previous research suggesting that grain size may not 
matter to a large extent (Melinger & Dobel, 2005). 

 
Aims of this work 
In this study, we test whether structural representations 
arising from distributional information can prime relative 
clause completions. If relative clause attachment biases 
come from representations that are completely different 
from distributional dependencies, exposure to any artificial 
language with only distributional properties will not result 
in any changes in the completion of relative clauses. On the 
other hand, if relative clause attachment biases come from 
representations that are shared with sequential 
representations from an artificial language, the relative 
clause bias is predicted to change as a result of learning 
structures that are different from the default.  

To this end, we primed participants with an artificial 
language which conveyed structures that are consistent with 
our prediction. In this experiment, we will test this 
hypothesis with English.  

 
Experiment 

 

In this experiment, we explore the effect of statistical 
structures from an artificial language on participants’ 
completions of ambiguous relative clauses fragments. Our 
experiment has a learning phase and a testing phase.  
 
Methods 
 

Participants 
A total of 50 adult native English speakers participated. 
Given the four conditions described below, there were 20 
participants in the critical non-adjacent dependency 
condition, 10 in the control condition, and 10 in each of the 
two adjacent dependency conditions. 
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Stimuli 
First, we describe the stimuli used in the training phase of 
the experiment. In the training phase, we used artificial 
words, similar to the stimuli used in Gomez (2002)’s non-
adjacent dependency experiment. A female American 
English speaker read and recorded these nonsense words in 
a sound isolated room. The speaker pronounced the stimuli 
one word at a time. We digitally spliced the recordings into 
individual word files that began at the onset of each word. 
Word files generated from this procedure are all shorter than 
0.8 seconds, and silences were added to make each word 
files 0.8 seconds long. This allowed us to concatenate word 
files into sentences with words occurring every 0.8 seconds. 
Between each artificial sentence, there was also a 0.8 second 
pause in between, to signal the start and the end of each 
‘sentence’. 

Similar to Gomez (2002), each sentence is made of 3 
words, which differ in terms of their distributional 
properties, between the 4 conditions of the experiment. We 
used monosyllabic words (for eg. voy, nud, choon, glaik, 
blit, ghire, ghen, sowch, dess, fex, dap, jub). In the non-
adjacent dependency condition (AiXCi), words at the 
beginning and the end always co-occurred. Three different 
pairs of words co-occured as A words or C words, while a 
total of 6 different words were used as X words at the 
intermediate position. Thus, we had a total of 18 unique 
trigrams. The correspondence between A words and C 
words were counterbalanced between subjects, such that the 
wrong correspondence in one condition is correct in the 
other condition, and vice versa. In the adjacent dependency 
condition, the X words were moved to the front (XAiCi 
condition) or to the back (AiCiX condition), such that the 
dependency is adjacent. In the control condition, 18 unique 
word trigrams were created such that there were same 
numbers of adjacent or non-adjacent dependencies in these 
trigrams.  

We also created sentence fragments for participants to 
complete in the testing phase. There were 2 kinds of 
sentence fragments: targets and fillers. All target sentence 
fragments are similar to example (1), where NP1 the doctors 
and NP2 the supermodel are connected by the preposition  
‘of’ and are followed by the relative pronoun ‘who’. 
(Targets were constructed using stimuli used by Rohde, 
Levy & Kehler, 2011. We made sure that none of our verbs 
had strong implicit causality biases, using Hartshorne and 
Snedeker (2012). 

(1) John met [the doctors]NP1 of [the supermodel]NP2 
[who invented a vaccine]RC.   

The participants’ task was to write a completion for the 
sentence. We analyzed the completions for whether the 
relative clause modifies NP1 (e.g. the doctors who invented 
a vaccine) or NP2 (e.g. the supermodel invented a vaccine). 
Relative clauses that modify NP1 are called high 
attachments and relative clauses that modify NP2 are called 
low attachments.  

In targets, the subject of the sentence was always a proper 
name (equal numbers of male and female names). The two 

NPs were definite animate nouns, preceded by the definite 
article. The NPs were controlled for number. Half of the 
sentences had NP1-singular and NP2-plural (e.g. the doctor 
of the supermodels) and the other had the opposite 
configuration (e.g. the doctors of the supermodel). This 
facilitates coding because number marking on the verb 
usually disambiguates (e.g. …was happy vs. …were happy). 
All verbs in the target fragments (e.g. counted) were non-
implicit causality (non-IC verbs), chosen in order to avoid 
verb semantic bias. Fillers were non-ambiguous English 
sentence fragments of similar length. Each participant 
completed the same 18 target sentences and 18 filler 
sentences. The fillers do not involve relative clauses, and are 
comprised of a range of sentence types. They are open to a 
range of reasonable continuations, and do not follow a 
particular structure. 

 
Design and Procedure 
There are two phases to the experiment, the training phase 
and the testing phase. During the training phase, participants 
listened to sequences in the artificial language and in the test 
phase, participants either answered an artificial language 
question, or completed a sentence fragment.  

The training phase consisted of a simple artificial 
language learning task. In this phase, participants listened to 
an artificial language according to the condition that they 
were in. To briefly reiterate, there were 4 between-subject 
conditions: the AiXCi condition (Non-adjacent dependency 
condition), the AiCiX and XAiCi conditions (adjacent 
dependency condition), and the control condition where 
about equal numbers of adjacent and non-adjacent 
dependencies exist in the 18 trigrams used. In between 
trials, participants were also asked the question “What was 
the last word you heard?” with 2 words to choose from. 
Participants then pressed a key to indicate their choice. This 
question was presented every few minutes, in order to keep 
them alert during this task. The training phase lasted about 
20 minutes. 

The test phase immediately followed the training phase. 
Before the test phase started, we reminded participants of 
the two types of tasks: questions about the artificial 
language and sentence fragments for them to complete. Half 
of all the test trials were questions about the artificial 
language (36 trials), and the other half were sentence 
completions (36 trials). The artificial language portion 
consisted of trigrams that are composed in the same fashion 
as in the training phase. Three words at a pace of 0.8 second 
per word were presented to the participant, and then a 
question appeared on the screen: “Did you hear this in the 
training phase or not?” Across the testing session, there 
were 36 test items, half of which are targets (trigrams from 
the artificial language), and the other half foils (trigrams not 
in the artificial language). The foils in the AXC, ACX, XAC 
conditions are such that the correspondence in terms of the 
dependency is incorrect (AiXCk, k~=i). The foils in the 
control conditions are reversed strings from the training 
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trigrams. For sentence completion trials, half of the sentence 
fragments were target and half were foils. 

The trials were block pseudo-randomized in the following 
way. The two types of trials that were critical were the 
relative clause target sentence completions and artificial 
language questions that are from the language. The relative 
clause target sentence completions are always preceded 
from an artificial language item from the language, that is, 
participants are supposed to answer, “Yes” to the artificial 
language question. We mixed these trials with all the other 
trials in a randomized order within 3 blocks. The testing 
phase lasted between 15 to 30 minutes, and the whole 
experiment was done under an hour. 

 
Coding 
We coded only the target sentences. The coding of the 
sentences resulted in three types: high attachment (HA), low 
attachment (LA), and ambiguous. For the logistic regression 
model, HA was coded as 1 and LA was coded as 0, and 
ambiguous was treated as missing. Coding was done with 
mostly syntactic considerations, given that the two NPs in 
our sentences are different in terms of number, so the verb 
from the continuation in the relative clause shows overt 
morphological agreement with the NPs. If verb number did 
not disambiguate (e.g. went, asked), semantic cues were 
used to decide high attachment (e.g. Emily worked with the 
mother of the children who just got tenure) from low 
attachment (Chris counted the fans of the singer who just 
finished the encore). If both verb marking and semantic cues 
were unclear, the sentence was coded as ambiguous.  

 The continuations were double coded by two native 
English speakers, who exhibited >99% agreement. (The 
remaining <1% of the items were resolved by discussion). 

 
Training Phase Results 
In all conditions, participants were able to correctly endorse 
correct items in the artificial language and rejected foils 
above chance. For each of the four conditions, we ran a 
mixed-effects logistic regression, with respect to 
participants’ responses in the testing phase (Table 1). The 
responses included both the target artificial language items 
and the foil items. In the regression, subjects were specified 
as random effect with no fixed effects. This way, the co-
efficient of the intercept indicates a comparison with chance 
(Jaeger, 2008), and we report the co-efficient (β) with the 
associated z and p-values. 
 

Table 1. Artificial language learning test phase results 
compared to chance 

 
Condition β Z p-value 
AXC 0.82 2.76   0.006 ** 
ACX 2.14 3.78 <0.001 *** 
XAC 0.281 0.99  0.32  
Control 0.637 4.94 <0.001 *** 

 
Priming results: RC Completion patterns 

Now, we turn to the priming results. As mentioned, the 
outcome is a binary response for high/low attachment, with 
others were coded as missing. The sentences coded as 
missing included tiny proportions of continuations where 
the participant entered continuations that are syntactically 
incorrect, as well as those that are semantically completely 
ambiguous with regard to attachment. These sentences were 
missing at random, and a Goodness of Fit test showed that 
there are no in-between condition differences in terms of the 
amount of data missing (p=0.09). In a mixed-effects logistic 
regression model that predicts the proportion of completion 
being high attachment (coded as 1) vs. low attachment 
(coded as 0), the artificial language learning condition was 
specified as the fixed effects while holding subjects and 
items as random effects. The general model fit was 
indicated by the Wald chi-squared test, which yields a p-
value smaller than 0.001.  

Our main results show that when comparing between 
conditions, we find that the non-adjacent dependency 
condition is significantly different from the control 
condition, while the adjacent dependency conditions are not.  
In other words, as can be seen in Figure 1 (below), we see 
that although in the control condition, the participants are 
biased to produce more low attachment completions (55%), 
in the non-adjacent dependency condition (AiXCi) the 
number of low attachment completions is significantly 
lower (37%). In the adjacency conditions (AiCiX, XAiCi), 
the low attachment completions are not significantly 
different from the control condition (52 % for AiCiX, 48% 
for XAiCi). Moreover, in the non-adjacency condition, there 
is an overall bias for high attachment completions (42 %). 
These results are in Table 2, and we plot out the proportions 
of sentence completions in each artificial language condition 
in Figure 1.  

 
Table 2. Result of logistic regression for priming 

 
Cond. Manipulation β Z p-value 
AXC Non-Adjacent 0.951 4.38 <0.001*** 
ACX Adjacent 0.229  0.89 0.372 
XAC Adjacent 0.25 1.00 0.318   

 
Sorted by artificial language manipulation type for 
Experiment 1, as compared to the control condition. 
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Figure 1. Proportions of sentence completions in each 
artificial language condition 

 
Since the non-adjacent dependency condition is changing 

participants’ performance, we ran more tests to examine the 
patterns of data in this condition closely. Two further 
analyses investigate the specific relationship between 
participants’ item-level judgment about artificial language 
tests and their tendencies to complete a target sentence with 
a high attachment continuation. Table 3 (below) details the 
numbers of yes/no responses for the artificial language item 
immediately before the completion of the target sentence 
completions.  

 
Table 3. Completing high-attachment RC and answering 

correctly to the AXC question preceding it. 
 

Response High attachment Low attachment 
Yes (correctly) 105 96 
No 40 48 

 
Table 3 shows this non-existent relationship in the non-
adjacent condition. Fisher’s exact yields p=0.798, ns. 
 

Figure 2 demonstrate the relationship at the participant 
level, correlating general performance on artificial language 
tasks and the proportion of high attachment completions. 
Both of these analyses show no apparent relations between 
the two. We come back to this point in the discussion. 

 

 
Figure 2. Participant  level artificial language task 

performance and high attachment completion proportions 
per subject. 

 
The correlation between (i) correctly remembering specific 
word-level (Ai with Ci) correspondences and (ii) a bias 
towards producing non-adjacent dependencies is weak (-
0.053) and non-significant (p= 0.82). 
 
Summary 
In this experiment, we studied attachment biases in the 
completion of relative clause fragments in English. We 
observe a main effect of artificial language condition. 
Specifically, the non-adjacent dependency condition 
changes the attachment bias significantly. On average, 
participants produced 18.6% more high attachment relative 
clause completions in the non-adjacent artificial language 

condition than in the control condition. We find this result 
that participants reuse the structure from the artificial 
language to the participants’ native language very similar to 
the phenomenon of syntactic priming, This result has 
interesting theoretical implications, as we discuss in the next 
section.  
 

General Discussion 
 

We conducted an experiment where we provided structures 
for people to learn in an artificial language task, and we 
tested how these structures change the biases in relative 
clause attachment in natural language. In doing so, we 
provide the first demonstration that implicit learning of 
structures changes the bias in relative clause attachment, 
providing empirical evidence for the link between the two 
processes, structural learning and sentence production. 

We used the artificial grammar learning paradigm in this 
study to induce implicit learning. Different language 
learning tasks require different kinds of learning 
mechanisms and it is important to choose the right task to 
induce implicit learning. Unlike learning the meaning of 
lexical items, which is dependent on the explicit learning 
system (Trueswell et al, 2013; Wang & Mintz, in revision), 
learning grammars from an artificial language stream uses 
an implicit learning process (e.g., Ullman 2004). For these 
reasons, we chose the artificial language learning task that 
yield abstract structural representations. 

This study allows us to characterize syntactic priming as 
implicit learning using an experimental approach. Previous 
work (Chang, Dell & Bock, 2006) used a connectionist 
model to specify how the process of implicit learning 
happens. In their model, it is assumed that reading sentences 
of a particular structure changes the weights over that 
structure such that the bias for that structure increases. This 
was in turn used to demonstrate, in production, why 
syntactic priming occurs. This model provides a 
computational account of how implicit learning happens and 
how it influences syntactic behaviors. Our approach 
provides an empirical validation for this computational 
account, in that we directly measure the result of implicit 
learning via assessing outcomes of artificial language 
learning. Our data provide a causal link between implicit 
learning and syntactic priming. This can explain the 
presence of syntactic priming only when the artificial 
language with the combinatorial properties (non-adjacent) 
that are different from default biases (adjacent) which  lead 
to preference for non-adjacent attachment in RC 
completion. 

Once the structural representation is learned from the 
artificial language, the artificial language tests suggest that it 
does not matter whether participants are aware of the 
particular dependencies at the lexical level. The canonical 
way of assessing artificial grammar learning task (asking 
yes/no questions for one string at a time) requires explicit 
reflection of whether strings are grammatical or not, which 
is not the best way to probe implicit representations. Future 
work should use a more implicit measure of artificial 
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language learning to observe more subtle effects. In our data 
at least, we observe a zero correlation between the 
performance in the ‘explicit’ artificial language task and the 
sentence completion task. We take this as an indication that 
the learning of the abstract patterns results in implicit 
representations (Fiser & Aslin, 2001; Saffran, Newport, 
Aslin, Tunick & Barrueco, 1997).  

We have a few future directions from this work. We are 
interested in investigating how to assess implicit 
representations better and find a correlation between 
implicit learning measures with priming. Also, we are 
interested in the generalizability of the current finding with 
regard to language (English, in the present study) to a 
different language. Preliminary work with Spanish suggests 
that the priming effect is present for Spanish speakers as 
well. In the Spanish data, we collected data for second 
language background, confirming that the priming effect is 
not a result of sampling bias. Future work with implicit 
learning processes in domains other than language 
processing are also underway to assess the domain 
generality of syntactic priming.  
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Abstract 

Many studies of human sequential pattern learning 
demonstrate that learners detect adjacent and non-adjacent 
dependencies in many kinds of sequences. However, it is 
often assumed that the computational mechanisms behind 
extracting these dependencies are the same. We replicate the 
seminal finding that adults are capable of learning 
dependencies between non-adjacent words (Gómez, 2002). 
When we eliminate the positional information about the 
statistical structures by embedding the structure in phrases, 
learners can no longer learn the dependencies. Our methods 
allow us to study the learning mechanisms that are more 
representative of the patterns in natural languages, and show 
that when directly compared, adjacent and non-adjacent 
dependencies are not equally learnable. We suggest that 
learning non-adjacent dependencies in language involves a 
different computational mechanism from learning adjacent 
dependencies. 

Keywords: Artificial language; Non-adjacent 
dependencies 

Introduction 

Language acquisition is one of the most complex tasks that 

humans solve. In order to study the underlying mechanisms, 

researchers identify linguistic structures that serve important 

functions in language, and devise ways of investigating how 

a language learner might learn them. Distributional patterns 

provide structures that serve important functions, and it is 

crucial for language learners to learn and represent the 

various structures in a language.  

Distributional analyses based on word sequences are 

viable candidates for the analyses leaners initially perform 

to acquire knowledge of these structures (e.g., Gómez & 

Gerken, 2000). For example, distributional information 

provides information about grammatical categories in a 

variety of languages (Chemla, Mintz, Bernal, & Christophe 

2009; Mintz, 2003; Redington, Chater, & Finch, 1998; St. 

Clair, Monaghan & Christiansen 2010; Wang & Mintz, 

2010; Wang, Höhle, Ketrez, Küntay, & Mintz, 2011) that 

appears to be used by adult and infant learners alike (Mintz, 

Wang, & Li, 2014; Mintz, 2006; Shi & Melançon, 2010). 

While other cues may provide sources for categorization, 

they are not as reliable cross-linguistically. For example, 

phonological cues vary across languages, and can even work 

in the opposite way across languages (for a discussion, see 

Mintz, Wang & Li, 2014). It is therefore crucial to 

understand how distributional structures are learned in terms 

of specifying the specific conditions under which different 

structures are learnable. One way to address this issue is to 

study how language learners acquire these distributional 

patterns with an artificial language learning paradigm. In 

these paradigms, researchers identify the important 

distributional structures that are present in language, and 

devise an artificial language with the same structures but 

with nonsense words. These words or syllables make up a 

sequence without the influence of semantics, and the design 

of the sequence allows inference regarding how learning 

happens. For example, early studies focused on adjacent 

dependencies, where it was shown that the transitional 

probability between the syllables is computed and that 

humans are able to represent the adjacent dependencies 

(e.g., Saffran, Aslin, & Newport, 1996). In these studies, 

infants heard syllable streams in which a given syllable 

either perfectly predicted the next syllable (high transitional 

probability) or provided no predictive power (low 

transitional probability). The results indicated that infants 

naturally chunk the elements connected by the high 

transitional probabilities. In other words, they represent 

adjacent dependencies base on high transitional 

probabilities, which was argued to be important for tasks 

such as word segmentation. 

While these adjacent dependencies are important in 

natural language, researchers study other kinds of structures, 

called non-adjacent dependencies (Gómez, 2002; Newport 

& Aslin, 2004; Peña, Bonatti, Nespor, & Mehler, 2002). In 

these structures, the patterns in question concern the stable 

transitions between elements that are at least one element 

away, rather than immediately adjacent transitions. Gómez 

(2002) further suggested that learning non-adjacent 

dependencies between words occurs when the adjacent 

transitional probabilities are low. One way to achieve this is 

to have many different words in the intermediate position 

across occurrences of a given non-adjacent dependency. 

While both adjacent and non-adjacent dependency 

patterns occur in natural languages, it is not clear whether 

the mechanisms that detect and use these types of patterns 

are the same, and most experiments have focused on one 

type of dependency or the other. However, some explicit 

comparisons of the learning conditions for the two types of 

dependencies suggest that different mechanisms are at work 

(Newport & Aslin, 2004; Peña et al, 2002), and that they are 

engaged under different circumstances. Romberg and 

Saffran (2013) provided some of the first evidence that 

learners are learning both of these types of statistical 

patterns concurrently. In their study, they provided learners 

with three-word utterances (similar to Gómez, 2002), and 

systematically manipulated the internal statistical structure 

within the three-word utterance. They showed that adult 

learners can readily learn both the adjacent and non-adjacent 
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dependencies at once, and that local dependencies influence 

the learning of both adjacent and non-adjacent 

dependencies. According to these descriptions of learning 

adjacent and non-adjacent dependency, the computational 

level difference between the two is simply the linear 

distance between elements that co-occur. Data from these 

studies suggest that participants are perfectly able to tract 

adjacent and non-adjacent dependencies, and the authors 

took this as evidence that the computational mechanism 

underlying the learning process is the same. 

However, one feature of these studies is worth noting. In 

Gómez (2002) and Romberg & Saffran (2013), subjects 

were only exposed to three word strings in which the non-

adjacent dependency involved the first and last string, which 

is not representative of how dependencies arise in natural 

languages.  Specifically, both adjacent and non-adjacent 

dependencies are often embedded in larger sequences. We 

wondered whether this aspect of these artificial languages 

could have engaged learning mechanisms differently than if 

the dependencies occurred as could do in natural languages, 

embedded in larger sequences.   In this study, we addressed 

this question by investigating the effects of embedding 

statistical patterns in other linguistic materials.  

The purpose of studying the effect of embedding is 

twofold. First, we wanted to eliminate the positional 

information about the statistical structures. In the studies 

mentioned above, the elements involved in the non-adjacent 

dependencies were at sequence edges, which have been 

argued to engage different learning mechanisms (Endress, 

Nespor & Mehler, 2009). By removing the confound of the 

dependencies always at edge positions, we can study the 

learning mechanisms that is perhaps more representative of 

the patterns in natural languages. Second, embedding 

provides the extra degrees of freedom necessary to equate 

the statistical information in different dependency 

structures, so that learning can be directly compared. 

Furthermore, embedding makes it harder to learn structures 

in general. This is useful when one wishes to examine subtle 

differences between two learning processes, while avoiding 

ceiling effects. 

The current experiments are set up as follows. In 

Experiment 1, we explore whether non-adjacent 

dependencies can be learned under embedded situations, 

providing a baseline for comparisons in subsequent 

experiments. In Experiment 2, we replicate a set of results 

from Gómez (2002) and compare them to an embedded 

version. In Experiment 3, we observe the effects of 

changing the regularities in the embedding material. Finally, 

in Experiment 4, we embed adjacent dependencies in 

sentences to allow for comparisons between adjacent and 

non-adjacent dependencies.   

Experiment 1 

In this experiment, we designed the material to be similar to 

the Gómez material, with one critical difference. Here we 

embedded the non-adjacent dependencies in other linguistic 

material. 

Methods 

Participants  Twenty-four undergraduate students at 

University of Southern California recruited from 

psychology subject pool participated. Subjects were divided 

nearly equally into two counterbalancing conditions (see 

Design and Procedure). 

Stimuli  The stimuli were recorded by a female American 

English speaker (we used the same source material as in 

Mintz et al., 2014). The speaker pronounced one word at a 

time in list citation prosody, and words were digitized at 

44.1 kHz for later processing. We then digitally spliced the 

recording into individual word files that began at the onset 

of each word. Word files generated from this procedure 

were all shorter than 0.8 seconds, so the files were padded 

with silence to make each file 0.8 seconds. This allowed us 

to concatenate word files into sentences with words 

occurring every 0.8 seconds. Between each artificial 

sentence, there was a 0.8 second pause in between to signal 

the start and end of each sentence. 

Design and Procedure  The artificial language preserved 

the Gómez (2002) study design with 3 frames  and 6 

intervening words (AiXjCi, where i=3 and j=6). Each frame 

was presented 158 times, and each different intermediate 

word was presented 79 times with all the frames, resulting 

in 474 presentations in total in terms of the frame frequency. 

In addition, we added 1-3 words both preceding and 

following the AXC trigram (buffer words). The words at X 

position are all bisyllabic words, following Gomez (2002), 

whereas the buffer words are either monosyllabic or 

bisyllabic. Given that trigrams are surrounded by buffer 

words, we consider each whole phrase (front buffer words + 

frame + end buffer words) a sentence. The artificial material 

was made up such that each word occurred every 0.8 

seconds, with 0.8 second of silence between all the 

sentences. 

Buffer words consisted of 16 words that were not used in 

either frames position (A, C words) or the intermediate 

position (X words). For each sentence, a random shuffle of 

these words was generated, and sets of 1-3 words were 

selected from the list be added to the start (or end) of the 

sequence with the non-adjacent dependency. In other words, 

no words repeat within each sentence. As such, the AXC 

trigram could occur only after at least 1 word is presented, 

and the end of the trigram (C word) would not be the last 

word within a sentence to be heard. The buffer words under 

this design are randomly distributed, so there is no 

distributional information available in the initial and end 

part of the sentence that predicts the middle of the sentence. 

The experiment was composed of two phases: learning 

and testing. The participants were asked to listen to the 

material to “learn a language”, and they were told that they 

would answer questions about the language after hearing it.  

In the learning phase, participants sat at a computer and 

listened to the stimuli through headphones. After 

presentation of 43 sentences without interruption, a quiz 
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question appeared: “What was the last word that you 

heard?” A numbered list of words was displayed, and 

participants were prompted to press a number key to 

respond. After the subject answered, the screen went blank 

and the auditory stimuli resumed. These ‘quizzes’ were 

designed to encourage subjects to attend to the material. 

Testing sequences were three-word sequences, composed 

of either words that were consistent with the non-adjacent 

dependency that was in the language (AiXjCi), or a sequence 

where the C word did not match the A word in the 

dependency (AiXjCk, i~=k). In the test phase, a total of 12 

test sequences were presented. Two languages were created, 

such that the correct answers in one language were the foils 

in the other. 

Subjects heard testing sequences through headphones, and 

on each trial answered the question on the screen: Did you 

hear this sequence before? A Y/N keyboard response was 

collected for this question. After a short pause, the next test 

trial began. After the study ended, we thanked our 

participants and debriefed them of the purpose of the study. 

Results 

To assess the performance in the testing session, we coded 

each response as a binary variable (1 = correct, 0 = 

incorrect) from subjects’ yes/no responses. Average 

proportion of correct responses was 52%. A mixed-effect 

logistic regression with subject as a random effect showed 

that performance on the test items were not different from 

chance (βintercept=0.041, p=0.724, ns). Given that Gómez 

(2002) reported an effect of the number of intermediate 

words on the learning of non-adjacent dependencies, it is 

unclear whether the unsuccessful learning of the non-

adjacent dependencies was due to the fact they were 

embedded in other words, or that there were too few 

intermediate words (6). In the next experiment, we address 

this issue. 

Experiment 2 
 

Gómez (2002) proposed that when there were only a 

small number of X words in the AXC structure, learners 

focused on adjacent rather than non-adjacent patterns, and 

that high variability in the intermediate position facilitates 

learning the non-adjacent dependencies. Although Gómez 

found some evidence of learning when there were only 6 X 

words, learning was more robust with more intervening 

words. Therefore, the failure to learn in Experiment 1 could 

have been due to the lack of variability (n=6).   To test this, 

in Experiment 2 we replicated the Gómez (2002) study with 

24 intermediate words (Experiment 2A) and then investigate 

the effects of embedding the sequences that have greater X-

word variability (Experiment 2B).  

Methods 

Participants  A total of 50 undergraduate students at 

University of Southern California in the psychology subject 

pool participated, half in Experiment 2A (Gómez, 2002 

replication) and half in 2B (the embedded version). Two 

participants were excluded from the analysis because they 

performed below the predetermined 65% criterion in the 

quizzes (60%, 0%). In each version of the experiment, there 

were two counterbalancing conditions, such that correct test 

items in one condition were foils in the other (see Design 

and Procedure). Eleven and 13 of the participants 

participated in each condition. Further counterbalancing was 

done for the testing condition (see below for details), and 

subjects were further divided for that purpose. 

Stimuli  We used the stimuli from Experiment 1. 

Design and Procedure Experiment 2A replicated the 

design of Gómez (2002, Experiment 1) with 24 intermediate 

words. As in Experiment 1, the dependencies followed an 

AiXjCi structure, with 3 A-C frames. Each frame was 

presented 144 times, and each different intermediate X-

word was presented 6 times in each frame, resulting in 432 

presentations in total in terms of the frame frequency. 

In Experiment 2B, the dependency structures were the 

same as in 2A, but they were embedded in buffer words as 

in Experiment 1. Sixteen buffer words that were not any of 

the A, X, or C words were added to the start and end of the 

non-adjacent sequence, with the constraint that no words 

repeated within a sentence. Two languages were created, so 

that the correct answers in one language were the foils in the 

other. 

The procedure was similar to Experiment 1 in that there 

was a learning phase and a testing phase. The learning phase 

followed the same procedure as Experiment 1.  In contrast 

to Experiment 1, the testing phase (of Experiment 2A and 

2B) was designed to test knowledge of both adjacent and 

non-adjacent dependencies. Knowledge of adjacent patterns 

was tested by presenting bigrams that were part of an AXC 

sequence (e.g., AX, or XC). Foil items were made up by 

presenting the reverse of the bigrams, for example, XA or 

CX. In order to not induce test effects, the same AX was not 

tested (for example, if A1X5 was tested, X5A1 was not). The 

choice of X words that occur in AX context and XA context 

was counterbalanced between subjects (the last 

counterbalancing step mentioned in the previous section). 

There were a total of 12 bigram test items. Non-adjacent 

dependency test items were made up similar to those in 

Experiment 1, where the three word sequence were either 

consistent from the non-adjacent dependency in the 

language (AiXjCi), or not (AiXjCk, k~=i). There were 6 non-

adjacent dependency test items in total. 

To avoid test effects, we tested bigrams first, then non-

adjacent dependencies. If subjects were tested on the non-

adjacent dependencies first, they might deduce that some of 

the bigrams are correct and others not by assuming that test 

items are informative. This deduction can be made because 

all the non-adjacent dependency items have the correct 

configuration as far as AX & XC bigrams are concerned. 

Because these bigram tests are constructed differently 

(positional changes) from the non-adjacent dependency test 

items (co-occurrence change) and the bigram test in 
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Experiment 4, direct quantitative comparisons can only be 

made for adjacent tests between Experiments 2A, 2B and 3. 

As in Experiment 1, subjects listened to testing sequence 

through headphones and responded (yes or no) to the test 

questions via computer keyboard. 

Results 

Experiment 2A successfully replicated Gómez (2002): 

Participants learned the non-adjacent dependencies 

(M=71.4%, βintercept=0.916, p=0.0003). Participants also 

successfully learned the adjacent dependencies (M=76%, 

βintercept= 1.15, p=9*10
-6

). We therefore found no evidence 

that attention to the non-adjacent patterns was triggered by 

difficulty in remembering the adjacent sequences.  These 

findings are consistent with those in Romberg & Saffran 

(2013), where subjects demonstrated simultaneous learning 

of adjacent and non-adjacent dependencies. 

Recall that the dependency structures in Experiments 2A 

and 2B were identical; the only difference between the 

experiments was in the embedding of the dependencies in 

2B. However, in contrast to 2A, participants in 2B did not 

show evidence of learning the non-adjacent dependencies 

(M=52.8%, βintercept=0.111, p=0.505, ns). Furthermore, we 

found no evidence that participants learned the adjacent 

dependencies either (M=52.8%, β=0.111, p=0.346, ns).  

Taken together, these results suggest that embedding non-

adjacent dependencies hinders successful learning of 

adjacent and non-adjacent dependencies. The same patterns 

that were successfully learned when they were presented in 

isolation were apparently not-learnable when surrounded by 

other words.  

One factor in the embedding version of this experiment 

(Experiment 1 and Experiment 2B) is that the buffer words 

in which the dependency structures were embedded were 

uniformly random and did not follow a grammar. This 

means that there was no reliable statistical information in 

these parts of the language. Given that the first few words of 

most sentences are buffer words, subjects may have simply 

“tuned out” when there was no discernable pattern to be 

found, disengaging the mechanism that would typically 

learn the dependency patterns (Gerken, Balcomb, & Minton, 

2011).  Experiment 3 was designed to address this question. 

Experiment 3 
 

In Experiment 3, we modify our embedding of non-adjacent 

dependencies by making the buffer words appear in a fixed 

sequence. 

Methods 
 

Participants  A total of 24 undergraduate students at 

University of Southern California in the psychology subject 

pool participated. Half of the participants participated in 

each condition, and further counterbalancing of the bigram 

testing was done by evenly dividing the subjects in the same 

condition, similar to Experiment 2B. 

Stimuli  We used the same word stimuli as in Experiment 

2B. 

Design and Procedure  Experiment 3 differed from 

Experiment 2B only that instead of the buffer words 

occurring in random order, they now adhered to a consistent 

order.  For example, when there was only one sentence 

initial buffer word, it was the same word each time.  When a 

sentence started with two words, it was always the same two 

words (that did not include the buffer word that only 

occurred as a singleton buffer word). In this way, the 

transitional probability within the buffer portion of the 

sentences is kept at 1; the transitional probability between 

the buffer word and the A word, the first word in AXC 

structure is 1/3 because each word that immediately 

precedes any A word precedes all of them in equal 

proportion.  

Two languages were created, so that the correct answers 

in one language were the foils in the other. 

Results 

As in Experiment 2B, participants showed no evidence of 

learning the non-adjacent dependencies in this embedding 

condition (M=53.5%, βintercept=0.139, p=0.4, ns). 

Furthermore, there was no evidence that participants learned 

the adjacent patterns either: (M=52.8%, βintercept=0.111, 

p=0.346, ns).   Thus, providing predictable patterns in the 

buffer material did not make the embedded dependencies 

easier to learn. 

In light of the findings so far, it is important to note that 

the frequencies of adjacent and non-adjacent patterns in 

these languages are very different. For example, in 

Experiment 3, each non-adjacent dependency occurred 144 

times, whereas each adjacent dependency occurred only 6 

times. It is possible that there were different reasons why 

adjacent and non-adjacent dependencies were not learned.  

In the case of adjacent dependencies, the frequency of the 

bigrams may have been too low for the pattern to have been 

detected and remembered. Experiment 4 addresses this. 

Experiment 4 

In Experiment 4, tested only adjacent dependencies, making 

them statistically equivalent to the non-adjacent 

dependencies in Experiments 1-3.  

Methods 

Participants  Twenty-five undergraduate students at 

University of Southern California in the psychology subject 

pool participated. Twelve and 13 of the participants 

participated in each condition. 

Stimuli  We used the same word stimuli we used in 

Experiment 1. 

Design and Procedure  Experiment 4 was based on 

Experiment 2B, except the middle X position in the AiXjCi 
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structure was removed, making the former non-adjacent 

pattern adjacent.  Each AiCi sequence occurred 144 times. 

Two languages were created, so that the correct answers 

in one language are the foils in the other. 

In the testing session, we used 6 test items, similar to the 

non-adjacent tests in previous experiments. These 6 items 

consisted of 3 correct bigram pairs (AiCi), and 3 foil bigram 

pairs (AiCk, k~=i). 

Results 

Mixed-effect logistic regression revealed that participants 

learned the bigrams successfully (M=60.7%, βintercept=0.433, 

p=0.01). The fact that there were only 3 high frequency 

adjacent dependencies apparently induced learning, even 

though the surrounding buffer words were completely 

random and unpredictable. 

Discussions 

In a series of experiments, we explored the effects on 

learning of embedding adjacent and non-adjacent 

dependency patterns within a larger sequence of words. Our 

study is the first we know of that contrasts embedded non-

adjacent dependency with embedding adjacent dependencies 

with language learning (see Van den Bos & Christiansen, 

2009 for data from symbols sequence learning). While both 

the structured embedding (Experiment 3) and unstructured 

embedding (Experiment 1 & 2B) yielded no detectible 

learning of non-adjacent dependencies, embedding bigrams 

within larger random sequences did not impede their 

detection when they were very frequent (Experiment 4), but 

did when they were less frequent (Experiment 2A vs. 

Experiment 2B).  Thus, for non-adjacent dependencies, the 

alignment of one or both of the dependent entities with edge 

positions may be important (Endress et al., 2009; primacy & 

recency effects, Deese 1959).  

The present findings raise questions for theories of 

language acquisition.  If adult learners cannot extract non-

adjacent dependencies when they are embedded within 

utterances, does this mean that those dependencies cannot 

be learned from distributional analyses?  In evaluating the 

implications of these findings for theories of grammatical 

acquisition, it is important to consider other ways in which 

these artificial languages differ from natural ones.  One way 

is that the utterances used here do not implement natural 

language prosody.  We have preliminary evidence that 

placing a prosodic contour on the utterances may facilitate 

learning non-adjacent dependencies in embedded materials 

(Reddy, Wang &  Mintz, in prep). The continuous nature of 

a prosodic contour may focus leaners on relations between 

items in the contour, especially non-adjacent ones. 

A related difference between these artificial languages 

and natural ones is in the timing of words.  In these 

experiments, utterances were concatenated words with brief 

intervening pauses, such that there was always 0.8 s 

between word onsets.  This is a relatively slow rate of 

speech, with unnatural timing characteristics. It is 

conceivable that this mode of presentation makes detecting 

patterns of non-adjacent elements more difficult because 

they are not temporally close. Future studies are needed to 

determine the degree to which these stimulus properties 

could influence non-adjacent pattern detection. 

Finally, it is worth noting that partially embedded non-

adjacent dependencies in which dependent items sometimes 

occur at edges enables the detection of non-adjacent patterns 

(Mintz et al., 2014; Reeder, Newport & Aslin, 2013). It is 

possible that having exposure to elements at edge positions 

may be necessary for initially detecting non-adjacent 

dependencies, but that once a pattern is recognized, it can be 

detected in fully embedded contexts as well. We leave this 

question for future research. 

 It is also possible that the Gómez paradigm adopted here 

may not be well suited for testing implicit learning. 

Statistical learning is often characterized as tapping into 

implicit learning (Saffran, Newport, Aslin, Tunick, & 

Barrueco 1997, Turk-Browne, Jungé, & Scholl 2005). 

Studies on implicit learning suggest that the learning 

process does not require explicit instructions, and the 

representations resulted from learning can be probed with 

implicit measures. Vuong, Meyer, and Christiansen (in 

press) used an SRT task to measure sequence learning, and 

it would be important to see if the same pattern from the 

motor domain shows up in language learning. Asking 

yes/no questions about whether particular phrases are in a 

language requires some explicit representation for the 

phrases, and this may not be the most relevant way of 

testing whether implicit learning is successful. Indeed, many 

participants in our experiments answer yes to all the 

questions, which attribute to the null results. Yet, analyzing 

the data only with individuals who showed variability in 

their responses does not qualitatively change the pattern of 

the data. We are working on new measures of non-adjacent 

dependency learning that do not require testing explicit 

representations.  However, what our findings clearly show is 

that when subjects learn non-adjacent dependencies, they 

also detect patterns in adjacent items, consistent with 

findings in Romberg & Saffran (2013). What we seem to 

have shown is that whatever mechanism is robustly 

detecting adjacent dependencies is not operating over a 

wider range of input. It is an open question (at least from 

our data) whether that means that when learners do detect 

non-adjacent relationships that a different mechanism is 

engaged, or whether it is the same mechanism that is guided 

by additional information (e.g., edges, etc.).  This is a 

question for future research. 

An alternative explanation for our findings is that 

detecting non-adjacent patterns is simply harder (e.g., due to 

the additional degrees of freedom compared to adjacent 

patterns) and that embedding the patterns made their 

detection even more difficult given relatively brief exposure 

to the language, but with more exposure, subjects would 

detect the patterns.  We cannot rule out the possibility that 

more exposure would have lead to successful learning.  

However, in Experiment 3, the embedded contexts did not 

add a large amount of complexity since the buffer patterns 
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were highly predictable, and yet subjects did not detect the 

dependencies.  At minimum, these findings suggest that 

learners’ ability to detect non-adjacent patterns is highly 

constrained. 

In conclusion, this study shows that one should be 

cautious about the conclusions one draws regarding learning 

in artificial languages when the patterns in question are 

made prominent.  A motivation behind using artificial 

languages is that one can design the language to focus on 

particular mechanisms of interest.  Although this can be an 

extremely useful and fruitful approach, the process of 

simplifying can change the learning problem in unintended 

ways.  We are by no means the first to raise this issue, but 

here we have provided evidence of one way in which 

(perhaps) seemingly peripheral design considerations could 

have important consequences.  But this situation has also 

given rise to the insight that learning adjacent and non-

adjacent lexical patterns may engage different mechanisms 

that are sensitive to different kinds of information, as has 

been proposed for patterns within words (Endress et al, 

2009; Peña et al., 2002; but see also Pacton & Perruchet, 

2008). Taken together, these results suggest that the 

mechanism for learning non-adjacent lexical dependencies 

is more nuanced than previously believed. While adjacent 

dependencies can be learned in embedded context, learning 

non-adjacent dependencies is very sensitive to the details of 

the context, and may involve factors beyond mere statistical 

regularity. 
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Abstract 

Effective interpersonal coordination is fundamental to robust 

social interaction, and the ability to anticipate a co-actor’s 

behavior is essential for achieving this coordination. 

However, coordination research has focused on the behavioral 

synchrony that occurs between the simple periodic 

movements of co-actors and, thus, little is known about the 

anticipation that occurs during complex, everyday interaction. 

Research on the dynamics of coupled neurons, human motor 

control, electrical circuits, and laser semiconductors 

universally demonstrates that small temporal feedback delays 

are necessary for the anticipation of chaotic events. We 

therefore investigated whether similar feedback delays would 

promote anticipatory behavior during social interaction. 

Results revealed that co-actors were not only able to 

anticipate others’ chaotic movements when experiencing 

small perceptual-motor delays, but also exhibited movement 

patterns of equivalent complexity. This suggests that such 

delays, including those within the human nervous system, 

may enhance, rather than hinder, the anticipatory processes 

that underlie successful social interaction. 

 

Key words: anticipatory synchronization; interpersonal 

coordination; chaos; global coordination; complexity 

matching 

 
Coordinating one’s movements and actions with those of 

another individual is fundamental to successful social 

interaction. In most instances, such interaction is effortless 

and efficient, even when we are faced with highly variable 

and often unpredictable behavioral events. Key to achieving 

coordination and cooperation in this context is being able to 

predict or anticipate the behaviors and actions of other 

individuals. The majority of research investigating the 

perceptual-motor mechanisms that support behavioral 

anticipation has been based on hypotheses about neural 

simulation processes (Blakemore & Decety, 2001), feed-

forward internal models and motor programs (Noy, Dekel, 

& Alon, 2011), or shared intentional and representational 

states (Sebanz, Bekkering, & Knoblich, 2006). These and 

similar constructs have been formulated to account for how 

the human nervous system compensates for the temporal 

delays that inherently occur between the production of a 

movement and the perception of its outcome (i.e., 

feedback). The traditional assumption is that perceptual-

motor feedback delays present a problem for coordinating 

behavior because in linear systems theory feedback delays 

amplify errors and lead to instability (Stepp & Turvey, 

2010).   

In contrast to the idea that feedback delays promote 

instability, recent work examining the dynamics of laser 

semiconductors (e.g., Sivaprakasam et al., 2001), coupled 

neurons (Toral et al., 2003), and electrical circuits (Voss, 

2002), as well as work on human motor control (Stepp, 

2009), has found evidence that small temporal feedback 

delays actually enhance the ability for a system to 

synchronize with unpredictable, chaotic events. This 

counterintuitive phenomenon, referred to as self-organized 

anticipation or anticipatory synchronization, has been found 

to emerge when a “slave” system (i.e., electronic circuit or 

motor process) is unidirectionally coupled to a chaotically 

behaving “master” system (i.e., a second electronic circuit 

or a continuously moving environmental stimulus). As the 

slave system begins to synchronize with the chaotic 

behavior of the master system, small temporal delays are 

introduced into the feedback loop between the slave’s 

behavior and the resulting outcomes of that behavior. 

Surprisingly, following the introduction of these delays, the 

actions of the slave system begin to anticipate the ongoing 

behavior exhibited by the chaotic master system. In other 

words, a small temporal feedback delay in these systems 

appears to support, rather than hinder, anticipatory behavior 

by prospectively tuning the behavior of the slave system to 

the evolving dynamics of the master system (Stepp & 

Turvey, 2008). 

Stepp (2010) indicates that in order for a physical system 

to achieve anticipatory synchronization with respect to 

another physical system, the potential behavior states for 

both systems must first be similarly constrained, and the 

slave system must be sensitive to these constraints. The 

slave system can then be understood as embodying the 

constraints, and consequently the inherent dynamics, of the 

master system. Notably, it appears that the frequency of 

behavior to be synchronized has an impact on the 

constraints of coordinating systems and subsequent success 

at synchrony, such that primarily reactive behavior is 

observed at relatively lower movement frequencies for a 

variety of tasks (Hayashi & Sawada, 2013). With the 

introduction of a feedback delay with respect to the 

outcomes of its own behavior, a slave system must actually 

perform in an anticipatory manner in order to synchronize 

with the master system. The ability of the slave system to 

successfully anticipate the chaotic behavior of a master 
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system in this context can thus be understood as a function 

of the embodiment of the master system dynamics, along 

with the need to act ahead of the master system in order to 

maintain synchrony while experiencing a delay.  

Given that anticipating others’ behavior is conducive to 

effective social interaction, but often challenging when such 

behaviors are seemingly unpredictable, a provocative 

hypothesis is that small feedback delays might also promote 

the ability of individuals to anticipate the chaotic 

movements of other people. The current study was designed 

to determine whether anticipatory self-organization would 

occur when two individuals interacted to perform a joint 

motor coordination task. More specifically, we examined 

whether the introduction of small perceptual-motor 

feedback delays enabled a naïve coordinator to anticipate 

the chaotic movements of another actor. Of particular 

interest were the local, short-term lead/lag patterns of 

coordination that occurred between the two actors, and 

whether the presence of small feedback delays would result 

in one actor anticipating (i.e., leading) the highly variable 

and chaotic movements of the other. We were also 

interested in characterizing the long-term structure of the 

actors’ movement dynamics, as recent research has found 

evidence that individuals can embody the global structure 

and behavioral complexity of those with whom they interact 

(e.g., Coey, Washburn, & Richardson, 2014; Delignières & 

Marmelat, 2014). Such ‘global coordination’ appears to be a 

signature of self-organized anticipation because it indicates 

that the behavioral dynamics of each actor are self-similar 

and long-range dependent (Delignières & Marmelat, 

2014)—meaning that each actor will display recurrent 

patterns of sensorimotor variability over a broad range of 

time scales. This global coordination can be quantified by 

comparing the fractal (i.e., self-similar) structure of the 

behavioral variability found within each of the two actors’ 

concurrent, coordinated behaviors to determine whether the 

complexity of the two behavioral sequences match (so-

called complexity matching).  

 

Method 
Participants 
Twenty-two students (11 pairs) were recruited from the 

University of Cincinnati to participate in the experiment. 

Participants ranged in age from 18 to 27 years.  

  

Procedure and Design 
Pairs of naïve participants completed a task in which one 

participant was assigned to the role of movement 

“producer” and the other participant was assigned the role of 

“coordinator.” The producer in each pair was instructed to 

create continuous, aperiodic (chaotic), elliptical movement 

sequences
1

, while the coordinator was instructed to 

                                                           
1 During two practice trials, the producer was asked to coordinate 

with fully chaotic, simulated sequences based on the equation for a 

synchronize his or her own movements with those of the 

producer (supplementary materials, materials and methods). 

For this task, the coordinator filled the role of the slave 

system, and for each experimental trial the coordinator 

experienced either no perceptual feedback delay or one of 

three short temporal delays (200, 400, or 600 ms) with 

respect to the outcome of their own movements. Participants 

sat back-to-back, each facing their own display monitor (50” 

HD Plasma TV), and were equipped with a motion sensor 

attached to the middle joint of the first two fingers of their 

right hands. Producer movements were displayed on both 

screens as a red dot (2 cm in diameter), and coordinator 

movements were displayed as a blue dot (2 cm in diameter). 

These dots appeared on the right half of the producer’s 

screen and the left half of the coordinator’s screen (the other 

half of the screen was covered). The display was generated 

by an application written using C/C++ and OpenGL. A 

Polhmeus Liberty magnetic tracking sensors (Polhemus 

LTD, Colchester, VT) were used by participants to control 

their visual stimulus. The OpenGL program was also used 

to record the movement data collected by the Polhemus 

motion sensors, at a sampling rate of 120 Hz. 

Past investigations of anticipatory synchronization 

(Sivaprakasam et al., 2001; Stepp, 2009; Toral et al., 2003; 

Voss, 2002) have involved a unidirectional coupling 

between subsystems whereby the slave system gains 

information about the master system, but not vice versa. 

However, social interaction often involves a bidirectional 

coupling, or mutual enslavement, between actors such that 

both actors have information about the other’s behaviors 

through one or more sensory modalities. In the current 

study, two visual coupling conditions between the producer 

and coordinator participants were utilized, both of which 

involved the mutual enslavement characteristic of most joint 

action tasks. That is, the producer (i.e. ‘master’ system), as 

well as the coordinator (i.e., ‘slave’ system) always had the 

opportunity to see each other’s behaviors with respect to 

their own. This not only allowed us to test whether 

anticipatory synchronization can occur in a bidirectionally 

coupled master-slave system, but also provided an 

opportunity to examine how the information available to the 

producer (i.e., master) about a coordinator’s movements 

might affect the producer’s behaviors and, subsequently, the 

occurrence of anticipatory synchronization.  

The first, congruent, visual condition was designed so that 

both individuals had the same information about the 

coordinator’s behavior; the producer saw the coordinator’s 

movements at the same perceptual delay that the coordinator 

experienced. In the second, incongruent, condition the 

producer always viewed the coordinator’s movements in 

real time while the coordinator saw his or her own 

                                                                                                  
“chaotic spring” system. The observation of positive average 

largest Lyapunov exponents (LLEs) for each participant indicates 

that the behavioral dynamics produced were consistent with chaos. 

 

2620



 
 

movements with a feedback delay. This situation introduced 

the possibility that, should anticipatory synchronization 

occur, the producer would perceive the coordinator’s 

movements as leading their own. If anticipatory 

synchronization was dependent on having a master system 

that operates independently of slave system behavior, we 

might expect that allowing producers to perceive that 

coordinator behaviors occur before their own would result 

in a breakdown of the coordination, or a switching of co-

actor roles such the coordinator, rather than the producer, 

would begin to drive the patterns of social motor 

coordination. However, if anticipatory synchronization is to 

be useful in understanding complex, interpersonal 

coordination then it must still occur in the context of 

bidirectional coupling between co-actors, and necessarily 

when both actors are able to see the other’s behavior in real 

time. Accordingly, the bidirectional visual coupling 

conditions employed in the present study provided a test of 

whether self-organized anticipation can be achieved 

between mutually enslaved subsystems, as well as whether 

different forms of bidirectional coupling might differentially 

impact resulting coordination and anticipation.  
 

Data Analysis & Results 
Cross-Correlation and Phase Lead 
To determine whether anticipatory synchronization occurred 

between coordinators and producers, we first performed a 

cross-correlation analysis between the movements of the 

coordinator and producer. This analysis indexes the degree 

of synchrony between two behavioral time series across a 

range of possible temporal relationships (see Stepp, 2009). 

Of relevance for determining anticipatory synchronization is 

the maximum degree of synchrony that occurred (indexed 

by the maximum observed cross-correlation coefficient) and 

the corresponding time lag (or lead) at which the synchrony 

occurred. Although the maximum cross-correlation results 

revealed that the coordinators were able to coordinate their 

movements with those of the producers (Figure 1), when 

coordinators did not experience delayed feedback about 

their own movements no anticipation (as measured by the 

time lag/lead at which the maximum cross correlation 

coefficient was found) was observed (Figure 1). Consistent 

with the phenomenon of anticipatory synchronization, 

however, in the 400 ms feedback delay condition the 

movements of the coordinator began to lead those of the 

producer, indicating that the coordinator was in fact 

anticipating the producer’s chaotic (i.e., fundamentally 

deterministic, yet unpredictable) movements. A smaller 

degree of anticipatory synchronization was also observed 

for the 600 ms feedback delay condition, but overall the 

stability of coordination at this delay was poor in 

comparison to the other delay conditions. Consistent with 

our observation of participants performing the task, it 

appears that the 600 ms delay simply makes the 

coordinator’s goal of synchronizing so difficult that 

coordination in general is no longer well supported. 

Interestingly, the congruency of the visual coupling had no 

influence on the behavioral patterns of coordination 

observed for the different feedback delay conditions. 

Moreover, compared to what has been observed in the 

context of unidirectional actor-environment coupling 

(Stepp, 2009), the bidirectional nature of the visual coupling 

employed in the current study appeared to have little effect 

on the emergence of anticipatory synchronization. This 

finding is critical to the understanding of anticipatory self-

organization as an interpersonal coordinative process, as 

many complex social behaviors inherently involve mutual 

enslavement and information flow between actors.  

 

 
 

Figure 1: Cross-correlation and temporal lead. (Top) 

Average maximum cross-correlation between coordinator 

and producer movements. (Bottom) Average temporal lead 

between coordinator and producer movements. Line graphs 

in this figure are presented as means ± SEM. **p< .005, *p< 

.05; two-way analysis of variance (ANOVA) with Fisher’s 

LSD post hoc comparisons. 

 

Instantaneous Relative Phase 
To confirm the cross-correlation results, an analysis of the 

relative phase between the movements of the coordinator 

and producer in each participant pair was conducted. 

Relative phase captures the spatial-temporal patterning of 

the coordination that occurs between two movement time-

series (see Lopresti-Goodman et al., 2008). Of particular 

relevance for the current study was the distribution of 

relative phase angles that occurred for each feedback delay 

condition (i.e., how often a particular relative phase 

relationship was observed between the coordinator and 

producer over the course of a behavioral trial), with peaks in 

the distribution indicative of the stability of the coordination 
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(higher peaks = higher stability) and the degree to which the 

coordinator led or lagged behind the movements of the 

producer (Figure 2). 

Consistent with the results of the maximum cross-

correlation analysis, the relative phase distributions 

indicated that the coordinator did indeed anticipate the 

aperiodic movements of the producer for the 400 ms 

feedback delay condition. Additionally, although a modest 

degree of anticipatory behavior was observed for the 600 ms 

condition, the stability of the phase relationship between the 

coordinator and the producer at this feedback delay was 

again found to be very low. More interestingly, however, 

the distributions of relative phase didn’t just reveal 

anticipatory behavior on the part of the coordinator for the 

200 ms condition. They also showed that for this condition, 

as well as for the 400 and 600 ms feedback delay 

conditions, coordinators both lagged and led producer 

movements, suggesting that the anticipatory synchronization 

observed was intermittent. Intermittent, or relative, 

coordination is a known characteristic of weakly coupled 

physical or biological limit-cycle oscillators (see Kelso & 

Ding, 1993), including visually coupled rhythmic limb 

movements of co-acting individuals (Schmidt & 

Richardson, 2008). While this has never before been 

demonstrated with respect to anticipatory synchronization in 

the context of feedback delays, evidence of similar 

intermittent leading and lagging behavior has previously 

been observed within the mutual interactions of coordinated 

musicians (Wing et al., 2014). 

 

Box Counting 
As mentioned above, recent research has demonstrated that 

the movements of interacting individuals do not only 

become entrained on a local or synchronous time-scale but 

can also become matched with respect to their long-term 

statistical structure and behavioral complexity (e.g., Coey et 

al., 2014; Delignières & Marmelat, 2014). Such global 

coordination or complexity matching provides further 

evidence of self-organized anticipation by demonstrating 

that the behavior of co-actors is self-similar and long-range 

dependent. As these characteristics are directly related to 

patterns of behavioral variability exhibited across several 

timescales, we were interested in measuring the long-term 

global coordination that occurred between the co-actors as a 

complement to our assessments of the local (short-term). To 

determine whether the movements of the coordinator were 

globally coordinated with the chaotic dynamics of the 

producer’s movements, we assessed the spatial self-

similarities between producer and coordinator movements 

during each trial by calculating the correlation between the 

fractal dimension (FD) of producer and coordinator 

movements in the 2-dimensional movement plane (i.e., for 

the ‘x’ and ‘y’ dimensions parallel to the ‘x’ and ‘y’ 

dimensions of the display screen). The results revealed 

significant evidence of complexity matching in that there 

was a very strong positive relationship between the FD of 

producer movements and the FD of the associated 

 

 
 

Figure 2: Distribution of instantaneous relative phase (IRP). 

Average values between coordinator and producer 

movements for the congruent visual condition (top) and 

incongruent visual condition (bottom) over the course of a 

trial, for each feedback delay condition. 

 

coordinator movements (Figure 3). This was the case 

irrespective of visual condition and feedback delay 

condition, although the relationship was weakest for the 600 

ms feedback delay condition and highest for the 200 ms 

feedback delay condition.  

There remains some debate as to whether local and global 

coordinative processes are mutually exclusive, or whether 

one or the other is more likely to occur in specific contexts 

(see Stephen & Dixon, 2011 for further details). To address 

this question for the current task, correlations between the 

average maximum cross-correlation and the average 

difference between coordinator and producer FDs were 

calculated for the different delay and visual coupling 

conditions. This analysis revealed no consistent relationship 

(a significant relationship between the two variables was 

only found at the 400 ms feedback delay in the incongruent 

visual coupling condition, r(9) = -.72, p < .05), indicating 

that the degree of complexity matching and global 

coordination observed within a given trial was not entirely 

dependent on the level of local or synchronous behavioral 

coordination achieved. In other words, coordinators appear 

to have embodied the long-term structure of the producers’ 

chaotic movements regardless of the strength of the local 

coordination observed. 
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Figure 3: Complexity Matching. Scatterplots show average 

fractal dimensions (FD) for producer and coordinator 

movements, by participant pair, for each combination of 

visual conditions and feedback delay conditions. All 

Pearson correlations were significant, p<.01. 

 

Discussion 
The current study was designed to determine whether 

anticipatory synchronization of chaotic movement behaviors 

could occur during human social interaction. Our findings 

demonstrate that the short perceptual feedback delays 

necessary for an actor to achieve anticipatory 

synchronization in an intrapersonal (i.e., non-social) actor-

environment context (see Stepp, 2009) also appear to be 

critical for anticipatory synchronization in a social 

coordination context. More specifically, feedback delays 

around 200 ms to 400 ms were observed to be most 

effective in facilitating anticipation, with a significant 

breakdown in coordination being observed for the longer 

delay of 600 ms. These results indicate that the very short 

temporal delays known to exist within the human 

sensorimotor system (e.g., Wallot & Van Orden, 2012) may 

therefore be fundamental to the production of anticipatory 

behavior, and ultimately serve to facilitate the production of 

stable coordination patterns, rather than destabilize motor 

performance as is often assumed.  

It is important to note that the experimentally introduced 

delays used here are superimposed on top of the delays 

already inherent within the human sensorimotor system, and 

likely provide an exaggerated view of the naturally 

occurring anticipatory processes that result from existing 

delays. In fact, the ability of an actor to coordinate with the 

chaotic behaviors of their co-actor, at a very short temporal 

lag and in the absence of any experimentally introduced 

feedback delay, may itself be evidence for naturally 

occurring anticipatory synchronization (Stepp & Turvey, 

2010). Indeed, successful anticipatory behavior does not 

necessarily require that an actor consistently lead a co-

actor’s behavior, as is indicated by the intermittency of the 

anticipatory synchronization observed here. Rather, the 

outcome may be constrained to the maintenance of a 

functional level of synchronization, but with increases in 

feedback delay (up to around 400 ms) supporting an 

exaggerated expression of naturally occurring behavioral 

anticipation.  

Notably, our findings also demonstrate that anticipatory 

synchronization can be achieved within a system made up of 

two bidirectionally coupled co-actors. Even within the 

incongruent visual coupling condition, in which the 

producer could have noticed that coordinator movements 

were ahead of their own, the same anticipatory relationship 

between coordinator and producer movements was 

achieved. The current findings therefore indicate that it is 

not actually necessary for one to be “ahead” in order to be 

driving coordinated joint-action. On the contrary, it appears 

that functional coordination of such complex behaviors is 

varied, flexible, and resilient to small fluctuations in the 

phase relationship between movements.  
The self-organized anticipation underlying such local, 

interpersonal coordinative behaviors also appears to have 

resulted in global coordination, or complexity matching 

between co-actors. However, while feedback delays around 

200-400 ms seem to promote high levels of local behavioral 

anticipation, the occurrence of global coordination between 

actors does not appear to be influenced by the introduction 

of these short delays (the 600 ms delay appears to disrupt 

the stability of coordination at all levels examined). 

Previous studies have demonstrated, however, that 

complexity matching for one system with respect to another 

is dependent on pre-existing statistical self-similarity of the 

behavior that a coordinating system or individual is trying to 

match (Delignières & Marmelat, 2014). Ultimately, this 

allows the coordinating system to exploit the existing 

complexity of this ongoing behavior, in order to produce 

more adaptive and efficient behavior with respect to any 

task goal (Delignières & Marmelat, 2014). For a 

bidirectionally coupled system, the complexity within each 

component subsystem provides an opportunity for mutual 

adaptation and bidirectional anticipation (Delignières & 

Marmelat, 2014) that can lead to corresponding fluctuations 

in behavioral variability (e.g., changes in movement 

trajectory and velocity). Therefore, the chaotic behaviors 
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produced in the current task are understood as supporting 

self-organization of both local and global coordinative 

phenomena.  

Both the local anticipatory behavior and global 

complexity matching of interacting individuals observed 

here are understood to be natural consequences of the 

universal, lawful dynamics that shape and constrain the 

time-evolving structure of behavior. Although many 

biological and human behaviors may be chaotic (see 

Newell, Deutsch, & Morrison, 2000), they are still lawful 

and deterministic. This implies that the behavioral dynamics 

of all human, perceiving-acting agents are constrained by 

the same physical laws of energy dissipation and 

information flow, and that these intrinsic commonalities in 

behavioral order allow for the self-organized emergence of 

anticipatory coordination (Stepp & Turvey, 2008). The 

dynamics of delay-induced anticipatory synchronization 

might therefore provide a lawful explanation for how and 

why we can achieve the robust social anticipation and 

coordination that underlies everyday activities. Whether 

navigating a busy sidewalk, loading a dishwasher with a 

family member, or coordinating ones movements with 

others during team sports, such an explanation no longer 

requires recourse to a set of internal, ‘black-box’ 

compensatory neural simulations, representations, or feed-

forward motor programs. 
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Abstract 

One striking finding in developmental and cognitive 
psychology is that people make rich inferences about the 
intentions and experiences of objects that look nothing like 
humans or animals. What makes these scenarios appear 
social, not just mechanical? Three studies explore this 
foundational level of social cognition: the detection of 
sentience. We probe inferences among what we posit to be 
core components of the concept of sentience—affect, 
autonomy, and perception—as well as physical markers of 
inanimacy. We find that children and adults share the belief 
that a fact about one of these three “sentient properties” 
implies the presence of others, to a moderate degree. 
Meanwhile, information about sentience blocks inferences 
of inanimacy. This link between sentience and animacy is 
particularly strong for US adults and White children, while 
people from other cultural backgrounds demonstrate a more 
flexible construal of what kinds of objects might be sentient. 

Keywords: inference; sentience; animacy; social cognitive 
development. 

Introduction 
Our world is full of sentient beings. Many of these creatures 
are other humans, but other entities, even unfamiliar ones, 
can also evoke social responses. Certain behaviors—such as 
responding contingently, or pursuing a goal—trigger quick, 
perhaps irresistible, attributions of sentience, whether 
performed by an animal, a piece of technology, or 
something altogether unfamiliar. What are the conceptual 
underpinnings of this most basic level of social cognition? 

Even infants are exquisitely sensitive to the presence of 
sentient creatures in their environment. In the burgeoning 
field of social cognitive development, seemingly sparse 
experimental displays elicit rich, spontaneous inferences 
about such complex phenomena as contingent responding 
and shared attention (Johnson, Slaughter, & Carey, 1998), 
goal pursuit and rational action (Csibra, et al., 1999; Luo, 
2011), helping/hindering (Hamlin, Wynn, & Bloom, 2007), 
emotions (Skerry & Spelke, 2014), attachment (Johnson, 
Dweck, & Chen, 2007), and dominance (Mascaro & Csibra, 
2012; Thomsen, et al., 2011) One striking finding from this 
work is that many of the protagonists that elicit social 
reasoning look nothing like humans or animals. Instead, 
they are polygons with minimal eyes, featureless ellipses, 
wooden boxes, even “blobs” of fiberfill. What renders these 
scenarios social, rather than merely mechanical? What do 

such events imply about their protagonists that facilitates 
reasoning about their experiences and relationships? 

A close analysis of these studies suggests that the 
seemingly simple behaviors used in investigations of social 
reasoning can be deconstructed into multiple lower-level 
capacities. An entity that responds contingently, such as a 
blob that beeps in response to a baby’s vocalizations 
(Johnson et al., 1998), must perceive its partner’s actions, 
evaluate this partner as someone it wants to interact with, 
and generate actions of its own. Likewise, in a typical goal 
pursuit display (Csibra et al., 1999), an agent perceives a 
goal, evaluates it as desirable, propels itself toward the goal, 
adjusts its path to avoid obstacles, and stops upon arrival, at 
which point it might express happiness about its success. On 
this analysis, each of these ostensibly “sparse” displays 
actually presents a rich set of cues to more basic properties 
of sentience, offering ample evidence to the observer that 
the target is some sort of creature, and not an inert object. 

What are these basic properties? The present studies 
investigate three low-level capacities implied by many of 
the events depicted in studies of early social cognition: 
affect, the experience of affective states, such as positive or 
negative valence; autonomy, the generation of spontaneous 
behaviors, such as movements or noises; and perception, the 
detection of information about the environment, such as 
sights or sounds. We posit that these capacities are core 
components of the lay concept of sentience.  

By using audiovisual displays of entities responding to 
social partners, pursuing goals, navigating environments, or 
engaging in other observable behaviors, previous studies 
have presented cues to affect, autonomy, and perception in 
combination. Thus, little is known about the conceptual 
links between these capacities, or the individual roles they 
might play in reasoning about sentient creatures. In 
principle, affect, autonomy, and perception are causally 
independent: In order for an entity to have one of these 
abilities it need not have the others. Nonetheless, children or 
adults might consider some of these capacities to “go 
together”: e.g., if something is moving around on its own, 
this might imply that it can also perceive the environment, 
or experience emotions. The present studies probe the 
conceptual connections between affect, autonomy, and 
perception by examining whether learning a fact about one 
of these capacities licenses inferences about the others. We 
compare inferences among these three sentient capacities to 
inferences involving physical cues to inanimacy. We first 
examine these inferences in US adults.  
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Study 1 

Methods 
Participants. 89 adults participated via Mechanical Turk. 
Participants had gained approval for ≥95% of previous work 
(≥50 assignments); had US IP addresses; and indicated that 
they were ≥18 years old; and were paid $0.36 for about 6-7 
minutes of their time. Three participants were excluded for 
failing to complete the survey, and six participants were 
randomly excluded to preserve counterbalancing, leaving a 
final sample of 80 participants. 

 
Materials and Procedure. Our method was designed with 
the primary goal of presenting facts about unknown entities 
in isolation, rather than in combination. We conveyed 
information about sentience and animacy via verbal 
descriptions of unseen targets, rather than using audiovisual 
depictions of these targets (as in previous studies). 
Participants were presented with an illustrated story in 
which a character talked about a series of target entities. On 
each trial, the character looked into an opaque box, provided 
one fact about the sentience or animacy of the target inside, 
and then asked a question about that target’s other 
properties: e.g., Wow, this one can hear me talking! Hm, 
does that mean it can be in a bad mood sometimes? 

Facts and questions were drawn from the three categories 
hypothesized to be core components of the concept of 
sentience—affect (e.g., feels happy right now), autonomy 
(e.g., is moving around on its own), and perception (e.g., 
can see what the box looks like)—as well as a fourth 
category of material cues to inanimacy (e.g., is made out of 
plastic), yielding 16 possible pairings of fact and question 
categories. Each participant was presented with 8 of the 16 
fact-question pairings; categories appeared equally often in 
the fact and question positions and in the first and second 
halves of the testing session, within and across participants. 
Participants responded on a 4-point scale from Really no to 
Really yes. Sessions began with 3 warm-up trials intended to 
familiarize participants with the paradigm and to provide 
practice using both ends of the response scale. 

Analysis Plan and Predictions 
Scoring. We scored responses of Really no as -1.5, Maybe 
no as -0.5, Maybe yes as 0.5, and Really yes as 1.5; this 
created a (hypothetical) neutral midpoint of 0. 

Comparison to neutral. To examine responses to each of 
the possible pairings of fact and question categories, we 
conducted a mixed effects linear regression with a random 
intercept for subject, comparing each of the 16 fact-question 
pairings to the neutral midpoint of our response scale. We 
predicted that participants would respond negatively on 
“inanimate” trials, which probed inferences between 
sentient properties and inanimate material composition. 
“Sentient-only” trials, which probed inferences from one 
sentient property to another (e.g., affect to perception), 
served to test whether participants considered these 

capacities to be conceptually linked (in which case they 
should response positively), or independent (in which case 
mean responses should not differ from the midpoint). 

Planned contrasts. To compare responses to different 
pairings of fact and question categories, we conducted a 
separate regression analysis with 10 orthogonal contrasts. 
Our strongest theoretical prediction was that participants 
would respond more positively on sentient-only trials than 
on inanimate trials. We also explored whether, within 
sentient-only trials, participants would respond more 
positively on “within-category” trials, in which both the fact 
and the question were about the same core component, 
compared to “between-category” trials, in which they were 
about different core components. See Table 1 for the full list 
of contrasts, including comparisons of responses to facts 
and questions about specific sentient capacities (affect vs. 
other categories, autonomy vs. perception). 

Results and Discussion 
Comparison to neutral. In general, adults considered 
capacities for affect, autonomy, and perception to be 
conceptually linked: Mean responses were moderately 
positive on sentient-only trials (1.17<t<8.91), suggesting 
that the fact that an unseen entity had one of these sentient 
properties implied that it might also have other sentient 
properties. In addition, learning about the target’s capacity 
for affect, perception, or autonomy was generally sufficient 
for adults to rule out the possibility that it was inanimate, as 
reflected by their strong1 negative responses to inferences 
from sentient properties to inanimate materials (-10.31<t<-
6.33). Likewise, inanimate material composition was 
sufficient to rule out the possibility that the target entity had 
sentient capacities (-11.49<t<-7.50). See Figure 1 (left), for 
mean responses by fact and question category. 

Planned contrasts. Because adults endorsed inferences 
among sentient properties and rejected inferences between 
sentient properties and inanimacy, responses were more 
positive on sentient-only (M=0.34) vs. inanimate (M=-1.03) 
trials. Responses to within-category inferences were more 
positive (M=0.57) than responses to between-category 
inferences (M=0.23), but this was primarily driven by 
exceptionally positive responses to inferences within the 
affect category (M=0.95). The strength of these responses 
could be due in part to our temporal framing: This one feels 
happy right now. Does that mean it can be in a bad mood 
sometimes? They are also consistent with the possibility 
that participants conceived of affective experience as 
inherently continuous, rather than composed of discrete 
emotions.2 See Table 1 for the full results of this analysis. 

                                                             
1 A separate analysis of absolute values confirmed that negative 

responses on inanimate trials were further from the midpoint than 
positive responses on sentient-only trials, b=0.03, t=16.62. 

2 An additional study replicated this finding in a design that 
included inferences between valence and arousal: e.g., This one 
feels calm right now. Does that mean it can feel happy sometimes? 
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Study 2 
Study 2 probed the developmental progression of these 

psychological connections, documenting patterns of 
inferences among sentient properties and physical markers 
of animacy in a sample of preschool children. 

Methods 

Participants. 64 US children ages 4.45–5.68 years (M=4.95 
years; 33 boys) participated at a university preschool. 
School records indicated that 23 (36%) were White and no 
other race/ethnicity; small numbers of children were Indian 
(3), Hispanic/Latino (3), African-American (2), East Asian 
(2), or Middle Eastern (2) and no other race/ethnicity; and 
24 (38%) were multiracial. Ethnicity/race was unknown for 
5 children (8%). An additional 5 children participated but 
were excluded for not finishing the study (2), being outside 
of the target age range (2), or not speaking English (1). 

Materials and procedure. Study 2 followed the same 
procedure as Study 1, with the following exceptions. An 
experimenter read the story aloud, and children gave verbal 
responses; typically they spontaneously said Yes or No and 
were then prompted for a more fine-grained response (e.g., 
Sort of yes, or really yes?). To accommodate limits on 
children’s attention, a short break was inserted halfway 
through test trials, during which the experimenter and child 
completed an easy puzzle featuring an ice cream cone.  

Results and Discussion 
On the whole, children’s responses in Study 2 were 

strikingly similar to those of adults in Study 1. By the age of 
five years, children seem to have a generally adult-like way 
of reasoning about capacities for affect, autonomy and 
perception, considering these three capacities to imply each 
other to a moderate degree.  

Comparison to neutral. Like adults, children considered 
capacities for affect, autonomy, and perception to be 
positively related, and generally considered sentient 
capacities and inanimate material composition to be 
unlikely to co-occur. Accordingly, on sentient-only trials 
children’s mean responses were positive (1.30<t<3.93), and 
on inanimate trials mean responses were generally 
somewhat negative (-2.69<t<0.30).3 See Figure 1 (center). 

Planned contrasts. Like adults, children gave more positive 
responses on sentient-only trials (M=0.52) than on 
inanimate trials (M=-0.33). Unlike adults, children gave 
equally positive responses on within- and between-category 
sentient-only trials (within: M=0.59, between: M=0.49). 
Inferences from one kind of affect to another were quite 
positive, but not exceptional. See Table 1. 

Cultural effects. Although we had no a priori hypotheses 
about cultural differences, the children in our study were 
quite ethnically diverse, allowing us to conduct exploratory 
analyses of differences in patterns of responding by 
racial/ethnic background. For these analyses, we excluded 
children whose racial/ethnic backgrounds were unknown 
(N=5) and considered children with at least one non-White 
parent to be “children of color,” leaving us with a sample of 
23 White children and 36 children of color. Among children 
of color, 81% (N=29) had ≥1 parent with Indian, East Asian, 
or Middle Eastern heritage. White children and children of 
color did not differ in mean age (t(57)=0.45, p=0.655) or in 
gender distribution (χ2(1)=0.24, p=0.625). 

For both comparisons to the midpoint and planned 
contrasts analyses, including interactions with race/ethnicity 
improved the fit of our models (χ2(16)=28.64, p=0.026; 
χ2(11)=18.35, p=0.074; respectively). Of particular interest 

                                                             
3 In contrast to Study 1, a separate analysis indicated that 

negative responses on inanimate trials were closer to the midpoint 
than positive responses on sentient-only trials, b=-0.01, t=-2.68). 

Figure 1: Responses to inference questions by fact-question pairing, for US Adults (Study 1), US Children (Study 2), and 
Indian adults (Study 3). Error bars are 95% confidence intervals. 
 

2627



is that while, across the board, responses were more positive 
for sentient-only trials than for inanimate trials (b=0.03, 
t=4.54), this effect was exaggerated for White children, 
relative to children of color (b=0.04, t=3.15).4 

Comparison to adults. The general pattern of responses 
was highly similar for adults and children, although 
children’s responses were generally more positive than 
adults’: Whereas adults gave tempered positive responses on 
sentient-only trials and strong negative responses on 
inanimate trials, children gave positive responses on 
sentient-only trials and more tempered (though still mostly 
negative) responses on inanimate trials. In the aggregate, 
children were more willing to entertain the idea that an 
entity that engages in autonomous behavior could be 
composed of metal, plastic, glass, or clay; children’s 
responses to questions about the potential sentient properties 
of inanimate objects were likewise more moderate than 
adults’.5 While this could reflect a positive response bias for 
children, these findings are also consistent with the idea that 
children are more liberal than adults in their attributions of 
sentience (Piaget, 1951). We would emphasize, however, 
that the differences between children and adults on our task 
were quite subtle, in line with post-Piagetian examinations 
of the development of the concept of animacy, which have 
demonstrated reliable distinctions between animate and 
inanimate objects on the part of children much younger than 

                                                             
4 This model also revealed that responses on inanimate trials 

were less negative when the fact was about autonomy, compared to 
perception (b=0.42, t=2.33); this effect was marginally smaller for 
White children (b=-0.50, t=-1.74). 

5 A supplemental regression analysis confirmed that children’s 
responses were more positive than adults’ (b=0.42, t=4.75), and the 
difference between sentient-only and inanimate trials was 
attenuated for children (b=-0.03, t=-5.56). Children also gave more 
positive responses than adults on sentient-only trials when the base 
fact was about autonomy (b=0.16, t=1.97), and on inanimate trials 
when the question was about affect (b=0.23, t=2.78).  

five years (Carey, 1985; Gelman, Spelke, & Meck, 1983; 
Gelman & Opfer, 2002).  

Study 3 
Exploratory analyses of children’s response patterns 

suggested that conceptual connections between sentient 
properties and physical markers of animacy might vary by 
children’s cultural exposure, with children of color (most of 
whom were of Indian, East Asian, or Middle Eastern 
heritage) demonstrating more tolerance of the idea that an 
entity might be both sentient and inanimate. Although 
unpredicted, this finding is in line with known cultural 
differences in both domain-general cognitive styles (Nisbett, 
Peng, Choi, & Norenzayan, 2001) and domain-specific 
beliefs about the ontological and moral status of inanimate 
objects (see Footnote 8). If children’s construals of 
sentience and animacy depend on cultural input, we would 
predict that adults from different cultures—particularly 
cultural contexts that are known to differ in cognitive styles 
and religious/philosophical orientations—would also vary in 
their profile of inferences on our task. To this end, Study 3 
probed these inferences in a sample of Indian adults who 
were likely embedded in a context that encourages more 
continuous and dialectical reasoning (Nisbett et al., 2001).  

Methods 
Participants. 80 English-speaking adults with Indian IP 
addresses participated via Mechanical Turk. 

Results and Discussion 
Comparison to neutral. Like US adults, Indian adults 
considered capacities for affect, autonomy, and perception 
to be positively related: Mean responses were moderately 
positive on sentient-only trials (0.33<t<3.74). Indian adults 
considered sentient capacities to be somewhat unlikely to 
co-occur with inanimate material composition, as reflected 

 
Comparison  Study 1 (US adults)  Study 2 (US children)  Study 3 (Ind. adults) 

  b t p  b t p  b t p 
             

Intercept  -0.26 -7.40 <0.001  0.16 1.80 0.077  -0.10 -1.79 0.078 
             

All trials             
1. Sentient-only vs. inanimate   0.09 26.50 <0.001  0.05 9.01 <0.001  0.05 11.95 <0.001 

             

Sentient-only trials             
2. Within- vs. between-categories  0.11  4.58 <0.001  0.05 1.06 0.291  0.05 1.39 0.165 
3. Fact: affect vs. other categories  0.06 2.77 0.006  0.04 1.00 0.318  -0.02 -0.71 0.479 
4. Fact: autonomy vs. perception  -0.02 -0.41 0.683  0.15  1.96 0.050  0.01 0.21 0.834 
5. Question: affect vs. other categories  0.08  3.11 0.002  0.01 0.26 0.794  0.01 0.42 0.673 
6. Question: autonomy vs. perception  0.04  1.00 0.318  -0.03 -0.39 0.699  0.05 0.86 0.388 

             

Inanimate trials             
7. Fact: affect vs. other categories  -0.06 -1.49 0.136  -0.06 -0.77 0.444  -0.19 -3.23 0.001 
8. Fact: autonomy vs. perception  0.21 2.86 0.004  0.24 1.77 0.077  0.11 1.09 0.278 
9. Question: affect vs. other categories  -0.11 -2.68 0.008  0.12 1.56 0.119  0.01 0.14 0.890 
10. Question: autonomy vs. perception  0.09 1.15 0.253  0.06 0.44 0.658  -0.00 -0.01 0.993 
 
 
 
 

Table 1: Results of mixed effects linear regressions with random intercepts for subjects and planned orthogonal contrasts. 
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by their negative responses on inanimate trials (-5.53<t<-
1.95).6 See Figure 1 (right). 

Planned contrasts. Like US adults, Indian adults gave more 
positive responses on sentient-only trials (M=0.26) than on 
inanimate trials (M=-0.53). Unlike US adults, Indian adults 
gave equally positive responses on within- (M=0.38) and 
between-category (M=0.20) sentient-only trials and did not 
respond particularly positively to within-category inferences 
about affect (M=0.25). See Table 1. 

Comparison to US adults. Overall, Indian adults’ pattern 
of responses was very similar to that of US adults. However, 
Indian adults were more moderate in their responses, 
particularly on inanimate trials: While US adults considered 
sentient properties sufficient grounds to rule out the 
possibility of inanimacy (and vice versa), Indian adults 
indicated that it was unlikely—but not impossible—that 
inanimate objects could have sentient properties, or that 
sentient beings could be composed of metal, plastic, glass, 
or clay. As predicted, this difference echoes the post-hoc 
finding in our child sample, with similar patterns of 
responses for White children and US adults on the one hand, 
and for children of color and Indian adults on the other.7 

General Discussion 
In these studies, we set out to explore the conceptual 
underpinnings of attributions of sentience. These studies 
demonstrated that adults and young children consider 
capacities for affect, autonomy, and perception to mutually 
imply each other to a reliable, moderate degree. By five 
years of age, children and adults from multiple cultural 
backgrounds converge on a similar pattern of inferences 
among these capacities, suggesting that they share a similar 
construal of the psychological connections among what we 
consider central components of the concept of sentience. 

Across our studies, inferences between affect, autonomy, 
and perception were generally positive, but quite modest in 
strength. At the outset of these studies, it seemed plausible 
that the psychological connections between at least some 
pairs of properties might be strong enough to elicit stronger 
inferences in our task: It could have been the case that 
learning that an unseen target is happy, or can hear someone 
talking, or is moving itself around would be enough to 
trigger a whole suite of sentient properties, leading 
participants to strongly endorse inferences about a variety of 
other capacities. Instead, both adults and children tended to 
give responses that were only slightly above the neutral 

                                                             
6 As in Study 1, a separate analysis confirmed that negative 

responses on inanimate trials were further from the midpoint than 
positive responses on sentient-only trials (b=0.02, t=8.07). 

7 A supplemental analysis revealed that US adults gave more 
negative responses overall (b=-0.15, t=-2.30), and the difference in 
responses on sentient-only vs. inanimate trials was exaggerated for 
US adults (b=0.03, t=5.96). Exceptionally positive responses to 
inferences within the affect category were particular to US adults 
(b=0.09, t=2.22). 

midpoint of our scale, both in the aggregate and at the 
subject level. Although isolated information about a 
capacity for affect, autonomy, or perception was sufficient 
to suggest the possibility of other sentient properties, it was 
not enough to fully convince participants that the unseen 
target possessed the entire suite of sentient properties. The 
adults and children in our studies seem to have adopted a 
flexible stance regarding the specific capacities that a 
sentient creature might possess: While in the absence of 
other information they might expect such a creature to have 
some variety of affective, autonomous, and perceptual 
abilities, they would not be “thrown off” by a creature that 
did not have some specific ability (e.g., to see, or to make 
noises). In fact, many individual creatures in the real world, 
including humans, lack one or more of the specific 
capacities included in the present studies—if every such 
instance constituted a major violation of people’s concept of 
sentience, social reasoning would be much more difficult. 

In light of our findings, we might reconsider the 
traditional characterization of experimental displays in the 
recent social cognitive literature as simple or sparse: The 
fact that isolated verbal information about a single sentient 
property does not license stronger inferences about other 
sentient properties emphasizes the rich amount of 
information contained in more traditional audiovisual 
displays. In our studies, information about an entity’s 
capacity for, e.g., autonomous movement was not redundant 
with information about its perceptual abilities or its affective 
experiences. Thus, behaviors such as navigating through an 
environment, which requires both perceptual access and a 
capacity for autonomous behavior, should be considered to 
contain rich information about multiple aspects of the 
identity or nature of the target—i.e., multiple, modestly 
correlated cues to sentience. Although scenes portraying 
social contingency, goal pursuit, helping and hindering, etc., 
are beautifully controlled with regard to the phenomena they 
were created to depict, they are nonetheless incredibly rich 
in content from the perspective of detecting which 
components of the displays are potential social partners.  

How does this understanding of sentience relate to 
concepts of animacy? In contrast to the consistent pattern of 
moderately positive inferences between sentient properties, 
which held true across our samples, participants from 
different cultural groups diverged in their responses to 
questions about whether entities could be both sentient and 
inanimate. US adults considered it highly unlikely that 
something made of metal, plastic, glass, or clay could have 
any of the sentient properties included in our studies—or 
that an entity with a capacity for affect, autonomy, or 
perception could be composed of these materials. In 
contrast, Indian adults were more moderate in their 
responses to these questions, indicating that it was not 
impossible that inanimate entities could have sentient 
properties. Among children attending a university preschool 
in the US, White children’s responses were very similar to 
those of US adults, while, in the aggregate, children of 
color—most of whose ethnic backgrounds suggested 
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exposure to East or South Asian cultures—gave responses 
that were more similar to those of Indian adults.  

Following work in cultural psychology (e.g., Markus & 
Kitayama, 1991), we speculate that these diverging response 
patterns might emerge as a result of learning both domain-
general cognitive styles and domain-specific beliefs. From a 
cognitive perspective, a liberal understanding of sentience 
and animacy as non-mutually exclusive is congruent with 
the “holistic” reasoning style common to many Eastern 
cultural contexts, in which continuity and relationships 
between entities are the focus of thought, and dialectical 
oppositions are tolerated and even valued. In contrast, a 
sharp distinction between sentient animate beings, on the 
one hand, and non-sentient inanimate objects, on the other 
hand, is more consistent with the “analytic” reasoning style 
dominant in the Western world, which deals in individual 
objects, belonging to discrete categories and bound by rules 
of logic (Nisbett, et al., 2001). In combination with religious 
and philosophical beliefs about sentience, souls, and minds8, 
these cognitive styles could plausibly support cultural 
differences in the degree to which information about 
sentience licenses inferences about animacy, and vice versa.   

Taken together, our studies provide evidence of culturally 
invariant conceptual connections among affect, autonomy, 
and perception, while also suggesting possible cultural 
differences in how people reason about what kinds of 
entities might have these sentient properties. Attributions of 
sentience or mind are critical to both psychological and 
philosophical accounts of sociomoral reasoning (Gray, 
Young, & Waytz, 2012), and the inferences documented in 
these studies may play a critical role in allowing people to 
abstract away from direct observations of unfamiliar entities 
(human or otherwise) toward conceptual representations of 
these entities as sentient, facilitating decisions about 
whether to accord them moral status. Our findings suggest 
that different cultures might build on these connections in 
different ways, perhaps connecting them to categorical 
construals of biological animacy, or instead employing a 
more fluid representation of the physical instantiation of 
sentient beings. In turn, these construals might influence 
how people in these communities interact with the wide 
variety of creatures in their worlds. 
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8 E.g., inanimate objects are thought to be sentient in some 

Buddhist traditions (Rambelli, 2007), and the Shinto term kami 
refers to the spirit or essence of individual people, places, natural 
objects, and some tools (Ono & Woodard, 1962)—whereas souls 
in the Judeo-Christian tradition reside only in beings that have 
been given “the breath of life” (Genesis 2:7, King James Bible). 
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Abstract

Category learning is an essential cognitive mechanism for
making sense of the world. Many existing computational cat-
egory learning models focus on categories that can be repre-
sented as feature vectors, and yet a substantial part of the cat-
egories we encounter have members with inner structure and
inner relationships. We present a novel computational model
that perceives and learns structured concepts from physical
scenes. The perception and learning processes happen simul-
taneously and interact with each other. We apply the model
to a set of physical categorization tasks and promote specific
types of comparisons by manipulating presentation order of
examples. We find that these manipulations affect the algo-
rithm similarly to human participants that worked on the same
task. Both benefit from juxtaposing examples of different cat-
egories – especially ones that are similar to each other. When
juxtaposing examples from the same category they do better if
the examples are dissimilar to each other.
Keywords: computational modeling; category learning; order
effects; similarity

Introduction
Inductive learning of categories from a given set of examples
is an essential ability for making sense of the world. Existing
theories and models of concept learning have largely focused
on categories where the category members can be described
using feature vectors (Love, Medin, & Gureckis, 2004; Kr-
uschke, 1992; Anderson, 1991; Nosofsky, 1986). Yet the
ability to learn concepts that take the inner structure and in-
ner relationships of members into account is essential for un-
derstanding human cognition. With the increased availability
of large structured datasets like medical data, social network
data or images and videos, there has been a growing inter-
est in the machine learning community in statistical learn-
ing techniques on relational data (Getoor & Taskar, 2007).
Within cognitive science, the application of Bayesian infer-
ence over grammatically structured hypotheses spaces pro-
vides the potential for modeling learning of relational con-
cepts (Goodman, Tenenbaum, Feldman, & Griffiths, 2008).

The analogy-making community has made many con-
tributions to algorithmically relating structured representa-
tions (Falkenhainer, Forbus, & Gentner, 1989; Hummel &
Holyoak, 1996). Hofstadter (1996) and his group have put the
focus of their fluid analogy models on the interesting interac-
tion of perception and structure mapping, which is something
that isn’t central to any of the other models mentioned here.

We introduce a novel computational model that is inspired
from the model of Goodman et al. (2008) and the fluid anal-

ogy algorithms of Hofstadter’s group, including Phaeaco by
Foundalis (2006). The computational model learns struc-
tured concepts in the domain of Physical Bongard Problems
(PBPs), which are rule-based categorization tasks with a set
of physical scenes that belong to two mutually-exclusive cat-
egories. PBPs are an interesting and challenging domain,
since the physical scenes from which the categories have to
be induced typically have a rich inner structure including re-
lationships between the parts of each scene. Additionally, the
feature-space of potential categories is large and initially un-
known to the learner.

Our model uses basic physical feature-detectors to perceive
the features of the objects in each scene. Based on these per-
ceptions, the model constructs structured rule-based interpre-
tations of the scenes, gradually focusing on the most promis-
ing ones. The perception process and the process of hypoth-
esizing about the correct categorization rule interact with and
constrain each other.

In previous work (Weitnauer, Carvalho, Goldstone, & Rit-
ter, 2014), we already used PBPs to look into the benefits
different types of comparisons between members of the same
or different categories have on learning performance. Dur-
ing training, we presented the PBP scenes in pairs and ma-
nipulated whether the scenes within each pair were from the
same or from different categories, as well as whether they
were similar or dissimilar to each other.

There is a strong body of evidence in psychology litera-
ture that these different kinds of comparisons provide differ-
ent amounts of information. Typically, more variance in the
irrelevant features possessed by examples within one cate-
gory will make the task of telling them apart from the rel-
atively stable, defining features of the category easier, lead-
ing to better learning (Medin & Ross, 1989; Rost & McMur-
ray, 2009). When comparing instances from different cat-
egories, typically the opposite is true. Comparing relatively
similar instances from two categories has the advantage of de-
creasing the likelihood of spurious differences being chosen
as the basis for discriminating the categories and it addition-
ally increases between-category contrast and discriminability
(Carvalho & Goldstone, 2013; Birnbaum, Kornell, Bjork, &
Bjork, 2012; Kang & Pashler, 2012).

In this paper, we first describe the problem domain and de-
sign of our computational model and then report results from
applying the model to the same tasks we gave human partici-
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pants in our earlier studies.

Physical Bongard Problems

We use Physical Bongard Problems (PBPs, see Weitnauer &
Ritter, 2012) as our problem domain, a variation of the classi-
cal Bongard problems described by Hofstadter (1979). Each
PBP consists of two sets of 2D physical scenes represent-
ing mutually-exclusive concepts that must be identified. The
scenes of the first concept are on the left, the scenes of the sec-
ond concept on the right side. Figure 1 shows two example
problems. What makes PBPs particularly interesting as a do-
main for concept learning is the inner structure in the scenes
and their open-ended feature space. People do not know in
advance which features a solution might be based on (or in-
deed what the features are), and while some of the problems
rely on features that are readily available such as shape or
stability, others rely on relationships between the objects or
require the construction of features as a difficult part of the
solution (e.g., the direction a particular object in the scene is
moving in).

We grouped the 16 scenes of each PBP into 4 similarity
groups, such that scenes within a group are on average more
similar to each other than to scenes of other groups. Figure 3a
shows PBP 24 with the similarity groups arranged in rows.
Both the participants from the previous study and the model
were only allowed to see two scenes at a time while solving a
PBP, as shown in Figure 4.

(a) PBP 08 - stability (b) PBP 20 - square support

Figure 1: The task in Physical Bongard Problems is to identify the
two concepts A and B. The concepts labels are not shown during a
study.

Computational Model

Each scene in a PBP can, by itself, be interpreted in many
different ways. The upper left scene in Figure 1b could be
described as “two objects in the middle of the scene”, as “a
triangle on top of a square”, as “a square supporting another
object”, etc. Which of these interpretations constitutes a so-
lution to the PBP depends on the context set by all the scenes
in the problem. In our model, we will refer to these interpre-
tations as hypotheses. A hypothesis that matches all scenes
from one side of a PBP and matches none of the scenes from
the other side is a solution.

Figure 2: Our computational model including its source code is pub-
licly available at http://graspablemath.com/pbp-model. It can
be run interactively inside the Chrome browser.

Model Design Decisions
1. Conjunctive hypothesis space. We restrict hypotheses to
conjunctions of object attributes, group attributes and object
relationships. This means that extending a hypothesis always
makes it more specific.

2. Perception-driven. The processes of perceiving fea-
tures on objects and constructing and refining of hypotheses
happen at the same time and influence each other. Initially,
the algorithm does not know anything about the objects in
the scenes except their positions and geometrical outlines. It
perceives features step by step and builds scene descriptions
based on those perceptions.

3. Probability-based decisions. The algorithm uses the
information from previous hypothesis-scene matches to es-
timate how probable it is for hypotheses, features and objects
in the current scene to be part of a solution. Based on those
estimates, it makes a stochastic decision on what to perceive
or check next.

4. Local actions. The algorithm can only perceive fea-
tures and check hypotheses on the currently visible scene pair.
Therefore, estimating the probability of a hypothesis needs
to take into account that different hypotheses will have been
checked on a different number of scenes. Although the al-
gorithm keeps track of all hypotheses that are created, typi-
cally just a few hypotheses are actively explored. Only when
a promising hypothesis turns out to be wrong, attention is
shifted to others.

Model Behavior
We’ll give a brief description one run of the model here. See
Figure 2 for a screen shot of the model in action.

When the model starts working on a PBP, the first step is
to load all the scenes which are provided as SVG images into
memory. The objects and the ground in each scene are rep-
resented as polygons that describe their outline, which act as
the basis for a physics engine that is used both to simulate
how the scenes will unfold and to perceive physical object
features like stability.

Initially however, the model knows nothing about the ob-
jects beside their existence and starts gathering information
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about the objects in the first visible scene pair. It selects fea-
tures, like large or stable, and objects to perceive the features
on. After a new perception was made, a corresponding scene
description, a selector, is created (e.g., “large objects”). This
selector is then applied to both scenes in the currently visible
scene pair, potentially resulting in a number of objects in both
scenes that match. The match results and the selector are both
captured in a hypothesis, which represents a potential solution
or potential part of a solution.

After some perception steps, the model switches to the next
scene pair. It can now continue to perceive features on the
new objects or check existing hypotheses on the new scenes
to gather additional evidence about their likelihood. The third
available type of action is to combine existing hypotheses to
build more complex ones. For example, “large objects” and
“small objects on top of any object” can be combined into
“small objects on top of large objects”.

The model stops as soon as a hypothesis was checked on all
scenes and is a solution, in fact matches all scenes from one
side and none of the scenes from the other side. The search
is aborted after a fixed number of actions if no solution was
found until then.

During a run of the model, it determines the type of the
next action by randomly drawing from a fixed multinomial
distribution. The elements the chosen action is acting on are
determined stochastically based on the information from all
hypothesis–scene matches done so far. More promising hy-
potheses will be checked first; objects and features that play
a role in promising hypotheses will be picked with a higher
probability for perceiving further features.

Implementation Details
Scenes hold physical representations of their objects. A
physics engine is used to both predict how the scene unfolds
over time and to perceive physical features on objects. Sta-
bility, for example, is perceived by observing how much an
object moves after poking it.

Objects keeps track of all perceptions that were made on
them. Groups are sets of objects and contain all matching ob-
jects of one or several selectors like “square” or “any object”.

Selectors represent a specific, structured interpretation of
a scene by describing what to look for. When applied to a
scene they select a subset of the scene’s objects. If the sub-
set contains at least one element, the selector and the scene
‘match’. Selectors are conjunctions of percepts, like “small ∧
hits (big ∧ rectangular)” or “square ∧ count = 2”. Hypotheses
keep track of which scenes matched or mismatched a specific
selector.

Features and Percepts. The model currently has 33 inbuilt
feature-detectors, including detectors for static object proper-
ties like size and shape, physical properties like stability and
movement, spatial relationships like ‘left-of’ or ‘close’ and
group attributes like object count. Each feature-detector can
perceive its feature on any object or object group and the re-
sulting percept stores the perceived value of the feature as a
membership degree between 0 and 1 (e.g., A is almost left-of

B). Currently, the algorithm uses a fixed threshold of 0.5 to
decide whether a feature is considered active or not (e.g, A is
left-of B or not).

Actions. At each step, the model chooses one of three ac-
tions by sampling from a multinomial distribution. It per-
ceives a feature on an object with p = 0.6, it checks an exist-
ing hypothesis with p = 0.3 and it combines two hypotheses
with p = 0.1.

In the perceive feature action the algorithm does one of two
things with equal probability. It either first selects an object or
group from one of the current scenes and then selects which
new feature it should perceive on the object or group. Or, it
first selects a feature and then selects a new target to perceive
the feature on. In case a relationship is perceived, a target ob-
ject for the relationship is chosen, too. If the action results in
a new percept, it schedules a create hypothesis action, which
turns the percept into a corresponding hypothesis that is then
checked in the next step.

The check hypothesis action selects one of the hypotheses
that was not checked on the current scenes yet and checks it.
Finally, the combine hypotheses action selects an object and
merges two hypotheses that include that object into a new
hypothesis that is then checked in the next step.

The timing of when to switch to the next scene pair is based
on how promising the current hypotheses are. If one is likely
to be the solution, the algorithm moves to the next scenes ear-
lier so that hypothesis can be checked against the remaining
scenes. If none of the hypotheses is particularly promising, it
keeps perceiving the current scenes longer.

Probability Estimation
Whenever the model is selecting a hypotheses to check or
combine, or an object and feature to perceive, the choice is
made stochastically based on previous results of matching hy-
potheses against scenes. While seeing, e.g., a lot of circles is
not very telling in itself, if a “circle objects” hypothesis cap-
tures that those circles are only found in scenes on one side,
it should give some credibility to circles playing a role in a
solution to the problem.

We represent all hypothesis–scene matching results in a
match matrix M. The columns correspond to hypotheses, the
rows to the scenes of the PBP and each element mi, j is set to
1 if hypothesis h j matched scene si, to 0 if it didn’t match and
is blank if it was not tested on the scene, yet.

Hypotheses We estimate the probability of an hypotheses
being the solution or part of a solution using the following
heuristic. In case hi can be a solution given all match results
so far (all tested scenes that matched were from one side and
all that didn’t match from the other), we set

P(hi|M) = 0.5blankP0(hi),

where blank is the number of scenes on that hi was not tested
on so far and P0(hi) is a measure of complexity for hi and
acts as a prior. In practice, this heuristic ensures that the more
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scenes an hypothesis is successfully checked on, the higher
the estimated probability of it being a solution gets.

In case hi can’t be a solution but still might be part of a
combined, conjunctive solution (it only mismatches scenes
of one side), we set

P(hi|M) = 0.5blank+S/2+incompP0(hi),

where S/2 is a fixed penalty set to half the total scene count
and incomp is the number of scene matches / mismatches that
are incompatible with hi being a solution by itself. In the
special case of a hypothesis matching all scenes on both sides
and containing base-level-features only (shape and size in our
case), we set incomp = 0. In practice, this makes hypotheses
that are close to being a solution more probable than ones that
are farther off, while accounting for the special situation in
which the “same” object is showing up in each scene. Finally,
in case a hypothesis can’t be part of a solution (it mismatches
scenes from both sides), its probability is set to 0.

Objects The probability that any particular object plays a
role in a solution is estimated based on the probabilities of all
current hyptheses that select that object.

P(o|M) = P0(o)Z ∑
h∈Ho

1
No(h)

P(h|M),

where o is an object, Ho is the subset of hypotheses that are
know to select o, P(h|M) is the estimated probability of hy-
pothesis h and No(h) is the number of objects that h selects
in the scene o belongs to. P0(o) is the prior probability of the
object and Z is a normalization factor that ensures the activi-
ties of all objects in a scene add up to 1. The relative priors for
objects depend on the attributes that were perceived on each
object so far and give more probability to objects that are ini-
tially moving or top-most in a scene. This heuristic estimates
the probability of an object by equally distributing the proba-
bility of all hypotheses to the objects they are known to select.
The algorithm will by design always consider an “any object”
hypothesis, which ensures that each object in the scene is se-
lected by at least one hypothesis.

Features The estimation of the probability that a feature is
used in the solution is identical to the object formula above,
with one difference. We add a small fixed term to the sum
such that features that are not used in any of the current hy-
potheses still have a chance of being selected for perception.
This accounts for the case that the solution is not among the
current hypotheses. The relative priors for features are 3.0 for
shape and size attributes, 2.0 for movement and stability and
1.0 for all others – reflecting that humans are more readily
perceiving and encoding some features than others, as well as
the expectation that PBP solutions will more often use such
features.

Experiment
In the original study with human subjects on PBPs, the par-
ticipants were presented a sequence of scene pairs, so that ex-

(a) similar within pairs (b) dissimilar within pairs

Figure 3: Two scene arrangements of PBP 24 for the blocked sched-
ule. The arrangements vary in the similarity of the scenes within the
shown scene pairs, here marked by gray rectangles.

Figure 4: Presentation schedules. Above are the position and se-
quence in which the scenes are shown during blocked (top) and in-
terleaved (bottom) presentation. Both the algorithm and the partici-
pants could proceed through the eight states as often as they wanted
using their own pace. White squares represent visible, gray squares
represent hidden scenes.

actly two scenes were visible at any time. In half of the condi-
tions, the scenes within the pairs were chosen from the same
category, promoting within-category comparisons (blocked
schedule). In the other half, the scenes in the pairs were from
different categories, promoting across-category comparisons
(interleaved schedule), see Figure 4. We additionally manip-
ulated the similarity of scenes within and between pairs, as
shown in Figure 1b. We exactly replicated these conditions
for the model.

The participants worked on 22 PBPs, each of which re-
quires knowledge of a set of basic features like relative spatial
positions or physical properties like stability to solve them.
Based on the basic feature-detectors we equipped our model
with, it can in principle solve 12 of the original 22 PBPs. We
ran the model 100 times for each condition for each of the 12
problems. For each run, we recorded whether a solution was
found in less than 2500 actions and if so, how many actions
were performed.

Results
Figure 5 shows the model’s success rate and how many ac-
tions it used in average. The model’s performance is at ceil-
ing for most of the problems and we will therefore focus on
the number of actions in our subsequent analysis.

In an analysis of the data generated by the runs of the
model, there are two valid ways of mapping the eight con-
ditions onto three 2-level factors. First, we can look at the
presentation schedule (blocked vs interleaved), the between-
category similarity (high vs low), and within-category simi-
larity (high vs low) of scenes in the same or adjacent pairs,
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Figure 5: (a) The model’s rate of finding a solution to each of the
12 problems with a fixed cut-off at 2500. (b) The average number
actions taken by the model until a solution was found or the search
was stopped. Error bars represent standard errors. The x-axes show
the problem numbers.

which is the type of analysis we used in our previous study.
The respective 2 × 2 × 2 repeated measures ANOVA with
the number of actions taken by the model as the dependent
variable gives the following results. There is a significant ef-
fect of presentation schedule, F(1,99) = 255, p < .001, of
within-category similarity, F(1,99) = 6.92, p = .01 and of
between-category similarity, F(1,99) = 11.1, p = .001. Ad-
ditionally, both of the similarity conditions interacted with
the presentation schedule with F(1,99) = 13.1, p < .001
and F(1,99) = 4.6, p = .034, for within-category similarity
and between-category similarity, respectively. There were no
other significant effects (p > .05).

The second way of looking at the data uses the presenta-
tion schedule, as well as the similarity of scenes within each
scene pair and between adjacent scene pairs as factors. A
respective 2 × 2 × 2 repeated measures ANOVA with the
number of actions as the dependent variable reveals a signifi-
cant main effect of the presentation schedule, F(1,99) = 255,
p < .001 and a significant interaction of the presentation
schedule and the similarity of scenes within the presented
scene pairs, F(1,99) = 39.3, p < .001. There were no other
significant effects (p > .05).

Discussion
Naturally, the results of both analyses are compatible. The
computational model finds solutions significantly faster for
interleaved compared to blocked presentation, an effect we
also found in our previous study with human participants.

In the interleaved condition, which promotes comparisons
across categories by composing scene pairs of scenes from
different categories, the model performed better when those
scenes were similar to each other. This is in line with our
expectations both from the reviewed literature and our previ-
ous experiments with human participants. Figure 6b shows
the result of the first study from Weitnauer et al. (2014), that
used the same setup and conditions we ran the model on. We
reanalyzed the original data using only the 12 problems that

were solved by the model.
In the blocked condition, scene pairs were composed of

scenes from the same category promoting within category
comparisons and in this case, the model performed better
when the scenes were dissimilar to each other. This result
was expected from the reviewed literature, too. Figure 6c
depicts the results of the second study from Weitnauer et al.
(2014), were participants were presented all scenes simulta-
neously. The within- and between-category similarity was
manipulated by placing similar or dissimilar scenes next to
each other. The study showed a significant benefit of plac-
ing dissimilar scenes next to each other within each category.
It is plausible to relate this result to the blocked condition
in the sequential presentation, as we know from a prelimi-
nary eye-tracking study that participants do about three times
more within-category saccades than between-category sac-
cades when being shown all scenes at once.
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Figure 6: The computational model (top) finds solutions signifi-
cantly faster for interleaved presentation, when comparing similar
versus dissimilar scenes across categories, and when comparing dis-
similar versus similar scenes within categories. The same advantage
of interleaved presentation and comparing similar scenes across cat-
egories was significant in a study with human participants using the
same setup (middle). In a study that showed all scenes simultane-
ously to human subjects (bottom), there was a significant advantage
of comparing dissimilar scenes within categories. Error bars repre-
sent standard errors.
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General Discussion
We presented a novel computational model for learning struc-
tured concepts on physical scenes. It solves a challeng-
ing problem since the Physical Bongard Problems we used
as concept learning task have an open-ended feature space
and concepts based on the inner structure of the physical
scenes. The model perceives the scenes while also building
and checking hypotheses, with both processes meaningfully
interacting with each other and constraining each other.

We applied the model on the same problems and condi-
tions we used for human participants in an earlier study and
qualitatively replicated the results. The model’s learning per-
formance is effected in the same way when manipulating
the kinds of comparisons between scenes that can be made
directly. Specifically, comparing instances between cate-
gories as well as comparing similar versus dissimilar instance
between categories and dissimilar versus similar instances
within categories improves learning performance. This is in
line the research in the category learning literature we re-
viewed in the introduction.

While Physical Bongard Problems are categorization tasks
and not the kind of situations that analogy-making literature
is typically concerned with, both are connected in that struc-
tured situations have to get related to each other. Although
our computational model never considers the mappings be-
tween individual elements of one scene to the elements of
another scene explicitly, they can easily be derived once a
common interpretation of the scenes is found. Applying, e.g.,
the interpretation “the circle ends up left of the other object”
to several scenes will identify the corresponding circle and
‘other’ elements in all situation. Cases in which no meaning-
ful 1:1 mappings between objects can be extracted are cases
where they do not exist in a straightforward way, like in “all
objects are close to each other”.

An essential part of the presented cognitive model are the
heuristics for deciding which objects, features and hypothe-
ses to look at next. Our design of the heuristics was guided
in part by what is known about limitations in human cogni-
tion, and in part by insights from introspection during solving
PBPs ourselves. The resulting model can solve many of the
original problems and the way different presentation schemes
influence its performance qualitatively resembles results from
human participants. Still, there remains much to explore in
how the current or similar heuristics lead to the learning be-
havior of the model and what makes those heuristics plausible
or not. One way of gaining further insight is to derive what
a rational decision would be, given the so-far perceived data
and a set of overt assumptions about the structure of the so-
lution space. We are currently working on such a Bayesian
derivation and several of the algorithm’s heuristics are fol-
lowing naturally from reasonable assumptions.
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Abstract 

Overconfidence is the tendency for people to underestimate 
the true range of uncertainty regarding unknown or future 
values. It results in observed outcomes falling outside 
people’s estimated ranges more often than their stated 
confidence would suggest. Previous research has, however, 
demonstrated various ways of reducing this bias and the 
More-Or-Less-Elicitation (MOLE) tool has been designed to 
take these into account while leading people through an 
elicitation. Previous research showed MOLE’s benefit on a 
visual estimation task but real world elicitation is more likely 
to involve forecasting future values. The current study 
compared forecast ranges, for 7 and 28 day windows, elicited 
via the MOLE and direct estimation. A significant reduction 
in overconfidence (the mismatch between stated confidence 
and the proportion of ranges containing the true value) was 
observed – from more than 25% to only 7%. We conclude 
that the MOLE is a useful tool for assisting forecasting. 

Keywords: repeated judgement; elicitation; calibration; 
overconfidence; MOLE. 

Introduction 

Overconfidence (Tversky & Kahneman, 1974) refers to the 

tendency for elicited ranges of possible outcomes to 

underestimate the true uncertainty in a person’s knowledge. 

That is, if a person is asked to give a range that they are 

confident to some stated level of confidence that a future (or 

otherwise unknown) value will fall within, then the common 

observation is that the true value is less likely to fall within 

that range than their stated confidence indicates. 

This effect, while robust and demonstrated to affect both 

naïve and expert participants (Lichtenstein, Fischhoff, & 

Phillips, 1982; Morgan & Henrion, 1990), has been shown 

to be context dependent, with different elicitation methods 

known to affect the degree of overconfidence observed in a 

sample (see, e.g., Block & Harper, 1991 ). 

In light of the contextual nature of overconfidence, the 

MOLE (More-Or-Less-Elicitation) process was developed 

to improve calibration of estimated ranges. Specifically, 

reducing overconfidence by leading participants through an 

elicitation process designed to limit bias and work in concert 

with people’s natural cognitive tendencies. Previous 

experiments (Welsh, Lee, & Begg, 2008, 2009), have shown 

that this process increased accuracy of best guesses as well 

as improving calibration on a simple, perceptual task – 

estimating the number of circles on a display. 

The elicitation tasks that are of greatest application to 

real-world problems, however, involve the prediction of 

future states of the world. For instance, oil industry 

economics are dependent on the accurate forecasting of 

future oil prices. The efficacy of the MOLE method on these 

sorts of tasks is, therefore, of interest. 

The MOLE process 

The MOLE was developed with four key insights in mind. 

The first has been known for over a century (Galton, 1907) 

– that repeated estimates of a parameter can, to the extent 

that errors in the estimates are independent, be averaged to 

produce a better estimate. Previous work on elicitation has 

also shown that repeatedly asking the same person to make 

the same estimate can increase accuracy to the extent that 

independence in the estimates is maintained (Herzog & 

Hertwig, 2009; Vul & Pashler, 2008). 

The second is that people are better at making relative 

than absolute judgements (Stevens, 1957). That is, allowing 

people to select from amongst options rather than having to 

generate their own leads to more accurate estimates; an 

observation with echoes in the overconfidence literature, 

specifically Winman, Hansson and Juslin’s (2004) 

observation that people are better at evaluating the 

probability of a value falling within a range than they are at 

generating a range to match a stated level of confidence. 

The third insight is that providing a starting point in an 

estimation process biases people’s estimates.  Specifically, it 

seems to set the region that they are willing to explore when 

contemplating possible answers, such that estimates tend to 

cluster near any such anchoring value (Tversky & 

Kahneman, 1974).  The same sort of priming effect seems, 

sometimes, to occur when people generate their own starting 

point (for a discussion of this, see Block & Harper, 1991). 

The final insight is that people, when deciding on an 

estimate, have some range of values that they would 

consider appropriate and, within which, they are indifferent. 

This explains the impact of anchoring values in that 

adjustments away from the anchor stop when this region of 

indifference is reached and thus estimates tend to lie at the 

anchor end of the region a person considers possible 

(Kahneman, 2011). The implication of this for range 

estimation is that a process building a range from the centre 

out will tend to produce a narrower range than one that 

creates a range from the outside in, as shown in Figure 1. 

Aims 

The aim of this paper is to compare the calibration achieved 
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by the computerized elicitation method (MOLE) described 

above with that of a direct estimation elicitation in which 

participants are asked to provide minimum and maximum 

values directly. Specifically, whether the advantage 

observed for the MOLE on visual tasks remains on a 

forecasting task, where participants estimate ranges they are 

confident will contain the true value that a parameter of 

interest will take at specified points in the future.   

 

(a)                    Possible Low-End Values   

 

 

Minimum     

            Best Guess 

 

(b)                    Possible Low-End Values  

 

 

Figure 1. Pictorial representation of estimating the low-end 

value of an uncertainty range, working from: (a) the best 

guess; (b) a minimum value. Note that working from best 

guess rather than the minimum value results in a higher low-

end estimate and thus a narrower range overall.  

Method 

Participants 

Participants were 158 oil industry personnel employed in 

the US (n =115) and UK (n = 43). While, for confidentiality 

reasons, demographic data are not included, previous work 

suggests a mean age of around 40 and an average of 15 

years of industry experience is typical; as is a 3 or 4:1 male 

to female gender ratio (see, e.g., Welsh, Begg, & Bratvold, 

2006; Welsh, Bratvold, & Begg, 2005). Given the involved 

companies’ interests in seeing overall results for their 

personnel, all participants willing to take part were 

accepted, rather than determining numbers in advance. 

However, analyses were not begun until all data collection 

was complete within a given jurisdiction. 

Materials 

The MOLE and direct estimation methods both asked 

participants 10 questions regarding the values of 5 

commodities/shares at times 7 and 28 days following 

testing. Two equivalent question sets were developed – 

labeled Gold and Silver after the first commodity included 

in each. Table 1 lists the commodities asked for in each. 

It is important to note that this design, with testing across 

an extended period and yet with all participants making 

forecasts across the same duration, results in individual 

results being dependent on the volatility of the parameters 

across that period. That is, participants using the same 

starting value on different days and making the same range 

estimate may end up with different calibration scores as a 

result of the true value on the target days differing. A period 

of low volatility could, thus, mask poor calibration. 

For the US participants, the quiz questions were coded 

into a graphical user interface (GUI) for delivery via the 

MOLE but delivered as a paper and pencil test for the direct 

estimation. For the UK participants, both the MOLE and 

direct estimation methods were delivered via GUI. Figure 2 

shows the GUI as it appears during elicitation using MOLE. 

 

Table 1. Commodities/parameters by quiz. 

Q. Forecast 

Window 

Quiz 1 (Gold) Quiz 2 (Silver) 

1 7 Gold price Silver price 

2 28 Gold price Silver price 

3 7 Maximum Temp Minimum Temp 

4 28 Maximum Temp Minimum Temp 

5 7 Rainfall total Wind Speed 

6 28 Rainfall total Wind Speed 

7 7 Share price Share index 

8 28 Share price Share index 

9 7 Oil price Gas price 

10 28 Oil price Gas price 

NB – the specific values asked from varied across locations. 

E.g., the Share price asked for was for each participant’s 

own company and the share index was for their country of 

residence (Dow Jones for US; FTSE100 for UK). 

 

 
Figure 2. GUI showing snapshot of MOLE process 

Procedure 

Participants were tested in small groups (2-4) within their 

company offices over a period of approximately 1 month – 

in each case. Which quiz a participant undertook under each 

elicitation method was determined randomly. That is, 

approximately half of participants completed the Gold quiz 

using the MOLE and Silver using the standard elicitation, 

while the remainder did the reverse. Which of the methods 

was delivered first was also randomized. The specific 

procedure used within each method is described below. 

 

Standard Elicitation Procedure 

Under the standard elicitation condition, participants were 

asked to give ranges they were certain would contain the 

true value of the parameters of interest at the specified time. 
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That is, they were asked for their minimum and maximum 

values. (This was done in preference to the more common 

80 or 90% confidence intervals to ensure comparability with 

the MOLE, which generates 100% confidence intervals.) 

These were either recorded on a paper copy of the quiz or 

entered directly into the GUI. Prior to testing, participants 

were asked to record the current value of the parameter of 

interest – to ensure that they had some idea of what the true 

value was and thus better reflect real forecasting tasks where 

people forecast values that they are familiar with. 

It was decided not to ask participants for a best guess as 

this affects the width of elicited ranges in complex ways 

(see, e.g., Block & Harper, 1991; Heywood-Smith, Welsh, 

& Begg, 2008), including a suggestion that it affects ranges 

differentially according to a person’s level of expertise in a 

subject (Bruza, Welsh, Navarro, & Begg, 2011). 

 

MOLE Procedure 

The MOLE required the elicitor to set initial bounds on the 

range of values that the computer uses – based on 

extrapolations of historical data or natural limits (where 

available). The bounds used for the different quiz questions 

are shown in Table 2. Note that some were based on the 

parameter’s current value while others were based on 

historical data. In both cases, however, the participant was 

tasked with entering the current value into the MOLE GUI 

immediately prior to the elicitation beginning. In this way, 

participants were assured of knowing something about the 

parameter in question. 

For each parameter elicitation, the program randomly 

selected two values from the uniform distribution delimited 

by these bounds and presented both to the participant, 

asking which was closer to the true value. The participant 

then rated their confidence in their choice on a scale from 

guessing to very high
1
 (as seen in Figure 1). 

This confidence rating was used by the MOLE to 

determine whether the range of values being considered 

should be truncated. Specifically, if the participant selected 

an option with maximum confidence, the MOLE ruled out 

any values lying closer to the non-selected option. That is, it 

truncated the range at the midpoint of the two current values 

and selected future values only from the remaining range. 

Any confidence level below the maximum resulted in no 

truncation of the range – the interpretation being that lower 

confidence ratings indicated a person still believed it 

possible that the alternate value could lie closer to the truth.  

Following this, the MOLE selected a new pair of values 

from the (possibly truncated) range and presented these for 

the participant to choose between – as detailed above. 

The MOLE iterated through his process 10 times (for 

                                                           
1 This scale was mapped over the top of the 50% - 100% 

confidence scale used in previous versions of the MOLE – as a 

result of discussions with the companies providing participants. 

While this, necessarily, reduces our ability to interpret results, it 

should be noted that the effect of this can only be to narrow ranges 

when the numerical scale might otherwise leave it intact. Thus, this 

change can only hinder the MOLE. 

each parameter) with the range that remained at the end 

recorded as the participant’s final range estimate. As noted 

in previous versions of this task (Welsh, et al., 2008, 2009), 

it is possible to use MOLE results to generate a full 

distribution and calculate a best estimate from a 

participant’s responses. Given the use of a simple range 

elicitation as the comparison condition, however, this was 

not done here – avoiding concerns about the assumptions 

used to generate a best estimate from the raw data. 

Participants were not made aware of the underlying 

MOLE algorithm, ensuring that any attempts to ‘game the 

system’ would be made blind. 

 

Table 2. Initial bounds for MOLE process. 

 US UK 

Q. Gold Silver Gold Silver 

1 ±5% ±5% ±10% ±10% 

2 ±10% ±10% ±10% ±10% 

3 30-110F 30-110F -20-40C -20-40C 

4 30-100F 30-110F -20-40C -20-40C 

5 0-7 in. 0-60 mph 0-100mm 0-90kmph 

6 0-20 in. 0-60 mph 0-200mm 0-90kmph 

7 ±5% ±5% ±5% ±5% 

8 ±10% ±10% ±10% ±10% 

9 ±5% ±10% ±5% ±10% 

10 ±10% ±20% ±10% ±20% 

Note: where a ±% value is indicated, the bounds were 

calculated from the current value of the parameter. Note 2: 

the UK 7-day bounds are, in places, wider than their US 

equivalents for reasons detailed below. 

Results 

On Bounds 

The US sample was collected several months before the UK 

sample and, as such, observations from this were used to 

update our process for determining bounds. Specifically, it 

was observed that the bounds used for the Silver price 

underestimated the volatility in the market – preventing a 

number of participants from being able to capture the true 

value in their final ranges, no matter what choices they 

made during the MOLE. In light of this, the ranges used for 

the UK sample were widened on this question and analyses 

exclude this question from the US. 

Otherwise, the differences in bounds reflect differences in 

expected weather for the participants’ local areas and 

changes of units from metric to imperial where appropriate. 

Equivalency of Quizzes 

Apart from the effect noted above for the silver question, the 

US sample’s performance on the questions from the Gold 

and Silver quizzes was statistically equivalent. Calibration 

on the ‘Gold’ and ‘Silver’ question sets was compared for 

both 7 day and 28 forecasts using Welch’s t-tests. These 

showed no difference between people’s performance on the 

two sets of questions, M = 82.8 and 84.0, t(228) = 0.42, p = 

0.674 on the 7 day forecasts and M = 84.0 and 85.7, t(228) 
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= 0.58, p = 0.566 on the 28 day forecasts. 

The UK sample is slightly more complex in that, while 

there is no observed difference between participants’ 

performance on the Gold and Silver quizzes under the 

MOLE, there is one using the standard elicitation method, 

with the average calibration being 20% lower on the Gold 

quiz. On examination of the data, it was noted that, during 

the period of testing for the UK sample, the parameters on 

the Gold quiz happened to be markedly more variable than 

those on the Silver quiz. The average difference between the 

minimum and maximum values observed for the various 

parameters across the date range (i.e., D = (Max-Min)/Max) 

was 0.37 for the Gold quiz compared to 0.22 for the Silver. 

In light of the larger US sample’s results, however, it was 

decided that this did not call into question the equivalency 

of the questions, per se, and analyses are carried out on the 

combined data in both cases. 

Calibration 

Participants’ calibration was calculated simply as the 

proportion of their ranges containing the true value (given 

that 100% confidence intervals were elicited). Figures 3 and 

4 show mean calibration by forecast window and elicitation 

conditions for the US and UK samples, respectively. 

Looking at Figure 3, initially, one sees two very clear 

results. The first is that the forecast length had no effect on 

people’s calibration – with little difference seen between the 

7 and 28 day forecasts under either condition in paired 

samples t-tests, t(114) =0.493 and 1.81, p = .623 and .073, A  

(common language effect size - specifically, the measure of 

stochastic superiority; Vargha & Delaney, 2000) = .526 and 

.539, for the direct estimation and MOLE conditions 

respectively. That is, while participants did, in both 

conditions, increase the width of their ranges for the 28 day 

forecasts relative to the 7, the benefit in terms of calibration 

was zero as the additional range width was offset by the 

parameters’ greater volatility in the longer term. 

The second observation is that the MOLE method 

produced markedly better calibration for both 7 and 28 day 

forecasts – with approximately 17% more of its ranges 

containing the true value than is observed for the direct 

estimation method.  Paired sample t-tests comparing 

participants’ calibration on the two elicitation methods (for 

each forecast length separately) unambiguously support this, 

t(114) = 6.92, p = 2.78x10
-10

 for the 7 day data and t(114) = 

6.06, p = 1.77x10
-8

 for the 28 day forecasts. The effect sizes 

were large and close to identical, A = 0.734 and 0.730.  

Turning to Figure 4, one sees a similar pattern of results – 

although the 28 day result for the direct estimation method 

shows a decline in calibration as a result of the greater 

volatility in the Gold quiz questions discussed above. A 

paired sample t-test indicated that the difference observed 

here was significant, t(42) = 3.1, p = .004, A = .604. A 

second, paired sample t-test indicated no difference between 

participant’s 7 and 28 day forecast calibration using the 

MOLE, t(42) = 0.22, p = 0.824, A = 0.521. 

The difference between participants’ mean calibration on 

the MOLE and direct estimation was 17% on the 7 day 

forecast and 27% at 28 days. Paired sample t-tests 

comparing mean calibration at each forecast length 

confirmed these differences were significant, t(42) = 4.3 and 

5.9, p = 1.06x10
-4

 and p = 5.97x10
-7

, A = 0.734 and 0.779. 

 

 
Figure 3. Mean calibration by elicitation condition and 

forecast window (US sample) 

 

 
Figure 4. Mean calibration by elicitation condition and 

forecast window (UK sample) 

 

Looking at Figure 4 and the t-test results described above, 

it seems clear that there is an interaction effect – with the 

longer period affecting calibration only for participants 

during the direct estimation condition. That is, greater 

volatility on the Gold quiz questions (discussed above) led 

to a decrease in calibration for participants undertaking the 

direct estimation conditions, but no such decrease for 

participants answering the same questions using the MOLE. 

Discussion 

The results confirm that the MOLE’s advantaged over direct 

estimation elicitation methods in previous, perceptual 

studies (Welsh, et al., 2008, 2009) transfers to a forecasting 
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paradigm with greater applicability to real world problems. 

While the MOLE does not eliminate overconfidence (this 

may, in fact, be impossible where error is involved - as 

discussed by Soll & Klayman, 2004), it reduces it to less 

than 10% in all conditions – averaging just under 7%. This 

is less than a third the overconfidence observed in the direct 

estimation conditions, which averages just over 25% across 

all conditions. 

Some other results do, however, require additional 

explanation; for instance, in the UK sample, additional 

volatility in some parameters across the experiment’s 

(moving) forecast window led to a marked decrease in 

calibration in the direct estimation task but not the MOLE. 

A likely cause of this is the outside-in method the MOLE 

uses to construct its final range. As shown in Figure 1, this 

is predicted to result in wider ranges – as was observed.  

These ranges are, however, still expected to correspond to 

an individual’s beliefs. By requiring participants to 

definitively rule values out before removing them from 

consideration (rather than asking whether they should be 

included), the MOLE preserves as much of a person’s 

‘region of uncertainty’ as possible. Given the participant 

(presumably) believes any value within this range is 

possible – all of them should fall within a 100% confidence 

interval and the MOLE makes this far more likely.  

That this makes ranges wider is unsurprising but the fact 

that it also prevents the drop off in calibration seen with 

unexpectedly high volatility demonstrates the approach’s 

strength and seems to have strong parallels with Yaniv and 

Foster’s (1995) accuracy/informativeness trade-off. That is, 

people accept values presented by the MOLE as possible, 

despite the fact that they would not report such values 

themselves for fear of them being deemed uninformative. 

Another interesting observation is the equivalence of 

results across the forecast windows. Specifically, 

participants maintained the same calibration when 

predicting further into the future by giving wider ranges,  

mirroring the observation that expert and novice forecasters 

maintain similar levels of overconfidence despite 

differences in knowledge (McKenzie, Liersch, & Yaniv, 

2008). This suggests that people may have a stable, 

preferred level of calibration. 

Caveats 

As noted above, both the MOLE and direct estimation 

conditions are assumed, herein, to yield 100% confidence 

intervals – that is intervals the participant believes will 

definitely contain the true range. While this could, in the 

direct estimation condition, lead to ‘sandbagging’ (i.e., 

generating 0 to ∞ ranges to guarantee success), this is not 

observed in the data due to people’s tendency towards 

informativeness (Yaniv & Foster, 1995). (In fact, such wide 

ranges are not generally appropriate. For example, 

“temperature measured at Heathrow Airport” will not ever 

exceed 400°C - the autoignition point of jet fuel and, thus, 

the temperature at which the airport (and its thermometers) 

will cease to exist.) 

It should also be noted that a typical calibration task 

asking for 80% confidence intervals can equally easily be 

‘gamed’ by providing 80% extremely wide ranges and 20% 

extremely narrow (or just plain wrong) estimates. Any 

tendency that a person has towards such behavior would, 

presumably, benefit their calibration scores in the direct 

estimation task to a greater extent than in the MOLE which, 

as noted above, did not make clear to participants the 

process by which it created a range from their responses. 

Thus, to the extent that such effects impact the data, it 

would be expected to erode differences between the two 

conditions – which remain marked. 

The second concern is the requirement that the 

experimenter set the initial bounds for the MOLE – as 

demonstrated by our own failure to account for the volatility 

of the silver price. While this increases the potential for 

overconfidence in the MOLE results – by causing cases 

where it is impossible to create a range that contains the true 

value – more judicious use of historical data and natural 

bounds renders this a relatively minor concern. Certainly, 

defining an initial range is a problem shared with any 

elicitation method that seeks to guide participants to 

consider a wider range (see, e.g., Haran, Moore, & 

Morewedge, 2010, who ask participants to assign 

probabilitites across the full range of possible answers - as 

defined by the experimenters). 

Future Research 

While the basic efficacy of the MOLE process for reducing 

overconfidence has been demonstrated, there remain a 

number of questions regarding its operation that require 

further exploration. The first is to test the impact of 

changing the initial bounds on the final ranges generated 

from the MOLE – beyond the initial requirement of getting 

the bounds wide enough to begin with to ensure that the 

participants can create a range that contains the observed 

value. If the MOLE is working as it should, then wider 

ranges shoulder result only in people cutting more of the 

range away to reach the same final width – with the other 

possibility being that the initial selection of bounds affects 

the final range and thus that a reevaluation of the MOLE 

might be required in light of such evidence of bias. 

Additional work is also required to determine whether the 

current mechanism for reducing those bounds is too 

conservative or, alternatively, not conservative enough. That 

is, whether people are accidentally removing sections of 

range that they do not intend to or unable to remove sections 

that they consider unfeasible. The current MOLE process 

does not have a mechanism for testing this – for example, 

by occasionally providing a value from outside the current 

range as a test that it is, in fact, considered unfeasible. 

Finally, while not contemplated in the current experiment, 

the MOLE procedure is designed to improve accuracy as 

well as calibration – via repeated judgements and the 

elimination or watering down of anchoring/priming effects. 

Given this, a variety of experimental tests are possible. For 

instance: altering the number of iterations the MOLE runs 
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for and observing the effect this has on best estimates; and 

measuring the decline in the strength of any anchoring 

values as the MOLE progresses. 

This work would seem to lead, naturally, to consideration 

of the best algorithms for selecting values to be presented to 

participants. Currently, the MOLE selects values randomly 

from a uniform distribution covering the remaining range at 

any point in the experiment and runs for a set number of 

iterations. A more intelligent algorithm, however, could take 

into account past values or select the most efficient 

comparisons when testing a participant’s range or 

determining when the process should be terminated. 

Conclusion 

The MOLE method produces ranges significantly wider 

than those generated by participants required to directly 

estimate the minimum and maximum points of a range. This 

results in markedly less overconfidence. 

Given the common observation that people, in general, 

are overconfident – underestimating the range of possible 

outcomes – the use of elicitation tools such as the MOLE, 

designed in line with established psychological theory, 

seems a useful method for improving forecasting accuracy. 
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Abstract

In this paper we explore a cognitive modeling approach to ag-
gregating individuals’ estimates of unknown quantities without
natural bounds. We carried out two experiments that elicited
individuals’ estimates of the population of US metropolitan ar-
eas, and domestic box office returns for movies. We found
that the means of individuals’ responses correlate well with
the true sizes, but participants systematically underestimated
these values. We formulated a cognitive model that uses the
true values of known items to correct for individuals’ biases,
and demonstrated that this model can drastically improve pre-
dictive accuracy. Because our model quantitatively infers indi-
vidual’s biases on the estimation tasks we were able to examine
the distribution of individual biases, and found that there were
substantial between-individual differences in the magnitude of
the responses. This work demonstrates how individuals’ bi-
ases, whether over- or underestimation, can be corrected using
a cognitive model together with known ground truths.
Keywords: wisdom of the crowd; graphical model; hierarchi-
cal Bayesian model; human judgments; individual differences.

Introduction

Past research has found that the aggregate estimates or
predictions of multiple untrained individuals can outperform
experts in a wide variety of domains (e.g., Galton, 1907;
Clemen, 1989; Surowiecki, 2004). This effect has been called
the “wisdom of the crowd” and was shown to be an efficient
way to provide estimates for unknown quantities (Clemen,
1989) or solutions to technically challenging problems (Yi,
Steyvers, Lee, & Dry, 2012). One of the advantages of using
a wisdom of the crowd procedure over taking the advice of
a single individual is the reduction in individual biases: by
averaging over multiple individuals, their biases are likely to
cancel out each other, leaving the aggregate estimates less bi-
ased (Surowiecki, 2004).

Early work on the wisdom of the crowd effect found that
the mean or median of individuals’ responses could often pro-
duce good forecast for the likelihood of future events or good
estimates for unknown quantities (Armstrong, 2001; Larrick,
Mannes, & Soll, 2012). However, recent research has also
revealed a number of situations in which the simple aggre-
gations underperform. First, aggregate estimates can be dis-
torted by systematic group bias—if the majority of the crowd
over- or underestimate on a task, then the aggregate will tend
to be biased in the same direction as well (Simmons, Nelson,
Galak, & Frederick, 2011).

Second, a substantial body of psychological research has
found that individuals are biased in how they process num-
bers (Kahneman & Tversky, 1979; Dehaene, 2003). In par-

† Corresponding author

ticular, the standard aggregation techniques of mean or me-
dian perform less well in unbounded estimation tasks—here
the values being estimated are not constrained between 0 and
1, and may lie across several different orders of magnitude.
Take the size of cities as an example. The smallest cities
have only dozens of people, but the largest cities can have
over 10 million. Recent research has found that crowd means
and medians performed less well for quantities with the large
variation in magnitude (Yeung, 2013).

Various techniques have been proposed to mitigate these
two problems. Budescu and Chen (2015) demonstrated a sta-
tistical approach to reduce systematic biases by using known
ground truths to identify experts in the crowd and overweight
their judgments. They showed that this approach can signif-
icantly improve the aggregate estimates. With respect to the
psychological biases, Lee and colleagues created cognitive
models that explicitly take into account individuals’ differ-
ences in calibration of probability. They showed that this
approach can create aggregate estimates better than taking
the crowd mean or median (Lee & Danileiko, 2014; Lee,
Steyvers, de Young, & Miller, 2012).

Building upon these findings, we explore in this paper how
to improve the aggregation of the responses of a crowd about
unbounded quantities using a Bayesian approach. The goal of
this work is twofold. On the one hand, we expand on previous
techniques for leveraging known ground truths in a wisdom of
the crowd framework, and provide a novel technique for ac-
counting for individuals’ biases in estimation of unbounded
quantities. On the other hand, we also seek insights into indi-
vidual biases in unbounded estimations. This can shine light
on the underlying psychological processes underlying estima-
tion of unknown quantities.

In the rest of this paper, we first present two experiments in
which individuals estimated unbounded quantities in two dif-
ferent domains, and examine the predictive accuracy based
on the standard wisdom of the crowd technique. Next we
present two Bayesian cognitive models that takes into ac-
count known truth values and individual biases. To exam-
ine the performance of the model predictions we carry out a
simulation study and compared the accuracy of our models
against those several other aggregation techniques. Finally,
we explore the distribution of biases among individuals, and
conclude by providing recommendations for future wisdom
of the crowd aggregation techniques.
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Experiments 1 and 2: Estimating Metropolitan
Populations and Box Office Returns

In these two experiments we collected data on how individ-
uals make estimates about unknown quantities and analyzed
the performance of various aggregation techniques. In Exper-
iment 1, participants estimated the sizes of 20 US metropoli-
tan areas, whereas in Experiment 2, the domestic box office
returns for the 20 highest-grossing movies of 2013.

Each experiment offers a place to better understand indi-
viduals’ judgments about unbounded quantities. Although
the underlying distributions of metropolitan populations and
movie returns are both log-normal (Eeckhout, 2004; Griffiths
& Tenenbaum, 2006), the distributions have different tail be-
haviors. In the case of box office returns figures, the val-
ues tend to be within the same order of magnitudes. For ex-
ample, the top grossing movie of 2013, The Hunger Games,
grossed $424 million while the third highest grossing movie,
Frozen, grossed a comparable figure of $401 million. In con-
trast, there is far more weight on the tail end of metropolitan
population sizes. The largest metropolitan area in the US,
New York, has 20 million inhabitants, while the third largest
metropolitan area, Chicago, has half the number of people at
10 million inhabitants. The contrast is similar for other mem-
bers of each list as well.

The difference in tails allows us to test the effectiveness of
wisdom of the crowd aggregation techniques for unbounded
estimation tasks, both when the quantities tend to be within
the same order of magnitude, and when they tend to be on
different orders of magnitude. The metropolitan population
data set was previously reported in Yeung (2014). We present
both experiments together.

Participants
Participants were recruited from Amazon’s Mechanical Turk
(http://mturk.com). There were 101 participants in the Ex-
periment 1, and 100 participants in Experiment 2. Because
Experiment 1 took participants slightly longer they were com-
pensated US$0.40 for their time, whereas participants in the
Experiment 2 were compensated US$0.30 for their time. Par-
ticipants were required to be 18 years or older, be residing in
the U.S., and have a lifetime acceptance rate on Mechanical
Turk of at least 95%.

Methods
The experiments were web-based and were administered us-
ing the Qualtrics survey service. Participants were instructed
to not use any external resources during the task. At the be-
ginning of the experiment, we asked participants to self-rate
on a seven-point scale (from “Very Good” to “Very Poor”)
their level of knowledge about geography or about movies
from 2013. In Experiment 1 participants were also given a
general geographic knowledge questionnaire. Performance
on this questionnaire did not correlate with the participants’
performance, similar to what was found by Lee and Danileiko
(2014), and so the questionnaire was dropped for Experiment
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Figure 1: The means individual responses compared to the true
values.

2.
Next participants were asked to estimate the size of 20

metropolitan areas in the year 2012, or the domestic box of-
fice returns for the top 20 grossing movies of 20131, by giving
their median estimates for either quantity. The language used
follows that of Soll and Klayman (2004). For example, in
Experiment 2, the estimates were elicited using: “I think it is
equally likely that the domestic ticket sales of this movie is
above or below (in millions): ”. In the metropolitan size
experiment, participants had the option to give their estimates
in either millions (i.e., “1.2m”) or thousands (e.g., “1,200k”).
In the box office returns experiment, participants gave esti-
mates in millions. In Experiment 2, after giving the estima-
tions, the participants were asked whether they had heard of
each movie before. At the end of each experiment, partici-
pants completed an optional short demographic survey.

The true data for the US metropolitan population were col-
lected from the U.S. Census (United States Census Bureau,
2013), and those for the box office returns were collected
from the web site Box Office Mojo (Box Office Mojo, 2014).

Basic Results and Discussion
We analyzed the performance of the mean and median esti-
mates of all individuals’ responses as compared to the true
population or box office figures. We found a high correlation
between the mean of individuals’ responses and the true val-
ues in both the metropolitan population, r = .97, and box of-
fice returns, r = .83 (Figure 1). The mean estimates were gen-
erally lower than the true values in both experiments (partic-
ularly Experiment 2), suggesting that on average individuals
underestimate the population of metropolitan areas and box
office returns. This effect was not significant in Experiment
1, based on a two-tailed paired t-test, t(19) = 1.61, p = 0.12,
although it was in Experiment 2, t(19) = 8.89, p < 0.01.

We also analyzed two measures of accuracy: the root
mean squared error (RMSE) and the root mean squared per-
cent error (RMSPE) (Makridakis, Wheelwright, & Hynd-
man, 2008). These metrics provide insights into the absolute
and proportional errors of these estimates with respect to the

1Experiment 1 was run in 2013 and Experiment 2 was run in
2014, so both sets of values were for the preceding year.
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Table 1: Performance of the crowd means and medians. For
RMSPE and RMSE, smaller values indicate better performance; for
correlation, higher is better.

Experiment 1: Metropolitan Population
Mean Median

RMSPE 33.42 58.73
RMSE 2300.85 3455.93

cor 0.97 0.99
Experiment 2: Box Office Returns

Mean Median

RMSPE 47.66 58.53
RMSE 123.89 147.70

cor 0.83 0.86

truths, respectively. The two measures are calculated as

RMSE =

√
1
n

n

∑
i=1

(ti − ei)2

RMSPE = 100

√
1
n

n

∑
i=1

(
ti − ei

ti
)2

where i is the index for the n questions, ti is the true value for
value i, and ei is the estimated value for ei. As these two met-
rics represent the amount of error in the estimates, lower val-
ues represent better performance. The results based on these
metrics for the crowd means and medians are given in Ta-
ble 1. We found that in both experiments the crowd mean
outperformed the crowd median. This is likely due to the
fact that, while most of the individuals underestimated the
true values, a small number of individuals drastically overes-
timated. These outliers increased the value of the means and
brought them closer to the truths, but had little impact on the
medians. We found that other performance metrics, includ-
ing the mean absolute distance (MAD), give similar pattern
of results—the mean estimates outperformed the median es-
timates.

The high correlation between mean responses and the true
values suggests that the crowd, as an aggregate, was highly
accurate in terms of judging the relative sizes of these quanti-
ties. It is possible that individuals have a poor sense of what
scale these quantities lie on: participants may not know if box
office returns are on the order of tens of millions or hundreds
of millions, or if high grossing movies make $200 million,
or $400 million. Because of this, they may over- or underes-
timate these quantities. Although in general it may be hard
to determine a priori if a group of individuals will over- or
underestimate a quantity, in both experiments we found the
overall estimates to be low.

The above finding suggests that correcting for individuals’
scaling biases might be useful in improving aggregate esti-
mates. If some of the true values are known before the elicita-
tion, we can use the technique of seeding—giving individuals
some ground truth data (e.g., the true box office figures for a
handful of movies), so that they can update their knowledge
concerning the distributional properties of the entities in that

xmnµmn

αm βm

σφn

Subject m

Quantity n

Figure 2: A graphical representation of the Bayesian cognitive
model used to aggregate participant responses. In the individual
level model, α and β were assumed to vary between individuals,
while in the group level model α and β were the same for all.

category and produce more accurate judgments in subsequent
trials. Brown and Siegler (1993) investigated this technique
(outside of the wisdom of the crowd context) and found that
knowledge of ground truths improved participants’ accuracy.
However, seeding often required a large number of known
truth values (in many cases over 20). Yeung (2013) found that
providing up to three seeds had a limited impact on improv-
ing estimates. Often times we may not have access to a large
number of ground truths, either because they are costly to
gather, or because they involve events that will happen in the
future. We instead take a different approach by constructing
a cognitive model that can take into account various amounts
of ground truths and estimate both individuals’ biases and the
quantities of interest.

Aggregating Estimates Using a Cognitive Model
Our model follows from previous Bayesian cognitive mod-
els used to correct for individual biases in creating wisdom
of the crowd aggregates (Lee & Danileiko, 2014; Yeung,
2014). These previous approaches relied on implicitly cor-
recting for individual differences in expertise and their prob-
ability weighting function. In contrast, our model focuses on
the assumption that individuals have good knowledge about
the relative magnitudes of each item, but also have individual-
level biases with respect to the scales of these values.

Informally, this model takes as input the judgments of each
individual and the partial ground truth. It then uses the known
ground truths to correct for the individual level biases by im-
plicitly estimating the degree of over- or underestimation of
each individual. Finally, it produces estimates on the items
without known ground truth based on each individual’s esti-
mates and the computed biases.

The model is formalized using a graphical model (Fig-
ure 2). The true values are represented by φn, where n indexes
a specific question. In the model we assume that individuals
are influenced by φn but their responses are subject to scal-
ing bias that they are not aware of. In the case of the box
office data set where each of the values are within an order of
magnitude of each other, we model the scaling using a linear
function, so that the estimate of participant m on question n is
given by xm,n = αm +βmφn + ε, where φn is the true value for
question n, αm and βm are individual parameters that account
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for the scaling biases of individual m, and ε is a normally
distributed error term. Because the values for metropolitan
populations lie across multiple orders of magnitude, we use
an exponential function instead, given by xm,n = αmφ

βm
n + ε,

which is equivalent to linear scaling on a log scale.
To evaluate the degree to which the scaling biases of indi-

viduals varied, we considered two forms of the model: in the
group level model, all αm and βm were assumed to be equal;
in the individual level model, αm and βm varied between in-
dividuals. The individual level model can be considered as a
general case of the group level model.

The goal of the model is to infer the true value of each
quantity φn, using participant responses xm,n while simulta-
neously estimating φn, αm, and βm. To do this we define the
following dependencies for the metropolitan population esti-
mate:

xm,n ∼ lognormal(logµm,n,σ)

µm,n = αmφ
βm
n

σ ∼ lognormal(0.37,0.12)
φn ∼ lognormal(6.73,3)
βm ∼ lognormal(0,1)
αm ∼ lognormal(0,1)

And similarly for the box office returns:

xm,n ∼ normal(µm,n,σ)

µm,n = αm +βmφn

σ ∼ normal(118.6,49.8)
φn ∼ lognormal(4.33,1.2)
βm ∼ lognormal(0,1)
αm ∼ normal(0,100)

The prior distributions were either chosen to be uninformative
(α and β), or computed using the empirical data (σ and φ). In
the case of φ, the prior distribution was created by examin-
ing the distribution of all participants’ responses. We found
this distribution to be approximately log-normal in both the
metropolitan size and the box office returns tasks, and used
the mean and variance of those distributions to create the pri-
ors. The prior on σ was constructed by taking the mean and
standard deviation of the standard deviation of participants’
responses.

One of the main advantages of our model is that it can natu-
rally incorporate ground truth data, making it straightforward
to improve the aggregate judgments and to provide estimates
of each individual’s scaling biases. Here the target values
φ’s, regardless of whether they are known, are represented as
nodes in the graphical model. To represent the known val-
ues in our model, we fixed the values of the known φn’s to
the known values, whereas the φn’s without known values re-

mained in the model as the unknown latent variables whose
values are to be inferred.

Bayesian inference of our models was performed using
Stan (Stan Development Team, 2014), which uses a No U-
Turn Sampling algorithm to estimate the posterior distribu-
tion (Hoffman & Gelman, 2011). α and β were initialized to
1, and φn to the means of all participants’ estimates. For each
model considered, we ran a single chain for 4,000 samples,
after a burn-in period of 4,000 samples. Pilot simulations
suggested that this was sufficient time to reach convergence.

For each model we used the mean value of φn in the poste-
rior distribution as the model’s estimate for each quantity. Es-
timates of each individual’s scaling biases, αm and βm, were
obtained similarly.

Simulation
To evaluate the performance of the models, we ran two sets of
simulations, one on the metropolitan population sizes (Exper-
iment 1) and the other on domestic box office returns (Exper-
iment 2). We varied the number of known ground truths from
1 to 19 (out of 20) to evaluate model performance with dif-
ferent numbers of known values. Because performance of the
models depend on which questions are chosen to be known,
we ran a series of simulations in which the questions with
known values were randomly sampled. For each number of
known truths we sampled 100 different combinations of ques-
tions with known values.2 We then fitted both the group and
individual level models to the data, and additionally, com-
puted the crowd means as our baseline measure. Model per-
formances were compared based on RMSPE and RMSE.

Results
Figure 3 gives the performance (in RMSPE) of both group
and individual level models and the crowd mean with 1 to 19
known data points, separately for the two experiments.3 In
Experiment 1, the individual level model had better perfor-
mance than both the group level model and the crowd mean
for all numbers of known truths. The poor performance of the
group level model with a small number of known data points
is likely due to difficulties in fitting the exponential scaling
function, which has the possibility of resulting in drastically
worse fits than the mean.

The performance of the crowd mean remained stable over
different numbers of known truths. This is expected because
it does not take into account of known truths. The perfor-
mance of both Bayesian models, however, improved as the
number of known truths increased. If all but one estimates
(19) are known, the individual level (20.60) and group level
(22.44) model had fairly similar performance, and both were
better than those of the crowd mean (26.20).

A similar pattern of result was found in Experiment 2. The
individual level model had the best performance across all

2For simulations with 1 or 19 ground truths, we performed only
20 simulations, one for each possible set of known data points.

3As the median estimates performed even worse than the mean
estimates, their performance figures are not reported here.
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Figure 3: Performance of Experiments 1 (top) and 2 (bottom). In
each chart, performances in RMSPE for all three models evaluated
are plotted in the order of numbers of known truths.

numbers of known truths. The group level model performed
poorly with only one known ground truth, but its performance
improved with higher numbers of known truths. The in-
dividual level model maintained its performance advantage
across different numbers of known ground truths. For ex-
ample, when all but one data point were known, the individ-
ual level model (19.59) had better performance than both the
group level model (23.50) and the crowd mean (45.68). For
both experiments, analysis based on RMSE yielded similar
results.

In both experiments, the individual level model outper-
formed the group level model, although the relative perfor-
mance of the group level model did improve substantially
as more data points were known. Such differences suggest
that there are meaningful individual differences in the scaling
biases. At the same time, the fact that the individual level
model was able to achieve good performance with relatively
few numbers of known data points suggests that the scaling
biases were largely consistent within the same individuals and
across different questions. Taken together, these results sug-
gest that there may be stable individual differences in the scal-
ing biases, at least within the same domain.

We can specifically analyze these differences by examin-
ing the inferred values of αm and βm. To do this, we ran an
additional model where all 20 of the ground truths were as-
sumed to be known. A histogram of the resulting mean values
for α and β is given in Figure 4. Consistent with the above
results, we find that there is a large variability among individ-
uals’ scaling bias parameters. Moreover, the results suggest
that many individuals underestimated these quantities while a
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Figure 4: Histogram of the inferred individual level scaling biases.

minority overestimated.4

General Discussion
In this paper we explore how to combine individuals’ judg-
ments to make accurate estimates for unknown and un-
bounded quantities. We used two experiments to elicit in-
dividuals’ estimates in two different domains. We found that
individuals systematically underestimate the populations of
metropolitan population and domestic box office returns. We
constructed an individual level and a group level cognitive
model that correct for individuals’ scaling biases and make
aggregate estimates. We found that the individual level model
outperformed the crowd mean, crowd median, and the group
level model. We also found substantial individual level dif-
ferences in terms of their scaling biases.

In our experiments there were no truly unknown values.
However, our models can be used in situations in which
we know the ground truths for only some of the questions,
and need to create accurate estimates for the unknown ones.
These situations could be results of a variety of reasons. For
example, we might only have the resources to determine the
truths for some of the questions; or, the judges were origi-
nally asked to make predictions on all events, and later the
outcomes for some of these events are known, and we want
to use these known outcomes to better estimate the ones not
yet finalized. Our findings will be useful in creating estimates
in these situations.

This work presents one approach to aggregating known
ground truths in a wisdom of the crowd framework. Budescu
and Chen (2015) demonstrated a different approach. They
used known ground truths to identify experts in the crowd
and overweight these experts’ judgments in order to create
more accurate aggregates. Future work is needed to evalu-
ate whether the current approach can be combined with the
identify-the-experts approach to further improve the aggre-
gate estimates.

Another alternative is to provide individuals with ground

4In Experiment 1, a value of α < 1 or β < 1 suggests under-
estimation; in Experiment 2, a value of α < 0 or β < 1 suggests
underestimation.
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truth data and so that they might recalibrate their own judg-
ments based on these data. Although this approach can work
well—Brown and Siegler (1993) found that providing ground
truths in one domain lead to increased accuracy in other ques-
tions on the same domain—it seems to require a high number
of known truths. Our model has the advantage of not requir-
ing the ground truths to be known at elicitation time and re-
quiring fewer known data points.

While a simple wisdom of the crowd setup may allow for
the estimation of some quantities even without ground truth
data, we demonstrated that in at least two domains, these es-
timates were biased, agreeing with the results of Simmons
et al. (2011). However, we found that, using an individual
level cognitive model, only a small number of known truths is
needed to correct for individual biases, and significantly boost
performance, suggesting that this approach may be useful in
cases where collecting ground truths is expensive.

One advantage of using a cognitive model to examine ag-
gregate judgments is that we can better understand the com-
putational principles underlying estimation of unknown quan-
tities. Although we found substantial variabilities among in-
dividuals’ scaling biases, the within-individual biases across
questions were found to be quite consistent. This result is
supported also by the high performance of the individual level
model with only a small number of known data points. This
suggests that scaling parameters may be linked to the under-
lying psychological processes of how individuals make these
estimates.

Overall this paper shines light on how individuals estimate
unknown, unbounded quantities, and provides a method for
correcting for over- or underestimation in individuals’ judg-
ments. We found that a cognitive model was able to account
for individuals’ scaling biases, and obtained better perfor-
mance than both the crowd means and the crowd medians.
This work demonstrates how to further improve wisdom of
the crowd aggregation techniques; this is a particularly impor-
tant finding as the crowd mean is already quite competitive
compared to experts’ judgments on a wide variety of tasks
(Surowiecki, 2004). By integrating known truth data with a
Bayesian cognitive model, we show that the performance of
aggregate judgments can be improved even further and may
provide an efficient way to obtain expert quality estimates in
a broader range of tasks.
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Abstract 

Trolley dilemmas are widely used to elicit moral intuitions. 
Most people do not think it would be morally right to push 
a heavy man from a bridge, thereby killing him, in order to 
avoid the death of several other people. Here we 
empirically tested a prediction by Unger (1996) who claims 
that adding more options to this scenario would shift 
people’s intuition from the normally preferred option of 
doing nothing to the utilitarian option of killing the heavy 
man. While not finding significant results with Unger’s 
original materials, an experiment with adapted materials 
confirmed the assumption that pushing one person is more 
likely to be preferred to not intervening if certain additional 
options are provided. Moreover, we found that moral 
intuitions are transferred from several-option cases to two-
option cases (and the other way around). We discuss some 
possible psychological explanations for and normative 
implications of these findings. 

 

Keywords: moral judgment; trolley dilemmas; 
utilitarianism; several-option cases; framing effects, 
transfer effects  

 

Introduction 

Moral intuitions play an important role in moral 

philosophy as well as in moral psychology. When a 

normative moral theory is evaluated one crucial criterion 

is whether its application to concrete situations is in 

accordance with our moral intuitions about these 

situations. If a normative moral theory is applied to 

particular cases and tells us to do something that stands in 

sharp contrast to what we believe would be the right thing 

to do, this mismatch counts strongly against this theory. 

Utilitarianism, the ethical view that, roughly spoken, the 

right act to perform is the one that leads to the best 

outcome – impartially considered – is often criticized 

because of its implication when applied to particular 

cases. It is argued that because utilitarianism can imply 

that an innocent person ought to be killed if this is the 

only possibility to save more than one life, it cannot be 

the right moral theory.   

A prominent particular case that is often used to argue 

against utilitarianism will be called Push in the following 

(Thompson, 1985). In Push an out of control trolley is 

heading towards five people and will run over them if 

nothing is done. The only possibility to save them 

consists in pushing a heavy man from a bridge onto the 

path of the trolley, thereby killing the heavy man and 

stopping the trolley before it reaches the five people. 

Philosophers have claimed, and empirical research in 

moral psychology has shown (Waldmann, Nagel, & 

Wiegmann, 2012), that most people consider killing the 

heavy man as morally wrong. Hence, it does not come as 

a surprise that supporters of utilitarianism argue against 

the importance of intuitions on particular cases or try to 

convince the other side that intuitions on cases like Push 

are erroneous in some sense. One especially interesting 

way to argue for the claim that intervening in Push is the 

morally right thing to do comes from Unger (1996), then 

arguing for consequentialist ethics. He argues that most 

people’s intuitions on Push-like cases are misled, and that 

this can be shown by adding more options to Push-like 

cases. Unger considers a case labeled HeavySkater that 

goes as follows: 
By sheer accident, an empty trolley, nobody aboard, is 

starting to roll down a certain track. Now, if you do nothing 

about the situation, your first option, then, in a couple 

of minutes, it will run over and kill six innocents who, 

through no fault of their own, are trapped down the line 

(just beyond an “elbow” in the track). (So, on your first 

option, you’ll let the six die.) Regarding their plight, you 

have one other option: Further up the track, near where the 

trolley’s starting to move, there’s a path crossing the main 

track and, on it, there’s a very heavy man on roller skates. If 

you turn a remote control dial, you’ll start up the skates, 

you’ll send him in front of the trolley, and he’ll be a trolley-

stopper. But, the man will be crushed to death by the trolley 

he then stops. (So, on your second option, you’ll save six 

lives and you’ll take one.)   

Unger thinks that most people consider redirecting the 

heavy skater as morally wrong and doing nothing as the 

morally right thing to do. This intuition, however, is not 

robust, he argues, and changes when further options are 

added as in the following case: 
By sheer accident, an empty trolley, nobody aboard, is 

starting to roll down a certain track. Now, if you do 

nothing about the situation, your first option, then, in a 

couple of minutes, it will run over and kill six innocents 

who, through no fault of their own, are trapped down the 

line. (So, on your first option, you’ll let the six die.) 

Regarding their plight, you have three other options: On 

your second option, if you push a remote control button, 
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you’ll change the position of a switch-track, switch A, 

and, before it gets to the six, the trolley will go onto 

another line, on the left-hand side of switch A’s fork. On 

that line, three other innocents are trapped and, if you 

change switch A, the trolley will roll over them. (So, on 

your second option, you’ll save six lives and you’ll take 

three.) On your third option, you’ll flip a remote control 

toggle and change the position of another switch, switch 

B. Then, a very light trolley that’s rolling along another 

track, the Feed Track, will shift onto B’s lower fork. As 

two pretty heavy people are trapped in this light trolley, 

after going down this lower fork the vehicle won’t only 

collide with the onrushing empty trolley, but, owing to the 

combined weight of its unwilling passengers, the collision 

will derail the first trolley and both trolleys will go into an 

uninhabited area. Still, the two trapped passengers will die 

in the collision. On the other hand, if you don’t change 

switch B, the lightweight trolley will go along B’s upper 

fork and, then, it will bypass the empty trolley, and its two 

passengers won’t die soon. (So, on your third option, 

you’ll save six lives and you’ll take two.) Finally, you 

have a fourth option: Further up the track, near where the 

trolley’s starting to move, there’s a path crossing the main 

track and, on it, there’s a very heavy man on roller skates. 

If you turn a remote control dial, you’ll start up the skates, 

you’ll send him in front of the trolley, and he’ll be a 

trolley-stopper. But, the man will be crushed to death by 

the trolley he then stops. (So, on your fourth option, you’ll 

save six lives and you’ll take one.)  

 

 

 

 
Figure 1: Original illustration of Unger’s 4Option case. 

 

In this several-option case, which we will label 4Options, 

we are more likely, Unger claims, to consider redirecting 

the heavy man on skaters as morally superior to doing 

nothing. People would then respond as they do to a case 

we will label HandleSwitch. In HandleSwitch most people 

think it is morally right to intervene. In Unger’s wording, 

it goes as follows: 
By sheer accident, an empty trolley, nobody aboard, is 

starting to roll down a certain track. Now, if you do nothing 

about the situation, your first option, then, very soon, it will 

run over and kill six innocents who, through no fault of their 

own, are trapped down the line. (They’ve been tied down by 

a mustachioed villain.) So, on your first option, you’ll let the 

six die. Still, you have precisely one other option: If you 

push a remote control button, then you’ll change the position 

of a certain switch-track and, before it gets to the six, the 

trolley will roll onto another line. Now, on this other line, 

there’s another who’s similarly trapped and, if switched, the 

trolley will roll over her. So, on your second option, you’ll 

save six lives and you’ll take one.   

The claim that people consider redirecting the heavy man 

on skaters as morally superior to doing nothing in 

4Options and, therefore, favor intervening like they do in 

HandleSwitch, has not been empirically tested yet.
1
 If 

Unger’s claim turns out to be true, this finding would not 

only be interesting for moral philosophers but also for 

moral psychology because would reveal a new factor 

influencing our moral intuitions. We will later discuss the 

philosophical and psychological implications of our 

findings. 

 

Experiment 1 
In this experiment we aimed to test Unger’s claim that 

people are more likely to prefer redirecting the heavy man 

on roller skates to doing nothing in 4Options than in 

HeavySkater. To test this claim we used Unger’s original 

wording and, whenever available, the corresponding 

figures.   

Method 

Participants 300 subjects were recruited for a 

compensation of £ 0.50 via an online database located in 

the U.K. This way of recruiting subjects was the same in 

all experiments. 

Design, Materials, and Procedure The experiment was 

conducted on the internet. Upon clicking on a link that 

subjects received via e-mail they were redirected to a 

website containing the experiment. Subjects first read 

general instructions familiarizing them with the rating 

scale, asking them to read the following scenario 

carefully, and to take the task seriously. This initial 

procedure was identical in all experiments. Afterwards, 

subjects were randomly assigned to one of three 

conditions: HandleSwitch, HeavySkater or 4Options (see 

Introduction for the exact wording). In 4Options the 

description of the scenario was accompanied by Figure 1. 

                                                           
1 In the meantime we found out that Weijers and Sytsma (in 

preparation) also started to test this claim empirically. 
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After reading about each dilemma, participants were 

asked which option they should choose. As the options 

were described in the dilemma text, they were only 

indicated by the corresponding numbers. While in 

HandleSwitch and HeavySkater participants could choose 

between two options (doing nothing or intervening), in 

4Options they could either choose to do nothing or vote 

for one of the three different intervening options. After 

having indicated their judgments, participants were asked 

some demographic questions, and given a simple logical 

question to identify participants who did not pay 

sufficient attention to the task.  

Results 56 subjects dropped out because they did not 

indicate their judgment, failed to solve the logical 

question, or went through the whole survey in less than 40 

seconds. 

For practical purposes we call the option with the best 

numerical outcome (number of saved lives minus number 

of people killed) in each condition  the utilitarian option, 

meaning that in HandleSwitch and HeavySkater choosing 

to intervene constitutes the utilitarian action, while in 

4Options only the intervention in form of redirecting the 

heavy skater is treated as the utilitarian option.  

The results are summarized in Figure 2 and Table 1. 

 

Figure 2: Percentage of subjects choosing the option to do 

nothing relative to the utilitarian option in Experiment 1. 

 

In all three conditions the utilitarian option was by far the 

most chosen. 91% went for the utilitarian option in 

HandleSwitch, while only 9% chose not to intervene. A 

similar result pattern arose for HeavySkater in which 83% 

chose the utilitarian option and only 17% not to intervene.  

 

 

The difference between the proportion of participants who 

chose the utilitarian option in HandleSwitch versus 

HeavySkater did not reach statistical significance, χ
2
1, 164 = 

2.30, p = 0.13. In 4Options 75% chose the utilitarian 

option in form of redirecting the heavy skater and only 

7.5% chose to do nothing. Throwing Switch A was 

chosen by 5% (thereby redirecting the empty trolley; 

saving six people and killing three) and 12.5% went for 

throwing Switch B (thereby redirecting a trolley with two 

people onboard; saving six people and killing the two). If 

only the utilitarian option and the “do nothing”-option are 

taken into account, 91% chose the utilitarian option and 

only 9% preferred the agent to do nothing.      

Going back to our initial question, namely whether 

people are more likely to judge redirecting the heavy man 

on roller skates to be better than doing nothing in 

4Options than in HeavySkater, we can observe that this 

claim is descriptively true (91% vs. 83%) but that this 

difference is statistically not significant, χ
2

1, 150 = 1.84, p = 

0.18. However, this difference not being significant might 

be due to a ceiling effect, i. e. the fact that already the vast 

majority of subjects in HeavySkater (83%) chose the 

utilitarian option.  

 

Table 1: Distribution of responses on the available options 

 

Experiment 2 
The potential ceiling effect obtained in our first 

experiment might be due to Unger’s wording that clearly 

highlights the consequences of each action and, therefore, 

favors the utilitarian option. In order to set up the 

necessary preconditions to test Unger’s claim we used 

other, familiar scenarios and corresponding wordings, for 

which we knew that no ceiling effect occurs (cf. 

Wiegmann, Okan, & Nagel,2012).  

Design, Materials, and Procedure 300 subjects were 

randomly assigned to one of three conditions: Switch, 

Push or 6Options.  

 

 

Condition 

Option                            

Do 

Nothing 

Utilitarian 

Option Switch A Switch B 

Switch 7 73 NA NA 
 

Heavy Skater 

 
4 Options 

14 

 
6 

70 

 
60 

NA 

 
4 

NA 

 
10 

Figure 3: Illustration of the several-option case (6Options). 
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The scenarios in Switch, Push and 6Options read as 

follows:  

On the test ground of a modern railroad property an 

unmanned speed-train (that normally can be remote-

controlled) is out of control due to a technical defect. 

This speed-train is heading towards nine railroad 

workers that are maintaining the tracks. Since these 

workers are wearing a new type hearing protection, 

they would not notice the speed-train on time and 

hence would be run over by it. Carl, an employee of 

the rail track control center, recognizes the upcoming 

accident. However, it is not possible to stop the train 

on time any more. 

It was then indicated that Carl could choose between 

exactly two options (in Switch and Push) or six options 

(6Options), respectively. The options in Switch were: 

Option 1: Carl could throw the Switch and thereby 

redirect the speed-train from the main track onto a 

parallel track before it reaches the nine workers. On 

the parallel track the speed train would run over five 

workers (wearing the novel hearing protection). The 

five workers would lose their lives due to the 

collision. 

Option 2: Carl could do nothing. In this case the nine 

workers will lose their lives in this accident. 

The options in Push were:  

Option 1: Carl could run to a nearby bridge on which 

a heavy worker is standing and push this worker from 

the bridge. Thereby this worker would fall on the 

tracks and collide with the speed-train. Due to the 

collision with the heavy worker (Carl would not be 

heavy enough to stop the train) the speed-train would 

stop before it reaches the nine workers. The heavy 

worker would lose his life due to the collision. 

Option 2: Carl could do nothing. In this case the nine 

workers will lose their lives in this accident. 

And the options in 6Options go as follows: 

Option 1: Carl could run to the nearby, left bridge on 

which a heavy worker is standing and push this 

worker from the bridge. Thereby this worker would 

fall on the tracks and collide with the speed-train. Due 

to the collision with the heavy worker (Carl would not 

be heavy enough to stop the train) the speed-train 

would stop before it reaches the nine workers. The 

heavy worker would lose his life due to the collision. 

Option 2: Carl could push a button that would open a 

trap door and thereby causing two workers on top of 

the right bridge to fall on the tracks. The speed-train 

would collide with the two workers and be stopped 

before it reaches the nine workers. The two workers 

would lose their lives due to the collision. 

Option 3: Carl could throw Switch 3 and thereby 

redirect a train carrying three workers from the lower 

parallel track onto the main track. The speed-train 

would collide with this train and be stopped before it 

reaches the nine workers. The three workers on the 

train would lose their lives due to the collision. 

Option 4: Carl could throw the Switch 2 and thereby 

redirect an empty train from the upper parallel track 

onto the main track. The speed-train would collide 

with this train and be stopped before it reaches the 

nine workers. On its way to the main track the empty 

train would run over four workers (wearing the novel 

hearing protection). The four workers would lose 

their lives due to the collision. 

Option 5: Carl could throw Switch 1 and thereby 

redirect the speed-train from the main track onto a 

parallel track before it reaches the nine workers. On 

the parallel track the speed train would run over five 

workers (wearing the novel hearing protection). The 

five workers would lose their lives due to the 

collision. 

Option 6: Carl could do nothing. In this case the nine 

workers will lose their lives in this accident. 

The test question was the same in all scenarios, namely 

“Which option should Carl choose?”, and the description 

of each scenario was accompanied by a figure (see Figure 

3 for the figure in 6Options). Which option was labeled 

“Option 1” (and was described first) was counterbalanced 

in Switch and Push. In 6Options there were also two 

orders of options, one starting with the utilitarian option 

and ending with the “least utilitarian” option (as described 

above) and the other one starting with the least utilitarian 

option and ending with the utilitarian option.  

Results 39 subjects dropped out because they did not 

indicate their judgment, failed to solve the logical 

question, or went through the whole survey in less than 40 

seconds.  

The results are summarized in Figure 4 and Table 2.  

 

 

Figure 4: Percentage of subjects choosing the option to do 

nothing relative to the utilitarian option in Experiment 2. 

 

Again, the utilitarian option was the most chosen in all 

three conditions, although in Push not by far as in the first 

experiment in HeavySkater. In Switch, 86% went for the 

utilitarian option, while only 14% chose not to intervene. 

While in the first experiment the vast majority went for 

the utilitarian option in HeavySkater, participants were 

this time more skeptical of intervening in Push where 

56% chose to intervene. The difference between the 
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proportions of participants who chose the utilitarian 

option in Switch versus Push did reach statistical 

significance, χ
2

1, 175 = 2.30, p < 0.001. Moreover, the 

necessary preconditions for testing Unger’s claim were 

given this time. In 6Options 52% chose the utilitarian 

option in form of pushing the heavy man from the bridge 

and 17% chose to do nothing (9% chose option 2, 7% 

option 3, 8% option 4, and 6% option 5, options labeled 

as in the case description). If only the utilitarian option 

and the “do nothing”-option are taken into account in 

6Options, 75% chose the utilitarian option and 25% 

preferred the agent to do nothing. This difference was 

statistically significant, χ
2

1, 142 = 5.38, p = 0.02. Hence, in 

accordance with Unger’s claim people were indeed more 

likely to prefer the utilitarian option to doing nothing in 

the many-option scenario (6Options) than in the two-

option scenario (Push). 

 

Table 2: Distribution of responses on the available options 

in each condition (for options 2 to 5 see case description). 

Condition 

 Option  

Do 

Nothing 

Utilitarian 

Option 

Opt 2 Opt 3 Opt 4 Opt  5 

Switch 13 80 NA NA NA NA 
 

Push 

 
6 Options 

36 

 
15 

46 

 
45 

NA 

 
8 

NA 

 
6 

 

NA 

 
7 

 

NA 

 
5 

Experiment 3 

This experiment pursued three aims. First, we wanted to 

replicate the findings of Experiment 2. Second, we 

wanted to see whether people’s intuition is transferred 

from the several-option case to the two-option case and 

the other way around. Third, we used a slightly changed 

version of Push to see whether the again unusually high 

percentage of subjects choosing the utilitarian option in 

Push was due to the test question, which forced subjects 

to choose between the two available options.
2
 

Design, Materials, and Procedure 200 subjects were 

randomly assigned to one of two conditions: They either 

saw first Push and then 6Options or first 6Options and 

then Push. Push differed only slightly from Push in 

Experiment 2. Instead of explicitly stating the two options 

subjects were told that there is only one possibility to save 

the nine workers, namely pushing the heavy worker from 

the bridge (same wording as Option 1 in Experiment 2). 

The test question then was “Should Carl do the proposed 

action?” with “no” and “yes” as possible answers.   

Results 31 subjects dropped out because they did not 

indicate their judgment, failed to solve the logical 

question, or went through the whole survey in less than 40 

seconds. The results are summarized in Figure 5 and 

Table 3.  

                                                           
2 Weijers, D., & Sytsma, J. (in preparation) obtained similarly 

high ratings for intervening in Push with a similar setup. So our 

results do not seem to be artificial. 

 
 

Figure 5: Percentage of subjects choosing the option to do 

nothing relative to the utilitarian option in Experiment 3. 

 

The effect of subjects being more likely to choose the 

utilitarian option in 6Option, as compared to Push, could 

not only be replicated but also be strengthened which is 

likely to be a consequence of the slightly different test 

question compared to Experiment 2. When Push was 

shown first, the vast majority (71%) indicated that the 

agent should not intervene. In contrast to this, the vast 

majority did endorse the utilitarian option in 6Options 

(82%) when it was shown first (taken only these two 

options into account), χ
2
1, 157 = 45.65, p < 0.001.  

In both conditions we found a strong influence of the 

first dilemma onto the second dilemma. When Push was 

presented after 6Options significantly more subjects chose 

the utilitarian option (74%), as compared to Push shown 

first (29%), χ
2

1, 169 = 33.34, p < 0.001. When 6Options 

was presented after Push significantly less subjects 

preferred the utilitarian option (56%) to doing nothing, as 

compared to 6Options shown first (83%), χ
2
1, 144 = 13.09, 

p < 0.001. There was an asymmetry regarding the strength 

of transfer between the first and the second dilemma with 

a stronger influence of 6Options on Push than the other 

way around. While the percentage of subjects preferring 

the utilitarian option to doing nothing in 6Options (83%) 

and Push (74%) did not differ when 6Options was 

presented first, there was a significant difference (29% in 

Push vs. 56% in 6Options) when Push was shown first, 

χ
2
1, 157 = 10.98, p < 0.001.  In other words, intuitions for 

6Options were more robust than for Push. 

 

Table 3: Distribution of responses on the available options 

in each condition (for options 2 to 5 see case description). 

Condition 

 Option  

Do 

Nothing 

Utilitarian 

Option 

Opt 2 Opt 3 Opt 4 Opt  5 

Push first 60 25 NA NA NA NA 
 

Push second 

 
6 Options 

first 

 
6 Options 

second 

22 

 
12 

 

 
32 

 

62 

 
60 

 

 
40 

 

NA 

 
3 

 

 
5 

 

NA 

 
5 

 

 
5 

 

 

NA 

 
3 

 

 
3 

 

 

NA 

 
1 
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Discussion 

The Push case is considered an important objection to 

utilitarian moral theories because most people strongly 

disagree with the utilitarian option of pushing (and 

thereby killing) a heavy man from a bridge in front of a 

train, even if this is the only possibility to stop the train 

from running over and killing several other people. 

Inspired by work of Unger (1996) we investigated the 

effects of adding further options to the Push case. We 

found that the vast majority actually preferred the 

utilitarian option to doing nothing in this several-option 

version of Push (6Options). Recent studies about two-

option cases and several-option cases conducted by 

Weijers and Sytsma (in preparation) led to similar results, 

indicating that our findings are not mere experimental 

artefacts. Moreover, we observed transfer effects between 

the two-option case and the several-option case. When 

presented with Push first, the percentage of subjects not 

endorsing the utilitarian option in 6Options increased 

significantly. Transfer effects in the other direction, from 

the several-option case to the two-option case, were even 

stronger: The vast majority of subjects chose the 

utilitarian option in Push when they considered 6Options 

first.  

Since most, if not all, existing descriptive moral 

theories investigate the psychological mechanism 

underlying our moral judgment by using two-option cases 

(dilemmas) it seems unlikely that they can account for the 

exceptionally strong effects we found. In the following 

we sketch some potential explanations. 

One reason for the dominance of utilitarian responses in 

several-option cases could be that the varying number of 

lives involved in each option highlights the different 

consequences of each option. Of course, the provided 

options did not only differ in the number of lives involved 

but also in other features as, for example, the causal 

structure of the provided option. However, such 

differences are subtle and difficult to compare, requiring a 

higher cognitive effort than comparing the numerical 

outcomes.  

Another possible explanation is derived from the 

association of utilitarianism with rational, deliberate 

decision making (Greene, 2013). Understanding a several-

option case and comparing its options requires more 

cognitive effort than two-option cases in which it often 

comes to a fast and automatic reaction regarding the only 

option to intervene. This mode of thinking might in turn 

promote utilitarian consideration. 

A third way of understanding our findings could be 

based on the need of justification that participants felt 

when deciding which option to choose. The mere 

numerical superiority of intervention options, as 

compared to the one option of not intervening, might 

make it seem likely that the right option to choose should 

be among them. Then, once having decided to focus on 

the intervention options, it will probably seem difficult to 

justify not choosing the option where the least people are 

sacrificed.  

Philosophical Implications 

What do our findings imply for the discussion of 

normative moral theories? Since the vast majority of 

subjects chose the utilitarian option in the several-option 

version of Push, it might seem obvious at first sight that  

our findings support a utilitarian moral theory. However, 

things are not so clear cut. Even if we neglect the is-ought 

gap for a moment and assume for the sake of the 

argument that being in accordance with the application of 

a moral theory to particular cases speaks directly in favor 

a moral theory, it all depends on the question of which 

setting (two-option case vs. several-option case) is suited 

to reveal valid moral intuitions. And the answer to this 

question might in turn depend on which normative moral 

theory is preferred. Utilitarians might want to argue that 

the several-option case is rather suited for eliciting valid 

moral intuitions, as compared to the, in their view, limited 

two-option case. Non-consequentialists might argue that 

the two-option case is the right setting and that the 

several-option case corrupts our moral compass. 

Therefore, even though Unger’s claim is supported by 

empirical evidence this fact does not speak directly in 

favor of utilitarianism. Anyway, supporters of 

utilitarianism will probably like the finding that people’s 

non-utilitarian intuition in Push does not seem to be as 

robust as the psychological literature suggests. 
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Abstract 

Empirical results from a fraction addition task reveal a 
surprising gap in prior knowledge: difficulty applying the 
transitive property of equality in a symbolic context. 13 out of 
the 182 4th and 5th graders (7%) correctly applied the 
transitive property of equality to identify the sum of two 
fractions in a step-by-step worked example. This difficulty 
was robust to brief instruction on transitivity (after which 
performance rose to 11%). Students’ demonstrated difficulty 
with transitivity is surprising, especially because common 
instructional techniques, such as worked examples, assume 
that the learner understands this concept and where it applies. 

Keywords: conceptual understanding; fraction addition; 
mathematical equality 

The Transitive Property of Equality: An 
Expert Blind Spot? 

The transitive property of equality is fundamental to 
mathematics. It states that if a = b and b = c, then a = c. This 
property appears self-evident, perhaps explaining its 
absence from the common core state standards. However, 
even standards for the earliest grades rely on the application 
of this property. For example, the first grade standard “Add 
and subtract within 20” proposes four strategies for such 
problems, three of which use the transitive property (e.g., 
adding 8 + 6 with the ‘making ten’ strategy: “8 + 6 = 8 + 2 
+ 4 = 10 + 4 = 14”; National Governors Association Center 
for Best Practices & Council of Chief State School Officers, 
2010).  Left unstated in this example is that one may then 
conclude, by the transitive property, that 8 + 6 = 14.  

Transitivity may seem so obvious to an expert that it 
becomes an “expert blind spot”. Expert blind spots arise 
when the use of certain knowledge becomes so automatic 
that the expert does not realize it is being used. Blind spots 
may cause experts to incorrectly predict which tasks will be 
easy for novices, or to misdiagnose novices’ difficulty 
(Asquith, Stephens, Knuth, & Alibali, 2007), and such 
difficulties may even be reinforced by common instructional 
designs (McNeil et al., 2006).  

Transitivity and Fractions Concepts 
The decision to investigate transitivity arose from the 
qualitative findings of a small-scale, exploratory pilot study 
with 6th grade students, which we illustrate with two 
anecdotes. The experimenters (the first and second author) 
conducted the pilot at the students’ school, where 7 students 
were pulled out of class, one at time, for about 20 minutes. 

The pilot was intended to assess the clarity of instruction 
and assessment materials for use in a future study. Initial 
items addressed fraction equivalence. When discussing 
equivalence with one participant, the participant agreed that 
1/4 was equivalent to 5/20. The experimenters produced a 0-
to-1 number line with 1/4 plotted, and the participant agreed 
that the mark showed 1/4. When asked where 5/20 would be 
plotted on the same number line, to our surprise, the 
participant indicated that it would fall to the left of 1/4. This 
response suggests that the student was not applying 
transitivity: the student agreed that 1/4 is equivalent to 5/20, 
and that 1/4 falls at a certain location on the number line, 
but did not combine these two facts to reason that 5/20 also 
falls at that location.  

A discussion with another participant addressed how to 
add 1/4 and 1/5. The experimenters explained that the 
addends should first be converted to a common 
denominator. The participant converted both fractions to 
20ths, and agreed that 1/4 was equivalent to 5/20, and 1/5 
was equivalent to 4/20. After converting, the participant 
successfully added 4/20 and 5/20, yielding 9/20. However, 
when asked, “what is 1/4 plus 1/5?” the participant was 
unsure. The experimenters again verified that the participant 
agreed with the chain of steps: 1/4 was equivalent to 5/20, 
1/5 was equivalent to 4/20, 1/4 + 1/5 was equivalent to 5/20 
+ 4/20, and the sum of 5/20 and 4/20 was 9/20. The 
participant agreed with each statement of equivalence, but 
still could not identify the sum of 1/4 and 1/5. Even when 
the experimenters explained that the sum was 9/20, the 
student still seemed a bit confused.  

Together with similar areas of confusion demonstrated by 
other participants, the qualitative findings of the pilot 
suggested that middle school students had trouble applying 
the transitive property of equality, both when determining 
magnitude on a number line, and when reasoning about the 
equality of expressions and quantities in a multi-step 
problem. We hypothesize that difficulty applying 
transitivity in a fraction addition worked example is 
widespread, and is robust to brief instruction that points out 
the correct answer. 

Transitivity Experiment 
This transitivity experiment was part of the delayed post-test 
for a larger study that used within-class random assignment 
to compare three versions of an online fraction addition 
tutor. The main part of the larger study took place over three 
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to four days, and included a pre-test, instruction and practice 
on fraction addition problems, and a post-test (all online). 
There were no significant effects of the larger study 
conditions on the transitivity experiment results (details in 
the results section). The delayed post-test took place 3 to 6 
weeks after the main part of the study. The transitivity 
experiment consisted of the last items on the 31-item test. 
Each test item appeared sequentially, and students could not 
return to earlier questions. Students were not given any 
particular instruction around the transitivity items.  

Materials 
The transitivity experiment consisted of a pre-question, the 
solution to the pre-question, and then a post-question. In the 
pre-question, students were shown a solved fraction addition 
problem, including the sum, and were asked to enter the 
sum of the original addends (pre-question, Figure 1). After 
answering, students were shown a re-statement of the 
problem (Figure 2), and then pressed a button to see the 
answer, along with the instruction for their condition 
(Figure 4). The students were randomly assigned to one of 
four instructional conditions: (1) a conceptual text rule; (2) 
an example of procedural steps; (3) both; and (4) no 
instruction. The conceptual rule said “if you have three 
things and the first two are equal and the last two are equal, 
then all three are equal, so the first and the last are equal”. 
The example of procedural steps first highlighted that the 
right hand side of the first equation was the same as the left 
hand side of the second equation, then placed all three 
expressions on one line, with equal signs between them.  

After seeing the solution to the pre-question (with 
accompanying explanation depending on the condition), 
students were given an isomorphic post-question. Both the 
pre- and post-questions used addends with denominators 
whose least common multiple (LCM) was smaller than their 
product, and the converted and sum fractions used the LCM 
as the denominator. These types of denominators help 
distinguish between students who are solving the problem 
from scratch (likely to use the product as the denominator) 
and students who are using transitivity to identify the sum.  

The brief instruction is intended to clarify the assessment 
results, and not to provide in-depth teaching on the concept 
of transitivity. Problem statements usually do not explicitly 
include their solutions, and the instruction should reassure 
students that these are not a trick questions. Poor 
performance on the pre-item with high performance on the 
post-item would suggest that students understand 
transitivity, even if they need a quick reminder to use it. 
Poor performance on both the pre- and the post-item would 
suggest that students do not understand transitivity, at least 
in the context of fraction addition. 

The delayed post-test also included 6 fraction addition 
items with unlike denominators, where neither denominator 
was a multiple of the other (Figure 3). Differences in 
performance between production and transitivity items 
would indicate that students are not solving the transitivity 
items from scratch. 

Participants and Grade Level Standards 
132 5th graders and 50 4th graders at a public school near 
Pittsburgh completed the transitivity experiment, which 
took place in school during the normal school day. The 
content of the larger fraction addition study aligns with the 
common core state standards for 4th grade (finding 
equivalent fractions; same-denominator fraction addition) 
and 5th grade (using equivalency to add fractions with unlike 
denominators; National Governors Association Center for 
Best Practices & Council of Chief State School Officers, 
2010). While the transitivity experiment involves unlike-
denominator addition, a 5th grade standard, the provision of  

 

 
 
Figure 1: Pre-question, assessing if students realize the 
result of a multi-step problem is equal to the original 
problem expression. 
 

 
 
Figure 2: The first screen of the instruction. For the worked 
example conditions, the right-hand side of the first equation 
and left-hand side of the second equation were shown in 
purple to highlight that they are the same.  
 

 
 
Figure 3: A fraction addition production item. A text field 
for optional scratch work was provided below (not shown)
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Figure 4: The second instruction screen for each condition. All conditions show the correct answer. 
 
a worked example may move this content to a 4th grader’s 
zone of proximal development. Therefore, although the 
qualitative pilot was with 6th graders, the common core state 
standards support the use of the 4th and 5th grade 
convenience sample from the larger study. 

Results and Analysis 
Table 1: Percentage of students per response category 
(absolute number of students in parenthesis, n = 182) 

 
Answer Type Pre-question Post-question 
Given Sum .07 (13) .11 (21) 
Equivalent Sum .09 (17) .08 (13) 
Incorrect Sum .79 (143) .79 (144) 
Skipped .05 (9) .02 (4) 

 
Table 1 shows student’s answers, in four categories. Given 
Sum: the given sum provided by the second equation (26/40 
in the pre-question). We expect that students who can apply 
the transitive property of equality will answer with the given 
sum. Equivalent Sum: a mathematically correct sum that is 
equivalent to the given sum (but is not the given sum). We 
expect that students who are adding the numbers from 
scratch will enter equivalent sums. While many responses 

are theoretically possible, in practice the only equivalent 
sums that students chose used denominators that were the 
product of the original denominators (e.g., 52/80 for the pre-
question). Incorrect Sum: a fraction that is not equivalent to 
the correct sum. We expect that students attempting to add 
from scratch may do so incorrectly and will enter incorrect 
sums. Skipped: leaving either the numerator, denominator, 
or both blank. We expect that students who are confused by 
the question or are not motivated to answer will skip. 21 
students (11%) entered the given sum on the post-question, 
compared with 13 students (7%) on the pre-question. 
However, collapsing response types into given sum and 
other, Fisher’s exact test shows that the difference in 
response rate for given sum between pre- and post-question 
is not significant (p = .2).  
 
Between-grade Comparisons All comparisons between the 
grades use Fishers exact test. The response rate for given 
sum on the pre-item was 4% for 4th graders (2 students) and 
8% for 5th graders (11 students): this between-grade 
difference is not significant (p = .52). Students who 
answered with the given sum on the post-question but had 
not done so on the pre-question were categorized as 
‘transitivity learners.’ 6% of 4th graders were transitivity 

 
Worked Example 

(highlighting the repeated expression and 
showing the equation on one line) 

No Worked Example 

Text Rule 

  
 
 
 
 
 
 
 
 
 
 
 
 

No Text Rule 
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learners (3 students) as were 4% of 5th graders (5 students). 
Again, this between-grade difference is not significant (p = 
.69). However, there were significant differences in the 
response rate for equivalent sum, both on the pre-item (p = 
.004) and the post-item (p = .021). None of the 4th graders 
entered equivalent sums, while 13% of 5th graders (17 
students) did so on the pre-item and 10% (13 students) did 
so on the post-item. Between-grade differences for 
calculating the correct answer also held for the mean scores 
on production items: 17% correct for 5th grade, 0% correct 
for 4th. These results indicate that while 5th graders were 
better able to produce a correct sum by calculation, they did 
not outperform 4th graders on transitivity. 
 
Stability of Responses All 13 students who entered the 
given sum on the pre-question also entered the given sum on 
the post-question. Additionally, 8 students who did not enter 
the given sum on the pre-question did enter the given sum 
on the post-question. However, this improvement-only 
pattern did not hold for the equivalent sum strategy.  
Students were about as likely to enter an incorrect sum on 
the first question and an equivalent sum on the second 
question as they were to do the reverse (3 and 4 students, 
respectively). For the most part, students gave the same 
answer type on the pre-question as they did on the post-
question (158 students, 87%). Therefore, it is unlikely that 
students who answered with the given sum did so by 
randomly choosing between two equally likely options. 
 
Response Times 13 students answered with the given sum 
on both the pre- and post-question. On average, they spent 
42 seconds on the pre-question and 18 seconds on the post-
question. A paired t-test showed that the difference in 
response times between the first and second question for 
students that responded with the given sum is significant (p 
< .005). 10 students answered with an equivalent sum on 
both the pre- and post-question. On average, they spent 37 
seconds on the pre-question and 35 seconds on the post-
question. A paired t-test showed that the difference in 
response times between the first and second question for 
students that responded with the equivalent sum is not 
significant (p = .85). These results indicate that students 
entering the given sum are not adding the original fractions 
from scratch and simplifying the sum. 
 
Effect of Transitivity Instruction Type There were 8 
transitivity learners (students who answered with the given 
sum on the post-question but not the pre-question): 1 in the 
example condition, 2 each in the answer-only and rule 
conditions, and 3 in the both condition.  Fisher’s exact test 
showed no significant difference in the number of 
transitivity learners among the four conditions (p = .95). 

Average time spent on the instruction is given in Table 2. 
An ANOVA showed that the time spent on the instruction 
differed by instruction type (p = .02). Post-hoc tukey tests 
reveal that the rule and both instruction differ from each 
other (p = .03), with rule taking less time, and a marginal 

difference between answer-only and both  (p = .06), with 
answer-only taking less time. If students are reading all of 
the instruction, both should take longest, answer-only 
should be shortest, and example and rule should be in 
between. The actual pattern of time taken is roughly 
consistent with this prediction, though perhaps students may 
not be reading all of the rule instruction.  

 
Table 2: Mean time in seconds that students spent on the 

transitivity instruction, by instruction type  
 

 Answer-only Example Rule Both 
Mean 13.1 16.7 12.5 19.6  
Std. Deviation 11.9 12.5 8.2 15.9 
 
Comparing Transitivity and Production When students 
answered with the given sum, how likely is it that they 
solved the problem from scratch instead of using 
transitivity? Of the 13 students who responded with the 
given sum on the transitive pre-question, 3 of those students 
solved all 6 production questions correctly, while the 
remaining 10 students solved 0 correctly. Of the 8 
transitivity learners, 4 of them solved 5 or 6 production 
questions correctly, while the remaining 4 solved 0 
correctly. These results suggest that many students who 
answered the transitivity items with the given sum were not 
able to add the original fractions. Conversely, students with 
a demonstrated ability to add fractions with unlike 
denominators did not automatically ignore the provided 
equations and solve the addition problem from scratch.16 
students correctly answered all of the production items. 12 
of them entered an equivalent sum on the pre-question, 3 
entered the given sum, and 1 entered an incorrect sum. 
Together, these results show that transitivity is a separate 
skill from production: Students can score 0% on production 
items and still get transitivity items correct, and students can 
score 100% on production items and not recognize that the 
correct answer is already provided in a worked example. 

The average score on production items was .12, and the 
average score on the two transitive items was .18 (counting 
both given sum and equivalent sum responses as correct). A 
paired t-test shows that this difference in scores is not 
significant (p = .3). This result indicates that overall, 
compared to production items, providing all of the steps to 
an unlike-denominator fraction addition problem including 
the sum did not significantly improve scores. However, 
students did not spend the same amount of time on both 
types of questions. On average, students spent 30 seconds 
on the transitive pre-question and 21 seconds on the 
production questions. A paired t-test shows that this 
difference is significant (p < .005). This result indicates that 
students were not simply ignoring the first two lines of 
equations and jumping to the addition question. Students 
took extra time on the transitivity pre-question compared to 
production items, likely because they were processing the 
equations.  However, for many students the given equations 
appear to have been a distraction: compared with production 
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items, the pre-question transitivity item took longer to solve 
and was not significantly more likely to be solved correctly.  

While overall scores did not differ significantly between 
production items and the transitivity pre-question, certain 
errors occurred with different frequencies between the two 
question types. Table 3 shows response rates for 
mathematically correct answers and various errors between 
the production questions and transitivity questions. 60% of 

 
Table 3: Error Rates on Production and Transitivity Items 
 
Error Production Transitivity 
Mathematically Correct .12 .18 
Add both .60 .45  
First converted .0027 .027 
Second converted .014 .005 
Skipped .024 .035 
 

responses on the production questions used the incorrect 
strategy of obtaining the sum by adding both numerators 
and both denominators (add both error). 45% of responses 
on the transitivity items also demonstrated this error. A 
paired t-test on the add-both error rates shows that this 
difference is significant (p < .005). A small number of 
students entered sums that were equivalent to one of the 
addends (on production items) or were one of the two 
converted fractions shown in the given equations (on 
transitivity items). This error type was subdivided into first 
converted (entered sum is equivalent to the first addend or 
entered sum is the demonstrated first converted fraction) 
and second converted (likewise for the second addend or 
converted fraction). The rate of first converted errors was 
higher on transitivity items than production items (.027 vs. 
.0027). Collapsing response types into first converted and 
other, Fisher’s exact test shows that the difference in 
frequency between production and transitivity items is 
significant (p < .005). While the rate of second converted is 
lower on transitivity items than production items (.005 vs. 
.014), Fisher’s exact test shows that this difference is not 
significant (p > .9). Students who answered with first 
converted may have interpreted the first equation to mean 
that the left-hand side of the equation was equal to the first 
term of the right-hand side, instead of the entire expression 
on the right-hand side. Although this type of error is rare 
overall, it was 10 times more likely to occur on the 
transitivity items than production items. This suggests that 
for some students, difficulty in applying transitivity may 
stem from a misunderstanding of the equal sign. 
 
No Effect of Larger Experimental Condition Fisher’s 
exact test showed no significant differences between the 
three instructional conditions in the larger study, both for 
performance on the pre-question (p = .9), and for learning 
from the transitivity instruction (p = .3).  

 

Discussion 
Common instructional techniques for multi-step math 
problems, such as worked examples, assume that the learner 
understands transitivity. When learners themselves produce 
an answer to a multi-step problem, they appear to be 
demonstrating knowledge of transitivity. However, we are 
not aware of any previous work that has directly measured 
middle school students’ understanding of transitivity in the 
context of mathematical symbols. This experiment shows 
that students’ application of the transitive property of 
equality in a fraction addition context is very low: the given 
sum was entered for only 9% of answers across the two 
items.  Strikingly, there was no significant difference in 
mathematically correct responses between production items 
and transitivity items – even though the transitivity items 
provided the converted fractions and the sum. Students’ 
poor performance with transitivity was robust to brief 
instruction: though 8 students improved, this difference was 
not statistically significant, and there were no significant 
differences by instruction type. Average time spent on the 
instruction ranged from 13 seconds (rule) to 20 seconds 
(both), indicating that students were not completely ignoring 
the instruction. If students’ poor performance on the pre-
question was simply due to disbelief that the answer was 
really provided as part of the question, performance should 
have improved markedly after the brief instruction. 

 
Validity of the Measures: The transitivity questions may 
over-estimate students’ understanding, since students may 
arrive at the correct answer by adding in their heads using 
the least common multiple. However, most of the students 
who entered the given sum on the post-question did not 
answer a single production question correctly, suggesting 
that students were not using the same strategy on both. 
Further, students spent much longer on the transitive pre-
question than the production questions (30 and 21 seconds, 
respectively), indicating that they were not simply ignoring 
the worked example. Conversely, the transitivity questions 
may under-estimate understanding, since those questions 
were the last test items and students may have been 
fatigued. However, the rate of mathematically correct 
responses to the transitivity items (18%) was not 
significantly different than the rate of such responses on 
production items (12%), which occurred earlier in the test. 
Further, if students were answering poorly due to fatigue, 
raw scores would not have improved between the pre- and 
post-item. 
 
Why Did Students Fail to Apply Transitive Reasoning? 
On tasks involving physical objects, 5- to 6-year old 
children can apply transitivity more than 50% of the time 
(Andrews & Halford, 1998). Given that these 4th and 5th 
grade students must have some knowledge of transitivity, 
two possible explanations for their failure to apply it are 
cognitive load and misinterpretation of the equal sign. A 
cognitive load explanation would suggest that the task of 
interpreting the fraction symbols is so demanding that 
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students do not have the cognitive headroom to apply 
transitivity. The test items in this experiment involved 
fractions with two-digit denominators and equations with 
operations on both sides. Items with reduced cognitive load 
could have whole numbers instead of fractions, or 
equivalence relations instead of operations. Comparisons of 
performance on items with different levels of cognitive load 
would indicate if students have difficulty with transitivity in 
all symbolic contexts, or just in contexts that are novel or 
complex. Indeed, on items asking if the sum of two positive 
numbers is greater than either addend alone, 5th graders’ 
performance is lower for fractions than whole numbers 
(Wiese & Koedinger, 2014). We expect a similar pattern for 
transitivity. 

Another explanation is that students misunderstand the 
meaning of the equal sign. Even students in grades 6-8 often 
misinterpret the equal sign to mean ‘the total’ or ‘the 
answer’ – interpretations that are not relational (McNeil et 
al., 2006). Indeed, one response from this study, answering 
with a fraction that is equivalent to the first addend, 
indicates a misunderstanding of the equal sign. Students 
may have thought the left-hand expression was equal to the 
first term that came after the equal sign rather than the entire 
right-hand expression. This error also points to possible 
difficulties in parsing and encoding equations with 
operations on both sides. McNeil et al. provide several 
assessments of students’ understanding of the equal sign: 
verbal explanations, ratings of proposed explanations, and 
performance on mathematical equivalence tasks (McNeil & 
Alibali, 2000, 2005). Replicating these assessments in the 
context of fraction addition and equivalence tasks would 
illustrate if students’ interpretations of the equal sign were 
affected by the fractions context. Assessing students’ 
interpretation of the equal sign and application of 
transitivity in contexts with varying cognitive load would 
help tease apart these factors.  

Finally, students may have performed poorly because of 
unfamiliarity with the materials. Though the intervention in 
the larger study involved symbolic fraction addition on a 
computer, it did not include worked examples. Specific 
instruction for students to read the worked example and to 
explain how the example relates to the question would help 
determine if any extraneous features of the item design 
impede students’ performance. 

Students’ proficiency with fractions in middle school is a 
predictor for achievement in algebra (Siegler et al., 2012). 
However, the nature of this relationship between fractions 
and algebra is not well understood. Further investigations of 
the role of fundamental principles (such as transitivity) in 
both domains may shed light on this relationship.  

Conclusions 
The transitive property of equality is not obvious. However, 
this experiment does not show if recognition of the 
transitive property is equally difficult for middle school 
students in all contexts, or if the fractions context presents a 
particular difficulty. Future work should investigate middle 

school students’ use of the transitive property with different 
types of numbers (i.e., whole numbers vs. fractions) and in 
different problem contexts (e.g., when studying an example 
vs. when producing an answer). These results further 
suggest that instruction that uses written or verbal examples 
may benefit from explicit assessments of how easily the 
target learners can identify the relationship between the 
problem and its solution.  
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Abstract 

Research on social inferences demonstrates that when 
thinking about minds similar to our own, we anchor and 
adjust away from ourselves (Tamir & Mitchell, 2013). 
However, research on relational self theory (Andersen & 
Chen, 2002) suggests the possibility of using knowledge 
about others as an anchor when they are more similar to a 
target than ourselves. We investigated whether social 
inferences are made on the basis of significant other 
knowledge through an anchor and adjustment process, and 
whether this ability would be reduced under load. Participants 
answered questions about their likes and habits, as well as the 
likes and habits of a significant other, a target similar to their 
significant other, and a yoked control. We found that 
differences between the significant other and similar target 
were related to participants’ reaction time, and found the 
opposite effect for self and target differences, suggesting 
anchoring and adjustment from the significant other rather 
than the self. However, inferences about the others tended to 
be more similar to the self under load, suggesting that the self 
serves as the primary source of information about others. 

Keywords: anchoring and adjustment, social cognition, self, 
mentalizing, cognitive resources 

Introduction 
   Successful navigation of the human social arena 

requires keeping in mind more than one’s own thoughts, 
desires, and habits. While we possess a reliable reference 
about what other minds are like (i.e. our own mind), it is not 
generally advisable to assume the whole of humanity is 
viewed through our single lens. And it seems that, in 
general, we don’t. We finish close friends sentences, avoid 
touchy subjects with friends who don’t share the same 
political or religious beliefs as us, and we purchase gifts for 
our loved ones that (hopefully) they are fond of. While 
under normal circumstances these tasks are accomplished 
with relative ease, there are times of stress when it feels 
much harder to care about, indeed, to even consider, the 
properties of other minds. Making inferences about others’ 
preferences is something that comes with time. The better 
we get to know someone, the quicker we are to come to a 
conclusion about what they are thinking and feeling. 

The cognitive instantiation of social inference is not 
entirely understood, but advancements are shedding more 
light on the phenomena. Recent research suggests that social 
inferences about people similar to ourselves are achieved 
through the process of anchoring on ourselves and serially 

adjusting away (Tamir & Mitchell, 2013). While this is a 
promising step forward in understanding social inferences, it 
is unclear if anchoring and adjustment can only be done for 
similar others, and whether stress affects these judgments. 
This paper aims to investigate anchoring upon those other 
than ourselves, and how cognitive load affects the process’ 
engagement. 

Anchoring and Adjustment 
   When creating mental estimates of an unknown quantity, 
people have been shown to use readily available sources of 
information (anchors) and serially adjust away. Thus, these 
estimates will tend to assimilate closer to the anchor value, 
as adjustment ends once a satisfactory estimate has been 
found (Epley and Gilovich, 2006). Since Tversky and 
Kahneman’s (1974) introduction of the phenomena, 
research has demonstrated that this tendency emerges in 
diverse domains like monetary appraisal (Northcraft & 
Neale, 1987), probability estimates (Einhorn & Hogarth, 
1985), and mock legal verdicts (Chapman & Bornstein, 
1996).     
   While some procedures involve providing a source anchor 
to participants, other procedures allow participants to self-
generate anchor values themselves. Related research on 
egocentric bias has found that people routinely assume that 
their beliefs about the state of the world are more common 
to others than they truly are (Allport, 1924; Kruger, 1999; 
Epley et al., 2004). Tamir and Mitchell (2013) recently 
consolidated these findings by demonstrating in a series of 
studies that social inferences about the mental states of 
others appear to unfold via the process of anchoring upon 
the self, and adjusting away serially. Participants were asked 
questions about their own likes, habits, and attitudes, using a 
scale ranging from “very unlikely” to be applicable to 
themselves, to “very likely” to be applicable to them. They 
found that when making inferences about a novel, 
ostensibly unknown person, the response differences 
between participants and the strangers shared a positive 
linear relationship with the amount of time it took 
participants to respond, implicating serial adjustment from a 
self-knowledge anchor. Importantly, however, this effect 
was only true for stranger profiles that were described to 
participants as being similar in many ways to themselves. 
Profiles described as dissimilar to participants shared no 
linear relationship between reaction time and response 
differences. This finding demonstrates that similarity 
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between the self and other provides a boundary to 
egocentricity, but it remains unclear how judgments about 
dissimilar others unfold. The authors suggest a number of 
possibilities including stereotype heuristics, rejection of 
self-knowledge validity, and use of self-as-anchor without 
adjustment. While these are all plausible explanations for 
the differences between similar and dissimilar other 
judgments, herein we explore the idea that people may, 
under certain circumstances, anchor upon knowledge about 
well known, significant others (SO’s).  

 

Chronic Access to Significant Other Information 
   While the concept of self-knowledge being the primary, or 
at least most easily accessible set of mental information is 
likely not controversial, conceptualizing immediate access 
to information about others is not quite as obvious. In recent 
decades, however, social cognitive research has provided 
evidence that understanding the conceptual self requires the 
acknowledgement that it is fundamentally interpersonal 
(Aron et al., 1991; Baldwin, 1992). Indeed, research on the 
relational self theory (Andersen & Chen, 2002) suggests 
that people readily access information about SO’s in their 
lives even without conscious knowledge of having done so.  
   The theory states that the concept of the self is 
fundamentally relational in the sense that it is connected to 
other people in our lives. Information about SO’s in our 
lives is intrinsically linked with our own knowledge, and 
activation of these relationships serves to guide 
interpersonal encounters. Critically, this knowledge is used 
extensively in the process of transference, where past 
assumptions and experiences with SO’s guide our behavior 
and expectations when engaging with new people. For 
example, when meeting someone new, transient cues 
(contextual features of the person/current environment) 
activate the chronically accessible information about similar 
SO’s (Chen et al., 1999). This information is then used as a 
guide for how to engage with the new person, as 
information about the relevant SO can be used in the interim 
period of actually learning about the person’s idiosyncratic 
traits. This has been demonstrated in various domains like 
creating false memories about new people (Andersen, 
Glassman & Chen, 1995), subliminally changing self-worth 
based on SO relationships (Horberg & Chen, 2010), and 
activating a specific relational view of the self when 
engaging with the SO (Andersen & Chen, 2002).  

 

The Present Research 
   The present research is intended to consolidate and extend 
research on social inferences about others in two domains; 
namely, to explore whether the ability to anchor and adjust 
from a social knowledge model applies exclusively to the 
self for similar others, and to understand the effect of 
cognitive load upon applying these models.  

Research on anchoring in social inferences indicates that 
self-knowledge is both readily accessible and a useful 

source of information in guiding inferences about people we 
meet when they bear some resemblance to ourselves, 
allowing us to adjust away based on contextual or perceived 
idiosyncrasies. However, evidence from relational self 
theory suggests that social inferences about new 
acquaintances are strongly tied to the readily accessible 
information we have about those important to us, SO’s. 
Together, this suggests that when meeting someone that is 
more similar to an SO than they are to the self, our 
knowledge of the SO serves as a better basis to anchor and 
adjust from. However, despite the ease with which this 
information is accessed under normal conditions, inhibiting 
self-knowledge in favor of SO knowledge may be mentally 
taxing, and adjustment from the SO may be incomplete or 
impossible altogether under conditions of cognitive load.  

We asked participants to describe someone in their life 
that is significant to them, and to answer questions about 
their own preferences as well as the preferences of their 
significant others. In a follow-up session, we introduced 
participants to two novel profiles, one of which was 
designed using the descriptions of participants’ own SO’s, 
and one that was a yoked control. Participants answered the 
same questions about the preferences of the similar target 
and the yoke under conditions of cognitive load and no 
cognitive load.  

If perceivers are able to anchor and adjust from a SO 
anchor, we expected to see the same positive linear 
relationship between SO and novel social target judgment 
differences and reaction times as observed in Tamir & 
Mitchell (2013) only when participants judged others that 
are similar to SO’s. No such relationship for self-other 
differences was predicted. However, when compared to 
yoked control profiles, we expected a linear relationship for 
self-yoke differences with reaction times. As we suspected 
that the implementation of SO knowledge as anchors is 
effortful, we predicted that under cognitive load participants 
would resort to the self as the primary source of information 
when making social inferences. This effect was expected to 
be particularly pronounced in the yoked controls, as the 
profiles were not expected to be as similar to participant 
selves or SO’s.  

 

Method 

Participants 
  Forty-eight students at the University of Texas at Austin 
completed the experiment for course credit. Informed 
consent was obtained in accordance with procedures 
approved by the UT Austin Human Subjects and 
Institutional Review Board. 

Procedure 
Day One.  In the first part of the study, participants 
were given informed consent and told they were completing 
a study on personality similarities in social networks. First, 
participants completed a brief version of the feature listing 
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procedure used in Andersen, Glassman & Chen (1995). 
Participants were asked to describe a significant other, 
defined as someone known very well, for a long time, who 
has had a major impact on the person’s life, and is evaluated 
positively on the whole. Thus, a significant other could be a 
parent, friend, romantic partner, etc. Participants were asked 
to provide 14 descriptive statements about their significant 
other, 7 positive and 7 negative, that were relatively unique 
to them (e.g. “always puts others first,” or “can be 
overprotective”) and numerically rank them from “most 
descriptive” to “least descriptive”. After completing the 
descriptions, participants were asked to check off at least 12 
traits from a list of 95 traits such as “sentimental” and 
“disciplined.”  

   Once participants completed the description materials, 
they were seated in front of computers to complete what 
they were told was a personality questionnaire for both 
themselves and the significant other they had described. The 
task used is a variant of that used in Tamir & Mitchell 
(2013). In the “self” part of the task, participants answered 
80 questions about their own personal attitudes and habits. 
On each trial, participants were shown a statement (e.g. 
“fears speaking in public,” “supports affirmative action”) 
and instructed to provide a numerical response as to how 
applicable that statement is to them using the keyboard. 
Reponses could be made using the 1-9 keys, where 
extremely low values were labeled as “extremely unlikely” 
and extremely high values were labeled as “extremely 
likely.” Participants had 10 seconds to respond on each trial. 
In the “other” part of the task, participants completed the 
same exact set of questions, this time answering for their 
significant others.  

Once participants completed this task, they were given 
credit and told that a graduate student in the lab was having 
a difficult time recruiting subjects for a similar project, and 
asked if they would be willing to come back in to complete 
the other study for credit. If they agreed, participants were 
scheduled to come back to the lab at least one week later 
from the original study date. The second study was actually 
a follow-up to the original, in which they would be asked to 
make inferences about profiles constructed from materials 
gathered on Day One. 1 
Day Two. Upon returning to the lab, participants 
were told they were completing a study about how people 
make personality inferences about others based on little 
information. Participants were seated in front of computers 
to complete a variant of the personality task they had 

                                                             
1 The 48 participants run on both Day One and Two protocols 

were a minority subset of 125 participants run on Day One. After 
being asked to participate in the follow-up portion of the study, 
most participants stated that they had already completed all of their 
course credits for experiments, based on the time of testing late in 
the semester. Although many volunteered to help despite having 
credit, IRB guidelines did not allow running participants without 
providing experimental credit. Though this artificial selection of 
participants may impact results, it is difficult to infer a systematic 
impact aside from, perhaps, high engagement with the experiment 
amongst those who continued into Day Two.  

completed in their last session, but for two different people. 
In each of the two blocks, participants first read fake online 
profiles and then answered the same 80 questions about 
their likes, dislikes, and habits. Unbeknownst to the 
participants, one of these profiles was created using the 
descriptive traits and statements they had provided about 
their significant other in their first session (heretofore called 
the “target” profile).2 Participants also completed the 
questions for a yoked profile constructed for a different 
participant’s significant other, thus there was no relationship 
between participants and the yoked profile. Only one 
participant surmised the origin of the profiles, and was 
subsequently excluded from analysis. 

In addition to answering the questions about others, on 
half of the trials participants were given a manipulation 
designed to induce cognitive load, previously used in Otto et 
al. (2013). Before each statement about the target on a load 
trial, two single-digit numbers appeared for two seconds in 
the top left and top right corners of the screen. The numbers, 
from 0 to 9, varied along three dimensions: brightness, size, 
and value. These numbers would disappear, participants 
would be given 10 seconds to answer the statement about 
the respective profile, and finally they were asked which of 
the two previously seen numbers were of either greater 
brightness, size, or value. Participants were given 3 seconds 
to respond to this question, and were given feedback as to 
whether their response was correct or incorrect. “No load” 
trials appeared exactly as those in the Day One task. Upon 
completing the task, participants were debriefed and given 
credit. 
Analysis 
   Using responses from each of the statement trials, we 
created a measure of similarity for participants between 
each person asked about (self, SO, target, and yoke), 
creating item-by-item discrepancy scores. As adjustment 
from an anchor is a serial process, we used absolute value 
differences, since the direction of the adjustment should not 
affect reaction time.  
   We tested only trials where the absolute difference 
between the self and SO were greater than 2 so that we 
could observe adjustment without items where strong 
similarities existed between the self and the SO. As 
responses between the two were frequently similar, this 
dropped the number of trials tested from a total of 3,827 to a 
total of 1,310. If participants anchored on their SOs during 
the target profile questions, we would expect a positive 
relationship between judgment difference and reaction time 
for the SO and the target, but not for the self and the target. 
The condition of cognitive load was predicted to make 

                                                             
2 Participants were told that target profiles were created from 

descriptive information taken from online social media profiles 
from people named “Terry” and “Pat.” In reality, they were created 
by lifting the statements ranked by participants as “most 
descriptive” in feature listing procedure to fill in blanks in a profile 
template. A sentence in the profiles used the participant selected 
traits in a statement of how others describe the target.  
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judgment differences between the self and the target and 
yoke profiles smaller, but not for the SO. 
   As such, eight hierarchical linear models were tested. Four 
models tested the hypothesis of anchoring and adjustment 
from a significant other, and four models tested the 
hypothesis that cognitive load reduces differences between 
the self and the target profile. 
   The dependent variables in the models testing the first 
hypothesis were judgment differences between the 1. Self 
and target profile, 2. Self and yoke profile, 3. SO and target 
profile, and 4. SO and yoke profile. Logged reaction times 
on the Day Two profile task for the respective profiles was 
entered as a continuous predictor and load was entered as a 
binary predictor variable. Each model was compared to its 
respective null model for comparison. 
   The four models testing the effect of cognitive load used 
the same dependent and independent variables, and included 
an additional predictor variable of the self-SO judgment 
differences. This additional predictor controlled for variance 
accounted for by both self and SO in trial to trial differences 
between the self and SO such that it would be clear which of 
the two dependent people were being mentally anchored 
upon. We predicted that the binary cognitive load variable 
would predict smaller differences between the self and 
target and yoke profiles, but not between the SO and target 
and yoke profiles. Finally, subject number was included as a 
nested variable in these models. Each of these models were 
also compared to their respective null models. 

Results 
   There were 196 trials in which participants failed to 
respond to the statement trials in the given response interval. 
These trials were excluded from the relevant analysis. 

The hierarchical models testing the role of a well-known 
significant other in anchoring and adjustment during social 
inferences revealed the predicted results. First, the model 
testing reaction time and load upon SO-target judgment 
differences revealed a positive linear relationship between 
discrepancy between the SO and the target, b = .456, 
t(1,244) = 2.32, p = .02, such that as reaction times 
increased, so too did differences between the SO and the 
target (load non-significant, b = -.038, t(1,244) = -.348, p = 
.73). Secondly, the model testing the same independent 
variables against self-target judgment differences revealed a 
negative relationship between reaction time and 
discrepancy, b = -.428, t(1,244) = -2.05, p = .04, such that 
increases in reaction time were associated with lower 
differences between the self and the target (load non-
significant, b = -.153, t(1,244) = -1.3, p = .193). Though not 
predicted, this is even stronger evidence that the self was 
not being anchored upon in target profile judgments. Further 
support for this hypothesis is found analyzing yoked profile 
differences. Similar to the self-target analysis, a negative 
relationship between SO-yoke differences and reaction time 
was found, b = -.683, t(1,242) = -3.48, p = .0005, (load non-
significant, b = -.05, t(1,242) = -.412, p = .68), 
demonstrating that to reduce differences between the SO 

and the yoke, reaction time increased. No relationship was 
found between self-yoke differences and reaction time, b = 
.04, t(1,242) = .245, p = .8, but there was a negative trend of 
cognitive load on self-yoke differences, b = -.224, t(1,242) = 
-1.89, p = .06. Compared to a null model, however, this 
model was both higher in AIC (5661.721 vs. 5663.659, 
respectively) and no more explanatory (deviance = .062, p = 
.803). All other models had lower AIC values and 
significantly higher deviances than their respective null 
models (all deviances > 4.2, p < .05). 

The hierarchical models testing the effect of cognitive 
load upon adjustment from self and SO anchors revealed 
results consistent with the prediction that cognitive load 
reduces adjustment, but only away from the self anchor. In 
all four subsequent models, since differences with between 
the self and the SO were entered as predictors into the 
models, these differences were all highly significant, as the 
correlation amongst judgments for all profiles was high (all 
p’s < .0000). The model testing the effect of cognitive load 
upon self-target differences revealed a negative trend of 
load, b = -.177, t(1,243) = -1.83, p = .067, such that 
cognitive load tended to reduce the differences between the 
target and the self (reaction time non-significant, b = -.15, 
t(1,243) = -.84, p = .4). This model also had a lower AIC, 
but only marginally outpredicted the null model (deviance = 
3.364, p = .067). The model examining the effect of load on 
SO-target differences revealed no effects of either load, b = 
-.12, t(1,243) = -1.31, p = .19, or reaction time, b = -.119, 
t(1,243) = 1.48, p = .13. This model was also did had a 
higher AIC 4965.219 vs. 4964.957) and did not predict 
more variance than a null model (deviance = 1.73, p = .18). 
In examining the analysis of load upon self-yoke 
differences, a negative effect of load was again found, b = -
.25, t(1,243) = -2.45, p = .014, and a negative trend of 
reaction time was found, b = -.303, t(1,243) = -1.8, p = .07. 
Finally, the analysis of SO-yoke differences revealed no 
effect of load, b = -.167, t(1,241) = -1.61, p = .11, but a 
negative relationship between reaction time and SO-yoke 
differences, b = -.653, t(1,241) = -3.87, p = .0001. 
Additionally while this model had a slightly lower AIC, it 
did not outpredict its null model (deviance = 2.61, p = .1).  
These last two analyses are intriguing as they reveal not 
only that cognitive load appears to make inferences of 
others more similar to the self, but also that an anchor other 
than the self or the SO appears to be taking place, despite 
not having asked any questions about a significant other 
similar to the yoke. 

 

Discussion 
The present study revealed that social inferences can be 

made using a process of anchoring and adjustment when 
targets are dissimilar from ourselves, as long as we have a 
significant other knowledge base that resembles the target. 
Specifically, we found a positive linear relationship between 
SO-target differences and reaction time and a negative 
relationship between self-target differences and reaction 
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time. Although this self-target relationship was not 
predicted, it is even stronger evidence that participants had 
anchored upon their SO’s, rather than themselves. To adjust 
away from an anchor takes time, and as this adjustment 
takes place serially, the linear relationship between the SO 
and the target is in line with this phenomena. The negative 
relationship between self-target differences suggests that, in 
order to make judgments about the target that are more 
similar to the self, one must serially adjust away from their 
SO anchor, taking time. Thus, the smaller the difference 
between the self and the target, the longer the reaction time. 
The inverse of this pattern was found for the yoked profiles, 
in that the positive relationship existed between self and 
yoke, and the negative relationship between SO and yoke. 
Again, this demonstrates that the self served as a better 
model for making social inferences than the SO, further 
clarifying the tendency to anchor on SO’s as being specific 
to the profiles designed to be similar to the SO, not someone 
else’s SO. 

Further, we showed initial evidence that mentalizing 
about others using SO knowledge as an anchor is a 
cognitively demanding process, such that when under 
cognitive load, responses tended to be more similar to the 
self (and not the SO) for both the target and yoke profiles. 

The self is a critically important part of social cognition, 
and serves as a fundamental way to understand others. 
These results indicate that, in line with previous findings, 
the self seems to serve as a default model to make social 
inferences, as in the cognitive load conditions and yoked 
profile comparisons. However, given the presence of a more 
applicable social knowledge base, people seem to be 
capable of using the process of anchoring and adjusting 
upon their knowledge of another, so long as they are well 
known to them. 

   Here we see an elaboration of social cognitive processes 
such that several research domains are consolidated, and 
expanded upon. As anchoring and adjustment from the self 
in social inferences of similar others naturally proceeded 
from research on similarity and basic cognition, so too does 
the concept of using knowledge about well known SO’s to 
inform inferences about those similar to a SO, given the 
research on chronic access to SO information and the 
relational self theory.  

There are several ways this process could be instantiated. 
The most parsimonious theory appears to us in the use of 
SO knowledge as an exemplar. Previous research on 
anchoring and adjustment by Mussweiler and Strack (2000) 
has demonstrated that easily accessible exemplar knowledge 
is regularly used to make estimates about anchor-consistent, 
but not anchor-inconsistent information. Similarly, Epley et 
al. (2004) found that the egocentric bias was enhanced when 
under conditions resembling cognitive load. In this way, one 
could think of the relational self theory as an extension of 
categorization and exemplar representation into the field of 
social cognition.  

Further, the finding that cognitive load seems to cause 
people to default back to their own preferences provides 

evidence that this process is cognitively effortful, and that, 
lacking resources, we default back to the most readily 
available source- ourselves. This is in line with the theory of 
model-based reinforcement learning and decision-making 
put forth by Daw and Doya (2006). Specifically, when we 
are trying to navigate an environment that is not well 
known, cognitive resources are required to mentally explore 
the environment to better understand it. However, a lack of 
resources leads people to behave as they do in other, already 
well-learned settings. Our results indicate that one might be 
able to perceive novel social targets as novel environments 
unto themselves, and that understanding them can be made 
easier by looking for similarities with those we know well. 
We assume that traits of our close friends and family must 
be shared with this person who seems somewhat similar to 
them. Upon employing cognitive resources for other tasks, 
however, we end up resorting to the easiest model we have, 
our own self knowledge. Thus, we simply assume that 
others are more like ourselves and adjust for idiosyncrasies 
from there, rather than using the better, more cognitively 
expensive model. 

While the current findings demonstrate novel features 
about social cognitive functions (and shortcomings thereof), 
it is important to note features of the study that leave further 
questions to be addressed. First, it is unclear if people are 
actually anchoring upon themselves when making yoke 
inferences, or on someone else. As a result, it is unclear just 
how similar a social target has to be to a SO in order to 
initiate the process of SO anchoring and adjustment. It 
would be useful to know if certain types of information 
about others or certain amounts of information can enhance 
or dampen this effect. Second, the finding that cognitive 
load makes judgment differences more similar to the self is 
only strongly indicated in yoke judgments, and is 
marginally significant in target judgments. It is possible that 
the process of adjusting away from a self anchor vs. 
adjusting from a SO anchor can be traded off, resulting in 
either a combination of the two, or a trial by trial 
instantiation of one process or the other. Further research is 
required to determine the specific impact of cognitive load 
in these types of social judgments, as well as other 
judgments of new preferences for our selves and others.  
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Abstract

The ability to ground conversational referents is a key require-
ment for human dialogue. This process, known as reference
resolution, has received much attention from both psycholin-
guists seeking to understand how humans process language
and computer scientists seeking to improve the performance
of language-capable agents. However, the majority of previ-
ous research has focused on what we term closed-world ref-
erence resolution, in which the set of possible referents is as-
sumed to be known a priori. In this paper we present a domain-
independent model of open-world reference resolution which
appropriately handles uncertain knowledge, and the results of
an empirical human-subject experiment conducted to verify
the model’s predictions.

Keywords: computational modeling, natural language un-
derstanding, reference resolution

Introduction
The ability to ground conversational referents is a key re-
quirement for human dialogue. This process, known as refer-
ence resolution, has received much attention from both psy-
cholinguists seeking to understand how humans process lan-
guage and computer scientists seeking to improve the perfor-
mance of language-capable agents. However, the majority of
previous research has focused on what we term closed-world
reference resolution, in which the set of possible referents is
assumed to be known a priori, and there has been little con-
sideration of what we term open-world reference resolution,
in which entities not known a priori may be referenced, lead-
ing to modification of existing knowledge and/or the creation
of new representations. For example, consider an agent who,
after entering a building for the first time, is told:

(1) I’ll be in the office across the hall from the kitchen.

The agent will need to identify which portions of the ut-
terance refer to entities he already may know about (i.e., "the
hall"), and which portions refer to entities he does not yet
know of (i.e., "the office" and "the kitchen"). The agent
will then need to modify his internal representation of the
building’s structure using the information provided about the
newly mentioned entities. New information may be commu-
nicated either intentionally (i.e., if an agent says "There is a
kitchen across from the breakroom"), or unintentionally due
to erroneous assumptions about common ground (i.e., If an
agent says "I was in the kitchen across from the breakroom"
without realizing that their interlocutor is not familiar with
the kitchen and/or the breakroom). In short, the agent must
be able to handle incomplete knowledge, one of three forms
of imperfect knowledge we identify.

One way to empirically study such human capabilities is
through computational cognitive modeling of those capabil-
ities, i.e., the development of detailed mathematical or algo-
rithmic models which can be implemented to simulate those
capabilities(Sun, 2008). The development of such models al-
lows one to make predictions as to the processes underlying
human cognition, and what is more, actually allows one to
test those predictions by comparing their model’s behavior to
human behavior. Thus one way to study human mechanisms
for open-world reference resolution is to develop a compu-
tational model that provides such resolution capabilities to a
machine.

A model of open-world reference resolution should be able
to handle at least three types of imperfect knowledge. First, it
should handle incomplete knowledge as previously discussed,
in which all candidate referents are not known a priori. Sec-
ond, it should handle ambiguous knowledge, in which multi-
ple candidate referents are known (e.g., if in Example 1 the
listener knows of two kitchens in the current hallway). This
is a general capability of all models of reference resolution,
and thus will receive limited attention in this paper. Third, a
model of open-world reference resolution should handle un-
certain knowledge, in which relations and properties are not
known with absolute confidence (e.g, if in Example 1 the lis-
tener knows of a room which it thinks to be a kitchen, but
is not entirely sure). As we will discuss, no previous model
satisfactorily models every type of imperfect knowledge.

In addition, a model of open-world reference resolution
should be domain-independent. The majority of computa-
tional models of reference resolution target a specific domain,
such as descriptions of objects or locations. However, while
different thought processes may be employed in understand-
ing Examples 1 and, say, "Jim’s uncle is a paleontologist", a
single mechanism should be used for the tasks of acquiring
and arbitrating between candidate referents in both examples.

In this work, we present a domain-independent compu-
tational model of open-world reference resolutions which
meets all the aforementioned criteria. As a first step, we se-
lect a challenging but tractable set of natural language utter-
ances to model: complex, first-mention definite noun phrases.
Definite descriptions in general are one of the most com-
mon forms in natural language (Brown-Schmidt, Campana,
& Tanenhaus, 2002), especially in domains with a limited
(i.e., tractable) number of possible candidate referents (Hanna
& Tanenhaus, 2004). First-mention definite noun phrases
(which introduce new entities into the discourse) are attrac-
tive as they exhibit the open-world aspects we seek to capture,
and are known to be particularly difficult to process (Fraurud,
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1990). Finally, we seek to tackle both simple and complex
first-mention definite noun phrases, in which referents are de-
scribed in relation to one or more "anchors", thus providing
additional decision boundaries between known and unknown
knowledge.

The remainder of the paper will proceed as follows: first,
we will define our model at a computational level of analysis
(Marr, 1982). We will then discuss the model with respect
to our explicit modeling goals (i.e., handling of imperfect
knowledge, and domain independence), as well as its rela-
tion to previous work. Next, we will present an empirical
human-subject experiment conducted to verify our model’s
predictions. Finally, we will conclude with discussion of pos-
sible directions for future work.

Model Definition
In this section, we first define our model’s parameters, and
then define the model itself at a computational level.

Parameters
1. S: A set of formulae describing the semantic con-

straints imposed by a referential expression. For the
resolution of Example 1, S might take a form such as
{room(X)∧room(Y )∧hall(Z)∧o f f ice(X)∧kitchen(Y )∧
across_ f rom(X ,Y,Z)}.

2. M: A world model containing some number of atomic en-
tities whose relationships can be described using formu-
lae such as those contained in S. It is important to note,
however, that we make no claims over the actual informa-
tion storage or retrieval methods for M. For the resolution
of Example 1, M might consist of a cognitive map whose
atomic entities are various locations, and for which formu-
lae such as across_ f rom(X ,Y,Z) can be assessed.

3. V : A sequence of variables used in S, for which each vari-
able Vi (from i = 0 to |V | − 1) is defined in reference to
variable Vi+1, For the resolution of Example 1, this might
be {X ,Y,Z} if it is determined that the office (X) is defined
in reference to the kitchen (Y ), and that the kitchen is in
turn defined in reference to the hallway (Z).

Computational Model
We model the problem of open-world reference resolution as,
given S, M and V , the problem of finding (1) the longest suffix
Θ of sequence V for which there exists a probable mapping
between variables in Θ and entities in M, and (2) the most
probable mapping for Θ. A mapping is deemed probable if
its probability (as assessed in M) is above some threshold τ.
Intuitively, we wish to find the longest suffix because new in-
formation is typically defined relative to old information, and
thus we would expect to be able to make a cut at some point
in V that partitions it into two sub-sequences which contain
new and old entities, respectively.

When seeking a probable mapping for sequence Θ, the
model must consider the hypothesis space of possible bind-
ings between the subset of variables from V that exist in suffix

Θ and atomic entities in M. This hypothesis space is denoted
as HΘ. The model must evaluate the probability of each map-
ping in HΘ on the basis of P(s|h) for each s in the subset of
formulae from S that use variables found in suffix Θ, denoted
as SΘ. For example, if no probable mapping is found when
V = {X ,Y} and S= {room(X),hall(Y ),across_ f rom(X ,Y )},
the next step would be to check for a probable mapping when
Θ = {Y} and SΘ = {hall(Y )}.

We are thus able to define our model using a set of four
equations:

Φ(HΘ,SΘ,M) = argmax
h∈HΘ

P(SΘ|H) (1)

P(SΘ|h) = ∏
s∈SΘ

P(s|h) (2)

Θ j = {V j ◦ · · · ◦V|V |} (3)

resolve(V,S,M) = Φ(HΘi ,SΘi ,M) |
i = min{ j | P(SΘ j |Φ(HΘ j ,SΘ j ,M))> τ}

(4)

Here, Equations 1 and 2 indicate that the process Φ of se-
lecting the best hypothesis h is equivalent to finding the hy-
pothesis with the highest probability, which in turn is calcu-
lated by finding the sum of the probabilities of each formula
in S being true under hypothesis h. The process of assessing
these formula-level probabilities will differ depending on the
domain of M and type of formula. For example, very differ-
ent processes might be used for evaluating the probabilities
of two locations being across a hall from each other and for
evaluating the probabilities of two people being brothers.

Equation 3 simply serves as shorthand indicating that suffix
Θ j consists of the elements of V starting at element j. Finally,
Equation 4, states that the best hypothesis overall is the best
hypothesis for suffix Θi, where i is the smallest number such
that the probability of that suffix’s best hypothesis is greater
than some threshold τ.

Discussion and Related Work
As stated in the Introduction, we are interested in creating
a model of reference resolution which handles incomplete,
uncertain and ambiguous knowledge, and which is domain-
independent. We will first discuss the degree to which we
have achieved each of these goals, and then discuss models
which have sought to handle other aspects of reference reso-
lution which we do not account for.

Incomplete Knowledge
Because we model open-world reference resolution as the
problem of finding (1)the longest suffix of a variable sequence
and (2) the most probable variable-to-entity mapping for that
sequence, our model produces, as a side effect, a prefix se-
quence of variables which are not mapped to any entities. If
an agent creates abstract representations for the unknown or
hypothetical entities corresponding to these unmapped vari-
ables (using the formulae in S containing those variables),
she will be able to discuss and reason about those entities
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without having physically experienced them. This is a signif-
icant advancement from previous approaches, which either
operate under an entirely closed-world assumption (i.e., that
all possible candidates are known a priori) or which trans-
late utterances directly to actions which must immediately
be carried out before an agent is able to discuss or reason
about the described entities (Matuszek, Herbst, Zettlemoyer,
& Fox, 2012; Duvallet et al., 2014). To the best of our
knowledge, this capability has only been previously achieved
by (Williams, Cantrell, Briggs, Schermerhorn, & Scheutz,
2013). However, that approach makes a number of strong
domain-dependent assumptions, and assumes full certainty of
its knowledge.

Uncertain and Ambiguous Knowledge
Like most previous computational models (excepting, e.g.,
(Matuszek et al., 2012) and (Williams et al., 2013)), ours
uses a probabilistic approach, and is thus able to resolve ref-
erences in the face of uncertain knowledge. This allows a
model to better arbitrate between multiple ambiguous candi-
dates on the basis of certainty. However, as no existing ap-
proach to our knowledge explicitly represents an agent’s ig-
norance, we believe that all current approaches fall short of
the ideal. We believe that modeling of an agent’s ignorance is
critical, as it facilitates arbitration between exploration (e.g.,
through dialogue, focused attention, or physical exploration)
and exploitation (i.e., choosing and acting on the most likely
candidate referent). In future work, we hope to come closer
to this ideal through the use of a Dempster-Shafer theoretic
knowledge representation scheme. A Dempster-Shafer theo-
retic approach is attractive as it offers an elegant representa-
tion of uncertainty which differentiates between uncertainty
from ambiguity and uncertainty from ignorance, in a way
which does not require commitment to a particular probabil-
ity distribution. This will also enable better integration with
our Dempster-Shafer theoretic models of pragmatic analy-
sis and generation (Williams et al., 2014; Williams, Briggs,
Oosterveld, & Scheutz, 2015).

Domain Independence
Our model is not defined with respect to any particular do-
main. This is in contrast to most previous computational
models of embodied reference resolution, which choose a
particular domain to target, such as descriptions of routes
(Matuszek et al., 2012; Fasola & Matarić, 2013; Kruijff,
Janícěk, & Zender, 2012; Duvallet et al., 2014), locations
(Williams et al., 2013), interface elements (Chai, Prasov,
Blaim, & Jin, 2005), or tabletop-objects (Scheutz, Krause,
& Sadeghi, 2014; Kruijff, Kelleher, & Hawes, 2006).

An exception to this is the G3 model used by (Kollar,
Tellex, Roy, & Roy, 2014). This model is in principle do-
main independent, but must be trained on a particular chosen
domain, and only models closed-world reference resolution.
While Kollar et al. use beam-search for the most probable sat-
isfaction of the variables contained in the model, we instead
use best-first search, as a large number of viable candidates

may exist at each step. When resolving a reference to some
"room", for example, it would be imprudent to discard places
that did not fall in the top ten most likely to be considered
"rooms" since there may be hundreds of places that satisfy
this constraint to a high degree.

Both our model and the G3 model have the shortcoming of
only handling a single domain at a time, however: G3 must
be trained on a target domain, and our model currently as-
sumes that all entities referenced in an utterance are mem-
bers of the same domain, as indicated by the use of a single
world model M. The ideal model of reference resolution, on
the other hand, would be able to interpret expressions such
as "the man we had lunch with in that little cafe last week",
which refers to entities from multiple domains. This capabil-
ity is the focus of our ongoing work.

Of course, domain-independence and handling of imper-
fect knowledge are not the only important aspects of refer-
ence resolution which must be modeled: we will next exam-
ine models of reference resolution from the psycholinguistics
literature, which have mainly focused on concerns such as
incrementality.

Related Psycholinguistic Work

Among relevant psycholinguistic models of reference reso-
lution, our work is most similar to that of (Schlangen, Bau-
mann, & Atterer, 2009), which presents a Bayesian model of
reference resolution. Under this model, a default a decision
of "undecided" is maintained until a candidate with posterior
probability above some adaptive threshold is found. In con-
trast, when the best hypothesis our model can find is below
the threshold τ, it is treated not as "undecided", but rather
as an indication that the referent of the utterance should be
considered to be "new", and that the supposedly "given" por-
tion of the noun-phrase (i.e., the referent’s anchor) should be
examined to determine if it too should be considered to be
"new". (Here we use the "given/new" dichotomy tradition-
ally employed at the sentence level (e.g., (Haviland & Clark,
1974; Clark, 1975))). However, (Schlangen et al., 2009), ex-
ploit the benefits provided by an incremental approach, while
we do not. Much research has demonstrated the incremental
nature of human language understanding(Eberhard, Spivey-
Knowlton, Sedivy, & Tanenhaus, 1995), and shown how
incremental language understanding facilitates fast process-
ing and disambiguation of statements in, e.g., visual search
tasks (Spivey, Tyler, Eberhard, & Tanenhaus, 2001; Krause,
Cantrell, Potapova, Zillich, & Scheutz, 2013). While the in-
cremental aspects of language processing were not the focus
of our model, we aim to adapt an incremental, parallel ap-
proach like that seen in (Scheutz et al., 2014) in the future.
In that work, Scheutz et al. used an incremental, parallel
model of language-guided visual search. By effecting a sim-
ilar approach, we could extend our model to handle the in-
cremental aspects of natural language, increase performance
through parallelization, and overall better model the cognitive
processes in which we are interested.
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Experiment
In the previous sections, we presented a model for domain-
independent, probabilistic, open-world reference resolution
of complex, first-mention definite noun-phrases, and dis-
cussed our model with respect to our modeling goals, and our
model’s relation to previous work. In this section, we present
an empirical human-subject experiment to verify our model’s
predictions.

For this experiment, participants were recruited using
Amazon Mechanical Turk. The pool of subjects who finished
the task consisted of 40 participants (18 Male, 22 Female)
with mean age 34.75. Participants were paid $2.00 to per-
form the task. Each participant was asked to consider three
sets of referential statements. For each of the three sets of
statements, they were provided with the corresponding third
of the following knowledge base shown in Table 1.

ID Name Description
1 Jim Nelson Doctor (pretty sure). Friends with

Sam Greene.
2 Sam Greene friends with Jim Nelson. Probably

male.
3 Jim Cruz ?
4 Mary Greene Sister of Sam Greene.
5 Frank Roberts Jon says he’s a painter, but Craig

says he’s an
author . . . ? Lives next door to
Nicolas.

6 Martin Francis Painter, lives next door to Heidi.
7 Kristy Roberts Might be the daughter of Frank

Roberts. Unsure.
8 Heidi Wilkerson Chemist, lives next door to Martin.
9 Nicolas Morris Chemist, lives next door to Frank.
10 Craig Horton Chemist, might work with Heidi?

Probably doesn’t work with Nico-
las, but who knows.

11 Ted Wells Baker. Possibly brothers with
Phillip and/or Troy.

12 Phillip Wells Brewer. Possibly brothers with Ted
and/or Troy.

13 Troy Wells Byron’s friend. Possibly brothers
with Phillip and/or Ted.

14 Laurie Rodgers Byron’s friend. Girlfriend of one of
the Wells brothers.

15 Sally Owens Teacher. Sibling of Willie Owens.
Laurie’s neighbor.

16 Willie Owens Customs officer. Possibly female.
Sibling of Sally Owens.

17 Byron Todd Could be a podiatrist . . . or maybe
a pediatrician.

Table 1: Knowledge Base provided to participants. In bold
are words indicating uncertain information.

Participants were told that their siblings were planning a
party, and that the aforementioned list was a list of people
their sister had invited. Each participant was then given a
second list corresponding to each third of the second column
of Table 2, and were told that each description in this list rep-
resented a description given by their brother of someone he
wanted invited to the party, that anyone mentioned in a de-
scription needed to be invited as well, and that it was their
job to determine, for each person mentioned in one of their
brother’s descriptions, whether or not that person already ap-

peared on their sister’s list and if so who that person was.
The sixteen referential expressions used in this evaluation

specifically probed 16 conditions we will now describe.
We delineate four categories of uncertainty that can apply

to the resolution of a given entity: 0: No valid referent can
be found (requiring modeling of incomplete knowledge), 0.5:
One valid but tenuous referent can be determined, and it is
thus unclear whether the correct referent has been found or
whether the correct referent is yet unknown (requiring mod-
eling of uncertain knowledge), 1: Exactly one valid referent
can be found, and 2: Multiple valid referents can be found
(requiring modeling of ambiguous knowledge).

In the resolution of a referential description, these cate-
gories can apply either to the target (i.e., the intended ref-
erent) of a referential description or to one or more of its an-
chors. For example, in the referential description "The uncle
of the doctor’s brother", the uncle is the target, and the doc-
tor and the doctor’s brother are the anchors. Similarly, when
considering the subclause the doctor’s brother, the brother is
the target, and the doctor is the anchor.

Sixteen classes of uncertainty are created by classifying
referential descriptions into four classes T0, T0.5, T1, T2
based on the uncertainty status of the referential description’s
target, crossed by four classes A0, A0.5, A1, A2 based on the
uncertainty status of the referential description’s anchors.

The sixteen referential expressions we used to probe these
sixteen classes of uncertainty are listed, along with their un-
certainty class, in columns 1 and 2 of Table 2. For each
expression, our model was provided the same knowledge
encoded in logical form, with confidences attached to each
statement indicative of any uncertainty associated with that
statement. For example, the agent was told that Kristy was
the daughter of Frank with probability 0.5. All terms used to
effect these probability values are highlighted in Table 1. Our
model was then provided with the same referential descrip-
tions as were given to participants, encoded into logical form,
with hand-annotated variable orderings.

Results
The results of this experiment are summarized in Columns
3-5 of Table 2. Here, Column 3 shows the most frequent hu-
man response given for each referential expression, and the
result or set of equally-likely results returned by the model
are shown in Column 4. In both cases, referents deemed not
already on the guest-list are denoted "?". For those referents,
the model added new entries to the knowledge base and up-
dated existing entries appropriately.

Column 5 of Table 2 shows the percentage of participants
whose response aligned with each model responses, with con-
ditions in which the most frequent human response matched
a model responses displayed in bold in Column 1.

The results show that in 13 of the 16 conditions (81%), the
model gave the response that was most frequent among the
human participants. In these cases, human responses aligned
with a model-given response 71% of the time. It is important
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Condition Description given to participant Most Frequent Human Response Model Responses %
A1:T1 The doctor’s friend’s sister (Sister:4, Friend:2, Doctor:1) (Sister:4, Friend:2, Doctor:1) 80.0
A2:T1 Jim’s friend (Friend:2, Jim:1) (Friend:2, Jim:1) 60.0
A2:T0 Jim’s daughter (Daughter:?, Jim:1) (Daughter:?, Jim:1) 47.5

(Daughter:?, Jim:3) 37.5
A0:T0 Tabitha’s mother (Mother:?, Tabitha:?) (Mother:?, Tabitha:?) 90.0
A2:T2 The chemist’s neighbor (Neighbor:6, Chemist:8) (Neighbor:6, Chemist:8) 22.5

(Neighbor:5, Chemist:9) 15.0
A0.5:T0 Craig’s coworker’s neighbor’s son (Son:?,Nei.:6,Co.:8,Craig:10) (Son:?,Nei.:6,Cow.:8,Craig:10) 65.0
A0:T1 Marion’s daughter Kristy (Kristy:7,Marion:?) (Kristy:?,Marion:?) 18.5
A0.5:T0.5 Craig’s coworker’s neighbor’s daughter (Daug.:?,Nei.:6,Co..:8,Craig:10) (Daug.:?,Nei.:6,Co.:8,Craig:10) 50.0
A1:T0.5 Troy’s girlfriend (Girlfriend:14,Troy:13) (Girlfriend:14,Troy:13) 55.0
A1:T2 The baker’s brother (Brother:12,Baker:11) (Brother:12,Baker:11) 70.0

(Brother:13,Baker:11) 5.0
A0:T2 The chemist, Billie’s father (Father:?,Billie:?) (Father:?,Billie:?) 97.5
A0:T0.5 Michelle’s daughter, Willie (Willie:16,Michelle:?) (Willie:?,Michelle:?) 5.0
A1:T0 Sally’s wife (Wife:?,Sally:15) (Wife:?,Sally:15) 95.0
A2:T0.5 The Wells boy’s girlfriend (Girlfriend:14,Wells boy:13) (Girlfriend:?,Wells boy:11) 5.0

(Girlfriend:?,Wells boy:12) 2.5
(Girlfriend:?,Wells boy:13) 2.5

A0.5:T1 Troy Wells, the podiatrist’s friend (Troy Wells:13,Podiatrist:17) (Troy Wells:13,Podiatrist:17) 85.0
A0.5:T2 The podiatrist’s friend (Friend:13,Podiatrist:17) (Friend:13,Podiatrist:17) 27.5

(Friend:14,Podiatrist:17) 20.0

Table 2: Evaluation Results. (1) Each condition, (2) the expression used to probe that condition, (3) the most frequent human
response for that description, (4) the model responses for that description (with multiple rows used when multiple responses
were returned), and (5) the percentage of human participants who provided the same answer as the model for each model
response. Cases in which the most frequent human response matched a model response are bolded in Column 1.

to note that any low percentages of agreement in these cat-
egories are not indicative of model shortcomings, but rather
of diversity of human response. In addition, in four of the
five cases in which the model produced multiple responses
deemed equally likely, the percentages of human responses
aligning with each of those responses differed by at most
10%. We discuss the fifth case below.

Overall, these results suggest that our model was success-
ful at modeling reference resolution. We will now turn our
attention, towards those few cases where human and model
responses did not align: A0:T1, A0:T0.5, and A2:T0.5. All
three are examples of false negatives, in which the model
failed to find a match it thought sufficiently probable. These
are strictly better than false positives in which the model is
overconfident in an incorrect match.

In the first two cases, participants’ answers suggested that
they were willing to overlook the fact that their "sibling’s"
directions erroneously referenced an anchor they were not fa-
miliar with because the reference’s target was uniquely iden-
tifiable by a fairly unique label. Future investigation will be
needed to determine if this response was due to the use of
proper nouns or due to a reliance on prior probabilities.

Finally, we discuss condition A2:T0.5, in which the most
frequent human response was that "the girlfriend" referred to
entry 14 (Laurie Rodgers) and that the "Wells boy" referred
to entry 13 (Troy Wells), while the model instead produced
three hypotheses it considered equally likely; one for each
known male with the surname Wells, with "the girlfriend"
considered unknown in each hypothesis. We believe that this
discrepancy is due to an unintentional connection between
survey questions: our guess is that readers assumed that since
Laurie Rodgers was likely referenced in question 9, that she

was also the referent of question 14 given the similarity be-
tween the two questions. Our model, on the other hand, per-
forms each resolution in isolation, and thus found Laurie to
be too unlikely a candidate in question 14. A similar expla-
nation can be given for the wide difference in percentage of
humans aligning with the two responses provided for condi-
tion A1:T2, which the model deemed equally likely; since
Troy Wells (entry 13) was already chosen by the majority of
participants as the referent for the previous question, he may
have seemed to be a less likely choice. If this explanation is
correct, our model’s performance might improve if integrated
into an embodied model able to account for environment-
and dialogue-related contextual factors, as also suggested by
previous psycholinguistic work (e.g., (Brown-Schmidt et al.,
2002; Hanna & Tanenhaus, 2004)).

Conclusion
We have presented a domain-independent model for open-
world reference resolution of complex, first-mention definite
noun-phrases. We discussed our model’s ability to handle
uncertain, incomplete and ambiguous knowledge, and how
this relates to previous models. We then demonstrated our
model’s ability to model the majority of a comprehensive set
of resolution test cases, yielding behavior comparable to hu-
man participants.

There are several ways we hope to improve our model
in the immediate future. First, we must investigate the test
cases in which our model’s behavior did not align with hu-
man behavior. Second, we plan to examine the performance
of our model when a Dempster-Shafer-theoretic approach to
knowledge representation is used, as it has proven to be an
effective way to represent an agent’s own ignorance. Third,
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the model should be modified to simultaneously use multiple
world models. This is a modification that is underway but is
not has yet been fully evaluated. Finally, as previously men-
tioned there are a variety of suggestions from the psycholin-
guistic literature which would improve the performance of
our model, such as a parallel, incremental examination of the
semantic constraints imposed by referential expressions, and
the ability to use environment- and dialogue-related context
to arbitrate between candidates produced by the model.
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Abstract 

Multi-modal discourse comprehension requires speakers to 
combine information from speech and gestures. To date, little 
research has addressed the cognitive resources that underlie 
these processes. Here we used a dual task paradigm to test the 
relative importance of verbal and visuo-spatial working 
memory in speech-gesture comprehension. Healthy, college-
aged participants encoded either a series of digits (verbal 
load) or a series of dot locations in a grid (visuo-spatial load), 
and rehearsed them (secondary memory task) as they 
performed a (primary) discourse comprehension task. The 
latter involved watching a video of a man describing 
household objects, viewing a picture probe, and judging 
whether or not the picture was related to the video. Following 
the discourse comprehension task, participants recalled either 
the verbally or visuo-spatially encoded information. 
Regardless of the secondary task, performance on the 
discourse comprehension task was better when the speaker’s 
gestures were congruent with his speech than when they were 
incongruent. However, the congruency advantage was smaller 
when the concurrent memory task involved a visuo-spatial 
load than when it involved a verbal load. Results suggest that 
taxing the visuo-spatial working memory system reduced 
participants’ ability to benefit from the information in 
congruent iconic gestures. 

Keywords: depictive gesture; iconic gesture; language 
comprehension; multi-modal discourse; working memory 

Introduction 
During multi-modal discourse comprehension, listeners are 
tasked with integrating visual information conveyed in 
speakers’ gestures with semantic information conveyed by 
their speech. Utilizing gestural information likely recruits 
working memory (WM) resources because it relates to 
linguistic information at varying levels of granularity, such 
as the word-, phrase, and sentence-levels (Kendon, 2004). 
Here we investigate the relative import of verbal versus 
visuo-spatial working memory resources for multi-modal 
discourse comprehension. 

Prior research on multi-modal discourse comprehension 
has used a picture probe classification task in which 
participants view a multi-modal discourse prime followed 
by a picture probe that they judge as either related or 
unrelated to the previous stretch of discourse (Wu & 

Coulson, 2014). Reaction times for related picture probes 
are typically faster following discourse primes with 
congruent gestures that match the concurrent speech, than 
incongruent gestures that do not, suggesting congruent 
iconic gestures help convey information about the discourse 
referents (Wu & Coulson, 2014).  

Consistent with the suggestion that speech-gesture 
integration recruits the visuo-spatial WM system, the 
magnitude of these congruity effects has been shown to be 
larger in participants with greater visuo-spatial WM 
capacity (Wu & Coulson, 2014). Moreover, imposing a 
concurrent verbal load during this task yielded additive 
effects of gesture congruity and WM load, while a 
concurrent visuo-spatial load yielded interactive effects, as 
gesture congruity effects were greatly attenuated under 
conditions of high visuo-spatial load (Wu & Coulson, 
2014).  

Prior research thus suggests speech-gesture integration 
recruits cognitive resources shared by visuo-spatial WM 
load tasks. One shortcoming of this earlier research, 
however, is that the impact of verbal load on gesture 
comprehension was assessed in one group of participants, 
while the impact of visuo-spatial load was assessed in 
another. Observed differences in verbal versus visuo-spatial 
load might reflect incidental differences in the underlying 
cognitive abilities of the two groups of participants, or 
differences in the strategies each employed.  

The former possibility is particularly salient in view of 
models of working memory that emphasize the importance 
of individual differences in domain general abilities in 
executive function over modality specific working memory 
systems (e.g. Engle, 2002). According to such models, 
working memory capacity differences arise from domain 
general differences in the ability to maintain recently 
encoded information in the face of intervening information. 
Such executive attention models could explain results 
reported by Wu & Coulson (2014) as reflecting group 
differences in executive attention and fluid intelligence.   

In the present study, we utilized similar picture probe 
classification task to Wu & Coulson (2014).  However, we 
adopted a within- participants design to directly compare the 
impact of a concurrent verbal versus visuo-spatial load on 
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multi-modal discourse comprehension. The logic of this 
dual task paradigm is that if the two tasks recruit shared 
cognitive resources, performance of the secondary task will 
impair performance on the primary one. In the present 
study, the primary task was the picture probe classification 
task described above.  

Participants’ ability to integrate information in the speech 
and gestural channels was indexed in this paradigm by faster 
responses following congruent than incongruent gestures. 
Consequently, if the secondary tasks divert cognitive 
resources from the primary task, it would be indexed by the 
reduction or the elimination of congruency effects. That is, 
the presence of a large congruency effect, even under 
conditions of memory load, would suggest that the 
resources used in the two tasks are largely independent of 
one another.  Alternatively, a small congruency effect would 
signal that resources needed for speech-gesture integration 
were unavailable due to the demands of the secondary 
memory task.  

Given that the secondary tasks used here have previously 
been shown to be roughly matched for difficulty (Wu & 
Coulson, 2014), the critical question is whether congruency 
effects are larger when the discourse comprehension task 
was paired with a concurrent verbal versus visuo-spatial 
load task.  Hypothesizing that visuo-spatial WM resources 
are more important for speech-gesture integration than 
verbal WM, we predicted the congruency effects would be 
smaller under conditions of visuo-spatial than verbal WM 
load. Executive attention models, by contrast, would predict 
similar sized congruency effects under both sorts of loads. 

Methods 

Participants 
60 undergraduates (39 female) gave informed consent and 
received academic course credit for participation.  All 
participants were fluent English speakers. 

Materials 
Materials for the Primary (Discourse Comprehension) Task 
were identical to those used in Wu & Coulson (2014). 
Discourse primes were derived from continuous video 
footage of spontaneous discourse centered on everyday 
activities, events, and objects.  The speaker in the video was 
naïve to the experimenters’ purpose and received no explicit 
instructions to gesture. 

Short segments (2 – 8 s) were extracted in which the 
speaker produced both speech and gesture during his 
utterance.  Topics varied widely, ranging from the height of 
a child, the angle of a spotlight, the shape of furniture, 
swinging a golf club, and so forth.  For congruent primes, 
the original association between the speech and gesture was 
preserved.  To create incongruent counterparts, audio and 
video portions of congruent clips were swapped such that 
across items, all of the same speech and gesture files were 
presented; however, they no longer matched in meaning.  
Because of the discontinuity between oro-facial movements 

and verbal output in incongruent items, the speaker’s face 
was blurred in all discourse primes (congruent and 
incongruent). In an independent norming study using a five 
point Likert scale, the degree of semantic match between 
speech and gesture in the congruent trials was rated on 
average as 1.6 points higher than in the incongruent trials 
(3.8 (SD=.8) vs. 2.2 (SD=.7)). 
Related picture probes were derived from photographs 

depicting objects and scenes denoted by both the spoken and 
gestured portions of a discourse prime (see Figure 1).  
Unrelated filler trials were constructed by creating new 
prime-probe pairings that the experimenters deemed were 
unrelated to one another.   Related and unrelated trials were 
counterbalanced across four randomized lists, each 
containing 168 trials, and such that each picture occurred as 
a related probe following its associated congruent and 
incongruent discourse primes, and as an unrelated probe 
following a different pair of congruent and incongruent 
discourse primes.  No probes or primes were repeated 
within any list.  Verbal and visuo-spatial secondary recall 
tasks were evenly distributed across fifty percent of each 
trial type. 

Secondary Recall Tasks 
Each participant performed two types of secondary recall 
tasks. The verbal load task involved remembering 
sequences of spoken numbers. The visuo-spatial load task 
involved remembering sequences of dot locations in a two-
dimensional grid.  During the encoding phase of the verbal 
task, a series of four numbers (each ranging between one 
and nine) were selected pseudo-randomly, and presented via 
digitized audio files while a central fixation cross remained 
on the computer screen.  For the visuo-spatial task, four dots 
were shown sequentially in squares selected pseudo-
randomly within a 4 × 4 matrix.   

After the intervening primary task, participants were 
prompted to recall the secondary memory sets.  In the case 
of verbal loads, an array of randomly ordered digits from 1-
9 appeared in a row in the center of the screen, and 
participants clicked the mouse on the numbers that they 
remembered hearing in the order that they were presented.  
In the case of visuo-spatial loads, a blank 4 × 4 grid 
appeared, and participants clicked the mouse in the boxes 
where the dots had appeared in the order that they 
remembered seeing them.  For both types of recall, written 
feedback (either “Correct” or “Incorrect”) was shown on the 
monitor for half a second after the final mouse click. 
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Figure 1. Primary Picture Relatedness Task 

Trial Structure 
As outlined in Figure 2, each trial began with a fixation 
cross (1s), followed by the encoding phase of the secondary 
task.  In the case of visuo-spatial loads, each dot remained 
visible on the grid for one second.  In the case of verbal 
loads, sound files lasting approximately 500ms each were 
presented successively with 500ms pauses in between.  A 
half second pause concluded the encoding phase.   

Primary Task The picture classification portion of each 
trial began with a discourse video, presented at a rate of 
30ms per frame in the center of a computer monitor.  A 
picture probe appeared in the center of the screen 
immediately following the video offset, and remained 
visible until a response was registered.  Two squares labeled 
“Yes” versus “No” accompanied each picture at the bottom 
of the screen.  Squares were arranged side by side, and the 
mouse cursor was initialized to a location equidistant 
between the two.  Participants responded by clicking the 
mouse in the square labeled “Yes” on related trials and 
“No” on unrelated ones. No feedback was given.  

Secondary Recall Task After a brief pause (250ms), 
participants were prompted to recall secondary memory 
items.  Written feedback on secondary recall accuracy 
(“Correct” versus “Incorrect”) was presented for 500ms.  
Between trials, the screen was blank for a half second and 
the mouse cursor was reset to a neutral, hidden position. 

 

Figure 2. Trial Structure. Note that on any given trial, 
participants performed only one secondary memory task 
(encoding and recalling either the visuo-spatial load with 

the grid, or the verbal load with the digits). 

Procedure 
Participants were told they would be watching a series of 
short videos while rehearsing secondary memory items. 
Instructions began with an explanation of each kind of 
memory task, the verbal load task, referred to as ‘Digits’ 
trials, and the visuo-spatial task, referred to as ‘Dots’ trials. 
Participants were then told that each trial also involved a 
video of a man describing everyday objects and actions 
followed by a photograph. Participants were asked to watch 
and listen to each video, to respond ‘yes’ or ‘no’ whether 
the photograph depicted what the speaker was describing, 
and then to recall numbers or dot locations as prompted. 
Participants were encouraged to respond both as quickly and 
accurately as possible on the primary and secondary tasks.  
They were also encouraged to either visually or verbally 
rehearse items to be remembered. The dual-task portion of 
the experiment began after a short practice block comprised 
of two ‘Dots’ trials and two ‘Digits’ trials.  

After completion of the dual-task portion of the 
experiment, verbal and visuo-spatial WM capacity was 
assessed through two short tests – the Sentence Span task 
(Daneman and Carpenter, 1980) and the Corsi Block task 
(Milner, 1971) (see Wu & Coulson, 2014 for more detail 
about the implementation of these measures).  The Sentence 
Span task involved listening to sequences of unrelated 
sentences and remembering the sentence final word in each.  
All trials contained between two and five items, and were 
presented in blocks of three.  An individual’s span was the 
highest consecutive level at which all sentence final words 

2675



were accurately recalled (in any order) on at least two of the 
three trials in a block.   

In the Corsi Block task, an asymmetric array of nine 
squares was presented on a computer monitor.  On each 
trial, between three and nine of the squares flashed in 
sequence, with no square flashing more than once.  
Participants reproduced patterns of flashes immediately 
afterwards by clicking their mouse in the correct sequence 
of squares.  An individual’s Corsi span was the highest level 
at which at least one sequence out of five was correctly 
replicated (Conway et al., 2005).  The entire experimental 
session lasted approximately two hours. 

Analysis 
Data from four participants were excluded due to chance 
level accuracy on the primary task.  Response latencies were 
computed from the onset of the picture probe to the time of 
the key press.  Only correct responses to related probes were 
analyzed, yielding a 2 (Congruent/Incongruent Discourse 
Primes) x 2 (Verbal/Visuo-Spatial Recall) design.  Response 
times were trimmed within 2.5 standard deviations of each 
participant’s mean response time.  On average, 3% (sd=1%) 
of the data were lost.  RTs by subjects, as well as 
proportions of accurate responses, underwent two-way 
repeated measures ANOVA, and follow-up contrasts were 
performed with t-tests. A repeated measures ANOVA test 
with the same factors was also conducted on recall accuracy 
of secondary memory items (numbers or dot locations). 

Results 

Secondary Recall Accuracy Rates 
Secondary memory items were recalled slightly more 
accurately on trials involving congruent than incongruent 
discourse primes – 83.4% versus 81% correct (Congruency 
F(1,55)=5, p<0.05). Sequences of digits were recalled 
reliably more accurately than spatial locations of the dots -- 
89% versus 79% correct (Load Modality F(1,55)=70, 
p<0.05). No interaction between these factors was detected 
(F < 1, n.s.). 

Primary Picture Classification Accuracy Rates 
On average, pictures were classified slightly more 
accurately when primed by congruent (93% correct, SD = 
7%) than incongruent (90% correct, SD = 10%) speech and 
gestures (Congruency F(1,55)=22, p<0.05).  No reliable 
effect of load modality or load modality × congruency 
interaction was detected (F’s < 1, n.s.). 

Primary Picture Classification Response Times 
Pictures were classified more rapidly when primed by 
congruent than incongruent speech and gestures 
(Congruency F(1,55)=43, p <0.05).  They were also 
classified more rapidly when the secondary task involved a 
visuo-spatial versus verbal load (Load Modality F(1,55)=24, 
p<0.05).  Crucially, main effects were qualified by an 

interaction between speech-gesture congruency and load 
modality (F(1,110)=5.2, p<0.05).  Follow-up t-tests revealed 
a reliable speech-gesture congruency effect when 
participants engaged in both visuo-spatial (t(55)=-4, p<0.5) 
and verbal (t(55)=-5, p<0.05) rehearsal.  However, as can be 
seen in Figure 3, the magnitude of this effect was 
considerably smaller when the secondary task involved 
sequences of dot locations (visuo-spatial load) versus digits 
(verbal load). 
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Figure 3. RTs for Discourse Comprehension task with a 
concurrent load on visuo-spatial (dots) versus verbal 

(digits) WM 
 
Individual Differences 
Finally, we modeled the relationship between WM abilities 
and sensitivity to gesture through two multiple regressions.  
The dependent variable was the magnitude of the discourse 
congruency on decision times under either a verbal or visuo-
spatial load.   Span scores on the Corsi Block and Sentence 
Span tasks served as predictor variables.  All measures were 
normalized. 

Multiple regression analysis indicated that the magnitude 
of the speech-gesture congruency effect under visuo-spatial 
load was reliably predicted by Corsi Block (β=0.74, 
t(51)=2.3, p<0.05), but not Sentence Span scores (β=0.21, 
t<1, n.s.). That is, individuals with superior visuo-spatial 
abilities tended to exhibit greater sensitivity to speech-
gesture congruency while rehearsing dot locations. A 
similar analysis of the congruency effect under verbal load 
failed to reveal any relationship between the Corsi and 
Sentence Span predictor variables and participants’ 
sensitivity to speech-gesture congruency. 

Discussion 
Speech-gesture congruency effects were less pronounced 
with the concurrent visuo-spatial than the verbal load task, 
consistent with our suggestion that understanding iconic 
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gestures recruits visuo-spatial memory resources. According 
to our visuo-spatial resources hypothesis, the meaning of 
iconic gestures is often difficult to discern until they can be 
mapped onto concepts evoked by the speech. The visuo-
spatial WM system is used to store gestural information 
until it can be matched and integrated with verbally evoked 
concepts.  

Participants’ ability to benefit from the information 
conveyed by gestures was manifested in the present study 
by reliable congruency effects in all three dependent 
measures: recall accuracy on the secondary memory tasks, 
picture classification accuracy on the discourse 
comprehension task, and faster reaction times on the 
discourse comprehension task. Because there was greater 
overlap between the processing demands of the discourse 
comprehension task and the visuo-spatial load task, 
congruency effects were less pronounced when participants 
were tasked with remembering visuo-spatial information. 

Because all participants performed both concurrent tasks, 
observed results are less amenable to explanation via 
domain general models of WM that emphasize the role of 
executive attention in these phenomena. Domain general 
models suggest performance on the primary task depends on 
participants’ ability to switch fluidly between the tasks, and 
to suppress information that might interfere with a correct 
response. Assuming the secondary tasks were matched for 
difficulty, such models incorrectly predict similar sized 
congruency effects with both verbal (digits) and visuo-
spatial (dots) memory loads. 

Accordingly, it is critical to establish that the two 
concurrent load tasks placed similar demands on executive 
functions. In the present study, this is somewhat difficult to 
conclusively establish because, while reaction times on the 
primary task were faster with visuo-spatial than verbal 
loads, accuracy rates on the secondary recall tasks were 
greater for verbal than visuo-spatial loads. The observed 
speed-accuracy trade-off is consistent with our suggestion 
that visuo-spatial and verbal load affect speech-gesture 
integration processes differently, but makes it difficult to 
evaluate whether one task is generally more demanding than 
the other.  

We find the suggestion that the visuo-spatial WM task 
was more difficult than the verbal WM task rather unlikely 
in view of previous work in our laboratory. Wu & Coulson 
(2014) used these same visuo-spatial and verbal load tasks 
in a dual task paradigm in which the primary task involved 
searching for a target letter in an array of distractors (viz., a 
visual search task). The visual search task has previously 
been used in this way to compare the demands of concurrent 
load tasks by evaluating how search time increases with 
increasing numbers of distractors, with the slope of this set-
size function serving as an index of the difficulty of the 
secondary task (Treisman & Gelade, 1980). Critically, Wu 
& Coulson (2014) found similar slopes for the distractor set-
size function in both concurrent tasks, suggesting they place 
similar demands on executive function. 

Visuo-spatial WM and Iconic Gestures 
Our finding that visuo-spatial WM helps mediate multi-

modal discourse comprehension is consistent with existing 
research on speech-gesture integration. For example, Wu 
and Coulson (2011) describe evidence suggesting that 
gestures are interpreted through image-based semantic 
analysis – analogous to the manner whereby objects in a 
picture are discerned through the analysis of contours and 
shapes.  Additionally, it has been shown that listeners use 
information in gestures to formulate spatially specific 
conceptual models of speaker meaning (Wu & Coulson, 
2007).  For instance, if a speaker says, “green parrot, fairly 
large,” while indicating in gesture the bird’s size and 
location (perched on his forearm), listeners find it easier to 
comprehend a pictorial depiction of a green parrot perched 
on a forearm relative to a green parrot in a different 
location, such as a cage (Wu & Coulson, 2010). 

Grounded theories of language have advanced the view 
that mental simulations of this type are part of every day 
language comprehension and reasoning. Unremarkable 
sentences such as, “The ranger saw the eagle in the sky,” 
have been shown to prompt faster categorization and 
naming of a matching picture probe depicting an eagle in 
flight than a mismatched probe depicting an eagle in a nest 
(Zwaan, Stanfield, & Yaxley, 2002), as would be expected 
if listeners were mentally simulating visualizable aspects of 
the sentence’s meaning.   

Likewise, in tasks such as feature generation and property 
verification, participants’ responses have been shown to be 
modulated by the implied perspective from which the cue is 
presented (see Barsalou, 2008 for a review).  For example, 
participants generate internal features such as seeds much 
more frequently in response to objects whose internal 
structure is visible (e.g. half watermelon) than occluded 
(e.g. watermelon) (Wu & Barsalou, 2009).  When prompted 
to conceptualize objects from either an internal perspective 
(driving a car) or an external one (washing a car), adults 
have also been shown to categorize parts of the object more 
rapidly when they agree with the cued perspective (e.g. 
steering wheel and door handle for internal and external 
perspectives, respectively) (Borghi, Glenberg, and Kaschak, 
2004).   

In light of findings such as these, gestures may be viewed 
as material prompts or scaffolding that can enhance mental 
simulation processes regularly performed by listeners. 
Indeed, Hostetter & Alibali (2008) suggest that the 
production of gestures is the bodily manifestation of 
sensorimotor simulation processes that underlie the 
speakers’ conceptualization of their messages. Here we 
suggest the comprehension of gestures also activates 
sensorimotor aspects of conceptual structure relevant for 
understanding the speaker’s message.  

In sum, results of the present study suggest visuo-spatial 
WM resources are needed to fully benefit from the 
information in iconic gestures. This discovery is consistent 
with the idea that co-speech iconic gestures promote image-
based simulations of the meaning of an utterance, at least 
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for the descriptions of concrete objects and actions 
employed in the present study. Given that iconic gestures 
depict visual and spatial properties such as shape, size, and 
relative position, it is perhaps relatively unsurprising that 
listeners recruit visuo-spatial resources to relate information 
conveyed in speech to visual information conveyed in the 
accompanying gestures. One critical issue for future 
research is whether such findings extend to the gestures 
accompanying more abstract topics. 
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Abstract 

Previous studies provide suggestive evidence that infants’ 
pointing gesture is associated with language development, but 
cannot verify a causal role of pointing in word learning. The 
present study thus experimentally manipulated infants’ 
production of pointing, and responses to pointing, to 
investigate the role of pointing in infants’ performance of 
forming novel word-object associations. Sixteen-month-olds 
were introduced to pairs of novel objects, and then heard the 
labels after they had pointed to an object, or when they were 
just looking at it, or at a predetermined time schedule. Results 
showed that children learned the labels the best when the 
labels were provided contingently after their pointing gesture. 
These results suggest that offering information in response to 
infants’ pointing gestures may lead to better word learning.  

Keywords: pointing gesture; word learning; infants 

Introduction 

The pointing gesture usually emerges in human infants at 

about 12 months of age (e.g., Carpenter, Nagell, & 

Tomasello, 1998; Leung & Rheingold, 1981). Observation 

studies found correlations between infants’ pointing skill 

and subsequent vocabulary growth (Blake, Vitale, Osborne, 

& Olshansky, 2005; Brooks & Meltzoff, 2008; Butterworth 

& Morissette, 1996; Desrochers, Morissette, & Ricard, 

1995; Rowe & Goldin-Meadow, 2009a, b; Rowe, 

Özçalışkan, & Goldin-Meadow, 2008), but it is unclear 

whether pointing influences children’s language learning in 

real time contexts. The present study thus aimed to study the 

on-line effect of pointing on word learning. 

By 20 months of age, children communicate mainly 

through gestures (Iverson, Capirci, & Caselli, 1994). 

Gestures also play an important role during the transition 

from prelinguistic communication to linguistic 

communication (Gullberg, de Bot, & Volterra, 2008). 

Infants’ frequency of gestures at 14 months related to their 

vocabulary size measured by the Peabody Picture 

Vocabulary Test at 42 months (Rowe et al., 2008). Notably, 

children from high SES families gesture more than children 

from low SES families, and these differences in early 

gesture predict the disparities in vocabulary that children 

bring with them to school at 52 months (Rowe & Goldin-

Meadow, 2009a). In addition, the age when children 

produce supplementary gesture-plus-word combinations, in 

which gesture and speech express different semantic 

meanings through one single communicative act, predicts 

the onset of two-word combinations (Iverson & Goldin-

Meadow, 2005; Özçalışkan & Goldin-Meadow, 2005). 

Rowe and Goldin-Meadow (2009b) further showed that the 

number of different meanings conveyed in gesture at 18 

months predicted vocabulary size at 42 months, while the 

number of supplementary gesture-word combinations at 18 

months predicted sentence complexity at 42 months, thus 

gesture selectively predicts vocabulary and syntactic skills.    

Among gestures, pointing has been attributed a special 

role in the development of language (e.g., Liszkowski, 

2008; Tomasello, Carpenter, & Liszkowski, 2007). The 

conventional pointing gesture, defined as the simultaneous 

extension of the arm and index finger towards a target, 

usually appears in human development around 12 months of 

age (Carpenter et al., 1998; Leung & Rheingold, 1981). In 

classic developmental theories, pointing has a special status 

with respect to other preverbal forms of communication. For 

example, pointing is considered particularly relevant for 

language acquisition, whether as a precursor of labeling 

(Werner & Kaplan, 1964) or as a symbolic instrument 

(Vygotsky, 1986). Clark (1978) further claimed that the 

evolution of a naming relation between object and word is 

formed on top of the link made through pointing. In a 

theoretical framework supporting continuity between non-

verbal and verbal communication, pointing is described as 

particularly important in the transition to language (e.g. 

Bates, Camaioni & Volterra, 1975). This argument is further 

elaborated by the social pragmatic theory (Tomasello et al., 

2007), which considers infants’ pointing as a referential 

communicative tool that enables children to initiatively 

direct adults’ interests and attention to external events and 

objects (Liszkowski, 2008; Liszkowski et al., 2004; 

Liszkowski et al., 2007). Moreover, other researchers argue 

that pointing is a powerful cultural learning tool by which 

infants can obtain information from knowledgeable adults 

(Southgate, van Maanen, & Csibra, 2007). Infants who 

interacted with a knowledgeable experimenter pointed 

significantly more to novel objects than infants who 

interacted with an ignorant experimenter (Begus & 

Southgate, 2012), and they replicated the actions on novel 

objects that they pointed to better than those they did not 

point to (Begus, Gliga, & Southgate, 2014). In sum, 
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Figure 1: Schematic of experimental set-up 

pointing gestures produced by infants before the onset of 

full-fledged speech are hypothesized to be infants’ “royal 

road to language” (Butterworth, 2003). 

Many studies support the importance of pointing for 

language development. For example, children were found to 

produce more object-labeling words with pointing than with 

other gestures (Masur, 1982), and pointing also elicits more 

labeling responses from adults compared to other behaviors, 

such as reaching, vocalizing or object extension (Kishimoto 

et al., 2007; Masur, 1982; Olson & Masur, 2011; Wu & 

Gros-Louis, 2014). Both the onset and the frequency of 

pointing have been shown to be positively correlated to 

expressive and receptive language (Blake, Vitale, Osborne, 

& Olshansky, 2005; Brooks & Meltzoff, 2008; Butterworth 

& Morissette, 1996; Desrochers, Morissette, & Ricard, 

1995). By contrast, infants’ reach-request and protest 

gestures (e.g., pushing things away) at 15 months were 

negatively related to language at 3 years (Blake et al., 2005).  

These correlational studies are suggestive that pointing is 

associated with language development, but cannot verify a 

causal role of pointing in word learning. To explore this 

question, we need to experimentally manipulate infants’ 

production of pointing and responses to pointing. A prior 

study suggests that experimental manipulation of pointing is 

possible and impacts vocabulary: increasing children’s 

pointing led to an increase in their overall gesture 

production, which correlated to their speech production 

during follow-up interactions with their parents (LeBarton, 

Goldin-Meadow, & Raudenbush, in press). In this study, 

fifteen 17-month-old children received training at home 

once a week for 6 weeks. Children were randomly assigned 

to one of the three training conditions: (1) in the child and 

experimenter gesture (C & EG) condition, the experimenter 

pointed to a target picture, labeled it, and asked the child to 

point to it (e.g., the experimenter pointed to a dress in a 

picture book and said, “look at the dress! Can you do it? 

That’s a dress!”); (2) in the experimenter gesture condition, 

the experimenter pointed at and labeled the target picture, 

but did not ask the child to do so; (3) in the no gesture 

condition, the experimenter just labeled the target picture, 

but did not point to it or ask the child to point to it. In 

addition, children were observed in free-play caregiver-child 

interactions at home before each training session and 2 

weeks after the training session to assess children’s gesture 

production in naturalistic interactions as a function of 

training. Results showed that in the C & EG condition in 

which children were trained to point, the number of distinct 

gesture meanings that they produced (gesturing at different 

things, e.g., a point at a dog is assumed to mean dog and is 

thus counted as one gesture meaning, while a point to a bird 

is counted as another gesture meaning) increased 

significantly both during training and in follow-up 

interactions with caregivers. Furthermore, gestures 

correlated to larger spoken vocabulary in follow-up 

interactions in the group whose gestures were 

experimentally increased. However, this study did not 

control responses to infants’ gesture, and did not investigate 

whether pointing influences word learning in real-time 

contexts.  

The present study aimed to directly test whether infants’ 

pointing gestures could help them learn the association 

between words and objects in a short time period. 

Specifically, we asked whether 16-month-old infants would 

show superior learning when they received labels about 

referents to which they pointed. We compared their learning 

when they heard an object label contingent on their 

pointing, looking without a point, or at a predetermined time 

during the trial (details in Procedure below). 

Methods 

Participants 

Thirty-six 16-month-olds (18 females, range 15.0 – 18.5 

months) participated in the study. An additional 5 infants 

were tested but excluded from analysis due to fussiness (4) 

and absence of pointing (1).  

Materials 

The experimental set-up is illustrated in Figure 1. A curtain 

with two window openings stood blocking the back of the 

testing room. An assistant experimenter (AE) protruded 

objects through the openings, one for each opening (toys 

popping out unexpectedly is successful in eliciting infants’ 

pointing behaviors, e.g., Liszkowski et al., 2004). Infants sat 

on a high chair at a table (or on the caregiver’s lap if 

preferred) facing the curtain. The main experimenter (E) sat 

across the table from the infant and in front of the curtain. 

One camera recorded infants from the middle line of the 

curtain (above the head of E), and one camera recorded E 

and the stimuli from the side; both cameras were fed into a 

quad-splitter. The Macarthur Communicative Development 

Inventory (MCDI) and a demographic questionnaire were 

filled out by caregivers. This was to examine whether 

infants’ performance in the experiment relates to general 

vocabulary acquisition. Caregivers were asked not to 

interfere during the study. 
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Figure 2: Photographs of 4 novel objects 

Four novel objects (Figure 2) and four familiar objects 

were used as stimuli. The familiar objects were a shoe, a 

dog, a book and a cup. A set of familiar substitute objects (a 

banana, a cat, a duck, a hat, and a car) was also on hand in 

case a child did not know the name of one of the familiar 

objects.  

Procedure 

Each infant was randomly assigned to one of the three 

experimental conditions. In the point contingent (PC) 

condition and the look contingent (LC) condition, they heard 

object labels right after pointing or looking. In order to 

control for the potential effect of general communicative 

ability on word learning, infants were assigned to the yoked 

control (YC) condition if their language scores (measured 

by the MCDI) matched scores of infants in the PC 

condition. These infants heard labels at a time 

predetermined by when infants pointed in the PC condition 

(more details below). The procedure was divided into warm-

up, novel word learning and testing phase.  

Warm-up Phase. Infants played with four familiar 

objects one by one for up to 60 s. E then passed those 

objects underneath the curtain to AE, who protruded two 

familiar objects simultaneously out of the window openings 

for 30 s. E looked at the protruded object and labeled it with 

its name (e.g., “that’s a dog”) 1) immediately after the infant 

pointed to it (the point contingent condition, PC); or 2) at a 

schedule predetermined by when a vocabulary-matched 

infant in the pointing condition heard a label, i.e., when they 

pointed in the trials (the yoked control condition, YC). In 

the YC condition, therefore, infants heard labels after being 

exposed to the stimuli for the same amount of time in the 

trial as the matched infant in the PC condition, but the label 

was unrelated to their own behavior. Experimenter 1 was 

prompted over headphones for the timing of these labels. In 

the look contingent (LC) condition, E labeled an object 

while holding two objects at a distance near the window 

openings after infants oriented their first look to an object 

and maintained looking at it. Having E holding objects near 

the window openings is to further differentiate the PC and 

LC condition, because a pilot study found that infants 

usually pointed very quickly after seeing objects popping 

out of the openings on the curtain, making the LC condition 

the same as PC; instead, infants rarely pointed if E held 

objects because it was unnecessary to point when the partner 

already knew the existence of target objects (Liszkowski, 

Schäfer, Carpenter, & Tomasello, 2009). In this way, we 

can thus test infants’ word learning when they were just 

looking without pointing. It should be noted, however, 

because of this, in the look contingent condition, infants and 

experiments both saw the objects and were not ‘surprised’ 

by their presentation.  

After labeling one object in the first pair four times, the 

procedure was repeated with a second pair of objects. Note 

that only one object within each pair (the first object they 

pointed to or looked at) was labeled. If infants pointed to the 

other object within a pair of objects, E followed infants’ 

attention and said “I see”, but did not label it. After 

providing the 2 names, one name for each pair, AE then 

passed all four objects under the curtain to E, who gave 

them one by one to infants to examine up to 60 s again. 

After that, infants were presented with a word 

comprehension test. E presented two familiar objects 

simultaneously, side by side, on a white tray divided into 2 

equal sections. She set the tray on the table and silently 

counted for 3 sec. This period gave the child an opportunity 

to look at the objects. E then looked at the child and asked, 

“Can you get the XX (name of one familiar object, e.g., 

dog)? Where is the XX?” and slid the tray forward. Infants 

were prompted up to four additional times on each trial. 

They were praised heavily for correct responses and 

corrected if necessary. Only when infants correctly 

identified objects out of 4 trials then the novel word learning 

and testing phase occurs. These warm-up stimuli were also 

used as familiar objects during the novel word testing phase.  

Novel Word Learning and Testing Phase. The novel 

word learning and testing phase immediately followed the 

warm-up trials and proceeded in the same way except that 

1) infants saw two pairs of novel objects, 2) infants thus 

heard two novel names (“stad” and “jick”) after they 

pointed, when they were just looking, or at a predetermined 

time schedule; 3) they were not praised or corrected on the 

word comprehension test. Instead, E simply said “OK” or 

“thank you”; 4) There were two kinds of word 

comprehension tests: On an easy testing trial, only one 

novel object had been labeled previously during word 

learning; on a hard testing trial, both novel objects had been 

labeled. In order to maintain infants’ interest and decrease 

fussiness, we presented the easy testing trials before the 

hard testing trials. Each novel word testing trial was 

repeated, resulting in 8 novel word testing trials. Moreover, 

after every two novel word testing trials, there was one 

familiar word comprehension trial, in which infants were 

shown familiar objects seen in the warm-up session. These 

known object trials were included as a control to check that 

the child stayed on task. Therefore, there were 4 familiar 

word testing trials, resulting in 12 testing trials in total. 
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Figure 3: The proportion of infants’ correct object 

choice on novel word testing trials 

Coding 

A naïve coder coded infants’ selections from video 

recordings of each session. A random selection of 33% of 

the sessions was coded by a second naïve coder. Inter coder 

agreement was 97%.  

Results 

Infants’ mean comprehension vocabulary is 137.19 (SD = 

88.36, range = 33-336), and production vocabulary is 27.39 

(SD = 36.10, range = 0-159). Preliminary data analyses 

showed no significant differences in infants’ age and 

vocabulary scores across the three conditions, ps > .10. The 

proportion of infants’ final choice was used as the 

dependent variable. Proportions in all analyses were 

submitted to the arcsin transformation (  ). 

Chi-square tests showed that the number of infants who 

pointed during the test was different across the conditions, 

χ
2
(2) = 6.74, p = .03. Specifically, fewer infants pointed in 

the look contingent condition (7 out of 12) than the point 

contingent condition (12 out of 12), χ
2
(1) = 6.31, p = .01. 

Comparisons between the other two pairs (look contingent 

and yoked control condition, point contingent and yoked 

control condition) showed no significant differences, ps > 

.10; however, the proportion of pointing gestures to the 

target objects (arcsin transformed) overall did not differ 

significantly across the three conditions, F (2, 25) = 2.30, p 

= .12, partial 2
 = .16. An independent-Samples Kruskal-

Wallis Test showed similar results, test statistic = 3.78, p = 

.15. Thus, the proportion of pointing toward the target 

objects was the same across three conditions, yet infants in 

the point contingent condition heard labels immediately 

after they pointed to the target objects. By contrast, though 

some infants in the look contingent condition and the yoked 

control condition pointed, the naming events rarely occurred 

contingently on their pointing.    

Infants’ object choice on the familiar label trials were 

quite high, suggesting that they stayed on task (MPC = 

81.65%, SDPC = 22.55%; MLC = 84.03%, SDLC = 18.99%; 

MYC = 80%, SDYC = 16.67%); furthermore, their 

performance on the familiar label trials did not differ across 

conditions, p > .10.   

The proportion of infants’ final choice was used as the 

dependent variable. Infants’ word learning performance on 

novel label trials is shown in Figure 3. One-sample t-test 

showed that, infants chose the correct object significantly 

above the chance level only in the point contingent 

condition, for the easy test, t(11) = 2.57, p = .03, d = 0.74;  

for the hard test, t(11) = 2.76, p = .02, d = 0.78. Their object 

choice did not differ significantly from chance level in the 

other two conditions, ps > .10.  

Moreover, a 2 (within-subject factor, test: easy vs. hard) × 

3 (between-subject factor, condition: PC, LC, YC) mixed-

design analysis showed that there was a significant effect of 

condition, F (2, 33) = 4.39, p = .02, partial 2
 = .21. Post-

hoc analyses showed that the word learning performance 

was significantly better in the PC condition than that in the 

LC condition, p = .048, and better than the YC condition, p 

= .042, but no difference was found between LC and YC, p 

= 1.00. The main effect of test [F (1, 33) = .01, p = .92, 

partial 2
 = .00] and the interactive effect of test and 

condition [F (2, 33) = .23, p = .80, partial 2
 = .01] were not 

significant. 

Discussion 

Previous studies have shown a positive relationship between 

the onset and frequency of infants’ pointing gestures, and 

vocabulary growth in infancy (for a review, see Colonnesi, 

Stams, Koster, & Noom, 2010). However, it was not clear 

whether the pointing gesture influences language learning in 

the moment. In the present study, we found that 16-month-

old infants formed the correct object-word associations 

significantly more often when the word was provided 

contingently after pointing, than after looking or at 

predetermined time schedule. These experimental findings 

supplement previous natural observations that mothers 

frequently translated children’s gestures into words; 

furthermore, these translations were related to later word- 

and sentence-production (Goldin-Meadow, Goodrich, Sauer, 

& Iverson, 2007). Therefore, the current study provides the 

first direct experimental evidence that words offered in 

response to infants’ pointing gestures were more likely to be 

learned. 

Previous studies have shown that infants’ pointing 

gestures can elicit linguistic input from the environment 

(Masur, 1982; Olson & Masur, 2011, 2013; Wu & Gros-

Louis, 2014). Our study suggests that, in addition to 

eliciting information, the pointing gestures might have 

created an effective state that is conducive for word 

learning. Given the same linguistic input, the labels 

provided in response to pointing were better learned than 

the labels provided when infants were just looking. It thus 

suggests that the gestures may support infants for learning 

word-object associations.  

One caveat to be noted is that further assessment of the 

labeling events are necessary to guarantee that the 

experimenter delivered the label with the same temporal 

contingency on looking and pointing. Maybe infants receive 

a label more immediately after looking than after pointing if 

2682



looking is easier to identify than pointing. But, if it is the 

contingency that matters, and this potentially differed 

between conditions, why did infants in the look contingent 

condition learn words worse than infants in the point 

contingent condition? One possible explanation is that the 

probability of contingency was higher in the point 

contingent condition than that in the look contingent 

condition, because it is impossible to label toys every time 

the child shifts gaze direction. 

What remain to be determined are the mechanisms 

underlying the positive effect of pointing on word learning. 

One possibility is that pointing may increase infants’ arousal 

or attention to an object, in a manner similar to the self-

stimulating function of vocalizations, which help infants 

process object properties and learn word-object associations 

(Goldstein, Schwade, Briesch, & Syal, 2010). Goldstein and 

colleagues (2010) found that the more infants vocalized to 

an object, the more likely they would learn the shape of that 

object, as well as the word associated with it. They 

interpreted these results as vocalizations focusing infants’ 

attention on the target object and the accompanying label. It 

might also be that in the look condition objects were in view 

for both infants and experimenters, rather than appearing by 

surprise through the curtain openings as they did in the point 

condition. Therefore, it is possible that seeing stimuli 

presented by surprise enhances learning in the point 

contingent condition due to arousal or excitement; however, 

some suggestion for the fact that the pointing gesture itself 

enhances attention comes from Campos et al. (2000) who 

posit that children’s action experiences can impact their 

cognitive development due to changes in the focus of their 

attention associated with the accomplishment of those 

actions. Although not speaking specifically about 

vocabulary development, Campos and colleagues (2000) 

propose that infants’ actions may focus their attention to 

new events and entities. From this viewpoint, infants’ 

pointing gesture may focus their attention to the targets and 

perhaps the labels accompanying them. This attention may 

facilitate learning labels for objects. 

In addition, a second possibility is that caregiver’s 

contingent label responses after pointing might be exactly 

the words that the child is ready to hear (Goldin-Meadow, 

2003, 2007). Young children often use gestures to express 

their interests and attention that are too complicated for 

them to convey via speech. Therefore, the words they 

expressed via gesture may be exactly what the infants are 

ready to learn.  

Thirdly, the pointing gesture may show what infants want 

to learn. They solicit information by pointing (Kovács, 

Tauzin, Téglás, Gergely, & Csibra, 2014), thus responding 

to infants’ solicitation may result in superior learning 

(Begus et al., 2014). Future studies are required to test these 

possibilities. 
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Abstract 

Previous research suggests that the ability to make fine-
grained distinctions among emotions emerges gradually over 
development. However, such studies have looked primarily at 
children’s first-person responses to emotional expressions or 
at whether children can match emotion labels to emotional 
expressions.  Relatively little work has looked at children’s 
ability to link emotional responses to their probable causes. 
Here we ask two, three, and four year-old children and adults 
to identify the causes of vocal expressions. Because we were 
interested in the ability to make nuanced distinctions, we 
looked within a single valence and asked whether children 
could distinguish expressions elicited by exciting, delicious, 
adorable, funny, and sympathetic events. Our results suggest 
both an early emerging ability to distinguish within-valence 
emotions and rapid development; by four, children’s 
performance mirrored that of the adults. This suggests that 
very early in development, children have a rich representation 
of emotions that allows them to link distinct positively 
valenced emotional expressions to their probable causes.  

Keywords: emotion understanding; causal reasoning; vocal 
expressions; toddlers; preschoolers 

Introduction 
“I recognize terror as the finest emotion and so I will try to 
terrorize the reader. But if I find that I cannot terrify, I will 
try to horrify, and if I find that I cannot horrify, I'll go for 
the gross-out. I'm not proud.” -- Stephen King 
 
“airy, amused, animated, beatific, blissful, blithe, bright, 
brisk, buoyant, cheerful, cheery, comfortable, contented …” 
-- The beginning of a list of words for happiness, from: 
//www.derose.net/steve/resources/emotionwords/ewords.ht
ml 
 
Human beings have a sophisticated understanding of 
emotions. Sufficiently sophisticated that English-speaking 
adults in our culture can appreciate the distinction between 
terror, horror, and disgust, and, more salubriously, the 
distinction between feeling airy, amused, and animated.  To 
the degree that we make these distinctions, we represent not 
only the meaning of these emotion words, but also the 
expressions and vocalizations that might accompany them, 
and the causes and contexts that might elicit them.  

 However, relatively little is known about the 
development of this rich understanding of emotion.  Studies 

in infancy have focused primarily on babies’ distinct 
responses to positive and negative emotions. Thus for 
instance infants have an augmented startle response when a 
sudden noise is paired with an angry (versus neutral) face 
and a reduced startle when it is paired with a happy face 
(Balaban, 1995).  Similarly social referencing studies show 
that infants will approach novel toys and visual cliffs if their 
caregiver displays a positive, encouraging expression but 
withdraw if their caregiver displays a frightened, negative 
expression (e.g. Klinnert, 1984; Kinnert, Emde, Butterfield, 
& Campos, 1986; Mumme & Fernald, 2003; Mumme, 
Fernald, & Herrera, 1996; Sorce, Emde, Campos, & 
Klinnert, 1985). More recent work has shown that infants 
expect an agent who has succeeded at its goal to express a 
positive emotion rather than a negative emotion (Skerry & 
Spelke 2014). By 18-months, children will use a recipient’s 
emotional responses to food (i.e. happy or disgusted) to 
offer the food she likes (Repacholi & Gopnik, 1997). These 
suggest that infants distinguish positively and negatively 
valenced emotion and that these representations are 
structurally connected with their representations of goals 
and desires in ways that allow them both to use emotions to 
inform their own actions, and to use others’ actions to 
predict their emotions.  

Other studies have attempted to tease apart infants’ 
responses to more subtle distinctions, including within-
valence emotions. However, the evidence for fine-grained 
distinctions among emotions early in development is 
relatively weak.  Although some work on social referencing 
suggests that infants are slightly more likely to cross the 
visual cliff given if the parent displays a sad face than a 
fearful or angry one (Sorce, Emde, Campos,  & Killnert, 
1985), this difference could be explained by the arousal 
values of these emotions; sadness may be lower in arousal 
than fear or anger, and thus its deterrent effect may be 
weaker. Other studies have shown (in looking time studies 
and in coding infants’ own responses to the stimuli) that 
infants can discriminate facial expressions including anger, 
fear, and sadness (e.g., Haviland & Lelwica, 1987; Serrano, 
Iglesias, & Loeches, 1992). Similar distinctions have been 
shown for positive facial expressions (e.g., pure happiness 
and happiness mixed with surprise; Ludemann, 1991). 
Studies have also shown that infants can distinguish 
congruent and incongruent pairings of emotional faces and 
voices, and by 7-months, can discriminate emotions in 

2685



either modality (e.g. Flom & Bahrick, 2007; Grossman, 
Striano, & Friederici, 2006; Walker-Andrews, 1986). Neural 
measures have also found for instance that infants generate 
different EEG responses to angry and fearful faces (Hoehel 
& Striano, 2008). However, although these methods speak 
to infants’ ability to distinguish cues to different emotions, 
they fall short of telling us whether infants discriminate 
emotions as such. 

Stronger evidence that infants have rich internal 
representations of emotions comes from studies of infants’ 
and toddlers’ production of emotion (see Camras, Malatesta, 
& Izard, 1991; Malatesta, Culver, Tesman, & Shepard, 1989 
for reviews).  However, infants’ and toddlers’ ability to 
generate rich emotional responses in ways that adults 
interpret as contextually appropriate may be distinct from 
their ability to understand the kinds of events that elicit 
different emotions. 

Even studies in older children suggest a relatively 
protracted development of emotion understanding. When 
asked to label prototypical facial expressions with basic 
emotion labels (i.e. happiness, sadness, fear, anger, surprise, 
disgust; Ekman, 1992), two-year-olds generally use no 
labels; over the next four years, children gradually add the 
six basic emotion labels to their vocabulary (see Widen, 
2013 for a review). This slow and gradual development has 
also been found cross-culturally (Kayyal, Widen, & Russell, 
2012). Other studies have found that children fail to 
understand the relationship between beliefs and emotion 
even well beyond the age at which children explicitly 
understand false beliefs.  For instance, children who are 
capable of recognizing that Little Red Riding Hood falsely 
believes her grandmother (rather than a wolf) is in the bed, 
nonetheless inaccurately infer that Red Riding Hood is 
scared (Bradmetz & Schneider, 1999).  Findings like these 
have led researchers to propose that early in childhood, 
children begin with a very coarse model of emotion 
(distinguishing only valence and arousal) and only gradually 
infer a more elaborate, differentiated understanding (Widen 
& Russell, 2008a; 2008b).  

However the evidence for the relatively slow 
development of children’s fine-grained distinctions in 
emotions comes primarily from verbal tasks where children 
are asked to match the meaning of words with emotional 
faces or stories, or draw inferences that depend on relatively 
advanced language facilities. In many domains of social 
cognition, children have evinced sophisticated abilities 
much earlier when tasks have depended less on verbal input.  
Given recent evidence suggesting that in infancy and early 
childhood, children evaluate prosocial and antisocial actions, 
understand fair and unfair distributions of resources, 
collaborate on joint goals, evaluate agents’ competence and 
incompetence, and expect members of social groups to 
behave alike (e.g., Geraci & Surian, 2011; Hamlin, Wynn, 
& Bloom, 2007; 2011; Hamlin, Ullman, Goodman, 
Tenenbaum, & Baker, 2013; Jara-Ettinger, Tenenbaum, & 
Schulz, in press; Powell & Spelke, 2013; Sloane, 

Baillargeon, & Premack, 2012; Warneken, Lohse, Mellis, & 
Tomasello, 2011), it would be surprising if young children 
genuinely had no ability to make any nuanced distinction 
within emotional valences. 

How can we evaluate children’s sensitivity to fine-grained 
distinctions among emotions? Asking children to 
discriminate emotional expressions (as in many infancy 
studies) is revealing about infants’ ability to distinguish 
emotions but not about their ability to understand them. 
However, asking children to connect emotion words to 
emotional expressions or emotional stories (as in many 
studies with preschoolers) may tax children’s verbal 
competence and underestimate their actual comprehension.  
Here we introduce a new paradigm for assessing children’s 
representations of emotions in early childhood. The 
paradigm draws on the intuition that there are probabilistic 
causal relationships between particular events and particular 
emotional responses. Spoiled food generates a disgust 
reaction; harm directed at an innocent victim generates 
anger; precarious heights generate fear.  By the same token, 
fireworks generate excitement; cute babies generate 
affection; and breathtaking landscapes generate awe.  The 
causal relationships are only true in probability; there may 
be variability in individuals’ responses. However, given 
abundant research suggesting that very young children are 
sensitive to evidence for causal relationships in other 
domains (see Gopnik & Wellman, 2012; Schulz, 2012 for 
review) it seems possible that children would also have 
learned causal relationships between specific kinds of events 
and specific emotional responses. Here we ask whether very 
young children can connect emotional expressions to their 
probable causes. We hypothesize that given a non-verbal 
assessment of their emotion understanding, even young 
children will make nuanced within-valence discriminations 
much more accurately than previous research would suggest.   

We presented the generative candidate causes of the 
emotions pictorially; to avoid confusion, we therefore 
elected to have the emotional responses be vocal 
expressions rather than facial expressions.  We anticipated 
that children would have no difficulty registering the 
different vocalizations since studies suggest that children are 
proficient at distinguishing emotional cues in vocal 
expressions (Flom & Bahrick, 2007; Grossman, Striano, & 
Friederici, 2006; Sauter, Panattoni, & Happe, 2013; Walker-
Andrews, 1986).   

For the eliciting causes we chose five kinds of scenes.  
These were chosen arbitrarily, constrained by three criteria: 
a) all scenes had to elicit positively valenced emotions (to 
avoid distressing the children); b) each kind of scene should 
elicit what an adult would perceive as an emotional response 
distinct from that elicited by any of the other four kinds, c) 
the eliciting scenes had to be easy to portray and easy for 
young children to recognize.  From these criteria we 
developed stimuli corresponding to funny, exciting, 
adorable, sympathetic, and delicious events.  (See Figure 1.) 
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To ensure that the stimuli did indeed elicit natural and 
distinctive emotional vocalizations, we asked two female 
adults to look at each scene and respond as spontaneously as 
possible, out loud, but without any words.  (See Methods.)  
Their vocalizations were recorded.  We then paired each 
vocal expression with two candidate causes (only one of 
which was actually used to elicit the vocalization) and 
looked at whether children (ages two to four) and adults 
could link the vocalization with the eliciting cause of the 
emotion. We predicted that, contradictory to previous 
research, even young children could discriminate within-
valence emotional expressions and identify their causes.    

Methods 

Participants 
Forty-eight children (mean age: 3.4, range: 2.0-4.9 years) 
were recruited at a children’s museum: 16 were two-year-
olds (mean age: 2.5, range: 2.0-2.9); 16 were three-year-olds 
(mean age: 3.4, range: 3.0-3.9); and 16 were four-years-olds 
(mean age: 4.5, range: 4.1-4.9). Although most of the 
children were White and middle class, a range of ethnicities 
and socioeconomic backgrounds reflecting the diversity of 
the local population were represented. An additional eight 
children were recruited but not included in the final sample 
due to: (1) location biases (i.e. pointing to the left (or right) 
pictures throughout the experiment; n=5); (2) refusal to 
point (n=2); (3) getting distracted (i.e. playing with the 
keyboard; n=1).  

Fifty-eight adult participants were recruited on Amazon 
Mechanical Turk (MTurk), a marketplace for online 
workers. A range of ethnicities and socioeconomic 
backgrounds reflecting the diversity of the marketplace were 
represented. Each MTurk worker received $0.2 for 
participating in this study. 

Materials  
Eliciting cause stimuli For each of the five kinds of 
candidate causes we chose four pictures to create a full 
stimulus set.  For funny stimuli we chose children making 
silly faces; for exciting stimuli we chose light-up toys; for 
adorable stimuli we chose cute babies; for sympathetic 
stimuli we chose crying babies, and for delicious stimuli we 
chose desserts. All pictures were found online in Google 
Image and cropped to the same image size. See Figure 1.  
As noted, our primary selection criteria were that the stimuli 
be easily recognizable by children and likely to generate 
distinct positively valenced emotional responses in adults,.  
Additionally however, to ensure that any observed effect 
was relatively general, we wanted to include both objects 
and people. We also wanted to ensure that any responses to 
agents could not be explained as mimicry or emotional 
contagion. The inclusion of crying babies was thus 
particularly interesting because it would require children to 
map a negative eliciting cause to a positive comforting 
response.  To the degree that children can do this, it would 
suggest that children do not merely process the valence of 

salient stimuli, but represent emotions within a causal 
framework where they can link emotional responses to 
probable causes, even across valence boundaries. Two 
pictures that did not belong to any of the five target 
categories (and that differed in valence from each other) 
were used for a Warm-Up Trial: a picture of a beautiful 
beach and a picture of a dying flower. See Figure 1. 
Emotional Vocalization stimuli The set of twenty test 
pictures and the two warm-up pictures were combined and 
presented in random order to two female adults. The adults 
were told that they could not use words, but that they should 
look at each picture and vocalize their response. They 
recorded their responses individually in a private room. We 
selected one vocal response for each picture, using half the 
vocalizations from one adult and half from the other. This 
resulted in 20 test audio clips corresponding to the 20 test 
pictures and 2 warm-up clips corresponding to the 2 warm-
up pictures (see http://web.mit.edu/yangwu/www/VocRes/). 
Each vocal response was cropped to a two-second audio clip. 
Stimulus Presentation Both the pictures and the vocal 
responses were presented using Matlab and PsychToolbox 
on a 15-inch laptop. A doll (height: 37 cm) and a white 
cylinder-shaped speaker (diameter: 10 cm; height: 17 cm) 
were also used. The speaker was connected to the laptop and 
the doll was placed on the speaker so that when a vocal 
response was played, it looked like the doll made the sound.   

Each child saw one warm-up trial and 20 test trials. In 
each test trial, a Matlab script was used to a) randomly 
select two of the five categories; b) randomly choose one 
picture from each of the two selected categories, and c) 
randomly choose the vocal expression elicited by one of the 
two pictures. The script also specified that each picture 
would be presented in exactly two test trials: once as the 
target and once as the distractor and each vocal expression 
would be played on only a single test trial.  

On each trial, the two pictures (13 cm × 9 cm) were 
presented in both sides of the screen. The timing of the 
presentation of the pictures and vocal expression was 
triggered by pressing a button on the keyboard. 

The presentation for adults used the same materials but a 
slightly different script due to the technical constraints of 
running online experiments with full picture-sound 
randomization. There was no warm-up trial for adults and 
adults had 10 test trials rather than 20. For the test-trials we 

Figure 1 Eliciting cause stimuli. See text for details. 
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randomly sampled two pictures from each of the five 
categories and used these to generate a randomly ordered set 
of 10 picture pairs.  Half the adults were given the vocal 
expression corresponding to one picture in each pair in the 
set; the other half of the adults were shown the same set of 
pictures but given the vocal expression corresponding to the 
other picture in each pair.  

Procedure 
Children were tested individually in a private room at the 

children’s museum. The laptop used for presenting the 
stimuli was placed on a table. The laptop screen was about 
40 cm from the child. The speaker was put in front of the 
laptop, 8 cm from the child.  

The experimenter first introduced the doll to the child: 
“Hi, this is Sally! Today we’ll play a game with Sally!” The 
experimenter then placed the doll on the speaker, facing the 
laptop screen. 
Warm-up Trial The experimenter presented one picture on 
the left side of the screen and said: “This is a picture of a 
beautiful beach. When Sally looks at it, she makes this 
sound.” The experimenter surreptitiously pushed a button on 
the keyboard and the sound actually recorded by the actor 
on viewing the scene came from the speaker, where Sally 
sat, so that it seemed that Sally produced the sound. The 
experimenter then made the left picture disappear, and 
presented a picture on the right side of the screen. The 
experimenter said: “This is another picture. It’s a dying 
flower. When Sally looks at it, she makes this sound.” The 
experimenter activated the other sound.  The first sound was 
a positive “Ooh!”; the second, a negative “Ohh.” (See Audio 
File: Ooh & Ohh.) The experimenter then displayed both 
pictures and introduced the game: “In this game I will show 
you two pictures. Sally will look at one of them and make a 
sound. We will need to guess which picture Sally is looking 
at. OK? I'll play the game first!” The experimenter played 
the positive sound again, pointed to the picture of the beach, 
and said: “When Sally makes this sound, I think she is 
looking at the picture of a beautiful beach.” Then she played 
the sad sound, pointed to the dying flower, and said: “When 
Sally makes this sound, I think she is looking at this dying 
flower.” During the entire warm-up phase, if the child 
looked puzzled, got distracted, or asked to repeat any part of 
the trial (e.g. to play the sound again), we repeated the part 
of the presentation that the child may have missed, in order 
to make sure that the child understood the procedure. Lastly, 
the experimenter said: “Now it’s your turn to play the game!” 
and started the test trials. 
Test Trial On each test trial, the experimenter pushed a 
button on the keyboard to trigger the presentation of two 
pictures and said: “Here are two new pictures, and Sally 
makes this sound.” Then she pushed a button on the 
keyboard to trigger the vocalization.  (The timing was 
controlled by the experimenter but the choice of stimuli was 
controlled by the Matlab script; see Stimulus Presentation.)  
She asked the child: “Which picture do you think Sally is 
looking at?” If the child made no response, the experimenter 

played the sound again and said, “Do you think Sally is 
looking at this picture [pointing to the left picture] or this 
picture [pointing to the right picture]? Do you want to 
point?” If the child still made no response after a subsequent 
prompt, the experimenter skipped that trial and moved on to 
the next trial. If the child skipped three trials successively, 
or asked to stop, we terminated the experiment. On average, 
two year-olds completed 15.1 trials; three-year-olds 
completed 18.4 trials and four-year-olds completed 19.0 
trials. The three groups differed significantly in the number 
of trials completed (F(2)=3.898, p=.027). Two-year-olds 
completed fewer trials than four-year-olds (Tukey’s HSD 
tests, p=.033); two-year-olds and three-year-olds did not 
differ from each other (p=.085); three-year-olds and four-
year-olds did not differ from each other (p=.908).  The 
percentage of correct responses for each child was 
computed only for the completed trials. The entire 
experiment took less than three minutes. 

The adult participants were tested online. Adults were 
told that the vocal expression in each trial was someone’s 
response when looking at one of the pictures and their task 
was to guess which picture the person was looking at when 
she made the sound.  Participants were also told that they 
could replay the sound as often as needed on each trial by 
clicking a button. 

Results 
Participants correctly matched the vocal expression to its 

causes significantly above chance in all age groups (two-
year-olds: M=.60, SD=.142, 95% CI [.52, .67], t(15)=2.745, 
p=.015, d=.10; three-year-olds: M=.68, SD=.194, 95% CI 
[.57, .78], t(15)=3.637, p=.002, d=.18; four-year-olds: 
M=.90, SD=.055, 95% CI [.88, .93], t(15)=29.589, p<.001, 
d=.40; adults: M=.87, SD=.177, 95% CI [.82, .91], 
t(57)=15.704, p<.001, d=.37; One-Sample T Test, two-
tailed). See Figure 2.  

A 4×5 mixed-design analysis of variance was conducted 
on participants’ responses with the age group as the 
between-subjects factor and the emotion category as the 
within-subjects factor. Only the effect of age was significant 
(F(3,102)=15.794, p<.001, 𝜂𝑝2 =.32); there was no main 
effect of category (F(4, 408)=2.116, p=.078, 𝜂𝑝2 =.02) or 
interaction (F(12, 408)=1.025, p=.424, 𝜂𝑝2 =.03). The 
performance of two and three-year-olds did not differ from 
each other (Tukey’s HSD tests, p=.525), but both age 
groups differed from four-year-olds and adults (all ps<.001).  

Figure 2 Response accuracy in each age group. Error bars indicate SEM. 
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Four-year-olds performance was comparable to adults 
(p=.831). See Figure 3. 

 
 

 
 
 

 

The effect of age is apparent in looking at the 
performance of individual children: 12.5% of two-year-olds, 
31.3% of three-year-olds, 100% of four-year-olds performed 
above chance.  See Figure 4. 

These results suggest that some sensitivity to relatively 
fine-grained distinctions among positive emotional 
expressions emerges as early as two and three. However, as 
evident in Figure 4, children also undergo rapid 
developmental change.   By four, children achieve adult-like 
performance on this task.  Overall, children’s performance 
was not specific to any set or subset of these stimuli; 
children succeeded whether the eliciting causes were 
animate or inanimate, and succeeded even when they had to 
map a stimulus expressing negative emotion to a positive 
response.  

 
 

 
 

 
 

 
 

Discussion  
We found that children as young as two and three had an 
emerging ability to discriminate within-valence emotional 
expressions, and, at least in the context of a simple two-
variable forced choice task, use these expressions to identify 
their probable causes.  By four, children’s performance on 
our task had already reached adult levels.  

As noted, even infants discriminate emotional facial 
expressions (e.g. Serrano, Iglesias, & Loeches, 1992), match 
emotional facial and vocal expressions (e.g. Flom & 
Bahrick, 2007) and exhibit different behavioral responses to 
different emotional expressions (e.g. Klinnert, 1984).  
However, although these abilities might serve as bases for 
understanding emotions, the results themselves do not rule 

out low-level explanations for infants’ performance. Infants 
might detect differences at the level of facial features, or 
learn behavioral responses to characteristic expressions 
without any understanding or representation of the 
underlying emotions. In our task, however, the underlying 
emotion is the only link between the vocal expressions and 
the elicitors. There are probabilistic causal relationships, but 
no surface cues that conjoin an exciting toy to an expression 
of delight or a crying baby to an expression of sympathy. 
Our finding that children not only distinguish relatively 
subtle gradations in emotions within valence but also map 
them onto probable causes is however, consistent with more 
recent research suggesting that even infants can match 
emotions appropriately to eliciting causes (i.e., anticipating 
positive responses for goal completion; Skerry & Spelke, 
2014). Future research might look at whether the ability to 
draw more nuanced distinctions within valences emerges in 
younger toddlers and infants.   

Future studies could also investigate the underlying 
mechanisms supporting this ability. One possibility is that 
children themselves experience an emotional response to the 
elicitors, simulate the emotional expression they would 
make, and compare this simulation with the vocal 
expression they hear in order to identify the appropriate 
mapping between the candidate cause and the vocalization. 
A second possibility is that children have observed others 
responding to similar cues in similar ways in the past and 
have learned stable associations between the events. We 
refer to causes rather than “associations” throughout 
because a wealth of research suggests that children readily 
infer causal relationships from data when they see evidence 
for plausible causal relationships (see Gopnik & Wellman, 
2012, Schulz, 2012, and Tenenbaum, Kemp, Griffiths, & 
Goodman, 2011, for reviews); here however the point is 
only that children might originally learn the mappings from 
statistical input in their environment. A final possibility is 
that children have an abstract representation of the kinds of 
stimuli and events that elicit emotions and the kinds of 
emotional expressions linked to those emotions. For 
example, they might represent that humorous events 
generate amusement and amusement generates characteristic 
vocalizations.  Given that studies in other domains (e.g., 
intuitive physics) suggest that mental simulation, statistical 
associations, and abstract causal theories mutually inform 
each other to support commonsense judgment (Battaglia, 
Hamrick, & Tenenbaum, 2013), these accounts may not be 
mutually exclusive. Critically however for our purposes, all 
of these accounts require children to draw relatively fine-
grained distinctions between emotional responses.  If 
children collapsed across different positive emotions, or 
responded only to the valence and arousal of emotional 
expressions, they could not reliably make nuanced 
mappings either for themselves or for others. 

 Finally, we realize that there may be some dispute about 
the degree to which we want to think of the response to any 
of these eliciting causes as an emotional response per se. We 
might say we feel “excited” on seeing the light-up toy or 
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Figure 3 Response accuracy by category in each age group. Error 
bars indicate SEM. 

Figure 4 The response accuracy of each child as a function of age. 
Error bars indicate SEM. 
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“amused” when we see the silly faces, but there is no simple 
emotion label that captures what we feel when we see a cute 
baby (endeared? affectionate?), a crying baby (sympathetic? 
tender?), or delicious food (delighted? anticipatory?).  We 
believe this speaks more to the impoverished nature of our 
emotion labels than to the absence of emotional responses to 
our stimuli. Patently, people often have strong emotional 
responses both to babies (adorable or distressed) and to food. 
Although, as our opening quotations illustrate, there are 
myriad emotion words in English, the proliferation of 
emotion words is not a cross-cultural universal (e.g., Lutz, 
1982) and the words that we have may fail to capture 
anything like the full richness of human emotional 
experience.  However, the current results suggest that some 
of that richness can be captured non-verbally and may be 
accessible, even to very young children.  
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Abstract 

Measuring response times has been a staple for evaluating 
masked semantic priming. Its efficacy, however, has been 
challenged on several grounds — reported effect sizes of 
these studies are relatively small, and priming effects 
pertaining to response time measures are difficult to be 
replicated. Here, we report a complementary method — 
recording trajectories of a computer cursor. Participants 
judged whether two digits were the same or different, 
preceded by a briefly presented masked prime. Each prime 
had either positive or negative connotations, and the priming 
effects were evaluated either by response times or cursor 
trajectories associated with the area under the curve. Results 
indicate that the effect size of the congruency effect measured 
by cursor trajectories (i.e. area under the curve) was far 
greater than that measured by response times, suggesting that 
the cursor trajectory measure is more sensitive to masked 
semantic priming than the response time measure. 

Keywords: masked semantic priming; congruency effect; 
cursor trajectories; response time 

Introduction 
Masked semantic priming has played a pivotal role in 
deepening our understanding of conscious and unconscious 
processing. In a typical masked semantic priming study, 
participants judge whether two numbers are the same or 
different (e.g., “3 / 3” or “3 / 5”), preceded by two masked 
priming letters (e.g., “A / a” or “A / g”). Trials where primes 
and targets semantically conflict are called incongruent 
trials (e.g., “A / g” prime and “3 / 3” target), otherwise they 
are congruent trials (e.g., “A / a” prime and “3 / 3” target). It 
is found that response times in incongruent trials are longer 
than those in congruent trials, which is called “congruency 
effect” (Van Opstal, Gevers, Osman, & Verguts, 2010). 

Congruency effects can occur at a semantic level in near 
absence of awareness. For example, masked letters, words 
or pictures can be categorized subliminally (Dehaene et al., 
1998, Dell'Acqua & Grainger, 1999; Weibel, Giersch, 
Dehaene, & Huron, 2013). In addition, complicated 
judgments can be unconsciously applied to masked stimuli 
(Kiesel, Kund, Pohl, Berner, & Hoffmann, 2009). A further 
study suggests that semantic context information can be 
processed without much awareness (Van Opstal, Calderon, 
Gevers, & Verguts, 2011). 

However, the credibility of masked semantic priming has 
been questioned on several grounds. First, effect sizes 
reported in these studies are relatively small; a meta-

analysis study summarizing masked semantic priming 
effects suggests that those priming effects are often difficult 
to be replicated (Van den Bussche, Van den Noortgate, & 
Reynvoet, 2009). Second, it is argued that congruency 
effects could be underestimated due to participants’ 
conscious control of response times, known as the Gratton 
Effect (Gratton, Coles, & Donchin, 1992). Specifically, 
when a trial is incongruent, participants respond faster to a 
subsequent incongruent trial, resulting in reduced 
congruency effects (Desender & Bussche, 2012). Kinoshita, 
Forster, and Mozer (2008) showed that participants became 
aware of the incongruent trials, and adjusted their response 
times to mitigate the response delay. These effects originate 
from participants’ self-control, also known as “trial-by-trial” 
modulation (Egner, 2007). Such modulation reduces 
response times for incongruent trials and produces smaller 
congruency effects. 

One important factor that contributes to these 
shortcomings is the way that semantic priming is assessed. 
Most behavioral data collected to evaluate masked semantic 
priming is based on response times, which provides only 
one data point for each trial. Response times are not very 
informative with regard to the dynamic cognitive processes 
that unfold within a short period, which is yet fundamental 
for the occurrence of subliminal priming. To probe those 
dynamic processes, a measurement procedure sensitive to 
fine-tuned data points that correspond to decision-making 
processes is needed. In addition, the Gratton Effect is 
attributed to participants’ adaptation to semantic conflicts 
experienced in incongruent trials; such adaptation leads 
participants to build up a stable response time pattern during 
experiments. Thus, to alleviate the interference of the 
Gratton Effect, a measurement procedure that is sensitive to 
dynamic decision processes should be developed. 

Here we introduce a complementary tool to measure 
semantic priming—assessing trajectories of a computer 
cursor (Dale, Kehoe, & Spivey, 2007; Song & Nakayama, 
2009; Spivey & Dale, 2006; Xiao & Yamauchi, 2014; 
Yamauchi, 2013; Yamauchi, Kohn, & Yu, 2007). The merit 
of the cursor motion method is that it records dynamic 
temporal-spatial information about participants’ responses, 
in addition to response time data (Freeman & Ambady, 
2010). For each trial, participants use a computer mouse to 
respond, while running times and positions of the cursor on 
the screen are recorded every 20ms to generate a cursor 
motion trajectory. By analyzing the temporal-spatial 
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features of cursor motion trajectories, further insights can be 
gained to understand semantic priming. 

There are a few studies that have applied the cursor 
motion method to study priming. For example, Friedman 
and Finkbeiner (2010) find that repetition priming and 
semantic priming can be distinguished by different cursor 
trajectory patterns. Furthermore, Xiao and Yamauchi (2014) 
show that congruency effects can be reliably measured by 
attractions toward unintended choices of cursor trajectories, 
and incongruent trials elicit larger attractions than congruent 
trials do. Though cursor motion methods seem powerful, no 
studies have compared the cursor motion measures directly 
to response time measures in a masked priming framework. 

To compare the two measures, two independent 
experiments respectively applying the cursor motion 
measure and response time measure are conducted in the 
current study. A different group of participants were 
recruited for each experiment, and the methodology was 
developed by Xiao and Yamauchi (2014). 

Method 
Both experiments consisted of two phases: a number 
judgment task followed by an awareness test. In the number 
judgment task, participants judged whether two numbers 
were the same or different, preceded by a briefly presented 
picture. The trials in the awareness test were identical to 
those in the number judgment task except that participants 
were explicitly instructed to identify the primes and choose 
the correct prime from two options. With this design, we 
know whether primes are visible to participants. 

With the number judgment task, we investigate whether 
the semantic gist of masked pictures (i.e. primes) can 
influence participants’ “same / different” judgment of 
numbers. A psychophysics study showed that the “same” or 
“different” judgments of stimuli are respectively mapped to 
“yes” or “no” responses (Schoups, Vogels, & Orban, 1995). 
It is also well known that positive (e.g. “yes”) responses 
elicit shorter response times than negative (e.g. “no”) 
responses (Sternberg, 1966). A similar trend was found for 
“same / different” judgment: “same” responses took shorter 
response times than “different” responses (Ratcliff, 1985). 
Based on Proctor’s Unified Theory (1981), such response 
time differences indicate that “same” and positive 
judgments employ an analogous processing mechanism, as 
distinct from processes underlying “different” or negative 
judgments. Following this rationale, we assume that priming 
pictures with positive connotations (e.g., a smiley face) are 
congruent with “same” responses (e.g., “3 \ 3”) while 
primes with negative connotations (e.g., an upset face) are 
congruent with “different” responses (e.g., “3 \ 5”). Thus, 
we predict that positive primes facilitate “same” while 
impede “different” response; in contrast, negative primes 
facilitate “different” while impede “same” responses (Xiao 
& Yamauchi, 2014). 

Participants 
In total, 64 undergraduates from Texas A&M University 
participated in our experiments for course credits. Among 
them, 28 participants were assigned to a cursor motion 
experiment, while 36 to a response time experiment. 

Materials 
Prime stimuli were three pairs of symbolic pictures. Each 
pair consisted of one picture with positive connotations and 
the other with negative connotations (Table 1). Four number 
pairs were used as target stimuli; two of the pairs demand 
“same” responses (i.e., “3 \ 3” or “5 \ 5”), and the other two 
pairs demand “different” responses (i.e., “3 \ 5” or “5 \ 3”). 
 

 
Prime type 

Mask 
Positive Negative 

Pair 1 
  

 

Pair 2 
  

Pair 3 
  

 
Figure 1: Pictures used as primes and masks. 

 

Measuring Cursor Motion 
For the cursor motion experiment, the area under the curve 
(AUC) of a cursor trajectory in each trial is calculated as the 
geometric area circumscribed by a straight line from the 
onset position to an ending position, and by the actual 
trajectory that exceeds the straight line toward the 
unintended option (Figure 2). The AUC is measured by the 
number of pixels. A smaller AUC indicates that the trial is 
easier to respond to, while a larger AUC indicates more 
semantic conflicts experienced between the prime and target 
(Freeman et al., 2008). The position of the cursor is 
recorded as one data point every 20ms (Figure 3), and all 
data points are normalized into 100 steps for each trial using 
a linear interpolation method. 
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Figure 2: Illustration of the area under the curve (AUC). 
In this example, participants judge whether the digits 3 and 

5 are the same or different. The curve represents a 
hypothetical trajectory of a cursor moving from the center of 

the “START” button to the ending position (where the 
“Different” button is clicked). The dashed straight line 

represents the shorted path from the onset to ending position. 
The AUC is defined by the area circumscribed by the 

shortest path, and by the actual trajectory curve exceeding 
the shortest path toward the unintended button. 

 

 

 

 
Figure 3: Two examples of cursor trajectories for an 

incongruent trial and a congruent trial. The first figure 
shows a trajectory with a large attraction (AUC) towards the 

unintended button, while the second figure shows a 
trajectory with a small AUC. 

 

Procedure 
In each trial, a fixation cross was presented at the center 

of the screen for 300ms. Then, a pre-mask was presented for 
100ms, followed by a priming picture presented for 20ms, 
and a post-mask for 100ms. Finally, the target was 
presented until participants responded. Participants were 
instructed to judge whether the two numbers were the same 
or different, while ignoring any pictures flashed prior to the 
numbers. There were 240 trials for each participant: 120 
trials were congruent (60 PP and 60 NN trials) and 120 
trials were incongruent (60 NP and 60 PN trials). These 
trials were further divided into two categories with either the 
“same” (“3 \ 3” or “5 \ 5” targets) or “different” (“3 \ 5” or 
“5 \ 3” targets) response trials (See Table 1). 
 

Table 1: Number of trials in each condition 
 

Trial Types      Prime Target Number 

Congruent 
PP Positive 3\3 30 

Positive  5\5 30 

NN Negative 3\5 30 
Negative 5\3 30 

Incongruent 
NP Negative 3\3 30 

Negative 5\5 30 

PN Positive 3\5 30 
Positive 5\3 30 

 
For the cursor motion experiment, participants were 

instructed to use the mouse to click the “Same” or 
“Different” button on the top of the screen quickly and 
accurately (Figure 4a). Whether “Same” button was on the 
left or right was counterbalanced between participants. For 
the response time experiment, participants were instructed 
to press the “F” button on a keyboard to choose “Same” and 
the “J” button to choose “Different” (Figure 5a). 

After the number judgment task, participants took part in 
an awareness test. There were 96 trials in the awareness test; 
they were identical to those in the number judgment task. 
However, participants were informed about the prime and 
asked to identify it. For the cursor motion experiment, 
participants clicked one of the two optional pictures that 
matched the prime (Figure 4b). For the response time 
experiment, participants pressed either “F” to choose the left 
picture or “J” to choose the right picture (Figure 5b). The d’ 
measure obtained from the awareness test was calculated to 
examine whether participants’ capacity to identify the 
primes predicts their priming magnitudes. Specifically, 
selecting the option that was presented as a prime was 
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regarded as ‘hit’ and incorrectly selecting the same option 
that was not actually presented was regarded as ‘false alarm’. 

 

 
 

Figure 4: illustrations of the number judgment task and 
awareness task in the cursor motion experiment. In the 

number judgment task (a), participants judged whether two 
digits were the same or different, preceded by a briefly 

presented masked prime (e.g., a check). In the awareness 
test, participants were asked to identify the priming picture 

and click the correct picture of the two options. 
 

 
 

Figure 5: The response time experiment. In the number 
judgment task (a), participants pressed either “F” button to 

choose “Same” or “J” to choose “Different”. In the 
awareness test (b), participants pressed either “F” to choose 

the left picture or “J” to choose the right. 
 

Design 
For both groups, the experiment is 2 (prime type: positive, 
negative) × 2 (target type: same, different) within-subjects 
design. The dependent variable is the response time for the 

response time measure group, and the area under the curve 
(AUC) for the cursor motion measure group. In the analysis, 
we collapsed prime type and target type as one factor of 
congruency (congruent, incongruent), and employed paired 
t-tests to investigate the congruency effect (i.e. whether the 
dependent variable for congruent trials is less than that for 
incongruent trials). To compare congruency effects obtained 
in the cursor trajectory measure and the response time 
measure, we applied a meta-analytic method and evaluated 
the relative magnitudes of the p values and effect sizes 
obtained in the two experiments (Rosenthal, 1991). 

Results 
Trials with a response time longer than 3000ms were 
dropped. Paired t-tests were performed to assess congruency 
effects. For the cursor motion experiment, the AUC was 
smaller for congruent trials (M = 3628.43, SD = 3875.79) 
than for incongruent trials (M = 4746.17, SD = 4135.95), 
t(27) = 5.13, p < 0.001, d = 1.97, 95% CId [1.31, 2.64] 
(Rosenthal & Rosnow, 1991; Fritz, Morris, & Richler, 
2012). Similarly, for the response time experiment, the 
response time (RT) was also shorter for congruent trials (M 
= 733.32, SD = 156.28) than for incongruent trials (M = 
759.50, SD = 168.60). However, this difference was only 
marginally significant; t(35) = 1.92, p = 0.06, d = 0.65, 95% 
CId [0.16, 1.14].  

To further explore whether priming occurred at a 
subliminal level, we calculated d’ for the awareness test to 
measure the extent to which participants could identify the 
masked primes (Greenwald, Draine, & Abrams, 1996). To 
assess whether the priming effects depended on visibility of 
primes, we performed a linear regression analysis on the d’ 
with the priming magnitude as the predicted variable, which 
was calculated by subtracting the mean AUC of congruent 
trials from that of incongruent trials for each subject 
(Greenwald et al., 1996; Van Opstal, Gevers, Osman, & 
Verguts, 2010). 

For AUC data, there was no correlation between the 
priming magnitude and d’ (Figure 6), b* = 0.29, t(26) = 1.55, 
p = 0.14, suggesting that the congruency effect was not 
influenced by prime visibility. Meanwhile, there was a 
significant intercept at zero d’; b = 758.16, t(26) = 2.40, p = 
0.02, indicating that the congruency effect was still 
significant for participants who could  hardly identify the 
primes. 
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Figure 6: Regression on d’ with priming magnitude as the 
predicted variable measured by AUCs. The X-axis is the d’ 

and the Y-axis is the priming magnitude, which was 
calculated by subtracting the AUCs in congruent trials from 

those in incongruent trials. 
 

The same awareness analysis was performed for RT data. 
A linear regression on the d’ with priming magnitude as the 
predicted variable revealed no correlation between the 
priming magnitude and d’ (Figure 7), b* = -0.057, t(34) = -
0.33, p = 0.74; the congruency effect was not influenced by 
prime visibility. And the intercept was not significant at 
zero d’; b = 30.60, t(34) = 1.59, p = 0.12. 

 

 
 

Figure 7: Regression on d’ with priming magnitude as the 
predicted variable measured by RTs. 

 

To verify whether the AUC data revealed larger effect 
size than the RT data, we compared the p values and effect 
sizes with a meta-analytic method. For the p-value 
comparison, Z is determined by a formula (Z1 — Z2)/√(2) 
(Rosenthal, 1991). The p-value associated with a Z of 2.56 
was 0.005 one-tailed; the difference between the p-values 
was significant, and the AUC data revealed a smaller p-
value than the RT data. For comparison of effect sizes, Z is 
determined by a formula (Zr1 — Zr2)/√(1/(N1-3)+1/(N2-3)) 
(Alexander, Scozzaro, & Borodkin, 1989; Snedecor & 
Cochran, 1989). The p-value associated with a Z of 2.09 
was 0.018 one-tailed; the difference between the effect sizes 
was significant, and the AUCs revealed larger effect size 
than the RTs. 

Discussion 
Both the response time measure and cursor motion measure 
show congruency effects where congruent trials yield 
shorter RTs, as well as smaller AUCs, than incongruent 
trials. Consistent with the previous findings (Xiao & 
Yamauchi, 2014), the gist of masked pictures can be 
processed in near absence of awareness. In addition, the 
priming effect size measured by AUCs is significantly 
larger than that of RTs. Two reasons can account for this 
difference. 

First, response times record only the duration from the 
onset of a target stimulus until a response is made, but no 
information is recorded for what is happening during this 
duration. Such information is indispensable, however, to 
understand the subtle processes of semantic priming. In 
contrast, a measure integrating temporal-spatial information 
can reveal real-time features of behavioral data, therefore 
has better accuracy than measures recording only temporal 
information. 

Second, response time data often suffers from the 
influence of the Gratton Effect. Participants can more or less 
estimate their response times and try to control it, which 
usually results in reduced congruency effects due to 
participants’ adaptation to semantic conflicts experienced in 
incongruent trials. Cursor motion data is beneficial because 
it includes spatial information in addition to temporal data. 
Though temporal data alone may underestimate congruency 
effects, semantic priming is still revealed by dynamic 
temporal-spatial data. Admittedly, the current study is far 
from a conclusion that the AUC data is less vulnerable to 
the Gratton Effect than the RT data. Further studies are 
needed to examine the robustness of cursor motion 
measures against the Gratton Effect. 

Though effect sizes are different between response times 
and AUCs, both show analogous congruency effects, 
meaning that the two measures are actually accessing the 
same priming processes. Furthermore, since the effect size 
measured by AUCs is far larger than that of RTs, though 
RTs only show marginally significant results, the cursor 
motion measure appears to be more sensitive to subtle 
semantic priming. Thus we suggest that the cursor motion 
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method can be a complementary tool for masked semantic 
priming research. 
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Abstract 

Individuals can use both linguistic and non-linguistic features 
of the speech signal to identify talkers. For instance, listeners 
have more difficulty identifying talkers in unfamiliar 
languages compared to a native language (language 
familiarity effect), implying that language-specific knowledge 
aids talker identification. In the present study, the source of 
the language familiarity benefit on talker identification was 
investigated as listeners identified talkers in their native 
language as well as non-native languages. Experiment 1 was 
designed to explore the influence of L2 proficiency on talker 
identification across languages. Experiment 2 further 
investigated individual differences in L1 phonetic perception 
and their contribution to talker identification by comparing 
English listeners’ performance across different language 
conditions that varied in the availability of linguistic cues. 
Results imply that familiarity with a specific language (L1 or 
L2) did not explain individual variation in language 
familiarity effect. Rather, in addition to the native language 
benefit, talker identification may be supported by general 
sensitivity to sound structures in language, modulated by the 
availability of higher-level linguistic information. 

Keywords: talker identification; language proficiency; 
speech perception; bilingualism; individual differences 

Introduction 

Listeners differ in their ability to identify or recognize 

human voices, but the source of these underlying individual 

differences is poorly understood. Recently, research has 

revealed an important role of linguistic knowledge in voice 

perception. First, there is strong evidence that speaker-
related acoustic-phonetic properties (e.g., formants in 

vowels, voice onset time of consonants) can inform listeners 

of talker gender or identity (e.g., Remez et al., 1997). 

Second, the language background of listeners qualitatively 

affects talker identification performance, contributing to the 

language familiarity effect (LFE) in talker identification. 

This effect establishes that listeners have more difficulty 

identifying talkers in unfamiliar languages compared to 

their native language (Perrachione et al., 2009; Goggin et 

al., 1991). This finding raises two important questions about 

talker identification: first, how much prior linguistic 

knowledge is required to promote the LFE? Second, what 
type of linguistic knowledge drives the LFE?  

With respect to the first question, a number of cross-

linguistic studies investigated the influence of second 

language (L2) knowledge on talker identification by 

comparing participants who had qualitatively different 

language experience: naïve listeners who had no familiarity 

at all, listeners with some knowledge of the target language 

and native listeners. However, conflicting results were 

obtained: on the one hand, Spanish- and Chinese-native 

speakers who spoke German as a L2 had significantly 

poorer performance than native-German speakers in 
identifying speakers in German (Köster & Schiller, 1997), 

suggesting a decisive role of native language; on the other 

hand, native-English speakers who learned German as a L2 

reached native-like performance in the same task (Köster, 

Schiller, & Künzel, 1995). It is possible that the similarity 

between languages contribute to the larger transfer of 

language knowledge. Notably, English is typologically 

closer to German than are either Spanish or Mandarin; 

English and German have more overlap in phonology, 

among other linguistic structures. Alternatively, the 

discrepancy between the studies might arise from individual 

differences in L2 proficiency, which may itself arise from 
differences in age of acquisition (AoA). Bregman & Creel 

(2014) compared monolingual English speakers and 

English-Korean bilinguals in their ability to learn English 

voices. In this study, the AoA of L2 predicted the speed of 

voice learning in the L2. While late English learners (L1 

Korean) were significantly slower in learning English 

voices, early English learners approached native-like 

performance on this measure, suggesting a gradient effect of 

language background on talker learning.  

In Experiment 1, we tested a more specific hypothesis that 

this gradient effect is driven by individual L2 proficiency. 

To this end, we tested a homogeneous group of Mandarin 
speakers who started English acquisition around the same 

age
1
 but achieved different L2 proficiency. In particular, we 

examined talker identification in participants’ native 

language and two non-native languages varying in their 

similarity to the native phonology, as an attempt to 

eliminate the confounding effects of language similarity in 

previous studies (e.g., Köster & Schiller, 1997; Schiller et 

                                                           
1 All of them were late L2 learners using Bregman & Creel’s 

criteria (AoA > 5). 
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al., 1995). If high L2 proficiency of late bilinguals predicts 

more native-like voice perception in the L2 (but not in other 

languages), then it provides a more quantitative explanation 

of the LFE. Such a finding will complement work of 

Bregman & Creel (2014) by suggesting a more plastic 

functional integration between speech processing and talker 
identity perception that continues to be influential after the 

critical period.  

While language knowledge apparently facilitates talker 

identification, much less is known with respect to the 

second question: which type of language knowledge (other 

than broad terms such as “linguistic knowledge/proficiency” 

or “language-dependent indexical cues”; e.g., Winters et al., 

2008) has a direct effect on LFE in talker identification. 

Individuals exhibit vast differences in their mastery of 

languages (native or non-native) on various levels of 

processing, from acoustic-phonetic level to the lexical level 

to the sentence level. Recent studies have implied that 
knowledge of the sound structure of one’s native language 

leads to the LFE (Perrachione et al., 2011; Fleming et al., 

2014). Perrachione et al. (2011) showed that in dyslexic 

adults, difficulty in talker identification in their native 

language was correlated with measures of phonological 

impairment. Other research has implied a link between 

subtle phonetic knowledge and talker perception (e.g., 

Bregman & Creel, 2014). It remains unclear whether 

individual differences in phonetic perception are linked to 

those in voice learning among typical adults and can 

uniquely predict voice learning performance in a particular 

language. The second goal of the current study is to 
explicitly measure individuals’ ability to encode subtle 

phonetic detail and link it to performance in talker 

identification. If subtle phonetic knowledge is critical in 

voice learning, then even among native listeners, 

performance in native phonetic perception should predict 

performance in native talker identification and account for 

the native language benefit. 

We adapted the talker identification task from 

Perrachione et al. (2009) and added different linguistic 

measures in a cross-language context. A sentence-in-noise 

transcription task (Experiment 1) and phonetic 

categorization tasks (Experiment 2) were used to assess 
listeners’ familiarity with English. These tasks helped to 

verify whether any observed language familiarity effect 

could be explained by listeners’ familiarity with a specific 

language, by comparing listeners’ talker identification 

performance across language conditions. Experiment 1 

focused on L2 proficiency of late L2 learners and 

Experiment 2 on phonetic encoding ability of native L1 

speakers. Together, the experiments were designed to 

further elucidate the mechanism underlying the observed 

relation between speech processing and voice perception. 

Experiment 1 

In Experiment 1, we examined the relationship between 

listeners’ L2 proficiency and talker identification 

performance, by assessing English and Mandarin listeners’ 

ability to identify talkers across three language conditions: 

Mandarin, Spanish and English. The selection of these 

languages allowed control over potential effect originating 

from language similarities (cf. Köster et al., 1995 and 

Köster & Schiller, 1997). All Mandarin listeners were late 

L2 learners of English. A sentence-in-noise transcription 

task provided a direct measure of Mandarin listeners’ L2 

proficiency in English. Given that musical ability enhances 

talker identification (Xie & Myers, 2015) and L2 
phonological processing (Slevc & Miyake, 2006), we 

included musical experience as a covariate in the analysis.  

Methods
2
 

Participants Two groups of listeners (44 native-English 

listeners and 39 native-Mandarin listeners who speak 
English as L2) participated in the study. All English 

listeners were monolingual speakers who were naïve to 

Mandarin, although some listeners learned basic Spanish in 

school. All Mandarin listeners were naïve to Spanish. 

Mandarin listeners were late bilinguals who learned English 

in classroom setting in Mainland China; their average age of 

acquisition was 10.33 (SD = 2.73) years old, and their age 

of arrival in the U.S. was 22.00 (SD = 4.23) years old. 

English and Mandarin groups did not differ in terms of 

years of musical training received prior to test time 

(English: M = 2.89, SD = 4.52; Mandarin: M = 2.44, SD = 

4.08, t(81) = .474, p = .64). All participants were Uconn 

students with no known hearing or visual disorders.  

 

Materials All recordings were made in a sound-proof room 

and digitally sampled at 22.05 kHz. Stimuli for the sentence 

transcription task consisted of three sentence lists adapted 
from the Revised Bamford-Kowal-Bench (BKB-R) sentence 

lists (Bench & Bamford, 1979). Each list consisted of 16 

simple English declarative sentences with 3 or 4 keywords 

each, resulting in a total of 50 keywords per list. A male 

native speaker of American English recorded the sentence 

set. The recordings were then embedded in white noise at a 

+5 dB signal-to-noise ratio and normalized for RMS 

amplitude to 70 dB SPL. Stimuli for the talker identification 

task consisted of recordings of 10 sentences in each of the 

three languages: Mandarin, Spanish and English, recorded 

by five male native speakers of that language. Five 

sentences in each language were arbitrarily designated as 

training sentences, and the remaining five as test sentences.  

Procedure Participants were seated in a sound-attenuated 
booth in front of a computer monitor and listened to stimuli 

delivered by headphones. Each participant completed the 

talker identification task followed by the sentence 

transcription task. The talker identification task was blocked 

                                                           
2 A subset of the data (36 English and 25 Mandarin listeners) 

was reported in Xie & Myers (2015). An additional group of 

participants were recruited and combined with previous subjects 

for analysis in the current study. The talker identification task was 

reported in detail in Xie & Myers (2015). The sentence 
transcription task was analyzed and reported here for the first time. 
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by language condition (Mandarin, Spanish and English), 

with the order of language condition counterbalanced across 

participants. Each condition consisted of a familiarization 

phase, a practice phase and a generalization phase. During 

the familiarization phase, listeners heard all five training 

sentences, each spoken by five speakers twice. Talker 

identity information was provided with a generic label (e.g., 

Talker 1). During the practice phase, listeners identified the 

talkers speaking five training sentences with feedback. 
During the generalization phase, listeners identified talkers 

when five novel sentences were spoken. No feedback was 

provided during this phase.  

During the sentence transcription task, participants 

transcribed each sentence in standard English orthography. 

All three BKB-R lists were presented with the order of lists 

counter-balanced across participants. The order of sentence 

presentation was randomized within each list; each sentence 

was played only once. Upon completion of listening tasks, 

participants filled out a survey on their language and 

musical background.  

Results and Discussion 

Talker Identification Task The dependent measure was 

the percentage of correct identifications of talkers during the 

generalization phase (Table 1). We compared the groups’ 

accuracies using 2 between-subject (listener group: English 

or Mandarin) × 3 within-subject (language condition: 

Mandarin, Spanish, or English voices) ANCOVA with years 

of musical training as a covariate. Musical experience had a 

significant main effect (F(1,80) = 9.823, p = .002) but did 

not interact with other factors. Of our primary interest, the 

listener group × language condition interaction (F(2,160) = 
67.487, p < .001) was significant, reflecting the language 

familiarity effect. Pairwise t-tests revealed that for both 

listener groups, the effect was due to significantly better 

performance identifying talkers speaking their native 

language versus other languages (ps < .001); no difference 

was observed between the two unfamiliar languages (ps > 

.10). Thus, the result indicated that with some knowledge of 

English, Mandarin participants did not perform better than 

they did with Spanish, an entirely unfamiliar language. 

 

Table 1: Mean accuracy of talker identification results as 

a function of listeners’ native language (listener group) and 

talker language condition.  

Standard deviations are listed in parentheses. 

 

Language 

condition 

Listener group 

English listeners Mandarin listeners 

Mandarin 0.49 (0.12) 0.74 (0.14) 

Spanish 0.52 (0.15) 0.53 (0.12) 

English 0.70 (0.18) 0.55 (0.13) 

 

Sentence Transcription Task The sentence transcription 

score (the percentage of keywords correctly recognized) 

averaged across three lists was calculated. English listeners’ 

performance exhibited a ceiling effect (all above .99). As 

late bilinguals, Mandarin listeners’ accuracy ranged from 

.49 to .97 (M = .85, SD = .10). The score was used as a 

measure of participants’ L2 proficiency in English.  

Focusing on Mandarin listeners, we asked whether late 

bilinguals’ talker identification differed as a function of 

their L2 proficiency; and whether the language influence 

predicted their talker identification performance in each 

language condition (Table 2). Surprisingly, sentence 
transcription scores significantly correlated with talker 

identification accuracy in all language conditions, not only 

in the English talker condition. We also computed the 

magnitude of the language familiarity effect (LFE), i.e., 

difference in performance on Mandarin versus on English 

(LFE1) or Spanish (LFE2). The L2 proficiency measure was 

not correlated with the size of either LFE (LFE1: r = .11, p 

= 0.52; LFE2: r = -.05, p = 0.76). Furthermore, talker 

identification accuracies across different language 

conditions were highly correlated
3

. These correlations 

became non-significant after we further controlled for 

listeners’ L2 proficiency (all ps > .10). That is to say, L2 

proficiency as measured by the sentence transcription score 

shared common variance with the variation in talker 

identification across language conditions. 

 
Table 2: The matrix of partial correlations (controlling for 

years of musical training) between Mandarin listeners’ L2 

proficiency and talker identification performance. 

*p < .05, **p < .01. 

 

Language 

condition Mandarin Spanish English 

Mandarin 1 

  Spanish 0.35* 1 

 English 0.36* 0.36* 1 

L2 proficiency 0.45** 0.59** 0.34* 

 
Thus, although a LFE was robustly observed in both 

listener groups, the results from Mandarin listeners were 

contrary to our prediction in two ways. First, Mandarin 

listeners’ individual L2 proficiency did not predict the 

magnitude of LFE. On the group level, there was no 

difference observed between the two non-native language 

conditions (English and Spanish) either. Second, the 

evidence pointed to a general talker learning ability related 

to second language proficiency. Regarding the first result, it 

is possible that some minimum proficiency threshold with a 

language (in this case, English) must be achieved before any 

LFE can be observed. In our study, the late bilinguals did 
not reach the native range in terms of sentence transcription 

accuracy (see also Bregman & Creel, 2014). Future research 

may test early bilinguals varying in their L2 proficiency to 

validate or falsify this “threshold” hypothesis. 

                                                           
3 The same pattern was found among English participants. Their 

talker identification accuracy in English correlated with 

performance in Mandarin (r = 0.62, p < .001) and Spanish (r = 
0.31, p <  .05), after controlling for individual musical experience. 
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Regarding the second result, it may be that some 

individuals have superior cognitive or auditory ability such 

that they are the better performers across the listening tasks 

for nonlinguistic reasons. Alternatively, correlations among 

voice perception across languages may have a linguistic 

root. Recent research has given special attention to the 

knowledge of speech sound structures (Perrachione et al., 

2011; Fleming et al., 2014). However, the actual source of 
LFE is underspecified and may arise from acoustic-

phonetic, phonological, or lexical levels of processing. For 

example, abstract phonological knowledge, as tested in 

Perrachione et al. (2011), could be at play. Alternatively, it 

is equally possible that listeners’ ability to track fine-grained 

phonetic detail and link it with talker-specific variation is 

associated with LFE (see Theodore & Miller, 2010). We 

intended to provide a more rigorous test of cognitive or 

perceptual factors subserving the LFE in Experiment 2.  

Experiment 2 

In Experiment 2, we intended to refine previous hypothesis 

that familiarity with one’s native phonology underlies the 

LFE (e.g., Fleming et al. 2014), by testing individual 

differences in acoustic-phonetic analysis of speech and their 

relation to talker identification in monolingual English 

listeners. Mastery of subtle phonetic knowledge was 

assessed by two phonetic categorization tasks. 

Studies have shown that higher-level linguistic cues affect 

acoustic-phonetic processing. However, the role of lexical 

information in talker perception is much less investigated. 

Fleming et al. (2014) recently found evidence of LFE even 
when sentences were time-reversed (lexical information was 

not available) and concluded that comprehension is not 

necessary in eliciting the LFE. However, results of Goggin 

et al. (1991) indicated that talker identification is better for 

comprehensible sentences than for incomprehensible 

sentences. These findings together suggest phonetic or 

phonological level processing of speech may be at the root 

of LFE in talker identification, but top-down lexical 

information may further facilitate the use of sound patterns. 

To test this hypothesis, we manipulated the availability of 

higher-level linguistic cues across two native language 

conditions in Experiment 2. In one condition, lexical-
semantic cues were eliminated by rearranging words or 

mixing syllables to create nonsense, “Jabberwocky” 

sentences. The comparison between this Jabberwocky 

English (JE) condition and normal English condition 

(compared to an unfamiliar language condition) helped us to 

examine the extent to which voice perception relies on the 

presence of meaningful linguistic content, holding 

phonology constant. If individual sensitivity to acoustic-

phonetic detail is underlying the LFE, we predict 

correlations between the phonetic measures and talker 

identification in both native language conditions (normal 

English and Jabberwocky English). If lexical information 
provides an additional benefit (by facilitating the use of 

acoustic-phonetic detail), we predict performance in the 

normal condition should be better than that in the JE 

condition. Lastly, as Experiment 1, we intended to control 

individual variability in pitch processing ability as it relates 

to individual differences in talker perception (Xie & Myers, 

2015). In Experiment 2, instead of controlling for musical 

experience (an indirect measure of pitch processing ability), 

we used pitch tasks to provide a more direct measure of 

pitch processing ability, in order to parse out any influence 
arising from this nonlinguistic auditory processing ability.  

Methods 

Participants 63 monolingual English participants from the 

Uconn community were included in the following analysis
4
.  

 
Materials The stimuli for the talker identification task in 

the English and Mandarin conditions were the same as in 

Experiment 1. Stimuli in the Jabberwocky English (JE) 

condition consisted of recordings of phonologically 

scrambled versions of the original 10 sentences in the 

English condition. We rearranged syllables to make 

nonsense sentences such as ‘More in a tri- campic lingting 

turress angra the forture’ (mixed syllables from ‘Try angling 

the camera for a more interesting picture’). Five
5
 native 

American-English speakers (all males) recorded the stimuli. 

A local and a global pitch perception task were used to 

assess listeners’ sensitivity to changes in pitch height and 
pitch contours, respectively. In each trial, listeners reported 

whether two pure tone sequences were same or not, based 

on the criteria of the specific task. Stimuli used in the pitch 

perception tasks were reported in Xie & Myers (2015) in 

detail. Phonetic perception tasks consisted of a vowel 

categorization task and a consonant categorization task. For 

the vowel categorization task, tokens of a female American-

English speaker producing the vowel /ɛ/ and /æ/ were 

recorded. Resynthesis of two natural productions spoken by 

this speaker provided the endpoints of the continuum and 

seven equally-spaced synthesized vowels along the /ɛ/-/æ/ 

continuum were created using PRAAT, following 

Sebastián-Gallés & Baus (2005). For the consonant 
categorization task, tokens of a male American-English 

speaker producing stop consonant /da/ and /ta/ were 

recorded. Nine synthesized syllables along the /da/-/ta/ 

continuum were created by varying the voice onset time of 

the consonant from 0ms to 80ms, in 10ms steps. 

                                                           
4 Participants had to achieve above-chance performance in the 

English condition in talker identification and in both pitch tasks. 

For the phonetic perception task, response rate had to exceed 75% 

across all continuum steps and accuracy of responses must be 

below 25% at one end of the continuum, and above 75% at the 
other end. A total of 13 participants were excluded. The pitch task 

and talker identification task (Mandarin and English) were reported 

in Xie & Myers (2015). We now report the phonetic tasks and 
talker identification in the JE condition for the first time. 

5
They were different speakers from those in the normal English 

condition. All speakers practiced reading the sentences until they 

could read the sentences fluently as if they were real English 

sentences.    
. 
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Procedure Participants first completed the talker 

identification task, followed by the pitch perception tasks 

and the phonetic categorization tasks, with the order of the 

latter two types of tasks counterbalanced across participants.  

In the vowel categorization task, participants were told to 
press one button when hearing a vowel like the one in ‘bed’, 

and another for the vowel in ‘bad’. The task began with 

seven practice trials, one for each stimulus, presented in 

randomized order. The experimental session included 12 

blocks, with the continuum steps randomized within each 

block. A similar procedure was used in the consonant 

categorization task. 

Results and Discussion 

Table 3 lists the descriptive statistics for all the measures. 

Accuracy in the English condition was significantly higher 

than that in the JE condition (t(62) = 4.33, p < .001), and 

both were significantly higher than that in the Mandarin 

condition (ps < .001), suggesting that the magnitude of LFE 

was larger when lexical information was present in the 

native language.  

 For pitch perception tasks, the average sensitivity score 
(log-transformed d′) across the two pitch tasks was 

computed to reflect listeners’ sensitivity to pitch (see Xie & 

Myers, 2015 for details). For the vowel categorization task, 

to obtain a performance score for each individual, we 

calculated the vowel categorization score by subtracting the 

average log odds of steps 2 and 3 from the average log odds 

of steps 5 and 6 (see Sebastián-Gallés & Baus, 2005). We 

interpret the score as reflecting the slope of the 

categorization curve. The higher the score, the better 

separation between /ε/ and /æ/. We similarly computed the 

consonant categorization score by subtracting the average 

log odds of steps 3 and 4 (VOT = 20ms and 30ms) from the 
average log odds of steps 6 and 7 (VOT = 50ms and 60ms). 

All measures were normally distributed as assessed by 

Kolmogorov–Smirnov Z tests (ps > .05).  

 

Table 3: Descriptive statistics of all measures.  

 

  Measure Mean SD Min Max 

Talker 
identification 

Mandarin 0.48 0.15 0.17 0.85 

JE 0.62 0.19 0.15 0.97 

English 0.71 0.13 0.41 0.93 

Auditory Pitch -0.01 0.22 -0.49 0.42 

Phonetic Vowel 6.30 2.23 0.10 9.19 

  Consonant 7.49 1.77 1.45 9.19 

 

The relationship between measures of individual 

differences in voice perception, pitch processing and native 

phonetic processing was examined by pair-wise correlations 

(Table 4). As reported in Xie & Myers (2015), there was a 

significant positive correlation between pitch sensitivity and 

talker identification accuracy that was specific to the 

unfamiliar language (Mandarin). The correlation was 

marginally significant in the Jabberwocky English condition 

(p = .07) and non-significant in the English condition (p = 

.32). If variation in talker identification performance arose 

from auditory-generic processes—if individuals with better 

talker identification simply had better pitch processing skills 

and exploited those skills to the same degree regardless of 

language conditions, then talker identification scores in 
general should correlate positively with pitch sensitivity. 

This was not the case. In addition, pitch sensitivity was not 

correlated with any of the phonetic categorization results. 

Thus, it was not the case that some participants were simply 

“more adaptable” than others.  

 

Table 4: The correlation matrix for measures on talker 

identification, pitch sensitivity and phonetic categorization. 

*p < .05, **p < .01.  

 

  M JE E Pitch V C 

Mandarin 1     

   JE 0.52** 1 
    English 0.39** 0.49** 1 

   Pitch 0.32** 0.23 0.13 1 
  Vowel 0.52** 0.41** 0.31** 0.16 1 

 Consonant 0.38** 0.26* 0.29* 0.18 0.5** 1 

 

The second key finding was that both vowel and 

consonant categorization scores (independent of pitch 

processing skills) positively correlated with talker 

identification accuracy across all language conditions (Table 

4). In addition, none of the pitch or phonetic measures 

predicted the magnitude of language familiarity effects 

(English vs. Mandarin or JE vs. Mandarin). Thus, individual 

variation in native phonetic perception, as measured by the 
categorization scores (vowels and consonants), did not 

uniquely explain the language familiarity effect per se, but 

instead seems to be related to talker identification ability 

across language conditions. This finding was surprising, but 

it mirrored our finding in Experiment 1. These results are 

theoretically informative because they suggest that general 

speech processing abilities, rather than phonological 

knowledge of a specific language may aid in talker 

identification.  

General Discussion 

Previous studies established that native language experience 

(Perrachione et al., 2009) and early bilingualism (Bregman 

& Creel, 2014) enhance voice learning. We designed this 

study to test the hypothesis that such language familiarity 

effect is driven by individuals’ knowledge of a specific 

language, and in particular, by individuals’ perception of 

subtle phonetic detail in that language. We examined 

whether language-related abilities in L1 (among 
monolinguals) and/or L2 (among late bilinguals) predict 

talker identification accuracy in that language. We report 

two key findings.  

The first finding was that talker identification is language-

dependent, but in a less specific way than previously 

hypothesized. Although the native language familiarity 
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effect was very robust, contrary to our prediction, the 

linguistic knowledge of a specific language, either nonnative 

(Experiment 1) or native (Experiment 2), did not explain 

how well a listener can identify speakers of that particular 

language, compared to the baseline talker identification 

accuracy in an entirely unfamiliar language. Instead, 
performance assessing language abilities (either native or 

nonnative) correlated with talker identification across all 

language conditions. Meanwhile, the language measures 

were independent of individual variation in nonlinguistic 

pitch perception abilities, suggesting that general auditory 

processing skills cannot explain away the close relation 

between performance in the language-related listening tasks 

and talker identification tasks. The results suggested that a 

language-general aptitude may exert a major influence on 

talker identification, regardless of the language being 

spoken. Note that we cannot exclude the possibility that 

correlations in performance on talker identification and 
other linguistic/non-linguistic tasks were mediated by other 

untested nonlingusitic cognitive factors. Future research 

should aim to disentangle these possibilities. 

The second finding is that listeners readily exploit lexical 

information in the native speech in talker identification, as 

English listeners were more accurate identifying talkers in 

normal English than Jabberwocky English, and more 

accurate in Jabberwocky English than Mandarin. Taken 

together with the first finding, we suggest that the language-

general aptitude may reflect processing ability of acoustic-

phonetic detail in two ways. First, unlike the abstract 

phonological knowledge of a specific language, it could 
potentially function in a language-independent way. Second, 

top-down cues from the lexicon may strengthen acoustic-

phonetic cues associated with the talker, and therefore 

facilitate talker identification in one’s native language. 

Conclusion 

Our findings expand upon previous studies to demonstrate 

that a language-related capacity is underlying the observed 
individual variation in talker identification skills. This 

capacity is not specific to any particular language system 

and is used in talker identification across language 

conditions. Moreover, its functioning may be facilitated by 

lexical access. We thus suggest that sensitivity to acoustic-

phonetic detail is a good candidate for this language-general 

capacity. Future studies should further investigate this 

phenomenon to provide a satisfactory theoretical framework 

of talker identification. Ultimately, the disparate avenues of 

research in talker identification and speech perception need 

to be more united to elucidate the cognitive mechanism of 

how humans recognize one another’s voice. 
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Abstract

For more than a century scholars have proposed laws of se-
mantic change that characterize how words change in meaning
over time. Two such laws are the law of differentiation, which
proposes that near-synonyms tend to differentiate in meaning
over time, and the law of parallel change, which proposes that
related words tend to undergo parallel changes in meaning. Re-
searchers have identified a handful of changes that are consis-
tent with each proposed law, but there are no systematic eval-
uations that assess the validity and generality of these compet-
ing laws. Here we evaluate these laws by using a large corpus
to assess how thousands of related words changed in meaning
over the twentieth century. Our analyses show that the law of
parallel change applies more broadly than the law of differ-
entiation, and thereby illustrate how large-scale computational
analyses can place laws of semantic change on a more secure
footing.
Keywords: semantic change; law of differentiation; law of
parallel change; computational semantics

Introduction
The sounds, structures and meanings of languages are con-
stantly changing. Shakespeare would have sounded different
from a modern English speaker, and his plays demonstrate
that both grammar and word meanings have changed since
the turn of the seventeenth century. Scholars have formu-
lated laws that characterize the nature of these changes, and
the literature contains laws of sound change (Labov, 2010),
grammatical or syntactic change (Hopper & Traugott, 2003;
Lieberman, Michel, Jackson, Tang, & Nowak, 2007), and
semantic change (Bréal, 1897; Sweetser, 1991; Traugott &
Dasher, 2002). Semantic change, however, is the area of his-
torical linguistics that is “least well understood” (p 197 in
Crowley and Bowern, 2010), and proposed laws of semantic
change have not achieved the same secure status as laws of
sound change.

Here we focus on two laws of semantic change that
are prominent but incompatible. The law of differentia-
tion (Bréal, 1897; Sturtevant, 1917) proposes that near-
synonyms tend to diverge in meaning over time. Figures 1a
and 1b show an example suggesting that “fragile” and “frail”
were neighbors in semantic space during the 1890s but had
moved apart by the 1990s. Many researchers have proposed
that it is inefficient for languages to contain multiple forms
with similar meanings (Bolinger, 1977), and selective pres-
sures toward increased efficiency provide a plausible reason
why differentiation may occur. The second law is the law
of parallel change, which proposes that words with related
meanings tend to change in similar ways over time (Stern,

1921; Lehrer, 1985). Figures 1c and 1d suggest that the
meanings of “imminent” and “impending” changed in sim-
ilar ways between the 1890s and the 1990s. One plausible
explanation for parallel change is that language users tend to
preserve associations between closely related words, which
means that a word that changes in meaning is likely to “drag
along” other related words (p 286 in Lehrer, 1985).

The laws of differentiation and parallel change make oppo-
site predictions about how near-synonyms change over time.
Which prediction is correct will vary from case to case, and
linguists have identified examples of change that support the
law of differentiation (Bréal, 1897; Sturtevant, 1917) and
other examples that support the law of parallel change (Stern,
1921; Lehrer, 1985). These sets of examples, however, are
typically very small, and are unable to reveal whether each
law applies in general or only in rare cases. To assess the gen-
erality and importance of these competing laws, we present
a large-scale computational analysis that explores how thou-
sands of pairs of related words change in meaning over time.
One group of researchers has previously argued that laws of
semantic change are statistical tendencies that need to be eval-
uated using large-scale statistical analyses (Williams, 1976;
Ullmann, 1943). A second group of researchers has ex-
plored computational methods for detecting semantic change
in large corpora (Sagi, Kaufmann, & Clark, 2011; Gulordava
& Baroni, 2011). We bring these ideas together by showing
how large-scale computational analyses can be used to evalu-
ate proposed laws of semantic change.

Results
Our analysis explores how nouns, verbs, and adjectives
changed in meaning over the eleven decades between 1890
and 1999. We use the Google Million corpus (Michel et al.,
2010)1, which contains around 650 million words for each
year in the period that we consider. For all of our analyses
we binned the data into decades. We used a distribuitional
approach to meaning (Firth, 1957), and captured the mean-
ing of a word during a given decade by a meaning vector
that reflects the contexts in which it appeared. The Materials
and Methods section describes how we converted these raw
vectors into normalized meaning vectors, or probability dis-
tributions that sum to 1. To measure the similarity between
two meaning vectors, we used the Jensen-Shannon (JS) diver-

1Downloaded from http://books.google.com/ngrams/datasets on
May 15, 2012.
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Figure 1: Word pairs that illustrate differentiation and parallel change. (a) Semantic neighbors of “fragile” and “frail” in the
1890s and the 1990s. The two words begin as nearest neighbors but move apart over a century and end up closest to “delicate”
and “infirm” respectively. The semantic spaces shown were created from the Google Ngram corpus (Michel et al., 2010) using
the t-SNE algorithm for dimensionality reduction (Maaten & Hinton, 2008). (b) Distributions showing the contexts that are
linked most strongly with “fragile” and “frail.” Over the century, “frail” alone becomes strongly linked with “elderly” and
“older.” (c) Semantic neighbors of “imminent” and “impending” in the 1890s and the 1990s. Both words start out closest to
“menacing” but end up close to “gradual” and “incipient.” (d) Context distributions for “imminent” and “impending.” Over
the century, both words become linked more strongly with words like “arrival” and “departure” that do not convey a sense of
danger.

gence, which is a standard measure of the distance between
two distributions. If two words appeared in the same contexts
during a given decade, then the JS divergence between their
meaning vectors is small.

Our first analysis focused on sets of English syn-
onyms collected from two historical resources published in
1896 (Fernald, 1907) and 1920 (Allen, 1920) respectively.
We began by asking whether synonym pairs were more likely
to move apart in semantic space than control pairs including
words that were not necessarily related in meaning. The law
of differentiation predicts that synonyms should tend to di-
verge more than control pairs, but the law of parallel change
predicts that synonyms should tend to stay closer than the
controls. We tested these predictions using synonym pairs
where both words changed more than the population average
over the eleven decades. The degree of semantic change for
a given word was computed by finding the word’s 100 near-
est neighbors in the 1890s and again in the 1990s, and cal-
culating the overlap between these sets. For each synonym
pair we chose a control pair that satisfied two criteria. First,
the JS divergence between the two control words in the 1890s
must be smaller than the JS divergence between the synonyms
for the same decade. Second, the total amount of semantic
change over the eleven decades must be smaller for the con-
trol words than the synonyms. Because the words in each
control pair are initially nearby in semantic space, some of
the control pairs are semantically related. For example, the
controls for “imminent” and “impending” in Figure 1 are “in-
structive” and “interesting,” and the controls for “fragile” and
“frail” are “optimistic” and “pessimistic.” The controls, how-

ever, also include pairs such as “lonely” and “western” that
are not semantically related but that happen to have similar
context distributions. Our policy for choosing controls en-
sures that the control pairs start closer to each other and move
less than the synonyms in semantic space. All other things
being equal, we should therefore expect the control pairs to
stay closer together than the synonym pairs.

Figure 2 shows, however, that synonym pairs in both his-
torical sets tend to stay closer than the control pairs. The
plots are based on pairs of synonyms that are divided into
nouns, adjectives, and verbs. In all plots, our conservative
policy for choosing controls ensures that the average distance
between control pairs is initially smaller than the average dis-
tance between synonyms, but by the 1990s the control pairs
are further apart on average than the synonyms. To evalu-
ate the statistical significance of this result, we compared the
number of cases where the synonyms ended up closer with
the number of cases where the control pairs ended up closer.
Figure 2b and Figure 2f show that binomial tests from all
word groups yielded significant results in the Fernald source
(nouns p < 0.0003,n = 222, adjectives p < 0.001,n = 142
and verbs p < 0.02,n = 41) and in the Allen source (nouns
p < 0.04,n = 790 and verbs p < 0.05,n = 304) except for
the adjective group (p = 0.31;n = 344). Our results there-
fore provide evidence against the law of differentiation and in
favor of the law of parallel change.

The law of parallel change should also apply to antonyms,
and we repeated our first analysis using antonym pairs drawn
from the same historical sources. The results in Figures 2c-
d and 2g-h provide additional support for the law of parallel
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Figure 2: Forward change in synonym pairs, antonym pairs and control pairs from the 1890s to the 1990s. (a) Pairwise JS
divergences between control pairs and synonymous nouns, adjectives, and verbs from a 1896 publication (Fernald, 1907). (b)
Counts showing the number of synonym pairs that end up closer (DS < DC) or further apart (DS > DC) than their control pairs
by the 1990s. (c) JS divergences between control pairs and antonym pairs. (d) Counts showing whether antonym pairs tend to
end up closer (DA < DC) or further apart (DA > DC) than their control pairs. (e), (f), (g), (h) Analysis of synonym and antonym
pairs from a 1920 publication (Allen, 1920). All error bars indicate the standard error of the mean, and “*”, “**” and “***”
indicate statistical significance at p < 0.05, 0.005 and 0.0005 respectively.

change by suggesting that antonym pairs are likely to stay
closer in semantic space than control pairs. This effect is
less robust for antonyms than synonyms, possibly because
the number of antonym pairs is smaller. Overall, however,
Figure 2 shows that there are more cases where antonym
pairs stay closer together than controls in both historical
sources (nouns p = 0.09,n = 81, adjectives p = 0.22,n = 111
and verbs p = 0.20,n = 34 in the Fernald source; nouns
p = 0.27,n = 42, adjectives p < 0.03,n = 72 and verbs p =
0.44,n = 48 in the Allen source).

Although our analyses so far support the law of parallel
change, it is possible that our results are shaped in part by
aspects of the Google million corpus that are unrelated to
semantic change. In particular, the 1990s data were sam-
pled from a more diverse collection of sources than were the
1890s data, and this difference in diversity could potentially
affect analyses that explore how word meanings change over
time. To rule out this possibility, we ran an analysis that re-
versed the direction of time and explored whether pairs that

were related in the 1990s were likely to stay nearby in se-
mantic space as time was rolled backwards. Although any
causal forces that keep related pairs together operate forward
in time, a backwards analysis can still provide evidence for
the existence of these forces. For example, if two words are
synonyms in the 1990s, the law of parallel change predicts
that the words will have arrived at their current locations in
semantic space by following parallel trajectories, which im-
plies that the words should be nearby in semantic space dur-
ing the 1890s.

To test this prediction, we collected sets of synonyms from
two modern resources developed during the 1990s: Word-
Net (Miller, 1995) and the Moby Thesaurus (Ward, 2002).
Our analyses followed the same general procedure as our pre-
vious analyses, and the results are shown in Figure 3. Be-
cause we are interested in changes that occur as time is rolled
backwards, the time axis has been reversed in Figures 3a, 3c
and 3e. In all cases, synonyms were more likely than con-
trol pairs to stay together as time is rolled backwards, and bi-
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Figure 3: Backward change in synonym pairs, antonym pairs and control pairs from the 1990s to the 1890s. (a) Pairwise JS
divergences between control pairs and synonym pairs from WordNet (Miller, 1995) published in 1995. (b) Counts showing
the number of synonym pairs that end up closer (DS < DC) or further apart (DS > DC) than their control pairs by the 1890s.
(c) JS divergences between control pairs and antonym pairs. (d) Counts showing whether antonym pairs tend to end up closer
(DA < DC) or further apart (DA > DC) than their control pairs. (e), (f) Analysis of synonym pairs drawn from the Moby
thesaurus (Ward, 2002) published in 1996.

nomial tests from all word groups yielded highly significant
results (p < 10−11 across 1350 noun, 273 adjective and 677
verb pairs in WordNet; p < 10−11 across 67482 noun, 23591
adjective and 7698 verb pairs in the Moby set). The Moby
thesaurus does not include antonyms, but we used antonym
pairs from WordNet to explore whether parallel change ap-
plies to antonyms as time is rolled backwards. Figures 3c and
3d show that antonym pairs tend to stay closer than control
pairs (nouns: p < 0.002,n = 58; adjectives: p = 0.06,n = 41;
verbs: p< 0.02,n= 97). Regardless of whether the 1990s are
the start point or the end point of our analyses, we therefore
find strong support for the law of parallel change, which sug-
gests that the results in Figures 2 and 3 are not artifacts of the
corpus that we used.

Discussion
The analyses described in this paper provide consistent evi-
dence in favor of the law of parallel change and against the
law of differentiation. Our results, however, do not provide
direct evidence about the causal mechanisms that produce
parallel change. One theory proposes that parallel change
results from cognitive forces such as analogy that act to pre-
serve patterns of relationships between words (Anttila, 1977).
On this view, words which change in meaning directly af-
fect the meaning of words to which they are mentally associ-
ated (Lehrer, 1985; Kroesch, 1926). Another theory proposes
that words do not directly affect other related words, but that
groups of related words are affected in similar ways by exter-

nal forces (Stern, 1931), including non-linguistic forces such
as social and technological change. Both of these theories
seem plausible and future studies are needed to choose be-
tween them.

Our results do not imply that synonyms never differentiate
in meaning. Differentiation may be especially likely to oc-
cur when languages that contain many near-synonyms come
into contact. For example, the English words hound and dog
moved apart in meaning after dog was imported from Scandi-
navian (Bréal, 1897). Our analysis focused on English from
the 1890s on, and language contact shaped English to a much
greater extent during earlier periods including the centuries
following the Norman Conquest in 1066. We cannot draw
any conclusions about the relative frequencies of differentia-
tion and parallel change during periods of sustained language
contact, but our results suggest that parallel change is more
common than differentiation outside of these periods.

The literature contains many proposals about laws of se-
mantic change, but there have been few comprehensive at-
tempts to evaluate these laws. Our work demonstrates how
computational analyses of large corpora can be used to eval-
uate proposed laws of semantic change. As yet, theories of
semantic change are still relatively undeveloped compared to
theories that explain how the sound inventories of languages
change over time. Large scale computational approaches,
however, may ultimately lead to laws of semantic change that
are just as well supported as laws of sound change.
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Materials and Methods
Target and context words. We chose a set of target words
and an independent set of context words. The target words
were classified as nouns, verbs or adjectives. Because the
Google Million does not include part-of-speech tags, we se-
lected these target words from the Corpus of Historical Amer-
ican English (COHA) (Davies, 2011). COHA contains ap-
proximately 400 million words that appeared at least 3 times
between 1810 and 2009. We used a case-insensitive list
of these words that included frequencies and part-of-speech
(POS) tags.2 If a word was listed with multiple POS tags, we
stripped all but the most probable form of the word, which we
defined as the form with maximal median frequency over the
eleven decades in our analysis. In addition, words consisting
of a single letter, words that appeared less than once on av-
erage per year, and words that co-occurred with fewer than
1% (50) of the context words were removed. The set that
remains included 9,886 nouns, 3,431 adjectives, and 5,022
verbs, which makes 18,339 target words in total. The con-
text words were 5000 words that appeared frequently during
both 1890 and 1999. We selected these words by collecting
the 3868 most frequent words from 1890 and the 3868 most
frequent words from 1999. These two sets of words included
2736 words in common, and combining the two sets produced
a set of 5000 unique context words. Because we consider
analyses that run both forwards and backwards in time, the
context words were chosen to be equally representative of the
years at the beginning and end of the 11 decades.

Meaning vectors. We captured the meaning of a word dur-
ing a given decade by a 10,000 element meaning vector. The
raw vector for each word in each decade specifies the num-
ber of times that the word appeared immediately to the left
and right of each of 5000 context words. The resulting counts
are organized into separate matrices for target nouns (9,886
by 10,000), adjectives (3,431 by 10,000) and verbs (5,022 by
10,000) where each row in the matrix corresponds to a target
word, and each column corresponds to a context word that
either precedes or follows a target word slot. All words were
converted to lower case before computing these counts. The
meaning of a target word wi during a given decade is repre-
sented as a vector vt

i , where t denotes the time (i.e. decade)
in question. Our analyses use meaning vectors that reflect
the extent to which each word co-occurs with our set of 5000
context words. The meaning vectors for nouns, adjectives
and verbs during any given decade are created by starting
with the corresponding matrix of co-occurrence counts for
that decade, then normalizing the columns so that they sum
to one. Normalizing in this way ensures that changes in the
frequencies of the context words will not affect the meaning
vectors for the target words. We then take the normalized
matrix and normalize once more so that the rows sum to one.
The rows of this doubly-normalized matrix are the meaning
vectors used in our analyses, and each vector can be viewed
as a probability distribution over contexts.

2Downloaded from http://www.ngrams.info on January 9, 2012.

Measuring semantic distances between words. For any
two target words wi and w j, let Dt(wi,w j) denote the semantic
distance between these words at time t. Intuitively, Dt(wi,w j)
should be small to the extent that the meaning vectors vt

i
and vt

j are similar. We measure semantic distance using the
Jensen–Shannon (JS) divergence:

Dt(wi,w j) =
1
2
(
KL(vt

i||mt)+KL(vt
j||mt)

)
, (1)

where mt = 1
2 (v

t
i + vt

j), KL is the Kullback-Leibler diver-
gence

KL(vt
i||mt) = ∑

c
vt

i(c) · logvt
i(c)−∑

c
vt

i(c) · logmt(c) (2)

and both sums are over all contexts c in the meaning vectors.
Measuring degrees of semantic change. Equation 1 is

used to measure the distance between two different words
during the same decade. To quantify how much a single word
changes in meaning over the eleven decades, we measured the
degree to which that word moves around relative to its neigh-
bors in semantic space. Intuitively, a word has changed in
meaning if its nearest neighbors in 1890 do not overlap sub-
stantially with its nearest neighbors in 1999. We capture this
idea by using Equation 1 to compute semantic distances be-
tween every pair of target words during the 1890s, and again
during the 1990s. We used these distances to identify the
nearest 100 neighbors for each target word during the 1890s
and again during the 1990s. For each target word, we then
compute the proportion of the 1990s neighbors that were also
neighbors during the 1890s. The greater the amount of se-
mantic change, the smaller the proportion of shared neigh-
bors. The degree of semantic change is therefore defined as
1 minus the proportion of shared neighbors. We treat nouns,
adjectives and verbs separately. For example, when comput-
ing the 100 nearest neighbors for a given noun, we consider
only neighbors that are nouns.

Sources of synonym and antonym pairs. The syn-
onyms and antonyms used in our analyses were collected
from two historical and two modern sources. The first his-
torical source is a book from 1896 called English Synonyms
and Antonyms (Fernald, 1907). We used the project Guten-
berg version of the book.3 The book is organized around
a set of headwords, and synonyms and antonyms are listed
for each headword. We created a list of synonym pairs by
pairing each headword with each listed synonym, and created
a list of antonym pairs similarly. We pruned all pairs that
included one or more words that did not appear among our
target words, and classified the pairs as nouns, adjectives or
verbs based on the part-of-speech tags included in our list of
target words. In addition, we pruned pairs where the degree of
semantic change between the 1890s and 1990s was below av-
erage for both words. These procedures yielded a total of 222
synonym and 81 antonym noun pairs, 142 synonym and 111
antonym adjective pairs, and 41 synonym and 34 antonym
verb pairs. The second historical source is a book from 1920

3Downloaded from http://www.gutenberg.org/ebooks/28900 on
June 4, 2012.
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called Allen’s Synonyms and Antonyms (Allen, 1920). We
used the version in the Internet Archive from the University
of California Libraries.4 The book is also organized around
a set of headwords with their corresponding synonyms and
antonyms. Using similar procedures, we pruned all pairs that
did not appear among our target words, and classified remain-
ing pairs as nouns, adjectives or verbs based on the part-of-
speech tags from our list of target words. We also pruned
pairs where the degree of semantic change between the 1890s
and 1990s was below average for both words. These proce-
dures yielded a total of 790 synonym and 42 antonym noun
pairs, 344 synonym and 72 antonym adjective pairs, and 304
synonym and 48 antonym verb pairs.

The first modern set was collected from WordNet (Miller,
1995) which includes both synonyms and antonyms. In par-
ticular, synsets and antonyms for all words in our target sets
were extracted (as of March 17, 2012) using the Natural Lan-
guage Toolkit corpus reader (http://nltk.org/). We pruned all
pairs that did not appear in our set of target words and clas-
sified the pairs as nouns, adjectives or verbs based on the
part-of-speech tags included in our list of target words. In
addition, we pruned all pairs where the degree of semantic
change was below average for both words. The remaining set
includes 1350 synonym and 58 antonym noun pairs, 273 syn-
onym and 41 antonym adjective pairs, and 677 synonym and
91 antonym verb pairs. The second modern set of synonyms
was collected from the Moby Thesaurus (Ward, 2002).5 We
combined all root words in the thesaurus with their associated
words, and stripped all words that did not appear in our set of
target words. In addition, we pruned pairs where both words
show below-average degree of semantic change. The final
collection of synonyms included 67,482, 23,591 and 7,698
pairs of nouns, adjectives and verbs.
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tergren & Kerber.

Stern, G. (1931). Meaning and change of meaning, with
special reference to the English language. Bloomington:
Indiana University Press.

Sturtevant, E. H. (1917). Linguistic change: An introduction
to the historical study of language. Chicago: The Univer-
sity of Chicago Press.

Sweetser, E. (1991). From etymology to pragmatics:
Metaphorical and cultural aspects of semantic structure.
Cambridge: Cambridge University Press.

Traugott, E. C., & Dasher, R. B. (2002). Regularities in se-
mantic change. Cambridge: Cambridge University Press.

Ullmann, S. (1943). Laws of language and laws of nature.
The Modern Language Review, 38(4), 328–338.

Ward, G. (2002). Moby thesaurus II. Project Gutenberg
Literary Archive Foundation.

Williams, J. M. (1976). Synaesthetic adjectives: A possible
law of semantic change. Language, 52(2), 461–478.

2708



Semantic chaining and efficient communication: The case of container names
Yang Xu (yang xu ch@berkeley.edu) Terry Regier (terry.regier@berkeley.edu)

Department of Linguistics
University of California, Berkeley

Barbara C. Malt (barbara.malt@lehigh.edu)
Department of Psychology

Lehigh University

Abstract

Semantic categories in the world’s languages often reflect a
historical process of chaining: A name for one idea is extended
to a conceptually related idea, and from there on to other ideas,
producing a chain of concepts that all bear the same name.
The beginning and end points of such a chain might in prin-
ciple be conceptually rather dissimilar. There is also evidence
supporting a contrasting picture: Languages tend to support
efficient, informative communication, often through semantic
categories in which all exemplars are similar. Here, we explore
this tension through computational analyses of existing cross-
language naming and sorting data from the domain of house-
hold containers. We find: (1) formal evidence for historical se-
mantic chaining, and (2) evidence that systems of categories in
this domain nonetheless support near-optimally efficient com-
munication. Our results suggest that semantic chaining may
be constrained by the functional need for efficient, informative
communication.

Keywords: semantic variation; artifact categories; semantic
chaining; historical semantics; semantic universals; efficient
communication

Introduction
Languages vary widely in the ways they partition human ex-
perience into categories. For example, some languages use a
single color term to cover both green and blue (Berlin & Kay,
1969), and some languages have spatial terms that highlight
notions such as “attachment by spiking” (Levinson & Meira,
2003)—a notion that is not captured in the basic spatial lexi-
con of English. Yet at the same time, many logically possible
semantic categories are not attested, and similar categories
appear in unrelated languages. What explains this pattern of
wide but constrained variation?

An existing proposal holds that this variation may be
explained by the functional need for efficient communica-
tion—that is, the need to communicate precisely, using min-
imal cognitive resources. On this account, the different
category systems that we see across languages constitute
different means to this same functional end. This idea
has accounted for cross-language variation in semantic do-
mains including color (Regier, Kay, & Khetarpal, 2007), kin-
ship (Kemp & Regier, 2012), space (Khetarpal, Neveu, Ma-
jid, Michael, & Regier, 2013) and number (Xu & Regier,
2014). It also coheres naturally with a recent focus on ef-
ficient communication as an explanation for other aspects
of language (Piantadosi, Tily, & Gibson, 2011; Fedzechk-
ina, Jaeger, & Newport, 2012; Smith, Tamariz, & Kirby,
2013). Importantly for our present purposes, in several of

the above studies of semantic categories, efficient communi-
cation is shown to be supported by tightly-clustered coherent
categories in which all exemplars tend to be similar to each
other.

This proposal appears to conflict with a well-established
and influential idea: that semantic categories reflect a his-
torical process of chaining, whereby a name for one idea
is extended to a related idea, and then on to further ideas,
resulting in a chained structure in which the later items in
the chain may have little similarity to the early ones (Lakoff,
1987; Brugman, 1988; Heit, 1992; Bybee, Perkins, & Pagli-
uca, 1994; Hopper & Traugott, 2003). For example, it has
been suggested that such semantic chaining over historical
time may explain the extensions of English container names
such as bottle and jar. Malt, Sloman, Gennari, Shi and Wang
(1999) found that the extensions for such container names
include exemplars that are dissimilar to exemplars within the
category on average, but are very similar to certain individ-
ual exemplars, consistent with the idea of chaining. Sloman,
Malt and Fridman (2001) found that a computational model
that captures chain-like structures accounted well for the En-
glish naming data. These analyses examined the data without
reference to historical information, and thus did not directly
assess whether the data are consistent with chaining over his-
torical time. But they do appear to challenge the proposal that
semantic systems support communicative efficiency through
categories in which exemplars tend to be similar to each other.

Two important questions are left open by this earlier work.
First, is there evidence for a genuinely historical process of
chaining in container naming? And second, if so, does chain-
ing in this domain in fact hamper efficient communication?
Or is this semantic domain, like others, shaped by the need
for efficient communication, despite semantic chaining? The
studies we present address these questions.

In what follows, we summarize the theory of efficient com-
munication, and demonstrate that chaining is in principle a
challenge to this theory. We also briefly describe the cross-
language data on which we rely. We then present two studies
based on those data. The first study tests for historical chain-
ing in the naming of containers, and the second study tests
whether container naming across languages is communica-
tively efficient. To preview our results, we find evidence for
historical chaining, yet we also find that despite this chain-
ing, the container naming systems of three languages all sup-
port near-optimally informative communication. We con-
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clude that semantic chaining may be constrained by the need
for categories to be informative.

Formal presentation of theory
In this section, we present the theory of efficient communi-
cation in formal terms, following the formulation of Regier
et al. (2015). We then demonstrate that chaining can lead to
inefficient communication.

Consider the communicative scenario of Figure 1. Here,
the speaker has a target object in mind—in this case, a spe-
cific kind of bottle—and wishes to communicate that idea to
the listener. To that end, the speaker utters the word bottle.
Given that utterance, the listener then attempts to mentally re-
construct the speaker’s intended meaning. Because the word
bottle covers a range of possible objects, the listener’s rep-
resentation is inexact and is shown as a probability distribu-
tion extending over that range. We take a communicative sys-
tem to to be informative to the extent that it supports accurate
mental reconstruction by the listener of the speaker’s intended
meaning; that is, reconstruction that is as exact as possible.

“bottle”

Speaker                                      Listener

Figure 1: A simple communicative scenario.

We model the mental representations of both speaker and
listener as probability distributions. Unlike the listener’s dis-
tribution, the speaker’s distribution S is certain: it consists of
a point mass centered on the target, capturing our assump-
tion that the speaker is certain of the meaning she wishes to
convey. Following Regier et al.’s (2015) analysis of color
naming, we take the listener distribution L(i) to be based on
the similarity (assessed empirically) of exemplar i to all ex-
emplars in the category named by the word w:

L(i) ∝ ∑
j∈w

sim(i, j) (1)

We then take the unit communicative cost C(i) of communi-
cating about a target object i using a particular communica-
tive system to be a measure of the discrepancy between the
listener distribution L and the speaker distribution S: specif-
ically the Kullback-Leibler divergence DKL(S||L) between
these two distributions. In the case of speaker certainty, this
reduces to surprisal:

C(i) = DKL(S||L) = ∑
j

S( j) log2
S( j)
L( j)

= log2
1

L(i)
(2)

Finally, we take the overall communicative cost of a system to
be the expected communicative cost incurred in communicat-
ing about the domain. This is the sum of the unit costs of all
possible targets in the domain, each weighted by its relative
frequency of occurrence in usage, or need probability N(i):

E[C] = ∑
i

C(i)N(i) (3)

We take a communicative system to be informative to the ex-
tent that it exhibits low communicative cost E[C]. We take the
complexity of a system to be the number of lexical categories
in the system. Finally, we take a system of categories to be
communicatively efficient to the extent that it it is more infor-
mative than most logically possible hypothetical systems of
the same complexity.

Chaining and inefficient communication
Semantic chaining can give rise to inefficient communication,
as illustrated in Figure 2.

Panel (a) of this figure shows two artificial category sys-
tems that partition the same set of 8 objects (shown as black
dots). The category system in the left half of the panel divides
these objects into two non-chained (or clustered) categories.
The system in the right half of the panel divides the same set
of objects into two chained categories. The complexity of the
two systems is the same (2 categories in each system), but
they differ in informativeness. Panel (b) shows the commu-
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Figure 2: Chaining and communicative inefficiency. a) Non-
chained and chained systems of equal complexity (2 cate-
gories each). b) Communicative costs of these systems and
hypothetical systems of equal complexity.

nicative costs of these two systems, compared with the costs
of all hypothetical partitions of the 8 objects into 2 groups
of size 4.1 It can be seen that relative to these hypothetical

1In computing cost, we assumed that the distance between
horizontally or vertically neighboring objects in the grid is 1,

2710



systems, the non-chained system from panel (a) is optimally
informative for this level of complexity, and thus commu-
nicatively efficient, whereas the chained system is not. This
demonstrates that semantic chaining has the potential to yield
inefficient communication, as formalized here.

Data
We reanalyze data from Malt et al. (1999) on the naming
and perceived similarity of household containers. The stimu-
lus set for this research consisted of photographs of 60 house-
hold containers, representing a wide range of bottles, jars, and
similar containers. Figure 3 shows a sample of these objects.

Figure 3: Sample stimuli from Malt et al. (1999).

We used two types of data that had been collected relative
to this stimulus set. The first type is linguistic. Native speak-
ers of American English, Mandarin Chinese, and Argentinian
Spanish were instructed to name each container stimulus in
their native language, giving whatever name they felt was
best.2 The second type of data is from a pile-sorting task. We
used pile-sorting by English and Chinese speakers from the
study by Malt et al. (1999) (for which data were retrievable),
and we focused on sorting based on overall similarity of the
containers (i.e. both the physical appearances and functions
of the containers). We aggregated pile-sorting responses from
subjects across languages, and took the similarity sim(i, j) of
any two objects i and j to be the proportion of all participants
who sorted those two objects into the same pile. These nam-
ing and similarity measures were used in our analyses below.

Study 1: Historical chaining
In our first study, we asked whether these data provide evi-
dence for historical chaining. That is, has the current exten-
sion of the names been developed through a chain of uses ex-

that the similarity between any two objects i, j is sim(i, j) =
exp(−distance(i, j)), and that need probability n(i) is uniform
across all objects i.

2Naming data were collected from 28 native speakers of English,
all students at Lehigh University in the United States, 51 native
speakers of Spanish, all from Comahue National University in Ar-
gentina, and 50 native speakers of Mandarin Chinese, 10 of whom
were students at Lehigh and 40 of whom were students at Shanghai
University in China.

panding over historical time? We test for historical chaining
over all three languages in the dataset.

We considered three common categorization models from
the literature, specified in Table 1: a chaining model, a clus-
tering model, and a majority vote model. The chaining model
is a nearest-neighbor (or 1-nearest-neighbor) model, which
assigns a target item to the category that includes the exem-
plar most similar to that target item; this is the model that
was explored by Sloman et al. (2001). The clustering model
is based on Equation 1, and assigns a target item to the cat-
egory whose examplars exhibit the greatest similarity to the
target overall. The majority vote model is a baseline model
that assigns a target item to the category that has the most
exemplars, without reference to any intrinsic relations among
exemplars. Similarities sim(i, j) were determined by the pile-
sort data, and the category (word) w for each container object
was determined by the modal head noun that was used to la-
bel it in the naming data.3

Table 1: Summary of models. In the rules below, i is the
target exemplar, j is any exemplar other than i, w is a lexical
category, sim(·, ·) is the similarity between two exemplars,
and |w| is the size of category w.

Model Categorization rule
Chaining i → the category w of arg max j sim(i, j)
Clustering i → arg maxw ∑ j∈w sim(i, j)
Majority vote i → arg maxw |w|

Each model was tested against the data in a manner that re-
capitulates the addition of new exemplars to categories over
historical time. We began by time-stamping the name of each
container item, providing an estimate of when that item ap-
peared in history, as follows. For each container item in
the dataset, we determined the modal modifier- and head-
noun phrase for that item (e.g. juice bottle) from the nam-
ing task, and performed a corpus search for that phrase in a
large historical corpus, the Google Ngram American English
corpus (Michel et al., 2011), over the period 1800-2000, and
recorded the frequency of use of that phrase for each year. For
each container phrase, we then applied a change-point detec-
tion algorithm (Kass, Eden, & Brown, 2014, sections 14.2.1
and 14.2.2) to these historical frequency traces, to determine
the year in which each phrase experienced a substantial rise
in frequency from a baseline of zero; we took that year to be
the date of emergence of that object with respect to the head
noun. We then simulated the sequential emergence of these
exemplars in history, and asked which of the three models
specified above best accounted for categorizations found in
the naming data.

For each model, this predictive analysis proceeded as fol-
lows. We first seeded the model with the earliest item that
appeared in history. As each remaining item became avail-

3E.g. the category for juice bottle would be bottle in English.

2711



0

10

20

30

40

50

60

70

80

90

100

English Spanish Chinese

P
re

d
ic

ti
v

e
 a

cc
u

ra
cy

 (
%

)

 

 

Chaining
Chaining (randomized)
Clustering
Majority vote

Figure 4: Summary of historical analysis of chaining. Error bars (standard error) are shown only for the case of randomized
chaining, as that is the only case in which multiple simulations were run.

able, we used the model to predict its category membership,
based only on items already encountered and holding out the
category labels for the current item and all upcoming items.
Whenever the model mis-predicted the category membership
of an item due to encountering a novel category (one not yet
represented by already-considered exemplars), we introduced
that category and thus expanded the repertoire of categories
that the model had to choose from among beyond that point
in time. We then asked which model best predicted the data,
when presented in historical order.

Figure 4 summarizes the predictive accuracies of these
models. The results show that the chaining model accounts
for the data better than the two alternative models, supporting
the idea that historical chaining is involved in the formation
of these lexical categories. We also wished to test whether the
good fit of the chaining model is dependent on the historical
time-stamps provided by our corpus searches. To that end, we
re-ran the chaining model, but with the temporal sequence of
exemplars randomized. We ran 100,000 such randomized se-
quences for each attested language. For all three languages,
the mean prediction of the chaining model on the random-
ized historical sequences was significantly worse than with
the real historical sequence (p < 0.01), suggesting that the
success of this model does reflect the actual historical emer-
gence of these items.4

These results demonstrate that the chaining model accounts
well for the diachronic development of the extension of con-
tainer categories. This outcome supports the proposal that
historical semantic chaining is involved in the formation of
container lexical categories.

Figure 5 illustrates the historical semantic chaining in the
development of the English category bottle, on our analysis.

4A separate followup analysis showed that the chaining model
does not outperform the other models on all datasets, suggesting
that its performance on the Malt, Sloman, Gennari, Shi, and Wang
(1999) dataset is attributable to a genuine match between the data
and the assumptions of the model.

We observe that chaining in this real-world category is inter-
estingly different from the idealized case we considered ear-
lier in Figure 2. Instead of forming a long chain, “natural” se-
mantic chaining in this instance takes the form of short chains
grounded in hub exemplars (e.g. iodine bottle and baby bot-
tle), which form local clusters within the category. These
short chains might help to preserve local clustering proper-
ties of a lexical category, in contrast with the idealized lin-
ear chain that can extend indefinitely with no local constraint.
But whether such natural chaining structures indeed support
efficient communication is a question we will test in the next
study.

Study 2: Chaining and efficient communication
We have seen that semantic chaining has the potential to
yield inefficient communication, and that the container nam-
ing data of Malt et al. (1999) show evidence of semantic
chaining over time. Left unaddressed is whether this natu-
ral semantic chaining in fact prevents efficient, informative
communication.

The data of Malt et al. (1999) have not previously been
analyzed with respect to whether they support efficient com-
munication about containers. We conduct that analysis here,
separately for each of the three languages (English, Spanish,
and Chinese), using the computational formulation of effi-
cient communication specified above. As before, we took
the category system of each language to be determined by
the modal head noun that was used to label it in the nam-
ing data, and we took similarities sim(i, j) to be determined
by the pile-sort data. We estimated the need probability n(i)
for each item i using frequencies of container names (modi-
fier + head noun) from the Google Ngram American English
corpus; specifically, we took frequencies at year 1999 which
matches the year of publication of the original work by Malt
et al. (1999). We then applied Equations 1 through 3 to ob-
tain the communicative cost for the container naming system
in each language.
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Figure 5: Semantic chaining in the English bottle category. Container names are annotated with dates identified from the corpus
searches. Spatial proximity between two items roughly corresponds to their judged similarity. Arrows indicate the trajectory
traced by the chaining model.

We take a category system to be near-optimally efficient if
it is more informative than most hypothetical systems with the
same number of categories. Thus, in order to assess the com-
municative efficiency of the English, Spanish, and Chinese
container naming systems, we need to compare the commu-
nicative cost of each to the costs of a large set of hypothetical
systems with the same number of categories as those reported
by Malt et al. (1999) for this stimulus set (English: 7 cate-
gories; Spanish: 15 categories; Chinese: 5 categories). We
also constrained the size of each category in a hypothetical
system to be equivalent to that in the corresponding attested
target system; this constraint ensures that attested and hypo-
thetical categories are identical in number and size, and differ
only in the exemplars that are assigned to those categories.

Concretely, for each target language (English, Spanish,
Chinese), we constructed hypothetical comparison systems
through simulated chaining in similarity space (cf. Khetarpal
et al., 2013), as follows. We began by randomly choosing
an initial exemplar and assigning it to an arbitrary category.
We then extended that category to a new exemplar, which was
selected by sampling exemplars in proportion to their similar-
ity with the existing exemplar. We then repeated this chain-
ing process, where the probability of a category being chosen
for expansion was proportional to the number of remaining
(as-yet-unlabeled) exemplars in that category. This process
continued until we had assigned each exemplar to a category,
such that each category had the same number of exemplars
as in the attested target system. This procedure effectively
generated a hypothetical chained system in the same similar-
ity space as an attested system. Our use of chained systems
as hypothetical competitors provides a conservative test, be-
cause it excludes from consideration unnatural-seeming hy-
pothetical systems with disconnected (non-contiguous) cate-
gories.

For each of the three target languages, we created 100,000

such hypothetical chained systems, and we then compared
the communicative cost of the attested target language to the
costs of the hypothetical systems using the formulation pre-
sented earlier. The results are shown in Figure 6. Each of the
three attested systems is significantly less costly than its cor-
responding class of hypothetical chained systems (English:
p < 0.001; Spanish: p < 0.0001; Chinese: p < .03). We
conclude from these results that although these systems do
exhibit semantic chaining, each of them is nonetheless highly
informative relative to a large class of comparable hypotheti-
cal chained systems.

Discussion
In this paper, we have presented two related contributions.
First, we have provided what is, to our knowledge, the first
computational demonstration of historical semantic chaining
that is based in part on a large corpus of historical text. Sec-
ond, we have shown that names for household containers in
English, Spanish, and Chinese all support highly informative
communication, despite the presence of historical chaining in
this domain, and the potential of chaining to hamper infor-
mative communication. This result suggests that historical
chaining may itself be constrained by the need for efficient,
informative communication. Thus, the present work extends
earlier analyses in the semantic domains of color, kinship,
space, and number, not just by the addition of another do-
main, but also by the addition of a general phenomenon—
historical chaining—that may be shaped by communicative
need across domains.

Our findings leave a number of questions open. How gen-
eral is the phenomenon of historical chaining, and the nature
of it that we have suggested here? Does chaining appear in
similar “hub exemplars plus short chains” form in other do-
mains? Are there alternative models of chaining? How gen-
eral is our finding that historical chaining may be constrained
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Figure 6: Efficiency analysis of container naming systems in English, Spanish, and Chinese. In each case, the attested system
exhibits low communicative cost (high informativeness) relative to a large set of hypothetical systems of equal complexity.

by communicative forces? Future studies can address these
questions by applying analyses similar to ours to other do-
mains, as well as new analyses and computational models, to
explore the linguistic packaging of meaning across languages
and across time.
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Abstract

Humans use a variety of strategies to reorient in space. There
are diverging views on whether spatial reorientation relies on
an encapsulated geometric module, an associative mechanism
or an adaptive combination of different cues. We test these pro-
posals with a computational model that predicts human behav-
ior in reorientation. By analyzing existing data from multiple
sources, we show evidence for an adaptive view of reorienta-
tion that combines information from geometry, direction and
language. Our work opens up opportunities to understand the
interactive strategies of human reorientation.
Keywords: spatial reorientation; geometric module; room-
size effect; associative model; adaptive cue combination; prob-
abilistic models.

Introduction
The spatial world provides many cues to where things are.
Because these cues usually converge, one way of thinking
about how they support navigation is Bayesian combina-
tion, using weights based on saliency, reliability and validity.
When there are large discrepancies between cues, perhaps re-
sulting from encoding errors or forgetting, choices are made
between cues according to the same considerations (Cheng,
Huttenlocher, & Rieser, 2007; Huttenlocher, Hedges, & Dun-
can, 1991).

An alternative perspective is that spatial cues are modu-
larly separable. Research on behavior when organisms are
disoriented and internally-generated spatial cues are not use-
ful initially seemed to support modularity, because geometri-
cal cues were used while potentially useful featural cues were
not (Cheng, 1986; Gallistel, 1990; Hermer & Spelke, 1994,
1996). While human adults do use featural cues, Hermer-
Vazquez, Spelke and Katsnelson (1999) argued that young
children and non-human species share a geometric module
for reorientation, later punctured by spatial language.

The modularity hypothesis has attracted much attention,
but it has become clear that it cannot account for many as-
pects of the expanding data set. One prominent problem is
the room-size effect. Geometry is more likely to be used
in small spaces and features are more likely to be used in
large spaces, for children (Learmonth, Newcombe, & Hut-
tenlocher, 2001; Learmonth, Nadel, & Newcombe, 2002),
adults (Ratliff & Newcombe, 2008b), fish (Sovrano, Bisazza,
& Vallortigara, 2007), chicks (Chiandetti, Regolin, Sovrano,
& Vallortigara, 2007; Sovrano & Vallortigara, 2006; Val-
lortigara, Feruglio, & Sovrano, 2005), and pigeons (Kelly,
Spetch, & Heth, 1998). In addition, short-term experience

with the usefulness of a feature cue changes the behavior of
young children (Twyman, Friedman, & Spetch, 2007), human
adults (Ratliff & Newcombe, 2008a) and pigeons (Kelly &
Spetch, 2004). Further, rearing environment changes weight-
ing of geometry and features, at least for convict fish (Brown,
Spetch, & Hurd, 2007) and mice (Twyman, Newcombe, &
Gould, 2013), although not chicks (Chiandetti & Vallortigara,
2008, 2010). Cheng (2008) suggested abandoning a modular-
ity approach.

Non-modular approaches to the reorientation data have
been proposed; for an overview, see Cheng, Huttenlocher, and
Newcombe (2013). One computational approach is an asso-
ciative model (Miller & Shettleworth, 2007; Miller, 2009). A
Bayesian alternative called the adaptive combination model
has been proposed (e.g. Newcombe & Huttenlocher, 2006)
but not yet computationally specified. The purpose of this
paper is to specify such a computational model, test it against
and cross-predict existing data, and compare it to alternatives.

Computational model
We assume that an agent (e.g. a person or an animal) is inside
a closed space (e.g. a room), has seen an object being hid-
den in one of a finite number of possible locations within that
space (e.g. one of the corners of a room), and is then disori-
ented within that space. We model the agent’s belief concern-
ing the location of the target object t as jointly influenced by
the three cues G,D, and L, as illustrated in Figure 1.

G L

t

D

W

Figure 1: Graphical representation of the model. G: geom-
etry; D: direction; L: language; t: choice of target location;
W : world (not explicitly modeled).

G (geometry) is the geometric shape of the space, e.g. the
lengths of the walls, and the angles they form where they
meet. D (direction) assumes that the agent has oriented,
or polarized, toward a distinctive feature-bearing landmark,
such as a colored wall, and encodes the angular distance of the
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target object from the agent’s front when the agent is facing
that landmark. Note that purely associative reorientation—
commonly understood as locating a target based on its spa-
tial coincidence with a landmark—is a special case of D in
which the angular distance between landmark and target is
zero. The directional effect could also be described allocen-
trically rather than egocentrically. L (language) is the ability
to use spatial language to assist in locating the target. These
cues are themselves derived in some way from the structure
of the world (W ), but our current work does not explicitly
model how world structure gives rise to these cues, and for
this reason that portion of the model is grayed out in the fig-
ure. We define C as the set of available cues C = {G,D,L}
and capture reorientation and selection of the target location
as probabilistic inference over possible target locations given
this combined set of cues. Using Bayes’ rule, we express the
posterior belief concerning target location t as:

p(t|C) ∝ p(C|t)p(t) = p(G,D,L|t)p(t) (1)

Assuming initial ignorance about possible locations, i.e. a
uniform prior p(t), the posterior is proportional to the likeli-
hood p(G,D,L|t). Since each cue contributes independently
to reorientation, we further decompose the likelihood by sep-
arating out the cues using this independence assumption:

p(G,D,L|t) = p(G|t)p(D|t)p(L|t) (2)
∝ f (t|G)p(G) f (t|D)p(D) f (t|L)p(L)

Thus, the overall likelihood p(G,D,L|t) depends on how
likely it is that the target t will be predicted by each cue
f (t|·), weighted by prior belief in each cue p(·). For all of our
present analyses, we assume priors on cues are uniform, al-
though our framework makes it possible to encode prior pref-
erences over cues. Thus what remains is to specify the cue
likelihood term f (t|·) for each cue.

For each cue, we represent its likelihood by a function that
expresses how likely the target is at each given location. This
function encodes the information that each cue provides about
target location, and includes a signal component and a noise
component. We specify a single noise parameter δ for all
cues, and this noise parameter diminishes with experience or
training. We use age as a proxy for experience. Thus for any
given cue with no a priori training, this model holds that chil-
dren are more likely than adults to receive noisy information
from that cue, which is one reason children are more likely to
make incorrect choices concerning target location.

For the G cue, the likelihood function specifies a signal
component of 1 if that cue predicts a certain location i as
the target. For example, when reorienting in a rectangularly
shaped room to a target at one of the four corners, G has a
value of 1 on the target corner and on the corner diagonally
opposite it, because those are the two locations that are iden-
tical to the target location when considering only geometric
information. The likelihood also specifies a noise compo-

nent that scales inversely with age subject to a multiplicative
weighting parameter w:

f (t = i|G) =

{
1 (if G predicts i)
δ = 1

w·age (otherwise)
(3)

The likelihood of the D cue has an identical noise compo-
nent but a different signal component. We assume that D has a
signal component that points only to the target object, but the
strength of this cue depends on the salience of the landmark
(e.g. the salience of a colored wall). This signal component
would be perfectly informative in a high-salience condition,
but uninformative in a low-salience condition. This depen-
dence on salience is motivated by previous findings that a
small enclosure can degrade reorientation performance de-
spite the presence of a landmark feature, especially in very
young children (Hermer & Spelke, 1996). We assume that
small room size reduces the salience of the landmark feature.
We formalize this interaction between salience and the D cue
using a probabilistic OR:

f (t = i|D) =

{
1− (1− s)(1−δ) (if D predicts i)
δ (otherwise)

(4)

Here s represents salience and can range from 0 (no
salience) to 1 (full salience). When s is 0, this likelihood func-
tion is entirely flat and uninformative. Here, the salience pa-
rameter s is assumed to be 0 in a small room (area no greater
than 24 square feet, motivated by previous work by Hermer
& Spelke, 1996), and 1 otherwise. Although we have made
this binary assumption for simplicity, future work can ex-
plore independent empirical measures of landmark salience
for rooms of different sizes in a systematic way.

The likelihood of the L cue takes a similar form, but
depends on the availability of spatial language rather than
salience:

f (t = i|L) =

{
1− (1−a(L))(1−δ) (if L predicts i)
δ (otherwise)

(5)

This cue points to the target and becomes available when
an agent is fluent and has access to spatial language, which is
determined by the function a(L). This function ranges from
0 (no access to spatial language) to 1 (full access). We as-
sume a value of 0 (no access) for participants under the age
of 6, a value of 1 (full access) for those who are 6 years of
age or older and are not experimentally prevented from using
language, and a range of values between 0.5 and 1 for partic-
ipants 6 years of age or older who are being experimentally
prevented from using language, for example through a con-
current verbal interference task. These assumptions are moti-
vated by previous work suggesting that spatial language helps
children of age 6 but not younger in reorientation (Hermer-
Vazquez, 1997), and that verbal shadowing degrades reori-
entation performance in adults (Hermer-Vazquez, Spelke, &
Katsnelson, 1999).
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Table 1: Summary of data sets. LNN02: Learmonth, Nadel & Newcombe (2002); HS96: Hermer & Spelke (1996); RN08: Ratliff &
Newcombe (2008); NRST10: Newcombe, Ratliff, Shallcross & Twyman (2010); TFS07: Twyman, Friedman & Spetch (2007).

Theoretical implication Phenomenon Source
1 Geometrical module is not impenetrable ≤6-year-olds use landmark to reorient LNN02
2 Salience (enclosure size) matters in reorientation <6-year-olds fail to use landmark in small yet not large enclosure LNN02,HS96
3 Spatial language helps reorientation Adults show degraded performance under verbal shadowing RN08,HS96
4 Reorientation is more than associative <6-year-olds use distant landmark to reorient NRST10

Data
To assess our model, we used empirical data from several ex-
isting published sources. We chose these data sets to account
for the breadth of phenomena reported in the reorientation
literature and maintain analytical consistency across studies.
For example, we restricted our analysis to experimental con-
ditions where the landmark is a wall. Table 1 summarizes the
empirical data relevant to our analyses and their theoretical
implications.

Model evaluation and results
We proceed in two steps. First, we fit our model using data
from existing studies and use it to predict studies from which
it was not derived. We show that our GDL model outper-
forms an existing associative model (Miller, 2009; Miller &
Shettleworth, 2007) in accounting for associative cue com-
bination, i.e. when the target is spatially coincident with a
feature-bearing landmark. Next, we show that our model also
predicts non-associative cue combination, i.e. when the target
is at some distance from the landmark.

Associative cue combination
We first assess whether the GDL model accounts for associa-
tive cue combination. We begin by drawing on a representa-
tive data set that spans across age groups (Learmonth et al.,
2002). This set was used by Miller (2009), so we can directly
compare our model to Miller’s associative model.

The experimental procedures follow Learmonth et al.
(2002); we explain these briefly. All experiments were car-
ried out in an enclosed rectangular room. The size of the room
differed across two conditions: large (8-×12-ft) and small (4-
×6-ft). In both cases, one of the shorter walls had a blue
curtain that served as a landmark (the “blue-wall condition”).
Figure 2a illustrates this experimental setup. The target was
placed at a corner that coincides with the blue wall for a given
trial. The four corners of the room were referred to as the C
(correct), R (rotationally identical or invariant), N (near) and
F (far) corners. Successful reorientation depends on associat-
ing the target with one corner of the blue wall.1 Three groups

1Learmonth et al. (2002) also included a condition in which the
target was distant from the landmark, i.e. non-associative, but did
not report any significant difference in behavior between associative
and non-associative conditions. Therefore we focus on the associa-
tive condition here, although our result holds equally for the non-
associative case.

of children from 3 to 6 years of age participated in the reori-
entation task. In each trial, participants were shown the tar-
get location, disoriented and then asked to point to the target.
Figure 2b-c shows the average empirical choice probabilities
along with model fits.

We modeled these data using our cue combination (GDL)
model as follows. The G cue was encoded by a likelihood
function that has signals at the C and R corners and noise
at the remaining two corners. This captures the fact that the
C and R corners are geometrically identical or rotationally
invariant (Hermer & Spelke, 1996); thus geometry ambigu-
ously predicts target location. The D cue has a signal at C
and noise elsewhere. This captures the fact that the target
coincides with the landmark blue wall. However, the signal
component for D is dependent on salience, which in this case
is assumed to be determined by room size. In the small room,
salience s = 0; in the large room, salience s = 1. For the L
cue, we assumed full access to spatial language (L(a) = 1) for
children 6 years of age and no access (L(a) = 0) otherwise.
The only free parameter in the model is w, which determines
how quickly noise reduces as a function of age; we fit this
parameter to the data through grid search between 0.01 and
1.0 in steps of 0.01.

We compared the choice probabilities estimated from our
GDL model to those from Miller’s associative model (2009) 2

and a baseline model that involves only the geometrical cue
with no cue combination. Figure 2b-c summarizes the re-
sults. In the large-room condition (Figure 2b), performance
is almost indistinguishable between the GDL (r2 = 0.98) and
Miller (r2 = 0.97) models, and both outperformed the base-
line model (r2 = 0.40). This result is expected because in the
large room, the language cue L (which is absent from Miller’s
model) is redundant with the directional cue D (which is
present in Miller’s model as an associative cue), and both
cues correctly point to the target; thus both of these mod-
els have this critical information, and the geometric baseline
model lacks it. In the small-room condition (Figure 2c), both
Miller’s (r2 = 0.57) and baseline (r2 = 0.40) models perform
poorly in explaining the data, but our proposed model ac-
counts for the choice pattern substantially better (r2 = 0.96).
In particular, Miller’s model predicts higher choice proba-
bility on the correct corner than other corners for all age
groups, hence it fails to predict the qualitative difference in

2Fits for the associative model are extracted from Miller (2009).
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Figure 2: Summary of analyses on associative cue combination in children. a) Large and small rectangular rooms (not-to-scale)
used in the experiments by Learmonth et al. (2002). “*t” marks target location. b) Empirical and model-estimated choice
probabilities from children for the large room. c) Similar choice probabilities for the small room.

performance between age groups < 6 and = 6. On the other
hand, the geometry-only model fails to capture the superior
performance in age group 6 altogether. This is because nei-
ther model captures the presumed influence of language when
salience is weak in the small room. Our model, however,
does explicitly capture this interaction between language and
salience, and best explains these empirical findings that con-
trast reorientation performance across ages between large and
small enclosures.

To further assess our model, we used the parameters esti-
mated from the previous experiment to predict data from a
separate study conducted with adults (Ratliff & Newcombe,
2008a).3 The specific paradigm we tested is consistent with
the blue-wall experiment described earlier: adults were dis-
oriented in identically sized large and small rooms. However
in this study, one of the conditions involved verbal shadow-
ing, intended to render language partially inaccessible during
reorientation (see also Hermer-Vazquez et al., 1999). Fig-
ure 3 (first column) presents data from Ratliff & Newcombe
(2008a). It can be seen that verbal shadowing appears to
somewhat reduce the rate of correct responding, and that this
reduction is (significantly) smaller in the large room than in
the small room. We interpret the greater resilience of correct
responding under verbal shadowing in the large room as re-
sulting from the greater salience of the landmark in the large

3We took adults’ age to be 18 and used the parameter value for
w from the previous analysis to determine the noise term.

room (supporting the D cue), despite the experimentally-
induced degradation of the L cue in both conditions. Figure 3
(columns 2-4) presents the response patterns predicted by the
same three models described above (we varied the availabil-
ity of language a(L) in the L cue over the range 0.5 to 1 (in
steps of 0.1) to capture different degrees of language inacces-
sibility; the bar graphs for the GDL model show the average
prediction within that range). Our model again outperforms
(r2 = 0.94) the competing models by capturing the interaction
between salience (here, room size) and language, whereas the
competing models do not account for this interaction.

Taken together, these two sets of results suggest our cue
combination model accounts well for association-based cue
combination in reorientation.

Non-associative cue combination

We next assess whether our model also accounts for cue com-
bination beyond association—a phenomenon that is not cap-
tured by previous computational models. In particular, we fo-
cus on directional cue combination as reported by Newcombe
et al. (2010) .

In this set of experiments, the reorientation task was con-
ducted in an octagonal room. Similar to the previous experi-
ments, one of the walls had a red curtain that served as a land-
mark. However in contrast with the previous experiments,
the target location did not coincide with any of the corners
covered by the landmark, but instead was one of the distant
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Figure 3: Summary of analyses on associative cue combination in adults. a) Empirical and model-estimated choice probabilities
under control and verbal-shadowing conditions for the large room. b) Similar choice probabilities for the small room.

corners as illustrated in Figure 4a (leftmost panel). In other
words, successful reorientation in this case would depend on
mapping from a distant landmark to a target, or direction. The
room was 75 square feet in area, which is close to the size
of the previous large rectangular room. Two of the corners
(GW) were geometrically identical to the correct corner (C).
One corner (GF) was both geometrically identical and coin-
cides with the featured landmark. The remaining three cor-
ners were error corners (EW). Two groups of children (ages
3 and 5) participated in the experiment. Figure 4b (right 2
panels) shows the empirical choice probabilities, and model
estimates of them.

We used the GDL model to account for these empirical
data. Specifically, the G cue had signal components at all ge-
ometrically invariant corners (C,GF,GW and GW) and noise
δ elsewhere. The directional D cue had a signal component
at C and noise elsewhere. The L cue is uninformative in this
case because both age groups for the octagonal experiments
are below 6, which renders a flat likelihood. To allow for
a fully predictive (parameter-free) assessment, we used the
noise values for 3- and 5-year-olds from the blue-wall exper-
iments, which are independent of the current analysis.

We compared our GDL model against two baseline mod-
els that incorporate either the directional cue alone, or the
geometrical cue alone, with no cue combination. Figure 4b
summarizes the predicted choice probabilities from all three
models. These results show that our GDL model (r2 = 0.87)
accounts for empirical data across two age groups better
than the direction- (r2 = 0.68) or geometry- (r2 = 0.32)
based model. The directional model cannot distinguish be-
tween geometrically identical corners and error corners, so it
over-predicts the overall erroneous choices. The geometrical
model cannot distinguish between the correct corner and ge-

ometrically confounded corners, so it under-predicts choices
on the target. In sum, this set of results suggests that chil-
dren combine non-associative, directional information with
geometry in spatial reorientation, which extends beyond an
associative account and provides firmer evidence for a cue-
combination view.

Conclusion
We have presented a probabilistic model of spatial reorienta-
tion based on cue combination. Our model accounts for hu-
man behavior better than existing models across different en-
closure sizes and shapes, different age groups, and different
landmark configurations. Despite its simplicity, our model
suggests that reorientation is neither performed in an isolated
module nor purely association-based, hence moving beyond
that debate and helping to illuminate the richness of human
spatial strategies.
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Abstract 

Choice reaching, e.g., reaching a targeted object by hand, 
involves a dynamic online integration of perception, action and 
cognition, where neural activities of prefrontal cortical regions 
are concurrently coordinated with sensori-motor subsystems. 
On the basis of this theoretical development, the authors 
investigate the extent to which cursor movements in a simple 
choice-reaching task reveal people’s emotions, such as anxiety. 
The results show that there is a strong correlation between 
cursor trajectory patterns and self-reported anxiety in male 
participants. Because computer cursors are ubiquitous, our 
trajectory analysis can be augmented to existing affective 
computing technologies.   

Keywords: affective computing; cursor motion; choice 
reaching 

Introduction 
An adaptive computer system that can read users’ emotions 

and tailor its output dynamically will transform the nature of 
human-computer interactions. Present affective computing 
methods apply facial expressions, vocal tones, gestures, and 
physiological signals for emotion assessment (Calvo & 
D’Mello, 2010; Zeng, Pantic, Roisman, & Huang, 2009); yet, 
these methods are not always practical for everyday 
applications (e.g., wearing a multi-channel EEG cap). This 
article investigates the possibility of analyzing cursor motion 
for affective computing in a choice reaching task.  

To reach a target object by hand, thousands of muscles and 
billions of nerve cells have to coordinate. In this process, 
higher cortical systems (e.g., the prefrontal cortex) can only 
make a coarse action plan (e.g., move your hand), and local 
sensori-motor subsystems modulate the hand movement by 
dynamically processing contextual and cognitive information 
(Thelen, 1998). Choice-reaching behavior is dynamic in 
nature, where motor coordination is adjusted in real time in a 
continuous feedback loop (Spivey, 2007; Song & Nakayama, 
2007). We hypothesize that emotions influence this process 
and fine-tuned analysis of cursor trajectories can help assess 
users’ emotional states. 

Affective Computing 
Two influential reviews published in 2009 and 2010 (Calvo 

& D’Mello, 2010; Zeng et al., 2009) suggest the following 
short-comings in the current Affective Computing (i.e., AC) 

technologies: (1) many of the visual- and audio-based 
methods (e.g., detecting emotions by facial expressions and 
speech) do not fare well in a natural setting; (2) assessment 
methods based on physiological signals (e.g., EEG) are still 
impractical for everyday application. Our independent 
review of the studies published in major Human Computer 
Interaction (HCI) conferences and journals show significant 
improvements in AC technologies in the last several years. 
Techniques developed in “wearable computers” made great 
progress in assessing people’s physiological states in 
everyday settings (Hedman et al., 2009; McDuff, Karlson, 
Kapoor, Roseway, & Czerwinski, 2012). The scope of AC 
research has grown significantly, as AC technologies are now 
applied for public speech training (Pfister & Robinson, 
2011), gaze detection in infant-parent communication 
(Cadavid, Mahor, Messinger, & Cohn, 2009), and intelligent 
tutoring/game systems (D’Mello, Graesser, & Picard, 2007; 
Graesser & D’Mello, 2011).  

Cursor motion analysis originated in the late 1970s when 
researchers started to evaluate the performance of different 
input devices (Accot & Zhai, 1997, 1999; Card, English, & 
Burr, 1978). In the last 15 years, a number of research studies 
have employed cursor movement analysis for emotion 
assessment. Zimmermann (2008) employed a film-based 
emotion elicitation technique and investigated the impact of 
arousal and valence on cursor motion in an online shopping 
task. Kapoor et al. (Kapoor, Burleson, & Picard, 2007) 
adopted a pressure-sensitive mouse for their multichannel 
automatic affect detection system and measured mean, 
variance, and skewness of mouse pressure while participants 
(middle school students,) learned to solve a Tower of Hanoi 
puzzle. Azcarraga and Suarez (Azcarraga & Suarez, 2012) 
evaluated EEG signals and mouse activities (the number of 
mouse clicks, distance traveled, click duration) during 
algebra learning in an intelligent tutoring system (ITS) to 
predict participants’ emotions. Prediction rates based solely 
on EEG were 54 to 88%. When mouse activity data were 
augmented to the EEG data, accuracy rates increased up to 
92%. Yamauchi (2013) presents a new machine learning 
technique involving feature selection associated with cursor 
motions and emotion detection. Beyond these studies, clear 
evidence that links cursor activities and affects remains 
sparse.  
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Theoretical Rationale 
Embodied cognition. Recent advances in “embodied 

cognition” introduce a new way of analyzing human 
behavior. People’s cognitive, attitudinal, and affective states 
are expressed in their bodily actions, and their bodily actions 
invoke affective states (Barsalou, 1999; Barsalou, 
Niedenthal, Barbey, & Ruppert, 2003). These intricate 
interactions among cognition, emotion and action are 
articulated by Barsalou’s (1999) perceptual symbol systems 
hypothesis, which states that the essence of off-line cognition 
involves a reenactment (simulation) of sensory and 
perceptual modules.  

Physiological findings provide another layer of evidence 
that emotions can be reflected in voluntary hand motions. The 
dorsolateral prefrontal region—the control center of high-
order cognition—is connected to all premotor areas and 
controls limb movements; this area receives a considerable 
amount of input from dopaminergic cells, which influence 
emotional states such as feelings of reward and pleasure 
(Kolb & Whishaw, 2009). 

The basal ganglia, which play a pivotal role in voluntary 
motor control, receive excitatory input from almost all 
cortical areas, and transfer the information back to the same 
cortical areas through the thalamus. These feedback loops 
involve not only motor-related cortices (e.g., primary motor, 
supplementary motor and primary somatosensory cortices), 
but also other cortical and subcortical regions that control 
emotion, motivation and decision making (Mendoza & 
Foundas, 2008). It is well known that dopamine deficiency in 
the basal ganglia results in neurological movement disorders 
such as Parkinson’s disease and Tourette syndrome. These 
motor disorders often come with emotional disorders. More 
than 40% of the people suffering from Tourette syndrome 
experience symptoms of Obsessive-compulsive disorder, 
which is an anxiety disorder (Mink, 2008). Apathy—“a 
decrease of goal-directed behavior, thinking, and mood”—
occurs about in 40% of the patients suffering from 
Parkinson’s disease (Weintraub & Stern, 2007). Those 
individuals with deficits in dopamine production often 
exhibit impairments in motor control as well as emotion and 
higher order cognition (Mink, 2008). 

Recent behavioral research suggests that high-order 
cognitive judgments such as inductive reasoning and 
knowledge formation are affected by tacit knowledge, affects 
and mindsets, which in turn can be captured by the movement 
of a computer cursor (Dale, Kehoe, & Spivey, 2007; 
Freeman, Pauker, Apfelbaum, & Ambady, 2009; Spivey et 
al., 2005; Xiao & Yamauchi, 2014; Yamauchi, 2013; 
Yamauchi & Bowman, 2014; Yamauchi, Kohn, & Yu, 2007).  

On the basis of these findings, we postulate that subtle 
emotional states can be reflected in the way people move 
computer cursors and fine-tuned analysis of cursor 
trajectories can be applied for affective computing. Below, 
we present an empirical study that explores this possibility. 

   

Experiment 
Our 

experiment 
consisted of 
visual perception 
task involving 
judgments of 
similarities of 
simple figures 
(Kimchi & 
Palmer, 1982; 

Yamauchi, 
2013). Participants were presented with a triad of geometric 
figures on a computer monitor (96 trials in total), and selected 
which choice figure, left or right, was more similar to the base 
figure shown at the bottom (Figure 1). Participants indicated 
their choice by pressing the “left” or “right” button placed at 
the top of each choice figure (Figure 1). We selected this 
choice-reaching task because the perception of similarity is 
one of the most fundamental psychological functions that 
mediates decision making, memory, generalization, 
impression formation and problem solving (Hahn & 
Ramscar, 2001). 

In each trial, our program recorded the x-y coordinates of 
the cursor location every 20-30 milliseconds from the onset 
of a trial (participants pressing the “Next” button) until the 
end of the trial (participants pressing either the left- or right- 
choice button). From this data set, we extracted 16 features 
of cursor motions, and examined the extent to which cursor 
movement patterns of individual participants reflect their 
self-reported state anxiety scores (Spielberger, Gorsuch, 
Lushene, Vagg, & Jacobs, 1983). 

 
 

    
(3-4) (9-10) (15-16) (36) 

 
Figure 2: Sample stimuli used in the choice-reaching 

task. 

Method 
Participant. Participants (N = 133; female = 75, male = 58) 

were undergraduate students participating for course credit.  
Materials and Procedure. The stimuli for the choice-

reaching task were 32 triads of geometric figures—two 
choice figures placed at the two top-corners of the frame and 
a base figure placed at the bottom-center of the stimulus 
frame (Figures 1&2). Each figure shows an overall shape 
(either a square or a triangle) with smaller squares or 
triangles, yielding four types of figures—a global square or 
triangle made of local squares or triangles.  

In each triad, two choice-figures placed at the upper two 
corners of a stimulus frame were similar to the base figure 

 
Figure 1: A screen shot of a choice-
reach trial (the dotted line was not 
shown in the actual experiment.) 
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either in their overall shape or local shapes. In total, 16 basic 
triads were produced by varying the number of local 
shapes—figures made of 3-4, 9-10, 15-16, or 36 local shapes 
(Figure 2). In the experiment, 32 triads were produced from 
the 16 basic triads by swapping the locations of the choice 
figures; these 32 triads were shown 3 times, yielding 96 trials 
of choice reaching for each participant.  

To start each trial, participants pressed the “Next” button, 
and a triad stimulus appeared. Participants indicated their 
responses by pressing the “left” or “right” button (Figure 1). 
After their response, the “Next” button appeared again. This 
cycle was repeated 96 times. Note that there are no 
correct/incorrect answers in this task, and participants were 
instructed to make a selection based on their personal 
preference. 

Shortly after the completion of the choice-reaching 
experiment, participants received the state anxiety 
questionnaire (Spielberger et al., 1983) and rated each 
statement (e.g., “I feel afraid”) on a four-point scale (20 
questions in total). This questionnaire has been used widely 
to assess generalized anxiety disorder (GAD). In this study, 
we focused on anxiety for our analysis because anxiety is one 
of the key affective states that arise at the time of cognitive 
disequilibrium, and anxiety is also a key emotion pertinent to 
deep learning (D’Mello, Dale, & Graesser, 2011).  

 

 
Figure 3: An illustration of cursor trajectory features. 

16 features were extracted for each participant. 
 

Data analysis. To pre-process the cursor movement data, 
we first applied a linear interpolation method and 
standardized cursor trajectories of all trials into 100 equally-
spaced time steps starting from the onset time of the first 
cursor move to the time slice of the final move (at which the 
choice button, either left or right, was pressed (Dale et al., 
2007; Freeman et al., 2009; Spivey et al., 2005; Yamauchi, 
2013). 

For each trajectory, we divided the 100 time-steps into four 
equal segments (Figure 3) and extracted two features—
attraction and zigzags (Figure 4)—from the four segments. 
Attraction was defined as the area of departure from the 
shortest path and the zigzag is the number of changing 
directions with respect to the straight line from the starting 

position to the end position (Figure 4). These cursor 
trajectory features were selected because these features have 
been shown to be significant in cognitive decision making 
(Dale et al., 2007; Freeman et al., 2009; Spivey et al., 2005; 
Xiao & Yamauchi, 2014; Yamauchi, 2013; Yamauchi & 
Bowman, 2014; Yamauchi et al., 2007). 

For individual participants, means and standard deviations 
of these features were calculated over trials, yielding 16 
predictors (2 features x 4 segments x 2 statistical properties 
(mean, SD)). D’Mello and colleagues (D’Mello et al., 2011) 
investigated body movements of users in an intelligent 
tutoring system and showed that inconsistent body motions 
during learning reflect high levels of anxiety. In this vein, 
standard deviations of cursor properties over different trials 
are likely to reflect participants’ emotional states. 

 

  

Figure 4:  Illustrations of (a) attraction and (b) zigzags 
 
Design. For the cursor trajectory data, we employed linear 

regression analysis with anxiety scores as the dependent 
variable and 16 cursor trajectory features as the independent 
variables (Figure 3). The values of independent variables 
(i.e., extracted cursor trajectory properties) and the dependent 
variable (i.e., observed anxiety scores) were normalized so 
that the mean and standard deviation of each variable were 0 
and 1, respectively. For the cursor trajectory analysis, the 
trials that took more than 6 seconds were not analyzed. Thus, 
a total of 11,555 trials (90.1 % of the entire trials) were 
analyzed. 

Results and Discussion 
Anxiety questionnaire data. The anxiety questionnaire 

asked participants to indicate their levels of anxiety on a 1-4 
scale (20 questions). Our questionnaire results showed that 
female participants reported a higher level of anxiety (M = 
2.0, SD = 0.56) than male participants (M = 1.8, SD = 0.46), 
t(132) = 2.36, p = 0.02, d = 0.3, 95% CId [-0.04, 0.64].  

Linking cursor trajectories to anxiety. To investigate the 
relationship between cursor trajectories and self-reported 
anxiety scores, we applied stepwise regression analysis 
separately to female (n = 75) and male (n = 58) participants. 
This separate analysis procedure was adopted because a large 
number of studies demonstrate sex differences in emotionally 
charged stimuli (e.g., Bradley & Lang, 2007), and our anxiety 
quetionnaire data revealed significant sex differences. For 
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this analysis, a total of 16 predictors were submitted to a 
stepwise linear regression (Figure 3) with the Akaike 
Information Criterion (AIC) for the predictor selection 
criterion. 

 

 
Figure 5:  Graphical summaries of two regression analyses. 

The units of the x-y coordinates of the graphs are 
standardized “z-scores.” 

 
Consistent with the studies that report gender differences 

in emotional experience (Cahill, 2006), our results revealed a 
strong gender effect. Cursor trajectory patterns obtained from 
female participants were moderately correlated with their 
self-reported anxiety scores; F(2, 72) = 4.81, p = 0.01, R2 = 
0.12 (adjusted R2 = 0.09); 12 % of the variance observed in 
female participants’ anxiety scores was explained by two 
predictors identified in the stepwise regression. Given male 
participants, our regression analysis indicated that 47% of the 
variance was explained by seven predictors; F(7, 50) = 6.22, 
p < 0.001, R2 = 0.47 (adjusted R2 = 0.39) (Figure 5).   

 
Table 1: Coefficients selected by the regression analysis 

  Female Male 

  Segments Mean SD Mean SD 

Attract 76-100     

 51-75 .34**    

 26-50    .51** 

 1-25   -.29*  

Zigzag 76-100 -.16#  -.81*** .39* 

 51-75   .77***  

  26-50    -.23# .24# 

 1-25     

Note. p***< .001, .001 ≤ p**< .01 .01≤p*< .05, .05≤p#. 

 
Overall, two properties, attraction and zigzag, extracted 

during the midsection time-steps (26-50 & 51-75) appear 
particularly important. For male participants, zigzags 
extracted from 51-75th time-steps and 76-100th time-steps 
were shown to be highly correlated with self-reported anxiety 
scores (Table 1). Given female participants, attraction taken 
in the middle section (51-75th time-steps) was critical.  

Assessing the validity of the regression result. To assess the 
validity of our cursor trajectory analysis, we examined the 

extent to which randomly generated pseudo predictors could 
explain the empirical anxiety scores obtained in the 
experiment. If the 16 cursor properties extracted from 
individual participants performed no better than randomly 
generated pseudo-predictors, our method should be judged as 
ineffective.  

In this simulation analysis, we replaced the 16 trajectory 
predictors with 16 vectors of arbitrary numbers sampled 
randomly from the standard normal distribution. We applied 
the same stepwise regression analysis to the “pseudo 
predictors” and calculated R2. This process was repeated 
1000 times to estimate the distribution of R2 obtained from 
the pseudo predictors.   

 

 (a) 

 

(b) 

 
Figure 6: Results from the simulation study based on female 

participants (a), and male participants (b). 
 

Figure 7 shows the results of this simulation study. The 
dotted red lines represented R2 obtained from the actual 
experiment. Given the female participants, our empirical 
predictors outperformed random pseudo predictors slightly 
more than 50% of the time, suggesting that the cursor 
trajectory predictors extracted from female participants were 
barely effective compared to randomly generated predictors. 
Given the data from male participants, our empirical 
predictors outperformed the random pseudo predictors more 
than 99% of the time, suggesting that our cursor trajectory 
worked well in explaining male participants’ self-reported 
anxiety levels.  

Discussion 
The extracted cursor trajectories for male participants 

predicted about 47% of the variance of their self-reported 
anxiety scores. For female participants, the same predictors 
were not very effective. Although we found a statistically 
significant correlation between some of the identified 
predictors and anxiety scores, our verification analysis 
showed that randomly sampled pseudo predictors can 
achieve a comparable level of accountability in female 
participants. It is well known that there are considerable sex 
differences in male and female brains especially in the 
amygdala. The way that emotional states are expressed is also 
different between male and female (Burleson & Picard, 2007; 
Conati, 2002). It appears that such basic sex differences are 
at play in the cursor movements observed in our male and 
female participants as well. 
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The idea that emotion influences bodily motions has been 
investigated in HCI (Glowinski & Mancini, 2011; Thrasher, 
Van der Zwaag, Bianchi-Berthouze, & Westerink, 2011). 
Other studies suggest that emotional states are expressed 
through keystrokes (Epp, Lippold, & Mandryk, 2011). The 
present study extends these studies by showing that people’s 
emotional states (at least for male participants) can be 
reflected by the subtle movements of computer cursors in a 
simple choice-reaching task. 

Our cursor trajectory analysis provides a new method for 
affective computing for male participants with added 
advantage for the ease of implementation and computation. 
Computer cursors are by far among the most ubiquitous 
means connecting people and computers, and almost all 
computers, including tablets, require some form of cursor or 
finger movements for interaction. Because movement can be 
traced in time-stamped x-y coordinate points, the cost for 
online data processing can be miniscule.  

Limitations and Future directions 
Our study is correlational and the causal link between 

cursor motion and emotion is unknown. The impact of 
emotion on cursor motion should be tested experimentally 
where a certain emotion is experimentally elicited.  This 
study employed a simplified task and our procedure was 
effective only for male participants. Although such a 
controlled situation is needed for the initial investigation of a 
new technology, the proposed method should be vetted 
thoroughly in more realistic settings. The applicability of the 
cursor-based method should be examined further with more 
rigorous statistical methods (e.g., cross validation). It is 
possible that the cursor-based analysis is viable only in the 
task context that requires choice-reaching. The 
generalizability of our procedure should be investigated 
further in contexts that do not involve choice reaching. It 
should be also noted that the cursor-based affective 
computing method is limited because it requires direct 
interaction with computers (e.g., facial expressions can be 
assessed without computers). These limitations should be 
effectively addressed in future studies. 

Conclusion 
In recent years, there has been an increasing consensus 

about the need to broaden our understanding of human 
emotion and its impact on human computer interaction. The 
present study combines the virtues of the integrated 
understanding of human physiology, emotion and motor 
control and shows the intricate link between the three. We 
suggest that cursor trajectory analysis can be integrated into 
existing AC technologies, providing an economical method 
of affective computing.  
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Abstract

In function learning, the to-be-learned function always defines
the relationships between stimulus and response. However,
when a function defines the stimuli by time points, we can call
this type of function as time-varying function. Learning time-
varying function would be different from learning other ones.
Specifically, the correlation between successive stimuli should
play an important role in learning such functions. In this study,
three experiments were conducted with the correlations as pos-
itive high, negative high, and positive low. The results show
people perform well when the correlation between successive
stimuli is high, no matter whether it is positive or negative.
Also, people have difficulty learning the time-varying function
with a low correlation between successive stimuli. A simple
two-layered neural network model is evident to be able to pro-
vide good accounts for the data of all experiments. These re-
sults suggest that learning time varying function is based on
association between successive stimuli.
Keywords: Function Learning; Time Varying Function

Function Learning
Function learning is referred to as learning the relationships
between continuous variables, which can be described as a
function, y= f (x). With the learned function concept, we can
predict the magnitude of one variable (response) based on the
magnitude of the other (stimulus). For instance, we estimate
how long it would need to water the lawn according to a day’s
temperature, or the distance to the car in front needed to avoid
a car crash at current car speed.

Normally, in the function learning task, a function is
learned via the learning of the associations between stimuli
and responses which are generated from the function. On
each training trial, when the response is made, the correct an-
swer is provided as feedback to reinforce the learned associa-
tion between stimulus and response. In addition to the learn-
ing phase, the transfer phase is sometimes conducted with the
attempt to see how well people can generate the learned func-
tion to predict responses for unknown stimuli.

Past research has shown many characteristics of function
learning. For instance, the linear functions are easier to learn
than the nonlinear ones (see Busemeyer, Byun, Delosh, &
McDaniel, 1997; Koh & Meyer, 1991). Also, it is found
that it is more accurate to predict the response for the stimu-
lus whose value falls in the training range (i.e., interpolation)
than outside the range (i.e., extrapolation) (see Busemeyer et

al., 1997; McDaniel & Busemeyer, 2005). Although the func-
tion of simpler forms (e.g., linear or power function) can be
learned with the variables being of non-numeric forms (e.g.,
line length), Kalish (2013) reported that the periodic func-
tions (e.g., sine function) cannot be learned without the em-
ployment of numeric stimuli. These characteristics reveal the
limitations of human cognition for learning the functional re-
lation between variables.

What people actually form in their mind to represent a
learned function is always the main issue of function learn-
ing. According to the rule-based account, people construct
abstract rules to summarize the ensemble of experienced pairs
of stimuli and responses used to teach the function. Most
frequently, polynomial rules have been proposed as the rep-
resentations of the mappings between stimulus magnitudes
and response magnitudes (see Carroll, 1963; Koh & Meyer,
1991). On the contrary, the associative-based model assumes
that people form direct associations between each stimulus
and corresponding response without abstracting any sum-
mary information (Busemeyer et al., 1997; DeLosh, Buse-
meyer, & McDaniel, 1997). However, the rule-based account
overestimates the participants’ performance in the extrapola-
tion test but the associative-based model underestimates it.
To get a better theoretical account, a hybrid model combining
these two approaches is proposed (McDaniel & Busemeyer,
2005).

Furthermore, some researchers reported that a quadratic
function can be learned by participants as two simpler mono-
tonic functions (Lewandowsky, Kalish, & Ngang, 2002),
hence challenging the homogeneous assumption about the
representation of function. The POLE model developed by
Kalish, Lewandowsky, and Kruschke (2004) instead assumes
that the function is represented separately by independent
modules, each of which only stores the mappings between
stimuli and responses in a restricted range on the value di-
mensions and would be activated for making response when
the stimulus falls in its responsible range.

Although many forms of functions have been tested, a par-
ticular form of function, which maps the timing of observa-
tion to the event at that timing seems not have been tested
yet. We call this function as time-varying function in this ar-
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ticle. Due to the dissimilarity to the normal functions, we
are interested in examining whether the learning of the time-
varying functions has the same characteristics as the normal
functions. Also, we would like to develop a model to help
us understand the underlying mechanism for the leaning of
time-varying functions.

Time Varying Function
A time-varying function has a form of y = f (t). An example
of time-varying function would be the height of water accu-
mulated in a bucket from a constant supply source. If the
bucket is cylindrical, the height will be a linear function of
time and if the bucket is conical, the height will be a parabolic
function of time. To our knowledge, how people learn this
kind of function has never been reported in literature. How-
ever, a relevant case in category learning has been reported
recently.

Navarro and his colleagues tested how people could learn
the categories when the category structure varies along train-
ing trials. In one of their experiments, the members of two
categories moved up on the stimulus dimension constantly
along with the increase of trail number and the categorization
rule was set up as ”Respond A, if xt > t and B otherwise”
for any item xt on trial t. Their results showed that partic-
ipants could not only learn this category structure, but also
be able to predict the item value on the next trial (Navarro
& Perfors, 2009, 2012; Navarro, Perfors, & Vong, 2013). It
is implied that people are able to capture some functional
relationship between the time point (or trial number) and
the stimulus value. This is equivalent to saying that people
should be able to learn the time-varying functions in the lab-
oratory experiments. The rest of this article is organized in
the order of (1) comparing time-varying function with nor-
mal function, (2) introducing three experiments testing par-
ticipants with different forms of time-varying functions, (3)
introducing a model designed for accommodating the learn-
ing of time-varying function, and (4) showing modeling re-
sults and general discussion.

Comparison Between Time-Varying Function
and Normal Function

There are some features of the time-varying functions worth
noting. First, due to that time can never return, when learn-
ing a time-varying function, making a prediction for response
magnitude on each trial is always extrapolating what people
have learned. However, in the case of learning the function
y = f (x), both the interpolation and extrapolation tests can be
conducted.

Second, a time-varying function can be viewed as a func-
tion defining the relationships between successive stimuli,
xt = f (xt−1). A good example is the game of throwing a Fris-
bee with friends. In this case, the only observable information
is the spatial position of the Frisbee at any time point. There-
fore, the best cue for us to estimate the position of the Frisbee
at time t is its position at time t−1.

Third, the learnability or complexity of function would be
defined differently for the time-varying function. For the case
of y = f (x), the linear function has less parameters to esti-
mate than the quadratic function, hence being easier to learn.
For the case of y = f (t), learning the functional relationship
between time point to response magnitude is equivalent to
learning to predict the next response magnitude with the cur-
rent observed response magnitude. Thus, it is hypothesized
that the time-varying function would be easy to learn, if the
correlation between successive stimuli is high. If the corre-
lation between successive stimuli is low, it would be hard to
learn. To verify this hypothesis, three experiments were con-
ducted.

Experiment 1
In this experiment, we first examined whether people can
learn a linear time-varying function. The function was written
as xt = t + εt , where t was trial number from 1 to 100 and ε

was randomly sampled from the uniform distribution between
-0.5 and 0.5. All stimulus values were normalized between -
15 and 15 for the convenience of computer programming. It
was reasonable to expect that this function could be learned
well, for (1) it was linear as well as (2) the correlation be-
tween successive stimuli was high.

Method
Participants and Appartus There were in total 22 partic-
ipants recruited from National Chengchi University in Tai-
wan for this experiment. Each participant was reimbursed by
NTD$ 60 (' US$ 2) for their time and traffic expense. The
whole experiment was conducted on an IBM compatible PC
in a quiet booth. The processes of stimulus displaying and re-
sponse recording were under the control of a computer script
composed by PsychoPy (Peirce, 2007).
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Figure 1: The stimulus structure in Experiment 1 and the par-
ticipants’ predictions in Session 1.

Procedure The participants were instructed that they were
playing a shooting game. In this game, they had to guess
the position of a target on a horizontal line on the computer
screen. On each trial, they moved the mouse cursor to where
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they thought the target would appear. After they pressed the
space key to complete the guessing, the target would appear
as an arrow on the correct position, together with a feedback
text of ”Hit” or ”Miss” on the screen. The participants were
told that ”Hit” meant that your guess was close enough to the
true answer and otherwise you would get ”Miss”. The whole
experiment was conducted in two sessions, each of which
consisted of 100 trials. The same100 stimuli were presented
in the two sessions. The distance between the target’s correct
position and the participants’ guess was error. The amount
of squared error and the proportion of received ”Hit” (e.g.,
accuracy) were the dependent variable in this experiment.

Results
Visual inspection on Figure 1 shows that participants per-
formed quite well except for the very early trials1. For sim-
plifying the complexity of data analysis, we divided the 100
stimuli to 10 blocks. The squared prediction error decreases
from 40.29 to 0.03 with the mean = 4.06 through 10 blocks
across two sessions. A Block (10) × Session (2) within-
subjects ANOVA reveals a significant main effect of Block
on the squared error [F(9,189) = 72.83, MSe = 98, p < .01],
no significant main effect of Session [F(1,21) = 2.367, MSe
= 166.30, p = .139], and a significant interaction effect be-
tween Block and Session [F(9,189) = 2.346, MSe = 166.3,
p < .05].

The participant’s accuracy is another dependent variable,
which is computed as the number of ”Hit” divided by all
trials. Due to the ”Hit” range was very small in our ex-
periments, the highest accuracy in a block was .63 and the
lowest was .36 across all sessions. A Block (10) × Session
(2) within-subjects ANOVA shows a significant main effect
of Block on the accuracy [F(9,189) = 8.281, MSe = 0.028,
p < .01], no significant main effect of Session [F(1,21)< 1],
and a significant interaction effect between Block and Session
[F(9,189) = 5.052, MSe = 0.027, p < .01].

We also check the correlation between each participant’s
predictions and the true answers. The averaged Pearson’s r
across all participants is quite high [r = .97]. Together with
the visual inspection on Figure 1, it is confirmed that people
can learn the linear time-varying function very well.

Experiment 2
In this experiment, the function was set up as xt = 50 +
(−1)t√100− t, which made the target jump left and right,
gradually moving toward the central point. Obviously, this
function was far more complex than the one used in Exper-
iment 1 and it was nonlinear. If the learning of y = f (t)
shared the same characteristics of the learning of y = f (x),
it should be expected that this function could not be learned
well. However, if our discussion about the characteristics of
time-varying function was right, it should be expected that

1For making the figure easier to read, we plot the human pre-
diction by circles and the correct answers by crosses on only the
even-numbered trials in the first session. The result pattern is the
same in the second session.

this function could be learned well, due to high correlation
between successive stimuli [r =−.99].
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Figure 2: The stimulus structure in Experiment 2 and the par-
ticipants’ predictions in Session 1.

Method
Participants and Apparatus There were in total 21 par-
ticipants recruited from National Chengchi University in Tai-
wan for this experiment. Each participant was reimbursed by
NTD$ 60 (' US$ 2) for their time and traffic expense. The
testing materials and procedure are all the same as those in
Experiment 1.

Results
See the circles and crosses in Figure 2. Apparently, the partic-
ipants could capture the moving pattern of the target, although
on the early trials, they made some larger errors. Similar to
what we found in Experiment 1, the squared prediction er-
ror drops along blocks from 73.79 to 1.57 (mean = 15.35)
across two sessions. A Block (10) × Session (2) within-
subjects ANOVA reveals a significant main effect of Block
[F(9,180) = 14.24, MSe = 1303, p< .01], a significant main
effect of Session [F(1,20) = 17.22, MSe = 196, p < .01],
and a significant interaction effect between Block and Ses-
sion [F(9,180) = 16.12, MSe = 177.8, p < .01]. Although
the error curve goes down toward 0, the mean squared predic-
tion error is 15.53 far larger than that in Experiment 1, which
is 4.06. This suggests that the linear function is easier to learn
than the quadratic function.

The accuracy data also suggest that this function is harder
to learn than the linear function with the mean highest ac-
curacy in a block across all participants and sessions as .34
and the lowest as .14. A Block (10) × Session (2) within-
subjects ANOVA reveals a significant main effect of block
[F(9,180) = 9.747, MSe = 0.018, p < .01], no significant
main effect of Session [F(1,20) < 1], and no significant in-
teraction effect between Block and Session [F(9,180)< 1].

Although the accuracy is quite low, this does not mean that
people cannot learn this function. As shown in Figure 2, the
participants’ predictions are close to the true answers. Also,
the correlation between each participant’s predictions and the
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true answers is considerably high [mean r = .92]. As ex-
pected, the participants can learn this complex time-varying
function.

Experiment 3
In this experiment, we would like to examine whether peo-
ple could predict the stimulus magnitudes, when the correla-
tion between successive stimuli was lower. See Figure 3 as
an example, which was the real case for testing one partici-
pant2. The dashed line showed the true moving pattern of the
stimulus, which was generated by y = g[a]+ z[b+ 1], where
a= b((t+4)/5)c, b= t mod 5, g was the random permutation
of the vector [1,6,11,...,96], and for each g, z was a new ran-
dom permutation of the vector [1,2,3,4,5]. The correlations
between successive stimuli were averaged across all partici-
pants and all sessions as r = .80, which was lower than the
correlations in the previous experiments. No matter which
view you look at this form (i.e., number of parameters to es-
timate or correlation between successive stimuli), it was ex-
pected that this function could not be learned well.
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Figure 3: The stimulus structure in Experiment 3 and predic-
tions of participant #14.

Method
Participants and Apparatus There were in total 18 partic-
ipants recruited for this experiment from National Chengchi
University in Taiwan. Each participant was reimbursed by
NTD$ 60 (' US$ 2) for their time and traffic expense. The
testing materials and procedure are all the same as those in
Experiment 1.

Results
As shown in Figure 3, apparently, the participant could not
predict the target position. Otherwise, we will see the dashed
line (for answers) and solid line (for participant’s predictions)
superimpose on each other. However, the response pattern is
not random either. In fact, the participant’s predictions seem
always to be one step behind the true answers. Although we

2Different participants received different moving patterns to
learn.

do not show the predictions of the rest 17 participants, their
predictions are one step behind the true answers also. Thus,
strictly speaking, we do not think that the participants learned
this function.

The squared prediction error drops from 69.69 to 42.47
along blocks in Session 1 and has no clear change from 23.12
to 24.30 in Session 2. Although the performance gets better
in Session 2, the prediction error never goes close to 0. The
mean squared error for all participants across blocks and ses-
sions is 30.844, which is larger than 15.53 (mean error in Ex-
periment 2) and 4.06 (mean error in Experiment 1). Thus, the
learning performance in this experiment is the worst among
the three experiments in this study.

As done for the previous experiments, a Block (10) × Ses-
sion (2) within-subjects ANOVA was conducted for the pre-
diction error. The results show no significant main effect of
Block [F(9,153) = 1.53, MSe = 998.4, p = .142], a signif-
icant main effect of Session [F(1,17) = 14.94, MSe = 424,
p < .01], and a significant interaction effect between Block
and Session [F(9,153) = 3.206, MSe = 701.6, p < .01].

The mean accuracy in a block across all sessions is even
lower than that in the other two experiments. The high-
est mean accuracy is about .11 and the lowest is .06. It
is clear that the participants cannot capture the moving pat-
tern of the stimulus. A Block (10) × Session (2) within-
subject ANOVA shows no main effect of Block on accuracy
[F(9,153) = 1.179, MSe = 0.006, p = .312], no main effect
of Session [F(1,17) = 3.367, MSe = 0.006, p = .08], and no
interaction effect between Block and Session [F(9,153)< 1].

We also computed the Person’s r for each participant’s pre-
diction and the true answer. Although the mean correlation is
not low (r = .76), this finding might result from the fact that
the participants’ prediction is always one step behind the true
answer. To sum up, the linear function is the easiest to learn
and the quadratic function is the second. Basically, partici-
pants cannot learn the complex function in Experiment 3. In
order to get a better understanding about the underly mecha-
nism for learning the time-varying functions, we developed a
neural network model for the learning of time-varying func-
tions.

Model for Learning Time Varying Function
A time-varying function can be rewritten as xt = f (xt−1) and
the simplest form of it would be xt = β0 + β1xt−1. Thus,
learning a time-varying function is equivalent to estimating
the optimal parameter values, with which the model makes
the smallest error. To this end, a simple two-layered neural
network is proposed. There are two input nodes, which re-
spectively correspond to the position of the stimulus on the
preceding trial xt−1 and the standard moving distance which
is set as 1. There is only one output node corresponding to the
predicted position on the current trail x̂t = w1× 1+w2xt−1.
The associative weight w1 represents the size of moving dis-
tance. The weight w2 represents how much correlated the last
position is with the current position. When the true answer xt
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is provided, the error is then computed as xt − x̂t .
The associative weights are updated with WH algorithm3

(Abdi, Valentin, & Edelman, 1999) to decrease the error
made by the model. Also, we make the updating amount for
weights decay all the way through training trials. Thus, the
updated amount for w1 on trial t is ∆w1,t = ηexp−ξ(t−1)(xt −
x̂t), where η ≥ 0 is the learning rate and ξ ≥ 0 determines
how quickly the updated amount of weight drops. Likewise,
∆w2,t = ηexp−ξ(t−1)(xt − x̂t)xt−1.

There are some features of this model worth noting. First,
the associative weight w2 actually reflects the correlation be-
tween successive stimuli. Second, this model only learns the
correlation between successive stimuli and contains no sum-
mary information of the whole function. In fact, it can be
applied to account for the learning of different time-varying
functions, as no matter which form (complex or simple) the
function has, the learning of a time-varying function can al-
ways be viewed as the learning of the association between
successive stimuli. Thus, our model should be regarded as an
associative-based model, not a rule-based model.

Modeling
The model was fit to each participant’s data in each experi-
ment with the stimulus positions being normalized between 0
and 1. Each participant’s first response in each session was by
default the first input for the model. The initial weights of w1
and w2 were set as 0 for all experiments except Experiment 3.
The model provided the best fit for Experiment 3 data when
w2 was initially set as 1, suggesting that participants in Ex-
periment 3 were more likely to repeat the observed position
of stimulus on the preceding trail as the response for current
trail. The statistics of optimally estimated parameter values
and the goodness of fit (RMSD) for all experiments are listed
in Table 1.

Table 1: Mean goodness of fit and mean estimated parame-
ter values for a best fit with the standard deviation listed in
parenthesis.

RMSD η ξ

Exp 1 0.04 (0.02) 1.06 (0.71) 0.02 (0.09)
Exp 2 0.08 (0.03) 1.73 (1.14) 0.30 (0.55)
Exp 3 0.09 (0.03) 0.43 (0.55) 1.81 (4.14)

The smaller the RMSD, the better the fit is. Apparently, the
model fit all the data very well. See the crosses in Figure 4,
Figure 5, and Figure 6 for the model prediction in Session 14,
which are quite close to the circles denoting the participants’
responses.

The estimated learning rate for Experiment 1 is about 1 and
the decay rate is quite small, suggesting that decay of learning

3This algorithm is a special case of backpropagation algorithm,
which is specifically used for two-layered neural network models.

4The pattern is almost the same for Session 2.

is not fast and leaning continues through training trials. The
learned associative weights for the moving size w1 = 0.30 and
the correlation with the preceding stimulus w2 = 0.70 suggest
that the participants predict the current position of the target
by moving it a certain distance (i.e., 0.30 times of the stan-
dard moving size) from the place a bit behind (i.e., 70%) the
position just seen in the same direction of the last move.

For Experiment 2, the mean learning rate is high and so is
the mean decay rate. This suggests that the model adjusts the
associative weights largely on the early learning trials, but
quickly halts doing so. The learned associative weights are
w1 = 1.00 and w2 = −0.94. The negative weighting for the
preceding position enables the model to make symmetrical
predictions between successive trials and |w2| ≤ 1 enables the
model to gradually converge the predicted position toward the
midpoint.

For Experiment 3, the mean estimated learning rate is low
and the decay rate is high, suggesting that the model has
not updated the associative weights too much since early tri-
als. In fact, the learned associative weights, w1 = 0.01 and
w2 = 0.98, together suggest that the model merely repeats the
preceding target position as the current prediction. As the
model captures the participants’ response patterns very well,
it is implied that the participants did not actually learn the
function but just repeated what they saw as the prediction for
the next trial.
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Figure 4: The model prediction and human response in Ses-
sion 1 in Experiment 1.

General Discussion
The main purpose of this study is to examine the characteris-
tics of function learning with time-varying functions. Three
experiments were conducted with different types of time-
varying functions: linear, quadratic, and irregular. The dif-
ferences between these functions are not only the complexity
of the function form, but also the strength of correlation be-
tween successive stimuli. In the first two experiments, the
correlation is very high regardless of the direction, whereas
in the third experiment, the correlation is lower.

The behavioral data show that the learning of the linear
and quadratic functions are easier than that of the irregular
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function, suggesting that the correlation between successive
stimuli is critical to function learning with time-varying func-
tions, not the number of parameters (or the complexity) of
the function. The success of our model on accounting for the
participants’ performance in all experiments support that the
learning of time-varying functions has an associative-based
account. No matter which form it is, people learn to predict
the current stimulus magnitude based on the observed stimu-
lus magnitude of the preceding trial.

One may regard the learning of time-varying functions as
operant conditioning. That may or may not be true, de-
pending on what we think is actually conditioned. If the
response is the target for conditioning, then the learning of
time-varying functions is not operant conditioning, as every
single response is new and it is impossible to reinforce the
likelihood for the same response to be made in the future.
However, if the moving size is the target for conditioning,
then for the case in which the target moves constantly (e.g.,
the linear function in Experiment 1), we may regard the learn-
ing of the time-varying function as a kind of operant condi-
tioning. However, for the case where the target moves in a de-
creasing (or increasing) speed (e.g., the quadratic function in
Experiment 2), it might not be suitable to equate the learning
of time-varying functions and operant conditioning. Future
studies including the transfer trials are needed in order to ex-
amine whether people form any concept for the time-varying
function.
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Figure 5: The model prediction and human response in Ses-
sion 1 in Experiment 2.
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Abstract

We discuss recent progress towards an empirical test of ‘real-
ism’ in cognition, ‘realism’ in this context being the property
that cognitive variables always have well defined (if unknown)
values at all times. Our main result is an inequality obeyed by
realist theories, which could be tested by a suitable experiment.
We focus our attention in this contribution on two particular
issues. The first is the exact notion of realism which is to be
tested, as this has received less attention in earlier work. The
second is an important technical issue about the inequality we
use; in earlier work Atmanspacher and Filk (2010) considered
a different expression, and we explain why our inequality is
more suitable for use under realistic experimental conditions.

Keywords: cognition; quantum probability; time perception;
memory.

Introduction
In this contribution we give an overview of recent work that
seeks to address the question of whether models of cognitive
processes can be realist, in relation to their time evolution. We
will define exactly what we mean by realist below, but the key
finding is that given a suitable definition this is an empirical
question. The interest in this question arises in part from at-
tempts to model certain aspects of cognition using quantum
probability theory (QT), which is famously non-realist (for a
review see Pothos and Busemeyer (2013)). Experimental evi-
dence of a violation of realism would therefore provide strong
evidence for the suitability of the QT approach.

This contribution (see also Yearsley and Pothos (2014)),
focuses on two particular issues. The first is the exact notion
of ‘realism’ being tested, since the notion of realism itself
is a novel one in cognitive psychology. This is particularly
pressing because the empirical test we propose, which has
been discussed before (Atmanspacher and Filk, 2010), is bor-
rowed from the physics literature, and it is not immediately
clear how this test is to be interpreted in the context of cogni-
tive models. The second issue we shall address concerns what
is at first sight a rather technical difference between our test
and and earlier one by Atmanspacher and Filk (2010). How-
ever the difference is important because our test is suitable
for application in a realistic experimental set up, with noisy
or imperfect measurements.

To save space and allow for the maximum of conceptual
discussion we omit technical details in this contribution; in-
terested readers may consult Yearsley and Pothos (2014).

The rest of this contribution is structured as follows; in Sec-
tion 2 we discuss the notion of realism in cognitive models in
a general way and in Sections 2 and 3 we introduce the two
smaller assumptions that together make up the assumption of

realism proper. In Section 4 we make some very brief com-
ments on the empirical test of realism we propose, and in
Section 6 we explain how our test differs from earlier work.
In Section 7 we then briefly discuss the options for cogni-
tive modelling should our empirical test rule out realism. We
conclude in Section 8.

Realism in Cognitive Models
Ours thoughts, feelings, memories and decisions arise ulti-
mately from the physical matter of our brains. It is generally
assumed that if it were possible to know exactly the physi-
cal specification of a person’s brain at any moment of time,
we should also be able to tell what that person was feeling
and predict their judgments. Of course, this is the stuff of
science fiction rather than current neuroscience. However the
key principle, that the behaviour of cognitive variables such
as feelings and judgments can be reduced to statements about
the physical specification of the brain does manifest itself in
an important way in current cognitive models. In brief, most
cognitive models have a property we term ‘realism’ - it is as-
sumed in these models that cognitive variables have definite
values at all times (cf Raijmakers and Molenaar, 2004).

This assumption arises in a natural way when we consider
the link between cognitive processes at the level of thoughts
and feelings, and the underlying neurophysiology of the brain
which we assume gives rise to these thoughts and feelings.
For the purposes of this contribution we assume the most fun-
damental processes in the brain relevant for cognition may be
described by classical physics. It is a key feature of classical
physics that the positions, electric charges, etc of all classical
particles are definite at all times, that is, whilst the values of
these quantities may be subjectively uncertain (since we have
only limited knowledge of them) they are nevertheless objec-
tively certain. Thus, one can argue, if cognition is ultimately
determined by brain neurophysiology, and if the most funda-
mental variables at the neurophysiological level have definite
but unknown values, then presumably all cognitive variables
must also have definite if unknown values. We will argue that
this assumption is in fact highly questionable.

To make the argument more concrete consider a simple ex-
ample of a subject’s preference for crisps over chocolate. At
any given moment of time our subject will have a preference
for either crisps over chocolate, or vice versa. Let us denote
this cognitive variable by the function C(t), which takes val-
ues between +1 (definitely prefer crisps) and −1 (definitely
prefer chocolate.) The key assumption of classical models of
cognition is that the variable C(t) has a well defined value
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at all times. This may seem reasonable over the course of
some short lab experiment, but does it really make sense over
longer periods of time? What happens if we distract the sub-
ject so that they are no longer thinking about food? Does this
cognitive variable still possess a well defined value?

The alternative to such a realist account of cognitive vari-
ables is one where these quantities do not possess values until
they are measured, that is, measuring such cognitive variables
is a constructive process. The idea that measuring the value
of a cognitive variable can change that value has been con-
sidered before (see e.g. Ariely and Norton, 2008), and can
be easily incorporated within classical models of cognition.
However what we are suggesting here is something different,
it is not a question of measurements changing the values of
existing quantities, rather the process of measurement creates
those values, where previously there were none. Indeed it is
not so hard to imagine that a subject’s preference for crisps
over chocolate simply isn’t defined at time when they are not,
consciously or unconsciously, thinking about eating. Thus it
seems reasonable that there are at least some times when this
cognitive variable is not defined.

Should we care whether our cognitive theories are realist or
not? We argue that we should. There are two main reasons;
firstly it turns out there are certain types of behaviour possi-
ble in non-realist models which are impossible in realist ones.
This means there are limits to the types of cognitive processes
realist theories are able to describe. The second reason is po-
tentially more important; our aim in constructing cognitive
models is not just to describe or even predict cognitive pro-
cesses, but at some level to understand them. For this reason
it is important to have confidence that the structural features
of our models match or map in some sense the way cogni-
tion happens in the brain. Although our understanding of the
physiology of cognition is currently far too limited to be used
to impose detailed constraints on cognitive models, there are
nevertheless some basic constraints that we can impose that
do limit the classes of cognitive models we should consider
acceptable. One of these concerns the idea of ‘bounded cog-
nition’; we would argue a second one concerns realism (for
some work in this direction see Jones and Love, 2011.) In
summary, ‘realism’ is a property that we can choose to in-
clude, or not, in our models of cognition. The way cognition
happens in the brain may or may not display this property, and
if we try to model non-realist processes using realist models
then we may be severely limiting our ability to construct ac-
curate and faithful models of cognition.

Is it possible to prove whether cognition is realist or not?
We hinted at the answer earlier; there are some types of be-
haviour that are impossible to reproduce within a realist cog-
nitive model. In this contribution we will outline a test which
allows us to determine whether a given set of judgments can
be described by a realist cognitive model1. Before we do this

1Of course, many cognitive models are concerned with variables
other than judgment outcomes, e.g. reaction times, error rates, neu-
ral activity levels etc. It is an open question whether we can be realist
about these, our test does not immediately apply to these variables.

however we need to be clearer about exactly what we mean
by realism in cognitive models.

The next two sections introduce two reasonable assump-
tions which together form the joint assumption of ‘realism’ in
cognitive models. We will spend some time discussing these
assumptions in depth, because they are really the most im-
portant part of this work. Since our test of ‘realism’ is really
a joint test of these assumptions its significance depends en-
tirely on whether one believes these assumptions really cap-
ture the correct notion of realism in cognition. In addition, be-
cause there are two separate assumptions any purported fail-
ure of ‘realism’ leaves us the option of retaining one of them.
If we want to understand which one (if either) we should re-
tain we need first be clear on their meaning. Once we have
done this our empirical test of realism follows by some al-
gebra, which we shall skip, interested readers are invited to
consult Yearsley and Pothos (2014).

Realism Part 1: Cognitive Realism
Let us set out our first assumption which, together with the
assumption discussed in the next section, together define
‘realism’ in cognitive models.

Cognitive Realism: The reason for any judgement at the
cognitive level is ultimately (in principle, if not in practice)
reducible to processes at the neurophysiological level.

Cognitive Realism is perhaps what one might think of if
one is asked to characterise realism. Indeed it might seem
like this completely captures the notion or realism, we will
explain why this is not the case below. For now let us instead
introduce some notation to help put this assumption on the
required mathematical footing needed for our empirical test.
Consider again our example cognitive variable C(t). Let us
denote the complete neurophysiological state of a given sub-
ject as λ. Cognitive Realism means that there is a function
which, given that the neurophysiological state of the subject
is initially λ, will tell us the value of C(t), let us denote this
by c(λ, t). This is what we mean when we say that realism
means that, in principle, were we to know the physical state of
a subject’s brain (λ) we would know all their feelings and be
able to predict their judgments (C(t)). However in practice of
course we cannot know a subject’s exact neurophysiological
state, the best we can do is give some probability distribution
based on the limited knowledge we do have. Let us denote
the probability distribution representing our knowledge of a
subject’s λ as ρ(λ). Then our best guess about the value of
C(t) given our knowledge of the neurophysiological state is,

〈C(t)〉= ∑
λ

c(λ, t)ρ(λ), (1)

that is, the expected value of C(t) is just the expectation value
of c(λ, t), given the probability distribution ρ(λ).

Let us make few comments about this assumption, and its
mathematical consequence Eq.(1).
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• The observant reader may find the time dependence in
Eq.(1) rather odd, in that is is contained in the cognitive
variable rather than in the distribution over neurophysio-
logical states. This is purely notational, the current nota-
tion fits present purposes better.

• There is no expectation that we can know a subject’s λ,
and also no requirement that we know the function c(λ, t).
Even if Cognitive Realism is true a subject’s λ need not
be knowable even in principle, but the λ’s should be well
defined and c(λ, t) must exist.

• Suppose we have unreliable measurements. That is, there
is some uncertainty in the measured value of C(t) that
comes from the measurement process, and not from ρ(λ).
This can be modelled by via c(λ, t), so that even if the cog-
nitive variable can only take values, e.g. ±1, c(λ, t) need
not equal ±1 for all λ, t.

• It is very difficult to see how this assumption could fail to
be valid at some level. After all, if the values of cognitive
variables are not determined by the brain, what are they
determined by?

It may seem as though Cognitive Realism totally captures
the notion of realism in cognition. However there is some-
thing missing from the discussion so far. What one does in
practice when constructing a cognitive model is not to con-
sider all possible cognitive variables, but rather to model only
a tiny subset of them. Cognitive Realism by itself does not
guarantee that we can do this in a self consistent way. We
need a guarantee that we can take finite collections of cogni-
tive variables and model them without having to continually
reference the neurophysiological state. In other words, Cog-
nitive Realism is the assumption that the cognitive level can
be connected to the neurophysiological level; what we also
need is an assumption that the cognitive level can be discon-
nected from the neurophysiological level, and modelled on its
own (for related ideas see Marr, 1982). That is the content of
our second assumption.

Realism Part 2: Cognitive Completeness
Our second assumption is a little harder to state than our
first. It concerns the cognitive state of a subject. This is
defined to be the object within a given cognitive model that
encodes the information needed to make predictions about
a particular subject (or group of subjects.) For dynamical
models it is equivalent to a set of initial conditions. The
cognitive state is therefore equivalent to an exhaustive set
of probabilities for future measurement outcomes within the
context of a particular model2. The exact form the cogni-
tive state takes will depend on the model, and we want to
state our assumption without reference to any particular form.

2The idea of defining the state of a system in this way occurs
frequently in physics, see e.g. Hardy (2001).

Cognitive Completeness: The probabilities for the
outcomes of any judgment within a cognitive model may
be expressed in terms of a so-called cognitive state. The
cognitive state of a person responding to such a set of
judgements can be determined by a finite set of probabilities
for the judgement outcomes.

This assumption comes in two parts. The first part is sim-
ply the assumption that we can write the probabilities for
judgment outcomes in terms of an object we call the cog-
nitive state. This is just an algebraic step and is in fact always
true, but it is useful to include it as part of the assumption
anyway3. The second part of this assumption is the crucial
part, here we demand that not only does the cognitive state
encode the probabilities for judgment outcomes, but it can
itself be determined from a finite set of them. That is, we as-
sume observing participant behaviour can fully determine the
underlying cognitive state, without the need to invoke neuro-
physiological variables. The ‘finite number’ caveat ensures
that we need only a finite number of judgment outcomes to
determine the cognitive state, i.e. we might need to observe
participants make 3,4 or 100 judgments, but after some point
we can say we have enough information to begin to predict
future judgments.

The reason this assumption is more vague than the first is
that we have not defined exactly what the cognitive state is
supposed to be. Generally this will depend on the model.
However whatever the form of the cognitive state, if this is the
object that allows us to predict judgment outcomes then it is
important that it can be determined entirely in terms of them,
otherwise it is not possible to establish this state empirically,
making prediction impossible.

This assumption has an important consequence. Consider
any measurement made on a group of participants that does
not change the probabilities for the outcomes of any future
judgement in the relevant cognitive model. Let us call such
measurements non-disturbing. Whether a given measurement
is non-disturbing can always be established empirically.

Cognitive Completeness means that, as long as a measure-
ment is non-disturbing, it can be assumed to have no effect on
the neurophysiological state of a participant. This is because
Cognitive Completeness tells us that the cognitive state of
the participants may be fully determined by knowledge of the
outcomes of all judgements in the relevant cognitive model.
Thus, at most, a non-disturbing measurement may change the
underlying neurophysiological state in a way that gives rise to
the same cognitive state. However, any such change is unde-
tectable by any measurement relevant to the cognitive model,
and thus for the purposes of our model we may assume no
change in the neurophysiological state occurred.

It is useful to express this in a more mathematical way.
Cognitive Completeness means that every cognitive model

3Crucially we do not assume that the cognitive state is a proba-
bility distribution over judgment outcomes, this is a non-trivial as-
sumption, see below.
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defines a set of similarity classes on the set of all probabil-
ity distributions over the neuropsychological variables, with
two distributions ρ(λ) and ρ′(λ) being similar, ρ(λ)∼ ρ′(λ),
if they lead to the same predictions for all judgements con-
tained in the cognitive model. In general measurement of the
cognitive variable C(t1) at t1 will change the distribution of
neurophysiological variables so that a subsequent measure-
ment of, e.g. C(t2) with t2 > t1, will depend on whether or
not the first measurement was made. Denote the new distri-
bution over the λ after measurement at t1 as ρ(λ; t1). Then
joint measurement of C(t1) and C(t2) yields,

〈C(t1)C(t2)〉= ∑
λ

c(λ, t1)c(λ, t2)ρ(λ; t1) (2)

However if the measurement at t1 was non-disturbing this is
equal to

〈C(t1)C(t2)〉= ∑
λ

c(λ, t1)c(λ, t2)ρ(λ). (3)

This is the mathematical result used in the derivation of our
empirical test. For details see Yearsley and Pothos (2014).

Given the assumptions of Cognitive Realism and Cognitive
Completeness we may show that the cognitive state is in this
case equivalent to a probability distribution over the cognitive
variables. Details are given in Yearsley and Pothos (2014b).

The Empirical Test
Now we have stated our assumptions we describe how they
can be empirically tested. The test takes the form of a set of
inequalities satisfied by realist systems but which may be vi-
olated by non-realist ones. These inequalities may be derived
from the mathematical expressions of Cognitive Realism and
Cognitive Completeness (for the derivation see the appendix
of Yearsley and Pothos (2014)). We quote the result in terms
of our example variable C(t), which recall takes values ±1.

| 〈C(t1)C(t2)〉+〈C(t2)C(t3)〉+〈C(t3)C(t4)〉−〈C(t1)C(t4)〉 |≤ 2
(4)

Eq.(4) is one of a collection of inequalities known as the tem-
poral Bell4, or Leggett-Garg inequalities, first derived as con-
straints on physical systems by Leggett and Garg (1985).

What would a concrete experimental set up to test these in-
equalities look like? Firstly we require a cognitive variable
which takes two distinct values and whose expected value we
can manipulate. Depending on the variable we use it may
be more accurate to think of the ‘t’ variable in Eq.(4) as a
parameter rather than as a physical time. The next ingredi-
ent is a reliably non-disturbing measurement process, in the
sense outlined above. This might be hard to invent in general,
but it is easy to establish whether a given measurement pro-
cess is non-disturbing, so it presents no problem in principle.
We mention in passing that it is not necessary that the mea-
surement process be completely non-disturbing, being able to

4This name comes from the similarity between these expressions
and the usual Bell inequalities (see e.g. Bell (2004)).

bound the disturbance to some low level is sufficient (Years-
ley and Pothos (in preparation)).

The final ingredient is a cognitive variable which we ex-
pect to behave in a non-classical way. It may be possible to
use variables which have previously been shown to behave in
non-classical ways, such as the ones investigated in quantum
cognitive models (see e.g. Busemeyer et al (2011), Pothos
and Busemeyer (2009), Trueblood and Busemeyer (2011),
Wang and Busemeyer (2013)), or variables which have previ-
ously been seen to deviate from the prescription of classical
probability theory (e.g. Tversky and Kahneman, 1983).

Some Comments on an Earlier Inequality of
Atmanspacher & Filk

We wish to comment briefly on the difference between our in-
equality, Eq.(4) and an earlier one proposed by Atmanspacher
and Filk (2010). The inequality they considered was5,

〈C(t1)C(t2)〉+ 〈C(t2)C(t3)〉−〈C(t1)C(t3)〉 ≤ 1 (5)

Roughly this expression is analogous to Bell’s original for-
mulation of the Bell inequalities (Bell, 2004), while our ex-
pression is analogous to the CHSH inequalities (Clauser et al,
1969.) On the face of it Atmanspacher and Filk’s expression
seems more attractive, since it requires measurements at only
three rather than four times. Why then should we prefer our
expression? We can see the problem with Eq.(5) by consid-
ering how one might derive it from Eq.(4). We can do this in
two steps, firstly we choose t4 = t3. With this choice of times
Eq.(4) includes the term,

〈C(t3)C(t3)〉= ∑
λ

c(λ, t3)2
ρ(λ). (6)

In order to arrive at Atmanspacher and Filk’s expression we
need to assume that Eq.(6) is equal to 16. The justification
is that this is the correlation between two measurements per-
formed immediately after one another. Whatever the result
of the first experiment (±1), performing it again immedi-
ately should yield the same result, therefore the correlation
should be perfect. However this justification fails in general
because for a realistic experiment there will be unavoidable
noise in the measurement of a judgment. This means that
even if we knew a participant’s λ exactly we could predict
only probabilities for the measurement outcomes. In terms of
the mathematics this means we have−1 < c(λ, t)< 1, so that
c(λ, t)2 < 1. Thus Eq.(6) will be less than 1 and Eq.(5) will
not hold for realistic experiments.

We have seen that for realistic experiments with unavoid-
able experimental noise, our inequality is a better place to
look for violations of realism than the original one proposed
by Atmanspacher and Filk (2010). This should serve as a

5Atmanspacher and Filk actually gave their expression in terms
of a different variable.

6Atmanspacer and Filk (2010) did not obtain their inequality this
way. However the direct derivation of their expression still requires
the right hand side of Eq.(6) equal 1 (see Bell 2004 for details.)

2736



cautionary tale not to oversimplify the analysis in the effort
to make the modelling look more appealing. As the quote
attributed to Einstein7 goes, “Everything should be made as
simple as possible, but not simpler.”

What Should we Conclude if ‘Realism’ Fails?
Suppose we were to conduct a test of realism in the way out-
lined above and find a convincing violation of Eq.(4). What
should we conclude? Assuming one accepts the arguments
which lead to Eq.(4) then the only conclusion is that one or
both of our assumptions, Cognitive Realism and Cognitive
Completeness, must be incorrect. But which one?

It might seem as though one could salvage some notion of
realism at the price of dropping Cognitive Completeness. The
problem with this approach is that it is Cognitive Complete-
ness that means that the cognitive state can be empirically de-
termined, and thus it is Cognitive Completeness that ensures
that any model has genuine predictive power.

Nevertheless one might argue that this problem can be cir-
cumvented. If we cannot fix the cognitive state in terms of
the outcomes of judgments contained in our cognitive model,
can we not simply add more judgments, the probabilities for
which would be enough to fix the cognitive state? The answer
is that we cannot. The full argument is given in Yearsley and
Pothos (2014), but the essence is that adding cognitive vari-
ables which can be measured in a non-disturbing way sim-
ply gives an extended cognitive model from which the orig-
inal one can be recovered by coarse-graining, but since the
original model isn’t realist the extended one cannot be either.
Adding in cognitive variables which cannot be measured in
a non-disturbing way solves this problem, but having cog-
nitive variables which cannot in principle be measured in a
non-disturbing way means the new model still lacks predic-
tive power. In summary, Cognitive Completeness is possibly
even more central to cognitive modelling than realism.

So if we cannot drop Cognitive Completeness, can we drop
Cognitive Realism? With certain caveats, discussed below,
the answer is yes. Instead of using classical theories, we
can model cognition with non-realist theories like quantum
probability theory (QT) that include a constructive role for
judgment. QT is often described as quantum theory without
the physics (see e.g. Aerts and Aerts, 1995, Atmanspacher
et al, 2006), and is potentially applicable in any situation
where there is a need to quantify uncertainty (see e.g. beim
Graben and Atmanspacher, 2009). Indeed there has been no
small measure of success modelling some aspects of cogni-
tion in this way (e.g. Busemeyer et al, 2011, Pothos and
Busemeyer, 2009, Trueblood and Busemeyer, 2011, Wang
and Busemeyer, 2013, Bruza et al, 2009. For an overview see
Busemeyer and Bruza, 2011, Pothos and Busemeyer, 2013.)
We note in passing that QT does satisfy Cognitive Complete-
ness; the cognitive state is the quantum state |ψ〉 and can be
determined via a finite number of probabilities for judgments.

However we need to be cautious. There are theories other

7Alas probably apocryphal.

than QT which could account for a violation of our test of re-
alism. Indeed our experimental test of realism could be used
to rule out not just realist theories of cognition but also quan-
tum ones!8 Even if the results of our test are in agreement
with QT our test may rule out realist models of cognition, but
it cannot ‘rule in’ quantum models. We need to search else-
where for convincing evidence for the correctness of quan-
tum approaches to cognition (one promising possibility is the
q-test developed by Wang and Busemeyer (2013)).

It is also important to note that, unlike the corresponding
case in physics, rejecting the idea that cognitive variables can
be modelled in a realist way does not force us to reject the
claim that these judgments or feelings arise from neurophysi-
ology. This is a subtle point, but the essence is that the values
of cognitive variables, i.e. thoughts, feelings, judgments, are
brought into being by the interplay between both the neuro-
physiological state and the process of measurement. This is
what we mean when we say that judgment is a constructive
process in these non-realist theories.

Finally we should mention that a failure of realism in cog-
nition could have great significance for models of memory. If
judgment is a constructive process then it is easy to imagine
that memory retrieval may also be modelled constructively in
a similar way (this has been suggested before, e.g. Howe and
Courage (1997)). This could open up exciting new possibili-
ties for modelling memory processes.

Conclusion
We have discussed some of the conceptual issues involved in
recent work on the question of realism in cognitive models.

What can we conclude from this discussion? We have ar-
gued that the standard notion of realism in cognition might
be well motivated, but it is open to empirical challenge. The
success of the QT programme to date suggests, although it
does not prove, that realism may have to be abandoned as an
assumption in models of cognition. The proposed empirical
test will hopefully bring us closer to resolving the issue. This
test is tricky to implement, but should be possible with the
right choice of cognitive variable and measurement.

If our tests do rule out realism, this is not by itself rea-
son to adopt QT models of cognition. However such models
can give valuable insight into more general non-realist ap-
proaches. In particular contextually and constructive judg-
ments are central parts of QT (Kitto, 2008, Busemeyer and
Bruza, 2011, White et al, 2014) and these will also be key
features of any non-realist theory, quantum or otherwise.

Acknowledgments
E.M.P. and J.M.Y. were supported by Leverhulme Trust grant
no. RPG-2013-00. Further, E.M.P. was supported by Air
Force Office of Scientific Research (AFOSR), Air Force Ma-
terial Command, USAF, grants no. FA 8655-13-1-3044. The
US Government is authorized to reproduce and distribute

8An analogue of Eq.(4) holds in quantum theory, but with the
bound on the right hand side equal to 2

√
2, see Tsirelson, 1980.

2737



reprints for Governmental purpose notwithstanding any copy-
right notation thereon.

References
Aerts, D. & Aerts, S. (1995). Applications of quantum statis-

tics in psychological studies of decision processes.
Foundations of Science, 1, pp. 85-97.

Ariely, D & Norton, M.I., (2007). How actions create - not
just reveal - preferences. Trends in Cognitive Sciences,
12, 13.

Atmanspacher, H., Romer, H., & Wallach, H. (2006). Weak
quantum theory: formal framework and selected appli-
cations. Weak quantum theory: complementarity and
entanglement in physics and beyond. Foundations of
Physics, 32, 379-406.

Atmanspacher, H., & Filk, T. (2010). A proposed test of
temporal nonlocality in bistable perception. Journal of
Mathematical Psychology, 54, 314-321.

Bell, J.S. (2004). Speakable and Unspeakable in Quantum
Mechanics. Cambridge University Press: Cambridge,
UK.

Bruza, P. D., Kitto, K., Nelson, D. & McEvoy, C. L. (2009). Is
there something quantum-like about the human mental
lexicon? Journal of Mathematical Psychology, vol. 53,
pp. 362-377.

Bruza, P.D., Kitto, K., Ramm, J.R. & Sitbon, L. (2013)
A probabilistic framework for analysing the compo-
sitionality of conceptual combinations, arXiv preprint
arXiv:1305.5753 available at arxiv.org.

beim Graben, P. & Atmanspacher, H. (2009). Extending the
philosophical significance of the idea of complemen-
tarity. In H. Atmanspacher & H. Primas (Eds.). Recast-
ing Reality. Wolfgang Pauli’s Philosophical Ideas and
Contemporary Science (pp. 99-113). Berlin: Springer.

Busemeyer, J. R. & Bruza, P. (2011). Quantum models of
cognition and decision. Cambridge University Press:
Cambridge, UK.

Busemeyer, J. R., Pothos, E. M., Franco, R., & Trueblood,
J. (2011). A quantum theoretical explanation for prob-
ability judgment errors. Psychological Review, 118,
193-218.

Clauser, J.F., Horne, M.A., Shimony, A. & Holt, R.A. (1969)
Proposed Experiment to test Local Hidden-Variable
Theories. Phys.Rev.Lett. 23, 880.

George, R, Robledo, L, Maroney, O, Blok, M, Bernien,
H, Markham, M, Twitchen, D, Morton, J, Briggs,
A & Hanson, R (2013). Proceedings of the National
Academy of Sciences, 110, 3777-3781.

Hardy, L. (2001). Quantum theory from five reasonable ax-
ioms. arXiv preprint arXiv:quant-ph/0101012 available
at arxiv.org.

Howe, M. L. & Courage, M. L. (1997). The emergence and
early development of autobiographical memory. Psy-
chological Review, 104, 499-523.

Jones, M. & Love, B. C. (2011). Bayesian fundamentalism

or enlightenment? On the explanatory status and theo-
retical contributions of Bayesian models of cognition.
Behavioral and Brain Sciences, 34, 169, 231.

Kitto, K., (2008). Why Quantum Theory?, Proceedings of the
Second Quantum Interaction Symposium, pp. 11-18,
College Publications.

Leggett, A. J. & Garg, A. (1985). Quantum mechanics versus
macroscopic realism: is the flux there when nobody
looks? Physical Review Letters, 54, 857-860.

Marr, D. (1982). Vision: a computational investigation into
the human representation and processing of visual in-
formation. San Francisco: W. H. Freeman.

Pothos, E. M. & Busemeyer, J. R. (2009). A quantum prob-
ability explanation for violations of ’rational’ decision
theory. Proc. R. Soc. B, 276, 2171-2178.

Pothos, E. M. & Busemeyer, J. R. (2013). Can quantum
probability provide a new direction for cognitive mod-
elling? Behavioral & Brain Sciences, 36, 255-327.

Raijmakers, M. E. J. & Molenaar, P. C. M. (2004). Modelling
developmental transitions in adaptive resonance theory.
Developmental Science, 7, 149-157.

Shafir, E. & Tversky, A. (1992). Thinking through uncer-
tainty: nonconsequential reasoning and choice. Cog-
nitive Psychology, 24, 449-474.

Shiffrin, R. M. (1970). Forgetting, trace erosion or retrieval
failure? Science, 168, 1601-1603.

Tenenbaum, J. B, Kemp, C., Griffiths, T. L., & Goodman, N.
(2011). How to grow a mind: statistics, structure, and
abstraction. Science, 331, 1279-1285.

Trueblood, J. S. & Busemeyer, J. R. (2011). A comparison
of the belief-adjustment model and the quantum infer-
ence model as explanations of order effects in human
inference. Cognitive Science, 35, 1518-1552.

Trueblood, J. S., Brown, S. D., Heathcote, A., & Busemeyer,
J. R. (in press). Not just for consumers: context effects
are fundamental to decision-making. Psych. Science.

Tsirelson, B.S. (1980). Quantum Generalizations of Bell’s In-
equality. Letters in Mathematical Physics, 4, 93.

Tversky, A., & Kahneman, D. (1983). Extensional versus in-
tuitive reasoning: The conjuctive fallacy in probability
judgment. Psychological Review, 90, 293-315.

Wang, Z., & Busemeyer, J. R. (2013). A quantum question
order model supported by empirical tests of an a priori
and precise prediction. TICS, 5, 689-710.

White, L. C., Pothos, E. M., & Busemeyer, J. R. (2014).
Sometimes it does hurt to ask: the constructive role of
articulating impressions. Cognition 133, 48.

Yearsley, J. M. (2013). The Leggett-Garg inequalities
and non-invasive measurability. Pre-print available at
arXiv.org/abs/1310.2149

Yearsley, J.M. and Pothos E.M. (2014). Challenging the clas-
sical notion of time in cognition: a quantum perspec-
tive. Proc. R. Soc. B 281, 1781, 20133056.

Yearsley J.M. and Pothos E.M. (in preparation). An Empirical
Test of Temporal Realism in Cognition.

2738



Diagnosticity: Some theoretical and empirical progress
James M. Yearsley (james.yearsley.1@city.ac.uk)

Emmanuel M. Pothos (emmanuel.pothos.1@city.ac.uk)

Albert Barque Duran (albert.barque-duran@city.ac.uk)

James A. Hampton (hampton@city.ac.uk)
Department of Psychology, City University, London, EC1V 0HB UK

Abstract

We present progress towards a novel theoretical approach for
understanding Tversky’s famous ‘diagnosticity’ effect in sim-
ilarity judgments, and an initial empirical validation. Our ap-
proach uses a model for similarity judgments based on quan-
tum probability theory. The model predicts a diagnosticity ef-
fect under certain conditions only. Our model also predicts that
changes to the set of stimuli to be compared can cause the di-
agnosticity effect to break down or reverse. In one experiment,
we test and confirm one of our key predictions.
Keywords: similarity; diagnosticity; quantum probability

Introduction
Our ability to perceive senses of similarity between objects is
fundamental for cognitive processes such as categorisation,
perception, language and decision making. Yet developing a
successful model of our similarity intuitions has proven a ma-
jor challenge. A natural approach has been to employ multi-
dimensional psychological spaces, in which stimuli are rep-
resented as points and similarity between stimuli depends on
distance. Such distance-based similarity models have proven
popular, both because of their practical utility in cognitive
modelling (e.g., categorization models; Nosofsky, 1984) and
the theory they have enabled (e.g., Shepard, 1987). However
distance-based similarity models are constrained in a number
of ways. Some constraints arise from the fact that distance
functions obey metric axioms; the most obviously intuitive of
these is symmetry, implying Sim(A,B) = Sim(B,A), where
Sim denotes similarity. However there is also a more subtle
constraint, which is that similarity should be a function only
of the features of the stimuli being compared, and should be
independent of the set from which the stimuli are taken. We
call this constraint non-contextuality.

In a seminal study, Tversky (1977) provided an extensive
empirical examination of distance-based similarity models.
He obtained empirical evidence against all three metric ax-
ioms and so concluded that distance-based similarity models
ought to be abandoned. Moreover, he reported a particular
type of context effect in similarity judgments, such that the
similarity between two stimuli can be affected by the pres-
ence or not of other available objects (broadly relevant to the
similarity task). This context effect, called the diagnosticity
effect, is also clearly beyond simple distance-based models
of similarity. The diagnosticity effect is a fascinating demon-
stration of why similarity cannot be understood as a pair-
wise relation. Indeed, ever since Murphy and Medin’s (1985)

highly influential work, cognitive psychologists have realised
that there is more to similarity than just an objective (i.e., un-
malleable by context or other factors) pairwise comparison.

The diagnosticity effect is central to the question of the
adequacy of distance-based similarity models. This is be-
cause it is in fact possible to accommodate violations of
the metric axioms within such models. Consider, for ex-
ample, asymmetries; one needs to modify an expression like
Sim(A,B) = f (dAB), with f an arbitrary function, and dAB the
distance between objects A and B in psychological space, to
something like Sim(A,B)= f (pAB.dAB), where pAB is a direc-
tionality parameter (Nosofsky, 1991). As long as pAB 6= pBA,
asymmetries can emerge. By contrast, when considering the
diagnosticity effect, there are no simple ways to modify stan-
dard distance-based similarity models to include context ef-
fects (cf. Goldstone & Son, 2005). What then is the most ap-
propriate way to incorporate context in similarity judgments?

Tversky’s (1977) diagnosticity demonstration involved a
simple task, where participants had to select the country
most similar to Austria, the target, from a set of three al-
ternatives. When the alternatives were Sweden, Poland, and
Hungary, most participants selected Sweden (49%), imply-
ing that Sim(Sweden,Austria) was highest. When the alter-
natives where Sweden, Norway, and Hungary, Hungary was
selected most frequently (60%), not Sweden (14%). Thus,
changing the range of available alternatives can apparently
radically change the similarity between the same two alterna-
tives. Tversky’s (1977) explanation for this result was that the
choice of alternatives led to the emergence of different diag-
nostic features (either ‘Eastern European’ or ‘Scandinavian’
countries), which in turn impacted on the similarity judgment.
Note, in Tversky’s account, the relevant cognitive processes
are sequenced as above, i.e., first there is a process of group-
ing, then an emergence of diagnostic features. As Tversky
(1977, p. 342) notes “A change of clusters, in turn, is ex-
pected to increase the diagnostic value of features on which
the new clusters are based, and therefore, the similarity of ob-
jects that share these features.” Tversky (1977) employed 20
pairs of four countries and one further demonstration of the
diagnosticity principle, based on schematic faces.

While Tversky’s (1977) account is compelling, it relies on
a notion of similarity and grouping between options which
is underspecified or even circular (grouping depends on simi-
larity, but, according to Tversky’s account, similarity depends
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on grouping; cf. Pothos et al., 2011). Further, the notion of the
emergence of diagnostic features seems attractive for stimuli
with many features, but this explanation must break down for
stimuli with a small number of features, where the choice of
which features to compare when making a similarity judg-
ment is essentially fixed. In particular we report below the
results of an experiment involving stimuli with only a single
varying feature (their size), where any context effects cannot
be accounted for by the emergence of diagnostic features.

The diagnosticity effect has eluded compelling replications
(but see Evers, 2014). However we may find some evidence
for the effect by looking not in the similarity literature, but in
the decision making one. We note first that the fundamental
cognitive principles guiding decision making may not be that
different from those relevant in similarity judgments. Indeed,
according to some authors there are deep commonalities be-
tween the two kinds of processes (e.g., Pothos, Busemeyer, &
Trueblood, 2013; Shafir, Smith, & Osherson, 1990; Sloman,
1993). Significantly for our discussion of the diagnosticity
effect, the decision making literature contains extensive repli-
cations of the so-called ‘similarity’ effect, which is analogous
to the diagnosticity one. Consider a task whereby participants
are asked to choose the option they prefer, amongst two alter-
natives A and B. A robust finding is that, when introducing a
third option C, similar to B, then preference for A increases
(see Trueblood et al., 2014, for a review).

There is a further lesson to be learned from the deci-
sion making literature; together with the similarity effect,
researchers frequently also observe an attraction effect (and
also a compromise one, of less relevance when using simple
single feature stimuli.) The attraction effect is that, in the
A,B choice as above, when introducing an option C clearly
dominated by A, preference for A is enhanced. The attraction
effect in decision making competes with the similarity effect.
Is there an attraction effect in similarity judgments too? As
far as we are aware, this has not so far been explored. But,
if attraction effects can emerge in similarity judgments, then
perhaps the interplay between the similarity/diagnosticity ef-
fect and the attraction effect is what explains the (apparent)
brittleness of the diagnosticity effect. The main theoretical
contribution of the present work is to propose a mathematical
framework which produces predictions for both the diagnos-
ticity and the attraction effect in similarity judgments. Our
model reveals that the conditions for obtaining a diagnostic-
ity effect are indeed highly constrained. We will present some
preliminary empirical evidence to suggest that there is both a
diagnosticity and an attraction effect in similarity judgments,
in a way that is well captured by our model.

Previous modelling work
Although this is not the place for a review of the existing sim-
ilarity literature, we wish to mention a few important mod-
els of similarity that can account for the diagnosticity effect.
For reasons of space, our focus will be restricted to Tversky’s
(1977) findings. Of course, the empirical similarity litera-

ture has greatly progressed since then, nevertheless Tversky’s
(1977) findings still provide a gold standard of attainment for
novel similarity proposals.

Krumhansl’s (1978) distance-density model is a powerful
way to extend standard distance-based similarity models. The
main idea is that similarity depends on a modified distance
function, which increases if the local density around the com-
pared items increases. The distance-density model is consis-
tent with the diagnosticity effect since, given options A,B,
and target T, adding an option C similar to A increases the
density around A (and C), and thus the modified distance be-
tween A and T increases, so the similarity between A and T
decreases. However, the distance-density model has difficulty
with other key Tversky (1977) results.

Ashby and Perrin’s (1988) General Recognition Theory
(GRT) is a powerful similarity model, based on the idea that
stimuli give rise to distributions of ‘perceptual effects’ in psy-
chological space. With many stimuli present, psychological
space is divided into response regions, such that each one is
optimal for responding to a given stimulus. Similarity be-
tween two stimuli then depends on the overlap of the dis-
tribution of perceptual effects for the first stimulus, with the
optimal response region for the second. The GRT deals well
with the diagnosticity effect, since changing the range of al-
ternatives in a similarity task changes the way psychological
space is divided into optimal response regions. However, the
GRT runs into problems accounting for symmetry violations,
requiring additional assumptions to reproduce the observed
asymmetries.

Nosofsky’s (1984) Generalized Context Model (GCM) is
an extensively employed model of how categorization deci-
sions are guided by similarity relations. The GCM can, in
principle, capture the diagnosticity effect, because changing
the range of available stimuli changes the overall similarity
structure of the stimuli. This will change the dimensional at-
tentional weights, which in turn impacts on the similarity rat-
ings. No doubt these ideas are powerful and, verifiably, afford
considerable explanatory power in supervised categorization.
But their applicability in unsupervised situations, as in Tver-
sky’s (1977) diagnosticity paradigm, is less clear: attentional
weight change in the GCM is driven by the requirement to
learn particular categorizations. Such requirements would be
absent in e.g. the diagnosticity paradigm.

The quantum similarity model (QSM)
The original model of Pothos et al.
Pothos et al. (2013), building on earlier work by Busemeyer
et al. (2011), proposed a quantum similarity model (QSM),
with a view to provide a comprehensive account of Tver-
sky’s (1977) main findings. The QSM was developed using
what we call quantum theory (QT), that is, the mathematics
for how to assign probabilities to events from quantum me-
chanics, without any of the physics. QT can be employed
as a theory of probability, beyond physics, in any area where
there is a need to formalize uncertainty. In psychology, there
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have been some arguments that the key characteristics of QT,
e.g. interference, context and order effects resonate well with
cognitive processes, at least in some cases (e.g., Bruza et al.,
2009; Pothos & Busemeyer, 2009; Trueblood & Busemeyer,
2011; Wang & Busemeyer, 2013; for overviews see Buse-
meyer & Bruza, 2011; Pothos & Busemeyer, 2013).

Regarding the QSM, asymmetries can arise fairly naturally
from the model, as well as violations of the triangle inequal-
ity, as observed by Tversky (1977). Violations of minimality
can be accommodated in a generic way. Thus any explana-
tion of the diagnosticity effect from the QSM will go hand in
hand with satisfactory coverage of the other key findings from
Tversky (1977), regarding violations of the metric axioms.

Below we introduce the original model of Pothos et al. and
explain how it predicts a diagnosticity effect. In the next sub-
section we present an extension of the QSM which improves
the treatment of context, and gives more detailed predictions.

The basic ingredient in the QSM is a complex vector space
H (strictly a Hilbert space), representing the space of possi-
ble thoughts, which may be partitioned into subspaces, each
representing a particular concept/stimulus. The subspace cor-
responding to concept A is associated with a projection oper-
ator PA. The set of subspaces relevant to a particular set of
similarity judgments need not be disjoint or complete, thus a
particular thought may be associated with more than one con-
cept. Although realistic psychological spaces may have high
dimensionality, the important features can often be captured
by a model with a much smaller dimensionality.

The dimensionality of the subspace corresponding to a
concept is determined by the degree of knowledge we have
about that concept. For example, if participants can be as-
sumed to know more about China than Korea (cf. Tver-
sky, 1977), then the dimensionality of the China subspace
will be greater than that of the Korea one. These differ-
ences in dimensionality are a key feature of the QSM and
give rise to predictions about asymmetries in similarity judg-
ment. Equally, where we expect no systematic differences in
degree of knowledge a convenient simplification is to assume
that the subspaces are one dimensional, that is, just rays.

In the original QSM the knowledge state is given by a vec-
tor, |ψ〉 in H. It corresponds, broadly speaking, to whatever
a person is thinking at a particular time. For example, |ψ〉
could be determined by the experimental instructions.

In the absence of any context elements the similarity be-
tween two concepts A and T in the QSM is essentially the
sequential probability of thinking about A and then T 1

Sim(A,T ) = |PT PA |ψ〉 |2. (1)

This expression for similarity can be thought of as a con-
junctive probability that |ψ〉 is consistent with possibilities
A and T and, indeed, the QSM was developed as an exten-
sion of Busemeyer et al.’s (2011) model for the conjunc-
tion fallacy. In both these models, a projection step was

1To save space we ignore the normalisation of these expressions;
in the experiments we discuss it turns out to be a constant.

assumed to be a step of thinking about the corresponding
possibility/concept. For example, PT PA |ψ〉 indicates think-
ing about possibility A first and then T. So, the way to in-
corporate context in the original QSM is as additional pro-
jections. For example, suppose the similarity between A
and T is assessed in the context of a third option C (this
could be an alternative in a forced choice task). Then, simi-
larity would be computed as Sim(A,T ;C) = |PBPAPC |ψ〉 |2.
In the case of Tversky’s (1977) demonstration, the sim-
ilarity expression was e.g. Sim(Sweden,Austria) =
|PAustriaPSwedenPHungaryPPoland |ψ〉 |2 (the order of the projec-
tions for Hungary, Poland would need to be counterbalanced).
Crucially, this similarity depends on the grouping of the con-
text elements (it is higher when there is greater grouping),
so it provided a natural way to accommodate Tversky’s key
finding and insight. But, the introduction of context in the
QSM was somewhat heuristic and, moreover, it is not clear
what new predictions are made. Our objective is to extend
the QSM, with a view to address both these problems.

An improved model of context
The first extension concerns employing a density matrix, ρ for
the cognitive state, instead of a pure state, |ψ〉, as in Pothos
et al. (2013). Essentially, a density matrix reflects classical
uncertainty of which is the true pure state (e.g., for each par-
ticipant), and it is a more general way of representing states
in QT. The analogue of Eq.(1) in this case is,

Sim(A,T ) = Tr(PT PAρPA), (2)

where Tr denotes the trace of a matrix. If the knowledge state
is pure ρ = |ψ〉〈ψ| and Eq.(2) reduces to Eq.(1).

As in Pothos et al. (2013), we include context effects by
prior projections (i.e. between the initial state and the stimu-
lus A) onto the context elements. If the task is to select which
of {A,B,C} is most similar to a target T , then when judging
the similarity between A and T the context elements are B
and C. The key technical extension we introduce concerns
the idea that there are many possible sets of prior projections
we could consider. We define the similarity between A and T
in the context of B and C, denoted Sim(A,T ;B,C), as,

Sim(A,T ;B,C) = ∑
i

a2
i Tr(PT PAΓiρΓ

†
i PA) (3)

where Γi is one of the strings of projectors given by,

Γi ∈ {1,PB,PC,PBPC,PCPB,PBPCPB,PCPBPC, ...} (4)

and ai is a pre-factor which we will discuss in a moment.
Thus in the extended QSM we do not include only a single
possible string of prior projectors, but rather a whole infinite
family2. This solves the problem of the arbitrariness of the
original proposal, regarding context elements.

2This is easily extended to larger sets of context elements. The
general form is

Γi ∈ {1,all context elements,all strings of two context elements,
all strings of three context elements, . . .}
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The a2
i are the relative probabilities participants will follow

the particular prior train of thought given by Γi. We suggest
setting ai = αN/2, with N the number of projectors in Γi, and
α < 1 is some non-negative number. This has the advantage
that there is only a single parameter, and that longer strings of
projectors (i.e. larger numbers of prior thoughts) have lower
relative probabilities of occurring in the model.

A final issue concerns how to set ρ. In the original QSM
the initial state was taken to be a pure state with equal prior
probability to be consistent with each of the stimuli. While
it is reasonable to set it in a neutral way when only two ob-
jects/concepts are involved (as in the original model), when
multiple objects are involved, this is not straightforward (e.g.,
it often precludes a representation of low dimensionality) and,
furthermore, may be psychologically unreasonable. So, with
multiple objects, we suggest that ρ∼ 1 (the identity matrix)3.

Compared to Pothos et al (2013) our improved model
comes at the price of extra complexity. It is worth pausing
to see if we can give a conceptual overview of the way our
model works. The model adds to the value of the similarity
in the absence of context elements a number of terms which
involve prior thoughts about the context stimuli (in this case
B,C), before the comparison between the two relevant stimuli
(in the case A,T ) is made. Trains of thought involving mul-
tiple stimuli have higher amplitudes when these stimuli are
close together in psychological space (a basic feature of QT),
thus the value of the perceived similarity depends on the way
that the context stimuli are grouped. Although the details de-
pend on the values of the {αi}, if B,C are grouped but far
from the A and T , this will lead to higher values of perceived
similarity than if B,C are ungrouped, or are close to A or T .
This is essentially the diagnosticity effect.

The predictions of the extended QSM
In general it might be complicated to extract analytical pre-
dictions for set of stimuli that have large number of features,
since the corresponding Hilbert space will be very large di-
mensional. However our model simplifies when we have a
set of stimuli which vary in only a single feature, e.g. size.
In this case we can embed the stimuli in a simple 2D Hilbert
space. The projection operators are then onto rays, and the
states of the stimuli are encoded in the angles between the
rays. Assume we have a target T plus stimuli {A,B,C}. Tak-
ing the angle of the ray representing T to be 0 (this angle
is arbitrary), and the angles between T and the other stimuli
to be θA,θB,θC respectively, the model predicts that the ob-
served similarity between A and T , in the context of B and C,
will be (Yearsley et al, in preparation),

Sim(A,T ;B,C) = cos2(θA)

×
[

1+
α(cos2(θA−θB)+ cos2(θA−θC)

1−αcos2(θB−θC)

] (5)

3If concepts are represented by subspaces of equal dimension
ρ∼ 1 has equal prior probability of being consistent with each con-
cept, as in the original QSM. More generally, ρ∼ 1 is a state neutral
with respect to features, rather than concepts.

By looking at these expressions we can see three things,

• For α= 0 we recover the similarity expression when ignor-
ing context.

• For small values of α, the similarity between A and T is
enhanced by grouping A with B and/or C.

• For larger values of α, the similarity between A and T is
enhanced if B and C are grouped.

A more detailed analysis (Yearsley et al, in preparation)
shows that these features lead to the following predictions
for the effects of context in the case of stimuli with a sin-
gle relevant feature; first, all else being equal, smaller values
of α will lead to an attraction effect, larger values to a diag-
nosticity effect. Second the type of context effect observed
depends on the angle θC when α is non zero. In the special
case where θA = −θB > 0 (cf Sweden and Hungary equally
similar to Austria, as in Tversky’s 1977 demonstration), we
have that for θB . θC . θA, C is judged most similar to T .
For θC & θA, there is initially a diagnosticity effect, where B
appears most similar to T ; as θC gets larger this becomes an
attraction effect, with A appearing most similar to T . Like-
wise, for θC . θB, there is at first a diagnosticity effect, with
A most similar to T ; as θC gets smaller this becomes an at-
traction effect, and B appears most similar to T .

We think these predictions are significant and at the heart of
the debate about whether the diagnosticity effect is real or not.
The extended QSM shows the brittleness of the diagnosticity
effect. It depends on both α and θC and, therefore, unless
the stimuli are carefully controlled, it seems likely that no
diagnosticity effect will be observed! We believe this in part
explains the paucity of replications in the literature (see Evers
& Lakens, 2014, and Medin et al., 1995, for exceptions.)

Before exploring the novel predictions of the extended
QSM regarding the interplay between diagnosticity and at-
traction, we first check that the extended QSM can capture
Tversky’s (1977) result (as the original QSM can). Recall the
comparison concerned the similarity between a target Austria
and two countries Hungary and Sweden, in the presence of
one of two context items, Poland or Norway. When the con-
text item is Poland, Sweden is preferred, when the context
item is Norway, Hungary is preferred.

Our set up will be similar to that employed by Pothos et
al. We set the angles between Austria and Hungary and be-
tween Austria and Poland to be equal to some base angle, plus
some small random angles between ±5◦. We then set the an-
gle between Austria and Sweden to be minus the same base
angle, plus again a small random angle between±5◦. The re-
sult is that Hungary and Sweden are roughly equidistant from
Austria, while Hungary and Poland are closely grouped. We
then compute the similarities between Austria and each of the
other countries to determine which would be selected as most
similar to Austria, averaging the results over 104 choices of
the random angles. The results are displayed in Fig.1.

It is clear from this graph that the extended QSM repro-
duces the key result of Tversky (1977) for larger values of α.
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Figure 1: Simulated Probabilities of choosing each country
as most similar to Austria. The base angle here is ∼ 18◦.

For smaller values of α our model also displays an attraction
effect. That the crossover happens for values of α between
0.4 and 0.5 may not be immediately meaningful, but it can
be shown that this is equivalent to an average number of prior
context thoughts between one and two. This seems appropri-
ate considering the demands of Tversky’s (1977) experiment
(i.e. participants do consider the context elements, but long
strings of prior thoughts are unlikely.)

That this set up does not quite reproduce the findings in
Tversky (1977), since there the context country, Poland, was
always rated as less similar to Austria than either of Hungary
or Sweden. This can be achieved in our model by choos-
ing a slightly larger base angle between Austria and Poland.
However the intention of this demonstration was rather to
show that a diagnosticity prediction can emerge in the ex-
tended QSM, in the way observed by Tversky, depending on
the grouping between the context elements.

An Empirical Demonstration
We now report an initial set of experimental results exam-
ining the key prediction of the extended QSM regarding the
interplay between the diagnosticity and attraction effects.

Participants 200 experimentally naı̈ve US residents were
recruited via Amazon Turk, and were paid $0.50 for their
time.

Stimuli We employed as stimuli 17 spirals. The size of
each spiral was given by the formula,

Sn = S0(1.1)n, (6)

where S0 was the size of the initial target spiral, chosen to be
7cm4, and n runs from−8 to 8. According to Weber’s law, Ps
should rate the similarity between spirals as a function only
of the difference in n, so,

Sim(Sn,Sm) = Sim(Sn+k,Sm+k). (7)

4The sizes of the spirals depend on the screen on which the ex-
periment is taken. However the relative sizes do not.

Thus the similarity between neighbouring spirals is constant,
which simplifies the analysis. A pilot study of 100 partici-
pants confirmed the perceived similarity between S0 and the
other spirals varied broadly in accordance with Weber’s law.

Procedure Participants were given a series of trials where
they were shown a target spiral T with size S0 and below this
three other spirals A,B,C, of sizes SA,S−A,SC, and were asked
to indicate which of A,B,C they judged most similar to T .

The experimental trials were designed so that A took values
from 1 to 8, and C took values from -8 to 8, but excluding 0.
Participants were split into two groups. One group saw values
of C from 1 to 8, and the other from -1 to -8.

The presentation of the spirals {A,B,C} on the screen in
each trial was partly randomized, the spirals were presented
horizontally across the screen, with C in the centre and either
A on the right and B on the left or vice versa. The order of
presentation of trials within each group was randomized.

Discussion As space restrictions prevent us from reporting
the full set of data, we focus on the similarity judgments cor-
responding to A = 4. This means we have a target spiral T of
size 7cm, spirals A and B of sizes 10.2cm and 4.8cm respec-
tively, and then a spiral C whose size varied from 3.3cm to
15.0cm.

It is helpful to organize the data in terms of which other
spiral is closer, and which one is further away from C. Diag-
nosticity means participants should prefer the spiral furthest
from C, while attraction means participants should prefer the
spiral closer to C, provided it is more similar to the target than
C. The data is presented in Fig.2.
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Figure 2: Probabilities for choosing spiral closest to C (cl),
spiral furthest from C (fu) or C itself (C), as most similar to T
as function of |C|. A = 4 in all cases. Error bars show SE.

The data show both a diagnosticity (|C| = 4,5) and an at-
traction effect (|C| ≥ 6). In addition there is a preference
for the ungrouped over the grouped stimuli even for |C| ≤ 3
which, though not strictly a diagnosticity effect (since the
context item is preferred over A and B), still represents a con-
text effect. The transition between the two effects is in qual-
itative agreement with the predictions of our model. For a
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suitable choice of model parameters (an additional parameter
is needed to convert similarity ratings (1-9 scale) into values
between 0-1) we can reproduce rank order of preferences for
all values of |C|.

Overall, our data clearly demonstrate both the existence of
a diagnosticity effect for these single feature stimuli and that
this effect can break down in a way predicted by the extended
QSM. We reiterate the key point, the blue and red curves in
Figure 2 correspond to spirals equidistant (verifiably so, from
our pilot) to the target spiral T . We can see how the probabil-
ity for selecting one spiral vs. the other can vary dramatically
as the context stimulus, C (the green curve), changes. Clearly,
further work is needed to validate more comprehensively the
extended QSM, but we are encouraged by these results.

Conclusions
We presented a new model of similarity under the influence of
context, based on QT, building on earlier work by Pothos et al
(2013). The model provides a formal, rigorous way to predict
similarity judgments, based not only on the stimuli compared,
but also on other broadly relevant stimuli, which constitute a
contextual influence. We showed this model can account for
Tversky’s (1977) diagnosticity findings. Importantly, we also
showed the model predicts a diagnosticity vs. attraction ef-
fect, based on the grouping of available stimuli, and provided
an initial experimental validation of this prediction.
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Abstract

Previous research has shown that people are able to use distri-
butional information about the environment to make inferences.
However, how people learn these probability distributions is
less well understood, especially for those that are not normal
or unimodal. In this paper we focus on how people learn prob-
ability distributions that are bimodal. We examined on how
the distance between the two peaks of a bimodal distribution
and the numbers of observations influence how participants
learn each distribution, using two types of stimuli with different
degrees of perceptual noise. Overall, participants were able to
learn the various distributions quickly and accurately. However,
their performance is moderated by stimuli type—whether par-
ticipants were learning a distribution over numbers (low noise)
or over sizes of circles (high noise). This work suggests that al-
though people are able to quickly learn a variety of distributions,
many factors may influence their performance.
Keywords: probability distributions; learning; subjective be-
lief; intuitive statistics.

Introduction

Previous research has found that individuals are sensitive to
distributional information in the environment, and are able to
use that knowledge to make good judgments and predictions,
even when the distributions are non-normal. In many cases,
this is a particularly challenging task because non-normal
distributions are encountered less often than normal ones. Yet
individuals still perform well, across different tasks that have
different underlying distributions. For example, individuals
were able to make approximately optimal predictions for the
total box office of a movie based on its current take, a quantity
roughly in a power-law distribution (Griffiths & Tenenbaum,
2006; Lewandowsky, Griffiths, & Kalish, 2009). The ease
at which individuals are able to make these and distribution-
based estimates (e.g., Sanborn, Griffiths, & Shiffrin, 2010;
Maye, Werker, & Gerken, 2002) opens up the question of how
individuals learn the probability distributions that underlay
reality (Peterson & Beach, 1967; Posner & Keele, 1968).

Because of the importance of distribution learning in solv-
ing many tasks, it is perhaps not surprising that recent research
has found that people are quite adept in learning a range of
distributions. Goldstein and Rothschild (2014) taught partic-
ipants various unimodal distributions using samples in the
form of numbers, and then evaluated how well they learned
by requiring them to graphically reconstruct the distribution.
They found that individuals were able to build distributions
with statistical properties that matched well with the original
stimuli. Similar methods have been successfully applied in
eliciting people’s implicit statistical knowledge (Haran, Moore,

: Corresponding author

& Morewedge, 2010), suggesting that individuals are capable
at learning and retaining a range of unimodal distributions.

Although many real world distributions are unimodal, other
types of distributions, like bimodal distributions, are also nec-
essary for every day and scientific tasks because they help us
discover latent categorical differences. For example, male go-
rillas are on average twice the size of their female counterparts.
Therefore, learning the bimodality of one observable attribute
(size) enable us to infer another (sex) that is harder to diagnose.
Moreover, examining how people learn bimodal distributions
provides a foundation on which we can study broader ques-
tions of how individuals learn complex, non-normal distribu-
tions, and how they use the knowledge to make inferences and
predictions about the world.

Prior studies have used a variety of stimuli to examine
learning of distribution, including numbers (Goldstein & Roth-
schild, 2014), sizes (Xu & Griffiths, 2010), sensorimotor noise
(Körding & Wolpert, 2004). A brief review of these studies
suggests that learning bimodal distributions can take a sub-
stantial amount of training. Moreover, how well and how long
it takes individuals to learn a distribution may depend on the
kind of stimuli being learned. However, the methodological
differences between studies confound the question of stimuli
choice and learning rates, making it hard to draw any conclu-
sions based on these studies alone. Therefore, here we also
aim to understand the influence of stimuli type in the context
of distribution learning.

In this paper, we first review the existing literature on learn-
ing of bimodal distributions. We then present a series of
experiments that examine how individuals learn bimodal distri-
butions over numbers, and analyze how the learning outcome
varies as a function of the overall shape of the distribution
and the number of training examples. We then replicate these
experiments in a slightly more naturalistic domain, by look-
ing at how individuals learn distributions over different sized
circles. This procedure allowed us to examine how factors
external to the distribution, such as perceptual noise, interact
with distributional properties to influence people’s learning.

Learning Bimodal Distributions

A large body of previous work has found that individuals can
learn and make inferences based on bimodal distributions.
For example, infants and adults were found to be sensitive
to the distributional properties of sounds in learning phonetic
categories (Maye et al., 2002). Infants who were exposed
to sounds sampled from a bimodal distribution were found
to later distinguish between sounds from the endpoints of
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the continuum, whereas infants who were exposed to sounds
from a unimodal distribution did not. In the domain of social
cognition, it has been found that people’s estimates concerning
frequency of social behaviors that exhibit bimodality partially
track the actual behaviors (Nisbett & Kunda, 1985).

Even so, bimodal distributions can be hard to teach in the
laboratory. For example, while Körding and Wolpert (2004)
were able to train people to adapt to bimodally distributed
sensory noise, their experiment involved over 1,000 trials.
McKinley and Nosofsky (1995) found that stimuli with bi-
modally distributed category boundaries were very difficult
for participants to learn. A similar result was also noted by Xu
and Griffiths (2010).

However, these three studies assessed participants’ ability
to make inferences based on the distributions, and did not test
their explicit knowledge of what the distributions were. This
leaves open the possibility that individuals may have correctly
learned the shape of the distribution, but may have had diffi-
culty applying that knowledge to these inferences. In order
to more directly examine the learning of these distributions,
we instead adopt a new experimental framework in which dis-
tribution information were explicitly elicited in the form of
samples (Goldstein & Rothschild, 2014).

Experiments 1 and 2: Learning about numbers

In Experiment 1, we examined how individual’s learning of
distributions over numbers is influenced by the distance be-
tween the two modes of the distribution, and in Experiment 2,
how it is influenced by the number of observations.

Participants and procedure

In Experiment 1, we recruited 200 participants from Amazon
Mechanical Turk and in Experiment 2, 163 participants. Partic-
ipants were required to be 18 years or older, reside in the U.S.,
and have a lifetime acceptance rate on MTurk of at least 95%.
Each participant was compensated US$0.30. Participants who
took Experiment 1 were ineligible to take Experiment 2.

Both experiments were web-based, administered using
Qualtrics, and with animations of numbers displayed using
JavaScript. In the learning phase, participants were told:

Imagine we have large bag filled with ping pong balls. A
number between 1 and 10 is written on each ball. On the
next screen we will show you the numbers written on 48
of the balls. Please say the number as it is shown. Try to
remember as many of the values as you can.

They were then shown 48 numbers, one at a time, in a
random order. Each number was drawn in white on a black
background and was displayed for 1000 milliseconds. After
the display of each number, the stimuli area was cleared for
500 milliseconds before the next number was shown. After
all the numbers were displayed they would move on to the
elicitation phase, here they were asked:

Now imagine we place all the balls back into the bag. We
will now draw 100 balls from the bag. How many balls
of each value (from 1 to 10) do you think we will draw?

Table 1: Stimuli distribution of the experiments. The distributions
used in Experiments 1 and 3 are shown on top, and those for Experi-
ments 2 and 4 in the bottom. Each column represents, for each value
of a distribution, the number of samples shown during the learning
phase. For example, in the diffµ = 0 condition, values of 5 and 6 were
each shown 16 times.

1 2 3 4 5 6 7 8 9 10

diffµ = 0 0 0 1 7 16 16 7 1 0 0
diffµ = 2 0 1 3 9 11 11 9 3 1 0
diffµ = 4 1 3 8 8 4 4 8 8 3 1
diffµ = 6 4 8 8 3 1 1 3 8 8 4
diffµ = 8 12 8 3 1 0 0 1 3 8 12

n “ 12 0 1 2 2 1 1 2 2 1 0
n “ 24 0 2 4 4 2 2 4 4 2 0
n “ 48 0 4 8 8 4 4 8 8 4 0
n “ 96 0 8 16 16 8 8 16 16 8 0

Participants then gave their expected distribution over the
numbers 1–10 using a constant-sum scale that ensured the
frequency of all numbers summed to 100. The order in which
the response options were presented was counter-balanced:
responses were either listed from 1 to 10, or 10 to 1. Finally,
participants completed an optional demographics survey.

In Experiment 1, participants were randomly assigned to
one of five between-subjects conditions, each representing a
different degree of bimodality (Table 1). These conditions
were created by combining two normal distributions with a
variance of 1 and varying distances between the two modes,
indexed by the condition label diffµ. It can be seen that in
condition 0 and 2, participants were shown a unimodal distri-
bution, whereas in conditions 4, 6, and 8, participants were
shown a bimodal distribution. In the learning phase, partici-
pants were shown numbers in frequencies that correspond to
their conditions.

Experiment 2 followed the design of Experiment 1, except
that, instead of always seeing 48 samples, participants saw
either 12, 24, 48, or 96 samples. Because we wanted to create
conditions with similar degrees of bimodality, the frequency
of stimuli in each condition were multiples of the frequencies
in the 12 samples condition. Note that the distributions here
did not exactly match any condition from Experiment 1, but
the relative frequencies are similar to the diffµ = 4 condition.

Results of Experiment 1

The average age of the participants in Experiment 1 was 32.6,
and 41.0% were female. The demographics of the remaining
experiments are similar and will not be reported.

The aggregate responses of the five conditions are shown
in Figure 1. The histograms represent the mean responses
at each of the 10 possible values, with error bars showing
˘1 standard error. The blue lines represent the extrapolated
training distribution—observed frequency of stimuli in the
learning phase, scaled up linearly (from 48 to 100). Overall,
the aggregated responses closely tracked the training distri-
bution, suggesting that as a group, participants learned the
challenging distributions very well.
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Figure 1: Aggregate results of Experiment 1. Each histogram repre-
sents a different condition, which is labeled on top. The histograms
illustrate the mean human responses (with error bars of ˘1 s.e.) at
each value. The blue lines correspond to the proportions of each
value in the learning phase.

To quantitatively evaluate the responses we tracked two
sets of statistics. We computed the Kolmogorov-Smirnov
statistic D between each individual’s responses and the training
distribution to measure the raw accuracy of the responses.
D gives a measure of the distance between two probability
distributions, assigning a value of 0 to distributions that are
identical, and 1 to distributions that are maximally different.
D is computed as

Dn “ sup
x

|Fnpxq ´ Fpxq| (1)

where supx is the supremum of the set of distances, F the
cumulative distribution function, and Fn the empirical one.

While D gives insights to the fit of a distribution, it does
little to tell us the degree of bimodality of a distribution. There-
fore, we also computed the bimodality coefficient b (Freeman
& Dale, 2013; SAS/STAT 12.1 User’s Guide, 2012) and AICd
(McLachlan & Peel, 2004). b is computed based on the as-
sumption that a bimodal distribution should have very low
kurtosis and/or high skewness:

b “ g2 ` 1

k ` 3pn´1q2

pn´2qpn´3q
(2)

where n is the number of samples, g the sample skewness
and k the sample excess kurtosis. It ranges from 0 to 1, with
values above 5/9 suggest bimodality. AICd is computed based
on the difference in Akaike information criterion (AIC) of a
model assuming a single normal distribution (unimodal) and a
model assuming the combination of two normal distributions
(bimodal). AICd does not have theoretical bounds, but higher
values indicate better fits with bimodal distributions.

Figure 2 displays the means and standard errors of each of
D, b, and AICd in each condition. Results of Experiment 1 are
displayed by the graphs on the left. Overall, the D statistics
were fairly low and stable across conditions, suggesting that
participants were able to learn the distribution well, and their
ability to learn the distribution was not largely influenced by
the bimodality of the distribution. To test whether diffµ indeed
influences these statistics, we performed three regression anal-
yses on each of D, b, and AICd , with diffµ as the independent
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Figure 2: Comparison of the Kolmogorov-Smirnov statistics (D; top
row), bimodality coefficient (b; middle row), and AICd (bottom row)
between results of Experiments 1 and 3 (left), and of Experiments 2
and 4 (right). Error bars indicate ˘1 s.e.

variable. A regression showed that diffµ did not influence D
(Fp1,198q “ 0.03, p “ 0.86), suggesting that individuals were
able to learn the distributions equally well no matter the degree
of bimodality.1

We next turn to b and AICd to evaluate the degree of
bimodality at each diffµ. As expected, both b and AICd
increase along with the distance between the two modes.
A regression analysis showed that diffµ indeed explained
a significant proportion of the variance in the b and AICd
scores (b: Fp1,198q “ 300.35, p † 0.001, R2 “ .60; AICd :
Fp1,198q “ 128.49, p † 0.001, R2 “ .39), and suggested
that bimodality in the stimuli influenced bimodality in the
responses.

The increase in these values also closely tracked the values
of the b and AICd for the training distribution (bt and AIC t

d ,

1We used parametric statistical tests even though the data were
not necessarily normally distributed. However, non-parametric tests
gave similar results.
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Figure 3: Aggregate results of Experiment 2, split according to
conditions (shown on top). Please refer to Figure 1 for legend.

respectively). For example, in the diffµ = 0 condition, the b of
the (unimodal) target distribution was 0.36, while the mean
of participants’ distribution was 0.43; whereas in the diffµ = 8
condition, the b of the target distribution was 0.81, compared
to participants’ response at 0.71. This suggests that although
the participants were sensitive to the bimodality in the stimuli,
at an individual level participant’s responses were more noisy.
However, the correlations between b and bt (rp198q “ 0.79,
p † 0.001), and between AICd and AIC t

d (rp198q “ 0.68,
p † 0.001) were both significant, suggesting higher bimodality
in the stimuli corresponds to stronger inference of bimodality.

Overall the results suggest that participants were surpris-
ingly good at inferring bimodality when the observations were
indeed so, even with an observation of only 48 samples.

Results of Experiment 2

In Experiment 2 we varied the number of observations and
investigate how amount of training influences learning of dis-
tributions and inference of bimodality. We first visually in-
spected the aggregate results of Experiments 2 (Figure 3),
and found that participants’ responses track quite well with
the observations across all conditions. The D, b, and AICd
statistics for Experiment 2 are shown in the right column of
Figure 2. Overall, participant accuracy on this task was high,
with a relatively low D. We used a regression analysis to test
whether the number of observations influenced the various
statistics of learning and bimodality, using the logged number
of observations as independent variable. We found that the
number of observations did not influence D (Fp1,161q “ 0.41,
p “ 0.52). Similarly, there was no significant effect of num-
ber of observations on neither b nor AICd (ps ° 0.05).2 This
shows that when learning numbers, participants’ accuracy or
inference of bimodality were not influenced by the number of
samples shown, at least within the range of samples used here.

Discussion

We carried out two experiments to examine how the distances
between the two modes and amount of training influence learn-
ing of bimodal distributions using numbers as stimuli. We
found that the distance between the peaks of distributions in-
fluenced people’s inference of bimodality. While these results
might be expected, other findings were surprising. Participants
appeared to be able to learn bimodal distributions based on a

2The results of the analyses here and in Experiment 4 were similar
regardless of whether the number of observation is logged.

fairly small number of observations, even when the difference
in the modes was small (e.g., diffµ = 4 condition in Experi-
ment 1), or when receiving a limited number of observations
(e.g., n “ 12 condition in Experiment 2).

The results of Experiments 1 and 2 stand in contrast to
previous experimental work on distribution learning in which
participants needed dozens or hundreds of trials to learn the
correct underlying distribution. One reason for this difference
may be the types of stimuli that participants were presented
with. For example, Körding and Wolpert (2004) found that
participants could learn bimodally distributed uncertainties in
a sensory feedback task. However, participants received 1,000
training trials and it is not clear whether the same performance
could be obtained with less training. Similarly, in Xu and
Griffiths (2010), participants were presented with graphical
fish with widths sampled from a 2-mixture normal distribution,
and they had to correct learn and categorize fish based on the
width. Results showed that participants needed on average
more than 60 samples to categorize the fish correctly.

In both Körding and Wolpert (2004) and Xu and Griffiths
(2010), the task was a perceptual one where participants did
not have access to external reference (i.e., estimated displace-
ment and size of fish). This may lead to participants making
noisy judgments of how far the image was displaced, or how
large a fish was, making it harder to learn the underlying
distribution. In contrast, Experiments 1 and 2 relied on the
perception of numbers which are more familiar, easily distin-
guishable, and memorable, making it easier for the participant
to perceive, encode, and recall the sample values. Further-
more, prior research has shown that continuous quantities are
more noisily represented than discrete quantities (Feigenson,
Dehaene, & Spelke, 2004), a fact that perhaps contributed to
the difference in performance.

Experiments 3 and 4: Learning about circles

To explore how perceptual noise inherent to stimuli might
influence the distribution learning task, in Experiments 3 and
4 we replicated Experiments 1 and 2 using a more perceptually
challenging type of stimuli: circles of varying sizes. The
results of these experiments should shed light on the role that
stimuli type play in distribution learning.

Participants and procedures

Participants were recruited from Amazon Mechanical Turk,
and were randomly assigned to a condition. The conditions
and distributions in Experiments 3 and 4 were identical to
those of Experiments 1 and 2, respectively (Table 1). We
recruited 204 participants for Experiment 3 and 162 partici-
pants for Experiment 4. Participants who had taken a previous
experiment were ineligible to take Experiments 3 or 4. Each
participant was compensated $0.30 for their time.

Except for the following changes, Experiments 3 and 4
mimicked Experiments 1 and 2. Participants were told “Imag-
ine we have a large bag filled with black ping pong balls of
different sizes. On the next screen we will show you 48 of
them. Please try to remember the sizes of the balls as they
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Figure 4: Aggregate results of Experiment 3.

are shown.” The stimuli were solid black circles on a white
background. The circles were of 10 different sizes, varying
between 10 and 55 pixels wide in increments of 5 pixels. Cir-
cles of these 10 possible sizes are distributed the same way as
numbers 1–10 in Experiments 1 and 2. Each circle was shown
for 1000ms with a 500ms delay between presentations. There
were additional, minor textual changes to address the fact that
the stimuli were circles instead of numbers.

Results of Experiment 3

The mean responses for Experiment 3 are shown graphically
in Figure 4. These means were not as close to the training
distributions as in Experiment 1. This may be mainly due to
perceptual noise and biases in reconstructing the distributions,
resulting in variation in overall mean and placement of the
modes of each participant’s response. We see some hint of this
in the diffµ = 8 condition where individuals place very little
weight on the largest circles, but a large amount of weight
on the third to largest circle. As a result, the distributions
of these aggregate responses were quite different from the
training distributions, especially in contrast to the results from
the numbers experiments.

We next analyzed the distribution fit and bimodality statis-
tics (Figure 2). Similar to Experiment 1, there was a significant
increasing trend in b (Fp1,202q “ 64.30, p † 0.001, R2 “ .24)
and AICd (Fp1,202q “ 9.95, p † 0.01, R2 “ .05), but not in D
(Fp1,202q “ 0.10, p “ 0.75), suggesting that participants re-
produced increasingly bimodal distributions as diffµ increased,
but their learning performance was similar across conditions.

The correlations between b and bt (rp202q “ 0.51, p †
0.001), and between AICd and AIC t

d (rp202q “ 0.25, p †
0.001) were both significant. This demonstrates that, similar
to Experiment 1, there was a close match between the stimuli
and the learned distribution in terms of bimodality.

In order to assess the influence of perceptual noise on par-
ticipants’ inferences, we compared the distribution fit and
bimodality statistics between Experiments 1 and 3. We first
used a series of t-tests to compare D in corresponding condi-
tions between the two experiments, e.g., diffµ = 0 conditions
in both experiments. Results show that D in Experiment 3 is
significantly higher in all five comparison (ps † 0.05), demon-
strating that distributions presented as sizes of circles were

0
5
10
15

1 2 3 4 5 6 7 8 9 10

n = 12

0
5
10
15

1 2 3 4 5 6 7 8 9 10

n = 24

0
5
10
15

1 2 3 4 5 6 7 8 9 10

n = 48

0
5
10
15

1 2 3 4 5 6 7 8 9 10

n = 96

Figure 5: Aggregate results of Experiment 4.

harder for participants to learn.
As both b and AICd had an increasing trend, we used both

stimuli type and diffµ as independent variables, with b or AICd
as the dependent variable in a regression analysis. Results
showed that, for b, there was a significant effect of stimuli
type and diffµ (ps † 0.05). More interestingly, there was an
interaction effect (Fp4,400q “ 33.5, p † 0.001), showing that
the increasing trend is bigger when numbers were used as stim-
uli. Somewhat similar results were obtained in the regression
using AICd , where the interaction effect was also significant
(Fp4,400q “ 17.5, p † 0.001). Taken together, these results
suggest that diffµ had a bigger effect on b and AICd (steeper
slope) when participants learned the distributions of numbers,
compared to when they learned sizes of circles.

Results of Experiment 4

As in Experiment 3, we found that the aggregate responses
in Experiment 4 appeared to be substantially less bimodal
than the corresponding numbers experiment (Figure 5). We
next analyzed how well individual participants learned the
distributions. We found that D decreased as (logged) num-
ber of observations increased (Fp1,160q “ 8.48, p “ 0.004,
R2 “ .05), showing that, overall, participants were learning
the distributions better as they see more samples. In contrast,
D between conditions in Experiment 2 were not significantly
different. Bimodality coefficient b and AICd were not sig-
nificantly different between conditions (b: Fp1,160q “ 0.23,
p “ 0.63; AICd : Fp1,160q “ 0.54, p “ 0.46), showing that,
as in Experiment 2, the distributions that individuals produced
were not more bimodal with more observed samples.

We also compared the results between Experiments 2 and 4,
by running a series of regression analyses using stimuli type
and (logged) number of observations as independent variables,
and D, b, or AICd as dependent variables. We focused on
the interaction of the independent variables, because this test
can assess whether stimuli type moderates the learning of bi-
modality with different amount of observations. We found that
there was a significant interaction for D (Fp3,321q “ 5.15,
p “ 0.02), demonstrating that higher number of observations
helped learning the distributions better when circles are be-
ing learned. In contrast, for both b and AICd , there was no
interaction (both p ° 0.05), suggesting that there was no dif-
ference between the two stimuli type in terms of whether more
observations would lead to higher inference of bimodality.

This result suggests that in the numbers experiments, partici-
pants were able to learn the distribution so quickly that amount
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of observations did not influence learning. However, learn-
ing the distribution of sizes was more difficult that additional
observations helped.

Discussion

We carried out two experiments to investigate how people
learn distributions over the sizes of circles. Although in gen-
eral, individuals were able to learn that these distributions
were bimodal, there were substantial variations in where they
located the modes of the distributions. Overall performance
on a number of measures in Experiments 3 and 4 was lower
than those in Experiments 1 and 2. Moreover, we found an
interesting interaction. When the participants were learning
numbers, their accuracy in learning the distributions remained
stable for each number of training examples, but when they
were learning sizes of circles their accuracy increased as they
had access to more training examples. However, inference of
bimodality with neither stimuli type increased with number
of training. This suggests that amount of training might not
be a major factor with respect to learning bimodality, at least
within the range of training considered here.

General Discussion

In this paper we reported four experiments in which partici-
pants learned bimodal distributions. We found that when par-
ticipants learned distributions over numbers, they were able to
accurately learn bimodal distributions based on a small num-
ber of samples, including distributions with a relatively small
distance between the two modes. However, when participants
learned distributions of perceptually more challenging stimuli,
sizes of circles, overall performance decreased, and partici-
pants were less likely to infer bimodality compared to when
learning numbers. These results demonstrate that individuals
are likely to be able to learn a wide range of distributions in a
variety of settings, although not all distributions are learned
equally—the difficulty of learning a distribution depends on
what the distribution is of.

The current findings have potential implications for several
different aspects of cognitive and decision research. First,
our findings showed that people were able to learn bimodal
distributions relatively quickly, even with few observations,
especially with stimuli of lower perceptual noise. These results
revealed a deeper correspondence between probabilities in
the mind and those in the world than what was previously
suggested, and complemented recent research on Bayesian
decision theory in which people were provided with explicit
priors (Acerbi, Vijayakumar, & Wolpert, 2014).

Second, one of the key parameters concerning learning of
distributions seems to be stimuli type. Using experiments
with the exact same parameterizations, we directly contrasted
how people learned distributions based on stimuli that were
different only in modes of presentation. Compared to learning
distributions over numbers, learning distributions over sizes
was far more challenging, albeit still possible, especially with
more training. This difference may be driven by the relative

difficulty in perceiving or encoding size of circles compared
to numbers.

Third, in Experiments 2 and 4 people were sensitive to
bimodality even in very small sample sizes. Results here are
in agreement with prior works in which people were found to
believe in the representativeness of small samples (Tversky &
Kahneman, 1971), and show that the finding applies even in
the learning of complicated continuous distributions.

Overall we found that individuals were able to quickly and
accurately learn bimodal distributions, although their accuracy
and inference depended on the interaction of many factors,
including types of stimuli presented, distributional properties
of the stimuli, and amount of evidence. While these results
speak to people’s ability to acquire statistical information from
their environment, it also highlights the difficulty of the task.
Understanding how we learn and use these statistical infor-
mation will help explain how humans can carry out complex
everyday tasks so efficiently.
Acknowledgments. This research was supported by John Templeton
Foundation Grant #40128.
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Abstract
A glance at an object is often sufficient to recognize it and
recover fine details of its shape and appearance, even under
highly variable viewpoint and lighting conditions. How can
vision be so rich, but at the same time fast? The analysis-
by-synthesis approach to vision offers an account of the rich-
ness of our percepts, but it is typically considered too slow
to explain perception in the brain. Here we propose a ver-
sion of analysis-by-synthesis in the spirit of the Helmholtz ma-
chine (Dayan, Hinton, Neal, & Zemel, 1995) that can be im-
plemented efficiently, by combining a generative model based
on a realistic 3D computer graphics engine with a recognition
model based on a deep convolutional network. The recogni-
tion model initializes inference in the generative model, which
is then refined by brief runs of MCMC. We test this approach
in the domain of face recognition and show that it meets sev-
eral challenging desiderata: it can reconstruct the approximate
shape and texture of a novel face from a single view, at a level
indistinguishable to humans; it accounts quantitatively for hu-
man behavior in “hard” recognition tasks that foil conventional
machine systems; and it qualitatively matches neural responses
in a network of face-selective brain areas. Comparison to other
models provides insights to the success of our model.
Keywords: analysis-by-synthesis, 3d scene understanding,
face processing, neural, behavioral.

Introduction
Everyday vision requires us to perceive and recognize objects
under huge variability in viewing conditions. In a glance, you
can often (if not always) identify a friend whether you catch
a good frontal view of their face, or see just a sliver of them
from behind and on the side; whether most of their face is
visible, or occluded by a door or window blinds; or whether
the room is dark, bright, or lit from an unusual angle. You
can likewise recognize two images of an unfamiliar face as
depicting the same individual, even under similarly severe
variations in viewing conditions (Figure 1), picking out fine
details of the face’s shape, color, and texture that are invariant
across views and diagnostic of the person’s underlying phys-
iological and emotional state. Explaining how human vision
can be so rich and so fast at the same time is a central chal-
lenge for any perceptual theory.

The analysis-by-synthesis or “vision as inverse graphics”
approach presents one way to think about how vision can be
so rich in its content. The perceptual system models the gen-
erative processes by which natural scenes are constructed, as
well as the process by which images are formed from scenes;
this is a mechanism for the hypothetical “synthesis” of nat-
ural images, in the style of computer graphics. Perception
(or “analysis”) is then the search for or inference to the best
explanation of an observed image in terms of this synthesis

Figure 1: Same scene viewed
at two different angles, illus-
trating level of viewing vari-
ability in everyday vision.

model: What would have been the most likely underlying
scene that could have produced this image?

While analysis-by-synthesis is intuitively appealing, its
representational richness is often seen as making inference
highly impractical. There are two factors at work: First, in
rich generative models a large space of latent scene variables
leads to a hard search problem in finding a set of parame-
ters that explains the image well. Second, the posterior land-
scape over the latent variables may have multiple modes or
extended ridges of probability, making standard local search
or stochastic inference methods such as Markov Chain Monte
Carlo (MCMC) slow to burn in or mix, and potentially highly
sensitive to the viewing conditions of scenes.

Here, we propose an efficient and neurally inspired im-
plementation of the analysis-by-synthesis approach that can
recover rich scene representations surprisingly quickly. We
use a generic and powerful visual feature extraction pipeline
to learn a recognition model with the goal of approximately
“recognizing” certain latent variables of the generative model
in a fast feed-forward manner, and then using those initial
guesses to bootstrap a top-down search for the globally best
scene interpretation. The recognition model is learned in an
entirely self-supervised fashion, from scenes and correspond-
ing images that are hallucinations from the generative model.
We apply our approach to the specific problem of face per-
ception, and find that (1) our recognition model can identify
scene-generic latent variables such as object pose and lighting
in a single feed-forward pass, and (2) brief runs of MCMC in
the generative model are sufficient to make highly accurate
inferences about object-specific latents, such as the 3d shape
and texture of a face, when initialized by good guesses from
the feed-forward recognition model.

Our approach is inspired by and builds upon earlier propos-
als for efficient analysis-by-synthesis such as the Helmholtz
machine and breeder learning (Dayan et al., 1995; Nair,
Susskind, & Hinton, 2008), but it goes beyond prior work
in several ways:

• We apply this approach to much richer generative mod-
els than previously considered, such as near-photorealistic
graphics models of faces based on high-dimensional 3d
shape and texture maps, lighting and shading models, and
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varying (affine) camera pose. This lets us perceive and rec-
ognize objects under much greater variability in more nat-
ural scenes than previous attempts.

• We directly compare human perceptual abilities with our
model, as well as other recently popular approaches to vi-
sion such as convolutional neural networks (Krizhevsky,
Sutskever, & Hinton, 2012).

• We explore this approach as an account of actual neural
representations arising from single-unit cell recordings.

Face perception is an appealing domain in which to test our
approach, for several reasons. First, faces are behaviorally
significant for humans, hence an account of face perception
is valuable in its own right, although we also expect the ap-
proach to generalize to other vision problems. Second, virtu-
ally all approaches to computational vision have been tested
on faces (e.g., Taigman, Yang, Ranzato, & Wolf, 2014), of-
fering ample opportunities for comparing different models.
Third, the shape and the texture of faces are complex and
carry rich content. Therefore, it provides a good test bed for
models with rich representations. Finally, recent neurophys-
iology research in macaques revealed a functionally specific
hierarchy of patches of neurons selective for face process-
ing (e.g., Freiwald & Tsao, 2010). As far as high-level vi-
sion is concerned, this level of a detailed picture from a neural
perspective is so far unheard of. Therefore, faces provide an
excellent opportunity to relate models of high-level vision to
neural activity.

The rest of this paper is organized as follows. We first
introduce our efficient analysis-by-synthesis approach in the
context of face perception. Next, we test our model in a com-
putationally difficult task of 3D face reconstruction from a
single image. We then describe a behavioral experiment test-
ing people’s face recognition abilities under “hard” viewing
conditions, and show that our model best accounts for peo-
ple’s behavior. Finally, we show that our model bears some
qualitative similarity to neural responses in the Macaque face
processing system. We conclude with a discussion of quan-
titative comparisons between our model and alternatives that
use only variants of bottom-up, recognition networks.

Model
Our model takes an inverse graphics approach to face pro-
cessing. Latent variables in the model represent facial shape,
S, and texture, T , lighting direction, l, and head pose, r.
Once these latent variables are assigned values, an approxi-
mate rendering engine, g(·) generates a projection in the im-
age space, IS = g({S,T, l,r}). See Figure 2a for a schematic
of the model.

Following (Kulkarni, Kohli, Tenenbaum, & Mansinghka,
2015), we use the Morphable Face Model (MFM; Blanz
& Vetter, 1999) as a prior distribution over facial shapes
and textures, S and T , respectively. This model, obtained
from a dataset of laser scanned heads of 200 people, pro-
vides a mean face (both its shape and texture) in a part-
based manner (four parts: nose, eyes, mouth, and outline)
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Figure 2: (a) Overview of the inverse graphics model. (b)
Random draws from the model. (c) Training and the use of
the recognition model.

and a covariance matrix to perturb the mean face to draw new
faces by eigendecomposition. Accordingly, both the shape
and texture take the form of multivariate Gaussian random
variables: S ∼ N(µshape,Σshape) and T ∼ N(µtexture,Σtexture),
where µshape and µtexture are the mean shape and texture vec-
tors respectively, and Σshape and Σtexture are the covariance
matrices, each of which is set to be a unit diagonal matrix.
The dimensionality of S and T are 200 each. The prior dis-
tributions over lighting direction and head pose are uniform
over a discrete space (lighting direction could vary in eleva-
tion or azimuth in range −80◦ to 80◦; the head pose could
vary along the z-axis in range−90◦ to 90◦, or on the x-axis in
range −36◦ to 36◦). Figure 2b shows several random draws
from this model.

Given a single image of a face as observation, ID, and an
approximate rendering engine, g(·), face processing can be
defined as inverse graphics in probability terms:

P(S,T, l,r|ID) ∝ P(ID|IS)P(IS|S,T, l,r)P(S,T, l,r)δg(·) (1)

The image likelihood is chosen to be noisy Gaussian,
P(ID|IS) = N(ID; IS,Σ). We set Σ to 0.05 in our simulations.
Note that the posterior space is of high-dimensionality con-
sisting of more than 400 highly coupled shape, texture, light-
ing direction, and head pose variables, rendering inference a
significant challenge.

Recognition model
The idea of learning a recognition model to invert genera-
tive models has been proposed in various forms before (e.g.,
Dayan et al., 1995; Nair et al., 2008). We use a recognition
model consisting of a generically trained deep Convolutional
network (ConvNet) and linear mappings from that network to
the latent variables in the generative model. To obtain this
recognition model, we first used our generative model to hal-
lucinate images from 300 different faces (each defined by a
3d shape and texture vector), and rendered each distinct face
at 225 different viewing conditions (25 possible head poses×
9 possible lighting directions). Second, we used a ConvNet
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trained on ImageNet (a labeled dataset of more than million
images collected from the internet, Deng et al., 2009) that
is very similar in architecture to that of (Krizhevsky et al.,
2012) to obtain features for each of images in our dataset at
all layers of the network.1 In doing so, we first selected the
“face-selective” units in each layer of the network by running
a normal or a scrambled face test. The units that were acti-
vated twice as much to normal faces than to scrambled faces
on the average (out of responses to 75 normal + 75 scrambled
= 150 faces) were designated as “face-selective.” Finally, we
learn to construct bottom-up guesses for both scene-generic
variables (pose and lighting direction) and object-specific la-
tents (3d face shape and texture) via linear mappings from
face-selective units in intermediate layers of the ConvNet. We
have found that we can extract pose and lighting from the top
convolutional layer (TCL) of the ConvNet, with close to per-
fect accuracy, using a linear support vector machine (SVM)
for each combination of scene generic variables. We use a lin-
ear model with inputs from both TCL and the first fully con-
nected layer (FFL) of the ConvNet to predict the shape and
texture variables using Lasso regression (a schematic shown
in Figure 2c).

Inference
Given an image, ID, the recognition model described above
makes fast bottom-up guesses about all latent variables in
the generative model. Inference proceeds by fixing the head
pose and the lighting direction variables to their “recognized”
values, and then performing multi-site elliptical slice sam-
pling (Murray, Adams, & MacKay, 2009), a form of MCMC,
on the shape and texture vectors. At each MCMC sweep,
we iterate a proposal-and-acceptance loop over eight groups
of random variables: four shape vectors and four texture vec-
tors, with one vector pair for each of four face parts (For more
details see Kulkarni et al., 2015). In elliptical slice sampling,
proposals are based on defining an ellipse using an auxiliary
variable x ∼ N(0,Σ) and the current state of the latent vari-
ables, and sampling from an adaptive bracket on this ellipse
based upon the log-likelihood function.

3d reconstruction from single images
Humans are capable of grasping much of the 3d shape and
surface characteristics of faces or other objects from a sin-
gle view, and can use that knowledge to recognize or imag-
ine the object’s appearance from very different viewpoints.
We tested our model’s capacity to perform this challenging
task using a held-out set of faces (not among those used to
build the generative or recognition models) from (Blanz &
Vetter, 1999). Figure 3a shows several of these test faces
as inputs, reconstructions based on only the bottom-up pass
from the recognition model, and reconstructions from our full
model after initializing with the recognition model and run-
ning MCMC to convergence. In addition to frontal faces, our

1We used the Caffe system to extract features, and also to train
alternative networks that we describe later (Jia et al., 2014).
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Figure 3: (a) Top: input images from a held-out laser scanned
dataset (Blanz & Vetter, 1999). Middle: Reconstructions on
the basis of the initial bottom-up pass. We used our generative
process to visualize the shape and texture vectors obtained
only from the recognition model. Bottom: Reconstructions
after MCMC iterations. (b) The average and individual log-
likelihood scores arising from randomly initialized 96 differ-
ent chains vs. the recognition model initialized 96 chains.
The recognition model initialized chains converge fast in less
than 20 MCMC sweeps, and the variability across chains be-
comes much smaller.
model can reconstruct the shape and the texture of images of
faces under non-frontal lighting and non-frontal pose, demon-
strating robustness to non-standard viewing conditions and
motivating the behavioral studies we describe below.

Initializing inference for latent shape and texture variables
using the recognition model dramatically improves both the
quality and the speed of inference, as compared with the
standard MCMC practice of initializing with random val-
ues (or samples from the prior). Figure 3b shows the log-
likelihood traces of a number of chains for multiple input im-
ages that were initialized either randomly, or from the recog-
nition model. Recognition-initialized chains converge much
faster: In just a few MCMC sweeps, every chain reaches a
log-likelihood that is almost as good as the best randomly
initialized inference chains reach after tens or hundreds of
sweeps. Furthermore, in comparison to the random initial-
ization, recognition-model initialization leads to much lower
variance: Inferences become uniformly good, very quickly.

Behavioral experiment
On common benchmark tasks for machine face recognition,
the best systems now regularly report near-perfect perfor-
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Figure 4: (a) Stimuli from the experiment illustrating the variability of lighting, pose, and identities. (b) Participants’ average
performance across all possible test viewing conditions. (c) Participants’ and models’ accuracy. (d) Coefficients of mixed
effects logistic regression analyses. Error bars show standard deviations.

mance (e.g., Taigman et al., 2014). However, Leibo, Liao,
and Poggio (2014) observed that most face databases are
“easy”, in the sense that the faces in the images are often
frontal and fully visible. They found increasing viewing vari-
ability severely hurt the performance of these systems. Build-
ing upon this observation, we asked how well people can per-
form face recognition under widely varying pose and lighting
conditions. The task was a simple passport-photo verification
task: participants saw images of two faces sequentially, and
their task was to judge whether the images showed the same
person or two different people. Explaining human behavior
in this task provides a challenging test for our model, as well
as alternatives from the literature.

Participants
24 participants were recruited from Amazon’s crowdsourc-
ing web-service Mechanical Turk. The experiment took
about 10 minutes to complete. Participants were paid $1.50
($9.00/hour).

Stimuli and Procedure
The stimuli were generated using our generative model de-
scribed above (Figure 2a). A stimulus face could be viewed
at one of the five different poses (right profile to left profile)
and under five different lighting directions (from top to from
bottom), making a total of 25 possible viewing conditions.
A subset of the facial identities and the 25 possible viewing
conditions are shown in Figure 4a.

On a given trial, participants saw a study image for 750ms.
After a brief period of blank interval (750ms), they saw
the test image, which remained visible until they responded.
They were asked to fixate a cross in the center of the screen at
the beginning of each trial and between the study and the test
stimuli presentations. The viewing condition for the study
image was always frontal lighting at frontal pose (e.g., cen-
ter image in Figure 4a). The viewing condition for the test
image could be any of the remaining 24 possible combina-
tions of lighting and pose. Participants judged whether two

face images (study and test) belonged to the same person or
to two different people, by pressing keys “s” for same or “k”
for different on their keyboards.

There were a total of 96 trials, with 48 of the trials being
same trials. Each test image viewing condition was repeated
four times (4×24 = 96), split half between same and differ-
ent trials. The presentation order of the 96 pairs of images
was randomized across participants. None of the identities
was repeated except in the same trials, where the same iden-
tity was presented between the study image and correspond-
ing test image. On different trials, faces were chosen to be
as similar as possible while still remaining discriminable on
close scrutiny.

Results
Participants performed well despite the difficulty of the task:
Performance was above chance for all possible test face view-
ing conditions (Figure 4b), and ranged between 65% for light
at the bottom and right-profile pose to 92% for frontal light
and right-half profile pose. Overall, participants performed at
an average accuracy of 78% (red dot and the associated er-
ror bars in Figure 4c), a level of performance that challenges
even the most capable machine-vision systems.

Simulation details
We ran our model on the same 96 pairs of images that ex-
perimental participants saw. We ran at least 18 and at most
24 chains for each of the study and test images. Once ini-
tialized with the recognition model, each chain was run for
80 MCMC sweeps. Each chain simulated a participant in
our study. For a given image, the values of the latent shape
and texture variables from the last sample were taken as the
model’s representation of identity. We denote the representa-
tion of the study image i as studyi, and of the test image i as
testi for i ∈ 1, . . . ,96.

We calculated the performance of our model (and the alter-
native models that we introduce later) in the following man-
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ner. We first scaled the study and the test image representa-
tions independently to be centered at 0 and have a standard
deviation of 1.2 Then, for each pair i, we calculated the Pear-
son correlation coefficient between the representations of the
study and the test images, denoted as corri. Below, we used
these pair-specific correlation values to model people’s binary
responses (same vs. different) in regression analyses.

Finally, we need to obtain same vs. different judgments
from the model, to compare its performance with ground
truth. Similar to an ROC analysis, we searched for a thresh-
old correlation ∈ [−1,1] such that the model’s performance
will be highest with respect to ground truth. Pairs of corre-
lation values lower than the threshold were called different,
and the pairs of equal or higher correlation values than the
threshold were assigned same. We report results based upon
the threshold that gave the highest performance.

Simulation results
Our inverse graphics model performs at 78% (see Figure 4c),
matching the participants’ average performance. Matching
average level participant is an important criteria in eval-
uating a model, but only a crude one. We also tested
whether the internal representations of our model (corri for
i ∈ 1, . . . ,96) could predict participants’ same/different re-
sponses on unique stimuli pairs. We performed mixed ef-
fects logistic regression from our model’s internal represen-
tations (corri for i ∈ 1, . . . ,96) to participants’ judgments,
where we allowed a random slope for each participant us-
ing the lme4 package and R statistics toolbox (R Core Team,
2013). The coefficient and the standard deviation estimated
for our model are shown in Figure 4d. The internal repre-
sentations of our model can strongly predict participants re-
sponses, providing evidence for an inverse graphics approach
to vision (β̂ = 5.69,σ = 0.26, p < 0.01).

Macaque face patch system as inverse graphics
Encouraged by these behavioral findings, we next asked
whether our model could explain neural responses in the face-
processing hierarchy in the brain. Face processing is perhaps
the best understood aspect of higher-level vision at the neu-
ral level. The spiking patterns of neurons at different fMRI-
identified face patches in macaque monkeys show a hierarchi-
cal organization of selectivity: neurons in the most posterior
patch (ML/MF) appear to be tuned to specific poses, neurons
in AL (a more anterior patch) exhibit specificity to mirror-
symmetric poses, and those in the most anterior patch (AM)
show specificity to individuals but appear largely viewpoint-
invariant (Freiwald & Tsao, 2010).3

We ran our model on a dataset of faces generated using
our generative model, which mimicked the FV image dataset
from Freiwald and Tsao (2010). Our dataset contained 7 head

2This scaling step was not crucial for our model, but it was re-
quired to obtain the best out of other models that we will introduce
below.

3Recent studies suggest homologue architecture between human
and macaque face processing systems.

poses of 25 different identities under a fixed frontal lighting
direction. We compared the representational similarity ma-
trices of the population responses from Freiwald and Tsao
(2010) in patches ML/MF, AL, and AM, and the represen-
tational similarity matrices arising from the representations
of the different components of our recognition model: face-
selective TCL units, face-selective FFL units, and the fast
bottom-up guesses for shape and texture vectors.

ML/MF representations were captured best by the TCL
activations (pearson correlation 0.67), suggesting that pose-
specificity arises from a computational need to make inverse
graphics tractable. Our results also suggest that this layer
might carry information about the lighting of the scene, which
is experimentally not systematically tested yet. AL represen-
tations were best accounted by the FFL activations (pearson
correlation 0.67). Our model also provides a reason why mir-
ror symmetry should be found in the brain: Computational
experiments showed that mirror symmetry arises only at fully
connected layers (i.e., dense connectivity) and only when the
training data contains images of the same face from view-
points distributed across both left and right sides. Our model
captures AM patterns best via inferred latent shape and tex-
ture representations. The shape and texture vectors obtained
just using the recognition model (that is, without running any
MCMC iterations) captured AM responses best in compari-
son to all other layers in the recognition model (pearson cor-
relation 0.42), suggesting the possibility of a generative 3D
representation of shape and texture in the patch AM.

Discussion: Comparison to other models
In comparing our model against other approaches, we con-
centrated on alternatives that are based upon ConvNets, due
to their success in many visual tasks including face recog-
nition (DeepFace, Taigman et al., 2014), and the fact that
they are architecturally similar (or even identical, in some
cases) to our recognition model.4 We considered three al-
ternative models: (1) a baseline model, which simply is a
ConvNet trained on ImageNet (CNN baseline), (2) a Con-
vNet that is trained on a challenging real faces dataset called
SUFR-W introduced in Leibo et al. (2014) (CNN faces), and
(3) a ConvNet that is selected from a number of networks that
were all fine-tuned using samples from our generative model
(CNN optimized).

We focused on these alternative models’ ability to explain
our behavioral data. But we should note that ConvNets, on
their own, cannot do 3D reconstruction. Also, even though
each ConvNet can partially account for the neural data such
as the pose specificity at patch ML/MF, they are worse at ex-
plaining the other two patches. The performance of all alter-
native models on our behavioral task was assessed just as for
our model, with the only difference being that internal repre-

4We attempted to evaluate the DeepFace on our behavioral
dataset. However, email exchanges with its authors suggested that a
component of the model (3d spatial alignment) would not work with
images of profile faces. Accordingly, we estimate the performance
of that model on our behavioral dataset to be around 65%.

2755



sentations of images were obtained as the FFL layer activa-
tions when that image is input to the model. For the mixed
effects logistic regressions, a given pair of study and test im-
ages is represented by the correlation of the FFL activations
for each of the two images.

The baseline model (CNN baseline) performed at 67%
(Figure 4c). This is impressive given that the model was
not trained to recognize faces explicitly, and arguably justi-
fies our use of ConvNets as good feature representations. The
ConvNet trained on SUFR-W dataset (CNN faces) performed
at 72% (Figure 4c), closer to but significantly worse than
human-level performance. We should note that CNN faces
is remarkable for its identification performance on a held-out
portion of the SUFR-W dataset (67%; chance level = 0.25%).
The last ConvNet, CNN optimized, performed better than
people did with 86% (Figure 4c).

We are not the first to show that a computer system can
top human performance in unfamiliar face recognition. How-
ever, we argue that the discrepancy between people and
CNN optimized points to the computational superiority of
human face processing system: our face processing machin-
ery is not optimized for a single bit information (i.e., identity),
but instead can capture much richer content from an image of
a face. This comes with a cost of accuracy in our same vs.
different task. Our model accounts for the rich content vs.
accuracy trade-off by acquiring much richer representations
from faces while performing only slightly worse on identity
matching than an optimized ConvNet. 5

But, do people actually undertake the difficult chal-
lenge of 3d reconstruction when they look at unfamiliar
faces? Our data suggests so: internal representations of the
CNN optimized, corri for i ∈ 1, . . . ,96, is a worse fit to peo-
ple’s responses (also using a mixed effects logistic regression
model; β̂ = 3.97,σ = 0.22, p < 0.01; Figure 4d). Indeed,
none of the alternative models could account for participants’
precise patterns of same/different responses as well as our
model did(Figure 4d).

Do our computational and behavioral approaches extend
to other object categories? A representational aspect of our
model that lets us account for behavioral and neural data at
the same time is that it represents 3D content in the form
of a vector. Therefore, our approach should easily extend to
other classes of 3D objects that can be represented similarly
by vectors. Immediate possibilities include bodies, classes
of animals such as birds, generic 3D objects such as vases,
bottles, and so on. These object classes, in particular bod-
ies, are exciting future directions, where revealing neural re-
sults have also been accumulating, our psychophysics meth-
ods can be straightforwardly extended to, and a generalization
of our model already efficiently handles 3D reconstruction
tasks (Kulkarni et al., 2015).

5We should also note that if we average the results across all the
chains that we ran for each image, our model’s performance signifi-
canly increases to 89% too.

Conclusion
This paper shows that an efficient implementation of the
analysis-by-synthesis approach can account for people’s be-
havior on a “hard” visual recognition task. The same model
also solves a computationally challening task of reconstruct-
ing 3d shape and texture from a single image. Finally, it ac-
counts qualitatively for the main response characteristics of
neurons in the face processing system in macaque monkeys.
None of the alternative ConvNet models, lacking a generative
model and the capacity for top-down model-based inference,
can account for all three of this phenomena. These results
point to an account of vision with inverse graphics at its cen-
ter, supported by bottom-up recognition models that can be
learned from generative model fantasies in a self-supervised
fashion, that allow top-down processing to refine their ini-
tial guesses but still do most of the work of inference in a
bottom-up fashion, and that thereby enable even very rich
model-based inferences to proceed almost as quickly as the
fast feedforward processing of neural networks.
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Abstract

Language comprehenders routinely make pragmatic inferences
that go beyond the literal meanings of utterances. If A said “I
ate some of the cookies,” B should infer that A ate some but
not all. Children perform poorly on experimental tests of scalar
implicatures like this, despite their early-emerging sensitivity
to pragmatic cues. Our current work explores potential factors
responsible for children’s successes and failures in computing
pragmatic inferences. In two experiments, we used an eye-
tracking paradigm to test children’s ability to compute impli-
catures when they have access to contextual alternatives to the
target word (Experiment 1), and when they hear prosodic cues
that emphasize the contrast between the target and alternative
(Experiment 2). We found that by the time children are four
years old, they successfully identify the inferential target ref-
erent in this paradigm; with supportive prosodic cues, we saw
evidence of success in three-year-olds as well. In sum, with
sufficient contextual support, preschool children are capable
of making online pragmatic inferences.
Keywords: Pragmatics; implicature; eye-tracking; cognitive
development

Introduction
Language comprehension involves not only interpreting the
literal meanings of words in utterances, but also understand-
ing the communicative intentions behind what is said. Listen-
ers make pragmatic implicatures, inferences about speakers’
intended meanings that go beyond the semantics of their ut-
terances (Grice, 1975). One common type of implicatures,
called scalar implicatures, involves scales built based on the
knowledge of lexical alternatives (Horn, 1972). For example,
if A says to B, “Some of the students failed the test,” B may
infer that A intended to say “Some, but not all, of the students
failed the test.” That is, A’s use of the term “some” implicates
that the stronger scalar alternative “all” is negated.

Whereas adults readily compute scalar implicatures (SIs),
children tend to perform poorly on SI tasks (e.g., Noveck,
2001; Papafragou & Musolino, 2003; Huang & Snedeker,
2009). For example, given a context in which three out of
three horses jumped over a fence, adults reject a statement
such as “some of the horses jumped over the fence” as infe-
licitous, whereas children typically judge it to be acceptable
(Papafragou & Musolino, 2003).

Children’s failures on SI computation are surprising, given
their early-emerging sensitivity to the informativeness of ut-
terances. For example, by around approximately five years,
children adjust informativeness of their own expressions de-
pending on the listeners’ knowledge (Matthews, Lieven,
Theakston, & Tomasello, 2006); reward speakers based on
their informativeness (Katsos & Bishop, 2011); and pro-
vide more information when disambiguation between po-
tential referents is difficult (Matthews, Butcher, Lieven, &

Tomasello, 2012). Given this body of research, it seems un-
likely that children’s lack of pragmatic ability per se causes
their failures on SI tasks. What then causes children’s fail-
ures, and what factors can help them succeed on implicature
tasks? The current work investigates two potential factors:
availability of alternatives to the current term, and cues that
highlight the contrast between current term and its alterna-
tives.

On standard accounts, implicature involves generating and
negating stronger alternatives to a given term. Upon hearing
“some,” the listener needs to generate a stronger alternative
(“all”) based on lexical knowledge, and then negate it. One
potential cause of children’s difficulty with previous SI tasks
could be issues generating these alternative terms (Barner,
Brooks, & Bale, 2011). If this hypothesis is true, children
might succeed on implicature computation if they are given
access to alternatives in the context.

Indeed, there is evidence that children can compute ad-
hoc implicatures, which depend on contextually- rather than
lexically-derived scales (Stiller, Goodman, & Frank, 2014)1.
Children saw three faces, one wearing glasses and a top-hat,
one wearing glasses only, and one with no item. When chil-
dren heard: “My friend has glasses,” 3.5-year-old children
and older chose the face with glasses only as the referent
above chance, successfully computing the implicature “My
friend has glasses, but not a top-hat,” given the contextual ac-
cess to the stronger alternative (face with glasses and top-hat).
In our current work we adopt a similar ad-hoc implicature
paradigm for eye-tracking, to ask both about factors under-
lying the previously-observed developmental trajectory and
about the decision-making processes underlying children’s
implicature computation.

Eye-tracking offers several advantages over purely behav-
ioral measures for examining pragmatic inference. First, it
is possible to track participants’ gaze as an utterance is be-
ing produced, providing moment-by-moment data about re-
sponses to spoken language. Second, eye gaze reflects a
more implicit measure of comprehension and hence allows
for more direct developmental comparisons compared with
behavioral choices that may reflect conscious deliberation.

A previous eye-tracking paradigm looking at SI compu-
tation in children (Huang & Snedeker, 2009) suggested that
children do not calculate SI during online language process-

1These inferences are sometimes known in the pragmatics liter-
ature as “particularized” implicatures, in contrast to “generalized”
implicatures. Here we use the term “ad-hoc” implicature as a de-
scriptive term and remain agnostic with respect to the reality of this
distinction.
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ing. For example, when they saw a girl who has two out of
four (some but not all) of the socks and another girl who has
three out of three (all) of the soccer balls, and heard “... the
girl who has some of the soc...,” unlike adults, children did
not look more toward the girl with socks until they heard the
disambiguating word “socks.” Children might have struggled
with SI computation from the lack of access to lexical scales
(some-all), and the time constraint to process implicatures (in
less than one second). Our current work uses a similar but
simpler paradigm that tests children’s inference of implica-
tures given scales that are set up contextually.

Thus, in addition to replicating previous research on ad-
hoc implicatures in the online processing context, we are able
to pursue two goals: measure the time-course of ad-hoc prag-
matic inference; and identify potential factors that contribute
to the developmental differences in implicature computation
performance. In Experiment 1, we measure implicature per-
formance across a wide developmental range; in Experiment
2, we examine the contribution of contrastive intonation on
performance for a subset of age groups. Our findings suggest
that young children are able to spontaneously generate im-
plicature inferences when contextual support is present, even
though these inferences are slower and harder to make than
interpretations of semantically unambiguous utterances.

Experiment 1
Method
Participants Parents and their 2- to 5-year-old children vis-
iting Children’s Discovery Museum in San Jose, CA, were in-
vited to participate in a short video study. The current sample
comprised of children who were exposed to English at least
75% of the time as indicated by their parents. In addition,
individual trials with more than 50% missing gaze data were
excluded from analysis, and only participants who completed
at least half of the trials according to this criterion were in-
cluded in the analysis. These exclusion criteria led to a final
sample of 108 (out of 113 participants): 24 2-year-olds (M =
2:6, range 2;1–2;11, 10 girls), 28 3-year-olds (M = 3;5, range
3;1–3;11, 19 girls), 24 4-year-olds (M = 4;6, range 4;1–4;11,
13 girls), 32 5-year-olds (M = 5;4, range 5;1–5;9, 9 girls).
Children were given a sticker for participating in the study.
We also tested fourteen adult participants, undergraduate stu-
dents recruited through Stanford Psychology credit pool.

Stimuli and Design On each trial, participants saw two im-
ages: a target and distractor, which could either be an item
with a single feature (e.g., a plate with only a carrot or only
a banana), or an item with double features (e.g., a plate with
a carrot and a banana). Each trial contained three phases: in
the initial phase (8.5 seconds), two images were presented
in silence for two seconds, then a pre-recorded voice said a
sentence (e.g., “Look at these plates. Elmo’s plate has a car-
rot.”). Then, in the anticipatory phase (1.5 seconds), a chime
sound played to induce participants’ anticipatory gaze. In the
following feedback phase (1.5 seconds), a character appeared
next to the target with an amusing sound effect. This outcome

served to keep the task engaging for participants.
There were three types of test trials (pictured in Figure 1,

bottom). In inference trials, the target item had a single fea-
ture (e.g., a carrot), and the distractor item had two features,
one that was common with the target (e.g., a carrot) and the
other feature that was unique (e.g., a banana). The test sen-
tence named the feature that was common to the target and
distractor. Thus, if participants understood that “Elmo’s plate
has a carrot” implicates “Elmo’s plate has a carrot but not a
banana,” given the context, they should look more toward the
target than the distractor, but otherwise look equally to both.

There were two additional trial types, with semantically
unambiguous targets: Control-double trials looked identical
to inference trials, but the target and distractor were switched,
such that the double-feature item was the target and the
single-feature item was the distractor, and the test sentence
named the unique feature on the target. Control-single trials
presented two items that each had a unique single feature, and
either could be the target. Children saw 4 inference, 4 control-
double, and 4 control-single trials; adults saw 6 inference, 6
control-double, and 12 control-single trials.

There were six sets of item and feature types, and the fea-
tures were named with nouns found on the MacArthur-Bates
Communicative Development Inventory word list (Fenson et
al., 1994). Two orders of the test trials were created, such
that trial types and item types were counterbalanced and trial
order was pseudo-randomized across the two orders.

Procedure Participants sat in a booster seat, approx. 60 cm
away from the monitor of an SMI RED 120 Hz binocular re-
mote eye-tracker. Participants were introduced to the task as
watching a short video. The video began with a short Elmo
video clip that lasted for 1-2 minutes, during which any nec-
essary adjustments to the eye-tracker and participants’ chair
positions were made. The eye-tracker was then calibrated
using a 2-point calibration and validation of the calibration
points. Then participants were introduced to Sesame Street
characters and told ‘Today, [they] will show us lots of fun
things. Are you ready? Let’s go!’ Following the introduction,
participants saw two gaze-contingent practice trials, with un-
ambiguous targets that differed from the test items. Then chil-
dren watched 16 test trials and adults watched 24 test trials,
as well as 4 filler photos of children playing and 2 Elmo video
clips, presented at a pseudo-random points between test trials.
The video lasted approximately 8 minutes.

Results and Discussion
Participants of all ages looked to the targets in both control-
double and control-single trials reliably above chance (50%;
Figure 1). There were age differences in the speed of looking
at the target and the proportion of correct looking across both
control trial types.

For inference trials, children of 4 years and above robustly
looked to inferential targets (for 4-year-olds: t(23) = 2.74,
p = .01). For example, upon hearing “Bert’s plate has a car-
rot,” older children identified the plate with only a carrot as
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Figure 1: Proportion of 2- to 5-year-old children and adults looking to the target image as the utterance unfolds. Time 0
represents the target word onset. Proportion correct looking is defined by looks to the target divided by the total looks to both
the target and the distractor. Bottom panels show example stimuli from each condition; the named character emerged at the end
of the trial to mark the correct target.

the referent rather than the plate with a carrot and a banana,
replicating Stiller et al. (2014)’s findings of ad-hoc impli-
cature (though that study found successes in 3.5–4-year-old
children as well). Although previous studies are not directly
comparable due to low-level differences in the task and ma-
terials, our finding is consistent with the hypothesis that chil-
dren’s inferential ability might have been obscured in previ-
ous SI tasks due to the unavailability of lexical alternatives
(e.g. “all” given “some”; Barner et al., 2011).

We additionally observed an unpredicted trend in two-year-
olds’ behavior: they did not disengage from distractors rela-
tive to their baseline bias prior to hearing the target word, and
were marginally below chance in their overall performance
(t(23) = 1.93, p = .07). We return to this pattern in the Gen-
eral Discussion and speculate about the sources for the ob-
served developmental changes.

We fit a linear mixed-effects model2 to measure the effects
of trial type and age on the proportion of children looking to
the target between 1 and 4s after noun onset (Table 1). We
selected this time window because participants would have
to wait until the end of target noun (0.8 seconds on average)
to know they should switch to the inferential target, given
the absence of a disambiguating continuation (e.g., “Elmo’s
plate has a carrot and banana.”). Results of the mixed-effects
model indicate significant main effects of trial type and age:
participants looked to the target significantly less in inference
trials compared to control-single trials, and across all trial

2All mixed-effects models were run using the lme4 package, ver-
sion 1.1-7. The random effects structure for this model was as fol-
lows: (trial type | subid) + (age + trial type | item).

Table 1: Coefficient estimates from mixed-effects models
predicting proportion of looks to target in Experiment 1.

Predictor Value (SE) t-value
Intercept (Control-single) .60 (.05) 12.22
Age .04 (.01) 3.21
Control-double .10 (.06) 1.78
Inference -.24 (.07) -3.69
Age × Control-double -.02 (.01) -1.17
Age × Inference .01 (.02) .87

types, participants’ looking to target increased with age.
We next analyzed participants’ reaction times (Fernald,

Zangl, Portillo, & Marchman, 2008). We selected trials on
which participants were looking at the distractor at the point
of disambiguation, and measured the average length of time
prior to a shift to the target. Looks to the target were slower
in inference trials compared to both control trial types across
all age groups (Figure 2). We next fit a linear mixed-effects
model with the same structure as the previous analysis, but
predicting reaction time rather than accuracy. This model
again showed significant main effects of trial type (β = .109,
p < .001) and age (β = .341, p < .001) on the average RT,
with no interaction (largest β = .02, p > .24). Inference tri-
als were generally slower compared to unambiguous control
trials, regardless of the participants’ age.
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Figure 2: Average reaction times for first switches to target in
trials in which participants were looking at the distractor (and
not the target) at the target word onset. Error bars indicate
95% confidence intervals.

Experiment 2
In Experiment 1, we found that 4- and 5-year-olds looked
more at the target of simple ad-hoc implicatures, but younger
children did not show the same effect. In Experiment 2, we
explored whether prosodic stress could improve children’s
performance. Contrastive stress—a change in pitch, charac-
terized by an initial drop followed by a rise—is a signal of
the contrast between possible referents and can facilitate pro-
cessing of simple references for adults (Ito & Speer, 2008).

For children, evidence of the use of contrastive stress is
more mixed (Cutler & Swinney, 1987). Two recent papers
found evidence for sensitivity to contrastive stress in 6-year-
olds (Sekerina & Trueswell, 2012; Ito, Jincho, Minai, Ya-
mane, & Mazuka, 2012), but both of these studies found
that processing was relatively slow and only present in cases
where contrast was highly supported by the discourse con-
text. On the other hand, Kurumada (2014) found that younger
preschoolers could make use of contrastive stress on a simple
forced-choice task. Children saw a picture of a zebra and a
picture of an okapi (an animal that resembles a zebra); when
they heard “It LOOKS like a zebra” with contrastive stress
on the word “looks,” children reliably chose the picture of the
okapi, if they heard the same speaker use simpler sentences
(e.g., “It’s a zebra”) to refer to unambiguous targets. Thus,
the evidence is mixed on whether preschoolers are sensitive
to contrastive focus as a cue for reference resolution.

In the current experiment, we investigate whether a con-
trastive stress on the final noun (e.g., “Elmo’s plate has a
CARROT”) in the inference trials would assist children in
identifying the pragmatically-correct referent.

Method
Participants Participants were recruited as in Experiment
1. For Experiment 2, we focused on 3- and 4-year-olds. Out
of 57 initial participants, the final sample was chosen based
on the same criteria as Experiment 1, and consisted of 17 3-
year-olds (8 girls), and 31 4-year-olds (18 girls).

Stimuli, Design, and Procedure The stimuli, design and
procedure were identical to Experiment 1, except for one
change: Target nouns in inference trials were produced with
contrastive stress (low-high-low pitch accent and longer du-
ration, 1.2 seconds on average). Based on previous find-
ings that children identify contrastive prosody based on the
norms set within an experiment (Kurumada, 2014), we in-
cluded prosodic cues only on inference trials.

Results and Discussion
A linear mixed-effects model predicting accuracy based on
age and trial type in Experiment 2, as in Experiment 1,
showed a significant main effect of trial type (β =−.216, p <
.001), such that looking at target was lower in inference trials
than in control trials. There was no significant main effect of
age or interaction between age and trial type (largest β = .05,
p > .18), though t-tests indicated that 4-year-olds looked re-
liably more than chance to inferential targets (t(30) = 5.34,
p < .001), while 3-year-olds did not (t(16) = 1.60, p = .13).
A linear mixed-effects model looking at the reaction times of
making first switch from distractors to targets as in Experi-
ment 1, found a significant main effect of trial type (β = .109,
p < .001) on the average RT, with no interaction (β = .369,
p < .003). Thus, looking at inferential targets was slower
and overall lower compared to unambiguous targets, but was
above chance (for 4-year-olds), consistent with what was ob-
served in Experiment 1.

To determine the effect of prosodic cues on children’s in-
ferential processing, we compared looking at targets across
both Experiment 1 and 2 for inference trials (Figure 3). Chil-
dren’s looking toward inferential targets increased slightly
Experiment 2, especially towards the end of trials. We con-
ducted a post-hoc analysis in which we split trials into an
early and late period (Figure 4). In the late window, both
3- and 4-year-olds looked at the correct inferential target
above chance for Experiment 2 (3-year-olds: t(16) = 2.47,
p < .03). In contrast, 3-year-olds in Experiment 1 were
not above chance in either window (largest t(27) = 1.49,
p = .15). Nevertheless, these two groups did not differ from
one another. We fit a linear mixed-effects model for inference
trial accuracy with experiment and age as predictors and did
not find any interactions (largest β = .07, p > .27). Thus, al-
though there was a numerical advantage for both age groups
in inference trials in Experiment 2, this advantage was not
statistically reliable.

Overall, we found a hint of successful implicature com-
putation for the three-year-olds in Experiment 2, but we in-
terpret this result with caution given the lack of a significant
difference between the two experiments. Nevertheless, these
findings may suggest some congruence with the results of
Stiller et al. (2014). In that study, 3.5-year-olds succeeded
at above-chance levels in resolving ad-hoc implicatures, but
the referring expressions were produced naturalistically by an
experimenter and may have contained some contrastive stress
on the target noun.
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General Discussion

Are young children able to make pragmatic inferences in on-
line language processing? The current work looked at chil-
dren’s understanding of ad-hoc (contextually-based) implica-
tures using an eye-tracking paradigm, and found that adults
and older preschoolers showed robust looking toward infer-
ential targets, although at slower and overall lower rates com-
pared with semantically unambiguous targets. On the other
hand, younger children did not show successful implicature
computation within the time windows we examined. In a sec-
ond experiment we found a limited boost in performance for
the use of contrastive stress (consistent with other literature
on the lack of sensitivity to prosodic cues for preschoolers).
Nevertheless, 3-year-olds in this experiment did show some
signs of above-chance performance, though they did not dif-
fer significantly from 3-year-olds in Experiment 1.

Our findings are broadly convergent with previous behav-
ioral work on this topic (Stiller et al., 2014), suggesting that
the ability to make ad-hoc implicatures is fragile but mea-
surable in 3-year-olds (with contrastive prosody) and more
robust with 4-year-olds. Nevertheless, accuracy in the two
paradigms differed: The rate of looking to the inferential tar-
get was overall lower in the current study than the accuracy
rates in Stiller et al. (2014), even though the current paradigm
was simpler (with two referent choices instead of three). This
difference is plausibly due to the difference between eye-
tracking and multi-alternative forced-choice paradigms: in
particular, accuracy in our paradigm reflects graded patterns
of looking across targets rather than a single forced-choice
judgment.

One unpredicted and intriguing—albeit tentative—finding
was that 2-year-olds not only did not look at the correct in-
ferential target, but seemed to look if anything more toward
the distractor. A potential explanation for this pattern comes
from the inhibitory demands of our task. The two items in
inference trials differed in salience: Since the distractor item
contained an extra referent (e.g., a carrot and a banana), it was
likely to be more salient. Supporting this idea, looking to the
two-referent item was greater than chance during the baseline
period of each trial. Perhaps 2- and 3-year-olds had difficulty
disengaging from this more salient (and logically possible)
distractor item in favor of the inferentially-correct target item.
Inhibitory control is difficult for children and continues to de-
velop throughout the period we studied here (e.g., Davidson,
Amso, Anderson, & Diamond, 2006). In addition, several re-
cent studies suggest that inhibitory control might affect word
recognition in similar eye-tracking paradigms (Yurovsky &
Frank, 2014; Nordmeyer & Frank, 2013). Future work should
thus address this possibility by explicitly manipulating the
salience of potential pragmatic targets.

Our findings are consistent with previous claims that chil-
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dren’s difficulties with SI are caused by their lack of access
to linguistic scales (e.g., some-all; Barner et al., 2011). Since
our paradigm featured pictures of all the possible referents,
the demands of generating scalar alternatives were reduced.
This aspect of the study also probably led to the relatively
faster generation of implicatures than has been found in pre-
vious processing studies. It has previously been suggested
that children are not able to compute SIs in a timely way dur-
ing online language comprehension (e.g., Huang & Snedeker,
2009). The current work suggests another possibility: im-
plicature computation may indeed be delayed compared to
interpretations of unambiguous utterances, even for adults.
However, with contextual access to scales relevant to implica-
ture computation, children can generate implicatures quickly
enough for them to be relevant to ongoing conversation.

Even young children are sensitive to the communicative in-
tentions behind utterances they hear (Clark, 2009; Baldwin,
1993). Our work adds to the body of evidence suggesting that
by preschool age they are able to generate sophisticated prag-
matic implicatures as well, even though these inferences are
easily masked by other processing demands of specific con-
texts and situations. Overall, our current work takes one step
further towards reconciling children’s early-emerging com-
municative abilities with the complex pattern of successes
and failures that they show in Gricean pragmatics.
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Abstract 

An understanding of human collaboration requires a level of 
analysis that concentrates on sensorimotor behaviors in which the 
behaviors of social partners continually adjust to and influence 
each other. A suite of individual differences in partners’ ability to 
both read the social cues of others and to send effective behavioral 
cues to others create dyad differences in joint attention and joint 
action. The present paper shows that infant and dyad differences 
in hand-eye coordination predict dyad differences in joint 
attention. In the study reported here, 51 toddlers and their parents 
wore head-mounted eye-trackers as they played together with 
objects.  This method allowed us to track the gaze direction of 
each participant to determine when they attended to the same 
object. We found that physically active toddlers align their 
looking behavior with their parent, and achieve a high proportion 
of time spent jointly attending to the same object in toy play. 
However, joint attention bouts in toy play don’t depend on gaze 
following but rather on the coordination of gaze with hand actions 
on objects. Both infants and parents attend to their partner’s 
object manipulations and in so doing fixate the object visually 
attended by their partner. Thus, the present results provide 
evidence for another pathway to joint attention – hand following 
instead of gaze following. Moreover, dyad differences in joint 
attention are associated with dyad differences in hand following, 
and specifically parents’ and infants’ manual activities on objects 
and the within- and between-partner coordination of hands and 
eyes during parent-infant interactions. In particular, infants’ 
manual actions on objects play a critical role in organizing parent-
infant joint attention to an object.  

Keywords: joint attention, eye tracking, perception and action 

Introduction 
Everyday human collaborative behavior, from maintaining 

a conversation to jointly solving a physical problem, seems 
so effortless that we often notice it only when it goes awry 
(Shockley, Richardson, & Dale, 2009). Many contemporary 
theories of social interaction, collaboration, and joint 
attention concentrate on internal representations and 
inferences from those representations For example, one 
common psychological explanation of how we manage to 
(typically) work so well together is called “mind-reading” 
(Baron-Cohen, 1997). The idea is that we form models of and 
make inferences about the internal states of others; for 
example, along the lines of “He is looking at the object and 
so must want me to pick that up.” However, it is not at all 
clear that such mental models about the states of others – and 
inferences from such internal representations – can explain 
the real-time smooth fluidity of such collaborative behaviors 
as everyday conversation or joint action depends on 
coordinated adjustments on the time scales of fractions of 
seconds. Accordingly, there is growing interest (de Barbaro, 

Johnson, Forster, & Deak, 2013; Hasson, Ghazanfar, 
Galantucci, Garrod, & Keysers, 2012; Pereira, Smith, & Yu, 
2008; Richardson, Dale, & Tomlinson, 2009; Shockley, 
Santana, & Fowler, 2003) in more micro-analytic studies of 
just what happens – in real time – as individual agents 
interact. These new approaches concentrate on the real-time 
dynamics of the behaviors of collaborating social partners – 
rapid shifts of eye movements, head turns, and hand gestures 
– and how they co-organize across partners in an interaction. 
Within these newer approaches, an understanding of human 
collaboration requires a level of analysis that concentrates on 
sensorimotor behaviors in a complex dynamical system in 
which the behaviors of social partners continually adjust to 
and influence each other. 

Here we focus on momentary looking behavior in 
coordination with hand actions.  Eye gaze is a micro-behavior 
tightly tied to one’s internal attentional state (Baron-Cohen, 
1997; Frischen, Bayliss, & Tipper, 2007) and used by 
partners in social interactions to establish common ground 
and smooth social engagements (Argyle, 2007). The 
importance of gaze following to developmental process is 
well documented: individual differences in infants’ and 
children’s ability to coordinate visual attention with a social 
partner is correlated with individual differences in language, 
social, and cognitive development (Brooks & Meltzoff, 2005; 
Mundy & Gomes, 1998). Considerable research also suggests 
that both adults and infants are highly attentive to 
instrumental hand actions of their social partners (Land & 
Hayhoe, 2001).  We know less about how attention to hands 
may interact with gaze following. 

The present study tests the hypothesis that infant’s success 
in visually attending to the same object with their parent 
depends on hand-eye coordination within the infant and 
between the infant and parent. The hypothesis was suggested 
by the results from a prior study of how parents and 12-month 
old infants coordinate visual attention (Yu & Smith, 2013). 
In that study, parents and infants played with multiple toys at 
a time while both of them wore head-mounted eye tracking 
systems that measured the momentary gaze of each partner 
and provided a precise measure of the coordination of visual 
attention. Consistent with findings from a growing number of 
studies (Aslin, 2009; Deák, Krasno, Triesch, Lewis, & 
Sepeta, 2014; Franchak, Kretch, Soska, & Adolph, 2011; 
Frank, Vul, & Saxe, 2012; Yoshida & Smith, 2008), the 
fixation data indicated that in this active context, infants 
rarely looked to their parent’s face, a fact that precludes gaze 
following by the infant as a contributing factor to joint 
attention. Further, the dynamics of parent and infant attention 
to objects during the interaction were very different: parents 
rapidly shifted eye gaze among all the visual targets while 
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infants generated longer and stickier looks on objects (Smith, 
Yu, & Pereira, 2011; Yu & Smith, 2012). Despite these 
differences in gaze patterns, parents’ and infants’ visual 
attention was often coordinated such that they were fixated 
on the same object at the same time. Moreover, the two 
partners appeared to shift attention to an object nearly in 
unison suggesting between-partner coordination at the 
sensorimotor level.  The gaze pattern from both partners 
indicated that joint attention moments were often formed by 
one partner handling an object and the other looking to those 
hand actions. 

In the present paper, we used a method similar to that in the 
previous dual eye-tracking study of 12 month olds and their 
parents (Yu &Smith, 2013). However, here we collected a 
larger sample; the infant participants ranged in age from 11 
to 24 months in an effort to capture individual differences in 
object manipulation and socially-coordinated visual 
attention. We focused on the second year of life because past 
research suggests that during this age period, infants become 
increasingly active and autonomous and individual 
differences in motor behavior and joint attention become 
noticeable (Landa, Gross, Stuart, & Faherty, 2013). 

 
Method 

Participants. The final sample consisted of 51 (24 male 
infants) parent-infant dyads with the infants ranging in age 
from 11 to 24 months (mean = 17.92, SD= 4.15); 14 
additional dyads began the study but the infants refused to 
wear the measuring equipment. The children were recruited 
from a population of working and middle class families in a 
Midwestern town.  
Stimuli. There were 6 unique novel “toys” constructed in the 
laboratory and pilot-tested to be interesting and engaging to 
infants. Each novel toy was a complex object made from 
multiple and often moveable parts and were of similar size, 
on average, 288 cm3. These were organized into two sets of 
three so that each object in the set had a unique uniform color.   
Experimental setup. Parents and toddlers sat across from 
each other at a small table (61cm × 91cm × 64cm).  Parents 
sat on the floor such that their eyes and heads were at 
approximately the same distance from the tabletop as those 
of the toddlers, a posture that parents reported to be natural 
and comfortable. Both participants wore head-mounted eye 
trackers (positive science, LLC; also see Franchak et al., 
2011). Each eye-tracking system includes an infrared camera 
– mounted on the head and pointed to the right eye of the 
participant – that records eye images, and a scene camera that 
captures the events from the participant’s perspective. The 
scene camera’s visual field is 90 degrees, providing a broad 
view but one less than the full visual field --approximately 
170o (Smith, Yu, Yoshida, & Fausey, 2014). Each eye 
tracking system recorded both the egocentric-view video and 
eye-in-head position (x and y) in the captured scene at a 
sampling rate of 30 Hz. Another high-resolution camera 
(recording rate 30 frames per sec) was mounted above the 
table and provided a bird’s eye view that was independent of 
participants’ movements.  

Procedure.  One experimenter played with the infant while 
another experimenter placed the eye-tracking gear low on the 
forehead at a moment when the infant was engaged with the 
toy.  To collect calibration points for eye tracking, the 
experimenter directed the infant’s attention toward an 
attractive toy. This procedure was repeated 15 times with the 
toy placed in various locations on the tabletop to ensure a 
sufficient number of calibration points. To calibrate the 
parent’s eye tracker, the experimenter asked the parent to 
look at one of the objects on the table, placed close to the 
toddler, and then repeated the same procedure to obtain at 
least 15 calibration points from the parent. Parents were told 
that the goal of the experiment was to study how parents and 
toddlers interacted with objects during play and therefore 
they were asked to engage their toddlers with the toys and to 
do so as naturally as possible. Each of the two sets of toys 
was played with twice for 1.5 min, resulting in 6 minutes of 
play data from each dyad. Order of sets (ABAB or BABA) 
was counterbalanced across dyads. 
Data processing.  Four regions-of-interest (ROIs) were 
defined: the three toy objects and the partner’s face. These 
ROIs were coded manually by a coder who watched the first-
person view video with a cross-hair indicating gaze direction, 
frame-by-frame, and annotated when the cross-hairs 
overlapped any portion of the four ROIs. Thus, each dyad 
provided two gaze data streams containing four ROIs (3 
objects, partner’s face) as shown in Figure 1. The second 
coder independently coded a randomly selected 10% of the 
frames with 95% agreement. Also shown in Figure 1 is a 
measure of sustained joint attention that will be described in 
detail in the following section.  

Results 
Individual gaze patterns and joint attention 

Figure 1 shows a representative example of the raw 
gaze data streams for one dyad and Table 1 provides the 
summary statistics of several measures of infant and parent 
fixations for the entire sample, including overall looks, looks 
to faces and looks to objects. For each type of looking 
behaviors, we report three measures: 1) percentage of total 
looking time to ROIs, 2) frequency with which these looks 
were formed (in rate/min), and 3) mean duration of looks (in 
sec). For all measures, correlations with age were small and 

Figure 1. An overview of raw and derived data. Top:  two gaze 
data streams from child and parent include four regions of interest 
– three toy objects and the partner’s face. Bottom: Sustained 
visual attention (highlighted by dotted lines) is derived based on 
child’s and parent’s gaze data. 
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not significant, with one exception (proportion of time infants 
looked at the ROIs versus “off-task”), the lack of an overall 
age effects is consistent with a period of rapid developmental 
change in which individuals progress at different rates and 
thus a period of marked individual differences (see, Smith, 
Yu & Pereira, 2011; Yu & Smith, 2012, 2013).  However 
infants and their parents differed considerably and reliably on 
all measures:  Infants and parents spent a high proportion of 
time fixating the ROIs but parents spent more total time 
overall than infants (Mparent=82.58%, Minfant=75.76%) and 
exhibited more attentional switches between objects and 
faces (Mparent=61.29 switches per min, switches per minute) 
than infants (Minfant=25.46). Infants, in contrast, had longer 
unbroken fixations on the ROIs than did the parents 
(Mparent=806ms, Minfant=1825ms), showing the “stickiness” 
often observed in infant and toddler attention during object 
play (Kannass, Oakes, & Shaddy, 2006; Yu & Smith, 2013). 
Finally and consistent with past findings (Yu & Smith, 2013), 
infants rarely looked to their parents’ face during the play 
session (Mparent=34.03%, Minfant=11.61%).  
We used the method developed by Yu & Smith (2013) to find 
joint attention episodes.  We first determined –frame by 
frame – the frames in which parents and infants fixated on the 
same ROI. Meaningful shared attention should last some 
amount of time longer than a frame (33msec) but might also 

include very brief looks elsewhere.  Therefore, a joint 
attention (JA) bout was defined as a continuous alignment of 
parent’s and toddler’s fixation to the same ROI that lasted 
longer than 500 msec and included segments of fixations that 
were to the same object but separated by brief looks away by 
one partner of no longer than 300 msec. Examples of the so-
defined joint attention bouts from one dyad’s gaze streams 
are shown in Figure 1.  

Column 1 of Table 2 summarizes a set of statistics on 
joint attention measures across the whole sample: the 
percentage of overall time in joint attention to any ROI, the 
frequency with which joint attention bouts were formed (in 
rate/min), and the mean duration of these bouts (in sec). 
These same statistics are provided for the two subcomponents 
of overall joint attention – mutual gaze and joint attention to 
an object.   Overall, parents and toddlers looked at the same 
object at the same time over 34.72% of the play session; 
however, there were substantial dyad differences -- joint 
attention episodes varied from near 14% to over 63% of the 
play session.  

As a first indicator of the potential importance of hand 
actions, across dyads, 82.34% of joint attention moments on 
a visual object, the target object was manually contacted by 
at least one partner. In contrast, the percentage time in which 
an object was being manually contacted by one partner in 
non-joint attention moments was only 43.67% (t(100)=29.40, 
p<0.001, d=6.07). Moreover, infants were holding the jointly 
attended object 45.23% of time (SD=5.63%) and parents 
were holding the jointly attended object 37.72% of time 
(SD=5.81%). In brief, the target object was always in one of 
the social partners’ hands at JA moments; and during those 
moments, infants held it more than parents did (t(100)=5.85, 
p<0.001, d=1.17).   
6 

Low and High JA groups  
We partitioned the dyads into those with high and low 

incidence of JA bouts using a median split of the overall 
percentage of joint attention time.  Columns 3 and 4 of Table 
2 provide the statistics for the two defined groups for the 
measures of percentage of JA time, frequency of JA bouts 
and duration of JA bouts. Because the two groups were 
defined by the overall percentage of time in joint attention, 
the expectation is that they would differ on all the 
components contributing to this overall measure. As shown 
in column 5 of Table 2, this is generally true with the 
exception of measures of mutual gaze, a low frequency 
behavior in the present study, and one that at least in the 
context of active toy play may not be linked to the likelihood 
of joint attention (see also Yu & Smith, 2013). High and Low 
JA dyads also did not differ in the frequency with which 
parents looked to infant faces, Mhigh=22.77, Mlow=20.23, 
t(49) < 1.00, nor in the frequency with which infants looked 
to parent faces, Mhigh=4.56, Mlow=4.94, t(49) < 1.00. The 
High JA infants were older than the Low JA infants but the 
difference was not reliable; the mean age of the High JA 
infants was 18.78 months (SD = 4.24) and the mean of the 
Low JA infants was 19.8 months (SD=3.91), t(49) = 1.61, 

Table 1. Parent and infant differences in fixations on the defined 
ROIs: the three objects and each other’s face.  
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p=.113.  Thus, neither age nor gaze following seems to be a 
determining factor of individual differences in joint attention.  

The next set of analyses speak directly to the hypothesis 
that dyad differences in joint attention are related to within- 
and between-partner hand-eye coordination. By hypothesis, 
object manipulation matters in establishing joint attention 
because partners look to their own hand actions on objects 
and to the hand actions of their partner. To test this 
hypothesis, we measured the proportion of total play time that 
gaze was fixated on a hand-held object. Hand-eye 
coordination was measured by combining gaze and hand 
streams, frame by frame, to determine whether the visually 
attended object at a moment was manually handled by a 
partner. With gaze and hand streams from both partners, this 
yielded four measures: infant hand-eye coordination, parent 
hand-eye coordination, infant eye to parent hand, and parent 
eye to infant hand.  Figure 2 shows the main results.  

Consider first the case in Figure 2(a) which coincides with 
a hand-following path to joint attention: the infant was 
handling an object and the parent was not touching any 
object. High and Low JA infants differed in the degree to 

which they looked at the own manual actions on objects, with 
high JA infants looking at their own object handling more 
than Low JA infants. High and Low JA parents also differed, 
with High JA parents being more attentive to the hand actions 
of their infants than Low JA parents.  These conclusions were 
confirmed via a 2 (JA group) X 2 (Participant) analysis of 
looking behavior for the cases when the (only) infant was 
handling an object. The analysis revealed only two main 
effects – Low versus High JA, F(1,98) = 12.11, p<0.001, ηp

2 
= 0.08, and Parent versus Infant, F(1,98)=18.37, p<0.001, ηp

2 
= 0.16.  Across both groups, infants looked at their own hand 
actions more than did their parents, but High JA infants and 
High JA parents looked more at the object handled by infant 
self, than did Low JA infants and Low JA parents.  These 
findings provide support for the main hypotheses from the 
infant side of manual actions:  Infants who are more likely to 
achieve joint attention bouts with their parents not only 
manually act on objects more, but they also look more to their 
own hand actions. Moreover, they have parents who visually 
follow the hand actions from those infants to an object more 
than the parents of Low JA infants.   

Figure 2(b) reports the patterns for another hand-
following path to joint attention when the parents were in 
manual contact with an object (and the infants were not).  A 
2 (high vs. low JA group) x 2 (parent gaze vs. child gaze) 
analysis of variance was conducted with no significant main 
effects or interactions found (Fgroup(1,98)=3.56,p=0.06; 
Fagent(1,98) = 0.17,p=0.67, n.s.; Finteraction(1,98)=0.11,p=0.73, 
n.s.). This indicates that both parents’ and toddlers’ attention 
to what the parent held was not related to whether they had 
more or fewer joint attention bouts. Overall, the results from 
the first two cases – infant holding and parent holding -- 
suggest that dyad differences derive from differences in 
infant hand actions on objects and from parent visual 
responses to those hand actions from infants.  That is, the 

 

Table 2. Measures of Joint Attention Low and High Joint 
Attention (JA) Dyads.  

Figure 2. The proportion of total time child and parent visually 
fixate the target object, when the child is handling the target and 
the parent is not manually in contact with an object (A), when the 
parent is handling the target object the child is not handling any  
object (B), when the child is handling the target and the parent is 
handling another object (C); and when the parent is handling the 
target and the child is handling another object (D).  

2766



principal individual differences appear due to differences in 
the pathway through child holding and parent following. 
Figure 2(c) and (d) show the findings from the more 
complicated case in which the infant and parent are each 
holding different objects: To which object do the partners’ 
look? For the objects held by the infant, a 2 (JA group) x 2 
(Participant – parent/infant) ANOVA indicated a main effect 
of JA group (F(1,98) = 6.87, p<0.01, ηp

2 = 0.08), and 
participant (F(1,98)=15.74, p<0.001, ηp

2 = 0.14), but no 
interaction (F(1,98) = 0.09, p=0.75, n.s.). High JA parents 
and infants paid more attention to the objects being handled 
by the infant than did Low JA parents and infants. The same 
analyses with respect to the object handled by the parent 
revealed only a significant effect of JA group (F(1,98) = 
10.48, p<0.005,ηp

2 = 0.11) with parents and infants in the 
High JA dyads attending more to the objects handled by the 
parent than did Low JA infants and parents.  There was no 
difference between parent and infant looking to parent hands, 
nor the interaction between the two main factors (F(1,98) 
=1.13, p=0.29,n.s.; Finteraction(1,98)=0.51, p = 0.47, n.s.).  
Thus, in the context when the two partners present multiple 
competing objects in play, High JA infants and parents 
manage to find a joint solution to selecting an object for 
attention and attend to the object held by either partner more 
than do Low JA infants and parents.  

These results provide clear support for the hypothesized 
role of hand following in parent-infant joint attention and a 
source of individual differences in the development of joint 
attention in the second year of life.  More specifically, High 
and Low JA dyads are distinguished by infant manual 
activity, infant attention to their own hand actions, parent 
attention to infant hand actions, and the joint resolution of 
competition when the two partners are holding different 
objects.  

General Discussion  
The period between 1 and 2 years of age is a time of 

rapidly emerging motor, attentional and social skills.  
Consistent with periods of significant developmental changes 
(Thelen & Smith, 1994), the observed dyad differences in 
joint attention were larger than age differences. Further, 
during this period of development and in the context of joint 
play with multiple toys, success in joint attention was 
differentially predicted by different behaviors for infants and 
parents.  The infant behavior most strongly associated with 
dyad success in joint attention was coordination of eyes and 
hands when handling an object. The parent behavior most 
critical to joint attention was attention to the infant’s hand 
actions.  Further, parent attention to the infant’s hands was 
strongly correlated with infant hand-eye coordination during 
object manipulations. This last fact suggests that parents 
whose infants were more coordinated attended to their 
infant’s hand actions more than parents whose infants were 
less coordinated and thus whose hand actions were less 
predictive of the infant’s looking behavior. The importance 
of the result is this: For parents to effectively follow their 
infant’s attention, infants must send readable signals; for the 
hand-following path, that signal requires coordinated hands 

and eyes so that the easy-to-see hand location can reliably 
signal looking behavior.  The finding that individual 
differences in joint attention were due principally to the path 
of infant acting and parent following rather than the path of 
parent acting and infant following aligns with a large 
literature on parental responsiveness and the positive effects 
of parents following on the infant’s interests in several 
developmental domains (Bornstein & Tamis-LeMonda, 
1989). Within this context, the present results also highlight 
the critical importance of the infant’s developing 
sensorimotor system in providing readable cues that parents 
can follow.  

A larger idea behind this research is that the sensorimotor 
coordination of parents and infants as they jointly interact 
with objects teaches infants how to rapidly read and respond 
appropriately to social signals, and how to use their own 
behavior to send signals to their parent.  Because hand actions 
on objects provide precise and readily perceived cues as to 
the target of interest, hand actions –and attentional responses 
to hand actions – may play a critical role in training more 
precise gaze following (Ullman, Harari, & Dorfman, 2012).   
By hypothesis, parents who effectively scaffold joint 
attention with their infants during object play provide the 
kind of coherent context in which the relevant signals and 
behavioral responses to those signals are discovered.  Thus, 
parent-infant dyads who for whatever reason have difficultly 
coordinating attention in object play may put the infant at risk 
for poorer developmental outcomes. If, as the present results 
imply, weaker hand-eye coordination on the part of the infant, 
limits parent ability to effectively scaffold joint attention, 
then poor hand-eye coordination could cascade into longer 
term consequences in social development and language 
learning.  

The present proposal about the role of object 
manipulation and eye-hand coordination in joint attention are 
also relevant to the well-documented but not well-understood 
link between atypical sensorimotor development and atypical 
social and language development.  More specifically, infants 
at risk for significant delays in social and language 
development have been reported to show atypical patterns of 
early sensorimotor development include delayed and unusual 
manual interactions with objects (Baranek, 1999; Koterba, 
Leezenbaum, & Iverson, 2014; Provost, Lopez, & Heimerl, 
2007). If this current proposal is correct – that the infant’s 
own object manipulation skills are a limiting factor in 
developing social interactions. Thus, the present findings 
suggest one route through which atypical sensorimotor 
development may impact social development and joint 
attention. In addition, the present findings offer new and 
testable hypotheses about how the development of socially 
coordinated attention is supported by – as well as supports – 
other developmental achievements.  
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Abstract 

Research has shown that after observing a sequence of 

object-related actions, young children sometimes imitate the 

goal-directed aspects of the actions only, but other times faithfully 

imitate all aspects of the actions. In this study we explore whether 

this mixture of goal-directed and faithful imitation is based in part 

on individual differences between children. Forty-eight 2-year-old 

children (mean age = 26 months) completed a series of imitation 

tasks. Results revealed stable individual differences in children’s 

imitation—measurements of their imitative behavior correlated 

both within and between different types of imitation tasks. We 

further used Principle Component Analyses to cluster these 

correlated measurements into two factors, and the two factors 

aligned well with the concepts of goal-directed and faithful 

imitation. 

Keywords: goal-directed imitation; faithful imitation; 
individual differences; social cognition; Principle Component 
Analysis. 

Introduction 

Imitation is a powerful form of children’s learning, and it is 

vital to the development of abilities ranging from language 

to social skills. Developmental research on children’s 

imitative behavior has documented two seemingly 

contradictory phenomena. One line of research suggests that 

children selectively copy actions and aspects of actions that 

are goal-directed. Another line of research finds that 

children faithfully copy all actions and aspects of actions, 

even when they are apparently irrelevant to the goal of the 

model. In this study we ask whether these different types of 

imitative behavior may be based in part on individual 

differences. 

Awareness of the goals of people’s actions appear early in 

infancy (Woodward, 1998). Starting from the second year of 

life, infants and young children selectively copy actions that 

are performed intentionally over actions that are performed 

accidentally (Carpenter, Akhtar, & Tomasello, 1998), that 

fail to achieve the model’s goal (Meltzoff, 1995), and that 

are forced by environmental constraints (Gergely, 

Bekkering, & Király, 2002). It should be noted that goals of 

actions can be hierarchically organized—in the absence of 

an obvious external goal, children are more likely to copy 

the manner of a model’s action, thus perhaps inferring that 

to be the goal (Bekkering, Wohlschlager, & Gattis, 2000; 

Carpenter, Call, & Tomasello, 2005). 

On the other hand, research has documented a very 

different tendency in children’s imitation—to be faithful to 

the model’s actions even when there exists an obvious 

external goal. Across many studies in a variety of contexts, 

young children faithfully copy actions and aspect of actions 

that are apparently useless or irrelevant to achieving an 

external goal, such as retrieving a reward (e.g., Horner & 

Whiten, 2005; Lyons, Young, & Keil, 2007; Nagell, Olguin, 

& Tomasello, 1993; Nielsen, 2006). Children at times copy 

goal-irrelevant actions even when they know doing so will 

reduce their chance of retrieving the reward (Lyons, 

Damrosch, Lin, Macris, & Keil, 2011). Importantly, 

children do not reproduce those actions merely because they 

mistaken them as being goal-relevant, because they verbally 

report those actions to be unnecessary for achieving the goal 

before or after copying them (Kenward, Karlsson, & 

Persson, 2011; Yu & Kushnir, 2014). 

One explanation for the different imitative behavior 

across studies is that they occur in different contexts. 

Research has shown that even very slight modifications in 

the social context can significantly change how children 

imitate (Brugger, Lariviere, Mumme, & Bushnell, 2007; 

Nielsen, 2006; Yu & Kushnir, 2014). Different contexts 

may affect children’s inferences about the objective of a 

social interaction: if children believe the objective is mainly 

instrumental, this may lead to more goal-directed imitation. 

Conversely, if they believe the objective is social or 

affiliative, this would lead to more faithful imitation (Over 

& Carpenter, 2012). 

While this explanation has much empirical support 

suggesting that context is certainly important, there is 

another possible contributor to differences in imitative 

behavior that has received less research attention. This is the 

possibility that there are intrinsic factors that lead to 

individual differences in how children imitate. One such 

factor is age: Preschoolers have been shown to imitate more 

faithfully than toddlers (McGuigan & Whiten, 2009; 

McGuigan, Whiten, Flynn, & Horner, 2007; Yu & Kushnir, 

2014). However, goal-directed and faithful imitation have 

often been observed in children of the same age and in the 

same context (McGuigan & Whiten, 2009; Nielsen, 2006; 

Yu & Kushnir, 2011), thus age by itself cannot account for 

all of the remaining variability. 

A few recent studies have found connections between 

individual infant’s understanding and replication of 

goal-directed and goal-irrelevant actions and other aspects 

of development. For example, infants’ habituation rate 

towards goal-directed actions has been shown to predict 

their theory of mind ability in preschool years (Wellman, 

Lopez-Duran, LaBounty, & Hamilton, 2008). Also, infants 

who are rated high in extraversion imitate more faithfully 

than their peers who are rated low in extraversion (Hilbrink, 

Sakkalou, Ellis-Davies, Fowler, & Gattis, 2013). These 

studies suggest that individual differences in imitation may 

exist, may be stable, and may be related to children’s 
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sociability or social cognition. They further lend support to 

the idea that individual differences should be preserved 

across various types of imitation tasks (i.e. across various 

instrumental and social contexts). We explore this idea in 

the following study. 

In this study we systematically investigated individual 

differences in imitative behavior by administrating a series 

of imitation tasks to a group of 2-year-old children. We 

chose 2-year-olds because previous studies suggest a 

mixture of goal-directed and faithful imitation on average at 

this age, as well as a large amount of behavioral variation 

across even the same types of imitation tasks (e.g., 

McGuigan & Whiten, 2009; Yu & Kushnir, 2014). The 

imitation tasks we employed included both those 

emphasizing an instrumental goal and those emphasizing a 

social goal. 

We employed the puzzle box tasks from five previous 

imitation studies (Brugger, et al., 2007; Horner & Whiten, 

2005; Lyons, et al., 2011; Nielsen, Moore, & Mohamedally, 

2012; Yu & Kushnir, 2014). In these tasks children see an 

action sequence leading to the retrieval of a reward from a 

puzzle box. The action sequence comprises one or two 

actions that are irrelevant for retrieving the reward, followed 

by one or two actions that are relevant, and finally the 

retrieval of the reward. We measured children’s 

goal-directed imitation by calculating the percentage of 

goal-relevant actions they imitated, and we measured their 

faithful imitation by calculating the percentage of 

goal-irrelevant actions they imitated. We predicted 

individual children’s imitative response to be correlated 

among these different puzzle box tasks. 

We also employed the puppet show task (Carpenter, et al., 

2005), in which an experimenter moves a puppet to either a 

cardboard house (House condition) or a same location 

without a house (No House condition), and she does the 

action in a particular manner (a certain style accompanied 

by a sound). The presence or absence of the house leads to 

condition differences in imitation; infants will usually match 

the final location when a house is present, and match the 

manner of the action when the house is absent. In our study 

we measured children’s goal-directed imitation by 

calculating the number of goals they matched (final location 

in House condition and manner in No House condition). We 

also measured their faithful imitation by the amount of 

action manner children matched regardless of condition. 

Though we expected to replicate the usual condition 

differences on the group level, we also predicted that 

individual children’s imitation would be correlated between 

conditions. 

The context established in these two types of tasks is 

similar in some ways (all involve imitation), but also 

importantly different. In the puzzle box tasks, the relevance 

of actions to the goal is established by physical cause and 

effect (the goal-relevant actions are physically necessary to 

retrieve the reward, and the goal-irrelevant actions are 

unnecessary). In the puppet show tasks, the relevance of 

aspects of actions to the goal is established by the model’s 

intentions (the location is the goal in the House condition 

because the model intended to put the puppet in the house; 

in the absence of the location, the model’s intentions must 

be inferred to be otherwise). Thus, in our final analysis, we 

looked to see if individual differences could account for 

some of the differences in imitative behavior that might 

transcend immediate contextual influences. To the extent 

that individual factors contribute to differences in imitative 

behavior, we expected to see correlations in children’s 

imitative behavior across these two types of tasks. 

Method 

Participants 

Participants were 48 2-year-olds (21 boys, mean age = 26 

mo, range = 23-32 mo) recruited from a small town in 

upstate NY. One additional child was tested but excluded 

from analysis because she did not understand English. 

According to parental report, 79% of the included children 

are Caucasian, 98% of their primary caregivers have college 

diploma or higher, and 85% of their families have an annual 

household income > $50,000. Children received stickers for 

their participation, and their parents received $10.  

Procedure 

The same male experimenter (E) and one of eight assistants 

conducted the experiment. Children first warmed up with E 

and assistant in a laboratory corridor filled with toys. After 

children felt comfortable, they were introduced into a 

playroom where all testing take place. E sat facing children 

across a table for all tasks except for the third set of puzzle 

box tasks, in which both E and children played on the floor 

away from the table. The accompanying parents sat next to 

children in a separate chair, and were instructed to remain 

neutral. All sessions were videotaped. 

During testing children completed the puzzle box tasks 

and puppet show task as part of a longer testing session. 

Because our major interest in this study was individual 

differences, all tasks were presented in a fixed order (first 

set of puzzle boxes, second set of puzzle boxes, puppet 

show task, third set of puzzle boxes). These imitation tasks 

were interspersed throughout the longer testing session. 

 

Puzzle box tasks. We built three sets of puzzle boxes, with 

three boxes in each set. The first set (the Flower Box, the 

Ramp, and the Rake) mimicked those originally used in 

Brugger and colleague’s study (2007), and was recently 

used in Yu & Kushnir (2014). The second set (the Blue Box, 

the Switch Box and the Artificial Fruit) mimicked those 

used in Nielson and colleague’s study (2012). The third set 

comprised a replicate of the Clear Box (Horner & Whiten, 

2005), as well as replicates of the Monkey Box and the 

Prize Box (Lyons, et al., 2011). Each of these puzzle boxes 

contained a reward in them, and was associated with an 

action sequence to retrieve the reward. Each of these action 

sequences comprised one or two actions that are irrelevant 

for retrieving the reward, followed by one or two actions 
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that are relevant, and finally the retrieval of the reward. 

Notably, the boxes in the third set were mostly used for 

preschoolers in previous studies, and one study which used 

them with 2-year-olds showed only 17% of children 

imitated the goal-irrelevant actions (McGuigan & Whiten, 

2009). We expect the same to happen in our study. 

In our study, each child played with three puzzle boxes, 

one from each set. For each task, E presented the puzzle box, 

said “Watch me”, and demonstrated the action sequence in a 

slow, deliberate fashion. At the end he took out the reward 

and showed it to children. He then removed the box and the 

reward from children’s view, and placed the reward back 

inside. He returned the box, saying “Now your turn”. 

Children played with the box until they retrieved the reward, 

or until they lost interest in the box. The videos were coded 

along three independent dimensions: how many 

goal-relevant children imitated, how many goal-irrelevant 

actions they imitated, and whether they retrieved the reward. 

Videos from 10 children (21% of all children) were coded 

by a second coder, and inter-rater reliability was high 

(Cohen’s Kappa = 1 for reward retrieval, 0.90 for imitation 

of goal-relevant actions, and 1 for imitation of 

goal-irrelevant actions). 

 

Puppet show task. The puppet show task was administrated 

and coded in an identical way as in the original research 

(Carpenter, et al., 2005), the only difference being we 

reduced the number of trials from eight to four. In each trial 

children were presented with one of two mats on the table: 

an empty mat (No House condition) or a mat with two 

cardboard houses on the centers of the mat’s left half and 

right half (House condition). In both conditions, E moved a 

puppet (e.g., a mouse) towards the center of the mat’s left 

half or right half. In the House condition the final location 

was inside one of the houses. In the No House condition the 

final location was the same spot on the mat, but not in a 

house. The final location was to the left side of the mat for 

half the trials in each condition, and was to the right side for 

the other half. E used one of two action styles when moving 

the puppet: he either made the puppet jump on the mat 

several times (“hopping”), or slid the puppet without 

breaking contact with the mat (“sliding”). E always made a 

repeated short sound (e.g., “bebebe…”) to accompany the 

hopping style, and he made a long sound (e.g., “beeeee…”) 

to accompany the sliding style. The puppet was made to hop 

in half of the trials in each condition, and to slide in the 

other half. The order of condition (House vs. No House), 

style (hopping vs. sliding) and final location (left vs. right) 

were counterbalanced between children. 

In each of the four trials, E first elicited children’s 

attention by calling their names. He said “Watch me”, and 

moved the puppet to one of the final locations. E then 

picked up the puppet and placed it in front of children. E 

told children, “Your turn”, and waited children’s response 

till he or she stopped handling the puppet. The videos were 

coded for whether children matched E on style, sound effect 

and final location. Videos from 10 children (21% of all 

children) were coded by a second coder, and inter-rater 

reliability was high (Cohen’s Kappa = 0.84 for style, 1 for 

sound, and 0.85 for location). 

Results 

The results section is organized as follows: We first report 

children’s responses within each set of imitation tasks, then 

report correlations of children’s responses between tasks. 

Puzzle box tasks 

All three puzzle boxes tasks were administrated to all 

children. One child (2%) provided no relevant response 

throughout all three tasks. This child was included in data 

analysis, though excluding her would not qualitatively 

change any of the results. 

Overall children retrieved the reward for 76% of the 

puzzle boxes (SD = 31%). They imitated the goal-relevant 

action for 79% of the puzzle boxes (SD = 27%), and they 

imitated the goal-irrelevant action for 43% of the puzzle 

boxes (SD = 27%), the difference between goal-relevant and 

goal-irrelevant actions was significant, t(47) = 4.42, p 

< .001, d = 0.64. Therefore, we observed evidence for both 

goal-directed imitation (as children copied more 

goal-relevant actions than goal-irrelevant actions) and 

faithful imitation (as children still copied 43% of the 

goal-irrelevant actions).  

Next we investigated individual differences by analyzing 

intercorrelations between the outcome measurements. Not 

surprisingly, the retrieval of reward was predicted by the 

imitation of goal-relevant actions for each puzzle box 

(rs > .43, ps < .002), but not predicted by the imitation of 

goal-irrelevant actions (rs < .16, ps > .2). Moreover, the 

outcome measurements were correlated across the three sets 

of puzzle boxes. For retrieval of rewards, we observed 

correlations for all three pairs of sets (rs > .26, ps < .07). For 

imitation of goal-relevant actions, the correlation was 

significant between the first and second sets (r = .41, p 

= .004), and was marginally significant between the first and 

third set (r = .24, p = .10). For imitation of goal-irrelevant 

actions, the correlation was significant between the first and 

second sets (r = .41, p = .004). The percentage of 

goal-irrelevant actions children imitated in the third set was 

low (M = 16%, SD = 31%), and was not significantly 

correlated with that of the first two sets, possibly due to a 

floor effect. These correlations confirmed our hypothesis 

about consistency in individual children’s imitative behavior. 

We computed composite scores of “faithful imitation” and 

“goal-directed imitation” by summing up the percentages of 

goal-irrelevant and goal-relevant actions children imitated in 

each set. 

Puppet show task 

Three children (6%) were not included in the analysis for 

the puppet show task because they were too distracted or 

fuzzy to complete the task. Data from the remaining 45 

children were used, including one child (2%) who provided 

no relevant response throughout all four trials. Excluding  
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Table 1: Intercorrelations among six outcome measurements in the puppet show task (N = 45). 

 

  Style  Sound  Location 

  House No House  House No House  House No House 

Style 
House — .274

†
  .446

**
 .270

†
  .153 .098 

No House  —  .310
*
 .616

**
  .337

*
 .222 

Sound 
House    — .621

**
  .197 .020 

No House     —  .264
†
 .266

†
 

Location 
House       — .147 

No House        — 

Note. 
†
p < .10; 

*
p < .05; 

**
p < .01 

 

this child would not qualitatively change any of the results. 

We replicated the results of the original study (Carpenter, 

et al., 2005) in showing different imitative behavior 

between conditions. In the House condition children were 

more likely to match location than to match style and sound, 

location vs. style: t(44) = 2.94, p = .005, d = 0.44, location 

vs. sound: t(44) = 4.08, p < .001, d = 0.61, style vs. sound: 

t(44) = 0.65, ns. In the No House condition they were more 

likely to match style and sound than to match location, and 

also more likely to match style than to match sound, 

location vs. style: t(44) = -6.57, p < .001, d = -0.98, location 

vs. sound: t(44) = -2.46, p = .02, d = -0.37, style vs. sound: 

t(44) = 4.74, p < .001, d = 0.71. 

To rule out possible order effect, we first compared the 

dependent measurements based on the order E 

administrated the four trials, and results showed no 

difference for any of the dependent measurements (ps > .3). 

We also analyzed children’s responses in the first trial, and 

results showed the same pattern as when all four trials were 

considered: For those tested in the House condition first (24 

children total), 11 children matched location but did not 

match style or sound, and 5 children matched style or sound 

but did not match location. For those tested in the No House 

condition first (21 children), no child matched location but 

did not match style or sound, and 9 children matched style 

or sound and did not match location. The patterns across the 

two conditions were significantly different, Fisher’s exact p 

= .001. 

We then examined intercorrelations among different 

measurements (Table 1). As predicted, we observed 

correlations of matching style and sound across conditions, 

rs > .27, ps < .07, which showed stability in children’s 

faithful imitation. Also as predicted, the matching of final 

location in the House condition was correlated with the 

matching of style and sound in the No House condition, 

rs > .26, ps < .08, which showed stability in children’s 

goal-directed imitation. 

We further performed a Principle Component Analysis 

(PCA) to cluster these correlated measurements into lucid 

factors. When applied to behavioral studies, PCAs are 

typically used for evaluating the validity of tasks and 

measurements (e.g., Carlson, Mandell, & Williams, 2004). 

However, at its essence a PCA extract factors from 

analyzing the variance across individuals, therefore it is also 

an ideal tool for understanding the underlying structure of 

individual differences. Here we used IBM SPSS 20 to 

perform the PCA. We submitted all six measurements 

(matching of style, sound and location in the two conditions) 

to the PCA, and used oblique rotation (oblimin) to allow 

factors to correlate. Presumption check showed that sample 

size was adequate for the analysis (overall KMO statistic = 

0.60, KMO for all variables > 0.5), and the variables were 

sufficiently correlated (Bartlett’s test p < .001, 

communalities for all variables > .3). Results revealed two 

factors with eigenvalue > 1 (Table 2). The first component 

had high loadings on all four measurements we 

hypothesized to represent faithful imitation (matching style 

and sound in both conditions). The second component had 

high loadings on all three measurements we hypothesized to 

represent goal-directed imitation (matching final location in 

the House condition, and matching style and sound in the 

No House condition). In addition, it also had high loadings 

on matching final location in the No House condition. One 

possible explanation is that when the house was absent the 

goal of the action was unclear; and since the final location 

was still a salient element of the action, children still treated 

it as a part of the goal. Two variables (matching style and 

sound in No House condition) showed high loadings on 

both factors, but this was expected based on our hypothesis. 

The first factor explained 42% of the total variance, and the 

second factor explained an additional 18%. We computed 

composite scores by summing up variables that has a 

loading > 0.4 on the factor, and named them “faithful 

imitation” and “goal-directed imitation”. 

 

Table 2: Factor loadings based on a PCA for six outcome 

measurements in the puppet show task (N = 45). 

 

 Factors 

1 (Faithful 

imitation) 

2 (Goal-directed 

imitation) 

House, style .706 .080 

No House, style .545 .682 

House, sound .872 .164 

No House, sound .735 .597 

House, location .213 .625 

No House, location -.036 .730 
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Table 3: Correlations between children’s imitative behavior 

in the puppet show task and in the puzzle box tasks. 

 

  Puzzle box tasks 

  Goal-directed Faithful 

Puppet 

show task 

Goal-directed .331
*
 .193 

Faithful .089 .318
*
 

Note. 
*
p < .05 

Correlation between tasks 

As hypothesized, we observed individual differences in how 

children imitated within the puppet show task and the 

puzzle box tasks. Next we explored children’s imitative 

behavior across these two different types of tasks (Table 3). 

As predicted, goal-directed imitation in the two types of 

tasks was positively correlated (r = .33, p = .03), and 

faithful imitation in these two types of tasks was also 

positively correlated (r = .32, p = .03). Therefore children 

reliably vary along how goal-directed and how faithful they 

imitate across tasks. 

To confirm these results we further performed a PCA 

with all six measurements from the puppet show task and 

all three measurements from the puzzle box tasks. The 

presumptions for the analysis were all met (overall KMO 

statistic = 0.63, KMO for all variables > 0.5, Bartlett’s test p 

< .001), and again we used oblique rotation (oblimin). 

Results again revealed two factors with eigenvalue > 1 

(Table 4). The first factor had high loadings on all 

measurements representing faithful imitation. The second 

factor had high loadings on all measurements representing 

goal-directed imitation (the loading on matching sound in 

the No House condition was lower than .4 but still above .3), 

as well as matching location in the No House condition. The 

first factor explained 32% of the total variance, and the 

second factor explained an additional 19%. Composite 

scores were computed by summing up variables that has a 

loading > 0.4. Composite scores for the two factors were 

positively correlated with each other (r = .32, p = .03). 

 

Table 4: Factor loadings based on a PCA for six outcome 

measurements in the puppet show task and three outcome 

measurements in the puzzle box tasks (N = 45). 

 

  Factors 

 1 (Faithful 

imitation) 

2 (Goal-directed 

imitation) 

Puppet 

show 

task 

House, style .599 .138 

No House, style .581 .567 

House, sound .862 .033 

No House, sound .816 .337 

House, location .307 .559 

No House, location .120 .583 

Puzzle 

box 

tasks 

Retrieval .082 .704 

Goal-relevant -.018 .858 

Goal-irrelevant .532 .026 

Discussion 

In this study we looked at 2-year-old children’s imitation of 

a model’s actions on objects. With a same group of children 

who are similar in age, we administrated both imitation 

tasks with an instrumental goal and imitation tasks with a 

social goal. We found that 1) on a group level, 2-year-olds 

showed tendencies for both goal-directed and faithful 

imitation that are similar to those found in prior work 

emphasizing contextual influences on children’s imitative 

behavior; 2) beyond this, there were stable individual 

differences in imitative behavior both within and across 

tasks; and 3) two major factors that characterize these 

individual differences align well with the concepts of 

goal-directedness and faithfulness in the imitation literature, 

and when combined these two factors explained more than 

half of the variance observed in children’s imitative 

behavior. 

We started exploring individual differences in imitative 

behavior by examining intercorrelations within each type of 

imitation tasks. Results showed stable individual differences 

in imitative behavior across different stimuli in the puzzle 

box tasks, and between different conditions in the puppet 

show task. 

Furthermore, the individual differences in imitative 

behavior was stable across tasks—goal-directed imitation in 

the two tasks was positively correlated, and faithful 

imitation in the two tasks was positively correlated. Given 

that puzzle box tasks featured instrumental goals the and the 

puppet show tasks featured social goals, these correlations 

show that the observed individual differences transcend 

contextual influences such as inferences about the goals of a 

particular task. 

We further employed PCAs to confirm and clarify the 

intercorrelations. When we submit all measurements of all 

tasks to a PCA, it extracted two factors that collectively 

explained 51% of the total variance. One factor has high 

loadings on measurements representing goal-directed 

imitation, and the other factor has high loadings on 

measurements representing faithful imitation. 

Critically, the final composite scores representing 

goal-directed and faithful imitation correlated positively 

with each other. This final result suggests that these two 

may together represent a broader construct which captures 

how likely individual children are to imitate in any given 

social interaction; children can vary from not imitating at all 

(thus low on both factors) to imitating all components of the 

model (thus high on both factors). 

This study provides a first demonstration of how 

analyzing individual differences can contribute to our 

understanding of children’s imitative behavior. It leads to a 

new set of questions: For example, if some children at age 2 

are more “imitative” than others, how stable are these 

differences with age? Are these differences concurrently or 

predictively related to other aspects of cognitive and social 

development? Do these differences have any direct 

influence on what individual children are likely to learn 

from social interactions? To address these questions, future 
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research needs to examine individual differences in a wider 

range of tasks, and to longitudinally assess the stability of 

these individual differences across ages. These researches 

will provide valuable insights on how social learning varies 

in young children, and may help to create effective social 

environments to support individual children’s learning. 
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Abstract

Learning color words is a difficult problem for young chil-
dren. Because color is abstract, this difficulty has been at-
tributed to challenges in integrating over heterogeneous ob-
jects to discover color as a dimension of reference. On this
account, learning that color words refer to the color dimension
is slow, but subsequently mapping these words to particular
shades is fast. Recent work suggests an alternative: Children
may rapidly identify color as a referential dimension, but only
gradually discover the precise boundaries of each color word.
This alternative proposal predicts that the learning mechanisms
underlying the acquisition of color words should parallel those
underlying the acquisition of concrete object categories. We
test this prediction, finding that children’s performance in a
color naming task is modulated by three factors that have pre-
viously been studied in category learning: input frequency, cat-
egory size, and perceptual salience. Because it allows for pre-
cise psychophysical measurement of category properties, color
presents a unique case study for investigating language acqui-
sition and categorization more broadly.
Keywords: Language acquisition, word learning, categoriza-
tion, cognitive development

Introduction
Young children can learn a surprising amount from just one
encounter with a new word (Carey & Bartlett, 1978; Markson
& Bloom, 1997). Notably, they will extend a new word be-
yond the single referent for which it was used to the category
this referent comes from. That is, a child learning the word
“ball” will extend it not just to the soccer ball at home, but
also to a basketball on the television and a balloon in the sky
(Clark, 1973). Using words in novel contexts is a signature
aspect of children’s early language use, one that gives insight
into our cognitive architecture and its development.

To generalize the meaning of “ball” to other balls, chil-
dren must solve two problems. First, they must infer that
“ball” refers to a category organized by shape and not size
or color (dimension identification). Second, after identifying
shape as the relevant dimension, they must infer that balls are
spherical or elliptical, but not rectangular (extent identifica-
tion). Children’s early vocabularies are dominated by con-
crete nouns like “ball” (Fenson et al., 1994), and we know a
lot about how they learn these nouns. By the time they are
two years old, children acquire a strong bias to extend words
that refer to solid objects by whole-object shape (e.g., Lan-
dau, Smith, & Jones, 1988; Markman, 1990). This shape bias
facilitates rapid, correct dimension identification, suggesting
that once it is in place, the primary challenge for concrete
nouns is extent identification. Indeed, children appear to fast
map concrete nouns to their approximate meanings, but only

slowly discover their exact extents through gradual approx-
imation (Ameel, Malt, & Storms, 2008; Swingley, 2010).
Thus, several lines of research suggest that domain-general
learning and categorization mechanisms can account for chil-
dren’s acquisition of concrete nouns. But are more abstract
words learned like concrete nouns, or are the challenges and
learning mechanisms distinct for different kinds of words?

We investigate this question by taking color as a case study.
In contrast to concrete nouns, color words are used correctly
relatively late in development (Bartlett, 1977; Soja, 1994).
This delay is surprising because two pieces of evidence sug-
gest that identifying the extents of color words should be easy.
First, these extents have been argued to reflect an optimal
partitioning of color space into discrete categories, leading
to cross-linguistic universals in the categories referred to by
color words (Berlin & Kay, 1969). Second, children’s color
perception appears adult-like well before their first birthday,
suggesting that they may have access to these perceptual cate-
gories by the time they are learning color words (Pitchford &
Mullen, 2003). Consequently, children’s relatively slow color
word learning has been argued to be a problem of dimension
identification; the same shape bias that facilitates dimension
identification for concrete nouns hinders domain identifica-
tion for color (Sandhofer & Smith, 1999; Franklin, 2006).

There are two reasons to doubt this account, however. First,
even children who do not know the correct extents of any
color words seem to understand that they belong to the same
semantic domain: When asked about an object’s color, they
will produce a color word (Bartlett, 1977). Second, recent
work by Wagner, Dobkins, and Barner (2013) shows that
children’s extent identification for color words is not all-or-
none. Children who extend color words incorrectly do not
use them haphazardly. Instead, their categories tend to be
consistent over-extensions of adult categories. For example,
children who used “blue” to label blue exemplars often also
used “blue” for purple and gray exemplars.

Thus, despite initial assumptions, learning the meaning of
the word “blue” may be quite similar to learning the mean-
ing of the word “ball.” If so, the same factors that contribute
to the ease or difficulty of learning concrete noun categories
should also predict acquisition of color word categories. We
test this proposal with three factors that are well-studied in
category learning: input frequency, category size, and per-
ceptual salience. Estimates of each of these factors for the 11
basic English color terms predict nearly all of the variance in
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Figure 1: Children’s knowledge of the extensions of the 11 basic English color terms across development. To be counted as
consistent, a child had to always refer to the same color with the same correct term (e.g. blue always called “blue”). To be
counted as precise, this term had to be used only for its correct color (blue called “blue,” no other color called “blue”). These
data show that extent identification for color words extends over several years and varies significantly from color to color. We
take precise knowledge as our main measure because it is the end-state of color categorization.

children’s color word acquisition in Wagner et al.’s data. This
work extends our understanding of early word learning by
showing that the same mechanisms responsible for learning
concrete nouns also play a significant role in a more abstract
semantic domain. Further, because color words allow pre-
cise psychophysical estimates of natural-language category
boundaries, they present a uniquely informative new window
into children’s categorization more broadly.

Empirical Data
Wagner et al. (2013) tested children’s color word knowledge
in two simple production tasks. In each, children saw a series
of uniformly-shaped but differently colored chips on a neutral
black background. Each chip was shown to the child one at
a time, and the child was asked “what color is it?” In one
task, the chips were squares. In the other, they were shaped
like fish. Children did not respond on a small proportion of
trials (4.7%), which were not further analyzed. Wagner et al.
(2013) tested a total of 141 children. We excluded children
with a family history of abnormal color vision, or who did
not cooperate on more than half of the trials, yielding a final
sample was 116 children, who we separated into half-year age
groups: 24 2-year-olds, 37 2.5-year-olds, 26 3-year-olds, and
29 3.5-year-olds.

Wagner et al.’s main investigation was an analysis of the
systematicity of children’s errors. Here, in contrast, we
consider their correct responses, particularly whether they
had consistent and precise extensions for each of their color
words. A child’s knowledge of a color word was considered
consistent if they correctly used the English label for a color
to label it in each task (e.g. called both the blue square and the

blue fish “blue”). A child’s knowledge was considered pre-
cise if they additionally did not use this term to refer to any
other chip incorrectly (e.g. never called a red or orange chip
“blue”). Figure 1 shows the proportion of children with con-
sistent and precise knowledge of each of the 11 basic color
words across development.

These acquisition trajectories contain a number of features
that suggest an extended period of extent identification. First,
for every color, both consistent and precise knowledge in-
crease significantly across development. Second, colors vary
significantly in their rates of acquisition and in the shapes of
their acquisition trajectories. Finally, some colors appear to
be initially overextended, characterized by a large proportion
of consistent but imprecise knowers, but others colors are
used precisely as soon as they are used consistently. These
patterns parallel those observed in children’s concrete noun
category learning, raising the possibility that the same under-
lying learning mechanisms may be responsible for learning
the meanings of these seemingly different kinds of words.

Predicting Color Word Learning

A single, domain-general account of concrete noun and color
word learning would imply that factors that predict relative
difficulty of different nouns should also predict relative diffi-
culty among the color words. We investigate this hypothesis
through three concrete predictors: input frequency, category
size, and perceptual salience. In this analysis, we take as our
primary goal the prediction of children’s precise color knowl-
edge. We return to the relationship between consistent and
precise knowledge in the general discussion.
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Figure 2: Cumulative proportion of input, plotted for each
color word in CHILDES for children ages 1–4. Error bars in-
dicate 95% confidence intervals computed by non-parametric
bootstrap across children. Colors vary significantly in their
input frequency, with the most frequent colors heard an order
of magnitude more often than the least frequent color.

Input Frequency

The effect of frequency on learning rates is ubiquitous across
domains and learning paradigms. In category learning, it is
common to observe improved categorization accuracy across
learning trials, as well as differential effects of exemplar fre-
quency on learning rates between categories (e.g. Hayes-
Roth & Hayes-Roth, 1977; Nosofsky, 1986). Frequency ef-
fects are also consistently observed in the language learning
domain. For instance, Goodman, Dale, and Li (2008) esti-
mated the frequency with which young children heard 526
different words. They showed that words’ relative frequen-
cies predicted significant variance in the ages at which chil-
dren began to produce these words. This effect was partic-
ular strong for nouns (r = .55), although it explained some
variability in the acquisition of verbs (r = .22), adjectives
(r = .28), and closed class words as well (r = .24).

We follow Goodman et al. (2008), estimating the frequency
of each of the 11 basic color words by counting their to-
ken frequency in CHILDES, a large, open database of tran-
scribed child-directed speech (MacWhinney, 2000). All to-
kens produced by each North American child’s mother and
father were included in our estimates of input frequency. For
each half-year age-bin between 1 and 4, we computed the
number of tokens of each color word per 1000 words heard
(Figure 2). Frequencies vary significantly from color to color.
For instance, a child will hear “red” approximately 3 times as
often as “brown” by the time she is 4 years old.

As our primary measure of the effect of frequency on color
word learning, we include it in a mixed effects model that
jointly predicts children’s precise color knowledge from fre-
quency, category size, and perceptual salience. As an in-
terim result, however, and for comparison to Goodman et al.
(2008), we estimated the correlation between cumulative in-

put frequency at age 4 and the average proportion of all 116
children in our sample who had a precise category for each of
the 11 colors. Frequency and precise color word knowledge
were highly and significantly correlated (r(10) = .79, p <
.01). Just as for concrete nouns, input frequency is signifi-
cantly correlated with children’s acquisition for color words.

Category Size
In addition to learning a category’s extent, a common measure
in the categorization literature is acquisition of the category’s
prototype: its most statistically representative exemplar. Re-
cent work suggests that focal colors—those empirically es-
timated by native speakers to be the best examples of each
color—are category prototypes (Abbott, Regier, & Griffiths,
2012). Consequently, we predict that children’s acquisition of
labels for the 11 focal colors tested by Wagner et al. (2013)
should be predicted by factors that predict acquisition of cat-
egory prototypes more generally.

One consistent finding with regard to category learning is
that category prototypes are learned more easily and more
rapidly for larger categories (Homa & Vosburgh, 1976; Hintz-
man, 1986). To estimate the category size of each color cate-
gory, we used a dataset of judgments from adult native speak-
ers of English in a large color naming task. Lindsey and
Brown (2014) asked 51 American English speakers to pro-
vide color labels for each of 330 Munsell color chips, a set
of color samples designed to densely sample color space (see
Berlin & Kay, 1969).1 To estimate the category size of each
color, we computed the proportion of Munsell chips for which
all speakers agreed it was the correct label (Figure 3).
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Figure 3: Proportion of the 330 Munsell chips judged by
American English speakers to belong to each of the 11 basic
color categories. The variance in these category sizes signifi-
cantly predicts children’s acquisition of these color terms.

1We used Lindsey and Brown’s estimates because they are more
recent than those available in the World Color Survey (Berlin &
Kay, 1969). However, all results remain significant using Berlin
and Kay’s adult judgments.
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Figure 4: The position of the focal colors for each of the 11
English basic color words, plotted in CIELAB space. The
salience of each color was estimated as its Euclidian distance
to the origin (indicated by the line segments).

Category size was significantly correlated with children’s
probability of having a precise category for each color
(r(10) = .6, p < .05; we report full model results below).
Thus, as with input frequency, category size significantly cor-
relates with rates of acquisition of color words, supporting the
previous suggestion that a significant proportion of the delay
in children’s color word learning is due to extent identifica-
tion rather than dimension identification.

Perceptual Salience

Finally, if color words are learned by a domain-general cat-
egorization process, we should expect each color’s relative
perceptual salience to predict that color’s ease of acquisi-
tion. Across a number of categorization experiments, per-
ceptually salient categories are reliably learned more rapidly
than less salient categories (Nosofsky, 1986; Lamberts, 1998;
Kruschke & Johansen, 1999).

To estimate the perceptual salience of each of the 11 ba-
sic color categories, we located each focal color’s position in
3-dimensional color space. A natural space for this purpose
is CIELAB—an opponent process space constructed by the
French International Commission on Illumination to approx-
imate human perceptual space. It is widely used in analy-
ses of human color perception (Berlin & Kay, 1969; Wagner
et al., 2013; Lindsey & Brown, 2014). CIELAB’s three di-
mensions (L, a, and b) correspond to a lightness dimension, a
green-red opponent process dimension, and a blue-yellow op-
ponent process dimension. We define each color’s perceptual
salience as its Euclidian distance from gray at the center of
the space (Figure 4). The two opponent process dimensions
range from −128 to +127, so we picked 0 as their center. In
contrast, the luminance dimension ranges from 0 to 100, so
we chose 50 as the center. As with frequency and category
size, perceptual salience was significantly correlated with
children’s precise color knowledge (r(10) = .71, p < .05).

Complete Model
So far, we have shown that input frequency, category size,
and perceptual salience are each significant predictors of chil-
dren’s knowledge of the meanings of color words at the ag-
gregate level. We now return to the rich dataset that moti-
vated these predictions: the variable trajectories of individual
color words across development (Figure 1). Although our
three predictors are typically varied independently in studies
of categorization, they are correlated in many natural cate-
gories, including those referred to by color words. We can
thus ask whether frequency, category size, and perceptual
salience each account for independent variance in learning.

We fit a mixed-effects logistic regression to the full dataset,
predicting whether each child had a precise color category for
each color word. We included in the model the number of
times each color appeared in the input for a child of that age
(Figure 2), each color’s category size (Figure 3), and each
color’s perceptual salience (Figure 4). Frequency and cate-
gory size were both log-transformed, based on prior evidence
that learning scales in the log of input (Anderson & Schooler,
1991). All three factors were highly significant predictors of
children’s color knowledge (Table 1).

To visualize the effect of adding each factor, we plot model
predictions against children’s knowledge as each predictor is
included (Figure 5). The top panel shows a control model that
uses children’s age to predict their precise color-word knowl-
edge. This model captures the global increase in precise
knowledge across development. A global increase across all
color-words could in-principle be predicted by a dimension-
identification account that included performance limitations.
That is, global improvement could arise from early precise
categories combined with developmental changes in motiva-
tional and/or attentional factors that lead older children to be
more engaged in and thus better at our task. However, nei-
ther this model nor any such account can capture either the
aggregate differences in difficulty among the colors, or their
idiosyncratic patterns of acquisition across development.

Using a single category predictor—the number of times
each color word appears in children’s input at each age—
substantially improves fit of the model, allowing it capture
some of the differences in difficulty. In addition, it allows
us to correctly predict different growth trajectories for each
color based on non-linearities in their cumulative frequency
across development (Figure 2). Category size and salience

Table 1: A mixed-effects logistic regression predicting chil-
dren’s precise color word knowledge from category learn-
ing predictors. The model was specified as precise ∼
log(frequency)+log(size)+salience+(1|subj)

Predictor Estimate (SE) z-value Sig.
Intercept -1.71 (.46) -3.69 p < .001
Log(Frequency) .54 (.14) 3.97 p < .001
Log(Size) .71 (.12) 5.73 p < .001
Salience .018 (.004) 3.96 p < .001
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Figure 5: Model predictions compared to children’s precise
color word knowledge for each of the 11 basic colors and 4
age groups in Wagner et al. (2013). Each point represents one
age group for one color, lines connect the four age groups for
each color. Each panel shows the model’s fit as an additional
predictor is added to the mixed-effects model; the last panel
shows the full model. Distance between the points and the
diagonal is a visual indicator of goodness of fit. When all
three factors were included, the model predicted nearly all of
the variance in children’s color word knowledge.

each contribute a small but significant amount of predictive
power to the model, adding up to capture 87% of the variance
in children’s knowledge across color and age.

General Discussion
Children learn the meanings of color words significantly later
than they learn the meanings of equally frequent concrete
nouns. For instance, “blue” is 150% as frequent as “ball” in
CHILDES, but children do not seem to have a precise mean-
ing for “blue” until they are 3 or 4 years old. This relative
delay has led to the consensus that these two different kinds
of words must present different challenges for the learner. In
particular, the consensus account holds that children rapidly
identify shape as the correct dimension on which to extend
concrete nouns, but only slowly discover that color is a rele-
vant dimension for generalization.

Our analyses cast doubt on this interpretation by providing
evidence that the rates of acquisition of the meanings of indi-
vidual color words are predictable from with their individual
category properties. This result suggests that even if domain
identification is more difficult for color words than concrete
nouns, it is not the primary reason for their relative delay.
Thus, a single, domain-general learning mechanism may ac-
count of learning for both kinds of words. Of course, these
results are fundamentally correlational; they cannot uniquely
identify the mechanism responsible for color word learning
(Glymour, 1998). Nonetheless, they provide strong prima fa-
cie evidence that our theory of color word learning may need
to be reconsidered, as has happened with dimension identi-
fication theories of delay for other kinds of abstract words
(Widen & Russell, 2008).

If domain identification is not the primary barrier for learn-
ing the meanings of color words, but rather extent identifica-
tion, why is their acquisition so slow relative to equally fre-
quent concrete nouns? We propose that this question may be
ill-posed; children may acquire color words no more slowly
than concrete nouns. Because color is such a densely packed
semantic domain, it is relatively easy for both researchers
and caregivers to identify imprecisions in children’s category
boundaries (Hidaka & Smith, 2010). In contrast, children
could have equally imprecise category boundaries for con-
crete nouns, but their use of these words could be indistin-
guishable from use by adults in typical contexts. That is, just
as there is a lag between children’s consistent use of color
words and their precise use of these same words, there is
likely to be a similar lag for concrete nouns. Indeed, explo-
rations of children’s categories in equally restricted domains
of concrete nouns—e.g. the meanings of “cup,” “bowl,”
and “plate” find developmental change in category bound-
aries well into late childhood and even young adulthood
(Andersen, 1975; Ameel et al., 2008). Put another way, 2-
year olds may have the same imprecision in their “ball” cate-
gory as in their “blue” category.

Because the color domain is amenable to precise psy-
chophysical estimation of natural language category bound-
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aries, it is ideal for identifying changes in children’s word
meanings from inconsistent, to consistent, to precise over
early development. Color words provide a powerful new set-
ting in which to investigate early learning and generalization
mechanisms, one that promises to unify our models of lan-
guage acquisition with our models of categorization.
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Abstract 

Psychologist-historian Christopher D. Green posits that the 
word “cognitive" was never intended by its philosophical 
advocates to be synonymous with "mental" and, 
consequently, much of what now goes by the name of 
"cognition" in cognitive science is not really "cognitive" in 
the strict sense at all (Green in Canadian Psychology 37: 31-
39). After a brief presentation of his position, I argue that 
Green does not provide sufficient reason or evidence for us to 
accept his claim and his proposal ought to be disregarded 
unless further evidence can be put forth in its defense. In 
doing so, I clear the ground for a constructive engagement 
with the conceptual history of the term “cognitive” and its 
relevance to present-day concerns.  

Keywords: history; philosophy; mark of the cognitive 

Introduction 
For cognitive scientists, “it is easy to give a list of cognitive 
processes” (Adams & Garrison 2013). When we use the 
word “cognitive,” we may be referring to thinking, learning, 
memory, concept formation, reasoning, or emotion—to 
name a few: All “stuff” that relates to the “mental.” It is not 
so easy to say, of these things that are called cognitive, 
where they came from. Where they came from, known as 
“the origin of the cognitive,” is a central area of debate in 
the history and philosophy of cognitive science. If we can 
specify the origins of cognition, we can better understand 
how philosophers and scientists have determined what 
cognition is (i.e. the mark of the cognitive). Insofar as we 
better understand the mark of the cognitive, we can 
“explicate what makes cognitive processes, states, or 
organisms cognitive,” “settle the bounds of cognition” 
(Elpidorou 2014), and clear up the overuse and/or misuse 
(Cromwell, H. C. & Panksepp, J. 2011) as well as the 
“inherently ambiguous” meaning of the term (Baars 1986).  

But is the meaning of the term “cognitive” really 
ambiguous? Was the term intended by its initial supporters 
to refer to “the mental”? Psychologist-historian Christopher 
D. Green responded to these questions almost twenty years 
ago. He did so by tracing the origins of the term “cognitive” 
in the ethical theories of the early 20th century, through the 
logical positivistic philosophy of science in this century’s 
middle part, and into the philosophical psychology of the 
1950s and 1960s. Green distinguishes between what he 
claims was the intended “strict sense” of the term 
“cognitive,” being truth-evaluable1 and the unintended 
“loose sense,” being anything regarded as “mental.”  

                                                             
1 That which is truth-evaluable is a statement that something is 

or is not the case. Examples of truth-evaluable assertions include: 

For Green, “the application of the term ‘cognitive’ to 
problems of mind by philosophers was intended specifically 
to divide the mental into two categories—one to which the 
methods of logic and computer science could be 
successfully applied—the ‘cognitive’—and one to which 
they could not” (Green 1997). According to Green, the term 
cognitive “was never intended by its philosophical 
advocates to be synonymous with ‘mental’ and, 
consequently, much of what now goes by the name of 
‘cognition’ in [cognitive science] is not really cognitive in 
the strict sense at all” (Green, 32). Although cognitive 
science “[has] since grown to include the study of some of 
these phenomena…one of the original aims of the 
cognitivist movement,” asserts Green, “was to re-introduce 
belief and desire into psychology, while still protecting it 
from the kinds of criticism that behaviorists had used to 
bring down full-blown mentalism2” (Green). 

In what follows, I examine Green’s account concerning 
how the term “cognitive” became associated with aspects of 
the mental. After a brief presentation of his position, I argue 
that Green does not provide sufficient reason or evidence for 
acceptance of his claims and thus his proposal ought to be 
disregarded unless further evidence can be put forth in its 
defense. This paper is thus a preliminary effort to recapture 
the multiple meaning of the term “cognitive” in order to 
shed light on current conceptual work in cognitive science. 

An Overview of Green’s Argument 
Green first traces the origins of the word “cognitive” back to 
the ethical theories of the 20th century. By doing so, he 
introduces what he claims was the intended strict sense of 
the term “cognitive”: designating that which is “truth-
evaluable.” Utilizing Green’s own words, we can construct 
the reasoning used to support his first premise: 

 
• “Until the 20th century, ethicists…assumed that moral 
claims are truth-evaluable; i.e., that they express 
propositions that are either true or false” (32). 

• “By the 1930s, however, even the modest assumption 
that moral claims are true or false came under attack by a 
group of philosophers…known as "noncognitivists" (32).  

                                                                                                       
“It is raining outside in London”; “I am feeling sad”; “3 + 3 = 6”. 
Examples of non-truth-evaluable assertions include: “Why is it 
raining in London?”; “Why are you feeling sad?”; “Good God!” 

2 “Mentalism” refers to the scientific practice that focused on 
mental perception and thought processes as causes of behavior. 
Behaviorist such as B.F. Skinner argued that mentalistic 
explanations, i.e. those that appeal to mental objects and events, 
couldn’t suffice for a science of behavior (Baum & Heath 1992).  
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• “Noncognitive ethicists believed that moral claims are 
not about matters of fact…there is nothing—natural or 
otherwise—of them to be true or false of” (32). 

• “Thus, by contrast, the term "cognitive" denotes 
statements that are either true or false” (33). 

• “‘Cognitive’ [here] is not in any way synonymous with 
‘psychological’ or ‘mental’” (33). 

• “The non-psychological usage [of the ‘cognitive’] is in 
line…with Gottlob Frege's use of the term "thought” (33). 
 
Green’s first premise, is fairly straightforward: 
 
Premise 1: “Cognitive” in 20th century ethics designated 

that which is “truth-evaluable”; the term is 
devoid of any reference to the “mental.”  

 
Next, Green demonstrates how the term “cognitive” in the 
strict sense—designating that which is truth-evaluable—was 
passed along from ethics to philosophy of science, and 
ultimately to the cognitive revolution rising in philosophical 
psychology, computer science, and linguistics: 
 
• “Members of both the Vienna Circle…and the Berlin 
Society for Empirical Philosophy…talked of meaningful 
claims as having "cognitive significance…” (33). 
• “Hempel (1951) put the matter most succinctly: 
‘It is a basic principle of contemporary empiricism that a 
sentence makes a cognitively significant assertion, and thus 
can be said to be either true or false…(p. 61)’” (33). 
• “‘Cognitive’ in this context carries with it no particularly 
psychological connotations; it is...a way of folding both 
logical and empirical significance into a single term” (33). 
• “When [the philosophical psychologists of the 1950s and 
1960s] first began to talk of the ‘cognitive’ there can be 
little doubt that they meant to separate those aspects of the 
‘mental’ that are truth-evaluable-viz., the ‘propositional 
attitudes’ (e.g., beliefs, desires, etc.)—from those that are 
not (e.g., emotion, consciousness, qualia, imagery)” (34). 
• “To avoid a repeat of the debacles [concerning mentalist 
psychologies of the late 19th and early 20th centuries (viz., 
structuralism and some forms of phenomenology], when the 
term “cognitive" started being (re)introduced 
into…philosophical psychology in the 1960s, only those 
parts of the mental that could be subjected to rigorous 
(logical, scientific) analysis [i.e. those which are 
cognitive]…were welcomed back…” (34).  
 
The above statements support Green’s second and third 
premises: 
 
Premise 2: The strict sense of the term “cognitive”—

designating that which is truth-evaluable—was 
passed along from ethics to philosophy of 
science.  

 
Premise 3:  The strict sense of the term “cognitive” made 

its way via the logical positivistic philosophy 

of science of the 1930s and 1940s, into the 
philosophical psychology of the 1950s and 
1960s in order to “disown scientifically 
troublesome aspects of the ‘mental’” (34). 

 
Green then tells an intricate story of the experimental 
psychologists of the mid-20th century. Their adoption of the 
loose sense of the term cognitive, Green claims, was 
independent from that of the philosophical psychologists of 
the 1950s and the 1960s who were associated with the 
cognitive revolution/the rise of cognitivism: 
 
• “Cognition simply was not much of a going concern in 
psychology before the 1950s…‘thinking’ was the preferred 
term during the first half of the 20th century” (35). 
• “Cognition was becoming an important topic in Festinger's 
(1957) theory of cognitive dissonance and Heider's (1958) 
theory of cognitive balance, as well as in Asch's (1952) 
social psychology text…the exact meaning of cognitive 
varied somewhat among these theorists” (35).  
• “About the same time [the information processing 
approach advanced by people like George Miller] was 
forming in psychology that would gravitate around the term 
‘cognitive’…it seems, that ‘cognitive’ was adopted 
primarily as a trendy new way of saying ‘mental’” (37).  
• “Whereas the strict use of "cognitive" was intended to 
keep the behaviorist criticisms of early-century mentalism, 
its loose use in psychology returned us to precisely these” 
(37). 
 
The above list support’s Green’s fourth and fifth premises, 
as well as his conclusion: 
 
Premise 4: As experimental psychologists became 

increasingly interested in thinking, language, 
and memory, the strict sense of the term 
“cognitive” began to merge with its loose 
sense being anything broadly regarded as 
“mental” employed by social psychologists. 

 
Premise 5:   The strict sense of the “cognitive” never took 

hold in psychology, and, consequently, 
psychologists now refer to the cognitive in the 
loose sense. 

 
Conclusion: The rise of cognitivism has not been, nor was it 

ever intended to be, a wholesale return to the 
mentalism of the past and, consequently, much 
of what now goes by the name of "cognition" 
in cognitive science is not really "cognitive" in 
the strict sense at all. 

Problems with Green’s Argument 
Having provided a matter-of-fact reading of Green’s 
argument, I now systematically evaluate his argument based 
on the premises, reasons, and evidence he has selected, and 
how effectively he has used them. 
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Premise 1 
Let us begin with the first part of Premise 1, viz. 
“‘Cognitive’ in 20th Century ethical literature designated 
that which is truth-evaluable.” Green supports this claim by 
providing several examples of emerging groups of ethicists 
known as “noncognitivists” whose ethical theories “were all 
premised on the belief that moral claims are neither true nor 
false. Thus, buy contrast, the term “cognitive” denotes 
statements that are either true or false” (Green 1997). 

It is uncontroversial that noncognitivism as correctly 
described by Green was an important wing in 20th century 
ethics. One issue, however, is with Green’s inference of the 
meaning of the term “cognitive” by contrast with the term 
“noncognitive.” While the term cognitive, by logical 
contrast from the definition of “noncognitive” would be 
“statements that are either true or false,” it does not follow 
that “cognitive” in 20th century ethical literature did in fact 
designate that which is truth-evaluable. It is entirely possible 
that while “noncognitive” held this particular meaning, the 
word cognitive meant something entirely different (perhaps 
related to the mental), or that it wasn’t in fact used at all. An 
inference by contrast simply isn’t sufficient to demonstrate 
that the term “cognitive” in fact derived from the ethical 
theories of the 20th century. Primary or secondary source 
material would help buttress the claim that the “cognitive” 
was alive and well during this time beyond just inferring its 
place in history by contrast with a similar-seeming word. 

The second half of Premise 1, viz., “the term is devoid of 
any reference to the “mental” is equally troubling. Given 
that we don’t have compelling evidence to conclude that 
“cognitive” in the 20th century ethics did in fact mean “that 
which is truth evaluable” (via Green’s inference by 
contrast), it is difficult to get behind the claim that the term 
is in fact devoid of any reference to the mental. Green’s 
interpretation of “cognitive” in the ethical theories does not 
include anything related to the mental. But the fact that 
one’s own definition meets one’s own criteria is circular. 

Nevertheless, Green posits that such a non-psychological 
usage is reasonable as it aligns with one prominent 
philosopher Gottlob Frege’s use of the term “thought.” 
Utilizing a secondary source, Green suggests, “the goal of 
philosophy, for Frege, was the analysis of the structure of 
thought, and few thinkers have been more influential on 
20th century Anglo-American philosophy than Frege. The 
study of thought, however, was to be sharply distinguished 
from the psychological process of thinking” (Green). In 
other words, Green is essentially arguing that insofar as one 
influential philosopher distinguishes between the study of 
mental-seeming concepts (e.g. “thought) and the study of 
the enaction of those concepts (e.g. thinking), that this 
supports the notion that the term “cognitive” is in fact 
devoid of any reference to the mental. While it is certainly 
plausible that the term “cognitive” was used in a non-
psychological fashion, Green’s Frege example hardly counts 
as sufficient evidence that supports this connection. 

Premise 2 
Green’s second premise, that the term “cognitive” was 
passed from ethics to philosophy of science, is supported by 
a correlation. Prior to his second premise, Green attempts to 
establish that the term “cognitive” emerged in 20th century 
ethics to designate “that which is truth-evaluable.” Green 
then provides primary source evidence that the term 
“cognitive” was utilized by logical positivists such as 
Rudolph Carnap, Herbert, Feigl, Carl Hempel, and Hans 
Reichenbach to also mean “that which is truth-evaluable.” 
Insofar as 20th century ethics and logical positivistic 
philosophy of science utilized the term “cognitive” in the 
same way, this correlation suggests that “cognitive” 
transferred from ethics to philosophy of science.  

Clearly, indirect evidence will not suffice. In order to 
support Premise 2, Green needs to provide direct primary 
source evidence that indicates the logical positivists indeed 
adopted the term from the ethical theorists of the early 20th 
century. Did Carnap or Hempel cite the works of 20th 
century ethicists? Were any logical positivists also active in 
the area of ethics? Were the logical positivists reacting in 
any way to the ethical literature of the time? These are 
important questions to ask. 

Additionally, it is apparent that Green’s arbitrary starting 
point of “20th century ethics” as a place to look for the 
origin of the word “cognitive” requires an explanation. Why 
this particular time? What is so significant about the ethical 
theories of the 20th century’s usage that one would not be 
inclined to look further back? A recent article by library 
scientist Daniel W. Chaney titled “An Overview of the First 
Use of the Terms Cognition and Behavior” traced the use of 
both “cognition” and “behavior” and their variants back to 
the middle-ages, and considered how the terms were first 
used in the literature (Chaney 2013). A straightforward 
search of the Oxford English Dictionary yielded 79 terms 
identified as a part of the cognition family. More important, 
the term “cognitive” was traced back to 1586, with an initial 
definition, “of, or pertaining to cognition, or the action or 
process of knowing; having the attribute of cognizing.” 
“Cognition” was traced back to 1447, with an initial 
definition “the action or faculty of knowing; knowledge, 
consciousness; acquaintance with a subject” (Chaney 2013). 

Chaney’s article was published well after Green’s paper, 
and thus was not available to Green at the time. 
Nevertheless, it seems reasonable that Green should explain: 
“why 20th century ethics?” and “why not look farther back 
when you clearly can?” Additionally, these initial 
definitions of “cognitive” and “cognition” most certainly do 
not exclude any particular reference to the mental (and in 
the case of “cognition,” may imply one with the reference to 
consciousness). Thus, a vital question for Green is, “if 
cognitive came from ‘noncognitive,’ where did the word 
‘noncognitive’ come from, anyway?” 

Premise 3 
As with Premise 1, we may take Premise 3 piecemeal. First 
is the notion that “cognitive” made its way via the logical 
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positivistic philosophy of science of the 1930s and 1940s, 
into the philosophical psychology of the 1950s and 1960s. 
Below is the sole evidence Green provides for this claim: 
 

“In this stew of logical positivism and its descendent philosophies of 
science were steeped the philosophical psychologists of the 1950s and 
1960s who would play crucial roles in the development of contemporary 
cognitive science: U. T. Place (1956), R. M. Chisholm (1963), Wilfred 
Sellars (& Chisholm, 1958), D. M. Armstrong (1968), Hillary Putnam 
(1960/1975), Jerry Fodor (1968, 1975, 1980), etc. When they first began 
to talk of the "cognitive" there can be little doubt that they meant to 
separate those aspects of the "mental" that are truth-evaluable-viz., the 
"propositional attitudes" (e.g., beliefs, desires, etc.)-from those that are 
not (e.g., emotion, consciousness, qualia, imagery).” (Green, p. 34) 
 

We may grant that the philosophical psychologists of whom 
Green cites have no doubt played pivotal roles in the 
materialization of cognitive science proper. The claim 
regarding their particular intentions and use of the term 
“cognitive,” however, it not so well founded. One would 
expect Green to provide at minimum some primary or even 
secondary source evidence that Armstrong, Putnam, Fodor, 
et al. utilized and intended to utilize the term “cognitive” in 
the strict sense. Unfortunately, Green provides no such 
historical evidence, and instead offers several paragraphs 
explaining why the distinction between the study of “truth-
evaluable” mental aspects and non-truth-evaluable mental 
aspects is so important. But whether such a distinction is 
important is an entirely different question than whether it 
was important to the philosophical psychologists at the time. 
The latter is the question Green claims yet ultimately fails to 
answer. Green needs to go beyond reassuring us that “there 
can be little doubt…” and actually provide evidence that 
philosophical psychologists did in fact adopt the term 
“cognitive” in the strict sense from the logical positivists. 

To support the second part of his third premise “…in 
order to disown scientifically troublesome aspects of the 
“mental” during the rise of cognitivism,” Green once again 
relies on indirect evidence to substantiate his claim. Green 
suggests that those aspects of mental life that are not truth-
evaluable were key elements in the mentalist psychologies 
of the late 19th and 20th centuries (e.g. structuralism, some 
forms of phenomenology) (Green). Green points out that 
such approaches had difficulty in gaining acceptance and 
ultimately lead to behaviorists rejecting the study of the 
mental in favor of that which could be observed. Green then 
claims that in order to avoid a similar scenario during the 
rise of cognitivism, when the term “cognitive” started being 
reintroduced into philosophical psychology in the 1960’s, 
only those “truth-evaluable” parts of the mental were 
welcomed back, while other aspects of the mental (i.e. 
noncognitive, mentalism-stuff) were excluded (Green). His 
reasoning is that since philosophical psychologists were 
interested in belief-desire psychology (i.e. that which is 
truth-evaluable) and behaviorists rejected all that was not 
truth-evaluable (i.e. anything mental), then the philosophical 
psychologists must have also intended to safeguard 
cognitivism from the problems of mentalism’s past by 
asserting “cognitive” to mean “truth-evaluable.” Once 

again, Green leaves us only with indirect evidence and 
without substantial direct evidence to entertain this claim. 

Green attempts to salvage some credence that 
philosophical psychologists preferred the term “cognitive” 
in the strict sense by offering some Fodorian viewpoints. 
Green quotes Fodor about his thoughts on consciousness 
(i.e. his thoughts on noncognitive mental stuff), referring to 
when Fodor says, “Nobody has the slightest idea how 
anything material could be conscious. Nobody ever knows 
what it would be like to have the slightest idea about how 
anything material could be conscious. So much for the 
philosophy of consciousness” (Fodor 1992). Green also 
notes that Fodor’s primary research interests were in the 
study of the mental instantiation of proposition attitudes (i.e. 
the aspect of the mental that is most susceptible to logical 
analyses). Thus, Green argues that “we see the explicit 
separation, in the mind of at least one prominent 
philosophical psychologists, between what is to count as a 
topic of a cognitive science (viz., propositional attitudes), 
and what, for all its historical importance, is to count as a 
topic in the philosophy of mind that is outside of cognitive 
science proper (viz., consciousness)” (Green 1997). 

But is such an explicit separation truly apparent? Fodor is 
a prominent philosophical psychologist. He is not interested 
in consciousness. His research interests are in belief-desire 
psychology. Knowing all of this, however, does not entail us 
to conclude that there was a specific intention on behalf of 
Fodor, let alone on behalf of all prominent philosophical 
psychologists of disowning troubling aspects of the 
“mental.” In order to demonstrate such an intention, Green 
needs to actually connect the dots in his story. To do so, 
Green needs to show how Fodor’s research interest and 
distaste for consciousness studies were in some capacity 
guided or representative of the particular value of the strict 
sense of the “cognitive,” which he (as well as others) 
intended upon cognitive science proper.  

Premise 4 
Let us take Green’s fourth premise step-by-step. In order to 
assert that, “…experimental psychologists became 
increasingly interested in thinking, language, and memory,” 
Green attempts to show that cognition simply was not much 
of a going concern in psychology before the 1950s. In other 
words, Green sets the stage for psychologists to become 
interested in cognition. He does so by citing subject heading 
data from the Cumulative Subject Index of Psychological 
Abstracts from 1927-1960, where the term “cognition” is 
ultimately cited substantially less than such terms as 
“behavior” or “thinking.” He thus uses this particular data to 
support his claim that “cognition” was not a going term or 
interest in psychology during that time. 

Unfortunately, Green’s use of the data leaves us 
wondering: how in fact do his quantitative tidbits really 
connect us to the actual history? Just citing the data doesn’t 
really make his point clear. Green instead needs to make the 
connections explicit through further analyses. Given that 
there is a negative correlation with the use of the term 
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“cognition” during that time period, Green needs to explain 
those connections. Of which journals are the abstracts 
published? How did the authors in those journals actually 
use the term “cognition”? Green also needs to look at the 
actual experiments being conducted in those articles, and 
trace those connections from experiment to experiment. 
Better yet, why not run the data analyses on abstracts 
published in the journals of philosophical psychology? 
Where is that data set and subsequent analyses? 

For the second part of the premise (viz., “the strict sense 
of the term ‘cognitive’ began to merge with its loose sense, 
being ‘anything broadly regarded as ‘mental’ employed by 
social psychologists), Green provides several examples of 
social psychologists as well as those researchers from the 
“information processing approach” (e.g. Newell & Simon) 
who began to use the term “cognitive.” Such individuals, 
Green claims, “adopt[ed] a general view of cognition as 
pertaining to knowledge, without recognizing either the 
crucial distinction between knowledge and belief, or the 
theoretically important criterion of truth-evaluability” 
(Green). For example, on Solomon Asch’s writings on 
“cognitive basis,” Green explains, “the issue of truth-
evaluability, although perhaps implicit in Asch’s thought 
about cognition, was never thought by him to be a strict 
criterion of the cognitive” (Green). 

Green does an adequate job of attempting to evaluate 
what these particular researchers could mean by the term 
“cognitive” (since, according to Green, they fail to ever say 
so explicitly). He even manages to find a quote from George 
Miller on the adoption of the term cognition, in which 
Miller states, “In using the word ‘cognition’ we were setting 
ourselves off from behaviorism. We wanted something 
mental—but “mental psychology” seemed terribly 
redundant…we chose ‘cognitive’” (Baars 1986). 

The problem, however, is Green’s use of the absence of 
the issue of “truth evaluability” in these particular instances 
of the term “cognitive” to support the claim that “the strict 
sense of the term cognitive began to merge with its loose 
sense…”. Asch, Festinger, and Newell & Simon do not 
mention anything about truth-evaluability in their 
descriptions of the cognitive. But they also fail to mention 
anything about pink elephants in their descriptions as well. 
On this reasoning, can we claim that “the wacky sense of 
the term ‘cognitive,’ being ‘that which relates to a pink 
elephants’ began to merge with its loose sense, being 
‘anything broadly regarded as mental…”? Of course not. All 
we can claim is something like “particular conceptions of 
the ‘cognitive’ among social psychologists were mute on the 
issue of truth-evaluability.” In order to make the stronger 
claim that the strict sense merged with the loose sense, 
Green needs to do a better job explaining: 1) the clear 
disconnect and/or disregard social psychologists had toward 
philosophical psychologist’s conception of the cognitive, 2) 
why “the strict sense” of the cognitive did not carry over, 
and 3) whether there was any discussion between social 
psychologists and philosophical psychologists on the use 
and/or misuse of the term “cognitive” at the time. 

Premise 5 
Green’s fifth premise is a consequence of the 4th, viz., “the 
strict sense of the ‘cognitive’ never took hold in psychology, 
and, consequently, psychologists now refer to the cognitive 
in the loose sense.” The issue with this premise is the way it 
is worded. The premise begs the question, i.e. it assumes 
that 1) there was in fact a strict sense of the “cognitive,” and 
2) there was or should have been some maintenance of the 
strict sense of the term “cognitive” among experimental 
psychologists. Given that the bulk of these premises are of 
my own interpretation, one might think it just an issue with 
the paraphrasing. Green, however, directly states, “the strict 
sense never took hold in psychology,” which gives us 
reason to take issue with Green’s own wording.  

Green would also do well to provide us an explanation as 
to why the strict sense of the term “cognitive” is in fact so 
significant. Green implicitly assumes that the term 
‘cognitive’ in the strict sense is the “correct” way, and the 
fact that social psychologists opted for the loose sense of the 
term was an error. For example, Green claims, “the term 
‘cognitive’ is not really ambiguous; that it has, in fact, a 
quite rigorous definition.” Well, yes, it does have a 
“rigorous” definition via the strict sense (or so Green 
claims)—but is that the only definition we should care 
about? And even if the strict sense of the cognitive came 
prior to the loose sense, why does Green present his claims 
as if the strict sense was intended for psychology? 

Green’s Conclusion 
Green concludes that “contrary to the supposition of many 
who have opposed it, the rise of cognitivism has not been, 
nor was it ever intended to be, a wholesale return to the 
mentalism of the past…” This assumes that cognitivism was 
thought to be a full-blown return to mentalism. But when 
have people thought this? Where is the evidence that people 
thought this? To support this conclusion, Green needs to 
provide primary as well as secondary-source evidence.  

Lastly, what is considerably lacking is an answer to the 
all-important question: why do we care? Green claims, “[it] 
is important to understand what the motivations for the 
cognitive revolution, as it developed outside the bounds of 
university psychology departments, were—exactly which 
problems it was thought to solve and which problems it was 
thought to simply leave behind—especially since we seem, 
once again, to be running into difficulties on the very issues 
that led us to abandon mentalism in favor of behaviorism, 
now almost a century ago” (Green 38). But what are these 
difficulties? Why are they important? These questions are 
unfortunately left unanswered. 

Conclusion 
In this paper, I have critically examined Green’s proposed 
philosophical history concerning how the term “cognitive” 
became associated with aspects of the mental. I have shown 
that Green has not provided sufficient reasons or evidence in 
support of his proposal. By evaluating Green's claims, I 
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have sought to determine what future research is necessary 
to gain a better understanding of the conceptual history 
surrounding the original aims, intentions, and concerns of 
the so-called “cognitive revolution,” the origin and mark of 
the “cognitive,” as well as how the term “cognitive” has 
become polysemic in present-day discourse.  

Where should we look for a more accurate account of the 
term “cognitive”? As one reviewer helpfully pointed out, 
there is plenty of historical material in which to engage. One 
could begin by reading any decent historical text featuring a 
history of cognitive science (e.g. Hearst’s The First Century 
of Experimental Psychology (1979), Gardner’s The Mind’s 
New Science: A History of the Cognitive Revolution (1987), 
Boden’s Mind as Machine: A History of Cognitive Science 
(2008). These and other such texts reference several of the 
original sources in an accessible context.  

From the standpoint of psychology, a deeper search could 
begin with the seminal works of William James and John 
Dewey. Moving through the 20th century, important work 
can be found in developmental psychology (e.g. Piaget), 
intelligence testing (e.g. Binet, Yerkes, and Terman), and 
even the “behaviorists” (e.g. Pavlov, Skinner, Thorndike, 
Watson, and Guthrie). Of particular interest to cognitive 
scientists, behaviorist Clark Hull developed rigorous models 
of learning behaviors that dealt with “cognitive” processes 
that posited mental representations. And of course, one 
cannot discount Edward Tolman, the behavioral 
experimentalist and theorist who re(introduced) the key term 
in the Psychological Review (1948) with the paper titled, 
“Cognitive maps in rats and men.”  

But the history of a term “is never solely a matter of 
etymology: the need for a new word is socially determined, 
right at the start, and any subsequent changes of denotation, 
as well as the cluster of connotations surrounding it, are also 
in response to demands from society. The word cannot be 
isolated from its historical background….” (Ross 1962). 
Thus, to gain a deeper understanding of the term 
“cognitive,” a constructive program should go beyond 
rereading primary sources and launch an historiographical 
investigation. Such an analysis should not take terms like 
“cognitive” to be an expression of some timeless defining 
feature of human nature, but instead should begin with the 
assumption that such terms are historically constructed 
objects (Danziger 1997). By appreciating that at different 
times and in different places the term “cognitive” and its 
derivations have been constructed and reconstructed in 
attempts to deal with different problems and to answer a 
variety of questions, such an analysis may avoid the “gross 
parochialism that elevates local and ephemeral concerns to 
the status of eternal verities” (Danziger 1997).  

When psychologists-historians such as Green turn to the 
history of their subject, they often do so with a 
psychologist’s bias in favor of accounts centered on 
individuals. Such bias “is likely to exaggerate an already 
strong cultural tendency to interpret social and historical 
events in terms of actions, thoughts, and personalities of 
individuals” (Danziger 1997). But the term “cognitive” has 

its own multifaceted history; it is the work of many thinkers 
and it informs the practice of large interdisciplinary 
communities. Therefore, an additional constraint on a 
constructive program is that it should not be written in terms 
of the history of individuals.  

One final recommendation includes an analysis of the 
discourse from which the term “cognitive” derives its sense. 
This kind of analysis, utilized by historian of psychology 
Kurt Danziger, acknowledges that “single terms are always 
embedded in a network of semantic relationships from 
which they derive their meaning and significance.” 
According to Danziger (1997), “changes in the meaning of 
one term are not independent of changes in the meaning of 
others, and the significance of each term depends on the 
position it occupies in a larger whole that is best thought of 
as a discursive formation.” Thus, in a successful history of 
the “cognitive,” one must study the term as an element in 
these discursive formations. 

  Hopefully I have demonstrated that the story of the term 
“cognitive” still requires broader and vigorous discussion of 
both its historical background and current meanings. This is 
a challenging project that many might prefer to avoid. Much 
like the word “intelligence,” cognitive is a term that is 
widely and conveniently used to mean all sorts of things—
from creative ideation to any computational or multi-
synaptic brain process. There is still much to learn about the 
term “cognitive,” however, and, more generally, the serious 
efforts to develop a coherent science of what it means.  
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Abstract

Recent brain imaging studies have provided new insight into
how students are able to extend their previous problem solving
skills to new but similar problems. It is still unclear, however,
what the basis is of individual differences in their success at
transfer. In this study, 75 subjects had been trained to solve
a set of mathematical problems before they were put into the
fMRI scanner, where they were challenged to solve modified
versions of familiar problems. A hidden semi-Markov model
identified the sequential structure of thought when solving the
problems. Analyzing the patterns of brain activity over the se-
quence of states identified by the model, we observed that sub-
jects who showed consistent brain patterns performed better.
This consistency refers to both how consistently subjects re-
spond to different problems (within-subject consistency), and
how brain responses of a given subject deviate from the pop-
ulation average (between-subjects consistency). Early within-
subject consistency is particularly predictive of later perfor-
mance in the experiment.
Keywords: Transfer of learning; Mathematical problem-
solving; Individual differences; Hidden semi-Markov model

Introduction
While sometimes the learners are skilled only at a task being
taught, in many cases they are expected to transfer what they
have learned to new situations. It is the fundamental assump-
tion in education that what is learned will apply in similar but
possibly different situations (Leberman, McDonald, & Doyle,
2006). A specific setting that has raised considerable interest
is the transfer of learning during mathematical problem solv-
ing. For decades, various methods have been used to shed
light on the underlying thought processes during complex
mathematical problem solving. Such efforts include proto-
col analysis and eye movements (Epelboim & Suppes, 2001).
Functional Magnetic Resonance Imaging (fMRI) has become
a powerful instrument to collect vast quantities of data on
brain activity. We have developed a new procedure that com-
bines multi-voxel pattern analysis (MVPA) (Norman, Polyn,
Detre, & Haxby, 2006) and hidden Markov model (HMM) al-
gorithms (Rabiner, 1989) to better analyze the temporal pat-
terns in the brain (Anderson, Betts, Ferris, & Fincham, 2010).
This method is particularly effective in mathematical problem
solving, where there is a rich mixture of perceptual, cognitive
and motor activities each with distinct temporal characteris-
tics. Given the great variability in problem-solving duration
of such problems, we have used a hidden semi-Markov model
to identify the sequential structure and durations of the prob-
lem solving process.

In recent years, brain imaging studies have informed us
about the neural basis and mechanisms underlying transfer of
learning (Ischebeck, Zamarian, Schocke, & Delazer, 2009)
(Anderson & Fincham, 2014b). However, there remains an

open question: what are the sources of individual differences
in successful transfer? This question is the focus of our study.
In our experiments, subjects were trained in a mathematical
problem-solving task before they were scanned. In the fMRI
sections of the experiments, they encountered both Regular
problems that were like those they had solved, as well as
novel Exception problems that required subjects to devise
modifications or partial replacements to their learned proce-
dure.

Methods
Experiments
Our research uses pyramid problems, which involve a mathe-
matical relationship denoted by a dollar symbol as the opera-
tor, e.g., 4$3 = X. Here, 4 is the base, which is also the first
term in an additive sequence; 3 is the height, which indicates
the number of terms to add in a descending manner, e.g. 4$3 =
4 + 3 + 2. This is an example of a “Regular” problem. There
are “Exception” problems that either have unusual numbers
for operands, e.g. 4$-3=X, or have unusual algorithm such
as having X as one of the operands, e.g. X$4 = 30. Solv-
ing Exception problems involves modifying the procedure for
Regular problems. The exact problems and procedural details
are described in the original report (Anderson & Fincham,
2014a). fMRI data were collected from 40 adults (ages 19-
35), and 35 children (ages 12-14). Subjects practiced solving
a large number of Regular problems outside the scanner, and
were tested on the second day in an fMRI scanner with a mix-
ture of Exception problems and Regular problems. Each sub-
ject solved six blocks of problems with each block consisting
of two Regular problems and nine Exception problems. Im-
ages were acquired using gradient echo-echo planar image
(EPI) acquisition on a 3T Verio, then motion corrected and
co-registered. Blood-oxygenation-level dependent (BOLD)
signal response is calculated as the percent change from a
linear baseline defined by the first scan. This is deconvolved
with a hemodynamic response function to produce an esti-
mate of the underlying activity signal using a Wiener filter
(Glover, 1999). The hemodynamic function is the difference
of two gamma bases (Friston, 2007).

Dimensionality Reduction
To reduce the dimensionality of the data and to accommo-
date variations in anatomy over subjects, the original image
voxels (3.125 x 3.125 x 3.2 mm) were aggregated into larger
2x2x1 voxels within the same slice. Removing those show-
ing extreme values resulted in 8365 voxels. To further reduce
the dimensionality of the 8365 voxels, principal component
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analysis was performed with 67% of the variance captured by
the first 20 components that we eventually worked with. In
addition, we examined the BOLD brain activations of the 12
key regions of interest (ROIs) averaged over the left side and
the right side of the brain.

Discovering Mental States
Hidden Markov models (HMM) have been successfully
used in modeling and analyzing complex behavioral and
neurophysiological data (Obermaier, Guger, Neuper, &
Pfurtscheller, 2001). They make inference of unobserved pa-
rameters possible while taking into account the probabilistic
nature of behavior and brain activity. We conceive the sub-
jects as going through a sequence of mental states in the pyra-
mid experiments. The discrete mental states are hidden in the
sense that we only observe the brain activity, not the men-
tal states themselves. The effectiveness of HMMs in model-
ing such an experiment has already been demonstrated in a
previous study, where three ground-truth stages of fixation,
problem solving, and feedback could be recovered accurately
on a single-trial basis (Anderson & Fincham, 2014a). Four
states were identified as the optimal number in the previous
study with the same experiment through leave-one-out cross-
validation (LOOCV). They were characterized as an encod-
ing stage, a planning stage, a solving stage, and a respond-
ing stage, given their brain signatures (Anderson & Fincham,
2014a).

Model Specification. A specific extension of HMM,
a hidden semi-Markov model (HSMM), is used to model
explicitly the state duration as a gamma distribution that
provides a realistic characterization of response latencies
(Wainer & Messick, 1983). The state duration is discretized
to the nearest scan. The probability of spending m scans in
state i given the length of each scan being 2 seconds is:

P(m;vi,ai) =
∫ 2m+1

2m−1
g(t;vi,ai)dt,

where g(t;vi,ai) is the gamma distribution with shape param-
eter vi and scale parameter ai. The fMRI activity considered
in the model are the first 20 components obtained from princi-
pal component analysis over all scans in the experiment. They
are further normalized to have mean 0 and standard deviation
1. The brain activity of the kth PCA component for each state
i is modeled as a normal distribution N(x;µik,1) with mean
µik and standard deviation 1. The probability of observing a
set of PCA components Fj = { f j1, f j2, .., f j20} for a particular
scan j, at state i, is calculated as:

P(Fj;Mi) =
20

∏
k=1

N( f jk;µik,1),

where Mi = {µi1,µi2, ..,µi20}. We have a left-right HSMM
that encodes a linear sequence of four mental states. The im-
plementation that we adapted is from the software developed
by Yu and Kobayashi (Yu & Kobayashi, 2006).
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Figure 1: An illustration of how to obtain state-specific brain ac-
tivations for each of the 4 states in a single trial for different brain
regions, i = 1,2,3,4. (a) shows the brain activations for each scan for
representative brain regions in one trial. (b) shows the state occu-
pancies estimated from the HSMM of that trial. (c) shows the state-
specific brain activations calculated from weighted sums for each
region in (a). (d) shows the linear structure of the HSMM model.
Each vertical line in (a) and (b) represents an fMRI scan.

Trial-alignment By States. Modeling with an HSMM
not only uncovers sequential stages of problem solving, but
also serves as an effective way to align fMRI data on a trial-
by-trial basis. Conventionally, trials would be aligned to a
fixed time point, either the stimulus or the response. How-
ever, because different processes will occur at the same time
on different trials, the average signal can be uninformative
(Gibbons & Stahl, 2007; Velazquez & Wennberg, 2009). In
our analysis, after fitting all trials to the HSMM, state occu-
pancies for each scan p(qt = i) can be obtained. They are the
probabilities that each scan belongs to each of the four states,
where qt is the state at time t, and i = 1,2,3,4. As is illustrated
in Figure 1, brain activations for each scan are converted to
brain activations for each state through a sum weighted by the
state occupancies. These state-specific brain activations will
be used throughout our analysis.

Approach
Our study is an exploratory analysis that attempts to answer
the question: what contributes to individual differences in
transfer-of-learning performance? Past research has found
that the extent to which subjects are able to relate the cur-
rent task to the appropriate past experiences contributes to
success in transfer tasks (Ross, 1984). One hypothesis is that
this facilitates taking a consistent approach to the problems.
Our current study will examine whether there is evidence for
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the importance of consistency at the brain level. We start
our investigation of this question by characterizing what is
meant by brain consistency. This consistency can be under-
stood from two perspectives. It can be measured as the agree-
ment in brain activation patterns amongst different problems
in an experiment for a given subject (within-subject consis-
tency). It can also be measured as the agreement in brain
activation patterns from a given subject with the rest of the
subjects (between-subjects consistency). These brain consis-
tencies are first explored on a set of pre-defined regions of
interest (ROIs), and then tested at the whole-brain level on a
set of selected brain voxels.

Results
The Pre-defined Brain Regions
A set of pre-defined brain regions of interest (ROIs) have been
observed to play an important role in the complex problem
solving in our laboratory. Eight of these are long-standing re-
gions in ACT-R cognitive modeling (Anderson et al., 2004):
the fusiform gyrus (Talairach coordinates of the ROI center:
-42, 60, -9), the secondary auditory area (-46, 22, 9), the cau-
date nucleus (-14, -10, 7), the lateral inferior prefrontal cor-
tex (-43, -23, 24), the posterior parietal cortex (-23, 63, 40),
the anterior cingulate cortex (-6, -10, 39), the manual por-
tion of the motor-sensory region (-42, 19, 50), and the facial
portion of the motor-sensory region (-43, 13, 33). Recently,
Anderson and Fincham defined a new metacognitive module
in ACT-R that involves the rostrolateral prefrontal cortex (-
33, -47, 8) (Anderson & Fincham, 2014b). We will also use
an additional three regions identified by Dehaene as impor-
tant to mathematical cognition: the horizontal segment of the
intraparietal sulcus (-34, 49, 45), the angular gyrus (-42, 65,
37), and the posterior superior parietal lobule (-19, 68, 54)
(Dehaene, Piazza, Pinel, & Cohen, 2003).

We investigated how the consistency in a subject’s acti-
vation in this set of 12 ROIs predicted subject performance.
Subject performance is measured as the proportion of prob-
lems one solves correctly during the entire experiment, rather
than response time (10.88s per problem on average). This
consistency can be measured within each subject as the av-
eraged correlation between every pair of problems across the
12 ROIs (within-subject consistency), reflecting how consis-
tently one subject responds to different problems. It can also
be measured as the correlation between the subject mean and
the population mean across the 12 ROIs (between-subjects
consistency), reflecting how consistently one subject solves
problems compared with the rest of the subjects. To avoid any
confounding of our measures with accuracy we only looked
at correlations among correct problems. Although adults
(78.71%) perform better than children (62.16%), the results
do not substantially change if analyzed separately. A dataset
of this size, with two populations pooled together, provides a
basis for application of the HMM state-discovery procedures.

Better subjects exhibit a higher level of brain consisten-
cies. The 75 subjects can be divided into two groups based

on their performance: 38 better subjects (85.28%) and 37
weaker subjects (56.31%). Analysis focuses on the early
stage (the first 10), the late stage (the last 10), or the entire
experiment (all). Figure 2 shows the within-subject consis-
tencies for the two groups of subjects calculated separately
for each state during the early stage and the late stage of the
experiment. Analysis of variance (ANOVA) was performed
on these brain consistencies where the factors were group
(better vs. weaker), period (first 10 versus last 10), and state
(encode, plan, solve, respond). There are significant effects
of all three factors (group: F(1,73) = 18.45, p < .0001), pe-
riod: F(1,73) = 24.69, p < .0001), and state: F(3,219) =
52.09, p < .0001), such that brain consistencies are greater
for better subject, later states, and the first 10 problems.
There is a marginal interaction between group and period
(F(1,73) = 3.41, p = .069), such that the difference between
better and weaker subjects decreases from the first 10 prob-
lems to a smaller difference for the last 10 problems (Figure
2).
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Figure 2: Brain consistency (within-subject) for the better subjects
and the weaker subjects during the first 10 correctly solved problems
(Top) and the last 10 correctly solved problems (Bottom). Error bars
show the 95% confidence interval of the population means.

To further quantify the relation at the level of individ-
ual difference, a second level of correlation is carried out
between within-subject brain consistency (average correla-
tion) and subject overall performance. The larger the val-
ues are, the more correlated the measure of consistency with
the subject performance. Brain activations in this analysis
are obtained with respect to each of the four states - Encode,
Plan, Solve and Respond. In our analysis, Pearson’s Correla-
tion Coefficient of larger than 0.227 is considered significant
(p < 0.05) under two-tailed probabilities with a sample of
size of 75 (df = 73). As is shown in Table 1, there is sig-
nificant correlation between within-subject brain consistency
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and subject overall performance for most of the states. This
effect is stronger for the first 10 correctly solved problems
than the last 10 correctly solved problems. The same effect is
also observed over the entire experiment, when analyzing all
correctly solved problems.

Table 1: Pearson correlations between subject performance and the
within-subject brain consistency among either the first 10 correctly
solved trials, the last 10 correctly solved trials, or for all correctly
solved trials, for each of the four states. p-value is indicated below
each value of correlation. Significant (p < 0.05, two-tailed) correla-
tions are in bold.

States Encode Plan Solve Respond
First 10 0.420 0.582 0.568 0.512

< 0.0001 < 0.0001 < 0.0001 < 0.0001
Last 10 0.163 0.313 0.346 0.351

0.16 0.0062 0.0024 0.002
All 0.285 0.439 0.461 0.441

0.013 < 0.0001 < 0.0001 < 0.0001

There is also significant correlation between between-
subjects consistency and subject overall performance as
shown in Table 2 analyzed in a similar manner as that of the
within-subject consistency. Analysis of variance (ANOVA)
was performed on these brain consistencies where the fac-
tors were group (better vs. weaker), period (first 10 versus
last 10), and state (encode, plan, solve, respond). Again there
are significant effects of all three factors (group: F(1,73) =
13.58, p < .0001), period: F(1,73) = 23.06, p < .0001), and
state: F(3,219) = 40.43, p < .0001).

Table 2: Pearson correlations between subject performance and
between-subjects brain consistency among either the first 10 cor-
rectly solved trials, the last 10 correctly solved trials, or for all cor-
rectly solved trials, for each of the four states. p-value is indicated
below each value of correlation. Significant (p < 0.05, two-tailed)
correlations are in bold.

States Encode Plan Solve Respond
First 10 0.230 0.314 0.314 0.317

0.047 0.0061 0.0061 0.0056
Last 10 0.267 0.377 0.353 0.164

0.021 0.00086 0.0019 0.16
All 0.327 0.382 0.389 0.274

0.0041 0.00072 0.00056 0.017

The effect of between-subjects consistency reveals that bet-
ter subjects deviate less from the global average. This ob-
servation relates to a study of the Space Fortress task where
the similarity to a global definition of mental stages obtained
from all the subjects can classify the mental stages of a par-
ticular scan for individual subjects (Anderson, Bothell, Fin-
cham, & Moon, 2014). We will focus for the rest of the study

on the examination of the within-subject consistency whose
effect is stronger as illustrated in Table 1, and argue that this
effect arises specifically from the transfer task.

Extending the problem solving procedure from a familiar
problem to a new one is a challenging task. Subjects were
trained on the Regular problems before going into the scanner
and having to transfer this knowledge to Exception problems.
At the beginning of the last century, Thorndike and Wood-
worth proposed that the amount of transfer depends on how
many shared elements there are between the learned tasks and
the transfer tasks, which is now widely known as the the-
ory of Identical Elements (Thorndike & Woodworth, 1901).
This theory was later refined by Gick and Holyoak, when
they brought out the concept of perceived similarity (Gick &
Holyoak, 1987). Perceived similarity depends on not only the
objective number of shared elements, but also the knowledge
or expertise of the person performing the transfer task. The
more a subject can relate the current transfer tasks to the past
learned tasks, and perceive them similarly, the more transfer
will take place (Gick & Holyoak, 1987).

In our pyramid experiment, although every subject was
presented with the same set of problems, these problems
might be perceived very differently. It is likely that the con-
sistency at the neural level in our correlation analysis reflects
how similarly the set of new problems appear to the sub-
jects, compared with the trained problems. The more one
finds the new and modified problems similar to the trained
ones, the more one is able to use knowledge about having
solved the trained problems. The perceived similarity has
also been identified in the analogy literature as whether an
abstract shared structure is learned, with various areas in pre-
frontal cortex (PFC) postulated to be responsible for enabling
analogy (Geake & Hansen, 2005; Green, Fugelsang, Krae-
mer, Shamosh, & Dunbar, 2006; Bunge, Wendelken, Badre,
& Wagner, 2005). Instead of examining only the BOLD re-
sponse in a single region at a single time, we looked into
pairwise correlations among problem pairs across a network
of brain regions at different points of problem solving, to
explicitly define the perceived similarity at the neural level.
Aly& Turke-Brown have recently used a similar correlation
approach to show that better memory performance is pre-
dicted with attention-stabilized activation patterns in the hip-
pocampus (Aly & Turk-Browne, 2015).
Early consistency is predictive of the overall performance.
To see how well we could use this within-subject brain con-
sistency for prediction we used a Leave-one-subject-out cross
validation (LOOCV) procedure. In particular, the perfor-
mance of an unseen subject is predicted by weights trained
from the rest of the subjects using multiple regression anal-
ysis with Least Squares Fitting. The four independent vari-
ables (predictors) here are the measures of consistency among
the first 10 correctly solved problems for each of the four
states. The dependent variable (what we are predicting) is the
subject performance, measured as the proportion of problems
solved correctly during the entire experiment. As is observed
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in Figure 3, there is a considerable match between the pre-
dicted performance using LOOCV and the actual accuracy
of the subjects, with the correlation of the two being 0.548,
and the mean squared error (MSE) being 0.0393. Thus it can
be concluded that the within-subject brain consistency among
the first 10 correctly solved problems is not only an indicator
but also an effective predictor of the overall performance of
an unseen subject.
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Figure 3: Leave-one-subject-out cross validation (LOOCV) perfor-
mance prediction of 75 subjects compared with the actual subject
performance, using the weights of multiple regression analysis ob-
tained from the rest of the subjects. A total of 4 predictors are 4
within-subject brain consistencies measured across 12 ROIs among
the first 10 correctly solved problems for each of the 4 states. (r =
.548, MSE = .0393).

The same analysis is also carried out using the late brain
consistency instead of the early consistency, which gives
0.346 instead of 0.548 as the correlation between the pre-
dicted performance and the actual accuracy, and 0.0799 as
MSE. A model using all 8 predictors (both early and late) is
significantly better than a model using only later predictors
(F (4, 66) = 5.6679, p = .00055), but not than a model using
only early predictors (F (4, 66) = .7869, p = .538). It can be
concluded that including the early consistency will improve
the prediction using the late consistency, but not vice versa.

The previous analysis indicated that late consistency is sig-
nificantly less predictive than early consistency. Also, as Fig-
ure 2 reveals, late consistency is lower. However, if consis-
tency indicates expertise, with more training, why it would
decrease? We suspect that initially successful subjects are
taking a common approach to the problems. But as time
goes on, subjects start to develop more diverse and problem-
specific strategies. Thus subjects may start displaying more
diverse brain patterns as a result of their more diverse solution
strategies. It is interesting to note in this regard that the better
subjects show a larger decrease in brain consistency from the
early stage to the late stage of the experiment (Figure 2).

The Selected Brain Voxels
Previously, brain consistency was measured as correlation
across the pre-defined 12 ROIs. However, our explanation
of the consistency effect suggests the effects should not be
limited to just these predefined regions, but show up in all

regions that are engaged by the task. Therefore, we apply a
whole brain analysis identifying all engaged regions and test-
ing whether consistency across these regions predicts success
on the task. We identify engaged regions as those brain voxels
whose average activation on the first 10 correctly solved prob-
lems significantly correlated with the subject performance
(r = .2272, p < 0.05, two-tailed). Note that this selection
method does not imply anything about consistency of acti-
vation across voxels, which is the property that we will only
use to predict performance. To examine quantitatively how
well the measure of consistency can predict the subject per-
formance, a similar procedure of leave-one-subject-out cross
validation (LOOCV) is used. First, we select the regions to
correlate by determining which are the engaged voxels for
the other 74 subjects. Then for each state and each sub-
ject, we calculate the within-subject brain consistency – the
mean correlation of activations across selected voxels over
every pair of problems during the early stage of the experi-
ment. Then we regress the four brain consistencies of the 74
subjects against their overall performance. The coefficients
of this regression are used to predict the performance of the
75th subject, given the subject’s four brain consistencies cor-
responding to each state.
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Figure 4: Visualization of the selected brain voxels in red whose
averaged activations over the first 10 correctly solved problems are
significantly (p≤ 0.05) correlated with the subject overall perfor-
mance, for a representative state - Encode, and on one group of 74
subjects. The rest of brain voxels are colored light green. Predefined
ROIs that overlap with the selected regions are noted.

Figure 4 illustrates the brain voxels selected for one group
of 74 subjects. It also shows that these regions overlap
with some of the 12 pre-defined regions like the angular
gyrus (AG), the horizontal segment of the intraparietal sulcus
(HIPS), anterior cingulate cortex (ACC), and the rostrolateral
prefrontal cortex (RPC). The exact number of the selected
voxels differs for each subset of 74 subjects, but is around
one tenth of the total number of voxels. As is observed in
Figure 5, there is a considerable match between the predicted
performance using LOOCV and the actual accuracy of the
subjects, with the correlation of the two being 0.640 and MSE
being 0.029. LOOCV with selected brain voxels further im-
proves the performance prediction compared with previously
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using only the 12 ROIs with correlation of 0.548 and MSE of
0.0393.
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Figure 5: Leave-one-subject-out cross validation (LOOCV) perfor-
mance prediction of 75 subjects compared with actual subject per-
formance, using the weights of multiple regression analysis obtained
from the rest of the subjects. A total of 4 predictors are 4 brain con-
sistencies measured across selected brain voxels among the first 10
correctly solved problems for each of the 4 states. (r = .6404, MSE
= .0292)

Conclusion
This study has shown that success in extending a human
problem-solving procedure from familiar to unfamiliar prob-
lems is reflected in how consistent subjects’ brain responses
are. This consistency refers to both how consistently subjects
respond to different problems (within-subject consistency),
and how brain responses of one subject deviate away from
the global average (between-subjects consistency), with the
former one correlating more strongly with the subject overall
performance. Within-subject brain consistency is most highly
correlated with the subject performance when examining the
early stage of the problem solving, which can serve as an ef-
fective neural predictor. During the later stage of the prob-
lem solving, we think that subjects start developing problem-
specific strategies that decrease the brain consistency over
time. We suggest that the relationship between subject per-
formance and within-subject brain consistency is due to the
perceived similarity between the familiar problems and the
new problems.

Though previous studies have explored the relationship be-
tween consistency and subject performance during transfer
of learning, our study is the first to identify such effect at
the level of neural activity and use this consistency to predict
performance. We also show that the accuracy of predicting
subject performance has been further improved by selecting
the most involved brain voxels rather than only using the pre-
defined 12 regions. Both approaches lead to the same conclu-
sion that subjects who have more consistent brain activation
perform better.
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Abstract 
 

In the word-learning domain, both adults and young children 
are able to find the correct referent of a word from highly 
ambiguous contexts that involve many words and objects by 
computing distributional statistics across the co-occurrences 
of words and referents at multiple naming moments (Yu & 
Smith, 2007; Smith & Yu, 2008). However, there is still 
debate regarding how learners accumulate distributional 
information to learn object labels in natural learning 
environments, and what underlying learning mechanism 
learners are most likely to adopt. Using the Human 
Simulation Paradigm (Gillette, Gleitman, Gleitman & 
Lederer, 1999), we found that participants’ learning 
performance gradually improved and that their ability to 
remember and carry over partial knowledge from past 
learning instances facilitated subsequent learning. These 
results support the statistical learning model that word 
learning is a continuous process. 
 
Keywords: statistical learning; word-referent mapping; 
learning mechanisms 

 
Introduction 

Many recent studies have shown that both adults and 
children acquire new vocabulary by using word-object co-
occurrences to discover which linguistic labels map on to 
which objects (e.g. Yu & Smith, 2007). Despite the fact the 
natural learning environment is noisy and ambiguous, 
human learners are still able to keep track of multiple 
possible word-object pairings simultaneously (Yurovsky, 
Smith, & Yu, 2013). They continuously store and update the 
word-object co-occurrences across word learning moments 
and make statistically appropriate decisions based on 
aggregated statistics (Smith, Suanda, & Yu, 2014). 

However, this aforementioned cross-situational word 
learning strategy and its supporting associative learning 
model (AL) have been challenged by another learning 
model called the hypothesis testing model (HT). Although 
both computational modeling results and behavioral data 
provide evidence showing that the two models do interact to 
some degree during word learning and the learning 
outcomes generated by these two models can be similar (Yu 
& Smith, 2012; Smith et al., 2014; Romberg & Yu, 2014), 
they do suggest fundamentally different learning pathways 
(Trueswell, Medina, Hafri, & Gleitman, 2013). One major 
difference between these two models is how learners 
process past information when learning object labels in 

subsequent moments. The AL model suggests that learners 
can keep track of multiple co-occurrences of object-label 
mappings in one naming situation. Because a label and its 
correct referent are likely to co-occur more consistently than 
do other pairs, with enough exposure, the correct mapping 
can be accomplished by using cross-trial statistical relations 
(Yu & Smith, 2007). A more recent study supports the AL 
model by showing that word learning is not an “all-or-none” 
process. Instead, it is an incremental process that involves 
forming partial knowledge of word-object associations 
(Yurovsky, Fricker, Yu, & Smith, 2014). Therefore, labels 
are learned gradually by accumulating knowledge from past 
learning experience. However, the HT model suggests that 
learners only make one hypothesis on an object-label 
pairing in one context. If this hypothesis were confirmed in 
later contexts, it would be considered as learned knowledge. 
If the hypothesis were rejected, then learners would pick 
another hypothesis from scratch and repeat the process until 
getting the correct mapping (Medina, Snedeker, Trueswell, 
& Gleitman, 2011; Trueswell et al., 2013). Thus, the HT 
model supports a “fast mapping” process with fewer 
exposures whereas the AL model suggests gradual statistical 
learning with lots of data.  

Not only do these two competing mechanisms define 
statistical learners very differently, the experimental 
paradigms used to support these two models are quite 
different as well. For a typical adult study that supports the 
AL model, participants are asked to learn object and word 
mappings through a series of learning trials wherein each 
trial contains multiple pseudowords and multiple novel 
objects without information about which words map on to 
which objects. While the cross-situational learning paradigm 
provides us useful data on how learners process information 
in ambiguous learning situations, one remaining question is 
whether learners employ the same learning strategy in the 
real world as real-life learning moments can be much more 
uncertain and noisy than laboratory tasks. One recent study 
done by Medina et al. (2011) used the Human Simulation 
Paradigm (Gillette et al., 1999) to study whether adults are 
able to learn gradually by accumulating evidence from 
multiple naturalistic learning instances from child-parent 
interactions (details described in the method section below). 
What they found was that incremental learning from 
multiple ambiguous learning moments did not occur. 
Instead, successful word learning depended on the presence 
of unambiguous learning moments. Participants learned the 
best when the unambiguous learning moments happened 
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early during training, suggesting that word learning requires 
an initial “one trial learning” step followed by a 
confirmatory process (Trueswell et al., 2013).  

However, Yurovsky et al. (2013) followed Medina et al.’s 
method and found very different results. Instead of studying 
word learning from only the observer’s perspective, they 
recorded training videos from both the child’s view 
(captured by a head-mounted camera) and the observer’s 
view (captured by a tripod-mounted camera) in order to 
study whether adult participants can learn from ambiguous 
learning events after viewing multiple child’s view naming 
moments. Previous studies with head-mounted cameras 
have shown that children’s visual field is selective and only 
includes one or a very few dominant objects at a naming 
moment. Therefore, naming events seen from the child’s 
view videos may be less ambiguous than those seen from 
the observer’s view, which may facilitate cross-situational 
learning. The results demonstrated that participants’ 
learning performance improved significantly after watching 
multiple highly ambiguous child’s view videos but not after 
when the same naming events were seen from the observer’s 
perspective. Thus, statistical aggregation may indeed 
characterize learning from the kind of naming events 
children experience; learning may not necessarily require 
unambiguous learning moments (Yurovsky et al., 2013).  

Given the conflicting findings from previous literatures, 
in the current study we aim at investigating the underlying 
mechanisms of how learners process information across 
multiple learning contexts with the following questions: 1) 
Do learners gradually accumulate knowledge from multiple 
naturalistic naming moments? 2) Are ambiguous learning 
events enough for successful cross-situational learning? Are 
unambiguous learning instances necessary? 3) How do 
unambiguous learning trials interact with ambiguous 
learning trials, and how do they influence learners’ 
performance? To answer these questions, our design 
followed the Human Simulation Paradigm to closely 
simulate learning moments in the real world. Meanwhile, 
we systematically selected and manipulated a set of videos 
that vary in their ambiguity, allowing us to measure and 
analyze participants’ learning patterns trial-by-trial in order 
to examine how statistical learning unfolds over time. 
Experiment 1 was designed to provide a baseline of learning 
performance for individual naming moment; Experiment 2 
focused on statistical learning solely from ambiguous 
learning instances; and Experiment 3 focused on 
information integration through a set of interleaved 
ambiguous and unambiguous learning moments.  

 
Experiment 1 

In order to examine the detailed word-learning patterns, we 
first selected a set of naming instances from the video 
corpus collected by Yurovsky et al. (2013) for their original 
study. The videos included play sessions from eight parent-
child dyads. Parent-child dyads were asked to play naturally 
with 25 toys for about 10 minutes while their interactions 

were recorded by a tripod-mounted camera and a head-
mounted camera in order to get both the observer’s view 
and the child’s view at each naming moment. The current 
study only used videos from the child’s view because 
ultimately only visual inputs perceived by the child enter 
into the learner’s cognitive system.  

The goal of Experiment 1 was to provide a baseline 
measure of the ambiguity of naming events. Following 
Medina et al. (2011) and Yurovsky et al. (2013), we 
replaced each object names in the videos with an identical 
beep to measure the baseline information of each video seen 
in isolation. However, instead of asking participants to type 
back the names of the referents as in previous studies, we 
made the test trials more straightforward by giving 
participants a forced-choice test of learning performance. 
We believed that this testing paradigm would reduce the 
demand on vocabulary retrieval and avoid potential 
disagreements during response coding, thus provide us a 
cleaner and more reliable measure of learning. The purpose 
of Exp 1 was to get a baseline measure of the ambiguity of 
each naming video by using the new forced-choice test.  
 
Participants. Seventeen Indiana University undergraduates 
(4 Male, Mage  = 19.82 SDage = 1.47) participated in exchange 
for course credits. None had participated in other cross-
situational word learning experiments.  
 
Materials. Ninety-six child’s view naming moment 
vignettes were selected from the video corpus. The correct 
referents were twelve different toys (e.g. elephant, mickey, 
tiger, etc), each of which had eight naming instances from at 
least four different parent-child dyads. Based on previous 
baseline data reported in Yurovsky et al. (2013), 3 of these 8 
naming instances (Figure 1) were highly unambiguous (M = 
.98, SD = .04) and 5 of them were highly ambiguous (M = 
.11, SD = .13). These 96 vignettes were grouped into 8 
blocks. Twelve vignettes in each block referred to 12 
different toys. Vignettes were pseudorandomized within 
block and the ambiguity of vignettes did not follow any 
specific order.  

(A)                                          (B) 
 
 
 
 
 
 
 
 
Figure 1: Both highly unambiguous (A) and highly 
ambiguous (B) vignettes were used for all 3 experiments. 
The named object “mickey” can be easily identified in (A) 
as the dominant object in view, but not in (B) which 
contains multiple competing objects at the naming moment.  
 

For each naming instance, the original sound was muted 
and the toy name was replaced by a beep at the onset of the 
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label. Most vignettes were 5 seconds long, with the name’s 
onset occurring at exactly the third second. Two more 
seconds were added to the vignettes if mothers said the toy 
name again within 2 seconds after the first naming instance. 
Seven of the 96 vignettes included two naming instances 
and two included three naming instances. Four additional 
vignettes were included as examples. None of the correct 
referents in these examples were targets in actual training. 
The testing stimuli were 25 color photos of all toys given to 
the parent-child dyads during the free-play session. Images 
were displayed on a white background, in a 5x5 grid.  
 
Procedure. Participants were instructed to watch the 
vignettes and identify the objects that correspond to the 
beeps. They were notified that for each test trial, they would 
see 25 pictures on the screen and they needed to choose the 
most likely referent by clicking on the picture. No feedback 
would be given. Participants then proceeded to see four 
sample vignettes, each followed by a testing trial. Once they 
were familiar with the study procedure, they were prompted 
to begin the actual experiment. Short breaks were given 
after the 2nd, 4th and 6th block. 
 
Results and Discussion. The baseline results found using 
the forced-choice test was similar to the results of the 
original study (Yurovsky et al., 2013). Accuracy on the 
unambiguous trials was high (M=.94, SD=.07, Mmin=.71; 
Mmax=1) and accuracy on the ambiguous trials was low 
(M=.14, SD=.16, Mmin=0; Mmax=.59). This result suggests 
that the forced-choice test is a reliable measure to use for 
further learning tasks and these 96 vignettes are 
representative cases that resemble hard and easy learning 
instances in real life.  
 

Experiment 2 
To explore whether learners aggregate past knowledge 
across multiple ambiguous learning events, we asked 
participants to learn object names by observing a set of 
ambiguous vignettes and to make guesses on a trial-to-trial 
basis. If participants do carry over their previous 
knowledge, then we should see an incremental increase in 
guessing accuracy.  
 
Participants.Twenty-six Indiana University undergraduates 
(7 Males, Mage = 19.08, SDage = 1.20) participated and 
received course credits. None had participated in the 
previous baseline study or other cross-situational word 
learning experiments.  
 
Materials. The same 96 vignettes used in Exp 1 were used 
in Exp 2. These 96 vignettes were divided into 12 blocks. 
Each block had 8 different vignettes all referring to the same 
toy. In any given block, the first 5 vignettes were ambiguous 
and the last 3 were unambiguous. The purpose of adding 3 
unambiguous trials at the end was to measure how well 
people learn in unambiguous learning moments, and we 
expected participants to perform well with those easy cases.  

Twelve one or two-syllable novel word labels (e.g. agen, 
gree, hage, etc) were recorded by a female native speaker of 
English. Instead of beeps, the novel word labels were now 
inserted to correspond to times in the original interactions 
that mothers used the object’s English labels. Each toy had a 
unique label. The testing stimuli were the same as Exp 1. 
 
Procedure. Participants were told that they would be trying 
to learn some words for some familiar objects in a new 
language. They would do this by watching mothers playing 
with their children and trying to guess which object the 
mothers were naming using the new label by choosing a 
most likely answer after each video. Testing instructions 
were the same as Experiment 1. After seeing the examples, 
participants were first presented with the first block of 8 
vignettes. They were told that mothers in these 8 videos 
were naming the same object. Throughout the 8 testing 
trials, they were allowed to change their guess at any given 
trial. However, if they believed their previous answer was 
correct, they could choose the same answer again. They 
were not allowed to go back and change their previous 
answers and they were not aware of the ambiguity of each 
vignette. After each block, a prompt would appear to remind 
them to get ready for the next block of trials. Again, no 
feedback would be given. 
 
Results and Discussion. Because we are interested in 
whether participants accumulate knowledge across 
ambiguous naming instances, we mainly focused on guess 
accuracy for the first 5 trials, which were all highly 
ambiguous trials. Figure 2 shows response accuracy for each 
trial, averaged across the 12 objects. Participants’ responses 
on the first trial (M1 = .23, SD1 = .16) were low but still 
higher than baseline. Because of the block design of the 
current study, the mean first-trial accuracy was calculated 
by aggregating guesses across blocks. Participants tended to 
achieve better learning performance in later blocks, which is 
additional evidence on statistical cross-situational learning 
across multiple target words. The topic of cross-word 
statistical integration is worth future studies by itself. 
Nonetheless, the present study focuses on information 
aggregation from multiple learning instances of the same 
word.  

Because Exp 2 gave participants the opportunity to make 
their guesses based on what they have learned before, we 
asked whether their accuracy improved significantly across 
trials. We fit a mixed-effects logistic regression predicting 
accuracy from trial number and baseline accuracy from 
Experiment 1 with a random effect of subject. This model 
had a highly-significant main effect of trial number (β=.29, 
p<.001) over and above the effect of baseline accuracy 
(β=2.42, p<.001), indicating significant learning across 
trials. Figure 2 shows this improvement, ranging from 23% 
accuracy on trial 1 to almost 50% on trial 5. This dramatic 
improvement suggests that word learning is a continuous 
process that learners make progress gradually by integrating 
what they have learned before. This result contradicts the 
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HT model arguing that highly ambiguous learning moments 
are not very useful as they might not be remembered over 
time to improve learning (Medina et al., 2011).  
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Figure 2: Mean accuracy (± 1 SE) across 5 ambiguous naming 
instances and baseline accuracy from Exp 1.  
 

As expected, the mean accuracies for the 3 unambiguous 
trials (6th to 8th) at the end of each block were very high (M6 
= .83, SD6  = .38; M7  = .90, SD7  = .30; M8  = .95, SD8  = .23).  

Knowing that prior knowledge plays an active role in 
word learning, we further investigate to what degree 
learners’ guesses depend on their previous experience. We 
calculated their learning performance conditioned on 
whether or not their previous guess was correct. When 
participants guessed the previous trial correctly, they were 
more likely to guess the current trial right (M = .74, SD = 
.29) compared to when they got the previous trial wrong (M 
= .20, SD = .12). To determine whether this difference was 
significant, we fit a mixed effect model as before, but this 
time added an additional main effect of Previous Trial, 
which was coded as -1 if the previous trial was incorrect, 1 
if it was correct, and 0 for the participant’s first trial. All 
previous factors remained significant, but additionally 
previous trial accuracy was a highly significant predictor (β 
= 1.49, p < .001). 

Were participants learning even on trials for which they 
gave an incorrect answer? We subset the trials from 
Experiment 2 to just those following incorrect responses and 
asked whether accuracies on these differed from baseline 
accuracies on the comparable videos (mixed effects model: 
accuracy ~ experiment + (1|video) + (1|subj). This model 
found a significant effect of experiment, indicating even 
when participants failed to get the correct answer for the 
previous trial, their current trial accuracy was still 
significantly above baseline (β = .46, p < .01). This finding 
suggests that without getting any feedback, learners used 
their prior knowledge to guide their current decision. They 
tended to use the previous accurate information in a more 
efficient way by choosing the same correct answer again. 
Even if their previous answer was wrong, they were still 
able to carry over partial knowledge that would allow them 
to improve their learning performance. This finding again 
contradicts Medina et al. (2011)’s finding showing that 
when participants guess incorrectly on a learning trial, their 

guessing accuracy is at chance at the very next learning 
situation indicating no knowledge of previous contexts. 

One distinction between associative learning and 
hypothesis testing is that associative learners store and use 
lots of data – all prior experiences through the course of 
learning, while hypothesis testing learners only update their 
current hypotheses trial-by-trial. To measure how much 
learning depends on prior experiences, we examined 
participants’ learning performance in the current trial 
conditioned on the proportion of correct answers from all of 
the prior trials for the same word. The analysis revealed a 
clear pattern showing that as participants’ total number of 
previous correct trials increases, their performance on the 
current trial also improves (Figure 3).  For example, at the 
second trial, participants who guessed correctly on their 
previous trial (M = .67, SD = .39) were more accurate on the 
current trial than those who guessed incorrectly on the 
previous trial (M = .20, SD = .16, t(22) = 6.34, p < .001).  
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Figure 3: Mean accuracy across vignettes at each trial. Bars 
represent total number of previous correct trials. 

 
To quantify this effect of accumulated learning as a 

continuous variable, we added another factor to the mixed 
effects model—the proportion of previous trials on which 
the participant was successful. An ANOVA showed that this 
addition significantly improved the model’s fit (χ2 = 1139, p 
< .001). Proportion of previously correct trials was a 
significant predictor of accuracy over and above the 
contribution of previous trial accuracy (β = 23.38, p < .001). 
This finding reveals that learners not only carry over 
knowledge learned from the immediate previous learning 
trial, they also encode and use all their past learning 
experiences in highly ambiguous learning contexts, which 
again suggests that cross-situational learning is a cumulative 
and continuous process that involves tracking and 
integrating past contexts. 

 
Experiment 3 

Because real life situations often involve both ambiguous 
and unambiguous learning moments, we next investigate 
how these two types of learning instances interact with and 
influence each other. 
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Participants.Twenty-six Indiana University undergraduates 
(11 Males, Mage = 20.27, SDage = 2.32) participated in 
exchange for course credits. None had participated in 
Experiment 1 or 2 or other similar experiments.  
 
Materials. The same materials used in Experiment 2 were 
used again in Experiment 3, but the trials within each block 
were re-arranged. The overall design was to have 1 
unambiguous trial followed by 2 ambiguous ones, so we put 
the preselected 3 Unambiguous trials (U) at the 1st, 4th and 
7th positions and the other 5 trials were Ambiguous (A). The 
whole sequence is composed as U-A-A-U-A-A-U-A. In this 
way, ambiguous and unambiguous trials are interweaved.  
 
Procedure. The procedure was the same as Experiment 2. 
 
Results and Discussion. We calculated mean guessing 
accuracy for the first 6 trials across items, which consisted 
of two sets of “U-A-A” sequences (Figure 4). There are 
three distinctive patterns: (1) As expected, participants’ 
responses were highly accurate at unambiguous trial 1 (M1 = 
.93, SD1 = .16) and trial 4 (M4 = .94, SD4 = .14).   In 
addition, we did not find any significant learning difference 
between the two unambiguous trials (trial 1 and 4, t(25) = 
.36, ns). This is contrary to Medina et al. (2011)’s finding 
that ambiguous learning moments hurt learners’ 
performance on later unambiguous learning moments. (2) 
Accuracy on trial 2 (M2 = .64, SD2 = .34) and trial 5 (M5 = 
.73, SD5 = .35) is much higher than baseline. Thus, there is a 
significant improvement of learning on an equally 
ambiguous naming situation after an unambiguous one. (3) 
There is a significant improvement from trial 3 (M3 = .63, 
SD3 = .07) to trial 5 (t(25) = 4.2, p < .001), suggesting that 
participants gradually improved their learning performance 
with more learning trials.                         
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Figure 4: Mean guessing accuracy (± 1 SE) across the first 6 
naming instances and baseline accuracy for both ambiguous 
and unambiguous trials from Exp 1. 

To understand how ambiguous and unambiguous 
information is integrated trial-by-trial, we examined 
accuracy on the ambiguous learning trials (trial 2 and 5) that 
immediately followed the unambiguous instances (trial 1 

and 4, see Figure 5A) and the ambiguous learning trials 
(trial 3 and 6) that immediately followed other ambiguous 
instances (trial 2 and 5, see Figure 5B). Data were further 
split by whether learners got the previous trial right or not. 
Guessing responses on trial 2 and 5 were collapsed because 
they were at the same position in the “U-A-A” sequence and 
trial 3 and 6 were also combined for the same reason.  
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Figure 5: Mean accuracy of current trial as a function of 
whether participants answered the previous unambiguous trial 
(A)/ambiguous trial (B) correctly or not. Ten participants 
contributed to (A) and 22 participants contributed to (B). 

 
When the previous trial was unambiguous, participants’ 

response accuracy on the following ambiguous trial was 
higher (M = .61, SD = .35) when they got the unambiguous 
trial right than when they got it wrong (M = .23, SD = .42, 
t(9) = 3.16, p = .01). To test whether each was significantly 
above baseline, we fit a mixed-effects model as in Exp 2 to 
determine if responses in Exp 3 were different from those 
on comparable trials in Exp 1. This effect was significant for 
trials following correct responses (β = 4.64, p < .001), but 
not for trials following incorrect responses (β = -.50, p = 
.51). This suggests that if participants missed the “obvious” 
cues from easy learning moments, they were not able to 
carry over any useful information that could potentially 
benefit subsequent learning.   

However, when both the previous and current trials were 
ambiguous, the pattern of responses was similar to the 
finding of Experiment 2. Participants’ learning performance 
was significantly better when they made a right guess (M = 
.68, SD = .36) on the previous trial than a wrong one (M = 
.39, SD = .33, t(21) = 4.00, p = .001) and both scores were 
above baseline  (by mixed-effects model as above, post-
correct β = 5.48, p < .001, post-incorrect β = .58, p < .001). 
This finding again supports the statistical learning model 
that learning involves continuous interactions of knowledge 
on a moment-to-moment basis. From the current design, it is 
clear that remembering and carrying over partial knowledge, 
despite the uncertainty of the information, could facilitate 
learning and partial knowledge can be especially helpful 
when the learning situations are ambiguous. This finding is 
also consistent with previous work showing that partial 
knowledge learned from previous experience may be 
leveraged incrementally to bootstrap learning (Yurovsky, et 
al., 2014). 
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General Discussion 
To answer the study questions of how learners acquire 
correct word-object mappings through multiple naturalistic 
naming situations and whether unambiguous instances 
facilitate learning, we found that words are learned 
gradually by accumulating information across multiple 
naturalistic learning situations, and do not change suddenly 
from “unknown” to “known.” Although there is no doubt 
that learners achieve the highest learning performance when 
the naming moments are unambiguous, this does not mean 
that adults and children have to rely heavily on these 
“perfect” moments to learn words. Instead of focusing on 
the one-trial learning procedure that depends on locking in 
to a word’s correct label upon first encounter, word learning 
is more likely to be a continuous process that not only 
benefits from fast mapping, but also from aggregating 
statistics from past learning experiences. 

Although successful fast-mapping of a word to its correct 
referent emerges quite early in development, successful 
retention of this mapping appears significantly later: 24-
month-old infants show no evidence of learning after only 5 
minutes delay (Horst & Samuelson, 2008; Bion, Borovsky, 
& Fernald, 2013). Results from studies with 3-year-old 
children and adults also suggest that despite participants’ 
ability to quickly form a new word-object mapping and 
perform well on an immediate test, they forget words over 
time in a curvilinear fashion (Vlach & Sandhofer, 2012). 
These results raise questions of whether the fast mapping 
strategy would be sufficient to help learners turn novel 
names into known ones for later retrieval or it is just an 
early disambiguation skill that does not directly relate to 
word learning (McMurray, Horst, & Samuelson, 2012). This 
is consistent with the learning pattern seen in Experiment 3, 
Even though learners achieved high accuracy in 
unambiguous learning trials (one-short learning, etc.), their 
learning performance dropped significantly in subsequent 
ambiguous contexts in which they had to retrieve their 
previous mapping knowledge. Therefore, retention of word-
object mappings might not be as consistently high as 
previously believed (Carey & Bartlett, 1978). Instead, it is 
very likely that word learning is a context dependent process 
that involves accumulating partial knowledge over a long 
time scale (Bion et al., 2013).  

Despite the debate on whether word learning is a “fast 
mapping” procedure or a gradual statistical one, recent 
computational modeling results of these two models reveal 
that hypothesis testing model can actually be viewed as a 
special case of the associative learning model, suggesting 
that representations of these two models are exchangeable 
(Yu & Smith, 2012). Therefore, real world word learning is 
very likely to involve both learning mechanisms and 
individuals’ learning pattern is sensitive to the structure of 
information provided (Romberg & Yu, 2014).  

Our view of word-referent learning as a continuous 
statistical learning process is supported by the current 
findings. By investigating both highly ambiguous and 
unambiguous learning events and the interaction between 

the two, we believe that both types of learning instances 
contribute to a continuous process of word learning. 
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Abstract 

This research explored how social distance affects risk 
preference in the life-saving domain. We found that decision-
makers tend to be more risk-seeking when the lives of close 
others versus distant others are at stake. By analyzing the 
shape of value function, we showed that the underlying 
mechanism for this difference in risk attitude might be that 
decision-makers engage in feeling-based evaluation when 
close others’ lives are at stake but calculation-based 
evaluation when distant others’ lives are at stake. 

Keywords: social distance; risk preference; decision making 

Introduction 

Social distance reflects relational closeness, of which the 

reference point is the self (Trope & Liberman, 2010). Social 

distance is a continuum, one end is the self and the other end 

might be closest others, family members, relatives, friends, 

acquaintances or strangers, people with different social 

distances or relational closeness with the self.  

Previous studies on how social distance affects decision 

making mainly focused on self-other discrepancies (Polman, 

2012). Some studies found that people are more risk-seeking 

when making decision for others or predicting others’ risk 

preference than for the self (Beisswanger, Stone, Hupp, & 

Allgaier, 2003; Hsee & Weber, 1997), whereas others 

studies reported that people are less risk-seeking when 

choosing for others versus the self (Garcia-Retamero & 

Galesic, 2012). Although the answer to the question 

regarding the differences between deciding for others and 

for the self is inconclusive, we believe that there is another 

important question that has so far garnered scant attention. 

Few studies have explored people’s risk attitude when 

deciding for different others with different levels of social 

distances. Specifically, in the present research we sought to 

explore this question: Are people more risk-seeking when 

different-social-distance others are in danger?  

Give that people may experience different level of 

emotional arousal depending on who is in danger (mom or 

coworker), we aim to explore this question from the 

perspective of affect and risk. Slovic, Finucane, Peters, & 

MacGregor (2004) contended that there are two 

fundamental ways to comprehend risk, i.e., risk as analysis 

and risk as feelings. The most popular notions about the 

relation between affect and risk are affect heuristics (Slovic, 

Finucane, Peters, & MacGregor, 2007) and risk-as-feelings 

(Loewenstein, Weber, Hsee, & Welch, 2001). Previous 

studies on affect and risk mainly investigate how affect 

influences risk perception, judgments of risks and benefits 

(Finucane, Alhakami, Slovic, & Johnson, 2000), judgments 

of probability and frequency. For example, Baron (1997) 

found that the proportion of lives saved is more dominant 

than the actual number of lives saved, since a specified 

number of lives carry less precise affective meaning than the 

proportion. Some studies also found that specific emotion 

(e.g. fear, anxiety) would lead to cautious, risk-averse 

decision making (Lerner & Keltner, 2000). However, little 

work has been done to understand how affect intensity 

(affect-rich versus affect-poor) influences risky decision 

making. 

Hsee and Rottenstreich (2004) found that when faced with 

affect-rich stimuli people rely on feelings, and they are 

insensitive to the variation of scope and only sensitive to the 

differences between zero and non-zero, and yet when faced 

with affect-poor scenario people rely on calculation and are 

relatively sensitive to change in quantity. It is not 

unreasonable to argue that when close ones are at stake 

people rely more on feelings, and yet when the ones to be 

saved are distant ones, people rely more on calculation. 

Therefore, in the former condition, people should be less 

sensitive to how many persons to be saved. For example, 

when the lives of four closest persons are at stake, one may 

show little sensitivity to whether one or three persons are to 

be saved, and both are equally unsatisfying rescue outcome. 

However, when the lives of four distant others are at stake, 

as the number of people to be saved increases, one might 

experience more and more satisfaction. In this way, we infer 
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that people would be more inclined to choose the risky 

option and be more risk-seeking when saving close social 

others than distant others. In other words, the present 

research proposes that people are more risk-seeking when 

the social distance between the ones to be saved and the 

decision maker is closer. We conducted three studies to test 

this hypothesis systematically and attempted to shed light on 

the underlying mechanism in the last study. 

Study 1 

The main purpose of this study is to see if the risk 

preferences will be different between different social 

distances, i.e., when the ones to be rescued are the decision 

maker’s closest ones versus strangers .  

Method 

Ninety-seven Tsinghua University undergraduates (53 male, 

44 female, mean age=19.7) were recruited in a public class 

for course credit. All respondents were randomly assigned 

to either of two conditions of social distance (close versus 

distant). 

Participants were asked to imagine that a fire accident 

suddenly broke out and six persons were trapped and 

waiting to be rescued, and the participants had to choose one 

from the two alternative rescuing options in a series of 

binary choice questions. 

In the close condition the ones to be rescued were 

described as the participant’s closest ones (e.g., closest 

family members or friends), while in the distant condition 

they were described as the strangers to participants.  

In either condition, participants answered a set of five 

binary-choice questions. The options for these questions are 

reproduced in Table 1. Questions in both conditions were 

presented in random order and only one question was visible 

to participants at a time. 

 

Table 1: Questions in Study 1. 

 

 Sure option Risky option 

1 5 persons die for sure 
50% chance 6 persons die; 

50% chance nobody dies. 

2 4 persons die for sure 
50% chance 6 persons die; 

50% chance nobody dies. 

3 3 persons die for sure 
50% chance 6 persons die; 

50% chance nobody dies. 

4 2 persons die for sure 
50% chance 6 persons die; 

50% chance nobody dies. 

5 1 person dies for sure 
50% chance 6 persons die; 

50% chance nobody dies. 

 

Each participant was assigned a Risk Preference Index 

(RP Index for short) based on his or her choices in the set of 

questions. The RP Index, ranging from 1 (most risk-averse) 

to 6 (most risk-seeking), was defined as follows (Hsee & 

Weber, 1999). If a participant chose the sure option in all 

the five questions, the RP Index was defined as 1 (most risk-

averse). If a participant chose the risky option in all five 

questions, the RP Index was defined as 6 (most risk-

seeking). If a participant chose the risky option in Question 

1 through Question i-1, and chose the sure option in 

Question i through Question 5, the RP Index was defined as 

i (1<i<6). Participants who showed inconsistent choice 

pattern across the five questions were assigned a missing 

value as their RP Index. 

Results and discussion 

According to the calculation of RP Index, there are eight 

participants whose choice pattern across the five questions 

was inconsistent, and their RP Indices were assigned a 

missing value. The results of the RP Index are reported in 

Table 2, with separate entries for the different social 

distance. We performed an independent-samples T-test on 

these data. 

 

Table 2: Risk Preferences in Study 1. 

 

Social distance Mean(SD) 

close 4.82(1.21) 

distant 4.29(1.06) 

 

The analysis revealed a significant effect for social 

distance, t(87)=2.20, p=0.030, and the respondents were 

more risk-seeking in the close condition than in the distant 

condition. 

The results in this study support our proposition that 

decision-makers tend to be more risk-seeking when the lives 

of close others are at stake than distant others. In the next 

study, we sought to rule out an alternative explanation. 

Study 2 

One possible alternative explanation for the main findings in 

study 1 may be that in the close condition it is more difficult 

for people to select which ones to save and thus they are less 

willing to choose the sure options than in the distant 

condition. The main purpose of this study was to examine 

this explanation.  

Method 

One hundred and six Tsinghua University undergraduates 

(50 male, 56 female, mean age=19.6) were recruited in a 

public class for course credit. All respondents were assigned 

to a 2 (social distance: close versus distant)×2 (selection: 

randomly-determined versus self-determined) mixed design, 

with social distance as a between-subjects factor and 

selection as a within-subjects factor. 

The same scenario from Study 1 was used. Also the 

manipulation for social distance was the same as in study 1. 

In the randomly-determined condition, participants were 

informed that which ones to be saved will be randomly 

determined, while in the self-determined condition which 

ones to be saved were determined by the decision maker. 

2800



In addition, there were four persons to be saved instead of 

six in this study. The questions are exhibited in Table 3. The 

calculation of the RP Index was similar to that in study 1. 

 

Table 3: Questions in Study 2. 

 

No. Sure option Risky option 

1 3 persons die for sure 
50% chance 4 persons die ;  

50% chance nobody dies. 

2 2 persons die for sure 
50% chance 4 persons die ;  

50% chance nobody dies. 

3 1 person dies for sure 
50% chance 4 persons die ;  

50% chance nobody dies. 
 

Results and discussion 

The results in terms of the RP Index are reported in Table 4, 

with separate entries for the different social distances and 

the different selections. There are six participants whose 

choice patterns across the three questions were inconsistent, 

so their RP indices were assigned as missing. We performed 

a 2(social-distance: close versus distant) × 2 (selection: 

randomly-determined versus self-determined) analysis of 

variance for repeated measure on these data. 

 

Table 4: Risk Preferences in Study 2. 

 

Selection 
Social distance 

close 
Mean(SD) 

distant 
Mean(SD) 

randomly-determined 3.24(0.72) 2.90(0.81) 

self-determined 3.26(0.96) 3.54(0.61) 

 

The analysis revealed that the main effect for selection 

was significant, F(1,98)=11.29, p=0.001, η
2
=0.103, and 

respondents in the self-determined condition were more 

risk-seeking than in the randomly-determined condition. 

The main effect for social distance was not significant, 

F(1,98)=0.06, p=0.808, η
2
=0.001, and there was no 

differences in risk preferences between the close and distant 

conditions. More importantly, the social-distance × selection 

interaction was significant, F(1,98)=9.97, p=0.002, 

η
2
=0.092.  

Simple effect analysis revealed that for the close 

condition, respondents in the self-determined condition were 

not more risk-seeking than in the randomly-determined 

condition, F(1,98)=0.02, p=0.886, η
2
<0.001. However, for 

the distant condition respondents in the self-determined 

condition were significantly more risk-seeking than in the 

randomly-determined condition, F(1,98)=21.24, p<0.001, 

η
2
=0.178.  

Simple effect analysis also revealed that for the randomly-

determined condition, respondents in the close condition are 

significantly more risk-seeking than in the distant condition, 

F(1,98)=4.92, p=0.029, η
2
=0.048. However, for the self-

determined condition respondents in the close condition 

were less risk-seeking than in the distant condition, 

F(1,98)=3.00, p=0.086, η
2
=0.030. 

The results in this study have several implications. Firstly, 

for the selection manipulation, the results in the randomly-

determined condition replicated the findings in study 1, and 

the results in the self-determined condition suggested a 

boundary condition for the effect. Specifically, this effect 

only occurs when the selection is randomly-determined 

rather than self-determined. 

Secondly, the results ruled out the explanation mentioned 

at the beginning of this study, i.e., people are more risk-

seeking in the close condition because they are more 

reluctant to select which ones to save. If this explanation 

stands, for the close condition, people would be more risk-

seeking in the self-determined condition than in the 

randomly-determined condition. However, there was no 

difference between the two conditions. In addition, for the 

distant condition, people would be more risk-seeking in the 

self-determined condition than in the randomly-determined 

condition. It may imply that people are more reluctant to 

select which ones to save when the others are close rather 

than distant. 

Study 3 

The main purpose of this study is to manipulate social 

distance as a within-subjects factor to test the robustness of 

the effect. In addition, previous studies only adopted the 

loss domain, however, in the life-saving decision making, 

the gain framing is also very important (Kahnman & 

Tversky, 1979; Tversky & Kahneman, 1981). Therefore, in 

this study we also introduce framing as another variable. 

Method 

Forty-eight Tsinghua University undergraduates (28 male, 

20 female, mean age=19.2) were recruited in a public class 

for course credit. All respondents were assigned to all four 

conditions of a 2(social distance: close versus distant)×
2(framing: gain versus loss) within-subjects design. 

 

Table 5: Questions in the gain set in Study 3. 

 

 Sure option Risky option 

1 
1 person is saved 

for sure 

50% chance 6 persons are saved; 

50% chance nobody is saved. 

2 
2 persons are saved 

for sure 

50% chance 6 persons are saved; 

50% chance nobody is saved. 

3 
3 persons are saved 

for sure 

50% chance 6 persons are saved; 

50% chance nobody is saved. 

4 
4 persons are saved 

for sure 

50% chance 6 persons are saved; 

50% chance nobody is saved. 

5 
5 persons are saved 

for sure 

50% chance 6 persons are saved; 

50% chance nobody is saved. 

 

Description of the scenario and manipulation for social 

distance were the same as in the previous studies. The 

options in the loss frame were the same as in Study 1. The 

questions in the gain frame are exhibited in Table 5. Note 

2801



that the options in the gain set were the same as in the loss 

set, except that the word “dies/die” was replaced by “is/are 

saved”. The order in which participants answered gain and 

loss-frame sets were randomly determined, and so were the 

order of binary-choice questions in either set. Only one 

question was visible to participants at a time. The 

calculation of the RP Index was similar to that in study 1. 

Results and discussion 

The results of the RP Index are reported in table 6, with 

separate entries for the different social distances and the 

different domains. There are ten participants whose choice 

patterns across the five questions were inconsistent, so their 

RP indices were assigned as missing. We performed a 

2(social-distance: close versus distant) × 2 (framing: gain 

versus loss) analysis of variance for repeated measure on the 

non-missing data. 

 

Table 6: Risk Preferences in Study 3. 

 

Domain 
Social distance 

close 
Mean(SD) 

distant 
Mean(SD) 

gain 3.74(1.06) 3.29(1.21) 

loss 4.82(1.06) 4.11(1.23) 

 

The analysis revealed a significant main effect for social 

distance, F(1,37)=14.61, p<0.001, η
2
=0.283, and the 

respondents were more risk-seeking in the close condition 

than in the distant condition. It also yielded a significant 

main effect for framing, F(1,37)=27.50, p<0.001, η
2
=0.426, 

and the respondents were more risk-seeking in the loss 

condition than in the gain condition. In addition, the social-

distance × frmae interaction was not significant, 

F(1,37)=1.70, p=0.201, η
2
=0.044. 

The results in this study replicate our proposition that 

decision-makers tend to be more risk-seeking when the lives 

of close others are at stake than distant others. It occurred 

regardless of the valence of frame. 

For the gain frame, there is a possible explanation that 

when the close ones are at stake one would actually still 

consider the outcome as loss even if it is framed as gain, 

while when the distance ones are to be saved one would 

consider the outcome as gain as framed. Since people are 

more risk seeking in the loss frame than in the gain frame 

(Kahnman & Tversky, 1979), this proposition could explain 

the findings in the gain frame. However, for the loss frame, 

we also found that people are more risk seeking in the close 

condition than in the distant condition, which the previous 

proposition could not explain. In the next study, we sought 

to the potential underlying mechanism for our main effect. 

Study 4 

In this study we aimed to explore the underlying mechanism 

of the previous findings. According to the affective 

psychology of value (Hsee & Rottenstreich, 2004), we 

proposed that the differences in risk preference was because 

people rely on feeling-based evaluation in the close 

condition but calculation-based evaluation in the distant 

condition. Specifically, the negative feeling people 

experience when losing more close others is only a little 

more significant than when losing only one close person, 

and the feelings are both very negative. However, the 

negative feeling people experience when losing more 

strangers is more significant than losing only one stranger. 

In other words, the value function would be more akin to a 

step function in close condition but a linear function in the 

distant condition. 

Method 

One hundred Tsinghua University undergraduates (53 male, 

47 female, mean age=19.7) were recruited in a public class 

for course credit. All respondents were randomly assigned 

to two conditions of social distance (close versus distant). 

Manipulation for social distance was the same as in study 

2. There were six persons to be rescued, and participants 

were asked to rate their feelings about losing 0 to 6 persons 

on a 7-point scale, in which 1 means very unsatisfying and 7 

means very satisfying. 

Results and discussion 

The value functions of feelings in two conditions of social 

distance are displayed in Figure 1, where we plotted the 

average feeling ratings against the number of lost lives for 

the two distance conditions separately. 

 

 
 

Figure 1: Value functions of feelings. 

 

If participants indeed engaged in feeling-based evaluation 

when the lives of close others were at stake but calculation-

based evaluation when the lives of distant others were at 

stake, then the value function would be more akin to a step 

function in the case of close others but a linear function in 

the case of distant others. To test this hypothesis, for each 

participant, we attempted to model the seven feeling ratings 

with a step function and linear function separately. In other 

words, we assessed how well the actual feeling ratings of a 

given participants could be predicted with a step function 

versus a linear one. Through this operation, we obtained two 

correlation coefficients for each participant, with one 
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measuring the fitness of the step function model and the 

other the fitness of the linear function model. 

To analyze whether the relative superiority of the two 

models was conditioned on social distance manipulation, we 

first applied Fisher-transformation to convert the correlation 

coefficients to z-scores and then conducted a 2 (model type: 

step vs. linear) × 2 (social distance: close vs. distant) mixed 

ANOVA on the resultant z-scores. A significant two-way 

interaction between model type emerged, F(1,91)=25.00,  

p<0.001, η
2
=0.22.  Simple effect analysis revealed that the 

step function fitted the ratings of participants in the close 

condition (r = 0.98) better than those in the distant condition 

(r=0.81), F(1,91)=25.59, p<0.001, η
2
=0.25. In contrast, the 

linear function fitted the ratings of participants in the distant 

condition better (r=0.93) than those in the close condition 

(r=0.83), F(1,91)=12.24, p<0.001, η
2
=0.12. These results of 

statistical analysis were corroborated by visual inspection of 

the Figure 1. 

The relative superiority of the step function over the 

linear function in the case of close others is consistent with 

the hypothesis that participants evaluated close others’ lives 

via the feeling-based route. On the other hand, the relative 

superiority of the linear function over the step function in 

the case of distant others is consistent with the hypothesis 

that participants evaluated distant others’ lives via the 

calculation-based route. 

The value function of feeling could explain the 

differences in risk preference in different conditions of 

social distance between the decision maker and the ones to 

be saved. Since the value function resembled the step 

function more in the close condition, people were equally 

unsatisfied with the sure option even if the number of 

persons saved increases, and thus they would consistently 

prefer the risky option. On the contrary, since the value 

function resembled the linear function in the distant 

condition, people become more and more satisfied with the 

sure option as the number increases, and thus they would 

switch to the sure option from the risky option. Therefore, 

people are more risk-seeking when close others are at stake 

than distant others. 

General discussion 

The present research investigated the effect of social 

distance on risk preference and explored the underlying 

mechanism. We next discuss the relation of the present 

research and the existing literature, future directions and 

limitations of the present research. 

In the present research we found that people are more risk 

seeking when social distance between persons in danger and 

the decision-maker is closer in the life-saving domain. It is 

much more different from the previous studies about how 

social distance affects risk preference, which mainly focus 

on self-other discrepancies. Firstly, in the present research 

we consider social distance as a variable between persons 

implicated in the decision context (life-saving tasks) and the 

decision-maker, while the previous studies consider social 

distance from the perspective of the role of decision-maker 

(deciding for others versus for the self). Secondly, here we 

investigated different-other differences rather than self-other 

discrepancies. 

The findings of the present research suggest that people 

are more risk-seeking when the social distance is closer in 

the life-saving domain, which is consistent with Stone, 

Yates, & Caruthers (2002), who find that people are more 

risk-averse when deciding for others than for themselves in 

situations where risk aversion is valued (physical safety 

scenarios), but inconsistent with Beisswanger et al. (2003), 

who find that people are more risk-seeking when deciding 

for others than for themselves in the low-impact relationship 

scenarios. At first glance, it may be contradictory, but the 

difference can be reconciled after further analysis. 

In different domains people reveal different risk 

preferences (Weber, Blais, & Betz, 2002). Furthermore, 

Stone, Choi, de Bruim, & Mandel (2013) find that  people 

made more risk-averse decisions for others than for 

themselves in situations where risk aversion is valued 

(physical safety scenarios) but more risk-taking decisions 

for others than for themselves in situations where risk taking 

is valued (relationship scenarios). Beisswanger et al. (2003) 

report that the self-other difference occurs only for low life-

impact decisions but does not occur when the decisions have 

particularly serious potential consequences in the 

relationship scenarios. Specifically, since the life-saving 

scenario we adopt in the present research is very important 

and of high-impact, and it may be another domain where the 

risk aversion is valued, so people would be more risk-

seeking in the case of close social distance versus distant 

social distance. We surmise that in some domains when 

social distance is more distant people are more risk-seeking 

while in other domains people are more risk-averse. We 

may test this proposition in the future research. 

More importantly, in the present research we provide one 

reasonable explanation in terms of affect and risk, 

specifically, feeling-based and calculation-based evaluation. 

In the last study we examined the value function of feelings, 

and found that the value function in the case of close others 

resembled a step-function and the one in the distant case 

resembled a linear function, which implies that people 

incline to adopt feeling-based rather than calculation-based 

evaluation when the social distance is closer. When the 

social distance is closer, people are not so sensitive to the 

number of persons to be saved as in the distant condition, 

unless they could save all the people, thus they would prefer 

the risky option to the sure option and reveal higher risk 

preference. 

Some previous studies have shown that affect impacts the 

way we perceive and evaluate risk, for instance, when 

people feel bad, they will perceive the risk to be higher and 

might be more risk-averse (Finucane et al., 2000), and when 

people feel fearful, they will perceive the risk to be higher 

and be more risk-averse (Lerner & Keltner, 2000). In the 

life-saving domain, when faced with others in danger people 

may feel bad and fear. However, we found that when social 

distance is closer, people may feel worse and more fearful, 
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yet they are much more risk-seeking. Maybe the feelings 

people experience when faced with the scenario are 

complex, it is neither emotion with valence (i.e., goodness 

or badness) nor specific emotion (e.g., fear or anxiety). 

Further clarification requires future work. We could infer 

from the present research that affect-rich rather than affect-

poor people are more risk-seeking. 

There are also some limitations in the current research. 

One limitation is that we only studied decision-making in 

the life-saving domain, in future research we need examine 

whether our finding can be generalized to other domains, 

e.g., monetary domain, relationship domain and so on. 

Another limitation is that the nature of the choice scenarios 

is hypothetical. In the future, we will also investigate 

decision making in real context in different conditions of 

social distance.  

References  

Baron, J. (1997). Confusion of relative and absolute risk in 

valuation. Journal of Risk and Uncertainty, 14(3), 301-

309. 

Beisswanger, A. H., Stone, E. R., Hupp, J. M., & Allgaier, L. 

(2003). Risk taking in relationships: Differences in 

deciding for oneself versus for a friend. Basic and Applied 

Social Psychology, 25(2), 121-135. 

Finucane, M. L., Alhakami, A., Slovic, P., & Johnson, S. M. 

(2000). The affect heuristic in judgments of risks and 

benefits. Journal of behavioral decision making, 13(1), 1-

17. 

Garcia-Retamero, R., & Galesic, M. (2012). Doc, what 

would you do if you were me? On self-other 

discrepencies in medical decision making. Journal of 

Experimental Psychology: Applied, 18, 38-51. 

Hsee, C. K., & Rottenstreich, Y. (2004). Music, pandas, and 

muggers: On the affective psychology of value. Journal 

of Experimental Psychology-General, 133(1), 23-29. 

Hsee, C. K., & Weber, E. U. (1997). A fundamental 

prediction error: Self-others discrepancies in risk 

preference. Journal of Experimental Psychology-General, 

126(1), 45-52. 

Kahneman, D., & Tversky, A. (1979). Prospect theory: An 

analysis of decision under risk. Econometrica: Journal of 

the Econometric Society, 263-291. 

Lerner, J. S., & Keltner, D. (2000). Beyond valence: 

Toward a model of emotion-specific influences on 

judgment and choice. Cognition and Emotion, 14, 473-

494. 

Loewenstein, G. F., Weber, E. U., Hsee, C. K., & Welch, N. 

(2001). Risk as feelings. Psychological bulletin, 127(2), 

267-286. 

Polman, E. (2012). Self–other decision making and loss 

aversion. Organizational Behavior and Human Decision 

Processes, 119(2), 141-150. 

Slovic, P., Finucane, M. L., Peters, E., & MacGregor, D. G. 

(2004). Risk as analysis and risk as feelings: Some 

thoughts about affect, reason, risk, and rationality. Risk 

analysis, 24(2), 311-322. 

Slovic, P., Finucane, M. L., Peters, E., & MacGregor, D. G. 

(2007).The affect heuristic. European Journal of 

Operational Research, 177(3), 1333-1352 

Stone, E. R., Choi, Y., de Bruin, W. B., & Mandel, D. R. 

(2013). I can take the risk, but you should be safe: Self-

other differences in situations involving physical 

safety. Judgment and Decision Making, 8(3), 250-267. 

Stone, E. R., Yates, A. J., & Caruthers, A. S. (2002). Risk 

Taking in Decision Making for Others Versus the 

Self. Journal of Applied Social Psychology, 32(9), 1797-

1824. 

Trope, Y., & Liberman, N. (2010). Construal-level theory of 

psychological distance. Psychological review, 117(2), 

440-463. 

Tversky, A., & Kahneman, D. (1981). The framing of 

decisions and the psychology of choice. Science, 185, 

1124-1130. 

Weber, E. U., Blais, A. R., & Betz, N. E. (2002). A domain-

specific risk-attitude scale: Measuring risk perceptions 

and risk behaviors. Journal of behavioral decision making, 

15(4), 263-290. 

 

2804



A Bayesian hierarchical model of local-global processing: visual crowding
as a case-study

Shunan Zhang Man Song Angela J. Yu
(s6zhang@ucsd.edu, feijuejuanling@gmail.com, ajyu@ucsd.edu)

Department of Cognitive Science, University of California, San Diego
9500 Gilman Drive, La Jolla, CA 92093-0515

Abstract

We explore the interaction between local-global informa-
tion processing in visual perception, leveraging a visual
phenomenon known as crowding, whereby the perception
of a target stimulus is impaired by the presence of nearby
flankers. The majority of established models explain
the crowding effect in terms of local interactions. How-
ever, recent experimental results indicate that a classical
crowding effect, the deterioration in the discrimination
of a vernier stimulus embedded in a square, is alleviated
by the presence of additional flanker squares (“uncrowd-
ing”). Here, we propose that crowding and uncrowding
arise from cortical inferences about hierarchically orga-
nized groups, and formalize this concept using a hierarchi-
cal Bayesian model. We show that the model reproduces
both crowding and uncrowding for flanked vernier discrim-
ination. More generally, the model provides a normative
explanation of how visual information might simultane-
ously flow bottom-up, top-down, and laterally, to allow
the visual system to interactively process local and global
features in the visual scene.

Introduction

A common approach to understanding visual perception is
to identify the “local” versus “global” processing of visual
information, where local processing depends on spatially
proximate visual elements, and global processing is more
holistic in nature and thus influenced by spatially distal
elements. The local versus global distinction has long been
an important topic in Gestalt psychology (Wagemans et
al., 2012) and neuroscience (Rasche & Koch, 2002). How-
ever, recent discoveries in visual perception, in particular
in the study of visual crowding (Manassi, Sayim, & Her-
zog, 2013; Clarke, Herzog, & Francis, 2014), suggest that
the distinction may be overly constraining, and that it
is necessary to explore the recurrent interactions of local
and global processing to fully understand computational
principles in vision. Visual crowding is a psychophysical
phenomenon in which target discrimination is impaired
in the presence of flankers (also known as distractors).
Crowding effects have been extensively studied in various
settings, including letter recognition, vernier acuity, orien-
tation discrimination, face recognition, etc. It is believed
that crowding reflects a crucial bottleneck in peripheral
visual discrimination and has a close link with contour
integration (May & Hess, 2007; Hess, Dakin, Kapoor, &
Tewfik, 2000), segmentation (Wilkinson, Wilson, & Ellem-
berg, 1997), feature interaction (Van den Berg, Roerdink,
& Cornelissen, 2010; Freeman & Pelli, 2007), and ob-

ject recognition (Levi, 2008; Whitney & Levi, 2011; Pelli,
2008).

Most theories about visual crowding explain it using
essentially local mechanisms, where degraded target pro-
cessing is due to the (inappropriate) pooling of informa-
tion about the target and the surrounding elements. Ex-
amples of such models include spatial pooling (Parkes,
Lund, Angelucci, Solomon, & Morgan, 2001; Dayan &
Solomon, 2010), substitution (Huckauf & Heller, 2002;
Strasburger, Harvey, & Rentschler, 1991), masking (Tyler
& Likova, 2007), and feature integration (Freeman & Pelli,
2007). These models explain some of the key phenomena
in crowding, such as the asymmetrical crowding influence
between foveal and peripheral stimuli (Dayan & Solomon,
2010). However, recent experimental studies suggest that
crowding may involve complex global and feedback pro-
cessing (Levi & Carney, 2009; Livne & Sagi, 2007; Mala-
nia, Herzog, & Westheimer, 2007; Saarela, Sayim, West-
heimer, & Herzog, 2009; Manassi et al., 2013), as crowd-
ing effects can be significantly reduced or even eliminated
(Manassi et al., 2013) when multiple flankers form a per-
ceptual pattern that excludes the target. Previous studies
have also found target-flanker proximity to be a major fac-
tor that modulates the crowding effect, with a particular
separation distance maximizing the crowding effect (Hess
et al., 2000). These non-linear effects on crowding suggest
that a new approach for computational modeling of visual
crowding is needed.

Here, we propose an alternative theory: the brain simul-
taneously processes local and global features (Lamme &
Roelfsema, 2000), in particular using local features to de-
lineate the hierarchically organized grouping of elements,
and in turn using global grouping information to facilitate
inferences about local features. The impairment of vernier
discrimination in the presence of the square flanker (e.g.
Manassi et al., 2013) may be due to the perceptual group-
ing of the vernier stimulus with the square, such that the
straight, well-aligned edges of the square leads to a biased
perception of the vernier lines being closer together, thus
leading to a deterioration in offset discrimination. When
additional square flankers are introduced at regular spac-
ing, the square surrounding the vernier is perceived as
being part of the array of squares, and the vernier stim-
ulus is perceived as not belonging to this grouping, and
thus features of the square grouping (straight edges) has a
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smaller influence on the perceived properties of the vernier
stimulus (offset spacing). Formally, we introduce a hier-
archical Bayesian model that incorporates prior assump-
tions about grouping of similar features at different spatial
and complexity levels, while making inferences about the
target, through simultaneous top-down and bottom-up in-
formation processing. This grouping-based explanation is
consistent with the observation that crowding effects are
particularly strong when target and flankers are similar in
shape and size (Kooi, Toet, Tripathy, & Levi, 1994), orien-
tation (Levi, Hariharan, & Klein, 2002; Hariharan, Levi,
& Klein, 2005) , polarity (Kooi et al., 1994; Chakravarthi
& Cavanagh, 2007), spatial frequency (Chung, Levi, &
Legge, 2001), color (Kooi et al., 1994; Põder & Wagemans,
2007), depth (Kooi et al., 1994) and motion (Banton &
Levi, 1993).

In the following, we first describe the model, then
demonstrate how the model explains the crowding and
uncrowding effects, and finally conclude with some dis-
cussions of related work and future directions.

A Bayesian Model of Visual Crowding in
the Vernier Discrimination Task

Visual crowding has been studied intensively in the
Vernier discrimination task, a classical perceptual psy-
chophysics paradigm. In the vernier discrimination ex-
periment, e.g. in (Manassi et al., 2013), observers judge
whether one line is offset to the left or the right of a sec-
ond line (Figure 1a); in the crowding version of the experi-
ment, the vernier stimulus is surrounded by a square, and
possibly other flankers/distractors (Figure 1b:c). Typi-
cally, experimenters identify a discrimination threshold,
by measuring the offset distance for which a certain accu-
racy level is attained (e.g. 75% correct in Manassi et al.
(2013)). When vernier offset discrimnation are tested with
several stimulus setting – a single vernier, a vernier em-
bedded in one square, and an embedded vernier with hori-
zontally surrounded squares – it was found that, compared
with the single vernier condition, the threshold increased
(performance deteriorated) in the presence of one flanker,
exhibiting the classic crowding effect; but threshold de-
creased (performance improved), relative to the crowd-
ing condition, when the vernier is surrounded by an ar-
ray of square flankers in addition to the square flanker
immediately surrounding the vernier target (Manassi et
al., 2013). This latter result, termed “uncrowding”, defies
any simple local processing account of crowding; instead,
it suggests that hierarchical grouping, which probably ne-
cessitates global processing, is inherently present in visual
crowding.

Here, we propose a normative Bayesian model that
makes joint inferences about the identity and grouping of
all the objects in the visual scene, and marginalizes over
beliefs about the rest of the visual scene to infer offset
property about the central target. Below, we first describe

(a) (b) (c) 

(d) 
c0 c3 c4 

g 

c0 c1 cN 

a00 a01 a04 a10  a11 a14 aN0 aN1 aN4 

s00 s01 s04 s10 s11 s14 sN0 sN1 sN4 

d00 d01 d04 d10 d11 d14 dN0 dN1 dN4 

… 

… … … 

c2 c1 

Figure 1: Generative model for the Vernier discrimination
task. (a) Model representation of a single vernier. (b)
Model representation of a vernier embedded in a square;
edges perceived as composition of line segments. We de-
note the central vernier as a0, and the four edges as a1 to
a4. (c) Model representation of an embedded vernier sur-
rounded by additional square flankers. We use location 0
to denote the target location, then location 1 and 2 for its
two neighboring locations on the left and the right, and so
forth. (d) Graphical illustration of the Bayesian generative
model: the global grouping variable, g, specifies whether
the objects from all locations are the same. cn specifies
the semantic relationship of the parts that compose the
visual object at location n, i.e. either all line segments are
unrelated, or they form a square plus an unrelated central
edge (if it is present), or all the line segments form a single
“window” object. Likewise, a = 1 indicates line segments
that are well-aligned and belong to the same edge, and
a = 2 indicates unrelated lines segments.

the generative model, which encapsulates all our assump-
tions about what subjects believe about general organiza-
tional principles of the visual scene as well as how noisy
sensory observations are generated from the visual scene.
We then describe the recognition mode, which inverts the
generative model, using a combination of Bayes’ Rule and
other standard statistical tools, to predict how perception
arises from noisy sensory data.

Generative Model

In the model, we use the variable g to denote the (po-
tential) global grouping of objects across all N stimulus
locations. g = 1 means (1) there is at least one object in-
ferred at each location, and (2) the same object is present
at all locations (e.g. square present at all locations). Oth-
erwise, g = 0. The prior probability of grouping (g = 1)
is parameterized as p.

We model the visual scene as being made up of an array
of N decomposable visual stimuli, c0, c1, ..., cN , where c0
always refers to the central location. cn = 0 denotes that
there is no coherent visual object (though there may be
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semantically unrelated visual input) at location n. cn = s
denotes that there is a square present at location n (and
there may or may not be semantically unrelated, addi-
tional visual object at this location). cn = w denotes that
there is a “window” object at location n, which consists of
a central edge embedded in a square. The distribution of
c conditioned on g = 1 is correlated among the different
locations:

Pr(c0 = c1 = · · · = cN = s|g = 1) = ϕs

Pr(c0 = c1 = · · · = cN = w|g = 1) = ϕw

Pr(c|g = 1) =
1− (ϕs + ϕw)

3N+1 − 2
, o.w.

For simplicity, the model only allows the array of objects
to all be squares or all be “windows”. When there is no
global grouping (g = 0), the conditional distribution of c
is independent (factorizable):

Pr(c|g = 0) =

N∏
n=0

Pr(cn)

The model assumes that a straight line segment gener-
ates noisy sensory evidence of well-aligned shorter line seg-
ments (mimicking the neuroscientific observations that vi-
sual neurons from retinal ganglion cells to LGN, to V1, are
sensitive to oriented line segments of increasing lengths;
and the general notion that larger receptive fields depend
on pooling responses from neurons with smaller receptive
fields). We use the variable a to denote the grouping
(alignment) of the two lines that constitute the vernier.
a = 1 means that the two lines are aligned, a = 2 means
that the two lines are not aligned, and a = 0 denotes the
absence of any lines. The prior probabilities of a = 1 and
a = 2 are q1 and q2. Let ψ be a large probability, when cn
is a square,

Pr(an0 = 1, an1 = · · · = an4 = 1|c = s) = ψ · q1
Pr(an0 = 2, an1 = · · · = an4 = 1|c = s) = ψ · q2
Pr(an0 = 0, an1 = · · · = an4 = 1|c = s) = ψ · (1− q1 − q2)

Pr(an0, · · · , an4|c = s) =
1− ψ
35 − 3

, o.w.

When cn is a “window”, the conditional probability dis-
tribution of an0, ...an4 has most of its mass (ψ) on an0 =
... = an4 = 1, and the rest of the mass split equally to all
other conditions (35 − 1 in total). If there is no object,

Pr(an0, · · · , an4|c = 0) =

4∏
i=0

Pr(ani)

The offset of the vernier, s, should be close to 0 if the
two lines are aligned, but can vary across a broader range
of values otherwise. Conditioned on a, s has a Gaussian
distribution centered at 0; its variance is close to 0 when

a = 1, but large when a = 2. We assume that there is
one population of neurons whose activities are driven by
each vernier offset, yielding noisy perception of the offset,
d. We assume d has a Gaussian distribution conditioned
on s when s /∈ ∅.

Pr(d|s) = N (s, σ2
d)

Recognition Model

Given the noisy input of d from all existing verniers at
all locations, the ideal observer’s belief about the true off-
set of the target vernier, s00, the alignment of the target
vernier, a00, the object at the central location, c0, and the
global grouping g, captured by the probability distribu-
tion, P (s00, a00, c0, g|d), is proportional to

p(g)

∫
c

p(c|g)

∫
an

p(an|cn)

4∏
i=0

p(sni|ani)p(dni|sni) (1)

by Bayes’ rule, where c is shorthand for the object vari-
ables across all locations, and an is shorthand for all the
vernier alignment variables at one location. This function
is proportional to the posterior distribution (without nor-
malizing factor). In practice, we make the observation of
the lines’ presence/absence noise-free, i.e. subjects should
not hallucinate vernier’s presence when it is actually ab-
sent, or vice versa.

To make a perceptual decision based on the posterior
probability, we compute the marginal distribution of s00,
by summing over the uncertainty over a00, c0, and g. How
decisions of the offset direction should be made based on
the inferred offset size of the vernier is an interesting prob-
lem by itself. For the current study, however, we focus on
the representational component of the task, and assume a
simple, sigmoidal mapping from the posterior mean of the
offset, ŝ, to decision accuracy:

a =
1

1 + e−βŝ
(2)

where β is a free parameter that is associated with the
internal discriminability.

Simulations

The model infers the offset distance of the target vernier,
along a grid of true offset values from .1 to 1.5, for three
conditions including 1) single vernier, 2) vernier embedded
in a square and 3) additional flankers. For each condition,
we ran simulations using the same 10 different values of
σ2
d, iid from N(.1, .1). We generated 500 observations for

each offset distance for each particular d. σ1 and σ2 were
.1 and 1. We denote the posterior mean of s by ŝd; the
mean inferred offset, ŝ, is the average of all ŝd. For Fig-
ure 2, q1 = .05, q2 = .85, ψ = .9999, ϕw = .7, p = .5,
β = −3. The graphical models were implemented via
WinBUGS 1.4.3 (Lunn, Thomas, Best, & Spiegelhalter,
2000), which implements MCMC for posterior inference
of hidden variables and model parameters.
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(a) 

(b) 

Figure 2: Model simulation results consistent with hu-
man performance (top plot) as reported in (Manassi et al.,
2013). The exact forms of the stimuli used in (Manassi et
al., 2013) are shown along with the horizontal axis in the
top plot. Each bar shows the offset distance for which 75%
correct responses occurred. Thresholds increased when
the vernier was embedded in a square, but gradually de-
creased when in creasing the number of flanking squares.
In the bottom plot, thresholds calculated from model sim-
ulations for 75% accuracy, showing a similar pattern as in
the behavioral data. Error bars calculated across simula-
tion results using the 10 different σd values.

Results

By simulating our hierarchical Bayesian model (details in
the previous section), we show that our model is able to
recover the observed patterns in the behavioral experi-
ment as reported in (Manassi et al., 2013). As shown in
Figure 2, when we simulate our model at 75% discrimina-
tion accuracy for the different experimental conditions, the
predicted model discrimination threshold shows a similar
pattern as human behavioral data (Manassi et al., 2013).

Having seen that our model can reproduce the behav-
ioral pattern, we then explore further how the model works
by simulating the inferred offset distance for each of the ex-
perimental conditions (single vernier, framed vernier, ad-
ditional flankers), under different parameter settings (see
Figure 3), in particular for different priors of the group-
ing variable at each level. When there is a single vernier
stimulus, the model predicts that the inferred offset dis-
tance should be in general smaller than the true offset
distance, due to the influence of the of the grouping vari-
able (Figure 3a). As the prior probability of the two lines

(a) (b) (c)

Figure 3: (a) Single vernier discrimination task: inferred
vernier offset distances are more under-estimated when the
prior probability of grouping of the lines (q1) increases.
(b) Vernier embedded in a square: effects of varying the
prior probability of a square (ϕs), a “window” (ϕw), or no
object (1−ϕs−ϕw). (c) Embedded vernier with flankers:
inferred vernier offset distances increase (but still under-
estimated) when the prior probability of a global group
(p) increases.

being grouped together into a single well-aligned object
increases, the perceived offset distance becomes smaller.
When the prior probability of such a grouping goes to-
ward 0, or when the true offset distance gets very large,
the under-estimation of offset distance also diminishes to-
ward 0 (results not shown).

When the vernier is embedded in a square frame, we
assume that the visual system can either perceive a “win-
dow”, a “square” (plus any semantically unrelated visual
input), or “no object” (completely incoherent visual input)
at this central location. As illustrated in Figure 3b, the
inferred vernier offset distance is smallest, and thus the
discrimination performance is the worst, when the prior
probability of “window” is high (magenta). This is be-
cause when there is a relatively high prior probability of
perceiving a single “window” object, the target vernier
“inherits” the “well-aligned-ness” of the edges of the sur-
rounding square, with q1 (in Figure 3a) no longer being
a model parameter but a hidden parameter whose distri-
bution is influenced top-down by the perception of the
“window” (see previous section for details).

As the prior of the presence of a global group is in-
creased, the model increasingly under-estimates the offset
magnitude, and the probability that the central square
is grouped with the flanker squares becomes higher (Fig-
ure 3c).

Discussion

We introduced a Bayesian hierarchical model for visual
scene processing, which makes simultaneous inferences
about (relatively) global grouping membership at different
levels of organizational hierarchy, as well as (relatively) lo-
cal visual features. The model explains the crowding phe-
nomenon as follows: when the target vernier is presented
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along with a square frame, it may be perceptually grouped
with the square flanker and thus partially inherits the fea-
tures of other group members (straight edges), making the
perceived offset distance smaller and thus the discrimina-
tion threshold higher. On the other hand, when additional
squares are presented as flankers, inferences about global
group membership result in perceptual grouping of all the
squares, and the “decoupling” of the vernier from that
group, resulting in a reduced propagation of features from
the square frame to the target stimulus, and thus a lower
discrimination threshold. Our model constitutes a new ap-
proach for explaining the counter-intuitive phenomenon of
uncrowding, using bidirectional information flow in the si-
multaneous processing of global and local features of the
visual scene.

Our model is related to other mechanistic models that
involve the feed-forward and feedback loops in visual per-
ception (e.g. Lamme & Roelfsema, 2000), but our model is
distinctive in being a normative Bayesian generative model
(a “computational” model in the parlance of Marr’s three
levels of analyses (Marr, 1982)). It is also related to other
Bayesian models of visual processing (Yu & Dayan, 2005;
Dayan & Solomon, 2010), although those models all essen-
tially utilize localized pooling operations and thus cannot
be easily modified to accommodate the non-local uncrowd-
ing effects. At an abstract level, our account of uncrowd-
ing is somewhat analogous to the Bayesian account of mul-
timodal cue combination (Kording et al., 2007), whereby
the diminishing of auditory-visual cue integration at larger
spatial separations is explained in terms of a higher-level
perception that the cues may not originate from the same
object source. In terms of the crowding literature, the
current model is closest in spirit to the compatibility bias
model we proposed earlier to explain flanker congruency
effects in the Eriksen task (Yu, Dayan, & Cohen, 2009).

Our model makes several predictions that can be tested
in future experimental work. For example, in the un-
crowding condition, vernier discriminability depends on
the relative probability of the central square plus venier
being perceived as a single or two separate visual objects
as a function of the surrounding flankers. If instead of us-
ing square flankers, one used “window” flankers (squares
with a vertical bisecting segment), then our model would
predict an increased probability of perceiving the vernier
stimulus and the square frame as being the same object,
and thus result in an even worse discrimination thresh-
old than without the additional flankers. Another sub-
tle prediction our model makes, is that the deterioration
in vernier discriminability in the presence of the square
flanker is due to a systematic bias (under-estimation) of
the offset distance, as opposed to an increase in the vari-
ance of perceived offset distance. We therefore predict,
that if subjects were asked to compare two vernier stim-
uli, one alone and the other framed by a square, then they
should consistently report that the flanked vernier has a

smaller offset distance, even when the two are the same.

This paper primarily focused on the representational
component of the vernier task, which deals with how in-
formation about the vernier stimulus and the rest of the
visual scene are propagated, integrated, and distributed;
the paper did not focus much on the decision component,
which has to do with the transformation from the visual
representation to the behavioral output, such as when and
how to respond. It is a reasonable approximation in that
people’s performance on the visual discrimination task,
in terms of the percentage of correct decisions, is gener-
ally well-captured by a sigmoidal psychometric function of
the inferred stimulus magnitude. An alternative approach
might be to assume that observers may make a Vernier
decision based on a few samples drawn from the pos-
terior distribution over offset magnitude, similar to pre-
vious models of human probabilistic decision-making in
other contexts (Vul, Goodman, Griffiths, & Tenenbaum,
2009). More importantly, the current model lacks a prin-
cipled way to explain how perceptual representation and
response tendencies evolve over longer viewing time, espe-
cially in light of recent experimental results showing that
contextual effects in vernier crowding depends on view-
ing time (Manassi, Clarke, Chicherov, & Herzog, 2014).
Future work are needed to explore more explicitly the de-
cisional and the temporal aspect of vernier discrimination.

Finally, the model presented here exemplifies a new nor-
mative approach for capturing and explaining local-global
interactions in visual processing. In particular, it points
out the important role played by perceptual grouping at
multiple levels of hierarchical organization. Currently, our
model focuses on capturing the global representation for
the specific vernier crowding task. But this hierarchical
framework can be extended to explain other visual phe-
nomena, such as many of the Gestalt principles for group-
ing. A fruitful direction of future research would be to
extend the model to account for broader classes of visual
perceptual phenomena that involve complex interactions
among stimuli in the visual scene.
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Abstract 

Visual perspective taking (VPT) – people’s ability to 
represent the physical world from another person’s viewpoint 
– plays a fundamental role in social cognition. However, little 
is known about whether and when VPT can be triggered 
spontaneously without any explicit verbal prompting. In six 
studies, we measured spontaneous VPT as the tendency to 
read an ambiguous number from another agent’s imagined 
perspective (“6”) rather than from one’s own default visual 
perspective (“9”). We found that the likelihood of 
spontaneous VPT varied systematically with the target agent’s 
behavior. The strongest trigger for spontaneous VPT was the 
agent’s goal-directed reaching, followed by object-directed 
gaze, and lastly the agent’s mere presence in the scene. 
Furthermore, observing an agent’s reaching or gaze toward an 
object triggered viewers’ spontaneous VPT even for objects 
with which the agent was currently not engaged.  

Keywords: visual perspective taking; nonverbal behaviors; 
social cognition; self; egocentric; theory of mind. 

Introduction 
Physical space sets minds apart. What is visible to one 
person might be occluded from another person’s view, and 
what one person sees as a figure “6” might appear to be a 
“9” to the viewer from the opposite. To overcome such 
differences in point of view, humans have evolved the 
capacity for visual perspective taking (hereafter, VPT). With 
this capacity, people determine the visibility of an object to 
another person (“Level-1 VPT”) or its visual aspects relative 
to that viewpoint (“Level-2 VPT”) (Flavell, Everett, Croft & 
Flavell, 1981). Through VPT, people identify shared 
knowledge (Clark, 1992), establish common ground (Clark 
& Brennan, 1991), and resolve referential ambiguity in 
communication (Duran, Dale & Kreuz, 2011).  

A considerable amount of research on VPT centers on the 
question to what degree and at what levels of accuracy 
people demonstrate VPT. While some evidence suggests 
that VPT is rare, effortful, and error-prone (e.g., Keysar, 
Barr, Balin & Brauner, 2000), other studies indicate that 
even young children readily see the world from another 
person’s viewpoint (e.g. Moll & Meltzoff, 2011). However, 
previous research rarely studied the conditions under which 
alternative visual perspectives became salient. Instead, in 
many cases, explicit experimenter instructions simply 
required participants to take another person’s viewpoint 
(e.g., Michelon & Zacks, 2007), a paradigm characterized as 
“instructed perspective taking” (Zwickel & Müller, 2013) . 
However, only when experimental settings allow 

participants to freely decide what perspective to take can we 
identify the favorable triggering conditions for spontaneous 
VPT – especially the more advanced Level-2 VPT, which 
people often have difficulty engaging in.  

The current project therefore employs a free-response 
approach to investigate whether small differences in a target 
agent’s nonverbal behaviors influence people’s readiness to 
take that person’s visual perspective. More specifically, we 
focus on gaze and reaching as potential triggers of 
spontaneous VPT, because both are taken as minimal signs 
of another person’s mental agency:  Another’s gaze invites 
an inference of knowledge; another’s reaching invites an 
inference of preference or desire (Woodward, 1998). 
Neither of the two, however, requires a shift in visual 
perspective; in fact, gaze has been shown to be powerful in 
guiding the observer’s own attention toward the gazed-at 
object (Driver, Davis, Ricciardelli, et al., 1999), and 
reaching, according to a prominent view, triggers the 
observer’s own action program of reaching (Rizzolatti, 
Fogassi & Gallese, 2001).  So it would be by no means 
trivial if these signs of agency were able to trigger VPT – as 
if by merely recognizing other minds, human perceivers 
were ready to adopt their point of view. Beyond the general 
power of these triggering conditions, we further 
hypothesized that goal-directed reaching would be a more 
effective trigger than gaze because it conveys a stronger and 
clearer intention to causally alter the physical environment. 
Research on the spontaneous activation of spatial 
perspective taking also lends support to this hypothesis, as 
people tend to describe an object’s physical location from 
another person’s viewpoint upon seeing that person’s goal-
directed reaching (Tversky & Hard, 2009).  

Study 1a: Spontaneously Seeing a “6” 

Methods 
Stimuli. To capture people’s spontaneous VPT, we created 
a single-trial task in which naïve participants viewed one of 
four photographs depicting a young male sitting at a table 
with neutral facial expression (Figure 1). Placed on the table 
was a red wooden digit “9”, which could also be read as a 
“6” from across the table. All photographs were taken with a 
20˚ angle down upon the actor and the table, so that both the 
number and the actor’s movements were clearly visible to 
the participants. 
Design. There were four conditions in this between-subjects 
study, where the actor was either 1) looking away from the 
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object, thus being merely present in the scene (Presence), 2) 
gazing at the object (Gaze), or 3) reaching for while gazing 
at the object (Reaching). In a control condition, 4) neither 
the actor nor his chair was present in the scene (No Actor) 
(See Figure 1). 
 

  

  
 

Figure 1. Four conditions in Study 1: No Actor (control), 
Presence, Gaze, and Reaching. 

 
Procedures. All participants were recruited on Amazon 
Mechanical Turk and were randomly assigned to one of four 
conditions. After providing consent, each participant saw a 
photograph and a question below: “What number is on the 
table?” Participants typed their answers in a text box below 
the question and clicked “continue” to submit their answer. 
We recorded a total response time (TRT) between the 
participant’s opening the photograph page and clicking on 
the “continue” button. On the next page they provided 
demographic information and received a payment code. 

Results 
Twelve participants who had TRTs three standard 
deviations beyond the mean of their respective conditions 
were removed from further data analysis (a criterion to 
exclude outliers in all studies in this paper). Of the 
remaining 236 participants (mean age = 29.7, 46% females, 
N = 56-64 per condition), all answered either “6” or “9”. A 
response of “6” counted as spontaneous VPT, while “9” 
counted as seeing from a “self perspective.”  

A logit analysis with Helmert contrasts showed that, 
compared to the control condition where no actor was 
present, the three actor-present conditions elicited 
significantly higher VPT rates, z = 3.4, p < .001 (see Figure 
2). Compared to the mere presence condition (12.5%), the 
average of gaze and reaching conditions elicited a 
significantly higher VPT rate, z = 4.0, p < .001, while the 
gaze condition (42.1%) and the reaching condition (45.8%) 
did not differ from one another.  

A one-way ANOVA on TRTs for only those VPT trials 
(where people answered “6”) revealed that people were 
significantly faster in taking the actor’s perspective when he 
was reaching for the number (M = 14.6s) than when he was 
gazing at the number (M = 11.6s), p = .019 (See Figure 2). 

TRT data also seemed to suggest that participants in the 
gaze and reaching conditions taken together spent less time 
on taking the actor’s perspective than those in the presence 
condition (M = 15.8s), but there were only eight successful 
VPT trials in the presence condition, and the TRT difference 
was not significant, p = .119. 
 

 

  
Figure 2. Spontaneous Visual Perspective Taking (VPT) 
rates (above) and mean Total Response Times (TRT) 

(below) in Study 1a.  

Study 1b & 1c: Instructed Self-perspective and 
Other-perspective (VPT) Judgments 

To better interpret the spontaneous VPT rates in Study 1a, 
we conducted Studies 1b and 1c.  We aimed to assess the 
lower and upper bounds of people’s VPT rates when people 
were explicitly asked to take either their own or someone 
else’s perspective. 

In Study 1b, when participants were asked to report a 
number from their own visual perspective, those who still 
reported a number from the actor’s viewpoint can be 
characterized as spontaneous VPT. In Study 1c, when 
participants were explicitly requested to report a number 
from the actor’s perspective, those who followed the 
instruction and answered “6” fit the category of instructed 
VPT, and their performance represented the optimal VPT 
performance people could achieve in the current setup. 

Methods 
Studies 1b and 1c applied the same stimuli, design, and 
procedures as Study 1a, except for the free-response 
questions. Instead of asking the perspective-neutral question 
“What number is on the table?”, Study 1b asked “What 
number can you see?”, and Study 1c asked “What number 
can he see?” The actor-absent control condition was omitted 
in Study 1c because asking what another person could see 
was meaningless with no one being present.  

*** 
*** 

* 
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Results 
In Study 1b, 236 out of 249 participants (mean age = 31.0, 
54% females) entered data analysis (N = 55-63 per 
condition). No participants in the presence or gaze condition 
provided other-perspective judgments, while one participant 
in the control condition mentioned both perspectives. In the 
reaching condition, by contrast, 17.2% of participants took 
the actor’s perspective and answered “6”, even though they 
were explicitly asked to adopt their own perspective.  In a 
logit analysis, the spontaneous VPT rate in the reaching 
condition was significantly higher than that in the remaining 
conditions, z = -3.66, p < .001.  

In Study 1c, 189 out of 204 participants (mean age = 30.1, 
50% females) entered data analysis (N = 55-63 per 
condition). VPT rates of presence, gaze, and reaching 
conditions were 73.8%, 80.0%, and 69.0%, respectively. 
Neither VPT rates nor TRTs of the VPT trials in the three 
conditions significantly differed from each other. 

Discussion 
Three preliminary conclusions regarding spontaneous VPT 
can be drawn from Studies 1a, 1b & 1c.  

First, Study 1a has shown that, compared to a person’s 
mere presence, the person’s gaze and reaching behaviors 
significantly increased the observer’s tendency to take the 
actor’s perspective. Second, as suggested by TRT 
differences between the gaze and reaching conditions in 
Study 1a and the high spontaneous VPT rate (17.2%) in the 
reaching condition in Study 1b, goal-directed reaching may 
be a more effective trigger than goal-directed gaze. Third, as 
indicated by Study 1c, when people were explicitly 
instructed to take another person’s perspective (the typical 
“instructed VPT” paradigm), the three conditions no longer 
differed in their effectiveness in triggering VPT. This 
suggests that an instructed VPT paradigm could completely 
obscure the differences among VPT triggering conditions. 
Considering the important role VPT plays in action 
coordination and social interaction (and the fact that it is 
rarely verbally requested by the other interactant), future 
research should more closely heed the distinction between 
spontaneous and instructed perspective taking processes.  

Although VPT can be induced spontaneously, Study 1c 
also provided evidence that VPT requires extra effort: An 
average VPT rate of 74.3% seems underwhelming when the 
VPT task is explicit and straightforward. In this light, the 
high spontaneous VPT rates in the gaze and reaching 
conditions in Study 1a are all the more impressive.  

These studies confirm the hypothesis that people’s 
propensity for spontaneous VPT varies as a function of an 
observed agent’s specific behaviors, and triggering VPT 
becomes more effective from mere presence to goal-directed 
gaze to reaching. However, one question arises from the 
current paradigm: Do perspective-takers describe the 
number from the actor’s visual perspective only when he is 
currently engaging with it? In other words, would people 
stop to represent the number from his viewpoint when his 
gaze or reaching behavior is directed towards an irrelevant 

object? If so, then the spontaneous VPT activated by an 
actor’s goal-directed behavior is object-specific. However, if 
people still describe the number according to the actor’s 
viewpoint even when his action is not directed towards that 
number, then VPT is activated globally, where people also 
take the actor’s perspective to represent other objects of 
potential engagement.  

To test whether goal-directed gaze and reaching activate 
spontaneous VPT in a global or object-specific fashion, we 
adjusted our paradigm for Study 2. In particular, because the 
reaching condition in Study 1 also encompassed gaze 
towards the same object, we disassociated them in Study 2 
to investigate their individual triggering effects. 

Study 2a & 2b: Spontaneous VPT Activated by 
Gaze and Reaching: Global or Object-Specific? 
When people know where an object is located, they often 
reach for it while looking at another object. Inspired by such 
natural movements, we made gaze and reaching behaviors 
entirely independent. To this end, a horizontally symmetric 
diamond was placed on the table beside the familiar 6/9 
number (see Figure 3). The actor could look at either the 
diamond or the number while simultaneously reaching for 
either object, resulting in four gaze-reaching combinations. 
In addition, he could merely look at either object without 
reaching, resulting in two gaze-only conditions. 

If gaze activates spontaneous VPT globally, then people 
should show similar VPT rates when the actor is looking at 
either the diamond or the number; similarly, if reaching 
triggers VPT globally, then people should show similar 
VPT rates when the actor reaches for either object. Object-
specific activation, on the other hand, predicts that VPT 
rates should drop significantly when the goal-directed 
behavior (either gaze or reaching) is directed at the diamond 
rather than the number. 
 

   
Gaze-D,  

Reach-No 
Gaze-D,  
Reach-D 

Gaze-D,  
Reach-Num 

   
Gaze-Num,  
Reach-No 

Gaze-Num,  
Reach-D 

Gaze-Num, 
Reach-Num 

  
Figure 3. Six experiment conditions in Study 2a and 2b. “D” 

= Diamond. “Num” = the Number “6”/”9”. The mere 
presence condition (baseline) is not shown above.  
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Methods 
Stimuli. Photographs in Study 2a and 2b were very similar 
to those in Study 1 except that they displayed both a digit 
“9” and an equally sized, horizontally symmetric diamond 
shape on the table. These two symbols were placed on two 
sides of the table in front of the same actor (Figure 3). 
Design. There were seven conditions in both studies. In the 
baseline condition, the actor was looking aimlessly to his 
left without goal-directed gaze, which was the same as the 
presence condition in Study 1. Other conditions were the six 
combinations of the actor’s gaze direction (diamond vs. 
number) and his reaching behavior (no reaching, reaching 
for the diamond, reaching for the number). We tested the 
impact of the reaching manipulation by way of two Helmert 
contrasts: no reaching vs. some reaching, and reaching for 
diamond vs. reaching for number. 
Procedures. Focusing on the activation conditions of 
spontaneous VPT, we again asked participants to provide 
free responses to the question “What number is on the 
table?” (Study 2a) and to the question “What number can 
you see?” (Study 2b). The remaining procedures were the 
same as those in Study 1. 

Results 
In Study 2a, 660 out of 688 participants (mean age = 31.3, 
57.6% females) entered data analysis (N = 88-98 per 
condition). All participants answered either “6” or “9”, 
except one who answered from both perspectives. VPT rates 
are shown in Panel A of Figure 4. A 2 × 3 logit analysis 
found no main effect of gaze direction (toward diamond or 
number) but a main effect of reaching behavior. The first 
Helmert contrast showed that people were more likely to 
take the actor’s perspective when he was reaching for 
something than not reaching at all (23.3%), z = 4.47, p 
< .001; the second Helmert contrast showed that people 
were more likely to take the actor’s perspective when he 
was reaching for the number (50.5%) rather than the 
diamond (35.7%), z = 2.90, p = .004. No interaction 
between gaze direction and reaching behavior was found. 

A two-way ANOVA on TRTs of VPT trials found that 
people were marginally faster to generate an other-
perspective answer when the actor exhibited some reaching 
behavior than when he was not reaching at all, p = 0.085. 
No other effects were significant. 

In Study 2b, 384 out of 420 participants (mean age = 30.2, 
49.5% females) entered data analysis (N = 51-61 per 
condition); all but three participants answered either “6” or 
“9”. VPT rates are shown in Panel B of Figure 4. According 
to a 2 × 3 logit analysis, people were overall more likely to 
take the actor’s perspective when his gaze was directed at 
the number (14.8%) rather than the diamond (11.6%), z = 
2.12, p = .034. VPT rates also showed a significant main 
effect of reaching behavior: according to the first Helmert 
contrast, people were more likely to take the actor’s 
perspective when he was reaching for something than not 
reaching at all (5.2%), z = 2.63, p = .008; and the second 
Helmert contrast found that people were significantly more 

likely to perform VPT when he reached for the number 
(27.0%) rather than for the diamond (7.4%), z = 3.56, p 
< .001. In addition, no interaction effect was found between 
the diamond-reaching vs. number-reaching contrast and 
gaze direction. 

Two-way ANOVA on TRTs in Study 2b revealed only 
one significant effect: people were faster in VPT trials when 
the actor was reaching for the number than for the diamond, 
p < 0.01. Neither main effect of gaze direction nor any 
interaction effects were significant. 

 
A. 

  
B. 

 
 

Figure 4. Panel A: Spontaneous VPT rates in Study 2a. 
Panel B: Spontaneous VPT rates in Study 2b. Dashed lines 
indicate VPT rates in baseline conditions where the actor 

was merely present. The six bars represent the 2 Í 3 design 
of two gaze directions (diamond vs. number) and three 

reaching behaviors (no reaching, reaching for the diamond, 
reaching for the number).  

Discussion  
Both studies confirmed the conclusions of Studies 1a & 1b: 
Reaching was more effective than gaze at triggering 
spontaneous VPT. More importantly, these studies 
disassociated the triggering effects of gaze and reaching to 
reveal whether they activated spontaneous VPT in a global 
or object-specific fashion. 

The triggering effect of reaching was always the strongest 
when it was directed toward the number and weakest when 
it was not displayed at all. However, when reaching was 
directed toward an irrelevant, adjacent object on the same 
table (the diamond), people’s VPT rates were neither as 
high as those in the number-reaching condition, nor were 
they as low as when reaching was absent. This suggests that 
the activation of spontaneous VPT was not entirely object-
specific, because people were still inclined to take the 

** 

** 

*** 

*** 
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actor’s perspective to describe other things he might 
potentially reach for; and it was also not entirely global, 
because VPT rates were still highest for the object he was 
directly engaging with. 

The conclusion on the triggering effect of gaze contains 
more nuances. Study 2a found that people had similar VPT 
rates and TRTs regardless of the object the actor looked at, 
suggesting that gaze activated spontaneous VPT globally. 
Study 2b also found no differential effect of gaze direction 
on TRTs, yet there was a main effect of gaze direction. 
However, a close examination on VPT rates in Panel B of 
Figure 4 seems to suggest that the effect of gaze direction 
only survived when reaching was absent. In other words, 
with the presence of a stronger cue such as reaching, people 
were not sensitive to gaze direction; however, when gaze 
was the only trigger, people showed sensitivity to its 
specific target – just like reaching. 

Study 3: Problem Solving by Taking Visual 
Perspective 

Without being explicitly instructed, a considerable number 
of participants provided descriptions of the target number 
from another person’s perspective, and we take such 
descriptions as evidence for the “spontaneity” of VPT. 
However, there is an alternative interpretation: Participants 
in all conditions may have recognized another person’s 
perspective but deliberately selected from the two 
perspectives the “right” one, considering their interpretation 
of the scenes and their perception of the experimenter’s 
expectations. According to this explanation, participants still 
spontaneously took the actor’s visual perspective in the first 
place, but their differential responses to the various 
triggering conditions might have been more deliberate than 
spontaneous. 

To eliminate the possibility that differences among 
triggering conditions were a mere reflection of participants’ 
deliberate effort to infer a likely answer, we designed a task 
where there was one objectively correct answer that could 
be accessed only if the participant spontaneously and 
successfully represented another person’s visual perspective. 
Once participants take the other’s perspective, they would 
recognize that this perspective provides the right answer, 
and they would no longer consider an answer based on their 
self-perspective. Therefore, being able to provide this 
answer would serve as a reliable indicator of genuinely 
spontaneous VPT, and differential rates due to presence, 
gaze and reaching would indicate the inherent triggering 
effects of these conditions. 

Methods 
Stimuli. We created a scenario resembling that in previous 
studies, but instead of two objects on the table, the actor 
faced four numbers – 86, 87, 88, and 89 – with equal 
distance between them and the number “87” covered under 
a piece of white paper (Figure 5). Critically, the visible 
numbers were horizontally symmetric and therefore did not 
reveal their orientation when viewed from either direction; 

however, seeing a clear pattern in the displayed numbers 
requires participants to take the actor’s visual perspective.   
 

   
 

Figure 5. Presence and reaching conditions in Study 3. Gaze 
and control conditions were analogous to previous studies. 

 
Design. As in Study 1a, participants were randomly 
assigned to one of four conditions. In the presence condition, 
the agent was looking aimlessly to his left. In the gaze 
condition, he was looking at the paper that covered “87”. In 
the reaching condition, he was reaching for the paper. In a 
control condition, neither the person nor his chair was 
present (no actor).  
Procedures. Amazon Mechanical Turk participants saw one 
of the four photographs and a question below, “What 
number is under the paper?” They typed their answers into a 
text box. After submitting their answers, participants were 
asked to indicate what computer device they used to 
complete the study, whether they turned their device upside 
down to view the photograph, and whether they had seen 
similar questions in the past. They also provided basic 
demographic information.  

Results 
432 participants completed this study. Those who had seen a 
similar puzzle before, who turned their device upside-down 
to view the photograph, and those whose TRTs were three 
standard deviations beyond the mean of their respective 
conditions were discarded, resulting in 377 participants in 
data analysis (mean age = 30.8, 59.2% females, N = 88-109 
per condition). The percentages of participants who 
correctly answered “87” are shown in Figure 6. Notably, 
66.3% of the participants gave the answer “78”, which was 
the likely conclusion when one saw “68 88 ( ) 98” from 
one’s own perspective.  

 

 
 

Figure 6. Spontaneous VPT rates in Study 3.  

*** 
** 
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A logit analysis with Helmert contrasts showed that, 
compared to the minimal VPT rate in the baseline condition 
when no actor was present (2.8%), the three actor-present 
conditions induced significantly higher VPT rates, z = 3.61, 
p < .001. Compared with the mere presence condition 
(11.4%), the average of gaze and reaching conditions 
induced a significantly higher VPT rate, z = 2.58, p = .01. 
Finally, the gaze condition (20.4%) and the reaching 
condition (31.5%) differed marginally from each other, z = 
1.66, p = .10. 

One-way ANOVA on TRTs of trials in which participants 
correctly answered “87” did not reveal any significant 
effects. However, only a fraction of participants in each 
condition provided the correct answer of “87”, resulting in 
only 3 to 29 data points per condition. A closer observation 
of the trend in TRTs across different conditions revealed 
that TRTs seemed to decrease from presence (21.6s) to gaze 
(19.0s) to reaching (18.4s). 

Discussion  
Study 3 deployed a problem-solving task that was less 

subject to participants’ deliberate selection between two 
potential perspectives and more effective in capturing the 
activation of spontaneous VPT. The difficulty of the task 
lowered overall VPT rates, but it showed, as previous 
studies, that the proportion of people who took the other 
person’s visual perspective increased from baseline to mere 
presence to gaze and then goal-directed reaching.  Although 
only marginally significant, people’s VPT rates tended to be 
even higher for reaching than for gaze.  

General Discussion 
In the present studies, we measured spontaneous VPT as 
participants’ tendency to read an ambiguous number from 
another agent’s perspective (“6”) rather than from their own 
perspective (“9”). We found that the mere presence of the 
agent activated a low level of VPT; object-directed 
behaviors such as gaze and reaching markedly increased 
spontaneous VPT; and of those, reaching was more effective 
than gaze as a VPT trigger. In addition, observing an agent’s 
goal-directed gaze or reaching toward one object triggered 
VPT even for objects with which the actor was currently not 
engaged. 

A more general message our project aims to convey is 
that research on VPT needs to look beyond the debate on 
people’s capacity of perspective taking and instead study 
social and contextual triggers that give rise to its activation. 
By taking a dynamic approach and viewing VPT as a 
cognitive tool that is more readily available under certain 
conditions, our project provides one initial step towards 
such exploration. However, we limited our search scope to 
the most fundamental “mental agency” behaviors in this 
project; in all likelihood, there are additional behavioral and 
social contexts that might evoke VPT in people’s daily 
interaction. 

For example, future research may examine how other 
nonverbal behaviors, such as eye contact and referential 

pointing, can influence people’s VPT tendency, and whether 
specific relationships between interactants influence their 
spontaneous adoption of each other’s viewpoint in dyadic 
interaction or joint action. Future research should also 
expand from visual perspective taking to other types of 
perspective taking, such as understanding and predicting 
other people’s beliefs, desires, and emotions, and examine 
whether similar triggers are responsible for the different 
kinds of perspective taking, and how these different kinds 
relate to one another at the level of cognitive processing. 
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Abstract

In this paper, we explore the impact of two types of instruc-
tional interventions, worked examples and problem solving, at
two levels of granularity: problems and steps. This study drew
on an existing Intelligent Tutoring System (ITS) for Probabil-
ity called Pyrenees and involved 266 students who were ran-
domly assigned to five conditions. All students experienced
the same procedure, studied the same training problems in the
same order, and used the same ITS. The conditions differed
only in how the training problems were presented. Our re-
sults show that when the domain content and required steps are
strictly equivalent, different granularities of pedagogical deci-
sions can significantly impact students’ time on task. More
specifically, the fine-grained step level decisions can have a
stronger pedagogical impact than the problem-level ones.
Keywords: worked example, problem solving, faded worked
example, granularity

Introduction
A great deal of research has investigated the different impacts
of worked examples (WE) and problem solving (PS) on stu-
dent learning (Sweller & Cooper, 1985; McLaren, Lim, &
Koedinger, 2008; McLaren & Isotani, 2011; McLaren, van
Gog, Ganoe, Yaron, & Karabinos, 2014; Renkl, Atkinson,
Maier, & Staley, 2002; Schwonke et al., 2009; Najar, Mitro-
vic, & McLaren, 2014; Salden, Aleven, Schwonke, & Renkl,
2010). In PS students are given tasks to complete either inde-
pendently or with assistance while in WE, students are given
detailed solutions. When comparing WE to PS, we often
need to control for content. Sweller and Cooper, for exam-
ple, compared the learning effects of WE-PS pairs with PS-
only (Sweller & Cooper, 1985). In the WE-PS condition,
students studied a worked example and then solved a prac-
tice problem. Their results showed that the WE-PS condition
not only learned significantly more but spent significantly less
time than the PS-only condition. However, it is possible that
the primary benefit of the WE-PS training was that students
received additional domain content that was not given to the
PS-only ones. Therefore, in this paper we will focus on re-
search that controlled for learning content across the condi-
tions.

Several techniques have been employed to control for
learning content. One approach is to use a tutor such as an In-
telligent Tutoring System (ITS). ITSs are generally designed
to give students on-demand hints, and to give immediate or
delayed feedback on submitted solutions. In this paper we
will focus on comparisons between in-tutor WE and tutor-
assisted PS, and we will explicitly state when this is not the
case.

Tutoring in domains such as math and science can be
viewed as a two-loop procedure (Vanlehn, 2006). The outer

loop makes problem or task level decisions, such as decid-
ing which problem or example to provide next, while the in-
ner loop governs step level decisions during problem solving.
In the educational literature, the term “step” often refers to
the application of a major domain principle or equation, such
as Newton’s Third Law of Thermodynamics, during problem
solving. Solving a whole problem generally involves carry-
ing out many individual steps in a logical order. Based on
this two-loop structure, we further divide the prior research
into two levels of granularity: problem level and step level.
Research on the impact of step level decisions has gener-
ally been focused on the impact of faded worked examples
(FWEs). FWEs interleave problem solving with step-level
examples within a problem. In the remainder of this section
we will describe prior work on WEs vs. PS at both levels of
granularity and we will focus on two types of outcome mea-
sures: learning performance and time on task.

Problem Level Decisions
McLaren and colleagues compared problem-level WE-PS
pairs with PS-only (McLaren et al., 2008). Every student was
given a total of 10 training problems. Students in the PS-only
condition were required to solve every problem while stu-
dents in the WE-PS condition were given 5 example-problem
pairs. Each pair consisted of an initial worked example prob-
lem followed by tutored problem solving. They found no sig-
nificant difference in learning performance between the two
conditions, however the WE-PS group spent significantly less
time than the PS group.

McLaren and his colleagues found similar results in two
subsequent studies (McLaren & Isotani, 2011; McLaren et
al., 2014). In the former, the authors compared three condi-
tions: WE, PS and WE-PS pairs, in the domain of high school
chemistry. All students were given 10 identical problems.
Students in the PS group were required to solve each prob-
lem in an ITS. Students in the WE group viewed them as ex-
amples, and students in the WE-PS group alternated worked
examples with problem solving. As before, the authors found
no significant differences among the three groups in terms of
learning gains but the WE group spent significantly less time
than the other two conditions; and no significant time on task
difference was found between the PS and WE-PS conditions.

In a follow-up study, conducted in the domain of high
school stoichiometry, McLaren and colleagues compared four
conditions: WE, tutored PS, untutored PS, and Erroneous Ex-
amples (McLaren et al., 2014). Students in the Erroneous
Examples condition were given incorrect worked examples
containing between 1 and 4 errors and were tasked with cor-
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recting them. Again the authors found no significant differ-
ences among the conditions in terms of learning gains, and as
before the WE students spent significantly less time than the
other groups. More specifically, for time on task they found
that: WE < Erroneous Examples < untutored PS < tutored
PS. In fact, the WE students took only 30% of the total time
that the tutored PS students did. M = 19.8, SD = 5.8 and
M = 62.4, SD = 17.2 respectively.

The advantages of worked examples were also demon-
strated in another study in the domain of electrical circuits
(Van Gog, Kester, & Paas, 2011). The authors of that study
compared four conditions: WE, WE-PS pairs, PS-WE pairs
(problem-solving followed by an example problem), and PS
only. They found that the WE and WE-PS students signifi-
cantly outperformed the other two groups, and found no sig-
nificant differences was found among four conditions in terms
of time on task.

In short, prior research has shown that problem-level
worked examples can be as or more effective than prob-
lem solving or alternating problems with examples, and the
former can take significantly less time than the latter two
(Sweller & Cooper, 1985; McLaren et al., 2008; McLaren
& Isotani, 2011; McLaren et al., 2014; Renkl et al., 2002;
Schwonke et al., 2009).

Step Level Decisions
With respect to step level decisions, the results from previ-
ous research are mixed. For example, Renkl et al. compared
WE-PS pairs with FWE using a fixed fading policy (Renkl et
al., 2002). For FWEs with a fixed fading policy, the study de-
signer predefined which steps to give as examples and which
steps to task students with solving. The number of examples
and tasks provided was equal in both conditions. They found
that a FWE with the fixed fading policy significantly outper-
formed WE-PS pairs. No significant difference was found
between the two groups on time on task.

Schwonke et al. compared FWE with a fixed fading policy
to tutored PS (Schwonke et al., 2009). Over the course of two
studies, they found no significant difference in terms of learn-
ing outcomes between the two conditions, however the FWE
group spent significantly less time than tutored PS group.

Najar and colleagues (Najar et al., 2014) compared FWE
with an adaptive fading policy to WE-PS pairs. They found
that the FWE condition significantly outperformed the WE-
PS condition in terms of their learning outcomes and the for-
mer also spent significantly less time on task than the latter.

Finally, Salden et al. compared three conditions: FWE
with a fixed fading policy, FWE with an adaptive fading pol-
icy, and PS-only (Salden et al., 2010). With respect to learn-
ing outcomes, they found that FWE with the adaptive fading
policy outperformed FWE with the fixed fading policy, which
in turn outperformed PS-only. They found no significant time
on task differences among the groups.

In short, for step-level worked examples, while the results
have been generally mixed, it has been shown that FWE with
effective fading policies can outperform either PS or WE-PS

pairs. It has also been shown that the former may require
significantly less time than either of the latter two.

Our Approach
In this study, we compared five conditions:

1. Worked Examples (WE): where the tutor guides the stu-
dent through a complete solution.

2. Problem Solving (PS): where the student is required to
solve each problem with the assistance of an ITS.

3. Faded Worked Examples (FWE): where problem solving
steps are interspersed with step-level worked examples.

4. WE/PS: where students receive both WE and PS problems.

5. ALL: where students receive WE, FWE and PS problems.

Most of the prior research focused on comparing the ef-
fectiveness of two or three conditions. To our knowledge, no
prior study has compared all five conditions directly, espe-
cially WE vs. FWE.

For the WE/PS, FWE and ALL conditions, there are many
ways to make problem-level decisions, such as when to pro-
vide a WE, PS or FWE. For FWEs, there are also step-
level decisions, such as whether to provide the next step as
a worked example or as a problem solving task. Pedagogical
strategies are policies used to decide the next system action
when there are multiple actions available.

Generally speaking, prior research studying problem-level
decisions employed fixed pedagogical policies: either WE-
PS (a worked example first followed by problem solving) or
PS-WE. Studies of step-level decisions generally used a fixed
fading policy or an adaptive fading policy. In the former case
the order of steps was pre-specified and did not adapt to the
students’ learning experience. For adaptive fading policies,
such decisions are made based upon a real time evaluation of
the student’s mastery of the subject knowledge. For exam-
ple, a student may be asked to solve a step until he/she has
demonstrated mastery of the knowledge involved in it. Note
that in prior studies both fixed fading policies and adaptive
fading policies have been defined by hand-coded rules.

We have previously investigated the application of data-
driven methodologies to induce pedagogical policies directly
from student-system interaction data (Chi, Jordan, & Van-
Lehn, 2014; M. Chi, VanLehn, Litman, & Jordan, 2012,
2011). In those studies we applied Reinforcement Learn-
ing (RL) to induce the policies directly from an exploratory
corpus. The exploratory corpus was collected by having the
ITS make random decisions when interacting with students.
In our prior work (M. Chi et al., 2012, 2011), we used the
induced pedagogical policies to decide when to provide an
example step and when to require students to solve it them-
selves. We found that when students were all given the same
FWEs, RL-induced policies significantly improved students’
learning gains compared to poor pedagogical policies and
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random decisions. On the other hand, we also found that stu-
dents can still learn from these FWEs even with poor poli-
cies. This was likely due to the content exposure and avail-
able practice opportunities. In post-hoc comparisons, differ-
ent versions of “poor" faded policies were compared, and no
significant difference was found between them either in terms
of learning outcomes or time on task.

In this study, we will investigate the impact of pedagogi-
cal policies on learning across two different granularities of
decisions. For the purposes of this study we used a random
pedagogical policy on both problem-level and step-level deci-
sions. By making random decisions, we expect the number of
example steps to be equivalent among the FWE, WE/PS, and
ALL conditions. We are interested in investigating the impact
of random pedagogical decisions on student learning across
FWE, WE/PS, and ALL conditions, and how they will differ
from the WE and PS-only groups. Therefore that content will
be strictly controlled to be the same across conditions.

We will examine students’ performance on a pre- and post-
test, as well as their time on task. In light of prior research,
we expect that there will be no significant learning difference
among the five conditions, since the system is making ran-
dom decisions on the WE/PS, FWE and ALL conditions. For
time on task, given the number of steps that students need to
complete, we expect: WE <WE/PS = FWE = ALL < PS.

Methods
Participants
The study was conducted in two sections of the Discrete
Mathematics for Computer Science course offered at North
Carolina State University in the Fall of 2014. 266 under-
graduate students were assigned to complete the task as one
of their regular homework assignments during the last two
weeks of the class.

Conditions
The participants were randomly distributed into five condi-
tions. We used balanced random assignment stratified by
course section and performance on a prior class exam. The
group sizes were as follows: N = 31 for WE1, N = 58 for
WE/PS, N = 59 for FWE, N = 59 for ALL, and N = 59 for
PS.

Due in part to a holiday break, preparations for final exams,
and length of the experiment, only 163 students completed
the experiment. Four students were excluded from our subse-
quent analysis because they performed perfectly on the prob-
ability pre-test. The remaining 159 students were distributed
as follows: N = 21 for WE, N = 38 for WE/PS, N = 37 for
FWE, N = 34 for ALL, and N = 29 for PS.

We performed a χ2 test of independence to examine the
relation between completion rate and condition. We found no

1Note that a smaller portion of students were assigned to the WE
condition. This is because another purpose of this study was to col-
lect exploratory data in order to apply RL to induce adaptive peda-
gogical policies.

Figure 1: The Pyrenees tutor’s interface.

significant differences among five groups: χ2(4,N = 266) =
4.12,p = 0.39.

Probability Tutor

The ITS involved in this study is called Pyrenees, a web-
based ITS for probability. Pyrenees teaches students 10 major
principles of probability, such as the Complement Theorem
and Bayes’ Rule. Prior studies have shown that Pyrenees
is effective and have compared it to Andes, another well-
evaluated ITS (Vanlehn et al., 2005). Pyrenees has outper-
formed Andes in both physics (VanLehn et al., 2004) and
probability (Chi & Vanlehn, 2007; Chi & VanLehn, 2007).
This improvement was observed in part because Pyrenees
teaches students domain-general problem-solving strategies,
which draw students’ attention to the conditions under which
each domain principle is applicable. The differences were
apparent on all types of test problems: simple/complex prob-
lems and isomorphic/non-isomorphic problems, and the ef-
fects were large, with Cohen’s d=1.17 for overall post-test
scores.

Figure 1 shows the interface of Pyrenees, which is divided
into multiple windows. In the dialog window, Pyrenees can
provide messages to the student, such as explaining a worked
example step, or prompting them to complete the next step.
The student can enter responses below such as writing an
equation or giving the answer to a multiple-choice question.
Any variables or equations that are defined through this pro-
cess are displayed on left side of the screen for reference.
Once students submit an answer, Pyrenees provides immedi-
ate feedback on whether or not it was correct.

In addition to providing immediate feedback, Pyrenees
can also provide on-demand hints, either explaining what is
wrong with an incorrect step or prompting the student with
what they should do next. Because Pyrenees requires stu-
dents to follow the Target Variable Strategy, it knows exactly
what step the student should be doing next, so it gives spe-
cific hints. In Pyrenees, help was provided via a sequence
of increasingly specific hints. The last hint in the sequence,
the bottom-out hint, tells the student exactly what to do. For
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this study, Pyrenees had three basic modes. In the WE or PS
modes, each step was performed either by the tutor or student
throughout the problem. In the FWE mode, there was a 50%
chance at each step for either the student or the tutor to solve
the step.

Procedure
The study was organized into four phases: 1) pre-training, 2)
pre-test, 3) training on Pyrenees, and 4) post-test.

During pre-training, all students studied the domain prin-
ciples through a probability textbook. They read a general
description of each principle, reviewed some examples of it,
and solved some single- and multiple-principle problems. Af-
ter solving each problem, the student’s answer was marked
in green if it was correct and red if incorrect. They were
also shown an expert solution at the same time. If the stu-
dents failed to solve a single-principle problem then they were
asked to solve an isomorphic one; this process was repeated
until they either failed three times or succeeded once. The
students had only one chance to solve each multiple-principle
problem and were not asked to solve an isomorphic problem
if their answer was incorrect.

The students then took a pre-test which contained 14 prob-
lems. They were not given feedback on their answers, nor
were they allowed to go back to earlier questions, (this was
also true of the post-test).

During phase 3, students in all five conditions received the
same 12 problems in the same order on Pyrenees. Each main
domain principle was applied at least twice. The minimal
number of steps needed to solve each training problem ranged
from 20 to 50. Such steps included variable definitions, prin-
ciple applications, and equation solving. The number of do-
main principles required to solve each problem ranged from
3 to 11. The problems were given as PS, WE or FWE, based
upon the students’ experimental condition. All students could
access the corresponding pre-training textbook.

Finally, all students took a post-test which had 20 prob-
lems in total. 14 of the problems were isomorphic to the
pre-test problems given in phase 2. The remainder were non-
isomorphic multiple-principle problems.

The only procedural differences among the five conditions
occurred within Pyrenees when the system chose whether to
provide a worked example problem, example step, or to re-
quire the student to engage in problem-solving. Apart from
this behavioral difference the system was identical for each
student.

Grading criteria
The test problems required students to derive an answer by
writing and solving one or more equations. We used three
scoring rubrics: binary, partial credit, and one-point-per-
principle. Under the binary rubric, a solution was worth 1
point if it was completely correct or 0 if not. Under the partial
credit rubric, each problem score was defined by the propor-
tion of correct principle applications evident in the solution.
A student who correctly applied 4 of 5 possible principles

would get a score of 0.8. The One-point-per-principle rubric
in turn gave a point for each correct principle application. All
of the tests were graded in a double-blind manner by a single
experienced grader. The results presented below were based
upon the partial-credit rubric but the same results hold for the
other two. For comparison purposes, all test scores were nor-
malized to the range of [0,1].

Results
The conditions were balanced in terms of students’ incoming
competence. Prior to the intervention in Phase 3 we found no
significant differences among the five conditions according to
a range of measures. These measures include (1) the probabil-
ity pre-test with respect to students’ test scores on three types
of problems: single-principle, multiple-principle, and overall
across all 3 scoring rubrics; and (2) the students’ performance
during probability pre-training on all three types of problems.
Thus, despite attrition, the conditions remained balanced in
terms of incoming competence. We will now compare stu-
dents’ learning performance in the post-test and training time
across the five conditions. We discuss each comparison in
turn.

Learning Performance
A repeated measures analysis using test type (pre-test vs. iso-
morphic post-test) as a factor and test score as the dependent
measure showed that there was a main effect for test type
F(4,154) = 118.59, p < 0.0001. On the isomorphic ques-
tions, all five groups of students scored significantly higher on
the post-test than on the pre-test, F(1,20) = 8.75, p < 0.009
for WE, F(1,37) = 25.66, p < 0.001 for WE/PS, F(1,36) =
29.34, p < 0.001 for FWE, F(1,33) = 20.61, p < 0.001 for
ALL, and F(1,28) = 55.04, p < 0.001 for PS. Therefore all
five conditions made significant gains from pre- to post-test.
This suggests that the basic practices and problems, domain
exposure, and interactivity of Pyrenees might help students
to learn even when the problem- and step-level decisions are
made randomly.

Table 1 compares the pre-test, isomorphic post-test and
overall post-test scores among the five conditions. The sec-
ond column in Table 1 lists the number of students in each
condition who completed the study. The third, fourth, and
fifth columns list the mean and SD for the pre-test, isomor-
phic post-test (14 isomorphic questions), and overall post-test
scores. Overall, no significant differences were found among

Table 1: Test scores across conditions.

Cond # Stud pre-test Iso Post Overall Post
WE 21 .687(.160) .789(.187) .650(.197)
WE/PS 38 .658(.165) .774(.130) .630(.167)
FWE 37 .625(.134) .736(.159) .588(.145)
ALL 34 .664(.181) .803(.136) .651(.159)
PS 29 .618(.155) .802(.118) .645(.139)
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the five conditions on any of the learning outcome mea-
sures: F(4,154) = 0.871, p = 0.483 (pre-test), F(4,154) =
1.25, p = 0.29 for (isomorphic post-test questions); and
F(4,154) = 0.98, p = 0.42 (overall post-test).

We also compared the adjusted post-test and NLG scores
across all five conditions. The adjusted post-test scores were
compared via an ANCOVA with the corresponding pre-test
score used as a covariate. The NLG score measures the stu-
dents’ learning gains irrespective of their incoming compe-
tence: NLG = post−pre

1−pre . Here 1 is the maximum score. Again,
no significant difference was found among the conditions.

Training Time

Table 2 shows the average amount of total training time (in
minutes) students spent on Pyrenees for each condition. A
one-way ANOVA showed significant differences among the
five groups: F(4,154) = 26.91, p = 0.000.

Subsequent pairwise t-tests showed that the WE condition
spent significantly less time than the others: t(57) = −5.22,
p < 0.001, d = 1.33 (WE/PS); t(56) =−6.22, p < 0.001, d =
1.95 (FWE); t(53) =−6.26, p < 0.001, d = 1.70 (ALL); and
t(48) =−8.93, p < 0.001, d = 2.55 (PS).

Similarly, we found that the WE/PS condition spent signif-
icantly less time than FWE, ALL and PS conditions: t(73) =
−2.77, p < 0.008, d = 0.64 (FWE); t(70) = −2.49, p <
0.016, d = 0.58 (ALL); t(65) = −6.96, p < 0.001, d = 1.67
(PS) respectively.

Finally, while we found no significant time on task differ-
ences between the FWE and ALL conditions, (t(69) = 0.395,
p= .69, d = 0.09). They both took significantly less time than
the PS condition: t(64) =−3.60, p = .001, d = 0.89 (FWE);
t(61) =−4.14, p < .001, d = 1.04 (ALL) respectively.

Overall, with respect to time on task. we found that: WE <
WE/PS < FWE = ALL < PS. In fact, the WE group only
took around 43% as much training time as FWE and 32%
as much as PS but reached the same learning gains as other
conditions.

Finally, we conducted a one-way ANCOVA to determine if
there was any statistically significant differences among the
five groups on their overall post-test scores. We used both the
pre-test score and total training time as covariates; no signifi-
cant difference was found: F(4,152) = 1.18, p = 0.32.

Table 2: Time on task per condition.

Cond # Student Time (in minutes)
WE 21 47.96 (39.27)
WE/PS 38 92.23 (25.79)
FWE 37 112.80 (37.50)
ALL 34 109.48 (32.85)
PS 29 146.40 (37.88)

Discussion and Conclusion
In this study, we used an ITS called Pyrenees to compare five
tutorial conditions: WE, PS, FWE, WE/PS, and ALL. For the
WE/PS, FWE, ALL conditions, the tutor used a random pol-
icy to decide when to give students a worked example prob-
lem (or example step) or to ask them to solve the problem
(or step). Our results showed that all five conditions learned
significantly after training on Pyrenees, and no significant dif-
ference was found on all of our learning measures including
the pre-test, isomorphic post-test, and overall post-test scores.

This happened despite the fact that the pedagogical strate-
gies employed for the WE/PS, FWE, and ALL conditions
were random and thus were rather ineffective. They did not
adapt to the students and thus may not have been able to make
a positive impact on students’ performance beyond the base-
line provided by content exposure. Here the basic practices
and problems, domain exposure, and interactivity of Pyrenees
set a minimum bar for students’ learning that the pedagogical
strategies, however poor, could not undercut. This lack of a
significant difference among the five conditions supports our
hypothesis and is consistent with results from prior studies
(M. Chi et al., 2012, 2011).

Previously, we found that students’ learning performance
could be improved by employing effective pedagogical strate-
gies (M. Chi et al., 2012, 2011). However, in that study no
significant difference was found in terms of time on task be-
tween the students trained on the system with effective peda-
gogical policies and those with ineffective pedagogical poli-
cies. In this study, we showed that different granularities of
pedagogical decisions can make a significant difference in
students’ time on task.

Much of the prior research has shown that WE can be as
effective as tutored PS but the former often take significantly
less time than the latter. One potential explanation for this
time difference is that the students in the PS condition have to
do more work. Given that the same amount of work was ex-
pected for students in the WE/PS, FWE, and ALL conditions,
we hypothesized that: WE/PS = FWE = ALL. However, our
results suggest that for time on task, WE/PS < FWE = ALL.
WE/PS spent significantly less time than both FWE and ALL.

There are many possible explanations for why the FWE
group took longer time than WE/PS group. Since both
WE/PS and FWE groups get the same random decisions, we
hypothesize that the granularity of the decision must there-
fore play an important role. Solving a problem in domains
such as probability consists of applying domain principles in
a valid logical order. Students’ later steps are directly de-
pendant upon what they have done previously. This partial
dependence may force students in the FWE condition to pay
more attention to not only tutor-solved steps but also what
their own steps.

Additionally, Pyrenees’ instructional methods may explain
some of the extra time taken by the FWE condition compared
with WE/PS condition. If the tutor solves a problem in a
way that is unexpected to the student, the student will require
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extra time to process the tutor’s intentions and continue its
progress. These tutor-solved steps may act as constraints on
the student’s problem solving process. There are many pos-
sible strategies for solving a problem, and Pyrenees uses one
specific strategy which may not be intuitive for the student.
Thus these solved steps may lead students onto a different so-
lution path which is outside of their expectations. We are cur-
rently in the process of analyzing our log files to determine
why this occurred. Why did the same random pedagogical
policy improve efficiency when applied at the problem level
more than at the step level?

Our results from this study suggested that step-level de-
cisions are more sensitive to ineffective pedagogical strate-
gies than problem level decisions. With random decisions,
the FWE group not only failed to learn more than WE/PS,
they also spent significantly more time.

Overall, this study suggests that different granularities
of pedagogical decisions can have a significant impact on
students’ time on task. The fine-grained interaction steps can
have a strong pedagogical impact. Our ultimate goal is to
apply RL to induce effective pedagogical policies, at both the
problem and step levels, directly from our dataset. This raises
an interesting question: with effective pedagogical strategies,
will there be a difference in time on task and learning among
the five conditions? This is an promising question for future
research.
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Abstract 

The present research sought to address an intriguing yet 
heretofore unanswered question with the tools of 
experimental psychology: Do people today still subscribe to 
the outdated folk belief that the heart is a mental organ, 
governing certain, if not all, aspects of mental life—a belief 
we termed cardiopsychism? The results from multiple 
experiments provided converging evidence for the conclusion 
that cardiopsychism is still very much alive in the minds of 
modern people. Aside from demonstrating the continued 
presence of cardiopsychism, we explored both the antecedent 
and consequence of holding this misconception. Through 
cross-cultural comparison, we found evidence suggesting that 
the conventionalized heart-expressions people speak might be 
responsible for perpetuating cardiopsychism. In addition, our 
hypothetical scenario study indicated that the perseverance of 
cardiopsychism might be more than just an innocuous glitch 
but could have real-world impacts. 
 
Keywords: folk belief; cross-cultural comparison; language; 
cognitive linguistics; belief perseverance 

Introduction 

In 1988, Claire Sylvia, a former ballerina, received the 

heart of a young man killed in a car accident. Following the 

surgery, she had the uncanny experience that the young 

man’s psychological characteristics had transferred to her. A 

decade later, Ms. Sylvia published an instant best-seller 

titled A Change of Heart, chronicling her personality 

transformation which she believed was set into motion by 

the heart transplant. In book’s preface, she summarized how 

this experience compelled her to revise her understanding of 

the heart (Sylvia & Novak, 1998): 

All my life I have been told despite the 

protests of poets and murmuring of mystics, 

the human heart is just a pump. An incredibly 

important pump but only a pump… 

According to this view, which is the accepted 

one in contemporary Western medicine, the 

heart contains no feelings and carries no 

wisdom, no knowledge and no memories. … I 

used to believe these things, but today I know 

differently (p. II).  

Despite the title, Ms. Sylvia in fact received not only the 

heart but also the lungs from the same donor during the 

same operation. Yet, all the credits for the personality 

transformation she supposedly had experienced somehow 

went to the heart. 

Why did Ms. Sylvia so readily revise her theory of the 

heart yet refuse to entertain the possible involvement of the 

lung transplant in her apparent metamorphosis? Perhaps, she 

might have already tacitly believed that the heart, aside from 

functioning as a blood pump, is also the seat of the mind 

even prior to the surgery. In other words, her uncanny 

experience did not so much revise her lay theory of the heart 

as reinforced her old belief. 

Could cardiopsychism still be alive? 

In the present research, we refer to the belief that the heart 

is causally responsible for some, if not all, mental activities 

and states as cardiopsychism, a term coined by combining 

cardio (i.e. heart) and psyche (i.e. soul or mind). 

Cardiopsychism is a folk theory with a long pedigree. 

Among its earliest champions, one finds such revered names 

as Plato, Aristotle and Confucius. For the most part of the 

recorded history—both Western and Eastern— 

cardiopsychism of various shapes and forms were widely 

accepted and had greatly influenced both cultural and 

medical practices (Yu, 2009). The impact of one particular 

brand of cardiopsychism of the Western tradition, i.e. the 

heart is the seat of emotions and true self, is still palpable in 

the realms of arts and literature. 

Despite its decorated past, cardiopsychism has been 

debunked by science since Renaissance. Medical 

observations and scientific research all point to the 

irrefutable conclusion that the brain rather than the heart is 

where the action is, as far as the mind is concerned. Yet, 

Ms. Sylvia’s memoir, an unabashed endorsement of 

cardiopsychism, was able to resonate with the public some 

15 years after its publication. A reader posted these thoughts 

about the book in 2013, ―It does not surprise me that there is 

so much memory and personality in the heart … too bad 

medical science is not more open to what people are telling 

them of their experience.‖ This observation inspired the 

focal question of the present research: To what degree have 

modern people outgrown the misconception of the heart as 

a mental organ? 

Psychological research on belief perseverance showed 

that people tend to hold on to erroneous beliefs even when 

confronted with information that contradicts or undermines 

the basis of those beliefs (Anderson, 2007; Winer et al., 

2002). Given the prominence and prevalence of 
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cardiopsychism throughout the history, it would not be 

surprising to find that people today still conceptualize the 

heart according to cardiopsychism despite the mounting 

scientific evidence to the contrary. In fact, in 1999 a 15-

year-old British girl was forcibly given a heart transplant 

against her will because she feared that she would lose her 

own unique identity (Dyer, 1999). 

Note that it is possible for the same individual to believe 

in cardiopsychism while simultaneously acknowledging that 

the heart is merely a mechanical pump. According to the 

research on implicit cognition (Greenwald et al., 2002), it is 

not uncommon for people to hold conflicting beliefs 

concurrently. Thus, even if people today explicitly proclaim 

their allegiance to the scientific view, it does not necessarily 

mean they have wholeheartedly rejected cardiopsychism. 

We next examine extant research with data pertinent to the 

question of whether cardiopsychism is still a living belief.  

Extant evidence  

In an early study, Kuhn and colleagues (1987) found that 

31% of the heart transplant candidates they interviewed 

expressed fantasies of personality change due to donor’s 

heart. More recently, Inspector and colleagues (2003) found 

that about half of the heart-transplant recipients they studied 

expressed concerns about acquiring the donor’s personality 

characteristics along with the heart. However, not only did 

both studies focused exclusively on a special population, 

namely transplant patients, they did not compare the heart 

with other internal organs; therefore it is unclear whether 

these patients’ thoughts were specific about the heart not. 

In contrast, Sanner (2001) interviewed respondents 

sampled from the general public and queried their thoughts 

about both the heart and other organs. She wrote (2001) 

―informants feared that they would be influenced by the 

donor [in terms of personality], above all if one were to 

receive a heart.‖ However, her interview was unstructured 

and her hermeneutic approach to content analysis was 

susceptible to researcher’s own bias and belief.  

A study conducted by Hood and colleagues (2011) did 

provide some preliminary experimental evidence for the 

continued presence of cardiopsychism amongst people 

today. The researchers found that college students were less 

willing to accept a heart transplant from a murderer than 

from an upstanding citizen. However, it was unclear 

whether participants’ aversion toward receiving the 

murderer’s heart was due to the fear of acquiring the 

murderer’s personality or the discomfort with being 

associated with the murderer in any manner. 

Instead of questioning informants directly, some cognitive 

linguists sought to show that cardiopsychism is still alive by 

analyzing the lexicons of the languages people speak. The 

reason why linguistic analysis could potentially answer a 

psychological question is language often reflects the 

underlying conceptual structure of its speakers (  vecses   

Koller, 2006; Wierzbicka, 1997). 

Niemeier (2003) analyzed the conventionalized heart-

expressions in modern English and found these expressions 

(e.g. being one’s heart’s desire, softhearted) are more or less 

rooted cardiopsychism. A parallel analysis of the heart-

expressions in modern Chinese yielded similar findings (Yu, 

2009). Though modern science has long rejected 

cardiopsychism, the linguistic expressions people speak 

have yet to be updated to reflect the current scientific 

knowledge. Instead, these expressions, at least as far as their 

literal meanings are concerned, continue to advocate the 

heart’s special status as a mental organ. Both Niemeier 

(2003) and Yu (2009) proposed that when people grow up 

in the midst of these prima facie pro-cardiopsychism 

expressions, they would at least tacitly accept 

cardiopsychism as a valid theory of the heart. 

There is little doubt that linguistic-expressions can reveal 

the living beliefs of its speakers (e.g. Winer et al., 2002). 

But conventionalized expressions might also just be 

conventions. In other words, it is possible that the corpus of 

heart-expressions, in both Chinese and English, might be no 

more than the conceptual fossils from the past, reflecting an 

archaic conception that no one believes in today. It seems 

that the jury is still out regarding the current status of 

cardiopsychism. Thus, we attempted to find some tentative 

answer to this question through controlled experiments. 

Experiment 1: What do Others Believe?  

In a pre-test (n = 266), we found that the overwhelming 

majority (96%) of our target population, Amazon 

Mechanical Turk workers (MTurkers for short), know about 

the scientific view that emotion and personality are the 

products of the brain rather than the heart. This raised the 

concern that even if people do believe in cardiopsychism, 

they might opt to give the socially desirable (i.e. 

scientifically correct) answer when directly asked. To 

circumvent this issue, we leveraged egocentrism to uncover 

people’s true belief. 

In the domain of social inference, egocentrism refers to 

people’s tendency to anchor on what they know about their 

own minds when inferring the thoughts of others (see Tamir 

& Mitchell, 2013). Prior research had exploited egocentrism 

to assess people’s true opinions regarding sensitive issues 

(e.g. racial stereotype) to which they are less likely to give 

honest answers (e.g. Cuddy et al., 2009).  

Participants and Procedure 

166 MTurkers who lived in the United States and self-

reported speaking English at home completed an online 

study. Participants were randomly assigned to one of the 

three between-subject conditions (focal organ: heart vs. liver 

vs. bladder). Participants read two ostensible scientific 

statements and estimated the percentage of Americans 

believing in each one.  

The first statement was the same across all conditions and 

served as the control. Specifically, participants estimated the 

percentage of Americans who believe that even a simple 

handshake can transmit HIV viruses. The second, 

experimental statement was different across the conditions. 

Specifically, participants estimated the percentage of 
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Americans who believe that emotions are generated not in 

the brain but in the heart (or liver or bladder)—depending 

on the focal organ condition participants were assigned to. 

If people did believe in cardiopsychism to some degree, 

then their estimates for the experimental statement would be 

higher when the focal organ was the heart than the other two 

organs. In contrast, participants’ estimates for the control 

statement should be the same across all the conditions. 

Results and Discussion 

A 2 × 3 mixed ANOVA revealed a significant two-way 

interaction, F(2,161)=19.54, p<0.01. For the control 

statement, participants in all three focal organ conditions 

made very similar estimates (Mheart = 20%, Mliver = 

16.4%, Mbladder = 19%), F(2,162) = 0.73, p = 0.48. 

In contrast, participants’ estimates for the experimental 

statement were significantly different across the conditions 

(Mheart= 27.7%, Mliver = 7.2%, Mbladder = 7.6%), F(2, 

162) = 43.56, p<0.01. The heart-condition participants 

reported higher estimates than those in the other two 

conditions, F(1,107)=49.10, p<0.001; which did not differ 

from each other F(1, 109) = 0.14, p = 0.71. 

Assuming participants’ estimates were driven by 

egocentrism, our finding that participants thought more 

people would regard the heart as the seat of emotion than 

other organs can be taken as evidence of their personal 

endorsement of cardiopsychism. However, egocentrism is 

not necessary for solving social inference problems (Ames, 

2004), therefore participants’ estimates might not be 

indicative of their private belief. Thus, in the next 

experiment we sought for less equivocal evidence with a 

different paradigm. 

Experiment 2: Will Your Soul Be Moved?  

According to Bloom (2005), most people intuitively 

conceptualize the self as primarily mental in nature yet 

occupying a spatial location. Thus, if people believe that at 

least part of the mind is located in the heart, then when the 

heart is relocated to a different spatial location, they should 

feel that the self is moved as well.  

Participants and Procedure 

126 English-speaking MTurkers who lived in the United 

States completed an online study. Participants’ task was to 

indicate where they felt their Self was under different 

circumstances.  

All participants completed 3 trials, involving 3 different 

circumstances. In all trials, participants first imagined an 

organ was removed from their body and transplanted to a 

person named HZ. Then they marked where they felt like 

their Self would be relocated on a straight line anchored on 

the two ends by their own body and HZ’s body respectively. 

The left end (i.e. participant’s body) of the straight line was 

coded as 1 and the right end (i.e. HZ’s body) as 100. The 

body parts implicated in the three trials were the heart, 

hands and lungs respectively. The order of the trials was 

randomly determined for each individual participant. 

Results and Discussion 

If participants believed in cardiopsychism, then they 

would the Self farther away from their own body when their 

heart was transplanted into HZ’s body than either the hands 

or lungs. A within-subject ANOVA on the location of the 

Self confirmed this prediction, F(3,363)=122, p<0.001. 

Pairwise comparison revealed that participants located the 

Self farther away from their own body when the heart was 

transplanted (M=39.4) than either the lungs (M=27.9) or the 

hands (M=27.1). These results lend further credence to the 

claim that cardiopsychism is still a living belief. 

Experiment 3: Can You Make Robots Feel?  

In this experiment, we employed yet another paradigm to 

probe people’s lay theory of the heart. In addition, we 

attempted to cue participants of the scientifically correct 

view to see if the vestige of cardiopsychism could still be 

uncovered under a more stringent condition. 

Participants and Procedure 

146 MTurkers who lived in the United States and self-

reported speaking primarily English at home completed an 

online study. We employed a 2 (cue position: first vs. last) × 

2 (focal organ: heart vs. lung) mixed design where the cue-

position was the between-subject factor. All participants 

first read the same passage inspired by the movie Robocop. 

Briefly, participants were told that many people feel queasy 

about having robots replace human beings as the police out 

of the concern that robots do not understand human values 

and cannot feel human emotions. Then participants were 

presented with the following hypothetical scenario: 

At least in theory, one way to enable emotion 

and conscience in robots is to create cyborgs 

by replacing some human parts with machine 

while preserving other human parts. Next, you 

will be presented with several human parts 

one by one. For each human part, please rate, 

on the basis of your intuition, the degree to 

which it must be preserved to prevent any 

noticeable negative impact on the capacity of 

the cyborgs for emotion and conscience. 

Participants then judged one by one how indispensable 

each of the three focal organs–namely, the brain, the heart 

and the lungs–is on a 1-to–10 scale. Participants assigned to 

cue-first condition judged the brain’s indispensability first; 

while those assigned to cue-last condition judged the brain 

last. The order in which they judged the heart and lungs was 

randomized. Note that the indispensability rating for the 

brain was not reported because the brain was included only 

to remind participants of the mind’s real physical substrate. 
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Results and Discussion  

If participants believed in cardiopsychism, they would 

regard the heart as more indispensable than the lungs for 

preserving the cyborgs’ capacity for feeling and values. This 

is indeed what we found. A 2 (cue position: first vs. last) × 2 

(focal organ: heart vs. lungs) mixed ANOVA on the 

indispensability ratings reveal only a significant main effect 

of organ type, F(1,73)=62.53, p<0.01. The heart was 

deemed more indispensable than the lungs regardless of 

whether participants were reminded of the brain’s status as 

the true physical substrate of the mind or not (Figure 1). 

The first three experiments together provided converging 

evidence for the continued presence of cardiopsychism in 

people’s mind today. We next turned the attention to 

ascertaining why cardiopsychism was able to persevere 

despite long being refuted by science. 

 
Figure 1: Mean ratings of different conditions. 

 

Experiment 4: How does the Chinese Heart 

Differ from its English Counterpart? 

As alluded to earlier, the conventionalized heart-

expressions in modern Chinese and English are mostly 

rooted in cardiopsychism (Niemeier, 2003; Yu, 2009). That 

is, the literal meanings of these expressions are tantamount 

to messages advocating the mental capacities of the heart. 

Thus, people living in these linguistic communities are 

surrounded by prima facie endorsements of cardiopsychism. 

This creates an ideal milieu for cardiopsychism to 

insidiously implant itself firmly in people’s belief system. 

As research on the illusory truth effect has shown, simply 

exposing people to a claim could increase the perceived 

truth of this claim (e.g. Hawkins & Hoch, 1992). This is the 

case even when the claim was explicitly flagged as false 

initially (e.g.  Skurnik, Yoon, Park, & Schwarz, 2005).  

If the linguistic input did contribute to the perpetuation of 

cardiopsychism, then the specifics of the cardiopsychism 

should differ between two linguistic communities whose 

heart-expressions imply different folk models of the heart. 

According to lexical analysis by Yu (2009) and Niemeier 

(2003), the folk model implied by modern Chinese heart-

expressions ascribes to the heart both cognitive and 

affective functions; whereas its English counterpart 

considers the heart as governing primarily emotion but not 

cognition. Thus, we could test if linguistic input contribute 

to the perseverance of cardiopsychism by verifying whether 

the difference between the functions the Chinese and the 

English speakers believe the heart can perform paralleled 

the differences between the folk models implied by the their 

respective heart-expressions. 

Participants and Procedure  

The native English speakers were 122 MTurkers who 

lived in the United States and self-reported speaking 

primarily English at home. The native Chinese speakers 

were 125 native Chinese speakers recruited from the 

Chinese online survey platform, Sojump, which served as 

the data source for several recent cross-cultural psychology 

studies (e.g. Kreuzbauer et al., 2014). All participants were 

told that they would first learn about some new information 

and then make some intuitive judgment in light of the newly 

acquired information. Participants from both cultures were 

randomly assigned to one of the four conditions of a 2 

(information topic: heart vs. lungs) × 2 (judgment topic: 

emotion vs. cognition) between-subject design.  

Participants first learned that a recently discovered 

chemical is effective at treating viral and bacterial infection 

of the heart (or lungs)—depending on the information-topic 

condition. Then participants in the judgment-on-emotion 

condition rated how possible it is to use this chemical to 

treat emotional disorders, such as depression, anxiety and 

irritability; whereas those in the judgment-on-cognition 

condition rated how possible it is to use this chemical to 

treat cognitive disorders, such as memory loss and low 

attention span. The possibility rating was always made on a 

–4 (absolutely impossible) to +4 (absolutely possible) scale.  

Results and Discussion  

To facilitate interpretation, we analyzed data for the two 

judgment-topic conditions separately. 

 
Figure 3: Possibility ratings for different conditions. 

 

Judgment concerning emotional disorders. After 

standardizing the possibility ratings within each culture, we 

ran a 2 (culture: American vs. Chinese) × 2 (information 

topic: heart vs. lungs) ANOVA. Only a main effect of 

information topic emerged, F(1, 121)=19.84, p<0.001. 

When judging the possibility of using the chemical to treat 

emotional disorders, both Chinese and English gave higher 
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ratings when the chemical supposedly can treat cardiac 

infection than pulmonary infection (Figure 3 left panel).  

Judgment concerning cognitive disorders. A similar 2 × 2 

ANOVA on the standardized possibility ratings revealed a 

significant two-way interaction, F(1,118)=4.33, p=0.04. 

When judging the possibility of using the chemical to treat 

cognitive disorders, Chinese speakers gave higher ratings 

when the chemical supposedly can treat cardiac infection 

than pulmonary infection; whereas English speakers were 

indifferent (Figure 3 right panel). 

   This experiment showed that the cardiopsychistic belief of 

Chinese speakers seemed to differ from that of English 

speakers in a manner as foreshadowed by lexical analysis. 

Specifically, though both Chinese and English speakers 

regarded the heart as a feeling organ, only Chinese regarded 

the heart as a thinking organ. Therefore, the results of the 

present experiment were consistent with the hypothesis that 

linguistic input might have played a causal role in 

perpetuating cardiopsychism. In the next experiment, we 

examined whether believing in cardiopsychism may have 

some real-world consequences. 

Experiment 5: Would You Accept a Pig Heart?  

The shortage of donated organs has prompted scientific 

investigation into the possibility of xenotransplantation, i.e. 

transplanting non-human, usually pig, organs to humans 

(McLean & Williamson, 2005). A question with policy 

implication is whether cardiopsychism may lead to stronger 

resistance toward xenotransplantation of the heart than other 

organs. We addressed this question in the present study. 

Participants and Procedure 

136 English-speaking MTurkers living in the United 

States completed an online study. Participants were assigned 

to one of the four conditions of 2 (prime type: scientific-

thinking vs. control) × 2 (focal organ: heart vs. liver) design. 

Participants first read a short passage that differed across 

the prime-type conditions. Participants in the scientific-

thinking-prime condition read a stern criticism of the 

decline of scientific thinking among Americans. This 

passage was intended to convey disapproval of unscientific 

thinking so that participants might attempt to give 

scientifically-sanctioned answers to relevant questions. In 

contrast, participants in the control-prime condition read a 

neutral description of the increase in support for capital 

punishment among Americans. After the prime passage, 

participants were asked to rate the degree to which they 

thought the social trend described in the passage was a bad 

or good thing. They made their ratings on a –4 (extremely 

bad) to +4 (extremely good) scale.  

Afterwards, participants completed a seemingly unrelated 

task, where they were asked to imagine that in some distant 

future the technology for xenotransplation of pig organs is 

well established and they happen to need a XXX transplant. 

XXX was replaced by either the heart or liver depending on 

the focal organ condition. Participants further learned that 

they could choose between a human XXX or a pig one; but 

since the human organs are scarcer, they would need to pay 

a premium if they prefer the human XXX. Then participants 

answered this question: ―I would choose the human XXX as 

long as its cost is NO MORE than _?_% of the cost of the 

pig XXX.‖ Participants’ answers to this question constituted 

the critical dependent variable. A response larger than 100% 

would suggest that the participant placed a premium on 

human transplants. In addition, higher premium were 

evidence for stronger resistance to xenotransplants. 

Results and Discussion  

We first analyzed participants’ attitude toward the social 

trend described in the prime passage with a 2 × 2 ANOVA. 

Only the main effect of the prime-type was significant, 

F(1,133)=35.02, p<0.001. While participants were largely 

indifferent toward the increase in support for capital 

punishment (M = – 0.25); they clearly considered the 

decrease in scientific thinking a bad thing (M = –2.39). 

These results suggested that the scientific-thinking-prime 

passage successfully conveyed a sense of disapproval 

toward unscientific thinking. 

 
Figure 4: Premium for transplants of human origin. 

 

To analyze the critically dependent variable, we applied 

square-root transformation to correct for the skewness 

before conducting a 2 × 2 ANOVA on the transformed 

responses. Only the main effect of focal organ was 

significant F(1,133)=7.48, p=0.007. As shown in Figure 4 

with the untransformed response, participants were barely 

willing to pay any premium for the human transplant when 

the liver was concerned. Yet, when the heart was concerned, 

participants were willing to pay a large premium for the 

human transplants. These results suggest that people were 

more resistance toward xenotransplant when the heart is at 

stake. Moreover, this prejudice against the pig heart was not 

attenuated even when people were prompted to think 

scientifically.  

Summary and General Discussion  

The question that motivated the present research was: Is 

the outdated misconception of the heart as a mental organ 

(i.e. cardiopsychism) still a living belief in people’s minds? 

With an assortment of varied paradigms, we gathered 

converging evidence for a positive answer to this question.  
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At this juncture, it would be remiss not to compare 

cardiopsychism with another folk theory of human 

psychology, i.e. psychological essentialism (essentialism for 

short). Essentialism is the belief that some invisible internal 

essence determines a person’s psychological characteristics 

and behaviors (Gelman, 2003). Moreover, according to 

essentialism, this hidden essence can be passed onto others 

via different kinds of physical contacts including transplant. 

It is clear that people believing in essentialism should also 

consider the heart to be causally responsible for certain 

mental properties on the merits of the essences it contains. 

Thus, it could be argued that cardiopsychism might just be 

special manifestation of essentialism.  

Essentialism entails that the essence permeates throughout 

the body but does not specify on how exactly the essence is 

distributed. Thus, although essentialism implies that the 

transfer of any body part from one individual to another 

should cause the recipient to take on some of the donor’s 

characteristics (Meyer et al., 2013), it is mute on whether 

one part is would be more effective at transmitting essence 

than the other. Therefore, essentialism alone would not 

predict heart-favoritism, i.e. people would impute more 

mental power to the heart than any other organs of similar 

size. However, it is still possible that essentialism is the 

precondition for cardiopsychism. 

Having established the perseverance of cardiopsychism, 

we took a first step toward understanding why this outdated 

belief was able to survive refutations from the scientific 

community. Via cultural comparison, we found that though 

both native Chinese and English speakers believe in 

cardiopsychism; they differ in what mental functions they 

tacitly believe the heart can perform. Moreover, this 

difference corresponds to the difference revealed by 

contrasting the literal meanings of the heart-expressions of 

the two languages. Thus, the exposure to conventionalized 

heart-expressions that are yet to catch up with the modern 

science seems responsible, at least partially, for perpetuating 

cardiopsychism. Nonetheless, due to the correlational nature 

of cross-cultural approach, further studies are needed to 

further investigate what help preserve cardiopsychism.  

In the present research, we found evidence consistent with 

the notion that cardiopsychism might pose a particular 

obstacle to the acceptance of xenotransplant of the heart. 

Future studies can also explore how cardiopsychism might 

be harnessed to achieve greater social good.  
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Abstract 
 
When a speaker of English and a speaker of Chinese think 
about the same object, their brains are representing a shared 
concept. However, we don’t know how similarity in the 
concepts evoked by words is manifested in the brains of 
speakers of different languages. We have previously shown 
that neural similarity relations are strongly conserved across 
subjects, allowing across-subject decoding (Raizada & 
Connolly, 2012). Here we extend that result to translating 
word-elicited activations across groups of speakers of Chinese 
and English. Specifically, by matching the neural similarity 
relations elicited by a set of seven Chinese words, presented 
to Chinese speakers, with the neural similarities elicited by 
the equivalent English words presented to English speakers, 
we are able to translate between the English and Chinese 
words with 100% accuracy, based only on the patterns of 
functional activity that they elicit. This demonstration 
provides evidence for the conservation of semantic relations 
between concepts across different languages. 
 
Keywords: MVPA, neural decoding, semantics, conceptual 
representation 

Introduction 
Recent innovations in multi-voxel pattern analyses (MVPA) 
and machine learning have enabled cognitive neuroscientists 
to predict patterns of brain activity for word stimuli by 
generalizing from a training set of other words and their 
associated functional neuroimaging data. This predictive 
power enables accurate re-association of observed brain 
activity with the specific stimuli that are most likely to have 
elicited that activity, an inferential procedure known as 
neural decoding. Neural decoding has allowed 
generalization to novel words (e.g., Mitchell et al., 2008) 
and across participants (e.g., Raizada & Connolly, 2012).  

Recent studies of bilingual speakers (Buchweitz et al., 
2012; Correia et al., 2014, 2015) have shown that within a 
single bilingual person’s brain, there are decodable 
associations between mental representations of translation 
equivalent words across the two languages. However, such 
decoding may simply detect within-subject associative 
pairings rather than relations between the semantic 
structures of the two languages. Here we ask how semantic 
relations between word-elicited concepts are conserved 
across different languages and whether this relationship is 
reflected in the neural representations across speakers of 
different languages. These representations could then be 
used to inform inferences about semantic similarity 
structures in two languages. 

Neural Translation 
To date, neural translation has only been demonstrated 
within bilingual participants, associating an individual’s 
neural representations for words in one language with 
translation equivalents in the other language. This approach 
links the bilingual’s languages at the level of semantic or 
conceptual representation, but embodiment hypotheses 
(Hauk, 2006; Binder & Desai, 2011) suggest that these 
representations should be comparable across speakers of 
different languages based on associations with perceptual 
experiences. For example, the appearance, sound, and 
general functions of a dog would be roughly the same for 
speakers of any language. 

Achieving neural translation across speakers of different 
languages requires sufficient commonality in conceptual 
representations to associate them across languages. 
However, research in lexical semantics and translation has 
repeatedly demonstrated translation ambiguity between 
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languages, even for concrete nouns (Degani & Tokowicz, 
2010; Malt & Majid, 2013). Successful neural translation 
across speakers of different languages would shed light on 
how linguistic representations are conceptually grounded 
despite language-specific variations in meaning. 

One limitation of the previous studies of neural translation 
is that bilinguals’ semantic representations are likely to rely 
on a shared conceptual store for both languages (see Dong 
et al., 2005; and Ameel et al., 2009). Behavioral studies of 
bilinguals demonstrate that these semantic representations 
reflect the mutual influence of first and second language 
norms (Dong et al., 2005; Zinszer et al., 2014), suggesting 
that within-subject neural translation draws on an 
individual’s cross-language conceptual stores for both 
languages. In this light, neural translation within a bilingual 
may not greatly differ from the task of decoding 
monolinguals’ neural activity. 

Localization and Embodiment 
Specific anatomical regions such as the fusiform cortex and 
parahippocampal gyrii have been identified as hubs for the 
synthesis of perceptual features in conceptual 
representations (Barsalou, 2008; Martin, 2007). Neural 
decoding studies have corroborated this claim by 
demonstrating that individual participants’ multi-voxel 
patterns of activity in the ventral temporal cortex can be 
decoded based on observations from other speakers (e.g., 
Raizada & Connolly, 2012). 

The previous decoding studies within bilinguals have 
similarly identified specific cortical regions for which multi-
voxel responses generalize across languages and allow 
decoding of one language’s activation patterns based on the 
other language (Buchweitz et al., 2012; Correia et al., 2014). 
Voxels showing cross-language correlation in bilinguals 
were widely distributed in these studies, but consistent with 
Barsalou (2008) and Martin’s (2007) accounts, the 
parahippocampal gyrii were among the regions of cross-
language stability (Buchweitz et al., 2012). 

The Present Study 
In this study, we extend neural translation (neural decoding 
of words across languages) to independent groups of 
participants for each language. We use MVPA to compare 
distributed functional brain activity for speakers of Chinese 
and English reading words in their respective native 
language. We ask whether the similarity structures for 
neural representations of word-elicited concepts are 
sufficiently similar across languages to perform neural 
decoding on group-level data and translate words in one 
language into the other language. 

Method 

Participants 
Eleven native speakers of English (4 M / 7 F) and eleven 
native speakers of Mandarin Chinese (3 M / 8 F) were 

recruited at Dartmouth College. All participants were 
undergraduate students, graduate students, or post-doctoral 
researchers. Participants self-reported being native speakers 
of English or Mandarin Chinese, defined as being born in 
their native language environment and speaking that 
language as their earliest language. 

Materials 
We selected seven translation equivalent words in English 
and Chinese before the study, meeting four criteria: (1) 
concrete nouns (2) monosyllabic in both languages, (3) 
represented by a single Chinese character, and (4) unlikely 
for English translations to be known by the Chinese 
participants (see Table 1 for list). To insure that criterion (4) 
was met, Chinese participants who accurately translated 
more than two of the critical stimuli to English in a post-
scan quiz were excluded from analysis. The critical stimuli 
were presented in three different font faces (English: 
Helvetica, American Typewriter, and Times New Roman; 
Chinese: STFangSong, Kai, and STSong) to reduce the 
influence of visual similarity on neural representations of 
the stimuli. The functional activity elicited by these words 
forms the basis of all the analyses presented here. 
 
Table 1. Critical stimuli in English and Chinese 

English Chinese (pinyin) 
axe 斧 (fǔ) 
broom 帚 (zhou) 
gown 袍 (páo) 
hoof 蹄 (tí) 
jaw 颚 (è) 
mule 骡 (luó) 
raft 筏 (fá) 

 
Participants completed a semantic relatedness task 

involving catch trials and filler words interspersed between 
the seven critical stimuli to encourage them to think about 
word meanings. Filler words were not used in any of the 
fMRI analyses. Of the 42 filler words (translation 
equivalents in both languages, did not need to meet the 
critical criteria), half were semantically related to one of the 
critical stimuli (e.g., axe – log) and half were semantically 
unrelated (e.g., axe – moth) for a total of three related words 
and three unrelated words for each critical stimulus. 

Stimuli for this task were presented as black text on a 
gray background via projector to a screen behind the MRI 
scanner. Participants viewed the projected words through a 
mirror attached to the scanner’s head coil. 

Procedure 
Experimental procedures were approved by the Dartmouth 
Committee for the Protection of Human Subjects. 
Participants completed the semantic relatedness task while 
undergoing functional magnetic resonance imaging (fMRI). 
Words were presented for 1750 ms, followed by a 5750 ms 
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fixation cross. If a catch-word was presented in red text with 
a “?” (e.g., “moth?”), participants responded by indicating 
whether the catch-word was semantically related to the 
word immediately preceding. Catch-words were always 
filler words and occurred in approximately one third of trials 
to encourage participants to think about the meanings of 
each stimulus word. Each functional run was composed of 
45 to 50 stimulus presentations, about seven minutes in 
duration. Participants completed seven functional runs for a 
total of 35 presentations per critical stimulus word.  

Image Acquisition & Processing 
Scanning Parameters The study was performed using a 
Philips Intera Achieva 3-Tesla scanner (Philips Medical 
Systems, Bothell, WA) with a SENSE (SENSEitivity 
Encoding) 32-channel head coil. Anatomical images were 
collected using a high-resolution 3D Magnetization-
prepared rapid gradient echo sequence (220 slices, 1mm 
isotropic voxels, FOV=240mm, acquisition matrix= 
256x256). Functional images were collected in 7 runs using 
echo planar functional images sensitive to blood 
oxygenation level-dependent (BOLD) contrast (TR= 
2000ms, TE=35ms, flip angle=90 degrees, 3 mm in-plane 
resolution). During each of the functional runs, 175 sets of 
axial images (35 slices/volume) were collected in an 
interleaved fashion across the whole brain. 

Pre-processing and Estimation Functional images across 
seven runs were realigned to the mean image and resliced. A 
general linear model was estimated with separate regressors 
for each of the seven critical stimuli and a regressor for the 
response type (catch-trial or none). Separate parameters 
were estimated for each functional run, and then averaged in 
contrasts defined for each of the critical stimuli. 

MVPA and Neural similarity Individual participants’ 
multi-voxel patterns for the critical stimuli were computed 
separately in 96 anatomical ROIs (48 in each hemisphere), 
as defined by the Harvard-Oxford Atlas 
(http://www.fmrib.ox.ac.uk/fsl/).  

Figure 1 illustrates the procedure for calculating neural 
similarity in a single participant. The response pattern for 
each critical stimulus (a word) was defined by the contrast 
map (beta weights) estimated for it in the first level model. 
The response patterns to each of the seven critical stimuli 
were then correlated, resulting in a 7-by-7 neural similarity 
matrix in which each stimulus is described by the Pearson 
correlation of its functional response pattern to that of the 
other six stimuli. 

Results 
Behavioral Responses 
Catch-word trials were checked for response rate and 
response time to be sure that participants were reading the 
words. Mean response rate was 83% (SD=20%) and mean 
RT was 1398 ms (SD=167 ms). No measure of response 
accuracy was performed because the semantic relatedness 
judgments are subjective. 

Neural Similarity 
Individual neural similarity matrices were computed for 
each participant based on their unique patterns of functional 
activity for the seven critical stimuli. The similarity matrices 
were transformed using Fisher’s r-to-z (the inverse 
hyperbolic tangent) to normalize the r distribution, and a 
group similarity matrix was computed by averaging 
individual participants’ matrices for each language. The 
whole-brain similarity matrices for English and Chinese are 
illustrated at left (Figure 2).  

Similarities between the Chinese and English whole-brain 
neural similarity structures were reflected in a Pearson 
correlation between the unique values in each matrix (the 
left triangle, excluding diagonals). Chinese and English 
were strongly correlated, r=0.89, p<0.001. This cross-
language correlation was also computed within each ROI of 
the Harvard-Oxford atlas. Table 2 (next page) lists the top 
twelve ROIs by the magnitude of their correlation. Many 
ROIs showed very strong correlation between languages (79 
significant at p<0.05 level, 41 significant after Bonferroni 
correction), particularly in bilateral temporal and parietal 
areas (see Figure 3 on the next page, visualized using the 
xjView toolbox available at http://alivelearn.net/xjview). 

Figure 1. Procedure for computing a neural similarity 
matrix: (A) Stimulus is presented during functional imaging. 
(B) Individual voxel responses to stimulus are measured or 
estimated. (C) Responses for each stimulus are compared as 
1 x n vectors for n voxels. (D) Stimulus representations are 
correlated to generate the neural similarity matrix.	  

Figure 2. Neural similarity matrices for each language group.	  
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Neural Translation 
The English and Chinese group neural similarity data in 
each ROI were used to attempt neural decoding of one 
language using the neural similarity patterns obtained for 
the other language. This between-groups decoding provides 
a neurally grounded form of translation wherein Chinese 
words can be matched to English words based only on their 
respective brain representations, via the neural similarity 
structures for each language.  

To achieve neural translation, a reference matrix (e.g., the 
English group neural similarity) is compared to every 
possible permutation of stimuli in the test matrix (e.g., the 
Chinese group neural similarity). If the neural similarity 
structures are similar enough between two languages, the 
permutation of the test matrix most highly correlated with 
the reference matrix will be the correct set of translations. A 
threshold for statistical significance was computed by taking 
the 95th percentile of the full distribution of accuracy scores 
for all possible permutations. The 95th percentile of the 
accuracy distribution for all permutations was 0.4286. Thus 
scores above this threshold have a 0.05 probability of 
occurring by random selection (see Raizada & Connolly, 
2012 regarding permutation testing). Bonferonni correction 
for multiple comparisons (96 ROIs) results in a significance 
threshold of 0.7143.  

 All ROIs that achieved 100% decoding accuracy between 
languages are included and highlighted in Table 2. 
Switching the reference and test matrices yields identical 
results. Many ROIs, however, achieved accuracy scores that 
were significantly above chance before correcting for 
multiple comparisons. Figure 4 (visualized using xjView) 
illustrates decoding accuracy across a sample of cortical 
regions. The whole-brain similarity structures yielded a 
decoding accuracy of 0.7143. 

While we found several cortical regions that were 
strongly correlated between languages, only a few of these 
regions resulted in accurate cross-language decoding. In the 
left hemisphere, the anterior parahippocampal (r=0.74) and 
postcentral gyrii (r=0.89) produced the best decoding results. 
In the right hemisphere, the frontal orbital cortex (r=0.78), 
anterior cingulate gyrus (r=0.76), anterior supramarginal 
gyrus (r=0.87), and posterior inferior temporal gyrus 
(r=0.92) also produced decoding scores of 1.0.  

Cross-language correlation was a strong predictor of this 
decoding accuracy (r=0.69 across 96 ROIs), however some 
regions that correlated highly between languages were not 
successful for decoding: left central opercular cortex 
(r=0.87, Acc=0.29), right middle frontal gyrus (r=0.83, 
Acc=0.29), left posterior supramarginal gyrus (r=0.80, 
Acc=0.29), and the temporo-occipital division of the left 
middle temporal gyrus (r=0.79, Acc=0.29). In these regions, 
even higher correlations were obtained for incorrect 
permutations of the words, leading to lower neural 
translation accuracies. 

 

Table 2. Cross-language correlation and decoding accuracy 
in select ROIs from the Harvard-Oxford brain atlas. 
HO ROI Anatomical Region r Acc. 
18 L Supramarginal Gyrus, anterior 0.93 0.71 
14 R Inferior Temporal Gyrus, 

posterior 
0.92 0.57 

16 R Postcentral Gyrus 0.92 1.00 
06 L Precentral Gyrus 0.90 0.43 
16 L Postcentral Gyrus 0.89 1.00 
18 R Supramarginal Gyrus, anterior 0.87 1.00 
15 R Inferior Temporal Gyrus, 

temporooccipital part 
0.87 0.71 

11 L Middle Temporal Gyrus, 
posterior 

0.87 0.29 

41 L Central Opercular Cortex 0.87 0.71 
06 R Precentral Gyrus 0.86 0.57 
37 L Temporal Fusiform Cortex, 

posterior 
0.86 0.71 

12 R Middle Temporal Gyrus, 
temporooccipital part 

0.86 0.57 

28 R Cingulate Gyrus, anterior 0.78 1.00 
32 R Frontal Orbital Cortex 0.76 1.00 
33 L Parahippocampal Gyrus, anterior 0.74 1.00 

Figure 3. Cross-language correlation of neural similarity 
matrices projected onto cortical surface. See Table 2 for 
selected values.	  

Figure 4. Decoding accuracy projected onto the cortical 
surface. See Table 3 for list of ROIs with 100% accuracy. 
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Discussion 
In this study, we demonstrated that neural similarity 
representations for words in native speakers of Chinese and 
English are similar enough between languages to allow 
cross-language decoding or neural translation of seven 
words. Previous studies examining the representations of 
words across languages have compared patterns within 
bilingual speakers (Buchweitz et al., 2012; Correia et al., 
2014, 2015), but these studies leave open the possibility that 
individual bilinguals represent two languages based on 
internally consistent but not generalizable grounds. By 
comparing across native speakers of each language, we 
greatly reduce the plausibility of this explanation and offer 
neurocognitive evidence for a grounded representation 
common across speakers and languages. Our demonstration 
also illustrates the possibility of achieving neurally 
informed translation in the future based on the relative 
similarity of native speakers’ neural responses to words in 
each language. 

Localization of Effects 
Left hemisphere regions producing the best decoding 
accuracy in this study were consistent with cross-language 
stability findings in the previous studies. Left postcentral 
gyrus (Buchweitz et al., 2012 and Correia et al., 2014) and 
left parahippocampal gyrus (Buchweitz et al., 2012) both 
previously exhibited stability across languages for bilingual 
speakers. These regions have also been linked to processing 
of concepts related to tools and shelter (respectively, see 
Just et al., 2010) and cross-modal semantic integration 
(Hickok & Poeppel, 2007).  

Our results support the latter claim that postcentral and 
parahippocampal gyrii integrate semantic information from 
non-linguistic modalities. Given the particular roles of the 
postcentral gyrus and parahippocampal regions in 
somatosensory representation and memory retrieval, 
respectively, we also find support for the broader claim that 
these conceptual representations are grounded in 
multimodal somatosensory and episodic memories. 

Several right hemisphere regions also provided high 
decoding accuracies. Although the left inferior temporal 
gyrus and left supramarginal gyrus have previously been 
implicated in semantically-based neural decoding (Raizada 
& Connolly, 2012; Correia et al., 2014), we found that 
decoding accuracy was higher in the right hemisphere 
analogs of these structures. 

Previous neural decoding studies have not specifically 
investigated right lateralization effects, but some 
explanation might be drawn from research on lateralization 
in semantic processing. Semantic information in the right 
hemisphere has long been hypothesized to represent coarser, 
message-level semantic representations (Beeman, 1993) and 
more recently been associated with processing semantically 
distant or novel associations and semantic context (Jung-
Beeman, 2005; Vigneau et al., 2011) such as in metaphor 

comprehension (Schmidt, DeBuse, & Seger, 2005; Vigneau 
et al., 2011). In the present study, coarser representations 
may offer better cross-language symmetry than fine grained 
language- or culturally-specific information. Particularly 
since our critical stimuli were composed of only seven 
relatively distant concepts, the coarse representations for 
these concepts could be more consistent across languages 
than their left-lateralized, finer grained representations (such 
as the exact shape and appearance of a prototypical broom 
or raft). 

Importantly this right hemisphere advantage for neural 
translation in the present study is observed between 
language groups. By contrast, Correia and colleagues’ (2014) 
within-bilingual study of neural translation produced a 
relatively balanced set of left and right hemisphere regions 
that were stable across languages. However, in their study, 
left hemisphere generalization across languages may be 
supported by within-subject stability, drawing on bilinguals’ 
semantic convergence (Dong et al., 2005; Zinszer et al., 
2014). 

Our results also identified the right anterior cingulate 
cortex for high decoding accuracy, which has typically been 
described as providing conflict monitoring for cognitive 
control (Botvinick, Cohen, & Carter, 2004; Shenav, 
Botvinick, & Cohen, 2013), including in the case language 
conflict in bilingualism (Abutalebi & Green, 2007; Green & 
Abutalebi, 2013). Concept-specific representation has not 
previously been demonstrated in the anterior cingulate, but 
we see some evidence of this specificity in our results. The 
right lateralization of this anterior cingulate effect may not 
be especially important, given the region’s medial location. 
Brain normalization across participants may have been 
insufficiently precise to distinguish between left and right 
lateralized functions in the anterior cingulate. The left side 
also produced strong cross-language correlation (0.75) and 
above chance decoding accuracy before correction for 
multiple comparisons (0.57). 

Translation by Neural Similarity 
Our comparison of neural similarity structures in native 
speakers of Chinese and English yielded a successful 
translation between English and Chinese words based on the 
functional brain responses of separate groups of participants 
using each language. This ability to compare brain 
representations of words between speakers of different 
languages presents a new way of studying translation 
asymmetry, such as between abstract nouns for which 
experimental evidence indicates translation costs due to 
ambiguity (see Van Hell & De Groot, 1998). Neurally 
informed translation permits comparison of multiple 
translation candidates for their relative fitness to brain 
responses elicited by the other language. Further, language-
specific and language-independent elements of brain 
representation can be contrasted by examining translation 
pairs for correlation to non-linguistic measures (e.g., visual 
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object information) and linguistic measures (e.g., word co-
occurrence).  

Our neural translation task was limited to a lexicon of 
seven words in each language and tested by selecting the 
permutation of words in one language that best 
approximated the neural similarity of words in the target 
language. While the permutation method worked well in the 
present study, it is computationally infeasible for even 
slightly larger lexicons, as the number of permutations that 
must be compared expands factorially (e.g., seven words 
have 5040 permutations, but ten words have over 3.6 
million permutations). However, search optimization 
strategies offer a number of opportunities to refine the 
existing algorithm, which would allow neural translation to 
scale up to much larger lexicons. 

Conclusion 
In this study, we successfully extended across-participant 
neural decoding to groups of participants using different 
languages. Doing so, we identified semantic representations 
that are preserved across languages in the form of neural 
similarity structures. The distribution of these cross-
language similarities across the cortex was consistent with 
previously identified regions (parahippocampal and 
postcentral gyrii) and implicated several right hemisphere 
structures informative to cross-language semantics. 
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Introduction 
The overarching goal of my research program is to develop 
a scientific framework for cultural evolution that is as clear 
as our scientific framework for biological evolution. Such a 
framework can provide us with a better understanding of our 
origins and possibly improve the accuracy of predictions 
concerning future cultural scenarios. This presentation will 
begin by motivating the theoretical framework for cultural 
evolution that my group has been developing, and then 
summarize key sources of empirical support for it, with the 
bulk of the presentation focusing on new results. 

 A Scientific Framework for Cultural Evolution 
The ideas, artifacts, and technology that constitute human 
culture become more complex and varied with time, leading 
to the suggestion that culture evolves through Darwinian 
selection. However, a Darwinian explanation is only 
appropriate when acquired change (e.g., a scar, or 
knowledge of peoples’ names) is negligible relative to 
inherited change (e.g., eye color). Otherwise the first, which 
can operate over minutes, overwhelms the second, which 
requires generations. Moreover, to the extent that the 
generation of novelty deviates from random, change is due 
to whatever is causing that deviation in the first place, rather 
than to selection of fitter variants.  

I have shown that in cultural evolution change is acquired, 
not inherited, and it is generated not randomly but through 
strategy and intuition; therefore a Darwinian theory of 
cultural evolution is inappropriate (Gabora, 2004, 2008, 
2011, 2013). Even in the biological realm we are only just 
starting to appreciate the key role played by non-Darwinian 
epigenetic processes. It is widely believed that the earliest 
forms of life evolved through communal exchange, with 
evolution by natural selection coming substantially later 
(e.g., Gabora, 2006; Vetsigian, Woese, & Goldenfeld, 
2006). Communal exchange is more haphazard than 
selection and does not require a self-assembly code (such as 
the genetic code). What it requires is structure that is (1) 
self-organizing: its components generate new components 
through their interactions, (2) self-replicating: through 
duplication of components it can reconstitute an entity like 
itself, and (3) interactive: entities exchange components. I 
have proposed that culture similarly evolves through a 
communal exchange process (Gabora, 2013). Adults share 
ideas with children such that eventually they develop their 
own self-organized network of understandings, at which 
point they can adapt ideas to their own needs and 
perspectives, and thereby contribute creatively to culture. 

Evolution of Capacity for Cross-Domain Thinking 
For minds to evolve through communal exchange they must 
be organized such that for any given representation there 
exists some pathway (e.g., a chain of associations or 
deductive reasoning) by which it could potentially interact 
with and modify any given other representation. To evolve 
through communal exchange, representations must be able 
to interact not just with others in the same local cluster but 
across clusters (as in cross-domain analogy). Thus, another 
question guiding this research program is: How did the 
human mind acquire this kind of structure? 

I propose that two key steps toward cognitive modernity 
were (1) onset of representational redescription (e.g., 
“chaining”) with the appearance of Homo erectus 1.7 MYA, 
and (2) onset in the Middle/Upper Paleolithic of contextual 
focus (CF): the ability to shift between different modes of 
thought: an explicit mode conducive to logical problem 
solving, and an implicit mode conducive to free-association, 
insight, and breaking out of a rut (Gabora, 2003). While 
dual processing theories generally attribute abstract, 
hypothetical thinking solely to the more recently evolved 
“deliberate” mode (e.g., Evans, 2003), according to the CF 
hypothesis it is possible in either mode but differs in 
character in the two modes (flights of fancy versus logically 
constructed arguments) (Sowden, Pringle, & Gabora, 2014). 
A neural basis for this was proposed (Gabora, 2000, 2010). 

An agent based model showed that both chaining and CF 
increase the mean fitness and diversity of cultural outputs 
(Gabora, Chia, & Firouzi, 2013). Chaining was necessary 
for the space of outputs to be open-ended. CF was 
particularly effective when the fitness function 
(environment) changed, which supports its hypothesized 
role in facilitating insightful problem solving.  Building on a 
related research program in concept combination (e.g., 
Aerts, Gabora, & Sozzo, 2013), models of concepts provide 
further support, showing that CF is conducive to making 
creative connections by placing concepts in new contexts 
(Gabora & Aerts 2009; Gabora & Kitto, 2012; Veloz, 
Gabora, Eyjolfson, & Aerts, 2011). 

Potential Genetic Basis 
It was proposed that CF was made possible by mutation of 
the FOXP2 gene, which is known to have undergone 
human-specific mutations in the Paleolithic (Chrusch & 
Gabora, 2014). FOXP2, once thought to be the “language 
gene”, is not uniquely associated with language. In its 
modern form FOXP2 enabled fine-tuning of the 
neurological mechanisms underlying the capacity to shift 
between processing modes by varying the size of the 
activated region of memory. 
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Implications and Applications 

Modeling Material Cultural History 
The application of phylogenetic techniques derived from 
Darwinian approaches to culture present a distorted picture 
of cultural history as branching rather than network-like, 
because they do not incorporate horizontal transmission and 
blending. Moreover, because they incorporate only 
measurable attributes, they do not capture relatedness that 
resides at the conceptual level (e.g., mortars and pestles are 
highly related despite little similarity at the attribute level). 
The communal exchange theory of culture inspired a new 
technique for chronicling material cultural history which, 
using multiple data sets, has been shown to generate a 
pattern of cultural ancestry that is more congruent with 
geographical distribution and temporal data than that 
obtained with phylogenetic approaches (Gabora, Leijnen, 
Veloz, & Lipo, 2011; Veloz, Tempkin, & Gabora, 2012). 

Cross-Domain Influences on Innovation 
Because Darwinian theories assume strictly vertical 
transmission and do not allow different “species” of cultural 
artifacts to “mate”, they are incompatible with cross-domain 
influence, wherein a creator in one domain (e.g., artist) is 
influenced by another domain (e.g., music). Communal 
exchange theory predicts that cross-domain influence is not 
just present but fuels cultural innovation. I will report on a 
new project designed to test between these predictions by 
collecting data on the frequency of cross-domain influence. 
66 creative individuals in a variety of disciplines were asked 
to list as many influences on their creative work as they 
could. Results suggest that cross-domain influences are in 
fact more widespread than within-domain influences, even 
when broad within-domain influences (e.g., technology 
influenced by music) as well as narrow within-domain 
influences (e.g., music influenced by other music). I will 
discuss these findings and other studies that explore 
cognitive implications of the communal exchange theory 
(e.g., Gabora, O’Connor, & Ranjan, 2012). 
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Abstract

From the logical point of view, abduction is a procedure in
which something that lacks classical explanatory epistemic
virtue can be accepted because it has virtue of another kind:
the GW-Model contends that abduction presents an ignorance-
preserving or (ignorance-mitigating) character. From this per-
spective abductive reasoning is a response to an ignorance-
problem. Is abduction really ignorance-preserving? To better
answer this question I will take advantage of my eco-cognitive
model (EC-model) of abduction. It will be illustrated, also
thanks to cognitive and epistemological considerations, that
through abduction, knowledge can be enhanced, even when
abduction is not considered an inference to the best explana-
tion in the classical sense of the expression, that is an inference
necessarily characterized by an empirical evaluation phase.

Keywords: Abduction; Ignorance Preservation; GW-Schema;
EC-Model.

The GW-Schema and Abduction as
Ignorance-Preserving

As I have illustrated in my book on abductive cognition,
(Magnani, 2009, chapter two) following Gabbay and Woods’
GW-model formal schema of abduction, it is clear that “[. . . ]
abduction is a procedure in which something that lacks epis-
temic virtue is accepted because it has virtue of another kind”
(Gabbay & Woods, 2005, p. 62). Abduction (basically seen
as a scant-resource strategy, which proceeds in absence of
knowledge) presents an ignorance-preserving (or, better, an
ignorance mitigating) character. It does not have to be con-
sidered the “solution” of an ignorance problem, but rather a
response to it, in which the agent reaches “presumptive” at-
tainment rather than actual attainment. It is important to note
that in order to solve a problem it is not necessary that an
agent actually conjectures a hypothesis, but it is necessary
that she states that the hypothesis is worthy of conjecture.

In the framework of the above GW-Schema it cannot be
said that testability is intrinsic to abduction, such as it is in-
stead maintained in the case of some passages of Peirce’s
writings. This activity of testing, which in turn involves de-
grees of risk proportioned to the strength of the conjecture, is
strictly cognitive/epistemic and inductive (as Peirce called it)
in itself, for example an experimental test, and it is an inter-
mediate step to release the abduced hypothesis for inferential
work in the domain of enquiry within which the ignorance-
problem arose in the first place. It is clear that in the frame-
work of the GW-Schema the inference to the best explana-
tion – if considered as a truth conferring achievement justi-
fied by the empirical approval – cannot be a case of abduc-
tion, because abductive inference is constitutively ignorance-
preserving. In this perspective the inference to the best expla-

nation involves the generalizing and evaluating role of induc-
tion. Of course it can be said that the requests of originary
thinking are related to the depth of the abducer’s ignorance.

The Eco-Cognitive Model of Abduction
(EC-Model)

However, in many cases of abduction the best choice is im-
mediately reached without the help of an experimental trial
(which fundamentally characterizes the received view of ab-
duction in terms of the so-called “inference to the best expla-
nation”). Not only, we have to strongly note that the genera-
tion process alone can suffice, like it is demonstrated by the
case of human perception, where the hypothesis generated is
immediate and unique. Indeed, perception is considered by
Peirce, as an “abductive” fast and uncontrolled (and so auto-
matic) knowledge-production procedure. Perception, in this
philosophical perspective, is a vehicle for the instantaneous
retrieval of knowledge that was previously structured in our
mind through more structured inferential processes. Peirce
says: “Abductive inference shades into perceptual judgment
without any sharp line of demarcation between them” (Peirce,
1955, p. 304). By perception, knowledge constructions are so
instantly reorganized that they become habitual and diffuse
and do not need any further testing: “[. . . ] a fully accepted,
simple, and interesting inference tends to obliterate all recog-
nition of the uninteresting and complex premises from which
it was derived” (Peirce, 1931-1958, 7.37).

My abrupt reference to perception as a case of abduction
(in this case I strictly follow Peirce) does not have to sur-
prise the reader. Indeed, at the of center of my eco-cognitive
perspective on abductive cognition is the emphasis on the
“practical agent”, of the individual agent operating “on the
ground”, that is, in the circumstances of real life. In all its
contexts, from the most abstractly logical and mathematical
to the most roughly empirical, I always emphasize the cog-
nitive nature of abduction. In this perspective reasoning is
something performed by cognitive systems. At a certain level
of abstraction and as a first approximation, a cognitive system
is a triple (A,T,R), in which A is an agent, T is a cognitive
target of the agent, and R relates to the cognitive resources
on which the agent can count in the course of trying to meet
the target-information, time and computational capacity, to
name the three most important. My agents are also embod-
ied distributed cognitive systems: cognition is embodied and
the interactions between brains, bodies, and external environ-
ment are its central aspects. Cognition is occurring taking
advantage of a constant exchange of information in a com-
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plex distributed system that crosses the boundary between hu-
mans, artifacts, and the surrounding environment, where also
instinctual and unconscious abilities play an important role.

My perspective adopts the wide Peircean philosophical
framework, which approaches “inference” semiotically (and
not simply “logically”): Peirce distinctly says that all in-
ference is a form of sign activity, where the word sign in-
cludes “feeling, image, conception, and other representation”
(Peirce, 1931-1958, 5.283). It is clear that this semiotic view
is considerably compatible with my perspective on cognitive
abductive systems as embodied and distributed systems: the
GW-Schema is instead only devoted to illustrate, even if in
a very efficacious way, a subset of the cognitive systems ab-
ductive activities, the ones that are performed taking advan-
tage of explicit propositional contents. Woods seems to share
this conclusion: “[. . . ] the GW-model helps get us started in
thinking about abduction, but it is nowhere close, at any level
of abstraction, to running the whole show. It does a good
job in modelling the ignorance-preserving character of ab-
duction; but, since it leaves the Si of the schema’s clause (T )
unspecified, it makes little contribution to the fill-up problem”
(Woods, 2011, p. 244).

The backbone of my approach can be found in the mani-
festo of my EC-model of abduction in (Magnani, 2009). 1 It
might seem awkward to speak of “abduction of a hypothesis
in literature,” but one of the fascinating aspects of abduction
is that not only it can warrant for scientific discovery, but for
other kinds of creativity as well. We must not necessarily
see abduction as a problem solving device that sets off in re-
sponse to a cognitive irritation/doubt: conversely, it could be
supposed that esthetic abductions (referring to creativity in
art, literature, music, etc.) arise in response to some kind of
esthetic irritation that the author (sometimes a genius) per-
ceives in herself or in the public. Furthermore, not only es-
thetic abductions are free from empirical constraints in order
to become the “best” choice: many forms of abductive hy-
potheses in traditionally-perceived-as-rational domains (such
as the setting of initial conditions, or axioms, in physics or
mathematics) are relatively free from the need of an empiri-
cal assessment. The same could be said of moral judgement:
they are eco-cognitive abductions, inferred upon a range of
internal and external cues and, as soon as the judgment hy-
pothesis has been abduced, it immediately becomes prescrip-
tive and “true,” informing the agent’s behavior as such. As-
sessing that there is a common ground in all of these works of
what could be broadly defined as “creativity” does not imply
that all of these forms of creativity are the same, contrarily it
should spark the need for firm and sensible categorization.

Conclusion
The status of abduction is very controversial. When deal-
ing with abductive reasoning misinterpretations and equivo-
cations are common. What did Peirce mean when he consid-

1Further improvements and extensions of the model are given in
(Magnani, 2012, 2013a, 2013b, 2014, 2015).

ered abduction both a kind of inference and a kind of instinct
or when he considered perception a kind of abduction? Does
abduction involve only the generation of hypotheses or their
evaluation too? Are the criteria for the best explanation in
abductive reasoning epistemic, or pragmatic, or both? Does
abduction preserve ignorance or extend truth or both? The
paper has tried to answer these questions centering the atten-
tion to the the so-called ignorance-preservation character of
abduction, such as it is illustrated by the GW-Model (Gabbay-
Woods model) of abduction and by the subsequent proposed
EC-model.
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Intractability has been a thorny issue in cognitive science.
Informally, intractability refers to the problem that compu-
tations that work for small toy domains cannot scale to do-
mains of real-world complexity due to prohibitive resource
consumption. It is not uncommon for cognitive scientists to
try to discredit theories in competing frameworks by point-
ing out that those frameworks run into intractability issues.
For instance, both connectionists and Bayesians have argued
against symbolic and logic approaches, respectively, because
the latter two would yield intractable theories of cognition
(Haselager, 1997; Oaksford & Chater, 1998). Yet, it is now
well known that also connectionist and Bayesian theories
can be intractable (Frank, Haselager, & van Rooij, 2009;
Kwisthout, Wareham, & van Rooij, 2011). Moreover, even
heuristic and dynamical systems theories, both often lauded
for being tractable, seem unable to live up to that image when
forced to scale beyond toy domains (van Rooij, Wright, &
Wareham, 2012; van Rooij, 2012). Evidently, intractability is
not a problem for specific theories, or even for specific theo-
retical frameworks. Instead, it seems a ubiquitous feature of
theoretical frameworks with high degrees of generality.

In this talk, I put forth the argument that cognitive science
may have been too quick in seeing intractability as “just bad
news” and that the field has been losing out on the opportu-
nity to turn what seems to be a curse into a blessing. The up-
shot of my argument will be that the ubiquity of intractability
can better be seen as a useful theoretical guide to the bound-
aries of cognition’s domain-generality. Using formal notions
from computational complexity theory, I will explain how in-
tractability helps demarcate those boundaries.

Computational-level theories
Theories of cognition can be formulated at different levels of
explanation. For instance, following Marr’s (1982) widely
used tripartite distinction, a theory can be formulated at the
computational level (‘what is the computational problem (or
function) being computed?’), the algorithmic level (‘what
algorithm is used for the computation’), or the implemen-
tational level (‘how is the algorithm physically realised?’).
Here, I will focus on computational-level theories.

Formally, a computational level theory can be conceived
of as a mathematical function, T : IT → OT , mapping inputs
i ∈ IT to outputs T (i) ∈ OT . Defining a computational-level
theory T of some cognitive capacity φ involves defining both
the input domain IT and output domain OT and the nature
of the mapping, T : IT → OT , between them. We will say

that T is an accurate characterisation of a cognitive capacity
φ : Iφ→Oφ if and only the following three conditions are met:

1. T (i) = φ(i), for every i ∈ Iφ

2. T (i) = φ(i), for every i ∈ IT

3. IT = Iφ

It may happen that condition (1) is met, without conditions
(2) and (3) being met. This can happen, for instance, when
IT ⊃ Iφ. In that case, we say that T is an overgeneralisation of
φ. Note that an overgeneralization describes φ accurately for
inputs confined to Iφ⊂ IT , but that IT includes inputs in its do-
main that are outside the scope of the capacity φ. Conversely,
it can also happen that condition (2) is met, without condi-
tions (1) and (3) being met. This can happen, for instance,
when IT ⊂ Iφ. In that case, we say that T is an undergener-
alisation of φ. Note that an undergeneralization describes φ

accurately for inputs confined to IT ⊂ Iφ, but that IT fails to
include inputs in its domain that are within the scope of the
capacity φ. In cases where neither condition (1) or (2) is met,
we consider T to be a mischaracterisation of φ.1

Coming up with accurate characterisations of cognitive ca-
pacities is no easy task, given the sheer size of the space of
possible distractors: For any given capacity φ there exist in
principle infinitely many possible mischaracterisations, many
of which may even seem plausible in light of existing empir-
ical observations. This underdetermination problem has long
been known and has motivated theorists to propose theoreti-
cal constraints on candidates for T , such as rationality (An-
derson, 1990), or tractability (van Rooij, 2008), or a combina-
tion of the two (van Rooij, Wright, Kwisthout, & Wareham,
2014).

Intractability and NP-hardness
Although there are many notions of intractability of relevance
for cognitive science, here we consider specifically the notion
of NP-hardness (Arora & Barak, 2009). If a computational-
level function T : IT → OT is NP-hard, then all algorithms
computing T require super-polynomial time for some (in-
finitely many) inputs in the domain IT .2 To illustrate why
super-polynomial time algorithms are considered intractable,
let us take an exponential-time algorithm (taking on the or-
der of 2n time) as an example. Even if we were to assume
that the algorithm could perform 1000 computation steps per

1Arguably, mischaracterisations come in different kinds and de-
grees, but for purposes of the argument I put forth here we need
not concern ourselves with such details, as nothing in the argument
hinges on them.

2This is assuming P 6= NP, a conjecture generally believed by
computer scientists and uncontested by cognitive scientists.
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second—say, in parallel—the algorithm would run for 12
days on an input size of n = 30, and 35 millennia for an input
size of n = 50. It is because of such prohibitive resource de-
mands that super-polynomial time algorithms are generally
considered unfeasible for anything but small inputs. Given
that many cognitive capacities operate on inputs of inter-
mediate to large sizes (e.g., vision, categorisation, language
learning, belief fixation), super-polynomial time algorithms
are generally computationally implausible. Hence, the same
holds for NP-hard computational-level theories.

Inter-theory reductions and domain generality
As alluded to above, many computational-level theories in
cognitive science are NP-hard. This intractability is not spe-
cific to any particular type of model, nor is it specific to
a particular cognitive capacity, as intractability is observed
for models of perception, language, reasoning, categorisa-
tion, decision making, and motor planning (Kwisthout, et al.,
2011; van Rooij & Wareham, 2012). This ubiquity of NP-
hardness can be understood as a natural consequence of at-
tempting to scale one’s computational-level models to general
domains, without regards for tractability. To explain why this
is so, we will consider computational-level theories in terms
of their inter-theory subsumption and reduction relations (see
Figure 1).

Figure 1: Illustration of hypothetical space of possible theories (cir-
cles) for a given capacity φ. See text for details.

Let us say that a computational-level theory T : IT → OT
subsumes another T ′ : I′T →O′T whenever T (i) = T ′(i) for all
i∈ IT and IT ′ ⊂ IT . In such case, we also say T ′ reduces to T .3

It is known that tractability is inherited along the direction of
the subsumption relation, and intractability is inherited along
the direction of the reduction relation. Put differently, if a
theory T is tractable, then so are all theories that it subsumes;
and if a theory T is intractable then so are all theories that it
reduces to.

In Figure 1 subsumption relations between theories (cir-
cles) are denoted by solid arrows, with the reduction relation

3The inverse of subsumption is a special case of the more general
notion of polynomial-time reduction (Arora & Barak, 2009). With
the latter, it can also be shown that theories in different frameworks
are of comparable (in)tractability (dotted lines, Fig. 1).

running in the opposite direction. Other (less direct) forms
of inter-theory reductions are depicted by dotted arrows (see
footnote 3). For the sake of argument, let the green thick cir-
cle denote an accurate computational-level characterisation T
of φ. Note that T subsumes undergeneralisations of φ that be-
long to toy domains as well as reduces to overgeneralisations
of φ that are intractable. Many accurate computational-level
theories of relevance for cognitive science may similarly lie
somewhere on a path crossing the boundary between tractable
and intractable domains. This is to be expected, given that
cognitive capacities require quite expressive formalisms for
their accurate characterisation and expressive functions are
typically intractable for unrestricted domains.

In this perspective, hitting upon an intractable character-
isation T ′ does not mean that one has mischaracterised the
cognitive capacity φ. It could simply mean that T ′ is an over-
generalisation. By exploring computational-level theories
that are subsumed by T ′ one may identify several tractable,
but still quite domain-general, candidates for an accurate
computational-level characterisation. Such a strategy would
also help map out the border between tractable and intractable
computational-level theories for cognitive capacities, which
can provide cognitive science with a useful view on what
are the scope and limits of domain generality for resource-
bounded cognition, be it human or artificial.
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We quantified the multiscale clustering in the acoustics of infant prelinguistic 
vocalizations, the development across the first two years of life, and the relationship 
between caregivers’ vocalizations for fifteen infant-caregiver dyads. The multiscale 
structure of infant utterances, spanning from seconds to over one hour was similar to that 
of caregivers, providing new evidence for the multiscale clustering of prelinguistic 
utterances. Additionally, we found that the multiscale clustering statistics of infant 
vocalizations and caregiver vocalizations matched even when controlling for other 
vocalization properties such as volubility, and more matching occurred for infant 
speechlike vocalizations relative to non-speechlike vocalizations. The matching of 
multiscale clustering statistics between two people is termed Complexity Matching. We 
provide a discussion regarding the notion of hierarchical rhythmic organization in infant 
language development. Complexity matching sheds new light on the coupling between 
infant and caregiver vocalizations, and may help to advance current theories of infant 
speech development.  
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Abstract: Along with using geometric information to define spatial terms such as “in”, Coventry and Garrod (2004) have
proposed the use of dynamic-kinematic (DK) routines which relate to how two objects interact (kinematic) over time (dynamic).
For the spatial description, “The penny is in the bowl,” the penny is contained by a bounding box around the bowl as well as
the DK location-control routine that if the bowl moves, so will the penny. In two experiments a speeded prime/ probe picture-
sentence verification task was used to gather evidence for the existence of DK routines. The first experiment found evidence
for priming location-control for the preposition “in”. The second experiment examined location-control routines for both “in”
and “on” using the same prepositions for both location-control and embedded spatial relationships. A significant response time
benefit for priming location-control routines was found. These experiments provided evidence for priming location-control
routines independent of semantic priming.
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Sara López-Martı́n
Universidad Autónoma de Madrid, Madrid, Spain

Jose Antonio Hinojosa
Universidad Complutense de Madrid, Madrid, Spain

Abstract: Despite an extensive literature on the brain substrates of response inhibition, it still remains to be determined which
is the best functional comparison to tease apart neural activity underlying this cognitive process. Here we aimed to shed
light on this issue be recording event-related potentials while participants performed a modified stop-signal task that allowed
us to compare the following conditions: successful versus unsuccessful response inhibitions, successful response inhibitions
versus successful response executions, and easy versus difficult response inhibitions. Electrophysiological activity related to
response inhibition was best isolated by comparing easy and difficult inhibitions. This activity was observed at fronto-central
scalp electrodes between 260 and 300 milliseconds after stop-stimulus presentation. Notably, the stop-signal reaction time (an
estimate of the time required to inhibit the motor response) fell within this window interval.
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Abstract: How much information does a large-scale cortical network process when it’s conscious and/or unconscious? Can the
complexity of such networks be quantified and be coupled to brain function and consciousness? Recently, measures of network
complexity such as integrated information have been proposed. However, we show that these approaches are computationally
intractable for realistic brain networks. We propose alternative quantifications that allow precise computations for large-scale
networks including their stochastic dynamics, plasticity and perturbations. Even for stable stationary dynamics our measure
shows that the processed information of a realistic network sharply rises at the edge of criticality. In particular, we demonstrate
that the specific topology of the human brain generates greater informational complexity compared to randomly rewired net-
works. We analyze to what extent these results and their associated measures are specific to levels of consciousness or simply
a hallmark of how neuronal systems process information.
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Cognitive representations of form in pop music: A probabilistic grammars
approach
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Abstract: Cognitive representations of musical structure have long been of interest to psychologists and musicians. This
project addresses comprehension of and long-term memory for musical form, a debated topic in music cognition. We use three
methods: a corpus of Billboard magazine’s top 10 songs for each of the last 20 years; a probabilistic grammar derived from
this corpus; and an experiment testing predictions of the grammar. Two statistical analyses of the corpus are presented here,
dealing with its zero- and first-order Markov properties. These provide a probablistic grammar of form in popular songs. We
have tested this grammar by prompted recall of listeners’ memory for popular songs they claim to know well. Recalls average
over 70% correct; errors in these recalls most often correspond to low-frequency 2-tuples in our networks. Our results show
that listeners learn statistical regularities of form in popular music, much as they learn melodic and harmonic structure.
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Abstract: Mathematical problem solving requires cognitive flexibility. Bilingual children show advantages in cognitive flex-
ibility as compared to monolingual children. Whether this bilingual cognitive advantage extends to mathematical skills is the
focus of the present study. To measure children’s use of cognitive flexibility, worksheets containing 60 arithmetic problems of
different operations were administered to first- through fifth-grade monolingual and bilingual children; children were given 60
seconds to complete as many grade-appropriate problems as possible. Performance on the math worksheet was analyzed as
the number of problems completed and solved correctly. Results indicate that bilingualism affects arithmetic problem solving
in third- through fifth-graders (problems completed: F(1,24)=9.20, p<.01; accuracy: F(1,24)=3.30, p=.08) but not first- and
second-graders (problems completed: F(1,38)=0.38, p=.54; accuracy: F(1,38)=0.83, p=.37). Findings from this study thus
suggest that bilingual cognitive flexibility extends to mathematical problem solving, and that this cognitive flexibility develops
over the elementary school years in bilingual children.
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Tense systems across languages support efficient communication
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Abstract: All languages have ways of expressing location in time, but they differ widely in their grammatical tense systems. At
the same time, there are tense systems that recur across unrelated languages. What explains this wide but constrained variation?
Taking a functionalist perspective, we propose that tense systems are shaped by the need to support efficient communication–a
need that has recently been shown to explain cross-language semantic variation in other domains. We test this proposal compu-
tationally against the tense systems of 64 languages. We find that most languages in the sample support near-optimally efficient
communication, but with some interesting and potentially illuminating exceptions. We conclude that efficient communication
may play an important role in explaining why tense systems vary across languages in the ways they do.
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Modelling insight: The case of the nine-dot problem
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Abstract: A number of frameworks for capturing insight phenomena have been proposed, but there are no executable models of
knowledge-lean insight problem-solving. Here, an ACT-R model is presented for the nine-dot problem, which implements the
Criterion for Satisfactory Progress theory for this problem. The model has two main components: a mechanism for searching
for possible moves in the problem representation, and a mechanism for expanding the search to discover new moves not
immediately available in the initial problem representation. The model accounts for key phenomena including impasse, fixation
and the ‘aha’ moment, as well as predicting the relative difficulty of different problem variants.
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Abstract: The blue circle on smartphone displays is an everyday visualization of uncertainty; with the circle size indicating
uncertainty of one’s location. Like error bars on graphs, it is a discrete visualization of a graded probability function. Two
experiments examined the effectiveness of different visualizations of location estimates varying whether and how uncertainty
was visualized (uniform blue circle showing confidence interval, faded circle showing graded probability, or both). Given a
known location and visualizations of the estimates of two “smartphones” of that location, participants judged which smartphone
showed the better location estimation. Participants reported using two primary heuristics (1) choosing the blue circle that
was closest to the known location (distance) and (2) choosing the smaller circle (size). Visualizing graded probability with
faded circles biased participants towards the distance heuristic. Visualizing confidence intervals with uniform circles biased
participants towards the size heuristic (and using uncertainty information) and produced more accurate judgments.
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Cognitive productivity: Can cognitive science improve how knowledge workers’
use IT to learn from source material?

Luc Beaudoin
Simon Fraser University, Burnaby, BC, Canada

Geneviève Gauthier
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Phil Winne
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Abstract: Society depends on knowledge workers (KWs) to identify, characterize and propose solutions to the many significant
challenges it faces. KWs contend with ever changing information technology (IT) and bemoan ”information overload.” They
commonly consult literature (e.g., Allen, 2001) and use productivity software that, regrettably, fail to leverage key findings in
cognitive science. Can cognitive science help KWs process information and learn with technology? Yes, provided we directly
address their problems. We present the Cognitive Productivity Research Project (Beaudoin, 2014) which is: characterizing
information processing (IP) challenges KWs face (e.g., cognitive illusions, missing concepts and learning strategies); exploring
gaps in cognitive science, including under-explored concepts (e.g., meta-effectiveness, monitors) and phenomena (e.g., KWs’
self-regulated learning when using IT tools to draw on source material); marshaling an IP architecture and principles to address
these issues; and proposing practical IP strategies for KWs that emphasize meta-documentation and productive practice.
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It’s all in the eye: multiple orders of motor planning in gaze control
Anna Belardinelli
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Abstract: It has been shown that the eyes anticipate the target of the next manual object interaction. Meanwhile, manual
interactions anticipate object features for grasp adjustments (first order) and the most convenient end-state in anticipation of
subsequent tasks (second order). Moreover, grasping kinematics for the same object can vary depending on the final goal
(third order planning). In an eye-tracking experiment we show that these factors can be measured already in eye fixations prior
to grasping objects with different orientations (upright vs. inverted) and for different tasks (drink vs. hand over). Fixation
measures show significant effects of object, task, and orientation and significant interactions. These results show for the first
time end-state comfort effects in the eyes and suggest a tighter coupling of oculo-motor and motor programming than assumed
so far. The insights suggest that even more intricate derivations of manipulation intentions can be derived from eye gaze data.
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Watching Fictive Motion in Action: Discourse Data from the TV News Archive
Till Bergmann
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Abstract: Fictive Motion is a type of figurative language used to express static visual scenes in terms of motion, for example,
”The road runs along the river” or ”The scar runs down his back”. Previous research suggests that we mentally simulate fictive
motion (Matlock 2004, Matlock & Bergmann, in press), but little is known about the use of fictive motion in real discourse.
Our study is the first to look at discourse data, analyzing videos taken from the TV News Archive containing fictive motion
utterances. Our results show that the conceptual structure of the trajector (road, scar) influences both gestures produced with
the utterance and linguistic properties of the utterance. Our study not only shows how fictive motion is used in speech, but also
provides more insight on the mental processes involved in understanding and producing fictive motion, and more generally,
figurative language.
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Valence vs. Value in Decision-Making in Depression
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Abstract: Individuals with elevated symptoms of depression exhibit deficits in decision-making. Depressed individuals show
decreased sensitivity to rewards, but increased sensitivity to punishments. This may be critical to understanding depression-
related decision-making deficits, yet the computational nature of these effects is poorly understood. Participants (N=161)
completed a decision-making task wherein they chose between two options on each of 150 trials. Rewards for both options
were drawn from skewed-normal distributions with mean reward values of 0 points. For one option the reward distribution
was positively skewed—more frequently giving losses than gains. For the other option the reward distribution was negatively
skewed—more frequently giving gains than losses. Preference for the negatively-skewed option increased linearly as a function
of the degree of depressive symptoms. Modeling analyses indicate that depressive symptoms are associated with less effective
processing of reward magnitude and greater reliance on reward valence (gains vs. losses) in decision-making.
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Bridging the communicative gap between robots and humans, by analogy
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Abstract: The ability to create and understand novel communicative signals is exemplary of people’s creative and inferential
abilities. For example, when traveling and unable to speak the local language, we can make ourselves understood by creating
novel gestures. This ability is a form of abductive inference, and requires people to generate novel hypotheses about possible
meanings of signals (abduction proper). We propose that novel hypotheses may be generated from scratch by re-conceptualizing
perceptual and conceptual representations through analogical augmentation.

We plan to use robotics methodology to assess the plausibility of this model. By enhancing a robot with analogical augmenta-
tion we aim to enable it to generate novel gestures based on analogies. This lays the groundwork for more natural human-robot
interaction. Furthermore, by studying the robot’s gestures and to what extent people can understand them, we gain better
understanding of the abduction-based computational processes underlying communication.
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Strategy differences do not account for gender difference in mental rotation
Alexander Boone
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Abstract: The Mental Rotations Test (Vandenberg & Kuse, 1978) consistently produces large gender differences favoring
males (Voyer, Voyer, & Bryden, 1995). This test requires participants to select two of four answer choices that are rotations
of a probe stimulus. The incorrect choices (i.e., foils) are either mirror reflections of the probe or structurally different. Two
experiments investigated the hypothesis that males notice structural differences more than females and a strategy of capitalizing
on structural differences, accounts for the gender difference. Trials with structurally different foils showed higher accuracy and
faster reaction times for both males and females. A significant male advantage was found for both foil trial types; however, an
interaction between trial type and gender was not present. Moreover, males and females did not differ in reaction time. Thus,
no evidence was found to suggest that strategy differences account for the large gender difference in mental rotation tasks.
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Individual Differences in Coordinating Between Graphs and Equations of
Functions: Effects of CMR Facilitation
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Abstract: Success in calculus undoubtedly requires the ability to coordinate multiple representations (CMR; i.e., coordinate
among graphs, equations, tables representing the same function). This presentation will describe a study in which calculus
and pre-calculus high school students are presented with CMR activities involving graphs and equations, first in their standard
format, and then in an enhanced format designed to facilitate coordination between the order/sign of the function and the
shape/direction of the graph. Students will also be tested on their visuospatial working memory, conceptual knowledge of
calculus, spatial skills, and their knowledge of strategies for completing CMR problems. We will investigate whether individual
or group-level differences in these background measures and their class placement lead to different levels of responsiveness to
the enhanced presentation format. Both success vs. failure on the CMR problems and the particular strategies students use to
solve the problems will be evaluated.
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Assessing Two Dimensions of Gender Essentialism in Monolingual and Bilingual
Adults

Jacob Brodsky
Colorado College

Kevin Holmes
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Abstract: Psychological essentialism is the belief that members of a category share deep, underlying commonalities. Previous
evidence suggests that essentialism is stronger for masculine than feminine properties and more evident in monolingual than
bilingual children. Here, we investigated essentialism of gender by monolingual and bilingual adults, focusing on two distinct
dimensions of essentialism: naturalness (regarding categories as natural kinds) and entitativity (regarding categories as homo-
geneous groups). Participants indicated their agreement with statements assessing beliefs about men and women on these two
dimensions. The results replicated previous work showing that men are essentialized more than women, but revealed that this
effect may be specific to the entitativity dimension. We also found that, compared to monolinguals, bilinguals were less likely
to essentialize gender in terms of naturalness. Our findings converge with previous research highlighting the bidimensionality
of essentialism and suggest that early effects of language experience on essentialist beliefs may persist into adulthood.
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Perceptual Learning in Mathematics Produces Durable Encoding Improvements
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Abstract: Mathematical competence requires pattern recognition for appropriate application of concepts and procedures. Re-
search demonstrates that interventions targeting perceptual learning (PL) improve math performance. Little research, however,
has directly investigated encoding changes, measured psychophysically, that may accompany PL gains in real-world tasks. We
sought evidence of lasting encoding changes for mathematical objects for participants who used an Algebraic Transformations
PLM and compared them to a Control group who did a different task, one that did not target PL of equation structure, but pro-
vided equal exposure to the same equations as in the PLM. All participants completed a speeded same/different psychophysical
task comparing equations at pretest and delayed posttest. The PLM group improved on the psychophysical task more than
controls, demonstrating that PLM structure, not mere exposure to equations, caused the information encoding gains. Percep-
tual learning interventions can accelerate expertise in complex domains, and these learning gains produce detectable, durable
encoding changes.
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Creating You-Are-Here Maps: Mapping location and orientation using
photographs
Heather Burte
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Abstract: Difficulty in interpreting and using spatial information from You-Are-Here maps (YAH maps specify a viewer’s
location and orientation) stems from a misalignment between one’s physical orientation and the map’s orientation. The cur-
rent research investigates the relationship between the participant’s physical location and orientation in accurately placing the
location and orientation of another individual onto a map – essentially creating a YAH map for another individual. The other
individual’s location and orientation was conveyed to the participant using a photograph. The photographs were of highly
familiar building facades from around campus, which were oriented towards the cardinal directions. This research reveals how
the participant’s location and orientation interacts with the photographer’s location and orientation, given the properties of the
environment. Task performance was related to individual difference factors, such as self-assessed sense-of-direction, gender,
familiarity with photographed locations, and the spatial reference frame used by the participant.
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Education, not age, predicts variable plural production in Yucatec Maya
Lindsay Butler
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Abstract: We examine the effects of age and education on the production of variable grammatical morphology among speakers
of Yucatec Maya. Our investigation focuses on the use of optional plural morphology when describing pictures of one, two and
seven entities performing an action in Yucatec Maya. Our sample (N=69) compares children and adults ranging in age from
5 to 48 years old (mean=19.6, SD=12.1) with levels of education (Spanish-based) ranging from no formal education to some
college. Since the use of plural morphology is not optional in Spanish, this is a particularly interesting test of the effects of
education in Spanish on sentence production in Yucatec Maya. Mixed effects logit models reveal that set size is a significant
predictor of the use of plural morphology and numeral mention. Education, but not age, predicts the use of plural morphology,
though only on nouns. We propose a language-internal and language contact-based explanation.

2860



An Automatized Heider-Simmel Story Generation Tool
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Abstract: The social psychologists Fritz Heider and Marianne Simmel have shown in the 1950s that movies about very simple
object interactions are typically interpreted in a very social manner, quickly perceiving motivations and emotions. We have
developed a tool to generate Heider-Simmel-like videos. In contrast to the Heider-Simmel Interactive Theater project by
Andrew Gordon and colleagues, though, our tool enables the generation of story-lines. The user is offered a manifold of
individual object behaviors, such as approaching, avoiding, or circling around another object, and a manifold of perceptual
events, such as the detection of another object, the touch of another object, etc. Behavior-event complexes can be chosen and
concatenated by an intuitive user interface. The resulting story lines are then played-out by the tool in different scenarios,
yielding different videos about socially similar interactions. The tool may be very useful for conducting future social- and
object-interaction-related cognitive science projects.
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A Computational Modeling Approach to Understanding Gender Differences in the
Iowa Gambling Task
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Abstract: Several studies have found gender differences in Iowa Gambling Task (IGT) performance in which males typically
outperform females. However, the precise mechanism that underlies this effect remains unclear, and prior modeling efforts
have been unable to pinpoint specific gender differences in behavioral aspects of the IGT. Our results replicated the behavioral
gender difference finding and showed that females select the disadvantageous Deck B more than males. We fit the data with
versions of the Expectancy Valence and Prospect Valence Learning models that included a parameter to account for participants’
perseverative tendencies. The addition of this parameter to the models led to a substantial improvement in the fit to the data.
An examination of the best fitting parameter differences suggests that females give greater weight to recent events than males,
which may lead females to discount the large, infrequent losses given by Deck B more and select that option more frequently.
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Selecting landmarks when giving directions to different addressees on campus
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Abstract: Landmarks can be helpful guides when completing spatial tasks, such as giving directions. Past research has shown
that the salience of landmarks can influence their use, with salience based on perceptual features, or on the spatial relation
between the landmark and a target location. In two experiments, students were asked to give directions to locations on campus
to other students, alumni, or visitors. In Experiment 1, speakers’ ratings of the imaginability and frequency of use for 20
buildings along the directed paths impacted whether they were included in their directions to other students. In Experiment 2,
these features did not impact speakers’ directions to alumni or visitors, suggesting a different prioritization of salience. These
results suggest that the experience of the speakers and the identity of the receivers play a role in which landmarks speakers
choose to include in their directions.
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The space of spatial relations: An extended stimulus set
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Abstract: Spatial configurations allow for many different kinds of spatial relations between objects. Previous cross-linguistic
work in this domain relies on a valuable but restricted stimulus set, the Topological Relations Picture Series (TRPS), which
has two major limitations: (1) it covers a small subset of the spatial semantic domain, focusing on the IN/ON area, and (2) it
covers that subset in an unsystematic way. We propose to create a large stimulus set of spatial relations that covers the space
of possible relations in a more comprehensive way and includes the TRPS as a subset. The extended set will be systematically
generated from a large family of spatial features describing relations between figure and ground objects, such as contact,
support, attachment-by-spiking, and others that have been previously proposed. All stimuli will be rendered in 3D and released
to the public to aid basic research in spatial language and cognition.
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A Puzzle for your thoughts: Information about the difficulty of one task influences
preschoolers’ exploratory play with a novel toy
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Abstract: Exploration is an important component of learning. Previous research has focused on how information in a particular
situation affects exploratory play. An important question is the degree to which past exploration and learning experiences affect
exploration in novel contexts. In particular, children often get information about the difficulty of a completed task (“that was
hard!”), but we do not know whether such information affects how children approach new tasks. We present preschoolers with
information about an initial task, explaining that it was hard or easy (or no information). Preschoolers are then invited to explore
a novel toy where no information about the difficulty of the toy is given. We find that preschoolers explore and discover more
features following information that the initial task was difficult, than following easy or neutral descriptions. We suggest that
children are extending expectations about previous events to novel ones.

2865



Using Wordless Picture Books during Shared Reading Boost Language Production
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Abstract: Prior research shows that shared book reading promotes preschoolers´ language and literacy skills. However, little
is known about the potential role of books´ features –e.g., wordless picture books vs. books with text– in children and teachers´
spontaneous language production. In this study, we transcribed verbal interactions of thirteen Colombian teachers reading
to groups of preschooler students (aged 43 to 55 months) during reading sessions in Spanish using wordless picture books
(condition 1) and prototypical storybook with text (condition 2). Books were matched for page length, genre and theme. Using
Computerized Language Analysis (CLAN), we found important differences in children and teachers´ spontaneous language
production. Specifically, paired t-test comparisons revealed that in the wordless-picture-book condition: (a) children produced
significantly more word tokens, word types, utterances and questions (all p´s < .05), and (b) teachers produced significantly
more word tokens, questions and levels of instructional support (all p´s <.05).
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Abstract: The present study investigated the differences between e-reading and paper-reading in their breadth and depth. Our
results showed that (1) breadth and depth of reading were both greater in e-reading than in paper-reading; (2) possession of
a tablet tended to facilitate breadth of e-reading; (3) breadth of e-reading was greater than breadth of paper-reading for news,
magazines, and others, but not for novels; (4) depth of e-reading was greater than depth of paper-reading for novels, but the
reverse was true for news and magazines; (5) people tended to read research articles, books and magazines on paper, but news
and others on digital devices; (6) people tended to read longer on paper than on digital devices, but the percentage of contents
they could remember was no different between e-reading and paper-reading. We conclude that modern readers have become
accustomed to e-reading and can do it more efficiently than paper-reading.
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Analyze Chinese Lexicon Project in the Chinese Character norms of traditional
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Abstract: Chinese Lexicon Project (Sze et al., 2014) summarized lexical decision response data of 2,500 Chinese characters.
The original analysis has showed that the newest character frequency norm accounts the most variance of reaction times. The
variance of these response data are analyzed in terms of the character frequency, strokes, and structures in use of the norms
from Taiwan. First of all, simplified characters ranked as high frequency have greater performance on reaction times, but
these characters ranked as lower frequency in traditional scripts have overestimated response points. Secondly many simplified
characters are transformed from complex to simple, and strokes are substantial discrepancy between Chinese scripts. Finally,
stuructre of character takes a large proportion of variance in the response data. The covariance of structure and character
frequency also shows a significant trend. Our current work reveals some critical thinkings on using mega-data as the approach
to study Chinese character processing.

2868
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Abstract: Previous work using the Implicit Association Test (IAT) has revealed an implicit association between academic
disciplines and gender (Nosek et al., 2002). Namely, participants appear to have an implicit association between men and
science, and women and the humanities. The purpose of this research is to examine whether the former implicit association
is rooted in an association between men and mathematics or math-heavy fields. This might explain the fact of relatively low
representation by women in math-heavy sciences, and relatively high representation by women in areas of science that do
not require advanced mathematical training. One hypothesis is that this difference in representation can be at least partially
explained by an implicit association between math or math-intensive fields and men. We hypothesize that subjects will exhibit
an implicit association between women and non-math intensive sciences, and men and math-intensive sciences. This research
is conducted using mouse-tracking on Amazon Mechanical Turk.
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Abstract: Past research often found that older adults searched less in terms of browsing and generating keywords; few studies
examined the processes and underlying mechanism that caused the age-related reduction on search. In the current study, 20
younger and older adults performed ill-defined search tasks with a search box we implemented. In addition to the age differences
in the quantities of search, results showed that there were qualitative age differences in allocating resources to exploration and
exploitation across tasks varying in difficulties. Older adults were found to do more exploitation within one information cluster
as defined by the keywords than younger adults. There was also age difference in the ways to reformulate keywords, that older
doing more total changes in keywords and younger doing more partial changes in terms of narrowing or broadening the search.
The links between search processes and the age differences in cognitive profiles were also discussed.
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Abstract: Embodied cognition is a theory that emphasizes the importance of sensorimotor experiences for cognition. There-
fore, the present study focused on how the facial expression manipulation influences the property judgments toward Chinese
emotional words. 41 college students were divided into “biting the pen with smile” group and control group to rate the same 26
Chinese emotional words chosen from a Chinese Emotions Corpora (Cho, Chen, and Cheng, 2013). After having the instructed
expression, subjects evaluated several semantic dimensions of emotional words immediately. The findings show that the “bit-
ing the pen with smile” group has higher rating values for dimension ‘valence’, ‘frequency’ and ‘continuance’ for the ‘disgust’
words, and the dimension ‘valence’ for the ‘angry’ words. The study found that positive facial expression indeed influenced
the semantic properties of negative words, not the positive emotional words. The results are useful for investigating how word
meaning is built in children and clinical applications.
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Abstract: We studied the role of action in a conceptual combination task by varying whether word stimuli could be physically
grasped and arranged (words displayed individually on tangible cubes) or only touched and pointed to (words printed on a poster
paper). Middle-school aged participants combined nouns from different taxonomic categories then described creative meanings.
Descriptions contained more between-category relations (e.g., “shaped like” and “looks like” analogies) in the poster condition
than when combining words using cubes. Conversely, participants produced more within-category descriptions (e.g., taxonomic
declarations “it’s a X”, and metaphorically blended categories) when interacting with cubes than with a poster. These results
suggest embodied explanations, and are consist with developmental studies that find categorization is differentially organized
by shape and taxonomy. We propose that hardcopy and traditional keyboard-display computers which afford pointing and
touching may engage categorization differently than tangible computers based on physical objects which afford grasping and
arranging.
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Abstract: In an election year, political messaging can become feisty or even violent. In the 2012 U.S. presidential elec-
tion, Americans were inundated with statements that metaphorically referred to violence, such as “Romney slams Obama”
and”Romney slaughtered Obama.” Such expressions grab our attention and resonate with our understanding of actual physical
violence. Despite their frequent use in election discourse, little is known about how such messages affect voters. Here we report
the results of a novel experiment that examines how varying degree of violence in these metaphors influences inferences people
make about politicians and election outcomes. Our results indicate that participants perceive candidates differently depending
on degree of violence in descriptions of their performance in presidential debates. The results are informative and valuable
because they shed new light on how framing works in election messages, especially how varying source domain information
can lead to notable differences in reasoning.

2873



Optimal stopping in a natural sampling task
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Abstract: Sampling biases are often assumed to arise from the type of information that learners sample (Fiedler, 2008), the
possibility of negative payoffs (Denrell, 2001), or the prevalence of small samples (Kareev et al., 2002). Here, we show that
even in a natural sampling situation (repeated Bernoulli trials), in which a learner’s only decision is when to stop sampling,
different sampling goals can have an impact on sample composition and on inferences drawn from them. Specifically, we find
that learners sampling with a binary goal (”more heads/tails?”) versus a distributional goal (”how many heads?”) end up with
samples that differ not only in size but also content. Binary sampling leads to more samples with extreme distributions (many
more heads or tails) compared to distributional sampling. In this project, we explore the impact of those sampling goals on
subsequent decision-making on the basis of those samples.
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Exemplar models can’t see the forest for the trees
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Abstract: We investigated human learning and generalization of three novel category structures based on eight exemplars in
a continuous (9x9) stimulus space. Each category requires attention to both dimensions, but they differ in their organization.
Critically, all three category types are matched on within- and between-category exemplar distances. The first category structure
conforms to a condensation or information-integration type of problem with two classes separable by a diagonal bound. The
other category structures cannot be solved with a linear decision boundary. We found that learners trained on the diagonal
bound structure showed significantly better learning and generalization performance. In computational simulations, we found
that an exemplar model (ALCOVE) could not account for the observed pattern. We posit that ALCOVE is constrained by the
matched distances to learn these category structures at the same speed. Another similarity-based model with different basic
design principles (DIVA) provided a good account of the behavioral data.
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That’s not the whole story: The role of reliability and credibility in evidential
reasoning
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Abstract: How do people reason about complex bodies of legal evidence? The story model of juror decision-making posits
that people construct stories to determine guilt. But the story model does not model how evidence items relate to elements
within the story, how the credibility and reliability of the evidence (e.g., witness testimony) is assessed, or how this affects story
evaluation. Recent empirical work suggests that people reason using qualitative causal networks. In two studies mock jurors
read a real legal case and judged the probability of the defendant’s guilt, the credibility of the victim and of key witnesses. Study
1 showed that an inconsistent testimony decreased the victim’s credibility and defendant’s guilt, also increasing the defendant’s
credibility. Study 2 replicated this finding with a different population. These findings suggest that people draw inferences about
credibility and reliability of evidence that filter into their network of beliefs about the crime.
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A holistic advantage in face drawing: higher accuracy when drawing upright faces
Jennifer Day

UCSC, Santa Cruz, CA, USA

Nicolas Davidenko
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Abstract: This study looks into the conception that drawing or copying a face that is vertically inverted will improve the
accuracy of the drawing by preventing holistic interference. We had participants draw parameterized face profiles (both upright
and inverted) that were sampled from face space (see Davidenko, 2007). In each trial, participants were shown a face on
the left side of the screen and asked to copy it on the right side. We then recorded the location of 66 landmark points on
each face drawing, allowing us to compute a distance metric between each drawing and its corresponding original face. This
distance metric served as a measure of accuracy, with higher distances corresponding to greater errors. Contrary to common
belief, people’s drawings were significantly more accurate for upright versus inverted faces (t(15) = 4.9; p=0.0002). Our results
suggest that holistic processing improves, rather than impairs, the accuracy of face drawing.
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Cultural Differences in Fluid Collaboration
Andrew Dayton
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Abstract: A common form of embodied social engagement involves acting as an ensemble, with all participants aware of
each other and mutually engaged. In this naturalistic comparative study, we term this kind of triadic socio-cognitive activity
‘fluid collaboration’. Fluid collaboration occurs when participants establish the pace of ensemble activity mutually, with their
moves flexibly adjusted and responsive to one another and to the demands of their shared endeavors. The moves of a fluidly
collaborating ensemble depend on each other and might be described as harmonious. This kind of ensemble behavior appears
to be the activity of “one organism with many limbs”. Utilizing a micro-analytic qualitative method, our finding of cultural
differences in fluid collaboration relates to previous ethnographic and comparative work involving patterns of collaborative
activity in Indigenous and Indigenous heritage communities in the Americas.
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Informative Transitions: A Heuristic for Conditionalized Causal Strength
Learning

Cory Derringer
University of Pittsburgh, Pittsburgh, PA, United States

Benjamin Rottman
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Abstract: Controlling for alternative causes is essential for learning the strength of any one cause on an effect. Several
processes have been proposed for how people control for alternative causes, including probabilistic contrasts within focal sets
and associative processes. We investigated another mechanism called the informative transitions heuristic; people selectively
attend to temporally adjacent observations (informative transitions; IT) in which the state of the target cause changes but
the alternative causes remain the same. Within ITs, whether the effect also changes in the same direction, does not change,
or changes in the opposite direction implies that the target cause has a positive, neutral, or negative influence on the effect.
Participants judged the strength of the relationship between two drugs and a side effect in a trial-by-trial learning task. Causes
with more positive as opposed to neutral ITs were judged to have stronger causal relations, consistent with the IT heuristic.

2879



A test of the somnolent mentation theory and the cognitive shuffle insomnia
treatment

Nancy Digdon
MacEwan University

Luc Beaudoin
Simon Fraser University

Abstract: Insomnia affects about 33% of Americans according to Harvey & Tang (2003) who called for new cognitive treat-
ments. We will report preliminary results from a test of (a) the Somnolent Mentation theory (SMT) of sleep onset (SO) and (b)
a new cognitive treatment for insomnia, the cognitive shuffle (CS), derived from the SMT (Beaudoin, 2013, 2014). According
to SMT, incoherent mentation characteristic of SO is not merely a side-effect of the SO period but promotes it, meaning it
is somnolent. The SMT identifies several types of insomnolent mentation, which involve sense making (e.g., problem solv-
ing). SMT postulates counter-insomnolent mentation, thought patterns that interfere with insomnolent mentation. The CS is
predicted to be both somnolent and counter-insomnolent (super-somnolent). Participants either engage in constructive worry
Carney & Waters (2006) or in the CS using SomnoTest an iOS app developed by CogSci Apps Corp. (led by Beaudoin) based
on mySleepButton R©.
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Natural language quantifiers are exclusively linked to exact number skills
Sarah Dolscheid

University of Cologne, Cologne, NRW, Germany

Abstract: Knowledge of natural language quantifiers (like all, some, many) correlates with number acquisition (i.e., counting
abilities). At the same time, number acquisition and approximate number skills are closely linked. These findings raise the
question whether quantifier comprehension is exclusively related to exact number skills like counting or whether the relationship
also extends to approximate number skills. To find out, we tested 3- to 6-year-old German speaking children on a quantifier
comprehension task and on two counting tasks (‘how-many task’, ‘give-a-number task’). Additionally, we assessed children’s
approximate number skills (ANS acuity) in a non-symbolic number comparison task. Quantifier comprehension was found to
correlate with exact number skills even when age was controlled for. However, no significant correlation between quantifier
comprehension and ANS acuity was obtained. Our findings support the notion of two distinct number systems: Only exact
number skills appear to benefit from quantifier comprehension, whereas approximate number skills do not.
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Acoustic Correlates of Speaker Confidence: Can They Tell I Don’t Know?
Krystal Duchi
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Abstract: When nervous, unprepared, or less knowledgeable about a subject area, speakers may become increasingly worried
that they are revealing telling acoustic cues about their anxiety level (e.g., hesitation before speaking or vocal jitter) to their
audience. The current study is a two-part (production/perception) experiment that sought to evaluate when 1) speakers produce
telling acoustics and 2) listeners become sensitive to vocal confidence cues produced by the speaker. The results indicated that
when a speaker produced discriminating (un)confidence cues (e.g., rising intonation and delayed speech onset), the listener
was significantly better able to predict the speaker’s confidence level. Interestingly, the speaker was significantly more likely
to produce discriminating acoustic cues when more social pressure was applied, suggesting that speakers may intentionally
communicate information about confidence. This indicates that confidence cues may be produced for the benefit of the listener
and not to the detriment of the speaker.
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Influences of task difficulty on initiation time and overall use of an external
strategy

Timothy Dunn
University of Waterloo, Waterloo, ON, Canada

Evan Risko
University of Waterloo, Waterloo, ON, Canada

Abstract: Humans readily deploy external strategies in an attempt to offload cognitive work, a process commonly referred to
as cognitive offloading. For example, individuals will often rotate their head in an attempt to normalize a rotated display (i.e.,
external normalization). Previous work has emphasized how various manipulations affect the overall use of the behavior to
better understand the underlying decision processes. This approach, however, has overlooked the potential utility in investi-
gating how these manipulations affect the time to initiate the use of strategy. We manipulated task difficulty with upright and
rotated displays and measured initiation time and the overall use of external normalization. Analyses demonstrated that when
individuals rotate, rotations take the same amount of time to initiate across tasks, whereas overall frequencies of rotations varied
as a function of task. This dissociation suggests that the time to initiate the strategy and external strategy selection are at least
partly independent.
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Body-centric and world-centric components of the large-scale horizontal-vertical
illusion

Frank Durgin
Swarthmore College, Swarthmore, Pennsylvania, United States

Zhi Li
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Brennan Klein
Swarthmore College, Swarthmore, Pennsylvania, United States

Abstract: In the classic horizontal vertical illusion (HVI), vertical lines appear 5-6% longer than horizontal lines. However,
in outdoor scenes vertical poles of several meters appear as much as 25% longer than frontal ground extents. This large-scale
HVI is consistent with angular scale expansion theory (Durgin & Li, 2011). It is known that the classic HVI is yoked to
the reference frame of the eye itself, such that the illusion reverses when the observer is on his or her side. In a series of
experiments conducted both in real outdoor spaces and in immersive virtual environments we examined how the large-scale
HVI was affected by reorienting the observer, and found that the large scale HVI was reduced, but not reversed. The amount of
reduction was quantitatively consistent with a retinotopic contribution of the classical HVI (6%). Most of the large-scale HVI
is world-centric.
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Distinguishing the Recent Past from the Complicated Present in Recognition
Memory

Melody Dye
Indiana University

Rich Shiffrin
Indiana University

Abstract: In the study of verbal memory, a critical question is the extent to which recognition is influenced by the prior contexts
in which items have appeared (‘context noise’), as opposed to competition from other items present within the immediate task
context (‘item noise’). In a standard recognition task, subjects study a list of words, and at test, discriminate between studied
items (targets) and novel items (foils). To disentangle the contributions of context and item noise, we systematically manipulated
both the contexts in which critical items had been encountered prior to study, and the composition of the recognition list,
varying semantic similarity among items. Our results suggest independent contributions of each factor, with word frequency
and temporal lag as important mediating variables. These findings can be interpreted within both associative learning and
memory paradigms.
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A Computational Model of Emotion and Personality in Mastery Motivational
Oriented Students

Somayeh Fatahi
Dalhousie University, University of Tehran

Hadi Moradi
University of Tehran

Ali Nouri Zonoz
University of Tehran

Abstract: The capability of estimating emotions is an important feature needed for intelligent systems to interact with humans.
. In this paper, we propose a computational model to calculate a user’s desirability as one of the most important emotions,
especially in Intelligent Tutoring Systems (ITS). The main purpose of this research is to find a relationship between personality
and desirability in virtual learning environments. The proposed model can determine the desirability of mastery motivational
oriented students considering their personality, which is determined using MBTI. Based on the OCC emotion model, the goals
and events are considered which can affect desirability. Then a cognitive map is developed between the personality dimensions
and the goals and events. The proposed model has been implemented and evaluated in a simulated virtual learning environment
and the results show that the proposed model can formulate the relationship between personality and desirability with high
precision.
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Can priming intuitions about the logic of sets promote logical evaluations of
conjunctive probability judgments?

Jenny Faure-Bloom
Kingston University London, Kingston Upon Thames, United Kingdom

Gaëlle Vallée-Tourangeau
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Frédéric Vallée-Tourangeau
Kingston University London, Kingston Upon Thames, United Kingdom

Abstract: Building upon the finding that people can assess the logicality of conjunctive probability statements intuitively
(Vallee-Tourangeau & Faure-Bloom, 2015), we examine whether increasing the salience of people’s implicit knowledge about
the logic of sets can impact the influence of logical considerations on probability judgments. We compared the rate of heuristic
responding in a control group with that observed in two experimental groups where participants were either explicitly or
implicitly primed to reflect on the logic of sets inclusions prior to completing a conjunction probability task. Explicit priming
involved asking them to rate a series of statements such as ‘I am more likely to meet a bank teller than a bank teller who is also
a feminist.’ Implicit priming involved experiencing a series of events with the co-occurring presence and absence of a target
characteristic (e.g., Feminist) and an alternative characteristic (e.g., Bank Teller) using a computer-based dynamic learning task.
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Interactions of emoticon valence and text processing
Laurie Feldman
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Judith Kroll
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Abstract: Emoticons in informal text communication are common worldwide. They have the potential to reveal emotion and
social functions, analogous to facial expression and body gestures in face-to-face verbal communication. Our findings from
a corpus study of online text communication by a group of scientists, some of whom were bilingual and others monolingual,
suggested that patterns of emoticon use depend on a variety of factors, including emoticon valence and language of texting
(Aragon et al., 2014). In the present study we bring these effects into the laboratory by examining the interrelation of emoticons
and words in lexical decision (LD) experiments with sequential (SOA 200 ms) but spatially superimposed emoticon-word pairs.
Monolingual speakers showed a reliable interaction of emoticon valence with lexicality but interactions with word valence were
unreliable. Results will be compared to those from comparable word-word pairs.
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A Triple-Stopping Threshold System For a Sequential Decision Task: A Cast-Net
Stopping Rule Model

Mario Fific
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Marcus Buckmann
Max Planck Institute for Human Development

Abstract: In this study compared single stopping rules models to the Cast-Net stopping rule model. The Cast-Net model
assumes that several stopping rules can be used simultaneously to determine the stopping point to stop information search and
to proceed to making a final decision. We analyzed whether the Cast-net model would pay the price for being more complex
when compare to single stopping rule models (critical difference, fixed-sample size and runs). The models were compared
under different decision making conditions (time pressure and validity of recommendations). The model fitting procedure was
conducted on the full data stopping-value distributions, by simultaneously fitting the correct and incorrect responses. Across
variety of experimental conditions, the general results supported the validity of the Cast-Net model. These results challenge
many decision making models that utilize only one type of a stopping rule, and may provide a new direction in the exploration
of cognitive computational models.
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16-month-olds use language to generate expectations about the visual world
Allison Fitch
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Abstract: The capacity to use language to form new representations and to revise existing knowledge is a crucial aspect of hu-
man cognition. Here we examined whether infants can use language to adjust their existing representation of a recently encoded
scene. Using an eye-tracking paradigm, we asked if 16-month-old infants (N = 26; mean age: 16;03, range: 14;15-17;15) use
new linguistic information about an occluded event to inform their expectation about what the visual world should look like.
We compared looking time to outcomes that matched this information to those that did not. Infants looked significantly longer
when the outcome did not match the input, suggesting that they generated an expectation of the outcome based on language
alone. This effect was unrelated to infants’ vocabulary size. Thus, using language to form expectations about the visual world
is present at an early developmental stage, even when language skills are rudimentary.
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Text Analytic Techniques in Survey Questionnaire Development and Analysis
John Ford

U.S. Merit Systems Protection Board

Abstract: This research develops three text analytic techniques to improve survey questionnaires. The first is open-ended
response mining. Narrative responses on a survey are mined for themes then used to develop new questions. Closed-ended
responses identify subgroups who agree/disagree with the question. Then open-ended responses examined for systematic
differences which suggest new constructs that distinguish the groups. The second is used during question development.
Agree/disagree questions are examined for similarity in language using latent semantic analysis. The matrix of similarity
coefficients is used to make scale assembly and predicted item performance decisions in advance of field test data. The third
involves replacing zero with LSA-derived coefficients as baseline comparisons for correlation coefficients to identify interest-
ing relationships between rating questions. Semantic similarity of question stems suggests a degree of relationship between
questions. This, rather than zero, is the appropriate expected value of a correlation between two items.
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Wisdom of Randomly Assembled Small Crowds
Mirta Galesic
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Abstract: Policy decisions on political, economic, legal, and health issues are often made by groups that rarely exceed 40
members and are typically much smaller. Given that wisdom is usually attributed to large crowds, should committees be larger?
Using computer simulations and mathematical analyses we show that group accuracy, averaged across the range of difficulty
that would be encountered in real-world tasks, is often maximized for moderate-sized groups. The result holds whenever
the accuracy in easy tasks is above chance more than the accuracy in difficult tasks is below chance and the easy tasks are
encountered more often. Note that for the result to hold, it is not necessary to assume selective sampling of group members
according to their individual accuracy. A smaller committee that would produce more accurate decisions in our model can
simply be selected randomly out of a larger group of experts.
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Using Advance Organizers to Improve Learning from Video
Emma Geller

UCLA

James Stigler
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Abstract: The use of video for instructional purposes has exploded online, but little is known about how people interact with
video differently than other instructional materials and how much they learn from those lessons. Kintsch’s (1994) model of
text comprehension provides a productive model for studying how students build a semantic representation of materials that
unfold over time but have an overarching conceptual structure. The current study seeks to replicate an earlier finding from the
text comprehension literature (Mannes & Kintsch, 1987) that providing students with an informational outline before reading
text can improve recall of the text and/or transfer of ideas in the texts to new contexts, depending on the structural relationship
of the outline to the text itself (consistent or inconsistent structure). This study was replicated using instructional videos rather
than texts. Results will be discussed with respect to Mannes and Kintsch’s original study.
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The effects of spatial anxiety on memory for spatio-temporal scale
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Abstract: Previous literature has shown that spatial anxiety relates to navigation abilities (Hund & Gill, 2014). How spatial
anxiety effects the spatial-temporal perception of one’s environment is not well known. The present student aimed to examine
how spatial anxiety related to the memory of distances and time to landmarks in the surrounding area. Participants completed
a battery of navigation questionnaires and reported how far (both in distance and time) different known landmarks in the
surrounding area were.

Data show a trend suggesting that females overestimated distances whereas males were more accurate in estimates to the
five furthest landmarks. Spatial anxiety did not predict distance estimates; however, mobility within the surrounding area was
marginally predictive of distance estimates for females. These findings suggest that spatial anxiety does not predict the remem-
bered distances and time estimates to landmarks, but that mobility may be a more important predictive factor in remembered
distances to landmarks.
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Analogical reasoning performance and organization is influenced by the type of
semantic distractors: an investigation with adults

Yannick Glady
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Abstract: The way participants adapt their search to the specifics of different types of analogies is not fully understood. We
compared the effects of two types of semantic distractors. The first were related to C by a semantic relation which had nothing
to do with the semantic relation used in the A:B pairs, whereas the second, the so-called ”double distractors”, were not only
related to C but also had a semantic relation similar to the one linking A to B. We used eye-tracking measurements in addition
to reaction time and performance indices. We found that performance decreased, and that the solution set was less explored
visually with the double distractors than with the former. This suggests that the analysis of the A:B pair activates a set of
relations which can prime irrelevant relations which compete with other relations while searching for the relevant dimensions.
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Individual Differences, Confirmation, and the Consideration of Alternative Causes
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Abstract: In causal inference, people place greatest weight on cases where a hypothesized cause and its outcome are simul-
taneously present, potentially reflecting a positive test or confirmatory strategy. We hypothesized that individuals may display
more confirmation seeking when an outcome has few, versus many, causal alternatives and that this relation may vary with
actively open-minded thinking (AOT) or need for cognition (NFC). Subjects learned about implausible or plausible causes
of outcomes that had many or few causal alternatives (e.g., stress vs. colon cancer). On each of 16 trials, subjects received
frequency data and made a causal judgment, after which they completed the AOT and NFC scales. As hypothesized, subjects
weighted confirming data more heavily with fewer vs. many causal alternatives, but this relationship only held for plausible
causes. AOT interacted with causal alternatives: With few alternatives, AOT was unrelated to data-weighting. However, with
many alternatives, data-weighting increased with increases in AOT.
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The Increased Use of Tablets In Education: Why Physical Learning Is Sometimes
Better
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Abstract: Digital devices are becoming ubiquitous fixtures in classrooms nationwide. Despite this, the costs and benefits of
digitization are understudied. For example, Mangen et al. (2013) found advantages in reading with physical books compared
to digital readers. The current study extends these findings to physical and digital versions of spatial puzzles. Participants
completing a series of physical tangram puzzles were both faster and more accurate than those completing digital versions of
identical puzzles on tablet computers. Those in the physical condition were also faster and less error-prone on a subsequent
arithmetic test. These results suggest that the current trend of increased digitization in education may have far-reaching and
unexpected implications that could compromise learning. Follow-up studies aim to identify the cognitive mechanisms that
cause these differences. These findings can be used to develop a set of best practices for incorporating digital teaching tools in
the classroom.
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Exploring the mechanism of context-dependent memory
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Abstract: Many experiments within the memory literature show evidence for context-dependent effects in memory (Gieselman
& Bjork, 1980; Godden & Baddeley, 1980; Marian & Neisser, 2000; Smith, 1986; Smith & Vela, 2001). There have also been
a number of failed replications of this effect (Farnsworth, 1930; Reed, 1931; Smith, Glenberg, & Bjork, 1978; Godden &
Baddeley, 1980; Jacoby, 1983). If the context-dependent effect exists, there are many unanswered questions about it, such as
the mechanism behind the phenomenon and at what level of detail context is encoded. In order to explore these questions, we
need a reliable way of observing context-dependence that holds across experiments. Here we attempt to find a paradigm that
can be reliably used to elicit context-dependence, so that we can begin answering some of these questions.
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Economic Behavioral and Semantic Analysis of Generosity and Fairness in
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Abstract: Persistent virtue requires commitment to values not easily operationalized in the metrics of cognitive science. Care-
givers living in L’Arche communities commit years and decades of their lives to compassion and social justice in caring for
unrelated developmentally disabled adults. We examine generosity and fairness among 48 L’Arche caregivers using economic
behavioral tasks and life and identity narrative interviews. Analysis of forced dictator economic behavioral tasks found het-
erogeneity in generosity and in approaches to fairness utilizing economic equity and efficiency. Latent semantic analysis of
transcribed interviews showed a significant difference between probes measuring just, brave, caring, and interpersonal generos-
ity characteristics for all participants. The integrative analysis of economic behavioral tasks and semantic analyses of life and
identity narrative interviews illuminates challenges in using laboratory methods to examine qualities of exemplary virtue and
demonstrates the fruitfulness of examining exemplars of caring for insight into moral cognition.
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Do infants compare ratios or use simpler heuristics in probabilistic inference?
Samantha Gualtieri
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Abstract: Empirical evidence suggests infants can make inferences about uncertain future events using probabilistic data
(Denison & Xu, 2010; Teglas et al., 2007). However, it is unclear if infants are using information about proportions to make
these decisions. Infants were presented with population jars that contained large distributions of objects, and were tasked with
deciding which of the two jars was more likely to yield a desirable object on a single draw. In Experiment 1, most infants chose
the jar that contained only preferred objects over a jar that contained a 3:1 ratio of preferred objects. Most infants also made
the correct choice when presented with the reverse ratios (choosing a 1:3 over a 0:1 ratio). In Experiment 2, infants correctly
chose the jar that contained a 4:1 ratio of preferred objects over a jar that contained a 1.5:1 ratio. However, infants performed
at chance when presented with the reverse ratios.
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How are interaction between human and an autonomous agent affected by
embodiments and voice?: Investigation with age groups comparison.
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Abstract: Although many information system are employing autonomous agents for the purpose of user-friendly interface,
cognitive mechanisms of their effects are not clear yet. In this study, we compared three types of UI, an embodied agent
system equipped with a direct anthropomorphization robot, an only voice agent, and without agent system condition, of a
microwave oven. Thirty-six older (65 years or above) and 36 younger adults (undergraduate students) participated in the
usability testing experiment with one of the three agent conditions. Analysis of interaction between a participant and the oven,
through participants’ utterance and the personal-space data, showed large differences between two age groups; younger adults
entertained the interaction both the voice and the embodiment agent conditions, while older adults evaluated higher only with
the embodiment agent condition. Differences in mental models of older- and younger adults, and reasons of those aging effects
will be discussed.
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Which way to present product information is best for higher purchase intention
So-eun Her
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Abstract: This study examined how customers’ preference and purchase intention change depending on presentation type of
information. Products’ information was manipulated on scale and order dimension. Participants made a decision on three
situations choosing music(mp3) download plan, cell phone data plan, drinks voucher plan for a coffee shop as well. All stimuli
were appeared through the computer monitor in laboratory. Preference and purchase intention were measured by 7 likert scale
on two kinds of plans presented in two different scales. Findings show that consumers had more preference and purchase
intention when the product’s information was displayed on an expanded scale than on a contracted scale. Unfortunately the
displaying order didn’t have any significant impact on preference of products. However, effect of an order on preference
appeared differently depending on the product type. In case of the music plan, price-first condition was most preferred type of
information.
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Social Influences on the Spatial Perspective-Taking Abilities of Males and Females
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Abstract: Female performance on tests of spatial ability may be hindered by the presence of stereotype threat. We examined
sex differences in performance on two perspective taking tests when these tests were framed as measuring either spatial or
social (empathy) abilities. In the spatial condition, the tasks were framed as spatial and participants were reminded of the male
advantage on some spatial tasks. The social condition included modified versions of the tasks to include avatars of human
figures, and framed the tasks as social tasks with a female advantage. Results showed a gender difference in favor of males in
the spatial condition, but not in the social condition. Framing did not affect male performance. However, females in the social
condition outperformed females in the spatial condition. These results suggest that females may underperform on spatial tests
in part because of negative performance expectations rather than their actual spatial abilities.
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Twelve-month-olds differentiate between typical and atypical conversational
timing

Elma E. Hilbrink
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Abstract: Studies of mother-infant interaction indicate that sensitivity to interactional timing begins developing around 3–4
months, but there is currently no evidence bearing on when children start to understand conversational timing rules; how to
transition from one speaker to the next. We showed twelve- and thirty-month-old children videos of conversation featuring
puppets using typical (200ms inter-turn silence) and atypical (1200ms silence and 3+ syllables vocal overlap) turn-timing. We
assessed children’s timing preferences by then showing them the two puppets (typical and atypical) for a sustained period and
then by asking them to choose one puppet to hold. Preliminary results suggest that, overall, children were more likely to
discriminate between typical and atypical timing for vocal overlap than long silent gaps. This maps nicely onto findings about
children’s spontaneous turn-taking: they learn to minimize overlaps before gaps.
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Effects of lined traces and hand motion in underlining sentences on comprehension
Misaki Horie
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Abstract: Previous studies have shown that underlining sentences while reading is an effective comprehension strategy that
many people use spontaneously. We examined which components of this underlining strategy could facilitate comprehension.
The effects on comprehension of lined traces and hand movement were examined independently. Eighty-two undergraduates
were assigned to one of the four conditions: both traces and movement, movement and no trace, traces and no movement, and
neither trace nor movement. After reading the expository text as instructed for ten minutes, participants were instructed to solve
a Sudoku puzzle as a distracter task for three minutes. They were then asked to summarize, title, and generate three keywords
for the text in ten minutes. The results showed that hand movement facilitated appropriate summarization and that lined traces
enhanced appropriate titling. We interpreted the results in terms of cognitive load theory and external memory aid.
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The influence of an inherence heuristic on scientific explanation
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Abstract: What cognitive processes underlie scientific explanation? Although scientific reasoning is often careful and method-
ical, we hypothesize that it is also influenced by an intuitive explanatory process: namely, an inherence heuristic (Cimpian &
Salomon, 2014, BBS). The central claim of the inherence heuristic proposal is that, when people construct explanations, they
oversample inherent facts about the entities whose behavior they are attempting to explain. We investigated the influence of this
heuristic process on explanations for novel and historical scientific phenomena in chemistry, biology, and physics. Participants
were provided with short vignettes describing unexpected outcomes of experiments and were asked to explain these outcomes.
As predicted, explanations were couched primarily in terms of inherent features of the entities involved. Importantly, this was so
even though such features were not mentioned in the vignettes but extrinsic factors were (e.g., high altitude, unusual location).
These findings elucidate the psychological processes that underlie scientific explanation.
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The Relationship Between Empathy and Humor use in Adolescents
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Abstract: Previous studies found that humor and empathy are associated with interpersonal relationships. Particularly, Hampes
(2001) reported that humor styles and empathy had a positive correlation in adults. The purpose of the study is to explore the
link between empathy and humor use in teenagers and to investigate if gender differences exist as well. 115 adolescents between
11-12 years old participated the study and filled out The Empathy Quotient and Taiwanese Adolescent Humor Instruments. We
found that empathy and the sense of humor had a significant correlation both in boys and girls. However, the scenarios of humor
using and the purposes of humor using only had a positive correlation with empathy in girls. The findings offer a supplementary
evidence for the developmental link between empathy and humor. The implications of the study shed light on the developmental
discrepancies between genders in adolescents.

2907



The Relationship between Theory of Mind Abilities and Humor Comprehension
Jon-Fan Hu
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Abstract: According to Howe (2002), humor originates from perceiving the thoughts of the subject of the humor, implying the
involvement of perspective-taking or related mental processes. However, how does the ability to infer the mental states of others,
or theory of mind (ToM) operate with the comprehension of humor is yet certain. The current research continued to examine
this idea using fMRI, hoping to investigate the underlying neural substrates of those with high and low ToM related ability
when processing humor. In fMRI, participants read 64 stories, including ToM-funny, ToM-unfunny, nonsensical-funny, and
nonsensical-unfunny conditions. Empathy Quotient is used to assess participants’ ToM ability. The results revealed a positive
correlation between EQ scores and left ACC under the comparison between ToM conditions and nonsensical conditions. The
present study advanced the influences of ToM processing and how it involves cognitive processing, such as story reading or
joke comprehension.

2908



Understanding the Cone of Uncertainty: Non-expert interpretations of hurricane
forecast uncertainty visualizations
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Abstract: Uncertainty represented in visualizations is often ignored or misunderstood by the non-expert user. The National
Hurricane Center displays hurricane forecasts using a track forecast cone, depicting the expected track of the storm and the un-
certainty in the forecast. Our goal was to test whether different graphical displays of a hurricane forecast containing uncertainty
would influence a decision about storm characteristics.

Participants viewed one of five different visualization types. Three varied the currently used forecast cone, one presented
a track with no uncertainty, and one presented an ensemble of multiple possible hurricane tracks. Results show that individ-
uals make different decisions using uncertainty visualizations with different visual properties, demonstrating that basic visual
properties must be considered in visualization design and communication.
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The Color of Music: Synesthesia or emotion-mediated cross-modal associations?
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Abstract: The cross-modal literature posits a weak-to-strong continuum of synesthesia. One extreme views cross-modal
associations as idiosyncratic and unique to synesthetes. The other extreme suggests that cross-modal associations follow a
general pattern across individuals, and are mediated by emotional associations. We tested these views by examining differences
between music-color synesthetes and non-synesthetes in their consistency of color associations and memory for music. We find
that music-color associations follow the same general pattern across these groups. A two-dimensional mapping is found to mode
(major/minor) and tempo. Slow-minor music (thought to convey sadness) is associated with blue, fast-minor with red (anger),
fast-major with yellow (happiness), and slow-major with green (calmness). Both groups are consistent in their associations
over time, and synesthesia has no effect on memory. We conclude that music-color synesthesia may be an extension of normal
psychological processes that govern cross-modal associations, with individuals aligning music and color based on emotional
congruence.
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The Effects of Art Experience, Competence in Artistic Creation, and Methods of
Appreciation on Artistic Inspiration

Chiaki Ishiguro
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Abstract: The purpose of the present study was to examine the relationship between art experience and artistic inspiration.
Focusing on attitudes and behaviors in appreciation and creation as mediating variables, it was hypothesized that (a) the method
of appreciation with comparison between one’s creations and others’ creations is the best predictor of artistic inspiration,
and (b) art experiences might affect artistic inspiration, meditated by competence in artistic creation and the method of art
appreciation. A total of 185 Japanese undergraduate and graduate students completed the research questionnaire. Data was
analyzed using multiple linear regression for the first hypothesis and structural equation modeling for the second hypothesis.
The two hypotheses were supported. The findings suggest that people with more extensive art experience develop competence
in artistic creation and consider their own creations when appreciating others’ artwork. In addition, they experience artistic
inspiration more frequently and intensely.
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Effect of language on discrimination between warm and cold color hues.
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Abstract: It has been argued that linguistic color categories, despite their number can vary between languages, are themselves
universal and based on physiologically conditioned distinctions. Recently it has been demonstrated that Russians, whose
language has separate terms for light and dark blue, discriminate faster between objects of corresponding hues than Englishmen.
In our study we tested if language also conditions the physiologically more sound discrimination between cold and warm hues.
We compare Russians to speakers of Komi language, where green and yellow make up the same category and there is only
one category for blue. Russians outperformed Komi in discriminating between light and dark blue objects as well as yellow
and green objects. However Komi were faster in discriminating yellow and green objects then light and dark blue objects.
Therefore, language influences discrimination between warm and cold hues, but this impact is weaker than in the case of two
cold hues.
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The specificity of the labeling effect on memory: what kinds of labels improve
retrieval?

Anja Jamrozik
University of Pennsylvania

Dedre Gentner
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Abstract: Relational retrieval—retrieval that is based on common relational structure, such as an underlying principle or
pattern, is typically rare. Previously, we found that providing relational labels at encoding and/or test can improve relational
retrieval (Jamrozik & Gentner, 2013). In the current work, we tested the specificity of the labeling effect by comparing the
effects of relational labels (e.g., inoculation) with domain labels (e.g., psychology). Because people are naturally likely to
attend to domain information, we predicted that domain labels would have a smaller effect on domain retrieval. Using a
cued-recall paradigm, we varied the presence of relational and domain labels at encoding and test. Relational labels increased
relational retrieval, but domain labels had no effect on domain retrieval. These results suggest that relational labels have a strong
effect on retrieval (relative to other kinds of labels) since they increase people’s attention to information that is not naturally
salient.
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Dogmas of Understanding in Western Art Music Performance
Linda T. Kaastra
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Abstract: This paper presents an exploration of the ontological shift from musical materials (i.e. melody, harmony, rhythm,
texture, timbre, register) to activities in music performance analysis. The “dogmas” extend Herbert H. Clark’s conceptual
framework for the study of joint activity in language use to explore music performance in the WAM tradition. A systematic
analysis of London Symphony Orchestra masterclasses examines the basic mechanisms of music making in four main areas:
representation, audience, interaction, and tacit knowledge. This exploration leads to a broader account of cognition and cre-
ativity in music performance, one that bridges inner and outer processes of awareness around domains of coordination in joint
activities. In this view, material conceptualizations are viewed as targets of focal awareness rather than the basis for cognition
in music making. This account, grounded in a rich third-person phenomenological analysis of instructional materials, paves the
way for a “meaningful analytics” of musical practice.
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Understanding developmental bottlenecks in active inquiry
George Kachergis
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Abstract: This project explores how the ability to ask informative questions changes during development. We hypothesized
an intrinsic link between the ability to update beliefs given evidence and the ability to ask informative questions. To study the
developmental trajectory of this behavior, five to ten-year-old children played an iPad game asking them to identify a hidden
bug. Learners could either ask about individual bugs, or make a series of feature queries (e.g., “Does the hidden bug have
antenna?”) that more efficiently narrow the hypothesis space. The iPad display either assisted children with updating their
beliefs or required them to update themselves. We analyze the relationship between belief updating and information seeking
behavior as a function of age, along with how their strategies for acquiring information change. The broader context of the
work is to better understand how to structure informal science exhibits in ways that are developmentally appropriate.
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Use of Lexical Statistics for Compound Word Recognition and Segmentation in
Turkish

Ozkan Kilic
Graduate Student

Abstract: Compound words are cross-linguistic morphological phenomena that occur in all languages. Compound words are
widely accepted to be stored in the lexicon but their constituents need to be accessed during both language learning and produc-
tion processes. In this study, the use of corpora was investigated for how to differentiate single-stem words from single-word
compounds and then how to segment compound words when no phonological information is available. Stems and morphs dis-
covered in manual segmentations of the METU-Sabancı Turkish Treebank and the CHILDES were employed in the compound
word recognition task and the results were compared. The METU Turkish Corpus (with about 2 million words) and a web-
corpus (with about 490 million of Turkish words) were utilized in the segmentation task. The results emphasize that the lexicon
can be morpheme-based; and lexical frequencies are effective heuristics in compound word recognition and segmentation.
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NARS as a Normative Model of Cognition
Ozkan Kilic
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Abstract: In this paper, NARS (Non-Axiomatic Reasoning System) is discussed in the context of Cognitive Science. NARS is
an artificial general intelligence system designed under the assumption that the system usually has insufficient knowledge and
resources with respect to the problems to be solved, and must adapt to its environment. Since the human mind was evolved
under the same restriction, this normative model shows many human-like properties. In this paper, NARS is used to reinterpret
several well-known results in cognitive science, such as Wason’s selection task, the Linda problem, and U-shaped learning.
These results cannot be explained by traditional normative models, while now they can be handled by NARS in a unified way.

2917



Social categories as ‘excluders’: Explaining stereotyping with connectionist
modeling
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Abstract: A central idea in social psychology is that people can construe other people in terms of two types of mental represen-
tations: social categories (e.g. male) and attributes (e.g. intelligent). It is assumed that assigning a person to a social category
(i.e. social categorization) is one of the most important causes of stereotyping. However, no theory has yet successfully expli-
cated the properties that distinguish social categories from attributes and how those distinct properties may cause stereotyping.
We show that an interpretation of social categories as mental representations that strongly exclude other mental representations
(i.e. ’excluders’) can explain how social categories may cause stereotyping. In addition, we present computer simulations
that implement the assumed principles in a connectionist model where social categories are interpreted as nodes with strong
inhibitory links. We argue that our model solves fundamental ambiguities in social categorization theories and unifies these
theories with connectionist models of person perception.
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A Computational Model of Jazz Improvisation Inspired by Language
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Abstract: This paper presents a novel computational model of jazz improvisation based on n-gram language models. Recent
functional neuroimaging studies suggest that the brain processes structural elements of improvised music and conversational
language in a similar manner. We hypothesized that if musi- cal improvisation and language share a common cognitive and
neurological foundation, then statistical techniques for modeling one domain should be capable of successfully modeling the
other domain. Accordingly, we demonstrate that n-grams (an archetypal language model) can successfully model jazz impro-
visation when trained on a large corpus of expert-level jazz saxophone solos. Furthermore, we propose perplexity as a novel
method of evaluation of jazz improvisation models.
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Using Real-Time Computational Modeling to Individually Optimize Speech
Category Learning
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Abstract: Acquiring novel speech categories is necessary in spoken language learning. The dual-learning systems (DLS)
approach posits that two competitive systems underlie the category learning process: an explicit hypothesis-testing system,
and an implicit procedural system. DLS assumes that the explicit system dominates early and control is passed to the implicit
system when optimal. Evidence from our work, including the finding that minimally informative feedback enhances speech
learning relative to fully informative feedback, supports the claim that the implicit system optimally mediates speech learning
in adulthood. Experiment 1 replicates this finding. Experiment 2 tests the DLS prediction that explicit processing dominates
early by comparing performance across two conditions. The optimal condition includes full feedback early and minimal
feedback later. The suboptimal condition includes minimal feedback early and full feedback later. In both conditions, real-time
computational modeling individualized when feedback transitions occurred. As predicted from DLS, learning was superior in
the optimal condition.
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Figurative and Literal Action-Sentence Compatibility Effect in Japanese
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Abstract: It is well-know that the action-sentence compatibility effect (ACE) is activated by mental simulation triggered by
visual or linguistic stimuli (Glenberg and Kaschak 2002 and many others). However, no study has compared the extent of ACE
activated by literal and figurative understanding of honorific Japanese verbs.

Two experiments, consisting of 59 Japanese university students was conducted using two regular and two honorific Japanese
verbs in sentences where participants’ literal or metaphorical interpretation of the verbs was measured by their vertical or
horizontal hand movement.

The findings from this research found metaphorical, not literal, meaning activated a stronger degree of ACE in regards to
Japanese sentences. In addition, social norms of Japanese society partly played a crucial role regarding ACE.
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Finding Meaning in Neuroaesthetics
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Abstract: How might neuroaesthetics move beyond beauty and begin to study meaning? While neuroaesthetics is broadly
concerned with the brain’s role in processing art, it has typically focused on perceptual preferences concerning the question of
beauty. To cut deeper ontologically the field might consider exploring other basic kinds of meaningful categorical judgments
people routinely make about artifacts, including those related to an object’s purpose and status as art. Providing a point
of entry for an empirical approach, a methodology is described where participants judge objects (chairs) for higher-order
qualities beyond beauty, including functionality, and art-objecthood. Results suggest that artifacts can be used for probing
deeper empirical questions concerning the neural basis for aesthetic judgments and object processing. In this manner, we can
begin to understand the meaning of art with respect to both its form and function.
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A Case-Based Reasoning Approach to Providing High-Quality Feedback on
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Abstract: Automated assessment and immediate feedback are staple features of modern e-learning systems. In the case of
programming exercises, most systems only provide binary (correct/incorrect) feedback, which is often inadequate for students
struggling with the material, as they may need expert guidance in order to successfully overcome obstacles to understanding.
We propose a Case-Based Reasoning (CBR) approach to improve the quality of feedback on programming exercises. CBR is
a machine learning technique that solves problems based on previous experiences (cases). Every time the instructor provides
feedback to a student on a particular exercise, the information is stored in a database as a past case. When students experience
similar problems in the future, knowledge contained in past cases is used to guide the students to a solution. While the system
will provide detailed feedback automatically, this feedback will have been previously crafted by human instructors, leveraging
their pedagogical expertise.
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Linear Versus Non-Linear Policy Capturing in a Dynamic Classification Task
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Abstract: Policy capturing is a decision analysis technique normally using linear statistical models to infer the basis of expert
judgments. The purpose of the present work was to test if the C4.5 decision tree (DT) algorithm (a non-linear machine learning
method) is more effective at capturing individual’s decision policies than the standard linear technique. Human classification
behavior was measured in a simulated naval air-defence task to compare decision tree models and linear logistic regression
models in terms of their descriptive and predictive accuracy. Results show that C4.5 was superior in terms of goodness-of-fit
and cross-validation performance. Decision tree complexity was significantly correlated to individuals’ response times. The
classification rules derived from each individual were actually more reliable than their human counterparts – replicating a classic
finding in policy capturing. We conclude that C4.5 is a useful policy capturing tool in the context of a complex dynamic task
environment.
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The Effects of Worked Examples on Transfer of Statistical Reasoning
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Abstract: Research suggests that guided methods of instruction, such as worked examples, reduce the cognitive load placed
on learners, which allows them to learn new information more efficiently and effectively. The current study examined the
effect of worked examples on transfer of statistical reasoning, as compared to traditional study techniques. Students from
an introductory college-level psychology course learned information related to basic statistics and hypothesis testing from a
computerized instructional program. The experimental group completed a computerized program which contained worked
examples and practice and feedback. The control group consisted of students who went through a computer program through
which they read excerpts from a textbook used in Queens College statistical reasoning classes. The same topics were covered in
both computerized programs. On posttests, the experimental group performed significantly better than the control group. This
provides support for computerized worked examples as effective instruction on the college level.
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The colors and textures of musical sounds
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Abstract: Music-to-color associations show emotionally-mediated cross-modal correspondences (Palmer et al., 2013): people
choose colors as going best with music when their emotional content matches (e.g., happy-looking colors go best with happy-
sounding music). What musical/acoustic features underlie such correspondences? And are music-to-texture correspondences
also evident? Experiments using highly-controlled melodies that varied in tonality (major/minor), note-rate (fast/medium/slow),
and register (high/low) revealed systematic correspondences between musical/acoustic and colorimetric dimensions: faster,
major, higher-pitched melodies were associated with more saturated, lighter, yellower colors, whereas slower, minor, lower-
pitched melodies were associated with more muted, darker, bluer colors. Further experiments revealed emotion-mediated
associations from music to texture, although agitated/calm and angry/not-angry emotions were stronger with textures, whereas
happy/sad emotions were stronger with colors. Systematic associations were also evident between visual/spatial features of
texture (e.g., Sharp/Smooth, Curved/Straight) and musical dimensions (e.g., note-rate and piano/cello timbre).
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”No way!”: Similar contribution of visual and auditory cues to sarcasm
comprehension
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Abstract: While conversationally common, sarcasm presents identification challenges in writing. For example, ”Oh wow!”
may be expressed both sincerely and ironically. Research suggests that interpretation of ambiguous sarcasm may be context
dependent, though precisely how visual and auditory cues contribute to comprehension remains unclear. To explore this, we
recorded an actor performing 45 phrases sarcastically and sincerely. In two calibration studies, we selected 16 ambiguous
phrases that were identifiable with all cues available. In the main study, participants classified these phrases as sarcastic or
sincere in three conditions: audio-video (N=32), audio-only (N=29), or video-only (N=26). Performance was high (91%) with
both cues available. Intriguingly, the drops in performance with audio only (82%, p<.001) and video only (80%, p<.0001)
were small and not significantly different from one another (p>.5) suggesting auditory and visual cues contribute similarly to
sarcasm comprehension. We replicated these results in a separate within-subjects experiment (N=77).
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Abstract: The semantic richness of a word is multidimensional, and includes dimensions such as semantic neighborhood
density, imageability, number of features, and valence. While certain dimensions (e.g., imageability) have been examined in
the memory domain, the bulk of semantic richness research has been confined to visual word recognition tasks. Therefore, it
is unclear if other dimensions influence memory and in what manner. Our aim was to extend previous works by investigating
the relative contributions of these dimensions in memory using the megastudy approach. This approach allows the language to
define the stimuli, rather than have the experimenter select stimuli based on a limited set of criteria. 120 participants studied 532
words and they had to either recall or recognize these words. We found that although semantically richer words were generally
more memorable, this did not generalize to all dimensions. The implications of these findings will be discussed.
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Long-Term Memory and Working Memory can be Improved by Cognitive
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Abstract: Previous research showed improved working memory through cognitive training. However, comparatively little
is known about whether long-term memory can be improved by training. Several cognitive processes, including working
memory and executive function, subsume long-term memory functioning. Thus, if the cognitive processes that subserve long-
term memory could be improved via training, we predicted that it should lead to broad improvements in long-term memory.
The current study examined whether training using three different cognitive training conditions would improve performance in
tasks measuring executive functions and long-term memory. Participants were assigned one of three possible training conditions
(working memory training, mindfulness training, and retrieval practice) over 20 days. Results suggested that retrieval practice
and mindfulness led to changes that improve participants’ ability to store and retrieve new episodic information formed while
reading text passages. Other benefits include improvements in working memory and executive functions. Limitations and
directions for future research will be discussed.
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Vocabulary Size is Correlated with Non-Native Tone Sensitivity In English
Learning Infants
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Abstract: In many languages, tone (i.e., pitch patterns) is part of the phonological system; two words with the same sequences
of segments can differ only in tone. Tone does not distinguish word meanings in English, so English-learning infants can
ignore tone when learning words, but do they? We examined the encoding of tonal detail in word learning by monolingual
English-learning 14- and 17-month-olds. Infants were habituated to a novel word with a Mandarin tone (/ká/) paired with a
novel object. Test trials alternated between the same pairing (Same), and the same object paired with the word with a different
tone (/kà/, Switch). Longer looks to the unfamiliar mapping indicate infants noticed the switch and attended to tone contrasts.
Overall, neither age group discriminated the tone contrast; however, infants with larger vocabularies looked longer to the novel
mapping (r=.32, p=.007), suggesting a common underlying mechanism between general word learning and tone sensitivity.
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Abstract: Within the fast-and-frugal heuristics framework several strategies have been proposed to describe how people in-
fer unknown criteria from knowledge stored in memory. An open question is how people select between the set of available
strategies. We build upon previous work that maps environmental structures into mental representations to carve out for each
strategy a cognitive niche, or area of applicability. Based on patterns of occurrences and co-occurrences of objects and facts
in the internet, we predict the probability and latency of retrieval of factual knowledge about these objects. This allows us to
simulate the applicability of different knowledge-based strategies as a function of the distribution of decision relevant informa-
tion in the environment. We conclude that the problem of strategy selection might be restricted when the pattern of information
occurrence in the environment and the resulting accessibility of knowledge about the decision objects in memory are accounted
for.
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Abstract: This research investigated how pseudoscientific, paranormal, and conspiracy beliefs relate to each other. Preliminary
research indicates that holding one type of unsubstantiated belief predicts holding other types of belief (Lobato et al., 2014). We
administered a survey (n=420) asking about belief in specific pseudoscientific, paranormal, and conspiracy claims. We also ex-
amined cognitive predispositions towards analytical and intuitive thinking, open-minded thinking, and ontological knowledge.
Pseudoscientific beliefs were predicted by beliefs about paranormal and conspiracy claims; paranormal beliefs were predicted
by beliefs about pseudoscientific and conspiracy claims; and conspiracy beliefs were predicted by beliefs about pseudoscientific
and paranormal claims. Other individual difference variables were minimally predictive of each kind of belief. However, indi-
viduals predisposed towards intuitive thinking and who made ontological confusions were more likely to endorse paranormal
and conspiracy claims. These results partially replicate Lobato et al. (2014), but provide a more nuanced description of the
characteristics of believers and skeptics.
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Abstract: Emoticons are graphic signs, such as :-)(smiley face), that often accompany textual computer-mediated commu-
nication (Dresner & Herring, 2010). Emoticons are thought to be used to convey emotion (Derks et al, 2007; Wolf, 2000).
Specifically, it is believed that emoticons supplement electronic communication with non-verbal cues, such as those often seen
in face-to-face communication (Lo, 2008). We collected text messages from participants who also rated the messages across a
number of emotional dimensions. We asked a separate group to rate the same messages on the same dimensions. By comparing
when a particular emoticon was used, the emotional qualities of the message as rated by both the sender and reviewer, we aim to
investigate which emoticon is likely to be included in text messages according to emotional intent, and whether this emotional
intent will likely be understood.
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Sara López-Martı́n

Universidad Autónoma de Madrid. Madrid, Spain

Jacobo Albert
Universidad Autónoma de Madrid. Madrid, Spain

Sandra Hoyos
Universidad Autónoma de Madrid. Madrid, Spain

Alberto Sánchez-Carmona
Universidad Complutense de Madrid, Madrid. Spain.

Luis Carretié
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Abstract: This study aimed to identify which ERP are specifically related to response inhibition. Electrophysiological activity
was recorded from 30 subjects, and was submitted to a temporospatial principal component analysis to detect and quantify the
main components associated with response inhibition. A modified go/nogo composed of three types of stimuli (frequentGo,
infrequentGo, and infrequentNogo) was used to dissociate activity related to response inhibition from that related to novelty
processing. InfrequentGo and infrequentNogo trials differed in the type of response (execution vs. inhibition), but not in
their frequency of appearance. Neither the anterior nor the posterior N2 displayed larger amplitudes for infrequentNogo than
infrequentGo trials. By contrast, both the anterior and the posterior P3 showed larger amplitudes for infrequentNogo than for
infrequentGo trials. Present results suggest that P3 plays a key role in motor response inhibition. These findings substantiate
and extend the current evidence and previous findings from our group.
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Topological Relations between Objects Are Categorically Coded
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Abstract: The visual system, like the brain more broadly, relies heavily on categorical representations. It is easier to spot a
visual difference that crosses a category boundary, e.g., between blue and green, or between vertical and oblique. Here we show
that topological relations between objects are similarly categorical. When asked to detect changes between object arrangements,
participants were better at detecting those changes that crossed hypothesized category boundaries, such as ’overlapping’, or
’touching’, compared to equally-sized changes that did not. These effects were magnified at increased memory load, presumably
because this categorization forms a more efficient code. This finding, consistent with previous computational modeling work,
suggests that categorical relations are critical for remembering and comparing complex images.
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Abstract: Students’ beliefs about a subject influence their comprehension and learning of that subject (Ornek et. al., 2008).
Many students consider science as a difficult subject to learn. Therefore, this study explored a new way in helping elementary
children understand abstract science concepts using embodiment, or physically moving their own bodies. Students engaged
in activities that helped them learn about abstract science concepts by physically performing tasks related to these science
concepts. The purpose of this study was to examine the importance and role of embodiment in students’ understanding and
motivation in elementary science learning. The results provide evidence to suggest that embodiment has remarkable potential
to enhance both children’s understanding and motivation in abstract scientific concepts through the use embodiment.
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Inferring causal structure and hidden causes from event sequences
Christopher Lucas
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Kenneth Holstein
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University of California, Berkeley

Abstract: Past research has shown that people use temporal information to detect and discriminate between different causal
relationships and that timing-based causal inferences are modulated by explicit information and domain-appropriate expecta-
tions. Many of these past results suggest that learners make inferences about hidden causes from timing information, but there
have been no systematic studies of the ways in which subtle changes in temporal information can shape inferences about the
presence and nature of hidden causes. We present new results showing that people make nuanced causal inferences when faced
with streams of events, using temporal information to infer the presence of simple generative relationships, independent and
common hidden causes, and causal cycles. Interpreted in a Bayesian framework, these results shed light on the cues and tacit
temporal expectations that people use to make efficient use of temporal information.
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Argument Strength Computation Based on Satisfiability Degree and Agents’
Beliefs
Jian Luo
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Guiming Luo
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Abstract: This paper presents an agent-based argumentation framework. Different from probabilistic, fuzzy and weighted
approaches, this framework considers the strength of arguments and attacks from two aspects: the inner structure of arguments
and the beliefs of agents. A key concept in this framework is the notion of satisfiability degree, which is used to define the
intrinsic strength of attacks and the extrinsic strength of arguments. These two kinds of strengths are combined into the degree
of attack/support. Then, new semantics of this framework are defined and the relation with Dung’s approach is discussed.
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Asymmetry of causal inference in reading
Yingyi Luo
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Abstract: This study investigated how knowledge of causality representations affects the reading in Japanese. In Experiment
1, 24 participants read events presented in cause-to-effect or effect-to-cause order without causal conjunctions. The latter
received longer reading times and more regressions than the former even when probability and predictability were balanced.
Experiment 2 examined whether this reading order effect was derived from a default reasoning asymmetry (i.e., reasoning from
cause to effect is favored over that from effect to cause). We utilized epistemic constructions to explicitly identify the reasoning
direction. Self-paced reading results from 24 participants showed that readers were more efficient when reading cause-event as
the evidence, effect-event as the conclusion vis-a-vis the counterpart, confirming the reasoning asymmetry. However, reading
order effect remained robust, presumably reflecting that causal reasoning is temporally embodied.
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Does tactile softness and hardness alter our acceptance of utilitarian judgment?
Yoshimasa Majima
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Hiroko Nakamura
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Abstract: Present study examines the effect of incidental haptic sensations on acceptance of utilitarian judgment—seeking
greater happiness in exchange for a few victims—under personal and impersonal moral dilemmas. Recently, Nakamura et
al. (2014) indicated that physical coldness reduced empathic concern and facilitated utilitarian judgment in personal moral
dilemma. It is also shown that tactile sensations such as softness and hardness affect our social judgment and empathic feeling
to others. In this experiment, participants palmed either a soft cotton cushion or a hard iron tube while making moral judgments.
Results showed that the hardness did not solely facilitate utilitarian judgment, however sex-tactile sensations interaction was
modestly significant in personal dilemma. Specifically, males seemed to be more utilitarian while palming the iron tube. Results
also showed that males were more utilitarian when they felt the sacrificed individuals were socially distant. Furthermore,
contrary to expectation, high empathic feelings strengthened utilitarian judgment.
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Neural precursors of decisions that matter – an ERP study of the role of
consciousness in deliberate and random choices

Uri Maoz
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Abstract: Neural precursors of voluntary actions appear before subjects report having decided on their behavior, leading
some to dismiss a causal role for consciousness in decision-making. But the voluntary actions studied are typically arbitrary
– bearing no purpose, meaning or consequence. We used EEG to directly compare deliberate and arbitrary decisions in a
donation-preference task. Two NPOs appeared on the left/right of the screen, and subjects pressed the left/right button with
the corresponding hand. In the deliberate condition, subjects’ choices led to monetary donations to the NPOs. In the arbitrary
condition, both NPOs received donations irrespective of the choice. Early left/right ERP differences appeared 1s before the
action only for arbitrary decisions. Following our earlier work, we interpreted these ERPs as reflecting random bias activity dis-
joint from decision-making processes. Our findings challenge previous studies, suggesting that early predictability of voluntary
action does not generalize from arbitrary to more-interesting deliberate decisions.
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Varying Effects of Subgoal Labeled Procedural Instructions in STEM Learning
Lauren Margulieux
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Richard Catrambone
Georgia Institute of Technology

Abstract: This study discusses differences in problem solving performance among different domains presumably caused by the
same instructional intervention. Discpline-based education research (DBER) acknowledges similarities in learners’ cognitive
architecture that allow interventions to transfer among domains, but it also argues that each domain has characteristics that might
affect how interventions impact learning. The present study uses an instructional design technique that had previously improved
learners’ problem solving performance in programming: subgoal labeled procedural instructions and worked examples. The
present study explores the effect of this technique for solving problems in statistics and chemistry. The problem solving
procedures in the three domains have different characteristics. Similarly, each of the three experiments has a different pattern
of results for problem solving performance. This study concludes that subgoal labeled worked examples seem to be equally
effective across the different domains. Subgoal labeled procedural instructions, however, seem to be most effective for more
complex procedures.
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The role of text in scientific reasoning: Priming misconceptions can facilitate
learning
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Abstract: We examined the role of text in learning to replace science misconceptions. Undergraduates’ beliefs about where a
coin falls when dropped by someone walking were assessed. A common misconception is that a coin will fall straight down,
but its forward motion actually continues before it hits the ground. 135 students who expressed this misconception read one of
three passages about the issue. The passages differed in whether the misconception was explicitly stated, only implied, or not
mentioned at all. Past research shows that calling a misconception to the foreground helps people overcome the misconception
(Broughton & Sinatra, 2010). We found a significant difference across conditions, with 86% of those who saw the explicit
misconception, 72% of those who saw the implicit reference to the misconception, and 59% of those who saw no reference to
the misconception correcting their mistake (2(2, N = 135) = 8.22, p = .016).
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Speech and Print: Two Different Communication Media and Implications for
Acquiring Literacy Naturally

Dominic Massaro
University of California, Santa Cruz

Abstract: The linguistic input a child receives in the first years of life is foundational for cognitive and language development.
In a corpus analysis, the vocabulary in picture books was richer and more extensive than that found in child-directed and
even adult-directed speech. The grammar and complexity of these communication media, measured by reading grade level,
indicated that picture books averaged two grades higher than child-directed speech and one grade higher than adult-directed
speech. These differences between written and spoken language can be more adequately described by formal versus informal
genres rather than their oral or written media. Given that the child will read words and grammar not experienced in speech,
these results question the feasibility of the popular view that a child’s reading task is simply to “decode” the written language
into spoken language. A framework of acquiring literacy informally before schooling begins is described and explained.
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Acquisition of perceptual knowledge via information search
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Abstract: Recently, the user interface (UI) has become more important because devices have become complex and give us
excessive information. In this study, we investigated “what users learn” through information search training. We tested the
hypothesis that graphical UI users would acquire perceptual knowledge (the knowledge of the visual features of the display)
rather than structural knowledge (the knowledge of how information is categorized). The results of the experiment showed that
participants acquired little structural knowledge. Further, the computer simulation results indicated that structural knowledge
was inadequate to explain the search patterns observed in the experiment. The model that had perceptual knowledge was better
able to explain the results of the experiment.
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How soon is now? The language of timing in joint activities
Gregory Mills

University of Groningen, Groningen, Netherlands

Abstract: A key problem for models of joint action is to explain how co-ordination is established and sustained. Existing
accounts emphasize the importance of interaction, demonstrating how collaborative feedback leads to more systematized, stable,
and partner-specific referring conventions.

However, in addition to conventionalizing referring expressions, recent work demonstrates how interlocutors also rapidly
establish procedural conventions for resolving sequential and temporal co-ordination problems in the interaction. It is unclear,
however, whether interlocutors associate these procedural conventions with specific conversational partners.

To address this question, we report a collaborative, 3-participant, computer-mediated task which presents participants with
the recurrent co-ordination problem of ordering their actions and utterances into a single sequence. Artificially generated
clarification requests are inserted into the dialogue, that appear, to each participant, as if they originate from either of the 2
other participants. We argue that participants’ responses to these clarifications provide evidence of interlocutors associating
procedural conventions with specific partners.
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Invertible signals: A challenge for theories of communication
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Abstract: We used a novel experimental paradigm to investigate cognitive principles underpinning human communication.
Through a computer game simulating different virtual scenes, pairs of participants sent and interpreted non-linguistic, minimal
signals to achieve common goals. Participants’ signalling and interpretative actions demonstrated both flexibility and sensitivity
to variations in the context of the shared visual scene: the same signal in one context could ‘flip’ its meaning in a new context.
Such ‘invertible’ signals in the lab have their counterparts in patterns of real-world natural language use—from the phenomenon
of enantiosemy (words/phrases that contain their ‘opposite’ meaning) to the pragmatics of satire and irony. But the emergence of
such signals in our experiment challenges both correlational associative and recursive-mentalizing (‘mind-reading’) accounts
of human communication and language. Instead, we point to a pragmatics-central perspective in which what is vital is our
capacity for joint inference and coordination.
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Harmonization effects between a word’s meaning and typography: An
investigation using the visual world paradigm

Kozue Miyashiro
University of Tsukuba

Etsuko T. Harada
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Abstract: We conducted an experiment using two Japanese typographies and sixteen words, having positive/negative emo-
tional valence, to investigate the effects of harmonization between a word’s meaning and typography for harmonized and
ill-harmonized conditions. Four different words - two positive and two negative - were simultaneously presented at the four
corners of a display. Participants’ eye movements were recorded as they search a word on the display after hearing it. We an-
alyzed the gaze duration in each region of the display (target/distractors). In the ill-harmonized condition the target was found
earlier compared with the harmonized condition. However the words were finished reading at same time in both condition. The
results imply that the target and distractors were processed automatically because of the increase in words’ perceptual fluency
due to harmonization, thereby resulting in the delayed finding of the target.
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Language input from child-directed speech and children’s picture books are
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Abstract: Reading to young, pre-literate children is associated with better language and reading outcomes, but the underlying
mechanisms are poorly understood. The goal of this work is to better understand the potential mechanisms. We hypothesized
that vocabulary diversity and sentence complexity might vary between picture books and child-directed speech, and we wanted
to quantify those potential differences. We built a corpus consisting of the text of 100 picture books that caregivers might
read to pre-literate children. We compared the distributions of vocabulary and certain complex sentences of that corpus to
child-directed speech from the CHILDES corpus. We found that picture books contained a higher number of unique word
types for a given number of tokens, and contained a higher proportion of complex sentences. The mechanisms by which shared
book reading may contribute to improved language outcomes is by exposing children to words and sentence structures that they
would not encounter otherwise.
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Cognitive Modeling of Life Story: Reconstructing Our Memories from a Photo
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Abstract: Assuming that photographs accumulated in a personal computer reflect life history of a user, a model of one’s
autobiographical memory could be constructed. Such a model will be useful to support memory problems caused by such as
aging. Based on this idea, we constructed an image recommender system including an ACT-R model. We build the model
using the first author’s private photo library, consisting 3,202 photos. We run a simulation manipulating the activation noise of
declarative chunks. As a result, we found strong influence of the noise on memory retrieval. When the noise level was low,
the model retrieved a few memory items that occurred recently. On the other hand, when the noise level was high, the retrieval
process was like random walk over a memory network. Repeated recalls of old photos occurred. The result suggests a condition
of an ACT-R model enabling a travel into a distant past.
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Abstract: Consciousness’ role in high-level semantic integration is still unclear. Here, we presented masked pairs of images,
which could be unrelated (e.g., a broken plate and an eagle), associatively related (e.g., a broken plate and a fork) or abstractly
related (e.g., a broken plate and a fighting couple). Low-level features of the pairs were controlled for. In each trial, a masked
pair (prime) was followed by a second pair (target) of a similar or different type. When the prime pair was visible, equal
priming effects were found for both associatively related and abstractly related pairs. Yet when primes were rendered invisible,
only associatively related pairs affected target processing. Our findings go beyond previous ones by demonstrating that two
simultaneously presented distinct objects can be unconsciously integrated. Critically however, they suggest a crucial role for
consciousness in processing semantic relations that transcend those of simple categorical associations.
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A Computational Account of Novel Word Generalization
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Abstract: A key challenge faced by children in vocabulary acquisition is learning which of the many possible meanings is
appropriate for a word. The word generalization problem refers to how children associate a word such as dog with a meaning
at the appropriate category level in the taxonomy of objects, such as Dalmatians, dogs, or animals. We present extensions to
a cross-situational learner that enable the first computational study of word generalization integrated within a word learning
model. The model simulates child patterns of word generalization due to the interaction of type and token frequencies in the
input data, an influence often observed in usage-based approaches to underlie people’s generalization of linguistic categories.
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How bookies make your money
Philip Newall
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Abstract: UK bookies (bookmakers) herd geographically in less-affluent areas. The present work shows that UK bookies also
herd with the special bets that they advertise to consumers, both in their shop window advertising and on TV adverts as shown
to millions of viewers. I report an observational study of betting adverts over the 2014 soccer World Cup. Bet types vary
in complexity, with complex types having the highest expected losses. Bookies herded on a common strategy of advertising
special bets on two levels: by almost exclusively advertising complex bet types with high expected losses, and by advertising
representative events within a given complex bet type. This evidence is most consistent with bookies’ advertising targeting a
representativeness heuristic amongst bettors. Bookies may know how to nudge bettors toward larger losses.
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Abstract: In some tasks, children show improved performance when allowed to make choices about task features. We con-
ducted two experiments to examine the nature of this effect on 4-year-olds’ cognitive flexibility. Children completed one of
two conditions of the dimensional change card sort (DCCS), wherein children are asked to sort items by one dimension (e.g.,
shape), and then to switch and sort by another (e.g., color). In the standard condition, children were instructed to switch and
sort by the second dimension after 6 pre-switch trials. In the choice condition, children were additionally allowed to make a
choice before the rule switch (e.g., to touch either a sun or a moon icon). Children’s post-switch performance was significantly
higher in the choice condition than in the instructed condition, indicating that giving children choice can aid their cognitive
flexibility, even if this choice is not task relevant.
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Abstract: To facilitate collaborative tasks that include different but related subordinate tasks, it is important to consider the
consistency and coordination between the objectives of the subordinate tasks (local objectives) and the purposes of the entire
task (global purposes). In this study, we propose a method that alternately propagates local objectives and global purposes dur-
ing a collaboration through interactions using a two-layer model. We investigated the effects of the proposed method on human
stress levels. We conducted an experiment in which we used two types of agents to evaluate the effect. Questionnaires confirm
that the proposed method significantly improved impressions of consistency and naturalness. The results of our electrocardio-
gram analyses confirm that the participants’ stress levels increased throughout the task when they interacted with the traditional
agent. The analyses show the possibility that physiological indices can use to evaluate the collaborative task performance from
the viewpoint of human stress.
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The Effect of the Structural Differences of Concepts on Learning by Drawing
versus Reading Diagrams

Kayoko Ohtsu
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Abstract: Considerable studies indicate that structuring concepts within a diagram enhances learning (e.g. concept mapping),
as opposed to learning by just reading the information. We examine whether the differences in the structure of information
(hierarchical or linear string) affect learning based on the formation and drawing of a diagram. In our experiment, participants
learned a family tree consisting of 6 members (Hierarchical) or the order of 6 participants in a relay race (Linear). While
learning, half of the participants in each condition produced a drawing of the family tree or flow diagram of relay order
(Drawing). In contrast, the other half read presented diagrams and wrote down the names (Reading). The results revealed that
while participants in Hierarchical- Drawing performed better on the post-test than those in Hierarchical-Reading, there was no
difference between the performance of participants in Linear-Drawing and Linear-Reading. That suggests the structural factor
would affect the learning.
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Individual differences in the use of cues during insight problem solving 
 

 

Previous studies indicated that facilitating effects of implicit hints on insight problem solving are not 

universal. To clarify the mechanisms of this variability, the relationship between the use of hints and 

individual differences in personality traits were investigated. Participants engaged in a Remote 

Associates Test in which solution words were subliminally presented in one third of the trials. 

During the test, participant’s pulse rate was measured as an indicator of arousal. After the test, 

participants completed the Big Five personality scale (TIPI-J). The participants’ “extroversion” and 

“openness” were positively correlated with the effect of hints during low pulse rate, whereas they 

were negatively correlated during high pulse rate. These results suggest that solver during low 

arousal could utilize the cues, and their search through the problem space may become broader. 

During high arousal, however, their focus attention may become narrower, and extrinsic cues may 

not be associated with the problem. 
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Individual differences in older adults’ working memory capacity and speed of
using touch interfaces
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Abstract: I examined the effect of the working memory capacity (WMC) of older adult participants on tasks using touch
interfaces, by using an extreme-groups design. Older participants (N = 100) completed a single tapping task and verbal,
numerical, and spatial WMC tasks. To test whether the response time in the single tapping task differed as a result of the WMC,
I performed a 2 x 2 Analyses of Variance with WMC (high, n = 25 /low, n = 25) as the between-subjects factors and the tapping
interface (a touch pen, a finger, or a computer mouse) as within-subject factors. This indicated a significant interaction between
the WMC and the tapping interface. The results suggested that the response time of participants with high WMC was shorter
than the response time of participants with a low WMC, when using a touch pen and a computer mouse interface.
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How did Homo Heuristicus become ecologically rational?
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Abstract: Gigerenzer and colleagues have proposed the ‘adaptive toolbox of heuristics’ as an account of resource-bounded
human decision-making. According to these authors, evolution has endowed such toolboxes with ‘ecological rationality’,
defined as the ability to make good quality decisions in their specific environments. Here we explore to what extent the
mechanisms of evolution alone are sufficient to explain the emergence of ecologically rational toolboxes. It is not clear how
evolution can lead to ecologically rational toolboxes within the space of possible toolboxes. That is, even if one assumes a
very simple environment (e.g., 10 cues and 50 decisions), the number of possible toolboxes (107̂2) is still astronomical. By
using artificial evolution simulations we investigated the evolvability of ecologically rational toolboxes. We present preliminary
results showing that evolution can produce toolboxes of heuristics that are “good enough” to survive, but those toolboxes are
not ecologically rational.
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Abstract: We investigated (1) how focal brain-injured patients describe causal events (causal verb like “push” and the instru-
ment of the action like “the stick”) in speech and co-speech gestures and (2) whether gestures compensate for their impaired
verbalization. 16 left hemisphere damaged (LHD), 16 right hemisphere damaged (RHD) and 14 controls were asked to describe
causal events (22 video clips). The correct use of causal action components in speech and iconic gestures referring to these
actions were coded. Results indicated that LHD patients were less accurate in using both components in speech compared to
RHD and controls. There was no difference in the number of iconic gestures among groups. Yet, LHD patients were more
likely to omit or misuse both components in speech and in gesture than RHD and controls. Particularly, damage to the left
inferior and middle frontal gyrus resulted in problems in both modalities, suggesting conceptual deficits of causality.
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Sex Differences in Virtual Navigation Influenced by Scale, Visual Cues, Spatial
Abilities and Lifetime Mobility
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Abstract: There are mixed findings with respect to individual or gender differences in virtual Morris water maze tasks, which
may be attributed to variations in the scale of the space, the cues provided, and differences in spatial navigation experience
and abilities. We explore the question of scale and context by presenting participants with either a large (146 m) or small (36
m) outdoor virtual Morris maze, along with a measure of lifetime mobility and mental rotation skills. Results of this study
suggest that, for the small-scale environment, males and females performed similarly when asked to navigate with only close
visual cues. However, males outperformed females when only far cues were visible. In the large-scale environment, males
outperformed females in both cue conditions. Additionally, mental rotation abilities predicted better navigation performance
with close cues only. Finally, we found that highly mobile females and males perform equally well when navigating with close
cues.
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Does Learning Magnitude Knowledge help Students Learn Procedural Knowledge
or Vice Versa?
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Abstract: The present study was designed to explore how learning magnitude knowledge and learning procedural knowledge,
with respect to both whole numbers and fractions, might be causally related. Neither magnitude knowledge nor procedural
knowledge is necessary or sufficient for learning the other, and yet, correlations between the two are ubiquitous (e.g., Siegler
& Pyke, 2013). Using correlational data (Structural Equation Models) and accuracy data (Knowledge Space Theory), potential
causal models to describe the data were tested. Structural equation models did not differentiate between learning magnitude
knowledge helping to learn procedural knowledge or vice versa. However, knowledge space model testing models of accuracy
data provides support for the notion that learning procedural knowledge helps learning magnitude knowledge, and evidence
against the reverse notion that learning magnitude knowledge helps learning procedural knowledge.

Key Words: Magnitude; Procedure; Structural Equation Models; Knowledge Space Theory
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Abstract: Finger gnosis and magnitude comparison were examined as predictors of adult numeracy. Previous findings were
extended by (1) controlling for domain-general comparison processes (using a luminance judgment task), (2) controlling for
visuo-spatial memory, and (3) examining the robustness of the relations across different numeracy tests, including exact and
approximate calculations. Control variables were entered in the first step of a multiple regression, with finger gnosis and
magnitude comparison entered as a second step. Finger gnosis and symbolic magnitude comparison predicted unique variance
in adults’ calculation fluency, computational estimation, and Woodcock Johnson calculation scores. The control variables,
luminance comparison and visuo-spatial memory, did not account for significant variance in the numeracy outcomes, nor did
non-symbolic magnitude comparison. These findings suggest that (1) the relation between finger gnosis and numeracy does not
reflect visuo-spatial memory and (2) the relation between magnitude comparison and numeracy reflects number representations,
rather than domain general processes.
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Emotionally mediated crossmodal correspondences affect classification
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Abstract: Crossmodal music-to-color correspondences are mediated by emotion for classical music (Palmer et al., 2013) and
diverse other genres. People tend to choose colors as going best with music when both have similar emotional associations
(e.g., happy-looking colors go best with happy-sounding music). Lower level musical stimuli, including single-line melodies,
two-note intervals, and instrumental timbres show analogous emotional effects, as do music-to-texture associations (Peterson
et al., VSS-2014). Other crossmodal correspondences without emotional mediation (e.g., size/pitch associations) affect clas-
sification performance, modulate motion perception, and influence multisensory integration/perception (Spence, 2011). Do
emotionally mediated crossmodal correspondences also produce such effects? We find that people are slower and/or less accu-
rate at classifying the emotionality of stimuli (e.g., saturated yellow as happy) when simultaneously presented auditory stimuli
are emotionally incongruent (e.g., the sad sound of a clarinet or minor chord) than when it is congruent (e.g., the happy sound
of a piano or major chord).
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Semantic, not positional distances between words affect processing difficulty for
sentences with relative clauses
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Abstract: Linearly organized structures in language are supposed to be easy, while hierarchical information is difficult to
process. Traditional accounts attribute the difficulty of processing hierarchical sentences (the dog the man walks, barks) to
the long positional distances between dependencies (Gibson, 1998). Alternately, linear structures (the man walks the dog that
barks) are easier to process. In a sentence comprehension study, structure (i.e., positional distance between dependencies) was
manipulated (hierarchical versus linear), and congruency between the semantic and the positional dependencies, being either
congruent as in the dog the man walks, barks, neutral, as in the dog the man sees, walks, or incongruent as in the man the
dog walks, barks (barks being syntactically dependent on man, but semantically on dog). The data show that structure did not,
whilst semantic-syntactic congruency did strongly affect comprehension, suggesting a striking new perspective on the cognitive
versus formal complexity of human language.
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Abstract: As children gain knowledge about the world, the organization of their conceptual knowledge becomes increasingly
complex, as reflected by the successive emergence of sensitivity to different types of similarity over the course of development.
At the start, when judging the similarity of two objects, infants rely on perceptual similarity. By age 3, children often make
these judgments based on object co-occurrence, or thematic similarity. Finally, after ages 5-6, children reliably start to prefer
taxonomic similarity. Though these phenomena have been well-studied, they are often explained by reference to separate
mechanisms that are stipulated to come on-line at specific ages. We present a PDP model that learns from the structure of
its environment and exhibits transitions in the relative salience of perceptual, thematic, and taxonomic similarity, as observed
empirically, without any changes in its underlying learning mechanism or training environment.
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How is the result of the categorization process represented?
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Abstract: How is the outcome of the categorization process represented? This question has gone virtually unaddressed. A
notable exception is Barsalou (2012) which proposes that categorization results in a type–token predication, whereby the type
representation (e.g. DOG) is predicated of the token representation of the categorized individual (e.g. Fido). Another is
Jackendoff (1983) which proposes that categorization results in a token representation being related to the type representation
via a two-place IS-AN-INSTANCE-OF function. Despite important differences, both proposals assume that type and token
representations are extrinsically related to one another. This contrasts with recent research (Prasada & Dillingham, 2009;
Prasada, 2013) which makes use of instance-of-kind representations in which type and token are intrinsically related. This
poster identifies theoretical and empirical implications of the two approaches for representing the output of categorization, and
argues that these favor the instance-of-kind representations.
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Phonetic abilities of walking and crawling infants
Gina Pretzer

University of California, Merced, Merced, California, USA

Anne Warlaumont
The University of California, Merced, Merced, CA, USA

Eric Walle
University of California, Merced, Merced, CA, United States

Abstract: Infants undergo a series of dynamic changes during the first year of their life, starting at nearly complete depen-
dence upon others for all functions, culminating with the ability to self-transport and rudimentarily converse around the age
of 12 months. Previous research indicates an interaction between walking and expressive and receptive language develop-
ment. Given that phonology underlies expressive language production, in this study we are exploring potential relationships
between locomotion and phonological development by examining phonetic inventories of age-matched peers who are walking
or crawling. We are transcribing canonical utterances from high-volubility samples taken from daylong home audio recordings
of 18 English-learning infants. Various phonetic features of the infants’ productions are compared across locomotor groups, in
search of an interaction between phonological and locomotor development. This work is informing our understanding of the
mechanisms through which locomotor and language development are interrelated.
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Implicit learning in dynamic decision making: A glass-box approach
Sylvain Pronovost

Laval University, Quebec City, QC, Canada

Marie-Ève St-Louis
Laval University, Quebec City, QC, Canada

Daniel Lafond
Thales Research & Technology (TRT) Canada

Jean-François Gagnon
Laval University, Quebec City, QC, Canada

Sébastien Tremblay
Laval University, Quebec City, QC, Canada

Abstract: Although simulations can be useful tools to train dynamic decision making (DDM) skills, studies show that mere
practice with simulated environments leads to limited improvements in performance. Simulated environments often show little
or no transparency about the underlying structure. Making information about the system and the consequences of decisions
available to users has been found to enhance learning. We tested a glass-box approach using highly interactive feedback tools to
support implicit learning in a 3-hour DDM training session. Ninety participants were assigned to either the control (no training)
or implicit learning condition. While performance on the training scenario improved over time, learning took place mostly in
the beginning of the training session, and final performance remained far from optimal. Performance in the training scenario
was positively correlated to performance in a test scenario. However, implicit learning did not improve performance on the test
scenario compared to the control group.
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An ERP study of syntactic anomaly processing in Mandarin sentences
Zhiying Qian

University of Illinois at Urbana-Champaign

Susan Garnsey
University of Illinois at Urbana-Champaign

Abstract: The present study addresses (1) whether Chinese classifier-noun integration is syntactic or semantic in nature, and (2)
whether the Anterior Negativity in brainwaves is a separable component indexing automatic morphosyntactic processing (Ha-
goort, 2003) or instead results from overlapping N400 and P600 components (Tanner, 2014). In Chinese, classifiers (e.g., a sheet
of) must be used whenever any noun is quantified or specified and must be congruent with noun meaning. Thirty-three Mandarin
speakers read 120 sets of sentences that manipulated classifier-noun congruency (There is a machine-like-classifier/sheet-like-
classifier computer on the table) and classifier presence (a machine-like-classifier computer vs. *a computer). A larger N400
component in the incongruent condition suggests that classifier-noun integration is primarily semantic. In the classifier-absent
condition, a P600 was observed during the first half of the experiment but that diminished during the second half and an apparent
Anterior Negativity emerged, suggesting that readers changed their processing strategy over time.
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Emotion and Morality: The Main Factors In Moral Judgment and Moral
Behaviour

Nalini Ramlakhan
Carleton University , Ottawa

Abstract: This research project has two parts. First, I argue that empathy is not necessary and not sufficient for morality. I
use autistic individuals and individuals who suffer from psychopathy as my primary examples to show that empathy is not a
significant source of morality. I review the literature in moral psychology and emotion research to show that emotions other
than empathy, primarily disgust, are responsible for morality. Second, I provide initial findings from my meta-analysis to show
which emotions are most prominent in moral judgment and moral behaviour.
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Yes, No, Maybe So: The Effect of Ambiguity, Falsification, and Confirmation on
Re-Categorization

Jared Ramsburg
University of Illinois at Chicago

Stellan Ohlsson
University of Illinois at Chicago

Abstract: Researchers argue that dissatisfaction with a misconception is a prerequisite for adopting an alternative conception
and that having clear feedback aids learning. The present study investigated the importance of ambiguity (having response
options that support both the misconception and target learning category), falsification, and category induction opportunities
when overriding a prior conception in favor of a new conception. The results suggest that ambiguity and direct falsification
opportunities may aid in learning more than having both direct falsification and induction opportunities, which may be better
than ambiguity and providing induction opportunities without direct falsification. Ambiguity may improve learning when
coupled with falsification opportunities. Implications are discussed.
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The Social Evolution and Communicative Function of Noun Classification
Michael Ramscar

University of Tübingen, Tübingen, Germany

Melody Dye
Indiana University

Petar Milin
University of Novi Sad

Richard Futrell
Massachusetts Institute of Technology, Cambridge, MA, USA

Abstract: A central goal of typological research is to characterize linguistic features in terms of both their functional role and
their fit to social and cognitive systems. One longstanding puzzle concerns why certain languages employ grammatical gender,
which assigns nouns to distinct classes and marks neighboring words for agreement. While historically noun classification
has been viewed as a useless ornament with little apparent rhyme or reason, there is an accumulating body of evidence that
native speakers use determiners to guide lexical access. Here, we compare the communicative function of gender marking in
German (a deterministic system) to that of prenominal adjective use in English (a probabilistic one), finding that despite their
differences, both systems efficiently smooth information over discourse, making upcoming nouns more equally predictable in
context. We hypothesize that evolutionary pressures may favor one system over another on account of how easy they are for
children and adults to acquire.
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Sensitivity to communicative norms when deceiving without lying
Keith Ransom

University of Adelaide

Wouter Voorspoels
University of Leuven, Leuven, Belgium

Amy Perfors
University of Adelaide

Daniel Navarro
University of Adelaide

Abstract: Much of our interpersonal communication conforms to Gricean-style norms governing the truthfulness, informative-
ness and relevance of the information exchanged. But we also experience untruthful, uninformative, and misleading commu-
nication when these norms are violated. How do people draw upon this experience when attempting to conceal the truth? We
introduce a computational model which predicts how people should best conceal the truth when required to reveal information
to another (and lying is not an option). We argue that when placed in such situations, people will take into account the other’s
expectations of whether Gricean norms apply. This notion is incorporated in our model, which we test with an experiment
that manipulates people’s assumptions in this regard. Results show that revealing informative but misleading information is
an acceptable strategy when the other expects cooperation; otherwise, being uninformative is overwhelmingly preferred. We
analyse how our model and alternatives account for these results.
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Modeling the Role of Hippocampus in Extinction and Spontaneous Recovery
Jeffrey Rodny

University of California, Merced

David Noelle
University of California, Merced

Abstract: The ability of animals to learn complex tasks from reward is still not fully understood. While models of such rein-
forcement learning exist (e.g., Sutton & Barto 1990), it is unclear how these models might reflect the functioning of biological
neural networks. One recent model has shown how networks of spiking neurons can model reinforcement learning in animals
(Chorley & Seth 2011), however, it and the existing models of animal behavior do not fully account for learning phenomena
such as extinction, spontaneous recovery, and gradual extinction (Gershman et al. 2013). Interestingly, the model’s failures in
extinction and spontaneous recovery are the same as those of rodents with hippocampal lesions (e.g., Kimble & Kimble 1970),
suggesting that adding a spiking model of the hippocampus will better model these phenomena. We present data on the original
model’s performance in learning, extinction, and spontaneous recovery, and we explore modifications to better capture these
phenomena.
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Cultural consensus modeling of Tibetan Buddhist concepts in cognitive science:
Enhancing cross-cultural science education through mutual understanding

Michael Romano
Emory University

Geshe Dadul Namgyal
Emory University

Tsondue Samphel
Emory University

Carol Worthman
Emory University

Abstract: The Emory-Tibet Science Initiative (ETSI), a two-way exchange between Western science and Tibetan Buddhism, is
a partnership between Emory University, the Dalai Lama, and the Library of Tibetan Works and Archives in Dharamsala, India.
ETSI is a comprehensive 6-year science curriculum being implemented at Tibetan Buddhist monasteries in India, representing
the most significant change in 600 years for the Tibetan Buddhist monastic curriculum. This two-way exchange between science
and Buddhism offers potential for mutual enrichment leading to new discoveries. Yet a cross-cultural challenge exists between
science faculty and monastic students in teaching and learning science, as both traditions can hold quite different understandings
of fundamental concepts, including sentience, awareness, attention, and perception. Using cultural consensus modeling, we
estimate Tibetan Buddhist concepts of core cognitive science constructs and compare them with Western scientific definitions.
Results can enhance cross-cultural science education by supporting faculty in understanding students’ cultural concepts, and
vice versa.
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Influence of High and Low Groove Music on Postural Sway Dynamics
Jessica Ross

The University of California, Merced, Merced, CA, USA

Anne Warlaumont
The University of California, Merced, Merced, CA, USA

Lillian Rigoli
The University of California, Merced, Merced, CA, USA

Ramesh Balasubramaniam
The University of California, Merced, Merced, CA, USA

Abstract: Standing balance control relies on multisensory feedback, but little is known about the influence of periodically
varying sounds on this process. The level of sensorimotor activation has been shown to be highly correlated with the concept
of musical groove. We presented musical stimuli with high and low groove ratings to participants (N=40) as center of pressure
(CoP) was recorded using a force platform. We found an effect of groove on radial sway in both non-musician and musician
groups, with the high groove condition accompanied by the least amount of sway. Further analysis revealed a stronger corre-
lation between musical events and postural sway deviations in the high groove condition when compared with the low groove
condition, providing support for auditory-motor entrainment in postural sway. Our results show that periodicity in music can
reduce sway variability in standing balance, possibly due to involuntary motor entrainment.
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Asking useful questions: Active learning with rich queries
Anselm Rothe

New York University

Brenden Lake
New York University

Todd Gureckis
New York University

Abstract: Recently, both psychology and machine learning have explored the ability of learners to ask questions. However,
much of this work has focused on a single type of question: a “label query”. When making a label query, the learner selects an
unfamiliar (unlabeled) item and requests a label for it (e.g., ”What is this?”). We hypothesized that people often prefer much
richer types of questions (e.g., feature queries: “Is this feature relevant?”, demonstration queries: “Can I see an example of a
ladybug?”, etc.). To study this behavior, we had people play a simple game where they generated natural language questions to
determine a hidden configuration of objects. We compute the normative value of these rich questions as measured by model-
based analyses (e.g., information gain). A second experiment evaluates the ability of human observers to judge this value when
the demands of question generation are removed.
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Brain activities related to target- versus trajectory-based strategies in
visually-guided movement control: A functional MRI study

Je-Kwang Ryu
Seoul National University

Hee Sun Eum
Seoul National University

Kyoung-Min Lee
Seoul National University

Abstract: Previous studies on movement control modulated target size or distance in order to investigate the mechanism
underlying control strategies. While these elucidated the contribution of targets in the control, how trajectory itself influences
movement strategy has received little attention. Here, using event-related fMRI, we examined neural processes of trajectory-
based movement control as well as those of target-based control; we manipulated the focus of movement control by varying
the size of a target (target-based control) or the window through which the movement had to pass (trajectory-based control).
The brain activation maps showed that the increase in task difficulty with target-based control was associated with greater
activation at right parietal and ventrolateral occipital regions, while that with trajectory-based control was correlated with more
extensive activation at medial frontal and ventromedial occipital regions. These differential brain activities indicate that the
neural mechanisms for target selection and trajectory control are distinct during visually-guided movements.
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Accuracy and awareness of image veracity in human perceptions of manipulated
and unmanipulated images

Caldwell Sabrina
The Australian National University

Gedeon Tamás
The Australian National University

Jones Richard
The Australian National University

Copeland Leana
The Australian National University

Abstract: To investigate accuracy and awareness of human perceptions of image manipulation, we examined 80 participants’
verbal reports of image manipulation in 14 manipulated and unmanipulated images, and compared these responses to data
recordings of their eye movements. We found that in aggregate participants achieved only 56.0% success in correctly identifying
whether images have been manipulated or not in verbal responses. Examination of participant eyegaze recordings shows that
in some cases the participants’ eyegaze fixates on the manipulated elements of images although they fail to report this verbally,
indicating that they may perceive the manipulations at a non-conscious level.
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Individual Differences in Base-rate Neglect: A Computational Dual Process Model
Carlos Salas

University of Illinois at Chicago

Tim Sparer
University of Illinois at Chicago

Sabrina Velez
University of Illinois at Chicago

Thomas Griffin
University of Ilinois at Chicago

Abstract: Dual-process theories (DPT) of cognition posit that performance differences in reasoning stem from an interplay
between heuristics-based processing (i.e., System 1) and more controlled, rule-based processing (System 2). Emerging evi-
dence suggests that solving classic base-rate problems via Bayesian inference depends on adequately inhibiting the prepotent
representations elicited by System 1 (De Neys, 2014). We propose that DPTs may benefit probabilistic models of reasoning by
providing a framework on which to map individual difference predictions (e.g., how inhibitory capacity, prior knowledge, and
motivation influence adherence to probabilistic rules). We present a dual-process computational model that implements various
normative (i.e., Bayesian) and non-normative rules, which in turn are probabilistically fired based on a functional relationship
between relative (de)activations of each system and variability in agents’ inhibitory capacity and motivation. Simulation results
map onto behavioral data and replicate a variety of base-rate performance patterns, including base-rate neglect.
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Inference, Not Dilution in the Dilution Effect
Adam Sanborn

University of Warwick

Takao Noguchi
University College London

James Tripp
University of Warwick

Neil Stewart
University of Warwick

Abstract: When asked to combine two pieces of evidence, one diagnostic and one non-diagnostic, people show a dilution effect:
the addition of non-diagnostic evidence dilutes the overall strength of the evidence. This non-normative effect has been found in
a variety of tasks and has been taken as evidence that people inappropriately combine information. We investigated the dilution
effect using simple perceptual stimuli but unlike in previous work we asked participants to judge likelihoods ratios, allowing us
to assess not just ordinal relationship between judgments but also whether each individual judgment was accurate. We found
the dilution effect, but surprisingly it was not due to inaccurate combination of diagnostic and non-diagnostic information.
People were accurate at judging diagnostic evidence combined with non-diagnostic evidence, but overestimated the strength of
diagnostic evidence alone. We explain this within-participants dilution effect as the result of inference about missing features
rather than incorrect combination of information.

2982



Giving dyads the silent treatment: Anticipatory joint action and the need for
external action feedback

Daniel Schloesser
Illinois State University

Jiuyang Bai
Illinois State University

Jerome Scott Jordan
Illinois State University

Abstract: Participants pressed computer keys to keep a moving dot stimulus within a rectangle, either alone or with a partner
they could neither see nor hear. Pressing the A-key or L-key caused the dot to move right or left, respectively, for as long as
the key was pressed. Switching between the A and L keys (i.e., turning) proved challenging: concurrently pressing both keys
made the stimulus move upward, while pressing neither key made it move downward. Individuals performed better than dyads
because they turned the dot near the edge of the rectangle and let it coast back and forth within the rectangle. Dyads turned the
dot in the middle of the rectangle because they pressed their buttons as quickly as possible. These findings support the assertion
that pairs require external feedback regarding the other’s actions during tasks necessitating anticipatory actions (Knoblich &
Jordan, 2003; Van Der Wel, Knoblich, & Sebanz, 2011).
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Apple, pomme, manzana: Productive vocabulary and cognitive flexibility in
bilingual preschoolers

Christina Schonberg
University of California, Los Angeles

Natsuki Atagi
University of California, Los Angeles

Catherine Sandhofer
University of California, Los Angeles

Abstract: Little is known about how the experience of being bilingual and speaking two languages leads to advantages in
cognitive control and flexibility (e.g., Bialystok & Martin, 2004). This study investigated productive vocabulary and knowledge
of translation equivalents (TEs) as possible mechanisms underlying the bilingual advantage in cognitive flexibility and control.
Spanish-English bilingual two-year-olds performed the Reverse Categorization Task (RCT; Carlson et al., 2004), which requires
cognitive flexibility and control. Each child’s caregiver also completed the MCDI for English and Spanish to obtain a measure
of each child’s productive vocabulary and knowledge of TEs. Correlation analyses showed that performance on the RCT was
significantly correlated with productive knowledge of TEs but not cognates. These findings suggest that the experience of
producing different words with the same meaning in two languages, as well as choosing between those words, may be an early
mechanism underlying the bilingual advantage in cognitive control.
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The Effect of Spatial Representations on Discounting Rates
Andrea J. Sell

California Lutheran University, Thousand Oaks, CA, USA

Terry Spehar-Fahey
California Lutheran University, Thousand Oaks, CA, USA

Michael Gagliardo
California Lutheran University, Thousand Oaks, CA, USA

Abstract: Prior research suggests that discounting rates– how much interest a person requests for waiting a period of time
before collecting benefits– are influenced by perceptions of time. Other research, however, suggests people understand time via
spatial representations. Thus, the current research examined whether underlying spatial representations of time influence these
rates. Interest rate preferences were assessed twice over a semester from forty students in either art or cognition courses after
drawing a picture with perspective or no perspective. Results revealed that drawing pictures without perspective led to higher
average interest rates than drawing pictures with perspective. Additionally, there was an interaction of session and course;
cognitive students’ rates increased substantially over time, while art students (i.e., students with practiced spatial represen-
tations) did not show this effect. These results are a preliminary step in suggesting that spatial priming can affect temporal
representations, which in turn change discounting rates.
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The effect of empathy on comprehension and attitude in text reading
Hideaki Shimada
Shinshu University

Abstract: This study investigated the effect of empathy in text comprehension. After 89 university students read a document
which described how to write an educational practical report, they took a comprehension test and responded on the following
scales: parallel empathy, reactive empathy, subjective comprehension, and attitude. In the framework of dual-process theory,
parallel empathy depends on system 1 while reactive empathy is controlled by system 2. As a result, the mean comprehension
test score in the condition in which students read the document describing only procedure and some cautions was higher, but
the mean reactive empathy score was lower than that in the condition in which students read the document including empathic
episodes of the author with illustrations, in addition to the procedure and cautions. An analysis by structural equation modeling
with previous data suggested that adding empathic episode disturbed text comprehension, but enhancing empathy promoted
subjective comprehension and attitude change.
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Decreasing Music Familiarity Increases Incorporation of Music Themes in a
Generation Task

Cynthia Sifonis
Oakland University

Jonathan Saulter
Oakland University

William Fuss
Oakland University

Abstract: We examine whether the familiarity of thematic music affects the degree to which concepts associated with the music
are activated after listening to the music and subsequently affect generation task performance. In two experiments, participants
listened to one of two excerpts of war-themed music varying in familiarity either before or after completing Amabile’s (1985)
American Haiku task. Haikus were examined to determine the degree to which concepts associated with the music were affected
by music familiarity. Experiment 1 demonstrated that associated music concepts for both familiar and unfamiliar music were
included in the haiku at equal rates when the music was listened to prior to writing the haiku. Experiment 2 demonstrated
that listening to moderately familiar rather than unfamiliar music before the haiku task resulted in more music associates being
included. Explanations of how familiarity and other factors affect incorporation of war-themed music concepts into the haiku
will be discussed.
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Contextual determinants of category-based expectations during single-word
recognition
Francis Smith

University of Iowa

Danielle Reece
University of Iowa

Padraic Monaghan
Lancaster University

Morten Christiansen
Cornell University

Thomas Farmer
University of Iowa

Abstract: Highly predictive sentential contexts can facilitate the generation of expectancies for low-level physical form-based
properties of upcoming linguistic input. When contextual information (such as words in a sentence) constrains upcoming input
to a specific syntactic category, words with category-typical physical form-based properties are processed more quickly than
category atypical words. We aim to determine whether expectancies for grammatical category can be induced in experimental
paradigms where words are presented in isolation. We demonstrate that properties of the stimuli to which participants respond
can facilitate, through experience with the task, the generation of category-based expectancies. When all words were nouns,
participants were more accurate on lexical decision and category judgments when targets possessed category-typical form-based
features. When words from multiple categories were present, however, the typicality effect disappeared, suggesting higher-level
expectancies can be induced without sentential context and modulate the effects of lexical- and form-based properties of words.
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Distributed Cognition in the Age of Distributed Systems
Ethan Soutar-Rau

Simon Fraser University, Burnaby, British Columbia, Canada

Brian Fisher
Simon Fraser University

Abstract: In parallel with the development of the theory of distributed cognition, the study of distributed computing has pro-
gressed rapidly. This research has both been driven by pragmatic insights into the practicalities of coordinating computational
processes and resulted in formal theories of distributed systems. We believe that advances in distributed computation research
can be used to refine understanding of distributed cognition by establishing new metrics for evaluating cognitive systems and
new methods for modeling cognitive ecologies. To illustrate this we revisit classical distributed cognition scenarios from a
distributed systems perspective.
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Alien Bacteria Found on Mars! A Model of Conceptual Change using the
Re-categorization Paradigm

Tim Sparer
University of Illinois at Chicago

Jared Ramsburg
University of Illinois at Chicago

Carlos Salas
University of Illinois at Chicago, Chicago, IL, United States of America

Stellan Ohlsson
University of Illinois at Chicago

Abstract: Many conceptual change theories posit that change occurs due to a variety of cognitive, social, and emotional
factors (Dole & Sinatra, 1998; Ohlsson, 2011), however, few theories have tested these claims via computational models of
conceptual change. In this paper, we present a hierarchical Bayesian model that addresses change processes and their effects
on re-categorization, a form of concept change. Human data from a study using the re-categorization paradigm (Ramsburg &
Ohlsson, 2013) are compared to the computational model. The structure of the human data suggests the ‘non-monotonic’ nature
of conceptual change (Ohlsson, 2011) as indicated by the best-fit learning curves. For several such curves, model comparisons
suggest good fits between the computational simulations and human data. The nonlinear form of the model’s update functions
lends additional support to concept change as a non-monotonic process. The model is discussed as a “proof of concept” for
future conceptual change modeling endeavors.
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Introducing the Cognitive Systems Institute Group
Jim Spohrer

IBM

Abstract: The Cognitive Systems Institute Group (CSIG) is a relatively new initiative of IBM Global University Programs to
better link IBMers and the cognitive systems community around grand challenge problems in cognitive science and artificial
intelligence. For example, the mission of the CSIG is to augment and scale human expertise with cognitive assistants for all
occupations in smart service systems. This poster will introduce CSIG and invite the CogSci community to help shape its
evolution.
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The spiral of anxiety: a cognitive account
Nisheeth Srivastava

University of California San Diego, La Jolla, CA, USA

Abstract: We present a series of propositions that explains why people find sitting quietly in a dark room strongly aversive
(Wilson et al., 2014).

(i) Conflict-monitoring is an essential cognitive function; likely performed at the level of information processing conflicts
(Botvinick et al, 2001) (ii) Memory is sensitized to processing conflicts; if a conflict has not been resolved in real-time, it
is recalled when the mind is disengaged (iii) This is mind-wandering (Smallwood et al, 2003) (iv) Since mind-wandering
privileges conflict recall for resolution, and resolving conflicts requires effort, mind-wandering becomes aversive (v) To avoid
mind-wandering, a common strategy is to increase intensity of activity, so mind has no time to wander (vi) But increasing
density of activity increases the number of possible information conflicts, which further deepens aversion to sitting quietly (vii)
This is anxiety

Understanding the cognitive mechanics of this spiral of anxiety may help break it
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Topological Dependence of Rate Code Stability
William B. St. Clair

Cognitive and Information Sciences; University of California, Merced

David C. Noelle
Cognitive and Information Sciences; University of California, Merced

Abstract: How does network topology affect neural coding? We approached this question with a large parametric study
simulating clustered network topologies of cortical excitatory spiking neurons with inhibitory interneurons, while taking into
account variance in axonal length and spike propagation times. To evaluate the stability of rate coded information, we systemat-
ically varied within cluster conduction delay means, variances, and connection densities, as well as between cluster conduction
delay means, variances, and connection densities. Networks received rate coded stimulation from one cluster, and we varied
frequency and spike jitter of this input. Networks contained 960 excitatory and 240 inhibitory neurons, divided evenly between
6 recurrently connected clusters. We found that variances of inter-spike intervals in the presence of rate coded stimulation
were greatly increased with the introduction of even small variances in between cluster conduction delays and by changes in
inter-cluster and within-cluster connection density, identifying topologies that resist stable rate coding.
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Is the listener really listening? Exploring the effect of verbal and gestural speaker
cues on backchanneling.

Matthew Stave
University of Oregon

Eric Pederson
University of Oregon

Abstract: It is well known that listeners of probably all languages give verbal and non-verbal signals, called backchannels,
to their interlocutors. However, it is not well understood what drives listeners to backchannel. To what degree are they an
indicator of listener attention? Are backchannels semantically motivated, performed when the message has been parsed and
comprehended? Or are they automatic responses triggered by overt cues from the speaker (such as eye contact, gestures, or
prosodic information), requiring minimal comprehension?

An important first step in answering this question is identifying what overt speaker cues trigger backchannels, and to what
degree. This preliminary study looks at storytelling data from conversational dyads. We find that the speaker cue most likely to
‘successfully’ trigger a backchannel is making eye contact. Interestingly, however, other cues are more likely to trigger different
kinds of backchannels: gestural cues trigger more head nods, while prosodic cues trigger more verbal backchannels.
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Learning with Concrete and Virtual 

Manipulative Models: Are Models Scaffolds or Crutches? 

by 

Andrew T. Stull and Mary Hegarty 

Department of Psychological & Brain Sciences 

University of California, Santa Barbara 

The development of representational competence was investigated by using 3D (concrete 

and virtual) models as feedback in teaching organic chemistry students to translate 

between 2D diagrams.  In two experiments, students translated between diagrams of 

molecules and received verbal feedback in one of three intervention conditions: with 

concrete models, with virtual models, or without models.  Learning was measured in 

three posttests (with models, without models, and after a 7-day delay).  Virtual models 

had either low (Study 1) or high (Study 2) congruence between actions performed with 

the input device and resulting movements of the virtual model.  In terms of learning 

outcomes, model-based feedback was superior to verbal-feedback alone, models 

functioned as a scaffold rather than as a crutch, and learning with model-based feedback 

was resilient over a 7-day delay.  Finally, concrete and virtual models were equivalent in 

promoting learning, and action congruence did not affect learning. 
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Real-world implementation of Newcomb’s thought experiment, using
mouse-tracking techniques

Maryam Tabatabaeian
University of California Merced, merced, California, United States

Shaun Pilkington
Interset

Rick Dale
University of California, Merced

Abstract: Newcomb’s paradox is a famous thought experiment in the field of decision theory. There are two paradoxical, yet
“rational”, strategies to approach this decision-making problem. We addressed this debate by testing the paradox in a real world
experiment. Analyzing participants’ mouse movements allowed us to reveal the internal cognitive dynamics of their thought
process during the task explanation as well as the actual decision. This knowledge of internal processes helped us to accurately
(73%) predict their decision before it was made. Moreover, the consistency of mouse movements before and during the actual
decision significantly interacted with RT. This suggests that subjects were revealing their indecision in the mouse movement,
and that this indecision weighed on both possibilities. This work has implications for exploring human decision-making, as
well as predicting consumers’ choice in online setups.
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Activation and Rejection of Irrelevant Meaning in Simile Sentences
Tomohiro Taira

Osaka City University

Abstract: This paper discusses the processing of topic meaning in metaphor comprehension, which consists not only of the
acceptance of metaphor-relevant meaning but also the rejection of metaphor-irrelevant meaning. Our study examined the rejec-
tion process of topic word (e.g., “lawyer”) that include an irrelevant meaning (e.g., “helps people”) in metaphor comprehension
(e.g., “a lawyer is like a shark”) using a priming paradigm and meaningfulness decision task: an experimental study reveals that
the metaphor-irrelevant meaning is activated prior to the rejection process of the irrelevant meaning in metaphor comprehension.
Our results suggest that the processing of metaphor-irrelevant meaning is composed of two different stages.
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Imagine That: The Relationship between Imagery Measures and Imagery Types
Margaret Tarampi

University of California Santa Barbara, Santa Barbara, CA, USA

Boris Khanukayev
University of California Santa Barbara, Santa Barbara, CA, USA

Rebecca Schaefer
University of California Santa Barbara, Santa Barbara, CA, USA

Abstract: Imagery is an important feature of mental simulation, which is central to human cognitive functions from decision
making to joint action to language production. Imagery is often used as a mental rehearsal strategy in areas of expertise, such as
music, athletics and surgery, but also in movement rehabilitation. Individual imagery abilities may vary by general, modality-
unspecific imagery capacity, as well as by imagery types. Within the literature, multiple tests have been used to measure imagery
ability in various modalities such as visual, auditory, motor and spatial imagery. Participants (n=301) completed common
imagery questionnaires (MIQ3, VMIQ2, BQMI, VVIQ, MASMI, OSIVQ, BAIS, CAIS). Findings suggest that greater reported
dance, video game or music experience is related to increased kinesthetic, spatial or auditory imagery ability respectively.
Other individual differences were found across subscales of the same modality, suggesting issues with reliability between
questionnaires. Further factor analyses may reveal commonalities between imagery types.
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Does prior knowledge reveal cognitive and metacognitive processes during
learning with a hypermedia-learning system based on eye-tracking data?

Michelle Taub
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Roger Azevedo
North Carolina State University, Raleigh, North Carolina, United States

Abstract: Self-regulated learning (SRL) can be measured in different ways (e.g., eye-tracking) and can be impacted by individ-
ual differences (e.g., prior knowledge) as college students learn with MetaTutor, an intelligent hypermedia system. In this study
(N = 30), we examined fixation and duration data on interface-related areas of interest (AOI)-pairs as indicators of cognitive and
metacognitive SRL strategies, and whether the frequencies of fixations and proportion of time spent on these AOI-pairs differed
between prior knowledge groups. Results indicated that high prior knowledge learners selected significantly more cognitive
(e.g., summarize) SRL strategies than learners with low prior knowledge. Additionally, learners with low prior knowledge spent
a significantly higher proportion of time engaging in help seeking behavior, compared to high prior knowledge learners. These
results have implications for designing advanced learning technologies capable of detecting real-time eye-tracking data used to
adapt to fluctuations in learners’ SRL processes and foster effective learning.
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Perceptual Learning with Adaptively-triggered Comparisons
Khanh-Phuong Thai
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Abstract: Recent research has shown that learning technology combining adaptive and perceptual learning (PL) methods can
improve pattern recognition, transfer, and fluency in complex learning domains (e.g., Mettler & Kellman, 2014). Both classic
research and recent work suggest the benefit of paired comparisons in PL, but no previous work has used adaptive techniques
to trigger comparisons. We asked whether PL can be enhanced by adaptively triggered comparison trials, in which erroneous
responses led to comparisons designed to distinguish confusable categories. Undergraduates learned to interpret basic patterns
from electrocardiograms (ECGs) with either: (1) adaptive PL based on single category exemplars, (2) adaptive PL combined
with adaptively triggered comparisons, (3) adaptive PL combined with non-adaptive comparisons. Results showed strong learn-
ing in all conditions. Comparison conditions produced the strongest learning gains and showed smaller performance declines
over a one-week delay. The results also suggested that adaptively triggered comparisons may enhance training efficiency.
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A Foreign Language Effect or a Language Proficiency Effect?
Paul Thibodeau
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Aliya Tuzhilin
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Nupur Agrawal
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Abstract: Recent work suggests that people think more systematically when using a second language because second lan-
guages are less automatic or emotionally valenced. Here, we use a different population (from India) to further investigate this
possibility. We also test whether nuanced factors like language proficiency, usage context, and age of acquisition affect the
degree to which people show a foreign language effect. We do not find a strong difference between native and second language
speakers. However, we do find a more nuanced effect of language proficiency: people who are more proficient in the target
language show more loss aversion. We also find that proficient English speakers are more willing to take on risk in both exper-
iments, suggesting that English, itself, may lead people to think differently – possibly because it is a highly agentive language
or because it is associated with individualistic cultural values.

3001



Multiple Strategies in Conjunction and Disjunction Judgments: Most People are
Normative Part of the Time

James Tripp
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Takao Noguchi
University College London

Abstract: Do people use a single strategy or sample from multiple strategies when estimating the conjunction and disjunction
of two independent events? Here we address this tension directly by comparing individual level Bayesian simulations of
multi and single strategy models using data from a frequency estimation experiment. Participants were shown two statements
describing attributes and asked to estimate how many people had either one attribute, conjunction, or disjunction of attributes.
In our Bayesian simulations we compare models in which participants either adopt a single strategy or sample from a set of
strategies when forming estimates of both conjunctions and disjunctions. We compared every permutation of models in which a
participant is responding based on a single component, a weighted average of the two events, probability theory, or combination
of strategies. Our findings show that people sample from multiple strategies and are sampling from the normative strategy some
of the time.
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The differences of semantic features between Chinese concrete, abstract, and
emotional concept

Yueh-Lin Tsai
National Cheng Kung University, Tainan, Taiwan

Chi-Lin Yu
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Yong-Ru Hsiao
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National Cheng Kung University, Tainan, Taiwan

Abstract: Previous studies have investigated the differences between concrete concepts and abstract concepts. Nevertheless
there’s still no research probing emotional words to that font. The concepts behind emotional words have both affective and
cognitive components, hence emotional concepts might have unique pattern of semantic properties. The present study then
strives to compare the semantic properties of the three kinds of concepts. Concrete, abstract, and emotional words were
selected, and participants had to report the property freely. Collected properties were categorized according to the semantic
frame proposed by Wu and Barsalou (2009), and distributions of properties across three kinds of concepts were examined.
It was found that the introspective types of word property reveal most dominant for emotional words. In contrast, concrete
concepts were reported with more entity properties. Further research can explore different semantic properties within category
in order to delineate the semantic continuity and boundaries of human concept structure.
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Which Algorithms Can and Can’t Learn Identity Effects in Phonological
Grammars
Paul Tupper

Simon Fraser University

Abstract: Suppose you are told that in an alien language the strings AA, MM, DD, RR are all valid words, whereas BF, QG,
CE, TM are not. You are then asked if you think EE is a valid word. Most people identify EE as a valid word; they are sensitive
to the fact that all the valid words consist of two identical letters, whereas the invalid words do not. This is known as an identity
effect, and has been observed in artificial language learning experiments and in a diverse range of natural languages. I give
a formal proof that many popular learning framework, including methods for training neural network of arbitrary number of
layers, cannot learn such identity effects. The proof exploits symmetries in the architectures and their training regimes to show
that such learners cannot perform with human-like behaviour on these grammatical judgment tasks.
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Induction with Familiar and Newly-Learned Categories in Young Children
Layla Unger
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Abstract: Accounts of induction development suggest that young children’s inferences are based either on object kind knowl-
edge (Gelman & Markman, 1986), or on perceptual similarity (e.g., Sloutsky & Fisher, 2004). However, both accounts suggest
that inferences with familiar and newly-learned categories engage a common set of psychological processes (determination of
object kind or perceptual similarity). Alternately, young children may perform similarity-based induction with newly-learned
categories, but use prior knowledge to make inferences with familiar categories. In this study, children complete two versions of
a task in which a property attributed to a target can be extended to a category match or a perceptual match. In one version, items
belong to familiar biological categories; in the other, items belong to two novel pseudo-biological categories. Preliminary find-
ings indicate that although Kindergarten-age children learn to accurately categorize the novel items, they make similarity-based
inferences with newly-learned categories, and category-consistent inferences with familiar categories.
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An Empirical Examination of Barrett’s Intuitive Expectation Sets
M. Afzal Upal

Socio-cognitive Systems Section, DRDC

Abstract: We carried out two category norming studies (repeating MacRae 2005) to empirically examine Barrett’s (2008)
notion of intuitive expectation sets as a coherent set of categorical expectations that are strongly correlated with each other.
The studies validate some aspects of Barrett’s handcrafted list of intuitive sets and suggest removal as well as addition of some
properties. The revised table of intuitive expectation sets is presented below: Solid Objects (a) are hard, rigid, and firm (b)
are heavy (c) have a mass (d) are tangible (e) are visible Living Things (a) breathe (b) eat food (c) reproduce (d) move (e)
grow (f) vulnerable to injury & death Animals (a) have limbs (b) have blood & heart (c) have a mind (d) have a mind (e) have
emotions Mental Beings (a) think (b) are human (c) are animals (d) are intelligent (e) perceive (f) self-aware (g) talk to others
(h) understand language.
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”The baking stick thing”: Automatization of co-speech gesture during lexical
access

Prakaiwan Vajrabhaya
University of Oregon

Eric Pederson
University of Oregon

Abstract: Multiple studies (Galati & Brennan, 2014; Hoetjes, Koolen, Goudbeek, Krahmer, & Swerts, 2001; Jacobs & Gar-
nham, 2007) have shown reduction in co-speech gesture across repetition. Reduction can be interpreted in terms of demonstrat-
ing automatization of effort (Vajrabhaya & Pederson, 2014). This study specifically investigates a special type of gesture used
when speakers are accessing a low-familiarity lexeme. These gestures are assumed to aid lexical retrieval (Rauscher, Krauss,
& Chen, 1996) and might be expected to not reduce as long as lexical access remains difficult. Unexpectedly, results show that
these gestures also reduce across repetition like any other gesture and independent of lexical access difficulties. This suggests
gesture automatization is a broad phenomenon across diverse gesture functions.
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Social network structure contributes to differences in language use
David Vinson
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Rick Dale
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Abstract: Some theories of language see it as a complex and highly adaptive system. For example, language may adapt to cer-
tain social or demographic variables of a linguistic community. If so, language may be used as an indication of certain social in-
fluences. Studies have begun to explore how the structure of social-networks contribute to language use. Until recently, datasets
large enough to test how subtle effects of socio-cultural properties—spanning vast amounts of time and space—influence lan-
guage change have been difficult to obtain. We analyzed over one million online business reviews using network analyses and
information theory to quantify social connectivity and language structure. Results indicate that sometimes a surprisingly high
proportion of variance in individual language use can be accounted for by differences in social structure. We consider how big
data can be used as an arena for testing the influence of social variables on language use.
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Investigating the Visual/Analytic Shift in Students’ Knowledge in Chemistry
Maria Vlacholia
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Abstract: We argue that the acquisition of chemistry expertise requires considerable conceptual changes, which among other
things involve a change from reliance on visual-spatial thinking to the employment of analytic strategies. We also argue that
this shift in chemistry and specifically in knowledge about molecular structure is related to the acquisition of expertise and not
to individual differences in visual-spatial thinking. In this presentation we will present an experiment designed to investigate
the visual-analytic shift in knowledge about molecular structure in 132 11th graders. The results showed that the students,
who were novices in chemistry, could solve the items requiring visual strategies but not those requiring analytic strategies,
suggesting that they had not achieved the visual/analytic shift. Additional studies are needed to compare novices and experts in
order to further test our hypothesis regarding the visual-analytic shift in chemistry.
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Gricean maxims influence inductive inference with negative observations
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Abstract: A robust finding in category-based induction tasks is for positive observations to raise the willingness to generalize
to other categories while negative observations lower the willingness to generalize. This pattern is referred to as monotonic
generalization. In earlier work, we have found evidence for non-monotonic generalization when negative observations are
involved. For example, we presented participants with the information that Mozart’s music has a certain property, asking to
judge the likelihood of the conclusion that Metallica’s music too has the property. We found people more willing to accept the
conclusion if they were additionally informed that the sound of a falling rock does not have the property. Here, we test the
hypothesis that non-monotonic generalization following negative observations crucially depends on the reasoner’s assumptions
regarding the way the arguments were constructed. We find that people may generalize non-monotonically when they assume
the observations were intended to be helpful.
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Interdependence of Fixations and Saccades
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Abstract: The present study investigates the relation between the reading process and text comprehension during naturalistic
text reading. To that end, participants read easy and difficult texts while their eye movements were recorded. After each
reading, participants filled-in comprehension questionnaires. We investigated classical measures of the reading process related
to comprehension (fixation duration, regressive eye movements), as well as power-law scaling in eye movements that are
indicative of degree of cognitive coordination during reading. The results show that text difficulty led to longer fixation durations
and stronger power-law scaling in eye movements. Moreover, the degree of power-law scaling in eye movements was predictive
of text comprehension. In line with previous research on natural text reading that utilized the self-paced reading method, power-
law scaling turned out to be a superior predictor of reading comprehension compared to standard measures, suggesting that it
is an effective measure of cognitive performance in complex reading tasks.
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Configural and featural face processing are modulated by spatial attention:
evidence from event-related brain potentials

Hailing Wang
Tsinghua University

Shimin Fu
Tsinghua University

Abstract: Face recognition is widely believed to rely on two distinct mechanisms, the configural (e.g., the distance between
two eyes or between mouth and nose) and featural (e.g., the shape of the eyes or mouth) face processing. However, little is
known about whether the two processing types are affected by spatial attention. In our study, spatial attention was manipulated
by asking participants to attend to the left or right visual field. We found that configural face processing elicited a larger P1
compared to featural face processing when they were attended. In contrast, the P2 was larger for featural relative to configural
face processing when they were attended. Therefore, the results suggested that configural and featural face processing are
differentially affected by spatial attention at different time windows.
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Cross-situational Word Learning Results in Explicit Memory Representations
Felix Wang

University of Southern California

Toben Mintz
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Abstract: Word learning is a fundamental part of language acquisition. Learning words from cross-situational statistics (Yu
& Smith 2007) has been argued to be critical for lexical acquisition, but the resulting representations are not well understood.
Here, we examine the claim from Hamrick & Rebuschat (2014) that cross-situational learning results in implicit representations.
Three experiments provide evidence to the contrary. First, we establish that confidence ratings positively correlate with accu-
racy. By using a cover story where participants were not told to infer word meaning, only highly confident answers were above
chance, contrary to what accounts of implicit memory would predict. In addition, using a deadline procedure (Voss, Bayem &
Paller 2008), we found that participants performed no differently than without a deadline, contrary to predictions from implicit
memory representations. In sum, we conclude that representations from cross-situational word learning are explicit.

3013



Developing an Integrated and Comprehensive Traditional Chinese Corpus Based
on Multi-Character Words for Studying relations between words and lexicons
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Abstract: Most of Chinese corpus were created for single-character words with indexes, such as frequency, stroke number,
and phonetic information, for the purposes of basic research. However, multi-character Chinese words are recognized of
referring alterations of meaning and more useful for investigating reading processes and comprehension. Therefore, for studying
complete relations between words and lexicons of Chinese, a corpus requires statistics based on more than single-character
words with valid and reliable indexes. In this study, we illustrate a corpus of Traditional Chinese providing five word indexes,
including word sound, word position, word form, semantics, and competence of forming multi-character words by integrating
current credible corpus. The integration approach of the present study is beneficial not only for minimizing inconsistencies
of word entities between corpus, but also for calculating quantitative properties of character-to-character relationship. The
utilization of the present corpus will significantly impact the studies of Chinese words and reading comprehension.
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Getting what you Ordered: Symbolic and Non-Symbolic Ordinality as Predictors
of Exact and Approximate Calculation in Adults
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Abstract: Performance on symbolic and non-symbolic numeric order determination tasks was examined as predictors of
Woodcock Johnson calculation (exact) and computation estimation (approximate) scores among university aged adults. For
Woodcock Johnson scores, only the symbolic task variant was found to be a significant predictor of performance outcomes after
entering both task variants into a multiple regression. For the computational estimation task, both symbolic and non-symbolic
task variants were significant predictors of performance outcomes. However, when controlling for general math ability (using
Woodcock Johnson scores in the first step of a multiple regression), only the non-symbolic task variant remained predictive of
computational estimation scores. Predictors remained significant for each outcome measure after controlling for non-numerical
(luminance) order determination tasks through regression. These findings suggest that 1) the relations are due to numeric (not
general order) judgements, and 2) both symbolic and non-symbolic task variants are related to specific mathematical outcome
measures.
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Culture, causal attributions, and development: A comparison of Chinese and U.S.
4-and 6-year-olds
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Abstract: This is a cross-cultural replication of Seiver, Gopnik & Goodman (2013) and compares the development of social
causal attributions in Chinese and U.S. children. In this study, Chinese (n=110) 4-and 6-year-olds were directly compared to the
U.S. children in Seiver, Gopnik & Goodman (2013). Children were shown covariation evidence that varied across conditions
to imply that a person, situation, or neither was the cause of a person’s actions. Following observation, children were asked
to explain why the person engaged in the actions. Findings indicate that U.S. children significantly increased the amount of
person attributions they made with age, while Chinese 4-and 6-year-olds answered comparably. Children from both cultures
were sensitive to covariation manipulations when they suggested a person was the cause of an action. Only U.S. children were
sensitive to evidence when it favored the situation.
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Context vs. Compositionality: How Do Context-induced Ad-hoc Affordances
Interact with Semantically Stored Telic Information? – An ERP Study
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Abstract: In an ERP study we investigate the time course of the interaction between the lexically specified telic role of a noun
and the contextually provided ad-hoc affordance induced by a linguistic discourse. If preceded by a neutral discourse context,
a verb inconsistent with the telic role in a sentence elicits an enhanced N400 compared to a congruent verb. However, if the
preceding discourse context induces an ad-hoc affordance for the object that conflicts with the lexically specified telic role of
the referring noun, we observe a crossing-over: compared to the neutral context, the N400 elicited by the inconsistent verb is
significantly reduced in this context, whereas the N400 elicited by the congruent verb is significantly enhanced. We interpret
these results as a consequence of the immediate functional replacement of the telic role with the contextually triggered ad-hoc
affordance, thus supporting a single-step model of sentence meaning composition.
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Multisensory Integration Induces Body Ownership of an External Tool
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Abstract: Bodily self-consciousness (BS) refers to self-knowledge like body shape, position and ownership. BS relies on the
integration of multisensory bodily signals and can be experimentally manipulated with the Rubber Hand Illusion (RHI). In this
illusion, the incorporation of a rubber hand into the BS is facilitated by visual similarity to the participant’s hand. Neurophysi-
ological research indicates that tool use alters neural networks mapping body shape and posture for coordinating motor actions.
The present experiment sought to unify perceptual and motoric BS accounts using a modified RHI. We found that synchronous
multisensory stimulation induced perceptual embodiment of an external tool. The RHI was stronger if multisensory stimulation
was preceded by tool use, highlighting the motor system’s role in embodiment. The illusion, as measured by proprioceptive
drift and questionnaires, was stronger for skilled individuals but also occurred for untrained participants. This experiment helps
to clarify the role of perceptual and motoric embodiment.

3018



Semantic Processing in the Context of the PRP Paradigm: Structurally or
Strategically Bottlenecked?
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University of Waterloo, Waterloo, Ontario, Canada
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Abstract: It is widely believed that semantic activation from print is not capacity limited (i.e., that it does not need attentional
resources). Prior research has tested this assumption by examining the Stroop effect in the context of the psychological refrac-
tory period (PRP) paradigm. These studies yielded additivity of the Stroop effect and SOA on RT, consistent with the hypothesis
that semantic activation is itself capacity limited (given demonstrations that prior processes are not capacity limited). There
is, however, an alternative explanation for such additivity: performance optimization (Miller and colleagues, 2009). Given
that participants in PRP experiments are told to respond as quickly as possible, they may opt to process serially to improve
performance. We investigated whether additivity of the Stroop effect (standard and semantic) and SOA in the context of PRP
is best explained in terms of a structural bottleneck or performance optimization.
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Historical Cognition: An Investigation of Factors Affecting Reasoning about
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Abstract: We assessed whether students’ reasoning about historical causality is biased by accessibility and previous knowl-
edge. Undergraduates in Canada provided explanations for historical events: the attacks on Pearl Harbor and September 11,
2001. Participants were then given several explanations for these events, including conventional historical and alternative con-
spiracist explanations, and reported how satisfying they found them. Overall, historical explanations were more satisfying than
alternative explanations. Historical explanations were more satisfying for Pearl Harbor than 9/11, and alternative explanations
were more satisfying for 9/11 than Pearl Harbor. Similarly, ease of generating an explanation was associated with satisfaction
with historical explanations for Pearl Harbor, and with satisfaction with alternative explanations for 9/11. Participants’ general
conspiracist beliefs were also associated with acceptance of alternative and historical explanations. Students learn about Pearl
Harbor in history class, whereas information about 9/11 comes primarily from the media, leaving the door open to a multiplicity
of ahistorical explanations.
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Perspective Taking in Communicative Pointing: An Optimal Feedback Control
Modeling Approach
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Abstract: Pointing movements can serve instrumental goals (‘pointing to press a button’) or communicative goals (‘pointing
to indicate to someone which button to press’). Previous work has shown that communicative pointing follows different trajec-
tories, and has different end points than instrumental pointing movements, depending on the addressee’s spatial location. This
suggests that motor control processes are affected by communicative intentions, but the nature of this interface remains un-
known. Using optimal feedback control theory, we construct a model of instrumental pointing, and explore how this model can
be adjusted to reproduce the dependency between communicative trajectories and addressees’ locations. Our results show that
the variations in end points cannot account for those trajectories. Instead, the kinematic data are best explained by ‘perspective
taking’ on the part of the communicator, i.e., communicative pointing movements seem to be planned in a frame of reference
that is adjusted to the addressee’s point of view.
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Gestures in the TV News reflect mental number space: ”Tiny” and ”low” numbers
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Abstract: Past research suggests that people think about numbers in terms of multiple spatial mappings. For instance, they
think of “more” as “bigger” or “higher” (e.g., Andres et al., 2008; Sell & Kaschak, 2012). Here, we investigate mental number
space by looking at naturally occurring co-speech gestures. Using the TV News Archive (archive.org/details/tv), we selected
a random sample of 1,320 videos containing the phrases “tiny number,” “huge number,” “high number” and “low number,” of
which 314 had associated manual gestures. Our analysis shows that with “tiny number,” speakers produce pinching gestures;
with “huge number,” they move their hands outward; with “high numbers,” the palms are oriented and move upward; and with
“low numbers,” the palms are oriented and move downward. Speakers did not gesture systematically along the horizontal axis.
This work provides new insights into how people’s spatial conceptualizations of numbers shape communicative practice in
naturally occurring discourse.
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Children’s ability to infer beliefs and desires from emotional reactions
Yang Wu
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Abstract: Children can recover beliefs from knowledge of an agent’s actions and desires, or desires from her actions and
beliefs. However, both beliefs and desires are sometimes unknown and underdetermined by agents’ actions. Here we ask how
emotional expressions might support mental-state inferences that are otherwise ambiguous given agents’ actions. We present
two experiments, showing that children (mean: 5.9 years) can infer beliefs and desires simultaneously from change or stability
in the valence of emotional expressions between when agents expect and observe outcomes. However, children did not infer
that surprised expressions indicated false beliefs, or the absence of surprise, true beliefs, in the context of joint belief-desire
reasoning. Rather they inferred that positively valenced responses to outcomes indicate true beliefs and negative responses
indicated false beliefs. We propose that emotional expressions support rational inferences about mental states, consistent with
the expectation that agents act on their desires given their (probabilistic) beliefs.
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A model comparison on perception of arm movements in point-light display
Reiko Yakushijin
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Abstract: Since Johanson (1973), it is well known that people perceive human behavior, not only familiar ones such as walking
and dancing but also unfamiliar behaviors in point-light display. While categorization among well-known behaviors has been
well studied, it is not clear yet how people extract the cues that are useful for perceiving unfamiliar behaviors. We hypothesized
that the hierarchical information in human structure was playing an important part for perception of unfamiliar behaviors,
and examined this hypothesis by comparing performances of three kinds of models in categorization tasks of unfamiliar arm
movements. While the first model was based only on local motion of the point lights, the second model used hierarchical
ordering information to analyze the local motion. The third model used strict positioning following the hierarchical structure
in addition to the ordering information. The comparison suggested that hierarchical ordering was important information to
producing close performance to human performance.
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Abstract: Readers and listeners rely upon previous experience to generate predictions about multiple aspects of an unfolding
linguistic signal. Error signals elicited by unexpected input feed forward to higher-level units, serving in the adjustment of
expectancies and thus increasing the precision of predictions in that context. When a syntactic ambiguity is resolved with a
dis-preferred continuation, a garden-path effect occurs, but decreases in magnitude as a function of exposure to the unexpected
event. But, can readers adjust lower-level expectations about word forms in contexts that do not permit overt higher-level
ambiguity? We monitored eye-movements as participants read expected or unexpected words in highly-constraining sentences.
Half of items contained the predicted word and half contained a plausible but unexpected word. Adaptation—in the form of
decreased fixation duration on unexpected words—was observed on first fixation duration but nowhere else, suggesting that
adaptation occurs at different levels of a multilayered processing system.
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Abstract: Episodic memory involves a mechanism that binds information into a coherent representation structure. Espe-
cially, more complex memory structures are required when there are more overlapping elements among different episodes
(Humphreys, Bain & Pike, 1989), and the ability to use memory structures of different complexities increases throughout de-
velopment (Yim, Dennis, & Sloutsky, 2013). Although the major neural structures considered to underlie the development of
episodic memory are the prefrontal cortex (PFC) and the hippocampus, it is possible that the development of episodic memory
involves multiple brain mechanisms interacting with different types memory structure. The current study tries to examine the
division of labor between the PFC and hippocampus when forming different types of binding structure in episodic memory de-
velopment. We utilized a multinomial processing tree (MPT) model, and Single Nucleotide Polymorphisms (SNP) genotyping
approach to elucidate the division of labor between different brain areas involved in forming different memory structures.
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Do we use L1 probabilistic phonotactics in L2 listening?
Michael C. W. Yip

Department of Psychological Studies, The Hong Kong Institute of Education

Abstract: The present study examined whether Cantonese-English bilingual listeners made use of their L1 probabilistic phono-
tactics in the segmentation process of English continuous speech (L2). Previous research in different languages demonstrated
that probabilistic phonotactics could serve as a useful cue to locate the possible word boundary in continuous speech. The use
of these kinds of information in L1 can also be easily transferred to deal with L2 listening for bilingual listeners. In the present
study, a word-spotting experiment was conducted to examine this issue and the results revealed that the Cantonese-English
bilingual listeners might not make use of all their L1 probabilistic phonotactics in segmenting the L2 speech.
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Using false belief task to explore the effect of empathy situation on Theory of Mind
function
Chi-Lin Yu

National Cheng Kung University, Tainan, Taiwan

Min-Ying Wang
National Cheng Kung University, Tainan, Taiwan

Pei-Wen Chen
National Cheng Kung University, Tainan, Taiwan

Joe-Yi Yap
National Cheng Kung University, Tainan, Taiwan

Jen-Shen Chang
National Cheng Kung University, Tainan, Taiwan

Yong-Ru Hsiao
National Cheng Kung University, Tainan, Taiwan

Jon-Fan Hu
National Cheng Kung University, Tainan, Taiwan

Abstract: Theory of Mind (TOM) is an ability to simulate mental activities, attribute intention, and predict behaviors of others.
According to Ickes’s study (1990), there are strong correlation between empathy and TOM. However, whether they have any
causal-effect relationship is still unclear. It is possible to differentiate the two processes from a developmental perspective
since TOM ability develops later than empathy. This study aimed to study the influence of empathy on TOM processes. In the
experiment (N=28), 4-year-olds children received a traditional false belief task first; and then after a week, they were divided
into two different empathic situations: bullying condition and bully-victim condition. The study found a trend that the TOM
score is lower in the bullying condition but higher in the bully-victim condition compared to the baseline condition despite of
the insufficient subjects. It suggests that empathic states indeed impact TOM processing.
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What senses of agency can infants have?
Lorijn Zaadnoordijk

Radboud University Nijmegen, Donders Institute for Brain, Cognition, and Behaviour

Sabine Hunnius
Radboud University Nijmegen, Donders Institute for Brain, Cognition, and Behaviour

Marlene Meyer
Radboud University Nijmegen, Donders Institute for Brain, Cognition, and Behaviour

Johan Kwisthout
Radboud University Nijmegen, Donders Institute for Brain, Cognition, and Behaviour

Iris van Rooij
Radboud University Nijmegen, Donders Institute for Brain, Cognition, and Behaviour

Abstract: The ‘sense of agency’—the feeling of doing—is a phenomenological experience that cannot be taken for granted
in infants. Researching the development of this phenomenon hinges on its conceptualization. Although it may seem natural
to ask “When do infants have sense of agency?”, this binary view on the presence (or absence) of a sense of agency seems
conceptually problematic. Cognitive phenomenological research reveals that sense of agency is a complex set of agentive
experiences with different contents (e.g. ‘the experience of acting’, ‘the experience of volition’) that are often conflated.
Given that different contents presuppose different representational capacities, developmental psychology may better target the
question “What senses of agency can infants have at different developmental stages?” We show how this re-conceptualization
impacts the interpretation of existing empirical findings in infant research, and how it can improve our understanding of the
developmental trajectory of infants’ experiences of agency.
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Categorical Perception of Labeled and Unlabeled ASL Facial Expressions in
Hearing Non-signers

Hadar Zeigerson
Colorado College

Kevin Holmes
Colorado College

Abstract: Previous research has demonstrated categorical perception (CP) of facial expressions from American Sign Language
(ASL) in hearing, English-speaking non-signers. Notably, CP was observed even for faces with no obvious linguistic labels in
English, suggesting the existence of covert categories based on nonlinguistic facial properties. However, in the earlier work, CP
was assessed using memory procedures, leaving open the possibility that such categories have no impact on the discrimination
of simultaneously presented faces. Here, we used a visual search task with no memory component to test for CP for both
labeled (happy/sad) and unlabeled (adverbial expressions with no lexical signs) categories of ASL facial expressions. CP was
observed for both sets of categories, suggesting that unlabeled covert categories——not just labeled ones——are accessed even
when stimuli are readily available to perception. We interpret these findings in light of competing accounts of the interrelations
of language, categories, and perception.
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“Capturing the relations between metacognition, self-explanation, and analogical
comparison: An exploration of two methodologies”

Cristina D. Zepeda
Learning Research and Development Center, University of Pittsburgh

Timothy J. Nokes-Malach
Learning Research and Development Center, University of Pittsburgh

Abstract: Metacognitive processes such as monitoring and control and sense-making processes such as self-explanation and
analogical comparison are each hypothesized to result in effective problem solving, learning and transfer (Chi et al., 1994;
Alfieri, et al., 2013; Zepeda et al., 2015). However, little work has examined how these processes relate to one another and their
associated learning outcomes. In this study we explored two methodologies to measure and relate these processes to one another
by investigating students verbal protocols and task-based self-reports during a learning task. We investigated (1) whether
specific metacognitive skills are more likely to occur before, during, or after self-explanation and analogical comparison, (2)
individual differences in students’ use of these skills, and (3) whether specific skills results in better learning outcomes. Results
from these analyses and their implications will be discussed.

3031



Learning multiple kinds of associations during cross-situational word learning
Martin Zettersten

University of Wisconsin-Madison, Madison, WI, USA

Erica Wojcik
University of Wisconsin-Madison, Madison, WI, USA

Viridiana L. Benitez
University of Wisconsin-Madison, Madison, WI, USA

Jenny Saffran
University of Wisconsin-Madison, Madison, WI, USA

Abstract: Learning the meanings of words involves not only forming connections between individual words and concepts
but also building a network of connections across objects and words. Previous studies reveal that infants and adults can learn
word-referent links across multiple ambiguous training instances by tracking the statistical co-occurrence of labels and objects
(Smith & Yu, 2008; Dautriche & Chemla, 2014). We asked whether adults are sensitive to multiple types of statistical structure
in these learning instances by manipulating the frequency with which objects co-occurred with each other during training trials.
Across several studies (n=150), we find that adults not only learned to disambiguate label referents, but simultaneously formed
connections both between the frequently co-occurring objects themselves and between the labels of frequently co-occurring
objects. These findings indicate that learners exploit statistical regularities to form multiple types of associations during word
learning.
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Statistical learning of auditory patterns as trajectories through a perceptually
defined similarity space

Jason Zevin
University of Southern California, Los Angeles, CA, USA

Hao Wang
University of Southern California, Los Angeles, CA, United States

Abstract: Most accounts of statistical learning (e.g., Saffran et al., 1996) assume that the learner computes cooccurrence
statistics over units, such as syllables, that abstract away from the physical features of the input. This assumption need not hold
when the units are underlearned, unfamiliar, or uncategorizable. We tested statistical learning with variable, unfamiliar units
and show that if the featural variation is small, adults treat words differently from part-words and non-words, as if learning were
occurring over abstract units. When the featural variation is large, and the categorical boundaries are unclear, participants can
still learn statistical regularities defined over trajectories through this space: Words, part words and even non-words that follow
trajectories consistent with the familiarization set are rated as equally familiar, whereas non-words that take trajectories opposite
the familiarized direction are rated as less familiar. Conceiving of statistical learning over trajectories through perceptual space
explains the results under both conditions.
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